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1 Library Identification

Periodically a new Mark of the NAG Library is released: new functions are added, corrections and/or
improvements are made to existing functions; and, occasionally, functions are withdrawn if they have
been superseded by improved functions. A point release such as 26.1, only differs from a new Mark (
e.g., 27) in that no functions are withdrawn.

You must know which implementation and which mark and revision of the Library you are using or
intend to use. To find out these Library details, you can run a program which calls the NAG C Library
function nag_implementation_details (a00aac).

This function has no arguments; it simply outputs text to the standard output, if available. Details can
also be found by a call to nag_implementation_separated_details (a00adc).

2 How to Find a NAG Library Function

All users both familiar or unfamiliar with this Library who are thinking of using a function from it, are
asked to please follow these instructions:

(a) read How to Use the NAG Library and its Documentation as it provides valuable background
information;

(b) select an appropriate chapter or function by searching through the Keyword and GAMS Search;

(c) read the relevant Chapter Introduction;

(d) choose a function, and read the function document. If the function does not after all meet your
needs, return to step (b);

(e) read the Users' Note for your implementation (this contains instructions on how to compile and
run a program);

(f) consult local documentation, which should be provided by your local support staff, about access to
the Library on your computing system;

(g) obtain a copy of the example program (see Section 4.4) for the particular function of interest and
experiment with it.

You should now be in a position to include a call to the function in a program, and to attempt to
compile and run it. You may of course need to refer back to the relevant documentation in the case of
difficulties, for advice on assessment of results, and so on.

As you become familiar with the Library, some of steps (a) to (g) can be omitted, but it is useful to
keep up to date with the following documents as they are subject to change:

How to Use the NAG Library and its Documentation;

the Chapter Introduction;

the function document;

the Users' Note for your implementation.

3 How to Use the NAG Library

3.1 Structure of the Library

The NAG Library is a comprehensive collection of functions for the solution of numerical and
statistical problems.

The Library is divided into chapters, each devoted to a branch of numerical analysis or statistics. Each
chapter has a three-character name and a title, e.g.,

Chapter d01 – Quadrature

Exceptionally, Chapters h and s have one-character names. The chapters and their names are based on
the ACM modified SHARE classification index (see ACM (1960–1976)).
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All documented functions have two names. One is based on the SHARE index classification and
consists of a six-character name which begins with the characters of the chapter/subchapter name, for
example

c06pcc

The letters of this type of function name are always lower case, the second and third characters being
digits and the last letter being c. This function name is referred to as the short name. Each function also
has a more meaningful and longer name, for example

nag_sum_fft_complex_1d

which we refer to as the long name. The long name may be used as an alternative to the short name
when calling the function. See Section 3.4 for further details.

3.1.1 Experimental Routines

Some functions in the Library may be classified as experimental. These functions will be flagged by a
note at the top of the documentation.

Functions may be classified as experimental if:

(a) The interface and / or functionality of the function may change between Marks of the Library. The
function will have been designed in such a way as to minimize the number of such changes.

(b) The complexity of the function, or suite of functions it is part of, are such that comprehensive
testing is not practical. Functions classified as experimental have gone through the same testing and
review processes as a normal Library function, however it is recommended that additional care is
taken when using the function.

A function classified as experimental may be reclassified as no longer being experimental, at which
point the interface will become fixed as per a normal Library function.

3.2 General Advice

A NAG Library function cannot be guaranteed to return meaningful results irrespective of the data
supplied to it. Care and thought must be exercised in:

(a) formulating the problem;

(b) programming the use of Library functions;

(c) assessing the significance of the results.

The remainder of this document is concerned with (b) and (c).

3.3 Programming Advice

The Library and its documentation are designed with the assumption that you will write a calling
program in C (although it may be called from other languages – see Section 3.8).

When a suitable NAG function has been selected, (see Section 4.1) the function must be called from the
C Library via a suitable user-written program, the calling program. This manual assumes that you have
sufficient knowledge of the C programming language to be able to write such a program. Each C
Library function document contains an example of a suitable calling program (see Section 4.4).

When writing a calling program, a number of environmental features common to all such NAG
programs must be observed in addition to specific features which are relevant to the particular NAG
function being called. These features are discussed below; you should also refer to the example
program.

3.3.1 The NAG C environment

The environment for the NAG Library is defined in a number of include files; a list is given in
Section 3.3.1.6. The most important of the header files is nag.h, which must be included in any
program that calls a NAG Library function and must precede any other NAG header file.
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These include files are placed in <product_folder>/include folder by the installer. For its exact location
please see the Users' Note or other local documentation.

The file nag.h defines data types and error codes used in the NAG Library together with a number of
macros used in example programs.

You will also need to include the header file nag_stdlib.h in the calling program, if any memory
management is required; see Section 3.3.1.2.

3.3.1.1 NAG data types

Integer
This data type is used for integer arguments to NAG Library functions. It is normally defined to
be long. Please refer to the Users' Note for its exact type.

Nag_Boolean
This is an enumeration type defined as

typedef enum{Nag_FALSE=0; Nag_TRUE=1} Nag_Boolean;

Complex
This data type is a structure defined for use with complex numbers:

typedef struct {double re, im;} Complex;

Pointer
This data type represents the generic pointer void *.

Nag_Comm
This data type is a structure with a number of fields among which are a generic pointer, an
Integer pointer and a double pointer which may be used for communicating information between
a user-defined function and your calling program, where the user-defined function is supplied as
an argument to the NAG function. This avoids the necessity of using global variables for such
communication. The use of Integer and double pointers allows double and Integer arrays to be
communicated with no casting. For an example of use, please see Section 10 in
nag_opt_simplex_easy (e04cbc).

Nag_User
This is also a communication structure with a generic pointer with usage similar to Nag_Comm.

Nag_FileID
This data type is an integer type used by certain NAG Library functions which deal with input or
output files. Functions in Chapter x04 must be used to associate a file name with the file ID.

Enumeration Types
A number of other enumeration types are defined in nag_types.h (included by nag.h) for use in
calls to various NAG Library functions. You should use these enumeration types in your C/C++
calling programs. If the NAG Library is being called from languages other than C/C++ we have
provided a function to map the enumeration members to integer values (see nag_enum_name_
to_value (x04nac)).

Other structure types
A number of structures have been defined to facilitate calls to NAG functions. Please note that
only those components of a structure that are relevant to a call to a specific NAG function are
described in the corresponding function document. A complete specification of a NAG defined
structure can be found in the NAG Library header file nag_types.h included in the distribution
materials.

3.3.1.2 Memory management in the Library

Memory is frequently dynamically allocated within NAG Library functions. All requests for memory
are checked for success or failure. In the unlikely event of failure occurring the Library function returns
or terminates with the error state NE_ALLOC_FAIL (details of error handling in the Library are given
in Section 3.7).
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The macros NAG_ALLOC, NAG_REALLOC and NAG_FREE are defined to select suitable memory
management functions for the NAG Library. NAG_ALLOC has two arguments; the first specifies the
number of elements to be allocated while the second specifies the type of element. The statement

p = NAG_ALLOC(n, double);

allocates n elements of memory of type double to p, a pointer to double.

NAG_REALLOC has three arguments; the first specifies the name of the pointer whose memory is to be
extended, the second specifies the number of elements and the third specifies the type of element.

The statement

p = NAG_REALLOC(p, n, double);

allocates n elements of memory of type double to p, a pointer to double.

NAG_FREE frees memory allocated by NAG_ALLOC or NAG_REALLOC; its single argument is the pointer
which specifies the memory to be deallocated. The statement

NAG_FREE(p);

deallocates memory pointed to by p and sets its value to NULL.

These macros are defined in the header file nag_stdlib.h which must be included if these macros are
used in the calling program. NAG_FREE must be used to free memory allocated and returned from a
NAG function. If memory is allocated using NAG_ALLOC for whatever reason, it must be freed using
NAG_FREE. For an illustration of their use, see Section 10.1 in nag_1d_cheb_fit_constr (e02agc). The
use of NAG_ALLOC, NAG_REALLOC and NAG_FREE is strongly recommended.

3.3.1.3 The Nag_Order Argument

Different programming languages lay out two-dimensional data in memory in different ways. The C
language treats a two-dimensional array as a single block of memory arranged in rows, the so called
‘row-major’ ordering. Some other languages, notably Fortran, arrange two-dimensional arrays by
column (‘column-major’ ordering). Those functions in the NAG C Library that deal with two-
dimensional arrays and where deemed appropriate have an extra argument, called order, which allows
you to specify that your data is arranged in rows (by setting order to Nag_RowMajor) or in columns (by
setting order to Nag_ColMajor). This is particularly useful if the NAG C Library is being called from a
language which uses the column-major ordering or if you wish to call a function from a language, such
as Visual Basic 7 onwards, which supports column-major ordering.

3.3.1.4 Array references

In C it is possible to declare a two-dimensional variable using notation of the form:

double a[dim1][dim2];

When this variable is an argument to a function, it is effectively treated by the compiler as a pointer,
*a, of type double with an allocated memory of dim1*dim2 on the stack. The address of an element
of this array, say a[3][5] is then an explicit address computed to be *(a+3*dim2+5), since C stores
data in row-major order.

Alternatively it is possible for you to allocate memory explicitly (on the heap) to a pointer of type
double *, using the form:

a=(double *)malloc((size_t)(dim1*dim2*sizeof(double));

In this case the C preprocessor allows a succinct notation for computing this explicit address by using a
macro definition:

#define A(I,J) a[I*dim2+J]

The element of this array if indexed ij is then indexed using the pointer notation *(a+i*dim2+j) or by
using the array notation a[i*dim2+j]; or by using A(I,J) assuming the macro [2] is already defined.

We often wish to refer to the storage of elements representing a submatrix of the matrix A, for example,
the submatrix comprising rows k to l and columns m to n. For convenience we use the notation A(k:l,
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m:n) to refer to those elements of a storing the given submatrix with elements Aij ¼ A i� 1; j � 1ð Þ
(see [2] and [4]), for i ¼ k; . . . ; l and j ¼ m; . . . ; n. That is,

A(k:l,m:n) = {a[p], p = (i-1)*pda+j-1, i=k,...,l and j=m,...,n},

for row major ordering.

If the data is to be stored using column-major ordering and we have declared an array variable as

double a[dim1][dim2];

then the element indexed ij is effectively transposed. That is, the element a[i][j] under row-major
ordering is the element a[j][i] under column-major ordering.

As another alternative you may choose to malloc the required memory as in [1] above. In this case, the
element indexed ij is using the pointer notation *(a+j*dim1+i); or by using the array notation a

[j*dim1+i]; or by using A(I,J) if the macro is defined as

#define A(I,J) A[J*dim1+I]

Note the difference in definition between [2] and [4] above.

In order to simplify the documentation, we refer to array elements using the macro definitions above.
Further, we note that in the preprocessor directive [2] and [4], the critical dimension is either dim2 if
the row-major ordering is used or dim1 if column-major ordering is used. We designate either dim2 or
dim1 as the principal dimension depending on the storage ordering scheme. The principal dimension
can be thought of as a stride which must be taken to traverse either a row or a column depending on the
order argument.

Typically in the NAG Library we use the convention 'pda' if the function has the order argument and
pda can have different values depending on whether the array is stored in row major or in column
major order. If the specification of an array is such that its elements must be stored in row major order
we use the term 'tda' (meaning trailing dimension). For arrays whose elements must be stored in
column major order we use the term 'lda' (meaning leading dimension). As of Mark 24, new functions
in the library generally store two-dimensional data in the column order. We are standardizing on the
phrase ‘stride separating row elements’ to mean column order storage and the phrase ‘stride separating
column elements’ to mean row order storage.

In order to facilitate calling functions in which data has to be stored in a mutually exclusive manner,
such as for example, function A requires data to be in row order and while function B requires data to
be stored in column order and the 'order' parameter has not been provided, then functions provided in
the f16 chapter will have to be used. For example, nag_dge_copy (f16qfc) can be used to change from
row order to column order by performing a transposed copy. Functions are available in this chapter for
performing a variety of copying tasks such as triangular copy, etc..

We illustrate these concepts using two examples. In the first example, memory is allocated while in the
second example memory is declared. In both examples, row or column modes are demarcated using the
preprocessor macro NAG_ROW_MAJOR. Memory is allocated using NAG_ALLOC, which is a macro defined
in nag_stdlib.h, in preference to explicit malloc calls. This macro maps to calls to internal Library
functions to allocate memory. Also note the use of NAG_FREE to free the memory.

Example 1

/* Example Program, with memory allocated, based on:
*
* nnaagg__ddoorrggqqrr ((ff0088aaffcc)) Example Program.
*
* Copyright Numerical Algorithms Group.
*
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, j, m, n, pda_row, pda_column, tau_len;
Integer exit_status=0;
NagError fail;

/* Arrays */
char *title=0;
double *a_row=0, *a_column=0, *tau=0;
char matrx_data [] = {

" -0.57 -1.28 -0.39 0.25 "
" -1.93 1.08 -0.31 -2.14 "
" 2.30 0.24 0.40 -0.35 "
" -1.93 0.64 -0.66 0.08 "
" 0.15 0.30 0.15 -2.13 "
" -0.02 1.03 -1.43 0.50 "

}, *matrix_data_ptr = matrx_data;

/* Initialize strtok */
matrix_data_ptr = strtok(matrix_data_ptr, " \t\n");

#define A_COLUMN(I,J) a_column[(J-1)*pda_column + I - 1]
#define A_ROW(I,J) a_row[(I-1)*pda_row + J - 1]

INIT_FAIL(fail);

m = 6;
n = 4;;
pda_column = m;
pda_row = n;
tau_len = MIN(m, n);

/* Allocate memory */
if ( !(title = NAG_ALLOC(31, char)) ||

!(a_row = NAG_ALLOC(m * n, double)) ||
!(a_column = NAG_ALLOC(m * n, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) )

{
printf("Allocation failure\n");
exit_status = -1;
goto End;

}

#ifdef NAG_ROW_MAJOR
printf("Using row major storage, allocated memory\n");
/* Read A from data above */
for (i = 1; i <= m; ++i)

{
for (j = 1; j<= n; j++)

{
sscanf(matrix_data_ptr, "%lf", &A_ROW(i,j));
matrix_data_ptr = strtok(0, " \t\n");

}
}

/* Compute the QR factorization of A */
f08aec(Nag_RowMajor, m, n, a_row, pda_row, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08aec.\n%s\n", fail.message);
exit_status = 1;
goto End;

}
/* Form the leading N columns of Q explicitly */
f08afc(Nag_RowMajor, m, n, n, a_row, pda_row, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08afc.\n%s\n", fail.message);
exit_status = 2;
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goto End;
}

/* Print the leading N columns of Q only */
sprintf(title, "The leading %2ld columns of Q\n", n);
x04cac(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

a_row, pda_row, title, 0, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from x04cac.\n%s\n", fail.message);
exit_status = 3;
goto End;

}
#else

printf("Using column major storage, allocated memory\n");
/* Read A from data above */
for (i = 1; i <= m; ++i)

{
for (j = 1; j<= n; j++)

{
sscanf(matrix_data_ptr, "%lf", &A_COLUMN(i,j));
matrix_data_ptr = strtok(0, " \t\n");

}
}

f08aec(Nag_ColMajor, m, n, a_column, pda_column, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08aec.\n%s\n", fail.message);
exit_status = 1;
goto End;

}
/* Form the leading N columns of Q explicitly */
f08afc(Nag_ColMajor, m, n, n, a_column, pda_column, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08afc.\n%s\n", fail.message);
exit_status = 2;
goto End;

}
/* Print the leading N columns of Q only */
sprintf(title, "The leading %2ld columns of Q\n", n);
x04cac(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

a_column, pda_column, title, 0, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from x04cac.\n%s\n", fail.message);
exit_status = 3;
goto End;

}
#endif
End:
if (title) NAG_FREE(title);
if (a_row) NAG_FREE(a_row);
if (a_column) NAG_FREE(a_column);
if (tau) NAG_FREE(tau);

return exit_status;
}

Example 2

/* Example Program, with memory declared, based on:
*
* nnaagg__ddoorrggqqrr ((ff0088aaffcc))) Example Program.
*
* Copyright Numerical Algorithms Group.
*
*/

#include <stdio.h>
#include <string.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

#define MMAX 10
#define NMAX 8

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, tau_len;
Integer exit_status=0;
NagError fail;

/* Arrays */
char title[30];
double a_row[MMAX][NMAX], a_column[NMAX][MMAX], tau[NMAX];
char matrx_data [] = {

" -0.57 -1.28 -0.39 0.25 "
" -1.93 1.08 -0.31 -2.14 "
" 2.30 0.24 0.40 -0.35 "
" -1.93 0.64 -0.66 0.08 "
" 0.15 0.30 0.15 -2.13 "
" -0.02 1.03 -1.43 0.50 "

}, *matrix_data_ptr = matrx_data;

/* Initialize strtok */
matrix_data_ptr = strtok(matrix_data_ptr, " \t\n");

INIT_FAIL(fail);

m = 6;
n = 4;;
pda = NMAX;
tau_len = MIN(m, n);

/* Read A from data above */
#ifdef NAG_ROW_MAJOR

for (i = 0; i < m; ++i)
{

for (j = 0; j< n; j++)
{

sscanf(matrix_data_ptr, "%lf", &a_row[i][j]);
matrix_data_ptr = strtok(0, " \t\n");

}
}

/* Compute the QR factorization of A */
printf("Using row major storage, declared memory\n");
f08aec(Nag_RowMajor, m, n, &a_row[0][0], pda, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08aec.\n%s\n", fail.message);
exit_status = 1;
goto End;

}
/* Form the leading N columns of Q explicitly */
f08afc(Nag_RowMajor, m, n, n, &a_row[0][0], pda, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08afc.\n%s\n", fail.message);
exit_status = 2;
goto End;

}
/* Print the leading N columns of Q only */
sprintf(title, "The leading %2ld columns of Q\n", n);
x04cac(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

&a_row[0][0], pda, title, 0, &fail);
if (fail.code != NE_NOERROR)
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{
printf("Error from x04cac.\n%s\n", fail.message);
exit_status = 3;
goto End;

}
#else

printf("Using column major storage, declared memory\n");
for (i = 0; i < m; ++i)

for (j = 0; j< n; j++)
{

/* Note column data is transposed */
sscanf(matrix_data_ptr, "%lf", &a_column[j][i]);
matrix_data_ptr = strtok(0, " \t\n");

}

f08aec(Nag_ColMajor, m, n, &a_column[0][0], pda, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08aec.\n%s\n", fail.message);
exit_status = 1;
goto End;

}
/* Form the leading N columns of Q explicitly */
f08afc(Nag_ColMajor, m, n, n, &a_column[0][0], pda, tau, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from f08afc.\n%s\n", fail.message);
exit_status = 2;
goto End;

}
/* Print the leading N columns of Q only */
sprintf(title, "The leading %2ld columns of Q\n", n);
x04cac(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

&a_column[0][0], pda, title, 0, &fail);
if (fail.code != NE_NOERROR)

{
printf("Error from x04cac.\n%s\n", fail.message);
exit_status = 3;
goto End;

}
#endif
End:
return exit_status;

}

3.3.1.5 Internal data structures in the NAG C Library

For efficiency, and wherever possible, the NAG C Library is designed to make use of the Basic Linear
Algebra Subprograms (BLAS), a suite of low-level functions tuned by many computer manufacturers
for their particular hardware. Since the BLAS are specified in Fortran, and therefore use the column-
major storage order, the NAG C Library also uses this scheme, internally, for new functions wherever it
is practical. Thus any two-dimensional arrays you have provided may be re-ordered on entry and/or on
exit from the NAG functions, as appropriate. It is therefore slightly more efficient to use the column-
major ordering; however, except for very large data sets, the effect is negligible in practice.

3.3.1.6 Chapter header files

Chapter header files contain the function declarations for the NAG Library with ANSI function
prototyping. The appropriate chapter header file must be included for each NAG function called by your
program. For example, to call the function nag_sum_fft_complex_1d (c06pcc) the chapter header file
nagc06.h must be included as

#include <nagc06.h>

The naming convention is to prefix the first three characters of the function name in lower case by nag

and use .h as the postfix as in normal C practice, except that all functions in Chapter s use the header
file nags.h.
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(a) Header files intended for your inclusion within calling programs to the NAG Library

nag.h defines the basic environment for use of the NAG Library. This header file must be included in
each calling program to the NAG Library and must precede all other header files that are included. This
must be followed by one or more of the following chapter header files.

naga00.h naga02.h nagc02.h nagc05.h nagc06.h nagc09.h

nagd01.h nagd02.h nagd03.h nagd04.h nagd05.h nagd06.h

nage01.h nage02.h nage04.h nage05.h nagf01.h nagf02.h

nagf03.h nagf04.h nagf06.h nagf07.h nagf08.h nagf11.h

nagf12.h nagf16.h nagg01.h nagg02.h nagg03.h nagg04.h

nagg05.h nagg07.h nagg08.h nagg10.h nagg11.h nagg12.h

nagg13.h nagh02.h nagh03.h nagm01.h nags.h nagx01.h

nagx02.h nagx04.h nagx06.h nagx07.h

nag_stdlib.h defines the memory allocation macro NAG_ALLOC and NAG_FREE. You must include
this header file if the NAG definitions of NAG_ALLOC and NAG_FREE, as used in the example programs,
are required.

(b) The following three header files are included by nag.h (you do not need to supply a specific
statement to include them)

nag_types.h defines the NAG types used in the Library.

nag_errlist.h defines the NAG error codes and messages used in the Library.

nag_names.h maps the NAG long names to short names.

3.3.2 Direct and Reverse Communication Functions

Functions in the Library that require a user-supplied function may be classified as either direct
communication or reverse communication.

Direct communication functions require a user-supplied function to be provided as an actual argument
to the NAG Library function. You must write this function using a very rigid interface as specified in
the relevant function document. For the majority of applications this is the simplest and most
convenient usage. Sometimes however this approach can be restrictive:

(i) when the required format of the function does not allow useful information to be passed
conveniently to and from your calling program;

(ii) when the direct communication function is being called from another computer language which
does not fully support procedure arguments in a way that is compatible with the Library.

These restrictions can be removed by using a reverse communication function. Instead of obtaining the
solution in one call, reverse communication functions perform one step of the solution process before
returning to the calling program with an appropriate flag (irevcm) set. The value of irevcm determines
whether the process has finished or whether fresh information is required. In the latter case the required
information must be calculated before re-entering the reverse communication function. Thus you have
the responsibility for providing an iterative loop. Although reverse communication functions will
typically be more complicated to use than direct communication equivalents they do provide greater
flexibility for the evaluation of the function.

3.4 Use of NAG Long Names

The long names defined in the header file nag_names.h are #defines. As the header file nag_names.h

is already included via nag.h, you need not include nag_names.h in their calling programs.

How to Use the NAG Library and its Documentation NAG Library Manual

essint.12 Mark 26.1



3.5 Input/Output

NAG Library functions output all error and warning messages to the C standard error stream stderr.
Chapters e04, e05, g02 and g13 will optionally output results to the C standard output stream stdout

or to an alternative user-specified file. A number of functions in Minimizing or Maximizing a Function
(Chapter e04) and Operations Research (Chapter h) read input from external files.

3.6 Auxiliary Functions

In addition to the documented functions, the NAG Library contains a much larger number of auxiliary
functions. You do not normally need to concern yourself with these functions, as they will automatically
be called as required by the user-callable function you have selected.

3.7 NAG Error Handling and the fail Argument

All functions that have error exits have an argument that allows you control over the printing of error
messages when an error is detected. There is a further option which allows you to either continue
running your program, having returned from the NAG function, or to stop with either an exit statement
or an abort within the NAG function. The different ways of using these error handling facilities are
described below.

Note that in some implementations, the Library is linked with the vendor library containing LAPACK
functions and the Chapters f07 and f08 function interfaces, where appropriate, act as wrappers to the
corresponding vendor LAPACK functions. In this case, the fail argument passed through the Chapter
f07 and Chapter f08 interfaces does not have full control over the printing of error messages; nor does
it determine whether or not control is returned to the calling program when an error is detected.

3.7.1 Use of NNAAGGEERRRR__DDEEFFAAUULLTT

The simplest method of using the error handling facility is to put NAGERR_DEFAULT in place of the fail
argument in calls to the NAG C functions. If an error is detected the appropriate NAG error message is
output on stderr and the program is stopped by the use of exit.

3.7.2 Use of the fail Argument

The two remaining ways of using the NAG error handling facility both involve defining the fail
argument in the calling program. The fail argument is of type NagError which is a structure fully
defined in nag_types.h. The fields of this structure of relevance to you as a user of the NAG C
Library are:

int code;
Nag_Boolean print;
char message[NAG_ERROR_BUF_LEN];
Integer errnum;
void (*handler)(char*,int,char*);

where the symbol NAG_ERROR_BUF_LEN is normally defined to be 512.

This structure will contain the NAG error code and message on return from a call to a NAG Library
function. The NAG error codes and some associated NAG error messages are defined in nag_err-

list.h. A detailed description of the individual members of this structure is given below (see
Section 3.7.3).

The NAG error argument fail is declared in the calling program as:

NagError fail;

The address of the argument is then passed to the NAG C function being called. Relevant members of
the structure must be initialized before passing the argument to the called function, even though you
may not actually require all members. It is recommended that the NAG defined macro INIT_FAIL be
used for this purpose.

The INIT_FAIL macro sets:
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fail:code ¼ NE NOERROR

fail:print ¼ Nag FALSE

fail:errnum ¼ 0

fail:handler ¼ 0

The SET_FAIL macro is also available. It sets the contents of fail in the same way as INIT_FAIL

except that fail:print is set to Nag_TRUE.

(a) Use of the fail argument with the print member set to Nag_TRUE

If you require that the NAG error message be printed when an error is found, but that the called
function should return control to the calling program, then the fail argument must be declared with all
members initialized and the print member set to Nag_TRUE. Use of the NAG-defined macro
SET_FAIL with the statement SET_FAIL(fail); performs the appropriate assignments. Alternatively
the initialization could be done by declaring the fail argument with static and then setting fail.print to
Nag_TRUE.

If no error occurs, fail.code will contain the error code NE_NOERROR on return from the called
function. However, if an error is found, the appropriate NAG error message will be output on stderr

before returning control to the calling program; fail.code will contain the relevant NAG error code. You
must ensure that the calling program tests the code member of the fail argument on return from the
NAG C function; you may then choose whether to exit the calling program or continue. See the
example program for nag_zero_nonlin_eqns_easy (c05qbc) for such a case. The option of continuing
may be advantageous if the results being returned are of some value even when an error has been
detected. In the case of nag_zero_nonlin_eqns_easy (c05qbc) the code could be altered to allow the
program to continue if the specific error codes NE_TOO_MANY_FEVALS, NE_TOO_SMALL and
NE_NO_IMPROVEMENT occur, as in such a case useful partial results are returned (see the function
document for nag_zero_nonlin_eqns_easy (c05qbc)).

(b) Use of the fail argument with the print member set to Nag_FALSE

If you do not wish the NAG error messages to be printed automatically when an error is found then the
fail argument must be declared with all members initialized and the print member set to Nag_FALSE.
Use of static in the declaration of fail will automatically leave the print member as Nag_FALSE as
will the use of INIT_FAIL(fail).

This method is suitable for those of you who wish to produce your own error messages rather than use
the NAG Library versions. Alternative error messages may be coded directly into the calling program
or be produced via a user-written error-handling function which is assigned to the handler member of
the fail argument (see the description of the handler member below).

3.7.3 The NNaaggEErrrroorr structure

The members of the NagError structure, of relevance to you as the user of the NAG C Library, are
described in full below.

code

On successful exit, code contains the NAG error code NE_NOERROR; if an error or warning has been
detected, then code contains the specific error or warning code. Error codes are prefixed with NE_
whereas warning codes have the prefix NW_.

print

print must be set before calling any NAG Library function with a fail argument. It should be set to
Nag_TRUE if the NAG error message is to be printed, otherwise Nag_FALSE. It is not changed by the
NAG Library function.

message

On successful exit the array message contains the character string "NE_NOERROR:\n No error". If
an error has been detected, then message contains the error message text, whether or not this is printed.

errnum
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On successful exit, errnum is unchanged. For certain error or warning exits errnum will contain a
value specifying additional information concerning the error. For example if a vector is supplied
incorrectly, then errnum may specify which component of the vector is wrong. Cases where errnum

returns information are described in the relevant function documents.

handler

handler must be set to 0 if control is to be returned to the calling function after an error has been
detected. Otherwise it must point to a user-supplied error-handling function. An example of the ANSI C
declaration of a user-supplied error function (here called errhan) is:

void errhan(const char *string, int code, const char *name)

where string contains the NAG error message on input, code is the NAG error code and name is the
short name of the NAG Library function which detected the error. If print (see above) is Nag_TRUE,
then the NAG error message is printed before the user-supplied error handler is called. If the user-
supplied error handler returns control, then the NAG error handler will return control to the calling
program; otherwise the user-supplied error handler may exit.

An elementary example of where this feature might be used is if it is preferred to print error messages
on stdout rather than the default stderr. In this case errhan could be defined as:

void errhan(const char *string, int code, const char *name)
{

if (code != NE_NOERROR)
{

printf("\nError or warning from %s.\n", name);
printf("%s\n", string);

}
}

3.7.4 Structure of the NAG error messages

For illustrative purposes, let us consider two examples of the format of the NAG Library error messages
in the NAG Library documentation:

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

If the NAG function in question detects an error and error messages are being displayed, either by using
the default error handler NAGERR_DEFAULT or by setting fail:print ¼ Nag TRUE, then text of the
following form would be displayed:

NE_INT:
On entry, n = 1
Constraint: n > 1.

or

NE_BAD_PARAM:
On entry, argument order had an illegal value.

i.e., the notation valueh i appearing in the documented error message is a place holder that will be
populated by the value of a variable, argument name or some other piece of information when that error
message is displayed.

3.7.5 License Management

If your implementation is license managed then your local site will have details on how the license
management is implemented; please contact your site installer. To determine whether a valid license is
available on your machine run the example program for nag_licence_query (a00acc).
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Should a valid license not be found when calling license managed functions from the Library then the
function returns or terminates with the error state NE_NO_LICENCE. On Unix based systems, the
appropriate environment variables should then be checked (e.g., NAG_KUSARI_FILE) to make sure
this points to the licence file containing a valid licence and the licence file should be checked for any
obvious errors (e.g., the licence refers to a different implementation). If everything appears to be correct
then please contact NAG (see Support from NAG for details).

3.7.6 Unexpected Errors

Internal calls to Library functions are checked for error exits even when these exits are not to be
expected. Should an unexpected error exit occur the function returns or terminates with the error state
NE_INTERNAL_ERROR.

3.8 Calling the Library from Other Languages

In general the NAG Library can be called from other computer languages (such as C++, C#, Java,
Visual Basic and Python) provided that appropriate mappings exist between the NAG Library data types
and their data types (see NAG C Library Associated Information (http://www.nag.co.uk/numeric/CL/
classocinfo.asp)).

3.9 Arithmetic Considerations and Reproducibility of Results

The results obtained when calling a NAG Library function depend not only on the algorithm used to
solve the problem, but also on the compiler used to build the library, compiler run-time libraries and
also the arithmetic properties of the machine on which the code is run.

Historically, different kinds of computer hardware tended to have different kinds of arithmetic. Some
machines would store floating-point numbers using a base 16 significand and exponent system, others
would use base 2, and some even used base 8 or 10. Such differences caused major headaches for
software library providers because code that worked well on one arithmetic system might not behave in
exactly the same way on another. This meant that great care had to be taken to make the library code
portable.

In addition, it was not unheard of for machine arithmetic to have flaws or errors where basic operations
such as multiplication or division could sometimes give incorrect results, especially on numbers that
were in some way ‘extreme’, such as being very large or small.

After the first of the IEEE standards for floating-point arithmetic (ANSI/IEEE (1985)) was introduced in
the 1980s, the situation improved greatly. Nowadays most significant hardware, and certainly most
hardware that NAG libraries run on, will use IEEE-style base 2 arithmetic. This makes production of
portable code easier, but there are still problems, partly due to the latitude allowed by the IEEE
standards. For example, hardware which uses extra-precise 80-bit internal registers for arithmetic, as
originally introduced in the Intel 8087 coprocessor in the 1980s, behaves slightly differently from
hardware that uses 64-bit registers, particularly if a compiler generates optimized code which holds
arithmetic subexpressions in the extra-precise registers.

Since, for performance reasons, computer arithmetic is generally finite precision (as is certainly the case
for IEEE standard arithmetic) most of the numerical methods implemented by NAG Library functions
can only return an approximation to the true solution, simply due to the accumulation of rounding
errors.

It should therefore be clear that running a program which calls a NAG Library function with the same
data on two different machines can give different results, due to compiler, hardware and run-time
library considerations. Usually these differences are small – it may be that a result computed on one
machine differs only in the last few significant bits from the same result computed on another machine
– for example, when solving a well-conditioned set of linear equations on two different machines.
Occasionally small differences may be magnified, for example if a conditional test depends on an
imprecise result. A function that searches for a mininum of an optimization problem may converge to a
different local minimum, but in general, so long as the function's documentation doesn't claim that the
same local minimum will always be obtained, this should be acceptable. Even if an algorithm
converges to the same local minimum, arithmetic differences may mean that a different number of
iterations is taken to get there.
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Modern hardware and optimizing compilers have introduced further scope for arithmetic quirks. An
example is in the use of Streaming SIMD Extension (SSE) instructions. These low-level machine
instructions allow hardware to operate on more than one number in parallel, if your compiler is smart
enough to generate and use them correctly, or if you hand-code your own assembly language functions.

SSE instructions enable low-level parallelism of floating-point arithmetic operations. For example, a
128-bit SSE register can hold two 64-bit double precision (or four 32-bit single precision) numbers at
the same time, and operate on them all simultaneously. This can lead to big time savings when working
on large amounts of data.

But this may come at a price. Efficient use of SSE instructions can sometimes depend on exactly how
the memory used to store data is aligned. Some SSE instructions for moving data to and from memory
need memory to be aligned on a 16-byte boundary. If it happens that the memory (for example, a
pointer to an array of numbers) that a NAG function uses is not aligned nicely, then it may not be
possible to use those SSE instructions. An optimizing compiler might well generate two instruction
streams, one for when it detects that memory is aligned and one for when it is not.

An example should serve to make things clearer. Suppose we wish to compute the inner product of two
vectors, x and y, each of length n. The inner product (or dot product) of two vectors is computed by
multiplying together corresponding elements of the two vectors, and summing the individual products to
get the result. A function compiled by a good optimizing compiler would load numbers two or four at a
time, multiply them together two or four at a time, and accumulate the results into the final result.

But if the memory is not nicely aligned – and it may well not be – the compiler needs to generate a
different code path to deal with the situation. Here the result will take longer to get because the
products must be computed and accumulated one at a time. At run-time, the code checks whether it can
take the fast path or not, and works appropriately.

The problem is that by altering the order of the accumulations, we are quite possibly changing the final
result, simply due to rounding differences when working with finite precision computer arithmetic.
Instead of getting the inner product

s ¼ x1 � y1 þ x2 � y2 þ x3 � y3 þ � � � þ xn � yn
we may get

s ¼ x1 � y1 þ x3 � y3ð Þ þ x2 � y2 þ x4 � y4ð Þ þ � � � :
It is likely that the result will be just as accurate either way – neither result will be precise due to finite
arithmetic – but they may differ by a tiny amount. And if that tiny difference leads to a different
decision being made by the code that called the inner product function, the difference may be
magnified.

Furthermore, it is possible that the same program running with bitwise identical data on the same
machine may give different results when run twice in a row simply because, when the program is
loaded, by chance some piece of memory may or may not be aligned on a particular boundary. Such
non-deterministic results can be frustrating if you depend on always getting identical results for the
same data.

On even newer hardware, AVX instructions use 256-bit and 512-bit registers, and can therefore operate
on more numbers at a time. For AVX instructions, memory may need to be 32-byte aligned.

Some memory used by NAG Library functions is allocated inside the NAG Library. In order to
minimize differences due to effects like that described above, we can try to make sure the memory is
always aligned nicely – for example, by use of more controllable memory allocation functions where
available – but that is not always possible since it partly depends on the support of the compiler.

Of course, no Library function has control over memory you have allocated before being passed to the
function. If you do observe non-deterministic results which you suspect are due to memory
considerations, and you are unable to accept this variation, then you are advised to make sure that any
memory you allocate is aligned nicely; unfortunately, precisely how you do this is dependent on your
system, but you may be able to get advice through NAG's usual support channels (see Support from
NAG).
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Parallelism, coming from a multithreaded implementation of the NAG Library and/or a multithreaded
vendor library is another potential source of non-determinism in numerical results. Some functions may
give different results when run on different numbers of cores, or even different results when a
calculation is repeated on the same number of cores. Where reproducibility of results is vital, a purely
serial NAG Library, without parallelism in either NAG functions or calls to parallel vendor library
functions will generally be available in an appropriate implementation, and may be the best choice. You
are advised to contact NAG (see Support from NAG) for advice.

3.9.1 Bit-wise Reproducibility (BWR)

Mathematical operations on fixed-length floating point numbers (e.g., 32-bit floats or 64-bit doubles) are
not associative. This means that a computer may produce different results for aþ bþ cð Þ and
aþ bð Þ þ c. For example, an IEEE 754 32-bit floating point number has a mantissa of 23 bits. Therefore
in this number format 224 þ 1 ¼ 224, which means that for instance 224 þ 1

� �
� 224 ¼ 0 while

224 þ 1� 224
� �

¼ 1. BWR is a term which refers to the case in which a given computer program (e.g., a
set of source codes) produces bit-for-bit the exact same answer in different computing environments
such as

1. Different operating systems (e.g., answers produced on Windows vs answers produced on Linux).

2. Different CPU architectures (e.g., Intel vs AMD or Intel Sandy Bridge vs Intel Ivy Bridge etc.).

3. Different compiler versions.

4. Different numbers of threads.

Users often desire BWR however it is extremely difficult to achieve. Typically you should ensure that:

(a) Instructions are always executed in exactly the same order.

(b) No advanced CPU features are used which may not be available on other processors (e.g., SSE3,
SSE4, AVX).

(c) A fixed number of threads is always used.

Often condition (a) is equivalent to compiling with no (or very limited) compiler optimizations, since
newer versions of compilers typically improve their code optimization algorithms, which means one
version of a compiler may optimize a set of operations one way while the next version may optimize it
a different way. Condition (b) typically means that only basic SSE instructions are allowed, such as are
supported across the widest range of processors and the enhanced SIMD instructions present in newer
processors are not exploited.

The result is that to achieve BWR across a wide range of computing environments one often has to
sacrifice a lot of performance.

3.9.1.1 Vendor Math Libraries and Conditional Bitwise Reproducibility (CBWR)

An implementation of the NAG Library that is not self-contained will make calls to an appropriate
vendor library containing, in particular, high performance linear algebra functions. The NAG Library
has no direct control over BWR with respect to results obtained from calls to the vendor library.
However, for at least one such vendor library, CBWR has been introduced such that if an environment
variable is set and a set of conditions adhered to in the code calling the vendor library then BWR can
be forced. Where CBWR is available for a vendor library used by an implementation of the NAG
Library, details will be given in the Users' Note for that implementation.

It should be noted that many NAG functions do not adhere to the conditions set out by vendor library
CBWR and so it may not be possible to ensure BWR for all NAG Library functions across different
CPU architectures for implementations that are not self-contained.
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3.10 Multithreading

3.10.1Thread Safety

In multithreaded applications, each thread in a team processes instructions independently while sharing
the same memory address space. For these applications to operate correctly any functions called from
them must be thread safe. That is, any global variables they contain are guaranteed not to be accessed
simultaneously by different threads, as this can compromise results. This can be ensured through
appropriate synchronization, such as that found in OpenMP.

When a function is described as thread safe we are considering its behaviour when it is called by
multiple threads. It is worth noting that a thread unsafe function can still, itself, be multithreaded. A
team of threads can be created inside the routine to share the workload as described in Section 3.10.2.

The NAG C Library is thread safe by design: the functions do not use global variables and all
communication between them is via argument lists, and thus can be safely called simultaneously by
multiple threads in your program.

3.10.1.1 Functions with Function Arguments

Some Library functions require you to supply a function and to pass the name of the function as an
actual argument in the call to the Library function. For many of these Library functions, the supplied
function interface includes an array parameter (called comm) specifically for you to pass information to
the supplied function without the need for global variables.

If you need to provide your supplied function with more information than can be given via the interface
argument list, then you are advised to check, in the relevant Chapter Introduction, whether the Library
function you intend to call has an equivalent reverse communication interface. These have been
designed specifically for problems where user-supplied function interfaces are not flexible enough for a
given problem, and their use should eliminate the need to provide data through global variables. Where
reverse communication interfaces are not available, it is usual to use global variables containing the
required data that is accessible from both the supplied function and from the calling program. It is
thread safe to do this only if any global data referenced is made threadprivate by OpenMP or is updated
using appropriate synchronisation, thus avoiding the possibility of simultaneous modification by
different threads.

Thread safety of user-supplied functions is also an issue with a number of functions in multi-threaded
implementations of the NAG Library, which may internally parallelize around the calls to the user-
supplied functions. This issue affects not just global variables but also how the comm array may be
used. In these cases, synchronisation may be needed to ensure thread safety. Chapter x06 provides
functions which can be used in your supplied function to determine whether it is being called from
within an OpenMP parallel region. If you are in doubt over the thread safety of your program you are
advised to contact NAG for assistance.

3.10.1.2 Input/Output

When using the NAG C Library in multi-threaded applications we recommend that when using the C
Library error mechanism, the output is switched off (by setting fail:print=Nag_FALSE).

3.10.1.3 Implementation Issues

In very rare cases we are unable to guarantee the thread safety of a particular specific implementation.
Note also that in some implementations, the Library is linked with one or more vendor libraries to
provide, for example, efficient BLAS functions. NAG cannot guarantee that any such vendor library is
thread safe. Please consult the Users' Note for your implementation for any additional implementation-
specific information.
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3.10.2 Parallelism

3.10.2.1 Introduction

The time taken to execute a function from the NAG Library has traditionally depended, to a large
degree, on the serial performance capabilities of the processor being used. In an effort to go beyond the
performance limitations of a single core processor, multithreaded implementations of the NAG Library
are available. These implementations divide the computational workload of some functions between
multiple cores and executes these tasks in parallel. Traditionally, such systems consisted of a small
number of processors each with a single core. Improvements in the performance capabilities of these
processors happened in line with increases in clock frequencies. However, this increase reached a limit
which meant that processor designers had to find another way in which to improve performance; this
led to the development of multicore processors, which are now ubiquitous. Instead of consisting of a
single compute core, multicore processors consist of two or more, which typically comprise at least a
Central Processing Unit and a small cache. Thus making effective use of parallelism, wherever possible,
has become imperative in order to maximize the performance potential of modern hardware resources,
and the multithreaded implementations.

The effectiveness of parallelism can be measured by how much faster a parallel program is compared to
an equivalent serial program. This is called the parallel speedup. If a serial program has been
parallelized then the speedup of the parallel implementation of the program is defined by dividing the
time taken by the original serial program on a given problem by the time taken by the parallel program
using n cores to compute the same problem. Ideal speedup is obtained when this value is n (i.e., when
the parallel program takes 1

nth the time of the original serial program). If speedup of the parallel
program is close to ideal for increasing values of n then we say the program has good scalability.

The scalability of a parallel program may be less than the ideal value because of two factors:

(a) the overheads introduced as part of the parallel implementation, and

(b) inherently serial parts of the program.

Overheads include communication and synchronisation as well as any extra setup required to allow
parallelism. Such overheads depend on the efficiency of the compiler and operating system libraries and
the underlying hardware. The impact on performance of inherently serial fractions of a program is
explained theoretically (i.e., assuming an idealised system in which overheads are zero) by Amdahl's
law. Amdahl's law places an upper bound on the speedup of a parallel program with a given inherently
serial fraction. If r is the parallelizable fraction of a program and s ¼ 1� r is the inherently serial
fraction then the speedup using n sub-tasks, Sn, satisfies the following:

Sn �
1

sþ r
n

� �
Thus, for example, this says that a program with a serial fraction of one quarter can only ever achieve a
speedup of 4 since as n!1, Sn � 4.

Parallelism may be utilised on two classes of systems: shared memory and distributed memory
machines, which require different programming techniques. Distributed memory machines are
composed of processors located in multiple components which each have their own memory space
and are connected by a network. Communication and synchronisation between these components is
explicit. Shared memory machines have multiple processors (or a single multicore processor) which can
all access the same memory space, and this shared memory is used for communication and
synchronisation. The NAG Library makes use of shared memory parallelism using OpenMP as
described in Section 3.10.2.2.

Parallel programs which use OpenMP create (or "fork") a number of threads from a single process
when required at run-time. (Programs which make use of shared memory parallelism are also called
multithreaded programs.) The threads form a team comprising of a single master thread and a number
of slave threads. These threads are capable of executing program instructions independently of one
another in parallel. Once the parallel work has been completed the slave threads return control to the
master thread and become inactive (or "join") until the next parallel region of work. The threads share
the same memory address space, i.e., that of the parent process, and this shared memory is used for
communication and synchronisation. OpenMP provides some mechanisms for access control so that, as
well as allowing all threads to access shared variables, it is possible for each thread to have private
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copies of other variables that only it can access. Threads in a team can create their own parallel regions
within the current parallel region. At this next level of parallelism, the thread creating the new team
becomes the master thread of that team. We call this nested parallelism.

Something to be aware of for multithreaded programs, compared to serial ones, is that identical results
cannot be guaranteed, nor should be expected. Identical results are often impossible in a parallel
program since using different numbers of threads may cause floating-point arithmetic to be evaluated in
a different (but equally valid) order, thus changing the accumulation of rounding errors. For a more in-
depth discussion of reproducibility of results see Section 3.9.

3.10.2.2 How is Parallelism Used in the NAG Library?

The multithreaded implementations differ from the serial implementations of the NAG Library in that it
makes use of multithreading through use of OpenMP, which is a portable specification for shared
memory programming that is available in many different compilers on a wide range of different
hardware platforms (see OpenMP).

Note that not all functions are parallelized; you should check Section 8 of the function documents to
find details about parallelism and performance of functions of interest.

There are two situations in which a call to a function in the NAG Library makes use of multithreading:

1. The function being called is a NAG-specific function that has been threaded using OpenMP, or that
internally calls another NAG-specific function that is threaded. This applies to multithreaded
implementations of the NAG Library only.

2. The function being called calls through to BLAS or LAPACK functions. The vendor library
recommended for use with your implementation of the NAG Library (whether the NAG Library is
threaded or not) may be threaded. Please consult the Users' Note for further information.

A complete list of all the functions in the NAG Library, and their threaded status is given in
Section 3.10.3.

It is useful to understand how OpenMP is used within the Library in order to avoid the potential pitfalls
which lead to making inefficient use of the Library.

A call to a threaded NAG-specific function may, depending on input and at one or more points during
execution, use OpenMP to create a team of threads for a parallel region of work. The team of threads
will fork at the start of the parallel region before joining at the end of the parallel region. Both the fork
and the join will happen internally within the function call. However, there are situations in which the
teams of threads may be made available to OpenMP directives in your code via user-supplied
subprograms, we refer to directives not contained within a parallel region as orphaned directives. (See
Section 8 of the function documents for further information.) Furthermore, OpenMP constructs within
NAG functions are executed by teams of threads created within the NAG code, that is, there are no
orphaned directives in the Library itself. Throughout this documentation we assume the use of the
recommended compiler as given in the Users' Note, and in particular the use of a single OpenMP run-
time library. Thus all OpenMP environment variables will apply to your own code and to NAG
functions. However, they may not be respected by vendor libraries that have a mechanism for
overriding them. NAG provides functions in Chapter x06 to control threads for your whole program,
including any specific to a vendor library being called by NAG. You should take care when calling
these NAG functions from within your own parallel regions, since if nested parallelism is enabled (it is
disabled by default) the NAG function will fork-and-join a team of threads for each calling thread,
which may lead to contention on system resources and very poor performance. Poor performance due to
contention can also occur if the number of threads requested exceeds the number of physical cores in
your machine, or if some hardware resources are busy executing other processes (which may belong to
other users in a shared system). For these reasons you should be aware of the number of physical cores
available to your program on your machine, and use this information in selecting a number of threads
which minimizes contention on resources. Please read the Users' Note for advice about setting the
number of threads to use, or contact NAG (see Support from NAG) for advice.

If you are calling multithreaded NAG functions from within another threading mechanism you need to
be aware of whether or not this threading mechanism is compatible with the OpenMP compiler runtime
used to build the multithreaded implementation of the NAG Library on your platform(s) of choice. The
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Users' Note document for each of the implementations in question will include some guidance on this,
and you should contact NAG for further advice if required.

Parallelism is used in many places throughout the NAG Library since, although many functions have
not been the focus of parallel development by NAG, they may benefit by calling functions that have,
and/or by calling parallel vendor functions (e.g., BLAS, LAPACK). Thus, the performance
improvement due to multithreading, if any, will vary depending upon which function is called,
problem sizes and other parameters, system design and operating system configuration. If you
frequently call a function with similar data sizes and other parameters, it may be worthwhile to
experiment with different numbers of threads to determine the choice that gives optimal performance.
Please contact NAG for further advice if required.

As a general guide, many key functions in the following areas are known to benefit from shared
memory parallelism:

Dense and Sparse Linear Algebra

FFTs

Random Number Generators

Quadrature

Partial Differential Equations

Interpolation

Curve and Surface Fitting

Correlation and Regression Analysis

Multivariate Methods

Time Series Analysis

Financial Option Pricing

Global Optimization

Wavelets

3.10.3Multithreaded Functions

Many functions are threaded using OpenMP in multithreaded implementations of the NAG Library.
These implementations are denoted by having a product code of the form 'CS_______', rather than
'CL_______' for serial NAG Library implementations. Please consult Section 8 of each routine
document for further information. A table available in the HTML documentation lists which routines
have been threaded by NAG. The list also includes functions which internally call BLAS or LAPACK
routines, which may be threaded within the vendor library used by both serial and multithreaded NAG
Library implementations. You are advised to consult the documentation for the vendor library for
further information. Please consult the Users' Note for your implementation for any additional
implementation-specific information.

4 How to Use NAG Documentation

4.1 Using the Manual

The Manual is designed to serve the following functions for the NAG Library:

to give background information about different areas of numerical and statistical computation;

to advise on the choice of the most suitable NAG Library function or functions to solve a
particular problem;

to give all the information needed to call a NAG Library function correctly from a C program,
and to assess the results.

At the beginning of the Manual are some general introductory documents which provide some
background and additional information.
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The document entitled ‘NAG C Library News, Mark 26’ provides details of new functions added,
details of functions scheduled for withdrawal and details of functions withdrawn at this mark. This
document also provides details of internal changes affecting the user at this Mark.

The document entitled ‘Advice on Replacement Calls for Withdrawn/Superseded Functions’ provides
advice on how to modify your program.

The online documentation includes a Keyword and GAMS Search which is available as a keyword
search box at the top of every page and, additionally, a separate page containing a form and search
guidelines.

Having found a likely chapter or function, you should read the corresponding Chapter Introduction,
which gives background information about that area of numerical computation, and recommendations
on the choice of a function, including indexes, tables and decision trees.

When you have chosen a function, you must consult the function document. Each function document
is essentially self-contained (it may, however, contain references to related documents). It includes a
description of the method, detailed specifications of each argument, explanations of each error exit,
remarks on accuracy, and (in most cases) an example program to illustrate the use of the function. In
some cases a plot accompanies an example program to illustrate the results from running the example
program (possibly amended from the original to output more data points).

4.2 Structure of the Documentation

The NAG Library Manual is the principal documentation for the NAG C Library. It has the same
chapter structure as the Library: each chapter of functions in the Library has a corresponding chapter
(of the same name) in the Manual. The chapters occur in alphanumeric order. General introductory
documents appear at the beginning of the Manual.

Each chapter consists of the following documents:

Chapter Contents, e.g., d01 Chapter Contents;

Chapter Introduction, e.g., d01 Chapter Introduction;

Function Documents, one for each documented function in the chapter.

A function document has the same short name as the function which it describes. Within each chapter,
function documents occur in alphanumeric order of short names. It should be noted that all the
computational functions from LAPACK, Release 3 are included in the NAG Library and can be called
by the NAG Library provided C Library interfaces to LAPACK. The NAG Library names follow the
naming convention of LAPACK except that the names are in lower case and 'nag_' is prepended.

All function documents have the same structure consisting of ten numbered sections:

1. Purpose

2. Specification

3. Description

4. References

5. Arguments (see Section 4.3)

6. Error Indicators and Warnings

7. Accuracy

8. Parallelism and Performance

9. Further Comments

10. Example (see Section 4.4)

In some documents (notably Chapters e04, e05 and h) there are a further three sections:

11. Algorithmic Details

12. Optional Parameters
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13. Description of Monitoring Information

The sections numbered 11. and 13. above are optional; thus, the section titled Optional Parameters
may appear as (the possibly final) Section 11.

4.3 Specification of Arguments

Section 5 of each function document contains the specification of the arguments, in the order of their
appearance in the argument list.

4.3.1 Classification of Arguments

Arguments are classified as follows.

Input: you must assign values to these arguments on or before entry to the function, and these values
are unchanged on exit from the function.

Output: you need not assign values to these arguments before entry to the function; the function may
assign values to them.

Input/Output: you must assign values to these arguments before entry to the function, and the function
may then change these values.

Communication Structure and Arrays: arguments which are used to communicate data from one
function call to another.

External Function: a function which must be supplied (e.g., to evaluate an integrand or to print
intermediate output). Usually it must be supplied as part of your calling program, in which case its
specification includes full details of its argument list and specifications of its arguments (all enclosed in
a box). Its arguments are classified in the same way as those of the Library function, but because you
must write the procedure rather than call it, the significance of the classification is different.

Input: values may be supplied on entry.

Output: you may or must assign values to these arguments before exit from your procedure.

Input/Output: values may be supplied on entry, and you may or must assign values to them
before exit from your procedure.

4.3.2 Constraints and suggested values

The word ‘Constraint:’ or ‘Constraints:’ in the specification of an Input argument introduces a
statement of the range of valid values for that argument, e.g.,

Constraint: n > 0.

If the function is called with an invalid value for the argument (e.g., n ¼ 0), the function will usually
take an error exit.

Occasionally, an enhancement of an existing function at a given Mark may weaken some constraints on
some arguments, this will not change the behaviour of existing code that calls the function, but will
allow new code to take advantage of enhanced functionality.

The phrase ‘Suggested value:’ introduces a suggestion for a reasonable initial setting for an Input
argument (e.g., accuracy or maximum number of iterations) in case you are unsure what value to use;
you should be prepared to use a different setting if the suggested value turns out to be unsuitable for
your problem.

4.4 Example Programs and Results

The example program in Section 10 of most function documents illustrates a simple call of the
function. The programs are designed so that they can be fairly easily modified, and so serve as the basis
for a simple program to solve your problem.

For each implementation of the Library, NAG distributes the example programs in machine-readable
form, with all necessary modifications already applied. Many sites make the programs accessible to you
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in this form. These programs can also be obtained by using the nagc_example scripts, provided with the
product. Generic forms of the programs, without implementation-specific modifications, may be
obtained directly from the NAG web site. The Users' Note for your implementation will mention any
special changes which need to be made to the example programs from the generic form.

These example programs may contain preprocessor identifiers such as NAG_CALL to enable cross
platform portability. Such identifiers are subsequently replaced by appropriate implementation-specific
tokens via the header files nag.h or nag_types.h, using the C preprocessor #defines.

Note that the results obtained from running the example programs may not be identical in all
implementations and may not agree exactly with the results in the Manual.

For many function documents, a plot of the example program results is also provided. In some cases the
example program has been modified slightly to produce larger sets of results to give a more
representative plot of the solution profile produced.

4.5 Online Documentation

The complete NAG C Library Manual, Mark 26 can be viewed online in the following formats:

HTML, a fully linked version of the manual using HTML, SVG and MathML (recommended for
browsing) and providing links to the PDF version of each document (recommended for printing);

PDF, a full PDF manual browsed using the PDF bookmarks, or via HTML index files;

Single file PDF, the manual as a single PDF file;

Windows HTML help, Windows HTML help version as a single file.

The two single file formats are more compact than the formats that use one file per function and, for
example, allow text searches across the entire manual, but of course the larger files may not be so
convenient if you only need to view the documentation for a few functions.

The following sections describe how to obtain the software required to view the documentation and
advises you how best to navigate the files with or without a browser.

4.5.1 HTML Format

4.5.1.1 Viewing HTML5 Files

These files do not use any proprietary browser specific features, and conform to relevant W3C
Recommendations (HTML, MathML, SVG, CSS).

Support for these languages may require that your browser be updated and/or the installation of
additional fonts. This information is restricted to the more widely used browsers. If you require
information for additional browsers please contact NAG.

4.5.1.2 Firefox (and other Mozilla based browsers)

Versions of Firefox from Firefox 4 onwards should display MathML in HTML files by default.

Rendering of the mathematics is improved if you install the STIX or other OpenType math fonts if they
are not already included on your system (as is the case with OS X and some Linux distributions). Full
details of the installers available for these fonts on all the major platforms are included in the Firefox
MathML fonts page:
http://www.mozilla.org/projects/mathml/fonts/

4.5.1.3 Other Browsers

If Firefox is not being used, then the javascript on the page loads the MathJax javascript library (http://
www.mathjax.org) to enable MathML rendering. By default this is loaded from the web using the
MathJax Content Distribution Network. If you require the documentation to work without an Internet
connection then you may either use Firefox as described in the previous section or you may download a
local copy of MathJax (http://docs.mathjax.org/en/latest/installation.html) which needs to be unpacked
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on to your local fileserver or file system, and then edit the file ../styles/nagmathml.js changing the line
http://cdn.mathjax.org/mathjax/latest/ to refer to your local installation.

4.5.1.4 Navigating HTML5 Files

A main index file has been provided (html/frontmatter/manconts.html) which links to individual Chapter
Contents documents, which in turn link to a complete set of HTML files. Use your browser to navigate
from this main index file. For each function document in HTML format you are provided with a link to
its equivalent PDF file, this file has been provided primarily for printing purposes.

Each library document contains a number of hyperlinks to particular elements, e.g., arguments, sections,
chapter contents, etc. The following key identifies the colour used for each element:

CSS colour CSS name
black NAG type
green appendix, chap, chapter introduction, decision tree, general introduction, section
grey withdrawn document
pale blue equation, figure, item in a list, note, bibliographic reference, table, url, verbatim item,

website
navy blue ifail value
red parameter name
pink member
purple optional parameter
royal blue html table of contents, example plot, routine document, link to a routine example from a

table of contents

4.5.1.5 Printing HTML5 Files

It is possible to print your HTML5 files from the browser, however support for printing from browsers,
especially support for printing mathematics, varies considerably between versions of browsers and
platforms and printer drivers in use.

4.5.1.6 Windows HTML Help

The Windows HTML Help version of the manual is essentially a compressed version of the HTML5
help, customised for the Windows HTML Help viewer (with a bundled copy of MathJax). This format
can be very convenient as it is a small compressed single file version allowing full text search over the
entire library. You may find this useful if you have a Microsoft Windows desktop, even if you have the
NAG Library installed on a different platform.

4.5.2 PDF Format

4.5.2.1 Viewing and Printing PDF Files

If you do not already have a copy of Adobe Acrobat Reader, a free copy can be downloaded from
http://www.adobe.com/reader. Please check this site for availability of a reader for your platform. While
we recommend the use of Acrobat Reader, there are alternative PDF viewers available which can also
be used, such as xpdf or ghostview.

If Acrobat is not running as a plug-in then the bookmark links will not work correctly if you are
browsing the PDF files via http rather than the local filesystem. You are advised to reinstall Adobe
Acrobat which should rectify the problem.

4.5.2.2 Navigating the PDF Files

The manual is supplied as a set of individual PDF files, one for each function document, chapter
introduction, etc.. Each PDF file contains bookmarks that can be used to navigate between the files.
Alternatively, and often more conveniently, HTML tables of contents are supplied which allow you to
navigate to the desired file using a browser, and then using Acrobat as a browser plugin to read or print
the document.
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Alternatively the single file version of the PDF may be used. In this case the bookmarks will provide
links to every function in the Library, and text search may be used to search the entire Library contents.

5 NAG Library Design and Development

Various aspects of the design and development of the NAG Library, and NAG's technical policies and
organization are given in Ford (1982), Ford et al. (1979), Ford and Pool (1984), and Hague et al.
(1982).

6 NAG Library Standards

NAG Library development adheres to a number of international standards, see , ISO/IEC (1990),
Kernighan and Ritchie (1988) ANSI/IEEE POSIX (1995), Basic Linear Algebra Subprograms Technical
(BLAST) Forum (2001).
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NAG C Library News, Mark 26

1 Introduction

At Mark 26 of the NAG C Library new functionality has been introduced in addition to improvements
in existing areas. The Library now contains 1575 user-callable functions, all of which are documented,
of which 57 are new at this mark. Further new functionality has been introduced at Mark 26.1

Chapter c05 (Roots of One or More Transcendental Equations) has a new function that finds a solution
of a system of nonlinear equations using Anderson acceleration.

Chapter c06 (Fourier Transforms) has a new function that calculates the fast Gauss transform
approximation to the discrete Gauss transform.

Chapter d01 (Quadrature) has two new functions to calculate weights and abscissae for use in Gaussian
quadrature and a new function to solve a specific Gaussian quadrature problem.

Chapter e04 (Minimizing or Maximizing a Function) has a new suite of functions, NAG Modelling
Optimization Suite for quadratic programming (QP), linear semidefinite programming (SDP),
semidefinite programming with bilinear matrix inequalities (BMI-SDP), and general nonlinear
programming (NLP). This suite can, for example, solve the nearest correlation matrix problem with
individually weighted elements or minimize the maximum eigenvalue of a matrix. The suite introduces
a novel interface, allowing the gradual build up of a problem definition and avoiding the long parameter
lists of earlier interfaces. The SDP solver is based upon a generalized augmented Lagrangian method
and as such complements existing solvers in the optimization chapters. The QP/NLP solver of this suite
is based upon IPOPT, an interior-point method optimization package, suitable for large-scale problems,
that complements the active-set sequential quadratic programming (SQP) solvers already present.

At Mark 26.1, two new solvers are added to the NAG Modelling Optimization Suite. The first one is a
derivative free solver for nonlinear least squares subject to bound constraints. It is aimed at small to
medium sized data fitting or calibration problems (~100 variables) and is particularly suitable when the
objective function is noisy or expensive to evaluate. The second one is a new interior point method for
large scale linear programming problems (LP) that should offer significant speed-ups compared to the
existing LP solvers in the NAG library.

Chapter f08 (Least Squares and Eigenvalue Problems (LAPACK)) has additional blocked (BLAS-3)
variants of functions for computing the generalized SVD, or generalized eigenvalues of real or complex
matrix pairs.

Chapter g02 (Correlation and Regression Analysis) has a new nearest correlation function that, using a
shrinking method, allows the fixing of arbitrary elements in the input matrix.

Chapter g04 (Analysis of Variance) has a new function for calculating the intraclass correlation (ICC)
for a number of different rater reliability study designs.

Chapter g22 (Linear Model Specification) contains utility functions for aiding in the construction of
design matrices for use when fitting linear regression models.

Chapter s (Approximations of Special Functions) contains a new set of functions to evaluate Struve
functions H0, H1, L0 and L1.

Chapter x06 (OpenMP Utilities) has a new function to identify, at runtime, whether you are using a
threaded Library or not.

At this release we have made changes to the introductory documentation supporting the Library. The
document previously called the 'Essential Introduction' has been revised so that relevant information
and advice on how to use the Library and its documentation can be found quickly. The document has
been renamed to How to Use the NAG Library and its Documentation.

You will also notice that on every HTML page there is now a Keyword Search box.
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2 New Routines

2.1 New Functions at Mark 26.1

The 20 new user-callable functions included in the NAG C Library at Mark 26.1 are as follows.

Function
Name Purpose

c05mdc Solution of a system of nonlinear equations using Anderson acceleration (reverse
communication)

c06sac Multidimensional fast Gauss transform

e04ffc Derivative free (DFO) solver for a nonlinear least squares objective function with
bounded variables

e04mtc Linear programming (LP), sparse, interior point method (IPM)

e04rmc Define a nonlinear least squares objective function to a problem initialized by
nag_opt_handle_init (e04rac)

e04rxc Retrieve or write a piece of information in a problem handle initialized by
nag_opt_handle_init (e04rac)

g04gac Intraclass correlation (ICC) for assessing rater reliability

g22yac Specify a linear model via a formula string

g22ybc Describe a dataset

g22ycc Construct a design matrix from a linear model specified using nag_blgm_lm_formula
(g22yac)

g22ydc Construct a vector indicating which columns of a design matrix to include in a
submodel specified using nag_blgm_lm_formula (g22yac)

g22zac Destroy a G22 handle and deallocate all the memory used

g22zmc Option setting function for Chapter g22

g22znc Option getting function for Chapter g22

s17gac Struve function of order 0, H0 xð Þ
s17gbc Struve function of order 1, H1 xð Þ
s18gac Modified Struve function of order 0, L0 xð Þ
s18gbc Modified Struve function of order 1, L1 xð Þ
s18gcc The function I0 xð Þ � L0 xð Þ, where I0 xð Þ is a modified Bessel function and L0 xð Þ is a

Struve function

s18gdc The function I1 xð Þ � L1 xð Þ, where I1 xð Þ is a modified Bessel function and L1 xð Þ is a
Struve function

2.2 New Functions at Mark 26.0

The 37 new user-callable functions included in the NAG C Library at Mark 26.0 are as follows.

Function
Name Purpose

d01tdc Calculation of weights and abscissae for Gaussian quadrature rules, method of Golub
and Welsch

d01tec Generates recursion coefficients needed by nag_quad_1d_gauss_wrec (d01tdc) to
calculate a Gaussian quadrature rule

d01ubc
Non-automatic function to evaluate

Z 1
0

exp �x2
� �

f xð Þ dx
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d02pgc Ordinary differential equations, initial value problem, Runge–Kutta method, integration
by reverse communication

d02phc Set up interpolant by reverse communication for solution and derivative evaluations at
points within the range of the last integration step taken by nag_ode_ivp_rk_step_rev
comm (d02pgc)

d02pjc Evaluate interpolant, set up using nag_ode_ivp_rkts_setup (d02pqc), to approximate
solution and/or solution derivatives at a point within the range of the last integration
step taken by nag_ode_ivp_rk_step_revcomm (d02pgc)

e04mwc Write MPS data file defining LP, QP, MILP or MIQP problem

e04rac Initialization of a handle for the NAG optimization modelling suite for problems, such
as, linear programming (LP), quadratic programming (QP), nonlinear programming
(NLP), least squares (LSQ) problems, linear semidefinite programming (SDP) or SDP
with bilinear matrix inequalities (BMI-SDP)

e04rdc A reader of sparse SDPA data files for linear SDP problems

e04rec Define a linear objective function to a problem initialized by nag_opt_handle_init
(e04rac)

e04rfc Define a linear or a quadratic objective function to a problem initialized by
nag_opt_handle_init (e04rac)

e04rgc Define a nonlinear objective function to a problem initialized by nag_opt_handle_init
(e04rac)

e04rhc Define bounds of variables of a problem initialized by nag_opt_handle_init (e04rac)

e04rjc Define a block of linear constraints to a problem initialized by nag_opt_handle_init
(e04rac)

e04rkc Define a block of nonlinear constraints to a problem initialized by nag_opt_handle_init
(e04rac)

e04rlc Define a structure of Hessian of the objective, constraints or the Lagrangian to a
problem initialized by nag_opt_handle_init (e04rac)

e04rnc Add one or more linear matrix inequality constraints to a problem initialized by
nag_opt_handle_init (e04rac)

e04rpc Define bilinear matrix terms to a problem initialized by nag_opt_handle_init (e04rac)

e04ryc Print information about a problem handle initialized by nag_opt_handle_init (e04rac)

e04rzc Destroy the problem handle initialized by nag_opt_handle_init (e04rac) and deallocate
all the memory used

e04stc Run an interior point solver on a sparse nonlinear programming problem (NLP)
initialized by nag_opt_handle_init (e04rac) and defined by other functions from the
suite

e04svc Run the Pennon solver on a compatible problem initialized by nag_opt_handle_init
(e04rac) and defined by other functions from the suite, such as, semidefinite
programming (SDP) and SDP with bilinear matrix inequalities (BMI)

e04zmc Option setting routine for the solvers from the NAG optimization modelling suite

e04znc Option getting routine for the solvers from the NAG optimization modelling suite

e04zpc Option setting routine for the solvers from the NAG optimization modelling suite from
external file

f08vcc Computes, using BLAS-3, the generalized singular value decomposition of a real matrix
pair

f08vgc Produces orthogonal matrices, using BLAS-3, that simultaneously reduce the m by n
matrix A and the p by n matrix B to upper triangular form
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f08vqc Computes, using BLAS-3, the generalized singular value decomposition of a complex
matrix pair

f08vuc Produces unitary matrices, using BLAS-3, that simultaneously reduce the complex, m
by n, matrix A and the complex, p by n, matrix B to upper triangular form

f08wcc Computes, for a real nonsymmetric matrix pair, using BLAS-3, the generalized
eigenvalues, and optionally, the left and/or right generalized eigenvectors

f08wfc Performs, using BLAS-3, an orthogonal reduction of a pair of real general matrices to
generalized upper Hessenberg form

f08wqc Computes, for a complex nonsymmetric matrix pair, using BLAS-3, the generalized
eigenvalues, and optionally, the left and/or right generalized eigenvectors

f08wtc Performs, using BLAS-3, a unitary reduction of a pair of complex general matrices to
generalized upper Hessenberg form

f08xcc Computes, for a real nonsymmetric matrix pair, using BLAS-3, the generalized
eigenvalues, the generalized real Schur form and, optionally, the left and/or right
matrices of Schur vectors

f08xqc Computes, for a complex nonsymmetric matrix pair, using BLAS-3, the generalized
eigenvalues, the generalized complex Schur form and, optionally, the left and/or right
matrices of Schur vectors

g02apc Computes a correlation matrix from an approximate one using a specified target matrix

x06xac Tests whether a threaded NAG Library is being used

3 Internal Changes Affecting Users

The following functions have been significantly updated or enhanced at this mark and details are
available in each function document.

e04rhc

e04stc

e04svc

For details of all known issues which have been reported for the NAG Library please refer to the
Known Issues list available on the NAG Website.

4 Withdrawn Functions

The following functions have been withdrawn from the NAG C Library at Mark 26. Warning of their
withdrawal was included in the NAG C Library Manual at Mark 25, together with advice on which
functions to use instead. See the document ‘Advice on Replacement Calls for Withdrawn/Superseded
Functions’ for more detailed guidance.

Withdrawn
Function Replacement Function(s)

c06eac nag_sum_fft_realherm_1d (c06pac)

c06ebc nag_sum_fft_realherm_1d (c06pac)

c06ecc nag_sum_fft_complex_1d (c06pcc)

c06ekc nag_sum_convcorr_real (c06fkc)

c06frc nag_sum_fft_complex_1d_multi (c06psc)

c06fuc nag_sum_fft_complex_2d (c06puc)

c06gbc No replacement required

c06gcc No replacement required
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c06hac nag_sum_fft_sine (c06rec)

c06hbc nag_sum_fft_cosine (c06rfc)

c06hcc nag_sum_fft_qtrsine (c06rgc)

c06hdc nag_sum_fft_qtrcosine (c06rhc)

d02pcc nag_ode_ivp_rkts_range (d02pec) and associated d02p functions

d02pdc nag_ode_ivp_rkts_onestep (d02pfc) and associated d02p functions

d02ppc No replacement required

d02pvc nag_ode_ivp_rkts_setup (d02pqc)

d02pwc nag_ode_ivp_rkts_reset_tend (d02prc)

d02pxc nag_ode_ivp_rkts_interp (d02psc)

d02pzc nag_ode_ivp_rkts_errass (d02puc)

e04jbc nag_opt_nlp (e04ucc)

f02aac nag_dsyev (f08fac)

f02abc nag_dsyev (f08fac)

f02adc nag_dsygv (f08sac)

f02aec nag_dsygv (f08sac)

f02afc nag_dgeev (f08nac)

f02agc nag_dgeev (f08nac)

f02awc nag_zheev (f08fnc)

f02axc nag_zheev (f08fnc)

f02bjc nag_dggev (f08wac)

f02wec nag_dgesvd (f08kbc)

f02xec nag_zgesvd (f08kpc)

g01aac nag_summary_stats_onevar (g01atc)

g10bac nag_kernel_density_gauss (g10bbc)

5 Functions Scheduled for Withdrawal

The functions listed below are scheduled for withdrawal from the NAG C Library, because improved
functions have now been included in the Library. You are advised to stop using functions which are
scheduled for withdrawal and to use recommended replacement functions instead. See the document
‘Advice on Replacement Calls for Withdrawn/Superseded Functions’ for more detailed guidance,
including advice on how to change a call to the old function into a call to its recommended
replacement.

The following functions have been superseded, but will not be withdrawn from the Library until Mark
28 at the earliest.

Superseded
Function Replacement Function(s)

d01tac nag_quad_1d_gauss_vec (d01uac)
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Advice on Replacement Calls for Withdrawn/Superseded Functions

The following list gives the names of functions that are suitable replacements for functions that have
either been withdrawn or superseded since Mark 23.

The list indicates the minimum change necessary, but many of the replacement functions have
additional flexibility and you may wish to take advantage of new features. It is strongly recommended
that you consult the function documents.

c05 – Roots of One or More Transcendental Equations

nag_zero_cont_func_bd (c05adc)

Withdrawn at Mark 24.
Replaced by nag_zero_cont_func_brent (c05ayc).

Old: double f(double xx)
{

...
}

...
nag_zero_cont_func_bd(a, b, &x, f, xtol, ftol, &fail);

New: double f(double xx, Nag_Comm *comm)
{

...
}

...
Nag_Comm comm;
...
nag_zero_cont_func_brent(a, b, xtol, ftol, f, &x, &comm, &fail);

nag_zero_cont_func_brent_bsrch (c05agc)

Withdrawn at Mark 25.
Replaced by nag_zero_cont_func_brent_binsrch (c05auc).

Old: nag_zero_cont_func_brent_bsrch(...);
New: nag_zero_cont_func_brent_binsrch(...);

nag_zero_nonlin_eqns (c05nbc)

Withdrawn at Mark 24.
Replaced by nag_zero_nonlin_eqns_easy (c05qbc).

Old: void f(Integer n, const double x[], double fvec[], Integer *userflag)
{

...
}

...
nag_zero_nonlin_eqns(n, x, fvec, f, xtol, &fail);

New: void fcn(Integer n, const double x[], double fvec[], Nag_Comm *comm,
Integer *userflag)

{
...

}
...
Nag_Comm comm;
...
nag_zero_nonlin_eqns_easy(fcn, n, x, fvec, xtol, &comm, &fail);
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nag_zero_nonlin_eqns_deriv (c05pbc)

Withdrawn at Mark 24.
Replaced by nag_zero_nonlin_eqns_deriv_easy (c05rbc).

Old: void f(Integer n, double x[], double fvec[], double fjac[],
Integer tdfjac, Integer *userflag)

{
...

}
...
fjac = NAG_ALLOC(n*tdfjac, double);
...
nag_zero_nonlin_eqns_deriv(n, x, fvec, fjac, tdfjac, f, xtol, &fail);

New: void fcn(Integer n, double x[], double fvec[], double fjac[],
Nag_Comm *comm, Integer *iflag)

{
...

}
...
Nag_Comm comm;
...
fjac = NAG_ALLOC(n*n, double);
...
nag_zero_nonlin_eqns_deriv_easy(fcn, n, x, fvec, fjac, xtol, &comm,

&fail);

nag_zero_cont_func_bd_1 (c05sdc)

Withdrawn at Mark 25.
Replaced by nag_zero_cont_func_brent (c05ayc).

Old: double f(double x, Nag_User *comm)
{

...
}

...
Nag_User comm;
...
nag_zero_cont_func_bd_1(a, b, &x, f, xtol, ftol, &comm, &fail);

New: double f(double xx, Nag_Comm *comm)
{

...
}

...
Nag_Comm comm;
...
nag_zero_cont_func_brent(a, b, xtol, ftol, f, &x, &comm, &fail);

Note that the communication structure comm is now of type Nag_Comm (see Section 2.3.1.1 in How to
Use the NAG Library and its Documentation) rather than Nag_User (see Section 2.3.1.1 in How to Use
the NAG Library and its Documentation).
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nag_zero_nonlin_eqns_1 (c05tbc)

Withdrawn at Mark 24.
Replaced by nag_zero_nonlin_eqns_easy (c05qbc).

Old: void f(Integer n, const double x[], double fvec[], Integer *userflag,
Nag_User *comm)

{
...

}
...
Nag_User comm;
...
nag_zero_nonlin_eqns_1(n, x, fvec, fcn, xtol, &comm, &fail);

New: void fcn(Integer n, const double x[], double fvec[], Nag_Comm *comm,
Integer *userflag)

{
...

}
...
Nag_Comm comm;
...
nag_zero_nonlin_eqns_easy(fcn, n, x, fvec, xtol, &comm, &fail);

Note that the communication structure comm is now of type Nag_Comm (see Section 2.3.1.1 in How to
Use the NAG Library and its Documentation) rather than Nag_User (see Section 2.3.1.1 in How to Use
the NAG Library and its Documentation).

nag_zero_nonlin_eqns_deriv_1 (c05ubc)

Withdrawn at Mark 25.
Replaced by nag_zero_nonlin_eqns_deriv_easy (c05rbc).

Old: void f(Integer n, double x[], double fvec[], double fjac[],
Integer tdfjac, Integer *userflag, Nag_User *comm)

{
...

}
...
Nag_User comm;
...
fjac = NAG_ALLOC(n*tdfjac, double);
...
nag_zero_nonlin_eqns_deriv_1(n, x, fvec, fjac, tdfjac, f, xtol,

&comm, &fail);
New: void fcn(Integer n, double x[], double fvec[], double fjac[],

Nag_Comm *comm, Integer *userflag)
{

...
}

...
Nag_Comm comm;
...
fjac = NAG_ALLOC(n*n, double);
...
nag_zero_nonlin_eqns_deriv_easy(fcn, n, x, fvec, fjac, xtol, &comm,

&fail);

Note that the communication structure comm is now of type Nag_Comm (see Section 2.3.1.1 in How to
Use the NAG Library and its Documentation) rather than Nag_User (see Section 2.3.1.1 in How to Use
the NAG Library and its Documentation).
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nag_check_deriv (c05zbc)

Withdrawn at Mark 24.
Replaced by nag_check_derivs (c05zdc).

Old: nag_check_deriv(n, x, fvec, fjac, tdfjac, f, &fail);
New: Integer mode, m;

double *xp = 0, *fvecp = 0, *err = 0;
m = n;
mode = 1;
nag_check_derivs(mode, m, n, x, fvec, fjac, xp, fvecp, err, &fail);
/* Set fvec to the function values at the original point x and fvecp
* to the function values at the update point xp. */

mode = 2;
nag_check_derivs(mode, m, n, x, fvec, fjac, xp, fvecp, err, &fail);
/* Check the contents of err for the measures of correctness of each
* gradient. */

nag_check_deriv_1 (c05zcc)

Withdrawn at Mark 24.
Replaced by nag_check_derivs (c05zdc).

Old: nag_check_deriv_1(n, x, fvec, fjac, tdfjac, f, &comm, &fail);
New: Integer mode, m;

double *xp = 0, *fvecp = 0, *err = 0;
m = n;
mode = 1;
nag_check_derivs(mode, m, n, x, fvec, fjac, xp, fvecp, err, &fail);
/* Set fvec to the function values at the original point x and fvecp
* to the function values at the update point xp. */

mode = 2;
nag_check_derivs(mode, m, n, x, fvec, fjac, xp, fvecp, err, &fail);
/* Check the contents of err for the measures of correctness of each
* gradient. */

c06 – Fourier Transforms

nag_fft_real (c06eac)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_realherm_1d (c06pac).

nag_sum_fft_realherm_1d (c06pac) removes restrictions on sequence length and combines transform
directions.

Old: nag_fft_real(n, x, &fail);
New: nag_sum_fft_realherm_1d(Nag_ForwardTransform, x, n, &fail);

where the dimension of the array x has been extended from the original n to nþ 2. The output values x
are stored in a different order with real and imaginary parts stored contiguously. The mapping of output
elements is as follows:

x½2� i � 1�  x½i � 1�, for i ¼ 0; 1; . . . ;n=2 and
x½2� i�  x½n� i � 1�, for i ¼ 1; 2; . . . ; nþ 1ð Þ=2.

nag_fft_hermitian (c06ebc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_realherm_1d (c06pac).

nag_sum_fft_realherm_1d (c06pac) removes restrictions on sequence length and combines transform
directions.

Old: nag_fft_hermitian(n, x, &fail);
New: nag_sum_fft_realherm_1d(Nag_BackwardTransform, x, n, &fail);

where the dimension of the array x has been extended from the original n to nþ 2. The input values of
x are stored in a different order with real and imaginary parts stored contiguously. Also
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nag_sum_fft_realherm_1d (c06pac) performs the inverse transform without the need to first conjugate.
If prior conjugation of original array x is assumed then the mapping of input elements is:

x½2� i � 1�  x½i � 1�, for i ¼ 0; 1; . . . ;n=2 and
x½2� i�  x½n� i � 1�, for i ¼ 1; 2; . . . ; n� 1ð Þ=2.

nag_fft_complex (c06ecc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_complex_1d (c06pcc).

nag_sum_fft_complex_1d (c06pcc) removes restrictions on sequence length, combines transform
directions and uses complex types.

Old: nag_fft_complex(n, x, y, &fail);
New: nag_sum_fft_complex_1d(Nag_ForwardTransform, z, n, &fail);

where z is a complex array of length n such that z½i�:re ¼ x½i� and z½i�:im ¼ y½i� , for i ¼ 0; 1; . . . n� 1
on input and output.

nag_convolution_real (c06ekc)

Withdrawn at Mark 26.
Replaced by nag_sum_convcorr_real (c06fkc).

nag_sum_convcorr_real (c06fkc) removes restrictions on sequence length.

Old: nag_convolution_real(job, n, x, y, &fail);
New: nag_sum_convcorr_real(job, x, y, n, &fail);

nag_fft_multiple_complex (c06frc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_complex_1d_multi (c06psc).

nag_sum_fft_complex_1d_multi (c06psc) provides a simpler interface for both forward and backward
transforms.

Old: nag_fft_multiple_complex(m, n, x, y, trig, &fail);
New: nag_sum_fft_complex_1d_multi(Nag_ForwardTransform, n, m, z, &fail);

where z is a complex array of length m� n such that z½i�:re ¼ x½i� and z½i�:im ¼ y½i�, for
i ¼ 0; 1; . . . ;m� n� 1 on input and output.

nag_fft_2d_complex (c06fuc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_complex_2d (c06puc).

nag_sum_fft_complex_2d (c06puc) provides a simpler interface for both forward and backward
transforms.

Old: nag_fft_2d_complex(m, n, x, y, trigm, trign, &fail);
New: nag_sum_fft_complex_2d(Nag_ForwardTransform, m, n, z, &fail);

where z is a complex array of length m� n such that z½i�:re ¼ x½i� and z½i�:im ¼ y½i� , for
i ¼ 0; 1; . . . ;m� n� 1 on input and output.

nag_conjugate_hermitian (c06gbc)

Withdrawn at Mark 26.
There is no replacement for this function.

nag_conjugate_complex (c06gcc)

Withdrawn at Mark 26.
There is no replacement for this function.
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nag_fft_multiple_sine (c06hac)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_sine (c06rec).

nag_sum_fft_sine (c06rec) has a simpler interface, storing sequences by column.

Old: nag_fft_multiple_sine(m, n, x, trig, &fail);
New: nag_sum_fft_sine(m, n, x, &fail);

nag_fft_multiple_cosine (c06hbc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_cosine (c06rfc).

nag_sum_fft_cosine (c06rfc) has a simpler interface, storing sequences by column.

Old: nag_fft_multiple_cosine(m, n, x, trig, &fail);
New: nag_sum_fft_cosine(m, n, x, &fail);

nag_fft_multiple_qtr_sine (c06hcc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_qtrsine (c06rgc).

nag_sum_fft_qtrsine (c06rgc) has a simpler interface, storing sequences by column.

Old: nag_fft_multiple_qtr_sine(direct, m, n, x, trig, &fail);
New: nag_sum_fft_qtrsine(direct, m, n, x, &fail);

nag_fft_multiple_qtr_cosine (c06hdc)

Withdrawn at Mark 26.
Replaced by nag_sum_fft_qtrcosine (c06rhc).

nag_sum_fft_qtrcosine (c06rhc) has a simpler interface, storing sequences by column.

Old: nag_fft_multiple_qtr_cosine(direct, m, n, x, trig, &fail);
New: nag_sum_fft_qtrcosine(direct, m, n, x, &fail);

d01 – Quadrature

nag_1d_quad_gen (d01ajc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_gen_1 (d01sjc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function f.

nag_1d_quad_osc (d01akc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_osc_1 (d01skc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function f.

nag_1d_quad_brkpts (d01alc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_brkpts_1 (d01slc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function f.
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nag_1d_quad_inf (d01amc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_inf_1 (d01smc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function f.

nag_1d_quad_wt_trig (d01anc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_wt_trig_1 (d01snc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function g.

nag_1d_quad_wt_alglog (d01apc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_wt_alglog_1 (d01spc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function g.

nag_1d_quad_wt_cauchy (d01aqc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_wt_cauchy_1 (d01sqc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function g.

nag_1d_quad_inf_wt_trig (d01asc)

Withdrawn at Mark 24.
Replaced by nag_1d_quad_inf_wt_trig_1 (d01ssc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function g.

nag_1d_quad_gauss (d01bac)

Withdrawn at Mark 24.
Replaced by nag_quad_1d_gauss_vec (d01uac).

Withdrawn to provide a simpler interface to select the quadrature rule.

Old: double fun (double x)
dinest = nag_1d_quad_gauss(quadrule, fun, a, b, n, &fail);

New: void f (const double x[], Integer nx, double fv[], Integer *iflag,
Nag_Comm *comm)
nag_quad_1d_gauss_vec(quad_type, a, b, n, f, &dinest, &comm,

&fail);

Replace quadrule with quad_type as follows:

Nag_Legendre with Nag_Quad_Gauss_Legendre;

Nag_Rational with Nag_Quad_Gauss_Rational_Adjusted;

Nag_Laguerre with Nag_Quad_Gauss_Laguerre;

Nag_Hermite with Nag_Quad_Gauss_Hermite.

comm is a pointer to a structure of type Nag_Comm available to allow you to pass information to the
user-supplied function f.
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iflag is an integer which you may use to force an immediate exit from nag_quad_1d_gauss_vec
(d01uac) in case of an error in the user-supplied function f.

f may be used to call the original fun as follows, although it may be more efficient to recode the
integrand.

void f(const double x[], const Integer nx, double fv[], Integer *iflag,
Nag_Comm *comm)

{
Integer i;
for(i=0; i<nx; i++)
{

fv[i] = fun(x[i]);
}

}

nag_multid_quad_adapt (d01fcc)

Withdrawn at Mark 25.
Replaced by nag_multid_quad_adapt_1 (d01wcc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function f.

nag_multid_quad_monte_carlo (d01gbc)

Withdrawn at Mark 25.
Replaced by nag_multid_quad_monte_carlo_1 (d01xbc).

Where comm, a pointer to a structure of type Nag_User, has been added to allow you to pass
information to the user-supplied function f.

nag_1d_withdraw_quad_gauss_1 (d01tac)

Scheduled for withdrawal at Mark 27.
Replaced by nag_quad_1d_gauss_vec (d01uac).

d02 – Ordinary Differential Equations

nag_ode_ivp_rk_range (d02pcc)

Withdrawn at Mark 26.
Replaced by nag_ode_ivp_rkts_range (d02pec) and associated d02p functions.

Old: nag_ode_ivp_rk_setup(n, tstart, yinit, tend, tol, thres, method, task,
errass, hstart, &opt, &fail);

...
nag_ode_ivp_rk_range(n, f, twant, &tgot, ygot, ypgot, ymax, &opt,

&comm,
&fail);

New: nag_ode_ivp_rkts_setup(n, tstart, tend, yinit, tol, thres, method,
errass, hstart, iwsav, rwsav, &fail);

...
nag_ode_ivp_rkts_range(f2, n, twant, &tgot, ygot, ypgot, ymax,

&comm2, iwsav, rwsav, &fail);

iwsav is an Integer array of length 130 and rwsav is a double array of length 350þ 32� n.

comm2 is a pointer to a structure of type Nag_Comm available to allow you to pass information to the
user defined function f2 (see f in nag_ode_ivp_rkts_range (d02pec)).
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The definition of f2 (see f in nag_ode_ivp_rkts_range (d02pec)) can use the original function f as
follows:

void f2(double t, Integer n, const double *y, double *yp, Nag_Comm *comm2)
{

Nag_User comm;
f(n, t, y, yp, &comm);

}

nag_ode_ivp_rk_onestep (d02pdc)

Withdrawn at Mark 26.
Replaced by nag_ode_ivp_rkts_onestep (d02pfc) and associated d02p functions.

nag_ode_ivp_rk_step_revcomm (d02pgc) offers a reverse communication approach.

Old: nag_ode_ivp_rk_setup(n, tstart, yinit, tend, tol, thres, method, task,
errass, hstart, &opt, &fail);

nag_ode_ivp_rk_onestep(n, f, &tnow, ynow, ypnow, &opt, &comm,
&fail);

New: nag_ode_ivp_rkts_setup(n, tstart, tend, yinit, tol, thres, method,
errass, hstart, iwsav, rwsav, &fail);

nag_ode_ivp_rkts_onestep(f2, n, &tnow, ynow, ypnow, &comm2, iwsav,
rwsav, &fail);

iwsav is an Integer array of length 130 and rwsav is a double array of length 350þ 32� n.

comm2 is a pointer to a structure of type Nag_Comm available to allow you to pass information to the
user defined function f2 (see f in nag_ode_ivp_rkts_range (d02pec)).

The definition of f2 (see f in nag_ode_ivp_rkts_range (d02pec)) can use the original function f as
follows:

void f2(double t, Integer n, const double *y, double *yp, Nag_Comm *comm2)
{

Nag_User comm;
f(n, t, y, yp, &comm);

}

nag_ode_ivp_rk_free (d02ppc)

Withdrawn at Mark 26.
There is no replacement for this function.

nag_ode_ivp_rk_setup (d02pvc)

Withdrawn at Mark 26.
Replaced by nag_ode_ivp_rkts_setup (d02pqc).

See nag_ode_ivp_rk_range (d02pcc) and nag_ode_ivp_rk_onestep (d02pdc) for further information.

nag_ode_ivp_rk_reset_tend (d02pwc)

Withdrawn at Mark 26.
Replaced by nag_ode_ivp_rkts_reset_tend (d02prc).

Old: nag_ode_ivp_rk_reset_tend(tendnu, &opt, &fail);
New: nag_ode_ivp_rkts_reset_tend(tendnu, iwsav, rwsav, &fail);

iwsav is an Integer array of length 130 and rwsav is a double array of length 350.
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nag_ode_ivp_rk_interp (d02pxc)

Withdrawn at Mark 26.
Replaced by nag_ode_ivp_rkts_interp (d02psc).

Old: nag_ode_ivp_rk_interp(n, twant, request, nwant, ywant, ypwant, f,
&opt, &comm, &fail);

New: nag_ode_ivp_rkts_interp(n, twant, request, nwant, ywant, ypwant, f2,
wcomm, lwcomm, &comm2, iwsav, rwsav, &fail);

iwsav is an Integer array of length 130 and rwsav is a double array of length 350þ 32� n.

comm2 is a pointer to a structure of type Nag_Comm available to allow you to pass information to the
user defined function f2 (see f in nag_ode_ivp_rkts_interp (d02psc)).

wcomm is a double array of length lwcomm. See the function document for nag_ode_ivp_rkts_interp
(d02psc) for further information.

The definition of f2 (see f in nag_ode_ivp_rkts_interp (d02psc)) can use the original function f as
follows:

void f2(double t, Integer n, const double *y, double *yp, Nag_Comm *comm2)
{

Nag_User comm;
f(n, t, y, yp, &comm);

}

nag_ode_ivp_rk_errass (d02pzc)

Withdrawn at Mark 26.
Replaced by nag_ode_ivp_rkts_errass (d02puc).

Old: nag_ode_ivp_rk_errass(n, rmserr, &errmax, &terrmx, &opt, &fail);
New: nag_ode_ivp_rkts_errass(n, rmserr, &errmax, &terrmx, iwsav, rwsav,

&fail);

n must be unchanged from that passed to nag_ode_ivp_rkts_setup (d02pqc).

iwsav is an Integer array of length 130 and rwsav is a double array of length 350þ 32� n.

e01 – Interpolation

nag_2d_scat_interpolant (e01sac)

Withdrawn at Mark 23.
Replaced by nag_2d_shep_interp (e01sgc) or nag_2d_triang_interp (e01sjc).

nag_2d_scat_interpolant (e01sac) generates a two-dimensional surface interpolating a set of scattered
data points, using either the method of Renka and Cline or a modification of Shepard's method. The
replacement functions separate these two methods. e01sac_rk.c (see http://www.nag.co.uk/numeric/cl/
nagdoc_cl26/examples/replaced/e01sac_rk.c) provides replacement call information for the Renka and
Cline method (nag_2d_shep_interp (e01sgc)) and e01sac_shep.c (see http://www.nag.co.uk/numeric/cl/
nagdoc_cl26/examples/replaced/e01sac_shep.c) provides replacement call information for the Shepard's
method (nag_2d_triang_interp (e01sjc)).

nag_2d_scat_eval (e01sbc)

Withdrawn at Mark 23.
Replaced by nag_2d_shep_eval (e01shc) or nag_2d_triang_eval (e01skc).

See the example program e01sac_rk.c (see http://www.nag.co.uk/numeric/cl/nagdoc_cl26/examples/
replaced/e01sac_rk.c) and e01sac_shep.c (see http://www.nag.co.uk/numeric/cl/nagdoc_cl26/examples/
replaced/e01sac_shep.c) for full details.
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nag_2d_scat_free (e01szc)

Withdrawn at Mark 23.
There is no replacement for this function.

e04 – Minimizing or Maximizing a Function

nag_opt_simplex (e04ccc)

Withdrawn at Mark 24.
Replaced by nag_opt_simplex_easy (e04cbc).

Old: nag_opt_simplex(n, funct, x, &objf, &options, &comm, &fail);
New: nag_opt_simplex_easy(n, x, &objf, tolf, tolx, funct, monit, maxcal,

&comm, &fail);

The options structure has been removed from nag_opt_simplex (e04ccc). The optim_tol and max_iter
members of the options structure have been introduced as the arguments tolf and maxcal, respectively.
tolx is an additional argument to control tolerance. A new user defined function monit has been added
to allow you to monitor the optimization process. If no monitoring is required, monit may be specified
as NULLFN.

nag_opt_bounds_no_deriv (e04jbc)

Withdrawn at Mark 26.
Replaced by nag_opt_nlp (e04ucc).

See the example program e04jbce.c (see http://www.nag.co.uk/numeric/cl/nagdoc_cl26/examples/
replaced/e04jbce.c) for code demonstrating how to use nag_opt_nlp (e04ucc) instead of nag_opt_-
bounds_no_deriv (e04jbc).

f01 – Matrix Operations, Including Inversion

nag_complex_cholesky (f01bnc)

Withdrawn at Mark 25.
Replaced by nag_zpotrf (f07frc).

If you were only using nag_complex_cholesky (f01bnc) in order to feed its results into
nag_hermitian_lin_eqn_mult_rhs (f04awc), then the simple replacement function given further below,
in the section for nag_hermitian_lin_eqn_mult_rhs (f04awc), will suffice. A more thorough replacement
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function is given here and it will put the same values in arrays a and p as nag_complex_cholesky
(f01bnc) did.

void f01bnc_replacement(Integer n, Complex a[], Integer tda, double p[],
NagError *fail)

{
Integer i, pdb=n;
Complex *b;

b = NAG_ALLOC(n*n, Complex);
/* replacement factorization routine requires the upper triangle

to be stored for U^H*U, but f01bnc expects the lower triangle
to be stored so put the lower triangle of a into the upper
triangle of b */

/* nag_zge_copy */
f16tfc(Nag_RowMajor, Nag_ConjTrans, n, n, a, tda, b, pdb, fail);
/* factorize b */
/* nag_zpotrf */
f07frc(Nag_RowMajor, Nag_Upper, n, b,pdb, fail);
/* diagonal elements to populate the p array */
for (i = 0; i < n; ++i) p[i] = 1.0/b[i*tda+i].re;
/* overwrite the off-diagonal upper triangle of a with U */
/* nag_ztr_copy */
f16tec(Nag_RowMajor, Nag_Upper, Nag_NoTrans, Nag_UnitDiag, n, b, pdb, a,

tda, fail);
NAG_FREE(b);

}

nag_real_qr (f01qcc)

Withdrawn at Mark 25.
Replaced by nag_dgeqrf (f08aec).

The subdiagonal elements of a and the elements of zeta returned by nag_dgeqrf (f08aec) are not the
same as those returned by nag_real_qr (f01qcc). Subsequent calls to nag_real_apply_q (f01qdc) or
nag_real_form_q (f01qec) must also be replaced by calls to nag_dorgqr (f08afc) or nag_dormqr
(f08agc) as shown below.

void f01qcc_replacement(Integer m, Integer n, double a[], Integer tda,
double zeta[], NagError *fail)

{
/* nag_dgeqrf */
f08aec(Nag_RowMajor, m, n, a, tda, zeta, fail);
/* the factorization in a and zeta will be stored differently */

}

nag_real_apply_q (f01qdc)

Withdrawn at Mark 25.
Replaced by nag_dormqr (f08agc).

The following replacement is valid only if the previous call to nag_real_qr (f01qcc) has been replaced
by a call to nag_dgeqrf (f08aec) as shown below. It also assumes that the second argument of
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nag_real_apply_q (f01qdc) is set to wheret ¼ Nag ElementsSeparate, which is appropriate if the
contents of a and zeta have not been changed after the call of nag_real_qr (f01qcc).

void f01qcc_replacement(Integer m, Integer n, double a[], Integer tda,
double zeta[], NagError *fail)

{
/* nag_dgeqrf */
f08aec(Nag_RowMajor, m, n, a, tda, zeta, fail);
/* the factorization in a and zeta will be stored differently */ }

void f01qdc_replacement(MatrixTranspose trans, Nag_WhereElements wheret,
Integer m, Integer n, double a[], Integer tda, const double zeta[],
Integer ncolb, double b[], Integer tdb, NagError *fail) {
Nag_TransType t = (trans==NoTranspose)? Nag_NoTrans : Nag_Trans;
/* nag_dormqr */
f08agc(Nag_RowMajor, Nag_LeftSide, t, m, ncolb, n, a, tda, zeta,
b, tdb, fail);

}

nag_real_form_q (f01qec)

Withdrawn at Mark 25.
Replaced by nag_dorgqr (f08afc).

The following replacement is valid only if the previous call to nag_real_qr (f01qcc) has been replaced
by a call to nag_dgeqrf (f08aec) as shown below. It also assumes that the first argument of
nag_real_form_q (f01qec) is set to wheret ¼ Nag ElementsSeparate, which is appropriate if the
contents of a and zeta have not been changed after the call of nag_real_qr (f01qcc).

void f01qcc_replacement(Integer m, Integer n, double a[], Integer tda,
double zeta[], NagError *fail)

{
/* nag_dgeqrf */
f08aec(Nag_RowMajor, m, n, a, tda, zeta, fail);
/* the factorization in a and zeta will be stored differently */

}

void f01qec_replacement(Nag_WhereElements wheret, Integer m, Integer n,
Integer ncolq, double a[], Integer tda, const double zeta[],
NagError *fail)

{
/* factorization performed by nag_dgeqrf (f08aec) */
/* nag_dorgqr */
f08afc(Nag_RowMajor, m, ncolq, n, a, tda, zeta, fail);

}

nag_complex_qr (f01rcc)

Withdrawn at Mark 25.
Replaced by nag_zgeqrf (f08asc).

The subdiagonal elements of a and the elements of theta returned by nag_zgeqrf (f08asc) are not the
same as those returned by nag_complex_qr (f01rcc). Subsequent calls to nag_complex_apply_q (f01rdc)
or nag_complex_form_q (f01rec) must also be replaced by calls to nag_zunmqr (f08auc) or nag_zungqr
(f08atc) as shown below.

void f01rcc_replacement(Integer m, Integer n, Complex a[], Integer tda,
Complex theta[], NagError *fail)

{
/* nag_zgeqrf */
f08asc(Nag_RowMajor, m, n, a, tda, theta, fail);
/* the factorization in a and theta will be stored differently */

}

nag_complex_apply_q (f01rdc)

Withdrawn at Mark 25.
Replaced by nag_zunmqr (f08auc).

Introduction Replacement Calls

Mark 26 replace.13



The following replacement is valid only if the previous call to nag_complex_qr (f01rcc) has been
replaced by a call to nag_zgeqrf (f08asc) as shown below. It also assumes that the second argument of
nag_complex_apply_q (f01rdc) is set to wheret ¼ Nag ElementsSeparate, which is appropriate if the
contents of a and theta have not been changed after the call of nag_complex_qr (f01rcc).

void f01rcc_replacement(Integer m, Integer n, Complex a[], Integer tda,
Complex theta[], NagError *fail)

{
/* nag_zgeqrf */
f08asc(Nag_RowMajor, m, n, a, tda, theta, fail);
/* the factorization in a and theta will be stored differently */

}

void f01rdc_replacement(MatrixTranspose trans, Nag_WhereElements wheret,
Integer m, Integer n, Complex a[], Integer tda, const Complex theta[],
Integer ncolb, Complex b[], Integer tdb, NagError *fail)

{
Nag_TransType t = (trans==NoTranspose)? Nag_NoTrans : Nag_ConjTrans;
/* nag_zunmqr */
f08auc(Nag_RowMajor, Nag_LeftSide, t, m, ncolb, n, a, tda, theta,
b, tdb, fail);

}

nag_complex_form_q (f01rec)

Withdrawn at Mark 25.
Replaced by nag_zungqr (f08atc).

The following replacement is valid only if the previous call to nag_complex_qr (f01rcc) has been
replaced by a call to nag_zgeqrf (f08asc) as shown below. It also assumes that the first argument of
nag_complex_form_q (f01rec) is set to wheret ¼ Nag ElementsSeparate, which is appropriate if the
contents of a and theta have not been changed after the call of nag_complex_qr (f01rcc).

void f01rcc_replacement(Integer m, Integer n, Complex a[], Integer tda,
Complex theta[], NagError *fail)

{
/* nag_zgeqrf */
f08asc(Nag_RowMajor, m, n, a, tda, theta, fail);
/* the factorization in a and theta will be stored differently */

}

void f01rec_replacement(Nag_WhereElements wheret, Integer m, Integer n,
Integer ncolq, Complex a[], Integer tda, const Complex theta[],
NagError *fail)

{
/* nag_zungqr */
/* factorization performed by nag_zgeqrf (f08asc) */
f08atc(Nag_RowMajor, m, ncolq, n, a, tda, theta, fail);

}

f02 – Eigenvalues and Eigenvectors

nag_real_symm_eigenvalues (f02aac)

Withdrawn at Mark 26.
Replaced by nag_dsyev (f08fac).

Old: nag_real_symm_eigenvalues(n, a, tda, r, &fail);
New: nag_dsyev(Nag_RowMajor, Nag_EigVals, Nag_Lower, n, a, tda, r, &fail);

Replacement Calls NAG Library Manual

replace.14 Mark 26



nag_real_symm_eigensystem (f02abc)

Withdrawn at Mark 26.
Replaced by nag_dsyev (f08fac).

Old: nag_real_symm_eigensystem(n, a, tda, r, v, tdv, &fail);
New: nag_dtr_copy (Nag_RowMajor, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, n,

a, tda, v, tdv, &fail);
nag_dsyev(Nag_RowMajor, Nag_DoBoth, Nag_Lower, n, v, tdv, r, &fail);

If nag_real_symm_eigensystem (f02abc) was called with the same array supplied for v and a, then the
call to nag_dtr_copy (f16qec) may be omitted.

nag_real_symm_general_eigenvalues (f02adc)

Withdrawn at Mark 26.
Replaced by nag_dsygv (f08sac).

Old: nag_real_symm_general_eigenvalues(n, a, tda, b, tdb, r, &fail);
New: nag_dsygv(Nag_RowMajor, 1, Nag_EigVals, Nag_Upper, n, a, tda, b, tdb,

r, &fail);

Note that the call to nag_dsygv (f08sac) will overwrite the upper triangles of the arrays a and b and
leave the subdiagonal elements unchanged, whereas the call to nag_real_symm_general_eigenvalues
(f02adc) overwrites the lower triangle and leaves the elements above the diagonal unchanged.

nag_real_symm_general_eigensystem (f02aec)

Withdrawn at Mark 26.
Replaced by nag_dsygv (f08sac).

Old: nag_real_symm_general_eigensystem(n, a, tda, b, tdb, r, v, tdv,
&fail);

New: nag_dtr_copy (Nag_RowMajor, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,
a, tda, v, tdv, &fail);

nag_dsygv(Nag_RowMajor, 1, Nag_DoBoth, Nag_Upper, n, v, tdv, b, tdb,
r, &fail);

Note that the call to nag_dsygv (f08sac) will overwrite the upper triangle of the array b and leave the
subdiagonal elements unchanged, whereas the call to nag_real_symm_general_eigensystem (f02aec)
overwrites the lower triangle and leaves the elements above the diagonal unchanged. The call to
nag_dtr_copy (f16qec) copies a to v, so a is left unchanged. If nag_real_symm_general_eigensystem
(f02aec) was called with the same array supplied for v and a, then the call to nag_dtr_copy (f16qec)
may be omitted.

nag_real_eigenvalues (f02afc)

Withdrawn at Mark 26.
Replaced by nag_dgeev (f08nac).

Old: nag_real_eigenvalues(n, a, tda, r, iter, &fail);
New: nag_dgeev(Nag_RowMajor, Nag_NotLeftVecs, Nag_NotRightVecs, n, a, tda,

wr, wi,vl, 1, vr, 1, &fail);

where wr and wi are double arrays of lengths n such that wr½i � 1� ¼ r½i � 1�:re and
wi½i � 1� ¼ r½i � 1�:im, for i ¼ 1; 2; . . . ; n; vl and vr are double arrays of length 1 (not used in this
call); the iteration counts (returned by nag_real_eigenvalues (f02afc) in the array iter) are not available
from nag_dgeev (f08nac).

nag_real_eigensystem (f02agc)

Withdrawn at Mark 26.
Replaced by nag_dgeev (f08nac).

Old: nag_real_eigensystem(n, a, tda, r, v, tdv, iter, &fail);
New: nag_dgeev(Nag_RowMajor, Nag_NotLeftVecs, Nag_RightVecs, n, a, tda,

wr, wi, vl, 1, vr, pdvr, &fail);
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where wr and wi are double arrays of lengths n such that wr½i � 1� ¼ r½i � 1�:re and
wi½i � 1� ¼ r½i � 1�:im, for i ¼ 1; 2; . . . ; n; vl is a double array of length 1 (not used in this call) and
vr is a double array of length n� n; the iteration counts (returned by nag_real_eigensystem (f02agc) in
the array iter) are not available from nag_dgeev (f08nac).

Eigenvector information is stored differently in vr:

v½j�:re ¼ vr½j� if wi½j� ¼ 0:0.

v½j�:re ¼ vr½j� and v½j�:im ¼ vr½jþ 1� and v½j þ 1�:re ¼ vr½j� and v½j þ 1�:im ¼ �vr½jþ 1� if
wi½j� 6¼ 0 and wi½j� ¼ �wi½jþ 1�.

nag_hermitian_eigenvalues (f02awc)

Withdrawn at Mark 26.
Replaced by nag_zheev (f08fnc).

Old: nag_hermitian_eigenvalues(n, a, tda, r, &fail);
New: nag_zheev(Nag_RowMajor, Nag_EigVals, Nag_Lower, n, a, tda, r, &fail);

nag_hermitian_eigensystem (f02axc)

Withdrawn at Mark 26.
Replaced by nag_zheev (f08fnc).

Old: nag_hermitian_eigensystem(n, a, tda, r, v, tdv, &fail);
New: nag_ztr_copy(Nag_RowMajor, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, n,

a, tda, v, tdv, &fail);
nag_zheev(Nag_RowMajor, Nag_DoBoth, Nag_Lower, n, v, tdv, r, &fail);

If nag_hermitian_eigensystem (f02axc) was called with the same arrays supplied for v and a, then the
call to nag_ztr_copy (f16tec) may be omitted.

nag_real_general_eigensystem (f02bjc)

Withdrawn at Mark 26.
Replaced by nag_dggev (f08wac).

Old: nag_real_general_eigensystem(n, a, tda, b, tdb, tol, alfa, beta,
wantv, v, tdv, iter, &fail);

New: if (wantv) jobvr = Nag_RightVecs; else jobvr = Nag_NotRightVecs;
nag_dggev(Nag_RowMajor, Nag_NotLeftVecs, jobvr, n, a, tda, b, tdb,

alphar, alphai, beta, vl, tdvl, vr, tdvr, &fail);

where alphar and alphai are double arrays of lengths n such that alphar½i � 1� ¼ alfa½i � 1�:re and
alphai½i � 1� ¼ alfa½i � 1�:im, for i ¼ 1; 2; . . . ; n.

nag_real_svd (f02wec)

Withdrawn at Mark 26.
Replaced by nag_dgesvd (f08kbc).

Old: nag_real_svd(m, n, a, tda, ncolb, b, tdb, wantq, q, tdq, sv, wantp,
pt, tdpt, &iter, e, &failinfo, &fail);

New: if (wantq) jobu = Nag_AllU; else jobu = Nag_NotU;
if (wantp) jobvt = Nag_AllVT; else jobvt = Nag_NotVT;
nag_dgesvd(Nag_RowMajor, jobu, jobvt, m, n, a, tda, sv, q, tdq,

pt, tdpt, work, &fail);

work must be a one-dimensional double array of length min m;nð Þ; the iteration count (returned by
nag_real_svd (f02wec) in the argument iter) is not available from nag_dgesvd (f08kbc).

Please note that the facility to return QTB is not provided so arguments ncolb and b are not required.
Instead, nag_dgesvd (f08kbc) has an option to return the entire m �m orthogonal matrix Q, referred to
as u in its documentation, through its 8th argument.
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nag_complex_svd (f02xec)

Withdrawn at Mark 26.
Replaced by nag_zgesvd (f08kpc).

Old: nag_complex_svd(m, n, a, tda, ncolb, b, tdb, wantq, q, tdq, sv, wantp,
ph, tdph, &iter, e, &failinfo, &fail);

New: if (wantq) jobu = Nag_AllU; else jobu = Nag_NotU;
if (wantp) jobvt = Nag_AllVT; else jobvt = Nag_NotVT;
nag_zgesvd(Nag_RowMajor, jobu, jobvt, m, n, a, tda, sv, q, tdq,

ph, tdph, rwork, &fail);

rwork must be a one-dimensional double array of length min m; nð Þ; the iteration count (returned by
nag_complex_svd (f02xec) in the argument iter) is not available from nag_zgesvd (f08kpc).

Please note that the facility to return QHB is not provided so arguments ncolb and b are not required.
Instead, nag_zgesvd (f08kpc) has an option to return the entire m �m unitary matrix Q, referred to as u
in its documentation, through its 8th argument.

f03 – Determinants

nag_real_cholesky (f03aec)

Withdrawn at Mark 25.
Replaced by nag_dpotrf (f07fdc) and nag_det_real_sym (f03bfc).

void f03aec_replacement(Integer n, double a[], Integer tda,
double p[], double *detf, Integer *dete, NagError *fail)

{
/* nag_dpotrf */

f07fdc(Nag_RowMajor, Nag_Upper, n, a, tda, fail);
/* nag_det_real_sym */

f03bfc(Nag_RowMajor, n, a, tda, detf, dete, fail);
/* p is not written to */
/* factorization in a will be different */

}

nag_dpotrf (f07fdc) performs the Cholesky factorization and nag_det_real_sym (f03bfc) calculates the
determinant from the factored form.

Note: subsequent solution of linear systems using the Cholesky factorization performed by nag_dpotrf
(f07fdc) should be performed using nag_dpotrs (f07fec)).

nag_real_lu (f03afc)

Withdrawn at Mark 25.
Replaced by nag_dgetrf (f07adc) and nag_det_real_gen (f03bac).

void f03afc_replacement(Integer n, double a[], Integer tda,
Integer pivot[], double *detf, Integer *dete, NagError *fail)

{
/* nag_dgetrf */
f07adc(Nag_RowMajor, n, n, a, tda, pivot, fail);
/* nag_det_real_gen */
f03bac(Nag_RowMajor, n, a, tda, pivot, detf, dete, fail);
/* the factorization in a will be different */
/* the array pivot will be different */

}

Note: subsequent solution of linear systems using the LU factorization performed by nag_dgetrf
(f07adc) should be performed using nag_dgetrs (f07aec)).
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nag_complex_lu (f03ahc)

Withdrawn at Mark 25.
Replaced by nag_zgetrf (f07arc) and nag_det_complex_gen (f03bnc).

void f03ahc_replacement(Integer n, Complex a[], Integer tda,
Integer pivot[], Complex *det, Integer *dete, NagError *fail)

{
Complex d={0,0};
Integer id[2]={0,0};
/* nag_zgetrf */
f07arc(Nag_RowMajor, n, n, a, tda, pivot, fail);
/* nag_det_complex_gen */
f03bnc(Nag_RowMajor, n, a, tda, pivot, &d, id, fail);
/* Bring real and imaginary parts to a common scale */
*dete = MAX(id[0],id[1]);
det->re = ldexp(d.re,id[0]-*dete);
det->im = ldexp(d.im,id[1]-*dete);
/* the factorization in a will be different */

}

nag_zgetrf (f07arc) performs the LU factorization and nag_det_complex_gen (f03bnc) calculates the
determinant from the factored form.

Note: the details of the LU factorization performed by nag_zgetrf (f07arc) differ from those perfomed
by nag_complex_lu (f03ahc); subsequent solution of linear systems using the LU factorization
performed by nag_zgetrf (f07arc) should be performed using nag_zgetrs (f07asc). The determinant
returned by nag_det_complex_gen (f03bnc) independently scales the real and imaginary parts whereas
the determinant returned by nag_complex_lu (f03ahc) used a single scaling factor.

f04 – Simultaneous Linear Equations

The factorization and solution of a positive definite linear system can be handled by calls to functions
from Chapter f04.

nag_complex_lin_eqn_mult_rhs (f04adc)

Withdrawn at Mark 25.
Replaced by nag_complex_gen_lin_solve (f04cac).

void f04adc_replacement(Integer n, Integer nrhs,
Complex a[], Integer tda, const Complex b[], Integer tdb,
Complex x[], Integer tdx, NagError *fail)

{
Integer *ipiv;
double rcond, errbnd;

ipiv = NAG_ALLOC(n, Integer);
/* nag_zge_copy */
f16tfc(Nag_RowMajor, Nag_NoTrans, n, nrhs, b, tdb, x, tdx, fail);
/* nag_complex_gen_lin_solve */
f04cac(Nag_RowMajor, n, nrhs, a, tda, ipiv, x,

tdx, &rcond, &errbnd, fail);
/* The factorization in a will be different */
/* Error codes will be different */
/* Condition number and error bounds are available to you */
NAG_FREE(ipiv);

}

nag_real_cholesky_solve_mult_rhs (f04agc)

Withdrawn at Mark 25.
Replaced by nag_dpotrs (f07fec).
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It is assumed that the matrix has been factorized by a call to nag_dpotrf (f07fdc) rather than
nag_real_cholesky (f03aec). The array p is no longer required.

void f03aec_replacement(Integer n, double a[], Integer tda,
double p[], double *detf, Integer *dete, NagError *fail)

{
/* nag_dpotrf /*
f07fdc(Nag_RowMajor, Nag_Upper, n, a, tda, fail);
/* nag_det_real_sym */
f03bfc(Nag_RowMajor, n, a, tda, detf, dete, fail);
/* p is not used */
/* the factorization in a will be different */

}

void f04agc_replacement(Integer n, Integer nrhs, double a[],
Integer tda, double p[], const double b[], Integer tdb, double x[],
Integer tdx, NagError *fail)

{
/* nag_dge_copy */
f16qfc(Nag_RowMajor, Nag_NoTrans, n, nrhs, b, tdb, x, tdx, fail);
/* nag_dpotrs */
f07fec(Nag_RowMajor, Nag_Upper, n, nrhs, a, tda, x, tdx, fail);
/* p is not used */

}

nag_real_lu_solve_mult_rhs (f04ajc)

Withdrawn at Mark 25.
Replaced by nag_dgetrs (f07aec).

It is assumed that the matrix has been factorized by a call to nag_dgetrf (f07adc) rather than
nag_real_lu (f03afc).

void f03afc_replacement(Integer n, double a[], Integer tda,
Integer pivot[], double *detf, Integer *dete, NagError *fail)

{
/* nag_dgetrf */
f07adc(Nag_RowMajor, n, n, a, tda, pivot, fail);
/* nag_det_real_gen */
f03bac(Nag_RowMajor, n, a, tda, pivot, detf, dete, fail);
/* the call to f03bac is not needed if you don’t want determinants */

}

void f04ajc_replacement(Integer n, Integer nrhs, const double a[],
Integer tda, const Integer pivot[], double b[], Integer tdb,
NagError *fail)

{
/* nag_dgetrs */
f07aec(Nag_RowMajor, Nag_NoTrans, n, nrhs, a, tda, pivot, b, tdb, fail);

}
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nag_complex_lu_solve_mult_rhs (f04akc)

Withdrawn at Mark 25.
Replaced by nag_zgetrs (f07asc).

void f03ahc_replacement(Integer n, Complex a[], Integer tda,
Integer pivot[], Complex *det, Integer *dete, NagError *fail)

{
Complex d={0,0};
Integer id[2]={0,0};
/* nag_zgetrf */
f07arc(Nag_RowMajor, n, n, a, tda, pivot, fail);
/* nag_det_complex_gen */
f03bnc(Nag_RowMajor, n, a, tda, pivot, &d, id, fail);
/* Bring real and imaginary parts to a common scale */
*dete = MAX(id[0],id[1]);
det->re = ldexp(d.re,id[0]-*dete);
det->im = ldexp(d.im,id[1]-*dete);
/* the factorization in a will be different */

}

void f04akc_replacement(Integer n, Integer nrhs, const Complex a[],
Integer tda, const Integer pivot[], Complex b[], Integer tdb,
NagError *fail)

{
/* nag_zgetrs */
f07asc(Nag_RowMajor, Nag_NoTrans, n, nrhs, a, tda, pivot, b, tdb, fail );

}

It is assumed that the matrix has been factorized by a call to nag_zgetrf (f07arc) rather than
nag_complex_lu (f03ahc).

nag_real_lin_eqn (f04arc)

Withdrawn at Mark 25.
Replaced by nag_real_gen_lin_solve (f04bac).

void f04arc_replacement(Integer n, double a[], Integer tda,
const double b[], double x[], NagError *fail)

{
Integer *ipiv;
double rcond, errbnd;

ipiv = NAG_ALLOC(n, Integer);
/* nag_dge_copy */
f16qfc(Nag_RowMajor, Nag_NoTrans, n, 1, b, 1, x, 1, fail);
/* nag_real_gen_lin_solve */
f04bac(Nag_RowMajor, n, 1, a, tda, ipiv, x, 1,

&rcond, &errbnd, fail);
/* The factorization in a will be different */
/* Error codes will be different */
/* Condition number and error bounds are available to you */
NAG_FREE(ipiv);

}
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nag_hermitian_lin_eqn_mult_rhs (f04awc)

Withdrawn at Mark 25.
Replaced by nag_zpotrs (f07fsc).

void f01bnc_replacement(Integer n, Complex a[], Integer tda,
double p[], NagError *fail)

{
/* nag_zpotrf */
f07frc(Nag_RowMajor, Nag_Lower, n, a, tda, fail);

}

void f04awc_replacement(Integer n, Integer nrhs, const Complex a[],
Integer tda, const double p[], const Complex b[],
Integer tdb, Complex x[], Integer tdx, NagError *fail)

{
/* nag_zge_copy */
f16tfc(Nag_RowMajor, Nag_NoTrans, n, nrhs, b, tdb, x, tdx, fail);
/* nag_zpotrs */
f07fsc(Nag_RowMajor, Nag_Lower, n, nrhs, a, tda, x, tdx, fail);

}

Note that the preceding call to nag_complex_cholesky (f01bnc) has been replaced by nag_zpotrf
(f07frc).

f06 – Linear Algebra Support Functions

The functions in Chapter f16 provide greater functionality than their corresponding functions in Chapter
f06. The essential differences are:

The order argument. This provides the flexibility to operate on matrix data stored in row or column
major order.

The addition of the fail argument to trap data errors. The f06 functions used to abort noisily.

The enumeration types and members use NAG_ as the prefix. This is to guard against accidental use of
non-NAG enums.

Scale factors have been introduced in some functions. For example nag_dtrmv (f16pfc) has an extra
argument, alpha which was not present in the corresponding old_dtrmv (f06pfc) function.

old_dgemv (f06pac)

Withdrawn at Mark 23.
Replaced by nag_dgemv (f16pac).

old_dgbmv (f06pbc)

Withdrawn at Mark 23.
Replaced by nag_dgbmv (f16pbc).

old_dsymv (f06pcc)

Withdrawn at Mark 23.
Replaced by nag_dsymv (f16pcc).

old_dsbmv (f06pdc)

Withdrawn at Mark 23.
Replaced by nag_dsbmv (f16pdc).

old_dspmv (f06pec)

Withdrawn at Mark 23.
Replaced by nag_dspmv (f16pec).
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old_dtrmv (f06pfc)

Withdrawn at Mark 23.
Replaced by nag_dtrmv (f16pfc).

old_dtbmv (f06pgc)

Withdrawn at Mark 23.
Replaced by nag_dtbmv (f16pgc).

old_dtpmv (f06phc)

Withdrawn at Mark 23.
Replaced by nag_dtpmv (f16phc).

old_dtrsv (f06pjc)

Withdrawn at Mark 23.
Replaced by nag_dtrsv (f16pjc).

old_dtbsv (f06pkc)

Withdrawn at Mark 23.
Replaced by nag_dtbsv (f16pkc).

old_dtpsv (f06plc)

Withdrawn at Mark 23.
Replaced by nag_dtpsv (f16plc).

old_dger (f06pmc)

Withdrawn at Mark 23.
Replaced by nag_dger (f16pmc).

old_dsyr (f06ppc)

Withdrawn at Mark 23.
Replaced by nag_dsyr (f16ppc).

old_dspr (f06pqc)

Withdrawn at Mark 23.
Replaced by nag_dspr (f16pqc).

old_dsyr2 (f06prc)

Withdrawn at Mark 23.
Replaced by nag_dsyr2 (f16prc).

old_dspr2 (f06psc)

Withdrawn at Mark 23.
Replaced by nag_dspr2 (f16psc).

old_zgemv (f06sac)

Withdrawn at Mark 23.
Replaced by nag_zgemv (f16sac).
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old_zgbmv (f06sbc)

Withdrawn at Mark 23.
Replaced by nag_zgbmv (f16sbc).

old_zhemv (f06scc)

Withdrawn at Mark 23.
Replaced by nag_zhemv (f16scc).

old_zhbmv (f06sdc)

Withdrawn at Mark 23.
Replaced by nag_zhbmv (f16sdc).

old_zhpmv (f06sec)

Withdrawn at Mark 23.
Replaced by nag_zhpmv (f16sec).

old_ztrmv (f06sfc)

Withdrawn at Mark 23.
Replaced by nag_ztrmv (f16sfc).

old_ztbmv (f06sgc)

Withdrawn at Mark 23.
Replaced by nag_ztbmv (f16sgc).

old_ztpmv (f06shc)

Withdrawn at Mark 23.
Replaced by nag_ztpmv (f16shc).

old_ztrsv (f06sjc)

Withdrawn at Mark 23.
Replaced by nag_ztrsv (f16sjc).

old_ztbsv (f06skc)

Withdrawn at Mark 23.
Replaced by nag_ztbsv (f16skc).

old_ztpsv (f06slc)

Withdrawn at Mark 23.
Replaced by nag_ztpsv (f16slc).

old_zgeru (f06smc)

Withdrawn at Mark 23.
Replaced by nag_zger (f16smc).

old_zgerc (f06snc)

Withdrawn at Mark 23.
Replaced by nag_zger (f16smc).
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old_zher (f06spc)

Withdrawn at Mark 23.
Replaced by nag_zher (f16spc).

old_zhpr (f06sqc)

Withdrawn at Mark 23.
Replaced by nag_zhpr (f16sqc).

old_zher2 (f06src)

Withdrawn at Mark 23.
Replaced by nag_zher2 (f16src).

old_zhpr2 (f06ssc)

Withdrawn at Mark 23.
Replaced by nag_zhpr2 (f16ssc).

old_dgemm (f06yac)

Withdrawn at Mark 23.
Replaced by nag_dgemm (f16yac).

old_dsymm (f06ycc)

Withdrawn at Mark 23.
Replaced by nag_dsymm (f16ycc).

old_dtrmm (f06yfc)

Withdrawn at Mark 23.
Replaced by nag_dtrmm (f16yfc).

old_dtrsm (f06yjc)

Withdrawn at Mark 23.
Replaced by nag_dtrsm (f16yjc).

old_dsyrk (f06ypc)

Withdrawn at Mark 23.
Replaced by nag_dsyrk (f16ypc).

old_dsyr2k (f06yrc)

Withdrawn at Mark 23.
Replaced by nag_dsyr2k (f16yrc).

old_zgemm (f06zac)

Withdrawn at Mark 23.
Replaced by nag_zgemm (f16zac).

old_zhemm (f06zcc)

Withdrawn at Mark 23.
Replaced by nag_zhemm (f16zcc).
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old_ztrmm (f06zfc)

Withdrawn at Mark 23.
Replaced by nag_ztrmm (f16zfc).

old_ztrsm (f06zjc)

Withdrawn at Mark 23.
Replaced by nag_ztrsm (f16zjc).

old_zherk (f06zpc)

Withdrawn at Mark 23.
Replaced by nag_zherk (f16zpc).

old_zher2k (f06zrc)

Withdrawn at Mark 23.
Replaced by nag_zher2k (f16zrc).

old_zsymm (f06ztc)

Withdrawn at Mark 23.
Replaced by nag_zsymm (f16ztc).

old_zsyrk (f06zuc)

Withdrawn at Mark 23.
Replaced by nag_zsyrk (f16zuc).

old_zsyr2k (f06zwc)

Withdrawn at Mark 23.
Replaced by nag_zsyr2k (f16zwc).

g01 – Simple Calculations on Statistical Data

nag_summary_stats_1var (g01aac)

Withdrawn at Mark 26.
Replaced by nag_summary_stats_onevar (g01atc).

Withdrawn because on output, additional information was needed to allow large datasets to be
processed in blocks and the results combined through a call to nag_summary_stats_onevar_combine
(g01auc). This information is returned in rcomm.

Old:
/* nag_summary_stats_1var (g01aac) */
nag_summary_stats_1var(n, x, wt, &nvalid, &xmean, &xsd, &xskew,

&xkurt,&xmin, &xmax, &wsum, &fail);
New:

/* nag_summary_stats_onevar (g01atc) */
pn = 0;
nag_summary_stats_onevar(n, x, wt, &pn, &xmean, &xsd, &xskew, &xkurt,

&xmin, &xmax, rcomm, &fail);
nvalid = pn;
wtsum = rcomm[0];
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nag_deviates_normal_dist (g01cec)

Withdrawn at Mark 24.
Replaced by nag_deviates_normal (g01fac).

Old: x = nag_deviates_normal_dist(p, &fail);
New: x = nag_deviates_normal(Nag_LowerTail, p, &fail);

g02 – Correlation and Regression Analysis

nag_full_step_regsn_monit (g02ewc)

Withdrawn at Mark 25.
Replaced by nag_full_step_regsn_monfun (g02efg) (see monfun in nag_full_step_regsn (g02efc)).

Old: nag_full_step_regsn_monit(flag, var, val, &fail)
New: nag_full_step_regsn_monfun(flag, var, val, &fail)

Note: it is unlikely that you will need to call this function directly. Rather it will be supplied as a
function argument to nag_full_step_regsn (g02efc) when monitoring information is required.

g05 – Random Number Generators

nag_random_continuous_uniform (g05cac)

Withdrawn at Mark 24.
Replaced by nag_rand_basic (g05sac).

Old:
/* nag_random_continuous_uniform (g05cac) */
for (i = 0; i < n; i++)

x[i] = nag_random_continuous_uniform();
New:

/* nag_rand_basic (g05sac) */
nag_rand_basic(n,state,x,&fail);

The Integer array state in the call to nag_rand_basic (g05sac) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_basic (g05sac)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_basic (g05sac) is likely to
be different from those produced by nag_random_continuous_uniform (g05cac).

nag_random_init_repeatable (g05cbc)

Withdrawn at Mark 24.
Replaced by nag_rand_init_repeatable (g05kfc).

Old:
/* nag_random_init_repeatable (g05cbc) */
nag_random_init_repeatable(i);

New:
lseed = 1;
seed[0] = i;
genid = Nag_Basic;
subid = 1;

/* nag_rand_init_repeatable (g05kfc) */
nag_rand_init_repeatable(genid,subid,seed,lseed,state,&lstate,&fail);

The Integer array state in the call to nag_rand_init_repeatable (g05kfc) contains information on the
base generator being used. The base generator is chosen via the integer arguments genid and subid. The
required length of the array state depends on the base generator chosen. Due to changes in the
underlying code a sequence of values produced by using a random number generator initialized via a
call to nag_rand_init_repeatable (g05kfc) is likely to be different from a sequence produced by a
generator initialized by nag_random_init_repeatable (g05cbc), even if the same value for i is used.
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Note: it may still be necessary to call nag_random_init_repeatable (g05cbc) rather than the replacement
function nag_rand_init_repeatable (g05kfc) when using nag_multid_quad_monte_carlo_1 (d01xbc). See
Section 10 in nag_multid_quad_monte_carlo_1 (d01xbc) for additional information.

nag_random_init_nonrepeatable (g05ccc)

Withdrawn at Mark 24.
Replaced by nag_rand_init_nonrepeatable (g05kgc).

Old:
/* nag_random_init_nonrepeatable (g05ccc) */
nag_random_init_nonrepeatable();

New:
genid = Nag_Basic;
subid = 1;

/* nag_rand_init_nonrepeatable (g05kgc) */
nag_rand_init_nonrepeatable(genid,subid,state,&lstate,&fail);

The Integer array state in the call to nag_rand_init_nonrepeatable (g05kgc) contains information on the
base generator being used. The base generator is chosen via the integer arguments genid and subid. The
required length of the array state depends on the base generator chosen.

Note: it may still be necessary to call nag_random_init_nonrepeatable (g05ccc) rather than the
replacement function nag_rand_init_nonrepeatable (g05kgc) when using nag_multid_quad_monte_car
lo_1 (d01xbc). See Section 10 in nag_multid_quad_monte_carlo_1 (d01xbc) for additional information.

nag_save_random_state (g05cfc)

Withdrawn at Mark 24.
There is no replacement for this function.

Old:
/* nag_save_random_state (g05cfc) */
nag_save_random_state(istate,xstate);

New:
for (i = 0; i < lstate; i++)

istate[i] = state[i];

The state of the base generator for the group of functions nag_rand_init_repeatable (g05kfc),
nag_rand_init_nonrepeatable (g05kgc), nag_rand_leap_frog (g05khc), nag_rand_skip_ahead (g05kjc),
nag_rand_permute (g05ncc), nag_rand_sample (g05ndc), nag_rand_agarchI (g05pdc)–nag_rand_2_
way_table (g05pzc), nag_rand_copula_students_t (g05rcc)–nag_rand_matrix_multi_normal (g05rzc),
g05s and g05t can be saved by simply creating a local copy of the array state. The first element of the
state array contains the number of elements that are used by the random number generating functions,
therefore either this number of elements can be copied, or the whole array (as defined in the calling
program).

nag_restore_random_state (g05cgc)

Withdrawn at Mark 24.
There is no replacement for this function.

Old:
/* nag_restore_random_state (g05cgc) */
nag_restore_random_state(istate,xstate,&fail);

New:
for (i = 0; i < lstate; i++)

state[i] = istate[i];

The state of the base generator for the group of functions nag_rand_init_repeatable (g05kfc),
nag_rand_init_nonrepeatable (g05kgc), nag_rand_leap_frog (g05khc), nag_rand_skip_ahead (g05kjc),
nag_rand_permute (g05ncc), nag_rand_sample (g05ndc), nag_rand_agarchI (g05pdc)–nag_rand_2_
way_table (g05pzc), nag_rand_copula_students_t (g05rcc)–nag_rand_matrix_multi_normal (g05rzc),
g05s and g05t can be restored by simply copying back the previously saved copy of the state array. The
first element of the state array contains the number of elements that are used by the random number
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generating functions, therefore either this number of elements can be copied, or the whole array (as
defined in the calling program).

nag_random_continuous_uniform_ab (g05dac)

Withdrawn at Mark 24.
Replaced by nag_rand_uniform (g05sqc).

Old:
for (i = 0; i < n; i++)

/* nag_random_continuous_uniform_ab (g05dac) */
x[i] = nag_random_continuous_uniform_ab(aa,bb);

New:
a = (aa < bb) ? aa : bb;
b = (aa < bb) ? bb : aa;

/* nag_rand_uniform (g05sqc) */
nag_rand_uniform(n,a,b,state,x,&fail);

The old function nag_random_continuous_uniform_ab (g05dac) returns a single variate at a time,
whereas the new function nag_rand_uniform (g05sqc) returns a vector of n values in one go. In
nag_rand_uniform (g05sqc) the minimum value must be held in the argument a and the maximum in
argument b, therefore a < b. This was not the case for the equivalent arguments in nag_random_-
continuous_uniform_ab (g05dac).

The Integer array state in the call to nag_rand_uniform (g05sqc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_uniform (g05sqc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_uniform (g05sqc) is
likely to be different from those produced by nag_random_continuous_uniform_ab (g05dac).

nag_random_exp (g05dbc)

Withdrawn at Mark 24.
Replaced by nag_rand_exp (g05sfc).

Old:
for (i = 0; i < n; i++)

/* nag_random_exp (g05dbc) */
x[i] = nag_random_exp(aa);

New:
a = fabs(aa);

/* nag_rand_exp (g05sfc) */
nag_rand_exp(n,a,state,x,&fail);

The old function nag_random_exp (g05dbc) returns a single variate at a time, whereas the new function
nag_rand_exp (g05sfc) returns a vector of n values in one go. In nag_rand_exp (g05sfc) argument a
must be non-negative, this was not the case for the equivalent argument in nag_random_exp (g05dbc).

The Integer array state in the call to nag_rand_exp (g05sfc) contains information on the base generator
being used. This array must have been initialized prior to calling nag_rand_exp (g05sfc) with a call to
either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The required length
of the array state will depend on the base generator chosen during initialization. Due to changes in the
underlying code the sequence of values produced by nag_rand_exp (g05sfc) is likely to be different
from those produced by nag_random_exp (g05dbc).
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nag_random_normal (g05ddc)

Withdrawn at Mark 24.
Replaced by nag_rand_normal (g05skc).

Old:
for (i = 0; i < n; i++)

/* nag_random_normal (g05ddc) */
x[i] = nag_random_normal(xmu,sd);

New:
/* nag_rand_normal (g05skc) */
nag_rand_normal(n,xmu,var,state,x,&fail);

The old function nag_random_normal (g05ddc) returns a single variate at a time, whereas the new
function nag_rand_normal (g05skc) returns a vector of n values in one go. nag_rand_normal (g05skc)
expects the variance of the Normal distribution (argument var), compared to nag_random_normal
(g05ddc) which expected the standard deviation.

The Integer array state in the call to nag_rand_normal (g05skc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_normal (g05skc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_normal (g05skc) is likely
to be different from those produced by nag_random_normal (g05ddc).

nag_random_discrete_uniform (g05dyc)

Withdrawn at Mark 24.
Replaced by nag_rand_discrete_uniform (g05tlc).

Old:
for (i = 0; i < n; i++)

/* nag_random_discrete_uniform (g05dyc) */
x[i] = nag_random_discrete_uniform(aa,bb);

New:
a = (aa < bb) ? aa : bb;
b = (aa < bb) ? bb : aa;
/* nag_rand_discrete_uniform (g05tlc) */
nag_rand_discrete_uniform(n,a,b,state,x,&fail);

The old function nag_random_discrete_uniform (g05dyc) returns a single variate at a time, whereas the
new function nag_rand_discrete_uniform (g05tlc) returns a vector of n values in one go. In
nag_rand_discrete_uniform (g05tlc) the minimum value must be held in the argument a and the
maximum in argument b, therefore a � b. This was not the case for the equivalent arguments in
nag_random_discrete_uniform (g05dyc).

The Integer array state in the call to nag_rand_discrete_uniform (g05tlc) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_discrete_uni
form (g05tlc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization. Due to changes in the underlying code the sequence of values produced by
nag_rand_discrete_uniform (g05tlc) is likely to be different from those produced by nag_random_dis-
crete_uniform (g05dyc).
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nag_ref_vec_multi_normal (g05eac)

Withdrawn at Mark 24.
Replaced by nag_rand_matrix_multi_normal (g05rzc).

Old:
/* nag_ref_vec_multi_normal (g05eac) */
nag_ref_vec_multi_normal(a,m,c,tdc,eps,&r,&fail);

New:
order = Nag_RowMajor;
mode = Nag_InitializeReference;
lr = m * (m + 1) + 1;
r = NAG_ALLOC(lr,double);

/* nag_rand_matrix_multi_normal (g05rzc) */
nag_rand_matrix_multi_normal(order,mode,n,m,a,c,tdc,r,lr,

state,x,pdx,&fail);

The old function nag_ref_vec_multi_normal (g05eac) sets up a reference vector for use by
nag_return_multi_normal (g05ezc). The functionality of both these functions has been combined into
t h e s i n g l e n ew f u n c t i o n n a g _ r a n d _m a t r i x _mu l t i _ n o rm a l ( g 0 5 r z c ) . S e t t i n g
mode ¼ Nag InitializeReference in the call to nag_rand_matrix_multi_normal (g05rzc) only sets up
the double reference vector r and hence mimics the functionality of nag_ref_vec_multi_normal
(g05eac).

The length of the double reference vector, r, in nag_rand_matrix_multi_normal (g05rzc) must be at
least m� mþ 1ð Þ þ 1. In contrast to the equivalent argument in nag_ref_vec_multi_normal (g05eac),
this array must be allocated in the calling program.

nag_ref_vec_poisson (g05ecc)

Withdrawn at Mark 24.
Replaced by nag_rand_poisson (g05tjc).

Old:
/* nag_ref_vec_poisson (g05ecc) */
nag_ref_vec_poisson(t,&r,&fail);
for (i = 0; i < n; i++)

/* nag_return_discrete (g05eyc) */
x[i] = nag_return_discrete(r);

New:
mode = Nag_InitializeAndGenerate;
lr = 30 + (Integer) (20 * sqrt(t) + t);
r = NAG_ALLOC(lr,double);

/* nag_rand_poisson (g05tjc) */
nag_rand_poisson(mode,n,t,r,lr,state,x,&fail);

The old function nag_ref_vec_poisson (g05ecc) sets up a reference vector for use by nag_return_dis-
crete (g05eyc). The replacement function nag_rand_poisson (g05tjc) is now used to both set up a
reference vector and generate the required variates. Setting mode ¼ Nag InitializeReference in the call
to nag_rand_poisson (g05tjc) sets up the double reference vector r and hence mimics the functionality
of nag_ref_vec_poisson (g05ecc). Setting mode ¼ Nag GenerateFromReference generates a series of
variates from a reference vector mimicking the functionality of nag_return_discrete (g05eyc) for this
particular distribution. Setting mode ¼ Nag InitializeAndGenerate initializes the reference vector and
generates the variates in one go.

The function nag_return_discrete (g05eyc) returns a single variate at a time, whereas the new function
nag_rand_poisson (g05tjc) returns a vector of n values in one go.

The length of the double reference vector, r, in nag_rand_poisson (g05tjc), must be allocated in the
calling program in contrast to the equivalent argument in nag_ref_vec_poisson (g05ecc), see the
documentation for more details.

The Integer array state in the call to nag_rand_poisson (g05tjc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_poisson (g05tjc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
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required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_poisson (g05tjc) is likely
to be different from those produced by a combination of nag_ref_vec_poisson (g05ecc) and
nag_return_discrete (g05eyc).

nag_ref_vec_binomial (g05edc)

Withdrawn at Mark 24.
Replaced by nag_rand_binomial (g05tac).

Old:
/* nag_ref_vec_binomial (g05edc) */
nag_ref_vec_binomial(m,p,&r,&fail);
for (i = 0; i < n; i++)

/* nag_return_discrete (g05eyc) */
x[i] = nag_return_discrete(r);

New:
mode = Nag_InitializeAndGenerate;
lr = 22 + 20 * ((Integer) sqrt(m * p * (1 - p)));
r = NAG_ALLOC(lr,double);

/* nag_rand_binomial (g05tac) */
nag_rand_binomial(mode,n,m,p,r,lr,state,x,&fail);

The old function nag_ref_vec_binomial (g05edc) sets up a reference vector for use by nag_return_dis-
crete (g05eyc). The replacement function nag_rand_binomial (g05tac) is now used to both set up a
reference vector and generate the required variates. Setting mode ¼ Nag InitializeReference in the call
to nag_rand_binomial (g05tac) sets up the double reference vector r and hence mimics the functionality
of nag_ref_vec_binomial (g05edc). Setting mode ¼ Nag GenerateFromReference generates a series of
variates from a reference vector mimicking the functionality of nag_return_discrete (g05eyc) for this
particular distribution. Setting mode ¼ Nag InitializeAndGenerate initializes the reference vector and
generates the variates in one go.

The function nag_return_discrete (g05eyc) returns a single variate at a time, whereas the new function
nag_rand_binomial (g05tac) returns a vector of n values in one go.

The length of the double reference vector, r, in nag_rand_binomial (g05tac), needs to be a different
length from the equivalent argument in nag_ref_vec_binomial (g05edc), see the documentation for more
details.

The Integer array state in the call to nag_rand_binomial (g05tac) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_binomial (g05tac)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_binomial (g05tac) is
likely to be different from those produced by a combination of nag_ref_vec_binomial (g05edc) and
nag_return_discrete (g05eyc).

nag_ran_permut_vec (g05ehc)

Withdrawn at Mark 24.
Replaced by nag_rand_permute (g05ncc).

Old:
/* nag_ran_permut_vec (g05ehc) */
nag_ran_permut_vec(index,n,&fail);

New:
/* nag_rand_permute (g05ncc) */
nag_rand_permute(index,n,state,&fail);

The Integer array state in the call to nag_rand_permute (g05ncc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_permute (g05ncc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_permute (g05ncc) is
likely to be different from those produced by nag_ran_permut_vec (g05ehc).
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nag_ran_sample_vec (g05ejc)

Withdrawn at Mark 24.
Replaced by nag_rand_sample (g05ndc).

Old:
/* nag_ran_sample_vec (g05ejc) */
nag_ran_sample_vec(ia,n,iz,m,&fail);

New:
/* nag_rand_sample (g05ndc) */
nag_rand_sample(ia,n,iz,m,state,&fail);

The Integer array state in the call to nag_rand_sample (g05ndc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_sample (g05ndc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_sample (g05ndc) is likely
to be different from those produced by nag_ran_sample_vec (g05ejc).

nag_ref_vec_discrete_pdf_cdf (g05exc)

Withdrawn at Mark 24.
Replaced by nag_rand_gen_discrete (g05tdc).

Old:
/* nag_ref_vec_discrete_pdf_cdf (g05exc) */
nag_ref_vec_discrete_pdf_cdf(p,np,sizep,distf,&r,&fail);
for (i = 0; i < n; i++)

/* nag_return_discrete (g05eyc) */
x[i] = nag_return_discrete(r);

New:
mode = Nag_InitializeAndGenerate;
lr = 10 + (Integer) (1.4 * np);
r = NAG_ALLOC(lr,double);

/* nag_rand_gen_discrete (g05tdc) */
nag_rand_gen_discrete(mode,n,p,np,sizep,distf,r,lr,state,x,&fail);

The old function nag_ref_vec_discrete_pdf_cdf (g05exc) sets up a reference vector for use by
nag_return_discrete (g05eyc). The replacement function nag_rand_gen_discrete (g05tdc) is now used to
bo th se t up a r e f e r ence vec to r and gene ra t e the r equ i r ed va r i a t e s . Se t t i ng
mode ¼ Nag InitializeReference in the call to nag_rand_gen_discrete (g05tdc) sets up the double
reference vector r and hence mimics the functionality of nag_ref_vec_discrete_pdf_cdf (g05exc).
Setting mode ¼ Nag GenerateFromReference generates a series of variates from a reference vector
mimicking the functionality of nag_return_discrete (g05eyc) for this particular distribution. Setting
mode ¼ Nag InitializeAndGenerate initializes the reference vector and generates the variates in one go.

The function nag_return_discrete (g05eyc) returns a single variate at a time, whereas the new function
nag_rand_gen_discrete (g05tdc) returns a vector of n values in one go.

The length of the double reference vector, r, in nag_rand_gen_discrete (g05tdc) must be allocated in the
calling program in contrast to the equivalent argument in nag_ref_vec_discrete_pdf_cdf (g05exc), see
the documentation for more details.

The Integer array state in the call to nag_rand_gen_discrete (g05tdc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_gen_discrete
(g05tdc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization. Due to changes in the underlying code the sequence of values produced by
nag_rand_gen_discrete (g05tdc) is likely to be different from those produced by a combination of
nag_ref_vec_discrete_pdf_cdf (g05exc) and nag_return_discrete (g05eyc).

nag_return_discrete (g05eyc)

Withdrawn at Mark 24.
Replaced by nag_rand_gen_discrete (g05tdc).
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There is no direct replacement function for nag_return_discrete (g05eyc).

nag_return_discrete (g05eyc) is designed to generate random draws from a distribution defined by a
reference vector. These reference vectors are created by other functions in Chapter g05, for example
nag_ref_vec_poisson (g05ecc), which have themselves been superseded. In order to replace a call to
nag_return_discrete (g05eyc) you must identify which NAG function generated the reference vector
being used and look up its replacement. For example, to replace a call to nag_return_discrete (g05eyc)
preceded by a call to nag_ref_vec_discrete_pdf_cdf (g05exc), as in:

/* nag_ref_vec_discrete_pdf_cdf (g05exc) */
nag_ref_vec_discrete_pdf_cdf(p,np,sizep,distf,&r,&fail);
/* nag_return_discrete (g05eyc) */
x = nag_return_discrete(r);

you would need to look at the replacement function for nag_ref_vec_discrete_pdf_cdf (g05exc).

nag_return_multi_normal (g05ezc)

Withdrawn at Mark 24.
Replaced by nag_rand_matrix_multi_normal (g05rzc).

Old:
#define X(I,J) x[(I*pdx + J)]
/* nag_ref_vec_multi_normal (g05eac) */
nag_ref_vec_multi_normal(a,m,c,tdc,eps,&r,&fail);
for (i = 0; i < n; i++) {

/* nag_return_multi_normal (g05ezc) */
nag_return_multi_normal(z,r);
for (j = 0; j < m; j++)

X(i,j) = z[j];
}

New:
order = Nag_RowMajor;
mode = Nag_InitializeAndGenerate;
lr = m * (m + 1) + 1; r = NAG_ALLOC(lr,double);
/* nag_rand_matrix_multi_normal (g05rzc) */
nag_rand_matrix_multi_normal(order,mode,n,m,a,c,tdc,r,lr,

state,x,pdx,&fail);

The old function nag_ref_vec_multi_normal (g05eac) sets up a reference vector for use by
nag_return_multi_normal (g05ezc). The functionality of both these functions has been combined into
t h e s i n g l e n ew f u n c t i o n n a g _ r a n d _m a t r i x _mu l t i _ n o rm a l ( g 0 5 r z c ) . S e t t i n g
mode ¼ Nag InitializeAndGenerate in the call to nag_rand_matrix_multi_normal (g05rzc) sets up the
double reference vector r and generates the draws from the multivariate Normal distribution in one go.

The old function nag_return_multi_normal (g05ezc) returns a single (m-dimensional vector) draw from
the multivariate Normal distribution at a time, whereas the new function nag_rand_matrix_multi_
normal (g05rzc) returns an n by m matrix of n draws in one go.

The Integer array state in the call to nag_rand_matrix_multi_normal (g05rzc) contains information on
the base generator being used. This array must have been initialized prior to calling
nag_rand_matrix_multi_normal (g05rzc) with a call to either nag_rand_init_repeatable (g05kfc) or
nag_rand_init_nonrepeatable (g05kgc). The required length of the array state will depend on the base
generator chosen during initialization. Due to changes in the underlying code the sequence of values
produced by nag_rand_matrix_multi_normal (g05rzc) is likely to be different from those produced by
nag_return_multi_normal (g05ezc).
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nag_random_beta (g05fec)

Withdrawn at Mark 24.
Replaced by nag_rand_beta (g05sbc).

Old:
/* nag_random_beta (g05fec) */

nag_random_beta(a,b,n,x,&fail);
New:

/* nag_rand_beta (g05sbc) */
nag_rand_beta(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_beta (g05sbc) contains information on the base generator
being used. This array must have been initialized prior to calling nag_rand_beta (g05sbc) with a call to
either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The required length
of the array state will depend on the base generator chosen during initialization. Due to changes in the
underlying code the sequence of values produced by nag_rand_beta (g05sbc) is likely to be different
from those produced by nag_random_beta (g05fec).

nag_random_gamma (g05ffc)

Withdrawn at Mark 24.
Replaced by nag_rand_gamma (g05sjc).

Old:
/* nag_random_gamma (g05ffc) */
nag_random_gamma(a,b,n,x,&fail);

New:
/* nag_rand_gamma (g05sjc) */
nag_rand_gamma(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_gamma (g05sjc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_gamma (g05sjc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_gamma (g05sjc) is likely
to be different from those produced by nag_random_gamma (g05ffc).

nag_arma_time_series (g05hac)

Withdrawn at Mark 24.
Replaced by nag_rand_arma (g05phc).

Old:
/* nag_arma_time_series (g05hac) */
nag_arma_time_series(start,p,q,phi,theta,mean,vara,n,w,ref,&fail);

New:
mode = (start == Nag_TRUE) ? Nag_InitializeAndGenerate :

Nag_GenerateFromReference;
lr = (p > q + 1) ? p : q + 1;
lr += p + q + 6;
r = NAG_ALLOC(lr,double);

/* nag_rand_arma (g05phc) */
nag_rand_arma(mode,n,mean,p,phi,q,theta,vara,r,lr,state,&var,x,&fail);

The Integer array state in the call to nag_rand_arma (g05phc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_arma (g05phc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_arma (g05phc) is likely to
be different from those produced by nag_arma_time_series (g05hac).
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nag_generate_agarchI (g05hkc)

Withdrawn at Mark 24.
Replaced by nag_rand_agarchI (g05pdc).

Old:
/* nag_generate_agarchI (g05hkc) */
nag_generate_agarchI(num,p,q,theta,gamma,ht,et,fcall,rvec,&fail);

New:
dist = Nag_NormalDistn;
df = 0;
bfcall = (fcall == Nag_Garch_Fcall_True) ? Nag_TRUE : Nag_FALSE;
lr = 2 * (p + q + 2);
r = NAG_ALLOC(lr,double);

/* nag_rand_agarchI (g05pdc) */
nag_rand_agarchI(dist,num,p,q,theta,gamma,df,ht,et,bfcall,r,lr,

state,&fail);

The Integer array state in the call to nag_rand_agarchI (g05pdc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_agarchI (g05pdc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_agarchI (g05pdc) is likely
to be different from those produced by nag_generate_agarchI (g05hkc).

nag_generate_agarchII (g05hlc)

Withdrawn at Mark 24.
Replaced by nag_rand_agarchII (g05pec).

Old:
/* nag_generate_agarchII (g05hlc) */
nag_generate_agarchII(num,p,q,theta,gamma,ht,et,fcall,rvec,&fail);

New:
dist = Nag_NormalDistn;
df = 0;
bfcall = (fcall == Nag_Garch_Fcall_True) ? Nag_TRUE : Nag_FALSE;
lr = 2 * (p + q + 2);
r = NAG_ALLOC(lr,double);

/* nag_rand_agarchII (g05pec) */
nag_rand_agarchII(dist,num,p,q,theta,gamma,df,ht,et,bfcall,r,lr,

state,&fail);

The Integer array state in the call to nag_rand_agarchII (g05pec) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_agarchII (g05pec)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization. Due to
changes in the underlying code the sequence of values produced by nag_rand_agarchII (g05pec) is
likely to be different from those produced by nag_generate_agarchII (g05hlc).
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nag_generate_garchGJR (g05hmc)

Withdrawn at Mark 24.
Replaced by nag_rand_garchGJR (g05pfc).

Old:
/* nag_generate_garchGJR (g05hmc) */
nag_generate_garchGJR(num,p,q,theta,gamma,ht,et,fcall,rvec,&fail);

New:
dist = Nag_NormalDistn;
df = 0;
bfcall = (fcall == Nag_Garch_Fcall_True) ? Nag_TRUE : Nag_FALSE;
lr = 2 * (p + q + 2);
r = NAG_ALLOC(lr,double);

/* nag_rand_garchGJR (g05pfc) */
nag_rand_garchGJR(dist,num,p,q,theta,gamma,df,ht,et,bfcall,r,lr,

state,&fail);

The Integer array state in the call to nag_rand_garchGJR (g05pfc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_garchGJR
(g05pfc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization. Due to changes in the underlying code the sequence of values produced by
nag_rand_garchGJR (g05pfc) is likely to be different from those produced by nag_generate_garchGJR
(g05hmc).

nag_rngs_basic (g05kac)

Withdrawn at Mark 24.
Replaced by nag_rand_basic (g05sac).

Old:
for (i = 0; i < n; i++)

/* nag_rngs_basic (g05kac) */
x[i] = nag_rngs_basic(igen,iseed);

New:
/* nag_rand_basic (g05sac) */
nag_rand_basic(n,state,x,&fail);

The old function nag_rngs_basic (g05kac) returns a single variate at a time, whereas the new function
nag_rand_basic (g05sac) returns a vector of n values in one go.

The Integer array state in the call to nag_rand_basic (g05sac) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_basic (g05sac)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_init_repeatable (g05kbc)

Withdrawn at Mark 24.
Replaced by nag_rand_init_repeatable (g05kfc).

Old:
/* nag_rngs_init_repeatable (g05kbc) */
nag_rngs_init_repeatable(&igen,iseed);

New:
if (igen == 0) {

genid = Nag_Basic;
subid = 1;

} else if (igen >= 1) {
genid = Nag_WichmannHill_I;
subid = igen;

}

/* nag_rand_init_repeatable (g05kfc) */
nag_rand_init_repeatable(genid,subid,iseed,lseed,state,&lstate,&fail);
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nag_rngs_init_nonrepeatable (g05kcc)

Withdrawn at Mark 24.
Replaced by nag_rand_init_nonrepeatable (g05kgc).

Old:
/* nag_rngs_init_nonrepeatable (g05kcc) */
nag_rngs_init_nonrepeatable(&igen,iseed);

New:
if (igen == 0) {

genid = Nag_Basic;
subid = 1;

} else if (igen >= 1) {
genid = Nag_WichmannHill_I;
subid = igen;

}

/* nag_rand_init_nonrepeatable (g05kgc) */
nag_rand_init_nonrepeatable(genid,subid,state,&lstate,&fail);

nag_rngs_logical (g05kec)

Withdrawn at Mark 24.
Replaced by nag_rand_logical (g05tbc).

Old:
for (i = 0; i < n; i++)

/* nag_rngs_logical (g05kec) */
x[i] = nag_rngs_logical(p,igen,iseed,&fail);

New:
/* nag_rand_logical (g05tbc) */
nag_rand_logical(n,p,state,x,&fail);

The old function nag_rngs_logical (g05kec) returns a single variate at a time, whereas the new function
nag_rand_logical (g05tbc) returns a vector of n values in one go.

The Integer array state in the call to nag_rand_logical (g05tbc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_logical (g05tbc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_normal (g05lac)

Withdrawn at Mark 24.
Replaced by nag_rand_normal (g05skc).

Old:
/* nag_rngs_normal (g05lac) */
nag_rngs_normal(xmu,var,n,x,igen,iseed,&fail);

New:
/* nag_rand_normal (g05skc) */
nag_rand_normal(n,xmu,var,state,x,&fail);

The Integer array state in the call to nag_rand_normal (g05skc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_normal (g05skc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_students_t (g05lbc)

Withdrawn at Mark 24.
Replaced by nag_rand_students_t (g05snc).

Old:
/* nag_rngs_students_t (g05lbc) */
nag_rngs_students_t(df,n,x,igen,iseed,&fail);

New:
/* nag_rand_students_t (g05snc) */
nag_rand_students_t(n,df,state,x,&fail);
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The Integer array state in the call to nag_rand_students_t (g05snc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_students_t
(g05snc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_chi_sq (g05lcc)

Withdrawn at Mark 24.
Replaced by nag_rand_chi_sq (g05sdc).

Old:
/* nag_rngs_chi_sq (g05lcc) */
nag_rngs_chi_sq(df,n,x,igen,iseed,&fail);

New:
/* nag_rand_chi_sq (g05sdc) */
nag_rand_chi_sq(n,df,state,x,&fail);

The Integer array state in the call to nag_rand_chi_sq (g05sdc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_chi_sq (g05sdc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_f (g05ldc)

Withdrawn at Mark 24.
Replaced by nag_rand_f (g05shc).

Old:
/* nag_rngs_f (g05ldc) */
nag_rngs_f(df1,df2,n,x,igen,iseed,&fail);

New:
/* nag_rand_f (g05shc) */
nag_rand_f(n,df1,df2,state,x,&fail);

The Integer array state in the call to nag_rand_f (g05shc) contains information on the base generator
being used. This array must have been initialized prior to calling nag_rand_f (g05shc) with a call to
either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The required length
of the array state will depend on the base generator chosen during initialization.

nag_rngs_beta (g05lec)

Withdrawn at Mark 24.
Replaced by nag_rand_beta (g05sbc).

Old:
/* nag_rngs_beta (g05lec) */
nag_rngs_beta(a,b,n,x,igen,iseed,&fail);

New:
/* nag_rand_beta (g05sbc) */
nag_rand_beta(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_beta (g05sbc) contains information on the base generator
being used. This array must have been initialized prior to calling nag_rand_beta (g05sbc) with a call to
either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The required length
of the array state will depend on the base generator chosen during initialization.
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nag_rngs_gamma (g05lfc)

Withdrawn at Mark 24.
Replaced by nag_rand_gamma (g05sjc).

Old:
/* nag_rngs_gamma (g05lfc) */
nag_rngs_gamma(a,b,n,x,igen,iseed,&fail);

New:
/* nag_rand_gamma (g05sjc) */
nag_rand_gamma(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_gamma (g05sjc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_gamma (g05sjc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_uniform (g05lgc)

Withdrawn at Mark 24.
Replaced by nag_rand_uniform (g05sqc).

Old:
/* nag_rngs_uniform (g05lgc) */
nag_rngs_uniform(a,b,n,x,igen,iseed,&fail);

New:
/* nag_rand_uniform (g05sqc) */
nag_rand_uniform(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_uniform (g05sqc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_uniform (g05sqc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_triangular (g05lhc)

Withdrawn at Mark 24.
Replaced by nag_rand_triangular (g05spc).

Old:
/* nag_rngs_triangular (g05lhc) */
nag_rngs_triangular(xmin,xmax,xmed,n,x,igen,iseed,&fail);

New:
/* nag_rand_triangular (g05spc) */
nag_rand_triangular(n,xmin,xmed,xmax,state,x,&fail);

The Integer array state in the call to nag_rand_triangular (g05spc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_triangular
(g05spc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_exp (g05ljc)

Withdrawn at Mark 24.
Replaced by nag_rand_exp (g05sfc).

Old:
/* nag_rngs_exp (g05ljc) */
nag_rngs_exp(a,n,x,igen,iseed,&fail);

New:
/* nag_rand_exp (g05sfc) */
nag_rand_exp(n,a,state,x,&fail);

The Integer array state in the call to nag_rand_exp (g05sfc) contains information on the base generator
being used. This array must have been initialized prior to calling nag_rand_exp (g05sfc) with a call to
either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The required length
of the array state will depend on the base generator chosen during initialization.
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nag_rngs_lognormal (g05lkc)

Withdrawn at Mark 24.
Replaced by nag_rand_lognormal (g05smc).

Old:
/* nag_rngs_lognormal (g05lkc) */
nag_rngs_lognormal(xmu,var,n,x,igen,iseed,&fail);

New:
/* nag_rand_lognormal (g05smc) */
nag_rand_lognormal(n,xmu,var,state,x,&fail);

The Integer array state in the call to nag_rand_lognormal (g05smc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_lognormal
(g05smc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_cauchy (g05llc)

Withdrawn at Mark 24.
Replaced by nag_rand_cauchy (g05scc).

Old:
/* nag_rngs_cauchy (g05llc) */
nag_rngs_cauchy(xmed,semiqr,n,x,igen,iseed,&fail);

New:
/* nag_rand_cauchy (g05scc) */
nag_rand_cauchy(n,xmed,semiqr,state,x,&fail);

The Integer array state in the call to nag_rand_cauchy (g05scc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_cauchy (g05scc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_weibull (g05lmc)

Withdrawn at Mark 24.
Replaced by nag_rand_weibull (g05ssc).

Old:
/* nag_rngs_weibull (g05lmc) */
nag_rngs_weibull(a,b,n,x,igen,iseed,&fail);

New:
/* nag_rand_weibull (g05ssc) */
nag_rand_weibull(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_weibull (g05ssc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_weibull (g05ssc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_logistic (g05lnc)

Withdrawn at Mark 24.
Replaced by nag_rand_logistic (g05slc).

Old:
/* nag_rngs_logistic (g05lnc) */
nag_rngs_logistic(a,b,n,x,igen,iseed,&fail);

New:
/* nag_rand_logistic (g05slc) */
nag_rand_logistic(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_logistic (g05slc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_logistic (g05slc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.
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nag_rngs_von_mises (g05lpc)

Withdrawn at Mark 24.
Replaced by nag_rand_von_mises (g05src).

Old:
/* nag_rngs_von_mises (g05lpc) */
nag_rngs_von_mises(vk,n,x,igen,iseed,&fail);

New:
/* nag_rand_von_mises (g05src) */
nag_rand_von_mises(n,vk,state,x,&fail);

The Integer array state in the call to nag_rand_von_mises (g05src) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_von_mises
(g05src) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_exp_mix (g05lqc)

Withdrawn at Mark 24.
Replaced by nag_rand_exp_mix (g05sgc).

Old:
/* nag_rngs_exp_mix (g05lqc) */
nag_rngs_exp_mix(nmix,a,wgt,n,x,igen,iseed,&fail);

New:
/* nag_rand_exp_mix (g05sgc) */
nag_rand_exp_mix(n,nmix,a,wgt,state,x,&fail);

The Integer array state in the call to nag_rand_exp_mix (g05sgc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_exp_mix (g05sgc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_matrix_multi_students_t (g05lxc)

Withdrawn at Mark 24.
Replaced by nag_rand_matrix_multi_students_t (g05ryc).

Old:
/* nag_rngs_matrix_multi_students_t (g05lxc) */
nag_rngs_matrix_multi_students_t(order,mode,df,m,xmu,c,pdc,n,x,pdx,

igen,iseed,r,lr,&fail);
New:

if (mode == 0) {
emode = Nag_InitializeAndGenerate;

} else if (mode == 1) {
emode = Nag_InitializeReference;

} else if (mode == 2) {
emode = Nag_GenerateFromReference;

}
lr = m * (m + 1) + 2;
r = NAG_ALLOC(lr,double);

/* nag_rand_matrix_multi_students_t (g05ryc) */
nag_rand_matrix_multi_students_t(order,emode,n,df,m,xmu,c,pdc,r,lr,

state,x,pdx,&fail);

The Integer array state in the call to nag_rand_matrix_multi_students_t (g05ryc) contains information
on the base generator being used. This array must have been initialized prior to calling
nag_rand_matrix_multi_students_t (g05ryc) with a call to either nag_rand_init_repeatable (g05kfc) or
nag_rand_init_nonrepeatable (g05kgc). The required length of the array state will depend on the base
generator chosen during initialization.
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nag_rgsn_matrix_multi_normal (g05lyc)

Withdrawn at Mark 24.
Replaced by nag_rand_matrix_multi_normal (g05rzc).

Old:
/* nag_rgsn_matrix_multi_normal (g05lyc) */
nag_rgsn_matrix_multi_normal(order,mode,m,xmu,c,pdc,n,x,pdx,igen,

iseed,r,lr,&fail);
New:

if (mode == 0) {
emode = Nag_InitializeAndGenerate;

} else if (mode == 1) {
emode = Nag_InitializeReference;

} else if (mode == 2) {
emode = Nag_GenerateFromReference;

}
lr = m * (m + 1) + 1;
r = NAG_ALLOC(lr,double);

/* nag_rand_matrix_multi_normal (g05rzc) */
nag_rand_matrix_multi_normal(order,emode,n,m,xmu,c,pdc,r,lr,

state,x,pdx,&fail);

The Integer array state in the call to nag_rand_matrix_multi_normal (g05rzc) contains information on
the base generator being used. This array must have been initialized prior to calling
nag_rand_matrix_multi_normal (g05rzc) with a call to either nag_rand_init_repeatable (g05kfc) or
nag_rand_init_nonrepeatable (g05kgc). The required length of the array state will depend on the base
generator chosen during initialization.

nag_rngs_multi_normal (g05lzc)

Withdrawn at Mark 24.
Replaced by nag_rand_matrix_multi_normal (g05rzc).

Old:
/* nag_rngs_multi_normal (g05lzc) */
nag_rngs_multi_normal(order,mode,m,xmu,c,pdc,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 1) {

emode = Nag_InitializeReference;
} else if (mode == 2) {

emode = Nag_GenerateFromReference;
}
n = 1;
pdx = 1;
lr = m * (m + 1) + 1;
r = NAG_ALLOC(lr,double);

/* nag_rand_matrix_multi_normal (g05rzc) */
nag_rand_matrix_multi_normal(order,emode,n,m,xmu,c,pdc,r,lr,

state,x,pdx,&fail);

The Integer array state in the call to nag_rand_matrix_multi_normal (g05rzc) contains information on
the base generator being used. This array must have been initialized prior to calling
nag_rand_matrix_multi_normal (g05rzc) with a call to either nag_rand_init_repeatable (g05kfc) or
nag_rand_init_nonrepeatable (g05kgc). The required length of the array state will depend on the base
generator chosen during initialization.
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nag_rngs_discrete_uniform (g05mac)

Withdrawn at Mark 24.
Replaced by nag_rand_discrete_uniform (g05tlc).

Old:
/* nag_rngs_discrete_uniform (g05mac) */
nag_rngs_discrete_uniform(a,b,n,x,igen,iseed,&fail);

New:
/* nag_rand_discrete_uniform (g05tlc) */
nag_rand_discrete_uniform(n,a,b,state,x,&fail);

The Integer array state in the call to nag_rand_discrete_uniform (g05tlc) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_discrete_uni
form (g05tlc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_geom (g05mbc)

Withdrawn at Mark 24.
Replaced by nag_rand_geom (g05tcc).

Old:
/* nag_rngs_geom (g05mbc) */
nag_rngs_geom(mode,p,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
lr = (emode == Nag_GenerateWithoutReference) ? 1 :

8 + (Integer) (42 / p);
r = NAG_ALLOC(lr,double);

/* nag_rand_geom (g05tcc) */
nag_rand_geom(emode,n,p,r,lr,state,x,&fail);

nag_rngs_geom (g05mbc) returned the number of trials required to get the first success, whereas
nag_rand_geom (g05tcc) returns the number of failures before the first success, therefore the value
returned by nag_rand_geom (g05tcc) is one less than the equivalent value returned from
nag_rngs_geom (g05mbc).

The Integer array state in the call to nag_rand_geom (g05tcc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_geom (g05tcc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.
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nag_rngs_neg_bin (g05mcc)

Withdrawn at Mark 24.
Replaced by nag_rand_neg_bin (g05thc).

Old:
/* nag_rngs_neg_bin (g05mcc) */
nag_rngs_neg_bin(mode,m,p,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
lr = (emode == Nag_GenerateWithoutReference) ? 1 :

28 + (Integer) ((20 * sqrt(m*p) + 30 * p) / (1 - p));
r = NAG_ALLOC(lr,double);

/* nag_rand_neg_bin (g05thc) */
nag_rand_neg_bin(emode,n,m,p,r,lr,state,x,&fail);

The Integer array state in the call to nag_rand_neg_bin (g05thc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_neg_bin (g05thc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_logarithmic (g05mdc)

Withdrawn at Mark 24.
Replaced by nag_rand_logarithmic (g05tfc).

Old:
/* nag_rngs_logarithmic (g05mdc) */
nag_rngs_logarithmic(mode,a,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
lr = (emode == Nag_GenerateWithoutReference) ? 1 :

18 + (Integer) (40 / (1 - a));
r = NAG_ALLOC(lr,double);

/* nag_rand_logarithmic (g05tfc) */
nag_rand_logarithmic(emode,n,a,r,lr,state,x,&fail);

The Integer array state in the call to nag_rand_logarithmic (g05tfc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_logarithmic
(g05tfc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.
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nag_rngs_compd_poisson (g05mec)

Withdrawn at Mark 24.
Replaced by nag_rand_compd_poisson (g05tkc).

Old:
/* nag_rngs_compd_poisson (g05mec) */
nag_rngs_compd_poisson(m,vlamda,x,igen,iseed,&fail);

New:
/* nag_rand_compd_poisson (g05tkc) */
nag_rand_compd_poisson(m,vlamda,state,x,&fail);

The Integer array state in the call to nag_rand_compd_poisson (g05tkc) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_compd_
poisson (g05tkc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_binomial (g05mjc)

Withdrawn at Mark 24.
Replaced by nag_rand_binomial (g05tac).

Old:
/* nag_rngs_binomial (g05mjc) */
nag_rngs_binomial(mode,m,p,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
lr = (emode == Nag_GenerateWithoutReference) ? 1 :

22 + 20 * ((Integer) sqrt(m * p * (1 - p)));
r = NAG_ALLOC(lr,double);

/* nag_rand_binomial (g05tac) */
nag_rand_binomial(emode,n,m,p,r,lr,state,x,&fail);

The Integer array state in the call to nag_rand_binomial (g05tac) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_binomial (g05tac)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.
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nag_rngs_poisson (g05mkc)

Withdrawn at Mark 24.
Replaced by nag_rand_poisson (g05tjc).

Old:
/* nag_rngs_poisson (g05mkc) */
nag_rngs_poisson(mode,lambda,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
lr = (emode == Nag_GenerateWithoutReference) ? 1 : 30 +

(Integer) (20 * sqrt(lambda) + lambda);
r = NAG_ALLOC(lr,double);

/* nag_rand_poisson (g05tjc) */
nag_rand_poisson(emode,n,lambda,r,lr,state,x,&fail);

The Integer array state in the call to nag_rand_poisson (g05tjc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_poisson (g05tjc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_hypergeometric (g05mlc)

Withdrawn at Mark 24.
Replaced by nag_rand_hypergeometric (g05tec).

Old:
/* nag_rngs_hypergeometric (g05mlc) */
nag_rngs_hypergeometric(mode,ns,np,m,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
lr = (emode == Nag_GenerateWithoutReference) ? 1 : 28 + 20 *

((Integer) sqrt((ns * m * (np - m) * (np - ns)) /
(np * np * np)));

r = NAG_ALLOC(lr,double);

/* nag_rand_hypergeometric (g05tec) */
nag_rand_hypergeometric(emode,n,ns,np,m,r,lr,state,x,&fail);

The Integer array state in the call to nag_rand_hypergeometric (g05tec) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_hypergeo
metric (g05tec) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.
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nag_rngs_gen_multinomial (g05mrc)

Withdrawn at Mark 24.
Replaced by nag_rand_gen_multinomial (g05tgc).

Old:
/* nag_rngs_gen_multinomial (g05mrc) */
nag_rngs_gen_multinomial(order,mode,m,k,p,n,x,pdx,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
} else if (mode == 3) {

emode = Nag_GenerateWithoutReference;
}
pmax = p[0];
for (i = 1; i < k; i++)

pmax = (pmax > p[i]) ? p[i] : pmax;
lr = (emode == Nag_GenerateWithoutReference) ? 1 : 30 +

20 * ((Integer) sqrt(m * pmax * (1 - pmax)));
r = NAG_ALLOC(lr,double);

/* nag_rand_gen_multinomial (g05tgc) */
nag_rand_gen_multinomial(order,emode,n,m,k,p,r,lr,state,x,pdx,&fail);

The Integer array state in the call to nag_rand_gen_multinomial (g05tgc) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_gen_multi
nomial (g05tgc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_gen_discrete (g05mzc)

Withdrawn at Mark 24.
Replaced by nag_rand_gen_discrete (g05tdc).

Old:
/* nag_rngs_gen_discrete (g05mzc) */
nag_rngs_gen_discrete(mode,p,np,ip1,comp_type,n,x,igen,iseed,r,&fail);

New:
if (mode == 0) {

emode = Nag_InitializeReference;
} else if (mode == 1) {

emode = Nag_GenerateFromReference;
} else if (mode == 2) {

emode = Nag_InitializeAndGenerate;
}
itype = (comp_type == Nag_Compute_1) ? Nag_PDF : Nag_CDF;
lr = 10 + (Integer) (1.4 * np);
r = NAG_ALLOC(lr,double);

/* nag_rand_gen_discrete (g05tdc) */
nag_rand_gen_discrete(emode,n,p,np,ip1,itype,r,lr,state,x,&fail);

The Integer array state in the call to nag_rand_gen_discrete (g05tdc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_gen_discrete
(g05tdc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.
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nag_rngs_permute (g05nac)

Withdrawn at Mark 24.
Replaced by nag_rand_permute (g05ncc).

Old:
/* nag_rngs_permute (g05nac) */
nag_rngs_permute(index,n,igen,iseed,&fail);

New:
/* nag_rand_permute (g05ncc) */
nag_rand_permute(index,n,state,&fail);

The Integer array state in the call to nag_rand_permute (g05ncc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_permute (g05ncc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_sample (g05nbc)

Withdrawn at Mark 24.
Replaced by nag_rand_sample (g05ndc).

Old:
/* nag_rngs_sample (g05nbc) */
nag_rngs_sample(ipop,n,isampl,m,igen,iseed,&fail);

New:
/* nag_rand_sample (g05ndc) */
nag_rand_sample(ipop,n,isampl,m,state,&fail);

The Integer array state in the call to nag_rand_sample (g05ndc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_sample (g05ndc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_arma_time_series (g05pac)

Withdrawn at Mark 24.
Replaced by nag_rand_arma (g05phc).

Old:
/* nag_rngs_arma_time_series (g05pac) */
nag_rngs_arma_time_series(mode,xmean,p,phi,q,theta,avar,&var,n,x,

igen,iseed,r,&fail);
New:

if (mode == 0) {
emode = Nag_InitializeReference;

} else if (mode == 1) {
emode = Nag_GenerateFromReference;

} else if (mode == 2) {
emode = Nag_InitializeAndGenerate;

}
lr = p + q + 6 * ((p < q + 1) ? q + 1 : p);
r = NAG_ALLOC(lr,double);

/* nag_rand_arma (g05phc) */
nag_rand_arma(emode,n,xmean,p,phi,q,theta,avar,r,lr,state,&var,x,

&fail);

The Integer array state in the call to nag_rand_arma (g05phc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_arma (g05phc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.
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nag_rngs_varma_time_series (g05pcc)

Withdrawn at Mark 24.
Replaced by nag_rand_varma (g05pjc).

Old:
/* nag_rngs_varma_time_series (g05pcc) */
nag_rngs_varma_time_series(order,mode,k,xmean,p,phi,q,theta,

var,pdv,n,x,pdx,igen,iseed,r,&fail);
New:

if (mode == 0) {
emode = Nag_InitializeReference;

} else if (mode == 1) {
emode = Nag_GenerateFromReference;

} else if (mode == 2) {
emode = Nag_InitializeAndGenerate;

} else if (mode == 3) {
emode = Nag_ReGenerateFromReference;

}
tmp1 = (p > q) ? p : q;
if (p == 0) {

tmp2 = k * (k + 1) / 2;
} else {

tmp2 = k*(k+1)/2 + (p-1)*k*k;
}
tmp3 = p + q;
if (k >= 6) {

lr = (5*tmp1*tmp1+1)*k*k + (4*tmp1+3)*k + 4;
} else {

tmp4 = k*tmp1*(k*tmp1+2);
tmp5 = k*k*tmp3*tmp3+tmp2*(tmp2+3)+k*k*(q+1);
lr = (tmp3*tmp3+1)*k*k + (4*tmp3+3)*k +

((tmp4 > tmp5) ? tmp4 : tmp5) + 4;
}
r = NAG_ALLOC(lr,double);

/* nag_rand_varma (g05pjc) */
nag_rand_varma(order,emode,n,k,xmean,p,phi,q,theta,var,pdv,r,lr,

state,x,pdx,&fail);

The Integer array state in the call to nag_rand_varma (g05pjc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_varma (g05pjc)
with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc). The
required length of the array state will depend on the base generator chosen during initialization.

nag_rngs_orthog_matrix (g05qac)

Withdrawn at Mark 24.
Replaced by nag_rand_orthog_matrix (g05pxc).

Old:
/* nag_rngs_orthog_matrix (g05qac) */
nag_rngs_orthog_matrix(order,side,init,m,n,a,pda,igen,iseed,&fail);

New:
if (order == Nag_RowMajor) {

/* nag_rand_orthog_matrix (g05pxc) */
nag_rand_orthog_matrix(side,init,m,n,state,a,pda,&fail);

} else {
tside = (side == Nag_LeftSide) ? Nag_RightSide : Nag_LeftSide;
pda = m;

/* nag_rand_orthog_matrix (g05pxc) */
nag_rand_orthog_matrix(tside,init,n,m,state,a,pda,&fail);

}

The Integer array state in the call to nag_rand_orthog_matrix (g05pxc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_orthog_matrix
(g05pxc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
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(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_corr_matrix (g05qbc)

Withdrawn at Mark 24.
Replaced by nag_rand_corr_matrix (g05pyc).

Old:
/* nag_rngs_corr_matrix (g05qbc) */
nag_rngs_corr_matrix(order,n,d,c,pdc,eps,igen,iseed,&fail);

New:
/* nag_rand_corr_matrix (g05pyc) */
nag_rand_corr_matrix(n,d,eps,state,c,pdc,&fail);

The Integer array state in the call to nag_rand_corr_matrix (g05pyc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_corr_matrix
(g05pyc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_2_way_table (g05qdc)

Withdrawn at Mark 24.
Replaced by nag_rand_2_way_table (g05pzc).

Old:
/* nag_rngs_2_way_table (g05qdc) */
nag_rngs_2_way_table(order,mode,nrow,ncol,totr,totc,x,pdx,igen,

iseed,r,nr,&fail);
New:

if (mode == 0) {
emode = Nag_InitializeReference;

} else if (mode == 1) {
emode = Nag_GenerateFromReference;

} else if (mode == 2) {
emode = Nag_InitializeAndGenerate;

}
for (i = 0, lr = 5; i < nrow; i++)

lr += totr[i];
r = NAG_ALLOC(lr,double);
if (order == Nag_RowMajor) {

/* nag_rand_2_way_table (g05pzc) */
nag_rand_2_way_table(emode,nrow,ncol,totr,totc,r,lr,state,x,pdx,

&fail);
} else {

pdx = nrow;

/* nag_rand_2_way_table (g05pzc) */
nag_rand_2_way_table(emode,ncol,nrow,totc,totr,r,lr,state,x,pdx,

&fail);
}

The Integer array state in the call to nag_rand_2_way_table (g05pzc) contains information on the base
generator being used. This array must have been initialized prior to calling nag_rand_2_way_table
(g05pzc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.
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nag_rngs_copula_normal (g05rac)

Withdrawn at Mark 24.
Replaced by nag_rand_copula_normal (g05rdc).

Old:
/* nag_rngs_copula_normal (g05rac) */
nag_rngs_copula_normal(order,mode,m,c,pdc,n,x,pdx,igen,iseed,r,lr,

&fail);
New:

if (mode == 1) {
emode = Nag_InitializeReference;

} else if (mode == 2) {
emode = Nag_GenerateFromReference;

} else if (mode == 0) {
emode = Nag_InitializeAndGenerate;

}
lr = m * (m + 1) + 1;
r = NAG_ALLOC(lr,double);

/* nag_rand_copula_normal (g05rdc) */
nag_rand_copula_normal(order,emode,n,m,c,pdc,r,lr,state,x,pdx,

&fail);

The Integer array state in the call to nag_rand_copula_normal (g05rdc) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_copula_
normal (g05rdc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.

nag_rngs_copula_students_t (g05rbc)

Withdrawn at Mark 24.
Replaced by nag_rand_copula_students_t (g05rcc).

Old:
/* nag_rngs_copula_students_t (g05rbc) */
nag_rngs_copula_students_t(order,mode,df,m,c,pdc,n,x,pdx,igen,

iseed,r,lr,&fail);
New:

if (mode == 1) {
emode = Nag_InitializeReference;

} else if (mode == 2) {
emode = Nag_GenerateFromReference;

} else if (mode == 0) {
emode = Nag_InitializeAndGenerate;

}

/* nag_rand_copula_students_t (g05rcc) */
nag_rand_copula_students_t(order,emode,n,df,m,c,pdc,r,lr,

state,x,pdx,&fail);

The Integer array state in the call to nag_rand_copula_students_t (g05rcc) contains information on the
base generator being used. This array must have been initialized prior to calling nag_rand_copula_s
tudents_t (g05rcc) with a call to either nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepea
table (g05kgc). The required length of the array state will depend on the base generator chosen during
initialization.
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nag_quasi_random_uniform (g05yac)

Withdrawn at Mark 24.
Replaced by nag_quasi_init (g05ylc) and nag_quasi_rand_uniform (g05ymc).

Old:
/* nag_quasi_random_uniform (g05yac) */
nag_quasi_random_uniform(state,seq,iskip,idim,quasi,&gf,&fail);

New:
liref = (seq == Nag_QuasiRandom_Faure) ? 407 : 32 * idim + 7;
iref = NAG_ALLOC(liref,Integer);
seq = (seq == Nag_QuasiRandom_Sobol) ?

Nag_QuasiRandom_SobolA659 : seq;

if (state == Nag_QuasiRandom_Init) {
/* nag_quasi_init (g05ylc) */
nag_quasi_init(seq,idim,iref,liref,iskip,&fail);

} else if (state == Nag_QuasiRandom_Cont) {
n = 1;
pdquasi = (order == Nag_RowMajor) ? idim : n;

/* nag_quasi_rand_uniform (g05ymc) */
nag_quasi_rand_uniform(order,n,quasi,pdquasi,iref,&fail);

}

nag_quasi_random_uniform (g05yac) has been split into two functions; nag_quasi_init (g05ylc) to
initialize the quasi-random generators and nag_quasi_rand_uniform (g05ymc) to generate the values.
nag_quasi_rand_uniform (g05ymc) will generate more than one realization at a time. Information is
passed between nag_quasi_init (g05ylc) and nag_quasi_rand_uniform (g05ymc) using the integer vector
iref rather than the NAG defined structure gf. Therefore there is no longer any need to call a function to
release memory as iref can be "freed" like any C array.

nag_quasi_random_normal (g05ybc)

Withdrawn at Mark 24.
Replaced by nag_quasi_rand_normal (g05yjc) and nag_quasi_init (g05ylc).

Old:
/* nag_quasi_random_normal (g05ybc) */
nag_quasi_random_normal(state,seq,lnorm,mean,std,iskip,idim,

quasi,&gf,&fail);
New:

liref = (seq == Nag_QuasiRandom_Faure) ? 407 : 32 * idim + 7;
iref = NAG_ALLOC(liref,Integer);
seq = (seq == Nag_QuasiRandom_Sobol) ?

Nag_QuasiRandom_SobolA659 : seq;

if (state == Nag_QuasiRandom_Init) {
/* nag_quasi_init (g05ylc) */
nag_quasi_init(seq,idim,iref,liref,iskip,&fail);

} else if (state == Nag_QuasiRandom_Cont) {
n = 1;
pdquasi = (order == Nag_RowMajor) ? idim : n;

if (lnorm == Nag_LogNormal) {
/* nag_quasi_rand_lognormal (g05ykc) */
nag_quasi_rand_lognormal(order,mean,std,n,quasi,pdquasi,iref,

&fail);
} else if (lnorm == Nag_Normal) {

/* nag_quasi_rand_normal (g05yjc) */
nag_quasi_rand_normal(order,mean,std,n,quasi,pdquasi,iref,&fail);

}
}

nag_quasi_random_normal (g05ybc) has been split into three functions; nag_quasi_init (g05ylc) to
initialize the quasi-random generators, nag_quasi_rand_lognormal (g05ykc) to generate values from a
log-normal distribution and nag_quasi_rand_normal (g05yjc) to generate values from a normal
distribution. Both nag_quasi_rand_lognormal (g05ykc) and nag_quasi_rand_normal (g05yjc) will
generate more than one realization at a time. Information is passed between nag_quasi_init (g05ylc) and
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nag_quasi_rand_lognormal (g05ykc) and nag_quasi_rand_normal (g05yjc) using the integer vector iref
rather than the NAG defined structure gf. Therefore there is no longer any need to call a function to
release memory as iref can be "freed" like any C array.

g10 – Smoothing in Statistics

nag_kernel_density_estim (g10bac)

Withdrawn at Mark 26.
Replaced by nag_kernel_density_gauss (g10bbc).

The replacement routine introduces new functionality with respect to the automatic selection of a
suitable window width.

Old: nag_kernel_density_estim(n, x, window, low, high, ns, smooth, t, &fail);

New: assert(rcomm = NAG_ALLOC(ns+20,double));
nag_kernel_density_gauss(n, x, Nag_WindowSupplied, &window, &low, &high, ns,

smooth, t, Nag_TRUE, rcomm, &fail);

x02 – Machine Constants

nag_underflow_flag (X02DAC)

Withdrawn at Mark 24.
There is no replacement for this function.

nag_real_arithmetic_rounds (X02DJC)

Withdrawn at Mark 24.
There is no replacement for this function.

x04 – Input/Output Utilities

nag_example_file_io (x04aec)

Withdrawn at Mark 25.
There is no replacement for this function.
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NAG Library

Implementation-specific Details for Users

The Library is available on many different computer systems. For each distinct system, an
implementation of the Library is prepared by NAG, e.g., the Windows 64 bit implementation. The
implementation is distributed to sites as one or more tested compiled libraries.

An implementation is usually specific to a range of machines/operating systems (e.g., PCs running
specified variants of the Microsoft Windows operating system/Linux); it may also be specific to a
particular C compiler (gcc/Intel C), or compiler option (such as threaded mode).

Essentially the same facilities are provided in all implementations of the Library, but, because of
differences in arithmetic behaviour and in the compilation system, functions cannot be expected to give
identical results on different systems, especially for sensitive numerical problems.

The documentation supports all implementations of the Library, with the help of a few simple
conventions, and a small amount of implementation-dependent information, which is published in a
separate Users' Note for each implementation.

Each implementation of the NAG C Library is generally specific to a particular computing environment
on which its operation has been tested and verified. In contrast, the NAG Library Manual is appropriate
for all implementations of the Library at that Mark.

Any information that applies solely to a specific implementation is provided, together with the software,
on the distribution medium. The Users' Note for your implementation is also available on the NAG web
site.
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NAG Library Chapter Contents

a00 – Library Identification

a00 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

a00aac 1 nag_implementation_details
Library identification, details of implementation and mark

a00acc 8 nag_licence_query
Check availability of a valid licence key

a00adc 9 nag_implementation_separated_details
Library identification, details of implementation, major and minor marks

A00 – Library Identification Contents – A00
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NAG Library Chapter Introduction

a00 – Library Identification

Contents

1 Scope of the Chapter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Background to the Problems. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

3 Recommendations on Choice and Use of Available Functions . . . . . . . . . . . . 2

4 Functionality Index . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

5 Auxiliary Functions Associated with Library Function Arguments . . . . . . . 2

6 Functions Withdrawn or Scheduled for Withdrawal . . . . . . . . . . . . . . . . . . . . . . 2
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1 Scope of the Chapter

The functions in this chapter provide information about the NAG C Library.

Information about the precise implementation of the NAG C Library in use will be needed when
communicating with the NAG Technical Support Service (see Support from NAG).

2 Background to the Problems

None.

3 Recommendations on Choice and Use of Available Functions

nag_implementation_details (a00aac) enables you to determine the precise Mark and maintenance level
of the NAG C Library which is being used, and also details of the implementation.

nag_licence_query (a00acc) enables you to check if a valid key is available for the library licence
management system.

nag_implementation_separated_details (a00adc) is similar to nag_implementation_details (a00aac) but
returns different aspects of an implementation, such as the product code and Mark in separate strings
and integers.

4 Functionality Index

Check availability of a valid licence key .................................................... nag_licence_query (a00acc)

Library identification,
print details of implementation and mark ............................... nag_implementation_details (a00aac)
separated details of implementation, and major and minor mark

..... nag_implementation_separated_details (a00adc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_implementation_details (a00aac)

1 Purpose

nag_implementation_details (a00aac) prints information about the version of the NAG C Library in use.

2 Specification

#include <nag.h>
#include <naga00.h>

void nag_implementation_details ()

3 Description

The NAG C Library is available for use on a number of different computer systems. For each distinct
system an implementation of the library is prepared. This includes tested compiled libraries and any
necessary system-specific support material. nag_implementation_details (a00aac) may be called to print
the implementation details and Mark (i.e., maintenance level) of the NAG C Library implementation
that is being used.

4 References

None.

5 Arguments

None.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

Not applicable.

9 Further Comments

None.

10 Example

This example makes a call of nag_implementation_details (a00aac) sending output to the current
advisory message unit.
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10.1 Program Text

/* nag_implementation_details (a00aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <naga00.h>

int main(void)
{

Integer exit_status = 0;
unsigned int sizeofpointer = sizeof(void *);
unsigned int sizeofInteger = sizeof(Integer);
unsigned int sp, si;

/* Get the expected sizes of pointers and integers (in bytes) */
a00aay(&sp, &si);

printf("nag_implementation_details (a00aac) Example Program Results\n\n");

/* Check that the pointer and integer sizes are as expected, and
issue a warning if not */

if (sp != sizeofpointer || si != sizeofInteger) {
printf("~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~"

"~~~~~~~~~~~~~~~~~~~~~~~~~~~\n\n");
if (sp != sizeofpointer)

printf(" Incorrect value of sizeof(void *)\n"
" expected %u, returned %u.\n\n", sp, sizeofpointer);

if (si != sizeofInteger)
printf(" Incorrect value of sizeof(Integer)\n"

" expected %u, returned %u.\n\n", si, sizeofInteger);
printf(" The NAG C Library header files are "

"incompatible with the NAG Library.\n\n");
printf(" Please check the location of your "

"NAG C Library include files.\n\n");
printf("~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~"

"~~~~~~~~~~~~~~~~~~~~~~~~~~~~\n\n");
exit_status = 1;

}

nag_implementation_details();

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_implementation_details (a00aac) Example Program Results

*** Start of NAG C Library implementation details ***

Implementation title: ?OS?, ?x?-bit, ?C compiler? (?y?-bit integers)
Precision: double precision

Product Code: ?CL?
Mark: ?z? (self-contained)
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Type sizes: sizeof(Pointer) = ?P?, sizeof(Integer) = ?I?

This is a ?x?-bit library using ?y?-bit integers.

*** End of NAG C Library implementation details ***
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NAG Library Function Document

nag_licence_query (a00acc)

1 Purpose

nag_licence_query (a00acc) provides a convenient means of checking the availability of a valid licence
key on licence-managed implementations before starting computations that will use NAG C Library
functions. In particular, the use of this function is highly recommended in programs that call NAG C
Library functions within multithreaded sections (e.g., OpenMP parallel regions). The function need only
be called once, before the start of the first multithreaded section.

2 Specification

#include <nag.h>
#include <naga00.h>

Nag_Boolean nag_licence_query ()

3 Description

nag_licence_query (a00acc) returns the logical value Nag_TRUE if a valid licence is found, otherwise
Nag_FALSE is returned.

On non licence-managed implementations, Nag_TRUE is always returned.

4 References

None.

5 Arguments

None.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

Not applicable.

9 Further Comments

None.

10 Example

This example prints an appropriate message depending upon the value returned by nag_licence_query
(a00acc).
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10.1 Program Text

/* nag_licence_query (a00acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <naga00.h>

int main(void)
{

Integer exit_status = 0;

printf("nag_licence_query (a00acc) Example Program Results\n\n");

if (!nag_licence_query()) {
printf(" Unable to obtain a licence for this implementation.\n");
exit_status = 1;
goto END;

}
else {

printf(" Licence query was successful\n");
}

END:
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_licence_query (a00acc) Example Program Results

Licence query was successful

a00acc NAG Library Manual

a00acc.2 (last) Mark 26



NAG Library Function Document

nag_implementation_separated_details (a00adc)

1 Purpose

nag_implementation_separated_details (a00adc) provides information about the version of the NAG C
Library in use.

2 Specification

#include <nag.h>
#include <naga00.h>

void nag_implementation_separated_details (char *impl, char *prec,
char *pcode, char *mkmaj, char *mkmin, char *hdware, char *opsys,
char *ccomp, char *fcomp, char *vend, Nag_Boolean *licval)

3 Description

The NAG C Library is available for use on a number of different computer systems. For each distinct
system an implementation of the library is prepared and this implementation is given a unique code.
The specifics that define the implementation are: the working precision, the major and minor marks of
the NAG C Library, the target hardware and operating system, the compiler used, and the vendor library
(if any) that is also required to be linked. nag_implementation_separated_details (a00adc) may be called
to return, in separate arguments, these specific details of the NAG C Library implementation that is
being used; it also returns whether a valid licence has been found for this implementation. This differs
from nag_implementation_details (a00aac) which simply outputs the collected information in a readable
form directly to the stdout (standard output) stream.

4 References

None.

5 Arguments

1: impl – char * Output

On exit: the implementation title which usually lists the target platform, operating system and
compiler.

2: prec – char * Output

On exit: the working or basic precision of the implementation. Some functions may perform
operations in reduced precision or additional precision, but the great majority will perform all
operations in basic precision.

3: pcode – char * Output

On exit: the product code for the NAG C Library implementation that is being used. The code
has a discernible structure, but it is not necessary to know the details of this structure. The
product code can be used to differentiate between individual product licence codes.

4: mkmaj – char * Output

On exit: the major mark of the NAG C Library implementation that is being used.
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5: mkmin – char * Output

On exit: the minor mark of the NAG C Library implementation that is being used.

6: hdware – char * Output

On exit: the target hardware for the NAG C Library implementation that is being used.

7: opsys – char * Output

On exit: the target operating system for the NAG C Library implementation that is being used.

8: ccomp – char * Output

On exit: the C compiler used to build the NAG C Library implementation that is being used.

9: fcomp – char * Output

On exit: the Fortran compiler used to build the NAG C Library implementation that is being
used.

10: vend – char * Output

On exit: the subsidiary library, if any, that must be linked with the NAG C Library
implementation that is being used. If the implementation does not require a subsidiary library
then the string

’(self-contained)’

will be returned in vend.

11: licval – Nag_Boolean * Output

On exit: specifies whether or not a valid licence has been found for the NAG C Library
implementation that is being used.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

Not applicable.

9 Further Comments

None.

10 Example

This example makes a call of nag_implementation_separated_details (a00adc), collects information on
the NAG C Library implementation that is being used and prints it out in a form that is similar to the
output obtained by a call to nag_implementation_details (a00aac).
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10.1 Program Text

/* nag_implementation_separated_details (a00adc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <time.h>
#include <nag_stdlib.h>
#include <naga00.h>

int main(void)
{

int exit_status = 0;
int max_char_len = 180;
char *impl = 0, *prec = 0, *pcode = 0, *mkmaj = 0, *mkmin = 0,

*hdware = 0, *opsys = 0, *ccomp = 0, *fcomp = 0, *vend = 0;
Nag_Boolean licval;
time_t t;

printf("nag_implementation_separated_details (a00adc)"
" Example Program Results\n\n");

if (!(impl = NAG_ALLOC(max_char_len, char)) ||
!(prec = NAG_ALLOC(max_char_len, char)) ||
!(pcode = NAG_ALLOC(max_char_len, char)) ||
!(mkmaj = NAG_ALLOC(max_char_len, char)) ||
!(mkmin = NAG_ALLOC(max_char_len, char)) ||
!(hdware = NAG_ALLOC(max_char_len, char)) ||
!(opsys = NAG_ALLOC(max_char_len, char)) ||
!(ccomp = NAG_ALLOC(max_char_len, char)) ||
!(fcomp = NAG_ALLOC(max_char_len, char)) ||
!(vend = NAG_ALLOC(max_char_len, char)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

nag_implementation_separated_details(impl, prec, pcode, mkmaj, mkmin,
hdware, opsys, ccomp, fcomp, vend,
&licval);

/* Print implementation details. */
printf("*** Start of NAG C library implementation details ***\n\n");
printf(" Implementation title: %s\n", impl);
printf(" Precision: %s\n", prec);
printf(" Product Code: %s\n", pcode);
printf(" Mark: %s.%s\n", mkmaj, mkmin);
if (!strcmp(vend, "(self-contained)")) {

printf(" Vendor library: None\n");
}
else {

printf(" Vendor library: %s\n", vend);
}
printf(" Applicable to:\n");
printf(" hardware: %s\n", hdware);
printf(" operating system: %s\n", opsys);
printf(" C compiler: %s\n", ccomp);
printf(" Fortran compiler: %s\n", fcomp);
printf(" and compatible systems.\n");
if (!licval) {

printf(" Licence query: %s\n\n", "Unsuccessful");
}
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else {
printf(" Licence query: %s\n\n", "Successful");

}
printf(" *** End of NAG C Library implementation details ***\n");

printf("\n This program was run on the following date:\n");
t = time(NULL);
printf(" %s", ctime(&t));

END:

NAG_FREE(impl);
NAG_FREE(prec);
NAG_FREE(pcode);
NAG_FREE(mkmaj);
NAG_FREE(mkmin);
NAG_FREE(hdware);
NAG_FREE(opsys);
NAG_FREE(ccomp);
NAG_FREE(fcomp);
NAG_FREE(vend);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_implementation_separated_details (a00adc) Example Program Results

*** Start of NAG C library implementation details ***

Implementation title: ?OS?, ?x?-bit, ?C compiler? (?y?-bit integers)
Precision: double

Product Code: ?CL?
Mark: ?z?

Vendor library: ?vendlib?
Applicable to:

hardware: ?hardware?
operating system: ?OS long?

C compiler: ?C compiler long?
Fortran compiler: ?Fortran compiler long?

and compatible systems.
Licence query: Successful

*** End of NAG C Library implementation details ***

This program was run on the following date:
Day MMM DD HH:MM:SS YYYY
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NAG Library Chapter Contents

a02 – Complex Arithmetic

a02 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

a02bac 2 nag_complex
Complex number from real and imaginary parts

a02bbc 2 nag_complex_real
Real part of a complex number

a02bcc 2 nag_complex_imag
Imaginary part of a complex number

a02cac 2 nag_complex_add
Addition of two complex numbers

a02cbc 2 nag_complex_subtract
Subtraction of two complex numbers

a02ccc 2 nag_complex_multiply
Multiplication of two complex numbers

a02cdc 2 nag_complex_divide
Quotient of two complex numbers

a02cec 2 nag_complex_negate
Negation of a complex number

a02cfc 2 nag_complex_conjg
Conjugate of a complex number

a02cgc 2 nag_complex_equal
Equality of two complex numbers

a02chc 2 nag_complex_not_equal
Inequality of two complex numbers

a02dac 2 nag_complex_arg
Argument of a complex number

a02dbc 2 nag_complex_abs
Modulus of a complex number

a02dcc 2 nag_complex_sqrt
Square root of a complex number

a02ddc 2 nag_complex_i_power
Complex number raised to integer power

a02dec 2 nag_complex_r_power
Complex number raised to real power

a02dfc 2 nag_complex_c_power
Complex number raised to complex power

a02dgc 2 nag_complex_log
Complex logarithm

a02dhc 2 nag_complex_exp
Complex exponential

a02djc 2 nag_complex_sin
Complex sine

a02dkc 2 nag_complex_cos
Complex cosine

a02dlc 2 nag_complex_tan
Complex tangent
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NAG Library Chapter Introduction

a02 – Complex Arithmetic

Contents

1 Scope of the Chapter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Function Return Types and Argument Lists . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

3 Functionality Index . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

4 Auxiliary Functions Associated with Library Function Arguments . . . . . . . 2

5 Functions Withdrawn or Scheduled for Withdrawal . . . . . . . . . . . . . . . . . . . . . . 3
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1 Scope of the Chapter

The functions provided in this chapter perform basic complex arithmetic operations, taking precautions
to avoid unnecessary overflow or underflow in intermediate results.

See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for details of how complex
numbers are represented in the NAG C Library.

2 Function Return Types and Argument Lists

Complex nag_complex(double x, double y)
double nag_complex_real(Complex z)
double nag_complex_imag(Complex z)
Complex nag_complex_add(Complex z1, Complex z2)
Complex nag_complex_subtract(Complex z1, Complex z2)
Complex nag_complex_multiply(Complex z1, Complex z2)
Complex nag_complex_divide(Complex z1, Complex z2)
Complex nag_complex_negate(Complex z)
Complex nag_complex_conjg(Complex z)
Boolean nag_complex_equal(Complex z1, Complex z2)
Boolean nag_complex_not_equal(Complex z1, Complex z2)
double nag_complex_arg(Complex z)
double nag_complex_abs(Complex z)
Complex nag_complex_sqrt(Complex z)
Complex nag_complex_i_power(Complex z, Integer i)
Complex nag_complex_r_power(Complex z1, double z2)
Complex nag_complex_c_power(Complex z1, Complex z2)
Complex nag_complex_log(Complex z)
Complex nag_complex_exp(Complex z)
Complex nag_complex_sin(Complex z)
Complex nag_complex_cos(Complex z)
Complex nag_complex_tan(Complex z)

3 Functionality Index

Complex numbers,
abs(z) ......................................................................................................... nag_complex_abs (a02dbc)
addition ..................................................................................................... nag_complex_add (a02cac)
arg(z) ......................................................................................................... nag_complex_arg (a02dac)
comparison,

equality ............................................................................................. nag_complex_equal (a02cgc)
inequality ................................................................................... nag_complex_not_equal (a02chc)

complex power .................................................................................. nag_complex_c_power (a02dfc)
conjugate ................................................................................................ nag_complex_conjg (a02cfc)
cos(z) ......................................................................................................... nag_complex_cos (a02dkc)
division ................................................................................................. nag_complex_divide (a02cdc)
exp(z) ........................................................................................................ nag_complex_exp (a02dhc)
imaginary part ........................................................................................ nag_complex_imag (a02bcc)
integer power .................................................................................... nag_complex_i_power (a02ddc)
log(z) ......................................................................................................... nag_complex_log (a02dgc)
multiplication .................................................................................... nag_complex_multiply (a02ccc)
negation ................................................................................................ nag_complex_negate (a02cec)
real and imaginary parts .................................................................................. nag_complex (a02bac)
real part .................................................................................................... nag_complex_real (a02bbc)
real power ......................................................................................... nag_complex_r_power (a02dec)
sin(z) ........................................................................................................... nag_complex_sin (a02djc)
sqrt(z) ....................................................................................................... nag_complex_sqrt (a02dcc)
subtraction .......................................................................................... nag_complex_subtract (a02cbc)
tan(z) .......................................................................................................... nag_complex_tan (a02dlc)

4 Auxiliary Functions Associated with Library Function Arguments

None.
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5 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_complex (a02bac)

1 Purpose

nag_complex (a02bac) returns a complex number from real and imaginary parts.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex (double x, double y)

3 Description

None.

4 References

None.

5 Arguments

1: x – double Input

On entry: real part of complex number.

2: y – double Input

On entry: imaginary part of complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex (a02bac) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example illustrates the calls to all the complex functions in Chapter a02.

10.1 Program Text

/* nag_complex (a02bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <naga02.h>

int main(void)
{

Integer exit_status = 0;
Complex v, w, z;
double r, theta, x, y;
Nag_Boolean equal, not_equal;

printf("nag_complex (a02bac) Example Program Results\n");

x = 2.0;
y = -3.0;
/* nag_complex (a02bac).
* Complex number from real and imaginary parts
*/

z = nag_complex(x, y);

printf(" %-21s %s %8s = %7.4f, %7.4f\n", "", "", "x, y", x, y);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex",

"z", "(x,y)", z.re, z.im);
/* nag_complex_real (a02bbc).
* Real part of a complex number
*/

printf(" %-21s: %s %8s = %7.4f\n", "nag_complex_real",
"", "real(z)", nag_complex_real(z));

/* nag_complex_imag (a02bcc).
* Imaginary part of a complex number
*/

printf(" %-21s: %s %8s = %7.4f\n", "nag_complex_imag",
"", "imag(z)", nag_complex_imag(z));

/* nag_complex (a02bac), see above. */
v = nag_complex(3.0, 1.25);
/* nag_complex (a02bac), see above. */
w = nag_complex(2.5, -1.75);
printf(" %-21s: %s %8s = (%7.4f, %7.4f)\n", "nag_complex", "",

"v", v.re, v.im);
printf(" %-21s: %s %8s = (%7.4f, %7.4f)\n", "nag_complex", "",

"w", w.re, w.im);
/* nag_complex_add (a02cac).
* Addition of two complex numbers
*/

z = nag_complex_add(v, w);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_add",

"z", "v+w", z.re, z.im);
/* nag_complex_subtract (a02cbc).
* Subtraction of two complex numbers
*/

z = nag_complex_subtract(v, w);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n",

"nag_complex_subtract", "z", "v-w", z.re, z.im);
/* nag_complex_multiply (a02ccc).
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* Multiplication of two complex numbers
*/

z = nag_complex_multiply(v, w);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n",

"nag_complex_multiply", "z", "v*w", z.re, z.im);
/* nag_complex_divide (a02cdc).
* Quotient of two complex numbers
*/

z = nag_complex_divide(v, w);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_divide",

"z", "v/w", z.re, z.im);
/* nag_complex_negate (a02cec).
* Negation of a complex number
*/

z = nag_complex_negate(w);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_negate",

"z", "-w", z.re, z.im);
/* nag_complex_conjg (a02cfc).
* Conjugate of a complex number
*/

z = nag_complex_conjg(w);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_conjg",

"z", "conjg(w)", z.re, z.im);
/* nag_complex_equal (a02cgc).
* Equality of two complex numbers
*/

equal = nag_complex_equal(v, w);
if (equal)

printf(" %-21s: %s == %s\n", "nag_complex_equal", "v", "w");
else

printf(" %-21s: %s != %s\n", "nag_complex_equal", "v", "w");
/* nag_complex_not_equal (a02chc).
* Inequality of two complex numbers
*/

not_equal = nag_complex_not_equal(w, z);
if (not_equal)

printf(" %-21s: %s != %s\n\n", "nag_complex_not_equal", "w", "z");
else

printf(" %-21s: %s == %s\n\n", "nag_complex_not_equal", "w", "z");

/* nag_complex_arg (a02dac).
* Argument of a complex number
*/

theta = nag_complex_arg(z);
printf(" %-21s: %s %8s = %7.4f\n", "nag_complex_arg", "",

"arg(z)", theta);
/* nag_complex_abs (a02dbc).
* Modulus of a complex number
*/

r = nag_complex_abs(z);
printf(" %-21s: %s = %8s = %7.4f\n", "nag_complex_abs", "r", "abs(z)", r);
/* nag_complex_sqrt (a02dcc).
* Square root of a complex number
*/

v = nag_complex_sqrt(z);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_sqrt",

"v", "sqrt(z)", v.re, v.im);
/* nag_complex_i_power (a02ddc).
* Complex number raised to integer power
*/

v = nag_complex_i_power(z, (Integer) 3);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_i_power",

"v", "z**3", v.re, v.im);
/* nag_complex_r_power (a02dec).
* Complex number raised to real power
*/

v = nag_complex_r_power(z, 2.5);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_r_power",

"v", "z**2.5", v.re, v.im);
/* nag_complex_c_power (a02dfc).
* Complex number raised to complex power
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*/
v = nag_complex_c_power(z, w);
printf(" %-21s: %s = %8s = (%7.4f,%8.4f)\n", "nag_complex_c_power",

"v", "z**w", v.re, v.im);
/* nag_complex_log (a02dgc).
* Complex logarithm
*/

v = nag_complex_log(z);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_log",

"v", "log(z)", v.re, v.im);
/* nag_complex_exp (a02dhc).
* Complex exponential
*/

z = nag_complex_exp(v);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_exp",

"z", "exp(v)", z.re, z.im);
/* nag_complex_sin (a02djc).
* Complex sine
*/

v = nag_complex_sin(z);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_sin",

"v", "sin(z)", v.re, v.im);
/* nag_complex_cos (a02dkc).
* Complex cosine
*/

v = nag_complex_cos(z);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_cos",

"v", "cos(z)", v.re, v.im);
/* nag_complex_tan (a02dlc).
* Complex tangent
*/

v = nag_complex_tan(z);
printf(" %-21s: %s = %8s = (%7.4f, %7.4f)\n", "nag_complex_tan",

"v", "tan(z)", v.re, v.im);
/* nag_complex_divide (a02cdc), see above. */
v = nag_complex_divide(nag_complex_sin(z), nag_complex_cos(z));
printf(" %-21s:%13s = (%7.4f, %7.4f)\n", "nag_complex_divide",

"sin(z)/cos(z)", v.re, v.im);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_complex (a02bac) Example Program Results
x, y = 2.0000, -3.0000

nag_complex : z = (x,y) = ( 2.0000, -3.0000)
nag_complex_real : real(z) = 2.0000
nag_complex_imag : imag(z) = -3.0000
nag_complex : v = ( 3.0000, 1.2500)
nag_complex : w = ( 2.5000, -1.7500)
nag_complex_add : z = v+w = ( 5.5000, -0.5000)
nag_complex_subtract : z = v-w = ( 0.5000, 3.0000)
nag_complex_multiply : z = v*w = ( 9.6875, -2.1250)
nag_complex_divide : z = v/w = ( 0.5705, 0.8993)
nag_complex_negate : z = -w = (-2.5000, 1.7500)
nag_complex_conjg : z = conjg(w) = ( 2.5000, 1.7500)
nag_complex_equal : v != w
nag_complex_not_equal: w != z

nag_complex_arg : arg(z) = 0.6107
nag_complex_abs : r = abs(z) = 3.0516
nag_complex_sqrt : v = sqrt(z) = ( 1.6661, 0.5252)
nag_complex_i_power : v = z**3 = (-7.3438, 27.4531)
nag_complex_r_power : v = z**2.5 = ( 0.7153, 16.2522)
nag_complex_c_power : v = z**w = (43.1428,-19.5581)
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nag_complex_log : v = log(z) = ( 1.1157, 0.6107)
nag_complex_exp : z = exp(v) = ( 2.5000, 1.7500)
nag_complex_sin : v = sin(z) = ( 1.7740, -2.2355)
nag_complex_cos : v = cos(z) = (-2.3747, -1.6700)
nag_complex_tan : v = tan(z) = (-0.0569, 0.9814)
nag_complex_divide :sin(z)/cos(z) = (-0.0569, 0.9814)
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NAG Library Function Document

nag_complex_real (a02bbc)

1 Purpose

nag_complex_real (a02bbc) returns the real part of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

double nag_complex_real (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_real (a02bbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_imag (a02bcc)

1 Purpose

nag_complex_imag (a02bcc) returns the imaginary part of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

double nag_complex_imag (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_imag (a02bcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_add (a02cac)

1 Purpose

nag_complex_add (a02cac) adds two complex numbers.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_add (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_add (a02cac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_subtract (a02cbc)

1 Purpose

nag_complex_subtract (a02cbc) subtracts one complex number from another.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_subtract (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_subtract (a02cbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_multiply (a02ccc)

1 Purpose

nag_complex_multiply (a02ccc) multiplies two complex numbers.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_multiply (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_multiply (a02ccc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_divide (a02cdc)

1 Purpose

nag_complex_divide (a02cdc) divides one complex number by another.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_divide (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_divide (a02cdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_negate (a02cec)

1 Purpose

nag_complex_negate (a02cec) returns the negation of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_negate (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_negate (a02cec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_conjg (a02cfc)

1 Purpose

nag_complex_conjg (a02cfc) returns the conjugate of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_conjg (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_conjg (a02cfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_equal (a02cgc)

1 Purpose

nag_complex_equal (a02cgc) compares two complex numbers for equality.

2 Specification

#include <nag.h>
#include <naga02.h>

Nag_Boolean nag_complex_equal (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_equal (a02cgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_not_equal (a02chc)

1 Purpose

nag_complex_not_equal (a02chc) compares two complex numbers for inequality.

2 Specification

#include <nag.h>
#include <naga02.h>

Nag_Boolean nag_complex_not_equal (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_not_equal (a02chc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_arg (a02dac)

1 Purpose

nag_complex_arg (a02dac) returns the argument of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

double nag_complex_arg (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_arg (a02dac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_abs (a02dbc)

1 Purpose

nag_complex_abs (a02dbc) returns the modulus of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

double nag_complex_abs (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_abs (a02dbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_sqrt (a02dcc)

1 Purpose

nag_complex_sqrt (a02dcc) returns the square root of a complex number.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_sqrt (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_sqrt (a02dcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_i_power (a02ddc)

1 Purpose

nag_complex_i_power (a02ddc) returns a complex number raised to integer power.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_i_power (Complex z, Integer i)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

2: i – Integer Input

On entry: an integer.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_i_power (a02ddc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_r_power (a02dec)

1 Purpose

nag_complex_r_power (a02dec) returns a complex number raised to real power.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_r_power (Complex z, double x)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

2: x – double Input

On entry: a real number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_r_power (a02dec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_c_power (a02dfc)

1 Purpose

nag_complex_c_power (a02dfc) returns a complex number raised to complex power.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_c_power (Complex v, Complex w)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

2: w – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_c_power (a02dfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_log (a02dgc)

1 Purpose

nag_complex_log (a02dgc) returns the complex logarithm.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_log (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_log (a02dgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_exp (a02dhc)

1 Purpose

nag_complex_exp (a02dhc) returns the complex exponential.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_exp (Complex v)

3 Description

None.

4 References

None.

5 Arguments

1: v – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_exp (a02dhc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_sin (a02djc)

1 Purpose

nag_complex_sin (a02djc) returns the complex sine.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_sin (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_sin (a02djc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_cos (a02dkc)

1 Purpose

nag_complex_cos (a02dkc) returns the complex cosine.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_cos (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_cos (a02dkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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NAG Library Function Document

nag_complex_tan (a02dlc)

1 Purpose

nag_complex_tan (a02dlc) returns the complex tangent.

2 Specification

#include <nag.h>
#include <naga02.h>

Complex nag_complex_tan (Complex z)

3 Description

None.

4 References

None.

5 Arguments

1: z – Complex Input

On entry: a valid complex number.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_tan (a02dlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_complex (a02bac).
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Zeros of a cubic polynomial with real coefficients
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1 Scope of the Chapter

This chapter is concerned with computing the zeros of a polynomial with real or complex coefficients.

2 Background to the Problems

Let f zð Þ be a polynomial of degree n with complex coefficients ai:

f zð Þ � a0zn þ a1zn�1 þ a2zn�2 þ � � � þ an�1zþ an; a0 6¼ 0:

A complex number z1 is called a zero of f zð Þ (or equivalently a root of the equation f zð Þ ¼ 0), if

f z1ð Þ ¼ 0:

If z1 is a zero, then f zð Þ can be divided by a factor z� z1ð Þ:
f zð Þ ¼ z� z1ð Þf1 zð Þ ð1Þ

where f1 zð Þ is a polynomial of degree n� 1. By the Fundamental Theorem of Algebra, a polynomial
f zð Þ always has a zero, and so the process of dividing out factors z� zið Þ can be continued until we
have a complete factorization of f zð Þ:

f zð Þ � a0 z� z1ð Þ z� z2ð Þ . . . z� znð Þ:

Here the complex numbers z1; z2; . . . ; zn are the zeros of f zð Þ; they may not all be distinct, so it is
sometimes more convenient to write

f zð Þ � a0 z� z1ð Þm1 z� z2ð Þm2 . . . z� zkð Þmk; k � n;

with distinct zeros z1; z2; . . . ; zk and multiplicities mi 	 1. If mi ¼ 1, zi is called a simple or isolated
zero; if mi > 1, zi is called a multiple or repeated zero; a multiple zero is also a zero of the derivative
of f zð Þ.
If the coefficients of f zð Þ are all real, then the zeros of f zð Þ are either real or else occur as pairs of
conjugate complex numbers xþ iy and x� iy. A pair of complex conjugate zeros are the zeros of a
quadratic factor of f zð Þ, z2 þ rzþ s

� �
, with real coefficients r and s.

Mathematicians are accustomed to thinking of polynomials as pleasantly simple functions to work with.
However, the problem of numerically computing the zeros of an arbitrary polynomial is far from
simple. A great variety of algorithms have been proposed, of which a number have been widely used in
practice; for a fairly comprehensive survey, see Householder (1970). All general algorithms are
iterative. Most converge to one zero at a time; the corresponding factor can then be divided out as in
equation (1) above – this process is called deflation or, loosely, dividing out the zero – and the
algorithm can be applied again to the polynomial f1 zð Þ. A pair of complex conjugate zeros can be
divided out together – this corresponds to dividing f zð Þ by a quadratic factor.

Whatever the theoretical basis of the algorithm, a number of practical problems arise; for a thorough
discussion of some of them see Peters and Wilkinson (1971) and Chapter 2 of Wilkinson (1963). The
most elementary point is that, even if z1 is mathematically an exact zero of f zð Þ, because of the
fundamental limitations of computer arithmetic the computed value of f z1ð Þ will not necessarily be
exactly 0:0. In practice there is usually a small region of values of z about the exact zero at which the
computed value of f zð Þ becomes swamped by rounding errors. Moreover, in many algorithms this
inaccuracy in the computed value of f zð Þ results in a similar inaccuracy in the computed step from one
iterate to the next. This limits the precision with which any zero can be computed. Deflation is another
potential cause of trouble, since, in the notation of equation (1), the computed coefficients of f1 zð Þ will
not be completely accurate, especially if z1 is not an exact zero of f zð Þ; so the zeros of the computed
f1 zð Þ will deviate from the zeros of f zð Þ.
A zero is called ill-conditioned if it is sensitive to small changes in the coefficients of the polynomial.
An ill-conditioned zero is likewise sensitive to the computational inaccuracies just mentioned.
Conversely a zero is called well-conditioned if it is comparatively insensitive to such perturbations.
Roughly speaking a zero which is well separated from other zeros is well-conditioned, while zeros
which are close together are ill-conditioned, but in talking about ‘closeness’ the decisive factor is not
the absolute distance between neighbouring zeros but their ratio: if the ratio is close to one the zeros
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are ill-conditioned. In particular, multiple zeros are ill-conditioned. A multiple zero is usually split into
a cluster of zeros by perturbations in the polynomial or computational inaccuracies.

3 Recommendations on Choice and Use of Available Functions

All zeros of cubic,
real coefficients ........................................................................................... nag_cubic_roots (c02akc)

All zeros of polynomial,
complex coefficients,

modified Laguerre's method ..................................................... nag_zeros_complex_poly (c02afc)
real coefficients,

modified Laguerre's method ............................................................ nag_zeros_real_poly (c02agc)

All zeros of quartic,
real coefficients .......................................................................................... nag_quartic_roots (c02alc)

4 Auxiliary Functions Associated with Library Function Arguments

None.

5 Functions Withdrawn or Scheduled for Withdrawal

None.

6 References

Householder A S (1970) The Numerical Treatment of a Single Nonlinear Equation McGraw–Hill

Peters G and Wilkinson J H (1971) Practical problems arising in the solution of polynomial equations J.
Inst. Maths. Applics. 8 16–35

Thompson K W (1991) Error analysis for polynomial solvers Fortran Journal (Volume 3) 3 10–13

Wilkinson J H (1963) Rounding Errors in Algebraic Processes HMSO
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NAG Library Function Document

nag_zeros_complex_poly (c02afc)

1 Purpose

nag_zeros_complex_poly (c02afc) finds all the roots of a complex polynomial equation, using a variant
of Laguerre's method.

2 Specification

#include <nag.h>
#include <nagc02.h>

void nag_zeros_complex_poly (Integer n, const Complex a[], Nag_Boolean scale,
Complex z[], NagError *fail)

3 Description

nag_zeros_complex_poly (c02afc) attempts to find all the roots of the nth degree complex polynomial
equation

P zð Þ ¼ a0zn þ a1zn�1 þ a2zn�2 þ � � � þ an�1zþ an ¼ 0:

The roots are located using a modified form of Laguerre's method, originally proposed by Smith (1967).

The method of Laguerre (see Wilkinson (1965)) can be described by the iterative scheme

L zkð Þ ¼ zkþ1 � zk ¼
�nP zkð Þ

P 0 zkð Þ 

ffiffiffiffiffiffiffiffiffiffiffiffiffi
H zkð Þ

p ;

where H zkð Þ ¼ n� 1ð Þ n� 1ð Þ P 0 zkð Þð Þ2 � nP zkð ÞP 00 zkð Þ
h i

, and z0 is specified.

The sign in the denominator is chosen so that the modulus of the Laguerre step at zk, viz. L zkð Þj j, is as
small as possible. The method can be shown to be cubically convergent for isolated roots (real or
complex) and linearly convergent for multiple roots.

The function generates a sequence of iterates z1; z2; z3; . . . ; such that P zkþ1ð Þj j < P zkð Þj j and ensures
that zkþ1 þ L zkþ1ð Þ ‘roughly’ lies inside a circular region of radius Fj j about zk known to contain a zero
of P zð Þ; that is, L zkþ1ð Þj j � Fj j, where F denotes the Fejér bound (see Marden (1966)) at the point zk.
Following Smith (1967), F is taken to be min B; 1:445nRð Þ, where B is an upper bound for the
magnitude of the smallest zero given by

B ¼ 1:0001�min
ffiffiffi
n
p

L zkð Þ; r1j j; an=a0j j1=n
� �

;

r1 is the zero X of smaller magnitude of the quadratic equation

P 00 zkð Þ= 2n n� 1ð Þð Þð ÞX2 þ P 0 zkð Þ=nð ÞX þ 1

2
P zkð Þ ¼ 0

and the Cauchy lower bound R for the smallest zero is computed (using Newton's Method) as the
positive root of the polynomial equation

a0j jzn þ a1j jzn�1 þ a2j jzn�2 þ � � � þ an�1j jz� anj j ¼ 0:

Starting from the origin, successive iterates are generated according to the rule zkþ1 ¼ zk þ L zkð Þ for
k ¼ 1; 2; 3; . . . and L zkð Þ is ‘adjusted’ so that P zkþ1ð Þj j < P zkð Þj j and L zkþ1ð Þj j � Fj j. The iterative
procedure terminates if P zkþ1ð Þ is smaller in absolute value than the bound on the rounding error in
P zkþ1ð Þ and the current iterate zp ¼ zkþ1 is taken to be a zero of P zð Þ. The deflated polynomial
~P zð Þ ¼ P zð Þ= z� zp

� �
of degree n� 1 is then formed, and the above procedure is repeated on the
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deflated polynomial until n < 3, whereupon the remaining roots are obtained via the ‘standard’ closed
formulae for a linear (n ¼ 1) or quadratic (n ¼ 2) equation.

4 References

Marden M (1966) Geometry of polynomials Mathematical Surveys 3 American Mathematical Society,
Providence, RI

Smith B T (1967) ZERPOL: a zero finding algorithm for polynomials using Laguerre's method
Technical Report Department of Computer Science, University of Toronto, Canada

Wilkinson J H (1965) The Algebraic Eigenvalue Problem Oxford University Press, Oxford

5 Arguments

1: n – Integer Input

On entry: the degree of the polynomial, n.

Constraint: n 	 1.

2: a½nþ 1� – const Complex Input

On entry: a½i�:re and a½i�:im must contain the real and imaginary parts of ai (i.e., the coefficient
of zn�i), for i ¼ 0; 1; . . . ; n.

Constraint: a½0�:re 6¼ 0:0 or a½0�:im 6¼ 0:0.

3: scale – Nag_Boolean Input

On entry: indicates whether or not the polynomial is to be scaled. The recommended value is
Nag_TRUE. See Section 9 for advice on when it may be preferable to set scale ¼ Nag FALSE
and for a description of the scaling strategy.

4: z½n� – Complex Output

On exit: the real and imaginary parts of the roots are stored in z½i�:re and z½i�:im respectively, for
i ¼ 0; 1; . . . ; n� 1.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COMPLEX_ZERO

On entry, the complex variable a½0� has zero real and imaginary parts.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_POLY_NOT_CONV

The iterative procedure has failed to converge. This error is very unlikely to occur. If it does,
please contact NAG immediately, as some basic assumption for the arithmetic has been violated.

NE_POLY_OVFLOW

The function cannot evaluate P zð Þ near some of its zeros without overflow. Please contact NAG
immediately.

NE_POLY_UNFLOW

The function cannot evaluate P zð Þ near some of its zeros without underflow. Please contact NAG
immediately.

7 Accuracy

All roots are evaluated as accurately as possible, but because of the inherent nature of the problem
complete accuracy cannot be guaranteed.

8 Parallelism and Performance

nag_zeros_complex_poly (c02afc) is not threaded in any implementation.

9 Further Comments

If scale ¼ Nag TRUE, then a scaling factor for the coefficients is chosen as a power of the base b of the
machine so that the largest coefficient in magnitude approaches thresh ¼ bemax�p. You should note that
no scaling is performed if the largest coefficient in magnitude exceeds thresh, even if
scale ¼ Nag TRUE. (b, emax and p are defined in Chapter x02.)

However, with scale ¼ Nag TRUE, overflow may be encountered when the input coefficients
a0; a1; a2; . . . ; an vary widely in magnitude, particularly on those machines for which b4p overflows.
In such cases, scale should be set to Nag_FALSE and the coefficients scaled so that the largest
coefficient in magnitude does not exceed bemax�2p.

Even so, the scaling strategy used in nag_zeros_complex_poly (c02afc) is sometimes insufficient to
avoid overflow and/or underflow conditions. In such cases, you are recommended to scale the
independent variable zð Þ so that the disparity between the largest and smallest coefficient in magnitude
is reduced. That is, use the function to locate the zeros of the polynomial d� P czð Þ for some suitable
values of c and d. For example, if the original polynomial was P zð Þ ¼ 2�100iþ 2100z20, then choosing
c ¼ 2�10 and d ¼ 2100, for instance, would yield the scaled polynomial iþ z20, which is well-behaved
relative to overflow and underflow and has zeros which are 210 times those of P zð Þ.
If the function fails with NE_POLY_NOT_CONV, NE_POLY_UNFLOW or NE_POLY_OVFLOW,
then the real and imaginary parts of any roots obtained before the failure occurred are stored in z in the
reverse order in which they were found. More precisely, z½n� 1�:re and z½n� 1�:im contain the real and
imaginary parts of the 1st root found, z½n� 2�:re and z½n� 2�:im contain the real and imaginary parts
of the 2nd root found, and so on. The real and imaginary parts of any roots not found will be set to a
large negative number, specifically �1:0=

ffiffiffiffiffiffiffi
2:0
p

� nag real safe small number
� �

.
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10 Example

To find the roots of the polynomial a0z5 þ a1z4 þ a2z3 þ a3z2 þ a4zþ a5 ¼ 0, where a0 ¼ 5:0þ 6:0ið Þ,
a1 ¼ 30:0þ 20:0ið Þ, a2 ¼ � 0:2þ 6:0ið Þ, a3 ¼ 50:0þ 100000:0ið Þ, a4 ¼ � 2:0� 40:0ið Þ a n d
a5 ¼ 10:0þ 1:0ið Þ.

10.1 Program Text

/* nag_zeros_complex_poly (c02afc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc02.h>

int main(void)
{

Nag_Boolean scale;
Complex *a = 0, *z = 0;
Integer exit_status = 0, i, n;
NagError fail;

INIT_FAIL(fail);

printf("nag_zeros_complex_poly (c02afc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n > 0) {
if (!(a = NAG_ALLOC(n + 1, Complex)) || !(z = NAG_ALLOC(n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
scale = Nag_TRUE;
for (i = 0; i <= n; i++)

#ifdef _WIN32
scanf_s("%lf%lf", &a[i].re, &a[i].im);

#else
scanf("%lf%lf", &a[i].re, &a[i].im);

#endif

/* nag_zeros_complex_poly (c02afc).
* Zeros of a polynomial with complex coefficients
*/
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nag_zeros_complex_poly(n, a, scale, z, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zeros_complex_poly (c02afc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nDegree of polynomial = %4" NAG_IFMT "\n\n", n);
printf("Roots of polynomial\n\n");
for (i = 0; i < n; ++i)

printf("z = %13.4e %+14.4e\n", z[i].re, z[i].im);
END:

NAG_FREE(a);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_zeros_complex_poly (c02afc) Example Program Data
5

5.0 6.0
30.0 20.0
-0.2 -6.0
50.0 100000.0
-2.0 40.0
10.0 1.0

10.3 Program Results

nag_zeros_complex_poly (c02afc) Example Program Results

Degree of polynomial = 5

Roots of polynomial

z = -2.4328e+01 -4.8555e+00
z = 5.2487e+00 +2.2736e+01
z = 1.4653e+01 -1.6569e+01
z = -6.9264e-03 -7.4434e-03
z = 6.5264e-03 +7.4232e-03
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NAG Library Function Document

nag_zeros_real_poly (c02agc)

1 Purpose

nag_zeros_real_poly (c02agc) finds all the roots of a real polynomial equation, using a variant of
Laguerre's method.

2 Specification

#include <nag.h>
#include <nagc02.h>

void nag_zeros_real_poly (Integer n, const double a[], Nag_Boolean scale,
Complex z[], NagError *fail)

3 Description

nag_zeros_real_poly (c02agc) attempts to find all the roots of the nth degree real polynomial equation

P zð Þ ¼ a0zn þ a1zn�1 þ a2zn�2 þ � � � þ an�1zþ an ¼ 0:

The roots are located using a modified form of Laguerre's method, originally proposed by Smith (1967).

The method of Laguerre (see Wilkinson (1965)) can be described by the iterative scheme

L zkð Þ ¼ zkþ1 � zk ¼
�nP zkð Þ

P 0 zkð Þ 

ffiffiffiffiffiffiffiffiffiffiffiffiffi
H zkð Þ

p ;

where H zkð Þ ¼ n� 1ð Þ n� 1ð Þ P 0 zkð Þð Þ2 � nP zkð ÞP 00 zkð Þ
h i

, and z0 is specified.

The sign in the denominator is chosen so that the modulus of the Laguerre step at zk, viz. L zkð Þj j, is as
small as possible. The method can be shown to be cubically convergent for isolated roots (real or
complex) and linearly convergent for multiple roots.

The function generates a sequence of iterates z1; z2; z3; . . . ; such that P zkþ1ð Þj j < P zkð Þj j and ensures
that zkþ1 þ L zkþ1ð Þ ‘roughly’ lies inside a circular region of radius Fj j about zk known to contain a zero
of P zð Þ; that is, L zkþ1ð Þj j � Fj j, where F denotes the Fejér bound (see Marden (1966)) at the point zk.
Following Smith (1967), F is taken to be min B; 1:445nRð Þ, where B is an upper bound for the
magnitude of the smallest zero given by

B ¼ 1:0001�min
ffiffiffi
n
p

L zkð Þ; r1j j; an=a0j j1=n
� �

;

r1 is the zero X of smaller magnitude of the quadratic equation

P 00 zkð Þ= 2n n� 1ð Þð Þð ÞX2 þ P 0 zkð Þ=nð ÞX þ 1

2
P zkð Þ ¼ 0

and the Cauchy lower bound R for the smallest zero is computed (using Newton's Method) as the
positive root of the polynomial equation

a0j jzn þ a1j jzn�1 þ a2j jzn�2 þ � � � þ an�1j jz� anj j ¼ 0:

Starting from the origin, successive iterates are generated according to the rule zkþ1 ¼ zk þ L zkð Þ, for
k ¼ 1; 2; 3; . . ., and L zkð Þ is ‘adjusted’ so that P zkþ1ð Þj j < P zkð Þj j and L zkþ1ð Þj j � Fj j. The iterative
procedure terminates if P zkþ1ð Þ is smaller in absolute value than the bound on the rounding error in
P zkþ1ð Þ and the current iterate zp ¼ zkþ1 is taken to be a zero of P zð Þ (as is its conjugate �zp if zp is
complex). The deflated polynomial ~P zð Þ ¼ P zð Þ= z� zp

� �
of degree n� 1 if zp is real

( ~P zð Þ ¼ P zð Þ= z� zp
� �

z� �zp
� �� �

of degree n� 2 if zp is complex) is then formed, and the above
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procedure is repeated on the deflated polynomial until n < 3, whereupon the remaining roots are
obtained via the ‘standard’ closed formulae for a linear (n ¼ 1) or quadratic (n ¼ 2) equation.

4 References

Marden M (1966) Geometry of polynomials Mathematical Surveys 3 American Mathematical Society,
Providence, RI

Smith B T (1967) ZERPOL: a zero finding algorithm for polynomials using Laguerre's method
Technical Report Department of Computer Science, University of Toronto, Canada

Wilkinson J H (1965) The Algebraic Eigenvalue Problem Oxford University Press, Oxford

5 Arguments

1: n – Integer Input

On entry: n, the degree of the polynomial.

Constraint: n 	 1.

2: a½nþ 1� – const double Input

On entry: a½i� must contain ai (i.e., the coefficient of zn�i), for i ¼ 0; 1; . . . ; n.

Constraint: a½0� 6¼ 0:0.

3: scale – Nag_Boolean Input

On entry: indicates whether or not the polynomial is to be scaled. See Section 9 for advice on
when it may be preferable to set scale ¼ Nag FALSE and for a description of the scaling
strategy.

Suggested value: scale ¼ Nag TRUE.

4: z½n� – Complex Output

On exit: the real and imaginary parts of the roots are stored in z½i�:re and z½i�:im respectively, for
i ¼ 0; 1; . . . ; n� 1. Complex conjugate pairs of roots are stored in consecutive pairs of z; that is,
z½iþ 1�:re ¼ z½i�:re and z½iþ 1�:im ¼ �z½i�:im

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_POLY_NOT_CONV

The iterative procedure has failed to converge. This error is very unlikely to occur. If it does,
please contact NAG immediately, as some basic assumption for the arithmetic has been violated.

NE_POLY_OVFLOW

The function cannot evaluate P zð Þ near some of its zeros without overflow. Please contact NAG
immediately.

NE_POLY_UNFLOW

The function cannot evaluate P zð Þ near some of its zeros without underflow. Please contact NAG
immediately.

NE_REAL_ARG_EQ

On entry, a½0� ¼ valueh i.
Constraint: a½0� 6¼ 0:0.

7 Accuracy

All roots are evaluated as accurately as possible, but because of the inherent nature of the problem
complete accuracy cannot be guaranteed.

8 Parallelism and Performance

nag_zeros_real_poly (c02agc) is not threaded in any implementation.

9 Further Comments

If scale ¼ Nag TRUE, then a scaling factor for the coefficients is chosen as a power of the base b of the
machine so that the largest coefficient in magnitude approaches thresh ¼ bemax�p. You should note that
no scaling is performed if the largest coefficient in magnitude exceeds thresh, even if
scale ¼ Nag TRUE. (b, emax and p are defined in Chapter x02.)

However, with scale ¼ Nag TRUE, overflow may be encountered when the input coefficients
a0; a1; a2; . . . ; an vary widely in magnitude, particularly on those machines for which b4p overflows.
In such cases, scale should be set to Nag_FALSE and the coefficients scaled so that the largest
coefficient in magnitude does not exceed bemax�2p.

Even so, the scaling strategy used in nag_zeros_real_poly (c02agc) is sometimes insufficient to avoid
overflow and/or underflow conditions. In such cases, you are recommended to scale the independent
variable zð Þ so that the disparity between the largest and smallest coefficient in magnitude is reduced.
That is, use the function to locate the zeros of the polynomial d� P czð Þ for some suitable values of c
and d. For example, if the original polynomial was P zð Þ ¼ 2�100 þ 2100z20, then choosing c ¼ 2�10 and
d ¼ 2100, for instance, would yield the scaled polynomial 1þ z20, which is well-behaved relative to
overflow and underflow and has zeros which are 210 times those of P zð Þ.
If the function fails with NE_POLY_NOT_CONV, NE_POLY_UNFLOW or NE_POLY_OVFLOW,
then the real and imaginary parts of any roots obtained before the failure occurred are stored in z in the
reverse order in which they were found. More precisely, z½n� 1�:re and z½n� 1�:im contain the real and
imaginary parts of the 1st root found, z½n� 2�:re and z½n� 2�:im contain the real and imaginary parts
of the 2nd root found, and so on. The real and imaginary parts of any roots not found will be set to a
large negative number, specifically �1:0=

ffiffiffiffiffiffiffi
2:0
p

� nag real safe small number
� �

.
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10 Example

To find the roots of the 5th degree polynomial z5 þ 2z4 þ 3z3 þ 4z2 þ 5zþ 6 ¼ 0.

10.1 Program Text

/* nag_zeros_real_poly (c02agc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <math.h>
#include <nag_stdlib.h>
#include <nagc02.h>

int main(void)
{

Nag_Boolean scale;
Complex *z = 0;
Integer exit_status = 0, i, n, nroot;
NagError fail;
double *a = 0;

INIT_FAIL(fail);

printf("nag_zeros_real_poly (c02agc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n > 0) {
scale = Nag_TRUE;
if (!(a = NAG_ALLOC(n + 1, double)) || !(z = NAG_ALLOC(n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

for (i = 0; i <= n; i++)
#ifdef _WIN32

scanf_s("%lf", &a[i]);
#else

scanf("%lf", &a[i]);
#endif

printf("\nDegree of polynomial = %4" NAG_IFMT "\n\n", n);

/* nag_zeros_real_poly (c02agc).
* Zeros of a polynomial with real coefficients
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*/
nag_zeros_real_poly(n, a, scale, z, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zeros_real_poly (c02agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Roots of polynomial\n\n");
nroot = 1;
while (nroot <= n) {

if (z[nroot - 1].im == 0.0) {
printf("z = %13.4e\n", z[nroot - 1].re);
nroot += 1;

}
else {

printf("z = %13.4e +/- %14.4e\n", z[nroot - 1].re,
fabs(z[nroot - 1].im));

nroot += 2;
}

}
END:

NAG_FREE(a);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_zeros_real_poly (c02agc) Example Program Data
5

1.0 2.0 3.0 4.0 5.0 6.0

10.3 Program Results

nag_zeros_real_poly (c02agc) Example Program Results

Degree of polynomial = 5

Roots of polynomial

z = -1.4918e+00
z = 5.5169e-01 +/- 1.2533e+00
z = -8.0579e-01 +/- 1.2229e+00
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NAG Library Function Document

nag_cubic_roots (c02akc)

1 Purpose

nag_cubic_roots (c02akc) determines the roots of a cubic equation with real coefficients.

2 Specification

#include <nag.h>
#include <nagc02.h>

void nag_cubic_roots (double u, double r, double s, double t, double zeror[],
double zeroi[], double errest[], NagError *fail)

3 Description

nag_cubic_roots (c02akc) attempts to find the roots of the cubic equation

uz3 þ rz2 þ szþ t ¼ 0;

where u; r; s and t are real coefficients with u 6¼ 0. The roots are located by finding the eigenvalues of
the associated 3 by 3 (upper Hessenberg) companion matrix2 H given by

H ¼
0 0 �t=u
1 0 �s=u
0 1 �r=u

0@ 1A:
Further details can be found in Section 9.

To obtain the roots of a quadratic equation, nag_quartic_roots (c02alc) can be used.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: u – double Input

On entry: u, the coefficient of z3.

Constraint: u 6¼ 0:0.

2: r – double Input

On entry: r, the coefficient of z2.

3: s – double Input

On entry: s, the coefficient of z.

4: t – double Input

On entry: t, the constant coefficient.
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5: zeror½3� – double Output
6: zeroi½3� – double Output

On exit: zeror½i� 1� and zeroi½i� 1� contain the real and imaginary parts, respectively, of the ith
root.

7: errest½3� – double Output

On exit: errest½i� 1� contains an approximate error estimate for the ith root.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_C02_NOT_CONV

The iterative procedure used to determine the eigenvalues has failed to converge.

NE_C02_OVERFLOW

The companion matrix H cannot be formed without overflow.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL

On entry, u ¼ 0:0.
Constraint: u 6¼ 0:0.

7 Accuracy

If fail:code ¼ NE NOERROR on exit, then the ith computed root should have approximately
log10 errest½i� 1�ð Þj j correct significant digits.

8 Parallelism and Performance

nag_cubic_roots (c02akc) is not threaded in any implementation.

9 Further Comments

The method used by the function consists of the following steps, which are performed by functions
from LAPACK.

(a) Form H.

(b) Apply a diagonal similarity transformation to H (to give H 0).

(c) Calculate the eigenvalues and Schur factorization of H 0.

(d) Calculate the left and right eigenvectors of H 0.

(e) Estimate reciprocal condition numbers for all the eigenvalues of H 0.

(f) Calculate approximate error estimates for all the eigenvalues of H 0 (using the 1-norm).
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10 Example

To find the roots of the cubic equation

z3 þ 3z2 þ 9z� 13 ¼ 0:

10.1 Program Text

/* nag_cubic_roots (c02akc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* NAG C Library
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc02.h>

int main(void)
{

double *errest = 0, *zeroi = 0, *zeror = 0;
double r, s, t, u;
Integer i;
Integer exit_status = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_cubic_roots (c02akc) Example Program Results\n\n");

if (!(errest = NAG_ALLOC(3, double)) ||
!(zeroi = NAG_ALLOC(3, double)) || !(zeror = NAG_ALLOC(3, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf ", &u, &r, &s, &t);
#else

scanf("%lf %lf %lf %lf ", &u, &r, &s, &t);
#endif

/* nag_cubic_roots (c02akc).
* Zeros of a cubic polynomial with real coefficients
*/

nag_cubic_roots(u, r, s, t, zeror, zeroi, errest, &fail);
if (fail.code == NE_NOERROR) {

printf("\n Roots of cubic equation Error estimates\n");
printf(" (machine-dependent)\n\n");
for (i = 0; i <= 2; ++i) {

printf(" z = %10.5f %10.5f%s %g\n",
zeror[i], zeroi[i], "*i", errest[i]);

}
}
else {

c02 – Zeros of Polynomials c02akc

Mark 26 c02akc.3



printf("Error from nag_cubic_roots (c02akc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(errest);
NAG_FREE(zeroi);
NAG_FREE(zeror);
return exit_status;

}

10.2 Program Data

nag_cubic_roots (c02akc) Example Program Data
1.0 3.0 9.0 -13.0 : Values of u, r, s and t

10.3 Program Results

nag_cubic_roots (c02akc) Example Program Results

Roots of cubic equation Error estimates
(machine-dependent)

z = 1.00000 0.00000*i 2.37922e-15
z = -2.00000 3.00000*i 3.08789e-15
z = -2.00000 -3.00000*i 3.08789e-15
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NAG Library Function Document

nag_quartic_roots (c02alc)

1 Purpose

nag_quartic_roots (c02alc) determines the roots of a quartic equation with real coefficients.

2 Specification

#include <nag.h>
#include <nagc02.h>

void nag_quartic_roots (double e, double a, double b, double c, double d,
double zeror[], double zeroi[], double errest[], NagError *fail)

3 Description

nag_quartic_roots (c02alc) attempts to find the roots of the quartic equation

ez4 þ az3 þ bz2 þ czþ d ¼ 0;

where e, a, b, c and d are real coefficients with e 6¼ 0. The roots are located by finding the eigenvalues
of the associated 4 by 4 (upper Hessenberg) companion matrix H given by

H ¼
�d=e
�c=e
�b=e
�a=e

0B@
1CA:

Further details can be found in Section 9.

To obtain the roots of a cubic equation, nag_cubic_roots (c02akc) can be used.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: e – double Input

On entry: e, the coefficient of z4.

Constraint: e 6¼ 0:0.

2: a – double Input

On entry: a, the coefficient of z3.

3: b – double Input

On entry: b, the coefficient of z2.

4: c – double Input

On entry: c, the coefficient of z.
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5: d – double Input

On entry: d, the constant coefficient.

6: zeror½4� – double Output
7: zeroi½4� – double Output

On exit: zeror½i� 1� and zeroi½i� 1� contain the real and imaginary parts, respectively, of the ith
root.

8: errest½4� – double Output

On exit: errest½i� 1� contains an approximate error estimate for the ith root.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_C02_NOT_CONV

The iterative procedure used to determine the eigenvalues has failed to converge.

NE_C02_OVERFLOW

The companion matrix H cannot be formed without overflow.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL

On entry, e ¼ 0:0.
Constraint: e 6¼ 0:0.

7 Accuracy

If fail ¼ NE NOERROR on exit, then the ith computed root should have approximately
log10 errest½i� 1�ð Þj j correct significant digits.

8 Parallelism and Performance

nag_quartic_roots (c02alc) is not threaded in any implementation.

9 Further Comments

The method used by the function consists of the following steps, which are performed by functions
from LAPACK.

(a) Form matrix H.

(b) Apply a diagonal similarity transformation to H (to give H 0).

(c) Calculate the eigenvalues and Schur factorization of H 0.

(d) Calculate the left and right eigenvectors of H 0.

(e) Estimate reciprocal condition numbers for all the eigenvalues of H 0.

(f) Calculate approximate error estimates for all the eigenvalues of H 0 (using the 1-norm).
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10 Example

To find the roots of the quartic equation

z4 þ 2z3 þ 6z2 � 8z� 40 ¼ 0:

10.1 Program Text

/* nag_quartic_roots (c02alc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* NAG C Library
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc02.h>

int main(void)
{

double a, b, c, d, e;
double *errest = 0, *zeroi = 0, *zeror = 0;
Integer i;
Integer exit_status = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_quartic_roots (c02alc) Example Program Results\n\n");
if (!(errest = NAG_ALLOC(4, double)) ||

!(zeroi = NAG_ALLOC(4, double)) || !(zeror = NAG_ALLOC(4, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf %lf", &e, &a, &b, &c, &d);
#else

scanf("%lf %lf %lf %lf %lf", &e, &a, &b, &c, &d);
#endif

/* nag_quartic_roots (c02alc).
* Zeros of a real quartic polynomial with real coefficients
*/

nag_quartic_roots(e, a, b, c, d, zeror, zeroi, errest, &fail);
if (fail.code == NE_NOERROR) {

printf(" Roots of quartic equation Error estimates\n");
printf(" (machine-dependent)\n\n");
for (i = 0; i <= 3; ++i) {

printf("%s %10.5f %10.5f%s %g\n", " z =",
zeror[i], zeroi[i], "*i", errest[i]);

}
}
else {

printf("Error from nag_quartic_roots (c02alc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
END:

NAG_FREE(errest);
NAG_FREE(zeroi);
NAG_FREE(zeror);
return exit_status;

}

10.2 Program Data

nag_quartic_roots (c02alc) Example Program Data
1.0 2.0 6.0 -8.0 -40.0 : Values of e, a, b, c and d

10.3 Program Results

nag_quartic_roots (c02alc) Example Program Results

Roots of quartic equation Error estimates
(machine-dependent)

z = 2.00000 0.00000*i 3.39305e-15
z = -2.00000 0.00000*i 5.29913e-15
z = -1.00000 3.00000*i 4.54822e-15
z = -1.00000 -3.00000*i 4.54822e-15
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NAG Library Chapter Contents

c05 – Roots of One or More Transcendental Equations

c05 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

c05auc 23 nag_zero_cont_func_brent_binsrch
Zero of continuous function, Brent algorithm, from a given starting value,
binary search for interval

c05avc 9 nag_interval_zero_cont_func
Binary search for interval containing zero of continuous function (reverse
communication)

c05awc 23 nag_zero_cont_func_cntin
Zero of continuous function, continuation method, from a given starting
value

c05axc 9 nag_zero_cont_func_cntin_rcomm
Zero of continuous function, continuation method, from a given starting
value (reverse communication)

c05ayc 23 nag_zero_cont_func_brent
Zero of continuous function in a given interval, Brent algorithm

c05azc 9 nag_zero_cont_func_brent_rcomm
Zero of continuous function in a given interval, Brent algorithm (reverse
communication)

c05bac 9 nag_lambertW
Real values of Lambert's W function, W xð Þ

c05bbc 23 nag_lambertW_complex
Values of Lambert's W function, W zð Þ

c05mdc 26.1 nag_zero_nonlin_eqns_aa_rcomm
Solution of a system of nonlinear equations using Anderson acceleration
(reverse communication)

c05qbc 23 nag_zero_nonlin_eqns_easy
Solution of a system of nonlinear equations using function values only
(easy-to-use)

c05qcc 23 nag_zero_nonlin_eqns_expert
Solution of a system of nonlinear equations using function values only
(comprehensive)

c05qdc 23 nag_zero_nonlin_eqns_rcomm
Solution of a system of nonlinear equations using function values only
(reverse communication)

c05qsc 23 nag_zero_sparse_nonlin_eqns_easy
Solution of a sparse system of nonlinear equations using function values
only (easy-to-use)

c05rbc 23 nag_zero_nonlin_eqns_deriv_easy
Solution of a system of nonlinear equations using first derivatives (easy-to-
use)

c05rcc 23 nag_zero_nonlin_eqns_deriv_expert
Solution of a system of nonlinear equations using first derivatives
(comprehensive)
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c05rdc 23 nag_zero_nonlin_eqns_deriv_rcomm
Solution of a system of nonlinear equations using first derivatives (reverse
communication)

c05zdc 23 nag_check_derivs
Check user's function for calculating first derivatives of a set of nonlinear
functions of several variables
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NAG Library Chapter Introduction

c05 – Roots of One or More Transcendental Equations
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1 Scope of the Chapter

This chapter is concerned with the calculation of zeros of continuous functions of one or more
variables. The majority of problems considered are for real-valued functions of real variables, in which
case complex equations must be expressed in terms of the equivalent larger system of real equations.

2 Background to the Problems

The chapter divides naturally into two parts.

2.1 A Single Equation

The first deals with the real zeros of a real function of a single variable f xð Þ.
There are three functions with simple calling sequences. The first assumes that you can determine an
initial interval a; b½ � within which the desired zero lies, (that is, where f að Þ � f bð Þ < 0), and outside
which all other zeros lie. The function then systematically subdivides the interval to produce a final
interval containing the zero. This final interval has a length bounded by your specified error
requirements; the end of the interval where the function has smallest magnitude is returned as the zero.
This function is guaranteed to converge to a simple zero of the function. (Here we define a simple zero
as a zero corresponding to a sign-change of the function; none of the available functions are capable of
making any finer distinction.) However, as with the other functions described below, a non-simple zero
might be determined and it is left to you to check for this. The algorithm used is due to Brent (1973).

The two other functions are both designed for the case where you are unable to specify an interval
containing the simple zero. One starts from an initial point and performs a search for an interval
containing a simple zero. If such an interval is computed then the method described above is used next
to determine the zero accurately. The other method uses a ‘continuation’ method based on a secant
iteration. A sequence of subproblems is solved; the first of these is trivial and the last is the actual
problem of finding a zero of f xð Þ. The intermediate problems employ the solutions of earlier problems
to provide initial guesses for the secant iterations used to calculate their solutions.

Three other functions are also supplied. They employ reverse communication and use the same core
algorithms as the functions described above.

Finally, two functions are provided to return values of Lambert's W function (sometimes known as the
‘product log’ or ‘Omega’ function), which is the inverse function of

f wð Þ ¼ wew for w 2 C;

that is, if Lambert's W function W xð Þ ¼ a for x; a 2 C, then a is a zero of the function
F wð Þ ¼ wew � x. One function uses the iterative method described in Barry et al. (1995) to return
values from the real branches of W (restricting x; a 2 R). The second function enforces no such
restriction, and uses the approach described in Corless et al. (1996).

2.2 Systems of Equations

The functions in the second part of this chapter are designed to solve a set of nonlinear equations in n
unknowns

fi xð Þ ¼ 0; i ¼ 1; 2; . . . ; n; x ¼ x1; x2; . . . ; xnð ÞT; ð1Þ

where T stands for transpose.

It is assumed that the functions are continuous and differentiable so that the matrix of first partial

derivatives of the functions, the Jacobian matrix Jij xð Þ ¼
@fi
@xj

� �
evaluated at the point x, exists,

though it may not be possible to calculate it directly.

The functions fi must be independent, otherwise there will be an infinity of solutions and the methods
will fail. However, even when the functions are independent the solutions may not be unique. Since the
methods are iterative, an initial guess at the solution has to be supplied, and the solution located will
usually be the one closest to this initial guess.
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3 Recommendations on Choice and Use of Available Functions

3.1 Zeros of Functions of One Variable

The functions can be divided into two classes. There are three functions (nag_interval_zero_cont_func
(c05avc), nag_zero_cont_func_cntin_rcomm (c05axc) and nag_zero_cont_func_brent_rcomm
(c05azc)) all written in reverse communication form and three (nag_zero_cont_func_brent_binsrch
(c05auc), nag_zero_cont_func_cntin (c05awc) and nag_zero_cont_func_brent (c05ayc)) written in
direct communication form (see Section 3.3.2 in How to Use the NAG Library and its Documentation
for a description of the difference between these two conventions). The direct communication functions
are designed for inexperienced users and, in particular, for solving problems where the function f xð Þ
whose zero is to be calculated, can be coded as a user-supplied (sub)program. These functions find the
zero by using the same core algorithms as the reverse communication functions. Experienced users are
recommended to use the reverse communication functions directly as they permit you more control of
the calculation. Indeed, if the zero-finding process is embedded in a much larger program then the
reverse communication functions should always be used.

The recommendation as to which function should be used depends mainly on whether you can supply
an interval a; b½ � containing the zero; that is, where f að Þ � f bð Þ < 0. If the interval can be supplied, then
nag_zero_cont_func_brent (c05ayc) (or, in reverse communication, nag_zero_cont_func_brent_r
comm (c05azc)) should be used, in general. This recommendation should be qualified in the case when
the only interval which can be supplied is very long relative to your error requirements and you can
also supply a good approximation to the zero. In this case nag_zero_cont_func_cntin (c05awc) (or, in
reverse communication, nag_zero_cont_func_cntin_rcomm (c05axc)) may prove more efficient
(though these latter functions will not provide the error bound available from nag_zero_cont_func_
brent_rcomm (c05azc)).

If an interval containing the zero cannot be supplied then you must choose between
nag_zero_cont_func_brent_binsrch (c05auc) (or, in reverse communication, nag_interval_zero_
cont_func (c05avc) followed by nag_zero_cont_func_brent_rcomm (c05azc)) and nag_zero_cont_
func_cntin (c05awc) (or, in reverse communication, nag_zero_cont_func_cntin_rcomm (c05axc)).
nag_zero_cont_func_brent_binsrch (c05auc) first determines an interval containing the zero, and then
proceeds as in nag_zero_cont_func_brent (c05ayc); it is particularly recommended when you do not
have a good initial approximation to the zero. If a good initial approximation to the zero is available
then nag_zero_cont_func_cntin (c05awc) is to be preferred. Since neither of these latter functions has
guaranteed convergence to the zero, you are recommended to experiment with both in case of difficulty.

3.2 Solution of Sets of Nonlinear Equations

The solution of a set of nonlinear equations

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n ð2Þ

can be regarded as a special case of the problem of finding a minimum of a sum of squares

s xð Þ ¼
Xm
i¼1

fi x1; x2; . . . ; xnð Þ½ �2; m 	 nð Þ: ð3Þ

So the functions in Chapter e04 are relevant as well as the special nonlinear equations functions.

The functions for solving a set of nonlinear equations can also be divided into classes. There are five
functions (nag_zero_nonlin_eqns_easy (c05qbc), nag_zero_nonlin_eqns_expert (c05qcc), nag_zer
o_sparse_nonlin_eqns_easy (c05qsc), nag_zero_nonlin_eqns_deriv_easy (c05rbc) and nag_zero_
nonlin_eqns_deriv_expert (c05rcc)) all written in direct communication form and three (nag_zer
o_nonlin_eqns_aa_rcomm (c05mdc), nag_zero_nonlin_eqns_rcomm (c05qdc) and nag_zero_nonli
n_eqns_deriv_rcomm (c05rdc)) written in reverse communication form. The direct communication
functions are designed for inexperienced users and, in particular, these functions require the fi (and
possibly their derivatives) to be calculated in user-supplied functions. These should be set up carefully
so the Library functions can work as efficiently as possible. Experienced users are recommended to use
the reverse communication functions as they permit you more control of the calculation. Indeed, if the
zero-finding process is embedded in a much larger program then the reverse communication functions
should always be used.
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The main decision you have to make is whether to supply the derivatives
@fi
@xj

. It is advisable to do so if

possible, since the results obtained by algorithms which use derivatives are generally more reliable than
those obtained by algorithms which do not use derivatives.

nag_zero_nonlin_eqns_deriv_easy (c05rbc), nag_zero_nonlin_eqns_deriv_expert (c05rcc) and
nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) require you to provide the derivatives, whilst
nag_zero_nonlin_eqns_aa_rcomm (c05mdc), nag_zero_nonlin_eqns_easy (c05qbc), nag_zero_nonli
n_eqns_expert (c05qcc), nag_zero_nonlin_eqns_rcomm (c05qdc) and nag_zero_sparse_nonlin_eqn
s_easy (c05qsc) do not. nag_zero_nonlin_eqns_easy (c05qbc), nag_zero_sparse_nonlin_eqns_easy
(c05qsc) and nag_zero_nonlin_eqns_deriv_easy (c05rbc) are easy-to-use functions; greater flexibility
may be obtained using nag_zero_nonlin_eqns_expert (c05qcc) and nag_zero_nonlin_eqns_deriv_ex
pert (c05rcc) (or, in reverse communication, nag_zero_nonlin_eqns_rcomm (c05qdc) and
nag_zero_nonlin_eqns_deriv_rcomm (c05rdc)), but these have longer argument lists. nag_zero_
nonlin_eqns_easy (c05qbc), nag_zero_nonlin_eqns_expert (c05qcc), nag_zero_nonlin_eqns_rcomm
(c05qdc) and nag_zero_sparse_nonlin_eqns_easy (c05qsc) approximate the derivatives internally
using finite differences. nag_zero_nonlin_eqns_aa_rcomm (c05mdc) does not use derivatives at all,
and may be useful when the cost of evaluating f xð Þ is high.

nag_zero_sparse_nonlin_eqns_easy (c05qsc) is an easy-to-use function specially adapted for sparse
problems, that is, problems where each function depends on a small subset of the n variables so that the
Jacobian matrix has many zeros. It employs sparse linear algebra methods and consequently is expected
to take significantly less time to complete than the other functions, especially if n is large.

nag_check_derivs (c05zdc) is provided for use in conjunction with nag_zero_nonlin_eqns_deriv_easy
(c05rbc), nag_zero_nonlin_eqns_deriv_expert (c05rcc) and nag_zero_nonlin_eqns_deriv_rcomm
(c05rdc) to check the user-supplied derivatives for consistency with the functions themselves. You are
strongly advised to make use of this function whenever nag_zero_nonlin_eqns_deriv_easy (c05rbc),
nag_zero_nonlin_eqns_deriv_expert (c05rcc) or nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) is
used.

Firstly, the calculation of the functions and their derivatives should be ordered so that cancellation
errors are avoided. This is particularly important in a function that uses these quantities to build up
estimates of higher derivatives.

Secondly, scaling of the variables has a considerable effect on the efficiency of a function. The problem
should be designed so that the elements of x are of similar magnitude. The same comment applies to
the functions, i.e., all the fi should be of comparable size.

The accuracy is usually determined by the accuracy arguments of the functions, but the following points
may be useful.

(i) Greater accuracy in the solution may be requested by choosing smaller input values for the
accuracy arguments. However, if unreasonable accuracy is demanded, rounding errors may become
important and cause a failure.

(ii) Some idea of the accuracies of the xi may be obtained by monitoring the progress of the function
to see how many figures remain unchanged during the last few iterations.

(iii) An approximation to the error in the solution x is given by e where e is the solution to the set of
linear equations

J xð Þe ¼ �f xð Þ

where f xð Þ ¼ f1 xð Þ; f2 xð Þ; . . . ; fn xð Þð ÞT.
Note that the QR decomposition of J is available from nag_zero_nonlin_eqns_expert (c05qcc)
and nag_zero_nonlin_eqns_deriv_expert (c05rcc) (or, in reverse communication, nag_zero_non
lin_eqns_rcomm (c05qdc) and nag_zero_nonlin_eqns_deriv_rcomm (c05rdc)) so that

Re ¼ �QTf

and QTf is also provided by these functions.
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(iv) If the functions fi xð Þ are changed by small amounts �i, for i ¼ 1; 2; . . . ; n, then the corresponding
change in the solution x is given approximately by �, where � is the solution of the set of linear
equations

J xð Þ� ¼ ��:

Thus one can estimate the sensitivity of x to any uncertainties in the specification of fi xð Þ, for
i ¼ 1; 2; . . . ; n. As noted above, the sophisticated functions nag_zero_nonlin_eqns_expert
(c05qcc) and nag_zero_nonlin_eqns_deriv_expert (c05rcc) (or, in reverse communication,
nag_zero_nonlin_eqns_rcomm (c05qdc) and nag_zero_nonlin_eqns_deriv_rcomm (c05rdc))
provide the QR decomposition of J .

3.3 Values of Lambert's W function

If you require purely-real values of W , these will be evaluated marginally more efficiently by
nag_lambertW (c05bac) than nag_lambertW_complex (c05bbc) owing to the differing iterative
procedures used by each function.

4 Decision Trees

Tree 1: Functions of One Variable

Is reverse communication required?
yes

Is there available an interval a; b½ �
containing a simple zero, and no others? yes

c05azc

no

Is a good approximation to the zero
available? yes

c05axc

no

c05avc followed by c05azc

no

Do you wish to compute the values of
Lambert's W function? yes

do you require values from only the real
branches? yes

c05bac

no

c05bbc

no

Is there available an interval a; b½ �
containing a simple zero, and no others? yes

c05ayc

no

Is a good approximation to the zero
available? yes

c05awc

no

c05auc
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Tree 2: Functions of several variables

Do you wish to avoid the use of the
Jacobian matrix? yes

c05mdc

no

Is the Jacobian matrix sparse?
yes

c05qsc

no

Is reverse communication required?
yes

Is the Jacobian matrix available?
yes

c05rdc and c05zdc

no

c05qdc

no

Is the Jacobian matrix available?
yes

Is flexibility required?
yes

c05rcc and c05zdc

no

c05rbc and c05zdc

no

Is flexibility required?
yes

c05qcc

no

c05qbc

5 Functionality Index

Lambert's W function,
complex values ............................................................................... nag_lambertW_complex (c05bbc)
real values ...................................................................................................... nag_lambertW (c05bac)

Zeros of functions of one variable,
direct communication,

binary search followed by Brent algorithm ............ nag_zero_cont_func_brent_binsrch (c05auc)
Brent algorithm ...................................................................... nag_zero_cont_func_brent (c05ayc)
continuation method .............................................................. nag_zero_cont_func_cntin (c05awc)

reverse communication,
binary search ...................................................................... nag_interval_zero_cont_func (c05avc)
Brent algorithm ......................................................... nag_zero_cont_func_brent_rcomm (c05azc)
continuation method .................................................. nag_zero_cont_func_cntin_rcomm (c05axc)

Zeros of functions of several variables,
checking function,

checks user-supplied Jacobian ............................................................ nag_check_derivs (c05zdc)
direct communication,

Anderson acceleration,
reverse communication ........................................ nag_zero_nonlin_eqns_aa_rcomm (c05mdc)

easy-to-use,
derivatives required .............................................. nag_zero_nonlin_eqns_deriv_easy (c05rbc)
no derivatives required .................................................. nag_zero_nonlin_eqns_easy (c05qbc)
no derivatives required, sparse .......................... nag_zero_sparse_nonlin_eqns_easy (c05qsc)

sophisticated,
derivatives required ............................................ nag_zero_nonlin_eqns_deriv_expert (c05rcc)
no derivatives required ................................................ nag_zero_nonlin_eqns_expert (c05qcc)

reverse communication,
sophisticated,

derivatives required .......................................... nag_zero_nonlin_eqns_deriv_rcomm (c05rdc)
no derivatives required .............................................. nag_zero_nonlin_eqns_rcomm (c05qdc)

6 Auxiliary Functions Associated with Library Function Arguments

None.
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7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_zero_cont_func_bd (c05adc) 24 nag_zero_cont_func_brent (c05ayc)
nag_zero_cont_func_brent_bsrch (c05agc) 25 nag_zero_cont_func_brent_binsrch

(c05auc)
nag_zero_nonlin_eqns (c05nbc) 24 nag_zero_nonlin_eqns_easy (c05qbc)
nag_zero_nonlin_eqns_deriv (c05pbc) 24 nag_zero_nonlin_eqns_deriv_easy (c05rbc)
nag_zero_cont_func_bd_1 (c05sdc) 25 nag_zero_cont_func_brent (c05ayc)
nag_zero_nonlin_eqns_1 (c05tbc) 24 nag_zero_nonlin_eqns_easy (c05qbc)
nag_zero_nonlin_eqns_deriv_1 (c05ubc) 25 nag_zero_nonlin_eqns_deriv_easy (c05rbc)
nag_check_deriv (c05zbc) 24 nag_check_derivs (c05zdc)
nag_check_deriv_1 (c05zcc) 24 nag_check_derivs (c05zdc)
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NAG Library Function Document

nag_zero_cont_func_brent_binsrch (c05auc)

1 Purpose

nag_zero_cont_func_brent_binsrch (c05auc) locates a simple zero of a continuous function from a given
starting value. It uses a binary search to locate an interval containing a zero of the function, then Brent's
method, which is a combination of nonlinear interpolation, linear extrapolation and bisection, to locate
the zero precisely.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_cont_func_brent_binsrch (double *x, double h, double eps,
double eta,

double (*f)(double x, Nag_Comm *comm),

double *a, double *b, Nag_Comm *comm, NagError *fail)

3 Description

nag_zero_cont_func_brent_binsrch (c05auc) attempts to locate an interval a; b½ � containing a simple zero
of the function f xð Þ by a binary search starting from the initial point x ¼ x and using repeated calls to
nag_interval_zero_cont_func (c05avc). If this search succeeds, then the zero is determined to a user-
specified accuracy by a call to nag_zero_cont_func_brent (c05ayc). The specifications of functions
nag_interval_zero_cont_func (c05avc) and nag_zero_cont_func_brent (c05ayc) should be consulted for
details of the methods used.

The approximation x to the zero � is determined so that at least one of the following criteria is
satisfied:

(i) x� �j j � eps,

(ii) f xð Þj j � eta.

4 References

Brent R P (1973) Algorithms for Minimization Without Derivatives Prentice–Hall

5 Arguments

1: x – double * Input/Output

On entry: an initial approximation to the zero.

On exit: if fail:code ¼ NE_NOERROR or NW_TOO_MUCH_ACC_REQUESTED, x is the final
approximation to the zero.

If fail:code ¼ NE_PROBABLE_POLE, x is likely to be a pole of f xð Þ.
Otherwise, x contains no useful information.

2: h – double Input

On entry: a step length for use in the binary search for an interval containing the zero. The
maximum interval searched is x� 256:0� h; xþ 256:0� h½ �.
Constraint: h must be sufficiently large that xþ h 6¼ x on the computer.
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3: eps – double Input

On entry: the termination tolerance on x (see Section 3).

Constraint: eps > 0:0.

4: eta – double Input

On entry: a value such that if f xð Þj j � eta, x is accepted as the zero. eta may be specified as 0:0
(see Section 7).

5: f – function, supplied by the user External Function

f must evaluate the function f whose zero is to be determined.

The specification of f is:

double f (double x, Nag_Comm *comm)

1: x – double Input

On entry: the point at which the function must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_cont_func_brent_
binsrch (c05auc) you may allocate memory and initialize these pointers with
various quantities for use by f when called from nag_zero_cont_func_brent_
binsrch (c05auc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: a – double * Output
7: b – double * Output

On exit: the lower and upper bounds respectively of the interval resulting from the binary search.
If the zero is determined exactly such that f xð Þ ¼ 0:0 or is determined so that f xð Þj j � eta at any
stage in the calculation, then on exit a ¼ b ¼ x.

8: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

c05auc NAG Library Manual

c05auc.2 Mark 26



NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROBABLE_POLE

Solution may be a pole rather than a zero.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: eps > 0:0.

NE_REAL_2

On entry, x ¼ valueh i and h ¼ valueh i.
Constraint: xþ h 6¼ x (to machine accuracy).

NE_ZERO_NOT_FOUND

An interval containing the zero could not be found. Increasing h and calling nag_zero_cont_
func_brent_binsrch (c05auc) again will increase the range searched for the zero. Decreasing h
and calling nag_zero_cont_func_brent_binsrch (c05auc) again will refine the mesh used in the
search for the zero.

NW_TOO_MUCH_ACC_REQUESTED

The tolerance eps has been set too small for the problem being solved. However, the value x
returned is a good approximation to the zero. eps ¼ valueh i.

7 Accuracy

The levels of accuracy depend on the values of eps and eta. If full machine accuracy is required, they
may be set very small, resulting in an exit with fail:code ¼ NW_TOO_MUCH_ACC_REQUESTED,
although this may involve many more iterations than a lesser accuracy. You are recommended to set
eta ¼ 0:0 and to use eps to control the accuracy, unless you have considerable knowledge of the size of
f xð Þ for values of x near the zero.

8 Parallelism and Performance

nag_zero_cont_func_brent_binsrch (c05auc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_zero_cont_func_brent_binsrch (c05auc) depends primarily on the time spent
evaluating f (see Section 5). The accuracy of the initial approximation x and the value of h will have a
somewhat unpredictable effect on the timing.

If it is important to determine an interval of relative length less than 2� eps containing the zero, or if f
is expensive to evaluate and the number of calls to f is to be restricted, then use of
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nag_interval_zero_cont_func (c05avc) followed by nag_zero_cont_func_brent_rcomm (c05azc) is
recommended. Use of this combination is also recommended when the structure of the problem to
be solved does not permit a simple f to be written: the reverse communication facilities of these
functions are more flexible than the direct communication of f required by nag_zero_cont_func_
brent_binsrch (c05auc).

If the iteration terminates with successful exit and a ¼ b ¼ x there is no guarantee that the value
returned in x corresponds to a simple zero and you should check whether it does.

One way to check this is to compute the derivative of f at the point x, preferably analytically, or, if this
is not possible, numerically, perhaps by using a central difference estimate. If f 0 xð Þ ¼ 0:0, then x must
correspond to a multiple zero of f rather than a simple zero.

10 Example

This example calculates an approximation to the zero of x� e�x using a tolerance of eps ¼ 1:0e�5
starting from x ¼ 1:0 and using an initial search step h ¼ 0:1.

10.1 Program Text

/* nag_zero_cont_func_brent_binsrch (c05auc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double a, b, eps, eta, h, x;
NagError fail;
Nag_Comm comm;
/* Arrays */
static double ruser[1] = { -1.0 };

INIT_FAIL(fail);

printf("nag_zero_cont_func_brent_binsrch (c05auc) Example Program Results\n");

x = 1.0;
h = 0.1;
eps = 1e-05;
eta = 0.0;

/* For communication with user-supplied functions: */
comm.user = ruser;

/* nag_zero_cont_func_brent_binsrch (c05auc).
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* Locates a simple zero of a continuous function of one variable,
* binary search for an interval containing a zero.
*/

nag_zero_cont_func_brent_binsrch(&x, h, eps, eta, f, &a, &b, &comm, &fail);
if (fail.code == NE_NOERROR) {

printf("Root is %13.5f\n", x);
printf("Interval searched is [%8.5f,%8.5f]\n", a, b);

}
else {

printf("%s\n", fail.message);
if (fail.code == NE_PROBABLE_POLE ||

fail.code == NW_TOO_MUCH_ACC_REQUESTED)
printf("Final value = %13.5f\n", x);

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL f(double x, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
return x - exp(-x);

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_cont_func_brent_binsrch (c05auc) Example Program Results
(User-supplied callback f, first invocation.)
Root is 0.56714
Interval searched is [ 0.50000, 0.90000]
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NAG Library Function Document

nag_interval_zero_cont_func (c05avc)

1 Purpose

nag_interval_zero_cont_func (c05avc) attempts to locate an interval containing a simple zero of a
continuous function using a binary search. It uses reverse communication for evaluating the function.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_interval_zero_cont_func (double *x, double fx, double *h,
double boundl, double boundu, double *y, double c[], Integer *ind,
NagError *fail)

3 Description

You must supply an initial point x and a step h. nag_interval_zero_cont_func (c05avc) attempts to
locate a short interval x; y½ � � boundl; boundu½ � containing a simple zero of f xð Þ.
(On exit we may have x > y; x is determined as the first point encountered in a binary search where the
sign of f xð Þ differs from the sign of f xð Þ at the initial input point x.) The function attempts to locate a
zero of f xð Þ using h, 0:1� h, 0:01� h and 0:001� h in turn as its basic step before quitting with an
error exit if unsuccessful.

nag_interval_zero_cont_func (c05avc) returns to the calling program for each evaluation of f xð Þ. On
each return you should set fx ¼ f xð Þ and call nag_interval_zero_cont_func (c05avc) again.

4 References

None.

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument ind. Between intermediate exits and re-
entries, all arguments other than fx must remain unchanged.

1: x – double * Input/Output

On initial entry: the best available approximation to the zero.

Constraint: x must lie in the closed interval boundl; boundu½ � (see below).

On intermediate exit: contains the point at which f must be evaluated before re-entry to the
function.

On final exit: contains one end of an interval containing the zero, the other end being in y, unless
an error has occurred. If fail:code ¼ NE_ZERO_NOT_FOUND, x and y are the end points of the
largest interval searched. If a zero is located exactly, its value is returned in x (and in y).

2: fx – double Input

On initial entry: if ind ¼ 1, fx need not be set.

If ind ¼ �1, fx must contain f xð Þ for the initial value of x.

On intermediate re-entry: must contain f xð Þ for the current value of x.
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3: h – double * Input/Output

On initial entry: a basic step size which is used in the binary search for an interval containing a
zero. The basic step sizes h; 0:1� h, 0:01� h and 0:001� h are used in turn when searching for
the zero.

Constraint: either xþ h or x� h must lie inside the closed interval boundl; boundu½ �.
h must be sufficiently large that xþ h 6¼ x on the computer.

On final exit: is undefined.

4: boundl – double Input
5: boundu – double Input

On initial entry: boundl and boundu must contain respectively lower and upper bounds for the
interval of search for the zero.

Constraint: boundl < boundu.

6: y – double * Input/Output

On initial entry: need not be set.

On final exit: contains the closest point found to the final value of x, such that f xð Þ � f yð Þ � 0:0.
If a value x is found such that f xð Þ ¼ 0, then y ¼ x. On final exit with fail:code ¼
NE_ZERO_NOT_FOUND, x and y are the end points of the largest interval searched.

7: c½11� – double Communication Array

On initial entry: need not be set.

On final exit: if fail:code ¼ NE_NOERROR or NE_ZERO_NOT_FOUND, c½0� contains f yð Þ.

8: ind – Integer * Input/Output

On initial entry: must be set to 1 or �1.
ind ¼ 1

fx need not be set.

ind ¼ �1
fx must contain f xð Þ.

On intermediate exit: contains 2 or 3. The calling program must evaluate f at x, storing the result
in fx, and re-enter nag_interval_zero_cont_func (c05avc) with all other arguments unchanged.

On final exit: contains 0.

Constraint: on entry ind ¼ �1, 1, 2 or 3.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, ind ¼ valueh i.
Constraint: ind ¼ �1, 1, 2 or 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, boundl ¼ valueh i and boundu ¼ valueh i.
Constraint: boundl < boundu.

On entry, h is too small for use as a perturbation of x: x ¼ valueh i and h ¼ valueh i.

NE_REAL_3

On entry, x ¼ valueh i, boundl ¼ valueh i and boundu ¼ valueh i.
Constraint: boundl � x � boundu.

NE_REAL_4

On entry, xþ h and x� h both lie outside the interval boundl; boundu½ �: x ¼ valueh i,
h ¼ valueh i, boundl ¼ valueh i and boundu ¼ valueh i.

NE_ZERO_NOT_FOUND

An interval containing the zero could not be found.

7 Accuracy

nag_interval_zero_cont_func (c05avc) is not intended to be used to obtain accurate approximations to
the zero of f xð Þ but rather to locate an interval containing a zero. This interval can then be used as
input to an accurate rootfinder such as nag_zero_cont_func_brent (c05ayc) or nag_zero_cont_func_
brent_rcomm (c05azc). The size of the interval determined depends somewhat unpredictably on the
choice of x and h. The closer x is to the root and the smaller the initial value of h, then, in general, the
smaller (more accurate) the interval determined; however, the accuracy of this statement depends to
some extent on the behaviour of f xð Þ near x ¼ x and on the size of h.

8 Parallelism and Performance

nag_interval_zero_cont_func (c05avc) is not threaded in any implementation.

9 Further Comments

For most problems, the time taken on each call to nag_interval_zero_cont_func (c05avc) will be
negligible compared with the time spent evaluating f xð Þ between calls to nag_interval_zero_cont_func
(c05avc). However, the initial value of x and h will clearly affect the timing. The closer x is to the root,
and the larger the initial value of h then the less time taken. (However taking a large h can affect the
accuracy and reliability of the function, see below.)

You are expected to choose boundl and boundu as physically (or mathematically) realistic limits on the
interval of search. For example, it may be known, from physical arguments, that no zero of f xð Þ of
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interest will lie outside boundl; boundu½ �. Alternatively, f xð Þ may be more expensive to evaluate for
some values of x than for others and such expensive evaluations can sometimes be avoided by careful
choice of boundl and boundu.

The choice of boundl and boundu affects the search only in that these values provide physical
limitations on the search values and that the search is terminated if it seems, from the available
information about f xð Þ, that the zero lies outside boundl; boundu½ �. In this case (fail:code ¼
NE_ZERO_NOT_FOUND on exit), only one of f boundlð Þ and f bounduð Þ may have been evaluated
and a zero close to the other end of the interval could be missed. The actual interval searched is
returned in the arguments x and y and you can call nag_interval_zero_cont_func (c05avc) again to
search the remainder of the original interval.

Though nag_interval_zero_cont_func (c05avc) is intended primarily for determining an interval
containing a zero of f xð Þ, it may be used to shorten a known interval. This could be useful if, for
example, a large interval containing the zero is known and it is also known that the root lies close to
one end of the interval; by setting x to this end of the interval and h small, a short interval will usually
be determined. However, it is worth noting that once any interval containing a zero has been
determined, a call to nag_zero_cont_func_brent_rcomm (c05azc) will usually be the most efficient way
to calculate an interval of specified length containing the zero. To assist in this determination, the
information in fx and in x, y and c½0� on successful exit from nag_interval_zero_cont_func (c05avc) is
in the correct form for a call to function nag_zero_cont_func_brent_rcomm (c05azc) with ind ¼ �1.
If the calculation terminates because f xð Þ ¼ 0:0, then on return y is set to x. (In fact, y ¼ x on return
only in this case.) In this case, there is no guarantee that the value in x corresponds to a simple zero
and you should check whether it does.

One way to check this is to compute the derivative of f at the point x, preferably analytically, or, if this
is not possible, numerically, perhaps by using a central difference estimate. If f 0 xð Þ ¼ 0:0, then x must
correspond to a multiple zero of f rather than a simple zero.

10 Example

This example finds a sub-interval of 0:0; 4:0½ � containing a simple zero of x2 � 3xþ 2. The zero nearest
to 3:0 is required and so we set x ¼ 3:0 initially.

10.1 Program Text

/* nag_interval_zero_cont_func (c05avc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double boundl, boundu, fx, h, x, y;
Integer ind;
/* Arrays */
double c[11];
NagError fail;

INIT_FAIL(fail);

printf("nag_interval_zero_cont_func (c05avc) Example Program Results\n");
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x = 3.0;
h = 0.1;
boundl = 0.0;
boundu = 4.0;
ind = 1;
fx = 0.0;
/* nag_interval_zero_cont_func (c05avc).
* Locates an interval containing a simple zero of a continuous
* function using binary search and reverse communication.
*/

while (ind != 0) {
nag_interval_zero_cont_func(&x, fx, &h, boundl, boundu, &y, c, &ind,

&fail);

if (ind != 0)
fx = pow(x, 2) - 3.0 * x + 2.0;

}

if (fail.code == NE_NOERROR) {
printf("Interval containing root is [x,y], where\n");
printf("x = %12.4f, y = %12.4f\n", x, y);
printf("Values of f at x and y are\n");
printf("f(x) = %12.2f, f(y) = %12.2f\n", fx, c[0]);

}
else {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_interval_zero_cont_func (c05avc) Example Program Results
Interval containing root is [x,y], where
x = 1.7000, y = 2.5000
Values of f at x and y are
f(x) = -0.21, f(y) = 0.75
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NAG Library Function Document

nag_zero_cont_func_cntin (c05awc)

1 Purpose

nag_zero_cont_func_cntin (c05awc) attempts to locate a zero of a continuous function using a
continuation method based on a secant iteration.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_cont_func_cntin (double *x, double eps, double eta,

double (*f)(double x, Nag_Comm *comm),

Integer nfmax, Nag_Comm *comm, NagError *fail)

3 Description

nag_zero_cont_func_cntin (c05awc) attempts to obtain an approximation to a simple zero � of the
function f xð Þ given an initial approximation x to �. The zero is found by a call to
nag_zero_cont_func_cntin_rcomm (c05axc) whose specification should be consulted for details of the
method used.

The approximation x to the zero � is determined so that at least one of the following criteria is
satisfied:

(i) x� �j j � eps,

(ii) f xð Þj j < eta.

4 References

None.

5 Arguments

1: x – double * Input/Output

On entry: an initial approximation to the zero.

On e x i t : i f fail:code ¼ NE_NOERROR , NE_SECANT_ I TER_FA I LED o r
NE_TOO_MANY_CALLS it contains the approximation to the zero, otherwise it contains no
useful information.

2: eps – double Input

On entry: an absolute tolerance to control the accuracy to which the zero is determined. In
general, the smaller the value of eps the more accurate x will be as an approximation to �.
Indeed, for very small positive values of eps, it is likely that the final approximation will satisfy
x� �j j < eps. You are advised to call the function with more than one value for eps to check the
accuracy obtained.

Constraint: eps > 0:0.
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3: eta – double Input

On entry: a value such that if f xð Þj j < eta, x is accepted as the zero. eta may be specified as 0:0
(see Section 7).

4: f – function, supplied by the user External Function

f must evaluate the function f whose zero is to be determined.

The specification of f is:

double f (double x, Nag_Comm *comm)

1: x – double Input

On entry: the point at which the function must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_cont_func_cntin
(c05awc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_zero_cont_func_cntin (c05awc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

5: nfmax – Integer Input

On entry: the maximum permitted number of calls to f from nag_zero_cont_func_cntin (c05awc).
If f is inexpensive to evaluate, nfmax should be given a large value (say > 1000).

Constraint: nfmax > 0.

6: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nfmax ¼ valueh i.
Constraint: nfmax > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error occurred in an internal call to an auxiliary function.

Internal scale factor invalid for this problem. Consider using nag_zero_cont_func_cntin_rcomm
(c05axc) instead and setting scal.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: eps > 0:0.

NE_SECANT_ITER_FAILED

Either f has no zero near x or too much accuracy has been requested. Check the coding of f or
increase eps.

NE_TOO_MANY_CALLS

More than nfmax calls have been made to f.

nfmax may be too small for the problem (because x is too far away from the zero), or f has no
zero near x, or too much accuracy has been requested in calculating the zero. Increase nfmax,
check the coding of f or increase eps.

7 Accuracy

The levels of accuracy depend on the values of eps and eta. If full machine accuracy is required, they
may be set very small, resulting in an exit with fail:code ¼ NE_SECANT_ITER_FAILED or
NE_TOO_MANY_CALLS, although this may involve many more iterations than a lesser accuracy. You
are recommended to set eta ¼ 0:0 and to use eps to control the accuracy, unless you have considerable
knowledge of the size of f xð Þ for values of x near the zero.

8 Parallelism and Performance

nag_zero_cont_func_cntin (c05awc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_zero_cont_func_cntin (c05awc) depends primarily on the time spent evaluating
the function f (see Section 5) and on how close the initial value of x is to the zero.

If a more flexible way of specifying the function f is required or if you wish to have closer control of
the calculation, then the reverse communication function nag_zero_cont_func_cntin_rcomm (c05axc) is
recommended instead of nag_zero_cont_func_cntin (c05awc).

10 Example

This example calculates the zero of f xð Þ ¼ e�x � x from a starting value x ¼ 1:0. Two calculations are
made with eps ¼ 1:0e�3 and 1:0e�4 for comparison purposes, with eta ¼ 0:0 in both cases.
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10.1 Program Text

/* nag_zero_cont_func_cntin (c05awc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer nfmax, exit_status = 0;
int i;
double eps, eta, x;
/* Arrays */
static double ruser[1] = { -1.0 };

NagError fail;
Nag_Comm comm;

printf("nag_zero_cont_func_cntin (c05awc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

for (i = 3; i <= 4; i++) {
eps = pow(10.0, -i);
x = 1.0;
eta = 0.0;
nfmax = 200;

INIT_FAIL(fail);

/* nag_zero_cont_func_cntin (c05awc).
* Locates a zero of a continuous function.
*/

nag_zero_cont_func_cntin(&x, eps, eta, f, nfmax, &comm, &fail);

if (fail.code == NE_NOERROR) {
printf("\nWith eps = %10.2e, root is %14.5f\n", eps, x);

}
else {

printf("Error from nag_zero_cont_func_cntin (c05awc) %s\n",
fail.message);

if (fail.code == NE_TOO_MANY_CALLS ||
fail.code == NE_SECANT_ITER_FAILED) {

printf("\nWith eps = %10.2e, final value is %14.5f\n", eps, x);
}

exit_status = 1;
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goto END;
}

}

END:

return exit_status;
}

static double NAG_CALL f(double x, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
return exp(-x) - x;

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_cont_func_cntin (c05awc) Example Program Results
(User-supplied callback f, first invocation.)

With eps = 1.00e-03, root is 0.56715

With eps = 1.00e-04, root is 0.56715

c05 – Roots of One or More Transcendental Equations c05awc

Mark 26 c05awc.5 (last)





NAG Library Function Document

nag_zero_cont_func_cntin_rcomm (c05axc)

1 Purpose

nag_zero_cont_func_cntin_rcomm (c05axc) attempts to locate a zero of a continuous function using a
continuation method based on a secant iteration. It uses reverse communication for evaluating the
function.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_cont_func_cntin_rcomm (double *x, double fx, double tol,
Nag_ErrorControl ir, double scal, double c[], Integer *ind,
NagError *fail)

3 Description

nag_zero_cont_func_cntin_rcomm (c05axc) uses a modified version of an algorithm given in Swift and
Lindfield (1978) to compute a zero � of a continuous function f xð Þ. The algorithm used is based on a
continuation method in which a sequence of problems

f xð Þ � �rf x0ð Þ; r ¼ 0; 1; . . . ;m

are solved, where 1 ¼ �0 > �1 > � � � > �m ¼ 0 (the value of m is determined as the algorithm proceeds)
and where x0 is your initial estimate for the zero of f xð Þ. For each �r the current problem is solved by a
robust secant iteration using the solution from earlier problems to compute an initial estimate.

You must supply an error tolerance tol. tol is used directly to control the accuracy of solution of the
final problem (�m ¼ 0) in the continuation method, and

ffiffiffiffiffiffi
tol
p

is used to control the accuracy in the
intermediate problems (�1; �2; . . . ; �m�1).

4 References

Swift A and Lindfield G R (1978) Comparison of a continuation method for the numerical solution of a
single nonlinear equation Comput. J. 21 359–362

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument ind. Between intermediate exits and re-
entries, all arguments other than fx must remain unchanged.

1: x – double * Input/Output

On initial entry: an initial approximation to the zero.

On intermediate exit: the point at which f must be evaluated before re-entry to the function.

On final exit: the final approximation to the zero.

2: fx – double Input

On initial entry: if ind ¼ 1, fx need not be set.

If ind ¼ �1, fx must contain f xð Þ for the initial value of x.

On intermediate re-entry: must contain f xð Þ for the current value of x.

c05 – Roots of One or More Transcendental Equations c05axc

Mark 26 c05axc.1



3: tol – double Input

On initial entry: a value that controls the accuracy to which the zero is determined. tol is used in
determining the convergence of the secant iteration used at each stage of the continuation
process. It is used directly when solving the last problem (�m ¼ 0 in Section 3), and

ffiffiffiffiffiffi
tol
p

is used
for the problem defined by �r, r < m. Convergence to the accuracy specified by tol is not
guaranteed, and so you are recommended to find the zero using at least two values for tol to
check the accuracy obtained.

Constraint: tol > 0:0.

4: ir – Nag_ErrorControl Input

On initial entry: indicates the type of error test required, as follows. Solving the problem defined
by �r, 1 � r � m, involves computing a sequence of secant iterates x0r; x

1
r ; . . . . This sequence will

be considered to have converged only if:

for ir ¼ Nag Mixed,

x iþ1ð Þ
r � x ið Þ

r

		 		 � eps �max 1:0; x ið Þ
r

		 		� �
;

for ir ¼ Nag Absolute,

x iþ1ð Þ
r � x ið Þ

r

		 		 � eps;

for ir ¼ Nag Relative,

x iþ1ð Þ
r � x ið Þ

r

		 		 � eps � x ið Þ
r

		 		;
for some i > 1; here eps is either tol or

ffiffiffiffiffiffi
tol
p

as discussed above. Note that there are other
subsidiary conditions (not given here) which must also be satisfied before the secant iteration is
considered to have converged.

Constraint: ir ¼ Nag Mixed, Nag Absolute or Nag Relative.

5: scal – double Input

On initial entry: a factor for use in determining a significant approximation to the derivative of
f xð Þ at x ¼ x0, the initial value. A number of difference approximations to f 0 x0ð Þ are calculated
using

f 0 x0ð Þ � f x0 þ hð Þ � f x0ð Þð Þ=h

where hj j < scalj j and h has the same sign as scal. A significance (cancellation) check is made
on each difference approximation and the approximation is rejected if insignificant.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: scal must be sufficiently large that xþ scal 6¼ x on the computer.

6: c½26� – double Communication Array

(c½4� contains the current �r, this value may be useful in the event of an error exit.)

7: ind – Integer * Input/Output

On initial entry: must be set to 1 or �1.
ind ¼ 1

fx need not be set.

ind ¼ �1
fx must contain f xð Þ.
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On intermediate exit: contains 2, 3 or 4. The calling program must evaluate f at x, storing the
result in fx, and re-enter nag_zero_cont_func_cntin_rcomm (c05axc) with all other arguments
unchanged.

On final exit: contains 0.

Constraint: on entry ind ¼ �1, 1, 2, 3 or 4.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONTIN_AWAY_NOT_POSS

Continuation away from the initial point is not possible. This error exit will usually occur if the
problem has not been properly posed or the error requirement is extremely stringent.

NE_CONTIN_PROB_NOT_SOLVED

Current problem in the continuation sequence cannot be solved. Perhaps the original problem had
no solution or the continuation path passes through a set of insoluble problems: consider refining
the initial approximation to the zero. Alternatively, tol is too small, and the accuracy requirement
is too stringent, or too large and the initial approximation too poor.

NE_FINAL_PROB_NOT_SOLVED

Final problem (with �m ¼ 0) cannot be solved. It is likely that too much accuracy has been
requested, or that the zero is at � ¼ 0 and ir ¼ Nag Relative.

NE_INT

On initial entry, ind ¼ valueh i.
Constraint: ind ¼ �1 or 1.

On intermediate entry, ind ¼ valueh i.
Constraint: ind ¼ 2, 3 or 4.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL

On entry, scal ¼ valueh i.
Constraint: xþ scal 6¼ x (to machine accuracy).

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_SIGNIF_DERIVS_NOT_COMPUT

Significant derivatives of f cannot be computed. This can happen when f is almost constant and
nonzero, for any value of scal.

7 Accuracy

The accuracy of the approximation to the zero depends on tol and ir. In general decreasing tol will give
more accurate results. Care must be exercised when using the relative error criterion (ir ¼ 2).

If the zero is at x ¼ 0, or if the initial value of x and the zero bracket the point x ¼ 0, it is likely that an
error exit with fail:code ¼ NE_CONTIN_AWAY_NOT_POSS,
NE_CONTIN_PROB_NOT_SOLVED or NE_FINAL_PROB_NOT_SOLVED will occur.

It is possible to request too much or too little accuracy. Since it is not possible to achieve more than
machine accuracy, a value of tol machine precision should not be input and may lead to an error
exit with fail:code ¼ NE_CONTIN_AWAY_NOT_POSS, NE_CONTIN_PROB_NOT_SOLVED or
NE_FINAL_PROB_NOT_SOLVED. Fo r t he r e a sons d i s cu s s ed unde r fail:code ¼
NE_CONTIN_PROB_NOT_SOLVED in Section 6, tol should not be taken too large, say no larger
than tol ¼ 1:0e�3.

8 Parallelism and Performance

nag_zero_cont_func_cntin_rcomm (c05axc) is not threaded in any implementation.

9 Further Comments

For most problems, the time taken on each call to nag_zero_cont_func_cntin_rcomm (c05axc) will be
negligible compared with the time spent evaluating f xð Þ between calls to nag_zero_cont_func_cntin_r
comm (c05axc). However, the initial value of x and the choice of tol will clearly affect the timing. The
closer that x is to the root, the less evaluations of f required. The effect of the choice of tol will not be
large, in general, unless tol is very small, in which case the timing will increase.

10 Example

This example calculates a zero of x� e�x with initial approximation x0 ¼ 1:0, and tol ¼ 1:0e�3 and
1:0e�4.

10.1 Program Text

/* nag_zero_cont_func_cntin_rcomm (c05axc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>
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int main(void)
{

/* Scalars */
Integer exit_status = 0;
int i;
double fx, tol, x, scal;
Integer ind;
Nag_ErrorControl ir;
/* Arrays */
double c[26];
NagError fail;

INIT_FAIL(fail);

printf("nag_zero_cont_func_cntin_rcomm (c05axc) Example Program Results\n");

scal = sqrt(nag_machine_precision);
ir = Nag_Mixed;

for (i = 3; i <= 4; i++) {
tol = pow(10.0, -i);
printf("\ntol = %13.4e\n\n", tol);
x = 1.0;
ind = 1;
fx = 0.0;

/* nag_zero_cont_func_cntin_rcomm (c05axc).
* Locates a zero of a continuous function.
* Reverse communication.
*/

while (ind != 0) {
nag_zero_cont_func_cntin_rcomm(&x, fx, tol, ir, scal, c, &ind, &fail);
if (ind != 0)

fx = x - exp(-x);
}

if (fail.code == NE_NOERROR) {
printf("Root is %14.5f\n", x);

}
else {

printf("Error from nag_zero_cont_func_cntin_rcomm (c05axc) %s\n",
fail.message);

if (fail.code == NE_CONTIN_PROB_NOT_SOLVED ||
fail.code == NE_FINAL_PROB_NOT_SOLVED) {

printf("Final value = %14.5f, theta = %10.2f\n", x, c[4]);
}

exit_status = 1;
goto END;

}
}

END:

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_zero_cont_func_cntin_rcomm (c05axc) Example Program Results

tol = 1.0000e-03

Root is 0.56715

tol = 1.0000e-04

Root is 0.56715

c05axc NAG Library Manual

c05axc.6 (last) Mark 26



NAG Library Function Document

nag_zero_cont_func_brent (c05ayc)

1 Purpose

nag_zero_cont_func_brent (c05ayc) locates a simple zero of a continuous function in a given interval
using Brent's method, which is a combination of nonlinear interpolation, linear extrapolation and
bisection.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_cont_func_brent (double a, double b, double eps, double eta,

double (*f)(double x, Nag_Comm *comm),

double *x, Nag_Comm *comm, NagError *fail)

3 Description

nag_zero_cont_func_brent (c05ayc) attempts to obtain an approximation to a simple zero of the
function f xð Þ given an initial interval a; b½ � such that f að Þ � f bð Þ � 0.

The approximation x to the zero � is determined so that at least one of the following criteria is
satisfied:

(i) x� �j j � eps,

(ii) f xð Þj j � eta.

4 References

Brent R P (1973) Algorithms for Minimization Without Derivatives Prentice–Hall

5 Arguments

1: a – double Input

On entry: a, the lower bound of the interval.

2: b – double Input

On entry: b, the upper bound of the interval.

Constraint: b 6¼ a.

3: eps – double Input

On entry: the termination tolerance on x (see Section 3).

Constraint: eps > 0:0.

4: eta – double Input

On entry: a value such that if f xð Þj j � eta, x is accepted as the zero. eta may be specified as 0:0
(see Section 7).
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5: f – function, supplied by the user External Function

f must evaluate the function f whose zero is to be determined.

The specification of f is:

double f (double x, Nag_Comm *comm)

1: x – double Input

On entry: the point at which the function must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_cont_func_brent
(c05ayc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_zero_cont_func_brent (c05ayc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

6: x – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_TOO_SMALL, x is the final approximation to the
zero. If fail:code ¼ NE_PROBABLE_POLE, x is likely to be a pole of f xð Þ. Otherwise, x
contains no useful information.

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FUNC_END_VAL

On entry, f að Þ and f bð Þ have the same sign with neither equalling 0:0: f að Þ ¼ valueh i and
f bð Þ ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROBABLE_POLE

The function values in the interval a; b½ � might contain a pole rather than a zero. Reducing eps
may help in distinguishing between a pole and a zero.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: eps > 0:0.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a 6¼ b.

NE_TOO_SMALL

No further improvement in the solution is possible. eps is too small: eps ¼ valueh i. The final
value of x returned is an accurate approximation to the zero.

7 Accuracy

The levels of accuracy depend on the values of eps and eta. If full machine accuracy is required, they
may be set very small, resulting in an exit with fail:code ¼ NE_TOO_SMALL, although this may
involve many more iterations than a lesser accuracy. You are recommended to set eta ¼ 0:0 and to use
eps to control the accuracy, unless you have considerable knowledge of the size of f xð Þ for values of x
near the zero.

8 Parallelism and Performance

nag_zero_cont_func_brent (c05ayc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_zero_cont_func_brent (c05ayc) depends primarily on the time spent evaluating f
(see Section 5).

10 Example

This example calculates an approximation to the zero of e�x � x within the interval 0; 1½ � using a
tolerance of eps ¼ 1:0e�5.

10.1 Program Text

/* nag_zero_cont_func_brent (c05ayc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
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#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0;
double a, b;
double x, eta, eps;
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_zero_cont_func_brent (c05ayc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

a = 0.0;
b = 1.0;
eps = 1e-05;
eta = 0.0;

/* nag_zero_cont_func_brent (c05ayc).
* Zero of a continuous function using Brent’s algorithm
*/

nag_zero_cont_func_brent(a, b, eps, eta, f, &x, &comm, &fail);
if (fail.code == NE_NOERROR) {

printf("Zero = %12.5f\n", x);
}
else {

printf("%s\n", fail.message);
if (fail.code == NE_TOO_SMALL || fail.code == NE_PROBABLE_POLE)

printf("Final point = %12.5f\n", x);
exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL f(double x, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
return exp(-x) - x;

}

10.2 Program Data

None.
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10.3 Program Results

nag_zero_cont_func_brent (c05ayc) Example Program Results
(User-supplied callback f, first invocation.)
Zero = 0.56714
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NAG Library Function Document

nag_zero_cont_func_brent_rcomm (c05azc)

1 Purpose

nag_zero_cont_func_brent_rcomm (c05azc) locates a simple zero of a continuous function in a given
interval by using Brent's method, which is a combination of nonlinear interpolation, linear extrapolation
and bisection. It uses reverse communication for evaluating the function.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_cont_func_brent_rcomm (double *x, double *y, double fx,
double tolx, Nag_ErrorControl ir, double c[], Integer *ind,
NagError *fail)

3 Description

You must supply x and y to define an initial interval a; b½ � containing a simple zero of the function f xð Þ
(the choice of x and y must be such that f xð Þ � f yð Þ � 0:0). The function combines the methods of
bisection, nonlinear interpolation and linear extrapolation (see Dahlquist and BjÎrck (1974)), to find a
sequence of sub-intervals of the initial interval such that the final interval x; y½ � contains the zero and
x� yj j is less than some tolerance specified by tolx and ir (see Section 5). In fact, since the
intermediate intervals x; y½ � are determined only so that f xð Þ � f yð Þ � 0:0, it is possible that the final
interval may contain a discontinuity or a pole of f (violating the requirement that f be continuous).
nag_zero_cont_func_brent_rcomm (c05azc) checks if the sign change is likely to correspond to a pole
of f and gives an error return in this case.

A feature of the algorithm used by this function is that unlike some other methods it guarantees
convergence within about log2 b� að Þ=�½ �ð Þ2 function evaluations, where � is related to the argument
tolx. See Brent (1973) for more details.

nag_zero_cont_func_brent_rcomm (c05azc) returns to the calling program for each evaluation of f xð Þ.
On each return you should set fx ¼ f xð Þ and call nag_zero_cont_func_brent_rcomm (c05azc) again.

The function is a modified version of procedure ‘zeroin’ given by Brent (1973).

4 References

Brent R P (1973) Algorithms for Minimization Without Derivatives Prentice–Hall

Bus J C P and Dekker T J (1975) Two efficient algorithms with guaranteed convergence for finding a
zero of a function ACM Trans. Math. Software 1 330–345

Dahlquist G and BjÎrck Ð (1974) Numerical Methods Prentice–Hall

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument ind. Between intermediate exits and re-
entries, all arguments other than fx must remain unchanged.
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1: x – double * Input/Output
2: y – double * Input/Output

On initial entry: x and y must define an initial interval a; b½ � containing the zero, such that
f xð Þ � f yð Þ � 0:0. It is not necessary that x < y.

On intermediate exit: x contains the point at which f must be evaluated before re-entry to the
function.

On final exit: x and y define a smaller interval containing the zero, such that f xð Þ � f yð Þ � 0:0,
and x� yj j satisfies the accuracy specified by tolx and ir, unless an error has occurred. If
fail:code ¼ NE_PROBABLE_POLE, x and y generally contain very good approximations to a
pole; if fail:code ¼ NW_TOO_MUCH_ACC_REQUESTED, x and y generally contain very
good approximations to the zero (see Section 6). If a point x is found such that f xð Þ ¼ 0:0, then
on final exit x ¼ y (in this case there is no guarantee that x is a simple zero). In all cases, the
value returned in x is the better approximation to the zero.

3: fx – double Input

On initial entry: if ind ¼ 1, fx need not be set.

If ind ¼ �1, fx must contain f xð Þ for the initial value of x.

On intermediate re-entry: must contain f xð Þ for the current value of x.

4: tolx – double Input

On initial entry: the accuracy to which the zero is required. The type of error test is specified by
ir.

Constraint: tolx > 0:0.

5: ir – Nag_ErrorControl Input

On initial entry: indicates the type of error test.

ir ¼ Nag Mixed
The test is: x� yj j � 2:0� tolx�max 1:0; xj jð Þ.

ir ¼ Nag Absolute
The test is: x� yj j � 2:0� tolx.

ir ¼ Nag Relative
The test is: x� yj j � 2:0� tolx� xj j.

Suggested value: ir ¼ Nag Mixed.

Constraint: ir ¼ Nag Mixed, Nag Absolute or Nag Relative.

6: c½17� – double Input/Output

On initial entry: if ind ¼ 1, no elements of c need be set.

If ind ¼ �1, c½0� must contain f yð Þ, other elements of c need not be set.

On final exit: is undefined.

7: ind – Integer * Input/Output

On initial entry: must be set to 1 or �1.
ind ¼ 1

fx and c½0� need not be set.

ind ¼ �1
fx and c½0� must contain f xð Þ and f yð Þ respectively.
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On intermediate exit: contains 2, 3 or 4. The calling program must evaluate f at x, storing the
result in fx, and re-enter nag_zero_cont_func_brent_rcomm (c05azc) with all other arguments
unchanged.

On final exit: contains 0.

Constraint: on entry ind ¼ �1, 1, 2, 3 or 4.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ind ¼ valueh i.
Constraint: ind ¼ �1, 1, 2, 3 or 4.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_SIGN_CHANGE

On entry, f xð Þ and f yð Þ have the same sign with neither equalling 0:0: f xð Þ ¼ valueh i and
f yð Þ ¼ valueh i.

NE_PROBABLE_POLE

The final interval may contain a pole rather than a zero. Note that this error exit is not completely
reliable: it may be taken in extreme cases when x; y½ � contains a zero, or it may not be taken
when x; y½ � contains a pole. Both these cases occur most frequently when tolx is large.

NE_REAL

On entry, tolx ¼ valueh i.
Constraint: tolx > 0:0.

NW_TOO_MUCH_ACC_REQUESTED

The tolerance tolx has been set too small for the problem being solved. However, the values x
and y returned may well be good approximations to the zero. tolx ¼ valueh i.
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7 Accuracy

The accuracy of the final value x as an approximation of the zero is determined by tolx and ir (see
Section 5). A relative accuracy criterion (ir ¼ 2) should not be used when the initial values x and y are
of different orders of magnitude. In this case a change of origin of the independent variable may be
appropriate. For example, if the initial interval x; y½ � is transformed linearly to the interval 1; 2½ �, then
the zero can be determined to a precise number of figures using an absolute (ir ¼ 1) or relative (ir ¼ 2)
error test and the effect of the transformation back to the original interval can also be determined.
Except for the accuracy check, such a transformation has no effect on the calculation of the zero.

8 Parallelism and Performance

nag_zero_cont_func_brent_rcomm (c05azc) is not threaded in any implementation.

9 Further Comments

For most problems, the time taken on each call to nag_zero_cont_func_brent_rcomm (c05azc) will be
negligible compared with the time spent evaluating f xð Þ between calls to nag_zero_cont_func_
brent_rcomm (c05azc).

If the calculation terminates because f xð Þ ¼ 0:0, then on return y is set to x. (In fact, y ¼ x on return
only in this case and, possibly, when fail:code ¼ NW_TOO_MUCH_ACC_REQUESTED.) There is no
guarantee that the value returned in x corresponds to a simple root and you should check whether it
does. One way to check this is to compute the derivative of f at the point x, preferably analytically, or,
if this is not possible, numerically, perhaps by using a central difference estimate. If f 0 xð Þ ¼ 0:0, then x
must correspond to a multiple zero of f rather than a simple zero.

10 Example

This example calculates a zero of e�x � x with an initial interval 0; 1½ �, tolx ¼ 1:0e�5 and a mixed
error test.

10.1 Program Text

/* nag_zero_cont_func_brent_rcomm (c05azc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double fx, tolx, x, y;
Integer ind;
Nag_ErrorControl ir;
/* Arrays */
double c[17];
NagError fail;

INIT_FAIL(fail);

printf("nag_zero_cont_func_brent_rcomm (c05azc) Example Program Results\n");
printf("\n Iterations\n");
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tolx = 1e-05;
x = 0.0;
y = 1.0;
ir = Nag_Mixed;
ind = 1;
fx = 0.0;
/* nag_zero_cont_func_brent_rcomm (c05azc).
* Locates a simple zero of a continuous function.
* Reverse communication.
*/

while (ind != 0) {
nag_zero_cont_func_brent_rcomm(&x, &y, fx, tolx, ir, c, &ind, &fail);

if (ind != 0) {
fx = exp(-x) - x;
printf(" x = %8.5f fx = %13.4e ind = %2" NAG_IFMT "\n", x, fx, ind);

}
}

if (fail.code == NE_NOERROR) {
printf("\n Solution\n");
printf(" x = %8.5f y = %8.5f\n", x, y);

}
else {

printf("%s\n", fail.message);
if (fail.code == NE_PROBABLE_POLE ||

fail.code == NW_TOO_MUCH_ACC_REQUESTED) {
printf(" x = %8.5f y = %8.5f\n", x, y);

}
exit_status = 1;
goto END;

}

END:
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_cont_func_brent_rcomm (c05azc) Example Program Results

Iterations
x = 0.00000 fx = 1.0000e+00 ind = 2
x = 1.00000 fx = -6.3212e-01 ind = 3
x = 0.61270 fx = -7.0814e-02 ind = 4
x = 0.56707 fx = 1.1542e-04 ind = 4
x = 0.56714 fx = -9.4481e-07 ind = 4
x = 0.56713 fx = 1.4727e-05 ind = 4
x = 0.56714 fx = -9.4481e-07 ind = 4

Solution
x = 0.56714 y = 0.56713
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NAG Library Function Document

nag_lambertW (c05bac)

1 Purpose

nag_lambertW (c05bac) returns the real values of Lambert's W function W xð Þ.

2 Specification

#include <nag.h>
#include <nagc05.h>

double nag_lambertW (double x, Integer branch, Nag_Boolean offset,
NagError *fail)

3 Description

nag_lambertW (c05bac) calculates an approximate value for the real branches of Lambert's W function
(sometimes known as the ‘product log’ or ‘Omega’ function), which is the inverse function of

f wð Þ ¼ wew for w 2 C:
The function f is many-to-one, and so, except at 0, W is multivalued. nag_lambertW (c05bac) restricts
W and its argument x to be real, resulting in a function defined for x 	 � exp �1ð Þ and which is double
valued on the interval � exp �1ð Þ; 0ð Þ. This double-valued function is split into two real-valued branches
according to the sign of W xð Þ þ 1. We denote by W0 the branch satisfying W0 xð Þ 	 �1 for all real x,
and by W�1 the branch satisfying W�1 xð Þ � �1 for all real x. You may select your branch of interest
using the argument branch.

The precise method used to approximate W is described fully in Barry et al. (1995). For x close to
� exp �1ð Þ greater accuracy comes from evaluating W � exp �1ð Þ þ�xð Þ rather than W xð Þ: by setting
offset ¼ Nag TRUE on entry you inform nag_lambertW (c05bac) that you are providing �x, not x, in
x.

4 References

Barry D J, Culligan–Hensley P J, and Barry S J (1995) Real values of the W -function ACM Trans.
Math. Software 21(2) 161–171

5 Arguments

1: x – double Input

On entry: if offset ¼ Nag TRUE, x is the offset �x from � exp �1ð Þ of the intended argument to
W ; that is, W �ð Þ is computed, where � ¼ � exp �1ð Þ þ�x.
If offset ¼ Nag FALSE, x is the argument x of the function; that is, W �ð Þ is computed, where
� ¼ x.
Constraints:

if branch ¼ 0, � exp �1ð Þ � �;
if branch ¼ �1, � exp �1ð Þ � � < 0:0.
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2: branch – Integer Input

On entry: the real branch required.

branch ¼ 0
The branch W0 is selected.

branch ¼ �1
The branch W�1 is selected.

Constraint: branch ¼ 0 or �1.

3: offset – Nag_Boolean Input

On entry: controls whether or not x is being specified as an offset from � exp �1ð Þ.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INT

On entry, branch ¼ valueh i.
Constraint: branch ¼ 0 or �1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, branch ¼ �1, offset ¼ Nag FALSE and x ¼ valueh i.
Constraint: if branch ¼ �1 and offset ¼ Nag FALSE then x < 0:0.

On entry, branch ¼ �1, offset ¼ Nag TRUE and x ¼ valueh i.
Constraint: if branch ¼ �1 and offset ¼ Nag TRUE then x < exp �1:0ð Þ.
On entry, offset ¼ Nag TRUE and x ¼ valueh i.
Constraint: if offset ¼ Nag TRUE then x 	 0:0.

On entry, offset ¼ Nag FALSE and x ¼ valueh i.
Constraint: if offset ¼ Nag FALSE then x 	 � exp �1:0ð Þ.

NW_REAL

For the given offset x, W is negligibly different from �1: x ¼ valueh i.
x is close to � exp �1ð Þ. Enter x as an offset to � exp �1ð Þ for greater accuracy: x ¼ valueh i.
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7 Accuracy

For a high percentage of legal x on input, nag_lambertW (c05bac) is accurate to the number of decimal
digits of precision on the host machine (see nag_decimal_digits (X02BEC)). An extra digit may be lost
on some implementations and for a small proportion of such x. This depends on the accuracy of the
base-10 logarithm on your system.

8 Parallelism and Performance

nag_lambertW (c05bac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads from a file the values of the required branch, whether or not the arguments to W are
to be considered as offsets to � exp �1ð Þ, and the arguments x themselves. It then evaluates the function
for these sets of input data x and prints the results.

10.1 Program Text

/* nag_lambertW (c05bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc05.h>

int main(void)
{

/* Scalars */
double w, x;
Integer branch;
Integer exit_status = 0;
char offset[10];
Nag_Boolean offsetenum;
NagError fail;

INIT_FAIL(fail);

printf("nag_lambertW (c05bac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &branch);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &branch);
#endif
#ifdef _WIN32

scanf_s("%9s%*[^\n] ", offset, (unsigned)_countof(offset));
#else
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scanf("%9s%*[^\n] ", offset);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

offsetenum = (Nag_Boolean) nag_enum_name_to_value(offset);
printf("\n");
printf("branch = %" NAG_IFMT "\n", branch);
printf("offset = %s\n", offset);
printf("\n x w(x)\n\n");

#ifdef _WIN32
while (scanf_s("%lf%*[^\n] ", &x) != EOF)

#else
while (scanf("%lf%*[^\n] ", &x) != EOF)

#endif
{

/*
* nag_lambertW (c05bac)
* Real values of Lambert’s W function, W(x)
*/

w = nag_lambertW(x, branch, offsetenum, &fail);
if (fail.code == NE_NOERROR) {

printf("%14.5e%14.5e\n", x, w);
}
else {

printf("Error from nag_lambertW (c05bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

END:
return exit_status;

}

10.2 Program Data

nag_lambertW (c05bac) Example Program Data
0 : branch
Nag_FALSE : offset
0.5
1.0
4.5
6.0
70000000.0

10.3 Program Results

nag_lambertW (c05bac) Example Program Results

branch = 0
offset = Nag_FALSE

x w(x)

5.00000e-01 3.51734e-01
1.00000e+00 5.67143e-01
4.50000e+00 1.26724e+00
6.00000e+00 1.43240e+00
7.00000e+07 1.53339e+01
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NAG Library Function Document

nag_lambertW_complex (c05bbc)

1 Purpose

nag_lambertW_complex (c05bbc) computes the values of Lambert's W function W zð Þ.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_lambertW_complex (Integer branch, Nag_Boolean offset, Complex z,
Complex *w, double *resid, NagError *fail)

3 Description

nag_lambertW_complex (c05bbc) calculates an approximate value for Lambert's W function (some-
times known as the ‘product log’ or ‘Omega’ function), which is the inverse function of

f wð Þ ¼ wew for w 2 C:
The function f is many-to-one, and so, except at 0, W is multivalued. nag_lambertW_complex (c05bbc)
allows you to specify the branch of W on which you would like the results to lie by using the argument
branch. Our choice of branch cuts is as in Corless et al. (1996), and the ranges of the branches of W
are summarised in Figure 1.

-3π

-2π

-π

0

π

2π

3π

-10 -5  0  5  10

Branch −3

Branch −2

Branch −1

Principal Branch / Branch 0

Branch 1

Branch 2

Branch 3

Figure 1
Ranges of the branches of W zð Þ

For more information about the closure of each branch, which is not displayed in Figure 1, see Corless
et al. (1996). The dotted lines in the Figure denote the asymptotic boundaries of the branches, at
multiples of 	.

The precise method used to approximate W is as described in Corless et al. (1996). For z close to
� exp �1ð Þ greater accuracy comes from evaluating W � exp �1ð Þ þ�zð Þ rather than W zð Þ: by setting
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offset ¼ Nag TRUE on entry you inform nag_lambertW_complex (c05bbc) that you are providing �z,
not z, in z.

4 References

Corless R M, Gonnet G H, Hare D E G, Jeffrey D J and Knuth D E (1996) On the Lambert W function
Advances in Comp. Math. 3 329–359

5 Arguments

1: branch – Integer Input

On entry: the branch required.

2: offset – Nag_Boolean Input

On entry: controls whether or not z is being specified as an offset from � exp �1ð Þ.

3: z – Complex Input

On entry: if offset ¼ Nag TRUE, z is the offset �z from � exp �1ð Þ of the intended argument to
W ; that is, W �ð Þ is computed, where � ¼ � exp �1ð Þ þ�z.
If offset ¼ Nag FALSE, z is the argument z of the function; that is, W �ð Þ is computed, where
� ¼ z.

4: w – Complex * Output

On exit: the value W �ð Þ: see also the description of z.

5: resid – double * Output

On exit: the residual W �ð Þ exp W �ð Þð Þ � �j j: see also the description of z.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NW_REAL

For the given offset z, W is negligibly different from �1: Re zð Þ ¼ valueh i and Im zð Þ ¼ valueh i.
z is close to � exp �1ð Þ. Enter z as an offset to � exp �1ð Þ for greater accuracy: Re zð Þ ¼ valueh i
and Im zð Þ ¼ valueh i.

NW_TOO_MANY_ITER

The iterative procedure used internally did not converge in valueh i iterations. Check the value of
resid for the accuracy of w.

7 Accuracy

For a high percentage of z, nag_lambertW_complex (c05bbc) is accurate to the number of decimal
digits of precision on the host machine (see nag_decimal_digits (X02BEC)). An extra digit may be lost
on some platforms and for a small proportion of z. This depends on the accuracy of the base-10
logarithm on your system.

8 Parallelism and Performance

nag_lambertW_complex (c05bbc) is not threaded in any implementation.

9 Further Comments

The following figures show the principal branch of W .
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real W0 zð Þð Þ
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10 Example

This example reads from a file the value of the required branch, whether or not the arguments to W are
to be considered as offsets to � exp �1ð Þ, and the arguments z themselves. It then evaluates the function
for these sets of input data z and prints the results.

10.1 Program Text

/* nag_lambertW_complex (c05bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
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#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagc05.h>

int main(void)
{

/* Scalars */
Complex w, z;
double resid;
Integer branch;
Integer exit_status = 0;
char offset[10];
Nag_Boolean offsetenum;
NagError fail;

INIT_FAIL(fail);

printf("nag_lambertW_complex (c05bbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &branch);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &branch);

#endif
#ifdef _WIN32

scanf_s("%9s%*[^\n] ", offset, (unsigned)_countof(offset));
#else

scanf("%9s%*[^\n] ", offset);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

offsetenum = (Nag_Boolean) nag_enum_name_to_value(offset);

printf("\n");
printf("branch = %" NAG_IFMT "\n", branch);
printf("offset = %s\n", offset);
printf("\n z w(z)"

" resid\n\n");
#ifdef _WIN32

while (scanf_s(" (%lf,%lf)%*[^\n] ", &z.re, &z.im) != EOF)
#else

while (scanf(" (%lf,%lf)%*[^\n] ", &z.re, &z.im) != EOF)
#endif

{
/*
* nag_lambertW_complex (c05bbc)
* Values of Lambert’s W function, W(z)
*/

nag_lambertW_complex(branch, offsetenum, z, &w, &resid, &fail);
if (fail.code == NE_NOERROR ||

fail.code == NW_REAL || fail.code == NW_TOO_MANY_ITER) {
printf("(%14.5e,%14.5e) (%14.5e,%14.5e) %14.5e\n",

z.re, z.im, w.re, w.im, resid);
}
else {

printf("Error from nag_lambertW_complex (c05bbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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}

END:
return exit_status;

}

10.2 Program Data

nag_lambertW_complex (c05bbc) Example Program Data
0 : branch
Nag_FALSE : offset
(0.5, -1.0)
(1.0, 2.3)
(4.5, -0.1)
(6.0, 6.0)

10.3 Program Results

nag_lambertW_complex (c05bbc) Example Program Results

branch = 0
offset = Nag_FALSE

z w(z) resid

( 5.00000e-01, -1.00000e+00) ( 5.16511e-01, -4.22053e-01) 5.55112e-17
( 1.00000e+00, 2.30000e+00) ( 8.73606e-01, 5.76978e-01) 1.11022e-16
( 4.50000e+00, -1.00000e-01) ( 1.26735e+00, -1.24194e-02) 0.00000e+00
( 6.00000e+00, 6.00000e+00) ( 1.61492e+00, 4.90515e-01) 1.25607e-15
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NAG Library Function Document

nag_zero_nonlin_eqns_aa_rcomm (c05mdc)

1 Purpose

nag_zero_nonlin_eqns_aa_rcomm (c05mdc) is a comprehensive reverse communication function that
finds a solution of a system of nonlinear equations by fixed-point iteration using Anderson acceleration.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_aa_rcomm (Integer *irevcm, Integer n, double x[],
double fvec[], double atol, double rtol, Integer m, double cndtol,
Integer astart, Integer iwsav[], double rwsav[], NagError *fail)

3 Description

The system of equations is defined as:

fk x1; x2; . . . ; xnð Þ ¼ 0; k ¼ 1; 2; . . . ; n:

This homogeneous system can readily be reformulated as

g xð Þ ¼ x; x 2 Rn:

A standard fixed-point iteration approach is to start with an approximate solution x̂0 and repeatedly
apply the function g until possible convergence; i.e., x̂iþ1 ¼ g x̂ið Þ, until x̂iþ1 � x̂ik k < tol. Anderson
acceleration uses up to m previous values of x̂ to obtain an improved estimate x̂iþ1. If a standard fixed-
point iteration converges, then Anderson acceleration usually results in convergence in far fewer
iterations (and therefore using far fewer function evaluations).

Full details of Anderson acceleration are provided in Anderson (1965). In summary, the previous m
iterates are combined to form a succession of least squares problems. These are solved using a QR
decomposition, which is updated at each iteration.

You are free to choose any value for m, provided m � n. A typical choice is m ¼ 4.

4 References

Anderson D G (1965) Iterative Procedures for Nonlinear Integral Equations J. Assoc. Comput. Mach. 12
547–560

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than fvec must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must have the value 0.
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On intermediate exit: specifies what action you must take before re-entering nag_zero_nonli
n_eqns_aa_rcomm (c05mdc) with irevcm unchanged. The value of irevcm should be
interpreted as follows:

irevcm ¼ 1
Indicates the start of a new iteration. No action is required by you, but x and fvec are
available for printing, and a limit on the number of iterations can be applied.

irevcm ¼ 2
Indicates that before re-entry to nag_zero_nonlin_eqns_aa_rcomm (c05mdc), fvec must
contain the function values f x̂ið Þ.

On final exit: irevcm ¼ 0 and the algorithm has terminated.

Constraint: irevcm ¼ 0, 1 or 2.

Note: any values you return to nag_zero_nonlin_eqns_aa_rcomm (c05mdc) as part of the
reverse communication procedure should not include floating-point NaN (Not a Number) or
infinity values, since these are not handled by nag_zero_nonlin_eqns_aa_rcomm (c05mdc). If
your code inadvertently does return any NaNs or infinities, nag_zero_nonlin_eqns_aa_rcomm
(c05mdc) is likely to produce unexpected results.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On initial entry: an initial guess at the solution vector, x̂0.

On intermediate exit: contains the current point.

On final exit: the final estimate of the solution vector.

4: fvec½n� – double Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 1, fvec must not be changed.

If irevcm ¼ 2, fvec must be set to the values of the functions computed at the current point x,
f x̂ið Þ.
On final exit: the function values at the final point, x.

5: atol – double Input

On initial entry: the absolute convergence criterion; see below.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: atol 	 0:0.

6: rtol – double Input

On initial entry: the relative convergence criterion. At each iteration f x̂ið Þk k is computed. The
iteration is deemed to have converged if f x̂ið Þk k � max atol; rtol� f x̂0ð Þk kð Þ.
Suggested value:

ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: rtol 	 0:0.
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7: m – Integer Input

On initial entry: m, the number of previous iterates to use in Anderson acceleration. If m ¼ 0,
Anderson acceleration is not used.

Suggested value: m ¼ 4.

Constraint: 0 � m � n.

8: cndtol – double Input

On initial entry: the maximum allowable condition number for the triangular QR factor generated
during Anderson acceleration. At each iteration, if the condition number exceeds cndtol, columns
are deleted until it is sufficiently small.

If cndtol ¼ 0:0, no condition number tests are performed.

Suggested value: cndtol ¼ 0:0. If condition number tests are required, a suggested value is
cndtol ¼ 1:0=

ffiffi
�
p

.

Constraint: cndtol 	 0:0.

9: astart – Integer Input

On initial entry: the number of iterations by which to delay the start of Anderson acceleration.

Suggested value: astart ¼ 0.

Constraint: astart 	 0.

10: iwsav½14þm� – Integer Communication Array
11: rwsav½2�m� nþm2 þmþ 2� nþ 1þmin m; 1ð Þ �max n; 3�mð Þ� – double

Communication Array

The arrays iwsav and rwsav MUST NOT be altered between calls to nag_zero_nonlin_eqn
s_aa_rcomm (c05mdc).

The size of rwsav is bounded above by 3� n� mþ 2ð Þ þ 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

An error occurred in evaluating the QR decomposition during Anderson acceleration. This may
be due to slow convergence of the iteration. Try setting the value of cndtol. If condition number
tests are already performed, try decreasing cndtol.

NE_INT

On entry, astart ¼ valueh i.
Constraint: astart 	 0.
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On entry, n ¼ valueh i.
Constraint: n > 0.

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 1 or 2.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � m � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress, as measured by the reduction in the norm of f xð Þ in
the last valueh i iterations.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, atol ¼ valueh i.
Constraint: atol 	 0:0.

On entry, cndtol ¼ valueh i.
Constraint: cndtol 	 0:0.

On entry, rtol ¼ valueh i.
Constraint: rtol 	 0:0.

7 Accuracy

There are no theoretical guarantees of global or local convergence for Anderson acceleration. However,
extensive numerical tests show that, in practice, Anderson acceleration leads to significant
improvements over the underlying fixed-point methods (which may only converge linearly), and in
some cases can even alleviate divergence.

At each i te ra t ion , nag_zero_nonl in_eqns_aa_rcomm (c05mdc) checks whether
f x̂ið Þk k � max atol; rtol� f x̂0ð Þk kð Þ. If the inequality is satisfied, then the iteration is deemed to have
converged. The validity of the answer may be checked by inspecting the value of fvec on final exit from
nag_zero_nonlin_eqns_aa_rcomm (c05mdc).

8 Parallelism and Performance

nag_zero_nonlin_eqns_aa_rcomm (c05mdc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

During each iteration, Anderson acceleration updates the factors of a QR decomposition and uses the
decomposition to solve a linear least squares problem. This involves an additional O mnð Þ floating-point
operations per iteration compared with the unaccelerated fixed-point iteration.

nag_zero_nonlin_eqns_aa_rcomm (c05mdc) does not count the number of iterations. Thus, it is up to
you to add a limit on the number of iterations and check if this limit has been exceeded when
nag_zero_nonlin_eqns_aa_rcomm (c05mdc) is called. This is illustrated in the example program
below.

10 Example

This example determines the values x1; . . . ; x4 which satisfy the equations

cos x3 � x1 ¼ 0;ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� x24

q
� x2 ¼ 0;

sinx1 � x3 ¼ 0;

x22 � x4 ¼ 0:

10.1 Program Text

/* nag_zero_nonlin_eqns_aa_rcomm (c05mdc) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

int main(void)
{

Integer exit_status = 0, i, n = 4, irevcm = 0, m = 2, astart = 0, icount =
0, imax = 50, exit_loop = 0;

double *fvec = 0, *x = 0, *rwsav = 0;
Integer *iwsav = 0;
double cndtol = 0.0, rtol, atol;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_aa_rcomm (c05mdc) Example Program Results\n");

if (!(fvec = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(14+m, Integer)) ||
!(rwsav = NAG_ALLOC(2*m*n+m*m+m+2*n+1+MIN(m, 1)*MAX(n, 3*m), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* The following starting values provide a rough solution. */
x[0] = 2.0;
x[1] = 0.5;
x[2] = 2.0;
x[3] = 0.5;
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/* nag_machine_precision (x02ajc).
* The machine precision
*/

atol = sqrt(nag_machine_precision);
rtol = sqrt(nag_machine_precision);

/* nag_zero_nonlin_eqns_aa_rcomm (c05mdc).
* Solution of a system of nonlinear equations using Anderson acceleration
* (reverse communication)
*/

do
{

nag_zero_nonlin_eqns_aa_rcomm(&irevcm, n, x, fvec, atol, rtol, m,
cndtol, astart, iwsav, rwsav, &fail);

switch (irevcm)
{
case 1:

if (icount == imax)
{

printf("Exiting after the maximum number of iterations\n\n");
exit_loop = 1;

}
else

{
icount++;

}
/* x and fvec are available for printing */
break;

case 2:
fvec[0] = cos(x[2]) - x[0];
fvec[1] = sqrt(1.0 - x[3]*x[3])- x[1];
fvec[2] = sin(x[0]) - x[2];
fvec[3] = x[1]*x[1] - x[3];
break;

}
} while (irevcm != 0 && exit_loop == 0);

if (fail.code != NE_NOERROR)
{

printf("Error from nag_zero_nonlin_eqns_aa_rcomm (c05mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("Final approximate solution after %"NAG_IFMT" iterations\n\n", icount);
for (i = 0; i < n; i++)

printf("%12.4f ", x[i]);

printf("\n");

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(fvec);
NAG_FREE(x);
NAG_FREE(iwsav);
NAG_FREE(rwsav);
return exit_status;

}

10.2 Program Data

None.
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10.3 Program Results

nag_zero_nonlin_eqns_aa_rcomm (c05mdc) Example Program Results
Final approximate solution after 31 iterations

0.7682 0.7862 0.6948 0.6180
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NAG Library Function Document

nag_zero_nonlin_eqns_easy (c05qbc)

1 Purpose

nag_zero_nonlin_eqns_easy (c05qbc) is an easy-to-use function that finds a solution of a system of
nonlinear equations by a modification of the Powell hybrid method.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_easy (

void (*fcn)(Integer n, const double x[], double fvec[], Nag_Comm *comm,
Integer *iflag),

Integer n, double x[], double fvec[], double xtol, Nag_Comm *comm,
NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_nonlin_eqns_easy (c05qbc) is based on the MINPACK routine HYBRD1 (see Moré et al.
(1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the rank-1 method of Broyden. At the starting point, the
Jacobian is approximated by forward differences, but these are not used again until the rank-1 method
fails to produce satisfactory progress. For more details see Powell (1970).

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

5 Arguments

1: fcn – function, supplied by the user External Function

fcn must return the values of the functions fi at a point x.

The specification of fcn is:

void fcn (Integer n, const double x[], double fvec[], Nag_Comm *comm,
Integer *iflag)

1: n – Integer Input

On entry: n, the number of equations.

2: x½n� – const double Input

On entry: the components of the point x at which the functions must be evaluated.

c05 – Roots of One or More Transcendental Equations c05qbc
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3: fvec½n� – double Output

On exit: the function values fi xð Þ (unless iflag is set to a negative value by fcn).

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fcn.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_nonlin_eqns_easy
(c05qbc) you may allocate memory and initialize these pointers with various
quantities for use by fcn when called from nag_zero_nonlin_eqns_easy (c05qbc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

5: iflag – Integer * Input/Output

On entry: iflag > 0.

On exit: in general, iflag should not be reset by fcn. If, however, you wish to terminate
execution (perhaps because some illegal point x has been reached), then iflag should be
set to a negative integer.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On entry: an initial guess at the solution vector.

On exit: the final estimate of the solution vector.

4: fvec½n� – double Output

On exit: the function values at the final point returned in x.

5: xtol – double Input

On entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.

6: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

c05qbc NAG Library Manual

c05qbc.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress. This failure exit may indicate that the system does not
have a zero, or that the solution is very close to the origin (see Section 7). Otherwise, rerunning
nag_zero_nonlin_eqns_easy (c05qbc) from a different starting point may avoid the region of
difficulty.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_MANY_FEVALS

There have been at least 200� nþ 1ð Þ calls to fcn. Consider restarting the calculation from the
point held in x.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.

NE_USER_STOP

iflag was set negative in fcn. iflag ¼ valueh i.

7 Accuracy

If x̂ is the true solution, nag_zero_nonlin_eqns_easy (c05qbc) tries to ensure that

x� x̂k k2 � xtol� x̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of x have k significant
decimal digits. There is a danger that the smaller components of x may have large relative errors, but
the fast rate of convergence of nag_zero_nonlin_eqns_easy (c05qbc) usually obviates this possibility.
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If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.

The convergence test assumes that the functions are reasonably well behaved. If this condition is not
satisfied, then nag_zero_nonlin_eqns_easy (c05qbc) may incorrectly indicate convergence. The validity
of the answer can be checked, for example, by rerunning nag_zero_nonlin_eqns_easy (c05qbc) with a
lower value for xtol.

8 Parallelism and Performance

nag_zero_nonlin_eqns_easy (c05qbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_zero_nonlin_eqns_easy (c05qbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Local workspace arrays of fixed lengths are allocated internally by nag_zero_nonlin_eqns_easy
(c05qbc). The total size of these arrays amounts to n� 3� nþ 13ð Þ=2 double elements.

The time required by nag_zero_nonlin_eqns_easy (c05qbc) to solve a given problem depends on n, the
behaviour of the functions, the accuracy requested and the starting point. The number of arithmetic
operations executed by nag_zero_nonlin_eqns_easy (c05qbc) to process each evaluation of the functions
is approximately 11:5� n2. The timing of nag_zero_nonlin_eqns_easy (c05qbc) is strongly influenced
by the time spent evaluating the functions.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.

10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:

10.1 Program Text

/* nag_zero_nonlin_eqns_easy (c05qbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>
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#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
Nag_Comm *comm, Integer *iflag);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0, i, n = 9;
double *fvec = 0, *x = 0, xtol;
/* Nag Types */
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_easy (c05qbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (n > 0) {
if (!(fvec = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* The following starting values provide a rough solution. */
for (i = 0; i < n; i++)

x[i] = -1.0;

/* nag_machine_precision (x02ajc).
* The machine precision
*/

xtol = sqrt(nag_machine_precision);

/* nag_zero_nonlin_eqns_easy (c05qbc).
* Solution of a system of nonlinear equations (function
* values only)
*/

nag_zero_nonlin_eqns_easy(fcn, n, x, fvec, xtol, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zero_nonlin_eqns_easy (c05qbc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NE_TOO_MANY_FEVALS &&

fail.code != NE_TOO_SMALL && fail.code != NE_NO_IMPROVEMENT)
goto END;

}

printf(fail.code == NE_NOERROR ? "Final approximate" : "Approximate");
printf(" solution\n\n");
for (i = 0; i < n; i++)

printf("%12.4f%s", x[i], (i % 3 == 2 || i == n - 1) ? "\n" : " ");

if (fail.code != NE_NOERROR)
exit_status = 2;
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END:
NAG_FREE(fvec);
NAG_FREE(x);
return exit_status;

}

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
Nag_Comm *comm, Integer *iflag)

{
Integer k;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fcn, first invocation.)\n");
comm->user[0] = 0.0;

}
for (k = 0; k < n; ++k) {

fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)

fvec[k] -= x[k - 1];
if (k < n - 1)

fvec[k] -= x[k + 1] * 2.0;
}
/* Set iflag negative to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_nonlin_eqns_easy (c05qbc) Example Program Results
(User-supplied callback fcn, first invocation.)
Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164
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NAG Library Function Document

nag_zero_nonlin_eqns_expert (c05qcc)

1 Purpose

nag_zero_nonlin_eqns_expert (c05qcc) is a comprehensive function that finds a solution of a system of
nonlinear equations by a modification of the Powell hybrid method.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_expert (

void (*fcn)(Integer n, const double x[], double fvec[], Nag_Comm *comm,
Integer *iflag),

Integer n, double x[], double fvec[], double xtol, Integer maxfev,
Integer ml, Integer mu, double epsfcn, Nag_ScaleType scale_mode,
double diag[], double factor, Integer nprint, Integer *nfev,
double fjac[], double r[], double qtf[], Nag_Comm *comm, NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_nonlin_eqns_expert (c05qcc) is based on the MINPACK routine HYBRD (see Moré et al.
(1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the rank-1 method of Broyden. At the starting point, the
Jacobian is approximated by forward differences, but these are not used again until the rank-1 method
fails to produce satisfactory progress. For more details see Powell (1970).

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

5 Arguments

1: fcn – function, supplied by the user External Function

fcn must return the values of the functions fi at a point x, unless iflag ¼ 0 on entry to
nag_zero_nonlin_eqns_expert (c05qcc).

The specification of fcn is:

void fcn (Integer n, const double x[], double fvec[], Nag_Comm *comm,
Integer *iflag)

1: n – Integer Input

On entry: n, the number of equations.
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2: x½n� – const double Input

On entry: the components of the point x at which the functions must be evaluated.

3: fvec½n� – double Input/Output

On entry: if iflag ¼ 0, fvec contains the function values fi xð Þ and must not be changed.

On exit: if iflag > 0 on entry, fvec must contain the function values fi xð Þ (unless iflag
is set to a negative value by fcn).

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fcn.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_nonlin_eqns_expert
(c05qcc) you may allocate memory and initialize these pointers with various
quantities for use by fcn when called from nag_zero_nonlin_eqns_expert
(c05qcc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: iflag – Integer * Input/Output

On entry: iflag 	 0.

iflag ¼ 0
x and fvec are available for printing (see nprint).

iflag > 0
fvec must be updated.

On exit: in general, iflag should not be reset by fcn. If, however, you wish to terminate
execution (perhaps because some illegal point x has been reached), then iflag should be
set to a negative integer.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On entry: an initial guess at the solution vector.

On exit: the final estimate of the solution vector.

4: fvec½n� – double Output

On exit: the function values at the final point returned in x.

5: xtol – double Input

On entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.
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6: maxfev – Integer Input

On entry: the maximum number of calls to fcn with iflag 6¼ 0. nag_zero_nonlin_eqns_expert
(c05qcc) will exit with fail:code ¼ NE_TOO_MANY_FEVALS, if, at the end of an iteration, the
number of calls to fcn exceeds maxfev.

Suggested value: maxfev ¼ 200� nþ 1ð Þ.
Constraint: maxfev > 0.

7: ml – Integer Input

On entry: the number of subdiagonals within the band of the Jacobian matrix. (If the Jacobian is
not banded, or you are unsure, set ml ¼ n� 1.)

Constraint: ml 	 0.

8: mu – Integer Input

On entry: the number of superdiagonals within the band of the Jacobian matrix. (If the Jacobian
is not banded, or you are unsure, set mu ¼ n� 1.)

Constraint: mu 	 0.

9: epsfcn – double Input

On entry: a rough estimate of the largest relative error in the functions. It is used in determining
a suitable step for a forward difference approximation to the Jacobian. If epsfcn is less than
machine precision (returned by nag_machine_precision (X02AJC)) then machine precision is
used. Consequently a value of 0:0 will often be suitable.

Suggested value: epsfcn ¼ 0:0.

10: scale mode – Nag_ScaleType Input

On entry: indicates whether or not you have provided scaling factors in diag.

If scale mode ¼ Nag ScaleProvided the scaling must have been specified in diag.

Otherwise, if scale mode ¼ Nag NoScaleProvided, the variables will be scaled internally.

Constraint: scale mode ¼ Nag NoScaleProvided or Nag ScaleProvided.

11: diag½n� – double Input/Output

On entry: if scale mode ¼ Nag ScaleProvided, diag must contain multiplicative scale factors for
the variables.

If scale mode ¼ Nag NoScaleProvided, diag need not be set.

Constraint: if scale mode ¼ Nag ScaleProvided, diag½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.

O n e x i t : t h e s c a l e f a c t o r s a c t u a l l y u s e d ( c om p u t e d i n t e r n a l l y i f
scale mode ¼ Nag NoScaleProvided).

12: factor – double Input

On entry: a quantity to be used in determining the initial step bound. In most cases, factor should
lie between 0:1 and 100:0. (The step bound is factor� diag� xk k2 if this is nonzero; otherwise
the bound is factor.)

Suggested value: factor ¼ 100:0.

Constraint: factor > 0:0.
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13: nprint – Integer Input

On entry: indicates whether (and how often) special calls to fcn, with iflag set to 0, are to be
made for printing purposes.

nprint � 0
No calls are made.

nprint > 0
fcn is called at the beginning of the first iteration, every nprint iterations thereafter and
immediately before the return from nag_zero_nonlin_eqns_expert (c05qcc).

14: nfev – Integer * Output

On exit: the number of calls made to fcn with iflag > 0.

15: fjac½n� n� – double Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.
On exit: the orthogonal matrix Q produced by the QR factorization of the final approximate
Jacobian.

16: r½n� nþ 1ð Þ=2� – double Output

On exit: the upper triangular matrix R produced by the QR factorization of the final approximate
Jacobian, stored row-wise.

17: qtf½n� – double Output

On exit: the vector QTf.

18: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

On entry, scale mode ¼ Nag ScaleProvided and diag contained a non-positive element.

NE_INT

On entry, maxfev ¼ valueh i.
Constraint: maxfev > 0.

On entry, ml ¼ valueh i.
Constraint: ml 	 0.
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On entry, mu ¼ valueh i.
Constraint: mu 	 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress, as measured by the improvement from the last valueh i
iterations.

The iteration is not making good progress, as measured by the improvement from the last valueh i
Jacobian evaluations.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, factor ¼ valueh i.
Constraint: factor > 0:0.

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_MANY_FEVALS

There have been at least maxfev calls to fcn: maxfev ¼ valueh i. Consider restarting the
calculation from the final point held in x.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.

NE_USER_STOP

iflag was set negative in fcn. iflag ¼ valueh i.

7 Accuracy

If x̂ is the true solution and D denotes the diagonal matrix whose entries are defined by the array diag,
then nag_zero_nonlin_eqns_expert (c05qcc) tries to ensure that

D x� x̂ð Þk k2 � xtol� Dx̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of Dx have k significant
decimal digits. There is a danger that the smaller components of Dx may have large relative errors, but
the fast rate of convergence of nag_zero_nonlin_eqns_expert (c05qcc) usually obviates this possibility.

If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.
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The convergence test assumes that the functions are reasonably well behaved. If this condition is not
satisfied, then nag_zero_nonlin_eqns_expert (c05qcc) may incorrectly indicate convergence. The
validity of the answer can be checked, for example, by rerunning nag_zero_nonlin_eqns_expert
(c05qcc) with a lower value for xtol.

8 Parallelism and Performance

nag_zero_nonlin_eqns_expert (c05qcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_zero_nonlin_eqns_expert (c05qcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Local workspace arrays of fixed lengths are allocated internally by nag_zero_nonlin_eqns_expert
(c05qcc). The total size of these arrays amounts to 4� n double elements.

The time required by nag_zero_nonlin_eqns_expert (c05qcc) to solve a given problem depends on n,
the behaviour of the functions, the accuracy requested and the starting point. The number of arithmetic
operations executed by nag_zero_nonlin_eqns_expert (c05qcc) to process each evaluation of the
functions is approximately 11:5� n2. The timing of nag_zero_nonlin_eqns_expert (c05qcc) is strongly
influenced by the time spent evaluating the functions.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.

The number of function evaluations required to evaluate the Jacobian may be reduced if you can specify
ml and mu accurately.

10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:

10.1 Program Text

/* nag_zero_nonlin_eqns_expert (c05qcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
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{
#endif

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
Nag_Comm *comm, Integer *iflag);

#ifdef __cplusplus
}
#endif

static Integer nprint = 0;

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0, i, n = 9, maxfev, ml, mu, nfev;
double *diag = 0, *fjac = 0, *fvec = 0, *qtf = 0, *r = 0, *x = 0;
double epsfcn, factor, xtol;
/* Nag Types */
NagError fail;
Nag_Comm comm;
Nag_ScaleType scale_mode;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_expert (c05qcc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (n > 0) {
if (!(diag = NAG_ALLOC(n, double)) ||

!(fjac = NAG_ALLOC(n * n, double)) ||
!(fvec = NAG_ALLOC(n, double)) ||
!(qtf = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* The following starting values provide a rough solution. */
for (i = 0; i < n; i++)

x[i] = -1.0;

/* nag_machine_precision (x02ajc).
* The machine precision
*/

xtol = sqrt(nag_machine_precision);

for (i = 0; i < n; i++)
diag[i] = 1.0;

maxfev = 2000;
ml = 1;
mu = 1;
epsfcn = 0.0;
scale_mode = Nag_ScaleProvided;
factor = 100.0;

/* nag_zero_nonlin_eqns_expert (c05qcc).
* Solution of a system of nonlinear equations (function
* values only)
*/
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nag_zero_nonlin_eqns_expert(fcn, n, x, fvec, xtol, maxfev, ml, mu,
epsfcn, scale_mode, diag, factor, nprint, &nfev,
fjac, r, qtf, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zero_nonlin_eqns_expert (c05qcc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NE_TOO_MANY_FEVALS &&

fail.code != NE_TOO_SMALL && fail.code != NE_NO_IMPROVEMENT)
goto END;

}

printf(fail.code == NE_NOERROR ? "Final approximate" : "Approximate");
printf(" solution\n\n");
for (i = 0; i < n; i++)

printf("%12.4f%s", x[i], (i % 3 == 2 || i == n - 1) ? "\n" : " ");

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(diag);
NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(qtf);
NAG_FREE(r);
NAG_FREE(x);
return exit_status;

}

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
Nag_Comm *comm, Integer *iflag)

{
Integer k;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fcn, first invocation.)\n");
comm->user[0] = 0.0;

}
if (*iflag == 0) {

if (nprint > 0) {
/* Insert print statements here if desired. */

}
}
else {

for (k = 0; k < n; ++k) {
fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)

fvec[k] -= x[k - 1];
if (k < n - 1)

fvec[k] -= x[k + 1] * 2.0;
}

}
/* Set iflag negative to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

None.
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10.3 Program Results

nag_zero_nonlin_eqns_expert (c05qcc) Example Program Results
(User-supplied callback fcn, first invocation.)
Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164
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NAG Library Function Document

nag_zero_nonlin_eqns_rcomm (c05qdc)

1 Purpose

nag_zero_nonlin_eqns_rcomm (c05qdc) is a comprehensive reverse communication function that finds a
solution of a system of nonlinear equations by a modification of the Powell hybrid method.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_rcomm (Integer *irevcm, Integer n, double x[],
double fvec[], double xtol, Integer ml, Integer mu, double epsfcn,
Nag_ScaleType scale_mode, double diag[], double factor, double fjac[],
double r[], double qtf[], Integer iwsav[], double rwsav[],
NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_nonlin_eqns_rcomm (c05qdc) is based on the MINPACK routine HYBRD (see Moré et al.
(1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the rank-1 method of Broyden. At the starting point, the
Jacobian is approximated by forward differences, but these are not used again until the rank-1 method
fails to produce satisfactory progress. For more details see Powell (1970).

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than fvec must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must have the value 0.

On intermediate exit: specifies what action you must take before re-entering nag_zero_nonli
n_eqns_rcomm (c05qdc) with irevcm unchanged. The value of irevcm should be interpreted as
follows:

irevcm ¼ 1
Indicates the start of a new iteration. No action is required by you, but x and fvec are
available for printing.
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irevcm ¼ 2
Indicates that before re-entry to nag_zero_nonlin_eqns_rcomm (c05qdc), fvec must contain
the function values fi xð Þ.

On final exit: irevcm ¼ 0, and the algorithm has terminated.

Constraint: irevcm ¼ 0, 1 or 2.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On initial entry: an initial guess at the solution vector.

On intermediate exit: contains the current point.

On final exit: the final estimate of the solution vector.

4: fvec½n� – double Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 1, fvec must not be changed.

If irevcm ¼ 2, fvec must be set to the values of the functions computed at the current point x.

On final exit: the function values at the final point, x.

5: xtol – double Input

On initial entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.

6: ml – Integer Input

On initial entry: the number of subdiagonals within the band of the Jacobian matrix. (If the
Jacobian is not banded, or you are unsure, set ml ¼ n� 1.)

Constraint: ml 	 0.

7: mu – Integer Input

On initial entry: the number of superdiagonals within the band of the Jacobian matrix. (If the
Jacobian is not banded, or you are unsure, set mu ¼ n� 1.)

Constraint: mu 	 0.

8: epsfcn – double Input

On initial entry: the order of the largest relative error in the functions. It is used in determining a
suitable step for a forward difference approximation to the Jacobian. If epsfcn is less than
machine precision (returned by nag_machine_precision (X02AJC)) then machine precision is
used. Consequently a value of 0:0 will often be suitable.

Suggested value: epsfcn ¼ 0:0.

9: scale mode – Nag_ScaleType Input

On initial entry: indicates whether or not you have provided scaling factors in diag.

If scale mode ¼ Nag ScaleProvided the scaling must have been supplied in diag.
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Otherwise, if scale mode ¼ Nag NoScaleProvided, the variables will be scaled internally.

Constraint: scale mode ¼ Nag NoScaleProvided or Nag ScaleProvided.

10: diag½n� – double Input/Output

On entry: if scale mode ¼ Nag ScaleProvided, diag must contain multiplicative scale factors for
the variables.

If scale mode ¼ Nag NoScaleProvided, diag need not be set.

Constraint: if scale mode ¼ Nag ScaleProvided, diag½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.

O n e x i t : t h e s c a l e f a c t o r s a c t u a l l y u s e d ( c om p u t e d i n t e r n a l l y i f
scale mode ¼ Nag NoScaleProvided).

11: factor – double Input

On initial entry: a quantity to be used in determining the initial step bound. In most cases, factor
should lie between 0:1 and 100:0. (The step bound is factor� diag� xk k2 if this is nonzero;
otherwise the bound is factor.)

Suggested value: factor ¼ 100:0.

Constraint: factor > 0:0.

12: fjac½n� n� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.
On initial entry: need not be set.

On intermediate exit: must not be changed.

On final exit: the orthogonal matrix Q produced by the QR factorization of the final approximate
Jacobian.

13: r½n� nþ 1ð Þ=2� – double Input/Output

On initial entry: need not be set.

On intermediate exit: must not be changed.

On final exit: the upper triangular matrix R produced by the QR factorization of the final
approximate Jacobian, stored row-wise.

14: qtf½n� – double Input/Output

On initial entry: need not be set.

On intermediate exit: must not be changed.

On final exit: the vector QTf.

15: iwsav½17� – Integer Communication Array
16: rwsav½4� nþ 10� – double Communication Array

The arrays iwsav and rwsav MUST NOT be altered between calls to nag_zero_nonlin_eqns_r
comm (c05qdc).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

On entry, scale mode ¼ Nag ScaleProvided and diag contained a non-positive element.

NE_INT

On entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0, 1 or 2.

On entry, ml ¼ valueh i.
Constraint: ml 	 0.

On entry, mu ¼ valueh i.
Constraint: mu 	 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress, as measured by the improvement from the last valueh i
iterations.

The iteration is not making good progress, as measured by the improvement from the last valueh i
Jacobian evaluations.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, factor ¼ valueh i.
Constraint: factor > 0:0.

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.
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7 Accuracy

If x̂ is the true solution and D denotes the diagonal matrix whose entries are defined by the array diag,
then nag_zero_nonlin_eqns_rcomm (c05qdc) tries to ensure that

D x� x̂ð Þk k2 � xtol� Dx̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of Dx have k significant
decimal digits. There is a danger that the smaller components of Dx may have large relative errors, but
the fast rate of convergence of nag_zero_nonlin_eqns_rcomm (c05qdc) usually obviates this possibility.

If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.

The convergence test assumes that the functions are reasonably well behaved. If this condition is not
satisfied, then nag_zero_nonlin_eqns_rcomm (c05qdc) may incorrectly indicate convergence. The
validity of the answer can be checked, for example, by rerunning nag_zero_nonlin_eqns_rcomm
(c05qdc) with a lower value for xtol.

8 Parallelism and Performance

nag_zero_nonlin_eqns_rcomm (c05qdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_zero_nonlin_eqns_rcomm (c05qdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time required by nag_zero_nonlin_eqns_rcomm (c05qdc) to solve a given problem depends on n,
the behaviour of the functions, the accuracy requested and the starting point. The number of arithmetic
operations executed by nag_zero_nonlin_eqns_rcomm (c05qdc) to process the evaluation of functions in
the main program in each exit is approximately 11:5� n2. The timing of nag_zero_nonlin_eqns_rcomm
(c05qdc) is strongly influenced by the time spent evaluating the functions.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.

The number of function evaluations required to evaluate the Jacobian may be reduced if you can specify
ml and mu accurately.

10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:
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10.1 Program Text

/* nag_zero_nonlin_eqns_rcomm (c05qdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer n, const double x[], double fvec[]);
#ifdef __cplusplus
}
#endif

int main(void)
{

Integer exit_status = 0, i, n = 9, irevcm, ml, mu;
double *diag = 0, *fjac = 0, *fvec = 0, *qtf = 0, *r = 0, *x = 0,

*rwsav = 0;
Integer *iwsav = 0;
double epsfcn, factor, xtol;
/* Nag Types */
NagError fail;
Nag_ScaleType scale_mode;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_rcomm (c05qdc) Example Program Results\n");
if (n > 0) {

if (!(diag = NAG_ALLOC(n, double)) ||
!(fjac = NAG_ALLOC(n * n, double)) ||
!(fvec = NAG_ALLOC(n, double)) ||
!(qtf = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(17, Integer)) ||
!(rwsav = NAG_ALLOC(4 * n + 10, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* The following starting values provide a rough solution. */
for (i = 0; i < n; i++)

x[i] = -1.0;

/* nag_machine_precision (x02ajc).
* The machine precision
*/

xtol = sqrt(nag_machine_precision);

c05qdc NAG Library Manual

c05qdc.6 Mark 26



for (i = 0; i < n; i++)
diag[i] = 1.0;

ml = 1;
mu = 1;
epsfcn = 0.0;
scale_mode = Nag_ScaleProvided;
factor = 100.0;
irevcm = 0;

/* nag_zero_nonlin_eqns_rcomm (c05qdc).
* Solution of a system of nonlinear equations (function values only,
* reverse communication)
*/

do {
nag_zero_nonlin_eqns_rcomm(&irevcm, n, x, fvec, xtol, ml, mu,

epsfcn, scale_mode, diag, factor, fjac, r,
qtf, iwsav, rwsav, &fail);

switch (irevcm) {
case 1:

/* x and fvec are available for printing */
break;

case 2:
fcn(n, x, fvec);
break;

}

} while (irevcm != 0);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zero_nonlin_eqns_rcomm (c05qdc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NE_TOO_SMALL && fail.code != NE_NO_IMPROVEMENT)

goto END;
}

printf(fail.code == NE_NOERROR ? "Final approximate" : "Approximate");
printf(" solution\n\n");
for (i = 0; i < n; i++)

printf("%12.4f%s", x[i], (i % 3 == 2 || i == n - 1) ? "\n" : " ");

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(diag);
NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(qtf);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(iwsav);
NAG_FREE(rwsav);
return exit_status;

}

static void NAG_CALL fcn(Integer n, const double x[], double fvec[])
{

Integer k;

for (k = 0; k < n; ++k) {
fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)
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fvec[k] -= x[k - 1];
if (k < n - 1)

fvec[k] -= x[k + 1] * 2.0;
}

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_nonlin_eqns_rcomm (c05qdc) Example Program Results
Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164
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NAG Library Function Document

nag_zero_sparse_nonlin_eqns_easy (c05qsc)

1 Purpose

nag_zero_sparse_nonlin_eqns_easy (c05qsc) is an easy-to-use function that finds a solution of a sparse
system of nonlinear equations by a modification of the Powell hybrid method.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_sparse_nonlin_eqns_easy (

void (*fcn)(Integer n, Integer lindf, const Integer indf[],
const double x[], double fvec[], Nag_Comm *comm, Integer *iflag),

Integer n, double x[], double fvec[], double xtol, Nag_Boolean init,
double rcomm[], Integer lrcomm, Integer icomm[], Integer licomm,
Nag_Comm *comm, NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_sparse_nonlin_eqns_easy (c05qsc) is based on the MINPACK routine HYBRD1 (see Moré et
al. (1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the sparse rank-1 method of Schubert (see Schubert
(1970)). At the starting point, the sparsity pattern is determined and the Jacobian is approximated by
forward differences, but these are not used again until the rank-1 method fails to produce satisfactory
progress. Then, the sparsity structure is used to recompute an approximation to the Jacobian by forward
differences with the least number of function evaluations. The function you supply must be able to
compute only the requested subset of the function values. The sparse Jacobian linear system is solved at
each iteration with nag_superlu_lu_factorize (f11mec) computing the Newton step. For more details see
Powell (1970) and Broyden (1965).

4 References

Broyden C G (1965) A class of methods for solving nonlinear simultaneous equations Mathematics of
Computation 19(92) 577–593

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

Schubert L K (1970) Modification of a quasi-Newton method for nonlinear equations with a sparse
Jacobian Mathematics of Computation 24(109) 27–30

5 Arguments

1: fcn – function, supplied by the user External Function

fcn must return the values of the functions fi at a point x.
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The specification of fcn is:

void fcn (Integer n, Integer lindf, const Integer indf[],
const double x[], double fvec[], Nag_Comm *comm, Integer *iflag)

1: n – Integer Input

On entry: n, the number of equations.

2: lindf – Integer Input

On entry: lindf specifies the number of indices i for which values of fi xð Þ must be
computed.

3: indf½lindf� – const Integer Input

On entry: indf specifies the indices i for which values of fi xð Þ must be computed. The
indices are specified in strictly ascending order.

4: x½n� – const double Input

On entry: the components of the point x at which the functions must be evaluated.
x½i� 1� contains the coordinate xi.

5: fvec½n� – double Output

On exit: fvec½i� 1� must contain the function values fi xð Þ, for all indices i in indf.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fcn.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_sparse_nonlin_eqn
s_easy (c05qsc) you may allocate memory and initialize these pointers with
various quantities for use by fcn when called from nag_zero_sparse_nonlin_eqn
s_easy (c05qsc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: iflag – Integer * Input/Output

On entry: iflag > 0.

On exit: in general, iflag should not be reset by fcn. If, however, you wish to terminate
execution (perhaps because some illegal point x has been reached), then iflag should be
set to a negative integer.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On entry: an initial guess at the solution vector. x½i� 1� must contain the coordinate xi.

On exit: the final estimate of the solution vector.
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4: fvec½n� – double Output

On exit: the function values at the final point returned in x. fvec½i� 1� contains the function
values fi.

5: xtol – double Input

On entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.

6: init – Nag_Boolean Input

On entry: init must be set to Nag_TRUE to indicate that this is the first time
nag_zero_sparse_nonlin_eqns_easy (c05qsc) is called for this specific problem. nag_zero_spar
se_nonlin_eqns_easy (c05qsc) then computes the dense Jacobian and detects and stores its
sparsity pattern (in rcomm and icomm) before proceeding with the iterations. This is noticeably
time consuming when n is large. If not enough storage has been provided for rcomm or icomm,
nag_zero_sparse_nonlin_eqns_easy (c05qsc) will fail. On exit with fail:code ¼ NE_NOERROR,
NE_NO_IMPROVEMENT, NE_TOO_MANY_FEVALS or NE_TOO_SMALL, icomm½0� con-
tains nnz, the number of nonzero entries found in the Jacobian. On subsequent calls, init can be
set to Nag_FALSE if the problem has a Jacobian of the same sparsity pattern. In that case, the
computation time required for the detection of the sparsity pattern will be smaller.

7: rcomm½lrcomm� – double Communication Array

rcomm MUST NOT be altered between successive calls to nag_zero_sparse_nonlin_eqns_easy
(c05qsc).

8: lrcomm – Integer Input

On entry: the dimension of the array rcomm.

Constraint: lrcomm 	 12þ nnz where nnz is the number of nonzero entries in the Jacobian, as
computed by nag_zero_sparse_nonlin_eqns_easy (c05qsc).

9: icomm½licomm� – Integer Communication Array

If fail:code ¼ NE_NOERROR, NE_NO_IMPROVEMENT, NE_TOO_MANY_FEVALS or
NE_TOO_SMALL on exit, icomm½0� contains nnz where nnz is the number of nonzero entries
in the Jacobian.

icomm MUST NOT be altered between successive calls to nag_zero_sparse_nonlin_eqns_easy
(c05qsc).

10: licomm – Integer Input

On entry: the dimension of the array icomm.

Constraint: licomm 	 8� nþ 19þ nnz where nnz is the number of nonzero entries in the
Jacobian, as computed by nag_zero_sparse_nonlin_eqns_easy (c05qsc).

11: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, licomm ¼ valueh i.
Constraint: licomm 	 valueh i.
On entry, lrcomm ¼ valueh i.
Constraint: lrcomm 	 valueh i.
On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress. This failure exit may indicate that the system does not
have a zero, or that the solution is very close to the origin (see Section 7). Otherwise, rerunning
nag_zero_sparse_nonlin_eqns_easy (c05qsc) from a different starting point may avoid the region
of difficulty. The condition number of the Jacobian is valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_MANY_FEVALS

There have been at least 200� nþ 1ð Þ calls to fcn. Consider setting init ¼ Nag FALSE and
restarting the calculation from the point held in x.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.

NE_USER_STOP

iflag was set negative in fcn. iflag ¼ valueh i.
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7 Accuracy

If x̂ is the true solution, nag_zero_sparse_nonlin_eqns_easy (c05qsc) tries to ensure that

x� x̂k k2 � xtol� x̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of x have k significant
decimal digits. There is a danger that the smaller components of x may have large relative errors, but
the fast rate of convergence of nag_zero_sparse_nonlin_eqns_easy (c05qsc) usually obviates this
possibility.

If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.

The convergence test assumes that the functions are reasonably well behaved. If this condition is not
satisfied, then nag_zero_sparse_nonlin_eqns_easy (c05qsc) may incorrectly indicate convergence. The
validity of the answer can be checked, for example, by rerunning nag_zero_sparse_nonlin_eqns_easy
(c05qsc) with a lower value for xtol.

8 Parallelism and Performance

nag_zero_sparse_nonlin_eqns_easy (c05qsc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_zero_sparse_nonlin_eqns_easy (c05qsc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Local workspace arrays of fixed lengths are allocated internally by nag_zero_sparse_nonlin_eqns_easy
(c05qsc). The total size of these arrays amounts to 8� nþ 2� q double elements and
10� nþ 2� q þ 5 integer elements where the integer q is bounded by 8� nnz and n2 and depends
on the sparsity pattern of the Jacobian.

The time required by nag_zero_sparse_nonlin_eqns_easy (c05qsc) to solve a given problem depends on
n, the behaviour of the functions, the accuracy requested and the starting point. The number of
arithmetic operations executed by nag_zero_sparse_nonlin_eqns_easy (c05qsc) to process each
evaluation of the functions depends on the number of nonzero entries in the Jacobian. The timing of
nag_zero_sparse_nonlin_eqns_easy (c05qsc) is strongly influenced by the time spent evaluating the
functions.

When init is Nag_TRUE, the dense Jacobian is first evaluated and that will take time proportional to
n2.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.
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10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:

It then perturbs the equations by a small amount and solves the new system.

10.1 Program Text

/* nag_zero_sparse_nonlin_eqns_easy (c05qsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

static void NAG_CALL fcn(Integer n, Integer lindf, const Integer indf[],
const double x[], double fvec[], Nag_Comm *comm,
Integer *iflag)

{
double theta;
Integer i, ind;

*iflag = 0;
theta = (double) (comm->iuser[0]) * pow(0.5, 7);
for (ind = 0; ind < lindf; ind++) {

i = indf[ind] - 1;
fvec[i] = (3.0 - (2.0 + theta) * x[i]) * x[i] + 1.0;
if (i > 0)

fvec[i] = fvec[i] - x[i - 1];
if (i < n - 1)

fvec[i] = fvec[i] - 2.0 * x[i + 1];
}

}

int main(void)
{

Integer exit_status = 0, n = 9, i, j, licomm, lrcomm;
double fnorm, xtol;
Nag_Boolean init;
Nag_Comm comm;
Integer iuser[1], *icomm = 0;
double ruser[1], *rcomm = 0, *fvec = 0, *x = 0;
NagError fail;

printf("nag_zero_sparse_nonlin_eqns_easy (c05qsc) Example Program Results\n");
lrcomm = 12 + 3 * n;
licomm = 8 * n + 19 + 3 * n;
if (!(fvec = NAG_ALLOC(n, double)) ||

!(x = NAG_ALLOC(n, double)) ||
!(rcomm = NAG_ALLOC(lrcomm, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;
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}
comm.iuser = iuser;
comm.user = ruser;
xtol = sqrt(nag_machine_precision);
/* The following starting values provide a rough solution. */
for (j = 0; j < n; j++)

x[j] = -1.0E0;
for (i = 0; i <= 1; i++) {

INIT_FAIL(fail);
/* Perturb the system? */
comm.iuser[0] = i;
init = (i == 0 ? Nag_TRUE : Nag_FALSE);
/* nag_zero_sparse_nonlin_eqns_easy (c05qsc).
* Solution of a sparse system of nonlinear equations using function
* values only (easy-to-use).
*/

nag_zero_sparse_nonlin_eqns_easy(fcn, n, x, fvec, xtol, init, rcomm,
lrcomm, icomm, licomm, &comm, &fail);

if (fail.code == NE_NOERROR) {
/* Compute Euclidean norm. */
fnorm = 0.0E0;
for (j = 0; j < n; j++)

fnorm = pow(fvec[j], 2);
fnorm = sqrt(fnorm);
printf("\nFinal 2-norm of the residuals = %12.4e\n", fnorm);
printf("\nFinal approximate solution\n\n");
for (j = 0; j < n; j++)

printf("%12.4f%s", x[j], (j + 1) % 3 ? " " : "\n");
printf("\n");

}
else {

printf("Error from nag_zero_sparse_nonlin_eqns_easy (c05qsc).\n%s\n",
fail.message);

if (fail.code == NE_TOO_MANY_FEVALS ||
fail.code == NE_TOO_SMALL || fail.code == NE_NO_IMPROVEMENT) {

printf("\nApproximate solution\n");
for (j = 0; j < n; j++)

printf("%12.4f%s", x[j], (j + 1) % 3 ? " " : "\n");
printf("\n");

}
}

}
END:

NAG_FREE(fvec);
NAG_FREE(x);
NAG_FREE(rcomm);
NAG_FREE(icomm);
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_sparse_nonlin_eqns_easy (c05qsc) Example Program Results

Final 2-norm of the residuals = 1.7592e-09

Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164

Final 2-norm of the residuals = 2.6329e-13

Final approximate solution
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-0.5697 -0.6804 -0.7004
-0.7029 -0.7000 -0.6906
-0.6646 -0.5951 -0.4159
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NAG Library Function Document

nag_zero_nonlin_eqns_deriv_easy (c05rbc)

1 Purpose

nag_zero_nonlin_eqns_deriv_easy (c05rbc) is an easy-to-use function that finds a solution of a system
of nonlinear equations by a modification of the Powell hybrid method. You must provide the Jacobian.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_deriv_easy (

void (*fcn)(Integer n, const double x[], double fvec[], double fjac[],
Nag_Comm *comm, Integer *iflag),

Integer n, double x[], double fvec[], double fjac[], double xtol,
Nag_Comm *comm, NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_nonlin_eqns_deriv_easy (c05rbc) is based on the MINPACK routine HYBRJ1 (see Moré et
al. (1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the rank-1 method of Broyden. At the starting point, the
Jacobian is requested, but it is not asked for again until the rank-1 method fails to produce satisfactory
progress. For more details see Powell (1970).

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

5 Arguments

1: fcn – function, supplied by the user External Function

Depending upon the value of iflag, fcn must either return the values of the functions fi at a point
x or return the Jacobian at x.

The specification of fcn is:

void fcn (Integer n, const double x[], double fvec[], double fjac[],
Nag_Comm *comm, Integer *iflag)

1: n – Integer Input

On entry: n, the number of equations.
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2: x½n� – const double Input

On entry: the components of the point x at which the functions or the Jacobian must be
evaluated.

3: fvec½n� – double Input/Output

On entry: if iflag ¼ 2, fvec contains the function values fi xð Þ and must not be changed.

On exit: if iflag ¼ 1 on entry, fvec must contain the function values fi xð Þ (unless iflag
is set to a negative value by fcn).

4: fjac½n� n� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.

On entry: if iflag ¼ 1, fjac contains the value of
@fi
@xj

at the point x, for i ¼ 1; 2; . . . ; n

and j ¼ 1; 2; . . . ; n, and must not be changed.

On exit: if iflag ¼ 2 on entry, fjac½ j � 1ð Þ � nþ i � 1� must contain the value of
@fi
@xj

at

the point x, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n, (unless iflag is set to a negative value
by fcn).

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fcn.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_nonlin_eqns_der
iv_easy (c05rbc) you may allocate memory and initialize these pointers with
various quantities for use by fcn when called from nag_zero_nonlin_eqns_der
iv_easy (c05rbc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: iflag – Integer * Input/Output

On entry: iflag ¼ 1 or 2.

iflag ¼ 1
fvec is to be updated.

iflag ¼ 2
fjac is to be updated.

On exit: in general, iflag should not be reset by fcn. If, however, you wish to terminate
execution (perhaps because some illegal point x has been reached), then iflag should be
set to a negative integer.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On entry: an initial guess at the solution vector.

On exit: the final estimate of the solution vector.
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4: fvec½n� – double Output

On exit: the function values at the final point returned in x.

5: fjac½n� n� – double Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.
On exit: the orthogonal matrix Q produced by the QR factorization of the final approximate
Jacobian, stored by columns.

6: xtol – double Input

On entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress. This failure exit may indicate that the system does not
have a zero, or that the solution is very close to the origin (see Section 7). Otherwise, rerunning
nag_zero_nonlin_eqns_deriv_easy (c05rbc) from a different starting point may avoid the region
of difficulty.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_MANY_FEVALS

There have been at least 100� nþ 1ð Þ calls to fcn. Consider restarting the calculation from the
point held in x.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.

NE_USER_STOP

iflag was set negative in fcn. iflag ¼ valueh i.

7 Accuracy

If x̂ is the true solution, nag_zero_nonlin_eqns_deriv_easy (c05rbc) tries to ensure that

x� x̂k k2 � xtol� x̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of x have k significant
decimal digits. There is a danger that the smaller components of x may have large relative errors, but
the fast rate of convergence of nag_zero_nonlin_eqns_deriv_easy (c05rbc) usually obviates this
possibility.

If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.

The convergence test assumes that the functions and the Jacobian are coded consistently and that the
functions are reasonably well behaved. If these conditions are not satisfied, then nag_zero_nonli
n_eqns_deriv_easy (c05rbc) may incorrectly indicate convergence. The coding of the Jacobian can be
checked using nag_check_derivs (c05zdc). If the Jacobian is coded correctly, then the validity of the
answer can be checked by rerunning nag_zero_nonlin_eqns_deriv_easy (c05rbc) with a lower value for
xtol.

8 Parallelism and Performance

nag_zero_nonlin_eqns_deriv_easy (c05rbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_zero_nonlin_eqns_deriv_easy (c05rbc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Local workspace arrays of fixed lengths are allocated internally by nag_zero_nonlin_eqns_deriv_easy
(c05rbc). The total size of these arrays amounts to n� nþ 13ð Þ=2 double elements.

c05rbc NAG Library Manual

c05rbc.4 Mark 26



The time required by nag_zero_nonlin_eqns_deriv_easy (c05rbc) to solve a given problem depends on
n, the behaviour of the functions, the accuracy requested and the starting point. The number of
arithmetic operations executed by nag_zero_nonlin_eqns_deriv_easy (c05rbc) is approximately
11:5� n2 to process each evaluation of the functions and approximately 1:3� n3 to process each
evaluation of the Jacobian. The timing of nag_zero_nonlin_eqns_deriv_easy (c05rbc) is strongly
influenced by the time spent evaluating the functions.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.

10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:

10.1 Program Text

/* nag_zero_nonlin_eqns_deriv_easy (c05rbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
double fjac[], Nag_Comm *comm, Integer *iflag);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0, i, n = 9;
double *fjac = 0, *fvec = 0, *x = 0, xtol;
/* Nag Types */
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_deriv_easy (c05rbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (n > 0) {
if (!(fjac = NAG_ALLOC(n * n, double)) ||

!(fvec = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* The following starting values provide a rough solution. */
for (i = 0; i < n; i++)

x[i] = -1.0;

/* nag_machine_precision (x02ajc).
* The machine precision
*/

xtol = sqrt(nag_machine_precision);

/* nag_zero_nonlin_eqns_deriv_easy (c05rbc).
* Solution of a system of nonlinear equations (using first
* derivatives)
*/

nag_zero_nonlin_eqns_deriv_easy(fcn, n, x, fvec, fjac, xtol, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zero_nonlin_eqns_deriv_easy (c05rbc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NE_TOO_MANY_FEVALS &&

fail.code != NE_TOO_SMALL && fail.code != NE_NO_IMPROVEMENT)
goto END;

}

printf(fail.code == NE_NOERROR ? "Final approximate" : "Approximate");
printf(" solution\n\n");
for (i = 0; i < n; i++)

printf("%12.4f%s", x[i], (i % 3 == 2 || i == n - 1) ? "\n" : " ");

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(x);
return exit_status;

}

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
double fjac[], Nag_Comm *comm, Integer *iflag)

{
Integer j, k;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fcn, first invocation.)\n");
comm->user[0] = 0.0;

}
if (*iflag != 2) {

for (k = 0; k < n; k++) {
fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)

fvec[k] -= x[k - 1];
if (k < n - 1)

fvec[k] -= x[k + 1] * 2.0;
}

}
else {

for (k = 0; k < n; k++) {
for (j = 0; j < n; j++)

fjac[j * n + k] = 0.0;
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fjac[k * n + k] = 3.0 - x[k] * 4.0;
if (k > 0)

fjac[(k - 1) * n + k] = -1.0;
if (k < n - 1)

fjac[(k + 1) * n + k] = -2.0;
}

}
/* Set iflag negative to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

None.

10.3 Program Results

nag_zero_nonlin_eqns_deriv_easy (c05rbc) Example Program Results
(User-supplied callback fcn, first invocation.)
Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164
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NAG Library Function Document

nag_zero_nonlin_eqns_deriv_expert (c05rcc)

1 Purpose

nag_zero_nonlin_eqns_deriv_expert (c05rcc) is a comprehensive function that finds a solution of a
system of nonlinear equations by a modification of the Powell hybrid method. You must provide the
Jacobian.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_deriv_expert (

void (*fcn)(Integer n, const double x[], double fvec[], double fjac[],
Nag_Comm *comm, Integer *iflag),

Integer n, double x[], double fvec[], double fjac[], double xtol,
Integer maxfev, Nag_ScaleType scale_mode, double diag[], double factor,
Integer nprint, Integer *nfev, Integer *njev, double r[], double qtf[],
Nag_Comm *comm, NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_nonlin_eqns_deriv_expert (c05rcc) is based on the MINPACK routine HYBRJ (see Moré et
al. (1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the rank-1 method of Broyden. At the starting point, the
Jacobian is requested, but it is not asked for again until the rank-1 method fails to produce satisfactory
progress. For more details see Powell (1970).

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

5 Arguments

1: fcn – function, supplied by the user External Function

Depending upon the value of iflag, fcn must either return the values of the functions fi at a point
x or return the Jacobian at x.

The specification of fcn is:

void fcn (Integer n, const double x[], double fvec[], double fjac[],
Nag_Comm *comm, Integer *iflag)

1: n – Integer Input

On entry: n, the number of equations.
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2: x½n� – const double Input

On entry: the components of the point x at which the functions or the Jacobian must be
evaluated.

3: fvec½n� – double Input/Output

On entry: if iflag ¼ 0 or 2, fvec contains the function values fi xð Þ and must not be
changed.

On exit: if iflag ¼ 1 on entry, fvec must contain the function values fi xð Þ (unless iflag
is set to a negative value by fcn).

4: fjac½n� n� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.

On entry: if iflag ¼ 0, fjac½ j � 1ð Þ � nþ i � 1� contains the value of
@fi
@xj

at the point x,

for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n. When iflag ¼ 0 or 1, fjac must not be changed.

On exit: if iflag ¼ 2 on entry, fjac½ j � 1ð Þ � nþ i � 1� must contain the value of
@fi
@xj

at

the point x, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n, (unless iflag is set to a negative value
by fcn).

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fcn.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_zero_nonlin_eqns_der
iv_expert (c05rcc) you may allocate memory and initialize these pointers with
various quantities for use by fcn when called from nag_zero_nonlin_eqns_der
iv_expert (c05rcc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: iflag – Integer * Input/Output

On entry: iflag ¼ 0, 1 or 2.

iflag ¼ 0
x, fvec and fjac are available for printing (see nprint).

iflag ¼ 1
fvec is to be updated.

iflag ¼ 2
fjac is to be updated.

On exit: in general, iflag should not be reset by fcn. If, however, you wish to terminate
execution (perhaps because some illegal point x has been reached), then iflag should be
set to a negative integer value.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.
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3: x½n� – double Input/Output

On entry: an initial guess at the solution vector.

On exit: the final estimate of the solution vector.

4: fvec½n� – double Output

On exit: the function values at the final point returned in x.

5: fjac½n� n� – double Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.
On exit: the orthogonal matrix Q produced by the QR factorization of the final approximate
Jacobian, stored by columns.

6: xtol – double Input

On entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.

7: maxfev – Integer Input

On entry: the maximum number of calls to fcn with iflag 6¼ 0. nag_zero_nonlin_eqns_der
iv_expert (c05rcc) will exit with fail:code ¼ NE_TOO_MANY_FEVALS, if, at the end of an
iteration, the number of calls to fcn exceeds maxfev.

Suggested value: maxfev ¼ 100� nþ 1ð Þ.
Constraint: maxfev > 0.

8: scale mode – Nag_ScaleType Input

On entry: indicates whether or not you have provided scaling factors in diag.

If scale mode ¼ Nag ScaleProvided the scaling must have been specified in diag.

Otherwise, if scale mode ¼ Nag NoScaleProvided, the variables will be scaled internally.

Constraint: scale mode ¼ Nag NoScaleProvided or Nag ScaleProvided.

9: diag½n� – double Input/Output

On entry: if scale mode ¼ Nag ScaleProvided, diag must contain multiplicative scale factors for
the variables.

If scale mode ¼ Nag NoScaleProvided, diag need not be set.

Constraint: if scale mode ¼ Nag ScaleProvided, diag½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.

O n e x i t : t h e s c a l e f a c t o r s a c t u a l l y u s e d ( c om p u t e d i n t e r n a l l y i f
scale mode ¼ Nag NoScaleProvided).

10: factor – double Input

On entry: a quantity to be used in determining the initial step bound. In most cases, factor should
lie between 0:1 and 100:0. (The step bound is factor� diag� xk k2 if this is nonzero; otherwise
the bound is factor.)

Suggested value: factor ¼ 100:0.

Constraint: factor > 0:0.
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11: nprint – Integer Input

On entry: indicates whether (and how often) special calls to fcn, with iflag set to 0, are to be
made for printing purposes.

nprint � 0
No calls are made.

nprint > 0
fcn is called at the beginning of the first iteration, every nprint iterations thereafter and
immediately before the return from nag_zero_nonlin_eqns_deriv_expert (c05rcc).

12: nfev – Integer * Output

On exit: the number of calls made to fcn to evaluate the functions.

13: njev – Integer * Output

On exit: the number of calls made to fcn to evaluate the Jacobian.

14: r½n� nþ 1ð Þ=2� – double Output

On exit: the upper triangular matrix R produced by the QR factorization of the final approximate
Jacobian, stored row-wise.

15: qtf½n� – double Output

On exit: the vector QTf.

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

On entry, scale mode ¼ Nag ScaleProvided and diag contained a non-positive element.

NE_INT

On entry, maxfev ¼ valueh i.
Constraint: maxfev > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress, as measured by the improvement from the last valueh i
iterations. This failure exit may indicate that the system does not have a zero, or that the solution
is very close to the origin (see Section 7). Otherwise, rerunning nag_zero_nonlin_eqns_der
iv_expert (c05rcc) from a different starting point may avoid the region of difficulty.

The iteration is not making good progress, as measured by the improvement from the last valueh i
Jacobian evaluations. This failure exit may indicate that the system does not have a zero, or that
the solution is very close to the origin (see Section 7). Otherwise, rerunning nag_zero_nonli
n_eqns_deriv_expert (c05rcc) from a different starting point may avoid the region of difficulty.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, factor ¼ valueh i.
Constraint: factor > 0:0.

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_MANY_FEVALS

There have been at least maxfev calls to fcn: maxfev ¼ valueh i. Consider restarting the
calculation from the final point held in x.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.

NE_USER_STOP

iflag was set negative in fcn. iflag ¼ valueh i.

7 Accuracy

If x̂ is the true solution and D denotes the diagonal matrix whose entries are defined by the array diag,
then nag_zero_nonlin_eqns_deriv_expert (c05rcc) tries to ensure that

D x� x̂ð Þk k2 � xtol� Dx̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of Dx have k significant
decimal digits. There is a danger that the smaller components of Dx may have large relative errors, but
the fast rate of convergence of nag_zero_nonlin_eqns_deriv_expert (c05rcc) usually obviates this
possibility.

If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.

The convergence test assumes that the functions and the Jacobian are coded consistently and that the
functions are reasonably well behaved. If these conditions are not satisfied, then nag_zero_nonli

c05 – Roots of One or More Transcendental Equations c05rcc

Mark 26 c05rcc.5



n_eqns_deriv_expert (c05rcc) may incorrectly indicate convergence. The coding of the Jacobian can be
checked using nag_check_derivs (c05zdc). If the Jacobian is coded correctly, then the validity of the
answer can be checked by rerunning nag_zero_nonlin_eqns_deriv_expert (c05rcc) with a lower value
for xtol.

8 Parallelism and Performance

nag_zero_nonlin_eqns_deriv_expert (c05rcc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_zero_nonlin_eqns_deriv_expert (c05rcc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Local workspace arrays of fixed lengths are allocated internally by nag_zero_nonlin_eqns_deriv_expert
(c05rcc). The total size of these arrays amounts to 4� n double elements.

The time required by nag_zero_nonlin_eqns_deriv_expert (c05rcc) to solve a given problem depends on
n, the behaviour of the functions, the accuracy requested and the starting point. The number of
arithmetic operations executed by nag_zero_nonlin_eqns_deriv_expert (c05rcc) is approximately
11:5� n2 to process each evaluation of the functions and approximately 1:3� n3 to process each
evaluation of the Jacobian. The timing of nag_zero_nonlin_eqns_deriv_expert (c05rcc) is strongly
influenced by the time spent evaluating the functions.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.

10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:

10.1 Program Text

/* nag_zero_nonlin_eqns_deriv_expert (c05rcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif
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static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
double fjac[], Nag_Comm *comm, Integer *iflag);

#ifdef __cplusplus
}
#endif

static Integer nprint = 0;

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0, i, n = 9, maxfev, nfev, njev;
double *diag = 0, *fjac = 0, *fvec = 0, *qtf = 0, *r = 0, *x = 0;
double factor, xtol;
/* Nag Types */
NagError fail;
Nag_Comm comm;
Nag_ScaleType scale_mode;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_deriv_expert (c05rcc) "
"Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (n > 0) {
if (!(diag = NAG_ALLOC(n, double)) ||

!(fjac = NAG_ALLOC(n * n, double)) ||
!(fvec = NAG_ALLOC(n, double)) ||
!(qtf = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* The following starting values provide a rough solution. */
for (i = 0; i < n; i++)

x[i] = -1.0;

/* nag_machine_precision (x02ajc).
* The machine precision
*/

xtol = sqrt(nag_machine_precision);

for (i = 0; i < n; i++)
diag[i] = 1.0;

maxfev = 2000;
scale_mode = Nag_ScaleProvided;
factor = 100.0;

/* nag_zero_nonlin_eqns_deriv_expert (c05rcc).
* Solution of a system of nonlinear equations (function
* values only)
*/

nag_zero_nonlin_eqns_deriv_expert(fcn, n, x, fvec, fjac, xtol, maxfev,
scale_mode, diag, factor, nprint, &nfev,
&njev, r, qtf, &comm, &fail);

if (fail.code != NE_NOERROR) {
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printf("Error from nag_zero_nonlin_eqns_deriv_expert (c05rcc).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NE_TOO_MANY_FEVALS &&

fail.code != NE_TOO_SMALL && fail.code != NE_NO_IMPROVEMENT)
goto END;

}

printf(fail.code == NE_NOERROR ? "Final approximate" : "Approximate");
printf(" solution\n\n");
for (i = 0; i < n; i++)

printf("%12.4f%s", x[i], (i % 3 == 2 || i == n - 1) ? "\n" : " ");

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(diag);
NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(qtf);
NAG_FREE(r);
NAG_FREE(x);
return exit_status;

}

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
double fjac[], Nag_Comm *comm, Integer *iflag)

{
Integer j, k;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fcn, first invocation.)\n");
comm->user[0] = 0.0;

}
if (*iflag == 0) {

if (nprint > 0) {
/* Insert print statements here if desired. */

}
}
else if (*iflag != 2) {

for (k = 0; k < n; k++) {
fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)

fvec[k] -= x[k - 1];
if (k < n - 1)

fvec[k] -= x[k + 1] * 2.0;
}

}
else {

for (k = 0; k < n; k++) {
for (j = 0; j < n; j++)

fjac[j * n + k] = 0.0;
fjac[k * n + k] = 3.0 - x[k] * 4.0;
if (k > 0)

fjac[(k - 1) * n + k] = -1.0;
if (k < n - 1)

fjac[(k + 1) * n + k] = -2.0;
}

}
/* Set iflag negative to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

None.
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10.3 Program Results

nag_zero_nonlin_eqns_deriv_expert (c05rcc) Example Program Results
(User-supplied callback fcn, first invocation.)
Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164
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NAG Library Function Document

nag_zero_nonlin_eqns_deriv_rcomm (c05rdc)

1 Purpose

nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) is a comprehensive reverse communication function that
finds a solution of a system of nonlinear equations by a modification of the Powell hybrid method. You
must provide the Jacobian.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_zero_nonlin_eqns_deriv_rcomm (Integer *irevcm, Integer n,
double x[], double fvec[], double fjac[], double xtol,
Nag_ScaleType scale_mode, double diag[], double factor, double r[],
double qtf[], Integer iwsav[], double rwsav[], NagError *fail)

3 Description

The system of equations is defined as:

fi x1; x2; . . . ; xnð Þ ¼ 0; i ¼ 1; 2; . . . ; n:

nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) is based on the MINPACK routine HYBRJ (see Moré et
al. (1980)). It chooses the correction at each step as a convex combination of the Newton and scaled
gradient directions. The Jacobian is updated by the rank-1 method of Broyden. For more details see
Powell (1970).

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

Powell M J D (1970) A hybrid method for nonlinear algebraic equations Numerical Methods for
Nonlinear Algebraic Equations (ed P Rabinowitz) Gordon and Breach

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than fvec and fjac must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must have the value 0.

On intermediate exit: specifies what action you must take before re-entering nag_zero_nonli
n_eqns_deriv_rcomm (c05rdc) with irevcm unchanged. The value of irevcm should be
interpreted as follows:

irevcm ¼ 1
Indicates the start of a new iteration. No action is required by you, but x and fvec are
available for printing.

irevcm ¼ 2
Indicates that before re-entry to nag_zero_nonlin_eqns_deriv_rcomm (c05rdc), fvec must
contain the function values fi xð Þ.
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irevcm ¼ 3
Indicates that before re-entry to nag_zero_nonlin_eqns_deriv_rcomm (c05rdc),

fjac½ j � 1ð Þ � nþ i � 1� must contain the value of
@fi
@xj

at the point x, for i ¼ 1; 2; . . . ; n

and j ¼ 1; 2; . . . ; n.

On final exit: irevcm ¼ 0, and the algorithm has terminated.

Constraint: irevcm ¼ 0, 1, 2 or 3.

2: n – Integer Input

On entry: n, the number of equations.

Constraint: n > 0.

3: x½n� – double Input/Output

On initial entry: an initial guess at the solution vector.

On intermediate exit: contains the current point.

On final exit: the final estimate of the solution vector.

4: fvec½n� – double Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm 6¼ 2, fvec must not be changed.

If irevcm ¼ 2, fvec must be set to the values of the functions computed at the current point x.

On final exit: the function values at the final point, x.

5: fjac½n� n� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ � nþ i� 1�.
On initial entry: need not be set.

On intermediate re-entry: if irevcm 6¼ 3, fjac must not be changed.

If irevcm ¼ 3, fjac½ j � 1ð Þ � nþ i � 1� must contain the value of
@fi
@xj

at the point x, for

i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n.

On final exit: the orthogonal matrix Q produced by the QR factorization of the final approximate
Jacobian, stored by columns.

6: xtol – double Input

On initial entry: the accuracy in x to which the solution is required.

Suggested value:
ffiffi
�
p

, where � is the machine precision returned by nag_machine_precision
(X02AJC).

Constraint: xtol 	 0:0.

7: scale mode – Nag_ScaleType Input

On initial entry: indicates whether or not you have provided scaling factors in diag.

If scale mode ¼ Nag ScaleProvided the scaling must have been supplied in diag.

Otherwise, if scale mode ¼ Nag NoScaleProvided, the variables will be scaled internally.

Constraint: scale mode ¼ Nag NoScaleProvided or Nag ScaleProvided.
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8: diag½n� – double Input/Output

On initial entry: if scale mode ¼ Nag ScaleProvided, diag must contain multiplicative scale
factors for the variables.

If scale mode ¼ Nag NoScaleProvided, diag need not be set.

Constraint: if scale mode ¼ Nag ScaleProvided, diag½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.

On intermediate exit: diag must not be changed.

On fina l e x i t : t h e s c a l e f a c t o r s a c t u a l l y u s ed ( compu t ed in t e r n a l l y i f
scale mode ¼ Nag NoScaleProvided).

9: factor – double Input

On initial entry: a quantity to be used in determining the initial step bound. In most cases, factor
should lie between 0:1 and 100:0. (The step bound is factor� diag� xk k2 if this is nonzero;
otherwise the bound is factor.)

Suggested value: factor ¼ 100:0.

Constraint: factor > 0:0.

10: r½n� nþ 1ð Þ=2� – double Input/Output

On initial entry: need not be set.

On intermediate exit: must not be changed.

On final exit: the upper triangular matrix R produced by the QR factorization of the final
approximate Jacobian, stored row-wise.

11: qtf½n� – double Input/Output

On initial entry: need not be set.

On intermediate exit: must not be changed.

On final exit: the vector QTf.

12: iwsav½17� – Integer Communication Array
13: rwsav½4� nþ 10� – double Communication Array

The arrays iwsav and rwsav MUST NOT be altered between calls to nag_zero_nonlin_eqns_der
iv_rcomm (c05rdc).

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

On entry, scale mode ¼ Nag ScaleProvided and diag contained a non-positive element.
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NE_INT

On entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0, 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

The iteration is not making good progress, as measured by the improvement from the last valueh i
iterations. This failure exit may indicate that the system does not have a zero, or that the solution
is very close to the origin (see Section 7). Otherwise, rerunning nag_zero_nonlin_eqns_der
iv_rcomm (c05rdc) from a different starting point may avoid the region of difficulty.

The iteration is not making good progress, as measured by the improvement from the last valueh i
Jacobian evaluations. This failure exit may indicate that the system does not have a zero, or that
the solution is very close to the origin (see Section 7). Otherwise, rerunning nag_zero_nonli
n_eqns_deriv_rcomm (c05rdc) from a different starting point may avoid the region of difficulty.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, factor ¼ valueh i.
Constraint: factor > 0:0.

On entry, xtol ¼ valueh i.
Constraint: xtol 	 0:0.

NE_TOO_SMALL

No further improvement in the solution is possible. xtol is too small: xtol ¼ valueh i.

7 Accuracy

If x̂ is the true solution and D denotes the diagonal matrix whose entries are defined by the array diag,
then nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) tries to ensure that

D x� x̂ð Þk k2 � xtol� Dx̂k k2:

If this condition is satisfied with xtol ¼ 10�k, then the larger components of Dx have k significant
decimal digits. There is a danger that the smaller components of Dx may have large relative errors, but
the fast rate of convergence of nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) usually obviates this
possibility.

If xtol is less than machine precision and the above test is satisfied with the machine precision in
place of xtol, then the function exits with fail:code ¼ NE_TOO_SMALL.

Note: this convergence test is based purely on relative error, and may not indicate convergence if the
solution is very close to the origin.

The convergence test assumes that the functions and the Jacobian are coded consistently and that the
functions are reasonably well behaved. If these conditions are not satisfied, then nag_zero_nonli
n_eqns_deriv_rcomm (c05rdc) may incorrectly indicate convergence. The coding of the Jacobian can be
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checked using nag_check_derivs (c05zdc). If the Jacobian is coded correctly, then the validity of the
answer can be checked by rerunning nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) with a lower value
for xtol.

8 Parallelism and Performance

nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time required by nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) to solve a given problem depends
on n, the behaviour of the functions, the accuracy requested and the starting point. The number of
arithmetic operations executed by nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) is approximately
11:5� n2 to process each evaluation of the functions and approximately 1:3� n3 to process each
evaluation of the Jacobian. The timing of nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) is strongly
influenced by the time spent evaluating the functions.

Ideally the problem should be scaled so that, at the solution, the function values are of comparable
magnitude.

10 Example

This example determines the values x1; . . . ; x9 which satisfy the tridiagonal equations:

3� 2x1ð Þx1 � 2x2 ¼ �1;
�xi�1 þ 3� 2xið Þxi � 2xiþ1 ¼ �1; i ¼ 2; 3; . . . ; 8

�x8 þ 3� 2x9ð Þx9 ¼ �1:

10.1 Program Text

/* nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagx04.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagc05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
double fjac[], Integer irevcm);

#ifdef __cplusplus
}
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#endif

int main(void)
{

Integer exit_status = 0, i, n = 9, irevcm;
double *diag = 0, *fjac = 0, *fvec = 0, *qtf = 0, *r = 0, *x = 0,

*rwsav = 0;
Integer *iwsav = 0;
double factor, xtol;
/* Nag Types */
NagError fail;
Nag_ScaleType scale_mode;

INIT_FAIL(fail);

printf("nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) Example Program Results\n");
if (n > 0) {

if (!(diag = NAG_ALLOC(n, double)) ||
!(fjac = NAG_ALLOC(n * n, double)) ||
!(fvec = NAG_ALLOC(n, double)) ||
!(qtf = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(17, Integer)) ||
!(rwsav = NAG_ALLOC(4 * n + 10, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* The following starting values provide a rough solution. */
for (i = 0; i < n; i++)

x[i] = -1.0;

/* nag_machine_precision (x02ajc).
* The machine precision
*/

xtol = sqrt(nag_machine_precision);

for (i = 0; i < n; i++)
diag[i] = 1.0;

scale_mode = Nag_ScaleProvided;
factor = 100.0;
irevcm = 0;

/* nag_zero_nonlin_eqns_deriv_rcomm (c05rdc).
* Solution of a system of nonlinear equations (function values only,
* reverse communication)
*/

do {
nag_zero_nonlin_eqns_deriv_rcomm(&irevcm, n, x, fvec, fjac, xtol,

scale_mode, diag, factor, r, qtf, iwsav,
rwsav, &fail);

switch (irevcm) {
case 1:

/* x and fvec are available for printing */
break;

case 2:
case 3:

fcn(n, x, fvec, fjac, irevcm);
break;
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}

} while (irevcm != 0);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zero_nonlin_eqns_deriv_rcomm (c05rdc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NE_TOO_SMALL && fail.code != NE_NO_IMPROVEMENT)

goto END;
}

printf(fail.code == NE_NOERROR ? "Final approximate" : "Approximate");
printf(" solution\n\n");
for (i = 0; i < n; i++)

printf("%12.4f%s", x[i], (i % 3 == 2 || i == n - 1) ? "\n" : " ");

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(diag);
NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(qtf);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(iwsav);
NAG_FREE(rwsav);
return exit_status;

}

static void NAG_CALL fcn(Integer n, const double x[], double fvec[],
double fjac[], Integer irevcm)

{
Integer j, k;

if (irevcm == 2) {
for (k = 0; k < n; k++) {

fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)

fvec[k] -= x[k - 1];
if (k < n - 1)

fvec[k] -= x[k + 1] * 2.0;
}

}
else if (irevcm == 3) {

for (k = 0; k < n; k++) {
for (j = 0; j < n; j++)

fjac[j * n + k] = 0.0;
fjac[k * n + k] = 3.0 - x[k] * 4.0;
if (k > 0)

fjac[(k - 1) * n + k] = -1.0;
if (k < n - 1)

fjac[(k + 1) * n + k] = -2.0;
}

}
}

10.2 Program Data

None.
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10.3 Program Results

nag_zero_nonlin_eqns_deriv_rcomm (c05rdc) Example Program Results
Final approximate solution

-0.5707 -0.6816 -0.7017
-0.7042 -0.7014 -0.6919
-0.6658 -0.5960 -0.4164
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NAG Library Function Document

nag_check_derivs (c05zdc)

1 Purpose

nag_check_derivs (c05zdc) checks the user-supplied gradients of a set of nonlinear functions in several
variables, for consistency with the functions themselves. The function must be called twice.

2 Specification

#include <nag.h>
#include <nagc05.h>

void nag_check_derivs (Integer mode, Integer m, Integer n, const double x[],
const double fvec[], const double fjac[], double xp[],
const double fvecp[], double err[], NagError *fail)

3 Description

nag_check_derivs (c05zdc) is based on the MINPACK routine CHKDER (see Moré et al. (1980)). It
checks the ith gradient for consistency with the ith function by computing a forward-difference
approximation along a suitably chosen direction and comparing this approximation with the user-
supplied gradient along the same direction. The principal characteristic of nag_check_derivs (c05zdc) is
its invariance under changes in scale of the variables or functions.

4 References

Moré J J, Garbow B S and Hillstrom K E (1980) User guide for MINPACK-1 Technical Report ANL-
80-74 Argonne National Laboratory

5 Arguments

1: mode – Integer Input

On entry: the value 1 on the first call and the value 2 on the second call of nag_check_derivs
(c05zdc).

Constraint: mode ¼ 1 or 2.

2: m – Integer Input

On entry: m, the number of functions.

Constraint: m 	 1.

3: n – Integer Input

On entry: n, the number of variables. For use with nag_zero_nonlin_eqns_deriv_easy (c05rbc),
nag_zero_nonlin_eqns_deriv_expert (c05rcc) and nag_zero_nonlin_eqns_deriv_rcomm (c05rdc),
m ¼ n.

Constraint: n 	 1.

4: x½n� – const double Input

On entry: the components of a point x, at which the consistency check is to be made. (See
Section 7.)
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5: fvec½m� – const double Input

On entry: if mode ¼ 2, fvec must contain the value of the functions evaluated at x. If mode ¼ 1,
fvec is not referenced.

6: fjac½m� n� – const double Input

Note: the i; jð Þth element of the matrix is stored in fjac½ j� 1ð Þ �mþ i� 1�.

On entry: if mode ¼ 2, fjac must contain the value of
@fi
@xj

at the point x, for i ¼ 1; 2; . . . ;m and

j ¼ 1; 2; . . . ; n. If mode ¼ 1, fjac is not referenced.

7: xp½n� – double Output

On exit: if mode ¼ 1, xp is set to a point neighbouring x. If mode ¼ 2, xp is undefined.

8: fvecp½m� – const double Input

On entry: if mode ¼ 2, fvecp must contain the value of the functions evaluated at xp (as output
by a preceding call to nag_check_derivs (c05zdc) with mode ¼ 1). If mode ¼ 1, fvecp is not
referenced.

9: err½m� – double Output

On exit: if mode ¼ 2, err contains measures of correctness of the respective gradients. If
mode ¼ 1, err is undefined. If there is no loss of significance (see Section 7), then if err½i� 1� is
1:0 the ith user-supplied gradient

@fi
@xj

, for j ¼ 1; 2; . . . ; n is correct, whilst if err½i� 1� is 0:0 the

ith gradient is incorrect. For values of err½i� 1� between 0:0 and 1:0 the categorisation is less
certain. In general, a value of err½i� 1� > 0:5 indicates that the ith gradient is probably correct.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, mode ¼ valueh i.
Constraint: mode ¼ 1 or 2.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

nag_check_derivs (c05zdc) does not perform reliably if cancellation or rounding errors cause a severe
loss of significance in the evaluation of a function. Therefore, none of the components of x should be
unusually small (in particular, zero) or any other value which may cause loss of significance. The
relative differences between corresponding elements of fvecp and fvec should be at least two orders of
magnitude greater than the machine precision returned by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_check_derivs (c05zdc) is not threaded in any implementation.

9 Further Comments

The time required by nag_check_derivs (c05zdc) increases with m and n.

10 Example

This example checks the Jacobian matrix for a problem with 15 functions of 3 variables (sometimes
referred to as the Bard problem).

10.1 Program Text

/* nag_check_derivs (c05zdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer m, Integer n, double x[], double fvec[],
double fjac[], Integer iflag);

#ifdef __cplusplus
}
#endif

int main(void)
{

Integer exit_status = 0, j, m, n, mode, iflag, err_detected;
NagError fail;
double *fjac = 0, *fvec = 0, *x = 0, *xp = 0, *fvecp = 0, *err = 0;
INIT_FAIL(fail);

printf("nag_check_derivs (c05zdc) Example Program Results\n");
n = 3;
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m = n;

if (n > 0) {
if (!(fjac = NAG_ALLOC(m * n, double)) ||

!(fvec = NAG_ALLOC(m, double)) ||
!(fvecp = NAG_ALLOC(m, double)) ||
!(err = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n, double)) || !(xp = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
goto END;

}

/* Set up an arbitrary point at which to check the 1st derivatives */
x[0] = 9.2e-01;
x[1] = 1.3e-01;
x[2] = 5.4e-01;

/* nag_check_derivs (c05zdc).
* Derivative checker for user-supplied Jacobian
*/

mode = 1;
nag_check_derivs(mode, m, n, x, fvec, fjac, xp, fvecp, err, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_check_derivs (c05zdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Evaluate at the original point x and the update point xp */
/* Get fvec, the functions at x */
iflag = 1;
f(m, n, x, fvec, fjac, iflag);

/* Get fvecp, the functions at xp */
iflag = 1;
f(m, n, xp, fvecp, fjac, iflag);

/* Get fjac, the Jacobian at x */
iflag = 2;
f(m, n, x, fvec, fjac, iflag);

mode = 2;
nag_check_derivs(mode, m, n, x, fvec, fjac, xp, fvecp, err, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_check_derivs (c05zdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nAt point ");
for (j = 0; j < n; ++j)

printf("%13.5e", x[j]);
printf(",\n");

err_detected = 0;

for (j = 0; j < n; ++j) {

if (err[j] <= 0.5) {
printf("suspicious gradient number %" NAG_IFMT
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" with error measure %13.5e\n", j, err[j]);
err_detected = 1;

}

}

if (!err_detected) {
printf("gradients appear correct\n");

}

END:
NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(fvecp);
NAG_FREE(err);
NAG_FREE(x);
NAG_FREE(xp);
return exit_status;

}

static void NAG_CALL f(Integer m, Integer n, double x[], double fvec[],
double fjac[], Integer iflag)

{
Integer j, k;

if (iflag == 1) {
/* Calculate the function values */
for (k = 0; k < m; k++) {

fvec[k] = (3.0 - x[k] * 2.0) * x[k] + 1.0;
if (k > 0)

fvec[k] -= x[k - 1];
if (k < m - 1)

fvec[k] -= x[k + 1] * 2.0;
}

}
else if (iflag == 2) {

/* Calculate the corresponding first derivatives */
for (k = 0; k < m; k++) {

for (j = 0; j < n; j++)
fjac[j * m + k] = 0.0;

fjac[k * m + k] = 3.0 - x[k] * 4.0;
if (k > 0)

fjac[(k - 1) * m + k] = -1.0;
if (k < m - 1)

fjac[(k + 1) * m + k] = -2.0;
}

}
}

10.2 Program Data

None.

10.3 Program Results

nag_check_derivs (c05zdc) Example Program Results

At point 9.20000e-01 1.30000e-01 5.40000e-01,
gradients appear correct
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NAG Library Chapter Contents

c06 – Fourier Transforms

c06 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

c06dcc 23 nag_sum_cheby_series
Sum of a Chebyshev series at a set of points

c06fkc 24 nag_sum_convcorr_real
Circular convolution or correlation of two real vectors, no restrictions on n

c06fpc 1 nag_fft_multiple_real
Multiple one-dimensional real discrete Fourier transforms

c06fqc 1 nag_fft_multiple_hermitian
Multiple one-dimensional Hermitian discrete Fourier transforms

c06gqc 1 nag_multiple_conjugate_hermitian
Complex conjugate of multiple Hermitian sequences

c06gsc 1 nag_multiple_hermitian_to_complex
Convert Hermitian sequences to general complex sequences

c06gzc 1 nag_fft_init_trig
Initialization function for other c06 functions

c06pac 24 nag_sum_fft_realherm_1d
Single one-dimensional real and Hermitian complex discrete Fourier
transform, using complex storage format for Hermitian sequences

c06pcc 24 nag_sum_fft_complex_1d
Single one-dimensional complex discrete Fourier transform, complex data
type

c06pfc 7 nag_fft_multid_single
One-dimensional complex discrete Fourier transform of multidimensional
data (using complex data type)

c06pjc 7 nag_fft_multid_full
Multidimensional complex discrete Fourier transform of multidimensional
data (using complex data type)

c06psc 24 nag_sum_fft_complex_1d_multi
Multiple one-dimensional complex discrete Fourier transforms, complex
data type

c06puc 24 nag_sum_fft_complex_2d
Two-dimensional complex discrete Fourier transform, complex data type

c06pvc 24 nag_sum_fft_real_2d
Two-dimensional real-to-complex discrete Fourier transform

c06pwc 24 nag_sum_fft_hermitian_2d
Two-dimensional complex-to-real discrete Fourier transform

c06pxc 7 nag_fft_3d
Three-dimensional complex discrete Fourier transform, complex data type

c06pyc 24 nag_sum_fft_real_3d
Three-dimensional real-to-complex discrete Fourier transform

c06pzc 24 nag_sum_fft_hermitian_3d
Three-dimensional complex-to-real discrete Fourier transform

c06rec 24 nag_sum_fft_sine
Multiple discrete sine transforms, simple

c06rfc 24 nag_sum_fft_cosine
Multiple discrete cosine transforms, simple

c06rgc 24 nag_sum_fft_qtrsine
Multiple discrete quarter-wave sine transforms, simple
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c06rhc 24 nag_sum_fft_qtrcosine
Multiple discrete quarter-wave cosine transforms, simple

c06sac 26.1 nag_sum_fast_gauss
Multidimensional fast Gauss transform
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1 Scope of the Chapter

This chapter is concerned with the following tasks.

(a) Calculating the discrete Fourier transform of a sequence of real or complex data values.

(b) Calculating the discrete convolution or the discrete correlation of two sequences of real or
complex data values using discrete Fourier transforms.

(c) Calculating the fast Gauss transform approximation to the discrete Gauss transform.

(d) Direct summation of orthogonal series.

2 Background to the Problems

2.1 Discrete Fourier Transforms

2.1.1 Complex transforms

Most of the functions in this chapter calculate the finite discrete Fourier transform (DFT) of a
sequence of n complex numbers zj , for j ¼ 0; 1; . . . ; n� 1. The direct transform is defined by

ẑk ¼
1ffiffiffi
n
p
Xn�1
j¼0

zj exp �i
2	jk

n

� �
ð1Þ

for k ¼ 0; 1; . . . ; n� 1. Note that equation (1) makes sense for all integral k and with this extension ẑk
is periodic with period n, i.e., ẑk ¼ ẑk
n, and in particular ẑ�k ¼ ẑn�k. Note also that the scale-factor of
1ffiffiffi
n
p may be omitted in the definition of the DFT, and replaced by

1

n
in the definition of the inverse.

If we write zj ¼ xj þ iyj and ẑk ¼ ak þ ibk, then the definition of ẑk may be written in terms of sines
and cosines as

ak ¼
1ffiffiffi
n
p
Xn�1
j¼0

xj cos
2	jk

n

� �
þ yj sin

2	jk

n

� �� �

bk ¼
1ffiffiffi
n
p
Xn�1
j¼0

yj cos
2	jk

n

� �
� xj sin

2	jk

n

� �� �
:

The original data values zj may conversely be recovered from the transform ẑk by an inverse discrete
Fourier transform:

zj ¼
1ffiffiffi
n
p
Xn�1
k¼0

ẑk exp þi
2	jk

n

� �
ð2Þ

for j ¼ 0; 1; . . . ; n� 1. If we take the complex conjugate of (2), we find that the sequence �zj is the DFT
of the sequence �̂zk. Hence the inverse DFT of the sequence ẑk may be obtained by taking the complex
conjugates of the ẑk; performing a DFT, and taking the complex conjugates of the result. (Note that the
terms forward transform and backward transform are also used to mean the direct and inverse
transforms respectively.)

The definition (1) of a one-dimensional transform can easily be extended to multidimensional
transforms. For example, in two dimensions we have

ẑk1k2 ¼
1ffiffiffiffiffiffiffiffiffiffi
n1n2
p

Xn1�1
j1¼0

Xn2�1
j2¼0

zj1j2 exp �i
2	j1k1
n1

� �
exp �i2	j2k2

n2

� �
: ð3Þ

Note: definitions of the discrete Fourier transform vary. Sometimes (2) is used as the definition of the
DFT, and (1) as the definition of the inverse.
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2.1.2 Real transforms

If the original sequence is purely real valued, i.e., zj ¼ xj, then

ẑk ¼ ak þ ibk ¼
1ffiffiffi
n
p
Xn�1
j¼0

xj exp �i
2	jk

n

� �
and ẑn�k is the complex conjugate of ẑk. Thus the DFT of a real sequence is a particular type of
complex sequence, called a Hermitian sequence, or half-complex or conjugate symmetric, with the
properties

an�k ¼ ak bn�k ¼ �bk b0 ¼ 0

and, if n is even, bn=2 ¼ 0.

Thus a Hermitian sequence of n complex data values can be represented by only n, rather than 2n,
independent real values. This can obviously lead to economies in storage, with two schemes being used
in this chapter. In the first (deprecated) scheme, which will be referred to as the real storage format for
Hermitian sequences, the real parts ak for 0 � k � n=2 are stored in normal order in the first n=2þ 1
locations of an array x of length n; the corresponding nonzero imaginary parts are stored in reverse
order in the remaining locations of x. To clarify, the following two tables illustrate the storage of the
real and imaginary parts of ẑk for the two cases: n even and n odd.

If n is even then the sequence has two purely real elements and is stored as follows:

Index of x 0 1 2 . . . n=2 . . . n� 2 n� 1

Sequence a0 a1 þ ib1 a2 þ ib2 . . . an=2 . . . a2 � ib2 a1 � ib1
Stored values a0 a1 a2 . . . an=2 . . . b2 b1

x½k� ¼ ak; for k ¼ 0; 1; . . . ; n=2; and
x½n� k� ¼ bk; for k ¼ 1; 2; . . . ; n=2� 1:

If n is odd then the sequence has one purely real element and, letting n ¼ 2sþ 1, is stored as follows:

Index of x 0 1 2 . . . s sþ 1 . . . n� 2 n� 1

Sequence a0 a1 þ ib1 a2 þ ib2 . . . as þ ibs as � ibs . . . a2 � ib2 a1 � ib1
Stored values a0 a1 a2 . . . as bs . . . b2 b1

x½k� ¼ ak; for k ¼ 0; 1; . . . ; s; and
x½n� k� ¼ bk; for k ¼ 1; 2; . . . ; s:

The second (recommended) storage scheme, referred to in this chapter as the complex storage format
for Hermitian sequences, stores the real and imaginary parts ak; bk, for 0 � k � n=2, in consecutive
locations of an array x of length nþ 2. The following two tables illustrate the storage of the real and
imaginary parts of ẑk for the two cases: n even and n odd.

If n is even then the sequence has two purely real elements and is stored as follows:

Index of x 0 1 2 3 . . . n� 2 n� 1 n nþ 1

Stored values a0 b0 ¼ 0 a1 b1 . . . an=2�1 bn=2�1 an=2 bn=2 ¼ 0

x½2� k� 1� ¼ ak; for k ¼ 0; 1; . . . ; n=2; and
x½2� kþ 1� 1� ¼ bk; for k ¼ 0; 1; . . . ; n=2:

If n is odd then the sequence has one purely real element and, letting n ¼ 2sþ 1, is stored as follows:

Index of x 0 1 2 3 . . . n� 2 n� 1 n nþ 1

Stored values a0 b0 ¼ 0 a1 b1 . . . bs�1 as bs 0
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x½2� k� 1� ¼ ak; for k ¼ 0; 1; . . . ; s; and
x½2� kþ 1� 1� ¼ bk; for k ¼ 0; 1; . . . ; s:

Also, given a Hermitian sequence, the inverse (or backward) discrete transform produces a real
sequence. That is,

xj ¼
1ffiffiffi
n
p a0 þ 2

Xn=2�1
k¼1

ak cos
2	jk

n

� �
� bk sin

2	jk

n

� �� �
þ an=2

 !
where an=2 ¼ 0 if n is odd.

For real data that is two-dimensional or higher, the symmetry in the transform persists for the leading
dimension only. So, using the notation of equation (3) for the complex two-dimensional discrete
transform, we have that ẑk1k2 is the complex conjugate of ẑ n1�k1ð Þ n2�k2ð Þ. It is more convenient for
transformed data of two or more dimensions to be stored as a complex sequence of length
n1=2þ 1ð Þ � n2 � � � � � nd where d is the number of dimensions. The inverse discrete Fourier
transform operating on such a complex sequence (Hermitian in the leading dimension) returns a real
array of full dimension (n1 � n2 � � � � � nd).

2.1.3 Real symmetric transforms

In many applications the sequence xj will not only be real, but may also possess additional symmetries
which we may exploit to reduce further the computing time and storage requirements. For example, if
the sequence xj is odd, xj ¼ �xn�j

� �
, then the discrete Fourier transform of xj contains only sine

terms. Rather than compute the transform of an odd sequence, we define the sine transform of a real
sequence by

x̂k ¼
ffiffiffi
2

n

r Xn�1
j¼1

xj sin
	jk

n

� �
;

which could have been computed using the Fourier transform of a real odd sequence of length 2n. In
this case the xj are arbitrary, and the symmetry only becomes apparent when the sequence is extended.
Similarly we define the cosine transform of a real sequence by

x̂k ¼
ffiffiffi
2

n

r
1
2x0 þ

Xn�1
j¼1

xj cos
	jk

n

� �
þ 1

2 �1ð Þkxn

 !

which could have been computed using the Fourier transform of a real even sequence of length 2n.

In addition to these ‘half-wave’ symmetries described above, sequences arise in practice with ‘quarter-
wave’ symmetries. We define the quarter-wave sine transform by

x̂k ¼
1ffiffiffi
n
p

Xn�1
j¼1

xj sin
	j 2k� 1ð Þ

2n

� �
þ 1

2 �1ð Þk�1xn

 !

which could have been computed using the Fourier transform of a real sequence of length 4n of the
form

0; x1; . . . ; xn; xn�1; . . . ; x1; 0;�x1; . . . ;�xn;�xn�1; . . . ;�x1ð Þ:

Similarly we may define the quarter-wave cosine transform by

x̂k ¼
1ffiffiffi
n
p 1

2x0 þ
Xn�1
j¼1

xj cos
	j 2k� 1ð Þ

2n

� � !

which could have been computed using the Fourier transform of a real sequence of length 4n of the
form

x0; x1; . . . ; xn�1; 0;�xn�1; . . . ;�x0;�x1; . . . ;�xn�1; 0; xn�1; . . . ; x1ð Þ:
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2.1.4 Fourier integral transforms

The usual application of the discrete Fourier transform is that of obtaining an approximation of the
Fourier integral transform

F sð Þ ¼
Z 1
�1
f tð Þ exp �i2	stð Þ dt

when f tð Þ is negligible outside some region 0; cð Þ. Dividing the region into n equal intervals we have

F sð Þ ffi c

n

Xn�1
j¼0

fj exp
�i2	sjc

n

� �
and so

Fk ffi
c

n

Xn�1
j¼0

fj exp
�i2	jk
n

� �
for k ¼ 0; 1; . . . ; n� 1, where fj ¼ f jc=nð Þ and Fk ¼ F k=cð Þ.
Hence the discrete Fourier transform gives an approximation to the Fourier integral transform in the
region s ¼ 0 to s ¼ n=c.
If the function f tð Þ is defined over some more general interval a; bð Þ, then the integral transform can
still be approximated by the discrete transform provided a shift is applied to move the point a to the
origin.

2.1.5 Convolutions and correlations

One of the most important applications of the discrete Fourier transform is to the computation of the
discrete convolution or correlation of two vectors x and y defined (as in Brigham (1974)) by

convolution: zk ¼
Xn�1
j¼0

xjyk�j

correlation: wk ¼
Xn�1
j¼0

�xjykþj

(Here x and y are assumed to be periodic with period n.)

Under certain circumstances (see Brigham (1974)) these can be used as approximations to the
convolution or correlation integrals defined by

z sð Þ ¼
Z 1
�1
x tð Þy s� tð Þ dt

and

w sð Þ ¼
Z 1
�1

�x tð Þy sþ tð Þ dt; �1 < s <1:

For more general advice on the use of Fourier transforms, see Hamming (1962); more detailed
information on the fast Fourier transform algorithm can be found in Gentleman and Sande (1966) and
Brigham (1974).

2.1.6 Applications to solving partial differential equations (PDEs)

A further application of the fast Fourier transform, and in particular of the Fourier transforms of
symmetric sequences, is in the solution of elliptic PDEs. If an equation is discretized using finite
differences, then it is possible to reduce the problem of solving the resulting large system of linear
equations to that of solving a number of tridiagonal systems of linear equations. This is accomplished
by uncoupling the equations using Fourier transforms, where the nature of the boundary conditions
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determines the choice of transforms – see Section 3.3. Full details of the Fourier method for the
solution of PDEs may be found in Swarztrauber (1977) and Swarztrauber (1984).

2.2 Fast Gauss Transform

Gauss transforms have applications in areas including statistics, machine learning, and numerical
solution of the heat equation. The discrete Gauss transform (DGT), G yð Þ, evaluated at a set of target
points y jð Þ, for j ¼ 1; 2; . . . ;m 2 Rd, is defined as:

G yj
� �
¼
Xn
i¼1
qie
� yj�xik k22=h2i ; j ¼ 1; . . . ;m

where xi, for i ¼ 1; 2; . . . ; n 2 Rd, are the Gaussian source points, qi, for i ¼ 1; 2; . . . ; n 2 Rþ, are the
source weights and hi, for i ¼ 1; 2; . . . ; n 2 Rþ, are the source standard deviations (alternatively source
scales or source bandwidths).

The fast Gauss transform (FGT) algorithm presented in Raykar and Duraiswami (2005) approximates
the DGT by using two Taylor series and clustering of the source points.

2.3 Direct Summation of Orthogonal Series

For any series of functions 
i which satisfy a recurrence


rþ1 xð Þ þ �r xð Þ
r xð Þ þ �r xð Þ
r�1 xð Þ ¼ 0

the sum Xn
r¼0

ar
r xð Þ

is given by Xn
r¼0

ar
r xð Þ ¼ b0 xð Þ
0 xð Þ þ b1 xð Þ 
1 xð Þ þ �0 xð Þ
0 xð Þð Þ

where

br xð Þ þ �r xð Þbrþ1 xð Þ þ �rþ1 xð Þbrþ2 xð Þ ¼ arbnþ1 xð Þ ¼ bnþ2 xð Þ ¼ 0:

This may be used to compute the sum of the series. For further reading, see Hamming (1962).

3 Recommendations on Choice and Use of Available Functions

The fast Fourier transform algorithm ceases to be ‘fast’ if applied to values of n which cannot be
expressed as a product of small prime factors. All the FFT functions in this chapter are particularly
efficient if the only prime factors of n are 2, 3 or 5.

3.1 One-dimensional Fourier Transforms

The choice of function is determined first of all by whether the data values constitute a real, Hermitian
or general complex sequence. It is wasteful of time and storage to use an inappropriate function.

3.1.1 Real and Hermitian data

nag_sum_fft_realherm_1d (c06pac) transforms a single sequence of real data onto (and in-place) a
representation of the transformed Hermitian sequence using the complex storage scheme described in
Section 2.1.2. nag_sum_fft_realherm_1d (c06pac) also performs the inverse transform using the
representation of Hermitian data and transforming back to a real data sequence.

Alternatively, the two-dimensional function nag_sum_fft_real_2d (c06pvc) can be used (on setting the
second dimension to 1) to transform a sequence of real data onto an Hermitian sequence whose first
half is stored in a separate Complex array. The second half need not be stored since these are the
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complex conjugate of the first half in reverse order. nag_sum_fft_hermitian_2d (c06pwc) performs the
inverse operation, transforming the the Hermitian sequence (half-)stored in a Complex array onto a
separate real array.

3.1.2 Complex data

nag_sum_fft_complex_1d (c06pcc) transforms a single complex sequence in-place; it also performs
the inverse transform. nag_sum_fft_complex_1d_multi (c06psc) transforms multiple complex
sequences, each stored sequentially; it also performs the inverse transform on multiple complex
sequences. This function is designed to perform several transforms in a single call, all with the same
value of n.

If extensive use is to be made of these functions and you are concerned about efficiency, you are
advised to conduct your own timing tests.

3.2 Half- and Quarter-wave Transforms

Four functions are provided for computing fast Fourier transforms (FFTs) of real symmetric sequences.
nag_sum_fft_sine (c06rec) computes multiple Fourier sine transforms, nag_sum_fft_cosine (c06rfc)
computes multiple Fourier cosine transforms, nag_sum_fft_qtrsine (c06rgc) computes multiple
quarter-wave Fourier sine transforms, and nag_sum_fft_qtrcosine (c06rhc) computes multiple quarter-
wave Fourier cosine transforms.

3.3 Application to Elliptic Partial Differential Equations

As described in Section 2.1.6, Fourier transforms may be used in the solution of elliptic PDEs.

nag_sum_fft_sine (c06rec) may be used to solve equations where the solution is specified along the
boundary.

nag_sum_fft_cosine (c06rfc) may be used to solve equations where the derivative of the solution is
specified along the boundary.

nag_sum_fft_qtrsine (c06rgc) may be used to solve equations where the solution is specified on the
lower boundary, and the derivative of the solution is specified on the upper boundary.

nag_sum_fft_qtrcosine (c06rhc) may be used to solve equations where the derivative of the solution is
specified on the lower boundary, and the solution is specified on the upper boundary.

For equations with periodic boundary conditions the full-range Fourier transforms computed by
nag_sum_fft_realherm_1d (c06pac) are appropriate.

3.4 Multidimensional Fourier Transforms

The following functions compute multidimensional discrete Fourier transforms of real, Hermitian and
complex data stored in Complex arrays:

double Hermitian Complex
2 dimensions c06pvc c06pwc c06puc
3 dimensions c06pyc c06pzc c06pxc
any number of dimensions c06pjc

The Hermitian data, either transformed from or being transformed to real data, is compacted (due to
symmetry) along its first dimension when stored in Complex arrays; thus approximately half the full
Hermitian data is stored.

nag_sum_fft_complex_2d (c06puc) and nag_fft_3d (c06pxc) should be used in preference to
nag_fft_multid_full (c06pjc) for two- and three-dimensional transforms, as they are easier to use and
are likely to be more efficient.

The transform of multidimensional real data is stored as a complex sequence that is Hermitian in its
leading dimension. The inverse transform takes such a complex sequence and computes the real
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transformed sequence. Consequently, separate functions are provided for performing forward and
inverse transforms.

nag_sum_fft_real_2d (c06pvc) performs the forward two-dimensionsal transform while nag_
sum_fft_hermitian_2d (c06pwc) performs the inverse of this transform.

nag_sum_fft_real_3d (c06pyc) performs the forward three-dimensional transform while nag_
sum_fft_hermitian_3d (c06pzc) performs the inverse of this transform.

The complex sequences computed by nag_sum_fft_real_2d (c06pvc) and nag_sum_fft_real_3d
(c06pyc) contain roughly half of the Fourier coefficients; the remainder can be reconstructed by
conjugation of those computed. For example, the Fourier coefficients of the two-dimensional transform
ẑ n1�k1ð Þk2 are the complex conjugate of ẑk1k2 for k1 ¼ 0; 1; . . . ; n1=2, and k2 ¼ 0; 1; . . . ; n2 � 1.

3.5 Convolution and Correlation

nag_sum_convcorr_real (c06fkc) computes either the discrete convolution or the discrete correlation
of two real vectors.

3.6 Fast Gauss Transform

The only function available is nag_sum_fast_gauss (c06sac). If the dimensionality of the data is low or
the number of source and target points is small, however, it may be more efficient to evaluate the
discrete Gauss transform directly.

3.7 Direct Summation of Orthogonal Series

The only function available is nag_sum_cheby_series (c06dcc), which sums a finite Chebyshev seriesXn
j¼0

cjTj xð Þ;
Xn
j¼0

cjT2j xð Þ or
Xn
j¼0

cjT2jþ1 xð Þ

depending on the choice of argument.

4 Decision Trees

Tree 1: Fourier Transform of Discrete Complex Data

Is the data one-dimensional?
yes

Multiple vectors?
yes

c06psc

no

c06pcc

no

Is the data two-dimensional?
yes

c06puc

no

Is the data three-dimensional?
yes

c06pxc

no

Transform on one dimension only?
yes

c06pfc

no

Transform on all dimensions?
yes

c06pjc
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Tree 2: Fourier Transform of Real Data or Data in Complex Hermitian Form Resulting from the
Transform of Real Data

Quarter-wave sine (inverse) transform?
yes

c06rgc

no

Quarter-wave cosine (inverse)
transform? yes

c06rhc

no

Sine (inverse) transform?
yes

c06rec

no

Cosine (inverse) transform?
yes

c06rfc

no

Is the data three-dimensional?
yes

Forward transform on real data?
yes

c06pyc

no

Inverse transform on Hermitian data?
yes

c06pzc

no

Is the data two-dimensional?
yes

Forward transform on real data?
yes

c06pvc

no

Inverse transform on Hermitian data?
yes

c06pwc

no

Is the data multi one-dimensional?
yes

Sequences stored by row?
yes

c06fpc, c06fqc

no

Sequences stored by column?
yes

c06pac (repeated calls)

no

c06pac

5 Functionality Index

Complex conjugate,
multiple Hermitian sequences ....................................... nag_multiple_conjugate_hermitian (c06gqc)

Complex sequence from Hermitian sequences ............... nag_multiple_hermitian_to_complex (c06gsc)

Compute trigonometric functions .................................................................... nag_fft_init_trig (c06gzc)

Convolution or Correlation,
real vectors,

time-saving ................................................................................. nag_sum_convcorr_real (c06fkc)

Discrete Fourier Transform,
multidimensional,

complex sequence,
complex storage ............................................................................ nag_fft_multid_full (c06pjc)

multiple half- and quarter-wave transforms,
Fourier cosine transforms, simple use ............................................. nag_sum_fft_cosine (c06rfc)
Fourier sine transforms, simple use .................................................... nag_sum_fft_sine (c06rec)
quarter-wave cosine transforms, simple use ............................... nag_sum_fft_qtrcosine (c06rhc)
quarter-wave sine transforms, simple use ....................................... nag_sum_fft_qtrsine (c06rgc)

one-dimensional,
multiple transforms,

complex sequence,
complex storage by columns ............................. nag_sum_fft_complex_1d_multi (c06psc)

Hermitian sequence,
real storage by rows ................................................... nag_fft_multiple_hermitian (c06fqc)

real sequence,
real storage by rows ............................................................ nag_fft_multiple_real (c06fpc)
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multi-variable,
complex sequence,

complex storage .................................................................. nag_fft_multid_single (c06pfc)
single transforms,

complex sequence,
time-saving,

complex storage ...................................................... nag_sum_fft_complex_1d (c06pcc)
Hermitian/real sequence,

time-saving,
complex storage ...................................................... nag_sum_fft_realherm_1d (c06pac)

three-dimensional,
complex sequence,

complex storage ........................................................................................ nag_fft_3d (c06pxc)
Hermitian/real sequence,

complex-to-real ................................................................ nag_sum_fft_hermitian_3d (c06pzc)
real-to-complex ......................................................................... nag_sum_fft_real_3d (c06pyc)

two-dimensional,
complex sequence,

complex storage ................................................................ nag_sum_fft_complex_2d (c06puc)
Hermitian/real sequence,

complex-to-real ............................................................... nag_sum_fft_hermitian_2d (c06pwc)
real-to-complex ......................................................................... nag_sum_fft_real_2d (c06pvc)

Fast Gauss Transform ................................................................................ nag_sum_fast_gauss (c06sac)

Summation of Chebyshev series ........................................................... nag_sum_cheby_series (c06dcc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_fft_real (c06eac) 26 nag_sum_fft_realherm_1d (c06pac)
nag_fft_hermitian (c06ebc) 26 nag_sum_fft_realherm_1d (c06pac)
nag_fft_complex (c06ecc) 26 nag_sum_fft_complex_1d (c06pcc)
nag_convolution_real (c06ekc) 26 nag_sum_convcorr_real (c06fkc)
nag_fft_multiple_complex (c06frc) 26 nag_sum_fft_complex_1d_multi (c06psc)
nag_fft_2d_complex (c06fuc) 26 nag_sum_fft_complex_2d (c06puc)
nag_conjugate_hermitian (c06gbc) 26 No replacement required
nag_conjugate_complex (c06gcc) 26 No replacement required
nag_fft_multiple_sine (c06hac) 26 nag_sum_fft_sine (c06rec)
nag_fft_multiple_cosine (c06hbc) 26 nag_sum_fft_cosine (c06rfc)
nag_fft_multiple_qtr_sine (c06hcc) 26 nag_sum_fft_qtrsine (c06rgc)
nag_fft_multiple_qtr_cosine (c06hdc) 26 nag_sum_fft_qtrcosine (c06rhc)
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NAG Library Function Document

nag_sum_cheby_series (c06dcc)

1 Purpose

nag_sum_cheby_series (c06dcc) evaluates a polynomial from its Chebyshev series representation at a
set of points.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_cheby_series (const double x[], Integer lx, double xmin,
double xmax, const double c[], Integer n, Nag_Series s, double res[],
NagError *fail)

3 Description

nag_sum_cheby_series (c06dcc) evaluates, at each point in a given set X, the sum of a Chebyshev
series of one of three forms according to the value of the parameter s:

s ¼ Nag SeriesGeneral:

0:5c1 þ
Xn
j¼2
cjTj�1 �xð Þ

s ¼ Nag SeriesEven:

0:5c1 þ
Xn
j¼2
cjT2j�2 �xð Þ

s ¼ Nag SeriesOdd:Xn
j¼1
cjT2j�1 �xð Þ

where �x lies in the range �1:0 � �x � 1:0. Here Tr xð Þ is the Chebyshev polynomial of order r in �x,
defined by cos ryð Þ where cos y ¼ �x.

It is assumed that the independent variable �x in the interval �1:0;þ1:0½ � was obtained from your
original variable x 2 X, a set of real numbers in the interval xmin ; xmax½ �, by the linear transformation

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

:

The method used is based upon a three-term recurrence relation; for details see Clenshaw (1962).

The coefficients cj are normally generated by other functions, for example they may be those returned
by the interpolation function nag_1d_cheb_interp (e01aec) (in vector a), by a least squares fitting
function in Chapter e02, or as the solution of a boundary value problem by nag_ode_bvp_ps_lin_solve
(d02uec).

4 References
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5 Arguments

1: x½lx� – const double Input

On entry: x 2 X, the set of arguments of the series.

Constraint: xmin � x½i � 1� � xmax, for i ¼ 1; 2; . . . ; lx.

2: lx – Integer Input

On entry: the number of evaluation points in X.

Constraint: lx 	 1.

3: xmin – double Input
4: xmax – double Input

On entry: the lower and upper end points respectively of the interval xmin ; xmax½ �. The Chebyshev
series representation is in terms of the normalized variable �x, where

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

:

Constraint: xmin < xmax.

5: c½n� – const double Input

On entry: c½j � 1� must contain the coefficient cj of the Chebyshev series, for j ¼ 1; 2; . . . ; n.

6: n – Integer Input

On entry: n, the number of terms in the series.

Constraint: n 	 1.

7: s – Nag_Series Input

On entry: determines the series (see Section 3).

s ¼ Nag SeriesGeneral
The series is general.

s ¼ Nag SeriesEven
The series is even.

s ¼ Nag SeriesOdd
The series is odd.

Constraint: s ¼ Nag SeriesGeneral, Nag SeriesEven or Nag SeriesOdd.

8: res½lx� – double Output

On exit: the Chebyshev series evaluated at the set of points X.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lx ¼ valueh i.
Constraint: lx 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, xmax ¼ valueh i and xmin ¼ valueh i.
Constraint: xmin < xmax.

NE_REAL_3

On entry, element x½ valueh i� ¼ valueh i, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin � x½i� � xmax, for all i.

7 Accuracy

There may be a loss of significant figures due to cancellation between terms. However, provided that n
is not too large, nag_sum_cheby_series (c06dcc) yields results which differ little from the best
attainable for the available machine precision.

8 Parallelism and Performance

nag_sum_cheby_series (c06dcc) is not threaded in any implementation.

9 Further Comments

The time taken increases with n.

10 Example

This example evaluates

0:5þ T1 xð Þ þ 0:5T2 xð Þ þ 0:25T3 xð Þ

at the points X ¼ 0:5; 1:0;�0:2½ �.
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10.1 Program Text

/* nag_sum_cheby_series (c06dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, lx, n;
double xmax, xmin;
/* Arrays */
char sstr[30];
double *c = 0, *res = 0, *x = 0;
/* Nag Types */
Nag_Series s;
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_cheby_series (c06dcc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &n, &lx);
#else

scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &n, &lx);
#endif

if (!(c = NAG_ALLOC(n, double)) ||
!(res = NAG_ALLOC(lx, double)) || !(x = NAG_ALLOC(lx, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
for (i = 0; i < lx; i++)

scanf_s("%lf", &x[i]);
#else

for (i = 0; i < lx; i++)
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &xmin, &xmax);
#else

scanf("%lf%lf%*[^\n]", &xmin, &xmax);
#endif
#ifdef _WIN32

scanf_s("%29s%*[^\n]", sstr, (unsigned)_countof(sstr));
#else

scanf("%29s%*[^\n]", sstr);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

s = (Nag_Series) nag_enum_name_to_value(sstr);
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%lf", &c[i]);

#else
for (i = 0; i < n; i++)

scanf("%lf", &c[i]);
#endif

/* nag_sum_cheby_series (c06dcc).
* Evaluates a polynomial from its Chebyshev series representation.
*/

nag_sum_cheby_series(x, lx, xmin, xmax, c, n, s, res, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_cheby_series (c06dcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n%8s%16s\n", "x", "sum at x");
for (i = 0; i < lx; i++)

printf("%11.4f%13.4f\n", x[i], res[i]);

END:
NAG_FREE(c);
NAG_FREE(res);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_sum_cheby_series (c06dcc) Example Program Data
4 : n, length of series
3 : lx, number of evaluation points
0.5 1.0 -0.2 : x[], evaluation points

-1.0 1.0 : xmin xmax, range for x
Nag_SeriesGeneral : s, form of series

1.0 1.0 0.5 0.25 : c[], the series coefficients

10.3 Program Results

nag_sum_cheby_series (c06dcc) Example Program Results

x sum at x
0.5000 0.5000
1.0000 2.2500

-0.2000 -0.0180
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NAG Library Function Document

nag_sum_convcorr_real (c06fkc)

1 Purpose

nag_sum_convcorr_real (c06fkc) calculates the circular convolution or correlation of two real vectors of
period n.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_convcorr_real (Nag_VectorOp job, double x[], double y[],
Integer n, NagError *fail)

3 Description

nag_sum_convcorr_real (c06fkc) computes:

if job ¼ Nag Convolution, the discrete convolution of x and y, defined by

zk ¼
Xn�1
j¼0

xjyk�j ¼
Xn�1
j¼0

xk�jyj;

if job ¼ Nag Correlation, the discrete correlation of x and y defined by

wk ¼
Xn�1
j¼0

xjykþj:

Here x and y are real vectors, assumed to be periodic, with period n, i.e., xj ¼ xj
n ¼ xj
2n ¼ . . . ; z
and w are then also periodic with period n.

Note: this usage of the terms ‘convolution’ and ‘correlation’ is taken from Brigham (1974). The term
‘convolution’ is sometimes used to denote both these computations.

If x̂, ŷ, ẑ and ŵ are the discrete Fourier transforms of these sequences, i.e.,

x̂k ¼
1ffiffiffi
n
p
Xn�1
j¼0

xj � exp �i2	jk
n

� �
; etc:;

then ẑk ¼
ffiffiffi
n
p

:x̂kŷk and ŵk ¼
ffiffiffi
n
p

:�̂xkŷk (the bar denoting complex conjugate).

This function calls the same auxiliary functions as nag_sum_fft_realherm_1d (c06pac) to compute
discrete Fourier transforms.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall
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5 Arguments

1: job – Nag_VectorOp Input

On entry: the computation to be performed.

job ¼ Nag Convolution

zk ¼
Xn�1
j¼0

xjyk�j;

job ¼ Nag Correlation

wk ¼
Xn�1
j¼0

xjykþj.

Constraint: job ¼ Nag Convolution or Nag Correlation.

2: x½n� – double Input/Output

On entry: the elements of one period of the vector x. x½j� must contain xj , for j ¼ 0; 1; . . . ; n� 1.

On exit: the corresponding elements of the discrete convolution or correlation.

3: y½n� – double Input/Output

On entry: the elements of one period of the vector y. y½j� must contain yj , for j ¼ 0; 1; . . . ; n� 1.

On exit: the discrete Fourier transform of the convolution or correlation returned in the array x;
the transform is stored in Hermitian form; if the components of the transform zk are written as
ak þ ibk, then for 0 � k � n=2, ak is contained in y½k�, and for 1 � k � n=2� 1, bk is contained
in y½n� k�. (See also Section 2.1.2 in the c06 Chapter Introduction.)

4: n – Integer Input

On entry: n, the number of values in one period of the vectors x and y.

Constraint: n > 1.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

valueh i is an invalid value of job.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The results should be accurate to within a small multiple of the machine precision.

8 Parallelism and Performance

nag_sum_convcorr_real (c06fkc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_convcorr_real (c06fkc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to n� log nð Þ, but also depends on the factorization of n.
nag_sum_convcorr_real (c06fkc) is faster if the only prime factors of n are 2, 3 or 5; and fastest of all
if n is a power of 2.

10 Example

This example reads in the elements of one period of two real vectors x and y, and prints their discrete
convolution and correlation (as computed by nag_sum_convcorr_real (c06fkc)). In realistic computa-
tions the number of data values would be much larger.

10.1 Program Text

/* nag_sum_convcorr_real (c06fkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, j, n;
/* Arrays */
double *xa = 0, *xb = 0, *ya = 0, *yb = 0;
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/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_convcorr_real (c06fkc) Example Program Results\n");

#ifdef _WIN32
scanf_s("%*[^\n]" "%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%*[^\n]" "%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 2) {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

if (!(xa = NAG_ALLOC(n, double)) ||
!(xb = NAG_ALLOC(n, double)) ||
!(ya = NAG_ALLOC(n, double)) || !(yb = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (j = 0; j < n; ++j) {
#ifdef _WIN32

scanf_s("%lf%lf", &xa[j], &ya[j]);
#else

scanf("%lf%lf", &xa[j], &ya[j]);
#endif

xb[j] = xa[j];
yb[j] = ya[j];

}

/* nag_sum_convcorr_real (c06fkc).
* Circular convolution or correlation of two real vectors
*/

nag_sum_convcorr_real(Nag_Convolution, xa, ya, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_convcorr_real (c06fkc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
/* nag_sum_convcorr_real (c06fkc), see above. */
nag_sum_convcorr_real(Nag_Correlation, xb, yb, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_convcorr_real (c06fkc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("\n Convolution Correlation\n\n");
for (j = 0; j < n; ++j)

printf("%5" NAG_IFMT " %13.5f %13.5f\n", j, xa[j], xb[j]);

END:
NAG_FREE(xa);
NAG_FREE(xb);
NAG_FREE(ya);
NAG_FREE(yb);

return exit_status;
}
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10.2 Program Data

nag_sum_convcorr_real (c06fkc) Example Program Data
9 : n

1.00 0.50
1.00 0.50
1.00 0.50
1.00 0.50
1.00 0.00
0.00 0.00
0.00 0.00
0.00 0.00
0.00 0.00 : xa, ya

10.3 Program Results

nag_sum_convcorr_real (c06fkc) Example Program Results

Convolution Correlation

0 0.50000 2.00000
1 1.00000 1.50000
2 1.50000 1.00000
3 2.00000 0.50000
4 2.00000 0.00000
5 1.50000 0.50000
6 1.00000 1.00000
7 0.50000 1.50000
8 0.00000 2.00000
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NAG Library Function Document

nag_fft_multiple_real (c06fpc)

1 Purpose

nag_fft_multiple_real (c06fpc) computes the discrete Fourier transforms of m sequences, each
containing n real data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_fft_multiple_real (Integer m, Integer n, double x[],
const double trig[], NagError *fail)

3 Description

Given m sequences of n real data values xpj , for j ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m, this function
simultaneously calculates the Fourier transforms of all the sequences defined by

ẑpk ¼
1ffiffiffi
n
p
Xn�1
j¼0

xpj exp �2	ijk=nð Þ; for k ¼ 0; 1; . . . ; n� 1; p ¼ 1; 2; . . . ;m:

(Note the scale factor 1=
ffiffiffi
n
p

in this definition.)

The transformed values ẑpk are complex, but for each value of p the ẑpk form a Hermitian sequence (i.e.,
ẑpn�k is the complex conjugate of ẑpk), so they are completely determined by mn real numbers. The first
call of nag_fft_multiple_real (c06fpc) must be preceded by a call to nag_fft_init_trig (c06gzc) to
initialize the array trig with trigonometric coefficients according to the value of n.

The discrete Fourier transform is sometimes defined using a positive sign in the exponential term

ẑpk ¼
1ffiffiffi
n
p
Xn�1
j¼0

xpj exp þ2	ijk=nð Þ:

To compute this form, this function should be followed by a call to nag_multiple_conjugate_hermitian
(c06gqc) to form the complex conjugates of the ẑpk.

The function uses a variant of the fast Fourier transform algorithm (Brigham (1974)) known as the
Stockham self-sorting algorithm, which is described in Temperton (1983). Special coding is provided
for the factors 2, 3, 4, 5 and 6.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: m – Integer Input

On entry: the number of sequences to be transformed, m.

Constraint: m 	 1.
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2: n – Integer Input

On entry: the number of real values in each sequence, n.

Constraint: n 	 1.

3: x½m� n� – double Input/Output

On entry: the m data sequences must be stored in x consecutively. If the data values of the pth
sequence to be transformed are denoted by xpj , for j ¼ 0; 1; . . . ; n� 1, then the mn elements of
the array x must contain the values

x10; x
1
1; . . . ; x

1
n�1; x

2
0; x

2
1; . . . ; x

2
n�1; . . . ; x

m
0 ; x

m
1 ; . . . ; x

m
n�1:

On exit: the m discrete Fourier transforms in Hermitian form, stored consecutively, overwriting
the corresponding original sequences. If the n components of the discrete Fourier transform ẑpk
are written as apk þ ib

p
k, then for 0 � k � n=2, apk is in array element x½ p� 1ð Þ � nþ k� and for

1 � k � n� 1ð Þ=2, bpk is in array element x½ p� 1ð Þ � nþ n� k�.

4: trig½2� n� – const double Input

On entry: trigonometric coefficients as returned by a call of nag_fft_init_trig (c06gzc).
nag_fft_multiple_real (c06fpc) makes a simple check to ensure that trig has been initialized and
that the initialization is compatible with the value of n

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_C06_NOT_TRIG

Value of n and trig array are incompatible or trig array not initialized.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_fft_multiple_real (c06fpc) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to nmlog nð Þ, but also depends on the factors of n. The
function is fastest if the only prime factors of n are 2, 3 and 5, and is particularly slow if n is a large
prime, or has large prime factors.
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10 Example

This program reads in sequences of real data values and prints their discrete Fourier transforms (as
computed by nag_fft_multiple_real (c06fpc)). The Fourier transforms are expanded into full complex
form using nag_multiple_hermitian_to_complex (c06gsc) and printed. Inverse transforms are then
calculated by calling nag_multiple_conjugate_hermitian (c06gqc) followed by nag_fft_multiple_hermi
tian (c06fqc) showing that the original sequences are restored.

10.1 Program Text

/* nag_fft_multiple_real (c06fpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

Integer exit_status = 0, i, j, m, n;
NagError fail;
double *trig = 0, *u = 0, *v = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_fft_multiple_real (c06fpc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#endif

{
if (m >= 1 && n >= 1) {

if (!(trig = NAG_ALLOC(2 * n, double)) ||
!(u = NAG_ALLOC(m * n, double)) ||
!(v = NAG_ALLOC(m * n, double)) || !(x = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}

printf("\n\nm = %2" NAG_IFMT " n = %2" NAG_IFMT "\n", m, n);
/* Read in data and print out. */
for (j = 0; j < m; ++j)

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[j * n + i]);
#else

scanf("%lf", &x[j * n + i]);
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#endif
printf("\nOriginal data values\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* nag_fft_init_trig (c06gzc).
* Initialization function for other c06 functions
*/

nag_fft_init_trig(n, trig, &fail); /* Initialize trig array */
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_init_trig (c06gzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate transforms */
/* nag_fft_multiple_real (c06fpc).
* Multiple one-dimensional real discrete Fourier transforms
*/

nag_fft_multiple_real(m, n, x, trig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_multiple_real (c06fpc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\nDiscrete Fourier transforms in Hermitian format\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Calculate full complex form of Hermitian result */
/* nag_multiple_hermitian_to_complex (c06gsc).
* Convert Hermitian sequences to general complex sequences
*/

nag_multiple_hermitian_to_complex(m, n, x, u, v, &fail);
printf("\nFourier transforms in full complex form\n\n");
for (j = 0; j < m; ++j) {

printf("Real");
for (i = 0; i < n; ++i)

printf("%10.4f%s", u[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\nImag");
for (i = 0; i < n; ++i)

printf("%10.4f%s", v[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n\n");
}
/* Calculate inverse transforms */
/* Conjugate Hermitian sequences of transforms */
/* nag_multiple_conjugate_hermitian (c06gqc).
* Complex conjugate of multiple Hermitian sequences
*/

nag_multiple_conjugate_hermitian(m, n, x, &fail);
/* Transform to give inverse transforms */
/* nag_fft_multiple_hermitian (c06fqc).
* Multiple one-dimensional Hermitian discrete Fourier
* transforms
*/

nag_fft_multiple_hermitian(m, n, x, trig, &fail);
printf("\nOriginal data as restored by inverse transform\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
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(i % 6 == 5 && i != n - 1 ? "\n " : ""));
printf("\n");

}
END:

NAG_FREE(trig);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(x);

}
return exit_status;

}

10.2 Program Data

nag_fft_multiple_real (c06fpc) Example Program Data
3 6
0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

10.3 Program Results

nag_fft_multiple_real (c06fpc) Example Program Results

m = 3 n = 6

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Discrete Fourier transforms in Hermitian format

1.0737 -0.1041 0.1126 -0.1467 -0.3738 -0.0044
1.3961 -0.0365 0.0780 -0.1521 -0.0607 0.4666
1.1237 0.0914 0.3936 0.1530 0.3458 -0.0508

Fourier transforms in full complex form

Real 1.0737 -0.1041 0.1126 -0.1467 0.1126 -0.1041
Imag 0.0000 -0.0044 -0.3738 0.0000 0.3738 0.0044

Real 1.3961 -0.0365 0.0780 -0.1521 0.0780 -0.0365
Imag 0.0000 0.4666 -0.0607 0.0000 0.0607 -0.4666

Real 1.1237 0.0914 0.3936 0.1530 0.3936 0.0914
Imag 0.0000 -0.0508 0.3458 0.0000 -0.3458 0.0508

Original data as restored by inverse transform

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815
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NAG Library Function Document

nag_fft_multiple_hermitian (c06fqc)

1 Purpose

nag_fft_multiple_hermitian (c06fqc) computes the discrete Fourier transforms of m Hermitian
sequences, each containing n complex data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_fft_multiple_hermitian (Integer m, Integer n, double x[],
const double trig[], NagError *fail)

3 Description

Given m Hermitian sequences of n complex data values zpj , for j ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m,
this function simultaneously calculates the Fourier transforms of all the sequences defined by

x̂pk ¼
1ffiffiffi
n
p
Xn�1
j¼0

zpj exp �2	ijk=nð Þ; for k ¼ 0; 1; . . . ; n� 1; p ¼ 1; 2; . . . ;m:

(Note the scale factor 1=
ffiffiffi
n
p

in this definition.)

The transformed values are purely real.

The first call of nag_fft_multiple_hermitian (c06fqc) must be preceded by a call to nag_fft_init_trig
(c06gzc) to initialize the array trig with trigonometric coefficients according to the value of n.

The discrete Fourier transform is sometimes defined using a positive sign in the exponential term

x̂pk ¼
1ffiffiffi
n
p
Xn�1
j¼0

zpj exp þ2	ijk=nð Þ:

For that form, this function should be preceded by a call to nag_multiple_conjugate_hermitian (c06gqc)
to form the complex conjugates of the ẑpj .

The function uses a variant of the fast Fourier transform algorithm (Brigham (1974)) known as the
Stockham self-sorting algorithm, which is described in Temperton (1983). Special code is included for
the factors 2, 3, 4, 5 and 6.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: m – Integer Input

On entry: the number of sequences to be transformed, m.

Constraint: m 	 1.
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2: n – Integer Input

On entry: the number of data values in each sequence, n.

Constraint: n 	 1.

3: x½m� n� – double Input/Output

On entry: the m Hermitian sequences must be stored consecutively in x in Hermitian form.
Sequence 1 should occupy the first n elements of x, sequence 2 the elements n to 2n� 1, so that
in general sequence p occupies the array elements p� 1ð Þn to pn� 1. If the n data values zpj are
written as xpj þ iy

p
j , then for 0 � j � n=2, xpj should be in array element x½ p� 1ð Þ � nþ j� and

for 1 � j � n� 1ð Þ=2, ypj should be in array element x½ p� 1ð Þ � nþ n� j�.

On exit: the components of the m discrete Fourier transforms, stored consecutively. Transform p
occupies the elements p� 1ð Þn to pn� 1 of x overwriting the corresponding original sequence;
thus if the n components of the discrete Fourier transform are denoted by x̂pk, for
k ¼ 0; 1; . . . ; n� 1, then the mn elements of the array x contain the values

x̂10; x̂
1
1; . . . ; x̂

1
n�1; x̂

2
0; x̂

2
1; . . . ; x̂

2
n�1; . . . ; x̂

m
0 ; x̂

m
1 ; . . . ; x̂

m
n�1:

4: trig½2� n� – const double Input

On entry: trigonometric coefficients as returned by a call of nag_fft_init_trig (c06gzc).
nag_fft_multiple_hermitian (c06fqc) makes a simple check to ensure that trig has been initialized
and that the initialization is compatible with the value of n

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_C06_NOT_TRIG

Value of n and trig array are incompatible or trig array not initialized.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_fft_multiple_hermitian (c06fqc) is not threaded in any implementation.
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9 Further Comments

The time taken is approximately proportional to nmlog nð Þ, but also depends on the factors of n. The
function is fastest if the only prime factors of n are 2, 3 and 5, and is particularly slow if n is a large
prime, or has large prime factors.

10 Example

This program reads in sequences of real data values which are assumed to be Hermitian sequences of
complex data stored in Hermitian form. The sequences are expanded into full complex form using
nag_multiple_hermitian_to_complex (c06gsc) and printed. The discrete Fourier transforms are then
computed (using nag_fft_multiple_hermitian (c06fqc)) and printed out. Inverse transforms are then
calculated by calling nag_fft_multiple_real (c06fpc) followed by nag_multiple_conjugate_hermitian
(c06gqc) showing that the original sequences are restored.

10.1 Program Text

/* nag_fft_multiple_hermitian (c06fqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

Integer exit_status = 0, i, j, m, n;
NagError fail;
double *trig = 0, *u = 0, *v = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_fft_multiple_hermitian (c06fqc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#endif

{
if (m >= 1 && n >= 1) {

printf("\n\nm = %2" NAG_IFMT " n = %2" NAG_IFMT "\n", m, n);
if (!(trig = NAG_ALLOC(2 * n, double)) ||

!(u = NAG_ALLOC(m * n, double)) ||
!(v = NAG_ALLOC(m * n, double)) || !(x = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;
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}

/* Read in data and print out. */
for (j = 0; j < m; ++j)

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[j * n + i]);
#else

scanf("%lf", &x[j * n + i]);
#endif

printf("\nOriginal data values\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Calculate full complex form of Hermitian data sequences */
/* nag_multiple_hermitian_to_complex (c06gsc).
* Convert Hermitian sequences to general complex sequences
*/

nag_multiple_hermitian_to_complex(m, n, x, u, v, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
printf("\nOriginal data written in full complex form\n\n");
for (j = 0; j < m; ++j) {

printf("Real");
for (i = 0; i < n; ++i)

printf("%10.4f%s", u[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\nImag");
for (i = 0; i < n; ++i)

printf("%10.4f%s", v[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n\n");
}
/* Initialize trig array */
/* nag_fft_init_trig (c06gzc).
* Initialization function for other c06 functions
*/

nag_fft_init_trig(n, trig, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
/* Calculate transforms */
/* nag_fft_multiple_hermitian (c06fqc).
* Multiple one-dimensional Hermitian discrete Fourier
* transforms
*/

nag_fft_multiple_hermitian(m, n, x, trig, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
printf("\nDiscrete Fourier transforms (real values)\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Calculate inverse transforms */
/* nag_fft_multiple_real (c06fpc).
* Multiple one-dimensional real discrete Fourier transforms
*/

nag_fft_multiple_real(m, n, x, trig, &fail);

c06fqc NAG Library Manual

c06fqc.4 Mark 26



if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}
/* nag_multiple_conjugate_hermitian (c06gqc).
* Complex conjugate of multiple Hermitian sequences
*/

nag_multiple_conjugate_hermitian(m, n, x, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
printf("\nOriginal data as restored by inverse transform\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}

END:
NAG_FREE(trig);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(x);

}
return exit_status;

}

10.2 Program Data

nag_fft_multiple_hermitian (c06fqc) Example Program Data
3 6
0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

10.3 Program Results

nag_fft_multiple_hermitian (c06fqc) Example Program Results

m = 3 n = 6

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Original data written in full complex form

Real 0.3854 0.6772 0.1138 0.6751 0.1138 0.6772
Imag 0.0000 0.1424 0.6362 0.0000 -0.6362 -0.1424

Real 0.5417 0.2983 0.1181 0.7255 0.1181 0.2983
Imag 0.0000 0.8723 0.8638 0.0000 -0.8638 -0.8723

Real 0.9172 0.0644 0.6037 0.6430 0.6037 0.0644
Imag 0.0000 0.4815 0.0428 0.0000 -0.0428 -0.4815

Discrete Fourier transforms (real values)

1.0788 0.6623 -0.2391 -0.5783 0.4592 -0.4388
0.8573 1.2261 0.3533 -0.2222 0.3413 -1.2291
1.1825 0.2625 0.6744 0.5523 0.0540 -0.4790
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Original data as restored by inverse transform

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

c06fqc NAG Library Manual

c06fqc.6 (last) Mark 26



NAG Library Function Document

nag_multiple_conjugate_hermitian (c06gqc)

1 Purpose

nag_multiple_conjugate_hermitian (c06gqc) forms the complex conjugates of m Hermitian sequences,
each containing n data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_multiple_conjugate_hermitian (Integer m, Integer n, double x[],
NagError *fail)

3 Description

This is a utility function for use in conjunction with nag_fft_multiple_real (c06fpc) and
nag_fft_multiple_hermitian (c06fqc) to calculate inverse discrete Fourier transforms.

4 References

None.

5 Arguments

1: m – Integer Input

On entry: the number of Hermitian sequences to be conjugated, m.

Constraint: m 	 1.

2: n – Integer Input

On entry: the number of data values in each Hermitian sequence, n.

Constraint: n 	 1.

3: x½m� n� – double Input/Output

On entry: the m data sequences must be stored in x consecutively. If the n data values zpj are
written as xpj þ iy

p
j , p ¼ 1; 2; . . . ;m, then for 0 � j � n=2, xpj is contained in x½ p� 1ð Þ � nþ j�,

and for 1 � j � n� 1ð Þ=2, ypj is contained in x½ p� 1ð Þ � nþ n� j�.

On exit: the imaginary parts ypj are negated. The real parts xpj are not referenced.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

7 Accuracy

Exact.

8 Parallelism and Performance

nag_multiple_conjugate_hermitian (c06gqc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This program reads in sequences of real data values which are assumed to be Hermitian sequences of
complex data stored in Hermitian form. The sequences are expanded into full complex form using
nag_multiple_hermitian_to_complex (c06gsc) and printed. The sequences are then conjugated (using
nag_multiple_conjugate_hermitian (c06gqc)) and the conjugated sequences are expanded into complex
form using nag_multiple_hermitian_to_complex (c06gsc) and printed out.

10.1 Program Text

/* nag_multiple_conjugate_hermitian (c06gqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

Integer exit_status = 0, i, j, m, n;
NagError fail;
double *u = 0, *v = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_multiple_conjugate_hermitian (c06gqc) Example Program"
" Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
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#else
while (scanf("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)

#endif
{

if (m >= 1 && n >= 1) {
if (!(u = NAG_ALLOC(m * n, double)) ||

!(v = NAG_ALLOC(m * n, double)) || !(x = NAG_ALLOC(m * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}
printf("\n\nm = %2" NAG_IFMT " n = %2" NAG_IFMT "\n", m, n);
/* Read in data and print out. */
for (j = 0; j < m; ++j)

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[j * n + i]);
#else

scanf("%lf", &x[j * n + i]);
#endif

printf("\nOriginal data values\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Convert Hermitian form data to full complex */
/* nag_multiple_hermitian_to_complex (c06gsc).
* Convert Hermitian sequences to general complex sequences
*/

nag_multiple_hermitian_to_complex(m, n, x, u, v, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_multiple_hermitian_to_complex"
" (c06gsc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

printf("\nOriginal data written in full complex form\n\n");
for (j = 0; j < m; ++j) {

printf("Real");
for (i = 0; i < n; ++i)

printf("%10.4f%s", u[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\nImag");
for (i = 0; i < n; ++i)

printf("%10.4f%s", v[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n\n");
}
/* Calculate conjugates of Hermitian data */
/* nag_multiple_conjugate_hermitian (c06gqc).
* Complex conjugate of multiple Hermitian sequences
*/

nag_multiple_conjugate_hermitian(m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_multiple_conjugate_hermitian (c06gqc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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printf("\nConjugated data values\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Convert conjugated Hermitian data to full complex */
/* nag_multiple_hermitian_to_complex (c06gsc), see above. */
nag_multiple_hermitian_to_complex(m, n, x, u, v, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_multiple_hermitian_to_complex"
" (c06gsc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

printf("\nConjugated data written in full complex form\n\n");
for (j = 0; j < m; ++j) {

printf("Real");
for (i = 0; i < n; ++i)

printf("%10.4f%s", u[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\nImag");
for (i = 0; i < n; ++i)

printf("%10.4f%s", v[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n\n");
}

END:
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(x);

}
return exit_status;

}

10.2 Program Data

nag_multiple_conjugate_hermitian (c06gqc) Example Program Data
3 6
0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

10.3 Program Results

nag_multiple_conjugate_hermitian (c06gqc) Example Program Results

m = 3 n = 6

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Original data written in full complex form

Real 0.3854 0.6772 0.1138 0.6751 0.1138 0.6772
Imag 0.0000 0.1424 0.6362 0.0000 -0.6362 -0.1424

Real 0.5417 0.2983 0.1181 0.7255 0.1181 0.2983
Imag 0.0000 0.8723 0.8638 0.0000 -0.8638 -0.8723

Real 0.9172 0.0644 0.6037 0.6430 0.6037 0.0644
Imag 0.0000 0.4815 0.0428 0.0000 -0.0428 -0.4815
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Conjugated data values

0.3854 0.6772 0.1138 0.6751 -0.6362 -0.1424
0.5417 0.2983 0.1181 0.7255 -0.8638 -0.8723
0.9172 0.0644 0.6037 0.6430 -0.0428 -0.4815

Conjugated data written in full complex form

Real 0.3854 0.6772 0.1138 0.6751 0.1138 0.6772
Imag 0.0000 -0.1424 -0.6362 0.0000 0.6362 0.1424

Real 0.5417 0.2983 0.1181 0.7255 0.1181 0.2983
Imag 0.0000 -0.8723 -0.8638 0.0000 0.8638 0.8723

Real 0.9172 0.0644 0.6037 0.6430 0.6037 0.0644
Imag 0.0000 -0.4815 -0.0428 0.0000 0.0428 0.4815

c06 – Fourier Transforms c06gqc

Mark 26 c06gqc.5 (last)





NAG Library Function Document

nag_multiple_hermitian_to_complex (c06gsc)

1 Purpose

nag_multiple_hermitian_to_complex (c06gsc) takes m Hermitian sequences, each containing n data
values, and forms the real and imaginary parts of the m corresponding complex sequences.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_multiple_hermitian_to_complex (Integer m, Integer n,
const double x[], double u[], double v[], NagError *fail)

3 Description

This is a utility function for use in conjunction with nag_fft_multiple_real (c06fpc) and
nag_fft_multiple_hermitian (c06fqc).

4 References

None.

5 Arguments

1: m – Integer Input

On entry: the number of Hermitian sequences, m, to be converted into complex form.

Constraint: m 	 1.

2: n – Integer Input

On entry: the number of data values, n, in each sequence.

Constraint: n 	 1.

3: x½m� n� – const double Input

On entry: the m data sequences must be stored in x consecutively. If the n data values zpj are
written as xpj þ iy

p
j , p ¼ 1; 2; . . . ;m, then for 0 � j � n=2, xpj is contained in x½ p� 1ð Þ � nþ j�,

and for 1 � j � n� 1ð Þ=2, ypj is contained in x½ p� 1ð Þ � nþ n� j�.

4: u½m� n� – double Output
5: v½m� n� – double Output

On exit: the real and imaginary parts of the m sequences of length n are stored consecutively in
u and v respectively. If the real parts of the pth sequence are denoted by xpj , for
j ¼ 0; 1; . . . ; n� 1, then the mn elements of the array u contain the values

x10; x
1
1; . . . ; x

1
n�1; x

2
0; x

2
1; . . . ; x

2
n�1; . . . ; x

m
0 ; x

m
1 ; . . . ; x

m
n�1:

The imaginary parts must be ordered similarly in v.
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6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

7 Accuracy

Exact.

8 Parallelism and Performance

nag_multiple_hermitian_to_complex (c06gsc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This program reads in sequences of real data values which are assumed to be Hermitian sequences of
complex data stored in Hermitian form. The sequences are then expanded into full complex form using
nag_multiple_hermitian_to_complex (c06gsc) and printed.

10.1 Program Text

/* nag_multiple_hermitian_to_complex (c06gsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

Integer exit_status = 0, i, j, m, n;
NagError fail;
double *u = 0, *v = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_multiple_hermitian_to_complex (c06gsc) Example Program"
" Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#endif

{
if (m >= 1 && n >= 1) {

if (!(u = NAG_ALLOC(m * n, double)) ||
!(v = NAG_ALLOC(m * n, double)) || !(x = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n.\n");
exit_status = 1;
goto END;

}
printf("\n\nm = %2" NAG_IFMT " n = %2" NAG_IFMT "\n", m, n);
/* Read in data and print out. */
for (j = 0; j < m; ++j)

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[j * n + i]);
#else

scanf("%lf", &x[j * n + i]);
#endif

printf("\nOriginal data values\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Convert Hermitian form to full complex */
/* nag_multiple_hermitian_to_complex (c06gsc).
* Convert Hermitian sequences to general complex sequences
*/

nag_multiple_hermitian_to_complex(m, n, x, u, v, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_multiple_hermitian_to_complex (c06gsc)."
"\n%s\n", fail.message);

exit_status = 1;
goto END;

}

printf("\nOriginal data written in full complex form\n\n");
for (j = 0; j < m; ++j) {

printf("Real");
for (i = 0; i < n; ++i)

printf("%10.4f%s", u[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\nImag");
for (i = 0; i < n; ++i)

printf("%10.4f%s", v[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n\n");
}

END:
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(x);

}
return exit_status;

}
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10.2 Program Data

nag_multiple_hermitian_to_complex (c06gsc) Example Program Data
3 6
0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

10.3 Program Results

nag_multiple_hermitian_to_complex (c06gsc) Example Program Results

m = 3 n = 6

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Original data written in full complex form

Real 0.3854 0.6772 0.1138 0.6751 0.1138 0.6772
Imag 0.0000 0.1424 0.6362 0.0000 -0.6362 -0.1424

Real 0.5417 0.2983 0.1181 0.7255 0.1181 0.2983
Imag 0.0000 0.8723 0.8638 0.0000 -0.8638 -0.8723

Real 0.9172 0.0644 0.6037 0.6430 0.6037 0.0644
Imag 0.0000 0.4815 0.0428 0.0000 -0.0428 -0.4815
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NAG Library Function Document

nag_fft_init_trig (c06gzc)

1 Purpose

nag_fft_init_trig (c06gzc) calculates the trigonometric coefficients required for the computation of
discrete Fourier transforms.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_fft_init_trig (Integer n, double trig[], NagError *fail)

3 Description

This is a utility function for use in conjunction with nag_fft_multiple_real (c06fpc) and
nag_fft_multiple_hermitian (c06fqc). nag_fft_init_trig (c06gzc) initializes the array trig with
trigonometric coefficients according to the value of n and must be called prior to the first call of
one of the above listed functions.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the value of n in the Fourier transform function being called.

Constraint: n 	 1.

2: trig½2� n� – double Output

On exit: the trigonometric coefficients are stored in trig.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

7 Accuracy

Exact.
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8 Parallelism and Performance

nag_fft_init_trig (c06gzc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The program reads in 3 real data sequences and prints their discrete Fourier transforms in Hermitian
format as calculated by nag_fft_multiple_real (c06fpc). A call is made to nag_fft_init_trig (c06gzc) to
initialize the array trig prior to calling nag_fft_multiple_real (c06fpc). The transforms are then printed
out in full complex form after a call to nag_multiple_hermitian_to_complex (c06gsc).

10.1 Program Text

/* nag_fft_init_trig (c06gzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

Integer exit_status = 0, i, j, m, n;
NagError fail;
double *trig = 0, *u = 0, *v = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_fft_init_trig (c06gzc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "", &m, &n) != EOF)
#endif

{
if (m >= 1 && n >= 1) {

if (!(trig = NAG_ALLOC(2 * n, double)) ||
!(u = NAG_ALLOC(m * n, double)) ||
!(v = NAG_ALLOC(m * n, double)) || !(x = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n.\n");
exit_status = 1;

}
printf("\n\nm = %2" NAG_IFMT " n = %2" NAG_IFMT "\n", m, n);
/* Read in data and print out. */
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for (j = 0; j < m; ++j)
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[j * n + i]);

#else
scanf("%lf", &x[j * n + i]);

#endif
printf("\nOriginal data values\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* nag_fft_init_trig (c06gzc).
* Initialization function for other c06 functions
*/

nag_fft_init_trig(n, trig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_init_trig (c06gzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Initialize trig array */
/* Calculate transform */
/* nag_fft_multiple_real (c06fpc).
* Multiple one-dimensional real discrete Fourier transforms
*/

nag_fft_multiple_real(m, n, x, trig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_multiple_real (c06fpc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nDiscrete Fourier transforms in Hermitian format\n\n");
for (j = 0; j < m; ++j) {

printf(" ");
for (i = 0; i < n; ++i)

printf("%10.4f%s", x[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n");
}
/* Convert Hermitian form to full complex */
/* nag_multiple_hermitian_to_complex (c06gsc).
* Convert Hermitian sequences to general complex sequences
*/

nag_multiple_hermitian_to_complex(m, n, x, u, v, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_multiple_hermitian_to_complex"
" (c06gsc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

printf("\nFourier transforms in full complex form\n\n");
for (j = 0; j < m; ++j) {

printf("Real");
for (i = 0; i < n; ++i)

printf("%10.4f%s", u[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\nImag");
for (i = 0; i < n; ++i)

printf("%10.4f%s", v[j * n + i],
(i % 6 == 5 && i != n - 1 ? "\n " : ""));

printf("\n\n");
}

END:
NAG_FREE(trig);
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NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(x);

}

return exit_status;
}

10.2 Program Data

nag_fft_init_trig (c06gzc) Example Program Data
3 6
0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

10.3 Program Results

nag_fft_init_trig (c06gzc) Example Program Results

m = 3 n = 6

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Discrete Fourier transforms in Hermitian format

1.0737 -0.1041 0.1126 -0.1467 -0.3738 -0.0044
1.3961 -0.0365 0.0780 -0.1521 -0.0607 0.4666
1.1237 0.0914 0.3936 0.1530 0.3458 -0.0508

Fourier transforms in full complex form

Real 1.0737 -0.1041 0.1126 -0.1467 0.1126 -0.1041
Imag 0.0000 -0.0044 -0.3738 0.0000 0.3738 0.0044

Real 1.3961 -0.0365 0.0780 -0.1521 0.0780 -0.0365
Imag 0.0000 0.4666 -0.0607 0.0000 0.0607 -0.4666

Real 1.1237 0.0914 0.3936 0.1530 0.3936 0.0914
Imag 0.0000 -0.0508 0.3458 0.0000 -0.3458 0.0508
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NAG Library Function Document

nag_sum_fft_realherm_1d (c06pac)

1 Purpose

nag_sum_fft_realherm_1d (c06pac) calculates the discrete Fourier transform of a sequence of n real
data values or of a Hermitian sequence of n complex data values stored in compact form in a double
array.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_realherm_1d (Nag_TransformDirection direct, double x[],
Integer n, NagError *fail)

3 Description

Given a sequence of n real data values xj , for j ¼ 0; 1; . . . ; n� 1, nag_sum_fft_realherm_1d (c06pac)
calculates their discrete Fourier transform (in the forward direction) defined by

ẑk ¼
1ffiffiffi
n
p
Xn�1
j¼0

xj � exp �i2	jk
n

� �
; k ¼ 0; 1; . . . ; n� 1:

The transformed values ẑk are complex, but they form a Hermitian sequence (i.e., ẑn�k is the complex
conjugate of ẑk), so they are completely determined by n real numbers (since ẑ0 is real, as is ẑn=2 for n
even).

Alternatively, given a Hermitian sequence of n complex data values zj, this function calculates their
inverse (backward) discrete Fourier transform defined by

x̂k ¼
1ffiffiffi
n
p
Xn�1
j¼0

zj � exp i
2	jk

n

� �
; k ¼ 0; 1; . . . ; n� 1:

The transformed values x̂k are real.

(Note the scale factor of 1ffiffi
n
p in the above definitions.)

A call of nag_sum_fft_realherm_1d (c06pac) with direct ¼ Nag ForwardTransform followed by a call
with direct ¼ Nag BackwardTransform will restore the original data.

nag_sum_fft_realherm_1d (c06pac) uses a variant of the fast Fourier transform (FFT) algorithm (see
Brigham (1974)) known as the Stockham self-sorting algorithm, which is described in Temperton
(1983).

The same functionality is available using the forward and backward transform function pair:
nag_sum_fft_real_2d (c06pvc) and nag_sum_fft_hermitian_2d (c06pwc) on setting n ¼ 1. This pair use
a different storage solution; real data is stored in a double array, while Hermitian data (the first
unconjugated half) is stored in a Complex array.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23
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5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.

If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.

2: x½nþ 2� – double Input/Output

On entry:

if direct ¼ Nag ForwardTransform, x½j� must contain xj , for j ¼ 0; 1; . . . ; n� 1;

if direct ¼ Nag BackwardTransform, x½2� k� and x½2� k þ 1� must contain the real and
imaginary parts respectively of zk , for k ¼ 0; 1; . . . ; n=2. (Note that for the sequence zk to
be Hermitian, the imaginary part of z0, and of zn=2 for n even, must be zero.)

On exit:

if direct ¼ Nag ForwardTransform, x½2� k� and x½2� k þ 1� will contain the real and
imaginary parts respectively of ẑk , for k ¼ 0; 1; . . . ; n=2;

if direct ¼ Nag BackwardTransform, x½j� will contain x̂j , for j ¼ 0; 1; . . . ; n� 1.

3: n – Integer Input

On entry: n, the number of data values.

Constraint: n 	 1.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

valueh i is an invalid value of direct.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_realherm_1d (c06pac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_realherm_1d (c06pac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to n� log nð Þ, but also depends on the factorization of n.
nag_sum_fft_realherm_1d (c06pac) is faster if the only prime factors of n are 2, 3 or 5; and fastest of
all if n is a power of 2. This function internally allocates a workspace of 3nþ 100 double values.

10 Example

This example reads in a sequence of real data values and prints their discrete Fourier transform (as
computed by nag_sum_fft_realherm_1d (c06pac) with direct ¼ Nag ForwardTransform), after expand-
ing it from complex Hermitian form into a full complex sequence. It then performs an inverse transform
using nag_sum_fft_realherm_1d (c06pac) with direct ¼ Nag BackwardTransform, and prints the
sequence so obtained alongside the original data values.

10.1 Program Text

/* nag_sum_fft_realherm_1d (c06pac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;
/* Arrays */
double *x = 0, *x_orig, *x_back;
/* Nag Types */
NagError fail;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker
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* to load floating point support
*/

float force_loading_of_ms_float_support = 0;
#endif /* NAG_LOAD_FP */

INIT_FAIL(fail);

printf("nag_sum_fft_realherm_1d (c06pac) Example Program Results\n");

/* Read dimensions of array and array values from data file. */
#ifdef _WIN32

scanf_s("%*[^\n]%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%*[^\n]%" NAG_IFMT "%*[^\n]", &n);
#endif

if (!(x = NAG_ALLOC(n + 2, double)) ||
!(x_orig = NAG_ALLOC(n, double)) ||
!(x_back = NAG_ALLOC(n + 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf", &x_orig[i]);

#else
scanf("%lf", &x_orig[i]);

#endif
x[i] = x_orig[i];

}

/* Compute discrete Fourier transform of real array x using
* nag_sum_fft_realherm_1d (c06pac).
*/

nag_sum_fft_realherm_1d(Nag_ForwardTransform, x, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_realherm_1d (c06pac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

for (i = 0; i < n + 2; i++)
x_back[i] = x[i];

/* Compute inverse discrete Fourier transform of Hermitian array x using
* nag_sum_fft_realherm_1d (c06pac).
*/

nag_sum_fft_realherm_1d(Nag_BackwardTransform, x_back, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_realherm_1d (c06pac).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

printf("\n%2s%7s%22s%17s\n", "i", "x", "z = FFT(x)", "InvFFT(z)");
for (i = 0; i < n; i++) {

if (i <= n / 2) {
printf("%2" NAG_IFMT " %8.5f (%8.5f, %8.5f ) %8.5f\n", i,

x_orig[i], x[2 * i], x[2 * i + 1], x_back[i]);
}
else {

printf("%2" NAG_IFMT " %8.5f (%8.5f, %8.5f ) %8.5f\n", i,
x_orig[i], x[2 * (n - i)], -x[2 * (n - i) + 1], x_back[i]);

}
}

END:
NAG_FREE(x);
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NAG_FREE(x_orig);
NAG_FREE(x_back);

return exit_status;
}

10.2 Program Data

nag_sum_fft_realherm_1d (c06pac) Example Program Data
7 : n

0.34907
0.54890
0.74776
0.94459
1.13850
1.32850
1.51370 : x[0:n-1]

10.3 Program Results

nag_sum_fft_realherm_1d (c06pac) Example Program Results

i x z = FFT(x) InvFFT(z)
0 0.34907 ( 2.48361, 0.00000 ) 0.34907
1 0.54890 (-0.26599, 0.53090 ) 0.54890
2 0.74776 (-0.25768, 0.20298 ) 0.74776
3 0.94459 (-0.25636, 0.05806 ) 0.94459
4 1.13850 (-0.25636, -0.05806 ) 1.13850
5 1.32850 (-0.25768, -0.20298 ) 1.32850
6 1.51370 (-0.26599, -0.53090 ) 1.51370
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NAG Library Function Document

nag_sum_fft_complex_1d (c06pcc)

1 Purpose

nag_sum_fft_complex_1d (c06pcc) calculates the discrete Fourier transform of a sequence of n
complex data values (using complex data type).

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_complex_1d (Nag_TransformDirection direct, Complex x[],
Integer n, NagError *fail)

3 Description

Given a sequence of n complex data values zj , for j ¼ 0; 1; . . . ; n� 1, nag_sum_fft_complex_1d
(c06pcc) calculates their (forward or backward) discrete Fourier transform (DFT) defined by

ẑk ¼
1ffiffiffi
n
p
Xn�1
j¼0

zj � exp 
i2	jk
n

� �
; k ¼ 0; 1; . . . ; n� 1:

(Note the scale factor of 1ffiffi
n
p in this definition.) The minus sign is taken in the argument of the

exponential within the summation when the forward transform is required, and the plus sign is taken
when the backward transform is required.

A call of nag_sum_fft_complex_1d (c06pcc) with direct ¼ Nag ForwardTransform followed by a call
with direct ¼ Nag BackwardTransform will restore the original data.

nag_sum_fft_complex_1d (c06pcc) uses a variant of the fast Fourier transform (FFT) algorithm (see
Brigham (1974)) known as the Stockham self-sorting algorithm, which is described in Temperton
(1983). If n is a large prime number or if n contains large prime factors, then the Fourier transform is
performed using Bluestein's algorithm (see Bluestein (1968)), which expresses the DFT as a
convolution that in turn can be efficiently computed using FFTs of highly composite sizes.

4 References

Bluestein L I (1968) A linear filtering approach to the computation of the discrete Fourier transform
Northeast Electronics Research and Engineering Meeting Record 10 218–219

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23

5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.

If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.
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2: x½n� – Complex Input/Output

On entry: x½j� must contain zj , for j ¼ 0; 1; . . . ; n� 1.

On exit: the components of the discrete Fourier transform. ẑk is contained in x½k�, for
0 � k � n� 1.

3: n – Integer Input

On entry: n, the number of data values.

Constraint: n 	 1.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

valueh i is an invalid value of direct.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_complex_1d (c06pcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_complex_1d (c06pcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to n� log nð Þ, but also depends on the factorization of n.
nag_sum_fft_complex_1d (c06pcc) is faster if the only prime factors of n are 2, 3 or 5; and fastest of
all if n is a power of 2. This function internally allocates a workspace of 2nþ 15 Complex values.
When the Bluestein's FFT algorithm is in use, an additional Complex workspace of size approximately
8n is allocated.

10 Example

This example reads in a sequence of complex data values and prints their discrete Fourier transform (as
computed by nag_sum_fft_complex_1d (c06pcc) with direct ¼ Nag ForwardTransform). It then
pe r fo rms an inve r s e t r an s fo rm us ing nag_sum_ff t _comp lex_1d (c06pcc ) w i t h
direct ¼ Nag BackwardTransform, and prints the sequence so obtained alongside the original data
values.

10.1 Program Text

/* nag_sum_fft_complex_1d (c06pcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;
/* Arrays */
Complex *x = 0, *z = 0, *x_back = 0;
/* Nag Types */
NagError fail;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker
* to load floating point support
*/

float force_loading_of_ms_float_support = 0;
#endif /* NAG_LOAD_FP */

INIT_FAIL(fail);

printf("nag_sum_fft_complex_1d (c06pcc) Example Program Results\n");

/* Read dimensions of array and array values from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%*[^\n]", &n);
#endif

if (!(x = NAG_ALLOC(n, Complex)) ||
!(z = NAG_ALLOC(n, Complex)) || !(x_back = NAG_ALLOC(n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s(" ( %lf, %lf )", &x[i].re, &x[i].im);

#else
scanf(" ( %lf, %lf )", &x[i].re, &x[i].im);

#endif
z[i] = x[i];

}

/* Compute discrete Fourier transform of complex array x using
* nag_sum_fft_complex_1d (c06pcc).
*/

nag_sum_fft_complex_1d(Nag_ForwardTransform, z, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_complex_1d (c06pcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (i = 0; i < n; ++i)
x_back[i] = z[i];

/* Compute inverse discrete Fourier transform of complex array z using
* nag_sum_fft_complex_1d (c06pcc).
*/

nag_sum_fft_complex_1d(Nag_BackwardTransform, x_back, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_complex_1d (c06pcc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\n%2s%13s%28s%22s\n", "i", "x", "z = FFT(x)", "InvFFT(z)");
for (i = 0; i < n; i++)

printf("%2" NAG_IFMT
" (%8.5f, %8.5f ) (%8.5f, %8.5f ) (%8.5f, %8.5f )\n", i,
x[i].re, x[i].im, z[i].re, z[i].im, x_back[i].re, x_back[i].im);

END:
NAG_FREE(x);
NAG_FREE(z);
NAG_FREE(x_back);

return exit_status;
}

10.2 Program Data

nag_sum_fft_complex_1d (c06pcc) Example Program Data
7 : n

( 0.34907, -0.37168 )
( 0.54890, -0.35669 )
( 0.74776, -0.31175 )
( 0.94459, -0.23702 )
( 1.13850, -0.13274 )
( 1.32850, 0.00074 )
( 1.51370, 0.16298 ) : x[0:n-1]
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10.3 Program Results

nag_sum_fft_complex_1d (c06pcc) Example Program Results

i x z = FFT(x) InvFFT(z)
0 ( 0.34907, -0.37168 ) ( 2.48361, -0.47100 ) ( 0.34907, -0.37168 )
1 ( 0.54890, -0.35669 ) (-0.55180, 0.49684 ) ( 0.54890, -0.35669 )
2 ( 0.74776, -0.31175 ) (-0.36711, 0.09756 ) ( 0.74776, -0.31175 )
3 ( 0.94459, -0.23702 ) (-0.28767, -0.05865 ) ( 0.94459, -0.23702 )
4 ( 1.13850, -0.13274 ) (-0.22506, -0.17477 ) ( 1.13850, -0.13274 )
5 ( 1.32850, 0.00074 ) (-0.14825, -0.30840 ) ( 1.32850, 0.00074 )
6 ( 1.51370, 0.16298 ) ( 0.01983, -0.56496 ) ( 1.51370, 0.16298 )
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NAG Library Function Document

nag_fft_multid_single (c06pfc)

1 Purpose

nag_fft_multid_single (c06pfc) computes the discrete Fourier transform of one variable in a multivariate
sequence of complex data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_fft_multid_single (Nag_TransformDirection direct, Integer ndim,
Integer l, const Integer nd[], Integer n, Complex x[], NagError *fail)

3 Description

nag_fft_multid_single (c06pfc) computes the discrete Fourier transform of one variable (the lth say) in
a m u l t i v a r i a t e s e q u e n c e o f c o m p l e x d a t a v a l u e s zj1j2���jm , w h e r e
j1 ¼ 0; 1; . . . ; n1 � 1; j2 ¼ 0; 1; . . . ; n2 � 1, and so on. Thus the individual dimensions are
n1; n2; . . . ; nm, and the total number of data values is n ¼ n1 � n2 � � � � � nm.
The function computes n=nl one-dimensional transforms defined by

ẑj1...kl...jm ¼
1ffiffiffiffiffi
nl
p

Xnl�1
jl¼0

zj1...jl...jm � exp 
2	ijlkl
nl

� �
;

where kl ¼ 0; 1; . . . ; nl � 1. The plus or minus sign in the argument of the exponential terms in the
above definition determine the direction of the transform: a minus sign defines the forward direction
and a plus sign defines the backward direction.

(Note the scale factor of 1ffiffiffi
nl
p in this definition.)

A call of nag_fft_multid_single (c06pfc) with direct ¼ Nag ForwardTransform followed by a call with
direct ¼ Nag BackwardTransform will restore the original data.

The data values must be supplied in a one-dimensional complex array using column-major storage
ordering of multidimensional data (i.e., with the first subscript j1 varying most rapidly).

This function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, which is described in Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23

5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.
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If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.

2: ndim – Integer Input

On entry: m, the number of dimensions (or variables) in the multivariate data.

Constraint: ndim 	 1.

3: l – Integer Input

On entry: l, the index of the variable (or dimension) on which the discrete Fourier transform is to
be performed.

Constraint: 1 � l � ndim.

4: nd½ndim� – const Integer Input

On entry: the elements of nd must contain the dimensions of the ndim variables; that is,
nd½i� 1� must contain the dimension of the ith variable.

Constraint: nd½i � 1� 	 1, for i ¼ 1; 2; . . . ; ndim.

5: n – Integer Input

On entry: n, the total number of data values.

Constraint: n must equal the product of the first ndim elements of the array nd.

6: x½n� – Complex Input/Output

On entry: the complex data values. Data values are stored in x using column-major ordering for
storing multidimensional arrays; that is, zj1j2���jm is stored in x½j1 þ n1j2 þ n1n2j3 þ � � ��.
On exit: the corresponding elements of the computed transform.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, l ¼ valueh i.
Constraint: l 	 1 and l � ndim.

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.
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NE_INT_2

n must equal the product of the dimensions held in array nd: n ¼ valueh i, product of nd elements
is valueh i.
On entry nd½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: nd½I � 1� 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_fft_multid_single (c06pfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_fft_multid_single (c06pfc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to n� lognl, but also depends on the factorization of nl.
nag_fft_multid_single (c06pfc) is faster if the only prime factors of nl are 2, 3 or 5; and fastest of all if
nl is a power of 2.

10 Example

This example reads in a bivariate sequence of complex data values and prints the discrete Fourier
transform of the second variable. It then performs an inverse transform and prints the sequence so
obtained, which may be compared with the original data values.

10.1 Program Text

/* nag_fft_multid_single (c06pfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
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#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nagc06.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, l, n, ndim;
Integer exit_status = 0;
NagError fail;
/* Arrays */
Complex *x = 0;
Integer *nd = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

INIT_FAIL(fail);

printf("nag_fft_multid_single (c06pfc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &ndim, &l, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &ndim, &l, &n);
#endif

if (n >= 1) {
/* Allocate memory */
if (!(x = NAG_ALLOC(n, Complex)) || !(nd = NAG_ALLOC(ndim, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ndim; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nd[i]);

#else
scanf("%" NAG_IFMT "", &nd[i]);

#endif
}

/* Read in complex data and print out. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s(" ( %lf, %lf ) ", &x[i].re, &x[i].im);
#else

scanf(" ( %lf, %lf ) ", &x[i].re, &x[i].im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("\n");
fflush(stdout);
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/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nd[0], n / nd[0], x, nd[0],
Nag_BracketForm, "%6.3f", "Original data",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Compute transform */
/* nag_fft_multid_single (c06pfc).
* One-dimensional complex discrete Fourier transform of
* multi-dimensional data (using complex data type)
*/

nag_fft_multid_single(Nag_ForwardTransform, ndim, l, nd, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_multid_single (c06pfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nd[0], n / nd[0], x, nd[0],
Nag_BracketForm, "%6.3f",
"Discrete Fourier transform of variable 2",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Compute inverse transform */
/* nag_fft_multid_single (c06pfc), see above. */
nag_fft_multid_single(Nag_BackwardTransform, ndim, l, nd, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_multid_single (c06pfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nd[0], n / nd[0], x, nd[0],
Nag_BracketForm, "%6.3f",
"Original data as restored by inverse"
" transform", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else

printf("\nInvalid value of n.\n");
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END:
NAG_FREE(x);
NAG_FREE(nd);

return exit_status;
}

10.2 Program Data

nag_fft_multid_single (c06pfc) Example Program Data
2 2 15
3 5
(1.000,0.000) (0.994,-0.111) (0.903,-0.430)
(0.999,-0.040) (0.989,-0.151) (0.885,-0.466)
(0.987,-0.159) (0.963,-0.268) (0.823,-0.568)
(0.936,-0.352) (0.891,-0.454) (0.694,-0.720)
(0.802,-0.597) (0.731,-0.682) (0.467,-0.884)

10.3 Program Results

nag_fft_multid_single (c06pfc) Example Program Results

Original data
( 1.000, 0.000) ( 0.999,-0.040) ( 0.987,-0.159) ( 0.936,-0.352)
( 0.994,-0.111) ( 0.989,-0.151) ( 0.963,-0.268) ( 0.891,-0.454)
( 0.903,-0.430) ( 0.885,-0.466) ( 0.823,-0.568) ( 0.694,-0.720)

( 0.802,-0.597)
( 0.731,-0.682)
( 0.467,-0.884)

Discrete Fourier transform of variable 2
( 2.113,-0.513) ( 0.288,-0.000) ( 0.126, 0.130) (-0.003, 0.190)
( 2.043,-0.745) ( 0.286,-0.032) ( 0.139, 0.115) ( 0.018, 0.189)
( 1.687,-1.372) ( 0.260,-0.125) ( 0.170, 0.063) ( 0.079, 0.173)

(-0.287, 0.194)
(-0.263, 0.225)
(-0.176, 0.299)

Original data as restored by inverse transform
( 1.000,-0.000) ( 0.999,-0.040) ( 0.987,-0.159) ( 0.936,-0.352)
( 0.994,-0.111) ( 0.989,-0.151) ( 0.963,-0.268) ( 0.891,-0.454)
( 0.903,-0.430) ( 0.885,-0.466) ( 0.823,-0.568) ( 0.694,-0.720)

( 0.802,-0.597)
( 0.731,-0.682)
( 0.467,-0.884)
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NAG Library Function Document

nag_fft_multid_full (c06pjc)

1 Purpose

nag_fft_multid_full (c06pjc) computes the multidimensional discrete Fourier transform of a multivariate
sequence of complex data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_fft_multid_full (Nag_TransformDirection direct, Integer ndim,
const Integer nd[], Integer n, Complex x[], NagError *fail)

3 Description

nag_fft_multid_full (c06pjc) computes the multidimensional discrete Fourier transform of a multi-
d i m e n s i o n a l s e q u e n c e o f c o m p l e x d a t a v a l u e s zj1j2...jm , w h e r e
j1 ¼ 0; 1; . . . ; n1 � 1; j2 ¼ 0; 1; . . . ; n2 � 1, and so on. Thus the individual dimensions are
n1; n2; . . . ; nm, and the total number of data values is n ¼ n1 � n2 � � � � � nm.
The discrete Fourier transform is here defined (e.g., for m ¼ 2) by:

ẑk1;k2 ¼
1ffiffiffi
n
p
Xn1�1
j1¼0

Xn2�1
j2¼0

zj1j2 � exp 
2	i j1k1
n1
þ j2k2

n2

� �� �
;

where k1 ¼ 0; 1; . . . ; n1 � 1 and k2 ¼ 0; 1; . . . ; n2 � 1. The plus or minus sign in the argument of the
exponential terms in the above definition determine the direction of the transform: a minus sign defines
the forward direction and a plus sign defines the backward direction.

The extension to higher dimensions is obvious. (Note the scale factor of 1ffiffi
n
p in this definition.)

A call of nag_fft_multid_full (c06pjc) with direct ¼ Nag ForwardTransform followed by a call with
direct ¼ Nag BackwardTransform will restore the original data.

The data values must be supplied in a one-dimensional array using column-major storage ordering of
multidimensional data (i.e., with the first subscript j1 varying most rapidly).

This function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, which is described in Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23

5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.
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If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.

2: ndim – Integer Input

On entry: m, the number of dimensions (or variables) in the multivariate data.

Constraint: ndim 	 1.

3: nd½ndim� – const Integer Input

On entry: the elements of nd must contain the dimensions of the ndim variables; that is,
nd½i� 1� must contain the dimension of the ith variable.

Constraint: nd½i � 1� 	 1, for i ¼ 1; 2; . . . ; ndim.

4: n – Integer Input

On entry: n, the total number of data values.

Constraint: n must equal the product of the first ndim elements of the array nd.

5: x½n� – Complex Input/Output

On entry: the complex data values. Data values are stored in x using column-major ordering for
storing multidimensional arrays; that is, zj1j2���jm is stored in x½j1 þ n1j2 þ n1n2j3 þ � � ��.
On exit: the corresponding elements of the computed transform.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

NE_INT_2

n must equal the product of the dimensions held in array nd: n ¼ valueh i, product of nd elements
is valueh i.
On entry nd½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: nd½I � 1� 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_fft_multid_full (c06pjc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_fft_multid_full (c06pjc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to n� log nð Þ, but also depends on the factorization of the
individual dimensions nd½i� 1�. nag_fft_multid_full (c06pjc) is faster if the only prime factors are 2, 3
or 5; and fastest of all if they are powers of 2.

10 Example

This example reads in a bivariate sequence of complex data values and prints the two-dimensional
Fourier transform. It then performs an inverse transform and prints the sequence so obtained, which
may be compared to the original data values.

10.1 Program Text

/* nag_fft_multid_full (c06pjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, n, ndim;
Integer exit_status = 0;
NagError fail;
/* Arrays */
Complex *x = 0;
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Integer *nd = 0;
#ifdef NAG_LOAD_FP

/* The following line is needed to force the Microsoft linker
to load floating point support */

float force_loading_of_ms_float_support = 0;
#endif /* NAG_LOAD_FP */

INIT_FAIL(fail);

printf("nag_fft_multid_full (c06pjc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &ndim, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &ndim, &n);
#endif

if (n >= 1) {
/* Allocate memory */
if (!(x = NAG_ALLOC(n, Complex)) || !(nd = NAG_ALLOC(ndim, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < ndim; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nd[i]);
#else

scanf("%" NAG_IFMT "", &nd[i]);
#endif

}
/* Read in complex data and print out. */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s(" ( %lf, %lf ) ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf, %lf ) ", &x[i].re, &x[i].im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nd[0], n / nd[0], x, nd[0],
Nag_BracketForm, "%6.3f",
"Original data values", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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/* Compute transform */
/* nag_fft_multid_full (c06pjc).
* Multi-dimensional complex discrete Fourier transform of
* multi-dimensional data (using complex data type)
*/

nag_fft_multid_full(Nag_ForwardTransform, ndim, nd, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_multid_full (c06pjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nd[0], n / nd[0], x, nd[0],
Nag_BracketForm, "%6.3f",
"Components of discrete Fourier transform",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Compute inverse transform */
/* nag_fft_multid_full (c06pjc), see above. */
nag_fft_multid_full(Nag_BackwardTransform, ndim, nd, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_multid_full (c06pjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nd[0], n / nd[0], x, nd[0],
Nag_BracketForm, "%6.3f",
"Original data as restored by inverse "
"transform", Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else {

printf("\nInvalid value of n.\n");
}

END:
NAG_FREE(x);
NAG_FREE(nd);

return exit_status;
}
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10.2 Program Data

nag_fft_multid_full (c06pjc) Example Program Data
2 15
3 5
(1.000,0.000) (0.994,-0.111) (0.903,-0.430)
(0.999,-0.040) (0.989,-0.151) (0.885,-0.466)
(0.987,-0.159) (0.963,-0.268) (0.823,-0.568)
(0.936,-0.352) (0.891,-0.454) (0.694,-0.720)
(0.802,-0.597) (0.731,-0.682) (0.467,-0.884)

10.3 Program Results

nag_fft_multid_full (c06pjc) Example Program Results

Original data values
( 1.000, 0.000) ( 0.999,-0.040) ( 0.987,-0.159) ( 0.936,-0.352)
( 0.994,-0.111) ( 0.989,-0.151) ( 0.963,-0.268) ( 0.891,-0.454)
( 0.903,-0.430) ( 0.885,-0.466) ( 0.823,-0.568) ( 0.694,-0.720)

( 0.802,-0.597)
( 0.731,-0.682)
( 0.467,-0.884)

Components of discrete Fourier transform
( 3.373,-1.519) ( 0.481,-0.091) ( 0.251, 0.178) ( 0.054, 0.319)
( 0.457, 0.137) ( 0.055, 0.032) ( 0.009, 0.039) (-0.022, 0.036)
(-0.170, 0.493) (-0.037, 0.058) (-0.042, 0.008) (-0.038,-0.025)

(-0.419, 0.415)
(-0.076, 0.004)
(-0.002,-0.083)

Original data as restored by inverse transform
( 1.000, 0.000) ( 0.999,-0.040) ( 0.987,-0.159) ( 0.936,-0.352)
( 0.994,-0.111) ( 0.989,-0.151) ( 0.963,-0.268) ( 0.891,-0.454)
( 0.903,-0.430) ( 0.885,-0.466) ( 0.823,-0.568) ( 0.694,-0.720)

( 0.802,-0.597)
( 0.731,-0.682)
( 0.467,-0.884)
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NAG Library Function Document

nag_sum_fft_complex_1d_multi (c06psc)

1 Purpose

nag_sum_fft_complex_1d_multi (c06psc) computes the discrete Fourier transforms of m sequences
each containing n complex data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_complex_1d_multi (Nag_TransformDirection direct, Integer n,
Integer m, Complex x[], NagError *fail)

3 Description

Given m sequences of n complex data values zpj , for j ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m,
nag_sum_fft_complex_1d_multi (c06psc) simultaneously calculates the (forward or backward)
discrete Fourier transforms of all the sequences defined by

ẑpk ¼
1ffiffiffi
n
p
Xn�1
j¼0

zpj � exp 
i2	jk
n

� �
; k ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m:

(Note the scale factor 1ffiffi
n
p in this definition.) The minus sign is taken in the argument of the exponential

within the summation when the forward transform is required, and the plus sign is taken when the
backward transform is required.

A call of nag_sum_fft_complex_1d_multi (c06psc) with direct ¼ Nag ForwardTransform followed by a
call with direct ¼ Nag BackwardTransform will restore the original data.

The function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, which is described in Temperton (1983). Special code is
provided for the factors 2, 3 and 5.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23

5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.

If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.
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2: n – Integer Input

On entry: n, the number of complex values in each sequence.

Constraint: n 	 1.

3: m – Integer Input

On entry: m, the number of sequences to be transformed.

Constraint: m 	 1.

4: x½n�m� – Complex Input/Output

On entry: the complex data values zpj stored in x½ p� 1ð Þ � nþ j�, for j ¼ 0; 1; . . . ; n� 1 and
p ¼ 1; 2; . . . ;m.

On exit: is overwritten by the complex transforms.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

valueh i is an invalid value of direct.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).
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8 Parallelism and Performance

nag_sum_fft_complex_1d_multi (c06psc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_complex_1d_multi (c06psc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_complex_1d_multi (c06psc) is approximately proportional to
nmlog nð Þ, but also depends on the factors of n. nag_sum_fft_complex_1d_multi (c06psc) is fastest
if the only prime factors of n are 2, 3 and 5, and is particularly slow if n is a large prime, or has large
prime factors. This function internally allocates a workspace of nmþ nþ 15 Complex values.

10 Example

This example reads in sequences of complex data values and prints their discrete Fourier transforms (as
computed by nag_sum_fft_complex_1d_multi (c06psc) with direct ¼ Nag ForwardTransform). Inverse
transforms are then calculated using nag_sum_fft_complex_1d_multi (c06psc) with
direct ¼ Nag BackwardTransform and printed out, showing that the original sequences are restored.

10.1 Program Text

/* nag_sum_fft_complex_1d_multi (c06psc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, m, n;
/* Arrays */
Complex *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_fft_complex_1d_multi (c06psc) Example Program Results\n\n");
fflush(stdout);

/* Read dimensions of array and array values from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (!(x = NAG_ALLOC((m * n), Complex)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < m * n; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf ) ", &x[i].re, &x[i].im);

#endif

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title), "Original data values\n");

#else
sprintf(title, "Original data values\n");

#endif
nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, m, n, x, n, Nag_AboveForm,
"%7.4f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_sum_fft_complex_1d_multi (c06psc).
* Multiple one-dimensional complex discrete Fourier transform (Forward).
*/

nag_sum_fft_complex_1d_multi(Nag_ForwardTransform, n, m, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_complex_1d_multi (c06psc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"Components of discrete Fourier transform\n");
#else

sprintf(title, "Components of discrete Fourier transform\n");
#endif

nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, Nag_AboveForm,
"%7.4f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* nag_sum_fft_complex_1d_multi (c06psc).
* Multiple one-dimensional complex discrete Fourier transform (Backward).
*/

nag_sum_fft_complex_1d_multi(Nag_BackwardTransform, n, m, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_complex_1d_multi (c06psc).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),
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"Original sequence as restored by inverse transform\n");
#else

sprintf(title, "Original sequence as restored by inverse transform\n");
#endif

nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, Nag_AboveForm,
"%7.4f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 5;

}

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_sum_fft_complex_1d_multi (c06psc) Example Program Data
3 6 : m, n
(0.3854,0.5417)
(0.6772,0.2983)
(0.1138,0.1181)
(0.6751,0.7255)
(0.6362,0.8638)
(0.1424,0.8723)
(0.9172,0.9089)
(0.0644,0.3118)
(0.6037,0.3465)
(0.6430,0.6198)
(0.0428,0.2668)
(0.4815,0.1614)
(0.1156,0.6214)
(0.0685,0.8681)
(0.2060,0.7060)
(0.8630,0.8652)
(0.6967,0.9190)
(0.2792,0.3355) : third sequence

10.3 Program Results

nag_sum_fft_complex_1d_multi (c06psc) Example Program Results

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723

0.9172 0.0644 0.6037 0.6430 0.0428 0.4815
0.9089 0.3118 0.3465 0.6198 0.2668 0.1614

0.1156 0.0685 0.2060 0.8630 0.6967 0.2792
0.6214 0.8681 0.7060 0.8652 0.9190 0.3355

Components of discrete Fourier transform

1.0737 -0.5706 0.1733 -0.1467 0.0518 0.3625
1.3961 -0.0409 -0.2958 -0.1521 0.4517 -0.0321

1.1237 0.1728 0.4185 0.1530 0.3686 0.0101
1.0677 0.0386 0.7481 0.1752 0.0565 0.1403

0.9100 -0.3054 0.4079 -0.0785 -0.1193 -0.5314
1.7617 0.0624 -0.0695 0.0725 0.1285 -0.4335

Original sequence as restored by inverse transform
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0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723

0.9172 0.0644 0.6037 0.6430 0.0428 0.4815
0.9089 0.3118 0.3465 0.6198 0.2668 0.1614

0.1156 0.0685 0.2060 0.8630 0.6967 0.2792
0.6214 0.8681 0.7060 0.8652 0.9190 0.3355
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NAG Library Function Document

nag_sum_fft_complex_2d (c06puc)

1 Purpose

nag_sum_fft_complex_2d (c06puc) computes the two-dimensional discrete Fourier transform of a
bivariate sequence of complex data values (using complex data type).

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_complex_2d (Nag_TransformDirection direct, Integer m,
Integer n, Complex x[], NagError *fail)

3 Description

nag_sum_fft_complex_2d (c06puc) computes the two-dimensional discrete Fourier transform of a
bivariate sequence of complex data values zj1j2 , for j1 ¼ 0; 1; . . . ;m� 1 and j2 ¼ 0; 1; . . . ; n� 1.

The discrete Fourier transform is here defined by

ẑk1k2 ¼
1ffiffiffiffiffiffiffiffi
mn
p

Xm�1
j1¼0

Xn�1
j2¼0

zj1j2 � exp 
2	i j1k1
m
þ j2k2

n

� �� �
;

where k1 ¼ 0; 1; . . . ;m� 1 and k2 ¼ 0; 1; . . . ; n� 1.

(Note the scale factor of 1ffiffiffiffiffi
mn
p in this definition.) The minus sign is taken in the argument of the

exponential within the summation when the forward transform is required, and the plus sign is taken
when the backward transform is required.

A call of nag_sum_fft_complex_2d (c06puc) with direct ¼ Nag ForwardTransform followed by a call
with direct ¼ Nag BackwardTransform will restore the original data.

This function performs multiple one-dimensional discrete Fourier transforms by the fast Fourier
transform (FFT) algorithm in Brigham (1974) and Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23

5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.

If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.
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2: m – Integer Input

On entry: m, the first dimension of the transform.

Constraint: m 	 1.

3: n – Integer Input

On entry: n, the second dimension of the transform.

Constraint: n 	 1.

4: x½m� n� – Complex Input/Output

On entry: the complex data values. x½m� j2 þ j1� must contain zj1j2 , for j1 ¼ 0; 1; . . . ;m� 1 and
j2 ¼ 0; 1; . . . ; n� 1.

On exit: the corresponding elements of the computed transform.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

valueh i is an invalid value of direct.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).
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8 Parallelism and Performance

nag_sum_fft_complex_2d (c06puc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_complex_2d (c06puc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to mn� log mnð Þ, but also depends on the factorization
of the individual dimensions m and n. nag_sum_fft_complex_2d (c06puc) is faster if the only prime
factors are 2, 3 or 5; and fastest of all if they are powers of 2. This function internally allocates a
workspace of mnþ nþmþ 30 Complex values.

10 Example

This example reads in a bivariate sequence of complex data values and prints the two-dimensional
Fourier transform. It then performs an inverse transform and prints the sequence so obtained, which
may be compared to the original data values.

10.1 Program Text

/* nag_sum_fft_complex_2d (c06puc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, m, n;
/* Arrays */
Complex *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_fft_complex_2d (c06puc) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array and array values from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (!(x = NAG_ALLOC(m * n, Complex)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* The data is read in order as n groups of m complex values. */
for (i = 0; i < m * n; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf ) ", &x[i].re, &x[i].im);

#endif

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
* The data can be viewed as an n-by-m matrix stored in row order, or as an
* m-by-n matrix stored in column order. We choose the former here.
*/

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title), "\n Original data values\n");

#else
sprintf(title, "\n Original data values\n");

#endif
nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, m, x, m, Nag_BracketForm,
"%6.3f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Compute two-dimensional complex discrete Fourier transform using
* nag_sum_fft_complex_2d (c06puc) and print out.
*/

nag_sum_fft_complex_2d(Nag_ForwardTransform, m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_complex_2d (c06puc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Components of discrete Fourier transform\n");
#else

sprintf(title, "\n Components of discrete Fourier transform\n");
#endif

nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n, m, x, m, Nag_BracketForm,
"%6.3f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Compute two-dimensional complex discrete Fourier backward transform using
* nag_sum_fft_complex_2d (c06puc) and print out.
*/

nag_sum_fft_complex_2d(Nag_BackwardTransform, m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_complex_2d (c06puc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

#ifdef _WIN32
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sprintf_s(title, (unsigned)_countof(title),
"\n Original sequence as restored by inverse transform\n");

#else
sprintf(title, "\n Original sequence as restored by inverse transform\n");

#endif
nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, m, x, m, Nag_BracketForm,
"%6.3f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 5;

}

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_sum_fft_complex_2d (c06puc) Example Program Data
3 5 : m, n

( 1.000, 0.000) ( 0.994,-0.111) ( 0.903,-0.430)
( 0.999,-0.040) ( 0.989,-0.151) ( 0.885,-0.466)
( 0.987,-0.159) ( 0.963,-0.268) ( 0.823,-0.568)
( 0.936,-0.352) ( 0.891,-0.454) ( 0.694,-0.720)
( 0.802,-0.597) ( 0.731,-0.682) ( 0.467,-0.884) : x

10.3 Program Results

nag_sum_fft_complex_2d (c06puc) Example Program Results

Original data values

( 1.000, 0.000) ( 0.994,-0.111) ( 0.903,-0.430)
( 0.999,-0.040) ( 0.989,-0.151) ( 0.885,-0.466)
( 0.987,-0.159) ( 0.963,-0.268) ( 0.823,-0.568)
( 0.936,-0.352) ( 0.891,-0.454) ( 0.694,-0.720)
( 0.802,-0.597) ( 0.731,-0.682) ( 0.467,-0.884)

Components of discrete Fourier transform

( 3.373,-1.519) ( 0.457, 0.137) (-0.170, 0.493)
( 0.481,-0.091) ( 0.055, 0.032) (-0.037, 0.058)
( 0.251, 0.178) ( 0.009, 0.039) (-0.042, 0.008)
( 0.054, 0.319) (-0.022, 0.036) (-0.038,-0.025)
(-0.419, 0.415) (-0.076, 0.004) (-0.002,-0.083)

Original sequence as restored by inverse transform

( 1.000, 0.000) ( 0.994,-0.111) ( 0.903,-0.430)
( 0.999,-0.040) ( 0.989,-0.151) ( 0.885,-0.466)
( 0.987,-0.159) ( 0.963,-0.268) ( 0.823,-0.568)
( 0.936,-0.352) ( 0.891,-0.454) ( 0.694,-0.720)
( 0.802,-0.597) ( 0.731,-0.682) ( 0.467,-0.884)
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nag_sum_fft_real_2d (c06pvc)

1 Purpose

nag_sum_fft_real_2d (c06pvc) computes the two-dimensional discrete Fourier transform of a bivariate
sequence of real data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_real_2d (Integer m, Integer n, const double x[],
Complex y[], NagError *fail)

3 Description

nag_sum_fft_real_2d (c06pvc) computes the two-dimensional discrete Fourier transform of a bivariate
sequence of real data values xj1j2 , for j1 ¼ 0; 1; . . . ;m� 1 and j2 ¼ 0; 1; . . . ; n� 1.

The discrete Fourier transform is here defined by

ẑk1k2 ¼
1ffiffiffiffiffiffiffiffi
mn
p

Xm�1
j1¼0

Xn�1
j2¼0

xj1j2 � exp �2	i j1k1
m
þ j2k2

n

� �� �
;

where k1 ¼ 0; 1; . . . ;m� 1 and k2 ¼ 0; 1; . . . ; n� 1. (Note the scale factor of 1ffiffiffiffiffi
mn
p in this definition.)

The transformed values ẑk1k2 are complex. Because of conjugate symmetry (i.e., ẑk1k2 is the complex
conjugate of ẑ m�k1ð Þk2 ), only slightly more than half of the Fourier coefficients need to be stored in the
output.

A call of nag_sum_fft_real_2d (c06pvc) followed by a call of nag_sum_fft_hermitian_2d (c06pwc) will
restore the original data.

This function performs multiple one-dimensional discrete Fourier transforms by the fast Fourier
transform (FFT) algorithm in Brigham (1974) and Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: m – Integer Input

On entry: m, the first dimension of the transform.

Constraint: m 	 1.

2: n – Integer Input

On entry: n, the second dimension of the transform.

Constraint: n 	 1.

c06 – Fourier Transforms c06pvc

Mark 26 c06pvc.1



3: x½m� n� – const double Input

On entry: the real input dataset x, where xj1j2 is stored in x½j2 �mþ j1�, for j1 ¼ 0; 1; . . . ;m� 1
and j2 ¼ 0; 1; . . . ; n� 1.

4: y½ m=2þ 1ð Þ � n� – Complex Output

On exit: the complex output dataset ẑ, where ẑk1k2 is stored in y½k2 � m=2þ 1ð Þ þ k1� , for
k1 ¼ 0; 1; . . . ;m=2 and k2 ¼ 0; 1; . . . ; n� 1. Note the first dimension is cut roughly by half to
remove the redundant information due to conjugate symmetry.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a forward transform using
nag_sum_fft_real_2d (c06pvc) and a backward transform using nag_sum_fft_hermitian_2d (c06pwc),
and comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_real_2d (c06pvc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_real_2d (c06pvc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_real_2d (c06pvc) is approximately proportional to mnlog mnð Þ, but
also depends on the factors of m and n. nag_sum_fft_real_2d (c06pvc) is fastest if the only prime
factors of m and n are 2, 3 and 5, and is particularly slow if m or n is a large prime, or has large prime
factors.

Workspace is internally allocated by nag_sum_fft_real_2d (c06pvc). The total size of these arrays is
approximately proportional to mn.

10 Example

This example reads in a bivariate sequence of real data values and prints their discrete Fourier
transforms as computed by nag_sum_fft_real_2d (c06pvc). Inverse transforms are then calculated by
calling nag_sum_fft_hermitian_2d (c06pwc) showing that the original sequences are restored.

10.1 Program Text

/* nag_sum_fft_real_2d (c06pvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, m, n;
/* Arrays */
Complex *y = 0;
double *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_fft_real_2d (c06pvc) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array from data file. */
#ifdef _WIN32

scanf_s("%*[^\n]%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%*[^\n]%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (!(x = NAG_ALLOC(m * n, double)) ||
!(y = NAG_ALLOC((m / 2 + 1) * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

c06 – Fourier Transforms c06pvc

Mark 26 c06pvc.3



/* Read array values from data file and print out. */
for (i = 0; i < m * n; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title), "\n Original data values\n");

#else
sprintf(title, "\n Original data values\n");

#endif
nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, m, x, m, "%6.3f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Compute two-dimensional real-to-complex discrete Fourier transform using
* nag_sum_fft_real_2d (c06pvc) and print out.
*/

nag_sum_fft_real_2d(m, n, x, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_real_2d (c06pvc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Components of discrete Fourier transform\n");
#else

sprintf(title, "\n Components of discrete Fourier transform\n");
#endif

nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n, m / 2 + 1, y, m / 2 + 1,
Nag_BracketForm, "%6.3f", title,
Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Compute two-dimensional complex-to-real discrete Fourier transform using
* nag_sum_fft_hermitian_2d (c06pwc) and print out.
*/

nag_sum_fft_hermitian_2d(m, n, y, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_hermitian_2d (c06pwc).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Original sequence as restored by inverse transform\n");
#else

sprintf(title, "\n Original sequence as restored by inverse transform\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
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Nag_NonUnitDiag, n, m, x, m, "%6.3f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_sum_fft_real_2d (c06pvc) Example Program Data
5 2 : m, n
0.010 1.284 1.754 0.089 1.004
0.346 1.960 0.855 0.161 1.844 : x

10.3 Program Results

nag_sum_fft_real_2d (c06pvc) Example Program Results

Original data values

0.010 1.284 1.754 0.089 1.004
0.346 1.960 0.855 0.161 1.844

Components of discrete Fourier transform

( 2.943, 0.000) (-0.024,-0.558) (-1.167, 0.636)
(-0.324, 0.000) (-0.466,-0.230) ( 0.362, 0.262)

Original sequence as restored by inverse transform

0.010 1.284 1.754 0.089 1.004
0.346 1.960 0.855 0.161 1.844
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nag_sum_fft_hermitian_2d (c06pwc)

1 Purpose

nag_sum_fft_hermitian_2d (c06pwc) computes the two-dimensional inverse discrete Fourier transform
of a bivariate Hermitian sequence of complex data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_hermitian_2d (Integer m, Integer n, const Complex y[],
double x[], NagError *fail)

3 Description

nag_sum_fft_hermitian_2d (c06pwc) computes the two-dimensional inverse discrete Fourier transform
of a bivariate Hermitian sequence of complex data values zj1j2 , for j1 ¼ 0; 1; . . . ;m� 1 and
j2 ¼ 0; 1; . . . ; n� 1.

The discrete Fourier transform is here defined by

x̂k1k2 ¼
1ffiffiffiffiffiffiffiffi
mn
p

Xm�1
j1¼0

Xn�1
j2¼0

zj1j2 � exp 2	i
j1k1
m
þ j2k2

n

� �� �
;

where k1 ¼ 0; 1; . . . ;m� 1 and k2 ¼ 0; 1; . . . ; n� 1. (Note the scale factor of 1ffiffiffiffiffi
mn
p in this definition.)

Because the input data satisfies conjugate symmetry (i.e., zk1k2 is the complex conjugate of z m�k1ð Þk2 , the
transformed values x̂k1k2 are real.

A call of nag_sum_fft_real_2d (c06pvc) followed by a call of nag_sum_fft_hermitian_2d (c06pwc) will
restore the original data.

This function performs multiple one-dimensional discrete Fourier transforms by the fast Fourier
transform (FFT) algorithm in Brigham (1974) and Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: m – Integer Input

On entry: m, the first dimension of the transform.

Constraint: m 	 1.

2: n – Integer Input

On entry: n, the second dimension of the transform.

Constraint: n 	 1.
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3: y½ m=2þ 1ð Þ � n� – const Complex Input

On entry: the Hermitian sequence of complex input dataset z, where zj1j2 is stored in
y½j2 � m=2þ 1ð Þ þ j1� , for j1 ¼ 0; 1; . . . ;m=2 and j2 ¼ 0; 1; . . . ; n� 1.

4: x½m� n� – double Output

On exit: the real output dataset x̂, where x̂k1k2 is stored in x½k2 �mþ k1�, for
k1 ¼ 0; 1; . . . ;m� 1 and k2 ¼ 0; 1; . . . ; n� 1.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a forward transform using
nag_sum_fft_real_2d (c06pvc) and a backward transform using nag_sum_fft_hermitian_2d (c06pwc),
and comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_hermitian_2d (c06pwc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_hermitian_2d (c06pwc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_hermitian_2d (c06pwc) is approximately proportional to mnlog mnð Þ,
but also depends on the factors of m and n. nag_sum_fft_hermitian_2d (c06pwc) is fastest if the only
prime factors of m and n are 2, 3 and 5, and is particularly slow if m or n is a large prime, or has large
prime factors.

Workspace is internally allocated by nag_sum_fft_hermitian_2d (c06pwc). The total size of these arrays
is approximately proportional to mn.

10 Example

See Section 10 in nag_sum_fft_real_2d (c06pvc).
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nag_fft_3d (c06pxc)

1 Purpose

nag_fft_3d (c06pxc) computes the three-dimensional discrete Fourier transform of a trivariate sequence
of complex data values (using complex data type).

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_fft_3d (Nag_TransformDirection direct, Integer n1, Integer n2,
Integer n3, Complex x[], NagError *fail)

3 Description

nag_fft_3d (c06pxc) computes the three-dimensional discrete Fourier transform of a trivariate sequence
of complex data values zj1j2j3 , for j1 ¼ 0; 1; . . . ; n1 � 1, j2 ¼ 0; 1; . . . ; n2 � 1 and j3 ¼ 0; 1; . . . ; n3 � 1.

The discrete Fourier transform is here defined by

ẑk1k2k3 ¼
1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

n1n2n3
p

Xn1�1
j1¼0

Xn2�1
j2¼0

Xn3�1
j3¼0

zj1j2j3 � exp 
2	i j1k1
n1
þ j2k2

n2
þ j3k3

n3

� �� �
;

where k1 ¼ 0; 1; . . . ; n1 � 1, k2 ¼ 0; 1; . . . ; n2 � 1 and k3 ¼ 0; 1; . . . ; n3 � 1.

(Note the scale factor of 1ffiffiffiffiffiffiffiffiffiffiffi
n1n2n3
p in this definition.) The minus sign is taken in the argument of the

exponential within the summation when the forward transform is required, and the plus sign is taken
when the backward transform is required.

A call of nag_fft_3d (c06pxc) with direct ¼ Nag ForwardTransform followed by a call with
direct ¼ Nag BackwardTransform will restore the original data.

This function performs multiple one-dimensional discrete Fourier transforms by the fast Fourier
transform (FFT) algorithm (see Brigham (1974)).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Self-sorting mixed-radix fast Fourier transforms J. Comput. Phys. 52 1–23

5 Arguments

1: direct – Nag_TransformDirection Input

On entry: if the forward transform as defined in Section 3 is to be computed, then direct must be
set equal to Nag ForwardTransform.

If the backward transform is to be computed then direct must be set equal to
Nag BackwardTransform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.

c06 – Fourier Transforms c06pxc

Mark 26 c06pxc.1



2: n1 – Integer Input

On entry: n1, the first dimension of the transform.

Constraint: n1 	 1.

3: n2 – Integer Input

On entry: n2, the second dimension of the transform.

Constraint: n2 	 1.

4: n3 – Integer Input

On entry: n3, the third dimension of the transform.

Constraint: n3 	 1.

5: x½n1� n2� n3� – Complex Input/Output

On entry: the complex data values. Data values are stored in x using column-major ordering for
storing multidimensional arrays; that is, zj1j2j3 is stored in x½j1 þ n1j2 þ n1n2j3�.
On exit: the corresponding elements of the computed transform.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n1 ¼ valueh i.
Constraint: n1 	 1.

On entry, n2 ¼ valueh i.
Constraint: n2 	 1.

On entry, n3 ¼ valueh i.
Constraint: n3 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

c06pxc NAG Library Manual

c06pxc.2 Mark 26



7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_fft_3d (c06pxc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_fft_3d (c06pxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to n1n2n3 � log n1n2n3ð Þ, but also depends on the
factorization of the individual dimensions n1, n2 and n3. nag_fft_3d (c06pxc) is faster if the only prime
factors are 2, 3 or 5; and fastest of all if they are powers of 2.

10 Example

This example reads in a trivariate sequence of complex data values and prints the three-dimensional
Fourier transform. It then performs an inverse transform and prints the sequence so obtained, which
may be compared to the original data values.

10.1 Program Text

/* nag_fft_3d (c06pxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>
#include <nagx04.h>

static Integer writex(Integer n1, Integer n2, Integer n3, Complex *x)
{

/* Routine to print 3D matrix in 2D slices. */
Integer k;
NagError fail;

INIT_FAIL(fail);

for (k = 1; k <= n3; k++) {
char title[30];

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"X(i,j,k) for k = %" NAG_IFMT, k);
#else

sprintf(title, "X(i,j,k) for k = %" NAG_IFMT, k);
#endif

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
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Nag_NonUnitDiag, n1, n2,
&x[(k - 1) * n1 * n2], n1, Nag_BracketForm,
"%6.3f", title, Nag_NoLabels, 0,
Nag_NoLabels, 0, 90, 0, 0, &fail);

printf("\n");
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

return 1;
}
return 0;

}

int main(void)
{

/* Scalars */
Integer i, j, k, n1, n2, n3;
Integer exit_status = 0;
NagError fail;
/* Arrays */
Complex *x = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */
#define X(I, J, K) x[(K-1)*n2*n1 + (J-1)*n1 + I - 1]

INIT_FAIL(fail);

printf("nag_fft_3d (c06pxc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &n1, &n2, &n3);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &n1, &n2, &n3);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

if (n1 * n2 * n3 >= 1) {
/* Allocate memory */
if (!(x = NAG_ALLOC(n1 * n2 * n3, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in complex data and print out. */
for (k = 1; k <= n3; ++k) {

for (i = 1; i <= n1; ++i) {
for (j = 1; j <= n2; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf, %lf ) ", &X(i, j, k).re, &X(i, j, k).im);

#else
scanf(" ( %lf, %lf ) ", &X(i, j, k).re, &X(i, j, k).im);

#endif
}

}
}
printf("\nOriginal data values\n\n");
exit_status = writex(n1, n2, n3, x);
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if (exit_status != 0) {
goto END;

}
/* Compute transform */
/* nag_fft_3d (c06pxc).
* Three-dimensional complex discrete Fourier transform,
* complex data format
*/

nag_fft_3d(Nag_ForwardTransform, n1, n2, n3, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_3d (c06pxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nComponents of discrete Fourier transforms\n\n");
exit_status = writex(n1, n2, n3, x);
if (exit_status != 0) {

goto END;
}
/* Compute inverse transform */
/* nag_fft_3d (c06pxc), see above. */
nag_fft_3d(Nag_BackwardTransform, n1, n2, n3, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fft_3d (c06pxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nOriginal data as restored by inverse transform\n\n");
exit_status = writex(n1, n2, n3, x);

}
else

printf("\nInvalid value of n1, n2 or n3.\n");

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_fft_3d (c06pxc) Example Program Data
2 3 4 : values of n1, n2, n3

( 1.000, 0.000) ( 0.994,-0.111) ( 0.903,-0.430)
( 0.500, 0.500) ( 0.494, 0.111) ( 0.403, 0.430)

( 0.999,-0.040) ( 0.989,-0.151) ( 0.885,-0.466)
( 0.499, 0.040) ( 0.489, 0.151) ( 0.385, 0.466)

( 0.987,-0.159) ( 0.963,-0.268) ( 0.823,-0.568)
( 0.487, 0.159) ( 0.463, 0.268) ( 0.323, 0.568)

( 0.936,-0.352) ( 0.891,-0.454) ( 0.694,-0.720)
( 0.436, 0.352) ( 0.391, 0.454) ( 0.194, 0.720)

10.3 Program Results

nag_fft_3d (c06pxc) Example Program Results

Original data values

X(i,j,k) for k = 1
( 1.000, 0.000) ( 0.994,-0.111) ( 0.903,-0.430)
( 0.500, 0.500) ( 0.494, 0.111) ( 0.403, 0.430)

X(i,j,k) for k = 2
( 0.999,-0.040) ( 0.989,-0.151) ( 0.885,-0.466)
( 0.499, 0.040) ( 0.489, 0.151) ( 0.385, 0.466)
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X(i,j,k) for k = 3
( 0.987,-0.159) ( 0.963,-0.268) ( 0.823,-0.568)
( 0.487, 0.159) ( 0.463, 0.268) ( 0.323, 0.568)

X(i,j,k) for k = 4
( 0.936,-0.352) ( 0.891,-0.454) ( 0.694,-0.720)
( 0.436, 0.352) ( 0.391, 0.454) ( 0.194, 0.720)

Components of discrete Fourier transforms

X(i,j,k) for k = 1
( 3.292, 0.102) ( 0.143,-0.086) ( 0.143, 0.290)
( 1.225,-1.620) ( 0.424, 0.320) (-0.424, 0.320)

X(i,j,k) for k = 2
( 0.051,-0.042) ( 0.016, 0.153) (-0.050, 0.118)
( 0.355, 0.083) ( 0.020,-0.115) ( 0.007,-0.080)

X(i,j,k) for k = 3
( 0.113, 0.102) (-0.024, 0.127) (-0.024, 0.077)
( 0.000, 0.162) ( 0.013,-0.091) (-0.013,-0.091)

X(i,j,k) for k = 4
( 0.051, 0.246) (-0.050, 0.086) ( 0.016, 0.051)
(-0.355, 0.083) (-0.007,-0.080) (-0.020,-0.115)

Original data as restored by inverse transform

X(i,j,k) for k = 1
( 1.000,-0.000) ( 0.994,-0.111) ( 0.903,-0.430)
( 0.500, 0.500) ( 0.494, 0.111) ( 0.403, 0.430)

X(i,j,k) for k = 2
( 0.999,-0.040) ( 0.989,-0.151) ( 0.885,-0.466)
( 0.499, 0.040) ( 0.489, 0.151) ( 0.385, 0.466)

X(i,j,k) for k = 3
( 0.987,-0.159) ( 0.963,-0.268) ( 0.823,-0.568)
( 0.487, 0.159) ( 0.463, 0.268) ( 0.323, 0.568)

X(i,j,k) for k = 4
( 0.936,-0.352) ( 0.891,-0.454) ( 0.694,-0.720)
( 0.436, 0.352) ( 0.391, 0.454) ( 0.194, 0.720)
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NAG Library Function Document

nag_sum_fft_real_3d (c06pyc)

1 Purpose

nag_sum_fft_real_3d (c06pyc) computes the three-dimensional discrete Fourier transform of a trivariate
sequence of real data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_real_3d (Integer n1, Integer n2, Integer n3,
const double x[], Complex y[], NagError *fail)

3 Description

nag_sum_fft_real_3d (c06pyc) computes the three-dimensional discrete Fourier transform of a trivariate
sequence of rea l data values xj1j2j3 , for j1 ¼ 0; 1; . . . ; n1 � 1, j2 ¼ 0; 1; . . . ; n2 � 1 and
j3 ¼ 0; 1; . . . ; n3 � 1.

The discrete Fourier transform is here defined by

ẑk1k2k3 ¼
1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

n1n2n3
p

Xn1�1
j1¼0

Xn2�1
j2¼0

Xn3�1
j3¼0

xj1j2j3 � exp �2	i j1k1
n1
þ j2k2

n2
þ j3k3

n3

� �� �
;

where k1 ¼ 0; 1; . . . ; n1 � 1, k2 ¼ 0; 1; . . . ; n2 � 1 and k3 ¼ 0; 1; . . . ; n3 � 1. (Note the scale factor of
1ffiffiffiffiffiffiffiffiffiffiffi

n1n2n3
p in this definition.)

The transformed values ẑk1k2k3 are complex. Because of conjugate symmetry (i.e., ẑk1k2k3 is the complex
conjugate of ẑ n1�k1ð Þk2k3 ), only slightly more than half of the Fourier coefficients need to be stored in the
output.

A call of nag_sum_fft_real_3d (c06pyc) followed by a call of nag_sum_fft_hermitian_3d (c06pzc) will
restore the original data.

This function performs multiple one-dimensional discrete Fourier transforms by the fast Fourier
transform (FFT) algorithm in Brigham (1974) and Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: n1 – Integer Input

On entry: n1, the first dimension of the transform.

Constraint: n1 	 1.

2: n2 – Integer Input

On entry: n2, the second dimension of the transform.

Constraint: n2 	 1.
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3: n3 – Integer Input

On entry: n3, the third dimension of the transform.

Constraint: n3 	 1.

4: x½n1� n2� n3� – const double Input

On entry: the real input dataset x, where xj1j2j3 is stored in x½j3 � n1n2 þ j2 � n1 þ j1�, for
j1 ¼ 0; 1; . . . ; n1 � 1, j2 ¼ 0; 1; . . . ; n2 � 1 and j3 ¼ 0; 1; . . . ; n3 � 1.

5: y½dim� – Complex Output

Note: the dimension, dim, of the array y must be at least n1=2þ 1ð Þ � n2� n3.

On e x i t : t h e c om p l e x o u t p u t d a t a s e t ẑ, w h e r e ẑk1k2k3 i s s t o r e d i n
y½k3 � n1=2þ 1ð Þn2 þ k2 � n1=2þ 1ð Þ þ k1�, for k1 ¼ 0; 1; . . . ; n1=2, k2 ¼ 0; 1; . . . ; n2 � 1 and
k3 ¼ 0; 1; . . . ; n3 � 1. Note the first dimension is cut roughly by half to remove the redundant
information due to conjugate symmetry.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n1 ¼ valueh i.
Constraint: n1 	 1.

On entry, n2 ¼ valueh i.
Constraint: n2 	 1.

On entry, n3 ¼ valueh i.
Constraint: n3 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

c06pyc NAG Library Manual

c06pyc.2 Mark 26



7 Accuracy

Some indication of accuracy can be obtained by performing a forward transform using
nag_sum_fft_real_3d (c06pyc) and a backward transform using nag_sum_fft_hermitian_3d (c06pzc),
and comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_real_3d (c06pyc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_real_3d (c06pyc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_real_3d (c06pyc) is approximately proportional to n1n2n3log n1n2n3ð Þ,
but also depends on the factors of n1, n2 and n3. nag_sum_fft_real_3d (c06pyc) is fastest if the only
prime factors of n1, n2 and n3 are 2, 3 and 5, and is particularly slow if one of the dimensions is a large
prime, or has large prime factors.

Workspace is internally allocated by nag_sum_fft_real_3d (c06pyc). The total size of these arrays is
approximately proportional to n1n2n3.

10 Example

This example reads in a trivariate sequence of real data values and prints their discrete Fourier
transforms as computed by nag_sum_fft_real_3d (c06pyc). Inverse transforms are then calculated by
calling nag_sum_fft_hermitian_3d (c06pzc) showing that the original sequences are restored.

10.1 Program Text

/* nag_sum_fft_real_3d (c06pyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, k, n1, n2, n3;
/* Arrays */
Complex *y = 0;
double *x = 0;
char title[30];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);
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printf("nag_sum_fft_real_3d (c06pyc) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n1, &n2,
&n3);

#else
scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n1, &n2,

&n3);
#endif

if (!(x = NAG_ALLOC(n1 * n2 * n3, double)) ||
!(y = NAG_ALLOC((n1 / 2 + 1) * n2 * n3, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read array values from data file and print out. */
for (k = 0; k < n1 * n2 * n3; k++)

#ifdef _WIN32
scanf_s("%lf", &x[k]);

#else
scanf("%lf", &x[k]);

#endif

printf("\nBelow we define X(i,j,k)=x[k*n1*n2+j*n1+i]");
printf(" where i and j are the row and column \n");
printf("indices of the matrices printed.");
printf(" Y is defined similarly (but having n1/2+1 rows\n");
printf("only due to conjugate symmetry).\n");

printf("\n Original data values\n");
fflush(stdout);
for (k = 0; k < n3; k++) {

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n X(i,j,k) for k = %" NAG_IFMT, k);
#else

sprintf(title, "\n X(i,j,k) for k = %" NAG_IFMT, k);
#endif

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n1, n2, &x[k * n1 * n2], n1,
"%6.3f", title, Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Compute three-dimensional real-to-complex discrete Fourier transform using
* nag_sum_fft_real_3d (c06pyc) and print out.
*/

nag_sum_fft_real_3d(n1, n2, n3, x, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_real_3d (c06pyc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\n Components of discrete Fourier transform\n");
fflush(stdout);
for (k = 0; k < n3; k++) {

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Y(i,j,k) for k = %" NAG_IFMT, k);
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#else
sprintf(title, "\n Y(i,j,k) for k = %" NAG_IFMT, k);

#endif
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive) */

nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n1 / 2 + 1, n2,
&y[k * (n1 / 2 + 1) * n2], n1 / 2 + 1,
Nag_BracketForm, "%6.3f", title,
Nag_NoLabels, 0, Nag_NoLabels, 0, 90, 0, 0,
&fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

/* Compute three-dimensional complex-to-real discrete Fourier transform using
* nag_sum_fft_hermitian_3d (c06pzc) and print out.
*/

nag_sum_fft_hermitian_3d(n1, n2, n3, y, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_hermitian_3d (c06pzc).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}

printf("\n Original sequence as restored by inverse transform\n");
fflush(stdout);
for (k = 0; k < n3; k++) {

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n X(i,j,k) for k = %" NAG_IFMT, k);
#else

sprintf(title, "\n X(i,j,k) for k = %" NAG_IFMT, k);
#endif

/* nag_gen_real_mat_print_comp (x04cbc).
* Print out a real matrix (comprehensive) */

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n1, n2, &x[k * n1 * n2], n1,
"%6.3f", title, Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 5;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_sum_fft_real_3d (c06pyc) Example Program Data

3 3 4 : n1, n2, n3

1.541 0.584 0.010
0.346 1.284 1.960
1.754 0.855 0.089

0.161 1.004 1.844
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1.907 1.137 0.240
0.042 0.725 1.660

1.989 1.408 0.452
0.001 0.467 1.424
1.991 1.647 0.708

0.037 0.252 1.154
1.915 1.834 0.987
0.151 0.096 0.872 : x

10.3 Program Results

nag_sum_fft_real_3d (c06pyc) Example Program Results

Below we define X(i,j,k)=x[k*n1*n2+j*n1+i] where i and j are the row and column
indices of the matrices printed. Y is defined similarly (but having n1/2+1 rows
only due to conjugate symmetry).

Original data values

X(i,j,k) for k = 0
1.541 0.346 1.754
0.584 1.284 0.855
0.010 1.960 0.089

X(i,j,k) for k = 1
0.161 1.907 0.042
1.004 1.137 0.725
1.844 0.240 1.660

X(i,j,k) for k = 2
1.989 0.001 1.991
1.408 0.467 1.647
0.452 1.424 0.708

X(i,j,k) for k = 3
0.037 1.915 0.151
0.252 1.834 0.096
1.154 0.987 0.872

Components of discrete Fourier transform

Y(i,j,k) for k = 0
( 5.755, 0.000) (-0.268,-0.420) (-0.268, 0.420)
( 0.081, 0.015) ( 0.038, 0.198) ( 0.067,-0.122)

Y(i,j,k) for k = 1
(-0.277,-0.237) ( 0.109,-0.756) (-0.688, 0.210)
( 0.060, 0.156) (-0.275, 0.295) ( 0.280, 0.012)

Y(i,j,k) for k = 2
( 0.415, 0.000) ( 0.175, 0.871) ( 0.175,-0.871)
( 0.645,-0.478) ( 1.585, 0.616) (-0.113,-1.555)

Y(i,j,k) for k = 3
(-0.277, 0.237) (-0.688,-0.210) ( 0.109, 0.756)
( 0.047,-0.077) ( 0.201, 0.061) (-0.128,-0.117)

Original sequence as restored by inverse transform

X(i,j,k) for k = 0
1.541 0.346 1.754
0.584 1.284 0.855
0.010 1.960 0.089

X(i,j,k) for k = 1
0.161 1.907 0.042
1.004 1.137 0.725
1.844 0.240 1.660
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X(i,j,k) for k = 2
1.989 0.001 1.991
1.408 0.467 1.647
0.452 1.424 0.708

X(i,j,k) for k = 3
0.037 1.915 0.151
0.252 1.834 0.096
1.154 0.987 0.872
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NAG Library Function Document

nag_sum_fft_hermitian_3d (c06pzc)

1 Purpose

nag_sum_fft_hermitian_3d (c06pzc) computes the three-dimensional inverse discrete Fourier transform
of a trivariate Hermitian sequence of complex data values.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_hermitian_3d (Integer n1, Integer n2, Integer n3,
const Complex y[], double x[], NagError *fail)

3 Description

nag_sum_fft_hermitian_3d (c06pzc) computes the three-dimensional inverse discrete Fourier transform
of a trivariate Hermitian sequence of complex data values zj1j2j3 , for j1 ¼ 0; 1; . . . ; n1 � 1,
j2 ¼ 0; 1; . . . ; n2 � 1 and j3 ¼ 0; 1; . . . ; n3 � 1.

The discrete Fourier transform is here defined by

x̂k1k2k3 ¼
1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

n1n2n3
p

Xn1�1
j1¼0

Xn2�1
j2¼0

Xn3�1
j3¼0

zj1j2j3 � exp 2	i
j1k1
n1
þ j2k2

n2
þ j3k3

n3

� �� �
;

where k1 ¼ 0; 1; . . . ; n1 � 1, k2 ¼ 0; 1; . . . ; n2 � 1 and k3 ¼ 0; 1; . . . ; n3 � 1. (Note the scale factor of
1ffiffiffiffiffiffiffiffiffiffiffi

n1n2n3
p in this definition.)

Because the input data satisfies conjugate symmetry (i.e., zk1k2k3 is the complex conjugate of
z n1�k1ð Þk2k3 ), the transformed values x̂k1k2k3 are real.

A call of nag_sum_fft_real_3d (c06pyc) followed by a call of nag_sum_fft_hermitian_3d (c06pzc) will
restore the original data.

This function performs multiple one-dimensional discrete Fourier transforms by the fast Fourier
transform (FFT) algorithm in Brigham (1974) and Temperton (1983).

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: n1 – Integer Input

On entry: n1, the first dimension of the transform.

Constraint: n1 	 1.

2: n2 – Integer Input

On entry: n2, the second dimension of the transform.

Constraint: n2 	 1.
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3: n3 – Integer Input

On entry: n3, the third dimension of the transform.

Constraint: n3 	 1.

4: y½dim� – const Complex Input

Note: the dimension, dim, of the array y must be at least n1=2þ 1ð Þ � n2� n3.

On entry: the Hermitian sequence of complex input dataset z, where zj1j2j3 is stored in
y½j3 � n1=2þ 1ð Þn2 þ j2 � n1=2þ 1ð Þ þ j1�, for j1 ¼ 0; 1; . . . ; n1=2, j2 ¼ 0; 1; . . . ; n2 � 1 and
j3 ¼ 0; 1; . . . ; n3 � 1.

5: x½n1� n2� n3� – double Output

On exit: the real output dataset x̂, where x̂k1k2k3 is stored in x½k3 � n1n2 þ k2 � n1 þ k1�, for
k1 ¼ 0; 1; . . . ; n1 � 1, k2 ¼ 0; 1; . . . ; n2 � 1 and k3 ¼ 0; 1; . . . ; n3 � 1.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n1 ¼ valueh i.
Constraint: n1 	 1.

On entry, n2 ¼ valueh i.
Constraint: n2 	 1.

On entry, n3 ¼ valueh i.
Constraint: n3 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

Some indication of accuracy can be obtained by performing a forward transform using
nag_sum_fft_real_3d (c06pyc) and a backward transform using nag_sum_fft_hermitian_3d (c06pzc),
and comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_hermitian_3d (c06pzc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sum_fft_hermitian_3d (c06pzc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_hermitian_3d (c06pzc) is approximately proportional to
n1n2n3log n1n2n3ð Þ, but also depends on the factors of n1, n2 and n3. nag_sum_fft_hermitian_3d
(c06pzc) is fastest if the only prime factors of n1, n2 and n3 are 2, 3 and 5, and is particularly slow if
one of the dimensions is a large prime, or has large prime factors.

Workspace is internally allocated by nag_sum_fft_hermitian_3d (c06pzc). The total size of these arrays
is approximately proportional to n1n2n3.

10 Example

See Section 10 in nag_sum_fft_real_3d (c06pyc).
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NAG Library Function Document

nag_sum_fft_sine (c06rec)

1 Purpose

nag_sum_fft_sine (c06rec) computes the discrete Fourier sine transforms of m sequences of real data
values. The elements of each sequence and its transform are stored contiguously.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_sine (Integer m, Integer n, double x[], NagError *fail)

3 Description

Given m sequences of n� 1 real data values xpj , for j ¼ 1; 2; . . . ; n� 1 and p ¼ 1; 2; . . . ;m,
nag_sum_fft_sine (c06rec) simultaneously calculates the Fourier sine transforms of all the sequences
defined by

x̂pk ¼
ffiffi
2
n

q Xn�1
j¼1

xpj � sin jk
	

n

� �
; k ¼ 1; 2; . . . ; n� 1 and p ¼ 1; 2; . . . ;m:

(Note the scale factor
ffiffi
2
n

q
in this definition.)

This transform is also known as type-I DST.

Since the Fourier sine transform defined above is its own inverse, two consecutive calls of
nag_sum_fft_sine (c06rec) will restore the original data.

The transform calculated by this function can be used to solve Poisson's equation when the solution is
specified at both left and right boundaries (see Swarztrauber (1977)).

The function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, described in Temperton (1983), together with pre- and post-
processing stages described in Swarztrauber (1982). Special coding is provided for the factors 2, 3, 4
and 5.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Swarztrauber P N (1977) The methods of cyclic reduction, Fourier analysis and the FACR algorithm for
the discrete solution of Poisson's equation on a rectangle SIAM Rev. 19(3) 490–501

Swarztrauber P N (1982) Vectorizing the FFT's Parallel Computation (ed G Rodrique) 51–83
Academic Press

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: m – Integer Input

On entry: m, the number of sequences to be transformed.

Constraint: m 	 1.
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2: n – Integer Input

On entry: one more than the number of real values in each sequence, i.e., the number of values in
each sequence is n� 1.

Constraint: n 	 1.

3: x½ n� 1ð Þ �m� – double Input/Output

On entry: the pth sequence to be transformed, denoted by xpj , for j ¼ 1; 2; . . . ; n� 1 and
p ¼ 1; 2; . . . ;m, must be stored in x½ p� 1ð Þ � n� 1ð Þ þ j� 1�.
On exit: the m Fourier sine transforms, overwriting the corresponding original sequences. The
n� 1ð Þ components of the pth Fourier sine transform, denoted by x̂pk, for k ¼ 1; 2; . . . ; n� 1 and
p ¼ 1; 2; . . . ;m, are stored in x½ p� 1ð Þ � n� 1ð Þ þ k� 1�.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_sine (c06rec) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_sine (c06rec) is approximately proportional to nmlog nð Þ, but also
depends on the factors of n. nag_sum_fft_sine (c06rec) is fastest if the only prime factors of n are 2, 3
and 5, and is particularly slow if n is a large prime, or has large prime factors. Workspace is internally
allocated by this function. The total amount of memory allocated is O nð Þ double values.

10 Example

This example reads in sequences of real data values and prints their Fourier sine transforms (as
computed by nag_sum_fft_sine (c06rec)). It then calls nag_sum_fft_sine (c06rec) again and prints the
results which may be compared with the original sequence.

10.1 Program Text

/* nag_sum_fft_sine (c06rec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, j, m, n, n1;
/* Arrays */
double *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_fft_sine (c06rec) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n1);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n1);
#endif

n = n1 + 1;

if (!(x = NAG_ALLOC((m * n1), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read array values from data file and print out. */
for (j = 0; j < m * n1; j++)
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#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

sprintf_s(title, (unsigned)_countof(title), "\n Original data values\n");
#else

sprintf(title, "\n Original data values\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n1, x, n1, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_sum_fft_sine (c06rec).
* Discrete sine transforms
*/

nag_sum_fft_sine(m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_sine (c06rec).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Discrete Fourier sine transforms\n");
#else

sprintf(title, "\n Discrete Fourier sine transforms\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n1, x, n1, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Two consecutive calls should restore the original data. */
nag_sum_fft_sine(m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_sine (c06rec).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Original data as restored by inverse transform\n");
#else

sprintf(title, "\n Original data as restored by inverse transform\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n1, x, n1, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;
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}

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_sum_fft_sine (c06rec) Example Program Data

3 5 : m, n-1

0.6772 0.1138 0.6751 0.6362 0.1424
0.2983 0.1182 0.7255 0.8638 0.8723
0.0644 0.6037 0.6430 0.0428 0.4815 : x

10.3 Program Results

nag_sum_fft_sine (c06rec) Example Program Results

Original data values

0.6772 0.1138 0.6751 0.6362 0.1424
0.2983 0.1182 0.7255 0.8638 0.8723
0.0644 0.6037 0.6430 0.0428 0.4815

Discrete Fourier sine transforms

1.0014 0.0062 0.0834 0.5286 0.2514
1.2478 -0.6598 0.2570 0.0858 0.2658
0.8521 0.0719 -0.0561 -0.4890 0.2056

Original data as restored by inverse transform

0.6772 0.1138 0.6751 0.6362 0.1424
0.2983 0.1182 0.7255 0.8638 0.8723
0.0644 0.6037 0.6430 0.0428 0.4815
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NAG Library Function Document

nag_sum_fft_cosine (c06rfc)

1 Purpose

nag_sum_fft_cosine (c06rfc) computes the discrete Fourier cosine transforms of m sequences of real
data values. The elements of each sequence and its transform are stored contiguously.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_cosine (Integer m, Integer n, double x[], NagError *fail)

3 Description

Given m sequences of nþ 1 real data values xpj , for j ¼ 0; 1; . . . ; n and p ¼ 1; 2; . . . ;m,
nag_sum_fft_cosine (c06rfc) simultaneously calculates the Fourier cosine transforms of all the
sequences defined by

x̂pk ¼
ffiffi
2
n

q
1
2x

p
0 þ

Xn�1
j¼1

xpj � cos jk
	

n

� �
þ 1

2 �1ð Þkxpn

 !
; k ¼ 0; 1; . . . ; n and p ¼ 1; 2; . . . ;m:

(Note the scale factor
ffiffi
2
n

q
in this definition.)

This transform is also known as type-I DCT.

Since the Fourier cosine transform defined above is its own inverse, two consecutive calls of
nag_sum_fft_cosine (c06rfc) will restore the original data.

The transform calculated by this function can be used to solve Poisson's equation when the derivative of
the solution is specified at both left and right boundaries (see Swarztrauber (1977)).

The function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, described in Temperton (1983), together with pre- and post-
processing stages described in Swarztrauber (1982). Special coding is provided for the factors 2, 3, 4
and 5.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Swarztrauber P N (1977) The methods of cyclic reduction, Fourier analysis and the FACR algorithm for
the discrete solution of Poisson's equation on a rectangle SIAM Rev. 19(3) 490–501

Swarztrauber P N (1982) Vectorizing the FFT's Parallel Computation (ed G Rodrique) 51–83
Academic Press

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350

5 Arguments

1: m – Integer Input

On entry: m, the number of sequences to be transformed.

Constraint: m 	 1.
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2: n – Integer Input

On entry: one less than the number of real values in each sequence, i.e., the number of values in
each sequence is nþ 1.

Constraint: n 	 1.

3: x½ nþ 1ð Þ �m� – double Input/Output

On entry: the m data sequences to be transformed. The nþ 1ð Þ data values of the pth sequence to
be transformed, denoted by xpj , for j ¼ 0; 1; . . . ; n and p ¼ 1; 2; . . . ;m, must be stored in
x½ p� 1ð Þ � nþ 1ð Þ þ j�.
On exit: the m Fourier cosine transforms, overwriting the corresponding original sequences. The
nþ 1ð Þ components of the pth Fourier cosine transform, denoted by x̂pk, for k ¼ 0; 1; . . . ; n and
p ¼ 1; 2; . . . ;m, are stored in x½ p� 1ð Þ � nþ 1ð Þ þ k�.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).
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8 Parallelism and Performance

nag_sum_fft_cosine (c06rfc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_cosine (c06rfc) is approximately proportional to nmlog nð Þ, but also
depends on the factors of n. nag_sum_fft_cosine (c06rfc) is fastest if the only prime factors of n are 2,
3 and 5, and is particularly slow if n is a large prime, or has large prime factors. This function
internally allocates a workspace of order O nð Þ double values.

10 Example

This example reads in sequences of real data values and prints their Fourier cosine transforms (as
computed by nag_sum_fft_cosine (c06rfc)). It then calls nag_sum_fft_cosine (c06rfc) again and prints
the results which may be compared with the original sequence.

10.1 Program Text

/* nag_sum_fft_cosine (c06rfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, j, m, n, n1;
/* Arrays */
double *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_fft_cosine (c06rfc) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n1);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n1);
#endif

n = n1 - 1;

if (!(x = NAG_ALLOC((m * n1), double)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

/* Read array values from data file and print out. */
for (j = 0; j < m * n1; j++)

#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

sprintf_s(title, (unsigned)_countof(title), "\n Original data values\n");
#else

sprintf(title, "\n Original data values\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n1, x, n1, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_sum_fft_cosine (c06rfc).
* Discrete sine transforms
*/

nag_sum_fft_cosine(m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_cosine (c06rfc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Discrete Fourier cosine transforms\n");
#else

sprintf(title, "\n Discrete Fourier cosine transforms\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n1, x, n1, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Two consecutive calls should restore the original data. */
nag_sum_fft_cosine(m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_cosine (c06rfc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Original data as restored by inverse transform\n");
#else

sprintf(title, "\n Original data as restored by inverse transform\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n1, x, n1, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_sum_fft_cosine (c06rfc) Example Program Data

3 7 : m, n+1

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424 0.9562
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723 0.4936
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815 0.2057 : x

10.3 Program Results

nag_sum_fft_cosine (c06rfc) Example Program Results

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424 0.9562
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723 0.4936
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815 0.2057

Discrete Fourier cosine transforms

1.6833 -0.0482 0.0176 0.1368 0.3240 -0.5830 -0.0427
1.9605 -0.4884 -0.0655 0.4444 0.0964 0.0856 -0.2289
1.3838 0.1588 -0.0761 -0.1184 0.3512 0.5759 0.0110

Original data as restored by inverse transform

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424 0.9562
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723 0.4936
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815 0.2057
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nag_sum_fft_qtrsine (c06rgc)

1 Purpose

nag_sum_fft_qtrsine (c06rgc) computes the discrete quarter-wave Fourier sine transforms of m
sequences of real data values. The elements of each sequence and its transform are stored contiguously.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_qtrsine (Nag_TransformDirection direct, Integer m,
Integer n, double x[], NagError *fail)

3 Description

Given m sequences of n real data values xpj , for j ¼ 1; 2; . . . ; n and p ¼ 1; 2; . . . ;m,
nag_sum_fft_qtrsine (c06rgc) simultaneously calculates the quarter-wave Fourier sine transforms of
all the sequences defined by

x̂pk ¼
1ffiffiffi
n
p

Xn�1
j¼1

xpj � sin j 2k� 1ð Þ 	
2n

� �
þ 1

2 �1ð Þk�1xpn

 !
; if direct ¼ Nag ForwardTransform;

or its inverse

xpk ¼
2ffiffiffi
n
p
Xn
j¼1

x̂pj � sin 2j� 1ð Þk 	
2n

� �
; if direct ¼ Nag BackwardTransform;

where k ¼ 1; 2; . . . ; n and p ¼ 1; 2; . . . ;m.

(Note the scale factor 1ffiffi
n
p in this definition.)

A call of nag_sum_fft_qtrsine (c06rgc) with direct ¼ Nag ForwardTransform followed by a call with
direct ¼ Nag BackwardTransform will restore the original data.

The two transforms are also known as type-III DST and type-II DST, respectively.

The transform calculated by this function can be used to solve Poisson's equation when the solution is
specified at the left boundary, and the derivative of the solution is specified at the right boundary (see
Swarztrauber (1977)).

The function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, described in Temperton (1983), together with pre- and post-
processing stages described in Swarztrauber (1982). Special coding is provided for the factors 2, 3, 4
and 5.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Swarztrauber P N (1977) The methods of cyclic reduction, Fourier analysis and the FACR algorithm for
the discrete solution of Poisson's equation on a rectangle SIAM Rev. 19(3) 490–501

Swarztrauber P N (1982) Vectorizing the FFT's Parallel Computation (ed G Rodrique) 51–83
Academic Press

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350
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5 Arguments

1: direct – Nag_TransformDirection Input

On entry: indicates the transform, as defined in Section 3, to be computed.

direct ¼ Nag ForwardTransform
Forward transform.

direct ¼ Nag BackwardTransform
Inverse transform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.

2: m – Integer Input

On entry: m, the number of sequences to be transformed.

Constraint: m 	 1.

3: n – Integer Input

On entry: n, the number of real values in each sequence.

Constraint: n 	 1.

4: x½n�m� – double Input/Output

On entry: the m data sequences to be transformed. The pth sequence to be transformed, denoted
by xpj , for j ¼ 1; 2; . . . ; n and p ¼ 1; 2; . . . ;m, must be stored in x½ p� 1ð Þ � nþ j� 1�.

On exit: the m quarter-wave sine transforms, overwriting the corresponding original sequences.
The n components of the pth quarter-wave sine transform, denoted by x̂pk, for k ¼ 1; 2; . . . ; n and
p ¼ 1; 2; . . . ;m, are stored in x½ p� 1ð Þ � nþ k� 1�.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_qtrsine (c06rgc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_qtrsine (c06rgc) is approximately proportional to nmlog nð Þ, but also
depends on the factors of n. nag_sum_fft_qtrsine (c06rgc) is fastest if the only prime factors of n are 2,
3 and 5, and is particularly slow if n is a large prime, or has large prime factors. Workspace is
internally allocated by this function. The total amount of memory allocated is O nð Þ double values.

10 Example

This example reads in sequences of real data values and prints their quarter-wave sine transforms as
computed by nag_sum_fft_qtrsine (c06rgc) with direct ¼ Nag ForwardTransform. It then calls the
function again with direct ¼ Nag BackwardTransform and prints the results which may be compared
with the original data.

10.1 Program Text

/* nag_sum_fft_qtrsine (c06rgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, j, m, n;
/* Arrays */
double *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);
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printf("nag_sum_fft_qtrsine (c06rgc) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (!(x = NAG_ALLOC((m * n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read array values from data file and print out. */
for (j = 0; j < m * n; j++)

#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

sprintf_s(title, (unsigned)_countof(title), "\n Original data values\n");
#else

sprintf(title, "\n Original data values\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_sum_fft_qtrsine (c06rgc).
* Discrete quarter-wave sine transforms
*/

nag_sum_fft_qtrsine(Nag_ForwardTransform, m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_qtrsine (c06rgc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Discrete quarter-wave Fourier sine transforms\n");
#else

sprintf(title, "\n Discrete quarter-wave Fourier sine transforms\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Call backward transform to restore the original data. */
nag_sum_fft_qtrsine(Nag_BackwardTransform, m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_qtrsine (c06rgc).\n%s\n", fail.message);

c06rgc NAG Library Manual

c06rgc.4 Mark 26



exit_status = 4;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Original data as restored by inverse transform\n");
#else

sprintf(title, "\n Original data as restored by inverse transform\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_sum_fft_qtrsine (c06rgc) Example Program Data

3 6 : m, n

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815 : x

10.3 Program Results

nag_sum_fft_qtrsine (c06rgc) Example Program Results

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Discrete quarter-wave Fourier sine transforms

0.7304 0.2078 0.1150 0.2577 -0.2869 -0.0815
0.9274 -0.1152 0.2532 0.2883 -0.0026 -0.0635
0.6268 0.3547 0.0760 0.3078 0.4987 -0.0507

Original data as restored by inverse transform

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815
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NAG Library Function Document

nag_sum_fft_qtrcosine (c06rhc)

1 Purpose

nag_sum_fft_qtrcosine (c06rhc) computes the discrete quarter-wave Fourier cosine transforms of m
sequences of real data values. The elements of each sequence and its transform are stored contiguously.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fft_qtrcosine (Nag_TransformDirection direct, Integer m,
Integer n, double x[], NagError *fail)

3 Description

Given m sequences of n real data values xpj , for j ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m,
nag_sum_fft_qtrcosine (c06rhc) simultaneously calculates the quarter-wave Fourier cosine transforms
of all the sequences defined by

x̂pk ¼
1ffiffiffi
n
p 1

2x
p
0 þ

Xn�1
j¼1

xpj � cos j 2kþ 1ð Þ 	
2n

� � !
; if direct ¼ Nag ForwardTransform;

or its inverse

xpk ¼
2ffiffiffi
n
p
Xn�1
j¼0

x̂pj � cos 2jþ 1ð Þk 	
2n

� �
; if direct ¼ Nag BackwardTransform;

where k ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m.

(Note the scale factor 1ffiffi
n
p in this definition.)

A call of nag_sum_fft_qtrcosine (c06rhc) with direct ¼ Nag ForwardTransform followed by a call with
direct ¼ Nag BackwardTransform will restore the original data.

The two transforms are also known as type-III DCT and type-II DCT, respectively.

The transform calculated by this function can be used to solve Poisson's equation when the derivative of
the solution is specified at the left boundary, and the solution is specified at the right boundary (see
Swarztrauber (1977)).

The function uses a variant of the fast Fourier transform (FFT) algorithm (see Brigham (1974)) known
as the Stockham self-sorting algorithm, described in Temperton (1983), together with pre- and post-
processing stages described in Swarztrauber (1982). Special coding is provided for the factors 2, 3, 4
and 5.

4 References

Brigham E O (1974) The Fast Fourier Transform Prentice–Hall

Swarztrauber P N (1977) The methods of cyclic reduction, Fourier analysis and the FACR algorithm for
the discrete solution of Poisson's equation on a rectangle SIAM Rev. 19(3) 490–501

Swarztrauber P N (1982) Vectorizing the FFT's Parallel Computation (ed G Rodrique) 51–83
Academic Press

Temperton C (1983) Fast mixed-radix real Fourier transforms J. Comput. Phys. 52 340–350
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5 Arguments

1: direct – Nag_TransformDirection Input

On entry: indicates the transform, as defined in Section 3, to be computed.

direct ¼ Nag ForwardTransform
Forward transform.

direct ¼ Nag BackwardTransform
Inverse transform.

Constraint: direct ¼ Nag ForwardTransform or Nag BackwardTransform.

2: m – Integer Input

On entry: m, the number of sequences to be transformed.

Constraint: m 	 1.

3: n – Integer Input

On entry: n, the number of real values in each sequence.

Constraint: n 	 1.

4: x½n�m� – double Input/Output

On entry: the m data sequences to be transformed. The data values of the pth sequence to be
transformed, denoted by xpj , for j ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m, must be stored in
x½ p� 1ð Þ � nþ j�.
On exit: the m quarter-wave cosine transforms, overwriting the corresponding original sequences.
The n components of the pth quarter-wave cosine transform, denoted by x̂pk, for
k ¼ 0; 1; . . . ; n� 1 and p ¼ 1; 2; . . . ;m, are stored in x½ p� 1ð Þ � nþ k�.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Some indication of accuracy can be obtained by performing a subsequent inverse transform and
comparing the results with the original sequence (in exact arithmetic they would be identical).

8 Parallelism and Performance

nag_sum_fft_qtrcosine (c06rhc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sum_fft_qtrcosine (c06rhc) is approximately proportional to nmlog nð Þ, but also
depends on the factors of n. nag_sum_fft_qtrcosine (c06rhc) is fastest if the only prime factors of n are
2, 3 and 5, and is particularly slow if n is a large prime, or has large prime factors. This function
internally allocates a workspace of order O nð Þ double values.

10 Example

This example reads in sequences of real data values and prints their quarter-wave cosine transforms as
computed by nag_sum_fft_qtrcosine (c06rhc) with direct ¼ Nag ForwardTransform. It then calls the
function again with direct ¼ Nag BackwardTransform and prints the results which may be compared
with the original data.

10.1 Program Text

/* nag_sum_fft_qtrcosine (c06rhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, j, m, n;
/* Arrays */
double *x = 0;
char title[60];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);
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printf("nag_sum_fft_qtrcosine (c06rhc) Example Program Results\n");
fflush(stdout);

/* Read dimensions of array from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (!(x = NAG_ALLOC((m * n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read array values from data file and print out. */
for (j = 0; j < m * n; j++)

#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

sprintf_s(title, (unsigned)_countof(title), "\n Original data values\n");
#else

sprintf(title, "\n Original data values\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_sum_fft_qtrcosine (c06rhc).
* Discrete quarter-wave sine transforms
*/

nag_sum_fft_qtrcosine(Nag_ForwardTransform, m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_qtrcosine (c06rhc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Discrete quarter-wave Fourier cosine transforms\n");
#else

sprintf(title, "\n Discrete quarter-wave Fourier cosine transforms\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Call backward transform to restore the original data. */
nag_sum_fft_qtrcosine(Nag_BackwardTransform, m, n, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_fft_qtrcosine (c06rhc).\n%s\n", fail.message);
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exit_status = 4;
goto END;

}

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"\n Original data as restored by inverse transform\n");
#else

sprintf(title, "\n Original data as restored by inverse transform\n");
#endif

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, m, n, x, n, "%9.4f",
title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_sum_fft_qtrcosine (c06rhc) Example Program Data

3 6 : m, n

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815 : x

10.3 Program Results

nag_sum_fft_qtrcosine (c06rhc) Example Program Results

Original data values

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815

Discrete quarter-wave Fourier cosine transforms

0.7257 -0.2216 0.1011 0.2355 -0.1406 -0.2282
0.7479 -0.6172 0.4112 0.0791 0.1331 -0.0906
0.6713 -0.1363 -0.0064 -0.0285 0.4758 0.1475

Original data as restored by inverse transform

0.3854 0.6772 0.1138 0.6751 0.6362 0.1424
0.5417 0.2983 0.1181 0.7255 0.8638 0.8723
0.9172 0.0644 0.6037 0.6430 0.0428 0.4815
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nag_sum_fast_gauss (c06sac)

1 Purpose

nag_sum_fast_gauss (c06sac) calculates the multidimensional fast Gauss transform.

2 Specification

#include <nag.h>
#include <nagc06.h>

void nag_sum_fast_gauss (Integer d, const double srcs[], Integer n,
const double trgs[], Integer m, const double q[], Integer *p1,
Integer *p2, Integer *k, const double hin[], Integer lhin, double tol,
double v[], double term[], NagError *fail)

3 Description

nag_sum_fast_gauss (c06sac) calculates the d-dimensional fast Gauss transform (FGT), Ĝ yð Þ, that
approximates the discrete Gauss transform (DGT), G yð Þ, evaluated at a set of target points yj , for
j ¼ 1; 2; . . . ;m 2 Rd. The DGT is defined as:

G yj
� �
¼
Xn
i¼1
qie
� yj�xik k22=h2i ; j ¼ 1; . . . ;m

where xi, for i ¼ 1; 2; . . . ; n 2 Rd, are the Gaussian source points, qi, for i ¼ 1; 2; . . . ; n 2 Rþ, are the
source weights and hi, for i ¼ 1; 2; . . . ; n 2 Rþ, are the source standard deviations (alternatively source
scales or source bandwidths).

This function implements the improved FGT algorithm presented in Raykar and Duraiswami (2005).
The algorithm clusters the sources into k distinct clusters and then computes two Taylor series
approximations per cluster with p1 and p2 terms respectively. You must provide p1, p2 and k when
calling the function. See Section 7 below for a further discussion on accuracy when choosing their
values.

The input array hin of this function is designed to allow maximum flexibility in the supply of the
standard deviation arguments by reusing, in a cyclic manner, elements of the array when it is less than
n elements long. For example, if all Gaussian sources have the same standard deviation then it is only
necessary to set lhin to 1 and to provide the value of the standard deviation in hin 1ð Þ; the function will
then automatically expand hin to be of length n. For further details please see Section 2.6 in the g01
Chapter Introduction.

4 References

Greengard L and Strain J (1991) The Fast Gauss Transform SIAM J. Sci. Statist. Comput. 12(1) 79–94

Raykar V C and Duraiswami R (2005) Improved Fast Gauss Transform With Variable Source Scales
University of Maryland Technical Report CS-TR-4727/UMIACS-TR-2005-34

5 Arguments

1: d – Integer Input

On entry: d, the number of dimensions.

Constraint: d > 0.
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2: srcs½d� n� – const double Input

Note: the i; jð Þth element of the matrix is stored in srcs½ j� 1ð Þ � dþ i� 1�.
On entry: x, the locations of the Gaussian sources.

3: n – Integer Input

On entry: n, the number of Gaussian sources.

Constraint: n > 0.

4: trgs½d�m� – const double Input

Note: the i; jð Þth element of the matrix is stored in trgs½ j� 1ð Þ � dþ i� 1�.
On entry: y, the locations of the target points at which the FGT will be evaluated.

5: m – Integer Input

On entry: m, the number of target points.

Constraint: m > 0.

6: q½n� – const double Input

On entry: q, the weights of the Gaussian sources.

7: p1 – Integer * Input/Output

On entry: p1, the number of terms of the first Taylor series to be evaluated.

On exit: p1 is unchanged.

Constraint: p1 > 0.

8: p2 – Integer * Input/Output

On entry: p2, the number of terms of the second Taylor series to be evaluated.

On exit: p2 is unchanged.

Constraint: p2 > 0.

9: k – Integer * Input/Output

On entry: k, the number of clusters into which the source points will be aggregated.

On exit: k is unchanged.

Constraint: 1 � k � n.

10: hin½lhin� – const double Input

On entry: h, the standard deviations of the Gaussian sources. If lhin < n, the array will be
expanded automatically by repeating hin until it is of length n. See Section 2.6 in the g01
Chapter Introduction for further information.

Constraint: hin½i� > 0:0, for i ¼ 0; 1; . . . ; lhin� 1.

11: lhin – Integer Input

On entry: the length of the array hin.

Constraint: 1 � lhin � n.
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12: tol – double Input

On entry: �, the desired accuracy of the FGT approximation of the DGT. Determines the radius of
the source clusters: the contribution of a source point to the FGT approximation at a target point
is disregarded if the source is outside the corresponding cluster radius.

Constraint: tol > 0:0.

13: v½m� – double Output

On exit: Ĝ yð Þ, the value of the FGT evaluated at y.

14: term½m� – double Output

On exit: term½j� 1� contains the absolute value of the final Taylor series term that is largest,
relative to the size of the sum of the corresponding series, across all clusters that contribute to the
FGT at target point v½j� 1�.

15: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, lhin ¼ valueh i.
Constraint: 1 � lhin � n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, d ¼ valueh i.
Constraint: d > 0.

On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, p1 ¼ valueh i.
Constraint: p1 > 0.

On entry, p2 ¼ valueh i.
Constraint: p2 > 0.

NE_INT_2

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: 1 � k � n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_REAL_ARRAY_INPUT

On entry, hin½ valueh i� ¼ valueh i.
Constraint: hin½i� > 0:0, for i ¼ 0; 1; . . . ; lhin� 1.

NW_TOO_FEW_TERMS

On exit, p1 ¼ valueh i, p2 ¼ valueh i and k ¼ valueh i.
p1, p2 or k may have been too small to calculate v½m� 1� to the required accuracy tol.

7 Accuracy

The function does not currently implement the procedure described in Raykar and Duraiswami (2005)
for automatically determining values for p1, p2 and k. Non-zero values must therefore be provided for
these parameters when calling the function.

For a given set of source and target points and a specified tolerance, there is an interaction between the
number of clusters, k, and the number of Taylor series terms, p1 and p2: if the sources are clustered
together in fewer clusters (small k) then more terms will be needed in each cluster's Taylor series (large
p1 and p2) to capture the effect of the source points further from the cluster centres. Increasing the
number of clusters reduces their individual radii and requires fewer terms in their Taylor series, but
increases the number of Taylor series that must be evaluated overall.

If the source and target points are uniformly distributed in a unit hypercube, Raykar and Duraiswami

(2005) advise users to select k � hmax þ hmin =2ð Þ�d
l m

. If the points are not uniformly distributed then

more clusters than this will be needed to calculate the FGT to within the specified tol without requiring
prohibitively large values for p1 and p2.

There is less guidance available for selecting good values for p1 and p2. As the number of Taylor series
terms is a major factor on the computation time taken by this function, you are advised to initially try a
small number, e.g. 20 or so, and then tune p1 and p2 up or down based on the values returned. Note
that p1 and p2 are not required to have identical values.

To aid the selection of values for p1, p2 and k, the function returns in term½j� 1� the absolute value of
the final Taylor series term that is largest, relative to the size of the sum of the corresponding series,
across all clusters that contribute to the FGT at target point j. If this value is larger than the requested
tol, the function will additionally return a non-zero fail value and you are advised to re-run the function
with larger p1, p2 or k.

8 Parallelism and Performance

nag_sum_fast_gauss (c06sac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.
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nag_sum_fast_gauss (c06sac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time complexity of the algorithm implemented by this function is O M þNð Þ, versus the O MNð Þ
time complexity of evaluating the DGT directly.

10 Example

In this example values for x, y, p1, p2, k and � are read in, Ĝ yð Þ calculated and the results displayed.

10.1 Program Text

/* nag_sum_fast_gauss (c06sac) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc06.h>

int main(void) {

/* Scalars */
Integer d, n, m, p1, p2, k, i, j;
Integer exit_status = 0;
double tol;

/* Arrays */
double *srcs = 0, *trgs = 0, *q = 0, *hin= 0, *v = 0, *term = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_sum_fast_gauss (c06sac) Example Program Results\n");

/* Read dimensions of arrays from data file. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &d, &n, &m);
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &p1, &p2, &k);
scanf_s("%lf %*[^\n]", &tol);

#else
scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &d, &n, &m);
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &p1, &p2, &k);
scanf("%lf %*[^\n]", &tol);

#endif

/* Allocate arrays accordingly */
if (!(srcs = NAG_ALLOC((d * n), double)) ||

!(trgs = NAG_ALLOC((d * m), double)) ||
!(q = NAG_ALLOC((n), double)) ||
!(hin = NAG_ALLOC((n), double)) ||
!(v = NAG_ALLOC((m), double)) ||
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!(term = NAG_ALLOC((m), double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read array values from data file */
for(i=0;i<n;i++){

#ifdef _WIN32
scanf_s("%lf", &q[i]);

#else
scanf("%lf", &q[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

for(i=0;i<n;i++){
#ifdef _WIN32

scanf_s("%lf", &hin[i]);
#else

scanf("%lf", &hin[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Data in file is stored by column but it is read into rows here
* First for sources
*/

#define SRCS(I, J) srcs[(J-1)*d + I - 1]
for(j=1; j<=n; j++) {

for(i=1; i<=d; i++) {
#ifdef _WIN32

scanf_s("%lf", &SRCS(i,j));
#else

scanf("%lf", &SRCS(i,j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#define TRGS(I, J) trgs[(J-1)*d + I - 1]
/* And then for targets */
for(j=1; j<=m; j++){

for(i=1; i<=d; i++){
#ifdef _WIN32

scanf_s("%lf", &TRGS(i,j));
#else

scanf("%lf", &TRGS(i,j));
#endif

}
}

nag_sum_fast_gauss(d, srcs, n, trgs, m, q, &p1, &p2,
&k, hin, n, tol, v, term, &fail);

if (fail.code != NE_NOERROR ) {
printf("Error from nag_sum_fast_gauss (c06sac).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

printf("\n y FGT(y) term\n\n");

for(i=0; i<m; i++){
for (j=0; j<d; j++)

printf(" %4.1f",trgs[d*i+j]);
printf(" %8.3f %8.6f\n",v[i],term[i]);

}

END:
NAG_FREE(srcs);
NAG_FREE(trgs);
NAG_FREE(q);
NAG_FREE(hin);
NAG_FREE(v);
NAG_FREE(term);
return exit_status;

}

10.2 Program Data

nag_sum_fast_gauss (c06sac) Example Program Data
2 5 5 : d, n, m

10 10 1 : p1, p2, k
0.001 : tol
0.65 0.7 0.75 0.8 0.85 : q
0.9 1.0 1.1 1.2 1.3 : hin
0.0 0.0
0.2 0.2
0.4 0.4
0.6 0.6
0.8 0.8 : srcs
0.1 0.0
0.3 0.2
0.5 0.4
0.7 0.6
0.9 0.8 : trgs

10.3 Program Results

nag_sum_fast_gauss (c06sac) Example Program Results

y FGT(y) term

0.1 0.0 2.877 0.000000
0.3 0.2 3.231 0.000000
0.5 0.4 3.256 0.000000
0.7 0.6 2.985 0.000004
0.9 0.8 2.518 0.000470
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NAG Library Chapter Contents

c09 – Wavelet Transforms

c09 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

c09aac 9 nag_wfilt
One-dimensional wavelet filter initialization

c09abc 23 nag_wfilt_2d
Two-dimensional wavelet filter initialization

c09acc 24 nag_wfilt_3d
Three-dimensional wavelet filter initialization

c09bac 23 nag_cwt_1d_real
One-dimensional real continuous wavelet transform

c09cac 9 nag_dwt
One-dimensional discrete wavelet transform

c09cbc 9 nag_idwt
One-dimensional inverse discrete wavelet transform

c09ccc 9 nag_mldwt
One-dimensional multi-level discrete wavelet transform

c09cdc 9 nag_imldwt
One-dimensional inverse multi-level discrete wavelet transform

c09dac 24 nag_modwt
One-dimensional maximal overlap discrete wavelet transform (MODWT)

c09dbc 24 nag_imodwt
One-dimensional inverse maximal overlap discrete wavelet transform
(IMODWT)

c09dcc 24 nag_mlmodwt
One-dimensional multi-level maximal overlap discrete wavelet transform
(MODWT)

c09ddc 24 nag_imlmodwt
One-dimensional inverse multi-level maximal overlap discrete wavelet
transform (IMODWT)

c09eac 23 nag_dwt_2d
Two-dimensional discrete wavelet transform

c09ebc 23 nag_idwt_2d
Two-dimensional inverse discrete wavelet transform

c09ecc 23 nag_mldwt_2d
Two-dimensional multi-level discrete wavelet transform

c09edc 23 nag_imldwt_2d
Two-dimensional inverse multi-level discrete wavelet transform

c09eyc 24 nag_wav_2d_coeff_ext
Two-dimensional discrete wavelet transform coefficient extraction

c09ezc 24 nag_wav_2d_coeff_ins
Two-dimensional discrete wavelet transform coefficient insertion

c09fac 24 nag_dwt_3d
Three-dimensional discrete wavelet transform

c09fbc 24 nag_idwt_3d
Three-dimensional inverse discrete wavelet transform

c09fcc 24 nag_mldwt_3d
Three-dimensional multi-level discrete wavelet transform

c09fdc 24 nag_imldwt_3d
Three-dimensional inverse multi-level discrete wavelet transform
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c09fyc 24 nag_wav_3d_coeff_ext
Three-dimensional discrete wavelet transform coefficient extraction

c09fzc 24 nag_wav_3d_coeff_ins
Three-dimensional discrete wavelet transform coefficient insertion
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1 Scope of the Chapter

This chapter is concerned with the analysis of datasets (or functions or operators) in terms of frequency
and scale components using wavelet transforms. Wavelet transforms have been applied in many fields
from time series analysis to image processing and the localization in either frequency or scale that they
provide is useful for data compression or denoising. In general the standard wavelet transform uses
dilation and scaling of a chosen function,  tð Þ, (called the mother wavelet) such that

 a;b tð Þ ¼
1ffiffiffi
a
p  

t� b
a

� �
where a gives the scaling and b determines the translation. Wavelet methods can be divided into
continuous transforms and discrete transforms. In the continuous case, the pair a and b are real numbers
with a > 0. For the discrete transform, a and b can be chosen as a ¼ 2�j, b ¼ k2�j for integers j, k

 j;k tð Þ ¼ 2j=2 2jt� k
� �

:

The continuous real valued, one-dimensional wavelet transform (CWT) is included in this chapter. The
discrete wavelet transform (DWT) at a single level together with its inverse and the multi-level DWT
with inverse are also provided for one, two and three dimensions. The Maximal Overlap DWT
(MODWT) together with its inverse and the multi-level MODWT with inverse are provided for one
dimension. The choice of wavelet for CWT includes the Morlet wavelet and derivatives of a Gaussian
while the DWT and MODWT offer the orthogonal wavelets of Daubechies and a selection of
biorthogonal wavelets.

2 Background to the Problems

The CWT computes a time-frequency analysis of a signal, x tð Þ, which can yield high localization in
time of the high frequency features present. It is defined as

C a; bð Þ ¼
Z þ1
�1

1ffiffiffi
a
p  �

t� b
a

� �
x tð Þdt

where  � denotes the complex conjugate of the wavelet function, a is the dilation parameter and b is the
localization parameter. (Currently only the real valued transform is offered.)

The discrete wavelet transform (DWT) is defined by a mother wavelet function  tð Þ, and a related
scaling function, 
 tð Þ, where


 tð Þ ¼
P
k

gk
ffiffiffi
2
p


 2t� kð Þ:

 tð Þ ¼
P
k

hk
ffiffiffi
2
p


 2t� kð Þ:

These in turn are represented as a pair of filters with finite support. They can be viewed as a high pass
filter, hkf g, for k ¼ 1; 2; . . . ;m, paired with a low pass filter, gkf g, for k ¼ 1; 2; . . . ; n. The DWT at a
single level is carried out by convolution of the filter with the input data, followed by downsampling by
two. The MODWT at a single level is carried out by convolution of the filter with the input data only;
no downsampling is used in the MODWT. In order to obtain exact reconstruction of the original input
these filters must satisfy certain conditions. For orthogonal wavelets, n ¼ m, these are,Xm

k¼1
hk ¼ 0;

Xm
k¼1

h2k ¼ 1;
X1
k¼�1

hkhkþ2l ¼ 0;Xm
k¼1

gk ¼
ffiffiffi
2
p

;
Xm
k¼1

g2k ¼ 1;
X1
k¼�1

gkgkþ2l ¼ 0:

for all nonzero integers, l.

The DWT reconstruction algorithm convolves the inverse filters with the wavelet coefficients previously
computed together with upsampling and summation to return to the original input. The MODWT
reconstructs in the same way, except without upsampling. For orthogonal wavelets the inverse filters are
the same as those for the forward DWT.
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In the simplest case, the Haar wavelet, the nonzero filter coefficients are

hf g ¼ �1ffiffi
2
p ; 1ffiffi

2
p

n o
gf g ¼ 1ffiffi

2
p ; 1ffiffi

2
p

n o
while for the Daubechies wavelet with two vanishing moments and four nonzero coefficients, the filter
coefficients are

hf g ¼ � 1þ
ffiffi
3
pð Þ

4
ffiffi
2
p ; 3þ

ffiffi
3
p

4
ffiffi
2
p ; �3þ

ffiffi
3
p

4
ffiffi
2
p ; 1�

ffiffi
3
p

4
ffiffi
2
p


 �
gf g ¼ 1�

ffiffi
3
p

4
ffiffi
2
p ; 3�

ffiffi
3
p

4
ffiffi
2
p ; 3þ

ffiffi
3
p

4
ffiffi
2
p ; 1þ

ffiffi
3
p

4
ffiffi
2
p

n o
In the orthogonal case the same filters are used for both decomposition and reconstruction.

Relaxing the orthogonality requirement allows for biorthogonal wavelets which consist of two dual
wavelet bases. For example, the biorthogonal 2.2 filters are,

hf g ¼
ffiffiffi
2
p

1
4;�1

2;
1
4

� 
;

gf g ¼
ffiffiffi
2
p
�1

8;
1
4;

3
4;

1
4;�1

8

� 
h0f g ¼

ffiffiffi
2
p

1
8;

1
4;�3

4;
1
4;

1
8

� 
g0f g ¼

ffiffiffi
2
p

1
4;

1
2;

1
4

� 
:

Note that there are several possible interpretations of orthogonal and biorthorgonal wavelet filters which
satisfy the requirements. These differ in the sign of the coefficients and the ordering of the filters.

In order to obtain exact reconstruction when applying the DWT or MODWT and its inverse to a finite
dataset, say xtf g, for t ¼ 1; 2; . . . ; N, some method of extending the input at its end is required. Several
methods which are in general use are: periodic extension, half-point symmetric extension, whole-point
symmetric extension and zero end extension where the added data points are taken to be zero. The two
types of symmetric end extension reflect the given data values from the end points for whole-point
extension or else by repeating the end points and reflecting from points halfway between the end point
and its repeat for half-point extension. Each of these end extension methods are available for the DWT.
Only the periodic end extension is currently available for the MODWT.

2.1 Multiresolution and higher dimensional DWT

Rather than simply applying the wavelet transform at a single level the process is commonly repeated to
give a multiresolution analysis. For the DWT, multiresolution is implemented as the pyramid (or
cascade) algorithm. Applying the DWT at a given level, L, the detail coefficients (which are the output
from the high pass filter) are stored while the approximation coefficients resulting from convolution
with the low pass filter are passed to the next level and the processs is repeated. When the length of the
initial data input is an array of length N ¼ 2J , for some integer J (and assuming that the dataset is
extended by periodic repetition) this can be continued until, at level J , there is a single detail coefficient
from the high pass filter. The final coefficient from the action of the low pass filter is also stored. The
result is an array of coefficients of the same length, N , as the input.

For the multi-level MODWT it is, in theory, possible to continue for any number of levels. However, in
practice it is common to not exceed log2 Nð Þ levels in order to avoid scales that exceed the length of the
input data, N . This restriction is enforced for the one-dimensional mutli-level MODWT function in this
chapter.

For two-dimensional data sets the DWT is computed as a series of one-dimensional DWTs, first over
columns of the input data, and then over rows of the intermediate result. This produces four types of
output coefficients: one set of approximation coefficients and three types of detail coefficients,
containing information about the horizontal, vertical and diagonal components of the input data. The
approximation coefficients are the result of applying convolution and downsampling with the low pass
filter over both columns and rows; the horizontal detail coefficients are the result of applying
convolution and downsampling with the high pass filter over columns and then the low pass filter over
rows; the vertical detail coefficients are the result of applying convolution and downsampling with the
low pass filter over columns and the high pass filter over rows; and the diagonal detail coefficients are
the result of applying convolution and downsampling with the high pass filter over both columns and
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rows. An example of the single level decomposition of an image performed using nag_dwt_2d (c09eac)
is given in Figure 1.

Figure 1
The original image (top, 996� 1332 pixels) is transformed using function nag_dwt_2d (c09eac) into the
four coefficient (approximation, horizontal, vertical and diagonal) matrices (501� 669) displayed below
the original. The transformation was performed using the Daubechies wavelet with four vanishing
moments and half-point end extension. Note that the approximation coefficients are a very close

representation of the original image, while the horizontal, vertical and diagonal features of the image
are visible in the respective coefficient matrices.

Similarly, for three-dimensional data sets the DWT is also computed as a series of three one-
dimensional DWTs, first over columns of the input data, and then over rows of the intermediate result
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and finally over frames of the second intermediate result. This produces eight types of output
coefficients: one set of approximation coefficients (labelled LLL since the low pass filter is applied over
columns, rows and frames) and seven types of detail coefficients, labelled similarly according to
whether the low pass (L) or high pass filter (H) is applied in each of the three dimensions. For the
three-dimensional DWT this process is represented by Figure 2.

As in the one-dimensional case, the multi-level DWT in two and three dimensions is also implemented
as the pyramid (or cascade) algorithm, where at a given level, L, all detail coefficients are stored, while
the approximation coefficients are passed as input to the next level.

2
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2
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3D Input Data

HLL
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Figure 2
The three-dimensional DWT filter bank. The original input is downsampled by 2 and the high pass (H)
and low pass (L) filters are applied along columns. This process is repeated along the rows and then
frames to produce 8 sets of output coefficients – one set of approximation coefficients and 7 sets of

detail coefficients.
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3 Recommendations on Choice and Use of Available Functions

The one-dimensional real valued continuous wavelet transform is provided by nag_cwt_1d_real
(c09bac). It is useful for resolving discontinuities and high frequency features in a signal. It is a
redundant representation of the input data containing repeated information and the set of coefficients
produced as output is larger than the input data set.

The one-dimensional discrete wavelet transform at a single level is performed by nag_dwt (c09cac).
The inverse or reconstruction is carried out by nag_idwt (c09cbc).

The one-dimensional multi-level discrete wavelet transform is computed by nag_mldwt (c09ccc) and
the inverse or reconstruction is given by nag_imldwt (c09cdc). The discrete wavelet transform is widely
used for image processing and data compression.

The one-dimensional maximal overlap discrete wavelet transform at a single level is performed by
nag_modwt (c09dac). The inverse or reconstruction is carried out by nag_imodwt (c09dbc).

The one-dimensional multi-level maximal overlap discrete wavelet transform is performed by
nag_mlmodwt (c09dcc). The inverse or reconstruction routine is nag_imlmodwt (c09ddc). The maximal
overlap discrete wavelet transform overcomes the lack of translation invariance inherent in the DWT,
and thus there are advantages to using the MODWT when carrying out multiresolution analysis.

nag_wfilt (c09aac) is provided to determine some of the input arguments for the one-dimensional
discrete wavelet transform and maximal overlap discrete wavelet transform functions and must be
called before the one-dimensional transform functions.

The two-dimensional discrete wavelet transform at a single level is performed by nag_dwt_2d (c09eac).
The inverse or reconstruction is carried out by nag_idwt_2d (c09ebc).

The two-dimensional multi-level discrete wavelet transform is computed by nag_mldwt_2d (c09ecc)
and the inverse or reconstruction is given by nag_imldwt_2d (c09edc).

nag_mldwt_2d (c09ecc) and nag_imldwt_2d (c09edc) use a one-dimensional array to store the discrete
wavelet transform coefficients. These may be extracted into two-dimensional arrays using
nag_wav_2d_coeff_ext (c09eyc). A complementary function nag_wav_2d_coeff_ins (c09ezc) allows
for the insertion of coefficients held in a two-dimensional array back into the one-dimensional array.

nag_wfilt_2d (c09abc) is provided to determine some of the input arguments for the two-dimensional
discrete wavelet transform functions and must be called before the two-dimensional transform
functions.

The three-dimensional multi-level discrete wavelet transform is computed by nag_mldwt_3d (c09fcc)
and the inverse or reconstruction is given by nag_imldwt_3d (c09fdc).

nag_dwt_3d (c09fac), nag_idwt_3d (c09fbc), nag_mldwt_3d (c09fcc) and nag_imldwt_3d (c09fdc) use
a one-dimensional array to store the discrete wavelet transform coefficients. These may be extracted
into three-dimensional arrays using nag_wav_3d_coeff_ext (c09fyc). A complementary function
nag_wav_3d_coeff_ins (c09fzc) allows for the insertion of coefficients held in a three-dimensional array
back into the one-dimensional array.

nag_wfilt_3d (c09acc) is provided to determine some of the input arguments for the three-dimensional
discrete wavelet transform functions and must be called before the three-dimensional transform
functions.

4 Functionality Index

One-dimensional
continuous

real wavelet transform .......................................................................... nag_cwt_1d_real (c09bac)
discrete

multi-level
inverse wavelet transform ........................................................................ nag_imldwt (c09cdc)
wavelet transform ...................................................................................... nag_mldwt (c09ccc)

single level
inverse wavelet transform ............................................................................ nag_idwt (c09cbc)
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wavelet transform .......................................................................................... nag_dwt (c09cac)
maximal overlap discrete

multi-level
inverse wavelet transform .................................................................. nag_imlmodwt (c09ddc)
wavelet transform ................................................................................. nag_mlmodwt (c09dcc)

single level
inverse wavelet transform ....................................................................... nag_imodwt (c09dbc)
wavelet transform ..................................................................................... nag_modwt (c09dac)

wavelet filter details ............................................................................................... nag_wfilt (c09aac)

Three-dimensional
coefficient extraction ........................................................................ nag_wav_3d_coeff_ext (c09fyc)
coefficient insertion ........................................................................... nag_wav_3d_coeff_ins (c09fzc)
discrete

multi-level
inverse wavelet transform .................................................................. nag_imldwt_3d (c09fdc)
wavelet transform ................................................................................ nag_mldwt_3d (c09fcc)

single level
inverse wavelet transform ...................................................................... nag_idwt_3d (c09fbc)
wavelet transform ..................................................................................... nag_dwt_3d (c09fac)

wavelet filter details ......................................................................................... nag_wfilt_3d (c09acc)

Two-dimensional
coefficient extraction ........................................................................ nag_wav_2d_coeff_ext (c09eyc)
coefficient insertion .......................................................................... nag_wav_2d_coeff_ins (c09ezc)
discrete

multi-level
inverse wavelet transform .................................................................. nag_imldwt_2d (c09edc)
wavelet transform ................................................................................ nag_mldwt_2d (c09ecc)

single level
inverse wavelet transform ...................................................................... nag_idwt_2d (c09ebc)
wavelet transform .................................................................................... nag_dwt_2d (c09eac)

wavelet filter details ......................................................................................... nag_wfilt_2d (c09abc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References
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NAG Library Function Document

nag_wfilt (c09aac)

1 Purpose

nag_wfilt (c09aac) returns the details of the chosen one-dimensional discrete wavelet filter. For a chosen
mother wavelet, discrete wavelet transform type (single-level or multi-level DWT or MODWT) and end
extension method, this function returns the maximum number of levels of resolution (appropriate to a
multi-level transform), the filter length, and the number of approximation coefficients (equal to the
number of detail coefficients) for a single-level DWT or MODWT or the total number of coefficients for
a multi-level DWT or MODWT. This function must be called before any of the one-dimensional
discrete transform functions in this chapter.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wfilt (Nag_Wavelet wavnam, Nag_WaveletTransform wtrans,
Nag_WaveletMode mode, Integer n, Integer *nwlmax, Integer *nf,
Integer *nwc, Integer icomm[], NagError *fail)

3 Description

One-dimensional discrete wavelet transforms (DWT) or maximum overlap wavelet transforms
(MODWT) are characterised by the mother wavelet, the end extension method and whether
multiresolution analysis is to be performed. For the selected combination of choices for these three
characteristics, and for a given length, n, of the input data array, x, nag_wfilt (c09aac) returns the
dimension details for the transform determined by this combination. The dimension details are: lmax , the
maximum number of levels of resolution that that could be computed were a multi-level DWT/
MODWT applied; nf , the filter length; nc the number of approximation (or detail) coefficients for a
single-level DWT/MODWT or the total number of coefficients generated by a multi-level DWT/
MODWT over lmax levels. These values are also stored in the communication array icomm, as are the
input choices, so that they may be conveniently communicated to the one-dimensional transform
functions in this chapter.

4 References

None.

5 Arguments

1: wavnam – Nag_Wavelet Input

On entry: the name of the mother wavelet. See the c09 Chapter Introduction for details.

wavnam ¼ Nag Haar
Haar wavelet.

wavnam ¼ Nag Daubechiesn, where n ¼ 2; 3; . . . ; 10
Daubechies wavelet with n vanishing moments (2n coefficients). For example,
wavnam ¼ Nag Daubechies4 is the name for the Daubechies wavelet with 4 vanishing
moments (8 coefficients).
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wavnam ¼ Nag Biorthogonalx y, where x y can be one of 1_1, 1_3, 1_5, 2_2, 2_4, 2_6, 2_8,
3_1, 3_3, 3_5 or 3_7

Biorthogonal wavelet of order x.y. For example wavnam ¼ Nag Biorthogonal1 1 is the
name for the Biorthogonal wavelet of order 1:1.

Constraint: wavnam ¼ Nag Haar, Nag Daubechies2, Nag Daubechies3, Nag Daubechies4,
Nag Daubechies5, Nag Daubechies6, Nag Daubechies7, Nag Daubechies8, Nag Daubechies9,
Nag Daubechies10, Nag Biorthogonal1 1, Nag Biorthogonal1 3, Nag Biorthogonal1 5,
Nag Biorthogonal2 2, Nag Biorthogonal2 4, Nag Biorthogonal2 6, Nag Biorthogonal2 8,
Nag Biorthogonal3 1, Nag Biorthogonal3 3, Nag Biorthogonal3 5 or Nag Biorthogonal3 7.

2: wtrans – Nag_WaveletTransform Input

On entry: the type of discrete wavelet transform that is to be applied.

wtrans ¼ Nag SingleLevel
Single-level decomposition or reconstruction by discrete wavelet transform.

wtrans ¼ Nag MultiLevel
Multiresolution, by a multi-level DWT or its inverse.

wtrans ¼ Nag MODWTSingle
Single-level decomposition or reconstruction by maximal overlap discrete wavelet
transform.

wtrans ¼ Nag MODWTMulti
Multi-level resolution by a maximal overlap discrete wavelet transform or its inverse.

C o n s t r a i n t : wtrans ¼ Nag SingleLevel, Nag MultiLevel, Nag MODWTSingle o r
Nag MODWTMulti.

3: mode – Nag_WaveletMode Input

On entry: the end extension method. Note that only periodic end extension is currently available
for the MODWT.

mode ¼ Nag Periodic
Periodic end extension.

mode ¼ Nag HalfPointSymmetric
Half-point symmetric end extension.

mode ¼ Nag WholePointSymmetric
Whole-point symmetric end extension.

mode ¼ Nag ZeroPadded
Zero end extension.

Constraints:

mode ¼ Nag Periodic, Nag HalfPointSymmetric, Nag WholePointSymmetric or
Nag ZeroPadded for DWT;
mode ¼ Nag Periodic for MODWT.

4: n – Integer Input

On entry: the number of elements, n, in the input data array, x.

Constraint: n 	 2.

5: nwlmax – Integer * Output

On exit: the maximum number of levels of resolution, lmax , that can be computed when a multi-
level discrete wavelet transform is applied. It is such that 2lmax � n < 2lmaxþ1, for lmax an integer.

c09aac NAG Library Manual

c09aac.2 Mark 26



6: nf – Integer * Output

On exit: the filter length, nf , for the supplied mother wavelet. This is used to determine the
number of coefficients to be generated by the chosen transform.

7: nwc – Integer * Output

On exit: for a single-level transform (wtrans ¼ Nag SingleLevel or Nag MODWTSingle), the
number of approximation coefficients that would be generated for the given problem size, mother
wavelet, extension method and type of transform; this is also the corresponding number of detail
coefficients. For a multi-level transform (wtrans ¼ Nag MultiLevel or Nag MODWTMulti) the
total number of coefficients that would be generated over lmax levels and with
keepa ¼ Nag StoreAll for MODWT.

8: icomm½100� – Integer Communication Array

On exit: contains details of the wavelet transform and the problem dimension which is to be
communicated to the one-dimensional discrete transform functions in this chapter.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

On entry, wtrans ¼ Nag MODWTSingle or Nag MODWTMulti and mode 6¼ Nag Periodic.
Constraint: mode ¼ Nag Periodic when wtrans ¼ Nag MODWTSingle or Nag MODWTMulti.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_wfilt (c09aac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the one-dimensional multi-level resolution for 8 values by a discrete wavelet
transform using the Haar wavelet with zero end extensions. The length of the wavelet filter, the number
of levels of resolution, the number of approximation coefficients at each level and the total number of
wavelet coefficients are printed.

10.1 Program Text

/* nag_wfilt (c09aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>

int main(void)
{

/* Constants */
Integer licomm = 100;
/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, n, nf, nnz, nwc, nwlmax, ny;
Integer *dwtlev = 0, *icomm = 0;
NagError fail;
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
/*Double scalar and array declarations */
double *c = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char mode[24], wavnam[20];

INIT_FAIL(fail);

printf("nag_wfilt (c09aac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read n - length of input data sequence */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(x = NAG_ALLOC(n, double)) ||
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!(y = NAG_ALLOC(n, double)) || !(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read Wavelet name (wavnam) and end mode (mode) */

#ifdef _WIN32
scanf_s("%19s%23s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%19s%23s%*[^\n] ", wavnam, mode);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);
if (n >= 2) {

printf(" Parameters read from file :: \n");
printf(" Wavelet :%15s\n", wavnam);
printf(" End mode :%15s\n", mode);
printf(" N :%15" NAG_IFMT "\n\n", n);
/* Read data array and write it out */
printf("%s\n", " Input Data X :");
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf ", &x[i]);

#else
scanf("%lf ", &x[i]);

#endif
printf("%8.3f%s", x[i], (i + 1) % 8 ? " " : "\n");

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n");
/*
* nag_wfilt (c09aac)
* Wavelet filter query
*/

nag_wfilt(wavnamenum, Nag_MultiLevel, modenum, n, &nwlmax, &nf, &nwc,
icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt (c09aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (!(c = NAG_ALLOC(nwc, double)) ||

!(dwtlev = NAG_ALLOC(nwlmax + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Perform Discrete Wavelet transform */
/*
* nag_mldwt (c09ccc)
* one-dimensional multi-level discrete wavelet transform (mldwt)
*/

nag_mldwt(n, x, nwc, c, nwlmax, dwtlev, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mldwt (c09ccc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Length of wavelet filter : %10" NAG_IFMT "\n", nf);
printf(" Number of Levels : %10" NAG_IFMT "\n",
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nwlmax);
printf(" Number of coefficients in each level : \n");
for (i = 0; i < nwlmax + 1; i++)

printf(" %8" NAG_IFMT "%s", dwtlev[i], (i + 1) % 8 ? " " : "\n");
printf("\n");
printf(" Total number of wavelet coefficients :%10" NAG_IFMT "\n", nwc);
nnz = 0;
for (i = 0; i < nwlmax + 1; i++)

nnz = nnz + dwtlev[i];
printf("\n");
printf(" Wavelet coefficients C : \n");
for (i = 0; i < nnz; i++)

printf("%8.3f%s", c[i], (i + 1) % 8 ? " " : "\n");
printf("\n");
/* Reconstruct original data */
ny = n;
/*
* nag_imldwt (c09cdc)
* one-dimensional inverse multi-level discrete wavelet transform
* (imldwt)
*/

nag_imldwt(nwlmax, nwc, c, n, y, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt (c09cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf(" Reconstruction Y : \n");
for (i = 0; i < ny; i++)

printf("%8.3f%s", y[i], (i + 1) % 8 ? " " : "\n");
}

END:
NAG_FREE(c);
NAG_FREE(dwtlev);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_wfilt (c09aac) Example Program Data
8 : n
Nag_Haar Nag_ZeroPadded : wavnam, mode
2.0
5.0
8.0
9.0
7.0
4.0

-1.0
1.0 : X(1:n)

10.3 Program Results

nag_wfilt (c09aac) Example Program Results

Parameters read from file ::
Wavelet : Nag_Haar
End mode : Nag_ZeroPadded
N : 8

Input Data X :
2.000 5.000 8.000 9.000 7.000 4.000 -1.000 1.000

Length of wavelet filter : 2
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Number of Levels : 3
Number of coefficients in each level :

1 1 2 4
Total number of wavelet coefficients : 8

Wavelet coefficients C :
12.374 4.596 -5.000 5.500 -2.121 -0.707 2.121 -1.414

Reconstruction Y :
2.000 5.000 8.000 9.000 7.000 4.000 -1.000 1.000
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NAG Library Function Document

nag_wfilt_2d (c09abc)

1 Purpose

nag_wfilt_2d (c09abc) returns the details of the chosen two-dimensional discrete wavelet filter. For a
chosen mother wavelet, discrete wavelet transform type (single-level or multi-level DWT) and end
extension method, this function returns the maximum number of levels of resolution (appropriate to a
multi-level transform), the filter length, the total number of approximation, horizontal, vertical and
diagonal coefficients and the number of coefficients in the second dimension for the single-level case.
This function must be called before any of the two-dimensional transform functions in this chapter.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wfilt_2d (Nag_Wavelet wavnam, Nag_WaveletTransform wtrans,
Nag_WaveletMode mode, Integer m, Integer n, Integer *nwlmax,
Integer *nf, Integer *nwct, Integer *nwcn, Integer icomm[],
NagError *fail)

3 Description

Two-dimensional discrete wavelet transforms (DWT) are characterised by the mother wavelet, the end
extension method and whether multiresolution analysis is to be performed. For the selected combination
of choices for these three characteristics, and for given dimensions (m� n) of data matrix A,
nag_wfilt_2d (c09abc) returns the dimension details for the transform determined by this combination.
The dimension details are: lmax , the maximum number of levels of resolution that would be computed
were a multi-level DWT applied; nf , the filter length; nct the total number of approximation, horizontal,
vertical and diagonal coefficients (over all levels in the multi-level DWT case); and ncn, the number of
coefficients in the second dimension for a single-level DWT. These values are also stored in the
communication array icomm, as are the input choices, so that they may be conveniently communicated
to the two-dimensional transform functions in this chapter.

4 References

None.

5 Arguments

1: wavnam – Nag_Wavelet Input

On entry: the name of the mother wavelet. See the c09 Chapter Introduction for details.

wavnam ¼ Nag Haar
Haar wavelet.

wavnam ¼ Nag Daubechiesn, where n ¼ 2; 3; . . . ; 10
Daubechies wavelet with n vanishing moments (2n coefficients). For example,
wavnam ¼ Nag Daubechies4 is the name for the Daubechies wavelet with 4 vanishing
moments (8 coefficients).
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wavnam ¼ Nag Biorthogonalx y, where x y can be one of 1_1, 1_3, 1_5, 2_2, 2_4, 2_6, 2_8,
3_1, 3_3, 3_5 or 3_7

Biorthogonal wavelet of order x.y. For example wavnam ¼ Nag Biorthogonal1 1 is the
name for the Biorthogonal wavelet of order 1:1.

Constraint: wavnam ¼ Nag Haar, Nag Daubechies2, Nag Daubechies3, Nag Daubechies4,
Nag Daubechies5, Nag Daubechies6, Nag Daubechies7, Nag Daubechies8, Nag Daubechies9,
Nag Daubechies10, Nag Biorthogonal1 1, Nag Biorthogonal1 3, Nag Biorthogonal1 5,
Nag Biorthogonal2 2, Nag Biorthogonal2 4, Nag Biorthogonal2 6, Nag Biorthogonal2 8,
Nag Biorthogonal3 1, Nag Biorthogonal3 3, Nag Biorthogonal3 5 or Nag Biorthogonal3 7.

2: wtrans – Nag_WaveletTransform Input

On entry: the type of discrete wavelet transform that is to be applied.

wtrans ¼ Nag SingleLevel
Single-level decomposition or reconstruction by discrete wavelet transform.

wtrans ¼ Nag MultiLevel
Multiresolution, by a multi-level DWT or its inverse.

Constraint: wtrans ¼ Nag SingleLevel or Nag MultiLevel.

3: mode – Nag_WaveletMode Input

On entry: the end extension method.

mode ¼ Nag Periodic
Periodic end extension.

mode ¼ Nag HalfPointSymmetric
Half-point symmetric end extension.

mode ¼ Nag WholePointSymmetric
Whole-point symmetric end extension.

mode ¼ Nag ZeroPadded
Zero end extension.

Constraint: mode ¼ Nag Periodic, Nag HalfPointSymmetric, Nag WholePointSymmetric or
Nag ZeroPadded.

4: m – Integer Input

On entry: the number of elements, m, in the first dimension (number of rows of data matrix A) of
the input data.

Constraint: m 	 2.

5: n – Integer Input

On entry: the number of elements, n, in the second dimension (number of columns of data matrix
A) of the input data.

Constraint: n 	 2.

6: nwlmax – Integer * Output

On exit: the maximum number of levels of resolution, lmax , that can be computed if a multi-level
discrete wavelet transform is applied (wtrans ¼ Nag MultiLevel). It is such that
2lmax � min m;nð Þ < 2lmaxþ1, for lmax an integer.

If wtrans ¼ Nag SingleLevel, nwlmax is not set.
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7: nf – Integer * Output

On exit: the filter length, nf , for the supplied mother wavelet. This is used to determine the
number of coefficients to be generated by the chosen transform.

8: nwct – Integer * Output

On exit: the total number of wavelet coefficients, nct, that will be generated. When
wtrans ¼ Nag SingleLevel the number of rows required in each of the output coefficient
matrices can be calculated as ncm ¼ nct= 4ncnð Þ. When wtrans ¼ Nag MultiLevel the length of
the array used to store all of the coefficient matrices must be at least nct.

9: nwcn – Integer * Output

On exit: for a single-level transform (wtrans ¼ Nag SingleLevel), the number of coefficients that
would be generated in the second dimension, ncn, for each coefficient type. For a multi-level
transform (wtrans ¼ Nag MultiLevel) this is set to 1.

10: icomm½180� – Integer Communication Array

On exit: contains details of the wavelet transform and the problem dimension which is to be
communicated to the two-dimensional discrete transform functions in this chapter.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_wfilt_2d (c09abc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the two-dimensional multi-level resolution for a 6� 6 matrix by a discrete
wavelet transform using the Haar wavelet with whole-point symmetric end extensions. The number of
levels of transformation actually performed is one less than the maximum possible. This number of
levels, the length of the wavelet filter, the total number of coefficients and the number of coefficients in
each dimension for each level are printed along with the vertical detail coefficients from the first level,
before a reconstruction is performed.

10.1 Program Text

/* nag_wfilt_2d (c09abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, lenc, m, n, nf, nwcm, nwcn, nwct, nwlmax, pda, pdb;
Integer want_level, want_coeffs;
/* Arrays */
char mode[24], wavnam[20], title[50];
double *a = 0, *b = 0, *c = 0, *d = 0;
Integer *dwtlevm = 0, *dwtlevn = 0;
Integer icomm[180];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

printf("nag_wfilt_2d (c09abc) Example Program Results\n\n");

/* Skip heading in data file and read problem parameters */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
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#else
scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#endif
pda = m;
pdb = m;

#ifdef _WIN32
scanf_s("%19s%23s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%19s%23s%*[^\n] ", wavnam, mode);
#endif

if (!(a = NAG_ALLOC(pda * n, double)) || !(b = NAG_ALLOC(pdb * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf(" Parameters read from file :: \n");
printf(" MLDWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %" NAG_IFMT "\n", m);
printf(" n : %" NAG_IFMT "\n\n", n);
fflush(stdout);

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read data array and write it out */
#define A(I, J) a[(J-1)*pda + I-1]

for (i = 1; i <= m; i++)
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j));
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, a, pda, "%8.4f",
"Input Data A :", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 0;
goto END;

}

/* nag_wfilt_2d (c09abc).
* Two-dimensional wavelet filter initialization
*/

nag_wfilt_2d(wavnamenum, Nag_MultiLevel, modenum, m, n, &nwlmax, &nf, &nwct,
&nwcn, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt_2d (c09abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
lenc = nwct;
if (!(c = NAG_ALLOC(lenc, double)) ||

!(dwtlevm = NAG_ALLOC(nwlmax, Integer)) ||
!(dwtlevn = NAG_ALLOC(nwlmax, Integer))

)
{

printf("Allocation failure\n");
exit_status = 2;
goto END;

}
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/* nag_mldwt_2d (c09ecc).
* Two-dimensional multi-level discrete wavelet transform
*/

nag_mldwt_2d(m, n, a, pda, lenc, c, nwlmax, dwtlevm, dwtlevn, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mldwt_2d (c09ecc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Print decomposition */
printf("\n Length of wavelet filter : %12s%" NAG_IFMT " \n", "", nf);
printf("\n Number of Levels : %" NAG_IFMT "\n", nwlmax);
printf(" Number of coefficients in 1st dimension for each level :\n");
for (j = 0; j < nwlmax; j++)

printf("%8" NAG_IFMT "%s", dwtlevm[j], (j + 1) % 8 ? " " : "\n");

printf("\n Number of coefficients in 2nd dimension for each level :\n");
for (j = 0; j < nwlmax; j++)

printf("%8" NAG_IFMT "%s", dwtlevn[j], (j + 1) % 8 ? " " : "\n");

printf("\n Total number of wavelet coefficients : ");
printf("%10" NAG_IFMT " \n\n", nwct);
printf(" Wavelet coefficients c : \n");
for (j = 0; j < nwct; j++)

printf("%8.4f%s", c[j], (j + 1) % 8 ? " " : "\n");
printf("\n");

/* Now select a nominated matrix of coefficients at a nominated level.
* Remember that level 0 is input data, 1 first coeffs and so on up to nwlmax,
* which is the deepest level and contains approx. coefficients.
*/

want_level = nwlmax - 1;
/* Print only vertical detail coeffs at selected level. */
want_coeffs = 1;
nwcm = dwtlevm[nwlmax - want_level];
nwcn = dwtlevn[nwlmax - want_level];
if (!(d = NAG_ALLOC(nwcm * nwcn, double)))
{

printf("Allocation failure\n");
exit_status = 4;
goto END;

}

/* nag_wav_2d_coeff_ext (c09aec).
* Extract the selected set of coefficients.
*/

nag_wav_2d_coeff_ext(want_level, want_coeffs, lenc, c, d, nwcm, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wav_2d_coeff_ext (c09aec).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* Print out the selected coefficients */
printf("\n");
fflush(stdout);

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"Type %" NAG_IFMT " coefficients at selected wavelet level "
"%" NAG_IFMT " :", want_coeffs, want_level);

#else
sprintf(title, "Type %" NAG_IFMT " coefficients at selected wavelet level "

"%" NAG_IFMT " :", want_coeffs, want_level);
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, nwcm, nwcn, d, nwcm,
"%8.4f", title, Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, 0, &fail);
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/* nag_imldwt_2d (c09edc).
* Two-dimensional inverse multi-level discrete wavelet transform
*/

nag_imldwt_2d(nwlmax, lenc, c, m, n, b, pdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt_2d (c09edc).\n%s\n", fail.message);
exit_status = 6;
goto END;

}

/* Print reconstruction */
printf("\n");
fflush(stdout);

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Reconstruction B :");
#else

strcpy(title, "Reconstruction B :");
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, b, pdb, "%8.4f",
title,
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0, 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 7;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(dwtlevm);
NAG_FREE(dwtlevn);
return exit_status;

}

10.2 Program Data

nag_wfilt_2d (c09abc) Example Program Data
6 6 : m, n
Nag_Haar Nag_WholePointSymmetric : wavnam, mode
6.0000 7.0000 8.0000 0.0000 1.0000 9.0000
9.0000 1.0000 9.0000 9.0000 2.0000 8.0000
3.0000 0.0000 4.0000 1.0000 3.0000 1.0000
2.0000 5.0000 9.0000 4.0000 4.0000 2.0000
1.0000 8.0000 3.0000 3.0000 5.0000 3.0000
8.0000 1.0000 6.0000 4.0000 6.0000 1.0000 : data matrix A

10.3 Program Results

nag_wfilt_2d (c09abc) Example Program Results

Parameters read from file ::
MLDWT :: Wavelet : Nag_Haar

End mode : Nag_WholePointSymmetric
m : 6
n : 6

Input Data A :
6.0000 7.0000 8.0000 0.0000 1.0000 9.0000
9.0000 1.0000 9.0000 9.0000 2.0000 8.0000
3.0000 0.0000 4.0000 1.0000 3.0000 1.0000
2.0000 5.0000 9.0000 4.0000 4.0000 2.0000
1.0000 8.0000 3.0000 3.0000 5.0000 3.0000
8.0000 1.0000 6.0000 4.0000 6.0000 1.0000
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Length of wavelet filter : 2

Number of Levels : 2
Number of coefficients in 1st dimension for each level :

2 3
Number of coefficients in 2nd dimension for each level :

2 3
Total number of wavelet coefficients : 43

Wavelet coefficients c :
19.2500 15.5000 18.5000 14.7500 -2.7500 -1.5000 -3.5000 -2.2500
5.2500 1.5000 4.5000 0.7500 1.2500 2.5000 0.5000 1.7500
3.5000 0.0000 0.0000 4.0000 4.0000 1.0000 -7.0000 2.0000
3.5000 1.5000 -2.0000 0.0000 -5.0000 -4.0000 -2.0000 0.0000

-1.0000 0.5000 -4.5000 3.0000 -7.0000 4.0000 -1.0000 -1.0000
-1.0000 0.0000 -1.5000

Type 1 coefficients at selected wavelet level 1 :
3.5000 4.0000 -7.0000
0.0000 4.0000 2.0000
0.0000 1.0000 3.5000

Reconstruction B :
6.0000 7.0000 8.0000 0.0000 1.0000 9.0000
9.0000 1.0000 9.0000 9.0000 2.0000 8.0000
3.0000 0.0000 4.0000 1.0000 3.0000 1.0000
2.0000 5.0000 9.0000 4.0000 4.0000 2.0000
1.0000 8.0000 3.0000 3.0000 5.0000 3.0000
8.0000 1.0000 6.0000 4.0000 6.0000 1.0000
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NAG Library Function Document

nag_wfilt_3d (c09acc)

1 Purpose

nag_wfilt_3d (c09acc) returns the details of the chosen three-dimensional discrete wavelet filter. For a
chosen mother wavelet, discrete wavelet transform type (single-level or multi-level DWT) and end
extension method, this function returns the maximum number of levels of resolution (appropriate to a
multi-level transform), the filter length, the total number of coefficients and the number of wavelet
coefficients in the second and third dimensions for the single-level case. This function must be called
before any of the three-dimensional transform functions in this chapter.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wfilt_3d (Nag_Wavelet wavnam, Nag_WaveletTransform wtrans,
Nag_WaveletMode mode, Integer m, Integer n, Integer fr, Integer *nwlmax,
Integer *nf, Integer *nwct, Integer *nwcn, Integer *nwcfr,
Integer icomm[], NagError *fail)

3 Description

Three-dimensional discrete wavelet transforms (DWT) are characterised by the mother wavelet, the end
extension method and whether multiresolution analysis is to be performed. For the selected combination
of choices for these three characteristics, and for given dimensions (m� n� fr) of data array A,
nag_wfilt_3d (c09acc) returns the dimension details for the transform determined by this combination.
The dimension details are: lmax , the maximum number of levels of resolution that would be computed
were a multi-level DWT applied; nf , the filter length; nct the total number of wavelet coefficients (over
all levels in the multi-level DWT case); ncn, the number of coefficients in the second dimension for a
single-level DWT; and ncfr, the number of coefficients in the third dimension for a single-level DWT.
These values are also stored in the communication array icomm, as are the input choices, so that they
may be conveniently communicated to the three-dimensional transform functions in this chapter.

4 References

None.

5 Arguments

1: wavnam – Nag_Wavelet Input

On entry: the name of the mother wavelet. See the c09 Chapter Introduction for details.

wavnam ¼ Nag Haar
Haar wavelet.

wavnam ¼ Nag Daubechiesn, where n ¼ 2; 3; . . . ; 10
Daubechies wavelet with n vanishing moments (2n coefficients). For example,
wavnam ¼ Nag Daubechies4 is the name for the Daubechies wavelet with 4 vanishing
moments (8 coefficients).
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wavnam ¼ Nag Biorthogonalx y, where x y can be one of 1_1, 1_3, 1_5, 2_2, 2_4, 2_6, 2_8,
3_1, 3_3, 3_5 or 3_7

Biorthogonal wavelet of order x.y. For example wavnam ¼ Nag Biorthogonal1 1 is the
name for the Biorthogonal wavelet of order 1:1.

Constraint: wavnam ¼ Nag Haar, Nag Daubechies2, Nag Daubechies3, Nag Daubechies4,
Nag Daubechies5, Nag Daubechies6, Nag Daubechies7, Nag Daubechies8, Nag Daubechies9,
Nag Daubechies10, Nag Biorthogonal1 1, Nag Biorthogonal1 3, Nag Biorthogonal1 5,
Nag Biorthogonal2 2, Nag Biorthogonal2 4, Nag Biorthogonal2 6, Nag Biorthogonal2 8,
Nag Biorthogonal3 1, Nag Biorthogonal3 3, Nag Biorthogonal3 5 or Nag Biorthogonal3 7.

2: wtrans – Nag_WaveletTransform Input

On entry: the type of discrete wavelet transform that is to be applied.

wtrans ¼ Nag SingleLevel
Single-level decomposition or reconstruction by discrete wavelet transform.

wtrans ¼ Nag MultiLevel
Multiresolution, by a multi-level DWT or its inverse.

Constraint: wtrans ¼ Nag SingleLevel or Nag MultiLevel.

3: mode – Nag_WaveletMode Input

On entry: the end extension method.

mode ¼ Nag Periodic
Periodic end extension.

mode ¼ Nag HalfPointSymmetric
Half-point symmetric end extension.

mode ¼ Nag WholePointSymmetric
Whole-point symmetric end extension.

mode ¼ Nag ZeroPadded
Zero end extension.

Constraint: mode ¼ Nag Periodic, Nag HalfPointSymmetric, Nag WholePointSymmetric or
Nag ZeroPadded.

4: m – Integer Input

On entry: the number of elements, m, in the first dimension (number of rows of each two-
dimensional frame) of the input data, A.

Constraint: m 	 2.

5: n – Integer Input

On entry: the number of elements, n, in the second dimension (number of columns of each two-
dimensional frame) of the input data, A.

Constraint: n 	 2.

6: fr – Integer Input

On entry: the number of elements, fr , in the third dimension (number of frames) of the input
data, A.

Constraint: fr 	 2.
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7: nwlmax – Integer * Output

On exit: the maximum number of levels of resolution, lmax , that can be computed if a multi-level
discrete wavelet transform is applied (wtrans ¼ Nag MultiLevel). It is such that
2lmax � min m;n; frð Þ < 2lmaxþ1, for lmax an integer.

If wtrans ¼ Nag SingleLevel, nwlmax is not set.

8: nf – Integer * Output

On exit: the filter length, nf , for the supplied mother wavelet. This is used to determine the
number of coefficients to be generated by the chosen transform.

9: nwct – Integer * Output

On exit: the total number of wavelet coefficients, nct, that will be generated. When
wtrans ¼ Nag SingleLevel the number of rows required (i.e., the first dimension of each two-
dimensional frame) in each of the output coefficient arrays can be calculated as
ncm ¼ nct= 8� ncn � ncfrð Þ. When wtrans ¼ Nag MultiLevel the length of the array used to
store all of the coefficient matrices must be at least nct.

10: nwcn – Integer * Output

On exit: for a single-level transform (wtrans ¼ Nag SingleLevel), the number of coefficients that
would be generated in the second dimension, ncn, for each coefficient type. For a multi-level
transform (wtrans ¼ Nag MultiLevel) this is set to 1.

11: nwcfr – Integer * Output

On exit: for a single-level transform (wtrans ¼ Nag SingleLevel), the number of coefficients that
would be generated in the third dimension, ncfr, for each coefficient type. For a multi-level
transform (wtrans ¼ Nag MultiLevel) this is set to 1.

12: icomm½260� – Integer Communication Array

On exit: contains details of the wavelet transform and the problem dimension which is to be
communicated to the two-dimensional discrete transform functions in this chapter.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, fr ¼ valueh i.
Constraint: fr 	 2.

On entry, m ¼ valueh i.
Constraint: m 	 2.
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On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_wfilt_3d (c09acc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the three-dimensional multi-level resolution for 8� 8� 8 input data by a
discrete wavelet transform using the Daubechies wavelet with four vanishing moments (see
wavnam ¼ Nag Daubechies4 in nag_wfilt_3d (c09acc)) and zero end extension. The number of levels
of transformation actually performed is one less than the maximum possible. This number of levels, the
length of the wavelet filter, the total number of coefficients and the number of coefficients in each
dimension for each level are printed along with the approximation coefficients before a reconstruction is
performed. This example also demonstrates in general how to access any set of coefficients at any level
following a multi-level transform.

10.1 Program Text

/* nag_wfilt_3d (c09acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagx02.h>

#define A(I,J,K) a[I-1 + (J-1)* lda + (K-1)* lda * sda]
#define B(I,J,K) b[I-1 + (J-1)* ldb + (K-1)* ldb * sdb]
#define D(I,J,K) d[I-1 + (J-1)* ldd + (K-1)* ldd * sdd]

int main(void)
{

/* Scalars */
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Integer exit_status = 0;
Integer i, j, k, lda, ldb, ldd, lenc, nwlmax, m, n, fr;
Integer nwcfr, nwcm, nwcn, nwct, nwl, sda, sdb, sdd, nf;
Integer want_coeffs, want_level;
double frob, esq, eps;
/* Arrays */
char mode[25], wavnam[25];
double *a = 0, *b = 0, *c = 0, *d = 0;
Integer *dwtlvfr = 0, *dwtlvm = 0, *dwtlvn = 0;
Integer icomm[260];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

printf("nag_wfilt_3d (c09acc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file and read problem parameters */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,
&fr);

#else
scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,

&fr);
#endif

lda = m;
sda = n;
ldb = m;
sdb = n;

#ifdef _WIN32
scanf_s("%24s%24s%*[^\n]\n", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%24s%24s%*[^\n]\n", wavnam, mode);
#endif

if (!(a = NAG_ALLOC((lda) * (sda) * (fr), double)) ||
!(b = NAG_ALLOC((ldb) * (sdb) * (fr), double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("Parameters read from file :: \n");
printf(" MLDWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %4" NAG_IFMT "\n", m);
printf(" n : %4" NAG_IFMT "\n", n);
printf(" fr : %4" NAG_IFMT "\n\n", fr);

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read data array */
for (k = 1; k <= fr; k++) {

for (i = 1; i <= m; i++) {
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j, k));

#else
for (j = 1; j <= n; j++)
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scanf("%lf", &A(i, j, k));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Print out the input data */
printf("Input Data :\n\n");
for (k = 1; k <= fr; k++) {

/* nag_gen_real_mat_print_comp (x04cbc).
* Prints out a matrix.
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &A(1, 1, k), lda,

"%6.2f", " ", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
printf("\n");

}

/*
* nag_wfilt_3d (c09acc).
* Three-dimensional wavelet filter initialization
*/

nag_wfilt_3d(wavnamenum, Nag_MultiLevel, modenum, m, n, fr, &nwlmax, &nf,
&nwct, &nwcn, &nwcfr, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt_3d (c09acc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Transform one less than the max possible number of levels. */
nwl = nwlmax - 1;
lenc = nwct;
if (!(c = NAG_ALLOC((lenc), double)) ||

!(dwtlvm = NAG_ALLOC((nwl), Integer)) ||
!(dwtlvn = NAG_ALLOC((nwl), Integer)) ||
!(dwtlvfr = NAG_ALLOC((nwl), Integer)))

{
printf("Allocation failure\n");
exit_status = 4;
goto END;

}

/* nag_mldwt_3d (c09fcc).
* Three-dimensional multi-level discrete wavelet transform
*/

nag_mldwt_3d(m, n, fr, a, lda, sda, lenc, c,
nwl, dwtlvm, dwtlvn, dwtlvfr, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mldwt_3d (c09fcc).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* nag_wfilt_3d (c09acc) returns nwct based on max levels, so recalculate
* for the number of levels required, nwl.
*/

nwct = dwtlvm[0] * dwtlvn[0] * dwtlvfr[0];
for (i = 0; i < nwl; i++)

nwct += 7 * dwtlvm[i] * dwtlvn[i] * dwtlvfr[i];
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printf("Number of Levels : %4" NAG_IFMT "\n", nwl);
printf("Length of wavelet filter : %4" NAG_IFMT "\n", nf);
printf("Total number of wavelet coefficients : %4" NAG_IFMT "\n", nwct);
printf("Number of coefficients in 1st dimension for each level:\n");
for (i = 0; i < nwl; i++) {

printf("%4" NAG_IFMT "%s", dwtlvm[i], i + 1 % 8 ? "" : "\n");
}
printf("\nNumber of coefficients in 2nd dimension for each level:\n");
for (i = 0; i < nwl; i++) {

printf("%4" NAG_IFMT "%s", dwtlvn[i], i + 1 % 8 ? "" : "\n");
}
printf("\nNumber of coefficients in 3rd dimension for each level:\n");
for (i = 0; i < nwl; i++) {

printf("%4" NAG_IFMT "%s", dwtlvfr[i], i + 1 % 8 ? "" : "\n");
}
printf("\n\n");

/* Select the deepest level. */
want_level = nwl;
/* Select the approximation coefficients. */
want_coeffs = 0;

/* Use the extraction routine c09afc to retrieve the required
* coefficients.
*/

nwcm = dwtlvm[nwl - want_level];
nwcn = dwtlvn[nwl - want_level];
nwcfr = dwtlvfr[nwl - want_level];
ldd = nwcm;
sdd = nwcn;
if (!(d = NAG_ALLOC((ldd) * (sdd) * (nwcfr), double)))
{

printf("Allocation failure\n");
exit_status = 6;
goto END;

}

/* nag_wav_3d_coeff_ext (c09fcc).
* Extract the desired coefficients.
*/

nag_wav_3d_coeff_ext(want_level, want_coeffs, lenc, c, d, ldd, sdd, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wav_3d_coeff_ext (c09afc).\n%s\n", fail.message);
exit_status = 7;
goto END;

}

/* Print the details of the level */
printf("-----------------------------------------------------\n");
printf("Level : %4" NAG_IFMT "", want_level);
printf("; output is %4" NAG_IFMT "", nwcm);
printf(" by %4" NAG_IFMT "", nwcn);
printf(" by %4" NAG_IFMT "\n", nwcfr);
printf("-----------------------------------------------------\n\n");

/* Print out the selected set of coefficients */
switch (want_coeffs) {
case 0:

printf("Approximation coefficients (LLL)\n");
break;

case 1:
printf("Detail coefficients (LLH)\n");
break;

case 2:
printf("Detail coefficients (LHL)\n");
break;

case 3:
printf("Detail coefficients (LHH)\n");
break;
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case 4:
printf("Detail coefficients (HLL)\n");
break;

case 5:
printf("Detail coefficients (HLH)\n");
break;

case 6:
printf("Detail coefficients (HHL)\n");
break;

case 7:
printf("Detail coefficients (HHH)\n");
break;

}

printf("Level %4" NAG_IFMT ":\n", want_level);
for (k = 1; k <= nwcfr; k++) {

printf(" Frame %4" NAG_IFMT " :\n", k);
for (i = 1; i <= nwcm; i++) {

for (j = 1; j <= nwcn; j++) {
printf("%9.3f%s", D(i, j, k), j % 8 ? "" : "\n");

}
printf("\n");

}
}

/* nag_imldwt_3d (c09fdc).
* Three-dimensional inverse multi-level discrete wavelet transform
*/

nag_imldwt_3d(nwl, lenc, c, m, n, fr, b, ldb, sdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt_3d (c09fdc).\n%s\n", fail.message);
exit_status = 8;
goto END;

}

/* Check reconstruction matches original */
eps = 40.0 * (double) (m + n + fr) * nag_machine_precision;

frob = 0.0;
for (k = 1; k <= fr; k++) {

esq = 0.0;
for (j = 1; j <= n; j++) {

for (i = 1; i <= m; i++)
esq = esq + pow(B(i, j, k) - A(i, j, k), 2);

}
frob = MAX(frob, sqrt(esq));

}

if (frob > eps) {
printf("\nFail: Frobenius norm of B-A, where A is the original \n"

"data and B is the reconstrucion, is too large.\n");
}
else {

printf("\nSuccess: the reconstruction matches the original.\n");
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(dwtlvfr);
NAG_FREE(dwtlvm);
NAG_FREE(dwtlvn);
return exit_status;

}
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10.2 Program Data

nag_wfilt_3d (c09acc) Example Program Data

8 8 8 : m, n, fr

Nag_Daubechies4
Nag_ZeroPadded : wavnam, mode

10.0 31.0 4.0 10.0 13.0 15.0 4.0 6.0
26.0 24.0 3.0 18.0 17.0 22.0 20.0 5.0
6.0 5.0 6.0 11.0 22.0 23.0 23.0 1.0
9.0 15.0 18.0 1.0 30.0 24.0 8.0 1.0

18.0 4.0 26.0 20.0 31.0 21.0 4.0 6.0
25.0 23.0 25.0 14.0 13.0 3.0 3.0 29.0
22.0 29.0 7.0 29.0 13.0 31.0 3.0 12.0
22.0 3.0 30.0 5.0 10.0 4.0 1.0 19.0 : frame 1

1.0 2.0 14.0 31.0 19.0 28.0 6.0 15.0
26.0 25.0 25.0 4.0 5.0 15.0 24.0 5.0
1.0 29.0 8.0 18.0 22.0 18.0 31.0 23.0
8.0 4.0 16.0 21.0 14.0 2.0 2.0 21.0

10.0 3.0 14.0 3.0 25.0 10.0 24.0 15.0
3.0 16.0 26.0 21.0 16.0 19.0 25.0 27.0

28.0 29.0 1.0 20.0 3.0 24.0 31.0 28.0
31.0 28.0 14.0 30.0 13.0 29.0 20.0 4.0 : frame 2

31.0 26.0 23.0 5.0 22.0 1.0 16.0 8.0
21.0 1.0 29.0 10.0 23.0 14.0 9.0 3.0
20.0 10.0 11.0 22.0 26.0 31.0 3.0 21.0
9.0 24.0 19.0 3.0 4.0 1.0 13.0 29.0

18.0 16.0 5.0 6.0 9.0 16.0 8.0 16.0
32.0 19.0 32.0 1.0 6.0 4.0 1.0 17.0
29.0 29.0 2.0 29.0 27.0 25.0 31.0 6.0
28.0 15.0 15.0 22.0 18.0 1.0 18.0 14.0 : frame 3

15.0 9.0 4.0 14.0 26.0 10.0 3.0 28.0
21.0 24.0 32.0 27.0 1.0 27.0 8.0 16.0
10.0 27.0 29.0 15.0 13.0 1.0 5.0 16.0
4.0 1.0 8.0 31.0 14.0 6.0 5.0 27.0
1.0 19.0 11.0 31.0 12.0 31.0 17.0 26.0

27.0 1.0 16.0 6.0 18.0 2.0 17.0 17.0
30.0 9.0 15.0 32.0 32.0 29.0 16.0 2.0
3.0 11.0 26.0 2.0 23.0 8.0 10.0 31.0 : frame 4

12.0 7.0 6.0 12.0 1.0 13.0 30.0 26.0
27.0 27.0 20.0 16.0 30.0 28.0 13.0 30.0
29.0 15.0 15.0 5.0 1.0 13.0 31.0 2.0
31.0 21.0 27.0 30.0 8.0 7.0 11.0 3.0
17.0 4.0 6.0 1.0 9.0 25.0 3.0 15.0
12.0 18.0 16.0 5.0 9.0 16.0 6.0 13.0
3.0 5.0 26.0 30.0 19.0 11.0 32.0 24.0
6.0 16.0 7.0 15.0 31.0 10.0 20.0 14.0 : frame 5

20.0 7.0 17.0 11.0 4.0 21.0 25.0 17.0
18.0 22.0 22.0 6.0 1.0 5.0 15.0 17.0
25.0 24.0 16.0 13.0 19.0 16.0 23.0 10.0
1.0 31.0 5.0 13.0 11.0 12.0 1.0 18.0
1.0 27.0 9.0 5.0 29.0 26.0 23.0 13.0
2.0 17.0 17.0 14.0 31.0 21.0 16.0 5.0

26.0 21.0 10.0 21.0 9.0 11.0 1.0 15.0
8.0 15.0 18.0 4.0 16.0 9.0 3.0 29.0 : frame 6

26.0 2.0 30.0 26.0 7.0 4.0 9.0 1.0
15.0 2.0 10.0 22.0 16.0 15.0 4.0 3.0
4.0 7.0 32.0 27.0 7.0 5.0 17.0 4.0

22.0 30.0 6.0 18.0 32.0 2.0 1.0 31.0
15.0 19.0 20.0 12.0 10.0 28.0 27.0 3.0
26.0 31.0 21.0 2.0 27.0 10.0 22.0 13.0
32.0 3.0 27.0 23.0 1.0 11.0 4.0 26.0
3.0 1.0 31.0 21.0 27.0 21.0 14.0 9.0 : frame 7
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2.0 16.0 16.0 23.0 23.0 9.0 27.0 12.0
15.0 17.0 20.0 27.0 5.0 4.0 18.0 16.0
29.0 32.0 20.0 8.0 14.0 32.0 11.0 4.0
28.0 1.0 15.0 19.0 14.0 9.0 30.0 18.0
20.0 2.0 8.0 11.0 20.0 24.0 14.0 3.0
18.0 15.0 16.0 3.0 23.0 1.0 19.0 31.0
32.0 27.0 28.0 9.0 15.0 23.0 9.0 13.0
1.0 24.0 30.0 4.0 18.0 11.0 1.0 22.0 : frame 8

10.3 Program Results

nag_wfilt_3d (c09acc) Example Program Results

Parameters read from file ::
MLDWT :: Wavelet : Nag_Daubechies4

End mode : Nag_ZeroPadded
m : 8
n : 8
fr : 8

Input Data :

10.00 31.00 4.00 10.00 13.00 15.00 4.00 6.00
26.00 24.00 3.00 18.00 17.00 22.00 20.00 5.00
6.00 5.00 6.00 11.00 22.00 23.00 23.00 1.00
9.00 15.00 18.00 1.00 30.00 24.00 8.00 1.00

18.00 4.00 26.00 20.00 31.00 21.00 4.00 6.00
25.00 23.00 25.00 14.00 13.00 3.00 3.00 29.00
22.00 29.00 7.00 29.00 13.00 31.00 3.00 12.00
22.00 3.00 30.00 5.00 10.00 4.00 1.00 19.00

1.00 2.00 14.00 31.00 19.00 28.00 6.00 15.00
26.00 25.00 25.00 4.00 5.00 15.00 24.00 5.00
1.00 29.00 8.00 18.00 22.00 18.00 31.00 23.00
8.00 4.00 16.00 21.00 14.00 2.00 2.00 21.00

10.00 3.00 14.00 3.00 25.00 10.00 24.00 15.00
3.00 16.00 26.00 21.00 16.00 19.00 25.00 27.00

28.00 29.00 1.00 20.00 3.00 24.00 31.00 28.00
31.00 28.00 14.00 30.00 13.00 29.00 20.00 4.00

31.00 26.00 23.00 5.00 22.00 1.00 16.00 8.00
21.00 1.00 29.00 10.00 23.00 14.00 9.00 3.00
20.00 10.00 11.00 22.00 26.00 31.00 3.00 21.00
9.00 24.00 19.00 3.00 4.00 1.00 13.00 29.00

18.00 16.00 5.00 6.00 9.00 16.00 8.00 16.00
32.00 19.00 32.00 1.00 6.00 4.00 1.00 17.00
29.00 29.00 2.00 29.00 27.00 25.00 31.00 6.00
28.00 15.00 15.00 22.00 18.00 1.00 18.00 14.00

15.00 9.00 4.00 14.00 26.00 10.00 3.00 28.00
21.00 24.00 32.00 27.00 1.00 27.00 8.00 16.00
10.00 27.00 29.00 15.00 13.00 1.00 5.00 16.00
4.00 1.00 8.00 31.00 14.00 6.00 5.00 27.00
1.00 19.00 11.00 31.00 12.00 31.00 17.00 26.00

27.00 1.00 16.00 6.00 18.00 2.00 17.00 17.00
30.00 9.00 15.00 32.00 32.00 29.00 16.00 2.00
3.00 11.00 26.00 2.00 23.00 8.00 10.00 31.00

12.00 7.00 6.00 12.00 1.00 13.00 30.00 26.00
27.00 27.00 20.00 16.00 30.00 28.00 13.00 30.00
29.00 15.00 15.00 5.00 1.00 13.00 31.00 2.00
31.00 21.00 27.00 30.00 8.00 7.00 11.00 3.00
17.00 4.00 6.00 1.00 9.00 25.00 3.00 15.00
12.00 18.00 16.00 5.00 9.00 16.00 6.00 13.00
3.00 5.00 26.00 30.00 19.00 11.00 32.00 24.00
6.00 16.00 7.00 15.00 31.00 10.00 20.00 14.00

20.00 7.00 17.00 11.00 4.00 21.00 25.00 17.00
18.00 22.00 22.00 6.00 1.00 5.00 15.00 17.00
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25.00 24.00 16.00 13.00 19.00 16.00 23.00 10.00
1.00 31.00 5.00 13.00 11.00 12.00 1.00 18.00
1.00 27.00 9.00 5.00 29.00 26.00 23.00 13.00
2.00 17.00 17.00 14.00 31.00 21.00 16.00 5.00

26.00 21.00 10.00 21.00 9.00 11.00 1.00 15.00
8.00 15.00 18.00 4.00 16.00 9.00 3.00 29.00

26.00 2.00 30.00 26.00 7.00 4.00 9.00 1.00
15.00 2.00 10.00 22.00 16.00 15.00 4.00 3.00
4.00 7.00 32.00 27.00 7.00 5.00 17.00 4.00

22.00 30.00 6.00 18.00 32.00 2.00 1.00 31.00
15.00 19.00 20.00 12.00 10.00 28.00 27.00 3.00
26.00 31.00 21.00 2.00 27.00 10.00 22.00 13.00
32.00 3.00 27.00 23.00 1.00 11.00 4.00 26.00
3.00 1.00 31.00 21.00 27.00 21.00 14.00 9.00

2.00 16.00 16.00 23.00 23.00 9.00 27.00 12.00
15.00 17.00 20.00 27.00 5.00 4.00 18.00 16.00
29.00 32.00 20.00 8.00 14.00 32.00 11.00 4.00
28.00 1.00 15.00 19.00 14.00 9.00 30.00 18.00
20.00 2.00 8.00 11.00 20.00 24.00 14.00 3.00
18.00 15.00 16.00 3.00 23.00 1.00 19.00 31.00
32.00 27.00 28.00 9.00 15.00 23.00 9.00 13.00
1.00 24.00 30.00 4.00 18.00 11.00 1.00 22.00

Number of Levels : 2
Length of wavelet filter : 8
Total number of wavelet coefficients : 5145
Number of coefficients in 1st dimension for each level:

7 7
Number of coefficients in 2nd dimension for each level:

7 7
Number of coefficients in 3rd dimension for each level:

7 7

-----------------------------------------------------
Level : 2; output is 7 by 7 by 7
-----------------------------------------------------

Approximation coefficients (LLL)
Level 2:
Frame 1 :

-0.000 -0.000 0.000 0.000 0.000 0.000 0.000
-0.000 -0.000 0.000 -0.000 0.000 -0.001 -0.000
0.000 0.000 -0.000 -0.000 -0.002 0.004 -0.000

-0.000 -0.000 -0.000 0.002 0.003 -0.012 0.001
0.000 -0.000 -0.002 0.001 0.093 0.116 0.000
0.000 -0.001 0.001 -0.006 0.158 0.093 0.010
0.000 -0.000 0.000 -0.001 0.012 0.006 0.001

Frame 2 :
-0.000 0.000 0.000 -0.000 -0.001 -0.001 -0.000
0.000 -0.000 0.000 -0.001 0.003 0.004 0.000
0.000 -0.000 -0.001 0.003 0.013 -0.006 -0.003

-0.000 0.000 0.003 -0.007 -0.071 0.007 0.015
-0.000 0.004 -0.015 0.041 -0.368 -0.343 -0.068
-0.001 0.000 0.024 -0.087 -0.499 -0.581 -0.067
-0.000 -0.000 0.005 -0.013 -0.080 -0.073 -0.005

Frame 3 :
0.000 0.000 -0.000 0.001 0.001 0.003 0.000

-0.000 0.000 -0.001 0.004 -0.022 0.001 -0.001
-0.000 -0.001 0.007 -0.013 0.045 -0.073 0.007
0.001 0.003 -0.014 -0.001 0.087 0.326 -0.049
0.001 -0.017 0.069 -0.068 0.591 -0.172 0.394
0.002 0.012 -0.122 0.419 -0.527 1.229 0.162
0.000 0.003 -0.018 0.040 0.115 0.282 0.010

Frame 4 :
-0.000 -0.000 0.001 -0.003 0.006 -0.010 -0.003
0.000 -0.001 0.004 -0.011 0.095 -0.018 -0.001
0.000 0.006 -0.030 0.059 -0.392 0.365 0.013

-0.002 -0.016 0.068 -0.064 0.537 -1.457 0.030
-0.007 0.059 -0.149 -0.105 -2.969 0.111 -1.419
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-0.002 -0.042 0.260 -0.728 2.468 -4.177 -0.512
0.000 -0.008 0.027 -0.021 -0.122 -0.998 -0.071

Frame 5 :
0.000 -0.000 -0.001 -0.001 0.080 0.101 0.014

-0.001 0.003 -0.002 -0.002 -0.530 -0.571 -0.044
-0.001 -0.016 0.080 -0.186 0.418 0.493 0.009
0.010 0.052 -0.414 1.126 0.611 -0.004 -0.129
0.083 -0.472 0.959 -2.951 84.849 91.369 10.175
0.160 -0.319 -0.896 1.855 106.190 117.275 12.990
0.021 -0.021 -0.218 0.496 12.532 12.975 1.342

Frame 6 :
0.000 -0.000 -0.001 0.000 0.095 0.134 0.016

-0.001 0.005 -0.005 0.001 -0.701 -0.367 -0.023
-0.001 -0.013 0.035 -0.040 1.395 -0.223 -0.140
0.003 0.017 -0.025 -0.049 -3.242 -0.351 0.328
0.137 -0.480 -0.144 0.607 105.581 101.777 10.072
0.136 -0.613 0.874 -2.862 121.107 124.422 13.705
0.007 -0.094 0.431 -1.415 12.937 13.126 1.602

Frame 7 :
0.000 -0.000 0.001 -0.002 0.013 0.016 0.001

-0.000 0.001 0.000 -0.004 -0.081 -0.038 -0.002
0.001 0.000 -0.021 0.082 0.085 -0.027 -0.015

-0.003 -0.007 0.104 -0.349 0.014 -0.131 0.029
0.018 -0.036 -0.097 0.142 11.444 11.628 0.978
0.019 -0.076 0.023 0.104 13.727 13.307 1.563
0.000 -0.016 0.075 -0.204 1.629 1.283 0.155

Success: the reconstruction matches the original.
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NAG Library Function Document

nag_cwt_1d_real (c09bac)

1 Purpose

nag_cwt_1d_real (c09bac) computes the real, continuous wavelet transform in one dimension.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_cwt_1d_real (Nag_Wavelet wavnam, Integer wparam, Integer n,
const double x[], Integer nscal, const Integer scales[], double c[],
NagError *fail)

3 Description

nag_cwt_1d_real (c09bac) computes the real part of the one-dimensional, continuous wavelet transform

Cs;k ¼
Z
R

x tð Þ 1ffiffiffi
s
p  �

t� k
s

� �
dt;

of a signal x tð Þ at scale s and position k, where the signal is sampled discretely at n equidistant points
xi, for i ¼ 1; 2; . . . ; n.  is the wavelet function, which can be chosen to be the Morlet wavelet, the
derivatives of a Gaussian or the Mexican hat wavelet (� denotes the complex conjugate). The integrals
of the scaled, shifted wavelet function are approximated and the convolution is then computed.

The mother wavelets supplied for use with this function are defined as follows.

1. The Morlet wavelet (real part) with nondimensional wave number � is

 xð Þ ¼ 1

	1=4
cos �xð Þ � e��2=2
� �

e�x
2=2;

where the correction term, e��
2=2 (required to satisfy the admissibility condition) is included.

2. The derivatives of a Gaussian are obtained from

 ̂ mð Þ xð Þ ¼
dm e�x

2
� �
dxm

;

taking m ¼ 1; . . . ; 8. These are the Hermite polynomials multiplied by the Gaussian. The sign is
then adjusted to give  ̂ mð Þ 0ð Þ > 0 when m is even while the sign of the succeeding odd derivative,
 ̂ mþ1ð Þ, is made consistent with the preceding even numbered derivative. They are normalized by
the L2-norm,

pm ¼
Z 1
�1

 ̂ mð Þ xð Þ
h i2

dx

� �1=2

The resulting normalized derivatives can be written in terms of the Hermite polynomials, Hm xð Þ,
as

 mð Þ xð Þ ¼ �Hm xð Þe�x2

pm
;

where
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� ¼ 1; when m ¼ 0; 3 mod 4;
�1; when m ¼ 1; 2 mod 4:



Thus, the derivatives of a Gaussian provided here are,

 1ð Þ xð Þ ¼ � 2

	

� �1=4

2xe�x
2
;

 2ð Þ xð Þ ¼ � 2

	

� �1=4 1ffiffiffi
3
p 4x2 � 2
� �

e�x
2
;

 3ð Þ xð Þ ¼ 2

	

� �1=4 1ffiffiffiffiffi
15
p 8x3 � 12x

� �
e�x

2
;

 4ð Þ xð Þ ¼ 2

	

� �1=4 1ffiffiffiffiffiffiffiffi
105
p 16x4 � 48x2 þ 12

� �
e�x

2
;

 5ð Þ xð Þ ¼ � 2

	

� �1=4 1

3
ffiffiffiffiffiffiffiffi
105
p 32x5 � 160x3 þ 120x

� �
e�x

2
;

 6ð Þ xð Þ ¼ � 2

	

� �1=4 1

3
ffiffiffiffiffiffiffiffiffiffi
1155
p 64x6 � 480x4 þ 720x2 � 120

� �
e�x

2
;

 7ð Þ xð Þ ¼ 2

	

� �1=4 1

3
ffiffiffiffiffiffiffiffiffiffiffiffiffi
15015
p 128x7 � 1344x5 þ 3360x3 � 1680x

� �
e�x

2
;

 8ð Þ xð Þ ¼ 2

	

� �1=4 1

45
ffiffiffiffiffiffiffiffiffiffi
1001
p 256x8 � 3584x6 þ 13440x4 � 13440x2 þ 1680

� �
e�x

2
:

3. The second derivative of a Gaussian is known as the Mexican hat wavelet and is supplied as an
additional function in the form

 xð Þ ¼ 2ffiffiffi
3
p

	1=4
� � 1� x2

� �
e�x

2=2:

The remaining normalized derivatives of a Gaussian can be expressed as multiples of the
exponential e�t

2=2 by applying the substitution x ¼ t=
ffiffiffi
2
p

followed by multiplication with the
scaling factor, 1=

ffiffiffi
24
p

.

4 References

Daubechies I (1992) Ten Lectures on Wavelets SIAM, Philadelphia

5 Arguments

1: wavnam – Nag_Wavelet Input

On entry: the name of the mother wavelet. See the c09 Chapter Introduction for details.

wavnam ¼ Nag Morlet
Morlet wavelet.

wavnam ¼ Nag DGauss
Derivative of a Gaussian wavelet.

wavnam ¼ Nag MexHat
Mexican hat wavelet.

Constraint: wavnam ¼ Nag Morlet, Nag DGauss or Nag MexHat.
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2: wparam – Integer Input

On entry: the nondimensional wave number for the Morlet wavelet or the order of the derivative
for the Gaussian wavelet. It is not referenced when wavnam ¼ Nag MexHat.

Constraints:

if wavnam ¼ Nag Morlet, 5 � wparam � 20;
if wavnam ¼ Nag DGauss, 1 � wparam � 8.

3: n – Integer Input

On entry: the size, n, of the input dataset x.

Constraint: n 	 2.

4: x½n� – const double Input

On entry: x contains the input dataset x½j � 1� ¼ xj , for j ¼ 1; 2; . . . ; n.

5: nscal – Integer Input

On entry: the number of scales to be computed.

Constraint: nscal 	 1.

6: scales½nscal� – const Integer Input

On entry: the scales at which the transform is to be computed.

Constraint: scales½i � 1� 	 1, for i ¼ 1; 2; . . . ; nscal.

7: c½nscal� n� – double Output

Note: the i; jð Þth element of the matrix C is stored in c½ j� 1ð Þ � nscalþ i� 1�.
On exit: the transform coefficients at the requested scales, where c½ j� 1ð Þ � nscalþ i� 1� is the
transform coefficient Ci;j at scale i and position j.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, nscal ¼ valueh i.
Constraint: nscal 	 1.

On entry, wavnam ¼ Nag DGauss and wparam ¼ valueh i.
Constraint: if wavnam ¼ Nag DGauss, 1 � wparam � 8.

c09 – Wavelet Transforms c09bac

Mark 26 c09bac.3



On entry, wavnam ¼ Nag Morlet and wparam ¼ valueh i.
Constraint: if wavnam ¼ Nag Morlet, 5 � wparam � 20.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of nag_cwt_1d_real (c09bac) is determined by the fact that the convolution must be
computed as a discrete approximation to the continuous form. The input signal, x, is taken to be
piecewise constant using the supplied discrete values.

8 Parallelism and Performance

nag_cwt_1d_real (c09bac) is not threaded in any implementation.

9 Further Comments

Workspace is internally allocated by nag_cwt_1d_real (c09bac). The total size of these arrays is
213 þ nþ nk � 1ð Þ double elements and nk Integer elements, where nk ¼ k�max scales½i � 1�ð Þ and
k ¼ 17 when wavnam ¼ Nag Morlet or Nag DGauss and k ¼ 11 when wavnam ¼ Nag MexHat.

10 Example

This example computes the continuous wavelet transform of a dataset containing a single nonzero value
representing an impulse. The Morlet wavelet is used with wave number � ¼ 5 and scales 1, 2, 3, 4.

10.1 Program Text

/* nag_cwt_1d_real (c09bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n, nscal, wparam;
/* Arrays */
Integer *scales = 0;
double *c = 0, *x = 0;
char *clabs = 0, **clabsc = 0;
char wavnam[20];
/* NAG types */
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NagError fail;
Nag_Wavelet wavnamenum;

INIT_FAIL(fail);

printf("nag_cwt_1d_real (c09bac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read problem parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &nscal);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &nscal);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

if (!(c = NAG_ALLOC((nscal) * (n), double)) ||
!(scales = NAG_ALLOC((nscal), Integer)) ||
!(x = NAG_ALLOC((n), double)) ||
!(clabs = NAG_ALLOC(10 * 10, char)) || !(clabsc = NAG_ALLOC(10, char *))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%19s", wavnam, (unsigned)_countof(wavnam));
#else

scanf("%19s", wavnam);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &wparam);
#else

scanf("%" NAG_IFMT "%*[^\n]", &wparam);
#endif

printf("Parameters read from file ::\n");
printf(" Wavelet : %20s, wparam : %" NAG_IFMT "\n", wavnam, wparam);
printf(" n : %20" NAG_IFMT ", nscal : %" NAG_IFMT "\n", n,

nscal);

/* Read data array and write it out */
#ifdef _WIN32

for (i = 0; i < nscal; i++)
scanf_s("%" NAG_IFMT "", &scales[i]);

#else
for (i = 0; i < nscal; i++)

scanf("%" NAG_IFMT "", &scales[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%lf", &x[i]);

#else
for (i = 0; i < n; i++)
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scanf("%lf", &x[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("Input Data ::\n");
printf(" Scales :");
for (i = 0; i < nscal; i++)

printf("%9" NAG_IFMT "", scales[i]);

printf("\n x :");
for (i = 0; i < n; i++)

printf("%9.3f%s", x[i], (i + 1) % 5 ? "" : "\n ");
printf("\n");
/* nag_cwt_1d_real (c09bac).
* One-dimensional real continuous wavelet transform
*/

nag_cwt_1d_real(wavnamenum, wparam, n, x, nscal, scales, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_cwt_1d_real (c09bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Number of Scales :%9" NAG_IFMT "\n\n", nscal);
fflush(stdout);

/* print coefficients for each scale as columns of a matrix. This requires
* printing c as a row major matrix with principal dimension nscal using
* nag_gen_real_mat_print_comp (x04cbc).
*/

for (i = 0; i < nscal; i++)
#ifdef _WIN32

sprintf_s(&clabs[10 * i], 10, "scale %3" NAG_IFMT "", scales[i]);
#else

sprintf(&clabs[10 * i], "scale %3" NAG_IFMT "", scales[i]);
#endif

for (i = 0; i < nscal; i++)
clabsc[i] = &clabs[i * 10];

nag_gen_real_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n, nscal, c, nscal, "%13.4e",
"Wavelet coefficients C ::", Nag_NoLabels, 0,
Nag_CharacterLabels, (const char **) clabsc, 80,
0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 6;
goto END;

}

END:
NAG_FREE(c);
NAG_FREE(x);
NAG_FREE(scales);
NAG_FREE(clabs);
NAG_FREE(clabsc);
return exit_status;

}

10.2 Program Data

nag_cwt_1d_real (c09bac) Example Program Data
10 4 : n, nscal
Nag_Morlet 5 : wavnam, wparam
1 2 3 4 : scales(1:nscal)
0.0 0.0 0.0 0.0 1.0
0.0 0.0 0.0 0.0 0.0 : x[]
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10.3 Program Results

nag_cwt_1d_real (c09bac) Example Program Results

Parameters read from file ::
Wavelet : Nag_Morlet, wparam : 5

n : 10, nscal : 4
Input Data ::

Scales : 1 2 3 4
x : 0.000 0.000 0.000 0.000 1.000

0.000 0.000 0.000 0.000 0.000

Number of Scales : 4

Wavelet coefficients C ::
scale 1 scale 2 scale 3 scale 4

-1.7651e-05 1.5012e-04 5.2331e-02 1.4454e-01
-1.3643e-03 -5.8141e-02 1.7057e-01 -8.4364e-02
4.6511e-03 1.8442e-01 -1.4891e-01 -2.8870e-01
8.9294e-02 -2.6380e-01 -2.6822e-01 -9.4993e-02

-9.2563e-02 1.3289e-01 2.5680e-01 2.8293e-01
-9.2563e-02 1.3289e-01 2.5680e-01 2.8293e-01
8.9294e-02 -2.6380e-01 -2.6822e-01 -9.4993e-02
4.6511e-03 1.8442e-01 -1.4891e-01 -2.8870e-01

-1.3643e-03 -5.8141e-02 1.7057e-01 -8.4364e-02
-1.7651e-05 1.5012e-04 5.2331e-02 1.4454e-01
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NAG Library Function Document

nag_dwt (c09cac)

1 Purpose

nag_dwt (c09cac) computes the one-dimensional discrete wavelet transform (DWT) at a single level.
The initialization function nag_wfilt (c09aac) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_dwt (Integer n, const double x[], Integer lenc, double ca[],
double cd[], Integer icomm[], NagError *fail)

3 Description

nag_dwt (c09cac) computes the one-dimensional DWT of a given input data array, xi, for
i ¼ 1; 2; . . . ; n, at a single level. For a chosen wavelet filter pair, the output coefficients are obtained
by applying convolution and downsampling by two to the input, x. The approximation (or smooth)
coefficients, Ca, are produced by the low pass filter and the detail coefficients, Cd, by the high pass
filter. To reduce distortion effects at the ends of the data array, several end extension methods are
commonly used. Those provided are: periodic or circular convolution end extension, half-point
symmetric end extension, whole-point symmetric end extension or zero end extension. The number nc,
of coefficients Ca or Cd is returned by the initialization function nag_wfilt (c09aac).

4 References

Daubechies I (1992) Ten Lectures on Wavelets SIAM, Philadelphia

5 Arguments

1: n – Integer Input

On entry: the number of elements, n, in the data array x.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).

2: x½n� – const double Input

On entry: x contains the input dataset xi, for i ¼ 1; 2; . . . ; n.

3: lenc – Integer Input

On entry: the dimension of the arrays ca and cd. This must be at least the number, nc, of
approximation coefficients, Ca, and detail coefficients, Cd, of the discrete wavelet transform as
returned in nwc by the call to the initialization function nag_wfilt (c09aac).

Constraint: lenc 	 nc, where nc is the value returned in nwc by the call to the initialization
function nag_wfilt (c09aac).

4: ca½lenc� – double Output

On exit: ca½i� 1� contains the ith approximation coefficient, Ca ið Þ, for i ¼ 1; 2; . . . ; nc.
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5: cd½lenc� – double Output

On exit: cd½i � 1� contains the ith detail coefficient, Cd ið Þ, for i ¼ 1; 2; . . . ; nc.

6: icomm½100� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt (c09aac).

On exit: contains additional information on the computed transform.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, array dimension lenc not large enough: lenc ¼ valueh i but must be at least valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or array icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag MultiLevel or array icomm has
been corrupted.

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_dwt (c09cac) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example computes the one-dimensional discrete wavelet decomposition for 8 values using the
Daubechies wavelet, wavnam ¼ Nag Daubechies4, with zero end extension.

10.1 Program Text

/* nag_dwt (c09cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>

int main(void)
{

/* Constants */
Integer licomm = 100;
/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, n, nf, nwc, nwl, ny;
Integer *icomm = 0;
NagError fail;
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
/*Double scalar and array declarations */
double *ca = 0, *cd = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char mode[24], wavnam[20];

INIT_FAIL(fail);

printf("nag_dwt (c09cac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read n */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) || !(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read wavnam, mode */
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#ifdef _WIN32
scanf_s("%19s%23s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%19s%23s%*[^\n] ", wavnam, mode);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);
if (n >= 2) {

printf("DWT :: \n");
printf(" Wavelet :%16s\n", wavnam);
printf(" End mode :%16s\n", mode);
printf(" N :%16" NAG_IFMT "\n\n", n);
/* Read array */
printf("%s\n", "Input Data X :");
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf ", &x[i]);

#else
scanf("%lf ", &x[i]);

#endif
printf("%8.4f%s", x[i], (i + 1) % 8 ? " " : "\n");

}
printf("\n");
/*
* nag_wfilt (c09aac)
* Wavelet filter query
*/

nag_wfilt(wavnamenum, Nag_SingleLevel, modenum, n, &nwl, &nf, &nwc,
icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt (c09aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (!(ca = NAG_ALLOC(nwc, double)) || !(cd = NAG_ALLOC(nwc, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/*
* nag_dwt (c09cac)
* one-dimensional discrete wavelet transform (dwt)
*/

nag_dwt(n, x, nwc, ca, cd, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dwt (c09cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Approximation coefficients CA : \n");
for (i = 0; i < nwc; i++)

printf("%8.4f%s", ca[i] * sqrt(2.00e0), (i + 1) % 8 ? " " : "\n");
printf("\n");
printf("Detail coefficients CD : \n");
for (i = 0; i < nwc; i++)

printf("%8.4f%s", cd[i] * sqrt(2.00e0), (i + 1) % 8 ? " " : "\n");
printf("\n\n");
if (modenum == Nag_Periodic) {

ny = 2 * nwc;
}
else {

ny = n;
}
/*
* nag_idwt (c09cbc)
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* one-dimensional inverse discrete wavelet transform (IDWT)
*/

nag_idwt(nwc, ca, cd, n, y, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_idwt (c09cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Reconstruction Y : \n");
for (i = 0; i < ny; i++)

printf("%8.4f%s", y[i], (i + 1) % 8 ? " " : "\n");
}

END:
NAG_FREE(ca);
NAG_FREE(cd);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_dwt (c09cac) Example Program Data
8 : n
Nag_Daubechies4 Nag_ZeroPadded : wavnam, mode
1.0
3.0
5.0
7.0
6.0
4.0
5.0
2.0 : X(1:n)

10.3 Program Results

nag_dwt (c09cac) Example Program Results

DWT ::
Wavelet : Nag_Daubechies4
End mode : Nag_ZeroPadded
N : 8

Input Data X :
1.0000 3.0000 5.0000 7.0000 6.0000 4.0000 5.0000 2.0000

Approximation coefficients CA :
0.0015 -0.0060 -0.0247 6.3326 12.6652 10.3805 3.6509

Detail coefficients CD :
0.0335 0.0579 -0.8437 2.5120 -1.0630 0.4712 -0.1679

Reconstruction Y :
1.0000 3.0000 5.0000 7.0000 6.0000 4.0000 5.0000 2.0000
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NAG Library Function Document

nag_idwt (c09cbc)

1 Purpose

nag_idwt (c09cbc) computes the inverse one-dimensional discrete wavelet transform (DWT) at a single
level. The initialization function nag_wfilt (c09aac) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_idwt (Integer lenc, const double ca[], const double cd[], Integer n,
double y[], const Integer icomm[], NagError *fail)

3 Description

nag_idwt (c09cbc) performs the inverse operation of nag_dwt (c09cac). That is, given sets of nc
approximation coefficients and detail coefficients, computed by nag_dwt (c09cac) using a DWT as set
up by the initialization function nag_wfilt (c09aac), on a real data array of length n, nag_idwt (c09cbc)
will reconstruct the data array yi, for i ¼ 1; 2; . . . ; n, from which the coefficients were derived.

4 References

None.

5 Arguments

1: lenc – Integer Input

On entry: the dimension of the arrays ca and cd.

Constraint: lenc 	 nc, where nc is the value returned in nwc by the call to the initialization
function nag_wfilt (c09aac).

2: ca½lenc� – const double Input

On entry: the nc approximation coefficients, Ca. These will normally be the result of some
transformation on the coefficients computed by nag_dwt (c09cac).

3: cd½lenc� – const double Input

On entry: the nc detail coefficients, Cd. These will normally be the result of some transformation
on the coefficients computed by nag_dwt (c09cac).

4: n – Integer Input

On entry: n, the length of the original data array from which the wavelet coefficients were
computed by nag_dwt (c09cac) and the length of the data array y that is to be reconstructed by
this function.

Constraint: This must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).
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5: y½n� – double Output

On exit: the reconstructed data based on approximation and detail coefficients Ca and Cd and the
transform options supplied to the initialization function nag_wfilt (c09aac).

6: icomm½100� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension and,
possibly, additional information on the previously computed forward transform.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, array dimension lenc not large enough: lenc ¼ valueh i but must be at least valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or array icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag MultiLevel or array icomm has
been corrupted.

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_idwt (c09cbc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_dwt (c09cac).
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NAG Library Function Document

nag_mldwt (c09ccc)

1 Purpose

nag_mldwt (c09ccc) computes the one-dimensional multi-level discrete wavelet transform (DWT). The
initialization function nag_wfilt (c09aac) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_mldwt (Integer n, const double x[], Integer lenc, double c[],
Integer nwl, Integer dwtlev[], Integer icomm[], NagError *fail)

3 Description

nag_mldwt (c09ccc) computes the multi-level DWT of one-dimensional data. For a given wavelet and
end extension method, nag_mldwt (c09ccc) will compute a multi-level transform of a data array, xi, for
i ¼ 1; 2; . . . ; n, using a specified number, nfwd, of levels. The number of levels specified, nfwd, must be
no more than the value lmax returned in nwlmax by the initialization function nag_wfilt (c09aac) for the
given problem. The transform is returned as a set of coefficients for the different levels (packed into a
single array) and a representation of the multi-level structure.

The notation used here assigns level 0 to the input dataset, x, with level 1 being the first set of
coefficients computed, with the detail coefficients, d1, being stored while the approximation coefficients,
a1, are used as the input to a repeat of the wavelet transform. This process is continued until, at level
nfwd, both the detail coefficients, dnfwd , and the approximation coefficients, anfwd are retained. The output
array, C, stores these sets of coefficients in reverse order, starting with anfwd followed by
dnfwd ; dnfwd�1; . . . ; d1.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the number of elements, n, in the data array x.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).

2: x½n� – const double Input

On entry: x contains the one-dimensional input dataset xi, for i ¼ 1; 2; . . . ; n.

3: lenc – Integer Input

On entry: the dimension of the array c. c must be large enough to contain the number, nc, of
wavelet coefficients. The maximum value of nc is returned in nwc by the call to the initialization
function nag_wfilt (c09aac) and corresponds to the DWT being continued for the maximum
number of levels possible for the given data set. When the number of levels, nfwd, is chosen to be
less than the maximum, then nc is correspondingly smaller and lenc can be reduced by noting
that the number of coefficients at each level is given by �n=2d e for mode ¼ Nag Periodic in

c09 – Wavelet Transforms c09ccc

Mark 26 c09ccc.1



n a g _ w fi l t ( c 0 9 a a c ) a n d �nþ nf � 1
� �

=2
� �

f o r mode ¼ Nag HalfPointSymmetric,
Nag WholePointSymmetric or Nag ZeroPadded, where �n is the number of input data at that
level and nf is the filter length provided by the call to nag_wfilt (c09aac). At the final level the
storage is doubled to contain the set of approximation coefficients.

Constraint: lenc 	 nc, where nc is the number of approximation and detail coefficients that
correspond to a transform with nwlmax levels.

4: c½lenc� – double Output

On exit: let q ið Þ denote the number of coefficients (of each type) produced by the wavelet
transform at level i, for i ¼ nfwd; nfwd � 1; . . . ; 1. These values are returned in dwtlev. Setting
k1 ¼ q nfwdð Þ and kjþ1 ¼ kj þ q nfwd � j þ 1ð Þ, for j ¼ 1; 2; . . . ; nfwd, the coefficients are stored as
follows:

c½i � 1�, for i ¼ 1; 2; . . . ; k1
Contains the level nfwd approximation coefficients, anfwd .

c½i � 1�, for i ¼ k1 þ 1; . . . ; k2
Contains the level nfwd detail coefficients dnfwd .

c½i � 1�, for i ¼ kj þ 1; . . . ; kjþ1
Contains the level nfwd � j þ 1 detail coefficients, for j ¼ 2; 3; . . . ; nfwd.

5: nwl – Integer Input

On entry: the number of levels, nfwd, in the multi-level resolution to be performed.

Constraint: 1 � nwl � lmax , where lmax is the value returned in nwlmax (the maximum number
of levels) by the call to the initialization function nag_wfilt (c09aac).

6: dwtlev½nwlþ 1� – Integer Output

On exit: the number of transform coefficients at each level. dwtlev½0� and dwtlev½1� contain the
number, q nfwdð Þ, of approximation and detail coefficients respectively, for the final level of
resolution (these are equal); dwtlev½i � 1� contains the number of detail coefficients,
q nfwd � i þ 2ð Þ, for the (nfwd � i þ 2)th level, for i ¼ 3; 4; . . . ; nfwd þ 1.

7: icomm½100� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt (c09aac).

On exit: contains additional information on the computed transform.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, lenc is set too small: lenc ¼ valueh i.
Constraint: lenc 	 valueh i.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or array icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag SingleLevel or array icomm has
been corrupted.

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.
On entry, nwl is larger than the maximum number of levels returned by the initialization
function: nwl ¼ valueh i, maximum ¼ valueh i.

NE_INT

On entry, nwl ¼ valueh i.
Constraint: nwl 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_mldwt (c09ccc) is not threaded in any implementation.

9 Further Comments

The wavelet coefficients at each level can be extracted from the output array c using the information
contained in dwtlev on exit (see the descriptions of c and dwtlev in Section 5). For example, given an
input data set, x, denoising can be carried out by applying a thresholding operation to the detail
coefficients at every level. The elements c½i� 1�, for i ¼ k1 þ 1; . . . ; knfwd þ 1, as described in Section 5,
contain the detail coefficients, d̂ij , for i ¼ nfwd; nfwd � 1; . . . ; 1 and j ¼ 1; 2; . . . ; q ið Þ, where

d̂ij ¼ dij þ ��ij and ��ij is the transformed noise term. If some threshold parameter � is chosen, a
simple hard thresholding rule can be applied as

�dij ¼ 0; if d̂ij
		 		 � �

d̂ij; if d̂ij
		 		 > �;



taking �dij to be an approximation to the required detail coefficient without noise, dij. The resulting
coefficients can then be used as input to nag_imldwt (c09cdc) in order to reconstruct the denoised
signal.

See the references given in the introduction to this chapter for a more complete account of wavelet
denoising and other applications.
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10 Example

This example performs a multi-level resolution of a dataset using the Daubechies wavelet (see
wavnam ¼ Nag Daubechies4 in nag_wfilt (c09aac)) using zero end extensions, the number of levels of
resolution, the number of coefficients in each level and the coefficients themselves are reused. The
original dataset is then reconstructed using nag_imldwt (c09cdc).

10.1 Program Text

/* nag_mldwt (c09ccc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>

int main(void)
{

/* Constants */
Integer licomm = 100;
/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, n, nf, nnz, nwc, nwlmax, nwl, nwlinv;
Integer *dwtlev = 0, *icomm = 0;
NagError fail;
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
/*Double scalar and array declarations */
double *c = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char mode[24], wavnam[20];

INIT_FAIL(fail);

printf("nag_mldwt (c09ccc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read n - length of input data sequence */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) || !(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read Wavelet name (wavnam) and end mode (mode) */

#ifdef _WIN32
scanf_s("%19s%23s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
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#else
scanf("%19s%23s%*[^\n] ", wavnam, mode);

#endif
/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);
if (n >= 2) {

printf("MLDWT :: \n");
printf(" Wavelet :%16s\n", wavnam);
printf(" End mode :%16s\n", mode);
printf(" N :%16" NAG_IFMT "\n\n", n);
/* Read data array and write it out */
printf("%s\n", " Input Data X :");
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
printf("%8.4f%s", x[i], (i + 1) % 8 ? " " : "\n");

}
printf("\n");
/*
* nag_wfilt (c09aac)
* Wavelet filter query
*/

nag_wfilt(wavnamenum, Nag_MultiLevel, modenum, n, &nwlmax, &nf, &nwc,
icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt (c09aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (!(c = NAG_ALLOC(nwc, double)) || !(dwtlev = NAG_ALLOC(nwc, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nwl = nwlmax;
/* Perform Discrete Wavelet transform */
/*
* nag_mldwt (c09ccc)
* one-dimensional multi-level discrete wavelet transform (mldwt)
*/

nag_mldwt(n, x, nwc, c, nwl, dwtlev, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mldwt (c09ccc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Number of Levels : %20" NAG_IFMT "\n", nwl);
printf(" Number of coefficients in each level : \n");
for (i = 0; i < nwl + 1; i++)

printf("%8" NAG_IFMT "%s", dwtlev[i], (i + 1) % 8 ? " " : "\n");
printf("\n\n");
nnz = 0;
for (i = 0; i < nwl + 1; i++)

nnz = nnz + dwtlev[i];
printf(" Wavelet coefficients C : \n");
for (i = 0; i < nnz; i++)

printf("%8.4f%s", c[i], (i + 1) % 8 ? " " : "\n");
printf("\n\n");
/* Reconstruct original data */
nwlinv = nwl;
/*
* nag_imldwt (c09cdc)
* one-dimensional inverse multi-level discrete wavelet transform
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* (imldwt)
*/

nag_imldwt(nwlinv, nwc, c, n, y, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt (c09cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Reconstruction Y : \n");
for (i = 0; i < n; i++)

printf("%8.4f%s", y[i], (i + 1) % 8 ? " " : "\n");
printf("\n");

}

END:
NAG_FREE(c);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(dwtlev);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_mldwt (c09ccc) Example Program Data
64 : n
Nag_Daubechies4 Nag_ZeroPadded : wavnam, mode
6.5271 6.512 6.5016 6.5237 6.4625
6.3496 6.4025 6.4035 6.4407 6.4746
6.5095 6.6551 6.61 6.5969 6.6083
6.652 6.7113 6.7227 6.7196 6.7649
6.7794 6.8037 6.8308 6.7712 6.7067
6.769 6.7068 6.7024 6.6463 6.6098
6.59 6.596 6.5457 6.547 6.5797
6.5895 6.6275 6.6795 6.6598 6.6925
6.6873 6.7223 6.7205 6.6843 6.703
6.647 6.6008 6.6061 6.6097 6.6485
6.6394 6.6571 6.6357 6.6224 6.6073
6.6075 6.6379 6.6294 6.5906 6.6258
6.6369 6.6515 6.6826 6.7042 : X(1:n)

10.3 Program Results

nag_mldwt (c09ccc) Example Program Results

MLDWT ::
Wavelet : Nag_Daubechies4
End mode : Nag_ZeroPadded
N : 64

Input Data X :
6.5271 6.5120 6.5016 6.5237 6.4625 6.3496 6.4025 6.4035
6.4407 6.4746 6.5095 6.6551 6.6100 6.5969 6.6083 6.6520
6.7113 6.7227 6.7196 6.7649 6.7794 6.8037 6.8308 6.7712
6.7067 6.7690 6.7068 6.7024 6.6463 6.6098 6.5900 6.5960
6.5457 6.5470 6.5797 6.5895 6.6275 6.6795 6.6598 6.6925
6.6873 6.7223 6.7205 6.6843 6.7030 6.6470 6.6008 6.6061
6.6097 6.6485 6.6394 6.6571 6.6357 6.6224 6.6073 6.6075
6.6379 6.6294 6.5906 6.6258 6.6369 6.6515 6.6826 6.7042

Number of Levels : 6
Number of coefficients in each level :

7 7 8 10 14 21 35

Wavelet coefficients C :
0.0000 -0.0227 -0.3446 2.7574 -10.1970 44.8800 15.9443 0.0010

-0.4881 -10.2673 11.3258 -1.7469 2.0785 -0.7334 -0.0054 -0.1402
-5.8980 -1.1527 5.5613 2.1352 0.3203 -0.4004 0.0010 0.5229
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0.5055 -2.7274 -0.0911 -0.2806 -0.3669 2.9467 -0.3799 -0.1552
0.0218 0.0922 5.4626 -2.1620 0.5196 -0.0287 -0.0199 0.0920

-0.0134 -0.1298 -5.5168 2.3105 -0.5383 -0.0155 0.3057 0.6186
-1.5542 0.2682 0.1566 0.0030 -0.0152 -0.0589 0.0126 0.0063
0.0171 -0.0268 0.0077 -0.0189 0.0207 0.0104 -0.3207 -0.6062
1.6288 -0.2414 -0.0671 3.1657 -1.1462 0.2785 0.0523 -0.0030

-0.0270 -0.0442 0.0090 0.0171 -0.0230 -0.0015 0.0213 -0.0402
-0.0263 -0.0099 0.0021 -0.0250 0.0210 -0.0028 -0.0298 -0.0095
0.0034 0.0281 -0.0188 -0.0002 -0.0173 -0.0076 -0.0014 0.0184

-0.0318 0.0048 0.0047 -3.2555 1.1710 -0.2913

Reconstruction Y :
6.5271 6.5120 6.5016 6.5237 6.4625 6.3496 6.4025 6.4035
6.4407 6.4746 6.5095 6.6551 6.6100 6.5969 6.6083 6.6520
6.7113 6.7227 6.7196 6.7649 6.7794 6.8037 6.8308 6.7712
6.7067 6.7690 6.7068 6.7024 6.6463 6.6098 6.5900 6.5960
6.5457 6.5470 6.5797 6.5895 6.6275 6.6795 6.6598 6.6925
6.6873 6.7223 6.7205 6.6843 6.7030 6.6470 6.6008 6.6061
6.6097 6.6485 6.6394 6.6571 6.6357 6.6224 6.6073 6.6075
6.6379 6.6294 6.5906 6.6258 6.6369 6.6515 6.6826 6.7042
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NAG Library Function Document

nag_imldwt (c09cdc)

1 Purpose

nag_imldwt (c09cdc) computes the inverse one-dimensional multi-level discrete wavelet transform
(DWT). This function reconstructs data from (possibly filtered or otherwise manipulated) wavelet
transform coefficients calculated by nag_mldwt (c09ccc) from an original set of data. The initialization
function nag_wfilt (c09aac) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_imldwt (Integer nwlinv, Integer lenc, const double c[], Integer n,
double y[], const Integer icomm[], NagError *fail)

3 Description

nag_imldwt (c09cdc) performs the inverse operation of nag_mldwt (c09ccc). That is, given a set of
wavelet coefficients, computed up to level nfwd by nag_mldwt (c09ccc) using a DWT as set up by the
initialization function nag_wfilt (c09aac), on a real data array of length n, nag_imldwt (c09cdc) will
reconstruct the data array yi, for i ¼ 1; 2; . . . ; n, from which the coefficients were derived. If the original
input dataset is level 0, then it is possible to terminate reconstruction at a higher level by specifying
fewer than the number of levels used in the call to nag_mldwt (c09ccc). This results in a partial
reconstruction.

4 References

None.

5 Arguments

1: nwlinv – Integer Input

On entry: the number of levels to be used in the inverse multi-level transform. The number of
levels must be less than or equal to nfwd, which has the value of argument nwl as used in the
computation of the wavelet coefficients using nag_mldwt (c09ccc). The data will be
reconstructed to level nwl� nwlinvð Þ, where level 0 is the original input dataset provided to
nag_mldwt (c09ccc).

Constraint: 1 � nwlinv � nfwd, where nfwd is the value used in a preceding call to nag_mldwt
(c09ccc).

2: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc 	 nc, where nc is the total number of coefficients that correspond to a transform
with nwlinv levels and is unchanged from the preceding call to nag_mldwt (c09ccc).

3: c½lenc� – const double Input

On entry: the coefficients of a multi-level wavelet transform of the dataset.
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Let q ið Þ be the number of coefficients (of each type) at level i, for i ¼ nfwd; nfwd � 1; . . . ; 1. Then,
setting k1 ¼ q nfwdð Þ and kjþ1 ¼ kj þ q nfwd � j þ 1ð Þ, for j ¼ 1; 2; . . . ; nfwd, the coefficients are
stored in c as follows:

c½i � 1�, for i ¼ 1; 2; . . . ; k1
Contains the level nfwd approximation coefficients, anfwd .

c½i � 1�, for i ¼ k1 þ 1; . . . ; k2
Contains the level nfwd detail coefficients dnfwd .

c½i � 1�, for i ¼ kj þ 1; . . . ; kjþ1
Contains the level nfwd � j þ 1 detail coefficients, for j ¼ 2; 3; . . . ; nfwd.

The values q ið Þ, for i ¼ nfwd; nfwd � 1; . . . ; 1, are contained in dwtlev which is produced as
output by a preceding call to nag_mldwt (c09ccc). See nag_mldwt (c09ccc) for details.

4: n – Integer Input

On entry: n, the length of the data array, y, to be reconstructed. For a full reconstruction of nwl
levels, where nwl is as supplied to nag_mldwt (c09ccc), this must be the same as argument n
used in the call to nag_mldwt (c09ccc). For a partial reconstruction of nwlinv < nwl, this must
be equal to dwtlev½nwlinvþ 1�, as returned from nag_mldwt (c09ccc).

5: y½n� – double Output

On exit: the dataset reconstructed from the multi-level wavelet transform coefficients and the
transformation options supplied to the initialization function nag_wfilt (c09aac).

6: icomm½100� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension for the
forward transform previously computed by nag_mldwt (c09ccc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, lenc is set too small: lenc ¼ valueh i.
Constraint: lenc 	 valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or array icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag SingleLevel or array icomm has
been corrupted.

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.
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NE_INT_2

On entry, nwlinv ¼ valueh i.
Constraint: nwlinv 	 1.

On entry, nwlinv is larger than the number of levels computed by the preceding call to
nag_mldwt (c09ccc): nwlinv ¼ valueh i, expected ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_imldwt (c09cdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_mldwt (c09ccc).
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NAG Library Function Document

nag_modwt (c09dac)

1 Purpose

nag_modwt (c09dac) computes the one-dimensional maximal overlap discrete wavelet transform
(MODWT) at a single level. The initialization function nag_wfilt (c09aac) must be called first to set up
the MODWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_modwt (Integer n, const double x[], Integer lenc, double ca[],
double cd[], Integer icomm[], NagError *fail)

3 Description

nag_modwt (c09dac) computes the one-dimensional MODWT of a given input data array, xi, for
i ¼ 1; 2; . . . ; n, at a single level. For a chosen wavelet filter pair, the output coefficients are obtained by
applying convolution to the input, x. The approximation (or smooth) coefficients, Ca, are produced by
the low pass filter and the detail coefficients, Cd, by the high pass filter. Periodic (circular) convolution
is available as an end extension method for application to finite data sets. The number nc, of coefficients
Ca or Cd is returned by the initialization function nag_wfilt (c09aac).

4 References

Percival D B and Walden A T (2000) Wavelet Methods for Time Series Analysis Cambridge University
Press

5 Arguments

1: n – Integer Input

On entry: the number of elements, n, in the data array x.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).

2: x½n� – const double Input

On entry: x contains the input dataset xi, for i ¼ 1; 2; . . . ; n.

3: lenc – Integer Input

On entry: the dimension of the arrays ca and cd. This must be at least the number, nc, of
approximation coefficients, Ca, and detail coefficients, Cd, of the discrete wavelet transform as
returned in nwc by the call to the initialization function nag_wfilt (c09aac). Note that nc ¼ n for
periodic end extension, but this is not the case for other end extension methods which will be
available in future releases.

Constraint: lenc 	 nc, where nc is the value returned in nwc by the call to the initialization
function nag_wfilt (c09aac).

4: ca½lenc� – double Output

On exit: ca½i� 1� contains the ith approximation coefficient, Ca ið Þ, for i ¼ 1; 2; . . . ; nc.
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5: cd½lenc� – double Output

On exit: cd½i � 1� contains the ith detail coefficient, Cd ið Þ, for i ¼ 1; 2; . . . ; nc.

6: icomm½100� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt (c09aac).

On exit: contains additional information on the computed transform.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, array dimension lenc not large enough: lenc ¼ valueh i but must be at least valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.
On entry, the initialization function nag_wfilt (c09aac) has not been called first or it has not been
called with wtrans ¼ Nag MODWTSingle, or the communication array icomm has become
corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_modwt (c09dac) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example computes the one-dimensional maximal overlap discrete wavelet decomposition for 8
values using the Daubechies wavelet, wavnam ¼ Nag Daubechies4.

10.1 Program Text

/* nag_modwt (c09dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>

int main(void)
{

/* Constants */
Integer licomm = 100;
/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, n, nf, nwc, nwl;
Integer *icomm = 0;
NagError fail;
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
/*Double scalar and array declarations */
double *ca = 0, *cd = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char mode[24], wavnam[20];

INIT_FAIL(fail);

printf("nag_modwt (c09dac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read n */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) || !(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read wavnam, mode */

c09 – Wavelet Transforms c09dac

Mark 26 c09dac.3



#ifdef _WIN32
scanf_s("%19s%23s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%19s%23s%*[^\n] ", wavnam, mode);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);
if (n >= 2) {

printf("MODWT :: \n");
printf(" Wavelet :%16s\n", wavnam);
printf(" End mode :%16s\n", mode);
printf(" N :%16" NAG_IFMT "\n\n", n);
/* Read array */
printf("%s\n", "Input Data X :");
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf ", &x[i]);

#else
scanf("%lf ", &x[i]);

#endif
printf("%8.4f%s", x[i], (i + 1) % 8 ? " " : "\n");

}
printf("\n");
/*
* nag_wfilt (c09aac)
* Wavelet filter query
*/

nag_wfilt(wavnamenum, Nag_MODWTSingle, modenum, n, &nwl, &nf, &nwc,
icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt (c09aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (!(ca = NAG_ALLOC(nwc, double)) || !(cd = NAG_ALLOC(nwc, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/*
* nag_modwt (c09dac)
* one-dimensional discrete wavelet transform (modwt)
*/

nag_modwt(n, x, nwc, ca, cd, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_modwt (c09dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Approximation coefficients CA : \n");
for (i = 0; i < nwc; i++)

printf("%8.4f%s", ca[i], (i + 1) % 8 ? " " : "\n");
printf("\n");
printf("Detail coefficients CD : \n");
for (i = 0; i < nwc; i++)

printf("%8.4f%s", cd[i], (i + 1) % 8 ? " " : "\n");
printf("\n\n");
/*
* nag_imodwt (c09dbc)
* one-dimensional inverse discrete wavelet transform (IMODWT)
*/

nag_imodwt(nwc, ca, cd, n, y, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imodwt (c09dbc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
printf("Reconstruction Y : \n");
for (i = 0; i < n; i++)

printf("%8.4f%s", y[i], (i + 1) % 8 ? " " : "\n");
}

END:
NAG_FREE(ca);
NAG_FREE(cd);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_modwt (c09dac) Example Program Data
8 : n
Nag_Daubechies4 Nag_Periodic : wavnam, mode
1.0
3.0
5.0
7.0
6.0
4.0
5.0
2.0 : X(1:n)

10.3 Program Results

nag_modwt (c09dac) Example Program Results

MODWT ::
Wavelet : Nag_Daubechies4
End mode : Nag_Periodic
N : 8

Input Data X :
1.0000 3.0000 5.0000 7.0000 6.0000 4.0000 5.0000 2.0000

Approximation coefficients CA :
2.7781 1.5146 2.2505 4.8788 6.6845 6.3423 4.7869 3.7644

Detail coefficients CD :
-0.6187 0.6272 0.1883 -1.1966 1.2618 0.3354 -0.3314 -0.2660

Reconstruction Y :
1.0000 3.0000 5.0000 7.0000 6.0000 4.0000 5.0000 2.0000
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NAG Library Function Document

nag_imodwt (c09dbc)

1 Purpose

nag_imodwt (c09dbc) computes the inverse one-dimensional maximal overlap discrete wavelet
transform (MODWT) at a single level. The initialization function nag_wfilt (c09aac) must be called
first to set up the MODWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_imodwt (Integer lenc, const double ca[], const double cd[],
Integer n, double y[], const Integer icomm[], NagError *fail)

3 Description

nag_imodwt (c09dbc) performs the inverse operation of nag_modwt (c09dac). That is, given sets of nc
approximation coefficients and detail coefficients, computed by nag_modwt (c09dac) using a MODWT
as set up by the initialization function nag_wfilt (c09aac), on a real data array of length n, nag_imodwt
(c09dbc) will reconstruct the data array yi, for i ¼ 1; 2; . . . ; n, from which the coefficients were derived.

4 References

Percival D B and Walden A T (2000) Wavelet Methods for Time Series Analysis Cambridge University
Press

5 Arguments

1: lenc – Integer Input

On entry: the dimension of the arrays ca and cd.

Constraint: lenc 	 nc, where nc is the value returned in nwc by the call to the initialization
function nag_wfilt (c09aac).

2: ca½lenc� – const double Input

On entry: the nc approximation coefficients, Ca. These will normally be the result of some
transformation on the coefficients computed by nag_modwt (c09dac).

3: cd½lenc� – const double Input

On entry: the nc detail coefficients, Cd. These will normally be the result of some transformation
on the coefficients computed by nag_modwt (c09dac).

4: n – Integer Input

On entry: n, the length of the original data array from which the wavelet coefficients were
computed by nag_modwt (c09dac) and the length of the data array y that is to be reconstructed
by this function.

Constraint: This must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).
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5: y½n� – double Output

On exit: the reconstructed data based on approximation and detail coefficients Ca and Cd and the
transform options supplied to the initialization function nag_wfilt (c09aac).

6: icomm½100� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension and,
possibly, additional information on the previously computed forward transform.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, array dimension lenc not large enough: lenc ¼ valueh i but must be at least valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.
On entry, the initialization function nag_wfilt (c09aac) has not been called first or it has not been
called with wtrans ¼ Nag MODWTSingle, or the communication array icomm has become
corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_imodwt (c09dbc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_modwt (c09dac).
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NAG Library Function Document

nag_mlmodwt (c09dcc)

1 Purpose

nag_mlmodwt (c09dcc) computes the one-dimensional multi-level maximal overlap discrete wavelet
transform (MODWT). The initialization function nag_wfilt (c09aac) must be called first to set up the
MODWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_mlmodwt (Integer n, const double x[], Nag_WaveletCoefficients keepa,
Integer lenc, double c[], Integer nwl, Integer *na, Integer icomm[],
NagError *fail)

3 Description

nag_mlmodwt (c09dcc) computes the multi-level MODWT for a data set, xi, for i ¼ 1; 2; . . . ; n, in one
dimension. For a chosen number of levels, nl, with nl � lmax , where lmax is returned by the
initialization function nag_wfilt (c09aac) in nwlmax, the transform is returned as a set of coefficients
for the different levels stored in a single array. Periodic reflection is currently the only available end
extension method to reduce the edge effects caused by finite data sets.

The argument keepa can be set to retain both approximation and detail coefficients at each level
resulting in nl � na þ ndð Þ coefficients being returned in the output array, c, where na is the number of
approximation coefficients and nd is the number of detail coefficients. Otherwise, only the detail
coefficients are stored for each level along with the approximation coefficients for the final level, in
which case the length of the output array, c, is na þ nl � nd. In the present implementation, for
simplicity, na and nd are chosen to be equal by adding zero padding to the wavelet filters where
necessary.

4 References

Percival D B and Walden A T (2000) Wavelet Methods for Time Series Analysis Cambridge University
Press

5 Arguments

1: n – Integer Input

On entry: the number of elements, n, in the data array x.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).

2: x½n� – const double Input

On entry: x contains the input dataset xi, for i ¼ 1; 2; . . . ; n.
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3: keepa – Nag_WaveletCoefficients Input

On entry: determines whether the approximation coefficients are stored in array c for every level
of the computed transform or else only for the final level. In both cases, the detail coefficients are
stored in c for every level computed.

keepa ¼ Nag StoreAll
Retain approximation coefficients for all levels computed.

keepa ¼ Nag StoreFinal
Retain approximation coefficients for only the final level computed.

Constraint: keepa ¼ Nag StoreAll or Nag StoreFinal.

4: lenc – Integer Input

On entry: the dimension of the array c. c must be large enough to contain the number of wavelet
coefficients.

If keepa ¼ Nag StoreFinal, the total number of coefficients, nc, is returned in nwc by the call to
the initialization function nag_wfilt (c09aac) and corresponds to the MODWT being continued
for the maximum number of levels possible for the given data set. When the number of levels, nl,
is chosen to be less than the maximum, then the number of stored coefficients is correspondingly
smaller and lenc can be reduced by noting that nd detail coefficients are stored at each level, with
the storage increased at the final level to contain the na approximation coefficients.

If keepa ¼ Nag StoreAll, nd detail coefficients and na approximation coefficients are stored for
each level computed, requiring lenc 	 nl � na þ ndð Þ ¼ 2� nl � na, since the numbers of stored
approximation and detail coefficients are equal. The number of approximation (or detail)
coefficients at each level, na, is returned in na.

Constraints:

if keepa ¼ Nag StoreFinal, lenc 	 nl þ 1ð Þ � na;
if keepa ¼ Nag StoreAll, lenc 	 2� nl � na.

5: c½lenc� – double Output

On exit: the coefficients of a multi-level wavelet transform of the dataset.

The coefficients are stored in c as follows:

If keepa ¼ Nag StoreFinal,

C 1 : nað Þ
Contains the level nl approximation coefficients;

C na þ i� 1ð Þ � nd þ 1 : na þ i� ndð Þ
Contains the level nl � i þ 1ð Þ detail coefficients, for i ¼ 1; 2; . . . ; nl;

If keepa ¼ Nag StoreAll,

C i� 1ð Þ � na þ 1 : i� nað Þ
Contains the level nl � i þ 1ð Þ approximation coefficients, for i ¼ 1; 2; . . . ; nl;

C nl � na þ i� 1ð Þ � nd þ 1 : nl � na þ i� ndð Þ
Contains the level i detail coefficients, for i ¼ 1; 2; . . . ; nl;

The values na and nd denote the numbers of approximation and detail coefficients respectively,
which are equal and returned in na.

6: nwl – Integer Input

On entry: the number of levels, nl, in the multi-level resolution to be performed.

Constraint: 1 � nwl � lmax , where lmax is the value returned in nwlmax (the maximum number
of levels) by the call to the initialization function nag_wfilt (c09aac).
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7: na – Integer * Output

On exit: na contains the number of approximation coefficients, na, at each level which is equal to
the number of detail coefficients, nd. With periodic end extension (mode ¼ Nag Periodic in
nag_wfilt (c09aac)) this is the same as the length, n, of the data array, x.

8: icomm½100� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt (c09aac).

On exit: contains additional information on the computed transform.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_DIM_LEN

On entry, lenc is set too small: lenc ¼ valueh i.
Constraint: lenc 	 valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.
On entry, nwl is larger than the maximum number of levels returned by the initialization
function: nwl ¼ valueh i, maximum = valueh i.
On entry, the initialization function nag_wfilt (c09aac) has not been called first or it has not been
called with wtrans ¼ Nag MODWTMulti, or the communication array icomm has become
corrupted.

NE_INT

On entry, nwl ¼ valueh i.
Constraint: nwl 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_mlmodwt (c09dcc) is not threaded in any implementation.

9 Further Comments

The wavelet coefficients at each level can be extracted from the output array c using the information
contained in na on exit.

10 Example

A set of data values (n ¼ 64) is decomposed using the MODWT over two levels and then the inverse
(nag_imlmodwt (c09ddc)) is applied to restore the original data set.

10.1 Program Text

/* nag_mlmodwt (c09dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>

int main(void)
{

/* Constants */
Integer licomm = 100;
/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, n, na, nf, nwc, nwcmax, nwlmax, nwl, nwlinv;
Integer *icomm = 0;
NagError fail;
Nag_Wavelet wavnamenum;
Nag_WaveletCoefficients keepnum;
Nag_WaveletMode modenum;
/*Double scalar and array declarations */
double *c = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char keep[15], mode[24], wavnam[20];

INIT_FAIL(fail);

printf("nag_mlmodwt (c09dcc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read n - length of input data sequence */
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
if (!(x = NAG_ALLOC(n, double)) ||

!(y = NAG_ALLOC(n, double)) || !(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read Wavelet name (wavnam) and end mode (mode) */

#ifdef _WIN32
scanf_s("%19s%23s%14s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode), keep, (unsigned)_countof(keep));
#else

scanf("%19s%23s%14s%*[^\n] ", wavnam, mode, keep);
#endif
/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);
keepnum = (Nag_WaveletCoefficients) nag_enum_name_to_value(keep);
if (n >= 2) {

printf("MLMODWT :: \n");
printf(" Wavelet :%16s\n", wavnam);
printf(" End mode :%16s\n", mode);
printf(" Store coefficients :%16s\n", keep);
printf(" N :%16" NAG_IFMT "\n\n", n);
/* Read data array and write it out */
printf("%s\n", " Input Data X :");
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
printf("%8.4f%s", x[i], (i + 1) % 8 ? " " : "\n");

}
printf("\n");
/*
* nag_wfilt (c09aac)
* Wavelet filter query
*/

nag_wfilt(wavnamenum, Nag_MODWTMulti, modenum, n, &nwlmax, &nf, &nwcmax,
icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt (c09aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Choose to decompose over two levels */
nwl = 2;
/* Set size of array c according to number of coefficients stored */
if (keepnum == Nag_StoreFinal)

nwc = nwcmax - (nwlmax - nwl) * n;
else

nwc = nwcmax + (nwlmax - 1) * n - (nwlmax - nwl) * 2 * n;

if (!(c = NAG_ALLOC(nwc, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Perform Maximal Overlap Discrete Wavelet transform */
/*
* nag_mlmodwt (c09dcc)
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* one-dimensional multi-level maximal overlap discrete wavelet
* transform (mlmodwt)
*/

nag_mlmodwt(n, x, keepnum, nwc, c, nwl, &na, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mlmodwt (c09dcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Number of Levels : %20" NAG_IFMT "\n", nwl);
printf(" Number of coefficients in each level : %20" NAG_IFMT "\n", na);
printf(" Wavelet coefficients C : \n");
for (i = 0; i < nwc; i++)

printf("%8.4f%s", c[i], (i + 1) % 8 ? " " : "\n");
printf("\n\n");
/* Reconstruct original data */
nwlinv = nwl;
/*
* nag_imlmodwt (c09ddc)
* one-dimensional inverse multi-level discrete wavelet transform
* (imlmodwt)
*/

nag_imlmodwt(nwlinv, keepnum, nwc, c, n, y, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imlmodwt (c09ddc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Reconstruction Y : \n");
for (i = 0; i < n; i++)

printf("%8.4f%s", y[i], (i + 1) % 8 ? " " : "\n");
printf("\n");

}

END:
NAG_FREE(c);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_mlmodwt (c09dcc) Example Program Data
64 : n
Nag_Daubechies4 Nag_Periodic Nag_StoreFinal : wavnam, mode, keepa
6.5271 6.512 6.5016 6.5237 6.4625
6.3496 6.4025 6.4035 6.4407 6.4746
6.5095 6.6551 6.61 6.5969 6.6083
6.652 6.7113 6.7227 6.7196 6.7649
6.7794 6.8037 6.8308 6.7712 6.7067
6.769 6.7068 6.7024 6.6463 6.6098
6.59 6.596 6.5457 6.547 6.5797
6.5895 6.6275 6.6795 6.6598 6.6925
6.6873 6.7223 6.7205 6.6843 6.703
6.647 6.6008 6.6061 6.6097 6.6485
6.6394 6.6571 6.6357 6.6224 6.6073
6.6075 6.6379 6.6294 6.5906 6.6258
6.6369 6.6515 6.6826 6.7042 : X(1:n)

10.3 Program Results

nag_mlmodwt (c09dcc) Example Program Results

MLMODWT ::
Wavelet : Nag_Daubechies4
End mode : Nag_Periodic
Store coefficients : Nag_StoreFinal
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N : 64

Input Data X :
6.5271 6.5120 6.5016 6.5237 6.4625 6.3496 6.4025 6.4035
6.4407 6.4746 6.5095 6.6551 6.6100 6.5969 6.6083 6.6520
6.7113 6.7227 6.7196 6.7649 6.7794 6.8037 6.8308 6.7712
6.7067 6.7690 6.7068 6.7024 6.6463 6.6098 6.5900 6.5960
6.5457 6.5470 6.5797 6.5895 6.6275 6.6795 6.6598 6.6925
6.6873 6.7223 6.7205 6.6843 6.7030 6.6470 6.6008 6.6061
6.6097 6.6485 6.6394 6.6571 6.6357 6.6224 6.6073 6.6075
6.6379 6.6294 6.5906 6.6258 6.6369 6.6515 6.6826 6.7042

Number of Levels : 2
Number of coefficients in each level : 64
Wavelet coefficients C :

6.6448 6.6505 6.6415 6.6090 6.5631 6.5119 6.4657 6.4371
6.4162 6.4041 6.4062 6.4235 6.4652 6.5191 6.5744 6.6170
6.6375 6.6496 6.6575 6.6741 6.7038 6.7335 6.7633 6.7849
6.7939 6.7970 6.7868 6.7649 6.7407 6.7102 6.6814 6.6571
6.6269 6.5993 6.5773 6.5598 6.5574 6.5688 6.5881 6.6173
6.6492 6.6741 6.6941 6.7052 6.7078 6.7083 6.7001 6.6842
6.6616 6.6338 6.6146 6.6072 6.6139 6.6306 6.6428 6.6459
6.6384 6.6252 6.6147 6.6113 6.6143 6.6189 6.6264 6.6361
0.0107 0.0084 0.0003 -0.0065 -0.0000 0.0196 0.0191 -0.0152

-0.0369 -0.0291 -0.0131 0.0227 0.0461 0.0005 -0.0488 -0.0145
0.0518 0.0503 -0.0038 -0.0243 -0.0087 -0.0111 -0.0316 -0.0191
0.0323 0.0461 -0.0001 -0.0300 -0.0107 0.0164 0.0112 -0.0156

-0.0225 -0.0091 0.0090 0.0244 0.0050 -0.0281 -0.0150 0.0146
0.0145 0.0034 -0.0019 0.0058 0.0188 0.0074 -0.0133 -0.0127

-0.0062 -0.0008 0.0077 0.0022 -0.0151 -0.0192 -0.0041 0.0091
0.0136 0.0230 0.0203 -0.0081 -0.0274 -0.0179 -0.0013 0.0074

-0.0150 0.0126 0.0048 -0.0276 -0.0227 0.0639 -0.0184 -0.0048
-0.0303 0.0180 0.0327 -0.0343 0.0119 -0.0046 0.0167 0.0025
-0.0524 0.0369 0.0029 0.0055 -0.0070 -0.0134 0.0099 0.0088
-0.0095 0.0103 -0.0114 -0.0181 0.0269 0.0132 -0.0371 0.0250
-0.0186 0.0138 0.0022 -0.0058 -0.0112 0.0207 -0.0058 -0.0054
0.0115 -0.0089 -0.0106 0.0180 -0.0096 0.0107 -0.0156 0.0068
0.0074 -0.0242 0.0169 0.0075 -0.0045 0.0031 -0.0108 0.0092

-0.0115 0.0061 -0.0002 0.0078 -0.0012 -0.0168 0.0074 0.0157

Reconstruction Y :
6.5271 6.5120 6.5016 6.5237 6.4625 6.3496 6.4025 6.4035
6.4407 6.4746 6.5095 6.6551 6.6100 6.5969 6.6083 6.6520
6.7113 6.7227 6.7196 6.7649 6.7794 6.8037 6.8308 6.7712
6.7067 6.7690 6.7068 6.7024 6.6463 6.6098 6.5900 6.5960
6.5457 6.5470 6.5797 6.5895 6.6275 6.6795 6.6598 6.6925
6.6873 6.7223 6.7205 6.6843 6.7030 6.6470 6.6008 6.6061
6.6097 6.6485 6.6394 6.6571 6.6357 6.6224 6.6073 6.6075
6.6379 6.6294 6.5906 6.6258 6.6369 6.6515 6.6826 6.7042
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NAG Library Function Document

nag_imlmodwt (c09ddc)

1 Purpose

nag_imlmodwt (c09ddc) computes the inverse one-dimensional multi-level maximal overlap discrete
wavelet transform (MODWT). This function reconstructs data from (possibly filtered or otherwise
manipulated) wavelet transform coefficients calculated by nag_mlmodwt (c09dcc) from an original set
of data. The initialization function nag_wfilt (c09aac) must be called first to set up the MODWT
options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_imlmodwt (Integer nwlinv, Nag_WaveletCoefficients keepa,
Integer lenc, const double c[], Integer n, double y[],
const Integer icomm[], NagError *fail)

3 Description

nag_imlmodwt (c09ddc) performs the inverse operation of nag_mlmodwt (c09dcc). That is, given a set
of wavelet coefficients computed by nag_mlmodwt (c09dcc) using a MODWT as set up by the
initialization function nag_wfilt (c09aac) on a real array of length n, nag_imlmodwt (c09ddc) will
reconstruct the data array yi, for i ¼ 1; 2; . . . ; n, from which the coefficients were derived.

4 References

Percival D B and Walden A T (2000) Wavelet Methods for Time Series Analysis Cambridge University
Press

5 Arguments

1: nwlinv – Integer Input

On entry: the number of levels to be used in the inverse multi-level transform. The number of
levels must be less than or equal to nfwd, which has the value of argument nwl as used in the
computation of the wavelet coefficients using nag_mlmodwt (c09dcc). The data will be
reconstructed to level nwl� nwlinvð Þ, where level 0 is the original input dataset provided to
nag_mlmodwt (c09dcc).

Constraint: 1 � nwlinv � nfwd, where nfwd is the value used in a preceding call to nag_mlmodwt
(c09dcc).

2: keepa – Nag_WaveletCoefficients Input

On entry: determines whether the approximation coefficients are stored in array c for every level
of the computed transform or else only for the final level. In both cases, the detail coefficients are
stored in c for every level computed.

keepa ¼ Nag StoreAll
Retain approximation coefficients for all levels computed.

keepa ¼ Nag StoreFinal
Retain approximation coefficients for only the final level computed.

Constraint: keepa ¼ Nag StoreAll or Nag StoreFinal.
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3: lenc – Integer Input

On entry: the dimension of the array c.

Constraints:

if keepa ¼ Nag StoreFinal, lenc 	 nl þ 1ð Þ � na;
if keepa ¼ Nag StoreAll, lenc 	 2� nl � na, where na is the number of approximation or
detail coefficients at each level and is unchanged from the preceding call to nag_mlmodwt
(c09dcc).

4: c½lenc� – const double Input

On entry: the coefficients of a multi-level wavelet transform of the dataset.

The coefficients are stored in c as follows:

If keepa ¼ Nag StoreFinal,

C 1 : nað Þ
Contains the level nl approximation coefficients;

C na þ i� 1ð Þ � nd þ 1 : na þ i� ndð Þ
Contains the level nl � i þ 1ð Þ detail coefficients, for i ¼ 1; 2; . . . ; nl;

If keepa ¼ Nag StoreAll,

C i� 1ð Þ � na þ 1 : i� nað Þ
Contains the level nl � i þ 1ð Þ approximation coefficients, for i ¼ 1; 2; . . . ; nl;

C nl � na þ i� 1ð Þ � nd þ 1 : nl � na þ i� ndð Þ
Contains the level i detail coefficients, for i ¼ 1; 2; . . . ; nl.

The values na and nd denote the numbers of approximation and detail coefficients respectively,
which are equal. This number is returned as output in na from a preceding call to nag_mlmodwt
(c09dcc). See nag_mlmodwt (c09dcc) for details.

5: n – Integer Input

On entry: n, the length of the data array, y, to be reconstructed.

Constraint: This must be the same as the value n passed to the initialization function nag_wfilt
(c09aac).

6: y½n� – double Output

On exit: the dataset reconstructed from the multi-level wavelet transform coefficients and the
transformation options supplied to the initialization function nag_wfilt (c09aac).

7: icomm½100� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension for the
forward transform previously computed by nag_mlmodwt (c09dcc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_ARRAY_DIM_LEN

On entry, lenc is set too small: lenc ¼ valueh i.
Constraint: lenc 	 valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, n is inconsistent with the value passed to the initialization function: n ¼ valueh i, n
should be valueh i.
On entry, the initialization function nag_wfilt (c09aac) has not been called first or it has not been
called with wtrans ¼ Nag MODWTMulti, or the communication array icomm has become
corrupted.

NE_INT

On entry, nwlinv ¼ valueh i.
Constraint: nwlinv 	 1.

NE_INT_2

On entry, nwlinv is larger than the number of levels computed by the preceding call to
nag_mlmodwt (c09dcc): nwlinv ¼ valueh i, expected valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_imlmodwt (c09ddc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_mlmodwt (c09dcc).
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NAG Library Function Document

nag_dwt_2d (c09eac)

1 Purpose

nag_dwt_2d (c09eac) computes the two-dimensional discrete wavelet transform (DWT) at a single
level. The initialization function nag_wfilt_2d (c09abc) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_dwt_2d (Integer m, Integer n, const double a[], Integer lda,
double ca[], Integer ldca, double ch[], Integer ldch, double cv[],
Integer ldcv, double cd[], Integer ldcd, Integer icomm[],
NagError *fail)

3 Description

nag_dwt_2d (c09eac) computes the two-dimensional DWT of a given input data array, considered as a
matrix A, at a single level. For a chosen wavelet filter pair, the output coefficients are obtained by
applying convolution and downsampling by two to the input, A, first over columns and then to the
result over rows. The matrix of approximation (or smooth) coefficients, Ca, is produced by the low pass
filter over columns and rows; the matrix of horizontal coefficients, Ch, is produced by the high pass
filter over columns and the low pass filter over rows; the matrix of vertical coefficients, Cv, is produced
by the low pass filter over columns and the high pass filter over rows; and the matrix of diagonal
coefficients, Cd, is produced by the high pass filter over columns and rows. To reduce distortion effects
at the ends of the data array, several end extension methods are commonly used. Those provided are:
periodic or circular convolution end extension, half-point symmetric end extension, whole-point
symmetric end extension and zero end extension. The total number, nct, of coefficients computed for
Ca, Ch, Cv, and Cd together and the number of columns of each coefficients matrix, ncn, are returned by
the initialization function nag_wfilt_2d (c09abc). These values can be used to calculate the number of
rows of each coefficients matrix, ncm, using the formula ncm ¼ nct= 4ncnð Þ.

4 References

Daubechies I (1992) Ten Lectures on Wavelets SIAM, Philadelphia

5 Arguments

1: m – Integer Input

On entry: number of rows, m, of data matrix A.

Constraint: this must be the same as the value m passed to the initialization function
nag_wfilt_2d (c09abc).

2: n – Integer Input

On entry: number of columns, n, of data matrix A.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt_2d
(c09abc).
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3: a½lda� n� – const double Input

Note: the i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � ldaþ i� 1�.
On entry: the m by n data matrix A.

4: lda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: lda 	 m.

5: ca½dim� – double Output

Note: the dimension, dim, of the array ca must be at least ldca� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in ca½ j� 1ð Þ � ldcaþ i� 1�.
On exit: contains the ncm by ncn matrix of approximation coefficients, Ca.

6: ldca – Integer Input

On entry: the stride separating matrix row elements in the array ca.

Constraint: ldca 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

7: ch½dim� – double Output

Note: the dimension, dim, of the array ch must be at least ldch� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in ch½ j� 1ð Þ � ldchþ i� 1�.
On exit: contains the ncm by ncn matrix of horizontal coefficients, Ch.

8: ldch – Integer Input

On entry: the stride separating matrix row elements in the array ch.

Constraint: ldch 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

9: cv½dim� – double Output

Note: the dimension, dim, of the array cv must be at least ldcv� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in cv½ j� 1ð Þ � ldcvþ i� 1�.
On exit: contains the ncm by ncn matrix of vertical coefficients, Cv.

10: ldcv – Integer Input

On entry: the stride separating matrix row elements in the array cv.

Constraint: ldcv 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

11: cd½dim� – double Output

Note: the dimension, dim, of the array cd must be at least ldcd� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in cd½ j� 1ð Þ � ldcdþ i� 1�.
On exit: contains the ncm by ncn matrix of diagonal coefficients, Cd.
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12: ldcd – Integer Input

On entry: the stride separating matrix row elements in the array cd.

Constraint: ldcd 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

13: icomm½180� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_2d (c09abc).

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag MultiLevel or icomm has been
corrupted.

NE_INT

On entry, ldca ¼ valueh i.
Constraint: ldca 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, ldcd ¼ valueh i.
Constraint: ldcd 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, ldch ¼ valueh i.
Constraint: ldch 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, ldcv ¼ valueh i.
Constraint: ldcv 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, m ¼ valueh i.
Constraint: m ¼ valueh i, the value of m on initialization (see nag_wfilt_2d (c09abc)).

On entry, n ¼ valueh i.
Constraint: n ¼ valueh i, the value of n on initialization (see nag_wfilt_2d (c09abc)).

NE_INT_2

On entry, lda ¼ valueh i and m ¼ valueh i.
Constraint: lda 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_dwt_2d (c09eac) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the two-dimensional discrete wavelet decomposition for a 6� 6 input matrix
using the Daubechies wavelet, wavnam ¼ Nag Daubechies4, with half point symmetric end extension.

10.1 Program Text

/* nag_dwt_2d (c09eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, m, n, nf, nwcm, nwcn, nwct, nwl, pda, pdb, pdc;
/* Arrays */
char mode[24], wavnam[20], title[50];
double *a = 0, *b = 0, *ca = 0, *cd = 0, *ch = 0, *cv = 0;
Integer icomm[(180)];
/* NAG types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

c09eac NAG Library Manual

c09eac.4 Mark 26



INIT_FAIL(fail);

printf("nag_dwt_2d (c09eac) Example Program Results\n\n");

/* Skip heading in data file and read problem parameters */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

pda = m;
pdb = m;

#ifdef _WIN32
scanf_s("%19s%23s%*[^\n]\n", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%19s%23s%*[^\n]\n", wavnam, mode);
#endif

if (!(a = NAG_ALLOC((pda) * (n), double)) ||
!(b = NAG_ALLOC((pdb) * (n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf(" Parameters read from file :: \n");
printf(" DWT :: Wavelet : %s\n", wavnam);
printf(" End mode: %s\n", mode);
fflush(stdout);

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read data array */
#define A(I, J) a[(J-1)*pda + I-1]

for (i = 1; i <= m; i++)
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, diag, m, n, a, pda, "%8.4f",

"Input Data A :", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* nag_wfilt_2d (c09abc).
* Two-dimensional wavelet filter initialization
*/

nag_wfilt_2d(wavnamenum, Nag_SingleLevel, modenum, m, n, &nwl, &nf, &nwct,
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&nwcn, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wfilt_2d (c09abc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
nwcm = nwct / (4 * nwcn);
if (!(ca = NAG_ALLOC((nwcm) * (nwcn), double)) ||

!(cd = NAG_ALLOC((nwcm) * (nwcn), double)) ||
!(cv = NAG_ALLOC((nwcm) * (nwcn), double)) ||
!(ch = NAG_ALLOC((nwcm) * (nwcn), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdc = nwcm;
/* nag_dwt_2d (c09eac).
* Two-dimensional discrete wavelet transform
*/

nag_dwt_2d(m, n, a, pda, ca, pdc, ch, pdc, cv, pdc, cd, pdc, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dwt_2d (c09eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
fflush(stdout);

/* Print decomposition */
#ifdef _WIN32

strcpy_s(title, (unsigned)_countof(title),
"Approximation coefficients CA :");

#else
strcpy(title, "Approximation coefficients CA :");

#endif
nag_gen_real_mat_print_comp(order, matrix, diag, nwcm, nwcn, ca, pdc,

"%8.4f",
title, Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

printf("\n");
fflush(stdout);

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Diagonal coefficients CD :");
#else

strcpy(title, "Diagonal coefficients CD :");
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, nwcm, nwcn, cd, pdc,
"%8.4f",
title, Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

printf("\n");
fflush(stdout);

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Horizontal coefficients CH :");
#else

strcpy(title, "Horizontal coefficients CH :");
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, nwcm, nwcn, ch, pdc,
"%8.4f",
title, Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

printf("\n");
fflush(stdout);

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Vertical coefficients CV :");
#else
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strcpy(title, "Vertical coefficients CV :");
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, nwcm, nwcn, cv, pdc,
"%8.4f",
title, Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0,
0, &fail);

printf("\n");

/* nag_idwt_2d (c09ebc).
* Two-dimensional inverse discrete wavelet transform
*/

nag_idwt_2d(m, n, ca, pdc, ch, pdc, cv, pdc, cd, pdc, b, pdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_idwt_2d (c09ebc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}
fflush(stdout);

/* Print reconstruction */
#ifdef _WIN32

strcpy_s(title, (unsigned)_countof(title),
"Reconstruction B :");

#else
strcpy(title, "Reconstruction B :");

#endif
nag_gen_real_mat_print_comp(order, matrix, diag, m, n, b, pdb, "%8.4f",

title,
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0, 0,
&fail);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ca);
NAG_FREE(cd);
NAG_FREE(ch);
NAG_FREE(cv);
return exit_status;

}

10.2 Program Data

nag_dwt_2d (c09eac) Example Program Data
6 6 : m,n
Nag_Daubechies4 Nag_HalfPointSymmetric : wavnam, mode
8.0000 7.0000 3.0000 3.0000 1.0000 1.0000
4.0000 6.0000 1.0000 5.0000 2.0000 9.0000
8.0000 1.0000 4.0000 9.0000 3.0000 7.0000
9.0000 3.0000 8.0000 2.0000 4.0000 3.0000
1.0000 3.0000 7.0000 1.0000 5.0000 2.0000
4.0000 3.0000 7.0000 7.0000 6.0000 1.0000 :a

10.3 Program Results

nag_dwt_2d (c09eac) Example Program Results

Parameters read from file ::
DWT :: Wavelet : Nag_Daubechies4

End mode: Nag_HalfPointSymmetric

Input Data A :
8.0000 7.0000 3.0000 3.0000 1.0000 1.0000
4.0000 6.0000 1.0000 5.0000 2.0000 9.0000
8.0000 1.0000 4.0000 9.0000 3.0000 7.0000
9.0000 3.0000 8.0000 2.0000 4.0000 3.0000
1.0000 3.0000 7.0000 1.0000 5.0000 2.0000
4.0000 3.0000 7.0000 7.0000 6.0000 1.0000

Approximation coefficients CA :
6.3591 10.3477 8.0995 10.3210 8.7587 3.5783
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11.5754 6.3762 12.1704 7.4521 8.6977 14.8535
2.0630 8.4499 15.4726 12.1764 3.8920 2.7112

10.2143 6.2445 13.8571 8.1060 7.7701 13.2127
6.3353 8.7805 10.2727 10.0472 6.8614 7.5814

11.7141 11.1018 5.2923 8.1272 14.5540 2.5729

Diagonal coefficients CD :
0.4777 1.0230 -0.3147 0.0625 0.0831 -1.3316
1.0689 1.5671 -2.1422 0.5565 1.7593 -2.8097

-0.9555 -1.9276 0.9195 -0.2228 -0.5125 2.6989
0.2899 0.4453 -0.5695 0.1541 0.4749 -0.7946
0.4944 1.4145 0.3488 -0.1187 -0.6212 -1.5177

-1.3753 -2.5224 1.7581 -0.4316 -1.1835 3.7547

Horizontal coefficients CH :
0.4100 -0.1827 1.5354 0.0784 0.8101 -1.3594
2.3496 -0.9422 2.3780 -1.0540 2.7743 -2.2648

-1.2690 0.0152 -6.9338 -1.7435 -1.6917 1.2388
0.6317 -0.0969 2.3300 0.4637 0.6365 -0.1162

-0.2343 0.3923 5.5457 2.1818 0.2103 -0.8573
-1.8880 0.8142 -4.8552 0.0736 -2.7395 3.3590

Vertical coefficients CV :
1.5365 5.9678 3.4309 -1.0585 -5.0275 -4.8492
0.6779 -0.0294 -5.3274 1.6483 4.8689 -1.8383

-1.1065 -2.8791 0.1535 0.0982 0.8417 2.8923
-0.1359 -2.6633 -5.8549 1.8440 6.2403 0.5697
1.4244 5.2140 1.6410 -0.4669 -3.2369 -4.5757
1.0288 2.2521 0.0574 -0.1359 -0.5170 -2.6854

Reconstruction B :
8.0000 7.0000 3.0000 3.0000 1.0000 1.0000
4.0000 6.0000 1.0000 5.0000 2.0000 9.0000
8.0000 1.0000 4.0000 9.0000 3.0000 7.0000
9.0000 3.0000 8.0000 2.0000 4.0000 3.0000
1.0000 3.0000 7.0000 1.0000 5.0000 2.0000
4.0000 3.0000 7.0000 7.0000 6.0000 1.0000

c09eac NAG Library Manual

c09eac.8 (last) Mark 26



NAG Library Function Document

nag_idwt_2d (c09ebc)

1 Purpose

nag_idwt_2d (c09ebc) computes the inverse two-dimensional discrete wavelet transform (DWT) at a
single level. The initialization function nag_wfilt_2d (c09abc) must be called first to set up the DWT
options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_idwt_2d (Integer m, Integer n, const double ca[], Integer ldca,
const double ch[], Integer ldch, const double cv[], Integer ldcv,
const double cd[], Integer ldcd, double b[], Integer ldb,
const Integer icomm[], NagError *fail)

3 Description

nag_idwt_2d (c09ebc) performs the inverse operation of function nag_dwt_2d (c09eac). That is, given
sets of approximation, horizontal, vertical and diagonal coefficients computed by function nag_dwt_2d
(c09eac) using a DWT as set up by the initialization function nag_wfilt_2d (c09abc), on a real matrix,
B, nag_idwt_2d (c09ebc) will reconstruct B.

4 References

None.

5 Arguments

1: m – Integer Input

On entry: number of rows, m, of data matrix B.

Constraint: this must be the same as the value m passed to the initialization function
nag_wfilt_2d (c09abc).

2: n – Integer Input

On entry: number of columns, n, of data matrix B.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt_2d
(c09abc).

3: ca½dim� – const double Input

Note: the dimension, dim, of the array ca must be at least ldca� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in ca½ j� 1ð Þ � ldcaþ i� 1�.
On entry: contains the ncm by ncn matrix of approximation coefficients, Ca. This array will
normally be the result of some transformation on the coefficients computed by function
nag_dwt_2d (c09eac).
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4: ldca – Integer Input

On entry: the stride separating matrix row elements in the array ca.

Constraint: ldca 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

5: ch½dim� – const double Input

Note: the dimension, dim, of the array ch must be at least ldch� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in ch½ j� 1ð Þ � ldchþ i� 1�.
On entry: contains the ncm by ncn matrix of horizontal coefficients, Ch. This array will normally
be the result of some transformation on the coefficients computed by function nag_dwt_2d
(c09eac).

6: ldch – Integer Input

On entry: the stride separating matrix row elements in the array ch.

Constraint: ldch 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

7: cv½dim� – const double Input

Note: the dimension, dim, of the array cv must be at least ldcv� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in cv½ j� 1ð Þ � ldcvþ i� 1�.
On entry: contains the ncm by ncn matrix of vertical coefficients, Cv. This array will normally be
the result of some transformation on the coefficients computed by function nag_dwt_2d (c09eac).

8: ldcv – Integer Input

On entry: the stride separating matrix row elements in the array cv.

Constraint: ldcv 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

9: cd½dim� – const double Input

Note: the dimension, dim, of the array cd must be at least ldcd� ncn where ncn is the argument
nwcn returned by function nag_wfilt_2d (c09abc).

The i; jð Þth element of the matrix is stored in cd½ j� 1ð Þ � ldcdþ i� 1�.
On entry: contains the ncm by ncn matrix of diagonal coefficients, Cd. This array will normally be
the result of some transformation on the coefficients computed by function nag_dwt_2d (c09eac).

10: ldcd – Integer Input

On entry: the stride separating matrix row elements in the array cd.

Constraint: ldcd 	 ncm where ncm ¼ nct= 4ncnð Þ and ncn, nct are returned by the initialization
function nag_wfilt_2d (c09abc).

11: b½ldb� n� – double Output

Note: the i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � ldbþ i� 1�.
On exit: the m by n reconstructed matrix, B, based on the input approximation, horizontal,
vertical and diagonal coefficients and the transform options supplied to the initialization function
nag_wfilt_2d (c09abc).
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12: ldb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: ldb 	 m.

13: icomm½180� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_2d (c09abc).

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag MultiLevel or icomm has been
corrupted.

NE_INT

On entry, ldca ¼ valueh i.
Constraint: ldca 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, ldcd ¼ valueh i.
Constraint: ldcd 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, ldch ¼ valueh i.
Constraint: ldch 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, ldcv ¼ valueh i.
Constraint: ldcv 	 valueh i, the number of wavelet coefficients in the first dimension.

On entry, m ¼ valueh i.
Constraint: m ¼ valueh i, the value of m on initialization (see nag_wfilt_2d (c09abc)).

On entry, n ¼ valueh i.
Constraint: n ¼ valueh i, the value of n on initialization (see nag_wfilt_2d (c09abc)).

NE_INT_2

On entry, ldb ¼ valueh i and m ¼ valueh i.
Constraint: ldb 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_idwt_2d (c09ebc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

See Section 10 in nag_dwt_2d (c09eac).
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NAG Library Function Document

nag_mldwt_2d (c09ecc)

1 Purpose

nag_mldwt_2d (c09ecc) computes the two-dimensional multi-level discrete wavelet transform (DWT).
The initialization function nag_wfilt_2d (c09abc) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_mldwt_2d (Integer m, Integer n, const double a[], Integer lda,
Integer lenc, double c[], Integer nwl, Integer dwtlvm[],
Integer dwtlvn[], Integer icomm[], NagError *fail)

3 Description

nag_mldwt_2d (c09ecc) computes the multi-level DWT of two-dimensional data. For a given wavelet
and end extension method, nag_mldwt_2d (c09ecc) will compute a multi-level transform of a matrix A,
using a specified number, nfwd, of levels. The number of levels specified, nfwd, must be no more than
the value lmax returned in nwlmax by the initialization function nag_wfilt_2d (c09abc) for the given
problem. The transform is returned as a set of coefficients for the different levels (packed into a single
array) and a representation of the multi-level structure.

The notation used here assigns level 0 to the input matrix, A. Level 1 consists of the first set of
coefficients computed: the vertical (v1), horizontal (h1) and diagonal (d1) coefficients are stored at this
level while the approximation (a1) coefficients are used as the input to a repeat of the wavelet transform
at the next level. This process is continued until, at level nfwd, all four types of coefficients are stored.
The output array, C, stores these sets of coefficients in reverse order, starting with anfwd followed by
vnfwd ; hnfwd ; dnfwd ; vnfwd�1; hnfwd�1; dnfwd�1; . . . ; v1; h1; d1.

4 References

None.

5 Arguments

1: m – Integer Input

On entry: number of rows, m, of data matrix A.

Constraint: this must be the same as the value m passed to the initialization function
nag_wfilt_2d (c09abc).

2: n – Integer Input

On entry: number of columns, n, of data matrix A.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt_2d
(c09abc).

3: a½lda� n� – const double Input

Note: the i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � ldaþ i� 1�.
On entry: the m by n data matrix A.
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4: lda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: lda 	 m.

5: lenc – Integer Input

On entry: the dimension of the array c. c must be large enough to contain, nct, wavelet
coefficients. The maximum value of nct is returned in nwct by the call to the initialization
function nag_wfilt_2d (c09abc) and corresponds to the DWT being continued for the maximum
number of levels possible for the given data set. When the number of levels, nfwd, is chosen to be
less than the maximum, lmax , then nct is correspondingly smaller and lenc can be reduced by
noting that the vertical, horizontal and diagonal coefficients are stored at every level and that in
addition the approximation coefficients are stored for the final level only. The number of
coefficients stored at each level is given by 3� �m=2d e � �n=2d e for mode ¼ Nag Periodic in
n a g _ w fi l t _ 2 d ( c 0 9 a b c ) a n d 3� �mþ nf � 1

� �
=2

� �
� �nþ nf � 1
� �

=2
� �

f o r
mode ¼ Nag HalfPointSymmetric, Nag WholePointSymmetric or Nag ZeroPadded, where the
input data is of dimension �m� �n at that level and nf is the filter length nf provided by the call to
nag_wfilt_2d (c09abc). At the final level the storage is 4=3 times this value to contain the set of
approximation coefficients.

Constraint: lenc 	 nct, where nct is the total number of coefficients that correspond to a
transform with nwl levels.

6: c½lenc� – double Output

On exit: the coefficients of the discrete wavelet transform. If you need to access or modify the
approximation coefficients or any specific set of detail coefficients then the use of
nag_wav_2d_coeff_ext (c09eyc) or nag_wav_2d_coeff_ins (c09ezc) is recommended. For
completeness the following description provides details of precisely how the coefficient are
stored in c but this information should only be required in rare cases.

Let q ið Þ denote the number of coefficients (of each type) at level i, for i ¼ 1; 2; . . . ; nfwd, such
t h a t q ið Þ ¼ dwtlvm½nfwd � i� � dwtlvn½nfwd � i�. T h e n , l e t t i n g k1 ¼ q nfwdð Þ a n d
kjþ1 ¼ kj þ q nfwd � j=3d e þ 1ð Þ, for j ¼ 1; 2; . . . ; 3nfwd, the coefficients are stored in c as follows:

c½i � 1�, for i ¼ 1; 2; . . . ; k1
Contains the level nfwd approximation coefficients, anfwd .

c½i � 1�, for i ¼ kj þ 1; . . . ; kjþ1
Contains the level nfwd � j=3d e þ 1 vertical, horizontal and diagonal coefficients. These
are:

vertical coefficients if j mod 3 ¼ 1;

horizontal coefficients if j mod 3 ¼ 2;

diagonal coefficients if j mod 3 ¼ 0,

for j ¼ 1; . . . ; 3nfwd.

7: nwl – Integer Input

On entry: the number of levels, nfwd, in the multi-level resolution to be performed.

Constraint: 1 � nwl � lmax , where lmax is the value returned in nwlmax (the maximum number
of levels) by the call to the initialization function nag_wfilt_2d (c09abc).

8: dwtlvm½nwl� – Integer Output

On exit: the number of coefficients in the first dimension for each coefficient type at each level.
dwtlvm½i � 1� contains the number of coefficients in the first dimension (for each coefficient type
computed) at the (nfwd � i þ 1)th level of resolution, for i ¼ 1; 2; . . . ; nfwd. Thus for the first
nfwd � 1 levels of resolution, dwtlvm½nfwd � i� is the size of the first dimension of the matrices of
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vertical, horizontal and diagonal coefficients computed at this level; for the final level of
resolution, dwtlvm½0� is the size of the first dimension of the matrices of approximation, vertical,
horizontal and diagonal coefficients computed.

9: dwtlvn½nwl� – Integer Output

On exit: the number of coefficients in the second dimension for each coefficient type at each
level. dwtlvn½i � 1� contains the number of coefficients in the second dimension (for each
coefficient type computed) at the (nfwd � i þ 1)th level of resolution, for i ¼ 1; 2; . . . ; nfwd. Thus
for the first nfwd � 1 levels of resolution, dwtlvn½nfwd � i� is the size of the second dimension of
the matrices of vertical, horizontal and diagonal coefficients computed at this level; for the final
level of resolution, dwtlvn½0� is the size of the second dimension of the matrices of
approximation, vertical, horizontal and diagonal coefficients computed.

10: icomm½180� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_2d (c09abc).

On exit: contains additional information on the computed transform.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag SingleLevel or icomm has been
corrupted.

NE_INT

On entry, m ¼ valueh i.
Constraint: m ¼ valueh i, the value of m on initialization (see nag_wfilt_2d (c09abc)).

On entry, n ¼ valueh i.
Constraint: n ¼ valueh i, the value of n on initialization (see nag_wfilt_2d (c09abc)).

On entry, nwl ¼ valueh i.
Constraint: nwl 	 1.

NE_INT_2

On entry, lda ¼ valueh i and m ¼ valueh i.
Constraint: lda 	 m.

On entry, lenc ¼ valueh i.
Constraint: lenc 	 valueh i, the total number of coefficents to be generated.
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On entry, nwl ¼ valueh i and nwlmax ¼ valueh i in nag_wfilt_2d (c09abc).
Constraint: nwl � nwlmax in nag_wfilt_2d (c09abc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_mldwt_2d (c09ecc) is not threaded in any implementation.

9 Further Comments

The wavelet coefficients at each level can be extracted from the output array c using the information
contained in dwtlvm and dwtlvn on exit (see the descriptions of c, dwtlvm and dwtlvn in Section 5).
For example, given an input data set, A, denoising can be carried out by applying a thresholding
operation to the detail (vertical, horizontal and diagonal) coefficients at every level. The elements c½k1�
to c½knfwdþ1 � 1�, as described in Section 5, contain the detail coefficients, ĉij, for
i ¼ nfwd; nfwd � 1; . . . ; 1 and j ¼ 1; 2; . . . ; 3q ið Þ, where q ið Þ is the number of each type of coefficient
at level i and ĉij ¼ cij þ ��ij and ��ij is the transformed noise term. If some threshold parameter � is
chosen, a simple hard thresholding rule can be applied as

�cij ¼ 0; if ĉij
		 		 � �

ĉij; if ĉij
		 		 > �;



taking �cij to be an approximation to the required detail coefficient without noise, cij. The resulting
coefficients can then be used as input to nag_imldwt_2d (c09edc) in order to reconstruct the denoised
signal. See Section 10 in nag_wav_2d_coeff_ins (c09ezc) for a simple example of denoising.

See the references given in the introduction to this chapter for a more complete account of wavelet
denoising and other applications.

10 Example

This example performs a multi-level resolution transform of a dataset using the Daubechies wavelet
(see wavnam ¼ Nag Daubechies2 in nag_wfilt_2d (c09abc)) using half-point symmetric end
extensions, the maximum possible number of levels of resolution, where the number of coefficients
in each level and the coefficients themselves are not changed. The original dataset is then reconstructed
using nag_imldwt_2d (c09edc).
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10.1 Program Text

/* nag_mldwt_2d (c09ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer nwcm, i, ilevel, itype_coeffs, j, lenc, m, n,

nf, nwcn, nwct, nwlmax, nwl, nwlinv, pda, pdb;
/* Arrays */
char mode[24], wavnam[20], title[50];
double *a = 0, *b = 0, *c = 0, *d = 0;
Integer *dwtlvm = 0, *dwtlvn = 0;
Integer icomm[180];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_mldwt_2d (c09ecc) Example Program Results\n\n");

/* Skip heading in data file and read problem parameters */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef _WIN32

scanf_s("%19s%23s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,
(unsigned)_countof(mode));

#else
scanf("%19s%23s%*[^\n] ", wavnam, mode);

#endif
pda = m;
pdb = m;
if (!(a = NAG_ALLOC(pda * n, double)) || !(b = NAG_ALLOC(pdb * n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf(" Parameters read from file :: \n");
printf(" MLDWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %" NAG_IFMT "\n", m);
printf(" n : %" NAG_IFMT "\n\n", n);
fflush(stdout);

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
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*/
wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read data array and write it out */
#define A(I, J) a[(J-1)*pda + I-1]

for (i = 1; i <= m; i++)
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j));
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, a, pda, "%8.4f",
"Input Data A :", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_wfilt_2d (c09abc).
* Two-dimensional wavelet filter initialization.
*/

nag_wfilt_2d(wavnamenum, Nag_MultiLevel, modenum, m, n, &nwlmax, &nf, &nwct,
&nwcn, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_nfilt_2d (c09abc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
lenc = nwct;
if (!(c = NAG_ALLOC(lenc, double)) ||

!(dwtlvm = NAG_ALLOC(nwlmax, Integer)) ||
!(dwtlvn = NAG_ALLOC(nwlmax, Integer))

)
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

nwl = nwlmax;

/* nag_mldwt_2d (c09ecc).
* Two-dimensional multi-level discrete wavelet transform
*/

nag_mldwt_2d(m, n, a, pda, lenc, c, nwl, dwtlvm, dwtlvn, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mldwt_2d (c09ecc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Print decomposition */
printf("\n Number of Levels : %" NAG_IFMT "\n", nwl);
printf(" Number of coefficients in 1st dimension for each level :\n");
for (j = 0; j < nwl; j++)

printf("%8" NAG_IFMT "%s", dwtlvm[j], (j + 1) % 8 ? " " : "\n");

printf("\n Number of coefficients in 2nd dimension for each level :\n");
for (j = 0; j < nwl; j++)

printf("%8" NAG_IFMT "%s", dwtlvn[j], (j + 1) % 8 ? " " : "\n");
printf("\n\nWavelet coefficients C : \n");
for (ilevel = nwl; ilevel > 0; ilevel -= 1) {

nwcm = dwtlvm[nwl - ilevel];
nwcn = dwtlvn[nwl - ilevel];
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if (!(d = NAG_ALLOC(nwcm * nwcn, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 0; j < 55; j++)

printf("-");
printf("\n Level : %" NAG_IFMT "; output is %" NAG_IFMT " by %" NAG_IFMT

"\n", ilevel, nwcm, nwcn);
for (j = 0; j < 55; j++)

printf("-");
printf("\n");
fflush(stdout);
for (itype_coeffs = 0; itype_coeffs <= 3; itype_coeffs++) {

switch (itype_coeffs) {
case 0:

#ifdef _WIN32
if (ilevel == nwl)

strcpy_s(title, (unsigned)_countof(title),
"Approximation coefficients ");

#else
if (ilevel == nwl)

strcpy(title, "Approximation coefficients ");
#endif

break;
case 1:

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Vertical coefficients ");
#else

strcpy(title, "Vertical coefficients ");
#endif

break;
case 2:

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Horizontal coefficients ");
#else

strcpy(title, "Horizontal coefficients ");
#endif

break;
case 3:

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Diagonal coefficients ");
#else

strcpy(title, "Diagonal coefficients ");
#endif

}
if (itype_coeffs > 0 || ilevel == nwl) {

/* nag_wav_2d_coeff_ext (c09aec).
* Call the 2D extraction routine c09eac
*/

nag_wav_2d_coeff_ext(ilevel, itype_coeffs, lenc, c, d, nwcm,
icomm, &fail);

nag_gen_real_mat_print_comp(order, matrix, diag, nwcm, nwcn, d, nwcm,
"%8.4f", title, Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc)."

"\n%s\n", fail.message);
exit_status = 4;
goto END;

}
}

}
NAG_FREE(d);

}

nwlinv = nwl;
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/* nag_imldwt_2d (c09edc).
* Two-dimensional inverse multi-level discrete wavelet transform
*/

nag_imldwt_2d(nwlinv, lenc, c, m, n, b, pdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt_2d (c09edc).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* Print reconstruction */
printf("\n");
fflush(stdout);

#ifdef _WIN32
strcpy_s(title, (unsigned)_countof(title),

"Reconstruction B :");
#else

strcpy(title, "Reconstruction B :");
#endif

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, b, pdb, "%8.4f",
title, Nag_NoLabels, 0, Nag_NoLabels, 0, 80,
0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 6;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(dwtlvm);
NAG_FREE(dwtlvn);
return exit_status;

}

10.2 Program Data

nag_mldwt_2d (c09ecc) Example Program Data
7 8 : m, n
Nag_Daubechies2 Nag_HalfPointSymmetric : wavnam, mode
3.0000 7.0000 9.0000 1.0000 9.0000 9.0000 1.0000 0.0000
9.0000 9.0000 3.0000 3.0000 4.0000 1.0000 2.0000 4.0000
7.0000 8.0000 1.0000 3.0000 8.0000 9.0000 3.0000 3.0000
1.0000 1.0000 1.0000 1.0000 2.0000 8.0000 4.0000 0.0000
1.0000 2.0000 4.0000 6.0000 5.0000 6.0000 5.0000 4.0000
2.0000 2.0000 5.0000 7.0000 3.0000 6.0000 6.0000 8.0000
7.0000 9.0000 3.0000 1.0000 3.0000 4.0000 7.0000 2.0000

: a

10.3 Program Results

nag_mldwt_2d (c09ecc) Example Program Results

Parameters read from file ::
MLDWT :: Wavelet : Nag_Daubechies2

End mode : Nag_HalfPointSymmetric
m : 7
n : 8

Input Data A :
3.0000 7.0000 9.0000 1.0000 9.0000 9.0000 1.0000 0.0000
9.0000 9.0000 3.0000 3.0000 4.0000 1.0000 2.0000 4.0000
7.0000 8.0000 1.0000 3.0000 8.0000 9.0000 3.0000 3.0000
1.0000 1.0000 1.0000 1.0000 2.0000 8.0000 4.0000 0.0000
1.0000 2.0000 4.0000 6.0000 5.0000 6.0000 5.0000 4.0000
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2.0000 2.0000 5.0000 7.0000 3.0000 6.0000 6.0000 8.0000
7.0000 9.0000 3.0000 1.0000 3.0000 4.0000 7.0000 2.0000

Number of Levels : 2
Number of coefficients in 1st dimension for each level :

4 5
Number of coefficients in 2nd dimension for each level :

4 5

Wavelet coefficients C :
-------------------------------------------------------
Level : 2; output is 4 by 4

-------------------------------------------------------
Approximation coefficients

24.9724 25.6017 20.8900 7.9280
27.6100 27.0955 18.7941 8.2804
11.2663 11.0273 19.6410 18.6651
27.6050 26.6443 14.5913 18.0835

Vertical coefficients
-2.5552 -6.1078 -4.0629 8.2136
-1.6061 -7.2355 -3.3633 7.6075
-0.2225 -1.6283 -0.5301 3.7415
-0.9052 -6.5810 0.8023 1.8591

Horizontal coefficients
-3.8069 -3.0730 2.1121 -1.8525
-2.7548 -4.5949 -0.8321 -4.8155
4.8398 4.5104 -1.5308 -0.6456

-6.4332 -4.5381 2.4753 6.8224
Diagonal coefficients

-0.8978 -0.2326 -1.2515 2.6346
0.5708 -4.9783 -1.5309 6.4569

-0.1854 -1.8430 0.2426 -0.0754
0.0345 7.1864 1.5938 -5.9745

-------------------------------------------------------
Level : 1; output is 5 by 5

-------------------------------------------------------
Vertical coefficients

-2.5981 4.6471 2.5392 -2.8415 -0.2165
-1.3203 -0.0592 3.0490 -2.5837 1.0458
-0.4330 -1.6405 -1.1752 0.2533 -2.3448
-0.4118 -0.0682 -2.4608 -0.0167 0.4387
-1.5368 -1.1450 -0.5547 4.5936 -3.6863

Horizontal coefficients
-4.3301 -1.8170 0.8023 5.7566 -2.8146
4.3089 3.6908 0.8349 3.4653 1.7108

-1.5311 -1.0736 1.5257 0.0212 -0.9608
2.8873 3.1148 -1.9118 -0.4007 -1.5302

-2.2377 -2.7611 2.4453 -0.3705 4.3448
Diagonal coefficients

-1.5000 4.4151 -0.0057 -0.8236 -1.1250
-0.1953 -2.9530 1.8840 -1.7635 0.9877
-0.4330 0.2745 1.1450 0.4632 -0.5547
-0.3538 -0.3215 0.6462 1.3705 -1.2778
0.7288 0.4587 -1.8873 -1.8828 2.4028

Reconstruction B :
3.0000 7.0000 9.0000 1.0000 9.0000 9.0000 1.0000 0.0000
9.0000 9.0000 3.0000 3.0000 4.0000 1.0000 2.0000 4.0000
7.0000 8.0000 1.0000 3.0000 8.0000 9.0000 3.0000 3.0000
1.0000 1.0000 1.0000 1.0000 2.0000 8.0000 4.0000 0.0000
1.0000 2.0000 4.0000 6.0000 5.0000 6.0000 5.0000 4.0000
2.0000 2.0000 5.0000 7.0000 3.0000 6.0000 6.0000 8.0000
7.0000 9.0000 3.0000 1.0000 3.0000 4.0000 7.0000 2.0000
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NAG Library Function Document

nag_imldwt_2d (c09edc)

1 Purpose

nag_imldwt_2d (c09edc) computes the inverse two-dimensional multi-level discrete wavelet transform
(DWT). This function reconstructs data from (possibly filtered or otherwise manipulated) wavelet
transform coefficients calculated by nag_mldwt_2d (c09ecc) from an original input matrix. The
initialization function nag_wfilt_2d (c09abc) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_imldwt_2d (Integer nwlinv, Integer lenc, const double c[],
Integer m, Integer n, double b[], Integer ldb, const Integer icomm[],
NagError *fail)

3 Description

nag_imldwt_2d (c09edc) performs the inverse operation of nag_mldwt_2d (c09ecc). That is, given a set
of wavelet coefficients, computed up to level nfwd by nag_mldwt_2d (c09ecc) using a DWT as set up by
the initialization function nag_wfilt_2d (c09abc), on a real matrix, A, nag_imldwt_2d (c09edc) will
reconstruct A. The reconstructed matrix is referred to as B in the following since it will not be identical
to A when the DWT coefficients have been filtered or otherwise manipulated prior to reconstruction. If
the original input matrix is level 0, then it is possible to terminate reconstruction at a higher level by
specifying fewer than the number of levels used in the call to nag_mldwt_2d (c09ecc). This results in a
partial reconstruction.

4 References

None.

5 Arguments

1: nwlinv – Integer Input

On entry: the number of levels to be used in the inverse multi-level transform. The number of
levels must be less than or equal to nfwd, which has the value of argument nwl as used in the
computation of the wavelet coefficients using nag_mldwt_2d (c09ecc). The data will be
reconstructed to level nwl� nwlinvð Þ, where level 0 is the original input dataset provided to
nag_mldwt_2d (c09ecc).

Constraint: 1 � nwlinv � nwl, where nwl is the value used in a preceding call to nag_mldwt_2d
(c09ecc).

2: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc 	 nct, where nct is the total number of coefficients that correspond to a
transform with nwlinv levels and is unchanged from the preceding call to nag_mldwt_2d
(c09ecc).
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3: c½lenc� – const double Input

On entry: the coefficients of a multi-level wavelet transform of the original matrix, A, which may
have been filtered or otherwise manipulated.

Let q ið Þ be the number of coefficients (of each type) at level i, for i ¼ nfwd; nfwd � 1; . . . ; 1. Then,
setting k1 ¼ q nfwdð Þ and kjþ1 ¼ kj þ q nfwd � j=3d e þ 1ð Þ, for j ¼ 1; 2; . . . ; 3nfwd, the coefficients
are stored in c as follows:

c½i � 1�, for i ¼ 1; 2; . . . ; k1
Contains the level nfwd approximation coefficients, anfwd .

c½i � 1�, for i ¼ kj þ 1; . . . ; kjþ1
Contains the level nfwd � j=3d e þ 1 vertical, horizontal and diagonal coefficients. These
are:

vertical coefficients if j mod 3 ¼ 1;

horizontal coefficients if j mod 3 ¼ 2;

diagonal coefficients if j mod 3 ¼ 0,

for j ¼ 1; . . . ; 3nfwd.

Note that the coefficients in c may be extracted according to level and type into two-dimensional
arrays using nag_wav_2d_coeff_ext (c09eyc), and inserted using nag_wav_2d_coeff_ins
(c09ezc).

4: m – Integer Input

On entry: the number of elements, m, in the first dimension of the reconstructed matrix B. For a
full reconstruction of nwl levels, where nwl is as supplied to nag_mldwt_2d (c09ecc), this must
be the same as argument m used in the call to nag_mldwt_2d (c09ecc). For a partial
reconstruction of nwlinv < nwl levels, this must be equal to dwtlvm½nwlinv�, as returned from
nag_mldwt_2d (c09ecc).

5: n – Integer Input

On entry: the number of elements, n, in the second dimension of the reconstructed matrix B. For
a full reconstruction of nwl levels, where nwl is as supplied to nag_mldwt_3d (c09fcc), this must
be the same as argument n used in the call to nag_mldwt_2d (c09ecc). For a partial
reconstruction of nwlinv < nwl, this must be equal to dwtlvn½nwlinv�, as returned from
nag_mldwt_2d (c09ecc).

6: b½ldb� n� – double Output

Note: the i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � ldbþ i� 1�.
On exit: the m by n reconstructed matrix, B, based on the input multi-level wavelet transform
coefficients and the transform options supplied to the initialization function nag_wfilt_2d
(c09abc).

7: ldb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: ldb 	 m.

8: icomm½180� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_2d (c09abc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag SingleLevel or icomm has been
corrupted.

NE_INT

On entry, lenc ¼ valueh i.
Constraint: lenc 	 valueh i, the total number of coefficients generated by the preceding call to
nag_mldwt_2d (c09ecc).

On entry, m ¼ valueh i.
Constraint: m 	 valueh i, the number of coefficients in the first dimension at the required level of
reconstruction.

On entry, n ¼ valueh i.
Constraint: n 	 valueh i, the number of coefficients in the second dimension at the required level
of reconstruction.

On entry, nwlinv ¼ valueh i.
Constraint: nwlinv 	 1.

NE_INT_2

On entry, ldb ¼ valueh i and m ¼ valueh i.
Constraint: ldb 	 m.

On entry, nwlinv ¼ valueh i and nfwd ¼ valueh i.
Constraint: nwlinv � nfwd.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.
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8 Parallelism and Performance

nag_imldwt_2d (c09edc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_mldwt_2d (c09ecc).
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NAG Library Function Document

nag_wav_2d_coeff_ext (c09eyc)

1 Purpose

nag_wav_2d_coeff_ext (c09eyc) extracts a selected set of discrete wavelet transform (DWT)
coefficients from the full set of coefficients stored in compact form, as computed by nag_mldwt_2d
(c09ecc) (two-dimensional DWT).

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wav_2d_coeff_ext (Integer ilev, Integer cindex, Integer lenc,
const double c[], double d[], Integer pdd, Integer icomm[],
NagError *fail)

3 Description

nag_wav_2d_coeff_ext (c09eyc) is intended to be used after a call to nag_mldwt_2d (c09ecc) (two-
dimensional DWT), which in turn should be preceded by a call to nag_wfilt_2d (c09abc) (two-
dimensional wavelet filter initialization). Given an initial two-dimensional data set A, a prior call to
nag_mldwt_2d (c09ecc) computes the approximation coefficients (at the highest requested level) and
three sets of detail coeficients at all levels and stores these in compact form in a one-dimensional array
c. nag_wav_2d_coeff_ext (c09eyc) can then extract either the approximation coefficients or one of the
sets of detail coefficients at one of the levels into a matrix D. The dimensions of D depend on the level
extracted and are available from the arrays dwtlvm and dwtlvn as returned by nag_mldwt_2d (c09ecc)
which contain the first and second dimensions respectively. See Section 2.1 in the c09 Chapter
Introduction for a discussion of the two-dimensional DWT.

4 References

None.

5 Arguments

Note: the following notation is used in this section:

ncm is the number of wavelet coefficients in the first dimension, which, at level ilev, is equal to
dwtlvm½nwl� ilev� as returned by a call to nag_mldwt_2d (c09ecc) transforming nwl levels.

ncn is the number of wavelet coefficients in the second dimension, which, at level ilev, is equal to
dwtlvn½nwl� ilev� as returned by a call to nag_mldwt_2d (c09ecc) transforming nwl levels..

1: ilev – Integer Input

On entry: the level at which coefficients are to be extracted.

Constraints:

1 � ilev � nwl, where nwl is as used in a preceding call to nag_mldwt_2d (c09ecc);
if cindex ¼ 0, ilev ¼ nwl.
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2: cindex – Integer Input

On entry: identifies which coefficients to extract. The coefficients are identified as follows:

cindex ¼ 0
The approximation coefficients, produced by application of the low pass filter over
columns and rows of the original matrix (LL). The approximation coefficients are available
only for ilev ¼ nwl, where nwl is the value used in a preceding call to nag_mldwt_2d
(c09ecc).

cindex ¼ 1
The vertical detail coefficients produced by applying the low pass filter over columns of
the original matrix and the high pass filter over rows (LH).

cindex ¼ 2
The horizontal detail coefficients produced by applying the high pass filter over columns of
the original matrix and the low pass filter over rows (HL).

cindex ¼ 3
The diagonal detail coefficients produced by applying the high pass filter over columns and
rows of the original matrix (HH).

Constraint: 0 � cindex � 3 when ilev ¼ nwl as used in nag_mldwt_2d (c09ecc), otherwise
1 � cindex � 3.

3: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc must be unchanged from the value used in the preceding call to nag_mldwt_2d
(c09ecc)..

4: c½lenc� – const double Input

On entry: DWT coefficients, as computed by a preceding call to nag_mldwt_2d (c09ecc).

5: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least pdd� ncn.
On exit: the requested coefficients.

If ilev ¼ nwl (as used in nag_mldwt_2d (c09ecc)) and cindex ¼ 0, the ncm by ncn approximation
coefficients aij are stored in d½ j � 1ð Þ � pddþ i� 1�, for i ¼ 1; 2; . . . ; ncm and j ¼ 1; 2; . . . ; ncn.

Otherwise the ncm by ncn level ilev detail coefficients (of type specified by cindex) dij are stored
in d½ j � 1ð Þ � pddþ i� 1�, for i ¼ 1; 2; . . . ; ncm and j ¼ 1; 2; . . . ; ncn.

6: pdd – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array d.

Constraint: pdd 	 ncm.

7: icomm½180� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_2d (c09abc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag SingleLevel or icomm has been
corrupted.

NE_INT

On entry, cindex ¼ valueh i.
Constraint: cindex � 3.

On entry, cindex ¼ valueh i.
Constraint: cindex 	 0.

On entry, ilev ¼ valueh i.
Constraint: ilev 	 1.

NE_INT_2

On entry, ilev ¼ valueh i and nwl ¼ valueh i.
Constraint: ilev � nwl, where nwl is the number of levels used in the call to nag_mldwt_2d
(c09ecc).

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients computed in a previous call
to nag_mldwt_2d (c09ecc).

On entry, pdd ¼ valueh i and ncm ¼ valueh i.
Constraint: pdd 	 ncm, where ncm is the number of DWT coefficients in the first dimension at the
selected level ilev.

NE_INT_3

On entry, ilev ¼ valueh i and nwl ¼ valueh i, but cindex ¼ 0.
Constraint: cindex > 0 when ilev < nwl in the preceding call to nag_mldwt_2d (c09ecc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_wav_2d_coeff_ext (c09eyc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_wfilt_2d (c09abc), nag_mldwt_2d (c09ecc) and nag_wav_2d_coeff_ins (c09ezc).
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NAG Library Function Document

nag_wav_2d_coeff_ins (c09ezc)

1 Purpose

nag_wav_2d_coeff_ins (c09ezc) inserts a selected set of two-dimensional discrete wavelet transform
(DWT) coefficients into the full set of coefficients stored in compact form, which may be later used as
input to the multi-level reconstruction function nag_imldwt_2d (c09edc).

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wav_2d_coeff_ins (Integer ilev, Integer cindex, Integer lenc,
double c[], const double d[], Integer pdd, Integer icomm[],
NagError *fail)

3 Description

nag_wav_2d_coeff_ins (c09ezc) inserts a selected set of two-dimensional DWT coefficients into the full
set of coefficients stored in compact form in a one-dimensional array c. It is required that
nag_wav_2d_coeff_ins (c09ezc) is preceded by a call to the initialization function nag_wfilt_2d
(c09abc) and the forward multi-level transform function nag_mldwt_2d (c09ecc).

Given an initial two-dimensional data set A, a prior call to nag_mldwt_2d (c09ecc) computes the
approximation coefficients (at the highest requested level) and three sets of detail coeficients at all
levels and stores these in compact form in a one-dimensional array c. nag_wav_2d_coeff_ext (c09eyc)
can then extract either the approximation coefficients or one of the sets of detail coefficients at one of
the levels as two-dimensional data into the array, d. Following some calculation on this set of
coefficients (for example, denoising), the updated coefficients in d are inserted back into the full set c
using nag_wav_2d_coeff_ins (c09ezc). Several extractions and insertions may be performed at different
levels. nag_imldwt_2d (c09edc) can then be used to reconstruct a manipulated data set ~A. The
dimensions of the two-dimensional data stored in d depend on the level extracted and are available
from the arrays dwtlvm and dwtlvn as returned by nag_mldwt_2d (c09ecc) which contain the first and
second dimensions respectively. See Section 2.1 in the c09 Chapter Introduction for a discussion of the
multi-level two-dimensional DWT.

4 References

None.

5 Arguments

Note: the following notation is used in this section:

ncm is the number of wavelet coefficients in the first dimension, which, at level ilev, is equal to
dwtlvm½nwl� ilev� as returned by a call to nag_mldwt_2d (c09ecc) transforming nwl levels.

ncn is the number of wavelet coefficients in the second dimension, which, at level ilev, is equal to
dwtlvn½nwl� ilev� as returned by a call to nag_mldwt_2d (c09ecc) transforming nwl levels.

1: ilev – Integer Input

On entry: the level at which coefficients are to be inserted.
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Constraints:

1 � ilev � nwl, where nwl is as used in a preceding call to nag_mldwt_2d (c09ecc);
if cindex ¼ 0, ilev ¼ nwl.

2: cindex – Integer Input

On entry: identifies which coefficients to insert. The coefficients are identified as follows:

cindex ¼ 0
The approximation coefficients, produced by application of the low pass filter over
columns and rows of the original matrix (LL). The approximation coefficients are present
only for ilev ¼ nwl, where nwl is the value used in a preceding call to nag_mldwt_2d
(c09ecc).

cindex ¼ 1
The vertical detail coefficients produced by applying the low pass filter over columns of
the original matrix and the high pass filter over rows (LH).

cindex ¼ 2
The horizontal detail coefficients produced by applying the high pass filter over columns of
the original matrix and the low pass filter over rows (HL).

cindex ¼ 3
The diagonal detail coefficients produced by applying the high pass filter over columns and
rows of the original matrix (HH).

Constraint: 0 � cindex � 3 when ilev ¼ nwl as used in nag_mldwt_2d (c09ecc), otherwise
1 � cindex � 3.

3: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc must be unchanged from the value used in the preceding call to nag_mldwt_2d
(c09ecc)..

4: c½lenc� – double Input/Output

On entry: contains the DWT coefficients inserted by previous calls to nag_wav_2d_coeff_ins
(c09ezc), or computed by a previous call to nag_mldwt_2d (c09ecc).

On exit: contains the same DWT coefficients provided on entry except for those identified by ilev
and cindex, which are updated with the values supplied in d, inserted into the correct locations as
expected by the reconstruction function nag_imldwt_2d (c09edc).

5: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least pdd� ncn.
On entry: the coefficients to be inserted.

If ilev ¼ nwl (as used in nag_mldwt_2d (c09ecc)) and cindex ¼ 0, the ncm by ncn manipulated
approximation coefficients aij must be stored in d½ j � 1ð Þ � pddþ i � 1�, for i ¼ 1; 2; . . . ; ncm
and i ¼ 1; 2; . . . ; ncn.

Otherwise the ncm by ncn manipulated level ilev detail coefficients (of type specified by cindex)
dij must be stored in d½ j � 1ð Þ � pddþ i � 1�, for i ¼ 1; 2; . . . ; ncm and j ¼ 1; 2; . . . ; ncn.

6: pdd – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array d.

Constraint: pdd 	 ncm.
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7: icomm½180� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_2d (c09abc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

Either the initialization function was called with wtrans ¼ Nag SingleLevel or icomm has been
corrupted.

NE_INT

On entry, cindex ¼ valueh i.
Constraint: cindex � 3.

On entry, cindex ¼ valueh i.
Constraint: cindex 	 0.

On entry, ilev ¼ valueh i.
Constraint: ilev 	 1.

NE_INT_2

On entry, ilev ¼ valueh i and nwl ¼ valueh i.
Constraint: ilev � nwl, where nwl is the number of levels used in the call to nag_mldwt_2d
(c09ecc).

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients computed in a previous call
to nag_mldwt_2d (c09ecc).

On entry, pdd ¼ valueh i and ncm ¼ valueh i.
Constraint: pdd 	 ncm, where ncm is the number of DWT coefficients in the first dimension at the
selected level ilev.

NE_INT_3

On entry, ilev ¼ valueh i and nwl ¼ valueh i, but cindex ¼ 0.
Constraint: cindex > 0 when ilev < nwl in the preceding call to nag_mldwt_2d (c09ecc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_wav_2d_coeff_ins (c09ezc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The following example demonstrates using the coefficient extraction and insertion functions in order to
apply denoising using a thresholding operation. The original input data, which is horizontally striped,
has artificial noise introduced to it, taken from a normal random number distribution. Reconstruction
then takes place on both the noisy data and denoised data. The Mean Square Errors (MSE) of the two
reconstructions are printed along with the reconstruction of the denoised data. The MSE of the denoised
reconstruction is less than that of the noisy reconstruction.

10.1 Program Text

/* nag_wav_2d_coeff_ins (c09ezc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagg05.h>

#define A(I,J) a[(J-1)*lda + I-1]
#define AN(I,J) an[(J-1)*lda + I-1]
#define B(I,J) b[(J-1)*ldb + I-1]
#define D(I,J) d[(J-1)*ldd + I-1]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer lstate = 1, lseed = 1;
Integer i, j, k, lda, ldb, ldd, lenc, m, n, mn, nf, nwcn, nwct, nwl;
Integer subid, denoised, cindex, ilev;
Nag_BaseRNG genid;
double mse, thresh, var, xmu;
/* Arrays */
char mode[25], wavnam[25];
double *a = 0, *an = 0, *b = 0, *c = 0, *d = 0, *x = 0;
Integer *dwtlvm = 0, *dwtlvn = 0, *state = 0;
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Integer icomm[180], seed[1];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

printf("nag_wav_2d_coeff_ins (c09ezc) Example Program Results\n\n");
/* Skip heading in data file and read problem parameters. */

#ifdef _WIN32
scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#else
scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#endif
#ifdef _WIN32

scanf_s("%24s%24s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,
(unsigned)_countof(mode));

#else
scanf("%24s%24s%*[^\n] ", wavnam, mode);

#endif

printf("MLDWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %4" NAG_IFMT "\n", m);
printf(" n : %4" NAG_IFMT "\n\n", n);
fflush(stdout);

/* Allocate arrays to hold the original data, A, original data plus noise,
* AN, reconstruction using denoised coefficients, B, and randomly generated
* noise, X.
*/

lda = m;
ldb = m;
if (!(a = NAG_ALLOC((lda) * (n), double)) ||

!(an = NAG_ALLOC((lda) * (n), double)) ||
!(b = NAG_ALLOC((ldb) * (n), double)) ||
!(x = NAG_ALLOC((m * n), double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read in the original data. */
for (i = 1; i <= m; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));

#endif

/* Output the original data. */
nag_gen_real_mat_print_comp(order, matrix, diag, m, n, a, lda, "%11.4e",

"Input data :", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 2;
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goto END;
}
printf("\n");
fflush(stdout);

/* Set up call to nag_rand_normal (g05skc) in order to create some
* randomnoise from a normal distribution to add to the original data.
* Initial call to RNG initializer to get size of STATE array.
*/

seed[0] = 642521;
genid = Nag_MersenneTwister;
subid = 0;
if (!(state = NAG_ALLOC((lstate), Integer)))
{

printf("Allocation failure\n");
exit_status = 3;
goto END;

}

/* nag_rand_init_repeatable (g05kfc).
* Query the size of state.
*/

lstate = 0;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}

/* Reallocate STATE */
NAG_FREE(state);
if (!(state = NAG_ALLOC((lstate), Integer)))
{

printf("Allocation failure\n");
exit_status = 5;
goto END;

}

/* nag_rand_init_repeatable (g05kfc).
* Initialize the generator to a repeatable sequence.
*/

nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 6;
goto END;

}

/* Set the distribution parameters for the random noise. */
xmu = 0.0;
var = 0.1E-3;

/* Generate the noise variates */

/* nag_rand_normal (g05skc).
* Generates a vector of pseudorandom numbers from a Normal distribution.
*/

mn = n * m;
nag_rand_normal(mn, xmu, var, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_normal (g05skc).\n%s\n", fail.message);
exit_status = 7;
goto END;

}

/* Add the noise to the original input and save in AN */
k = 0;
for (j = 1; j <= n; j++) {
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for (i = 1; i <= m; i++) {
AN(i, j) = A(i, j) + x[k];
k = k + 1;

}
}

/* Output the noisy data */
nag_gen_real_mat_print_comp(order, matrix, diag, m, n, an, lda, "%11.4e",

"Original data plus noise :", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 8;
goto END;

}
printf("\n");

/* nag_wfilt_2d (c09abc).
* Two-dimensional wavelet filter initialization.
*/

nag_wfilt_2d(wavnamenum, Nag_MultiLevel, modenum, m, n, &nwl, &nf, &nwct,
&nwcn, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt_2d (c09abc).\n%s\n", fail.message);
exit_status = 9;
goto END;

}

/* Allocate arrays to hold the coefficients, c, and the dimensions
* of the coefficients at each level, dwtlvm, dwtlvn.
*/

lenc = nwct;
if (!(c = NAG_ALLOC((lenc), double)) ||

!(dwtlvm = NAG_ALLOC((nwl), Integer)) ||
!(dwtlvn = NAG_ALLOC((nwl), Integer)))

{
printf("Allocation failure\n");
exit_status = 10;
goto END;

}

/* Perform a forwards multi-level transform on the noisy data. */

/* nag_mldwt_2d (c09ecc).
* Two-dimensional multi-level discrete wavelet transform.
*/

nag_mldwt_2d(m, n, an, lda, lenc, c, nwl, dwtlvm, dwtlvn, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mldwt_2d (c09ecc).\n%s\n", fail.message);
exit_status = 11;
goto END;

}

/* Reconstruct without thresholding of detail coefficients. */

/* nag_imldwt_2d (c09edc).
* Two-dimensional inverse multi-level discrete wavelet transform.
*/

nag_imldwt_2d(nwl, lenc, c, m, n, b, ldb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt_2d (c09edc).\n%s\n", fail.message);
exit_status = 12;
goto END;

}

/* Calculate the Mean Square Error of the noisy reconstruction. */
mse = 0.0;
for (j = 1; j <= n; j++)

for (i = 1; i <= m; i++)
mse = mse + pow((A(i, j) - B(i, j)), 2);
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mse = mse / (double) (m * n);
printf("Without denoising Mean Square Error is %11.4e\n\n", mse);
fflush(stdout);

/* Now perform the denoising by extracting each of the detail
* coefficients at each level and applying hard thresholding
* Allocate a 2D array to hold the detail coefficients
*/

ldd = dwtlvm[nwl - 1];
if (!(d = NAG_ALLOC((ldd) * (dwtlvn[nwl - 1]), double)))
{

printf("Allocation failure\n");
exit_status = 13;
goto END;

}

/* Calculate the threshold based on VisuShrink denoising. */
thresh = sqrt(var) * sqrt(2. * log((double) (m * n)));
denoised = 0;
/* For each level */
for (ilev = nwl; ilev >= 1; ilev -= 1) {

/* Select detail coefficients */
for (cindex = 1; cindex <= 3; cindex++) {

/* Extract coefficients into the 2D array d */

/* nag_wav_2d_coeff_ext (c09eyc).
* Two-dimensional discrete wavelet transform coefficient extraction.
*/

nag_wav_2d_coeff_ext(ilev, cindex, lenc, c, d, ldd, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wav_2d_coeff_ext (c09eyc).\n%s\n",
fail.message);

exit_status = 14;
goto END;

}

/* Perform the hard thresholding operation */
for (j = 1; j <= dwtlvn[nwl - ilev]; j++)

for (i = 1; i <= dwtlvm[nwl - ilev]; i++)
if (fabs(D(i, j)) < thresh) {

D(i, j) = 0.0;
denoised = denoised + 1;

}

/* Insert the denoised coefficients back into c. */

/* nag_wav_2d_coeff_ins (c09ezc).
* Two-dimensional discrete wavelet transform coefficient insertion.
*/

nag_wav_2d_coeff_ins(ilev, cindex, lenc, c, d, ldd, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wav_2d_coeff_ins (c09ezc).\n%s\n",
fail.message);

exit_status = 15;
goto END;

}

}
}

/* Output the number of coefficients that were set to zero */
printf("Number of coefficients denoised is %4" NAG_IFMT " out of %4"

NAG_IFMT "\n\n", denoised, nwct - dwtlvm[0] * dwtlvn[0]);
fflush(stdout);

/* Reconstruct original data following thresholding of detail coefficients */

/* nag_imldwt_2d (c09edc).
* Two-dimensional inverse multi-level discrete wavelet transform.
*/

nag_imldwt_2d(nwl, lenc, c, m, n, b, ldb, icomm, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_imldwt_2d (c09edc).\n%s\n", fail.message);
exit_status = 16;
goto END;

}

/* Calculate the Mean Square Error of the denoised reconstruction. */
mse = 0.0;
for (j = 1; j <= n; j++)

for (i = 1; i <= m; i++)
mse = mse + pow((A(i, j) - B(i, j)), 2);

mse = mse / (double) (m * n);
printf("With denoising Mean Square Error is %11.4e \n\n", mse);
fflush(stdout);

/* Output the denoised reconstruction. */
nag_gen_real_mat_print_comp(order, matrix, diag, m, n, b, ldb, "%11.4e",

"Reconstruction of denoised input :",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0, 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 17;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(an);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(x);
NAG_FREE(dwtlvm);
NAG_FREE(dwtlvn);
NAG_FREE(state);
return exit_status;

}

10.2 Program Data

nag_wav_2d_coeff_ins (c09ezc) Example Program Data
7 6 : m, n
Nag_Daubechies6 Nag_Periodic : wavnam, mode

0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01

10.3 Program Results

nag_wav_2d_coeff_ins (c09ezc) Example Program Results

MLDWT :: Wavelet : Nag_Daubechies6
End mode : Nag_Periodic
m : 7
n : 6

Input data :
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
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Original data plus noise :
1.3549e-02 1.6995e-02 -4.9390e-03 -8.5383e-04 1.8706e-04 1.2313e-02
1.0015e+00 9.8963e-01 9.9833e-01 1.0044e+00 1.0097e+00 9.8469e-01

-1.7004e-03 1.0657e-02 1.9363e-02 -8.3748e-03 1.1364e-02 -5.6284e-04
9.8993e-01 1.0038e+00 1.0005e+00 9.9208e-01 9.9231e-01 9.9820e-01

-9.3452e-03 1.4871e-02 9.3840e-03 1.5987e-02 5.8176e-03 2.5670e-02
9.8416e-01 1.0278e+00 9.9907e-01 9.9562e-01 1.0113e+00 9.9112e-01
1.3876e-02 -1.0616e-03 1.7986e-02 1.8721e-02 1.0583e-02 1.1846e-02

Without denoising Mean Square Error is 9.7832e-05

Number of coefficients denoised is 32 out of 48

With denoising Mean Square Error is 1.8134e-05

Reconstruction of denoised input :
1.2651e-02 9.3672e-03 2.9873e-03 6.6813e-04 9.2377e-04 6.5269e-03
9.9126e-01 9.9404e-01 9.9996e-01 1.0027e+00 1.0032e+00 9.9764e-01
8.4483e-03 8.5768e-03 7.1934e-03 4.8007e-03 2.7522e-03 5.0164e-03
1.0009e+00 9.9979e-01 9.9655e-01 9.9419e-01 9.9300e-01 9.9650e-01
6.0974e-03 6.9809e-03 1.0318e-02 1.3407e-02 1.5362e-02 1.1390e-02
1.0034e+00 1.0036e+00 1.0028e+00 1.0011e+00 9.9964e-01 1.0011e+00
1.3530e-02 1.1252e-02 9.2970e-03 1.1447e-02 1.4711e-02 1.4839e-02
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NAG Library Function Document

nag_dwt_3d (c09fac)

1 Purpose

nag_dwt_3d (c09fac) computes the three-dimensional discrete wavelet transform (DWT) at a single
level. The initialization function nag_wfilt_3d (c09acc) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_dwt_3d (Integer m, Integer n, Integer fr, const double a[],
Integer lda, Integer sda, Integer lenc, double c[], Integer icomm[],
NagError *fail)

3 Description

nag_dwt_3d (c09fac) computes the three-dimensional DWT of some given three-dimensional input data,
considered as a number of two-dimensional frames, at a single level. For a chosen wavelet filter pair,
the output coefficients are obtained by applying convolution and downsampling by two to the input
data, A, first over columns, next over rows and finally across frames. The three-dimensional
approximation coefficients are produced by the low pass filter over columns, rows and frames. In
addition there are 7 sets of three-dimensional detail coefficients, each corresponding to a different order
of low pass and high pass filters (see the c09 Chapter Introduction). All coefficients are packed into a
single array. To reduce distortion effects at the ends of the data array, several end extension methods are
commonly used. Those provided are: periodic or circular convolution end extension, half-point
symmetric end extension, whole-point symmetric end extension and zero end extension. The total
number, nct, of coefficients computed is returned by the initialization function nag_wfilt_3d (c09acc).

4 References

Daubechies I (1992) Ten Lectures on Wavelets SIAM, Philadelphia

5 Arguments

1: m – Integer Input

On entry: the number of rows of each two-dimensional frame.

Constraint: this must be the same as the value m passed to the initialization function
nag_wfilt_3d (c09acc).

2: n – Integer Input

On entry: the number of columns of each two-dimensional frame.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt_3d
(c09acc).

3: fr – Integer Input

On entry: the number of two-dimensional frames.

Constraint: this must be the same as the value fr passed to the initialization function
nag_wfilt_3d (c09acc).
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4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least lda� sda� fr.

On entry: the m by n by fr three-dimensional input data A, where Aijk is stored in
a½ k� 1ð Þ � lda� sdaþ j� 1ð Þ � ldaþ i� 1�.

5: lda – Integer Input

On entry: the stride separating row elements of each of the sets of frame coefficients in the three-
dimensional data stored in a.

Constraint: lda 	 m.

6: sda – Integer Input

On entry: the stride separating corresponding coefficients of consecutive frames in the three-
dimensional data stored in a.

Constraint: sda 	 n.

7: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc 	 nct, where nct is the total number of wavelet coefficients, as returned by
nag_wfilt_3d (c09acc).

8: c½lenc� – double Output

On exit: the coefficients of the discrete wavelet transform. If you need to access or modify the
approximation coefficients or any specific set of detail coefficients then the use of
nag_wav_3d_coeff_ext (c09fyc) or nag_wav_3d_coeff_ins (c09fzc) is recommended. For
completeness the following description provides details of precisely how the coefficients are
stored in c but this information should only be required in rare cases.

The 8 sets of coefficients are stored in the following order: approximation coefficients (LLL)
first, followed by 7 sets of detail coefficients: LLH, LHL, LHH, HLL, HLH, HHL, HHH, where
L indicates the low pass filter, and H the high pass filter being applied to, respectively, the
columns of length m, the rows of length n and then the frames of length fr. Note that for
computational efficiency reasons each set of coefficients is stored in the order ncfr � ncm � ncn
(see output arguments nwcfr, nwct and nwcn in nag_wfilt_3d (c09acc)). See Section 10 for
details of how to access each set of coefficients in order to perform extraction from c following a
call to this function, or insertion into c before a call to the three-dimensional inverse function
nag_idwt_3d (c09fbc).

9: icomm½260� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_3d (c09acc).

On exit: contains additional information on the computed transform.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the communication array icomm has been corrupted or there has not been a prior call to
the initialization function nag_wfilt_3d (c09acc).

The initialization function was called with wtrans ¼ Nag MultiLevel.

NE_INT

On entry, fr ¼ valueh i.
Constraint: fr ¼ valueh i, the value of fr on initialization (see nag_wfilt_3d (c09acc)).

On entry, m ¼ valueh i.
Constraint: m ¼ valueh i, the value of m on initialization (see nag_wfilt_3d (c09acc)).

On entry, n ¼ valueh i.
Constraint: n ¼ valueh i, the value of n on initialization (see nag_wfilt_3d (c09acc)).

NE_INT_2

On entry, lda ¼ valueh i and m ¼ valueh i.
Constraint: lda 	 m.

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients returned by nag_wfilt_3d
(c09acc) in argument nwct.

On entry, sda ¼ valueh i and n ¼ valueh i.
Constraint: sda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_dwt_3d (c09fac) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the three-dimensional discrete wavelet decomposition for 5� 4� 3 input data
using the Haar wavelet, wavnam ¼ Nag Haar, with half point end extension, prints the wavelet
coefficients and then reconstructs the original data using nag_idwt_3d (c09fbc). This example also
demonstrates in general how to access any set of coefficients following a single level transform.

10.1 Program Text

/* nag_dwt_3d (c09fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>

#define A(I,J,K) a[I-1 + (J-1)* lda + (K-1)* lda * sda]
#define B(I,J,K) b[I-1 + (J-1)* ldb + (K-1)* ldb * sdb]
#define D(I,J,K) d[I-1 + (J-1)* nwcm + (K-1)* nwcm * nwcn]

int main(void)
{

/* Scalars */
Integer exit_status = 0, zero = 0;
Integer cindex, i, j, k, lda, ldb, lenc;
Integer m, n, fr, nf, nwcfr, nwcm, nwcn, nwct, nwl, sda, sdb;
/* Arrays */
char mode[25], wavnam[25];
double *a = 0, *b = 0, *c = 0, *d = 0;
Integer icomm[260];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

printf("nag_dwt_3d (c09fac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file and read problem parameters */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,
&fr);

#else
scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,

&fr);
#endif

lda = m;
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ldb = m;
sda = n;
sdb = n;

#ifdef _WIN32
scanf_s("%24s%24s%*[^\n]\n", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%24s%24s%*[^\n]\n", wavnam, mode);
#endif

if (!(a = NAG_ALLOC((lda) * (sda) * (fr), double)) ||
!(b = NAG_ALLOC((ldb) * (sdb) * (fr), double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("Parameters read from file :: \n");
printf("DWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %4" NAG_IFMT "\n", m);
printf(" n : %4" NAG_IFMT "\n", n);
printf(" fr : %4" NAG_IFMT "\n\n", fr);

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read data array */
for (k = 1; k <= fr; k++) {

for (i = 1; i <= m; i++) {
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j, k));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j, k));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Print out the input data */
printf("Input Data :\n");
fflush(stdout);
for (k = 1; k <= fr; k++) {

/* nag_gen_real_mat_print_comp (x04cbc).
* Prints out a matrix.
*/

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &A(1, 1, k), lda,
"%8.4f", " ", Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
printf("\n");
fflush(stdout);

}

/* nag_wfilt_3d (c09acc).
* Three-dimensional wavelet filter initialization
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*/
nag_wfilt_3d(wavnamenum, Nag_SingleLevel, modenum, m, n, fr, &nwl, &nf,

&nwct, &nwcn, &nwcfr, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wfilt_3d (c09acc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Calculate the number of wavelet coefficients in
* the first dimension, nwcm.
*/

nwcm = nwct / (8 * nwcn * nwcfr);
lenc = nwct;

/* Allocate space for the coefficients array, C */
if (!(c = NAG_ALLOC((lenc), double)))
{

printf("Allocation failure\n");
exit_status = 4;
goto END;

}

/* nag_dwt_3d (c09fac).
* Three-dimensional discrete wavelet transform
*/

nag_dwt_3d(m, n, fr, a, lda, sda, lenc, c, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dwt_3d (c09fac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* Allocate space for extraction of coefficients of a single type */
if (!(d = NAG_ALLOC((nwcm) * (nwcn) * (nwcfr), double)))
{

printf("Allocation failure\n");
exit_status = 6;
goto END;

}

for (cindex = 0; cindex <= 7; cindex++) {
/* Use the extraction routine c09fyc to retrieve the required
* coefficients.
*/

/* nag_wav_3d_coeff_ext (c09fyc).
* Extract the nominated coefficients.
*/

nag_wav_3d_coeff_ext(zero, cindex, lenc, c, d, nwcm, nwcn, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wav_3d_coeff_ext (c09fyc).\n%s\n", fail.message);
exit_status = 7;
goto END;

}

/* Print out the extracted coefficients */
switch (cindex) {
case 0:

printf("Approximation coefficients (LLL)\n");
break;

case 1:
printf("Detail coefficients (LLH)\n");
break;

case 2:
printf("Detail coefficients (LHL)\n");
break;

case 3:
printf("Detail coefficients (LHH)\n");
break;

case 4:
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printf("Detail coefficients (HLL)\n");
break;

case 5:
printf("Detail coefficients (HLH)\n");
break;

case 6:
printf("Detail coefficients (HHL)\n");
break;

case 7:
printf("Detail coefficients (HHH)\n");
break;

}

for (i = 1; i <= nwcm; i++) {
if (i == 1) {

printf("Coefficients ");
for (k = 1; k <= nwcfr; k++) {

printf("Frame %4" NAG_IFMT, k);
for (j = 1; j <= 9 * nwcn - 8; j++)

printf(" ");
}
printf("\n");

}

for (k = 1; k <= nwcfr; k++) {
if (k == 1 && i == 1)

printf("%5" NAG_IFMT "%8s", cindex, " ");
else if (k == 1)

printf("%13s", " ");
else

printf("%2s", " ");
for (j = 1; j <= nwcn; j++) {

printf("%8.4f ", D(i, j, k));
}

}
printf("\n");

}
printf("\n");

}
fflush(stdout);

/* nag_idwt_3d (c09fbc).
* Three-dimensional inverse discrete wavelet transform
*/

nag_idwt_3d(m, n, fr, lenc, c, b, ldb, sdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_idwt_3d (c09fbc).\n%s\n", fail.message);
exit_status = 8;
goto END;

}

printf("Output Data :\n");
fflush(stdout);
for (k = 1; k <= fr; k++) {

/* nag_gen_real_mat_print_comp (x04cbc).
* Prints out a matrix.
*/

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &B(1, 1, k), ldb,
"%8.4f", " ", Nag_NoLabels, 0, Nag_NoLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 9;
goto END;

}
printf("\n");
fflush(stdout);

}

END:
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NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);

return exit_status;
}

10.2 Program Data

nag_dwt_3d (c09fac) Example Program Data

5 4 3 : m, n, fr

Nag_Haar
Nag_HalfPointSymmetric : wavnam, mode

3.0000 2.0000 2.0000 2.0000
2.0000 9.0000 1.0000 2.0000
2.0000 5.0000 1.0000 2.0000
1.0000 6.0000 2.0000 2.0000
5.0000 3.0000 2.0000 2.0000 : frame 1

2.0000 1.0000 5.0000 1.0000
2.0000 9.0000 5.0000 2.0000
2.0000 3.0000 2.0000 7.0000
2.0000 1.0000 1.0000 2.0000
2.0000 1.0000 2.0000 8.0000 : frame 2

3.0000 1.0000 4.0000 1.0000
1.0000 1.0000 2.0000 1.0000
4.0000 1.0000 7.0000 2.0000
3.0000 2.0000 1.0000 5.0000
1.0000 1.0000 2.0000 2.0000 : frame 3

10.3 Program Results

nag_dwt_3d (c09fac) Example Program Results

Parameters read from file ::
DWT :: Wavelet : Nag_Haar

End mode : Nag_HalfPointSymmetric
m : 5
n : 4
fr : 3

Input Data :
3.0000 2.0000 2.0000 2.0000
2.0000 9.0000 1.0000 2.0000
2.0000 5.0000 1.0000 2.0000
1.0000 6.0000 2.0000 2.0000
5.0000 3.0000 2.0000 2.0000

2.0000 1.0000 5.0000 1.0000
2.0000 9.0000 5.0000 2.0000
2.0000 3.0000 2.0000 7.0000
2.0000 1.0000 1.0000 2.0000
2.0000 1.0000 2.0000 8.0000

3.0000 1.0000 4.0000 1.0000
1.0000 1.0000 2.0000 1.0000
4.0000 1.0000 7.0000 2.0000
3.0000 2.0000 1.0000 5.0000
1.0000 1.0000 2.0000 2.0000

Approximation coefficients (LLL)
Coefficients Frame 1 Frame 2

0 10.6066 7.0711 4.2426 5.6569
7.7782 6.7175 7.0711 10.6066
7.7782 9.8995 2.8284 5.6569
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Detail coefficients (LLH)
Coefficients Frame 1 Frame 2

1 0.7071 -2.1213 0.0000 0.0000
2.1213 -1.7678 0.0000 0.0000
3.5355 -4.2426 0.0000 0.0000

Detail coefficients (LHL)
Coefficients Frame 1 Frame 2

2 -4.2426 2.1213 1.4142 2.8284
-2.8284 -2.4749 2.8284 0.7071
2.1213 -4.2426 0.0000 0.0000

Detail coefficients (LHH)
Coefficients Frame 1 Frame 2

3 0.0000 -2.8284 0.0000 0.0000
-2.8284 1.7678 0.0000 0.0000
0.7071 4.2426 0.0000 0.0000

Detail coefficients (HLL)
Coefficients Frame 1 Frame 2

4 -4.9497 0.0000 1.4142 1.4142
0.7071 1.7678 -0.0000 2.1213
0.0000 0.0000 0.0000 0.0000

Detail coefficients (HLH)
Coefficients Frame 1 Frame 2

5 0.7071 0.7071 0.0000 0.0000
-0.7071 -2.4749 0.0000 0.0000
0.0000 0.0000 0.0000 0.0000

Detail coefficients (HHL)
Coefficients Frame 1 Frame 2

6 5.6569 0.7071 1.4142 1.4142
0.0000 -1.7678 1.4142 6.3640
0.0000 0.0000 0.0000 0.0000

Detail coefficients (HHH)
Coefficients Frame 1 Frame 2

7 0.0000 0.0000 0.0000 0.0000
1.4142 1.0607 0.0000 0.0000
0.0000 0.0000 0.0000 0.0000

Output Data :
3.0000 2.0000 2.0000 2.0000
2.0000 9.0000 1.0000 2.0000
2.0000 5.0000 1.0000 2.0000
1.0000 6.0000 2.0000 2.0000
5.0000 3.0000 2.0000 2.0000

2.0000 1.0000 5.0000 1.0000
2.0000 9.0000 5.0000 2.0000
2.0000 3.0000 2.0000 7.0000
2.0000 1.0000 1.0000 2.0000
2.0000 1.0000 2.0000 8.0000

3.0000 1.0000 4.0000 1.0000
1.0000 1.0000 2.0000 1.0000
4.0000 1.0000 7.0000 2.0000
3.0000 2.0000 1.0000 5.0000
1.0000 1.0000 2.0000 2.0000
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NAG Library Function Document

nag_idwt_3d (c09fbc)

1 Purpose

nag_idwt_3d (c09fbc) computes the three-dimensional inverse discrete wavelet transform (IDWT) at a
single level. The initialization function nag_wfilt_3d (c09acc) must be called first to set up the DWT
options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_idwt_3d (Integer m, Integer n, Integer fr, Integer lenc,
const double c[], double b[], Integer ldb, Integer sdb,
const Integer icomm[], NagError *fail)

3 Description

nag_idwt_3d (c09fbc) performs the inverse operation of function nag_dwt_3d (c09fac). That is, given
sets of wavelet coefficients computed by function nag_dwt_3d (c09fac) using a DWT as set up by the
initialization function nag_wfilt_3d (c09acc), on a real data array, B, nag_idwt_3d (c09fbc) will
reconstruct B.

4 References

None.

5 Arguments

1: m – Integer Input

On entry: the number of rows of each two-dimensional frame.

Constraint: this must be the same as the value m passed to the initialization function
nag_wfilt_3d (c09acc).

2: n – Integer Input

On entry: the number of columns of each two-dimensional frame.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt_3d
(c09acc).

3: fr – Integer Input

On entry: the number two-dimensional frames.

Constraint: this must be the same as the value fr passed to the initialization function
nag_wfilt_3d (c09acc).

4: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc 	 nct, where nct is the total number of wavelet coefficients, as returned by
nag_wfilt_3d (c09acc).
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5: c½lenc� – const double Input

On entry: the coefficients of the discrete wavelet transform. This will normally be the result of
some transformation on the coefficients computed by function nag_dwt_3d (c09fac).

Note that the coefficients in c may be extracted according to type into three-dimensional arrays
using nag_wav_3d_coeff_ext (c09fyc), and inserted using nag_wav_3d_coeff_ins (c09fzc).

6: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least ldb� sdb� fr.

On exi t : the m by n by fr recons t ruc ted ar ray, B, wi th Bijk s to red in
b½ k� 1ð Þ � ldb� sdbþ j� 1ð Þ � ldbþ i� 1�. The reconstruction is based on the input wavelet
coefficients and the transform options supplied to the initialization function nag_wfilt_3d
(c09acc).

7: ldb – Integer Input

On entry: the stride separating row elements of each of the sets of frame coefficients in the three-
dimensional data stored in b.

Constraint: ldb 	 m.

8: sdb – Integer Input

On entry: the stride separating corresponding coefficients of consecutive frames in the three-
dimensional data stored in b.

Constraint: sdb 	 n.

9: icomm½260� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_3d (c09acc).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the communication array icomm has been corrupted or there has not been a prior call to
the initialization function nag_wfilt_3d (c09acc).

The initialization function was called with wtrans ¼ Nag MultiLevel.

NE_INT

On entry, fr ¼ valueh i.
Constraint: fr ¼ valueh i, the value of fr on initialization (see nag_wfilt_3d (c09acc)).
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On entry, m ¼ valueh i.
Constraint: m ¼ valueh i, the value of m on initialization (see nag_wfilt_3d (c09acc)).

On entry, n ¼ valueh i.
Constraint: n ¼ valueh i, the value of n on initialization (see nag_wfilt_3d (c09acc)).

NE_INT_2

On entry, ldb ¼ valueh i and m ¼ valueh i.
Constraint: ldb 	 m.

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients returned by nag_wfilt_3d
(c09acc) in argument nwct.

On entry, sdb ¼ valueh i and n ¼ valueh i.
Constraint: sdb 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_idwt_3d (c09fbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

See Section 10 in nag_dwt_3d (c09fac).
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NAG Library Function Document

nag_mldwt_3d (c09fcc)

1 Purpose

nag_mldwt_3d (c09fcc) computes the three-dimensional multi-level discrete wavelet transform (DWT).
The initialization function nag_wfilt_3d (c09acc) must be called first to set up the DWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_mldwt_3d (Integer m, Integer n, Integer fr, const double a[],
Integer lda, Integer sda, Integer lenc, double c[], Integer nwl,
Integer dwtlvm[], Integer dwtlvn[], Integer dwtlvfr[], Integer icomm[],
NagError *fail)

3 Description

nag_mldwt_3d (c09fcc) computes the multi-level DWT of three-dimensional data. For a given wavelet
and end extension method, nag_mldwt_3d (c09fcc) will compute a multi-level transform of a three-
dimensional array A, using a specified number, nfwd, of levels. The number of levels specified, nfwd,
must be no more than the value lmax returned in nwlmax by the initialization function nag_wfilt_3d
(c09acc) for the given problem. The transform is returned as a set of coefficients for the different levels
(packed into a single array) and a representation of the multi-level structure.

The notation used here assigns level 0 to the input data, A. Level 1 consists of the first set of
coefficients computed: the seven sets of detail coefficients are stored at this level while the
approximation coefficients are used as the input to a repeat of the wavelet transform at the next level.
This process is continued until, at level nfwd, all eight types of coefficients are stored. All coefficients
are packed into a single array.

4 References

Wang Y, Che X and Ma S (2012) Nonlinear filtering based on 3D wavelet transform for MRI denoising
URASIP Journal on Advances in Signal Processing 2012:40

5 Arguments

1: m – Integer Input

On entry: the number of rows of each two-dimensional frame.

Constraint: this must be the same as the value m passed to the initialization function
nag_wfilt_3d (c09acc).

2: n – Integer Input

On entry: the number of columns of each two-dimensional frame.

Constraint: this must be the same as the value n passed to the initialization function nag_wfilt_3d
(c09acc).

c09 – Wavelet Transforms c09fcc

Mark 26 c09fcc.1



3: fr – Integer Input

On entry: the number of two-dimensional frames.

Constraint: this must be the same as the value fr passed to the initialization function
nag_wfilt_3d (c09acc).

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least lda� sda� fr.

On entry: the m by n by fr three-dimensional input data A, where with Aijk stored in
a½ k� 1ð Þ � lda� sdaþ j� 1ð Þ � ldaþ i� 1�.

5: lda – Integer Input

On entry: the stride separating row elements of each of the sets of frame coefficients in the three-
dimensional data stored in a.

Constraint: lda 	 m.

6: sda – Integer Input

On entry: the stride separating corresponding coefficients of consecutive frames in the three-
dimensional data stored in a.

Constraint: sda 	 n.

7: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc 	 nct, where nct is the total number of wavelet coefficients that correspond to a
transform with nwl levels.

8: c½lenc� – double Output

On exit: the coefficients of the discrete wavelet transform. If you need to access or modify the
approximation coefficients or any specific set of detail coefficients then the use of
nag_wav_3d_coeff_ext (c09fyc) or nag_wav_3d_coeff_ins (c09fzc) is recommended. For
completeness the following description provides details of precisely how the coefficients are
stored in c but this information should only be required in rare cases.

Let q ið Þ denote the number of coefficients of each type at level i, for i ¼ 1; 2; . . . ; nfwd, such that
q ið Þ ¼ dwtlvm½nfwd � i� � dwtlvn½nfwd � i� � dwtlvfr½nfwd � i�. Then, letting k1 ¼ q nfwdð Þ and
kjþ1 ¼ kj þ q nfwd � j=7d e þ 1ð Þ, for j ¼ 1; 2; . . . ; 7nfwd, the coefficients are stored in c as follows:

c½i � 1�, for i ¼ 1; 2; . . . ; k1
Contains the level nfwd approximation coefficients, anfwd . Note that for computational
efficiency reasons these coefficients are stored as dwtlvm½0� � dwtlvn½0� � dwtlvfr½0� in c.

c½i � 1�, for i ¼ kj þ 1; . . . ; kjþ1
Contains the level nfwd � j=7d e þ 1 detail coefficients. These are:

LLH coefficients if j mod 7 ¼ 1;

LHL coefficients if j mod 7 ¼ 2;

LHH coefficients if j mod 7 ¼ 3;

HLL coefficients if j mod 7 ¼ 4;

HLH coefficients if j mod 7 ¼ 5;

HHL coefficients if j mod 7 ¼ 6;

HHH coefficients if j mod 7 ¼ 0,
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for j ¼ 1; . . . ; 7nfwd. See Section 2.1 in the c09 Chapter Introduction for a description of
how these coefficients are produced.

Note that for computational efficiency reasons these coefficients are stored as
dwtlvfr½ j=7d e � 1� � dwtlvm½ j=7d e � 1� � dwtlvn½ j=7d e � 1� in c.

9: nwl – Integer Input

On entry: the number of levels, nfwd, in the multi-level resolution to be performed.

Constraint: 1 � nwl � lmax , where lmax is the value returned in nwlmax (the maximum number
of levels) by the call to the initialization function nag_wfilt_3d (c09acc).

10: dwtlvm½nwl� – Integer Output

On exit: the number of coefficients in the first dimension for each coefficient type at each level.
dwtlvm½i � 1� contains the number of coefficients in the first dimension (for each coefficient type
computed) at the (nfwd � i þ 1)th level of resolution, for i ¼ 1; 2; . . . ; nfwd.

11: dwtlvn½nwl� – Integer Output

On exit: the number of coefficients in the second dimension for each coefficient type at each
level. dwtlvn½i � 1� contains the number of coefficients in the second dimension (for each
coefficient type computed) at the (nfwd � i þ 1)th level of resolution, for i ¼ 1; 2; . . . ; nfwd.

12: dwtlvfr½nwl� – Integer Output

On exit: the number of coefficients in the third dimension for each coefficient type at each level.
dwtlvfr½i � 1� contains the number of coefficients in the third dimension (for each coefficient
type computed) at the (nfwd � i þ 1)th level of resolution, for i ¼ 1; 2; . . . ; nfwd.

13: icomm½260� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_3d (c09acc).

On exit: contains additional information on the computed transform.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the communication array icomm has been corrupted or there has not been a prior call to
the initialization function nag_wfilt_3d (c09acc).

The initialization function was called with wtrans ¼ Nag SingleLevel.
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NE_INT

On entry, fr ¼ valueh i.
Constraint: fr ¼ valueh i, the value of fr on initialization (see nag_wfilt_3d (c09acc)).

On entry, m ¼ valueh i.
Constraint: m ¼ valueh i, the value of m on initialization (see nag_wfilt_3d (c09acc)).

On entry, n ¼ valueh i.
Constraint: n ¼ valueh i, the value of n on initialization (see nag_wfilt_3d (c09acc)).

On entry, nwl ¼ valueh i.
Constraint: nwl 	 1.

NE_INT_2

On entry, lda ¼ valueh i and m ¼ valueh i.
Constraint: lda 	 m.

On entry, lenc ¼ valueh i.
Constraint: lenc 	 valueh i, the total number of coefficents to be generated.

On entry, nwl ¼ valueh i and nwlmax ¼ valueh i in nag_wfilt_3d (c09acc).
Constraint: nwl � nwlmax in nag_wfilt_3d (c09acc).

On entry, sda ¼ valueh i and n ¼ valueh i.
Constraint: sda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_mldwt_3d (c09fcc) is not threaded in any implementation.

9 Further Comments

The example program shows how the wavelet coefficients at each level can be extracted from the output
array c. Denoising can be carried out by applying a thresholding operation to the detail coefficients at
every level. If cij is a detail coefficient then ĉij ¼ cij þ ��ij and ��ij is the transformed noise term. If
some threshold parameter � is chosen, a simple hard thresholding rule can be applied as

�cij ¼ 0; if ĉij
		 		 � �

ĉij; if ĉij
		 		 > �;



taking �cij to be an approximation to the required detail coefficient without noise, cij. The resulting
coefficients can then be used as input to nag_imldwt_3d (c09fdc) in order to reconstruct the denoised
signal. See Section 10 in nag_wav_3d_coeff_ins (c09fzc) for a simple example of denoising.
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See the references given in the introduction to this chapter for a more complete account of wavelet
denoising and other applications.

10 Example

This example computes the three-dimensional multi-level discrete wavelet decomposition for 7� 6� 5
input data using the biorthogonal wavelet of order 1:1 (set wavnam ¼ Nag Biorthogonal1 1 in
nag_wfilt_3d (c09acc)) with periodic end extension, prints a selected set of wavelet coefficients and
then reconstructs and verifies that the reconstruction matches the original data.

10.1 Program Text

/* nag_mldwt_3d (c09fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagx02.h>

#define A(I,J,K) a[I-1 + (J-1)* lda + (K-1)* lda * sda]
#define B(I,J,K) b[I-1 + (J-1)* ldb + (K-1)* ldb * sdb]
#define E(I,J,K) e[I-1 + (J-1)* m + (K-1)* m * n]
#define D(I,J,K) d[I-1 + (J-1)* ldd + (K-1)* ldd * sdd]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer lda, ldb, ldd, sda, sdb, sdd, lenc, i, j, k;
Integer m, n, fr, nwcfr, nwcm, nwcn, nwct, nwlmax, nwl, nwlinv, nf;
Integer want_coeffs, want_level;
double eps, esq, frob;
/* Arrays */
char mode[25], wavnam[25];
double *a = 0, *b = 0, *c = 0, *d = 0, *e = 0;
Integer *dwtlvfr = 0, *dwtlvm = 0, *dwtlvn = 0;
Integer icomm[260];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

printf("nag_mldwt_3d (c09fcc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file and read problem parameters */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,
&fr);

#else
scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,

&fr);
#endif

lda = m;
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ldb = m;
sda = n;
sdb = n;

#ifdef _WIN32
scanf_s("%24s%24s%*[^\n]\n", wavnam, (unsigned)_countof(wavnam), mode,

(unsigned)_countof(mode));
#else

scanf("%24s%24s%*[^\n]\n", wavnam, mode);
#endif

if (!(a = NAG_ALLOC((lda) * (sda) * (fr), double)) ||
!(b = NAG_ALLOC((ldb) * (sdb) * (fr), double)) ||
!(e = NAG_ALLOC((m) * (n) * (fr), double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("Parameters read from file :: \n");
printf("MLDWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %4" NAG_IFMT "\n", m);
printf(" n : %4" NAG_IFMT "\n", n);
printf(" fr : %4" NAG_IFMT "\n\n", fr);

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read data array */
for (k = 1; k <= fr; k++) {

for (i = 1; i <= m; i++) {
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j, k));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j, k));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Print out the input data */
printf("Input Data :\n");
fflush(stdout);
for (k = 1; k <= fr; k++) {

/* nag_gen_real_mat_print_comp (x04cbc).
* Prints out a matrix.
*/

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &A(1, 1, k), lda,
"%8.4f", " ", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
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printf("\n");
fflush(stdout);

}

/* nag_wfilt_3d (c09acc).
* Three-dimensional wavelet filter initialization
*/

nag_wfilt_3d(wavnamenum, Nag_MultiLevel, modenum, m, n, fr, &nwlmax, &nf,
&nwct, &nwcn, &nwcfr, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wfilt_3d (c09acc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

lenc = nwct;
if (!(c = NAG_ALLOC((lenc), double)) ||

!(dwtlvm = NAG_ALLOC((nwlmax), Integer)) ||
!(dwtlvn = NAG_ALLOC((nwlmax), Integer)) ||
!(dwtlvfr = NAG_ALLOC((nwlmax), Integer)))

{
printf("Allocation failure\n");
exit_status = 4;
goto END;

}

nwl = nwlmax;

/* nag_mldwt_3d (c09fcc).
* Three-dimensional multi-level discrete wavelet transform
*/

nag_mldwt_3d(m, n, fr, a, lda, sda, lenc, c,
nwl, dwtlvm, dwtlvn, dwtlvfr, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mldwt_3d (c09fcc).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

printf("Number of Levels : %4" NAG_IFMT "\n", nwl);
printf("Number of coefficients in 1st dimension for each level:\n");
for (i = 0; i < nwl; i++) {

printf("%4" NAG_IFMT "%s", dwtlvm[i], i + 1 % 8 ? "" : "\n");
}
printf("\n");
printf("Number of coefficients in 2nd dimension for each level:\n");
for (i = 0; i < nwl; i++) {

printf("%4" NAG_IFMT "%s", dwtlvn[i], i + 1 % 8 ? "" : "\n");
}
printf("\n");
printf("Number of coefficients in 3rd dimension for each level:\n");
for (i = 0; i < nwl; i++) {

printf("%4" NAG_IFMT "%s", dwtlvfr[i], i + 1 % 8 ? "" : "\n");
}
printf("\n\n");
fflush(stdout);

/* Print the first level HLL coefficients */
want_level = 1;
want_coeffs = 4;

/* Use the extraction routine c09fyc to retrieve the required
* coefficients.
*/

nwcm = dwtlvm[nwl - want_level];
nwcn = dwtlvn[nwl - want_level];
nwcfr = dwtlvfr[nwl - want_level];
ldd = nwcm;
sdd = nwcn;
if (!(d = NAG_ALLOC((ldd) * (sdd) * (nwcfr), double)))
{
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printf("Allocation failure\n");
exit_status = 6;
goto END;

}

/* nag_wav_3d_coeff_ext (c09fyc).
* Extract coefficients into a 3D array D.
*/

nag_wav_3d_coeff_ext(want_level, want_coeffs, lenc, c, d, ldd, sdd, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wav_3d_coeff_ext (c09fyc).\n%s\n", fail.message);
exit_status = 7;
goto END;

}

/* Print the details of the level */
printf("-----------------------------------------------------\n");
printf("Level : %4" NAG_IFMT "", want_level);
printf("; output is %4" NAG_IFMT "", nwcm);
printf(" by %4" NAG_IFMT "", nwcn);
printf(" by %4" NAG_IFMT "\n", nwcfr);
printf("-----------------------------------------------------\n\n");

/* Print out the selected set of coefficients */
switch (want_coeffs) {
case 0:

printf("Approximation coefficients (LLL)\n");
break;

case 1:
printf("Detail coefficients (LLH)\n");
break;

case 2:
printf("Detail coefficients (LHL)\n");
break;

case 3:
printf("Detail coefficients (LHH)\n");
break;

case 4:
printf("Detail coefficients (HLL)\n");
break;

case 5:
printf("Detail coefficients (HLH)\n");
break;

case 6:
printf("Detail coefficients (HHL)\n");
break;

case 7:
printf("Detail coefficients (HHH)\n");
break;

}

printf("Level %4" NAG_IFMT "", want_level);
printf(", Coefficients %4" NAG_IFMT ":\n", want_coeffs);
for (k = 1; k <= nwcfr; k++) {

printf(" Frame %4" NAG_IFMT " :\n", k);
for (i = 1; i <= nwcm; i++) {

for (j = 1; j <= nwcn; j++) {
printf("%8.4f%s", D(i, j, k), j % 8 ? "" : "\n");

}
printf("\n");

}
}
fflush(stdout);

nwlinv = nwl;

/* nag_imldwt_3d (c09fdc).
* Three-dimensional inverse multi-level discrete wavelet transform
*/

nag_imldwt_3d(nwlinv, lenc, c, m, n, fr, b, ldb, sdb, icomm, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_imldwt_3d (c09fdc).\n%s\n", fail.message);
exit_status = 8;
goto END;

}

/* Check reconstruction matches original */
eps = 10.0 * (double) (m) * (double) (n) * (double) (fr) *

nag_machine_precision;

for (k = 1; k <= fr; k++)
for (j = 1; j <= n; j++)

for (i = 1; i <= m; i++)
E(i, j, k) = B(i, j, k) - A(i, j, k);

frob = 0.0;
for (k = 1; k <= fr; k++) {

esq = 0.0;
for (j = 1; j <= n; j++) {

for (i = 1; i <= m; i++) {
esq = esq + pow(E(i, j, k), 2);

}
frob = MAX(frob, sqrt(esq));

}
}

if (frob > eps) {
printf("\nFail: Frobenius norm of B-A, where A is the original \n"

"data and B is the reconstrucion, is too large.\n");
}
else {

printf("\nSuccess: the reconstruction matches the original.\n");
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(dwtlvfr);
NAG_FREE(dwtlvm);
NAG_FREE(dwtlvn);
return exit_status;

}

10.2 Program Data

nag_mldwt_3d (c09fcc) Example Program Data
7 6 5 : m, n, fr
Nag_Biorthogonal1_1 Nag_Periodic : wavnam, mode
3.0000 2.0000 2.0000 2.0000 1.0000 1.0000
2.0000 9.0000 1.0000 2.0000 1.0000 3.0000
2.0000 5.0000 1.0000 2.0000 1.0000 1.0000
1.0000 6.0000 2.0000 2.0000 7.0000 2.0000
5.0000 3.0000 2.0000 2.0000 4.0000 7.0000
2.0000 2.0000 1.0000 1.0000 2.0000 1.0000
6.0000 2.0000 1.0000 3.0000 6.0000 9.0000

2.0000 1.0000 5.0000 1.0000 2.0000 3.0000
2.0000 9.0000 5.0000 2.0000 1.0000 2.0000
2.0000 3.0000 2.0000 7.0000 1.0000 1.0000
2.0000 1.0000 1.0000 2.0000 3.0000 1.0000
2.0000 1.0000 2.0000 8.0000 3.0000 3.0000
1.0000 4.0000 5.0000 1.0000 2.0000 7.0000
8.0000 1.0000 3.0000 9.0000 1.0000 2.0000

3.0000 1.0000 4.0000 1.0000 1.0000 1.0000
1.0000 1.0000 2.0000 1.0000 2.0000 6.0000
4.0000 1.0000 7.0000 2.0000 5.0000 6.0000
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3.0000 2.0000 1.0000 5.0000 9.0000 5.0000
1.0000 1.0000 2.0000 2.0000 2.0000 1.0000
2.0000 6.0000 3.0000 9.0000 5.0000 1.0000
1.0000 1.0000 8.0000 2.0000 1.0000 3.0000

5.0000 8.0000 1.0000 2.0000 2.0000 1.0000
1.0000 2.0000 2.0000 9.0000 2.0000 9.0000
2.0000 2.0000 2.0000 1.0000 1.0000 3.0000
1.0000 1.0000 1.0000 5.0000 1.0000 2.0000
3.0000 2.0000 8.0000 1.0000 9.0000 2.0000
2.0000 1.0000 9.0000 1.0000 2.0000 2.0000
3.0000 6.0000 5.0000 3.0000 2.0000 2.0000

5.0000 2.0000 1.0000 2.0000 1.0000 1.0000
3.0000 1.0000 9.0000 1.0000 2.0000 1.0000
2.0000 3.0000 1.0000 1.0000 7.0000 2.0000
7.0000 2.0000 2.0000 6.0000 1.0000 1.0000
5.0000 1.0000 7.0000 2.0000 1.0000 1.0000
2.0000 1.0000 3.0000 2.0000 2.0000 1.0000
5.0000 3.0000 9.0000 1.0000 4.0000 1.0000

10.3 Program Results

nag_mldwt_3d (c09fcc) Example Program Results

Parameters read from file ::
MLDWT :: Wavelet : Nag_Biorthogonal1_1

End mode : Nag_Periodic
m : 7
n : 6
fr : 5

Input Data :
3.0000 2.0000 2.0000 2.0000 1.0000 1.0000
2.0000 9.0000 1.0000 2.0000 1.0000 3.0000
2.0000 5.0000 1.0000 2.0000 1.0000 1.0000
1.0000 6.0000 2.0000 2.0000 7.0000 2.0000
5.0000 3.0000 2.0000 2.0000 4.0000 7.0000
2.0000 2.0000 1.0000 1.0000 2.0000 1.0000
6.0000 2.0000 1.0000 3.0000 6.0000 9.0000

2.0000 1.0000 5.0000 1.0000 2.0000 3.0000
2.0000 9.0000 5.0000 2.0000 1.0000 2.0000
2.0000 3.0000 2.0000 7.0000 1.0000 1.0000
2.0000 1.0000 1.0000 2.0000 3.0000 1.0000
2.0000 1.0000 2.0000 8.0000 3.0000 3.0000
1.0000 4.0000 5.0000 1.0000 2.0000 7.0000
8.0000 1.0000 3.0000 9.0000 1.0000 2.0000

3.0000 1.0000 4.0000 1.0000 1.0000 1.0000
1.0000 1.0000 2.0000 1.0000 2.0000 6.0000
4.0000 1.0000 7.0000 2.0000 5.0000 6.0000
3.0000 2.0000 1.0000 5.0000 9.0000 5.0000
1.0000 1.0000 2.0000 2.0000 2.0000 1.0000
2.0000 6.0000 3.0000 9.0000 5.0000 1.0000
1.0000 1.0000 8.0000 2.0000 1.0000 3.0000

5.0000 8.0000 1.0000 2.0000 2.0000 1.0000
1.0000 2.0000 2.0000 9.0000 2.0000 9.0000
2.0000 2.0000 2.0000 1.0000 1.0000 3.0000
1.0000 1.0000 1.0000 5.0000 1.0000 2.0000
3.0000 2.0000 8.0000 1.0000 9.0000 2.0000
2.0000 1.0000 9.0000 1.0000 2.0000 2.0000
3.0000 6.0000 5.0000 3.0000 2.0000 2.0000

5.0000 2.0000 1.0000 2.0000 1.0000 1.0000
3.0000 1.0000 9.0000 1.0000 2.0000 1.0000
2.0000 3.0000 1.0000 1.0000 7.0000 2.0000
7.0000 2.0000 2.0000 6.0000 1.0000 1.0000
5.0000 1.0000 7.0000 2.0000 1.0000 1.0000
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2.0000 1.0000 3.0000 2.0000 2.0000 1.0000
5.0000 3.0000 9.0000 1.0000 4.0000 1.0000

Number of Levels : 2
Number of coefficients in 1st dimension for each level:

2 4
Number of coefficients in 2nd dimension for each level:

2 3
Number of coefficients in 3rd dimension for each level:

2 3

-----------------------------------------------------
Level : 1; output is 4 by 3 by 3
-----------------------------------------------------

Detail coefficients (HLL)
Level 1, Coefficients 4:
Frame 1 :
-4.9497 0.0000 0.0000
0.7071 1.7678 -3.1820
0.7071 2.1213 1.7678
0.0000 0.0000 0.0000

Frame 2 :
4.2426 -2.1213 -4.9497
0.7071 -0.0000 -0.7071

-1.4142 -3.1820 1.4142
0.0000 0.0000 0.0000

Frame 3 :
2.1213 -4.9497 -0.7071

-2.8284 -4.2426 4.9497
2.1213 2.8284 -0.7071
0.0000 0.0000 0.0000

Success: the reconstruction matches the original.
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NAG Library Function Document

nag_imldwt_3d (c09fdc)

1 Purpose

nag_imldwt_3d (c09fdc) computes the inverse three-dimensional multi-level discrete wavelet transform
(IDWT). This function reconstructs data from (possibly filtered or otherwise manipulated) wavelet
transform coefficients calculated by nag_mldwt_3d (c09fcc) from an original input array. The
initialization function nag_wfilt_3d (c09acc) must be called first to set up the IDWT options.

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_imldwt_3d (Integer nwlinv, Integer lenc, const double c[],
Integer m, Integer n, Integer fr, double b[], Integer ldb, Integer sdb,
const Integer icomm[], NagError *fail)

3 Description

nag_imldwt_3d (c09fdc) performs the inverse operation of nag_mldwt_3d (c09fcc). That is, given a set
of wavelet coefficients, computed up to level nfwd by nag_mldwt_3d (c09fcc) using a DWT as set up by
the initialization function nag_wfilt_3d (c09acc), on a real three-dimensional array, A, nag_imldwt_3d
(c09fdc) will reconstruct A. The reconstructed array is referred to as B in the following since it will not
be identical to A when the DWT coefficients have been filtered or otherwise manipulated prior to
reconstruction. If the original input array is level 0, then it is possible to terminate reconstruction at a
higher level by specifying fewer than the number of levels used in the call to nag_mldwt_3d (c09fcc).
This results in a partial reconstruction.

4 References

Wang Y, Che X and Ma S (2012) Nonlinear filtering based on 3D wavelet transform for MRI denoising
URASIP Journal on Advances in Signal Processing 2012:40

5 Arguments

1: nwlinv – Integer Input

On entry: the number of levels to be used in the inverse multi-level transform. The number of
levels must be less than or equal to nfwd, which has the value of argument nwl as used in the
computation of the wavelet coefficients using nag_mldwt_3d (c09fcc). The data will be
reconstructed to level nwl� nwlinvð Þ, where level 0 is the original input dataset provided to
nag_mldwt_3d (c09fcc).

Constraint: 1 � nwlinv � nwl, where nwl is the value used in a preceding call to nag_mldwt_3d
(c09fcc).

2: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc 	 nct, where nct is the total number of wavelet coefficients that correspond to a
transform with nwlinv levels.
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3: c½lenc� – const double Input

On entry: the coefficients of the multi-level discrete wavelet transform. This will normally be the
result of some transformation on the coefficients computed by function nag_mldwt_3d (c09fcc).

Note that the coefficients in c may be extracted according to level and type into three-
dimensional arrays using nag_wav_3d_coeff_ext (c09fyc), and inserted using nag_wav_3d_coef
f_ins (c09fzc).

4: m – Integer Input

On entry: the number of elements, m, in the first dimension of the reconstructed array B. For a
full reconstruction of nwl levels, where nwl is as supplied to nag_mldwt_3d (c09fcc), this must
be the same as argument m used in a preceding call to nag_mldwt_3d (c09fcc). For a partial
reconstruction of nwlinv < nwl levels, this must be equal to dwtlvm½nwlinv�, as returned from
nag_mldwt_3d (c09fcc)

5: n – Integer Input

On entry: the number of elements, n, in the second dimension of the reconstructed array B. For a
full reconstruction of nwl, levels, where nwl is as supplied to nag_mldwt_3d (c09fcc), this must
be the same as argument n used in a preceding call to nag_mldwt_3d (c09fcc). For a partial
reconstruction of nwlinv < nwl levels, this must be equal to dwtlvn½nwlinv�, as returned from
nag_mldwt_3d (c09fcc).

6: fr – Integer Input

On entry: the number of elements, fr , in the third dimension of the reconstructed array B. For a
full reconstruction of nwl levels, where nwl is as supplied to nag_mldwt_3d (c09fcc), this must
be the same as argument fr used in a preceding call to nag_mldwt_3d (c09fcc). For a partial
reconstruction of nwlinv < nwl levels, this must be equal to dwtlvfr½nwlinv�, as returned from
nag_mldwt_3d (c09fcc).

7: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least ldb� sdb� fr.

On exi t : the m by n by fr recons t ruc ted ar ray, B, wi th Bijk s to red in
b½ k� 1ð Þ � ldb� sdbþ j� 1ð Þ � ldbþ i� 1�. The reconstruction is based on the input multi-
level wavelet transform coefficients and the transform options supplied to the initialization
function nag_wfilt_3d (c09acc).

8: ldb – Integer Input

On entry: the stride separating row elements of each of the sets of frame coefficients in the three-
dimensional data stored in b.

Constraint: ldb 	 m.

9: sdb – Integer Input

On entry: the stride separating corresponding coefficients of consecutive frames in the three-
dimensional data stored in b.

Constraint: sdb 	 n.

10: icomm½260� – const Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_3d (c09acc).
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11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the communication array icomm has been corrupted or there has not been a prior call to
the initialization function nag_wfilt_3d (c09acc).

The initialization function was called with wtrans ¼ Nag SingleLevel.

NE_INT

On entry, fr ¼ valueh i.
Constraint: fr 	 valueh i, the number of coefficients in the third dimension at the required level of
reconstruction.

On entry, m ¼ valueh i.
Constraint: m 	 valueh i, the number of coefficients in the first dimension at the required level of
reconstruction.

On entry, n ¼ valueh i.
Constraint: n 	 valueh i, the number of coefficients in the second dimension at the required level
of reconstruction.

On entry, nwlinv ¼ valueh i.
Constraint: nwlinv 	 1.

NE_INT_2

On entry, ldb ¼ valueh i and m ¼ valueh i.
Constraint: ldb 	 m.

On entry, lenc ¼ valueh i.
Constraint: lenc 	 valueh i, the number of wavelet coefficients required for a transform operating
on nwlinv levels. If nwlinv ¼ nwlmax, the maximum number of levels as returned by the initial
call to nag_wfilt_3d (c09acc), then lenc must be at least nct, the value returned in nwct by the
same call to nag_wfilt_3d (c09acc).

On entry, nwlinv ¼ valueh i and nwl ¼ valueh i where nwl is as used in the computation of the
wavelet coefficients by a call to nag_mldwt_3d (c09fcc).
Constraint: nwlinv � nwl as used in the call to nag_mldwt_3d (c09fcc).

On entry, sdb ¼ valueh i and n ¼ valueh i.
Constraint: sdb 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the wavelet transform depends only on the floating-point operations used in the
convolution and downsampling and should thus be close to machine precision.

8 Parallelism and Performance

nag_imldwt_3d (c09fdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_mldwt_3d (c09fcc).
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NAG Library Function Document

nag_wav_3d_coeff_ext (c09fyc)

1 Purpose

nag_wav_3d_coeff_ext (c09fyc) extracts a selected set of discrete wavelet transform (DWT) coefficients
from the full set of coefficients stored in compact form, as computed by nag_dwt_3d (c09fac) (single
level three-dimensional DWT) or nag_mldwt_3d (c09fcc) (multi-level three-dimensional DWT).

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wav_3d_coeff_ext (Integer ilev, Integer cindex, Integer lenc,
const double c[], double d[], Integer ldd, Integer sdd, Integer icomm[],
NagError *fail)

3 Description

nag_wav_3d_coeff_ext (c09fyc) is intended to be used after a call to either nag_dwt_3d (c09fac) (single
level three-dimensional DWT) or nag_mldwt_3d (c09fcc) (multi-level three-dimensional DWT), either
of which must be preceded by a call to nag_wfilt_3d (c09acc) (three-dimensional wavelet filter
initialization). Given an initial three-dimensional data set A, a prior call to nag_dwt_3d (c09fac) or
nag_mldwt_3d (c09fcc) computes the approximation coefficients (at the highest requested level in the
case of nag_mldwt_3d (c09fcc)) and seven sets of detail coefficients (at all levels in the case of
nag_mldwt_3d (c09fcc)) and stores these in compact form in a one-dimensional array c.
nag_wav_3d_coeff_ext (c09fyc) can then extract either the approximation coefficients or one of the
sets of detail coefficients (at one of the levels following nag_mldwt_3d (c09fcc)) into a three-
dimensional data set stored in d.

If a multi-level DWT was performed by a prior call to nag_mldwt_3d (c09fcc) then the dimensions of
the three-dimensional data stored in d depend on the level extracted and are available from the arrays
dwtlvm, dwtlvn and dwtlvfr as returned by nag_mldwt_3d (c09fcc) which contain the first, second and
third dimensions respectively.

If a single level DWT was performed by a prior call to nag_dwt_3d (c09fac) then the dimensions of the
three-dimensional data stored in d can be determined from nwct, nwcn and nwcfr as returned by the
setup function nag_wfilt_3d (c09acc).

See Section 2.1 in the c09 Chapter Introduction for a discussion of the three-dimensional DWT.

4 References

None.

5 Arguments

Note: the following notation is used in this section:

ncm is the number of wavelet coefficients in the first dimension. Following a call to nag_dwt_3d
(c09fac) (i.e., when ilev ¼ 0) this is equal to nwct= 8� nwcn� nwcfrð Þ as returned by
nag_wfilt_3d (c09acc). Following a call to nag_mldwt_3d (c09fcc) transforming nwl levels, and
when extracting at level ilev > 0, this is equal to dwtlvm½nwl� ilev�.
ncn is the number of wavelet coefficients in the second dimension. Following a call to
nag_dwt_3d (c09fac) (i.e., when ilev ¼ 0) this is equal to nwcn as returned by nag_wfilt_3d
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(c09acc). Following a call to nag_mldwt_3d (c09fcc) transforming nwl levels, and when
extracting at level ilev > 0, this is equal to dwtlvn½nwl� ilev�.
ncfr is the number of wavelet coefficients in the third dimension. Following a call to nag_dwt_3d
(c09fac) (i.e., when ilev ¼ 0) this is equal to nwcfr as returned by nag_wfilt_3d (c09acc).
Following a call to nag_mldwt_3d (c09fcc) transforming nwl levels, and when extracting at level
ilev > 0, this is equal to dwtlvfr½nwl� ilev�.

1: ilev – Integer Input

On entry: the level at which coefficients are to be extracted.

If ilev ¼ 0, it is assumed that the coefficient array c was produced by a preceding call to the
single level function nag_dwt_3d (c09fac).

If ilev > 0, it is assumed that the coefficient array c was produced by a preceding call to the
multi-level function nag_mldwt_3d (c09fcc).

Constraints:

ilev ¼ 0 (following a call to nag_dwt_3d (c09fac));
0 � ilev � nwl, where nwl is as used in a preceding call to nag_mldwt_3d (c09fcc);
if cindex ¼ 0, ilev ¼ nwl (following a call to nag_mldwt_3d (c09fcc)).

2: cindex – Integer Input

On entry: identifies which coefficients to extract. The coefficients are identified as follows:

cindex ¼ 0
The approximation coefficients, produced by application of the low pass filter over
columns, rows and frames of A (LLL). After a call to the multi-level transform function
nag_mldwt_3d (c09fcc) (which implies that ilev > 0) the approximation coefficients are
available only for ilev ¼ nwl, where nwl is the value used in a preceding call to
nag_mldwt_3d (c09fcc).

cindex ¼ 1
The detail coefficients produced by applying the low pass filter over columns and rows of
A and the high pass filter over frames (LLH).

cindex ¼ 2
The detail coefficients produced by applying the low pass filter over columns, high pass
filter over rows and low pass filter over frames of A (LHL).

cindex ¼ 3
The detail coefficients produced by applying the low pass filter over columns of A and
high pass filter over rows and frames (LHH).

cindex ¼ 4
The detail coefficients produced by applying the high pass filter over columns of A and
low pass filter over rows and frames (HLL).

cindex ¼ 5
The detail coefficients produced by applying the high pass filter over columns, low pass
filter over rows and high pass filter over frames of A (HLH).

cindex ¼ 6
The detail coefficients produced by applying the high pass filter over columns and rows of
A and the low pass filter over frames (HHL).

cindex ¼ 7
The detail coefficients produced by applying the high pass filter over columns, rows and
frames of A (HHH).
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Constraints:

if ilev ¼ 0, 0 � cindex � 7;
if ilev ¼ nwl, following a call to nag_mldwt_3d (c09fcc) transforming nwl levels,
0 � cindex � 7;
otherwise 1 � cindex � 7.

3: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc must be unchanged from the value used in the preceding call to either
nag_dwt_3d (c09fac) or nag_mldwt_3d (c09fcc)..

4: c½lenc� – const double Input

On entry: DWT coefficients, as computed by nag_dwt_3d (c09fac) or nag_mldwt_3d (c09fcc).

5: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least ldd� sdd� ncfr.
On exit: the requested coefficients.

If the DWT coefficients were computed by nag_dwt_3d (c09fac) then

i f cindex ¼ 0, t h e a p p r o x i m a t i o n c o e f fi c i e n t s a r e s t o r e d i n
d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn and
k ¼ 1; 2; . . . ; ncfr;

if 1 � cindex � 7, the detail coefficients, as indicated by cindex, are stored in
d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn and
k ¼ 1; 2; . . . ; ncfr.

If the DWT coefficients were computed by nag_mldwt_3d (c09fcc) then

if cindex ¼ 0 and ilev ¼ nwl, the approximation coefficients are stored in
d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn and
k ¼ 1; 2; . . . ; ncfr;

if 1 � cindex � 7, the detail coefficients, as indicated by cindex, for level ilev are stored
in d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn
and k ¼ 1; 2; . . . ; ncfr.

6: ldd – Integer Input

On entry: the stride separating row elements of each of the sets of frame coefficients in the three-
dimensional data stored in d.

Constraint: ldd 	 ncm.

7: sdd – Integer Input

On entry: the stride separating corresponding coefficients of consecutive frames in the three-
dimensional data stored in d.

Constraint: sdd 	 ncn.

8: icomm½260� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_3d (c09acc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

NE_INT

On entry, cindex ¼ valueh i.
Constraint: cindex � 7.

On entry, cindex ¼ valueh i.
Constraint: cindex 	 0.

On entry, ilev ¼ valueh i.
Constraint: ilev ¼ 0 following a call to the single level function nag_dwt_3d (c09fac).

On entry, ilev ¼ valueh i.
Constraint: ilev > 0 following a call to the multi-level function nag_mldwt_3d (c09fcc).

NE_INT_2

On entry, ilev ¼ valueh i and nwl ¼ valueh i.
Constraint: ilev � nwl, where nwl is the number of levels used in the call to nag_mldwt_3d
(c09fcc).

On entry, ldd ¼ valueh i and ncm ¼ valueh i.
Constraint: ldd 	 ncm, where ncm is the number of DWT coefficients in the first dimension
following the single level transform.

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients computed in the preceding
call to nag_dwt_3d (c09fac).

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients computed in the preceding
call to nag_mldwt_3d (c09fcc).

On entry, sdd ¼ valueh i and ncn ¼ valueh i.
Constraint: sdd 	 ncn, where ncn is the number of DWT coefficients in the second dimension
following the single level transform.

NE_INT_3

On entry, ilev ¼ valueh i and nwl ¼ valueh i, but cindex ¼ 0.
Constraint: cindex > 0 when ilev < nwl in the preceding call to nag_mldwt_3d (c09fcc).

On entry, ldd ¼ valueh i and ncm ¼ valueh i.
Constraint: ldd 	 ncm, where ncm is the number of DWT coefficients in the first dimension at the
selected level ilev.

On entry, sdd ¼ valueh i and ncn ¼ valueh i.
Constraint: sdd 	 ncn, where ncn is the number of DWT coefficients in the second dimension at
the selected level ilev.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_wav_3d_coeff_ext (c09fyc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_wfilt_3d (c09acc), nag_dwt_3d (c09fac), nag_mldwt_3d (c09fcc) and
nag_wav_3d_coeff_ins (c09fzc).
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NAG Library Function Document

nag_wav_3d_coeff_ins (c09fzc)

1 Purpose

nag_wav_3d_coeff_ins (c09fzc) inserts a selected set of three-dimensional discrete wavelet transform
(DWT) coefficients into the full set of coefficients stored in compact form, which may be later used as
input to the reconstruction functions nag_idwt_3d (c09fbc) or nag_imldwt_3d (c09fdc).

2 Specification

#include <nag.h>
#include <nagc09.h>

void nag_wav_3d_coeff_ins (Integer ilev, Integer cindex, Integer lenc,
double c[], const double d[], Integer ldd, Integer sdd, Integer icomm[],
NagError *fail)

3 Description

nag_wav_3d_coeff_ins (c09fzc) inserts a selected set of three-dimensional DWT coefficients into the
full set of coefficients stored in compact form in a one-dimensional array c. It is required that
nag_wav_3d_coeff_ins (c09fzc) is preceded by a call to the initialization function nag_wfilt_3d
(c09acc) and either the forwards transform function nag_dwt_3d (c09fac) or multi-level forwards
transform function nag_mldwt_3d (c09fcc).

Given an initial three-dimensional data set A, a prior call to nag_dwt_3d (c09fac) or nag_mldwt_3d
(c09fcc) computes the approximation coefficients (at the highest requested level in the case of
nag_mldwt_3d (c09fcc)) and, seven sets of detail coefficients (at all levels in the case of nag_mldwt_3d
(c09fcc)) and stores these in compact form in a one-dimensional array c. nag_wav_3d_coeff_ext
(c09fyc) can then extract either the approximation coefficients or one of the sets of detail coefficients
(at one of the levels following nag_mldwt_3d (c09fcc)) as three-dimensional data into the array, d.
Following some calculation on this set of coefficients (for example, denoising), the updated coefficients
in d are inserted back into the full set c using nag_wav_3d_coeff_ins (c09fzc). Several extractions and
insertions may be performed. nag_idwt_3d (c09fbc) or nag_imldwt_3d (c09fdc) can then be used to
reconstruct a manipulated data set ~A. The dimensions of the three-dimensional data stored in d depend
on the level extracted and are available from either: the arrays dwtlvm, dwtlvn and dwtlvfr as returned
by nag_mldwt_3d (c09fcc) if this was called first; or, otherwise from nwct, nwcn and nwcfr as
returned by nag_wfilt_3d (c09acc). See Section 2.1 in the c09 Chapter Introduction for a discussion of
the three-dimensional DWT.

4 References

None.

5 Arguments

Note: the following notation is used in this section:

ncm is the number of wavelet coefficients in the first dimension. Following a call to nag_dwt_3d
(c09fac) (i.e., when ilev ¼ 0) this is equal to nwct= 8� nwcn� nwcfrð Þ as returned by
nag_wfilt_3d (c09acc). Following a call to nag_mldwt_3d (c09fcc) transforming nwl levels, and
when inserting at level ilev > 0, this is equal to dwtlvm½nwl� ilev�.
ncn is the number of wavelet coefficients in the second dimension. Following a call to
nag_dwt_3d (c09fac) (i.e., when ilev ¼ 0) this is equal to nwcn as returned by nag_wfilt_3d
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(c09acc). Following a call to nag_mldwt_3d (c09fcc) transforming nwl levels, and when inserting
at level ilev > 0, this is equal to dwtlvn½nwl� ilev�.
ncfr is the number of wavelet coefficients in the third dimension. Following a call to nag_dwt_3d
(c09fac) (i.e., when ilev ¼ 0) this is equal to nwcfr as returned by nag_wfilt_3d (c09acc).
Following a call to nag_mldwt_3d (c09fcc) transforming nwl levels, and when inserting at level
ilev > 0, this is equal to dwtlvfr½nwl� ilev�.

1: ilev – Integer Input

On entry: the level at which coefficients are to be inserted.

If ilev ¼ 0, it is assumed that the coefficient array c was produced by a preceding call to the
single level function nag_dwt_3d (c09fac).

If ilev > 0, it is assumed that the coefficient array c was produced by a preceding call to the
multi-level function nag_mldwt_3d (c09fcc).

Constraints:

ilev ¼ 0 (following a call to nag_dwt_3d (c09fac));
0 � ilev � nwl, where nwl is as used in a preceding call to nag_mldwt_3d (c09fcc);
if cindex ¼ 0, ilev ¼ nwl (following a call to nag_mldwt_3d (c09fcc)).

2: cindex – Integer Input

On entry: identifies which coefficients to insert. The coefficients are identified as follows:

cindex ¼ 0
The approximation coefficients, produced by application of the low pass filter over
columns, rows and frames of A (LLL). After a call to the multi-level transform function
nag_mldwt_3d (c09fcc) (which implies that ilev > 0) the approximation coefficients are
present only for ilev ¼ nwl, where nwl is the value used in a preceding call to
nag_mldwt_3d (c09fcc).

cindex ¼ 1
The detail coefficients produced by applying the low pass filter over columns and rows of
A and the high pass filter over frames (LLH).

cindex ¼ 2
The detail coefficients produced by applying the low pass filter over columns, high pass
filter over rows and low pass filter over frames of A (LHL).

cindex ¼ 3
The detail coefficients produced by applying the low pass filter over columns of A and
high pass filter over rows and frames (LHH).

cindex ¼ 4
The detail coefficients produced by applying the high pass filter over columns of A and
low pass filter over rows and frames (HLL).

cindex ¼ 5
The detail coefficients produced by applying the high pass filter over columns, low pass
filter over rows and high pass filter over frames of A (HLH).

cindex ¼ 6
The detail coefficients produced by applying the high pass filter over columns and rows of
A and the low pass filter over frames (HHL).

cindex ¼ 7
The detail coefficients produced by applying the high pass filter over columns, rows and
frames of A (HHH).
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Constraints:

if ilev ¼ 0, 0 � cindex � 7;
if ilev ¼ nwl, following a call to nag_mldwt_3d (c09fcc) transforming nwl levels,
0 � cindex � 7;
otherwise 1 � cindex � 7.

3: lenc – Integer Input

On entry: the dimension of the array c.

Constraint: lenc must be unchanged from the value used in the preceding call to either
nag_dwt_3d (c09fac) or nag_mldwt_3d (c09fcc)..

4: c½lenc� – double Input/Output

On entry: contains the DWT coefficients inserted by previous calls to nag_wav_3d_coeff_ins
(c09fzc), or computed by a previous call to either nag_dwt_3d (c09fac) or nag_mldwt_3d
(c09fcc).

On exit: contains the same DWT coefficients provided on entry except for those identified by ilev
and cindex, which are updated with the values supplied in d, inserted into the correct locations as
expected by one of the reconstruction functions nag_idwt_3d (c09fbc) (if nag_dwt_3d (c09fac)
was called previously) or nag_imldwt_3d (c09fdc) (if nag_mldwt_3d (c09fcc) was called
previously).

5: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least ldd� sdd� ncfr.
On entry: the coefficients to be inserted.

If the DWT coefficients were computed by nag_dwt_3d (c09fac) then

i f cindex ¼ 0, t h e a p p r o x i m a t i o n c o e f fi c i e n t s m u s t b e s t o r e d i n
d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn and
k ¼ 1; 2; . . . ; ncfr;

if 1 � cindex � 7, the detail coefficients, as indicated by cindex, must be stored in
d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn and
k ¼ 1; 2; . . . ; ncfr.

If the DWT coefficients were computed by nag_mldwt_3d (c09fcc) then

if cindex ¼ 0 and ilev ¼ nwl, the approximation coefficients must be stored in
d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, for i ¼ 1; 2; . . . ; ncm, j ¼ 1; 2; . . . ; ncn and
k ¼ 1; 2; . . . ; ncfr;

if 1 � cindex � 7, the detail coefficients, as indicated by cindex, for level ilev must be
s t o r e d i n d½ k � 1ð Þ � ldd� sddþ j � 1ð Þ � lddþ i� 1�, f o r i ¼ 1; 2; . . . ; ncm,
j ¼ 1; 2; . . . ; ncn and k ¼ 1; 2; . . . ; ncfr.

6: ldd – Integer Input

On entry: the stride separating row elements of each of the sets of frame coefficients in the three-
dimensional data stored in d.

Constraint: ldd > ncm.

7: sdd – Integer Input

On entry: the stride separating corresponding coefficients of consecutive frames in the three-
dimensional data stored in d.

Constraint: sdd > ncn.
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8: icomm½260� – Integer Communication Array

On entry: contains details of the discrete wavelet transform and the problem dimension as setup
in the call to the initialization function nag_wfilt_3d (c09acc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called first or icomm has been corrupted.

NE_INT

On entry, cindex ¼ valueh i.
Constraint: cindex � 7.

On entry, cindex ¼ valueh i.
Constraint: cindex 	 0.

On entry, ilev ¼ valueh i.
Constraint: ilev ¼ 0 following a call to the single level function nag_dwt_3d (c09fac).

On entry, ilev ¼ valueh i.
Constraint: ilev > 0 following a call to the multi-level function nag_mldwt_3d (c09fcc).

NE_INT_2

On entry, ilev ¼ valueh i and nwl ¼ valueh i.
Constraint: ilev � nwl, where nwl is the number of levels used in the call to nag_mldwt_3d
(c09fcc).

On entry, ldd ¼ valueh i and ncm ¼ valueh i.
Constraint: ldd 	 ncm, where ncm is the number of DWT coefficients in the first dimension
following the single level transform.

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients computed in a previous call
to nag_dwt_3d (c09fac).

On entry, lenc ¼ valueh i and nct ¼ valueh i.
Constraint: lenc 	 nct, where nct is the number of DWT coefficients computed in a previous call
to nag_mldwt_3d (c09fcc).

On entry, sdd ¼ valueh i and ncn ¼ valueh i.
Constraint: sdd 	 ncn, where ncn is the number of DWT coefficients in the second dimension
following the single level transform.
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NE_INT_3

On entry, ilev ¼ valueh i and nwl ¼ valueh i, but cindex ¼ 0.
Constraint: cindex > 0 when ilev < nwl in the preceding call to nag_mldwt_3d (c09fcc).

On entry, ldd ¼ valueh i and ncm ¼ valueh i.
Constraint: ldd 	 ncm, where ncm is the number of DWT coefficients in the first dimension at the
selected level ilev.

On entry, sdd ¼ valueh i and ncn ¼ valueh i.
Constraint: sdd 	 ncn, where ncn is the number of DWT coefficients in the second dimension at
the selected level ilev.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_wav_3d_coeff_ins (c09fzc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The following example demonstrates using the coefficient extraction and insertion functions in order to
apply denoising using a thresholding operation. The original input data has artificial noise introduced to
it, taken from a normal random number distribution. Reconstruction then takes place on both the noisy
data and denoised data. The Mean Square Errors (MSE) of the two reconstructions are printed along
with the reconstruction of the denoised data. The MSE of the denoised reconstruction is less than that
of the noisy reconstruction.

10.1 Program Text

/* nag_wav_3d_coeff_ins (c09fzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc09.h>
#include <nagg05.h>
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#define A(I,J,K) a[(K-1)*lda*sda + (J-1)*lda + I-1]
#define AN(I,J,K) an[(K-1)*lda*sda + (J-1)*lda + I-1]
#define B(I,J,K) b[(K-1)*ldb*sdb + (J-1)*ldb + I-1]
#define D(I,J,K) d[(K-1)*ldd*sdd + (J-1)*ldd + I-1]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer lstate = 1, lseed = 1;
Integer i, j, k, lda, ldb, ldd, lenc, m, n, fr, mnfr, nf;
Integer nwcn, nwct, nwcfr;
Integer nwl, subid, denoised, cindex, ilev, sda, sdb, sdd, kk;
Nag_BaseRNG genid;
double mse, thresh, var, xmu;
/* Arrays */
char mode[25], wavnam[25];
double *a = 0, *an = 0, *b = 0, *c = 0, *d = 0, *x = 0;
Integer *dwtlvm = 0, *dwtlvn = 0, *dwtlvfr = 0, *state = 0;
Integer icomm[260], seed[1];
/* Nag Types */
Nag_Wavelet wavnamenum;
Nag_WaveletMode modenum;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_OrderType order = Nag_ColMajor;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

INIT_FAIL(fail);

printf("nag_wav_3d_coeff_ins (c09fzc) Example Program Results\n\n");
/* Skip heading in data file and read problem parameters. */

#ifdef _WIN32
scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n,

&fr);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n,
&fr);

#endif
#ifdef _WIN32

scanf_s("%24s%24s%*[^\n] ", wavnam, (unsigned)_countof(wavnam), mode,
(unsigned)_countof(mode));

#else
scanf("%24s%24s%*[^\n] ", wavnam, mode);

#endif

printf("MLDWT :: Wavelet : %s\n", wavnam);
printf(" End mode : %s\n", mode);
printf(" m : %4" NAG_IFMT "\n", m);
printf(" n : %4" NAG_IFMT "\n", n);
printf(" fr : %4" NAG_IFMT "\n\n", fr);

/* Allocate arrays to hold the original data, A, original data plus noise,
* AN, reconstruction using denoised coefficients, B, and randomly generated
* noise, X.
*/

lda = m;
ldb = m;
sda = n;
sdb = n;
if (!(a = NAG_ALLOC((sda) * (lda) * (fr), double)) ||

!(an = NAG_ALLOC((sda) * (lda) * (fr), double)) ||
!(b = NAG_ALLOC((sdb) * (ldb) * (fr), double)) ||
!(x = NAG_ALLOC((m * n * fr), double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}
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/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

wavnamenum = (Nag_Wavelet) nag_enum_name_to_value(wavnam);
modenum = (Nag_WaveletMode) nag_enum_name_to_value(mode);

/* Read in the original data. */
for (k = 1; k <= fr; k++) {

for (i = 1; i <= m; i++) {
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j, k));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j, k));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Output the original data. */
printf("Input data :\n");
fflush(stdout);
for (k = 1; k <= fr; k++) {

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &A(1, 1, k), lda,
"%11.4e", " ", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
printf("\n");
fflush(stdout);

}

/* Set up call to nag_rand_normal (g05skc) in order to create some random
* noise from a normal distribution to add to the original data.
* Initial call to RNG initializer to get size of STATE array.
*/

seed[0] = 642521;
genid = Nag_MersenneTwister;
subid = 0;
if (!(state = NAG_ALLOC((lstate), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_rand_init_repeatable (g05kfc).
* Query the size of state.
*/

lstate = 0;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}
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/* Reallocate STATE. */
NAG_FREE(state);
if (!(state = NAG_ALLOC((lstate), Integer)))
{

printf("Allocation failure\n");
exit_status = 4;
goto END;

}

/* nag_rand_init_repeatable (g05kfc).
* Initialize the generator to a repeatable sequence.
*/

nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 5;
goto END;

}

/* Set the distribution parameters for the random noise. */
xmu = 0.0;
var = 0.1E-3;

/* Generate the noise variates. */

/* nag_rand_normal (g05skc).
* Generates a vector of pseudorandom numbers from a Normal distribution.
*/

mnfr = n * m * fr;
nag_rand_normal(mnfr, xmu, var, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_normal (g05skc).\n%s\n", fail.message);
exit_status = 6;
goto END;

}

/* Add the noise to the original input and save in AN */
kk = 0;
for (k = 1; k <= n; k++) {

for (j = 1; j <= n; j++) {
for (i = 1; i <= m; i++) {

AN(i, j, k) = A(i, j, k) + x[kk];
kk = kk + 1;

}
}

}

/* Output the noisy data */
printf("Input data plus noise :\n");
fflush(stdout);
for (k = 1; k <= fr; k++) {

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &AN(1, 1, k), lda,
"%11.4e", " ",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0, 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 7;
goto END;

}
printf("\n");
fflush(stdout);

}

/* nag_wfilt_3d (c09acc).
* Three-dimensional wavelet filter initialization.
*/

nag_wfilt_3d(wavnamenum, Nag_MultiLevel, modenum, m, n, fr, &nwl, &nf,
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&nwct, &nwcn, &nwcfr, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wfilt_3d (c09acc).\n%s\n", fail.message);
exit_status = 8;
goto END;

}

/* Allocate arrays to hold the coefficients, c, and the dimensions
* of the coefficients at each level, dwtlvm, dwtlvn.
*/

lenc = nwct;
if (!(c = NAG_ALLOC((lenc), double)) ||

!(dwtlvm = NAG_ALLOC((nwl), Integer)) ||
!(dwtlvn = NAG_ALLOC((nwl), Integer)) ||
!(dwtlvfr = NAG_ALLOC((nwl), Integer)))

{
printf("Allocation failure\n");
exit_status = 9;
goto END;

}

/* Perform a forwards multi-level transform on the noisy data. */

/* nag_mldwt_3d (c09fcc).
* Two-dimensional multi-level discrete wavelet transform.
*/

nag_mldwt_3d(m, n, fr, an, lda, sda, lenc, c, nwl, dwtlvm, dwtlvn,
dwtlvfr, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mldwt_3d (c09fcc).\n%s\n", fail.message);
exit_status = 10;
goto END;

}

/* Reconstruct without thresholding of detail coefficients. */

/* nag_imldwt_3d (c09fdc).
* Two-dimensional inverse multi-level discrete wavelet transform.
*/

nag_imldwt_3d(nwl, lenc, c, m, n, fr, b, ldb, sdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt_3d (c09fdc).\n%s\n", fail.message);
exit_status = 11;
goto END;

}

/* Calculate the Mean Square Error of the noisy reconstruction. */
mse = 0.0;
for (k = 1; k <= fr; k++)

for (j = 1; j <= n; j++)
for (i = 1; i <= m; i++)

mse = mse + pow((A(i, j, k) - B(i, j, k)), 2);
mse = mse / (double) (m * n * fr);
printf("Without denoising Mean Square Error is %11.4e\n\n", mse);

/* Now perform the denoising by extracting each of the detail
* coefficients at each level and applying hard thresholding
* Allocate a 2D array to hold the detail coefficients
*/

ldd = dwtlvm[nwl - 1];
sdd = dwtlvn[nwl - 1];
if (!(d = NAG_ALLOC((ldd) * (sdd) * (dwtlvfr[nwl - 1]), double)))
{

printf("Allocation failure\n");
exit_status = 12;
goto END;

}

/* Calculate the threshold based on VisuShrink denoising. */
thresh = sqrt(var) * sqrt(2. * log((double) (m * n * fr)));
denoised = 0;
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/* For each level */
for (ilev = nwl; ilev >= 1; ilev -= 1) {

/* Select detail coefficients */
for (cindex = 1; cindex <= 7; cindex++) {

/* Extract coefficients into the 2D array d */

/* nag_wav_3d_coeff_ext (c09fyc).
* Three-dimensional discrete wavelet transform coefficient extraction.
*/

nag_wav_3d_coeff_ext(ilev, cindex, lenc, c, d, ldd, sdd, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wav_3d_coeff_ext (c09fyc).\n%s\n",
fail.message);

exit_status = 13;
goto END;

}

/* Perform the hard thresholding operation */
for (k = 1; k <= dwtlvfr[nwl - ilev]; k++)

for (j = 1; j <= dwtlvn[nwl - ilev]; j++)
for (i = 1; i <= dwtlvm[nwl - ilev]; i++)

if (fabs(D(i, j, k)) < thresh) {
D(i, j, k) = 0.0;
denoised = denoised + 1;

}

/* Insert the denoised coefficients back into c. */

/* nag_wav_3d_coeff_ins (c09fzc).
* Three-dimensional discrete wavelet transform coefficient insertion.
*/

nag_wav_3d_coeff_ins(ilev, cindex, lenc, c, d, ldd, sdd, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_wav_3d_coeff_ins (c09fzc).\n%s\n",
fail.message);

exit_status = 14;
goto END;

}

}
}

/* Output the number of coefficients that were set to zero */
printf("Number of coefficients denoised is %4" NAG_IFMT " out of %4"

NAG_IFMT "\n\n", denoised,
nwct - dwtlvm[0] * dwtlvn[0] * dwtlvfr[0]);

fflush(stdout);

/* Reconstruct original data following thresholding of detail coefficients */

/* nag_imldwt_3d (c09fdc).
* Three-dimensional inverse multi-level discrete wavelet transform.
*/

nag_imldwt_3d(nwl, lenc, c, m, n, fr, b, ldb, sdb, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_imldwt_3d (c09fdc).\n%s\n", fail.message);
exit_status = 15;
goto END;

}

/* Calculate the Mean Square Error of the denoised reconstruction. */
mse = 0.0;
for (k = 1; k <= n; k++)

for (j = 1; j <= n; j++)
for (i = 1; i <= m; i++)

mse = mse + pow((A(i, j, k) - B(i, j, k)), 2);
mse = mse / (double) (m * n * fr);
printf("With denoising Mean Square Error is %11.4e \n\n", mse);

/* Output the denoised reconstruction. */
printf("Reconstruction of denoised input :\n");
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fflush(stdout);
for (k = 1; k <= fr; k++) {

nag_gen_real_mat_print_comp(order, matrix, diag, m, n, &B(1, 1, k), ldb,
"%11.4e", " ",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80, 0, 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 16;
goto END;

}
if (k < fr)

printf("\n");
fflush(stdout);

}

END:
NAG_FREE(a);
NAG_FREE(an);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(x);
NAG_FREE(dwtlvm);
NAG_FREE(dwtlvn);
NAG_FREE(dwtlvfr);
NAG_FREE(state);
return exit_status;

}

10.2 Program Data

nag_wav_3d_coeff_ins (c09fzc) Example Program Data
4 4 4 : m, n, fr
Nag_Haar Nag_Periodic : wavnam, mode

0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01

0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01

0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01

0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01
0.1000E+01 0.1000E+01 0.1000E+01 0.1000E+01
0.1000E-01 0.1000E-01 0.1000E-01 0.1000E-01

10.3 Program Results

nag_wav_3d_coeff_ins (c09fzc) Example Program Results

MLDWT :: Wavelet : Nag_Haar
End mode : Nag_Periodic
m : 4
n : 4
fr : 4

Input data :
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
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1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00

1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02

1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00

1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02
1.0000e+00 1.0000e+00 1.0000e+00 1.0000e+00
1.0000e-02 1.0000e-02 1.0000e-02 1.0000e-02

Input data plus noise :
1.3549e-02 -9.3452e-03 -3.7110e-04 3.7765e-02
1.0015e+00 9.8416e-01 1.0007e+00 9.8894e-01

-1.7004e-03 1.3876e-02 1.3834e-02 -4.9390e-03
9.8993e-01 1.0070e+00 1.0049e+00 9.9833e-01

1.0094e+00 1.0080e+00 9.9208e-01 9.9019e-01
1.0467e-02 -8.5383e-04 1.5987e-02 1.9701e-02
9.9938e-01 1.0044e+00 9.9562e-01 1.0014e+00
9.0719e-03 -8.3748e-03 1.8721e-02 2.3127e-03

5.8176e-03 -5.3098e-03 1.1169e-03 1.5873e-02
1.0113e+00 9.8944e-01 1.0018e+00 9.9924e-01
1.0583e-02 8.2037e-03 9.2665e-03 1.5297e-02
1.0023e+00 1.0157e+00 1.0084e+00 9.8344e-01

9.9692e-01 1.0010e+00 9.9042e-01 9.9677e-01
2.2743e-02 2.1923e-03 6.2213e-03 2.1367e-02
9.9480e-01 9.9810e-01 9.9514e-01 9.9681e-01
1.2116e-02 1.0294e-02 1.1353e-02 2.0623e-02

Without denoising Mean Square Error is 8.0946e-05

Number of coefficients denoised is 55 out of 63

With denoising Mean Square Error is 1.4878e-05

Reconstruction of denoised input :
5.3377e-03 5.3377e-03 1.6635e-02 1.6635e-02
1.0026e+00 1.0026e+00 9.9133e-01 9.9133e-01
5.5007e-03 5.5007e-03 7.6994e-03 7.6994e-03
1.0025e+00 1.0025e+00 1.0003e+00 1.0003e+00

1.0026e+00 1.0026e+00 9.9133e-01 9.9133e-01
5.3377e-03 5.3377e-03 1.6635e-02 1.6635e-02
1.0025e+00 1.0025e+00 1.0003e+00 1.0003e+00
5.5007e-03 5.5007e-03 7.6994e-03 7.6994e-03

7.3252e-03 7.3252e-03 1.1020e-02 1.1020e-02
1.0006e+00 1.0006e+00 9.9694e-01 9.9694e-01
7.7713e-03 7.7713e-03 1.3076e-02 1.3076e-02
1.0002e+00 1.0002e+00 9.9489e-01 9.9489e-01

1.0006e+00 1.0006e+00 9.9694e-01 9.9694e-01
7.3252e-03 7.3252e-03 1.1020e-02 1.1020e-02
1.0002e+00 1.0002e+00 9.9489e-01 9.9489e-01
7.7713e-03 7.7713e-03 1.3076e-02 1.3076e-02
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NAG Library Chapter Contents

d01 – Quadrature

d01 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

d01bdc 23 nag_quad_1d_fin_smooth
One-dimensional quadrature, non-adaptive, finite interval

d01dac 23 nag_quad_2d_fin
Two-dimensional quadrature, finite region

d01esc 25 nag_quad_md_sgq_multi_vec
Multi-dimensional quadrature using sparse grids

d01fbc 23 nag_quad_md_gauss
Multidimensional Gaussian quadrature over hyper-rectangle

d01fdc 23 nag_quad_md_sphere
Multidimensional quadrature, Sag–Szekeres method, general product region
or n-sphere

d01gac 2 nag_1d_quad_vals
One-dimensional integration of a function defined by data values only

d01gdc 23 nag_quad_md_numth_vec
Multidimensional quadrature, general product region, number-theoretic
method

d01gyc 23 nag_quad_md_numth_coeff_prime
Korobov optimal coefficients for use in nag_quad_md_numth_vec
(d01gdc), when number of points is prime

d01gzc 23 nag_quad_md_numth_coeff_2prime
Korobov optimal coefficients for use in nag_quad_md_numth_vec
(d01gdc), when number of points is product of two primes

d01pac 23 nag_quad_md_simplex
Multidimensional quadrature over an n-simplex

d01rac 24 nag_quad_1d_gen_vec_multi_rcomm
One-dimensional quadrature, adaptive, finite interval, multiple integrands,
vectorized abscissae, reverse communication

d01rcc 24 nag_quad_1d_gen_vec_multi_dimreq
Determine required array dimensions for nag_quad_1d_gen_vec_multi_r
comm (d01rac)

d01rgc 24 nag_quad_1d_fin_gonnet_vec
One-dimensional quadrature, adaptive, finite interval, strategy due to
Gonnet, allowing for badly behaved integrands

d01sjc 5 nag_1d_quad_gen_1
One-dimensional quadrature, adaptive, finite interval, strategy due to
Piessens and de Doncker, allowing for badly behaved integrands

d01skc 5 nag_1d_quad_osc_1
One-dimensional quadrature, adaptive, finite interval, method suitable for
oscillating functions

d01slc 5 nag_1d_quad_brkpts_1
One-dimensional quadrature, adaptive, finite interval, allowing for
singularities at user-specified break-points

d01smc 5 nag_1d_quad_inf_1
One-dimensional adaptive quadrature over infinite or semi-infinite interval

d01snc 5 nag_1d_quad_wt_trig_1
One-dimensional adaptive quadrature, finite interval, sine or cosine weight
functions
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d01spc 5 nag_1d_quad_wt_alglog_1
One-dimensional adaptive quadrature, weight function with end-point
singularities of algebraic-logarithmic type

d01sqc 5 nag_1d_quad_wt_cauchy_1
One-dimensional adaptive quadrature, weight function 1= x� cð Þ, Cauchy
principal value

d01ssc 5 nag_1d_quad_inf_wt_trig_1
One-dimensional adaptive quadrature, semi-infinite interval, sine or cosine
weight function

d01tac 5 nag_1d_withdraw_quad_gauss_1
One-dimensional Gaussian quadrature, choice of weight functions
Note: this function is scheduled for withdrawal at Mark 27, see
Advice on Replacement Calls for Withdrawn/Superseded Functions for
further information.

d01tbc 23 nag_quad_1d_gauss_wset
Pre-computed weights and abscissae for Gaussian quadrature rules,
restricted choice of rule

d01tcc 23 nag_quad_1d_gauss_wgen
Calculation of weights and abscissae for Gaussian quadrature rules, general
choice of rule

d01tdc 26 nag_quad_1d_gauss_wrec
Calculation of weights and abscissae for Gaussian quadrature rules, method
of Golub and Welsch

d01tec 26 nag_quad_1d_gauss_recm
Generates recursion coefficients needed by nag_quad_1d_gauss_wrec
(d01tdc) to calculate a Gaussian quadrature rule

d01uac 24 nag_quad_1d_gauss_vec
One-dimensional Gaussian quadrature, choice of weight functions
(vectorized)

d01ubc 26 nag_quad_1d_inf_exp_wt

Non-automatic function to evaluate
Z 1
0

exp �x2
� �

f xð Þ dx

d01wcc 5 nag_multid_quad_adapt_1
Multidimensional adaptive quadrature

d01xbc 5 nag_multid_quad_monte_carlo_1
Multidimensional quadrature, using Monte–Carlo method

d01zkc 24 nag_quad_opt_set
Option setting function

d01zlc 24 nag_quad_opt_get
Option getting function
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1 Scope of the Chapter

This chapter provides functions for the numerical evaluation of definite integrals in one or more
dimensions and for evaluating weights and abscissae of integration rules.

2 Background to the Problems

The functions in this chapter are designed to estimate:

(a) the value of a one-dimensional definite integral of the formZ b

a

f xð Þ dx ð1Þ

where f xð Þ is defined by you, either at a set of points xi; f xið Þð Þ, for i ¼ 1; 2; . . . ; n, where
a ¼ x1 < x2 < � � � < xn ¼ b, or in the form of a function; and the limits of integration a; b may be
finite or infinite.

Some methods are specially designed for integrands of the form

f xð Þ ¼ w xð Þg xð Þ ð2Þ

which contain a factor w xð Þ, called the weight-function, of a specific form. These methods take full
account of any peculiar behaviour attributable to the w xð Þ factor.

(b) the value of a multidimensional definite integral of the formZ
Rn

f x1; x2; . . . ; xnð Þ dxn � � � dx2dx1 ð3Þ

where f x1; x2; . . . ; xnð Þ is a function defined by you and Rn is some region of n-dimensional
space.

The simplest form of Rn is the n-rectangle defined by

ai � xi � bi; i ¼ 1; 2; . . . ; n ð4Þ

where ai and bi are constants. When ai and bi are functions of xj (j < i), the region can easily be
transformed to the rectangular form (see page 266 of Davis and Rabinowitz (1975)). Some of the
methods described incorporate the transformation procedure.

2.1 One-dimensional Integrals

To estimate the value of a one-dimensional integral, a quadrature rule uses an approximation in the
form of a weighted sum of integrand values, i.e.,Z b

a

f xð Þ dx ’
XN
i¼1
wif xið Þ: ð5Þ

The points xi within the interval a; b½ � are known as the abscissae, and the wi are known as the weights.

More generally, if the integrand has the form (2), the corresponding formula isZ b

a

w xð Þg xð Þ dx ’
XN
i¼1
wig xið Þ: ð6Þ

If the integrand is known only at a fixed set of points, these points must be used as the abscissae, and
the weighted sum is calculated using finite difference methods. However, if the functional form of the
integrand is known, so that its value at any abscissa is easily obtained, then a wide variety of quadrature
rules are available, each characterised by its choice of abscissae and the corresponding weights.

The appropriate rule to use will depend on the interval a; b½ � – whether finite or otherwise – and on the
form of any w xð Þ factor in the integrand. A suitable value of N depends on the general behaviour of
f xð Þ; or of g xð Þ, if there is a w xð Þ factor present.
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Among possible rules, we mention particularly the Gaussian formulae, which employ a distribution of
abscissae which is optimal for f xð Þ or g xð Þ of polynomial form.

The choice of basic rules constitutes one of the principles on which methods for one-dimensional
integrals may be classified. The other major basis of classification is the implementation strategy, of
which some types are now presented.

(a) Single rule evaluation procedures

A fixed number of abscissae, N , is used. This number and the particular rule chosen uniquely
determine the weights and abscissae. No estimate is made of the accuracy of the result.

(b) Automatic procedures

The number of abscissae, N , within a; b½ � is gradually increased until consistency is achieved to
within a level of accuracy (absolute or relative) you requested. There are essentially two ways of
doing this; hybrid forms of these two methods are also possible:

(i) whole interval procedures (non-adaptive)

A series of rules using increasing values of N are successively applied over the whole interval
a; b½ �. It is clearly more economical if abscissae already used for a lower value of N can be
used again as part of a higher-order formula. This principle is known as optimal extension.
There is no overlap between the abscissae used in Gaussian formulae of different orders.
However, the Kronrod formulae are designed to give an optimal 2N þ 1ð Þ-point formula by
adding N þ 1ð Þ points to an N-point Gauss formula. Further extensions have been developed
by Patterson.

(ii) adaptive procedures

The interval a; b½ � is repeatedly divided into a number of sub-intervals, and integration rules
are applied separately to each sub-interval. Typically, the subdivision process will be carried
further in the neighbourhood of a sharp peak in the integrand than where the curve is smooth.
Thus, the distribution of abscissae is adapted to the shape of the integrand.

Subdivision raises the problem of what constitutes an acceptable accuracy in each sub-interval.
The usual global acceptability criterion demands that the sum of the absolute values of the
error estimates in the sub-intervals should meet the conditions required of the error over the
whole interval. Automatic extrapolation over several levels of subdivision may eliminate the
effects of some types of singularities.

An ideal general-purpose method would be an automatic method which could be used for a wide variety
of integrands, was efficient (i.e., required the use of as few abscissae as possible), and was reliable (i.e.,
always gave results to within the requested accuracy). Complete reliability is unobtainable, and
generally higher reliability is obtained at the expense of efficiency, and vice versa. It must therefore be
emphasized that the automatic functions in this chapter cannot be assumed to be 100% reliable. In
general, however, the reliability is very high.

2.2 Multidimensional Integrals

A distinction must be made between cases of moderately low dimensionality (say, up to 4 or 5
dimensions), and those of higher dimensionality. Where the number of dimensions is limited, a one-
dimensional method may be applied to each dimension, according to some suitable strategy, and high
accuracy may be obtainable (using product rules). However, the number of integrand evaluations rises
very rapidly with the number of dimensions, so that the accuracy obtainable with an acceptable amount
of computational labour is limited; for example a product of 3-point rules in 20 dimensions would
require more than 109 integrand evaluations. Special techniques such as the Monte–Carlo methods can
be used to deal with high dimensions.

(a) Products of one-dimensional rules

Using a two-dimensional integral as an example, we haveZ b1

a1

Z b2

a2

f x; yð Þ dy dx ’
XN
i¼1
wi

Z b2

a2

f xi; yð Þ dy
� �

ð7Þ
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Z b1

a1

Z b2

a2

f x; yð Þ dy dx ’
XN
i¼1

XN
j¼1

wivjf xi; yj
� �

ð8Þ

where wi; xið Þ and vi; yið Þ are the weights and abscissae of the rules used in the respective
dimensions.

A different one-dimensional rule may be used for each dimension, as appropriate to the range and
any weight function present, and a different strategy may be used, as appropriate to the integrand
behaviour as a function of each independent variable.

For a rule-evaluation strategy in all dimensions, the formula (8) is applied in a straightforward
manner. For automatic strategies (i.e., attempting to attain a requested accuracy), there is a problem
in deciding what accuracy must be requested in the inner integral(s). Reference to formula (7)
shows that the presence of a limited but random error in the y-integration for different values of xi
can produce a ‘jagged’ function of x, which may be difficult to integrate to the desired accuracy
and for this reason products of automatic one-dimensional functions should be used with caution
(see Lyness (1983)).

(b) Monte–Carlo methods

These are based on estimating the mean value of the integrand sampled at points chosen from an
appropriate statistical distribution function. Usually a variance reducing procedure is incorporated
to combat the fundamentally slow rate of convergence of the rudimentary form of the technique.
These methods can be effective by comparison with alternative methods when the integrand
contains singularities or is erratic in some way, but they are of quite limited accuracy.

(c) Number theoretic methods

These are based on the work of Korobov and Conroy and operate by exploiting implicitly the
properties of the Fourier expansion of the integrand. Special rules, constructed from so-called
optimal coefficients, give a particularly uniform distribution of the points throughout n-dimensional
space and from their number theoretic properties minimize the error on a prescribed class of
integrals. The method can be combined with the Monte–Carlo procedure.

(d) Sag–Szekeres method

By transformation this method seeks to induce properties into the integrand which make it
accurately integrable by the trapezoidal rule. The transformation also allows effective control over
the number of integrand evaluations.

(e) Sparse grid methods

Given a set of one-dimensional quadrature rules of increasing levels of accuracy, the sparse grid
method constructs an approximation to a multidimensional integral using d-dimensional tensor
products of the differences between rules of adjacent levels. This provides a lower theoretical
accuracy than the methods in (a), the full grid approach, which is nonetheless still sufficient for
various classes of sufficiently smooth integrands. Furthermore, it requries substantially fewer
evaluations than the full grid approach. Specifically, if a one-dimensional quadrature rule has
N � O 2‘

� �
points, the full grid will require O 2ld

� �
function evaluations, whereas the sparse grid of

level ‘ will require O 2‘d‘�1
� �

. Hence a sparse grid approach is computationally feasible even for
integrals over d � O 100ð Þ.
Sparse grid methods are deterministic, and may be viewed as automatic whole domain procedures
if their level ‘ is allowed to increase.

(f) Automatic adaptive procedures

An automatic adaptive strategy in several dimensions normally involves division of the region into
subregions, concentrating the divisions in those parts of the region where the integrand is worst
behaved. It is difficult to arrange with any generality for variable limits in the inner integral(s). For
this reason, some methods use a region where all the limits are constants; this is called a hyper-
rectangle. Integrals over regions defined by variable or infinite limits may be handled by
transformation to a hyper-rectangle. Integrals over regions so irregular that such a transformation is
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not feasible may be handled by surrounding the region by an appropriate hyper-rectangle and
defining the integrand to be zero outside the desired region. Such a technique should always be
followed by a Monte–Carlo method for integration.

The method used locally in each subregion produced by the adaptive subdivision process is usually
one of three types: Monte–Carlo, number theoretic or deterministic. Deterministic methods are
usually the most rapidly convergent but are often expensive to use for high dimensionality and not
as robust as the other techniques.

3 Recommendations on Choice and Use of Available Functions

This section is divided into five subsections. The first subsection illustrates the difference between
direct and reverse communication functions. The second subsection highlights the different levels of
vectorization provided by different interfaces.

Sections 3.3, 3.4 and 3.5 consider in turn functions for: one-dimensional integrals over a finite interval,
and over a semi-infinite or an infinite interval; and multidimensional integrals. Within each sub-section,
functions are classified by the type of method, which ranges from simple rule evaluation to automatic
adaptive algorithms. The recommendations apply particularly when the primary objective is simply to
compute the value of one or more integrals, and in these cases the automatic adaptive functions are
generally the most convenient and reliable, although also the most expensive in computing time.

Note however that in some circumstances it may be counter-productive to use an automatic function. If
the results of the quadrature are to be used in turn as input to a further computation (e.g., an ‘outer’
quadrature or an optimization problem), then this further computation may be adversely affected by the
‘jagged performance profile’ of an automatic function; a simple rule-evaluation function may provide
much better overall performance. For further guidance, the article by Lyness (1983) is recommended.

3.1 Direct and Reverse Communication

Functions in this chapter which evaluate an integral value may be classified as either direct
communication or reverse communication. See Section 2.3.2 in How to Use the NAG Library and its
Documentation for a description of these terms.

Currently in this chapter the only function explicitly using reverse communication is nag_quad_1d_
gen_vec_multi_rcomm (d01rac).

3.2 Choice of Interface

This section concerns the design of the interface for the provision of abscissae, and the subsequent
collection of calculated information, typically integrand evaluations. Vectorized interfaces typically
allow for more efficient operation.

(a) Single abscissa interfaces

The algorithm will provide a single abscissa at which information is required. These are typically
the most simple to use, although they may be significantly less efficient than a vectorized
equivalent. Most of the algorithms in this chapter are of this type.

Examples of this include nag_quad_md_gauss (d01fbc) and nag_1d_quad_gen_1 (d01sjc).

(b) Vectorized abscissae interfaces

The algorithm will return a set of abscissae, at all of which information is required. While these are
more complicated to use, they are typically more efficient than a non-vectorized equivalent. They
reduce the overhead of function calls, allow the avoidance of repetition of computations common
to each of the integrand evaluations, and offer greater scope for vectorization and parallelization of
your code.

Examples include nag_quad_1d_fin_gonnet_vec (d01rgc) and nag_quad_1d_gauss_vec (d01uac).

(c) Multiple integral interfaces

These are functions which allow for multiple integrals to be estimated simultaneously. As with (b)
above, these are more complicated to use than single integral functions, however they can provide
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higher efficiency, particularly if several integrals require the same subcalculations at the same
abscissae. They are most efficient if integrals which are supplied together are expected to have
similar behaviour over the domain, particularly when the algorithm is adaptive.

nag_quad_1d_gen_vec_multi_rcomm (d01rac) is an example.

3.3 One-dimensional Integrals over a Finite Interval

(a) Integrand defined at a set of points

If f xð Þ is defined numerically at four or more points, then the Gill–Miller finite difference method
(nag_1d_quad_vals (d01gac)) should be used. The interval of integration is taken to coincide with
the range of x values of the points supplied. It is in the nature of this problem that any function
may be unreliable. In order to check results independently and so as to provide an alternative
technique you may fit the integrand by Chebyshev series using nag_1d_cheb_fit (e02adc) and then
use function nag_1d_cheb_intg (e02ajc) to evaluate its integral (which need not be restricted to the
range of the integration points, as is the case for nag_1d_quad_vals (d01gac)). A further alternative
is to fit a cubic spline to the data using nag_1d_spline_fit_knots (e02bac) and then to evaluate its
integral using nag_1d_spline_intg (e02bdc).

(b) Integrand defined as a function

If the functional form of f xð Þ is known, then one of the following approaches should be taken.
They are arranged in the order from most specific to most general, hence the first applicable
procedure in the list will be the most efficient. However, if you do not wish to make any
assumptions about the integrand, the most reliable functions to use will be nag_quad_1d_
gen_vec_multi_rcomm (d01rac), nag_quad_1d_fin_gonnet_vec (d01rgc), nag_1d_quad_gen_1
(d01sjc), nag_1d_quad_osc_1 (d01skc) and nag_1d_quad_brkpts_1 (d01slc), although these
will in general be less efficient for simple integrals.

(i) Rule-evaluation functions

If f xð Þ is known to be sufficiently well behaved (more precisely, can be closely approximated
by a polynomial of moderate degree), a Gaussian function with a suitable number of abscissae
may be used.

nag_quad_1d_gauss_wset (d01tbc) or nag_quad_1d_gauss_wgen (d01tcc) with nag_quad_md_
gauss (d01fbc) may be used if it is required to examine the weights and abscissae.

nag_quad_1d_gauss_wset (d01tbc) is faster and more accurate, whereas nag_quad_1d_
gauss_wgen (d01tcc) is more general. nag_quad_1d_gauss_vec (d01uac) uses the same
quadrature rules as nag_quad_1d_gauss_wset (d01tbc), and may be used if you do not
explicitly require the weights and abscissae.

If f xð Þ is well behaved, apart from a weight-function of the form

x� aþ b
2

				 				c or b� xð Þc x� að Þd;

nag_quad_1d_gauss_wgen (d01tcc) with nag_quad_md_gauss (d01fbc) may be used.

nag_quad_1d_gauss_wset (d01tbc) and nag_quad_1d_gauss_wgen (d01tcc) generate weights
and abscissae for specific Gauss rules. Weights and abscissae for other quadrature formulae
may be computed using functions nag_quad_1d_gauss_wrec (d01tdc) or nag_quad_1d_gauss_
recm (d01tec). Wherever possible use nag_quad_1d_gauss_wrec (d01tdc) in preference to
nag_quad_1d_gauss_recm (d01tec). The former however requires information that may not be
readily available.

(ii) Automatic whole-interval functions

If f xð Þ is reasonably smooth, and the required accuracy is not too high, the automatic whole
interval function nag_quad_1d_fin_smooth (d01bdc) may be used. Additionally, nag_
quad_md_sgq_multi_vec (d01esc) with d ¼ 1 may be used with an appropriate transformation
from the unit interval.

Introduction – d01 NAG Library Manual

d01.6 Mark 26



nag_quad_1d_fin_smooth (d01bdc) uses the Gauss 10-point rule, with the 21 point Kronrod
extension, and the subsequent 43 and 87 point Patterson extensions if required.

nag_quad_md_sgq_multi_vec (d01esc) supports multiple simultaneous integrals, and has a
vectorized interface. Either high order Gauss–Patterson rules (of size 2‘ � 1, for ‘ ¼ 1; . . . ; 9),
or high order Clenshaw-Curtis rules (of size 2‘�1 þ 1, for ‘ ¼ 2; . . . ; 12). Gauss–Patterson
rules possess greater polynomial accuracy, whereas Clenshaw–Curtis rules are often well
suited to oscillatory integrals.

(iii) Automatic adaptive functions

Firstly, several functions are available for integrands of the form w xð Þg xð Þ where g xð Þ is a
‘smooth’ function (i.e., has no singularities, sharp peaks or violent oscillations in the interval
of integration) and w xð Þ is a weight function of one of the following forms.

1. if w xð Þ ¼ b� xð Þ� x� að Þ� log b� xð Þð Þk log x� að Þð Þl, where k; l ¼ 0 or 1, �; � > �1: use
nag_1d_quad_wt_alglog_1 (d01spc);

2. if w xð Þ ¼ 1
x�c : use nag_1d_quad_wt_cauchy_1 (d01sqc) (this integral is called the Hilbert

transform of g);

3. if w xð Þ ¼ cos !xð Þ or sin !xð Þ: use nag_1d_quad_wt_trig_1 (d01snc) (this function can
also handle certain types of singularities in g xð Þ).

Secondly, there are multiple routines for general f xð Þ, using different strategies.

nag_1d_quad_gen_1 (d01sjc) and nag_1d_quad_osc_1 (d01skc) use the strategy of Piessens et
al. (1983), using repeated bisection of the interval, and in the first case the �-algorithm (Wynn
(1956)), to improve the integral estimate. This can cope with singularities away from the end
points, provided singular points do not occur as abscissae, nag_1d_quad_osc_1 (d01skc) tends
to perform better than nag_1d_quad_gen_1 (d01sjc) on more oscillatory integrals.

nag_1d_quad_brkpts_1 (d01slc) uses the same subdivision strategy as nag_1d_quad_gen_1
(d01sjc) over a set of initial interval segments determined by supplied break-points. It is hence
suitable for integrals with discontinuities (including switches in definition) or sharp peaks
occuring at known points. Such integrals may also be approximated using other functions
which do not allow break-points, although such integrals should be evaluated over each of the
sub-intervals seperately.

nag_quad_1d_gen_vec_multi_rcomm (d01rac) again uses the strategy of Piessens et al. (1983),
and provides the functionality of nag_1d_quad_gen_1 (d01sjc), nag_1d_quad_osc_1 (d01skc)
and nag_1d_quad_brkpts_1 (d01slc) in a reverse communication framework. It also supports
multiple integrals and uses a vectorized interface for the abscissae. Hence it is likely to be
more efficient if several similar integrals are required to be evaluated over the same domain.
Furthermore, its behaviour can be tailored through the use of optional parameters.

nag_quad_1d_fin_gonnet_vec (d01rgc) uses another adaptive scheme due to Gonnet (2010).
This attempts to match the quadrature rule to the underlying integrand as well as subdividing
the domain. Further, it can explicitly deal with singular points at abscissae, should NaN's or 1
be returned by the user-supplied function, provided the generation of these does not cause the
program to halt (see Chapter x07).

3.4 One-dimensional Integrals over a Semi-infinite or Infinite Interval

(a) Integrand defined at a set of points

If f xð Þ is defined numerically at four or more points, and the portion of the integral lying outside
the range of the points supplied may be neglected, then the Gill–Miller finite difference method,
nag_1d_quad_vals (d01gac), should be used.

(b) Integrand defined as a function

(i) Rule evaluation functions

If f xð Þ behaves approximately like a polynomial in x, apart from a weight function of the
form:
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1. e��x; � > 0 (semi-infinite interval, lower limit finite); or

2. e��x; � < 0 (semi-infinite interval, upper limit finite); or

3. e�� x��ð Þ2 ; � > 0 (infinite interval),

or if f xð Þ behaves approximately like a polynomial in xþ bð Þ�1 (semi-infinite range), then the
Gaussian functions may be used.

nag_quad_1d_gauss_vec (d01uac) may be used if it is not required to examine the weights and
abscissae.

nag_quad_1d_gauss_wset (d01tbc) or nag_quad_1d_gauss_wgen (d01tcc) with nag_quad_md_
gauss (d01fbc) may be used if it is required to examine the weights and abscissae.

nag_quad_1d_gauss_wset (d01tbc) is faster and more accurate, whereas nag_quad_1d_
gauss_wgen (d01tcc) is more general.

nag_quad_1d_inf_exp_wt (d01ubc) returns an approximation to the specific problemZ 1
0

exp �x2
� �

g xð Þ dx.

(ii) Automatic adaptive functions

nag_1d_quad_inf_1 (d01smc) may be used, except for integrands which decay slowly towards
an infinite end point, and oscillate in sign over the entire range. For this class, it may be
possible to calculate the integral by integrating between the zeros and invoking some
extrapolation process.

nag_1d_quad_inf_wt_trig_1 (d01ssc) may be used for integrals involving weight functions of
the form cos !xð Þ and sin !xð Þ over a semi-infinite interval (lower limit finite).

The following alternative procedures are mentioned for completeness, though their use will
rarely be necessary.

1. If the integrand decays rapidly towards an infinite end point, a finite cut-off may be
chosen, and the finite range methods applied.

2. If the only irregularities occur in the finite part (apart from a singularity at the finite limit,
with which nag_1d_quad_inf_1 (d01smc) can cope), the range may be divided, with
nag_1d_quad_inf_1 (d01smc) used on the infinite part.

3. A transformation to finite range may be employed, e.g.,

x ¼ 1� t
t

or x ¼ �loge t

will transform 0;1ð Þ to 1; 0ð Þ while for infinite ranges we haveZ 1
�1
f xð Þ dx ¼

Z 1
0

f xð Þ þ f �xð Þð Þ dx:

If the integrand behaves badly on �1; 0ð Þ and well on 0;1ð Þ or vice versa it is better to

compute it as
Z 0

�1
f xð Þ dxþ

Z 1
0
f xð Þ dx. This saves computing unnecessary function

values in the semi-infinite range where the function is well behaved.

3.5 Multidimensional Integrals

A number of techniques are available in this area and the choice depends to a large extent on the
dimension and the required accuracy. It can be advantageous to use more than one technique as a
confirmation of accuracy, particularly for high-dimensional integrations. Several functions include a
transformation procedure, using a user-supplied function, which allows general product regions to be
easily dealt with in terms of conversion to the standard n-cube region.
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(a) Products of one-dimensional rules (suitable for up to about 5 dimensions)

If f x1; x2; . . . ; xnð Þ is known to be a sufficiently well behaved function of each variable xi, apart
possibly from weight functions of the types provided, a product of Gaussian rules may be used.
These are provided by nag_quad_1d_gauss_wset (d01tbc) or nag_quad_1d_gauss_wgen (d01tcc)
with nag_quad_md_gauss (d01fbc). Rules for finite, semi-infinite and infinite ranges are included.

For two-dimensional integrals only, unless the integrand is very badly behaved, the automatic
whole-interval product procedure of nag_quad_2d_fin (d01dac) may be used. The limits of the
inner integral may be user-specified functions of the outer variable. Infinite limits may be handled
by transformation (see Section 3.4); end point singularities introduced by transformation should not
be troublesome, as the integrand value will not be required on the boundary of the region.

If none of these functions proves suitable and convenient, the one-dimensional functions may be
used recursively. For example, the two-dimensional integral

I ¼
Z b1

a1

Z b2

a2

f x; yð Þ dy dx

may be expressed as

I ¼
Z b1

a1

F xð Þ dx; where F xð Þ ¼
Z b2

a2

f x; yð Þ dy:

The user-supplied code to evaluate F xð Þ will call the integration function for the y-integration,
which will call more user-supplied code for f x; yð Þ as a function of y (x being effectively a
constant).

From Mark 24 onwards, all direct communication functions may be called recursively. As such,
you may use any function, including the same function, for each dimension. Note however, in
previous releases, some direct communication functions, specifically, nag_quad_1d_fin_smooth
(d01bdc), nag_quad_2d_fin (d01dac), nag_quad_md_gauss (d01fbc), nag_quad_md_sphere
(d01fdc), nag_quad_md_numth_vec (d01gdc) and nag_quad_md_simplex (d01pac), could not be
called recursively.

The reverse communication function nag_quad_1d_gen_vec_multi_rcomm (d01rac) may be used
by itself in a pseudo-recursive manner, in that it may be called to evaluate an inner integral for the
integrand value of an outer integral also being calculated by nag_quad_1d_gen_vec_multi_rcomm
(d01rac).

(b) Sag–Szekeres method

nag_quad_md_sphere (d01fdc) is particularly suitable for integrals of very large dimension
although the accuracy is generally not high. It allows integration over either the general product
region (with built-in transformation to the n-cube) or the n-sphere. Although no error estimate is
provided, two adjustable arguments may be varied for checking purposes or may be used to tune
the algorithm to particular integrals.

(c) Number Theoretic method

Algorithms of this type carry out multidimensional integration using the Korobov–Conroy method
over a product region with built-in transformation to the n-cube. A stochastic modification of this
method is incorporated into the functions in this library, hybridising the technique with the Monte–
Carlo procedure. An error estimate is provided in terms of the statistical standard error. A number
of pre-computed optimal coefficient rules for up to 20 dimensions are provided; others can be
computed using nag_quad_md_numth_coeff_prime (d01gyc) and nag_quad_md_numth_coeff_2
prime (d01gzc). Like the Sag–Szekeres method it is suitable for large dimensional integrals
although the accuracy is not high.

nag_quad_md_numth_vec (d01gdc) has a vectorized interface which can result in faster execution,
especially on vector-processing machines. You are required to provide two functions, the first to
return an array of values of the integrand at each of an array of points, and the second to evaluate
the limits of integration at each of an array of points. This reduces the overhead of function calls,
avoids repetitions of computations common to each of the evaluations of the integral and limits of
integration, and offers greater scope for vectorization of your code.
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(d) A combinatorial extrapolation method

nag_quad_md_simplex (d01pac) computes a sequence of approximations and an error estimate to
the integral of a function over a multidimensional simplex using a combinatorial method with
extrapolation.

(e) Sparse Grid method

nag_quad_md_sgq_multi_vec (d01esc) implements a sparse grid quadrature scheme for the
integration of a vector of multidimensional integrals over the unit hypercube,

F �
Z
0;1½ �d

f xð Þdx:

The function uses a vectorized interface, which returns a set of points at which the integrands must
be evaluated in a sparse storage format for efficiency.

Other domains can be readily integrated over by using an appropriate mapping inside the provided
function for evaluating the integrands. It is suitable for d up to O 100ð Þ, although no upper bound
on the number of dimensions is enforced. It will also evaluate one-dimensional integrals, although
in this case the sparse grid used is in fact the full grid.

The function uses optional parameters, set and queried using the functions nag_quad_opt_set
(d01zkc) and nag_quad_opt_get (d01zlc) respectively. Amongst other options, these allow the
parallelization of the function to be controlled.

(f) Automatic functions (nag_multid_quad_adapt_1 (d01wcc) and nag_multid_quad_monte_carlo_1
(d01xbc))

Both functions are for integrals of the formZ b1

a1

Z b2

a2

� � �
Z bn

an

f x1; x2; . . . ; xnð Þ dxndxn�1 � � � dx1:

nag_multid_quad_monte_carlo_1 (d01xbc) is an adaptive Monte–Carlo function. This function is
usually slow and not recommended for high-accuracy work. It is a robust function that can often be
used for low-accuracy results with highly irregular integrands or when n is large.

nag_multid_quad_adapt_1 (d01wcc) is an adaptive deterministic function. Convergence is fast for
well behaved integrands. Highly accurate results can often be obtained for n between 2 and 5,
using significantly fewer integrand evaluations than would be required by the Monte–Carlo
function nag_multid_quad_monte_carlo_1 (d01xbc). The function will usually work when the
integrand is mildly singular and for n � 10 should be used before nag_multid_quad_monte_carlo_1
(d01xbc). If it is known in advance that the integrand is highly irregular, it is best to compare
results from at least two different functions.

There are many problems for which one or both of the functions will require large amounts of
computing time to obtain even moderately accurate results. The amount of computing time is
controlled by the number of integrand evaluations you have allowed, and you should set this
argument carefully, with reference to the time available and the accuracy desired.
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4 Decision Trees

Tree 1: One-dimensional integrals over a finite interval

Is the functional form of the
integrand known? yes

Do you require reverse
communication? yes

d01rac

no

Are you concerned with
efficiency for simple
integrals?

yes

Is the integrand smooth
(polynomial-like) apart from
weight function
x� aþ bð Þ=2j jc or
b� xð Þc x� að Þd?

yes
d01uac, d01tbc or d01tcc
and d01fbc or d01gdc

no

Is the integrand reasonably
smooth and the required
accuracy not too great?

yes
d01bdc, d01esc or d01uac

no

Are multiple integrands to
be integrated
simultaneously?

yes
d01esc or d01rac

no

Has the integrand
discontinuities, sharp peaks
or singularities at known
points other than the end
points?

yes

Split the range and begin
again; or use d01rgc or

d01slc

no

Is the integrand free of
singularities, sharp peaks
and violent oscillations apart
from weight function
b� xð Þ� x� að Þ�

log b� xð Þð Þk log x� að Þð Þl?

yes
d01spc

no

Is the integrand free of
singularities, sharp peaks
and violent oscillations apart
from weight function 1

x�c?
yes

d01sqc

no

Is the integrand free of
violent oscillations apart
from weight function
cos !xð Þ or sin !xð Þ?

yes
d01snc

no

Is the integrand free of
singularities? yes

d01esc, d01sjc, d01skc or
d01uac

no

d01rac, d01rgc or d01sjc

no

d01rac, d01rgc or d01sjc

no

d01gac
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Tree 2: One-dimensional integrals over a semi-infinite or infinite interval

Is the functional form
of the integrand
known?

yes

Are you concerned
with efficiency for
simple integrands?

yes

Is the integrand
smooth (polynomial-
like) with no
exceptions?

yes
d01bdc

no

Is the integrand of
the form

Z 1
0

exp �x2
� �

g xð Þ dx?

yes

d01ubc

no

Is the integrand smooth (polynomial-like) apart from weight function e�� xð Þ (semi-infinite range) or e�� x�að Þ2 (infinite range) or is the
integrand polynomial-like in 1

xþb? (semi-infinite range)?

yes

d01uac, or
d01tcc and d01fbc, or,
d01tbc and d01fbc, or
d01tdc and d01fbc

(d01tdc may require use of d01tec)

no

Has integrand discontinuities, sharp peaks or singularities at known points other than a finite limit?

yes

Split range; begin again using finite or infinite range tree

no

Does the integrand oscillate over the entire range?

yes

Does the integrand decay rapidly towards an infinite limit?

yes

Use d01smc; or set cutoff and use finite range tree

no

Is the integrand free of violent oscillations apart from weight function cos !xð Þ or sin !xð Þ (semi-infinite range)?

yes

d01ssc

no

Use finite-range integration between the zeros and extrapolate.

no

d01smc

no

d01smc

no

d01gac (integrates over the range of the points supplied)
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Tree 3: Multidimensional integrals

Is dimension ¼ 2 and product region?
yes

d01dac

no

Is dimension � 4
yes

Is region an n-sphere?
yes

d01fbc with user transformation.

no

Is region a Simplex?
yes

d01fbc with user transformation or
d01pac

no

Is the integrand smooth (polynomial-
like) in each dimension apart from
weight function?

yes
d01tbc and d01fbc or d01tcc and d01fbc

no

Is integrand free of extremely bad
behaviour? yes

d01esc, d01fdc, d01gdc or d01wcc

no

Is bad behaviour on the boundary?
yes

d01fdc or d01wcc

no

Compare results from at least two of
d01esc, d01fdc, d01gdc, d01wcc and
d01xbc and one-dimensional recursive

application

no

Is region an n-sphere?
yes

d01fdc

no

Is region a Simplex?
yes

d01pac

no

Is high accuracy required?
yes

d01fdc with argument tuning

no

Is dimension high?
yes

d01esc, d01fdc or d01gdc

no

d01wcc

5 Functionality Index

Korobov optimal coefficients for use in nag_quad_md_numth_vec (d01gdc):
when number of points is a product of 2 primes ...... nag_quad_md_numth_coeff_2prime (d01gzc)
when number of points is prime .................................. nag_quad_md_numth_coeff_prime (d01gyc)

Multidimensional quadrature,
over a finite two-dimensional region ........................................................ nag_quad_2d_fin (d01dac)
over a general product region,

Korobov–Conroy number-theoretic method ......................... nag_quad_md_numth_vec (d01gdc)
Sag–Szekeres method (also over n-sphere) ................................. nag_quad_md_sphere (d01fdc)

over a hyper-rectangle,
adaptive method .................................................................... nag_multid_quad_adapt_1 (d01wcc)
Gaussian quadrature rule-evaluation ............................................... nag_quad_md_gauss (d01fbc)
Monte–Carlo method ................................................. nag_multid_quad_monte_carlo_1 (d01xbc)
sparse grid method (with user transformation),

muliple integrands, vectorized interface ..................... nag_quad_md_sgq_multi_vec (d01esc)
over an n-simplex ............................................................................ nag_quad_md_simplex (d01pac)

One-dimensional quadrature,
adaptive integration of a function over a finite interval,

strategy due to Gonnet,
suitable for badly behaved integrals,

vectorized interface ................................................ nag_quad_1d_fin_gonnet_vec (d01rgc)
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strategy due to Piessens and de Doncker,
allowing for badly behaved integrands ...................................... nag_1d_quad_gen_1 (d01sjc)
allowing for singularities at user-specified break-points ....... nag_1d_quad_brkpts_1 (d01slc)
suitable for highly oscillatory integrals ..................................... nag_1d_quad_osc_1 (d01skc)

weight function 1= x� cð Þ Cauchy principal value (Hilbert transform)
..... nag_1d_quad_wt_cauchy_1 (d01sqc)

weight function cos !xð Þ or sin !xð Þ ......................................... nag_1d_quad_wt_trig_1 (d01snc)
weight function with end-point singularities of algebraico-logarithmic type

..... nag_1d_quad_wt_alglog_1 (d01spc)
adaptive integration of a function over an infinite interval or semi-infinite interval,

no weight function .......................................................................... nag_1d_quad_inf_1 (d01smc)
weight function cos !xð Þ or sin !xð Þ ................................... nag_1d_quad_inf_wt_trig_1 (d01ssc)

integration of a function defined by data values only,
Gill–Miller method ............................................................................ nag_1d_quad_vals (d01gac)

non-adaptive integration over a finite, semi-infinite or infinite interval,
using pre-computed weights and abscissae

specific integral with weight exp �x2
� �

over semi-infinite interval
..... nag_quad_1d_inf_exp_wt (d01ubc)

vectorized interface ............................................................. nag_quad_1d_gauss_vec (d01uac)
non-adaptive integration over a finite interval ........................... nag_quad_1d_fin_smooth (d01bdc)
reverse communication,

adaptive integration over a finite interval,
multiple integrands,

efficient on vector machines ...................... nag_quad_1d_gen_vec_multi_rcomm (d01rac)

Service functions,
array size query for nag_quad_1d_gen_vec_multi_rcomm (d01rac)

..... nag_quad_1d_gen_vec_multi_dimreq (d01rcc)
general option getting ............................................................................... nag_quad_opt_get (d01zlc)
general option setting and initialization .................................................. nag_quad_opt_set (d01zkc)

Weights and abscissae for Gaussian quadrature rules,
method of Golub and Welsch,

calculating the weights and abscissae .................................... nag_quad_1d_gauss_wrec (d01tdc)
generate recursive coefficients ................................................ nag_quad_1d_gauss_recm (d01tec)

more general choice of rule,
calculating the weights and abscissae ................................... nag_quad_1d_gauss_wgen (d01tcc)

restricted choice of rule,
using pre-computed weights and abscissae ............................ nag_quad_1d_gauss_wset (d01tbc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_1d_quad_gen (d01ajc) 24 nag_1d_quad_gen_1 (d01sjc)
nag_1d_quad_osc (d01akc) 24 nag_1d_quad_osc_1 (d01skc)
nag_1d_quad_brkpts (d01alc) 24 nag_1d_quad_brkpts_1 (d01slc)
nag_1d_quad_inf (d01amc) 24 nag_1d_quad_inf_1 (d01smc)
nag_1d_quad_wt_trig (d01anc) 24 nag_1d_quad_wt_trig_1 (d01snc)
nag_1d_quad_wt_alglog (d01apc) 24 nag_1d_quad_wt_alglog_1 (d01spc)
nag_1d_quad_wt_cauchy (d01aqc) 24 nag_1d_quad_wt_cauchy_1 (d01sqc)
nag_1d_quad_inf_wt_trig (d01asc) 24 nag_1d_quad_inf_wt_trig_1 (d01ssc)
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nag_1d_quad_gauss (d01bac) 24 nag_quad_1d_gauss_vec (d01uac)
nag_multid_quad_adapt (d01fcc) 25 nag_multid_quad_adapt_1 (d01wcc)
nag_multid_quad_monte_carlo (d01gbc) 25 nag_multid_quad_monte_carlo_1 (d01xbc)
nag_1d_withdraw_quad_gauss_1 (d01tac) 27 nag_quad_1d_gauss_vec (d01uac)
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NAG Library Function Document

nag_quad_1d_fin_smooth (d01bdc)

1 Purpose

nag_quad_1d_fin_smooth (d01bdc) calculates an approximation to the integral of a function over a
finite interval a; b½ �:

I ¼
Z b

a

f xð Þ dx:

It is non-adaptive and as such is recommended for the integration of ‘smooth’ functions. These exclude
integrands with singularities, derivative singularities or high peaks on a; b½ �, or which oscillate too
strongly on a; b½ �.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_fin_smooth (

double (*f)(double x, Nag_Comm *comm),

double a, double b, double epsabs, double epsrel, double *result,
double *abserr, Nag_Comm *comm)

3 Description

nag_quad_1d_fin_smooth (d01bdc) is based on the QUADPACK routine QNG (see Piessens et al.
(1983)). It is a non-adaptive function which uses as its basic rules, the Gauss 10-point and 21-point
formulae. If the accuracy criterion is not met, formulae using 43 and 87 points are used successively,
stopping whenever the accuracy criterion is satisfied.

This function is designed for smooth integrands only.

4 References

Patterson T N L (1968) The Optimum addition of points to quadrature formulae Math. Comput. 22
847–856

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

5 Arguments

1: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (double x, Nag_Comm *comm)

1: x – double Input

On entry: the point at which the integrand f must be evaluated.
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2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_1d_fin_smooth
(d01bdc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_quad_1d_fin_smooth (d01bdc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

2: a – double Input

On entry: a, the lower limit of integration.

3: b – double Input

On entry: b, the upper limit of integration. It is not necessary that a < b.

4: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

5: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

6: result – double * Output

On exit: the approximation to the integral I.

7: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

8: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

There are no specific errors detected by nag_quad_1d_fin_smooth (d01bdc). However, if abserr is
greater than

max epsabs; epsrel� resultj jf g

this indicates that the function has probably failed to achieve the requested accuracy within 87 function
evaluations.

7 Accuracy

nag_quad_1d_fin_smooth (d01bdc) attempts to compute an approximation, result, such that:

I � resultj j � tol;

where

tol ¼ max epsabsj j; epsrelj j � Ij jf g;
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and epsabs and epsrel are user-specified absolute and relative error tolerances. There can be no
guarantee that this is achieved, and you are advised to subdivide the interval if you have any doubts
about the accuracy obtained. Note that abserr contains an estimated bound on I � resultj j.

8 Parallelism and Performance

nag_quad_1d_fin_smooth (d01bdc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_quad_1d_fin_smooth (d01bdc) depends on the integrand and the accuracy
required.

10 Example

This example computes Z 1

0
x2 sin 10	xð Þ dx:

10.1 Program Text

/* nag_quad_1d_fin_smooth (d01bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0;
double a, abserr, b, epsabs, epsrel, result;
Nag_Comm comm;

printf("nag_quad_1d_fin_smooth (d01bdc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input arguments */
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#ifdef _WIN32
scanf_s("%lf %lf", &epsabs, &epsrel);

#else
scanf("%lf %lf", &epsabs, &epsrel);

#endif
#ifdef _WIN32

scanf_s("%lf %lf", &a, &b);
#else

scanf("%lf %lf", &a, &b);
#endif

/* nag_quad_1d_fin_smooth (d01bdc).
* One-dimensional quadrature, non-adaptive, finite interval.
*/

nag_quad_1d_fin_smooth(f, a, b, epsabs, epsrel, &result, &abserr, &comm);

printf("\na - lower limit of integration = %10.4f"
"\nb - upper limit of integration = %10.4f"
"\nepsabs - absolute accuracy requested = %9.2e"
"\nepsrel - relative accuracy requested = %9.2e\n"
"\nresult - approximation to the integral = %9.5f"
"\nabserr - estimate to the absolute error = %9.2e\n\n",
a, b, epsabs, epsrel, result, abserr);

if (abserr > MAX(epsabs, epsrel * fabs(result)))
printf("Warning - requested accuracy may not have been achieved.\n");

return exit_status;
}

static double NAG_CALL f(double x, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
return (pow(x, 2)) * sin(10.0 * nag_pi * x);

}

10.2 Program Data

nag_quad_1d_fin_smooth (d01bdc) Example Program Data
0.0 1.0E-04
0.0 1.0

10.3 Program Results

nag_quad_1d_fin_smooth (d01bdc) Example Program Results
(User-supplied callback f, first invocation.)

a - lower limit of integration = 0.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

result - approximation to the integral = -0.03183
abserr - estimate to the absolute error = 1.34e-11
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NAG Library Function Document

nag_quad_2d_fin (d01dac)

1 Purpose

nag_quad_2d_fin (d01dac) attempts to evaluate a double integral to a specified absolute accuracy by
repeated applications of the method described by Patterson (1968) and Patterson (1969).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_2d_fin (double ya, double yb,

double (*phi1)(double y, Nag_Comm *comm),

double (*phi2)(double y, Nag_Comm *comm),

double (*f)(double x, double y, Nag_Comm *comm),

double absacc, double *ans, Integer *npts, Nag_Comm *comm,
NagError *fail)

3 Description

nag_quad_2d_fin (d01dac) attempts to evaluate a definite integral of the form

I ¼
Z b

a

Z 
2 yð Þ


1 yð Þ
f x; yð Þ dx dy

where a and b are constants and 
1 yð Þ and 
2 yð Þ are functions of the variable y.

The integral is evaluated by expressing it as

I ¼
Z b

a

F yð Þ dy; where F yð Þ ¼
Z 
2 yð Þ


1 yð Þ
f x; yð Þ dx:

Both the outer integral I and the inner integrals F yð Þ are evaluated by the method, described by
Patterson (1968) and Patterson (1969), of the optimum addition of points to Gauss quadrature formulae.

This method uses a family of interlacing common point formulae. Beginning with the 3-point Gauss
rule, formulae using 7, 15, 31, 63, 127 and finally 255 points are derived. Each new formula contains all
the points of the earlier formulae so that no function evaluations are wasted. Each integral is evaluated
by applying these formulae successively until two results are obtained which differ by less than the
specified absolute accuracy.

4 References

Patterson T N L (1968) On some Gauss and Lobatto based integration formulae Math. Comput. 22
877–881

Patterson T N L (1969) The optimum addition of points to quadrature formulae, errata Math. Comput.
23 892

5 Arguments

1: ya – double Input

On entry: a, the lower limit of the integral.
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2: yb – double Input

On entry: b, the upper limit of the integral. It is not necessary that a < b.

3: phi1 – function, supplied by the user External Function

phi1 must return the lower limit of the inner integral for a given value of y.

The specification of phi1 is:

double phi1 (double y, Nag_Comm *comm)

1: y – double Input

On entry: the value of y for which the lower limit must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to phi1.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_2d_fin (d01dac) you
may allocate memory and initialize these pointers with various quantities for use
by phi1 when called from nag_quad_2d_fin (d01dac) (see Section 2.3.1.1 in How
to Use the NAG Library and its Documentation).

4: phi2 – function, supplied by the user External Function

phi2 must return the upper limit of the inner integral for a given value of y.

The specification of phi2 is:

double phi2 (double y, Nag_Comm *comm)

1: y – double Input

On entry: the value of y for which the upper limit must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to phi2.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_2d_fin (d01dac) you
may allocate memory and initialize these pointers with various quantities for use
by phi2 when called from nag_quad_2d_fin (d01dac) (see Section 2.3.1.1 in How
to Use the NAG Library and its Documentation).

5: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (double x, double y, Nag_Comm *comm)
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1: x – double Input
2: y – double Input

On entry: the coordinates of the point x; yð Þ at which the integrand f must be evaluated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_2d_fin (d01dac) you
may allocate memory and initialize these pointers with various quantities for use
by f when called from nag_quad_2d_fin (d01dac) (see Section 2.3.1.1 in How to
Use the NAG Library and its Documentation).

6: absacc – double Input

On entry: the absolute accuracy requested.

7: ans – double * Output

On exit: the estimated value of the integral.

8: npts – Integer * Output

On exit: the total number of function evaluations.

9: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The outer integral has converged, but n of the inner integrals have not converged with 255
points: n ¼ valueh i. ans may still contain an approximate estimate of the integral, but its
reliability will decrease as n increases.

The outer integral has not converged, and n of the inner integrals have not converged with 255
points: n ¼ valueh i. ans may still contain an approximate estimate of the integral, but its
reliability will decrease as n increases.
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The outer integral has not converged with 255 points. However, all the inner integrals have
converged, and ans may still contain an approximate estimate of the integral.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The absolute accuracy is specified by the variable absacc. If, on exit, fail:code ¼ NE_NOERROR then
the result is most likely correct to this accuracy. Even if fail:code ¼ NE_CONVERGENCE on exit, it is
still possible that the calculated result could differ from the true value by less than the given accuracy.

8 Parallelism and Performance

nag_quad_2d_fin (d01dac) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_quad_2d_fin (d01dac) depends upon the complexity of the integrand and the
accuracy requested.

With Patterson's method accidental convergence may occasionally occur, when two estimates of an
integral agree to within the requested accuracy, but both estimates differ considerably from the true
result. This could occur in either the outer integral or in one or more of the inner integrals.

If it occurs in the outer integral then apparent convergence is likely to be obtained with considerably
fewer integrand evaluations than may be expected. If it occurs in an inner integral, the incorrect value
could make the function F yð Þ appear to be badly behaved, in which case a very large number of pivots
may be needed for the overall evaluation of the integral. Thus both unexpectedly small and
unexpectedly large numbers of integrand evaluations should be considered as indicating possible
trouble. If accidental convergence is suspected, the integral may be recomputed, requesting better
accuracy; if the new request is more stringent than the degree of accidental agreement (which is of
course unknown), improved results should be obtained. This is only possible when the accidental
agreement is not better than machine accuracy. It should be noted that the function requests the same
accuracy for the inner integrals as for the outer integral. In practice it has been found that in the vast
majority of cases this has proved to be adequate for the overall result of the double integral to be
accurate to within the specified value.

The function is not well-suited to non-smooth integrands, i.e., integrands having some kind of analytic
discontinuity (such as a discontinuous or infinite partial derivative of some low-order) in, on the
boundary of, or near, the region of integration. Warning: such singularities may be induced by
incautiously presenting an apparently smooth interval over the positive quadrant of the unit circle, R

I ¼
Z
R

xþ yð Þ dx dy:

This may be presented to nag_quad_2d_fin (d01dac) as
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I ¼
Z 1

0
dy

Z ffiffiffiffiffiffiffiffi
1�y2
p

0
xþ yð Þ dx ¼

Z 1

0

1
2 1� y2
� �

þ y
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� y2

p� �
dy

but here the outer integral has an induced square-root singularity stemming from the way the region has
been presented to nag_quad_2d_fin (d01dac). This situation should be avoided by re-casting the
problem. For the example given, the use of polar coordinates would avoid the difficulty:

I ¼
Z 1

0
dr

Z 	
2

0
r2 cos �þ sin �ð Þ d�:

10 Example

This example evaluates the integral discussed in Section 9, presenting it to nag_quad_2d_fin (d01dac)
first as Z 1

0

Z ffiffiffiffiffiffiffiffi
1�y2
p

0
xþ yð Þ dx dy

and then as Z 1

0

Z 	
2

0
r2 cos �þ sin �ð Þ d� dr:

Note the difference in the number of function evaluations.

10.1 Program Text

/* nag_quad_2d_fin (d01dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL phi1(double y, Nag_Comm *comm);
static double NAG_CALL phi2a(double y, Nag_Comm *comm);
static double NAG_CALL fa(double x, double y, Nag_Comm *comm);
static double NAG_CALL phi2b(double y, Nag_Comm *comm);
static double NAG_CALL fb(double x, double y, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[5] = { -1.0, -1.0, -1.0, -1.0, -1.0 };
Integer exit_status = 0;
Integer npts, i;
double absacc, ans, ya, yb;
Nag_Comm comm;
NagError fail;
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INIT_FAIL(fail);

printf("nag_quad_2d_fin (d01dac) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input arguments */
#ifdef _WIN32

scanf_s("%lf %lf", &ya, &yb);
#else

scanf("%lf %lf", &ya, &yb);
#endif
#ifdef _WIN32

scanf_s("%lf", &absacc);
#else

scanf("%lf", &absacc);
#endif

for (i = 1; i <= 2; i++) {
/* nag_quad_2d_fin (d01dac).
* Two-dimensional quadrature over a finite region.
*/

switch (i) {
case 1:

printf("\nFirst formulation\n");
nag_quad_2d_fin(ya, yb, phi1, phi2a, fa, absacc, &ans, &npts,

&comm, &fail);
break;

case 2:
printf("\nSecond formulation\n");
nag_quad_2d_fin(ya, yb, phi1, phi2b, fb, absacc, &ans, &npts,

&comm, &fail);
break;

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_2d_fin (d01dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Integral = %9.4f\n"
"Number of function evaluations = %5" NAG_IFMT "\n", ans, npts);

}

END:
return exit_status;

}

static double NAG_CALL phi1(double y, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback phi1, first invocation.)\n");
comm->user[0] = 0.0;

}
return 0.0;

}

static double NAG_CALL phi2a(double y, Nag_Comm *comm)
{

if (comm->user[1] == -1.0) {
printf("(User-supplied callback phi2a, first invocation.)\n");
comm->user[1] = 0.0;

}
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return (sqrt(1.0 - pow(y, 2)));
}

static double NAG_CALL fa(double x, double y, Nag_Comm *comm)
{

if (comm->user[2] == -1.0) {
printf("(User-supplied callback fa, first invocation.)\n");
comm->user[2] = 0.0;

}
return (x + y);

}

static double NAG_CALL phi2b(double y, Nag_Comm *comm)
{

if (comm->user[3] == -1.0) {
printf("(User-supplied callback phi2b, first invocation.)\n");
comm->user[3] = 0.0;

}
return (0.5 * nag_pi);

}

static double NAG_CALL fb(double x, double y, Nag_Comm *comm)
{

if (comm->user[4] == -1.0) {
printf("(User-supplied callback fb, first invocation.)\n");
comm->user[4] = 0.0;

}
return (pow(y, 2) * (cos(x) + sin(x)));

}

10.2 Program Data

None.

10.3 Program Results

nag_quad_2d_fin (d01dac) Example Program Results

First formulation
(User-supplied callback phi1, first invocation.)
(User-supplied callback phi2a, first invocation.)
(User-supplied callback fa, first invocation.)
Integral = 0.6667
Number of function evaluations = 189

Second formulation
(User-supplied callback phi2b, first invocation.)
(User-supplied callback fb, first invocation.)
Integral = 0.6667
Number of function evaluations = 89
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NAG Library Function Document

nag_quad_md_sgq_multi_vec (d01esc)

1 Purpose

nag_quad_md_sgq_multi_vec (d01esc) approximates a vector of definite integrals F over the unit
hypercube  ¼ 0; 1½ �d, given the vector of integrands f xð Þ.

F ¼
Z


f xð Þdx ¼
Z 1

0

Z 1

0
. . .

Z 1

0
f x1; x2; . . . ; xdð Þdx1dx2 . . . dxd :

The function uses a sparse grid discretisation, allowing for computationally feasible estimations of
integrals of high dimension (d � O 100ð Þ).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_md_sgq_multi_vec (Integer ni, Integer ndim,

void (*f)(Integer ni, Integer ndim, Integer nx, double xtr,
Integer nntr, const Integer icolzp[], const Integer irowix[],
const double xs[], const Integer qs[], double fm[], Integer *iflag,
Nag_Comm *comm),

const Integer maxdlv[], double dinest[], double errest[],
Integer ivalid[], const Integer iopts[], const double opts[],
Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_md_sgq_multi_vec (d01esc) uses a sparse grid to generate a vector of approximations F̂ to a
vector of integrals F over the unit hypercube  ¼ 0; 1½ �d, that is,

F̂ � F ¼
Z

0;1½ �d
f xð Þdx:

3.1 Comparing Quadrature Over Full and Sparse Grids

Before illustrating the sparse grid construction, it is worth comparing integration over a sparse grid to
integration over a full grid.

Given a one-dimensional quadrature rule with N abscissae, which accurately evaluates a polynomial of
order PN, a full tensor product over d dimensions, a full grid, may be constructed with Nd

multidimensional abscissae. Such a product will accurately integrate a polynomial where the maximum
power of any dimension is PN . For example if d ¼ 2 and PN ¼ 3, such a rule will accurately integrate
any polynomial whose highest order term is x31x

3
2. Such a polynomial may be said to have a maximum

combined order of Pd
N , provided no individual dimension contributes a power greater than PN .

However, the number of multidimensional abscissae, or points, required increases exponentially with
the dimension, rapidly making such a construction unusable.

The sparse grid technique was developed by Smolyak (Smolyak (1963)). In this, multiple one-
dimensional quadrature rules of increasing accuracy are combined in such a way as to provide a
multidimensional quadrature rule which will accurately evaluate the integral of a polynomial whose
maximum order appears as a monomial. Hence a sparse grid construction whose highest level
quadrature rule has polynomial order PN will accurately integrate a polynomial whose maximum
combined order is also PN . Again taking PN ¼ 3, one may, theoretically, accurately integrate a
polynomial such as x3 þ x2yþ y3, but not a polynomial such as x3y3 þ xy. Whilst this has a lower

d01 – Quadrature d01esc

Mark 26 d01esc.1



maximum combined order than the full tensor product, the number of abscissae required increases
significantly slower than the equivalent full grid, making some classes of integrals of dimension
d � O 100ð Þ tractable. Specifically, if a one-dimensional quadrature rule of level ‘ has N � O 2‘

� �
abscissae, the corresponding full grid will have O 2‘

� �d� �
multidimensional abscissae, whereas the

sparse grid will have O 2‘d‘�1
� �

. Figure 1 demonstrates this using a Gauss–Patterson rule with 15 points
in 3 dimensions. The full grid requires 3375 points, whereas the sparse grid only requires 111.
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Figure 1
Three-dimensional full (left) and sparse (right) grids, constructed from the 15 point Gauss–Patterson

rule

3.2 Sparse Grid Quadrature

We now include a brief description of the sparse grid construction, sufficient for the understanding of
the use of this routine. For a more detailed analysis, see Gerstner and Griebel (1998).

Consider a one-dimensional n‘-point quadrature rule of level ‘, Q‘. The action of this rule on a
integrand f is to approximate its definite one-dimensional integral 1F as,

1F ¼
Z 1

0
f xð Þdx � Q‘ fð Þ ¼

Xn‘
i¼1
w‘;i � f x‘;i

� �
;

using weights w‘;i and abscissae x‘;i, for i ¼ 1; 2; . . . ; n‘.

Now construct a set of one-dimensional quadrature rules, Q‘ j ‘ ¼ 1; . . . ; Lf g, such that the accuracy of
the quadrature rule increases with the level number. In this routine we exclusively use quadrature rules
which are completely nested, implying that if an abscissae x‘;k is in level ‘, it is also in level ‘þ 1. The
quantity L denotes some maximum level appropriate to the rules that have been selected.

Now define the action of the tensor product of d rules as,

Q‘1 � � � � �Q‘dð Þ fð Þ ¼
Xn‘1
i1¼1
� � �
Xn‘d
id¼1

w‘1;i1 � � �w‘d;idf x‘1;i1 ; . . . ; x‘d;id
� �

;

where the individual level indices ‘j are not necessarily ordered or unique. Each tensor product of d
rules defines an action of the quadrature rules Ql, l ¼ ‘1; ‘2; . . . ; ‘dð Þ over a subspace, which is given a

level lj j ¼
Xd
j¼1
‘j. If all rule levels are equal, this is the full tensor product of that level.

The sparse grid construction of level ‘ can then be declared as the sum of all actions of the quadrature
differences �k ¼ Qk �Qk�1ð Þ, over all subspaces having a level at most ‘� dþ 1,
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dF � Qd
‘ fð Þ ¼

X
level at most ‘�dþ1

�k1 � � � � ��kdð Þ fð Þ: ð1Þ

By definition, all subspaces used for level ‘� 1 must also be used for level ‘, and as such the difference
between the result of all actions over subsequent sparse grid constructions may be used as an error
estimate.

Let L be the maximum level allowable in a sparse grid construction. The classical sparse grid
construction of ‘ ¼ L allows each dimension to support a one-dimensional quadrature rule of level at
most L, with such a quadrature rule being used in every dimension at least once. Such a construction
lends equal weight to each dimension of the integration, and is termed here ‘isotropic’.

Define the set m ¼ mj; j ¼ 1; 2; . . . ; d
� �

, where mj is the maximum quadrature rule allowed in the jth
dimension, and mq to be the maximum quadrature rule used by any dimension. Let a subspace be
identified by its quadrature difference levels, k ¼ k1; k2; . . . ; kdð Þ.
The classical construction may be extended by allowing different dimensions to have different values
mj, and by allowing mq � L. This creates non-isotropic constructions. These are especially useful in
higher dimensions, where some dimensions contribute more than others to the result, as they can
drastically reduce the number of function evaluations required.

For example, consider the two-dimensional construction with L ¼ 4. The classical isotropic
construction would have the following subspaces.

Subspaces generated by a classical sparse grid with L ¼ 4.

Level Subspaces
1 1; 1ð Þ
2 2; 1ð Þ, 1; 2ð Þ
3 3; 1ð Þ, 2; 2ð Þ, 1; 3ð Þ
4 4; 1ð Þ, 3; 2ð Þ, 2; 3ð Þ, 1; 4ð Þ

If the variation in the second dimension is sufficiently accurately described by a quadrature rule of level
2, the contributions of the subspaces 1; 3ð Þ and 1; 4ð Þ are probably negligible. Similarly, if the variation
in the first dimension is sufficiently accurately described by a quadrature rule of level 3, the subspace
4; 1ð Þ is probably negligible. Furthermore the subspace 2; 3ð Þ would also probably have negligible
impact, whereas the subspaces 2; 2ð Þ and 3; 2ð Þ would not. Hence restricting the first dimension to a
maximum level of 3, and the second dimension to a maximum level of 2 would probably give a
sufficiently acceptable estimate, and would generate the following subspaces.

Subspaces generated by a non-isotropic sparse grid with L ¼ 4, mq ¼ 3 and m ¼ 3; 2ð Þ.

Level Subspaces
1 1; 1ð Þ
2 2; 1ð Þ, 1; 2ð Þ
3 3; 1ð Þ, 2; 2ð Þ
4 4; 1ð Þ, 3; 2ð Þ

Taking this to the extreme, if the variation in the first and second dimensions are sufficiently accurately
described by a level 2 quadrature rule, restricting the maximum level of both dimensions to 2 would
generate the following subspaces.

Subspaces generated by a sparse grid construction with L ¼ 4, mq ¼ 2 and m ¼ 2; 2ð Þ.

Level Subspaces
1 1; 1ð Þ
2 2; 1ð Þ, 1; 2ð Þ
3 2; 2ð Þ
4 None
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Hence one subspace is generated at level 3, and no subspaces are generated at level 4. The level 3
subspace 2; 2ð Þ actually indicates that this is the full grid of level 2.

3.3 Using nag_quad_md_sgq_multi_vec (d01esc)

nag_quad_md_sgq_multi_vec (d01esc) uses optional parameters, supplied in the option arrays iopts and
opts. Before calling nag_quad_md_sgq_multi_vec (d01esc), these option arrays must be initialized
using nag_quad_opt_set (d01zkc). Once initialized, the required options may be set and queried using
nag_quad_opt_set (d01zkc) and nag_quad_opt_get (d01zlc) respectively. A complete list of the options
available may be found in Section 11.

You may control the maximum level required, L, using the optional parameter Maximum Level.
Furthermore, you may control the first level at which the error comparison will take place using the
optional parameter Minimum Level, allowing for the forced evaluation of a predetermined number of
levels before the routine attempts to complete. Completion is flagged when the error estimate is
sufficiently small:

F̂ k
d � F̂ k�1

d

		 		 � max �a; �r � F̂ k
d

� �
;

where �a and �r are the absolute and relative error tolerances, respectively, and k � L is the highest
level at which computation was performed. The tolerances �a and �r can be controlled by setting the
optional parameters Absolute Tolerance and Relative Tolerance.

Owing to the interlacing nature of the quadrature rules used herein, abscissae x required in lower level
subspaces will also appear in higher-level subspaces. This allows for calculations which will be
repeated later to be stored and re-used. However, this is naturally at the expense of memory. It may also
be at the expense of computational time, depending on the complexity of the integrands, as the lookup
time for a given value is (at worst) O dð Þ. Furthermore, as the sparse grid level increases, fewer
subsequent levels will require values from the current level. You may control the number of levels for
which values are stored by setting the optional parameter Index Level.

Two different sets of interlacing quadrature rules are selectable using the optional parameter
Quadrature Rule: Gauss–Patterson and Clenshaw–Curtis. Gauss–Patterson rules offer greater
polynomial accuracy, whereas Clenshaw–Curtis rules are often effective for oscillatory integrands.
Clenshaw–Curtis rules require function values to be evaluated on the boundary of the hypercube,
whereas Gauss–Patterson rules do not. Both of these rules use precomputed weights, and as such there
is an effective limit on mq; see the description of the optional parameter Quadrature Rule. The value
of mq is returned by the queriable optional parameter Maximum Quadrature Level.

nag_quad_md_sgq_multi_vec (d01esc) also allows for non-isotropic sparse grids to be constructed. This
is done by appropriately setting the array maxdlv. It should be emphasised that a non-isometric
construction should only be used if the integrands behave in a suitable way. For example, they may
decay toward zero as the lesser dimensions approach their bounds of . It should also be noted that
setting maxdlv½k� 1� ¼ 1 will not reduce the dimension of the integrals, it will simply indicate that
only one point in dimension k should be used. It is also advisable to approximate the integrals several
times, once with an isometric construction of some level, and then with a non-isometric construction
with higher levels in various dimensions. If the difference between the solutions is significantly more
than the returned error estimates, the assumptions of dimensional importance are probably incorrect.

The abscissae in each subspace are generally expressible in a sparse manner, because many of the
elements of each abscissa will in fact be the centre point of the dimension, which is termed here the
‘trivial’ element. In this function the trivial element is always returned as 0:5 owing to the restriction to
the 0; 1½ � hypercube. As such, the function f returns the abscissae in Compressed Column Storage (CCS)
format (see the f11 Chapter Introduction). This has particular advantages when using accelerator
hardware to evaluate the required functions, as much less data must be forwarded. It also, potentially,
allows for calculations to be computed faster, as any sub-calculations dependent upon the trivial value
may be potentially re-used. See the example in Section 10.
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5 Arguments

1: ni – Integer Input

On entry: ni, the number of integrands.

Constraint: ni 	 1.

2: ndim – Integer Input

On entry: d, the number of dimensions.

Constraint: ndim 	 1.

3: f – function, supplied by the user External Function

f must return the value of the integrands fj at a set of nx d-dimensional points xi, implicitly
supplied as columns of a matrix X d; nxð Þ. If X was supplied explicitly you would find that most
of the elements attain the same value, xtr; the larger the number of dimensions, the greater the
proportion of elements of X would be equal to xtr. So, X is effectively a sparse matrix, except
that the ‘zero’ elements are replaced by elements that are all equal to the value xtr. For this
reason X is supplied, as though it were a sparse matrix, in compressed column storage (CCS)
format (see the f11 Chapter Introduction).

Individual entries xk;i of X, for k ¼ 1; 2; . . . ; d, are either trivially valued, in which case
xk;i ¼ xtr, or are non-trivially valued. For point i, the non-trivial row indices and corresponding
abscissae values are supplied in elements c ið Þ ¼ icolzp½i � 1�; . . . ; icolzp½i� � 1, for
i ¼ 1; 2; . . . ; nx, of the arrays irowix and xs, respectively. Hence the ith column of the matrix
X is retrievable as

X irowix½c ið Þ � 1�; ið Þ ¼ xs½c ið Þ � 1�;

X k =2 irowix½c ið Þ � 1�; ið Þ ¼ xtr:
An equivalent integer valued matrix Q is also implicitly provided. This contains the unique
indices qk;i of the underlying one-dimensional quadrature rule corresponding to the individual
abscissae xk;i. For trivial abscissae, the implicit index qk;i ¼ 1. Q is supplied in the same CCS
format as X, with the non-trivial values supplied in qs.

Note: the values returned in icolzp and irowix are one-based.

The specification of f is:

void f (Integer ni, Integer ndim, Integer nx, double xtr,
Integer nntr, const Integer icolzp[], const Integer irowix[],
const double xs[], const Integer qs[], double fm[],
Integer *iflag, Nag_Comm *comm)

1: ni – Integer Input

On entry: ni, the number of integrands.

2: ndim – Integer Input

On entry: d, the number of dimensions.
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3: nx – Integer Input

On entry: nx, the number of points xi, corresponding to the number of columns of X, at
which the set of integrands must be evaluated.

4: xtr – double Input

On entry: xtr, the value of the trivial elements of X.

5: nntr – Integer Input

On entry: if iflag > 0, the number of non-trivial elements of X.

If iflag ¼ 0, the total number of abscissae from the underlying one-dimensional
quadrature.

6: icolzp½nxþ 1� – const Integer Input

On entry: the set icolzp½i � 1�; . . . ; icolzp½i� � 1f g contains the indices of irowix and xs
corresponding to the non-trivial elements of column i of X and hence of the point xi,
for i ¼ 1; 2; . . . ; nx.

7: irowix½nntr� – const Integer Input

On entry: the row indices corresponding to the non-trivial elements of X.

8: xs½nntr� – const double Input

On entry: xk;i 6¼ xtr, the non-trivial entries of X.

9: qs½nntr� – const Integer Input

On entry: qk;i 6¼ 1, the indices of the underlying quadrature rules corresponding to
xk;i 6¼ xtr.

10: fm½ni� nx� – double Output

On exit: fm½ i � 1ð Þ � niþ p� 1� ¼ fp xið Þ, for i ¼ 1; 2; . . . ; nx and p ¼ 1; 2; . . . ; ni.

11: iflag – Integer * Input/Output

On entry: if iflag ¼ 0, this is the first call to f. nx ¼ 1, and the entire point x1 will
satisfy xk;1 ¼ xtr, for k ¼ 1; 2; . . . ; d. In addition, nntr contains the total number of
abscissae from the underlying one-dimensional quadrature; xs contains the complete set
of abscissae and qs contains the corresponding quadrature indices, with xs½0� ¼ xtr and
qs½0� ¼ 1. This will always be called in serial.

In subsequent calls to f, iflag ¼ 1. Subsequent calls may be made from within an
OpenMP parallel region. See Section 8 for details.

On exit: set iflag < 0 if you wish to force an immediate exit from nag_quad_md_sgq_
multi_vec (d01esc) with fail:code ¼ NE_USER_STOP.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_sgq_multi_vec
(d01esc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_quad_md_sgq_multi_vec (d01esc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

4: maxdlv½ndim� – const Integer Input

On entry: m, the array of maximum levels for each dimension. maxdlv½j � 1�, for j ¼ 1; 2; . . . ; d,
contains mj , the maximum level of quadrature rule dimension j will support.

The de f au l t v a l u e , min mq;L
� �

wi l l b e u s ed i f e i t h e r maxdlv½j� 1� � 0 o r
maxdlv½j� 1� 	 min mq;L

� �
(for details on the default values for mq and L and on how to

change these values see the options Maximum Level, Maximum Quadrature Level and
Quadrature Rule).

If maxdlv½j� 1� ¼ 1 for all j, only one evaluation will be performed, and as such no error
estimation will be possible.

Suggested value: maxdlv½j� 1� ¼ 0 for all j ¼ 1; 2; . . . ; d.

Note: setting non-default values for some dimensions makes the assumption that the contribution
from the omitted subspaces is 0. The integral and error estimates will only be based on included
subspaces, which if the 0 contribution assumption is not valid will be erroneous.

5: dinest½ni� – double Output

On exit: dinest½p� 1� contains the final estimate F̂p of the definite integral Fp, for
p ¼ 1; 2; . . . ; ni.

6: errest½ni� – double Output

On exit: errest½p� 1� contains the final error estimate Ep of the definite integral Fp, for
p ¼ 1; 2; . . . ; ni.

7: ivalid½ni� – Integer Output

On exit: ivalid½p� 1� indicates the final state of integral p, for p ¼ 1; 2; . . . ; ni.

ivalid½p� 1� ¼ 0
The error estimate for integral p was below the requested tolerance.

ivalid½p� 1� ¼ 1
The error estimate for integral p was below the requested tolerance. The final level used
was non-isotropic.

ivalid½p� 1� ¼ 2
The error estimate for integral p was above the requested tolerance.

ivalid½p� 1� ¼ 3
The error estimate for integral p was above max 0:1 F̂p

		 		; 0:01� �
.

ivalid½p� 1� < 0
You aborted the evaluation before an error estimate could be made.

8: iopts½100� – const Integer Communication Array
9: opts½100� – const double Communication Array

The arrays iopts and opts MUST NOT be altered between calls to any of the functions
nag_quad_md_sgq_multi_vec (d01esc), nag_quad_opt_set (d01zkc) and nag_quad_opt_get
(d01zlc).
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10: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The requested accuracy was not achieved for at least one integral.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

On entry, ni ¼ valueh i.
Constraint: ni 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

Either the option arrays iopts and opts have not been initialized for nag_quad_md_sgq_multi_vec
(d01esc), or they have become corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_TOTAL_PRECISION_LOSS

No accuracy was achieved for at least one integral.

NE_USER_STOP

Exit requested from f with iflag ¼ valueh i.
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7 Accuracy

For each integral p, an error estimate Ep is returned, where,

Ep ¼ F̂ k
p � F̂ k�1

p

			 			 � F̂p � Fp
		 		;

where k � L is the highest level at which computation was performed.

8 Parallelism and Performance

8.1 Direct Threading

nag_quad_md_sgq_multi_vec (d01esc) is directly threaded for parallel execution. For each level, at
most nt threads will evaluate the integrands over independent subspaces of the construction, and will
construct a partial sum of the level's contribution. Once all subspaces from a given level have been
processed, the partial sums are combined to give the total contribution of the level, which is in turn
added to the total solution. For a given number of threads, the division of subspaces between the
threads, and the order in which a single thread operates over its assigned subspaces, is fixed. However,
the order in which all subspaces are combined will necessarily be different to the single threaded case,
which may result in some discrepency in the results between parallel and serial execution.

To mitigate this discrepency, it is recommended that nag_quad_md_sgq_multi_vec (d01esc) be
instructed to use higher-than-double precision to accumulate the actions over the subspaces. This is
done by setting the option Summation Precision ¼ HIGHER, which is the default behaviour. This has
some computational cost, although this is typically negligible in comparison to the overall runtime,
particularly for non-trivial integrands.

If Summation Precision ¼WORKING, then the accumulation will be performed using double
precision, which may provide some increase in performance. Again, this is probably negligible in
comparison to the overall runtime.

For some problems, typically of lower dimension, there may be insufficient work to warrant direct
threading at lower levels. For example, a three-dimensional problem will require at most 3 subspaces to
be evaluated at level 2, and at most 6 subspaces at level 3. Furthermore, level 2 subspaces typically
contain only 2 new multidimensional abscissae, while level 3 subspaces typically contain 2 or 4 new
multidimensional abscissae depending on the Quadrature Rule. If there are more threads than the
number of available subspaces at a given level, or the amount of work in each subspace is outweighed
by the amount of work required to generate the parallel region, parallel efficiency will be decreased.
This may be mitigated to some extent by evaluating the first sl levels in serial. The value of sl may be
altered using the optional parameter Serial Levels. If sl 	 L, then all levels will be evaluated in serial
and no direct threading will be utilized.

If you use direct threading in the manner just described, you must ensure any access to the
communication structure comm is done in a thread-safe manner. This is classed as OpenMP SHARED,
and is passed directly to the function f for every thread.

8.2 Parallelization of f

The vectorized interface also allows for parallelization inside the function f by evaluating the required
integrands in parallel. Provided the values returned by f match those that would be returned without
parallelizing f, the final result should match the serial result, barring any discrepencies in accumulation.
If you wish to parallelize f, it is advisable to set a large value for Maximum Nx, although be aware that
increasing Maximum Nx will increase the memory requirement of the function. In general,
parallelization of f should not be necessary, as the higher-level parallelism over different subspaces
scales well for many problems.

9 Further Comments

Not applicable.
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10 Example

The example program evaluates an estimate to the set of integrals

F ¼
Z


sin 1þ xj jð Þ
..
.

sin ni þ xj jð Þ

0B@
1CAlog xj jdx

where xj j ¼
Xd
j¼1
jxj. It also demonstrates a simple method to safely use comm as workspace for sub-

calculations when running in parallel.

10.1 Program Text

/* nag_quad_md_sgq_multi_vec (d01esc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx06.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer ni, Integer ndim, Integer nx, double xtr,
Integer nntr, const Integer *icolzp,
const Integer *irowix, const double *xs,
const Integer *qs, double *fm,
Integer *iflag, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

/* We define some structures to serve as a demonstration of safely operating
* with the NAG communication structure comm when running in parallel.
*/

/* par_sh: any information to be shared between threads in the function f. */
typedef struct
{

double s_tr;
} par_sh;

/* par_pr: any private workspace that a single thread will require in the
* execution of the function f.
*/

typedef struct
{

double *s;
double *logs;

} par_pr;

/* parallel_comm: a container for par_sh and par_pr. */
typedef struct
{

par_sh shared;
par_pr *tprivate;
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} parallel_comm;

int main(void)
{

Integer exit_status = 0;
Integer ndim, ni;
Integer maxnx, smpthd, lcvalue;
double rvalue;
char cvalue[16];
Integer *ivalid, *iopts, *maxdlv;
double *dinest, *errest, *opts;
parallel_comm parcom;
int i, thdnum;
/* Nag Types */
Nag_VariableType optype;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_quad_md_sgq_multi_vec (d01esc) Example Program Results\n");

ni = 10;
ndim = 4;
lcvalue = 16;
if (!(iopts = NAG_ALLOC(100, Integer)) ||

!(opts = NAG_ALLOC(100, double)) ||
!(maxdlv = NAG_ALLOC(ndim, Integer)) ||
!(dinest = NAG_ALLOC(ni, double)) ||
!(errest = NAG_ALLOC(ni, double)) || !(ivalid = NAG_ALLOC(ni, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize option arrays. */
nag_quad_opt_set("Initialize = d01esc", iopts, 100, opts, 100, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_opt_set (d01zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Set any required options. */
nag_quad_opt_set("Absolute Tolerance = 0.0", iopts, 100, opts, 100, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_opt_set (d01zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_quad_opt_set("Relative Tolerance = 1.0e-3", iopts, 100, opts, 100,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_opt_set (d01zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_quad_opt_set("Maximum Level = 6", iopts, 100, opts, 100, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_opt_set (d01zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_quad_opt_set("Index Level = 5", iopts, 100, opts, 100, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_opt_set (d01zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Set any required maximum dimension levels. */
for (i = 0; i < ndim; ++i)

maxdlv[i] = 0;

/* As a demonstration of safely operating with the communication structure
* comm when running in parallel, we will create an instance of our
* parallel_comm structure with fields indexed by the current thread number.
* The size of the array subfields in this structure are a function of
* Maximum Nx.
*/

nag_quad_opt_get("Maximum Nx", &maxnx, &rvalue, cvalue, lcvalue, &optype,
iopts, opts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_opt_get (d01zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

smpthd = nag_omp_get_max_threads();

/* Allocate an array of smpthd pointers to private structures. */
if (!(parcom.tprivate = NAG_ALLOC(smpthd, par_pr))) {

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* For each thread, allocate a double array of size maxnx in the
* private component of the parallel structure.
*/

for (thdnum = 0; thdnum < smpthd; thdnum++) {
if (!(parcom.tprivate[thdnum].s = NAG_ALLOC(maxnx, double)) ||

!(parcom.tprivate[thdnum].logs = NAG_ALLOC(maxnx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

/* Finally, store the parallel structure in comm for communication to f. */
comm.p = &parcom;

/* Approximate the integrals. */
nag_quad_md_sgq_multi_vec(ni, ndim, f, maxdlv, dinest, errest, ivalid,

iopts, opts, &comm, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_ACCURACY

&& fail.code != NE_TOTAL_PRECISION_LOSS && fail.code != NE_USER_STOP) {
/* If internal memory allocation failed consider reducing the options
* ’Maximum Nx’ and ’Index Level’, or run with fewer threads.
*/

printf("Error from nag_quad_md_sgq_multi_vec (d01esc).\n%s\n",
fail.message);

exit_status = 2;
}
else {

/* NE_NOERROR:
* The result returned satisfies the requested accuracy requirements.
* NE_ACCURACY, NE_TOTAL_PRECISION_LOSS:
* The result returned is inaccurate for at least one integral.
* NE_USER_STOP:
* Exit was requested by setting iflag negative in f.
* A result will be returned if at least one call to f was successful.
*/

printf("Integral # | Estimated value | Error estimate |"
" Final state of integral\n");

for (i = 0; i < ni; ++i)
printf("%11d|%17.5e|%16.5e|%8" NAG_IFMT "\n",

i, dinest[i], errest[i], ivalid[i]);
}
for (thdnum = 0; thdnum < smpthd; ++thdnum) {
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NAG_FREE(parcom.tprivate[thdnum].s);
NAG_FREE(parcom.tprivate[thdnum].logs);

}

END:
NAG_FREE(maxdlv);
NAG_FREE(dinest);
NAG_FREE(errest);
NAG_FREE(ivalid);
NAG_FREE(iopts);
NAG_FREE(opts);
NAG_FREE(parcom.tprivate);
return exit_status;

}

static void NAG_CALL f(Integer ni, Integer ndim, Integer nx, double xtr,
Integer nntr, const Integer *icolzp,
const Integer *irowix, const double *xs,
const Integer *qs, double *fm,
Integer *iflag, Nag_Comm *comm)

{
Integer i, j, k, tid;
double s_tr, s_ntr;
double *s, *logs;
parallel_comm *parcom;

/* For each evaluation point x_i, i = 1, ..., nx, return in fm the computed
* values of the ni integrals f_j, j = 1, ..., ni defined by
*
* fm(j,i) = f_j(x_i)
* ndim
* = sin(j + S(i))*log(S(i)), where S(i) = Sum k*x_i(k).
* k=1
*
* Split the S expression into two components, one involving only the
* ’trivial’ value xtr:
*
* ndim ndim
* S(i) = Sum (k*xtr) + Sum (k*(x_i(k)-xtr))
* k=1 k=1
*
* ndim*(ndim+1) ndim
* = xtr * ------------- + Sum (k*(x_i(k)-xtr))
* 2 k=1
*
* := s_tr + s_ntr(i)
*
* By definition the summands in the s_ntr(i) term on the right-hand side
* are zero for those k outside the range of indices defined in irowix.
*/

/* As a demonstration of safely operating with the communication structure
* comm when running in parallel, the p field of comm is itself (a pointer
* to) an instance of our parallel_comm structure ’partitioned’ by the current
* thread number. Store some of the s_tr and s_ntr computations in these.
*/

/* The thread number. */
tid = nag_omp_get_thread_num();

/* The S and log(S) terms from above, extracted from comm. */
parcom = (parallel_comm *) comm->p;
s = (*parcom).tprivate[tid].s;
logs = (*parcom).tprivate[tid].logs;

if (*iflag == 0) {
/* First call: nx=1, no non-trivial dimensions.
* The constant s_tr can be reused by all subsequent calculations.
*/

s_tr = 0.5 * xtr * ((double) (ndim * (ndim + 1)));
parcom->shared.s_tr = s_tr;
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s[0] = s_tr;
logs[0] = log(s_tr);

}
else {

/* Calculate S(i) = s_tr + s_ntr(i). */
s_tr = parcom->shared.s_tr;
for (i = 0; i < nx; ++i) {

s_ntr = 0.0;
for (k = icolzp[i]; k < icolzp[i + 1]; ++k)

s_ntr = s_ntr + ((double) irowix[k - 1]) * (xs[k - 1] - xtr);
s[i] = s_tr + s_ntr;
logs[i] = log(s[i]);

}
}
/* Finally we obtain fm(j,:) = sin(j+S(:))*log(S(:)). */
for (j = 0; j < ni; ++j)

for (i = 0; i < nx; ++i)
fm[i * ni + j] = sin(((double) j + 1) + s[i]) * logs[i];

}

10.2 Program Data

None.

10.3 Program Results

nag_quad_md_sgq_multi_vec (d01esc) Example Program Results
Integral # | Estimated value | Error estimate | Final state of integral

0| 3.83522e-02| 2.39770e-05| 0
1| 4.01177e-01| 1.69503e-05| 0
2| 3.95161e-01| 5.66045e-06| 0
3| 2.58363e-02| 2.30670e-05| 0
4| -3.67242e-01| 1.92659e-05| 0
5| -4.22680e-01| 2.24822e-06| 0
6| -8.95077e-02| 2.16953e-05| 0
7| 3.25958e-01| 2.11959e-05| 0
8| 4.41739e-01| 1.20901e-06| 0
9| 1.51388e-01| 1.98894e-05| 0

11 Optional Parameters

Several optional parameters in nag_quad_md_sgq_multi_vec (d01esc) control aspects of the algorithm,
methodology used, logic or output. Their values are contained in the arrays iopts and opts; these must
be initialized before calling nag_quad_md_sgq_multi_vec (d01esc) by first calling nag_quad_opt_set
(d01zkc) with optstr set to "IInniittiiaalliizzee = d01esc".

Each optional parameter has an associated default value; to set any of them to a non-default value, or to
reset any of them to the default value, use nag_quad_opt_set (d01zkc). The current value of an optional
parameter can be queried using nag_quad_opt_get (d01zlc).

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Absolute Tolerance

Index Level

Maximum Level

Maximum Nx

Maximum Quadrature Level

Minimum Level

Quadrature Rule

Relative Tolerance
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Serial Levels

Summation Precision

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively.

the default value.

The following symbol represent various machine constants:

� represents the machine precision (see nag_machine_precision (X02AJC)).

All options accept the value ‘DEFAULT’ in order to return single options to their default states.

Keywords and character values are case insensitive, however they must be separated by at least one
space.

Queriable options will return the appropriate value when queried by calling nag_quad_opt_get (d01zlc).
They will have no effect if passed to nag_quad_opt_set (d01zkc).

For nag_quad_md_sgq_multi_vec (d01esc) the maximum length of the argument cvalue used by
nag_quad_opt_get (d01zlc) is 15.

Absolute Tolerance r Default ¼
ffiffi
�
p

r ¼ �a, the absolute tolerance required.

Index Level i Default ¼ 4

The maximum level at which function values are stored for later use. Larger values use increasingly
more memory, and require more time to access specific elements. Lower levels result in more repeated
computation. The Maximum Quadrature Level, mq is the effective upper limit on Index Level. If
i 	 mq, nag_quad_md_sgq_multi_vec (d01esc) will use mq as the value of Index Level.

Constraint: i 	 1.

Maximum Level i Default ¼ 5

i ¼ L, the maximum number of levels to evaluate.

Constraint: 1 < i � 20.

Note: the maximum allowable level in any single dimension, mq, is governed by the Quadrature Rule
selected. If a value greater than mq is set, only a subset of subspaces from higher levels will be used.
Should this subset be empty for a given level, computation will consider the preceding level to be the
maximum level and will terminate.

Maximum Nx i Default ¼ 128

i ¼ max nx, the maximum number of points to evaluate in a single call to f.

Constraint: 1 � i � 16384.

Maximum Quadrature Level i Queriable only

i ¼ mq, the maximum level of the underlying one-dimensional quadrature rule (see Quadrature Rule).

d01 – Quadrature d01esc

Mark 26 d01esc.15



Minimum Level i Default ¼ 2

The minimum number of levels which must be evaluated before an error estimate is used to determine
convergence.

Constraint: i > 1.

Note: if the minimum level is greater than the maximum computable level, the maximum level will be
used.

Quadrature Rule a Default ¼ Gauss�Patterson

The underlying one-dimensional quadrature rule to be used in the construction. Open rules do not
require evaluations at boundaries.

Quadrature Rule ¼ Gauss�Patterson or GP
The interlacing Gauss–Patterson rules. Level ‘ uses 2‘ � 1 abscissae. All levels are open. These
rules provide high order accuracy. mq ¼ 9.

Quadrature Rule ¼ Clenshaw�Curtis or CC
The interlacing Clenshaw–Curtis rules. Level ‘ uses 2‘�1 þ 1 abscissae. All levels above level 1
are closed. mq ¼ 12.

Relative Tolerance r Default ¼
ffiffi
�
p

r ¼ �a, the relative tolerance required.

Summation Precision a Default ¼ HIGHER

Determines whether nag_quad_md_sgq_multi_vec (d01esc) uses double precision or higher-than-double
precision to accumulate the actions over subspaces.

Summation Precision ¼ HIGHER or H
Higher-than-double precision is used to accumulate the action over a subspace, and for the
accumulation of all such actions. This is more expensive computationally, although this is
probably negligible in comparison to the cost of evaluating the integrands and the overall
runtime. This significantly reduces variation in the result when changing the number of threads.

Summation Precision ¼WORKING or W
Double precision is used to accumulate the actions over subspaces. This may provide some
speedup, particularly if ni or nt is large. The results of parallel simulations will however be more
prone to variation.

Note: the following option is relevant only to multithreaded implementations of the NAG Library.

Serial Levels i Default ¼ 1

i ¼ sl, the number of levels to be evaluated in serial before initializing parallelization. For relatively
trivial integrands, this may need to be set greater than the default to reduce parallel overhead.
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NAG Library Function Document

nag_quad_md_gauss (d01fbc)

1 Purpose

nag_quad_md_gauss (d01fbc) computes an estimate of a multidimensional integral (from 1 to 20
dimensions), given the analytic form of the integrand and suitable Gaussian weights and abscissae.

2 Specification

#include <nag.h>
#include <nagd01.h>

double nag_quad_md_gauss (Integer ndim, const Integer nptvec[], Integer lwa,
const double weight[], const double abscis[],

double (*fun)(Integer ndim, const double x[], Nag_Comm *comm),

Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_md_gauss (d01fbc) approximates a multidimensional integral by evaluating the summation

Xl1
i1¼1

w1;i1

Xl2
i2¼1

w2;i2 � � �
Xln
in¼1

wn;inf x1;i1 ; x2;i2 ; . . . ; xn;in
� �

given the weights wj;ij and abscissae xj;ij for a multidimensional product integration rule (see Davis and
Rabinowitz (1975)). The number of dimensions may be anything from 1 to 20.

The weights and abscissae for each dimension must have been placed in successive segments of the
arrays weight and abscis; for example, by calling nag_quad_1d_gauss_wset (d01tbc) or
nag_quad_1d_gauss_wgen (d01tcc) once for each dimension using a quadrature formula and number
of abscissae appropriate to the range of each xj and to the functional dependence of f on xj.

If normal weights are used, the summation will approximate the integralZ
w1 x1ð Þ

Z
w2 x2ð Þ � � �

Z
wn xnð Þf x1; x2; . . . ; xnð Þdxn � � � dx2dx1

where wj xð Þ is the weight function associated with the quadrature formula chosen for the jth
dimension; while if adjusted weights are used, the summation will approximate the integralZ Z

� � �
Z
f x1; x2; . . . ; xnð Þdxn � � � dx2dx1:

You must supply a function to evaluate

f x1; x2; . . . ; xnð Þ

at any values of x1; x2; . . . ; xn within the range of integration.

4 References

Davis P J and Rabinowitz P (1975) Methods of Numerical Integration Academic Press
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5 Arguments

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

Constraint: 1 � ndim � 20.

2: nptvec½ndim� – const Integer Input

On entry: nptvec½j � 1� must specify the number of points in the jth dimension of the
summation, for j ¼ 1; 2; . . . ; n.

3: lwa – Integer Input

On entry: the dimension of the arrays weight and abscis.

Constraint: lwa 	 nptvec½0� þ nptvec½1� þ � � � þ nptvec½ndim� 1�.

4: weight½lwa� – const double Input

On entry: must contain in succession the weights for the various dimensions, i.e., weight½k� 1�
contains the ith weight for the jth dimension, with

k ¼ nptvec½0� þ nptvec½1� þ � � � þ nptvec½j� 2� þ i:

5: abscis½lwa� – const double Input

On entry: must contain in succession the abscissae for the various dimensions, i.e., abscis½k� 1�
contains the ith abscissa for the jth dimension, with

k ¼ nptvec½0� þ nptvec½1� þ � � � þ nptvec½j� 2� þ i:

6: fun – function, supplied by the user External Function

fun must return the value of the integrand f at a specified point.

The specification of fun is:

double fun (Integer ndim, const double x[], Nag_Comm *comm)

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

2: x½ndim� – const double Input

On entry: the coordinates of the point at which the integrand f must be evaluated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_gauss (d01fbc)
you may allocate memory and initialize these pointers with various quantities for
use by fun when called from nag_quad_md_gauss (d01fbc) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: ndim � 20.

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

NE_INT_2

On entry, lwa is too small. lwa ¼ valueh i. Minimum possible dimension: valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the computed multidimensional sum depends on the weights and the integrand values
at the abscissae. If these numbers vary significantly in size and sign then considerable accuracy could
be lost. If these numbers are all positive, then little accuracy will be lost in computing the sum.

8 Parallelism and Performance

nag_quad_md_gauss (d01fbc) is not threaded in any implementation.

9 Further Comments

The total time taken by nag_quad_md_gauss (d01fbc) will be proportional to

T � nptvec½0� � nptvec½1� � � � � � nptvec½ndim� 1�;

where T is the time taken for one evaluation of fun.
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10 Example

This example evaluates the integralZ 2

1

Z 1
0

Z 1
�1

Z 1
1

x1x2x3ð Þ6

x4 þ 2ð Þ8
e�2x2e�0:5x

2
3dx4dx3dx2dx1

using adjusted weights. The quadrature formulae chosen are:

x1: Gauss–Legendre, a ¼ 1:0, b ¼ 2:0,

x2: Gauss–Laguerre, a ¼ 0:0, b ¼ 2:0,

x3: Gauss–Hermite, a ¼ 0:0, b ¼ 0:5,

x4: rational Gauss, a ¼ 1:0, b ¼ 2:0.

Four points are sufficient in each dimension, as this integral is in fact a product of four one-dimensional
integrals, for each of which the chosen four-point formula is exact.

10.1 Program Text

/* nag_quad_md_gauss (d01fbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fun(Integer ndim, const double x[], Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0;
Integer ndim;
double a, ans, b;
Integer i, j, lwa;
double *abscis = 0, *weight = 0;
Integer *nptvec = 0;
char nag_enum_arg[40];
Nag_Comm comm;
Nag_QuadType quadtype;
NagError fail;

INIT_FAIL(fail);

printf("nag_quad_md_gauss (d01fbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
/* Input parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ndim);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ndim);

#endif

if (!(nptvec = NAG_ALLOC(ndim, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
lwa = 0.0;
for (i = 0; i < ndim; i++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &nptvec[i]);

#else
scanf("%" NAG_IFMT " ", &nptvec[i]);

#endif
lwa = lwa + nptvec[i];

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (!(abscis = NAG_ALLOC(lwa, double)) ||
!(weight = NAG_ALLOC(lwa, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

j = 0;
for (i = 0; i < ndim; i++) {

/* Nag_QuadType */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

quadtype = (Nag_QuadType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf %lf%*[^\n] ", &a, &b);
#else

scanf("%lf %lf%*[^\n] ", &a, &b);
#endif

/* nag_quad_1d_gauss_wset (d01tbc).
* Pre-computed weights and abscissae for
* Gaussian quadrature rules, restricted choice of rule.
*/

nag_quad_1d_gauss_wset(quadtype, a, b, nptvec[i], &weight[j], &abscis[j],
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_1d_gauss_wset (d01tbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
j = j + nptvec[i];

}

/* nag_quad_md_gauss (d01fbc).
* Multidimensional Gaussian quadrature over hyper-rectangle.
*/
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ans = nag_quad_md_gauss(ndim, nptvec, lwa, weight, abscis, fun, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_md_gauss (d01fbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nAnswer = %10.5f\n", ans);

END:
NAG_FREE(nptvec);
NAG_FREE(abscis);
NAG_FREE(weight);

return exit_status;
}

static double NAG_CALL fun(Integer ndim, const double x[], Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fun, first invocation.)\n");
comm->user[0] = 0.0;

}
return pow((x[0] * x[1] * x[2]), 6) / pow((x[3] + 2.0), 8)

* exp(-2.0 * x[1] - 0.5 * x[2] * x[2]);
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_md_gauss (d01fbc) Example Program Results
(User-supplied callback fun, first invocation.)

Answer = 0.25065
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NAG Library Function Document

nag_quad_md_sphere (d01fdc)

1 Purpose

nag_quad_md_sphere (d01fdc) calculates an approximation to a definite integral in up to 30 dimensions,
using the method of Sag and Szekeres (see Sag and Szekeres (1964)). The region of integration is an
n-sphere, or by built-in transformation via the unit n-cube, any product region.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_md_sphere (Integer ndim,

double (*f)(Integer ndim, const double x[], Nag_Comm *comm),

double sigma,

void (*region)(Integer ndim, const double x[], Integer j, double *c,
double *d, Nag_Comm *comm),

Integer limit, double r0, double u, double *result, Integer *ncalls,
Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_md_sphere (d01fdc) calculates an approximation toZ
n-sphere of radius �

f x1; x2; . . . ; xnð Þdx1dx2 � � � dxn ð1Þ

or, more generally, Z d1

c1

dx1 � � �
Z dn

cn

dxnf x1; . . . ; xnð Þ ð2Þ

where each ci and di may be functions of xj j < ið Þ.
The function uses the method of Sag and Szekeres (1964), which exploits a property of the shifted
p-point trapezoidal rule, namely, that it integrates exactly all polynomials of degree < p (see Krylov
(1962)). An attempt is made to induce periodicity in the integrand by making a parameterised
transformation to the unit n-sphere. The Jacobian of the transformation and all its direct derivatives
vanish rapidly towards the surface of the unit n-sphere, so that, except for functions which have strong
singularities on the boundary, the resulting integrand will be pseudo-periodic. In addition, the variation
in the integrand can be considerably reduced, causing the trapezoidal rule to perform well.

Integrals of the form (1) are transformed to the unit n-sphere by the change of variables:

xi ¼ yi
�

r
tanh

ur

1� r2
� �

where r2 ¼
Xn
i¼1
y2i and u is an adjustable parameter.

Integrals of the form (2) are first of all transformed to the n-cube �1; 1½ �n by a linear change of
variables

xi ¼ di þ cið Þ þ di � cið Þyið Þ=2
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and then to the unit sphere by a further change of variables

yi ¼ tanh
uzi
1� r

� �
where r2 ¼

Xn
i¼1
z2i and u is again an adjustable parameter.

The parameter u in these transformations determines how the transformed integrand is distributed
between the origin and the surface of the unit n-sphere. A typical value of u is 1:5. For larger u, the
integrand is concentrated toward the centre of the unit n-sphere, while for smaller u it is concentrated
toward the perimeter.

In performing the integration over the unit n-sphere by the trapezoidal rule, a displaced equidistant grid
of size h is constructed. The points of the mesh lie on concentric layers of radius

ri ¼
h

4

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
nþ 8 i� 1ð Þ

p
; i ¼ 1; 2; 3; . . . :

The function requires you to specify an approximate maximum number of points to be used, and then
computes the largest number of whole layers to be used, subject to an upper limit of 400 layers.

In practice, the rapidly-decreasing Jacobian makes it unnecessary to include the whole unit n-sphere
and the integration region is limited by a user-specified cut-off radius r0 < 1. The grid-spacing h is
determined by r0 and the number of layers to be used. A typical value of r0 is 0:8.

Some experimentation may be required with the choice of r0 (which determines how much of the unit
n-sphere is included) and u (which determines how the transformed integrand is distributed between the
origin and surface of the unit n-sphere), to obtain best results for particular families of integrals. This
matter is discussed further in Section 9.

4 References

Krylov V I (1962) Approximate Calculation of Integrals (trans A H Stroud) Macmillan

Sag T W and Szekeres G (1964) Numerical evaluation of high-dimensional integrals Math. Comput. 18
245–253

5 Arguments

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

Constraint: 1 � ndim � 30.

2: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (Integer ndim, const double x[], Nag_Comm *comm)

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

2: x½ndim� – const double Input

On entry: the coordinates of the point at which the integrand f must be evaluated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_sphere (d01fdc)
you may allocate memory and initialize these pointers with various quantities for
use by f when called from nag_quad_md_sphere (d01fdc) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

3: sigma – double Input

On entry: indicates the region of integration.

sigma 	 0:0
The integration is carried out over the n-sphere of radius sigma, centred at the origin.

sigma < 0:0
The integration is carried out over the product region described by region.

4: region – function, supplied by the user External Function

If sigma < 0:0, region must evaluate the limits of integration in any dimension.

The specification of region is:

void region (Integer ndim, const double x[], Integer j, double *c,
double *d, Nag_Comm *comm)

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

2: x½ndim� – const double Input

On entry: x½0�; . . . ; x½j� 2� contain the current values of the first j� 1ð Þ variables,
which may be used if necessary in calculating cj and dj.

3: j – Integer Input

On entry: the index j for which the limits of the range of integration are required.

4: c – double * Output

On exit: the lower limit cj of the range of xj.

5: d – double * Output

On exit: the upper limit dj of the range of xj.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to region.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_sphere (d01fdc)
you may allocate memory and initialize these pointers with various quantities for
use by region when called from nag_quad_md_sphere (d01fdc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

If sigma 	 0:0, region is not called by nag_quad_md_sphere (d01fdc), but the NAG defined null
function pointer NULLFN must be supplied.

d01 – Quadrature d01fdc

Mark 26 d01fdc.3



5: limit – Integer Input

On entry: the approximate maximum number of integrand evaluations to be used.

Constraint: limit 	 100.

6: r0 – double Input

On entry: the cut-off radius on the unit n-sphere, which may be regarded as an adjustable
parameter of the method.

Suggested value: a typical value is r0 ¼ 0:8. (See also Section 9.)

Constraint: 0:0 < r0 < 1:0.

7: u – double Input

On entry: must specify an adjustable parameter of the transformation to the unit n-sphere.

Suggested value: a typical value is u ¼ 1:5. (See also Section 9.)

Constraint: u > 0:0.

8: result – double * Output

On exit: the approximation to the integral I.

9: ncalls – Integer * Output

On exit: the actual number of integrand evaluations used. (See also Section 9.)

10: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, limit ¼ valueh i.
Constraint: limit 	 100.

On entry, ndim ¼ valueh i.
Constraint: ndim � 30.

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, r0 ¼ valueh i.
Constraint: r0 < 1:0.

On entry, r0 ¼ valueh i.
Constraint: r0 > 0:0.

On entry, u ¼ valueh i.
Constraint: u > 0:0.

7 Accuracy

No error estimate is returned, but results may be verified by repeating with an increased value of limit
(provided that this causes an increase in the returned value of ncalls).

8 Parallelism and Performance

nag_quad_md_sphere (d01fdc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_quad_md_sphere (d01fdc) will be approximately proportional to the returned
value of ncalls, which, except in the circumstances outlined in (b) below, will be close to the given
value of limit.

(a) Choice of r0 and u

If the chosen combination of r0 and u is too large in relation to the machine accuracy it is possible
that some of the points generated in the original region of integration may transform into points in
the unit n-sphere which lie too close to the boundary surface to be distinguished from it to machine
accuracy (despite the fact that r0 < 1). To be specific, the combination of r0 and u is too large if

ur0
1� r20

> 0:3465 t� 1ð Þ; if sigma 	 0:0;

or

ur0
1� r0

> 0:3465 t� 1ð Þ; if sigma < 0:0;

where t is the number of bits in the mantissa of a double number.

The contribution of such points to the integral is neglected. This may be justified by appeal to the
fact that the Jacobian of the transformation rapidly approaches zero towards the surface. Neglect of
these points avoids the occurrence of overflow with integrands which are infinite on the boundary.

(b) Values of limit and ncalls

limit is an approximate upper limit to the number of integrand evaluations, and may not be chosen
less than 100. There are two circumstances when the returned value of ncalls (the actual number of
evaluations used) may be significantly less than limit.
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Firstly, as explained in (a), an unsuitably large combination of r0 and u may result in some of the
points being unusable. Such points are not included in the returned value of ncalls.

Secondly, no more than 400 layers will ever be used, no matter how high limit is set. This places
an effective upper limit on ncalls as follows:

n ¼ 1 : 56
n ¼ 2 : 1252
n ¼ 3 : 23690
n ¼ 4 : 394528
n ¼ 5 : 5956906

10 Example

This example calculates the integralZ Z Z
s

dx1dx2dx3ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�2 � r2
p ¼ 22:2066

where s is the 3-sphere of radius �, r2 ¼ x21 þ x22 þ x23 and � ¼ 1:5. Both sphere-to-sphere and general
product region transformations are used. For the former, we use r0 ¼ 0:9 and u ¼ 1:5; for the latter,
r0 ¼ 0:8 and u ¼ 1:5.

10.1 Program Text

/* nag_quad_md_sphere (d01fdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(Integer ndim, const double x[], Nag_Comm *comm);
static void NAG_CALL region(Integer ndim, const double x[], Integer j,

double *c, double *d, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0;
double r0, result, sigma, u;
Integer i, limit, ncalls, ndim;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_quad_md_sphere (d01fdc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ndim);
#else

scanf("%" NAG_IFMT "", &ndim);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &limit);
#else

scanf("%" NAG_IFMT "", &limit);
#endif
#ifdef _WIN32

scanf_s("%lf %*[^\n] ", &u);
#else

scanf("%lf %*[^\n] ", &u);
#endif

for (i = 1; i <= 2; i++) {
/* nag_quad_md_sphere (d01fdc).
* Multidimensional quadrature, Sag-Szekeres method,
* general product region or n-sphere.
*/

switch (i) {
case 1:

printf("\nSphere-to-sphere transformation\n");
sigma = 1.5;
r0 = 0.9;
nag_quad_md_sphere(ndim, f, sigma, NULLFN, limit, r0, u, &result,

&ncalls, &comm, &fail);
break;

case 2:
printf("\nProduct region transformation\n");
sigma = -1.0;
r0 = 0.8;
nag_quad_md_sphere(ndim, f, sigma, region, limit, r0, u, &result,

&ncalls, &comm, &fail);
break;

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_md_sphere (d01fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nEstimated value of the integral = %9.3f"
"\nNumber of integrand evaluations = %4" NAG_IFMT "\n",
result, ncalls);

}

END:
return exit_status;

}

static double NAG_CALL f(Integer ndim, const double x[], Nag_Comm *comm)
{

Integer i;
double x_sq = 0.0;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}

for (i = 0; i < ndim; i++)
x_sq += pow(x[i], 2.0);

return 1.0 / sqrt(fabs(pow(1.5, 2) - x_sq));
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}

static void NAG_CALL region(Integer ndim, const double x[], Integer j,
double *c, double *d, Nag_Comm *comm)

{
Integer i;
double x_sq = 0.0;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback region, first invocation.)\n");
comm->user[1] = 0.0;

}
if (j > 1) {

for (i = 0; i < (j - 1); i++)
x_sq += pow(x[i], 2.0);

*d = sqrt(fabs(pow(1.5, 2) - x_sq));
*c = -*d;

}
else {

*c = -1.5;
*d = 1.5;

}
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_md_sphere (d01fdc) Example Program Results

Sphere-to-sphere transformation
(User-supplied callback f, first invocation.)

Estimated value of the integral = 22.168
Number of integrand evaluations = 8026

Product region transformation
(User-supplied callback region, first invocation.)

Estimated value of the integral = 22.137
Number of integrand evaluations = 8026

d01fdc NAG Library Manual

d01fdc.8 (last) Mark 26



NAG Library Function Document

nag_1d_quad_vals (d01gac)

1 Purpose

nag_1d_quad_vals (d01gac) integrates a function which is specified numerically at four or more points,
over the whole of its specified range, using third-order finite difference formulae with error estimates,
according to a method due to Gill and Miller (1972).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_vals (Integer n, const double x[], const double y[],
double *ans, double *er, NagError *fail)

3 Description

nag_1d_quad_vals (d01gac) evaluates the definite integral

I ¼
Z xn

x1

y xð Þ dx;

where the function y is specified at the n-points x1; x2; . . . ; xn, which should be all distinct, and in
either ascending or descending order. The integral between successive points is calculated by a four-
point finite difference formula centred on the interval concerned, except in the case of the first and last
intervals, where four-point forward and backward difference formulae respectively are employed. If n is
less than 4, the function fails. An approximation to the truncation error is integrated and added to the
result. It is also returned separately to give an estimate of the uncertainty in the result. The method is
due to Gill and Miller (1972).

4 References

Gill P E and Miller G F (1972) An algorithm for the integration of unequally spaced data Comput. J. 15
80–83

5 Arguments

1: n – Integer Input

On entry: n, the number of points.

Constraint: n 	 4.

2: x½n� – const double Input

On entry: the values of the independent variable, i.e., the x1; x2; . . . ; xn.

Constraint: either x½0� < x½1� < � � � < x½n� 1� or x½0� > x½1� > � � � > x½n� 1�.

3: y½n� – const double Input

On entry: the values of the dependent variable yi at the points xi, for i ¼ 1; 2; . . . ; n.

4: ans – double * Output

On exit: the estimated value of the integral.
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5: er – double * Output

On exit: an estimate of the uncertainty in ans.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 4.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_DECREASING

The sequence x is not strictly decreasing: x½ valueh i� ¼ valueh i and x½ valueh i� ¼ valueh i.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.

NE_QUAD_FIRST_TWO_PTS_EQL

The sequence x has first two points equal: x½0� ¼ valueh i and x½1� ¼ valueh i.

7 Accuracy

No accuracy level is specified by you before calling nag_1d_quad_vals (d01gac) but on return the
absolute value of er is an approximation to, but not necessarily a bound for, I � ansj j. If on exit
fail:code ¼ NE_INT, NE_NOT_STRICTLY_DECREASING, NE_NOT_STRICTLY_INCREASING or
NE_QUAD_FIRST_TWO_PTS_EQL, both ans and er are returned as zero.

8 Parallelism and Performance

nag_1d_quad_vals (d01gac) is not threaded in any implementation.

d01gac NAG Library Manual

d01gac.2 Mark 26



9 Further Comments

The time taken by nag_1d_quad_vals (d01gac) depends on the number of points supplied, n.

In their paper, Gill and Miller (1972) do not add the quantity er to ans before return. However,
extensive tests have shown that a dramatic reduction in the error often results from such addition. In
other cases, it does not make an improvement, but these tend to be cases of low accuracy in which the
modified answer is not significantly inferior to the unmodified one. You have the option of recovering
the Gill–Miller answer by subtracting er from ans on return from the function.

10 Example

This example evaluates the integral Z 1

0

4

1þ x2 dx ¼ 	

reading in the function values at 21 unequally spaced points.

10.1 Program Text

/* nag_1d_quad_vals (d01gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd01.h>

int main(void)
{

Integer exit_status = 0, i, n;
NagError fail;
double ans, error, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_1d_quad_vals (d01gac) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 4) {
if (!(x = NAG_ALLOC(n, double)) || !(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
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for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf%lf", &x[i], &y[i]);
#else

scanf("%lf%lf", &x[i], &y[i]);
#endif

/* nag_1d_quad_vals (d01gac).
* One-dimensional integration of a function defined by data
* values only
*/

nag_1d_quad_vals(n, x, y, &ans, &error, &fail);
if (fail.code == NE_NOERROR) {

printf("Integral = %7.4f\n", ans);
printf("Estimated error = %7.4f\n", error);

}
else {

printf("Error from nag_1d_quad_vals (d01gac).\n%s\n", fail.message);
printf("%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_1d_quad_vals (d01gac) Example Program Data
21
0.00 4.0000
0.04 3.9936
0.08 3.9746
0.12 3.9432
0.22 3.8153
0.26 3.7467
0.30 3.6697
0.38 3.4943
0.39 3.4719
0.42 3.4002
0.45 3.3264
0.46 3.3014
0.60 2.9412
0.68 2.7352
0.72 2.6344
0.73 2.6094
0.83 2.3684
0.85 2.3222
0.88 2.2543
0.90 2.2099
1.00 2.0000

10.3 Program Results

nag_1d_quad_vals (d01gac) Example Program Results
Integral = 3.1414
Estimated error = -0.0001
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NAG Library Function Document

nag_quad_md_numth_vec (d01gdc)

1 Purpose

nag_quad_md_numth_vec (d01gdc) calculates an approximation to a definite integral in up to 20
dimensions, using the Korobov–Conroy number theoretic method.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_md_numth_vec (Integer ndim,

void (*vecfun)(Integer ndim, const double x[], double fv[], Integer m,
Nag_Comm *comm),

void (*vecreg)(Integer ndim, const double x[], Integer j, double c[],
double d[], Integer m, Nag_Comm *comm),

Integer npts, double vk[], Integer nrand, Nag_Boolean transform,
double *res, double *err, Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_md_numth_vec (d01gdc) calculates an approximation to the integral

I ¼
Z d1

c1

� � �
Z dn

cn

f x1; . . . ; xnð Þ dxn . . . dx1 ð1Þ

using the Korobov–Conroy number theoretic method (see Korobov (1957), Korobov (1963) and Conroy
(1967)). The region of integration defined in (1) is such that generally ci and di may be functions of
x1; x2; . . . ; xi�1, for i ¼ 2; 3; . . . ; n, with c1 and d1 constants. The integral is first of all transformed to
an integral over the n-cube 0; 1½ �n by the change of variables

xi ¼ ci þ di � cið Þyi; i ¼ 1; 2; . . . ; n:

The method then uses as its basis the number theoretic formula for the n-cube, 0; 1½ �n:Z 1

0
� � �
Z 1

0
g x1; . . . ; xnð Þ dxn � � � dx1 ¼ 1

p

Xp
k¼1

g k
a1
p


 �
; . . . ; k

an
p


 �� �
� E ð2Þ

where xf g denotes the fractional part of x, a1; . . . ; an are the so-called optimal coefficients, E is the
error, and p is a prime integer. (It is strictly only necessary that p be relatively prime to all a1; . . . ; an
and is in fact chosen to be even for some cases in Conroy (1967).) The method makes use of properties
of the Fourier expansion of g x1; . . . ; xnð Þ which is assumed to have some degree of periodicity.
Depending on the choice of a1; . . . ; an the contributions from certain groups of Fourier coefficients are
eliminated from the error, E. Korobov shows that a1; . . . ; an can be chosen so that the error satisfies

E � CKp��ln�� p ð3Þ

where � and C are real numbers depending on the convergence rate of the Fourier series, � is a
constant depending on n, and K is a constant depending on � and n. There are a number of procedures
for calculating these optimal coefficients. Korobov imposes the constraint that

a1 ¼ 1 and ai ¼ ai�1 mod pð Þ ð4Þ

and gives a procedure for calculating the argument, a, to satisfy the optimal conditions.
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In this function the periodisation is achieved by the simple transformation

xi ¼ y2i 3� 2yið Þ; i ¼ 1; 2; . . . ; n:

More sophisticated periodisation procedures are available but in practice the degree of periodisation
does not appear to be a critical requirement of the method.

An easily calculable error estimate is not available apart from repetition with an increasing sequence of
values of p which can yield erratic results. The difficulties have been studied by Cranley and Patterson
(1976) who have proposed a Monte–Carlo error estimate arising from converting (2) into a stochastic
integration rule by the inclusion of a random origin shift which leaves the form of the error (3)

unchanged; i.e., in the formula (2), k
ai
p


 �
is replaced by �i þ k

ai
p


 �
, for i ¼ 1; 2; . . . ; n, where each

�i, is uniformly distributed over 0; 1½ �. Computing the integral for each of a sequence of random vectors
� allows a ‘standard error’ to be estimated.

This function provides built-in sets of optimal coefficients, corresponding to six different values of p.
Alternatively, the optimal coefficients may be supplied by you. Functions nag_quad_md_numth_coeff_
prime (d01gyc) and nag_quad_md_numth_coeff_2prime (d01gzc) compute the optimal coefficients for
the cases where p is a prime number or p is a product of two primes, respectively.

4 References

Conroy H (1967) Molecular Shroedinger equation VIII. A new method for evaluting multi-dimensional
integrals J. Chem. Phys. 47 5307–5318

Cranley R and Patterson T N L (1976) Randomisation of number theoretic methods for mulitple
integration SIAM J. Numer. Anal. 13 904–914

Korobov N M (1957) The approximate calculation of multiple integrals using number theoretic methods
Dokl. Acad. Nauk SSSR 115 1062–1065

Korobov N M (1963) Number Theoretic Methods in Approximate Analysis Fizmatgiz, Moscow

5 Arguments

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

Constraint: 1 � ndim � 20.

2: vecfun – function, supplied by the user External Function

vecfun must evaluate the integrand at a specified set of points.

The specification of vecfun is:

void vecfun (Integer ndim, const double x[], double fv[], Integer m,
Nag_Comm *comm)

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

2: x½m� ndim� – const double Input

Note: where X i; jð Þ appears in this document, it refers to the array element
x½ j� 1ð Þ �mþ i� 1�.
On entry: the coordinates of the m points at which the integrand must be evaluated.
X i; jð Þ contains the jth coordinate of the ith point.
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3: fv½m� – double Output

On exit: fv½i � 1� must contain the value of the integrand of the ith point, i.e.,
fv½i � 1� ¼ f X i; 1ð Þ;X i; 2ð Þ; . . . ;X i;ndimð Þð Þ, for i ¼ 1; 2; . . . ;m.

4: m – Integer Input

On entry: the number of points m at which the integrand is to be evaluated.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to vecfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_numth_vec
(d01gdc) you may allocate memory and initialize these pointers with various
quantities for use by vecfun when called from nag_quad_md_numth_vec
(d01gdc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

3: vecreg – function, supplied by the user External Function

vecreg must evaluate the limits of integration in any dimension for a set of points.

The specification of vecreg is:

void vecreg (Integer ndim, const double x[], Integer j, double c[],
double d[], Integer m, Nag_Comm *comm)

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

2: x½m� ndim� – const double Input

Note: where X i; jð Þ appears in this document, it refers to the array element
x½ j� 1ð Þ �mþ i� 1�.
On entry: for i ¼ 1; 2; . . . ;m, X i; 1ð Þ, X i; 2ð Þ; . . . ;X i; j� 1ð Þ contain the current values
of the first j� 1ð Þ coordinates of the ith point, which may be used if necessary in
calculating the m values of cj and dj.

3: j – Integer Input

On entry: the index j for which the limits of the range of integration are required.

4: c½m� – double Output

On exit: c½i � 1� must be set to the lower limit of the range for X i; jð Þ, for
i ¼ 1; 2; . . . ;m.

5: d½m� – double Output

On exit: d½i � 1� must be set to the upper limit of the range for X i; jð Þ, for
i ¼ 1; 2; . . . ;m.

6: m – Integer Input

On entry: the number of points m at which the limits of integration must be specified.
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7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to vecreg.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_numth_vec
(d01gdc) you may allocate memory and initialize these pointers with various
quantities for use by vecreg when called from nag_quad_md_numth_vec
(d01gdc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

4: npts – Integer Input

On entry: the Korobov rule to be used. There are two alternatives depending on the value of
npts.

(i) 1 � npts � 6.

In this case one of six preset rules is chosen using 2129, 5003, 10007, 20011, 40009 or
80021 points depending on the respective value of npts being 1, 2, 3, 4, 5 or 6.

(ii) npts > 6.

npts is the number of actual points to be used with corresponding optimal coefficients
supplied in the array vk.

Constraint: npts 	 1.

5: vk½ndim� – double Input/Output

On entry: if npts > 6, vk must contain the n optimal coefficients (which may be calculated using
nag_quad_md_numth_coeff_prime (d01gyc) or nag_quad_md_numth_coeff_2prime (d01gzc)).

If npts � 6, vk need not be set.

On exit: if npts > 6, vk is unchanged.

If npts � 6, vk contains the n optimal coefficients used by the preset rule.

6: nrand – Integer Input

On entry: the number of random samples to be generated (generally a small value, say 3 to 5, is
sufficient). The estimate, res, of the value of the integral returned by the function is then the
average of nrand calculations with different random origin shifts. If npts > 6, the total number
of integrand evaluations will be nrand� npts. If 1 � npts � 6, then the number of integrand
evaluations will be nrand� p, where p is the number of points corresponding to the six preset
rules. For reasons of efficiency, these values are calculated a number at a time in vecfun.

Constraint: nrand 	 1.

7: transform – Nag_Boolean Input

On entry: indicates whether the periodising transformation is to be used.

transform ¼ Nag TRUE
The transformation is to be used.

transform ¼ Nag FALSE
The transformation is to be suppressed (to cover cases where the integrand may already be
periodic or where you want to specify a particular transformation in the definition of
vecfun).

Suggested value: transform ¼ Nag TRUE.
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8: res – double * Output

On exit: the approximation to the integral I.

9: err – double * Output

On exit: the standard error as computed from nrand sample values. If nrand ¼ 1, then err
contains zero.

10: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: 1 � ndim � 20.

On entry, npts must be at least 1: npts ¼ valueh i.
On entry, nrand must be at least 1: nrand ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If nrand > 1, an estimate of the absolute standard error is given by the value, on exit, of err.

8 Parallelism and Performance

nag_quad_md_numth_vec (d01gdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

vecfun and vecreg must calculate the integrand and limits of integration at a set of points. For some
problems the amount of time spent in these two functions, which must be supplied by you, may account
for a significant part of the total computation time.

The time taken will be approximately proportional to nrand� p, where p is the number of points used,
but may depend significantly on the efficiency of the code provided by you in vecfun and vecreg.

The exact values of res and err on return will depend (within statistical limits) on the sequence of
random numbers generated within nag_quad_md_numth_vec (d01gdc) by calls to nag_rand_basic
(g05sac). Separate runs will produce identical answers.

10 Example

This example calculates the integralZ 1

0

Z 1

0

Z 1

0

Z 1

0
cos 0:5þ 2 x1 þ x2 þ x3 þ x4ð Þ � 4ð Þ dx1 dx2 dx3 dx4:

10.1 Program Text

/* nag_quad_md_numth_vec (d01gdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL vecfun(Integer ndim, const double x[], double fv[],
Integer m, Nag_Comm *comm);

static void NAG_CALL vecreg(Integer ndim, const double x[], Integer j,
double c[], double d[], Integer m,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0;
Integer ndim;
Integer npts, nrand;
double err, res;
double *vk = 0;
Nag_Boolean transform;
char nag_enum_arg[40];
Nag_Comm comm;
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NagError fail;

INIT_FAIL(fail);

printf("nag_quad_md_numth_vec (d01gdc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &ndim, &npts, &nrand);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &ndim, &npts, &nrand);
#endif

/* Nag_Boolean */
#ifdef _WIN32

scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n] ", nag_enum_arg);
#endif

transform = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

if (!(vk = NAG_ALLOC(ndim, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_quad_md_numth_vec (d01gdc).
* Multidimensional quadrature, general product region,
* number-theoretic method.
*/

nag_quad_md_numth_vec(ndim, vecfun, vecreg, npts, vk, nrand, transform,
&res, &err, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_md_numth_vec (d01gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nResult = %13.5f, standard error = %10.2e\n", res, err);

END:
NAG_FREE(vk);

return exit_status;
}

static void NAG_CALL vecfun(Integer ndim, const double x[], double fv[],
Integer m, Nag_Comm *comm)

{
Integer i, index, j;
double sum;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback vecfun, first invocation.)\n");
comm->user[0] = 0.0;

}
for (i = 0; i < m; i++) {

sum = 0.0;
for (j = 0, index = 0; j < ndim; j++, index += m)

sum += x[i + index];
fv[i] = cos(0.5 + 2.0 * sum - 4.0);
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}
}

static void NAG_CALL vecreg(Integer ndim, const double x[], Integer j,
double c[], double d[], Integer m, Nag_Comm *comm)

{
Integer i;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback vecreg, first invocation.)\n");
comm->user[1] = 0.0;

}
for (i = 0; i < m; i++) {

c[i] = 0.0;
d[i] = 1.0;

}
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_md_numth_vec (d01gdc) Example Program Results
(User-supplied callback vecreg, first invocation.)
(User-supplied callback vecfun, first invocation.)

Result = 0.43999, standard error = 1.89e-06
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NAG Library Function Document

nag_quad_md_numth_coeff_prime (d01gyc)

1 Purpose

nag_quad_md_numth_coeff_prime (d01gyc) calculates the optimal coefficients for use by
nag_quad_md_numth_vec (d01gdc), for prime numbers of points.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_md_numth_coeff_prime (Integer ndim, Integer npts, double vk[],
NagError *fail)

3 Description

The Korobov (1963) procedure for calculating the optimal coefficients a1; a2; . . . ; an for p-point
integration over the n-cube 0; 1½ �n imposes the constraint that

a1 ¼ 1 and ai ¼ ai�1 mod pð Þ; i ¼ 1; 2; . . . ; n ð1Þ

where p is a prime number and a is an adjustable argument. This argument is computed to minimize the
error in the integral

3n
Z 1

0
dx1 � � �

Z 1

0
dxn
Yn
i¼1

1� 2xið Þ2; ð2Þ

when computed using the number theoretic rule, and the resulting coefficients can be shown to fit the
Korobov definition of optimality.

The computation for large values of p is extremely time consuming (the number of elementary
operations varying as p2) and there is a practical upper limit to the number of points that can be used.
Function nag_quad_md_numth_coeff_2prime (d01gzc) is computationally more economical in this
respect but the associated error is likely to be larger.

4 References

Korobov N M (1963) Number Theoretic Methods in Approximate Analysis Fizmatgiz, Moscow

5 Arguments

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

Constraint: ndim 	 1.

2: npts – Integer Input

On entry: p, the number of points to be used.

Constraint: npts must be a prime number 	 5.

3: vk½ndim� – double Output

On exit: the n optimal coefficients.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The machine precision is insufficient to perform the computation exactly. Try reducing npts:
npts ¼ valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

On entry, npts ¼ valueh i.
Constraint: npts must be a prime number.

On entry, npts ¼ valueh i.
Constraint: npts 	 5.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The optimal coefficients are returned as exact integers (though stored in a double array).

8 Parallelism and Performance

nag_quad_md_numth_coeff_prime (d01gyc) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to p2 (see Section 3).

10 Example

This example calculates the Korobov optimal coefficients where the number of dimensions is 4 and the
number of points is 631.
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10.1 Program Text

/* nag_quad_md_numth_coeff_prime (d01gyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

int main(void)
{

Integer exit_status = 0;
Integer i, ndim, npts;
double *vk = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_quad_md_numth_coeff_prime (d01gyc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ndim);
#else

scanf("%" NAG_IFMT "", &ndim);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &npts);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &npts);
#endif

if (!(vk = NAG_ALLOC(ndim, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_quad_md_numth_coeff_prime (d01gyc).
* Korobov optimal coefficients for use in nag_quad_md_numth_vec (d01gdc),
* when number of points is prime.
*/

nag_quad_md_numth_coeff_prime(ndim, npts, vk, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_md_numth_coeff_prime (d01gyc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nndim = %3" NAG_IFMT " npts = %6" NAG_IFMT "\n", ndim, npts);
printf("\nCoefficients =");
for (i = 0; i < ndim; i++)

printf("%4.0f ", vk[i]);
printf("\n");
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END:
NAG_FREE(vk);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_md_numth_coeff_prime (d01gyc) Example Program Results

ndim = 4 npts = 631

Coefficients = 1 198 82 461
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NAG Library Function Document

nag_quad_md_numth_coeff_2prime (d01gzc)

1 Purpose

nag_quad_md_numth_coeff_2prime (d01gzc) calculates the optimal coefficients for use by
nag_quad_md_numth_vec (d01gdc), when the number of points is the product of two primes.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_md_numth_coeff_2prime (Integer ndim, Integer np1, Integer np2,
double vk[], NagError *fail)

3 Description

Korobov (1963) gives a procedure for calculating optimal coefficients for p-point integration over the
n-cube 0; 1½ �n, when the number of points is

p ¼ p1p2 ð1Þ

where p1 and p2 are distinct prime numbers.

The advantage of this procedure is that if p1 is chosen to be the nearest prime integer to p22, then the
number of elementary operations required to compute the rule is of the order of p4=3 which grows less
rapidly than the number of operations required by nag_quad_md_numth_coeff_prime (d01gyc). The
associated error is likely to be larger although it may be the only practical alternative for high values of
p.

4 References

Korobov N M (1963) Number Theoretic Methods in Approximate Analysis Fizmatgiz, Moscow

5 Arguments

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

Constraint: ndim 	 1.

2: np1 – Integer Input

On entry: the larger prime factor p1 of the number of points in the integration rule.

Constraint: np1 must be a prime number 	 5.

3: np2 – Integer Input

On entry: the smaller prime factor p2 of the number of points in the integration rule. For
maximum efficiency, p22 should be close to p1.

Constraint: np2 must be a prime number such that np1 > np2 	 2.

4: vk½ndim� – double Output

On exit: the n optimal coefficients.
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5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The machine precision is insufficient to perform the computation exactly. Try reducing np1 or
np2: np1 ¼ valueh i and np2 ¼ valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

On entry, np1 ¼ valueh i.
Constraint: np1 must be a prime number.

On entry, np1 ¼ valueh i.
Constraint: np1 	 5.

On entry, np2 ¼ valueh i.
Constraint: np2 must be a prime number.

On entry, np2 ¼ valueh i.
Constraint: np2 	 2.

NE_INT_2

On entry, np1� np2 exceeds largest machine integer. np1 ¼ valueh i and np2 ¼ valueh i.
On entry, np1 ¼ valueh i and np2 ¼ valueh i.
Constraint: np1 > np2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The optimal coefficients are returned as exact integers (though stored in a double array).
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8 Parallelism and Performance

nag_quad_md_numth_coeff_2prime (d01gzc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_quad_md_numth_coeff_2prime (d01gzc) grows at least as fast as p1p2ð Þ4=3. (See
Section 3.)

10 Example

This example calculates the Korobov optimal coefficients where the number of dimensons is 4 and the
number of points is the product of the two prime numbers, 89 and 11.

10.1 Program Text

/* nag_quad_md_numth_coeff_2prime (d01gzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

int main(void)
{

Integer exit_status = 0;
Integer i, ndim, np1, np2;
double *vk = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_quad_md_numth_coeff_2prime (d01gzc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ndim);
#else

scanf("%" NAG_IFMT "", &ndim);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &np1, &np2);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &np1, &np2);
#endif

if (!(vk = NAG_ALLOC(ndim, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_quad_md_numth_coeff_2prime (d01gzc).
* Korobov optimal coefficients for use in d01gdc,
* when number of points is product of two primes.
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*/
nag_quad_md_numth_coeff_2prime(ndim, np1, np2, vk, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_md_numth_coeff_2prime (d01gzc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nndim = %3" NAG_IFMT " np1 = %6" NAG_IFMT " np2 = %6" NAG_IFMT
"\n", ndim, np1, np2);

printf("\nCoefficients =");
for (i = 0; i < ndim; i++)

printf("%4.0f ", vk[i]);
printf("\n");

END:
NAG_FREE(vk);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_md_numth_coeff_2prime (d01gzc) Example Program Results

ndim = 4 np1 = 89 np2 = 11

Coefficients = 1 102 614 951
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NAG Library Function Document

nag_quad_md_simplex (d01pac)

1 Purpose

nag_quad_md_simplex (d01pac) returns a sequence of approximations to the integral of a function over
a multidimensional simplex, together with an error estimate for the last approximation.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_md_simplex (Integer ndim, double vert[],

double (*functn)(Integer ndim, const double x[], Nag_Comm *comm),

Integer *minord, Integer maxord, double finvls[], double *esterr,
Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_md_simplex (d01pac) computes a sequence of approximations finvls½j � 1�, for
j ¼ minordþ 1; . . . ;maxord, to an integralZ

S

f x1; x2; . . . ; xnð Þ dx1dx2 � � � dxn

where S is an n-dimensional simplex defined in terms of its nþ 1 vertices. finvls½j� 1� is an
approximation which will be exact (except for rounding errors) whenever the integrand is a polynomial
of total degree 2j� 1 or less.

The type of method used has been described in Grundmann and Moller (1978), and is implemented in
an extrapolated form using the theory from de Doncker (1979).

4 References

de Doncker E (1979) New Euler–Maclaurin Expansions and their application to quadrature over the
s-dimensional simplex Math. Comput. 33 1003–1018

Grundmann A and Moller H M (1978) Invariant integration formulas for the n-simplex by
combinatorial methods SIAM J. Numer. Anal. 15 282–290

5 Arguments

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

Constraint: ndim 	 2.

2: vert½dim� – double Input/Output

Note: the dimension, dim, of the array vert must be at least 2� ndimþ 1ð Þð Þ � ndimþ 1ð Þ.
Where VERT i; jð Þ appears in this document, i t refers to the array element
vert½ j� 1ð Þ � ndimþ 1ð Þ þ i� 1�.
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On entry: VERT i; jð Þ must be set to the jth component of the ith vertex for the simplex
integration region, for i ¼ 1; 2; . . . ; nþ 1 and j ¼ 1; 2; . . . ; n. If minord > 0, vert must be
unchanged since the previous call of nag_quad_md_simplex (d01pac).

On exit: these values are unchanged. The rest of the array vert is used for workspace and
contains information to be used if another call of nag_quad_md_simplex (d01pac) is made with
minord > 0. In particular VERT nþ 1; 2nþ 2ð Þ contains the volume of the simplex.

3: functn – function, supplied by the user External Function

functn must return the value of the integrand f at a given point.

The specification of functn is:

double functn (Integer ndim, const double x[], Nag_Comm *comm)

1: ndim – Integer Input

On entry: n, the number of dimensions of the integral.

2: x½ndim� – const double Input

On entry: the coordinates of the point at which the integrand f must be evaluated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to functn.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_md_simplex (d01pac)
you may allocate memory and initialize these pointers with various quantities for
use by functn when called from nag_quad_md_simplex (d01pac) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

4: minord – Integer * Input/Output

On entry: must specify the highest order of the approximations currently available in the array
fi n v l s . minord ¼ 0 i n d i c a t e s a n i n i t i a l c a l l ; minord > 0 i n d i c a t e s t h a t
finvls½0�; finvls½1�; . . . ; finvls½minord� 1� have already been computed in a previous call of
nag_quad_md_simplex (d01pac).

Constraint: minord 	 0.

On exit: minord ¼ maxord.

5: maxord – Integer Input

On entry: the highest order of approximation to the integral to be computed.

Constraint: maxord > minord.

6: finvls½maxord� – double Input/Output

On entry: if minord > 0, finvls½0�; finvls½1�; . . . ; finvls½minord� 1� must contain approximations
to the integral previously computed by nag_quad_md_simplex (d01pac).

On exit : contains these values unchanged, and the newly computed values
finvls½minord�; finvls½minordþ 1�; . . . ; finvls½maxord� 1�. finvls½j� 1� is an approximation to
the integral of polynomial degree 2j� 1.
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7: esterr – double * Output

On exit: an absolute error estimate for finvls½maxord� 1�.

8: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The volume of the simplex integration region is too large or too small to be represented on the
machine.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, minord ¼ valueh i.
Constraint: minord 	 0.

On entry, ndim ¼ valueh i.
Constraint: ndim 	 2.

NE_INT_2

On entry, maxord ¼ valueh i and minord ¼ valueh i.
Constraint: maxord > minord.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

An absolute error estimate is output through the argument esterr.
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8 Parallelism and Performance

nag_quad_md_simplex (d01pac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_quad_md_simplex (d01pac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The running time for nag_quad_md_simplex (d01pac) will usually be dominated by the time used to
evaluate the integrand functn. The maximum time that could be used by nag_quad_md_simplex
(d01pac) will be approximately given by

T � maxordþ ndimð Þ!
maxord� 1ð Þ! ndimþ 1ð Þ!

where T is the time needed for one call of functn.

10 Example

This example demonstrates the use of the function with the integralZ 1

0

Z 1�x

0

Z 1�x�y

0
exp xþ yþ zð Þ cos xþ yþ zð Þ dz dy dx ¼ 1

4:

10.1 Program Text

/* nag_quad_md_simplex (d01pac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL functn(Integer ndim, const double x[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{
#define VERT(I, J) vert[(J-1)* (ndim+1) + I-1]

/* Scalars */
Integer exit_status = 0;
Integer i, j, maxord, minord, mxord, ndim;
double esterr;
/* Arrays */

d01pac NAG Library Manual

d01pac.4 Mark 26



Integer iuser[1];
double *finvls = 0, *vert = 0;
/* Nag types */
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_quad_md_simplex (d01pac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Input mxord and ndim */

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &mxord, &ndim);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &mxord, &ndim);

#endif

if (!(finvls = NAG_ALLOC(mxord, double)) ||
!(vert = NAG_ALLOC(2 * (ndim + 1) * (ndim + 1), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= ndim + 1; i++)
for (j = 1; j <= ndim; j++)

VERT(i, j) = 0.0;
for (j = 2; j <= ndim + 1; j++)

VERT(j, j - 1) = 1.0;

minord = 0;
iuser[0] = 0; /* Function counter */
comm.iuser = iuser;
for (maxord = 1; maxord <= mxord; maxord++) {

/* nag_quad_md_simplex (d01pac).
* Multidimensional quadrature over an n-simplex.
*/

nag_quad_md_simplex(ndim, vert, functn, &minord, maxord, finvls,
&esterr, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_md_simplex (d01pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (maxord == 1)
printf("maxord Estimated Estimated Integrand\n"

" value accuracy evaluations\n");
printf("%4" NAG_IFMT "%13.5f%16.3e%15" NAG_IFMT "\n",

maxord, finvls[maxord - 1], esterr, comm.iuser[0]);
}

END:
NAG_FREE(finvls);
NAG_FREE(vert);

return exit_status;
}

static double NAG_CALL functn(Integer ndim, const double x[], Nag_Comm *comm)
{

comm->iuser[0]++;
return exp(x[0] + x[1] + x[2]) * cos(x[0] + x[1] + x[2]);

}
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10.2 Program Data

None.

10.3 Program Results

nag_quad_md_simplex (d01pac) Example Program Results
maxord Estimated Estimated Integrand

value accuracy evaluations
1 0.25816 2.582e-01 1
2 0.25011 8.058e-03 5
3 0.25000 1.067e-04 15
4 0.25000 4.098e-07 35
5 0.25000 1.731e-09 70
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NAG Library Function Document

nag_quad_1d_gen_vec_multi_rcomm (d01rac)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the specification of the optional parameters.

1 Purpose

nag_quad_1d_gen_vec_multi_rcomm (d01rac) is a general purpose adaptive integrator which calculates
an approximation to a vector of definite integrals F over a finite range a; b½ �, given the vector of
integrands f xð Þ.

F ¼
Z b

a

f xð Þdx

If the same subdivisions of the range are equally good for functions f1 xð Þ and f2 xð Þ, because f1 xð Þ and
f2 xð Þ have common areas of the range where they vary slowly and where they vary quickly, then we
say that f1 xð Þ and f2 xð Þ are ‘similar’. nag_quad_1d_gen_vec_multi_rcomm (d01rac) is particularly
effective for the integration of a vector of similar functions.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gen_vec_multi_rcomm (Integer *irevcm, Integer ni, double a,
double b, Integer *sid, Integer needi[], double x[], Integer lenx,
Integer *nx, const double fm[], Integer ldfm, double dinest[],
double errest[], const Integer iopts[], const double opts[],
Integer icom[], Integer licom, double com[], Integer lcom,
NagError *fail)

3 Description

nag_quad_1d_gen_vec_multi_rcomm (d01rac) is an extension to various QUADPACK routines,
including QAG, QAGS and QAGP. The extensions made allow multiple integrands to be evaluated
simultaneously, using a vectorized interface and reverse communication.

The quadrature scheme employed by nag_quad_1d_gen_vec_multi_rcomm (d01rac) can be chosen by
you. Six Gauss–Kronrod schemes are available. The algorithm incorporates a global acceptance
criterion (as defined by Malcolm and Simpson (1976)), optionally together with the �-algorithm (see
Wynn (1956)) to perform extrapolation. The local error estimation is described in Piessens et al. (1983).

nag_quad_1d_gen_vec_multi_rcomm (d01rac) is the integration function in the suite of functions
nag_quad_1d_gen_vec_multi_rcomm (d01rac) and nag_quad_1d_gen_vec_multi_dimreq (d01rcc). It
also uses optional parameters, which can be set and queried using the functions nag_quad_opt_set
(d01zkc) and nag_quad_opt_get (d01zlc) respectively. The options available are described in
Section 11.

First, the option arrays iopts and opts must be initialized using nag_quad_opt_set (d01zkc). Thereafter
any required options must be set before calling nag_quad_1d_gen_vec_multi_rcomm (d01rac), or the
function nag_quad_1d_gen_vec_multi_dimreq (d01rcc).

A typical usage of this suite of functions is (in pseudo-code for clarity),

Setup phase

liopts = 100
lopts = 100
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allocate(iopts(liopts),opts(lopts))
d01zkc(’initialize = d01rac’,iopts,liopts,opts,lopts,fail)
d01zkc(’option = value’,iopts,liopts,opts,lopts,fail)
...
d01rcc(ni,lenxrq,ldfmrq,sdfmrq,licmin,licmax,lcmin,lcmax,

iopts,opts,fail)
lenx = lenxrq
ldfm = ldfmrq
sdfm = sdfmrq
licom = licmax
lcom = lcmax
allocate(icom(licom),com(lcom),x(lenx),fm(ldfm,sdfm),needi(ni),

dinest(ni),errest(ni))

Solve phase

irevcm = 1
while irevcm 6¼0

d01rac(irevcm,ni,a,b,sid,needi,x,lenx,nx,fm,ldfm,
dinest,errest,iopts,opts,icom,licom,com,
lcom,fail)

select case(irevcm)
case(11)

Initial solve phase
evaluate fm(1:ni,1:nx)

case(12)
Adaptive solve phase
evaluate fm(needi(1:ni)=1,1:nx)

case(0)
investigate fail

end select
end while

Diagnostic phase

d01zlc(’option’,ivalue,rvalue,cvalue,optype,iopts,opts,fail)
...

During the initial solve phase, the first estimation of the definite integral and error estimate is
constructed over the interval a; b½ �. This will have been divided into spri level 1 segments, where spri is
t h e numbe r o f Primary Divisions, a n d w i l l u s e an y p r o v i d ed b r e a k - po i n t s i f
Primary Division Mode ¼ MANUAL.

Once a complete integral estimate over a; b½ � is available, i.e., after all the estimates for the level 1
segments have been evaluated, the function enters the adaptive phase. The estimated errors are tested
against the requested tolerances �a and �r, corresponding to the Absolute Tolerance and
Relative Tolerance respectively. Should this test fail, and additional subdivision be allowed, a
segment is selected for subdivision, and is subsequently replaced by two new segments at the next level
of refinement. How this segment is chosen may be altered by setting Prioritize Error to either favour
the segment with the maximum error, or the segment with the lowest level supporting an unacceptable
(although potentially non-maximal) error. Up to max sdiv subdivisions are allowed if sufficient memory
is provided, where max sdiv is the value of Maximum Subdivisions.

Once a sufficient number of error estimates have been constructed for a particular integral, the function
may optionally use Extrapolation to attempt to accelerate convergence. This may significantly lower
the amount of work required for a given integration. To minimize the risk of premature convergence
from extrapolation, a safeguard �safe can be set using Extrapolation Safeguard, and the extrapolated
solution will only be considered if �safe�q � �ex , where �q and �ex are the estimated error directly from
the quadrature and from the extrapolation respectively. If extrapolation is successful for the computation
of integral j, the extrapolated solution will be returned in dinest½j� 1� on completion of
nag_quad_1d_gen_vec_multi_rcomm (d01rac). Otherwise the direct solution will be returned in
dinest½j� 1�. This is indicated by the value of needi½j� 1� on completion.

d01rac NAG Library Manual

d01rac.2 Mark 26



4 References

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R (1973) An algorithm for automatic integration Angew. Inf. 15 399–401

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Wynn P (1956) On a device for computing the em Snð Þ transformation Math. Tables Aids Comput. 10
91–96

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than irevcm, needi and fm must remain unchanged.

Where FM j; ið Þ appears in this document it refers to the array element fm i� 1ð Þ � ldfmþ j� 1½ �.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 1.

irevcm ¼ 1
Sets up data structures in icom and com and starts a new integration.

Constraint: irevcm ¼ 1 on initial entry.

On intermediate exit: irevcm ¼ 11 or 12.

irevcm requests the integrands fj xið Þ be evaluated for all required j 2 1; . . . ; ni as indicated by
needi, and at all the points xi, for i ¼ 1; 2; . . . ; nx. Abscissae xi are provided in x½i� 1� and
fj xið Þ must be returned in FM j; ið Þ.
During the initial solve phase:

irevcm ¼ 11
Function values are required to construct the initial estimates of the definite integrals.

If needi½j� 1� ¼ 1, fj xið Þ must be supplied in FM j; ið Þ. This will be the case unless you have
abandoned the evaluation of specific integrals on a previous call.

If needi½j� 1� ¼ 0, you have previously abandoned the evaluation of integral j, and hence should
not supply the value of fj xið Þ.
dinest and errest contain incomplete information during this phase. As such you should not
abandon the evaluation of any integrals during this phase unless you do not require their
estimate.

If irevcm is set to a negative value during this phase, needi½j � 1�, for j ¼ 1; 2; . . . ; ni, will be set
to this negative value and fail:code ¼ NE_USER_STOP will be returned.

During the adaptive solve phase:

irevcm ¼ 12
Function values are required to improve the estimates of the definite integrals.

If needi½j� 1� ¼ 0, any evaluation of fj xið Þ will be discarded, so there is no need to provide
them.

If needi½j� 1� ¼ 1, fj xið Þ must be provided in FM j; ið Þ.
If needi½j� 1� ¼ 2, 3 or 4, the current error estimate of integral j does not require integrand j to
be evaluated and provided in FM j; ið Þ. Should you choose to, integrand j can be evaluated in
which case needi½j� 1� must be set to 1.

dinest and errest contain complete information during this phase.
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If irevcm is set to a negative value during this phase fail:code ¼ NE_ACCURACY or
NE_QUAD_BAD_SUBDIV_INT will be returned and the elements of needi will reflect the
current state of the adaptive process.

On intermediate re-entry: irevcm should normally be left unchanged. However, if irevcm is set
to a negative value, nag_quad_1d_gen_vec_multi_rcomm (d01rac) will terminate, (see
irevcm ¼ 11 and irevcm ¼ 12 above).

On final exit: irevcm ¼ 0.

irevcm ¼ 0
Indicates the algorithm has completed.

2: ni – Integer Input

On entry: ni, the number of integrands.

3: a – double Input

On entry: a, the lower bound of the domain.

4: b – double Input

On entry: b, the upper bound of the domain.

If b� aj j < 10�, where � is the machine precision (see nag_machine_precision (X02AJC)), then
nag_quad_1d_gen_vec_multi_rcomm (d01rac) will return dinest½j � 1� ¼ errest½j � 1� ¼ 0:0, for
j ¼ 1; 2; . . . ; ni.

5: sid – Integer * Output

For advanced users.

On intermediate exit: sid identifies a specific set of abscissae, x, returned during the integration
process. When a new set of abscissae are generated the value of sid is incremented by 1.
Advanced users may store calculations required for an identified set x, and reuse them should
nag_quad_1d_gen_vec_multi_rcomm (d01rac) return the same value of sid, i.e., the same set of
abscissae was used.

6: needi½ni� – Integer Input/Output

On initial entry: need not be set.

On intermediate exit: needi½j� 1� indicates what action must be taken for integral j ¼ 1; 2; . . .ni
(see irevcm).

needi½j� 1� ¼ 0
Do not provide fj xið Þ. Any provided values will be ignored.

needi½j� 1� ¼ 1
The values fj xið Þ must be provided in FM j; ið Þ, for i ¼ 1; 2; . . . ; nx.

needi½j� 1� ¼ 2
The values fj xið Þ are not required, however the error estimate for integral j is still above
the requested tolerance. If you wish to provide values for the evaluation of integral j, set
needi½j� 1� ¼ 1, and supply fj xið Þ in FM j; ið Þ, for i ¼ 1; 2; . . . ; nx.

needi½j� 1� ¼ 3
The error estimate for integral j cannot be improved to below the requested tolerance
directly, either because no more new splits may be performed due to exhaustion, or due to
the detection of extremely bad integrand behaviour. However, providing the values fj xið Þ
may still lead to some improvement, and may lead to an acceptable error estimate
indirectly using Wynn's epsilon algorithm. If you wish to provide values for the evaluation
of integral j, set needi½j� 1� ¼ 1, and supply fj xið Þ in FM j; ið Þ, for i ¼ 1; 2; . . . ; nx.
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needi½j� 1� ¼ 4
The error estimate of integral j is below the requested tolerance. If you believe this to be
false, if for example the result in dinest½j� 1� is greatly different to what you may expect,
you may force the algorithm to re-evaluate this conclusion by including the evaluations of
integrand j at xi, for i ¼ 1; 2; . . . ; nx, and setting needi½j� 1� ¼ 1. Integral and error
estimation will be performed again during the next iteration.

On intermediate re-entry: needi½j� 1� may be used to indicate what action you have taken for
integral j.

needi½j� 1� ¼ 1
You have provided the values fj xið Þ in FM j; ið Þ, for i ¼ 1; 2; . . . ; nx.

needi½j� 1� < 0
You are abandoning the evaluation of integral j. The current values of dinest½j� 1� and
errest½j� 1� will be returned on final completion.

Otherwise you have not provided the value fj xið Þ.
On final exit: needi½j� 1� indicates the final state of integral j.

needi½j� 1� ¼ 0
The error estimate for Fj is below the requested tolerance.

needi½j� 1� ¼ 1
The error estimate for Fj is below the requested tolerance after extrapolation.

needi½j� 1� ¼ 2
The error estimate for Fj is above the requested tolerance.

needi½j� 1� ¼ 3
The error estimate for Fj is above the requested tolerance, and extremely bad behaviour of
integral j has been detected.

needi½j� 1� < 0
You prohibited further evaluation of integral j.

7: x½lenx� – double Input/Output

On initial entry: if Primary Division Mode ¼ AUTOMATIC, x need not be set. This is the
default behaviour.

If Primary Division Mode ¼ MANUAL, x is used to supply a set of initial ‘break-points’ inside
the domain of integration. Specifically, x½i� 1� must contain a break-point x0i , for
i ¼ 1; 2; . . . ; spri � 1

� �
, where spri is the number of Primary Divisions.

Constraint: if break-points are supplied, x0i 2 a; bð Þ, x0i � a
		 		 > 10:0�, x0i � b

		 		 > 10:0�, for
i ¼ 1; 2; . . . ; spri � 1

� �
.

On intermediate exit: x½i � 1� is the abscissa xi, for i ¼ 1; 2; . . . ; nx, at which the appropriate
integrals must be evaluated.

8: lenx – Integer Input

On entry: the dimension of the array x. Currently lenx ¼ max 122; spri � 1
� �

will be sufficient for
all cases.

Constraint: lenx 	 lenxrq, where lenxrq is dependent upon the options currently set (see
Section 11). lenxrq is returned as lenxrq from nag_quad_1d_gen_vec_multi_dimreq (d01rcc).

9: nx – Integer * Input/Output

On initial entry: need not be set.

On intermediate exit: nx, the number of abscissae at which integrands are required.

On intermediate re-entry: must not be changed.
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10: fm½dim� – const double Input

Note: the dimension, dim, of the array fm must be at least ldfm� sdfmrq, where sdfmrq is
dependent upon ni and the options currently set. sdfmrq is returned as sdfmrq from
nag_quad_1d_gen_vec_multi_dimreq (d01rcc). If default options are chosen, sdfmrq ¼ lenxrq.

On initial entry: need not be set.

On intermediate re-entry: if indicated by needi½j� 1� you must supply the values fj xið Þ in
FM j; ið Þ, for i ¼ 1; 2; . . . ; nx and j ¼ 1; 2; . . . ; ni.

11: ldfm – Integer Input

On entry: the stride separating matrix row elements in the array fm.

Constraint: ldfm 	 ldfmrq, where ldfmrq is dependent upon ni and the options currently set.
ldfmrq is returned as ldfmrq from nag_quad_1d_gen_vec_multi_dimreq (d01rcc). If default
options are chosen, ldfmrq ¼ ni, implying ldfm 	 ni.

12: dinest½ni� – double Input/Output

dinest½j� 1� contains the current estimate of the definite integral Fj.

On initial entry: need not be set.

On intermediate re-entry: must not be altered.

On exit: contains the current estimates of the ni integrals. If irevcm ¼ 0, this will be the final
solution.

13: errest½ni� – double Input/Output

errest½j� 1� contains the current error estimate of the definite integral Fj.

On initial entry: need not be set.

On intermediate re-entry: must not be altered.

On exit: contains the current error estimates for the ni integrals. If irevcm ¼ 0, errest contains
the final error estimates of the ni integrals.

14: iopts½100� – const Integer Communication Array
15: opts½100� – const double Communication Array

The arrays iopts and opts MUST NOT be altered between calls to any of the functions
nag_quad_1d_gen_vec_multi_rcomm (d01rac), nag_quad_1d_gen_vec_multi_dimreq (d01rcc),
nag_quad_opt_set (d01zkc) and nag_quad_opt_get (d01zlc).

16: icom½licom� – Integer Communication Array

icom contains details of the integration procedure, including information on the integration of the
ni integrals over individual segments. This data is stored sequentially in the order that segments
are created. For further information see Section 9.1.

17: licom – Integer Input

On entry: the dimension of the array icom.

Constraint: licom 	 licmin, where licmin is dependent upon ni and the current options set.
licmin is returned as licmin from nag_quad_1d_gen_vec_multi_dimreq (d01rcc). If the default
options are set, then licmin ¼ 55þ 6� ni. Larger values than licmin are recommended if you
anticipate that any integrals will require the domain to be further subdivided.

The maximum value that may be required, licmax, is returned as licmax from
nag_quad_1d_gen_vec_multi_dimreq (d01rcc). If default options are chosen, except for possibly
increasing the value of spri, then licmax ¼ 50þ 5� niþ spri þ 100

� �
� 5þ nið Þ.
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18: com½lcom� – double Communication Array

com contains details of the integration procedure, including information on the integration of the
ni integrals over individual segments. This data is stored sequentially in the order that segments
are created. For further information see Section 9.1.

19: lcom – Integer Input

On entry: the dimension of the array com.

Constraint: lcom > lcmin, where lcmin is dependent upon ni, spri and the current options set.
lcmin is returned as lcmin from nag_quad_1d_gen_vec_multi_dimreq (d01rcc). If default options
are set, then lcmin ¼ 96þ 12� ni. Larger values are recommended if you anticipate that any
integrals will require the domain to be further subdivided.

Given the current options and arguments, the maximum value, lcmax, of lcom that may be
required, is returned as lcmax from nag_quad_1d_gen_vec_multi_dimreq (d01rcc). If default
options are chosen, lcmax ¼ 94þ 9� niþ ni=2d e þ spri þ 100

� �
� 2þ ni=2d e þ 2� nið Þ.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

At least one error estimate exceeded the requested tolerances.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

irevcm had an illegal value.
On entry, irevcm ¼ valueh i.
On entry, ni ¼ valueh i.
Constraint: ni 	 1.

NE_INT_2

ldfm < ldfmrq. If default options are chosen, this implies ldfm < ni.
On entry, ldfm ¼ valueh i.
Constraint: ldfm 	 valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_ARRAY

On entry, one of icom and com has become corrupted.
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NE_INVALID_OPTION

Either the option arrays iopts and opts have not been initialized for nag_quad_1d_gen_vec_
multi_rcomm (d01rac), or they have become corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_QUAD_BAD_SUBDIV_INT

Extremely bad behaviour was detected for at least one integral.

Extremely bad behaviour was detected for at least one integral. At least one other integral error
estimate was above the requested tolerance.

NE_QUAD_BRKPTS_INVAL

On entry, Primary Division Mode ¼ MANUAL and at least one supplied break-point in x is
outside of the domain of integration.

NE_TOO_SMALL

lcom is insufficient for additional subdivision.
On entry, lcom ¼ valueh i.
Constraint: lcom 	 valueh i.
lenx is insufficient for the chosen options.
On entry, lenx ¼ valueh i.
Constraint: lenx 	 valueh i.
licom is insufficient for additional subdivision.
On entry, licom ¼ valueh i.
Constraint: licom 	 valueh i.

NE_USER_STOP

Evaluation of all integrals has been stopped during the initial phase.

7 Accuracy

nag_quad_1d_gen_vec_multi_rcomm (d01rac) cannot guarantee, but in practice usually achieves, the
following accuracy for each integral Fj:

Fj � dinest½j� 1�
		 		 � tol

where

tol ¼ max �a; �r � Fj
		 		� �

�a and �r are the error tolerances Absolute Tolerance and Relative Tolerance respectively. Moreover,
it returns errest, the entries of which in normal circumstances satisfy,

Fj � dinest½j� 1�
		 		 � errest½j� 1� � tol:

8 Parallelism and Performance

nag_quad_1d_gen_vec_multi_rcomm (d01rac) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_quad_1d_gen_vec_multi_rcomm (d01rac) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time required by nag_quad_1d_gen_vec_multi_rcomm (d01rac) is usually dominated by the time
required to evaluate the values of the integrands fj.

nag_quad_1d_gen_vec_multi_rcomm (d01rac) will be most efficient if any badly behaved integrands
provided have irregularities over similar subsections of the domain. For example, evaluation of the
integrals, Z 1

0

log xð Þ
x�

1
2

x2

0@ 1Adx
will be quite efficient, as the irregular behaviour of the first two integrands is at x ¼ 0. On the contrary,
the evaluation of the integrals, Z 1

0

log xð Þ
log 1� xð Þ

� �
dx

will be less efficient, as the two integrands have singularities at opposite ends of the domain, which will
result in subdivisions which are only of use to one integrand. In such cases, it will be more efficient to
use two sets of calls to nag_quad_1d_gen_vec_multi_rcomm (d01rac).

nag_quad_1d_gen_vec_multi_rcomm (d01rac) will flag extremely bad behaviour if a sub-interval �k with
bounds a�k; b�k½ � satisfying b�k � a�kj j < max �a; �r � b� aj jð Þ has a local error estimate greater than the
requested tolerance for at least one integral. The values �a and �r can be set through the optional
parameters Absolute Interval Minimum and Relative Interval Minimum respectively.

9.1 Details of the Computation

This section is recommended for expert users only. It describes the contents of the arrays com and icom
upon exit from nag_quad_1d_gen_vec_multi_rcomm (d01rac) with fail:code ¼ NE_NOERROR,
NE_ACCURACY or NE_QUAD_BAD_SUBDIV_INT, and provided at least one iteration completed,
failure due to insufficient licom or lcom.

The arrays icom and com contain details of the integration, including various scalars, one-dimensional
arrays, and (effectively) two-dimensional arrays. The dimensions of these arrays vary depending on the
arguments and options used and the progress of the algorithm. Here we describe some of these details,
including how and where they are stored in icom and com.

Scalar quantities:

The indices in icom including the following scalars are available via query only options, see
Section 11.2. For example, Ildi is the integer value returned by the option Index LDI. Note the indices
returned start at 1 and so the corresponding zero based indices require 1 to be subtracted as shown
below. This is also true for the location of arrays within icom and com and consequently the indices of
the elements of the one- and two-dimensional arrays must be modified as detailed below.

ldi The leading dimension of the two-dimensional integer arrays stored in icom detailed below.
ldi ¼ icom½Ildi � 1�.

ldr The leading dimension of the two-dimensional real arrays stored in com detailed below.
ldr ¼ icom½Ildr � 1�.

nsdiv The number of segments that have been subdivided during the adaptive process.
nsdiv ¼ icom½Insdiv � 1�.

nseg The total number of segments formed.
nseg ¼ 2nsdiv þ spri.
nseg ¼ icom½Inseg � 1�.
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dsp The reference of the first element of the array ds stored in com.
dsp ¼ icom½Idsp � 1�.

esp The reference of the first element of the array es stored in com.
esp ¼ icom½Iesp � 1�.

evalsp The reference of the first element of the array evals stored in icom.
evalsp ¼ icom½Ievalsp � 1�.

fcp The reference of the first element of the array fcount stored in icom.
fcp ¼ icom½Ifcp � 1�.

sinforp The reference of the first element of the array sinfor stored in com.
sinforp ¼ icom½Isinforp � 1�.

sinfoip The reference of the first element of the array sinfoi stored in icom.
sinfoip ¼ icom½Isinfoip � 1�.

One-dimensional arrays:

fcount ni½ �
fcount½0� ¼ icom½fcp� 1�.

fcount½j� 1� contains the number of different approximations of integral j calculated, for
j ¼ 1; 2; . . . ; ni.

Two-dimensional arrays:

sinfoi 5� nseg½ �
sinfoi½0� ¼ icom½sinfoip� 1�.
sinfoi contains information about the hierarchy of splitting.

sinfoi½ k � 1ð Þ � ldi� contains the split identifier for segment k, for k ¼ 1; 2; . . . ;nseg.

sinfoi½ k � 1ð Þ � ldi þ 1� contains the parent segment number of segment k (i.e., the segment was split
to create segment k), for k ¼ 1; 2; . . . ;nseg.

sinfoi½ k� 1ð Þ � ldi þ 2� and sinfoi½ k � 1ð Þ � ldi þ 3� contain the segment numbers of the two child
segments formed from segment k, if segment k has been split. If segment k has not been split, these
will be negative.

sinfoi½ k � 1ð Þ � ldi þ 4� contains the level at which the segment exists, corresponding to na þ 1, where
na is the number of ancestor segments of segment k, for k ¼ 1; 2; . . . ; nseg. A negative level indicates
that segment k will not be split further, the level is then given by the absolute value of
sinfoi½ k � 1ð Þ � ldi þ 4�.
sinfor 2� nseg½ �

sinfor ½0� ¼ com½sinforp� 1�.
sinfor contains the bounds of each segment.

sinfor ½ k � 1ð Þ � ldr � contains the lower bound of segment k, for k ¼ 1; 2; . . . ;nseg.

sinfor ½ k � 1ð Þ � ldr þ 1� contains the upper bound of segment k, for k ¼ 1; 2; . . . ; nseg.

evals ni � nseg½ �
evals½0� ¼ icom½evalsp� 1�.

evals contains information to indicate whether an estimate of the integral j has been obtained over
segment k, and if so whether this evaluation still contributes to the direct estimate of Fj , for
j ¼ 1; 2; . . . ; ni and k ¼ 1; 2; . . . ; nseg.

evals½ k � 1ð Þ � ldi þ j � 1� ¼ 0 indicates that integral j has not been evaluated over segment k.

evals½ k � 1ð Þ � ldi þ j � 1� ¼ 1 indicates that integral j has been evaluated over segment k, and that
this evaluation contributes to the direct estimate of Fj.

evals½ k � 1ð Þ � ldi þ j � 1� ¼ 2 indicates that integral j has been evaluated over segment k, that this
evaluation contributes to the direct estimate of Fj, and that you have requested no further evaluation of
this integral at this segment by setting needi½j� 1� < 0.
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evals½ k � 1ð Þ � ldi þ j � 1� ¼ 3 indicates that integral j has been evaluated over segment k, and this
evaluation no longer contributes to the direct estimate of Fj.

evals½ k � 1ð Þ � ldi þ j � 1� ¼ 4 indicates that integral j has been evaluated over segment k, that this
evaluation contributes to the direct estimate of Fj, and that this segment is too small for any further
splitting to be performed. Integral j also has a local error estimate over this segment above the
requested tolerance. Such segments cause nag_quad_1d_gen_vec_multi_rcomm (d01rac) to return
fail:code ¼ NE_QUAD_BAD_SUBDIV_INT, indicating extremely bad behaviour.

evals½ k � 1ð Þ � ldi þ j � 1� ¼ 5 indicates that integral j has been evaluated over segment k, that this
evaluation contributes to the direct estimate of Fj, and that this segment is too small for any further
splitting to be performed. The local error estimate is however below the requested tolerance.

ds ni � nseg½ �
ds½0� ¼ com½dsp� 1�.

ds½ k � 1ð Þ � ldr þ j� 1� contains the definite integral estimate of the jth integral over the kth segment,
dsj;k , provided it has been evaluated, for j ¼ 1; 2; . . . ; ni and k ¼ 1; 2; . . . ; nseg.

es ni � nseg½ �
es½0� ¼ com½esp� 1�.

es½ k � 1ð Þ � ldr þ j� 1� contains the definite integral error estimate of the jth integral over the kth
segment, esj;k , provided it has been evaluated, for j ¼ 1; 2; . . . ; ni and k ¼ 1; 2; . . . ; nseg.

For each integral j, the direct approximation Dj of Fj, and its error estimate Ej, may be constructed as,

Fj � Dj ¼
P
Kj

dsj;k;

Fj �Dj

		 		 � Ej ¼
P
Kj

esj;k ;

w h e r e Kj i s t h e s e t o f a l l c o n t r i b u t i n g s e g m e n t s ,
Kj ¼ k j evals½ k � 1ð Þ � ldi þ j� 1� ¼ 1; 2; 4 or 5; 1 � k � nsegf g. Dj will have been returned in
dinest½j� 1�, unless extrapolation was successful, as indicated by needi½j� 1�.
Similarly, Ej will have been returned in errest½j� 1� unless extrapolation was successful, in which case
the error estimate from the extrapolation will have been returned. If for a given integral j one or more
contributing segments have unacceptable error estimates, it may be possible to improve the direct
approximation by replacing the contributions from these segments with more accurate estimates should
these be calculable by some means. Indeed for any segment �k 2 k, with lower bound a�k ¼ sinfor 1; �k

� �
and upper bound b�k ¼ sinfor 2; �k

� �
, one may alter the direct approximation Dj by the following,

dsnewj;�k �
R b�k
a�k
fj xð Þ dx

Dj ¼
P
Kj

dsj;k � dsj;�k þ dsnewj;�k :

The error estimate Ej may be altered similarly.

10 Example

This example integrates

F ¼
Z 	

0

x sin 2xð Þ cos 15xð Þ
x2 sin 2xð Þ cos 50xð Þ

� �
dx:

10.1 Program Text

/* nag_quad_1d_gen_vec_multi_rcomm (d01rac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx01.h>

/* Print information on splitting and evaluations over subregions? */
Nag_Boolean disp_integration_info = Nag_TRUE;

static void display_integration_details(const Integer ni,
const Integer iopts[],
const double opts[],
const Integer icom[],
const double com[]);

static void display_option(const char *optstr, const Nag_VariableType optype,
const Integer ivalue, const double rvalue,
const char *cvalue);

int main(void)
{
#define FM(J,I) fm[(I-1)*ldfm + J-1]

/* Scalars */
int exit_status = 0;
Integer len_cvalue;
double a, b, rvalue;
Integer irevcm, ivalue, i, j, lcmax, lcmin, lcom, ldfm, ldfmrq,

lenx, lenxrq, licmax, licmin, licom, liopts, lopts, ni, nx,
sdfm, sdfmrq, sid;

/* Arrays */
char cvalue[17];
double *com = 0, *dinest = 0, *errest = 0, *fm = 0, *opts = 0, *x = 0;
Integer *icom = 0, *iopts = 0, *needi = 0;

/* NAG types */
Nag_VariableType optype;
NagError fail;

printf("nag_quad_1d_gen_vec_multi_rcomm (d01rac) Example Program Results"
"\n\n");

/* Setup phase. */
/* Set problem parameters. */
ni = 2;
a = 0.0;
b = nag_pi;

liopts = 100;
lopts = 100;
if (!(opts = NAG_ALLOC((lopts), double)) ||

!(iopts = NAG_ALLOC((liopts), Integer))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

INIT_FAIL(fail);
/* Initialize option arrays using nag_quad_opt_set (d01zkc). */
nag_quad_opt_set("Initialize = nag_quad_1d_gen_vec_multi_rcomm",

iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_opt_set (d01zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_quad_opt_set("Quadrature Rule = gk41", iopts, liopts, opts, lopts,

&fail);
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nag_quad_opt_set("Absolute Tolerance = 1.0e-7", iopts, liopts, opts, lopts,
&fail);

nag_quad_opt_set("Relative Tolerance = 1.0e-7", iopts, liopts, opts, lopts,
&fail);

/* Determine required array dimensions for
* nag_quad_1d_gen_vec_multi_rcomm (d01rac) using
* nag_quad_1d_gen_vec_multi_dimreq (d01rcc).
*/

nag_quad_1d_gen_vec_multi_dimreq(ni, &lenxrq, &ldfmrq, &sdfmrq,
&licmin, &licmax, &lcmin, &lcmax,
iopts, opts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_1d_gen_vec_multi_dimreq (d01rcc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
ldfm = ldfmrq;
sdfm = sdfmrq;
lenx = lenxrq;
licom = licmax;
lcom = lcmax;

/* Allocate remaining arrays. */
if (!(x = NAG_ALLOC((lenx), double)) ||

!(needi = NAG_ALLOC((ni), Integer)) ||
!(fm = NAG_ALLOC((ldfm) * (sdfm), double)) ||
!(dinest = NAG_ALLOC((ni), double)) ||
!(errest = NAG_ALLOC((ni), double)) ||
!(com = NAG_ALLOC((lcom), double)) ||
!(icom = NAG_ALLOC((licom), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Solve phase. */
/* Use nag_quad_1d_gen_vec_multi_rcomm (d01rac) to evaluate the
* definite integrals of:
* f_1 = (x*sin(2*x))*cos(15*x)
* f_2 = (x*sin(2*x))*(x*cos(50*x))
*/

INIT_FAIL(fail);
/* Set initial irevcm. */
irevcm = 1;
while (irevcm) {

/* nag_quad_1d_gen_vec_multi_rcomm (d01rac).
* One-dimensional quadrature, adaptive, vectorized, multi-integral,
* reverse communication.
*/

nag_quad_1d_gen_vec_multi_rcomm(&irevcm, ni, a, b,
&sid, needi, x, lenx, &nx, fm, ldfm,
dinest, errest,
iopts, opts, icom, licom, com, lcom,
&fail);

switch (irevcm) {
case 11:

/* Initial returns.
* These will occur during the non-adaptive phase.
* All values must be supplied.
* dinest and errest do not contain approximations over the complete
* interval at this stage.
*/

for (i = 1; i <= nx; i++) {
FM(2, i) = x[i - 1] * sin(2.0 * x[i - 1]);
FM(1, i) = FM(2, i) * cos(15.0 * x[i - 1]);

d01 – Quadrature d01rac

Mark 26 d01rac.13



/* Complete f_2 calculation. */
FM(2, i) = FM(2, i) * x[i - 1] * cos(50.0 * x[i - 1]);

}

break;
case 12:

/* Intermediate returns.
* These will occur during the adaptive phase.
* All requested values must be supplied.
* dinest and errest contain approximations over the complete
* interval at this stage.
*/

if ((needi[0] == 1) && (needi[1] == 1)) {
for (i = 1; i <= nx; i++) {

FM(2, i) = x[i - 1] * sin(2.0 * x[i - 1]);
FM(1, i) = FM(2, i) * cos(15.0 * x[i - 1]);
/* Complete f_2 calculation. */
FM(2, i) = FM(2, i) * x[i - 1] * cos(50.0 * x[i - 1]);

}
}
else if (needi[0] == 1) {

/* Only calculation of f_1 is requried. */
for (i = 1; i <= nx; i++)

FM(1, i) =
(x[i - 1] * sin(2.0 * x[i - 1])) * (cos(15.0 * x[i - 1]));

}
else if (needi[1] == 1) {

/* Only calculation of f_2 is requried. */
for (i = 1; i <= nx; i++)

FM(2, i) =
(x[i - 1] * sin(2.0 * x[i - 1])) * (x[i - 1] *

cos(50.0 * x[i - 1]));
}
break;

case 0:
/* Final return. Test fail.code. */
switch (fail.code) {
case NE_NOERROR:

break;
case NE_ACCURACY:

printf("Warning: nag_quad_1d_gen_vec_multi_rcomm (d01rac) has "
"returned at \n least one error estimate exceeding the"
" requested tolerances\n");

break;
case NE_QUAD_BAD_SUBDIV_INT:

/* Useful information has been returned. */
printf("Warning: nag_quad_1d_gen_vec_multi_rcomm (d01rac) has "

"detected \n extremely bad behaviour for at least"
" one integral\n");

break;
default:;

/* An unrecoverable error has been detected. */
printf("Error from nag_quad_1d_gen_vec_multi_rcomm (d01rac).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
}

}

/* Query some currently set options using nag_quad_opt_get (d01zlc). */
len_cvalue = 17;
nag_quad_opt_get("Quadrature rule", &ivalue, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
display_option("Quadrature rule", optype, ivalue, rvalue, cvalue);
nag_quad_opt_get("Maximum Subdivisions", &ivalue, &rvalue, cvalue,

len_cvalue, &optype, iopts, opts, &fail);
display_option("Maximum Subdivisions", optype, ivalue, rvalue, cvalue);
nag_quad_opt_get("Extrapolation", &ivalue, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
display_option("Extrapolation", optype, ivalue, rvalue, cvalue);
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nag_quad_opt_get("Extrapolation Safeguard", &ivalue, &rvalue,
cvalue, len_cvalue, &optype, iopts, opts, &fail);

display_option("Extrapolation safeguard", optype, ivalue, rvalue, cvalue);

/* Print solution. */
printf("\n Integral | needi | dinest | errest \n");
for (j = 1; j <= ni; j++)

printf(" %9" NAG_IFMT " %9" NAG_IFMT " %12.4e %12.4e\n",
j, needi[j - 1], dinest[j - 1], errest[j - 1]);

/* Investigate integration strategy. */
if (disp_integration_info)

display_integration_details(ni, iopts, opts, icom, com);

END:
NAG_FREE(com);
NAG_FREE(dinest);
NAG_FREE(errest);
NAG_FREE(fm);
NAG_FREE(opts);
NAG_FREE(x);
NAG_FREE(icom);
NAG_FREE(iopts);
NAG_FREE(needi);
return exit_status;

}

static void display_integration_details(const Integer ni,
const Integer iopts[],
const double opts[],
const Integer icom[],
const double com[])

{
#define FCOUNT(J) icom[fcp + J-2]
#define EVALS(J,K) icom[evalsp +(K-1)*ldi + J-2]
#define SINFOI(L,K) icom[sinfoip +(K-1)*ldi + L-2]
#define DS(J,K) com[dsp + (K-1)*ldr + J-2]
#define ES(J,K) com[esp + (K-1)*ldr + J-2]
#define SINFOR(L,K) com[sinforp + (K-1)*ldr + L-2]

double lbnd, ubnd, rvalue;
Integer ldi, ldr, sinfoip, sinforp, evalsp, fcp, dsp, esp, nseg, nsdiv;
Integer child1, child2, j, k, level, parent, sid, index, len_cvalue;
char cvalue[17];
NagError fail;
Nag_VariableType optype;

/* Request communication array indices */
INIT_FAIL(fail);
len_cvalue = 17;
nag_quad_opt_get("Index nseg", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
nseg = icom[index - 1];
nag_quad_opt_get("Index nsdiv", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
nsdiv = icom[index - 1];
nag_quad_opt_get("Index ldi", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
ldi = icom[index - 1];
nag_quad_opt_get("Index ldr", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
ldr = icom[index - 1];
nag_quad_opt_get("Index fcp", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
fcp = icom[index - 1];
nag_quad_opt_get("Index evalsp", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
evalsp = icom[index - 1];
nag_quad_opt_get("Index sinfoip", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
sinfoip = icom[index - 1];
nag_quad_opt_get("Index dsp", &index, &rvalue, cvalue, len_cvalue,
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&optype, iopts, opts, &fail);
dsp = icom[index - 1];
nag_quad_opt_get("Index esp", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
esp = icom[index - 1];
nag_quad_opt_get("Index sinforp", &index, &rvalue, cvalue, len_cvalue,

&optype, iopts, opts, &fail);
sinforp = icom[index - 1];

printf("\n Information on integration:\n ni = %3" NAG_IFMT
", nseg = %3" NAG_IFMT ", nsdiv = %3" NAG_IFMT ".", ni, nseg, nsdiv);

for (j = 1; j <= ni; j++)
printf("\n Integral %2" NAG_IFMT " total approximations: %3" NAG_IFMT ".",

j, FCOUNT(j));
printf("\n\n Information on subdivision and evaluations over segments.\n");
for (k = 1; k <= nseg; k++) {

printf("\n");
sid = SINFOI(1, k);
parent = SINFOI(2, k);
child1 = SINFOI(3, k);
child2 = SINFOI(4, k);
level = SINFOI(5, k);
lbnd = SINFOR(1, k);
ubnd = SINFOR(2, k);
printf(" Segment %3" NAG_IFMT ".\n Sid = %3" NAG_IFMT ", Parent = "

"%3" NAG_IFMT ", Level = %3" NAG_IFMT ".\n", k, sid, parent,
level);

if (child1 > 0)
printf(" Children = (%3" NAG_IFMT ",%3" NAG_IFMT ").\n", child1,

child2);
printf(" Bounds (%11.4e,%11.4e).\n", lbnd, ubnd);
for (j = 1; j <= ni; j++) {

if (EVALS(j, k) > 0 && EVALS(j, k) < 5) {
printf(" Integral %2" NAG_IFMT " approximation : %11.4e.\n", j,

DS(j, k));
printf(" Integral %2" NAG_IFMT " error estimate: %11.4e.\n", j,

ES(j, k));
if (EVALS(j, k) == 3)

printf(" Integral %2" NAG_IFMT " evaluation has been superseded by "
"descendants.\n", j);

}
}

}
fflush(stdout);

}

static void display_option(const char *optstr, const Nag_VariableType optype,
const Integer ivalue, const double rvalue,
const char *cvalue)

{
/* Query optype and print the appropriate option values. */
switch (optype) {
case Nag_Integer:

printf(" %30s : %13" NAG_IFMT "\n", optstr, ivalue);
break;

case Nag_Real:
printf(" %30s : %13.4e\n", optstr, rvalue);
break;

case Nag_Character:
printf(" %30s : %16s\n", optstr, cvalue);
break;

case Nag_Integer_Additional:
printf(" %30s : %3" NAG_IFMT " %16s\n", optstr, ivalue, cvalue);
break;

case Nag_Real_Additional:
printf(" %30s : %13.4e %16s\n", optstr, rvalue, cvalue);
break;

default:;
}
fflush(stdout);

}
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10.2 Program Data

None.

10.3 Program Results

nag_quad_1d_gen_vec_multi_rcomm (d01rac) Example Program Results

Quadrature rule : GK41
Maximum Subdivisions : 50

Extrapolation : ON
Extrapolation safeguard : 1.0000e-12

Integral | needi | dinest | errest
1 0 -2.8431e-02 1.1234e-14
2 0 7.9083e-03 2.6600e-09

Information on integration:
ni = 2, nseg = 7, nsdiv = 3.
Integral 1 total approximations: 2.
Integral 2 total approximations: 4.

Information on subdivision and evaluations over segments.

Segment 1.
Sid = 1, Parent = 0, Level = 1.
Children = ( 2, 3).
Bounds ( 0.0000e+00, 3.1416e+00).
Integral 1 approximation : -2.8431e-02.
Integral 1 error estimate: 8.0372e-04.
Integral 1 evaluation has been superseded by descendants.
Integral 2 approximation : -3.6050e-01.
Integral 2 error estimate: 4.2596e+00.
Integral 2 evaluation has been superseded by descendants.

Segment 2.
Sid = 2, Parent = 1, Level = 2.
Children = ( 6, 7).
Bounds ( 0.0000e+00, 1.5708e+00).
Integral 1 approximation : -1.2285e-03.
Integral 1 error estimate: 2.8161e-15.
Integral 2 approximation : 1.9771e-03.
Integral 2 error estimate: 4.0437e-01.
Integral 2 evaluation has been superseded by descendants.

Segment 3.
Sid = 2, Parent = 1, Level = 2.
Children = ( 4, 5).
Bounds ( 1.5708e+00, 3.1416e+00).
Integral 1 approximation : -2.7202e-02.
Integral 1 error estimate: 8.4182e-15.
Integral 2 approximation : 5.9313e-03.
Integral 2 error estimate: 3.0259e+00.
Integral 2 evaluation has been superseded by descendants.

Segment 4.
Sid = 3, Parent = 3, Level = 3.
Bounds ( 1.5708e+00, 2.3562e+00).
Integral 2 approximation : 1.0922e-01.
Integral 2 error estimate: 7.9151e-10.

Segment 5.
Sid = 3, Parent = 3, Level = 3.
Bounds ( 2.3562e+00, 3.1416e+00).
Integral 2 approximation : -1.0329e-01.
Integral 2 error estimate: 1.6413e-09.

Segment 6.
Sid = 4, Parent = 2, Level = 3.
Bounds ( 0.0000e+00, 7.8540e-01).
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Integral 2 approximation : 1.2343e-02.
Integral 2 error estimate: 5.2456e-11.

Segment 7.
Sid = 4, Parent = 2, Level = 3.
Bounds ( 7.8540e-01, 1.5708e+00).
Integral 2 approximation : -1.0365e-02.
Integral 2 error estimate: 1.7467e-10.

11 Optional Parameters

This section can be skipped if you wish to use the default values for all optional parameters, otherwise,
the following is a list of the optional parameters available. A full description of each optional parameter
is provided in Section 11.1.

Absolute Interval Minimum

Absolute Tolerance

Extrapolation

Extrapolation Safeguard

Maximum Subdivisions

Primary Division Mode

Primary Divisions

Prioritize Error

Quadrature Rule

Relative Interval Minimum

Relative Tolerance

The following optional parameters, see Section 11.2, may be utilized by expert users in conjunction
with the information provided in Section 9.1.

Index LDI

Index LDR

Index NSDIV

Index NSEG

Index FCP

Index EVALSP

Index DSP

Index ESP

Index SINFOIP

Index SINFORP

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value.

The following symbols represent various machine constants:
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� represents the machine precision (see nag_machine_precision (X02AJC));

emax is the maximum exponent argument of the model of floating-point arithmetic, (see
nag_real_max_exponent (X02BLC));

Rmax represents the largest representable real value (see nag_real_largest_number (X02ALC)).

All options accept the value ‘DEFAULT’ in order to return single options to their default states.

Keywords and character values are case insensitive, however they must be separated by at least one
space.

Unsetable options will return the appropriate value when calling nag_quad_opt_get (d01zlc). They will
have no effect if passed to nag_quad_opt_set (d01zkc).

For nag_quad_1d_gen_vec_multi_rcomm (d01rac) the maximum length of the argument cvalue used by
nag_quad_opt_get (d01zlc) is 15.

Absolute Interval Minimum r Default ¼ 128:0�

r ¼ �a, the absolute lower limit for a segment to be considered for subdivision. See also
Relative Interval Minimum and Section 9.

Constraint: r 	 128�.

Absolute Tolerance r Default ¼ 1024�

r ¼ �a, the absolute tolerance required. See also Relative Tolerance and Section 3.

Constraint: r 	 0:0.

Extrapolation a Default ¼ ON

Activate or deactivate the use of the � algorithm (Wynn (1956)). Extrapolation often reduces the
number of iterations required to achieve the desired solution, but it can occasionally lead to premature
convergence towards an incorrect answer.

ON
Use extrapolation.

OFF
Disable extrapolation.

Extrapolation Safeguard r Default ¼ 1:0e�12

r ¼ �safe. If �q is the estimated error from the quadrature evaluation alone, and �ex is the error estimate
determined using extrapolation, then the extrapolated solution will only be accepted if �safe�q � �ex .

Maximum Subdivisions i Default ¼ 50

i ¼ max sdiv, the maximum number of subdivisions the algorithm may use in the adaptive phase,
forming at most an additional 2�max sdivð Þ segments.

Primary Divisions i Default ¼ 1

i ¼ spri, the number of initial segments of the domain a; b½ �. By default the initial segment is the entire
domain.

Constraint: 0 < i < 1000000.

Primary Division Mode a Default ¼ AUTOMATIC

Determines how the initial set of spri segments will be generated.

AUTOMATIC
nag_quad_1d_gen_vec_multi_rcomm (d01rac) will automatically generate spri segments of equal
size covering the interval a; b½ �.
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MANUAL
nag_quad_1d_gen_vec_multi_rcomm (d01rac) will use the break-points x0i , for
i ¼ 1; 2; . . . ; spri � 1, supplied in x on initial entry to generate the initial segments covering
a; b½ �. These may be supplied in any order, however it will be more efficient to supply them in
ascending (or descending if a > b) order. Repeated break-points are allowed, although this will
generate fewer initial segments.

Note: an absolute bound on the size of an initial segment of 10:0� is automatically applied in all cases,
and will result in fewer initial subdivisions being generated if automatically generated or supplied
break-points result in segments smaller than this.

Prioritize Error a Default ¼ LEVEL

Indicates how new subdivisions of segments sustaining unacceptable local errors for integrals should be
prioritized.

LEVEL
Segments with lower level with unsatisfactory error estimates will be chosen over segments with
greater error on higher levels. This will probably lead to more integrals being improved in earlier
iterations of the algorithm, and hence will probably lead to fewer repeated returns (see argument
sid), and to more integrals being satisfactorily estimated if computational exhaustion occurs.

MAXERR
The segment with the worst overall error will be split, regardless of level. This will more rapidly
improve the worst integral estimates, although it will probably result in the fewest integrals being
improved in earlier iterations, and may hence lead to more repeated returns (see argument sid),
and potentially fewer integrals satisfying the requested tolerances if computational exhaustion
occurs.

Quadrature Rule a Default ¼ GK15

The basic quadrature rule to be used during the integration. Currently 6 Gauss–Kronrod rules are
available, all identifiable by the letters GK followed by the number of points required by the Kronrod
rule. Higher order rules generally provide higher accuracy with fewer subdivisons. However, for
integrands with sharp singularities, lower order rules may be more efficient, particularly if the integrand
away from the singularity is well behaved. With higher order rules, you may need to increase the
Absolute Interval Minimum and the Relative Interval Minimum to maintain numerical difference
between the abscissae and the segment bounds.

GK15
The Gauss–Kronrod rule based on 7 Gauss points and 15 Kronrod points.

GK21
The Gauss–Kronrod rule based on 10 Gauss points and 21 Kronrod points. This is the rule used
by nag_1d_quad_gen_1 (d01sjc).

GK31
The Gauss–Kronrod rule based on 15 Gauss points and 31 Kronrod points.

GK41
The Gauss–Kronrod rule based on 20 Gauss points and 41 Kronrod points.

GK51
The Gauss–Kronrod rule based on 25 Gauss points and 51 Kronrod points.

GK61
The Gauss–Kronrod rule based on 30 Gauss points and 61 Kronrod points. This is the highest
order rule, most suitable for highly oscilliatory integrals.

Relative Interval Minimum r Default ¼ 1:0e�6
r ¼ �r, the relative factor in the lower limit, �r b� aj j, for a segment to be considered for subdivision.
See also Absolute Interval Minimum and Section 9.

Constraint: r 	 0:0.
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Relative Tolerance r Default ¼
ffiffi
�
p

r ¼ �r, the required relative tolerance. See also Absolute Tolerance and Section 3.

Constraint: r 	 0:0.

Note: setting both �r ¼ �a ¼ 0:0 is possible, although it will most likely result in an excessive amount
of computational effort.

11.2 Diagnostic Options

These options are provided for expert users who wish to examine and modify the precise details of the
computation. They should only be used after nag_quad_1d_gen_vec_multi_rcomm (d01rac) returns, as
opposed to the options listed in Section 11.1 which must be used before the first call to
nag_quad_1d_gen_vec_multi_rcomm (d01rac).

Index LDI i query only

Ildi, the index of icom required for obtaining ldi. See Section 9.1.

Index LDR i query only

Ildr , the index of icom required for obtaining ldr . See Section 9.1.

Index NSDIV i query only

Insdiv , the index of icom required for obtaining nsdiv. See Section 9.1.

Index NSEG i query only

Inseg, the index of icom required for obtaining nseg. See Section 9.1.

Index FCP i query only

Ifcp, the index of icom required for obtaining fcp. See Section 9.1.

Index EVALSP i query only

Ievalsp, the index of icom required for obtaining evalsp. See Section 9.1.

Index DSP i query only

Idsp, the index of icom required for obtaining dsp. See Section 9.1.

Index ESP i query only

Iesp, the index of icom required for obtaining esp. See Section 9.1.

Index SINFOIP i query only

Isinfoip, the index of icom required for obtaining sinfoip. See Section 9.1.

Index SINFORP i query only

Isinforp, the index of icom required for obtaining sinforp. See Section 9.1.

d01 – Quadrature d01rac

Mark 26 d01rac.21 (last)





NAG Library Function Document

nag_quad_1d_gen_vec_multi_dimreq (d01rcc)

1 Purpose

The dimension of the arrays that must be passed as actual arguments to nag_quad_1d_gen_vec_mul
ti_rcomm (d01rac) are dependent upon a number of factors. nag_quad_1d_gen_vec_multi_dimreq
(d01rcc) returns the correct size of these arrays enabling nag_quad_1d_gen_vec_multi_rcomm (d01rac)
to be called successfully.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gen_vec_multi_dimreq (Integer ni, Integer *lenxrq,
Integer *ldfmrq, Integer *sdfmrq, Integer *licmin, Integer *licmax,
Integer *lcmin, Integer *lcmax, const Integer iopts[],
const double opts[], NagError *fail)

3 Description

nag_quad_1d_gen_vec_multi_dimreq (d01rcc) returns the minimum dimension of the arrays x (lenxrq),
fm (ldfmrq � sdfmrq), icom (licmin) and com (lcmin) that must be passed to nag_quad_1d_gen_
vec_multi_rcomm (d01rac) to enable the integration to commence given options currently set for the ni
integrands. nag_quad_1d_gen_vec_multi_dimreq (d01rcc) also returns the upper bounds licmax and
lcmax for the dimension of the arrays icom and com, that could possibly be required with the chosen
options.

All the minimum values lenxrq, ldfmrq, sdfmrq, licmin and lcmin, and subsequently all the maximum
values licmax and lcmax may be affected if different options are set, and hence nag_quad_1d_gen_
vec_multi_dimreq (d01rcc) should be called after any options are set, and before the first call to
nag_quad_1d_gen_vec_multi_rcomm (d01rac).

A segment is here defined as a (possibly maximal) subset of the domain of integration. During
subdivision, a segment is bisected into two new segments.

4 References

None.

5 Arguments

1: ni – Integer Input

On entry: ni, the number of integrals which will be approximated in the subsequent call to
nag_quad_1d_gen_vec_multi_rcomm (d01rac).

Constraint: ni > 0.

2: lenxrq – Integer * Output

On exit: lenxrq, the minimum dimension of the array x that can be used in a subsequent call to
nag_quad_1d_gen_vec_multi_rcomm (d01rac).
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3: ldfmrq – Integer * Output

On exit: ldfmrq, the minimum stride separating row elements of the matrix of values stored in the
array fm that can be used in a subsequent call to nag_quad_1d_gen_vec_multi_rcomm (d01rac).

4: sdfmrq – Integer * Output

On exit: sdfmrq, the minimum number of columns of the matrix of values stored in the array fm
that can be used in a subsequent call to nag_quad_1d_gen_vec_multi_rcomm (d01rac).

Note: the minimum dimension of the array fm is ldfmrq � sdfmrq.

5: licmin – Integer * Output

On exit: licmin, the minimum dimension of the array icom that must be passed to
nag_quad_1d_gen_vec_multi_rcomm (d01rac) to enable it to calculate a single approximation
to all the ni integrals over the interval a; b½ � with spri initial segments.

6: licmax – Integer * Output

On exit: licmax the dimension of the array icom that must be passed to nag_quad_1d_gen_
vec_multi_rcomm (d01rac) to enable it to exhaust the adaptive process controlled by the
currently set options for the ni integrals over the interval a; b½ � with spri initial segments.

7: lcmin – Integer * Output

On exit: lcmin, the minimum dimension of the array com that must be passed to
nag_quad_1d_gen_vec_multi_rcomm (d01rac) to enable it to calculate a single approximation
to all the ni integrals over the interval a; b½ � with spri initial segments.

8: lcmax – Integer * Output

On exit: lcmax, the dimension of the array com that must be passed to nag_quad_1d_gen_
vec_multi_rcomm (d01rac) to enable it to exhaust the adaptive process controlled by the
currently set options for the ni integrals over the interval a; b½ � with spri initial segments.

9: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_quad_opt_set (d01zkc).

On entry: the integer option array as returned by nag_quad_opt_set (d01zkc).

Constraint: iopts must not be changed between calls to nag_quad_opt_set (d01zkc),
nag_quad_opt_get (d01zlc), nag_quad_1d_gen_vec_multi_dimreq (d01rcc) and nag_quad_1d_
gen_vec_multi_rcomm (d01rac).

10: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_quad_opt_set (d01zkc).

On entry: the real option array as returned by nag_quad_opt_set (d01zkc).

Constraint: opts must not be changed between calls to nag_quad_opt_set (d01zkc),
nag_quad_opt_get (d01zlc), nag_quad_1d_gen_vec_multi_dimreq (d01rcc) and nag_quad_1d_
gen_vec_multi_rcomm (d01rac).

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ni ¼ valueh i.
Constraint: ni > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

One of the option arrays iopts or opts has become corrupted. Re-initialize the arrays using
nag_quad_opt_set (d01zkc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quad_1d_gen_vec_multi_dimreq (d01rcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_quad_1d_gen_vec_multi_rcomm (d01rac) for examples of the usage of
nag_quad_1d_gen_vec_multi_dimreq (d01rcc).
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NAG Library Function Document

nag_quad_1d_fin_gonnet_vec (d01rgc)

1 Purpose

nag_quad_1d_fin_gonnet_vec (d01rgc) is a general purpose integrator which calculates an approxima-
tion to the integral of a function f xð Þ over a finite interval a; b½ �:

I ¼
Z b

a

f xð Þ dx:

The function is suitable as a general purpose integrator, and can be used when the integrand has
singularities and infinities. In particular, the function can continue if the function f explicitly returns a
quiet or signalling NaN or a signed infinity.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_fin_gonnet_vec (double a, double b,

void (*f)(const double x[], Integer nx, double fv[], Integer *iflag,
Nag_Comm *comm),

double epsabs, double epsrel, double *dinest, double *errest,
Integer *nevals, Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_1d_fin_gonnet_vec (d01rgc) uses the algorithm described in Gonnet (2010). It is an adaptive
algorithm, similar to the QUADPACK routine QAGS (see Piessens et al. (1983), see also
nag_quad_1d_gen_vec_multi_rcomm (d01rac)) but includes significant differences regarding how the
integrand is represented, how the integration error is estimated and how singularities and divergent
integrals are treated. The local error estimation is described in Gonnet (2010).

nag_quad_1d_fin_gonnet_vec (d01rgc) requires a function to evaluate the integrand at an array of
different points and is therefore amenable to parallel execution.

4 References

Gonnet P (2010) Increasing the reliability of adaptive quadrature using explicit interpolants ACM Trans.
Math. software 37 26

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

5 Arguments

1: a – double Input

On entry: a, the lower limit of integration.

2: b – double Input

On entry: b, the upper limit of integration. It is not necessary that a < b.

Note: if a ¼ b, the function will immediately return dinest ¼ 0:0, errest ¼ 0:0 and nevals ¼ 0.
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3: f – function, supplied by the user External Function

f must return the value of the integrand f at a set of points.

The specification of f is:

void f (const double x[], Integer nx, double fv[], Integer *iflag,
Nag_Comm *comm)

1: x½nx� – const double Input

On entry: the abscissae, xi, for i ¼ 1; 2; . . . ; nx, at which function values are required.

2: nx – Integer Input

On entry: the number of abscissae at which a function value is required.

3: fv½nx� – double Output

On exit: fv must contain the values of the integrand f . fv½i� 1� ¼ f xið Þ for all
i ¼ 1; 2; . . . ;nx.

4: iflag – Integer * Input/Output

On entry: iflag ¼ 0.

On exit: set iflag < 0 to force an immediate exit with fail:code ¼ NE_USER_STOP.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_1d_fin_gonnet_vec
(d01rgc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_quad_1d_fin_gonnet_vec (d01rgc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

4: epsabs – double Input

On entry: the absolute accuracy required.

If epsabs is negative, epsabsj j is used. See Section 7.

If epsabs ¼ 0:0, only the relative error will be used.

5: epsrel – double Input

On entry: the relative accuracy required.

If epsrel is negative, epsrelj j is used. See Section 7.

If epsrel ¼ 0:0, only the absolute error will be used otherwise the actual value of epsrel used by
nag_quad_1d_fin_gonnet_vec (d01rgc) is max machine precision; epsrelj jð Þ.
Constraint: at least one of epsabs and epsrel must be nonzero.

6: dinest – double * Output

On exit: the estimate of the definite integral f.

7: errest – double * Output

On exit: the error estimate of the definite integral f.
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8: nevals – Integer * Output

On exit: the total number of points at which the integrand, f , has been evaluated.

9: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The requested accuracy was not achieved. Consider using larger values of epsabs and epsrel.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The integral is probably divergent or slowly convergent.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_TOO_SMALL

Both epsabs ¼ 0:0 and epsrel ¼ 0:0.

NE_USER_STOP

Exit requested from f with iflag ¼ valueh i.

7 Accuracy

nag_quad_1d_fin_gonnet_vec (d01rgc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � dinestj j � tol;

where

d01 – Quadrature d01rgc

Mark 26 d01rgc.3



tol ¼ max epsabsj j; epsrelj j � Ij jf g;

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover, it returns the
quantity errest which, in normal circumstances, satisfies

I � dinestj j � errest � tol:

8 Parallelism and Performance

nag_quad_1d_fin_gonnet_vec (d01rgc) is currently neither directly nor indirectly threaded. In particular,
the user-supplied function f is not called from within a parallel region initialized inside
nag_quad_1d_fin_gonnet_vec (d01rgc).

The user-supplied function f uses a vectorized interface, allowing for the required vector of function
values to be evaluated in parallel; for example by placing appropriate OpenMP directives in the code
for the user-supplied function f.

9 Further Comments

The time taken by nag_quad_1d_fin_gonnet_vec (d01rgc) depends on the integrand and the accuracy
required.

nag_quad_1d_fin_gonnet_vec (d01rgc) is suitable for evaluating integrals that have singularities within
the requested interval.

In particular, nag_quad_1d_fin_gonnet_vec (d01rgc) accepts non-finite values on return from the user-
supplied function f, and will adapt the integration rule accordingly to eliminate such points. Non-finite
values include NaNs and infinities.

10 Example

This example computes Z 1

�1

sin xð Þ
x

ln 10 1� xð Þð Þ:

10.1 Program Text

/* nag_quad_1d_fin_gonnet_vec (d01rgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nagx07.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(const double x[], Integer nx, double fv[],
Integer *iflag, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
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{
static double ruser[1] = { -1.0 };
Integer exit_status = 0;
double a, b, dinest, epsabs, epsrel, errest;
Integer nevals;
Integer exmode[3], exmode_old[3];

/* Nag types */
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_quad_1d_fin_gonnet_vec (d01rgc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* The example function can raise various exceptions - it contains
* a division by zero and a log singularity - although its integral
* is well behaved.
*/

/* nag_get_ieee_exception_mode (x07cac).
* Gets current behaviour of floating point exceptions.
*/

nag_get_ieee_exception_mode(exmode_old);

/* Turn exception halting mode off for the three common exceptions:
* overflow, division-by-zero, and invalid operation.
*/

exmode[0] = exmode[1] = exmode[2] = 0;
/* nag_set_ieee_exception_mode (x07cbc). Sets behaviour of

floating-point exceptions */
nag_set_ieee_exception_mode(exmode);
epsabs = 0.0;
epsrel = 1.0e-04;
a = -1.0;
b = 1.0;

/* Evaluate the integral using the vectorized One-dimensional adaptive
* quadrature routine nag_quad_1d_fin_gonnet_vec (d01rgc).
*/

nag_quad_1d_fin_gonnet_vec(a, b, f, epsabs, epsrel, &dinest, &errest,
&nevals, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_quad_1d_fin_gonnet_vec (d01rgc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NE_ACCURACY)

goto END;
}

printf("a - lower limit of integration = %11.4f\n", a);
printf("b - upper limit of integration = %11.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n", epsrel);
printf("\n");
printf("dinest - approximation to the integral = %11.4f\n", dinest);
printf("errest - estimate of the absolute error = %11.2e\n", errest);
printf("nevals - number of function evaluations = %11" NAG_IFMT "\n",

nevals);

END:
/* Restore the original halting mode */
nag_set_ieee_exception_mode(exmode_old);

return exit_status;
}

static void NAG_CALL f(const double x[], Integer nx, double fv[],
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Integer *iflag, Nag_Comm *comm)
{

Integer i;
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
for (i = 0; i < nx; i++)

fv[i] = sin(x[i]) / x[i] * log(10.0 * (1.0 - x[i]));
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_1d_fin_gonnet_vec (d01rgc) Example Program Results

(User-supplied callback f, first invocation.)
a - lower limit of integration = -1.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

dinest - approximation to the integral = 3.8116
errest - estimate of the absolute error = 3.39e-04
nevals - number of function evaluations = 593
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NAG Library Function Document

nag_1d_quad_gen_1 (d01sjc)

1 Purpose

nag_1d_quad_gen_1 (d01sjc) is a general purpose integrator which calculates an approximation to the
integral of a function f xð Þ over a finite interval a; b½ �:

I ¼
Z b

a

f xð Þdx:

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_gen_1 (

double (*f)(double x, Nag_User *comm),

double a, double b, double epsabs, double epsrel,
Integer max_num_subint, double *result, double *abserr,
Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_gen_1 (d01sjc) is based upon the QUADPACK routine QAGS (Piessens et al. (1983)). It
is an adaptive function, using the Gauss 10-point and Kronrod 21-point rules. The algorithm, described
by de Doncker (1978), incorporates a global acceptance criterion (as defined by Malcolm and Simpson
(1976)) together with the �-algorithm (Wynn (1956)) to perform extrapolation. The local error
estimation is described by Piessens et al. (1983).

This function is suitable as a general purpose integrator, and can be used when the integrand has
singularities, especially when these are of algebraic or logarithmic type.

This function requires you to supply a function to evaluate the integrand at a single point.

4 References

de Doncker E (1978) An adaptive extrapolation algorithm for automatic integration ACM SIGNUM
Newsl. 13(2) 12–18

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Wynn P (1956) On a device for computing the em Snð Þ transformation Math. Tables Aids Comput. 10
91–96

5 Arguments

1: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (double x, Nag_User *comm)
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1: x – double Input

On entry: the point at which the integrand f must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!f!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: b – double Input

On entry: the upper limit of integration, b. It is not necessary that a < b.

4: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

5: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

6: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.

7: result – double * Output

On exit: the approximation to the integral I.

8: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

9: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:

num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_gen_1 (d01sjc).
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sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT or NE_ALLOC_FAIL occurs, these arrays
will contain information which may be useful. For details, see Section 9.

Before a subsequent call to nag_1d_quad_gen_1 (d01sjc) is made, or when the information
contained in these arrays is no longer useful, you should free the storage allocated by these
pointers using the NAG macro NAG_FREE.

10: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. If the position
of a local difficulty within the interval can be determined (e.g., a singularity of the integrand or
its derivative, a peak, a discontinuity, etc.) you will probably gain from splitting up the interval at
this point and calling the integrator on the sub-intervals. If necessary, another integrator, which is
designed for handling the type of difficulty involved, must be used. Alternatively, consider
relaxing the accuracy requirements specified by epsabs and epsrel, or increasing the value of
max_num_subint.

NE_QUAD_NO_CONV

The integral is probably divergent or slowly convergent.
Please note that divergence can occur with any error exit other than NE_INT_ARG_LT and
NE_ALLOC_FAIL.
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NE_QUAD_ROUNDOFF_EXTRAPL

Round-off error is detected during extrapolation.
The requested tolerance cannot be achieved, because the extrapolation does not increase the
accuracy satisfactorily; the returned result is the best that can be obtained.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

7 Accuracy

nag_1d_quad_gen_1 (d01sjc) cannot guarantee, but in practice usually achieves, the following accuracy:

I � resultj j � tol

where

tol ¼ max epsabsj j; epsrelj j � Ij jf g

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover it returns the
quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_gen_1 (d01sjc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_gen_1 (d01sjc) depends on the integrand and the accuracy required.

If the function fails with an error exit other than NE_INT_ARG_LT or NE_ALLOC_FAIL, then you
may wish to examine the contents of the structure qp. These contain the end-points of the sub-intervals
used by nag_1d_quad_gen_1 (d01sjc) along with the integral contributions and error estimates over the
sub-intervals.

Specifically, for i ¼ 1; 1; 2; . . . ; n, let ri denote the approximation to the value of the integral over the
sub-interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
f xð Þdx ’ ri and result ¼

Pn
i¼1ri unless the function terminates while testing for divergence

of the integral (see Section 3.4.3 of Piessens et al. (1983)). In this case, result (and abserr) are taken to
be the values returned from the extrapolation process. The value of n is returned in qp!num subint,
and the values ai, bi, ri and ei are stored in the structure qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.
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10 Example

This example computes Z 2	

0

x sin 30xð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� x

2	

� �2� �r dx:

10.1 Program Text

/* nag_1d_quad_gen_1 (d01sjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_User *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a, b;
double epsabs, abserr, epsrel, result;
Nag_QuadProgress qp;
Integer max_num_subint;
NagError fail;
/* nag_pi (x01aac).
* pi
*/

double pi = nag_pi;
Nag_User comm;

INIT_FAIL(fail);

printf("nag_1d_quad_gen_1 (d01sjc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsabs = 0.0;
epsrel = 0.0001;
a = 0.0;
b = pi * 2.0;
max_num_subint = 200;
/* nag_1d_quad_gen_1 (d01sjc).
* One-dimensional adaptive quadrature, allowing for badly
* behaved integrands, thread-safe
*/

nag_1d_quad_gen_1(f, a, b, epsabs, epsrel, max_num_subint, &result, &abserr,
&qp, &comm, &fail);
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printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = %10.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_gen_1 (d01sjc) %s\n", fail.message);
if (fail.code != NE_INT_ARG_LT && fail.code != NE_ALLOC_FAIL &&

fail.code != NE_NO_LICENCE) {
printf("result - approximation to the integral = %9.5f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qp.fun_count - number of function evaluations = %4" NAG_IFMT

"\n", qp.fun_count);
printf("qp.num_subint - number of subintervals used = %4" NAG_IFMT "\n",

qp.num_subint);
/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL f(double x, Nag_User *comm)
{

/* nag_pi (x01aac), see above. */
double pi = nag_pi;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback f, first invocation.)\n");
use_comm[0] = 0;

}

return (x * sin(x * 30.0) / sqrt(1.0 - x * x / (pi * pi * 4.0)));
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_quad_gen_1 (d01sjc) Example Program Results
(User-supplied callback f, first invocation.)
a - lower limit of integration = 0.0000
b - upper limit of integration = 6.2832
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

result - approximation to the integral = -2.54326
abserr - estimate of the absolute error = 1.28e-05
qp.fun_count - number of function evaluations = 777
qp.num_subint - number of subintervals used = 19
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NAG Library Function Document

nag_1d_quad_osc_1 (d01skc)

1 Purpose

nag_1d_quad_osc_1 (d01skc) is an adaptive integrator, especially suited to oscillating, nonsingular
integrands, which calculates an approximation to the integral of a function f xð Þ over a finite interval
a; b½ �:

I ¼
Z b

a

f xð Þdx:

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_osc_1 (

double (*f)(double x, Nag_User *comm),

double a, double b, double epsabs, double epsrel,
Integer max_num_subint, double *result, double *abserr,
Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_osc_1 (d01skc) is based upon the QUADPACK routine QAG (Piessens et al. (1983)). It
is an adaptive function, using the Gauss 30-point and Kronrod 61-point rules. A ‘global’ acceptance
criterion (as defined by Malcolm and Simpson (1976)) is used. The local error estimation is described
by Piessens et al. (1983).

As this function is based on integration rules of high order, it is especially suitable for nonsingular
oscillating integrands.

This function requires you to supply a function to evaluate the integrand at a single point.

4 References

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R (1973) An algorithm for automatic integration Angew. Inf. 15 399–401

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

5 Arguments

1: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the integrand f must be evaluated.
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2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: b – double Input

On entry: the upper limit of integration, b. It is not necessary that a < b.

4: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

5: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

6: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.

7: result – double * Output

On exit: the approximation to the integral I.

8: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

9: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:

num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_osc_1 (d01skc).

sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT or NE_ALLOC_FAIL occurs, these arrays
will contain information which may be useful. For details, see Section 9.
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Before a subsequent call to nag_1d_quad_osc_1 (d01skc) is made, or when the information
contained in these arrays is no longer useful, you should free the storage allocated by these
pointers using the NAG macro NAG_FREE.

10: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. If the position
of a local difficulty within the interval can be determined (e.g., a singularity of the integrand or
its derivative, a peak, a discontinuity, etc.) you will probably gain from splitting up the interval at
this point and calling the integrator on the sub-intervals. If necessary, another integrator, which is
designed for handling the type of difficulty involved, must be used. Alternatively, consider
relaxing the accuracy requirements specified by epsabs and epsrel, or increasing the value of
max_num_subint.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

7 Accuracy

nag_1d_quad_osc_1 (d01skc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � tol

where
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tol ¼ max epsabsj j; epsrelj j � Ij jf g

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover it returns the
quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_osc_1 (d01skc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_osc_1 (d01skc) depends on the integrand and the accuracy required.

If the function fails with an error exit other than NE_INT_ARG_LT or NE_ALLOC_FAIL, then you
may wish to examine the contents of the structure qp. These contain the end-points of the sub-intervals
used by nag_1d_quad_osc_1 (d01skc) along with the integral contributions and error estimates over
these sub-intervals.

Specifically, i ¼ 1; 2; . . . ; n, let ri denote the approximation to the value of the integral over the sub-
interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
f xð Þdx ’ ri and result ¼

Pn
i¼1ri. The value of n is returned in qp!num subint, and the

values ai, bi, ri and ei are stored in the structure qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.

10 Example

This example computes Z 2	

0
sin 30xð Þ cos xdx:

10.1 Program Text

/* nag_1d_quad_osc_1 (d01skc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_User *comm);
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#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a, b;
double epsabs, abserr, epsrel, result;
Nag_QuadProgress qp;
Integer max_num_subint;
NagError fail;
/* nag_pi (x01aac).
* pi
*/

double pi = nag_pi;
Nag_User comm;

INIT_FAIL(fail);

printf("nag_1d_quad_osc_1 (d01skc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsabs = 0.0;
epsrel = 0.001;
a = 0.0;
b = pi * 2.0;
max_num_subint = 200;

/* nag_1d_quad_osc_1 (d01skc).
* One-dimensional adaptive quadrature, suitable for
* oscillating functions, thread-safe
*/

nag_1d_quad_osc_1(f, a, b, epsabs, epsrel, max_num_subint, &result, &abserr,
&qp, &comm, &fail);

printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = %10.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_osc_1 (d01skc) %s\n", fail.message);
if (fail.code != NE_INT_ARG_LT && fail.code != NE_ALLOC_FAIL &&

fail.code != NE_NO_LICENCE) {
printf("result - approximation to the integral = %9.5f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qp.fun_count - number of function evaluations = %4" NAG_IFMT

"\n", qp.fun_count);
printf("qp.num_subint - number of subintervals used = %4" NAG_IFMT "\n",

qp.num_subint);
/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL f(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;
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if (use_comm[0]) {
printf("(User-supplied callback f, first invocation.)\n");
use_comm[0] = 0;

}

return x * sin(x * 30.0) * cos(x);
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_quad_osc_1 (d01skc) Example Program Results
(User-supplied callback f, first invocation.)
a - lower limit of integration = 0.0000
b - upper limit of integration = 6.2832
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-03

result - approximation to the integral = -0.20967
abserr - estimate of the absolute error = 4.48e-14
qp.fun_count - number of function evaluations = 427
qp.num_subint - number of subintervals used = 4
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NAG Library Function Document

nag_1d_quad_brkpts_1 (d01slc)

1 Purpose

nag_1d_quad_brkpts_1 (d01slc) is a general purpose integrator which calculates an approximation to
the integral of a function f xð Þ over a finite interval a; b½ �:

I ¼
Z b

a

f xð Þdx:

where the integrand may have local singular behaviour at a finite number of points within the
integration interval.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_brkpts_1 (

double (*f)(double x, Nag_User *comm),

double a, double b, Integer nbrkpts, const double brkpts[],
double epsabs, double epsrel, Integer max_num_subint, double *result,
double *abserr, Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_brkpts_1 (d01slc) is based upon the QUADPACK routine QAGP (Piessens et al. (1983)).
It is very similar to nag_1d_quad_gen_1 (d01sjc), but allows you to supply ‘break-points’, points at
which the function is known to be difficult. It is an adaptive function, using the Gauss 10-point and
Kronrod 21-point rules. The algorithm described by de Doncker (1978), incorporates a global
acceptance criterion (as defined by Malcolm and Simpson (1976)) together with the �-algorithm (Wynn
(1956)) to perform extrapolation. The user-supplied ‘break-points’ always occur as the end-points of
some sub-interval during the adaptive process. The local error estimation is described by Piessens et al.
(1983).

4 References

de Doncker E (1978) An adaptive extrapolation algorithm for automatic integration ACM SIGNUM
Newsl. 13(2) 12–18

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Wynn P (1956) On a device for computing the em Snð Þ transformation Math. Tables Aids Comput. 10
91–96

5 Arguments

1: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.
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The specification of f is:

double f (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the integrand f must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: b – double Input

On entry: the upper limit of integration, b. It is not necessary that a < b.

4: nbrkpts – Integer Input

On entry: the number of user-supplied break-points within the integration interval.

Constraint: nbrkpts 	 0.

5: brkpts½nbrkpts� – const double Input

On entry: the user-specified break-points.

Constraint: the break-points must all lie within the interval of integration (but may be supplied in
any order).

6: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

7: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

8: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.

9: result – double * Output

On exit: the approximation to the integral I.

10: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.
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11: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:

num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_brkpts_1 (d01slc).

sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT, NE_2_INT_ARG_LE or NE_ALLOC_FAIL
occurs, these arrays will contain information which may be useful. For details, see
Section 9.

Before a subsequent call to nag_1d_quad_brkpts_1 (d01slc) is made, or when the
information contained in these arrays is no longer useful, you should free the storage
allocated by these pointers using the NAG macro NAG_FREE.

12: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LE

On entry, max num subint ¼ valueh i while nbrkpts ¼ valueh i. These arguments must satisfy
max num subint > nbrkpts.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.
On entry, nbrkpts ¼ valueh i.
Constraint: nbrkpts 	 0.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.
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NE_QUAD_BRKPTS_INVAL

On entry, break-points outside (a, b): a ¼ valueh i, b ¼ valueh i.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. If the position
of a local difficulty within the interval can be determined (e.g., a singularity of the integrand or
its derivative, a peak, a discontinuity, etc.) you will probably gain from splitting up the interval at
this point and calling the integrator on the sub-intervals. If necessary, another integrator, which is
designed for handling the type of difficulty involved, must be used. Alternatively, consider
relaxing the accuracy requirements specified by epsabs and epsrel, or increasing the value of
max_num_subint.

NE_QUAD_NO_CONV

The integral is probably divergent, or slowly convergent.
Please note that divergence can occur with any error exit other than NE_INT_ARG_LT,
NE_2_INT_ARG_LE and NE_ALLOC_FAIL.

NE_QUAD_ROUNDOFF_EXTRAPL

Round-off error is detected during extrapolation.
The requested tolerance cannot be achieved, because the extrapolation does not increase the
accuracy satisfactorily; the returned result is the best that can be obtained.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

7 Accuracy

nag_1d_quad_brkpts_1 (d01slc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � tol

where

tol ¼ max epsabsj j; epsrelj j � Ij jf g

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover it returns the
quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_brkpts_1 (d01slc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_brkpts_1 (d01slc) depends on the integrand and the accuracy required.

If the function fails with an error exit other than NE_INT_ARG_LT, NE_2_INT_ARG_LE or
NE_ALLOC_FAIL, then you may wish to examine the contents of the structure qp. These contain the
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end-points of the sub-intervals used by nag_1d_quad_brkpts_1 (d01slc) along with the integral
contributions and error estimates over the sub-intervals.

Specifically, i ¼ 1; 2; . . .n, let ri denote the approximation to the value of the integral over the sub-
interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
f xð Þdx ’ ri and result ¼

Pn
i¼1ri unless the function terminates while testing for divergence

of the integral (see Section 3.4.3 of Piessens et al. (1983)). In this case, result (and abserr) are taken to
be the values returned from the extrapolation process. The value of n is returned in qp!num subint,
and the values ai, bi, ri and ei are stored in the structure qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.

10 Example

This example computes Z 1

0

1ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
x� 1

7

		 		q dx:

10.1 Program Text

/* nag_1d_quad_brkpts_1 (d01slc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_User *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a, b;
double epsabs, abserr, epsrel, brkpts[1], result;
Integer nbrkpts;
Nag_QuadProgress qp;
Integer max_num_subint;
NagError fail;
Nag_User comm;

INIT_FAIL(fail);
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printf("nag_1d_quad_brkpts_1 (d01slc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

nbrkpts = 1;
epsabs = 0.0;
epsrel = 0.001;
a = 0.0;
b = 1.0;
max_num_subint = 200;
brkpts[0] = 1.0 / 7.0;
/* nag_1d_quad_brkpts_1 (d01slc).
* One-dimensional adaptive quadrature, allowing for
* singularities at specified points, thread-safe
*/

nag_1d_quad_brkpts_1(f, a, b, nbrkpts, brkpts, epsabs, epsrel,
max_num_subint, &result, &abserr, &qp, &comm, &fail);

printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = %10.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
printf("brkpts[0] - given break-point = %10.4f\n", brkpts[0]);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_brkpts_1 (d01slc) %s\n", fail.message);
if (fail.code != NE_INT_ARG_LT && fail.code != NE_2_INT_ARG_LE &&

fail.code != NE_ALLOC_FAIL && fail.code != NE_NO_LICENCE) {
/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
if (fail.code != NE_INT_ARG_LT && fail.code != NE_2_INT_ARG_LE

&& fail.code != NE_QUAD_BRKPTS_INVAL && fail.code != NE_ALLOC_FAIL
&& fail.code != NE_NO_LICENCE) {

printf("result - approximation to the integral = %9.5f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qp.fun_count - number of function evaluations = %4" NAG_IFMT

"\n", qp.fun_count);
printf("qp.num_subint - number of subintervals used = %4" NAG_IFMT "\n",

qp.num_subint);
}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL f(double x, Nag_User *comm)
{

double a;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback f, first invocation.)\n");
use_comm[0] = 0;

}

a = FABS(x - 1.0 / 7.0);
return (a != 0.0) ? pow(a, -0.5) : 0.0;

}

10.2 Program Data

None.
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10.3 Program Results

nag_1d_quad_brkpts_1 (d01slc) Example Program Results
(User-supplied callback f, first invocation.)
a - lower limit of integration = 0.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-03

brkpts[0] - given break-point = 0.1429
result - approximation to the integral = 2.60757
abserr - estimate of the absolute error = 5.51e-14
qp.fun_count - number of function evaluations = 462
qp.num_subint - number of subintervals used = 12

d01 – Quadrature d01slc

Mark 26 d01slc.7 (last)





NAG Library Function Document

nag_1d_quad_inf_1 (d01smc)

1 Purpose

nag_1d_quad_inf_1 (d01smc) calculates an approximation to the integral of a function f xð Þ over an
infinite or semi-infinite interval a; b½ �:

I ¼
Z b

a

f xð Þdx:

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_inf_1 (

double (*f)(double x, Nag_User *comm),

Nag_BoundInterval boundinf, double bound, double epsabs, double epsrel,
Integer max_num_subint, double *result, double *abserr,
Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_inf_1 (d01smc) is based on the QUADPACK routine QAGI (Piessens et al. (1983)). The
entire infinite integration range is first transformed to 0; 1½ � using one of the identitiesZ a

�1
f xð Þdx ¼

Z 1

0
f a� 1� t

t

� �
1

t2
dt

Z 1
a

f xð Þdx ¼
Z 1

0
f aþ 1� t

t

� �
1

t2
dt

Z 1
�1
f xð Þdx ¼

Z 1
0

f xð Þ þ f �xð Þð Þdx ¼
Z 1

0
f

1� t
t

� �
þ f �1þ t

t

� �� �
1

t2
dt

where a represents a finite integration limit. An adaptive procedure, based on the Gauss 7-point and
Kronrod 15-point rules, is then employed on the transformed integral. The algorithm, described by de
Doncker (1978), incorporates a global acceptance criterion (as defined by Malcolm and Simpson
(1976)) together with the �-algorithm (Wynn (1956)) to perform extrapolation. The local error
estimation is described by Piessens et al. (1983).

4 References

de Doncker E (1978) An adaptive extrapolation algorithm for automatic integration ACM SIGNUM
Newsl. 13(2) 12–18

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Wynn P (1956) On a device for computing the em Snð Þ transformation Math. Tables Aids Comput. 10
91–96
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5 Arguments

1: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the integrand f must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: boundinf – Nag_BoundInterval Input

On entry: indicates the kind of integration interval.

boundinf ¼ Nag UpperSemiInfinite
The interval is bound;þ1½ Þ.

boundinf ¼ Nag LowerSemiInfinite
The interval is �1; boundð �.

boundinf ¼ Nag Infinite
The interval is �1;þ1ð Þ.

Constraint: boundinf ¼ Nag UpperSemiInfinite, Nag LowerSemiInfinite or Nag Infinite.

3: bound – double Input

On entry: the finite limit of the integration interval (if present). bound is not used if
boundinf ¼ Nag Infinite.

4: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

5: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

6: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.

7: result – double * Output

On exit: the approximation to the integral I.
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8: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

9: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:

num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_inf_1 (d01smc).

sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT, NE_BAD_PARAM or NE_ALLOC_FAIL
occurs, these arrays will contain information which may be useful. For details, see
Section 9.

Before a subsequent call to nag_1d_quad_inf_1 (d01smc) is made, or when the
information contained in these arrays is no longer useful, you should free the storage
allocated by these pointers using the NAG macro NAG_FREE.

10: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument boundinf had an illegal value.

NE_INT_ARG_LT

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.
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NE_QUAD_BAD_SUBDIV_INTS

Extremely bad integrand behaviour occurs around one of the sub-intervals valueh i; valueh ið Þ or
valueh i; valueh ið Þ.

The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. If the position
of a local difficulty within the interval can be determined (e.g., a singularity of the integrand or
its derivative, a peak, a discontinuity, etc.) you will probably gain from splitting up the interval at
this point and calling the integrator on the sub-intervals. If necessary, another integrator, which is
designed for handling the type of difficulty involved, must be used. Alternatively, consider
relaxing the accuracy requirements specified by epsabs and epsrel, or increasing the value of
max_num_subint.

NE_QUAD_NO_CONV

The integral is probably divergent or slowly convergent.
Please note that divergence can also occur with any error exit other than NE_INT_ARG_LT,
NE_BAD_PARAM or NE_ALLOC_FAIL.

NE_QUAD_ROUNDOFF_EXTRAPL

Round-off error is detected during extrapolation.
The requested tolerance cannot be achieved, because the extrapolation does not increase the
accuracy satisfactorily; the returned result is the best that can be obtained.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

7 Accuracy

nag_1d_quad_inf_1 (d01smc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � tol

where

tol ¼ max epsabsj j; epsrelj j � Ij jf g

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover it returns the
quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_inf_1 (d01smc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_inf_1 (d01smc) depends on the integrand and the accuracy required.
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If the function fails with an error exit other than NE_INT_ARG_LT, NE_BAD_PARAM or
NE_ALLOC_FAIL then you may wish to examine the contents of the structure qp. These contain
the end-points of the sub-intervals used by nag_1d_quad_inf_1 (d01smc) along with the integral
contributions and error estimates over the sub-intervals.

Specifically, i ¼ 1; 2; . . . ; n, let ri denote the approximation to the value of the integral over the sub-
interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
f xð Þdx ’ ri and result ¼

Pn
i¼1ri unless the function terminates while testing for divergence

of the integral (see Section 3.4.3 of Piessens et al. (1983)). In this case, result (and abserr) are taken to
be the values returned from the extrapolation process. The value of n is returned in qp!num subint,
and the values ai, bi, ri and ei are stored in the structure qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.

10 Example

This example computes Z 1
0

1

xþ 1ð Þ ffiffiffixp dx:

10.1 Program Text

/* nag_1d_quad_inf_1 (d01smc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(double x, Nag_User *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a;
double epsabs, abserr, epsrel, result;
Nag_QuadProgress qp;
Integer max_num_subint;
NagError fail;
Nag_User comm;

INIT_FAIL(fail);
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printf("nag_1d_quad_inf_1 (d01smc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsabs = 0.0;
epsrel = 0.0001;
a = 0.0;
max_num_subint = 200;

/* nag_1d_quad_inf_1 (d01smc).
* One-dimensional adaptive quadrature over infinite or
* semi-infinite interval, thread-safe
*/

nag_1d_quad_inf_1(f, Nag_UpperSemiInfinite, a, epsabs, epsrel,
max_num_subint, &result, &abserr, &qp, &comm, &fail);

printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = infinity\n");
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_inf_1 (d01smc) %s\n", fail.message);
if (fail.code != NE_INT_ARG_LT && fail.code != NE_BAD_PARAM &&

fail.code != NE_ALLOC_FAIL && fail.code != NE_NO_LICENCE) {
printf("result - approximation to the integral = %9.5f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qp.fun_count - number of function evaluations = %4" NAG_IFMT

"\n", qp.fun_count);
printf("qp.num_subint - number of subintervals used = %4" NAG_IFMT "\n",

qp.num_subint);
/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL f(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback f, first invocation.)\n");
use_comm[0] = 0;

}

return 1.0 / ((x + 1.0) * sqrt(x));
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_quad_inf_1 (d01smc) Example Program Results
(User-supplied callback f, first invocation.)
a - lower limit of integration = 0.0000
b - upper limit of integration = infinity
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

d01smc NAG Library Manual

d01smc.6 Mark 26



result - approximation to the integral = 3.14159
abserr - estimate of the absolute error = 2.65e-05
qp.fun_count - number of function evaluations = 285
qp.num_subint - number of subintervals used = 10
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NAG Library Function Document

nag_1d_quad_wt_trig_1 (d01snc)

1 Purpose

nag_1d_quad_wt_trig_1 (d01snc) calculates an approximation to the sine or the cosine transform of a
function g over a; b½ �:

I ¼
Z b

a

g xð Þ sin !xð Þdx or I ¼
Z b

a

g xð Þ cos !xð Þdx

(for a user-specified value of !).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_wt_trig_1 (

double (*g)(double x, Nag_User *comm),

double a, double b, double omega, Nag_TrigTransform wt_func,
double epsabs, double epsrel, Integer max_num_subint, double *result,
double *abserr, Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_wt_trig_1 (d01snc) is based upon the QUADPACK routine QFOUR (Piessens et al.
(1983)). It is an adaptive function, designed to integrate a function of the form g xð Þw xð Þ, where w xð Þ is
either sin !xð Þ or cos !xð Þ. If a sub-interval has length

L ¼ b� aj j2�l

then the integration over this sub-interval is performed by means of a modified Clenshaw–Curtis
procedure (Piessens and Branders (1975)) if L! > 4 and l � 20. In this case a Chebyshev series
approximation of degree 24 is used to approximate g xð Þ, while an error estimate is computed from this
approximation together with that obtained using Chebyshev series of degree 12. If the above conditions
do not hold then Gauss 7-point and Kronrod 15-point rules are used. The algorithm, described in
Piessens et al. (1983), incorporates a global acceptance criterion (as defined in Malcolm and Simpson
(1976)) together with the �-algorithm (Wynn (1956)) to perform extrapolation. The local error
estimation is described in Piessens et al. (1983).

4 References

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R and Branders M (1975) Algorithm 002: computation of oscillating integrals J. Comput.
Appl. Math. 1 153–164

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Wynn P (1956) On a device for computing the em Snð Þ transformation Math. Tables Aids Comput. 10
91–96
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5 Arguments

1: g – function, supplied by the user External Function

g must return the value of the function g at a given point.

The specification of g is:

double g (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the function g must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: b – double Input

On entry: the upper limit of integration, b. It is not necessary that a < b.

4: omega – double Input

On entry: the argument ! in the weight function of the transform.

5: wt func – Nag_TrigTransform Input

On entry: indicates which integral is to be computed:

if wt func ¼ Nag Cosine, w xð Þ ¼ cos !xð Þ;
if wt func ¼ Nag Sine, w xð Þ ¼ sin !xð Þ.

Constraint: wt func ¼ Nag Cosine or Nag Sine.

6: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

7: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

8: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.
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9: result – double * Output

On exit: the approximation to the integral I.

10: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

11: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:

num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_wt_trig_1
(d01snc).

sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT, NE_BAD_PARAM or NE_ALLOC_FAIL
occurs, these arrays will contain information which may be useful. For details, see
Section 9.

Before a subsequent call to nag_1d_quad_wt_trig_1 (d01snc) is made, or when the
information contained in these arrays is no longer useful, you should free the storage
allocated by these pointers using the NAG macro NAG_FREE.

12: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from g(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument wt_func had an illegal value.

NE_INT_ARG_LT

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.
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NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. If the position
of a local difficulty within the interval can be determined (e.g., a singularity of the integrand or
its derivative, a peak, a discontinuity, etc.) you will probably gain from splitting up the interval at
this point and calling the integrator on the sub-intervals. If necessary, another integrator, which is
designed for handling the type of difficulty involved, must be used. Alternatively, consider
relaxing the accuracy requirements specified by epsabs and epsrel, or increasing the value of
max_num_subint.

NE_QUAD_NO_CONV

The integral is probably divergent or slowly convergent.
Please note that divergence can also occur with any error exit other than NE_INT_ARG_LT,
NE_BAD_PARAM or NE_ALLOC_FAIL.

NE_QUAD_ROUNDOFF_EXTRAPL

Round-off error is detected during extrapolation.
The requested tolerance cannot be achieved, because the extrapolation does not increase the
accuracy satisfactorily; the returned result is the best that can be obtained.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

7 Accuracy

nag_1d_quad_wt_trig_1 (d01snc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � tol

where

tol ¼ max epsabsj j; epsrelj j � Ij jf g

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover it returns the
quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_wt_trig_1 (d01snc) is not threaded in any implementation.

9 Further Comments

The time taken by tnag_1d_quad_wt_trig_1 (d01snc) depends on the integrand and the accuracy
required.
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If the function fails with an error exit other than NE_INT_ARG_LT, NE_BAD_PARAM or
NE_ALLOC_FAIL, then you may wish to examine the contents of the structure qp. These contain
the end-points of the sub-intervals used by nag_1d_quad_wt_trig_1 (d01snc) along with the integral
contributions and error estimates over the sub-intervals.

Specifically, i ¼ 1; 2; . . .n, let ri denote the approximation to the value of the integral over the sub-
interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
g xð Þw xð Þdx ’ ri and result ¼

Pn
i¼1ri unless the function terminates while testing for

divergence of the integral (see Section 3.4.3 of Piessens et al. (1983)). In this case, result (and abserr)
are taken to be the values returned from the extrapolation process. The value of n is returned in
qp!num subint, and the values ai, bi, ri and ei are stored in the structure qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.

10 Example

This example computes Z 1

0
lnx sin 10	xð Þdx:

10.1 Program Text

/* nag_1d_quad_wt_trig_1 (d01snc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL g(double x, Nag_User *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a, b;
double omega;
double epsabs, abserr, epsrel, result;
Nag_TrigTransform wt_func;
Nag_QuadProgress qp;
Integer max_num_subint;
NagError fail;
Nag_User comm;

d01 – Quadrature d01snc

Mark 26 d01snc.5



INIT_FAIL(fail);

printf("nag_1d_quad_wt_trig_1 (d01snc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsrel = 0.0001;
epsabs = 0.0;
a = 0.0;
b = 1.0;
/* nag_pi (x01aac).
* pi
*/

omega = nag_pi * 10.0;
wt_func = Nag_Sine;
max_num_subint = 200;
/* nag_1d_quad_wt_trig_1 (d01snc).
* One-dimensional adaptive quadrature, finite interval,
* sine or cosine weight functions, thread-safe
*/

nag_1d_quad_wt_trig_1(g, a, b, omega, wt_func, epsabs, epsrel,
max_num_subint, &result, &abserr, &qp, &comm, &fail);

printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = %10.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_wt_trig_1 (d01snc) %s\n", fail.message);
if (fail.code != NE_INT_ARG_LT && fail.code != NE_BAD_PARAM &&

fail.code != NE_ALLOC_FAIL && fail.code != NE_NO_LICENCE) {
printf("result - approximation to the integral = %9.5f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qp.fun_count - number of function evaluations = %4" NAG_IFMT

"\n", qp.fun_count);
printf("qp.num_subint - number of subintervals used = %4" NAG_IFMT "\n",

qp.num_subint);
/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL g(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback g, first invocation.)\n");
use_comm[0] = 0;

}

return (x > 0.0) ? log(x) : 0.0;
}

10.2 Program Data

None.
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10.3 Program Results

nag_1d_quad_wt_trig_1 (d01snc) Example Program Results
(User-supplied callback g, first invocation.)
a - lower limit of integration = 0.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

result - approximation to the integral = -0.12814
abserr - estimate of the absolute error = 3.58e-06
qp.fun_count - number of function evaluations = 275
qp.num_subint - number of subintervals used = 8
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NAG Library Function Document

nag_1d_quad_wt_alglog_1 (d01spc)

1 Purpose

nag_1d_quad_wt_alglog_1 (d01spc) is an adaptive integrator which calculates an approximation to the
integral of a function g xð Þw xð Þ over a finite interval a; b½ �:

I ¼
Z b

a

g xð Þw xð Þdx

where the weight function w has end-point singularities of algebraico-logarithmic type.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_wt_alglog_1 (

double (*g)(double x, Nag_User *comm),

double a, double b, double alfa, double beta, Nag_QuadWeight wt_func,
double epsabs, double epsrel, Integer max_num_subint, double *result,
double *abserr, Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_wt_alglog_1 (d01spc) is based upon the QUADPACK routine QAWSE (Piessens et al.
(1983)) and integrates a function of the form g xð Þw xð Þ, where the weight function w xð Þ may have
algebraico-logarithmic singularities at the end-points a and/or b. The strategy is a modification of that in
nag_1d_quad_osc_1 (d01skc). We start by bisecting the original interval and applying modified
Clenshaw–Curtis integration of orders 12 and 24 to both halves. Clenshaw–Curtis integration is then
used on all sub-intervals which have a or b as one of their end-points (Piessens et al. (1974)). On the
other sub-intervals Gauss–Kronrod (7–15 point) integration is carried out.

A ‘global’ acceptance criterion (as defined by Malcolm and Simpson (1976)) is used. The local error
estimation control is described by Piessens et al. (1983).

4 References

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Piessens R, Mertens I and Branders M (1974) Integration of functions having end-point singularities
Angew. Inf. 16 65–68

5 Arguments

1: g – function, supplied by the user External Function

g must return the value of the function g at a given point.

The specification of g is:

double g (double x, Nag_User *comm)
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1: x – double Input

On entry: the point at which the function g must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: b – double Input

On entry: the upper limit of integration, b.

Constraint: b > a.

4: alfa – double Input

On entry: the argument � in the weight function.

Constraint: alfa > �1:0.

5: beta – double Input

On entry: the argument � in the weight function.

Constraint: beta > �1:0.

6: wt func – Nag_QuadWeight Input

On entry: indicates which weight function is to be used:

if wt func ¼ Nag Alg, w xð Þ ¼ x� að Þ� b� xð Þ�;

if wt func ¼ Nag Alg loga, w xð Þ ¼ x� að Þ� b� xð Þ�ln x� að Þ;

if wt func ¼ Nag Alg logb, w xð Þ ¼ x� að Þ� b� xð Þ�ln b� xð Þ;

if wt func ¼ Nag Alg loga logb, w xð Þ ¼ x� að Þ� b� xð Þ�ln x� að Þln b� xð Þ.
Constraint: wt func ¼ Nag Alg, Nag Alg loga, Nag Alg logb or Nag Alg loga logb.

7: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

8: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

9: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 2.
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10: result – double * Output

On exit: the approximation to the integral I.

11: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

12: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:

num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_wt_alglog_1
(d01spc).

sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT, NE_BAD_PARAM, NE_REAL_ARG_LE,
NE_2_REAL_ARG_LE or NE_ALLOC_FAIL occurs, these arrays will contain informa-
tion which may be useful. For details, see Section 9.

Before a subsequent call to nag_1d_quad_wt_alglog_1 (d01spc) is made, or when the
information contained in these arrays is no longer useful, you should free the storage
allocated by these pointers using the NAG macro NAG_FREE.

13: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from g(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_LE

On entry, b ¼ valueh i while a ¼ valueh i. These arguments must satisfy b > a.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument wt_func had an illegal value.
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NE_INT_ARG_LT

On entry, max_num_subint must not be less than 2: max num subint ¼ valueh i.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. If the position
of a discontinuity or a singularity of algebraico-logarithmic type within the interval can be
determined, the interval must be split up at this point and the integrator called on the sub-
intervals. If necessary, another integrator, which is designed for handling the type of difficulty
involved, must be used. Alternatively, consider relaxing the accuracy requirements specified by
epsabs and epsrel, or increasing the value of max_num_subint.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

NE_REAL_ARG_LE

On entry, alfa ¼ valueh i.
Constraint: alfa � �1:0.
On entry, beta ¼ valueh i.
Constraint: beta � �1:0.

7 Accuracy

nag_1d_quad_wt_alglog_1 (d01spc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � tol

where tol ¼ max epsabsj j; epsrelj j � Ij jf g and epsabs and epsrel are user-specified absolute and relative
error tolerances. Moreover it returns the quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_wt_alglog_1 (d01spc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_wt_alglog_1 (d01spc) depends on the integrand and the accuracy
required.

If the function fails with an error exit other than NE_INT_ARG_LT, NE_BAD_PARAM,
NE_REAL_ARG_LE, NE_2_REAL_ARG_LE or NE_ALLOC_FAIL then you may wish to examine
the contents of the structure qp. These contain the end-points of the sub-intervals used by
nag_1d_quad_wt_alglog_1 (d01spc) along with the integral contributions and error estimates over
these sub-intervals.
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Specifically, i ¼ 1; 2; . . . ; n, let ri denote the approximation to the value of the integral over the sub-
interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
g xð Þw xð Þdx ’ ri and result ¼

Pn
i¼1ri.

The value of n is returned in qp!num subint, and the values ai, bi, ri and ei are stored in the structure
qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.

10 Example

This example computes Z 1

0
lnx cos 10	xð Þdx

and Z 1

0

sin 10xð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
x 1� xð Þ

p dx:

10.1 Program Text

/* nag_1d_quad_wt_alglog_1 (d01spc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f_sin(double x, Nag_User *comm);
static double NAG_CALL f_cos(double x, Nag_User *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer max_num_subint, wt_array_ind;
int numfunc;
double a, b, epsabs, abserr, epsrel, result;
/* Arrays */
static Integer use_comm[2] = { 1, 1 };
static double alpha[2] = { 0.0, -0.5 };
static double beta[2] = { 0.0, -0.5 };
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static const char *Nag_QuadWeight_array[] = { "Nag_Alg", "Nag_Alg_loga",
"Nag_Alg_logb", "Nag_Alg_loga_logb"

};
/* Nag Types */
Nag_QuadProgress qp;
Nag_QuadWeight wt_func;
Nag_User comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_1d_quad_wt_alglog_1 (d01spc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsabs = 0.0;
epsrel = 0.0001;
a = 0.0;
b = 1.0;
max_num_subint = 200;
for (numfunc = 0; numfunc < 2; ++numfunc) {

switch (numfunc) {
default:
case 0:

wt_func = Nag_Alg_loga;
wt_array_ind = 1;
/* nag_1d_quad_wt_alglog_1 (d01spc).
* One-dimensional adaptive quadrature, weight function with
* end-point singularities of algebraic-logarithmic type,
* thread-safe
*/

nag_1d_quad_wt_alglog_1(f_cos, a, b, alpha[numfunc], beta[numfunc],
wt_func, epsabs, epsrel, max_num_subint,
&result, &abserr, &qp, &comm, &fail);

printf("\nIntegral of cos(10*pi*x) on [a,b]\n");
break;

case 1:
wt_func = Nag_Alg;
wt_array_ind = 0;
nag_1d_quad_wt_alglog_1(f_sin, a, b, alpha[numfunc], beta[numfunc],

wt_func, epsabs, epsrel, max_num_subint,
&result, &abserr, &qp, &comm, &fail);

printf("\nIntegral of sin(10*x) on [a,b]\n");
}
printf("---------------------------------\n");
printf("a - lower limit of integration = %9.4f\n", a);
printf("b - upper limit of integration = %9.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
printf("alpha - weight function parameter = %9.4f\n",

alpha[numfunc]);
printf("beta - weight function parameter = %9.4f\n",

beta[numfunc]);
printf("wt_func - weight function used = %s\n",

Nag_QuadWeight_array[wt_array_ind]);

if (fail.code != NE_NOERROR)
printf("%s\n", fail.message);

if (fail.code == NE_NOERROR || fail.code == NE_QUAD_BAD_SUBDIV ||
fail.code == NE_QUAD_MAX_SUBDIV || fail.code == NE_QUAD_ROUNDOFF_TOL)

{
printf("result - approximation to the integral = %10.5f\n", result);
printf("abserr - estimate of absolute error = %11.2e\n", abserr);
printf("qp.fun_count - function evaluations = %4" NAG_IFMT "\n",

qp.fun_count);
printf("qp.num_subint - subintervals used = %4" NAG_IFMT "\n\n",

qp.num_subint);
/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
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NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
else {

exit_status = 1;
goto END;

}
}

END:
return exit_status;

}

static double NAG_CALL f_cos(double x, Nag_User *comm)
{

double a;
double pi;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback f_cos, first invocation.)\n");
use_comm[0] = 0;

}

/* nag_pi (x01aac). */
pi = nag_pi;
a = pi * 10.0;
return cos(a * x);

}

static double NAG_CALL f_sin(double x, Nag_User *comm)
{

double omega;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[1]) {
printf("(User-supplied callback f_sin, first invocation.)\n");
use_comm[1] = 0;

}

omega = 10.0;
return sin(omega * x);

}

10.2 Program Data

None.

10.3 Program Results

nag_1d_quad_wt_alglog_1 (d01spc) Example Program Results
(User-supplied callback f_cos, first invocation.)

Integral of cos(10*pi*x) on [a,b]
---------------------------------
a - lower limit of integration = 0.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

alpha - weight function parameter = 0.0000
beta - weight function parameter = 0.0000
wt_func - weight function used = Nag_Alg_loga
result - approximation to the integral = -0.04899
abserr - estimate of absolute error = 1.14e-07
qp.fun_count - function evaluations = 110
qp.num_subint - subintervals used = 4

(User-supplied callback f_sin, first invocation.)
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Integral of sin(10*x) on [a,b]
---------------------------------
a - lower limit of integration = 0.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

alpha - weight function parameter = -0.5000
beta - weight function parameter = -0.5000
wt_func - weight function used = Nag_Alg
result - approximation to the integral = 0.53502
abserr - estimate of absolute error = 1.94e-12
qp.fun_count - function evaluations = 50
qp.num_subint - subintervals used = 2
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NAG Library Function Document

nag_1d_quad_wt_cauchy_1 (d01sqc)

1 Purpose

nag_1d_quad_wt_cauchy_1 (d01sqc) calculates an approximation to the Hilbert transform of a function
g xð Þ over a; b½ �:

I ¼
Z b

a

g xð Þ
x� cdx

for user-specified values of a, b and c.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_wt_cauchy_1 (

double (*g)(double x, Nag_User *comm),

double a, double b, double c, double epsabs, double epsrel,
Integer max_num_subint, double *result, double *abserr,
Nag_QuadProgress *qp, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_wt_cauchy_1 (d01sqc) is based upon the QUADPACK routine QAWC (Piessens et al.
(1983)) and integrates a function of the form g xð Þw xð Þ, where the weight function

w xð Þ ¼ 1

x� c
is that of the Hilbert transform. (If a < c < b the integral has to be interpreted in the sense of a Cauchy
principal value.) It is an adaptive function which employs a ‘global’ acceptance criterion (as defined by
Malcolm and Simpson (1976)). Special care is taken to ensure that c is never the end-point of a sub-
interval (Piessens et al. (1976)). On each sub-interval c1; c2ð Þ modified Clenshaw–Curtis integration of
orders 12 and 24 is performed if c1 � d � c � c2 þ d where d ¼ c2 � c1ð Þ=20. Otherwise the Gauss 7-
point and Kronrod 15-point rules are used. The local error estimation is described by Piessens et al.
(1983).

4 References

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Piessens R, van Roy–Branders M and Mertens I (1976) The automatic evaluation of Cauchy principal
value integrals Angew. Inf. 18 31–35

5 Arguments

1: g – function, supplied by the user External Function

g must return the value of the function g at a given point.

d01 – Quadrature d01sqc
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The specification of g is:

double g (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the function g must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: b – double Input

On entry: the upper limit of integration, b. It is not necessary that a < b.

4: c – double Input

On entry: the argument c in the weight function.

Constraint: c 6¼ a or b.

5: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

6: epsrel – double Input

On entry: the relative accuracy required. If epsrel is negative, the absolute value is used. See
Section 7.

7: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.

8: result – double * Output

On exit: the approximation to the integral I.

9: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

10: qp – Nag_QuadProgress *

Pointer to structure of type Nag_QuadProgress with the following members:
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num_subint – Integer Output

On exit: the actual number of sub-intervals used.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_wt_cauchy_1
(d01sqc).

sub_int_beg_pts – double * Output
sub_int_end_pts – double * Output
sub_int_result – double * Output
sub_int_error – double * Output

On exit: these pointers are allocated memory internally with max_num_subint elements.
If an error exit other than NE_INT_ARG_LT, NE_2_REAL_ARG_EQ or NE_ALLOC_-
FAIL occurs, these arrays will contain information which may be useful. For details, see
Section 9.

Before a subsequent call to nag_1d_quad_wt_cauchy_1 (d01sqc) is made, or when the
information contained in these arrays is no longer useful, you should free the storage
allocated by these pointers using the NAG macro NAG_FREE.

11: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from g(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_EQ

On entry, c ¼ valueh i while a ¼ valueh i. These arguments must satisfy c 6¼ a.

On entry, c ¼ valueh i while b ¼ valueh i. These arguments must satisfy c 6¼ b.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions has been reached without the accuracy requirements being
achieved. Look at the integrand in order to determine the integration difficulties. Another
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integrator, which is designed for handling the type of difficulty involved, must be used.
Alternatively, consider relaxing the accuracy requirements specified by epsabs and epsrel, or
increasing the value of max_num_subint.

NE_QUAD_ROUNDOFF_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i,
epsrel ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs and epsrel.

7 Accuracy

nag_1d_quad_wt_cauchy_1 (d01sqc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � tol

where

tol ¼ max epsabsj j; epsrelj j � Ij jf g

and epsabs and epsrel are user-specified absolute and relative error tolerances. Moreover it returns the
quantity abserr which, in normal circumstances, satisfies

I � resultj j � abserr � tol:

8 Parallelism and Performance

nag_1d_quad_wt_cauchy_1 (d01sqc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_wt_cauchy_1 (d01sqc) depends on the integrand and the accuracy
required.

If the function fails with an error exit other than NE_INT_ARG_LT, NE_2_REAL_ARG_EQ or
NE_ALLOC_FAIL, then you may wish to examine the contents of the structure qp. These contain the
end-points of the sub-intervals used by nag_1d_quad_wt_cauchy_1 (d01sqc) along with the integral
contributions and error estimates over the sub-intervals.

Specifically, for i ¼ 1; 2; . . . ; n, let ri denote the approximation to the value of the integral over the sub-
interval ai; bi½ � in the partition of a; b½ � and ei be the corresponding absolute error estimate.

Then,
R bi
ai
g xð Þw xð Þdx ’ ri and result ¼

Pn
i¼1ri.

The value of n is returned in qp!num subint, and the values ai, bi, ri and ei are stored in the structure
qp as

ai ¼ qp!sub int beg pts½i� 1�,
bi ¼ qp!sub int end pts½i� 1�,
ri ¼ qp!sub int result½i� 1� and
ei ¼ qp!sub int error½i� 1�.

10 Example

This example computes Z 1

�1

dx

x2 þ 0:012
� �

x� 1
2

� �:
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10.1 Program Text

/* nag_1d_quad_wt_cauchy_1 (d01sqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL g(double x, Nag_User *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a, b, c;
double epsabs, abserr, epsrel, result;
Nag_QuadProgress qp;
Integer max_num_subint;
NagError fail;
Nag_User comm;

INIT_FAIL(fail);

printf("nag_1d_quad_wt_cauchy_1 (d01sqc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsabs = 0.0;
epsrel = 0.0001;
a = -1.0;
b = 1.0;
c = 0.5;
max_num_subint = 200;
/* nag_1d_quad_wt_cauchy_1 (d01sqc).
* One-dimensional adaptive quadrature, weight function
* 1/(x-c), Cauchy principal value, thread-safe
*/

nag_1d_quad_wt_cauchy_1(g, a, b, c, epsabs, epsrel, max_num_subint, &result,
&abserr, &qp, &comm, &fail);

printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = %10.4f\n", b);
printf("epsabs - absolute accuracy requested = %11.2e\n", epsabs);
printf("epsrel - relative accuracy requested = %11.2e\n\n", epsrel);
printf("c - parameter in the weight function = %11.2e\n", c);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_wt_cauchy_1 (d01sqc) %s\n", fail.message);
if (fail.code != NE_INT_ARG_LT && fail.code != NE_2_REAL_ARG_EQ &&

fail.code != NE_ALLOC_FAIL && fail.code != NE_NO_LICENCE) {
printf("result - approximation to the integral = %9.2f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qp.fun_count - number of function evaluations = %4" NAG_IFMT

"\n", qp.fun_count);
printf("qp.num_subint - number of subintervals used = %4" NAG_IFMT "\n",

qp.num_subint);
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/* Free memory used by qp */
NAG_FREE(qp.sub_int_beg_pts);
NAG_FREE(qp.sub_int_end_pts);
NAG_FREE(qp.sub_int_result);
NAG_FREE(qp.sub_int_error);

}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;

}

static double NAG_CALL g(double x, Nag_User *comm)
{

double aa;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback g, first invocation.)\n");
use_comm[0] = 0;

}

aa = 0.01;
return 1.0 / (x * x + aa * aa);

}

10.2 Program Data

None.

10.3 Program Results

nag_1d_quad_wt_cauchy_1 (d01sqc) Example Program Results
(User-supplied callback g, first invocation.)
a - lower limit of integration = -1.0000
b - upper limit of integration = 1.0000
epsabs - absolute accuracy requested = 0.00e+00
epsrel - relative accuracy requested = 1.00e-04

c - parameter in the weight function = 5.00e-01
result - approximation to the integral = -628.46
abserr - estimate of the absolute error = 1.32e-02
qp.fun_count - number of function evaluations = 255
qp.num_subint - number of subintervals used = 8
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NAG Library Function Document

nag_1d_quad_inf_wt_trig_1 (d01ssc)

1 Purpose

nag_1d_quad_inf_wt_trig_1 (d01ssc) calculates an approximation to the sine or the cosine transform of
a function g over a;1½ Þ:

I ¼
Z 1
a

g xð Þ sin !xð Þdx or I ¼
Z 1
a

g xð Þ cos !xð Þdx

(for a user-specified value of !).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_1d_quad_inf_wt_trig_1 (

double (*g)(double x, Nag_User *comm),

double a, double omega, Nag_TrigTransform wt_func, Integer maxintervals,
Integer max_num_subint, double epsabs, double *result, double *abserr,
Nag_QuadSubProgress *qpsub, Nag_User *comm, NagError *fail)

3 Description

nag_1d_quad_inf_wt_trig_1 (d01ssc) is based upon the QUADPACK routine QAWFE (Piessens et al.
(1983)). It is an adaptive function, designed to integrate a function of the form g xð Þw xð Þ over a semi-
infinite interval, where w xð Þ is either sin !xð Þ or cos !xð Þ. Over successive intervals

Ck ¼ aþ k� 1ð Þ � c; aþ k� c½ �; k ¼ 1; 2; . . . ; qpsub!intervals

integration is performed by the same algorithm as is used by nag_1d_quad_wt_trig_1 (d01snc). The
intervals Ck are of constant length

c ¼ 2 !j j½ � þ 1f g	= !j j; ! 6¼ 0;

where !j j½ � represents the largest integer less than or equal to !j j. Since c equals an odd number of half
periods, the integral contributions over succeeding intervals will alternate in sign when the function g is
positive and monotonically decreasing over a;1½ Þ. The algorithm, described by Piessens et al. (1983),
incorporates a global acceptance criterion (as defined by Malcolm and Simpson (1976)) together with
the �-algorithm (Wynn (1956)) to perform extrapolation. The local error estimation is described by
Piessens et al. (1983).

If ! ¼ 0 and wt func ¼ Nag Cosine, the function uses the same algorithm as nag_1d_quad_inf_1
(d01smc) (with epsrel ¼ 0:0).

In contrast to most other functions in Chapter d01, nag_1d_quad_inf_wt_trig_1 (d01ssc) works only
with a user-specified absolute error tolerance (epsabs). Over the interval Ck it attempts to satisfy the
absolute accuracy requirement

EPSAk ¼ Uk � epsabs;

where Uk ¼ 1� pð Þpk�1, for k ¼ 1; 2; . . . and p ¼ 0:9.

However, when difficulties occur during the integration over the kth interval Ck such that the error flag
qpsub!interval flag½k� 1� is nonzero, the accuracy requirement over subsequent intervals is relaxed.
See Piessens et al. (1983) for more details.
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4 References

Malcolm M A and Simpson R B (1976) Local versus global strategies for adaptive quadrature ACM
Trans. Math. Software 1 129–146

Piessens R, de Doncker–Kapenga E, Ûberhuber C and Kahaner D (1983) QUADPACK, A Subroutine
Package for Automatic Integration Springer–Verlag

Wynn P (1956) On a device for computing the em Snð Þ transformation Math. Tables Aids Comput. 10
91–96

5 Arguments

1: g – function, supplied by the user External Function

g must return the value of the function g at a given point.

The specification of g is:

double g (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the function g must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

2: a – double Input

On entry: the lower limit of integration, a.

3: omega – double Input

On entry: the argument ! in the weight function of the transform.

4: wt func – Nag_TrigTransform Input

On entry: indicates which integral is to be computed:

if wt func ¼ Nag Cosine, w xð Þ ¼ cos !xð Þ;
if wt func ¼ Nag Sine, w xð Þ ¼ sin !xð Þ.

Constraint: wt func ¼ Nag Cosine or Nag Sine.

5: maxintervals – Integer Input

On entry: an upper bound on the number of intervals Ck needed for the integration.

Suggested value: maxintervals ¼ 50 is adequate for most problems.

Constraint: maxintervals 	 3.
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6: max num subint – Integer Input

On entry: the upper bound on the number of sub-intervals into which the interval of integration
may be divided by the function. The more difficult the integrand, the larger max_num_subint
should be.

Constraint: max num subint 	 1.

7: epsabs – double Input

On entry: the absolute accuracy required. If epsabs is negative, the absolute value is used. See
Section 7.

8: result – double * Output

On exit: the approximation to the integral I.

9: abserr – double * Output

On exit: an estimate of the modulus of the absolute error, which should be an upper bound for
I � resultj j.

10: qpsub – Nag_QuadSubProgress *

Pointer to structure of type Nag_QuadSubProgress with the following members:

intervals – Integer Output

On exit: the number of intervals Ck actually used for the integration.

fun_count – Integer Output

On exit: the number of function evaluations performed by nag_1d_quad_inf_wt_trig_1
(d01ssc).

subints_per_interval – Integer * Output

On exit: the maximum number of sub-intervals actually used for integrating over any of
the intervals Ck.

interval_error – double * Output

On exit: the error estimate corresponding to the integral contribution over the interval Ck,
for k ¼ 1; 2; . . . ; intervals.

interval_result – double * Output

On exit: the corresponding integral contribution over the interval Ck , for
k ¼ 1; 2; . . . ; intervals.

interval_flag – Integer * Output

On exit: the error flag corresponding to interval result, for k ¼ 1; 2; . . . ; intervals. See
also Section 6.

When the information available in the arrays interval error, interval result and interval flag is
no longer useful, or before a subsequent call to nag_1d_quad_inf_wt_trig_1 (d01ssc) with the
same argument qpsub is made, you should free the storage contained in this pointer using the
NAG macro NAG_FREE. Note that these arrays do not need to be freed if one of the error exits
NE_INT_ARG_LT, NE_BAD_PARAM or NE_ALLOC_FAIL occurred.

11: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

d01 – Quadrature d01ssc

Mark 26 d01ssc.3



p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from g(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

In the cases where fail:code ¼ NE QUAD BAD SUBDIV INT, NE_QUAD_MAX_INT or NE_QUA-
D_EXTRAPL_INT, additional information about the cause of the error can be obtained from the array
qpsub!interval flag, as follows:

qpsub!interval flag½k� 1� ¼ 1

The maximum number of subdivisions ¼ max num subintð Þ has been achieved on the kth
interval.

qpsub!interval flag½k� 1� ¼ 2

Occurrence of round-off error is detected and prevents the tolerance imposed on the kth
interval from being achieved.

qpsub!interval flag½k� 1� ¼ 3

Extremely bad integrand behaviour occurs at some points of the kth interval.

qpsub!interval flag½k� 1� ¼ 4

The integration procedure over the kth interval does not converge (to within the required
accuracy) due to round-off in the extrapolation procedure invoked on this interval. It is
assumed that the result on this interval is the best which can be obtained.

qpsub!interval flag½k� 1� ¼ 5

The integral over the kth interval is probably divergent or slowly convergent. It must be
noted that divergence can occur with any other value of qpsub!interval flag½k� 1�.

If you declare and initialize fail and set fail:print ¼ Nag TRUE as recommended then NE_QUAD_-
NO_CONV may be produced, supplemented by messages indicating more precisely where problems
were encountered by the function. However, if the default error handling, NAGERR_DEFAULT, is used
then one of NE_QUAD_MAX_SUBDIV_SPEC_INT, NE_QUAD_ROUNDOFF_TOL_SPEC_INT,
NE_QUAD_BAD_SPEC_INT, NE_QUAD_NO_CONV_SPEC_INT and NE_QUAD_DIVERGENCE_-
SPEC_INT may occur. Please note the program will terminate when the first of such errors is detected.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument wt_func had an illegal value.

NE_INT_ARG_LT

On entry, maxintervals ¼ valueh i.
Constraint: maxintervals 	 3.

On entry, max_num_subint must not be less than 1: max num subint ¼ valueh i.
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NE_QUAD_BAD_SPEC_INT

Bad integrand behaviour occurs at some points of the valueh i interval.
qpsub!interval flag½ valueh i� ¼ valueh i over sub-interval valueh i; valueh ið Þ.

NE_QUAD_BAD_SUBDIV

Extremely bad integrand behaviour occurs around the sub-interval valueh i; valueh ið Þ.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_BAD_SUBDIV_INT

Bad integration behaviour has occurred within one or more intervals.

NE_QUAD_DIVERGENCE_SPEC_INT

The integral is probably divergent on the valueh i interval.
qpsub!interval flag½ valueh i� ¼ valueh i over sub-interval valueh i; valueh ið Þ.

NE_QUAD_EXTRAPL_INT

The extrapolation table constructed for convergence acceleration of the series formed by the
integral contribution over the integral does not converge.

NE_QUAD_MAX_INT

Maximum number of intervals allowed has been achieved. Increase the value of maxintervals.

NE_QUAD_MAX_SUBDIV

The maximum number of subdivisions has been reached: max num subint ¼ valueh i.
The maximum number of subdivisions within an interval has been reached without the accuracy
requirements being achieved. Look at the integrand in order to determine the integration
difficulties. If the position of a local difficulty within the interval can be determined (e.g., a
singularity of the integrand or its derivative, a peak, a discontinuity, etc.) you will probably gain
from splitting up the interval at this point and calling this function on the infinite subrange and an
appropriate integrator on the finite subrange. Alternatively, consider relaxing the accuracy
requirements specified by epsabs or increasing the value of max_num_subint.

NE_QUAD_MAX_SUBDIV_SPEC_INT

The maximum number of subdivisions has been reached,
max num subint ¼ valueh i on the valueh i interval.
qpsub!interval flag½ valueh i� ¼ valueh i over sub-interval valueh i; valueh ið Þ.

NE_QUAD_NO_CONV

The integral is probably divergent or slowly convergent.
Please note that divergence can also occur with any error exit other than NE_INT_ARG_LT,
NE_BAD_PARAM or NE_ALLOC_FAIL.

NE_QUAD_NO_CONV_SPEC_INT

The integral has failed to converge on the valueh i interval.
qpsub!interval flag½ valueh i� ¼ valueh i over sub-interval valueh i; valueh ið Þ.

NE_QUAD_ROUNDOFF_ABS_TOL

Round-off error prevents the requested tolerance from being achieved: epsabs ¼ valueh i.
The error may be underestimated. Consider relaxing the accuracy requirements specified by
epsabs.
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NE_QUAD_ROUNDOFF_EXTRAPL

Round-off error is detected during extrapolation.
The requested tolerance cannot be achieved, because the extrapolation does not increase the
accuracy satisfactorily; the returned result is the best that can be obtained.
The same advice applies as in the case of NE_QUAD_MAX_SUBDIV.

NE_QUAD_ROUNDOFF_TOL_SPEC_INT

Round-off error prevents the requested tolerance from being achieved on the valueh i interval.
qpsub!interval flag½ valueh i� ¼ valueh i over sub-interval valueh i; valueh ið Þ.

7 Accuracy

nag_1d_quad_inf_wt_trig_1 (d01ssc) cannot guarantee, but in practice usually achieves, the following
accuracy:

I � resultj j � epsabsj j

where epsabs is the user-specified absolute error tolerance. Moreover it returns the quantity abserr
which, in normal circumstances, satisfies

I � resultj j � abserr � epsabsj j:

8 Parallelism and Performance

nag_1d_quad_inf_wt_trig_1 (d01ssc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_quad_inf_wt_trig_1 (d01ssc) depends on the integrand and on the accuracy
required.

10 Example

This example computes Z 1
0

1ffiffiffi
x
p cos 	x=2ð Þdx:

10.1 Program Text

/* nag_1d_quad_inf_wt_trig_1 (d01ssc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL g(double x, Nag_User *comm);

d01ssc NAG Library Manual

d01ssc.6 Mark 26



#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
double a;
double omega;
double epsabs, abserr;
Nag_TrigTransform wt_func;
double result;
Nag_QuadSubProgress qpsub;
Integer maxintervals, maxsubint_per_int;
NagError fail;
Nag_User comm;

INIT_FAIL(fail);

printf("nag_1d_quad_inf_wt_trig_1 (d01ssc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

epsabs = 0.001;
a = 0.0;
/* nag_pi (x01aac).
* pi
*/

omega = nag_pi * 0.5;
wt_func = Nag_Cosine;
maxintervals = 50;
maxsubint_per_int = 500;

/* nag_1d_quad_inf_wt_trig_1 (d01ssc).
* One-dimensional adaptive quadrature, semi-infinite
* interval, sine or cosine weight function, thread-safe
*/

nag_1d_quad_inf_wt_trig_1(g, a, omega, wt_func, maxintervals,
maxsubint_per_int, epsabs, &result, &abserr,
&qpsub, &comm, &fail);

printf("a - lower limit of integration = %10.4f\n", a);
printf("b - upper limit of integration = infinity\n");
printf("epsabs - absolute accuracy requested = %11.2e\n\n", epsabs);
if (fail.code != NE_NOERROR)

printf("Error from nag_1d_quad_inf_wt_trig_1 (d01ssc) %s\n",
fail.message);

if (fail.code != NE_INT_ARG_LT && fail.code != NE_BAD_PARAM &&
fail.code != NE_ALLOC_FAIL && fail.code != NE_NO_LICENCE) {

printf("result - approximation to the integral = %9.5f\n", result);
printf("abserr - estimate of the absolute error = %11.2e\n", abserr);
printf("qpsub.fun_count - number of function evaluations ="

" %4" NAG_IFMT "\n", qpsub.fun_count);
printf("qpsub.intervals - number of intervals used = %4" NAG_IFMT "\n",

qpsub.intervals);
printf("qpsub.subints_per_interval - \n"

"maximum number of subintervals used in any one interval ="
" %4" NAG_IFMT "\n", qpsub.subints_per_interval);

/* Free memory used by qpsub */
NAG_FREE(qpsub.interval_error);
NAG_FREE(qpsub.interval_result);
NAG_FREE(qpsub.interval_flag);

}
else {

exit_status = 1;
goto END;

}

END:
return exit_status;
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}

static double NAG_CALL g(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback g, first invocation.)\n");
use_comm[0] = 0;

}

return (x > 0.0) ? 1.0 / sqrt(x) : 0.0;
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_quad_inf_wt_trig_1 (d01ssc) Example Program Results
(User-supplied callback g, first invocation.)
a - lower limit of integration = 0.0000
b - upper limit of integration = infinity
epsabs - absolute accuracy requested = 1.00e-03

result - approximation to the integral = 1.00000
abserr - estimate of the absolute error = 5.92e-04
qpsub.fun_count - number of function evaluations = 380
qpsub.intervals - number of intervals used = 6
qpsub.subints_per_interval -
maximum number of subintervals used in any one interval = 8
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NAG Library Function Document

nag_1d_withdraw_quad_gauss_1 (d01tac)

1 Purpose

nag_1d_withdraw_quad_gauss_1 (d01tac) computes an estimate of the definite integral of a function of
known analytical form, using a Gaussian quadrature formula with a specified number of abscissae.
Formulae are provided for a finite interval (Gauss–Legendre), a semi-infinite interval (Gauss–Laguerre,
rational Gauss), and an infinite interval (Gauss–Hermite).

2 Specification

#include <nag.h>
#include <nagd01.h>

double nag_1d_withdraw_quad_gauss_1 (Nag_GaussFormulae quadrule,

double (*f)(double x, Nag_User *comm),

double a, double b, Integer npts, Nag_User *comm, NagError *fail)

3 Description

3.1 General

nag_1d_withdraw_quad_gauss_1 (d01tac) evaluates an estimate of the definite integral of a function
f xð Þ, over a finite or infinite interval, by n-point Gaussian quadrature (see Davis and Rabinowitz
(1967), FrÎberg (1970), Ward (1975) or Stroud and Secrest (1966)). The integral is approximated by a
summation Xn

i¼1
!if xið Þ

where !i are called the weights, and the xi the abscissae. A selection of values of n is available. (See
Section 5.)

3.2 Both Limits Finite

Z b

a

f xð Þdx

The Gauss–Legendre weights and abscissae are used, and the formula is exact for any function of the
form:

f xð Þ ¼
X2n�1
i¼0

cix
i:

The formula is appropriate for functions which can be well approximated by such a polynomial over
a; b½ �. It is inappropriate for functions with algebraic singularities at one or both ends of the interval,
such as 1ffiffiffiffiffiffiffiffiffi

1þxð Þ
p on �1; 1½ �.

3.3 One Limit Infinite Z 1
a

f xð Þdx or
Z a

�1
f xð Þdx:

Two quadrature formulae are available for these integrals:
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(a) The Gauss–Laguerre formula is exact for any function of the form:

f xð Þ ¼ e�bx
X2n�1
i¼0

cix
i:

(b) This formula is appropriate for functions decaying exponentially at infinity; the argument b should
be chosen if possible to match the decay rate of the function.

(c) The rational Gauss formula is exact for any function of the form:

f xð Þ ¼
X2nþ1
i¼2

ci

xþ bð Þi
¼

X2n�1
i¼0

c2nþ1�i xþ bð Þi

xþ bð Þ2nþ1

(d) This formula is likely to be more accurate for functions having only an inverse power rate of decay
for large x. Here the choice of a suitable value of b may be more difficult; unfortunately a poor
choice of b can make a large difference to the accuracy of the computed integral.

3.4 Both Limits Infinite Z þ1
�1

f xð Þdx:

The Gauss–Hermite weights and abscissae are used, and the formula is exact for any function of the
form:

f xð Þ ¼ e�b x�að Þ2
X2n�1
i¼0

cix
i:

Again, for general functions not of this exact form, the argument b should be chosen to match if
possible the decay rate at 
1.

4 References

Davis P J and Rabinowitz P (1967) Numerical Integration 33–52 Blaisdell Publishing Company

FrÎberg C E (1970) Introduction to Numerical Analysis Addison–Wesley

Stroud A H and Secrest D (1966) Gaussian Quadrature Formulas Prentice–Hall

Ward R C (1975) The combination shift QZ algorithm SIAM J. Numer. Anal. 12 835–853

5 Arguments

1: quadrule – Nag_GaussFormulae Input

On entry: indicates the quadrature formula:

quadrule ¼ Nag Legendre, for Gauss–Legendre quadrature on a finite interval;

quadrule ¼ Nag Rational, for rational Gauss quadrature on a semi-infinite interval;

quadrule ¼ Nag Laguerre, for Gauss–Laguerre quadrature on a semi-infinite interval;

quadrule ¼ Nag Hermite, for Gauss–Hermite quadrature on an infinite interval.

Constraint: quadrule ¼ Nag Legendre, Nag Rational, Nag Laguerre or Nag Hermite.

2: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.
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The specification of f is:

double f (double x, Nag_User *comm)

1: x – double Input

On entry: the point at which the integrand f must be evaluated.

2: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

Some points to bear in mind when coding f are mentioned in Section 9.

3: a – double Input
4: b – double Input

On entry: the arguments a and b which occur in the integration formulae:

Gauss–Legendre: a is the lower limit and b is the upper limit of the integral. It is not necessary
that a < b.

Rational Gauss: b must be chosen so as to make the integrand match as closely as possible the
exact form given in Section 3. The interval of integration is a;1½ Þ if aþ b > 0, and �1; að � if
aþ b < 0.

Gauss–Laguerre: b must be chosen so as to make the integrand match as closely as possible the
exact form given in Section 3. The interval of integration is a;1½ Þ if b > 0, and �1; að � if b < 0.

Gauss–Hermite: a and b must be chosen so as to make the integrand match as closely as possible
the exact form given in Section 3.

Constraints:

Rational Gauss: aþ b 6¼ 0:0;
Gauss–Laguerre: b 6¼ 0:0;
Gauss–Hermite: b > 0:0.

5: npts – Integer Input

On entry: the number of abscissae to be used, n.

Constraint: npts ¼ 1, 2, 3, 4, 5, 6, 8, 10, 12, 14, 16, 20, 24, 32, 48 or 64.

6: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type pointer will be void * with
a C compiler that defines void * and char * otherwise.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_BAD_PARAM

On entry, argument quadrule had an illegal value.

NE_QUAD_GAUSS_CONS

Gauss–Hermite input is invalid with b � 0:0.
Constraint: b > 0:0.

Gauss–Laguerre input is invalid with b ¼ 0:0.
Constraint: b 6¼ 0:0.

Rational Gauss input is invalid with aþ b ¼ 0:0.
Constraint: aþ b 6¼ 0:0.

The answer is returned as zero.

NE_QUAD_GAUSS_NPTS_RULE

The N-point rule is not among those stored.
The answer is evaluated for valueh i, the largest possible value of npts less than the requested
value, valueh i.

7 Accuracy

The accuracy depends on the behaviour of the integrand, and on the number of abscissae used. No tests
are carried out in nag_1d_withdraw_quad_gauss_1 (d01tac) to estimate the accuracy of the result. If
such an estimate is required, the function may be called more than once, with a different number of
abscissae each time, and the answers compared. It is to be expected that for sufficiently smooth
functions a larger number of abscissae will give improved accuracy.

Alternatively, the interval of integration may be subdivided, the integral estimated separately for each
sub-interval, and the sum of these estimates compared with the estimate over the whole interval.

The coding of the function f may also have a bearing on the accuracy. For example, if a high-order
Gauss–Laguerre formula is used, and the integrand is of the form

f xð Þ ¼ e�bxg xð Þ

it is possible that the exponential term may underflow for some large abscissae. Depending on the
machine, this may produce an error, or simply be assumed to be zero. In any case, it would be better to
evaluate the expression as:

f xð Þ ¼ exp �bxþ ln g xð Þð Þ:

Another situation requiring care is exemplified byZ þ1
�1

e�x
2
xmdx ¼ 0; m odd:

The integrand here assumes very large values; for example, for m ¼ 63, the peak value exceeds
3� 1033. Now, if the machine holds floating-point numbers to an accuracy of k significant decimal
digits, we could not expect such terms to cancel in the summation leaving an answer of much less than
1033�k (the weights being of order unity); that is instead of zero, we obtain a rather large answer
through rounding error. Fortunately, such situations are characterised by great variability in the answers
returned by formulae with different values of n. In general, you should be aware of the order of
magnitude of the integrand, and should judge the answer in that light.

8 Parallelism and Performance

nag_1d_withdraw_quad_gauss_1 (d01tac) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_1d_withdraw_quad_gauss_1 (d01tac) depends on the complexity of the
expression for the integrand and on the number of abscissae required.

10 Example

This example evaluates the integrals Z 1

0

4

1þ x2dx ¼ 	

by Gauss–Legendre quadrature; Z 1
2

1

x2 lnx
dx ¼ 0:378671

by rational Gauss quadrature with b ¼ 0;Z 1
2

e�x

x
dx ¼ 0:048901

by Gauss–Laguerre quadrature with b ¼ 1; andZ þ1
�1

e�3x
2�4x�1dx ¼

Z þ1
�1

e�3 xþ1ð Þ2e2xþ2dx ¼ 1:428167

by Gauss–Hermite quadrature with a ¼ �1 and b ¼ 3.

The formulae with n ¼ 4; 8; 16 are used in each case.

10.1 Program Text

/* nag_1d_withdraw_quad_gauss_1 (d01tac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fun1(double x, Nag_User *comm);
static double NAG_CALL fun2(double x, Nag_User *comm);
static double NAG_CALL fun3(double x, Nag_User *comm);
static double NAG_CALL fun4(double x, Nag_User *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

static Integer use_comm[4] = { 1, 1, 1, 1 };
Integer exit_status = 0;
static Integer nstor[3] = { 4, 8, 16 };
double a, b;
Integer i;
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double ans;
Nag_GaussFormulae gaussformula;
Nag_User comm;
NagError fail;

fail.print = Nag_TRUE;

INIT_FAIL(fail);

printf("nag_1d_withdraw_quad_gauss_1 (d01tac) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

printf("\nGauss-Legendre example\n\n");
for (i = 0; i < 3; ++i) {

a = 0.0;
b = 1.0;
gaussformula = Nag_Legendre;
/* nag_1d_withdraw_quad_gauss_1 (d01tac).
* One-dimensional Gaussian quadrature rule evaluation,
* thread-safe
*/

ans = nag_1d_withdraw_quad_gauss_1(gaussformula, fun1, a, b, nstor[i],
&comm, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_QUAD_GAUSS_NPTS_RULE)
printf("%" NAG_IFMT " Points Answer = %10.5f\n\n", nstor[i], ans);

else {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
}
printf("\nGauss-Rational example\n\n");
for (i = 0; i < 3; ++i) {

a = 2.0;
b = 0.0;
gaussformula = Nag_Rational;
/* nag_1d_withdraw_quad_gauss_1 (d01tac), see above. */
ans = nag_1d_withdraw_quad_gauss_1(gaussformula, fun2, a, b, nstor[i],

&comm, &fail);
if (fail.code == NE_NOERROR || fail.code == NE_QUAD_GAUSS_NPTS_RULE)

printf("%" NAG_IFMT " Points Answer = %10.5f\n\n", nstor[i], ans);
else {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
}
printf("\nGauss-Laguerre example\n\n");
for (i = 0; i < 3; ++i) {

a = 2.0;
b = 1.0;
gaussformula = Nag_Laguerre;
/* nag_1d_withdraw_quad_gauss_1 (d01tac), see above. */
ans = nag_1d_withdraw_quad_gauss_1(gaussformula, fun3, a, b, nstor[i],

&comm, &fail);
if (fail.code == NE_NOERROR || fail.code == NE_QUAD_GAUSS_NPTS_RULE)

printf("%" NAG_IFMT " Points Answer = %10.5f\n\n", nstor[i], ans);
else {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
}
printf("\nGauss-Hermite example\n\n");
for (i = 0; i < 3; ++i) {

a = -1.0;
b = 3.0;
gaussformula = Nag_Hermite;
/* nag_1d_withdraw_quad_gauss_1 (d01tac), see above. */
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ans = nag_1d_withdraw_quad_gauss_1(gaussformula, fun4, a, b, nstor[i],
&comm, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_QUAD_GAUSS_NPTS_RULE)
printf("%" NAG_IFMT " Points Answer = %10.5f\n\n", nstor[i], ans);

else {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
}

END:
return exit_status;

}

static double NAG_CALL fun1(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback fun1, first invocation.)\n");
use_comm[0] = 0;

}

return 4.0 / (x * x + 1.0);
}

static double NAG_CALL fun2(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[1]) {
printf("(User-supplied callback fun2, first invocation.)\n");
use_comm[1] = 0;

}

return 1.0 / (x * x * log(x));
}

static double NAG_CALL fun3(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[2]) {
printf("(User-supplied callback fun3, first invocation.)\n");
use_comm[2] = 0;

}

return exp(-x) / x;
}

static double NAG_CALL fun4(double x, Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[3]) {
printf("(User-supplied callback fun4, first invocation.)\n");
use_comm[3] = 0;

}

return exp(x * (-3.0) * x - x * 4.0 - 1.0);
}

10.2 Program Data

None.
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10.3 Program Results

nag_1d_withdraw_quad_gauss_1 (d01tac) Example Program Results

Gauss-Legendre example

(User-supplied callback fun1, first invocation.)
4 Points Answer = 3.14161

8 Points Answer = 3.14159

16 Points Answer = 3.14159

Gauss-Rational example

(User-supplied callback fun2, first invocation.)
4 Points Answer = 0.37910

8 Points Answer = 0.37876

16 Points Answer = 0.37869

Gauss-Laguerre example

(User-supplied callback fun3, first invocation.)
4 Points Answer = 0.04887

8 Points Answer = 0.04890

16 Points Answer = 0.04890

Gauss-Hermite example

(User-supplied callback fun4, first invocation.)
4 Points Answer = 1.42803

8 Points Answer = 1.42817

16 Points Answer = 1.42817
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NAG Library Function Document

nag_quad_1d_gauss_wset (d01tbc)

1 Purpose

nag_quad_1d_gauss_wset (d01tbc) returns the weights and abscissae appropriate to a Gaussian
quadrature formula with a specified number of abscissae. The formulae provided are for Gauss–
Legendre, rational Gauss, Gauss–Laguerre and Gauss–Hermite.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gauss_wset (Nag_QuadType quad_type, double a, double b,
Integer n, double weight[], double abscis[], NagError *fail)

3 Description

nag_quad_1d_gauss_wset (d01tbc) returns the weights and abscissae for use in the Gaussian quadrature
of a function f xð Þ. The quadrature takes the form

S ¼
Xn
i¼1
wif xið Þ

where wi are the weights and xi are the abscissae (see Davis and Rabinowitz (1975), FrÎberg (1970),
Ralston (1965) or Stroud and Secrest (1966)).

Weights and abscissae are available for Gauss–Legendre, rational Gauss, Gauss–Laguerre and Gauss–
Hermite quadrature, and for a selection of values of n (see Section 5).

(a) Gauss–Legendre Quadrature:

S ’
Z b

a

f xð Þ dx

where a and b are finite and it will be exact for any function of the form

f xð Þ ¼
X2n�1
i¼0

cix
i:

(b) Rational Gauss quadrature, adjusted weights:

S ’
Z 1
a

f xð Þ dx aþ b > 0ð Þ or S ’
Z a

�1
f xð Þ dx aþ b < 0ð Þ

and will be exact for any function of the form

f xð Þ ¼
X2nþ1
i¼2

ci

xþ bð Þi
¼

X2n�1
i¼0

c2nþ1�i xþ bð Þi

xþ bð Þ2nþ1
:

(c) Gauss–Laguerre quadrature, adjusted weights:

S ’
Z 1
a

f xð Þ dx b > 0ð Þ or S ’
Z a

�1
f xð Þ dx b < 0ð Þ

and will be exact for any function of the form
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f xð Þ ¼ e�bx
X2n�1
i¼0

cix
i:

(d) Gauss–Hermite quadrature, adjusted weights:

S ’
Z þ1
�1

f xð Þ dx

and will be exact for any function of the form

f xð Þ ¼ e�b x�að Þ2
X2n�1
i¼0

cix
i b > 0ð Þ:

(e) Gauss–Laguerre quadrature, normal weights:

S ’
Z 1
a

e�bxf xð Þ dx b > 0ð Þ or S ’
Z a

�1
e�bxf xð Þ dx b < 0ð Þ

and will be exact for any function of the form

f xð Þ ¼
X2n�1
i¼0

cix
i:

(f) Gauss–Hermite quadrature, normal weights:

S ’
Z þ1
�1

e�b x�að Þ2f xð Þ dx

and will be exact for any function of the form

f xð Þ ¼
X2n�1
i¼0

cix
i:

Note: the Gauss–Legendre abscissae, with a ¼ �1, b ¼ þ1, are the zeros of the Legendre polynomials;
the Gauss–Laguerre abscissae, with a ¼ 0, b ¼ 1, are the zeros of the Laguerre polynomials; and the
Gauss–Hermite abscissae, with a ¼ 0, b ¼ 1, are the zeros of the Hermite polynomials.

4 References

Davis P J and Rabinowitz P (1975) Methods of Numerical Integration Academic Press

FrÎberg C E (1970) Introduction to Numerical Analysis Addison–Wesley

Ralston A (1965) A First Course in Numerical Analysis pp. 87–90 McGraw–Hill

Stroud A H and Secrest D (1966) Gaussian Quadrature Formulas Prentice–Hall

5 Arguments

1: quad type – Nag_QuadType Input

On entry: indicates the quadrature formula.

quad type ¼ Nag Quad Gauss Legendre
Gauss–Legendre quadrature on a finite interval, using normal weights.

quad type ¼ Nag Quad Gauss Laguerre
Gauss–Laguerre quadrature on a semi-infinite interval, using normal weights.

quad type ¼ Nag Quad Gauss Laguerre Adjusted
Gauss–Laguerre quadrature on a semi-infinite interval, using adjusted weights.
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quad type ¼ Nag Quad Gauss Hermite
Gauss–Hermite quadrature on an infinite interval, using normal weights.

quad type ¼ Nag Quad Gauss Hermite Adjusted
Gauss–Hermite quadrature on an infinite interval, using adjusted weights.

quad type ¼ Nag Quad Gauss Rational Adjusted
Rational Gauss quadrature on a semi-infinite interval, using adjusted weights.

C o n s t r a i n t : quad type ¼ Nag Quad Gauss Legendre, Nag Quad Gauss Laguerre,
Nag Quad Gauss Laguerre Adjusted, Nag Quad Gauss Hermite,
Nag Quad Gauss Hermite Adjusted or Nag Quad Gauss Rational Adjusted.

2: a – double Input
3: b – double Input

On entry: the quantities a and b as described in the appropriate sub-section of Section 3.

Constraints:

if quad type ¼ Nag Quad Gauss Rational Adjusted, aþ b 6¼ 0:0;
if quad type ¼ Nag Quad Gauss Laguerre or Nag Quad Gauss Laguerre Adjusted,
b 6¼ 0:0;
if quad type ¼ Nag Quad Gauss Hermite or Nag Quad Gauss Hermite Adjusted, b > 0:0.

Constraints:

Rational Gauss: aþ b 6¼ 0:0;
Gauss–Laguerre: b 6¼ 0:0;
Gauss–Hermite: b > 0.

4: n – Integer Input

On entry: n, the number of weights and abscissae to be returned.

Constraint: n ¼ 1, 2, 3, 4, 5, 6, 8, 10, 12, 14, 16, 20, 24, 32, 48 or 64.

Note: if n > 0 and is not a member of the above list, the maxmium value of n stored below n
will be used, and all subsequent elements of abscis and weight will be returned as zero.

5: weight½n� – double Output

On exit: the n weights.

6: abscis½n� – double Output

On exit: the n abscissae.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

The value of a and/or b is invalid for the chosen quad_type. Either:
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On entry, argument valueh i had an illegal value.

The value of a and/or b is invalid for Gauss-Hermite quadrature.
On entry, quad type ¼ valueh i.
On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b > 0:0.

The value of a and/or b is invalid for Gauss-Laguerre quadrature.
On entry, quad type ¼ valueh i.
On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: bj j > 0:0.

The value of a and/or b is invalid for rational Gauss quadrature.
On entry, quad type ¼ valueh i.
On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: aþ bj j > 0:0.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_QUAD_GAUSS_NPTS_RULE

The n-point rule is not among those stored.
On entry: n ¼ valueh i.
n-rule used: n ¼ valueh i.

NE_TOO_SMALL

Underflow occurred in calculation of normal weights.
Reduce n or use adjusted weights: n ¼ valueh i.

NE_WEIGHT_ZERO

No nonzero weights were generated for the provided parameters.

7 Accuracy

The weights and abscissae are stored for standard values of a and b to full machine accuracy.

8 Parallelism and Performance

nag_quad_1d_gauss_wset (d01tbc) is not threaded in any implementation.

9 Further Comments

Timing is negligible.
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10 Example

This example returns the abscissae and (adjusted) weights for the six-point Gauss–Laguerre formula.

10.1 Program Text

/* nag_quad_1d_gauss_wset (d01tbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

int main(void)
{

Integer exit_status = 0;
Integer n;
double a, b;
Integer i;
Nag_QuadType quadtype;
NagError fail;
double *abscis = 0, *weight = 0;

INIT_FAIL(fail);

printf("nag_quad_1d_gauss_wset (d01tbc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Input a, b and n */

#ifdef _WIN32
scanf_s("%lf %lf", &a, &b);

#else
scanf("%lf %lf", &a, &b);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

quadtype = Nag_Quad_Gauss_Laguerre_Adjusted;

if (!(abscis = NAG_ALLOC(n, double)) || !(weight = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_quad_1d_gauss_wset (d01tbc).
* Pre-computed weights and abscissae for
* Gaussian quadrature rules, restricted choice of rule.
*/

nag_quad_1d_gauss_wset(quadtype, a, b, n, weight, abscis, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_1d_gauss_wset (d01tbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("\nLaguerre formula, %3" NAG_IFMT " points\n\n"
" Abscissae Weights\n\n", n);

for (i = 0; i < n; i++) {
printf("%15.6e", abscis[i]);
printf("%15.6e\n", weight[i]);

}
printf("\n");

END:
NAG_FREE(abscis);
NAG_FREE(weight);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_1d_gauss_wset (d01tbc) Example Program Results

Laguerre formula, 6 points

Abscissae Weights

2.228466e-01 5.735355e-01
1.188932e+00 1.369253e+00
2.992736e+00 2.260685e+00
5.775144e+00 3.350525e+00
9.837467e+00 4.886827e+00
1.598287e+01 7.849016e+00
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NAG Library Function Document

nag_quad_1d_gauss_wgen (d01tcc)

1 Purpose

nag_quad_1d_gauss_wgen (d01tcc) returns the weights (normal or adjusted) and abscissae for a
Gaussian integration rule with a specified number of abscissae. Six different types of Gauss rule are
allowed.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gauss_wgen (Nag_QuadType quad_type, double a, double b,
double c, double d, Integer n, double weight[], double abscis[],
NagError *fail)

3 Description

nag_quad_1d_gauss_wgen (d01tcc) returns the weights wi and abscissae xi for use in the summation

S ¼
Xn
i¼1
wif xið Þ

which approximates a definite integral (see Davis and Rabinowitz (1975) or Stroud and Secrest (1966)).
The following types are provided:

(a) Gauss–Legendre

S ’
Z b

a

f xð Þ dx; exact for f xð Þ ¼ P2n�1 xð Þ:

Constraint: b > a.

(b) Gauss–Jacobi

normal weights:

S ’
Z b

a

b� xð Þc x� að Þdf xð Þ dx; exact for f xð Þ ¼ P2n�1 xð Þ;

adjusted weights:

S ’
Z b

a

f xð Þ dx; exact for f xð Þ ¼ b� xð Þc x� að ÞdP2n�1 xð Þ:

Constraint: c > �1, d > �1, b > a.

(c) Exponential Gauss

normal weights:

S ’
Z b

a

x� aþ b
2

				 				cf xð Þ dx; exact for f xð Þ ¼ P2n�1 xð Þ;

adjusted weights:
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S ’
Z b

a

f xð Þ dx; exact for f xð Þ ¼ x� aþ b
2

				 				cP2n�1 xð Þ:

Constraint: c > �1, b > a.

(d) Gauss–Laguerre

normal weights:

S ’
Z 1
a

x� aj jce�bxf xð Þ dx b > 0ð Þ;

’
Z a

�1
x� aj jce�bxf xð Þ dx b < 0ð Þ; exact for f xð Þ ¼ P2n�1 xð Þ;

adjusted weights:

S ’
Z 1
a

f xð Þ dx b > 0ð Þ;

’
Z a

�1
f xð Þ dx b < 0ð Þ; exact for f xð Þ ¼ x� aj jce�bxP2n�1 xð Þ:

Constraint: c > �1, b 6¼ 0.

(e) Gauss–Hermite

normal weights:

S ’
Z þ1
�1

x� aj jce�b x�að Þ2f xð Þ dx; exact for f xð Þ ¼ P2n�1 xð Þ;

adjusted weights:

S ’
Z þ1
�1

f xð Þ dx; exact for f xð Þ ¼ x� aj jce�b x�að Þ2P2n�1 xð Þ:

Constraint: c > �1, b > 0.

(f) Rational Gauss

normal weights:

S ’
Z 1
a

x�aj jc

xþbj jdf xð Þ dx aþ b > 0ð Þ;

’
Z a

�1

x�aj jc

xþbj jdf xð Þ dx aþ b < 0ð Þ; exact for f xð Þ ¼ P2n�1
1
xþb

� �
;

adjusted weights:

S ’
Z 1
a

f xð Þ dx aþ b > 0ð Þ;

’
Z a

�1
f xð Þ dx aþ b < 0ð Þ; exact for f xð Þ ¼ x�aj jc

xþbj jdP2n�1
1
xþb

� �
:

Constraint: c > �1, d > cþ 1, aþ b 6¼ 0.

In the above formulae, P2n�1 xð Þ stands for any polynomial of degree 2n� 1 or less in x.

The method used to calculate the abscissae involves finding the eigenvalues of the appropriate
tridiagonal matrix (see Golub and Welsch (1969)). The weights are then determined by the formula
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wi ¼
Xn�1
j¼0

P �j xið Þ
2

( )�1
where P �j xð Þ is the jth orthogonal polynomial with respect to the weight function over the appropriate
interval.

The weights and abscissae produced by nag_quad_1d_gauss_wgen (d01tcc) may be passed to
nag_quad_md_gauss (d01fbc), which will evaluate the summations in one or more dimensions.

4 References

Davis P J and Rabinowitz P (1975) Methods of Numerical Integration Academic Press

Golub G H and Welsch J H (1969) Calculation of Gauss quadrature rules Math. Comput. 23 221–230

Stroud A H and Secrest D (1966) Gaussian Quadrature Formulas Prentice–Hall

5 Arguments

1: quad type – Nag_QuadType Input

On entry: indicates the type of quadrature rule.

quad type ¼ Nag Quad Gauss Legendre
Gauss–Legendre, with normal weights.

quad type ¼ Nag Quad Gauss Jacobi
Gauss–Jacobi, with normal weights.

quad type ¼ Nag Quad Gauss Jacobi Adjusted
Gauss–Jacobi, with adjusted weights.

quad type ¼ Nag Quad Gauss Exponential
Exponential Gauss, with normal weights.

quad type ¼ Nag Quad Gauss Exponential Adjusted
Exponential Gauss, with adjusted weights.

quad type ¼ Nag Quad Gauss Laguerre
Gauss–Laguerre, with normal weights.

quad type ¼ Nag Quad Gauss Laguerre Adjusted
Gauss–Laguerre, with adjusted weights.

quad type ¼ Nag Quad Gauss Hermite
Gauss–Hermite, with normal weights.

quad type ¼ Nag Quad Gauss Hermite Adjusted
Gauss–Hermite, with adjusted weights.

quad type ¼ Nag Quad Gauss Rational
Rational Gauss, with normal weights.

quad type ¼ Nag Quad Gauss Rational Adjusted
Rational Gauss, with adjusted weights.

C o n s t r a i n t : quad type ¼ Nag Quad Gauss Legendre, Nag Quad Gauss Jacobi,
Nag Quad Gauss Jacobi Adjusted, Nag Quad Gauss Exponential,
Nag Quad Gauss Exponential Adjusted, Nag Quad Gauss Laguerre,
Nag Quad Gauss Laguerre Adjusted, Nag Quad Gauss Hermite,
Nag Quad Gauss Hermite Adjusted, Nag Quad Gauss Rational o r
Nag Quad Gauss Rational Adjusted.
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2: a – double Input
3: b – double Input
4: c – double Input
5: d – double Input

On entry: the parameters a, b, c and d which occur in the quadrature formulae. c is not used if
quad type ¼ Nag Quad Gauss Legendre; d is not used unless
quad type ¼ Nag Quad Gauss Jacobi, Nag Quad Gauss Jacobi Adjusted,
Nag Quad Gauss Rational or Nag Quad Gauss Rational Adjusted. For some rules c and d must
not be too large (see Section 6).

Constraints:

if quad type ¼ Nag Quad Gauss Legendre, a < b;
if quad type ¼ Nag Quad Gauss Jacobi or Nag Quad Gauss Jacobi Adjusted,
a < b and c > �1:0 and d > �1:0;
if quad type ¼ Nag Quad Gauss Exponential or Nag Quad Gauss Exponential Adjusted,
a < b and c > �1:0;
if quad type ¼ Nag Quad Gauss Laguerre or Nag Quad Gauss Laguerre Adjusted,
b 6¼ 0:0 and c > �1:0;
if quad type ¼ Nag Quad Gauss Hermite or Nag Quad Gauss Hermite Adjusted,
b > 0:0 and c > �1:0;
if quad type ¼ Nag Quad Gauss Rational or Nag Quad Gauss Rational Adjusted,
aþ b 6¼ 0:0 and c > �1:0 and d > cþ 1:0.

6: n – Integer Input

On en t r y : n, t h e numbe r o f we igh t s and absc i s s a e to be r e t u rned . I f
quad type ¼ Nag Quad Gauss Exponential Adjusted or Nag Quad Gauss Hermite Adjusted and
c 6¼ 0:0, an odd value of n may raise problems (see fail:code ¼ NE_INDETERMINATE).

Constraint: n > 0.

7: weight½n� – double Output

On exit: the n weights.

8: abscis½n� – double Output

On exit: the n abscissae.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, a, b, c, or d is not in the allowed range: a ¼ valueh i, b ¼ valueh i c ¼ valueh i,
d ¼ valueh i and quad type ¼ valueh i.
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NE_CONVERGENCE

The algorithm for computing eigenvalues of a tridiagonal matrix has failed to converge.

NE_INDETERMINATE

Exponential Gauss or Gauss–Hermite adjusted weights with n odd and c 6¼ 0:0.

Theoretically, in these cases:

for c > 0:0, the central adjusted weight is infinite, and the exact function f xð Þ is zero at
the central abscissa;

for c < 0:0, the central adjusted weight is zero, and the exact function f xð Þ is infinite at
the central abscissa.

In either case, the contribution of the central abscissa to the summation is indeterminate.

In practice, the central weight may not have overflowed or underflowed, if there is sufficient
rounding error in the value of the central abscissa.

The weights and abscissa returned may be usable; you must be particularly careful not to ‘round’
the central abscissa to its true value without simultaneously ‘rounding’ the central weight to zero
or 1 as appropriate, or the summation will suffer. It would be preferable to use normal weights,
if possible.

Note: remember that, when switching from normal weights to adjusted weights or vice versa,
redefinition of f xð Þ is involved.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_TOO_BIG

One or more of the weights are larger than rmax, the largest floating point number on this
computer (see nag_real_largest_number (X02ALC)): rmax ¼ valueh i.
Possible solutions are to use a smaller value of n; or, if using adjusted weights to change to
normal weights.

NE_TOO_SMALL

One or more of the weights are too small to be distinguished from zero on this machine.
The underflowing weights are returned as zero, which may be a usable approximation.
Possible solutions are to use a smaller value of n; or, if using normal weights, to change to
adjusted weights.

7 Accuracy

The accuracy depends mainly on n, with increasing loss of accuracy for larger values of n. Typically,
one or two decimal digits may be lost from machine accuracy with n ’ 20, and three or four decimal
digits may be lost for n ’ 100.
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8 Parallelism and Performance

nag_quad_1d_gauss_wgen (d01tcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The major portion of the time is taken up during the calculation of the eigenvalues of the appropriate
tridiagonal matrix, where the time is roughly proportional to n3.

10 Example

This example returns the abscissae and (adjusted) weights for the seven-point Gauss–Laguerre formula.

10.1 Program Text

/* nag_quad_1d_gauss_wgen (d01tcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

int main(void)
{

Integer exit_status = 0;
Integer i, n;
double a, b, c, d;
Nag_QuadType quadtype;
NagError fail;
double *abscis = 0, *weight = 0;

INIT_FAIL(fail);

printf("nag_quad_1d_gauss_wgen (d01tcc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Input a, b, c, d and n */

#ifdef _WIN32
scanf_s("%lf %lf %lf %lf", &a, &b, &c, &d);

#else
scanf("%lf %lf %lf %lf", &a, &b, &c, &d);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

quadtype = Nag_Quad_Gauss_Laguerre_Adjusted;

if (!(abscis = NAG_ALLOC(n, double)) || !(weight = NAG_ALLOC(n, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_quad_1d_gauss_wgen (d01tcc).
* Calculation of weights and abscissae for
* Gaussian quadrature rules, general choice of rule.
*/

nag_quad_1d_gauss_wgen(quadtype, a, b, c, d, n, weight, abscis, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_1d_gauss_wgen (d01tcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nLaguerre formula, %3" NAG_IFMT " points\n\n"
" Abscissae Weights\n\n", n);

for (i = 0; i < n; i++) {
printf("%15.5e", abscis[i]);
printf("%15.5e\n", weight[i]);

}
printf("\n");

END:
NAG_FREE(abscis);
NAG_FREE(weight);

return exit_status;
}

10.2 Program Data

nag_quad_1d_gauss_wgen (d01tcc) Example Program Data
0.0 1.0 0.0 0.0
7

10.3 Program Results

nag_quad_1d_gauss_wgen (d01tcc) Example Program Results

Laguerre formula, 7 points

Abscissae Weights

1.93044e-01 4.96478e-01
1.02666e+00 1.17764e+00
2.56788e+00 1.91825e+00
4.90035e+00 2.77185e+00
8.18215e+00 3.84125e+00
1.27342e+01 5.38068e+00
1.93957e+01 8.40543e+00
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NAG Library Function Document

nag_quad_1d_gauss_wrec (d01tdc)

1 Purpose

nag_quad_1d_gauss_wrec (d01tdc) computes the weights and abscissae of a Gaussian quadrature rule
using the method of Golub and Welsch.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gauss_wrec (Integer n, const double a[], double b[],
double c[], double muzero, double weight[], double abscis[],
NagError *fail)

3 Description

A tri-diagonal system of equations is formed from the coefficients of an underlying three-term
recurrence formula:

p jð Þ xð Þ ¼ a jð Þxþ b jð Þð Þp j� 1ð Þ xð Þ � c jð Þp j� 2ð Þ xð Þ

for a set of othogonal polynomials p jð Þ induced by the quadrature. This is described in greater detail in
the d01 Chapter Introduction. The user is required to specify the three-term recurrence and the value of
the integral of the chosen weight function over the chosen interval.

As described in Golub and Welsch (1969) the abscissae are computed from the eigenvalues of this
matrix and the weights from the first component of the eigenvectors.

LAPACK functions are used for the linear algebra to speed up computation.

4 References

Golub G H and Welsch J H (1969) Calculation of Gauss quadrature rules Math. Comput. 23 221–230

5 Arguments

1: n – Integer Input

On entry: n, the number of Gauss points required. The resulting quadrature rule will be exact for
all polynomials of degree 2n� 1.

Constraint: n > 0.

2: a½n� – const double Input

On entry: a contains the coefficients a jð Þ.

3: b½n� – double Input/Output

On entry: b contains the coefficients b jð Þ.
On exit: elements of b are altered to make the underlying eigenvalue problem symmetric.

4: c½n� – double Input/Output

On entry: c contains the coefficients c jð Þ.
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On exit: elements of c are altered to make the underlying eigenvalue problem symmetric.

5: muzero – double Input

On entry: muzero contains the definite integral of the weight function for the interval of interest.

6: weight½n� – double Output

On exit: weight jð Þ contains the weight corresponding to the jth abscissa.

7: abscis½n� – double Output

On exit: abscis jð Þ the jth abscissa.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

In general the computed weights and abscissae are accurate to a reasonable multiple of machine
precision.

8 Parallelism and Performance

nag_quad_1d_gauss_wrec (d01tdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_quad_1d_gauss_wrec (d01tdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The weight function must be non-negative to obtain sensible results. This and the validity of muzero
are not something that the function can check, so please be particularly careful. If possible check the
computed weights and abscissae by integrating a function with a function for which you already know
the integral.

10 Example

This example program generates the weights and abscissae for the 4-point Gauss rules: Legendre,
Chebyshev1, Chebyshev2, Jacobi, Laguerre and Hermite.

10.1 Program Text

/* nag_quad_1d_gauss_wrec (d01tdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nags.h>
#include <nagx01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer n, i;
double muzero, alpha, beta, a1, b1, ab1, ab2, d, ri, fa1, fb1, fab2;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *b = 0, *c = 0, *abscis = 0, *weight = 0;
const char *str_type;
/* Nag Types */
Nag_QuadType quadtype;
NagError fail, fail1, fail2;

INIT_FAIL(fail);

printf("nag_quad_1d_gauss_wrec (d01tdc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Input number of abscissae required, n */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Input quadrature rule to simulate, Nag_QuadType */
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#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
quadtype = (Nag_QuadType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate coefficient, weight and abscissae arrays */
if (!(a = NAG_ALLOC(n, double)) ||

!(b = NAG_ALLOC(n, double)) ||
!(c = NAG_ALLOC(n, double)) ||
!(weight = NAG_ALLOC(n, double)) ||
!(abscis = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Convert QuadType to string using
* nag_enum_value_to_name (x04nbc).
* Converts NAG enum member value to its name
*/

str_type = nag_enum_value_to_name(quadtype);
printf("\nQuadrature type = %s\n\n",str_type);

/* Generate recursion coefficients a, b, c from quadtype */
switch (quadtype) {
case Nag_Quad_Gauss_Legendre:

{
muzero = 2.0;
for (i = 0; i < n; ++i) {

ri = (double) (i);
a[i] = (2.0*ri + 1.0)/(ri + 1.0);
b[i] = 0.0;
c[i] = ri/(ri + 1.0);

}
}
break;

case Nag_Quad_Gauss_Chebyshev_first:
{

muzero = X01AAC;
for (i = 0; i < n; ++i) {

a[i] = 2.0;
b[i] = 0.0;
c[i] = 1.0;

}
a[0] = 1.0;

}
break;

case Nag_Quad_Gauss_Chebyshev_second:
{

muzero = 0.5*X01AAC;
for (i = 0; i < n; ++i) {

a[i] = 2.0;
b[i] = 0.0;
c[i] = 1.0;

}
}
break;

case Nag_Quad_Gauss_Jacobi:
{

/* Input quadrature paramaters alpha and beta */
#ifdef _WIN32

scanf_s("%lf%lf\n", &alpha, &beta);
#else

scanf("%lf%lf\n", &alpha, &beta);
#endif

printf("Using parameters alpha = %10.5f, beta = %10.5f\n\n", alpha, beta);
a1 = alpha + 1.0;
b1 = beta + 1.0;
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ab1 = alpha + beta + 1.0;
ab2 = a1 + b1;
INIT_FAIL(fail1);
INIT_FAIL(fail2);
/* nag_gamma (s14aac).
* Gamma function Gamma(x)
*/

fa1 = nag_gamma(a1, &fail);
fb1 = nag_gamma(b1, &fail1);
fab2 = nag_gamma(ab2, &fail2);
if (fail.code != NE_NOERROR || fail1.code != NE_NOERROR ||

fail2.code != NE_NOERROR) {
printf("Error from nag_gamma (s14aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
muzero = pow(2.0,ab1)*fa1*fb1/fab2;
a[0] = 0.5*ab2;
b[0] = 0.5*(alpha-beta);
c[0] = 0.0;
for (i = 1; i < n; ++i) {

ri = (double) i;
d = (2.0*ri + 2.0)*(ri + ab1);
a[i] = (2.0*ri + ab1)*(2.0*ri + ab2)/d;
d = (2.0*ri + alpha + beta)*d;
b[i] = (2.0*ri + ab1)*(alpha*alpha - beta*beta)/d;
c[i] = 2.0*(ri + alpha)*(ri + beta)*(2.0*ri + ab2)/d;

}
}
break;

case Nag_Quad_Gauss_Laguerre:
{

/* Input quadrature paramaters alpha */
#ifdef _WIN32

scanf_s("%lf\n", &alpha);
#else

scanf("%lf\n", &alpha);
#endif

printf("Using parameter alpha = %10.5f\n\n",alpha);
a1 = alpha + 1.0;
/* nag_gamma (s14aac).
* gamma(x)
*/

muzero = nag_gamma(a1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gamma (s14aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = 0; i < n; ++i) {

ri = (double) i;
a[i] = -1.0/(ri + 1.0);
b[i] = (2.0*ri + a1)/(ri + 1.0);
c[i] = (ri + alpha)/(ri + 1.0);

}
}
break;

case Nag_Quad_Gauss_Hermite:
{

muzero = sqrt(X01AAC);
for (i = 0; i < n; ++i) {

a[i] = 2.0;
b[i] = 0.0;
c[i] = (double) 2*i;

}
}
break;

default:
{

exit_status = 1;
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printf("The quadrature type %s is not handled here\n", str_type);
goto END;

}
}

/* nag_quad_1d_gauss_wrec (d01tdc).
* Compute weights and abscissae for a Gaussian quadrature rule
* governed by a three-term recurrence relation.
*/

nag_quad_1d_gauss_wrec(n, a, b, c, muzero, weight, abscis, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_1d_gauss_wrec (d01tdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" %3" NAG_IFMT " points\n\n Abscissae Weights\n\n", n);
for (i = 0; i < n; i++) {

printf("%15.6e", abscis[i]);
printf("%15.6e\n", weight[i]);

}
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(abscis);
NAG_FREE(weight);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_1d_gauss_wrec (d01tdc) Example Program Results

Quadrature type = Nag_Quad_Gauss_Jacobi

Using parameters alpha = 0.50000, beta = 0.50000

6 points

Abscissae Weights

-9.009689e-01 8.448869e-02
-6.234898e-01 2.743331e-01
-2.225209e-01 4.265764e-01
2.225209e-01 4.265764e-01
6.234898e-01 2.743331e-01
9.009689e-01 8.448869e-02
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NAG Library Function Document

nag_quad_1d_gauss_recm (d01tec)

1 Purpose

Given the 2nþ l moments of the weight function, nag_quad_1d_gauss_recm (d01tec) generates the
recursion coefficients needed by nag_quad_1d_gauss_wrec (d01tdc) to calculate a Gaussian quadrature
rule.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gauss_recm (Integer n, const double mu[], double a[],
double b[], double c[], NagError *fail)

3 Description

nag_quad_1d_gauss_recm (d01tec) should only be used if the three-term recurrence cannot be
determined analytically. A system of equations are formed, using the moments provided. This set of
equations becomes ill-conditioned for moderate values of n, the number of abscissae and weights
required. In most implementations quadruple precision calculation is used to maintain as much accuracy
as possible.

4 References

Golub G H and Welsch J H (1969) Calculation of Gauss quadrature rules Math. Comput. 23 221–230

5 Arguments

1: n – Integer Input

On entry: n, the number of weights and abscissae required.

Constraint: n > 0.

2: mu½0 : 2 � n� – const double Input

On entry: mu ið Þ must contain the value of the moment with respect to xi i.e.,
R
w xð Þxi dx, for

i ¼ 0; 1; . . . ; 2n.

3: a½n� – double Output

On exit: values helping define the three term recurrence used by nag_quad_1d_gauss_wrec
(d01tdc).

4: b½n� – double Output

On exit: values helping define the three term recurrence used by nag_quad_1d_gauss_wrec
(d01tdc).

5: c½n� – double Output

On exit: values helping define the three term recurrence used by nag_quad_1d_gauss_wrec
(d01tdc).
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6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_ILL_CONDITIONED

The problem is too ill conditioned, it breaks down at row valueh i.

NE_INT

The number of weights and abscissae requested (n) is less than 1: n ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Internally quadruple precision is used to minimize loss of accuracy as much as possible.

8 Parallelism and Performance

nag_quad_1d_gauss_recm (d01tec) is not threaded in any implementation.

9 Further Comments

Because the function cannot check the validity of all the data presented, the user is advised to
independently check the result, perhaps by integrating a function whose integral is known, using
nag_quad_1d_gauss_recm (d01tec) and subsequently nag_quad_1d_gauss_wrec (d01tdc), to compare
answers.

10 Example

This example program uses nag_quad_1d_gauss_recm (d01tec) and moments to calculate a three-term
recurrence relationship appropriate for Gauss–Legendre quadrature. It then uses the recurrence
relationship to derive the weights and abscissae by calling nag_quad_1d_gauss_wrec (d01tdc).

d01tec NAG Library Manual

d01tec.2 Mark 26



10.1 Program Text

/* nag_quad_1d_gauss_recm (d01tec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>
#include <nags.h>
#include <nagx01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer n, i;
double ri, muzero;
/* Arrays */
double *a = 0, *b = 0, *c = 0, *abscissae = 0, *weights = 0, *mu = 0;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_quad_1d_gauss_recm (d01tec) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Input number of abscissae required, n */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif

/* Allocate coefficient, weight and abscissae arrays */
if (!(a = NAG_ALLOC(n, double)) ||

!(b = NAG_ALLOC(n, double)) ||
!(c = NAG_ALLOC(n, double)) ||
!(mu = NAG_ALLOC(2*n+1, double)) ||
!(abscissae = NAG_ALLOC(n, double)) ||
!(weights = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set up moments w.r.t w(x)x^j in array mu */
mu[0] = 2.0;
for (i = 1; i < 2*n; i = i+2) {

ri = (double) (i + 2);
mu[i] = 0.0;
mu[i+1] = 2.0/ri;

}

/* nag_quad_1d_gauss_recm (d01tec).
* Compute three term recurrence coefficients from moments in w(x)x^j.
*/
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nag_quad_1d_gauss_recm(n, mu, a, b, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_1d_gauss_recm (d01tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n a b c\n");
for (i = 0; i < n; i++) {

printf("%10.5f%10.5f%10.5f\n", a[i], b[i], c[i]);
}

/* nag_quad_1d_gauss_wrec (d01tdc).
* Compute weights and abscissae for a Gaussian quadrature rule
* governed by a three-term recurrence relation.
*/

muzero = mu[0];
nag_quad_1d_gauss_wrec(n, a, b, c, muzero, weights, abscissae, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quad_1d_gauss_wrec (d01tdc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\n weights abscissae\n");
for (i = 0; i < n; i++) {

printf("%10.5f %10.5f\n", weights[i], abscissae[i]);
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(mu);
NAG_FREE(abscissae);
NAG_FREE(weights);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quad_1d_gauss_recm (d01tec) Example Program Results

a b c
-1.73205 0.00000 1.73205
-1.93649 0.00000 1.11803
-1.97203 0.00000 1.01835
-1.98431 0.00000 1.00623
-1.98997 0.00000 1.00285
-1.00000 0.00000 0.50252

weights abscissae
0.17132 -0.93247
0.36076 -0.66121
0.46791 -0.23862
0.46791 0.23862
0.36076 0.66121
0.17132 0.93247
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NAG Library Function Document

nag_quad_1d_gauss_vec (d01uac)

1 Purpose

nag_quad_1d_gauss_vec (d01uac) computes an estimate of the definite integral of a function of known
analytical form, using a Gaussian quadrature formula with a specified number of abscissae. Formulae
are provided for a finite interval (Gauss–Legendre), a semi-infinite interval (Gauss–Laguerre, rational
Gauss), and an infinite interval (Gauss–Hermite).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_gauss_vec (Nag_QuadType quad_type, double a, double b,
Integer n,

void (*f)(const double x[], Integer nx, double fv[], Integer *iflag,
Nag_Comm *comm),

double *dinest, Nag_Comm *comm, NagError *fail)

3 Description

3.1 General

nag_quad_1d_gauss_vec (d01uac) evaluates an estimate of the definite integral of a function f xð Þ, over
a finite or infinite range, by n-point Gaussian quadrature (see Davis and Rabinowitz (1975), FrÎberg
(1970), Ralston (1965) or Stroud and Secrest (1966)). The integral is approximated by a summation of
the product of a set of weights and a set of function evaluations at a corresponding set of abscissae xi.
For adjusted weights, the function values correspond to the values of the integrand f , and hence the
sum will be Xn

i¼1
wif xið Þ

where the wi are called the weights, and the xi the abscissae. A selection of values of n is available.
(See Section 5.)

Where applicable, normal weights may instead be used, in which case the corresponding weight
function ! is factored out of the integrand as f xð Þ ¼ ! xð Þg xð Þ and hence the sum will beXn

i¼�1
�wig xð Þ;

where the normal weights �wi ¼ wi! xið Þ are computed internally.

nag_quad_1d_gauss_vec (d01uac) uses a vectorized f to evaluate the integrand or normalized integrand
at a set of abscissae, xi, for i ¼ 1; 2; . . . ; nx. If adjusted weights are used, the integrand f xið Þ must be
evaluated otherwise the normalized integrand g xið Þ must be evaluated.

3.2 Both Limits Finite

Z b

a

f xð Þ dx:

The Gauss–Legendre weights and abscissae are used, and the formula is exact for any function of the
form:
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f xð Þ ¼
X2n�1
i¼0

cix
i:

The formula is appropriate for functions which can be well approximated by such a polynomial over
a; b½ �. It is inappropriate for functions with algebraic singularities at one or both ends of the interval,

such as 1þ xð Þ�1=2 on �1; 1½ �.

3.3 One Limit Infinite Z 1
a

f xð Þ dx or
Z a

�1
f xð Þ dx:

Two quadrature formulae are available for these integrals.

(a) The Gauss–Laguerre formula is exact for any function of the form:

f xð Þ ¼ e�bx
X2n�1
i¼0

cix
i:

This formula is appropriate for functions decaying exponentially at infinity; the argument b should
be chosen if possible to match the decay rate of the function.

If the adjusted weights are selected, the complete integrand f xð Þ should be provided through f.

If the normal form is selected, the contribution of e�bx is accounted for internally, and f should
only return g xð Þ, where f xð Þ ¼ e�bxg xð Þ.
If b < 0 is supplied, the interval of integration will be a;1½ Þ. Otherwise if b > 0 is supplied, the
interval of integration will be �1; að �.

(b) The rational Gauss formula is exact for any function of the form:

f xð Þ ¼
X2nþ1
i¼2

ci

xþ bð Þi
¼

X2n�1
i¼0

c2nþ1�i xþ bð Þi

xþ bð Þ2nþ1
:

This formula is likely to be more accurate for functions having only an inverse power rate of decay
for large x. Here the choice of a suitable value of b may be more difficult; unfortunately a poor
choice of b can make a large difference to the accuracy of the computed integral.

Only the adjusted form of the rational Gauss formula is available, and as such, the complete
integrand f xð Þ must be supplied in f.

If aþ b < 0, the interval of integration will be a;1½ Þ. Otherwise if aþ b > 0, the interval of
integration will be �1; að �.

3.4 Both Limits Infinite Z þ1
�1

f xð Þ dx:

The Gauss–Hermite weights and abscissae are used, and the formula is exact for any function of the
form:

f xð Þ ¼ e�b x�að Þ2
X2n�1
i¼0

cix
i;
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where b > 0. Again, for general functions not of this exact form, the argument b should be chosen to
match if possible the decay rate at 
1.

If the adjusted weights are selected, the complete integrand f xð Þ should be provided through f.

If the normal form is selected, the contribution of e�b x�að Þ2 is accounted for internally, and f should only

return g xð Þ, where f xð Þ ¼ e�b x�að Þ2g xð Þ.

4 References

Davis P J and Rabinowitz P (1975) Methods of Numerical Integration Academic Press

FrÎberg C E (1970) Introduction to Numerical Analysis Addison–Wesley

Ralston A (1965) A First Course in Numerical Analysis pp. 87–90 McGraw–Hill

Stroud A H and Secrest D (1966) Gaussian Quadrature Formulas Prentice–Hall

5 Arguments

1: quad type – Nag_QuadType Input

On entry: indicates the quadrature formula.

quad type ¼ Nag Quad Gauss Legendre
Gauss–Legendre quadrature on a finite interval, using normal weights.

quad type ¼ Nag Quad Gauss Laguerre
Gauss–Laguerre quadrature on a semi-infinite interval, using normal weights.

quad type ¼ Nag Quad Gauss Laguerre Adjusted
Gauss–Laguerre quadrature on a semi-infinite interval, using adjusted weights.

quad type ¼ Nag Quad Gauss Hermite
Gauss–Hermite quadrature on an infinite interval, using normal weights.

quad type ¼ Nag Quad Gauss Hermite Adjusted
Gauss–Hermite quadrature on an infinite interval, using adjusted weights.

quad type ¼ Nag Quad Gauss Rational Adjusted
Rational Gauss quadrature on a semi-infinite interval, using adjusted weights.

C o n s t r a i n t : quad type ¼ Nag Quad Gauss Legendre, Nag Quad Gauss Laguerre,
Nag Quad Gauss Laguerre Adjusted, Nag Quad Gauss Hermite,
Nag Quad Gauss Hermite Adjusted or Nag Quad Gauss Rational Adjusted.

2: a – double Input
3: b – double Input

On entry: the quantities a and b as described in the appropriate subsection of Section 3.

Constraints:

Rational Gauss: aþ b 6¼ 0:0;
Gauss–Laguerre: b 6¼ 0:0;
Gauss–Hermite: b > 0.

4: n – Integer Input

On entry: n, the number of abscissae to be used.

Constraint: n ¼ 1, 2, 3, 4, 5, 6, 8, 10, 12, 14, 16, 20, 24, 32, 48 or 64.

If the soft fail option is used, the answer is evaluated for the largest valid value of n less than the
requested value.
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5: f – function, supplied by the user External Function

f must return the value of the integrand f , or the normalized integrand g, at a specified point.

The specification of f is:

void f (const double x[], Integer nx, double fv[], Integer *iflag,
Nag_Comm *comm)

1: x½nx� – const double Input

On entry: the abscissae, xi, for i ¼ 1; 2; . . . ; nx at which function values are required.

2: nx – Integer Input

On entry: nx, the number of abscissae.

3: fv½nx� – double Output

On exit: if adjusted weights are used, the values of the integrand f . fv½i � 1� ¼ f xið Þ,
for i ¼ 1; 2; . . . ; nx.

Otherwise the values of the normalized integrand g. fv½i � 1� ¼ g xið Þ, for
i ¼ 1; 2; . . . ; nx.

4: iflag – Integer * Input/Output

On entry: iflag ¼ 0.

On exit: set iflag < 0 if you wish to force an immediate exit from nag_quad_1d_
gauss_vec (d01uac) with fail:code ¼ NE_USER_STOP.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_1d_gauss_vec
(d01uac) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_quad_1d_gauss_vec (d01uac) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

Some points to bear in mind when coding f are mentioned in Section 7.

6: dinest – double * Output

On exit: the estimate of the definite integral.

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

The value of a and/or b is invalid for the chosen quad_type. Either:

On entry, argument valueh i had an illegal value.

The value of a and/or b is invalid.
On entry, quad type ¼ valueh i.
On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: aþ bj j > 0:0.

The value of a and/or b is invalid.
On entry, quad type ¼ valueh i.
On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: bj j > 0:0.

The value of a and/or b is invalid.
On entry, quad type ¼ valueh i.
On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b > 0:0.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_QUAD_GAUSS_NPTS_RULE

The n-point rule is not among those stored.
On entry: n ¼ valueh i.
n-point rule used: n ¼ valueh i.

NE_TOO_SMALL

Underflow occurred in calculation of normal weights.
Reduce n or use adjusted weights: n ¼ valueh i.

NE_USER_STOP

Exit requested from f with iflag ¼ valueh i.

NE_WEIGHT_ZERO

No nonzero weights were generated for the provided parameters.
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7 Accuracy

The accuracy depends on the behaviour of the integrand, and on the number of abscissae used. No tests
are carried out in nag_quad_1d_gauss_vec (d01uac) to estimate the accuracy of the result. If such an
estimate is required, the function may be called more than once, with a different number of abscissae
each time, and the answers compared. It is to be expected that for sufficiently smooth functions a larger
number of abscissae will give improved accuracy.

Alternatively, the range of integration may be subdivided, the integral estimated separately for each
sub-interval, and the sum of these estimates compared with the estimate over the whole range.

The coding of f may also have a bearing on the accuracy. For example, if a high-order Gauss–Laguerre
formula is used, and the integrand is of the form

f xð Þ ¼ e�bxg xð Þ

it is possible that the exponential term may underflow for some large abscissae. Depending on the
machine, this may produce an error, or simply be assumed to be zero. In any case, it would be better to
evaluate the expression with

f xð Þ ¼ sgn g xð Þð Þ � exp �bxþ ln g xð Þj jð Þ

Another situation requiring care is exemplified byZ þ1
�1

e�x
2
xm dx ¼ 0; m odd:

The integrand here assumes very large values; for example, when m ¼ 63, the peak value exceeds
3� 1033. Now, if the machine holds floating-point numbers to an accuracy of k significant decimal
digits, we could not expect such terms to cancel in the summation leaving an answer of much less than
1033�k (the weights being of order unity); that is, instead of zero we obtain a rather large answer
through rounding error. Such situations are characterised by great variability in the answers returned by
formulae with different values of n.

In general, you should be aware of the order of magnitude of the integrand, and should judge the
answer in that light.

8 Parallelism and Performance

nag_quad_1d_gauss_vec (d01uac) is currently neither directly nor indirectly threaded. In particular, the
user-supplied argument f is not called from within a parallel region initialized inside
nag_quad_1d_gauss_vec (d01uac).

The user-supplied argument f uses a vectorized interface, allowing for the required vector of function
values to be evaluated in parallel; for example by placing appropriate OpenMP directives in the code
for the user-supplied argument f.

9 Further Comments

The time taken by nag_quad_1d_gauss_vec (d01uac) depends on the complexity of the expression for
the integrand and on the number of abscissae required.

10 Example

This example evaluates the integrals Z 1

0

4

1þ x2 dx ¼ 	

by Gauss–Legendre quadrature; Z 1
2

1

x2 lnx
dx ¼ 0:378671
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by rational Gauss quadrature with b ¼ 0;Z 1
2

e�x

x
dx ¼ 0:048901

by Gauss–Laguerre quadrature with b ¼ 1; andZ þ1
�1

e�3x
2�4x�1 dx ¼

Z þ1
�1

e�3 xþ1ð Þ2e2xþ2dx ¼ 1:428167

by Gauss–Hermite quadrature with a ¼ �1 and b ¼ 3.

The formulae with n ¼ 2; 4; 8; 16; 32 and 64 are used in each case. Both adjusted and normal weights
are used for Gauss–Laguerre and Gauss–Hermite quadrature.

10.1 Program Text

/* nag_quad_1d_gauss_vec (d01uac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(const double x[], const Integer nx, double fv[],
Integer *iflag, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double a, b, dinest;
Integer funid, i, nstor;
/* Arrays */
Integer iuser[1];
/* Nag Types */
Nag_Comm comm;
NagError fail;
Nag_QuadType quad_type;

printf("nag_quad_1d_gauss_vec (d01uac) Example Program Results\n");

INIT_FAIL(fail);

/* Use comm to pass information to f. */
comm.iuser = iuser;

for (funid = 1; funid <= 6; funid++) {
switch (funid) {
case 1:

{
printf("\nGauss-Legendre example\n");
a = 0.0;
b = 1.0;
quad_type = Nag_Quad_Gauss_Legendre;
break;
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}
case 2:

{
printf("\nRational Gauss example\n");
a = 2.0;
b = 0.0;
quad_type = Nag_Quad_Gauss_Rational_Adjusted;
break;

}
case 3:

{
printf("\nGauss-Laguerre example (adjusted weights)\n");
a = 2.0;
b = 1.0;
quad_type = Nag_Quad_Gauss_Laguerre_Adjusted;
break;

}
case 4:

{
printf("\nGauss-Laguerre example (normal weights)\n");
a = 2.0;
b = 1.0;
quad_type = Nag_Quad_Gauss_Laguerre;
break;

}
case 5:

{
printf("\nGauss-Hermite example (adjusted weights)\n");
a = -1.0;
b = 3.0;
quad_type = Nag_Quad_Gauss_Hermite_Adjusted;
break;

}
case 6:

{
printf("\nGauss-Hermite example (normal weights)\n");
a = -1.0;
b = 3.0;
quad_type = Nag_Quad_Gauss_Hermite;
break;

}
}

iuser[0] = funid;
for (i = 0; i < 6; i++) {

nstor = pow(2, i + 1);
/* Compute the one-dimensional integral employing Gaussian quadrature,
* with quadrature type and weights specified in quad_type, using
* nag_quad_1d_gauss_vec (d01uac).
*/

nag_quad_1d_gauss_vec(quad_type, a, b, nstor, f, &dinest, &comm, &fail);
switch (fail.code) {
case NE_NOERROR:
case NE_QUAD_GAUSS_NPTS_RULE:
case NE_UNDERFLOW:
case NE_WEIGHT_ZERO:

{
/* The definite integral has been estimated. */
printf("%5" NAG_IFMT " Points Answer = %10.5f\n", nstor, dinest);
break;

}
default:

{
/* A solution could not be calculated due to an illegal parameter
* or a requested exit.
*/

printf("%s\n", fail.message);
exit_status++;

}
}

}
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}
return exit_status;

}

static void NAG_CALL f(const double x[], const Integer nx, double fv[],
Integer *iflag, Nag_Comm *comm)

{
Integer i, funid;

funid = comm->iuser[0];
switch (funid) {
case 1:

for (i = 0; i < nx; i++)
fv[i] = 4.0 / (1.0 + x[i] * x[i]);

break;
case 2:

for (i = 0; i < nx; i++)
fv[i] = 1.0 / (x[i] * x[i] * log(x[i]));

break;
case 3:

for (i = 0; i < nx; i++)
fv[i] = exp(-x[i]) / x[i];

break;
case 4:

for (i = 0; i < nx; i++)
fv[i] = 1.0 / x[i];

break;
case 5:

for (i = 0; i < nx; i++)
fv[i] = exp(-3.0 * x[i] * x[i] - 4.0 * x[i] - 1.0);

break;
case 6:

for (i = 0; i < nx; i++)
fv[i] = exp(2.0 * x[i] + 2.0);

break;
default:

*iflag = -1;
}

}

10.2 Program Data

None.

10.3 Program Results

nag_quad_1d_gauss_vec (d01uac) Example Program Results

Gauss-Legendre example
2 Points Answer = 3.14754
4 Points Answer = 3.14161
8 Points Answer = 3.14159

16 Points Answer = 3.14159
32 Points Answer = 3.14159
64 Points Answer = 3.14159

Rational Gauss example
2 Points Answer = 0.37989
4 Points Answer = 0.37910
8 Points Answer = 0.37876

16 Points Answer = 0.37869
32 Points Answer = 0.37867
64 Points Answer = 0.37867

Gauss-Laguerre example (adjusted weights)
2 Points Answer = 0.04833
4 Points Answer = 0.04887
8 Points Answer = 0.04890

16 Points Answer = 0.04890
32 Points Answer = 0.04890
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64 Points Answer = 0.04890

Gauss-Laguerre example (normal weights)
2 Points Answer = 0.04833
4 Points Answer = 0.04887
8 Points Answer = 0.04890

16 Points Answer = 0.04890
32 Points Answer = 0.04890
64 Points Answer = 0.04890

Gauss-Hermite example (adjusted weights)
2 Points Answer = 1.38381
4 Points Answer = 1.42803
8 Points Answer = 1.42817

16 Points Answer = 1.42817
32 Points Answer = 1.42817
64 Points Answer = 1.42817

Gauss-Hermite example (normal weights)
2 Points Answer = 1.38381
4 Points Answer = 1.42803
8 Points Answer = 1.42817

16 Points Answer = 1.42817
32 Points Answer = 1.42817
64 Points Answer = 1.42817
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NAG Library Function Document

nag_quad_1d_inf_exp_wt (d01ubc)

1 Purpose

nag_quad_1d_inf_exp_wt (d01ubc) returns the Gaussian quadrature approximation for the specific

problem
Z 1
0

exp �x2
� �

f xð Þ dx. The degrees of precision catered for are: 1, 3, 5, 7, 9, 19, 29, 39 and

49, corresponding to values of n ¼ 1, 2, 3, 4, 5, 10, 15, 20 and 25, where n is the number of weights.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_1d_inf_exp_wt (

void (*fun)(const double x[], double f[], Integer n, Nag_Comm *comm,
Integer *istop),

Integer n, double *ans, Nag_Comm *comm, NagError *fail)

3 Description

nag_quad_1d_inf_exp_wt (d01ubc) uses the weights wi and the abscissae xi such thatZ 1
0

exp �x2
� �

f xð Þ is approximated by
Xn
i¼1
wif xið Þ to maximum precision i.e., it is exact when f xð Þ

is a polynomial of degree 2n� 1.

4 References

Golub G H and Welsch J H (1969) Calculation of Gauss quadrature rules Math. Comput. 23 221–230

5 Arguments

1: fun – function, supplied by the user External Function

fun must return the integrands f xið Þ in f ið Þ for each xi in x ið Þ, for i ¼ 1; 2; . . . ; n at a given
point.

The specification of fun is:

void fun (const double x[], double f[], Integer n, Nag_Comm *comm,
Integer *istop)

1: x½n� – const double Input

On entry: the points at which the integrand function f must be evaluated.

2: f½n� – double Output

On exit: f ið Þ must contain the value of the integrand f xið Þ evaluated at the point x ið Þ,
for i ¼ 1; 2; . . . ; n.

3: n – Integer Input

On entry: n specifies the number of weights and abscissae to be used.

d01 – Quadrature d01ubc
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4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_quad_1d_inf_exp_wt
(d01ubc) you may allocate memory and initialize these pointers with various
quantities for use by fun when called from nag_quad_1d_inf_exp_wt (d01ubc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

5: istop – Integer * Input/Output

On entry: istop ¼ 0.

On exit: you may set istop to a negative number if at any time it is impossible to
evaluate the function f xð Þ. In this case nag_quad_1d_inf_exp_wt (d01ubc) halts with
fail set to the value of istop and the value returned in ans will be that of a non-
signalling NaN.

2: n – Integer Input

On entry: n specifies the number of weights and abscissae to be used.

Constraint: n ¼ 1, 2, 3, 4, 5, 10, 15, 20 or 25.

3: ans – double * Output

On exit: if fail:code ¼ 0, ans contains an approximation to the integral. Otherwise, ans will be a
non-signalling NaN.

4: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: 1 � n � 25.

On entry, n ¼ valueh i.
n is not one of the allowed values.

d01ubc NAG Library Manual

d01ubc.2 Mark 26



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

The user has halted the calculation.

7 Accuracy

The weights and abscissae have been calculated using quadruple precision arithmetic.

8 Parallelism and Performance

nag_quad_1d_inf_exp_wt (d01ubc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes an approximation to
Z 1
0

exp �x2
� �

x dx.

10.1 Program Text

/* nag_quad_1d_inf_exp_wt (d01ubc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fun(const double x[], double f[], const Integer n,
Nag_Comm *comm, Integer *istop);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[2] = { -1.0, -1.0 };
/* Scalars */
Integer exit_status = 0;
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double ans;
Integer n;
/* Nag Types */
Nag_Comm comm;
NagError fail;

printf("nag_quad_1d_inf_exp_wt (d01ubc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

INIT_FAIL(fail);

n = 10;

/* Compute the one-dimensional integral, from zero to infinity,
* of a function weighted by exp(-x*x), using
* nag_quad_1d_inf_exp_wt (d01ubc).
*/

nag_quad_1d_inf_exp_wt(fun, n, &ans, &comm, &fail);
switch (fail.code) {
case NE_NOERROR:

{
/* The definite integral has been estimated. */
printf("Number of abscissae used = %5"NAG_IFMT"\n", n);
printf("approximation to integral = %10.5f\n", ans);
break;

}
case NE_USER_STOP:

{
/* A requested exit was made in fun. */
printf("A stop was requested in fun by setting istop < 0\n\n");
printf("%s\n", fail.message);
exit_status++;
break;

}
default:

{
/* A solution could not be calculated due to an illegal parameter
* or other failure.
*/

printf("%s\n", fail.message);
exit_status++;

}
}
return exit_status;

}

static void NAG_CALL fun(const double x[], double f[], const Integer n,
Nag_Comm *comm, Integer *istop)

{
Integer i;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fun, first invocation.)\n");
comm->user[0] = 0.0;

}
for (i=0; i<n; i++) {

f[i] = x[i];
}
*istop = 0;

}

10.2 Program Data

None.
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10.3 Program Results

nag_quad_1d_inf_exp_wt (d01ubc) Example Program Results

(User-supplied callback fun, first invocation.)
Number of abscissae used = 10
approximation to integral = 0.50000

d01 – Quadrature d01ubc

Mark 26 d01ubc.5 (last)





NAG Library Function Document

nag_multid_quad_adapt_1 (d01wcc)

1 Purpose

nag_multid_quad_adapt_1 (d01wcc) attempts to evaluate a multidimensional integral (up to 15
dimensions), with constant and finite limits,Z b1

a1

Z b2

a2

� � �
Z bn

an

f x1; x2; . . . ; xnð Þdxn � � � dx2dx1

to a specified relative accuracy, using an adaptive subdivision strategy.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_multid_quad_adapt_1 (Integer ndim,

double (*f)(Integer ndim, const double x[], Nag_User *comm),

const double a[], const double b[], Integer *minpts, Integer maxpts,
double eps, double *finval, double *acc, Nag_User *comm, NagError *fail)

3 Description

nag_multid_quad_adapt_1 (d01wcc) evaluates an estimate of a multidimensional integral over a hyper-
rectangle (i.e., with constant limits), and also an estimate of the relative error. You will need to set the
relative accuracy required, supply the integrand as a function f, and also set the minimum and
maximum acceptable number of calls to f (in minpts and maxpts).

The function operates by repeated subdivision of the hyper-rectangular region into smaller hyper-
rectangles. In each subregion, the integral is estimated using a seventh-degree rule, and an error
estimate is obtained by comparison with a fifth-degree rule which uses a subset of the same points. The
fourth differences of the integrand along each coordinate axis are evaluated, and the subregion is
marked for possible future subdivision in half along that coordinate axis which has the largest absolute
fourth difference.

If the estimated errors, totalled over the subregions, exceed the requested relative error (or if fewer than
minpts calls to f have been made), further subdivision is necessary, and is performed on the subregion
with the largest estimated error, that subregion being halved along the appropriate coordinate axis.

The function will fail if the requested relative error level has not been attained by the time maxpts calls
to f have been made.

This function is based on the HALF subroutine developed by van Dooren and de Ridder (1976). It uses
a different basic rule, described by Genz and Malik (1980).

4 References

Genz A C and Malik A A (1980) An adaptive algorithm for numerical integration over an N-
dimensional rectangular region J. Comput. Appl. Math. 6 295–302

van Dooren P and de Ridder L (1976) An adaptive algorithm for numerical integration over an N-
dimensional cube J. Comput. Appl. Math. 2 207–217
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5 Arguments

1: ndim – Integer Input

On entry: the number of dimensions of the integral, n.

Constraint: 2 � ndim � 15.

2: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.

The specification of f is:

double f (Integer ndim, const double x[], Nag_User *comm)

1: ndim – Integer Input

On entry: the number of dimensions of the integral.

2: x½ndim� – const double Input

On entry: the coordinates of the point at which the integrand must be evaluated.

3: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

3: a½ndim� – const double Input

On entry: the lower limits of integration, ai, for i ¼ 1; 2; . . . ; n.

4: b½ndim� – const double Input

On entry: the upper limits of integration, bi, for i ¼ 1; 2; . . . ; n.

5: minpts – Integer * Input/Output

On entry: minpts must be set to the minimum number of integrand evaluations to be allowed.

On exit: minpts contains the actual number of integrand evaluations used by this function.

6: maxpts – Integer Input

On entry: the maximum number of integrand evaluations to be allowed.

Constraints:

maxpts 	 minpts;
maxpts 	 2ndim þ 2� ndim2 þ 2� ndimþ 1.

7: eps – double Input

On entry: the relative error acceptable. When the solution is zero or very small relative accuracy
may not be achievable but you may still set eps to a reasonable value and check fail for
NE_QUAD_MAX_INTEGRAND_EVAL.

Constraint: eps > 0:0.
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8: finval – double * Output

On exit: the best estimate obtained for the integral.

9: acc – double * Output

On exit: the estimated relative error in finval.

10: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type pointer will be void * with
a C compiler that defines void * and char * otherwise.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, maxpts ¼ valueh i while minpts ¼ valueh i. These arguments must satisfy
maxpts 	 minpts.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INVALID_INT_RANGE_2

Value valueh i given to ndim not valid. Correct range is 2 � ndim � 15.

NE_QUAD_MAX_INTEGRAND_CONS

maxpts < valueh i. Constraint: maxpts 	 2ndim þ 2� ndim2 þ 2� ndimþ 1.

NE_QUAD_MAX_INTEGRAND_EVAL

maxpts was too small to obtain the required accuracy. On return, finval and acc contain
estimates of the integral and the relative error, but acc will be greater than eps.

NE_REAL_ARG_LE

On entry, eps must not be less than or equal to 0.0: eps ¼ valueh i.

7 Accuracy

A relative error estimate is output through the argument acc.

8 Parallelism and Performance

nag_multid_quad_adapt_1 (d01wcc) is not threaded in any implementation.
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9 Further Comments

Execution time will usually be dominated by the time taken to evaluate the integrand f, and hence the
maximum time that could be taken will be proportional to maxpts.

10 Example

This example estimates the integralZ 1

0

Z 1

0

Z 1

0

Z 1

0

4z1z23 exp 2z1z3ð Þ
1þ z2 þ z4ð Þ2

dz4dz3dz2dz1 ¼ 0:575364:

The accuracy requested is one part in 10,000.

10.1 Program Text

/* nag_multid_quad_adapt_1 (d01wcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(Integer n, const double z[], Nag_User *comm);
#ifdef __cplusplus
}
#endif

#define NDIM 4
#define MAXPTS 1000*NDIM

int main(void)
{

static Integer use_comm[1] = { 1 };
Integer exit_status = 0;
Integer ndim = NDIM;
Integer maxpts = MAXPTS;
double a[4], b[4];
Integer k;
double finval;
Integer minpts;
double acc, eps;
Nag_User comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_multid_quad_adapt_1 (d01wcc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

for (k = 0; k < 4; ++k) {
a[k] = 0.0;
b[k] = 1.0;
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}
eps = 0.0001;
minpts = 0;

/* nag_multid_quad_adapt_1 (d01wcc).
* Multi-dimensional adaptive quadrature, thread-safe
*/

nag_multid_quad_adapt_1(ndim, f, a, b, &minpts, maxpts, eps, &finval, &acc,
&comm, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_QUAD_MAX_INTEGRAND_EVAL) {
printf("Error from nag_multid_quad_adapt_1 (d01wcc) %s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Requested accuracy =%12.2e\n", eps);
printf("Estimated value =%12.4f\n", finval);
printf("Estimated accuracy =%12.2e\n", acc);

END:
return exit_status;

}

static double NAG_CALL f(Integer n, const double z[], Nag_User *comm)
{

double tmp_pwr;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback f, first invocation.)\n");
use_comm[0] = 0;

}

tmp_pwr = z[1] + 1.0 + z[n - 1];
return z[0] * 4.0 * z[2] * z[2] * exp(z[0] * 2.0 * z[2]) / (tmp_pwr *

tmp_pwr);
}

10.2 Program Data

None.

10.3 Program Results

nag_multid_quad_adapt_1 (d01wcc) Example Program Results
(User-supplied callback f, first invocation.)
Requested accuracy = 1.00e-04
Estimated value = 0.5754
Estimated accuracy = 9.89e-05
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NAG Library Function Document

nag_multid_quad_monte_carlo_1 (d01xbc)

1 Purpose

nag_multid_quad_monte_carlo_1 (d01xbc) evaluates an approximation to the integral of a function over
a hyper-rectangular region, using a Monte–Carlo method. An approximate relative error estimate is also
returned. This function is suitable for low accuracy work.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_multid_quad_monte_carlo_1 (Integer ndim,

double (*f)(Integer ndim, const double x[], Nag_User *comm),

Nag_MCMethod method, Nag_Start cont, const double a[], const double b[],
Integer *mincls, Integer maxcls, double eps, double *finest,
double *acc, double **comm_arr, Nag_User *comm, NagError *fail)

3 Description

nag_multid_quad_monte_carlo_1 (d01xbc) uses an adaptive Monte–Carlo method based on the
algorithm described by Lautrup (1971). It is implemented for integrals of the form:Z b1

a1

Z b2

a2

� � �
Z bn

an

f x1; x2; . . . ; xnð Þdxn � � � dx2dx1:

Upon entry, unless the argument method ¼ Nag OneIteration, the function subdivides the integration
region into a number of equal volume subregions. Inside each subregion the integral and the variance
are estimated by means of pseudorandom sampling. All contributions are added together to produce an
estimate for the whole integral and total variance. The variance along each coordinate axis is
determined and the function uses this information to increase the density and change the widths of the
sub-intervals along each axis, so as to reduce the total variance. The total number of subregions is then
increased by a factor of two and the program recycles for another iteration. The program stops when a
desired accuracy has been reached or too many integral evaluations are needed for the next cycle.

4 References

Lautrup B (1971) An adaptive multi-dimensional integration procedure Proc. 2nd Coll. Advanced
Methods in Theoretical Physics, Marseille

5 Arguments

1: ndim – Integer Input

On entry: the number of dimensions of the integral, n.

Constraint: ndim 	 1.

2: f – function, supplied by the user External Function

f must return the value of the integrand f at a given point.
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The specification of f is:

double f (Integer ndim, const double x[], Nag_User *comm)

1: ndim – Integer Input

On entry: the number of dimensions of the integral.

2: x½ndim� – const double Input

On entry: the coordinates of the point at which the integrand must be evaluated.

3: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

3: method – Nag_MCMethod Input

On entry: the method to be used.

method ¼ Nag OneIteration
The function uses only one iteration of a crude Monte–Carlo method with maxcls sample
points.

method ¼ Nag ManyIterations
The function subdivides the integration region into a number of equal volume subregions.

Constraint: method ¼ Nag OneIteration or Nag ManyIterations.

4: cont – Nag_Start Input

On entry: the continuation state of the evaluation of the integrand.

cont ¼ Nag Cold
Indicates that this is the first call to the function with the current integrand and arguments
ndim, a and b.

cont ¼ Nag Hot
Indicates that a previous call has been made with the same arguments ndim, a and b with
the same integrand. Please note that method must not be changed.

cont ¼ Nag Warm
Indicates that a previous call has been made with the same arguments ndim, a and b but
that the integrand is new. Please note that method must not be changed.

Constraint: cont ¼ Nag Cold, Nag Warm or Nag Hot.

5: a½ndim� – const double Input

On entry: the lower limits of integration, ai, for i ¼ 1; 2; . . . ; n.

6: b½ndim� – const double Input

On entry: the upper limits of integration, bi, for i ¼ 1; 2; . . . ; n.

7: mincls – Integer * Input/Output

On entry: mincls must be set to the minimum number of integrand evaluations to be allowed.

Constraint: 0 � mincls < maxcls.
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On exit: mincls contains the total number of integrand evaluations actually used by
nag_multid_quad_monte_carlo_1 (d01xbc).

8: maxcls – Integer Input

On entry: the maximum number of integrand evaluations to be allowed. In the continuation case
this is the number of new integrand evaluations to be allowed. These counts do not include zero
integrand values.

Constraints:

maxcls > mincls;
maxcls 	 4� ndimþ 1ð Þ.

9: eps – double Input

On entry: the relative accuracy required.

Constraint: eps 	 0:0.

10: finest – double * Output

On exit: the best estimate obtained for the integral.

11: acc – double * Output

On exit: the estimated relative accuracy of finest.

12: comm arr – double ** Input/Output

On entry: if cont ¼ Nag Warm or Nag Hot, the memory pointed to and allocated by a previous
call of nag_multid_quad_monte_carlo_1 (d01xbc) must be unchanged.

If cont ¼ Nag Cold then appropriate memory is allocated internally by nag_multid_quad_mon
te_carlo_1 (d01xbc).

On exit: comm_arr contains information about the current sub-interval structure which could be
used in later calls of nag_multid_quad_monte_carlo_1 (d01xbc). In particular, comm arr½j� 1�
gives the number of sub-intervals used along the jth coordinate axis.

When this information is no longer useful, or before a subsequent call to nag_multid_quad_
monte_carlo_1 (d01xbc) with cont ¼ Nag Cold is made, you should free the storage contained in
this pointer using the NAG macro NAG_FREE. Note this memory will have been allocated and
needs to be freed only if the error exit NE_NOERROR or NE_QUAD_MAX_INTEGRAND_E-
VAL occurs. Otherwise, no memory needs to be freed.

13: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from f(). An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type Pointer is void *.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, mincls ¼ valueh i while maxcls ¼ valueh i. These arguments must satisfy
mincls < maxcls.

NE_2_INT_ARG_LT

On entry, maxcls ¼ valueh i while ndim ¼ valueh i. These arguments must satisfy
maxcls 	 4� ndimþ 1ð Þ.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument cont had an illegal value.

On entry, argument method had an illegal value.

NE_INT_ARG_LE

On entry, mincls ¼ valueh i.
Constraint: mincls > 0.

NE_INT_ARG_LT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

NE_QUAD_MAX_INTEGRAND_EVAL

maxcls was too small to obtain the required accuracy.
In this case nag_multid_quad_monte_carlo_1 (d01xbc) returns a value of finest with estimated
relative error acc, but acc will be greater than eps. This error exit may be taken before maxcls
nonzero integrand evaluations have actually occurred, if the function calculates that the current
estimates could not be improved before maxcls was exceeded.

NE_REAL_ARG_LT

On entry, eps must not be less than 0.0: eps ¼ valueh i.

7 Accuracy

A relative error estimate is output through the argument acc. The confidence factor is set so that the
actual error should be less than acc 90% of the time. If you desire a higher confidence level then a
smaller value of eps should be used.

8 Parallelism and Performance

nag_multid_quad_monte_carlo_1 (d01xbc) is not threaded in any implementation.

9 Further Comments

The running time for nag_multid_quad_monte_carlo_1 (d01xbc) will usually be dominated by the time
used to evaluate the integrand f, so the maximum time that could be used is approximately proportional
to maxcls.

For some integrands, particularly those that are poorly behaved in a small part of the integration region,
this function may terminate with a value of acc which is significantly smaller than the actual relative
error. This should be suspected if the returned value of mincls is small relative to the expected
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difficulty of the integral. Where this occurs, nag_multid_quad_monte_carlo_1 (d01xbc) should be called
again, but with a higher entry value of mincls (e.g., twice the returned value) and the results compared
with those from the previous call.

9.1 Additional Information

The exact values of finest and acc on return will depend (within statistical limits) on the sequence of
random numbers generated within this function.

If desired, you may ensure the identity or difference between runs of the results returned by this
function by calling nag_random_init_repeatable (g05cbc) or nag_random_init_nonrepeatable (g05ccc)
immediately prior to calling this function.

nag_random_init_repeatable (g05cbc) has the prototype

void g05cbc(Integer seed)

where seed is a scalar value used to initialize the underlying random number generator. Using the same
value for seed will ensure that the same sequence of random values are generated and hence that the
same result from this function will be obtained.

nag_random_init_nonrepeatable (g05ccc) has the prototype

void g05ccc()

Each time nag_random_init_nonrepeatable (g05ccc) is called the underlying random number generator
will be reinitialized using a random seed, ensuring a different sequence of values being used.
Consequently this function may return different numerical results.

10 Example

This example calculates the integralZ 1

0

Z 1

0

Z 1

0

Z 1

0

4x1x32 exp 2x1x3ð Þ
1þ x2 þ x4ð Þ2

dx1dx2dx3dx4 ¼ 0:575364:

10.1 Program Text

/* nag_multid_quad_monte_carlo_1 (d01xbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL f(Integer ndim, const double x[], Nag_User *comm);
#ifdef __cplusplus
}
#endif

#define MAXCLS 20000

int main(void)
{
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static Integer use_comm[1] = { 1 };
Integer exit_status = 0, k, maxcls = MAXCLS, mincls, ndim = 4;
NagError fail;
Nag_MCMethod method;
Nag_Start cont;
Nag_User comm;
double *a = 0, acc, *b = 0, *comm_arr = 0, eps, finest;

INIT_FAIL(fail);

printf("nag_multid_quad_monte_carlo_1 (d01xbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

if (ndim >= 1) {
if (!(a = NAG_ALLOC(ndim, double)) || !(b = NAG_ALLOC(ndim, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid ndim.\n");
exit_status = 1;
return exit_status;

}
for (k = 0; k < ndim; ++k) {

a[k] = 0.0;
b[k] = 1.0;

}
eps = 0.01;
mincls = 1000;
method = Nag_ManyIterations;
cont = Nag_Cold;

/* nag_multid_quad_monte_carlo_1 (d01xbc).
* Multi-dimensional quadrature, using Monte Carlo method,
* thread-safe
*/

nag_multid_quad_monte_carlo_1(ndim, f, method, cont, a, b, &mincls, maxcls,
eps, &finest, &acc, &comm_arr, &comm, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_QUAD_MAX_INTEGRAND_EVAL) {
if (fail.code == NE_QUAD_MAX_INTEGRAND_EVAL) {

printf("Error from nag_multid_quad_monte_carlo_1 (d01xbc).\n%s\n",
fail.message);

exit_status = 2;
}
printf("Requested accuracy = %11.2e\n", eps);
printf("Estimated value = %10.5f\n", finest);
printf("Estimated accuracy = %11.2e\n", acc);
printf("Number of evaluations = %5" NAG_IFMT "\n", mincls);

}
else {

printf("Error from nag_multid_quad_monte_carlo_1 (d01xbc).\n%s\n",
fail.message);

printf("%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(a);
NAG_FREE(b);
/* Free memory allocated internally */
NAG_FREE(comm_arr);
return exit_status;

}

static double NAG_CALL f(Integer ndim, const double x[], Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;
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if (use_comm[0]) {
printf("(User-supplied callback f, first invocation.)\n");
use_comm[0] = 0;

}

return x[0] * 4.0 * (x[2] * x[2]) * exp(x[0] * 2.0 * x[2]) /
((x[1] + 1.0 + x[ndim - 1]) * (x[1] + 1.0 + x[ndim - 1]));

}

10.2 Program Data

None.

10.3 Program Results

nag_multid_quad_monte_carlo_1 (d01xbc) Example Program Results
(User-supplied callback f, first invocation.)
Requested accuracy = 1.00e-02
Estimated value = 0.57554
Estimated accuracy = 8.20e-03
Number of evaluations = 1728
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nag_quad_opt_set (d01zkc)

1 Purpose

nag_quad_opt_set (d01zkc) either initializes or resets the optional parameter arrays or sets a single
optional parameter for supported problem solving functions in Chapter d01.

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_opt_set (const char *optstr, Integer iopts[], Integer liopts,
double opts[], Integer lopts, NagError *fail)

3 Description

nag_quad_opt_set (d01zkc) has three purposes: to initialize optional parameter arrays; to reset all
optional parameters to their default values; or to set a single optional parameter to a user-supplied
value.

Optional parameters and their values are, in general, presented as a character string, optstr, of the form
‘option ¼ optval’; alphabetic characters can be supplied in either upper or lower case. Both option and
optval may consist of one or more tokens separated by white space. The tokens that comprise optval
will normally be either an integer, real or character value as defined in the description of the specific
optional argument. In addition all optional parameters can take an optval DEFAULT which resets the
optional parameter to its default value.

It is imperative that optional parameter arrays are initialized before any options are set, before the
relevant problem solving function is called and before any options are queried using nag_quad_opt_get
(d01zlc). To initialize the optional parameter arrays iopts and opts for a specific problem solving
function, the option Initialize is used with optval identifying the problem solving function to be called,
via its short name. For example, to initialize the optional parameter arrays to be passed to
nag_quad_1d_gen_vec_multi_rcomm (d01rac) and its associated function nag_quad_1d_gen_vec_mul
ti_dimreq (d01rcc), nag_quad_opt_set (d01zkc) is called as follows:

nag_quad_opt_set("Initialize = d01rac", iopts, liopts, opts, lopts, &fail)

The available option names and their corresponding valid values are given in Section 11 in
nag_quad_md_sgq_multi_vec (d01esc) and nag_quad_1d_gen_vec_multi_rcomm (d01rac).

4 References

None.
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5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option to be set.

Initialize ¼ function name
Initialize the optional parameter arrays iopts and opts for use with function
function name, where function name is the short name associated with the function of
interest.

Defaults
Resets all options to their default values.

option ¼ optval
See Section 11 in nag_quad_md_sgq_multi_vec (d01esc) and nag_quad_1d_gen_vec_mul
ti_rcomm (d01rac) for details of valid values for option and optval. The equals sign (¼)
delimiter must be used to separate the option from its optval value.

optstr is case insensitive. Each token in the option and optval component must be separated by at
least one space.

2: iopts½liopts� – Integer Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of iopts need not be set.

Otherwise, iopts MUST NOT have been altered since the last call to nag_quad_opt_set (d01zkc),
nag_quad_opt_get (d01zlc) or the selected problem solving function.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

3: liopts – Integer Input

On entry: the length of the array iopts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, liopts 	 100.

4: opts½lopts� – double Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of opts need not be set.

Otherwise, opts MUST NOT have been altered since the last call to nag_quad_opt_set (d01zkc),
nag_quad_opt_get (d01zlc) or the selected problem solving function.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

5: lopts – Integer Input

On entry: the length of the array opts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, lopts 	 100.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, liopts ¼ valueh i.
Constraint: liopts 	 valueh i.
On entry, lopts ¼ valueh i.
Constraint: lopts 	 valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_FORMAT

On entry, could not convert the specified optval to an integer: optstr ¼ valueh i.
On entry, could not convert the specified optval to a real: optstr ¼ valueh i.
On entry, the expected delimiter ‘¼’ was not found in optstr: optstr ¼ valueh i.

NE_INVALID_OPTION

On entry, either the option arrays have not been initialized or they have been corrupted.

On entry, the optional parameter in optstr was not recognized: optstr ¼ valueh i.

NE_INVALID_VALUE

On entry, the optval supplied for the character optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_FUN_NAME

On entry, attempting to initialize the optional parameter arrays but specified function name was
not valid: name ¼ valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_quad_opt_set (d01zkc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For suites of functions that share the same option arrays, the option arrays must be initialized using the
primary (driver) function name. For example for functions nag_quad_1d_gen_vec_multi_rcomm
(d01rac) and nag_quad_1d_gen_vec_multi_dimreq (d01rcc), the option arrays must be initialized for
nag_quad_1d_gen_vec_multi_rcomm (d01rac).

When encoding integer valued options in optstr, the integer optval must be written as an explicit
integer. For example, "Maximum Subdivisions = 12" is acceptable, whereas "Maximum Subdivi-

sions = 12.0" and "Maximum Subdivisions = 0.12e2" are not.

When encoding real valued options in optstr, the optval may be integral if appropriate. For example,
"Absolute Tolerance = 10", "Absolute Tolerance = 10.0" and "Absolute Tolerance =

1.0e1" are all acceptable.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_quad_opt_set (d01zkc) to initialize option arrays and set options.
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nag_quad_opt_get (d01zlc)

1 Purpose

nag_quad_opt_get (d01zlc) is used to query the current value associated with an optional parameter for
nag_quad_md_sgq_multi_vec (d01esc) and nag_quad_1d_gen_vec_multi_rcomm (d01rac).

2 Specification

#include <nag.h>
#include <nagd01.h>

void nag_quad_opt_get (const char *optstr, Integer *ivalue, double *rvalue,
char *cvalue, Integer lcvalue, Nag_VariableType *optype,
const Integer iopts[], const double opts[], NagError *fail)

3 Description

nag_quad_opt_get (d01zlc) is used to query the current value associated with optional parameters. It is
necessary to initialize optional parameter arrays, iopts and opts, using nag_quad_opt_set (d01zkc)
before any optional parameters are queried.

nag_quad_opt_get (d01zlc) will normally return either an integer, real or character value dependent
upon the type associated with the optional parameter being queried. Some real and integer optional
parameters also return additional information in cvalue. Whether the optional parameter queried is of
integer, real or character type, and whether additional information is returned in cvalue, is indicated by
the returned value of optype.

Information on optional parameter names and whether these options are real, integer or character can be
found in Section 11 in nag_quad_md_sgq_multi_vec (d01esc) and nag_quad_1d_gen_vec_multi_rcomm
(d01rac).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option whose current value is required. See Section 11 in
nag_quad_md_sgq_multi_vec (d01esc) and nag_quad_1d_gen_vec_multi_rcomm (d01rac) for
information on valid optional parameters. In addition, the following is a valid option:

Identify
In which case nag_quad_opt_get (d01zlc) returns in cvalue the 6 character function name
supplied to nag_quad_opt_set (d01zkc) when the optional parameter arrays iopts and opts
were initialized.

2: ivalue – Integer * Output

On exit: if the optional parameter supplied in optstr is an integer valued argument, ivalue will
hold that value.
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3: rvalue – double * Output

On exit: if the optional parameter supplied in optstr is a real valued argument, rvalue will hold
that value.

4: cvalue – char * Output

Note: the string returned in cvalue will never exceed min lcvalue; 41ð Þ characters in length
(including the null terminator).

On exit: if the optional parameter supplied in optstr is a character valued argument, cvalue will
hold that value. cvalue will also contain additional information for some integer and real valued
arguments, as indicated by optype.

5: lcvalue – Integer Input

On entry: length of cvalue. At most min lcvalue� 1; 40ð Þ non-null characters will be written into
cvalue.

Constraint: lcvalue > 1.

6: optype – Nag_VariableType * Output

On exit: indicates whether the optional parameter supplied in optstr is an integer, real or
character valued argument and hence which of ivalue, rvalue or cvalue holds the current value.

optype ¼ Nag Integer
optstr is an integer valued optional parameter; its current value has been returned in
ivalue.

optype ¼ Nag Real
optstr is a real valued optional parameter; its current value has been returned in rvalue.

optype ¼ Nag Character
optstr is a character valued optional parameter; its current value has been returned in
cvalue.

optype ¼ Nag Integer Additional
optstr is an integer valued optional parameter; its current value has been returned in
ivalue. Additional information has been returned in cvalue.

optype ¼ Nag Real Additional
optstr is a real valued optional parameter; its current value has been returned in rvalue.
Additional information has been returned in cvalue.

7: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_quad_opt_set (d01zkc).

8: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_quad_opt_set (d01zkc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lcvalue ¼ valueh i.
Constraint: lcvalue > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, the optional parameter in optstr was not recognized: optstr ¼ valueh i.
The arrays iopts and opts have either not been initialized, have become corrupted, or are not
compatible with this option setting function.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_TRUNCATED

On entry, optstr indicates a character optional parameter, but cvalue is too short to hold the
stored value. The returned value will be truncated.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quad_opt_get (d01zlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_quad_opt_get (d01zlc).
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Function
Name

Mark of
Introduction Purpose

d02cjc 2 nag_ode_ivp_adams_gen
Ordinary differential equation solver using a variable-order variable-step
Adams' method (Black Box)

d02ejc 3 nag_ode_ivp_bdf_gen
Ordinary differential equations solver, stiff, initial value problems using the
Backward Differentiation Formulae

d02gac 3 nag_ode_bvp_fd_nonlin_fixedbc
Ordinary differential equations solver, for simple nonlinear two-point
boundary value problems, using a finite difference technique with deferred
correction

d02gbc 3 nag_ode_bvp_fd_lin_gen
Ordinary differential equations solver, for general linear two-point
boundary value problems, using a finite difference technique with deferred
correction

d02mcc 9 nag_dae_ivp_dassl_cont
DASSL method continuation resetting function

d02mwc 9 nag_dae_ivp_dassl_setup
Implicit ordinary differential equations/DAEs, initial value problem, setup
for nag_dae_ivp_dassl_gen (d02nec)

d02nec 9 nag_dae_ivp_dassl_gen
Implicit ordinary differential equations/DAEs, initial value problem,
DASSL method integrator

d02npc 9 nag_dae_ivp_dassl_linalg
Implicit ordinary differential equations/DAEs, initial value problem linear
algebra setup function for nag_dae_ivp_dassl_gen (d02nec)

d02pec 24 nag_ode_ivp_rkts_range
Ordinary differential equations, initial value problem, Runge–Kutta
method, integration over range with output

d02pfc 24 nag_ode_ivp_rkts_onestep
Ordinary differential equations, initial value problem, Runge–Kutta
method, integration over one step

d02pgc 26 nag_ode_ivp_rk_step_revcomm
Ordinary differential equations, initial value problem, Runge–Kutta
method, integration by reverse communication

d02phc 26 nag_ode_ivp_rk_interp_setup
Set up interpolant by reverse communication for solution and derivative
evaluations at points within the range of the last integration step taken by
nag_ode_ivp_rk_step_revcomm (d02pgc)

d02pjc 26 nag_ode_ivp_rk_interp_eval
Evaluate interpolant, set up using nag_ode_ivp_rkts_setup (d02pqc), to
approximate solution and/or solution derivatives at a point within the range
of the last integration step taken by nag_ode_ivp_rk_step_revcomm
(d02pgc)

d02pqc 24 nag_ode_ivp_rkts_setup
Ordinary differential equations, initial value problem, setup for nag_o
de_ivp_rkts_range (d02pec) and nag_ode_ivp_rkts_onestep (d02pfc)
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d02prc 24 nag_ode_ivp_rkts_reset_tend
Ordinary differential equations, initial value problem, resets end of range
for nag_ode_ivp_rkts_onestep (d02pfc)

d02psc 24 nag_ode_ivp_rkts_interp
Ordinary differential equations, initial value problem, interpolation for
nag_ode_ivp_rkts_onestep (d02pfc)

d02ptc 24 nag_ode_ivp_rkts_diag
Ordinary differential equations, initial value problem, integration
diagnostics for nag_ode_ivp_rkts_range (d02pec) and nag_ode_ivp_rkts_o
nestep (d02pfc)

d02puc 24 nag_ode_ivp_rkts_errass
Ordinary differential equations, initial value problem, error assessment
diagnostics for nag_ode_ivp_rkts_range (d02pec) and nag_ode_ivp_rkts_o
nestep (d02pfc)

d02qfc 2 nag_ode_ivp_adams_roots
Ordinary differential equation solver using Adams' method (sophisticated
use)

d02qwc 2 nag_ode_ivp_adams_setup
Setup function for nag_ode_ivp_adams_roots (d02qfc)

d02qyc 2 nag_ode_ivp_adams_free
Freeing function for use with nag_ode_ivp_adams_roots (d02qfc)

d02qzc 2 nag_ode_ivp_adams_interp
Interpolation function for use with nag_ode_ivp_adams_roots (d02qfc)

d02rac 3 nag_ode_bvp_fd_nonlin_gen
Ordinary differential equations solver, for general nonlinear two-point
boundary value problems, using a finite difference technique with deferred
correction

d02tlc 24 nag_ode_bvp_coll_nlin_solve
Ordinary differential equations, general nonlinear boundary value problem,
collocation technique

d02tvc 24 nag_ode_bvp_coll_nlin_setup
Ordinary differential equations, general nonlinear boundary value problem,
setup for nag_ode_bvp_coll_nlin_solve (d02tlc)

d02txc 24 nag_ode_bvp_coll_nlin_contin
Ordinary differential equations, general nonlinear boundary value problem,
continuation facility for nag_ode_bvp_coll_nlin_solve (d02tlc)

d02tyc 24 nag_ode_bvp_coll_nlin_interp
Ordinary differential equations, general nonlinear boundary value problem,
interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc)

d02tzc 24 nag_ode_bvp_coll_nlin_diag
Ordinary differential equations, general nonlinear boundary value problem,
diagnostics for nag_ode_bvp_coll_nlin_solve (d02tlc)

d02uac 23 nag_ode_bvp_ps_lin_coeffs
Coefficients of Chebyshev interpolating polynomial from function values
on Chebyshev grid

d02ubc 23 nag_ode_bvp_ps_lin_cgl_vals
Function or low-order-derivative values on Chebyshev grid from
coefficients of Chebyshev interpolating polynomial

d02ucc 23 nag_ode_bvp_ps_lin_cgl_grid
Chebyshev Gauss–Lobatto grid generation

d02udc 23 nag_ode_bvp_ps_lin_cgl_deriv
Differentiate a function by the FFT using function values on Chebyshev
grid

d02uec 23 nag_ode_bvp_ps_lin_solve
Solve linear constant coefficient boundary value problem on Chebyshev
grid, Integral formulation

d02uwc 23 nag_ode_bvp_ps_lin_grid_vals
Interpolate a function from Chebyshev grid to uniform grid using
barycentric Lagrange interpolation

Contents – D02 NAG Library Manual

d02conts.2 Mark 26



d02uyc 23 nag_ode_bvp_ps_lin_quad_weights
Clenshaw–Curtis quadrature weights for integration using computed
Chebyshev coefficients

d02uzc 23 nag_ode_bvp_ps_lin_cheb_eval
Chebyshev polynomial evaluation, Tk xð Þ
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1 Scope of the Chapter

This chapter is concerned with the numerical solution of ordinary differential equations. There are two
main types of problem: those in which all boundary conditions are specified at one point (initial value
problems), and those in which the boundary conditions are distributed between two or more points
(boundary value problems and eigenvalue problems). Functions are available for initial value problems
and two-point boundary value problems.

2 Background to the Problems

For most of the functions in this chapter a system of ordinary differential equations must be written in
the form

y01 ¼ f1 x; y1; y2; . . . ; ynð Þ;

y02 ¼ f2 x; y1; y2; . . . ; ynð Þ;
..
.

y0n ¼ fn x; y1; y2; . . . ; ynð Þ;

that is the system must be given in first-order form. The n dependent variables (also, the solution)
y1; y2; . . . ; yn are functions of the independent variable x, and the differential equations give expressions
for the first derivatives y0i ¼

dyi
dx in terms of x and y1; y2; . . . ; yn. For a system of n first-order equations,

n associated boundary conditions are usually required to define the solution.

A more general system may contain derivatives of higher order, but such systems can almost always be
reduced to the first-order form by introducing new variables. For example, suppose we have the third-
order equation

z000 þ zz00 þ k l� z02
� �

¼ 0:

We write y1 ¼ z, y2 ¼ z0, y3 ¼ z00, and the third-order equation may then be written as the system of
first-order equations

y01 ¼ y2

y02 ¼ y3

y03 ¼ �y1y3 � k l� y22
� �

:

For this system n ¼ 3 and we require 3 boundary conditions in order to define the solution. These
conditions must specify values of the dependent variables at certain points. For example, we have an
initial value problem if the conditions are

y1 ¼ 0 at x ¼ 0
y2 ¼ 0 at x ¼ 0
y3 ¼ 0:1 at x ¼ 0:

These conditions would enable us to integrate the equations numerically from the point x ¼ 0 to some
specified end point. We have a boundary value problem if the conditions are

y1 ¼ 0 at x ¼ 0
y2 ¼ 0 at x ¼ 0
y2 ¼ 1 at x ¼ 10:

These conditions would be sufficient to define a solution in the range 0 � x � 10, but the problem
could not be solved by direct integration (see Section 2.2). More general boundary conditions are
permitted in the boundary value case.
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2.1 Initial Value Problems

To solve first-order systems, initial values of the dependent variables yi, for i ¼ 1; 2; . . . ; n, must be
supplied at a given point, a. Also a point, b, at which the values of the dependent variables are required,
must be specified. The numerical solution is then obtained by a step-by-step calculation which
approximates values of the variables yi, for i ¼ 1; 2; . . . ; n, at finite intervals over the required range
a; b½ �. The functions in this chapter adjust the step length automatically to meet specified accuracy
tolerances. Although the accuracy tests used are reliable over each step individually, in general an
accuracy requirement cannot be guaranteed over a long range. For many problems there may be no
serious accumulation of error, but for unstable systems small perturbations of the solution will often
lead to rapid divergence of the calculated values from the true values. A simple check for stability is to
carry out trial calculations with different tolerances; if the results differ appreciably the system is
probably unstable. Over a short range, the difficulty may possibly be overcome by taking sufficiently
small tolerances, but over a long range it may be better to try to reformulate the problem.

A special class of initial value problems are those for which the solutions contain rapidly decaying
transient terms. Such problems are called stiff; an alternative way of describing them is to say that

certain eigenvalues of the Jacobian matrix
@fi
@yj

� �
have large negative real parts when compared to

others. These problems require special methods for efficient numerical solution; the methods designed
for non-stiff problems when applied to stiff problems tend to be very slow, because they need small step
lengths to avoid numerical instability. A full discussion is given in Hall and Watt (1976) and a
discussion of the methods for stiff problems is given in Berzins et al. (1988).

2.2 Boundary Value Problems

In general, a system of nonlinear differential equations with boundary conditions at two or more points
cannot be guaranteed to have a solution. The solution, if it exists, has to be determined iteratively. A
comprehensive treatment of the numerical solution of boundary value problems can be found in Ascher
et al. (1988) and Keller (1992). The methods for this chapter are discussed in Ascher et al. (1979),
Ascher and Bader (1987) and Gladwell (1987).

2.2.1 Collocation methods

In the collocation method, the solution components are approximated by piecewise polynomials on a
mesh. The coefficients of the polynomials form the unknowns to be computed. The approximation to
the solution must satisfy the boundary conditions and the differential equations at collocation points in
each mesh sub-interval. A modified Newton method is used to solve the nonlinear equations. The mesh
is refined by trying to equidistribute the estimated error over the whole interval. An initial estimate of
the solution across the mesh is required.

2.2.2 Finite difference methods

If a boundary value problem seems insoluble by the above method and a good estimate for the solution
of the problem is known at all points of the range then a finite difference method may be used. Finite
difference equations are set up on a mesh of points and estimated values for the solution at the grid
points are chosen. Using these estimated values as starting values a Newton iteration is used to solve
the finite difference equations. The accuracy of the solution is then improved by deferred corrections or
the addition of points to the mesh or a combination of both. Good initial estimates of the solution may
be required in some cases and the method is unlikely to be successful when the solution varies very
rapidly over short ranges. A discussion is given in Chapters 9 and 11 of Gladwell and Sayers (1980)
and Chapter 4 of Gladwell (1979a).

3 Recommendations on Choice and Use of Available Functions

There are no functions which deal directly with complex equations. These may however be transformed
to larger systems of real equations of the required form. Split each equation into its real and imaginary
parts and solve for the real and imaginary parts of each component of the solution. Whilst this process
doubles the size of the system and may not always be appropriate it does make available for use the full
range of functions provided presently.
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3.1 Initial Value Problems

In general, for non-stiff first-order systems, Runge–Kutta (RK) functions should be used. For the usual
requirement of integrating across a range the appropriate functions are nag_ode_ivp_rkts_range
(d02pec) and nag_ode_ivp_rkts_setup (d02pqc); nag_ode_ivp_rkts_setup (d02pqc) is a setup function
for nag_ode_ivp_rkts_range (d02pec). For more complex tasks there are forward and reverse
communication variants (Section 2.3.2 in How to Use the NAG Library and its Documentation) of
single step functions with corresponding interpolator; for direct communication these are
nag_ode_ivp_rkts_onestep (d02pfc) and nag_ode_ivp_rkts_interp (d02psc), while for reverse commu-
nication these are nag_ode_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rk_interp_setup (d02phc) and
nag_ode_ivp_rk_interp_eval (d02pjc). There are also related utility functions nag_ode_ivp_rkts_reset_
tend (d02prc), nag_ode_ivp_rkts_diag (d02ptc) and nag_ode_ivp_rkts_errass (d02puc). When a system
is to be integrated over a long range or with relatively high accuracy requirements the variable-order,
variable-step Adams' codes may be more efficient. The appropriate function in this case is
nag_ode_ivp_adams_gen (d02cjc). For more complex tasks using an Adams' code there are a further
four related functions: nag_ode_ivp_adams_roots (d02qfc), nag_ode_ivp_adams_setup (d02qwc),
nag_ode_ivp_adams_free (d02qyc) and nag_ode_ivp_adams_interp (d02qzc).

For stiff systems, that is those which usually contain rapidly decaying transient components, the
Backward Differentiation Formula (BDF) variable-order, variable-step codes should be used. The
appropriate functions in this case are: the simple driver nag_ode_ivp_bdf_gen (d02ejc), or the more
comprehensive nag_dae_ivp_dassl_gen (d02nec), based on the DASSL implementation (see Brenan et
al. (1996)), and its related functions nag_dae_ivp_dassl_cont (d02mcc), nag_dae_ivp_dassl_setup
(d02mwc) and nag_dae_ivp_dassl_linalg (d02npc).

If you are not sure how to classify a problem, you are advised to perform some preliminary calculations
with nag_ode_ivp_rkts_range (d02pec), which can indicate whether the system is stiff. We also advise
performing some trial calculations with nag_ode_ivp_rkts_range (d02pec) (RK), nag_ode_ivp_adams_
gen (d02cjc) (Adams) and nag_ode_ivp_bdf_gen (d02ejc) (BDF) so as to determine which type of
function is best applied to the problem. The conclusions should be based on the computer time used and
the number of evaluations of the derivative function fi. See Gladwell (1979b) for more details.

3.1.1 Runge–Kutta functions

The basic RK functions are nag_ode_ivp_rkts_onestep (d02pfc) (direct communication) and
nag_ode_ivp_rk_step_revcomm (d02pgc) (reverse communication) which take one integration step at
a time. An alternative to nag_ode_ivp_rkts_onestep (d02pfc) is nag_ode_ivp_rkts_range (d02pec),
which provides output at user-specified points. The initialization of nag_ode_ivp_rkts_range (d02pec),
nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc) and the setting of
optional inputs, including choice of method, is made by a call to the setup function
nag_ode_ivp_rkts_setup (d02pqc). Optional output information about error assessment, can be obtained
by calls to the function nag_ode_ivp_rkts_errass (d02puc) while integration statistics are returned by
the diagnostic function nag_ode_ivp_rkts_diag (d02ptc). nag_ode_ivp_rkts_interp (d02psc) may be used
to interpolate on information produced by nag_ode_ivp_rkts_onestep (d02pfc) to give solution and
derivative values between the integration points. Similarly nag_ode_ivp_rk_interp_setup (d02phc) may
be used to setup an interpolator on information produced by nag_ode_ivp_rk_step_revcomm (d02pgc),
and nag_ode_ivp_rk_interp_eval (d02pjc) can evaluate that interpolator to give solution and derivative
values between integration points; these functions are recommended when a high-order RK method is
specified in the setup function. nag_ode_ivp_rkts_reset_tend (d02prc) may be used to reset the end of
the integration range whilst integrating using nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_
step_revcomm (d02pgc).

3.1.2 Adams' functions

The general Adams' variable-order variable-step function is nag_ode_ivp_adams_roots (d02qfc), which
provides a choice of automatic error control and the option of a sophisticated root-finding technique.
The initialization of nag_ode_ivp_adams_roots (d02qfc) and the setting of optional inputs is made by a
call to the setup function nag_ode_ivp_adams_setup (d02qwc). nag_ode_ivp_adams_interp (d02qzc)
may be used to interpolate on information produced by nag_ode_ivp_adams_roots (d02qfc) to give
solution and derivative values between the integration points.
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There is a simple driving function nag_ode_ivp_adams_gen (d02cjc), which integrates a system over a
range and, optionally, computes intermediate output and/or determines the position where a specified
function of the solution is zero.

3.1.3 BDF functions

General functions for implicit ordinary differential equations with options for forms of numerical linear
algebra are provided by a suite of functions using the DASSL implementation (see Brenan et al. (1996))
of the BDF. The main solver in this suite is nag_dae_ivp_dassl_gen (d02nec) is designed for solving
systems of the form,

F t; y; y0ð Þ ¼ 0:

These formulations permits solution of differential/algebraic systems (DAEs). Additionally
nag_dae_ivp_dassl_gen (d02nec) can be used to solve difficult algebraic problems by continuation;
for example, the nonlinear algebraic problem

f xð Þ ¼ 0

can be solved by integrating solutions of

f xð Þ þ 1� tð Þg xð Þ ¼ 0

where the solution to

f xð Þ þ g xð Þ ¼ 0

is known.

Options for the solver must be supplied as arguments in an initial call to the setup function
nag_dae_ivp_dassl_setup (d02mwc); the Jacobian of the system to be solved can be considered to have
a banded structure by a call to nag_dae_ivp_dassl_linalg (d02npc) prior to calling the solver function;
and integration can be continued by a call to nag_dae_ivp_dassl_cont (d02mcc) between calls to the
solver nag_dae_ivp_dassl_gen (d02nec).

There is a simple driving function nag_ode_ivp_bdf_gen (d02ejc), which integrates a system over a
range and, optionally, computes intermediate output and/or determines the position where a specified
function of the solution is zero. To solve the equations arising in the BDF method an approximation to

the Jacobian
@fi
@yj

� �
is required. This approximation can be calculated internally but you may supply an

analytic expression. In most cases supplying a correct analytic expression will reduce the amount of
computer time used.

3.2 Boundary Value Problems

In general, for a nonlinear system of mixed order with separated boundary conditions, the collocation
method (nag_ode_bvp_coll_nlin_solve (d02tlc) and its associated functions) can be used. Problems of a
more general nature can often be transformed into a suitable form for treatment by
nag_ode_bvp_coll_nlin_solve (d02tlc), for example nonseparated boundary conditions or problems
with unknown parameters (see Section 9 in nag_ode_bvp_coll_nlin_setup (d02tvc) for details).

For simple boundary value problems with assigned boundary values you may prefer to use a code based
on the finite difference method for which there is a function with simple calling sequence
(nag_ode_bvp_fd_nonlin_fixedbc (d02gac)).

For difficult boundary value problems, where you need to exercise some control over the calculation,
and where the collocation method proves unsuccessful, you may wish to try the alternative method of
finite differences (nag_ode_bvp_fd_nonlin_gen (d02rac)).

Note that it is not possible to make a fully automatic boundary value function, and you should be
prepared to experiment with different starting values or a different function if the problem is at all
difficult.
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3.2.1 Finite difference methods

nag_ode_bvp_fd_nonlin_fixedbc (d02gac) may be used for simple boundary value problems with
assigned boundary values.

You may find that convergence is difficult to achieve using nag_ode_bvp_fd_nonlin_fixedbc (d02gac)
since only specifying the unknown boundary values and the position of the finite difference mesh is
permitted. In such cases you may use nag_ode_bvp_fd_nonlin_gen (d02rac), which permits
specification of an initial estimate for the solution at all mesh points and allows the calculation to
be influenced in other ways too. nag_ode_bvp_fd_nonlin_gen (d02rac) is designed to solve a general
nonlinear two-point boundary value problem with nonlinear boundary conditions.

A function, nag_ode_bvp_fd_lin_gen (d02gbc), is also supplied specifically for the general linear two-
point boundary value problem written in a standard ‘textbook’ form.

You are advised to use interpolation functions from Chapter e01 to obtain solution values at points not
on the final mesh.

3.2.2 Chebyshev integration method

The Chebyshev integration method is an implementation of the Chebyshev collocation method which is
fully described and compared against other implementations in Muite (2010). nag_ode_bvp_ps_lin_
solve (d02uec) solves a linear constant coefficient boundary value problem using the Chebyshev
integration formulation on a Chebyshev Gauss–Lobatto grid and solving in the coefficient space. The
required Chebyshev Gauss–Lobatto grid points on a given arbitrary interval a; b½ � can first be generated
using nag_ode_bvp_ps_lin_cgl_grid (d02ucc). Then nag_ode_bvp_ps_lin_coeffs (d02uac) obtains the
Chebyshev coefficients for the right-hand side (of system) function discretized on the obtained
Chebyshev Gauss–Lobatto grid. nag_ode_bvp_ps_lin_solve (d02uec) then solves the problem in
Chebyshev coefficient space using the integration formulation. Finally nag_ode_bvp_ps_lin_cgl_vals
(d02ubc) evaluates the solution (or one of its lower order derivatives) from the set of Chebyshev
coefficients returned by nag_ode_bvp_ps_lin_solve (d02uec) on the Chebyshev Gauss–Lobatto grid on
a; b½ �. The set of functions can be used to solve up to fourth order boundary value problems.

3.3 Summary of Recommended Functions

Problem Function

RK Method Adams' Method BDF Method

Initial Value Problems
Driver Functions

Integration over a range with optional intermediate output and optional
determination of position where a function of the solution becomes
zero

d02cjc d02ejc

Integration of a range with intermediate output d02cjc d02ejc

Integration of a range until function of solution becomes zero d02cjc d02ejc

Comprehensive Integration Functions d02pec, d02pfc,
d02pgc, d02phc,
d02pjc, d02pqc,
d02prc, d02psc,

d02ptc and d02puc

d02qfc, d02qwc
and d02qzc

d02mcc, d02mwc,
d02nec and d02npc

Package for Solving Second-order Systems of Special Form

Boundary Value Problems
Collocation Method, Mixed Order

d02tlc, d02tvc, d02txc, d02tyc and d02tzc

Boundary Value Problems
Finite Difference Method

linear problem d02gbc

full nonlinear problem d02rac

Boundary Value Problems
Chebyshev Collocation, Integration Formulation

single linear equation d02uec with d02uac, d02ubc, d02ucc
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4 Decision Trees

Tree 1: Initial Value Problems

If the problem is not first order convert
to first order.
Is the problem known to be stiff?

yes
Is the system of the form y0 ¼ f x; yð Þ?

yes
d02ejc

no

d02mcc, d02mwc, d02nec and d02npc

no

Backward Difference Formula: d02ejc.
Adams' method with driver function:

d02cjc
Adams' method with comprehensive
suite: d02qfc, d02qwc, d02qyc and

d02qzc
BDF with comprehensive suite: d02mcc,

d02mwc, d02nec and d02npc
Runge–Kutta method: d02pec, d02pfc,

d02pgc, d02phc, d02pjc, d02pqc,
d02prc, d02psc, d02ptc and d02puc

Tree 2: Boundary Value Problems

Is the problem simply of the form
y0 ¼ f x; yð Þ? yes

Are only boundary values to be
determined? yes

Finite differences: d02gac
Collocation: d02tlc

no

Finite differences: d02gbc
Collocation, piecewise polynomials:

d02tlc

no

Finite differences: d02rac
Collocation, piecewise polynomials:

d02tlc

5 Functionality Index

Differentiation of a function discretized on Chebyshev Gauss–Lobatto points
..... nag_ode_bvp_ps_lin_cgl_deriv (d02udc)

Linear constant coefficient boundary value problem,
Chebyshev spectral integration method,

Chebyshev coefficients generator for a function discretized on Chebyshev Gauss–Lobatto grid
..... nag_ode_bvp_ps_lin_coeffs (d02uac)

Chebyshev coefficients to function values on Chebyshev Gauss–Lobatto grid
..... nag_ode_bvp_ps_lin_cgl_vals (d02ubc)

Chebyshev Gauss–Lobatto grid generator ...................... nag_ode_bvp_ps_lin_cgl_grid (d02ucc)
Chebyshev integration solver for linear constant coefficient boundary value problem

..... nag_ode_bvp_ps_lin_solve (d02uec)
Clenshaw–Curtis quadrature weights generator at Chebyshev Gauss–Lobatto points

..... nag_ode_bvp_ps_lin_quad_weights (d02uyc)
Evaluation on uniform grid of function by Barycentric Lagrange interpolation

..... nag_ode_bvp_ps_lin_grid_vals (d02uwc)
value of kth Chebyshev polynomial ............................ nag_ode_bvp_ps_lin_cheb_eval (d02uzc)

System of first-order ordinary differential equations, initial value problems,
comprehensive integrator functions for stiff systems,

continuation to call nag_dae_ivp_dassl_gen (d02nec) ........... nag_dae_ivp_dassl_cont (d02mcc)
implicit ordinary differential equations coupled with algebraic equations,

banded Jacobian selector for DASSL integrator .............. nag_dae_ivp_dassl_linalg (d02npc)
DASSL integrator .................................................................. nag_dae_ivp_dassl_gen (d02nec)
integrator setup for DASSL ............................................. nag_dae_ivp_dassl_setup (d02mwc)

comprehensive integrator functions using Adams' method with root-finding option,
diagnostic function for root-finding ....................................... nag_ode_ivp_adams_free (d02qyc)
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direct communication ............................................................. nag_ode_ivp_adams_roots (d02qfc)
interpolant ............................................................................. nag_ode_ivp_adams_interp (d02qzc)
setup function ....................................................................... nag_ode_ivp_adams_setup (d02qwc)

comprehensive integrator functions using Runge–Kutta methods,
diagnostic function ...................................................................... nag_ode_ivp_rkts_diag (d02ptc)
diagnostic function for global error assessment ..................... nag_ode_ivp_rkts_errass (d02puc)
interpolant, reverse communication ................................. nag_ode_ivp_rk_interp_setup (d02phc)
interpolant and interpolation, direct communication ............... nag_ode_ivp_rkts_interp (d02psc)
interpolation, reverse communication ................................. nag_ode_ivp_rk_interp_eval (d02pjc)
over a range with intermediate output ..................................... nag_ode_ivp_rkts_range (d02pec)
over a step, direct communication ........................................ nag_ode_ivp_rkts_onestep (d02pfc)
over a step, reverse communication ............................ nag_ode_ivp_rk_step_revcomm (d02pgc)
reset end of range .............................................................. nag_ode_ivp_rkts_reset_tend (d02prc)
setup function ............................................................................ nag_ode_ivp_rkts_setup (d02pqc)

simple driver functions,
variable-order variable-step Adams' method,

until (optionally) a function of the solution is zero, with optional intermediate output
..... nag_ode_ivp_adams_gen (d02cjc)

variable-order variable-step backward differentiation formulae method for stiff systems,
until (optionally) a function of the solution is zero, with optional intermediate output

..... nag_ode_ivp_bdf_gen (d02ejc)

System of ordinary differential equations, boundary value problems,
comprehensive functions using a collocation technique,

continuation function ....................................................... nag_ode_bvp_coll_nlin_contin (d02txc)
diagnostic function ............................................................. nag_ode_bvp_coll_nlin_diag (d02tzc)
general nonlinear problem solver ...................................... nag_ode_bvp_coll_nlin_solve (d02tlc)
interpolation function ....................................................... nag_ode_bvp_coll_nlin_interp (d02tyc)
setup function .................................................................... nag_ode_bvp_coll_nlin_setup (d02tvc)

finite difference technique with deferred correction,
general linear problem ............................................................ nag_ode_bvp_fd_lin_gen (d02gbc)
general nonlinear problem, with continuation facility ...... nag_ode_bvp_fd_nonlin_gen (d02rac)
simple nonlinear problem ............................................ nag_ode_bvp_fd_nonlin_fixedbc (d02gac)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_ode_ivp_rk_range (d02pcc) 26 nag_ode_ivp_rkts_range (d02pec) and asso-
ciated d02p functions

nag_ode_ivp_rk_onestep (d02pdc) 26 nag_ode_ivp_rkts_onestep (d02pfc) and asso-
ciated d02p functions

nag_ode_ivp_rk_free (d02ppc) 26 No replacement required
nag_ode_ivp_rk_setup (d02pvc) 26 nag_ode_ivp_rkts_setup (d02pqc)
nag_ode_ivp_rk_reset_tend (d02pwc) 26 nag_ode_ivp_rkts_reset_tend (d02prc)
nag_ode_ivp_rk_interp (d02pxc) 26 nag_ode_ivp_rkts_interp (d02psc)
nag_ode_ivp_rk_errass (d02pzc) 26 nag_ode_ivp_rkts_errass (d02puc)
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1 Introduction

This sub-chapter contains the specifications of the integrators from the DASSL package, Brenan et al.
(1996).

The DASSL integrator nag_dae_ivp_dassl_gen (d02nec) is designed for solving systems of the form,
F t; y; y0ð Þ ¼ 0. These formulations permit solution of differential/algebraic systems (DAEs). The
facilities provided are essentially those of the explicit solvers.

The DASSL integrator, nag_dae_ivp_dassl_gen (d02nec), has an associated setup function
nag_dae_ivp_dassl_setup (d02mwc) which must be called first. On return from the integrator, if it is
feasible to continue the integration, the associated continuation call function is nag_dae_ivp_dassl_cont
(d02mcc) may be called to rest various integration parameters. The structure of the Jacobian is assumed
to be full unless nag_dae_ivp_dassl_linalg (d02npc) is called following a call to the setup function to
specify that the Jacobian is banded and to supply its bandwidths.

The DASSL integrator nag_dae_ivp_dassl_gen (d02nec) can solve DAEs of the fully implicit form
F t; y; y0ð Þ ¼ 0 and therefore has increased functionality over the SPRINT integrators. Additionally
nag_dae_ivp_dassl_gen (d02nec) can be used to solve difficult algebraic problems by continuation; for
example, the nonlinear algebraic problem

f xð Þ ¼ 0

can be solved by integrating solutions of

f xð Þ þ 1� tð Þg xð Þ ¼ 0

where the solution to f xð Þ þ g xð Þ ¼ 0 is known. The solution of this type of problem is illustrated in
Section 10 in nag_dae_ivp_dassl_gen (d02nec).

2 References

Berzins M and Furzeland R M (1985) A user's manual for SPRINT – A versatile software package for
solving systems of algebraic, ordinary and partial differential equations: Part 1 – Algebraic and
ordinary differential equations Report TNER.85.085 Shell Research Limited

Brenan K, Campbell S and Petzold L (1996) Numerical Solution of Initial-Value Problems in
Differential-Algebraic Equations SIAM, Philadelphia
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NAG Library Function Document

nag_ode_ivp_adams_gen (d02cjc)

1 Purpose

nag_ode_ivp_adams_gen (d02cjc) integrates a system of first order ordinary differential equations over
a range with suitable initial conditions, using a variable-order, variable-step Adams' method until a
user-specified function, if supplied, of the solution is zero, and returns the solution at specified points, if
desired.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_adams_gen (Integer neq,

void (*fcn)(Integer neq, double x, const double y[], double f[],
Nag_User *comm),

double *x, double y[], double xend, double tol, Nag_ErrorControl err_c,

void (*output)(Integer neq, double *xsol, const double y[],
Nag_User *comm),

double (*g)(Integer neq, double x, const double y[], Nag_User *comm),

Nag_User *comm, NagError *fail)

3 Description

nag_ode_ivp_adams_gen (d02cjc) advances the solution of a system of ordinary differential equations

y0i ¼ fi x; y1; y2; . . . ; yneq
� �

; i ¼ 1; 2; . . . ;neq;

from x ¼ x to x ¼ xend using a variable-order, variable-step Adams' method. The system is defined by
fcn, which evaluates fi in terms of x and y1; y2; . . . ; yneq. The initial values of y1; y2; . . . ; yneq must be
given at x ¼ x.

The solution is returned via output at specified points, if desired: this solution is obtained by C1

interpolation on solution values produced by the method. As the integration proceeds a check can be
made on the user-specified function g x; yð Þ to determine an interval where it changes sign. The position
of this sign change is then determined accurately. It is assumed that g x; yð Þ is a continuous function of
the variables, so that a solution of g x; yð Þ ¼ 0:0 can be determined by searching for a change in sign in
g x; yð Þ. The accuracy of the integration, the interpolation and, indirectly, of the determination of the
position where g x; yð Þ ¼ 0:0, is controlled by the arguments tol and err_c.

For a description of Adams' methods and their practical implementation see Hall and Watt (1976).

4 References

Hall G and Watt J M (ed.) (1976) Modern Numerical Methods for Ordinary Differential Equations
Clarendon Press, Oxford

5 Arguments

1: neq – Integer Input

On entry: the number of differential equations.

Constraint: neq 	 1.
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2: fcn – function, supplied by the user External Function

fcn must evaluate the first derivatives y0i (i.e., the functions fi) for given values of their
arguments x; y1; y2; . . . ; yneq.

The specification of fcn is:

void fcn (Integer neq, double x, const double y[], double f[],
Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.

3: y½neq� – const double Input

On entry: y½i� 1� holds the value of the variable yi, for i ¼ 1; 2; . . . ; neq.

4: f½neq� – double Output

On exit: f½i� 1� must contain the value of fi, for i ¼ 1; 2; . . . ;neq.

5: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

3: x – double * Input/Output

On entry: the initial value of the independent variable x.

Constraint: x 6¼ xend.

On exit: if g is supplied, x contains the point where g x; yð Þ ¼ 0:0, unless g x; yð Þ 6¼ 0:0 anywhere
on the range x to xend, in which case, x will contain xend. If g is not supplied x contains xend,
unless an error has occurred, when it contains the value of x at the error.

4: y½neq� – double Input/Output

On entry: the initial values of the solution y1; y2; . . . ; yneq at x ¼ x.

On exit: the computed values of the solution at the final point x ¼ x.

5: xend – double Input

On entry: the final value of the independent variable.

xend < x
Integration proceeds in the negative direction.

Constraint: xend 6¼ x.

6: tol – double Input

On entry: a positive tolerance for controlling the error in the integration. Hence tol affects the
determination of the position where g x; yð Þ ¼ 0:0, if g is supplied.
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nag_ode_ivp_adams_gen (d02cjc) has been designed so that, for most problems, a reduction in
tol leads to an approximately proportional reduction in the error in the solution. However, the
actual relation between tol and the accuracy achieved cannot be guaranteed. You are strongly
recommended to call nag_ode_ivp_adams_gen (d02cjc) with more than one value for tol and to
compare the results obtained to estimate their accuracy. In the absence of any prior knowledge,
you might compare the results obtained by calling nag_ode_ivp_adams_gen (d02cjc) with
tol ¼ 10:0�p and tol ¼ 10:0�p�1 where p correct decimal digits are required in the solution.

Constraint: tol > 0:0.

7: err c – Nag_ErrorControl Input

On entry: the type of error control. At each step in the numerical solution an estimate of the local
error, est, is made. For the current step to be accepted the following condition must be satisfied:

est ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXneq
i¼1

ei= �r � yij j þ �að Þð Þ2
vuut � 1:0

where �r and �a are defined by

err_c �r �a
Nag Relative tol �
Nag Absolute 0.0 tol
Nag Mixed tol tol

where � is a small machine-dependent number and ei is an estimate of the local error at yi,
computed internally. If the appropriate condition is not satisfied, the step size is reduced and the
solution is recomputed on the current step. If you wish to measure the error in the computed
solution in terms of the number of correct decimal places, then err_c should be set to
Nag Absolute on entry, whereas if the error requirement is in terms of the number of correct
significant digits, then err_c should be set to Nag Relative. If you prefer a mixed error test, then
err_c should be set to Nag Mixed. The recommended value for err_c is Nag Mixed and this
should be chosen unless there are good reasons for a different choice.

Constraint: err c ¼ Nag Relative, Nag Absolute or Nag Mixed.

8: output – function, supplied by the user External Function

output permits access to intermediate values of the computed solution (for example to print or
plot them), at successive user-specified points. It is initially called by nag_ode_ivp_adams_gen
(d02cjc) with xsol ¼ x (the initial value of x). You must reset xsol to the next point (between the
current xsol and xend) where output is to be called, and so on at each call to output. If, after a
call to output, the reset point xsol is beyond xend, nag_ode_ivp_adams_gen (d02cjc) will
integrate to xend with no further calls to output; if a call to output is required at the point
xsol ¼ xend, then xsol must be given precisely the value xend.

The specification of output is:

void output (Integer neq, double *xsol, const double y[],
Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: xsol – double * Input/Output

On entry: the value of the independent variable x.

On exit: you must set xsol to the next value of x at which output is to be called.
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3: y½neq� – const double Input

On entry: the computed solution at the point xsol.

4: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

If you do not wish to access intermediate output, the actual argument output must be the NAG
defined null function pointer NULLFN.

9: g – function, supplied by the user External Function

g must evaluate g x; yð Þ for specified values x; y. It specifies the function g for which the first
position x where g x; yð Þ ¼ 0 is to be found.

The specification of g is:

double g (Integer neq, double x, const double y[], Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.

3: y½neq� – const double Input

On entry: y½i� 1� holds the value of the variable yi, for i ¼ 1; 2; . . . ; neq.

4: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

If you do not require the root finding option, the actual argument g must be the NAG defined null
double function pointer NULLDFN.

10: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from fcn, output and g. An object of the required type should be
declared, e.g., a structure, and its address assigned to the pointer comm!p by means of a
cast to Pointer in the calling program. E.g. comm.p = (Pointer)&s. The type pointer
will be void * with a C compiler that defines void * and char * otherwise.
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11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_EQ

On entry, x ¼ valueh i while xend ¼ valueh i. These arguments must satisfy x 6¼ xend.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument err_c had an illegal value.

NE_INT_ARG_LT

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NO_SIGN_CHANGE

No change in sign of the function g x; yð Þ was detected in the integration range.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.

NE_TOL_PROGRESS

The value of tol, valueh i, is too small for the function to make any further progress across the
integration range. Current value of x ¼ valueh i.

NE_TOL_TOO_SMALL

The value of tol, valueh i, is too small for the function to take an initial step.

NE_XSOL_INCONSIST

On call valueh i to the supplied print function xsol was set to a value behind the previous value of
xsol in the direction of integration.
Previous xsol ¼ valueh i, xend ¼ valueh i, new xsol ¼ valueh i.

NE_XSOL_NOT_RESET

On call valueh i to the supplied print function xsol was not reset.

NE_XSOL_SET_WRONG

xsol was set to a value behind x in the direction of integration by the first call to the supplied
print function.
The integration range is value1h i; value2h i½ �, xsol ¼ valueh i.

d02 – Ordinary Differential d02cjc

Mark 26 d02cjc.5



7 Accuracy

The accuracy of the computation of the solution vector y may be controlled by varying the local error
tolerance tol. In general, a decrease in local error tolerance should lead to an increase in accuracy. You
are advised to choose err c ¼ Nag Mixed unless you have a good reason for a different choice.

If the problem is a root-finding one, then the accuracy of the root determined will depend on the
properties of g x; yð Þ. You should try to code g without introducing any unnecessary cancellation errors.

8 Parallelism and Performance

nag_ode_ivp_adams_gen (d02cjc) is not threaded in any implementation.

9 Further Comments

If more than one root is required then nag_ode_ivp_adams_roots (d02qfc) should be used.

If the function fails with error exit of fail:code ¼ NE TOL TOO SMALL, then it can be called again
with a larger value of tol if this has not already been tried. If the accuracy requested is really needed
and cannot be obtained with this function, the system may be very stiff (see below) or so badly scaled
that it cannot be solved to the required accuracy.

If the function fails with error exit of fail:code ¼ NE TOL PROGRESS, it is probable that it has been
called with a value of tol which is so small that a solution cannot be obtained on the range x to xend.
This can happen for well-behaved systems and very small values of tol. You should, however, consider
whether there is a more fundamental difficulty. For example:

(a) in the region of a singularity (infinite value) of the solution, the function will usually stop with
error exit of fail:code ¼ NE TOL PROGRESS, unless overflow occurs first. Numerical integration
cannot be continued through a singularity, and analytic treatment should be considered;

(b) for ‘stiff’ equations where the solution contains rapidly decaying components, the function will use
very small steps in x (internally to nag_ode_ivp_adams_gen (d02cjc)) to preserve stability. This
will exhibit itself by making the computing time excessively long, or occasionally by an exit with
fail:code ¼ NE TOL PROGRESS. Adams' methods are not efficient in such cases.

10 Example

We illustrate the solution of four different problems. In each case the differential system (for a
projectile) is

y0 ¼ tan


v0 ¼ �0:032 tan

v

� 0:02v

cos



0 ¼ �0:032
v2

over an interval x ¼ 0:0 to xend ¼ 10:0 starting with values y ¼ 0:5, v ¼ 0:5 and 
 ¼ 	=5. We solve
each of the following problems with local error tolerances 1:0e�4 and 1:0e�5.
(i) To integrate to x ¼ 10:0 producing output at intervals of 2.0 until a point is encountered where

y ¼ 0:0.

(ii) As (i) but with no intermediate output.

(iii) As (i) but with no termination on a root-finding condition.

(iv) As (i) but with no intermediate output and no root-finding termination condition.
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10.1 Program Text

/* nag_ode_ivp_adams_gen (d02cjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL out(Integer neq, double *xsol, const double y[],
Nag_User *comm);

static void NAG_CALL fcn(Integer neq, double x, const double y[],
double f[], Nag_User *comm);

static double NAG_CALL g(Integer neq, double x, const double y[],
Nag_User *comm);

#ifdef __cplusplus
}
#endif

struct user
{

double xend, h;
Integer k;
Integer *use_comm;

};

int main(void)
{

static Integer use_comm[2] = { 1, 1 };
Integer exit_status = 0, i, j, neq;
Nag_User comm;
double pi, tol, x, y[3];
struct user s;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_ivp_adams_gen (d02cjc) Example Program Results\n");

/* For communication with user-supplied functions
* assign address of user defined structure
* to Nag pointer.
*/

s.use_comm = use_comm;
comm.p = (Pointer) &s;

neq = 3;
s.xend = 10.0;
/* nag_pi (x01aac).
* pi
*/

pi = nag_pi;
printf("\nCase 1: intermediate output, root-finding\n");
for (j = 4; j <= 5; ++j) {

tol = pow(10.0, (double) (-j));
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
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y[0] = 0.5;
y[1] = 0.5;
y[2] = pi / 5.0;
s.k = 4;
s.h = (s.xend - x) / (double) (s.k + 1);
printf("\n X Y(1) Y(2) Y(3)\n");

/* nag_ode_ivp_adams_gen (d02cjc).
* Ordinary differential equation solver using a
* variable-order variable-step Adams method (Black Box)
*/

nag_ode_ivp_adams_gen(neq, fcn, &x, y, s.xend, tol, Nag_Mixed, out, g,
&comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_adams_gen (d02cjc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n Root of Y(1) = 0.0 at %7.3f\n", x);
printf("\n Solution is");
for (i = 0; i < 3; ++i)

printf("%10.5f", y[i]);
printf("\n");

}
printf("\n\nCase 2: no intermediate output, root-finding\n");
for (j = 4; j <= 5; ++j) {

tol = pow(10.0, (double) (-j));
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 0.5;
y[1] = 0.5;
y[2] = pi / 5.0;

/* nag_ode_ivp_adams_gen (d02cjc), see above. */
nag_ode_ivp_adams_gen(neq, fcn, &x, y, s.xend, tol, Nag_Mixed, NULLFN, g,

&comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_adams_gen (d02cjc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n Root of Y(1) = 0.0 at %7.3f\n", x);
printf("\n Solution is");
for (i = 0; i < 3; ++i)

printf("%10.5f", y[i]);
printf("\n");

}
printf("\n\nCase 3: intermediate output, no root-finding\n");
for (j = 4; j <= 5; ++j) {

tol = pow(10.0, (double) (-j));
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 0.5;
y[1] = 0.5;
y[2] = pi / 5.0;
s.k = 4;
s.h = (s.xend - x) / (double) (s.k + 1);
printf("\n X Y(1) Y(2) Y(3)\n");

/* nag_ode_ivp_adams_gen (d02cjc), see above. */
nag_ode_ivp_adams_gen(neq, fcn, &x, y, s.xend, tol, Nag_Mixed, out,

NULLDFN, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_adams_gen (d02cjc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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}

printf("\n\nCase 4: no intermediate output, no root-finding");
printf(" ( integrate to xend)\n");
for (j = 4; j <= 5; ++j) {

tol = pow(10.0, (double) (-j));
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 0.5;
y[1] = 0.5;
y[2] = pi / 5.0;
printf("\n X Y(1) Y(2) Y(3)\n");
printf("%8.2f", x);
for (i = 0; i < 3; ++i)

printf("%13.5f", y[i]);
printf("\n");

/* nag_ode_ivp_adams_gen (d02cjc), see above. */
nag_ode_ivp_adams_gen(neq, fcn, &x, y, s.xend, tol, Nag_Mixed, NULLFN,

NULLDFN, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_adams_gen (d02cjc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("%8.2f", x);
for (i = 0; i < 3; ++i)

printf("%13.5f", y[i]);
printf("\n");

}
END:

return exit_status;
}

static void NAG_CALL out(Integer neq, double *xsol, const double y[],
Nag_User *comm)

{
Integer i;
struct user *s = (struct user *) comm->p;

printf("%8.2f", *xsol);
for (i = 0; i < 3; ++i) {

printf("%13.5f", y[i]);
}
printf("\n");
*xsol = s->xend - (double) s->k * s->h;
s->k--;

}

static void NAG_CALL fcn(Integer neq, double x, const double y[], double f[],
Nag_User *comm)

{
double pwr;
struct user *s = (struct user *) comm->p;

if (s->use_comm[0]) {
printf("(User-supplied callback fcn, first invocation.)\n");
s->use_comm[0] = 0;

}

f[0] = tan(y[2]);
f[1] = -0.032 * tan(y[2]) / y[1] - 0.02 * y[1] / cos(y[2]);

pwr = y[1];
f[2] = -0.032 / (pwr * pwr);

}

static double NAG_CALL g(Integer neq, double x, const double y[],
Nag_User *comm)
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{
struct user *s = (struct user *) comm->p;

if (s->use_comm[1]) {
printf("(User-supplied callback g, first invocation.)\n");
s->use_comm[1] = 0;

}

return y[0];
}

10.2 Program Data

None.

10.3 Program Results

nag_ode_ivp_adams_gen (d02cjc) Example Program Results

Case 1: intermediate output, root-finding

Calculation with tol = 1.0e-04

X Y(1) Y(2) Y(3)
0.00 0.50000 0.50000 0.62832

(User-supplied callback fcn, first invocation.)
(User-supplied callback g, first invocation.)

2.00 1.54931 0.40548 0.30662
4.00 1.74229 0.37433 -0.12890
6.00 1.00554 0.41731 -0.55068

Root of Y(1) = 0.0 at 7.288

Solution is -0.00000 0.47486 -0.76011

Calculation with tol = 1.0e-05

X Y(1) Y(2) Y(3)
0.00 0.50000 0.50000 0.62832
2.00 1.54933 0.40548 0.30662
4.00 1.74232 0.37433 -0.12891
6.00 1.00552 0.41731 -0.55069

Root of Y(1) = 0.0 at 7.288

Solution is -0.00000 0.47486 -0.76010

Case 2: no intermediate output, root-finding

Calculation with tol = 1.0e-04

Root of Y(1) = 0.0 at 7.288

Solution is -0.00000 0.47486 -0.76011

Calculation with tol = 1.0e-05

Root of Y(1) = 0.0 at 7.288

Solution is -0.00000 0.47486 -0.76010

Case 3: intermediate output, no root-finding

Calculation with tol = 1.0e-04

X Y(1) Y(2) Y(3)
0.00 0.50000 0.50000 0.62832
2.00 1.54931 0.40548 0.30662
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4.00 1.74229 0.37433 -0.12890
6.00 1.00554 0.41731 -0.55068
8.00 -0.74589 0.51299 -0.85371

10.00 -3.62813 0.63325 -1.05152

Calculation with tol = 1.0e-05

X Y(1) Y(2) Y(3)
0.00 0.50000 0.50000 0.62832
2.00 1.54933 0.40548 0.30662
4.00 1.74232 0.37433 -0.12891
6.00 1.00552 0.41731 -0.55069
8.00 -0.74601 0.51299 -0.85372

10.00 -3.62829 0.63326 -1.05153

Case 4: no intermediate output, no root-finding ( integrate to xend)

Calculation with tol = 1.0e-04

X Y(1) Y(2) Y(3)
0.00 0.50000 0.50000 0.62832

10.00 -3.62813 0.63325 -1.05152

Calculation with tol = 1.0e-05

X Y(1) Y(2) Y(3)
0.00 0.50000 0.50000 0.62832

10.00 -3.62829 0.63326 -1.05153
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NAG Library Function Document

nag_ode_ivp_bdf_gen (d02ejc)

1 Purpose

nag_ode_ivp_bdf_gen (d02ejc) integrates a stiff system of first-order ordinary differential equations
over an interval with suitable initial conditions, using a variable-order, variable-step method
implementing the Backward Differentiation Formulae (BDF), until a user-specified function, if
supplied, of the solution is zero, and returns the solution at specified points, if desired.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_bdf_gen (Integer neq,

void (*fcn)(Integer neq, double x, const double y[], double f[],
Nag_User *comm),

void (*pederv)(Integer neq, double x, const double y[], double pw[],
Nag_User *comm),

double *x, double y[], double xend, double tol, Nag_ErrorControl err_c,

void (*output)(Integer neq, double *xsol, const double y[],
Nag_User *comm),

double (*g)(Integer neq, double x, const double y[], Nag_User *comm),

Nag_User *comm, NagError *fail)

3 Description

nag_ode_ivp_bdf_gen (d02ejc) advances the solution of a system of ordinary differential equations

y0i ¼ fi x; y1; y2; . . . ; yneq
� �

; i ¼ 1; 2; . . . ;neq;

from x ¼ x to x ¼ xend using a variable-order, variable-step method implementing the BDF. The
system is defined by fcn, which evaluates fi in terms of x and y1; y2; . . . ; yneq (see Section 5). The
initial values of y1; y2; . . . ; yneq must be given at x ¼ x.

The solution is returned via output at specified points, if desired: this solution is obtained by C1

interpolation on solution values produced by the method. As the integration proceeds a check can be
made on the user-specified function g x; yð Þ to determine an interval where it changes sign. The position
of this sign change is then determined accurately. It is assumed that g x; yð Þ is a continuous function of
the variables, so that a solution of g x; yð Þ ¼ 0:0 can be determined by searching for a change in sign in
g x; yð Þ. The accuracy of the integration, the interpolation and, indirectly, of the determination of the
position where g x; yð Þ ¼ 0:0, is controlled by the arguments tol and err_c. The Jacobian of the system
y0 ¼ f x; yð Þ may be supplied in function pederv, if it is available.

For a description of BDF and their practical implementation see Hall and Watt (1976).

4 References

Hall G and Watt J M (ed.) (1976) Modern Numerical Methods for Ordinary Differential Equations
Clarendon Press, Oxford
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5 Arguments

1: neq – Integer Input

On entry: the number of differential equations.

Constraint: neq 	 1.

2: fcn – function, supplied by the user External Function

fcn must evaluate the first derivatives y0i (i.e., the functions fi) for given values of their
arguments x; y1; y2; . . . ; yneq.

The specification of fcn is:

void fcn (Integer neq, double x, const double y[], double f[],
Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.

3: y½neq� – const double Input

On entry: y i� 1½ � holds the value of the variable yi, for i ¼ 1; 2; . . . ; neq.

4: f½neq� – double Output

On exit: f i � 1½ � must contain the value of fi, for i ¼ 1; 2; . . . ; neq.

5: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

3: pederv – function, supplied by the user External Function

pederv must evaluate the Jacobian of the system (that is, the partial derivatives
@fi
@yj

) for given

values of the variables x; y1; y2; . . . ; yneq.

The specification of pederv is:

void pederv (Integer neq, double x, const double y[], double pw[],
Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.
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3: y½neq� – const double Input

On entry: y i � 1½ � holds the value of the variable yi, for i ¼ 1; 2; . . . ; neq.

4: pw½neq� neq� – double Output

On exi t : pw½ i� 1ð Þ � neqþ j� 1� must conta in the va lue of
@fi
@yj

, for

i; j ¼ 1; 2; . . . ; neq.

5: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

If you do not wish to supply the Jacobian, the actual argument pederv must be the NAG defined
null function pointer NULLFN.

4: x – double * Input/Output

On entry: the value of the independent variable x.

Constraint: x 6¼ xend.

On exit: if g is supplied, x contains the point where g x; yð Þ ¼ 0:0, unless g x; yð Þ 6¼ 0:0 anywhere
on the range x to xend, in which case, x will contain xend. If g is not supplied x contains xend,
unless an error has occurred, when it contains the value of x at the error.

5: y½neq� – double Input/Output

On entry: y i � 1½ � holds the value of the variable yi, for i ¼ 1; 2; . . . ;neq.

On exit: the computed values of the solution at the final point x ¼ x.

6: xend – double Input

On entry: the final value of the independent variable.

xend < x
Iintegration proceeds in the negative direction.

Constraint: xend 6¼ x.

7: tol – double Input

On entry: a positive tolerance for controlling the error in the integration. Hence tol affects the
determination of the position where g x; yð Þ ¼ 0:0, if g is supplied.

nag_ode_ivp_bdf_gen (d02ejc) has been designed so that, for most problems, a reduction in tol
leads to an approximately proportional reduction in the error in the solution. However, the actual
relation between tol and the accuracy achieved cannot be guaranteed. You are strongly
recommended to call nag_ode_ivp_bdf_gen (d02ejc) with more than one value for tol and to
compare the results obtained to estimate their accuracy. In the absence of any prior knowledge,
you might compare the results obtained by calling nag_ode_ivp_bdf_gen (d02ejc) with
tol ¼ 10�p and tol ¼ 10�p�1 if p correct decimal digits are required in the solution.

Constraint: tol > 0:0.
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8: err c – Nag_ErrorControl Input

On entry: the type of error control. At each step in the numerical solution an estimate of the local
error, est, is made. For the current step to be accepted the following condition must be satisfied:

est ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neq

Xneq
i¼1

ei= �r � yij j þ �að Þð Þ2
vuut � 1:0

where �r and �a are defined by

err_c �r �a
Nag Relative tol �
Nag Absolute 0.0 tol
Nag Mixed tol tol

where � is a small machine-dependent number and ei is an estimate of the local error at yi,
computed internally. If the appropriate condition is not satisfied, the step size is reduced and the
solution is recomputed on the current step. If you wish to measure the error in the computed
solution in terms of the number of correct decimal places, then err_c should be set to
Nag Absolute on entry, whereas if the error requirement is in terms of the number of correct
significant digits, then err_c should be set to Nag Relative. If you prefer a mixed error test, then
err_c should be set to Nag Mixed. The recommended value for err_c is Nag Relative.

Constraint: err c ¼ Nag Absolute, Nag Mixed or Nag Relative.

9: output – function, supplied by the user External Function

output permits access to intermediate values of the computed solution (for example to print or
plot them), at successive user-specified points. It is initially called by nag_ode_ivp_bdf_gen
(d02ejc) with xsol ¼ x (the initial value of x). You must reset xsol to the next point (between the
current xsol and xend) where output is to be called, and so on at each call to output. If, after a
call to output, the reset point xsol is beyond xend, nag_ode_ivp_bdf_gen (d02ejc) will integrate
to xend with no further calls to output; if a call to output is required at the point xsol ¼ xend,
then xsol must be given precisely the value xend.

The specification of output is:

void output (Integer neq, double *xsol, const double y[],
Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: xsol – double * Input/Output

On entry: the value of the independent variable x.

On exit: you must set xsol to the next value of x at which output is to be called.

3: y½neq� – const double Input

On entry: y i � 1½ � holds the value of the variable yi, for i ¼ 1; 2; . . . ; neq.

4: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)
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If you do not wish to access intermediate output, the actual argument output must be the NAG
defined null function pointer NULLFN.

10: g – function, supplied by the user External Function

g must evaluate g x; yð Þ for specified values x; y. It specifies the function g for which the first
position x where g x; yð Þ ¼ 0 is to be found.

The specification of g is:

double g (Integer neq, double x, const double y[], Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.

3: y½neq� – const double Input

On entry: y i � 1½ � holds the value of the variable yi, for i ¼ 1; 2; . . . ; neq.

4: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

If you do not require the root finding option, the actual argument g must be the NAG defined null
double function pointer NULLDFN.

11: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from fcn, pederv, output and g. An object of the required type should
be declared, e.g., a structure, and its address assigned to the pointer comm!p by means of
a cast to Pointer in the calling program, e.g., comm.p = (Pointer)&s. The type pointer
will be void * with a C compiler that defines void * and char * otherwise.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_EQ

On entry, x ¼ valueh i while xend ¼ valueh i. These arguments must satisfy x 6¼ xend.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

d02 – Ordinary Differential d02ejc

Mark 26 d02ejc.5



NE_BAD_PARAM

On entry, argument err_c had an illegal value.

NE_INT_ARG_LT

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NO_SIGN_CHANGE

No change in sign of the function g x; yð Þ was detected in the integration range.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.

NE_TOL_PROGRESS

The value of tol, valueh i, is too small for the function to make any further progress across the
integration range. Current value of x ¼ valueh i.

NE_TOL_TOO_SMALL

The value of tol, valueh i, is too small for the function to take an initial step.

NE_XSOL_INCONSIST

On call valueh i to the supplied print function xsol was set to a value behind the previous value of
xsol in the direction of integration.
Previous xsol ¼ valueh i, xend ¼ valueh i, new xsol ¼ valueh i.

NE_XSOL_NOT_RESET

On call valueh i to the supplied print function xsol was not reset.

NE_XSOL_SET_WRONG

xsol was set to a value behind x in the direction of integration by the first call to the supplied
print function.
The integration range is valueh i; valueh ið Þ, xsol ¼ valueh i.

7 Accuracy

The accuracy of the computation of the solution vector y may be controlled by varying the local error
tolerance tol. In general, a decrease in local error tolerance should lead to an increase in accuracy. You
are advised to choose err c ¼ Nag Relative unless you have a good reason for a different choice. It is
particularly appropriate if the solution decays.

If the problem is a root-finding one, then the accuracy of the root determined will depend strongly on
@g

@x
and

@g

@yi
, for i ¼ 1; 2; . . . ; neq. Large values for these quantities may imply large errors in the root.

8 Parallelism and Performance

nag_ode_ivp_bdf_gen (d02ejc) is not threaded in any implementation.
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9 Further Comments

If more than one root is required, then to determine the second and later roots nag_ode_ivp_bdf_gen
(d02ejc) may be called again starting a short distance past the previously determined roots.

If it is easy to code, you should supply the function pederv. However, it is important to be aware that if
pederv is coded incorrectly, a very inefficient integration may result and possibly even a failure to
complete the integration (fail:code ¼ NE TOL PROGRESS).

10 Example

We illustrate the solution of five different problems. In each case the differential system is the well-
known stiff Robertson problem.

y01 ¼ �0:04y1 þ 104y2y3
y02 ¼ 0:04y1 � 104y2y3 � 3� 107y22
y03 ¼ 3� 107y22

with initial conditions y1 ¼ 1:0, y2 ¼ y3 ¼ 0:0 at x ¼ 0:0. We solve each of the following problems with
local error tolerances 1:0e�3 and 1:0e�4.
(i) To integrate to x ¼ 10:0 producing output at intervals of 2.0 until a point is encountered where

y1 ¼ 0:9. The Jacobian is calculated numerically.

(ii) As (i) but with the Jacobian calculated analytically.

(iii) As (i) but with no intermediate output.

(iv) As (i) but with no root-finding termination condition.

(v) Integrating the equations as in (i) but with no intermediate output and no root-finding termination
condition.

10.1 Program Text

/* nag_ode_ivp_bdf_gen (d02ejc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer neq, double x, const double y[],
double f[], Nag_User *comm);

static void NAG_CALL pederv(Integer neq, double x, const double y[],
double pw[], Nag_User *comm);

static double NAG_CALL g(Integer neq, double x, const double y[],
Nag_User *comm);

static void NAG_CALL out(Integer neq, double *tsol, const double y[],
Nag_User *comm);

#ifdef __cplusplus
}
#endif

struct user
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{
double xend, h;
Integer k;
Integer *use_comm;

};

#define NEQ 3
int main(void)
{

static Integer use_comm[4] = { 1, 1, 1, 1 };
Integer exit_status = 0, j, neq;
NagError fail;
Nag_User comm;
double tol, x, *y = 0;
struct user s;

INIT_FAIL(fail);

printf("nag_ode_ivp_bdf_gen (d02ejc) Example Program Results\n");

/* For communication with user-supplied functions
* assign address of user defined structure
* to comm.p.
*/

s.use_comm = use_comm;
comm.p = (Pointer) &s;

neq = NEQ;
if (neq >= 1) {

if (!(y = NAG_ALLOC(neq, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

exit_status = 1;
return exit_status;

}
s.xend = 10.0;
printf("\nCase 1: calculating Jacobian internally\n");
printf(" intermediate output, root-finding\n\n");

for (j = 3; j <= 4; ++j) {
tol = pow(10.0, -(double) j);
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 1.0;
y[1] = 0.0;
y[2] = 0.0;
s.k = 4;
s.h = (s.xend - x) / (double) (s.k + 1);
printf(" X Y(1) Y(2) Y(3)\n");
/* nag_ode_ivp_bdf_gen (d02ejc).
* Ordinary differential equations solver, stiff, initial
* value problems using the Backward Differentiation
* Formulae
*/

nag_ode_ivp_bdf_gen(neq, fcn, NULLFN, &x, y, s.xend, tol, Nag_Relative,
out, g, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_bdf_gen (d02ejc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Root of Y(1)-0.9 at %5.3f\n", x);
printf(" Solution is ");
printf("%7.4f %8.5f %7.4f\n", y[0], y[1], y[2]);

}
printf("\nCase 2: calculating Jacobian by pederv\n");
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printf(" intermediate output, root-finding\n\n");

for (j = 3; j <= 4; ++j) {
tol = pow(10.0, -(double) j);
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 1.0;
y[1] = 0.0;
y[2] = 0.0;
s.k = 4;
s.h = (s.xend - x) / (double) (s.k + 1);
printf(" X Y(1) Y(2) Y(3)\n");
/* nag_ode_ivp_bdf_gen (d02ejc), see above. */
nag_ode_ivp_bdf_gen(neq, fcn, pederv, &x, y, s.xend, tol, Nag_Relative,

out, g, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_bdf_gen (d02ejc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Root of Y(1)-0.9 at %5.3f\n", x);
printf(" Solution is ");
printf("%7.4f %8.5f %7.4f\n", y[0], y[1], y[2]);

}
printf("\nCase 3: calculating Jacobian internally\n");
printf(" no intermediate output, root-finding\n\n");
for (j = 3; j <= 4; ++j) {

tol = pow(10.0, -(double) j);
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 1.0;
y[1] = 0.0;
y[2] = 0.0;

/* nag_ode_ivp_bdf_gen (d02ejc), see above. */
nag_ode_ivp_bdf_gen(neq, fcn, NULLFN, &x, y, s.xend, tol, Nag_Relative,

NULLFN, g, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_bdf_gen (d02ejc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Root of Y(1)-0.9 at %5.3f\n", x);
printf(" Solution is ");
printf("%7.4f %8.5f %7.4f\n", y[0], y[1], y[2]);

}
printf("\nCase 4: calculating Jacobian internally\n");
printf(" intermediate output, no root-finding\n\n");

for (j = 3; j <= 4; ++j) {
tol = pow(10.0, -(double) j);
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 1.0;
y[1] = 0.0;
y[2] = 0.0;
s.k = 4;
s.h = (s.xend - x) / (double) (s.k + 1);
printf(" X Y(1) Y(2) Y(3)\n");
/* nag_ode_ivp_bdf_gen (d02ejc), see above. */
nag_ode_ivp_bdf_gen(neq, fcn, NULLFN, &x, y, s.xend, tol, Nag_Relative,

out, NULLDFN, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_bdf_gen (d02ejc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%8.2f", x);
printf("%13.4f%13.5f%13.4f\n", y[0], y[1], y[2]);

}
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printf("\nCase 5: calculating Jacobian internally\n");
printf(" no intermediate output, no root-finding (integrate to xend)\n\n");

for (j = 3; j <= 4; ++j) {
tol = pow(10.0, -(double) j);
printf("\n Calculation with tol = %10.1e\n", tol);
x = 0.0;
y[0] = 1.0;
y[1] = 0.0;
y[2] = 0.0;
printf(" X Y(1) Y(2) Y(3)\n");
printf("%8.2f", x);
printf("%13.4f%13.5f%13.4f\n", y[0], y[1], y[2]);
/* nag_ode_ivp_bdf_gen (d02ejc), see above. */
nag_ode_ivp_bdf_gen(neq, fcn, NULLFN, &x, y, s.xend, tol, Nag_Relative,

NULLFN, NULLDFN, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_bdf_gen (d02ejc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%8.2f", x);
printf("%13.4f%13.5f%13.4f\n", y[0], y[1], y[2]);

}
END:

NAG_FREE(y);
return exit_status;

}

static void NAG_CALL fcn(Integer neq, double x, const double y[], double f[],
Nag_User *comm)

{
struct user *s = (struct user *) comm->p;

if (s->use_comm[0]) {
printf("(User-supplied callback fcn, first invocation.)\n");
s->use_comm[0] = 0;

}

f[0] = y[0] * -0.04 + y[1] * 1e4 * y[2];
f[1] = y[0] * 0.04 - y[1] * 1e4 * y[2] - y[1] * 3e7 * y[1];
f[2] = y[1] * 3e7 * y[1];

}

static void NAG_CALL pederv(Integer neq, double x, const double y[],
double pw[], Nag_User *comm)

{
#define PW(I, J) pw[((I) -1)*neq + (J) -1]

struct user *s = (struct user *) comm->p;

if (s->use_comm[1]) {
printf("(User-supplied callback pederv, first invocation.)\n");
s->use_comm[1] = 0;

}

PW(1, 1) = -0.04;
PW(1, 2) = y[2] * 1e4;
PW(1, 3) = y[1] * 1e4;
PW(2, 1) = 0.04;
PW(2, 2) = y[2] * -1e4 - y[1] * 6e7;
PW(2, 3) = y[1] * -1e4;
PW(3, 1) = 0.0;
PW(3, 2) = y[1] * 6e7;
PW(3, 3) = 0.0;

}

static double NAG_CALL g(Integer neq, double x, const double y[],
Nag_User *comm)

{
struct user *s = (struct user *) comm->p;
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if (s->use_comm[2]) {
printf("(User-supplied callback g, first invocation.)\n");
s->use_comm[2] = 0;

}

return y[0] - 0.9;
}

static void NAG_CALL out(Integer neq, double *xsol, const double y[],
Nag_User *comm)

{
struct user *s = (struct user *) comm->p;

printf("%8.2f", *xsol);
printf("%13.4f%13.5f%13.4f\n", y[0], y[1], y[2]);

*xsol = s->xend - (double) s->k * s->h;
s->k--;

}

10.2 Program Data

None.

10.3 Program Results

nag_ode_ivp_bdf_gen (d02ejc) Example Program Results

Case 1: calculating Jacobian internally
intermediate output, root-finding

Calculation with tol = 1.0e-03
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
(User-supplied callback g, first invocation.)
(User-supplied callback fcn, first invocation.)

2.00 0.9416 0.00003 0.0583
4.00 0.9055 0.00002 0.0945

Root of Y(1)-0.9 at 4.377
Solution is 0.9000 0.00002 0.1000

Calculation with tol = 1.0e-04
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
2.00 0.9416 0.00003 0.0584
4.00 0.9055 0.00002 0.0945

Root of Y(1)-0.9 at 4.377
Solution is 0.9000 0.00002 0.1000

Case 2: calculating Jacobian by pederv
intermediate output, root-finding

Calculation with tol = 1.0e-03
X Y(1) Y(2) Y(3)

(User-supplied callback pederv, first invocation.)
0.00 1.0000 0.00000 0.0000
2.00 0.9416 0.00003 0.0583
4.00 0.9055 0.00002 0.0945

Root of Y(1)-0.9 at 4.377
Solution is 0.9000 0.00002 0.1000

Calculation with tol = 1.0e-04
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
2.00 0.9416 0.00003 0.0584
4.00 0.9055 0.00002 0.0945

Root of Y(1)-0.9 at 4.377
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Solution is 0.9000 0.00002 0.1000

Case 3: calculating Jacobian internally
no intermediate output, root-finding

Calculation with tol = 1.0e-03
Root of Y(1)-0.9 at 4.377
Solution is 0.9000 0.00002 0.1000

Calculation with tol = 1.0e-04
Root of Y(1)-0.9 at 4.377
Solution is 0.9000 0.00002 0.1000

Case 4: calculating Jacobian internally
intermediate output, no root-finding

Calculation with tol = 1.0e-03
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
2.00 0.9416 0.00003 0.0583
4.00 0.9055 0.00002 0.0945
6.00 0.8793 0.00002 0.1207
8.00 0.8586 0.00002 0.1414

10.00 0.8414 0.00002 0.1586
10.00 0.8414 0.00002 0.1586

Calculation with tol = 1.0e-04
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
2.00 0.9416 0.00003 0.0584
4.00 0.9055 0.00002 0.0945
6.00 0.8793 0.00002 0.1207
8.00 0.8585 0.00002 0.1414

10.00 0.8414 0.00002 0.1586
10.00 0.8414 0.00002 0.1586

Case 5: calculating Jacobian internally
no intermediate output, no root-finding (integrate to xend)

Calculation with tol = 1.0e-03
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
10.00 0.8414 0.00002 0.1586

Calculation with tol = 1.0e-04
X Y(1) Y(2) Y(3)

0.00 1.0000 0.00000 0.0000
10.00 0.8414 0.00002 0.1586
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NAG Library Function Document

nag_ode_bvp_fd_nonlin_fixedbc (d02gac)

1 Purpose

nag_ode_bvp_fd_nonlin_fixedbc (d02gac) solves the two-point boundary value problem with assigned
boundary values for a system of ordinary differential equations, using a deferred correction technique
and a Newton iteration.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_fd_nonlin_fixedbc (Integer neq,

void (*fcn)(Integer neq, double x, const double y[], double f[],
Nag_User *comm),

double a, double b, const double u[], const Integer v[], Integer mnp,
Integer *np, double x[], double y[], double tol, Nag_User *comm,
NagError *fail)

3 Description

nag_ode_bvp_fd_nonlin_fixedbc (d02gac) solves a two-point boundary value problem for a system of
neq differential equations in the interval a; b½ �. The system is written in the form

y0i ¼ fi x; y1; y2; . . . ; yneq
� �

; i ¼ 1; 2; . . . ; neq ð1Þ

and the derivatives are evaluated by fcn. Initially, neq boundary values of the variables yi must be
specified (assigned), some at a and some at b. You also need to supply estimates of the remaining neq
boundary values and all the boundary values are used in constructing an initial approximation to the
solution. This approximate solution is corrected by a finite difference technique with deferred correction
allied with a Newton iteration to solve the finite difference equations. The technique used is described

fully in Pereyra (1979). The Newton iteration requires a Jacobian matrix
@fi
@yj

and this is calculated by

numerical differentiation using an algorithm described in Curtis et al. (1974).

You need to supply an absolute error tolerance and may also supply an initial mesh for the construction
of the finite difference equations (alternatively a default mesh is used). The algorithm constructs a
solution on a mesh defined by adding points to the initial mesh. This solution is chosen so that the error
is everywhere less than your tolerance and so that the error is approximately equidistributed on the final
mesh. The solution is returned on this final mesh.

If the solution is required at a few specific points then these should be included in the initial mesh. If on
the other hand the solution is required at several specific points then you should use the interpolation
functions provided in Chapter e01 if these points do not themselves form a convenient mesh.

4 References

Curtis A R, Powell M J D and Reid J K (1974) On the estimation of sparse Jacobian matrices J. Inst.
Maths. Applics. 13 117–119

Pereyra V (1979) PASVA3: An adaptive finite-difference Fortran program for first order nonlinear,
ordinary boundary problems Codes for Boundary Value Problems in Ordinary Differential Equations.
Lecture Notes in Computer Science (eds B Childs, M Scott, J W Daniel, E Denman and P Nelson) 76
Springer–Verlag
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5 Arguments

1: neq – Integer Input

On entry: the number of equations.

Constraint: neq 	 2.

2: fcn – function, supplied by the user External Function

fcn must evaluate the functions fi (i.e., the derivatives y0i) at the general point x.

The specification of fcn is:

void fcn (Integer neq, double x, const double y[], double f[],
Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the argument x.

3: y½neq� – const double Input

On entry: y i � 1½ � holds the value of the argument yi, for i ¼ 1; 2; . . . ;neq.

4: f½neq� – double Output

On exit: f i � 1½ � must contain the values of fi, for i ¼ 1; 2; . . . ; neq.

5: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

3: a – double Input

On entry: the left-hand boundary point, a.

4: b – double Input

On entry: the right-hand boundary point, b.

Constraint: b > a.

5: u½neq� 2� – const double Input

On entry: u½ i� 1ð Þ � 2� must be set to the known (assigned) or estimated values of yi at a and
u½ i � 1ð Þ � 2þ 1� must be set to the known or estimated values of yi at b, for i ¼ 1; 2; . . . ; neq.

6: v½neq� 2� – const Integer Input

On entry: v½ i� 1ð Þ � 2þ j� 1� must be set to 0 if u½ i� 1ð Þ � 2þ j� 1� is a known (assigned)
value and to 1 if u½ i� 1ð Þ � 2þ j� 1� is an estimated value, i ¼ 1; 2; . . . ; neq and j ¼ 1; 2.

Constraint: precisely neq of the v½ i� 1ð Þ � 2þ j� 1� must be set to 0, i.e., precisely neq of
u½ i� 1ð Þ � 2� and u½ i� 1ð Þ � 2þ 1� must be known values and these must not be all at a or b.
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7: mnp – Integer Input

On entry: the maximum permitted number of mesh points.

Constraint: mnp 	 32.

8: np – Integer * Input/Output

On entry: determines whether a default or user-supplied initial mesh is used.

np ¼ 0
np is set to a default value of 4 and a corresponding equispaced mesh
x½0�; x½1�; . . . ; x½np� 1� is used.

np 	 4
You must define an initial mesh using the array x as described.

Constraint: np ¼ 0 or 4 � np � mnp.

On exit: the number of points in the final (returned) mesh.

9: x½mnp� – double Input/Output

On entry: if np 	 4 (see np above), the first np elements must define an initial mesh. Otherwise
the elements of x need not be set.

Constraint:

a ¼ x½0� < x½1� < � � � < x½np� 1� ¼ b for np 	 4 ð2Þ
On exit: x½0�; x½1�; . . . ; x½np� 1� define the final mesh (with the returned value of np) satisfying
the relation (2).

10: y½neq�mnp� – double Output

On exit: the approximate solution zj xið Þ satisfying (3), on the final mesh, that is

y½ j� 1ð Þ �mnpþ i� 1� ¼ zj xið Þ; i ¼ 1; 2; . . . ; np; j ¼ 1; 2; . . . ;neq;

where np is the number of points in the final mesh.

The remaining columns of y are not used.

11: tol – double Input

On entry: a positive absolute error tolerance. If

a ¼ x1 < x2 < � � � < xnp ¼ b

is the final mesh, zj xið Þ is the jth component of the approximate solution at xi, and yj xið Þ is the
jth component of the true solution of equation (1) (see Section 3) and the boundary conditions,
then, except in extreme cases, it is expected that

zj xið Þ � yj xið Þ
		 		 � tol; i ¼ 1; 2; . . . ; np; j ¼ 1; 2; . . . ;neq ð3Þ

Constraint: tol > 0:0.

12: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from fcn. An object of the required type should be declared, e.g., a
structure, and its address assigned to the pointer comm!p by means of a cast to Pointer in
the calling program, e.g., comm.p = (Pointer)&s. The type pointer will be void * with
a C compiler that defines void * and char * otherwise.
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13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_LE

On entry, b ¼ valueh i while a ¼ valueh i. These arguments must satisfy b > a.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_CONV_MESH

A finer mesh is required for the accuracy requested; that is mnp is not large enough.

NE_CONV_MESH_INIT

The Newton iteration failed to converge on the initial mesh. This may be due to the initial mesh
having too few points or the initial approximate solution being too inaccurate. Try using
nag_ode_bvp_fd_nonlin_gen (d02rac).

NE_CONV_ROUNDOFF

Solution cannot be improved due to roundoff error. Too much accuracy might have been
requested.

NE_INT_ARG_LT

On entry, mnp ¼ valueh i.
Constraint: mnp 	 32.

On entry, neq ¼ valueh i.
Constraint: neq 	 2.

NE_INT_RANGE_CONS_2

On entry, np ¼ valueh i and mnp ¼ valueh i. The argument np must satisfy either 4 � np � mnp
or np ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_LF_B_MESH

On entry, the left boundary value a, has not been set to x½0�: a ¼ valueh i, x½0� ¼ valueh i.

NE_LF_B_VAL

The number of known left boundary values must be less than the number of equations:
The number of known left boundary values ¼ valueh i:
The number of equations ¼ valueh i.

NE_LFRT_B_VAL

The sum of known left and right boundary values must equal the number of equations:
The number of known left boundary values ¼ valueh i:
The number of known right boundary values ¼ valueh i:
The number of equations ¼ valueh i.
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NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.

NE_RT_B_MESH

On entry, the right boundary value b, has not been set to x½np� 1�: b ¼ valueh i,
x½np� 1� ¼ valueh i.

NE_RT_B_VAL

The number of known right boundary values must be less than the number of equations:
The number of known right boundary values ¼ valueh i:
The number of equations ¼ valueh i.

7 Accuracy

The solution returned by nag_ode_bvp_fd_nonlin_fixedbc (d02gac) will be accurate to your tolerance as
defined by the relation (3) except in extreme circumstances. If too many points are specified in the
initial mesh, the solution may be more accurate than requested and the error may not be approximately
equidistributed.

8 Parallelism and Performance

nag_ode_bvp_fd_nonlin_fixedbc (d02gac) is not threaded in any implementation.

9 Further Comments

The time taken by the function depends on the difficulty of the problem, the number of mesh points
used (and the number of different meshes used), the number of Newton iterations and the number of
deferred corrections.

A common cause of convergence problems in the Newton iteration is that you are specifying too few
points in the initial mesh. Although the function adds points to the mesh to improve accuracy it is
unable to do so until the solution on the initial mesh has been calculated in the Newton iteration.

If the known and estimated boundary values are set to zero, the function constructs a zero initial
approximation and in many cases the Jacobian is singular when evaluated for this approximation,
leading to the breakdown of the Newton iteration.

You may be unable to provide a sufficiently good choice of initial mesh and estimated boundary values,
and hence the Newton iteration may never converge. In this case the continuation facility provided in
nag_ode_bvp_fd_nonlin_gen (d02rac) is recommended.

In the case where you wish to solve a sequence of similar problems, the final mesh from solving one
case is strongly recommended as the initial mesh for the next.

10 Example

We solve the differential equation

y000 ¼ �yy00 � � 1� y02
� �

with boundary conditions

y 0ð Þ ¼ y0 0ð Þ ¼ 0; y0 10ð Þ ¼ 1

for � ¼ 0:0 and � ¼ 0:2 to an accuracy specified by tol ¼ 1:0e�3. We solve first the simpler problem
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with � ¼ 0:0 using an equispaced mesh of 26 points and then we solve the problem with � ¼ 0:2 using
the final mesh from the first problem.

10.1 Program Text

/* nag_ode_bvp_fd_nonlin_fixedbc (d02gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer neq, double x, const double y[],
double f[], Nag_User *comm);

#ifdef __cplusplus
}
#endif

#define NEQ 3
#define MNP 40

#define U(I, J) u[(I) *tdu + J]
#define Y(I, J) y[(I) *tdy + J]
#define V(I, J) v[(I) *tdv + J]

int main(void)
{

Integer exit_status = 0, i, j, k, mnp, neq, np, tdu, tdv, tdy, *v = 0;
NagError fail;
Nag_User comm;
double a, b, beta, tol, *u = 0, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_ode_bvp_fd_nonlin_fixedbc (d02gac) Example Program Results\n");

/* For communication with function fcn()
* assign address of beta to comm.p.
*/

comm.p = (Pointer) &beta;
neq = NEQ;
mnp = MNP;
tol = 0.001;
np = 26;
a = 0.0;
b = 10.0;
beta = 0.0;
if (mnp >= 32 && neq >= 2) {

if (!(u = NAG_ALLOC(neq * 2, double)) ||
!(x = NAG_ALLOC(mnp, double)) ||
!(y = NAG_ALLOC(neq * mnp, double)) ||
!(v = NAG_ALLOC(neq * 2, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdu = 2;
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tdy = mnp;
tdv = 2;

}
else {

exit_status = 1;
return exit_status;

}
for (i = 0; i < neq; ++i)

for (j = 0; j < 2; ++j) {
U(i, j) = 0.0;
V(i, j) = 0;

}

V(2, 0) = 1;
V(0, 1) = 1;
V(2, 1) = 1;
U(1, 1) = 1.0;
U(0, 1) = b;
x[0] = a;
for (i = 2; i <= np - 1; ++i)

x[i - 1] = ((double) (np - i) * a + (double) (i - 1) * b) /
(double) (np - 1);

x[np - 1] = b;
for (k = 1; k <= 2; ++k) {

printf("\nProblem with beta = %7.4f\n", beta);
/* nag_ode_bvp_fd_nonlin_fixedbc (d02gac).
* Ordinary differential equations solver, for simple
* nonlinear two-point boundary value problems, using a
* finite difference technique with deferred correction
*/

nag_ode_bvp_fd_nonlin_fixedbc(neq, fcn, a, b, u, v, mnp,
&np, x, y, tol, &comm, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_CONV_ROUNDOFF) {
if (fail.code == NE_CONV_ROUNDOFF) {

printf("Error from nag_ode_bvp_fd_nonlin_fixedbc (d02gac)"
".\n%s\n", fail.message);

exit_status = 2;
}
printf("\nSolution on final mesh of %" NAG_IFMT " points\n", np);
printf(" X Y(1) Y(2) Y(3)\n");
for (i = 0; i <= np - 1; ++i) {

printf(" %9.4f ", x[i]);
for (j = 0; j < neq; ++j)

printf(" %9.4f ", Y(j, i));
printf("\n");

}
beta += 0.2;

}
else {

printf("Error from nag_ode_bvp_fd_nonlin_fixedbc (d02gac).\n%s\n",
fail.message);

exit_status = 1;
}

}
END:

NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(v);
return exit_status;

}

static void NAG_CALL fcn(Integer neq, double x, const double y[], double f[],
Nag_User *comm)

{
double *beta = (double *) comm->p;
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f[0] = y[1];
f[1] = y[2];
f[2] = -y[0] * y[2] - *beta * (1.0 - y[1] * y[1]);

}

10.2 Program Data

None.

10.3 Program Results

nag_ode_bvp_fd_nonlin_fixedbc (d02gac) Example Program Results

Problem with beta = 0.0000

Solution on final mesh of 26 points
X Y(1) Y(2) Y(3)

0.0000 0.0000 0.0000 0.4695
0.4000 0.0375 0.1876 0.4673
0.8000 0.1497 0.3719 0.4511
1.2000 0.3336 0.5450 0.4104
1.6000 0.5828 0.6963 0.3424
2.0000 0.8864 0.8163 0.2558
2.4000 1.2309 0.9009 0.1678
2.8000 1.6026 0.9529 0.0953
3.2000 1.9900 0.9805 0.0464
3.6000 2.3851 0.9930 0.0193
4.0000 2.7834 0.9978 0.0069
4.4000 3.1829 0.9994 0.0021
4.8000 3.5828 0.9999 0.0006
5.2000 3.9828 1.0000 0.0001
5.6000 4.3828 1.0000 0.0000
6.0000 4.7828 1.0000 0.0000
6.4000 5.1828 1.0000 0.0000
6.8000 5.5828 1.0000 0.0000
7.2000 5.9828 1.0000 -0.0000
7.6000 6.3828 1.0000 0.0000
8.0000 6.7828 1.0000 -0.0000
8.4000 7.1828 1.0000 0.0000
8.8000 7.5828 1.0000 -0.0000
9.2000 7.9828 1.0000 0.0000
9.6000 8.3828 1.0000 -0.0000

10.0000 8.7828 1.0000 -0.0000

Problem with beta = 0.2000

Solution on final mesh of 26 points
X Y(1) Y(2) Y(3)

0.0000 0.0000 0.0000 0.6865
0.4000 0.0528 0.2584 0.6040
0.8000 0.2020 0.4814 0.5091
1.2000 0.4324 0.6636 0.4001
1.6000 0.7268 0.8007 0.2860
2.0000 1.0670 0.8939 0.1821
2.4000 1.4368 0.9498 0.1017
2.8000 1.8233 0.9791 0.0492
3.2000 2.2180 0.9924 0.0206
3.6000 2.6162 0.9976 0.0074
4.0000 3.0157 0.9993 0.0023
4.4000 3.4156 0.9998 0.0006
4.8000 3.8155 1.0000 0.0001
5.2000 4.2155 1.0000 0.0000
5.6000 4.6155 1.0000 0.0000
6.0000 5.0155 1.0000 0.0000
6.4000 5.4155 1.0000 -0.0000
6.8000 5.8155 1.0000 -0.0000
7.2000 6.2155 1.0000 -0.0000
7.6000 6.6155 1.0000 -0.0000
8.0000 7.0155 1.0000 -0.0000

d02gac NAG Library Manual

d02gac.8 Mark 26



8.4000 7.4155 1.0000 -0.0000
8.8000 7.8155 1.0000 -0.0000
9.2000 8.2155 1.0000 -0.0000
9.6000 8.6155 1.0000 -0.0000

10.0000 9.0155 1.0000 -0.0000
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NAG Library Function Document

nag_ode_bvp_fd_lin_gen (d02gbc)

1 Purpose

nag_ode_bvp_fd_lin_gen (d02gbc) solves a general linear two-point boundary value problem for a
system of ordinary differential equations using a deferred correction technique.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_fd_lin_gen (Integer neq,

void (*fcnf)(Integer neq, double x, double f[], Nag_User *comm),

void (*fcng)(Integer neq, double x, double g[], Nag_User *comm),

double a, double b, double c[], double d[], double gam[], Integer mnp,
Integer *np, double x[], double y[], double tol, Nag_User *comm,
NagError *fail)

3 Description

nag_ode_bvp_fd_lin_gen (d02gbc) solves the linear two-point boundary value problem for a system of
neq ordinary differential equations in the interval a; b½ �. The system is written in the form

y0 ¼ F xð Þyþ g xð Þ ð1Þ

and the boundary conditions are written in the form

Cy að Þ þDy bð Þ ¼ � ð2Þ

Here F xð Þ, C and D are neq by neq matrices, and g xð Þ and � are neq component vectors. The
approximate solution to (1) and (2) is found using a finite difference method with deferred correction.
The algorithm is a specialisation of that used in the function nag_ode_bvp_fd_nonlin_gen (d02rac)
which solves a nonlinear version of (1) and (2). The nonlinear version of the algorithm is described
fully in Pereyra (1979).

You need to supply an absolute error tolerance and may also supply an initial mesh for the construction
of the finite difference equations (alternatively a default mesh is used). The algorithm constructs a
solution on a mesh defined by adding points to the initial mesh. This solution is chosen so that the error
is everywhere less than your tolerance and so that the error is approximately equidistributed on the final
mesh. The solution is returned on this final mesh.

If the solution is required at a few specific points then these should be included in the initial mesh. If,
on the other hand, the solution is required at several specific points, then you should use the
interpolation functions provided in Chapter e01 if these points do not themselves form a convenient
mesh.

4 References

Pereyra V (1979) PASVA3: An adaptive finite-difference Fortran program for first order nonlinear,
ordinary boundary problems Codes for Boundary Value Problems in Ordinary Differential Equations.
Lecture Notes in Computer Science (eds B Childs, M Scott, J W Daniel, E Denman and P Nelson) 76
Springer–Verlag
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5 Arguments

1: neq – Integer Input

On entry: the number of equations; that is neq is the order of system (1).

Constraint: neq 	 2.

2: fcnf – function, supplied by the user External Function

fcnf must evaluate the matrix F xð Þ in (1) at a general point x.

The specification of fcnf is:

void fcnf (Integer neq, double x, double f[], Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.

3: f½neq� neq� – double Output

On exit: the i; jð Þth element of the matrix F xð Þ, for i; j ¼ 1; 2; . . . ; neq where Fij is set
by f½ i� 1ð Þ � neqþ j� 1ð Þ�. (See Section 10 for an example.)

4: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

3: fcng – function, supplied by the user External Function

fcng must evaluate the vector g xð Þ in (1) at a general point x.

The specification of fcng is:

void fcng (Integer neq, double x, double g[], Nag_User *comm)

1: neq – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the value of the independent variable x.

3: g½neq� – double Output

On exit: the ith element of the vector g xð Þ, for i ¼ 1; 2; . . . ; neq. (See Section 10 for an
example.)

4: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:
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p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type. (See the argument comm below.)

If you do not wish to supply fcng the actual argument fcng must be the NAG defined null
function pointer NULLFN.

4: a – double Input

On entry: the left-hand boundary point, a.

5: b – double Input

On entry: the right-hand boundary point, b.

Constraint: b > a.

6: c½neq� neq� – double Input/Output
7: d½neq� neq� – double Input/Output
8: gam½neq� – double Input/Output

On entry: the arrays c and d must be set to the matrices C and D in (2). gam must be set to the
vector � in (2).

On exit: the rows of c and d and the components of gam are re-ordered so that the boundary
conditions are in the order:

(i) conditions on y að Þ only;
(ii) condition involving y að Þ and y bð Þ; and
(iii) conditions on y bð Þ only.
The function will be slightly more efficient if the arrays c, d and gam are ordered in this way
before entry, and in this event they will be unchanged on exit.

Note that the boundary conditions must be of boundary value type, that is neither C nor D may
be identically zero. Note also that the rank of the matrix C;D½ � must be neq for the problem to
be properly posed. Any violation of these conditions will lead to an error exit.

9: mnp – Integer Input

On entry: the maximum permitted number of mesh points.

Constraint: mnp 	 32.

10: np – Integer * Input/Output

On entry: determines whether a default or user-supplied initial mesh is used.

np ¼ 0
np is set to a default value of 4 and a corresponding equispaced mesh
x½0�; x½1�; . . . ; x½np� 1� is used.

np 	 4
You must define an initial mesh using the array x as described.

Constraint: np ¼ 0 or 4 � np � mnp.

On exit: the number of points in the final (returned) mesh.
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11: x½mnp� – double Input/Output

On entry: if np 	 4 (see np above), the first np elements must define an initial mesh. Otherwise
the elements of x need not be set.

Constraint:

a ¼ x½0� < x½1� < � � � < x½np� 1� ¼ b; ð3Þ

for np 	 4.

On exit: x½0�; x½1�; . . . ; x½np� 1� define the final mesh (with the returned value of np) satisfying
the relation (3).

12: y½neq�mnp� – double Output

On exit: the approximate solution zj xið Þ satisfying (4), on the final mesh, that is

y½ j� 1ð Þ �mnpþ i� 1� ¼ zj xið Þ; i ¼ 1; 2; . . . ; np; j ¼ 1; 2; . . . ;neq;

where np is the number of points in the final mesh.

The remaining columns of y are not used.

13: tol – double Input

On entry: a positive absolute error tolerance.

If

a ¼ x1 < x2 < � � � < xnp ¼ b ð4Þ

is the final mesh, zj xið Þ is the jth component of the approximate solution at xi, and yj xið Þ is the
jth component of the true solution of equation (1) (see Section 3) and the boundary conditions,
then, except in extreme cases, it is expected that

zj xið Þ � yj xið Þ
		 		 � tol; i ¼ 1; 2; . . . ; np; j ¼ 1; 2; . . . ;neq ð5Þ

Constraint: tol > 0:0.

14: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from fcnf and fcng. An object of the required type should be declared,
e.g., a structure, and its address assigned to the pointer comm!p by means of a cast to
Pointer in the calling program, e.g., comm.p = (Pointer)&s. The type pointer will be
void * with a C compiler that defines void * and char * otherwise.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_LE

On entry, b ¼ valueh i while a ¼ valueh i. These arguments must satisfy b > a.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_BOUND_COND_COL

More than neq columns of the neq by 2� neq matrix C;D½ � are identically zero. i.e., the
boundary conditions are rank deficient. The number of non-identically zero columns is valueh i.

NE_BOUND_COND_LC

At least one row of the neq by 2� neq matrix C;D½ � is a linear combination of the other rows, i.
e., the boundary conditions are rank deficient. The index of the first such row is valueh i.

NE_BOUND_COND_MAT

One of the matrices C or D is identically zero, i.e., the problem is of initial value and not of the
boundary type.

NE_BOUND_COND_NLC

At least one row of the neq by 2� neq matrix C;D½ � is a linear combination of the other rows
determined up to a numerical tolerance, i.e., the boundary conditions are rank deficient. The
index of first such row is valueh i. There is some doubt as to the rank deficiency of the boundary
conditions. However even if the boundary conditions are not rank deficient they are not posed in
a suitable form for use with this function. For example, if

C ¼ 1 0
1 �

� �
;D ¼ 1 0

1 0

� �
; � ¼ �1

�2

� �
and � is small enough, this error exit is likely to be taken. A better form for the boundary
conditions in this case would be

C ¼ 1 0
0 1

� �
; D ¼ 1 0

0 0

� �
; � ¼ �1

��1 �2 � �1ð Þ

� �
NE_BOUND_COND_ROW

Row valueh i of the array c and the corresponding row of array d are identically zero, i.e., the
boundary conditions are rank deficient.

NE_CONV_MESH

A finer mesh is required for the accuracy requested; that is mnp is not large enough.

NE_CONV_MESH_INIT

The Newton iteration failed to converge on the initial mesh. This may be due to the initial mesh
having too few points or the initial approximate solution being too inaccurate. Try using
nag_ode_bvp_fd_nonlin_gen (d02rac).

NE_CONV_ROUNDOFF

Solution cannot be improved due to roundoff error. Too much accuracy might have been
requested.

NE_INT_ARG_LT

On entry, mnp ¼ valueh i.
Constraint: mnp 	 32.

On entry, neq ¼ valueh i.
Constraint: neq 	 2.

NE_INT_RANGE_CONS_2

On entry, np ¼ valueh i and mnp ¼ valueh i. The argument np must satisfy either 4 � np � mnp
or np ¼ 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_LF_B_MESH

On entry, the left boundary value a, has not been set to x½0�: a ¼ valueh i, x½0� ¼ valueh i.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.

NE_RT_B_MESH

On entry, the right boundary value b, has not been set to x½np� 1�: b ¼ valueh i,
x½np� 1� ¼ valueh i.

7 Accuracy

The solution returned by the function will be accurate to your tolerance as defined by the relation (4)
except in extreme circumstances. If too many points are specified in the initial mesh, the solution may
be more accurate than requested and the error may not be approximately equidistributed.

8 Parallelism and Performance

nag_ode_bvp_fd_lin_gen (d02gbc) is not threaded in any implementation.

9 Further Comments

The time taken by the function depends on the difficulty of the problem, the number of mesh points
(and meshes) used and the number of deferred corrections.

In the case where you wish to solve a sequence of similar problems, the use of the final mesh from one
case is strongly recommended as the initial mesh for the next.

10 Example

We solve the problem (written as a first order system)

�y00 þ y0 ¼ 0

with boundary conditions

y 0ð Þ ¼ 0; y 1ð Þ ¼ 1

for the cases � ¼ 10�1 and � ¼ 10�2 using the default initial mesh in the first case, and the final mesh of
the first case as initial mesh for the second (more difficult) case. We give the solution and the error at
each mesh point to illustrate the accuracy of the method given the accuracy request tol ¼ 1:0e�3.

10.1 Program Text

/* nag_ode_bvp_fd_lin_gen (d02gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
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*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcnf(Integer neq, double x, double f[],
Nag_User *comm);

#ifdef __cplusplus
}
#endif

#define NEQ 2
#define MNP 70

#define C(I, J) c[(I) *tdc + J]
#define D(I, J) d[(I) *tdd + J]
#define Y(I, J) y[(I) *tdy + J]

int main(void)
{

Integer exit_status = 0, i, j, mnp, neq, np, tdc, tdd, tdy;
NagError fail;
Nag_User comm;
double a, b, *c = 0, *d = 0, eps, *gam = 0, tol, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_ode_bvp_fd_lin_gen (d02gbc) Example Program Results\n");

/* For communication with function fcnf()
* assign address of eps to comm.p.
*/

comm.p = (Pointer) &eps;

neq = NEQ;
mnp = MNP;
tol = 1.0e-3;
np = 0;
a = 0.0;
b = 1.0;
if (mnp >= 32 && neq >= 2) {

if (!(c = NAG_ALLOC(NEQ * NEQ, double)) ||
!(d = NAG_ALLOC(NEQ * NEQ, double)) ||
!(gam = NAG_ALLOC(NEQ, double)) ||
!(x = NAG_ALLOC(MNP, double)) || !(y = NAG_ALLOC(NEQ * MNP, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdc = neq;
tdd = neq;
tdy = mnp;

}
else {

exit_status = 1;
return exit_status;

}

for (i = 0; i < neq; ++i) {
gam[i] = 0.0;
for (j = 0; j < neq; ++j) {

C(i, j) = 0.0;
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D(i, j) = 0.0;
}

}
C(0, 0) = 1.0;
D(1, 0) = 1.0;
gam[1] = 1.0;
for (i = 1; i <= 2; ++i) {

eps = pow(10.0, (double) -i);
printf("\nProblem with epsilon = %7.4f\n", eps);
/* nag_ode_bvp_fd_lin_gen (d02gbc).
* Ordinary differential equations solver, for general
* linear two-point boundary value problems, using a finite
* difference technique with deferred correction
*/

nag_ode_bvp_fd_lin_gen(neq, fcnf, NULLFN, a, b, c, d, gam,
mnp, &np, x, y, tol, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_fd_lin_gen (d02gbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nApproximate solution on final mesh of %" NAG_IFMT " points\n",

np);
printf(" X(I) Y(1,I)\n");
for (j = 0; j < np; ++j)

printf("%9.4f %9.4f\n", x[j], Y(0, j));
}

END:
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(gam);
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

static void NAG_CALL fcnf(Integer neq, double x, double f[], Nag_User *comm)
{
#define F(I, J) f[(I) *neq+J]

double *eps = (double *) comm->p;

F(0, 0) = 0.0;
F(0, 1) = 1.0;
F(1, 0) = 0.0;
F(1, 1) = -1.0 / *eps;

}

10.2 Program Data

None.

10.3 Program Results

nag_ode_bvp_fd_lin_gen (d02gbc) Example Program Results

Problem with epsilon = 0.1000

Approximate solution on final mesh of 15 points
X(I) Y(1,I)

0.0000 0.0000
0.0278 0.2425
0.0556 0.4263
0.1111 0.6708
0.1667 0.8112
0.2222 0.8917
0.2778 0.9379
0.3333 0.9644
0.4444 0.9883
0.5556 0.9962
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0.6667 0.9988
0.7500 0.9995
0.8333 0.9998
0.9167 0.9999
1.0000 1.0000

Problem with epsilon = 0.0100

Approximate solution on final mesh of 49 points
X(I) Y(1,I)

0.0000 0.0000
0.0009 0.0884
0.0019 0.1690
0.0028 0.2425
0.0037 0.3095
0.0046 0.3706
0.0056 0.4262
0.0065 0.4770
0.0074 0.5232
0.0083 0.5654
0.0093 0.6038
0.0111 0.6708
0.0130 0.7265
0.0148 0.7727
0.0167 0.8111
0.0185 0.8431
0.0204 0.8696
0.0222 0.8916
0.0241 0.9100
0.0259 0.9252
0.0278 0.9378
0.0306 0.9529
0.0333 0.9643
0.0361 0.9730
0.0389 0.9795
0.0417 0.9845
0.0444 0.9883
0.0472 0.9911
0.0500 0.9933
0.0528 0.9949
0.0556 0.9961
0.0648 0.9985
0.0741 0.9994
0.0833 0.9998
0.0926 0.9999
0.1019 1.0000
0.1111 1.0000
0.1389 1.0000
0.1667 1.0000
0.2222 1.0000
0.2778 1.0000
0.3333 1.0000
0.4444 1.0000
0.5556 1.0000
0.6667 1.0000
0.7500 1.0000
0.8333 1.0000
0.9167 1.0000
1.0000 1.0000
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nag_dae_ivp_dassl_cont (d02mcc)

1 Purpose

nag_dae_ivp_dassl_cont (d02mcc) is a setup function which must be called prior to a continuation call
to nag_dae_ivp_dassl_gen (d02nec).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_dae_ivp_dassl_cont (Integer icom[])

3 Description

nag_dae_ivp_dassl_cont (d02mcc) is provided to permit you to signal that the next call to
nag_dae_ivp_dassl_gen (d02nec) is a continuation call. In particular, if nag_dae_ivp_dassl_gen
(d02nec) exits because the maximum number of integration steps has been exceeded, then a call to
nag_dae_ivp_dassl_cont (d02mcc) resets the step counter allowing the integration to proceed.

4 References

See Section 3 in nag_dae_ivp_dassl_gen (d02nec).

5 Arguments

1: icom½15� – Integer Communication Array

This must be the same array icom as passed to the integration function nag_dae_ivp_dassl_gen
(d02nec); nag_dae_ivp_dassl_cont (d02mcc) does not require access to all of that array, hence the
smaller dimension given here.

On entry: contains details of the current state of integration as returned by nag_dae_ivp_dassl_
gen (d02nec).

On exit: one or more of the values is changed to signal to the integrator that a continuation call is
being made. This will reset the step counter to zero.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dae_ivp_dassl_cont (d02mcc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

See Section 10 in nag_dae_ivp_dassl_gen (d02nec).
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NAG Library Function Document

nag_dae_ivp_dassl_setup (d02mwc)

1 Purpose

nag_dae_ivp_dassl_setup (d02mwc) is a setup function which must be called prior to the integrator
nag_dae_ivp_dassl_gen (d02nec), if the DASSL implementation of Backward Differentiation Formulae
(BDF) is to be used.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_dae_ivp_dassl_setup (Integer neq, Integer maxord,
Nag_EvaluateJacobian jceval, double hmax, double h0,
Nag_Boolean vector_tol, Integer icom[], Integer licom, double com[],
Integer lcom, NagError *fail)

3 Description

This integrator setup function must be called before the first call to the integrator nag_dae_ivp_dassl_
gen (d02nec). nag_dae_ivp_dassl_setup (d02mwc) permits you to define options for the DASSL
integrator, such as: whether the Jacobian is to be provided or is to be approximated numerically by the
integrator; the initial and maximum step-sizes for the integration; whether relative and absolute
tolerances are system wide or per system equation; and the maximum order of BDF method permitted.

4 References

None.

5 Arguments

1: neq – Integer Input

On entry: the number of differential-algebraic equations to be solved.

Constraint: neq 	 1.

2: maxord – Integer Input

On entry: the maximum order to be used for the BDF method. Orders up to 5th order are
available; setting maxord > 5 means that the maximum order used will be 5.

Constraint: 1 � maxord.

3: jceval – Nag_EvaluateJacobian Input

On entry: specifies the technique to be used to compute the Jacobian.

jceval ¼ Nag NumericalJacobian
The Jacobian is to be evaluated numerically by the integrator.

jceval ¼ Nag AnalyticalJacobian
You must supply a function to evaluate the Jacobian on a call to the integrator.

Constraint: jceval ¼ Nag NumericalJacobian or Nag AnalyticalJacobian.
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4: hmax – double Input

On entry: the maximum absolute step size to be allowed. Set hmax ¼ 0:0 if this option is not
required.

Constraint: hmax 	 0:0.

5: h0 – double Input

On entry: the step size to be attempted on the first step. Set h0 ¼ 0:0 if the initial step size is
calculated internally.

6: vector tol – Nag_Boolean Input

On entry: a value to indicate the form of the local error test.

vector tol ¼ Nag FALSE
rtol and atol are single element vectors.

vector tol ¼ Nag TRUE
rtol and atol are vectors. This should be chosen if you want to apply different tolerances
to each equation in the system.

See nag_dae_ivp_dassl_gen (d02nec).

Note: the tolerances must either both be single element vectors or both be vectors of length neq.

7: icom½licom� – Integer Communication Array

On exit: used to communicate details of the task to be carried out to the integration function
nag_dae_ivp_dassl_gen (d02nec).

8: licom – Integer Input

On entry: the dimension of the array icom.

Constraint: licom 	 neqþ 50.

9: com½lcom� – double Communication Array

On exit: used to communicate problem parameters to the integration function nag_dae_ivp_dassl_
gen (d02nec). This must be the same communication array as the array com supplied to
nag_dae_ivp_dassl_gen (d02nec). In particular, the values of hmax and h0 are contained in com.

10: lcom – Integer Input

On entry: the dimension of the array com.

Constraints:

the array com must be large enough for the requirements of nag_dae_ivp_dassl_gen (d02nec).
That is:

if the system Jacobian is dense, lcom 	 40þ maxordþ 4ð Þ � neqþ neq2;
if the system Jacobian is banded,
lcom 	 40þ maxordþ 4ð Þ � neqþ 2�mlþmuþ 1ð Þ � neqþ 2�
neq= mlþmuþ 1ð Þ þ 1ð Þ.

Here ml and mu are the lower and upper bandwidths respectively that are to be specified in a
subsequent call to nag_dae_ivp_dassl_linalg (d02npc).

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_GT

On entry, licom ¼ valueh i and neq ¼ valueh i.
Constraint: licom 	 50þ neq.

NE_INT_ARG_LT

On entry, maxord ¼ valueh i.
Constraint: maxord 	 1.

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_LT

On entry, hmax ¼ valueh i.
Constraint: hmax 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dae_ivp_dassl_setup (d02mwc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example solves the plane pendulum problem, defined by the following equations:

x0 ¼ u
y0 ¼ v
u0 ¼ ��x
v0 ¼ ��y� 1

x2 þ y2 ¼ 1:

Differentiating the algebraic constraint once, a new algebraic constraint is obtained

xuþ yv ¼ 0:

Differentiating the algebraic constraint one more time, substituting for x0, y0, u0, v0 and using
x2 þ y2 � 1 ¼ 0, the corresponding DAE system includes the differential equations and the algebraic
equation in �:

u2 þ v2 � �� y ¼ 0:

We solve the reformulated DAE system

y01 ¼ y3
y02 ¼ y4
y03 ¼ �y5 � y1
y04 ¼ �y5 � y2 � 1

y23 þ y24 � y5 � y2 ¼ 0:

For our experiments, we take consistent initial values

y1 0ð Þ ¼ 1; y2 0ð Þ ¼ 0; y3 0ð Þ ¼ 0; y4 0ð Þ ¼ 1 and y5 0ð Þ ¼ 1

at t ¼ 0.

10.1 Program Text

/* nag_dae_ivp_dassl_setup (d02mwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL res(Integer neq, double t, const double y[],
const double ydot[], double r[], Integer *ires,
Nag_Comm *comm);

static void NAG_CALL jac(Integer neq, double t, const double y[],
const double ydot[], double *pd, double cj,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif
int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, itask, neq, maxord, licom, lcom;
double h0, hmax, g1, g2, t, tout;
/* Arrays */
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static double ruser[2] = { -1.0, -1.0 };
Integer *icom = 0;
double *atol = 0, *com = 0, *rtol = 0, *y = 0, *ydot = 0;
/* NAG types */
Nag_Boolean vector_tol;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_dae_ivp_dassl_setup (d02mwc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Set problem size and allocate accordingly */
neq = 5;
maxord = 5;
licom = 50 + neq;
lcom = 40 + (maxord + 4 + neq) * neq;
if (!(atol = NAG_ALLOC(neq, double)) ||

!(com = NAG_ALLOC(lcom, double)) ||
!(rtol = NAG_ALLOC(neq, double)) ||
!(y = NAG_ALLOC(neq, double)) ||
!(ydot = NAG_ALLOC(neq, double)) || !(icom = NAG_ALLOC(licom, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Use vector of tolerances */
vector_tol = Nag_TRUE;
for (i = 0; i < neq; i++) {

rtol[i] = 1.00e-8;
atol[i] = 1.00e-8;

}
/* Set up integrator to use supplied Jacobian, default step-sizes and
* vector tolerances using nag_dae_ivp_dassl_setup (d02mwc).
*/

h0 = 0.0;
hmax = 0.0;
nag_dae_ivp_dassl_setup(neq, maxord, Nag_AnalyticalJacobian, hmax, h0,

vector_tol, icom, licom, com, lcom, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dae_ivp_dassl_setup (d02mwc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set initial values */
y[0] = 1.0;
y[1] = 0.0;
y[2] = 0.0;
y[3] = 1.0;
y[4] = 1.0;
for (i = 0; i < neq; i++)

ydot[i] = 0.0;
t = 0.0;
tout = 1.0;

/* Print header and initial values */
printf("%7s%12s%12s%12s%12s%12s\n", "t", "y_1", "y_2", "y_3", "y_4", "y_5");
printf(" %6.4f", t);
for (i = 0; i < neq; i++)

printf("%11.6f%s", y[i], (i + 1) % 5 ? " " : "\n");

itask = 0;
while ((itask >= 0) && (itask <= 3) && (t < tout)) {

/* Integrate using nag_dae_ivp_dassl_gen (d02nec). */
nag_dae_ivp_dassl_gen(neq, &t, tout, y, ydot, rtol, atol, &itask, res,

jac, icom, com, lcom, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dae_ivp_dassl_gen (d02nec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

d02 – Ordinary Differential d02mwc

Mark 26 d02mwc.5



}
else {

printf(" %6.4f", t);
for (i = 0; i < neq; i++)

printf("%11.6f%s", y[i], (i + 1) % 5 ? " " : "\n");
printf("\n d02nec returned with ITASK = %4" NAG_IFMT "\n\n", itask);

}
}
if ((itask >= 0) && (itask <= 3)) {

g1 = y[0] * y[0] + y[1] * y[1] - 1.0;
g2 = y[0] * y[2] + y[1] * y[3];
printf(" The position-level constraint G1 = %13.4e\n", g1);
printf(" The velocity-level constraint G2 = %13.4e\n", g2);

}

END:
NAG_FREE(atol);
NAG_FREE(com);
NAG_FREE(rtol);
NAG_FREE(y);
NAG_FREE(ydot);
NAG_FREE(icom);

return exit_status;
}

static void NAG_CALL res(Integer neq, double t, const double y[],
const double ydot[], double r[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback res, first invocation.)\n");
comm->user[0] = 0.0;

}
r[0] = y[2] - ydot[0];
r[1] = y[3] - ydot[1];
r[2] = -y[4] * y[0] - ydot[2];
r[3] = -y[4] * y[1] - ydot[3] - 1.0;
r[4] = y[2] * y[2] + y[3] * y[3] - y[4] - y[1];
return;

}

static void NAG_CALL jac(Integer neq, double t, const double y[],
const double ydot[], double *pd, double cj,
Nag_Comm *comm)

{
Integer pdpd;
if (comm->user[1] == -1.0) {

printf("(User-supplied callback jac, first invocation.)\n");
comm->user[1] = 0.0;

}
pdpd = neq;

#define PD(I, J) pd[(J-1)*pdpd + I-1]
PD(1, 1) = -cj;
PD(1, 3) = 1.0;
PD(2, 2) = -cj;
PD(2, 4) = 1.0;
PD(3, 1) = -y[4];
PD(3, 3) = -cj;
PD(3, 5) = -y[0];
PD(4, 2) = -y[4];
PD(4, 4) = -cj;
PD(4, 5) = -y[1];
PD(5, 2) = -1.0;
PD(5, 3) = 2.0 * y[2];
PD(5, 4) = 2.0 * y[3];
PD(5, 5) = -1.0;
return;

}

10.2 Program Data

None.
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10.3 Program Results

nag_dae_ivp_dassl_setup (d02mwc) Example Program Results

t y_1 y_2 y_3 y_4 y_5
0.0000 1.000000 0.000000 0.000000 1.000000 1.000000

(User-supplied callback res, first invocation.)
(User-supplied callback jac, first invocation.)

1.0000 0.867349 0.497701 -0.033748 0.058813 -0.493103

d02nec returned with ITASK = 3

The position-level constraint G1 = -8.5802e-09
The velocity-level constraint G2 = -3.0051e-08
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NAG Library Function Document

nag_dae_ivp_dassl_gen (d02nec)

1 Purpose

nag_dae_ivp_dassl_gen (d02nec) is a function for integrating stiff systems of implicit ordinary
differential equations coupled with algebraic equations.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_dae_ivp_dassl_gen (Integer neq, double *t, double tout, double y[],
double ydot[], double rtol[], double atol[], Integer *itask,

void (*res)(Integer neq, double t, const double y[],
const double ydot[], double r[], Integer *ires, Nag_Comm *comm),

void (*jac)(Integer neq, double t, const double y[],
const double ydot[], double pd[], double cj, Nag_Comm *comm),

Integer icom[], double com[], Integer lcom, Nag_Comm *comm,
NagError *fail)

3 Description

nag_dae_ivp_dassl_gen (d02nec) is a general purpose function for integrating the initial value problem
for a stiff system of implicit ordinary differential equations with coupled algebraic equations written in
the form

F t; y; y0ð Þ ¼ 0:

nag_dae_ivp_dassl_gen (d02nec) uses the DASSL implementation of the Backward Differentiation
Formulae (BDF) of orders one to five to solve a system of the above form for y (y) and y0 (ydot).
Values for y and ydot at the initial time must be given as input. These values must be consistent, (i.e., if
t, y, ydot are the given initial values, they must satisfy F t; y; ydotð Þ ¼ 0). The function solves the
system from t ¼ t to t ¼ tout.

An outline of a typical calling program for nag_dae_ivp_dassl_gen (d02nec) is given below. It calls the
DASSL implementation of the BDF integrator setup function nag_dae_ivp_dassl_setup (d02mwc) and
the banded matrix setup function nag_dae_ivp_dassl_linalg (d02npc) (if required), and, if the
integration needs to proceed, calls nag_dae_ivp_dassl_cont (d02mcc) before continuing the integration.

/* declarations */
EXTERN res, jac

.

.

.
/* Initialize the integrator */

nag_dae_ivp_dassl_setup(...);
/* Is the Jacobian matrix banded? */

if (banded) {nag_dae_ivp_dassl_linalg(...);}

/* Set dt to the required temporal resolution */
/* Set tend to the final time */
/* Call the integrator for each temporal value */

itask = 0;
while (tout<tend && itask>-1) {

nag_dae_ivp_dassl_gen (...);
if (itask != 1)

tout = MIN(tout+dt,tend);
/* Print the solution */
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}
.
.
.

4 References

None.

5 Arguments

1: neq – Integer Input

On entry: the number of differential-algebraic equations to be solved.

Constraint: neq 	 1.

2: t – double * Input/Output

On initial entry: the initial value of the independent variable, t.

On intermediate exit: t, the current value of the independent variable.

On final exit: the value of the independent variable at which the computed solution y is returned
(usually at tout).

3: tout – double Input

On entry: the next value of t at which a computed solution is desired.

On initial entry: tout is used to determine the direction of integration. Integration is permitted in
either direction (see also itask).

Constraint: tout 6¼ t.

4: y½neq� – double Input/Output

On initial entry: the vector of initial values of the dependent variables y.

On intermediate exit: the computed solution vector, y, evaluated at t.

On final exit: the computed solution vector, evaluated at t (usually t ¼ tout).

5: ydot½neq� – double Input/Output

On initial entry: ydot must contain approximations to the time derivatives y0 of the vector y
evaluated at the initial value of the independent variable.

On exit: the time derivatives y0 of the vector y at the last integration point.

6: rtol½dim� – double Input/Output

Note: the dimension, dim, of the array rtol depends on the value of vector_tol as set in
nag_dae_ivp_dassl_setup (d02mwc); it must be at least

neq when vector tol ¼ Nag TRUE;
1 when vector tol ¼ Nag FALSE.

On entry: the relative local error tolerance.

Constraint: rtol½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n

where n ¼ neq when vector tol ¼ Nag TRUE and n ¼ 1 otherwise.

On exit: rtol remains unchanged unless nag_dae_ivp_dassl_gen (d02nec) exits with fail:code ¼
NE_ODE_TOL in which case the values may have been increased to values estimated to be
appropriate for continuing the integration.
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7: atol½dim� – double Input/Output

Note: the dimension, dim, of the array atol depends on the value of vector_tol as set in
nag_dae_ivp_dassl_setup (d02mwc); it must be at least

neq when vector tol ¼ Nag TRUE;
1 when vector tol ¼ Nag FALSE.

On entry: the absolute local error tolerance.

Constraint: atol½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n

where n ¼ neq when vector tol ¼ Nag TRUE and n ¼ 1 otherwise.

On exit: atol remains unchanged unless nag_dae_ivp_dassl_gen (d02nec) exits with fail:code ¼
NE_ODE_TOL in which case the values may have been increased to values estimated to be
appropriate for continuing the integration.

8: itask – Integer * Input/Output

On initial entry: need not be set.

On exit: the task performed by the integrator on successful completion or an indicator that a
problem occurred during integration.

itask ¼ 2
The integration to tout was successfully completed (t ¼ tout) by stepping exactly to tout.

itask ¼ 3
The integration to tout was successfully completed (t ¼ tout) by stepping past tout. y and
ydot are obtained by interpolation.

itask < 0
Different negative values of itask returned correspond to different failure exits. fail should
always be checked in such cases and the corrective action taken where appropriate.

itask must remain unchanged between calls to nag_dae_ivp_dassl_gen (d02nec).

9: res – function, supplied by the user External Function

res must evaluate the residual

R ¼ F t; y; y0ð Þ:

The specification of res is:

void res (Integer neq, double t, const double y[],
const double ydot[], double r[], Integer *ires, Nag_Comm *comm)

1: neq – Integer Input

On entry: the number of differential-algebraic equations being solved.

2: t – double Input

On entry: t, the current value of the independent variable.

3: y½neq� – const double Input

On entry: yi, for i ¼ 1; 2; . . . ; neq, the current solution component.

4: ydot½neq� – const double Input

On entry: the derivative of the solution at the current point t.
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5: r½neq� – double Output

On exit: r½i � 1� must contain the ith component of R, for i ¼ 1; 2; . . . ;neq where

R ¼ F t; y; ydotð Þ:

6: ires – Integer * Input/Output

On entry: is always equal to zero.

On exit: ires should normally be left unchanged. However, if an illegal value of y is
encountered, ires should be set to �1; nag_dae_ivp_dassl_gen (d02nec) will then
attempt to resolve the problem so that illegal values of y are not encountered. ires
should be set to �2 if you wish to return control to the calling function; this will cause
nag_dae_ivp_dassl_gen (d02nec) to exit with fail:code ¼ NE_RES_FLAG.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to res.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_dae_ivp_dassl_gen (d02nec)
you may allocate memory and initialize these pointers with various quantities for
use by res when called from nag_dae_ivp_dassl_gen (d02nec) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

10: jac – function, supplied by the user External Function

Evaluates the matrix of partial derivatives, J , where

Jij ¼
@Fi
@yj
þ cj� @Fi

@y0j
; i; j ¼ 1; 2; . . . ; neq:

If this option is not required, the actual argument for jac may be specified as NULLFN. You
must indicate to the integrator whether this option is to be used by setting the argument jceval
appropriately in a call to the setup function nag_dae_ivp_dassl_setup (d02mwc).

The specification of jac is:

void jac (Integer neq, double t, const double y[],
const double ydot[], double pd[], double cj, Nag_Comm *comm)

1: neq – Integer Input

On entry: the number of differential-algebraic equations being solved.

2: t – double Input

On entry: t, the current value of the independent variable.

3: y½neq� – const double Input

On entry: yi, for i ¼ 1; 2; . . . ; neq, the current solution component.

4: ydot½neq� – const double Input

On entry: the derivative of the solution at the current point t.
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5: pd½dim� – double Input/Output

Note: the dimension of the array pd will be neq� neq when the Jacobian is full and
will be 2�mlþmuþ 1ð Þ � neq when the Jacobian is banded (that is, a prior call to
nag_dae_ivp_dassl_linalg (d02npc) has been made).

On entry: pd is preset to zero before the call to jac.

On exit: if the Jacobian is full then pd½ j � 1ð Þ � neqþ i � 1� ¼ Jij , for i ¼ 1; 2; . . . ; neq
a n d j ¼ 1; 2; . . . ; neq; i f t h e J a c o b i a n i s b a n d e d t h e n
pd½ j� 1ð Þ � 2mlþmuþ 1ð Þ þmlþmuþ i� j� ¼ Jij, f o r
max 1; j�muð Þ � i � min n; jþmlð Þ; (see also in nag_dgbtrf (f07bdc)).

6: cj – double Input

On entry: cj is a scalar constant which will be defined in nag_dae_ivp_dassl_gen
(d02nec).

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to jac.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_dae_ivp_dassl_gen (d02nec)
you may allocate memory and initialize these pointers with various quantities for
use by jac when called from nag_dae_ivp_dassl_gen (d02nec) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

11: icom½50þ neq� – Integer Communication Array

icom contains information which is usually of no interest, but is necessary for subsequent calls.
However you may find the following useful:

icom½21�
The order of the method to be attempted on the next step.

icom½22�
The order of the method used on the last step.

icom½25�
The number of steps taken so far.

icom½26�
The number of calls to res so far.

icom½27�
The number of evaluations of the matrix of partial derivatives needed so far.

icom½28�
The total number of error test failures so far.

icom½29�
The total number of convergence test failures so far.

12: com½lcom� – double Communication Array

com contains information which is usually of no interest, but is necessary for subsequent calls.
However you may find the following useful:

com½2�
The step size to be attempted on the next step.
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com½3�
The current value of the independent variable, i.e., the farthest point integration has
reached. This will be different from t only when interpolation has been performed
(itask ¼ 3).

13: lcom – Integer Input

On entry: the dimension of the array com.

Constraint: lcom 	 40þ maxorder þ 4ð Þ � neqþ neq� pþ q where maxorder is the maximum
order that can be used by the integration method (see maxord in nag_dae_ivp_dassl_setup
(d02mwc)); p ¼ neq when the Jacobian is full and p ¼ 2�mlþmuþ 1ð Þ when the Jacobian is
banded; and, q ¼ neq= mlþmuþ 1ð Þð Þ þ 1 when the Jacobian is to be evaluated numerically and
q ¼ 0 otherwise.

14: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_INPUT

All elements of rtol and atol are zero.

Some element of atol is less than zero.

Some element of rtol is less than zero.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONV_CONT

The corrector could not converge and the error test failed repeatedly. t ¼ valueh i. Stepsize
h ¼ valueh i.
The corrector repeatedly failed to converge with hj j ¼ hmin. t ¼ valueh i. Stepsize h ¼ valueh i.

NE_CONV_JACOBG

The iteration matrix is singular. t ¼ valueh i. Stepsize h ¼ valueh i.

NE_CONV_ROUNDOFF

The error test failed repeatedly with hj j ¼ hmin. t ¼ valueh i. Stepsize h ¼ valueh i.

NE_INITIALIZATION

Either the initialization function has not been called prior to the first call of this function or a
communication array has become corrupted.
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NE_INT

A previous call to this function returned with itask ¼ valueh i and no appropriate action was
taken.

NE_INT_2

com array is of insufficient length; length required ¼ valueh i; actual length lcom ¼ valueh i.

NE_INT_ARG_LT

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAX_STEP

Maximum number of steps taken on this call before reaching tout: t ¼ valueh i, maximum number
of steps ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_ODE_TOL

A solution component has become zero when a purely relative tolerance (zero absolute tolerance)
was selected for that component. t ¼ valueh i, y½I � 1� ¼ valueh i for component I ¼ valueh i.
Too much accuracy requested for precision of machine. rtol and atol were increased by scale
factor R. Try running again with these scaled tolerances. t ¼ valueh i, R ¼ valueh i.

NE_REAL_2

tout is behind t in the direction of h: tout� t ¼ valueh i, h ¼ valueh i.
tout is too close to t to start integration: tout� t ¼ valueh i: hmin ¼ valueh i.

NE_REAL_ARG_EQ

On entry, t ¼ valueh i.
Constraint: tout 6¼ t.

NE_RES_FLAG

ires was set to �1 during a call to res and could not be resolved. t ¼ valueh i. Stepsize
h ¼ valueh i.
ires was set to �2 during a call to res. t ¼ valueh i. Stepsize ¼ valueh i.
Repeated occurrences of input constraint violations have been detected. This could result in a
potential infinite loop: itask ¼ valueh i. Current violation corresponds to exit with
fail:code ¼ valueh i.

NE_SINGULAR_POINT

The initial ydot could not be computed. t ¼ valueh i. Stepsize h ¼ valueh i.
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7 Accuracy

The accuracy of the numerical solution may be controlled by a careful choice of the arguments rtol and
atol. You are advised to use scalar error control unless the components of the solution are expected to
be poorly scaled. For the type of decaying solution typical of many stiff problems, relative error control
with a small absolute error threshold will be most appropriate (that is, you are advised to choose
vector tol ¼ Nag FALSE with atol½0� small but positive).

8 Parallelism and Performance

nag_dae_ivp_dassl_gen (d02nec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_dae_ivp_dassl_gen (d02nec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of computing a solution depends critically on the size of the differential system and to a lesser
extent on the degree of stiffness of the problem. For banded systems the cost is proportional to
neq� mlþmuþ 1ð Þ2, while for full systems the cost is proportional to neq3. Note however that for
moderately sized problems which are only mildly nonlinear the cost may be dominated by factors
proportional to neq� mlþmuþ 1ð Þ and neq2 respectively.

10 Example

This example solves the well-known stiff Robertson problem written in implicit form

r1 ¼ �0:04a þ 1:0E4bc � a0

r2 ¼ 0:04a � 1:0E4bc � 3:0E7b2 � b0

r3 ¼ 3:0E7b2 � c0

with initial conditions a ¼ 1:0 and b ¼ c ¼ 0:0 over the range 0; 0:1½ � the BDF method (setup function
nag_dae_ivp_dassl_setup (d02mwc) and nag_dae_ivp_dassl_linalg (d02npc)).

10.1 Program Text

/* nag_dae_ivp_dassl_gen (d02nec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
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#endif
static void NAG_CALL res(Integer neq, double t, const double y[],

const double ydot[], double r[], Integer *ires,
Nag_Comm *comm);

static void NAG_CALL jac(Integer neq, double t, const double y[],
const double ydot[], double *pd, double cj,
Nag_Comm *comm);

static void NAG_CALL myjac(Integer neq, Integer ml, Integer mu, double t,
const double y[], const double ydot[],
double *pd, double cj);

#ifdef __cplusplus
}
#endif
int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0, maxord = 5;
Nag_Comm comm;
Integer neq, licom, mu, ml, lcom;
Integer i, itask, j;
Nag_Boolean vector_tol;
Integer *icom = 0;
NagError fail;
/*Double scalar and array declarations */
double dt, h0, hmax, t, tout;
double *atol = 0, *com = 0, *rtol = 0, *y = 0, *ydot = 0;
static double ruser[2] = { -1.0, -1.0 };

INIT_FAIL(fail);

printf("nag_dae_ivp_dassl_gen (d02nec) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Set problem parameters required to allocate arrays */
neq = 3;
ml = 1;
mu = 2;
licom = 50 + neq;
lcom = 40 + (maxord + 4) * neq + (2 * ml + mu + 1) * neq +

2 * (neq / (ml + mu + 1) + 1);
if (!(atol = NAG_ALLOC(neq, double)) || !(com = NAG_ALLOC(lcom, double))

|| !(rtol = NAG_ALLOC(neq, double)) || !(y = NAG_ALLOC(neq, double))
|| !(ydot = NAG_ALLOC(neq, double))
|| !(comm.iuser = NAG_ALLOC(2, Integer))
|| !(icom = NAG_ALLOC(licom, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize the problem, specifying that the Jacobian is to be */
/* evaluated analytically using the provided routine jac. */
h0 = 0.0;
hmax = 0.0;
vector_tol = Nag_TRUE;
/*
* nag_dae_ivp_dassl_setup (d02mwc)
* Implicit DAE/ODEs, stiff ivp, setup for nag_dae_ivp_dassl_gen (d02nec)
*/

nag_dae_ivp_dassl_setup(neq, maxord, Nag_AnalyticalJacobian, hmax, h0,
vector_tol, icom, licom, com, lcom, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dae_ivp_dassl_setup (d02mwc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Specify that the Jacobian is banded.
*
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* nag_dae_ivp_dassl_linalg (d02npc)
* ODE/DAEs, ivp, linear algebra setup routine for
* nag_dae_ivp_dassl_gen (d02nec)
*/

nag_dae_ivp_dassl_linalg(neq, ml, mu, icom, licom, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dae_ivp_dassl_linalg (d02npc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set initial values */
t = 0.00e0;
tout = 0.00e0;
dt = 0.020e0;
for (i = 0; i < neq; i++) {

rtol[i] = 1.00e-3;
atol[i] = 1.00e-6;
y[i] = 0.00e0;
ydot[i] = 0.00e0;

}
y[0] = 1.00e0;
/* Use the comm.iuser array to pass the band dimensions through to jac. */
/* An alternative would be to hard code values for ml and mu in jac. */
comm.iuser[0] = ml;
comm.iuser[1] = mu;
printf(" t y(1) y(2) y(3)\n");
printf("%8.4f", t);
for (i = 0; i < neq; i++)

printf("%12.6f%s", y[i], (i + 1) % 3 ? " " : "\n");
itask = 0;
/* Obtain the solution at 5 equally spaced values of t. */
for (j = 0; j < 5; j++) {

tout = tout + dt;
/*
* nag_dae_ivp_dassl_gen (d02nec)
* dassl integrator
*/

nag_dae_ivp_dassl_gen(neq, &t, tout, y, ydot, rtol, atol, &itask, res,
jac, icom, com, lcom, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dae_ivp_dassl_gen (d02nec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("%8.4f", t);
for (i = 0; i < neq; i++)

printf("%12.6f%s", y[i], (i + 1) % 3 ? " " : "\n");
/*
* nag_dae_ivp_dassl_cont (d02mcc)
* dassl method continuation resetting function
*/

nag_dae_ivp_dassl_cont(icom);
}
printf("\n");
printf(" The integrator completed task, ITASK = %4" NAG_IFMT "\n", itask);

END:
NAG_FREE(atol);
NAG_FREE(com);
NAG_FREE(rtol);
NAG_FREE(y);
NAG_FREE(ydot);
NAG_FREE(comm.iuser);
NAG_FREE(icom);

return exit_status;
}
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static void NAG_CALL res(Integer neq, double t, const double y[],
const double ydot[], double r[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback res, first invocation.)\n");
comm->user[0] = 0.0;

}
r[0] = (-(0.040e0 * y[0])) + 1.00e4 * y[1] * y[2] - ydot[0];
r[1] = 0.040e0 * y[0] - 1.00e4 * y[1] * y[2] - 3.00e7 * y[1] * y[1] -

ydot[1];
r[2] = 3.00e7 * y[1] * y[1] - ydot[2];
return;

}

static void NAG_CALL jac(Integer neq, double t, const double y[],
const double ydot[], double *pd, double cj,
Nag_Comm *comm)

{
Integer ml, mu;
if (comm->user[1] == -1.0) {

printf("(User-supplied callback jac, first invocation.)\n");
comm->user[1] = 0.0;

}
ml = comm->iuser[0];
mu = comm->iuser[1];
myjac(neq, ml, mu, t, y, ydot, pd, cj);
return;

}

static void NAG_CALL myjac(Integer neq, Integer ml, Integer mu, double t,
const double y[], const double ydot[], double *pd,
double cj)

{
Integer md, ms;
Integer pdpd;
pdpd = 2 * ml + mu + 1;

#define PD(I, J) pd[(J-1)*pdpd + I - 1]
/* Main diagonal PDFULL(i,i), i=1,neq */
md = mu + ml + 1;
PD(md, 1) = -0.040e0 - cj;
PD(md, 2) = -1.00e4 * y[2] - 6.00e7 * y[1] - cj;
PD(md, 3) = -cj;
/* 1 Subdiagonal PDFULL(i+1:i), i=1,neq-1 */
ms = md + ml;
PD(ms, 1) = 0.040e0;
PD(ms, 2) = 6.00e7 * y[1];
/* First superdiagonal PDFULL(i-1,i), i=2, neq */
ms = md - 1;
PD(ms, 2) = 1.00e4 * y[2];
PD(ms, 3) = -1.00e4 * y[1];
/* Second superdiagonal PDFULL(i-2,i), i=3, neq */
ms = md - 2;
PD(ms, 3) = 1.00e4 * y[1];
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_dae_ivp_dassl_gen (d02nec) Example Program Results

t y(1) y(2) y(3)
0.0000 1.000000 0.000000 0.000000

(User-supplied callback res, first invocation.)
(User-supplied callback jac, first invocation.)

0.0200 0.999204 0.000036 0.000760
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0.0400 0.998415 0.000036 0.001549
0.0600 0.997631 0.000036 0.002333
0.0800 0.996852 0.000036 0.003112
0.1000 0.996080 0.000036 0.003884

The integrator completed task, ITASK = 3
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NAG Library Function Document

nag_dae_ivp_dassl_linalg (d02npc)

1 Purpose

nag_dae_ivp_dassl_linalg (d02npc) is a setup function which you must call prior to nag_dae_ivp_dassl_
gen (d02nec) and after a call to nag_dae_ivp_dassl_setup (d02mwc), if the Jacobian is to be considered
as having a banded structure.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_dae_ivp_dassl_linalg (Integer neq, Integer ml, Integer mu,
Integer icom[], Integer licom, NagError *fail)

3 Description

A call to nag_dae_ivp_dassl_linalg (d02npc) specifies that the Jacobian to be used is banded in
structure. If nag_dae_ivp_dassl_linalg (d02npc) is not called before a call to nag_dae_ivp_dassl_gen
(d02nec) then the Jacobian is assumed to be full.

4 References

None.

5 Arguments

1: neq – Integer Input

On entry: the number of differential-algebraic equations to be solved.

Constraint: 1 � neq.

2: ml – Integer Input

On entry: ml, the number of subdiagonals in the band.

Constraint: 0 � ml � neq� 1.

3: mu – Integer Input

On entry: mu, the number of superdiagonals in the band.

Constraint: 0 � mu � neq� 1.

4: icom½licom� – Integer Communication Array

icom is used to communicate details of the integration from nag_dae_ivp_dassl_setup (d02mwc)
and details of the banded structure of the Jacobian to nag_dae_ivp_dassl_gen (d02nec).

5: licom – Integer Input

On entry: the dimension of the array icom.

Constraint: licom 	 50þ neq.
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6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called prior to the first call of this function or the
communication array has become corrupted.

NE_INT

On entry, licom is too small: licom ¼ valueh i.
On entry, ml ¼ valueh i.
Constraint: ml 	 0.

On entry, mu ¼ valueh i.
Constraint: mu 	 0.

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

NE_INT_2

On entry, ml ¼ valueh i and neq ¼ valueh i.
Constraint: ml � neq� 1.

On entry, mu ¼ valueh i and neq ¼ valueh i.
Constraint: mu � neq� 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dae_ivp_dassl_linalg (d02npc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_dae_ivp_dassl_gen (d02nec) and nag_dae_ivp_dassl_setup (d02mwc).
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NAG Library Function Document

nag_ode_ivp_rkts_range (d02pec)

1 Purpose

nag_ode_ivp_rkts_range (d02pec) solves an initial value problem for a first-order system of ordinary
differential equations using Runge–Kutta methods.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_range (

void (*f)(double t, Integer n, const double y[], double yp[],
Nag_Comm *comm),

Integer n, double twant, double *tgot, double ygot[], double ypgot[],
double ymax[], Nag_Comm *comm, Integer iwsav[], double rwsav[],
NagError *fail)

3 Description

nag_ode_ivp_rkts_range (d02pec) and its associated functions (nag_ode_ivp_rkts_setup (d02pqc),
nag_ode_ivp_rkts_diag (d02ptc) and nag_ode_ivp_rkts_errass (d02puc)) solve an initial value problem
for a first-order system of ordinary differential equations. The functions, based on Runge–Kutta
methods and derived from RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

nag_ode_ivp_rkts_range (d02pec) is designed for the usual task, namely to compute an approximate
solution at a sequence of points. You must first call nag_ode_ivp_rkts_setup (d02pqc) to specify the
problem and how it is to be solved. Thereafter you call nag_ode_ivp_rkts_range (d02pec) repeatedly
with successive values of twant, the points at which you require the solution, in the range from tstart
to tend (as specified in nag_ode_ivp_rkts_setup (d02pqc)). In this manner nag_ode_ivp_rkts_range
(d02pec) returns the point at which it has computed a solution tgot (usually twant), the solution there
(ygot) and its derivative (ypgot). If nag_ode_ivp_rkts_range (d02pec) encounters some difficulty in
taking a step toward twant, then it returns the point of difficulty (tgot) and the solution and derivative
computed there (ygot and ypgot, respectively).

In the call to nag_ode_ivp_rkts_setup (d02pqc) you can specify either the first step size for
nag_ode_ivp_rkts_range (d02pec) to attempt or that it computes automatically an appropriate value.
Thereafter nag_ode_ivp_rkts_range (d02pec) estimates an appropriate step size for its next step. This
value and other details of the integration can be obtained after any call to nag_ode_ivp_rkts_range
(d02pec) by a call to nag_ode_ivp_rkts_diag (d02ptc). The local error is controlled at every step as
specified in nag_ode_ivp_rkts_setup (d02pqc). If you wish to assess the true error, you must set
errass ¼ Nag ErrorAssess on in the call to nag_ode_ivp_rkts_setup (d02pqc). This assessment can be
obtained after any call to nag_ode_ivp_rkts_range (d02pec) by a call to nag_ode_ivp_rkts_errass
(d02puc).

For more complicated tasks, you are referred to functions nag_ode_ivp_rkts_onestep (d02pfc),
nag_ode_ivp_rkts_reset_tend (d02prc) and nag_ode_ivp_rkts_interp (d02psc), all of which are used by
nag_ode_ivp_rkts_range (d02pec).
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4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: f – function, supplied by the user External Function

f must evaluate the functions fi (that is the first derivatives y0i) for given values of the arguments
t, yi.

The specification of f is:

void f (double t, Integer n, const double y[], double yp[],
Nag_Comm *comm)

1: t – double Input

On entry: t, the current value of the independent variable.

2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved.

3: y½n� – const double Input

On entry: the current values of the dependent variables, yi, for i ¼ 1; 2; . . . ;n.

4: yp½n� – double Output

On exit: the values of fi, for i ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_ivp_rkts_range
(d02pec) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_ode_ivp_rkts_range (d02pec) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved.

Constraint: n 	 1.

3: twant – double Input

On entry: t, the next value of the independent variable where a solution is desired.

Constraint: twant must be closer to tend than the previous value of tgot (or tstart on the first
call to nag_ode_ivp_rkts_range (d02pec)); see nag_ode_ivp_rkts_setup (d02pqc) for a description
of tstart and tend. twant must not lie beyond tend in the direction of integration.

4: tgot – double * Output

On exit: t, the value of the independent variable at which a solution has been computed. On
successful exit with fail:code ¼ NE_NOERROR, tgot will equal twant. On exit with fail:code ¼
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NE_RK_GLOBAL_ERROR_S, NE_RK_GLOBAL_ERROR_T, NE_RK_POINTS,
NE_RK_STEP_TOO_SMALL, NE_STIFF_PROBLEM or NW_RK_TOO_MANY, a solution
has still been computed at the value of tgot but in general tgot will not equal twant.

5: ygot½n� – double Input/Output

On entry: on the first call to nag_ode_ivp_rkts_range (d02pec), ygot need not be set. On all
subsequent calls ygot must remain unchanged.

On exit: an approximation to the true solution at the value of tgot. At each step of the integration
to tgot, the local error has been controlled as specified in nag_ode_ivp_rkts_setup (d02pqc). The
local error has still been controlled even when tgot 6¼ twant, that is after a return with
fail:code ¼ NE_RK_GLOBAL_ERROR_S, NE_RK_GLOBAL_ERROR_T, NE_RK_POINTS,
NE_RK_STEP_TOO_SMALL, NE_STIFF_PROBLEM or NW_RK_TOO_MANY.

6: ypgot½n� – double Output

On exit: an approximation to the first derivative of the true solution at tgot.

7: ymax½n� – double Input/Output

On entry: on the first call to nag_ode_ivp_rkts_range (d02pec), ymax need not be set. On all
subsequent calls ymax must remain unchanged.

On exit: ymax½i� 1� contains the largest value of yij j computed at any step in the integration so
far.

8: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

9: iwsav½130� – Integer Communication Array
10: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call to nag_ode_ivp_rkts_setup
(d02pqc). They must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rkts_range
(d02pec) or other associated functions.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_CHANGED

On entry, n ¼ valueh i, but the value passed to the setup function was n ¼ valueh i.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, the communication arrays have become corrupted, or a catastrophic error has already
been detected elsewhere. You cannot continue integrating the problem.

NE_PREV_CALL_INI

You cannot call this function after it has returned an error.
You must call the setup function to start another problem.

NE_RK_GLOBAL_ERROR_S

The global error assessment algorithm failed at start of integration.
The integration is being terminated.

NE_RK_GLOBAL_ERROR_T

The global error assessment may not be reliable for times beyond valueh i.
The integration is being terminated.

NE_RK_INVALID_CALL

You cannot call this function when you have specified, in the setup function, that the step
integrator will be used.

NE_RK_POINTS

This function is being used inefficiently because the step size has been reduced drastically many
times to obtain answers at many points. Using the order 4 and 5 pair method at setup is more
appropriate here. You can continue integrating this problem.

NE_RK_STEP_TOO_SMALL

In order to satisfy your error requirements the solver has to use a step size of valueh i at the
current time, valueh i. This step size is too small for the machine precision, and is smaller than
valueh i.

NE_RK_TGOT_EQ_TEND

tend (setup) had already been reached in a previous call.
To start a new problem, you will need to call the setup function.

NE_RK_TGOT_RANGE_TEND

twant does not lie in the direction of integration. twant ¼ valueh i.
twant lies beyond tend (setup) in the direction of integration.
twant ¼ valueh i and tend ¼ valueh i.
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NE_RK_TGOT_RANGE_TEND_CLOSE

twant lies beyond tend (setup) in the direction of integration, but is very close to tend.
You may have intended twant ¼ tend.
twant� tendj j ¼ valueh i.

NE_RK_TWANT_CLOSE_TGOT

twant is too close to the last value of tgot (tstart on setup).
When using the method of order 8 at setup, these must differ by at least valueh i. Their absolute
difference is valueh i.

NE_STIFF_PROBLEM

Approximately valueh i function evaluations have been used to compute the solution since the
integration started or since this message was last printed. Your problem has been diagnosed as
stiff. If the situation persists, it will cost roughly valueh i times as much to reach tend (setup) as it
has cost to reach the current time. You should probably call functions intended for stiff problems.
However, you can continue integrating the problem.

NW_RK_TOO_MANY

Approximately valueh i function evaluations have been used to compute the solution since the
integration started or since this message was last printed. However, you can continue integrating
the problem.

7 Accuracy

The accuracy of integration is determined by the arguments tol and thresh in a prior call to
nag_ode_ivp_rkts_setup (d02pqc) (see the function document for nag_ode_ivp_rkts_setup (d02pqc) for
further details and advice). Note that only the local error at each step is controlled by these arguments.
The error estimates obtained are not strict bounds but are usually reliable over one step. Over a number
of steps the overall error may accumulate in various ways, depending on the properties of the
differential system.

8 Parallelism and Performance

nag_ode_ivp_rkts_range (d02pec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If nag_ode_ivp_rkts_range (d02pec) returns with fail:code ¼ NE_RK_STEP_TOO_SMALL and the
accuracy specified by tol and thresh is really required then you should consider whether there is a more
fundamental difficulty. For example, the solution may contain a singularity. In such a region the
solution components will usually be large in magnitude. Successive output values of ygot and ymax
should be monitored (or nag_ode_ivp_rkts_onestep (d02pfc) should be used since this takes one
integration step at a time) with the aim of trapping the solution before the singularity. In any case
numerical integration cannot be continued through a singularity, and analytical treatment may be
necessary.

Performance statistics are available after any return from nag_ode_ivp_rkts_range (d02pec) by a call to
nag_ode_ivp_rkts_diag (d02ptc). If errass ¼ Nag ErrorAssess on in the call to nag_ode_ivp_rkts_setup
(d02pqc), global error assessment is available after a return from nag_ode_ivp_rkts_range (d02pec) with
fail:code ¼ NE_NOERROR, NE_RK_GLOBAL_ERROR_S, NE_RK_GLOBAL_ERROR_T,
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NE_RK_POINTS, NE_RK_STEP_TOO_SMALL, NE_STIFF_PROBLEM or NW_RK_TOO_MANY
by a call to nag_ode_ivp_rkts_errass (d02puc).

After a failure with fail:code ¼ NE_RK_GLOBAL_ERROR_S, NE_RK_GLOBAL_ERROR_T or
NE_RK_STEP_TOO_SMALL each of the diagnostic functions nag_ode_ivp_rkts_diag (d02ptc) and
nag_ode_ivp_rkts_errass (d02puc) may be called only once.

If nag_ode_ivp_rkts_range (d02pec) returns with fail:code ¼ NE_STIFF_PROBLEM then it is
advisable to change to another code more suited to the solution of stiff problems. nag_ode_ivp_rkts_
range (d02pec) will not return with fail:code ¼ NE_STIFF_PROBLEM if the problem is actually stiff
but it is estimated that integration can be completed using less function evaluations than already
computed.

10 Example

This example solves the equation

y00 ¼ �y; y 0ð Þ ¼ 0; y0 0ð Þ ¼ 1

reposed as

y01 ¼ y2
y02 ¼ �y1

over the range 0; 2	½ � with initial conditions y1 ¼ 0:0 and y2 ¼ 1:0. Relative error control is used with
threshold values of 1:0e�8 for each solution component and compute the solution at intervals of length
	=4 across the range. A low-order Runge–Kutta method (see nag_ode_ivp_rkts_setup (d02pqc)) is also
used with tolerances tol ¼ 1:0e�3 and tol ¼ 1:0e�4 in turn so that the solutions can be compared.

See also Section 10 in nag_ode_ivp_rkts_errass (d02puc).

10.1 Program Text

/* nag_ode_ivp_rkts_range (d02pec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(double t, Integer n, const double *y,
double *yp, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define N 2

int main(void)
{

/* Scalars */
double tol0 = 1.0e-3;
Integer npts = 8, exit_status = 0;
Integer liwsav, lrwsav, n;
double hnext, hstart, tend, tgot, tinc, tol, tstart, twant, waste;
Integer fevals, i, j, k, stepcost, stepsok;
/* Arrays */
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static double ruser[1] = { -1.0 };
double *rwsav = 0, *thresh = 0, *ygot = 0, *yinit = 0, *ymax = 0;
double *ypgot = 0;
Integer *iwsav = 0;
char nag_enum_arg[40];
/* NAG types */
NagError fail;
Nag_RK_method method;
Nag_ErrorAssess errass;
Nag_Comm comm;

INIT_FAIL(fail);

n = N;
liwsav = 130;
lrwsav = 350 + 32 * n;

printf("nag_ode_ivp_rkts_range (d02pec) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (!(thresh = NAG_ALLOC(n, double)) ||
!(ygot = NAG_ALLOC(n, double)) ||
!(yinit = NAG_ALLOC(n, double)) ||
!(ypgot = NAG_ALLOC(n, double)) ||
!(ymax = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(liwsav, Integer)) ||
!(rwsav = NAG_ALLOC(lrwsav, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set initial conditions for ODE and parameters for the integrator. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac) Converts NAG enum member name to value. */
method = (Nag_RK_method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
errass = (Nag_ErrorAssess) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &tstart, &tend);

#else
scanf("%lf%lf%*[^\n] ", &tstart, &tend);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &yinit[j]);

#else
scanf("%lf", &yinit[j]);

#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &hstart);

#else
scanf("%lf%*[^\n] ", &hstart);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &thresh[j]);

#else
scanf("%lf", &thresh[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set control for output */
tinc = (tend - tstart) / (double) (npts);
tol = 10.0 * tol0;
for (i = 1; i <= 2; i++) {

tol = tol * 0.1;
/* Initialize Runge-Kutta method for integrating ODE using
* nag_ode_ivp_rkts_setup (d02pqc).
*/

nag_ode_ivp_rkts_setup(n, tstart, tend, yinit, tol, thresh, method,
errass, hstart, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_setup (d02pqc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf(" Calculation with tol = %8.1e\n", tol);
printf(" t y1 y2\n");
printf("%6.3f", tstart);
for (k = 0; k < n; k++)

printf(" %7.3f", yinit[k]);
printf("\n");

twant = tstart;
for (j = 0; j < npts; j++) {

twant = twant + tinc;
/* Solve ODE by Runge-Kutta method up to next time increment using
* nag_ode_ivp_rkts_range (d02pec).
*/

nag_ode_ivp_rkts_range(f, n, twant, &tgot, ygot, ypgot, ymax, &comm,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_range (d02pec).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

printf("%6.3f", tgot);
for (k = 0; k < n; k++)

printf(" %7.3f", ygot[k]);
printf("\n");

}
/* Get diagnostics on whole integration using
* nag_ode_ivp_rkts_diag (d02ptc).
*/

nag_ode_ivp_rkts_diag(&fevals, &stepcost, &waste, &stepsok, &hnext,
iwsav, rwsav, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_diag (d02ptc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
printf("Cost of the integration in evaluations of f is%6" NAG_IFMT "\n\n",

fevals);
}

END:
NAG_FREE(thresh);
NAG_FREE(yinit);
NAG_FREE(ygot);
NAG_FREE(ypgot);
NAG_FREE(ymax);
NAG_FREE(rwsav);
NAG_FREE(iwsav);
return exit_status;

}

static void NAG_CALL f(double t, Integer n, const double *y, double *yp,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
yp[0] = y[1];
yp[1] = -y[0];

}

10.2 Program Data

nag_ode_ivp_rkts_range (d02pec) Example Program Data
Nag_RK_2_3 : method
Nag_ErrorAssess_off : errass
0.0 6.28318530717958647692 : tstart, tend
0.0 1.0 : yinit(1:n)
0.0 : hstart
1.0E-8 1.0E-8 : thresh(1:n)

10.3 Program Results

nag_ode_ivp_rkts_range (d02pec) Example Program Results

Calculation with tol = 1.0e-03
t y1 y2

0.000 0.000 1.000
(User-supplied callback f, first invocation.)
0.785 0.707 0.707
1.571 0.999 -0.000
2.356 0.706 -0.706
3.142 -0.000 -0.999
3.927 -0.706 -0.706
4.712 -0.998 0.000
5.498 -0.705 0.706
6.283 0.001 0.997

Cost of the integration in evaluations of f is 124

Calculation with tol = 1.0e-04
t y1 y2

0.000 0.000 1.000
0.785 0.707 0.707
1.571 1.000 -0.000
2.356 0.707 -0.707
3.142 -0.000 -1.000
3.927 -0.707 -0.707
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4.712 -1.000 0.000
5.498 -0.707 0.707
6.283 0.000 1.000

Cost of the integration in evaluations of f is 235
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NAG Library Function Document

nag_ode_ivp_rkts_onestep (d02pfc)

1 Purpose

nag_ode_ivp_rkts_onestep (d02pfc) is a one-step function for solving an initial value problem for a
first-order system of ordinary differential equations using Runge–Kutta methods.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_onestep (

void (*f)(double t, Integer n, const double y[], double yp[],
Nag_Comm *comm),

Integer n, double *tnow, double ynow[], double ypnow[], Nag_Comm *comm,
Integer iwsav[], double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rkts_onestep (d02pfc) and its associated functions (nag_ode_ivp_rkts_setup (d02pqc),
nag_ode_ivp_rkts_reset_tend (d02prc), nag_ode_ivp_rkts_interp (d02psc), nag_ode_ivp_rkts_diag
(d02ptc) and nag_ode_ivp_rkts_errass (d02puc)) solve an initial value problem for a first-order system
of ordinary differential equations. The functions, based on Runge–Kutta methods and derived from
RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

nag_ode_ivp_rkts_onestep (d02pfc) is designed to be used in complicated tasks when solving systems
of ordinary differential equations. You must first call nag_ode_ivp_rkts_setup (d02pqc) to specify the
problem and how it is to be solved. Thereafter you (repeatedly) call nag_ode_ivp_rkts_onestep (d02pfc)
to take one integration step at a time from tstart in the direction of tend (as specified in
nag_ode_ivp_rkts_setup (d02pqc)). In this manner nag_ode_ivp_rkts_onestep (d02pfc) returns an
approximation to the solution ynow and its derivative ypnow at successive points tnow. If
nag_ode_ivp_rkts_onestep (d02pfc) encounters some difficulty in taking a step, the integration is not
advanced and the function returns with the same values of tnow, ynow and ypnow as returned on the
previous successful step. nag_ode_ivp_rkts_onestep (d02pfc) tries to advance the integration as far as
possible subject to passing the test on the local error and not going past tend.

In the call to nag_ode_ivp_rkts_setup (d02pqc) you can specify either the first step size for
nag_ode_ivp_rkts_onestep (d02pfc) to attempt or that it computes automatically an appropriate value.
Thereafter nag_ode_ivp_rkts_onestep (d02pfc) estimates an appropriate step size for its next step. This
value and other details of the integration can be obtained after any call to nag_ode_ivp_rkts_onestep
(d02pfc) by a call to nag_ode_ivp_rkts_diag (d02ptc). The local error is controlled at every step as
specified in nag_ode_ivp_rkts_setup (d02pqc). If you wish to assess the true error, you must set
errass ¼ Nag ErrorAssess on in the call to nag_ode_ivp_rkts_setup (d02pqc). This assessment can be
obtained after any call to nag_ode_ivp_rkts_onestep (d02pfc) by a call to nag_ode_ivp_rkts_errass
(d02puc).

If you want answers at specific points there are two ways to proceed:

(i) The more efficient way is to step past the point where a solution is desired, and then call
nag_ode_ivp_rkts_interp (d02psc) to get an answer there. Within the span of the current step, you
can get all the answers you want at very little cost by repeated calls to nag_ode_ivp_rkts_interp
(d02psc). This is very valuable when you want to find where something happens, e.g., where a
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particular solution component vanishes. You cannot proceed in this way with
method ¼ Nag RK 7 8.

(ii) The other way to get an answer at a specific point is to set tend to this value and integrate to tend.
nag_ode_ivp_rkts_onestep (d02pfc) will not step past tend, so when a step would carry it past, it
will reduce the step size so as to produce an answer at tend exactly. After getting an answer there
(tnow ¼ tend), you can reset tend to the next point where you want an answer, and repeat. tend
could be reset by a call to nag_ode_ivp_rkts_setup (d02pqc), but you should not do this. You
should use nag_ode_ivp_rkts_reset_tend (d02prc) instead because it is both easier to use and much
more efficient. This way of getting answers at specific points can be used with any of the available
methods, but it is the only way with method ¼ Nag RK 7 8. It can be inefficient. Should this be
the case, the code will bring the matter to your attention.

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: f – function, supplied by the user External Function

f must evaluate the functions fi (that is the first derivatives y0i) for given values of the arguments
t, yi.

The specification of f is:

void f (double t, Integer n, const double y[], double yp[],
Nag_Comm *comm)

1: t – double Input

On entry: t, the current value of the independent variable.

2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved.

3: y½n� – const double Input

On entry: the current values of the dependent variables, yi, for i ¼ 1; 2; . . . ;n.

4: yp½n� – double Output

On exit: the values of fi, for i ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_ivp_rkts_onestep
(d02pfc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_ode_ivp_rkts_onestep (d02pfc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).
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2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved.

Constraint: n 	 1.

3: tnow – double * Output

On exit: t, the value of the independent variable at which a solution has been computed.

4: ynow½n� – double Output

On exit: an approximation to the solution at tnow. The local error of the step to tnow was no
greater than permitted by the specified tolerances (see nag_ode_ivp_rkts_setup (d02pqc)).

5: ypnow½n� – double Output

On exit: an approximation to the first derivative of the solution at tnow.

6: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: iwsav½130� – Integer Communication Array
8: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call to nag_ode_ivp_rkts_setup
(d02pqc). They must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rkts_one
step (d02pfc) or other associated functions.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_CHANGED

On entry, n ¼ valueh i, but the value passed to the setup function was n ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MISSING_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, the communication arrays have become corrupted, or a catastrophic error has already
been detected elsewhere. You cannot continue integrating the problem.

NE_PREV_CALL_INI

A call to this function cannot be made after it has returned an error.
The setup function must be called to start another problem.

NE_RK_GLOBAL_ERROR_S

The global error assessment algorithm failed at start of integration.
The integration is being terminated.

NE_RK_GLOBAL_ERROR_T

The global error assessment may not be reliable for times beyond valueh i.
The integration is being terminated.

NE_RK_POINTS

More than 100 output points have been obtained by integrating to tend (as specified in the setup
function). They have been so clustered that it would probably be (much) more efficient to use the
interpolation function (if method ¼ Nag RK 7 8, switch to method ¼ Nag RK 4 5 at setup).
However, you can continue integrating the problem.

NE_RK_STEP_TOO_SMALL

In order to satisfy your error requirements the solver has to use a step size of valueh i at the
current time, valueh i. This step size is too small for the machine precision, and is smaller than
valueh i.

NE_RK_TGOT_EQ_TEND

tend, as specified in the setup function, has already been reached. To start a new problem, you
will need to call the setup function. To continue integration beyond tend then
nag_ode_ivp_rkts_reset_tend (d02prc) must first be called to reset tend to a new end value.

NE_STIFF_PROBLEM

Approximately valueh i function evaluations have been used to compute the solution since the
integration started or since this message was last printed. Your problem has been diagnosed as
stiff. If the situation persists, it will cost roughly valueh i times as much to reach tend (setup) as it
has cost to reach the current time. You should probably call functions intended for stiff problems.
However, you can continue integrating the problem.

NW_RK_TOO_MANY

Approximately valueh i function evaluations have been used to compute the solution since the
integration started or since this message was last printed. However, you can continue integrating
the problem.
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7 Accuracy

The accuracy of integration is determined by the arguments tol and thresh in a prior call to
nag_ode_ivp_rkts_setup (d02pqc) (see the function document for nag_ode_ivp_rkts_setup (d02pqc) for
further details and advice). Note that only the local error at each step is controlled by these arguments.
The error estimates obtained are not strict bounds but are usually reliable over one step. Over a number
of steps the overall error may accumulate in various ways, depending on the properties of the
differential system.

8 Parallelism and Performance

nag_ode_ivp_rkts_onestep (d02pfc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If nag_ode_ivp_rkts_onestep (d02pfc) returns with fail:code ¼ NE_RK_STEP_TOO_SMALL and the
accuracy specified by tol and thresh is really required then you should consider whether there is a more
fundamental difficulty. For example, the solution may contain a singularity. In such a region the
solution components will usually be large in magnitude. Successive output values of ynow should be
monitored with the aim of trapping the solution before the singularity. In any case numerical integration
cannot be continued through a singularity, and analytical treatment may be necessary.

Performance statistics are available after any return from nag_ode_ivp_rkts_onestep (d02pfc) (except
when fail:code ¼ NE_BAD_PARAM, NE_INT_CHANGED, NE_MISSING_CALL, NE_PREV_CALL,
NE_PREV_CALL_INI or NE_RK_TGOT_EQ_TEND) by a call to nag_ode_ivp_rkts_diag (d02ptc). If
errass ¼ Nag ErrorAssess on in the call to nag_ode_ivp_rkts_setup (d02pqc), global error assessment
is available after any return from nag_ode_ivp_rkts_onestep (d02pfc) (except when fail:code ¼
NE_BAD_PARAM, NE_INT_CHANGED, NE_MISSING_CALL, NE_PREV_CALL,
NE_PREV_CALL_INI or NE_RK_TGOT_EQ_TEND) by a call to nag_ode_ivp_rkts_errass (d02puc).

After a failure with fail:code ¼ NE_RK_GLOBAL_ERROR_S, NE_RK_GLOBAL_ERROR_T or
NE_RK_STEP_TOO_SMALL each of the diagnostic functions nag_ode_ivp_rkts_diag (d02ptc) and
nag_ode_ivp_rkts_errass (d02puc) may be called only once.

If nag_ode_ivp_rkts_onestep (d02pfc) returns with fail:code ¼ NE_STIFF_PROBLEM then it is
advisable to change to another code more suited to the solution of stiff problems. nag_ode_ivp_rkts_one
step (d02pfc) will not return with fail:code ¼ NE_STIFF_PROBLEM if the problem is actually stiff but
it is estimated that integration can be completed using less function evaluations than already computed.

10 Example

This example solves the equation

y00 ¼ �y; y 0ð Þ ¼ 0; y0 0ð Þ ¼ 1

reposed as

y01 ¼ y2
y02 ¼ �y1

over the range 0; 2	½ � with initial conditions y1 ¼ 0:0 and y2 ¼ 1:0. We use relative error control with
threshold values of 1:0e�8 for each solution component and print the solution at each integration step
across the range. We use a medium order Runge–Kutta method (method ¼ Nag RK 4 5) with
tolerances tol ¼ 1:0e�4 and tol ¼ 1:0e�5 in turn so that we may compare the solutions.
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10.1 Program Text

/* nag_ode_ivp_rkts_onestep (d02pfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(double t, Integer n, const double *y,
double *yp, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define N 2

int main(void)
{

/* Scalars */
double tol0 = 1.0e-3;
Integer exit_status = 0;
Integer liwsav, lrwsav, n;
double hnext, hstart, tend, tgot, tol, tstart, waste;
Integer fevals, i, j, k, stepcost, stepsok;
/* Arrays */
static double ruser[1] = { -1.0 };
double *rwsav = 0, *thresh = 0, *ygot = 0, *yinit = 0, *ypgot = 0;
Integer *iwsav = 0;
char nag_enum_arg[40];
/* NAG types */
NagError fail;
Nag_RK_method method;
Nag_ErrorAssess errass;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_ode_ivp_rkts_onestep (d02pfc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

n = N;
liwsav = 130;
lrwsav = 350 + 32 * n;
if (!(thresh = NAG_ALLOC(n, double)) ||

!(ygot = NAG_ALLOC(n, double)) ||
!(yinit = NAG_ALLOC(n, double)) ||
!(ypgot = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(liwsav, Integer)) ||
!(rwsav = NAG_ALLOC(lrwsav, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set initial conditions for ODE and parameters for the integrator. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac) Converts NAG enum member name to value. */
method = (Nag_RK_method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
errass = (Nag_ErrorAssess) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &tstart, &tend);

#else
scanf("%lf%lf%*[^\n] ", &tstart, &tend);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &yinit[j]);

#else
scanf("%lf", &yinit[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &hstart);

#else
scanf("%lf%*[^\n] ", &hstart);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &thresh[j]);

#else
scanf("%lf", &thresh[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

tol = tol0;
for (i = 1; i <= 2; i++) {

tol = tol * 0.1;
/* Initialize Runge-Kutta method for integrating ODE using
* nag_ode_ivp_rkts_setup (d02pqc).
*/

nag_ode_ivp_rkts_setup(n, tstart, tend, yinit, tol, thresh, method,
errass, hstart, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_setup (d02pqc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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printf(" Calculation with tol = %8.1e\n", tol);
printf(" t y1 y2\n");
printf("%6.3f", tstart);
for (k = 0; k < n; k++)

printf(" %7.3f", yinit[k]);
printf("\n");

tgot = tstart;
while (tgot < tend) {

/* Solve ODE by Runge-Kutta method by a sequence of single steps using
* nag_ode_ivp_rkts_onestep (d02pfc).
*/

nag_ode_ivp_rkts_onestep(f, n, &tgot, ygot, ypgot, &comm,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_onestep (d02pfc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

printf("%6.3f", tgot);
for (k = 0; k < n; k++)

printf(" %7.3f", ygot[k]);
printf("\n");

}
/* Get diagnostics on whole integration using
* nag_ode_ivp_rkts_diag (d02ptc).
*/

nag_ode_ivp_rkts_diag(&fevals, &stepcost, &waste, &stepsok, &hnext,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_diag (d02ptc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
printf("Cost of the integration in evaluations of f is %6" NAG_IFMT

"\n\n", fevals);
}

END:
NAG_FREE(thresh);
NAG_FREE(yinit);
NAG_FREE(ygot);
NAG_FREE(ypgot);
NAG_FREE(rwsav);
NAG_FREE(iwsav);
return exit_status;

}

static void NAG_CALL f(double t, Integer n, const double *y, double *yp,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
yp[0] = y[1];
yp[1] = -y[0];

}

10.2 Program Data

nag_ode_ivp_rkts_onestep (d02pfc) Example Program Data
Nag_RK_4_5 : method
Nag_ErrorAssess_off : errass
0.0 6.28318530717958647692 : tstart, tend
0.0 1.0 : yinit(1:n)
0.0 : hstart
1.0E-8 1.0E-8 : thresh(1:n)

d02pfc NAG Library Manual

d02pfc.8 Mark 26



10.3 Program Results

nag_ode_ivp_rkts_onestep (d02pfc) Example Program Results

Calculation with tol = 1.0e-04
t y1 y2

0.000 0.000 1.000
(User-supplied callback f, first invocation.)
0.785 0.707 0.707
1.519 0.999 0.051
2.282 0.757 -0.653
2.911 0.229 -0.974
3.706 -0.535 -0.845
4.364 -0.940 -0.341
5.320 -0.821 0.571
5.802 -0.463 0.886
6.283 0.000 1.000

Cost of the integration in evaluations of f is 78

Calculation with tol = 1.0e-05
t y1 y2

0.000 0.000 1.000
0.393 0.383 0.924
0.785 0.707 0.707
1.416 0.988 0.154
1.870 0.956 -0.294
2.204 0.806 -0.592
2.761 0.371 -0.929
3.230 -0.088 -0.996
3.587 -0.430 -0.903
4.022 -0.771 -0.637
4.641 -0.997 -0.072
5.152 -0.905 0.426
5.521 -0.690 0.724
5.902 -0.372 0.928
6.283 0.000 1.000

Cost of the integration in evaluations of f is 118
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NAG Library Function Document

nag_ode_ivp_rk_step_revcomm (d02pgc)

1 Purpose

nag_ode_ivp_rk_step_revcomm (d02pgc) is a reverse communication one-step function for solving an
initial value problem for a first-order system of ordinary differential equations using Runge–Kutta
methods. The direct communication version of this function is nag_ode_ivp_rkts_onestep (d02pfc). See
Section 2.3.2 in How to Use the NAG Library and its Documentation for the difference between
forward and reverse communication.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rk_step_revcomm (Integer *irevcm, Integer n, double *t,
double y[], const double yp[], Integer iwsav[], double rwsav[],
NagError *fail)

3 Description

nag_ode_ivp_rk_step_revcomm (d02pgc) and its associated functions (nag_ode_ivp_rk_interp_setup
(d02phc), nag_ode_ivp_rk_interp_eval (d02pjc), nag_ode_ivp_rkts_setup (d02pqc), nag_ode_ivp_rkts_
reset_tend (d02prc), nag_ode_ivp_rkts_diag (d02ptc) and nag_ode_ivp_rkts_errass (d02puc)) solve an
initial value problem for a first-order system of ordinary differential equations. The functions, based on
Runge–Kutta methods and derived from RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

nag_ode_ivp_rk_step_revcomm (d02pgc) is designed to be used in complicated tasks when solving
systems of ordinary differential equations. You must first call nag_ode_ivp_rkts_setup (d02pqc) to
specify the problem and how it is to be solved. Thereafter you (repeatedly) call nag_ode_ivp_rk_
step_revcomm (d02pgc) in reverse communication loops to take one integration step at a time from
tstart in the direction of tend (as specified in nag_ode_ivp_rkts_setup (d02pqc)). In this manner
nag_ode_ivp_rk_step_revcomm (d02pgc) returns an approximation to the solution y and its derivative
yp at successive points t. If nag_ode_ivp_rk_step_revcomm (d02pgc) encounters some difficulty in
taking a step, the integration is not advanced and the function returns with the same values of t, y and
yp as returned on the previous successful step. nag_ode_ivp_rk_step_revcomm (d02pgc) tries to
advance the integration as far as possible subject to passing the test on the local error and not going
past tend.

In the call to nag_ode_ivp_rkts_setup (d02pqc) you can specify either the first step size for
nag_ode_ivp_rk_step_revcomm (d02pgc) to attempt or it computes automatically an appropriate value.
Thereafter nag_ode_ivp_rk_step_revcomm (d02pgc) estimates an appropriate step size for its next step.
This value and other details of the integration can be obtained after a completed step by
nag_ode_ivp_rk_step_revcomm (d02pgc) by a call to nag_ode_ivp_rkts_diag (d02ptc). The local error
is controlled at every step as specified in nag_ode_ivp_rkts_setup (d02pqc). If you wish to assess the
true error, you must set errass ¼ Nag ErrorAssess on in the call to nag_ode_ivp_rkts_setup (d02pqc).
This assessment can be obtained after any call to nag_ode_ivp_rk_step_revcomm (d02pgc) by a call to
nag_ode_ivp_rkts_errass (d02puc).

If you want answers at specific points there are two ways to proceed:

(i) The more efficient way is to step past the point where a solution is desired, and then call
nag_ode_ivp_rk_interp_setup (d02phc) and nag_ode_ivp_rk_interp_eval (d02pjc) to get an answer
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there. Within the span of the current step, you can get all the answers you want at very little cost
by repeated calls to nag_ode_ivp_rk_interp_eval (d02pjc). This is very valuable when you want to
find where something happens, e.g., where a particular solution component vanishes.

(ii) Alternatively, set tend to the desired value and integrate to tend. nag_ode_ivp_rk_step_revcomm
(d02pgc) will not step past tend, so when a step would carry it past, it will reduce the step size so
as to produce an answer at tend exactly. After getting an answer there (t ¼ tend), you can reset
tend to the next point where you want an answer, and repeat. tend could be reset by a call to
nag_ode_ivp_rkts_setup (d02pqc), but you should not do this. You should use nag_ode_ivp_rkts_
reset_tend (d02prc) instead because it is both easier to use and much more efficient. This way of
getting answers at specific points can be used with any of the available methods, but it can be
inefficient. Should this be the case, the code will bring the matter to your attention.

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than those specified by the value of irevcm must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm must be set to zero to indicate that a new step is being taken.

On intermediate re-entry: irevcm should remain unchanged.

On intermediate exit: irevcm returns a value > 0 to indicate that a function evaluation is
required prior to re-entry; the value of the derivatives y0 ¼ f t; yð Þ must be returned in yp where
the value of t is supplied in t and the values y tð Þ are supplied in the array y. The value of irevcm
indicates the reason for the function evaluation as follows:

irevcm ¼ 1
For initial entry values of t and y.

irevcm ¼ 2
To determine stiffness of system.

irevcm ¼ 3
For the stages of the primary step.

irevcm ¼ 4
A final stage of the primary step.

irevcm ¼ 5
For the stages of a secondary step (if global error assessment is required).

On final exit:

irevcm ¼ �1
Successful exit; t, y and yp contain the solution at the end of a successful integration step.

irevcm ¼ �2
Error exit; fail should be interrogated to determine the nature of the error.

2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved.

Constraint: n 	 1. This must be the same value as supplied in a previous call to
nag_ode_ivp_rkts_setup (d02pqc).
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3: t – double * Output

On intermediate exit: t contains the value of the independent variable t at which the derivatives
y0 are to be evaluated.

On final exit: the value of t at which a solution has been computed following a successful step.

4: y½n� – double Output

On intermediate exit: y contains the value of the solution y at which the derivatives y0 are to be
evaluated.

On final exit: the approximation to the solution computed following a successful step.

5: yp½n� – const double Input

On initial entry: yp need not be set.

On intermediate re-entry: yp must contain the value of the derivatives y0 ¼ f t; yð Þ where t is
supplied in t and y is supplied in the array y.

6: iwsav½130� – Integer Communication Array
7: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call to nag_ode_ivp_rkts_setup
(d02pqc). They must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rk_
step_revcomm (d02pgc) or other associated functions.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

irevcm < 0 on entry.

On entry, argument valueh i had an illegal value.

NE_INT_CHANGED

On entry, n ¼ valueh i, but the value passed to the setup function was n ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, the communication arrays have become corrupted, or a catastrophic error has already
been detected elsewhere. You cannot continue integrating the problem.

NE_PREV_CALL_INI

A call to this function cannot be made after it has returned an error.
The setup function must be called to start another problem.

NE_RK_GLOBAL_ERROR_S

The global error assessment algorithm failed at start of integration.
The integration is being terminated.

NE_RK_GLOBAL_ERROR_T

The global error assessment may not be reliable for times beyond valueh i.
The integration is being terminated.

NE_RK_POINTS

More than 100 output points have been obtained by integrating to tend (as specified in the setup
function). They have been so clustered that it would probably be (much) more efficient to use the
interpolation function. However, you can continue integrating the problem.

NE_RK_STEP_TOO_SMALL

In order to satisfy your error requirements the solver has to use a step size of valueh i at the
current time, valueh i. This step size is too small for the machine precision, and is smaller than
valueh i.

NE_RK_TGOT_EQ_TEND

tend, as specified in the setup function, has already been reached. To start a new problem, you
will need to call the setup function. To continue integration beyond tend then
nag_ode_ivp_rkts_reset_tend (d02prc) must first be called to reset tend to a new end value.

NE_STIFF_PROBLEM

Approximately valueh i function evaluations have been used to compute the solution since the
integration started or since this message was last printed. Your problem has been diagnosed as
stiff. If the situation persists, it will cost roughly valueh i times as much to reach tend (setup) as it
has cost to reach the current time. You should probably call functions intended for stiff problems.
However, you can continue integrating the problem.

NW_RK_TOO_MANY

Approximately valueh i function evaluations have been used to compute the solution since the
integration started or since this message was last printed. However, you can continue integrating
the problem.

7 Accuracy

The accuracy of integration is determined by the arguments tol and thresh in a prior call to
nag_ode_ivp_rkts_setup (d02pqc) (see the function document for nag_ode_ivp_rkts_setup (d02pqc) for
further details and advice). Note that only the local error at each step is controlled by these arguments.
The error estimates obtained are not strict bounds but are usually reliable over one step. Over a number
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of steps the overall error may accumulate in various ways, depending on the properties of the
differential system.

8 Parallelism and Performance

nag_ode_ivp_rk_step_revcomm (d02pgc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If nag_ode_ivp_rk_step_revcomm (d02pgc) returns with fail:code ¼ NE_RK_GLOBAL_ERROR_S,
NE_RK_GLOBAL_ERROR_T, NE_RK_POINTS, NE_RK_STEP_TOO_SMALL,
NE_STIFF_PROBLEM or NW_RK_TOO_MANY then the values returned in t and y are for the last
successful step, or the initial conditions supplied if no successful step has been taken.

If nag_ode_ivp_rk_step_revcomm (d02pgc) returns with fail:code ¼ NE_RK_STEP_TOO_SMALL and
the accuracy specified by tol and thresh is really required then you should consider whether there is a
more fundamental difficulty. For example, the solution may contain a singularity. In such a region the
solution components will usually be large in magnitude. Successive output values of y should be
monitored with the aim of trapping the solution before the singularity. In any case, numerical
integration cannot be continued through a singularity and analytical treatment may be necessary.

Performance statistics are available after any return from nag_ode_ivp_rk_step_revcomm (d02pgc)
(except when fail:code ¼ NE_BAD_PARAM, NE_INT_CHANGED, NE_MISSING_CALL,
NE_PREV_CALL, NE_PREV_CALL_INI or NE_RK_TGOT_EQ_TEND) by a call to nag_o
de_ivp_rkts_diag (d02ptc). If errass ¼ Nag ErrorAssess on in the call to nag_ode_ivp_rkts_setup
(d02pqc), global error assessment is available after any return from nag_ode_ivp_rk_step_revcomm
(d02pgc) (except when fail:code ¼ NE_BAD_PARAM, NE_INT_CHANGED, NE_MISSING_CALL,
NE_PREV_CALL, NE_PREV_CALL_INI or NE_RK_TGOT_EQ_TEND) by a call to nag_ode_ivp_rkt
s_errass (d02puc).

After a failure with fail:code ¼ NE_RK_GLOBAL_ERROR_S, NE_RK_GLOBAL_ERROR_T or
NE_RK_STEP_TOO_SMALL each of the diagnostic functions nag_ode_ivp_rkts_diag (d02ptc) and
nag_ode_ivp_rkts_errass (d02puc) may be called only once.

If nag_ode_ivp_rk_step_revcomm (d02pgc) returns with fail:code ¼ NE_STIFF_PROBLEM then it is
advisable to change to another code more suited to the solution of stiff problems. nag_ode_ivp_rk_
step_revcomm (d02pgc) will not return with fail:code ¼ NE_STIFF_PROBLEM if the problem is
actually stiff but it is estimated that integration can be completed using less function evaluations than
already computed.

10 Example

This example solves the equation

y00 ¼ �y; y 0ð Þ ¼ 0; y0 0ð Þ ¼ 1

reposed as

y01 ¼ y2
y02 ¼ �y1

over the range 0; 2	½ � with initial conditions y1 ¼ 0:0 and y2 ¼ 1:0. We use relative error control with
threshold values of 1:0e�8 for each solution component and print the solution at regular intervals using
the interpolation functions nag_ode_ivp_rk_interp_setup (d02phc) and nag_ode_ivp_rk_interp_eval
(d02pjc) within integration steps across the range; points on the range at which y1 or y2 change sign are
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also evaluated using a combination of the root finding function nag_zero_cont_func_brent_rcomm
(c05azc) and the interpolation functions. We use a medium order Runge–Kutta method
(method ¼ Nag RK 4 5) with tolerance tol ¼ 1:0e�5.

10.1 Program Text

/* nag_ode_ivp_rk_step_revcomm (d02pgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc05.h>
#include <nagd02.h>

int main(void)
{

/* Constants */
double const tol = 1.0e-5;
Integer const n = 2;
Integer const liwsav = 130;

/* Scalars */
double hnext, hstart, t, t1, t2, tend, tnow, tout, tprev, waste;
Integer ind, irevcm, j, k, nchange, stepcost,

stepsok, totf, lrwsav, lwcomm, exit_status = 0;
/* Arrays */
double c[17];
double *rwsav = 0, *thresh = 0, *troot = 0, *wcomm = 0, *y = 0,

*ynow = 0, *yout = 0, *yp = 0, *ypnow = 0, *yprev = 0;
Integer *iroot = 0, *iwsav = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_Boolean icheck;
NagError fail, fail2;
Nag_RK_method method;
Nag_ErrorAssess errass;

INIT_FAIL(fail);
INIT_FAIL(fail2);

printf("nag_ode_ivp_rk_step_revcomm (d02pgc) Example Program Results\n\n");

lrwsav = 350 + 32 * n;
lwcomm = 6 * n;

if (!(thresh = NAG_ALLOC((n), double)) ||
!(iwsav = NAG_ALLOC((liwsav), Integer)) ||
!(rwsav = NAG_ALLOC((lrwsav), double)) ||
!(ynow = NAG_ALLOC((n), double)) ||
!(ypnow = NAG_ALLOC((n), double)) ||
!(yprev = NAG_ALLOC((n), double)) ||
!(wcomm = NAG_ALLOC((lwcomm), double)) ||
!(yout = NAG_ALLOC((n), double)) ||
!(iroot = NAG_ALLOC((n), Integer)) ||
!(y = NAG_ALLOC((n), double)) ||
!(yp = NAG_ALLOC((n), double)) || !(troot = NAG_ALLOC((n), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set initial conditions for ODE and parameters for the integrator. */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac) Converts NAG enum member name to value. */
method = (Nag_RK_method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
errass = (Nag_ErrorAssess) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &t, &tend);

#else
scanf("%lf%lf%*[^\n] ", &t, &tend);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &ynow[j]);

#else
scanf("%lf", &ynow[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &hstart);

#else
scanf("%lf%*[^\n] ", &hstart);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &thresh[j]);

#else
scanf("%lf", &thresh[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initialize Runge-Kutta method for integrating ODE using
* nag_ode_ivp_rkts_setup (d02pqc).
*/

nag_ode_ivp_rkts_setup(n, t, tend, ynow, tol, thresh, method,
errass, hstart, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_setup (d02pqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Calculation with tol = %8.1e\n", tol);
printf(" t y1 y2\n");
printf("%7.3f", t);
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for (k = 0; k < n; k++)
printf("%11.4f", ynow[k]);

printf("\n");

tout = 0.1;
tnow = t;

while (tnow < tend) {
tprev = tnow;
for (k = 0; k < n; ++k)

yprev[k] = ynow[k];

/* Solve ODE by Runge-Kutta method by a sequence of single steps.
* Each step requires a reverse communication loop around
* nag_ode_ivp_rk_step_revcomm (d02pgc).
*/

irevcm = 0;
while (irevcm >= 0) {

nag_ode_ivp_rk_step_revcomm(&irevcm, n, &tnow, ynow, ypnow, iwsav,
rwsav, &fail);

if (irevcm > 0) {
ypnow[0] = ynow[1];
ypnow[1] = -ynow[0];

}
}
if (irevcm==-2) {

if (fail.code != NE_RK_POINTS && fail.code != NE_STIFF_PROBLEM &&
fail.code != NW_RK_TOO_MANY) {

printf("Error from nag_ode_ivp_rk_step (d02pgc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
}

/* Detect sign changes in last step */
for (k = 0; k < n; ++k)

iroot[k] = 0;
nchange = 0;
for (k = 0; k < n; ++k) {

if (ynow[k] * yprev[k] < 0.0) {
iroot[nchange] = k + 1;
nchange++;

}
}
if (tnow >= tout || nchange > 0) {

/* nag_ode_ivp_rk_interp_setup (d02phc).
* Compute interpolant for the last step taken by the Runge-Kutta
* integrator nag_ode_ivp_rk_step_revcomm (d02pgc).
*/

irevcm = 0;
while (irevcm >= 0) {

nag_ode_ivp_rk_interp_setup(&irevcm, n, n, &t, y, yp, wcomm, lwcomm,
iwsav, rwsav, &fail);

if (irevcm > 0) {
yp[0] = y[1];
yp[1] = -y[0];

}
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_rk_interp_setup (d02phc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}
icheck = Nag_TRUE;
for (k = 0; k < nchange; ++k) {

j = iroot[k] - 1;
t1 = tprev;
t2 = tnow;
ind = 1;
/* nag_zero_cont_func_brent_rcomm (c05azc).
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* Locates a simple zero of a continuous function.
* Reverse communication.
*/

while (ind != 0) {
nag_zero_cont_func_brent_rcomm(&t1, &t2, y[j], tol,

Nag_Mixed, c, &ind, &fail);
if (ind > 1) {

/* nag_ode_ivp_rk_interp_eval (d02pjc).
* Evaluate interpolant at a point in the last integrated step
* as computed by nag_ode_ivp_rk_interp_setup (d02phc).
*/

nag_ode_ivp_rk_interp_eval(icheck, n, n, t1, 0, y, wcomm,
lwcomm, iwsav, rwsav, &fail2);

icheck = Nag_FALSE;
}

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_zero_cont_func_brent_rcomm (c05azc).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}
troot[k] = t1;

}
while (tnow >= tout) {

for (k = 0; k < nchange; k++) {
if (troot[k] < tout && iroot[k] > 0) {

printf("Component %2" NAG_IFMT " has a root at t = %7.4f\n",
iroot[k], troot[k]);

iroot[k] = -iroot[k];
}

}
nag_ode_ivp_rk_interp_eval(icheck, n, n, tout, 0, yout, wcomm,

lwcomm, iwsav, rwsav, &fail2);
icheck = Nag_FALSE;
printf("%7.3f", tout);
for (k = 0; k < n; k++) {

printf("%11.4f", yout[k]);
}
printf("\n");
tout = tout + 0.1;

}
for (k = 0; k < nchange; k++) {

if (iroot[k] > 0) {
printf("Component %2" NAG_IFMT " has a root at t = %7.4f\n",

iroot[k], troot[k]);
}

}
}

}
/* Get diagnostics on whole integration using
* nag_ode_ivp_rkts_diag (d02ptc).
*/

nag_ode_ivp_rkts_diag(&totf, &stepcost, &waste, &stepsok, &hnext,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_diag (d02ptc).\n%s\n", fail.message);
exit_status = 5;
goto END;

}
printf("\nCost of the integration in evaluations of f is %6" NAG_IFMT

"\n\n", totf);

END:
NAG_FREE(thresh);
NAG_FREE(ynow);
NAG_FREE(ypnow);
NAG_FREE(yprev);
NAG_FREE(yout);
NAG_FREE(y);
NAG_FREE(yp);
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NAG_FREE(wcomm);
NAG_FREE(rwsav);
NAG_FREE(iwsav);
NAG_FREE(iroot);
NAG_FREE(troot);
return exit_status;

}

10.2 Program Data

nag_ode_ivp_rk_step_revcomm (d02pgc) Example Program Data
Nag_RK_4_5 : method
Nag_ErrorAssess_on : errass
0.0 6.28318530717958647692 : tstart, tend
0.0 1.0 : yinit(1:n)
0.0 : hstart
1.0e-8 1.0e-8 : thres(1:n)

10.3 Program Results

nag_ode_ivp_rk_step_revcomm (d02pgc) Example Program Results

Calculation with tol = 1.0e-05
t y1 y2

0.000 0.0000 1.0000
0.100 0.0998 0.9950
0.200 0.1987 0.9801
0.300 0.2955 0.9553
0.400 0.3894 0.9211
0.500 0.4794 0.8776
0.600 0.5646 0.8253
0.700 0.6442 0.7648
0.800 0.7174 0.6967
0.900 0.7833 0.6216
1.000 0.8415 0.5403
1.100 0.8912 0.4536
1.200 0.9320 0.3624
1.300 0.9636 0.2675
1.400 0.9854 0.1700
1.500 0.9975 0.0707

Component 2 has a root at t = 1.5708
1.600 0.9996 -0.0292
1.700 0.9917 -0.1288
1.800 0.9738 -0.2272
1.900 0.9463 -0.3233
2.000 0.9093 -0.4161
2.100 0.8632 -0.5048
2.200 0.8085 -0.5885
2.300 0.7457 -0.6663
2.400 0.6755 -0.7374
2.500 0.5985 -0.8011
2.600 0.5155 -0.8569
2.700 0.4274 -0.9041
2.800 0.3350 -0.9422
2.900 0.2392 -0.9710
3.000 0.1411 -0.9900
3.100 0.0416 -0.9991

Component 1 has a root at t = 3.1416
3.200 -0.0584 -0.9983
3.300 -0.1577 -0.9875
3.400 -0.2555 -0.9668
3.500 -0.3508 -0.9365
3.600 -0.4425 -0.8968
3.700 -0.5298 -0.8481
3.800 -0.6119 -0.7910
3.900 -0.6878 -0.7259
4.000 -0.7568 -0.6536
4.100 -0.8183 -0.5748
4.200 -0.8716 -0.4903
4.300 -0.9162 -0.4008
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4.400 -0.9516 -0.3073
4.500 -0.9775 -0.2108
4.600 -0.9937 -0.1122
4.700 -0.9999 -0.0124

Component 2 has a root at t = 4.7124
4.800 -0.9962 0.0875
4.900 -0.9825 0.1865
5.000 -0.9589 0.2837
5.100 -0.9258 0.3780
5.200 -0.8835 0.4685
5.300 -0.8323 0.5544
5.400 -0.7728 0.6347
5.500 -0.7055 0.7087
5.600 -0.6313 0.7756
5.700 -0.5507 0.8347
5.800 -0.4646 0.8855
5.900 -0.3739 0.9275
6.000 -0.2794 0.9602
6.100 -0.1822 0.9833
6.200 -0.0831 0.9965

Component 1 has a root at t = 6.2832

Cost of the integration in evaluations of f is 356
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NAG Library Function Document

nag_ode_ivp_rk_interp_setup (d02phc)

1 Purpose

nag_ode_ivp_rk_interp_setup (d02phc) is a reverse communication function that computes the
interpolant for evaluation by nag_ode_ivp_rk_interp_eval (d02pjc) anywhere on an integration step
taken by nag_ode_ivp_rk_step_revcomm (d02pgc). The direct communication version of the
nag_ode_ivp_rk_interp_setup (d02phc) and nag_ode_ivp_rk_interp_eval (d02pjc) pair is nag_o
de_ivp_rkts_interp (d02psc). A significant difference in functionality between the forward and reverse
communication versions is that nag_ode_ivp_rk_interp_setup (d02phc) and nag_ode_ivp_rk_interp_eval
(d02pjc) can interpolate for the high-order Runge–Kutta method.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rk_interp_setup (Integer *irevcm, Integer n, Integer nwant,
double *t, double y[], const double yp[], double wcomm[],
Integer lwcomm, Integer iwsav[], double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rk_interp_setup (d02phc) and its associated functions (nag_ode_ivp_rk_step_revcomm
(d02pgc), nag_ode_ivp_rk_interp_eval (d02pjc), nag_ode_ivp_rkts_setup (d02pqc), nag_ode_ivp_rkts_
reset_tend (d02prc), nag_ode_ivp_rkts_diag (d02ptc) and nag_ode_ivp_rkts_errass (d02puc)) solve the
initial value problem for a first-order system of ordinary differential equations. The functions, based on
Runge–Kutta methods and derived from RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

nag_ode_ivp_rk_step_revcomm (d02pgc) computes the solution at the end of an integration step. Using
the information computed on that step nag_ode_ivp_rk_interp_setup (d02phc) computes the interpolant
which can be evaluated at any point on that step by nag_ode_ivp_rk_interp_eval (d02pjc). If
method ¼ Nag RK 2 3 then there is enough information available from the stages of the last step to
provide an interpolant of sufficient order of accuracy; no further derivative evaluations will therefore be
requested. If method ¼ Nag RK 4 5 then the interpolant is an order 8 continuous Runge–Kutta process
that requires a further 3 stages of derivative evaluations that will be requested in turn before a final exit.
If method ¼ Nag RK 7 8 was specified in the call to setup function nag_ode_ivp_rkts_setup (d02pqc)
then the interpolant is a continuous Runge–Kutta process requiring a further 7 stages of derivative
evaluations that will be requested in turn.

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than those specified by the value of irevcm must remain unchanged.
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1: irevcm – Integer * Input/Output

On initial entry: irevcm must be set to zero to indicate that the interpolant for a new step is
being taken.

On intermediate re-entry: irevcm should remain unchanged.

On intermediate exit: irevcm returns a value 1 to indicate that a function evaluation is required
prior to re-entry; the value of the derivatives must be returned in yp where the value of t is
supplied in t and the values y tð Þ are supplied in the array y.

On final exit:

irevcm ¼ �1
Successful exit; rwsav and wcomm contain details of the interpolant.

irevcm ¼ �2
Error exit; fail should be interrogated to determine the nature of the error.

2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved by the
integration function.

Constraint: n 	 1. This must be the same value as supplied in a previous call to
nag_ode_ivp_rkts_setup (d02pqc).

3: nwant – Integer Input

On entry: the number of components of the solution to be computed. The first nwant components
are evaluated.

Constraint: 1 � nwant � n.

4: t – double * Output

On intermediate exit: t contains the value of the independent variable t at which the derivatives
y0 are to be evaluated.

On final exit: contains no useful information.

5: y½n� – double Output

On intermediate exit: y contains the value of the solution y at which the derivatives y0 are to be
evaluated.

On final exit: contains no useful information.

6: yp½n� – const double Input

On initial entry: need not be set.

On intermediate re-entry: yp must contain the values of the derivatives y0i for the given values of
the arguments t, yi.

7: wcomm½lwcomm� – double Communication Array

On entry: wcomm need not be set.

On intermediate re-entry: wcomm contains the partial computation of the polynomial coefficients
corresponding to a continuous Runge–Kutta process for interpolating medium and high order
Runge–Kutta methods.

On final exit: if method ¼ Nag RK 4 5 or Nag RK 7 8, wcomm contains details of the
interpolant which must be passed unchanged to nag_ode_ivp_rk_interp_eval (d02pjc) for
evaluation of the interpolant.
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8: lwcomm – Integer Input

On entry: length of wcomm.

If in a previous call to nag_ode_ivp_rkts_setup (d02pqc):

method ¼ Nag RK 2 3, lwcomm must be at least 1.

method ¼ Nag RK 4 5, lwcomm must be at least nþmax n; 5� nwantð Þ.
method ¼ Nag RK 7 8, lwcomm must be at least 8� nwant.

9: iwsav½130� – Integer Communication Array
10: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call nag_ode_ivp_rk_step_rev
comm (d02pgc). They must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rk_
step_revcomm (d02pgc), nag_ode_ivp_rk_interp_eval (d02pjc) or other associated functions.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lwcomm ¼ valueh i.
Constraint: for method ¼ Nag RK 2 3, lwcomm 	 1.

NE_INT_2

On entry, lwcomm ¼ valueh i and nwant ¼ valueh i.
Constraint: for method ¼ Nag RK 7 8, lwcomm 	 8� nwant.

On entry, nwant ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nwant � n.

NE_INT_3

On entry, lwcomm ¼ valueh i, n ¼ valueh i and nwant ¼ valueh i.
Constraint: for method ¼ Nag RK 4 5, lwcomm 	 nþmax n; 5� nwantð Þ.

NE_INT_CHANGED

On entry, n ¼ valueh i, but the value passed to the setup function was n ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted, or a catastrophic error has already been detected elsewhere.
You cannot continue integrating the problem.

You cannot call this function before you have called the step integrator.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL_INI

You cannot call this function after the integrator has returned an error.

NE_RK_INVALID_CALL

You cannot call this function after the range integrator has been called.

7 Accuracy

The computed values will be of a similar accuracy to that computed by nag_ode_ivp_rk_step_revcomm
(d02pgc).

8 Parallelism and Performance

nag_ode_ivp_rk_interp_setup (d02phc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

See Section 10 in nag_ode_ivp_rk_step_revcomm (d02pgc).
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NAG Library Function Document

nag_ode_ivp_rk_interp_eval (d02pjc)

1 Purpose

nag_ode_ivp_rk_interp_eval (d02pjc) evaluates the interpolant calculated by nag_ode_ivp_rk_interp_set
up (d02phc), following an integration step performed by nag_ode_ivp_rk_step_revcomm (d02pgc) to
solve an initial value problem.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rk_interp_eval (Nag_Boolean icheck, Integer n,
Integer nwant, double t, Integer ideriv, double sol[], double wcomm[],
Integer lwcomm, Integer iwsav[], double rwsav[], NagError *fail)

3 Description

When integrating using the reverse communication Runge–Kutta integrator nag_ode_ivp_rk_step_rev
comm (d02pgc), the solution or its derivatives can be obtained inexpensively between steps by
interpolation. nag_ode_ivp_rk_interp_setup (d02phc) is called after a step by nag_ode_ivp_rk_ste
p_revcomm (d02pgc) from a previous value of t (¼ tk�1) to its current value, t ¼ tk (i.e., a kth
successful time-step has been taken). nag_ode_ivp_rk_interp_eval (d02pjc) can then be called to
evaluate interpolated approximations of the function or its derivatives at any value of t in the interval
tk�1; tkð Þ.

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: icheck – Nag_Boolean Input

On entry: indicates whether consistency checks on input arguments should be performed

icheck ¼ Nag FALSE
Don't perform checks on input arguments.

icheck ¼ Nag TRUE
Perform consistency checks on input arguments.

It is recommended to use icheck ¼ Nag TRUE on the first call following a call to
nag_ode_ivp_rk_interp_setup (d02phc) and to set icheck ¼ Nag FALSE on subsequent calls
within the last step to avoid the overhead of argument checking.

2: n – Integer Input

On entry: n, the dimension of the system of ODEs being integrated.

Constraint: this must be the same value as supplied in a previous call to nag_ode_ivp_rkts_setup
(d02pqc).
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3: nwant – Integer Input

On entry: only the first nwant system components to be computed. This should be the same
value as passed to nag_ode_ivp_rk_interp_setup (d02phc) when computing the interpolant.

Constraint: nwant ¼ nwant passed to nag_ode_ivp_rk_interp_setup (d02phc).

4: t – double Input

On entry: t, the value of the independent variable where a solution is desired. Although any value
of t can be supplied, accurate solutions can only be obtained for values in the range of the last
time-step taken by nag_ode_ivp_rk_step_revcomm (d02pgc).

5: ideriv – Integer Input

On entry:

ideriv ¼ 0
Compute approximations to the first nwant components of the solution y tð Þ.

ideriv ¼ 1
Compute approximations to the first nwant components of the first derivatives of the
solution y0 tð Þ.

Constraint: ideriv ¼ 0 or 1.

6: sol½nwant� – double Output

On exit:

ideriv ¼ 0
The first nwant components of the solution y tð Þ.

ideriv ¼ 1
The first nwant components of the first derivatives of the solution y0 tð Þ.

7: wcomm½lwcomm� – double Communication Array

On entry: this must be the same array supplied in a previous call to nag_ode_ivp_rk_interp_setup
(d02phc). It must remain unchanged between calls.

8: lwcomm – Integer Input

On entry: length of wcomm. This should be the same value as supplied in a previous call to
nag_ode_ivp_rk_interp_setup (d02phc).

If in a previous call to nag_ode_ivp_rkts_setup (d02pqc):

method ¼ Nag RK 2 3, lwcomm must be at least 1.

method ¼ Nag RK 4 5, lwcomm must be at least nþmax n; 5� nwantð Þ.
method ¼ Nag RK 7 8, lwcomm 	 8� nwant.

9: iwsav½130� – Integer Communication Array
10: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call nag_ode_ivp_rk_step_rev
comm (d02pgc). They must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rk_
step_revcomm (d02pgc), nag_ode_ivp_rk_interp_setup (d02phc) or other associated functions.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ideriv ¼ valueh i.
Constraint: ideriv ¼ 0 or 1.

On entry, lwcomm ¼ valueh i.
Constraint: for method ¼ Nag RK 2 3, lwcomm 	 1.

NE_INT_2

On entry, lwcomm ¼ valueh i and nwant ¼ valueh i.
Constraint: for method ¼ Nag RK 7 8, lwcomm 	 8� nwant.

NE_INT_3

On entry, lwcomm ¼ valueh i, n ¼ valueh i and nwant ¼ valueh i.
Constraint: for method ¼ Nag RK 4 5, lwcomm 	 nþmax n; 5� nwantð Þ.

NE_INT_CHANGED

On entry, n ¼ valueh i, but the value passed to the setup routine was n ¼ valueh i.
On entry, nwant ¼ valueh i, but on interpolation setup nwant ¼ valueh i.
Constraint: nwant must be unchanged from setup.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted, or a catastrophic error has already been detected elsewhere.
You cannot continue integrating the problem.

You cannot call this function before you have called the interpolation setup.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL_INI

The previous call to the interpolation setup function returned an error.
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7 Accuracy

The computed values will be of a similar accuracy to that computed by nag_ode_ivp_rk_step_revcomm
(d02pgc).

8 Parallelism and Performance

nag_ode_ivp_rk_interp_eval (d02pjc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_ode_ivp_rk_step_revcomm (d02pgc).
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NAG Library Function Document

nag_ode_ivp_rkts_setup (d02pqc)

1 Purpose

nag_ode_ivp_rkts_setup (d02pqc) is a setup function which must be called prior to the first call of
either of the integration functions nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep
(d02pfc) and nag_ode_ivp_rk_step_revcomm (d02pgc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_setup (Integer n, double tstart, double tend,
const double yinit[], double tol, const double thresh[],
Nag_RK_method method, Nag_ErrorAssess errass, double hstart,
Integer iwsav[], double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rkts_setup (d02pqc) and its associated functions (nag_ode_ivp_rkts_range (d02pec),
nag_ode_ivp_rkts_onestep (d02pfc), nag_ode_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rk_interp_
setup (d02phc), nag_ode_ivp_rk_interp_eval (d02pjc), nag_ode_ivp_rkts_reset_tend (d02prc), nag_o
de_ivp_rkts_interp (d02psc), nag_ode_ivp_rkts_diag (d02ptc) and nag_ode_ivp_rkts_errass (d02puc))
solve the initial value problem for a first-order system of ordinary differential equations. The functions,
based on Runge–Kutta methods and derived from RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

The integration proceeds by steps from the initial point t0 towards the final point tf . An approximate
solution y is computed at each step. For each component yi, for i ¼ 1; 2; . . . ; n, the error made in the
step, i.e., the local error, is estimated. The step size is chosen automatically so that the integration will
proceed efficiently while keeping this local error estimate smaller than a tolerance that you specify by
means of arguments tol and thresh.

nag_ode_ivp_rkts_range (d02pec) can be used to solve the ‘usual task’, namely integrating the system
of differential equations to obtain answers at points you specify. nag_ode_ivp_rkts_onestep (d02pfc) is
used for more ‘complicated’ tasks where f t; yð Þ can readily be coded within a function argument and
high-order interpolation is not required. nag_ode_ivp_rk_step_revcomm (d02pgc) is used for the most
‘complicated’ tasks where f t; yð Þ is best evaluated outside the integrator or where high-order
interpolation is required.

You should consider carefully how you want the local error to be controlled. Essentially the code uses
relative local error control, with tol being the desired relative accuracy. For reliable computation, the
code must work with approximate solutions that have some correct digits, so there is an upper bound on
the value used for tol. It is impossible to compute a numerical solution that is more accurate than the
correctly rounded value of the true solution, so you are not allowed to specify tol too small for the
precision you are using. The magnitude of the local error in yi on any step will not be greater than
tol�max �i; thresh½i� 1�ð Þ where �i is an average magnitude of yi over the step. If thresh½i� 1� is
smaller than the current value of �i, this is a relative error test and tol indicates how many significant
digits you want in yi. If thresh½i� 1� is larger than the current value of �i, this is an absolute error test
with tolerance tol� thresh½i� 1�. Relative error control is the recommended mode of operation, but
pure relative error control, thresh½i� 1� ¼ 0:0, is not permitted. See Section 9 for further information
about error control.
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nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc) and nag_ode_ivp_rk_step_rev
comm (d02pgc) control local error rather than the true (global) error, the difference between the
numerical and true solution. Control of the local error controls the true error indirectly. Roughly
speaking, the code produces a solution that satisfies the differential equation with a discrepancy
bounded in magnitude by the error tolerance. What this implies about how close the numerical solution
is to the true solution depends on the stability of the problem. Most practical problems are at least
moderately stable, and the true error is then comparable to the error tolerance. To judge the accuracy of
the numerical solution, you could reduce tol substantially, e.g., use 0:1� tol, and solve the problem
again. This will usually result in a rather more accurate solution, and the true error of the first
integration can be estimated by comparison. Alternatively, a global error assessment can be computed
automatically using the argument errass. Because indirect control of the true error by controlling the
local error is generally satisfactory and because both ways of assessing true errors cost twice, or more,
the cost of the integration itself, such assessments are used mostly for spot checks, selecting appropriate
tolerances for local error control, and exploratory computations.

nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc) and nag_ode_ivp_rk_step_rev
comm (d02pgc) each implement three Runge–Kutta formula pairs, and you must select one for the
integration. The best choice for method depends on the problem. The order of accuracy is 3, 5 and 8
respectively. As a rule, the smaller tol is, the larger you should take the order of the method. If the
components thresh are small enough that you are effectively specifying relative error control,
experience suggests

tol efficient method

10�2 � 10�4 order 2 and 3 pair

10�3 � 10�6 order 4 and 5 pair

10�5 � order 7 and 8 pair

The overlap in the ranges of tolerances appropriate for a given method merely reflects the dependence
of efficiency on the problem being solved. Making tol smaller will normally make the integration more
expensive. However, in the range of tolerances appropriate to a method, the increase in cost is modest.
There are situations for which one method, or even this kind of code, is a poor choice. You should not
specify a very small value for thresh½i� 1�, when the ith solution component might vanish. In
particular, you should not do this when yi ¼ 0:0. If you do, the code will have to work hard with any
value for method to compute significant digits, but the lowest order method is a particularly poor
choice in this situation. All three methods are inefficient when the problem is ‘stiff’. If it is only mildly
stiff, you can solve it with acceptable efficiency with the order 2 and 3 pair, but if it is moderately or
very stiff, a code designed specifically for such problems will be much more efficient. The higher the
order the more smoothness is required of the solution in order for the method to be efficient.

When assessment of the true (global) error is requested, this error assessment is updated at each step.
Its value can be obtained at any time by a call to nag_ode_ivp_rkts_errass (d02puc). The code monitors
the computation of the global error assessment and reports any doubts it has about the reliability of the
results. The assessment scheme requires some smoothness of f t; yð Þ, and it can be deceived if f is
insufficiently smooth. At very crude tolerances the numerical solution can become so inaccurate that it
is impossible to continue assessing the accuracy reliably. At very stringent tolerances the effects of
finite precision arithmetic can make it impossible to assess the accuracy reliably. The cost of this is
roughly twice the cost of the integration itself with the 5th and 8th order methods, and three times with
the 3rd order method.

The first step of the integration is critical because it sets the scale of the problem. The integrator will
find a starting step size automatically if you set the argument hstart to 0:0. Automatic selection of the
first step is so effective that you should normally use it. Nevertheless, you might want to specify a trial
value for the first step to be certain that the code recognizes the scale on which phenomena occur near
the initial point. Also, automatic computation of the first step size involves some cost, so supplying a
good value for this step size will result in a less expensive start. If you are confident that you have a
good value, provide it via the argument hstart.
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4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved by the
integration function.

Constraint: n 	 1.

2: tstart – double Input

On entry: the initial value of the independent variable, t0.

3: tend – double Input

On entry: the final value of the independent variable, tf , at which the solution is required. tstart
and tend together determine the direction of integration.

Constraint: tend must be distinguishable from tstart for the method and the precision of the
machine being used.

4: yinit½n� – const double Input

On entry: y0, the initial values of the solution, yi, for i ¼ 1; 2; . . . ; n.

5: tol – double Input

O n e n t r y : a r e l a t i v e e r r o r t o l e r a n c e . T h e a c t u a l t o l e r a n c e u s e d i s
max 10�machine precision;min tol; 0:01ð Þð Þ; that is, the minimum tolerance is set at 10 times
machine precision and the maximum tolerance is set at 0:01.

6: thresh½n� – const double Input

On entry: a vector of thresholds. For the ith component, the actual threshold used is
max

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
saferange
p

; thresh½i� 1�
� �

, where saferange is the value returned by nag_real_safe_s
mall_number (X02AMC).

7: method – Nag_RK_method Input

On entry: the Runge–Kutta method to be used.

method ¼ Nag RK 2 3
A 2 3ð Þ pair is used.

method ¼ Nag RK 4 5
A 4 5ð Þ pair is used.

method ¼ Nag RK 7 8
A 7 8ð Þ pair is used.

Constraint: method ¼ Nag RK 2 3, Nag RK 4 5 or Nag RK 7 8.

8: errass – Nag_ErrorAssess Input

On entry: specifies whether a global error assessment is to be computed with the main
integration. errass ¼ Nag ErrorAssess on specifies that it is.

Constraint: errass ¼ Nag ErrorAssess on or Nag ErrorAssess off.
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9: hstart – double Input

On entry: a value for the size of the first step in the integration to be attempted. The absolute
value of hstart is used with the direction being determined by tstart and tend. The actual first
step taken by the integrator may be different to hstart if the underlying algorithm determines that
hstart is unsuitable. If hstart ¼ 0:0 then the size of the first step is computed automatically.

Suggested value: hstart ¼ 0:0.

10: iwsav½130� – Integer Communication Array

11: rwsav½32� nþ 350� – double Communication Array

On exit: the contents of the communication arrays must not be changed prior to calling one of the
integration functions.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

On entry, too much workspace required.
Workspace provided was valueh i, workspace required is valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, tstart ¼ valueh i.
Constraint: tstart 6¼ tend.

On entry, tstart is too close to tend.
tstart� tendj j ¼ valueh i, but this quantity should be at least valueh i.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_ivp_rkts_setup (d02pqc) is not threaded in any implementation.

9 Further Comments

If nag_ode_ivp_rkts_onestep (d02pfc) and nag_ode_ivp_rk_step_revcomm (d02pgc) is to be used for
the integration then the value of the argument tend may be reset during the integration without the
overhead associated with a complete restart; this can be achieved by a call to nag_ode_ivp_rkts_re
set_tend (d02prc).

It is often the case that a solution component (the ith, say) is of no interest when it is smaller in
magnitude than a certain threshold. You can inform the code of this by setting the ith component of
thresh to this threshold. In this way you avoid the cost of computing significant digits in the ith
component of y when it is smaller than the threshold of interest. This matter is important when a
component of y vanishes, and in particular, when the initial value is zero. An appropriate threshold
depends on the general size of y in the course of the integration. Physical reasoning may help you select
suitable threshold values. If you do not know what to expect of y, you can find out by a preliminary
integration using nag_ode_ivp_rkts_range (d02pec) with nominal values of thresh. As nag_o
de_ivp_rkts_range (d02pec) integrates by steps in time, it stores, for each component, the largest
magnitude of solution computed so far; these values are output in the array ymax. This can help
determine more appropriate values for thresh for an accurate integration. For example, the values in
thresh could be set to 10�machine precision times the final value of ymax.

10 Example

See Section 10 in nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc), nag_o
de_ivp_rkts_reset_tend (d02prc), nag_ode_ivp_rkts_interp (d02psc) and nag_ode_ivp_rkts_errass
(d02puc).
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NAG Library Function Document

nag_ode_ivp_rkts_reset_tend (d02prc)

1 Purpose

nag_ode_ivp_rkts_reset_tend (d02prc) resets the end point in an integration performed by
nag_ode_ivp_rkts_onestep (d02pfc) and nag_ode_ivp_rk_step_revcomm (d02pgc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_reset_tend (double tendnu, Integer iwsav[],
double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rkts_reset_tend (d02prc) and its associated functions (nag_ode_ivp_rkts_onestep (d02pfc),
nag_ode_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rk_interp_setup (d02phc), nag_ode_ivp_rk_in
terp_eval (d02pjc), nag_ode_ivp_rkts_setup (d02pqc), nag_ode_ivp_rkts_interp (d02psc), nag_o
de_ivp_rkts_diag (d02ptc) and nag_ode_ivp_rkts_errass (d02puc)) solve the initial value problem for
a first-order system of ordinary differential equations. The functions, based on Runge–Kutta methods
and derived from RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

nag_ode_ivp_rkts_reset_tend (d02prc) is used to reset the final value of the independent variable, tf ,
when the integration is already underway. It can be used to extend or reduce the range of integration.
The new value must be beyond the current value of the independent variable (as returned in tnow by
nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc)) in the current
direction of integration. It is much more efficient to use nag_ode_ivp_rkts_reset_tend (d02prc) for
this purpose than to use nag_ode_ivp_rkts_setup (d02pqc) which involves the overhead of a complete
restart of the integration.

If you want to change the direction of integration then you must restart by a call to
nag_ode_ivp_rkts_setup (d02pqc).

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: tendnu – double Input

On entry: the new value for tf.

Constraint: sign tendnu� tnowð Þ ¼ sign tend� tstartð Þ, where tstart and tend are as supplied in
the previous call to nag_ode_ivp_rkts_setup (d02pqc) and tnow is returned by the preceding call
to nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc) (i.e., integra-
tion must proceed in the same direction as before). tendnu must be distinguishable from tnow
for the method and the machine precision being used.
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2: iwsav½130� – Integer Communication Array
3: rwsav½350� – double Communication Array

Note: the communication array rwsav used by the other functions in the suite must be used here
however, only the first 350 elements will be referenced.

On entry: these must be the same arrays supplied in a previous call to nag_ode_ivp_rkts_onestep
(d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc). They must remain unchanged between
calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rkts_one
step (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc) or other associated functions.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

You cannot call this function before you have called the step integrator.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted, or a catastrophic error has already been detected elsewhere. You cannot
continue integrating the problem.

NE_PREV_CALL_INI

You cannot call this function after the integrator has returned an error.

NE_RK_DIRECTION_NEG

On entry, tendnu is not beyond tnow (step integrator) in the direction of integration.
The direction is negative, tendnu ¼ valueh i and tnow ¼ valueh i.
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NE_RK_DIRECTION_POS

On entry, tendnu is not beyond tnow (step integrator) in the direction of integration.
The direction is positive, tendnu ¼ valueh i and tnow ¼ valueh i.

NE_RK_INVALID_CALL

You cannot call this function when the range integrator has been used.

NE_RK_STEP

On entry, tendnu is too close to tnow (step integrator). Their difference is valueh i, but this
quantity must be at least valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_ivp_rkts_reset_tend (d02prc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example integrates a two body problem. The equations for the coordinates x tð Þ; y tð Þð Þ of one body
as functions of time t in a suitable frame of reference are

x00 ¼ �x
r3

y00 ¼ � y
r3
; r ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
x2 þ y2

p
:

The initial conditions

x 0ð Þ ¼ 1� �; x0 0ð Þ ¼ 0

y 0ð Þ ¼ 0; y0 0ð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffi
1þ �
1� �

r
lead to elliptic motion with 0 < � < 1. � ¼ 0:7 is selected and the system of ODEs is reposed as

y01 ¼ y3

y02 ¼ y4

y03 ¼ �
y1
r3

y04 ¼ �
y2
r3

over the range 0; 6	½ �. Relative error control is used with threshold values of 1:0e�10 for each solution
component and compute the solution at intervals of length 	 across the range using
nag_ode_ivp_rkts_reset_tend (d02prc) to reset the end of the integration range. A high-order Runge–
Kutta method (method ¼ Nag RK 7 8) is also used with tolerances tol ¼ 1:0e�4 and tol ¼ 1:0e�5 in
turn so that the solutions may be compared.
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10.1 Program Text

/* nag_ode_ivp_rkts_reset_tend (d02prc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(double t, Integer n, const double *y,
double *yp, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define N 4

int main(void)
{

/* Scalars */
double tol0 = 1.0e-3;
Integer npts = 6, exit_status = 0;
Integer liwsav, lrwsav, n;
double hnext, hstart, tendnu, tfinal, tinc, tgot, tol, tstart, waste;
Integer fevals, i, j, k, stepcost, stepsok;
/* Arrays */
static double ruser[1] = { -1.0 };
double *rwsav = 0, *thresh = 0, *ygot = 0, *yinit = 0, *ypgot = 0;
Integer *iwsav = 0;
char nag_enum_arg[40];
/* NAG types */
NagError fail;
Nag_RK_method method;
Nag_ErrorAssess errass;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_ode_ivp_rkts_reset_tend (d02prc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

n = N;
liwsav = 130;
lrwsav = 350 + 32 * n;
if (!(thresh = NAG_ALLOC(n, double)) ||

!(ygot = NAG_ALLOC(n, double)) ||
!(yinit = NAG_ALLOC(n, double)) ||
!(ypgot = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(liwsav, Integer)) ||
!(rwsav = NAG_ALLOC(lrwsav, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set initial conditions for ODE and parameters for the integrator. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac) Converts NAG enum member name to value. */
method = (Nag_RK_method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
errass = (Nag_ErrorAssess) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &tstart, &tfinal);

#else
scanf("%lf%lf%*[^\n] ", &tstart, &tfinal);

#endif

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &yinit[j]);
#else

scanf("%lf", &yinit[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &hstart);

#else
scanf("%lf%*[^\n] ", &hstart);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &thresh[j]);

#else
scanf("%lf", &thresh[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

tinc = (tfinal - tstart) / (double) (npts);
tol = tol0;
for (i = 1; i <= 2; i++) {

tol = tol * 0.1;
tendnu = tstart + tinc;
/* Initialize Runge-Kutta method for integrating ODE using
* nag_ode_ivp_rkts_setup (d02pqc).
*/

nag_ode_ivp_rkts_setup(n, tstart, tendnu, yinit, tol, thresh, method,
errass, hstart, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_setup (d02pqc).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}

printf(" Calculation with tol = %8.1e\n", tol);
printf(" t y1 y2 y3 y4\n");
printf("%6.3f", tstart);
for (k = 0; k < n; k++)

printf(" %7.3f", yinit[k]);
printf("\n");

tgot = tstart;
while (tgot < tfinal) {

/* Solve ODE by Runge-Kutta method by a sequence of single steps using
* nag_ode_ivp_rkts_onestep (d02pfc).
*/

nag_ode_ivp_rkts_onestep(f, n, &tgot, ygot, ypgot, &comm,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_onestep (d02pfc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* When incremental stage in t has been reached:
* print solution and reset end time for next stage.
*/

if (tgot == tendnu) {
printf("%6.3f", tgot);
for (k = 0; k < n; k++)

printf(" %7.3f", ygot[k]);
printf("\n");

/* Reset end-time for integration by adding increment tinc using
* nag_ode_ivp_rkts_reset_tend (d02prc): resets end of range for
* nag_ode_ivp_rkts_onestep (d02pfc).
*/

tendnu = tendnu + tinc;
nag_ode_ivp_rkts_reset_tend(tendnu, iwsav, rwsav, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_rkts_reset_tend (d02prc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}
}

}
/* Get diagnostics on whole integration using
* nag_ode_ivp_rkts_diag (d02ptc).
*/

nag_ode_ivp_rkts_diag(&fevals, &stepcost, &waste, &stepsok, &hnext,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_diag (d02ptc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}
printf("Cost of the integration in evaluations of f is %6" NAG_IFMT

"\n\n", fevals);
}

END:
NAG_FREE(thresh);
NAG_FREE(yinit);
NAG_FREE(ygot);
NAG_FREE(ypgot);
NAG_FREE(rwsav);
NAG_FREE(iwsav);
return exit_status;

}
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static void NAG_CALL f(double t, Integer n, const double *y, double *yp,
Nag_Comm *comm)

{
/* Scalars */
double r;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
r = sqrt(y[0] * y[0] + y[1] * y[1]);
yp[0] = y[2];
yp[1] = y[3];
yp[2] = -y[0] / pow(r, 3);
yp[3] = -y[1] / pow(r, 3);

}

10.2 Program Data

nag_ode_ivp_rkts_reset_tend (d02prc) Example Program Data
Nag_RK_7_8 : method
Nag_ErrorAssess_off : errass
0.0 18.8495559215387594307 : tstart, tfinal
0.3 0.0 0.0 2.38047614284761666599 : yinit
0.0 : hstart
1.0E-10 1.0E-10 1.0E-10 1.0E-10 : thresh

10.3 Program Results

nag_ode_ivp_rkts_reset_tend (d02prc) Example Program Results

Calculation with tol = 1.0e-04
t y1 y2 y3 y4

0.000 0.300 0.000 0.000 2.380
(User-supplied callback f, first invocation.)
3.142 -1.700 0.000 -0.000 -0.420
6.283 0.300 -0.000 0.000 2.380
9.425 -1.700 0.000 -0.000 -0.420

12.566 0.300 -0.000 0.002 2.380
15.708 -1.700 0.000 -0.000 -0.420
18.850 0.300 -0.001 0.004 2.380
Cost of the integration in evaluations of f is 571

Calculation with tol = 1.0e-05
t y1 y2 y3 y4

0.000 0.300 0.000 0.000 2.380
3.142 -1.700 -0.000 0.000 -0.420
6.283 0.300 0.000 -0.000 2.380
9.425 -1.700 0.000 -0.000 -0.420

12.566 0.300 -0.000 0.000 2.380
15.708 -1.700 0.000 -0.000 -0.420
18.850 0.300 -0.000 0.001 2.380
Cost of the integration in evaluations of f is 748
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NAG Library Function Document

nag_ode_ivp_rkts_interp (d02psc)

1 Purpose

nag_ode_ivp_rkts_interp (d02psc) computes the solution of a system of ordinary differential equations
using interpolation anywhere on an integration step taken by nag_ode_ivp_rkts_onestep (d02pfc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_interp (Integer n, double twant, Nag_SolDeriv reqest,
Integer nwant, double ywant[], double ypwant[],

void (*f)(double t, Integer n, const double y[], double yp[],
Nag_Comm *comm),

double wcomm[], Integer lwcomm, Nag_Comm *comm, Integer iwsav[],
double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rkts_interp (d02psc) and its associated functions (nag_ode_ivp_rkts_onestep (d02pfc),
nag_ode_ivp_rkts_setup (d02pqc), nag_ode_ivp_rkts_reset_tend (d02prc), nag_ode_ivp_rkts_diag
(d02ptc) and nag_ode_ivp_rkts_errass (d02puc)) solve the initial value problem for a first-order
system of ordinary differential equations. The functions, based on Runge–Kutta methods and derived
from RKSUITE (see Brankin et al. (1991)), integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

nag_ode_ivp_rkts_onestep (d02pfc) computes the solution at the end of an integration step. Using the
information computed on that step nag_ode_ivp_rkts_interp (d02psc) computes the solution by
interpolation at any point on that step. It cannot be used if method ¼ Nag RK 7 8 was specified in the
call to setup function nag_ode_ivp_rkts_setup (d02pqc).

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved by the
integration function.

Constraint: n 	 1.

2: twant – double Input

On entry: t, the value of the independent variable where a solution is desired.
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3: reqest – Nag_SolDeriv Input

On entry: determines whether the solution and/or its first derivative are to be computed

reqest ¼ Nag Sol
compute approximate solution.

reqest ¼ Nag Der
compute approximate first derivative.

reqest ¼ Nag SolDer
compute approximate solution and first derivative.

Constraint: reqest ¼ Nag Sol, Nag Der or Nag SolDer.

4: nwant – Integer Input

On entry: the number of components of the solution to be computed. The first nwant components
are evaluated.

Constraint: 1 � nwant � n.

5: ywant½nwant� – double Output

On exit: an approximation to the first nwant components of the solution at twant if
reqest ¼ Nag Sol or Nag SolDer. Otherwise ywant is not defined.

6: ypwant½nwant� – double Output

On exit: an approximation to the first nwant components of the first derivative at twant if
reqest ¼ Nag Der or Nag SolDer. Otherwise ypwant is not defined.

7: f – function, supplied by the user External Function

f must evaluate the functions fi (that is the first derivatives y0i) for given values of the arguments
t; yi. It must be the same procedure as supplied to nag_ode_ivp_rkts_onestep (d02pfc).

The specification of f is:

void f (double t, Integer n, const double y[], double yp[],
Nag_Comm *comm)

1: t – double Input

On entry: t, the current value of the independent variable.

2: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved.

3: y½n� – const double Input

On entry: the current values of the dependent variables, yi, for i ¼ 1; 2; . . . ;n.

4: yp½n� – double Output

On exit: the values of fi, for i ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_ivp_rkts_interp
(d02psc) you may allocate memory and initialize these pointers with various
quantities for use by f when called from nag_ode_ivp_rkts_interp (d02psc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

8: wcomm½lwcomm� – double Communication Array

On entry: this array stores information that can be utilized on subsequent calls to
nag_ode_ivp_rkts_interp (d02psc).

9: lwcomm – Integer Input

On entry: length of wcomm.

If in a previous call to nag_ode_ivp_rkts_setup (d02pqc):

method ¼ Nag RK 2 3 then lwcomm must be at least 1.

method ¼ Nag RK 4 5 then lwcomm must be at least nþmax n; 5� nwantð Þ.
method ¼ Nag RK 7 8 then wcomm and lwcomm are not referenced.

10: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: iwsav½130� – Integer Communication Array
12: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call nag_ode_ivp_rkts_onestep
(d02pfc). They must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rkts_one
step (d02pfc), nag_ode_ivp_rkts_interp (d02psc) or other associated functions.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lwcomm ¼ valueh i.
Constraint: for method ¼ Nag RK 2 3, lwcomm 	 1.
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NE_INT_2

On entry, nwant ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nwant � n.

NE_INT_3

On entry, lwcomm ¼ valueh i, n ¼ valueh i and nwant ¼ valueh i.
Constraint: for method ¼ Nag RK 4 5, lwcomm 	 nþmax n; 5� nwantð Þ.

NE_INT_CHANGED

On entry, n ¼ valueh i, but the value passed to the setup function was n ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

You cannot call this function before you have called the step integrator.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted, or a catastrophic error has already been detected elsewhere.
You cannot continue integrating the problem.

NE_PREV_CALL_INI

You cannot call this function after the integrator has returned an error.

NE_RK_INVALID_CALL

You cannot call this function when you have specified, in the setup function, that the range
integrator will be used.

NE_RK_NO_INTERP

method ¼ Nag RK 7 8 in setup, but interpolation is not available for this method. Either use
method ¼ Nag RK 4 5 in setup or use reset function to force the integrator to step to particular
points.

7 Accuracy

The computed values will be of a similar accuracy to that computed by nag_ode_ivp_rkts_onestep
(d02pfc).

8 Parallelism and Performance

nag_ode_ivp_rkts_interp (d02psc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example solves the equation

y00 ¼ �y; y 0ð Þ ¼ 0; y0 0ð Þ ¼ 1

reposed as

y01 ¼ y2
y02 ¼ �y1

over the range 0; 2	½ � with initial conditions y1 ¼ 0:0 and y2 ¼ 1:0. Relative error control is used with
threshold values of 1:0e�8 for each solution component. nag_ode_ivp_rkts_onestep (d02pfc) is used to
integrate the problem one step at a time and nag_ode_ivp_rkts_interp (d02psc) is used to compute the
first component of the solution and its derivative at intervals of length 	=8 across the range whenever
these points lie in one of those integration steps. A low order Runge–Kutta method
(method ¼ Nag RK 2 3) is also used with tolerances tol ¼ 1:0e�4 and tol ¼ 1:0e�5 in turn so that
solutions may be compared.

10.1 Program Text

/* nag_ode_ivp_rkts_interp (d02psc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(double t, Integer n, const double *y,
double *yp, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define N 2

int main(void)
{

/* Scalars */
double tol0 = 1.0e-3;
Integer npts = 16, exit_status = 0;
Integer liwsav, lrwsav, lwcomm, n;
double hnext, hstart, tend, tgot, tinc, tol, tstart, twant, waste;
Integer fevals, i, j, k, stepcost, stepsok;
/* Arrays */
static double ruser[1] = { -1.0 };
double *rwsav = 0, *thresh = 0, *ygot = 0, *yinit = 0, *ypgot = 0;
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double *ywant = 0, *ypwant = 0, *wcomm = 0;
Integer *iwsav = 0;
char nag_enum_arg[40];
/* NAG types */
NagError fail;
Nag_RK_method method;
Nag_ErrorAssess errass;
Nag_SolDeriv reqest = Nag_SolDer;
Nag_Comm comm;

INIT_FAIL(fail);

n = N;
liwsav = 130;
lrwsav = 350 + 32 * n;
lwcomm = 6 * n;
printf("nag_ode_ivp_rkts_interp (d02psc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (!(thresh = NAG_ALLOC(n, double)) ||
!(ygot = NAG_ALLOC(n, double)) ||
!(yinit = NAG_ALLOC(n, double)) ||
!(ypgot = NAG_ALLOC(n, double)) ||
!(ywant = NAG_ALLOC(n, double)) ||
!(ypwant = NAG_ALLOC(n, double)) ||
!(iwsav = NAG_ALLOC(liwsav, Integer)) ||
!(rwsav = NAG_ALLOC(lrwsav, double)) ||
!(wcomm = NAG_ALLOC((lwcomm), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set initial conditions for ODE and parameters for the integrator. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac) Converts NAG enum member name to value. */
method = (Nag_RK_method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
errass = (Nag_ErrorAssess) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &tstart, &tend);

#else
scanf("%lf%lf%*[^\n] ", &tstart, &tend);

#endif

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &yinit[j]);
#else

scanf("%lf", &yinit[j]);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &hstart);

#else
scanf("%lf%*[^\n] ", &hstart);

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &thresh[j]);

#else
scanf("%lf", &thresh[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

tinc = (tend - tstart) / (double) (npts);
tol = tol0;
for (i = 1; i <= 2; i++) {

tol = tol * 0.1;
/* Initialize Runge-Kutta method for integrating ODE using
* nag_ode_ivp_rkts_setup (d02pqc).
*/

nag_ode_ivp_rkts_setup(n, tstart, tend, yinit, tol, thresh, method,
errass, hstart, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_setup (d02pqc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf(" Calculation with tol = %8.1e\n", tol);
printf(" t y1 y1’\n");
printf("%6.3f", tstart);
for (k = 0; k < n; k++)

printf(" %8.4f", yinit[k]);
printf("\n");

/* Set up first point at which solution is desired. */
twant = tstart + tinc;
tgot = tstart;
/* Integrate by by single steps until tend is reached or error is
* encountered. Solution is required at regular increments, requiring
* interpolation on those steps that pass over the regulat grid values
* of t.
*/

while (tgot < tend) {
/* Solve ODE by Runge-Kutta method by a sequence of single steps using
* nag_ode_ivp_rkts_onestep (d02pfc).
*/

nag_ode_ivp_rkts_onestep(f, n, &tgot, ygot, ypgot, &comm,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_onestep (d02pfc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Interpolate onto those grid values passed over in by last step. */
while (twant <= tgot) {

/* Interpolate at t = twant, given solution by
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* nag_ode_ivp_rkts_onestep (d02pfc), using
* nag_ode_ivp_rkts_interp (d02psc).
*/

nag_ode_ivp_rkts_interp(n, twant, reqest, n, ywant, ypwant, f,
wcomm, lwcomm, &comm, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_interp (d02psc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
printf("%6.3f %8.4f %8.4f\n", twant, ywant[0], ypwant[0]);
/* Set next required solution point. */
twant = twant + tinc;

}
}
/* Get diagnostics on whole integration using
* nag_ode_ivp_rkts_diag (d02ptc).
*/

nag_ode_ivp_rkts_diag(&fevals, &stepcost, &waste, &stepsok, &hnext,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_diag (d02ptc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}
printf("Cost of the integration in evaluations of f is %6" NAG_IFMT

"\n\n", fevals);
}

END:
NAG_FREE(thresh);
NAG_FREE(yinit);
NAG_FREE(ygot);
NAG_FREE(ypgot);
NAG_FREE(ywant);
NAG_FREE(ypwant);
NAG_FREE(rwsav);
NAG_FREE(iwsav);
NAG_FREE(wcomm);
return exit_status;

}

static void NAG_CALL f(double t, Integer n, const double *y, double *yp,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
yp[0] = y[1];
yp[1] = -y[0];

}

10.2 Program Data

nag_ode_ivp_rkts_interp (d02psc) Example Program Data
Nag_RK_2_3 : method
Nag_ErrorAssess_off : errass
0.0 6.28318530717958647692 : tstart, tend
0.0 1.0 : yinit(1:n)
0.0 : hstart
1.0E-8 1.0E-8 : thresh(1:n)
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10.3 Program Results

nag_ode_ivp_rkts_interp (d02psc) Example Program Results

Calculation with tol = 1.0e-04
t y1 y1’

0.000 0.0000 1.0000
(User-supplied callback f, first invocation.)
0.393 0.3827 0.9238
0.785 0.7071 0.7070
1.178 0.9238 0.3826
1.571 0.9999 -0.0000
1.963 0.9238 -0.3827
2.356 0.7070 -0.7071
2.749 0.3826 -0.9238
3.142 -0.0000 -0.9998
3.534 -0.3826 -0.9237
3.927 -0.7070 -0.7069
4.320 -0.9237 -0.3826
4.712 -0.9998 0.0000
5.105 -0.9236 0.3827
5.498 -0.7069 0.7070
5.890 -0.3825 0.9236

Cost of the integration in evaluations of f is 235

Calculation with tol = 1.0e-05
t y1 y1’

0.000 0.0000 1.0000
0.393 0.3827 0.9239
0.785 0.7071 0.7071
1.178 0.9239 0.3827
1.571 1.0000 -0.0000
1.963 0.9239 -0.3827
2.356 0.7071 -0.7071
2.749 0.3827 -0.9239
3.142 -0.0000 -1.0000
3.534 -0.3827 -0.9239
3.927 -0.7071 -0.7071
4.320 -0.9239 -0.3827
4.712 -1.0000 0.0000
5.105 -0.9239 0.3827
5.498 -0.7071 0.7071
5.890 -0.3827 0.9239

Cost of the integration in evaluations of f is 493
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NAG Library Function Document

nag_ode_ivp_rkts_diag (d02ptc)

1 Purpose

nag_ode_ivp_rkts_diag (d02ptc) provides details about an integration performed by either
nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_rev
comm (d02pgc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_diag (Integer *fevals, Integer *stepcost,
double *waste, Integer *stepsok, double *hnext, Integer iwsav[],
const double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rkts_diag (d02ptc) and its associated functions (nag_ode_ivp_rkts_range (d02pec),
nag_ode_ivp_rkts_onestep (d02pfc), nag_ode_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rk_interp_
setup (d02phc), nag_ode_ivp_rk_interp_eval (d02pjc), nag_ode_ivp_rkts_setup (d02pqc), nag_o
de_ivp_rkts_reset_tend (d02prc), nag_ode_ivp_rkts_interp (d02psc) and nag_ode_ivp_rkts_errass
(d02puc)) solve the initial value problem for a first-order system of ordinary differential equations.
The functions, based on Runge–Kutta methods and derived from RKSUITE (see Brankin et al. (1991)),
integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

After a call to nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_o
de_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rkts_diag (d02ptc) can be called to obtain informa-
tion about the cost of the integration and the size of the next step.

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University

5 Arguments

1: fevals – Integer * Output

On exit: the total number of evaluations of f used in the integration so far; this includes
evaluations of f required for the secondary integration necessary if nag_ode_ivp_rkts_setup
(d02pqc) had previously been called with errass ¼ Nag ErrorAssess on.

2: stepcost – Integer * Output

On exit: the cost in terms of number of evaluations of f of a typical step with the method being
used for the integration. The method is specified by the argument method in a prior call to
nag_ode_ivp_rkts_setup (d02pqc).
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3: waste – double * Output

On exit: the number of attempted steps that failed to meet the local error requirement divided by
the total number of steps attempted so far in the integration. A ‘large’ fraction indicates that the
integrator is having trouble with the problem being solved. This can happen when the problem is
‘stiff’ and also when the solution has discontinuities in a low-order derivative.

4: stepsok – Integer * Output

On exit: the number of accepted steps.

5: hnext – double * Output

On exit: the step size the integrator will attempt to use for the next step.

6: iwsav½130� – Integer Communication Array
7: rwsav½350� – const double Communication Array

Note: the communication rwsav used by the other functions in the suite must be used here
however, only the first 350 elements will be referenced.

On entry: these must be the same arrays supplied in a previous call to nag_ode_ivp_rkts_range
(d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc). They
must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rkts_range
(d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc) or
other associated functions.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

You cannot call this function before you have called the integrator.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PREV_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted, or a catastrophic error has already been detected elsewhere.
You cannot continue integrating the problem.

NE_RK_INVALID_CALL

You have already made one call to this function after the integrator could not achieve specified
accuracy.
You cannot call this function again.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_ivp_rkts_diag (d02ptc) is not threaded in any implementation.

9 Further Comments

When a secondary integration has taken place, that is when global error assessment has been specified
using errass ¼ Nag ErrorAssess on in a prior call to nag_ode_ivp_rkts_setup (d02pqc), then the
approximate number of evaluations of f used in this secondary integration is given by
2� stepsok � stepcost for method ¼ Nag RK 4 5 or Nag RK 7 8 and 3� stepsok � stepcost for
method ¼ Nag RK 2 3.

10 Example

See Section 10 in nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc), nag_o
de_ivp_rkts_reset_tend (d02prc), nag_ode_ivp_rkts_interp (d02psc) and nag_ode_ivp_rkts_errass
(d02puc).
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NAG Library Function Document

nag_ode_ivp_rkts_errass (d02puc)

1 Purpose

nag_ode_ivp_rkts_errass (d02puc) provides details about global error assessment computed during an
integration with either nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or
nag_ode_ivp_rk_step_revcomm (d02pgc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_rkts_errass (Integer n, double rmserr[], double *errmax,
double *terrmx, Integer iwsav[], double rwsav[], NagError *fail)

3 Description

nag_ode_ivp_rkts_errass (d02puc) and its associated functions (nag_ode_ivp_rkts_range (d02pec),
nag_ode_ivp_rkts_onestep (d02pfc), nag_ode_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rk_interp_
setup (d02phc), nag_ode_ivp_rk_interp_eval (d02pjc), nag_ode_ivp_rkts_setup (d02pqc), nag_o
de_ivp_rkts_reset_tend (d02prc), nag_ode_ivp_rkts_interp (d02psc) and nag_ode_ivp_rkts_diag
(d02ptc)) solve the initial value problem for a first-order system of ordinary differential equations.
The functions, based on Runge–Kutta methods and derived from RKSUITE (see Brankin et al. (1991)),
integrate

y0 ¼ f t; yð Þ given y t0ð Þ ¼ y0
where y is the vector of n solution components and t is the independent variable.

After a call to nag_ode_ivp_rkts_range (d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_o
de_ivp_rk_step_revcomm (d02pgc), nag_ode_ivp_rkts_errass (d02puc) can be called for information
about error assessment, if this assessment was specified in the setup function nag_ode_ivp_rkts_setup
(d02pqc). A more accurate ‘true’ solution ŷ is computed in a secondary integration. The error is
measured as specified in nag_ode_ivp_rkts_setup (d02pqc) for local error control. At each step in the
primary integration, an average magnitude �i of component yi is computed, and the error in the
component is

yi � ŷij j
max �i; thresh½i� 1�ð Þ:

It is difficult to estimate reliably the true error at a single point. For this reason the RMS (root-mean-
square) average of the estimated global error in each solution component is computed. This average is
taken over all steps from the beginning of the integration through to the current integration point. If all
has gone well, the average errors reported will be comparable to tol (see nag_ode_ivp_rkts_setup
(d02pqc)). The maximum error seen in any component in the integration so far and the point where the
maximum error first occurred are also reported.

4 References

Brankin R W, Gladwell I and Shampine L F (1991) RKSUITE: A suite of Runge–Kutta codes for the
initial value problems for ODEs SoftReport 91-S1 Southern Methodist University
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5 Arguments

1: n – Integer Input

On entry: n, the number of ordinary differential equations in the system to be solved by the
integration function.

Constraint: n 	 1.

2: rmserr½n� – double Output

On exit: rmserr½i � 1� approximates the RMS average of the true error of the numerical solution
for the ith solution component, for i ¼ 1; 2; . . . ; n. The average is taken over all steps from the
beginning of the integration to the current integration point.

3: errmax – double * Output

On exit: the maximum weighted approximate true error taken over all solution components and
all steps.

4: terrmx – double * Output

On exit: the first value of the independent variable where an approximate true error attains the
maximum value, errmax.

5: iwsav½130� – Integer Communication Array
6: rwsav½32� nþ 350� – double Communication Array

On entry: these must be the same arrays supplied in a previous call to nag_ode_ivp_rkts_range
(d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc). They
must remain unchanged between calls.

On exit: information about the integration for use on subsequent calls to nag_ode_ivp_rkts_range
(d02pec), nag_ode_ivp_rkts_onestep (d02pfc) or nag_ode_ivp_rk_step_revcomm (d02pgc) or
other associated functions.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ERRASS_REQ

No error assessment is available since you did not ask for it in your call to the setup function.

NE_INT_2

On entry, n ¼ valueh i, but the value passed to the setup function was n ¼ valueh i.

d02puc NAG Library Manual

d02puc.2 Mark 26



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

You cannot call this function before you have called the integrator.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, a previous call to the setup function has not been made or the communication arrays
have become corrupted, or a catastrophic error has already been detected elsewhere.
You cannot continue integrating the problem.

NE_RK_INVALID_CALL

You have already made one call to this function after the integrator could not achieve specified
accuracy.
You cannot call this function again.

NE_RK_NOSTEP

No error assessment is available since the integrator has not actually taken any successful steps.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_ivp_rkts_errass (d02puc) is not threaded in any implementation.

9 Further Comments

If the integration has proceeded ‘well’ and the problem is smooth enough, stable and not too difficult
then the values returned in the arguments rmserr and errmax should be comparable to the value of tol
specified in the prior call to nag_ode_ivp_rkts_setup (d02pqc).

10 Example

This example integrates a two body problem. The equations for the coordinates x tð Þ; y tð Þð Þ of one body
as functions of time t in a suitable frame of reference are

x00 ¼ �x
r3

y00 ¼ � y
r3
; r ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
x2 þ y2

p
:

The initial conditions

x 0ð Þ ¼ 1� �; x0 0ð Þ ¼ 0

y 0ð Þ ¼ 0; y0 0ð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffi
1þ �
1� �

r
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lead to elliptic motion with 0 < � < 1. � ¼ 0:7 is selected and the system of ODEs is reposed as

y01 ¼ y3

y02 ¼ y4

y03 ¼ �
y1
r3

y04 ¼ �
y2
r3

over the range 0; 3	½ �. Relative error control is used with threshold values of 1:0e�10 for each solution
component and a high-order Runge–Kutta method (method ¼ Nag RK 7 8) with tolerance
tol ¼ 1:0e�6.
Note that for illustration purposes since it is not necessary for this problem, this example integrates to
the end of the range regardless of efficiency concerns (i.e., returns from nag_ode_ivp_rkts_range
(d02pec) with fail:code ¼ NE_RK_POINTS, NE_STIFF_PROBLEM or NW_RK_TOO_MANY).

10.1 Program Text

/* nag_ode_ivp_rkts_errass (d02puc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(double t, Integer n, const double *y,
double *yp, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define N 4

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer liwsav, lrwsav, lwcomm, n;
double errmax, hnext, hstart, tend, terrmx, tgot, tol, tstart, twant, waste;
Integer fevals, j, k, stepcost, stepsok;
/* Arrays */
static double ruser[1] = { -1.0 };
double *rmserr = 0, *rwsav = 0, *thresh = 0, *wcomm = 0;
double *ygot = 0, *yinit = 0, *ymax = 0, *ypgot = 0;
Integer *iwsav = 0;
char nag_enum_arg[40];
/* NAG types */
NagError fail;
Nag_RK_method method;
Nag_ErrorAssess errass;
Nag_Comm comm;

INIT_FAIL(fail);

n = N;
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liwsav = 130;
lrwsav = 350 + 32 * n;
lwcomm = 6 * n;

printf("nag_ode_ivp_rkts_errass (d02puc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (!(rmserr = NAG_ALLOC(n, double)) ||
!(thresh = NAG_ALLOC(n, double)) ||
!(ygot = NAG_ALLOC(n, double)) ||
!(yinit = NAG_ALLOC(n, double)) ||
!(ymax = NAG_ALLOC(n, double)) ||
!(ypgot = NAG_ALLOC(n, double)) ||
!(wcomm = NAG_ALLOC(lwcomm, double)) ||
!(rwsav = NAG_ALLOC(lrwsav, double)) ||
!(iwsav = NAG_ALLOC(liwsav, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set initial conditions for ODE and parameters for the integrator. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac) Converts NAG enum member name to value. */
method = (Nag_RK_method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
errass = (Nag_ErrorAssess) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &tstart, &tend);

#else
scanf("%lf%lf%*[^\n] ", &tstart, &tend);

#endif

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &yinit[j]);
#else

scanf("%lf", &yinit[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &hstart, &tol);

#else
scanf("%lf%lf%*[^\n] ", &hstart, &tol);
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#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &thresh[j]);

#else
scanf("%lf", &thresh[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initialize Runge-Kutta method for integrating ODE using
* nag_ode_ivp_rkts_setup (d02pqc).
*/

nag_ode_ivp_rkts_setup(n, tstart, tend, yinit, tol, thresh, method,
errass, hstart, iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_setup (d02pqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Calculation with tol = %8.1e\n", tol);
printf(" t y1 y1’\n");
printf("%6.3f", tstart);
for (k = 0; k < n; k++)

printf(" %8.4f", yinit[k]);
printf("\n");

twant = tend;
tgot = tstart;
while (tgot < twant) {

/* Solve ODE by Runge-Kutta method up to next time increment using
* nag_ode_ivp_rkts_range (d02pec).
*/

nag_ode_ivp_rkts_range(f, n, twant, &tgot, ygot, ypgot, ymax, &comm,
iwsav, rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_range (d02pec).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

printf("%6.3f", tgot);
for (k = 0; k < n; k++)

printf(" %8.4f", ygot[k]);
printf("\n");

}

/* Compute and print error estimates using
* nag_ode_ivp_rkts_errass (d02puc).
*/

nag_ode_ivp_rkts_errass(n, rmserr, &errmax, &terrmx, iwsav, rwsav, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_ivp_rkts_errass (d02puc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

printf("\n Componentwise error assessment\n");
printf(" ");
for (j = 0; j < n; j++)

printf("%11.2e", rmserr[j]);

printf("\n\n Worst global error observed was %9.2e", errmax);
printf(" - occuring at t = %6.3f\n\n", terrmx);
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/* Get diagnostics on whole integration using
* nag_ode_ivp_rkts_diag (d02ptc).
*/

nag_ode_ivp_rkts_diag(&fevals, &stepcost, &waste, &stepsok, &hnext, iwsav,
rwsav, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_rkts_diag (d02ptc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}
printf(" Cost of the integration in evaluations of f is %6" NAG_IFMT "\n\n",

fevals);

END:
NAG_FREE(rmserr);
NAG_FREE(thresh);
NAG_FREE(ygot);
NAG_FREE(yinit);
NAG_FREE(ymax);
NAG_FREE(ypgot);
NAG_FREE(rwsav);
NAG_FREE(iwsav);
NAG_FREE(wcomm);
return exit_status;

}

static void NAG_CALL f(double t, Integer n, const double *y, double *yp,
Nag_Comm *comm)

{
double r;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
r = sqrt(y[0] * y[0] + y[1] * y[1]);
r = r * r * r;

yp[0] = y[2];
yp[1] = y[3];
yp[2] = -y[0] / r;
yp[3] = -y[1] / r;

}

10.2 Program Data

nag_ode_ivp_rkts_errass (d02puc) Example Program Data
Nag_RK_7_8 : method
Nag_ErrorAssess_on : errass
0.0 9.42477796076937971538 : tstart, tend
0.3 0.0 0.0 2.38047614284761666599 : yinit(1:n)
0.0 1.0E-6 : hstart, tol
1.0E-10 1.0E-10 1.0E-10 1.0E-10 : thresh(1:n)

10.3 Program Results

nag_ode_ivp_rkts_errass (d02puc) Example Program Results

Calculation with tol = 1.0e-06
t y1 y1’

0.000 0.3000 0.0000 0.0000 2.3805
(User-supplied callback f, first invocation.)
9.425 -1.7000 0.0000 -0.0000 -0.4201

Componentwise error assessment
3.81e-06 7.10e-06 6.92e-06 2.10e-06
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Worst global error observed was 3.43e-05 - occuring at t = 6.302

Cost of the integration in evaluations of f is 1361
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NAG Library Function Document

nag_ode_ivp_adams_roots (d02qfc)

1 Purpose

nag_ode_ivp_adams_roots (d02qfc) is a function for integrating a non-stiff system of first order
ordinary differential equations using a variable-order variable-step Adams' method. A root-finding
facility is provided.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_adams_roots (Integer neqf,

void (*fcn)(Integer neqf, double x, const double y[], double f[],
Nag_User *comm),

double *t, double y[], double tout,

double (*g)(Integer neqf, double x, const double y[], const double yp[],
Integer k, Nag_User *comm),

Nag_User *comm, Nag_ODE_Adams *opt, NagError *fail)

3 Description

Given the initial values x; y1; y2; . . . ; yneqf the function integrates a non-stiff system of first order
ordinary differential equations of the type, y0i ¼ fi x; y1; y2; . . . ; yneqf

� �
, for i ¼ 1; 2; . . . ; neqf, from

x ¼ t to x ¼ tout using a variable-order variable-step Adams' method. The system is defined by fcn,
which evaluates fi in terms of x and y1; y2; . . . ; yneqf , and y1; y2; . . . ; yneqf are supplied at x ¼ t. The
function is capable of finding roots (values of x) of prescribed event functions of the form

gj x; y; y
0ð Þ ¼ 0; j ¼ 1; 2; . . . ;neqg:

(See nag_ode_ivp_adams_setup (d02qwc) for the specification of neqg).

Each gj is considered to be independent of the others so that roots are sought of each gj individually.
The root reported by the function will be the first root encountered by any gj. Two techniques for
determining the presence of a root in an integration step are available: the sophisticated method
described in Watts (1985) and a simplified method whereby sign changes in each gj are looked for at
the ends of each integration step. The event functions are defined by g, which evaluates gj in terms of
x; y1; . . . ; yneqf and y01; . . . ; y

0
neqf . In one-step mode the function returns an approximation to the solution

at each integration point. In interval mode this value is returned at the end of the integration range. If a
root is detected this approximation is given at the root. You need to select the mode of operation, the
error control, the root-finding technique and various integration inputs with a prior call of the setup
function nag_ode_ivp_adams_setup (d02qwc).

For a description of the practical implementation of an Adams' formula see Shampine and Gordon
(1975) and Shampine and Watts (1979).
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4 References
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5 Arguments

1: neqf – Integer Input

On entry: the number of differential equations.

Constraint: neqf 	 1.

2: fcn – function, supplied by the user External Function

fcn must evaluate the functions fi (that is the first derivatives y0i) for given values of its
arguments x; y1; y2; . . . ; yneqf .

The specification of fcn is:

void fcn (Integer neqf, double x, const double y[], double f[],
Nag_User *comm)

1: neqf – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the current value of the argument x.

3: y½neqf� – const double Input

On entry: y½i � 1� contains the current value of the argument yi, for i ¼ 1; 2; . . . ;neqf.

4: f½neqf� – double Output

On exit: f½i � 1� must contain the value of fi, for i ¼ 1; 2; . . . ; neqf.

5: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type.

3: t – double * Input/Output

On entry: after a call to nag_ode_ivp_adams_setup (d02qwc) with state ¼ Nag NewStart (i.e., an
initial entry), t must be set to the initial value of the independent variable x.

On exit: the value of x at which y has been computed. This may be an intermediate output point,
a root, tout, or a point at which an error has occurred. If the integration is to be continued,
possibly with a new value for tout, t must not be changed.
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4: y½neqf� – double Input/Output

On entry: the initial values of the solution y1; y2; . . . ; yneqf .

On exit: the computed values of the solution at the exit value of t. If the integration is to be
continued, possibly with a new value for tout, these values must not be changed.

5: tout – double Input

On entry: the next value of x at which a computed solution is required. For the initial t, the input
value of tout is used to determine the direction of integration. Integration is permitted in either
direction. If tout ¼ t on exit, tout must be reset beyond t in the direction of integration, before
any continuation call.

6: g – function, supplied by the user External Function

g must evaluate a given component of g x; y; y0ð Þ at a specified point.

If root-finding is not required the actual argument for g must be the NAG defined null double
function pointer NULLDFN.

The specification of g is:

double g (Integer neqf, double x, const double y[], const double yp[],
Integer k, Nag_User *comm)

1: neqf – Integer Input

On entry: the number of differential equations.

2: x – double Input

On entry: the current value of the independent variable.

3: y½neqf� – const double Input

On entry: the current values of the dependent variables.

4: yp½neqf� – const double Input

On entry: the current values of the derivatives of the dependent variables.

5: k – Integer Input

On entry: the component of g which must be evaluated.

6: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p should be cast to the required type, e.g.,
struct user *s = (struct user *)comm ! p, to obtain the original
object's address with appropriate type.

7: comm – Nag_User *

Pointer to a structure of type Nag_User with the following member:

p – Pointer

On entry/exit: the pointer comm!p, of type Pointer, allows you to communicate
information to and from fcn and g. An object of the required type should be declared, e.g.,
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a structure, and its address assigned to the pointer comm!p by means of a cast to Pointer
in the calling program. E.g. comm.p = (Pointer)&s.

8: opt – Nag_ODE_Adams *

Pointer to a structure of type Nag_ODE_Adams as initialized by the setup function
nag_ode_ivp_adams_setup (d02qwc) with the following members:

root – Nag_Boolean Output

On exit: if root-finding was required (neqg > 0 in a call to the setup function
nag_ode_ivp_adams_setup (d02qwc) ), then root specifies whether or not the output
value of the argument t is a root of one of the event functions. If root ¼ Nag FALSE, then
no root was detected, whereas root ¼ Nag TRUE indicates a root.

If root-finding was not required (neqg ¼ 0) then on exit root ¼ Nag FALSE.

If root ¼ Nag FALSE, then opt!index, opt!type, opt!events and opt!resids are
indeterminate.

index – Integer Output

On exit: the index k of the event equation gk x; y; y
0ð Þ ¼ 0 for which the root has been

detected.

type – Integer Output

On exit: information about the root detected for the event equation defined by opt!index.
The possible values of type with their interpretations are as follows:

If type ¼ 1, a simple root, or lack of distinguishing information available.

If type ¼ 2, a root of even multiplicity is believed to have been detected, that is no
change in sign of the event function was found.

If type ¼ 3, a high order root of odd multiplicity.

If type ¼ 4, a possible root, but due to high multiplicity or a clustering of roots
accurate evaluation of the event function was prohibited by round-off error and/or
cancellation.

In general, the accuracy of the root is less reliable for values of type > 1.

events – Integer * Output

On exit: array pointer containing information about the kth event function on a very small
interval containing the root, t. All roots lying in this interval are considered
indistinguishable numerically and therefore should be regarded as defining a root at t.
The possible values of events½j� 1�, j ¼ 1; 2; . . . ;neqg, with their interpretations are as
follows:

events½j� 1� ¼ 0, the jth event function did not have a root;

events½j� 1� ¼ �1, the jth event function changed sign from positive to negative
about a root, in the direction of integration;

events½j� 1� ¼ 1, the jth event function changed sign from negative to positive
about a root, in the direction of integration;

events½j� 1� ¼ 2, a root was identified, but no change in sign was observed.

resids – double Output

On exit: array pointer, opt!resids½j� 1�, j ¼ 1; 2; . . . ;neqg, contains value of the jth
event function computed at the root, t.

yp – double Output

On exit: array pointer to the approximate derivative of the solution component yi at the
output value of t. These values are obtained by the evaluation of y0 ¼ f x; yð Þ except when
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the output value of the argument t is tout and opt!tcurr 6¼ tout, in which case they are
obtained by interpolation.

tcurr – double Output

On exit: the value of the independent variable which the integrator has actually reached.
tcurr will always be at least as far as the output value of the argument t in the direction of
integration, but may be further.

hlast – double Output

On exit: the last successful step size used in the integration.

hnext – double Output

On exit: the next step size which the integration would attempt.

ord_last – Integer Output

On exit: the order of the method last used (successfully) in the integration.

ord_next – Integer Output

On exit: the order of the method which the integration would attempt on the next step.

nsuccess – Integer Output

On exit: the number of integration steps attempted that have been successful since the start
of the current problem.

nfail – Integer Output

On exit: the number of integration steps attempted that have failed since the start of the
current problem.

tolfac – double Output

On exit: a tolerance scale factor, tolfac 	 1:0, returned when nag_ode_ivp_adams_roots
(d02qfc) exits with fail:code ¼ NE ODE TOL. If rtol and atol are uniformly scaled up by
a factor of tolfac and nag_ode_ivp_adams_setup (d02qwc) is called, the next call to
nag_ode_ivp_adams_roots (d02qfc) is deemed likely to succeed.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_DIRECTION_CHANGE

The value of tout, valueh i, indicates a change in the integration direction. This is not permitted
on a continuation call.

NE_MAX_STEP

The maximum number of steps have been attempted.

If integration is to be continued then the function may be called again and a further max_step
steps will be attempted (see nag_ode_ivp_adams_setup (d02qwc) for details of max_step ).

NE_NEQF

The value of neqf supplied is not the same as that given to the setup function
nag_ode_ivp_adams_setup (d02qwc). neqf ¼ valueh i but the value given to
nag_ode_ivp_adams_setup (d02qwc) was valueh i.
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NE_NO_G_FUN

Root finding has been requested by setting neqg > 0, neqg ¼ valueh i, but argument g is a null
function.

NE_NO_SETUP

The setup function nag_ode_ivp_adams_setup (d02qwc) has not been called.

NE_ODE_TOL

The error tolerances are too stringent. rtol and atol should be scaled up by the factor opt!tolfac
and the integration function re-entered. opt!tolfac ¼ valueh i (see Section 9).

NE_SETUP_ERROR

The call to setup function nag_ode_ivp_adams_setup (d02qwc) produced an error.

NE_SINGULAR_POINT

A change in sign of an event function has been detected but the root-finding process appears to
have converged to a singular point of t rather than a root.

Integration may be continued by calling the function again.

NE_STIFF_PROBLEM

The problem appears to be stiff.

(See the d02 Chapter Introduction for a discussion of the term ‘stiff’). Although it is inefficient to
use this integrator to solve stiff problems, integration may be continued by resetting fail and
calling the function again.

NE_T_CHANGED

The value of t has been changed from valueh i to valueh i. This is not permitted on a continuation
call.

NE_T_SAME_TOUT

On entry, tout ¼ t, t is valueh i.

NE_TOUT_TCRIT

tout ¼ valueh i but crit was set Nag_TRUE in setup call and integration cannot be attempted
beyond tcrit ¼ valueh i.

NE_WEIGHT_ZERO

An error weight has become zero during the integration, see d02qwc document; atol½ valueh i� was
set to 0.0 but y½ valueh i� is now 0.0. Integration successful as far as t ¼ valueh i.
The value of the array index is returned in fail:errnum.

7 Accuracy

The accuracy of integration is determined by the arguments vectol, rtol and atol in a prior call to
nag_ode_ivp_adams_setup (d02qwc). Note that only the local error at each step is controlled by these
arguments. The error estimates obtained are not strict bounds but are usually reliable over one step.
Over a number of steps the overall error may accumulate in various ways, depending on the properties
of the differential equation system. The code is designed so that a reduction in the tolerances should
lead to an approximately proportional reduction in the error. You are strongly recommended to call
nag_ode_ivp_adams_roots (d02qfc) with more than one set of tolerances and to compare the results
obtained to estimate their accuracy.
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The accuracy obtained depends on the type of error test used. If the solution oscillates around zero a
relative error test should be avoided, whereas if the solution is exponentially increasing an absolute
error test should not be used. If different accuracies are required for different components of the
solution then a component-wise error test should be used. For a description of the error test see the
specifications of the arguments vectol, atol and rtol in the function document for nag_ode_ivp_a
dams_setup (d02qwc).

The accuracy of any roots located will depend on the accuracy of integration and may also be restricted
by the numerical properties of g x; y; y0ð Þ. When evaluating g you should try to write the code so that
unnecessary cancellation errors will be avoided.

8 Parallelism and Performance

nag_ode_ivp_adams_roots (d02qfc) is not threaded in any implementation.

9 Further Comments

If the function fails with fail:code ¼ NE ODE TOL, then the combination of atol and rtol may be so
small that a solution cannot be obtained, in which case the function should be called again using larger
values for rtol and/or atol when calling the setup function nag_ode_ivp_adams_setup (d02qwc). If the
accuracy requested is really needed then you should consider whether there is a more fundamental
difficulty. For example:

(a) in the region of a singularity the solution components will usually be of a large magnitude. The
function could be used in one-step mode to monitor the size of the solution with the aim of
trapping the solution before the singularity. In any case numerical integration cannot be continued
through a singularity, and analytical treatment may be necessary;

(b) for ‘stiff’ equations, where the solution contains rapidly decaying components, the function will
require a very small step size to preserve stability. This will usually be exhibited by excessive
computing time and sometimes an error exit with fail:code ¼ NE ODE TOL, but usually an error
exit with fail:code ¼ NE MAX STEP or NE_STIFF_PROBLEM. The Adams' methods are not
efficient in such cases. A high proportion of failed steps (see argument opt!nfail) may indicate
stiffness but there may be other reasons for this phenomenon.

nag_ode_ivp_adams_roots (d02qfc) can be used for producing results at short intervals (for example,
for graph plotting); you should set crit ¼ Nag TRUE and tcrit to the last output point required in a
prior call to nag_ode_ivp_adams_setup (d02qwc) and then set tout appropriately for each output point
in turn in the call to nag_ode_ivp_adams_roots (d02qfc).

The structure opt will contain pointers which have been allocated memory by calls to
nag_ode_ivp_adams_setup (d02qwc). This allocated memory is then accessed by nag_ode_ivp_adams_
roots (d02qfc) and, if required, nag_ode_ivp_adams_interp (d02qzc). When all calls to these functions
have been completed the function nag_ode_ivp_adams_free (d02qyc) may be called to free memory
allocated to the structure.

10 Example

We solve the equation

y00 ¼ �y; y 0ð Þ ¼ 0; y0 0ð Þ ¼ 1

reposed as

y01 ¼ y2
y02 ¼ �y1

over the range 0; 10:0½ � with initial conditions y1 ¼ 0:0 and y2 ¼ 1:0 using vector error control
(vectol ¼ Nag TRUE) and computation of the solution at tout ¼ 10:0 with tcrit ¼ 10:0
(crit ¼ Nag TRUE). Also, we use nag_ode_ivp_adams_roots (d02qfc) to locate the positions where
y1 ¼ 0:0 or where the first component has a turning point, that is y01 ¼ 0:0.
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10.1 Program Text

/* nag_ode_ivp_adams_roots (d02qfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ftry02(Integer neqf, double x, const double y[],
double yp[], Nag_User *comm);

static double NAG_CALL gtry02(Integer neqf, double x, const double y[],
const double yp[], Integer k, Nag_User *comm);

#ifdef __cplusplus
}
#endif

#define NEQF 2
#define NEQG 2
int main(void)
{

static Integer use_comm[2] = { 1, 1 };
Nag_Boolean alter_g, crit, one_step, sophist, vectol;
Integer exit_status = 0, i, max_step, neqf, neqg;
NagError fail;
Nag_ODE_Adams opt;
Nag_Start state;
Nag_User comm;
double *atol = 0, *rtol = 0, t, tcrit, tout, *y = 0;

INIT_FAIL(fail);

printf("nag_ode_ivp_adams_roots (d02qfc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

neqf = NEQF;
neqg = NEQG;
if (neqf < 1) {

exit_status = 1;
return exit_status;

}
else {

if (!(y = NAG_ALLOC(neqf, double)) ||
!(atol = NAG_ALLOC(neqf, double)) ||
!(rtol = NAG_ALLOC(neqf, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
tcrit = 10.0;
state = Nag_NewStart;
vectol = Nag_TRUE;
one_step = Nag_FALSE;
crit = Nag_TRUE;
max_step = 0;
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sophist = Nag_TRUE;
for (i = 0; i <= 1; ++i) {

rtol[i] = 0.0001;
atol[i] = 1e-06;

}

/* nag_ode_ivp_adams_setup (d02qwc).
* Setup function for nag_ode_ivp_adams_roots (d02qfc)
*/

nag_ode_ivp_adams_setup(&state, neqf, vectol, atol, rtol, one_step, crit,
tcrit, 0.0, max_step, neqg, &alter_g, sophist, &opt,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_adams_setup (d02qwc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

t = 0.0;
tout = tcrit;
y[0] = 0.0;
y[1] = 1.0;

do {
/* nag_ode_ivp_adams_roots (d02qfc).
* Ordinary differential equation solver using Adams method
* (sophisticated use)
*/

nag_ode_ivp_adams_roots(neqf, ftry02, &t, y, tout, gtry02,
&comm, &opt, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_adams_roots (d02qfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (opt.root) {
printf("\nRoot at %14.5e\n", t);
printf("for event equation %1" NAG_IFMT "", opt.index);
printf(" with type %1" NAG_IFMT "", opt.type);
printf(" and residual %14.5e\n", opt.resids[opt.index - 1]);

printf(" Y(1) = %14.5e Y’(1) = %14.5e\n", y[0], opt.yp[0]);

for (i = 1; i <= neqg; ++i) {
if (i != opt.index && opt.events[i - 1] != 0) {

printf("and also for event equation %1" NAG_IFMT "", i);
printf(" with type %1" NAG_IFMT "", opt.events[i - 1]);
printf(" and residual %14.5e\n", opt.resids[i - 1]);

}
}

}
} while (opt.tcurr < tout && opt.root);

/* Free the memory which was allocated by
* nag_ode_ivp_adams_setup (d02qwc) to the pointers inside opt.
*/

/* nag_ode_ivp_adams_free (d02qyc).
* Freeing function for use with nag_ode_ivp_adams_roots (d02qfc)
*/

nag_ode_ivp_adams_free(&opt);
END:

NAG_FREE(y);
NAG_FREE(atol);
NAG_FREE(rtol);
return exit_status;

}

static void NAG_CALL ftry02(Integer neqf, double x, const double y[], double
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yp[], Nag_User *comm)
{

Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback ftry02, first invocation.)\n");
use_comm[0] = 0;

}

yp[0] = y[1];
yp[1] = -y[0];

} /* ftry02 */

static double NAG_CALL gtry02(Integer neqf, double x, const double y[], double
const yp[], Integer k, Nag_User *comm)

{
Integer *use_comm = (Integer *) comm->p;

if (use_comm[1]) {
printf("(User-supplied callback gtry02, first invocation.)\n");
use_comm[1] = 0;

}

if (k == 1)
return yp[0];

else
return y[0];

} /* gtry02 */

10.2 Program Data

None.

10.3 Program Results

nag_ode_ivp_adams_roots (d02qfc) Example Program Results
(User-supplied callback ftry02, first invocation.)
(User-supplied callback gtry02, first invocation.)

Root at 0.00000e+00
for event equation 2 with type 1 and residual 0.00000e+00
Y(1) = 0.00000e+00 Y’(1) = 1.00000e+00

Root at 1.57076e+00
for event equation 1 with type 1 and residual -5.90726e-16
Y(1) = 1.00003e+00 Y’(1) = -5.90726e-16

Root at 3.14151e+00
for event equation 2 with type 1 and residual -1.28281e-16
Y(1) = -1.28281e-16 Y’(1) = -1.00012e+00

Root at 4.71228e+00
for event equation 1 with type 1 and residual 3.59623e-16
Y(1) = -1.00010e+00 Y’(1) = 3.59623e-16

Root at 6.28306e+00
for event equation 2 with type 1 and residual 2.47333e-15
Y(1) = 2.47333e-15 Y’(1) = 9.99979e-01

Root at 7.85379e+00
for event equation 1 with type 1 and residual -3.20716e-15
Y(1) = 9.99970e-01 Y’(1) = -3.20716e-15

Root at 9.42469e+00
for event equation 2 with type 1 and residual -2.90637e-15
Y(1) = -2.90637e-15 Y’(1) = -9.99854e-01
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NAG Library Function Document

nag_ode_ivp_adams_setup (d02qwc)

1 Purpose

nag_ode_ivp_adams_setup (d02qwc) is a setup function which must be called prior to the first call of
the integration function nag_ode_ivp_adams_roots (d02qfc) and may be called prior to any subsequent
continuation call of the integrator.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_adams_setup (Nag_Start *state, Integer neqf,
Nag_Boolean vectol, const double atol[], const double rtol[],
Nag_Boolean one_step, Nag_Boolean crit, double tcrit, double hmax,
Integer max_step, Integer neqg, Nag_Boolean *alter_g,
Nag_Boolean sophist, Nag_ODE_Adams *opt, NagError *fail)

3 Description

nag_ode_ivp_adams_setup (d02qwc) permits initialization of the integration method and setting of
integration inputs prior to any call of nag_ode_ivp_adams_roots (d02qfc).

It must be called before the first call of the function nag_ode_ivp_adams_roots (d02qfc) and it may be
called before any continuation call of nag_ode_ivp_adams_roots (d02qfc).

4 References

None.

5 Arguments

1: state – Nag_Start * Input/Output

On entry: specifies whether the integration function nag_ode_ivp_adams_roots (d02qfc) is to start
a new system of ordinary differential equations, restart a system or continue with a system.

state ¼ Nag NewStart
Start integration with a new differential system.

state ¼ Nag ReStart
Restart integration with the current differential system.

state ¼ Nag Continue
Continue integration with the current differential system.

Constraint: state ¼ Nag NewStart, Nag ReStart or Nag Continue.

On exit: state is set to Nag Continue, except that if an error is detected, state is unchanged.

2: neqf – Integer Input

On entry: the number of ordinary differential equations to be solved by the integration function.
neqf must remain unchanged on subsequent calls to nag_ode_ivp_adams_setup (d02qwc) with
state ¼ Nag Continue or Nag ReStart.

Constraint: neqf 	 1.
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3: vectol – Nag_Boolean Input

On entry: specifies whether vector or scalar error control is to be employed for the local error test
in the integration. If vectol ¼ Nag TRUE, then vector error control will be used and you must
specify values of rtol½i� and atol½i�, for i ¼ 0; 1; . . . ; neqf � 1. Otherwise scalar error control will
be used and you must specify values of just rtol½0� and atol½0�.
The error test to be satisfied is of the formffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXneqf

i¼1

ei
wi

� �2

vuut � 1:0;

where wi is defined as follows:

vectol wi
Nag_TRUE rtol i� 1½ � � yij j þ atol½i� 1�
Nag_FALSE rtol 0½ � � yij j þ atol½0�

and ei is an estimate of the local error in yi, computed internally. vectol must remain unchanged
on subsequent calls to nag_ode_ivp_adams_setup (d02qwc) with state ¼ Nag Continue or
Nag ReStart.

4: atol½neqf� – const double Input

On entry: the absolute local error tolerance (see vectol).

Constraint: atol½i� 	 0:0.

5: rtol½neqf� – const double Input

On entry: the relative local error tolerance (see vectol).

Constraints:

rtol½i� 	 0:0;
if atol½i� ¼ 0:0, rtol½i� 	 4:0�machine precision.

6: one step – Nag_Boolean Input

On entry: the mode of operation of the integration function. If one step ¼ Nag TRUE, the
integration function will operate in one-step mode, that is it will return after each successful step.
Otherwise the integration function will operate in interval mode, that is it will return at the end of
the integration interval.

7: crit – Nag_Boolean Input

On entry: specifies whether or not there is a value for the independent variable beyond which
integration is not to be attempted. Setting crit ¼ Nag TRUE indicates that there is such a point,
whereas crit ¼ Nag FALSE indicates that there is no such restriction.

8: tcrit – double Input

On entry: with crit ¼ Nag TRUE, tcrit must be set to a value of the independent variable beyond
which integration is not to be attempted. Otherwise tcrit is not referenced.

9: hmax – double Input

On entry:

hmax 6¼ 0:0
A bound on the absolute step size during the integration is taken to be hmaxj j.

hmax ¼ 0:0
No bound is assumed on the step size during the integration.
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A bound may be required if there are features of the solution on very short ranges of integration
which may be missed. You should try hmax ¼ 0:0 first.

Note: this argument only affects the step size if the option crit ¼ Nag TRUE is being used.

10: max step – Integer Input

On entry: a bound on the number of attempted steps in any one call to the integration function.

If max step � 0 on entry, a value of 1000 is used.

11: neqg – Integer Input

On entry: specifies whether or not root-finding is required in nag_ode_ivp_adams_roots (d02qfc).

neqg � 0
No root-finding is attempted.

neqg > 0
Root-finding is required and neqg event functions will be specified for the integration
function.

12: alter g – Nag_Boolean * Input/Output

On entry: specifies whether or not the event functions have been redefined. alter_g need not be
set if state ¼ Nag NewStart. On subsequent calls to nag_ode_ivp_adams_setup (d02qwc), if
neqg has been set positive, then alter g ¼ Nag FALSE specifies that the event functions remain
unchanged, whereas alter g ¼ Nag TRUE specifies that the event functions have changed.
Because of the expense in reinitializing the root searching procedure, alter_g should be set to
Nag_TRUE only if the event functions really have been altered. alter_g need not be set if the
root-finding option is not used.

On exit: alter_g is set to Nag_FALSE, except that if an error is detected, alter_g is unchanged.

13: sophist – Nag_Boolean Input

On entry: the type of search technique to be used in the root-finding.

sophist ¼ Nag TRUE
A sophisticated and reliable but expensive technique will be used, whereas for
sophist ¼ Nag FALSE a simple but less reliable technique will be used.

neqg � 0
sophist is not referenced.

14: opt – Nag_ODE_Adams * Output

On exit: the structure of type Nag_ODE_Adams will have been initialized to appropriate values
for entry to the integration function nag_ode_ivp_adams_roots (d02qfc). opt must be passed
unchanged to the integration function.

Memory will have been allocated by nag_ode_ivp_adams_setup (d02qwc) to several pointers
within opt, this memory is used by the integration function nag_ode_ivp_adams_roots (d02qfc)
and the interpolation function nag_ode_ivp_adams_interp (d02qzc). The library function
nag_ode_ivp_adams_free (d02qyc) is provided so that this memory can be freed when all calls
to nag_ode_ivp_adams_roots (d02qfc) and nag_ode_ivp_adams_interp (d02qzc) have been
completed. A call to nag_ode_ivp_adams_free (d02qyc) may also be made prior to reentering
nag_ode_ivp_adams_setup (d02qwc) with state ¼ Nag NewStart.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument state had an illegal value.

NE_BOOL_NOT_SET

The Boolean argument crit has not been set to Nag_TRUE or Nag_FALSE.

NE_INT_ARG_LT

On entry, neqf ¼ valueh i.
Constraint: neqf 	 1.

NE_NEQF_CHANGED

state ¼ stringh i but neqf has been changed. neqf was valueh i but is now valueh i.

NE_NEQG_CHANGED

alter g ¼ Nag FALSE but neqg has been changed. neqg was valueh i but is now valueh i.

NE_REAL_ARG_LT

On entry, atol½ valueh i� must not be less than 0.0: atol½ valueh i� ¼ valueh i.
On entry, rtol½ valueh i� must not be less than 0.0: rtol½ valueh i� ¼ valueh i.

NE_REAL_LT_COND

When atol½ valueh i� ¼ 0:0, rtol½ valueh i� must not be less than 4� �. rtol½ valueh i� ¼ valueh i,
4� � ¼ valueh i.

NE_STATE

state 6¼ Nag NewStart on first call.

NE_VECTOL_CHANGED

state ¼ stringh i but vectol has been changed. vectol was stringh i but is now stringh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_ivp_adams_setup (d02qwc) is not threaded in any implementation.

9 Further Comments

Prior to a continuation call of the integration function, you may reset some of the arguments by calling
nag_ode_ivp_adams_setup (d02qwc) with state ¼ Nag Continue. You may reset:

(a) hmax - to alter the maximum step size selection;

(b) rtol, atol - to change the error requirements;

(c) max_step - to increase or decrease the number of attempted steps before an error exit is
returned;
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(d) one_step - to change the operation mode of the integration function;

(e) crit, tcrit - to alter the point beyond which integration must not be attempted; and

(f) neqg, alter_g, sophist
- to alter the number and type of event functions, and also the search method.

If the behaviour of the system of differential equations has altered and you wish to restart the
integration method from the value of t output from the integration function, then set
state ¼ Nag ReStart and some of the integration arguments may be reset also. If you want to redefine
the system of differential equations or start a new integration problem, then set state ¼ Nag NewStart.
Resetting state ¼ Nag ReStart or Nag NewStart on normal continuation calls causes a restart in the
integration process, which is very inefficient when not needed.

10 Example

See example program for nag_ode_ivp_adams_roots (d02qfc).
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NAG Library Function Document

nag_ode_ivp_adams_free (d02qyc)

1 Purpose

nag_ode_ivp_adams_free (d02qyc) is the function for freeing memory from the structure of type
Nag_ODE_Adams. This memory will have been allocated to pointers within this structure during calls
to the NAG C Library function nag_ode_ivp_adams_setup (d02qwc). This allocated memory is used by
functions nag_ode_ivp_adams_roots (d02qfc) and nag_ode_ivp_adams_interp (d02qzc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_adams_free (Nag_ODE_Adams *opt)

3 Description

The NAG C Library functions nag_ode_ivp_adams_setup (d02qwc), nag_ode_ivp_adams_roots
(d02qfc) and nag_ode_ivp_adams_interp (d02qzc) use a structure of type Nag_ODE_Adams to retain
and communicate information between calls of these functions. During this process memory is allocated
to several pointers within the structure; nag_ode_ivp_adams_free (d02qyc) may be used to free this
memory when all calls to the functions nag_ode_ivp_adams_setup (d02qwc), nag_ode_ivp_adams_roots
(d02qfc) and nag_ode_ivp_adams_interp (d02qzc) have been completed. A call to nag_ode_ivp_adams_
free (d02qyc) may also be made prior to re-entering nag_ode_ivp_adams_setup (d02qwc) with the
argument state ¼ Nag NewStart.

4 References

None.

5 Arguments

1: opt – Nag_ODE_Adams * Input/Output

On entry: the structure used in calls to the functions nag_ode_ivp_adams_setup (d02qwc),
nag_ode_ivp_adams_roots (d02qfc) and nag_ode_ivp_adams_interp (d02qzc).

On exit: all memory allocated to this structure will have been freed and the pointers set to
NULL.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_ivp_adams_free (d02qyc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_ode_ivp_adams_roots (d02qfc) and nag_ode_ivp_adams_interp (d02qzc).
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NAG Library Function Document

nag_ode_ivp_adams_interp (d02qzc)

1 Purpose

nag_ode_ivp_adams_interp (d02qzc) interpolates components of the solution of a non-stiff system of
first order ordinary differential equations from information provided by nag_ode_ivp_adams_roots
(d02qfc). Normally this function will be used in conjunction with the integration function,
nag_ode_ivp_adams_roots (d02qfc), operating in one-step mode.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_ivp_adams_interp (Integer neqf, double twant, Integer nwant,
double ywant[], double ypwant[], Nag_ODE_Adams *opt, NagError *fail)

3 Description

nag_ode_ivp_adams_interp (d02qzc) evaluates the first nwant components of the solution of a non-stiff
system of first order ordinary differential equations at any point using the method of Watts and
Shampine (1986) and information generated by nag_ode_ivp_adams_roots (d02qfc). nag_ode_ivp_a
dams_interp (d02qzc) should not normally be used to extrapolate outside the current range of the values
produced by the integration function.

4 References

Watts H A and Shampine L F (1986) Smoother interpolants for Adams codes SIAM J. Sci. Statist.
Comput. 7 334–345

5 Arguments

1: neqf – Integer Input

On entry: the number of differential equations.

Constraint: neqf 	 1.

2: twant – double Input

On entry: the point at which components of the solution and derivative are to be evaluated. twant
should not normally be an extrapolation point, that is twant should satisfy

opt!tcurr� opt!hlast � twant � opt!tcurr.

or if integration is proceeding in the negative direction

opt!tcurr� opt!hlast 	 twant 	 opt!tcurr.

Extrapolation is permitted but not recommended and a fail value of NW_EXTRAPOLATION is
returned whenever extrapolation is attempted.

3: nwant – Integer Input

On entry: the number of components of the solution and derivative whose values, at twant, are
required. The first nwant components are evaluated.

Constraint: 1 � nwant � neqf.
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4: ywant½nwant� – double Output

On exit: ywant½i � 1� contains the calculated value of the ith component of the solution at twant,
for i ¼ 1; 2; . . . ; nwant.

5: ypwant½nwant� – double Output

On exit: ypwant½i � 1� contains the calculated value of the ith component of the derivative at
twant, for i ¼ 1; 2; . . . ; nwant.

6: opt – Nag_ODE_Adams * Input

On entry: the structure of type Nag_ODE_Adams as output from the integration function
nag_ode_ivp_adams_roots (d02qfc). The structure must be passed unchanged. (See Section 9 for
comments about deallocation of memory from opt.)

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, nwant ¼ valueh i.
Constraint: nwant 	 1.

NE_NEQF

The value of neqf supplied is not the same as that given to the setup function
nag_ode_ivp_adams_setup (d02qwc). neqf ¼ valueh i but the value given to nag_ode_ivp_a
dams_setup (d02qwc) was valueh i.

NE_NO_INTEGRATE

The integrator function nag_ode_ivp_adams_roots (d02qfc) has not been called.

NE_NO_STEPS

No successful integration steps were taken in the call(s) to the integration function
nag_ode_ivp_adams_roots (d02qfc).

NE_NWANT_GT

nwant is greater than the value of neqf given to the setup function nag_ode_ivp_adams_setup
(d02qwc). nwant ¼ valueh i, neqf ¼ valueh i.

NW_EXTRAPOLATION

Extrapolation requested, twant ¼ valueh i.

7 Accuracy

The error in interpolation is of a similar order to the error arising from the integration. The same order
of accuracy can be expected when extrapolating using nag_ode_ivp_adams_interp (d02qzc). However,
the actual error in extrapolation will, in general, be much larger than for interpolation.

8 Parallelism and Performance

nag_ode_ivp_adams_interp (d02qzc) is not threaded in any implementation.
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9 Further Comments

When interpolation for only a few components is required then it is more efficient to order the
components of interest so that they are numbered first.

The structure opt will contain pointers which have been allocated memory during a call to
nag_ode_ivp_adams_setup (d02qwc). This allocated memory is used by nag_ode_ivp_adams_roots
(d02qfc) and nag_ode_ivp_adams_interp (d02qzc). When all calls to these functions have been
completed the function nag_ode_ivp_adams_free (d02qyc) may be called to free the allocated memory
from the structure.

10 Example

This example solves the equation

y00 ¼ �y; y 0ð Þ ¼ 0; y0 0ð Þ ¼ 1

reposed as

y01 ¼ y2
y02 ¼ �y1

over the range 0; 	=2½ � with initial conditions y1 ¼ 0 and y2 ¼ 1 using vector error control
(vectol ¼ Nag TRUE) and n ag_ode_ i vp_ ad ams_ r o o t s ( d 02q f c ) i n on e - s t e p mode
(one step ¼ Nag TRUE). nag_ode_ivp_adams_interp (d02qzc) is used to provide solution values at
intervals of 	=16.

10.1 Program Text

/* nag_ode_ivp_adams_interp (d02qzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ftry03(Integer neqf, double x, const double y[],
double yp[], Nag_User *comm);

#ifdef __cplusplus
}
#endif

#define NEQF 2
#define TSTART 0.0

int main(void)
{

static Integer use_comm[1] = { 1 };
Nag_Boolean alter_g, crit, one_step, sophist, vectol;
Integer exit_status = 0, i, j, max_step, neqf, neqg, nwant;
NagError fail;
Nag_ODE_Adams opt;
Nag_Start state;
Nag_User comm;
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double *atol = 0, hmax, pi, *rtol = 0, t, tcrit, tinc, tout, twant, *y = 0;
double *ypwant = 0, *ywant = 0;

INIT_FAIL(fail);

printf("nag_ode_ivp_adams_interp (d02qzc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

/* nag_pi (x01aac).
* pi
*/

pi = nag_pi;
state = Nag_NewStart;
neqf = NEQF;
if (neqf >= 1) {

if (!(atol = NAG_ALLOC(neqf, double)) ||
!(rtol = NAG_ALLOC(neqf, double)) ||
!(y = NAG_ALLOC(neqf, double)) ||
!(ywant = NAG_ALLOC(neqf, double)) ||
!(ypwant = NAG_ALLOC(neqf, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

exit_status = 1;
return exit_status;

}

neqg = 0;
sophist = Nag_FALSE;
vectol = Nag_TRUE;
for (i = 0; i < 2; ++i) {

atol[i] = 1e-08;
rtol[i] = 0.0001;

}
one_step = Nag_TRUE;
crit = Nag_TRUE;
tinc = pi * 0.0625;
tcrit = tinc * 8.0;
tout = tcrit;
max_step = 500;
hmax = 2.0;
t = TSTART;
twant = TSTART + tinc;
nwant = 2;
y[0] = 0.0;
y[1] = 1.0;
printf("\n T Y(1) Y(2)\n");
printf(" %6.4f %7.4f %7.4f \n", t, y[0], y[1]);

/* nag_ode_ivp_adams_setup (d02qwc).
* Setup function for nag_ode_ivp_adams_roots (d02qfc)
*/

nag_ode_ivp_adams_setup(&state, neqf, vectol, atol, rtol, one_step, crit,
tcrit, hmax, max_step, neqg, &alter_g, sophist,
&opt, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_adams_setup (d02qwc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

j = 1;

while (t < tout && fail.code == NE_NOERROR) {
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/* nag_ode_ivp_adams_roots (d02qfc).
* Ordinary differential equation solver using Adams method
* (sophisticated use)
*/

nag_ode_ivp_adams_roots(neqf, ftry03, &t, y, tout, NULLDFN,
&comm, &opt, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_adams_roots (d02qfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

while (twant <= t && fail.code == NE_NOERROR) {
/* nag_ode_ivp_adams_interp (d02qzc).
* Interpolation function for use with
* nag_ode_ivp_adams_roots (d02qfc)
*/

nag_ode_ivp_adams_interp(neqf, twant, nwant, ywant, ypwant, &opt,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_ivp_adams_interp (d02qzc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf(" %6.4f %7.4f %7.4f \n", twant, ywant[0], ywant[1]);
++j;
twant = (double) j *tinc + 0.0;

}
}
/* Free the memory which was allocated by
* nag_ode_ivp_adams_setup (d02qwc) to the pointers inside opt.
*/

/* nag_ode_ivp_adams_free (d02qyc).
* Freeing function for use with nag_ode_ivp_adams_roots
* (d02qfc)
*/

nag_ode_ivp_adams_free(&opt);

END:
NAG_FREE(atol);
NAG_FREE(rtol);
NAG_FREE(y);
NAG_FREE(ywant);
NAG_FREE(ypwant);
return exit_status;

}

static void NAG_CALL ftry03(Integer neqf, double x, const double y[], double
yp[], Nag_User *comm)

{
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback ftry03, first invocation.)\n");
use_comm[0] = 0;

}

yp[0] = y[1];
yp[1] = -y[0];

} /* ftry03 */

10.2 Program Data

None.
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10.3 Program Results

nag_ode_ivp_adams_interp (d02qzc) Example Program Results

T Y(1) Y(2)
0.0000 0.0000 1.0000

(User-supplied callback ftry03, first invocation.)
0.1963 0.1951 0.9808
0.3927 0.3827 0.9239
0.5890 0.5556 0.8315
0.7854 0.7071 0.7071
0.9817 0.8315 0.5556
1.1781 0.9239 0.3827
1.3744 0.9808 0.1951
1.5708 1.0000 -0.0000
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NAG Library Function Document

nag_ode_bvp_fd_nonlin_gen (d02rac)

1 Purpose

nag_ode_bvp_fd_nonlin_gen (d02rac) solves a two-point boundary value problem with general
boundary conditions for a system of ordinary differential equations, using a deferred correction
technique and Newton iteration.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_fd_nonlin_gen (Integer neq, double *deleps,

void (*fcn)(Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm),

Integer numbeg, Integer nummix,

void (*g)(Integer neq, double eps, const double ya[], const double yb[],
double bc[], Nag_User *comm),

Nag_MeshSet init, Integer mnp, Integer *np, double x[], double y[],
double tol, double abt[],

void (*jacobf)(Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm),

void (*jacobg)(Integer neq, double eps, const double ya[],
const double yb[], double aj[], double bj[], Nag_User *comm),

void (*jaceps)(Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm),

void (*jacgep)(Integer neq, double eps, const double ya[],
const double yb[], double bcep[], Nag_User *comm),

Nag_User *comm, NagError *fail)

3 Description

nag_ode_bvp_fd_nonlin_gen (d02rac) solves a two-point boundary value problem for a system of n
ordinary differential equations in the interval a; b½ � with b > a. The system is written in the form

y0i ¼ fi x; y1; y2; . . . ; ynð Þ; i ¼ 1; 2; . . . ; n ð1Þ

and the derivatives fi are evaluated by fcn. With the differential equations (1) must be given a system
of n (nonlinear) boundary conditions

gi y að Þ; y bð Þð Þ ¼ 0; i ¼ 1; 2; . . . ; n;

where

y xð Þ ¼ y1 xð Þ; y2 xð Þ; . . . ; yn xð Þ½ �T: ð2Þ
The functions gi are evaluated by g. The solution is computed using a finite difference technique with
deferred correction allied to a Newton iteration to solve the finite difference equations. The technique
used is described fully in Pereyra (1979).

You must supply an absolute error tolerance and may also supply an initial mesh for the finite
difference equations and an initial approximate solution (alternatively a default mesh and approximation
are used). The approximate solution is corrected using Newton iteration and deferred correction. Then,
additional points are added to the mesh and the solution is recomputed with the aim of making the error
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everywhere less than your tolerance and of approximately equidistributing the error on the final mesh.
The solution is returned on this final mesh.

If the solution is required at a few specific points then these should be included in the initial mesh. If,
on the other hand, the solution is required at several specific points then you should use the
interpolation functions provided in Chapter e01 if these points do not themselves form a convenient
mesh.

The Newton iteration requires Jacobian matrices

@fi
@yj

� �
;

@gi
@yj að Þ

� �
and

@gi
@yj bð Þ

� �
:

These may be supplied through jacobf for
@fi
@yj

� �
and jacobg for the others. Alternatively the Jacobians

may be calculated by numerical differentiation using the algorithm described in Curtis et al. (1974).

For problems of the type (1) and (2) for which it is difficult to determine an initial approximation from
which the Newton iteration will converge, a continuation facility is provided. You must set up a family
of problems

y0 ¼ f x; y; �ð Þ; g y að Þ; y bð Þ; �ð Þ ¼ 0; ð3Þ

where f ¼ f1; f2; . . . ; fn½ �T etc., and where � is a continuation parameter. The choice � ¼ 0 must give a
problem (3) which is easy to solve and � ¼ 1 must define the problem whose solution is actually
required. The function solves a sequence of problems with � values

0 ¼ �1 < �2 < � � � < �p ¼ 1: ð4Þ
The number p and the values �i are chosen by the function so that each problem can be solved using the

solution of its predecessor as a starting approximation. Jacobians
@f

@�
and

@g

@�
are required and they may

be supplied by you via jaceps and jacgep respectively or may be computed by numerical
differentiation.

4 References

Curtis A R, Powell M J D and Reid J K (1974) On the estimation of sparse Jacobian matrices J. Inst.
Maths. Applics. 13 117–119

Pereyra V (1979) PASVA3: An adaptive finite-difference Fortran program for first order nonlinear,
ordinary boundary problems Codes for Boundary Value Problems in Ordinary Differential Equations.
Lecture Notes in Computer Science (eds B Childs, M Scott, J W Daniel, E Denman and P Nelson) 76
Springer–Verlag

5 Arguments

1: neq – Integer Input

On entry: n, the number of differential equations.

Constraint: neq > 0.

2: deleps – double * Input/Output

On entry: must be given a value which specifies whether continuation is required. If deleps � 0:0
or deleps 	 1:0 then it is assumed that continuation is not required. If 0:0 < deleps < 1:0 then it
is assumed that continuation is required unless deleps <

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

when an error exit
is taken. deleps is used as the increment �2 � �1 (see (4)) and the choice deleps ¼ 0:1 is
recommended.

On exit: an overestimate of the increment �p � �p�1 (in fact the value of the increment which
would have been tried if the restriction �p ¼ 1 had not been imposed). If continuation was not
requested then deleps ¼ 0:0.
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If continuation is not requested then jaceps and jacgep may each be replaced by the NAG
defined null function pointer NULLFN.

3: fcn – function, supplied by the user External Function

fcn must evaluate the functions fi (i.e., the derivatives y0i) at a general point x for a given value
of �, the continuation parameter (see Section 3).

The specification of fcn is:

void fcn (Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm)

1: neq – Integer Input

On entry: n, the number of equations.

2: x – double Input

On entry: x, the value of the independent variable.

3: eps – double Input

On entry: �, the value of the continuation parameter. This is 1 if continuation is not
being used.

4: y½neq� – const double Input

On entry: yi, for i ¼ 1; 2; . . . ; n, the values of the dependent variables at x.

5: f½neq� – double Output

On exit: the values of the derivatives fi evaluated at x given �, for i ¼ 1; 2; . . . ;n.

6: comm – Nag_User *

Pointer to structure of type Nag_User.

p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen
(d02rac) these pointers may be allocated memory and initialized with various
quantities for use by comm when called from nag_ode_bvp_fd_nonlin_gen
(d02rac).

4: numbeg – Integer Input

On entry: the number of left-hand boundary conditions (that is the number involving y að Þ only).
Constraint: 0 � numbeg < neq.

5: nummix – Integer Input

On entry: the number of coupled boundary conditions (that is the number involving both y að Þ and
y bð Þ).
Constraint: 0 � nummix � neq� numbeg.

6: g – function, supplied by the user External Function

g must evaluate the boundary conditions in equation (3) and place them in the array bc.
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The specification of g is:

void g (Integer neq, double eps, const double ya[], const double yb[],
double bc[], Nag_User *comm)

1: neq – Integer Input

On entry: n, the number of equations.

2: eps – double Input

On entry: �, the value of the continuation parameter. This is 1 if continuation is not
being used.

3: ya½neq� – const double Input

On entry: the value yi að Þ, for i ¼ 1; 2; . . . ; n.

4: yb½neq� – const double Input

On entry: the value yi bð Þ, for i ¼ 1; 2; . . . ; n.

5: bc½neq� – double Output

On exit: the values gi y að Þ; y bð Þ; �ð Þ, for i ¼ 1; 2; . . . ; n. These must be ordered as
follows:

(i) first, the conditions involving only y að Þ (see numbeg);

(ii) next, the nummix coupled conditions involving both y að Þ and y bð Þ (see nummix);
and,

(iii) finally, the conditions involving only y bð Þ (neq� numbeg� nummix).

6: comm – Nag_User *

Pointer to structure of type Nag_User.

p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen
(d02rac) these pointers may be allocated memory and initialized with various
quantities for use by comm when called from nag_ode_bvp_fd_nonlin_gen
(d02rac).

7: init – Nag_MeshSet Input

On entry: indicates whether you wish to supply an initial mesh and approximate solution
(init ¼ Nag UserInitMesh) or whether default values are to be used, (init ¼ Nag DefInitMesh).

Constraint: init ¼ Nag DefInitMesh or Nag UserInitMesh.

8: mnp – Integer Input

On entry: mnp must be set to the maximum permitted number of points in the finite difference
mesh.

Constraint: mnp 	 32.

9: np – Integer * Input/Output

On entry: must be set to the number of points to be used in the initial mesh.

Constraint: 4 � np � mnp.

On exit: the number of points in the final mesh.
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10: x½mnp� – double Input/Output

On entry: you must set x½0� ¼ a and x½np� 1� ¼ b. If init ¼ Nag DefInitMesh on entry a default
equispaced mesh will be used, otherwise you must specify a mesh by setting x½i � 1� ¼ xi, for
i ¼ 2; 3; . . . ;np� 1.

Constraints:

if init ¼ Nag DefInitMesh, x½0� < x½np� 1�;
if init ¼ Nag UserInitMesh, x½0� < x½1� < � � � < x½np� 1�.

On exit: x½0�; x½1�; . . . ; x½np� 1� define the final mesh (with the returned value of np) and
x½0� ¼ a and x½np� 1� ¼ b.

11: y½neq�mnp� – double Input/Output

On entry: if init ¼ Nag DefInitMesh, then y need not be set.

If init ¼ Nag UserInitMesh, then the array y must contain an initial approximation to the solution
such that y½ j� 1ð Þ �mnpþ i� 1� contains an approximation to

yj xið Þ; i ¼ 1; 2; . . . ;np and j ¼ 1; 2; . . . ; n:

On exit: the approximate solution zj xið Þ satisfying (5) on the final mesh, that is

y½ j� 1ð Þ �mnpþ i� 1� ¼ zj xið Þ; i ¼ 1; 2; . . . ; np and j ¼ 1; 2; . . . ; n;

where np is the number of points in the final mesh. If an error has occurred then y contains the
latest approximation to the solution. The remaining columns of y are not used.

12: tol – double Input

On entry: a positive absolute error tolerance. If

a ¼ x1 < x2 < � � � < xnp ¼ b

is the final mesh, zj xið Þ is the jth component of the approximate solution at xi, and yj xð Þ is the
jth component of the true solution of (1) and (2), then, except in extreme circumstances, it is
expected that

zj xið Þ � yj xið Þ
		 		 � tol; i ¼ 1; 2; . . . ; np and j ¼ 1; 2; . . . ; n: ð5Þ

Constraint: tol > 0:0.

13: abt½neq� – double Output

On exit: abt½i � 1�, for i ¼ 1; 2; . . . ; n, holds the largest estimated error (in magnitude) of the ith
component of the solution over all mesh points.

14: jacobf – function, supplied by the user External Function

jacobf evaluates the Jacobian
@fi
@yj

� �
, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n, given x and yj , for

j ¼ 1; 2; . . . ; n.

If all Jacobians are to be approximated internally by numerical differentiation then it must be
replaced by the NAG defined null function pointer NULLFN.

The specification of jacobf is:

void jacobf (Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm)

1: neq – Integer Input

On entry: n, the number of equations.

d02 – Ordinary Differential d02rac

Mark 26 d02rac.5



2: x – double Input

On entry: x, the value of the independent variable.

3: eps – double Input

On entry: �, the value of the continuation parameter. This is 1 if continuation is not
being used.

4: y½neq� – const double Input

On entry: yi, for i ¼ 1; 2; . . . ; n, the values of the dependent variables at x.

5: f½neq� neq� – double Output

On exit: f½ j � 1ð Þ � neqþ i � 1� must be set to the value of
@fi
@yj

, evaluated at the point

x; yð Þ, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n.

6: comm – Nag_User *

Pointer to structure of type Nag_User.

p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen
(d02rac) these pointers may be allocated memory and initialized with various
quantities for use by comm when called from nag_ode_bvp_fd_nonlin_gen
(d02rac).

Note that if jacobf is supplied then jacobg must also be supplied. Note that if jacobf is supplied
and continuation is requested then jaceps and jacgep must also be supplied.

15: jacobg – function, supplied by the user External Function

jacobg evaluates the Jacobians
@gi

@yj að Þ

� �
and

@gi
@yj bð Þ

� �
. The ordering of the rows of aj and bj

must correspond to the ordering of the boundary conditions described in the specification of g.

If all Jacobians are to be approximated internally by numerical differentiation then it must be
replaced by the NAG defined null function pointer NULLFN.

The specification of jacobg is:

void jacobg (Integer neq, double eps, const double ya[],
const double yb[], double aj[], double bj[], Nag_User *comm)

1: neq – Integer Input

On entry: n, the number of equations.

2: eps – double Input

On entry: �, the value of the continuation parameter. This is 1 if continuation is not
being used.

3: ya½neq� – const double Input

On entry: the value yi að Þ, for i ¼ 1; 2; . . . ; n.

4: yb½neq� – const double Input

On entry: the value yi bð Þ, for i ¼ 1; 2; . . . ; n.
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5: aj½neq� neq� – double Output

On exit: aj½ i � 1ð Þ � neqþ j � 1� must be set to the value
@gi

@yj að Þ
, for i ¼ 1; 2; . . . ; n

and j ¼ 1; 2; . . . ; n.

6: bj½neq� neq� – double Output

On exit: bj½ i � 1ð Þ � neqþ j � 1� must be set to the value
@gi
@yj bð Þ

, for i ¼ 1; 2; . . . ; n

and j ¼ 1; 2; . . . ; n.

7: comm – Nag_User *

Pointer to structure of type Nag_User.

p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen
(d02rac) these pointers may be allocated memory and initialized with various
quantities for use by comm when called from nag_ode_bvp_fd_nonlin_gen
(d02rac).

Note that if jacobg is supplied then jacobf must also be supplied.

16: jaceps – function, supplied by the user External Function

jaceps evaluates the derivative
@fi
@�

given x and y if continuation is being used.

If all Jacobians (derivatives) are to be approximated internally by numerical differentiation, or
continuation is not being used, then it must be replaced by the NAG defined null function pointer
NULLFN.

The specification of jaceps is:

void jaceps (Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm)

1: neq – Integer Input

On entry: n, the number of equations.

2: x – double Input

On entry: x, the value of the independent variable.

3: eps – double Input

On entry: �, the value of the continuation parameter.

4: y½neq� – const double Input

On entry: the solution values yi, for i ¼ 1; 2; . . . ; n, at the point x.

5: f½neq� – double Output

On exit: f½i � 1� must contain the value
@fi
@�

at the point x; yð Þ, for i ¼ 1; 2; . . . ; n.

6: comm – Nag_User *

Pointer to structure of type Nag_User.
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p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen
(d02rac) these pointers may be allocated memory and initialized with various
quantities for use by comm when called from nag_ode_bvp_fd_nonlin_gen
(d02rac).

Note that if jaceps is defined then jacgep must also be defined.

17: jacgep – function, supplied by the user External Function

jacgep evaluates the derivatives
@gi
@�

if continuation is being used.

If all Jacobians (derivatives) are to be approximated internally by numerical differentiation, or
continuation is not being used, then it must be replaced by the NAG defined null function pointer
NULLFN.

The specification of jacgep is:

void jacgep (Integer neq, double eps, const double ya[],
const double yb[], double bcep[], Nag_User *comm)

1: neq – Integer Input

On entry: n, the number of equations.

2: eps – double Input

On entry: �, the value of the continuation parameter.

3: ya½neq� – const double Input

On entry: the value of yi að Þ, for i ¼ 1; 2; . . . ; n.

4: yb½neq� – const double Input

On entry: the value of yi bð Þ, for i ¼ 1; 2; . . . ; n.

5: bcep½neq� – double Output

On exit: bcep½i � 1� must contain the value of
@gi
@�

, for i ¼ 1; 2; . . . ; n.

6: comm – Nag_User *

Pointer to structure of type Nag_User.

p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen
(d02rac) these pointers may be allocated memory and initialized with various
quantities for use by comm when called from nag_ode_bvp_fd_nonlin_gen
(d02rac).

Note that if jacgep is defined then jaceps must also be defined.

18: comm – Nag_User *

Pointer to structure of type Nag_User.
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p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_fd_nonlin_gen (d02rac)
these pointers may be allocated memory and initialized with various quantities for use by
comm when called from nag_ode_bvp_fd_nonlin_gen (d02rac).

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_ZERO

On entry, numbeg ¼ 0 and nummix ¼ 0. These arguments must not both be zero.

NE_2_REAL_ARG_LE

On entry, x½0� ¼ valueh i and x½np� 1� ¼ valueh i.
Constraint: x½0� < x½np� 1�.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument init had an illegal value.

NE_CONV_CONT

Convergence failure. There are a number of possible causes.

(a) Faulty coding of the Jacobian calculation functions.

(b) If Jacobians have not been supplied then inaccurate Jacobians have been calculated
internally (not very likely).

(c) A poor choice of initial mesh or initial starting conditions either by the user or by default.
Try using the continuation facility.

The Newton iteration has failed to converge.
This could be due to there being too few points in the initial mesh or to the initial approximate
solution being too inaccurate.
If this latter reason is suspected or you cannot make changes to prevent this error, you should use
the function with a continuation facility instead.

NE_CONV_CONT_DELEPS

deleps is required to be less than machine precision for continuation to proceed. It is likely that
either the problem has no solution for some value near the current value of � or that the problem
is so difficult that even with continuation it is unlikely to be solved using this function. Using
more mesh points may help.

The continuation step is required to be less than machine precision for continuation to proceed.
It is likely that either the problem has no solution for some value of the continuation parameter
near the current value or that the problem is so difficult that even with continuation it is unlikely
to be solved using this function. In the latter case using more mesh points initially may help.

NE_CONV_CONT_DEP

There is no dependence on the continuation parameter when continuation is being used. This can
be due to faulty coding of derivatives with respect to the continuation parameter or to a zero
initial choice of approximate solution.
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There is no dependence on � when continuation is being used. This may be due to faulty coding
of jaceps or jacgep, or in some circumstances, to a zero initial choice of approximate solution
(such as is chosen when init ¼ Nag DefInitMesh).

NE_CONV_JACOBG

The Jacobian calculated by jacobg (or the equivalent matrix calculated by numerical
differentiation) is singular. This may be due to faulty coding of jacobg or in some circumstances,
to a zero init ial choice of approximate solution (such as is chosen when
init ¼ Nag DefInitMesh).

The Jacobian for the boundary conditions is singular.
This may occur due to faulty coding of the Jacobian or, in some circumstances, to a zero initial
choice of approximate solution.

NE_CONV_MESH

A finer mesh is required for the accuracy requested; that is, mnp ¼ valueh i is not large enough.

NE_CONV_ROUNDOFF

Newton iteration has reached round-off level.
If desired accuracy has not been reached, then tol is too small for this problem and this machine
precision.

Solution cannot be improved due to roundoff error. Too much accuracy might have been
requested.

NE_INT_ARG_LT

On entry, mnp ¼ valueh i.
Constraint: mnp 	 32.

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

On entry, np ¼ valueh i.
Constraint: np 	 4.

On entry, numbeg ¼ valueh i.
Constraint: numbeg 	 0.

On entry, nummix ¼ valueh i.
Constraint: nummix 	 0.

NE_INT_RANGE_CONS

On entry, np ¼ valueh i and mnp ¼ valueh i.
Constraint: np � mnp.

On entry, numbeg ¼ valueh i and neq ¼ valueh i.
Constraint: numbeg < neq.

On entry, numbeg ¼ valueh i, nummix ¼ valueh i
and neq ¼ valueh i.
Constraint: numbegþ nummix � neq.

NE_INTERNAL_ERROR

A continuation error occurred, but continuation is not being used.
Please contact NAG.

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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A serious error occurred in a call to the internal integrator.
The error code internally was valueh i.
Please contact NAG.

NE_INVALID_FUN_JAC

Only one of jacobf or jacobg has been set to non-null possibly implying user-defined Jacobians.
Both must be non-null.

NE_INVALID_FUN_JAC_CONT

deleps has been set to valueh i implying continuation and both jacobf and jacobg have been set
to non-null implying user-defined Jacobians. Hence the functions jaceps and jacgep must also be
non-null.

NE_INVALID_FUN_JAC_NO_CONT

deleps has been set to valueh i implying no continuation and both jacobf and jacobg have been
set to non-null implying user-defined Jacobians. Hence the functions jaceps and jacgep must be
NULL.

NE_INVALID_FUN_NO_JAC_CONT

deleps has been set to valueh i implying continuation and both jacobf and jacobg have been set
to NULL implying no user-defined Jacobians. Hence the functions jaceps and jacgep must also
be NULL.

NE_NOT_STRICTLY_INCREASING

On entry the mesh points are not in strictly ascending order.
For i ¼ valueh i, mesh point i ¼ valueh i, but mesh point iþ 1 ¼ valueh i.

NE_REAL_ARG_LE

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

7 Accuracy

The solution returned by the function will be accurate to your tolerance as defined by the relation (5)
except in extreme circumstances. The final error estimate over the whole mesh for each component is
given in the array abt. If too many points are specified in the initial mesh, the solution may be more
accurate than requested and the error may not be approximately equidistributed.

8 Parallelism and Performance

nag_ode_bvp_fd_nonlin_gen (d02rac) is not threaded in any implementation.

9 Further Comments

There are too many factors present to quantify the timing. The time taken by nag_ode_bvp_fd_nonlin_
gen (d02rac) is negligible only on very simple problems.

In the case where you wish to solve a sequence of similar problems, the use of the final mesh and
solution from one case as the initial mesh is strongly recommended for the next.
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10 Example

This example solves the differential equation

y000 ¼ �yy00 � 2� 1� y02
� �

with � ¼ 1 and boundary conditions

y 0ð Þ ¼ y0 0ð Þ ¼ 0; y0 10ð Þ ¼ 1

to an accuracy specified by tol ¼ 1:0e�4. The continuation facility is used with the continuation
parameter � introduced as in the differential equation above and with deleps ¼ 0:1 initially. (The
continuation facility is not needed for this problem and is used here for illustration.)

10.1 Program Text

/* nag_ode_bvp_fd_nonlin_gen (d02rac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL fcn(Integer neq, double x, double eps,
const double y[], double f[], Nag_User *comm);

static void NAG_CALL g(Integer neq, double eps, const double ya[],
const double yb[], double bc[], Nag_User *comm);

static void NAG_CALL jaceps(Integer neq, double x, double eps,
const double y[], double f[], Nag_User *comm);

static void NAG_CALL jacgep(Integer neq, double eps, const double ya[],
const double yb[], double bcep[],
Nag_User *comm);

static void NAG_CALL jacobf(Integer neq, double x, double eps,
const double y[], double f[], Nag_User *comm);

static void NAG_CALL jacobg(Integer neq, double eps, const double ya[],
const double yb[], double aj[], double bj[],
Nag_User *comm);

#ifdef __cplusplus
}
#endif

#define NEQ 3
#define MNP 40

#define Y(I, J) y[(I) *tdy + J]
int main(void)
{

static Integer use_comm[6] = { 1, 1, 1, 1, 1, 1 };
double *abt = 0;
double deleps;
double tol;
double *x = 0, *y = 0;
Integer exit_status = 0;
Integer i, j;
Integer np;
Integer numbeg, nummix;
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Integer neq, mnp, tdy;
Nag_User comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_fd_nonlin_gen (d02rac) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.p = (Pointer) &use_comm;

printf("\nCalculation using analytic Jacobians\n\n");
neq = NEQ;
mnp = MNP;
if (neq >= 1) {

if (!(abt = NAG_ALLOC(neq, double)) ||
!(x = NAG_ALLOC(mnp, double)) || !(y = NAG_ALLOC(neq * mnp, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdy = mnp;

}
else {

exit_status = 1;
return exit_status;

}
tol = 1.0e-4;
np = 17;
numbeg = 2;
nummix = 0;
x[0] = 0.0;
x[np - 1] = 10.0;
deleps = 0.1;

/* nag_ode_bvp_fd_nonlin_gen (d02rac).
* Ordinary differential equations solver, for general
* nonlinear two-point boundary value problems, using a
* finite difference technique with deferred correction
*/

nag_ode_bvp_fd_nonlin_gen(neq, &deleps, fcn, numbeg, nummix, g,
Nag_DefInitMesh, mnp, &np, x, y, tol, abt, jacobf,
jacobg, jaceps, jacgep, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_fd_nonlin_gen (d02rac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Solution on final mesh of %" NAG_IFMT " points \n", np);
printf("%7s%15s%13s%13s\n","x","y_1","y_2","y_3");

for (j = 0; j < np; ++j) {
printf("%10.6f", x[j]);
for (i = 0; i < neq; ++i)

printf("%13.4f", Y(i, j));
printf("\n");

}

printf("\n\nMaximum estimated error by components \n");

for (i = 0; i < 2; ++i)
printf(" %11.2e", abt[i]);

printf(" \n");

END:
NAG_FREE(abt);
NAG_FREE(x);
NAG_FREE(y);
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return exit_status;
}

#undef Y

static void NAG_CALL fcn(Integer neq, double x, double eps, const double y[],
double f[], Nag_User *comm)

{
Integer *use_comm = (Integer *) comm->p;

if (use_comm[0]) {
printf("(User-supplied callback fcn, first invocation.)\n");
use_comm[0] = 0;

}

f[0] = y[1];
f[1] = y[2];
f[2] = -y[0] * y[2] - (1.0 - y[1] * y[1]) * 2.0 * eps;

}

static void NAG_CALL g(Integer neq, double eps, const double ya[],
const double yb[], double bc[], Nag_User *comm)

{
Integer *use_comm = (Integer *) comm->p;

if (use_comm[1]) {
printf("(User-supplied callback g, first invocation.)\n");
use_comm[1] = 0;

}

bc[0] = ya[0];
bc[1] = ya[1];
bc[2] = yb[1] - 1.0;

} /* g */

static void NAG_CALL jaceps(Integer neq, double x, double eps,
const double y[], double f[], Nag_User *comm)

{
Integer *use_comm = (Integer *) comm->p;

if (use_comm[2]) {
printf("(User-supplied callback jaceps, first invocation.)\n");
use_comm[2] = 0;

}

f[0] = 0.0;
f[1] = 0.0;
f[2] = (1.0 - y[1] * y[1]) * -2.0;

}

static void NAG_CALL jacgep(Integer neq, double eps, const double ya[],
const double yb[], double bcep[], Nag_User *comm)

{
Integer i;
Integer *use_comm = (Integer *) comm->p;

if (use_comm[3]) {
printf("(User-supplied callback jacgep, first invocation.)\n");
use_comm[3] = 0;

}

for (i = 0; i < neq; ++i)
bcep[i] = 0.0;

}

static void NAG_CALL jacobf(Integer neq, double x, double eps,
const double y[], double f[], Nag_User *comm)

{
Integer i, j;
Integer *use_comm = (Integer *) comm->p;
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#define Y(I) y[(I) -1]
#define F(I, J) f[((I) -1)*neq+(J) -1]

if (use_comm[4]) {
printf("(User-supplied callback jacobf, first invocation.)\n");
use_comm[4] = 0;

}

for (i = 1; i <= neq; ++i) {
for (j = 1; j <= neq; ++j)

F(i, j) = 0.0;
}
F(1, 2) = 1.0;
F(2, 3) = 1.0;
F(3, 1) = -Y(3);
F(3, 2) = Y(2) * 4.0 * eps;
F(3, 3) = -Y(1);

}

static void NAG_CALL jacobg(Integer neq, double eps, const double ya[],
const double yb[], double aj[], double bj[],
Nag_User *comm)

{
Integer i, j;
Integer *use_comm = (Integer *) comm->p;

#define AJ(I, J) aj[((I) -1)*neq+(J) -1]
#define BJ(I, J) bj[((I) -1)*neq+(J) -1]

if (use_comm[5]) {
printf("(User-supplied callback jacobg, first invocation.)\n");
use_comm[5] = 0;

}

for (i = 1; i <= neq; ++i)
for (j = 1; j <= neq; ++j) {

AJ(i, j) = 0.0;
BJ(i, j) = 0.0;

}
AJ(1, 1) = 1.0;
AJ(2, 2) = 1.0;
BJ(3, 2) = 1.0;

}

10.2 Program Data

None.

10.3 Program Results

nag_ode_bvp_fd_nonlin_gen (d02rac) Example Program Results

Calculation using analytic Jacobians

(User-supplied callback fcn, first invocation.)
(User-supplied callback g, first invocation.)
(User-supplied callback jacobf, first invocation.)
(User-supplied callback jacobg, first invocation.)
(User-supplied callback jaceps, first invocation.)
(User-supplied callback jacgep, first invocation.)
Solution on final mesh of 33 points

x y_1 y_2 y_3
0.000000 0.0000 0.0000 1.6872
0.062500 0.0032 0.1016 1.5626
0.125000 0.0125 0.1954 1.4398
0.187500 0.0275 0.2816 1.3203
0.250000 0.0476 0.3605 1.2054
0.375000 0.1015 0.4976 0.9924
0.500000 0.1709 0.6097 0.8048
0.625000 0.2530 0.6999 0.6438
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0.703125 0.3095 0.7467 0.5563
0.781250 0.3695 0.7871 0.4784
0.937500 0.4978 0.8513 0.3490
1.093750 0.6346 0.8977 0.2502
1.250000 0.7776 0.9308 0.1763
1.458333 0.9748 0.9598 0.1077
1.666667 1.1768 0.9773 0.0639
1.875000 1.3815 0.9876 0.0367
2.031250 1.5362 0.9922 0.0238
2.187500 1.6915 0.9952 0.0151
2.500000 2.0031 0.9983 0.0058
2.656250 2.1591 0.9990 0.0035
2.812500 2.3153 0.9994 0.0021
3.125000 2.6277 0.9998 0.0007
3.750000 3.2526 1.0000 0.0001
4.375000 3.8776 1.0000 0.0000
5.000000 4.5026 1.0000 0.0000
5.625000 5.1276 1.0000 -0.0000
6.250000 5.7526 1.0000 0.0000
6.875000 6.3776 1.0000 -0.0000
7.500000 7.0026 1.0000 0.0000
8.125000 7.6276 1.0000 -0.0000
8.750000 8.2526 1.0000 0.0000
9.375000 8.8776 1.0000 -0.0000

10.000000 9.5026 1.0000 0.0000

Maximum estimated error by components
6.92e-05 1.81e-05
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NAG Library Function Document

nag_ode_bvp_coll_nlin_solve (d02tlc)

1 Purpose

nag_ode_bvp_coll_nlin_solve (d02tlc) solves a general two-point boundary value problem for a
nonlinear mixed order system of ordinary differential equations.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_coll_nlin_solve (

void (*ffun)(double x, const double y[], Integer neq, const Integer m[],
double f[], Nag_Comm *comm),

void (*fjac)(double x, const double y[], Integer neq, const Integer m[],
double dfdy[], Nag_Comm *comm),

void (*gafun)(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double ga[], Nag_Comm *comm),

void (*gbfun)(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double gb[], Nag_Comm *comm),

void (*gajac)(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm),

void (*gbjac)(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm),

void (*guess)(double x, Integer neq, const Integer m[], double y[],
double dym[], Nag_Comm *comm),

double rcomm[], Integer icomm[], Nag_Comm *comm, NagError *fail)

3 Description

nag_ode_bvp_coll_nlin_solve (d02tlc) and its associated functions (nag_ode_bvp_coll_nlin_setup
(d02tvc), nag_ode_bvp_coll_nlin_contin (d02txc), nag_ode_bvp_coll_nlin_interp (d02tyc) and nag_o
de_bvp_coll_nlin_diag (d02tzc)) solve the two-point boundary value problem for a nonlinear mixed
order system of ordinary differential equations

y
m1ð Þ
1 xð Þ ¼ f1 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
y
m2ð Þ
2 xð Þ ¼ f2 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
..
.

y mnð Þ
n xð Þ ¼ fn x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
over an interval a; b½ � subject to p ( > 0) nonlinear boundary conditions at a and q ( > 0) nonlinear

boundary conditions at b, where pþ q ¼
Xn
i¼1
mi. Note that y mð Þ

i xð Þ is the mth derivative of the ith

solution component. Hence y 0ð Þ
i xð Þ ¼ yi xð Þ. The left boundary conditions at a are defined as

gi z y að Þð Þð Þ ¼ 0; i ¼ 1; 2; . . . ; p;

and the right boundary conditions at b as

�gj z y bð Þð Þð Þ ¼ 0; j ¼ 1; 2; . . . ; q;
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where y ¼ y1; y2; . . . ; ynð Þ and

z y xð Þð Þ ¼ y1 xð Þ; y 1ð Þ
1 xð Þ; . . . ; y m1�1ð Þ

1 xð Þ; y2 xð Þ; . . . ; y mn�1ð Þ
n xð Þ

� �
:

First, nag_ode_bvp_coll_nlin_setup (d02tvc) must be called to specify the initial mesh, error
requirements and other details. Note that the error requirements apply only to the solution components
y1; y2; . . . ; yn and that no error control is applied to derivatives of solution components. (If error control
is required on derivatives then the system must be reduced in order by introducing the derivatives
whose error is to be controlled as new variables. See Section 9 in nag_ode_bvp_coll_nlin_setup
(d02tvc).) Then, nag_ode_bvp_coll_nlin_solve (d02tlc) can be used to solve the boundary value
problem. After successful computation, nag_ode_bvp_coll_nlin_diag (d02tzc) can be used to ascertain
details about the final mesh and other details of the solution procedure, and nag_ode_bvp_coll_nli
n_interp (d02tyc) can be used to compute the approximate solution anywhere on the interval a; b½ �.
A description of the numerical technique used in nag_ode_bvp_coll_nlin_solve (d02tlc) is given in
Section 3 in nag_ode_bvp_coll_nlin_setup (d02tvc).

nag_ode_bvp_coll_nlin_solve (d02tlc) can also be used in the solution of a series of problems, for
example in performing continuation, when the mesh used to compute the solution of one problem is to
be used as the initial mesh for the solution of the next related problem. nag_ode_bvp_coll_nlin_contin
(d02txc) should be used in between calls to nag_ode_bvp_coll_nlin_solve (d02tlc) in this context.

See Section 9 in nag_ode_bvp_coll_nlin_setup (d02tvc) for details of how to solve boundary value
problems of a more general nature.

The functions are based on modified versions of the codes COLSYS and COLNEW (see Ascher et al.
(1979) and Ascher and Bader (1987)). A comprehensive treatment of the numerical solution of
boundary value problems can be found in Ascher et al. (1988) and Keller (1992).

4 References

Ascher U M and Bader G (1987) A new basis implementation for a mixed order boundary value ODE
solver SIAM J. Sci. Stat. Comput. 8 483–500

Ascher U M, Christiansen J and Russell R D (1979) A collocation solver for mixed order systems of
boundary value problems Math. Comput. 33 659–679

Ascher U M, Mattheij R M M and Russell R D (1988) Numerical Solution of Boundary Value Problems
for Ordinary Differential Equations Prentice–Hall

Keller H B (1992) Numerical Methods for Two-point Boundary-value Problems Dover, New York

5 Arguments

1: ffun – function, supplied by the user External Function

ffun must evaluate the functions fi for given values x; z y xð Þð Þ.

The specification of ffun is:

void ffun (double x, const double y[], Integer neq, const Integer m[],
double f[], Nag_Comm *comm)

1: x – double Input

On entry: x, the independent variable.

2: y½dim� – const double Input

Note: the dimension, dim, of the array y is neq�max m½i�ð Þ.
Where Y i; jð Þ appears in this document, it refers to the array element
y½j� neqþ i� 1�.
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On entry: Y i; jð Þ contains y jð Þ
i xð Þ, for i ¼ 1; 2; . . . ;neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i xð Þ ¼ yi xð Þ.

3: neq – Integer Input

On entry: the number of differential equations.

4: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.

5: f½neq� – double Output

On exit: f½i � 1� must contain fi, for i ¼ 1; 2; . . . ; neq.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ffun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by ffun when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

2: fjac – function, supplied by the user External Function

fjac must evaluate the partial derivatives of fi with respect to the elements of

z y xð Þð Þ ¼ y1 xð Þ; y11 xð Þ; . . . ; y
m1�1ð Þ
1 xð Þ; y2 xð Þ; . . . ; y mn�1ð Þ

n xð Þ
� �

.

The specification of fjac is:

void fjac (double x, const double y[], Integer neq, const Integer m[],
double dfdy[], Nag_Comm *comm)

1: x – double Input

On entry: x, the independent variable.

2: y½dim� – const double Input

Note: the dimension, dim, of the array y is neq�max m½i�ð Þ.
Where Y i; jð Þ appears in this document, it refers to the array element
y½j� neqþ i� 1�.

On entry: Y i; jð Þ contains y jð Þ
i xð Þ, for i ¼ 1; 2; . . . ;neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i xð Þ ¼ yi xð Þ.

3: neq – Integer Input

On entry: the number of differential equations.

4: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.
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5: dfdy½dim� – double Input/Output

Note: the dimension, dim, of the array dfdy is neq� neq�max m½i�ð Þ.
Where DFDY i; j; kð Þ appears in this document, it refers to the array element
dfdy½k� neq� neqþ j� 1ð Þ � neqþ i� 1�.
On entry: set to zero.

On exit: DFDY i; j; kð Þ must contain the partial derivative of fi with respect to y kð Þ
j , for

i ¼ 1; 2; . . . ; neq, j ¼ 1; 2; . . . ; neq and k ¼ 0; 1; . . . ;m½j � 1� � 1. Only nonzero partial
derivatives need be set.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fjac.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by fjac when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

3: gafun – function, supplied by the user External Function

gafun must evaluate the boundary conditions at the left-hand end of the range, that is functions
gi z y að Þð Þð Þ for given values of z y að Þð Þ.

The specification of gafun is:

void gafun (const double ya[], Integer neq, const Integer m[],
Integer nlbc, double ga[], Nag_Comm *comm)

1: ya½dim� – const double Input

Note: the dimension, dim, of the array ya is neq�max m½i�ð Þ.
Where YA i; jð Þ appears in this document, it refers to the array element
ya½j� neqþ i� 1�.

On entry: YA i; jð Þ contains y jð Þ
i að Þ, for i ¼ 1; 2; . . . ; neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i að Þ ¼ yi að Þ.

2: neq – Integer Input

On entry: the number of differential equations.

3: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.

4: nlbc – Integer Input

On entry: the number of boundary conditions at a.

5: ga½nlbc� – double Output

On exit: ga½i � 1� must contain gi z y að Þð Þð Þ, for i ¼ 1; 2; . . . ; nlbc.
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6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to gafun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by gafun when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

4: gbfun – function, supplied by the user External Function

gbfun must evaluate the boundary conditions at the right-hand end of the range, that is functions
�gi z y bð Þð Þð Þ for given values of z y bð Þð Þ.

The specification of gbfun is:

void gbfun (const double yb[], Integer neq, const Integer m[],
Integer nrbc, double gb[], Nag_Comm *comm)

1: yb½dim� – const double Input

Note: the dimension, dim, of the array yb is neq�max m½i�ð Þ.
Where YB i; jð Þ appears in this document, it refers to the array element
yb½j� neqþ i� 1�.

On entry: YB i; jð Þ contains y jð Þ
i bð Þ, for i ¼ 1; 2; . . . ;neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i bð Þ ¼ yi bð Þ.

2: neq – Integer Input

On entry: the number of differential equations.

3: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.

4: nrbc – Integer Input

On entry: the number of boundary conditions at b.

5: gb½nrbc� – double Output

On exit: gb½i � 1� must contain �gi z y bð Þð Þð Þ, for i ¼ 1; 2; . . . ;nrbc.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to gbfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by gbfun when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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5: gajac – function, supplied by the user External Function

gajac must evaluate the partial derivatives of gi z y að Þð Þð Þ with respect to the elements of

z y að Þð Þ ¼ y1 að Þ; y11 að Þ; . . . ; y
m1�1ð Þ
1 að Þ; y2 að Þ; . . . ; y mn�1ð Þ

n að Þ
� �

.

The specification of gajac is:

void gajac (const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm)

1: ya½dim� – const double Input

Note: the dimension, dim, of the array ya is neq�max m½i�ð Þ.
Where YA i; jð Þ appears in this document, it refers to the array element
ya½j� neqþ i� 1�.

On entry: YA i; jð Þ contains y jð Þ
i að Þ, for i ¼ 1; 2; . . . ; neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i að Þ ¼ yi að Þ.

2: neq – Integer Input

On entry: the number of differential equations.

3: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.

4: nlbc – Integer Input

On entry: the number of boundary conditions at a.

5: dgady½dim� – double Input/Output

Note: the dimension, dim, of the array dgady is nlbc� neq�max m½i�ð Þ.
Where DGADY i; j; kð Þ appears in this document, it refers to the array element
dgady½k� nlbc� neqþ j� 1ð Þ � nlbcþ i� 1�.
On entry: set to zero.

On exit: DGADY i; j; kð Þ must contain the partial derivative of gi z y að Þð Þð Þ with respect

to y
kð Þ
j að Þ, for i ¼ 1; 2; . . . ;nlbc, j ¼ 1; 2; . . . ; neq and k ¼ 0; 1; . . . ;m½j � 1� � 1. Only

nonzero partial derivatives need be set.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to gajac.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by gajac when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: gbjac – function, supplied by the user External Function

gbjac must evaluate the partial derivatives of �gi z y bð Þð Þð Þ with respect to the elements of

z y bð Þð Þ ¼ y1 bð Þ; y11 bð Þ; . . . ; y
m1�1ð Þ
1 bð Þ; y2 bð Þ; . . . ; y mn�1ð Þ

n bð Þ
� �

.
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The specification of gbjac is:

void gbjac (const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm)

1: yb½dim� – const double Input

Note: the dimension, dim, of the array yb is neq�max m½i�ð Þ.
Where YB i; jð Þ appears in this document, it refers to the array element
yb½j� neqþ i� 1�.

On entry: YB i; jð Þ contains y jð Þ
i bð Þ, for i ¼ 1; 2; . . . ;neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i bð Þ ¼ yi bð Þ.

2: neq – Integer Input

On entry: the number of differential equations.

3: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.

4: nrbc – Integer Input

On entry: the number of boundary conditions at b.

5: dgbdy½dim� – double Input/Output

Note: the dimension, dim, of the array dgbdy is nrbc� neq�max m½i�ð Þ.
Where DGBDY i; j; kð Þ appears in this document, it refers to the array element
dgbdy½ k� 1ð Þ � nrbc� neqþ j� 1ð Þ � nrbcþ i� 1�.
On entry: set to zero.

On exit: DGBDY i; j; kð Þ must contain the partial derivative of �gi z y bð Þð Þð Þ with respect

to y
kð Þ
j bð Þ, for i ¼ 1; 2; . . . ;nrbc, j ¼ 1; 2; . . . ;neq and k ¼ 0; 1; . . . ;m½j � 1� � 1. Only

nonzero partial derivatives need be set.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to gbjac.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by gbjac when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: guess – function, supplied by the user External Function

guess must return initial approximations for the solution components y jð Þ
i and the derivatives

y
mið Þ
i , for i ¼ 1; 2; . . . ; neq and j ¼ 0; 1; . . . ;m½i � 1� � 1. Try to compute each derivative y mið Þ

i

such that it corresponds to your approximations to y jð Þ
i , for j ¼ 0; 1; . . . ;m½i� 1� � 1. You should

not call ffun to compute y mið Þ
i .
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If nag_ode_bvp_coll_nlin_solve (d02tlc) is being used in conjunction with nag_ode_bvp_coll_n
lin_contin (d02txc) as part of a continuation process, then guess is not called by
nag_ode_bvp_coll_nlin_solve (d02tlc) after the call to nag_ode_bvp_coll_nlin_contin (d02txc).

The specification of guess is:

void guess (double x, Integer neq, const Integer m[], double y[],
double dym[], Nag_Comm *comm)

1: x – double Input

On entry: x, the independent variable; x 2 a; b½ �.

2: neq – Integer Input

On entry: the number of differential equations.

3: m½neq� – const Integer Input

On entry: m½i � 1� contains mi, the order of the ith differential equation, for
i ¼ 1; 2; . . . ; neq.

4: y½dim� – double Output

Note: the dimension, dim, of the array y is neq�max m½i�ð Þ.
Where Y i; jð Þ appears in this document, it refers to the array element
y½j� neqþ i� 1�.

On exit: Y i; jð Þ must contain y jð Þ
i xð Þ, for i ¼ 1; 2; . . . ; neq and j ¼ 0; 1; . . . ;m½i � 1� � 1.

Note: y
0ð Þ
i xð Þ ¼ yi xð Þ.

5: dym½neq� – double Output

On exit: dym½i � 1� must contain y mið Þ
i xð Þ, for i ¼ 1; 2; . . . ; neq.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to guess.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_ode_bvp_coll_nlin_solve
(d02tlc) you may allocate memory and initialize these pointers with various
quantities for use by guess when called from nag_ode_bvp_coll_nlin_solve
(d02tlc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: rcomm½dim� – double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
rcomm in the previous call to nag_ode_bvp_coll_nlin_setup (d02tvc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_setup (d02tvc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.
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9: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
icomm in the previous call to nag_ode_bvp_coll_nlin_setup (d02tvc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_setup (d02tvc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.

10: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE_SOL

All Newton iterations that have been attempted have failed to converge.
No results have been generated. Check the coding of the functions for calculating the Jacobians
of system and boundary conditions.
Try to provide a better initial solution approximation.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

Either the setup function has not been called or the communication arrays have become
corrupted. No solution will be computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SING_JAC

Numerical singularity has been detected in the Jacobian used in the Newton iteration.
No results have been generated. Check the coding of the functions for calculating the Jacobians
of system and boundary conditions.
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NW_MAX_SUBINT

The expected number of sub-intervals required to continue the computation exceeds the
maximum specified: valueh i.
Results have been generated which may be useful.
Try increasing this number or relaxing the error requirements.

NW_NOT_CONVERGED

A Newton iteration has failed to converge. The computation has not succeeded but results have
been returned for an intermediate mesh on which convergence was achieved.
These results should be treated with extreme caution.

7 Accuracy

The accuracy of the solution is determined by the argument tols in the prior call to
nag_ode_bvp_coll_nlin_setup (d02tvc) (see Sections 3 and 9 in nag_ode_bvp_coll_nlin_setup
(d02tvc) for details and advice). Note that error control is applied only to solution components
(variables) and not to any derivatives of the solution. An estimate of the maximum error in the
computed solution is available by calling nag_ode_bvp_coll_nlin_diag (d02tzc).

8 Parallelism and Performance

nag_ode_bvp_coll_nlin_solve (d02tlc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ode_bvp_coll_nlin_solve (d02tlc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If nag_ode_bvp_coll_nlin_solve (d02tlc) returns with fail:code ¼ NE_CONVERGENCE_SOL,
NE_SING_JAC, NW_MAX_SUBINT or NW_NOT_CONVERGED and the call to nag_ode_bvp_
coll_nlin_solve (d02tlc) was a part of some continuation procedure for which successful calls to
nag_ode_bvp_coll_nlin_solve (d02tlc) have already been made, then it is possible that the adjustment(s)
to the continuation parameter(s) between calls to nag_ode_bvp_coll_nlin_solve (d02tlc) is (are) too
large for the problem under consideration. More conservative adjustment(s) to the continuation
parameter(s) might be appropriate.

10 Example

The following example is used to illustrate the treatment of a high-order system, control of the error in
a derivative of a component of the original system, and the use of continuation. See also
nag_ode_bvp_coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_contin (d02txc), nag_ode_bvp_coll_nli
n_interp (d02tyc) and nag_ode_bvp_coll_nlin_diag (d02tzc), for the illustration of other facilities.

Consider the steady flow of an incompressible viscous fluid between two infinite coaxial rotating discs.
See Ascher et al. (1979) and the references therein. The governing equations are

1ffiffiffi
R
p f 000 þ ff 000 þ gg0 ¼ 0

1ffiffiffi
R
p g00 þ fg0 � f 0g ¼ 0

subject to the boundary conditions
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f 0ð Þ ¼ f 0 0ð Þ ¼ 0; g 0ð Þ ¼ 0; f 1ð Þ ¼ f 0 1ð Þ ¼ 0; g 1ð Þ ¼ 1;

where R is the Reynolds number and 0; 1 are the angular velocities of the disks.

We consider the case of counter-rotation and a symmetric solution, that is 0 ¼ 1; 1 ¼ �1. This
problem is more difficult to solve, the larger the value of R. For illustration, we use simple continuation
to compute the solution for three different values of R ( ¼ 106; 108; 1010). However, this problem can be
addressed directly for the largest value of R considered here. Instead of the values suggested in
Section 5 in nag_ode_bvp_coll_nlin_contin (d02txc) for nmesh, ipmesh and mesh in the call to
nag_ode_bvp_coll_nlin_contin (d02txc) prior to a continuation call, we use every point of the final
mesh for the solution of the first value of R, that is we must modify the contents of ipmesh. For
illustrative purposes we wish to control the computed error in f 0 and so recast the equations as

y01 ¼ y2
y0002 ¼ �

ffiffiffiffi
R
p

y1y
00
2 þ y3y03

� �
y003 ¼

ffiffiffiffi
R
p

y2y3 � y1y03
� �

subject to the boundary conditions

y1 0ð Þ ¼ y2 0ð Þ ¼ 0; y3 0ð Þ ¼ ; y1 1ð Þ ¼ y2 1ð Þ ¼ 0; y3 1ð Þ ¼ �;  ¼ 1:

For the symmetric boundary conditions considered, there exists an odd solution about x ¼ 0:5. Hence,
to satisfy the boundary conditions, we use the following initial approximations to the solution in guess:

y1 xð Þ ¼ �x2 x� 1
2

� �
x� 1ð Þ2

y2 xð Þ ¼ �x x� 1ð Þ 5x2 � 5xþ 1
� �

y3 xð Þ ¼ �8 x� 1
2

� �3
:

10.1 Program Text

/* nag_ode_bvp_coll_nlin_solve (d02tlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

typedef struct
{

double omega;
double sqrofr;

} func_data;

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm);

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm);

static void NAG_CALL gafun(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double ga[],
Nag_Comm *comm);

static void NAG_CALL gbfun(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double gb[],
Nag_Comm *comm);

static void NAG_CALL gajac(const double ya[], Integer neq,
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const Integer m[], Integer nlbc, double dgady[],
Nag_Comm *comm);

static void NAG_CALL gbjac(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double dgbdy[],
Nag_Comm *comm);

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double one = 1.0;
Integer exit_status = 0, neq = 3, mmax = 3, nlbc = 3, nrbc = 3;
double dx, ermx, r, omega;
Integer i, iermx, ijermx, j, k, licomm, lrcomm, mxmesh, ncol, ncont, nmesh;
/* Arrays */
static double ruser[7] = { -1.0, -1.0, -1.0, -1.0, -1.0, -1.0, -1.0 };
double rdum[1];
Integer idum[2];
double *mesh = 0, *tol = 0, *rcomm = 0, *y = 0;
Integer *ipmesh = 0, *icomm = 0, *m = 0;
func_data fd;
/* Nag Types */
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_coll_nlin_solve (d02tlc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,

&mxmesh);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,
&mxmesh);

#endif

if (!(mesh = NAG_ALLOC(mxmesh, double)) ||
!(m = NAG_ALLOC(neq, Integer)) ||
!(tol = NAG_ALLOC(neq, double)) ||
!(y = NAG_ALLOC(neq * mmax, double)) ||
!(ipmesh = NAG_ALLOC(mxmesh, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set problem equation orders. */
m[0] = 1;
m[1] = 3;
m[2] = 2;

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &omega);

#else
scanf("%lf%*[^\n] ", &omega);
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#endif

#ifdef _WIN32
for (i = 0; i < neq; i++)

scanf_s("%lf", &tol[i]);
#else

for (i = 0; i < neq; i++)
scanf("%lf", &tol[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

dx = one / (double) (nmesh - 1);
mesh[0] = 0.0;
ipmesh[0] = 1;
for (i = 1; i < nmesh - 1; i++) {

mesh[i] = mesh[i - 1] + dx;
ipmesh[i] = 2;

}
mesh[nmesh - 1] = one;
ipmesh[nmesh - 1] = 1;

/* Query to get size of rcomm and icomm (by setting lrcomm=0) */
/* nag_ode_bvp_coll_nlin_setup (d02tvc).
* Ordinary differential equations, general nonlinear boundary value problem,
* setup for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,
mesh, ipmesh, rdum, 0, idum, 2, &fail);

if (fail.code == NE_NOERROR) {
lrcomm = idum[0];
licomm = idum[1];
printf("lrcomm = %" NAG_IFMT ", licomm = %" NAG_IFMT "\n", lrcomm,

licomm);
if (!(rcomm = NAG_ALLOC(lrcomm, double))

|| !(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Initialize again using nag_ode_bvp_coll_nlin_setup (d02tvc). */
nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,

mesh, ipmesh, rcomm, lrcomm, icomm, licomm,
&fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_setup (d02tvc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Number of continuation steps (last r=100**ncont, sqrofr=10**ncont) */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ncont);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ncont);
#endif

/* Initialize problem continuation parameter. */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &r);
#else

scanf("%lf%*[^\n] ", &r);
#endif

/* Set data required for the user-supplied functions */
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fd.omega = omega;
fd.sqrofr = sqrt(r);
/* Associate the data structure with comm.p */
comm.p = (Pointer) &fd;

for (j = 0; j < ncont; j++) {
printf("\n Tolerance = %8.1e r = %10.3e\n", tol[0], r);
/* Solve problem. */

/* nag_ode_bvp_coll_nlin_solve (d02tlc).
* Ordinary differential equations, general nonlinear boundary value
* problem, collocation technique.
*/

nag_ode_bvp_coll_nlin_solve(ffun, fjac, gafun, gbfun, gajac, gbjac, guess,
rcomm, icomm, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_solve (d02tlc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Extract mesh */

/* nag_ode_bvp_coll_nlin_diag (d02tzc).
* Ordinary differential equations, general nonlinear boundary value
* problem, diagnostics for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_diag(mxmesh, &nmesh, mesh, ipmesh, &ermx, &iermx,
&ijermx, rcomm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_diag (d02tzc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Print mesh and error statistics. */
printf("\n Used a mesh of %4" NAG_IFMT " points\n", nmesh);
printf(" Maximum error = %10.2e in interval %4" NAG_IFMT " for component"

" %4" NAG_IFMT "\n\n\n", ermx, iermx, ijermx);
printf(" Mesh points:\n");
for (i = 0; i < nmesh; i++) {

printf("%4" NAG_IFMT "(%1" NAG_IFMT ")", i + 1, ipmesh[i]);
printf("%12.4e%s", mesh[i], i % 4 == 3 ? "\n" : " ");

}
/* Print solution components on mesh. */
printf("\n\n x f f’ g\n");
for (i = 0; i < nmesh; i++) {

/* nag_ode_bvp_coll_nlin_interp (d02tyc).
* Ordinary differential equations, general nonlinear boundary value
* problem, interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_interp(mesh[i], y, neq, mmax, rcomm, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_interp (d02tyc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}

printf("%8.3f ", mesh[i]);
for (k = 0; k < neq; k++)

printf("%9.4f", y[k]);
printf("\n");

}
if (j == ncont - 1) {

goto END;
}
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/* Modify continuation parameter. */
r = 100.0 * r;
fd.sqrofr = sqrt(r);

/* Select mesh for continuation and call continuation primer routine. */
for (i = 1; i < nmesh - 1; i++) {

ipmesh[i] = 2;
}
/* nag_ode_bvp_coll_nlin_contin (d02txc).
* Ordinary differential equations, general nonlinear boundary value
* problem, continuation facility for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_contin(mxmesh, nmesh, mesh, ipmesh, rcomm, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_contin (d02txc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}
}

END:
NAG_FREE(mesh);
NAG_FREE(m);
NAG_FREE(tol);
NAG_FREE(rcomm);
NAG_FREE(y);
NAG_FREE(ipmesh);
NAG_FREE(icomm);
return exit_status;

}

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double y22 = y[1 + 2 * neq];
double y31 = y[2 + 1 * neq];
if (comm->user[0] == -1.0) {

printf("(User-supplied callback ffun, first invocation.)\n");
comm->user[0] = 0.0;

}
f[0] = y[1];
f[1] = -(y[0] * y22 + y[2] * y31) * fd->sqrofr;
f[2] = (y[1] * y[2] - y[0] * y31) * fd->sqrofr;

}

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double y22 = y[1 + 2 * neq];
double y31 = y[2 + 1 * neq];

if (comm->user[1] == -1.0) {
printf("(User-supplied callback fjac, first invocation.)\n");
comm->user[1] = 0.0;

}
dfdy[0 + 1 * neq + 0 * neq * neq] = 1.0;
dfdy[1 + 0 * neq + 0 * neq * neq] = -y22 * fd->sqrofr;
dfdy[1 + 1 * neq + 2 * neq * neq] = -y[0] * fd->sqrofr;
dfdy[1 + 2 * neq + 0 * neq * neq] = -y31 * fd->sqrofr;
dfdy[1 + 2 * neq + 1 * neq * neq] = -y[2] * fd->sqrofr;
dfdy[2 + 0 * neq + 0 * neq * neq] = -y31 * fd->sqrofr;
dfdy[2 + 1 * neq + 0 * neq * neq] = -y[2] * fd->sqrofr;
dfdy[2 + 2 * neq + 0 * neq * neq] = y[1] * fd->sqrofr;
dfdy[2 + 2 * neq + 1 * neq * neq] = -y[0] * fd->sqrofr;

}

static void NAG_CALL gafun(const double ya[], Integer neq, const Integer m[],
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Integer nlbc, double ga[], Nag_Comm *comm)
{

func_data *fd = (func_data *) comm->p;
if (comm->user[2] == -1.0) {

printf("(User-supplied callback gafun, first invocation.)\n");
comm->user[2] = 0.0;

}
ga[0] = ya[0];
ga[1] = ya[1];
ga[2] = ya[2] - fd->omega;

}

static void NAG_CALL gbfun(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double gb[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
if (comm->user[3] == -1.0) {

printf("(User-supplied callback gbfun, first invocation.)\n");
comm->user[3] = 0.0;

}
gb[0] = yb[0];
gb[1] = yb[1];
gb[2] = yb[2] + fd->omega;

}

static void NAG_CALL gajac(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm)

{
if (comm->user[4] == -1.0) {

printf("(User-supplied callback gajac, first invocation.)\n");
comm->user[4] = 0.0;

}
dgady[0 + 0 * neq] = 1.0;
dgady[1 + 1 * neq] = 1.0;
dgady[2 + 2 * neq] = 1.0;

}

static void NAG_CALL gbjac(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm)

{
if (comm->user[5] == -1.0) {

printf("(User-supplied callback gbjac, first invocation.)\n");
comm->user[5] = 0.0;

}
dgbdy[0 + 0 * neq] = 1.0;
dgbdy[1 + 1 * neq] = 1.0;
dgbdy[2 + 2 * neq] = 1.0;

}

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double xh = x - 0.5;
double xx1 = x * (x - 1.0);

if (comm->user[6] == -1.0) {
printf("(User-supplied callback guess, first invocation.)\n");
comm->user[6] = 0.0;

}
y[0 + 0 * neq] = -xh * pow(xx1, 2);
y[1 + 0 * neq] = -xx1 * (5.0 * xx1 + 1.0);
y[1 + 1 * neq] = -2.0 * xh * (10.0 * xx1 + 1.0);
y[1 + 2 * neq] = -12.0 * (5.0 * xx1 + x);
y[2 + 0 * neq] = -8.0 * fd->omega * pow(xh, 3);
y[2 + 1 * neq] = -24.0 * fd->omega * pow(xh, 2);

dym[0] = y[1];
dym[1] = -120.0 * xh;
dym[2] = -56.0 * fd->omega * xh;

}
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10.2 Program Data

nag_ode_bvp_coll_nlin_solve (d02tlc) Example Program Data
7 11 101 : ncol, nmesh, mxmesh
1.0 : omega
1.0e-3 1.0e-3 1.0e-3 : tol(1:neq)
2 : ncont
1.0e+6 : r

10.3 Program Results

nag_ode_bvp_coll_nlin_solve (d02tlc) Example Program Results

lrcomm = 3012, licomm = 127

Tolerance = 1.0e-03 r = 1.000e+06
(User-supplied callback guess, first invocation.)
(User-supplied callback gafun, first invocation.)
(User-supplied callback gajac, first invocation.)
(User-supplied callback gbfun, first invocation.)
(User-supplied callback gbjac, first invocation.)
(User-supplied callback ffun, first invocation.)
(User-supplied callback fjac, first invocation.)

Used a mesh of 21 points
Maximum error = 2.77e-07 in interval 17 for component 3

Mesh points:
1(1) 0.0000e+00 2(3) 5.0000e-02 3(2) 1.0000e-01 4(3) 1.5000e-01
5(2) 2.0000e-01 6(3) 2.5000e-01 7(2) 3.0000e-01 8(3) 3.5000e-01
9(2) 4.0000e-01 10(3) 4.5000e-01 11(2) 5.0000e-01 12(3) 5.5000e-01

13(2) 6.0000e-01 14(3) 6.5000e-01 15(2) 7.0000e-01 16(3) 7.5000e-01
17(2) 8.0000e-01 18(3) 8.5000e-01 19(2) 9.0000e-01 20(3) 9.5000e-01
21(1) 1.0000e+00

x f f’ g
0.000 0.0000 0.0000 1.0000
0.050 0.0070 0.1805 0.4416
0.100 0.0141 0.0977 0.1886
0.150 0.0171 0.0252 0.0952
0.200 0.0172 -0.0165 0.0595
0.250 0.0157 -0.0400 0.0427
0.300 0.0133 -0.0540 0.0322
0.350 0.0104 -0.0628 0.0236
0.400 0.0071 -0.0683 0.0156
0.450 0.0036 -0.0714 0.0078
0.500 -0.0000 -0.0724 -0.0000
0.550 -0.0036 -0.0714 -0.0078
0.600 -0.0071 -0.0683 -0.0156
0.650 -0.0104 -0.0628 -0.0236
0.700 -0.0133 -0.0540 -0.0322
0.750 -0.0157 -0.0400 -0.0427
0.800 -0.0172 -0.0165 -0.0595
0.850 -0.0171 0.0252 -0.0952
0.900 -0.0141 0.0977 -0.1886
0.950 -0.0070 0.1805 -0.4416
1.000 0.0000 -0.0000 -1.0000

Tolerance = 1.0e-03 r = 1.000e+08

Used a mesh of 41 points
Maximum error = 3.18e-06 in interval 17 for component 3

Mesh points:
1(1) 0.0000e+00 2(3) 7.2063e-03 3(2) 1.4413e-02 4(3) 2.1550e-02
5(2) 2.8687e-02 6(3) 3.5634e-02 7(2) 4.2581e-02 8(3) 5.0435e-02
9(2) 5.8290e-02 10(3) 6.7353e-02 11(2) 7.6416e-02 12(3) 8.8097e-02

13(2) 9.9779e-02 14(3) 1.1602e-01 15(2) 1.3227e-01 16(3) 1.5346e-01
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17(2) 1.7465e-01 18(3) 2.0571e-01 19(2) 2.3677e-01 20(3) 2.8658e-01
21(2) 3.3638e-01 22(3) 4.4256e-01 23(2) 5.4874e-01 24(3) 6.3511e-01
25(2) 7.2147e-01 26(3) 7.6429e-01 27(2) 8.0711e-01 28(3) 8.3483e-01
29(2) 8.6254e-01 30(3) 8.8245e-01 31(2) 9.0236e-01 32(3) 9.1689e-01
33(2) 9.3142e-01 34(3) 9.4253e-01 35(2) 9.5364e-01 36(3) 9.6254e-01
37(2) 9.7143e-01 38(3) 9.7877e-01 39(2) 9.8611e-01 40(3) 9.9305e-01
41(1) 1.0000e+00

x f f’ g
0.000 0.0000 0.0000 1.0000
0.007 0.0007 0.1560 0.7032
0.014 0.0019 0.1815 0.4711
0.022 0.0032 0.1561 0.3107
0.029 0.0041 0.1185 0.2044
0.036 0.0048 0.0847 0.1374
0.043 0.0053 0.0580 0.0943
0.050 0.0057 0.0361 0.0641
0.058 0.0059 0.0214 0.0459
0.067 0.0061 0.0104 0.0338
0.076 0.0061 0.0036 0.0271
0.088 0.0061 -0.0015 0.0225
0.100 0.0061 -0.0045 0.0203
0.116 0.0060 -0.0068 0.0188
0.132 0.0059 -0.0082 0.0181
0.153 0.0057 -0.0096 0.0175
0.175 0.0055 -0.0108 0.0169
0.206 0.0051 -0.0123 0.0159
0.237 0.0047 -0.0137 0.0148
0.287 0.0040 -0.0158 0.0126
0.336 0.0031 -0.0175 0.0101
0.443 0.0011 -0.0197 0.0037
0.549 -0.0010 -0.0198 -0.0032
0.635 -0.0026 -0.0183 -0.0085
0.721 -0.0041 -0.0155 -0.0130
0.764 -0.0047 -0.0137 -0.0148
0.807 -0.0053 -0.0117 -0.0163
0.835 -0.0056 -0.0103 -0.0171
0.863 -0.0058 -0.0086 -0.0179
0.882 -0.0060 -0.0070 -0.0187
0.902 -0.0061 -0.0040 -0.0206
0.917 -0.0061 0.0003 -0.0241
0.931 -0.0061 0.0093 -0.0326
0.943 -0.0059 0.0226 -0.0474
0.954 -0.0055 0.0465 -0.0779
0.963 -0.0050 0.0769 -0.1242
0.971 -0.0041 0.1191 -0.2058
0.979 -0.0031 0.1577 -0.3165
0.986 -0.0018 0.1821 -0.4854
0.993 -0.0006 0.1533 -0.7130
1.000 -0.0000 0.0000 -1.0000
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NAG Library Function Document

nag_ode_bvp_coll_nlin_setup (d02tvc)

1 Purpose

nag_ode_bvp_coll_nlin_setup (d02tvc) is a setup function which must be called prior to the first call of
the nonlinear two-point boundary value solver nag_ode_bvp_coll_nlin_solve (d02tlc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_coll_nlin_setup (Integer neq, const Integer m[],
Integer nlbc, Integer nrbc, Integer ncol, const double tols[],
Integer mxmesh, Integer nmesh, const double mesh[],
const Integer ipmesh[], double rcomm[], Integer lrcomm, Integer icomm[],
Integer licomm, NagError *fail)

3 Description

nag_ode_bvp_coll_nlin_setup (d02tvc) and its associated functions (nag_ode_bvp_coll_nlin_solve
(d02tlc), nag_ode_bvp_coll_nlin_contin (d02txc), nag_ode_bvp_coll_nlin_interp (d02tyc) and nag_o
de_bvp_coll_nlin_diag (d02tzc)) solve the two-point boundary value problem for a nonlinear system of
ordinary differential equations

y
m1ð Þ
1 xð Þ ¼ f1 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
y
m2ð Þ
2 xð Þ ¼ f2 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
..
.

y mnð Þ
n xð Þ ¼ fn x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
over an interval a; b½ � subject to p ( > 0) nonlinear boundary conditions at a and q ( > 0) nonlinear

boundary conditions at b, where pþ q ¼
Xn
i¼1
mi. Note that y mð Þ

i xð Þ is the mth derivative of the ith

solution component. Hence y 0ð Þ
i xð Þ ¼ yi xð Þ. The left boundary conditions at a are defined as

gi z y að Þð Þð Þ ¼ 0; i ¼ 1; 2; . . . ; p;

and the right boundary conditions at b as

�gj z y bð Þð Þð Þ ¼ 0; j ¼ 1; 2; . . . ; q;

where y ¼ y1; y2; . . . ; ynð Þ and

z y xð Þð Þ ¼ y1 xð Þ; y 1ð Þ
1 xð Þ; . . . ; y m1�1ð Þ

1 xð Þ; y2 xð Þ; . . . ; y mn�1ð Þ
n xð Þ

� �
:

See Section 9 for information on how boundary value problems of a more general nature can be treated.

nag_ode_bvp_coll_nlin_setup (d02tvc) is used to specify an initial mesh, error requirements and other
details. nag_ode_bvp_coll_nlin_solve (d02tlc) is then used to solve the boundary value problem.

The solution function nag_ode_bvp_coll_nlin_solve (d02tlc) proceeds as follows. A modified Newton
method is applied to the equations

y
mið Þ
i xð Þ � fi x; z y xð Þð Þð Þ ¼ 0; i ¼ 1; . . . ; n

and the boundary conditions. To solve these equations numerically the components yi are approximated
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by piecewise polynomials vij using a monomial basis on the jth mesh sub-interval. The coefficients of
the polynomials vij form the unknowns to be computed. Collocation is applied at Gaussian points

v
mið Þ
ij xjk
� �

� fi xjk; z v xjk
� �� �� �

¼ 0; i ¼ 1; 2; . . . ; n;

where xjk is the kth collocation point in the jth mesh sub-interval. Continuity at the mesh points is
imposed, that is

vij xjþ1
� �

� vi;jþ1 xjþ1
� �

¼ 0; i ¼ 1; 2; . . . ; n;

where xjþ1 is the right-hand end of the jth mesh sub-interval. The linearized collocation equations and
boundary conditions, together with the continuity conditions, form a system of linear algebraic
equations, an almost block diagonal system which is solved using special linear solvers. To start the
modified Newton process, an approximation to the solution on the initial mesh must be supplied via the
procedure argument guess of nag_ode_bvp_coll_nlin_solve (d02tlc).

The solver attempts to satisfy the conditions

yi � vik k
1:0þ vik kð Þ � tols½i� 1�; i ¼ 1; 2; . . . ; n; ð1Þ

where vi is the approximate solution for the ith solution component and tols is supplied by you. The
mesh is refined by trying to equidistribute the estimated error in the computed solution over all mesh
sub-intervals, and an extrapolation-like test (doubling the number of mesh sub-intervals) is used to
check for (1).

The functions are based on modified versions of the codes COLSYS and COLNEW (see Ascher et al.
(1979) and Ascher and Bader (1987)). A comprehensive treatment of the numerical solution of
boundary value problems can be found in Ascher et al. (1988) and Keller (1992).

4 References

Ascher U M and Bader G (1987) A new basis implementation for a mixed order boundary value ODE
solver SIAM J. Sci. Stat. Comput. 8 483–500

Ascher U M, Christiansen J and Russell R D (1979) A collocation solver for mixed order systems of
boundary value problems Math. Comput. 33 659–679

Ascher U M, Mattheij R M M and Russell R D (1988) Numerical Solution of Boundary Value Problems
for Ordinary Differential Equations Prentice–Hall

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

Keller H B (1992) Numerical Methods for Two-point Boundary-value Problems Dover, New York

Schwartz I B (1983) Estimating regions of existence of unstable periodic orbits using computer-based
techniques SIAM J. Sci. Statist. Comput. 20(1) 106–120

5 Arguments

1: neq – Integer Input

On entry: n, the number of ordinary differential equations to be solved.

Constraint: neq 	 1.

2: m½neq� – const Integer Input

On entry: m½i � 1� must contain mi, the order of the ith differential equation, for i ¼ 1; 2; . . . ; n.

Constraint: 1 � m½i � 1� � 4, for i ¼ 1; 2; . . . ; n.
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3: nlbc – Integer Input

On entry: p, the number of left boundary conditions defined at the left-hand end, a ( ¼ mesh½0�).
Constraint: nlbc 	 1.

4: nrbc – Integer Input

On entry: q, the number of right boundary conditions defined at the right-hand end, b
( ¼ mesh½nmesh� 1�).
Constraints:

nrbc 	 1;

nlbcþ nrbc ¼
Xn
i¼1

m½i� 1�.

5: ncol – Integer Input

On entry: the number of collocation points to be used in each mesh sub-interval.

Constraint: mmax � ncol � 7, where mmax ¼ max m½i� 1�ð Þ.

6: tols½neq� – const double Input

On entry: tols½i� 1� must contain the error requirement for the ith solution component.

Constraint: 100�machine precision < tols½i � 1� < 1:0, for i ¼ 1; 2; . . . ; n.

7: mxmesh – Integer Input

On entry: the maximum number of mesh points to be used during the solution process.

Constraint: mxmesh 	 2� nmesh� 1.

8: nmesh – Integer Input

On entry: the number of points to be used in the initial mesh of the solution process.

Constraint: nmesh 	 6.

9: mesh½mxmesh� – const double Input

On entry: the positions of the initial nmesh mesh points. The remaining elements of mesh need
not be set. You should try to place the mesh points in areas where you expect the solution to vary
most rapidly. In the absence of any other information the points should be equally distributed on
a; b½ �.
mesh½0� must contain the left boundary point, a, and mesh½nmesh� 1� must contain the right
boundary point, b.

Constraint: mesh½i � 1� < mesh½i�, for i ¼ 1; 2; . . . ; nmesh� 1.

10: ipmesh½mxmesh� – const Integer Input

On entry: ipmesh½i � 1� specifies whether or not the initial mesh point defined in mesh½i � 1�, for
i ¼ 1; 2; . . . ;nmesh, should be a fixed point in all meshes computed during the solution process.
The remaining elements of ipmesh need not be set.

ipmesh½i� 1� ¼ 1
Indicates that mesh½i� 1� should be a fixed point in all meshes.

ipmesh½i� 1� ¼ 2
Indicates that mesh½i� 1� is not a fixed point.
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Constraints:

ipmesh½0� ¼ 1 and ipmesh½nmesh� 1� ¼ 1, (i.e., the left and right boundary points, a and
b, must be fixed points, in all meshes);
ipmesh½i � 1� ¼ 1 or 2, for i ¼ 2; 3; . . . ; nmesh� 1.

11: rcomm½lrcomm� – double Communication Array

On exit: contains information for use by nag_ode_bvp_coll_nlin_solve (d02tlc). This must be the
same array as will be supplied to nag_ode_bvp_coll_nlin_solve (d02tlc). The contents of this
array must remain unchanged between calls.

12: lrcomm – Integer Input

On entry: the dimension of the array rcomm. If lrcomm ¼ 0, a communication array size query
is requested. In this case there is an immediate return with communication array dimensions
stored in icomm; icomm½0� contains the required dimension of rcomm, while icomm½1� contains
the required dimension of icomm.

Constraint: lrcomm ¼ 0, or lrcomm 	 51þ neqþmxmesh� 2þm� þ knð Þ � kn þmxmesh=2,

where m� ¼
Xn
i¼1

m½i� 1� and kn ¼ ncol� neq.

13: icomm½licomm� – Integer Communication Array

On exit: contains information for use by nag_ode_bvp_coll_nlin_solve (d02tlc). This must be the
same array as will be supplied to nag_ode_bvp_coll_nlin_solve (d02tlc). The contents of this
array must remain unchanged between calls. If lrcomm ¼ 0, a communication array size query is
requested. In this case, on immediate return, icomm½0� will contain the required dimension for
rcomm while icomm½1� will contain the required dimension for icomm.

14: licomm – Integer Input

On entry: the dimension of the array icomm. If lrcomm ¼ 0, a communication array size query
is requested. In this case icomm need only be of dimension 2 in order to hold the required
communication array dimensions for the given problem and algorithmic parameters.

Constraints:

if lrcomm ¼ 0, licomm 	 2;
otherwise licomm 	 23þ neqþmxmesh.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ipmesh½0� or ipmesh½nmesh� 1� does not equal 1.
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On entry, ipmesh½i� 6¼ 1 or 2 for some i.

On entry, licomm ¼ valueh i.
Constraint: licomm 	 valueh i.
On entry, lrcomm ¼ valueh i.
Constraint: lrcomm ¼ 0 or lrcomm 	 valueh i.
On entry, m½ valueh i� ¼ valueh i.
Constraint: 1 � m½i� 1� � 4 for all i.

On entry, neq ¼ valueh i.
Constraint: neq 	 1.

On entry, nmesh ¼ valueh i.
Constraint: nmesh 	 6.

NE_INT_2

On entry, mxmesh ¼ valueh i and nmesh ¼ valueh i.
Constraint: mxmesh 	 2� nmesh� 1.

On entry, ncol ¼ valueh i and max m½i�ð Þ ¼ valueh i.
Constraint: max m½i�ð Þ � ncol � 7.

On entry, nlbc ¼ valueh i and nrbc ¼ valueh i.
Constraint: nlbc 	 1 and nrbc 	 1.

NE_INT_3

On entry, nlbc ¼ valueh i, nrbc ¼ valueh i and sum m½i�ð Þ ¼ valueh i.
Constraint: nlbcþ nrbc ¼ sum m½i�ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, the elements of mesh are not strictly increasing.

NE_REAL

On entry, tols½ valueh i� ¼ valueh i.
Constraint: tols½i� 1� > valueh i for all i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_bvp_coll_nlin_setup (d02tvc) is not threaded in any implementation.
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9 Further Comments

For problems where sharp changes of behaviour are expected over short intervals it may be advisable
to:

– use a large value for ncol;

– cluster the initial mesh points where sharp changes in behaviour are expected;

– maintain fixed points in the mesh using the argument ipmesh to ensure that the remeshing process
does not inadvertently remove mesh points from areas of known interest before they are detected
automatically by the algorithm.

9.1 Nonseparated Boundary Conditions

A boundary value problem with nonseparated boundary conditions can be treated by transformation to
an equivalent problem with separated conditions. As a simple example consider the system

y01 ¼ f1 x; y1; y2ð Þ

y02 ¼ f2 x; y1; y2ð Þ

on a; b½ � subject to the boundary conditions

g1 y1 að Þð Þ ¼ 0
g2 y2 að Þ; y2 bð Þð Þ ¼ 0:

By adjoining the trivial ordinary differential equation

r0 ¼ 0;

which implies r að Þ ¼ r bð Þ, and letting r bð Þ ¼ y2 bð Þ, say, we have a new system

y01 ¼ f1 x; y1; y2ð Þ
y02 ¼ f2 x; y1; y2ð Þ
r0 ¼ 0;

subject to the separated boundary conditions

g1 y1 að Þð Þ ¼ 0
g2 y2 að Þ; r að Þð Þ ¼ 0
y2 bð Þ � r bð Þ ¼ 0:

There is an obvious overhead in adjoining an extra differential equation: the system to be solved is
increased in size.

9.2 Multipoint Boundary Value Problems

Multipoint boundary value problems, that is problems where conditions are specified at more than two
points, can also be transformed to an equivalent problem with two boundary points. Each sub-interval
defined by the multipoint conditions can be transformed onto the interval 0; 1½ �, say, leading to a larger
set of differential equations. The boundary conditions of the transformed system consist of the original
boundary conditions and the conditions imposed by the requirement that the solution components be
continuous at the interior break-points. For example, consider the equation

y 3ð Þ ¼ f t; y; y 1ð Þ; y 2ð Þ
� �

on a; c½ �

subject to the conditions

y að Þ ¼ A
y bð Þ ¼ B

y 1ð Þ cð Þ ¼ C

where a < b < c. This can be transformed to the system
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y
3ð Þ
1 ¼ f t; y1; y

1ð Þ
1 ; y

2ð Þ
1

� �
y

3ð Þ
2 ¼ f t; y2; y

1ð Þ
2 ; y

2ð Þ
2

� �
9=; on 0; 1½ �

where

y1 � y on a; b½ �
y2 � y on b; c½ �;

subject to the boundary conditions

y1 0ð Þ ¼ A
y1 1ð Þ ¼ B

y
1ð Þ
2 1ð Þ ¼ C
y2 0ð Þ ¼ B from y1 1ð Þ ¼ y2 0ð Þð Þ
y

1ð Þ
1 1ð Þ ¼ y

1ð Þ
2 0ð Þ

y
2ð Þ
1 1ð Þ ¼ y

2ð Þ
2 0ð Þ:

In this instance two of the resulting boundary conditions are nonseparated but they may next be treated
as described above.

9.3 High Order Systems

Systems of ordinary differential equations containing derivatives of order greater than four can always
be reduced to systems of order suitable for treatment by nag_ode_bvp_coll_nlin_setup (d02tvc) and its
related functions. For example suppose we have the sixth-order equation

y 6ð Þ ¼ �y:

Writing the variables y1 ¼ y and y2 ¼ y 4ð Þ we obtain the system

y
4ð Þ
1 ¼ y2

y
2ð Þ
2 ¼ �y1

which has maximal order four, or writing the variables y1 ¼ y and y2 ¼ y 3ð Þ we obtain the system

y
3ð Þ
1 ¼ y2

y
3ð Þ
2 ¼ �y1

which has maximal order three. The best choice of reduction by choosing new variables will depend on
the structure and physical meaning of the system. Note that you will control the error in each of the
variables y1 and y2. Indeed, if you wish to control the error in certain derivatives of the solution of an
equation of order greater than one, then you should make those derivatives new variables.

9.4 Fixed Points and Singularities

The solver function nag_ode_bvp_coll_nlin_solve (d02tlc) employs collocation at Gaussian points in
each sub-interval of the mesh. Hence the coefficients of the differential equations are not evaluated at
the mesh points. Thus, fixed points should be specified in the mesh where either the coefficients are
singular, or the solution has less smoothness, or where the differential equations should not be
evaluated. Singular coefficients at boundary points often arise when physical symmetry is used to
reduce partial differential equations to ordinary differential equations. These do not pose a direct
numerical problem for using this code but they can severely impact its convergence.

9.5 Numerical Jacobians

The solver function nag_ode_bvp_coll_nlin_solve (d02tlc) requires an external function fjac to evaluate
t h e p a r t i a l d e r i v a t i v e s o f fi w i t h r e s p e c t t o t h e e l e m e n t s o f z yð Þ
( ¼ y1; y

1
1; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
). In cases where the partial derivatives are difficult to evaluate,
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numerical approximations can be used. However, this approach might have a negative impact on the
convergence of the modified Newton method. You could consider the use of symbolic mathematic
packages and/or automatic differentiation packages if available to you.

See Section 10 in nag_ode_bvp_coll_nlin_diag (d02tzc) for an example using numerical approximations
to the Jacobian. There central differences are used and each fi is assumed to depend on all the
components of z. This requires two evaluations of the system of differential equations for each
component of z. The perturbation used depends on the size of each component of z and a minimum
quantity dependent on the machine precision. The cost of this approach could be reduced by employing
an alternative difference scheme and/or by only perturbing the components of z which appear in the
definitions of the fi. A discussion on the choice of perturbation factors for use in finite difference
approximations to partial derivatives can be found in Gill et al. (1981).

10 Example

The following example is used to illustrate the treatment of nonseparated boundary conditions. See also
nag_ode_bvp_coll_nlin_solve (d02tlc), nag_ode_bvp_coll_nlin_contin (d02txc), nag_ode_bvp_coll_nli
n_interp (d02tyc) and nag_ode_bvp_coll_nlin_diag (d02tzc), for the illustration of other facilities.

The following equations model of the spread of measles. See Schwartz (1983). Under certain
assumptions the dynamics of the model can be expressed as

y01 ¼ �� � xð Þy1y3
y02 ¼ � xð Þy1y3 � y2=�
y03 ¼ y2=�� y3=�

subject to the periodic boundary conditions

yi 0ð Þ ¼ yi 1ð Þ; i ¼ 1; 2; 3:

Here y1; y2 and y3 are respectively the proportions of susceptibles, infectives and latents to the whole
population. � ( ¼ 0:0279 years) is the latent period, � ( ¼ 0:01 years) is the infectious period and �
( ¼ 0:02) is the population birth rate. � xð Þ ¼ �0 1:0þ cos 2	xð Þ is the contact rate where �0 ¼ 1575:0.

The nonseparated boundary conditions are treated as described in Section 9 by adjoining the trivial
differential equations

y04 ¼ 0
y05 ¼ 0
y06 ¼ 0

that is y4; y5 and y6 are constants. The boundary conditions of the augmented system can then be posed
in the separated form

y1 0ð Þ � y4 0ð Þ ¼ 0
y2 0ð Þ � y5 0ð Þ ¼ 0
y3 0ð Þ � y6 0ð Þ ¼ 0
y1 1ð Þ � y4 1ð Þ ¼ 0
y2 1ð Þ � y5 1ð Þ ¼ 0
y3 1ð Þ � y6 1ð Þ ¼ 0:

This is a relatively easy problem and an (arbitrary) initial guess of 1 for each component suffices, even
though two components of the solution are much smaller than 1.

10.1 Program Text

/* nag_ode_bvp_coll_nlin_setup (d02tvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx01.h>

typedef struct
{

double beta0, eta, lambda, mu;
} func_data;

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm);

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm);

static void NAG_CALL gafun(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double ga[],
Nag_Comm *comm);

static void NAG_CALL gbfun(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double gb[],
Nag_Comm *comm);

static void NAG_CALL gajac(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double dgady[],
Nag_Comm *comm);

static void NAG_CALL gbjac(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double dgbdy[],
Nag_Comm *comm);

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0, neq = 6, mmax = 1, nlbc = 3, nrbc = 3;
double dx, ermx, beta0, eta, lambda, mu;
Integer i, iermx, ijermx, j, licomm, lrcomm, mxmesh, ncol, nmesh;
/* Arrays */
static double ruser[7] = { -1.0, -1.0, -1.0, -1.0, -1.0, -1.0, -1.0 };
double *mesh = 0, *rcomm = 0, *tols = 0, *y = 0;
double rdum[1];
Integer *ipmesh = 0, *icomm = 0, *m = 0;
Integer idum[2];
func_data fd;
/* Nag Types */
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_coll_nlin_setup (d02tvc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,
&mxmesh);

d02 – Ordinary Differential d02tvc

Mark 26 d02tvc.9



#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,

&mxmesh);
#endif

if (!(mesh = NAG_ALLOC(mxmesh, double)) ||
!(m = NAG_ALLOC(neq, Integer)) ||
!(tols = NAG_ALLOC(neq, double)) ||
!(y = NAG_ALLOC(neq * mmax, double)) ||
!(ipmesh = NAG_ALLOC(mxmesh, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set orders of equations */
for (i = 0; i < neq; i++) {

m[i] = 1;
}

#ifdef _WIN32
scanf_s("%lf%lf%lf%lf%*[^\n] ", &beta0, &eta, &lambda, &mu);

#else
scanf("%lf%lf%lf%lf%*[^\n] ", &beta0, &eta, &lambda, &mu);

#endif
for (i = 0; i < neq; i++) {

#ifdef _WIN32
scanf_s("%lf", &tols[i]);

#else
scanf("%lf", &tols[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
dx = 1.0 / (double) (nmesh - 1);
mesh[0] = 0.0;
for (i = 1; i < nmesh - 1; i++) {

mesh[i] = mesh[i - 1] + dx;
}
mesh[nmesh - 1] = 1.0;
ipmesh[0] = 1;
for (i = 1; i < nmesh - 1; i++) {

ipmesh[i] = 2;
}
ipmesh[nmesh - 1] = 1;

/* Set data required for the user-supplied functions */
fd.beta0 = beta0;
fd.eta = eta;
fd.lambda = lambda;
fd.mu = mu;
/* Associate the data structure with comm.p */
comm.p = (Pointer) &fd;

/* Communication space query to get size of rcomm and icomm
* by setting lrcomm=0 in call to
* nag_ode_bvp_coll_nlin_setup (d02tvc):
* Ordinary differential equations, general nonlinear boundary value problem,
* setup for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tols, mxmesh, nmesh,
mesh, ipmesh, rdum, 0, idum, 2, &fail);

if (fail.code == NE_NOERROR) {
lrcomm = idum[0];
licomm = idum[1];

if (!(rcomm = NAG_ALLOC(lrcomm, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)))

{
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printf("Allocation failure\n");
exit_status = -2;
goto END;

}
/* Initialize, again using nag_ode_bvp_coll_nlin_setup (d02tvc). */
nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tols, mxmesh, nmesh,

mesh, ipmesh, rcomm, lrcomm, icomm, licomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_setup (d02tvc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_setup (d02tvc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Solve */

/* nag_ode_bvp_coll_nlin_solve (d02tlc).
* Ordinary differential equations, general nonlinear boundary value problem,
* collocation technique.
*/

nag_ode_bvp_coll_nlin_solve(ffun, fjac, gafun, gbfun, gajac, gbjac, guess,
rcomm, icomm, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_solve (d02tlc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* Extract mesh. */

/* nag_ode_bvp_coll_nlin_diag (d02tzc).
* Ordinary differential equations, general nonlinear boundary value
* problem, diagnostics for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_diag(mxmesh, &nmesh, mesh, ipmesh, &ermx, &iermx,
&ijermx, rcomm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_diag (d02tzc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}

/* Print mesh statistics */
printf(" Used a mesh of %4" NAG_IFMT " points\n", nmesh);
printf(" Maximum error = %10.2e in interval %4" NAG_IFMT

" for component ", ermx, iermx);
printf("%4" NAG_IFMT " \n\n\n", ijermx);
printf(" Mesh points:\n");
for (i = 0; i < nmesh; i++) {

printf("%4" NAG_IFMT "(%1" NAG_IFMT ")", i + 1, ipmesh[i]);
printf("%7.4f%s", mesh[i], (i + 1) % 4 ? " " : "\n");

}
printf("\n");
/* Print solution on mesh. */
printf("\n Computed solution at mesh points\n");
printf(" x y1 y2 y3\n");
for (i = 0; i < nmesh; i++) {

/* nag_ode_bvp_coll_nlin_interp (d02tyc).
* Ordinary differential equations, general nonlinear boundary value
* problem, interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc).
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*/
nag_ode_bvp_coll_nlin_interp(mesh[i], y, neq, mmax, rcomm, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_interp (d02tyc).\n%s\n",
fail.message);

exit_status = 5;
goto END;

}

printf("%6.3f ", mesh[i]);
for (j = 0; j < 3; j++) {

printf("%11.3e", y[j]);
}
printf("\n");

}

END:
NAG_FREE(mesh);
NAG_FREE(m);
NAG_FREE(tols);
NAG_FREE(rcomm);
NAG_FREE(y);
NAG_FREE(ipmesh);
NAG_FREE(icomm);
return exit_status;

}

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double beta;
Integer i;
double one = 1.0;
double two = 2.0;
double zero = 0.0;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback ffun, first invocation.)\n");
comm->user[0] = 0.0;

}
/* nag_pi (x01aac). */
beta = fd->beta0 * (one + cos(two * nag_pi * x));
f[0] = fd->mu - beta * y[0] * y[2];
f[1] = beta * y[0] * y[2] - y[1] / fd->lambda;
f[2] = y[1] / fd->lambda - y[2] / fd->eta;
for (i = 3; i < 6; i++) {

f[i] = zero;
}

}

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double beta;
double one = 1.0;
double two = 2.0;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback fjac, first invocation.)\n");
comm->user[1] = 0.0;

}
/* nag_pi (x01aac). */
beta = fd->beta0 * (one + cos(two * nag_pi * x));
dfdy[0 + 0 * neq] = -beta * y[2];
dfdy[0 + 2 * neq] = -beta * y[0];
dfdy[1 + 0 * neq] = beta * y[2];
dfdy[1 + 1 * neq] = -one / fd->lambda;
dfdy[1 + 2 * neq] = beta * y[0];
dfdy[2 + 1 * neq] = one / fd->lambda;
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dfdy[2 + 2 * neq] = -one / fd->eta;
}

static void NAG_CALL gafun(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double ga[], Nag_Comm *comm)

{
if (comm->user[2] == -1.0) {

printf("(User-supplied callback gafun, first invocation.)\n");
comm->user[2] = 0.0;

}
ga[0] = ya[0] - ya[3];
ga[1] = ya[1] - ya[4];
ga[2] = ya[2] - ya[5];

}

static void NAG_CALL gbfun(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double gb[], Nag_Comm *comm)

{
if (comm->user[3] == -1.0) {

printf("(User-supplied callback gbfun, first invocation.)\n");
comm->user[3] = 0.0;

}
gb[0] = yb[0] - yb[3];
gb[1] = yb[1] - yb[4];
gb[2] = yb[2] - yb[5];

}

static void NAG_CALL gajac(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm)

{
double one = 1.0;

if (comm->user[4] == -1.0) {
printf("(User-supplied callback gajac, first invocation.)\n");
comm->user[4] = 0.0;

}
dgady[0 + 0 * nlbc] = one;
dgady[0 + 3 * nlbc] = -one;
dgady[1 + 1 * nlbc] = one;
dgady[1 + 4 * nlbc] = -one;
dgady[2 + 2 * nlbc] = one;
dgady[2 + 5 * nlbc] = -one;

}

static void NAG_CALL gbjac(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm)

{
double one = 1.0;

if (comm->user[5] == -1.0) {
printf("(User-supplied callback gbjac, first invocation.)\n");
comm->user[5] = 0.0;

}
dgbdy[0 + 0 * nrbc] = one;
dgbdy[0 + 3 * nrbc] = -one;
dgbdy[1 + 1 * nrbc] = one;
dgbdy[1 + 4 * nrbc] = -one;
dgbdy[2 + 2 * nrbc] = one;
dgbdy[2 + 5 * nrbc] = -one;

}

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm)

{
Integer i;

if (comm->user[6] == -1.0) {
printf("(User-supplied callback guess, first invocation.)\n");
comm->user[6] = 0.0;

}
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for (i = 0; i < neq; i++) {
y[i] = 1.0;
dym[i] = 0.0;

}
}

10.2 Program Data

nag_ode_bvp_coll_nlin_setup (d02tvc) Example Program Data
5 11 100 : ncol, nmesh, mxmesh
1575.0 0.01 0.0279 0.02 : beta0, eta, lambda, mu
1.0e-5 1.0e-5 1.0e-5
1.0e-5 1.0e-5 1.0e-5 : tols(1:neq=6)

10.3 Program Results

nag_ode_bvp_coll_nlin_setup (d02tvc) Example Program Results

(User-supplied callback guess, first invocation.)
(User-supplied callback gafun, first invocation.)
(User-supplied callback gajac, first invocation.)
(User-supplied callback gbfun, first invocation.)
(User-supplied callback gbjac, first invocation.)
(User-supplied callback ffun, first invocation.)
(User-supplied callback fjac, first invocation.)
Used a mesh of 21 points
Maximum error = 1.42e-08 in interval 5 for component 1

Mesh points:
1(1) 0.0000 2(3) 0.0500 3(2) 0.1000 4(3) 0.1500
5(2) 0.2000 6(3) 0.2500 7(2) 0.3000 8(3) 0.3500
9(2) 0.4000 10(3) 0.4500 11(2) 0.5000 12(3) 0.5500

13(2) 0.6000 14(3) 0.6500 15(2) 0.7000 16(3) 0.7500
17(2) 0.8000 18(3) 0.8500 19(2) 0.9000 20(3) 0.9500
21(1) 1.0000

Computed solution at mesh points
x y1 y2 y3

0.000 7.523e-02 1.801e-05 4.981e-06
0.050 7.610e-02 7.889e-05 2.188e-05
0.100 7.655e-02 3.148e-04 8.917e-05
0.150 7.576e-02 1.009e-03 2.981e-04
0.200 7.264e-02 2.254e-03 7.135e-04
0.250 6.780e-02 3.114e-03 1.081e-03
0.300 6.407e-02 2.556e-03 9.842e-04
0.350 6.290e-02 1.285e-03 5.500e-04
0.400 6.335e-02 4.137e-04 1.969e-04
0.450 6.428e-02 9.118e-05 4.777e-05
0.500 6.527e-02 1.588e-05 8.806e-06
0.550 6.627e-02 2.773e-06 1.511e-06
0.600 6.727e-02 6.284e-07 3.130e-07
0.650 6.827e-02 2.186e-07 9.642e-08
0.700 6.927e-02 1.243e-07 4.870e-08
0.750 7.027e-02 1.156e-07 4.086e-08
0.800 7.127e-02 1.697e-07 5.511e-08
0.850 7.227e-02 3.704e-07 1.126e-07
0.900 7.327e-02 1.112e-06 3.220e-07
0.950 7.426e-02 4.197e-06 1.178e-06
1.000 7.523e-02 1.801e-05 4.981e-06
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NAG Library Function Document

nag_ode_bvp_coll_nlin_contin (d02txc)

1 Purpose

nag_ode_bvp_coll_nlin_contin (d02txc) allows a solution to a nonlinear two-point boundary value
problem computed by nag_ode_bvp_coll_nlin_solve (d02tlc) to be used as an initial approximation in
the solution of a related nonlinear two-point boundary value problem in a continuation call to
nag_ode_bvp_coll_nlin_solve (d02tlc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_coll_nlin_contin (Integer mxmesh, Integer nmesh,
const double mesh[], const Integer ipmesh[], double rcomm[],
Integer icomm[], NagError *fail)

3 Description

nag_ode_bvp_coll_nlin_contin (d02txc) and its associated functions (nag_ode_bvp_coll_nlin_solve
(d02tlc), nag_ode_bvp_coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_interp (d02tyc) and nag_o
de_bvp_coll_nlin_diag (d02tzc)) solve the two-point boundary value problem for a nonlinear system of
ordinary differential equations

y
m1ð Þ
1 xð Þ ¼ f1 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
y
m2ð Þ
2 xð Þ ¼ f2 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
..
.

y mnð Þ
n xð Þ ¼ fn x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
over an interval a; b½ � subject to p ( > 0) nonlinear boundary conditions at a and q ( > 0) nonlinear

boundary conditions at b, where pþ q ¼
Xn
i¼1
mi. Note that y mð Þ

i xð Þ is the mth derivative of the ith

solution component. Hence y 0ð Þ
i xð Þ ¼ yi xð Þ. The left boundary conditions at a are defined as

gi z y að Þð Þð Þ ¼ 0; i ¼ 1; 2; . . . ; p;

and the right boundary conditions at b as

�gj z y bð Þð Þð Þ ¼ 0; j ¼ 1; 2; . . . ; q;

where y ¼ y1; y2; . . . ; ynð Þ and

z y xð Þð Þ ¼ y1 xð Þ; y 1ð Þ
1 xð Þ; . . . ; y m1�1ð Þ

1 xð Þ; y2 xð Þ; . . . ; y mn�1ð Þ
n xð Þ

� �
:

First, nag_ode_bvp_coll_nlin_setup (d02tvc) must be called to specify the initial mesh, error
requirements and other details. Then, nag_ode_bvp_coll_nlin_solve (d02tlc) can be used to solve the
boundary value problem. After successful computation, nag_ode_bvp_coll_nlin_diag (d02tzc) can be
used to ascertain details about the final mesh. nag_ode_bvp_coll_nlin_interp (d02tyc) can be used to
compute the approximate solution anywhere on the interval a; b½ � using interpolation.

If the boundary value problem being solved is one of a sequence of related problems, for example as
part of some continuation process, then nag_ode_bvp_coll_nlin_contin (d02txc) should be used between
calls to nag_ode_bvp_coll_nlin_solve (d02tlc). This avoids the overhead of a complete initialization
when the setup function nag_ode_bvp_coll_nlin_setup (d02tvc) is used. nag_ode_bvp_coll_nlin_contin
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(d02txc) allows the solution values computed in the previous call to nag_ode_bvp_coll_nlin_solve
(d02tlc) to be used as an initial approximation for the solution in the next call to
nag_ode_bvp_coll_nlin_solve (d02tlc).

You must specify the new initial mesh. The previous mesh can be obtained by a call to
nag_ode_bvp_coll_nlin_diag (d02tzc). It may be used unchanged as the new mesh, in which case
any fixed points in the previous mesh remain as fixed points in the new mesh. Fixed and other points
may be added or subtracted from the mesh by manipulation of the contents of the array argument
ipmesh. Initial values for the solution components on the new mesh are computed by interpolation on
the values for the solution components on the previous mesh.

The functions are based on modified versions of the codes COLSYS and COLNEW (see Ascher et al.
(1979) and Ascher and Bader (1987)). A comprehensive treatment of the numerical solution of
boundary value problems can be found in Ascher et al. (1988) and Keller (1992).

4 References

Ascher U M and Bader G (1987) A new basis implementation for a mixed order boundary value ODE
solver SIAM J. Sci. Stat. Comput. 8 483–500

Ascher U M, Christiansen J and Russell R D (1979) A collocation solver for mixed order systems of
boundary value problems Math. Comput. 33 659–679

Ascher U M, Mattheij R M M and Russell R D (1988) Numerical Solution of Boundary Value Problems
for Ordinary Differential Equations Prentice–Hall

Keller H B (1992) Numerical Methods for Two-point Boundary-value Problems Dover, New York

5 Arguments

1: mxmesh – Integer Input

On entry: the maximum number of points allowed in the mesh.

Constraint: this must be identical to the value supplied for the argument mxmesh in the prior call
to nag_ode_bvp_coll_nlin_setup (d02tvc).

2: nmesh – Integer Input

On entry: the number of points to be used in the new initial mesh. It is strongly recommended
that if this function is called that the suggested value (see below) for nmesh is used. In this case
the arrays mesh and ipmesh returned by nag_ode_bvp_coll_nlin_diag (d02tzc) can be passed to
this function without any modification.

Suggested value: n� þ 1ð Þ=2, where n� is the number of mesh points used in the previous mesh
as returned in the argument nmesh of nag_ode_bvp_coll_nlin_diag (d02tzc).

Constraint: 6 � nmesh � mxmeshþ 1ð Þ=2.

3: mesh½mxmesh� – const double Input

On entry: the nmesh points to be used in the new initial mesh as specified by ipmesh.

Suggested value: the argument mesh returned from a call to nag_ode_bvp_coll_nlin_diag
(d02tzc).

Constraint : mesh½ij � 1� < mesh½ijþ1 � 1�, for j ¼ 1; 2; . . . ; nmesh� 1, the values of
i1; i2; . . . ; inmesh are defined in ipmesh.

mesh½i1 � 1� must contain the left boundary point, a, and mesh½inmesh � 1� must contain the right
boundary point, b, as specified in the previous call to nag_ode_bvp_coll_nlin_setup (d02tvc).
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4: ipmesh½mxmesh� – const Integer Input

On entry: specifies the points in mesh to be used as the new initial mesh. Let
ij : j ¼ 1; 2; . . . ;nmesh
� 

be t h e s e t o f a r r a y i nd i c e s o f i pmesh s u ch t h a t
ipmesh½ij � 1� ¼ 1 or 2 and 1 ¼ i1 < i2 < � � � < inmesh. Then mesh½ij � 1� will be included in
the new initial mesh.

If ipmesh½ij � 1� ¼ 1, mesh½ij � 1� will be a fixed point in the new initial mesh.

If ipmesh½k� 1� ¼ 3 for any k, then mesh½k� 1� will not be included in the new mesh.

Suggested value: the argument ipmesh returned in a call to nag_ode_bvp_coll_nlin_diag
(d02tzc).

Constraints:

ipmesh½k � 1� ¼ 1, 2 or 3, for k ¼ 1; 2; . . . ; inmesh;
ipmesh½0� ¼ ipmesh½inmesh � 1� ¼ 1.

5: rcomm½dim� – double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
rcomm in the previous call to nag_ode_bvp_coll_nlin_solve (d02tlc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_solve (d02tlc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.

6: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
icomm in the previous call to nag_ode_bvp_coll_nlin_solve (d02tlc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_solve (d02tlc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE_SOL

The solver function did not produce any results suitable for remeshing.
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NE_INT

An element of ipmesh was set to �1 before nmesh elements containing 1 or 2 were detected.

ipmesh½i� 6¼ �1, 1, 2 or 3 for some i.

On entry, ipmesh½0� ¼ valueh i.
Constraint: ipmesh½0� ¼ 1.

On entry, nmesh ¼ valueh i.
Constraint: nmesh 	 6.

You have set the element of ipmesh corresponding to the last element of mesh to be included in
the new mesh as valueh i, which is not 1.

NE_INT_2

On entry, nmesh ¼ valueh i and mxmesh ¼ valueh i.
Constraint: nmesh � mxmeshþ 1ð Þ=2.

NE_INT_CHANGED

On entry, mxmesh ¼ valueh i and mxmesh ¼ valueh i in nag_ode_bvp_coll_nlin_setup (d02tvc).
Constraint: mxmesh ¼ mxmesh in nag_ode_bvp_coll_nlin_setup (d02tvc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MESH_ERROR

The first element of array mesh does not coincide with the left hand end of the range previously
specified.
First element of mesh: valueh i; left hand of the range: valueh i.
The last point of the new mesh does not coincide with the right hand end of the range previously
specified.
Last point of the new mesh: valueh i; right hand end of the range: valueh i.

NE_MISSING_CALL

The solver function does not appear to have been called.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

The entries in mesh are not strictly increasing.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_bvp_coll_nlin_contin (d02txc) is not threaded in any implementation.
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9 Further Comments

For problems where sharp changes of behaviour are expected over short intervals it may be advisable
to:

– cluster the mesh points where sharp changes in behaviour are expected;

– maintain fixed points in the mesh using the argument ipmesh to ensure that the remeshing process
does not inadvertently remove mesh points from areas of known interest.

In the absence of any other information about the expected behaviour of the solution, using the values
suggested in Section 5 for nmesh, ipmesh and mesh is strongly recommended.

10 Example

This example illustrates the use of continuation, solution on an infinite range, and solution of a system
of two differential equations of orders 3 and 2. See also nag_ode_bvp_coll_nlin_solve (d02tlc),
nag_ode_bvp_coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_interp (d02tyc) and nag_ode_bvp_
coll_nlin_diag (d02tzc), for the illustration of other facilities.

Consider the problem of swirling flow over an infinite stationary disk with a magnetic field along the
axis of rotation. See Ascher et al. (1988) and the references therein. After transforming from a
cylindrical coordinate system r; �; zð Þ, in which the � component of the corresponding velocity field
behaves like r�n, the governing equations are

f 000 þ 1
2 3� nð Þff 00 þ n f 0ð Þ2 þ g2 � sf 0 ¼ �2

g00 þ 1
2 3� nð Þfg0 þ n� 1ð Þgf 0 � s g� 1ð Þ ¼ 0

with boundary conditions

f 0ð Þ ¼ f 0 0ð Þ ¼ g 0ð Þ ¼ 0; f 0 1ð Þ ¼ 0; g 1ð Þ ¼ �;

where s is the magnetic field strength, and � is the Rossby number.

Some solutions of interest are for � ¼ 1, small n and s! 0. An added complication is the infinite
range, which we approximate by 0; L½ �. We choose n ¼ 0:2 and first solve for L ¼ 60:0; s ¼ 0:24 using
the initial approximations f xð Þ ¼ �x2e�x and g xð Þ ¼ 1:0� e�x, which satisfy the boundary conditions,
on a uniform mesh of 21 points. Simple continuation on the parameters L and s using the values
L ¼ 120:0; s ¼ 0:144 and then L ¼ 240:0; s ¼ 0:0864 is used to compute further solutions. We use the
suggested values for nmesh, ipmesh and mesh in the call to nag_ode_bvp_coll_nlin_contin (d02txc)
prior to a continuation call, that is only every second point of the preceding mesh is used.

The equations are first mapped onto 0; 1½ � to yield

f 000 ¼ L3 �2 � g2
� �

þ L2sf 0 � L 1
2 3� nð Þff 00 þ n f 0ð Þ2
� �

g00 ¼ L2s g� 1ð Þ � L 1
2 3� nð Þfg0 þ n� 1ð Þf 0g
� �

:

10.1 Program Text

/* nag_ode_bvp_coll_nlin_contin (d02txc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#define Y(I, J) y[J*neq + I-1]
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typedef struct
{

double el, en, s;
} func_data;

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm);

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm);

static void NAG_CALL gafun(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double ga[],
Nag_Comm *comm);

static void NAG_CALL gbfun(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double gb[],
Nag_Comm *comm);

static void NAG_CALL gajac(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double dgady[],
Nag_Comm *comm);

static void NAG_CALL gbjac(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double dgbdy[],
Nag_Comm *comm);

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[7] = { -1.0, -1.0, -1.0, -1.0, -1.0, -1.0, -1.0 };
Integer exit_status = 0;
Integer neq, mmax, nlbc, nrbc, nleft, nright;
Integer i, iermx, ijermx, j, licomm, lrcomm, mxmesh, ncol, ncont, nmesh;
double xsplit = 30.0;
double dx, el, el_init, en, ermx, s, s_init, xx;
double *mesh = 0, *rcomm = 0;
double *tol = 0, *y = 0;
Integer *ipmesh = 0, *icomm = 0, *m = 0;
func_data fd;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_coll_nlin_contin (d02txc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &neq, &mmax);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &neq, &mmax);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nlbc, &nrbc);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nlbc, &nrbc);
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nleft, &nright);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nleft, &nright);
#endif

/* Read method parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,
&mxmesh);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,

&mxmesh);
#endif

licomm = mxmesh * (11 * neq + 6);
lrcomm = mxmesh * (109 * pow((double) neq, 2) + 78 * neq + 7);
/* Allocate memory */
if (!(tol = NAG_ALLOC(neq, double)) ||

!(y = NAG_ALLOC(neq * mmax, double)) ||
!(m = NAG_ALLOC(neq, Integer)) ||
!(mesh = NAG_ALLOC(mxmesh, double)) ||
!(rcomm = NAG_ALLOC(lrcomm, double)) ||
!(ipmesh = NAG_ALLOC(mxmesh, Integer)) ||
!(icomm = NAG_ALLOC(licomm, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < neq; i++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &m[i]);

#else
scanf("%" NAG_IFMT "", &m[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < neq; i++) {

#ifdef _WIN32
scanf_s("%lf", &tol[i]);

#else
scanf("%lf", &tol[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read problem (initial) parameters */

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &en, &el_init, &s_init);

#else
scanf("%lf%lf%lf%*[^\n] ", &en, &el_init, &s_init);

#endif
/* Initialize data */
el = el_init;
s = s_init;

/* Set data required for the user-supplied functions */
fd.el = el;
fd.en = en;
fd.s = s;
/* Associate the data structure with comm.p */
comm.p = (Pointer) &fd;

dx = 1.0 / (double) (nmesh - 1);
mesh[0] = 0.0;
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for (i = 1; i < nmesh - 1; i++) {
mesh[i] = mesh[i - 1] + dx;

}
mesh[nmesh - 1] = 1.0;
ipmesh[0] = 1;
for (i = 1; i < nmesh - 1; i++) {

ipmesh[i] = 2;
}
ipmesh[nmesh - 1] = 1;

/* nag_ode_bvp_coll_nlin_setup (d02tvc).
* Ordinary differential equations, general nonlinear boundary value problem,
* setup for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,
mesh, ipmesh, rcomm, lrcomm, icomm, licomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_setup (d02tvc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Initialize number of continuation steps in el and s */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ncont);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ncont);
#endif

for (j = 0; j < ncont; j++) {
printf("\n Tolerance = %8.1e", tol[0]);
printf(" l = %8.3f s =%7.4f\n", el, s);
/* Solve */

/* nag_ode_bvp_coll_nlin_solve (d02tlc).
* Ordinary differential equations, general nonlinear boundary value
* problem, collocation technique.
*/

nag_ode_bvp_coll_nlin_solve(ffun, fjac, gafun, gbfun, gajac, gbjac, guess,
rcomm, icomm, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_solve (d02tlc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Extract mesh */

/* nag_ode_bvp_coll_nlin_diag (d02tzc).
* Ordinary differential equations, general nonlinear boundary value
* problem, diagnostics for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_diag(mxmesh, &nmesh, mesh, ipmesh, &ermx, &iermx,
&ijermx, rcomm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_diag (d02tzc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

printf("\n Used a mesh of %4" NAG_IFMT " points\n", nmesh);
printf(" Maximum error = %10.2e", ermx);
printf(" in interval %4" NAG_IFMT " ", iermx);
printf(" for component %4" NAG_IFMT " \n", ijermx);
/* Print solution components on mesh */
printf("\n\n Solution on original interval:\n x f g\n");
/* Left side domain [0,xsplit], evaluate at nleft+1 uniform grid points. */

d02txc NAG Library Manual

d02txc.8 Mark 26



dx = xsplit / (double) (nleft) / el;
xx = 0.0;
for (i = 0; i <= nleft; i++) {

/* nag_ode_bvp_coll_nlin_interp (d02tyc).
* Ordinary differential equations, general nonlinear boundary value
* problem, interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_interp(xx, y, neq, mmax, rcomm, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_interp (d02tyc).\n%s\n",
fail.message);

exit_status = 5;
goto END;

}

printf("%8.2f %10.4f %10.4f \n", xx * el, Y(1, 0), Y(2, 0));
xx = xx + dx;

}
/* Right side domain (xsplit,L], evaluate at nright uniform grid points. */
dx = (el - xsplit) / (double) (nright) / el;
xx = xsplit / el;
for (i = 0; i < nright; i++) {

xx = MIN(1.0, xx + dx);

/* nag_ode_bvp_coll_nlin_interp (d02tyc).
* Ordinary differential equations, general nonlinear boundary value
* problem, interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_interp(xx, y, neq, mmax, rcomm, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_interp (d02tyc).\n%s\n",
fail.message);

exit_status = 6;
goto END;

}

printf("%8.2f %10.4f %10.4f \n", xx * el, Y(1, 0), Y(2, 0));
}
/* Select mesh for continuation and update continuation parameters. */
if (j < ncont - 1) {

el = 2.0 * el;
s = 0.6 * s;
fd.el = el;
fd.s = s;
nmesh = (nmesh + 1) / 2;

/* nag_ode_bvp_coll_nlin_contin (d02txc).
* Ordinary differential equations, general nonlinear boundary value
* problem, continuation facility for
* nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_contin(mxmesh, nmesh, mesh, ipmesh, rcomm, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_contin (d02txc).\n%s\n",

fail.message);
exit_status = 7;
goto END;

}
}

}

END:
NAG_FREE(mesh);
NAG_FREE(m);
NAG_FREE(tol);
NAG_FREE(rcomm);
NAG_FREE(y);
NAG_FREE(ipmesh);
NAG_FREE(icomm);
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return exit_status;
}

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double el, en, s, t1, y11, y20;
double half = 0.5;
double one = 1.0;
double three = 3.0;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback ffun, first invocation.)\n");
comm->user[0] = 0.0;

}
el = fd->el;
en = fd->en;
s = fd->s;
t1 = half * (three - en) * Y(1, 0);
y11 = Y(1, 1);
y20 = Y(2, 0);
f[0] = (pow(el, 3)) * (one - pow(y20, 2)) + (pow(el, 2)) * s * y11 -

el * (t1 * Y(1, 2) + en * pow(y11, 2));
f[1] = (pow(el, 2)) * s * (y20 - one) - el *

(t1 * Y(2, 1) + (en - one) * y11 * y20);
}

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm)

{
#define DFDY(I, J, K) dfdy[I-1 + (J-1)* neq + K * neq * neq]

func_data *fd = (func_data *) comm->p;
double el, en, s;
double half = 0.5;
double one = 1.0;
double two = 2.0;
double three = 3.0;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback fjac, first invocation.)\n");
comm->user[1] = 0.0;

}
el = fd->el;
en = fd->en;
s = fd->s;
DFDY(1, 2, 0) = -two * pow(el, 3) * Y(2, 0);
DFDY(1, 1, 0) = -el * half * (three - en) * Y(1, 2);
DFDY(1, 1, 1) = pow(el, 2) * s - el * two * en * Y(1, 1);
DFDY(1, 1, 2) = -el * half * (three - en) * Y(1, 0);
DFDY(2, 2, 0) = pow(el, 2) * s - el * (en - one) * Y(1, 1);
DFDY(2, 2, 1) = -el * half * (three - en) * Y(1, 0);
DFDY(2, 1, 0) = -el * half * (three - en) * Y(2, 1);
DFDY(2, 1, 1) = -el * (en - one) * Y(2, 0);

}

static void NAG_CALL gafun(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double ga[], Nag_Comm *comm)

{
#define YA(I, J) ya[J * neq + I-1]

if (comm->user[2] == -1.0) {
printf("(User-supplied callback gafun, first invocation.)\n");
comm->user[2] = 0.0;

}
ga[0] = YA(1, 0);
ga[1] = YA(1, 1);
ga[2] = YA(2, 0);

}

static void NAG_CALL gbfun(const double yb[], Integer neq, const Integer m[],
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Integer nrbc, double gb[], Nag_Comm *comm)
{
#define YB(I, J) yb[J * neq + I-1]

if (comm->user[3] == -1.0) {
printf("(User-supplied callback gbfun, first invocation.)\n");
comm->user[3] = 0.0;

}
gb[0] = YB(1, 1);
gb[1] = YB(2, 0) - 1.0;

}

static void NAG_CALL gajac(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm)

{
#define DGADY(I, J, K) dgady[I-1 + (J-1)* nlbc + K * nlbc * neq]

double one = 1.0;

if (comm->user[4] == -1.0) {
printf("(User-supplied callback gajac, first invocation.)\n");
comm->user[4] = 0.0;

}
DGADY(1, 1, 0) = one;
DGADY(2, 1, 1) = one;
DGADY(3, 2, 0) = one;

}

static void NAG_CALL gbjac(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm)

{
#define DGBDY(I, J, K) dgbdy[I-1 + (J-1)* nrbc + K * nrbc * neq]

double one = 1.0;

if (comm->user[5] == -1.0) {
printf("(User-supplied callback gbjac, first invocation.)\n");
comm->user[5] = 0.0;

}
DGBDY(1, 1, 1) = one;
DGBDY(2, 2, 0) = one;

}

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double ex, expmx;
double one = 1.0;
double two = 2.0;

if (comm->user[6] == -1.0) {
printf("(User-supplied callback guess, first invocation.)\n");
comm->user[6] = 0.0;

}
ex = x * fd->el;
expmx = exp(-ex);
Y(1, 0) = -pow(ex, 2) * expmx;
Y(1, 1) = (-two * ex + pow(ex, 2)) * expmx;
Y(1, 2) = (-two + 4.0 * ex - pow(ex, 2)) * expmx;
Y(2, 0) = one - expmx;
Y(2, 1) = expmx;
dym[0] = (6.0 - 6.0 * ex + pow(ex, 2)) * expmx;
dym[1] = -expmx;

}
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10.2 Program Data

nag_ode_bvp_coll_nlin_contin (d02txc) Example Program Data
2 3 3 2 : neq, mmax, nlbc, nrbc
15 10 : nleft, nright
6 21 250 : (method parameters) ncol, nmesh, mxmesh
3 2 : m
1.0e-5 1.0e-5 : tolerances
0.2 60.0 0.24 : (problem parameters) en, el_init, s_init
3 : ncont

10.3 Program Results

nag_ode_bvp_coll_nlin_contin (d02txc) Example Program Results

Tolerance = 1.0e-05 l = 60.000 s = 0.2400
(User-supplied callback guess, first invocation.)
(User-supplied callback gafun, first invocation.)
(User-supplied callback gajac, first invocation.)
(User-supplied callback gbfun, first invocation.)
(User-supplied callback gbjac, first invocation.)
(User-supplied callback ffun, first invocation.)
(User-supplied callback fjac, first invocation.)

Used a mesh of 21 points
Maximum error = 2.66e-08 in interval 7 for component 1

Solution on original interval:
x f g

0.00 0.0000 0.0000
2.00 -0.9769 0.8011
4.00 -2.0900 1.1459
6.00 -2.6093 1.2389
8.00 -2.5498 1.1794

10.00 -2.1397 1.0478
12.00 -1.7176 0.9395
14.00 -1.5465 0.9206
16.00 -1.6127 0.9630
18.00 -1.7466 1.0068
20.00 -1.8286 1.0244
22.00 -1.8338 1.0185
24.00 -1.7956 1.0041
26.00 -1.7582 0.9940
28.00 -1.7445 0.9926
30.00 -1.7515 0.9965
33.00 -1.7695 1.0019
36.00 -1.7730 1.0018
39.00 -1.7673 0.9998
42.00 -1.7645 0.9993
45.00 -1.7659 0.9999
48.00 -1.7672 1.0002
51.00 -1.7671 1.0001
54.00 -1.7666 0.9999
57.00 -1.7665 0.9999
60.00 -1.7666 1.0000

Tolerance = 1.0e-05 l = 120.000 s = 0.1440

Used a mesh of 21 points
Maximum error = 6.88e-06 in interval 7 for component 2

Solution on original interval:
x f g

0.00 0.0000 0.0000
2.00 -1.1406 0.7317
4.00 -2.6531 1.1315
6.00 -3.6721 1.3250
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8.00 -4.0539 1.3707
10.00 -3.8285 1.3003
12.00 -3.1339 1.1407
14.00 -2.2469 0.9424
16.00 -1.6146 0.8201
18.00 -1.5472 0.8549
20.00 -1.8483 0.9623
22.00 -2.1761 1.0471
24.00 -2.3451 1.0778
26.00 -2.3236 1.0600
28.00 -2.1784 1.0165
30.00 -2.0214 0.9775
39.00 -2.1109 1.0155
48.00 -2.0362 0.9931
57.00 -2.0709 1.0023
66.00 -2.0588 0.9995
75.00 -2.0616 1.0000
84.00 -2.0615 1.0001
93.00 -2.0611 0.9999

102.00 -2.0614 1.0000
111.00 -2.0613 1.0000
120.00 -2.0613 1.0000

Tolerance = 1.0e-05 l = 240.000 s = 0.0864

Used a mesh of 81 points
Maximum error = 3.30e-07 in interval 19 for component 2

Solution on original interval:
x f g

0.00 0.0000 0.0000
2.00 -1.2756 0.6404
4.00 -3.1604 1.0463
6.00 -4.7459 1.3011
8.00 -5.8265 1.4467

10.00 -6.3412 1.5036
12.00 -6.2862 1.4824
14.00 -5.6976 1.3886
16.00 -4.6568 1.2263
18.00 -3.3226 1.0042
20.00 -2.0328 0.7718
22.00 -1.4035 0.6943
24.00 -1.6603 0.8218
26.00 -2.2975 0.9928
28.00 -2.8661 1.1139
30.00 -3.1641 1.1641
51.00 -2.5307 1.0279
72.00 -2.3520 0.9919
93.00 -2.3674 0.9975

114.00 -2.3799 1.0003
135.00 -2.3800 1.0002
156.00 -2.3792 1.0000
177.00 -2.3791 1.0000
198.00 -2.3792 1.0000
219.00 -2.3792 1.0000
240.00 -2.3792 1.0000
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NAG Library Function Document

nag_ode_bvp_coll_nlin_interp (d02tyc)

1 Purpose

nag_ode_bvp_coll_nlin_interp (d02tyc) interpolates on the solution of a general two-point boundary
value problem computed by nag_ode_bvp_coll_nlin_solve (d02tlc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_coll_nlin_interp (double x, double y[], Integer neq,
Integer mmax, double rcomm[], const Integer icomm[], NagError *fail)

3 Description

nag_ode_bvp_coll_nlin_interp (d02tyc) and its associated functions (nag_ode_bvp_coll_nlin_solve
(d02tlc), nag_ode_bvp_coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_contin (d02txc) and nag_o
de_bvp_coll_nlin_diag (d02tzc)) solve the two-point boundary value problem for a nonlinear mixed
order system of ordinary differential equations

y
m1ð Þ
1 xð Þ ¼ f1 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
y
m2ð Þ
2 xð Þ ¼ f2 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
..
.

y mnð Þ
n xð Þ ¼ fn x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
over an interval a; b½ � subject to p ( > 0) nonlinear boundary conditions at a and q ( > 0) nonlinear

boundary conditions at b, where pþ q ¼
Xn
i¼1
mi. Note that y mð Þ

i xð Þ is the mth derivative of the ith

solution component. Hence y 0ð Þ
i xð Þ ¼ yi xð Þ. The left boundary conditions at a are defined as

gi z y að Þð Þð Þ ¼ 0; i ¼ 1; 2; . . . ; p;

and the right boundary conditions at b as

�gj z y bð Þð Þð Þ ¼ 0; j ¼ 1; 2; . . . ; q;

where y ¼ y1; y2; . . . ; ynð Þ and

z y xð Þð Þ ¼ y1 xð Þ; y 1ð Þ
1 xð Þ; . . . ; y m1�1ð Þ

1 xð Þ; y2 xð Þ; . . . ; y mn�1ð Þ
n xð Þ

� �
:

First, nag_ode_bvp_coll_nlin_setup (d02tvc) must be called to specify the initial mesh, error
requirements and other details. Then, nag_ode_bvp_coll_nlin_solve (d02tlc) can be used to solve the
boundary value problem. After successful computation, nag_ode_bvp_coll_nlin_diag (d02tzc) can be
used to ascertain details about the final mesh and other details of the solution procedure, and
nag_ode_bvp_coll_nlin_interp (d02tyc) can be used to compute the approximate solution anywhere on
the interval a; b½ � using interpolation.

The functions are based on modified versions of the codes COLSYS and COLNEW (see Ascher et al.
(1979) and Ascher and Bader (1987)). A comprehensive treatment of the numerical solution of
boundary value problems can be found in Ascher et al. (1988) and Keller (1992).
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5 Arguments

1: x – double Input

On entry: x, the independent variable.

Constraint: a � x � b, i.e., not outside the range of the original mesh specified in the
initialization call to nag_ode_bvp_coll_nlin_setup (d02tvc).

2: y½neq�mmax� – double Output

Note: where Y i; jð Þ appears in this document, it refers to the array element y½j� neqþ i� 1�.

On exit : Y i; jð Þ contains an approximation to y
jð Þ
i xð Þ, for i ¼ 1; 2; . . . ; neq and

j ¼ 0; 1; . . . ;mi � 1. The remaining elements of y (where mi < mmax) are initialized to 0:0.

3: neq – Integer Input

On entry: the number of differential equations.

Constraint: neq must be the same value as supplied to nag_ode_bvp_coll_nlin_setup (d02tvc).

4: mmax – Integer Input

On entry: the maximal order of the differential equations, max mið Þ, for i ¼ 1; 2; . . . ; neq.

Constraint: mmax must contain the maximum value of the components of the argument m as
supplied to nag_ode_bvp_coll_nlin_setup (d02tvc).

5: rcomm½dim� – double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
rcomm in the previous call to nag_ode_bvp_coll_nlin_solve (d02tlc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_solve (d02tlc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.

6: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
icomm in the previous call to nag_ode_bvp_coll_nlin_solve (d02tlc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_solve (d02tlc) and
must remain unchanged between calls.
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On exit: contains information about the solution for use on subsequent calls to associated
functions.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE_SOL

The solver function did not produce any results suitable for interpolation.

NE_INT_2

On entry, mmax ¼ valueh i and max m½i�ð Þ ¼ valueh i.
Constraint: mmax ¼ max m½i�ð Þ.

NE_INT_CHANGED

On entry, neq ¼ valueh i and neq ¼ valueh i in nag_ode_bvp_coll_nlin_setup (d02tvc).
Constraint: neq ¼ neq in nag_ode_bvp_coll_nlin_setup (d02tvc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

The solver function does not appear to have been called.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, x ¼ valueh i.
Constraint: x � valueh i.
On entry, x ¼ valueh i.
Constraint: x 	 valueh i.

NW_NOT_CONVERGED

The solver function did not converge to a suitable solution.
A converged intermediate solution has been used.
Interpolated values should be treated with caution.
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NW_TOO_MUCH_ACC_REQUESTED

The solver function did not satisfy the error requirements.
Interpolated values should be treated with caution.

7 Accuracy

If nag_ode_bvp_coll_nlin_interp (d02tyc) returns the value fail:code ¼ NE_NOERROR, the computed
values of the solution components yi should be of similar accuracy to that specified by the argument
tols of nag_ode_bvp_coll_nlin_setup (d02tvc). Note that during the solution process the error in the

derivatives y jð Þ
i , for j ¼ 1; 2; . . . ;mi � 1, has not been controlled and that the derivative values returned

by nag_ode_bvp_coll_nlin_interp (d02tyc) are computed via differentiation of the piecewise polynomial
approximation to yi. See also Section 9.

8 Parallelism and Performance

nag_ode_bvp_coll_nlin_interp (d02tyc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If nag_ode_bvp_coll_nlin_interp (d02tyc) returns the value fail.code¼ NW NOT CONVERGED, then
the accuracy of the interpolated values may be proportional to the quantity ermx as returned by
nag_ode_bvp_coll_nlin_diag (d02tzc).

If nag_ode_bvp_coll_nlin_solve (d02tlc) returned a value for fail.code other than fail:code ¼
NE_NOERROR, then nothing can be said regarding either the quality or accuracy of the values
computed by nag_ode_bvp_coll_nlin_interp (d02tyc).

10 Example

The following example is used to illustrate that a system with singular coefficients can be treated
without modification of the system definition. See also nag_ode_bvp_coll_nlin_solve (d02tlc),
nag_ode_bvp_coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_contin (d02txc) and nag_ode_bvp_
coll_nlin_diag (d02tzc), for the illustration of other facilities.

Consider the Thomas–Fermi equation used in the investigation of potentials and charge densities of
ionized atoms. See Grossman (1992), for example, and the references therein. The equation is

y00 ¼ x�1=2y3=2

with boundary conditions

y 0ð Þ ¼ 1; y að Þ ¼ 0; a > 0:

The coefficient x�1=2 implies a singularity at the left-hand boundary x ¼ 0.

We use the initial approximation y xð Þ ¼ 1� x=a, which satisfies the boundary conditions, on a uniform
mesh of six points. For illustration we choose a ¼ 1, as in Grossman (1992). Note that in ffun and fjac
(see nag_ode_bvp_coll_nlin_solve (d02tlc)) we have taken the precaution of setting the function value
and Jacobian value to 0:0 in case a value of y becomes negative, although starting from our initial
solution profile this proves unnecessary during the solution phase. Of course the true solution y xð Þ is
positive for all x < a.
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10.1 Program Text

/* nag_ode_bvp_coll_nlin_interp (d02tyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm);

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm);

static void NAG_CALL gafun(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double ga[],
Nag_Comm *comm);

static void NAG_CALL gbfun(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double gb[],
Nag_Comm *comm);

static void NAG_CALL gajac(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double dgady[],
Nag_Comm *comm);

static void NAG_CALL gbjac(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double dgbdy[],
Nag_Comm *comm);

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0, nmesh_out = 11;
Integer neq, mmax, nlbc, nrbc;
Integer i, iermx, ijermx, licomm, lrcomm, mxmesh, ncol, nmesh;
double a, ainc, ermx, x;
/* Arrays */
static Integer iuser[7] = { -1, -1, -1, -1, -1, -1, -1 };
double *mesh = 0, *rcomm = 0, *tol = 0, *y = 0;
double rdum[1], ruser[1];
Integer *ipmesh = 0, *icomm = 0, *m = 0;
Integer idum[2];
/* Nag Types */
Nag_Boolean failed = Nag_FALSE;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_coll_nlin_interp (d02tyc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &neq, &mmax);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &neq, &mmax);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nlbc, &nrbc);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nlbc, &nrbc);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,
&mxmesh);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,

&mxmesh);
#endif

if (!(mesh = NAG_ALLOC(mxmesh, double)) ||
!(m = NAG_ALLOC(neq, Integer)) ||
!(tol = NAG_ALLOC(neq, double)) ||
!(y = NAG_ALLOC(neq * mmax, double)) ||
!(ipmesh = NAG_ALLOC(mxmesh, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

comm.user = ruser;
comm.iuser = iuser;

for (i = 0; i < neq; i++) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m[i]);
#else

scanf("%" NAG_IFMT "", &m[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &a);

#else
scanf("%lf%*[^\n] ", &a);

#endif

for (i = 0; i < neq; i++) {
#ifdef _WIN32

scanf_s("%lf", &tol[i]);
#else

scanf("%lf", &tol[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

ainc = a / (double) (nmesh - 1);
mesh[0] = 0.0;
for (i = 1; i < nmesh - 1; i++) {

mesh[i] = mesh[i - 1] + ainc;
}
mesh[nmesh - 1] = a;

ipmesh[0] = 1;
for (i = 1; i < nmesh - 1; i++) {
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ipmesh[i] = 2;
}
ipmesh[nmesh - 1] = 1;

/* For communication with function guess store a in comm.user[0]. */
ruser[0] = a;

/* Communication space query to get size of rcomm and icomm
* by setting lrcomm=0 in call to
* nag_ode_bvp_coll_nlin_setup (d02tvc):
* Ordinary differential equations, general nonlinear boundary value problem,
* setup for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,
mesh, ipmesh, rdum, 0, idum, 2, &fail);

if (fail.code == NE_NOERROR) {
lrcomm = idum[0];
licomm = idum[1];

if (!(rcomm = NAG_ALLOC(lrcomm, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Initialize, again using nag_ode_bvp_coll_nlin_setup (d02tvc). */
nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,

mesh, ipmesh, rcomm, lrcomm, icomm, licomm,
&fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_setup (d02tvc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf(" Tolerance = %8.1e, a = %8.2f\n", tol[0], a);
/* Solve */
/* nag_ode_bvp_coll_nlin_solve (d02tlc).
* Ordinary differential equations, general nonlinear boundary value
* problem, collocation technique.
*/

nag_ode_bvp_coll_nlin_solve(ffun, fjac, gafun, gbfun, gajac, gbjac, guess,
rcomm, icomm, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_solve (d02tlc).\n%s\n",

fail.message);
failed = Nag_TRUE;

}

/* Extract mesh. */
/* nag_ode_bvp_coll_nlin_diag (d02tzc).
* Ordinary differential equations, general nonlinear boundary value
* problem, diagnostics for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_diag(mxmesh, &nmesh, mesh, ipmesh, &ermx, &iermx,
&ijermx, rcomm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_diag (d02tzc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Print mesh statistics */
printf("\n Used a mesh of %4" NAG_IFMT " points\n", nmesh);

printf(" Maximum error = %10.2e in interval %4" NAG_IFMT "", ermx, iermx);
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printf(" for component %4" NAG_IFMT " \n\n\n", ijermx);
printf(" Mesh points:\n");
for (i = 0; i < nmesh; i++) {

printf("%4" NAG_IFMT "(%1" NAG_IFMT ")%13.4e%s", i + 1, ipmesh[i],
mesh[i], (i + 1) % 4 ? "" : "\n");

}
printf("\n");

if (!failed) {
/* Print solution on output mesh. */
printf("\n\n Computed solution\n x solution derivative\n");
x = 0.0;
ainc = a / (double) (nmesh_out - 1);
for (i = 0; i < nmesh_out; i++) {

/* nag_ode_bvp_coll_nlin_interp (d02tyc).
* Ordinary differential equations, general nonlinear boundary value
* problem, interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_interp(x, y, neq, mmax, rcomm, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_interp (d02tyc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

printf("%8.2f %11.5f %11.5f\n", x, y[0], y[neq]);
x = x + ainc;

}
}

END:
NAG_FREE(mesh);
NAG_FREE(m);
NAG_FREE(tol);
NAG_FREE(rcomm);
NAG_FREE(y);
NAG_FREE(ipmesh);
NAG_FREE(icomm);
return exit_status;

}

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm)

{
if (comm->iuser[0] == -1) {

printf("(User-supplied callback ffun, first invocation.)\n");
comm->iuser[0] = 0;

}
if (y[0] <= 0.0) {

f[0] = 0.0;
}
else {

f[0] = pow(y[0], 1.5) / sqrt(x);
}

}

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm)

{
if (comm->iuser[1] == -1) {

printf("(User-supplied callback fjac, first invocation.)\n");
comm->iuser[1] = 0;

}
if (y[0] <= 0.0) {

dfdy[0] = 0.0;
}
else {

dfdy[0] = 1.5 * sqrt(y[0]) / sqrt(x);
}
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}

static void NAG_CALL gafun(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double ga[], Nag_Comm *comm)

{
if (comm->iuser[2] == -1) {

printf("(User-supplied callback gafun, first invocation.)\n");
comm->iuser[2] = 0;

}
ga[0] = ya[0] - 1.0;

}

static void NAG_CALL gbfun(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double gb[], Nag_Comm *comm)

{
if (comm->iuser[3] == -1) {

printf("(User-supplied callback gbfun, first invocation.)\n");
comm->iuser[3] = 0;

}
gb[0] = yb[0];

}

static void NAG_CALL gajac(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm)

{
if (comm->iuser[4] == -1) {

printf("(User-supplied callback gajac, first invocation.)\n");
comm->iuser[4] = 0;

}
dgady[0] = 1.0;

}

static void NAG_CALL gbjac(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm)

{
if (comm->iuser[5] == -1) {

printf("(User-supplied callback gbjac, first invocation.)\n");
comm->iuser[5] = 0;

}
dgbdy[0] = 1.0;

}

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm)

{
double a = comm->user[0];
if (comm->iuser[6] == -1) {

printf("(User-supplied callback guess, first invocation.)\n");
comm->iuser[6] = 0;

}
y[0] = 1.0 - x / (a);
y[neq] = -1.0 / (a);
dym[0] = 0.0;

}

10.2 Program Data

nag_ode_bvp_coll_nlin_interp (d02tyc) Example Program Data
1 2 1 1 : neq, mmax, nlbc, nrbc
4 6 100 : ncol, nmesh, mxmesh
2 : m
1.0 : a
1.0e-5 : tol
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10.3 Program Results

nag_ode_bvp_coll_nlin_interp (d02tyc) Example Program Results

Tolerance = 1.0e-05, a = 1.00
(User-supplied callback guess, first invocation.)
(User-supplied callback gafun, first invocation.)
(User-supplied callback gajac, first invocation.)
(User-supplied callback gbfun, first invocation.)
(User-supplied callback gbjac, first invocation.)
(User-supplied callback ffun, first invocation.)
(User-supplied callback fjac, first invocation.)

Used a mesh of 11 points
Maximum error = 3.09e-06 in interval 1 for component 1

Mesh points:
1(1) 0.0000e+00 2(3) 1.0000e-01 3(2) 2.0000e-01 4(3) 3.0000e-01
5(2) 4.0000e-01 6(3) 5.0000e-01 7(2) 6.0000e-01 8(3) 7.0000e-01
9(2) 8.0000e-01 10(3) 9.0000e-01 11(1) 1.0000e+00

Computed solution
x solution derivative

0.00 1.00000 -1.84496
0.10 0.84944 -1.32330
0.20 0.72721 -1.13911
0.30 0.61927 -1.02776
0.40 0.52040 -0.95468
0.50 0.42754 -0.90583
0.60 0.33867 -0.87372
0.70 0.25239 -0.85369
0.80 0.16764 -0.84248
0.90 0.08368 -0.83756
1.00 0.00000 -0.83655
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NAG Library Function Document

nag_ode_bvp_coll_nlin_diag (d02tzc)

1 Purpose

nag_ode_bvp_coll_nlin_diag (d02tzc) returns information about the solution of a general two-point
boundary value problem computed by nag_ode_bvp_coll_nlin_solve (d02tlc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_coll_nlin_diag (Integer mxmesh, Integer *nmesh,
double mesh[], Integer ipmesh[], double *ermx, Integer *iermx,
Integer *ijermx, const double rcomm[], const Integer icomm[],
NagError *fail)

3 Description

nag_ode_bvp_coll_nlin_diag (d02tzc) and its associated functions (nag_ode_bvp_coll_nlin_solve
(d02tlc), nag_ode_bvp_coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_contin (d02txc) and nag_o
de_bvp_coll_nlin_interp (d02tyc)) solve the two-point boundary value problem for a nonlinear mixed
order system of ordinary differential equations

y
m1ð Þ
1 xð Þ ¼ f1 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
y
m2ð Þ
2 xð Þ ¼ f2 x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
..
.

y mnð Þ
n xð Þ ¼ fn x; y1; y

1ð Þ
1 ; . . . ; y

m1�1ð Þ
1 ; y2; . . . ; y

mn�1ð Þ
n

� �
over an interval a; b½ � subject to p ( > 0) nonlinear boundary conditions at a and q ( > 0) nonlinear

boundary conditions at b, where pþ q ¼
Xn
i¼1
mi. Note that y mð Þ

i xð Þ is the mth derivative of the ith

solution component. Hence y 0ð Þ
i xð Þ ¼ yi xð Þ. The left boundary conditions at a are defined as

gi z y að Þð Þð Þ ¼ 0; i ¼ 1; 2; . . . ; p;

and the right boundary conditions at b as

�gj z y bð Þð Þð Þ ¼ 0; j ¼ 1; 2; . . . ; q;

where y ¼ y1; y2; . . . ; ynð Þ and

z y xð Þð Þ ¼ y1 xð Þ; y 1ð Þ
1 xð Þ; . . . ; y m1�1ð Þ

1 xð Þ; y2 xð Þ; . . . ; y mn�1ð Þ
n xð Þ

� �
:

First, nag_ode_bvp_coll_nlin_setup (d02tvc) must be called to specify the initial mesh, error
requirements and other details. Then, nag_ode_bvp_coll_nlin_solve (d02tlc) can be used to solve the
boundary value problem. After successful computation, nag_ode_bvp_coll_nlin_diag (d02tzc) can be
used to ascertain details about the final mesh. nag_ode_bvp_coll_nlin_interp (d02tyc) can be used to
compute the approximate solution anywhere on the interval a; b½ � using interpolation.

The functions are based on modified versions of the codes COLSYS and COLNEW (see Ascher et al.
(1979) and Ascher and Bader (1987)). A comprehensive treatment of the numerical solution of
boundary value problems can be found in Ascher et al. (1988) and Keller (1992).
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5 Arguments

1: mxmesh – Integer Input

On entry: the maximum number of points allowed in the mesh.

Constraint: this must be identical to the value supplied for the argument mxmesh in the prior call
to nag_ode_bvp_coll_nlin_setup (d02tvc).

2: nmesh – Integer * Output

On exit: the number of points in the mesh last used by nag_ode_bvp_coll_nlin_solve (d02tlc).

3: mesh½mxmesh� – double Output

On exit: mesh½i � 1� contains the ith point of the mesh last used by nag_ode_bvp_coll_nlin_solve
(d02tlc), for i ¼ 1; 2; . . . ;nmesh. mesh½0� will contain a and mesh½nmesh� 1� will contain b.
The remaining elements of mesh are not initialized.

4: ipmesh½mxmesh� – Integer Output

On exit: ipmesh½i � 1� specifies the nature of the point mesh½i � 1�, for i ¼ 1; 2; . . . ; nmesh, in
the final mesh computed by nag_ode_bvp_coll_nlin_solve (d02tlc).

ipmesh½i� 1� ¼ 1
Indicates that the ith point is a fixed point and was used by the solver before an
extrapolation-like error test.

ipmesh½i� 1� ¼ 2
Indicates that the ith point was used by the solver before an extrapolation-like error test.

ipmesh½i� 1� ¼ 3
Indicates that the ith point was used by the solver only as part of an extrapolation-like
error test.

The remaining elements of ipmesh are initialized to �1.
See Section 9 for advice on how these values may be used in conjunction with a continuation
process.

5: ermx – double * Output

On exit: an estimate of the maximum error in the solution computed by nag_ode_bvp_coll_n
lin_solve (d02tlc), that is

ermx ¼ max
yi � vik k

1:0þ vik kð Þ

� �
where vi is the approximate solution for the ith solution component. If nag_ode_bvp_coll_nlin_
solve (d02tlc) returned successfully with fail:code ¼ NE_NOERROR, then ermx will be less

d02tzc NAG Library Manual

d02tzc.2 Mark 26



than tols½ijermx� 1� where tols contains the error requirements as specified in Sections 3 and 5
in nag_ode_bvp_coll_nlin_setup (d02tvc).

If nag_ode_bvp_coll_nlin_solve (d02tlc) returned with fail:code ¼ NW_MAX_SUBINT, then
ermx will be greater than tols½ijermx� 1�.
If nag_ode_bvp_coll_nlin_solve (d02tlc) returned any other value for fail.code then an error
estimate is not available and ermx is initialized to 0:0.

6: iermx – Integer * Output

On exit: indicates the mesh sub-interval where the value of ermx has been computed, that is
mesh½iermx� 1�;mesh½iermx�½ �.
If an estimate of the error is not available then iermx is initialized to 0.

7: ijermx – Integer * Output

On exit: indicates the component i ( ¼ ijermx) of the solution for which ermx has been
computed, that is the approximation of yi on mesh½iermx� 1�;mesh½iermx�½ � is estimated to
have the largest error of all components yi over mesh sub-intervals defined by mesh.

If an estimate of the error is not available then ijermx is initialized to 0.

8: rcomm½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
rcomm in the previous call to nag_ode_bvp_coll_nlin_solve (d02tlc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_solve (d02tlc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.

9: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
icomm in the previous call to nag_ode_bvp_coll_nlin_solve (d02tlc).

On entry: this must be the same array as supplied to nag_ode_bvp_coll_nlin_solve (d02tlc) and
must remain unchanged between calls.

On exit: contains information about the solution for use on subsequent calls to associated
functions.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONVERGENCE_SOL

The solver function did not produce any results suitable for interpolation.

NE_INT_CHANGED

On entry, mxmesh ¼ valueh i and mxmesh ¼ valueh i in nag_ode_bvp_coll_nlin_setup (d02tvc).
Constraint: mxmesh ¼ mxmesh in nag_ode_bvp_coll_nlin_setup (d02tvc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MISSING_CALL

The solver function does not appear to have been called.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_NOT_CONVERGED

The solver function did not converge to a suitable solution.
A converged intermediate solution has been used.
Error estimate information is not available.

NW_TOO_MUCH_ACC_REQUESTED

The solver function did not satisfy the error requirements.
Information has been supplied on the last mesh used.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ode_bvp_coll_nlin_diag (d02tzc) is not threaded in any implementation.

9 Further Comments

Note that:

i f nag_ode_bvp_col l_nl in_solve (d02t lc) re turned fail:code ¼ NE_NOERROR,
NW_MAX_SUBINT or NW_NOT_CONVERGED then it will always be the case that
ipmesh½0� ¼ ipmesh½nmesh� 1� ¼ 1;

if nag_ode_bvp_coll_nlin_solve (d02tlc) returned fail:code ¼ NE_NOERROR or
NW_MAX_SUBINT then it will always be the case that ipmesh½i � 1� ¼ 3, for
i ¼ 2; 4; . . . ;nmesh� 1 (even i) and ipmesh½i � 1� ¼ 1 or 2, for i ¼ 3; 5; . . . ;nmesh� 2 (odd i);

if nag_ode_bvp_coll_nlin_solve (d02tlc) returned fail:code ¼ NW_NOT_CONVERGED then it
will always be the case that ipmesh½i � 1� ¼ 1 or 2, for i ¼ 2; 3; . . . ;nmesh� 1.

If nag_ode_bvp_coll_nlin_diag (d02tzc) returns fail:code ¼ NE_NOERROR, then examination of the
mesh may provide assistance in determining a suitable starting mesh for nag_ode_bvp_coll_nlin_setup
(d02tvc) in any subsequent attempts to solve similar problems.
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If the problem being treated by nag_ode_bvp_coll_nlin_solve (d02tlc) is one of a series of related
problems (for example, as part of a continuation process), then the values of ipmesh and mesh may be
suitable as input arguments to nag_ode_bvp_coll_nlin_contin (d02txc). Using the mesh points not
involved in the extrapolation error test is usually appropriate. ipmesh and mesh should be passed
unchanged to nag_ode_bvp_coll_nlin_contin (d02txc) but nmesh should be replaced by nmeshþ 1ð Þ=2.
If nag_ode_bvp_coll_nlin_diag (d02tzc) returns fail:code ¼ NE_CONVERGENCE_SOL,
NE_MISSING_CALL, NW_NOT_CONVERGED or NW_TOO_MUCH_ACC_REQUESTED, nothing
can be said regarding the quality of the mesh returned. However, it may be a useful starting mesh for
nag_ode_bvp_coll_nlin_setup (d02tvc) in any subsequent attempts to solve the same problem.

If nag_ode_bvp_coll_nlin_solve (d02tlc) returns fail:code ¼ NW_MAX_SUBINT, this corresponds to
the solver requiring more than mxmesh mesh points to satisfy the error requirements. If mxmesh can
be increased and the preceding call to nag_ode_bvp_coll_nlin_solve (d02tlc) was not part, or was the
first part, of a continuation process then the values in mesh may provide a suitable mesh with which to
initialize a subsequent attempt to solve the same problem. If it is not possible to provide more mesh
points then relaxing the error requirements by setting tols½ijermx� 1� to ermx might lead to a
successful solution. It may be necessary to reset the other components of tols. Note that resetting the
tolerances can lead to a different sequence of meshes being computed and hence to a different solution
being computed.

10 Example

The following example is used to illustrate the use of fixed mesh points, simple continuation and
numerical approximation of a Jacobian. See also nag_ode_bvp_coll_nlin_solve (d02tlc), nag_ode_bvp_
coll_nlin_setup (d02tvc), nag_ode_bvp_coll_nlin_contin (d02txc) and nag_ode_bvp_coll_nlin_interp
(d02tyc), for the illustration of other facilities.

Consider the Lagerstrom–Cole equation

y00 ¼ y� yy0ð Þ=�

with the boundary conditions

y 0ð Þ ¼ � y 1ð Þ ¼ �; ð1Þ

where � is small and positive. The nature of the solution depends markedly on the values of �; �. See
Cole (1968).

We choose � ¼ �1
3; � ¼ 1

3 for which the solution is known to have corner layers at x ¼ 1
3;

2
3 . We choose

an initial mesh of seven points 0:0; 0:15; 0:3; 0:5; 0:7; 0:85; 1:0½ � and ensure that the points x ¼ 0:3; 0:7
near the corner layers are fixed, that is the corresponding elements of the array ipmesh are set to 1.
First we compute the solution for � ¼ 1:0e�4 using in guess the initial approximation
y xð Þ ¼ �þ � � �ð Þx which satisfies the boundary conditions. Then we use simple continuation to
compute the solution for � ¼ 1:0e�5. We use the suggested values for nmesh, ipmesh and mesh in the
call to nag_ode_bvp_coll_nlin_contin (d02txc) prior to the continuation call, that is only every second
point of the preceding mesh is used and the fixed mesh points are retained.

Although the analytic Jacobian for this system is easy to evaluate, for illustration the procedure fjac
uses central differences and calls to ffun to compute a numerical approximation to the Jacobian.

10.1 Program Text

/* nag_ode_bvp_coll_nlin_diag (d02tzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx02.h>

typedef struct
{

double alpha, beta, eps;
Integer mmax;

} func_data;

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm);

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm);

static void NAG_CALL gafun(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double ga[],
Nag_Comm *comm);

static void NAG_CALL gbfun(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double gb[],
Nag_Comm *comm);

static void NAG_CALL gajac(const double ya[], Integer neq,
const Integer m[], Integer nlbc, double dgady[],
Nag_Comm *comm);

static void NAG_CALL gbjac(const double yb[], Integer neq,
const Integer m[], Integer nrbc, double dgbdy[],
Nag_Comm *comm);

static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0, neq = 1, mmax = 2, nlbc = 1, nrbc = 1;
Integer i, iermx, ijermx, j, licomm, lrcomm, mxmesh, ncol, nmesh;
double alpha, beta, eps, ermx;
/* Arrays */
static double ruser[7] = { -1.0, -1.0, -1.0, -1.0, -1.0, -1.0, -1.0 };
double *mesh = 0, *rcomm = 0, *tol = 0, *y = 0;
double rdum[1];
Integer *ipmesh = 0, *icomm = 0, *m = 0;
Integer idum[2];
/* Nag Types */
Nag_Boolean failed = Nag_FALSE;
func_data fd;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_coll_nlin_diag (d02tzc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,
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&mxmesh);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ncol, &nmesh,
&mxmesh);

#endif
if (!(mesh = NAG_ALLOC(mxmesh, double)) ||

!(m = NAG_ALLOC(neq, Integer)) ||
!(tol = NAG_ALLOC(neq, double)) ||
!(y = NAG_ALLOC(neq * mmax, double)) ||
!(ipmesh = NAG_ALLOC(mxmesh, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Set problem orders */
m[0] = 2;

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &alpha, &beta, &eps);

#else
scanf("%lf%lf%lf%*[^\n] ", &alpha, &beta, &eps);

#endif
for (i = 0; i < nmesh; i++) {

#ifdef _WIN32
scanf_s("%lf", &mesh[i]);

#else
scanf("%lf", &mesh[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < nmesh; i++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &ipmesh[i]);

#else
scanf("%" NAG_IFMT "", &ipmesh[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < neq; i++) {

#ifdef _WIN32
scanf_s("%lf", &tol[i]);

#else
scanf("%lf", &tol[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Communication space query to get size of rcomm and icomm,
* by setting lrcomm=0 in call to
* nag_ode_bvp_coll_nlin_setup (d02tvc):
* Ordinary differential equations, general nonlinear boundary value problem,
* setup for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,
mesh, ipmesh, rdum, 0, idum, 2, &fail);

if (fail.code == NE_NOERROR) {
lrcomm = idum[0];
licomm = idum[1];
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if (!(rcomm = NAG_ALLOC(lrcomm, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Initialize again using nag_ode_bvp_coll_nlin_setup (d02tvc). */
nag_ode_bvp_coll_nlin_setup(neq, m, nlbc, nrbc, ncol, tol, mxmesh, nmesh,

mesh, ipmesh, rcomm, lrcomm, icomm, licomm,
&fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_coll_nlin_setup (d02tvc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

eps = 0.1 * eps;
/* Set data required for the user-supplied functions */
fd.alpha = alpha;
fd.beta = beta;
fd.eps = eps;
fd.mmax = mmax;
/* Associate the data structure with comm.p */
comm.p = (Pointer) &fd;

for (j = 0; j < 2; j++) {
printf("\n Tolerance = %8.1e eps = %10.3e\n", tol[0], eps);
/* Solve */

/* nag_ode_bvp_coll_nlin_solve (d02tlc).
* Ordinary differential equations, general nonlinear boundary value
* problem, collocation technique.
*/

nag_ode_bvp_coll_nlin_solve(ffun, fjac, gafun, gbfun, gajac, gbjac, guess,
rcomm, icomm, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_solve (d02tlc).\n%s\n",

fail.message);
failed = Nag_TRUE;
/* Continue and print the mesh statistics regardless. */

}

/* Extract mesh. */

/* nag_ode_bvp_coll_nlin_diag (d02tzc).
* Ordinary differential equations, general nonlinear boundary value
* problem, diagnostics for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_diag(mxmesh, &nmesh, mesh, ipmesh, &ermx, &iermx,
&ijermx, rcomm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_diag (d02tzc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Print mesh statistics. */
printf("\n Used a mesh of %4" NAG_IFMT " points\n", nmesh);
printf(" Maximum error = %10.2e in interval %4" NAG_IFMT "", ermx,

iermx);
printf(" for component %4" NAG_IFMT " \n", ijermx);
if (failed) {

goto END;
}

/* Print solution at every second point on final mesh. */
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printf("\n Solution and derivative at every second point:\n");
printf(" x u u’\n");
for (i = 0; i < nmesh; i += 2) {

/* nag_ode_bvp_coll_nlin_interp (d02tyc).
* Ordinary differential equations, general nonlinear boundary value
* problem, interpolation for nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_interp(mesh[i], y, neq, mmax, rcomm, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_interp (d02tyc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

printf("%8.4f %11.5f %11.5f \n", mesh[i], y[0], y[neq]);
}
if (j == 0) {

/* Halve final mesh for new initial mesh and set up for continuation. */
nmesh = (nmesh + 1) / 2;

/* nag_ode_bvp_coll_nlin_contin (d02txc).
* Ordinary differential equations, general nonlinear boundary value
* problem, continuation facility for
* nag_ode_bvp_coll_nlin_solve (d02tlc).
*/

nag_ode_bvp_coll_nlin_contin(mxmesh, nmesh, mesh, ipmesh, rcomm, icomm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_coll_nlin_contin (d02txc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}

/* Reduce continuation parameter. */
eps = 0.1 * eps;
fd.eps = eps;

}
}

END:
NAG_FREE(mesh);
NAG_FREE(m);
NAG_FREE(tol);
NAG_FREE(rcomm);
NAG_FREE(y);
NAG_FREE(ipmesh);
NAG_FREE(icomm);
return exit_status;

}

static void NAG_CALL ffun(double x, const double y[], Integer neq,
const Integer m[], double f[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback ffun, first invocation.)\n");
comm->user[0] = 0.0;

}
f[0] = (y[0] - y[0] * y[1]) / fd->eps;

}

static void NAG_CALL fjac(double x, const double y[], Integer neq,
const Integer m[], double dfdy[], Nag_Comm *comm)

{
double epsh, fac, ptrb;
Integer j;
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double f1[1], f2[1], yp[2];

/* The size of yp here equals m[0]. */

if (comm->user[1] == -1.0) {
printf("(User-supplied callback fjac, first invocation.)\n");
comm->user[1] = 0.0;

}
/* nag_machine_precision (x02ajc).
* The machine precision.
*/

epsh = 100.0 * nag_machine_precision;
fac = sqrt(nag_machine_precision);
for (j = 0; j < 2; j++) {

yp[j] = y[j];
}
for (j = 0; j < 2; j++) {

ptrb = MAX(epsh, fac * fabs(y[j]));
yp[j] = y[j] + ptrb;
ffun(x, yp, neq, m, f1, comm);
yp[j] = y[j] - ptrb;
ffun(x, yp, neq, m, f2, comm);
dfdy[j] = 0.5 * (f1[0] - f2[0]) / ptrb;
yp[j] = y[j];

}
}

static void NAG_CALL gafun(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double ga[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;

if (comm->user[2] == -1.0) {
printf("(User-supplied callback gafun, first invocation.)\n");
comm->user[2] = 0.0;

}
ga[0] = ya[0] - fd->alpha;

}

static void NAG_CALL gbfun(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double gb[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;

if (comm->user[3] == -1.0) {
printf("(User-supplied callback gbfun, first invocation.)\n");
comm->user[3] = 0.0;

}
gb[0] = yb[0] - fd->beta;

}

static void NAG_CALL gajac(const double ya[], Integer neq, const Integer m[],
Integer nlbc, double dgady[], Nag_Comm *comm)

{
if (comm->user[4] == -1.0) {

printf("(User-supplied callback gajac, first invocation.)\n");
comm->user[4] = 0.0;

}
dgady[0] = 1.0;

}

static void NAG_CALL gbjac(const double yb[], Integer neq, const Integer m[],
Integer nrbc, double dgbdy[], Nag_Comm *comm)

{
if (comm->user[5] == -1.0) {

printf("(User-supplied callback gbjac, first invocation.)\n");
comm->user[5] = 0.0;

}
dgbdy[0] = 1.0;

}
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static void NAG_CALL guess(double x, Integer neq, const Integer m[],
double y[], double dym[], Nag_Comm *comm)

{
func_data *fd = (func_data *) comm->p;
double alpha, beta;

if (comm->user[6] == -1.0) {
printf("(User-supplied callback guess, first invocation.)\n");
comm->user[6] = 0.0;

}
alpha = fd->alpha;
beta = fd->beta;
y[0] = alpha + (beta - alpha) * x;
y[1] = beta - alpha;
dym[0] = 0.0;

}

10.2 Program Data

nag_ode_bvp_coll_nlin_diag (d02tzc) Example Program Data
5 7 50 : ncol, nmesh, mxmesh

-0.333333333333333333333
0.333333333333333333333 0.001 : alpha, beta, eps
0.0 0.15 0.3 0.5 0.7 0.85 1.0 : mesh(1:nmesh)
1 2 1 2 1 2 1 : ipmesh(1:nmesh)
1.0E-5 : tol

10.3 Program Results

nag_ode_bvp_coll_nlin_diag (d02tzc) Example Program Results

Tolerance = 1.0e-05 eps = 1.000e-04
(User-supplied callback guess, first invocation.)
(User-supplied callback gafun, first invocation.)
(User-supplied callback gajac, first invocation.)
(User-supplied callback gbfun, first invocation.)
(User-supplied callback gbjac, first invocation.)
(User-supplied callback ffun, first invocation.)
(User-supplied callback fjac, first invocation.)

Used a mesh of 25 points
Maximum error = 2.15e-06 in interval 16 for component 1

Solution and derivative at every second point:
x u u’

0.0000 -0.33333 1.00000
0.0750 -0.25833 1.00000
0.1500 -0.18333 1.00000
0.2250 -0.10833 1.00002
0.3000 -0.03332 1.00372
0.4000 -0.00001 0.00084
0.5000 -0.00000 0.00000
0.6000 0.00001 0.00084
0.7000 0.03332 1.00372
0.7750 0.10833 1.00002
0.8500 0.18333 1.00000
0.9250 0.25833 1.00000
1.0000 0.33333 1.00000

Tolerance = 1.0e-05 eps = 1.000e-05

Used a mesh of 49 points
Maximum error = 2.11e-06 in interval 32 for component 1

Solution and derivative at every second point:
x u u’

0.0000 -0.33333 1.00014
0.0375 -0.29583 1.00018
0.0750 -0.25833 1.00022
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0.1125 -0.22083 1.00029
0.1500 -0.18333 1.00040
0.1875 -0.14583 1.00059
0.2250 -0.10833 1.00098
0.2625 -0.07083 1.00202
0.3000 -0.03333 1.00745
0.3500 -0.00001 0.00354
0.4000 -0.00000 0.00000
0.4500 -0.00000 0.00000
0.5000 -0.00000 0.00000
0.5500 0.00000 0.00000
0.6000 0.00000 0.00000
0.6500 0.00001 0.00354
0.7000 0.03333 1.00745
0.7375 0.07083 1.00202
0.7750 0.10833 1.00098
0.8125 0.14583 1.00059
0.8500 0.18333 1.00040
0.8875 0.22083 1.00029
0.9250 0.25833 1.00022
0.9625 0.29583 1.00018
1.0000 0.33333 1.00014
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NAG Library Function Document

nag_ode_bvp_ps_lin_coeffs (d02uac)

1 Purpose

nag_ode_bvp_ps_lin_coeffs (d02uac) obtains the Chebyshev coefficients of a function discretized on
Chebyshev Gauss–Lobatto points. The set of discretization points on which the function is evaluated is
usually obtained by a previous call to nag_ode_bvp_ps_lin_cgl_grid (d02ucc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_coeffs (Integer n, const double f[], double c[],
NagError *fail)

3 Description

nag_ode_bvp_ps_lin_coeffs (d02uac) computes the coefficients cj , for j ¼ 1; 2; . . . ; nþ 1, of the
interpolating Chebyshev series

1
2c1T0 �xð Þ þ c2T1 �xð Þ þ c3T2 �xð Þ þ � � � þ cnþ1Tn �xð Þ;

which interpolates the function f xð Þ evaluated at the Chebyshev Gauss–Lobatto points

�xr ¼ � cos r� 1ð Þ	=nð Þ; r ¼ 1; 2; . . . ; nþ 1:

Here Tj �xð Þ denotes the Chebyshev polynomial of the first kind of degree j with argument �x defined on
�1; 1½ �. In terms of your original variable, x say, the input values at which the function values are to be
provided are

xr ¼ �1
2 b� að Þ cos 	 r� 1ð Þ=nð Þ þ 1

2 bþ að Þ; r ¼ 1; 2; . . . ; nþ 1;

where b and a are respectively the upper and lower ends of the range of x over which the function is
required.

4 References

Canuto C (1988) Spectral Methods in Fluid Dynamics 502 Springer

Canuto C, Hussaini M Y, Quarteroni A and Zang T A (2006) Spectral Methods: Fundamentals in Single
Domains Springer

Trefethen L N (2000) Spectral Methods in MATLAB SIAM

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points is nþ 1. This is also the largest order of
Chebyshev polynomial in the Chebyshev series to be computed.

Constraint: n > 0 and n is even.

2: f½nþ 1� – const double Input

On entry: the function values f xrð Þ, for r ¼ 1; 2; . . . ; nþ 1.
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3: c½nþ 1� – double Output

On exit: the Chebyshev coefficients, cj , for j ¼ 1; 2; . . . ; nþ 1.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, n ¼ valueh i.
Constraint: n is even.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The Chebyshev coefficients computed should be accurate to within a small multiple of machine
precision.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_coeffs (d02uac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ode_bvp_ps_lin_coeffs (d02uac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The number of operations is of the order nlog nð Þ and the memory requirements are O nð Þ; thus the
computation remains efficient and practical for very fine discretizations (very large values of n).

10 Example

See Section 10 in nag_ode_bvp_ps_lin_solve (d02uec).
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NAG Library Function Document

nag_ode_bvp_ps_lin_cgl_vals (d02ubc)

1 Purpose

nag_ode_bvp_ps_lin_cgl_vals (d02ubc) evaluates a function, or one of its lower order derivatives, from
its Chebyshev series representation at Chebyshev Gauss–Lobatto points on a; b½ �. The coefficients of the
Chebyshev series representation required are usually derived from those returned by nag_ode_bvp_p
s_lin_coeffs (d02uac) or nag_ode_bvp_ps_lin_solve (d02uec).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_cgl_vals (Integer n, double a, double b, Integer q,
const double c[], double f[], NagError *fail)

3 Description

nag_ode_bvp_ps_lin_cgl_vals (d02ubc) evaluates the Chebyshev series

S �xð Þ ¼ 1
2c1T0 �xð Þ þ c2T1 �xð Þ þ c3T2 �xð Þ þ � � � þ cnþ1Tn �xð Þ;

or its derivative (up to fourth order) at the Chebyshev Gauss–Lobatto points on a; b½ �. Here Tj �xð Þ
denotes the Chebyshev polynomial of the first kind of degree j with argument �x defined on �1; 1½ �. In
terms of your original variable, x say, the input values at which the function values are to be provided
are

xr ¼ �1
2 b� að Þ cos 	 r� 1ð Þ=nð Þ þ 1

2 bþ að Þ; r ¼ 1; 2; . . . ; nþ 1;

where b and a are respectively the upper and lower ends of the range of x over which the function is
required.

The calculation is implemented by a forward one-dimensional discrete Fast Fourier Transform (DFT).

4 References

Canuto C (1988) Spectral Methods in Fluid Dynamics 502 Springer

Canuto C, Hussaini M Y, Quarteroni A and Zang T A (2006) Spectral Methods: Fundamentals in Single
Domains Springer

Trefethen L N (2000) Spectral Methods in MATLAB SIAM

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points is nþ 1. This is also the largest order of
Chebyshev polynomial in the Chebyshev series to be computed.

Constraint: n > 0 and n is even.

2: a – double Input

On entry: a, the lower bound of domain a; b½ �.
Constraint: a < b.
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3: b – double Input

On entry: b, the upper bound of domain a; b½ �.
Constraint: b > a.

4: q – Integer Input

On entry: the order, q, of the derivative to evaluate.

Constraint: 0 � q � 4.

5: c½nþ 1� – const double Input

On entry: the Chebyshev coefficients, ci, for i ¼ 1; 2; . . . ; nþ 1.

6: f½nþ 1� – double Output

On exit: the derivatives S qð Þxi, for i ¼ 1; 2; . . . ; nþ 1, of the Chebyshev series, S.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n is even.

On entry, q ¼ valueh i.
Constraint: 0 � q � 4.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a < b.
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7 Accuracy

Evaluations of DFT to obtain function or derivative values should be an order n multiple of machine
precision assuming full accuracy to machine precision in the given Chebyshev series representation.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_cgl_vals (d02ubc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ode_bvp_ps_lin_cgl_vals (d02ubc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations is of the order nlog nð Þ and the memory requirements are O nð Þ; thus the
computation remains efficient and practical for very fine discretizations (very large values of n).

10 Example

See Section 10 in nag_ode_bvp_ps_lin_solve (d02uec).
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NAG Library Function Document

nag_ode_bvp_ps_lin_cgl_grid (d02ucc)

1 Purpose

nag_ode_bvp_ps_lin_cgl_grid (d02ucc) returns the Chebyshev Gauss–Lobatto grid points on a; b½ �.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_cgl_grid (Integer n, double a, double b, double x[],
NagError *fail)

3 Description

nag_ode_bvp_ps_lin_cgl_grid (d02ucc) returns the Chebyshev Gauss–Lobatto grid points on a; b½ �. The
Chebyshev Gauss–Lobatto points on �1; 1½ � are computed as ti ¼ � cos i�1ð Þ	

n

� �
, for i ¼ 1; 2; . . . ; nþ 1.

The Chebyshev Gauss–Lobatto points on an arbitrary domain a; b½ � are:

xi ¼
b� a
2

ti þ
aþ b
2

; i ¼ 1; 2; . . . ; nþ 1:

4 References

Trefethen L N (2000) Spectral Methods in MATLAB SIAM

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points is nþ 1. This is also the largest order of
Chebyshev polynomial in the Chebyshev series to be computed.

Constraint: n > 0 and n is even.

2: a – double Input

On entry: a, the lower bound of domain a; b½ �.
Constraint: a < b.

3: b – double Input

On entry: b, the upper bound of domain a; b½ �.
Constraint: b > a.

4: x½nþ 1� – double Output

On exit: the Chebyshev Gauss–Lobatto grid points, xi, for i ¼ 1; 2; . . . ; nþ 1, on a; b½ �.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n is even.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a < b.

7 Accuracy

The Chebyshev Gauss–Lobatto grid points computed should be accurate to within a small multiple of
machine precision.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_cgl_grid (d02ucc) is not threaded in any implementation.

9 Further Comments

The number of operations is of the order nlog nð Þ and there are no internal memory requirements; thus
the computation remains efficient and practical for very fine discretizations (very large values of n).

10 Example

See Section 10 in nag_ode_bvp_ps_lin_solve (d02uec).
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NAG Library Function Document

nag_ode_bvp_ps_lin_cgl_deriv (d02udc)

1 Purpose

nag_ode_bvp_ps_lin_cgl_deriv (d02udc) differentiates a function discretized on Chebyshev Gauss–
Lobatto points. The grid points on which the function values are to be provided are normally returned
by a previous call to nag_ode_bvp_ps_lin_cgl_grid (d02ucc).

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_cgl_deriv (Integer n, const double f[], double fd[],
NagError *fail)

3 Description

nag_ode_bvp_ps_lin_cgl_deriv (d02udc) differentiates a function discretized on Chebyshev Gauss–
Lobatto points on �1; 1½ �. The polynomial interpolation on Chebyshev points is equivalent to
trigonometric interpolation on equally spaced points. Hence the differentiation on the Chebyshev points
can be implemented by the Fast Fourier transform (FFT).

Given the function values f xið Þ on Chebyshev Gauss–Lobatto points xi ¼ � cos i � 1ð Þ	=nð Þ, for
i ¼ 1; 2; . . . ; nþ 1, f is differentiated with respect to x by means of forward and backward FFTs on the
function values f xið Þ. nag_ode_bvp_ps_lin_cgl_deriv (d02udc) returns the computed derivative values
f 0 xið Þ, for i ¼ 1; 2; . . . ; nþ 1. The derivatives are computed with respect to the standard Chebyshev
Gauss–Lobatto points on �1; 1½ �; for derivatives of a function on a; b½ � the returned values have to be
scaled by a factor 2= b� að Þ.

4 References

Canuto C, Hussaini M Y, Quarteroni A and Zang T A (2006) Spectral Methods: Fundamentals in Single
Domains Springer

Greengard L (1991) Spectral integration and two-point boundary value problems SIAM J. Numer. Anal.
28(4) 1071–80

Trefethen L N (2000) Spectral Methods in MATLAB SIAM

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points is nþ 1.

Constraint: n > 0 and n is even.

2: f½nþ 1� – const double Input

On entry: the function values f xið Þ, for i ¼ 1; 2; . . . ; nþ 1

3: fd½nþ 1� – double Output

On exit: the approximations to the derivatives of the function evaluated at the Chebyshev Gauss–
Lobatto points. For functions defined on a; b½ �, the returned derivative values (corresponding to
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the domain �1; 1½ �) must be multiplied by the factor 2= b� að Þ to obtain the correct values on
a; b½ �.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n is even.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy is close to machine precision for small numbers of grid points, typically less than 100.
For larger numbers of grid points, the error in differentiation grows with the number of grid points. See
Greengard (1991) for more details.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_cgl_deriv (d02udc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ode_bvp_ps_lin_cgl_deriv (d02udc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

d02udc NAG Library Manual

d02udc.2 Mark 26



9 Further Comments

The number of operations is of the order nlog nð Þ and the memory requirements are O nð Þ; thus the
computation remains efficient and practical for very fine discretizations (very large values of n).

10 Example

The function 2xþ exp �xð Þ, defined on 0; 1:5½ �, is supplied and then differentiated on a grid.

10.1 Program Text

/* nag_ode_bvp_ps_lin_cgl_deriv (d02udc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fcn(double x);
static double NAG_CALL deriv(double x);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n;
double a = 0.0, b = 1.5, scale;
double teneps = 100.0 * nag_machine_precision;
double uxerr = 0.0;
/* Arrays */
double *f = 0, *fd = 0, *x = 0;
/* NAG types */
Nag_Boolean reqerr = Nag_FALSE;
NagError fail;

INIT_FAIL(fail);
printf("nag_ode_bvp_ps_lin_cgl_deriv (d02udc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
if (!(f = NAG_ALLOC((n + 1), double)) ||

!(fd = NAG_ALLOC((n + 1), double)) || !(x = NAG_ALLOC((n + 1), double))
)

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_ode_bvp_ps_lin_cgl_grid (d02ucc).
* Generate Chebyshev Gauss-Lobatto solution grid.
*/

nag_ode_bvp_ps_lin_cgl_grid(n, a, b, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_grid (d02ucc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Evaluate the function on Chebyshev grid. */
for (i = 0; i < n + 1; i++)

f[i] = fcn(x[i]);

/* nag_ode_bvp_ps_lin_cgl_deriv (d02udc).
* Differentiate a function using function values on Chebyshev grid.
*/

nag_ode_bvp_ps_lin_cgl_deriv(n, f, fd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_deriv (d02udc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

scale = 2.0 / (b - a);
for (i = 0; i < n + 1; i++)

fd[i] = scale * fd[i];

/* Print function and its derivative. */
printf("Original function f and numerical derivative fx\n\n");
printf("%8s%11s%11s\n", "x", "f", "fx");
for (i = 0; i < n + 1; i++)

printf("%10.4f %10.4f %10.4f\n", x[i], f[i], fd[i]);

if (reqerr) {
for (i = 0; i < n + 1; i++)

uxerr = MAX(uxerr, fabs(fd[i] - deriv(x[i])));
printf("fx is within a multiple %8" NAG_IFMT

" of machine precision.\n",
100 * ((Integer) (uxerr / teneps) + 1));

}
END:

NAG_FREE(f);
NAG_FREE(fd);
NAG_FREE(x);
return exit_status;

}

static double NAG_CALL fcn(double x)
{

return 2.0 * x + exp(-x);
}

static double NAG_CALL deriv(double x)
{

return 2.0 - exp(-x);
}

10.2 Program Data

nag_ode_bvp_ps_lin_cgl_deriv (d02udc) Example Program Data
16 : n
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10.3 Program Results

nag_ode_bvp_ps_lin_cgl_deriv (d02udc) Example Program Results

Original function f and numerical derivative fx

x f fx
0.0000 1.0000 1.0000
0.0144 1.0145 1.0143
0.0571 1.0587 1.0555
0.1264 1.1341 1.1187
0.2197 1.2421 1.1972
0.3333 1.3832 1.2835
0.4630 1.5554 1.3706
0.6037 1.7542 1.4532
0.7500 1.9724 1.5276
0.8963 2.2007 1.5919
1.0370 2.4285 1.6455
1.1667 2.6448 1.6886
1.2803 2.8386 1.7221
1.3736 3.0004 1.7468
1.4429 3.1221 1.7638
1.4856 3.1975 1.7736
1.5000 3.2231 1.7769
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NAG Library Function Document

nag_ode_bvp_ps_lin_solve (d02uec)

1 Purpose

nag_ode_bvp_ps_lin_solve (d02uec) finds the solution of a linear constant coefficient boundary value
problem by using the Chebyshev integration formulation on a Chebyshev Gauss–Lobatto grid.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_solve (Integer n, double a, double b, Integer m,
const double c[], double bmat[], const double y[], const double bvec[],
double f[], double uc[], double *resid, NagError *fail)

3 Description

nag_ode_bvp_ps_lin_solve (d02uec) solves the constant linear coefficient ordinary differential problemXm
j¼0
fjþ1

dju

dxj
¼ f xð Þ; x 2 a; b½ �

subject to a set of m linear constraints at points yi 2 a; b½ �, for i ¼ 1; 2; . . . ;m:Xm
j¼0
Bi;jþ1

dju

dxj

� �
x¼yið Þ

¼ �i;

where 1 � m � 4, B is an m� mþ 1ð Þ matrix of constant coefficients and �i are constants. The points
yi are usually either a or b.

The function f xð Þ is supplied as an array of Chebyshev coefficients cj, j ¼ 0; 1; . . . ; n for the function
discretized on nþ 1 Chebyshev Gauss–Lobatto points (as returned by nag_ode_bvp_ps_lin_cgl_grid
(d02ucc)); the coefficients are normally obtained by a previous call to nag_ode_bvp_ps_lin_coeffs
(d02uac). The solution and its derivatives (up to order m) are returned, in the form of their Chebyshev
series representation, as arrays of Chebyshev coefficients; subsequent calls to nag_ode_bvp_ps_lin_cgl_
vals (d02ubc) will return the corresponding function and derivative values at the Chebyshev Gauss–
Lobatto discretization points on a; b½ �. Function and derivative values can be obtained on any uniform
grid over the same range a; b½ � by calling the interpolation function nag_ode_bvp_ps_lin_grid_vals
(d02uwc).

4 References

Clenshaw C W (1957) The numerical solution of linear differential equations in Chebyshev series Proc.
Camb. Phil. Soc. 53 134–149

Coutsias E A, Hagstrom T and Torres D (1996) An efficient spectral method for ordinary differential
equations with rational function coefficients Mathematics of Computation 65(214) 611–635

Greengard L (1991) Spectral integration and two-point boundary value problems SIAM J. Numer. Anal.
28(4) 1071–80
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Lundbladh A, Hennigson D S and Johannson A V (1992) An efficient spectral integration method for
the solution of the Navier–Stokes equations Technical report FFA–TN 1992–28 Aeronautical Research
Institute of Sweden

Muite B K (2010) A numerical comparison of Chebyshev methods for solving fourth-order semilinear
initial boundary value problems Journal of Computational and Applied Mathematics 234(2) 317–342

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points is nþ 1.

Constraint: n 	 8 and n is even.

2: a – double Input

On entry: a, the lower bound of domain a; b½ �.
Constraint: a < b.

3: b – double Input

On entry: b, the upper bound of domain a; b½ �.
Constraint: b > a.

4: m – Integer Input

On entry: the order, m, of the boundary value problem to be solved.

Constraint: 1 � m � 4.

5: c½nþ 1� – const double Input

On entry: the Chebyshev coefficients cj, j ¼ 0; 1; . . . ; n, for the right hand side of the boundary
value problem. Usually these are obtained by a previous call of nag_ode_bvp_ps_lin_coeffs
(d02uac).

6: bmat½m� mþ 1ð Þ� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in bmat½ j� 1ð Þ �mþ i� 1�.
On entry: bmat½j �mþ i � 1� must contain the coefficients Bi;jþ1, for i ¼ 1; 2; . . . ;m and
j ¼ 0; 1; . . . ;m, in the problem formulation of Section 3.

On exit: the coefficients have been scaled to form an equivalent problem defined on the domain
�1; 1½ �.

7: y½m� – const double Input

On entry: the points, yi, for i ¼ 1; 2; . . . ;m, where the boundary conditions are discretized.

8: bvec½m� – const double Input

On entry: the values, �i, for i ¼ 1; 2; . . . ;m, in the formulation of the boundary conditions given
in Section 3.

9: f½mþ 1� – double Input/Output

On entry: the coefficients, fj , for j ¼ 1; 2; . . . ;mþ 1, in the formulation of the linear boundary
value problem given in Section 3. The highest order term, f½m�, needs to be nonzero to have a
well posed problem.

On exit: the coefficients have been scaled to form an equivalent problem defined on the domain
�1; 1½ �.
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10: uc½ nþ 1ð Þ � mþ 1ð Þ� – double Output

Note: the i; jð Þth element of the matrix is stored in uc½ j� 1ð Þ � nþ 1ð Þ þ i� 1�.
On exit: the Chebyshev coefficients in the Chebyshev series representations of the solution and
derivatives of the solution to the boundary value problem. The coefficients of U are stored as the
first nþ 1 elements of uc, the first derivative coefficients are stored as the next nþ 1 elements of
uc, and so on.

11: resid – double * Output

On exit: the maximum residual resulting from substituting the solution vectors returned in uc into
both linear equations of Section 3 representing the linear boundary value problem and associated
boundary conditions. That is

max max
i¼1;m

Xm
j¼0
Bi;jþ1

dju

dxj

� �
x¼yið Þ

� �i

					
					

 !
; max
i¼1;nþ1

Xm
j¼0
fjþ1

dju

dxj

� �
x¼xið Þ

� f xð Þ
					

					
 !( )

:

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

During iterative refinement, convergence was achieved, but the residual is more than
100�machine precision. Residual achieved on convergence ¼ valueh i.

NE_INT

On entry, m ¼ valueh i.
Constraint: 1 � m � 4.

On entry, n ¼ valueh i.
Constraint: n is even.

On entry, n ¼ valueh i.
Constraint: n 	 8.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Internal error while unpacking matrix during iterative refinement.
Please contact NAG.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a < b.

NE_REAL_ARRAY

On entry, f½m� ¼ 0:0.

NE_SINGULAR_MATRIX

Singular matrix encountered during iterative refinement.
Please check that your system is well posed.

NE_TOO_MANY_ITER

During iterative refinement, the maximum number of iterations was reached.
Number of iterations ¼ valueh i and residual achieved ¼ valueh i.

7 Accuracy

The accuracy should be close to machine precision for well conditioned boundary value problems.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_solve (d02uec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ode_bvp_ps_lin_solve (d02uec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations is of the order nlog nð Þ and the memory requirements are O nð Þ; thus the
computation remains efficient and practical for very fine discretizations (very large values of n).
Collocation methods will be faster for small problems, but the method of nag_ode_bvp_ps_lin_solve
(d02uec) should be faster for larger discretizations.

10 Example

This example solves the third-order problem 4Uxxx þ 3Uxx þ 2Ux þ U ¼ 2 sinx� 2 cos x on
�	=2; 	=2½ � s u b j e c t t o t h e b o u n d a r y c o n d i t i o n s U �	=2½ � ¼ 0,
3Uxx �	=2½ � þ 2Ux �	=2½ � þ U �	=2½ � ¼ 2, and 3Uxx 	=2½ � þ 2Ux 	=2½ � þ U 	=2½ � ¼ �2 using the Cheby-
shev integration formulation on a Chebyshev Gauss–Lobatto grid of order 16.
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10.1 Program Text

/* nag_ode_bvp_ps_lin_solve (d02uec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx01.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL exact(double x, Integer q);
static void NAG_CALL bndary(Integer m, double a, double b, double y[],

double bmat[], double bvec[]);
static void NAG_CALL pdedef(Integer m, double f[]);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double a = -nag_pi / 2.0, b = nag_pi / 2.0, resid;
Integer i, j, n, m = 3;
double teneps = 10.0 * nag_machine_precision;
/* Arrays */
double *bmat = 0, *bvec = 0, *f = 0, *uerr = 0, *y = 0, *c = 0, *f0 = 0,

*u = 0, *uc = 0, *x = 0;
/* NAG types */
Nag_Boolean reqerr = Nag_FALSE;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_ps_lin_solve (d02uec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
if (!(u = NAG_ALLOC((n + 1) * (m + 1), double)) ||

!(f0 = NAG_ALLOC((n + 1), double)) ||
!(c = NAG_ALLOC((n + 1), double)) ||
!(uc = NAG_ALLOC((n + 1) * (m + 1), double)) ||
!(x = NAG_ALLOC((n + 1), double)) ||
!(bmat = NAG_ALLOC(m * (m + 1), double)) ||
!(bvec = NAG_ALLOC(m, double)) ||
!(f = NAG_ALLOC((m + 1), double)) ||
!(uerr = NAG_ALLOC((m + 1), double)) || !(y = NAG_ALLOC(m, double))

)
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}

/* Set up domain, boundary conditions and definition. */
bndary(m, a, b, y, bmat, bvec);
pdedef(m, f);

/* nag_ode_bvp_ps_lin_cgl_grid (d02ucc).
* Generate Chebyshev Gauss-Lobatto solution grid.
*/

nag_ode_bvp_ps_lin_cgl_grid(n, a, b, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_grid (d02ucc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up problem right-hand sides for grid and transform. */
for (i = 0; i < n + 1; i++)

f0[i] = 2.0 * sin(x[i]) - 2.0 * cos(x[i]);

/* nag_ode_bvp_ps_lin_coeffs (d02uac).
* Coefficients of Chebyshev interpolating polynomial from function values f0
* on Chebyshev grid.
*/

nag_ode_bvp_ps_lin_coeffs(n, f0, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_coeffs (d02uac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* nag_ode_bvp_ps_lin_solve (d02uec).
* Solve given boundary value problem on Chebyshev grid, in coefficient space
* using an integral formulation of the pseudospectral method.
*/

nag_ode_bvp_ps_lin_solve(n, a, b, m, c, bmat, y, bvec, f, uc, &resid,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ode_bvp_ps_lin_solve (d02uec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_ode_bvp_ps_lin_cgl_vals (d02ubc).
* Obtain function values from coefficients of Chebyshev polynomial.
* Also obtain first- to third-derivative values.
*/

for (i = 0; i < m + 1; i++) {
nag_ode_bvp_ps_lin_cgl_vals(n, a, b, i, &uc[(n + 1) * i], &u[(n + 1) * i],

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_vals (d02ubc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
/* Print solution. */
printf("Numerical Solution U and its first three derivatives\n\n");
printf("%7s%12s%12s%11s%11s\n", "x", "U", "Ux", "Uxx", "Uxxx");
for (i = 0; i < n + 1; i++)

printf("%10.4f %10.4f %10.4f %10.4f %10.4f\n", x[i], u[i], u[(n + 1) + i],
u[(n + 1) * 2 + i], u[(n + 1) * 3 + i]);

if (reqerr) {
for (i = 0; i < m + 1; i++)
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uerr[i] = 0.0;

for (i = 0; i < n + 1; i++)
for (j = 0; j <= m; j++)

uerr[j] = MAX(uerr[j], fabs(u[(n + 1) * j + i] - exact(x[i], j)));

for (i = 0; i <= m; i++) {
printf("Error in the order %1" NAG_IFMT " derivative of U is < %8"

NAG_IFMT " * machine precision.\n", i,
10 * ((Integer) (uerr[i] / teneps) + 1));

}
}

END:
NAG_FREE(c);
NAG_FREE(f0);
NAG_FREE(u);
NAG_FREE(uc);
NAG_FREE(x);
NAG_FREE(bmat);
NAG_FREE(bvec);
NAG_FREE(f);
NAG_FREE(uerr);
NAG_FREE(y);
return exit_status;

}

static double NAG_CALL exact(double x, Integer q)
{

switch (q) {
case 0:

return cos(x);
break;

case 1:
return -sin(x);
break;

case 2:
return -cos(x);
break;

case 3:
return sin(x);
break;

}
return 0.0;

}

static void NAG_CALL bndary(Integer m, double a, double b, double y[],
double bmat[], double bvec[])

{
Integer i;
/* Boundary condition on left side of domain. */
for (i = 0; i < 2; i++)

y[i] = a;

y[2] = b;
/* Set up Dirichlet condition using exact solution at x = a. */
for (i = 0; i < m * (m + 1); i++)

bmat[i] = 0.0;
for (i = 0; i < 3; i++)

bmat[i] = 1.0;
for (i = 1; i < 3; i++)

bmat[m + i] = 2.0;
for (i = 1; i < 3; i++)

bmat[m * 2 + i] = 3.0;

bvec[0] = 0.0;
bvec[1] = 2.0;
bvec[2] = -2.0;

}

static void NAG_CALL pdedef(Integer m, double f[])
{
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f[0] = 1.0;
f[1] = 2.0;
f[2] = 3.0;
f[3] = 4.0;

}

10.2 Program Data

nag_ode_bvp_ps_lin_solve (d02uec) Example Program Data
16 : n

10.3 Program Results

nag_ode_bvp_ps_lin_solve (d02uec) Example Program Results

Numerical Solution U and its first three derivatives

x U Ux Uxx Uxxx
-1.5708 -0.0000 1.0000 0.0000 -1.0000
-1.5406 0.0302 0.9995 -0.0302 -0.9995
-1.4512 0.1193 0.9929 -0.1193 -0.9929
-1.3061 0.2616 0.9652 -0.2616 -0.9652
-1.1107 0.4440 0.8960 -0.4440 -0.8960
-0.8727 0.6428 0.7661 -0.6428 -0.7661
-0.6011 0.8247 0.5656 -0.8247 -0.5656
-0.3064 0.9534 0.3017 -0.9534 -0.3017
-0.0000 1.0000 0.0000 -1.0000 -0.0000
0.3064 0.9534 -0.3017 -0.9534 0.3017
0.6011 0.8247 -0.5656 -0.8247 0.5656
0.8727 0.6428 -0.7661 -0.6428 0.7661
1.1107 0.4440 -0.8960 -0.4440 0.8960
1.3061 0.2616 -0.9652 -0.2616 0.9652
1.4512 0.1193 -0.9929 -0.1193 0.9929
1.5406 0.0302 -0.9995 -0.0302 0.9995
1.5708 -0.0000 -1.0000 0.0000 1.0000
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NAG Library Function Document

nag_ode_bvp_ps_lin_grid_vals (d02uwc)

1 Purpose

nag_ode_bvp_ps_lin_grid_vals (d02uwc) interpolates from a set of function values on a supplied grid
onto a set of values for a uniform grid on the same range. The interpolation is performed using
barycentric Lagrange interpolation. nag_ode_bvp_ps_lin_grid_vals (d02uwc) is primarily a utility
function to map a set of function values specified on a Chebyshev Gauss–Lobatto grid onto a uniform
grid.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_grid_vals (Integer n, Integer nip, const double x[],
const double f[], double xip[], double fip[], NagError *fail)

3 Description

nag_ode_bvp_ps_lin_grid_vals (d02uwc) interpolates from a set of nþ 1 function values, f xið Þ, on a
supplied grid, xi, for i ¼ 0; 1; . . . ; n, onto a set of m values, f̂ x̂j

� �
, on a uniform grid, x̂j , for

j ¼ 1; 2; . . . ;m. T h e i m a g e x̂ h a s t h e s a m e r a n g e a s x, s o t h a t
x̂j ¼ xmin þ j � 1ð Þ= m� 1ð Þð Þ � xmax � xminð Þ, for j ¼ 1; 2; . . . ;m. The interpolation is performed
using barycentric Lagrange interpolation as described in Berrut and Trefethen (2004).

nag_ode_bvp_ps_lin_grid_vals (d02uwc) is primarily a utility function to map a set of function values
specified on a Chebyshev Gauss–Lobatto grid computed by nag_ode_bvp_ps_lin_cgl_grid (d02ucc)
onto an evenly-spaced grid with the same range as the original grid.

4 References

Berrut J P and Trefethen L N (2004) Barycentric lagrange interpolation SIAM Rev. 46(3) 501–517

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points for the input data is nþ 1.

Constraint: n > 0 and n is even.

2: nip – Integer Input

On entry: the number, m, of grid points in the uniform mesh x̂ onto which function values are
interpolated. If nip ¼ 1 then on successful exit from nag_ode_bvp_ps_lin_grid_vals (d02uwc),
fip½0� will contain the value f xnð Þ.
Constraint: nip > 0.

3: x½nþ 1� – const double Input

On entry: the grid points, xi, for i ¼ 0; 1; . . . ; n, at which the function is specified.

Usually this should be the array of Chebyshev Gauss–Lobatto points returned in
nag_ode_bvp_ps_lin_cgl_grid (d02ucc).
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4: f½nþ 1� – const double Input

On entry: the function values, f xið Þ, for i ¼ 0; 1; . . . ; n.

5: xip½nip� – double Output

On exit: the evenly-spaced grid points, x̂j , for j ¼ 1; 2; . . . ;m.

6: fip½nip� – double Output

On exit: the set of interpolated values f̂ x̂j
� �

, for j ¼ 1; 2; . . . ;m. Here f̂ x̂j
� �

� f x ¼ x̂j
� �

.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n is even.

On entry, nip ¼ valueh i.
Constraint: nip > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

nag_ode_bvp_ps_lin_grid_vals (d02uwc) is intended, primarily, for use with Chebyshev Gauss–Lobatto
input grids. For such input grids and for well-behaved functions (no discontinuities, peaks or cusps), the
accuracy should be a small multiple of machine precision.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_grid_vals (d02uwc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example interpolates the function xþ cos 5xð Þ, as specified on a 65-point Gauss–Lobatto grid on
�1; 1½ �, onto a coarse uniform grid.

10.1 Program Text

/* nag_ode_bvp_ps_lin_grid_vals (d02uwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL exact(double x);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n, nip;
double a = -1.0, b = 1.0;
double uerr = 0.0;
double teneps = 10.0 * nag_machine_precision;
/* Arrays */
double *f = 0, *fip = 0, *x = 0, *xip = 0;
/* NAG types */
Nag_Boolean reqerr = Nag_FALSE;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_ps_lin_grid_vals (d02uwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nip);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nip);
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#endif
if (!(f = NAG_ALLOC((n + 1), double)) ||

!(fip = NAG_ALLOC((nip), double)) ||
!(xip = NAG_ALLOC((nip), double)) || !(x = NAG_ALLOC((n + 1), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set up solution grid:
* nag_ode_bvp_ps_lin_cgl_grid (d02ucc).
* Generate Chebyshev Gauss-Lobatto grid.
*/

nag_ode_bvp_ps_lin_cgl_grid(n, a, b, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_grid (d02ucc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up problem right hand sides for grid. */
for (i = 0; i < n + 1; i++)

f[i] = exact(x[i]);

/* Map to an equally spaced grid:
* nag_ode_bvp_ps_lin_grid_vals (d02uwc).
* Interpolate a function from Chebyshev grid to uniform grid
* using barycentric Lagrange interpolation.
*/

nag_ode_bvp_ps_lin_grid_vals(n, nip, x, f, xip, fip, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_grid_vals (d02uwc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution. */
printf("Numerical solution f\n\n");
printf(" x f\n");
for (i = 0; i < nip; i++)

printf("%10.4f %10.4f\n", xip[i], fip[i]);

if (reqerr) {
for (i = 0; i < nip; i++)

uerr = MAX(uerr, fabs(fip[i] - exact(xip[i])));
printf("f is within a multiple %" NAG_IFMT " of machine precision.\n",

10 * ((Integer) (uerr / teneps) + 1));
}

END:
NAG_FREE(f);
NAG_FREE(fip);
NAG_FREE(x);
NAG_FREE(xip);
return exit_status;

}

static double NAG_CALL exact(double x)
{

return x + cos(5.0 * x);
}

10.2 Program Data

nag_ode_bvp_ps_lin_grid_vals (d02uwc) Example Program Data
64 : n
17 : nip
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10.3 Program Results

nag_ode_bvp_ps_lin_grid_vals (d02uwc) Example Program Results

Numerical solution f

x f
-1.0000 -0.7163
-0.8750 -1.2060
-0.7500 -1.5706
-0.6250 -1.6249
-0.5000 -1.3011
-0.3750 -0.6745
-0.2500 0.0653
-0.1250 0.6860
0.0000 1.0000
0.1250 0.9360
0.2500 0.5653
0.3750 0.0755
0.5000 -0.3011
0.6250 -0.3749
0.7500 -0.0706
0.8750 0.5440
1.0000 1.2837
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NAG Library Function Document

nag_ode_bvp_ps_lin_quad_weights (d02uyc)

1 Purpose

nag_ode_bvp_ps_lin_quad_weights (d02uyc) obtains the weights for Clenshaw–Curtis quadrature at
Chebyshev points. This allows for fast approximations of integrals for functions specified on Chebyshev
Gauss–Lobatto points on �1; 1½ �.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_quad_weights (Integer n, double w[], NagError *fail)

3 Description

nag_ode_bvp_ps_lin_quad_weights (d02uyc) obtains the weights for Clenshaw–Curtis quadrature at
Chebyshev points.

Given the (Clenshaw–Curtis) weights wi, for i ¼ 0; 1; . . . ; n, and function values fi ¼ f tið Þ (where
ti ¼ � cos i � 	=nð Þ, for i ¼ 0; 1; . . . ; n, are the Chebyshev Gauss –Lobatto points), thenZ 1

�1
f xð Þdx �

Xn
i¼0
wifi.

For a function discretized on a Chebyshev Gauss–Lobatto grid on a; b½ � the resultant summation must
be multiplied by the factor b� að Þ=2.

4 References

Trefethen L N (2000) Spectral Methods in MATLAB SIAM

5 Arguments

1: n – Integer Input

On entry: n, where the number of grid points is nþ 1.

Constraint: n > 0 and n is even.

2: w½nþ 1� – double Output

On exit: the Clenshaw–Curtis quadrature weights, wi, for i ¼ 0; 1; . . . ; n.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n is even.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy should be close to machine precision.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_quad_weights (d02uyc) is not threaded in any implementation.

9 Further Comments

A real array of length 2n is internally allocated.

10 Example

This example approximates the integral
Z 3

�1
3x2dx using 65 Clenshaw–Curtis weights and a 65-point

Chebyshev Gauss–Lobatto grid on �1; 3½ �.

10.1 Program Text

/* nag_ode_bvp_ps_lin_quad_weights (d02uyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL exact(double x);
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#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n;
double a = -1.0, b = 3.0;
double integ, scale, uerr;
double teneps = 10.0 * nag_machine_precision;
/* Arrays */
double *f = 0, *w = 0, *x = 0;
/* NAG types */
Nag_Boolean reqerr = Nag_FALSE, reqwgt = Nag_FALSE;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_ps_lin_quad_weights (d02uyc) "
"Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
if (!(f = NAG_ALLOC((n + 1), double)) ||

!(w = NAG_ALLOC((n + 1), double)) || !(x = NAG_ALLOC((n + 1), double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set up solution grid:
* nag_ode_bvp_ps_lin_cgl_grid (d02ucc).
* Chebyshev Gauss-Lobatto grid generation.
*/

nag_ode_bvp_ps_lin_cgl_grid(n, a, b, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_grid (d02ucc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up problem right hand sides for grid. */
for (i = 0; i < n + 1; i++)

f[i] = exact(x[i]);

scale = 0.5 * (b - a);

/* Solve on equally spaced grid:
* nag_ode_bvp_ps_lin_quad_weights (d02uyc).
* Clenshaw-Curtis quadrature weights for integration using computed
* Chebyshev coefficients.
*/

nag_ode_bvp_ps_lin_quad_weights(n, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_quad_weights (d02uyc).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}

/* Apply the weights, w, to the function values, f, and scale. */
integ = 0.0;
for (i = 0; i < n + 1; i++)

integ = integ + w[i] * f[i];
integ = scale * integ;

/* Print function values and weights if required. */
if (reqwgt) {

printf("f(x) and integral weights\n\n");
printf(" x f(x) w\n");
for (i = 0; i < n + 1; i++) {

printf("%10.4f %10.4f %10.4f\n", x[i], f[i], w[i]);
}
printf("\n");

}

/* Print approximation to integral. */
printf("Integral of f(x) from %6.1f to %6.1f = %13.5f\n", a, b, integ);
if (reqerr) {

uerr = fabs(integ - 28.0);
printf("Integral is within a multiple ");
printf("%8" NAG_IFMT " ", 10 * ((Integer) (uerr / teneps) + 1));
printf(" of machine precision.\n");

}
END:

NAG_FREE(f);
NAG_FREE(w);
NAG_FREE(x);
return exit_status;

}

static double NAG_CALL exact(double x)
{

return 3.0 * pow(x, 2);
}

10.2 Program Data

nag_ode_bvp_ps_lin_quad_weights (d02uyc) Example Program Data
64 : n

10.3 Program Results

nag_ode_bvp_ps_lin_quad_weights (d02uyc) Example Program Results

Integral of f(x) from -1.0 to 3.0 = 28.00000
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NAG Library Function Document

nag_ode_bvp_ps_lin_cheb_eval (d02uzc)

1 Purpose

nag_ode_bvp_ps_lin_cheb_eval (d02uzc) returns the value of the kth Chebyshev polynomial evaluated
at a point x 2 �1; 1½ �. nag_ode_bvp_ps_lin_cheb_eval (d02uzc) is primarily a utility function for use by
the Chebyshev boundary value problem solvers.

2 Specification

#include <nag.h>
#include <nagd02.h>

void nag_ode_bvp_ps_lin_cheb_eval (Integer k, double x, double *t,
NagError *fail)

3 Description

nag_ode_bvp_ps_lin_cheb_eval (d02uzc) returns the value, T , of the kth Chebyshev polynomial
evaluated at a point x 2 �1; 1½ �; that is, T ¼ cos k� arccos xð Þð Þ.

4 References

Trefethen L N (2000) Spectral Methods in MATLAB SIAM

5 Arguments

1: k – Integer Input

On entry: the order of the Chebyshev polynomial.

Constraint: k 	 0.

2: x – double Input

On entry: the point at which to evaluate the polynomial.

Constraint: �1:0 � x � 1:0.

3: t – double * Output

On exit: the value, T , of the Chebyshev polynomial order k evaluated at x.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, x ¼ valueh i.
Constraint: �1:0 � x � 1:0.

7 Accuracy

The accuracy should be close to machine precision.

8 Parallelism and Performance

nag_ode_bvp_ps_lin_cheb_eval (d02uzc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A set of Chebyshev coefficients is obtained for the function xþ exp �xð Þ defined on
�0:24� 	; 0:5� 	½ � using nag_ode_bvp_ps_lin_cgl_grid (d02ucc). At each of a set of new grid points
in the domain of the function nag_ode_bvp_ps_lin_cheb_eval (d02uzc) is used to evaluate each
Chebshev polynomial in the series representation. The values obtained are multiplied to the Chebyshev
coefficients and summed to obtain approximations to the given function at the new grid points.

10.1 Program Text

/* nag_ode_bvp_ps_lin_cheb_eval (d02uzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd02.h>
#include <nagx01.h>
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#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL exact(double x);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, k, m, n;
double a = -0.24 * nag_pi, b = 0.5 * nag_pi;
double deven, dmap, fseries, t, uerr, xeven, xmap;
double teneps = 10.0 * nag_machine_precision;
/* Arrays */
double *c = 0, *f = 0, *x = 0;
/* NAG types */
Nag_Boolean reqerr = Nag_FALSE;
NagError fail;

INIT_FAIL(fail);

printf("nag_ode_bvp_ps_lin_cheb_eval (d02uzc) Example Program Results \n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (!(f = NAG_ALLOC((n + 1), double)) ||
!(c = NAG_ALLOC((n + 1), double)) || !(x = NAG_ALLOC((n + 1), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set up Chebyshev grid:
* nag_ode_bvp_ps_lin_cgl_grid (d02ucc).
* Chebyshev Gauss-Lobatto grid generation.
*/

nag_ode_bvp_ps_lin_cgl_grid(n, a, b, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cgl_grid (d02ucc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Evaluate function on grid and get interpolating Chebyshev coefficients. */
for (i = 0; i < n + 1; i++)

f[i] = exact(x[i]);
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/* nag_ode_bvp_ps_lin_coeffs (d02uac).
* Coefficients of Chebyshev interpolating polynomial
* from function values on Chebyshev grid.
*/

nag_ode_bvp_ps_lin_coeffs(n, f, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_coeffs (d02uac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Evaluate Chebyshev series manually by evaluating each Chebyshev
* polynomial in turn at new equispaced (m+1) grid points.
* Chebyshev series on [-1,1] map of [a,b].
*/

xmap = -1.0;
dmap = 2.0 / (double) (m - 1);
xeven = a;
deven = (b - a) / (double) (m - 1);
printf(" x_even x_map Sum\n");
uerr = 0.0;
for (i = 0; i < m; i++) {

fseries = 0.0;
for (k = 0; k < n + 1; k++) {

/* nag_ode_bvp_ps_lin_cheb_eval (d02uzc).
* Chebyshev polynomial evaluation, T_k(x).
*/

nag_ode_bvp_ps_lin_cheb_eval(k, xmap, &t, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ode_bvp_ps_lin_cheb_eval (d02uzc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

fseries = fseries + c[k] * t;
}
uerr = MAX(uerr, fabs(fseries - exact(xeven)));
printf("%10.4f %10.4f %10.4f \n", xeven, xmap, fseries);
xmap = MIN(1.0, xmap + dmap);
xeven = xeven + deven;

}

if (reqerr) {
printf("\nError in coefficient sum is < ");
printf("%8" NAG_IFMT " ", 10 * ((Integer) (uerr / teneps) + 1));
printf(" * machine precision.\n");

}
END:

NAG_FREE(c);
NAG_FREE(f);
NAG_FREE(x);
return exit_status;

}

static double NAG_CALL exact(double x)
{

return x + exp(-x);
}

10.2 Program Data

nag_ode_bvp_ps_lin_cheb_eval (d02uzc) Example Program Data
16 9 : n, m
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10.3 Program Results

nag_ode_bvp_ps_lin_cheb_eval (d02uzc) Example Program Results

x_even x_map Sum
-0.7540 -1.0000 1.3715
-0.4634 -0.7500 1.1261
-0.1728 -0.5000 1.0158
0.1178 -0.2500 1.0067
0.4084 0.0000 1.0731
0.6990 0.2500 1.1961
0.9896 0.5000 1.3613
1.2802 0.7500 1.5582
1.5708 1.0000 1.7787
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NAG Library Chapter Contents

d03 – Partial Differential Equations

d03 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

d03ncc 7 nag_pde_bs_1d
Finite difference solution of the Black–Scholes equations

d03ndc 7 nag_pde_bs_1d_analytic
Analytic solution of the Black–Scholes equations

d03nec 7 nag_pde_bs_1d_means
Compute average values for nag_pde_bs_1d_analytic (d03ndc)

d03pcc 7 nag_pde_parab_1d_fd
General system of parabolic PDEs, method of lines, finite differences, one
space variable

d03pdc 7 nag_pde_parab_1d_coll
General system of parabolic PDEs, method of lines, Chebyshev C0

collocation, one space variable
d03pec 7 nag_pde_parab_1d_keller

General system of first-order PDEs, method of lines, Keller box
discretization, one space variable

d03pfc 7 nag_pde_parab_1d_cd
General system of convection-diffusion PDEs with source terms in
conservative form, method of lines, upwind scheme using numerical flux
function based on Riemann solver, one space variable

d03phc 7 nag_pde_parab_1d_fd_ode
General system of parabolic PDEs, coupled DAEs, method of lines, finite
differences, one space variable

d03pjc 7 nag_pde_parab_1d_coll_ode
General system of parabolic PDEs, coupled DAEs, method of lines,
Chebyshev C0 collocation, one space variable

d03pkc 7 nag_pde_parab_1d_keller_ode
General system of first-order PDEs, coupled DAEs, method of lines, Keller
box discretization, one space variable

d03plc 7 nag_pde_parab_1d_cd_ode
General system of convection-diffusion PDEs with source terms in
conservative form, coupled DAEs, method of lines, upwind scheme using
numerical flux function based on Riemann solver, one space variable

d03ppc 7 nag_pde_parab_1d_fd_ode_remesh
General system of parabolic PDEs, coupled DAEs, method of lines, finite
differences, remeshing, one space variable

d03prc 7 nag_pde_parab_1d_keller_ode_remesh
General system of first-order PDEs, coupled DAEs, method of lines, Keller
box discretization, remeshing, one space variable

d03psc 7 nag_pde_parab_1d_cd_ode_remesh
General system of convection-diffusion PDEs, coupled DAEs, method of
lines, upwind scheme, remeshing, one space variable

d03puc 7 nag_pde_parab_1d_euler_roe
Roe's approximate Riemann solver for Euler equations in conservative
form, for use with nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_c
d_ode (d03plc) and nag_pde_parab_1d_cd_ode_remesh (d03psc)
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d03pvc 7 nag_pde_parab_1d_euler_osher
Osher's approximate Riemann solver for Euler equations in conservative
form, for use with nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_c
d_ode (d03plc) and nag_pde_parab_1d_cd_ode_remesh (d03psc)

d03pwc 7 nag_pde_parab_1d_euler_hll
Modified HLL Riemann solver for Euler equations in conservative form,
for use with nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode
(d03plc) and nag_pde_parab_1d_cd_ode_remesh (d03psc)

d03pxc 7 nag_pde_parab_1d_euler_exact
Exact Riemann solver for Euler equations in conservative form, for use
with nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc)
and nag_pde_parab_1d_cd_ode_remesh (d03psc)

d03pyc 7 nag_pde_interp_1d_coll
PDEs, spatial interpolation with nag_pde_parab_1d_coll (d03pdc) or
nag_pde_parab_1d_coll_ode (d03pjc)

d03pzc 7 nag_pde_interp_1d_fd
PDEs, spatial interpolation with nag_pde_parab_1d_fd (d03pcc), nag_p
de_parab_1d_keller (d03pec), nag_pde_parab_1d_cd (d03pfc), nag_pde_
parab_1d_fd_ode (d03phc), nag_pde_parab_1d_keller_ode (d03pkc),
nag_pde_parab_1d_cd_ode (d03plc), nag_pde_parab_1d_fd_ode_remesh
(d03ppc), nag_pde_parab_1d_keller_ode_remesh (d03prc) or nag_pde_par
ab_1d_cd_ode_remesh (d03psc)
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1 Scope of the Chapter

This chapter is concerned with the numerical solution of partial differential equations. Currently only
solvers for parabolic and hyperbolic equations are included.

2 Background to the Problems

The definition of a partial differential equation problem includes not only the equation itself but also the
domain of interest and appropriate subsidiary conditions. Indeed, partial differential equations are
usually classified as elliptic, hyperbolic or parabolic according to the form of the equation and the form
of the subsidiary conditions which must be assigned to produce a well-posed problem. The functions in
this chapter will often call upon functions from other chapters, such as Chapter f04 (Simultaneous
Linear Equations) and Chapter d02 (Ordinary Differential Equations). Other chapters also contain
relevant functions, in particular Chapter d06 (Mesh Generation) and Chapter f11 (Large Scale Linear
Systems).

The classification of partial differential equations is easily described in the case of linear equations of
the second order in two independent variables, i.e., equations of the form

auxx þ 2buxy þ cuyy þ dux þ euy þ fuþ g ¼ 0; ð1Þ

where a, b, c, d, e, f and g are functions of x and y only. Equation (1) is called elliptic, hyperbolic or
parabolic according to whether ac� b2 is positive, negative or zero, respectively. Useful definitions of
the concepts of elliptic, hyperbolic and parabolic character can also be given for differential equations
in more than two independent variables, for systems and for nonlinear differential equations.

For elliptic equations, of which Laplace's equation

uxx þ uyy ¼ 0 ð2Þ

is the simplest example of second order, the subsidiary conditions take the form of boundary
conditions, i.e., conditions which provide information about the solution at all points of a closed
boundary. For example, if equation (2) holds in a plane domain D bounded by a contour C, a solution u
may be sought subject to the condition

u ¼ f on C; ð3Þ

where f is a given function. The condition (3) is known as a Dirichlet boundary condition. Equally
common is the Neumann boundary condition

u0 ¼ g on C; ð4Þ

which is one form of a more general condition

u0 þ fu ¼ g on C; ð5Þ

where u0 denotes the derivative of u normal to the contour C, and f and g are given functions. Provided
that f and g satisfy certain restrictions, condition (5) yields a well-posed boundary value problem for
Laplace's equation. In the case of the Neumann problem, one further piece of information, e.g., the
value of u at a particular point, is necessary for uniqueness of the solution. Boundary conditions similar
to the above are applicable to more general second-order elliptic equations, whilst two such conditions
are required for equations of fourth order.

For hyperbolic equations, the wave equation

utt � uxx ¼ 0 ð6Þ

is the simplest example of second order. It is equivalent to a first-order system

ut � vx ¼ 0; vt � ux ¼ 0: ð7Þ

The subsidiary conditions may take the form of initial conditions, i.e., conditions which provide
information about the solution at points on a suitable open boundary. For example, if equation (6) is
satisfied for t > 0, a solution u may be sought such that

u x; 0ð Þ ¼ f xð Þ; ut x; 0ð Þ ¼ g xð Þ; ð8Þ
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where f and g are given functions. This is an example of an initial value problem, sometimes known
as Cauchy's problem.

For parabolic equations, of which the heat conduction equation

ut � uxx ¼ 0 ð9Þ

is the simplest example, the subsidiary conditions always include some of initial type and may also
include some of boundary type. For example, if equation (9) is satisfied for t > 0 and 0 < x < 1, a
solution u may be sought such that

u x; 0ð Þ ¼ f xð Þ; 0 < x < 1; ð10Þ

and

u 0; tð Þ ¼ 0; u 1; tð Þ ¼ 1; t > 0: ð11Þ

This is an example of a mixed initial/boundary value problem.

For all types of partial differential equations, finite difference methods (see Mitchell and Griffiths
(1980)) and finite element methods (see Wait and Mitchell (1985)) are the most common means of
solution and such methods obviously feature prominently in this chapter. Some of the utility functions
in this chapter are concerned with the solution of the large sparse systems of equations which arise from
finite difference and finite element methods. Further functions for this purpose are provided in Chapter
f11.

Alternative methods of solution are often suitable for special classes of problems. For example, the
method of characteristics is the most common for hyperbolic equations involving time and one space
dimension (see Smith (1985)). The method of lines (see Mikhlin and Smolitsky (1967)) may be used to
reduce a parabolic equation to a (stiff) system of ordinary differential equations, which may be solved
by means of functions from Chapter d02 (Ordinary Differential Equations). Similarly, integral equation
or boundary element methods (see Jaswon and Symm (1977)) are frequently used for elliptic equations.
Typically, in the latter case, the solution of a boundary value problem is represented in terms of certain
boundary functions by an integral expression which satisfies the differential equation throughout the
relevant domain. The boundary functions are obtained by applying the given boundary conditions to
this representation. Implementation of this method necessitates discretization of only the boundary of
the domain, the dimensionality of the problem thus being effectively reduced by one. The boundary
conditions yield a full system of simultaneous equations, as opposed to the sparse systems yielded by
finite difference and finite element methods, but the full system is usually of much lower order. Solution
of this system yields the boundary functions, from which the solution of the problem may be obtained,
by quadrature, as and where required.

3 Recommendations on Choice and Use of Available Functions

3.1 Hyperbolic Equations

See Section 3.5.

3.2 Parabolic Equations

There are five functions available for solving general parabolic equations in one space dimension:

nag_pde_parab_1d_fd (d03pcc),

nag_pde_parab_1d_coll (d03pdc),

nag_pde_parab_1d_fd_ode (d03phc),

nag_pde_parab_1d_coll_ode (d03pjc),

nag_pde_parab_1d_fd_ode_remesh (d03ppc).

Equations may include nonlinear terms but the true derivative ut should occur linearly and equations
should usually contain a second-order space derivative uxx. There are certain restrictions on the
coefficients to try to ensure that the problems posed can be solved by the above functions.
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The method of solution is to discretize the space derivatives using finite differences or collocation, and
to solve the resulting system of ordinary differential equations using a ‘stiff’ solver.

nag_pde_parab_1d_fd (d03pcc) and nag_pde_parab_1d_coll (d03pdc) can solve a system of parabolic
equations of the formXn

j¼1
Pij x; t; U; Uxð Þ@Uj

@t
þQi x; t; U; Uxð Þ ¼ x�m @

@x
xmRi x; t; U; Uxð Þð Þ;

where i ¼ 1; 2; . . . ; n, a � x � b, t 	 t0.
The parameter m allows the function to handle different coordinate systems easily (Cartesian,
cylindrical polars and spherical polars). nag_pde_parab_1d_fd (d03pcc) uses a finite differences spatial
discretization and nag_pde_parab_1d_coll (d03pdc) uses a collocation spatial discretization.

nag_pde_parab_1d_fd_ode (d03phc) and nag_pde_parab_1d_coll_ode (d03pjc) are similar to
nag_pde_parab_1d_fd (d03pcc) and nag_pde_parab_1d_coll (d03pdc) respectively, except that they
provide scope for coupled differential-algebraic systems. This extended functionality allows for the
solution of more complex and more general problems, e.g., periodic boundary conditions and integro-
differential equations.

nag_pde_parab_1d_fd_ode_remesh (d03ppc) is similar to nag_pde_parab_1d_fd_ode (d03phc) but
allows remeshing to take place in the spatial direction. This facility can be very useful when the nature
of the solution in the spatial direction varies considerably over time.

3.3 Black–Scholes Equations

nag_pde_bs_1d (d03ncc) solves the Black–Scholes equation

@f

@t
þ r� qð ÞS@f

@S
þ �

2S2

2

@2f

@S2
¼ rf

Smin < S < Smax ; tmin < t < tmax ;

for the value f of a European or American, put or call stock option. The parameters r, q and � may
each be either constant or time-dependent. The values of the Greeks are also returned.

In certain cases an analytic solution of the Black–Scholes equation is available. In these cases the
solution may be computed by nag_pde_bs_1d_analytic (d03ndc). More generally, Chapter s contains a
set of option pricing functions that evaluate the closed form solutions or approximations to the
equations that define mathematical models for the prices of selected financial option contracts, including
the Black–Scholes equation (nag_bsm_price (s30aac)).

3.4 First-order Systems in One Space Dimension

There are three functions available for solving systems of first-order partial differential equations:

nag_pde_parab_1d_keller (d03pec),

nag_pde_parab_1d_keller_ode (d03pkc),

nag_pde_parab_1d_keller_ode_remesh (d03prc).

Equations may include nonlinear terms but the time derivative should occur linearly. There are certain
restrictions on the coefficients to ensure that the problems posed can be solved by the above functions.

The method of solution is to discretize the space derivatives using the Keller box scheme and to solve
the resulting system of ordinary differential equations using a ‘stiff’ solver.

nag_pde_parab_1d_keller (d03pec) is designed to solve a system of the formXn
j¼1

Pij x; t; U; Uxð Þ@Uj
@t
þQi x; t; U; Uxð Þ ¼ 0;

where i ¼ 1; 2; . . . ; n, a � x � b, t 	 t0.
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nag_pde_parab_1d_keller_ode (d03pkc) is similar to nag_pde_parab_1d_keller (d03pec) except that it
provides scope for coupled differential algebraic systems. This extended functionality allows for the
solution of more complex problems.

nag_pde_parab_1d_keller_ode_remesh (d03prc) is similar to nag_pde_parab_1d_keller_ode (d03pkc)
but allows remeshing to take place in the spatial direction. This facility can be very useful when the
nature of the solution in the spatial direction varies considerably over time.

nag_pde_parab_1d_keller (d03pec), nag_pde_parab_1d_keller_ode (d03pkc) or nag_pde_parab_1d_kel
ler_ode_remesh (d03prc) may also be used to solve systems of higher or mixed order partial differential
equations which have been reduced to first-order. Note that in general these functions are unsuitable for
hyperbolic first-order equations, for which an appropriate upwind discretization scheme should be used
(see Section 3.5 for example).

3.5 Convection-diffusion Systems

There are three functions available for solving systems of convection-diffusion equations with optional
source terms:

nag_pde_parab_1d_cd (d03pfc),

nag_pde_parab_1d_cd_ode (d03plc),

nag_pde_parab_1d_cd_ode_remesh (d03psc).

Equations may include nonlinear terms but the time derivative should occur linearly. There are certain
restrictions on the coefficients to ensure that the problems posed can be solved by the above functions,
in particular the system must be posed in conservative form (see below). The functions may also be
used to solve hyperbolic convection-only systems.

Convection terms are discretized using an upwind scheme involving a numerical flux function based on
the solution of a Riemann problem at each mesh point (see LeVeque (1990)); and diffusion and source
terms are discretized using central differences. The resulting system of ordinary differential equations is
solved using a ‘stiff’ solver. In the case of Euler equations for a perfect gas various approximate and
exact Riemann solvers are provided in nag_pde_parab_1d_euler_roe (d03puc), nag_pde_parab_1d_eu
ler_osher (d03pvc), nag_pde_parab_1d_euler_hll (d03pwc) and nag_pde_parab_1d_euler_exact
(d03pxc). These functions may be used in conjunction with nag_pde_parab_1d_cd (d03pfc),
nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_parab_1d_cd_ode_remesh (d03psc).

nag_pde_parab_1d_cd (d03pfc) is designed to solve systems of the form

Xn
j¼1

Pij x; t; Uð Þ@Uj
@t
þ @

@x
Fi x; t; Uð Þ ¼ Ci x; t; Uð Þ @

@x
Di x; t; U; Uxð Þ þ Si x; t; Uð Þ;

or hyperbolic convection-only systems of the formXn
j¼1

Pij x; t; Uð Þ@Uj
@t
þ @Fi x; t; Uð Þ

@x
¼ 0;

where i ¼ 1; 2; . . . ; n, a � x � b, t 	 t0.
nag_pde_parab_1d_cd_ode (d03plc) is similar to nag_pde_parab_1d_cd (d03pfc) except that it provides
scope for coupled differential algebraic systems. This extended functionality allows for the solution of
more complex problems.

nag_pde_parab_1d_cd_ode_remesh (d03psc) is similar to nag_pde_parab_1d_cd_ode (d03plc) but
allows remeshing to take place in the spatial direction. This facility can be very useful when the nature
of the solution in the spatial direction varies considerably over time.

3.6 Automatic Mesh Generation

A range of mesh generation functions are available in Chapter d06.
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3.7 Utility Functions

Functions are available in the Linear Algebra Chapters for the direct and iterative solution of linear
equations. Here we point to some of the functions that may be of use in solving the linear systems that
arise from finite difference or finite element approximations to partial differential equation solutions.
Chapters f01, f04, f07, f08 and f11 should be consulted for further information and for the appropriate
function documents. Decision trees for the solution of linear systems are given in Section 4 in the f04
Chapter Introduction.

The following functions allow the direct solution of symmetric positive definite systems:

Band nag_dpbtrf (f07hdc) and nag_dpbtrs (f07hec)

Variable band (skyline) nag_real_cholesky_skyline (f01mcc) and nag_real_cholesky_skyline_solve
(f04mcc)

and the following functions allow the iterative solution of symmetric positive definite and symmetric-
indefinite systems:

Sparse nag_sparse_sym_chol_fac (f11jac), nag_sparse_sym_chol_sol (f11jcc) and
nag_sparse_sym_sol (f11jec).

The latter two functions above are black box functions which include Incomplete Cholesky, SSOR or
Jacobi preconditioning.

The following functions allow the direct solution of nonsymmetric systems:

Band nag_dgbtrf (f07bdc) and nag_dgbtrs (f07bec)

and the following functions allow the iterative solution of nonsymmetric systems:

Sparse nag_sparse_nsym_fac (f11dac), nag_sparse_nsym_fac_sol (f11dcc) and
nag_sparse_nsym_sol (f11dec).

The latter two functions above are black box functions which include incomplete LU , SSOR and Jacobi
preconditioning.

The functions nag_pde_interp_1d_coll (d03pyc) and nag_pde_interp_1d_fd (d03pzc) use linear
interpolation to compute the solution to a parabolic problem and its first derivative at the user-
specified points. nag_pde_interp_1d_fd (d03pzc) may be used in conjunction with nag_pde_par
ab_1d_fd (d03pcc), nag_pde_parab_1d_keller (d03pec), nag_pde_parab_1d_fd_ode (d03phc), nag_pde_
parab_1d_keller_ode (d03pkc), nag_pde_parab_1d_fd_ode_remesh (d03ppc) and nag_pde_parab_1d_
keller_ode_remesh (d03prc). nag_pde_interp_1d_coll (d03pyc) may be used in conjunction with
nag_pde_parab_1d_coll (d03pdc) and nag_pde_parab_1d_coll_ode (d03pjc).
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4 Decision Trees

Tree 1

Does PDE have a
time derivative? yes

Does PDE have
second derivatives? yes

see Tree 3 Parabolic
branch

no

Is PDE hyperbolic?
yes

see Tree 2
Hyperbolic branch

no

1 space dimension?
yes

Does PDE have
coupled ODEs? yes

Is a remeshing
process required? yes

d03prc

no

d03pkc

no

d03pec

no

N/A

no

No elliptic solvers
currently available.

Tree 2: Hyperbolic branch

1 space dimension?
yes

Does PDE have coupled
ODEs? yes

Is a remeshing process
required? yes

d03psc

no

d03plc

no

d03pfc

no

N/A

Tree 3: Parabolic branch

1 space dimension?
yes

Is PDE the Black–
Scholes equations? yes

d03ncc or d03ndc

no

Is PDE in
conservative form? yes

Does PDE have
coupled ODEs? yes

Is a remeshing
process required? yes

d03psc

no

d03plc

no

d03pfc

no

see Tree 4 Branch for
parabolic PDE in
non-conservative

form

no

N/A
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Tree 4: Branch for parabolic PDE in non-conservative form

Do you want to use finite
differences? yes

Does PDE have coupled
ODEs? yes

Is a remeshing process
required? yes

d03ppc

no

d03phc

no

d03pcc

no

Do you want to use
Chebyshev collocation? yes

Does PDE have coupled
ODEs? yes

d03pjc

no

d03pdc

no

N/A

5 Functionality Index

Black–Scholes equation,
analytic ........................................................................................... nag_pde_bs_1d_analytic (d03ndc)
finite difference ............................................................................................ nag_pde_bs_1d (d03ncc)

Convection-diffusion system(s),
nonlinear,

one space dimension,
using upwind difference scheme based on Riemann solvers

..... nag_pde_parab_1d_cd (d03pfc)
using upwind difference scheme based on Riemann solvers,

with coupled differential algebraic system ................ nag_pde_parab_1d_cd_ode (d03plc)
with remeshing .............................................. nag_pde_parab_1d_cd_ode_remesh (d03psc)

First-order system(s),
nonlinear,

one space dimension,
using Keller box scheme ................................................... nag_pde_parab_1d_keller (d03pec)
using Keller box scheme,

with coupled differential algebraic system .......... nag_pde_parab_1d_keller_ode (d03pkc)
with remeshing ......................................... nag_pde_parab_1d_keller_ode_remesh (d03prc)

PDEs, general system, one space variable, method of lines,
parabolic,

collocation spatial discretization,
coupled DAEs, comprehensive ..................................... nag_pde_parab_1d_coll_ode (d03pjc)
easy-to-use ............................................................................ nag_pde_parab_1d_coll (d03pdc)

finite differences spatial discretization,
coupled DAEs, comprehensive ....................................... nag_pde_parab_1d_fd_ode (d03phc)
coupled DAEs, remeshing, comprehensive ....... nag_pde_parab_1d_fd_ode_remesh (d03ppc)
easy-to-use ............................................................................... nag_pde_parab_1d_fd (d03pcc)

Utility function,
average values for nag_pde_bs_1d_analytic (d03ndc) .................... nag_pde_bs_1d_means (d03nec)
exact Riemann solver for Euler equations ........................ nag_pde_parab_1d_euler_exact (d03pxc)
HLL Riemann solver for Euler equations ............................ nag_pde_parab_1d_euler_hll (d03pwc)
interpolation function for collocation scheme ............................... nag_pde_interp_1d_coll (d03pyc)
interpolation function for finite difference,

Keller box and upwind scheme ................................................... nag_pde_interp_1d_fd (d03pzc)
Osher's Riemann solver for Euler equations ..................... nag_pde_parab_1d_euler_osher (d03pvc)
Roe's Riemann solver for Euler equations ........................... nag_pde_parab_1d_euler_roe (d03puc)
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6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_pde_bs_1d (d03ncc)

1 Purpose

nag_pde_bs_1d (d03ncc) solves the Black–Scholes equation for financial option pricing using a finite
difference scheme.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_bs_1d (Nag_OptionType kopt, double x, Nag_MeshType mesh,
Integer ns, double s[], Integer nt, double t[],
const Nag_Boolean tdpar[], const double r[], const double q[],
const double sigma[], double alpha, Integer ntkeep, double f[],
double theta[], double delta[], double gamma[], double lambda[],
double rho[], NagError *fail)

3 Description

nag_pde_bs_1d (d03ncc) solves the Black–Scholes equation (see Hull (1989) and Wilmott et al.
(1995))

@f

@t
þ r� qð ÞS@f

@S
þ �

2S2

2

@2f

@S2
¼ rf ð1Þ

Smin < S < Smax ; tmin < t < tmax ; ð2Þ

for the value f of a European or American, put or call stock option, with exercise price X. In equation
(1) t is time, S is the stock price, r is the risk free interest rate, q is the continuous dividend, and � is
the stock volatility. According to the values in the array tdpar, the arguments r, q and � may each be
either constant or functions of time. The function also returns values of various Greeks.

nag_pde_bs_1d (d03ncc) uses a finite difference method with a choice of time-stepping schemes. The
method is explicit for alpha ¼ 0:0 and implicit for nonzero values of alpha. Second order time
accuracy can be obtained by setting alpha ¼ 0:5. According to the value of the argument mesh the
finite difference mesh may be either uniform, or user-defined in both S and t directions.

4 References

Hull J (1989) Options, Futures and Other Derivative Securities Prentice–Hall

Wilmott P, Howison S and Dewynne J (1995) The Mathematics of Financial Derivatives Cambridge
University Press

5 Arguments

1: kopt – Nag_OptionType Input

On entry: specifies the kind of option to be valued.

kopt ¼ Nag EuropeanCall
A European call option.

kopt ¼ Nag AmericanCall
An American call option.

d03 – Partial Differential Equations d03ncc

Mark 26 d03ncc.1



kopt ¼ Nag EuropeanPut
A European put option.

kopt ¼ Nag AmericanPut
An American put option.

C o n s t r a i n t : kopt ¼ Nag EuropeanCall, Nag AmericanCall, Nag EuropeanPut o r
Nag AmericanPut.

2: x – double Input

On entry: the exercise price X.

3: mesh – Nag_MeshType Input

On entry: indicates the type of finite difference mesh to be used:

mesh ¼ Nag UniformMesh
Uniform mesh.

mesh ¼ Nag CustomMesh
Custom mesh supplied by you.

Constraint: mesh ¼ Nag UniformMesh or Nag CustomMesh.

4: ns – Integer Input

On entry: the number of stock prices to be used in the finite difference mesh.

Constraint: ns 	 2.

5: s½ns� – double Input/Output

On entry: if mesh ¼ Nag CustomMesh, s½i � 1� must contain the ith stock price in the mesh, for
i ¼ 1; 2; . . . ;ns. These values should be in increasing order, with s½0� ¼ Smin and
s½ns� 1� ¼ Smax .

If mesh ¼ Nag UniformMesh, s½0� must be set to Smin and s½ns� 1� to Smax , but
s½1�; s½2�; . . . ; s½ns� 2� need not be initialized, as they will be set internally by the function in
order to define a uniform mesh.

On exit: if mesh ¼ Nag UniformMesh, the elements of s define a uniform mesh over Smin ; Smax½ �.
If mesh ¼ Nag CustomMesh, the elements of s are unchanged.

Constraints:

if mesh ¼ Nag CustomMesh, s½0� 	 0:0 and s½i � 1� < s½i�, for i ¼ 1; 2; . . . ;ns� 1;
if mesh ¼ Nag UniformMesh, 0:0 � s½0� < s½ns� 1�.

6: nt – Integer Input

On entry: the number of time-steps to be used in the finite difference method.

Constraint: nt 	 2.

7: t½nt� – double Input/Output

On entry: if mesh ¼ Nag CustomMesh then t½j � 1� must contain the jth time in the mesh, for
j ¼ 1; 2; . . . ; nt. These values should be in increasing order, with t½0� ¼ tmin and t½nt� 1� ¼ tmax .

If mesh ¼ Nag UniformMesh then t½0� must be set to tmin and t½nt� 1� to tmax , but
t½1�; t½2�; . . . ; t½nt� 2� need not be initialized, as they will be set internally by the function in
order to define a uniform mesh.

On exit: if mesh ¼ Nag UniformMesh, the elements of t define a uniform mesh over tmin ; tmax½ �.
If mesh ¼ Nag CustomMesh, the elements of t are unchanged.
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Constraints:

if mesh ¼ Nag CustomMesh, t½0� 	 0:0 and t½j � 1� < t½j�, for j ¼ 1; 2; . . . ; nt� 1;
if mesh ¼ Nag UniformMesh, 0:0 � t½0� < t½nt� 1�.

8: tdpar½3� – const Nag_Boolean Input

On entry: specifies whether or not various arguments are time-dependent. More precisely, r is
time-dependent if tdpar½0� ¼ Nag TRUE and constant otherwise. Similarly, tdpar½1� specifies
whether q is time-dependent and tdpar½2� specifies whether � is time-dependent.

9: r½dim� – const double Input

Note: the dimension, dim, of the array r must be at least

nt when tdpar½0� ¼ Nag TRUE;
1 otherwise.

On entry: if tdpar½0� ¼ Nag TRUE then r½j � 1� must contain the value of the risk-free interest
rate r tð Þ at the jth time in the mesh, for j ¼ 1; 2; . . . ; nt.

If tdpar½0� ¼ Nag FALSE then r½0� must contain the constant value of the risk-free interest rate
r. The remaining elements need not be set.

10: q½dim� – const double Input

Note: the dimension, dim, of the array q must be at least

nt when tdpar½1� ¼ Nag TRUE;
1 otherwise.

On entry: if tdpar½1� ¼ Nag TRUE then q½j � 1� must contain the value of the continuous
dividend q tð Þ at the jth time in the mesh, for j ¼ 1; 2; . . . ; nt.

If tdpar½1� ¼ Nag FALSE then q½0� must contain the constant value of the continuous dividend q.
The remaining elements need not be set.

11: sigma½dim� – const double Input

Note: the dimension, dim, of the array sigma must be at least

nt when tdpar½2� ¼ Nag TRUE;
1 otherwise.

On entry: if tdpar½2� ¼ Nag TRUE then sigma½j � 1� must contain the value of the volatility � tð Þ
at the jth time in the mesh, for j ¼ 1; 2; . . . ; nt.

If tdpar½2� ¼ Nag FALSE then sigma½0� must contain the constant value of the volatility �. The
remaining elements need not be set.

12: alpha – double Input

On entry: the value of � to be used in the time-stepping scheme. Typical values include:

alpha ¼ 0:0
Explicit forward Euler scheme.

alpha ¼ 0:5
Implicit Crank–Nicolson scheme.

alpha ¼ 1:0
Implicit backward Euler scheme.

The value 0:5 gives second-order accuracy in time. Values greater than 0:5 give unconditional
stability. Since 0:5 is at the limit of unconditional stability this value does not damp oscillations.

Suggested value: alpha ¼ 0:55.

Constraint: 0:0 � alpha � 1:0.
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13: ntkeep – Integer Input

On entry: the number of solutions to be stored in the time direction. The function calculates the
solution backwards from t½nt� 1� to t½0� at all times in the mesh. These time solutions and the
corresponding Greeks will be stored at times t½i � 1�, for i ¼ 1; 2; . . . ; ntkeep, in the arrays f,
theta, delta, gamma, lambda and rho. Other time solutions will be discarded. To store all time
solutions set ntkeep ¼ nt.

Constraint: 1 � ntkeep � nt.

14: f½ns� ntkeep� – double Output

On exit: f½ns� j � 1ð Þ þ i � 1�, for i ¼ 1; 2; . . . ; ns and j ¼ 1; 2; . . . ; ntkeep, contains the value f
of the option at the ith mesh point s½i � 1� at time t½j � 1�.

15: theta½ns� ntkeep� – double Output
16: delta½ns� ntkeep� – double Output
17: gamma½ns� ntkeep� – double Output
18: lambda½ns� ntkeep� – double Output
19: rho½ns� ntkeep� – double Output

On exit: the values of various Greeks at the ith mesh point s½i� 1� at time t½j� 1�, as follows:

theta½ns� j� 1ð Þ þ i� 1� ¼ @f
@t
; delta½ns� j� 1ð Þ þ i� 1� ¼ @f

@S
; gamma½ns� j� 1ð Þ þ i� 1� ¼ @2f

@S2
;

lambda½ns� j� 1ð Þ þ i� 1� ¼ @f
@�
; rho½ns� j� 1ð Þ þ i� 1� ¼ @f

@r
:

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ns ¼ valueh i.
Constraint: ns 	 2.

On entry, nt ¼ valueh i.
Constraint: nt 	 2.

On entry, ntkeep ¼ valueh i.
Constraint: ntkeep 	 1.

NE_INT_2

On entry, ntkeep ¼ valueh i and nt ¼ valueh i.
Constraint: ntkeep � nt.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, s½I � � s½I � 1� in custom mesh: I ¼ valueh i.
On entry, t½J � � t½J � 1� in custom mesh: J ¼ valueh i.

NE_REAL

On entry, alpha ¼ valueh i.
Constraint: alpha � 1:0.

On entry, alpha ¼ valueh i.
Constraint: alpha 	 0:0.

On entry, s½0� < 0:0: s½0� ¼ valueh i.
On entry, t½0� < 0:0: t½0� ¼ valueh i.

NE_REAL_2

On entry, s½ns� 1� ¼ valueh i and s½0� ¼ valueh i.
Constraint: s½ns� 1� > s½0�.
On entry, t½nt� 1� ¼ valueh i and t½0� ¼ valueh i.
Constraint: t½nt� 1� > t½0�.

7 Accuracy

The accuracy of the solution f and the various derivatives returned by the function is dependent on the
values of ns and nt supplied, the distribution of the mesh points, and the value of alpha chosen. For
most choices of alpha the solution has a truncation error which is second-order accurate in S and first
order accurate in t. For alpha ¼ 0:5 the truncation error is also second-order accurate in t.

The simplest approach to improving the accuracy is to increase the values of both ns and nt.

8 Parallelism and Performance

nag_pde_bs_1d (d03ncc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_pde_bs_1d (d03ncc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

9.1 Timing

Each time-step requires the construction and solution of a tridiagonal system of linear equations. To
calculate each of the derivatives lambda and rho requires a repetition of the entire solution process.
The time taken for a call to the function is therefore proportional to ns� nt.

9.2 Algorithmic Details

nag_pde_bs_1d (d03ncc) solves equation (1) using a finite difference method. The solution is computed
backwards in time from tmax to tmin using a � scheme, which is implicit for all nonzero values of �, and
is unconditionally stable for values of � > 0:5. For each time-step a tridiagonal system is constructed
and solved to obtain the solution at the earlier time. For the explicit scheme (� ¼ 0) this tridiagonal
system degenerates to a diagonal matrix and is solved trivially. For American options the solution at
each time-step is inspected to check whether early exercise is beneficial, and amended accordingly.

To compute the arrays lambda and rho, which are derivatives of the stock value f with respect to the
problem arguments � and r respectively, the entire solution process is repeated with perturbed values of
these arguments.

10 Example

This example, taken from Hull (1989), solves the one-dimensional Black–Scholes equation for
valuation of a 5-month American put option on a non-dividend-paying stock with an exercise price of
$50. The risk-free interest rate is 10% per annum, and the stock volatility is 40% per annum.

A fully implicit backward Euler scheme is used, with a mesh of 20 stock price intervals and 10 time
intervals.

10.1 Program Text

/* nag_pde_bs_1d (d03ncc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#define F(I, J) f[ns*((J) -1)+(I) -1]
#define THETA(I, J) theta[ns*((J) -1)+(I) -1]
#define DELTA(I, J) delta[ns*((J) -1)+(I) -1]
#define GAMMA(I, J) gamma[ns*((J) -1)+(I) -1]
#define LAMBDA(I, J) lambda[ns*((J) -1)+(I) -1]
#define RHO(I, J) rho[ns*((J) -1)+(I) -1]

int main(void)
{

double alpha, x;
Integer i, igreek, j, ns, nt, ntkeep, exit_status;
double *delta = 0, *f = 0, *gamma = 0, *lambda = 0, q[3], r[3],

*rho = 0, *s = 0;
double sigma[3], *t = 0, *theta = 0, smin, smax, tmin, tmax;
Nag_Boolean gprnt[5] = { Nag_TRUE, Nag_TRUE, Nag_TRUE, Nag_TRUE, Nag_TRUE };
Nag_Boolean tdpar[3];
const char *gname[5] = { "Theta", "Delta", "Gamma", "Lambda", "Rho" };
NagError fail;
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INIT_FAIL(fail);

printf("nag_pde_bs_1d (d03ncc) Example Program Results\n\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
exit_status = 0;

/* Read problem parameters */

#ifdef _WIN32
scanf_s("%lf", &x);

#else
scanf("%lf", &x);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &ns, &nt);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &ns, &nt);
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &smin, &smax);
#else

scanf("%lf%lf", &smin, &smax);
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &tmin, &tmax);
#else

scanf("%lf%lf", &tmin, &tmax);
#endif
#ifdef _WIN32

scanf_s("%lf", &alpha);
#else

scanf("%lf", &alpha);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ntkeep);
#else

scanf("%" NAG_IFMT "", &ntkeep);
#endif

/* Allocate memory */

if (!(s = NAG_ALLOC(ns, double)) ||
!(t = NAG_ALLOC(nt, double)) ||
!(f = NAG_ALLOC(ns * ntkeep, double)) ||
!(theta = NAG_ALLOC(ns * ntkeep, double)) ||
!(delta = NAG_ALLOC(ns * ntkeep, double)) ||
!(gamma = NAG_ALLOC(ns * ntkeep, double)) ||
!(lambda = NAG_ALLOC(ns * ntkeep, double)) ||
!(rho = NAG_ALLOC(ns * ntkeep, double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Set up input parameters for nag_pde_bs_1d (d03ncc) */

s[0] = smin;
s[ns - 1] = smax;
t[0] = tmin;
t[nt - 1] = tmax;
tdpar[0] = Nag_FALSE;
tdpar[1] = Nag_FALSE;
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tdpar[2] = Nag_FALSE;
q[0] = 0.0;
r[0] = 0.10;
sigma[0] = 0.4;

/* Call Black-Scholes solver */

/* nag_pde_bs_1d (d03ncc).
* Finite difference solution of the Black-Scholes equations
*/

nag_pde_bs_1d(Nag_AmericanPut, x, Nag_UniformMesh, ns, s,
nt, t, tdpar, r, q, sigma, alpha, ntkeep, f,
theta, delta, gamma, lambda, rho, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_bs_1d (d03ncc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output option values */

printf("\nOption Values\n");
printf("-------------\n");
printf("%14s | %s\n", "Stock Price", "Time to Maturity (months)");
printf("%14s | ", "");
for (i = 0; i < ntkeep; i++)

printf(" %13.4e", 12.0 * (t[nt - 1] - t[i]));
printf("\n");
for (i = 0; i < 74; i++)

printf("-");
printf("\n");
for (i = 1; i <= ns; i++) {

printf(" %13.4e | ", s[i - 1]);
for (j = 1; j <= ntkeep; j++)

printf(" %13.4e", F(i, j));
printf("\n");

}

for (igreek = 0; igreek < 5; igreek++) {
if (!gprnt[igreek])

continue;

printf("\n%s\n", gname[igreek]);
for (i = 0; i < (Integer) strlen(gname[igreek]); i++)

printf("-");
printf("\n%14s | %s\n", "Stock Price", "Time to Maturity (months)");
printf("%14s | ", "");
for (i = 0; i < ntkeep; i++)

printf(" %13.4e", 12.0 * (t[nt - 1] - t[i]));
printf("\n");
for (i = 0; i < 74; i++)

printf("-");
printf("\n");

for (i = 1; i <= ns; i++) {
printf(" %13.4e | ", s[i - 1]);
switch (igreek) {
case 0:

for (j = 1; j <= ntkeep; j++)
printf(" %13.4e", THETA(i, j));

break;
case 1:

for (j = 1; j <= ntkeep; j++)
printf(" %13.4e", DELTA(i, j));

break;
case 2:

for (j = 1; j <= ntkeep; j++)
printf(" %13.4e", GAMMA(i, j));

break;
case 3:
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for (j = 1; j <= ntkeep; j++)
printf(" %13.4e", LAMBDA(i, j));

break;
case 4:

for (j = 1; j <= ntkeep; j++)
printf(" %13.4e", RHO(i, j));

break;
default:

break;
}
printf("\n");

}
}

END:
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(f);
NAG_FREE(theta);
NAG_FREE(delta);
NAG_FREE(gamma);
NAG_FREE(lambda);
NAG_FREE(rho);

return exit_status;
}

10.2 Program Data

nag_pde_bs_1d (d03ncc) Example Program Data
50.
21 11
0.0 100.
0.0 0.4166667
1.0
4

10.3 Program Results

nag_pde_bs_1d (d03ncc) Example Program Results

Option Values
-------------

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 5.0000e+01 5.0000e+01 5.0000e+01 5.0000e+01
5.0000e+00 | 4.5000e+01 4.5000e+01 4.5000e+01 4.5000e+01
1.0000e+01 | 4.0000e+01 4.0000e+01 4.0000e+01 4.0000e+01
1.5000e+01 | 3.5000e+01 3.5000e+01 3.5000e+01 3.5000e+01
2.0000e+01 | 3.0000e+01 3.0000e+01 3.0000e+01 3.0000e+01
2.5000e+01 | 2.5000e+01 2.5000e+01 2.5000e+01 2.5000e+01
3.0000e+01 | 2.0000e+01 2.0000e+01 2.0000e+01 2.0000e+01
3.5000e+01 | 1.5000e+01 1.5000e+01 1.5000e+01 1.5000e+01
4.0000e+01 | 1.0154e+01 1.0096e+01 1.0046e+01 1.0012e+01
4.5000e+01 | 6.5848e+00 6.4424e+00 6.2916e+00 6.1306e+00
5.0000e+01 | 4.0672e+00 3.8785e+00 3.6729e+00 3.4463e+00
5.5000e+01 | 2.4264e+00 2.2423e+00 2.0454e+00 1.8336e+00
6.0000e+01 | 1.4174e+00 1.2662e+00 1.1096e+00 9.4813e-01
6.5000e+01 | 8.1951e-01 7.0724e-01 5.9532e-01 4.8515e-01
7.0000e+01 | 4.7241e-01 3.9411e-01 3.1904e-01 2.4845e-01
7.5000e+01 | 2.7257e-01 2.2016e-01 1.7174e-01 1.2815e-01
8.0000e+01 | 1.5725e-01 1.2328e-01 9.2935e-02 6.6682e-02
8.5000e+01 | 8.9662e-02 6.8478e-02 5.0100e-02 3.4731e-02
9.0000e+01 | 4.8449e-02 3.6251e-02 2.5901e-02 1.7469e-02
9.5000e+01 | 2.1100e-02 1.5584e-02 1.0968e-02 7.2680e-03
1.0000e+02 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00

Theta
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-----
Stock Price | Time to Maturity (months)

| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00
--------------------------------------------------------------------------

0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
4.0000e+01 | -1.4043e+00 -1.1857e+00 -8.3285e-01 -2.8064e-01
4.5000e+01 | -3.4185e+00 -3.6183e+00 -3.8646e+00 -4.1880e+00
5.0000e+01 | -4.5285e+00 -4.9339e+00 -5.4387e+00 -6.0796e+00
5.5000e+01 | -4.4165e+00 -4.7277e+00 -5.0821e+00 -5.4821e+00
6.0000e+01 | -3.6294e+00 -3.7585e+00 -3.8748e+00 -3.9632e+00
6.5000e+01 | -2.6946e+00 -2.6860e+00 -2.6441e+00 -2.5561e+00
7.0000e+01 | -1.8790e+00 -1.8018e+00 -1.6941e+00 -1.5505e+00
7.5000e+01 | -1.2578e+00 -1.1621e+00 -1.0461e+00 -9.0969e-01
8.0000e+01 | -8.1539e-01 -7.2821e-01 -6.3006e-01 -5.2314e-01
8.5000e+01 | -5.0841e-01 -4.4106e-01 -3.6887e-01 -2.9433e-01
9.0000e+01 | -2.9276e-01 -2.4840e-01 -2.0237e-01 -1.5656e-01
9.5000e+01 | -1.3237e-01 -1.1079e-01 -8.8802e-02 -6.7378e-02
1.0000e+02 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00

Delta
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
5.0000e+00 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
1.0000e+01 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
1.5000e+01 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
2.0000e+01 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
2.5000e+01 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
3.0000e+01 | -1.0000e+00 -1.0000e+00 -1.0000e+00 -1.0000e+00
3.5000e+01 | -9.8457e-01 -9.9042e-01 -9.9536e-01 -9.9883e-01
4.0000e+01 | -8.4152e-01 -8.5576e-01 -8.7084e-01 -8.8694e-01
4.5000e+01 | -6.0871e-01 -6.2173e-01 -6.3735e-01 -6.5654e-01
5.0000e+01 | -4.1584e-01 -4.2000e-01 -4.2463e-01 -4.2970e-01
5.5000e+01 | -2.6498e-01 -2.6123e-01 -2.5633e-01 -2.4982e-01
6.0000e+01 | -1.6069e-01 -1.5351e-01 -1.4500e-01 -1.3485e-01
6.5000e+01 | -9.4501e-02 -8.7208e-02 -7.9055e-02 -6.9969e-02
7.0000e+01 | -5.4694e-02 -4.8708e-02 -4.2358e-02 -3.5699e-02
7.5000e+01 | -3.1515e-02 -2.7084e-02 -2.2610e-02 -1.8177e-02
8.0000e+01 | -1.8291e-02 -1.5168e-02 -1.2164e-02 -9.3423e-03
8.5000e+01 | -1.0880e-02 -8.7026e-03 -6.7034e-03 -4.9214e-03
9.0000e+01 | -6.8562e-03 -5.2894e-03 -3.9132e-03 -2.7463e-03
9.5000e+01 | -4.8449e-03 -3.6251e-03 -2.5901e-03 -1.7469e-03
1.0000e+02 | -4.2199e-03 -3.1168e-03 -2.1936e-03 -1.4536e-03

Gamma
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.5000e+01 | 6.1726e-03 3.8321e-03 1.8558e-03 4.6773e-04
4.0000e+01 | 5.1047e-02 5.0031e-02 4.7953e-02 4.4288e-02
4.5000e+01 | 4.2075e-02 4.3582e-02 4.5444e-02 4.7873e-02
5.0000e+01 | 3.5072e-02 3.7109e-02 3.9646e-02 4.2863e-02
5.5000e+01 | 2.5275e-02 2.6400e-02 2.7671e-02 2.9089e-02
6.0000e+01 | 1.6442e-02 1.6688e-02 1.6860e-02 1.6900e-02

d03ncc NAG Library Manual

d03ncc.10 Mark 26



6.5000e+01 | 1.0032e-02 9.8331e-03 9.5193e-03 9.0515e-03
7.0000e+01 | 5.8907e-03 5.5669e-03 5.1595e-03 4.6562e-03
7.5000e+01 | 3.3809e-03 3.0827e-03 2.7396e-03 2.3529e-03
8.0000e+01 | 1.9091e-03 1.6834e-03 1.4388e-03 1.1808e-03
8.5000e+01 | 1.0551e-03 9.0291e-04 7.4543e-04 5.8760e-04
9.0000e+01 | 5.5449e-04 4.6239e-04 3.7065e-04 2.8244e-04
9.5000e+01 | 2.5001e-04 2.0330e-04 1.5859e-04 1.1731e-04
1.0000e+02 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00

Lambda
------

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
4.0000e+01 | 6.3243e+00 5.1893e+00 3.8089e+00 2.1118e+00
4.5000e+01 | 1.0721e+01 9.9718e+00 9.2140e+00 8.4953e+00
5.0000e+01 | 1.2381e+01 1.1807e+01 1.1228e+01 1.0636e+01
5.5000e+01 | 1.1483e+01 1.0837e+01 1.0142e+01 9.3795e+00
6.0000e+01 | 9.3227e+00 8.5840e+00 7.7870e+00 6.9211e+00
6.5000e+01 | 6.9621e+00 6.2206e+00 5.4412e+00 4.6264e+00
7.0000e+01 | 4.9268e+00 4.2651e+00 3.5937e+00 2.9227e+00
7.5000e+01 | 3.3602e+00 2.8204e+00 2.2920e+00 1.7866e+00
8.0000e+01 | 2.2221e+00 1.8126e+00 1.4248e+00 1.0683e+00
8.5000e+01 | 1.4122e+00 1.1240e+00 8.5856e-01 6.2248e-01
9.0000e+01 | 8.2686e-01 6.4587e-01 4.8252e-01 3.4083e-01
9.5000e+01 | 3.7891e-01 2.9252e-01 2.1553e-01 1.4976e-01
1.0000e+02 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00

Rho
---

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
1.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
2.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.0000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
3.5000e+01 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
4.0000e+01 | -7.1918e+00 -6.0114e+00 -4.5204e+00 -2.5855e+00
4.5000e+01 | -8.4541e+00 -7.6378e+00 -6.8479e+00 -6.1657e+00
5.0000e+01 | -7.5988e+00 -6.9323e+00 -6.2879e+00 -5.6707e+00
5.5000e+01 | -5.8905e+00 -5.2837e+00 -4.6809e+00 -4.0772e+00
6.0000e+01 | -4.1854e+00 -3.6547e+00 -3.1306e+00 -2.6135e+00
6.5000e+01 | -2.8221e+00 -2.3904e+00 -1.9743e+00 -1.5775e+00
7.0000e+01 | -1.8437e+00 -1.5137e+00 -1.2055e+00 -9.2283e-01
7.5000e+01 | -1.1812e+00 -9.4071e-01 -7.2326e-01 -5.3162e-01
8.0000e+01 | -7.4513e-01 -5.7680e-01 -4.2921e-01 -3.0383e-01
8.5000e+01 | -4.5907e-01 -3.4659e-01 -2.5060e-01 -1.7161e-01
9.0000e+01 | -2.6550e-01 -1.9656e-01 -1.3892e-01 -9.2652e-02
9.5000e+01 | -1.2280e-01 -8.9807e-02 -6.2569e-02 -4.1033e-02
1.0000e+02 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
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NAG Library Function Document

nag_pde_bs_1d_analytic (d03ndc)

1 Purpose

nag_pde_bs_1d_analytic (d03ndc) computes an analytic solution to the Black–Scholes equation for a
certain set of option types.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_bs_1d_analytic (Nag_OptionType kopt, double x, double s,
double t, double tmat, const Nag_Boolean tdpar[], const double r[],
const double q[], const double sigma[], double *f, double *theta,
double *delta, double *gamma, double *lambda, double *rho,
NagError *fail)

3 Description

nag_pde_bs_1d_analytic (d03ndc) computes an analytic solution to the Black–Scholes equation (see
Hull (1989) and Wilmott et al. (1995))

@f

@t
þ r� qð ÞS@f

@S
þ �

2S2

2

@2f

@S2
¼ rf ð1Þ

Smin < S < Smax ; tmin < t < tmax ; ð2Þ

for the value f of a European put or call option, or an American call option with zero dividend q. In
equation (1) t is time, S is the stock price, X is the exercise price, r is the risk free interest rate, q is the
continuous dividend, and � is the stock volatility. The parameter r, q and � may be either constant, or
functions of time. In the latter case their average instantaneous values over the remaining life of the
option should be provided to nag_pde_bs_1d_analytic (d03ndc). An auxiliary function nag_pde_bs_1d_
means (d03nec) is available to compute such averages from values at a set of discrete times. Equation
(1) is subject to different boundary conditions depending on the type of option. For a call option the
boundary condition is

f S; t ¼ tmatð Þ ¼ max 0; S �Xð Þ

where tmat is the maturity time of the option. For a put option the equation (1) is subject to

f S; t ¼ tmatð Þ ¼ max 0; X � Sð Þ:
nag_pde_bs_1d_analytic (d03ndc) also returns values of the Greeks

� ¼ @f
@t
; � ¼ @f

@x
; � ¼ @

2f

@x2
; � ¼ @f

@�
; � ¼ @f

@r
:

nag_bsm_greeks (s30abc) also computes the European option price given by the Black–Scholes–
Merton formula together with a more comprehensive set of sensitivities (Greeks).

Further details of the analytic solution returned are given in Section 9.1.

4 References

Hull J (1989) Options, Futures and Other Derivative Securities Prentice–Hall

Wilmott P, Howison S and Dewynne J (1995) The Mathematics of Financial Derivatives Cambridge
University Press
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5 Arguments

1: kopt – Nag_OptionType Input

On entry: specifies the kind of option to be valued:

kopt ¼ Nag EuropeanCall
A European call option.

kopt ¼ Nag AmericanCall
An American call option.

kopt ¼ Nag EuropeanPut
A European put option.

Constraints:

kopt ¼ Nag EuropeanCall, Nag AmericanCall or Nag EuropeanPut;
if q 6¼ 0, kopt 6¼ Nag AmericanCall.

2: x – double Input

On entry: the exercise price X.

Constraint: x 	 0:0.

3: s – double Input

On entry: the stock price at which the option value and the Greeks should be evaluated.

Constraint: s 	 0:0.

4: t – double Input

On entry: the time at which the option value and the Greeks should be evaluated.

Constraint: t 	 0:0.

5: tmat – double Input

On entry: the maturity time of the option.

Constraint: tmat 	 t.

6: tdpar½3� – const Nag_Boolean Input

On entry: specifies whether or not various arguments are time-dependent. More precisely, r is
time-dependent if tdpar½0� ¼ Nag TRUE and constant otherwise. Similarly, tdpar½1� specifies
whether q is time-dependent and tdpar½2� specifies whether � is time-dependent.

7: r½dim� – const double Input

Note: the dimension, dim, of the array r must be at least

3 when tdpar½0� ¼ Nag TRUE;
1 otherwise.

On entry: if tdpar½0� ¼ Nag FALSE then r½0� must contain the constant value of r. The
remaining elements need not be set.

If tdpar½0� ¼ Nag TRUE then r½0� must contain the value of r at time t and r½1� must contain its
average instantaneous value over the remaining life of the option:

r̂ ¼
Z tmat

t
r �ð Þ d�:

The auxiliary function nag_pde_bs_1d_means (d03nec) may be used to construct r from a set of
values of r at discrete times.
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8: q½dim� – const double Input

Note: the dimension, dim, of the array q must be at least

3 when tdpar½1� ¼ Nag TRUE;
1 otherwise.

On entry: if tdpar½1� ¼ Nag FALSE then q½0� must contain the constant value of q. The
remaining elements need not be set.

If tdpar½1� ¼ Nag TRUE then q½0� must contain the constant value of q and q½1� must contain its
average instantaneous value over the remaining life of the option:

q̂ ¼
Z tmat

t
q �ð Þ d�:

The auxiliary function nag_pde_bs_1d_means (d03nec) may be used to construct q from a set of
values of q at discrete times.

9: sigma½dim� – const double Input

Note: the dimension, dim, of the array sigma must be at least

3 when tdpar½2� ¼ Nag TRUE;
1 otherwise.

On entry: if tdpar½2� ¼ Nag FALSE then sigma½0� must contain the constant value of �. The
remaining elements need not be set.

If tdpar½2� ¼ Nag TRUE then sigma½0� must contain the value of � at time t, sigma½1� the
average instantaneous value �̂, and sigma½2� the second-order average ��, where:

�̂ ¼
Z tmat

t
� �ð Þ d�;

�� ¼
Z tmat

t
�2 �ð Þ d�

� �1=2

:

The auxiliary function nag_pde_bs_1d_means (d03nec) may be used to compute sigma from a
set of values at discrete times.

Constraints:

if tdpar½2� ¼ Nag FALSE, sigma½0� > 0:0;
if tdpar½2� ¼ Nag TRUE, sigma½i � 1� > 0:0, for i ¼ 1; 2; 3.

10: f – double * Output

On exit: the value f of the option at the stock price s and time t.

11: theta – double * Output
12: delta – double * Output
13: gamma – double * Output
14: lambda – double * Output
15: rho – double * Output

On exit: the values of various Greeks at the stock price s and time t, as follows:

theta ¼ � ¼ @f
@t
; delta ¼ � ¼ @f

@s
; gamma ¼ � ¼ @

2f

@s2
;

lambda ¼ � ¼ @f
@�
; rho ¼ � ¼ @f

@r
:
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16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INCOMPAT_PARAM

On entry, q½0� is not equal to 0:0 with American call option. q½0� ¼ valueh i.
On entry, sigma½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: sigma½I � 1� > 0:0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, s ¼ valueh i.
Constraint: s 	 0:0.

On entry, t ¼ valueh i.
Constraint: t 	 0:0.

On entry, x ¼ valueh i.
Constraint: x 	 0:0.

NE_REAL_2

On entry, tmat ¼ valueh i and t ¼ valueh i.
Constraint: tmat 	 t.

7 Accuracy

Given accurate values of r, q and sigma no further approximations are made in the evaluation of the
Black–Scholes analytic formulae, and the results should therefore be within machine accuracy. The
values of r, q and sigma returned from nag_pde_bs_1d_means (d03nec) are exact for polynomials of
degree up to 3.

8 Parallelism and Performance

nag_pde_bs_1d_analytic (d03ndc) is not threaded in any implementation.

d03ndc NAG Library Manual

d03ndc.4 Mark 26



9 Further Comments

9.1 Algorithmic Details

The Black–Scholes analytic formulae are used to compute the solution. For a European call option
these are as follows:

f ¼ Se�q̂ T�tð ÞN d1ð Þ �Xe�r̂ T�tð ÞN d2ð Þ

where

d1 ¼
log S=Xð Þ þ r̂� q̂ þ ��2=2

� �
T � tð Þ

��
ffiffiffiffiffiffiffiffiffiffiffi
T � t
p ;

d2 ¼
log S=Xð Þ þ r̂� q̂ � ��2=2

� �
T � tð Þ

��
ffiffiffiffiffiffiffiffiffiffiffi
T � t
p ¼ d1 � ��

ffiffiffiffiffiffiffiffiffiffiffi
T � t
p

;

N xð Þ is the cumulative Normal distribution function and N 0 xð Þ is its derivative

N xð Þ ¼ 1ffiffiffiffiffiffi
2	
p

Z x

�1
e��

2=2d�;

N 0 xð Þ ¼ 1ffiffiffiffiffiffi
2	
p e�x

2=2:

The functions q̂, r̂, �̂ and �� are average values of q, r and � over the time to maturity:

q̂ ¼ 1

T � t

Z T

t

q �ð Þd�;

r̂ ¼ 1

T � t

Z T

t

r �ð Þd�;

�̂ ¼ 1

T � t

Z T

t

� �ð Þd�;

�� ¼ 1

T � t

Z T

t

�2 �ð Þd�
� �1=2

:

The Greeks are then calculated as follows:

� ¼ @f

@S
¼ e�q̂ T�tð ÞN d1ð Þ þ

Se�q̂ T�tð ÞN 0 d1ð Þ �Xe�r̂ T�tð ÞN 0 d2ð Þ
��S

ffiffiffiffiffiffiffiffiffiffiffi
T � t
p ;

� ¼ @2f

@S2
¼ Se

�q̂ T�tð ÞN 0 d1ð Þ þXe�r̂ T�tð ÞN 0 d2ð Þ
��S2

ffiffiffiffiffiffiffiffiffiffiffi
T � t
p þ Se

�q̂ T�tð ÞN 0 d1ð Þ �Xe�r̂ T�tð ÞN 0 d2ð Þ
��2S2 T � tð Þ ;

� ¼ @f

@t
¼ rf þ q � rð ÞS�� �

2S2

2
�;

� ¼ @f

@�
¼ Xd1e

�r̂ T�tð ÞN 0 d2ð Þ � Sd2e�q̂ T�tð ÞN 0 d1ð Þ
��2

� �
�̂;

� ¼ @f

@r
¼ X T � tð Þe�r̂ T�tð ÞN d2ð Þ þ

Se�q̂ T�tð ÞN 0 d1ð Þ �Xe�r̂ T�tð ÞN 0 d2ð Þ
� � ffiffiffiffiffiffiffiffiffiffiffi

T � t
p

��
:
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Note: that � is obtained from substitution of other Greeks in the Black–Scholes partial differential
equation, rather than differentiation of f . The values of q, r and � appearing in its definition are the
instantaneous values, not the averages. Note also that both the first-order average �̂ and the second-
order average �� appear in the expression for �. This results from the fact that � is the derivative of f
with respect to �, not �̂.

For a European put option the equivalent equations are:

f ¼ Xe�r̂ T�tð ÞN �d2ð Þ � Se�q̂ T�tð ÞN �d1ð Þ;

� ¼ @f

@S
¼ �e�q̂ T�tð ÞN �d1ð Þ þ Se

�q̂ T�tð ÞN 0 �d1ð Þ �Xe�r̂ T�tð ÞN 0 �d2ð Þ
��S

ffiffiffiffiffiffiffiffiffiffiffi
T � t
p ;

� ¼ @2f

@S2
¼ Xe

�r̂ T�tð ÞN 0 �d2ð Þ þ Se�q̂ T�tð ÞN 0 �d1ð Þ
��S2

ffiffiffiffiffiffiffiffiffiffiffi
T � t
p þXe

�r̂ T�tð ÞN 00 �d2ð Þ � Se�q̂ T�tð ÞN 00 �d1ð Þ
��2S2 T � tð Þ ;

� ¼ @f

@t
¼ rf þ q � rð ÞS�� �

2S2

2
�;

� ¼ @f

@�
¼ Xd1e

�r̂ T�tð ÞN 0 �d2ð Þ � Sd2e�q̂ T�tð ÞN 0 �d1ð Þ
��2

� �
�̂;

� ¼ @f

@r
¼ �X T � tð Þe�r̂ T�tð ÞN �d2ð Þ þ

Se�q̂ T�tð ÞN 0 �d1ð Þ �Xe�r̂ T�tð ÞN 0 �d2ð Þ
� � ffiffiffiffiffiffiffiffiffiffiffi

T � t
p

�̂
:

The analytic solution for an American call option with q ¼ 0 is identical to that for a European call,
since early exercise is never optimal in this case. For all other cases no analytic solution is known.

10 Example

This example solves the Black–Scholes equation for valuation of a 5-month American call option on a
non-dividend-paying stock with an exercise price of $50. The risk-free interest rate is 10% per annum,
and the stock volatility is 40% per annum.

The option is valued at a range of times and stock prices.

10.1 Program Text

/* nag_pde_bs_1d_analytic (d03ndc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#define F(I, J) f[ns*((J) -1)+(I) -1]
#define THETA(I, J) theta[ns*((J) -1)+(I) -1]
#define DELTA(I, J) delta[ns*((J) -1)+(I) -1]
#define GAMMA(I, J) gamma[ns*((J) -1)+(I) -1]
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#define LAMBDA(I, J) lambda[ns*((J) -1)+(I) -1]
#define RHO(I, J) rho[ns*((J) -1)+(I) -1]

int main(void)
{

double ds, dt, tmat, x;
Integer i, igreek, j, ns, nt, exit_status = 0;
double *delta = 0, *f = 0, *gamma = 0, *lambda = 0, q[3], r[3],

*rho = 0, *s = 0;
double sigma[3], *t = 0, *theta = 0, smin, smax, tmin, tmax;
Nag_Boolean gprnt[5] = { Nag_TRUE, Nag_TRUE, Nag_TRUE, Nag_TRUE, Nag_TRUE };
Nag_Boolean tdpar[3];
const char *gname[5] = { "Theta", "Delta", "Gamma", "Lambda", "Rho" };
NagError fail;

INIT_FAIL(fail);

printf("nag_pde_bs_1d_analytic (d03ndc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read problem parameters */
#ifdef _WIN32

scanf_s("%lf", &x);
#else

scanf("%lf", &x);
#endif
#ifdef _WIN32

scanf_s("%lf", &tmat);
#else

scanf("%lf", &tmat);
#endif
#ifdef _WIN32

scanf_s("%lf", &r[0]);
#else

scanf("%lf", &r[0]);
#endif
#ifdef _WIN32

scanf_s("%lf", &q[0]);
#else

scanf("%lf", &q[0]);
#endif
#ifdef _WIN32

scanf_s("%lf", &sigma[0]);
#else

scanf("%lf", &sigma[0]);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &ns, &nt);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &ns, &nt);
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &smin, &smax);
#else

scanf("%lf%lf", &smin, &smax);
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &tmin, &tmax);
#else

scanf("%lf%lf", &tmin, &tmax);
#endif

/* Allocate memory */

if (!(s = NAG_ALLOC(ns, double)) ||
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!(t = NAG_ALLOC(nt, double)) ||
!(f = NAG_ALLOC(ns * nt, double)) ||
!(theta = NAG_ALLOC(ns * nt, double)) ||
!(delta = NAG_ALLOC(ns * nt, double)) ||
!(gamma = NAG_ALLOC(ns * nt, double)) ||
!(lambda = NAG_ALLOC(ns * nt, double)) ||
!(rho = NAG_ALLOC(ns * nt, double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Set up input parameters for nag_pde_bs_1d (d03ncc) */

s[0] = smin;
s[ns - 1] = smax;
t[0] = tmin;
t[nt - 1] = tmax;
tdpar[0] = Nag_FALSE;
tdpar[1] = Nag_FALSE;
tdpar[2] = Nag_FALSE;

ds = (s[ns - 1] - s[0]) / (ns - 1.0);
dt = (t[nt - 1] - t[0]) / (nt - 1.0);

/* Loop over times */

for (j = 1; j <= nt; j++) {
t[j - 1] = t[0] + (j - 1) * dt;

/* Loop over stock prices */

for (i = 1; i <= ns; i++) {
s[i - 1] = s[0] + (i - 1) * ds;

/* Evaluate analytic solution of Black-Scholes equation */

/* nag_pde_bs_1d_analytic (d03ndc).
* Analytic solution of the Black-Scholes equations
*/

nag_pde_bs_1d_analytic(Nag_AmericanCall, x, s[i - 1], t[j - 1], tmat,
tdpar, r, q, sigma, &F(i, j), &THETA(i, j),
&DELTA(i, j), &GAMMA(i, j), &LAMBDA(i, j),
&RHO(i, j), &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_bs_1d_analytic (d03ndc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

}

/* Output option values */

printf("\n");
printf("Option Values\n");
printf("-------------\n");
printf("%14s | %s\n", "Stock Price", "Time to Maturity (months)");
printf("%14s | ", "");
for (i = 0; i < nt; i++)

printf(" %13.4e", 12.0 * (tmat - t[i]));
printf("\n");
for (i = 0; i < 74; i++)

printf("-");
printf("\n");
for (i = 1; i <= ns; i++) {

printf(" %13.4e | ", s[i - 1]);
for (j = 1; j <= nt; j++)
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printf(" %13.4e", F(i, j));
printf("\n");

}

for (igreek = 0; igreek < 5; igreek++) {
if (!gprnt[igreek])

continue;

printf("\n");
printf("%s\n", gname[igreek]);
for (i = 0; i < (Integer) strlen(gname[igreek]); i++)

printf("-");
printf("\n");
printf("%14s | %s\n", "Stock Price", "Time to Maturity (months)");
printf("%14s | ", "");
for (i = 0; i < nt; i++)

printf(" %13.4e", 12.0 * (tmat - t[i]));
printf("\n");
for (i = 0; i < 74; i++)

printf("-");
printf("\n");

for (i = 1; i <= ns; i++) {
printf(" %13.4e | ", s[i - 1]);
switch (igreek) {
case 0:

for (j = 1; j <= nt; j++)
printf(" %13.4e", THETA(i, j));

break;
case 1:

for (j = 1; j <= nt; j++)
printf(" %13.4e", DELTA(i, j));

break;
case 2:

for (j = 1; j <= nt; j++)
printf(" %13.4e", GAMMA(i, j));

break;
case 3:

for (j = 1; j <= nt; j++)
printf(" %13.4e", LAMBDA(i, j));

break;
case 4:

for (j = 1; j <= nt; j++)
printf(" %13.4e", RHO(i, j));

break;
default:

break;
}
printf("\n");

}
}

END:
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(f);
NAG_FREE(theta);
NAG_FREE(delta);
NAG_FREE(gamma);
NAG_FREE(lambda);
NAG_FREE(rho);

return exit_status;
}
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10.2 Program Data

nag_pde_bs_1d_analytic (d03ndc) Example Program Data
50.
0.4166667
0.1
0.0
0.4
21 4
0.0 100.
0.0 0.125

10.3 Program Results

nag_pde_bs_1d_analytic (d03ndc) Example Program Results

Option Values
-------------

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 4.4491e-19 4.5989e-21 1.5461e-23 1.0478e-26
1.0000e+01 | 5.5566e-10 5.5129e-11 3.1298e-12 8.0281e-14
1.5000e+01 | 4.7337e-06 1.2187e-06 2.2774e-07 2.7003e-08
2.0000e+01 | 7.2236e-04 3.1054e-04 1.1005e-04 2.9678e-05
2.5000e+01 | 1.6557e-02 9.6610e-03 5.0099e-03 2.2012e-03
3.0000e+01 | 1.3307e-01 9.4037e-02 6.1869e-02 3.6848e-02
3.5000e+01 | 5.6631e-01 4.5257e-01 3.4667e-01 2.5053e-01
4.0000e+01 | 1.6004e+00 1.3850e+00 1.1699e+00 9.5640e-01
4.5000e+01 | 3.4384e+00 3.1328e+00 2.8168e+00 2.4891e+00
5.0000e+01 | 6.1165e+00 5.7600e+00 5.3874e+00 4.9960e+00
5.5000e+01 | 9.5300e+00 9.1645e+00 8.7846e+00 8.3882e+00
6.0000e+01 | 1.3509e+01 1.3163e+01 1.2808e+01 1.2445e+01
6.5000e+01 | 1.7883e+01 1.7568e+01 1.7251e+01 1.6932e+01
7.0000e+01 | 2.2513e+01 2.2230e+01 2.1949e+01 2.1671e+01
7.5000e+01 | 2.7301e+01 2.7045e+01 2.6792e+01 2.6544e+01
8.0000e+01 | 3.2182e+01 3.1946e+01 3.1713e+01 3.1485e+01
8.5000e+01 | 3.7117e+01 3.6894e+01 3.6674e+01 3.6458e+01
9.0000e+01 | 4.2081e+01 4.1868e+01 4.1656e+01 4.1446e+01
9.5000e+01 | 4.7062e+01 4.6854e+01 4.6647e+01 4.6441e+01
1.0000e+02 | 5.2052e+01 5.1847e+01 5.1643e+01 5.1439e+01

Theta
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | -4.4017e-17 -5.5977e-19 -2.3735e-21 -2.0936e-24
1.0000e+01 | -2.7827e-08 -3.3857e-09 -2.4163e-10 -8.0398e-12
1.5000e+01 | -1.3953e-04 -4.3864e-05 -1.0258e-05 -1.5706e-06
2.0000e+01 | -1.3287e-02 -6.9342e-03 -3.0567e-03 -1.0576e-03
2.5000e+01 | -1.9512e-01 -1.3714e-01 -8.7730e-02 -4.9018e-02
3.0000e+01 | -1.0161e+00 -8.5596e-01 -6.8695e-01 -5.1395e-01
3.5000e+01 | -2.8112e+00 -2.6426e+00 -2.4328e+00 -2.1723e+00
4.0000e+01 | -5.1662e+00 -5.1709e+00 -5.1500e+00 -5.0892e+00
4.5000e+01 | -7.2196e+00 -7.4540e+00 -7.7180e+00 -8.0183e+00
5.0000e+01 | -8.3848e+00 -8.7388e+00 -9.1543e+00 -9.6525e+00
5.5000e+01 | -8.6152e+00 -8.9372e+00 -9.3056e+00 -9.7329e+00
6.0000e+01 | -8.2058e+00 -8.4077e+00 -8.6186e+00 -8.8343e+00
6.5000e+01 | -7.5116e+00 -7.5845e+00 -7.6368e+00 -7.6553e+00
7.0000e+01 | -6.7905e+00 -6.7711e+00 -6.7202e+00 -6.6262e+00
7.5000e+01 | -6.1758e+00 -6.1099e+00 -6.0160e+00 -5.8893e+00
8.0000e+01 | -5.7084e+00 -5.6310e+00 -5.5359e+00 -5.4234e+00
8.5000e+01 | -5.3786e+00 -5.3103e+00 -5.2340e+00 -5.1533e+00
9.0000e+01 | -5.1582e+00 -5.1071e+00 -5.0551e+00 -5.0062e+00
9.5000e+01 | -5.0165e+00 -4.9835e+00 -4.9536e+00 -4.9298e+00
1.0000e+02 | -4.9281e+00 -4.9107e+00 -4.8979e+00 -4.8916e+00
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Delta
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 3.1381e-18 3.5969e-20 1.3576e-22 1.0494e-25
1.0000e+01 | 1.4005e-09 1.5376e-10 9.7805e-12 2.8553e-13
1.5000e+01 | 6.1418e-06 1.7452e-06 3.6436e-07 4.9030e-08
2.0000e+01 | 5.6040e-04 2.6494e-04 1.0451e-04 3.1863e-05
2.5000e+01 | 8.3312e-03 5.3217e-03 3.0570e-03 1.5104e-03
3.0000e+01 | 4.5711e-02 3.5158e-02 2.5461e-02 1.6934e-02
3.5000e+01 | 1.3765e-01 1.1889e-01 9.9459e-02 7.9557e-02
4.0000e+01 | 2.8307e-01 2.6258e-01 2.3996e-01 2.1479e-01
4.5000e+01 | 4.5320e-01 4.3858e-01 4.2214e-01 4.0335e-01
5.0000e+01 | 6.1427e-01 6.0856e-01 6.0249e-01 5.9601e-01
5.5000e+01 | 7.4525e-01 7.4687e-01 7.4937e-01 7.5308e-01
6.0000e+01 | 8.4052e-01 8.4611e-01 8.5298e-01 8.6148e-01
6.5000e+01 | 9.0433e-01 9.1096e-01 9.1862e-01 9.2752e-01
7.0000e+01 | 9.4449e-01 9.5045e-01 9.5699e-01 9.6412e-01
7.5000e+01 | 9.6862e-01 9.7325e-01 9.7808e-01 9.8300e-01
8.0000e+01 | 9.8260e-01 9.8589e-01 9.8913e-01 9.9221e-01
8.5000e+01 | 9.9050e-01 9.9269e-01 9.9473e-01 9.9653e-01
9.0000e+01 | 9.9487e-01 9.9627e-01 9.9748e-01 9.9848e-01
9.5000e+01 | 9.9725e-01 9.9811e-01 9.9881e-01 9.9935e-01
1.0000e+02 | 9.9854e-01 9.9905e-01 9.9945e-01 9.9972e-01

Gamma
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 2.1246e-17 2.7112e-19 1.1536e-21 1.0211e-24
1.0000e+01 | 3.3102e-09 4.0468e-10 2.9020e-11 9.7029e-13
1.5000e+01 | 7.2660e-06 2.2982e-06 5.4080e-07 8.3319e-08
2.0000e+01 | 3.8245e-04 2.0111e-04 8.9333e-05 3.1153e-05
2.5000e+01 | 3.5190e-03 2.4960e-03 1.6118e-03 9.0924e-04
3.0000e+01 | 1.2392e-02 1.0554e-02 8.5660e-03 6.4838e-03
3.5000e+01 | 2.4348e-02 2.3181e-02 2.1626e-02 1.9580e-02
4.0000e+01 | 3.2765e-02 3.3274e-02 3.3650e-02 3.3795e-02
4.5000e+01 | 3.4099e-02 3.5763e-02 3.7655e-02 3.9828e-02
5.0000e+01 | 2.9625e-02 3.1360e-02 3.3403e-02 3.5860e-02
5.5000e+01 | 2.2600e-02 2.3743e-02 2.5052e-02 2.6569e-02
6.0000e+01 | 1.5672e-02 1.6137e-02 1.6603e-02 1.7048e-02
6.5000e+01 | 1.0123e-02 1.0119e-02 1.0032e-02 9.8216e-03
7.0000e+01 | 6.1999e-03 5.9720e-03 5.6534e-03 5.2154e-03
7.5000e+01 | 3.6474e-03 3.3666e-03 3.0215e-03 2.6027e-03
8.0000e+01 | 2.0815e-03 1.8329e-03 1.5510e-03 1.2387e-03
8.5000e+01 | 1.1610e-03 9.7196e-04 7.7211e-04 5.6851e-04
9.0000e+01 | 6.3660e-04 5.0529e-04 3.7553e-04 2.5382e-04
9.5000e+01 | 3.4468e-04 2.5884e-04 1.7950e-04 1.1099e-04
1.0000e+02 | 1.8494e-04 1.3118e-04 8.4708e-05 4.7786e-05

Lambda
------

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 8.8525e-17 1.0167e-18 3.8453e-21 2.9781e-24
1.0000e+01 | 5.5171e-08 6.0702e-09 3.8694e-10 1.1320e-11
1.5000e+01 | 2.7247e-04 7.7565e-05 1.6224e-05 2.1871e-06
2.0000e+01 | 2.5496e-02 1.2066e-02 4.7644e-03 1.4538e-03
2.5000e+01 | 3.6656e-01 2.3400e-01 1.3431e-01 6.6299e-02
3.0000e+01 | 1.8588e+00 1.4248e+00 1.0279e+00 6.8080e-01
3.5000e+01 | 4.9710e+00 4.2595e+00 3.5323e+00 2.7983e+00
4.0000e+01 | 8.7374e+00 7.9857e+00 7.1787e+00 6.3084e+00
4.5000e+01 | 1.1508e+01 1.0863e+01 1.0167e+01 9.4094e+00
5.0000e+01 | 1.2344e+01 1.1760e+01 1.1134e+01 1.0459e+01
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5.5000e+01 | 1.1394e+01 1.0773e+01 1.0104e+01 9.3768e+00
6.0000e+01 | 9.4033e+00 8.7137e+00 7.9693e+00 7.1602e+00
6.5000e+01 | 7.1285e+00 6.4127e+00 5.6514e+00 4.8412e+00
7.0000e+01 | 5.0632e+00 4.3894e+00 3.6936e+00 2.9815e+00
7.5000e+01 | 3.4194e+00 2.8406e+00 2.2661e+00 1.7080e+00
8.0000e+01 | 2.2203e+00 1.7596e+00 1.3235e+00 9.2488e-01
8.5000e+01 | 1.3981e+00 1.0534e+00 7.4380e-01 4.7920e-01
9.0000e+01 | 8.5941e-01 6.1393e-01 4.0558e-01 2.3986e-01
9.5000e+01 | 5.1846e-01 3.5040e-01 2.1600e-01 1.1686e-01
1.0000e+02 | 3.0824e-01 1.9677e-01 1.1294e-01 5.5750e-02

Rho
---

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 6.3524e-18 6.5717e-20 2.2112e-22 1.4997e-25
1.0000e+01 | 5.6040e-09 5.5594e-10 3.1558e-11 8.0937e-13
1.5000e+01 | 3.6414e-05 9.3595e-06 1.7459e-06 2.0663e-07
2.0000e+01 | 4.3690e-03 1.8706e-03 6.6008e-04 1.7721e-04
2.5000e+01 | 7.9884e-02 4.6268e-02 2.3805e-02 1.0371e-02
3.0000e+01 | 5.1594e-01 3.6026e-01 2.3399e-01 1.3743e-01
3.5000e+01 | 1.7715e+00 1.3907e+00 1.0448e+00 7.3907e-01
4.0000e+01 | 4.0509e+00 3.4193e+00 2.8095e+00 2.2269e+00
4.5000e+01 | 7.0648e+00 6.2263e+00 5.3932e+00 4.5679e+00
5.0000e+01 | 1.0249e+01 9.2505e+00 8.2458e+00 7.2346e+00
5.5000e+01 | 1.3108e+01 1.1967e+01 1.0810e+01 9.6342e+00
6.0000e+01 | 1.5384e+01 1.4101e+01 1.2790e+01 1.1446e+01
6.5000e+01 | 1.7041e+01 1.5617e+01 1.4153e+01 1.2646e+01
7.0000e+01 | 1.8167e+01 1.6613e+01 1.5013e+01 1.3363e+01
7.5000e+01 | 1.8894e+01 1.7231e+01 1.5521e+01 1.3761e+01
8.0000e+01 | 1.9344e+01 1.7597e+01 1.5806e+01 1.3969e+01
8.5000e+01 | 1.9615e+01 1.7807e+01 1.5959e+01 1.4072e+01
9.0000e+01 | 1.9774e+01 1.7924e+01 1.6039e+01 1.4122e+01
9.5000e+01 | 1.9865e+01 1.7987e+01 1.6080e+01 1.4145e+01
1.0000e+02 | 1.9917e+01 1.8022e+01 1.6101e+01 1.4156e+01
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NAG Library Function Document

nag_pde_bs_1d_means (d03nec)

1 Purpose

nag_pde_bs_1d_means (d03nec) computes average values of a continuous function of time over the
remaining life of an option. It is used together with nag_pde_bs_1d_analytic (d03ndc) to value options
with time-dependent arguments.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_bs_1d_means (double t0, double tmat, Integer ntd,
const double td[], const double phid[], double phiav[], NagError *fail)

3 Description

nag_pde_bs_1d_means (d03nec) computes the quantities


 t0ð Þ; 
̂ ¼ 1
T�t0

Z T

t0


 �ð Þ d�; �
 ¼ 1
T�t0

Z T

t0


2 �ð Þ d�
� �1=2

from a given set of values phid of a continuous time-dependent function 
 tð Þ at a set of discrete points
td, where t0 is the current time and T is the maturity time. Thus 
̂ and �
 are first and second order
averages of 
 over the remaining life of an option.

The function may be used in conjunction with nag_pde_bs_1d_analytic (d03ndc) in order to value an
option in the case where the risk-free interest rate r, the continuous dividend q, or the stock volatility �
is time-dependent and is described by values at a set of discrete times (see Section 9.2). This is
illustrated in Section 10.

4 References

None.

5 Arguments

1: t0 – double Input

On entry: the current time t0.

Constraint: td½0� � t0 � td½ntd� 1�.

2: tmat – double Input

On entry: the maturity time T .

Constraint: td½0� � tmat � td½ntd� 1�.

3: ntd – Integer Input

On entry: the number of discrete times at which 
 is given.

Constraint: ntd 	 2.
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4: td½ntd� – const double Input

On entry: the discrete times at which 
 is specified.

Constraint: td½0� < td½1� < � � � < td½ntd� 1�.

5: phid½ntd� – const double Input

On entry: phid½i � 1� must contain the value of 
 at time td½i � 1�, for i ¼ 1; 2; . . . ; ntd.

6: phiav½3� – double Output

On exit: phiav½0� contains the value of 
 interpolated to t0, phiav½1� contains the first-order
average 
̂ and phiav½2� contains the second-order average �
, where:


̂ ¼ 1
T�t0

Z T

t0


 �ð Þd�; �
 ¼ 1
T�t0

Z T

t0


2 �ð Þ d�
� �1=2

:

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ntd ¼ valueh i.
Constraint: ntd 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Unexpected failure in internal call to spline function.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, td½I � � td½I � 1�, for I ¼ valueh i.

NE_REAL_3

On entry, t0 lies outside the range td½0�; td½ntd� 1�½ �: t0 ¼ valueh i, td½0� ¼ valueh i and
td½ntd� 1� ¼ valueh i.
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On entry, tmat lies outside the range td½0�; td½ntd� 1�½ �: tmat ¼ valueh i, td½0� ¼ valueh i and
td½ntd� 1� ¼ valueh i.

7 Accuracy

If 
 2 C4 t0; T½ � then the error in the approximation of 
 t0ð Þ and 
̂ is O H4
� �

, where
H ¼ max

i
T iþ 1ð Þ � T ið Þð Þ, for i ¼ 1; 2; . . . ; ntd� 1. The approximation is exact for polynomials of

degree up to 3.

The third quantity �
 is O H2
� �

, and exact for linear functions.

8 Parallelism and Performance

nag_pde_bs_1d_means (d03nec) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken is proportional to ntd.

9.2 Use with nag_pde_bs_1d_analytic (d03ndc)

Suppose you wish to evaluate the analytic solution of the Black–Scholes equation in the case when the
risk-free interest rate r is a known function of time, and is represented as a set of values at discrete
times. A call to nag_pde_bs_1d_means (d03nec) providing these values in phid produces an output
array phiav suitable for use as the argument r in a subsequent call to nag_pde_bs_1d_analytic
(d03ndc).

Time-dependent values of the continuous dividend Q and the volatility � may be handled in the same
way.

9.3 Algorithmic Details

The ntd data points are fitted with a cubic B-spline using the function nag_1d_spline_interpolant
(e01bac). Evaluation is then performed using nag_1d_spline_evaluate (e02bbc), and the definite
integrals are computed using direct integration of the cubic splines in each interval. The special case of
T ¼ to is handled by interpolating 
 at that point.

10 Example

This example demonstrates the use of the function in conjunction with nag_pde_bs_1d_analytic
(d03ndc) to solve the Black–Scholes equation for valuation of a 5-month American call option on a
non-dividend-paying stock with an exercise price of $50. The risk-free interest rate varies linearly with
time and the stock volatility has a quadratic variation. Since these functions are integrated exactly by
nag_pde_bs_1d_means (d03nec) the solution of the Black–Scholes equation by nag_pde_bs_1d_ana
lytic (d03ndc) is also exact.

The option is valued at a range of times and stock prices.

10.1 Program Text

/* nag_pde_bs_1d_means (d03nec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#define F(I, J) f[ns*((J) -1)+(I) -1]
#define THETA(I, J) theta[ns*((J) -1)+(I) -1]
#define DELTA(I, J) delta[ns*((J) -1)+(I) -1]
#define GAMMA(I, J) gamma[ns*((J) -1)+(I) -1]
#define LAMBDA(I, J) lambda[ns*((J) -1)+(I) -1]
#define RHO(I, J) rho[ns*((J) -1)+(I) -1]

int main(void)
{

double ds, dt, tmat, x;
Integer i, igreek, j, ns, nt, ntd, exit_status = 0;
double *delta = 0, *f = 0, *gamma = 0, *lambda = 0, q[3], ra[3],

*rho = 0, *s = 0;
double siga[3], *t = 0, *theta = 0, *td = 0, *rd = 0, *sigd = 0,

smin, smax, tmin, tmax;
Nag_Boolean gprnt[5] = { Nag_TRUE, Nag_TRUE, Nag_TRUE, Nag_TRUE, Nag_TRUE };
Nag_Boolean tdpar[3];
const char *gname[5] = { "Theta", "Delta", "Gamma", "Lambda", "Rho" };
NagError fail;

INIT_FAIL(fail);

printf("nag_pde_bs_1d_means (d03nec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read problem parameters */
#ifdef _WIN32

scanf_s("%lf", &x);
#else

scanf("%lf", &x);
#endif
#ifdef _WIN32

scanf_s("%lf", &tmat);
#else

scanf("%lf", &tmat);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &ns, &nt);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &ns, &nt);
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &smin, &smax);
#else

scanf("%lf%lf", &smin, &smax);
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &tmin, &tmax);
#else

scanf("%lf%lf", &tmin, &tmax);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ntd);
#else

scanf("%" NAG_IFMT "", &ntd);
#endif

/* Allocate memory */
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if (!(s = NAG_ALLOC(ns, double)) ||
!(t = NAG_ALLOC(nt, double)) ||
!(f = NAG_ALLOC(ns * nt, double)) ||
!(theta = NAG_ALLOC(ns * nt, double)) ||
!(delta = NAG_ALLOC(ns * nt, double)) ||
!(gamma = NAG_ALLOC(ns * nt, double)) ||
!(lambda = NAG_ALLOC(ns * nt, double)) ||
!(rho = NAG_ALLOC(ns * nt, double)) ||
!(td = NAG_ALLOC(ntd, double)) ||
!(rd = NAG_ALLOC(ntd, double)) || !(sigd = NAG_ALLOC(ntd, double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Read discrete times and data values for r and sigma */

#ifdef _WIN32
for (i = 0; i < ntd; i++)

scanf_s("%lf", &td[i]);
#else

for (i = 0; i < ntd; i++)
scanf("%lf", &td[i]);

#endif
#ifdef _WIN32

for (i = 0; i < ntd; i++)
scanf_s("%lf", &rd[i]);

#else
for (i = 0; i < ntd; i++)

scanf("%lf", &rd[i]);
#endif
#ifdef _WIN32

for (i = 0; i < ntd; i++)
scanf_s("%lf", &sigd[i]);

#else
for (i = 0; i < ntd; i++)

scanf("%lf", &sigd[i]);
#endif

/* Set up input parameters for nag_pde_bs_1d_analytic (d03ndc) */

s[0] = smin;
s[ns - 1] = smax;
t[0] = tmin;
t[nt - 1] = tmax;
tdpar[0] = Nag_TRUE;
tdpar[1] = Nag_FALSE;
tdpar[2] = Nag_TRUE;
q[0] = 0.0;

ds = (s[ns - 1] - s[0]) / (ns - 1.0);
dt = (t[nt - 1] - t[0]) / (nt - 1.0);

/* Loop over times */

for (j = 1; j <= nt; j++) {
t[j - 1] = t[0] + (j - 1) * dt;

/* Find average values of r and sigma */

/* nag_pde_bs_1d_means (d03nec).
* Compute average values for nag_pde_bs_1d_analytic
* (d03ndc)
*/

nag_pde_bs_1d_means(t[j - 1], tmat, ntd, td, rd, ra, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_bs_1d_means (d03nec).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* nag_pde_bs_1d_means (d03nec), see above. */
nag_pde_bs_1d_means(t[j - 1], tmat, ntd, td, sigd, siga, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_bs_1d_means (d03nec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Loop over stock prices */

for (i = 1; i <= ns; i++) {
s[i - 1] = s[0] + (i - 1) * ds;

/* Evaluate analytic solution of Black-Scholes equation */

/* nag_pde_bs_1d_analytic (d03ndc).
* Analytic solution of the Black-Scholes equations
*/

nag_pde_bs_1d_analytic(Nag_AmericanCall, x, s[i - 1], t[j - 1], tmat,
tdpar, ra, q, siga, &F(i, j), &THETA(i, j),
&DELTA(i, j), &GAMMA(i, j), &LAMBDA(i, j),
&RHO(i, j), &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_bs_1d_analytic (d03ndc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

}

/* Output option values */

printf("\n");
printf("Option Values\n");
printf("-------------\n");
printf("%14s | %s\n", "Stock Price", "Time to Maturity (months)");
printf("%14s | ", "");
for (i = 0; i < nt; i++)

printf(" %13.4e", 12.0 * (tmat - t[i]));
printf("\n");
for (i = 0; i < 74; i++)

printf("-");
printf("\n");
for (i = 1; i <= ns; i++) {

printf(" %13.4e | ", s[i - 1]);
for (j = 1; j <= nt; j++)

printf(" %13.4e", F(i, j));
printf("\n");

}

for (igreek = 0; igreek < 5; igreek++) {
if (!gprnt[igreek])

continue;

printf("\n");
printf("%s\n", gname[igreek]);
for (i = 0; i < (Integer) strlen(gname[igreek]); i++)

printf("-");
printf("\n");
printf("%14s | %s\n", "Stock Price", "Time to Maturity (months)");
printf("%14s | ", "");
for (i = 0; i < nt; i++)

printf(" %13.4e", 12.0 * (tmat - t[i]));
printf("\n");
for (i = 0; i < 74; i++)

printf("-");
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printf("\n");

for (i = 1; i <= ns; i++) {
printf(" %13.4e | ", s[i - 1]);
switch (igreek) {
case 0:

for (j = 1; j <= nt; j++)
printf(" %13.4e", THETA(i, j));

break;
case 1:

for (j = 1; j <= nt; j++)
printf(" %13.4e", DELTA(i, j));

break;
case 2:

for (j = 1; j <= nt; j++)
printf(" %13.4e", GAMMA(i, j));

break;
case 3:

for (j = 1; j <= nt; j++)
printf(" %13.4e", LAMBDA(i, j));

break;
case 4:

for (j = 1; j <= nt; j++)
printf(" %13.4e", RHO(i, j));

break;
default:

break;
}
printf("\n");

}
}

END:
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(f);
NAG_FREE(theta);
NAG_FREE(delta);
NAG_FREE(gamma);
NAG_FREE(lambda);
NAG_FREE(rho);
NAG_FREE(td);
NAG_FREE(rd);
NAG_FREE(sigd);

return exit_status;
}

10.2 Program Data

nag_pde_bs_1d_means (d03nec) Example Program Data
50.
0.4166667
21 4
0.0 100.
0.0 0.125
6
0.00 0.10 0.20
0.30 0.40 0.50
0.10 0.11 0.12
0.13 0.14 0.15
0.30 0.46 0.54
0.54 0.46 0.30
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10.3 Program Results

nag_pde_bs_1d_means (d03nec) Example Program Results

Option Values
-------------

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 3.3671e-13 7.7404e-14 7.3210e-15 2.0179e-16
1.0000e+01 | 5.2088e-07 2.4281e-07 7.2216e-08 1.1540e-08
1.5000e+01 | 2.6607e-04 1.6753e-04 8.0943e-05 2.7179e-05
2.0000e+01 | 8.9697e-03 6.6505e-03 4.1780e-03 2.0942e-03
2.5000e+01 | 8.3647e-02 6.8467e-02 5.0375e-02 3.2105e-02
3.0000e+01 | 3.8221e-01 3.3331e-01 2.7117e-01 2.0119e-01
3.5000e+01 | 1.1298e+00 1.0275e+00 8.9292e-01 7.3146e-01
4.0000e+01 | 2.5164e+00 2.3541e+00 2.1380e+00 1.8699e+00
4.5000e+01 | 4.6249e+00 4.4110e+00 4.1267e+00 3.7700e+00
5.0000e+01 | 7.4287e+00 7.1797e+00 6.8531e+00 6.4449e+00
5.5000e+01 | 1.0830e+01 1.0564e+01 1.0221e+01 9.7996e+00
6.0000e+01 | 1.4707e+01 1.4436e+01 1.4097e+01 1.3689e+01
6.5000e+01 | 1.8937e+01 1.8671e+01 1.8348e+01 1.7968e+01
7.0000e+01 | 2.3421e+01 2.3164e+01 2.2860e+01 2.2514e+01
7.5000e+01 | 2.8080e+01 2.7833e+01 2.7550e+01 2.7234e+01
8.0000e+01 | 3.2857e+01 3.2620e+01 3.2354e+01 3.2064e+01
8.5000e+01 | 3.7713e+01 3.7484e+01 3.7233e+01 3.6963e+01
9.0000e+01 | 4.2620e+01 4.2398e+01 4.2158e+01 4.1904e+01
9.5000e+01 | 4.7561e+01 4.7344e+01 4.7112e+01 4.6868e+01
1.0000e+02 | 5.2523e+01 5.2310e+01 5.2084e+01 5.1848e+01

Theta
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | -8.9082e-12 -3.4507e-12 -5.0884e-13 -2.1236e-14
1.0000e+01 | -7.2097e-06 -5.5915e-06 -2.5721e-06 -6.1830e-07
1.5000e+01 | -2.2499e-03 -2.3259e-03 -1.7227e-03 -8.6349e-04
2.0000e+01 | -4.9483e-02 -5.9355e-02 -5.6562e-02 -4.1921e-02
2.5000e+01 | -3.1200e-01 -4.0620e-01 -4.4765e-01 -4.1683e-01
3.0000e+01 | -9.8578e-01 -1.3408e+00 -1.6092e+00 -1.7186e+00
3.5000e+01 | -2.0479e+00 -2.8395e+00 -3.5745e+00 -4.1390e+00
4.0000e+01 | -3.2501e+00 -4.5165e+00 -5.8147e+00 -7.0323e+00
4.5000e+01 | -4.3144e+00 -5.9349e+00 -7.6762e+00 -9.4488e+00
5.0000e+01 | -5.0802e+00 -6.8543e+00 -8.7919e+00 -1.0815e+01
5.5000e+01 | -5.5225e+00 -7.2603e+00 -9.1500e+00 -1.1104e+01
6.0000e+01 | -5.7006e+00 -7.2722e+00 -8.9491e+00 -1.0625e+01
6.5000e+01 | -5.7014e+00 -7.0446e+00 -8.4366e+00 -9.7565e+00
7.0000e+01 | -5.6037e+00 -6.7093e+00 -7.8142e+00 -8.7951e+00
7.5000e+01 | -5.4653e+00 -6.3555e+00 -7.2107e+00 -7.9170e+00
8.0000e+01 | -5.3218e+00 -6.0329e+00 -6.6903e+00 -7.1974e+00
8.5000e+01 | -5.1920e+00 -5.7627e+00 -6.2736e+00 -6.6481e+00
9.0000e+01 | -5.0833e+00 -5.5487e+00 -5.9563e+00 -6.2492e+00
9.5000e+01 | -4.9969e+00 -5.3857e+00 -5.7234e+00 -5.9700e+00
1.0000e+02 | -4.9306e+00 -5.2651e+00 -5.5570e+00 -5.7797e+00

Delta
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 1.6086e-12 3.8832e-13 3.9572e-14 1.2111e-15
1.0000e+01 | 8.9933e-07 4.3972e-07 1.4063e-07 2.4884e-08
1.5000e+01 | 2.3975e-04 1.5810e-04 8.1943e-05 3.0366e-05
2.0000e+01 | 4.9150e-03 3.8095e-03 2.5596e-03 1.4100e-03
2.5000e+01 | 3.0345e-02 2.5906e-02 2.0311e-02 1.4153e-02
3.0000e+01 | 9.6991e-02 8.7980e-02 7.5946e-02 6.1231e-02
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3.5000e+01 | 2.0863e-01 1.9675e-01 1.8053e-01 1.5957e-01
4.0000e+01 | 3.4875e-01 3.3719e-01 3.2158e-01 3.0109e-01
4.5000e+01 | 4.9361e-01 4.8480e-01 4.7356e-01 4.5924e-01
5.0000e+01 | 6.2450e-01 6.1931e-01 6.1363e-01 6.0735e-01
5.5000e+01 | 7.3200e-01 7.3000e-01 7.2907e-01 7.2954e-01
6.0000e+01 | 8.1439e-01 8.1462e-01 8.1681e-01 8.2145e-01
6.5000e+01 | 8.7440e-01 8.7589e-01 8.7961e-01 8.8602e-01
7.0000e+01 | 9.1650e-01 9.1850e-01 9.2260e-01 9.2911e-01
7.5000e+01 | 9.4522e-01 9.4726e-01 9.5107e-01 9.5679e-01
8.0000e+01 | 9.6441e-01 9.6624e-01 9.6946e-01 9.7406e-01
8.5000e+01 | 9.7704e-01 9.7856e-01 9.8111e-01 9.8461e-01
9.0000e+01 | 9.8526e-01 9.8646e-01 9.8839e-01 9.9094e-01
9.5000e+01 | 9.9057e-01 9.9148e-01 9.9290e-01 9.9470e-01
1.0000e+02 | 9.9397e-01 9.9464e-01 9.9567e-01 9.9691e-01

Gamma
-----

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 7.2334e-12 1.8390e-12 2.0276e-13 6.9267e-15
1.0000e+01 | 1.4139e-06 7.2829e-07 2.5205e-07 4.9786e-08
1.5000e+01 | 1.8932e-04 1.3153e-04 7.3756e-05 3.0494e-05
2.0000e+01 | 2.2528e-03 1.8392e-03 1.3360e-03 8.2017e-04
2.5000e+01 | 8.6933e-03 7.8126e-03 6.6135e-03 5.1251e-03
3.0000e+01 | 1.8099e-02 1.7264e-02 1.6056e-02 1.4350e-02
3.5000e+01 | 2.5953e-02 2.5691e-02 2.5315e-02 2.4683e-02
4.0000e+01 | 2.9260e-02 2.9618e-02 3.0194e-02 3.0968e-02
4.5000e+01 | 2.8046e-02 2.8736e-02 2.9814e-02 3.1368e-02
5.0000e+01 | 2.4005e-02 2.4715e-02 2.5793e-02 2.7346e-02
5.5000e+01 | 1.8950e-02 1.9500e-02 2.0296e-02 2.1401e-02
6.0000e+01 | 1.4105e-02 1.4449e-02 1.4903e-02 1.5476e-02
6.5000e+01 | 1.0054e-02 1.0221e-02 1.0396e-02 1.0555e-02
7.0000e+01 | 6.9401e-03 6.9861e-03 6.9806e-03 6.8890e-03
7.5000e+01 | 4.6779e-03 4.6538e-03 4.5552e-03 4.3505e-03
8.0000e+01 | 3.0978e-03 3.0414e-03 2.9096e-03 2.6800e-03
8.5000e+01 | 2.0250e-03 1.9598e-03 1.8291e-03 1.6205e-03
9.0000e+01 | 1.3114e-03 1.2499e-03 1.1365e-03 9.6637e-04
9.5000e+01 | 8.4362e-04 7.9138e-04 7.0024e-04 5.7052e-04
1.0000e+02 | 5.4033e-04 4.9856e-04 4.2893e-04 3.3442e-04

Lambda
------

Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 3.6558e-11 8.6441e-12 8.6672e-13 2.6259e-14
1.0000e+01 | 2.8583e-05 1.3693e-05 4.3098e-06 7.5495e-07
1.5000e+01 | 8.6115e-03 5.5645e-03 2.8375e-03 1.0404e-03
2.0000e+01 | 1.8217e-01 1.3832e-01 9.1376e-02 4.9748e-02
2.5000e+01 | 1.0984e+00 9.1808e-01 7.0676e-01 4.8574e-01
3.0000e+01 | 3.2931e+00 2.9214e+00 2.4708e+00 1.9584e+00
3.5000e+01 | 6.4272e+00 5.9173e+00 5.3025e+00 4.5851e+00
4.0000e+01 | 9.4643e+00 8.9101e+00 8.2604e+00 7.5135e+00
4.5000e+01 | 1.1481e+01 1.0941e+01 1.0323e+01 9.6323e+00
5.0000e+01 | 1.2132e+01 1.1617e+01 1.1026e+01 1.0367e+01
5.5000e+01 | 1.1588e+01 1.1091e+01 1.0498e+01 9.8169e+00
6.0000e+01 | 1.0265e+01 9.7801e+00 9.1734e+00 8.4486e+00
6.5000e+01 | 8.5872e+00 8.1198e+00 7.5104e+00 6.7621e+00
7.0000e+01 | 6.8747e+00 6.4363e+00 5.8487e+00 5.1188e+00
7.5000e+01 | 5.3194e+00 4.9219e+00 4.3812e+00 3.7109e+00
8.0000e+01 | 4.0081e+00 3.6599e+00 3.1840e+00 2.6009e+00
8.5000e+01 | 2.9578e+00 2.6623e+00 2.2597e+00 1.7754e+00
9.0000e+01 | 2.1474e+00 1.9036e+00 1.5741e+00 1.1870e+00
9.5000e+01 | 1.5392e+00 1.3429e+00 1.0806e+00 7.8078e-01
1.0000e+02 | 1.0923e+00 9.3740e-01 7.3341e-01 5.0711e-01

Rho
---
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Stock Price | Time to Maturity (months)
| 5.0000e+00 4.5000e+00 4.0000e+00 3.5000e+00

--------------------------------------------------------------------------
0.0000e+00 | 0.0000e+00 0.0000e+00 0.0000e+00 0.0000e+00
5.0000e+00 | 3.2110e-12 6.9908e-13 6.3513e-14 1.7073e-15
1.0000e+01 | 3.5302e-06 1.5579e-06 4.4470e-07 6.9214e-08
1.5000e+01 | 1.3876e-03 8.2648e-04 3.8273e-04 1.2492e-04
2.0000e+01 | 3.7221e-02 2.6077e-02 1.5671e-02 7.6142e-03
2.5000e+01 | 2.8124e-01 2.1719e-01 1.5247e-01 9.3836e-02
3.0000e+01 | 1.0531e+00 8.6478e-01 6.6907e-01 4.7709e-01
3.5000e+01 | 2.5718e+00 2.1971e+00 1.8086e+00 1.4156e+00
4.0000e+01 | 4.7641e+00 4.1750e+00 3.5750e+00 2.9673e+00
4.5000e+01 | 7.3281e+00 6.5270e+00 5.7279e+00 4.9280e+00
5.0000e+01 | 9.9152e+00 8.9196e+00 7.9427e+00 6.9774e+00
5.5000e+01 | 1.2262e+01 1.1095e+01 9.9592e+00 8.8448e+00
6.0000e+01 | 1.4232e+01 1.2915e+01 1.1637e+01 1.0383e+01
6.5000e+01 | 1.5791e+01 1.4348e+01 1.2942e+01 1.1557e+01
7.0000e+01 | 1.6973e+01 1.5424e+01 1.3907e+01 1.2403e+01
7.5000e+01 | 1.7838e+01 1.6204e+01 1.4594e+01 1.2987e+01
8.0000e+01 | 1.8457e+01 1.6755e+01 1.5067e+01 1.3376e+01
8.5000e+01 | 1.8890e+01 1.7135e+01 1.5387e+01 1.3629e+01
9.0000e+01 | 1.9189e+01 1.7393e+01 1.5599e+01 1.3790e+01
9.5000e+01 | 1.9393e+01 1.7567e+01 1.5738e+01 1.3891e+01
1.0000e+02 | 1.9531e+01 1.7683e+01 1.5827e+01 1.3954e+01
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NAG Library Function Document

nag_pde_parab_1d_fd (d03pcc)

1 Purpose

nag_pde_parab_1d_fd (d03pcc) integrates a system of linear or nonlinear parabolic partial differential
equations (PDEs) in one space variable. The spatial discretization is performed using finite differences,
and the method of lines is employed to reduce the PDEs to a system of ordinary differential equations
(ODEs). The resulting system is solved using a backward differentiation formula method.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_fd (Integer npde, Integer m, double *ts, double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ux[], double p[], double q[], double r[],
Integer *ires, Nag_Comm *comm),

void (*bndary)(Integer npde, double t, const double u[],
const double ux[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm),

double u[], Integer npts, const double x[], double acc, double rsave[],
Integer lrsave, Integer isave[], Integer lisave, Integer itask,
Integer itrace, const char *outfile, Integer *ind, Nag_Comm *comm,
Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_fd (d03pcc) integrates the system of parabolic equations:

Xnpde
j¼1

Pi;j
@Uj
@t
þQi ¼ x�m

@

@x
xmRið Þ; i ¼ 1; 2; . . . ; npde; a � x � b; t 	 t0; ð1Þ

where Pi;j, Qi and Ri depend on x, t, U , Ux and the vector U is the set of solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

; ð2Þ

and the vector Ux is its partial derivative with respect to x. Note that Pi;j, Qi and Ri must not depend

on
@U

@t
.

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts. The coordinate system in
space is defined by the value of m; m ¼ 0 for Cartesian coordinates, m ¼ 1 for cylindrical polar
coordinates and m ¼ 2 for spherical polar coordinates. The mesh should be chosen in accordance with
the expected behaviour of the solution.

The system is defined by the functions Pi;j, Qi and Ri which must be specified in pdedef.

The initial values of the functions U x; tð Þ must be given at t ¼ t0. The functions Ri, for
i ¼ 1; 2; . . . ;npde, which may be thought of as fluxes, are also used in the definition of the boundary
conditions for each equation. The boundary conditions must have the form

�i x; tð ÞRi x; t; U; Uxð Þ ¼ �i x; t; U; Uxð Þ; i ¼ 1; 2; . . . ; npde; ð3Þ

where x ¼ a or x ¼ b.
The boundary conditions must be specified in bndary.
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The problem is subject to the following restrictions:

(i) t0 < tout, so that integration is in the forward direction;

(ii) Pi;j, Qi and the flux Ri must not depend on any time derivatives;

(iii) the evaluation of the functions Pi;j, Qi and Ri is done at the mid-points of the mesh intervals by
calling the pdedef for each mid-point in turn. Any discontinuities in these functions must therefore
be at one or more of the mesh points x1; x2; . . . ; xnpts;

(iv) at least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
problem; and

(v) if m > 0 and x1 ¼ 0:0, which is the left boundary point, then it must be ensured that the PDE
solution is bounded at this point. This can be done by either specifying the solution at x ¼ 0:0 or
by specifying a zero flux there, that is �i ¼ 1:0 and �i ¼ 0:0. See also Section 9.

The parabolic equations are approximated by a system of ODEs in time for the values of Ui at mesh
points. For simple problems in Cartesian coordinates, this system is obtained by replacing the space
derivatives by the usual central, three-point finite difference formula. However, for polar and spherical
problems, or problems with nonlinear coefficients, the space derivatives are replaced by a modified
three-point formula which maintains second-order accuracy. In total there are npde� npts ODEs in the
time direction. This system is then integrated forwards in time using a backward differentiation formula
method.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M, Dew P M and Furzeland R M (1989) Developing software for time-dependent problems
using the method of lines and differential-algebraic integrators Appl. Numer. Math. 5 375–397

Dew P M and Walsh J (1981) A set of library routines for solving parabolic equations in one space
variable ACM Trans. Math. Software 7 295–314

Skeel R D and Berzins M (1990) A method for the spatial discretization of parabolic equations in one
space variable SIAM J. Sci. Statist. Comput. 11(1) 1–32

5 Arguments

1: npde – Integer Input

On entry: the number of PDEs in the system to be solved.

Constraint: npde 	 1.

2: m – Integer Input

On entry: the coordinate system used:

m ¼ 0
Indicates Cartesian coordinates.

m ¼ 1
Indicates cylindrical polar coordinates.

m ¼ 2
Indicates spherical polar coordinates.

Constraint: m ¼ 0, 1 or 2.

3: ts – double * Input/Output

On entry: the initial value of the independent variable t.
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On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

4: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

5: pdedef – function, supplied by the user External Function

pdedef must compute the functions Pi;j, Qi and Ri which define the system of PDEs. pdedef is
called approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_fd
(d03pcc).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ux[], double p[], double q[], double r[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

6: p½npde� npde� – double Output

On exit: p½npde� j � 1ð Þ þ i � 1� must be set to the value of Pi;j x; t; U; Uxð Þ, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npde.

7: q½npde� – double Output

On exit: q½i � 1� must be set to the value of Qi x; t; U; Uxð Þ, for i ¼ 1; 2; . . . ; npde.

8: r½npde� – double Output

On exit: r½i � 1� must be set to the value of Ri x; t; U; Uxð Þ, for i ¼ 1; 2; . . . ; npde.

9: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.
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ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd (d03pcc) returns to the calling function with
the error indicator set to fail:code ¼ NE_FAILED_DERIV.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd (d03pcc)
you may allocate memory and initialize these pointers with various quantities for
use by pdedef when called from nag_pde_parab_1d_fd (d03pcc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

6: bndary – function, supplied by the user External Function

bndary must compute the functions �i and �i which define the boundary conditions as in
equation (3).

The specification of bndary is:

void bndary (Integer npde, double t, const double u[],
const double ux[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

4: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

5: ibnd – Integer Input

On entry: determines the position of the boundary conditions.

ibnd ¼ 0
bndary must set up the coefficients of the left-hand boundary, x ¼ a.

ibnd 6¼ 0
Indicates that bndary must set up the coefficients of the right-hand boundary,
x ¼ b.
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6: beta½npde� – double Output

On exit: beta½i � 1� must be set to the value of �i x; tð Þ at the boundary specified by
ibnd, for i ¼ 1; 2; . . . ;npde.

7: gamma½npde� – double Output

On exit: gamma½i � 1� must be set to the value of �i x; t; U; Uxð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

8: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd (d03pcc) returns to the calling function with
the error indicator set to fail:code ¼ NE_FAILED_DERIV.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd (d03pcc)
you may allocate memory and initialize these pointers with various quantities for
use by bndary when called from nag_pde_parab_1d_fd (d03pcc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

7: u½npde� npts� – double Input/Output

On entry: the initial values of U x; tð Þ at t ¼ ts and the mesh points x½j � 1�, for j ¼ 1; 2; . . . ;npts.

On exit: u½npde� j � 1ð Þ þ i � 1� will contain the computed solution at t ¼ ts.

8: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

9: x½npts� – const double Input

On entry: the mesh points in the spatial direction. x½0� must specify the left-hand boundary, a,
and x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.

10: acc – double Input

On entry: a positive quantity for controlling the local error estimate in the time integration. If
E i; jð Þ is the estimated error for Ui at the jth mesh point, the error test is:
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E i; jð Þj j ¼ acc� 1:0þ u½npde� j� 1ð Þ þ i� 1�j jð Þ:
Constraint: acc > 0:0.

11: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

12: lrsave – Integer Input

On entry: the dimension of the array rsave.

C o n s t r a i n t :
lrsave 	 6� npdeþ 10ð Þ � npde� nptsþ 3� npdeþ 21ð Þ � npdeþ 7� nptsþ 54.

13: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the last backward differentiation formula method used.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves an ODE residual evaluation followed by a back-substitution using the LU
decomposition of the Jacobian matrix.

14: lisave – Integer Input

On entry: the dimension of the array isave.

Constraint: lisave 	 npde� nptsþ 24.

15: itask – Integer Input

On entry: specifies the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout.

itask ¼ 2
One step and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

Constraint: itask ¼ 1, 2 or 3.
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16: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_fd (d03pcc) and the
underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace > 0
Output from the underlying ODE solver is printed. This output contains details of Jacobian
entries, the nonlinear iteration and the time integration during the computation of the ODE
system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.

17: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

18: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_fd (d03pcc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

19: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

20: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but a small change in acc is unlikely to result in a changed solution.
acc ¼ valueh i.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

acc was too small to start integration: acc ¼ valueh i.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied value of
acc. ts ¼ valueh i, acc ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, m ¼ valueh i and x½0� ¼ valueh i.
Constraint: m � 0 or x½0� 	 0:0

NE_INT

ires set to an invalid value in call to pdedef or bndary.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2 or 3.

On entry, m ¼ valueh i.
Constraint: m ¼ 0, 1 or 2.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

NE_INT_2

On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, acc ¼ valueh i.
Constraint: acc > 0:0.

NE_REAL_2

On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

Flux function appears to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef or bndary. Integration is
successful as far as ts: ts ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_fd (d03pcc) controls the accuracy of the integration in the time direction but not the
accuracy of the approximation in space. The spatial accuracy depends on both the number of mesh
points and on their distribution in space. In the time integration only the local error over a single step is
controlled and so the accuracy over a number of steps cannot be guaranteed. You should therefore test
the effect of varying the accuracy argument, acc.

8 Parallelism and Performance

nag_pde_parab_1d_fd (d03pcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_fd (d03pcc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

nag_pde_parab_1d_fd (d03pcc) is designed to solve parabolic systems (possibly including some elliptic
equations) with second-order derivatives in space. The argument specification allows you to include
equations with only first-order derivatives in the space direction but there is no guarantee that the
method of integration will be satisfactory for such systems. The position and nature of the boundary
conditions in particular are critical in defining a stable problem. It may be advisable in such cases to
reduce the whole system to first-order and to use the Keller box scheme function nag_pde_par
ab_1d_keller (d03pec).

The time taken depends on the complexity of the parabolic system and on the accuracy requested.

10 Example

We use the example given in Dew and Walsh (1981) which consists of an elliptic-parabolic pair of
PDEs. The problem was originally derived from a single third-order in space PDE. The elliptic equation
is

1

r

@

@r
r2
@U1

@r

� �
¼ 4� U2 þ r

@U2

@r

� �
and the parabolic equation is

1� r2
� �@U2

@t
¼ 1

r

@

@r
r
@U2

@r
� U2U1

� �� �
where r; tð Þ 2 0; 1½ � � 0; 1½ �. The boundary conditions are given by

U1 ¼
@U2

@r
¼ 0 at r ¼ 0;

and

@

@r
rU1ð Þ ¼ 0 and U2 ¼ 0 at r ¼ 1:

The first of these boundary conditions implies that the flux term in the second PDE,
@U2

@r
� U2U1

� �
, is

zero at r ¼ 0.

The initial conditions at t ¼ 0 are given by

U1 ¼ 2�r and U2 ¼ 1:0; r 2 0; 1½ �:

The value � ¼ 1 was used in the problem definition. A mesh of 20 points was used with a circular mesh
spacing to cluster the points towards the right-hand side of the spatial interval, r ¼ 1.

10.1 Program Text

/* nag_pde_parab_1d_fd (d03pcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>
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#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], double[], double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, const double[], const double[],
Integer, double[], double[], Integer *,
Nag_Comm *);

static int NAG_CALL uinit(double *, double *, Integer, Integer, double);
#ifdef __cplusplus
}
#endif

int main(void)
{

const Integer npts = 20, npde = 2, neqn = npts * npde, intpts = 6, itype =
1;

const Integer nwk = (10 + 6 * npde) * neqn, lisave = neqn + 24;
const Integer lrsave = nwk + (21 + 3 * npde) * npde + 7 * npts + 54;
static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0, i, ind, it, itask, itrace, m;
double acc, alpha, hx, piby2, tout, ts;
double xout[6] = { 0., .4, .6, .8, .9, 1. };
double *rsave = 0, *u = 0, *uout = 0, *x = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

printf("nag_pde_parab_1d_fd (d03pcc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */
if (!(rsave = NAG_ALLOC(lrsave, double)) ||

!(u = NAG_ALLOC(npde * npts, double)) ||
!(uout = NAG_ALLOC(npde * intpts * itype, double)) ||
!(x = NAG_ALLOC(npts, double)) || !(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

acc = 0.001;
m = 1;
itrace = 0;
alpha = 1.0;
comm.p = (Pointer) &alpha;
ind = 0;
itask = 1;

/* Set spatial mesh points */

piby2 = 0.5 * nag_pi;
hx = piby2 / ((double) (npts - 1));
x[0] = 0.0;
x[npts - 1] = 1.0;
for (i = 1; i < npts - 1; ++i)

x[i] = sin(hx * i);

/* Set initial conditions */

ts = 0.0;
tout = 1e-5;
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printf("Accuracy requirement = %12.5f\n", acc);
printf("Parameter alpha = %10.3f\n\n", alpha);
printf(" t / x ");

for (i = 0; i < intpts; ++i)
printf("%8.4f", xout[i]);

printf("\n");

/* Set the initial values */

uinit(u, x, npde, npts, alpha);
for (it = 0; it < 5; ++it) {

tout *= 10.0;

/* Solve for next iteration step using
* nag_pde_parab_1d_fd (d03pcc).
* General system of parabolic PDEs, method of lines, finite
* differences, one space variable
*/

nag_pde_parab_1d_fd(npde, m, &ts, tout, pdedef, bndary, u, npts, x, acc,
rsave, lrsave, isave, lisave, itask, itrace, 0, &ind,
&comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_fd (d03pcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Interpolate at required spatial points using
* nag_pde_interp_1d_fd (d03pzc).
* PDEs, spatial interpolation fo use with the suite of routines
* nag_pde_parab_1d (d03p).
*/

nag_pde_interp_1d_fd(npde, m, u, npts, x, xout, intpts, 1, uout, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_interp_1d_fd (d03pzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n %6.4f u(1)", tout);
for (i = 0; i < intpts; ++i)

printf("%8.4f", uout[npde * i]);

printf("\n %6s u(2)", "");
for (i = 0; i < intpts; ++i)

printf("%8.4f", uout[npde * i + 1]);
printf("\n");

}

/* Print integration statistics */

printf("\n %-55s%4" NAG_IFMT "\n", "Number of integration steps in time",
isave[0]);

printf(" %-55s%4" NAG_IFMT "\n", "Number of residual evaluations of"
" resulting ODE system", isave[1]);

printf(" %-55s%4" NAG_IFMT "\n", "Number of Jacobian evaluations",
isave[2]);

printf(" %-55s%4" NAG_IFMT "\n", "Number of iterations of nonlinear solver",
isave[4]);

END:
NAG_FREE(rsave);
NAG_FREE(u);
NAG_FREE(uout);
NAG_FREE(x);
NAG_FREE(isave);

return exit_status;
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}

static int NAG_CALL uinit(double *u, double *x, Integer npde, Integer npts,
double alpha)

{
Integer i;

/* Intial conditions for u1 */
for (i = 0; i < npts; ++i)

u[i * npde] = alpha * 2.0 * x[i];
/* Intial conditions for u2 */
for (i = 0; i < npts; ++i)

u[i * npde + 1] = 1.0;

return 0;
}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double ux[], double p[],
double q[], double r[], Integer *ires,
Nag_Comm *comm)

{
/* PDE coefficients */

double *alpha = (double *) comm->p;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[0] = 0.0;

}
/* Coefficients on first PDE */
q[0] = *alpha * 4.0 * (u[1] + x * ux[1]);
r[0] = x * ux[0];
p[0] = 0.0;
p[npde] = 0.0;
/* Coefficients on first PDE */
q[1] = 0.0;
r[1] = ux[1] - u[0] * u[1];
p[1] = 0.0;
p[1 + npde] = 1.0 - x * x;
return;

}

static void NAG_CALL bndary(Integer npde, double t, const double u[],
const double ux[], Integer ibnd, double beta[],
double gamma[], Integer *ires, Nag_Comm *comm)

{
/* Boundary conditions */

if (comm->user[1] == -1.0) {
printf("(User-supplied callback bndary, first invocation.)\n");
comm->user[1] = 0.0;

}
if (ibnd == 0) {

/* u[0] = 0 */
beta[0] = 0.0;
gamma[0] = u[0];
/* ux[1] = 0 ==> 1.0*r[1] = ux[1] - u[0]*u[1] = -u[0]*u[1] */
beta[1] = 1.0;
gamma[1] = -u[0] * u[1];

}
else {

/* d(x*u[0])/dx = x*ux[0] + u[0] = 0 */
beta[0] = 1.0;
gamma[0] = -u[0];
/* u[1] = 0 */
beta[1] = 0.0;
gamma[1] = u[1];

}
return;

}
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10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_fd (d03pcc) Example Program Results

Accuracy requirement = 0.00100
Parameter alpha = 1.000

t / x 0.0000 0.4000 0.6000 0.8000 0.9000 1.0000
(User-supplied callback bndary, first invocation.)
(User-supplied callback pdedef, first invocation.)

0.0001 u(1) 0.0000 0.8008 1.1988 1.5990 1.7958 1.8485
u(2) 0.9997 0.9995 0.9994 0.9988 0.9663 -0.0000

0.0010 u(1) 0.0000 0.7982 1.1940 1.5841 1.7179 1.6734
u(2) 0.9969 0.9952 0.9937 0.9484 0.6385 -0.0000

0.0100 u(1) 0.0000 0.7676 1.1239 1.3547 1.3635 1.2830
u(2) 0.9627 0.9495 0.8754 0.5537 0.2908 -0.0000

0.1000 u(1) 0.0000 0.3908 0.5007 0.5297 0.5120 0.4744
u(2) 0.5468 0.4299 0.2995 0.1479 0.0724 -0.0000

1.0000 u(1) 0.0000 0.0007 0.0008 0.0008 0.0008 0.0007
u(2) 0.0010 0.0007 0.0005 0.0002 0.0001 -0.0000

Number of integration steps in time 78
Number of residual evaluations of resulting ODE system 378
Number of Jacobian evaluations 25
Number of iterations of nonlinear solver 190

Example Program
Solution, U(1,x,t), of Elliptic-parabolic Pair using Method of Lines and BDF Method
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Solution, U(2,x,t), of Elliptic-parabolic Pair using Finite-differences and BDF

U
(2

,x
,t)

0.000010

0.000100

0.001000

0.010000

0.100000

1.000000
Time (logscale)

 0
 0.2

 0.4
 0.6

 0.8
 1

x

 0
 0.1
 0.2
 0.3
 0.4
 0.5
 0.6
 0.7
 0.8
 0.9

 1

d03 – Partial Differential Equations d03pcc

Mark 26 d03pcc.15 (last)





NAG Library Function Document

nag_pde_parab_1d_coll (d03pdc)

1 Purpose

nag_pde_parab_1d_coll (d03pdc) integrates a system of linear or nonlinear parabolic partial differential
equations (PDEs) in one space variable. The spatial discretization is performed using a Chebyshev C0

collocation method, and the method of lines is employed to reduce the PDEs to a system of ordinary
differential equations (ODEs). The resulting system is solved using a backward differentiation formula
method.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_coll (Integer npde, Integer m, double *ts, double tout,

void (*pdedef)(Integer npde, double t, const double x[], Integer nptl,
const double u[], const double ux[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm),

void (*bndary)(Integer npde, double t, const double u[],
const double ux[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm),

double u[], Integer nbkpts, const double xbkpts[], Integer npoly,
Integer npts, double x[],

void (*uinit)(Integer npde, Integer npts, const double x[], double u[],
Nag_Comm *comm),

double acc, double rsave[], Integer lrsave, Integer isave[],
Integer lisave, Integer itask, Integer itrace, const char *outfile,
Integer *ind, Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_coll (d03pdc) integrates the system of parabolic equations:

Xnpde
j¼1

Pi;j
@Uj
@t
þQi ¼ x�m

@

@x
xmRið Þ; i ¼ 1; 2; . . . ;npde; a � x � b; t 	 t0; ð1Þ

where Pi;j, Qi and Ri depend on x, t, U , Ux and the vector U is the set of solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

; ð2Þ

and the vector Ux is its partial derivative with respect to x. Note that Pi;j, Qi and Ri must not depend

on
@U

@t
.

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and
b ¼ xnbkpts are the leftmost and rightmost of a user-defined set of break-points x1; x2; . . . ; xnbkpts. The
coordinate system in space is defined by the value of m; m ¼ 0 for Cartesian coordinates, m ¼ 1 for
cylindrical polar coordinates and m ¼ 2 for spherical polar coordinates.

The system is defined by the functions Pi;j, Qi and Ri which must be specified in pdedef.

The initial values of the functions U x; tð Þ must be given at t ¼ t0, and must be specified in uinit.

The functions Ri, for i ¼ 1; 2; . . . ; npde, which may be thought of as fluxes, are also used in the
definition of the boundary conditions for each equation. The boundary conditions must have the form
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�i x; tð ÞRi x; t; U; Uxð Þ ¼ �i x; t; U; Uxð Þ; i ¼ 1; 2; . . . ; npde; ð3Þ

where x ¼ a or x ¼ b.
The boundary conditions must be specified in bndary. Thus, the problem is subject to the following
restrictions:

(i) t0 < tout, so that integration is in the forward direction;

(ii) Pi;j, Qi and the flux Ri must not depend on any time derivatives;

(iii) the evaluation of the functions Pi;j, Qi and Ri is done at both the break-points and internally
selected points for each element in turn, that is Pi;j, Qi and Ri are evaluated twice at each break-
point. Any discontinuities in these functions must therefore be at one or more of the break-points
x1; x2; . . . ; xnbkpts;

(iv) at least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
problem;

(v) if m > 0 and x1 ¼ 0:0, which is the left boundary point, then it must be ensured that the PDE
solution is bounded at this point. This can be done by either specifying the solution at x ¼ 0:0 or
by specifying a zero flux there, that is �i ¼ 1:0 and �i ¼ 0:0. See also Section 9.

The parabolic equations are approximated by a system of ODEs in time for the values of Ui at the mesh
points. This ODE system is obtained by approximating the PDE solution between each pair of break-
points by a Chebyshev polynomial of degree npoly. The interval between each pair of break-points is
treated by nag_pde_parab_1d_coll (d03pdc) as an element, and on this element, a polynomial and its
space and time derivatives are made to satisfy the system of PDEs at npoly� 1 spatial points, which
are chosen internally by the code and the break-points. In the case of just one element, the break-points
are the boundaries. The user-defined break-points and the internally selected points together define the
mesh. The smallest value that npoly can take is one, in which case, the solution is approximated by
piecewise linear polynomials between consecutive break-points and the method is similar to an ordinary
finite element method.

In total there are nbkpts� 1ð Þ � npolyþ 1 mesh points in the spatial direction, and
npde� nbkpts� 1ð Þ � npolyþ 1ð Þ ODEs in the time direction; one ODE at each break-point for
each PDE component and (npoly� 1) ODEs for each PDE component between each pair of break-
points. The system is then integrated forwards in time using a backward differentiation formula method.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M and Dew P M (1991) Algorithm 690: Chebyshev polynomial software for elliptic-parabolic
systems of PDEs ACM Trans. Math. Software 17 178–206

Zaturska N B, Drazin P G and Banks W H H (1988) On the flow of a viscous fluid driven along a
channel by a suction at porous walls Fluid Dynamics Research 4

5 Arguments

1: npde – Integer Input

On entry: the number of PDEs in the system to be solved.

Constraint: npde 	 1.

2: m – Integer Input

On entry: the coordinate system used:

m ¼ 0
Indicates Cartesian coordinates.
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m ¼ 1
Indicates cylindrical polar coordinates.

m ¼ 2
Indicates spherical polar coordinates.

Constraint: m ¼ 0, 1 or 2.

3: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

4: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

5: pdedef – function, supplied by the user External Function

pdedef must compute the values of the functions Pi;j, Qi and Ri which define the system of
PDEs. The functions may depend on x, t, U and Ux and must be evaluated at a set of points.

The specification of pdedef is:

void pdedef (Integer npde, double t, const double x[], Integer nptl,
const double u[], const double ux[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x½nptl� – const double Input

On entry: contains a set of mesh points at which Pi;j, Qi and Ri are to be evaluated.
x½0� and x½nptl� 1� contain successive user-supplied break-points and the elements of
the array will satisfy x½0� < x½1� < � � � < x½nptl� 1�.

4: nptl – Integer Input

On entry: the number of points at which evaluations are required (the value of
npolyþ 1).

5: u½npde� nptl� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of the component Ui x; tð Þ where
x ¼ x½j � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;nptl.

6: ux½npde� nptl� – const double Input

On entry: ux½npde� j � 1ð Þ þ i � 1� contains the value of the component
@Ui x; tð Þ
@x

where x ¼ x½j � 1�, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;nptl.
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7: p½npde� npde� nptl� – double Output

On exit: p½npde� npde� k � 1ð Þ þ npde� j � 1ð Þ þ i � 1ð Þ� must be set to the value
of Pi;j x; t; U; Uxð Þ where x ¼ x½k � 1�, for i ¼ 1; 2; . . . ; npde, j ¼ 1; 2; . . . ; npde and
k ¼ 1; 2; . . . ;nptl.

8: q½npde� nptl� – double Output

On exit: q½npde� j � 1ð Þ þ i � 1� must be set to the value of Qi x; t; U; Uxð Þ where
x ¼ x½j � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;nptl.

9: r½npde� nptl� – double Output

On exit: r½npde� j � 1ð Þ þ i � 1� must be set to the value of Ri x; t; U; Uxð Þ where
x ¼ x½j � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;nptl.

10: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_coll (d03pdc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

11: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll
(d03pdc) you may allocate memory and initialize these pointers with various
quantities for use by pdedef when called from nag_pde_parab_1d_coll (d03pdc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

6: bndary – function, supplied by the user External Function

bndary must compute the functions �i and �i which define the boundary conditions as in
equation (3).

The specification of bndary is:

void bndary (Integer npde, double t, const double u[],
const double ux[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.
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3: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

4: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

5: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must set up the coefficients of the left-hand boundary, x ¼ a.

ibnd 6¼ 0
bndary must set up the coefficients of the right-hand boundary, x ¼ b.

6: beta½npde� – double Output

On exit: beta½i � 1� must be set to the value of �i x; tð Þ at the boundary specified by
ibnd, for i ¼ 1; 2; . . . ;npde.

7: gamma½npde� – double Output

On exit: gamma½i � 1� must be set to the value of �i x; t; U; Uxð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

8: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_coll (d03pdc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll
(d03pdc) you may allocate memory and initialize these pointers with various
quantities for use by bndary when called from nag_pde_parab_1d_coll (d03pdc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

7: u½npde� npts� – double Input/Output

On entry: if ind ¼ 1 the value of u must be unchanged from the previous call.
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On exit: u½npde� j� 1ð Þ þ i� 1� will contain the computed solution at t ¼ ts.

8: nbkpts – Integer Input

On entry: the number of break-points in the interval a; b½ �.
Constraint: nbkpts 	 2.

9: xbkpts½nbkpts� – const double Input

On entry: the values of the break-points in the space direction. xbkpts½0� must specify the left-
hand boundary, a, and xbkpts½nbkpts� 1� must specify the right-hand boundary, b.

Constraint: xbkpts½0� < xbkpts½1� < � � � < xbkpts½nbkpts� 1�.

10: npoly – Integer Input

On entry: the degree of the Chebyshev polynomial to be used in approximating the PDE solution
between each pair of break-points.

Constraint: 1 � npoly � 49.

11: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts ¼ nbkpts� 1ð Þ � npolyþ 1.

12: x½npts� – double Output

On exit: the mesh points chosen by nag_pde_parab_1d_coll (d03pdc) in the spatial direction. The
values of x will satisfy x½0� < x½1� < � � � < x½npts� 1�.

13: uinit – function, supplied by the user External Function

uinit must compute the initial values of the PDE components Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ; npde
and j ¼ 1; 2; . . . ; npts.

The specification of uinit is:

void uinit (Integer npde, Integer npts, const double x[], double u[],
Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: x½npts� – const double Input

On entry: x½j � 1�, contains the values of the jth mesh point, for j ¼ 1; 2; . . . ; npts.

4: u½npde� npts� – double Output

On exit: u½npde� j � 1ð Þ þ i � 1� must be set to the initial value Ui xj ; t0
� �

, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npts.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to uinit.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll
(d03pdc) you may allocate memory and initialize these pointers with various
quantities for use by uinit when called from nag_pde_parab_1d_coll (d03pdc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

14: acc – double Input

On entry: a positive quantity for controlling the local error estimate in the time integration. If
E i; jð Þ is the estimated error for Ui at the jth mesh point, the error test is:

E i; jð Þj j ¼ acc� 1:0þ u½npde� j� 1ð Þ þ i� 1�j jð Þ:
Constraint: acc > 0:0.

15: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

16: lrsave – Integer Input

On entry: the dimension of the array rsave.

Constraint: lrsave 	 11� npde� nptsþ 50þ nwkres þ lenode.

17: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the last backward differentiation formula method used.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves an ODE residual evaluation followed by a back-substitution using the LU
decomposition of the Jacobian matrix.

18: lisave – Integer Input

On entry: the dimension of the array isave.

Constraint: lisave 	 npde� nptsþ 24.
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19: itask – Integer Input

On entry: specifies the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout.

itask ¼ 2
One step and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

Constraint: itask ¼ 1, 2 or 3.

20: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_coll (d03pdc) and the
underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace > 0
Output from the underlying ODE solver is printed. This output contains details of Jacobian
entries, the nonlinear iteration and the time integration during the computation of the ODE
system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.

21: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

22: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_coll (d03pdc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

23: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

24: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.
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25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but a small change in acc is unlikely to result in a changed solution.
acc ¼ valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

acc was too small to start integration: acc ¼ valueh i.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied value of
acc. ts ¼ valueh i, acc ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, m ¼ valueh i and xbkpts½0� ¼ valueh i.
Constraint: m � 0 or xbkpts½0� 	 0:0

NE_INT

ires set to an invalid value in call to pdedef or bndary.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2 or 3.

On entry, m ¼ valueh i.
Constraint: m ¼ 0, 1 or 2.

On entry, nbkpts ¼ valueh i.
Constraint: nbkpts 	 2.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.
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On entry, npoly ¼ valueh i.
Constraint: 1 � npoly � 49.

On entry, npoly ¼ valueh i.
Constraint: npoly � 49.

On entry, npoly ¼ valueh i.
Constraint: npoly 	 1.

NE_INT_2

On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.

NE_INT_3

On entry, npts ¼ valueh i, nbkpts ¼ valueh i and npoly ¼ valueh i.
Constraint: npts ¼ nbkpts� 1ð Þ � npolyþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, break-points xbkpts are badly ordered: I ¼ valueh i, xbkpts½I � 1� ¼ valueh i,
J ¼ valueh i and xbkpts½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, acc ¼ valueh i.
Constraint: acc > 0:0.

NE_REAL_2

On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

Flux function appears to depend on time derivatives.
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NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef or bndary. Integration is
successful as far as ts: ts ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_coll (d03pdc) controls the accuracy of the integration in the time direction but not
the accuracy of the approximation in space. The spatial accuracy depends on the degree of the
polynomial approximation npoly, and on both the number of break-points and on their distribution in
space. In the time integration only the local error over a single step is controlled and so the accuracy
over a number of steps cannot be guaranteed. You should therefore test the effect of varying the
accuracy argument, acc.

8 Parallelism and Performance

nag_pde_parab_1d_coll (d03pdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_coll (d03pdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pde_parab_1d_coll (d03pdc) is designed to solve parabolic systems (possibly including elliptic
equations) with second-order derivatives in space. The argument specification allows you to include
equations with only first-order derivatives in the space direction but there is no guarantee that the
method of integration will be satisfactory for such systems. The position and nature of the boundary
conditions in particular are critical in defining a stable problem.

The time taken depends on the complexity of the parabolic system and on the accuracy requested.

10 Example

The problem consists of a fourth-order PDE which can be written as a pair of second-order elliptic-
parabolic PDEs for U1 x; tð Þ and U2 x; tð Þ,

0 ¼ @
2U1

@x2
� U2 ð4Þ

@U2

@t
¼ @

2U2

@x2
þ U2

@U1

@x
� U1

@U2

@x
ð5Þ

where �1 � x � 1 and t 	 0. The boundary conditions are given by

@U1

@x
¼ 0 and U1 ¼ 1 at x ¼ �1; and

@U1

@x
¼ 0 and U1 ¼ �1 at x ¼ 1:

The initial conditions at t ¼ 0 are given by

U1 ¼ � sin
	x

2
and U2 ¼

	2

4
sin

	x

2
:

The absence of boundary conditions for U2 x; tð Þ does not pose any difficulties provided that the
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derivative flux boundary conditions are assigned to the first PDE (4) which has the correct flux,
@U1

@x
.

The conditions on U1 x; tð Þ at the boundaries are assigned to the second PDE by setting �2 ¼ 0:0 in
equation (3) and placing the Dirichlet boundary conditions on U1 x; tð Þ in the function �2.

10.1 Program Text

/* nag_pde_parab_1d_coll (d03pdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL uinit(Integer, Integer, const double[], double[],
Nag_Comm *);

static void NAG_CALL pdedef(Integer, double, const double[], Integer,
const double[], const double[], double[],
double[], double[], Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, const double[], const double[],
Integer, double[], double[], Integer *,
Nag_Comm *);

#ifdef __cplusplus
}
#endif

#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UOUT(I, J, K) uout[npde*(intpts*((K) -1)+(J) -1)+(I) -1]
#define P(I, J, K) p[npde*(npde*((K) -1)+(J) -1)+(I) -1]
#define Q(I, J) q[npde*((J) -1)+(I) -1]
#define R(I, J) r[npde*((J) -1)+(I) -1]
#define UX(I, J) ux[npde*((J) -1)+(I) -1]

int main(void)
{

const Integer nbkpts = 10, nelts = nbkpts - 1, npde = 2, npoly = 3,
m = 0, itype = 1, npts = nelts * npoly + 1, neqn = npde * npts,
intpts = 6, npl1 = npoly + 1, lisave = neqn + 24,
mu = npde * (npoly + 1) - 1, lenode = (3 * mu + 1) * neqn,
nwkres =
3 * npl1 * npl1 + npl1 * (npde * npde + 6 * npde + nbkpts + 1)
+ 13 * npde + 5, lrsave = 11 * neqn + 50 + nwkres + lenode;

static double ruser[3] = { -1.0, -1.0, -1.0 };
static double xout[6] = { -1., -.6, -.2, .2, .6, 1. };
double acc, tout, ts;
Integer exit_status = 0, i, ind, it, itask, itrace;

double *rsave = 0, *u = 0, *uout = 0, *x = 0, *xbkpts = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);
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printf("nag_pde_parab_1d_coll (d03pdc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */

if (!(rsave = NAG_ALLOC(lrsave, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(uout = NAG_ALLOC(npde * intpts * itype, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xbkpts = NAG_ALLOC(nbkpts, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

acc = 1e-4;
itrace = 0;

/* Set the break-points */

for (i = 0; i < 10; ++i) {
xbkpts[i] = i * 2.0 / 9.0 - 1.0;

}

ind = 0;
itask = 1;
ts = 0.0;
tout = 1e-5;
printf(" Polynomial degree =%4" NAG_IFMT "", npoly);
printf(" No. of elements = %4" NAG_IFMT "\n\n", nelts);
printf(" Accuracy requirement = %12.3e", acc);
printf(" Number of points = %5" NAG_IFMT "\n\n", npts);
printf(" t / x ");

for (i = 0; i < 6; ++i) {
printf("%8.4f", xout[i]);
printf((i + 1) % 6 == 0 || i == 5 ? "\n" : "");

}
printf("\n");

/* Loop over output values of t */

for (it = 0; it < 5; ++it) {
tout *= 10.0;

/* nag_pde_parab_1d_coll (d03pdc).
* General system of parabolic PDEs, method of lines,
* Chebyshev C^0 collocation, one space variable
*/

nag_pde_parab_1d_coll(npde, m, &ts, tout, pdedef, bndary, u, nbkpts,
xbkpts, npoly, npts, x, uinit, acc, rsave, lrsave,
isave, lisave, itask, itrace, 0, &ind, &comm,
&saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_coll (d03pdc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Interpolate at required spatial points */

/* nag_pde_interp_1d_coll (d03pyc).
* PDEs, spatial interpolation with nag_pde_parab_1d_coll
* (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc)
*/

d03 – Partial Differential Equations d03pdc

Mark 26 d03pdc.13



nag_pde_interp_1d_coll(npde, u, nbkpts, xbkpts, npoly, npts, xout,
intpts, itype, uout, rsave, lrsave, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_interp_1d_coll (d03pyc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n %6.4f u(1)", tout);

for (i = 1; i <= 6; ++i) {
printf("%8.4f", UOUT(1, i, 1));
printf(i % 6 == 0 || i == 6 ? "\n" : "");

}

printf(" u(2)");

for (i = 1; i <= 6; ++i) {
printf("%8.4f", UOUT(2, i, 1));
printf(i % 6 == 0 || i == 6 ? "\n" : "");

}
}

/* Print integration statistics */

printf("\n");
printf(" Number of integration steps in time ");
printf("%4" NAG_IFMT "\n", isave[0]);
printf(" Number of residual evaluations of resulting ODE system ");
printf("%4" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations ");
printf("%4" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations of nonlinear solver ");
printf("%4" NAG_IFMT "\n", isave[4]);

END:
NAG_FREE(rsave);
NAG_FREE(u);
NAG_FREE(uout);
NAG_FREE(x);
NAG_FREE(xbkpts);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uinit(Integer npde, Integer npts, const double x[],
double u[], Nag_Comm *comm)

{
Integer i;
double piby2;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback uinit, first invocation.)\n");
comm->user[0] = 0.0;

}
piby2 = 0.5 * nag_pi;
for (i = 1; i <= npts; ++i) {

U(1, i) = -sin(piby2 * x[i - 1]);
U(2, i) = -piby2 * piby2 * U(1, i);

}
return;

}

static void NAG_CALL pdedef(Integer npde, double t, const double x[],
Integer nptl, const double u[], const double ux[],
double p[], double q[], double r[], Integer *ires,
Nag_Comm *comm)

{
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Integer i;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[1] = 0.0;

}
for (i = 1; i <= nptl; ++i) {

Q(1, i) = U(2, i);
Q(2, i) = U(1, i) * UX(2, i) - UX(1, i) * U(2, i);
R(1, i) = UX(1, i);
R(2, i) = UX(2, i);
P(1, 1, i) = 0.0;
P(1, 2, i) = 0.0;
P(2, 1, i) = 0.0;
P(2, 2, i) = 1.0;

}
return;

}

static void NAG_CALL bndary(Integer npde, double t, const double u[],
const double ux[], Integer ibnd, double beta[],
double gamma[], Integer *ires, Nag_Comm *comm)

{
if (comm->user[2] == -1.0) {

printf("(User-supplied callback bndary, first invocation.)\n");
comm->user[2] = 0.0;

}
if (ibnd == 0) {

beta[0] = 1.0;
gamma[0] = 0.0;
beta[1] = 0.0;
gamma[1] = u[0] - 1.0;

}
else {

beta[0] = 1.0;
gamma[0] = 0.0;
beta[1] = 0.0;
gamma[1] = u[0] + 1.0;

}
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_coll (d03pdc) Example Program Results

Polynomial degree = 3 No. of elements = 9

Accuracy requirement = 1.000e-04 Number of points = 28

t / x -1.0000 -0.6000 -0.2000 0.2000 0.6000 1.0000

(User-supplied callback uinit, first invocation.)
(User-supplied callback pdedef, first invocation.)
(User-supplied callback bndary, first invocation.)

0.0001 u(1) 1.0000 0.8090 0.3090 -0.3090 -0.8090 -1.0000
u(2) -2.4850 -1.9957 -0.7623 0.7623 1.9957 2.4850

0.0010 u(1) 1.0000 0.8085 0.3088 -0.3088 -0.8085 -1.0000
u(2) -2.5583 -1.9913 -0.7606 0.7606 1.9913 2.5583

0.0100 u(1) 1.0000 0.8051 0.3068 -0.3068 -0.8051 -1.0000
u(2) -2.6962 -1.9481 -0.7439 0.7439 1.9481 2.6962

0.1000 u(1) 1.0000 0.7951 0.2985 -0.2985 -0.7951 -1.0000
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u(2) -2.9022 -1.8339 -0.6338 0.6338 1.8339 2.9022

1.0000 u(1) 1.0000 0.7939 0.2972 -0.2972 -0.7939 -1.0000
u(2) -2.9233 -1.8247 -0.6120 0.6120 1.8247 2.9233

Number of integration steps in time 50
Number of residual evaluations of resulting ODE system 407
Number of Jacobian evaluations 18
Number of iterations of nonlinear solver 122

Example Program
Solution, U(1,x,t), of Elliptic-parabolic Pair using Chebyshev Collocation and BDF
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Solution, U(2,x,t), of Elliptic-parabolic Pair using Chebyshev Collocation and BDF
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NAG Library Function Document

nag_pde_parab_1d_keller (d03pec)

1 Purpose

nag_pde_parab_1d_keller (d03pec) integrates a system of linear or nonlinear, first-order, time-dependent
partial differential equations (PDEs) in one space variable. The spatial discretization is performed using
the Keller box scheme and the method of lines is employed to reduce the PDEs to a system of ordinary
differential equations (ODEs). The resulting system is solved using a Backward Differentiation Formula
(BDF) method.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_keller (Integer npde, double *ts, double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ut[], const double ux[], double res[], Integer *ires,
Nag_Comm *comm),

void (*bndary)(Integer npde, double t, Integer ibnd, Integer nobc,
const double u[], const double ut[], double res[], Integer *ires,
Nag_Comm *comm),

double u[], Integer npts, const double x[], Integer nleft, double acc,
double rsave[], Integer lrsave, Integer isave[], Integer lisave,
Integer itask, Integer itrace, const char *outfile, Integer *ind,
Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_keller (d03pec) integrates the system of first-order PDEs

Gi x; t; U; Ux; Utð Þ ¼ 0; i ¼ 1; 2; . . . ; npde: ð1Þ

In particular the functions Gi must have the general form

Gi ¼
Xnpde
j¼1

Pi;j
@Uj
@t
þQi; i ¼ 1; 2; . . . ;npde; a � x � b; t 	 t0; ð2Þ

where Pi;j and Qi depend on x, t, U , Ux and the vector U is the set of solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

; ð3Þ

and the vector Ux is its partial derivative with respect to x. Note that Pi;j and Qi must not depend on
@U

@t
.

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts. The mesh should be
chosen in accordance with the expected behaviour of the solution.

The PDE system which is defined by the functions Gi must be specified in pdedef.

The initial values of the functions U x; tð Þ must be given at t ¼ t0. For a first-order system of PDEs,
only one boundary condition is required for each PDE component Ui. The npde boundary conditions
are separated into na at the left-hand boundary x ¼ a, and nb at the right-hand boundary x ¼ b, such
that na þ nb ¼ npde. The position of the boundary condition for each component should be chosen with
care; the general rule is that if the characteristic direction of Ui at the left-hand boundary (say) points
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into the interior of the solution domain, then the boundary condition for Ui should be specified at the
left-hand boundary. Incorrect positioning of boundary conditions generally results in initialization or
integration difficulties in the underlying time integration functions.

The boundary conditions have the form:

GL
i x; t; U; Utð Þ ¼ 0 at x ¼ a; i ¼ 1; 2; . . . ; na ð4Þ

at the left-hand boundary, and

GR
i x; t; U; Utð Þ ¼ 0 at x ¼ b; i ¼ 1; 2; . . . ; nb ð5Þ

at the right-hand boundary.

Note that the functions GL
i and GR

i must not depend on Ux, since spatial derivatives are not determined
explicitly in the Keller box scheme (see Keller (1970)). If the problem involves derivative (Neumann)
boundary conditions then it is generally possible to restate such boundary conditions in terms of
permissible variables. Also note that GL

i and GR
i must be linear with respect to time derivatives, so that

the boundary conditions have the general form

Xnpde
j¼1

EL
i;j

@Uj
@t
þ SLi ¼ 0; i ¼ 1; 2; . . . ; na ð6Þ

at the left-hand boundary, and

Xnpde
j¼1

ER
i;j

@Uj
@t
þ SRi ¼ 0; i ¼ 1; 2; . . . ; nb ð7Þ

at the right-hand boundary, where EL
i;j, E

R
i;j, S

L
i , and S

R
i depend on x, t and U only.

The boundary conditions must be specified in bndary.

The problem is subject to the following restrictions:

(i) t0 < tout, so that integration is in the forward direction;

(ii) Pi;j and Qi must not depend on any time derivatives;

(iii) The evaluation of the function Gi is done at the mid-points of the mesh intervals by calling the
pdedef for each mid-point in turn. Any discontinuities in the function must therefore be at one or
more of the mesh points x1; x2; . . . ; xnpts;

(iv) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
problem.

In this method of lines approach the Keller box scheme (see Keller (1970)) is applied to each PDE in
the space variable only, resulting in a system of ODEs in time for the values of Ui at each mesh point.
In total there are npde� npts ODEs in the time direction. This system is then integrated forwards in
time using a BDF method.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M, Dew P M and Furzeland R M (1989) Developing software for time-dependent problems
using the method of lines and differential-algebraic integrators Appl. Numer. Math. 5 375–397

Keller H B (1970) A new difference scheme for parabolic problems Numerical Solutions of Partial
Differential Equations (ed J Bramble) 2 327–350 Academic Press

Pennington S V and Berzins M (1994) New NAG Library software for first-order partial differential
equations ACM Trans. Math. Softw. 20 63–99
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5 Arguments

1: npde – Integer Input

On entry: the number of PDEs in the system to be solved.

Constraint: npde 	 1.

2: ts – double * Input/Output

On entry: the initial value of the independent variable t.

Constraint: ts < tout.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

3: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

4: pdedef – function, supplied by the user External Function

pdedef must compute the functions Gi which define the system of PDEs. pdedef is called
approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_keller
(d03pec).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ut[], const double ux[], double res[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ut½npde� – const double Input

On entry: ut½i � 1� contains the value of the component
@Ui x; tð Þ

@t
, for

i ¼ 1; 2; . . . ; npde.

6: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

7: res½npde� – double Output

On exit: res½i � 1� must contain the ith component of G, for i ¼ 1; 2; . . . ;npde, where
G is defined as
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Gi ¼
Xnpde
j¼1

Pi;j
@Uj

@t
; ð8Þ

i.e., only terms depending explicitly on time derivatives, or

Gi ¼
Xnpde
j¼1

Pi;j
@Uj

@t
þQi; ð9Þ

i.e., all terms in equation (2).

The definition of G is determined by the input value of ires.

8: ires – Integer * Input/Output

On entry: the form of Gi that must be returned in the array res.

ires ¼ �1
Equation (8) must be used.

ires ¼ 1
Equation (9) must be used.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller (d03pec) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller
(d03pec) you may allocate memory and initialize these pointers with various
quantities for use by pdedef when called from nag_pde_parab_1d_keller
(d03pec) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: bndary – function, supplied by the user External Function

bndary must compute the functions GL
i and GR

i which define the boundary conditions as in
equations (4) and (5).

The specification of bndary is:

void bndary (Integer npde, double t, Integer ibnd, Integer nobc,
const double u[], const double ut[], double res[], Integer *ires,
Nag_Comm *comm)
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1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ibnd – Integer Input

On entry: determines the position of the boundary conditions.

ibnd ¼ 0
bndary must compute the left-hand boundary condition at x ¼ a.

ibnd 6¼ 0
Indicates that bndary must compute the right-hand boundary condition at x ¼ b.

4: nobc – Integer Input

On entry: specifies the number of boundary conditions at the boundary specified by
ibnd.

5: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

6: ut½npde� – const double Input

On entry: ut½i � 1� contains the value of the component
@Ui x; tð Þ

@t
at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

7: res½nobc� – double Output

On exit: res½i � 1� must contain the ith component of GL or GR, depending on the value
of ibnd, for i ¼ 1; 2; . . . ; nobc, where GL is defined as

GL
i ¼

Xnpde
j¼1

EL
i;j

@Uj

@t
; ð10Þ

i.e., only terms depending explicitly on time derivatives, or

GL
i ¼

Xnpde
j¼1

EL
i;j

@Uj

@t
þ SLi ; ð11Þ

i.e., all terms in equation (6), and similarly for GR
i .

The definitions of GL and GR are determined by the input value of ires.

8: ires – Integer * Input/Output

On entry: the form GL
i (or GR

i ) that must be returned in the array res.

ires ¼ �1
Equation (10) must be used.

ires ¼ 1
Equation (11) must be used.
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On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller (d03pec) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller
(d03pec) you may allocate memory and initialize these pointers with various
quantities for use by bndary when called from nag_pde_parab_1d_keller
(d03pec) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: u½npde� npts� – double Input/Output

On entry: the initial values of U x; tð Þ at t ¼ ts and the mesh points x½j � 1�, for j ¼ 1; 2; . . . ;npts.

On exit: u½npde� j � 1ð Þ þ i � 1� will contain the computed solution at t ¼ ts.

7: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

8: x½npts� – const double Input

On entry: the mesh points in the spatial direction. x½0� must specify the left-hand boundary, a,
and x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.

9: nleft – Integer Input

On entry: the number na of boundary conditions at the left-hand mesh point x½0�.
Constraint: 0 � nleft � npde.

10: acc – double Input

On entry: a positive quantity for controlling the local error estimate in the time integration. If
E i; jð Þ is the estimated error for Ui at the jth mesh point, the error test is:

E i; jð Þj j ¼ acc� 1:0þ u½npde� j� 1ð Þ þ i� 1�j jð Þ:
Constraint: acc > 0:0.

11: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.
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If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

12: lrsave – Integer Input

On entry: the dimension of the array rsave.

Constraint: lrsave 	 4� npdeþ nleftþ 14ð Þ � npde� nptsþ 3� npdeþ 21ð Þ � npdeþ
7� nptsþ 54.

13: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the last backward differentiation formula method used.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves an ODE residual evaluation followed by a back-substitution using the LU
decomposition of the Jacobian matrix.

14: lisave – Integer Input

On entry: the dimension of the array isave.

Constraint: lisave 	 npde� nptsþ 24.

15: itask – Integer Input

On entry: specifies the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout.

itask ¼ 2
Take one step and return.

itask ¼ 3
Stop at the first internal integration point at or beyond t ¼ tout.

Constraint: itask ¼ 1, 2 or 3.

16: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_keller (d03pec) and the
underlying ODE solver as follows:

itrace � �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed .
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itrace ¼ 1
Output from the underlying ODE solver is printed . This output contains details of
Jacobian entries, the nonlinear iteration and the time integration during the computation of
the ODE system.

itrace ¼ 2
Output from the underlying ODE solver is similar to that produced when itrace ¼ 1,
except that the advisory messages are given in greater detail.

itrace 	 3
Output from the underlying ODE solver is similar to that produced when itrace ¼ 2,
except that the advisory messages are given in greater detail.

You are advised to set itrace ¼ 0.

17: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

18: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_keller
(d03pec).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

19: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

20: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but a small change in acc is unlikely to result in a changed solution.
acc ¼ valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

acc was too small to start integration: acc ¼ valueh i.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied value of
acc. ts ¼ valueh i, acc ¼ valueh i.

NE_INT

ires set to an invalid value in call to pdedef or bndary.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2 or 3.

On entry, nleft ¼ valueh i.
Constraint: nleft 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

NE_INT_2

On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, nleft ¼ valueh i, npde ¼ valueh i.
Constraint: nleft � npde.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.
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NE_NOT_STRICTLY_INCREASING

On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, acc ¼ valueh i.
Constraint: acc > 0:0.

NE_REAL_2

On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef or bndary. Integration is
successful as far as ts: ts ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_keller (d03pec) controls the accuracy of the integration in the time direction but not
the accuracy of the approximation in space. The spatial accuracy depends on both the number of mesh
points and on their distribution in space. In the time integration only the local error over a single step is
controlled and so the accuracy over a number of steps cannot be guaranteed. You should therefore test
the effect of varying the accuracy argument, acc.

8 Parallelism and Performance

nag_pde_parab_1d_keller (d03pec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_keller (d03pec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Keller box scheme can be used to solve higher-order problems which have been reduced to first-
order by the introduction of new variables (see the example problem in nag_pde_parab_1d_keller_ode
(d03pkc)). In general, a second-order problem can be solved with slightly greater accuracy using the
Keller box scheme instead of a finite difference scheme (nag_pde_parab_1d_fd (d03pcc) or
nag_pde_parab_1d_fd_ode (d03phc) for example), but at the expense of increased CPU time due to
the larger number of function evaluations required.

It should be noted that the Keller box scheme, in common with other central-difference schemes, may
be unsuitable for some hyperbolic first-order problems such as the apparently simple linear advection
equation Ut þ aUx ¼ 0, where a is a constant, resulting in spurious oscillations due to the lack of
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dissipation. This type of problem requires a discretization scheme with upwind weighting
(nag_pde_parab_1d_cd (d03pfc) for example), or the addition of a second-order artificial dissipation
term.

The time taken depends on the complexity of the system and on the accuracy requested.

10 Example

This example is the simple first-order system

@U1

@t
þ @U1

@x
þ @U2

@x
¼ 0;

@U2

@t
þ 4

@U1

@x
þ @U2

@x
¼ 0;

for t 2 0; 1½ � and x 2 0; 1½ �.
The initial conditions are

U1 x; 0ð Þ ¼ exp xð Þ; U2 x; 0ð Þ ¼ sin xð Þ;

and the Dirichlet boundary conditions for U1 at x ¼ 0 and U2 at x ¼ 1 are given by the exact solution:

U1 x; tð Þ ¼ 1
2 exp xþ tð Þ þ exp x� 3tð Þf g þ 1

4 sin x� 3tð Þ � sin xþ tð Þf g;

U2 x; tð Þ ¼ exp x� 3tð Þ � exp xþ tð Þ þ 1
2 sin xþ tð Þ þ sin x� 3tð Þf g:

10.1 Program Text

/* nag_pde_parab_1d_keller (d03pec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, Integer, Integer,
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL exact(double, Integer, Integer, double *, double *);
static void NAG_CALL uinit(Integer, Integer, double *, double *);

#ifdef __cplusplus
}
#endif

#define U(I, J) u[npde*((J) -1)+(I) -1]
#define EU(I, J) eu[npde*((J) -1)+(I) -1]

int main(void)
{

d03 – Partial Differential Equations d03pec

Mark 26 d03pec.11



const Integer npde = 2, npts = 41, nleft = 1, neqn = npde * npts;
const Integer lisave = neqn + 24, nwkres =

npde * (npts + 21 + 3 * npde) + 7 * npts + 4;
const Integer lrsave =

11 * neqn + (4 * npde + nleft + 2) * neqn + 50 + nwkres;
static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0, i, ind, it, itask, itrace;
double acc, tout, ts;
double *eu = 0, *rsave = 0, *u = 0, *x = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

printf("nag_pde_parab_1d_keller (d03pec) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */

if (!(eu = NAG_ALLOC(npde * npts, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(x = NAG_ALLOC(npts, double)) || !(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

itrace = 0;
acc = 1e-6;

printf(" Accuracy requirement =%12.3e", acc);
printf(" Number of points = %3" NAG_IFMT "\n\n", npts);

/* Set spatial-mesh points */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

printf(" x ");
printf("%10.4f%10.4f%10.4f%10.4f%10.4f\n\n",

x[4], x[12], x[20], x[28], x[36]);

ind = 0;
itask = 1;

uinit(npde, npts, x, u);

/* Loop over output value of t */

ts = 0.0;
for (it = 0; it < 5; ++it) {

tout = 0.2 * (it + 1);
/* nag_pde_parab_1d_keller (d03pec).
* General system of first-order PDEs, method of lines,
* Keller box discretization, one space variable
*/

nag_pde_parab_1d_keller(npde, &ts, tout, pdedef, bndary, u, npts, x,
nleft, acc, rsave, lrsave, isave, lisave, itask,
itrace, 0, &ind, &comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_keller (d03pec).\n%s\n",

fail.message);
exit_status = 1;
goto END;
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}

/* Check against the exact solution */

exact(tout, npde, npts, x, eu);

printf(" t = %5.2f\n", ts);
printf(" Approx u1");
printf("%10.4f%10.4f%10.4f%10.4f%10.4f\n",

U(1, 5), U(1, 13), U(1, 21), U(1, 29), U(1, 37));

printf(" Exact u1");
printf("%10.4f%10.4f%10.4f%10.4f%10.4f\n",

EU(1, 5), EU(1, 13), EU(1, 21), EU(1, 29), EU(1, 37));

printf(" Approx u2");
printf("%10.4f%10.4f%10.4f%10.4f%10.4f\n",

U(2, 5), U(2, 13), U(2, 21), U(2, 29), U(2, 37));

printf(" Exact u2");
printf("%10.4f%10.4f%10.4f%10.4f%10.4f\n\n",

EU(2, 5), EU(2, 13), EU(2, 21), EU(2, 29), EU(2, 37));
}
printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(eu);
NAG_FREE(rsave);
NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double udot[],
const double dudx[], double res[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[0] = 0.0;

}
if (*ires == -1) {

res[0] = udot[0];
res[1] = udot[1];

}
else {

res[0] = udot[0] + dudx[0] + dudx[1];
res[1] = udot[1] + 4.0 * dudx[0] + dudx[1];

}
return;

}

static void NAG_CALL bndary(Integer npde, double t, Integer ibnd,
Integer nobc, const double u[],
const double udot[], double res[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback bndary, first invocation.)\n");
comm->user[1] = 0.0;

}
if (ibnd == 0) {

if (*ires == -1) {
res[0] = 0.0;

}
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else {
res[0] = u[0] - 0.5 * (exp(t) + exp(-3.0 * t))

- 0.25 * (sin(-3.0 * t) - sin(t));
}

}
else {

if (*ires == -1) {
res[0] = 0.0;

}
else {

res[0] = u[1] - exp(1.0 - 3.0 * t) + exp(t + 1.0)
- 0.5 * (sin(1.0 - 3.0 * t) + sin(t + 1.0));

}
}
return;

}

static void NAG_CALL uinit(Integer npde, Integer npts, double *x, double *u)
{

/* Routine for PDE initial values */

Integer i;

for (i = 1; i <= npts; ++i) {
U(1, i) = exp(x[i - 1]);
U(2, i) = sin(x[i - 1]);

}
return;

}

static void NAG_CALL exact(double t, Integer npde, Integer npts, double *x,
double *u)

{
/* Exact solution (for comparison purposes) */

Integer i;

for (i = 1; i <= npts; ++i) {
U(1, i) = 0.5 * (exp(x[i - 1] + t) + exp(x[i - 1] - 3.0 * t)) +

0.25 * (sin(x[i - 1] - 3.0 * t) - sin(x[i - 1] + t));
U(2, i) = exp(x[i - 1] - 3.0 * t) - exp(x[i - 1] + t) +

0.5 * (sin(x[i - 1] - 3.0 * t) + sin(x[i - 1] + t));
}
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_keller (d03pec) Example Program Results

Accuracy requirement = 1.000e-06 Number of points = 41

x 0.1000 0.3000 0.5000 0.7000 0.9000

(User-supplied callback bndary, first invocation.)
(User-supplied callback pdedef, first invocation.)
t = 0.20
Approx u1 0.7845 1.0010 1.2733 1.6115 2.0281
Exact u1 0.7845 1.0010 1.2733 1.6115 2.0281
Approx u2 -0.8352 -0.8159 -0.8367 -0.9128 -1.0609
Exact u2 -0.8353 -0.8160 -0.8367 -0.9129 -1.0609

t = 0.40
Approx u1 0.6481 0.8533 1.1212 1.4627 1.8903
Exact u1 0.6481 0.8533 1.1212 1.4627 1.8903
Approx u2 -1.5216 -1.6767 -1.8934 -2.1917 -2.5944
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Exact u2 -1.5217 -1.6767 -1.8935 -2.1917 -2.5945

t = 0.60
Approx u1 0.6892 0.8961 1.1747 1.5374 1.9989
Exact u1 0.6892 0.8962 1.1747 1.5374 1.9989
Approx u2 -2.0047 -2.3434 -2.7677 -3.3002 -3.9680
Exact u2 -2.0048 -2.3436 -2.7678 -3.3003 -3.9680

t = 0.80
Approx u1 0.8977 1.1247 1.4320 1.8349 2.3514
Exact u1 0.8977 1.1247 1.4320 1.8349 2.3512
Approx u2 -2.3403 -2.8675 -3.5110 -4.2960 -5.2536
Exact u2 -2.3405 -2.8677 -3.5111 -4.2961 -5.2537

t = 1.00
Approx u1 1.2470 1.5206 1.8828 2.3528 2.9519
Exact u1 1.2470 1.5205 1.8829 2.3528 2.9518
Approx u2 -2.6229 -3.3338 -4.1998 -5.2505 -6.5218
Exact u2 -2.6232 -3.3340 -4.2001 -5.2507 -6.5219

Number of integration steps in time = 149
Number of function evaluations = 399
Number of Jacobian evaluations = 13
Number of iterations = 323

Example Program
Solution, U(1,x,t), of First-order System using Keller, Box and BDF
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Solution, U(2,x,t), of First-order System using Keller, Box and BDF
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NAG Library Function Document

nag_pde_parab_1d_cd (d03pfc)

1 Purpose

nag_pde_parab_1d_cd (d03pfc) integrates a system of linear or nonlinear convection-diffusion
equations in one space dimension, with optional source terms. The system must be posed in
conservative form. Convection terms are discretized using a sophisticated upwind scheme involving a
user-supplied numerical flux function based on the solution of a Riemann problem at each mesh point.
The method of lines is employed to reduce the PDEs to a system of ordinary differential equations
(ODEs), and the resulting system is solved using a backward differentiation formula (BDF) method.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_cd (Integer npde, double *ts, double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ux[], double p[], double c[], double d[], double s[],
Integer *ires, Nag_Comm *comm),

void (*numflx)(Integer npde, double t, double x, const double uleft[],
const double uright[], double flux[], Integer *ires,
Nag_Comm *comm, Nag_D03_Save *saved),

void (*bndary)(Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm),

double u[], Integer npts, const double x[], const double acc[],
double tsmax, double rsave[], Integer lrsave, Integer isave[],
Integer lisave, Integer itask, Integer itrace, const char *outfile,
Integer *ind, Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_cd (d03pfc) integrates the system of convection-diffusion equations in conservative
form:

Xnpde
j¼1

Pi;j
@Uj
@t
þ @Fi
@x
¼ Ci

@Di

@x
þ Si; ð1Þ

or the hyperbolic convection-only system:

@Ui
@t
þ @Fi
@x
¼ 0; ð2Þ

for i ¼ 1; 2; . . . ; npde; a � x � b; t 	 t0, where the vector U is the set of solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

:

The functions Pi;j, Fi, Ci and Si depend on x, t and U ; and Di depends on x, t, U and Ux, where Ux is
the spatial derivative of U . Note that Pi;j, Fi, Ci and Si must not depend on any space derivatives; and

none of the functions may depend on time derivatives. In terms of conservation laws, Fi,
Ci@Di

@x
and Si

are the convective flux, diffusion and source terms respectively.
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The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts. The initial values of the
functions U x; tð Þ must be given at t ¼ t0.
The PDEs are approximated by a system of ODEs in time for the values of Ui at mesh points using a
spatial discretization method similar to the central-difference scheme used in nag_pde_parab_1d_fd
(d03pcc), nag_pde_parab_1d_fd_ode (d03phc) and nag_pde_parab_1d_fd_ode_remesh (d03ppc), but
with the flux Fi replaced by a numerical flux, which is a representation of the flux taking into account
the direction of the flow of information at that point (i.e., the direction of the characteristics). Simple
central differencing of the numerical flux then becomes a sophisticated upwind scheme in which the
correct direction of upwinding is automatically achieved.

The numerical flux vector, F̂i say, must be calculated by you in terms of the left and right values of the
solution vector U (denoted by UL and UR respectively), at each mid-point of the mesh
xj�1=2 ¼ xj�1 þ xj

� �
=2, for j ¼ 2; 3; . . . ; npts. The left and right values are calculated by

nag_pde_parab_1d_cd (d03pfc) from two adjacent mesh points using a standard upwind technique
combined with a Van Leer slope-limiter (see LeVeque (1990)). The physically correct value for F̂i is
derived from the solution of the Riemann problem given by

@Ui
@t
þ @Fi
@y
¼ 0; ð3Þ

where y ¼ x� xj�1=2, i.e., y ¼ 0 corresponds to x ¼ xj�1=2, with discontinuous initial values U ¼ UL
for y < 0 and U ¼ UR for y > 0, using an approximate Riemann solver. This applies for either of the
systems (1) or (2); the numerical flux is independent of the functions Pi;j, Ci, Di and Si. A description
of several approximate Riemann solvers can be found in LeVeque (1990) and Berzins et al. (1989).
Roe's scheme (see Roe (1981)) is perhaps the easiest to understand and use, and a brief summary
follows. Consider the system of PDEs Ut þ Fx ¼ 0 or equivalently Ut þAUx ¼ 0. Provided the system
is linear in U , i.e., the Jacobian matrix A does not depend on U , the numerical flux F̂ is given by

F̂ ¼ 1
2 FL þ FRð Þ � 1

2

Xnpde
k¼1

�k �kj jek; ð4Þ

where FL (FR) is the flux F calculated at the left (right) value of U , denoted by UL (UR); the �k are the
eigenvalues of A; the ek are the right eigenvectors of A; and the �k are defined by

UR � UL ¼
Xnpde
k¼1

�kek: ð5Þ

An example is given in Section 10.

If the system is nonlinear, Roe's scheme requires that a linearized Jacobian is found (see Roe (1981)).

The functions Pi;j, Ci, Di and Si (but not Fi) must be specified in a pdedef. The numerical flux F̂i must
be supplied in a separate numflx. For problems in the form (2)) the NAG defined null void function
pointer, NULLFN, can be supplied in the call to nag_pde_parab_1d_cd (d03pfc).

The boundary condition specification has sufficient flexibility to allow for different types of problems.
For second-order problems, i.e., Di depending on Ux, a boundary condition is required for each PDE at
both boundaries for the problem to be well-posed. If there are no second-order terms present, then the
continuous PDE problem generally requires exactly one boundary condition for each PDE, that is npde
boundary conditions in total. However, in common with most discretization schemes for first-order
problems, a numerical boundary condition is required at the other boundary for each PDE. In order to
be consistent with the characteristic directions of the PDE system, the numerical boundary conditions
must be derived from the solution inside the domain in some manner (see below). You must supply both
types of boundary conditions, i.e., a total of npde conditions at each boundary point.

The position of each boundary condition should be chosen with care. In simple terms, if information is
flowing into the domain then a physical boundary condition is required at that boundary, and a
numerical boundary condition is required at the other boundary. In many cases the boundary conditions
are simple, e.g., for the linear advection equation. In general you should calculate the characteristics of
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the PDE system and specify a physical boundary condition for each of the characteristic variables
associated with incoming characteristics, and a numerical boundary condition for each outgoing
characteristic.

A common way of providing numerical boundary conditions is to extrapolate the characteristic
variables from the inside of the domain. Note that only linear extrapolation is allowed in this function
(for greater flexibility the function nag_pde_parab_1d_cd_ode (d03plc) should be used). For problems
in which the solution is known to be uniform (in space) towards a boundary during the period of
integration then extrapolation is unnecessary; the numerical boundary condition can be supplied as the
known solution at the boundary. Examples can be found in Section 10.

The boundary conditions must be specified in bndary in the form

GL
i x; t; Uð Þ ¼ 0 at x ¼ a; i ¼ 1; 2; . . . ; npde; ð6Þ

at the left-hand boundary, and

GR
i x; t; Uð Þ ¼ 0 at x ¼ b; i ¼ 1; 2; . . . ; npde; ð7Þ

at the right-hand boundary.

Note that spatial derivatives at the boundary are not passed explicitly to bndary, but they can be
calculated using values of U at and adjacent to the boundaries if required. However, it should be noted
that instabilities may occur if such one-sided differencing opposes the characteristic direction at the
boundary.

The problem is subject to the following restrictions:

(i) Pi;j, Fi, Ci and Si must not depend on any space derivatives;

(ii) Pi;j, Fi, Ci, Di and Si must not depend on any time derivatives;

(iii) t0 < tout, so that integration is in the forward direction;

(iv) The evaluation of the terms Pi;j, Ci, Di and Si is done by calling the pdedef at a point
approximately midway between each pair of mesh points in turn. Any discontinuities in these
functions must therefore be at one or more of the mesh points x1; x2; . . . ; xnpts;

(v) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem.

In total there are npde� npts ODEs in the time direction. This system is then integrated forwards in
time using a BDF method.

For further details of the algorithm, see Pennington and Berzins (1994) and the references therein.

4 References

Berzins M, Dew P M and Furzeland R M (1989) Developing software for time-dependent problems
using the method of lines and differential-algebraic integrators Appl. Numer. Math. 5 375–397

Hirsch C (1990) Numerical Computation of Internal and External Flows, Volume 2: Computational
Methods for Inviscid and Viscous Flows John Wiley

LeVeque R J (1990) Numerical Methods for Conservation Laws BirkhÌuser Verlag

Pennington S V and Berzins M (1994) New NAG Library software for first-order partial differential
equations ACM Trans. Math. Softw. 20 63–99

Roe P L (1981) Approximate Riemann solvers, parameter vectors, and difference schemes J. Comput.
Phys. 43 357–372
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5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

3: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

4: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Pi;j, Ci, Di and Si which partially define the system of PDEs.
Pi;j, Ci and Si may depend on x, t and U; Di may depend on x, t, U and Ux. pdedef is called
approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_cd
(d03pfc). For problems in the form (2)) the NAG defined null void function pointer, NULLFN,
can be supplied in the call to nag_pde_parab_1d_cd (d03pfc).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ux[], double p[], double c[], double d[],
double s[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

6: p½npde� npde� – double Output

On exit: p½npde� j � 1ð Þ þ i � 1� must be set to the value of Pi;j x; t; Uð Þ, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npde.

7: c½npde� – double Output

On exit: c½i � 1� must be set to the value of Ci x; t; Uð Þ, for i ¼ 1; 2; . . . ; npde.
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8: d½npde� – double Output

On exit: d½i � 1� must be set to the value of Di x; t; U; Uxð Þ, for i ¼ 1; 2; . . . ; npde.

9: s½npde� – double Output

On exit: s½i � 1� must be set to the value of Si x; t; Uð Þ, for i ¼ 1; 2; . . . ; npde.

10: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd (d03pfc) returns to the calling function with
the error indicator set to fail:code ¼ NE_FAILED_DERIV.

11: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd (d03pfc)
you may allocate memory and initialize these pointers with various quantities for
use by pdedef when called from nag_pde_parab_1d_cd (d03pfc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

5: numflx – function, supplied by the user External Function

numflx must supply the numerical flux for each PDE given the left and right values of the
solution vector u. numflx is called approximately midway between each pair of mesh points in
turn by nag_pde_parab_1d_cd (d03pfc).

The specification of numflx is:

void numflx (Integer npde, double t, double x, const double uleft[],
const double uright[], double flux[], Integer *ires,
Nag_Comm *comm, Nag_D03_Save *saved)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.
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4: uleft½npde� – const double Input

On entry: uleft½i � 1� contains the left value of the component Ui xð Þ, for
i ¼ 1; 2; . . . ; npde.

5: uright½npde� – const double Input

On entry: uright½i � 1� contains the right value of the component Ui xð Þ, for
i ¼ 1; 2; . . . ; npde.

6: flux½npde� – double Output

On exit: flux½i � 1� must be set to the numerical flux F̂i, for i ¼ 1; 2; . . . ; npde.

7: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd (d03pfc) returns to the calling function with
the error indicator set to fail:code ¼ NE_FAILED_DERIV.

8: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to numflx.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd (d03pfc)
you may allocate memory and initialize these pointers with various quantities for
use by numflx when called from nag_pde_parab_1d_cd (d03pfc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

9: saved – Nag_D03_Save * Communication Structure

If numflx calls one of the approximate Riemann solvers nag_pde_parab_1d_euler_roe
(d03puc), nag_pde_parab_1d_euler_osher (d03pvc), nag_pde_parab_1d_euler_hll
(d03pwc) or nag_pde_parab_1d_euler_exact (d03pxc) then saved is used to pass data
concerning the computation to the solver. You should not change the components of
saved.

6: bndary – function, supplied by the user External Function

bndary must evaluate the functions GL
i and GR

i which describe the physical and numerical
boundary conditions, as given by (6) and (7).

The specification of bndary is:

void bndary (Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)
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1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: t – double Input

On entry: the current value of the independent variable t.

4: x½npts� – const double Input

On entry: the mesh points in the spatial direction. x½0� corresponds to the left-hand
boundary, a, and x½npts� 1� corresponds to the right-hand boundary, b.

5: u½3� npde� – const double Input

On entry: contains the value of solution components in the boundary region.

If ibnd ¼ 0, u½3� j � 1ð Þ þ i � 1� contains the value of the component Ui xendgroup; tÞð
at x ¼ x½j � 1�, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; 3.

If ibnd 6¼ 0, u½3� j � 1ð Þ þ i � 1� contains the value of the component Ui x; tð Þ at
x ¼ x½npts� j�, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; 3.

6: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must evaluate the left-hand boundary condition at x ¼ a.

ibnd 6¼ 0
bndary must evaluate the right-hand boundary condition at x ¼ b.

7: g½npde� – double Output

On exit: g½i � 1� must contain the ith component of either gL or gR in (6) and (7),
depending on the value of ibnd, for i ¼ 1; 2; . . . ; npde.

8: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd (d03pfc) returns to the calling function with
the error indicator set to fail:code ¼ NE_FAILED_DERIV.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd (d03pfc)
you may allocate memory and initialize these pointers with various quantities for
use by bndary when called from nag_pde_parab_1d_cd (d03pfc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

7: u½npde� npts� – double Input/Output

On entry: u½npde� j � 1ð Þ þ i � 1� must contain the initial value of Ui x; tð Þ at x ¼ x½j � 1� and
t ¼ ts, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;npts.

On exit: u½npde� j � 1ð Þ þ i � 1� will contain the computed solution Ui x; tð Þ at x ¼ x½j � 1� and
t ¼ ts, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;npts.

8: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

9: x½npts� – const double Input

On entry: the mesh points in the space direction. x½0� must specify the left-hand boundary, a, and
x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.

10: acc½2� – const double Input

On entry: the components of acc contain the relative and absolute error tolerances used in the
local error test in the time integration.

If E i; jð Þ is the estimated error for Ui at the jth mesh point, the error test is

E i; jð Þ ¼ acc½0� � u½npde� j� 1ð Þ þ i� 1� þ acc½1�:
Constraint: acc½0� and acc½1� 	 0:0 (but not both zero).

11: tsmax – double Input

On entry: the maximum absolute step size to be allowed in the time integration. If tsmax ¼ 0:0
then no maximum is imposed.

Constraint: tsmax 	 0:0.

12: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

13: lrsave – Integer Input

On entry: the dimension of the array rsave.

Constraint: lrsave 	 11þ 9� npdeð Þ � npde� nptsþ 32þ 3� npdeð Þ � npdeþ 7�
nptsþ 54.

14: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.
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If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the last backward differentiation formula method used.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves an ODE residual evaluation followed by a back-substitution using the LU
decomposition of the Jacobian matrix.

15: lisave – Integer Input

On entry: the dimension of the array isave.

Constraint: lisave 	 npde� nptsþ 24.

16: itask – Integer Input

On entry: the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout (by overshooting and interpolating).

itask ¼ 2
Take one step in the time direction and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

Constraint: itask ¼ 1, 2 or 3.

17: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_cd (d03pfc) and the
underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace > 0
Output from the underlying ODE solver is printed . This output contains details of
Jacobian entries, the nonlinear iteration and the time integration during the computation of
the ODE system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.

18: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

d03 – Partial Differential Equations d03pfc

Mark 26 d03pfc.9



19: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_cd (d03pfc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

20: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

21: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in acc are unlikely to result in a changed solution.
acc½0� ¼ valueh i, acc½1� ¼ valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef, numflx, or bndary.

NE_FAILED_START

Values in acc are too small to start integration: acc½0� ¼ valueh i, acc½1� ¼ valueh i.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of acc. ts ¼ valueh i, acc½0� ¼ valueh i, acc½1� ¼ valueh i.
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NE_INCOMPAT_PARAM

On entry, acc½0� and acc½1� are both zero.

NE_INT

ires set to an invalid value in call to pdedef, numflx, or bndary.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2 or 3.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

NE_INT_2

On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, acc½0� < 0:0: acc½0� ¼ valueh i.
On entry, acc½1� < 0:0: acc½1� ¼ valueh i.
On entry, tsmax ¼ valueh i.
Constraint: tsmax 	 0:0.

NE_REAL_2

On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.
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NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

The functions P , D, or C appear to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef, numflx, or bndary.
Integration is successful as far as ts: ts ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_cd (d03pfc) controls the accuracy of the integration in the time direction but not the
accuracy of the approximation in space. The spatial accuracy depends on both the number of mesh
points and on their distribution in space. In the time integration only the local error over a single step is
controlled and so the accuracy over a number of steps cannot be guaranteed. You should therefore test
the effect of varying the components of the accuracy argument, acc.

8 Parallelism and Performance

nag_pde_parab_1d_cd (d03pfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_cd (d03pfc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pde_parab_1d_cd (d03pfc) is designed to solve systems of PDEs in conservative form, with
optional source terms which are independent of space derivatives, and optional second-order diffusion
terms. The use of the function to solve systems which are not naturally in this form is discouraged, and
you are advised to use one of the central-difference schemes for such problems.

You should be aware of the stability limitations for hyperbolic PDEs. For most problems with small
error tolerances the ODE integrator does not attempt unstable time steps, but in some cases a maximum
time step should be imposed using tsmax. It is worth experimenting with this argument, particularly if
the integration appears to progress unrealistically fast (with large time steps). Setting the maximum time
step to the minimum mesh size is a safe measure, although in some cases this may be too restrictive.

Problems with source terms should be treated with caution, as it is known that for large source terms
stable and reasonable looking solutions can be obtained which are in fact incorrect, exhibiting non-
physical speeds of propagation of discontinuities (typically one spatial mesh point per time step). It is
essential to employ a very fine mesh for problems with source terms and discontinuities, and to check
for non-physical propagation speeds by comparing results for different mesh sizes. Further details and
an example can be found in Pennington and Berzins (1994).

The time taken depends on the complexity of the system and on the accuracy requested.

10 Example

For this function two examples are presented. There is a single example program for
nag_pde_parab_1d_cd (d03pfc), with a main program and the code to solve the two example problems
given in Example 1 (ex1) and Example 2 (ex2).
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Example 1 (ex1)

This example is a simple first-order system which illustrates the calculation of the numerical flux using
Roe's approximate Riemann solver, and the specification of numerical boundary conditions using
extrapolated characteristic variables. The PDEs are

@U1

@t
þ @U1

@x
þ @U2

@x
¼ 0;

@U2

@t
þ 4

@U1

@x
þ @U2

@x
¼ 0;

for x 2 0; 1½ � and t 	 0. The PDEs have an exact solution given by

U1 x; tð Þ ¼ 1
2 exp xþ tð Þ þ exp x� 3tð Þf g þ 1

4 sin 2	 x� 3tð Þ2
� �

� sin 2	 xþ tð Þ2
� �n o

þ 2t2 � 2xt;

U2 x; tð Þ ¼ exp x� 3tð Þ � exp xþ tð Þ þ 1
2 sin 2	 x� 3tð Þ2

� �
þ sin 2	 x� 3tð Þ2

� �n o
þ x2 þ 5t2 � 2xt:

The initial conditions are given by the exact solution. The characteristic variables are 2U1 þ U2 and
2U1 � U2 corresponding to the characteristics given by dx=dt ¼ 3 and dx=dt ¼ �1 respectively. Hence
a physical boundary condition is required for 2U1 þ U2 at the left-hand boundary, and for 2U1 � U2 at
the right-hand boundary (corresponding to the incoming characteristics); and a numerical boundary
condition is required for 2U1 � U2 at the left-hand boundary, and for 2U1 þ U2 at the right-hand
boundary (outgoing characteristics). The physical boundary conditions are obtained from the exact
solution, and the numerical boundary conditions are calculated by linear extrapolation of the appropriate
characteristic variable. The numerical flux is calculated using Roe's approximate Riemann solver: Using
the notation in Section 3, the flux vector F and the Jacobian matrix A are

F ¼ U1 þ U2
4U1 þ U2

� �
and A ¼ 1 1

4 1

� �
;

and the eigenvalues of A are 3 and �1 with right eigenvectors 1 2
� �T

and �1 2
� �T

respectively.
Using equation (4) the �k are given by

U1R � U1L
U2R � U2L

� �
¼ �1

1
2

� �
þ �2

�1
2

� �
;

that is

�1 ¼ 1
4 2U1R � 2U1L þ U2R � U2Lð Þ and �2 ¼ 1

4 �2U1R þ 2U1L þ U2R � U2Lð Þ:

FL is given by

FL ¼ U1L þ U2L
4U1L þ U2L

� �
;

and similarly for FR. From equation (4), the numerical flux vector is

F̂ ¼ 1
2

U1L þ U2L þ U1R þ U2R
4U1L þ U2L þ 4U1R þ U2R

� �
� 1

2�1 3j j 1
2

� �
� 1

2�2 �1j j �1
2

� �
;

that is

F̂ ¼ 1
2

3U1L � U1R þ 3
2U2L þ 1

2U2R
6U1L þ 2U1R þ 3U2L � U2R

� �
:

Example 2 (ex2)

This example is an advection-diffusion equation in which the flux term depends explicitly on x:

@U

@t
þ x@U

@x
¼ �@

2U

@x2
;

for x 2 �1; 1½ � and 0 � t � 10. The argument � is taken to be 0:01. The two physical boundary
conditions are U �1; tð Þ ¼ 3:0 and U 1; tð Þ ¼ 5:0 and the initial condition is U x; 0ð Þ ¼ xþ 4. The
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integration is run to steady state at which the solution is known to be U ¼ 4 across the domain with a
narrow boundary layer at both boundaries. In order to write the PDE in conservative form, a source
term must be introduced, i.e.,

@U

@t
þ @ xUð Þ

@x
¼ �@

2U

@x2
þ U:

As in Example 1, the numerical flux is calculated using the Roe approximate Riemann solver. The
Riemann problem to solve locally is

@U

@t
þ @ xUð Þ

@x
¼ 0:

The x in the flux term is assumed to be constant at a local level, and so using the notation in Section 3,
F ¼ xU and A ¼ x. The eigenvalue is x and the eigenvector (a scalar in this case) is 1. The numerical
flux is therefore

F̂ ¼ xUL if x 	 0;
xUR if x < 0:




10.1 Program Text

/* nag_pde_parab_1d_cd (d03pfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>
#include <math.h>

static int ex1(void);
static int ex2(void);

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], double[], double[], double[],
double[], Integer *, Nag_Comm *);

static void NAG_CALL bndary1(Integer, Integer, double, const double[],
const double[], Integer, double[], Integer *,
Nag_Comm *);

static void NAG_CALL bndary2(Integer, Integer, double, const double[],
const double[], Integer, double[], Integer *,
Nag_Comm *);

static void NAG_CALL numflx1(Integer, double, double, const double[],
const double[], double[], Integer *,
Nag_Comm *, Nag_D03_Save *);

static void NAG_CALL numflx2(Integer, double, double, const double[],
const double[], double[], Integer *,
Nag_Comm *, Nag_D03_Save *);

static void NAG_CALL exact(double, double *, Integer, const double *,
Integer);

#ifdef __cplusplus
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}
#endif

int main(void)
{

Integer exit_status_ex1 = 0;
Integer exit_status_ex2 = 0;

printf("nag_pde_parab_1d_cd (d03pfc) Example Program Results\n");
exit_status_ex1 = ex1();
exit_status_ex2 = ex2();
return (exit_status_ex1 == 0 && exit_status_ex2 == 0) ? 0 : 1;

}

#define U(I, J) u[npde*((J) -1)+(I) -1]
#define P(I, J) p[npde*((J) -1)+(I) -1]
#define UE(I, J) ue[npde*((J) -1)+(I) -1]

int ex1(void)
{

double tout, ts, tsmax;
const Integer npde = 2, npts = 101, outpts = 7, inter = 20;
const Integer lisave = npde * npts + 24;
const Integer lrsave =

(11 + 9 * npde) * npde * npts + (32 + 3 * npde) * npde + 7 * npts +
54;

static double ruser1[2] = { -1.0, -1.0 };
Integer exit_status = 0, i, ind, it, itask, itrace, j, nop;
double *acc = 0, *rsave = 0, *u = 0, *ue = 0, *x = 0, *xout = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser1;

printf("\n\nExample 1\n\n\n");

/* Allocate memory */

if (!(acc = NAG_ALLOC(2, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(ue = NAG_ALLOC(npde * outpts, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xout = NAG_ALLOC(outpts, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

itrace = 0;
acc[0] = 1.0e-4;
acc[1] = 1.0e-5;
tsmax = 0.0;

printf(" npts = %4" NAG_IFMT " acc[0] = %12.3e acc[1] = %12.3e\n\n",
npts, acc[0], acc[1]);

printf(" x Approx u Exact u Approx v Exact v\n");

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

/* Set initial values */
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ts = 0.0;
exact(ts, u, npde, x, npts);

ind = 0;
itask = 1;

for (it = 1; it <= 2; ++it) {
tout = 0.1 * it;

/* nag_pde_parab_1d_cd (d03pfc).
* General system of convection-diffusion PDEs with source
* terms in conservative form, method of lines, upwind
* scheme using numerical flux function based on Riemann
* solver, one space variable
*/

nag_pde_parab_1d_cd(npde, &ts, tout, NULLFN, numflx1, bndary1, u, npts,
x, acc, tsmax, rsave, lrsave, isave, lisave, itask,
itrace, 0, &ind, &comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd (d03pfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Set output points */

nop = 0;
for (i = 0; i < 101; i += inter) {

++nop;
xout[nop - 1] = x[i];

}

printf("\n t = %6.3f\n\n", ts);

/* Check against exact solution */

exact(tout, ue, npde, xout, nop);

for (i = 1; i <= nop; ++i) {
j = (i - 1) * inter + 1;
printf(" %9.4f %9.4f %9.4f %9.4f %9.4f\n",

xout[i - 1], U(1, j), UE(1, i), U(2, j), UE(2, i));
}

}
printf("\n");
printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations = %6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(acc);
NAG_FREE(rsave);
NAG_FREE(u);
NAG_FREE(ue);
NAG_FREE(x);
NAG_FREE(xout);
NAG_FREE(isave);

return exit_status;
}

void NAG_CALL bndary1(Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ibnd, double g[],
Integer *ires, Nag_Comm *comm)

{
double c, exu1, exu2;
double ue[2];
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if (comm->user[0] == -1.0) {
printf("(User-supplied callback bndary1, first invocation.)\n");
comm->user[0] = 0.0;

}
if (ibnd == 0) {

exact(t, ue, npde, &x[0], 1);
c = (x[1] - x[0]) / (x[2] - x[1]);
exu1 = (c + 1.0) * U(1, 2) - c * U(1, 3);
exu2 = (c + 1.0) * U(2, 2) - c * U(2, 3);
g[0] = 2.0 * U(1, 1) + U(2, 1) - 2.0 * UE(1, 1) - UE(2, 1);
g[1] = 2.0 * U(1, 1) - U(2, 1) - 2.0 * exu1 + exu2;

}
else {

exact(t, ue, npde, &x[npts - 1], 1);
c = (x[npts - 1] - x[npts - 2]) / (x[npts - 2] - x[npts - 3]);
exu1 = (c + 1.0) * U(1, 2) - c * U(1, 3);
exu2 = (c + 1.0) * U(2, 2) - c * U(2, 3);
g[0] = 2.0 * U(1, 1) - U(2, 1) - 2.0 * UE(1, 1) + UE(2, 1);
g[1] = 2.0 * U(1, 1) + U(2, 1) - 2.0 * exu1 - exu2;

}

return;
}

static void NAG_CALL numflx1(Integer npde, double t, double x,
const double uleft[], const double uright[],
double flux[], Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback numflx1, first invocation.)\n");
comm->user[1] = 0.0;

}
flux[0] =

0.5 * (-1.0 * uright[0] + 3.0 * uleft[0] + 0.5 * uright[1] +
1.5 * uleft[1]);

flux[1] =
0.5 * (2.0 * uright[0] + 6.0 * uleft[0] - 1.0 * uright[1] +

3.0 * uleft[1]);

return;
}

static void NAG_CALL exact(double t, double *u, Integer npde, const double *x,
Integer npts)

{
double x1, x2, pi;
Integer i;

pi = nag_pi;

/* Exact solution (for comparison and b.c. purposes) */

for (i = 1; i <= npts; ++i) {
x1 = x[i - 1] + t;
x2 = x[i - 1] - 3.0 * t;

U(1, i) = 0.5 * (exp(x1) + exp(x2))
+ 0.25 * (sin(2.0 * pi * (x2 * x2)) - sin(2.0 * pi * (x1 * x1)))
+ 2.0 * t * t - 2.0 * x[i - 1] * t;

U(2, i) = exp(x2) - exp(x1)
+ 0.5 * (sin(2.0 * pi * (x2 * x2)) + sin(2.0 * pi * (x1 * x1)))
+ x[i - 1] * x[i - 1] + 5.0 * t * t - 2.0 * x[i - 1] * t;

}
return;

}

int ex2(void)
{

double tout, ts, tsmax;
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const Integer npde = 1, npts = 151, outpts = 7, lisave = npde * npts + 24;
const Integer lrsave =

(11 + 9 * npde) * npde * npts + (32 + 3 * npde) * npde + 7 * npts +
54;

static double ruser2[3] = { -1.0, -1.0, -1.0 };
Integer exit_status = 0, i, ind, it, itask, itrace;
double *acc = 0, *rsave = 0, *u = 0, *x = 0, *xout = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser2;

printf("\n\nExample 2\n\n\n");

/* Allocate memory */

if (!(acc = NAG_ALLOC(2, double)) || !(rsave = NAG_ALLOC(lrsave, double))
|| !(u = NAG_ALLOC(npde * npts, double))
|| !(x = NAG_ALLOC(npts, double))
|| !(xout = NAG_ALLOC(outpts, double))
|| !(isave = NAG_ALLOC(lisave, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

itrace = 0;
acc[0] = 1e-5;
acc[1] = 1e-5;

printf(" npts = %4" NAG_IFMT " acc[0] = %12.3e acc[1] = %12.3e\n\n",
npts, acc[0], acc[1]);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = -1.0 + 2.0 * i / (npts - 1.0);

/* Set initial values */

for (i = 1; i <= npts; ++i)
U(1, i) = x[i - 1] + 4.0;

ind = 0;
itask = 1;
tsmax = 0.02;

/* Set output points */

xout[0] = x[0];
xout[1] = x[3];
xout[2] = x[36];
xout[3] = x[75];
xout[4] = x[111];
xout[5] = x[147];
xout[6] = x[150];

printf(" x ");

for (i = 0; i < 7; ++i) {
printf("%9.4f", xout[i]);
printf((i + 1) % 7 == 0 || i == 6 ? "\n" : "");

}
printf("\n");

d03pfc NAG Library Manual

d03pfc.18 Mark 26



/* Loop over output value of t */

ts = 0.0;
tout = 1.0;
for (it = 0; it < 2; ++it) {

if (it == 1)
tout = 10.0;

/* nag_pde_parab_1d_cd (d03pfc), see above. */
nag_pde_parab_1d_cd(npde, &ts, tout, pdedef, numflx2, bndary2, u, npts,

x, acc, tsmax, rsave, lrsave, isave, lisave, itask,
itrace, 0, &ind, &comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd (d03pfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" t = %6.3f\n", ts);
printf(" u %9.4f%9.4f%9.4f%9.4f%9.4f%9.4f%9.4f\n\n", U(1, 1),

U(1, 4), U(1, 37), U(1, 76), U(1, 112), U(1, 148), U(1, 151));
}

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations = %6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(acc);
NAG_FREE(rsave);
NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(xout);
NAG_FREE(isave);

return exit_status;
}

void NAG_CALL pdedef(Integer npde, double t, double x, const double u[],
const double ux[], double p[], double c[], double d[],
double s[], Integer *ires, Nag_Comm *comm)

{
if (comm->user[2] == -1.0) {

printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[2] = 0.0;

}
P(1, 1) = 1.0;
c[0] = 0.01;
d[0] = ux[0];
s[0] = u[0];

return;
}

void NAG_CALL bndary2(Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ibnd, double g[],
Integer *ires, Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback bndary2, first invocation.)\n");
comm->user[0] = 0.0;

}
if (ibnd == 0) {

g[0] = U(1, 1) - 3.0;
}
else {

g[0] = U(1, 1) - 5.0;
}
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return;
}

static void NAG_CALL numflx2(Integer npde, double t, double x,
const double uleft[], const double uright[],
double flux[], Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback numflx2, first invocation.)\n");
comm->user[1] = 0.0;

}
if (x >= 0.0) {

flux[0] = x * uleft[0];
}
else {

flux[0] = x * uright[0];
}
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_cd (d03pfc) Example Program Results

Example 1

npts = 101 acc[0] = 1.000e-04 acc[1] = 1.000e-05

x Approx u Exact u Approx v Exact v
(User-supplied callback bndary1, first invocation.)
(User-supplied callback numflx1, first invocation.)

t = 0.100

0.0000 1.0615 1.0613 -0.0155 -0.0150
0.2000 0.9892 0.9891 -0.0953 -0.0957
0.4000 1.0826 1.0826 0.1180 0.1178
0.6000 1.7001 1.7001 -0.0751 -0.0746
0.8000 2.3960 2.3966 -0.2453 -0.2458
1.0000 2.1029 2.1025 0.3760 0.3753

t = 0.200

0.0000 1.0957 1.0956 0.0368 0.0370
0.2000 1.0808 1.0811 0.1826 0.1828
0.4000 1.1102 1.1100 -0.2935 -0.2938
0.6000 1.6461 1.6454 -1.2921 -1.2908
0.8000 1.7913 1.7920 -0.8510 -0.8525
1.0000 2.2050 2.2050 -0.4221 -0.4221

Number of integration steps in time = 56
Number of function evaluations = 244
Number of Jacobian evaluations = 8
Number of iterations = 147

Example 2

npts = 151 acc[0] = 1.000e-05 acc[1] = 1.000e-05

x -1.0000 -0.9600 -0.5200 0.0000 0.4800 0.9600 1.0000
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(User-supplied callback bndary2, first invocation.)
(User-supplied callback pdedef, first invocation.)
(User-supplied callback numflx2, first invocation.)
t = 1.000
u 3.0000 3.6221 3.8087 4.0000 4.1766 4.3779 5.0000

t = 10.000
u 3.0000 3.9592 4.0000 4.0000 4.0000 4.0408 5.0000

Number of integration steps in time = 503
Number of function evaluations = 1190
Number of Jacobian evaluations = 28
Number of iterations = 1035
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NAG Library Function Document

nag_pde_parab_1d_fd_ode (d03phc)

1 Purpose

nag_pde_parab_1d_fd_ode (d03phc) integrates a system of linear or nonlinear parabolic partial
differential equations (PDEs) in one space variable, with scope for coupled ordinary differential
equations (ODEs). The spatial discretization is performed using finite differences, and the method of
lines is employed to reduce the PDEs to a system of ODEs. The resulting system is solved using a
backward differentiation formula method or a Theta method (switching between Newton's method and
functional iteration).

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_fd_ode (Integer npde, Integer m, double *ts,
double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double q[], double r[],
Integer *ires, Nag_Comm *comm),

void (*bndary)(Integer npde, double t, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm),

double u[], Integer npts, const double x[], Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double rcp[],
const double ucpt[], const double ucptx[], double f[],
Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn, const double rtol[],
const double atol[], Integer itol, Nag_NormType norm,
Nag_LinAlgOption laopt, const double algopt[], double rsave[],
Integer lrsave, Integer isave[], Integer lisave, Integer itask,
Integer itrace, const char *outfile, Integer *ind, Nag_Comm *comm,
Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_fd_ode (d03phc) integrates the system of parabolic-elliptic equations and coupled
ODEs

Xnpde
j¼1

Pi;j
@Uj
@t
þQi ¼ x�m

@

@x
xmRið Þ; i ¼ 1; 2; . . . ; npde; a � x � b; t 	 t0; ð1Þ

Fi t; V ; _V ; �; U�; U�x; R
�; U�t ; U

�
xt

� �
¼ 0; i ¼ 1; 2; . . . ;ncode; ð2Þ

where (1) defines the PDE part and (2) generalizes the coupled ODE part of the problem.

In (1), Pi;j and Ri depend on x, t, U , Ux and V ; Qi depends on x, t, U , Ux, V and linearly on _V . The
vector U is the set of PDE solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

;
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and the vector Ux is the partial derivative with respect to x. The vector V is the set of ODE solution
values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;

and _V denotes its derivative with respect to time.

In (2), � represents a vector of n� spatial coupling points at which the ODEs are coupled to the PDEs.
These points may or may not be equal to some of the PDE spatial mesh points. U�, U�x , R

�, U�t and U�xt
are the functions U , Ux, R, Ut and Uxt evaluated at these coupling points. Each Fi may only depend
linearly on time derivatives. Hence the equation (2) may be written more precisely as

F ¼ G�A _V �B U�t
U�xt

� �
; ð3Þ

where F ¼ F1; . . . ; Fncode½ �T, G is a vector of length ncode, A is an ncode by ncode matrix, B is an
ncode by n� � npde

� �
matrix and the entries in G, A and B may depend on t, �, U�, U�x and V . In

practice you only need to supply a vector of information to define the ODEs and not the matrices A and
B. (See Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts. The coordinate system in
space is defined by the values of m; m ¼ 0 for Cartesian coordinates, m ¼ 1 for cylindrical polar
coordinates and m ¼ 2 for spherical polar coordinates.

The PDE system which is defined by the functions Pi;j, Qi and Ri must be specified in pdedef.

The initial values of the functions U x; tð Þ and V tð Þ must be given at t ¼ t0.
The functions Ri which may be thought of as fluxes, are also used in the definition of the boundary
conditions. The boundary conditions must have the form

�i x; tð ÞRi x; t; U; Ux; Vð Þ ¼ �i x; t; U; Ux; V ; _V
� �

; i ¼ 1; 2; . . . ;npde; ð4Þ

where x ¼ a or x ¼ b.

The boundary conditions must be specified in bndary. The function �i may depend linearly on _V .

The problem is subject to the following restrictions:

(i) In (1), _Vj tð Þ, for j ¼ 1; 2; . . . ;ncode, may only appear linearly in the functions Qi, for
i ¼ 1; 2; . . . ;npde, with a similar restriction for �;

(ii) Pi;j and the flux Ri must not depend on any time derivatives;

(iii) t0 < tout, so that integration is in the forward direction;

(iv) the evaluation of the terms Pi;j, Qi and Ri is done approximately at the mid-points of the mesh
x½i � 1�, for i ¼ 1; 2; . . . ; npts, by calling the pdedef for each mid-point in turn. Any discontinuities
in these functions must therefore be at one or more of the mesh points x1; x2; . . . ; xnpts;

(v) at least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem;

(vi) if m > 0 and x1 ¼ 0:0, which is the left boundary point, then it must be ensured that the PDE
solution is bounded at this point. This can be done by either specifying the solution at x ¼ 0:0 or
by specifying a zero flux there, that is �i ¼ 1:0 and �i ¼ 0:0. See also Section 9 below.

The algebraic-differential equation system which is defined by the functions Fi must be specified in
odedef. You must also specify the coupling points � in the array xi.

The parabolic equations are approximated by a system of ODEs in time for the values of Ui at mesh
points. For simple problems in Cartesian coordinates, this system is obtained by replacing the space
derivatives by the usual central, three-point finite difference formula. However, for polar and spherical
problems, or problems with nonlinear coefficients, the space derivatives are replaced by a modified
three-point formula which maintains second order accuracy. In total there are npde� nptsþ ncode
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ODEs in the time direction. This system is then integrated forwards in time using a backward
differentiation formula (BDF) or a Theta method.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M, Dew P M and Furzeland R M (1989) Developing software for time-dependent problems
using the method of lines and differential-algebraic integrators Appl. Numer. Math. 5 375–397

Berzins M and Furzeland R M (1992) An adaptive theta method for the solution of stiff and nonstiff
differential equations Appl. Numer. Math. 9 1–19

Skeel R D and Berzins M (1990) A method for the spatial discretization of parabolic equations in one
space variable SIAM J. Sci. Statist. Comput. 11(1) 1–32

5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: m – Integer Input

On entry: the coordinate system used:

m ¼ 0
Indicates Cartesian coordinates.

m ¼ 1
Indicates cylindrical polar coordinates.

m ¼ 2
Indicates spherical polar coordinates.

Constraint: m ¼ 0, 1 or 2.

3: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

4: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

5: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Pi;j, Qi and Ri which define the system of PDEs. The
functions may depend on x, t, U , Ux and V . Qi may depend linearly on _V . pdedef is called
approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_fd_ode
(d03phc).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double q[], double r[],
Integer *ires, Nag_Comm *comm)
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1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

6: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

7: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

8: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Qj , for
j ¼ 1; 2; . . . ;npde.

9: p½npde� npde� – double Output

On exit: p½npde� j � 1ð Þ þ i � 1� must be set to the value of Pi;j x; t; U; Ux; Vð Þ, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npde.

10: q½npde� – double Output

On exit: q½i � 1� must be set to the value of Qi x; t; U; Ux; V ; _V
� �

, for i ¼ 1; 2; . . . ; npde.

11: r½npde� – double Output

On exit: r½i � 1� must be set to the value of Ri x; t; U; Ux; Vð Þ, for i ¼ 1; 2; . . . ;npde.

12: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.
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ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd_ode (d03phc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

13: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode
(d03phc) you may allocate memory and initialize these pointers with various
quantities for use by pdedef when called from nag_pde_parab_1d_fd_ode
(d03phc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: bndary – function, supplied by the user External Function

bndary must evaluate the functions �i and �i which describe the boundary conditions, as given
in (4).

The specification of bndary is:

void bndary (Integer npde, double t, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

4: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

5: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

6: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.
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7: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Qj , for
j ¼ 1; 2; . . . ;npde.

8: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must set up the coefficients of the left-hand boundary, x ¼ a.

ibnd 6¼ 0
bndary must set up the coefficients of the right-hand boundary, x ¼ b.

9: beta½npde� – double Output

On exit: beta½i � 1� must be set to the value of �i x; tð Þ at the boundary specified by
ibnd, for i ¼ 1; 2; . . . ;npde.

10: gamma½npde� – double Output

On exit: gamma½i � 1� must be set to the value of �i x; t; U; Ux; V ; _V
� �

at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

11: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd_ode (d03phc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode
(d03phc) you may allocate memory and initialize these pointers with various
quantities for use by bndary when called from nag_pde_parab_1d_fd_ode
(d03phc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: u½neqn� – double Input/Output

On entry: the initial values of the dependent variables defined as follows:
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u½npde� j � 1ð Þ þ i � 1� contain Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts,
and

u½npts� npdeþ i � 1� contain Vi t0ð Þ, for i ¼ 1; 2; . . . ; ncode.

On exit: the computed solution Ui xj ; t
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts, and Vk tð Þ,
for k ¼ 1; 2; . . . ;ncode, evaluated at t ¼ ts.

8: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

9: x½npts� – const double Input

On entry: the mesh points in the space direction. x½0� must specify the left-hand boundary, a, and
x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.

10: ncode – Integer Input

On entry: the number of coupled ODE components.

Constraint: ncode 	 0.

11: odedef – function, supplied by the user External Function

odedef must evaluate the functions F , which define the system of ODEs, as given in (3).

If ncode ¼ 0, odedef will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_pde_parab_1d_fd_ode (d03phc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double rcp[],
const double ucpt[], const double ucptx[], double f[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

d03 – Partial Differential Equations d03phc

Mark 26 d03phc.7



6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling points, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

10: rcp½npde� nxi� – const double Input

On entry: rcp½npde� j � 1ð Þ þ i � 1� contains the value of the flux Ri at the coupling
point x ¼ �j , for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nxi.

11: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

12: ucptx½npde� nxi� – const double Input

On entry: ucptx½npde� j � 1ð Þ þ i � 1� contains the value of
@2Ui

@x@t
at the coupling

point x ¼ �j , for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nxi.

13: f½ncode� – double Output

On exit: f½i � 1� must contain the ith component of F , for i ¼ 1; 2; . . . ; ncode, where F
is defined as

F ¼ G�A _V �B U�t
U�xt

� �
; ð5Þ

or

F ¼ �A _V �B U�t
U�xt

� �
: ð6Þ

The definition of F is determined by the input value of ires.

14: ires – Integer * Input/Output

On entry: the form of F that must be returned in the array f.

ires ¼ 1
Equation (5) must be used.

ires ¼ �1
Equation (6) must be used.
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On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd_ode (d03phc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

15: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode
(d03phc) you may allocate memory and initialize these pointers with various
quantities for use by odedef when called from nag_pde_parab_1d_fd_ode
(d03phc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

12: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

13: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1�, for i ¼ 1; 2; . . . ;nxi, must be set to the ODE/PDE coupling points.

Constraint: x½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � x½npts� 1�.

14: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.

15: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.

16: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.
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On entry: the absolute local error tolerance.

Constraint: atol½i� 1� 	 0:0 for all relevant i.

Note: corresponding elements of rtol and atol cannot both be 0:0.

17: itol – Integer Input

On entry: a value to indicate the form of the local error test. itol indicates to
nag_pde_parab_1d_fd_ode (d03phc) whether to interpret either or both of rtol or atol as a
vector or scalar. The error test to be satisfied is ei=wik k < 1:0, where wi is defined as follows:

itol rtol atol wi
1 scalar scalar rtol½0� � Uij j þ atol½0�
2 scalar vector rtol½0� � Uij j þ atol½i� 1�
3 vector scalar rtol½i� 1� � Uij j þ atol½0�
4 vector vector rtol½i� 1� � Uij j þ atol½i� 1�

In the above, ei denotes the estimated local error for the ith component of the coupled PDE/ODE
system in time, u½i � 1�, for i ¼ 1; 2; . . . ;neqn.

The choice of norm used is defined by the argument norm.

Constraint: 1 � itol � 4.

18: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag MaxNorm
Maximum norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If unorm denotes the norm of the vector u of length neqn, then for the averaged L2 norm

unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

u½i� 1�=wið Þ2
vuut ;

while for the maximum norm

unorm ¼ max
i

u½i� 1�=wij j:

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag MaxNorm or Nag TwoNorm.

19: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.

laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present (i.e.,
ncode ¼ 0).
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20: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default value is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4 are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.

algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0 for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.
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algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.

algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside this range then the default value is used. If the functions regard the Jacobian
matrix as numerically singular then increasing algopt½28� towards 1:0 may help, but at the
cost of increased fill-in. The default value is algopt½28� ¼ 0:1.

algopt½29�
Is used as a relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. If algopt½29� is greater than 1:0 no
check is made on the pivot size, and this may be a necessary option if the Jacobian is
found to be numerically singular (see algopt½28�). The default value is
algopt½29� ¼ 0:0001.

21: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

22: lrsave – Integer Input

On entry: the dimension of the array rsave.

Constraint:

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 3�mlu þ 1ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.

Where

mlu is the lower or upper half bandwidths such that
mlu ¼ 3� npde� 1, for PDE problems only (no coupled ODEs); or
mlu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
npde� 2� nptsþ 6� nxiþ 3� npdeþ 26ð Þ þ nxiþ ncodeþ 7� nptsþ 2; when ncode > 0 and nxi > 0;
npde� 2� nptsþ 3� npdeþ 32ð Þ þ ncodeþ 7� nptsþ 3; when ncode > 0 and nxi ¼ 0;
npde� 2� nptsþ 3� npdeþ 32ð Þ þ 7� nptsþ 4; when ncode ¼ 0:

8<:
lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used; or

9� neqnþ 50; when the Theta method is used:



Note: when laopt ¼ Nag LinAlgSparse, the value of lrsave may be too small when supplied to
the integrator. An estimate of the minimum size of lrsave is printed on the current error message
unit if itrace > 0 and the function returns with fail:code ¼ NE_INT_2..
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23: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the last backward differentiation formula method used.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves an ODE residual evaluation followed by a back-substitution using the LU
decomposition of the Jacobian matrix.

24: lisave – Integer Input

On entry: the dimension of the array isave. Its size depends on the type of matrix algebra
selected:

if laopt ¼ Nag LinAlgFull, lisave 	 24;

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ 24;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ 24.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

25: itask – Integer Input

On entry: specifies the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout.

itask ¼ 2
One step and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.
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26: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_fd_ode (d03phc) and
the underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace > 0
Output from the underlying ODE solver is printed. This output contains details of Jacobian
entries, the nonlinear iteration and the time integration during the computation of the ODE
system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.

27: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

28: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_fd_ode
(d03phc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

29: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

30: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

31: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

atol and rtol were too small to start integration.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, m ¼ valueh i and x½0� ¼ valueh i.
Constraint: m � 0 or x½0� 	 0:0

NE_INT

ires set to an invalid value in call to pdedef, bndary, or odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, m ¼ valueh i.
Constraint: m ¼ 0, 1 or 2.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
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On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.
On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL_2

On entry, at least one point in xi lies outside x½0�; x½npts� 1�½ �: x½0� ¼ valueh i and
x½npts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.
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NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

Flux function appears to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef, bndary, or odedef.
Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.

7 Accuracy

nag_pde_parab_1d_fd_ode (d03phc) controls the accuracy of the integration in the time direction but
not the accuracy of the approximation in space. The spatial accuracy depends on both the number of
mesh points and on their distribution in space. In the time integration only the local error over a single
step is controlled and so the accuracy over a number of steps cannot be guaranteed. You should
therefore test the effect of varying the accuracy arguments atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_fd_ode (d03phc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_fd_ode (d03phc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The argument specification allows you to include equations with only first-order derivatives in the space
direction but there is no guarantee that the method of integration will be satisfactory for such systems.
The position and nature of the boundary conditions in particular are critical in defining a stable
problem. It may be advisable in such cases to reduce the whole system to first-order and to use the
Keller box scheme function nag_pde_parab_1d_keller_ode (d03pkc).

The time taken depends on the complexity of the parabolic system and on the accuracy requested. For a
given system and a fixed accuracy it is approximately proportional to neqn.

10 Example

This example provides a simple coupled system of one PDE and one ODE.

V1ð Þ2
@U1

@t
� xV1 _V1

@U1

@x
¼ @2yU1

@x2

_V1 ¼ V1U1 þ
@U1

@x
þ 1þ t;

for t 2 10�4; 0:1� 2i
� �

; i ¼ 1; 2; . . . ; 5; x 2 0; 1½ �.
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The left boundary condition at x ¼ 0 is

@U1

@x
¼ �V1 exp t:

The right boundary condition at x ¼ 1 is

@U1

@x
¼ �V1 _V1:

The initial conditions at t ¼ 10�4 are defined by the exact solution:

V1 ¼ t; and U1 x; tð Þ ¼ exp t 1� xð Þf g � 1:0; x 2 0; 1½ �;

and the coupling point is at �1 ¼ 1:0.

10.1 Program Text

/* nag_pde_parab_1d_fd_ode (d03phc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], Integer, const double[],
const double[], double[], double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, const double[], const double[],
Integer, const double[], const double[],
Integer, double[], double[], Integer *,
Nag_Comm *);

static void NAG_CALL odedef(Integer, double, Integer, const double[],
const double[], Integer, const double[],
const double[], const double[], const double[],
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL uvinit(Integer, Integer, double *, double *, Integer,
Integer, double);

#ifdef __cplusplus
}
#endif

#define P(I, J) p[npde*((J) -1)+(I) -1]
#define UCPX(I, J) ucpx[npde*((J) -1)+(I) -1]
#define UCP(I, J) ucp[npde*((J) -1)+(I) -1]

int main(void)
{

/* Constants */
const Integer print_stat = 0;
const Integer npde = 1, npts = 101, ncode = 1, m = 0, nxi = 1;
const Integer neqn = npde*npts + ncode;
const Integer lisave = 24, lenode = 11*neqn + 50;
const Integer nwkres = neqn + npde*(6*nxi + 3*npde + 15) + nxi + 7*npts + 2;
const Integer lrsave = neqn*neqn + neqn + nwkres + lenode;
static double ruser[3] = { -1.0, -1.0, -1.0 };
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/* Scalars */
double tout, ts;
Integer exit_status = 0, i, ind, it, itask, itol, itrace;

/* Arrays */
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0;
double *u = 0, *x = 0, *xi = 0;
Integer *isave = 0;

/* Nag Types */
NagError fail;
Nag_Boolean theta;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

printf("nag_pde_parab_1d_fd_ode (d03phc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(neqn, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xi = NAG_ALLOC(1, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

itrace = 0;
itol = 1;
atol[0] = 1e-5;
rtol[0] = atol[0];

/* Set break-points */

for (i = 0; i < npts; ++i) {
x[i] = i / (npts - 1.0);

}

xi[0] = 1.0;
ind = 0;
itask = 1;

/* Set theta = TRUE if the Theta integrator is required */

theta = Nag_FALSE;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;
if (theta)

algopt[0] = 2.0;

/* Loop over output value of t */

printf(" Simple coupled PDE using BDF\n");
printf(" Accuracy requirement =%12.3e", atol[0]);
printf(" Number of points = %4" NAG_IFMT "\n\n", npts);
printf("%7s%8s%s\n", "time", "", "solution at x=0");

ts = 1e-4;
uvinit(npde, npts, x, u, npde, neqn, ts);
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for (it = 0; it < 5; ++it) {
tout = 0.1 * pow(2.0, (it + 1.0));
/* nag_pde_parab_1d_fd_ode (d03phc).
* General system of parabolic PDEs, coupled DAEs, method of
* lines, finite differences, one space variable
*/

nag_pde_parab_1d_fd_ode(npde, m, &ts, tout, pdedef, bndary, u, npts, x,
ncode, odedef, nxi, xi, neqn, rtol, atol, itol,
Nag_TwoNorm, Nag_LinAlgFull, algopt, rsave,
lrsave, isave, lisave, itask, itrace, 0, &ind,
&comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_fd_ode (d03phc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("%7.1f%15s%6.2f\n", ts, "", u[0]);
}
if (print_stat) {

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

}
END:

NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double ux[],
Integer ncode, const double v[],
const double vdot[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

/* printf("(User-supplied callback pdedef, first invocation.)\n"); */
comm->user[0] = 0.0;

}
P(1, 1) = v[0] * v[0];
r[0] = ux[0];
q[0] = -(x) * ux[0] * v[0] * vdot[0];

return;
}

static void NAG_CALL bndary(Integer npde, double t, const double u[],
const double ux[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

/* printf("(User-supplied callback bndary, first invocation.)\n"); */
comm->user[1] = 0.0;

}
beta[0] = 1.0;
if (ibnd == 0) {

gamma[0] = -v[0] * exp(t);
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}
else {

gamma[0] = -v[0] * vdot[0];
}
return;

}

static void NAG_CALL odedef(Integer npde, double t, Integer ncode,
const double v[], const double vdot[],
Integer nxi, const double xi[],
const double ucp[], const double ucpx[],
const double rcp[], const double ucpt[],
const double ucptx[], double f[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[2] == -1.0) {

/* printf("(User-supplied callback odedef, first invocation.)\n"); */
comm->user[2] = 0.0;

}
if (*ires == 1) {

f[0] = vdot[0] - v[0] * UCP(1, 1) - UCPX(1, 1) - 1.0 - t;
}
else if (*ires == -1) {

f[0] = vdot[0];
}
return;

}

static void NAG_CALL uvinit(Integer npde, Integer npts, double *x, double *u,
Integer ncode, Integer neqn, double ts)

{
/* Routine for PDE initial values */

Integer i;

for (i = 0; i < npts; ++i) {
u[i] = exp(ts * (1.0 - x[i])) - 1.0;

}
u[neqn - 1] = ts;

return;
}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_fd_ode (d03phc) Example Program Results

Simple coupled PDE using BDF
Accuracy requirement = 1.000e-05 Number of points = 101

time solution at x=0
0.2 0.22
0.4 0.49
0.8 1.23
1.6 3.95
3.2 23.53
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Example Program
Parabolic PDE Coupled with ODE using Finite-differences and BDF

U
(x

,t)

0.1

0.5
1

2
3

Time (logscale) 0

 0.2

 0.4

 0.6

 0.8

 1

x

 0

 5

 10

 15

 20

 25

d03phc NAG Library Manual

d03phc.22 (last) Mark 26



NAG Library Function Document

nag_pde_parab_1d_coll_ode (d03pjc)

1 Purpose

nag_pde_parab_1d_coll_ode (d03pjc) integrates a system of linear or nonlinear parabolic partial
differential equations (PDEs), in one space variable with scope for coupled ordinary differential
equations (ODEs). The spatial discretization is performed using a Chebyshev C0 collocation method,
and the method of lines is employed to reduce the PDEs to a system of ODEs. The resulting system is
solved using a backward differentiation formula (BDF) method or a Theta method (switching between
Newton's method and functional iteration).

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_coll_ode (Integer npde, Integer m, double *ts,
double tout,

void (*pdedef)(Integer npde, double t, const double x[], Integer nptl,
const double u[], const double ux[], Integer ncode,
const double v[], const double vdot[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm),

void (*bndary)(Integer npde, double t, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm),

double u[], Integer nbkpts, const double xbkpts[], Integer npoly,
Integer npts, double x[], Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double rcp[],
const double ucpt[], const double ucptx[], double f[],
Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn,

void (*uvinit)(Integer npde, Integer npts, const double x[], double u[],
Integer ncode, double v[], Nag_Comm *comm),

const double rtol[], const double atol[], Integer itol,
Nag_NormType norm, Nag_LinAlgOption laopt, const double algopt[],
double rsave[], Integer lrsave, Integer isave[], Integer lisave,
Integer itask, Integer itrace, const char *outfile, Integer *ind,
Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_coll_ode (d03pjc) integrates the system of parabolic-elliptic equations and coupled
ODEs

Xnpde
j¼1

Pi;j
@Uj
@t
þQi ¼ x�m

@

@x
xmRið Þ; i ¼ 1; 2; . . . ;npde; a � x � b; t 	 t0; ð1Þ

Fi t; V ; _V ; �; U�; U�x; R
�; U�t ; U

�
xt

� �
¼ 0; i ¼ 1; 2; . . . ;ncode; ð2Þ

where (1) defines the PDE part and (2) generalizes the coupled ODE part of the problem.
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In (1), Pi;j and Ri depend on x, t, U , Ux, and V ; Qi depends on x, t, U , Ux, V and linearly on _V . The
vector U is the set of PDE solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

;

and the vector Ux is the partial derivative with respect to x. Note that Pi;j, Qi and Ri must not depend

on
@U

@t
. The vector V is the set of ODE solution values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;

and _V denotes its derivative with respect to time.

In (2), � represents a vector of n� spatial coupling points at which the ODEs are coupled to the PDEs.
These points may or may not be equal to some of the PDE spatial mesh points. U�, U�x , R

�, U�t and U�xt
are the functions U , Ux, R, Ut and Uxt evaluated at these coupling points. Each Fi may only depend
linearly on time derivatives. Hence the equation (2) may be written more precisely as

F ¼ G�A _V �B U�t
U�xt

� �
; ð3Þ

where F ¼ F1; . . . ; Fncode½ �T, G is a vector of length ncode, A is an ncode by ncode matrix, B is an
ncode by n� � npde

� �
matrix and the entries in G, A and B may depend on t, �, U�, U�x and V . In

practice you need only supply a vector of information to define the ODEs and not the matrices A and
B. (See Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and
b ¼ xnbkpts are the leftmost and rightmost of a user-defined set of break-points x1; x2; . . . ; xnbkpts. The
coordinate system in space is defined by the value of m; m ¼ 0 for Cartesian coordinates, m ¼ 1 for
cylindrical polar coordinates and m ¼ 2 for spherical polar coordinates.

The PDE system which is defined by the functions Pi;j, Qi and Ri must be specified in pdedef.

The initial values of the functions U x; tð Þ and V tð Þ must be given at t ¼ t0. These values are calculated
in uvinit.

The functions Ri which may be thought of as fluxes, are also used in the definition of the boundary
conditions. The boundary conditions must have the form

�i x; tð ÞRi x; t; U; Ux; Vð Þ ¼ �i x; t; U; Ux; V ; _V
� �

; i ¼ 1; 2; . . . ;npde; ð4Þ

where x ¼ a or x ¼ b. The functions �i may only depend linearly on _V .

The boundary conditions must be specified in bndary.

The algebraic-differential equation system which is defined by the functions Fi must be specified in
odedef. You must also specify the coupling points � in the array xi. Thus, the problem is subject to the
following restrictions:

(i) in (1), _Vj tð Þ, for j ¼ 1; 2; . . . ; ncode, may only appear linearly in the functions Qi, for
i ¼ 1; 2; . . . ;npde, with a similar restriction for �;

(ii) Pi;j and the flux Ri must not depend on any time derivatives;

(iii) t0 < tout, so that integration is in the forward direction;

(iv) the evaluation of the functions Pi;j, Qi and Ri is done at both the break-points and internally
selected points for each element in turn, that is Pi;j, Qi and Ri are evaluated twice at each break-
point. Any discontinuities in these functions must therefore be at one or more of the mesh points;

(v) at least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem;

(vi) if m > 0 and x1 ¼ 0:0, which is the left boundary point, then it must be ensured that the PDE
solution is bounded at this point. This can be done either by specifying the solution at x ¼ 0:0 or
by specifying a zero flux there, that is �i ¼ 1:0 and �i ¼ 0:0.
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The parabolic equations are approximated by a system of ODEs in time for the values of Ui at the mesh
points. This ODE system is obtained by approximating the PDE solution between each pair of break-
points by a Chebyshev polynomial of degree npoly. The interval between each pair of break-points is
treated by nag_pde_parab_1d_coll_ode (d03pjc) as an element, and on this element, a polynomial and
its space and time derivatives are made to satisfy the system of PDEs at npoly� 1 spatial points, which
are chosen internally by the code and the break-points. The user-defined break-points and the internally
selected points together define the mesh. The smallest value that npoly can take is one, in which case,
the solution is approximated by piecewise linear polynomials between consecutive break-points and the
method is similar to an ordinary finite element method.

In total there are nbkpts� 1ð Þ � npolyþ 1 mesh points in the spatial direction, and
npde� nbkpts� 1ð Þ � npolyþ 1ð Þ þ ncode ODEs in the time direction; one ODE at each break-
point for each PDE component, npoly� 1 ODEs for each PDE component between each pair of break-
points, and ncode coupled ODEs. The system is then integrated forwards in time using a Backward
Differentiation Formula (BDF) method or a Theta method.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M and Dew P M (1991) Algorithm 690: Chebyshev polynomial software for elliptic-parabolic
systems of PDEs ACM Trans. Math. Software 17 178–206

Berzins M, Dew P M and Furzeland R M (1988) Software tools for time-dependent equations in
simulation and optimization of large systems Proc. IMA Conf. Simulation and Optimization (ed A J
Osiadcz) 35–50 Clarendon Press, Oxford

Berzins M and Furzeland R M (1992) An adaptive theta method for the solution of stiff and nonstiff
differential equations Appl. Numer. Math. 9 1–19

Zaturska N B, Drazin P G and Banks W H H (1988) On the flow of a viscous fluid driven along a
channel by a suction at porous walls Fluid Dynamics Research 4

5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: m – Integer Input

On entry: the coordinate system used:

m ¼ 0
Indicates Cartesian coordinates.

m ¼ 1
Indicates cylindrical polar coordinates.

m ¼ 2
Indicates spherical polar coordinates.

Constraint: m ¼ 0, 1 or 2.

3: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.
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4: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

5: pdedef – function, supplied by the user External Function

pdedef must compute the functions Pi;j, Qi and Ri which define the system of PDEs. The
functions may depend on x, t, U , Ux and V ; Qi may depend linearly on _V . The functions must be
evaluated at a set of points.

The specification of pdedef is:

void pdedef (Integer npde, double t, const double x[], Integer nptl,
const double u[], const double ux[], Integer ncode,
const double v[], const double vdot[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x½nptl� – const double Input

On entry: contains a set of mesh points at which Pi;j, Qi and Ri are to be evaluated.
x½0� and x½nptl� 1� contain successive user-supplied break-points and the elements of
the array will satisfy x½0� < x½1� < � � � < x½nptl� 1�.

4: nptl – Integer Input

On entry: the number of points at which evaluations are required (the value of
npolyþ 1).

5: u½npde� nptl� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of the component Ui x; tð Þ where
x ¼ x½j � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;nptl.

6: ux½npde� nptl� – const double Input

On entry: ux½npde� j � 1ð Þ þ i � 1� contains the value of the component
@Ui x; tð Þ
@x

where x ¼ x½j � 1�, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;nptl.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Qj , for
j ¼ 1; 2; . . . ;npde.
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10: p½npde� npde� nptl� – double Output

On exit: p½npde� npde� k � 1ð Þ þ npde� j � 1ð Þ þ i � 1ð Þ� must be set to the value
of Pi;j x; t; U; Ux; Vð Þ where x ¼ x½k � 1�, for i ¼ 1; 2; . . . ; npde, j ¼ 1; 2; . . . ; npde and
k ¼ 1; 2; . . . ;nptl.

11: q½npde� nptl� – double Output

On exit: q½npde� j � 1ð Þ þ i � 1� must be set to the value of Qi x; t; U; Ux; V ; _V
� �

where x ¼ x½j � 1�, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;nptl.

12: r½npde� nptl� – double Output

On exit: r½npde� j � 1ð Þ þ i � 1� must be set to the value of Ri x; t; U; Ux; Vð Þ where
x ¼ x½i � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nptl.

13: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_coll_ode (d03pjc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

14: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll_ode
(d03pjc) you may allocate memory and initialize these pointers with various
quantities for use by pdedef when called from nag_pde_parab_1d_coll_ode
(d03pjc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: bndary – function, supplied by the user External Function

bndary must compute the functions �i and �i which define the boundary conditions as in
equation (4).

The specification of bndary is:

void bndary (Integer npde, double t, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.
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2: t – double Input

On entry: the current value of the independent variable t.

3: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

4: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

5: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

6: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

7: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Qj , for
j ¼ 1; 2; . . . ;npde.

8: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must set up the coefficients of the left-hand boundary, x ¼ a.

ibnd 6¼ 0
bndary must set up the coefficients of the right-hand boundary, x ¼ b.

9: beta½npde� – double Output

On exit: beta½i � 1� must be set to the value of �i x; tð Þ at the boundary specified by
ibnd, for i ¼ 1; 2; . . . ;npde.

10: gamma½npde� – double Output

On exit: gamma½i � 1� must be set to the value of �i x; t; U; Ux; V ; _V
� �

at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

11: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.
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ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_coll_ode (d03pjc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll_ode
(d03pjc) you may allocate memory and initialize these pointers with various
quantities for use by bndary when called from nag_pde_parab_1d_coll_ode
(d03pjc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: u½neqn� – double Input/Output

On entry: if ind ¼ 1 the value of u must be unchanged from the previous call.

On exit: the computed solution Ui xj ; t
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts, and Vk tð Þ,
for k ¼ 1; 2; . . . ;ncode, evaluated at t ¼ ts, as follows:

u½npde� j � 1ð Þ þ i � 1� contain Ui xj ; t
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts,
and

u½npts� npdeþ i � 1� contain Vi tð Þ, for i ¼ 1; 2; . . . ; ncode.

8: nbkpts – Integer Input

On entry: the number of break-points in the interval a; b½ �.
Constraint: nbkpts 	 2.

9: xbkpts½nbkpts� – const double Input

On entry: the values of the break-points in the space direction. xbkpts½0� must specify the left-
hand boundary, a, and xbkpts½nbkpts� 1� must specify the right-hand boundary, b.

Constraint: xbkpts½0� < xbkpts½1� < � � � < xbkpts½nbkpts� 1�.

10: npoly – Integer Input

On entry: the degree of the Chebyshev polynomial to be used in approximating the PDE solution
between each pair of break-points.

Constraint: 1 � npoly � 49.

11: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts ¼ nbkpts� 1ð Þ � npolyþ 1.

12: x½npts� – double Output

On exit: the mesh points chosen by nag_pde_parab_1d_coll_ode (d03pjc) in the spatial direction.
The values of x will satisfy x½0� < x½1� < � � � < x½npts� 1�.
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13: ncode – Integer Input

On entry: the number of coupled ODE components.

Constraint: ncode 	 0.

14: odedef – function, supplied by the user External Function

odedef must evaluate the functions F , which define the system of ODEs, as given in (3).

odedef will never be called and the NAG defined null void function pointer, NULLFN, can be
supplied in the call to nag_pde_parab_1d_coll_ode (d03pjc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double rcp[],
const double ucpt[], const double ucptx[], double f[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling points, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

d03pjc NAG Library Manual

d03pjc.8 Mark 26



10: rcp½npde� nxi� – const double Input

On entry: rcp½npde� j � 1ð Þ þ i � 1� contains the value of the flux Ri at the coupling
point x ¼ �j , for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nxi.

11: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

12: ucptx½npde� nxi� – const double Input

On entry: ucptx½npde� j � 1ð Þ þ i � 1� contains the value of
@2Ui

@x@t
at the coupling

point x ¼ �j , for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nxi.

13: f½ncode� – double Output

On exit: f½i � 1� must contain the ith component of F , for i ¼ 1; 2; . . . ; ncode, where F
is defined as

F ¼ G�A _V �B U�t
U�xt

� �
; ð5Þ

or

F ¼ �A _V �B U�t
U�xt

� �
: ð6Þ

The definition of F is determined by the input value of ires.

14: ires – Integer * Input/Output

On entry: the form of F that must be returned in the array f.

ires ¼ 1
Equation (5) must be used.

ires ¼ �1
Equation (6) must be used.

On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_coll_ode (d03pjc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

15: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll_ode
(d03pjc) you may allocate memory and initialize these pointers with various
quantities for use by odedef when called from nag_pde_parab_1d_coll_ode
(d03pjc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

15: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

16: xi½dim� – const double Input

Note: the dimension, dim, of the array xi must be at least max 1; nxið Þ.
On entry: xi½i � 1�, for i ¼ 1; 2; . . . ; nxi, must be set to the ODE/PDE coupling points.

Constraint: xbkpts½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � xbkpts½nbkpts� 1�.

17: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.

18: uvinit – function, supplied by the user External Function

uvinit must compute the initial values of the PDE and the ODE components Ui xj ; t0
� �

, for
i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts, and Vk t0ð Þ, for k ¼ 1; 2; . . . ; ncode.

The specification of uvinit is:

void uvinit (Integer npde, Integer npts, const double x[], double u[],
Integer ncode, double v[], Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: x½npts� – const double Input

On entry: x½i � 1�, for i ¼ 1; 2; . . . ; npts, contains the current values of the space
variable xi.

4: u½npde� npts� – double Output

On exit: if nxi > 0, u½npde� j � 1ð Þ þ i � 1� contains the value of the component
Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;npts.

5: ncode – Integer Input

On entry: the number of coupled ODEs in the system.
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6: v½ncode� – double Output

On exit: v½i � 1� contains the value of component Vi t0ð Þ, for i ¼ 1; 2; . . . ;ncode.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to uvinit.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_coll_ode
(d03pjc) you may allocate memory and initialize these pointers with various
quantities for use by uvinit when called from nag_pde_parab_1d_coll_ode
(d03pjc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

19: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.

20: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.

On entry: the absolute local error tolerance.

Constraint: atol½i� 1� 	 0:0 for all relevant i.

Note: corresponding elements of rtol and atol cannot both be 0:0.

21: itol – Integer Input

On entry: a value to indicate the form of the local error test. itol indicates to
nag_pde_parab_1d_coll_ode (d03pjc) whether to interpret either or both of rtol or atol as a
vector or scalar. The error test to be satisfied is ei=wik k < 1:0, where wi is defined as follows:

itol rtol atol wi
1 scalar scalar rtol½0� � Uij j þ atol½0�
2 scalar vector rtol½0� � Uij j þ atol½i� 1�
3 vector scalar rtol½i� 1� � Uij j þ atol½0�
4 vector vector rtol½i� 1� � Uij j þ atol½i� 1�

In the above, ei denotes the estimated local error for the ith component of the coupled PDE/ODE
system in time, u½i � 1�, for i ¼ 1; 2; . . . ;neqn.

The choice of norm used is defined by the argument norm.

Constraint: 1 � itol � 4.
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22: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag MaxNorm
Maximum norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If unorm denotes the norm of the vector u of length neqn, then for the averaged L2 norm

unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

u½i� 1�=wið Þ2
vuut ;

while for the maximum norm

unorm ¼ max
i

u½i� 1�=wij j:

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag MaxNorm or Nag TwoNorm.

23: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.

laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present (i.e.,
ncode ¼ 0).

24: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default value is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4 are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.
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algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0 for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.

algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.

algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside this range then the default value is used. If the functions regard the Jacobian
matrix as numerically singular then increasing algopt½28� towards 1:0 may help, but at the
cost of increased fill-in. The default value is algopt½28� ¼ 0:1.

d03 – Partial Differential Equations d03pjc

Mark 26 d03pjc.13



algopt½29�
Is used as a relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. If algopt½29� is greater than 1:0 no
check is made on the pivot size, and this may be a necessary option if the Jacobian is
found to be numerically singular (see algopt½28�). The default value is
algopt½29� ¼ 0:0001.

25: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

26: lrsave – Integer Input

On entry: the dimension of the array rsave. Its size depends on the type of matrix algebra
selected.

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 3�mlu þ 1ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.

Where

mlu is the lower or upper half bandwidths such that
mlu ¼ 3� npde� 1, for PDE problems only (no coupled ODEs); or
mlu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
3� npolyþ 1ð Þ2 þ npolyþ 1ð Þ � npde2 þ 6� npdeþ nbkptsþ 1

� �
þ 8� npdeþ nxi� 5� npde þ 1ð Þ þ ncodeþ 3; when ncode > 0 and nxi > 0; or

3� npolyþ 1ð Þ2 þ npolyþ 1ð Þ � npde2 þ 6� npdeþ nbkptsþ 1
� �

þ 13 � npdeþ ncodeþ 4; when ncode > 0 and nxi ¼ 0; or
3� npolyþ 1ð Þ2 þ npolyþ 1ð Þ � npde2 þ 6� npdeþ nbkptsþ 1

� �
þ 13 � npdeþ 5; when ncode ¼ 0:

8<:

lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used; or
9� neqnþ 50; when the Theta method is used:



Note: when laopt ¼ Nag LinAlgSparse, the value of lrsave may be too small when supplied to
the integrator. An estimate of the minimum size of lrsave is printed on the current error message
unit if itrace > 0 and the function returns with fail:code ¼ NE_INT_2.

27: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration required for subsequent calls. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the ODE method last used in the time integration.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves residual evaluation of the resulting ODE system followed by a back-substitution
using the LU decomposition of the Jacobian matrix.
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28: lisave – Integer Input

On entry: the dimension of the array isave. Its size depends on the type of matrix algebra
selected:

if laopt ¼ Nag LinAlgFull, lisave 	 24;

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ 24;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ 24.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

29: itask – Integer Input

On entry: specifies the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout.

itask ¼ 2
One step and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.

30: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_coll_ode (d03pjc) and
the underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace > 0
Output from the underlying ODE solver is printed. This output contains details of Jacobian
entries, the nonlinear iteration and the time integration during the computation of the ODE
system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.

31: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

32: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.
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ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_coll_ode
(d03pjc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

33: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

34: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

35: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

atol and rtol were too small to start integration.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, m ¼ valueh i and xbkpts½0� ¼ valueh i.
Constraint: m � 0 or xbkpts½0� 	 0:0
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NE_INT

ires set to an invalid value in call to pdedef, bndary, or odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, m ¼ valueh i.
Constraint: m ¼ 0, 1 or 2.

On entry, nbkpts ¼ valueh i.
Constraint: nbkpts 	 2.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npoly ¼ valueh i.
Constraint: npoly � 49.

On entry, npoly ¼ valueh i.
Constraint: npoly 	 1.

NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_3

On entry, npts ¼ valueh i, nbkpts ¼ valueh i and npoly ¼ valueh i.
Constraint: npts ¼ nbkpts� 1ð Þ � npolyþ 1.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.
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NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, break-points xbkpts badly ordered: I ¼ valueh i, xbkpts½I � 1� ¼ valueh i, J ¼ valueh i
and xbkpts½J � 1� ¼ valueh i.
On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, algopt½0� ¼ valueh i.
Constraint: algopt½0� ¼ 0:0, 1:0 or 2:0.

NE_REAL_2

On entry, at least one point in xi l ies outside xbkpts½0�; xbkpts½nbkpts� 1�½ �:
xbkpts½0� ¼ valueh i and xbkpts½nbkpts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

Flux function appears to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef, bndary, or odedef.
Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.
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7 Accuracy

nag_pde_parab_1d_coll_ode (d03pjc) controls the accuracy of the integration in the time direction but
not the accuracy of the approximation in space. The spatial accuracy depends on both the number of
mesh points and on their distribution in space. In the time integration only the local error over a single
step is controlled and so the accuracy over a number of steps cannot be guaranteed. You should
therefore test the effect of varying the accuracy argument atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_coll_ode (d03pjc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_coll_ode (d03pjc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The argument specification allows you to include equations with only first-order derivatives in the space
direction but there is no guarantee that the method of integration will be satisfactory for such systems.
The position and nature of the boundary conditions in particular are critical in defining a stable
problem.

The time taken depends on the complexity of the parabolic system and on the accuracy requested.

10 Example

This example provides a simple coupled system of one PDE and one ODE.

V1ð Þ2
@U1

@t
� xV1 _V1

@U1

@x
¼ @

2U1

@x2

_V1 ¼ V1U1 þ
@U1

@x
þ 1þ t;

for t 2 10�4; 0:1� 2i
� �

; i ¼ 1; 2; . . . ; 5; x 2 0; 1½ �.

The left boundary condition at x ¼ 0 is

@U1

@x
¼ �V1 exp t:

The right boundary condition at x ¼ 1 is

U1 ¼ �V1 _V1:

The initial conditions at t ¼ 10�4 are defined by the exact solution:

V1 ¼ t; and U1 x; tð Þ ¼ exp t 1� xð Þf g � 1:0; x 2 0; 1½ �;

and the coupling point is at �1 ¼ 1:0.
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10.1 Program Text

/* nag_pde_parab_1d_coll_ode (d03pjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, const double[], Integer, const
double[], const double[], Integer,
const double[], const double[], double[],
double[], double[], Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, const double[], const double[],
Integer, const double[], const double[],
Integer, double[], double[], Integer *,
Nag_Comm *);

static void NAG_CALL odedef(Integer, double, Integer, const double[],
const double[], Integer, const double[],
const double[], const double[], const double[],
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL uvinit(Integer, Integer, const double[], double[],
Integer, double[], Nag_Comm *);

#ifdef __cplusplus
}
#endif

#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UX(I, J) ux[npde*((J) -1)+(I) -1]
#define UCP(I, J) ucp[npde*((J) -1)+(I) -1]
#define UCPX(I, J) ucpx[npde*((J) -1)+(I) -1]
#define P(I, J, K) p[npde*(npde*((K) -1)+(J) -1)+(I) -1]
#define Q(I, J) q[npde*((J) -1)+(I) -1]
#define R(I, J) r[npde*((J) -1)+(I) -1]

int main(void)
{

/* Constant scalars */
const Integer print_stat = 0;
const Integer npde = 1, ncode = 1, npoly = 3, m = 0, nbkpts = 30;
const Integer nel = nbkpts - 1, npts = nel * npoly + 1;
const Integer neqn = npde*npts + ncode;
const Integer nxi = 1, lisave = 24, npl1 = npoly + 1;
const Integer nwkres = npl1*(3*npl1 + npde*(npde + 6) + nbkpts + 1) +

8*npde + nxi*(5*npde + 1) + ncode + 3;
const Integer lenode = 11 * neqn + 50;
const Integer lrsave = neqn*neqn + neqn + nwkres + lenode;

/* Constant arrays */
static double ruser[4] = { -1.0, -1.0, -1.0, -1.0 };

/* Scalars */
double tout, ts;
Integer exit_status = 0, i, ind, it, itask, itol, itrace;
Nag_Boolean theta;

/* Arrays */
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0;
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double *u = 0, *x = 0, *xbkpts = 0, *xi = 0;
Integer *isave = 0;

/* Nag Types */
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

printf(" nag_pde_parab_1d_coll_ode (d03pjc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(neqn, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xbkpts = NAG_ALLOC(nbkpts, double)) ||
!(xi = NAG_ALLOC(nxi, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

itrace = 0;
itol = 1;
atol[0] = 1e-5;
rtol[0] = atol[0];
printf("\n Simple coupled PDE using BDF\n\n");
printf(" Degree of Polynomial =%4" NAG_IFMT "\n", npoly);
printf(" Number of elements =%4" NAG_IFMT "\n", nbkpts - 1);
printf(" Accuracy requirement =%12.3e\n", atol[0]);
printf(" Number of points =%4" NAG_IFMT "\n\n", npts);

/* Set break-points */

for (i = 0; i < nbkpts; ++i)
xbkpts[i] = i / (nbkpts - 1.0);

xi[0] = 1.0;
ind = 0;
itask = 1;

/* Set theta = TRUE if the Theta integrator is required */

theta = Nag_FALSE;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;

if (theta) {
algopt[0] = 2.0;

}
else {

algopt[0] = 0.0;
}

/* Loop over output value of t */

ts = 1.e-4;
comm.p = (Pointer) &ts;

printf("%7s%8s%s\n", "time", "", "solution at x=0");
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tout = 0.1;
for (it = 0; it < 5; ++it) {

tout = tout + tout;
/* nag_pde_parab_1d_coll_ode (d03pjc).
* General system of parabolic PDEs, coupled DAEs, method of
* lines, Chebyshev C^0 collocation, one space variable
*/

nag_pde_parab_1d_coll_ode(npde, m, &ts, tout, pdedef, bndary, u, nbkpts,
xbkpts, npoly, npts, x, ncode, odedef, nxi, xi,
neqn, uvinit, rtol, atol, itol, Nag_TwoNorm,
Nag_LinAlgFull, algopt, rsave, lrsave, isave,
lisave, itask, itrace, 0, &ind, &comm, &saved,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_coll_ode (d03pjc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("%7.1f%15s%6.2f\n", ts, "", u[0]);
}
if (print_stat) {

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

}
END:

NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(xbkpts);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uvinit(Integer npde, Integer npts, const double x[],
double u[], Integer ncode, double v[],
Nag_Comm *comm)

{
/* Routine for PDE initial values (start time is 0.1e-6) */

double *ts = (double *) comm->p;
Integer i;

if (comm->user[0] == -1.0) {
/* printf("(User-supplied callback uvinit, first invocation.)\n"); */
comm->user[0] = 0.0;

}
v[0] = *ts;
for (i = 1; i <= npts; ++i)

U(1, i) = exp(*ts * (1.0 - x[i - 1])) - 1.0;
return;

}

static void NAG_CALL odedef(Integer npde, double t, Integer ncode,
const double v[], const double vdot[],
Integer nxi, const double xi[],
const double ucp[], const double ucpx[],
const double rcp[], const double ucpt[],
const double ucptx[], double f[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

d03pjc NAG Library Manual

d03pjc.22 Mark 26



/* printf("(User-supplied callback odedef, first invocation.)\n"); */
comm->user[1] = 0.0;

}
if (*ires == 1) {

f[0] = vdot[0] - v[0] * UCP(1, 1) - UCPX(1, 1) - 1.0 - t;
}
else if (*ires == -1) {

f[0] = vdot[0];
}
return;

}

static void NAG_CALL pdedef(Integer npde, double t, const double x[],
Integer nptl, const double u[], const double ux[],
Integer ncode, const double v[],
const double vdot[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm)

{
Integer i;
if (comm->user[2] == -1.0) {

/* printf("(User-supplied callback pdedef, first invocation.)\n"); */
comm->user[2] = 0.0;

}
for (i = 1; i <= nptl; ++i) {

P(1, 1, i) = v[0] * v[0];
R(1, i) = UX(1, i);
Q(1, i) = -x[i - 1] * UX(1, i) * v[0] * vdot[0];

}
return;

}

static void NAG_CALL bndary(Integer npde, double t, const double u[],
const double ux[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

{
if (comm->user[3] == -1.0) {

/* printf("(User-supplied callback bndary, first invocation.)\n"); */
comm->user[3] = 0.0;

}
beta[0] = 1.0;
if (ibnd == 0) {

gamma[0] = -v[0] * exp(t);
}
else {

gamma[0] = -v[0] * vdot[0];
}
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_coll_ode (d03pjc) Example Program Results

Simple coupled PDE using BDF

Degree of Polynomial = 3
Number of elements = 29
Accuracy requirement = 1.000e-05
Number of points = 88

time solution at x=0

d03 – Partial Differential Equations d03pjc

Mark 26 d03pjc.23



0.2 0.22
0.4 0.49
0.8 1.23
1.6 3.95
3.2 23.53

Example Program
Parabolic PDE Coupled with ODE using Collocation and BDF

U
(x

,t)

0.1

0.5
1

2
3

Time (logscale)
 0

 0.2

 0.4

 0.6

 0.8

 1

x

-5

 0

 5

 10

 15

 20

 25

d03pjc NAG Library Manual

d03pjc.24 (last) Mark 26



NAG Library Function Document

nag_pde_parab_1d_keller_ode (d03pkc)

1 Purpose

nag_pde_parab_1d_keller_ode (d03pkc) integrates a system of linear or nonlinear, first-order, time-
dependent partial differential equations (PDEs) in one space variable, with scope for coupled ordinary
differential equations (ODEs). The spatial discretization is performed using the Keller box scheme and
the method of lines is employed to reduce the PDEs to a system of ODEs. The resulting system is
solved using a Backward Differentiation Formula (BDF) method or a Theta method (switching between
Newton's method and functional iteration).

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_keller_ode (Integer npde, double *ts, double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ut[], const double ux[], Integer ncode,
const double v[], const double vdot[], double res[], Integer *ires,
Nag_Comm *comm),

void (*bndary)(Integer npde, double t, Integer ibnd, Integer nobc,
const double u[], const double ut[], Integer ncode,
const double v[], const double vdot[], double res[], Integer *ires,
Nag_Comm *comm),

double u[], Integer npts, const double x[], Integer nleft,
Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn, const double rtol[],
const double atol[], Integer itol, Nag_NormType norm,
Nag_LinAlgOption laopt, const double algopt[], double rsave[],
Integer lrsave, Integer isave[], Integer lisave, Integer itask,
Integer itrace, const char *outfile, Integer *ind, Nag_Comm *comm,
Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_keller_ode (d03pkc) integrates the system of first-order PDEs and coupled ODEs

Gi x; t; U; Ux; Ut; V ; _V
� �

¼ 0; i ¼ 1; 2; . . . ; npde; a � x � b; t 	 t0; ð1Þ

Ri t; V ; _V ; �; U�; U�x; U
�
t

� �
¼ 0; i ¼ 1; 2; . . . ; ncode: ð2Þ

In the PDE part of the problem given by (1), the functions Gi must have the general form

Gi ¼
Xnpde
j¼1

Pi;j
@Uj
@t
þ
Xncode
j¼1

Qi;j
_Vj þ Si ¼ 0; i ¼ 1; 2; . . . ; npde; ð3Þ

where Pi;j, Qi;j and Si depend on x; t; U; Ux and V .

The vector U is the set of PDE solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

;
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and the vector Ux is the partial derivative with respect to x. The vector V is the set of ODE solution
values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;

and _V denotes its derivative with respect to time.

In the ODE part given by (2), � represents a vector of n� spatial coupling points at which the ODEs are
coupled to the PDEs. These points may or may not be equal to some of the PDE spatial mesh points.
U�, U�x and U�t are the functions U , Ux and Ut evaluated at these coupling points. Each Ri may only
depend linearly on time derivatives. Hence equation (2) may be written more precisely as

R ¼ A�B _V � CU�t ; ð4Þ

where R ¼ R1; . . . ; Rncode½ �T, A is a vector of length ncode, B is an ncode by ncode matrix, C is an
ncode by n� � npde

� �
matrix. The entries in A, B and C may depend on t, �, U�, U�x and V . In practice

you only need to supply a vector of information to define the ODEs and not the matrices B and C. (See
Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts.

The PDE system which is defined by the functions Gi must be specified in pdedef.

The initial values of the functions U x; tð Þ and V tð Þ must be given at t ¼ t0.
For a first-order system of PDEs, only one boundary condition is required for each PDE component Ui.
The npde boundary conditions are separated into na at the left-hand boundary x ¼ a, and nb at the
right-hand boundary x ¼ b, such that na þ nb ¼ npde. The position of the boundary condition for each
component should be chosen with care; the general rule is that if the characteristic direction of Ui at the
left-hand boundary (say) points into the interior of the solution domain, then the boundary condition for
Ui should be specified at the left-hand boundary. Incorrect positioning of boundary conditions generally
results in initialization or integration difficulties in the underlying time integration functions.

The boundary conditions have the form:

GL
i x; t; U; Ut; V ; _V
� �

¼ 0 at x ¼ a; i ¼ 1; 2; . . . ; na; ð5Þ

at the left-hand boundary, and

GR
i x; t; U; Ut; V ; _V
� �

¼ 0 at x ¼ b; i ¼ 1; 2; . . . ; nb; ð6Þ

at the right-hand boundary.

Note that the functions GL
i and GR

i must not depend on Ux, since spatial derivatives are not determined
explicitly in the Keller box scheme. If the problem involves derivative (Neumann) boundary conditions
then it is generally possible to restate such boundary conditions in terms of permissible variables. Also
note that GL

i and GR
i must be linear with respect to time derivatives, so that the boundary conditions

have the general form:

Xnpde
j¼1

EL
i;j

@Uj
@t
þ
Xncode
j¼1

HL
i;j

_Vj þKL
i ¼ 0; i ¼ 1; 2; . . . ; na; ð7Þ

at the left-hand boundary, and

Xnpde
j¼1

ER
i;j

@Uj
@t
þ
Xncode
j¼1

HR
i;j

_Vj þKR
i ¼ 0; i ¼ 1; 2; . . . ; nb; ð8Þ

at the right-hand boundary, where EL
i;j, E

R
i;j, H

L
i;j, H

R
i;j, K

L
i and KR

i depend on x; t; U and V only.

The boundary conditions must be specified in bndary.

The problem is subject to the following restrictions:
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(i) Pi;j, Qi;j and Si must not depend on any time derivatives;

(ii) t0 < tout, so that integration is in the forward direction;

(iii) The evaluation of the function Gi is done approximately at the mid-points of the mesh x½i � 1�, for
i ¼ 1; 2; . . . ;npts, by calling the pdedef for each mid-point in turn. Any discontinuities in the
function must therefore be at one or more of the mesh points x1; x2; . . . ; xnpts;

(iv) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem.

The algebraic-differential equation system which is defined by the functions Ri must be specified in
odedef. You must also specify the coupling points � in the array xi.

The parabolic equations are approximated by a system of ODEs in time for the values of Ui at mesh
points. In this method of lines approach the Keller box scheme (see Keller (1970)) is applied to each
PDE in the space variable only, resulting in a system of ODEs in time for the values of Ui at each mesh
point. In total there are npde� nptsþ ncode ODEs in time direction. This system is then integrated
forwards in time using a Backward Differentiation Formula (BDF) or a Theta method.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M, Dew P M and Furzeland R M (1989) Developing software for time-dependent problems
using the method of lines and differential-algebraic integrators Appl. Numer. Math. 5 375–397

Berzins M and Furzeland R M (1992) An adaptive theta method for the solution of stiff and nonstiff
differential equations Appl. Numer. Math. 9 1–19

Keller H B (1970) A new difference scheme for parabolic problems Numerical Solutions of Partial
Differential Equations (ed J Bramble) 2 327–350 Academic Press

Pennington S V and Berzins M (1994) New NAG Library software for first-order partial differential
equations ACM Trans. Math. Softw. 20 63–99

5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: ts – double * Input/Output

On entry: the initial value of the independent variable t.

Constraint: ts < tout.

On exit: the value of t corresponding to the solution in u. Normally ts ¼ tout.

3: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

4: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Gi which define the system of PDEs. pdedef is called
approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_keller_
ode (d03pkc).
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The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ut[], const double ux[], Integer ncode,
const double v[], const double vdot[], double res[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ut½npde� – const double Input

On entry: ut½i � 1� contains the value of the component
@Ui x; tð Þ

@t
, for

i ¼ 1; 2; . . . ; npde.

6: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

10: res½npde� – double Output

On exit: res½i � 1� must contain the ith component of G, for i ¼ 1; 2; . . . ;npde, where
G is defined as

Gi ¼
Xnpde
j¼1

Pi;j
@Uj

@t
þ
Xncode
j¼1

Qi;j
_Vj ; ð9Þ

i.e., only terms depending explicitly on time derivatives, or

Gi ¼
Xnpde
j¼1

Pi;j
@Uj

@t
þ
Xncode
j¼1

Qi;j
_Vj þ Si; ð10Þ

i.e., all terms in equation (3).
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The definition of G is determined by the input value of ires.

11: ires – Integer * Input/Output

On entry: the form of Gi that must be returned in the array res.

ires ¼ �1
Equation (9) must be used.

ires ¼ 1
Equation (10) must be used.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller_ode (d03pkc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_ode
(d03pkc) you may allocate memory and initialize these pointers with various
quantities for use by pdedef when called from nag_pde_parab_1d_keller_ode
(d03pkc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: bndary – function, supplied by the user External Function

bndary must evaluate the functions GL
i and GR

i which describe the boundary conditions, as given
in (5) and (6).

The specification of bndary is:

void bndary (Integer npde, double t, Integer ibnd, Integer nobc,
const double u[], const double ut[], Integer ncode,
const double v[], const double vdot[], double res[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.
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3: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must compute the left-hand boundary condition at x ¼ a.

ibnd 6¼ 0
bndary must compute the right-hand boundary condition at x ¼ b.

4: nobc – Integer Input

On entry: specifies the number of boundary conditions at the boundary specified by
ibnd.

5: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

6: ut½npde� – const double Input

On entry: ut½i � 1� contains the value of the component
@Ui x; tð Þ

@t
at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: vdot½i � 1�, for i ¼ 1; 2; . . . ; ncode, may only appear linearly as in (7) and (8).

10: res½nobc� – double Output

On exit: res½i � 1� must contain the ith component of GL or GR, depending on the value
of ibnd, for i ¼ 1; 2; . . . ; nobc, where GL is defined as

GL
i ¼

Xnpde
j¼1

EL
i;j

@Uj

@t
þ
Xncode
j¼1

HL
i;j

_Vj ; ð11Þ

i.e., only terms depending explicitly on time derivatives, or

GL
i ¼

Xnpde
j¼1

EL
i;j

@Uj

@t
þ
Xncode
j¼1

HL
i;j

_Vj þKL
i ; ð12Þ

i.e., all terms in equation (7), and similarly for GR
i .

The definitions of GL and GR are determined by the input value of ires.
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11: ires – Integer * Input/Output

On entry: the form of GL
i (or GR

i ) that must be returned in the array res.

ires ¼ �1
Equation (11) must be used.

ires ¼ 1
Equation (12) must be used.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller_ode (d03pkc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_ode
(d03pkc) you may allocate memory and initialize these pointers with various
quantities for use by bndary when called from nag_pde_parab_1d_keller_ode
(d03pkc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: u½neqn� – double Input/Output

On entry: the initial values of the dependent variables defined as follows:

u½npde� j � 1ð Þ þ i � 1� contain Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts,
and

u½npts� npdeþ i � 1� contain Vi t0ð Þ, for i ¼ 1; 2; . . . ; ncode.

On exit: the computed solution Ui xj ; t
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts, and Vk tð Þ,
for k ¼ 1; 2; . . . ;ncode, evaluated at t ¼ ts.

7: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

8: x½npts� – const double Input

On entry: the mesh points in the space direction. x½0� must specify the left-hand boundary, a, and
x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.
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9: nleft – Integer Input

On entry: the number na of boundary conditions at the left-hand mesh point x½0�.
Constraint: 0 � nleft � npde.

10: ncode – Integer Input

On entry: the number of coupled ODE components.

Constraint: ncode 	 0.

11: odedef – function, supplied by the user External Function

odedef must evaluate the functions R, which define the system of ODEs, as given in (4).

If ncode ¼ 0, odedef will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_pde_parab_1d_keller_ode (d03pkc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling points, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.
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9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

10: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

11: r½ncode� – double Output

On exit: if ncode > 0, r½i � 1� must contain the ith component of R, for
i ¼ 1; 2; . . . ; ncode, where R is defined as

R ¼ �B _V � CU�t ; ð13Þ

i.e., only terms depending explicitly on time derivatives, or

R ¼ A�B _V � CU�t ; ð14Þ

i.e., all terms in equation (4). The definition of R is determined by the input value of
ires.

12: ires – Integer * Input/Output

On entry: the form of R that must be returned in the array r.

ires ¼ �1
Equation (13) must be used.

ires ¼ 1
Equation (14) must be used.

On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller_ode (d03pkc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

13: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_ode
(d03pkc) you may allocate memory and initialize these pointers with various
quantities for use by odedef when called from nag_pde_parab_1d_keller_ode
(d03pkc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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12: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

13: xi½dim� – const double Input

Note: the dimension, dim, of the array xi must be at least max 1; nxið Þ.
On entry: xi½i � 1�, for i ¼ 1; 2; . . . ; nxi, must be set to the ODE/PDE coupling points, �i.

Constraint: x½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � x½npts� 1�.

14: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.

15: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.

16: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.

On entry: the absolute local error tolerance.

Constraint: atol½i� 1� 	 0:0 for all relevant i.

Note: corresponding elements of rtol and atol cannot both be 0:0.

17: itol – Integer Input

On entry: a value to indicate the form of the local error test. itol indicates to
nag_pde_parab_1d_keller_ode (d03pkc) whether to interpret either or both of rtol or atol as a
vector or scalar. The error test to be satisfied is ei=wik k < 1:0, where wi is defined as follows:

itol rtol atol wi

1 scalar scalar rtol½0� � u½i� 1�j j þ atol½0�
2 scalar vector rtol½0� � u½i� 1�j j þ atol½i� 1�
3 vector scalar rtol½i� 1� � u½i� 1�j j þ atol½0�
4 vector vector rtol½i� 1� � u½i� 1�j j þ atol½i� 1�

In the above, ei denotes the estimated local error for the ith component of the coupled PDE/ODE
system in time, u½i � 1�, for i ¼ 1; 2; . . . ;neqn.

The choice of norm used is defined by the argument norm.

Constraint: 1 � itol � 4.

d03pkc NAG Library Manual

d03pkc.10 Mark 26



18: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag MaxNorm
Maximum norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If unorm denotes the norm of the vector u of length neqn, then for the averaged L2 norm

unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

u½i� 1�=wið Þ2
vuut ;

while for the maximum norm

unorm ¼ max
i

u½i� 1�=wij j:

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag MaxNorm or Nag TwoNorm.

19: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.

laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present (i.e.,
ncode ¼ 0).

20: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default value is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4, are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.

d03 – Partial Differential Equations d03pkc

Mark 26 d03pkc.11



algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0, for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.

algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.

algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option, i.e.,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside this range then the default value is used. If the functions regard the Jacobian
matrix as numerically singular then increasing algopt½28� towards 1:0 may help, but at the
cost of increased fill-in. The default value is algopt½28� ¼ 0:1.
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algopt½29�
Used as a relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. algopt½29� must be greater than zero,
otherwise the default value is used. If algopt½29� is greater than 1:0 no check is made on
the pivot size, and this may be a necessary option if the Jacobian is found to be
numerically singular (see algopt½28�). The default value is algopt½29� ¼ 0:0001.

21: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

22: lrsave – Integer Input

On entry: the dimension of the array rsave. Its size depends on the type of matrix algebra
selected.

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 2�ml þmu þ 2ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.

Where

ml and mu are the lower and upper half bandwidths given by ml ¼ npdeþ nleft� 1 such that
mu ¼ 2� npde� nleft� 1, for problems involving PDEs only; or
ml ¼ mu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
npde� 3� npdeþ 6� nxiþ nptsþ 15ð Þ þ nxiþ ncodeþ 7� nptsþ 2; when ncode > 0 and nxi > 0; or
npde� 3� npdeþ nptsþ 21ð Þ þ ncode þ 7� nptsþ 3; when ncode > 0 and nxi ¼ 0; or
npde� 3� npdeþ nptsþ 21ð Þ þ 7� nptsþ 4; when ncode ¼ 0:

8<:
lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used; or

9� neqnþ 50; when the Theta method is used:



Note: when using the sparse option, the value of lrsave may be too small when supplied to the
integrator. An estimate of the minimum size of lrsave is printed on the current error message unit
if itrace > 0 and the function returns with fail:code ¼ NE_INT_2.

23: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular the following components of the array
isave concern the efficiency of the integration:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves evaluating the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the ODE method last used in the time integration.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves residual evaluation of the resulting ODE system followed by a back-substitution
using the LU decomposition of the Jacobian matrix.
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24: lisave – Integer Input

On entry: the dimension of the array isave. Its size depends on the type of matrix algebra
selected:

if laopt ¼ Nag LinAlgFull, lisave 	 24;

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ 24;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ 24.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

25: itask – Integer Input

On entry: the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout (by overshooting and interpolating).

itask ¼ 2
Take one step in the time direction and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.

26: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_keller_ode (d03pkc)
and the underlying ODE solver as follows:

itrace � �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace ¼ 1
Output from the underlying ODE solver is printed. This output contains details of Jacobian
entries, the nonlinear iteration and the time integration during the computation of the ODE
system.

itrace ¼ 2
Output from the underlying ODE solver is similar to that produced when itrace ¼ 1,
except that the advisory messages are given in greater detail.

itrace 	 3
Output from the underlying ODE solver is similar to that produced when itrace ¼ 2,
except that the advisory messages are given in greater detail.

27: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.
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28: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_keller_ode
(d03pkc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

29: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

30: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

31: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

atol and rtol were too small to start integration.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.
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NE_INT

ires set to an invalid value in call to pdedef, bndary, or odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, nleft ¼ valueh i.
Constraint: nleft 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.

On entry, nleft ¼ valueh i, npde ¼ valueh i.
Constraint: nleft � npde.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.
On entry, mesh points x badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i and
x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL_2

On entry, at least one point in xi lies outside x½0�; x½npts� 1�½ �: x½0� ¼ valueh i and
x½npts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef, bndary, or odedef.
Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.

7 Accuracy

nag_pde_parab_1d_keller_ode (d03pkc) controls the accuracy of the integration in the time direction
but not the accuracy of the approximation in space. The spatial accuracy depends on both the number of
mesh points and on their distribution in space. In the time integration only the local error over a single
step is controlled and so the accuracy over a number of steps cannot be guaranteed. You should
therefore test the effect of varying the accuracy arguments, atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_keller_ode (d03pkc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_keller_ode (d03pkc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Keller box scheme can be used to solve higher-order problems which have been reduced to first-
order by the introduction of new variables (see the example in Section 10). In general, a second-order
problem can be solved with slightly greater accuracy using the Keller box scheme instead of a finite
difference scheme (see nag_pde_parab_1d_fd (d03pcc) or nag_pde_parab_1d_fd_ode (d03phc) for
example), but at the expense of increased CPU time due to the larger number of function evaluations
required.

It should be noted that the Keller box scheme, in common with other central-difference schemes, may
be unsuitable for some hyperbolic first-order problems such as the apparently simple linear advection
equation Ut þ aUx ¼ 0, where a is a constant, resulting in spurious oscillations due to the lack of
dissipation. This type of problem requires a discretization scheme with upwind weighting
(nag_pde_parab_1d_cd_ode (d03plc) for example), or the addition of a second-order artificial
dissipation term.

The time taken depends on the complexity of the system and on the accuracy requested. For a given
system and a fixed accuracy it is approximately proportional to neqn.

10 Example

This example provides a simple coupled system of two PDEs and one ODE.

V1ð Þ2
@U1

@t
� xV1 _V1U2 �

@U2

@x
¼ 0;

U2 �
@U1

@x
¼ 0;

_V1 � V1U1 � U2 � 1� t ¼ 0;

for t 2 10�4; 0:1� 2i
� �

, for i ¼ 1; 2; . . . ; 5; x 2 0; 1½ �. The left boundary condition at x ¼ 0 is

U2 ¼ �V1 exp t;

and the right boundary condition at x ¼ 1 is

U2 ¼ �V1 _V1:

The initial conditions at t ¼ 10�4 are defined by the exact solution:

V1 ¼ t; U1 x; tð Þ ¼ exp t 1� xð Þf g � 1:0 and U2 x; tð Þ ¼ �t exp t 1� xð Þf g; x 2 0; 1½ �;

and the coupling point is at �1 ¼ 1:0.

This problem is exactly the same as the nag_pde_parab_1d_fd_ode (d03phc) example problem, but
reduced to first-order by the introduction of a second PDE variable (as mentioned in Section 9).

10.1 Program Text

/* nag_pde_parab_1d_keller_ode (d03pkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], const double[], Integer,
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer npde, double t, Integer ibnd,
Integer nobc, const double u[],
const double ut[], Integer ncode,
const double v[], const double vdot[],
double res[], Integer *ires, Nag_Comm *);

static void NAG_CALL odedef(Integer, double, Integer, const double[],
const double[], Integer, const double[],
const double[], const double[], const double[],
double[], Integer *, Nag_Comm *);

static void NAG_CALL uvinit(Integer npde, Integer npts, double *x,
double *u, Integer ncode, Integer neqn,
double ts);

static void NAG_CALL exact(double, Integer, Integer, double *, double *);
#ifdef __cplusplus
}
#endif

#define UCP(I, J) ucp[npde*((J) -1)+(I) -1]

int main(void)
{

const Integer npde = 2, npts = 21, ncode = 1, nxi = 1, nleft = 1;
const Integer neqn = npde * npts + ncode, lisave = 24;
const Integer nwkres =

npde * (npts + 6 * nxi + 3 * npde + 15) + ncode + nxi + 7 * npts + 2;
const Integer lenode = 11 * neqn + 50, lrsave =

neqn * neqn + neqn + nwkres + lenode;
static double ruser[3] = { -1.0, -1.0, -1.0 };
double tout, ts;
Integer exit_status = 0, i, ind, it, itask, itol, itrace;
Nag_Boolean theta;
double *algopt = 0, *atol = 0, *exy = 0, *rsave = 0, *rtol = 0;
double *u = 0, *x = 0, *xi = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

printf("nag_pde_parab_1d_keller_ode (d03pkc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(exy = NAG_ALLOC(neqn, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(neqn, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xi = NAG_ALLOC(nxi, double)) || !(isave = NAG_ALLOC(lisave, Integer)))
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{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

itrace = 0;
itol = 1;
atol[0] = 1e-4;
rtol[0] = atol[0];

printf(" Accuracy requirement =%12.3e", atol[0]);
printf(" Number of points = %3" NAG_IFMT "\n\n", npts);

/* Set spatial-mesh points */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

xi[0] = 1.0;
ind = 0;
itask = 1;

/* Set THETA to TRUE if the Theta integrator is required */

theta = Nag_FALSE;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;
if (theta) {

algopt[0] = 2.0;
}
else {

algopt[0] = 0.0;
}
algopt[0] = 1.0;
algopt[12] = 0.005;

/* Loop over output value of t */

ts = 1e-4;
printf(" x %9.3f%9.3f%9.3f%9.3f%9.3f\n\n",

x[0], x[4], x[8], x[12], x[20]);

uvinit(npde, npts, x, u, ncode, neqn, ts);

for (it = 0; it < 5; ++it) {
tout = 0.1 * pow(2.0, (it + 1.0));
/* nag_pde_parab_1d_keller_ode (d03pkc).
* General system of first-order PDEs, coupled DAEs, method
* of lines, Keller box discretization, one space variable
*/

nag_pde_parab_1d_keller_ode(npde, &ts, tout, pdedef, bndary, u, npts, x,
nleft, ncode, odedef, nxi, xi, neqn, rtol,
atol, itol, Nag_TwoNorm, Nag_LinAlgFull,
algopt, rsave, lrsave, isave, lisave, itask,
itrace, 0, &ind, &comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_keller_ode (d03pkc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Check against the exact solution */

exact(tout, neqn, npts, x, exy);

printf(" t = %6.3f\n", ts);
printf(" App. sol. %7.3f%9.3f%9.3f%9.3f%9.3f",

u[0], u[8], u[16], u[24], u[40]);
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printf(" ODE sol. =%8.3f\n", u[42]);
printf(" Exact sol. %7.3f%9.3f%9.3f%9.3f%9.3f",

exy[0], exy[8], exy[16], exy[24], exy[40]);
printf(" ODE sol. =%8.3f\n\n", ts);

}
printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(exy);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uvinit(Integer npde, Integer npts, double *x,
double *u, Integer ncode, Integer neqn, double ts)

{
Integer i, k;

/* Routine for PDE initial values */

k = 0;
for (i = 0; i < npts; ++i) {

u[k] = exp(ts * (1.0 - x[i])) - 1.0;
u[k + 1] = -ts * exp(ts * (1.0 - x[i]));
k += 2;

}
u[neqn - 1] = ts;

return;
}

static void NAG_CALL odedef(Integer npde, double t, Integer ncode,
const double v[], const double vdot[],
Integer nxi, const double xi[],
const double ucp[], const double ucpx[],
const double ucpt[], double f[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback odedef, first invocation.)\n");
comm->user[0] = 0.0;

}
if (*ires == -1) {

f[0] = vdot[0];
}
else {

f[0] = vdot[0] - v[0] * UCP(1, 1) - UCP(2, 1) - 1.0 - t;
}
return;

}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double ut[],
const double ux[], Integer ncode,
const double v[], const double vdot[],
double res[], Integer *ires, Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[1] = 0.0;

}

d03 – Partial Differential Equations d03pkc

Mark 26 d03pkc.21



if (*ires == -1) {
res[0] = v[0] * v[0] * ut[0] - x * u[1] * v[0] * vdot[0];
res[1] = 0.0;

}
else {

res[0] = v[0] * v[0] * ut[0] - x * u[1] * v[0] * vdot[0] - ux[1];
res[1] = u[1] - ux[0];

}
return;

}

static void NAG_CALL bndary(Integer npde, double t, Integer ibnd,
Integer nobc, const double u[], const double ut[],
Integer ncode, const double v[],
const double vdot[], double res[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[2] == -1.0) {

printf("(User-supplied callback bndary, first invocation.)\n");
comm->user[2] = 0.0;

}
if (ibnd == 0) {

if (*ires == -1) {
res[0] = 0.0;

}
else {

res[0] = u[1] + v[0] * exp(t);
}

}
else {

if (*ires == -1) {
res[0] = v[0] * vdot[0];

}
else {

res[0] = u[1] + v[0] * vdot[0];
}

}
return;

}

static void NAG_CALL exact(double time, Integer neqn, Integer npts, double *x,
double *u)

{
/* Exact solution (for comparison purposes) */

Integer i, k;

k = 0;
for (i = 0; i < npts; ++i) {

u[k] = exp(time * (1.0 - x[i])) - 1.0;
k += 2;

}
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_keller_ode (d03pkc) Example Program Results

Accuracy requirement = 1.000e-04 Number of points = 21

x 0.000 0.200 0.400 0.600 1.000

(User-supplied callback bndary, first invocation.)
(User-supplied callback pdedef, first invocation.)
(User-supplied callback odedef, first invocation.)
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t = 0.200
App. sol. 0.222 0.174 0.128 0.084 0.000 ODE sol. = 0.200
Exact sol. 0.221 0.174 0.127 0.083 0.000 ODE sol. = 0.200

t = 0.400
App. sol. 0.492 0.377 0.271 0.174 0.000 ODE sol. = 0.400
Exact sol. 0.492 0.377 0.271 0.174 0.000 ODE sol. = 0.400

t = 0.800
App. sol. 1.226 0.896 0.616 0.377 -0.000 ODE sol. = 0.800
Exact sol. 1.226 0.896 0.616 0.377 0.000 ODE sol. = 0.800

t = 1.600
App. sol. 3.952 2.595 1.610 0.895 -0.001 ODE sol. = 1.600
Exact sol. 3.953 2.597 1.612 0.896 0.000 ODE sol. = 1.600

t = 3.200
App. sol. 23.522 11.918 5.807 2.588 -0.004 ODE sol. = 3.197
Exact sol. 23.533 11.936 5.821 2.597 0.000 ODE sol. = 3.200

Number of integration steps in time = 642
Number of function evaluations = 3022
Number of Jacobian evaluations = 39
Number of iterations = 1328

Example Program
Two PDEs Coupled with One ODE using Keller, Box and BDF

Solution U(1,x,t)
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Two PDEs Coupled with One ODE using Keller, Box and BDF
Solution U(2,x,t)
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NAG Library Function Document

nag_pde_parab_1d_cd_ode (d03plc)

1 Purpose

nag_pde_parab_1d_cd_ode (d03plc) integrates a system of linear or nonlinear convection-diffusion
equations in one space dimension, with optional source terms and scope for coupled ordinary
differential equations (ODEs). The system must be posed in conservative form. Convection terms are
discretized using a sophisticated upwind scheme involving a user-supplied numerical flux function
based on the solution of a Riemann problem at each mesh point. The method of lines is employed to
reduce the partial differential equations (PDEs) to a system of ODEs, and the resulting system is solved
using a backward differentiation formula (BDF) method or a Theta method.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_cd_ode (Integer npde, double *ts, double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double c[], double d[],
double s[], Integer *ires, Nag_Comm *comm),

void (*numflx)(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[], const double uright[],
double flux[], Integer *ires, Nag_Comm *comm, Nag_D03_Save *saved),

void (*bndary)(Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm),

double u[], Integer npts, const double x[], Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn, const double rtol[],
const double atol[], Integer itol, Nag_NormType norm,
Nag_LinAlgOption laopt, const double algopt[], double rsave[],
Integer lrsave, Integer isave[], Integer lisave, Integer itask,
Integer itrace, const char *outfile, Integer *ind, Nag_Comm *comm,
Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_cd_ode (d03plc) integrates the system of convection-diffusion equations in
conservative form:

Xnpde
j¼1

Pi;j
@Uj
@t
þ @Fi
@x
¼ Ci

@Di

@x
þ Si; ð1Þ

or the hyperbolic convection-only system:

@Ui
@t
þ @Fi
@x
¼ 0; ð2Þ

for i ¼ 1; 2; . . . ; npde; a � x � b; t 	 t0, where the vector U is the set of PDE solution values

d03 – Partial Differential Equations d03plc

Mark 26 d03plc.1



U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

:

The optional coupled ODEs are of the general form

Ri t; V ; _V ; �; U�; U�x; U
�
t

� �
¼ 0; i ¼ 1; 2; . . . ; ncode; ð3Þ

where the vector V is the set of ODE solution values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;
_V denotes its derivative with respect to time, and Ux is the spatial derivative of U .

In (1), Pi;j, Fi and Ci depend on x, t, U and V ; Di depends on x, t, U , Ux and V ; and Si depends on x,
t, U , V and linearly on _V . Note that Pi;j, Fi, Ci and Si must not depend on any space derivatives, and

Pi;j, Fi, Ci and Di must not depend on any time derivatives. In terms of conservation laws, Fi,
Ci@Di

@x
and Si are the convective flux, diffusion and source terms respectively.

In (3), � represents a vector of n� spatial coupling points at which the ODEs are coupled to the PDEs.
These points may or may not be equal to PDE spatial mesh points. U�, U�x and U�t are the functions U ,
Ux and Ut evaluated at these coupling points. Each Ri may depend only linearly on time derivatives.
Hence (3) may be written more precisely as

R ¼ L�M _V �NU�t ; ð4Þ

where R ¼ R1; . . . ; Rncode½ �T, L is a vector of length ncode, M is an ncode by ncode matrix, N is an
ncode by n� � npde

� �
matrix and the entries in L, M and N may depend on t, �, U�, U�x and V . In

practice you only need to supply a vector of information to define the ODEs and not the matrices L, M
and N . (See Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts. The initial values of the
functions U x; tð Þ and V tð Þ must be given at t ¼ t0.
The PDEs are approximated by a system of ODEs in time for the values of Ui at mesh points using a
spatial discretization method similar to the central-difference scheme used in nag_pde_parab_1d_fd
(d03pcc), nag_pde_parab_1d_fd_ode (d03phc) and nag_pde_parab_1d_fd_ode_remesh (d03ppc), but
with the flux Fi replaced by a numerical flux, which is a representation of the flux taking into account
the direction of the flow of information at that point (i.e., the direction of the characteristics). Simple
central differencing of the numerical flux then becomes a sophisticated upwind scheme in which the
correct direction of upwinding is automatically achieved.

The numerical flux vector, F̂i say, must be calculated by you in terms of the left and right values of the
solution vector U (denoted by UL and UR respectively), at each mid-point of the mesh
xj�1

2
¼ xj�1 þ xj
� �

=2 , for j ¼ 2; 3; . . . ; npts. The left and right values are calculated by nag_pde_par

ab_1d_cd_ode (d03plc) from two adjacent mesh points using a standard upwind technique combined
with a Van Leer slope-limiter (see LeVeque (1990)). The physically correct value for F̂i is derived from
the solution of the Riemann problem given by

@Ui
@t
þ @Fi
@y
¼ 0; ð5Þ

where y ¼ x� xj�1
2
, i.e., y ¼ 0 corresponds to x ¼ xj�1

2
, with discontinuous initial values U ¼ UL for

y < 0 and U ¼ UR for y > 0, using an approximate Riemann solver. This applies for either of the
systems (1) or (2); the numerical flux is independent of the functions Pi;j, Ci, Di and Si. A description
of several approximate Riemann solvers can be found in LeVeque (1990) and Berzins et al. (1989).
Roe's scheme (see Roe (1981)) is perhaps the easiest to understand and use, and a brief summary
follows. Consider the system of PDEs Ut þ Fx ¼ 0 or equivalently Ut þAUx ¼ 0. Provided the system
is linear in U , i.e., the Jacobian matrix A does not depend on U , the numerical flux F̂ is given by
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F̂ ¼ 1
2 FL þ FRð Þ � 1

2

Xnpde
k¼1

�k �kj jek; ð6Þ

where FL (FR) is the flux F calculated at the left (right) value of U , denoted by UL (UR); the �k are the
eigenvalues of A; the ek are the right eigenvectors of A; and the �k are defined by

UR � UL ¼
Xnpde
k¼1

�kek: ð7Þ

An example is given in Section 10 and in the nag_pde_parab_1d_cd (d03pfc) documentation.

If the system is nonlinear, Roe's scheme requires that a linearized Jacobian is found (see Roe (1981)).

The functions Pi;j, Ci, Di and Si (but not Fi) must be specified in pdedef. The numerical flux F̂i must
be supplied in a separate numflx. For problems in the form (2)) the NAG defined null void function
pointer, NULLFN, can be supplied in the call to nag_pde_parab_1d_cd_ode (d03plc).

The boundary condition specification has sufficient flexibility to allow for different types of problems.
For second-order problems, i.e., Di depending on Ux, a boundary condition is required for each PDE at
both boundaries for the problem to be well-posed. If there are no second-order terms present, then the
continuous PDE problem generally requires exactly one boundary condition for each PDE, that is npde
boundary conditions in total. However, in common with most discretization schemes for first-order
problems, a numerical boundary condition is required at the other boundary for each PDE. In order to
be consistent with the characteristic directions of the PDE system, the numerical boundary conditions
must be derived from the solution inside the domain in some manner (see below). You must supply both
types of boundary condition, i.e., a total of npde conditions at each boundary point.

The position of each boundary condition should be chosen with care. In simple terms, if information is
flowing into the domain then a physical boundary condition is required at that boundary, and a
numerical boundary condition is required at the other boundary. In many cases the boundary conditions
are simple, e.g., for the linear advection equation. In general you should calculate the characteristics of
the PDE system and specify a physical boundary condition for each of the characteristic variables
associated with incoming characteristics, and a numerical boundary condition for each outgoing
characteristic.

A common way of providing numerical boundary conditions is to extrapolate the characteristic
variables from the inside of the domain (note that when using banded matrix algebra the fixed
bandwidth means that only linear extrapolation is allowed, i.e., using information at just two interior
points adjacent to the boundary). For problems in which the solution is known to be uniform (in space)
towards a boundary during the period of integration then extrapolation is unnecessary; the numerical
boundary condition can be supplied as the known solution at the boundary. Another method of
supplying numerical boundary conditions involves the solution of the characteristic equations associated
with the outgoing characteristics. Examples of both methods can be found in Section 10 and in the
nag_pde_parab_1d_cd (d03pfc) documentation.

The boundary conditions must be specified in bndary in the form

GL
i x; t; U; V ; _V
� �

¼ 0 at x ¼ a; i ¼ 1; 2; . . . ; npde; ð8Þ

at the left-hand boundary, and

GR
i x; t; U; V ; _V
� �

¼ 0 at x ¼ b; i ¼ 1; 2; . . . ; npde; ð9Þ

at the right-hand boundary.

Note that spatial derivatives at the boundary are not passed explicitly to bndary, but they can be
calculated using values of U at and adjacent to the boundaries if required. However, it should be noted
that instabilities may occur if such one-sided differencing opposes the characteristic direction at the
boundary.

The algebraic-differential equation system which is defined by the functions Ri must be specified in
odedef. You must also specify the coupling points � (if any) in the array xi.
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The problem is subject to the following restrictions:

(i) In (1), _Vj tð Þ, for j ¼ 1; 2; . . . ; ncode, may only appear linearly in the functions Si, for
i ¼ 1; 2; . . . ;npde, with a similar restriction for GL

i and GR
i ;

(ii) Pi;j, Fi, Ci and Si must not depend on any space derivatives; and Pi;j, Fi, Ci and Di must not
depend on any time derivatives;

(iii) t0 < tout, so that integration is in the forward direction;

(iv) The evaluation of the terms Pi;j, Ci, Di and Si is done by calling the pdedef at a point
approximately midway between each pair of mesh points in turn. Any discontinuities in these
functions must therefore be at one or more of the mesh points x1; x2; . . . ; xnpts;

(v) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem.

In total there are npde� nptsþ ncode ODEs in the time direction. This system is then integrated
forwards in time using a BDF or Theta method, optionally switching between Newton's method and
functional iteration (see Berzins et al. (1989)).

For further details of the scheme, see Pennington and Berzins (1994) and the references therein.
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5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

3: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

4: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Pi;j, Ci, Di and Si which partially define the system of PDEs.
Pi;j and Ci may depend on x, t, U and V ; Di may depend on x, t, U , Ux and V ; and Si may
depend on x, t, U , V and linearly on _V . pdedef is called approximately midway between each
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pair of mesh points in turn by nag_pde_parab_1d_cd_ode (d03plc). For problems in the form (2))
the NAG defined null void function pointer, NULLFN, can be supplied in the call to
nag_pde_parab_1d_cd_ode (d03plc).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double c[], double d[],
double s[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

6: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

7: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

8: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Sj , for
j ¼ 1; 2; . . . ;npde.

9: p½npde� npde� – double Output

On exit: p½npde� j � 1ð Þ þ i � 1� must be set to the value of Pi;j x; t; U; Vð Þ, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npde.

10: c½npde� – double Output

On exit: c½i � 1� must be set to the value of Ci x; t; U; Vð Þ, for i ¼ 1; 2; . . . ; npde.

11: d½npde� – double Output

On exit: d½i � 1� must be set to the value of Di x; t; U; Ux; Vð Þ, for i ¼ 1; 2; . . . ; npde.
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12: s½npde� – double Output

On exit: s½i � 1� must be set to the value of Si x; t; U; V ; _V
� �

, for i ¼ 1; 2; . . . ;npde.

13: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode (d03plc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

14: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode
(d03plc) you may allocate memory and initialize these pointers with various
quantities for use by pdedef when called from nag_pde_parab_1d_cd_ode
(d03plc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: numflx – function, supplied by the user External Function

numflx must supply the numerical flux for each PDE given the left and right values of the
solution vector u. numflx is called approximately midway between each pair of mesh points in
turn by nag_pde_parab_1d_cd_ode (d03plc).

The specification of numflx is:

void numflx (Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[], const double uright[],
double flux[], Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: ncode – Integer Input

On entry: the number of coupled ODEs in the system.
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5: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: uleft½npde� – const double Input

On entry: uleft½i � 1� contains the left value of the component Ui xð Þ, for
i ¼ 1; 2; . . . ; npde.

7: uright½npde� – const double Input

On entry: uright½i � 1� contains the right value of the component Ui xð Þ, for
i ¼ 1; 2; . . . ; npde.

8: flux½npde� – double Output

On exit: flux½i � 1� must be set to the numerical flux F̂i, for i ¼ 1; 2; . . . ; npde.

9: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode (d03plc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to numflx.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode
(d03plc) you may allocate memory and initialize these pointers with various
quantities for use by numflx when called from nag_pde_parab_1d_cd_ode
(d03plc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: saved – Nag_D03_Save * Communication Structure

If numflx calls one of the approximate Riemann solvers nag_pde_parab_1d_euler_roe
(d03puc), nag_pde_parab_1d_euler_osher (d03pvc), nag_pde_parab_1d_euler_hll
(d03pwc) or nag_pde_parab_1d_euler_exact (d03pxc) then saved is used to pass data
concerning the computation to the solver. You should not change the components of
saved.

6: bndary – function, supplied by the user External Function

bndary must evaluate the functions GL
i and GR

i which describe the physical and numerical
boundary conditions, as given by (8) and (9).
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The specification of bndary is:

void bndary (Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: t – double Input

On entry: the current value of the independent variable t.

4: x½npts� – const double Input

On entry: the mesh points in the spatial direction. x½0� corresponds to the left-hand
boundary, a, and x½npts� 1� corresponds to the right-hand boundary, b.

5: u½npde� npts� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of the component Ui x; tð Þ at
x ¼ x½j � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npts.

Note: if banded matrix algebra is to be used then the functions GL
i and GR

i may depend
on the value of Ui x; tð Þ at the boundary point and the two adjacent points only.

6: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

7: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

8: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ;ncode, may only appear linearly in GL
j and GR

j , for
j ¼ 1; 2; . . . ;npde.

9: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must evaluate the left-hand boundary condition at x ¼ a.

ibnd 6¼ 0
bndary must evaluate the right-hand boundary condition at x ¼ b.

10: g½npde� – double Output

On exit: g½i � 1� must contain the ith component of either GL
i or GR

i in (8) and (9),
depending on the value of ibnd, for i ¼ 1; 2; . . . ; npde.
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11: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode (d03plc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode
(d03plc) you may allocate memory and initialize these pointers with various
quantities for use by bndary when called from nag_pde_parab_1d_cd_ode
(d03plc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: u½neqn� – double Input/Output

On entry: the initial values of the dependent variables defined as follows:

u½npde� j � 1ð Þ þ i � 1� contain Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts,
and

u½npts� npdeþ k � 1� contain Vk t0ð Þ, for k ¼ 1; 2; . . . ; ncode.

On exit: the computed solution Ui xj ; t
� �

, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; npts, and Vk tð Þ,
for k ¼ 1; 2; . . . ;ncode, all evaluated at t ¼ ts.

8: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

9: x½npts� – const double Input

On entry: the mesh points in the space direction. x½0� must specify the left-hand boundary, a, and
x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.

10: ncode – Integer Input

On entry: the number of coupled ODE components.

Constraint: ncode 	 0.

11: odedef – function, supplied by the user External Function

odedef must evaluate the functions R, which define the system of ODEs, as given in (4).
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If ncode ¼ 0, odedef will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_pde_parab_1d_cd_ode (d03plc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling point, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

10: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

11: r½ncode� – double Output

On exit: r½i � 1� must contain the ith component of R, for i ¼ 1; 2; . . . ; ncode, where R
is defined as

R ¼ L�M _V �NU�t ; ð10Þ
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or

R ¼ �M _V �NU�t : ð11Þ

The definition of R is determined by the input value of ires.

12: ires – Integer * Input/Output

On entry: the form of R that must be returned in the array r.

ires ¼ 1
Equation (10) must be used.

ires ¼ �1
Equation (11) must be used.

On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode (d03plc) returns to the calling function
with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

13: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode
(d03plc) you may allocate memory and initialize these pointers with various
quantities for use by odedef when called from nag_pde_parab_1d_cd_ode
(d03plc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

12: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

13: xi½dim� – const double Input

Note: the dimension, dim, of the array xi must be at least max 1; nxið Þ.
On entry: xi½i � 1�, for i ¼ 1; 2; . . . ; nxi, must be set to the ODE/PDE coupling points.

Constraint: x½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � x½npts� 1�.

14: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.
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15: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.

16: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.

On entry: the absolute local error tolerance.

Constraint: atol½i� 1� 	 0:0 for all relevant i.

Note: corresponding elements of rtol and atol cannot both be 0:0.

17: itol – Integer Input

On entry: a value to indicate the form of the local error test. If ei is the estimated local error for
u½i � 1�, for i ¼ 1; 2; . . . ; neqn, and k k denotes the norm, then the error test to be satisfied is
eik k < 1:0. itol indicates to nag_pde_parab_1d_cd_ode (d03plc) whether to interpret either or
both of rtol and atol as a vector or scalar in the formation of the weights wi used in the
calculation of the norm (see the description of norm):

itol rtol atol wi

1 scalar scalar rtol½0� � u½i � 1�j j þ atol½0�
2 scalar vector rtol½0� � u½i � 1�j j þ atol½i � 1�
3 vector scalar rtol½i � 1� � u½i � 1�j j þ atol½0�
4 vector vector rtol½i � 1� � u½i � 1�j j þ atol½i � 1�

Constraint: 1 � itol � 4.

18: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag OneNorm
Averaged L1 norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If Unorm denotes the norm of the vector u of length neqn, then for the averaged L1 norm

Unorm ¼
1

neqn

Xneqn
i¼1

u½i� 1�=wi;

and for the averaged L2 norm

Unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

u½i� 1�=wið Þ2
vuut :

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag OneNorm or Nag TwoNorm.
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19: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.

laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present
(ncode ¼ 0). Also, the banded option should not be used if the boundary conditions involve
solution components at points other than the boundary and the immediately adjacent two points.

20: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4, are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.

algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
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algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0 for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.

algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.

algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option, i.e.,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside the range then the default value is used. If the functions regard the Jacobian matrix
as numerically singular, then increasing algopt½28� towards 1:0 may help, but at the cost of
increased fill-in. The default value is algopt½28� ¼ 0:1.

algopt½29�
Used as the relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. algopt½29� must be greater than zero,
otherwise the default value is used. If algopt½29� is greater than 1:0 no check is made on
the pivot size, and this may be a necessary option if the Jacobian matrix is found to be
numerically singular (see algopt½28�). The default value is algopt½29� ¼ 0:0001.

21: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

22: lrsave – Integer Input

On entry: the dimension of the array rsave. Its size depends on the type of matrix algebra
selected.

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 3�mlu þ 1ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.
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Where

mlu is the lower or upper half bandwidths such that
mlu ¼ 3� npde� 1, for PDE problems only (no coupled ODEs); or
mlu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
npde� 2� nptsþ 6� nxiþ 3� npdeþ 26ð Þ þ nxiþ ncodeþ 7� nptsþ 2; when ncode > 0 and nxi > 0;
npde� 2� nptsþ 3� npdeþ 32ð Þ þ ncodeþ 7� nptsþ 3; when ncode > 0 and nxi ¼ 0;
npde� 2� nptsþ 3� npdeþ 32ð Þ þ 7� nptsþ 4; when ncode ¼ 0:

8<:
lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used; or

9� neqnþ 50; when the Theta method is used:



Note: when laopt ¼ Nag LinAlgSparse, the value of lrsave may be too small when supplied to
the integrator. An estimate of the minimum size of lrsave is printed on the current error message
unit if itrace > 0 and the function returns with fail:code ¼ NE_INT_2.

23: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular the following components of the array
isave concern the efficiency of the integration:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves evaluating the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the BDF method last used in the time integration, if applicable.
When the Theta method is used, isave½3� contains no useful information.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves residual evaluation of the resulting ODE system followed by a back-substitution
using the LU decomposition of the Jacobian matrix.

24: lisave – Integer Input

On entry: the dimension of the array isave. Its size depends on the type of matrix algebra
selected:

if laopt ¼ Nag LinAlgFull, lisave 	 24;

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ 24;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ 24.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

25: itask – Integer Input

On entry: the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout (by overshooting and interpolating).
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itask ¼ 2
Take one step in the time direction and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.

26: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_cd_ode (d03plc) and
the underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed .

itrace > 0
Output from the underlying ODE solver is printed . This output contains details of
Jacobian entries, the nonlinear iteration and the time integration during the computation of
the ODE system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.

27: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

28: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail should be reset between calls to nag_pde_parab_1d_cd_ode
(d03plc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

29: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

30: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.
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31: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef, numflx, bndary or odedef.

NE_FAILED_START

atol and rtol were too small to start integration.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.

NE_INT

ires set to an invalid value in a call to user-supplied functions pdedef, numflx, bndary or
odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.
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NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.
On entry, mesh points x badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i and
x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL_2

On entry, at least one point in xi lies outside x½0�; x½npts� 1�½ �: x½0� ¼ valueh i and
x½npts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.
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NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

The functions P , D, or C appear to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in user-supplied functions pdedef,
numflx, bndary or odedef. Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.

7 Accuracy

nag_pde_parab_1d_cd_ode (d03plc) controls the accuracy of the integration in the time direction but
not the accuracy of the approximation in space. The spatial accuracy depends on both the number of
mesh points and on their distribution in space. In the time integration only the local error over a single
step is controlled and so the accuracy over a number of steps cannot be guaranteed. You should
therefore test the effect of varying the accuracy arguments, atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_cd_ode (d03plc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pde_parab_1d_cd_ode (d03plc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pde_parab_1d_cd_ode (d03plc) is designed to solve systems of PDEs in conservative form, with
optional source terms which are independent of space derivatives, and optional second-order diffusion
terms. The use of the function to solve systems which are not naturally in this form is discouraged, and
you are advised to use one of the central-difference schemes for such problems.

You should be aware of the stability limitations for hyperbolic PDEs. For most problems with small
error tolerances the ODE integrator does not attempt unstable time steps, but in some cases a maximum
time step should be imposed using algopt½12�. It is worth experimenting with this argument, particularly
if the integration appears to progress unrealistically fast (with large time steps). Setting the maximum
time step to the minimum mesh size is a safe measure, although in some cases this may be too
restrictive.

Problems with source terms should be treated with caution, as it is known that for large source terms
stable and reasonable looking solutions can be obtained which are in fact incorrect, exhibiting non-
physical speeds of propagation of discontinuities (typically one spatial mesh point per time step). It is
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essential to employ a very fine mesh for problems with source terms and discontinuities, and to check
for non-physical propagation speeds by comparing results for different mesh sizes. Further details and
an example can be found in Pennington and Berzins (1994).

The time taken depends on the complexity of the system and on the accuracy requested. For a given
system and a fixed accuracy it is approximately proportional to neqn.

10 Example

For this function two examples are presented, with a main program and two example problems given in
Example 1 (ex1) and Example 2 (ex2).

Example 1 (ex1)

This example is a simple first-order system with coupled ODEs arising from the use of the
characteristic equations for the numerical boundary conditions.

The PDEs are

@U1

@t
þ @U1

@x
þ 2

@U2

@x
¼ 0;

@U2

@t
þ 2

@U1

@x
þ @U2

@x
¼ 0;

for x 2 0; 1½ � and t 	 0.

The PDEs have an exact solution given by

U1 x; tð Þ ¼ f x� 3tð Þ þ g xþ tð Þ; U2 x; tð Þ ¼ f x� 3tð Þ � g xþ tð Þ;

where f zð Þ ¼ exp 	zð Þ sin 2	zð Þ, g zð Þ ¼ exp �2	zð Þ cos 2	zð Þ.
The initial conditions are given by the exact solution.

The characteristic variables are W1 ¼ U1 � U2 and W2 ¼ U1 þ U2, corresponding to the characteristics
given by dx=dt ¼ �1 and dx=dt ¼ 3 respectively. Hence we require a physical boundary condition for
W2 at the left-hand boundary and for W1 at the right-hand boundary (corresponding to the incoming
characteristics), and a numerical boundary condition for W1 at the left-hand boundary and for W2 at the
right-hand boundary (outgoing characteristics).

The physical boundary conditions are obtained from the exact solution, and the numerical boundary
conditions are supplied in the form of the characteristic equations for the outgoing characteristics, that
is

@W1

@t
� @W1

@x
¼ 0

at the left-hand boundary, and

@W2

@t
þ 3

@W2

@x
¼ 0

at the right-hand boundary.

In order to specify these boundary conditions, two ODE variables V1 and V2 are introduced, defined by

V1 tð Þ ¼W1 0; tð Þ ¼ U1 0; tð Þ � U2 0; tð Þ;
V2 tð Þ ¼W2 1; tð Þ ¼ U1 1; tð Þ þ U2 1; tð Þ:

The coupling points are therefore at x ¼ 0 and x ¼ 1.

The numerical boundary conditions are now

_V1 �
@W1

@x
¼ 0

at the left-hand boundary, and
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_V2 þ 3
@W2

@x
¼ 0

at the right-hand boundary.

The spatial derivatives are evaluated at the appropriate boundary points in bndary using one-sided
differences (into the domain and therefore consistent with the characteristic directions).

The numerical flux is calculated using Roe's approximate Riemann solver (see Section 3 for details),
giving

F̂ ¼ 1
2

3U1L � U1R þ 3U2L þ U2R
3U1L þ U1R þ 3U2L � U2R

� �
:

Example 2 (ex2)

This example is the standard shock-tube test problem proposed by Sod (1978) for the Euler equations of
gas dynamics. The problem models the flow of a gas in a long tube following the sudden breakdown of
a diaphragm separating two initial gas states at different pressures and densities. There is an exact
solution to this problem which is not included explicitly as the calculation is quite lengthy. The PDEs
are

@�

@t
þ @m
@x

¼ 0;

@m

@t
þ @

@x
m2

� þ � � 1ð Þ e� m2

2�

� �� �
¼ 0;

@e

@t
þ @

@x
me
� þ m

� � � 1ð Þ e� m2

2�

� �� �
¼ 0;

where � is the density; m is the momentum, such that m ¼ �u, where u is the velocity; e is the specific
energy; and � is the (constant) ratio of specific heats. The pressure p is given by

p ¼ � � 1ð Þ e� �u
2

2

� �
:

The solution domain is 0 � x � 1 for 0 < t � 0:2, with the initial discontinuity at x ¼ 0:5, and initial
conditions

� x; 0ð Þ ¼ 1; m x; 0ð Þ ¼ 0; e x; 0ð Þ ¼ 2:5; for x < 0:5;
� x; 0ð Þ ¼ 0:125; m x; 0ð Þ ¼ 0; e x; 0ð Þ ¼ 0:25; for x > 0:5:

The solution is uniform and constant at both boundaries for the spatial domain and time of integration
stated, and hence the physical and numerical boundary conditions are indistinguishable and are both
given by the initial conditions above. The evaluation of the numerical flux for the Euler equations is not
trivial; the Roe algorithm given in Section 3 cannot be used directly as the Jacobian is nonlinear.
However, an algorithm is available using the argument-vector method (see Roe (1981)), and this is
provided in the utility function nag_pde_parab_1d_euler_roe (d03puc). An alternative Approxiate
Riemann Solver using Osher's scheme is provided in nag_pde_parab_1d_euler_osher (d03pvc). Either
nag_pde_parab_1d_euler_roe (d03puc) or nag_pde_parab_1d_euler_osher (d03pvc) can be called from
numflx.

10.1 Program Text

/* nag_pde_parab_1d_cd_ode (d03plc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

d03 – Partial Differential Equations d03plc

Mark 26 d03plc.21



#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>
#include <math.h>

/* Structure to communicate with user-supplied function arguments */

struct user
{

double elo, ero, gamma, rlo, rro;
};

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], Integer, const double[],
const double[], double[], double[], double[],
double[], Integer *, Nag_Comm *);

static void NAG_CALL bndry1(Integer, Integer, double, const double[],
const double[], Integer, const double[],
const double[], Integer, double[], Integer *,
Nag_Comm *);

static void NAG_CALL bndry2(Integer, Integer, double, const double[],
const double[], Integer, const double[],
const double[], Integer, double[], Integer *,
Nag_Comm *);

static void NAG_CALL nmflx1(Integer, double, double, Integer,
const double[], const double[], const double[],
double[], Integer *, Nag_Comm *,
Nag_D03_Save *);

static void NAG_CALL nmflx2(Integer, double, double, Integer,
const double[], const double[], const double[],
double[], Integer *, Nag_Comm *,
Nag_D03_Save *);

static void NAG_CALL odedef(Integer, double, Integer, const double[],
const double[], Integer, const double[],
const double[], const double[], const double[],
double[], Integer *, Nag_Comm *);

#ifdef __cplusplus
}
#endif

static void init1(double, double *, Integer, double *, Integer, Integer);
static void init2(Integer, Integer, double *, double *, Nag_Comm *);
static void exact(double, double *, Integer, const double *, Integer);
static int ex1(void);
static int ex2(void);

#define P(I, J) p[npde*((J) -1)+(I) -1]
#define UCP(I, J) ucp[npde*((J) -1)+(I) -1]
#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UE(I, J) ue[npde*((J) -1)+(I) -1]

int main(void)
{

Integer exit_status_ex1 = 0;
Integer exit_status_ex2 = 0;

printf("nag_pde_parab_1d_cd_ode (d03plc) Example Program Results\n");
exit_status_ex1 = ex1();
exit_status_ex2 = ex2();
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return (exit_status_ex1 == 0 && exit_status_ex2 == 0) ? 0 : 1;
}

int ex1(void)
{

/* Constants */
const Integer npde = 2, npts = 201, ncode = 2, nxi = 2;
const Integer neqn = npde*npts + ncode, lrsave = 100000;
const Integer lisave = 100000;
static double ruser1[4] = { -1.0, -1.0, -1.0, -1.0 };

/* Scalars */
double tout, ts, errmax, lerr, lwgt;
Integer exit_status = 0, i, ind, itask, itol, itrace, j;

/* Arrays */
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0, *u = 0, *ue = 0;
double *x = 0, *xi = 0;
Integer *isave = 0;

/* Nag Types */
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser1;

printf("\n\nExample 1\n\n");

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(neqn, double)) ||
!(ue = NAG_ALLOC(npde * npts, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xi = NAG_ALLOC(nxi, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

itrace = 0;
itol = 1;
atol[0] = 1e-5;
rtol[0] = 2.5e-4;

printf(" Method parameters:\n");
printf(" Number of mesh points used = %4" NAG_IFMT "\n", npts);
printf(" Relative tolerance used = %12.3e\n", rtol[0]);
printf(" Absolute tolerance used = %12.3e\n\n", atol[0]);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

xi[0] = 0.0;
xi[1] = 1.0;

/* Set initial values */

ts = 0.0;
init1(ts, u, npde, x, npts, ncode);
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ind = 0;
itask = 1;

for (i = 0; i < 30; ++i)
algopt[i] = 0.0;

/* BDF integration */

algopt[0] = 1.0;

/* Sparse matrix algebra parameters */

algopt[28] = 0.1;
algopt[29] = 1.1;

tout = 0.5;
/* nag_pde_parab_1d_cd_ode (d03plc).
* General system of convection-diffusion PDEs with source
* terms in conservative form, coupled DAEs, method of
* lines, upwind scheme using numerical flux function based
* on Riemann solver, one space variable
*/

nag_pde_parab_1d_cd_ode(npde, &ts, tout, pdedef, nmflx1, bndry1, u, npts, x,
ncode, odedef, nxi, xi, neqn, rtol, atol, itol,
Nag_OneNorm, Nag_LinAlgSparse, algopt, rsave,
lrsave, isave, lisave, itask, itrace, 0, &ind,
&comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd_ode (d03plc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Check against exact solution */
exact(tout, ue, npde, &x[0], npts);
errmax = 0.0;
for (i=1; i<npts; i++) {

lerr = 0.0;
for (j=0; j<npde; j++) {

lwgt = rtol[0]*fabs(ue[i*npde+j]) + atol[0];
lerr += fabs(u[i*npde+j]-ue[i*npde+j])/lwgt;

}
lerr = lerr/(double) npde;
errmax = MAX(errmax,lerr);

}
errmax = MAX(100.0*round(errmax/100.0),50.0);
printf("\n Integration Results:\n");
printf(" Global error is less than %4" NAG_IFMT ""

" times the local error tolerance.\n", (Integer)(errmax));

/* Print integration statistics (reasonably rounded) */
printf("\n Integration Statistics:\n");
printf(" %-30s (nearest %3d) = %6" NAG_IFMT "\n",

"Number of time steps", 50, 50*((isave[0]+25)/50));
printf(" %-30s (nearest %3d) = %6" NAG_IFMT "\n",

"Number of function evaluations", 100, 100*((isave[1]+50)/100));
printf(" %-30s (nearest %3d) = %6" NAG_IFMT "\n",

"Number of Jacobian evaluations", 20, 20*((isave[2]+10)/20));
printf(" %-30s (nearest %3d) = %6" NAG_IFMT "\n",

"Number of iterations", 100, 100*((isave[4]+50)/100));
END:

NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(ue);
NAG_FREE(x);
NAG_FREE(xi);
NAG_FREE(isave);
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return exit_status;
}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double ux[],
Integer ncode, const double v[],
const double vdot[], double p[], double c[],
double d[], double s[], Integer *ires,
Nag_Comm *comm)

{
Integer i, j;

if (comm->user[2] == -1.0) {
/* printf("(User-supplied callback pdedef, first invocation.)\n"); */
comm->user[2] = 0.0;

}
for (i = 1; i <= npde; ++i) {

c[i - 1] = 1.0;
d[i - 1] = 0.0;
s[i - 1] = 0.0;
for (j = 1; j <= npde; ++j) {

if (i == j) {
P(i, j) = 1.0;

}
else {

P(i, j) = 0.0;
}

}
}
return;

}

static void NAG_CALL bndry1(Integer npde, Integer npts, double t,
const double x[], const double u[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)

{
double dudx;
double *ue = 0;

if (comm->user[0] == -1.0) {
/* printf("(User-supplied callback bndry1, first invocation.)\n"); */
comm->user[0] = 0.0;

}

/* Allocate memory */

if (!(ue = NAG_ALLOC(npde, double)))
{

printf("Allocation failure\n");
goto END;

}

if (ibnd == 0) {
exact(t, ue, npde, &x[0], 1);
g[0] = U(1, 1) + U(2, 1) - UE(1, 1) - UE(2, 1);
dudx = (U(1, 2) - U(2, 2) - U(1, 1) + U(2, 1)) / (x[1] - x[0]);
g[1] = vdot[0] - dudx;

}
else {

exact(t, ue, npde, &x[npts - 1], 1);
g[0] = U(1, npts) - U(2, npts) - UE(1, 1) + UE(2, 1);
dudx = (U(1, npts) + U(2, npts) - U(1, npts - 1) - U(2, npts - 1)) /

(x[npts - 1] - x[npts - 2]);
g[1] = vdot[1] + 3.0 * dudx;

}
END:

NAG_FREE(ue);
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return;
}

static void NAG_CALL nmflx1(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[],
const double uright[], double flux[],
Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
if (comm->user[1] == -1.0) {

/* printf("(User-supplied callback nmflx1, first invocation.)\n"); */
comm->user[1] = 0.0;

}
flux[0] = 0.5 * (3.0 * uleft[0] - uright[0] + 3.0 * uleft[1] + uright[1]);
flux[1] = 0.5 * (3.0 * uleft[0] + uright[0] + 3.0 * uleft[1] - uright[1]);
return;

}

static void NAG_CALL odedef(Integer npde, double t, Integer ncode,
const double v[], const double vdot[],
Integer nxi, const double xi[],
const double ucp[], const double ucpx[],
const double ucpt[], double r[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[3] == -1.0) {

/* printf("(User-supplied callback odedef, first invocation.)\n"); */
comm->user[3] = 0.0;

}
if (*ires == -1) {

r[0] = 0.0;
r[1] = 0.0;

}
else {

r[0] = v[0] - UCP(1, 1) + UCP(2, 1);
r[1] = v[1] - UCP(1, 2) - UCP(2, 2);

}
return;

}

static void exact(double t, double *u, Integer npde, const double *x,
Integer npts)

{
/* Exact solution (for comparison and b.c. purposes) */

double f, g, x1, x2;
Integer i;

for (i = 0; i < npts; ++i) {
x1 = x[i] - 3.0 * t;
x2 = x[i] + t;
f = exp(nag_pi * x1) * sin(2.0 * nag_pi * x1);
g = exp(-2.0 * nag_pi * x2) * cos(2.0 * nag_pi * x2);
u[npde*i] = f + g;
u[npde*i+1] = f - g;

}
return;

}

static void init1(double t, double *u, Integer npde, double *x, Integer npts,
Integer ncode)

{
/* Initial solution */

double f, g, x1, x2;
Integer i, neqn;

neqn = npde * npts + ncode;
for (i = 0; i < npts; ++i) {

x1 = x[i] - 3.0 * t;
x2 = x[i] + t;
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f = exp(nag_pi * x1) * sin(2.0 * nag_pi * x1);
g = exp(-2.0 * nag_pi * x2) * cos(2.0 * nag_pi * x2);
u[npde*i] = f + g;
u[npde*i+1] = f - g;

}
u[neqn - 2] = u[0] - u[1];
u[neqn - 1] = u[neqn - 3] + u[neqn - 4];

return;
}

int ex2(void)
{

const Integer npde = 3, npts = 141, ncode = 0, nxi = 0;
const Integer neqn = npde * npts + ncode, lisave = neqn + 24;
const Integer lrsave = 16392;
static double ruser[2] = { -1.0, -1.0 };
double d, p, tout, ts, v;
Integer exit_status = 0, i, ind, it, itask, itol, itrace;
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0, *u = 0;
double *x = 0, *xi = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;
struct user data;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser;

printf("\n\nExample 2\n\n");

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xi = NAG_ALLOC(1, double)) || !(isave = NAG_ALLOC(447, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Problem parameters */

data.elo = 2.5;
data.ero = 0.25;
data.gamma = 1.4;
data.rlo = 1.0;
data.rro = 0.125;
comm.p = (Pointer) &data;

itrace = 0;
itol = 1;
atol[0] = 0.005;
rtol[0] = 5e-4;

printf(" Problem parameters and initial conditions:\n");
printf(" gamma = %5.3f\n", data.gamma);
printf(" e(x<0.5,0) = %5.3f", data.elo);
printf(" e(x>0.5,0) = %5.3f\n", data.ero);
printf(" rho(x<0.5,0) = %5.3f", data.rlo);
printf(" rho(x>0.5,0) = %5.3f\n\n", data.rro);
printf(" Method parameters:\n");
printf(" Number of mesh points used = %4" NAG_IFMT "\n", npts);
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printf(" Relative tolerance used = %12.3e\n", rtol[0]);
printf(" Absolute tolerance used = %12.3e\n\n", atol[0]);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

/* Initial values of variables */

init2(npde, npts, x, u, &comm);

xi[0] = 0.0;
ind = 0;
itask = 1;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;

/* Theta integration */

algopt[0] = 2.0;
algopt[5] = 2.0;
algopt[6] = 2.0;

/* Max. time step */

algopt[12] = 0.005;
ts = 0.0;

printf(" Solution\n%4s%9s%9s%9s%9s\n", "t", "x", "d", "v", "p");
for (it = 0; it < 2; ++it) {

tout = 0.1 * (it + 1);

/* nag_pde_parab_1d_cd_ode (d03plc), see above. */
nag_pde_parab_1d_cd_ode(npde, &ts, tout, NULLFN, nmflx2, bndry2, u, npts,

x, ncode, NULLFN, nxi, xi, neqn, rtol, atol,
itol, Nag_TwoNorm, Nag_LinAlgBand, algopt, rsave,
lrsave, isave, lisave, itask, itrace, 0,
&ind, &comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd_ode (d03plc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Calculate density, velocity and pressure */

for (i = 1; i <= npts; i += 14) {
d = U(1, i);
v = U(2, i) / d;
p = d*(data.gamma - 1.0)*(U(3, i)/d - 0.5*v*v);
if (i==1) {

printf("%6.3f %7.4f %7.4f %7.4f %7.4f\n",
ts, x[i-1], d, v, p);

} else {
printf("%6s %7.4f %7.4f %7.4f %7.4f\n",

"", x[i-1], d, v, p);
}

}
printf("\n");

}

/* Print integration statistics (reasonably rounded) */
printf("\n Integration Statistics:\n");
printf(" %-30s (nearest %3" NAG_IFMT ") = %6" NAG_IFMT "\n",

"Number of time steps", 50, 50*((isave[0]+25)/50));
printf(" %-30s (nearest %3" NAG_IFMT ") = %6" NAG_IFMT "\n",

"Number of function evaluations", 50, 50*((isave[1]+25)/50));
printf(" %-30s (nearest %3" NAG_IFMT ") = %6" NAG_IFMT "\n",
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"Number of Jacobian evaluations", 1, isave[2]);
printf(" %-30s (nearest %3" NAG_IFMT ") = %6" NAG_IFMT "\n",

"Number of iterations", 1, isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(x);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void init2(Integer npde, Integer npts, double *x, double *u,
Nag_Comm *comm)

{
Integer i, j;
struct user *data = (struct user *) comm->p;

j = 0;
for (i = 0; i < npts; ++i) {

if (x[i] < 0.5) {
u[j] = data->rlo;
u[j + 1] = 0.0;
u[j + 2] = data->elo;

}
else if (x[i] == 0.5) {

u[j] = 0.5 * (data->rlo + data->rro);
u[j + 1] = 0.0;
u[j + 2] = 0.5 * (data->elo + data->ero);

}
else {

u[j] = data->rro;
u[j + 1] = 0.0;
u[j + 2] = data->ero;

}
j += 3;

}
return;

}

static void NAG_CALL bndry2(Integer npde, Integer npts, double t,
const double x[], const double u[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)

{
struct user *data = (struct user *) comm->p;

if (comm->user[0] == -1.0) {
/* printf("(User-supplied callback bndry2, first invocation.)\n"); */
comm->user[0] = 0.0;

}
if (ibnd == 0) {

g[0] = U(1, 1) - data->rlo;
g[1] = U(2, 1);
g[2] = U(3, 1) - data->elo;

}
else {

g[0] = U(1, npts) - data->rro;
g[1] = U(2, npts);
g[2] = U(3, npts) - data->ero;

}
return;

}

static void NAG_CALL nmflx2(Integer npde, double t, double x, Integer ncode,
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const double v[], const double uleft[],
const double uright[], double flux[],
Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
char solver;
NagError fail;
struct user *data = (struct user *) comm->p;

if (comm->user[1] == -1.0) {
/* printf("(User-supplied callback nmflx2, first invocation.)\n"); */
comm->user[1] = 0.0;

}

INIT_FAIL(fail);

solver = ’R’;
if (solver == ’R’) {

/* ROE SCHEME */

/* nag_pde_parab_1d_euler_roe (d03puc).
* Roe’s approximate Riemann solver for Euler equations in
* conservative form, for use with nag_pde_parab_1d_cd
* (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) and
* nag_pde_parab_1d_cd_ode_remesh (d03psc)
*/

nag_pde_parab_1d_euler_roe(uleft, uright, data->gamma, flux, saved,
&fail);

}
else {

/* OSHER SCHEME */

/* nag_pde_parab_1d_euler_osher (d03pvc).
* Osher’s approximate Riemann solver for Euler equations in
* conservative form, for use with nag_pde_parab_1d_cd
* (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) and
* nag_pde_parab_1d_cd_ode_remesh (d03psc)
*/

nag_pde_parab_1d_euler_osher(uleft, uright, data->gamma,
Nag_OsherPhysical, flux, saved, &fail);

}

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_euler_osher (d03pvc).\n%s\n",

fail.message);
}

return;
}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_cd_ode (d03plc) Example Program Results

Example 1

Method parameters:
Number of mesh points used = 201
Relative tolerance used = 2.500e-04
Absolute tolerance used = 1.000e-05

Integration Results:
Global error is less than 100 times the local error tolerance.
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Integration Statistics:
Number of time steps (nearest 50) = 150
Number of function evaluations (nearest 100) = 1400
Number of Jacobian evaluations (nearest 20) = 20
Number of iterations (nearest 100) = 400

Example 2

Problem parameters and initial conditions:
gamma = 1.400

e(x<0.5,0) = 2.500 e(x>0.5,0) = 0.250
rho(x<0.5,0) = 1.000 rho(x>0.5,0) = 0.125

Method parameters:
Number of mesh points used = 141
Relative tolerance used = 5.000e-04
Absolute tolerance used = 5.000e-03

Solution
t x d v p

0.100 0.0000 1.0000 0.0000 1.0000
0.1000 1.0000 -0.0000 1.0000
0.2000 1.0000 -0.0000 1.0000
0.3000 1.0000 -0.0000 1.0000
0.4000 0.8668 0.1665 0.8188
0.5000 0.4299 0.9182 0.3071
0.6000 0.2969 0.9274 0.3028
0.7000 0.1250 0.0000 0.1000
0.8000 0.1250 -0.0000 0.1000
0.9000 0.1250 -0.0000 0.1000
1.0000 0.1250 0.0000 0.1000

0.200 0.0000 1.0000 0.0000 1.0000
0.1000 1.0000 -0.0000 1.0000
0.2000 1.0000 -0.0000 1.0000
0.3000 0.8718 0.1601 0.8253
0.4000 0.6113 0.5543 0.5022
0.5000 0.4245 0.9314 0.3014
0.6000 0.4259 0.9277 0.3030
0.7000 0.2772 0.9272 0.3031
0.8000 0.2657 0.9276 0.3032
0.9000 0.1250 -0.0000 0.1000
1.0000 0.1250 0.0000 0.1000

Integration Statistics:
Number of time steps (nearest 50) = 150
Number of function evaluations (nearest 50) = 400
Number of Jacobian evaluations (nearest 1) = 1
Number of iterations (nearest 1) = 2
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Example Program 1
First-order System with Coupled ODEs

Solution U(1,x,t)
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Example Program 2
Shock Tube Test Problem of Euler Equations in Gas Dynamics
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Shock Tube Test Problem of Euler Equations in Gas Dynamics
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Shock Tube Test Problem of Euler Equations in Gas Dynamics
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NAG Library Function Document

nag_pde_parab_1d_fd_ode_remesh (d03ppc)

1 Purpose

nag_pde_parab_1d_fd_ode_remesh (d03ppc) integrates a system of linear or nonlinear parabolic partial
differential equations (PDEs) in one space variable, with scope for coupled ordinary differential
equations (ODEs), and automatic adaptive spatial remeshing. The spatial discretization is performed
using finite differences, and the method of lines is employed to reduce the PDEs to a system of ODEs.
The resulting system is solved using a Backward Differentiation Formula (BDF) method or a Theta
method (switching between Newton's method and functional iteration).

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_fd_ode_remesh (Integer npde, Integer m, double *ts,
double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double q[], double r[],
Integer *ires, Nag_Comm *comm),

void (*bndary)(Integer npde, double t, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm),

void (*uvinit)(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[], Integer ncode,
double v[], Nag_Comm *comm),

double u[], Integer npts, double x[], Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double rcp[],
const double ucpt[], const double ucptx[], double f[],
Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn, const double rtol[],
const double atol[], Integer itol, Nag_NormType norm,
Nag_LinAlgOption laopt, const double algopt[], Nag_Boolean remesh,
Integer nxfix, const double xfix[], Integer nrmesh, double dxmesh,
double trmesh, Integer ipminf, double xratio, double con,

void (*monitf)(double t, Integer npts, Integer npde, const double x[],
const double u[], const double r[], double fmon[], Nag_Comm *comm),

double rsave[], Integer lrsave, Integer isave[], Integer lisave,
Integer itask, Integer itrace, const char *outfile, Integer *ind,
Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_fd_ode_remesh (d03ppc) integrates the system of parabolic-elliptic equations and
coupled ODEs

Xnpde
j¼1

Pi;j
@Uj
@t
þQi ¼ x�m

@

@x
xmRið Þ; i ¼ 1; 2; . . . ;npde; a � x � b; t 	 t0; ð1Þ
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Fi t; V ; _V ; �; U�; U�x; R
�; U�t ; U

�
xt

� �
¼ 0; i ¼ 1; 2; . . . ;ncode; ð2Þ

where (1) defines the PDE part and (2) generalizes the coupled ODE part of the problem.

In (1), Pi;j and Ri depend on x, t, U , Ux, and V ; Qi depends on x, t, U , Ux, V and linearly on _V . The
vector U is the set of PDE solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

;

and the vector Ux is the partial derivative with respect to x. The vector V is the set of ODE solution
values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;

and _V denotes its derivative with respect to time.

In (2), � represents a vector of n� spatial coupling points at which the ODEs are coupled to the PDEs.
These points may or may not be equal to some of the PDE spatial mesh points. U�, U�x , R

�, U�t and U�xt
are the functions U , Ux, R, Ut and Uxt evaluated at these coupling points. Each Fi may only depend
linearly on time derivatives. Hence the equation (2) may be written more precisely as

F ¼ G�A _V �B U�t
U�xt

� �
; ð3Þ

where F ¼ F1; . . . ; Fncode½ �T, G is a vector of length ncode, A is an ncode by ncode matrix, B is an
ncode by n� � npde

� �
matrix and the entries in G, A and B may depend on t, �, U�, U�x and V . In

practice you only need to supply a vector of information to define the ODEs and not the matrices A and
B. (See Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a mesh x1; x2; . . . ; xnpts defined initially by you and (possibly)
adapted automatically during the integration according to user-specified criteria. The coordinate system
in space is defined by the following values of m; m ¼ 0 for Cartesian coordinates, m ¼ 1 for
cylindrical polar coordinates and m ¼ 2 for spherical polar coordinates.

The PDE system which is defined by the functions Pi;j, Qi and Ri must be specified in pdedef.

The initial t ¼ t0ð Þ values of the functions U x; tð Þ and V tð Þ must be specified in uvinit. Note that uvinit
will be called again following any initial remeshing, and so U x; t0ð Þ should be specified for all values
of x in the interval a � x � b, and not just the initial mesh points.

The functions Ri which may be thought of as fluxes, are also used in the definition of the boundary
conditions. The boundary conditions must have the form

�i x; tð ÞRi x; t; U; Ux; Vð Þ ¼ �i x; t; U; Ux; V ; _V
� �

; i ¼ 1; 2; . . . ;npde; ð4Þ

where x ¼ a or x ¼ b.

The boundary conditions must be specified in bndary. The function �i may depend linearly on _V .

The problem is subject to the following restrictions:

(i) In (1), _Vj tð Þ, for j ¼ 1; 2; . . . ;ncode, may only appear linearly in the functions Qi, for
i ¼ 1; 2; . . . ;npde, with a similar restriction for �;

(ii) Pi;j and the flux Ri must not depend on any time derivatives;

(iii) t0 < tout, so that integration is in the forward direction;

(iv) The evaluation of the terms Pi;j, Qi and Ri is done approximately at the mid-points of the mesh
x½i � 1�, for i ¼ 1; 2; . . . ; npts, by calling the pdedef for each mid-point in turn. Any discontinuities
in these functions must therefore be at one or more of the fixed mesh points specified by xfix;

(v) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem;
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(vi) If m > 0 and x1 ¼ 0:0, which is the left boundary point, then it must be ensured that the PDE
solution is bounded at this point. This can be done by either specifying the solution at x ¼ 0:0 or
by specifying a zero flux there, that is �i ¼ 1:0 and �i ¼ 0:0. See also Section 9.

The algebraic-differential equation system which is defined by the functions Fi must be specified in
odedef. You must also specify the coupling points � in the array xi.

The parabolic equations are approximated by a system of ODEs in time for the values of Ui at mesh
points. For simple problems in Cartesian coordinates, this system is obtained by replacing the space
derivatives by the usual central, three-point finite difference formula. However, for polar and spherical
problems, or problems with nonlinear coefficients, the space derivatives are replaced by a modified
three-point formula which maintains second order accuracy. In total there are npde� nptsþ ncode
ODEs in time direction. This system is then integrated forwards in time using a Backward
Differentiation Formula (BDF) or a Theta method.

The adaptive space remeshing can be used to generate meshes that automatically follow the changing
time-dependent nature of the solution, generally resulting in a more efficient and accurate solution using
fewer mesh points than may be necessary with a fixed uniform or non-uniform mesh. Problems with
travelling wavefronts or variable-width boundary layers for example will benefit from using a moving
adaptive mesh. The discrete time-step method used here (developed by Furzeland (1984)) automatically
creates a new mesh based on the current solution profile at certain time-steps, and the solution is then
interpolated onto the new mesh and the integration continues.

The method requires you to supply a monitf which specifies in an analytical or numerical form the
particular aspect of the solution behaviour you wish to track. This so-called monitor function is used to
choose a mesh which equally distributes the integral of the monitor function over the domain. A typical
choice of monitor function is the second space derivative of the solution value at each point (or some
combination of the second space derivatives if there is more than one solution component), which
results in refinement in regions where the solution gradient is changing most rapidly.

You must specify the frequency of mesh updates together with certain other criteria such as adjacent
mesh ratios. Remeshing can be expensive and you are encouraged to experiment with the different
options in order to achieve an efficient solution which adequately tracks the desired features of the
solution.

Note that unless the monitor function for the initial solution values is zero at all user-specified initial
mesh points, a new initial mesh is calculated and adopted according to the user-specified remeshing
criteria. uvinit will then be called again to determine the initial solution values at the new mesh points
(there is no interpolation at this stage) and the integration proceeds.

4 References

Berzins M (1990) Developments in the NAG Library software for parabolic equations Scientific
Software Systems (eds J C Mason and M G Cox) 59–72 Chapman and Hall

Berzins M, Dew P M and Furzeland R M (1989) Developing software for time-dependent problems
using the method of lines and differential-algebraic integrators Appl. Numer. Math. 5 375–397

Berzins M and Furzeland R M (1992) An adaptive theta method for the solution of stiff and nonstiff
differential equations Appl. Numer. Math. 9 1–19

Furzeland R M (1984) The construction of adaptive space meshes TNER.85.022 Thornton Research
Centre, Chester

Skeel R D and Berzins M (1990) A method for the spatial discretization of parabolic equations in one
space variable SIAM J. Sci. Statist. Comput. 11(1) 1–32

5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.
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2: m – Integer Input

On entry: the coordinate system used:

m ¼ 0
Indicates Cartesian coordinates.

m ¼ 1
Indicates cylindrical polar coordinates.

m ¼ 2
Indicates spherical polar coordinates.

Constraint: m ¼ 0, 1 or 2.

3: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

4: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

5: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Pi;j, Qi and Ri which define the system of PDEs. The
functions may depend on x, t, U , Ux and V . Qi may depend linearly on _V . pdedef is called
approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_fd_ode_r
emesh (d03ppc).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double q[], double r[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

6: ncode – Integer Input

On entry: the number of coupled ODEs in the system.
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7: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

8: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Qj , for
j ¼ 1; 2; . . . ;npde.

9: p½npde� npde� – double Output

On exit: p½npde� j � 1ð Þ þ i � 1� must be set to the value of Pi;j x; t; U; Ux; Vð Þ, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npde.

10: q½npde� – double Output

On exit: q½i � 1� must be set to the value of Qi x; t; U; Ux; V ; _V
� �

, for i ¼ 1; 2; . . . ; npde.

11: r½npde� – double Output

On exit: r½i � 1� must be set to the value of Ri x; t; U; Ux; Vð Þ, for i ¼ 1; 2; . . . ;npde.

12: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd_ode_remesh (d03ppc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

13: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode_r
emesh (d03ppc) you may allocate memory and initialize these pointers with
various quantities for use by pdedef when called from nag_pde_parab_1d_fd_o
de_remesh (d03ppc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: bndary – function, supplied by the user External Function

bndary must evaluate the functions �i and �i which describe the boundary conditions, as given
in (4).
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The specification of bndary is:

void bndary (Integer npde, double t, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

4: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

at the boundary

specified by ibnd, for i ¼ 1; 2; . . . ; npde.

5: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

6: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

7: vdot½ncode� – const double Input

On entry: vdot½i � 1� contains the value of component _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in �j , for
j ¼ 1; 2; . . . ;npde.

8: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must set up the coefficients of the left-hand boundary, x ¼ a.

ibnd 6¼ 0
bndary must set up the coefficients of the right-hand boundary, x ¼ b.

9: beta½npde� – double Output

On exit: beta½i � 1� must be set to the value of �i x; tð Þ at the boundary specified by
ibnd, for i ¼ 1; 2; . . . ;npde.

10: gamma½npde� – double Output

On exit: gamma½i � 1� must be set to the value of �i x; t; U; Ux; V ; _V
� �

at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.

11: ires – Integer * Input/Output

On entry: set to �1 or 1.
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On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd_ode_remesh (d03ppc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode_r
emesh (d03ppc) you may allocate memory and initialize these pointers with
various quantities for use by bndary when called from nag_pde_parab_1d_fd_o
de_remesh (d03ppc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: uvinit – function, supplied by the user External Function

uvinit must supply the initial t ¼ t0ð Þ values of U x; tð Þ and V tð Þ for all values of x in the
interval a � x � b.

The specification of uvinit is:

void uvinit (Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[], Integer ncode,
double v[], Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

4: x½npts� – const double Input

On entry: the current mesh. x½i � 1� contains the value of xi, for i ¼ 1; 2; . . . ; npts.

5: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the value of the ODE/PDE coupling point, �i, for
i ¼ 1; 2; . . . ; nxi.

6: u½npde� npts� – double Output

On exit: if nxi > 0, u½npde� j � 1ð Þ þ i � 1� contains the value of the component
Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;npts.
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7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – double Output

On exit: v½i � 1� contains the value of component Vi t0ð Þ, for i ¼ 1; 2; . . . ;ncode.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to uvinit.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode_r
emesh (d03ppc) you may allocate memory and initialize these pointers with
various quantities for use by uvinit when called from nag_pde_parab_1d_fd_o
de_remesh (d03ppc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: u½neqn� – double Input/Output

On entry: if ind ¼ 1, the value of u must be unchanged from the previous call.

On exi t : u½npde� j � 1ð Þ þ i � 1� conta ins the computed solut ion Ui xj ; t
� �

, for
i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts, and u½npts� npdeþ k � 1� contains Vk tð Þ, for
k ¼ 1; 2; . . . ; ncode, evaluated at t ¼ ts.

9: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

10: x½npts� – double Input/Output

On entry: the initial mesh points in the space direction. x½0� must specify the left-hand boundary,
a, and x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.
On exit: the final values of the mesh points.

11: ncode – Integer Input

On entry: the number of coupled ODE in the system.

Constraint: ncode 	 0.

12: odedef – function, supplied by the user External Function

odedef must evaluate the functions F , which define the system of ODEs, as given in (3).

odedef will never be called and the NAG defined null void function pointer, NULLFN, can be
supplied in the call to nag_pde_parab_1d_fd_ode_remesh (d03ppc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double rcp[],
const double ucpt[], const double ucptx[], double f[],
Integer *ires, Nag_Comm *comm)
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1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling points, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

10: rcp½npde� nxi� – const double Input

On entry: rcp½npde� j � 1ð Þ þ i � 1� contains the value of the flux Ri at the coupling
point x ¼ �j , for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nxi.

11: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

12: ucptx½npde� nxi� – const double Input

On entry: ucptx½npde� j � 1ð Þ þ i � 1� contains the value of
@2Ui

@x@t
at the coupling

point x ¼ �j , for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ; nxi.

13: f½ncode� – double Output

On exit: f½i � 1� must contain the ith component of F , for i ¼ 1; 2; . . . ; ncode, where F
is defined as
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F ¼ G�A _V �B U�t
U�xt

� �
; ð5Þ

or

F ¼ �A _V �B U�t
U�xt

� �
: ð6Þ

The definition of F is determined by the input value of ires.

14: ires – Integer * Input/Output

On entry: the form of F that must be returned in the array f.

ires ¼ 1
Equation (5) must be used.

ires ¼ �1
Equation (6) must be used.

On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_fd_ode_remesh (d03ppc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

15: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode_r
emesh (d03ppc) you may allocate memory and initialize these pointers with
various quantities for use by odedef when called from nag_pde_parab_1d_fd_o
de_remesh (d03ppc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

13: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

14: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1�, for i ¼ 1; 2; . . . ;nxi, must be set to the ODE/PDE coupling points.

Constraint: x½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � x½npts� 1�.
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15: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.

16: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.

17: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.

On entry: the absolute local error tolerance.

Constraints:

atol½i� 1� 	 0:0 for all relevant i;
Corresponding elements of atol and rtol cannot both be 0:0.

18: itol – Integer Input

On entry: a value to indicate the form of the local error test. itol indicates to
nag_pde_parab_1d_fd_ode_remesh (d03ppc) whether to interpret either or both of rtol or atol
as a vector or scalar. The error test to be satisfied is ei=wik k < 1:0, where wi is defined as
follows:

itol rtol atol wi
1 scalar scalar rtol½0� � Uij j þ atol½0�
2 scalar vector rtol½0� � Uij j þ atol½i� 1�
3 vector scalar rtol½i� 1� � Uij j þ atol½0�
4 vector vector rtol½i� 1� � Uij j þ atol½i� 1�

In the above, ei denotes the estimated local error for the ith component of the coupled PDE/ODE
system in time, u½i � 1�, for i ¼ 1; 2; . . . ;neqn.

The choice of norm used is defined by the argument norm.

Constraint: 1 � itol � 4.

19: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag MaxNorm
Maximum norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If unorm denotes the norm of the vector u of length neqn, then for the averaged L2 norm

unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

u½i� 1�=wið Þ2
vuut ;

while for the maximum norm
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unorm ¼ max
i

u½i� 1�=wij j:

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag MaxNorm or Nag TwoNorm.

20: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.

laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present (i.e.,
ncode ¼ 0).

21: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default value is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4 are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.

algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
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if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0 for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.

algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.

algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside this range then the default value is used. If the functions regard the Jacobian
matrix as numerically singular then increasing algopt½28� towards 1:0 may help, but at the
cost of increased fill-in. The default value is algopt½28� ¼ 0:1.

algopt½29�
Is used as a relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. If algopt½29� is greater than 1:0 no
check is made on the pivot size, and this may be a necessary option if the Jacobian is
found to be numerically singular (see algopt½28�). The default value is
algopt½29� ¼ 0:0001.

22: remesh – Nag_Boolean Input

On entry: indicates whether or not spatial remeshing should be performed.

remesh ¼ Nag TRUE
Indicates that spatial remeshing should be performed as specified.

remesh ¼ Nag FALSE
Indicates that spatial remeshing should be suppressed.
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Note: remesh should not be changed between consecutive calls to nag_pde_parab_1d_fd_ode_r
emesh (d03ppc). Remeshing can be switched off or on at specified times by using appropriate
values for the arguments nrmesh and trmesh at each call.

23: nxfix – Integer Input

On entry: the number of fixed mesh points.

Constraint: 0 � nxfix � npts� 2.

Note: the end points x½0� and x½npts� 1� are fixed automatically and hence should not be
specified as fixed points.

24: xfix½dim� – const double Input

Note: the dimension, dim, of the array xfix must be at least max 1;nxfixð Þ.
On entry: xfix½i � 1�, for i ¼ 1; 2; . . . ; nxfix, must contain the value of the x coordinate at the ith
fixed mesh point.

Constraints:

xfix½i � 1� < xfix½i�, for i ¼ 1; 2; . . . ;nxfix� 1;
each fixed mesh point must coincide with a user-supplied initial mesh point, that is
xfix½i � 1� ¼ x½j � 1� for some j, 2 � j � npts� 1.

Note: the positions of the fixed mesh points in the array x remain fixed during remeshing, and so
the number of mesh points between adjacent fixed points (or between fixed points and end
points) does not change. You should take this into account when choosing the initial mesh
distribution.

25: nrmesh – Integer Input

On entry: specifies the spatial remeshing frequency and criteria for the calculation and adoption
of a new mesh.

nrmesh < 0
Indicates that a new mesh is adopted according to the argument dxmesh. The mesh is
tested every nrmeshj j timesteps.

nrmesh ¼ 0
Indicates that remeshing should take place just once at the end of the first time step
reached when t > trmesh.

nrmesh > 0
Indicates that remeshing will take place every nrmesh time steps, with no testing using
dxmesh.

Note: nrmesh may be changed between consecutive calls to nag_pde_parab_1d_fd_ode_remesh
(d03ppc) to give greater flexibility over the times of remeshing.

26: dxmesh – double Input

On entry: determines whether a new mesh is adopted when nrmesh is set less than zero. A
possible new mesh is calculated at the end of every nrmeshj j time steps, but is adopted only if

x
newð Þ
i > x

oldð Þ
i þ dxmesh� x

oldð Þ
iþ1 � x

oldð Þ
i

� �
or

x
newð Þ
i < x

oldð Þ
i � dxmesh� x

oldð Þ
i � x oldð Þ

i�1

� �
dxmesh thus imposes a lower limit on the difference between one mesh and the next.

Constraint: dxmesh 	 0:0.
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27: trmesh – double Input

On entry: specifies when remeshing will take place when nrmesh is set to zero. Remeshing will
occur just once at the end of the first time step reached when t is greater than trmesh.

Note: trmesh may be changed between consecutive calls to nag_pde_parab_1d_fd_ode_remesh
(d03ppc) to force remeshing at several specified times.

28: ipminf – Integer Input

On entry: the level of trace information regarding the adaptive remeshing.

ipminf ¼ 0
No trace information.

ipminf ¼ 1
Brief summary of mesh characteristics.

ipminf ¼ 2
More detailed information, including old and new mesh points, mesh sizes and monitor
function values.

Constraint: ipminf ¼ 0, 1 or 2.

29: xratio – double Input

On entry: an input bound on the adjacent mesh ratio (greater than 1:0 and typically in the range
1:5 to 3:0). The remeshing functions will attempt to ensure that

xi � xi�1ð Þ=xratio < xiþ1 � xi < xratio� xi � xi�1ð Þ:
Suggested value: xratio ¼ 1:5.

Constraint: xratio > 1:0.

30: con – double Input

On entry: an input bound on the sub-integral of the monitor function Fmon xð Þ over each space
step. The remeshing functions will attempt to ensure thatZ xiþ1

xi

Fmon xð Þ dx � con
Z xnpts

x1

Fmon xð Þ dx;

(see Furzeland (1984)). con gives you more control over the mesh distribution e.g., decreasing
con allows more clustering. A typical value is 2= npts� 1ð Þ, but you are encouraged to
experiment with different values. Its value is not critical and the mesh should be qualitatively
correct for all values in the range given below.

Suggested value: con ¼ 2:0= npts� 1ð Þ.
Constraint: 0:1= npts� 1ð Þ � con � 10:0= npts� 1ð Þ.

31: monitf – function, supplied by the user External Function

monitf must supply and evaluate a remesh monitor function to indicate the solution behaviour of
interest.

If you specify remesh ¼ Nag FALSE, i.e., no remeshing, then monitf will not be called and may
be specified as NULLFN.

The specification of monitf is:

void monitf (double t, Integer npts, Integer npde, const double x[],
const double u[], const double r[], double fmon[],
Nag_Comm *comm)
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1: t – double Input

On entry: the current value of the independent variable t.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: npde – Integer Input

On entry: the number of PDEs in the system.

4: x½npts� – const double Input

On entry: the current mesh. x½i � 1� contains the value of xi, for i ¼ 1; 2; . . . ; npts.

5: u½npde� npts� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at x ¼ x½j � 1� and
time t, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts.

6: r½npde� npts� – const double Input

On entry: r½npde� j � 1ð Þ þ i � 1� contains the value of Ri x; t; U; Ux; Vð Þ at
x ¼ x½j � 1� and time t, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npts.

7: fmon½npts� – double Output

On exit: fmon½i� 1� must contain the value of the monitor function Fmon xð Þ at mesh
point x ¼ x½i� 1�.
Constraint: fmon½i� 1� 	 0:0.

8: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monitf.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_fd_ode_r
emesh (d03ppc) you may allocate memory and initialize these pointers with
various quantities for use by monitf when called from nag_pde_parab_1d_fd_o
de_remesh (d03ppc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

32: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

33: lrsave – Integer Input

On entry: the dimension of the array rsave. Its size depends on the type of matrix algebra
selected.

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 3�mlu þ 1ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.

Where
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mlu is the lower or upper half bandwidths such that
mlu ¼ 2� npde� 1, for PDE problems only; or
mlu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
npde� 3� npdeþ 6� nxiþ nptsþ 15ð Þ þ nxiþ ncodeþ 7� nptsþ nxfixþ 1; when ncode > 0 and nxi > 0;
npde� 3� npdeþ nptsþ 21ð Þ þ ncodeþ 7� nptsþ nxfix þ 2; when ncode > 0 and nxi ¼ 0; or
npde� 3� npdeþ nptsþ 21ð Þ þ 7� nptsþ nxfix þ 3; when ncode ¼ 0:

8<:
lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used;

9� neqnþ 50; when the Theta method is used:



Note: when using the sparse option, the value of lrsave may be too small when supplied to the
integrator. An estimate of the minimum size of lrsave is printed on the current error message unit
if itrace > 0 and the function returns with fail:code ¼ NE_INT_2.

34: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set on entry.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration required for subsequent calls. In particular:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves computing the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the ODE method last used in the time integration.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves residual evaluation of the resulting ODE system followed by a back-substitution
using the LU decomposition of the Jacobian matrix.

The rest of the array is used as workspace.

35: lisave – Integer Input

On entry: the dimension of the array isave.

Its size depends on the type of matrix algebra selected:

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ 25þ nxfix;

if laopt ¼ Nag LinAlgFull, lisave 	 25þ nxfix;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ 25þ nxfix.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

36: itask – Integer Input

On entry: specifies the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout.

itask ¼ 2
One step and return.
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itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.

37: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_fd_ode_remesh
(d03ppc) and the underlying ODE solver:

itrace � �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace ¼ 1
Output from the underlying ODE solver is printed. This output contains details of Jacobian
entries, the nonlinear iteration and the time integration during the computation of the ODE
system.

itrace ¼ 2
Output from the underlying ODE solver is similar to that produced when itrace ¼ 1,
except that the advisory messages are given in greater detail.

itrace 	 3
Output from the underlying ODE solver is similar to that produced when itrace ¼ 2,
except that the advisory messages are given in greater detail.

38: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

39: ind – Integer * Input/Output

On entry: must be set to 0 or 1.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail and the remeshing arguments nrmesh, dxmesh, trmesh, xratio
and con may be reset between calls to nag_pde_parab_1d_fd_ode_remesh (d03ppc).

Constraint: 0 � ind � 1.

On exit: ind ¼ 1.

40: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

41: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.
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42: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

atol and rtol were too small to start integration.

Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, con ¼ valueh i, npts ¼ valueh i.
Constraint: con � 10:0= npts� 1ð Þ.
On entry, con ¼ valueh i, npts ¼ valueh i.
Constraint: con 	 0:1= npts� 1ð Þ.
On entry, m ¼ valueh i and x½0� ¼ valueh i.
Constraint: m � 0 or x½0� 	 0:0

On entry, the point xfix½I � 1� does not coincide with any x½J � 1�: I ¼ valueh i and
xfix½I � 1� ¼ valueh i.

NE_INT

ires set to an invalid value in call to pdedef, bndary, or odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, ipminf ¼ valueh i.
Constraint: ipminf ¼ 0, 1 or 2.
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On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, m ¼ valueh i.
Constraint: m ¼ 0, 1 or 2.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

On entry, nxfix ¼ valueh i.
Constraint: nxfix 	 0.

NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.

On entry, nxfix ¼ valueh i, npts ¼ valueh i.
Constraint: nxfix � npts� 2.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.
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NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, xfix½I � ¼ valueh i and xfix½I � 1� ¼ valueh i.
Constraint: xfix½I � > xfix½I � 1�.
On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.
On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, dxmesh ¼ valueh i.
Constraint: dxmesh 	 0:0.

On entry, xratio ¼ valueh i.
Constraint: xratio > 1:0.

NE_REAL_2

On entry, at least one point in xi lies outside x½0�; x½npts� 1�½ �: x½0� ¼ valueh i and
x½npts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.

NE_REMESH_CHANGED

remesh has been changed between calls to nag_pde_parab_1d_fd_ode_remesh (d03ppc).

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

Flux function appears to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef, bndary, or odedef.
Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.
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7 Accuracy

nag_pde_parab_1d_fd_ode_remesh (d03ppc) controls the accuracy of the integration in the time
direction but not the accuracy of the approximation in space. The spatial accuracy depends on both the
number of mesh points and on their distribution in space. In the time integration only the local error
over a single step is controlled and so the accuracy over a number of steps cannot be guaranteed. You
should therefore test the effect of varying the accuracy arguments, atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_fd_ode_remesh (d03ppc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_pde_parab_1d_fd_ode_remesh (d03ppc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The argument specification allows you to include equations with only first-order derivatives in the space
direction but there is no guarantee that the method of integration will be satisfactory for such systems.
The position and nature of the boundary conditions in particular are critical in defining a stable
problem. It may be advisable in such cases to reduce the whole system to first-order and to use the
Keller box scheme function nag_pde_parab_1d_keller_ode_remesh (d03prc).

The time taken depends on the complexity of the parabolic system, the accuracy requested, and the
frequency of the mesh updates. For a given system with fixed accuracy and mesh-update frequency it is
approximately proportional to neqn.

10 Example

This example uses Burgers Equation, a common test problem for remeshing algorithms, given by

@U

@t
¼ �U@U

@x
þ E@

2U

@x2
;

for x 2 0; 1½ � and t 2 0; 1½ �, where E is a small constant.

The initial and boundary conditions are given by the exact solution

U x; tð Þ ¼ 0:1 exp �Að Þ þ 0:5 exp �Bð Þ þ exp �Cð Þ
exp �Að Þ þ exp �Bð Þ þ exp �Cð Þ ;

where

A ¼ 50

E
x� 0:5þ 4:95tð Þ;

B ¼ 250

E
x� 0:5þ 0:75tð Þ;

C ¼ 500

E
x� 0:375ð Þ:
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10.1 Program Text

/* nag_pde_parab_1d_fd_ode_remesh (d03ppc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
const double[], Integer, const double[],
const double[], double[], double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, const double[], const double[],
Integer, const double[], const double[],
Integer, double[], double[], Integer *,
Nag_Comm *);

static void NAG_CALL uvinit(Integer, Integer, Integer, const double[],
const double[], double[], Integer, double[],
Nag_Comm *);

static void NAG_CALL monitf(double, Integer, Integer, const double[],
const double[], const double[], double[],
Nag_Comm *);

#ifdef __cplusplus
}
#endif

static void exact(double, double *, Integer, double *, Nag_Comm *);

#define P(I, J) p[npde*((J) -1)+(I) -1]
#define R(I, J) r[npde*((J) -1)+(I) -1]
#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UOUT(I, J, K) uout[npde*(intpts*((K) -1)+(J) -1)+(I) -1]

int main(void)
{

const Integer npde = 1, npts = 61, ncode = 0, m = 0, nxi = 0, nxfix = 0;
const Integer itype = 1, neqn = npde * npts + ncode, intpts = 5;
const Integer lisave = 25 + nxfix;
const Integer nwkres = npde * (npts + 3 * npde + 21) + 7 * npts + nxfix + 3;
const Integer lenode = 11 * neqn + 50, lrsave =

neqn * neqn + neqn + nwkres + lenode;
static double ruser[4] = { -1.0, -1.0, -1.0, -1.0 };
double con, dxmesh, e, tout, trmesh, ts, xratio;
Integer exit_status, i, ind, ipminf, it, itask, itol, itrace, nrmesh;
Nag_Boolean remesh, theta;
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0, *u = 0, *ue = 0;
double *uout = 0, *x = 0, *xfix = 0, *xi = 0, *xout = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

exit_status = 0;
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/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(neqn, double)) ||
!(ue = NAG_ALLOC(intpts, double)) ||
!(uout = NAG_ALLOC(npde * intpts * itype, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xfix = NAG_ALLOC(1, double)) ||
!(xi = NAG_ALLOC(1, double)) ||
!(xout = NAG_ALLOC(intpts, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("nag_pde_parab_1d_fd_ode_remesh (d03ppc) Example Program"
" Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

e = 0.005;
comm.p = (Pointer) &e;
itrace = 0;
itol = 1;
atol[0] = 5e-5;
rtol[0] = atol[0];

printf(" Accuracy requirement =%12.3e", atol[0]);
printf(" Number of points = %3" NAG_IFMT "\n\n", npts);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

/* Set remesh parameters */

remesh = Nag_TRUE;
nrmesh = 3;
dxmesh = 0.5;
trmesh = 0.0;
con = 2.0 / (npts - 1.0);
xratio = 1.5;
ipminf = 0;

printf(" Remeshing every %3" NAG_IFMT " time steps\n\n", nrmesh);
printf(" e =%8.3f\n\n\n", e);

xi[0] = 0.0;
ind = 0;
itask = 1;

/* Set theta to TRUE if the Theta integrator is required */

theta = Nag_FALSE;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;
if (theta) {

algopt[0] = 2.0;
}
else {

algopt[0] = 0.0;
}
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/* Loop over output value of t */

ts = 0.0;
for (it = 0; it < 5; ++it) {

tout = 0.2 * (it + 1);

/* nag_pde_parab_1d_fd_ode_remesh (d03ppc).
* General system of parabolic PDEs, coupled DAEs, method of
* lines, finite differences, remeshing, one space variable
*/

nag_pde_parab_1d_fd_ode_remesh(npde, m, &ts, tout, pdedef, bndary,
uvinit, u, npts, x, ncode, NULLFN, nxi,
xi, neqn, rtol, atol, itol, Nag_TwoNorm,
Nag_LinAlgFull, algopt, remesh, nxfix,
xfix, nrmesh, dxmesh, trmesh, ipminf,
xratio, con, monitf, rsave, lrsave, isave,
lisave, itask, itrace, 0, &ind, &comm,
&saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_fd_ode_remesh (d03ppc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Set output points */

switch (it) {
case 0:

for (i = 0; i < 5; ++i)
xout[i] = 0.3 + 0.1 * i;

break;
case 1:

for (i = 0; i < 5; ++i)
xout[i] = 0.4 + 0.1 * i;

break;
case 2:

for (i = 0; i < 5; ++i)
xout[i] = 0.6 + 0.05 * i;

break;
case 3:

for (i = 0; i < 5; ++i)
xout[i] = 0.7 + 0.05 * i;

break;
case 4:

for (i = 0; i < 5; ++i)
xout[i] = 0.8 + 0.05 * i;

break;
}

printf(" t = %6.3f\n", ts);
printf(" x ");

for (i = 0; i < 5; ++i) {
printf("%9.4f", xout[i]);
printf((i + 1) % 5 == 0 || i == 4 ? "\n" : " ");

}

/* Interpolate at output points */

/* nag_pde_interp_1d_fd (d03pzc). PDEs, spatial interpolation with
* nag_pde_parab_1d_fd_ode_remesh (d03ppc),
*/

nag_pde_interp_1d_fd(npde, m, u, npts, x, xout, intpts, itype, uout,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_interp_1d_fd (d03pzc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* Check against exact solution */

exact(ts, xout, intpts, ue, &comm);

printf(" Approx sol. ");

for (i = 1; i <= intpts; ++i) {
printf("%9.4f", UOUT(1, i, 1));
printf(i % 5 == 0 || i == 5 ? "\n" : " ");

}

printf(" Exact sol. ");

for (i = 1; i <= intpts; ++i) {
printf("%9.4f", ue[i - 1]);
printf(i % 5 == 0 || i == 5 ? "\n" : " ");

}
printf("\n");

}

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations = %6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(ue);
NAG_FREE(uout);
NAG_FREE(x);
NAG_FREE(xfix);
NAG_FREE(xi);
NAG_FREE(xout);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uvinit(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[],
Integer ncode, double v[], Nag_Comm *comm)

{
double *e = (double *) comm->p;
double a, b, c, t;
Integer i;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback uvinit, first invocation.)\n");
comm->user[0] = 0.0;

}
t = 0.0;
for (i = 1; i <= npts; ++i) {

a = (x[i - 1] - 0.25 - 0.75 * t) / (*e * 4.0);
b = (0.9 * x[i - 1] - 0.325 - 0.495 * t) / (*e * 2.0);
if (a > 0.0 && a > b) {

a = exp(-a);
c = (0.8 * x[i - 1] - 0.4 - 0.24 * t) / (*e * 4.0);
c = exp(c);
U(1, i) = (0.1 * c + 0.5 + a) / (c + 1.0 + a);

}
else if (b > 0.0 && b >= a) {

b = exp(-b);
c = (-0.8 * x[i - 1] + 0.4 + 0.24 * t) / (*e * 4.0);
c = exp(c);
U(1, i) = (0.5 * c + 0.1 + b) / (c + 1.0 + b);
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}
else {

a = exp(a);
b = exp(b);
U(1, i) = (0.5 * a + 1.0 + 0.1 * b) / (a + 1.0 + b);

}
}
return;

}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double ux[],
Integer ncode, const double v[],
const double vdot[], double p[], double q[],
double r[], Integer *ires, Nag_Comm *comm)

{
double *e = (double *) comm->p;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[1] = 0.0;

}
P(1, 1) = 1.0;
r[0] = *e * ux[0];
q[0] = u[0] * ux[0];

return;
}

static void NAG_CALL bndary(Integer npde, double t, const double u[],
const double ux[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double beta[], double gamma[],
Integer *ires, Nag_Comm *comm)

{
double a, b, c, ue, x;
double *e = (double *) comm->p;

if (comm->user[2] == -1.0) {
printf("(User-supplied callback bndary, first invocation.)\n");
comm->user[2] = 0.0;

}
beta[0] = 0.0;
if (ibnd == 0) {

x = 0.0;
a = (x - 0.25 - 0.75 * t) / (*e * 4.0);
b = (0.9 * x - 0.325 - 0.495 * t) / (*e * 2.0);
if (a > 0. && a > b) {

a = exp(-a);
c = (0.8 * x - 0.4 - 0.24 * t) / (*e * 4.0);
c = exp(c);
ue = (0.1 * c + 0.5 + a) / (c + 1.0 + a);

}
else if (b > 0.0 && b >= a) {

b = exp(-b);
c = (-0.8 * x + 0.4 + 0.24 * t) / (*e * 4.0);
c = exp(c);
ue = (0.5 * c + 0.1 + b) / (c + 1.0 + b);

}
else {

a = exp(a);
b = exp(b);
ue = (0.5 * a + 1.0 + 0.1 * b) / (a + 1.0 + b);

}
}
else {

x = 1.0;
a = (x - 0.25 - 0.75 * t) / (*e * 4.0);
b = (0.9 * x - 0.325 - 0.495 * t) / (*e * 2.0);
if (a > 0.0 && a > b) {

a = exp(-a);
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c = (0.8 * x - 0.4 - 0.24 * t) / (*e * 4.0);
c = exp(c);
ue = (0.1 * c + 0.5 + a) / (c + 1.0 + a);

}
else if (b > 0.0 && b >= a) {

b = exp(-b);
c = (-0.8 * x + 0.4 + 0.24 * t) / (*e * 4.0);
c = exp(c);
ue = (0.5 * c + 0.1 + b) / (c + 1.0 + b);

}
else {

a = exp(a);
b = exp(b);
ue = (0.5 * a + 1.0 + 0.1 * b) / (a + 1.0 + b);

}
}
gamma[0] = u[0] - ue;

return;
}

static void exact(double t, double *x, Integer npts, double *u,
Nag_Comm *comm)

{
/* Exact solution (for comparison purposes) */

double a, b, c;
double *e = (double *) comm->p;
Integer i;

for (i = 0; i < npts; ++i) {
a = (x[i] - 0.25 - 0.75 * t) / (*e * 4.0);
b = (0.9 * x[i] - 0.325 - 0.495 * t) / (*e * 2.0);
if (a > 0. && a > b) {

a = exp(-a);
c = (0.8 * x[i] - 0.4 - 0.24 * t) / (*e * 4.0);
c = exp(c);
u[i] = (0.1 * c + 0.5 + a) / (c + 1.0 + a);

}
else if (b > 0. && b >= a) {

b = exp(-b);
c = (-0.8 * x[i] + 0.4 + 0.24 * t) / (*e * 4.0);
c = exp(c);
u[i] = (0.5 * c + 0.1 + b) / (c + 1.0 + b);

}
else {

a = exp(a);
b = exp(b);
u[i] = (0.5 * a + 1.0 + 0.1 * b) / (a + 1.0 + b);

}
}
return;

}

static void NAG_CALL monitf(double t, Integer npts, Integer npde,
const double x[], const double u[],
const double r[], double fmon[], Nag_Comm *comm)

{
double drdx, h;
Integer i, k, l;

if (comm->user[3] == -1.0) {
printf("(User-supplied callback monitf, first invocation.)\n");
comm->user[3] = 0.0;

}
for (i = 1; i <= npts - 1; ++i) {

k = i - 1;
if (i == 1)

k = 1;
l = i + 1;
h = 0.5 * (x[l - 1] - x[k - 1]);
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/* Second derivative */

drdx = (R(1, i + 1) - R(1, i)) / h;
fmon[i - 1] = drdx;
if (fmon[i - 1] < 0)

fmon[i - 1] = -drdx;
}
fmon[npts - 1] = fmon[npts - 2];

return;
}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_fd_ode_remesh (d03ppc) Example Program Results

Accuracy requirement = 5.000e-05 Number of points = 61

Remeshing every 3 time steps

e = 0.005

(User-supplied callback uvinit, first invocation.)
(User-supplied callback pdedef, first invocation.)
(User-supplied callback monitf, first invocation.)
(User-supplied callback bndary, first invocation.)
t = 0.200
x 0.3000 0.4000 0.5000 0.6000 0.7000
Approx sol. 0.9968 0.7448 0.4700 0.1667 0.1018
Exact sol. 0.9967 0.7495 0.4700 0.1672 0.1015

t = 0.400
x 0.4000 0.5000 0.6000 0.7000 0.8000
Approx sol. 1.0003 0.9601 0.4088 0.1154 0.1005
Exact sol. 0.9997 0.9615 0.4094 0.1157 0.1003

t = 0.600
x 0.6000 0.6500 0.7000 0.7500 0.8000
Approx sol. 0.9966 0.9390 0.3978 0.1264 0.1037
Exact sol. 0.9964 0.9428 0.4077 0.1270 0.1033

t = 0.800
x 0.7000 0.7500 0.8000 0.8500 0.9000
Approx sol. 1.0003 0.9872 0.5450 0.1151 0.1010
Exact sol. 0.9996 0.9878 0.5695 0.1156 0.1008

t = 1.000
x 0.8000 0.8500 0.9000 0.9500 1.0000
Approx sol. 1.0001 0.9961 0.7324 0.1245 0.1004
Exact sol. 0.9999 0.9961 0.7567 0.1273 0.1004

Number of integration steps in time = 205
Number of function evaluations = 4872
Number of Jacobian evaluations = 71
Number of iterations = 518
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Example Program
Solution of Burgers Equation using Moving Mesh
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NAG Library Function Document

nag_pde_parab_1d_keller_ode_remesh (d03prc)

1 Purpose

nag_pde_parab_1d_keller_ode_remesh (d03prc) integrates a system of linear or nonlinear, first-order,
time-dependent partial differential equations (PDEs) in one space variable, with scope for coupled
ordinary differential equations (ODEs), and automatic adaptive spatial remeshing. The spatial
discretization is performed using the Keller box scheme (see Keller (1970)) and the method of lines
is employed to reduce the PDEs to a system of ODEs. The resulting system is solved using a Backward
Differentiation Formula (BDF) method or a Theta method (switching between Newton's method and
functional iteration).

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_keller_ode_remesh (Integer npde, double *ts,
double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double udot[], const double ux[], Integer ncode,
const double v[], const double vdot[], double res[], Integer *ires,
Nag_Comm *comm),

void (*bndary)(Integer npde, double t, Integer ibnd, Integer nobc,
const double u[], const double udot[], Integer ncode,
const double v[], const double vdot[], double res[], Integer *ires,
Nag_Comm *comm),

void (*uvinit)(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[], Integer ncode,
double v[], Nag_Comm *comm),

double u[], Integer npts, double x[], Integer nleft, Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn, const double rtol[],
const double atol[], Integer itol, Nag_NormType norm,
Nag_LinAlgOption laopt, const double algopt[], Nag_Boolean remesh,
Integer nxfix, const double xfix[], Integer nrmesh, double dxmesh,
double trmesh, Integer ipminf, double xratio, double con,

void (*monitf)(double t, Integer npts, Integer npde, const double x[],
const double u[], double fmon[], Nag_Comm *comm),

double rsave[], Integer lrsave, Integer isave[], Integer lisave,
Integer itask, Integer itrace, const char *outfile, Integer *ind,
Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_keller_ode_remesh (d03prc) integrates the system of first-order PDEs and coupled
ODEs given by the master equations:

Gi x; t; U; Ux; Ut; V ; _V
� �

¼ 0; i ¼ 1; 2; . . . ; npde; a � x � b; t 	 t0; ð1Þ

Ri t; V ; _V ; �; U�; U�x; U
�
t

� �
¼ 0; i ¼ 1; 2; . . . ; ncode: ð2Þ

In the PDE part of the problem given by (1), the functions Gi must have the general form
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Gi ¼
Xnpde
j¼1

Pi;j
@Uj
@t
þ
Xncode
j¼1

Qi;j
_Vj þ Si ¼ 0; i ¼ 1; 2; . . . ; npde; ð3Þ

where Pi;j, Qi;j and Si depend on x, t, U , Ux and V .

The vector U is the set of PDE solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

;

and the vector Ux is the partial derivative with respect to x. The vector V is the set of ODE solution
values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;

and _V denotes its derivative with respect to time.

In the ODE part given by (2), � represents a vector of n� spatial coupling points at which the ODEs are
coupled to the PDEs. These points may or may not be equal to some of the PDE spatial mesh points.
U�, U�x and U�t are the functions U , Ux and Ut evaluated at these coupling points. Each Ri may only
depend linearly on time derivatives. Hence equation (2) may be written more precisely as

R ¼ A�B _V � CU�t ; ð4Þ

where R ¼ R1; . . . ; Rncode½ �T, A is a vector of length ncode, B is an ncode by ncode matrix, C is an
ncode by n� � npde

� �
matrix and the entries in A, B and C may depend on t, �, U�, U�x and V . In

practice you only need to supply a vector of information to define the ODEs and not the matrices B and
C. (See Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a mesh x1; x2; . . . ; xnpts defined initially by you and (possibly)
adapted automatically during the integration according to user-specified criteria.

The PDE system which is defined by the functions Gi must be specified in pdedef.

The initial t ¼ t0ð Þ values of the functions U x; tð Þ and V tð Þ must be specified in uvinit. Note that uvinit
will be called again following any remeshing, and so U x; t0ð Þ should be specified for all values of x in
the interval a � x � b, and not just the initial mesh points.

For a first-order system of PDEs, only one boundary condition is required for each PDE component Ui.
The npde boundary conditions are separated into na at the left-hand boundary x ¼ a, and nb at the
right-hand boundary x ¼ b, such that na þ nb ¼ npde. The position of the boundary condition for each
component should be chosen with care; the general rule is that if the characteristic direction of Ui at the
left-hand boundary (say) points into the interior of the solution domain, then the boundary condition for
Ui should be specified at the left-hand boundary. Incorrect positioning of boundary conditions generally
results in initialization or integration difficulties in the underlying time integration functions.

The boundary conditions have the master equation form:

GL
i x; t; U; Ut; V ; _V
� �

¼ 0 at x ¼ a; i ¼ 1; 2; . . . ; na; ð5Þ

at the left-hand boundary, and

GR
i x; t; U; Ut; V ; _V
� �

¼ 0 at x ¼ b; i ¼ 1; 2; . . . ; nb; ð6Þ

at the right-hand boundary.

Note that the functions GL
i and GR

i must not depend on Ux, since spatial derivatives are not determined
explicitly in the Keller box scheme functions. If the problem involves derivative (Neumann) boundary
conditions then it is generally possible to restate such boundary conditions in terms of permissible
variables. Also note that GL

i and GR
i must be linear with respect to time derivatives, so that the

boundary conditions have the general form:
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Xnpde
j¼1

EL
i;j

@Uj
@t
þ
Xncode
j¼1

HL
i;j

_Vj þKL
i ¼ 0; i ¼ 1; 2; . . . ; na; ð7Þ

at the left-hand boundary, and

Xnpde
j¼1

ER
i;j

@Uj
@t
þ
Xncode
j¼1

HR
i;j

_Vj þKR
i ¼ 0; i ¼ 1; 2; . . . ; nb; ð8Þ

at the right-hand boundary, where EL
i;j, E

R
i;j, H

L
i;j, H

R
i;j, K

L
i and KR

i depend on x; t; U and V only.

The boundary conditions must be specified in bndary.

The problem is subject to the following restrictions:

(i) Pi;j, Qi;j and Si must not depend on any time derivatives;

(ii) t0 < tout, so that integration is in the forward direction;

(iii) The evaluation of the function Gi is done approximately at the mid-points of the mesh x½i � 1�, for
i ¼ 1; 2; . . . ;npts, by calling pdedef for each mid-point in turn. Any discontinuities in the function
must therefore be at one or more of the fixed mesh points specified by xfix;

(iv) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem.

The algebraic-differential equation system which is defined by the functions Ri must be specified in
odedef. You must also specify the coupling points � in the array xi.

The first-order equations are approximated by a system of ODEs in time for the values of Ui at mesh
points. In this method of lines approach the Keller box scheme is applied to each PDE in the space
variable only, resulting in a system of ODEs in time for the values of Ui at each mesh point. In total
there are npde� nptsþ ncode ODEs in time direction. This system is then integrated forwards in time
using a Backward Differentiation Formula (BDF) or a Theta method.

The adaptive space remeshing can be used to generate meshes that automatically follow the changing
time-dependent nature of the solution, generally resulting in a more efficient and accurate solution using
fewer mesh points than may be necessary with a fixed uniform or non-uniform mesh. Problems with
travelling wavefronts or variable-width boundary layers for example will benefit from using a moving
adaptive mesh. The discrete time-step method used here (developed by Furzeland (1984)) automatically
creates a new mesh based on the current solution profile at certain time-steps, and the solution is then
interpolated onto the new mesh and the integration continues.

The method requires you to supply monitf which specifies in an analytic or numeric form the particular
aspect of the solution behaviour you wish to track. This so-called monitor function is used to choose a
mesh which equally distributes the integral of the monitor function over the domain. A typical choice of
monitor function is the second space derivative of the solution value at each point (or some
combination of the second space derivatives if more than one solution component), which results in
refinement in regions where the solution gradient is changing most rapidly.

You must specify the frequency of mesh updates along with certain other criteria such as adjacent mesh
ratios. Remeshing can be expensive and you are encouraged to experiment with the different options in
order to achieve an efficient solution which adequately tracks the desired features of the solution.

Note that unless the monitor function for the initial solution values is zero at all user-specified initial
mesh points, a new initial mesh is calculated and adopted according to the user-specified remeshing
criteria. uvinit will then be called again to determine the initial solution values at the new mesh points
(there is no interpolation at this stage) and the integration proceeds.
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5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: ts – double * Input/Output

On entry: the initial value of the independent variable t.

Constraint: ts < tout.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

3: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

4: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Gi which define the system of PDEs. pdedef is called
approximately midway between each pair of mesh points in turn by nag_pde_parab_1d_keller_
ode_remesh (d03prc).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double udot[], const double ux[], Integer ncode,
const double v[], const double vdot[], double res[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.
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4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: udot½npde� – const double Input

On entry: udot½i � 1� contains the value of the component
@Ui x; tð Þ

@t
, for

i ¼ 1; 2; . . . ; npde.

6: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

10: res½npde� – double Output

On exit: res½i � 1� must contain the ith component of G, for i ¼ 1; 2; . . . ;npde, where
G is defined as

Gi ¼
Xnpde
j¼1

Pi;j
@Uj

@t
þ
Xncode
j¼1

Qi;j
_Vj ; ð9Þ

i.e., only terms depending explicitly on time derivatives, or

Gi ¼
Xnpde
j¼1

Pi;j
@Uj

@t
þ
Xncode
j¼1

Qi;j
_Vj þ Si; ð10Þ

i.e., all terms in equation (3).

The definition of G is determined by the input value of ires.

11: ires – Integer * Input/Output

On entry: the form of Gi that must be returned in the array res.

ires ¼ �1
Equation (9) must be used.

ires ¼ 1
Equation (10) must be used.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.
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ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller_ode_remesh (d03prc) returns to the
calling function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_
ode_remesh (d03prc) you may allocate memory and initialize these pointers with
various quantities for use by pdedef when called from nag_pde_parab_1d_kel
ler_ode_remesh (d03prc) (see Section 2.3.1.1 in How to Use the NAG Library
and its Documentation).

5: bndary – function, supplied by the user External Function

bndary must evaluate the functions GL
i and GR

i which describe the boundary conditions, as given
in (5) and (6).

The specification of bndary is:

void bndary (Integer npde, double t, Integer ibnd, Integer nobc,
const double u[], const double udot[], Integer ncode,
const double v[], const double vdot[], double res[],
Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must compute the left-hand boundary condition at x ¼ a.

ibnd 6¼ 0
bndary must compute of the right-hand boundary condition at x ¼ b.

4: nobc – Integer Input

On entry: specifies the number na of boundary conditions at the boundary specified by
ibnd.

5: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ at the boundary
specified by ibnd, for i ¼ 1; 2; . . . ; npde.
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6: udot½npde� – const double Input

On entry: udot½i � 1� contains the value of the component
@Ui x; tð Þ

@t
, for

i ¼ 1; 2; . . . ; npde.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: vdot½i � 1�, for i ¼ 1; 2; . . . ; ncode, may only appear linearly as in (11) and (12).

10: res½nobc� – double Output

On exit: res½i � 1� must contain the ith component of GL or GR, depending on the value
of ibnd, for i ¼ 1; 2; . . . ; nobc, where GL is defined as

GL
i ¼

Xnpde
j¼1

EL
i;j

@Uj

@t
þ
Xncode
j¼1

HL
i;j

_Vj ; ð11Þ

i.e., only terms depending explicitly on time derivatives, or

GL
i ¼

Xnpde
j¼1

EL
i;j

@Uj

@t
þ
Xncode
j¼1

HL
i;j

_Vj þKL
i ; ð12Þ

i.e., all terms in equation (7), and similarly for GR
i .

The definitions of GL and GR are determined by the input value of ires.

11: ires – Integer * Input/Output

On entry: the form of GL
i (or GR

i ) that must be returned in the array res.

ires ¼ �1
Equation (11) must be used.

ires ¼ 1
Equation (12) must be used.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller_ode_remesh (d03prc) returns to the
calling function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.
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12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_
ode_remesh (d03prc) you may allocate memory and initialize these pointers with
various quantities for use by bndary when called from nag_pde_parab_1d_kel
ler_ode_remesh (d03prc) (see Section 2.3.1.1 in How to Use the NAG Library
and its Documentation).

6: uvinit – function, supplied by the user External Function

uvinit must supply the initial t ¼ t0ð Þ values of U x; tð Þ and V tð Þ for all values of x in the
interval a; b½ �.

The specification of uvinit is:

void uvinit (Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[], Integer ncode,
double v[], Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

4: x½npts� – const double Input

On entry: the current mesh. x½i � 1� contains the value of xi, for i ¼ 1; 2; . . . ; npts.

5: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling point, �i, for
i ¼ 1; 2; . . . ; nxi.

6: u½npde� npts� – double Output

On exit: if nxi > 0, u½npde� j � 1ð Þ þ i � 1� contains the value of the component
Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;npts.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – double Output

On exit: if ncode > 0, v½i � 1� must contain the value of component Vi t0ð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to uvinit.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_
ode_remesh (d03prc) you may allocate memory and initialize these pointers with
various quantities for use by uvinit when called from nag_pde_parab_1d_keller_
ode_remesh (d03prc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: u½neqn� – double Input/Output

On entry: if ind ¼ 1, the value of u must be unchanged from the previous call.

On exi t : u½npde� j � 1ð Þ þ i � 1� conta ins the computed solut ion Ui xj ; t
� �

, for
i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts, evaluated at t ¼ ts.

8: npts – Integer Input

On entry: the number of mesh points in the interval [a; b].

Constraint: npts 	 3.

9: x½npts� – double Input/Output

On entry: the initial mesh points in the space direction. x½0� must specify the left-hand boundary,
a, and x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.
On exit: the final values of the mesh points.

10: nleft – Integer Input

On entry: the number na of boundary conditions at the left-hand mesh point x½0�.
Constraint: 0 � nleft � npde.

11: ncode – Integer Input

On entry: the number of coupled ODE components.

Constraint: ncode 	 0.

12: odedef – function, supplied by the user External Function

odedef must evaluate the functions R, which define the system of ODEs, as given in (4).

If ncode ¼ 0, odedef will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_pde_parab_1d_keller_ode_remesh (d03prc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.
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3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling point, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

10: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

11: r½ncode� – double Output

On exit: if ncode > 0, r½i � 1� must contain the ith component of R, for
i ¼ 1; 2; . . . ; ncode, where R is defined as

R ¼ �B _V � CU�t ; ð13Þ

i.e., only terms depending explicitly on time derivatives, or

R ¼ A�B _V � CU�t ; ð14Þ

i.e., all terms in equation (4). The definition of R is determined by the input value of
ires.

12: ires – Integer * Input/Output

On entry: the form of R that must be returned in the array r.

ires ¼ �1
Equation (13) must be used.

ires ¼ 1
Equation (14) must be used.
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On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_keller_ode_remesh (d03prc) returns to the
calling function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

13: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_
ode_remesh (d03prc) you may allocate memory and initialize these pointers with
various quantities for use by odedef when called from nag_pde_parab_1d_kel
ler_ode_remesh (d03prc) (see Section 2.3.1.1 in How to Use the NAG Library
and its Documentation).

13: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

14: xi½dim� – const double Input

Note: the dimension, dim, of the array xi must be at least max 1; nxið Þ.
On entry: xi½i � 1�, for i ¼ 1; 2; . . . ; nxi, must be set to the ODE/PDE coupling points, �i.

Constraint: x½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � x½npts� 1�.

15: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.

16: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.
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17: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.

On entry: the absolute local error tolerance.

Constraint: atol½i� 1� 	 0:0 for all relevant i.

Note: corresponding elements of rtol and atol cannot both be 0:0.

18: itol – Integer Input

A value to indicate the form of the local error test. itol indicates to nag_pde_parab_1d_keller_
ode_remesh (d03prc) whether to interpret either or both of rtol or atol as a vector or scalar. The
error test to be satisfied is ei=wik k < 1:0, where wi is defined as follows:

On entry:

itol rtol atol wi

1 scalar scalar rtol½0� � u½i� 1�j j þ atol½0�
2 scalar vector rtol½0� � u½i� 1�j j þ atol½i� 1�
3 vector scalar rtol½i� 1� � u½i� 1�j j þ atol½0�
4 vector vector rtol½i� 1� � u½i� 1�j j þ atol½i� 1�

In the above, ei denotes the estimated local error for the ith component of the coupled PDE/ODE
system in time, u½i � 1�, for i ¼ 1; 2; . . . ;neqn.

The choice of norm used is defined by the argument norm.

Constraint: itol ¼ 1, 2, 3 or 4.

19: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag MaxNorm
Maximum norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If Unorm denotes the norm of the vector u of length neqn, then for the averaged L2 norm

Unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

U ið Þ=wið Þ2
vuut ;

while for the maximum norm

Unorm ¼ max
i

u½i� 1�=wij j:

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag MaxNorm or Nag TwoNorm.

20: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.
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laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present (i.e.,
ncode ¼ 0).

21: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default value is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4, are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.

algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0, for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

d03 – Partial Differential Equations d03prc

Mark 26 d03prc.13



algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.

algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.

algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option, i.e.,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside this range then the default value is used. If the functions regard the Jacobian
matrix as numerically singular then increasing algopt½28� towards 1:0 may help, but at the
cost of increased fill-in. The default value is algopt½28� ¼ 0:1.

algopt½29�
Used as a relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. algopt½29� must be greater than zero,
otherwise the default value is used. If algopt½29� is greater than 1:0 no check is made on
the pivot size, and this may be a necessary option if the Jacobian is found to be
numerically singular (see algopt½28�). The default value is algopt½29� ¼ 0:0001.

22: remesh – Nag_Boolean Input

On entry: indicates whether or not spatial remeshing should be performed.

remesh ¼ Nag TRUE
Indicates that spatial remeshing should be performed as specified.

remesh ¼ Nag FALSE
Indicates that spatial remeshing should be suppressed.

Note: remesh should not be changed between consecutive calls to nag_pde_parab_1d_keller_
ode_remesh (d03prc). Remeshing can be switched off or on at specified times by using
appropriate values for the arguments nrmesh and trmesh at each call.

23: nxfix – Integer Input

On entry: the number of fixed mesh points.

Constraint: 0 � nxfix � npts� 2.

Note: the end points x½0� and x½npts� 1� are fixed automatically and hence should not be
specified as fixed points.

24: xfix½dim� – const double Input

Note: the dimension, dim, of the array xfix must be at least max 1;nxfixð Þ.
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On entry: xfix½i � 1�, for i ¼ 1; 2; . . . ; nxfix, must contain the value of the x coordinate at the ith
fixed mesh point.

Constraint: xfix½i � 1� < xfix½i�, for i ¼ 1; 2; . . . ;nxfix� 1, and each fixed mesh point must
coincide with a user-supplied initial mesh point, that is xfix½i � 1� ¼ x½j � 1� for some j,
2 � j � npts� 1.

Note: the positions of the fixed mesh points in the array x remain fixed during remeshing, and so
the number of mesh points between adjacent fixed points (or between fixed points and end
points) does not change. You should take this into account when choosing the initial mesh
distribution.

25: nrmesh – Integer Input

On entry: indicates the form of meshing to be performed.

nrmesh < 0
Indicates that a new mesh is adopted according to the argument dxmesh. The mesh is
tested every nrmeshj j timesteps.

nrmesh ¼ 0
Indicates that remeshing should take place just once at the end of the first time step
reached when t > trmesh.

nrmesh > 0
Indicates that remeshing will take place every nrmesh time steps, with no testing using
dxmesh.

Note: nrmesh may be changed between consecutive calls to nag_pde_parab_1d_keller_ode_r
emesh (d03prc) to give greater flexibility over the times of remeshing.

26: dxmesh – double Input

On entry: determines whether a new mesh is adopted when nrmesh is set less than zero. A
possible new mesh is calculated at the end of every nrmeshj j time steps, but is adopted only if

xnewi > xoldi þ dxmesh� xoldiþ1 � xoldi
� �

;

or

xnewi < xoldi � dxmesh� xoldi � xoldi�1
� �

:

dxmesh thus imposes a lower limit on the difference between one mesh and the next.

Constraint: dxmesh 	 0:0.

27: trmesh – double Input

On entry: specifies when remeshing will take place when nrmesh is set to zero. Remeshing will
occur just once at the end of the first time step reached when t is greater than trmesh.

Note: trmesh may be changed between consecutive calls to nag_pde_parab_1d_keller_ode_r
emesh (d03prc) to force remeshing at several specified times.

28: ipminf – Integer Input

On entry: the level of trace information regarding the adaptive remeshing.

ipminf ¼ 0
No trace information.

ipminf ¼ 1
Brief summary of mesh characteristics.
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ipminf ¼ 2
More detailed information, including old and new mesh points, mesh sizes and monitor
function values.

Constraint: ipminf ¼ 0, 1 or 2.

29: xratio – double Input

On entry: input bound on adjacent mesh ratio (greater than 1:0 and typically in the range 1:5 to
3:0). The remeshing functions will attempt to ensure that

xi � xi�1ð Þ=xratio < xiþ1 � xi < xratio� xi � xi�1ð Þ:
Suggested value: xratio ¼ 1:5.

Constraint: xratio > 1:0.

30: con – double Input

On entry: an input bound on the sub-integral of the monitor function Fmon xð Þ over each space
step. The remeshing functions will attempt to ensure thatZ xiþ1

x1

Fmon xð Þ dx � con
Z xnpts

x1

Fmon xð Þ dx;

(see Furzeland (1984)). con gives you more control over the mesh distribution e.g., decreasing
con allows more clustering. A typical value is 2= npts� 1ð Þ, but you are encouraged to
experiment with different values. Its value is not critical and the mesh should be qualitatively
correct for all values in the range given below.

Suggested value: con ¼ 2:0= npts� 1ð Þ.
Constraint: 0:1= npts� 1ð Þ � con � 10:0= npts� 1ð Þ.

31: monitf – function, supplied by the user External Function

monitf must supply and evaluate a remesh monitor function to indicate the solution behaviour of
interest.

If ncode ¼ 0, monitf will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_pde_parab_1d_keller_ode_remesh (d03prc).

The specification of monitf is:

void monitf (double t, Integer npts, Integer npde, const double x[],
const double u[], double fmon[], Nag_Comm *comm)

1: t – double Input

On entry: the current value of the independent variable t.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: npde – Integer Input

On entry: the number of PDEs in the system.

4: x½npts� – const double Input

On entry: the current mesh. x½i � 1� contains the value of xi, for i ¼ 1; 2; . . . ; npts.

5: u½npde� npts� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at x ¼ x½j � 1� and
time t, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts.
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6: fmon½npts� – double Output

On exit: fmon½i� 1� must contain the value of the monitor function Fmon xð Þ at mesh
point x ¼ x½i� 1�.
Constraint: fmon½i� 1� 	 0:0.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monitf.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_keller_
ode_remesh (d03prc) you may allocate memory and initialize these pointers with
various quantities for use by monitf when called from nag_pde_parab_1d_kel
ler_ode_remesh (d03prc) (see Section 2.3.1.1 in How to Use the NAG Library
and its Documentation).

32: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

33: lrsave – Integer Input

On entry: the dimension of the array rsave. Its size depends on the type of matrix algebra
selected.

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 3�ml þmu þ 2ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.

Where

ml and mu are the lower and upper half bandwidths given by ml ¼ npdeþ nleft� 1 such that
mu ¼ 2� npde� nleft� 1, for problems involving PDEs only; or
ml ¼ mu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
npde� 3� npdeþ 6� nxiþ nptsþ 15ð Þ þ nxiþ ncodeþ 7� nptsþ nxfixþ 1; when ncode > 0 and nxi > 0; or
npde� 3� npdeþ nptsþ 21ð Þ þ ncodeþ 7� nptsþ nxfix þ 2; when ncode > 0 and nxi ¼ 0; or
npde� 3� npdeþ nptsþ 21ð Þ þ 7� nptsþ nxfix þ 3; when ncode ¼ 0:

8<:
lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used; or

9� neqnþ 50; when the Theta method is used:



Note: when using the sparse option, the value of lrsave may be too small when supplied to the
integrator. An estimate of the minimum size of lrsave is printed on the current error message unit
if itrace > 0 and the function returns with fail:code ¼ NE_INT_2.

34: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular the following components of the array
isave concern the efficiency of the integration:

isave½0�
Contains the number of steps taken in time.
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isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves evaluating the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.

isave½3�
Contains the order of the ODE method last used in the time integration.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves residual evaluation of the resulting ODE system followed by a back-substitution
using the LU decomposition of the Jacobian matrix.

The rest of the array is used as workspace.

35: lisave – Integer Input

On entry: the dimension of the array isave. Its size depends on the type of matrix algebra
selected:

if laopt ¼ Nag LinAlgFull, lisave 	 25þ nxfix;

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ 25þ nxfix;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ 25þ nxfix.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

36: itask – Integer Input

On entry: the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout (by overshooting and interpolating).

itask ¼ 2
Take one step in the time direction and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.

37: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_keller_ode_remesh
(d03prc) and the underlying ODE solver as follows:

itrace � �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.
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itrace ¼ 1
Output from the underlying ODE solver is printed . This output contains details of
Jacobian entries, the nonlinear iteration and the time integration during the computation of
the ODE system.

itrace ¼ 2
Output from the underlying ODE solver is similar to that produced when itrace ¼ 1,
except that the advisory messages are given in greater detail.

itrace 	 3
The output from the underlying ODE solver is similar to that produced when itrace ¼ 2,
except that the advisory messages are given in greater detail.

38: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

39: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout and fail and the remeshing arguments nrmesh, dxmesh, trmesh, xratio
and con may be reset between calls to nag_pde_parab_1d_keller_ode_remesh (d03prc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

40: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

41: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

42: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef or bndary.

NE_FAILED_START

atol and rtol were too small to start integration.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, con ¼ valueh i, npts ¼ valueh i.
Constraint: con � 10:0= npts� 1ð Þ.
On entry, con ¼ valueh i, npts ¼ valueh i.
Constraint: con 	 0:1= npts� 1ð Þ.
On entry, the point xfix½I � 1� does not coincide with any x½J � 1�: I ¼ valueh i and
xfix½I � 1� ¼ valueh i.

NE_INT

ires set to an invalid value in call to pdedef, bndary, or odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, ipminf ¼ valueh i.
Constraint: ipminf ¼ 0, 1 or 2.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, nleft ¼ valueh i.
Constraint: nleft 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

On entry, nxfix ¼ valueh i.
Constraint: nxfix 	 0.

NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
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On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.

On entry, nleft ¼ valueh i, npde ¼ valueh i.
Constraint: nleft � npde.

On entry, nxfix ¼ valueh i, npts ¼ valueh i.
Constraint: nxfix � npts� 2.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, xfix½I � ¼ valueh i and xfix½I � 1� ¼ valueh i.
Constraint: xfix½I � > xfix½I � 1�.
On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.
On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, dxmesh ¼ valueh i.
Constraint: dxmesh 	 0:0.
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On entry, xratio ¼ valueh i.
Constraint: xratio > 1:0.

NE_REAL_2

On entry, at least one point in xi lies outside x½0�; x½npts� 1�½ �: x½0� ¼ valueh i and
x½npts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.

NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.

NE_REMESH_CHANGED

remesh has been changed between calls to nag_pde_parab_1d_keller_ode_remesh (d03prc).

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in pdedef, bndary, or odedef.
Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.

7 Accuracy

nag_pde_parab_1d_keller_ode_remesh (d03prc) controls the accuracy of the integration in the time
direction but not the accuracy of the approximation in space. The spatial accuracy depends on both the
number of mesh points and on their distribution in space. In the time integration only the local error
over a single step is controlled and so the accuracy over a number of steps cannot be guaranteed. You
should therefore test the effect of varying the accuracy arguments, atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_keller_ode_remesh (d03prc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_pde_parab_1d_keller_ode_remesh (d03prc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The Keller box scheme can be used to solve higher-order problems which have been reduced to first-
order by the introduction of new variables (see the example in Section 10). In general, a second-order
problem can be solved with slightly greater accuracy using the Keller box scheme instead of a finite
difference scheme (nag_pde_parab_1d_fd_ode_remesh (d03ppc) for example), but at the expense of
increased CPU time due to the larger number of function evaluations required.

It should be noted that the Keller box scheme, in common with other central-difference schemes, may
be unsuitable for some hyperbolic first-order problems such as the apparently simple linear advection
equation Ut þ aUx ¼ 0, where a is a constant, resulting in spurious oscillations due to the lack of
dissipation. This type of problem requires a discretization scheme with upwind weighting
(nag_pde_parab_1d_cd_ode_remesh (d03psc) for example), or the addition of a second-order artificial
dissipation term.

The time taken depends on the complexity of the system, the accuracy requested, and the frequency of
the mesh updates. For a given system with fixed accuracy and mesh-update frequency it is
approximately proportional to neqn.

10 Example

This example is the first-order system

@U1

@t
þ @U1

@x
þ @U2

@x
¼ 0;

@U2

@t
þ 4

@U1

@x
þ @U2

@x
¼ 0;

for x 2 0; 1½ � and t 	 0.

The initial conditions are

U1 x; 0ð Þ ¼ ex;

U2 x; 0ð Þ ¼ x2 þ sin 2	x2
� �

;

and the Dirichlet boundary conditions for U1 at x ¼ 0 and U2 at x ¼ 1 are given by the exact solution:

U1 x; tð Þ ¼ 1
2 exþt þ ex�3t
� 

þ 1
4 sin 2	 x� 3tð Þ2

� �
� sin 2	 xþ tð Þ2

� �n o
þ 2t2 � 2xt;

U2 x; tð Þ ¼ ex�3t � exþt þ 1
2 sin 2	 x� 3tð Þ2

� �
þ sin 2	 xþ tð Þ2

� �n o
þ x2 þ 5t2 � 2xt:

10.1 Program Text

/* nag_pde_parab_1d_keller_ode_remesh (d03prc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL pdedef(Integer, double, double, const double[],
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const double[], const double[], Integer,
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndary(Integer, double, Integer, Integer,
const double[], const double[], Integer,
const double[], const double[], double[],
Integer *, Nag_Comm *);

static void NAG_CALL uvinit(Integer, Integer, Integer, const double[],
const double[], double[], Integer, double[],
Nag_Comm *);

static void NAG_CALL monitf(double, Integer, Integer, const double[],
const double[], double[], Nag_Comm *);

#ifdef __cplusplus
}
#endif

static void exact(double, Integer, Integer, double *, double *);

#define UE(I, J) ue[npde*((J) -1)+(I) -1]
#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UOUT(I, J, K) uout[npde*(intpts*((K) -1)+(J) -1)+(I) -1]

int main(void)
{

const Integer npde = 2, npts = 61, ncode = 0, nxi = 0, nxfix = 0, nleft = 1;
const Integer itype = 1, intpts = 5, neqn = npde * npts + ncode;
const Integer lisave = 25 + nxfix;
const Integer nwkres = npde * (npts + 3 * npde + 21) + 7 * npts + nxfix + 3;
const Integer lenode = 11 * neqn + 50, lrsave =

neqn * neqn + neqn + nwkres + lenode;
static double ruser[4] = { -1.0, -1.0, -1.0, -1.0 };
double con, dxmesh, tout, trmesh, ts, xratio;
Integer exit_status = 0, i, ind, ipminf, it, itask, itol, itrace, nrmesh;
Nag_Boolean remesh, theta;
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0, *u = 0, *ue = 0;
double *uout = 0, *x = 0, *xfix = 0, *xi = 0, *xout = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

printf("nag_pde_parab_1d_keller_ode_remesh (d03prc) Example Program"
" Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */
if (!(algopt = NAG_ALLOC(30, double)) ||

!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(ue = NAG_ALLOC(npde * npts, double)) ||
!(uout = NAG_ALLOC(npde * intpts * itype, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xfix = NAG_ALLOC(1, double)) ||
!(xi = NAG_ALLOC(1, double)) ||
!(xout = NAG_ALLOC(intpts, double)) ||
!(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}
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itrace = 0;
itol = 1;
atol[0] = 5.0e-5;
rtol[0] = atol[0];

printf(" Accuracy requirement =%12.3e", atol[0]);
printf(" Number of points = %3" NAG_IFMT "\n\n", npts);

/* Set remesh parameters */

remesh = Nag_TRUE;
nrmesh = 3;
dxmesh = 0.0;
trmesh = 0.0;
con = 5.0 / (npts - 1.0);
xratio = 1.2;
ipminf = 0;
printf(" Remeshing every %3" NAG_IFMT " time steps\n\n", nrmesh);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

xout[0] = 0.0;
xout[1] = 0.25;
xout[2] = 0.5;
xout[3] = 0.75;
xout[4] = 1.0;
printf(" x ");

for (i = 0; i < intpts; ++i) {
printf("%10.4f", xout[i]);
printf((i + 1) % 5 == 0 || i == 4 ? "\n" : " ");

}
printf("\n\n");

xi[0] = 0.0;
ind = 0;
itask = 1;

/* Set theta to TRUE if the Theta integrator is required */

theta = Nag_FALSE;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;
if (theta) {

algopt[0] = 2.0;
algopt[5] = 2.0;
algopt[6] = 1.0;

}

/* Loop over output value of t */

ts = 0.0;
for (it = 0; it < 5; ++it) {

tout = 0.05 * (it + 1);

/* nag_pde_parab_1d_keller_ode_remesh (d03prc).
* General system of first-order PDEs, coupled DAEs, method
* of lines, Keller box discretization, remeshing, one space
* variable
*/

nag_pde_parab_1d_keller_ode_remesh(npde, &ts, tout, pdedef, bndary,
uvinit, u, npts, x, nleft, ncode,
NULLFN, nxi, xi, neqn, rtol, atol,
itol, Nag_TwoNorm, Nag_LinAlgFull,
algopt, remesh, nxfix, xfix, nrmesh,
dxmesh, trmesh, ipminf, xratio, con,
monitf, rsave, lrsave, isave, lisave,
itask, itrace, 0, &ind, &comm, &saved,
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&fail);

if (fail.code != NE_NOERROR) {
printf("Error from "

"nag_pde_parab_1d_keller_ode_remesh (d03prc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Interpolate at output points */

/* nag_pde_interp_1d_fd (d03pzc). PDEs, spatial interpolation with
* nag_pde_parab_1d_keller_ode_remesh (d03prc).
*/

nag_pde_interp_1d_fd(npde, 0, u, npts, x, xout, intpts, itype, uout,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_interp_1d_fd (d03pzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check against exact solution */

exact(ts, npde, intpts, xout, ue);

printf(" t = %6.3f\n", ts);
printf(" Approx u1");

for (i = 1; i <= intpts; ++i) {
printf("%10.4f", UOUT(1, i, 1));
printf(i % 5 == 0 || i == 5 ? "\n" : "");

}

printf(" Exact u1");

for (i = 1; i <= 5; ++i) {
printf("%10.4f", UE(1, i));
printf(i % 5 == 0 || i == 5 ? "\n" : "");

}

printf(" Approx u2");

for (i = 1; i <= 5; ++i) {
printf("%10.4f", UOUT(2, i, 1));
printf(i % 5 == 0 || i == 5 ? "\n" : "");

}

printf(" Exact u2");

for (i = 1; i <= 5; ++i) {
printf("%10.4f", UE(2, i));
printf(i % 5 == 0 || i == 5 ? "\n" : "");

}

printf("\n");
}

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
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NAG_FREE(ue);
NAG_FREE(uout);
NAG_FREE(x);
NAG_FREE(xfix);
NAG_FREE(xi);
NAG_FREE(xout);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uvinit(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[],
Integer ncode, double v[], Nag_Comm *comm)

{
Integer i;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback uvinit, first invocation.)\n");
comm->user[0] = 0.0;

}
for (i = 1; i <= npts; ++i) {

U(1, i) = exp(x[i - 1]);
U(2, i) = x[i - 1] * x[i - 1] + sin(2.0 * nag_pi * (x[i - 1] * x[i - 1]));

}
return;

}

static void NAG_CALL pdedef(Integer npde, double t, double x,
const double u[], const double udot[],
const double ux[], Integer ncode,
const double v[], const double vdot[],
double res[], Integer *ires, Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback pdedef, first invocation.)\n");
comm->user[1] = 0.0;

}
if (*ires == -1) {

res[0] = udot[0];
res[1] = udot[1];

}
else {

res[0] = udot[0] + ux[0] + ux[1];
res[1] = udot[1] + 4.0 * ux[0] + ux[1];

}
return;

}

static void NAG_CALL bndary(Integer npde, double t, Integer ibnd,
Integer nobc, const double u[],
const double udot[], Integer ncode,
const double v[], const double vdot[],
double res[], Integer *ires, Nag_Comm *comm)

{
double pp;

if (comm->user[2] == -1.0) {
printf("(User-supplied callback bndary, first invocation.)\n");
comm->user[2] = 0.0;

}

pp = 2.0 * nag_pi;

if (ibnd == 0) {
if (*ires == -1) {

res[0] = 0.0;
}
else {

res[0] = u[0] - 0.5 * (exp(t) + exp(-3.0 * t))
- 0.25 * (sin(9.0 * pp * t * t) - sin(pp * t * t)) - 2.0 * t * t;
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}
}
else {

if (*ires == -1) {
res[0] = 0.0;

}
else {

res[0] = u[1] - (exp(1.0 - 3.0 * t) - exp(1.0 + t) +
0.5 * sin(pp * (1.0 - 3.0 * t) * (1.0 - 3.0 * t)) +
0.5 * sin(pp * (1.0 + t) * (1.0 + t))
+ 1.0 + 5.0 * t * t - 2.0 * t);

}
}
return;

}

static void NAG_CALL monitf(double t, Integer npts, Integer npde,
const double x[], const double u[], double fmon[],
Nag_Comm *comm)

{
double d2x1, d2x2, h1, h2, h3;
Integer i;

if (comm->user[3] == -1.0) {
printf("(User-supplied callback monitf, first invocation.)\n");
comm->user[3] = 0.0;

}
for (i = 2; i <= npts - 1; ++i) {

h1 = x[i - 1] - x[i - 2];
h2 = x[i] - x[i - 1];
h3 = 0.5 * (x[i] - x[i - 2]);

/* Second derivatives */

d2x1 = fabs(((U(1, i + 1) - U(1, i)) / h2 -
(U(1, i) - U(1, i - 1)) / h1) / h3);

d2x2 = fabs(((U(2, i + 1) - U(2, i)) / h2 -
(U(2, i) - U(2, i - 1)) / h1) / h3);

fmon[i - 1] = d2x1;
if (d2x2 > d2x1)

fmon[i - 1] = d2x2;
}
fmon[0] = fmon[1];
fmon[npts - 1] = fmon[npts - 2];

return;
}

static void exact(double t, Integer npde, Integer npts, double *x, double *u)
{

/* Exact solution (for comparison purposes) */

double pp;
Integer i;

pp = 2.0 * nag_pi;
for (i = 1; i <= npts; ++i) {

U(1, i) = 0.5 * (exp(x[i - 1] + t) + exp(x[i - 1] - 3.0 * t)) +
0.25 * (sin(pp * (x[i - 1] - 3.0 * t) * (x[i - 1] - 3.0 * t)) -

sin(pp * (x[i - 1] + t) * (x[i - 1] + t))) +
2.0 * t * t - 2.0 * x[i - 1] * t;

U(2, i) = exp(x[i - 1] - 3.0 * t) - exp(x[i - 1] + t) +
0.5 * (sin(pp * ((x[i - 1] - 3.0 * t) * (x[i - 1] - 3.0 * t))) +

sin(pp * ((x[i - 1] + t) * (x[i - 1] + t)))) +
x[i - 1] * x[i - 1] + 5.0 * t * t - 2.0 * x[i - 1] * t;

}
return;

}
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10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_keller_ode_remesh (d03prc) Example Program Results

Accuracy requirement = 5.000e-05 Number of points = 61

Remeshing every 3 time steps

x 0.0000 0.2500 0.5000 0.7500 1.0000

(User-supplied callback uvinit, first invocation.)
(User-supplied callback monitf, first invocation.)
(User-supplied callback bndary, first invocation.)
(User-supplied callback pdedef, first invocation.)
t = 0.050
Approx u1 0.9923 1.0894 1.4686 2.3388 2.1071
Exact u1 0.9923 1.0893 1.4686 2.3391 2.1073
Approx u2 -0.0997 0.1057 0.7180 0.0967 0.2021
Exact u2 -0.0998 0.1046 0.7193 0.0966 0.2022

t = 0.100
Approx u1 1.0613 0.9856 1.3120 2.3084 2.1039
Exact u1 1.0613 0.9851 1.3113 2.3092 2.1025
Approx u2 -0.0150 -0.0481 0.1075 -0.3240 0.3753
Exact u2 -0.0150 -0.0495 0.1089 -0.3235 0.3753

t = 0.150
Approx u1 1.1485 0.9763 1.2658 2.0906 2.2027
Exact u1 1.1485 0.9764 1.2654 2.0911 2.2027
Approx u2 0.1370 -0.0250 -0.4107 -0.8577 0.3096
Exact u2 0.1366 -0.0266 -0.4100 -0.8567 0.3096

t = 0.200
Approx u1 1.0956 1.0529 1.3407 1.8322 2.2035
Exact u1 1.0956 1.0515 1.3393 1.8327 2.2050
Approx u2 0.0381 0.1282 -0.7979 -1.1776 -0.4221
Exact u2 0.0370 0.1247 -0.7961 -1.1784 -0.4221

t = 0.250
Approx u1 0.8119 1.1288 1.5163 1.6076 2.2027
Exact u1 0.8119 1.1276 1.5142 1.6091 2.2035
Approx u2 -0.4968 0.2123 -1.0259 -1.2149 -1.3938
Exact u2 -0.4992 0.2078 -1.0257 -1.2183 -1.3938

Number of integration steps in time = 50
Number of function evaluations = 2579
Number of Jacobian evaluations = 20
Number of iterations = 126
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Example Program
Solution of First-order System using Moving Mesh
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Solution of First-order System using Moving Mesh
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NAG Library Function Document

nag_pde_parab_1d_cd_ode_remesh (d03psc)

1 Purpose

nag_pde_parab_1d_cd_ode_remesh (d03psc) integrates a system of linear or nonlinear convection-
diffusion equations in one space dimension, with optional source terms and scope for coupled ordinary
differential equations (ODEs). The system must be posed in conservative form. This function also
includes the option of automatic adaptive spatial remeshing. Convection terms are discretized using a
sophisticated upwind scheme involving a user-supplied numerical flux function based on the solution of
a Riemann problem at each mesh point. The method of lines is employed to reduce the partial
differential equations (PDEs) to a system of ODEs, and the resulting system is solved using a backward
differentiation formula (BDF) method or a Theta method.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_cd_ode_remesh (Integer npde, double *ts, double tout,

void (*pdedef)(Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double c[], double d[],
double s[], Integer *ires, Nag_Comm *comm),

void (*numflx)(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[], const double uright[],
double flux[], Integer *ires, Nag_Comm *comm, Nag_D03_Save *saved),

void (*bndary)(Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm),

void (*uvinit)(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[], Integer ncode,
double v[], Nag_Comm *comm),

double u[], Integer npts, double x[], Integer ncode,

void (*odedef)(Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm),

Integer nxi, const double xi[], Integer neqn, const double rtol[],
const double atol[], Integer itol, Nag_NormType norm,
Nag_LinAlgOption laopt, const double algopt[], Nag_Boolean remesh,
Integer nxfix, const double xfix[], Integer nrmesh, double dxmesh,
double trmesh, Integer ipminf, double xratio, double con,

void (*monitf)(double t, Integer npts, Integer npde, const double x[],
const double u[], double fmon[], Nag_Comm *comm),

double rsave[], Integer lrsave, Integer isave[], Integer lisave,
Integer itask, Integer itrace, const char *outfile, Integer *ind,
Nag_Comm *comm, Nag_D03_Save *saved, NagError *fail)
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3 Description

nag_pde_parab_1d_cd_ode_remesh (d03psc) integrates the system of convection-diffusion equations in
conservative form:

Xnpde
j¼1

Pi;j
@Uj
@t
þ @Fi
@x
¼ Ci

@Di

@x
þ Si; ð1Þ

or the hyperbolic convection-only system:

@Ui
@t
þ @Fi
@x
¼ 0; ð2Þ

for i ¼ 1; 2; . . . ; npde, a � x � b, t 	 t0, where the vector U is the set of PDE solution values

U x; tð Þ ¼ U1 x; tð Þ; . . . ; Unpde x; tð Þ
� �T

:

The optional coupled ODEs are of the general form

Ri t; V ; _V ; �; U�; U�x; U
�
t

� �
¼ 0; i ¼ 1; 2; . . . ; ncode; ð3Þ

where the vector V is the set of ODE solution values

V tð Þ ¼ V1 tð Þ; . . . ; Vncode tð Þ½ �T;
_V denotes its derivative with respect to time, and Ux is the spatial derivative of U .

In (2), Pi;j, Fi and Ci depend on x, t, U and V ; Di depends on x, t, U , Ux and V ; and Si depends on x,
t, U , V and linearly on _V . Note that Pi;j, Fi, Ci and Si must not depend on any space derivatives, and

Pi;j, Fi, Ci and Di must not depend on any time derivatives. In terms of conservation laws, Fi,
Ci@Di

@x
and Si are the convective flux, diffusion and source terms respectively.

In (3), � represents a vector of n� spatial coupling points at which the ODEs are coupled to the PDEs.
These points may or may not be equal to PDE spatial mesh points. U�, U�x and U�t are the functions U ,
Ux and Ut evaluated at these coupling points. Each Ri may depend only linearly on time derivatives.
Hence (3) may be written more precisely as

R ¼ L�M _V �NU�t ; ð4Þ

where R ¼ R1; . . . ; Rncode½ �T, L is a vector of length ncode, M is an ncode by ncode matrix, N is an
ncode by n� � npde

� �
matrix and the entries in L, M and N may depend on t, �, U�, U�x and V . In

practice you only need to supply a vector of information to define the ODEs and not the matrices L, M
and N . (See Section 5 for the specification of odedef.)

The integration in time is from t0 to tout, over the space interval a � x � b, where a ¼ x1 and b ¼ xnpts
are the leftmost and rightmost points of a user-defined mesh x1; x2; . . . ; xnpts defined initially by you
and (possibly) adapted automatically during the integration according to user-specified criteria.

The initial t ¼ t0ð Þ values of the functions U x; tð Þ and V tð Þ must be specified in uvinit. Note that uvinit
will be called again following any initial remeshing, and so U x; t0ð Þ should be specified for all values
of x in the interval a � x � b, and not just the initial mesh points.

The PDEs are approximated by a system of ODEs in time for the values of Ui at mesh points using a
spatial discretization method similar to the central-difference scheme used in nag_pde_parab_1d_fd
(d03pcc), nag_pde_parab_1d_fd_ode (d03phc) and nag_pde_parab_1d_fd_ode_remesh (d03ppc), but
with the flux Fi replaced by a numerical flux, which is a representation of the flux taking into account
the direction of the flow of information at that point (i.e., the direction of the characteristics). Simple
central differencing of the numerical flux then becomes a sophisticated upwind scheme in which the
correct direction of upwinding is automatically achieved.

The numerical flux, F̂i say, must be calculated by you in terms of the left and right values of the
solution vector U (denoted by UL and UR respectively), at each mid-point of the mesh
xj�1

2
¼ xj�1 þ xj
� �

=2 , for j ¼ 2; 3; . . . ; npts. The left and right values are calculated by nag_pde_par
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ab_1d_cd_ode_remesh (d03psc) from two adjacent mesh points using a standard upwind technique
combined with a Van Leer slope-limiter (see LeVeque (1990)). The physically correct value for F̂i is
derived from the solution of the Riemann problem given by

@Ui
@t
þ @Fi
@y
¼ 0; ð5Þ

where y ¼ x� xj�1
2
, i.e., y ¼ 0 corresponds to x ¼ xj�1

2
, with discontinuous initial values U ¼ UL for

y < 0 and U ¼ UR for y > 0, using an approximate Riemann solver. This applies for either of the
systems (1) or (2); the numerical flux is independent of the functions Pi;j, Ci, Di and Si. A description
of several approximate Riemann solvers can be found in LeVeque (1990) and Berzins et al. (1989).
Roe's scheme (see Roe (1981)) is perhaps the easiest to understand and use, and a brief summary
follows. Consider the system of PDEs Ut þ Fx ¼ 0 or equivalently Ut þAUx ¼ 0. Provided the system
is linear in U , i.e., the Jacobian matrix A does not depend on U , the numerical flux F̂ is given by

F̂ ¼ 1
2 FL þ FRð Þ � 1

2

Xnpde
k¼1

�k �kj jek; ð6Þ

where FL (FR) is the flux F calculated at the left (right) value of U , denoted by UL (UR); the �k are the
eigenvalues of A; the ek are the right eigenvectors of A; and the �k are defined by

UR � UL ¼
Xnpde
k¼1

�kek: ð7Þ

Examples are given in the documents for nag_pde_parab_1d_cd (d03pfc) and nag_pde_parab_1d_c
d_ode (d03plc).

If the system is nonlinear, Roe's scheme requires that a linearized Jacobian is found (see Roe (1981)).

The functions Pi;j, Ci, Di and Si (but not Fi) must be specified in pdedef. The numerical flux F̂i must
be supplied in numflx. For problems in the form (2), NULL may be used for pdedef. In this case, a
default function sets the matrix with entries Pi;j to the identity matrix, and the functions Ci, Di and Si
to zero.

For second-order problems, i.e., diffusion terms are present, a boundary condition is required for each
PDE at both boundaries for the problem to be well-posed. If there are no diffusion terms present, then
the continuous PDE problem generally requires exactly one boundary condition for each PDE, that is
npde boundary conditions in total. However, in common with most discretization schemes for first-
order problems, a numerical boundary condition is required at the other boundary for each PDE. In
order to be consistent with the characteristic directions of the PDE system, the numerical boundary
conditions must be derived from the solution inside the domain in some manner (see below). You must
supply both types of boundary conditions, i.e., a total of npde conditions at each boundary point.

The position of each boundary condition should be chosen with care. In simple terms, if information is
flowing into the domain then a physical boundary condition is required at that boundary, and a
numerical boundary condition is required at the other boundary. In many cases the boundary conditions
are simple, e.g., for the linear advection equation. In general you should calculate the characteristics of
the PDE system and specify a physical boundary condition for each of the characteristic variables
associated with incoming characteristics, and a numerical boundary condition for each outgoing
characteristic.

A common way of providing numerical boundary conditions is to extrapolate the characteristic
variables from the inside of the domain (note that when using banded matrix algebra the fixed
bandwidth means that only linear extrapolation is allowed, i.e., using information at just two interior
points adjacent to the boundary). For problems in which the solution is known to be uniform (in space)
towards a boundary during the period of integration then extrapolation is unnecessary; the numerical
boundary condition can be supplied as the known solution at the boundary. Another method of
supplying numerical boundary conditions involves the solution of the characteristic equations associated
with the outgoing characteristics. Examples of both methods can be found in the documents for
nag_pde_parab_1d_cd (d03pfc) and nag_pde_parab_1d_cd_ode (d03plc).
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The boundary conditions must be specified in bndary in the form

GL
i x; t; U; V ; _V
� �

¼ 0 at x ¼ a; i ¼ 1; 2; . . . ; npde; ð8Þ

at the left-hand boundary, and

GR
i x; t; U; V ; _V
� �

¼ 0 at x ¼ b; i ¼ 1; 2; . . . ; npde; ð9Þ

at the right-hand boundary.

Note that spatial derivatives at the boundary are not passed explicitly to bndary, but they can be
calculated using values of U at and adjacent to the boundaries if required. However, it should be noted
that instabilities may occur if such one-sided differencing opposes the characteristic direction at the
boundary.

The algebraic-differential equation system which is defined by the functions Ri must be specified in
odedef. You must also specify the coupling points � (if any) in the array xi.

In total there are npde� nptsþ ncode ODEs in the time direction. This system is then integrated
forwards in time using a BDF or Theta method, optionally switching between Newton's method and
functional iteration (see Berzins et al. (1989) and the references therein).

The adaptive space remeshing can be used to generate meshes that automatically follow the changing
time-dependent nature of the solution, generally resulting in a more efficient and accurate solution using
fewer mesh points than may be necessary with a fixed uniform or non-uniform mesh. Problems with
travelling wavefronts or variable-width boundary layers for example will benefit from using a moving
adaptive mesh. The discrete time-step method used here (developed by Furzeland (1984)) automatically
creates a new mesh based on the current solution profile at certain time-steps, and the solution is then
interpolated onto the new mesh and the integration continues.

The method requires you to supply a monitf which specifies in an analytical or numerical form the
particular aspect of the solution behaviour you wish to track. This so-called monitor function is used by
the function to choose a mesh which equally distributes the integral of the monitor function over the
domain. A typical choice of monitor function is the second space derivative of the solution value at
each point (or some combination of the second space derivatives if there is more than one solution
component), which results in refinement in regions where the solution gradient is changing most
rapidly.

You must specify the frequency of mesh updates together with certain other criteria such as adjacent
mesh ratios. Remeshing can be expensive and you are encouraged to experiment with the different
options in order to achieve an efficient solution which adequately tracks the desired features of the
solution.

Note that unless the monitor function for the initial solution values is zero at all user-specified initial
mesh points, a new initial mesh is calculated and adopted according to the user-specified remeshing
criteria. uvinit will then be called again to determine the initial solution values at the new mesh points
(there is no interpolation at this stage) and the integration proceeds.

The problem is subject to the following restrictions:

(i) In (1), _Vj tð Þ, for j ¼ 1; 2; . . . ; ncode, may only appear linearly in the functions Si, for
i ¼ 1; 2; . . . ;npde, with a similar restriction for GL

i and GR
i ;

(ii) Pi;j, Fi, Ci and Si must not depend on any space derivatives; and Pi;j, Ci, Di and Fi must not
depend on any time derivatives;

(iii) t0 < tout, so that integration is in the forward direction;

(iv) The evaluation of the terms Pi;j, Ci, Di and Si is done by calling the pdedef at a point
approximately midway between each pair of mesh points in turn. Any discontinuities in these
functions must therefore be at one or more of the fixed mesh points specified by xfix;

(v) At least one of the functions Pi;j must be nonzero so that there is a time derivative present in the
PDE problem.

For further details of the scheme, see Pennington and Berzins (1994) and the references therein.
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5 Arguments

1: npde – Integer Input

On entry: the number of PDEs to be solved.

Constraint: npde 	 1.

2: ts – double * Input/Output

On entry: the initial value of the independent variable t.

On exit: the value of t corresponding to the solution values in u. Normally ts ¼ tout.

Constraint: ts < tout.

3: tout – double Input

On entry: the final value of t to which the integration is to be carried out.

4: pdedef – function, supplied by the user External Function

pdedef must evaluate the functions Pi;j, Ci, Di and Si which partially define the system of PDEs.
Pi;j and Ci may depend on x, t, U and V ; Di may depend on x, t, U , Ux and V ; and Si may
depend on x, t, U , V and linearly on _V . pdedef is called approximately midway between each
pair of mesh points in turn by nag_pde_parab_1d_cd_ode_remesh (d03psc). The argument may
be specified as NULL for problems in the form (2).

The specification of pdedef is:

void pdedef (Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double c[], double d[],
double s[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.
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4: u½npde� – const double Input

On entry: u½i � 1� contains the value of the component Ui x; tð Þ, for i ¼ 1; 2; . . . ; npde.

5: ux½npde� – const double Input

On entry: ux½i � 1� contains the value of the component
@Ui x; tð Þ
@x

, for

i ¼ 1; 2; . . . ; npde.

6: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

7: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

8: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ; ncode, may only appear linearly in Sj , for
j ¼ 1; 2; . . . ;npde.

9: p½npde� npde� – double Output

On exit: p½npde� j � 1ð Þ þ i � 1� must be set to the value of Pi;j x; t; U; Vð Þ, for
i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npde.

10: c½npde� – double Output

On exit: c½i � 1� must be set to the value of Ci x; t; U; Vð Þ, for i ¼ 1; 2; . . . ; npde.

11: d½npde� – double Output

On exit: d½i � 1� must be set to the value of Di x; t; U; Ux; Vð Þ, for i ¼ 1; 2; . . . ; npde.

12: s½npde� – double Output

On exit: s½i � 1� must be set to the value of Si x; t; U; V ; _V
� �

, for i ¼ 1; 2; . . . ;npde.

13: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode_remesh (d03psc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.
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14: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to pdedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode_r
emesh (d03psc) you may allocate memory and initialize these pointers with
various quantities for use by pdedef when called from nag_pde_parab_1d_cd_o
de_remesh (d03psc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: numflx – function, supplied by the user External Function

numflx must supply the numerical flux for each PDE given the left and right values of the
solution vector u. numflx is called approximately midway between each pair of mesh points in
turn by nag_pde_parab_1d_cd_ode_remesh (d03psc).

The specification of numflx is:

void numflx (Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[], const double uright[],
double flux[], Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: x – double Input

On entry: the current value of the space variable x.

4: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

5: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: uleft½npde� – const double Input

On entry: uleft½i � 1� contains the left value of the component Ui xð Þ, for
i ¼ 1; 2; . . . ; npde.

7: uright½npde� – const double Input

On entry: uright½i � 1� contains the right value of the component Ui xð Þ, for
i ¼ 1; 2; . . . ; npde.

8: flux½npde� – double Output

On exit: flux½i � 1� must be set to the numerical flux F̂i, for i ¼ 1; 2; . . . ; npde.
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9: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode_remesh (d03psc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to numflx.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode_r
emesh (d03psc) you may allocate memory and initialize these pointers with
various quantities for use by numflx when called from nag_pde_parab_1d_cd_o
de_remesh (d03psc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

11: saved – Nag_D03_Save * Communication Structure

If numflx calls one of the approximate Riemann solvers nag_pde_parab_1d_euler_roe
(d03puc), nag_pde_parab_1d_euler_osher (d03pvc), nag_pde_parab_1d_euler_hll
(d03pwc) or nag_pde_parab_1d_euler_exact (d03pxc) then saved is used to pass data
concerning the computation to the solver. You should not change the components of
saved.

6: bndary – function, supplied by the user External Function

bndary must evaluate the functions GL
i and GR

i which describe the physical and numerical
boundary conditions, as given by (8) and (9).

The specification of bndary is:

void bndary (Integer npde, Integer npts, double t, const double x[],
const double u[], Integer ncode, const double v[],
const double vdot[], Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: t – double Input

On entry: the current value of the independent variable t.
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4: x½npts� – const double Input

On entry: the mesh points in the spatial direction. x½0� corresponds to the left-hand
boundary, a, and x½npts� 1� corresponds to the right-hand boundary, b.

5: u½npde� npts� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of the component Ui x; tð Þ at
x ¼ x½j � 1�, for i ¼ 1; 2; . . . ; npde and j ¼ 1; 2; . . . ;npts.

Note: if banded matrix algebra is to be used then the functions GL
i and GR

i may depend
on the value of Ui x; tð Þ at the boundary point and the two adjacent points only.

6: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

7: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

8: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

Note: _Vi tð Þ, for i ¼ 1; 2; . . . ;ncode, may only appear linearly in GL
j and GR

j , for
j ¼ 1; 2; . . . ;npde.

9: ibnd – Integer Input

On entry: specifies which boundary conditions are to be evaluated.

ibnd ¼ 0
bndary must evaluate the left-hand boundary condition at x ¼ a.

ibnd 6¼ 0
bndary must evaluate the right-hand boundary condition at x ¼ b.

10: g½npde� – double Output

On exit: g½i � 1� must contain the ith component of either GL
i or GR

i in (8) and (9),
depending on the value of ibnd, for i ¼ 1; 2; . . . ; npde.

11: ires – Integer * Input/Output

On entry: set to �1 or 1.

On exit: should usually remain unchanged. However, you may set ires to force the
integration function to take certain actions as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.

ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode_remesh (d03psc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.
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12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to bndary.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode_r
emesh (d03psc) you may allocate memory and initialize these pointers with
various quantities for use by bndary when called from nag_pde_parab_1d_cd_o
de_remesh (d03psc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: uvinit – function, supplied by the user External Function

uvinit must supply the initial t ¼ t0ð Þ values of U x; tð Þ and V tð Þ for all values of x in the
interval a � x � b.

The specification of uvinit is:

void uvinit (Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[], Integer ncode,
double v[], Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: npts – Integer Input

On entry: the number of mesh points in the interval [a; b].

3: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

4: x½npts� – const double Input

On entry: the current mesh. x½i � 1� contains the value of xi, for i ¼ 1; 2; . . . ; npts.

5: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling point, �i, for
i ¼ 1; 2; . . . ; nxi.

6: u½npde� npts� – double Output

On exit: if nxi > 0, u½npde� j � 1ð Þ þ i � 1� contains the value of the component
Ui xj ; t0
� �

, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ;npts.

7: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

8: v½ncode� – double Output

On exit: if ncode > 0, v½i � 1� must contain the value of component Vi t0ð Þ, for
i ¼ 1; 2; . . . ; ncode.

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to uvinit.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode_r
emesh (d03psc) you may allocate memory and initialize these pointers with
various quantities for use by uvinit when called from nag_pde_parab_1d_cd_o
de_remesh (d03psc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: u½neqn� – double Input/Output

On entry: if ind ¼ 1 the value of u must be unchanged from the previous call.

On exi t : u½npde� j � 1ð Þ þ i � 1� conta ins the computed solut ion Ui xj ; t
� �

, for
i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts, and u½npts� npdeþ k � 1� contains Vk tð Þ, for
k ¼ 1; 2; . . . ; ncode, all evaluated at t ¼ ts.

9: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.
Constraint: npts 	 3.

10: x½npts� – double Input/Output

On entry: the mesh points in the space direction. x½0� must specify the left-hand boundary, a, and
x½npts� 1� must specify the right-hand boundary, b.

Constraint: x½0� < x½1� < � � � < x½npts� 1�.
On exit: the final values of the mesh points.

11: ncode – Integer Input

On entry: the number of coupled ODE components.

Constraint: ncode 	 0.

12: odedef – function, supplied by the user External Function

odedef must evaluate the functions R, which define the system of ODEs, as given in (4).

odedef will never be called and the NAG defined null void function pointer, NULLFN, can be
supplied in the call to nag_pde_parab_1d_cd_ode_remesh (d03psc).

The specification of odedef is:

void odedef (Integer npde, double t, Integer ncode, const double v[],
const double vdot[], Integer nxi, const double xi[],
const double ucp[], const double ucpx[], const double ucpt[],
double r[], Integer *ires, Nag_Comm *comm)

1: npde – Integer Input

On entry: the number of PDEs in the system.

2: t – double Input

On entry: the current value of the independent variable t.

3: ncode – Integer Input

On entry: the number of coupled ODEs in the system.

d03 – Partial Differential Equations d03psc

Mark 26 d03psc.11



4: v½ncode� – const double Input

On entry: if ncode > 0, v½i � 1� contains the value of the component Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

5: vdot½ncode� – const double Input

On entry: if ncode > 0, vdot½i � 1� contains the value of component _Vi tð Þ, for
i ¼ 1; 2; . . . ; ncode.

6: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

7: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1� contains the ODE/PDE coupling point, �i, for
i ¼ 1; 2; . . . ; nxi.

8: ucp½npde� nxi� – const double Input

On entry: if nxi > 0, ucp½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at the
coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

9: ucpx½npde� nxi� – const double Input

On entry: if nxi > 0, ucpx½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui x; tð Þ
@x

at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

10: ucpt½npde� nxi� – const double Input

On entry: if nxi > 0, ucpt½npde� j � 1ð Þ þ i � 1� contains the value of
@Ui

@t
at the

coupling point x ¼ �j , for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; nxi.

11: r½ncode� – double Output

On exit: r½i � 1� must contain the ith component of R, for i ¼ 1; 2; . . . ; ncode, where R
is defined as

R ¼ L�M _V �NU�t ; ð10Þ

or

R ¼ �M _V �NU�t : ð11Þ

The definition of R is determined by the input value of ires.

12: ires – Integer * Input/Output

On entry: the form of R that must be returned in the array r.

ires ¼ 1
Equation (10) must be used.

ires ¼ �1
Equation (11) must be used.

On exit: should usually remain unchanged. However, you may reset ires to force the
integration function to take certain actions, as described below:

ires ¼ 2
Indicates to the integrator that control should be passed back immediately to the
calling function with the error indicator set to fail:code ¼ NE_USER_STOP.
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ires ¼ 3
Indicates to the integrator that the current time step should be abandoned and a
smaller time step used instead. You may wish to set ires ¼ 3 when a physically
meaningless input or output value has been generated. If you consecutively set
ires ¼ 3, then nag_pde_parab_1d_cd_ode_remesh (d03psc) returns to the calling
function with the error indicator set to fail:code ¼ NE_FAILED_DERIV.

13: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to odedef.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode_r
emesh (d03psc) you may allocate memory and initialize these pointers with
various quantities for use by odedef when called from nag_pde_parab_1d_cd_o
de_remesh (d03psc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

13: nxi – Integer Input

On entry: the number of ODE/PDE coupling points.

Constraints:

if ncode ¼ 0, nxi ¼ 0;
if ncode > 0, nxi 	 0.

14: xi½nxi� – const double Input

On entry: if nxi > 0, xi½i � 1�, for i ¼ 1; 2; . . . ;nxi, must be set to the ODE/PDE coupling points.

Constraint: x½0� � xi½0� < xi½1� < � � � < xi½nxi� 1� � x½npts� 1�.

15: neqn – Integer Input

On entry: the number of ODEs in the time direction.

Constraint: neqn ¼ npde� nptsþ ncode.

16: rtol½dim� – const double Input

Note: the dimension, dim, of the array rtol must be at least

1 when itol ¼ 1 or 2;
neqn when itol ¼ 3 or 4.

On entry: the relative local error tolerance.

Constraint: rtol½i� 1� 	 0:0 for all relevant i.

17: atol½dim� – const double Input

Note: the dimension, dim, of the array atol must be at least

1 when itol ¼ 1 or 3;
neqn when itol ¼ 2 or 4.

On entry: the absolute local error tolerance.

Constraint: atol½i� 1� 	 0:0 for all relevant i.

Note: corresponding elements of rtol and atol cannot both be 0:0.
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18: itol – Integer Input

On entry: a value to indicate the form of the local error test. If ei is the estimated local error for
u½i � 1�, for i ¼ 1; 2; . . . ;neqn, and k k, denotes the norm, then the error test to be satisfied is
eik k < 1:0. itol indicates to nag_pde_parab_1d_cd_ode_remesh (d03psc) whether to interpret
either or both of rtol and atol as a vector or scalar in the formation of the weights wi used in the
calculation of the norm (see the description of norm):

itol rtol atol wi

1 scalar scalar rtol½0� � u½i � 1�j j þ atol½0�
2 scalar vector rtol½0� � u½i � 1�j j þ atol½i � 1�
3 vector scalar rtol½i � 1� � u½i � 1�j j þ atol½0�
4 vector vector rtol½i � 1� � u½i � 1�j j þ atol½i � 1�

Constraint: itol ¼ 1, 2, 3 or 4.

19: norm – Nag_NormType Input

On entry: the type of norm to be used.

norm ¼ Nag OneNorm
Averaged L1 norm.

norm ¼ Nag TwoNorm
Averaged L2 norm.

If Unorm denotes the norm of the vector u of length neqn, then for the averaged L1 norm

Unorm ¼
1

neqn

Xneqn
i¼1

u½i� 1�=wi;

and for the averaged L2 norm

Unorm ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

neqn

Xneqn
i¼1

u½i� 1�=wið Þ2
vuut ;

See the description of itol for the formulation of the weight vector w.

Constraint: norm ¼ Nag OneNorm or Nag TwoNorm.

20: laopt – Nag_LinAlgOption Input

On entry: the type of matrix algebra required.

laopt ¼ Nag LinAlgFull
Full matrix methods to be used.

laopt ¼ Nag LinAlgBand
Banded matrix methods to be used.

laopt ¼ Nag LinAlgSparse
Sparse matrix methods to be used.

Constraint: laopt ¼ Nag LinAlgFull, Nag LinAlgBand or Nag LinAlgSparse.

Note: you are recommended to use the banded option when no coupled ODEs are present
(ncode ¼ 0). Also, the banded option should not be used if the boundary conditions involve
solution components at points other than the boundary and the immediately adjacent two points.

21: algopt½30� – const double Input

On entry: may be set to control various options available in the integrator. If you wish to employ
all the default options, then algopt½0� should be set to 0:0. Default values will also be used for
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any other elements of algopt set to zero. The permissible values, default values, and meanings
are as follows:

algopt½0�
Selects the ODE integration method to be used. If algopt½0� ¼ 1:0, a BDF method is used
and if algopt½0� ¼ 2:0, a Theta method is used. The default is algopt½0� ¼ 1:0.

If algopt½0� ¼ 2:0, then algopt½i � 1�, for i ¼ 2; 3; 4, are not used.

algopt½1�
Specifies the maximum order of the BDF integration formula to be used. algopt½1� may be
1:0, 2:0, 3:0, 4:0 or 5:0. The default value is algopt½1� ¼ 5:0.

algopt½2�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the BDF method. If algopt½2� ¼ 1:0 a modified Newton iteration is used and if
algopt½2� ¼ 2:0 a functional iteration method is used. If functional iteration is selected and
the integrator encounters difficulty, then there is an automatic switch to the modified
Newton iteration. The default value is algopt½2� ¼ 1:0.

algopt½3�
Specifies whether or not the Petzold error test is to be employed. The Petzold error test
results in extra overhead but is more suitable when algebraic equations are present, such as
Pi;j ¼ 0:0, for j ¼ 1; 2; . . . ; npde, for some i or when there is no _Vi tð Þ dependence in the
coupled ODE system. If algopt½3� ¼ 1:0, then the Petzold test is used. If algopt½3� ¼ 2:0,
then the Petzold test is not used. The default value is algopt½3� ¼ 1:0.

If algopt½0� ¼ 1:0, then algopt½i � 1�, for i ¼ 5; 6; 7, are not used.

algopt½4�
Specifies the value of Theta to be used in the Theta integration method.
0:51 � algopt½4� � 0:99. The default value is algopt½4� ¼ 0:55.

algopt½5�
Specifies what method is to be used to solve the system of nonlinear equations arising on
each step of the Theta method. If algopt½5� ¼ 1:0, a modified Newton iteration is used and
if algopt½5� ¼ 2:0, a functional iteration method is used. The default value is
algopt½5� ¼ 1:0.

algopt½6�
Specifies whether or not the integrator is allowed to switch automatically between
modified Newton and functional iteration methods in order to be more efficient. If
algopt½6� ¼ 1:0, then switching is allowed and if algopt½6� ¼ 2:0, then switching is not
allowed. The default value is algopt½6� ¼ 1:0.

algopt½10�
Specifies a point in the time direction, tcrit, beyond which integration must not be
attempted. The use of tcrit is described under the argument itask. If algopt½0� 6¼ 0:0, a
value of 0:0 for algopt½10�, say, should be specified even if itask subsequently specifies
that tcrit will not be used.

algopt½11�
Specifies the minimum absolute step size to be allowed in the time integration. If this
option is not required, algopt½11� should be set to 0:0.

algopt½12�
Specifies the maximum absolute step size to be allowed in the time integration. If this
option is not required, algopt½12� should be set to 0:0.

algopt½13�
Specifies the initial step size to be attempted by the integrator. If algopt½13� ¼ 0:0, then the
initial step size is calculated internally.
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algopt½14�
Specifies the maximum number of steps to be attempted by the integrator in any one call.
If algopt½14� ¼ 0:0, then no limit is imposed.

algopt½22�
Specifies what method is to be used to solve the nonlinear equations at the initial point to
initialize the values of U , Ut, V and _V . If algopt½22� ¼ 1:0, a modified Newton iteration is
used and if algopt½22� ¼ 2:0, functional iteration is used. The default value is
algopt½22� ¼ 1:0.

algopt½28� and algopt½29� are used only for the sparse matrix algebra option, i.e.,
laopt ¼ Nag LinAlgSparse.

algopt½28�
Governs the choice of pivots during the decomposition of the first Jacobian matrix. It
should lie in the range 0:0 < algopt½28� < 1:0, with smaller values biasing the algorithm
towards maintaining sparsity at the expense of numerical stability. If algopt½28� lies
outside the range then the default value is used. If the functions regard the Jacobian matrix
as numerically singular, then increasing algopt½28� towards 1:0 may help, but at the cost of
increased fill-in. The default value is algopt½28� ¼ 0:1.

algopt½29�
Used as the relative pivot threshold during subsequent Jacobian decompositions (see
algopt½28�) below which an internal error is invoked. algopt½29� must be greater than zero,
otherwise the default value is used. If algopt½29� is greater than 1:0 no check is made on
the pivot size, and this may be a necessary option if the Jacobian matrix is found to be
numerically singular (see algopt½28�). The default value is algopt½29� ¼ 0:0001.

22: remesh – Nag_Boolean Input

On entry: indicates whether or not spatial remeshing should be performed.

remesh ¼ Nag TRUE
Indicates that spatial remeshing should be performed as specified.

remesh ¼ Nag FALSE
Indicates that spatial remeshing should be suppressed.

Note: remesh should not be changed between consecutive calls to nag_pde_parab_1d_cd_ode_r
emesh (d03psc). Remeshing can be switched off or on at specified times by using appropriate
values for the arguments nrmesh and trmesh at each call.

23: nxfix – Integer Input

On entry: the number of fixed mesh points.

Constraint: 0 � nxfix � npts� 2.

Note: the end points x½0� and x½npts� 1� are fixed automatically and hence should not be
specified as fixed points.

24: xfix½dim� – const double Input

Note: the dimension, dim, of the array xfix must be at least max 1;nxfixð Þ.
On entry: xfix½i � 1�, for i ¼ 1; 2; . . . ; nxfix, must contain the value of the x coordinate at the ith
fixed mesh point.

Constraints:

xfix½i � 1� < xfix½i�, for i ¼ 1; 2; . . . ;nxfix� 1;
each fixed mesh point must coincide with a user-supplied initial mesh point, that is
xfix½i � 1� ¼ x½j � 1� for some j, 2 � j � npts� 1..

Note: the positions of the fixed mesh points in the array x½npts� 1� remain fixed during
remeshing, and so the number of mesh points between adjacent fixed points (or between fixed
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points and end points) does not change. You should take this into account when choosing the
initial mesh distribution.

25: nrmesh – Integer Input

On entry: specifies the spatial remeshing frequency and criteria for the calculation and adoption
of a new mesh.

nrmesh < 0
Indicates that a new mesh is adopted according to the argument dxmesh. The mesh is
tested every nrmeshj j timesteps.

nrmesh ¼ 0
Indicates that remeshing should take place just once at the end of the first time step
reached when t > trmesh.

nrmesh > 0
Indicates that remeshing will take place every nrmesh time steps, with no testing using
dxmesh.

Note: nrmesh may be changed between consecutive calls to nag_pde_parab_1d_cd_ode_remesh
(d03psc) to give greater flexibility over the times of remeshing.

26: dxmesh – double Input

On entry: determines whether a new mesh is adopted when nrmesh is set less than zero. A
possible new mesh is calculated at the end of every nrmeshj j time steps, but is adopted only if

xnewi > xoldi þ dxmesh� xoldiþ1 � xoldi
� �

or

xnewi < xoldi � dxmesh� xoldi � xoldi�1
� �

dxmesh thus imposes a lower limit on the difference between one mesh and the next.

Constraint: dxmesh 	 0:0.

27: trmesh – double Input

On entry: specifies when remeshing will take place when nrmesh is set to zero. Remeshing will
occur just once at the end of the first time step reached when t is greater than trmesh.

Note: trmesh may be changed between consecutive calls to nag_pde_parab_1d_cd_ode_remesh
(d03psc) to force remeshing at several specified times.

28: ipminf – Integer Input

On entry: the level of trace information regarding the adaptive remeshing.

ipminf ¼ 0
No trace information.

ipminf ¼ 1
Brief summary of mesh characteristics.

ipminf ¼ 2
More detailed information, including old and new mesh points, mesh sizes and monitor
function values.

Constraint: ipminf ¼ 0, 1 or 2.

29: xratio – double Input

On entry: an input bound on the adjacent mesh ratio (greater than 1:0 and typically in the range
1:5 to 3:0). The remeshing functions will attempt to ensure that
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xi � xi�1ð Þ=xratio < xiþ1 � xi < xratio� xi � xi�1ð Þ:
Suggested value: xratio ¼ 1:5.

Constraint: xratio > 1:0.

30: con – double Input

On entry: an input bound on the sub-integral of the monitor function Fmon xð Þ over each space
step. The remeshing functions will attempt to ensure thatZ xiþ1

xi

Fmon xð Þ dx � con
Z xnpts

x1

Fmon xð Þ dx;

(see Furzeland (1984)). con gives you more control over the mesh distribution, e.g., decreasing
con allows more clustering. A typical value is 2:0= npts� 1ð Þ, but you are encouraged to
experiment with different values. Its value is not critical and the mesh should be qualitatively
correct for all values in the range given below.

Suggested value: con ¼ 2:0= npts� 1ð Þ.
Constraint: 0:1= npts� 1ð Þ � con � 10:0= npts� 1ð Þ.

31: monitf – function, supplied by the user External Function

monitf must supply and evaluate a remesh monitor function to indicate the solution behaviour of
interest.

monitf will never be called and the NAG defined null void function pointer, NULLFN, can be
supplied in the call to nag_pde_parab_1d_cd_ode_remesh (d03psc).

The specification of monitf is:

void monitf (double t, Integer npts, Integer npde, const double x[],
const double u[], double fmon[], Nag_Comm *comm)

1: t – double Input

On entry: the current value of the independent variable t.

2: npts – Integer Input

On entry: the number of mesh points in the interval a; b½ �.

3: npde – Integer Input

On entry: the number of PDEs in the system.

4: x½npts� – const double Input

On entry: the current mesh. x½i � 1� contains the value of xi, for i ¼ 1; 2; . . . ; npts.

5: u½npde� npts� – const double Input

On entry: u½npde� j � 1ð Þ þ i � 1� contains the value of Ui x; tð Þ at x ¼ x½j � 1� and
time t, for i ¼ 1; 2; . . . ;npde and j ¼ 1; 2; . . . ; npts.

6: fmon½npts� – double Output

On exit: fmon½i� 1� must contain the value of the monitor function Fmon xð Þ at mesh
point x ¼ x½i� 1�.
Constraint: fmon½i� 1� 	 0:0.
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7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monitf.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_pde_parab_1d_cd_ode_r
emesh (d03psc) you may allocate memory and initialize these pointers with
various quantities for use by monitf when called from nag_pde_parab_1d_cd_o
de_remesh (d03psc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

32: rsave½lrsave� – double Communication Array

If ind ¼ 0, rsave need not be set on entry.

If ind ¼ 1, rsave must be unchanged from the previous call to the function because it contains
required information about the iteration.

33: lrsave – Integer Input

On entry: the dimension of the array rsave. Its size depends on the type of matrix algebra
selected.

If laopt ¼ Nag LinAlgFull, lrsave 	 neqn� neqnþ neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgBand, lrsave 	 3�mlu þ 1ð Þ � neqnþ nwkres þ lenode.

If laopt ¼ Nag LinAlgSparse, lrsave 	 4� neqnþ 11� neqn=2þ 1þ nwkres þ lenode.

Where

mlu is the lower or upper half bandwidths such that
mlu ¼ 3� npde� 1, for PDE problems only (no coupled ODEs); or
mlu ¼ neqn� 1, for coupled PDE/ODE problems.

nwkres ¼
npde� 2� npts þ 6� nxiþ 3� npdeþ 26ð Þ þ nxiþ ncodeþ 7� npts þ nxfixþ 1; when ncode > 0 and nxi > 0; or
npde� 2� npts þ 3� npdeþ 32ð Þ þ ncodeþ 7� npts þ nxfixþ 2; when ncode > 0 and nxi ¼ 0; or
npde� 2� npts þ 3� npdeþ 32ð Þ þ 7� npts þ nxfixþ 3; when ncode ¼ 0:

8<:
lenode ¼ 6þ int algopt½1�ð Þð Þ � neqnþ 50; when the BDF method is used; or

9� neqnþ 50; when the Theta method is used:



Note: when laopt ¼ Nag LinAlgSparse, the value of lrsave may be too small when supplied to
the integrator. An estimate of the minimum size of lrsave is printed on the current error message
unit if itrace > 0 and the function returns with fail:code ¼ NE_INT_2.

34: isave½lisave� – Integer Communication Array

If ind ¼ 0, isave need not be set.

If ind ¼ 1, isave must be unchanged from the previous call to the function because it contains
required information about the iteration. In particular the following components of the array
isave concern the efficiency of the integration:

isave½0�
Contains the number of steps taken in time.

isave½1�
Contains the number of residual evaluations of the resulting ODE system used. One such
evaluation involves evaluating the PDE functions at all the mesh points, as well as one
evaluation of the functions in the boundary conditions.

isave½2�
Contains the number of Jacobian evaluations performed by the time integrator.
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isave½3�
Contains the order of the BDF method last used in the time integration, if applicable.
When the Theta method is used, isave½3� contains no useful information.

isave½4�
Contains the number of Newton iterations performed by the time integrator. Each iteration
involves residual evaluation of the resulting ODE system followed by a back-substitution
using the LU decomposition of the Jacobian matrix.

35: lisave – Integer Input

On entry: the dimension of the array isave. Its size depends on the type of matrix algebra
selected:

if laopt ¼ Nag LinAlgFull, lisave 	 25;

if laopt ¼ Nag LinAlgBand, lisave 	 neqnþ nxfixþ 25;

if laopt ¼ Nag LinAlgSparse, lisave 	 25� neqnþ nxfixþ 25.

Note: when using the sparse option, the value of lisave may be too small when supplied to the
integrator. An estimate of the minimum size of lisave is printed if itrace > 0 and the function
returns with fail:code ¼ NE_INT_2.

36: itask – Integer Input

On entry: the task to be performed by the ODE integrator.

itask ¼ 1
Normal computation of output values u at t ¼ tout (by overshooting and interpolating).

itask ¼ 2
Take one step in the time direction and return.

itask ¼ 3
Stop at first internal integration point at or beyond t ¼ tout.

itask ¼ 4
Normal computation of output values u at t ¼ tout but without overshooting t ¼ tcrit
where tcrit is described under the argument algopt.

itask ¼ 5
Take one step in the time direction and return, without passing tcrit, where tcrit is described
under the argument algopt.

Constraint: itask ¼ 1, 2, 3, 4 or 5.

37: itrace – Integer Input

On entry: the level of trace information required from nag_pde_parab_1d_cd_ode_remesh
(d03psc) and the underlying ODE solver. itrace may take the value �1, 0, 1, 2 or 3.

itrace ¼ �1
No output is generated.

itrace ¼ 0
Only warning messages from the PDE solver are printed.

itrace > 0
Output from the underlying ODE solver is printed . This output contains details of
Jacobian entries, the nonlinear iteration and the time integration during the computation of
the ODE system.

If itrace < �1, then �1 is assumed and similarly if itrace > 3, then 3 is assumed.

The advisory messages are given in greater detail as itrace increases.
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38: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

39: ind – Integer * Input/Output

On entry: indicates whether this is a continuation call or a new integration.

ind ¼ 0
Starts or restarts the integration in time.

ind ¼ 1
Continues the integration after an earlier exit from the function. In this case, only the
arguments tout, fail, nrmesh and trmesh may be reset between calls to nag_pde_par
ab_1d_cd_ode_remesh (d03psc).

Constraint: ind ¼ 0 or 1.

On exit: ind ¼ 1.

40: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

41: saved – Nag_D03_Save * Communication Structure

saved must remain unchanged following a previous call to a Chapter d03 function and prior to
any subsequent call to a Chapter d03 function.

42: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_IN_DOUBT

Integration completed, but small changes in atol or rtol are unlikely to result in a changed
solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_MONIT

fmon is negative at one or more mesh points, or zero mesh spacing has been obtained due to a
poor monitor function.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_DERIV

In setting up the ODE system an internal auxiliary was unable to initialize the derivative. This
could be due to your setting ires ¼ 3 in pdedef, numflx, bndary or odedef.
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NE_FAILED_START

atol and rtol were too small to start integration.

NE_FAILED_STEP

Error during Jacobian formulation for ODE system. Increase itrace for further details.

Repeated errors in an attempted step of underlying ODE solver. Integration was successful as far
as ts: ts ¼ valueh i.
Underlying ODE solver cannot make further progress from the point ts with the supplied values
of atol and rtol. ts ¼ valueh i.

NE_INCOMPAT_PARAM

On entry, con ¼ valueh i, npts ¼ valueh i.
Constraint: con � 10:0= npts� 1ð Þ.
On entry, con ¼ valueh i, npts ¼ valueh i.
Constraint: con 	 0:1= npts� 1ð Þ.
On entry, the point xfix½I � 1� does not coincide with any x½J � 1�: I ¼ valueh i and
xfix½I � 1� ¼ valueh i.

NE_INT

ires set to an invalid value in a call to user-supplied functions pdedef, numflx, bndary or
odedef.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0 or 1.

On entry, ipminf ¼ valueh i.
Constraint: ipminf ¼ 0, 1 or 2.

On entry, itask ¼ valueh i.
Constraint: itask ¼ 1, 2, 3, 4 or 5.

On entry, itol ¼ valueh i.
Constraint: itol ¼ 1, 2, 3 or 4.

On entry, ncode ¼ valueh i.
Constraint: ncode 	 0.

On entry, npde ¼ valueh i.
Constraint: npde 	 1.

On entry, npts ¼ valueh i.
Constraint: npts 	 3.

On entry, nxfix ¼ valueh i.
Constraint: nxfix 	 0.

NE_INT_2

On entry, corresponding elements atol½I � 1� and rtol½J � 1� are both zero: I ¼ valueh i and
J ¼ valueh i.
On entry, lisave is too small: lisave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, lrsave is too small: lrsave ¼ valueh i. Minimum possible dimension: valueh i.
On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi ¼ 0 when ncode ¼ 0.

On entry, ncode ¼ valueh i and nxi ¼ valueh i.
Constraint: nxi 	 0 when ncode > 0.
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On entry, nxfix ¼ valueh i, npts ¼ valueh i.
Constraint: nxfix � npts� 2.

When using the sparse option lisave or lrsave is too small: lisave ¼ valueh i, lrsave ¼ valueh i.

NE_INT_4

On entry, neqn ¼ valueh i, npde ¼ valueh i, npts ¼ valueh i and ncode ¼ valueh i.
Constraint: neqn ¼ npde� nptsþ ncode.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Serious error in internal call to an auxiliary. Increase itrace for further details.

NE_ITER_FAIL

In solving ODE system, the maximum number of steps algopt½14� has been exceeded.
algopt½14� ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, xfix½I � ¼ valueh i and xfix½I � 1� ¼ valueh i.
Constraint: xfix½I � > xfix½I � 1�.
On entry, I ¼ valueh i, xi½I � ¼ valueh i and xi½I � 1� ¼ valueh i.
Constraint: xi½I � > xi½I � 1�.
On entry, mesh points x appear to be badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i
and x½J � 1� ¼ valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, dxmesh ¼ valueh i.
Constraint: dxmesh 	 0:0.

On entry, xratio ¼ valueh i.
Constraint: xratio > 1:0.

NE_REAL_2

On entry, at least one point in xi lies outside x½0�; x½npts� 1�½ �: x½0� ¼ valueh i and
x½npts� 1� ¼ valueh i.
On entry, tout ¼ valueh i and ts ¼ valueh i.
Constraint: tout > ts.

On entry, tout� ts is too small: tout ¼ valueh i and ts ¼ valueh i.
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NE_REAL_ARRAY

On entry, I ¼ valueh i and atol½I � 1� ¼ valueh i.
Constraint: atol½I � 1� 	 0:0.

On entry, I ¼ valueh i and rtol½I � 1� ¼ valueh i.
Constraint: rtol½I � 1� 	 0:0.

NE_REMESH_CHANGED

remesh has been changed between calls to nag_pde_parab_1d_cd_ode_remesh (d03psc).

NE_SING_JAC

Singular Jacobian of ODE system. Check problem formulation.

NE_TIME_DERIV_DEP

The functions P , D, or C appear to depend on time derivatives.

NE_USER_STOP

In evaluating residual of ODE system, ires ¼ 2 has been set in user-supplied functions pdedef,
numflx, bndary or odedef. Integration is successful as far as ts: ts ¼ valueh i.

NE_ZERO_WTS

Zero error weights encountered during time integration.

7 Accuracy

nag_pde_parab_1d_cd_ode_remesh (d03psc) controls the accuracy of the integration in the time
direction but not the accuracy of the approximation in space. The spatial accuracy depends on both the
number of mesh points and on their distribution in space. In the time integration only the local error
over a single step is controlled and so the accuracy over a number of steps cannot be guaranteed. You
should therefore test the effect of varying the accuracy arguments, atol and rtol.

8 Parallelism and Performance

nag_pde_parab_1d_cd_ode_remesh (d03psc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_pde_parab_1d_cd_ode_remesh (d03psc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pde_parab_1d_cd_ode_remesh (d03psc) is designed to solve systems of PDEs in conservative
form, with optional source terms which are independent of space derivatives, and optional second-order
diffusion terms. The use of the function to solve systems which are not naturally in this form is
discouraged, and you are advised to use one of the central-difference scheme functions for such
problems.

You should be aware of the stability limitations for hyperbolic PDEs. For most problems with small
error tolerances the ODE integrator does not attempt unstable time steps, but in some cases a maximum
time step should be imposed using algopt½12�. It is worth experimenting with this argument, particularly
if the integration appears to progress unrealistically fast (with large time steps). Setting the maximum
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time step to the minimum mesh size is a safe measure, although in some cases this may be too
restrictive.

Problems with source terms should be treated with caution, as it is known that for large source terms
stable and reasonable looking solutions can be obtained which are in fact incorrect, exhibiting non-
physical speeds of propagation of discontinuities (typically one spatial mesh point per time step). It is
essential to employ a very fine mesh for problems with source terms and discontinuities, and to check
for non-physical propagation speeds by comparing results for different mesh sizes. Further details and
an example can be found in Pennington and Berzins (1994).

The time taken depends on the complexity of the system, the accuracy requested, and the frequency of
the mesh updates. For a given system with fixed accuracy and mesh-update frequency it is
approximately proportional to neqn.

10 Example

For this function two examples are presented, with a main program and two example problems given in
Example 1 (ex1) and Example 2 (ex2).

Example 1 (ex1)

This example is a simple model of the advection and diffusion of a cloud of material:

@U

@t
þW@U

@x
¼ C@

2U

@x2
;

for x 2 0; 1½ � and t � 0 � 0:3. In this example the constant wind speed W ¼ 1 and the diffusion
coefficient C ¼ 0:002.

The cloud does not reach the boundaries during the time of integration, and so the two (physical)
boundary conditions are simply U 0; tð Þ ¼ U 1; tð Þ ¼ 0:0, and the initial condition is

U x; 0ð Þ ¼ sin 	
x� a
b� a

� �
; a � x � b;

and U x; 0ð Þ ¼ 0 elsewhere, where a ¼ 0:2 and b ¼ 0:4.

The numerical flux is simply F̂ ¼WUL.

The monitor function for remeshing is taken to be the absolute value of the second derivative of U .

Example 2 (ex2)

This example is a linear advection equation with a nonlinear source term and discontinuous initial
profile:

@u

@t
þ @u
@x
¼ �pu u� 1ð Þ u� 1

2

� �
;

for 0 � x � 1 and t 	 0. The discontinuity is modelled by a ramp function of width 0:01 and gradient
100, so that the exact solution at any time t 	 0 is

u x; tð Þ ¼ 1:0þmax min �; 0ð Þ;�1ð Þ;

where � ¼ 100 0:1� xþ tð Þ. The initial profile is given by the exact solution. The characteristic points
into the domain at x ¼ 0 and out of the domain at x ¼ 1, and so a physical boundary condition
u 0; tð Þ ¼ 1 is imposed at x ¼ 0, with a numerical boundary condition at x ¼ 1 which can be specified as
u 1; tð Þ ¼ 0 since the discontinuity does not reach x ¼ 1 during the time of integration.

The numerical flux is simply F̂ ¼ UL at all times.

The remeshing monitor function (described below) is chosen to create an increasingly fine mesh
towards the discontinuity in order to ensure good resolution of the discontinuity, but without loss of
efficiency in the surrounding regions. However, refinement must be limited so that the time step
required for stability does not become unrealistically small. The region of refinement must also keep up
with the discontinuity as it moves across the domain, and hence it cannot be so small that the
discontinuity moves out of the refined region between remeshing.
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The above requirements mean that the use of the first or second spatial derivative of U for the monitor
function is inappropriate; the large relative size of either derivative in the region of the discontinuity
leads to extremely small mesh-spacing in a very limited region, and the solution is then far more
expensive than for a very fine fixed mesh.

An alternative monitor function based on a cosine function proves very successful. It is only semi-
automatic as it requires some knowledge of the solution (for problems without an exact solution an
initial approximate solution can be obtained using a coarse fixed mesh). On each call to monitf the
discontinuity is located by finding the maximum spatial derivative of the solution. On the first call the
desired width of the region of nonzero monitor function is set (this can be changed at a later time if
desired). Then on each call the monitor function is assigned using a cosine function so that it has a
value of one at the discontinuity down to zero at the edges of the predetermined region of refinement,
and zero outside the region. Thus the monitor function and the subsequent refinement are limited, and
the region is large enough to ensure that there is always sufficient refinement at the discontinuity.

10.1 Program Text

/* nag_pde_parab_1d_cd_ode_remesh (d03psc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>

static int ex1(void);
static int ex2(void);

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL uvin1(Integer, Integer, Integer, const double[],
const double[], double[], Integer, double[],
Nag_Comm *);

static void NAG_CALL uvin2(Integer, Integer, Integer, const double[],
const double[], double[], Integer, double[],
Nag_Comm *);

static void NAG_CALL pdef1(Integer, double, double, const double[],
const double[], Integer, const double[],
const double[], double[], double[], double[],
double[], Integer *, Nag_Comm *);

static void NAG_CALL pdef2(Integer, double, double, const double[],
const double[], Integer, const double[],
const double[], double[], double[], double[],
double[], Integer *, Nag_Comm *);

static void NAG_CALL bndry1(Integer, Integer, double, const double[],
const double[], Integer, const double[],
const double[], Integer, double[],
Integer *, Nag_Comm *);

static void NAG_CALL bndry2(Integer, Integer, double, const double[],
const double[], Integer, const double[],
const double[], Integer, double[],
Integer *, Nag_Comm *);
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static void NAG_CALL monit1(double, Integer, Integer, const double[],
const double[], double[], Nag_Comm *);

static void NAG_CALL monit2(double, Integer, Integer, const double[],
const double[], double[], Nag_Comm *);

static void NAG_CALL nmflx1(Integer, double, double, Integer,
const double[], const double[],
const double[], double[], Integer *,
Nag_Comm *, Nag_D03_Save *);

static void NAG_CALL nmflx2(Integer, double, double, Integer,
const double[], const double[],
const double[], double[], Integer *,
Nag_Comm *, Nag_D03_Save *);

#ifdef __cplusplus
}
#endif

static void exact(double, double *, const double *, Integer, Integer);

#define P(I, J) p[npde*((J) -1)+(I) -1]
#define UE(I, J) ue[npde*((J) -1)+(I) -1]
#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UOUT(I, J, K) uout[npde*(intpts*((K) -1)+(J) -1)+(I) -1]

int main(void)
{

Integer exit_status_ex1 = 0;
Integer exit_status_ex2 = 0;

printf("nag_pde_parab_1d_cd_ode_remesh (d03psc) Example Program Results\n");
exit_status_ex1 = ex1();
exit_status_ex2 = ex2();

return (exit_status_ex1 == 0 && exit_status_ex2 == 0) ? 0 : 1;
}

int ex1(void)
{

const Integer npde = 1, npts = 61, ncode = 0, nxi = 0, nxfix = 0, itype = 1;
const Integer neqn = npde * npts + ncode, intpts = 7, lisave =

25 + nxfix + neqn;
const Integer nwkres =

npde * (3 * npts + 3 * npde + 32) + 7 * npts + 3, lenode =
11 * neqn + 50;

const Integer mlu = 3 * npde - 1, lrsave =
(3 * mlu + 1) * neqn + nwkres + lenode;

static double ruser1[5] = { -1.0, -1.0, -1.0, -1.0, -1.0 };
static double xout[7] = { .2, .3, .4, .5, .6, .7, .8 };
double con, dxmesh, tout, trmesh, ts, xratio;
Integer exit_status, i, ind, ipminf, it, itask, itol, itrace, m, nrmesh;
Nag_Boolean remesh;
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0, *u = 0;
double *uout = 0, *x = 0, *xfix = 0, *xi = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser1;

exit_status = 0;

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
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!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(uout = NAG_ALLOC(npde * intpts * itype, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xfix = NAG_ALLOC(1, double)) ||
!(xi = NAG_ALLOC(1, double)) || !(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("\n\nExample 1\n\n");

itrace = 0;
itol = 1;
atol[0] = 1.0e-4;
rtol[0] = 1.0e-4;

printf(" npts = %4" NAG_IFMT "", npts);
printf(" atol = %12.3e", atol[0]);
printf(" rtol = %12.3e\n\n", rtol[0]);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

xfix[0] = 0.0;

/* Set remesh parameters */

remesh = Nag_TRUE;
nrmesh = 3;
dxmesh = 0.0;
trmesh = 0.0;
con = 2.0 / (npts - 1.0);
xratio = 1.5;
ipminf = 0;

xi[0] = 0.0;
ind = 0;
itask = 1;

for (i = 0; i < 30; ++i)
algopt[i] = 0.0;

/* b.d.f. integration */

algopt[0] = 1.0;
algopt[12] = 0.005;

/* Loop over output value of t */

ts = 0.0;
for (it = 0; it < 3; ++it) {

tout = 0.1 * (it + 1);

/* nag_pde_parab_1d_cd_ode_remesh (d03psc).
* General system of convection-diffusion PDEs with source
* terms in conservative form, coupled DAEs, method of
* lines, upwind scheme using numerical flux function based
* on Riemann solver, remeshing, one space variable
*/

nag_pde_parab_1d_cd_ode_remesh(npde, &ts, tout, pdef1, nmflx1, bndry1,
uvin1, u, npts, x, ncode, NULLFN, nxi, xi,
neqn, rtol, atol, itol, Nag_OneNorm,
Nag_LinAlgBand, algopt, remesh, nxfix,
xfix, nrmesh, dxmesh, trmesh, ipminf,
xratio, con, monit1, rsave, lrsave, isave,
lisave, itask, itrace, 0, &ind,
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&comm, &saved, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pde_parab_1d_cd_ode_remesh (d03psc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf(" t = %6.3f\n", ts);
printf(" x ");

for (i = 1; i <= intpts; ++i) {
printf("%9.4f", xout[i - 1]);
printf(i % 7 == 0 || i == 7 ? "\n" : "");

}

/* Interpolate at output points */

m = 0;
/* nag_pde_interp_1d_fd (d03pzc). PDEs, spatial interpolation with
* nag_pde_parab_1d_cd_ode_remesh (d03psc).
*/

nag_pde_interp_1d_fd(npde, m, u, npts, x, xout, intpts, itype, uout,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_interp_1d_fd (d03pzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Approx u ");

for (i = 1; i <= intpts; ++i) {
printf("%9.4f", UOUT(1, i, 1));
printf(i % 7 == 0 || i == 7 ? "\n" : "");

}
printf("\n");

}

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(uout);
NAG_FREE(x);
NAG_FREE(xfix);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uvin1(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[],
Integer ncode, double v[], Nag_Comm *comm)

{
Integer i;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback uvin1, first invocation.)\n");
comm->user[0] = 0.0;

}
for (i = 1; i <= npts; ++i) {
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if (x[i - 1] > 0.2 && x[i - 1] <= 0.4) {
U(1, i) = sin(nag_pi * (5.0 * x[i - 1] - 1.0));

}
else {

U(1, i) = 0.0;
}

}
return;

}

static void NAG_CALL pdef1(Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double c[],
double d[], double s[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback pdef1, first invocation.)\n");
comm->user[1] = 0.0;

}
P(1, 1) = 1.0;
c[0] = 0.002;
d[0] = ux[0];
s[0] = 0.0;

return;
}

static void NAG_CALL bndry1(Integer npde, Integer npts, double t,
const double x[], const double u[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)

{
/* Zero solution at both boundaries */

if (comm->user[2] == -1.0) {
printf("(User-supplied callback bndry1, first invocation.)\n");
comm->user[2] = 0.0;

}
if (ibnd == 0) {

g[0] = U(1, 1);
}
else {

g[0] = U(1, npts);
}
return;

}

static void NAG_CALL monit1(double t, Integer npts, Integer npde,
const double x[], const double u[], double fmon[],
Nag_Comm *comm)

{
double h1, h2, h3;
Integer i;

if (comm->user[3] == -1.0) {
printf("(User-supplied callback monit1, first invocation.)\n");
comm->user[3] = 0.0;

}
for (i = 2; i <= npts - 1; ++i) {

h1 = x[i - 1] - x[i - 2];
h2 = x[i] - x[i - 1];
h3 = 0.5 * (x[i] - x[i - 2]);

/* Second derivatives */

fmon[i - 1] = fabs(((U(1, i + 1) - U(1, i)) / h2 -
(U(1, i) - U(1, i - 1)) / h1) / h3);

}
fmon[0] = fmon[1];

d03psc NAG Library Manual

d03psc.30 Mark 26



fmon[npts - 1] = fmon[npts - 2];

return;
}

static void NAG_CALL nmflx1(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[],
const double uright[], double flux[],
Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
if (comm->user[4] == -1.0) {

printf("(User-supplied callback nmflx1, first invocation.)\n");
comm->user[4] = 0.0;

}
flux[0] = uleft[0];

return;
}

int ex2(void)
{

const Integer npde = 1, npts = 61, ncode = 0, nxi = 0, nxfix = 0, itype = 1;
const Integer neqn = npde * npts + ncode, intpts = 7, lisave =

25 + nxfix + neqn;
const Integer nwkres =

npde * (3 * npts + 3 * npde + 32) + 7 * npts + 3, lenode =
11 * neqn + 50;

const Integer mlu = 3 * npde - 1, lrsave =
(3 * mlu + 1) * neqn + nwkres + lenode;

static double ruser2[5] = { -1.0, -1.0, -1.0, -1.0, -1.0 };
static double xout[7] = { 0., .3, .4, .5, .6, .7, 1. };
double con, dxmesh, tout, trmesh, ts, xratio;
Integer exit_status, i, ind, ipminf, it, itask, itol, itrace, m, nrmesh;
Nag_Boolean remesh;
double *algopt = 0, *atol = 0, *rsave = 0, *rtol = 0, *u = 0, *ue = 0;
double *uout = 0, *x = 0, *xfix = 0, *xi = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser2;

exit_status = 0;

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(npts, double)) ||
!(ue = NAG_ALLOC(npde * intpts, double)) ||
!(uout = NAG_ALLOC(npde * intpts * itype, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xfix = NAG_ALLOC(1, double)) ||
!(xi = NAG_ALLOC(1, double)) || !(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("\n\nExample 2\n\n");

itrace = 0;
itol = 1;
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atol[0] = 5e-4;
rtol[0] = 0.05;
printf(" npts = %4" NAG_IFMT "", npts);
printf(" atol = %12.3e", atol[0]);
printf(" rtol = %12.3e\n\n", rtol[0]);

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

xfix[0] = 0.0;

/* Set remesh parameters */

remesh = Nag_TRUE;
nrmesh = 5;
dxmesh = 0.0;
trmesh = 0.0;
con = 1.0 / (npts - 1.0);
xratio = 1.5;
ipminf = 0;
xi[0] = 0.0;
ind = 0;
itask = 1;

for (i = 0; i < 30; ++i)
algopt[i] = 0.0;

/* Theta integration */

algopt[0] = 2.0;
algopt[5] = 2.0;
algopt[6] = 2.0;

/* Max. time step */

algopt[12] = 0.0025;

ts = 0.0;
for (it = 0; it < 2; ++it) {

tout = 0.2 * (it + 1);

/* nag_pde_parab_1d_cd_ode_remesh (d03psc), see above. */
nag_pde_parab_1d_cd_ode_remesh(npde, &ts, tout, pdef2, nmflx2, bndry2,

uvin2, u, npts, x, ncode, NULLFN, nxi, xi,
neqn, rtol, atol, itol, Nag_OneNorm,
Nag_LinAlgBand, algopt, remesh, nxfix,
xfix, nrmesh, dxmesh, trmesh, ipminf,
xratio, con, monit2, rsave, lrsave, isave,
lisave, itask, itrace, 0, &ind,
&comm, &saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd_ode_remesh (d03psc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf(" t = %6.3f\n", ts);
printf(" x Approx u Exact u\n\n");

/* Interpolate at output points */

m = 0;
/* nag_pde_interp_1d_fd (d03pzc), see above. */
nag_pde_interp_1d_fd(npde, m, u, npts, x, xout, intpts, itype, uout,

&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_interp_1d_fd (d03pzc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Check against exact solution */

exact(tout, ue, xout, npde, intpts);
for (i = 1; i <= intpts; ++i) {

printf(" %9.4f", xout[i - 1]);
printf(" %9.4f", UOUT(1, i, 1));
printf(" %9.4f\n", UE(1, i));

}
}

printf(" Number of integration steps in time = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations =%6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n\n", isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rsave);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(ue);
NAG_FREE(uout);
NAG_FREE(x);
NAG_FREE(xfix);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL uvin2(Integer npde, Integer npts, Integer nxi,
const double x[], const double xi[], double u[],
Integer ncode, double v[], Nag_Comm *comm)

{
double t;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback uvin2, first invocation.)\n");
comm->user[0] = 0.0;

}
t = 0.0;
exact(t, u, x, npde, npts);

return;
}

static void NAG_CALL pdef2(Integer npde, double t, double x, const double u[],
const double ux[], Integer ncode, const double v[],
const double vdot[], double p[], double c[],
double d[], double s[], Integer *ires,
Nag_Comm *comm)

{
if (comm->user[1] == -1.0) {

printf("(User-supplied callback pdef2, first invocation.)\n");
comm->user[1] = 0.0;

}
P(1, 1) = 1.0;
c[0] = 0.0;
d[0] = 0.0;
s[0] = -100.0 * u[0] * (u[0] - 1.0) * (u[0] - 0.5);

return;
}

static void NAG_CALL bndry2(Integer npde, Integer npts, double t,
const double x[], const double u[],
Integer ncode, const double v[],
const double vdot[], Integer ibnd, double g[],
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Integer *ires, Nag_Comm *comm)
{

/* Solution known to be constant at both boundaries */

double ue[1];

if (comm->user[2] == -1.0) {
printf("(User-supplied callback bndry2, first invocation.)\n");
comm->user[2] = 0.0;

}
if (ibnd == 0) {

exact(t, ue, &x[0], npde, 1);
g[0] = UE(1, 1) - U(1, 1);

}
else {

exact(t, ue, &x[npts - 1], npde, 1);
g[0] = UE(1, 1) - U(1, npts);

}

return;
}

static void NAG_CALL nmflx2(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[],
const double uright[], double flux[],
Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
if (comm->user[3] == -1.0) {

printf("(User-supplied callback nmflx2, first invocation.)\n");
comm->user[3] = 0.0;

}
flux[0] = uleft[0];

return;
}

static void NAG_CALL monit2(double t, Integer npts, Integer npde,
const double x[], const double u[],
double fmon[], Nag_Comm *comm)

{
static double xa = 0.0;
static Integer icount = 0;
double h1, ux, uxmax, xl, xleft, xmax, xr, xright;
Integer i;

if (comm->user[4] == -1.0) {
printf("(User-supplied callback monit2, first invocation.)\n");
comm->user[4] = 0.0;

}
/* Locate shock */

uxmax = 0.0;
xmax = 0.0;
for (i = 2; i <= npts - 1; ++i) {

h1 = x[i - 1] - x[i - 2];
ux = fabs((U(1, i) - U(1, i - 1)) / h1);
if (ux > uxmax) {

uxmax = ux;
xmax = x[i - 1];

}
}

/* Assign width (on first call only) */

if (icount == 0) {
icount = 1;
xleft = xmax - x[0];
xright = x[npts - 1] - xmax;
if (xleft > xright) {

xa = xright;
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}
else {

xa = xleft;
}

}
xl = xmax - xa;
xr = xmax + xa;

/* Assign monitor function */

for (i = 0; i < npts; ++i) {
if (x[i] > xl && x[i] < xr) {

fmon[i] = 1.0 + cos(nag_pi * (x[i] - xmax) / xa);
}
else {

fmon[i] = 0.0;
}

}
return;

}

static void exact(double t, double *u, const double *x, Integer npde,
Integer npts)

{
/* Exact solution (for comparison and b.c. purposes) */

double del, psi, rm, rn, s;
Integer i;
s = 0.1;
del = 0.01;
rm = -1.0 / del;
rn = s / del + 1.0;

for (i = 1; i <= npts; ++i) {
psi = x[i - 1] - t;
if (psi < s) {

U(1, i) = 1.0;
}
else if (psi > del + s) {

U(1, i) = 0.0;
}
else {

U(1, i) = rm * psi + rn;
}

}
return;

}

10.2 Program Data

None.

10.3 Program Results

nag_pde_parab_1d_cd_ode_remesh (d03psc) Example Program Results

Example 1

npts = 61 atol = 1.000e-04 rtol = 1.000e-04

(User-supplied callback uvin1, first invocation.)
(User-supplied callback monit1, first invocation.)
(User-supplied callback bndry1, first invocation.)
(User-supplied callback pdef1, first invocation.)
(User-supplied callback nmflx1, first invocation.)
t = 0.100
x 0.2000 0.3000 0.4000 0.5000 0.6000 0.7000 0.8000
Approx u 0.0000 0.1198 0.9461 0.1182 0.0000 0.0000 0.0000

d03 – Partial Differential Equations d03psc

Mark 26 d03psc.35



t = 0.200
x 0.2000 0.3000 0.4000 0.5000 0.6000 0.7000 0.8000
Approx u 0.0000 0.0007 0.1631 0.9015 0.1629 0.0001 0.0000

t = 0.300
x 0.2000 0.3000 0.4000 0.5000 0.6000 0.7000 0.8000
Approx u 0.0000 0.0000 0.0025 0.1924 0.8596 0.1946 0.0002

Number of integration steps in time = 92
Number of function evaluations = 443
Number of Jacobian evaluations = 39
Number of iterations = 231

Example 2

npts = 61 atol = 5.000e-04 rtol = 5.000e-02

(User-supplied callback uvin2, first invocation.)
(User-supplied callback monit2, first invocation.)
(User-supplied callback bndry2, first invocation.)
(User-supplied callback pdef2, first invocation.)
(User-supplied callback nmflx2, first invocation.)
t = 0.200

x Approx u Exact u

0.0000 1.0000 1.0000
0.3000 0.9536 1.0000
0.4000 0.0000 0.0000
0.5000 0.0000 0.0000
0.6000 0.0000 0.0000
0.7000 -0.0000 0.0000
1.0000 0.0000 0.0000

t = 0.400
x Approx u Exact u

0.0000 1.0000 1.0000
0.3000 1.0000 1.0000
0.4000 1.0000 1.0000
0.5000 0.9750 1.0000
0.6000 -0.0000 0.0000
0.7000 0.0000 0.0000
1.0000 -0.0000 0.0000

Number of integration steps in time = 672
Number of function evaluations = 1515
Number of Jacobian evaluations = 1
Number of iterations = 2
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Example Program 1
Advection and Diffusion of a Cloud of Material

u(
x,

t)
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Example Program 2
Linear Advection Equation with Non-linear Source Term

u(
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NAG Library Function Document

nag_pde_parab_1d_euler_roe (d03puc)

1 Purpose

nag_pde_parab_1d_euler_roe (d03puc) calculates a numerical flux function using Roe's Approximate
Riemann Solver for the Euler equations in conservative form. It is designed primarily for use with the
upwind discretization schemes nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) or
nag_pde_parab_1d_cd_ode_remesh (d03psc), but may also be applicable to other conservative upwind
schemes requiring numerical flux functions.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_euler_roe (const double uleft[],
const double uright[], double gamma, double flux[], Nag_D03_Save *saved,
NagError *fail)

3 Description

nag_pde_parab_1d_euler_roe (d03puc) calculates a numerical flux function at a single spatial point
using Roe's Approximate Riemann Solver (see Roe (1981)) for the Euler equations (for a perfect gas) in
conservative form. You must supply the left and right solution values at the point where the numerical
flux is required, i.e., the initial left and right states of the Riemann problem defined below.

In the functions nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_par
ab_1d_cd_ode_remesh (d03psc), the left and right solution values are derived automatically from the
solution values at adjacent spatial points and supplied to the function argument numflx from which you
may call nag_pde_parab_1d_euler_roe (d03puc).

The Euler equations for a perfect gas in conservative form are:

@U

@t
þ @F
@x
¼ 0; ð1Þ

with

U ¼
�
m
e

24 35 and F ¼
m

m2

� þ � � 1ð Þ e� m2

2�

� �
me
� þ m

� � � 1ð Þ e� m2

2�

� �
2664

3775; ð2Þ

where � is the density, m is the momentum, e is the specific total energy, and � is the (constant) ratio of
specific heats. The pressure p is given by

p ¼ � � 1ð Þ e� �u
2

2

� �
; ð3Þ

where u ¼ m=� is the velocity.

The funct ion calcula tes the Roe approximat ion to the numerica l flux funct ion
F UL; URð Þ ¼ F U� UL; URð Þð Þ, where U ¼ UL and U ¼ UR are the left and right solution values, and
U� UL; URð Þ is the intermediate state ! 0ð Þ arising from the similarity solution U y; tð Þ ¼ ! y=tð Þ of the
Riemann problem defined by

@U

@t
þ @F
@y
¼ 0; ð4Þ
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with U and F as in (2), and initial piecewise constant values U ¼ UL for y < 0 and U ¼ UR for y > 0.
The spatial domain is �1 < y <1, where y ¼ 0 is the point at which the numerical flux is required.
This implementation of Roe's scheme for the Euler equations uses the so-called argument-vector
method described in Roe (1981).

4 References

LeVeque R J (1990) Numerical Methods for Conservation Laws BirkhÌuser Verlag

Quirk J J (1994) A contribution to the great Riemann solver debate Internat. J. Numer. Methods Fluids
18 555–574

Roe P L (1981) Approximate Riemann solvers, parameter vectors, and difference schemes J. Comput.
Phys. 43 357–372

5 Arguments

1: uleft½3� – const double Input

On entry: uleft½i � 1� must contain the left value of the component Ui, for i ¼ 1; 2; 3. That is,
uleft½0� must contain the left value of �, uleft½1� must contain the left value of m and uleft½2�
must contain the left value of e.

Constraints:

uleft½0� 	 0:0;
Left pressure, pl 	 0:0, where pl is calculated using (3).

2: uright½3� – const double Input

On entry: uright½i � 1� must contain the right value of the component Ui, for i ¼ 1; 2; 3. That is,
uright½0� must contain the right value of �, uright½1� must contain the right value of m and
uright½2� must contain the right value of e.

Constraints:

uright½0� 	 0:0;
Right pressure, pr 	 0:0, where pr is calculated using (3).

3: gamma – double Input

On entry: the ratio of specific heats, �.

Constraint: gamma > 0:0.

4: flux½3� – double Output

On exit: flux½i � 1� contains the numerical flux component F̂i, for i ¼ 1; 2; 3.

5: saved – Nag_D03_Save * Communication Structure

saved may contain data concerning the computation required by nag_pde_parab_1d_euler_roe
(d03puc) as passed through to numflx from one of the integrator functions nag_pde_parab_1d_cd
(d03pfc), nag_pde_parab_1d_cd_ode (d03plc) or nag_pde_parab_1d_cd_ode_remesh (d03psc).
You should not change the components of saved.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

Left pressure value pl < 0:0: pl ¼ valueh i.
On entry, gamma ¼ valueh i.
Constraint: gamma > 0:0.

On entry, uleft½0� ¼ valueh i.
Constraint: uleft½0� 	 0:0.

On entry, uright½0� ¼ valueh i.
Constraint: uright½0� 	 0:0.

Right pressure value pr < 0:0: pr ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_euler_roe (d03puc) performs an exact calculation of the Roe numerical flux
function, and so the result will be accurate to machine precision.

8 Parallelism and Performance

nag_pde_parab_1d_euler_roe (d03puc) is not threaded in any implementation.

9 Further Comments

nag_pde_parab_1d_euler_roe (d03puc) must only be used to calculate the numerical flux for the Euler
equations in exactly the form given by (2), with uleft½i � 1� and uright½i � 1� containing the left and
right values of �;m and e, for i ¼ 1; 2; 3, respectively. It should be noted that Roe's scheme, in common
with all Riemann solvers, may be unsuitable for some problems (see Quirk (1994) for examples). In
particular Roe's scheme does not satisfy an ‘entropy condition’ which guarantees that the approximate
solution of the PDE converges to the correct physical solution, and hence it may admit non-physical
solutions such as expansion shocks. The algorithm used in this function does not detect or correct any
entropy violation. The time taken is independent of the input arguments.
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10 Example

See Section 10 in nag_pde_parab_1d_cd_ode (d03plc).
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NAG Library Function Document

nag_pde_parab_1d_euler_osher (d03pvc)

1 Purpose

nag_pde_parab_1d_euler_osher (d03pvc) calculates a numerical flux function using Osher's Approx-
imate Riemann Solver for the Euler equations in conservative form. It is designed primarily for use with
the upwind discretization schemes nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc)
or nag_pde_parab_1d_cd_ode_remesh (d03psc), but may also be applicable to other conservative
upwind schemes requiring numerical flux functions.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_euler_osher (const double uleft[],
const double uright[], double gamma, Nag_OsherVersion path,
double flux[], Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_euler_osher (d03pvc) calculates a numerical flux function at a single spatial point
using Osher's Approximate Riemann Solver (see Hemker and Spekreijse (1986) and Pennington and
Berzins (1994)) for the Euler equations (for a perfect gas) in conservative form. You must supply the
left and right solution values at the point where the numerical flux is required, i.e., the initial left and
right states of the Riemann problem defined below. In the functions nag_pde_parab_1d_cd (d03pfc),
nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_parab_1d_cd_ode_remesh (d03psc), the left and right
solution values are derived automatically from the solution values at adjacent spatial points and
supplied to the function argument numflx from which you may call nag_pde_parab_1d_euler_osher
(d03pvc).

The Euler equations for a perfect gas in conservative form are:

@U

@t
þ @F
@x
¼ 0; ð1Þ

with

U ¼
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e
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where � is the density, m is the momentum, e is the specific total energy, and � is the (constant) ratio of
specific heats. The pressure p is given by

p ¼ � � 1ð Þ e� �u
2

2

� �
; ð3Þ

where u ¼ m=� is the velocity.

The funct ion calculates the Osher approximation to the numerical flux function
F UL; URð Þ ¼ F U� UL; URð Þð Þ, where U ¼ UL and U ¼ UR are the left and right solution values, and
U� UL; URð Þ is the intermediate state ! 0ð Þ arising from the similarity solution U y; tð Þ ¼ ! y=tð Þ of the
Riemann problem defined by

@U

@t
þ @F
@y
¼ 0; ð4Þ
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with U and F as in (2), and initial piecewise constant values U ¼ UL for y < 0 and U ¼ UR for y > 0.
The spatial domain is �1 < y <1, where y ¼ 0 is the point at which the numerical flux is required.
Osher's solver carries out an integration along a path in the phase space of U consisting of subpaths
which are piecewise parallel to the eigenvectors of the Jacobian of the PDE system. There are two
variants of the Osher solver termed O (original) and P (physical), which differ in the order in which the
subpaths are taken. The P-variant is generally more efficient, but in some rare cases may fail (see
Hemker and Spekreijse (1986) for details). The argument path specifies which variant is to be used.
The algorithm for Osher's solver for the Euler equations is given in detail in the Appendix of
Pennington and Berzins (1994).

4 References

Hemker P W and Spekreijse S P (1986) Multiple grid and Osher's scheme for the efficient solution of
the steady Euler equations Applied Numerical Mathematics 2 475–493

Pennington S V and Berzins M (1994) New NAG Library software for first-order partial differential
equations ACM Trans. Math. Softw. 20 63–99

Quirk J J (1994) A contribution to the great Riemann solver debate Internat. J. Numer. Methods Fluids
18 555–574

5 Arguments

1: uleft½3� – const double Input

On entry: uleft½i � 1� must contain the left value of the component Ui, for i ¼ 1; 2; 3. That is,
uleft½0� must contain the left value of �, uleft½1� must contain the left value of m and uleft½2�
must contain the left value of e.

Constraints:

uleft½0� 	 0:0;
Left pressure, pl 	 0:0, where pl is calculated using (3).

2: uright½3� – const double Input

On entry: uright½i � 1� must contain the right value of the component Ui, for i ¼ 1; 2; 3. That is,
uright½0� must contain the right value of �, uright½1� must contain the right value of m and
uright½2� must contain the right value of e.

Constraints:

uright½0� 	 0:0;
Right pressure, pr 	 0:0, where pr is calculated using (3).

3: gamma – double Input

On entry: the ratio of specific heats, �.

Constraint: gamma > 0:0.

4: path – Nag_OsherVersion Input

On entry: the variant of the Osher scheme.

path ¼ Nag OsherOriginal
Original.

path ¼ Nag OsherPhysical
Physical.

Constraint: path ¼ Nag OsherOriginal or Nag OsherPhysical.
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5: flux½3� – double Output

On exit: flux½i � 1� contains the numerical flux component F̂i, for i ¼ 1; 2; 3.

6: saved – Nag_D03_Save * Communication Structure

saved may contain data concerning the computation required by nag_pde_parab_1d_euler_osher
(d03pvc) as passed through to numflx from one of the integrator functions nag_pde_parab_1d_cd
(d03pfc), nag_pde_parab_1d_cd_ode (d03plc) or nag_pde_parab_1d_cd_ode_remesh (d03psc).
You should not change the components of saved.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

Left pressure value pl < 0:0: pl ¼ valueh i.
On entry, gamma ¼ valueh i.
Constraint: gamma > 0:0.

On entry, uleft½0� ¼ valueh i.
Constraint: uleft½0� 	 0:0.

On entry, uright½0� ¼ valueh i.
Constraint: uright½0� 	 0:0.

Right pressure value pr < 0:0: pr ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_euler_osher (d03pvc) performs an exact calculation of the Osher numerical flux
function, and so the result will be accurate to machine precision.

8 Parallelism and Performance

nag_pde_parab_1d_euler_osher (d03pvc) is not threaded in any implementation.
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9 Further Comments

nag_pde_parab_1d_euler_osher (d03pvc) must only be used to calculate the numerical flux for the Euler
equations in exactly the form given by (2), with uleft½i � 1� and uright½i � 1� containing the left and
right values of �;m and e, for i ¼ 1; 2; 3, respectively. It should be noted that Osher's scheme, in
common with all Riemann solvers, may be unsuitable for some problems (see Quirk (1994) for
examples). The time taken depends on the input argument path and on the left and right solution
values, since inclusion of each subpath depends on the signs of the eigenvalues. In general this cannot
be determined in advance.

10 Example

See Section 10 in nag_pde_parab_1d_cd_ode (d03plc).
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NAG Library Function Document

nag_pde_parab_1d_euler_hll (d03pwc)

1 Purpose

nag_pde_parab_1d_euler_hll (d03pwc) calculates a numerical flux function using a modified HLL
(Harten–Lax–van Leer) Approximate Riemann Solver for the Euler equations in conservative form. It
is designed primarily for use with the upwind discretization schemes nag_pde_parab_1d_cd (d03pfc),
nag_pde_parab_1d_cd_ode (d03plc) or nag_pde_parab_1d_cd_ode_remesh (d03psc), but may also be
applicable to other conservative upwind schemes requiring numerical flux functions.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_euler_hll (const double uleft[],
const double uright[], double gamma, double flux[], Nag_D03_Save *saved,
NagError *fail)

3 Description

nag_pde_parab_1d_euler_hll (d03pwc) calculates a numerical flux function at a single spatial point
using a modified HLL (Harten–Lax–van Leer) Approximate Riemann Solver (see Toro (1992), Toro
(1996) and Toro et al. (1994)) for the Euler equations (for a perfect gas) in conservative form. You
must supply the left and right solution values at the point where the numerical flux is required, i.e., the
initial left and right states of the Riemann problem defined below. In nag_pde_parab_1d_cd (d03pfc),
nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_parab_1d_cd_ode_remesh (d03psc), the left and right
solution values are derived automatically from the solution values at adjacent spatial points and
supplied to the function argument numflx from which you may call nag_pde_parab_1d_euler_hll
(d03pwc).

The Euler equations for a perfect gas in conservative form are:
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þ @F
@x
¼ 0; ð1Þ

with

U ¼
�
m
e

24 35 and F ¼
m

m2

� þ � � 1ð Þ e� m2

2�

� �
me
� þ m

� � � 1ð Þ e� m2

2�

� �
2664

3775; ð2Þ

where � is the density, m is the momentum, e is the specific total energy and � is the (constant) ratio of
specific heats. The pressure p is given by

p ¼ � � 1ð Þ e� �u
2

2

� �
; ð3Þ

where u ¼ m=� is the velocity.

The function calculates an approximation to the numerical flux function F UL;URð Þ ¼ F U� UL;URð Þð Þ,
where U ¼ UL and U ¼ UR are the left and right solution values, and U� UL; URð Þ is the intermediate
state ! 0ð Þ arising from the similarity solution U y; tð Þ ¼ ! y=tð Þ of the Riemann problem defined by

@U

@t
þ @F
@y
¼ 0; ð4Þ
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with U and F as in (2), and initial piecewise constant values U ¼ UL for y < 0 and U ¼ UR for y > 0.
The spatial domain is �1 < y <1, where y ¼ 0 is the point at which the numerical flux is required.

4 References

Toro E F (1992) The weighted average flux method applied to the Euler equations Phil. Trans. R. Soc.
Lond. A341 499–530

Toro E F (1996) Riemann Solvers and Upwind Methods for Fluid Dynamics Springer–Verlag

Toro E F, Spruce M and Spears W (1994) Restoration of the contact surface in the HLL Riemann solver
J. Shock Waves 4 25–34

5 Arguments

1: uleft½3� – const double Input

On entry: uleft½i � 1� must contain the left value of the component Ui, for i ¼ 1; 2; 3. That is,
uleft½0� must contain the left value of �, uleft½1� must contain the left value of m and uleft½2�
must contain the left value of e.

Constraints:

uleft½0� 	 0:0;
Left pressure, pl 	 0:0, where pl is calculated using (3).

2: uright½3� – const double Input

On entry: uright½i � 1� must contain the right value of the component Ui, for i ¼ 1; 2; 3. That is,
uright½0� must contain the right value of �, uright½1� must contain the right value of m and
uright½2� must contain the right value of e.

Constraints:

uright½0� 	 0:0;
Right pressure, pr 	 0:0, where pr is calculated using (3).

3: gamma – double Input

On entry: the ratio of specific heats, �.

Constraint: gamma > 0:0.

4: flux½3� – double Output

On exit: flux½i � 1� contains the numerical flux component F̂i, for i ¼ 1; 2; 3.

5: saved – Nag_D03_Save * Communication Structure

saved may contain data concerning the computation required by nag_pde_parab_1d_euler_hll
(d03pwc) as passed through to numflx from one of the integrator functions nag_pde_par
ab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) or nag_pde_parab_1d_cd_ode_remesh
(d03psc). You should not change the components of saved.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

Left pressure value pl < 0:0: pl ¼ valueh i.
On entry, gamma ¼ valueh i.
Constraint: gamma > 0:0.

On entry, uleft½0� ¼ valueh i.
Constraint: uleft½0� 	 0:0.

On entry, uright½0� ¼ valueh i.
Constraint: uright½0� 	 0:0.

Right pressure value pr < 0:0: pr ¼ valueh i.

7 Accuracy

nag_pde_parab_1d_euler_hll (d03pwc) performs an exact calculation of the HLL (Harten–Lax–van
Leer) numerical flux function, and so the result will be accurate to machine precision.

8 Parallelism and Performance

nag_pde_parab_1d_euler_hll (d03pwc) is not threaded in any implementation.

9 Further Comments

nag_pde_parab_1d_euler_hll (d03pwc) must only be used to calculate the numerical flux for the Euler
equations in exactly the form given by (2), with uleft½i � 1� and uright½i � 1� containing the left and
right values of �;m and e, for i ¼ 1; 2; 3, respectively. The time taken is independent of the input
arguments.

10 Example

This example uses nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_parab_1d_euler_hll (d03pwc) to
solve the Euler equations in the domain 0 � x � 1 for 0 < t � 0:035 with initial conditions for the
primitive variables � x; tð Þ, u x; tð Þ and p x; tð Þ given by
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� x; 0ð Þ ¼ 5:99924; u x; 0ð Þ ¼ 19:5975; p x; 0ð Þ ¼ 460:894; for x < 0:5;
� x; 0ð Þ ¼ 5:99242; u x; 0ð Þ ¼ �6:19633; p x; 0ð Þ ¼ 46:095; for x > 0:5:

This test problem is taken from Toro (1996) and its solution represents the collision of two strong
shocks travelling in opposite directions, consisting of a left facing shock (travelling slowly to the right),
a right travelling contact discontinuity and a right travelling shock wave. There is an exact solution to
this problem (see Toro (1996)) but the calculation is lengthy and has therefore been omitted.

10.1 Program Text

/* nag_pde_parab_1d_euler_hll (d03pwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>

/* Structure to communicate with user-supplied function arguments */

struct user
{

double elo, ero, rlo, rro, ulo, uro, gamma;
};

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL bndary(Integer, Integer, double, const double[],
const double[], Integer, const double[],
const double[], Integer, double[], Integer *,
Nag_Comm *);

static void NAG_CALL numflx(Integer, double, double, Integer,
const double[], const double[], const double[],
double[], Integer *, Nag_Comm *,
Nag_D03_Save *);

#ifdef __cplusplus
}
#endif

#define UE(I, J) ue[npde*((J) -1)+(I) -1]
#define U(I, J) u[npde*((J) -1)+(I) -1]

int main(void)
{

const Integer npde = 3, npts = 141, ncode = 0, nxi = 0;
const Integer neqn = npde * npts + ncode, lisave = neqn + 24, intpts = 9;
const Integer nwkres =

npde * (2 * npts + 3 * npde + 32) + 7 * npts + 4, lenode =
9 * neqn + 50;

const Integer mlu = 3 * npde - 1, lrsave =
(3 * mlu + 1) * neqn + nwkres + lenode;

double d, p, tout, ts, v;
Integer exit_status, i, ind, itask, itol, itrace, k;
double *algopt = 0, *atol = 0, *rtol = 0, *rsave = 0, *u = 0, *ue = 0;
double *x = 0, *xi = 0;
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Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;
struct user data;

INIT_FAIL(fail);

exit_status = 0;

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(ue = NAG_ALLOC(npde * intpts, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xi = NAG_ALLOC(1, double)) || !(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

printf("nag_pde_parab_1d_euler_hll (d03pwc) Example Program Results\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Problem parameters */

data.gamma = 1.4;
data.rlo = 5.99924;
data.rro = 5.99242;
data.ulo = 5.99924 * 19.5975;
data.uro = -5.99242 * 6.19633;
data.elo =

460.894 / (data.gamma - 1.0) + 0.5 * data.rlo * 19.5975 * 19.5975;
data.ero = 46.095 / (data.gamma - 1.0) + 0.5 * data.rro * 6.19633 * 6.19633;
comm.p = (Pointer) &data;

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

/* Initial values */

for (i = 1; i <= npts; ++i) {
if (x[i - 1] < 0.5) {

U(1, i) = data.rlo;
U(2, i) = data.ulo;
U(3, i) = data.elo;

}
else if (x[i - 1] == 0.5) {

U(1, i) = 0.5 * (data.rlo + data.rro);
U(2, i) = 0.5 * (data.ulo + data.uro);
U(3, i) = 0.5 * (data.elo + data.ero);

}
else {

U(1, i) = data.rro;
U(2, i) = data.uro;
U(3, i) = data.ero;

}
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}

itrace = 0;
itol = 1;
atol[0] = 0.005;
rtol[0] = 5e-4;
xi[0] = 0.0;
ind = 0;
itask = 1;

for (i = 0; i < 30; ++i)
algopt[i] = 0.0;

/* Theta integration */

algopt[0] = 2.0;
algopt[5] = 2.0;
algopt[6] = 2.0;

/* Max. time step */

algopt[12] = 0.005;

ts = 0.0;
tout = 0.035;

/* nag_pde_parab_1d_cd_ode (d03plc).
* General system of convection-diffusion PDEs with source
* terms in conservative form, coupled DAEs, method of
* lines, upwind scheme using numerical flux function based
* on Riemann solver, one space variable
*/

nag_pde_parab_1d_cd_ode(npde, &ts, tout, NULLFN, numflx, bndary, u, npts,
x, ncode, NULLFN, nxi, xi, neqn, rtol, atol, itol,
Nag_TwoNorm, Nag_LinAlgBand, algopt, rsave, lrsave,
isave, lisave, itask, itrace, 0, &ind, &comm,
&saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd_ode (d03plc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n t = %6.3f\n\n", ts);
printf("%15s%18s%22s\n", "d", "v", "p");
printf("%3s%10s%9s%9s%9s%11s%11s\n", "x", "Approx", "Exact",

"Approx", "Exact", "Approx", "Exact");

/* Read exact data at output points */

for (i = 1; i <= intpts; ++i) {
#ifdef _WIN32

scanf_s("%lf", &UE(1, i));
#else

scanf("%lf", &UE(1, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &UE(2, i));
#else

scanf("%lf", &UE(2, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &UE(3, i));
#else

scanf("%lf", &UE(3, i));
#endif

}

/* Calculate density, velocity and pressure */
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k = 0;
for (i = 15; i <= 127; i += 14) {

++k;
d = U(1, i);
v = U(2, i) / d;
p = d * (data.gamma - 1.0) * (U(3, i) / d - 0.5 * v * v);
printf("%4.1f", x[i - 1]);
printf("%9.4f", d);
printf("%9.4f", UE(1, k));
printf("%9.4f", v);
printf("%9.4f", UE(2, k));
printf("%13.4e", p);
printf("%13.4e\n", UE(3, k));

}

printf("\n");
printf(" Number of time steps = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations = %6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n", isave[4]);

END:
NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(ue);
NAG_FREE(rsave);
NAG_FREE(x);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL bndary(Integer npde, Integer npts, double t,
const double x[], const double u[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)

{
struct user *data = (struct user *) comm->p;

if (ibnd == 0) {
g[0] = U(1, 1) - data->rlo;
g[1] = U(2, 1) - data->ulo;
g[2] = U(3, 1) - data->elo;

}
else {

g[0] = U(1, npts) - data->rro;
g[1] = U(2, npts) - data->uro;
g[2] = U(3, npts) - data->ero;

}
return;

}

static void NAG_CALL numflx(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[],
const double uright[], double flux[],
Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
struct user *data = (struct user *) comm->p;
NagError fail;

INIT_FAIL(fail);
/* nag_pde_parab_1d_euler_hll (d03pwc).
* Modified HLL Riemann solver for Euler equations in
* conservative form, for use with nag_pde_parab_1d_cd
* (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) and
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* nag_pde_parab_1d_cd_ode_remesh (d03psc)
*/

nag_pde_parab_1d_euler_hll(uleft, uright, data->gamma, flux, saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_euler_hll (d03pwc).\n%s\n",

fail.message);
}

return;
}

10.2 Program Data

nag_pde_parab_1d_euler_hll (d03pwc) Example Program Data
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.1428E+02 0.8690E+01 0.1692E+04
0.1428E+02 0.8690E+01 0.1692E+04
0.1428E+02 0.8690E+01 0.1692E+04
0.3104E+02 0.8690E+01 0.1692E+04

10.3 Program Results

nag_pde_parab_1d_euler_hll (d03pwc) Example Program Results

t = 0.035

d v p
x Approx Exact Approx Exact Approx Exact

0.1 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.2 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.3 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.4 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.5 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.6 14.2215 14.2800 8.6581 8.6900 1.6872e+03 1.6920e+03
0.7 14.2553 14.2800 8.6697 8.6900 1.6881e+03 1.6920e+03
0.8 19.4441 14.2800 8.6783 8.6900 1.6905e+03 1.6920e+03
0.9 31.0016 31.0400 8.6765 8.6900 1.6868e+03 1.6920e+03

Number of time steps = 699
Number of function evaluations = 1714
Number of Jacobian evaluations = 1
Number of iterations = 2
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NAG Library Function Document

nag_pde_parab_1d_euler_exact (d03pxc)

1 Purpose

nag_pde_parab_1d_euler_exact (d03pxc) calculates a numerical flux function using an Exact Riemann
Solver for the Euler equations in conservative form. It is designed primarily for use with the upwind
discretization schemes nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) or
nag_pde_parab_1d_cd_ode_remesh (d03psc), but may also be applicable to other conservative upwind
schemes requiring numerical flux functions.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_parab_1d_euler_exact (const double uleft[],
const double uright[], double gamma, double tol, Integer niter,
double flux[], Nag_D03_Save *saved, NagError *fail)

3 Description

nag_pde_parab_1d_euler_exact (d03pxc) calculates a numerical flux function at a single spatial point
using an Exact Riemann Solver (see Toro (1996) and Toro (1989)) for the Euler equations (for a perfect
gas) in conservative form. You must supply the left and right solution values at the point where the
numerical flux is required, i.e., the initial left and right states of the Riemann problem defined below. In
nag_pde_parab_1d_cd (d03pfc), nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_parab_1d_cd_ode_r
emesh (d03psc), the left and right solution values are derived automatically from the solution values at
adjacent spatial points and supplied to the function argument numflx from which you may call
nag_pde_parab_1d_euler_exact (d03pxc).

The Euler equations for a perfect gas in conservative form are:

@U

@t
þ @F
@x
¼ 0; ð1Þ

with

U ¼
�
m
e

24 35 and F ¼
m

m2

� þ � � 1ð Þ e� m2

2�

� �
me
� þ m

� � � 1ð Þ e� m2

2�

� �
2664

3775; ð2Þ

where � is the density, m is the momentum, e is the specific total energy and � is the (constant) ratio of
specific heats. The pressure p is given by

p ¼ � � 1ð Þ e� �u
2

2

� �
; ð3Þ

where u ¼ m=� is the velocity.

The function calculates the numerical flux function F UL; URð Þ ¼ F U� UL; URð Þð Þ, where U ¼ UL and
U ¼ UR are the left and right solution values, and U� UL; URð Þ is the intermediate state ! 0ð Þ arising
from the similarity solution U y; tð Þ ¼ ! y=tð Þ of the Riemann problem defined by

@U

@t
þ @F
@y
¼ 0; ð4Þ
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with U and F as in (2), and initial piecewise constant values U ¼ UL for y < 0 and U ¼ UR for y > 0.
The spatial domain is �1 < y <1, where y ¼ 0 is the point at which the numerical flux is required.

The algorithm is termed an Exact Riemann Solver although it does in fact calculate an approximate
solution to a true Riemann problem, as opposed to an Approximate Riemann Solver which involves
some form of alternative modelling of the Riemann problem. The approximation part of the Exact
Riemann Solver is a Newton–Raphson iterative procedure to calculate the pressure, and you must
supply a tolerance tol and a maximum number of iterations niter. Default values for these arguments
can be chosen.

A solution cannot be found by this function if there is a vacuum state in the Riemann problem (loosely
characterised by zero density), or if such a state is generated by the interaction of two non-vacuum data
states. In this case a Riemann solver which can handle vacuum states has to be used (see Toro (1996)).

4 References

Toro E F (1989) A weighted average flux method for hyperbolic conservation laws Proc. Roy. Soc.
Lond. A423 401–418

Toro E F (1996) Riemann Solvers and Upwind Methods for Fluid Dynamics Springer–Verlag

5 Arguments

1: uleft½3� – const double Input

On entry: uleft½i � 1� must contain the left value of the component Ui, for i ¼ 1; 2; 3. That is,
uleft½0� must contain the left value of �, uleft½1� must contain the left value of m and uleft½2�
must contain the left value of e.

2: uright½3� – const double Input

On entry: uright½i � 1� must contain the right value of the component Ui, for i ¼ 1; 2; 3. That is,
uright½0� must contain the right value of �, uright½1� must contain the right value of m and
uright½2� must contain the right value of e.

3: gamma – double Input

On entry: the ratio of specific heats, �.

Constraint: gamma > 0:0.

4: tol – double Input

On entry: the tolerance to be used in the Newton–Raphson procedure to calculate the pressure. If
tol is set to zero then the default value of 1:0� 10�6 is used.

Constraint: tol 	 0:0.

5: niter – Integer Input

On entry: the maximum number of Newton–Raphson iterations allowed. If niter is set to zero
then the default value of 20 is used.

Constraint: niter 	 0.

6: flux½3� – double Output

On exit: flux½i � 1� contains the numerical flux component F̂i, for i ¼ 1; 2; 3.

7: saved – Nag_D03_Save * Communication Structure

saved may contain data concerning the computation required by nag_pde_parab_1d_euler_exact
(d03pxc) as passed through to numflx from one of the integrator functions nag_pde_parab_1d_cd
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(d03pfc), nag_pde_parab_1d_cd_ode (d03plc) or nag_pde_parab_1d_cd_ode_remesh (d03psc).
You should not change the components of saved.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, niter ¼ valueh i.
Constraint: niter 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITER_FAIL_CONV

Newton–Raphson iteration failed to converge.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

Left pressure value pl < 0:0: pl ¼ valueh i.
On entry, gamma ¼ valueh i.
Constraint: gamma > 0:0.

On entry, tol ¼ valueh i.
Constraint: tol 	 0:0.

On entry, uleft½0� < 0:0: uleft½0� ¼ valueh i.
On entry, uright½0� < 0:0: uright½0� ¼ valueh i.
Right pressure value pr < 0:0: pr ¼ valueh i.

NE_VACUUM

A vacuum condition has been detected.
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7 Accuracy

The algorithm is exact apart from the calculation of the pressure which uses a Newton–Raphson
iterative procedure, the accuracy of which is controlled by the argument tol. In some cases the initial
guess for the Newton–Raphson procedure is exact and no further iterations are required.

8 Parallelism and Performance

nag_pde_parab_1d_euler_exact (d03pxc) is not threaded in any implementation.

9 Further Comments

nag_pde_parab_1d_euler_exact (d03pxc) must only be used to calculate the numerical flux for the Euler
equations in exactly the form given by (2), with uleft½i � 1� and uright½i � 1� containing the left and
right values of �;m and e, for i ¼ 1; 2; 3, respectively.

For some problems the function may fail or be highly inefficient in comparison with an Approximate
Riemann Solver (e.g., nag_pde_parab_1d_euler_roe (d03puc), nag_pde_parab_1d_euler_osher (d03pvc)
or nag_pde_parab_1d_euler_hll (d03pwc)). Hence it is advisable to try more than one Riemann solver
and to compare the performance and the results.

The time taken by the function is independent of all input arguments other than tol.

10 Example

This example uses nag_pde_parab_1d_cd_ode (d03plc) and nag_pde_parab_1d_euler_exact (d03pxc) to
solve the Euler equations in the domain 0 � x � 1 for 0 < t � 0:035 with initial conditions for the
primitive variables � x; tð Þ, u x; tð Þ and p x; tð Þ given by

� x; 0ð Þ ¼ 5:99924; u x; 0ð Þ ¼ 19:5975; p x; 0ð Þ ¼ 460:894; for x < 0:5;
� x; 0ð Þ ¼ 5:99242; u x; 0ð Þ ¼ �6:19633; p x; 0ð Þ ¼ 46:095; for x > 0:5:

This test problem is taken from Toro (1996) and its solution represents the collision of two strong
shocks travelling in opposite directions, consisting of a left facing shock (travelling slowly to the right),
a right travelling contact discontinuity and a right travelling shock wave. There is an exact solution to
this problem (see Toro (1996)) but the calculation is lengthy and has therefore been omitted.

10.1 Program Text

/* nag_pde_parab_1d_euler_exact (d03pxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd03.h>
#include <nagx01.h>
#include <math.h>

/* Structure to communicate with user-supplied function arguments */

struct user
{

double elo, ero, rlo, rro, ulo, uro, gamma;
};

#ifdef __cplusplus
extern "C"
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{
#endif

static void NAG_CALL bndary(Integer, Integer, double, const double[],
const double[], Integer, const double[],
const double[], Integer, double[], Integer *,
Nag_Comm *);

static void NAG_CALL numflx(Integer, double, double, Integer,
const double[], const double[], const double[],
double[], Integer *, Nag_Comm *,
Nag_D03_Save *);

#ifdef __cplusplus
}
#endif

#define U(I, J) u[npde*((J) -1)+(I) -1]
#define UE(I, J) ue[npde*((J) -1)+(I) -1]

int main(void)
{

const Integer npde = 3, npts = 141, ncode = 0, nxi = 0;
const Integer neqn = npde * npts + ncode, lisave = neqn + 24, intpts = 9;
const Integer nwkres =

npde * (2 * npts + 3 * npde + 32) + 7 * npts + 4, lenode =
9 * neqn + 50;

const Integer mlu = 3 * npde - 1, lrsave =
(3 * mlu + 1) * neqn + nwkres + lenode;

double d, p, tout, ts, v;
Integer exit_status = 0, i, ind, itask, itol, itrace, k;
double *algopt = 0, *atol = 0, *rtol = 0, *u = 0, *ue = 0, *rsave = 0;
double *x = 0, *xi = 0;
Integer *isave = 0;
NagError fail;
Nag_Comm comm;
Nag_D03_Save saved;
struct user data;

INIT_FAIL(fail);

printf("nag_pde_parab_1d_euler_exact (d03pxc) Example Program Results\n");

/* Allocate memory */

if (!(algopt = NAG_ALLOC(30, double)) ||
!(atol = NAG_ALLOC(1, double)) ||
!(rtol = NAG_ALLOC(1, double)) ||
!(u = NAG_ALLOC(npde * npts, double)) ||
!(ue = NAG_ALLOC(npde * intpts, double)) ||
!(rsave = NAG_ALLOC(lrsave, double)) ||
!(x = NAG_ALLOC(npts, double)) ||
!(xi = NAG_ALLOC(1, double)) || !(isave = NAG_ALLOC(lisave, Integer)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Problem parameters */

data.gamma = 1.4;
data.rlo = 5.99924;
data.rro = 5.99242;
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data.ulo = 5.99924 * 19.5975;
data.uro = -5.99242 * 6.19633;
data.elo =

460.894 / (data.gamma - 1.0) + 0.5 * data.rlo * 19.5975 * 19.5975;
data.ero = 46.095 / (data.gamma - 1.0) + 0.5 * data.rro * 6.19633 * 6.19633;
comm.p = (Pointer) &data;

/* Initialize mesh */

for (i = 0; i < npts; ++i)
x[i] = i / (npts - 1.0);

/* Initial values */

for (i = 1; i <= npts; ++i) {
if (x[i - 1] < 0.5) {

U(1, i) = data.rlo;
U(2, i) = data.ulo;
U(3, i) = data.elo;

}
else if (x[i - 1] == 0.5) {

U(1, i) = 0.5 * (data.rlo + data.rro);
U(2, i) = 0.5 * (data.ulo + data.uro);
U(3, i) = 0.5 * (data.elo + data.ero);

}
else {

U(1, i) = data.rro;
U(2, i) = data.uro;
U(3, i) = data.ero;

}
}

itrace = 0;
itol = 1;
atol[0] = 0.005;
rtol[0] = 5e-4;
xi[0] = 0.0;
ind = 0;
itask = 1;
for (i = 0; i < 30; ++i)

algopt[i] = 0.0;

/* Theta integration */

algopt[0] = 2.0;
algopt[5] = 2.0;
algopt[6] = 2.0;

/* Max. time step */

algopt[12] = 0.005;

ts = 0.0;
tout = 0.035;

/* nag_pde_parab_1d_cd_ode (d03plc).
* General system of convection-diffusion PDEs with source
* terms in conservative form, coupled DAEs, method of
* lines, upwind scheme using numerical flux function based
* on Riemann solver, one space variable
*/

nag_pde_parab_1d_cd_ode(npde, &ts, tout, NULLFN, numflx, bndary, u, npts, x,
ncode, NULLFN, nxi, xi, neqn, rtol, atol, itol,
Nag_TwoNorm, Nag_LinAlgBand, algopt, rsave, lrsave,
isave, lisave, itask, itrace, 0, &ind, &comm,
&saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_cd_ode (d03plc).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}

printf("\n t = %6.3f\n\n", ts);
printf("%15s%18s%22s\n", "d", "v", "p");
printf("%3s%10s%9s%9s%9s%11s%11s\n", "x", "Approx", "Exact",

"Approx", "Exact", "Approx", "Exact");

/* Read exact data at output points */

for (i = 1; i <= intpts; ++i) {
#ifdef _WIN32

scanf_s("%lf", &UE(1, i));
#else

scanf("%lf", &UE(1, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &UE(2, i));
#else

scanf("%lf", &UE(2, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &UE(3, i));
#else

scanf("%lf", &UE(3, i));
#endif

}

/* Calculate density, velocity and pressure */

k = 0;
for (i = 15; i <= 127; i += 14) {

++k;
d = U(1, i);
v = U(2, i) / d;
p = d * (data.gamma - 1.0) * (U(3, i) / d - 0.5 * v * v);
printf("%4.1f", x[i - 1]);
printf("%9.4f", d);
printf("%9.4f", UE(1, k));
printf("%9.4f", v);
printf("%9.4f", UE(2, k));
printf("%13.4e", p);
printf("%13.4e\n", UE(3, k));

}

printf("\n");
printf(" Number of time steps = %6" NAG_IFMT "\n", isave[0]);
printf(" Number of function evaluations = %6" NAG_IFMT "\n", isave[1]);
printf(" Number of Jacobian evaluations = %6" NAG_IFMT "\n", isave[2]);
printf(" Number of iterations = %6" NAG_IFMT "\n", isave[4]);

END:

NAG_FREE(algopt);
NAG_FREE(atol);
NAG_FREE(rtol);
NAG_FREE(u);
NAG_FREE(ue);
NAG_FREE(rsave);
NAG_FREE(x);
NAG_FREE(xi);
NAG_FREE(isave);

return exit_status;
}

static void NAG_CALL bndary(Integer npde, Integer npts, double t,
const double x[], const double u[], Integer ncode,
const double v[], const double vdot[],
Integer ibnd, double g[], Integer *ires,
Nag_Comm *comm)
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{
struct user *data = (struct user *) comm->p;

if (ibnd == 0) {
g[0] = U(1, 1) - data->rlo;
g[1] = U(2, 1) - data->ulo;
g[2] = U(3, 1) - data->elo;

}
else {

g[0] = U(1, npts) - data->rro;
g[1] = U(2, npts) - data->uro;
g[2] = U(3, npts) - data->ero;

}
return;

}

static void NAG_CALL numflx(Integer npde, double t, double x, Integer ncode,
const double v[], const double uleft[],
const double uright[], double flux[],
Integer *ires, Nag_Comm *comm,
Nag_D03_Save *saved)

{
struct user *data = (struct user *) comm->p;
NagError fail;
Integer niter = 0;
double tol = 0.0;

INIT_FAIL(fail);

/* nag_pde_parab_1d_euler_exact (d03pxc).
* Exact Riemann Solver for Euler equations in conservative
* form, for use with nag_pde_parab_1d_cd (d03pfc),
* nag_pde_parab_1d_cd_ode (d03plc) and
* nag_pde_parab_1d_cd_ode_remesh (d03psc)
*/

nag_pde_parab_1d_euler_exact(uleft, uright, data->gamma, tol, niter, flux,
saved, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pde_parab_1d_euler_exact (d03pxc).\n%s\n",

fail.message);
}

return;
}

10.2 Program Data

nag_pde_parab_1d_euler_exact (d03pxc) Example Program Data
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.5999E+01 0.1960E+02 0.4609E+03
0.1428E+02 0.8690E+01 0.1692E+04
0.1428E+02 0.8690E+01 0.1692E+04
0.1428E+02 0.8690E+01 0.1692E+04
0.3104E+02 0.8690E+01 0.1692E+04

10.3 Program Results

nag_pde_parab_1d_euler_exact (d03pxc) Example Program Results

t = 0.035

d v p
x Approx Exact Approx Exact Approx Exact

0.1 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.2 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.3 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02

d03pxc NAG Library Manual

d03pxc.8 Mark 26



0.4 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.5 5.9992 5.9990 19.5975 19.6000 4.6089e+02 4.6090e+02
0.6 14.2268 14.2800 8.6600 8.6900 1.6878e+03 1.6920e+03
0.7 14.2459 14.2800 8.6720 8.6900 1.6884e+03 1.6920e+03
0.8 19.2143 14.2800 8.6742 8.6900 1.6892e+03 1.6920e+03
0.9 30.9967 31.0400 8.6747 8.6900 1.6875e+03 1.6920e+03

Number of time steps = 697
Number of function evaluations = 1708
Number of Jacobian evaluations = 1
Number of iterations = 2
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NAG Library Function Document

nag_pde_interp_1d_coll (d03pyc)

1 Purpose

nag_pde_interp_1d_coll (d03pyc) may be used in conjunction with either nag_pde_parab_1d_coll
(d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc). It computes the solution and its first derivative at
user-specified points in the spatial coordinate.

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_interp_1d_coll (Integer npde, const double u[], Integer nbkpts,
const double xbkpts[], Integer npoly, Integer npts, const double xp[],
Integer intpts, Integer itype, double up[], double rsave[],
Integer lrsave, NagError *fail)

3 Description

nag_pde_interp_1d_coll (d03pyc) is an interpolation function for evaluating the solution of a system of
partial differential equations (PDEs), or the PDE components of a system of PDEs with coupled
ordinary differential equations (ODEs), at a set of user-specified points. The solution of a system of
equations can be computed using nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode
(d03pjc) on a set of mesh points; nag_pde_interp_1d_coll (d03pyc) can then be employed to compute
the solution at a set of points other than those originally used in nag_pde_parab_1d_coll (d03pdc) or
nag_pde_parab_1d_coll_ode (d03pjc). It can also evaluate the first derivative of the solution.
Polynomial interpolation is used between each of the break-points xbkpts½i � 1�, for
i ¼ 1; 2; . . . ;nbkpts. When the derivative is needed (itype ¼ 2), the array xp½intpts� 1� must not
contain any of the break-points, as the method, and consequently the interpolation scheme, assumes that
only the solution is continuous at these points.

4 References

None.

5 Arguments

Note: the arguments u, npts, npde, xbkpts, nbkpts, rsave and lrsave must be supplied unchanged
from either nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc).

1: npde – Integer Input

On entry: the number of PDEs.

Constraint: npde 	 1.

2: u½npde� npts� – const double Input

On entry: the PDE part of the original solution returned in the argument u by the function
nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc).

3: nbkpts – Integer Input

On entry: the number of break-points.

Constraint: nbkpts 	 2.
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4: xbkpts½nbkpts� – const double Input

On entry: xbkpts½i � 1�, for i ¼ 1; 2; . . . ; nbkpts, must contain the break-points as used by
nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc).

Constraint: xbkpts½0� < xbkpts½1� < � � � < xbkpts½nbkpts� 1�.

5: npoly – Integer Input

On entry: the degree of the Chebyshev polynomial used for approximation as used by
nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc).

Constraint: 1 � npoly � 49.

6: npts – Integer Input

On entry: the number of mesh points as used by nag_pde_parab_1d_coll (d03pdc) or
nag_pde_parab_1d_coll_ode (d03pjc).

Constraint: npts ¼ nbkpts� 1ð Þ � npolyþ 1.

7: xp½intpts� – const double Input

On entry: xp½i � 1�, for i ¼ 1; 2; . . . ; intpts, must contain the spatial interpolation points.

Constraints:

xbkpts½0� � xp½0� < xp½1� < � � � < xp½intpts� 1� � xbkpts½nbkpts� 1�;
if itype ¼ 2, xp½i � 1� 6¼ xbkpts½j � 1�, for i ¼ 1; 2; . . . ; intpts and
j ¼ 2; 3; . . . ; nbkpts� 1.

8: intpts – Integer Input

On entry: the number of interpolation points.

Constraint: intpts 	 1.

9: itype – Integer Input

On entry: specifies the interpolation to be performed.

itype ¼ 1
The solution at the interpolation points are computed.

itype ¼ 2
Both the solution and the first derivative at the interpolation points are computed.

Constraint: itype ¼ 1 or 2.

10: up½dim� – double Output

Note: the dimension, dim, of the array up must be at least npde� intpts� itype.

T h e e l e m e n t UP i; j; kð Þ i s s t o r e d i n t h e a r r a y e l e m e n t
up½ k� 1ð Þ � npde� intptsþ j� 1ð Þ � npdeþ i� 1�.

On exit: if itype ¼ 1, UP i; j; 1ð Þ, contains the value of the solution Ui xj ; tout
� �

, at the
interpolation points xj ¼ xp½j � 1�, for j ¼ 1; 2; . . . ; intpts and i ¼ 1; 2; . . . ;npde.

If itype ¼ 2, UP i; j; 1ð Þ contains Ui xj ; tout
� �

and UP i; j; 2ð Þ contains @Ui

@x
at these points.

11: rsave½lrsave� – double Communication Array

The array rsave contains information required by nag_pde_interp_1d_coll (d03pyc) as returned
by nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc). The contents of
rsave must not be changed from the call to nag_pde_parab_1d_coll (d03pdc) or
nag_pde_parab_1d_coll_ode (d03pjc). Some elements of this array are overwritten on exit.
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12: lrsave – Integer Input

On entry: the size of the workspace rsave, as in nag_pde_parab_1d_coll (d03pdc) or
nag_pde_parab_1d_coll_ode (d03pjc).

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EXTRAPOLATION

Extrapolation is not allowed.

NE_INCOMPAT_PARAM

On entry, itype ¼ 2 and at least one interpolation point coincides with a break-point, i.e.,
interpolation point no valueh i with value valueh i is close to break-point valueh i with value
valueh i.

NE_INT

On entry, intpts � 0: intpts ¼ valueh i.
On entry, itype ¼ valueh i.
Constraint: itype ¼ 1 or 2.

On entry, nbkpts ¼ valueh i.
Constraint: nbkpts 	 2.

On entry, npde ¼ valueh i.
Constraint: npde > 0.

On entry, npoly ¼ valueh i.
Constraint: npoly > 0.

NE_INT_3

On entry, npts ¼ valueh i, nbkpts ¼ valueh i and npoly ¼ valueh i.
Constraint: npts ¼ nbkpts� 1ð Þ � npolyþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_STRICTLY_INCREASING

On entry, break-points xbkpts badly ordered: I ¼ valueh i, xbkpts½I � 1� ¼ valueh i, J ¼ valueh i
and xbkpts½J � 1� ¼ valueh i.
On entry, interpolation points xp badly ordered: I ¼ valueh i, xp½I � 1� ¼ valueh i, J ¼ valueh i
and xp½J � 1� ¼ valueh i.

7 Accuracy

See the documents for nag_pde_parab_1d_coll (d03pdc) or nag_pde_parab_1d_coll_ode (d03pjc).

8 Parallelism and Performance

nag_pde_interp_1d_coll (d03pyc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_pde_parab_1d_coll (d03pdc).
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NAG Library Function Document

nag_pde_interp_1d_fd (d03pzc)

1 Purpose

nag_pde_interp_1d_fd (d03pzc) interpolates in the spatial coordinate the solution and derivative of a
system of partial differential equations (PDEs). The solution must first be computed using one of the
finite difference schemes nag_pde_parab_1d_fd (d03pcc), nag_pde_parab_1d_fd_ode (d03phc) or
nag_pde_parab_1d_fd_ode_remesh (d03ppc), or one of the Keller box schemes nag_pde_parab_1d_
keller (d03pec), nag_pde_parab_1d_keller_ode (d03pkc) or nag_pde_parab_1d_keller_ode_remesh
(d03prc).

2 Specification

#include <nag.h>
#include <nagd03.h>

void nag_pde_interp_1d_fd (Integer npde, Integer m, const double u[],
Integer npts, const double x[], const double xp[], Integer intpts,
Integer itype, double up[], NagError *fail)

3 Description

nag_pde_interp_1d_fd (d03pzc) is an interpolation function for evaluating the solution of a system of
partial differential equations (PDEs), at a set of user-specified points. The solution of the system of
equations (possibly with coupled ordinary differential equations) must be computed using a finite
difference scheme or a Keller box scheme on a set of mesh points. nag_pde_interp_1d_fd (d03pzc) can
then be employed to compute the solution at a set of points anywhere in the range of the mesh. It can
also evaluate the first spatial derivative of the solution. It uses linear interpolation for approximating the
solution.

4 References

None.

5 Arguments

Note: the arguments x, m, u, npts and npde must be supplied unchanged from the PDE function.

1: npde – Integer Input

On entry: the number of PDEs.

Constraint: npde 	 1.

2: m – Integer Input

On entry: the coordinate system used. If the call to nag_pde_interp_1d_fd (d03pzc) follows one
of the finite difference functions then m must be the same argument m as used in that call. For
the Keller box scheme only Cartesian coordinate systems are valid and so m must be set to zero.
No check will be made by nag_pde_interp_1d_fd (d03pzc) in this case.

m ¼ 0
Indicates Cartesian coordinates.

m ¼ 1
Indicates cylindrical polar coordinates.
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m ¼ 2
Indicates spherical polar coordinates.

Constraints:

0 � m � 2 following a finite difference function;
m ¼ 0 following a Keller box scheme function.

3: u½npde� npts� – const double Input

On entry: the PDE part of the original solution returned in the argument u by the PDE function.

Constraint: npde 	 1.

4: npts – Integer Input

On entry: the number of mesh points.

Constraint: npts 	 3.

5: x½npts� – const double Input

On entry: x½i � 1�, for i ¼ 1; 2; . . . ; npts, must contain the mesh points as used by the PDE
function.

6: xp½intpts� – const double Input

On entry: xp½i � 1�, for i ¼ 1; 2; . . . ; intpts, must contain the spatial interpolation points.

Constraint: x½0� � xp½0� < xp½1� < � � � < xp½intpts� 1� � x½npts� 1�.

7: intpts – Integer Input

On entry: the number of interpolation points.

Constraint: intpts 	 1.

8: itype – Integer Input

On entry: specifies the interpolation to be performed.

itype ¼ 1
The solutions at the interpolation points are computed.

itype ¼ 2
Both the solutions and their first derivatives at the interpolation points are computed.

Constraint: itype ¼ 1 or 2.

9: up½dim� – double Output

Note: the dimension, dim, of the array up must be at least npde� intpts� itype.

T h e e l e m e n t UP i; j; kð Þ i s s t o r e d i n t h e a r r a y e l e m e n t
up½ k� 1ð Þ � npde� intptsþ j� 1ð Þ � npdeþ i� 1�.

On exit: if itype ¼ 1, UP i; j; 1ð Þ, contains the value of the solution Ui xj ; tout
� �

, at the
interpolation points xj ¼ xp½j � 1�, for j ¼ 1; 2; . . . ; intpts and i ¼ 1; 2; . . . ;npde.

If itype ¼ 2, UP i; j; 1ð Þ contains Ui xj ; tout
� �

and UP i; j; 2ð Þ contains @Ui

@x
at these points.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EXTRAPOLATION

On entry, interpolating point valueh i with the value valueh i is outside the x range.

NE_INT

On entry, intpts � 0: intpts ¼ valueh i.
On entry, itype ¼ valueh i.
Constraint: itype ¼ 1 or 2.

On entry, m ¼ valueh i.
Constraint: m ¼ 0, 1 or 2.

On entry, npde ¼ valueh i.
Constraint: npde > 0.

On entry, npts ¼ valueh i.
Constraint: npts > 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, interpolation points xp badly ordered: I ¼ valueh i, xp½I � 1� ¼ valueh i, J ¼ valueh i
and xp½J � 1� ¼ valueh i.
On entry, mesh points x badly ordered: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i and
x½J � 1� ¼ valueh i.

7 Accuracy

See the PDE function documents.

8 Parallelism and Performance

nag_pde_interp_1d_fd (d03pzc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

See Section 10 in nag_pde_parab_1d_fd (d03pcc), nag_pde_parab_1d_fd_ode_remesh (d03ppc) and
nag_pde_parab_1d_keller_ode_remesh (d03prc).
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NAG Library Chapter Contents

d04 – Numerical Differentiation

d04 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

d04aac 23 nag_numdiff_1d_real
Numerical differentiation, derivatives up to order 14, function of one real
variable

d04bac 23 nag_numdiff_1d_real_eval
Numerical differentiation, user-supplied function values, derivatives up to
order 14, derivatives with respect to one real variable

d04bbc 23 nag_numdiff_1d_real_absci
Generates sample points for function evaluations by nag_numdiff_1d_rea
l_eval (d04bac)
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1 Scope of the Chapter

This chapter is concerned with calculating approximations to derivatives of a function f .

2 Background to the Problems

2.1 Description of the Problem

The problem of numerical differentiation does not receive very much attention nowadays. Although the
Taylor series plays a key role in much of classical analysis, the poor reputation enjoyed by numerical
differentiation has led numerical analysts to construct techniques for most problems which avoid the
explicit use of numerical differentiation.

One may briefly and roughly define the term numerical differentiation as any process in which
numerical values of derivatives f sð Þ x0ð Þ are obtained from evaluations f xið Þ of the function f xð Þ at
several abscissae xi near x0. This problem can be stable, well-conditioned, and accurate when complex-
valued abscissae are used. This was first pointed out by Lyness and Moler (1967). An item of numerical
software for this appears in Lyness and Ande (1971). However, in many applications the use of
complex-valued abscissae is either prohibitive or prohibited. The main difficulty in using real abscissae
is that amplification of round-off error can completely obliterate meaningful results. In the days when
one relied on hand calculating machines and tabular data, the frustration caused by this effect led to the
abandonment of serious use of the process.

There are several reasons for believing that, in the present-day computing environment, numerical
differentiation might find a useful role. The first is that, by present standards, it is rather a small-scale
calculation, so its cost may well be negligible compared with any overall saving in cost that might
result from its use. Secondly, the assignment of a step length h is now generally open. One does not
have to rely on tabular data. Thirdly, although the amplification of round-off error is an integral part of
the calculation, its effect can be measured reliably and automatically by the function at the time of the
calculation.

Thus you do not have to gauge the round-off level (or noise level) of the function values or assess the
effect of this on the accuracy of the results. A function does this automatically, returning with each
result an error estimate which has already taken round-off error amplification into account.

We now illustrate, by means of a very simple example, the importance of the round-off error effect. A
very simple approximation of f 0 0ð Þ, based on the identity

f 0 0ð Þ ¼ f hð Þ � f �hð Þð Þ=2hþ h2=3!
� �

f 000 �ð Þ; ð1Þ

is

f hð Þ � f �hð Þð Þ=2h:

If there were no precision problem, this formula would be the only one needed in the theory of first-
order numerical differentiation. We could simply take h ¼ 10�40 (or h ¼ 10�1000) to obtain an excellent
approximation based on two function values. It is only when we consider in detail how a machine with
finite precision comes to calculate f hð Þ � f �hð Þð Þ=2h that the necessity for a sophisticated theory
becomes apparent.

To simplify the subsequent description we shall assume that the quantities involved are neither so close
to zero that the machine underflow characteristics need be considered nor so large that machine
overflow occurs. The approximation mentioned above involves the function values f hð Þ and f �hð Þ. In
general no computer has available these numbers exactly. Instead it uses approximations f̂ hð Þ and
f̂ �hð Þ whose relative accuracy is less than some tolerance �f . If the function f xð Þ is a library function,
for example sinx, �f may coincide with the machine accuracy parameter �m. More generally the
function f xð Þ is calculated in a user-supplied function and �f is larger than �m by a small factor 5 or 6
if the calculation is short or by some larger factor in an extended calculation. This factor is not usually
known by you.
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f̂ hð Þ and f̂ �hð Þ are related to f hð Þ and f �hð Þ by

f̂ hð Þ ¼ f hð Þ 1þ �1�f
� �

; �1j j � 1

f̂ �hð Þ ¼ f �hð Þ 1þ �2�f
� �

; �2j j � 1:

Thus even if the rest of the calculation were carried out exactly, it is trivial to show that

f̂ hð Þ � f̂ �hð Þ
2h

� f hð Þ � f �hð Þ
2h

’ 2
�f
f �ð Þ
2h

; 
j j � 1:

The difference between the quantity actually calculated and the quantity which one attempts to calculate
may be as large as �ff �ð Þ=h; for example using h ¼ 10�40 and �m ¼ 10�7 this gives a ‘conditioning
error’ of 1033f �ð Þ.
In practice much more sophisticated formulae than (1) above are used, and for these and for the
corresponding higher-derivative formulae the error analysis is different and more complicated in detail.
But invariably the theory contains the same overall feature. In a finite length calculation, the error is
composed of two main parts: a discretization error which increases as h becomes large and is zero for
h ¼ 0; and a ‘conditioning’ error due to amplification of round-off error in function evaluation, which
increases as h becomes small and is infinite for h ¼ 0.

The functions in this chapter have to take into account internally both these sources of error in the
results. Thus they return pairs of results, der½j� 1� and erest½j� 1� where der½j� 1� is an
approximation to f jð Þ x0ð Þ and erest½j� 1� is an estimate of the error in the approximation der½j� 1�.
If the function has not been misled, der½j� 1� and erest½j� 1� satisfy

der½j� 1� � f jð Þ x0ð Þ
		 		 � erest½j� 1�:

In this respect, numerical differentiation functions are fundamentally different from other functions. You
do not specify an error criterion. Instead the function provides the error estimate and this may be very
large.

We mention here a terminological distinction. A fully automatic function is one in which you do not
need to provide any information other than that required to specify the problem. Such a function (at a
cost in computing time) decides an appropriate internal parameter such as the step length h by itself. On
the other hand a function which requires you to provide a step length h, but automatically chooses from
several different formulae each based on the specified step length, is termed a semi-automatic function.

The situation described above must have seemed rather depressing when hand machines were in
common use. For example in the simple illustration one does not know the values of the quantities
f 000 �ð Þ or �f involved in the error estimates, and the idea of altering the value of h and starting again
must have seemed appalling. However, by present-day standards, it is a relatively simple matter to write
a program which carries out all the previously considered time-consuming calculations which may seem
necessary. None of the functions in this chapter are particularly revolutionary in concept. They simply
utilize the computer for the sort of task for which it was originally designed. It carries out simple
tedious calculations which are necessary to estimate the accuracy of the results of other even simpler
tedious calculations.

2.2 Examples of Applications for Numerical Differentiation Routines

(a) One immediate use to which a set of derivatives at a point is likely to be put is that of constructing
a Taylor series representation:

f xð Þ ¼ f x0ð Þ þ
Xn
j¼1

f jð Þ x0ð Þ
j!

x� x0ð Þj þ f
nþ1ð Þ �ð Þ
nþ 1ð Þ! x� x0ð Þnþ1; � � x0j j � x:

This infinite series converges so long as x� x0j j < Rc (the radius of convergence) and it is only for
these values of x that such a series is likely to be used. In this case in forming the sum, the
required accuracy in f jð Þ x0ð Þ diminishes with increasing j.
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The series formed from the Taylor series using elementary operations such as integration or
differentiation has the same overall characteristic. A technique based on a Taylor series expansion
may be quite accurate, even if the individual derivatives are not, so long as the less accurate
derivatives are associated with known small coefficients.

The error introduced by using n approximate derivatives der½j� 1� is bounded byXn
j¼1

erest½j� 1� x� x0j jj=j!

Thus, if you are prepared to base the result on a truncated Taylor series, the additional error
introduced by using approximate Taylor coefficients can be readily bounded from the values of
erest½j� 1�. However, in an automatic code you must be prepared to introduce some alternative
approach in case this error bound turns out to be unduly high.

In this sort of application the accuracy of the result depends on the size of the errors in the
numerical differentiation. There are other applications where the effect of large errors erest½j� 1�
is merely to prolong a calculation, but not to impair the final accuracy.

(b) A simple Taylor series approach such as described in (a) is used to find a starting value for a
rapidly converging but extremely local iterative process.

(c) The technique known as ‘subtracting out the singularity’ as a preliminary to numerical quadrature
may be extended and may be carried out approximately. Thus suppose we are interested in
evaluating Z 1

0
x� 1=2ð Þ
 xð Þ dx;

we have an automatic quadrature function available, and we have a function available for 
 xð Þ
which we know to be an analytic function. An integrand function like x� 1=2ð Þ
 xð Þ is generally
accepted to be difficult for an automatic integrator because of the singularity. If 
 xð Þ and some of
its derivatives at the singularity x ¼ 0 are known one may effectively ‘subtract out’ the singularity
using the following identity:Z 1

0
x� 1=2ð Þ
 xð Þ dx ¼

Z 1

0
x� 1=2ð Þ 
 xð Þ � 
 0ð Þ �Ax�Bx2=2

� �
dxþ 2
 0ð Þ þ 2A=3þB=5 ð2Þ

with A ¼ 
0 0ð Þ and B ¼ 
00 0ð Þ.
The integrand function on the right of (2) has no singularity, but its third derivative does. Thus
using numerical quadrature for this integral is much cheaper than using numerical quadrature for
the original integral (in the left-hand side of (2)).

However, (2) is an identity whatever values of A and B are assigned. Thus the same procedure can
be used with A and B being approximations to 
0 0ð Þ and 
00 0ð Þ provided by a numerical
differentiation function. The integrand would now be more difficult to integrate than if A and B
were correct but still much less difficult than the original integrand (on the left-hand side of (2)).
But, assuming that the automatic quadrature function is reliable, the overall result would still be
correct. The effect of using approximate derivatives rather than exact derivatives does not impair
the accuracy of the result. It simply makes the result more expensive to obtain, but not nearly as
expensive as if no derivatives were used at all.

(d) The calculation of a definite integral may be based on the Euler–Maclaurin expansionZ 1

0
f xð Þ dx ¼ 1

m

Xm
j¼0

00

f j=mð Þ �
Xl
s¼1

B2s

2s!

f 2s�1ð Þ 1ð Þ � f 2s�1ð Þ 0ð Þ
� �

m2s
þO m �2l�2ð Þ

� �
:

Here B2s is a Bernoulli number. If one fixes a value of l then as m is increased the right-hand side
(without the remainder term) approaches the true value of the integral. This statement remains true
whatever values are used to replace f 2s�1ð Þ 1ð Þ and f 2s�1ð Þ 0ð Þ. If no derivatives are available, and
this formula is used (effectively with the derivatives replaced by zero) the rate of convergence is
slow (like m�2) and a large number of function evaluations may be used in calculating the
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trapezoidal rule sum for large m before a sufficiently accurate result is attained. However, if
approximate derivatives are used, the initial rate of convergence is enhanced. In fact, in this
example any derivative approximation which is closer than the approximation zero is helpful. Thus
the use of inaccurate derivatives may have the effect of shortening the overall calculation, since a
sufficiently accurate result may be obtained using a smaller value of m, without impairing the
accuracy of the result. (The resemblance with Gregory's formula is superficial. Here l is kept fixed
and m is increased, ensuring a convergent process.)

The examples given above are only intended to illustrate the sort of use to which approximate
derivatives may be put. Very simple illustrations have been used for clarity, and in such simple
cases there are usually more efficient approaches to the problem. The same ideas applied in a more
complicated or restrictive setting may provide an efficient approach to a problem for which no
simple standard approach exists.

3 Recommendations on Choice and Use of Available Functions

(a) At the present, there is only one numerical differentiation algorithm available in this chapter
accessible using direct communication in nag_numdiff_1d_real (d04aac), and using reverse
communication in nag_numdiff_1d_real_eval (d04bac) (see Section 2.3.2 in How to Use the NAG
Library and its Documentation for a description of the difference between these two conventions).
These are semi-automatic functions for obtaining approximations to the first fourteen derivatives of
a real valued function f xð Þ at a specified point x0. For nag_numdiff_1d_real (d04aac), you must
provide a function representing f xð Þ, the value of x0, an upper limit n � 14 on the order of the
derivatives required and a step length h. For nag_numdiff_1d_real_eval (d04bac), you must supply
the value of x0, 20 other abscissae and the function values at those abscissae. Both functions return
a set of approximations der½j� 1� and corresponding error estimates erest½j� 1� which hopefully
satisfy

der½j� 1� � f jð Þ x0ð Þ
		 		 � erest½j� 1�; j ¼ 1; 2; . . . ; n � 14:

It is important that the error estimate erest½j� 1� be taken into consideration before any use of
der½j� 1� is made. The actual size of erest½j� 1� depends on the analytic structure of the function,
on the computational precision used and on the step size h, and is difficult to predict. Thus you
have to run the function to find out how accurate the results are. Usually you will find the higher-
order derivatives are successively more inaccurate and that past a certain order, say 10 or 11, the
size of erest½j� 1� actually exceeds der½j� 1�. Clearly when this happens the approximation
der½j� 1� is unusable.

(b) There is available in the algorithm section of CACM (see Lyness and Ande (1971)) a semi-
automatic Fortran function for numerical differentiation of an analytical function f zð Þ at a possibly
complex abscissa z0. This is a stable problem. It can be used for any problem for which
nag_numdiff_1d_real (d04aac) might be used and produces more accurate results, and derivatives
of arbitrary high order. However, even if z0 is real and f zð Þ is real for z, this function requires a
user-supplied function which evaluates f zð Þ for complex values of z and it makes use of complex
arithmetic.

(c) Routines are available in Chapter e02 to differentiate functions which are polynomials (in
Chebyshev series representation) or cubic splines (in B-spline representation).

4 Functionality Index

Generates abscissae for nag_numdiff_1d_real_eval (d04bac) ...... nag_numdiff_1d_real_absci (d04bbc)

Numerical derivatives,
direct communication .......................................................................... nag_numdiff_1d_real (d04aac)
reverse communication ............................................................... nag_numdiff_1d_real_eval (d04bac)
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5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Lyness J N and Ande G (1971) Algorithm 413, ENTCAF and ENTCRE: evaluation of normalised
Taylor coefficients of an analytic function Comm. ACM 14(10) 669–675

Lyness J N and Moler C B (1967) Numerical differentiation of analytic functions SIAM J. Numer. Anal.
4(2) 202–210
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NAG Library Function Document

nag_numdiff_1d_real (d04aac)

1 Purpose

nag_numdiff_1d_real (d04aac) calculates a set of derivatives (up to order 14) of a function of one real
variable at a point, together with a corresponding set of error estimates, using an extension of the
Neville algorithm.

2 Specification

#include <nag.h>
#include <nagd04.h>

void nag_numdiff_1d_real (double xval, Integer nder, double hbase,
double der[], double erest[],

double (*fun)(double x, Nag_Comm *comm),

Nag_Comm *comm, NagError *fail)

3 Description

nag_numdiff_1d_real (d04aac) provides a set of approximations:

der½j� 1�; j ¼ 1; 2; . . . ; n

to the derivatives:

f jð Þ x0ð Þ; j ¼ 1; 2; . . . ; n

of a real valued function f xð Þ at a real abscissa x0, together with a set of error estimates:

erest½j� 1�; j ¼ 1; 2; . . . ; n

which hopefully satisfy:

der½j� 1� � f jð Þ x0ð Þ
		 		 < erest½j� 1�; j ¼ 1; 2; . . . ; n:

You must provide the value of x0, a value of n (which is reduced to 14 should it exceed 14), a function
which evaluates f xð Þ for all real x, and a step length h. The results der½j� 1� and erest½j� 1� are based
on 21 function values:

f x0ð Þ; f x0 
 2i� 1ð Þhð Þ; i ¼ 1; 2; . . . ; 10:

Internally nag_numdiff_1d_real (d04aac) calculates the odd order derivatives and the even order
derivatives separately. There is an option you can use for restricting the calculation to only odd (or
even) order derivatives. For each derivative the function employs an extension of the Neville Algorithm
(see Lyness and Moler (1969)) to obtain a selection of approximations.

For example, for odd derivatives, based on 20 function values, nag_numdiff_1d_real (d04aac) calculates
a set of numbers:

Tk;p;s; p ¼ s; sþ 1; . . . ; 6; k ¼ 0; 1; . . . ; 9� p

each of which is an approximation to f 2sþ1ð Þ x0ð Þ= 2sþ 1ð Þ!. A specific approximation Tk;p;s is of
polynomial degree 2pþ 2 and is based on polynomial interpolation using function values
f x0 
 2i� 1ð Þhð Þ, for k ¼ k; . . . ; k þ p. In the absence of round-off error, the better approximations
would be associated with the larger values of p and of k. However, round-off error in function values
has an increasingly contaminating effect for successively larger values of p. This function proceeds to
make a judicious choice between all the approximations in the following way.
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For a specified value of s, let:

Rp ¼ Up � Lp; p ¼ s; sþ 1; . . . ; 6

where Up ¼ max
k

Tk;p;s
� �

and Lp ¼ min
k

Tk;p;s
� �

, for k ¼ 0; 1; . . . ; 9� p, and let �p be such that

R�p ¼ min
p

Rp

� �
, for p ¼ s; . . . ; 6.

The function returns:

der½2s� ¼ 1

8� �p
�

X9��p
k¼0

Tk;�p;s � U�p � L�p

( )
2sþ 1ð Þ!

and

erest½2s� ¼ R�p � 2sþ 1ð Þ!�K2sþ1

where Kj is a safety factor which has been assigned the values:

Kj ¼ 1, j � 9
Kj ¼ 1:5, j ¼ 10; 11
Kj ¼ 2 j 	 12,

on the basis of performance statistics.

The even order derivatives are calculated in a precisely analogous manner.

4 References

Lyness J N and Moler C B (1966) van der Monde systems and numerical differentiation Numer. Math. 8
458–464

Lyness J N and Moler C B (1969) Generalised Romberg methods for integrals of derivatives Numer.
Math. 14 1–14

5 Arguments

1: xval – double Input

On entry: the point at which the derivatives are required, x0.

2: nder – Integer Input

On entry: must be set so that its absolute value is the highest order derivative required.

nder > 0
All derivatives up to order min nder; 14ð Þ are calculated.

nder < 0 and nder is even
Only even order derivatives up to order min �nder; 14ð Þ are calculated.

nder < 0 and nder is odd
Only odd order derivatives up to order min �nder; 13ð Þ are calculated.

3: hbase – double Input

On entry: the initial step length which may be positive or negative. For advice on the choice of
hbase see Section 9.

Constraint: hbase 6¼ 0:0.
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4: der½14� – double Output

On exit: der½j� 1� contains an approximation to the jth derivative of f xð Þ at x ¼ xval, so long as
the jth derivative is one of those requested by you when specifying nder. For other values of j,
der½j� 1� is unused.

5: erest½14� – double Output

On exit: an estimate of the absolute error in the corresponding result der½j� 1� so long as the jth
derivative is one of those requested by you when specifying nder. The sign of erest½j� 1� is
positive unless the result der½j� 1� is questionable. It is set negative when
der½j� 1�j j < erest½j� 1�j j or when for some other reason there is doubt about the validity of
the result der½j� 1� (see Section 6). For other values of j, erest½j� 1� is unused.

6: fun – function, supplied by the user External Function

fun must evaluate the function f xð Þ at a specified point.

The specification of fun is:

double fun (double x, Nag_Comm *comm)

1: x – double Input

On entry: the value of the argument x.

If you have equally spaced tabular data, the following information may be useful:

(i) in any call of nag_numdiff_1d_real (d04aac) the only values of x for which f xð Þ
will be required are x ¼ xval and x ¼ xval
 2j � 1ð Þhbase, for j ¼ 1; 2; . . . ; 10;
and

(ii) f x0ð Þ is always computed, but it is disregarded when only odd order derivatives are
required.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_numdiff_1d_real (d04aac)
you may allocate memory and initialize these pointers with various quantities for
use by fun when called from nag_numdiff_1d_real (d04aac) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nder ¼ 0.
Constraint: nder 6¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, hbase ¼ 0:0.
Constraint: hbase 6¼ 0:0.

7 Accuracy

The accuracy of the results is problem dependent. An estimate of the accuracy of each result der½j� 1�
is returned in erest½j� 1� (see Sections 3, 5 and 9).

A basic feature of any floating-point function for numerical differentiation based on real function values
on the real axis is that successively higher order derivative approximations are successively less
accurate. It is expected that in most cases der½13� will be unusable. As an aid to this process, the sign of
erest½j� 1� is set negative when the estimated absolute error is greater than the approximate derivative
itself, i.e., when the approximate derivative may be so inaccurate that it may even have the wrong sign.
It is also set negative in some other cases when information available to the function indicates that the
corresponding value of der½j� 1� is questionable.

The actual values in erest depend on the accuracy of the function values, the properties of the machine
arithmetic, the analytic properties of the function being differentiated and the user-supplied step length
hbase (see Section 9). The only hard and fast rule is that for a given fun xvalð Þ and hbase, the values of
erest½j� 1� increase with increasing j. The limit of 14 is dictated by experience. Only very rarely can
one obtain meaningful approximations for higher order derivatives on conventional machines.

8 Parallelism and Performance

nag_numdiff_1d_real (d04aac) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_numdiff_1d_real (d04aac) depends on the time spent for function evaluations.
Otherwise the time is roughly equivalent to that required to evaluate the function 21 times and calculate
a finite difference table having about 200 entries in total.

The results depend very critically on the choice of the user-supplied step length hbase. The overall
accuracy is diminished as hbase becomes small (because of the effect of round-off error) and as hbase
becomes large (because the discretization error also becomes large). If the function is used four or five
times with different values of hbase one can find a reasonably good value. A process in which the value
of hbase is successively halved (or doubled) is usually quite effective. Experience has shown that in
cases in which the Taylor series for fun xð Þ about xval has a finite radius of convergence R, the choices
of hbase > R=19 are not likely to lead to good results. In this case some function values lie outside the
circle of convergence.

10 Example

This example evaluates the odd-order derivatives of the function:

f xð Þ ¼ 1
2e

2x�1

up to order 7 at the point x ¼ 1
2 . Several different values of hbase are used, to illustrate that:

(i) extreme choices of hbase, either too large or too small, yield poor results;

(ii) the quality of these results is adequately indicated by the values of erest.

10.1 Program Text

/* nag_numdiff_1d_real (d04aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fun(double x, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0;
double hbase;
Integer i, k, l, start, step;
double h_init;
double h_reduce;
double xval;
Integer nder;
double der[14], erest[14];
Nag_Comm comm;
NagError fail;
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INIT_FAIL(fail);

printf("nag_numdiff_1d_real (d04aac) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* abs(nder) is largest order derivative required. */
nder = -7;
l = abs(nder);
/* nder < 0 and nder is even means only even derivatives,
* and nder < 0 and nder is odd, only odd derivatives.
*/

if (nder < 0) {
start = (l % 2 ? 0 : 1);
step = 2;

}
else {

start = 0;
step = 1;

}
/* Initial step size. */
h_init = 0.5;
hbase = h_init;
/* Reduction factor applied to successive step sizes. */
h_reduce = 0.1;
/* Derivatives will be evaluated at x = xval. */
xval = 0.5;

printf("\n"
"Four separate runs to calculate the first four odd order derivatives "
"of\n"
" fun(x) = 0.5*exp(2.0*x-1.0) at x = 0.5.\n"
"The exact results are 1, 4, 16 and 64\n\n"
"Input parameters common to all four runs\n"
" xval = %f nder = %" NAG_IFMT "\n", xval, nder);

for (k = 0; k < 4; k++) {
/* nag_numdiff_1d_real (d04aac).
* Numerical differentiation, derivatives up to order 14,
* function of one real variable.
*/

nag_numdiff_1d_real(xval, nder, hbase, der, erest, fun, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_numdiff_1d_real (d04aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n"
"with step length %f the results are\n"
"Order Derivative Error estimate\n", hbase);

for (i = start; i < MIN(l, 14); i += step)
printf("%2" NAG_IFMT " %21.4e %21.4e\n", i + 1, der[i], erest[i]);

hbase = hbase * h_reduce;
}

END:
return exit_status;

}

static double NAG_CALL fun(double x, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback fun, first invocation.)\n");
comm->user[0] = 0.0;

}
return 0.5 * exp(2.0 * x - 1.0);

}
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10.2 Program Data

None.

10.3 Program Results

nag_numdiff_1d_real (d04aac) Example Program Results

Four separate runs to calculate the first four odd order derivatives of
fun(x) = 0.5*exp(2.0*x-1.0) at x = 0.5.

The exact results are 1, 4, 16 and 64

Input parameters common to all four runs
xval = 0.500000 nder = -7

(User-supplied callback fun, first invocation.)

with step length 0.500000 the results are
Order Derivative Error estimate
1 1.3919e+03 -1.0734e+05
3 -3.1386e+03 -1.4378e+05
5 8.7619e+03 -2.4790e+05
7 -2.4753e+04 -4.4838e+05

with step length 0.050000 the results are
Order Derivative Error estimate
1 1.0000e+00 1.5294e-11
3 4.0000e+00 2.1125e-09
5 1.6000e+01 3.8149e-07
7 6.4000e+01 7.3845e-05

with step length 0.005000 the results are
Order Derivative Error estimate
1 1.0000e+00 1.2768e-14
3 4.0000e+00 4.1903e-10
5 1.6000e+01 1.4629e-05
7 6.4039e+01 2.9729e-01

with step length 0.000500 the results are
Order Derivative Error estimate
1 1.0000e+00 1.4266e-13
3 4.0000e+00 3.0869e-07
5 1.5988e+01 6.3314e-01
7 3.8249e+04 -1.9644e+06

d04 – Numerical Differentiation d04aac

Mark 26 d04aac.7 (last)





NAG Library Function Document

nag_numdiff_1d_real_eval (d04bac)

1 Purpose

nag_numdiff_1d_real_eval (d04bac) calculates a set of derivatives (up to order 14) of a function at a
point with respect to a single variable. A corresponding set of error estimates is also returned.
Derivatives are calculated using an extension of the Neville algorithm. This function differs from
nag_numdiff_1d_real (d04aac), in that the abscissae and corresponding function values must be
calculated before this function is called. The abscissae may be generated using nag_numdiff_1
d_real_absci (d04bbc).

2 Specification

#include <nag.h>
#include <nagd04.h>

void nag_numdiff_1d_real_eval (const double xval[], const double fval[],
double der[], double erest[], NagError *fail)

3 Description

nag_numdiff_1d_real_eval (d04bac) provides a set of approximations:

der½j� 1�; j ¼ 1; 2; . . . ; 14

to the derivatives:

f jð Þ x0ð Þ; j ¼ 1; 2; . . . ; 14

of a real valued function f xð Þ at a real abscissa x0, together with a set of error estimates:

erest½j� 1�; j ¼ 1; 2; . . . ; 14

which hopefully satisfy:

der½j� 1� � f jð Þ x0ð Þ
		 		 < erest½j� 1�; j ¼ 1; 2; . . . ; 14:

The results der½j� 1� and erest½j� 1� are based on 21 function values:

f x0ð Þ; f x0 
 2i� 1ð Þhð Þ; i ¼ 1; 2; . . . ; 10:

The abscissae x and the corresponding function values f xð Þ should be passed into nag_numdiff_1
d_real_eval (d04bac) as the vectors xval and fval respectively. The step size h is derived from the
abscissae in xval. See Section 9 for a discussion of how the derived value of h may affect the results of
nag_numdiff_1d_real_eval (d04bac). The order in which the abscissae and function values are stored in
xval and fval is irrelevant, provided that the function value at any given index corresponds to the value
of the abscissa at the same index. Abscissae may be automatically generated using nag_numdiff_1
d_real_absci (d04bbc) if desired. For each derivative nag_numdiff_1d_real_eval (d04bac) employs an
extension of the Neville Algorithm (see Lyness and Moler (1969)) to obtain a selection of
approximations.

For example, for odd derivatives, this function calculates a set of numbers:

Tk;p;s; p ¼ s; sþ 1; . . . ; 6; k ¼ 0; 1; . . . ; 9� p

each of which is an approximation to f 2sþ1ð Þ x0ð Þ= 2sþ 1ð Þ!. A specific approximation Tk;p;s is of
polynomial degree 2pþ 2 and is based on polynomial interpolation using function values
f x0 
 2i� 1ð Þhð Þ, for k ¼ k; . . . ; k þ p. In the absence of round-off error, the better approximations
would be associated with the larger values of p and of k. However, round-off error in function values
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has an increasingly contaminating effect for successively larger values of p. This function proceeds to
make a judicious choice between all the approximations in the following way.

For a specified value of s, let:

Rp ¼ Up � Lp; p ¼ s; sþ 1; . . . ; 6

where Up ¼ max
k

Tk;p;s
� �

and Lp ¼ min
k

Tk;p;s
� �

, for k ¼ 0; 1; . . . ; 9� p, and let �p be such that

R�p ¼ min
p

Rp

� �
, for p ¼ s; . . . ; 6.

This function returns:

der½2s� ¼ 1

8� �p
�

X9��p
k¼0

Tk;�p;s � U�p � L�p

( )
2sþ 1ð Þ!

and

erest½2s� ¼ R�p � 2sþ 1ð Þ!�K2sþ1

where Kj is a safety factor which has been assigned the values:

Kj ¼ 1, j � 9
Kj ¼ 1:5, j ¼ 10; 11
Kj ¼ 2 j 	 12,

on the basis of performance statistics.

The even order derivatives are calculated in a precisely analogous manner.

4 References

Lyness J N and Moler C B (1969) Generalised Romberg methods for integrals of derivatives Numer.
Math. 14 1–14

5 Arguments

1: xval½21� – const double Input

On entry: the abscissae at which the function has been evaluated, as described in Section 3.
These can be generated by calling nag_numdiff_1d_real_absci (d04bbc). The order of the
abscissae is irrelevant.

Constraint: the values in xval must span the set x0; x0 
 2j � 1ð Þhf g, for j ¼ 1; 2; . . . ; 10.

2: fval½21� – const double Input

On entry: fval½j � 1� must contain the function value at xval½j � 1�, for j ¼ 1; 2; . . . ; 21.

3: der½14� – double Output

On exit: the 14 derivative estimates.

4: erest½14� – double Output

On exit: the 14 error estimates for the derivatives.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SPACING_INCORRECT

On entry, the values of xval are not correctly spaced.
Derived h ¼ valueh i.

NE_TOO_SMALL

The derived h is below tolerance.
Derived h > valueh i is required. Derived h ¼ valueh i.

7 Accuracy

The accuracy of the results is problem dependent. An estimate of the accuracy of each result der½j� 1�
is returned in erest½j� 1� (see Sections 3, 5 and 9).

A basic feature of any floating-point function for numerical differentiation based on real function values
on the real axis is that successively higher order derivative approximations are successively less
accurate. It is expected that in most cases der½13� will be unusable. As an aid to this process, the sign of
erest½j� 1� is set negative when the estimated absolute error is greater than the approximate derivative
itself, i.e., when the approximate derivative may be so inaccurate that it may even have the wrong sign.
It is also set negative in some other cases when information available to nag_numdiff_1d_real_eval
(d04bac) indicates that the corresponding value of der½j� 1� is questionable.

The actual values in erest depend on the accuracy of the function values, the properties of the machine
arithmetic, the analytic properties of the function being differentiated and the step length h (see
Section 9). The only hard and fast rule is that for a given objective function and h, the values of
erest½j� 1� increase with increasing j. The limit of 14 is dictated by experience. Only very rarely can
one obtain meaningful approximations for higher order derivatives on conventional machines.

8 Parallelism and Performance

nag_numdiff_1d_real_eval (d04bac) is not threaded in any implementation.
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9 Further Comments

The results depend very critically on the choice of the step length h. The overall accuracy is diminished
as h becomes small (because of the effect of round-off error) and as h becomes large (because the
discretization error also becomes large). If this function is used four or five times with different values
of h one can find a reasonably good value. A process in which the value of h is successively halved (or
doubled) is usually quite effective. Experience has shown that in cases in which the Taylor series for
the objective function about x0 has a finite radius of convergence R, the choices of h > R=19 are not
likely to lead to good results. In this case some function values lie outside the circle of convergence.

As mentioned, the order of the abscissae in xval does not matter, provided the corresponding values of
fval are ordered identically. If the abscissae are generated by nag_numdiff_1d_real_absci (d04bbc), then
they will be in ascending order. In particular, the target abscissa x0 will be stored in xval½10�.

10 Example

This example evaluates the derivatives of the polygamma function, calculated using nag_real_poly
gamma (s14aec), and compares the first 3 derivatives calculated to those found using
nag_real_polygamma (s14aec).

10.1 Program Text

/* nag_numdiff_1d_real_eval (d04bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd04.h>
#include <nags.h>
#include <nagx04.h>

int main(void)
{
/* DER_COMP is used to store results in column major format only. */
#define DER_COMP(I, J, K) der_comp[I + J*n_hbase + K*n_hbase*n_der_comp]

Integer exit_status = 0;
double x_0;
Integer n_der_comp, n_display, n_hbase;
double hbase;
Integer i, j, k;
char title[51];
double der[14], erest[14], fval[21], xval[21];
double *actder = 0, *der_comp = 0;
char *clabs = 0, **clabsc = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_numdiff_1d_real_eval (d04bac) Example Program Results\n");

printf("\n"
"Find the derivatives of the polygamma (psi) function\n"
"using function values generated by nag_real_polygamma (s14aec).\n\n"
"Demonstrate the effect of successively reducing hbase.\n\n");

fflush(stdout);

n_der_comp = 3;
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n_display = 3;
n_hbase = 4;

if (!(clabs = NAG_ALLOC(n_der_comp * 10, char)) ||
!(clabsc = NAG_ALLOC(n_der_comp, char *)) ||
!(actder = NAG_ALLOC(n_display, double)) ||
!(der_comp = NAG_ALLOC(n_hbase * n_der_comp * 14, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

x_0 = 0.05;

/* Select an initial separation distance hbase. */
hbase = 0.0025;

/* Compute the actual derivatives at target location x_0
* using nag_real_polygamma (s14aec), for comparison.
*/

for (j = 0; j < n_display; j++) {
/* nag_real_polygamma (s14aec).
* Derivative of the psi function psi(x).
*/

actder[j] = nag_real_polygamma(x_0, j + 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_polygamma (s14aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Attempt n_hbase approximations, reducing hbase by factor 0.1 each time. */
for (j = 0; j < n_hbase; j++) {

/* nag_numdiff_1d_real_absci (d04bbc).
* Generates sample points for function evaluations
* by nag_numdiff_1d_real_eval (d04bac).
*/

nag_numdiff_1d_real_absci(x_0, hbase, xval);

/* Calculate the corresponding objective function values. */
for (k = 0; k < 21; k++) {

fval[k] = nag_real_polygamma(xval[k], 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_polygamma (s14aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Calculate the derivative estimates. */

/* nag_numdiff_1d_real_eval (d04bac).
* Numerical differentiation, user-supplied function values,
* derivatives up to order 14,
* derivatives with respect to one real variable.
*/

nag_numdiff_1d_real_eval(xval, fval, der, erest, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_numdiff_1d_real_eval (d04bac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Store results in DER_COMP in column major format. */
for (i = 0; i < 14; i++) {

DER_COMP(j, 0, i) = hbase;
DER_COMP(j, 1, i) = der[i];
DER_COMP(j, 2, i) = erest[i];
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}

/* Decrease hbase for next loop. */
hbase = hbase * 0.1;

}

/* Display results for first n_display derivatives. */
for (j = 0; j < n_display; j++) {

printf(" Derivative (%" NAG_IFMT ") calculated using "
"nag_real_polygamma (s14aec): %13.4e\n", j + 1, actder[j]);

fflush(stdout);

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"Derivative and error estimates for derivative (%" NAG_IFMT ")",
j + 1);

#else
sprintf(title,

"Derivative and error estimates for derivative (%" NAG_IFMT ")",
j + 1);

#endif
#ifdef _WIN32

sprintf_s(&clabs[0], 10, "hbase");
#else

sprintf(&clabs[0], "hbase");
#endif
#ifdef _WIN32

sprintf_s(&clabs[10], 10, "der[%" NAG_IFMT "]", j);
#else

sprintf(&clabs[10], "der[%" NAG_IFMT "]", j);
#endif
#ifdef _WIN32

sprintf_s(&clabs[20], 10, "erest[%" NAG_IFMT "]", j);
#else

sprintf(&clabs[20], "erest[%" NAG_IFMT "]", j);
#endif

for (k = 0; k < n_der_comp; k++)
clabsc[k] = &clabs[k * 10];

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, n_hbase, n_der_comp,
&DER_COMP(0, 0, j), n_hbase, NULL, title,
Nag_NoLabels, NULL, Nag_CharacterLabels,
(const char **) clabsc, 0, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

}

END:
NAG_FREE(actder);
NAG_FREE(der_comp);
NAG_FREE(clabs);
NAG_FREE(clabsc);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_numdiff_1d_real_eval (d04bac) Example Program Results

Find the derivatives of the polygamma (psi) function
using function values generated by nag_real_polygamma (s14aec).

Demonstrate the effect of successively reducing hbase.

Derivative (1) calculated using nag_real_polygamma (s14aec): 4.0153e+02
Derivative and error estimates for derivative (1)

hbase der[0] erest[0]
2.5000e-03 4.0204e+02 1.3940e+02
2.5000e-04 4.0153e+02 4.9170e-11
2.5000e-05 4.0153e+02 2.1799e-10
2.5000e-06 4.0153e+02 1.1826e-09

Derivative (2) calculated using nag_real_polygamma (s14aec): -1.6002e+04
Derivative and error estimates for derivative (2)

hbase der[1] erest[1]
2.5000e-03 -1.6022e+04 5.5760e+03
2.5000e-04 -1.6002e+04 1.2831e-07
2.5000e-05 -1.6002e+04 6.0543e-06
2.5000e-06 -1.6002e+04 9.5762e-04

Derivative (3) calculated using nag_real_polygamma (s14aec): 9.6001e+05
Derivative and error estimates for derivative (3)

hbase der[2] erest[2]
2.5000e-03 9.1465e+05 -7.3750e+06
2.5000e-04 9.6001e+05 2.3718e-04
2.5000e-05 9.6001e+05 4.2253e-02
2.5000e-06 9.6001e+05 5.9679e+01
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NAG Library Function Document

nag_numdiff_1d_real_absci (d04bbc)

1 Purpose

nag_numdiff_1d_real_absci (d04bbc) generates abscissae about a target abscissa x0 for use in a
subsequent call to nag_numdiff_1d_real_eval (d04bac).

2 Specification

#include <nag.h>
#include <nagd04.h>

void nag_numdiff_1d_real_absci (double x_0, double hbase, double xval[])

3 Description

nag_numdiff_1d_real_absci (d04bbc) may be used to generate the necessary abscissae about a target
abscissa x0 for the calculation of derivatives using nag_numdiff_1d_real_eval (d04bac).

For a given x0 and h, the abscissae correspond to the set x0; x0 
 2j � 1ð Þhf g, for j ¼ 1; 2; . . . ; 10.
These 21 points will be returned in ascending order in xval. In particular, xval½10� will be equal to x0.

4 References

Lyness J N and Moler C B (1969) Generalised Romberg methods for integrals of derivatives Numer.
Math. 14 1–14

5 Arguments

1: x 0 – double Input

On entry: the abscissa x0 at which derivatives are required.

2: hbase – double Input

On entry: the chosen step size h. If h < 10�, where � ¼ nag machine precision, then the default
h ¼ � 1=4ð Þ will be used.

3: xval½21� – double Output

On exit: the abscissae for passing to nag_numdiff_1d_real_eval (d04bac).

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_numdiff_1d_real_absci (d04bbc) is not threaded in any implementation.
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9 Further Comments

The results computed by nag_numdiff_1d_real_eval (d04bac) depend very critically on the choice of the
user-supplied step length h. The overall accuracy is diminished as h becomes small (because of the
effect of round-off error) and as h becomes large (because the discretization error also becomes large).
If the process of calculating derivatives is repeated four or five times with different values of h one can
find a reasonably good value. A process in which the value of h is successively halved (or doubled) is
usually quite effective. Experience has shown that in cases in which the Taylor series for for the
objective function about x0 has a finite radius of convergence R, the choices of h > R=19 are not likely
to lead to good results. In this case some function values lie outside the circle of convergence.

10 Example

See Section 10 in nag_numdiff_1d_real_eval (d04bac).
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NAG Library Chapter Contents

d05 – Integral Equations

d05 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

d05aac 23 nag_inteq_fredholm2_split
Linear nonsingular Fredholm integral equation, second kind, split kernel

d05abc 23 nag_inteq_fredholm2_smooth
Linear nonsingular Fredholm integral equation, second kind, smooth kernel

d05bac 23 nag_inteq_volterra2
Nonlinear Volterra convolution equation, second kind

d05bdc 23 nag_inteq_abel2_weak
Nonlinear convolution Volterra–Abel equation, second kind, weakly
singular

d05bec 23 nag_inteq_abel1_weak
Nonlinear convolution Volterra–Abel equation, first kind, weakly singular

d05bwc 23 nag_inteq_volterra_weights
Generate weights for use in solving Volterra equations

d05byc 23 nag_inteq_abel_weak_weights
Generate weights for use in solving weakly singular Abel-type equations
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1 Scope of the Chapter

This chapter is concerned with the numerical solution of integral equations. Provision will be made for
most of the standard types of equation (see Section 2). The following are, however, specifically
excluded:

(a) Equations arising in the solution of partial differential equations by integral equation methods. In
cases where the prime purpose of an algorithm is the solution of a partial differential equation it
will normally be included in Chapter d03.

(b) Calculation of inverse integral transforms. This problem falls within the scope of Chapter c06.

2 Background to the Problems

2.1 Introduction

Any functional equation in which the unknown function appears under the sign of integration is called
an integral equation. Integral equations arise in a great many branches of science; for example, in
potential theory, acoustics, elasticity, fluid mechanics, radiative transfer, theory of population, etc. In
many instances the integral equation originates from the conversion of a boundary value problem or an
initial value problem associated with a partial or an ordinary differential equation, but many problems
lead directly to integral equations and cannot be formulated in terms of differential equations.

Integral equations are of many types; here we attempt to indicate some of the main distinguishing
features with particular regard to the use and construction of algorithms.

2.2 Classification of Integral Equations

In the classical theory of integral equations one distinguishes between Fredholm equations and Volterra
equations. In a Fredholm equation the region of integration is fixed, whereas in a Volterra equation the
region is variable. Thus, the equation

cy tð Þ ¼ f tð Þ þ �
Z b

a

K t; s; y sð Þð Þ ds; a � t � b ð1Þ

is an example of Fredholm equation, and the equation

cy tð Þ ¼ f tð Þ þ �
Z t

a

K t; s; y sð Þð Þ ds; a � t ð2Þ

is an example of a Volterra equation.

Here the forcing function f tð Þ and the kernel function K t; s; y sð Þð Þ are prescribed, while y tð Þ is the
unknown function to be determined. (More generally the integration and the domain of definition of the
functions may extend to more than one dimension.) The parameter � is often omitted; it is, however, of
importance in certain theoretical investigations (e.g., stability) and in the eigenvalue problem discussed
below.

If in (1) or (2), c ¼ 0, the integral equation is said to be of the first kind. If c ¼ 1, the equation is said to
be of the second kind.

Equations (1) and (2) are linear if the kernel K t; s; y sð Þð Þ ¼ k t; sð Þy sð Þ, otherwise they are nonlinear.

Note: in a linear integral equation, k t; sð Þ is usually referred to as the kernel. We adopt this convention
throughout.

These two types of equations are broadly analogous to problems of initial- and boundary value type for
an ordinary differential equation (ODE); thus the Volterra equation, characterised by a variable upper
limit of integration, is amenable to solution by methods of marching type whilst most methods for
treating Fredholm equations lead ultimately to the solution of an approximating system of simultaneous
algebraic equations. For comprehensive discussion of numerical methods see Atkinson (1976), Baker
(1977), Brunner and van der Houwen (1986) and Delves and Walsh (1974). In what follows, the term
‘integral equation’ is used in its general sense, and the type is distinguished when appropriate.
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2.3 Structure of Kernel

When considering numerical methods for integral equations, particular attention should be paid to the
character of the kernel, which is usually the main factor governing the choice of an appropriate
quadrature formula or system of approximating functions. Various commonly occurring types of
singularity call for individual treatment.

Likewise provision can be made for cases of symmetry, periodicity or other special structure, where the
solution may have special properties and/or economies may be effected in the solution process. We note
in particular the following cases to which we shall often have occasion to refer in the description of
individual algorithms.

(a) A linear integral equation with a kernel k t; sð Þ ¼ k s; tð Þ is said to be symmetric. This property
plays a key role in the theory of Fredholm integral equations.

(b) If k t; sð Þ ¼ k aþ b� t; aþ b� sð Þ in a linear integral equation, the kernel is called centro-
symmetric.

(c) If in Equations (1) or (2) the kernel has the form K t; s; y sð Þð Þ ¼ k t� sð Þg s; y sð Þð Þ, the equation is
called a convolution integral equation; in the linear case g s; y sð Þð Þ ¼ y sð Þ.

(d) If the kernel in (1) has the form

K t; s; y sð Þð Þ ¼ K1 t; s; y sð Þð Þ; a � s � t;
K t; s; y sð Þð Þ ¼ K2 t; s; y sð Þð Þ; t < s � b;

where the functions K1 and K2 are well behaved, whilst K or its s-derivative is possibly
discontinuous, may be described as discontinuous or of ‘split’ type; in the linear case
K t; s; y sð Þð Þ ¼ k t; sð Þy sð Þ and consequently K1 ¼ k1y and K2 ¼ k2y. Examples are the commonly
occurring kernels of the type k t� sj jð Þ and the Green's functions (influence functions) which arise
in the conversion of ODE boundary value problems to integral equations. It is also of interest to
note that the Volterra equation (2) may be conceived as a Fredholm equation with kernel of split
type, with K2 t; s; y sð Þð Þ � 0; consequently methods designed for the solution of Fredholm
equations with split kernels are also applicable to Volterra equations.

2.4 Singular and Weakly Singular Equations

An integral equation may be called singular if either

(a) its kernel contains a singularity, or

(b) the range of integration is infinite,

and it is said to be weakly singular if the kernel becomes infinite at s ¼ t.
Sometimes a solution can be effected by a simple adaptation of a method applicable to a nonsingular
equation: for example, an infinite range may be truncated at a suitably chosen point. In other cases,
however, theoretical considerations will dictate the need for special methods and algorithms. Examples
are:

(i) Integral equations with singular kernels of Cauchy type;

(ii) Equations of Wiener–Hopf type;

(iii) Various dual integral equations arising in the solution of boundary value problems of mathematical
physics;

(iv) The well-known Abel integral equation, an equation of Volterra type, whose kernel contains an
inverse square root singularity at s ¼ t.

Problems of inversion of integral transforms also fall under this heading but, as already remarked, they
lie outside the scope of this chapter.
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2.5 Fredholm Integral Equations

2.5.1 Eigenvalue problem

Closely connected with the linear Fredholm integral equation of the second kind is the eigenvalue
problem represented by the homogeneous equation

y tð Þ � �
Z b

a

k t; sð Þy sð Þ ds ¼ 0; a � t � b: ð3Þ

If � is chosen arbitrarily this equation in general possesses only the trivial solution y tð Þ ¼ 0. However,
for a certain critical set of values of �, the characteristic values or eigenvalues (the latter term is
sometimes reserved for the reciprocals � ¼ 1=�), there exist nontrivial solutions y tð Þ, termed
characteristic functions or eigenfunctions, which are of fundamental importance in many
investigations. The analogy with the eigenproblem of linear algebra is readily apparent, and indeed
most methods of solution of equation (3) entail reduction to an approximately equivalent algebraic
problem

K � �Ið Þy ¼ 0: ð4Þ

2.5.2 Equations of the first kind

The Fredholm integral equation of the first kindZ b

a

k t; sð Þy sð Þ ds ¼ f tð Þ; a � t � b; ð5Þ

belong to the class of ‘ill-posed’ problems; even supposing that a solution corresponding to the
prescribed f tð Þ exists, a slight perturbation of f tð Þ may give rise to an arbitrarily large variation in the
solution y tð Þ. Hence the equation may be closely satisfied by a function bearing little resemblance to the
‘true’ solution. The difficulty associated with this instability is aggravated by the fact that in practice
the specification of f tð Þ is usually inexact.

Nevertheless a great many physical problems (e.g., in radiography, spectroscopy, stereology, chemical
analysis) are appropriately formulated in terms of integral equations of the first kind, and useful and
meaningful ‘solutions’ can be obtained with the aid of suitable stabilizing procedures. See Chapters 12
and 13 of Delves and Walsh (1974) for further discussion and references.

2.5.3 Equations of the second kind

Consider the nonlinear Fredholm equation of the second kind

y tð Þ ¼ f tð Þ þ
Z b

a

K t; s; y sð Þð Þ ds; a � t � b: ð6Þ

The numerical solution of equation (6) is usually accomplished either by simple iteration or by a more
sophisticated iterative scheme based on Newton's method; in the latter case it is necessary to solve a
sequence of linear integral equations. Convergence may be demonstrated subject to suitable conditions
of Lipschitz continuity of the functions K with respect to the parameter y.

Examples of Fredholm type (for which the provision of algorithms is contemplated) are:

(a) the Uryson equation

u tð Þ �
Z 1

0
F t; s; u sð Þð Þ ds ¼ 0; 0 � t � 1; ð7Þ

(b) the Hammerstein equation

u tð Þ �
Z 1

0
k t; sð Þg s; u sð Þð Þ ds ¼ 0; 0 � t � 1; ð8Þ

where F and g are arbitrary functions.
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2.6 Volterra Integral Equations

2.6.1 Equations of the first kind

Consider the Volterra integral equation of the first kindZ t

a

k t; sð Þy sð Þ ds ¼ f tð Þ; a � t: ð9Þ

Clearly it is necessary that f að Þ ¼ 0; otherwise no solution to (9) can exist. The following types of
Volterra integral equations of the first kind occur in real life problems:

equations with unbounded kernel at s ¼ t,
equations with sufficiently smooth kernel.

These types belong also to the class of ‘ill-posed’ problems. However, the instability is appreciably less
severe in the equations with unbounded kernel. In general, a nonsingular Volterra equation of the first
kind presents less computational difficulty than the Fredholm equation (5) with a smooth kernel.

A Volterra equation of the first kind may, under suitable conditions, be converted by differentiation to
one of the second kind or by integration by parts to an equation of the second kind for the integral of
the wanted function.

2.6.2 Equations of the second kind

A very general Volterra equation of the second kind is given by

y tð Þ ¼ f tð Þ þ
Z t

a

K t; s; y sð Þð Þ ds; a � t: ð10Þ

The resemblance of Volterra equations to ODEs suggests that the underlying methods for ODE
problems can be applied to Volterra equations. Indeed this turns out to be the case. The main
advantages of implementing these methods are their well-developed theoretical background, i.e.,
convergence and stability; see Brunner and van der Houwen (1986) and Wolkenfelt (1982).

Many Volterra integral equations arising in real life problems have a convolution kernel (see Section 2.3
(c)); see Brunner and van der Houwen (1986) for references. However, a subclass of these equations
which have kernels of the form

k t� sð Þ ¼
XM
j¼0

�j t� sð Þj; ð11Þ

where �j
� 

are real, can be converted into a system of linear or nonlinear ODEs; see Brunner and van
der Houwen (1986).

For more information on the theoretical and the numerical treatment of integral equations we refer you
to Atkinson (1976), Baker (1977), Brunner and van der Houwen (1986), Cochran (1972) and Delves
and Walsh (1974).

3 Recommendations on Choice and Use of Available Functions

The choice of function will depend first of all upon the type of integral equation to be solved.

3.1 Fredholm Equations of the Second Kind

(a) Linear equations

nag_inteq_fredholm2_split (d05aac) is applicable to an equation with a discontinuous or ‘split’
kernel as defined in Section 2.3(d). Here, however, both the functions k1 and k2 are required to be
defined (and well-behaved) throughout the square a � s, t � b.
nag_inteq_fredholm2_smooth (d05abc) is applicable to an equation with a smooth kernel. Note that
nag_inteq_fredholm2_split (d05aac) may also be applied to this case, by setting k1 ¼ k2 ¼ k, but
nag_inteq_fredholm2_smooth (d05abc) is more efficient.
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3.2 Volterra Equations of the Second Kind

(a) Linear equations

nag_inteq_fredholm2_split (d05aac) may be used to solve a Volterra equation by defining k2 (or k1)
to be identically zero. (See also (b).)

(b) Nonlinear equations

nag_inteq_volterra2 (d05bac) is applicable to a nonlinear convolution Volterra integral equation of
the second kind. The kernel function has the form

K t; s; y sð Þð Þ ¼ k t� sð Þg s; y sð Þð Þ:
The underlying methods used in the function are the reducible linear multistep methods. You have
a choice of variety of these methods. This function can also be used for linear g.

nag_inteq_abel2_weak (d05bdc) is applicable to a nonlinear convolution equation having a weakly-
singular kernel (Abel). The kernel function has the form

K t; s; y sð Þð Þ ¼ k t� sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p g s; y sð Þð Þ:

The underlying methods used in the function are the fractional linear multistep methods based on
Backward Difference Formula (BDF, see Section 3.1 in the d02 Chapter Introduction) methods.
This function can also be used for linear g.

3.3 Volterra Equations of the First Kind

(a) Linear equations

See (b).

(b) Nonlinear equations

nag_inteq_abel1_weak (d05bec) is applicable to a nonlinear equation having a weakly-singular
kernel (Abel). The kernel function has the form

K t; s; y sð Þð Þ ¼ k t� sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p g s; y sð Þð Þ:

The underlying methods used in the function are the fractional linear multistep methods based on
BDF methods. This function can also be used for linear g.

3.4 Utility Routines

nag_inteq_volterra_weights (d05bwc) generates the weights associated with Adams' and BDF linear
multistep methods. These weights can be used for the solution of nonsingular Volterra integral and
integro-differential equations of general type.

nag_inteq_abel_weak_weights (d05byc) generates the weights associated with BDF linear multistep
methods. These weights can be used for the solution of weakly-singular Volterra (Abel) integral
equations of general type.

3.5 User-supplied Routines

Many of the functions in this chapter require you to supply procedures defining the kernels and other
given functions in the equations. It is important to test these independently before using them in
conjunction with NAG C Library functions.

4 Functionality Index

Fredholm equation of second kind,
linear,

nonsingular discontinuous or ‘split’ kernel .......................... nag_inteq_fredholm2_split (d05aac)
nonsingular smooth kernel ............................................... nag_inteq_fredholm2_smooth (d05abc)
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Volterra equation of first kind,
nonlinear,

weakly-singular,
convolution equation (Abel): ................................................. nag_inteq_abel1_weak (d05bec)

Volterra equation of second kind,
nonlinear,

nonsingular,
convolution equation ................................................................... nag_inteq_volterra2 (d05bac)

weakly-singular,
convolution equation (Abel): ................................................. nag_inteq_abel2_weak (d05bdc)

Weight generating functions,
weights for general solution of Volterra equations ................ nag_inteq_volterra_weights (d05bwc)
weights for general solution of Volterra equations with weakly-singular kernel

..... nag_inteq_abel_weak_weights (d05byc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_inteq_fredholm2_split (d05aac)

1 Purpose

nag_inteq_fredholm2_split (d05aac) solves a linear, nonsingular Fredholm equation of the second kind
with a split kernel.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_fredholm2_split (double lambda, double a, double b, Integer n,

double (*k1)(double x, double s, Nag_Comm *comm),

double (*k2)(double x, double s, Nag_Comm *comm),

double (*g)(double x, Nag_Comm *comm),

Nag_KernelForm kform, double f[], double c[], Nag_Comm *comm,
NagError *fail)

3 Description

nag_inteq_fredholm2_split (d05aac) solves an integral equation of the form

f xð Þ � �
Z b

a

k x; sð Þf sð Þ ds ¼ g xð Þ

for a � x � b, when the kernel k is defined in two parts: k ¼ k1 for a � s � x and k ¼ k2 for x < s � b.
The method used is that of El–Gendi (1969) for which, it is important to note, each of the functions k1
and k2 must be defined, smooth and nonsingular, for all x and s in the interval a; b½ �.

An approximation to the solution f xð Þ is found in the form of an n term Chebyshev series
Xn
i¼1
ciTi xð Þ,

where 0 indicates that the first term is halved in the sum. The coefficients ci, for i ¼ 1; 2; . . . ; n, of this
series are determined directly from approximate values fi, for i ¼ 1; 2; . . . ; n, of the function f xð Þ at the
first n of a set of mþ 1 Chebyshev points:

xi ¼ 1
2 aþ bþ b� að Þ cos i� 1ð Þ	=m½ �ð Þ; i ¼ 1; 2; . . . ;mþ 1:

The values fi are obtained by solving simultaneous linear algebraic equations formed by applying a
quadrature formula (equivalent to the scheme of Clenshaw and Curtis (1960)) to the integral equation at
the above points.

In general m ¼ n� 1. However, if the kernel k is centro-symmetric in the interval a; b½ �, i.e., if
k x; sð Þ ¼ k aþ b� x; aþ b� sð Þ, then the function is designed to take advantage of this fact in the
formation and solution of the algebraic equations. In this case, symmetry in the function g xð Þ implies
symmetry in the function f xð Þ. In particular, if g xð Þ is even about the mid-point of the range of
integration, then so also is f xð Þ, which may be approximated by an even Chebyshev series with
m ¼ 2n� 1. Similarly, if g xð Þ is odd about the mid-point then f xð Þ may be approximated by an odd
series with m ¼ 2n.
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4 References
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5 Arguments

1: lambda – double Input

On entry: the value of the parameter � of the integral equation.

2: a – double Input

On entry: a, the lower limit of integration.

3: b – double Input

On entry: b, the upper limit of integration.

Constraint: b > a.

4: n – Integer Input

On entry: the number of terms in the Chebyshev series required to approximate f xð Þ.
Constraint: n 	 1.

5: k1 – function, supplied by the user External Function

k1 must evaluate the kernel k x; sð Þ ¼ k1 x; sð Þ of the integral equation for a � s � x.

The specification of k1 is:

double k1 (double x, double s, Nag_Comm *comm)

1: x – double Input
2: s – double Input

On entry: the values of x and s at which k1 x; sð Þ is to be evaluated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to k1.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_fredholm2_split
(d05aac) you may allocate memory and initialize these pointers with various
quantities for use by k1 when called from nag_inteq_fredholm2_split (d05aac)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

6: k2 – function, supplied by the user External Function

k2 must evaluate the kernel k x; sð Þ ¼ k2 x; sð Þ of the integral equation for x < s � b.

The specification of k2 is:

double k2 (double x, double s, Nag_Comm *comm)
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1: x – double Input
2: s – double Input

On entry: the values of x and s at which k2 x; sð Þ is to be evaluated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to k2.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_fredholm2_split
(d05aac) you may allocate memory and initialize these pointers with various
quantities for use by k2 when called from nag_inteq_fredholm2_split (d05aac)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

Note that the functions k1 and k2 must be defined, smooth and nonsingular for all x and s in the
interval [a; b].

7: g – function, supplied by the user External Function

g must evaluate the function g xð Þ for a � x � b.

The specification of g is:

double g (double x, Nag_Comm *comm)

1: x – double Input

On entry: the values of x at which g xð Þ is to be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to g.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_fredholm2_split
(d05aac) you may allocate memory and initialize these pointers with various
quantities for use by g when called from nag_inteq_fredholm2_split (d05aac)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

8: kform – Nag_KernelForm Input

On entry: determines the forms of the kernel, k x; sð Þ, and the function g xð Þ.
kform ¼ Nag NoCentroSymm

k x; sð Þ is not centro-symmetric (or no account is to be taken of centro-symmetry).

kform ¼ Nag CentroSymmOdd
k x; sð Þ is centro-symmetric and g xð Þ is odd.

kform ¼ Nag CentroSymmEven
k x; sð Þ is centro-symmetric and g xð Þ is even.

kform ¼ Nag CentroSymmNeither
k x; sð Þ is centro-symmetric but g xð Þ is neither odd nor even.

Constraint: kform ¼ Nag NoCentroSymm, Nag CentroSymmOdd, Nag CentroSymmEven or
Nag CentroSymmNeither.
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9: f½n� – double Output

On exit: the approximate values fi, for i ¼ 1; 2; . . . ; n, of f xð Þ evaluated at the first n of mþ 1
Chebyshev points xi, (see Section 3).

If kform ¼ Nag NoCentroSymm or Nag CentroSymmNeither, m ¼ n� 1.

If kform ¼ Nag CentroSymmOdd, m ¼ 2� n.

If kform ¼ Nag CentroSymmEven, m ¼ 2� n� 1.

10: c½n� – double Output

On exit: the coefficients ci, for i ¼ 1; 2; . . . ; n, of the Chebyshev series approximation to f xð Þ.
If kform ¼ Nag CentroSymmOdd this series contains polynomials of odd order only and if
kform ¼ Nag CentroSymmEven the series contains even order polynomials only.

11: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A failure has occurred due to proximity of an eigenvalue.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b > a.
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7 Accuracy

No explicit error estimate is provided by the function but it is usually possible to obtain a good
indication of the accuracy of the solution either

(i) by examining the size of the later Chebyshev coefficients ci, or

(ii) by comparing the coefficients ci or the function values fi for two or more values of n.

8 Parallelism and Performance

nag_inteq_fredholm2_split (d05aac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_inteq_fredholm2_split (d05aac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_inteq_fredholm2_split (d05aac) increases with n.

This function may be used to solve an equation with a continuous kernel by defining k1 and k2 to be
identical.

This function may also be used to solve a Volterra equation by defining k2 (or k1) to be identically
zero.

10 Example

This example solves the equation

f xð Þ �
Z 1

0
k x; sð Þf sð Þ ds ¼ 1� 1

	2

� �
sin 	xð Þ

where

k x; sð Þ ¼ s 1� xð Þ for 0 � s � x;
x 1� sð Þ for x < s � 1:



Five terms of the Chebyshev series are sought, taking advantage of the centro-symmetry of the k x; sð Þ
and even nature of g xð Þ about the mid-point of the range 0; 1½ �.
The approximate solution at the point x ¼ 0:1 is calculated by calling nag_sum_cheby_series (c06dcc).

10.1 Program Text

/* nag_inteq_fredholm2_split (d05aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc06.h>
#include <nagd05.h>
#include <nagx01.h>
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#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL k1(double x, double s, Nag_Comm *comm);
static double NAG_CALL k2(double x, double s, Nag_Comm *comm);
static double NAG_CALL g(double x, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double a = 0.0, b = 1.0, lambda = 1.0, x = 0.1;
double res;
Integer exit_status = 0;
Integer n = 5;
Integer i;
/* Arrays */
static double ruser[3] = { -1.0, -1.0, -1.0 };
double *c = 0, *f = 0;
/* NAG types */
Nag_Comm comm;
NagError fail;
Nag_KernelForm kform = Nag_CentroSymmEven;
Nag_Series s = Nag_SeriesEven;

INIT_FAIL(fail);

printf("nag_inteq_fredholm2_split (d05aac) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

if (!(f = NAG_ALLOC(n, double)) || !(c = NAG_ALLOC(n, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/*
nag_inteq_fredholm2_split (d05aac).
Linear non-singular Fredholm integral equation, second kind, split kernel.

*/
nag_inteq_fredholm2_split(lambda, a, b, n, k1, k2, g, kform, f, c, &comm,

&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_inteq_fredholm2_split (d05aac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nKernel is centro-symmetric and g is even, "
"so the solution is even\n\n");

printf("Chebyshev coefficients of the approximation to f(x)\n\n");
for (i = 0; i < n; i++)

printf("%14.4e", c[i]);
printf("\n\n");

/*
nag_sum_cheby_series (c06dcc).
Sum of a Chebyshev series at a set of points.
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*/
nag_sum_cheby_series(&x, 1, a, b, c, n, s, &res, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sum_cheby_series (c06dcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Solution: x = %5.2f and f(x) = %10.4f\n", x, res);

END:

NAG_FREE(c);
NAG_FREE(f);

return exit_status;
}

static double NAG_CALL k1(double x, double s, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback k1, first invocation.)\n");
comm->user[0] = 0.0;

}
return s * (1.0 - x);

}

static double NAG_CALL k2(double x, double s, Nag_Comm *comm)
{

if (comm->user[1] == -1.0) {
printf("(User-supplied callback k2, first invocation.)\n");
comm->user[1] = 0.0;

}
return x * (1.0 - s);

}

static double NAG_CALL g(double x, Nag_Comm *comm)
{

if (comm->user[2] == -1.0) {
printf("(User-supplied callback g, first invocation.)\n");
comm->user[2] = 0.0;

}
return (1.0 - 1.0 / pow(nag_pi, 2)) * sin(nag_pi * x);

}

10.2 Program Data

None.

10.3 Program Results

nag_inteq_fredholm2_split (d05aac) Example Program Results
(User-supplied callback g, first invocation.)
(User-supplied callback k1, first invocation.)
(User-supplied callback k2, first invocation.)

Kernel is centro-symmetric and g is even, so the solution is even

Chebyshev coefficients of the approximation to f(x)

9.4400e-01 -4.9940e-01 2.7992e-02 -5.9669e-04 6.6578e-06

Solution: x = 0.10 and f(x) = 0.3090
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NAG Library Function Document

nag_inteq_fredholm2_smooth (d05abc)

1 Purpose

nag_inteq_fredholm2_smooth (d05abc) solves any linear nonsingular Fredholm integral equation of the
second kind with a smooth kernel.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_fredholm2_smooth (double lambda, double a, double b,
Integer n,

double (*k)(double x, double s, Nag_Comm *comm),

double (*g)(double x, Nag_Comm *comm),

Nag_Boolean odorev, Nag_Boolean ev, double f[], double c[],
Nag_Comm *comm, NagError *fail)

3 Description

nag_inteq_fredholm2_smooth (d05abc) uses the method of El–Gendi (1969) to solve an integral
equation of the form

f xð Þ � �
Z b

a

k x; sð Þf sð Þ ds ¼ g xð Þ

for the function f xð Þ in the range a � x � b.

An approximation to the solution f xð Þ is found in the form of an n term Chebyshev series
Xn
i¼1
ciTi xð Þ,

where 0 indicates that the first term is halved in the sum. The coefficients ci, for i ¼ 1; 2; . . . ; n, of this
series are determined directly from approximate values fi, for i ¼ 1; 2; . . . ; n, of the function f xð Þ at the
first n of a set of mþ 1 Chebyshev points

xi ¼ 1
2 aþ bþ b� að Þ � cos i� 1ð Þ � 	=m½ �ð Þ; i ¼ 1; 2; . . . ;mþ 1:

The values fi are obtained by solving a set of simultaneous linear algebraic equations formed by
applying a quadrature formula (equivalent to the scheme of Clenshaw and Curtis (1960)) to the integral
equation at each of the above points.

In general m ¼ n� 1. However, advantage may be taken of any prior knowledge of the symmetry of
f xð Þ. Thus if f xð Þ is symmetric (i.e., even) about the mid-point of the range a; bð Þ, it may be
approximated by an even Chebyshev series with m ¼ 2n� 1. Similarly, if f xð Þ is anti-symmetric (i.e.,
odd) about the mid-point of the range of integration, it may be approximated by an odd Chebyshev
series with m ¼ 2n.

4 References

Clenshaw C W and Curtis A R (1960) A method for numerical integration on an automatic computer
Numer. Math. 2 197–205

El–Gendi S E (1969) Chebyshev solution of differential, integral and integro-differential equations
Comput. J. 12 282–287
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5 Arguments

1: lambda – double Input

On entry: the value of the parameter � of the integral equation.

2: a – double Input

On entry: a, the lower limit of integration.

3: b – double Input

On entry: b, the upper limit of integration.

Constraint: b > a.

4: n – Integer Input

On entry: the number of terms in the Chebyshev series which approximates the solution f xð Þ.
Constraint: n 	 1.

5: k – function, supplied by the user External Function

k must compute the value of the kernel k x; sð Þ of the integral equation over the square a � x � b,
a � s � b.

The specification of k is:

double k (double x, double s, Nag_Comm *comm)

1: x – double Input
2: s – double Input

On entry: the values of x and s at which k x; sð Þ is to be calculated.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to k.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_fredholm2_smooth
(d05abc) you may allocate memory and initialize these pointers with various
quantities for use by k when called from nag_inteq_fredholm2_smooth (d05abc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

6: g – function, supplied by the user External Function

g must compute the value of the function g xð Þ of the integral equation in the interval a � x � b.

The specification of g is:

double g (double x, Nag_Comm *comm)

1: x – double Input

On entry: the value of x at which g xð Þ is to be calculated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to g.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_fredholm2_smooth
(d05abc) you may allocate memory and initialize these pointers with various
quantities for use by g when called from nag_inteq_fredholm2_smooth (d05abc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

7: odorev – Nag_Boolean Input

On entry: indicates whether it is known that the solution f xð Þ is odd or even about the mid-point
of the range of integration. If odorev is Nag_TRUE then an odd or even solution is sought
depending upon the value of ev.

8: ev – Nag_Boolean Input

On entry: is ignored if odorev is Nag_FALSE. Otherwise, if ev is Nag_TRUE, an even solution
is sought, whilst if ev is Nag_FALSE, an odd solution is sought.

9: f½n� – double Output

On exit: the approximate values fi, for i ¼ 1; 2; . . . ;n, of the function f xð Þ at the first n of mþ 1
Chebyshev points (see Section 3), where

m ¼ 2n� 1 if odorev ¼ Nag TRUE and ev ¼ Nag TRUE.

m ¼ 2n if odorev ¼ Nag TRUE and ev ¼ Nag FALSE.

m ¼ n� 1 if odorev ¼ Nag FALSE.

10: c½n� – double Output

On exit: the coefficients ci, for i ¼ 1; 2; . . . ;n, of the Chebyshev series approximation to f xð Þ.
When odorev is Nag_TRUE, this series contains polynomials of even order only or of odd order
only, according to ev being Nag_TRUE or Nag_FALSE respectively.

11: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A failure has occurred due to proximity of an eigenvalue.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b > a.

7 Accuracy

No explicit error estimate is provided by the function but it is possible to obtain a good indication of
the accuracy of the solution either

(i) by examining the size of the later Chebyshev coefficients ci, or

(ii) by comparing the coefficients ci or the function values fi for two or more values of n.

8 Parallelism and Performance

nag_inteq_fredholm2_smooth (d05abc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_inteq_fredholm2_smooth (d05abc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_inteq_fredholm2_smooth (d05abc) depends upon the value of n and upon the
complexity of the kernel function k x; sð Þ.

10 Example

This example solves Love's equation:

f xð Þ þ 1

	

Z 1

�1

f sð Þ
1þ x� sð Þ2

ds ¼ 1:

It will solve the slightly more general equation:

f xð Þ � �
Z b

a

k x; sð Þf sð Þ ds ¼ 1

where k x; sð Þ ¼ �= �2 þ x� sð Þ2
� �

. The values � ¼ �1=	; a ¼ �1; b ¼ 1; � ¼ 1 are used below.
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It is evident from the symmetry of the given equation that f xð Þ is an even function. Advantage is taken
of this fact both in the application of nag_inteq_fredholm2_smooth (d05abc), to obtain the fi ’ f xið Þ
and the ci, and in subsequent applications of nag_sum_cheby_series (c06dcc) to obtain f xð Þ at selected
points.

The program runs for n ¼ 5 and n ¼ 10.

10.1 Program Text

/* nag_inteq_fredholm2_smooth (d05abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc06.h>
#include <nagd05.h>
#include <nagx01.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL k(double x, double s, Nag_Comm *comm);
static double NAG_CALL g(double x, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double a = -1.0, b = 1.0;
double lambda, x0;
Integer exit_status = 0;
Integer i, lx, n;
Nag_Boolean ev = Nag_TRUE, odorev = Nag_TRUE;
/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *c = 0, *chebr = 0, *f = 0, *x = 0;
/* NAG types */
Nag_Comm comm;
NagError fail;
Nag_Series s = Nag_SeriesEven;

INIT_FAIL(fail);

printf("nag_inteq_fredholm2_smooth (d05abc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

x0 = 0.5 * (a + b);

/* Set up uniform grid to evaluate Chebyshev polynomials. */
lx = (Integer) (4.000001 * (b - x0)) + 1;

if (!(x = NAG_ALLOC(lx, double)) || !(chebr = NAG_ALLOC(lx, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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x[0] = x0;
for (i = 1; i < lx; i++)

x[i] = x[i - 1] + 0.25;

printf("\nSolution is even\n");

lambda = -1.0 / nag_pi;

for (n = 5; n <= 10; n += 5) {
if (!(f = NAG_ALLOC(n, double)) || !(c = NAG_ALLOC(n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/*
nag_inteq_fredholm2_smooth (d05abc).
Linear non-singular Fredholm integral equation, second kind,
smooth kernel.

*/
nag_inteq_fredholm2_smooth(lambda, a, b, n, k, g, odorev, ev, f, c, &comm,

&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_inteq_fredholm2_smooth (d05abc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nResults for n = %" NAG_IFMT "\n\n", n);
printf("Solution on first %2" NAG_IFMT " Chebyshev points and Chebyshev"

" coefficients\n", n);
printf("%3s%12s%18s%12s\n", "i", "x", "f[i]", "c[i]");
for (i = 0; i < n; i++) {

double y = cos(nag_pi * (double) (i) / (double) (2 * n - 1));
printf("%3" NAG_IFMT "%15.5f%15.5f%15.5e\n", i, y, f[i], c[i]);

}
printf("\n");

/*
Evaluate and print solution on uniform grid.
nag_sum_cheby_series (c06dcc).
Sum of a Chebyshev series at a set of points.

*/
nag_sum_cheby_series(x, lx, a, b, c, n, s, chebr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sum_cheby_series (c06dcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Solution on evenly spaced grid\n");
printf("\n x f(x)\n");
for (i = 0; i < lx; i++)

printf("%8.4f%15.5f\n", x[i], chebr[i]);
printf("\n");

NAG_FREE(c);
NAG_FREE(f);

}

END:

NAG_FREE(c);
NAG_FREE(f);
NAG_FREE(chebr);
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NAG_FREE(x);

return exit_status;
}

static double NAG_CALL k(double x, double s, Nag_Comm *comm)
{

/* Scalars */
double alpha = 1.0;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback k, first invocation.)\n");
comm->user[0] = 0.0;

}
return alpha / (pow(alpha, 2) + pow(x - s, 2));

}

static double NAG_CALL g(double x, Nag_Comm *comm)
{

if (comm->user[1] == -1.0) {
printf("(User-supplied callback g, first invocation.)\n");
comm->user[1] = 0.0;

}
return 1.0;

}

10.2 Program Data

None.

10.3 Program Results

nag_inteq_fredholm2_smooth (d05abc) Example Program Results

Solution is even
(User-supplied callback g, first invocation.)
(User-supplied callback k, first invocation.)

Results for n = 5

Solution on first 5 Chebyshev points and Chebyshev coefficients
i x f[i] c[i]
0 1.00000 0.75572 1.41519e+00
1 0.93969 0.74534 4.93850e-02
2 0.76604 0.71729 -1.04759e-03
3 0.50000 0.68318 -2.32823e-04
4 0.17365 0.66050 2.08908e-05

Solution on evenly spaced grid

x f(x)
0.0000 0.65741
0.2500 0.66383
0.5000 0.68318
0.7500 0.71488
1.0000 0.75572

Results for n = 10

Solution on first 10 Chebyshev points and Chebyshev coefficients
i x f[i] c[i]
0 1.00000 0.75572 1.41519e+00
1 0.98636 0.75335 4.93851e-02
2 0.94582 0.74638 -1.04752e-03
3 0.87947 0.73524 -2.32755e-04
4 0.78914 0.72081 1.99861e-05
5 0.67728 0.70451 9.86781e-07
6 0.54695 0.68824 -2.37962e-07
7 0.40170 0.67403 1.85813e-09
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8 0.24549 0.66360 2.44835e-09
9 0.08258 0.65811 -1.65272e-10

Solution on evenly spaced grid

x f(x)
0.0000 0.65741
0.2500 0.66383
0.5000 0.68318
0.7500 0.71488
1.0000 0.75572
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NAG Library Function Document

nag_inteq_volterra2 (d05bac)

1 Purpose

nag_inteq_volterra2 (d05bac) computes the solution of a nonlinear convolution Volterra integral
equation of the second kind using a reducible linear multi-step method.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_volterra2 (

double (*ck)(double t, Nag_Comm *comm),

double (*cg)(double s, double y, Nag_Comm *comm),

double (*cf)(double t, Nag_Comm *comm),

Nag_ODEMethod method, Integer iorder, double alim, double tlim,
double tol, Integer nmesh, double thresh, double work[], Integer lwk,
double yn[], double errest[], Nag_Comm *comm, NagError *fail)

3 Description

nag_inteq_volterra2 (d05bac) computes the numerical solution of the nonlinear convolution Volterra
integral equation of the second kind

y tð Þ ¼ f tð Þ þ
Z t

a

k t� sð Þg s; y sð Þð Þ ds; a � t � T: ð1Þ

It is assumed that the functions involved in (1) are sufficiently smooth. The function uses a reducible
linear multi-step formula selected by you to generate a family of quadrature rules. The reducible
formulae available in nag_inteq_volterra2 (d05bac) are the Adams–Moulton formulae of orders 3 to 6,
and the backward differentiation formulae (BDF) of orders 2 to 5. For more information about the
behaviour and the construction of these rules we refer to Lubich (1983) and Wolkenfelt (1982).

The algorithm is based on computing the solution in a step-by-step fashion on a mesh of equispaced
points. The initial step size which is given by T � að Þ=N, N being the number of points at which the
solution is sought, is halved and another approximation to the solution is computed. This extrapolation
procedure is repeated until successive approximations satisfy a user-specified error requirement.

The above methods require some starting values. For the Adams' formula of order greater than 3 and
the BDF of order greater than 2 we employ an explicit Dormand–Prince–Shampine Runge–Kutta
method (see Shampine (1986)). The above scheme avoids the calculation of the kernel, k tð Þ, on the
negative real line.

4 References

Lubich Ch (1983) On the stability of linear multi-step methods for Volterra convolution equations IMA
J. Numer. Anal. 3 439–465

Shampine L F (1986) Some practical Runge–Kutta formulas Math. Comput. 46(173) 135–150

Wolkenfelt P H M (1982) The construction of reducible quadrature rules for Volterra integral and
integro-differential equations IMA J. Numer. Anal. 2 131–152
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5 Arguments

1: ck – function, supplied by the user External Function

ck must evaluate the kernel k tð Þ of the integral equation (1).

The specification of ck is:

double ck (double t, Nag_Comm *comm)

1: t – double Input

On entry: t, the value of the independent variable.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ck.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_volterra2 (d05bac)
you may allocate memory and initialize these pointers with various quantities for
use by ck when called from nag_inteq_volterra2 (d05bac) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

2: cg – function, supplied by the user External Function

cg must evaluate the function g s; y sð Þð Þ in (1).

The specification of cg is:

double cg (double s, double y, Nag_Comm *comm)

1: s – double Input

On entry: s, the value of the independent variable.

2: y – double Input

On entry: the value of the solution y at the point s.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cg.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_volterra2 (d05bac)
you may allocate memory and initialize these pointers with various quantities for
use by cg when called from nag_inteq_volterra2 (d05bac) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

3: cf – function, supplied by the user External Function

cf must evaluate the function f tð Þ in (1).

The specification of cf is:

double cf (double t, Nag_Comm *comm)
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1: t – double Input

On entry: t, the value of the independent variable.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cf.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_volterra2 (d05bac)
you may allocate memory and initialize these pointers with various quantities for
use by cf when called from nag_inteq_volterra2 (d05bac) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

4: method – Nag_ODEMethod Input

On entry: the type of method which you wish to employ.

method ¼ Nag Adams
For Adams' type formulae.

method ¼ Nag BDF
For backward differentiation formulae.

Constraint: method ¼ Nag Adams or Nag BDF.

5: iorder – Integer Input

On entry: the order of the method to be used.

Constraints:

if method ¼ Nag Adams, 3 � iorder � 6;
if method ¼ Nag BDF, 2 � iorder � 5.

6: alim – double Input

On entry: a, the lower limit of the integration interval.

Constraint: alim 	 0:0.

7: tlim – double Input

On entry: the final point of the integration interval, T .

Constraint: tlim > alim.

8: tol – double Input

On entry: the relative accuracy required in the computed values of the solution.

Constraint:
ffiffi
�
p
� tol � 1:0, where � is the machine precision.

9: nmesh – Integer Input

On entry: the number of equidistant points at which the solution is sought.

Constraints:

if method ¼ Nag Adams, nmesh 	 iorder� 1;
if method ¼ Nag BDF, nmesh 	 iorder.
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10: thresh – double Input

On entry: the threshold value for use in the evaluation of the estimated relative errors. For two
successive meshes the following condition must hold at each point of the coarser mesh

Y1 � Y2j j
max Y1j j; Y2j j; threshj jð Þ � tol;

where Y1 is the computed solution on the coarser mesh and Y2 is the computed solution at the
corresponding point in the finer mesh. If this condition is not satisfied then the step size is halved
and the solution is recomputed.

Note: thresh can be used to effect a relative, absolute or mixed error test. If thresh ¼ 0:0 then
pure relative error is measured and, if the computed solution is small and thresh ¼ 1:0, absolute
error is measured.

11: work½lwk� – double Output
12: lwk – Integer Input

On entry: the dimension of the array work.

Constraint: lwk 	 10� nmeshþ 6.

Note: the above value of lwk is sufficient for nag_inteq_volterra2 (d05bac) to perform only one
extrapolation on the initial mesh as defined by nmesh. In general much more workspace is
required and in the case when a large step size is supplied (i.e., nmesh is small), you must
provide a considerably larger workspace.

On exit: if fail:code ¼ NW_OUT_OF_WORKSPACE, work½0� contains the size of lwk required
for the algorithm to proceed further.

13: yn½nmesh� – double Output

On exit: yn½i � 1� contains the most recent approximation of the true solution y tð Þ at the specified
point t ¼ alimþ i � H , for i ¼ 1; 2; . . . ; nmesh, where H ¼ tlim� alimð Þ=nmesh.

14: errest½nmesh� – double Output

On exit: errest½i � 1� contains the most recent approximation of the relative error in the
computed solut ion at the point t ¼ alimþ i � H , for i ¼ 1; 2; . . . ; nmesh, where
H ¼ tlim� alimð Þ=nmesh.

15: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONVERGENCE

The solution is not converging. See Section 9.

NE_ENUM_INT

On entry, method ¼ Nag Adams and iorder ¼ 2.
Constraint: if method ¼ Nag Adams, 3 � iorder � 6.

On entry, method ¼ Nag BDF and iorder ¼ 6.
Constraint: if method ¼ Nag BDF, 2 � iorder � 5.

NE_ENUM_INT_2

On entry, method ¼ Nag Adams, iorder ¼ valueh i and nmesh ¼ valueh i.
Constraint: if method ¼ Nag Adams, nmesh 	 iorder� 1.

On entry, method ¼ Nag BDF, iorder ¼ valueh i and nmesh ¼ valueh i.
Constraint: if method ¼ Nag BDF, nmesh 	 iorder.

NE_INT

On entry, iorder ¼ valueh i.
Constraint: 2 � iorder � 6.

On entry, lwk ¼ valueh i.
Constraint: lwk 	 10� nmeshþ 6; that is, valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, alim ¼ valueh i.
Constraint: alim 	 0:0.

On entry, tol ¼ valueh i.
Constraint:

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

� tol � 1:0.

NE_REAL_2

On entry, alim ¼ valueh i and tlim ¼ valueh i.
Constraint: tlim > alim.

NW_OUT_OF_WORKSPACE

The workspace which has been supplied is too small for the required accuracy. The number of
extrapolations, so far, is valueh i. If you require one more extrapolation extend the size of
workspace to: lwk ¼ valueh i.

7 Accuracy

The accuracy depends on tol, the theoretical behaviour of the solution of the integral equation, the
interval of integration and on the method being used. It can be controlled by varying tol and thresh;
you are recommended to choose a smaller value for tol, the larger the value of iorder.
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You are warned not to supply a very small tol, because the required accuracy may never be achieved.
This will usually force an error exit with fail:code ¼ NW_OUT_OF_WORKSPACE.

In general, the higher the order of the method, the faster the required accuracy is achieved with less
workspace. For non-stiff problems (see Section 9) you are recommended to use the Adams' method
(method ¼ Nag Adams) of order greater than 4 (iorder > 4).

8 Parallelism and Performance

nag_inteq_volterra2 (d05bac) is not threaded in any implementation.

9 Further Comments

When solving (1), the solution of a nonlinear equation of the form

Yn � �g tn; Ynð Þ � �n ¼ 0; ð2Þ

is required, where �n and � are constants. nag_inteq_volterra2 (d05bac) calls nag_interval_zer
o_cont_func (c05avc) to find an interval for the zero of this equation followed by nag_zero_cont_func_
brent_rcomm (c05azc) to find its zero.

There is an initial phase of the algorithm where the solution is computed only for the first few points of
the mesh. The exact number of these points depends on iorder and method. The step size is halved
until the accuracy requirements are satisfied on these points and only then the solution on the whole
mesh is computed. During this initial phase, if lwk is too small, nag_inteq_volterra2 (d05bac) will exit
with fail:code ¼ NW_OUT_OF_WORKSPACE.

In the case fail:code ¼ NE_CONVERGENCE or NW_OUT_OF_WORKSPACE, you may be dealing
with a ‘stiff’ equation; an equation where the Lipschitz constant L of the function g t; yð Þ in (1) with
respect to its second argument is large, viz,

g t; uð Þ � g t; vð Þj j � L u� vj j: ð3Þ

In this case, if a BDF method (method ¼ Nag BDF) has been used, you are recommended to choose a
smaller step size by increasing the value of nmesh, or provide a larger workspace. But, if an Adams'
method (method ¼ Nag Adams) has been selected, you are recommended to switch to a BDF method
instead.

In the case fail:code ¼ NW_OUT_OF_WORKSPACE, then if fail:errnum ¼ 6, the specified accuracy
has not been attained but yn and errest contain the most recent approximation to the computed solution
and the corresponding error estimate. In this case, the error message informs you of the number of
extrapolations performed and the size of lwk required for the algorithm to proceed further. The latter
quantity will also be available in work½0�.

10 Example

Consider the following integral equation

y tð Þ ¼ e�t þ
Z t

0
e� t�sð Þ y sð Þ þ e�y sð Þ

h i
ds; 0 � t � 20 ð4Þ

with the solution y tð Þ ¼ ln tþ eð Þ. In this example, the Adams' method of order 6 is used to solve this
equation with tol ¼ 1:e�4.

10.1 Program Text

/* nag_inteq_volterra2 (d05bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd05.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL sol(double t);
static double NAG_CALL cf(double t, Nag_Comm *comm);
static double NAG_CALL ck(double t, Nag_Comm *comm);
static double NAG_CALL cg(double s, double y, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double alim = 0.0, tlim = 20.0, tol = 1.e-4;
double h, hi, si, thresh;
Integer exit_status = 0;
Integer iorder = 6, nmesh = 6;
Integer i, lwk;
/* Arrays */
static double ruser[3] = { -1.0, -1.0, -1.0 };
double *errest = 0, *work = 0, *yn = 0;
/* NAG types */
Nag_Comm comm;
NagError fail;
Nag_ODEMethod method = Nag_Adams;

INIT_FAIL(fail);

printf("nag_inteq_volterra2 (d05bac) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

lwk = 10 * nmesh + 6;

if (!(work = NAG_ALLOC(lwk, double)) ||
!(yn = NAG_ALLOC(nmesh, double)) || !(errest = NAG_ALLOC(nmesh, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

h = (tlim - alim) / (double) (nmesh);
thresh = nag_machine_precision;

/*
nag_inteq_volterra2 (d05bac).
Nonlinear Volterra convolution equation, second kind.

*/
nag_inteq_volterra2(ck, cg, cf, method, iorder, alim, tlim, tol, nmesh,

thresh, work, lwk, yn, errest, &comm, &fail);
/* Loop until the supplied workspace is big enough. */
while (fail.code == NW_OUT_OF_WORKSPACE) {

lwk = work[0];
NAG_FREE(work);

if (!(work = NAG_ALLOC(lwk, double)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
nag_inteq_volterra2(ck, cg, cf, method, iorder, alim, tlim, tol, nmesh,

thresh, work, lwk, yn, errest, &comm, &fail);
}

if (fail.code != NE_NOERROR) {
printf("Error from nag_inteq_volterra2 (d05bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSize of workspace = %" NAG_IFMT "\n", lwk);
printf("Tolerance = %f\n\n", tol);
printf(" t Approx. Sol. True Sol. Est. Error Actual Error\n");

hi = 0.0;
for (i = 0; i < nmesh; i++) {

hi += h;
si = sol(hi);
printf("%7.2f%14.5f%14.5f%15.5e%15.5e\n", alim + hi, yn[i], si,

errest[i], fabs((yn[i] - si) / si));
}

END:

NAG_FREE(errest);
NAG_FREE(yn);
NAG_FREE(work);

return exit_status;
}

static double NAG_CALL sol(double t)
{

return log(t + exp(1.0));
}

static double NAG_CALL cf(double t, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback cf, first invocation.)\n");
comm->user[0] = 0.0;

}
return exp(-t);

}

static double NAG_CALL ck(double t, Nag_Comm *comm)
{

if (comm->user[1] == -1.0) {
printf("(User-supplied callback ck, first invocation.)\n");
comm->user[1] = 0.0;

}
return exp(-t);

}

static double NAG_CALL cg(double s, double y, Nag_Comm *comm)
{

if (comm->user[2] == -1.0) {
printf("(User-supplied callback cg, first invocation.)\n");
comm->user[2] = 0.0;

}
return y + exp(-y);

}

10.2 Program Data

None.
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10.3 Program Results

nag_inteq_volterra2 (d05bac) Example Program Results
(User-supplied callback ck, first invocation.)
(User-supplied callback cf, first invocation.)
(User-supplied callback cg, first invocation.)

Size of workspace = 966
Tolerance = 0.000100

t Approx. Sol. True Sol. Est. Error Actual Error
3.33 1.80033 1.80033 4.46315e-07 1.86622e-06
6.67 2.23911 2.23911 2.14707e-06 3.39762e-06

10.00 2.54305 2.54304 2.49406e-06 3.48516e-06
13.33 2.77582 2.77581 6.47098e-06 3.31131e-06
16.67 2.96451 2.96450 8.91042e-06 3.09688e-06
20.00 3.12318 3.12317 1.08231e-05 2.89422e-06
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NAG Library Function Document

nag_inteq_abel2_weak (d05bdc)

1 Purpose

nag_inteq_abel2_weak (d05bdc) computes the solution of a weakly singular nonlinear convolution
Volterra–Abel integral equation of the second kind using a fractional Backward Differentiation
Formulae (BDF) method.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_abel2_weak (

double (*ck)(double t, Nag_Comm *comm),

double (*cf)(double t, Nag_Comm *comm),

double (*cg)(double s, double y, Nag_Comm *comm),

Nag_WeightMode wtmode, Integer iorder, double tlim, double tolnl,
Integer nmesh, double yn[], double rwsav[], Integer lrwsav,
Nag_Comm *comm, NagError *fail)

3 Description

nag_inteq_abel2_weak (d05bdc) computes the numerical solution of the weakly singular convolution
Volterra–Abel integral equation of the second kind

y tð Þ ¼ f tð Þ þ 1ffiffiffi
	
p
Z t

0

k t� sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p g s; y sð Þð Þ ds; 0 � t � T: ð1Þ

Note the constant 1ffiffi
	
p in (1). It is assumed that the functions involved in (1) are sufficiently smooth.

The function uses a fractional BDF linear multi-step method to generate a family of quadrature rules
(see nag_inteq_abel_weak_weights (d05byc)). The BDF methods available in nag_inteq_abel2_weak
(d05bdc) are of orders 4, 5 and 6 ( ¼ p say). For a description of the theoretical and practical
background to these methods we refer to Lubich (1985) and to Baker and Derakhshan (1987) and
Hairer et al. (1988) respectively.

The algorithm is based on computing the solution y tð Þ in a step-by-step fashion on a mesh of
equispaced points. The size of the mesh is given by T= N � 1ð Þ, N being the number of points at which
the solution is sought. These methods require 2p� 1 (including y 0ð Þ) starting values which are
evaluated internally. The computation of the lag term arising from the discretization of (1) is performed
by fast Fourier transform (FFT) techniques when N > 32þ 2p� 1, and directly otherwise. The
function does not provide an error estimate and you are advised to check the behaviour of the solution
with a different value of N . An option is provided which avoids the re-evaluation of the fractional
weights when nag_inteq_abel2_weak (d05bdc) is to be called several times (with the same value of N)
within the same program unit with different functions.
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5 Arguments

1: ck – function, supplied by the user External Function

ck must evaluate the kernel k tð Þ of the integral equation (1).

The specification of ck is:

double ck (double t, Nag_Comm *comm)

1: t – double Input

On entry: t, the value of the independent variable.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ck.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_abel2_weak (d05bdc)
you may allocate memory and initialize these pointers with various quantities for
use by ck when called from nag_inteq_abel2_weak (d05bdc) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

2: cf – function, supplied by the user External Function

cf must evaluate the function f tð Þ in (1).

The specification of cf is:

double cf (double t, Nag_Comm *comm)

1: t – double Input

On entry: t, the value of the independent variable.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cf.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_abel2_weak (d05bdc)
you may allocate memory and initialize these pointers with various quantities for
use by cf when called from nag_inteq_abel2_weak (d05bdc) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).
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3: cg – function, supplied by the user External Function

cg must evaluate the function g s; y sð Þð Þ in (1).

The specification of cg is:

double cg (double s, double y, Nag_Comm *comm)

1: s – double Input

On entry: s, the value of the independent variable.

2: y – double Input

On entry: the value of the solution y at the point s.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cg.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_abel2_weak (d05bdc)
you may allocate memory and initialize these pointers with various quantities for
use by cg when called from nag_inteq_abel2_weak (d05bdc) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

4: wtmode – Nag_WeightMode Input

On entry: if the fractional weights required by the method need to be calculated by the function
then set wtmode ¼ Nag InitWeights.

If wtmode ¼ Nag ReuseWeights, the function assumes the fractional weights have been
computed on a previous call and are stored in rwsav.

Constraint: wtmode ¼ Nag InitWeights or Nag ReuseWeights.

Note : when nag_inteq_abel2_weak (d05bdc) is re-entered with the value of
wtmode ¼ Nag ReuseWeights, the values of nmesh, iorder and the contents of rwsav MUST
NOT be changed.

5: iorder – Integer Input

On entry: p, the order of the BDF method to be used.

Suggested value: iorder ¼ 4.

Constraint: 4 � iorder � 6.

6: tlim – double Input

On entry: the final point of the integration interval, T .

Constraint: tlim > 10�machine precision.

7: tolnl – double Input

On entry: the accuracy required for the computation of the starting value and the solution of the
nonlinear equation at each step of the computation (see Section 9).

Suggested value: tolnl ¼
ffiffi
�
p

where � is the machine precision.

Constraint: tolnl > 10�machine precision.
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8: nmesh – Integer Input

On entry: N , the number of equispaced points at which the solution is sought.

Constraint: nmesh ¼ 2m þ 2� iorder� 1, where m 	 1.

9: yn½nmesh� – double Output

On exit: yn½i � 1� contains the approximate value of the true solution y tð Þ at the point
t ¼ i � 1ð Þ � h, for i ¼ 1; 2; . . . ; nmesh, where h ¼ tlim= nmesh� 1ð Þ.

10: rwsav½lrwsav� – double Communication Array

On entry: if wtmode ¼ Nag ReuseWeights, rwsav must contain fractional weights computed by
a previous call of nag_inteq_abel2_weak (d05bdc) (see description of wtmode).

On exit: contains fractional weights which may be used by a subsequent call of
nag_inteq_abel2_weak (d05bdc).

11: lrwsav – Integer Input

On entry: the dimension of the array rwsav.

Constraint: lrwsav 	 2� iorderþ 6ð Þ � nmeshþ 8� iorder2 � 16� iorderþ 1.

12: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_START

An error occurred when trying to compute the starting values.

NE_FAILED_STEP

An error occurred when trying to compute the solution at a specific step.

NE_INT

On entry, iorder ¼ valueh i.
Constraint: 4 � iorder � 6.

NE_INT_2

On entry, lrwsav ¼ valueh i.
Cons t ra in t : lrwsav 	 2� iorderþ 6ð Þ � nmeshþ 8� iorder2 � 16� iorderþ 1; tha t i s ,
valueh i.
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On entry, nmesh ¼ valueh i and iorder ¼ valueh i.
Constraint: nmesh ¼ 2m þ 2� iorder� 1, for some m.

On entry, nmesh ¼ valueh i and iorder ¼ valueh i.
Constraint: nmesh 	 2� iorderþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tlim ¼ valueh i.
Constraints: tlim > 10�machine precision.

On entry, tolnl ¼ valueh i.
Constraint: tolnl > 10�machine precision.

7 Accuracy

The accuracy depends on nmesh and tolnl, the theoretical behaviour of the solution of the integral
equation and the interval of integration. The value of tolnl controls the accuracy required for computing
the starting values and the solution of (2) at each step of computation. This value can affect the
accuracy of the solution. However, for most problems, the value of

ffiffi
�
p

, where � is the machine
precision, should be sufficient.

8 Parallelism and Performance

nag_inteq_abel2_weak (d05bdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_inteq_abel2_weak (d05bdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In solving (1), initially, nag_inteq_abel2_weak (d05bdc) computes the solution of a system of nonlinear
equations for obtaining the 2p� 1 starting values. nag_zero_nonlin_eqns_rcomm (c05qdc) is used for
this purpose. When a failure with fail:code ¼ NE_FAILED_START occurs (which corresponds to an
error exit from nag_zero_nonlin_eqns_rcomm (c05qdc)), you are advised to either relax the value of
tolnl or choose a smaller step size by increasing the value of nmesh. Once the starting values are
computed successfully, the solution of a nonlinear equation of the form

Yn � �g tn; Ynð Þ � �n ¼ 0; ð2Þ

is required at each step of computation, where �n and � are constants. nag_inteq_abel2_weak (d05bdc)
calls nag_zero_cont_func_cntin_rcomm (c05axc) to find the root of this equation.
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If a failure with fail:code ¼ NE_FAILED_STEP occurs (which corresponds to an error exit from
nag_zero_cont_func_cntin_rcomm (c05axc)), you are advised to relax the value of the tolnl or choose a
smaller step size by increasing the value of nmesh.

If a failure with fail:code ¼ NE_FAILED_START or NE_FAILED_STEP persists even after
adjustments to tolnl and/or nmesh then you should consider whether there is a more fundamental
difficulty. For example, the problem is ill-posed or the functions in (1) are not sufficiently smooth.

10 Example

In this example we solve the following integral equations

y tð Þ ¼
ffiffi
t
p
þ 3

8	t
2 �

Z t

0

1ffiffiffiffiffiffiffiffiffiffi
t� s
p y sð Þ½ �3 ds; 0 � t � 7;

with the solution y tð Þ ¼
ffiffi
t
p

, and

y tð Þ ¼ 3� tð Þ
ffiffi
t
p
�
Z t

0

1ffiffiffiffiffiffiffiffiffiffi
t� s
p exp s 1� sð Þ2 � y sð Þ½ �2

� �
ds; 0 � t � 5;

with the solution y tð Þ ¼ 1� tð Þ
ffiffi
t
p

. In the above examples, the fourth-order BDF is used, and nmesh is
set to 26 þ 7.

10.1 Program Text

/* nag_inteq_abel2_weak (d05bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd05.h>
#include <nagx01.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL ck1(double t, Nag_Comm *comm);
static double NAG_CALL cf1(double t, Nag_Comm *comm);
static double NAG_CALL cg1(double s, double y, Nag_Comm *comm);
static double NAG_CALL ck2(double t, Nag_Comm *comm);
static double NAG_CALL cf2(double t, Nag_Comm *comm);
static double NAG_CALL cg2(double s, double y, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double h, t, tlim, tolnl;
Integer exit_status = 0;
Integer iorder = 4;
Integer exno, i, iskip, nmesh, lrwsav;
/* Arrays */
static double ruser[6] = { -1.0, -1.0, -1.0, -1.0, -1.0, -1.0 };
double *rwsav = 0, *yn = 0;
/* NAG types */
Nag_Comm comm;
NagError fail;
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Nag_WeightMode wtmode;

INIT_FAIL(fail);

printf("nag_inteq_abel2_weak (d05bdc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

nmesh = pow(2, 6) + 7;
lrwsav = (2 * iorder + 6) * nmesh + 8 * pow(iorder, 2) - 16 * iorder + 1;

if (!(yn = NAG_ALLOC(nmesh, double)) || !(rwsav = NAG_ALLOC(lrwsav, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

tolnl = sqrt(nag_machine_precision);

for (exno = 1; exno <= 2; exno++) {
printf("\nExample %" NAG_IFMT "\n\n", exno);

if (exno == 1) {
tlim = 7.0;
iskip = 5;
h = tlim / (double) (nmesh - 1);
wtmode = Nag_InitWeights;

/*
nag_inteq_abel2_weak (d05bdc).
Nonlinear convolution Volterra-Abel equation, second kind,
weakly singular.

*/
nag_inteq_abel2_weak(ck1, cf1, cg1, wtmode, iorder, tlim, tolnl,

nmesh, yn, rwsav, lrwsav, &comm, &fail);
}
else {

tlim = 5.0;
iskip = 7;
h = tlim / (double) (nmesh - 1);
wtmode = Nag_ReuseWeights;

/* nag_inteq_abel2_weak (d05bdc) as above. */
nag_inteq_abel2_weak(ck2, cf2, cg2, wtmode, iorder, tlim, tolnl,

nmesh, yn, rwsav, lrwsav, &comm, &fail);
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_inteq_abel2_weak (d05bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("The stepsize h = %8.4f\n\n", h);
printf(" t Approximate\n");
printf(" Solution\n\n");

for (i = 0; i < nmesh; i++) {
t = (double) (i) * h;
if (i % iskip == 0)

printf("%8.4f%15.4f\n", t, yn[i]);
}

}

END:
NAG_FREE(rwsav);
NAG_FREE(yn);

return exit_status;
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}

static double NAG_CALL ck1(double t, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback ck1, first invocation.)\n");
comm->user[0] = 0.0;

}
return -sqrt(nag_pi);

}

static double NAG_CALL cf1(double t, Nag_Comm *comm)
{

if (comm->user[1] == -1.0) {
printf("(User-supplied callback cf1, first invocation.)\n");
comm->user[1] = 0.0;

}
return sqrt(t) + (3.0 / 8.0) * nag_pi * pow(t, 2);

}

static double NAG_CALL cg1(double s, double y, Nag_Comm *comm)
{

if (comm->user[2] == -1.0) {
printf("(User-supplied callback cg1, first invocation.)\n");
comm->user[2] = 0.0;

}
return pow(y, 3);

}

static double NAG_CALL ck2(double t, Nag_Comm *comm)
{

if (comm->user[3] == -1.0) {
printf("(User-supplied callback ck2, first invocation.)\n");
comm->user[3] = 0.0;

}
return -sqrt(nag_pi);

}

static double NAG_CALL cf2(double t, Nag_Comm *comm)
{

if (comm->user[4] == -1.0) {
printf("(User-supplied callback cf2, first invocation.)\n");
comm->user[4] = 0.0;

}
return (3.0 - t) * sqrt(t);

}

static double NAG_CALL cg2(double s, double y, Nag_Comm *comm)
{

if (comm->user[5] == -1.0) {
printf("(User-supplied callback cg2, first invocation.)\n");
comm->user[5] = 0.0;

}
return exp(s * pow(1.0 - s, 2) - pow(y, 2));

}

10.2 Program Data

None.

10.3 Program Results

nag_inteq_abel2_weak (d05bdc) Example Program Results

Example 1

(User-supplied callback ck1, first invocation.)
(User-supplied callback cf1, first invocation.)
(User-supplied callback cg1, first invocation.)
The stepsize h = 0.1000
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t Approximate
Solution

0.0000 0.0000
0.5000 0.7071
1.0000 1.0000
1.5000 1.2247
2.0000 1.4142
2.5000 1.5811
3.0000 1.7321
3.5000 1.8708
4.0000 2.0000
4.5000 2.1213
5.0000 2.2361
5.5000 2.3452
6.0000 2.4495
6.5000 2.5495
7.0000 2.6458

Example 2

(User-supplied callback ck2, first invocation.)
(User-supplied callback cf2, first invocation.)
(User-supplied callback cg2, first invocation.)
The stepsize h = 0.0714

t Approximate
Solution

0.0000 0.0000
0.5000 0.3536
1.0000 0.0000
1.5000 -0.6124
2.0000 -1.4142
2.5000 -2.3717
3.0000 -3.4641
3.5000 -4.6771
4.0000 -6.0000
4.5000 -7.4246
5.0000 -8.9443
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NAG Library Function Document

nag_inteq_abel1_weak (d05bec)

1 Purpose

nag_inteq_abel1_weak (d05bec) computes the solution of a weakly singular nonlinear convolution
Volterra–Abel integral equation of the first kind using a fractional Backward Differentiation Formulae
(BDF) method.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_abel1_weak (

double (*ck)(double t, Nag_Comm *comm),

double (*cf)(double t, Nag_Comm *comm),

double (*cg)(double s, double y, Nag_Comm *comm),

Nag_WeightMode wtmode, Integer iorder, double tlim, double tolnl,
Integer nmesh, double yn[], double rwsav[], Integer lrwsav,
Nag_Comm *comm, NagError *fail)

3 Description

nag_inteq_abel1_weak (d05bec) computes the numerical solution of the weakly singular convolution
Volterra–Abel integral equation of the first kind

f tð Þ þ 1ffiffiffi
	
p
Z t

0

k t� sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p g s; y sð Þð Þ ds ¼ 0; 0 � t � T: ð1Þ

Note the constant 1ffiffi
	
p in (1). It is assumed that the functions involved in (1) are sufficiently smooth and

if

f tð Þ ¼ t�w tð Þ with � > �1
2 and w tð Þ smooth; ð2Þ

then the solution y tð Þ is unique and has the form y tð Þ ¼ t��1=2z tð Þ, (see Lubich (1987)). It is evident
from (1) that f 0ð Þ ¼ 0. You are required to provide the value of y tð Þ at t ¼ 0. If y 0ð Þ is unknown,
Section 9 gives a description of how an approximate value can be obtained.

The function uses a fractional BDF linear multi-step method selected by you to generate a family of
quadrature rules (see nag_inteq_abel_weak_weights (d05byc)). The BDF methods available in
nag_inteq_abel1_weak (d05bec) are of orders 4, 5 and 6 ( ¼ p say). For a description of the
theoretical and practical background related to these methods we refer to Lubich (1987) and to Baker
and Derakhshan (1987) and Hairer et al. (1988) respectively.

The algorithm is based on computing the solution y tð Þ in a step-by-step fashion on a mesh of
equispaced points. The size of the mesh is given by T= N � 1ð Þ, N being the number of points at which
the solution is sought. These methods require 2p� 2 starting values which are evaluated internally. The
computation of the lag term arising from the discretization of (1) is performed by fast Fourier transform
(FFT) techniques when N > 32þ 2p� 1, and directly otherwise. The function does not provide an
error estimate and you are advised to check the behaviour of the solution with a different value of N .
An option is provided which avoids the re-evaluation of the fractional weights when
nag_inteq_abel1_weak (d05bec) is to be called several times (with the same value of N) within the
same program with different functions.
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5 Arguments

1: ck – function, supplied by the user External Function

ck must evaluate the kernel k tð Þ of the integral equation (1).

The specification of ck is:

double ck (double t, Nag_Comm *comm)

1: t – double Input

On entry: t, the value of the independent variable.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ck.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_abel1_weak (d05bec)
you may allocate memory and initialize these pointers with various quantities for
use by ck when called from nag_inteq_abel1_weak (d05bec) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

2: cf – function, supplied by the user External Function

cf must evaluate the function f tð Þ in (1).

The specification of cf is:

double cf (double t, Nag_Comm *comm)

1: t – double Input

On entry: t, the value of the independent variable.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cf.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_abel1_weak (d05bec)
you may allocate memory and initialize these pointers with various quantities for
use by cf when called from nag_inteq_abel1_weak (d05bec) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).
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3: cg – function, supplied by the user External Function

cg must evaluate the function g s; y sð Þð Þ in (1).

The specification of cg is:

double cg (double s, double y, Nag_Comm *comm)

1: s – double Input

On entry: s, the value of the independent variable.

2: y – double Input

On entry: the value of the solution y at the point s.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cg.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_inteq_abel1_weak (d05bec)
you may allocate memory and initialize these pointers with various quantities for
use by cg when called from nag_inteq_abel1_weak (d05bec) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

4: wtmode – Nag_WeightMode Input

On entry: if the fractional weights required by the method need to be calculated by the function
then set wtmode ¼ Nag InitWeights.

If wtmode ¼ Nag ReuseWeights, the function assumes the fractional weights have been
computed by a previous call and are stored in rwsav.

Constraint: wtmode ¼ Nag InitWeights or Nag ReuseWeights.

Note : when nag_inteq_abel1_weak (d05bec) is re-entered with a value of
wtmode ¼ Nag ReuseWeights, the values of nmesh, iorder and the contents of rwsav MUST
NOT be changed.

5: iorder – Integer Input

On entry: p, the order of the BDF method to be used.

Suggested value: iorder ¼ 4.

Constraint: 4 � iorder � 6.

6: tlim – double Input

On entry: the final point of the integration interval, T .

Constraint: tlim > 10�machine precision.

7: tolnl – double Input

On entry: the accuracy required for the computation of the starting value and the solution of the
nonlinear equation at each step of the computation (see Section 9).

Suggested value: tolnl ¼
ffiffi
�
p

where � is the machine precision.

Constraint: tolnl > 10�machine precision.
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8: nmesh – Integer Input

On entry: N , the number of equispaced points at which the solution is sought.

Constraint: nmesh ¼ 2m þ 2� iorder� 1, where m 	 1.

9: yn½nmesh� – double Input/Output

On entry: yn½0� must contain the value of y tð Þ at t ¼ 0 (see Section 9).

On exit: yn½i � 1� contains the approximate value of the true solution y tð Þ at the point
t ¼ i � 1ð Þ � h, for i ¼ 1; 2; . . . ; nmesh, where h ¼ tlim= nmesh� 1ð Þ.

10: rwsav½lrwsav� – double Communication Array

On entry: if wtmode ¼ Nag ReuseWeights, rwsav must contain fractional weights computed by
a previous call of nag_inteq_abel1_weak (d05bec) (see description of wtmode).

On exit: contains fractional weights which may be used by a subsequent call of
nag_inteq_abel1_weak (d05bec).

11: lrwsav – Integer Input

On entry: the dimension of the array rwsav.

Constraint: lrwsav 	 2� iorderþ 6ð Þ � nmeshþ 8� iorder2 � 16� iorderþ 1.

12: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAILED_START

An error occurred when trying to compute the starting values.

NE_FAILED_STEP

An error occurred when trying to compute the solution at a specific step.

NE_INT

On entry, iorder ¼ valueh i.
Constraint: 4 � iorder � 6.
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NE_INT_2

On entry, lrwsav ¼ valueh i.
Cons t ra in t : lrwsav 	 2� iorderþ 6ð Þ � nmeshþ 8� iorder2 � 16� iorderþ 1; tha t i s ,
valueh i.
On entry, nmesh ¼ valueh i and iorder ¼ valueh i.
Constraint: nmesh ¼ 2m þ 2� iorder� 1, for some m.

On entry, nmesh ¼ valueh i and iorder ¼ valueh i.
Constraint: nmesh 	 2� iorderþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tlim ¼ valueh i.
Constraint: tlim > 10�machine precision

On entry, tolnl ¼ valueh i.
Constraint: tolnl > 10�machine precision.

7 Accuracy

The accuracy depends on nmesh and tolnl, the theoretical behaviour of the solution of the integral
equation and the interval of integration. The value of tolnl controls the accuracy required for computing
the starting values and the solution of (3) at each step of computation. This value can affect the
accuracy of the solution. However, for most problems, the value of

ffiffi
�
p

, where � is the machine
precision, should be sufficient.

8 Parallelism and Performance

nag_inteq_abel1_weak (d05bec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_inteq_abel1_weak (d05bec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Also when solving (1) the initial value y 0ð Þ is required. This value may be computed from the limit
relation (see Gorenflo and Pfeiffer (1991))

�2ffiffiffi
	
p k 0ð Þg 0; y 0ð Þð Þ ¼ lim

t!0

f tð Þffiffi
t
p : ð3Þ

If the value of the above limit is known then by solving the nonlinear equation (3) an approximation to
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y 0ð Þ can be computed. If the value of the above limit is not known, an approximation should be
provided. Following the analysis presented in Gorenflo and Pfeiffer (1991), the following pth-order
approximation can be used:

lim
t!0

f tð Þffiffi
t
p ’ f h

pð Þ
hp=2

: ð4Þ

However, it must be emphasized that the approximation in (4) may result in an amplification of the

rounding errors and hence you are advised (if possible) to determine lim
t!0

f tð Þffiffi
t
p by analytical methods.

Also when solving (1), initially, nag_inteq_abel1_weak (d05bec) computes the solution of a system of
nonlinear equation for obtaining the 2p� 2 starting values. nag_zero_nonlin_eqns_rcomm (c05qdc) is
used for this purpose. If a failure with fail:code ¼ NE_FAILED_START occurs (corresponding to an
error exit from nag_zero_nonlin_eqns_rcomm (c05qdc)), you are advised to either relax the value of
tolnl or choose a smaller step size by increasing the value of nmesh. Once the starting values are
computed successfully, the solution of a nonlinear equation of the form

Yn � �g tn; Ynð Þ � �n ¼ 0; ð5Þ

is required at each step of computation, where �n and � are constants. nag_inteq_abel1_weak (d05bec)
calls nag_zero_cont_func_cntin_rcomm (c05axc) to find the root of this equation.

When a failure with fail:code ¼ NE_FAILED_STEP occurs (which corresponds to an error exit from
nag_zero_cont_func_cntin_rcomm (c05axc)), you are advised to either relax the value of the tolnl or
choose a smaller step size by increasing the value of nmesh.

If a failure with fail:code ¼ NE_FAILED_START or NE_FAILED_STEP persists even after
adjustments to tolnl and/or nmesh then you should consider whether there is a more fundamental
difficulty. For example, the problem is ill-posed or the functions in (1) are not sufficiently smooth.

10 Example

We solve the following integral equations.

Example 1

The density of the probability that a Brownian motion crosses a one-sided moving boundary a tð Þ before
time t, satisfies the integral equation (see Hairer et al. (1988))

� 1ffiffi
t
p exp 1

2� a tð Þf g2=t
� �

þ
Z t

0

exp �1
2 a tð Þ � a sð Þf g2= t� sð Þ

� �
ffiffiffiffiffiffiffiffiffiffi
t� s
p y sð Þ ds ¼ 0; 0 � t � 7:

In the case of a straight line a tð Þ ¼ 1þ t, the exact solution is known to be

y tð Þ ¼ 1ffiffiffiffiffiffiffiffiffi
2	t3
p exp � 1þ tð Þ2=2t

n o
Example 2

In this example we consider the equation

�
2log

ffiffiffiffiffiffiffiffiffiffi
1þ t
p

þ
ffiffi
t
p� �ffiffiffiffiffiffiffiffiffiffi

1þ t
p þ

Z t

0

y sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p ds ¼ 0; 0 � t � 5:

The solution is given by y tð Þ ¼ 1
1þt .

In the above examples, the fourth-order BDF is used, and nmesh is set to 26 þ 7.
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10.1 Program Text

/* nag_inteq_abel1_weak (d05bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd05.h>
#include <nagx01.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL ck1(double t, Nag_Comm *comm);
static double NAG_CALL cf1(double t, Nag_Comm *comm);
static double NAG_CALL cg1(double s, double y, Nag_Comm *comm);
static double NAG_CALL ck2(double t, Nag_Comm *comm);
static double NAG_CALL cf2(double t, Nag_Comm *comm);
static double NAG_CALL cg2(double s, double y, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

static double sol1(double t);
static double sol2(double t);

int main(void)
{

/* Scalars */
double err, errmax, h, hi1, soln, t, tlim, tolnl;
Integer exit_status = 0;
Integer iorder = 4;
Integer i, iskip, exno, nmesh, lrwsav;
/* Arrays */
static double ruser[6] = { -1.0, -1.0, -1.0, -1.0, -1.0, -1.0 };
double *rwsav = 0, *yn = 0;
/* NAG types */
Nag_Comm comm;
NagError fail;
Nag_WeightMode wtmode;

INIT_FAIL(fail);

printf("nag_inteq_abel1_weak (d05bec) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

nmesh = pow(2, 6) + 7;
lrwsav = (2 * iorder + 6) * nmesh + 8 * pow(iorder, 2) - 16 * iorder + 1;

if (!(yn = NAG_ALLOC(nmesh, double)) || !(rwsav = NAG_ALLOC(lrwsav, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

tolnl = sqrt(nag_machine_precision);

for (exno = 1; exno <= 2; exno++) {
printf("\nExample %" NAG_IFMT "\n\n", exno);
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if (exno == 1) {
tlim = 7.0;
iskip = 5;
h = tlim / (double) (nmesh - 1);
wtmode = Nag_InitWeights;
yn[0] = 0.0;

/*
nag_inteq_abel1_weak (d05bec).
Nonlinear convolution Volterra-Abel equation, first kind,
weakly singular.

*/
nag_inteq_abel1_weak(ck1, cf1, cg1, wtmode, iorder, tlim, tolnl,

nmesh, yn, rwsav, lrwsav, &comm, &fail);
}
else {

tlim = 5.0;
iskip = 7;
h = tlim / (double) (nmesh - 1);
wtmode = Nag_ReuseWeights;
yn[0] = 1.0;

/* nag_inteq_abel1_weak (d05bec) as above. */
nag_inteq_abel1_weak(ck2, cf2, cg2, wtmode, iorder, tlim, tolnl,

nmesh, yn, rwsav, lrwsav, &comm, &fail);
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_inteq_abel1_weak (d05bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("The stepsize h = %8.4f\n\n", h);
printf(" t Approximate\n");
printf(" Solution\n\n");
errmax = 0.0;
t = 0.0;
soln = 0.0;

for (i = 0; i < nmesh; i++) {
hi1 = (double) (i) * h;
err = fabs(yn[i] - ((exno == 1) ? sol1(hi1) : sol2(hi1)));

if (err > errmax) {
errmax = err;
t = hi1;
soln = yn[i];

}

if (i > 0 && i % iskip == 0)
printf("%8.4f%15.4f\n", hi1, yn[i]);

}

printf("\nThe maximum absolute error, %10.2e, occurred at t = %8.4f\n",
errmax, t);

printf("with solution %8.4f\n", soln);
}

END:
NAG_FREE(rwsav);
NAG_FREE(yn);

return exit_status;
}

static double sol1(double t)
{

return (1.0 / (sqrt(2.0 * nag_pi) * pow(t, 1.5))) *
exp(-pow(1.0 + t, 2) / (2.0 * t));

}
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static double sol2(double t)
{

return 1.0 / (1.0 + t);
}

static double NAG_CALL ck1(double t, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
printf("(User-supplied callback ck1, first invocation.)\n");
comm->user[0] = 0.0;

}
return exp(-0.5 * t);

}

static double NAG_CALL cf1(double t, Nag_Comm *comm)
{

if (comm->user[1] == -1.0) {
printf("(User-supplied callback cf1, first invocation.)\n");
comm->user[1] = 0.0;

}
return (-1.0 / sqrt(nag_pi * t)) * exp(-0.5 * pow(1.0 + t, 2) / t);

}

static double NAG_CALL cg1(double s, double y, Nag_Comm *comm)
{

if (comm->user[2] == -1.0) {
printf("(User-supplied callback cg1, first invocation.)\n");
comm->user[2] = 0.0;

}
return y;

}

static double NAG_CALL ck2(double t, Nag_Comm *comm)
{

if (comm->user[3] == -1.0) {
printf("(User-supplied callback ck2, first invocation.)\n");
comm->user[3] = 0.0;

}
return sqrt(nag_pi);

}

static double NAG_CALL cf2(double t, Nag_Comm *comm)
{

/* Scalars */
double st1;

if (comm->user[4] == -1.0) {
printf("(User-supplied callback cf2, first invocation.)\n");
comm->user[4] = 0.0;

}
st1 = sqrt(1.0 + t);
return -2.0 * log(st1 + sqrt(t)) / st1;

}

static double NAG_CALL cg2(double s, double y, Nag_Comm *comm)
{

if (comm->user[5] == -1.0) {
printf("(User-supplied callback cg2, first invocation.)\n");
comm->user[5] = 0.0;

}
return y;

}

10.2 Program Data

None.

d05 – Integral Equations d05bec

Mark 26 d05bec.9



10.3 Program Results

nag_inteq_abel1_weak (d05bec) Example Program Results

Example 1

(User-supplied callback ck1, first invocation.)
(User-supplied callback cf1, first invocation.)
(User-supplied callback cg1, first invocation.)
The stepsize h = 0.1000

t Approximate
Solution

0.5000 0.1191
1.0000 0.0528
1.5000 0.0265
2.0000 0.0146
2.5000 0.0086
3.0000 0.0052
3.5000 0.0033
4.0000 0.0022
4.5000 0.0014
5.0000 0.0010
5.5000 0.0007
6.0000 0.0004
6.5000 0.0003
7.0000 0.0002

The maximum absolute error, 2.86e-03, occurred at t = 0.1000
with solution 0.0326

Example 2

(User-supplied callback ck2, first invocation.)
(User-supplied callback cf2, first invocation.)
(User-supplied callback cg2, first invocation.)
The stepsize h = 0.0714

t Approximate
Solution

0.5000 0.6667
1.0000 0.5000
1.5000 0.4000
2.0000 0.3333
2.5000 0.2857
3.0000 0.2500
3.5000 0.2222
4.0000 0.2000
4.5000 0.1818
5.0000 0.1667

The maximum absolute error, 3.17e-06, occurred at t = 0.0714
with solution 0.9333
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NAG Library Function Document

nag_inteq_volterra_weights (d05bwc)

1 Purpose

nag_inteq_volterra_weights (d05bwc) computes the quadrature weights associated with the Adams'
methods of orders three to six and the Backward Differentiation Formulae (BDF) methods of orders two
to five. These rules, which are referred to as reducible quadrature rules, can then be used in the solution
of Volterra integral and integro-differential equations.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_volterra_weights (Nag_ODEMethod method, Integer iorder,
Integer nomg, double omega[], double sw[], NagError *fail)

3 Description

nag_inteq_volterra_weights (d05bwc) computes the weights Wi;j and !i for a family of quadrature rules
related to the Adams' methods of orders three to six and the BDF methods of orders two to five, for
approximating the integral:Z t

0

 sð Þ ds ’ h

Xp�1
j¼0

Wi;j
 j� hð Þ þ h
Xi
j¼p

!i�j
 j� hð Þ; 0 � t � T; ð1Þ

with t ¼ i � h, for i ¼ 0; 1; . . . ; n, for some given constant h.

In (1), h is a uniform mesh, p is related to the order of the method being used and Wi;j, !i are the
starting and the convolution weights respectively. The mesh size h is determined as h ¼ T

n , where
n ¼ nw þ p� 1 and nw is the chosen number of convolution weights wj, for j ¼ 1; 2; . . . ; nw � 1. A
description of how these weights can be used in the solution of a Volterra integral equation of the
second kind is given in Section 9. For a general discussion of these methods, see Wolkenfelt (1982) for
more details.

4 References

Lambert J D (1973) Computational Methods in Ordinary Differential Equations John Wiley

Wolkenfelt P H M (1982) The construction of reducible quadrature rules for Volterra integral and
integro-differential equations IMA J. Numer. Anal. 2 131–152

5 Arguments

1: method – Nag_ODEMethod Input

On entry: the type of method to be used.

method ¼ Nag Adams
For Adams' type formulae.

method ¼ Nag BDF
For Backward Differentiation Formulae.

Constraint: method ¼ Nag Adams or Nag BDF.
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2: iorder – Integer Input

On entry: the order of the method to be used. The number of starting weights, p is determined by
method and iorder.

If method ¼ Nag Adams, p ¼ iorder� 1.

If method ¼ Nag BDF, p ¼ iorder.

Constraints:

if method ¼ Nag Adams, 3 � iorder � 6;
if method ¼ Nag BDF, 2 � iorder � 5.

3: nomg – Integer Input

On entry: the number of convolution weights, nw.

Constraint: nomg 	 1.

4: omega½nomg� – double Output

On exit: contains the first nomg convolution weights.

5: sw½n � p� – double Output

Note: the i; jð Þth element of the matrix is stored in sw½ j� 1ð Þ � n þ i� 1�.
On exit: sw½j � n þ i � 1� contains the weights Wi;j , for i ¼ 1; 2; . . . ; n and j ¼ 0; 1; . . . ; p� 1,
where n is as defined in Section 3.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, method ¼ Nag Adams and iorder ¼ 2.
Constraint: if method ¼ Nag Adams, 3 � iorder � 6.

On entry, method ¼ Nag BDF and iorder ¼ 6.
Constraint: if method ¼ Nag BDF, 2 � iorder � 5.

On entry, method ¼ valueh i and iorder ¼ valueh i.
Constraint: if method ¼ Nag Adams, 3 � iorder � 6.

On entry, method ¼ valueh i and iorder ¼ valueh i.
Constraint: if method ¼ Nag BDF, 2 � iorder � 5.

NE_INT

On entry, iorder ¼ valueh i.
Constraint: 2 � iorder � 6.

d05bwc NAG Library Manual

d05bwc.2 Mark 26



On entry, nomg ¼ valueh i.
Constraint: nomg 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_inteq_volterra_weights (d05bwc) is not threaded in any implementation.

9 Further Comments

Reducible quadrature rules are most appropriate for solving Volterra integral equations (and integro-
differential equations). In this section, we propose the following algorithm which you may find useful
in solving a linear Volterra integral equation of the form

y tð Þ ¼ f tð Þ þ
Z t

0
K t; sð Þy sð Þ ds; 0 � t � T; ð2Þ

using nag_inteq_volterra_weights (d05bwc). In (2), K t; sð Þ and f tð Þ are given and the solution y tð Þ is
sought on a uniform mesh of size h such that T ¼ nh. Discretization of (2) yields

yi ¼ f i� hð Þ þ h
Xp�1
j¼0

Wi;jK i; h; j; hð Þyj þ h
Xi
j¼p

!i�jK i; h; j; hð Þyj; ð3Þ

where yi ’ y i� hð Þ. We propose the following algorithm for computing yi from (3) after a call to
nag_inteq_volterra_weights (d05bwc):

(a) Equation (3) requires starting values, yj , for j ¼ 1; 2; . . . ; p� 1, with y0 ¼ f 0ð Þ. These starting
values can be computed by solving the linear system

yi ¼ f i� hð Þ þ h
Xp�1
j¼0

sw½j� n þ i� 1�K i; h; j; hð Þyj; i ¼ 1; 2; . . . ; p� 1:

(b) Compute the inhomogeneous terms

�i ¼ f i� hð Þ þ h
Xp�1
j¼0

sw½j� n þ i� 1�K i; h; j; hð Þyj; i ¼ p; pþ 1; . . . ;n:

(c) Start the iteration for i ¼ p; pþ 1; . . . ; n to compute yi from:

1� h� omega½0�K i; h; i; hð Þð Þyi ¼ �i þ h
Xi�1
j¼p

omega½i� j�K i; h; j; hð Þyj:

Note that for a nonlinear integral equation, the solution of a nonlinear algebraic system is required at
step (a) and a single nonlinear equation at step (c).
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10 Example

The following example generates the first ten convolution and thirteen starting weights generated by the
fourth-order BDF method.

10.1 Program Text

/* nag_inteq_volterra_weights (d05bwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagd05.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iorder, j, nomg, p, n;
char methodstring[10];
/* Arrays */
double *omega = 0, *sw = 0;
/* NAG types */
NagError fail;
Nag_ODEMethod method;

INIT_FAIL(fail);

printf("nag_inteq_volterra_weights (d05bwc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%9s%*[^\n] ", methodstring, (unsigned)_countof(methodstring));
#else

scanf("%9s%*[^\n] ", methodstring);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

method = (Nag_ODEMethod) nag_enum_name_to_value(methodstring);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &iorder);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &iorder);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nomg);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nomg);
#endif

switch (method) {
case Nag_Adams:

p = iorder - 1;
break;

case Nag_BDF:
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p = iorder;
break;

}

n = nomg + p - 1;

if (!(omega = NAG_ALLOC(nomg, double)) || !(sw = NAG_ALLOC(p * n, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/*
nag_inteq_volterra_weights (d05bwc).
Generate weights for use in solving Volterra equations.

*/
nag_inteq_volterra_weights(method, iorder, nomg, omega, sw, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_inteq_volterra_weights (d05bwc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nThe convolution weights\n\n n-j omega\n");
for (j = 0; j < nomg; j++)

printf("%3" NAG_IFMT " %10.4f\n", j + 1, omega[j]);

printf("\nThe weights W\n");
printf("\n i ");
for (j = 0; j < p; j++)

printf("%11s%" NAG_IFMT " ", "j = ", j);
printf("\n");

#define SW(I, J) sw[J * n + I]

for (i = 0; i < n; i++) {
printf("%3" NAG_IFMT "", i + 1);
for (j = 0; j < p; j++)

printf("%13.4f", SW(i, j));
printf("\n");

}

#undef SW

END:

NAG_FREE(sw);
NAG_FREE(omega);

return exit_status;
}

10.2 Program Data

nag_inteq_volterra_weights (d05bwc) Example Program Data
Nag_BDF : method
4 : iorder
10 : nomg
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10.3 Program Results

nag_inteq_volterra_weights (d05bwc) Example Program Results

The convolution weights

n-j omega
1 0.4800
2 0.9216
3 1.0783
4 1.0504
5 0.9962
6 0.9797
7 0.9894
8 1.0003
9 1.0034

10 1.0017

The weights W

i j = 0 j = 1 j = 2 j = 3
1 0.3750 0.7917 -0.2083 0.0417
2 0.3333 1.3333 0.3333 0.0000
3 0.3750 1.1250 1.1250 0.3750
4 0.4800 0.7467 1.5467 0.7467
5 0.5499 0.5719 1.5879 0.8886
6 0.5647 0.5829 1.5016 0.8709
7 0.5545 0.6385 1.4514 0.8254
8 0.5458 0.6629 1.4550 0.8098
9 0.5449 0.6578 1.4741 0.8170

10 0.5474 0.6471 1.4837 0.8262
11 0.5491 0.6428 1.4831 0.8292
12 0.5492 0.6438 1.4798 0.8279
13 0.5488 0.6457 1.4783 0.8263
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NAG Library Function Document

nag_inteq_abel_weak_weights (d05byc)

1 Purpose

nag_inteq_abel_weak_weights (d05byc) computes the fractional quadrature weights associated with the
Backward Differentiation Formulae (BDF) of orders 4, 5 and 6. These weights can then be used in the
solution of weakly singular equations of Abel type.

2 Specification

#include <nag.h>
#include <nagd05.h>

void nag_inteq_abel_weak_weights (Integer iorder, Integer iq,
double omega[], double sw[], NagError *fail)

3 Description

nag_inteq_abel_weak_weights (d05byc) computes the weights Wi;j and !i for a family of quadrature
rules related to a BDF method for approximating the integral:

1ffiffiffi
	
p
Z t

0


 sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p ds ’

ffiffiffi
h
p X2p�2

j¼0
Wi;j
 j� hð Þ þ

ffiffiffi
h
p Xi

j¼2p�1
!i�j
 j� hð Þ; 0 � t � T; ð1Þ

with t ¼ i� h i 	 0ð Þ, for some given h. In (1), p is the order of the BDF method used and Wi;j, !i are
the fractional starting and the fractional convolution weights respectively. The algorithm for the
generation of !i is based on Newton's iteration. Fast Fourier transform (FFT) techniques are used for
computing these weights and subsequently Wi;j (see Baker and Derakhshan (1987) and Henrici (1979)
for practical details and Lubich (1986) for theoretical details). Some special functions can be
represented as the fractional integrals of simpler functions and fractional quadratures can be employed
for their computation (see Lubich (1986)). A description of how these weights can be used in the
solution of weakly singular equations of Abel type is given in Section 9.

4 References

Baker C T H and Derakhshan M S (1987) Computational approximations to some power series
Approximation Theory (eds L Collatz, G Meinardus and G NÏrnberger) 81 11–20

Henrici P (1979) Fast Fourier methods in computational complex analysis SIAM Rev. 21 481–529

Lubich Ch (1986) Discretized fractional calculus SIAM J. Math. Anal. 17 704–719

5 Arguments

1: iorder – Integer Input

On entry: p, the order of the BDF method to be used.

Constraint: 4 � iorder � 6.

2: iq – Integer Input

On entry: determines the number of weights to be computed. By setting iq to a value, 2iqþ1

fractional convolution weights are computed.

Constraint: iq 	 0.
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3: omega½2iqþ2� – double Output

On exit: the first 2iqþ1 elements of omega contains the fractional convolution weights !i, for
i ¼ 0; 1; . . . ; 2iqþ1 � 1. The remainder of the array is used as workspace.

4: sw½N � 2� iorder� 1ð Þ� – double Output

Note: the i; jð Þth element of the matrix is stored in sw½ j� 1ð Þ � N þ i� 1�.
On exit: sw½j � N þ i � 1� contains the fractional starting weights Wi;j , for i ¼ 1; 2; . . . ;N and
j ¼ 0; 1; . . . ; 2� iorder� 2, where N ¼ 2iqþ1 þ 2� iorder� 1

� �
.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, iorder ¼ valueh i.
Constraint: 4 � iorder � 6.

On entry, iq ¼ valueh i.
Constraint: iq 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_inteq_abel_weak_weights (d05byc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_inteq_abel_weak_weights (d05byc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

d05byc NAG Library Manual

d05byc.2 Mark 26



Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Fractional quadrature weights can be used for solving weakly singular integral equations of Abel type.
In this section, we propose the following algorithm which you may find useful in solving a linear
weakly singular integral equation of the form

y tð Þ ¼ f tð Þ þ 1ffiffiffi
	
p
Z t

0

K t; sð Þy sð Þffiffiffiffiffiffiffiffiffiffi
t� s
p ds; 0 � t � T; ð2Þ

using nag_inteq_abel_weak_weights (d05byc). In (2), K t; sð Þ and f tð Þ are given and the solution y tð Þ is
sought on a uniform mesh of size h such that T ¼ N � h. Discretization of (2) yields

yi ¼ f i� hð Þ þ
ffiffiffi
h
p X2p�2

j¼0
Wi;jK i� h; j� hð Þyj þ

ffiffiffi
h
p Xi

j¼2p�1
!i�jK i� h; j� hð Þyj; ð3Þ

where yi ’ y i � hð Þ, for i ¼ 1; 2; . . . ;N. We propose the following algorithm for computing yi from (3)
after a call to nag_inteq_abel_weak_weights (d05byc):

(a) Set N ¼ 2iqþ1 þ 2� iorder� 2 and h ¼ T=N .

(b) Equation (3) requires 2� iorder� 2 starting values, yj , for j ¼ 1; 2; . . . ; 2� iorder� 2, with
y0 ¼ f 0ð Þ. These starting values can be computed by solving the system

yi ¼ f i� hð Þ þ
ffiffiffi
h
p X2�iorder�2

j¼0
sw½j� N þ i�K i� h; j� hð Þyj; i ¼ 1; 2; . . . ; 2� iorder� 2:

(c) Compute the inhomogeneous terms

�i ¼ f i� hð Þ þ
ffiffiffi
h
p X2�iorder�2

j¼0
sw½j� N þ i�K i� h; j� hð Þyj; i ¼ 2� iorder� 1; 2� iorder; . . . ;N :

(d) Start the iteration for i ¼ 2� iorder� 1; 2� iorder; . . . ;N to compute yi from:

1�
ffiffiffi
h
p

omega½0�K i� h; i� hð Þ
� �

yi ¼ �i þ
ffiffiffi
h
p Xi�1

j¼2�iorder�1
omega½i� j�K i� h; j� hð Þyj:

Note that for nonlinear weakly singular equations, the solution of a nonlinear algebraic system is
required at step (b) and a single nonlinear equation at step (d).

10 Example

The following example generates the first 16 fractional convolution and 23 fractional starting weights
generated by the fourth-order BDF method.

10.1 Program Text

/* nag_inteq_abel_weak_weights (d05byc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd05.h>
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int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iorder, iq, j, lomega, n, ncols, ncwt, nmax;
/* Arrays */
double *omega = 0, *sw = 0;
/* NAG types */
NagError fail;

INIT_FAIL(fail);

printf("nag_inteq_abel_weak_weights (d05byc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &iorder);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &iorder);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &iq);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &iq);
#endif

ncwt = pow(2, iq + 1);
lomega = 2 * ncwt;
ncols = 2 * iorder - 1;
nmax = ncwt + ncols;

if (!(omega = NAG_ALLOC(lomega, double)) ||
!(sw = NAG_ALLOC(ncols * nmax, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/*
nag_inteq_abel_weak_weights (d05byc).
Generate weights for use in solving weakly singular Abel-type equations.

*/
nag_inteq_abel_weak_weights(iorder, iq, omega, sw, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_inteq_abel_weak_weights (d05byc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nFractional convolution weights\n\n");
for (i = 0; i < ncwt; i++)

printf("%5" NAG_IFMT " %9.4f\n", i, omega[i]);

printf("\nFractional starting weights W\n\n");

#define SW(I, J) sw[J * nmax + I - 1]

for (n = 1; n <= nmax; n++) {
printf("%5" NAG_IFMT " ", n);
for (j = 0; j < ncols; j++)

printf("%9.4f", SW(n, j));
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printf("\n");
}

#undef SW

END:

NAG_FREE(sw);
NAG_FREE(omega);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_inteq_abel_weak_weights (d05byc) Example Program Results

Fractional convolution weights

0 0.6928
1 0.6651
2 0.4589
3 0.3175
4 0.2622
5 0.2451
6 0.2323
7 0.2164
8 0.2006
9 0.1878

10 0.1780
11 0.1700
12 0.1629
13 0.1566
14 0.1508
15 0.1457

Fractional starting weights W

1 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
2 0.0565 2.8928 -6.7497 11.6491 -11.1355 5.5374 -1.1223
3 0.0371 1.7401 -2.8628 6.5207 -6.4058 3.2249 -0.6583
4 0.0300 1.3207 -2.4642 6.3612 -5.4478 2.7025 -0.5481
5 0.0258 1.1217 -2.2620 5.3683 -3.7553 2.2132 -0.4549
6 0.0230 0.9862 -2.0034 4.5005 -3.2772 2.7262 -0.4320
7 0.0208 0.9001 -1.8989 4.2847 -3.5881 2.8201 0.2253
8 0.0190 0.8506 -1.9250 4.4164 -4.0181 2.7932 0.1564
9 0.0173 0.8177 -1.9697 4.5348 -4.2425 2.7458 -0.0697

10 0.0160 0.7886 -1.9781 4.5318 -4.2769 2.6997 -0.2127
11 0.0149 0.7603 -1.9548 4.4545 -4.2332 2.6541 -0.2620
12 0.0140 0.7338 -1.9198 4.3619 -4.1782 2.6059 -0.2716
13 0.0132 0.7097 -1.8842 4.2754 -4.1246 2.5544 -0.2767
14 0.0125 0.6880 -1.8497 4.1933 -4.0662 2.5011 -0.2845
15 0.0119 0.6681 -1.8153 4.1109 -4.0004 2.4479 -0.2915
16 0.0114 0.6497 -1.7805 4.0279 -3.9304 2.3962 -0.2951
17 0.0110 0.6327 -1.7461 3.9463 -3.8598 2.3466 -0.2958
18 0.0105 0.6168 -1.7126 3.8677 -3.7907 2.2990 -0.2950
19 0.0102 0.6020 -1.6804 3.7926 -3.7238 2.2536 -0.2935
20 0.0098 0.5882 -1.6495 3.7209 -3.6589 2.2101 -0.2917
21 0.0095 0.5752 -1.6199 3.6523 -3.5961 2.1686 -0.2895
22 0.0093 0.5631 -1.5916 3.5867 -3.5356 2.1291 -0.2871
23 0.0090 0.5517 -1.5644 3.5240 -3.4774 2.0914 -0.2844
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NAG Library Chapter Contents

d06 – Mesh Generation

d06 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

d06aac 7 nag_mesh2d_inc
Generates a two-dimensional mesh using a simple incremental method

d06abc 7 nag_mesh2d_delaunay
Generates a two-dimensional mesh using a Delaunay–Voronoi process

d06acc 7 nag_mesh2d_front
Generates a two-dimensional mesh using an Advancing-front method

d06bac 7 nag_mesh2d_bound
Generates a boundary mesh

d06cac 7 nag_mesh2d_smooth
Uses a barycentering technique to smooth a given mesh

d06cbc 7 nag_mesh2d_sparse
Generates a sparsity pattern of a Finite Element matrix associated with a
given mesh

d06ccc 7 nag_mesh2d_renum
Renumbers a given mesh using Gibbs method

d06dac 7 nag_mesh2d_trans
Generates a mesh resulting from an affine transformation of a given mesh

d06dbc 7 nag_mesh2d_join
Joins together two given adjacent (possibly overlapping) meshes

D06 – Mesh Generation Contents – D06
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1 Scope of the Chapter

This chapter is concerned with automatic mesh generation

with line segments, over the boundary of a closed two-dimensional connected polygonal domain;

with triangles, over a given two-dimensional region using only its boundary mesh.

2 Background to the Problems

An important area of scientific computing in engineering is the solution of partial differential equations
of various type (for solid mechanics, fluid mechanics, thermal modelling, . . .) by means of the finite
element method. In essence, the finite element method is a numerical technique which solves the
governing equations of a complicated system through a discretization process. You may wish to consult
Cheung et al. (1996) to see an application of the finite element method to solid mechanics and field
problems.

A key requirement of the Finite Element method is a mesh, which subdivides the region on which the
partial differential equations are defined. Note that such meshes are also essential to other discretization
processes, such as the Finite Volume method. However, for the purpose this description we focus
(without loss of generality) on the Finite Element method. Thus, meshing algorithms are of crucial
importance in every numerical simulation based on the finite element method. In particular, the
accuracy and even the validity of a solution is strongly tied to the properties of the underlying mesh of
the domain under consideration.

In this chapter, the Delaunay constrained 2D triangulation (see George and Borouchaki (1998) or
Chapter 7 of Cheung et al. (1996)) is considered and functions are provided to triangulate a closed
polygonal domain of R2, given a mesh of its boundary (in a later Mark of the Library, software for the
3D case will be available). A domain in R

2 is given via a discretization of its boundary. The boundary
is described as a list of segments, with given end point coordinates. Then an incremental method is used
to generate the set of interior vertices.

Let  be a closed bounded domain in R
2 or R3. The question is how to construct a triangulation (mesh)

of this domain suitable for a finite element framework. Following the definition in George and
Borouchaki (1998):

T is a mesh of  if

 ¼
S
K2TK:

Every element K in T is non-empty.

The intersection of the interior of any two elements is empty.

The intersection of any two elements in T is either,

the empty set,

a vertex,

an edge,

a face (in R
3).

In the finite element method, the meshes are in general denoted T or T h, where the index h refers to a
measure of the diameter (length of the longest edge) of the elements in the mesh. A triangulation is a
set of entities described in a suitable manner by picking an adequate data structure. The algorithm for
triangulation construction creates a table of elements in the triangulation as well as the neighbourhood
relationships between the elements. Those elements are meant to satisfy the so-called ‘empty sphere
criterion’ which means that the open ball associated with the element (the circumcircle of the triangle in
2D, and the circumsphere of the tetrahedron in 3D) does not contain any vertices (while the closed ball
contains the vertices of the element in consideration only). This criterion is a characterisation of the
Delaunay triangulation.

Given T i the Delaunay triangulation of the convex hull of the first i points, the purpose of the
incremental method (which is the main method to generate nodes and elements inside the domain) is
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to obtain T iþ1 the Delaunay triangulation which includes an iþ 1ð Þth point P as an element vertex. To
this end, one can introduce a procedure referred to as the ‘Delaunay kernel’ construction. This kernel is

T iþ1 ¼ T i � CP þ BP ;

where BP is the ball associated with P and CP is the associated cavity. The ball associated with a given
point P is the set of elements in the triangulation including P as a vertex, while the cavity is the set of
elements whose circumcircles or circumballs enclose the point P . One can prove that, given T i a
Delaunay triangulation of a convex hull of the first i points, then T iþ1 is a Delaunay triangulation of the
hull that includes P as the iþ 1ð Þth vertex. The completion of a Delaunay triangulation relies on
applying the Delaunay kernel procedure to every point.

The problems here are

to choose the input data T 0 of the incremental method, and

to generate at each iteration this iþ 1ð Þth point, such that T iþ1 is still a Delaunay triangulation
of the convex hull of the iþ 1ð Þ points.

For a finite element application, it is required to construct a mesh of the domain  whose elements are
as close to equilateral as possible.

The mesh generation methods include an initial creation stage resulting in a mesh T 0, without internal
points, except for any specified interior points (see George and Borouchaki (1998) for more details).
Such a mesh is referred to as the ‘empty mesh’. This mesh consists of a box which includes the whole
geometry plus some vertices on the edge of that box. From here the methods differ in how the required
internal points are created.

The general principle of interior mesh generation is to either create a point and insert it immediately by
means of the Delaunay method (the so-called Delaunay kernel), repeating the process as long as points
can be created, or to generate a series of points, insert this series and iterate the process as long as a
non-empty series is created. At this stage it is quite useful to define the notion of a control space to
govern the internal point creation. The ‘ideal’ control is the input of a function defined analytically at
any point of R

2 and which specifies the size and the direction features that must be conformed to
anywhere in the space.

To construct such a function, one can consider several approaches. For our purpose in this chapter, this
control function computes, from data, the local step sizes (the desired distance between two points)
related to the given points. A generalized interpolation then enables us to obtain the function
everywhere. This process is purely geometric in the sense that it relies only on the geometric data
properties: boundary edge lengths, and so on. You are advised to consult George and Borouchaki (1998)
for more details about this strategy, especially about the other approaches which can be considered to
construct the control function.

3 Recommendations on Choice and Use of Available Functions

3.1 Boundary Mesh Generation

The first step to mesh any domain of R2 or R3 is to generate a mesh of the domain boundary. In this
chapter, since only the 2D case is considered, the relevant function is nag_mesh2d_bound (d06bac).
This function meshes with segments a boundary of a closed connected polygonal domain of R2, given a
set of characteristic points and characteristic lines which define the shape of the frontier. The boundary
has to be partitioned into geometrically simple lines. Each line segment may be a straight line, a curve
defined by an equation of the type f x; yð Þ ¼ 0, or simply a polygonal curve, delimited by characteristic
points (end points of the lines). Then, you can assemble those lines into connected components of the
domain boundary.

3.2 Interior Mesh Generation

In this chapter three functions are provided to mesh a domain given a discretization of its boundary
with optionally specified interior points.
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nag_mesh2d_delaunay (d06abc) uses an internal point construction method along the internal
edges. Using the control function, a small number of points are generated along each edge.

nag_mesh2d_front (d06acc) uses a point creation method based on an advancing front point
placement strategy, starting from the ‘empty mesh’.

nag_mesh2d_inc (d06aac) uses a simple incremental method based on a control function given
analytically via the argument power.

Any point construction method results in a set of points. These points are then inserted by means of the
Delaunay kernel.

The point insertion process is completed by successive waves. The first wave results from the empty
mesh edge analysis (edge method) or from the empty mesh front analysis (advancing front method).
Subsequent waves correspond to the analysis of the edges of the previous mesh. For the advancing front
strategy, the waves follow the analysis of the front associated with the current mesh.

One can propose a general scheme for a mesh generation method. Seven steps can be identified as
follows.

Preparation step.

Data input: point coordinates, boundary edges and internal edges (if any),

construction of the bounding box,

meshing of this box by means of a few triangles.

Construction of the box mesh.

Insertion of the given points in the box mesh using the Delaunay kernel.

Construction of the empty mesh.

Search for the missing specified edges,

enforcement of these edges,

definition of the connected components of the domain.

Internal point creation and point insertion.

Control space definition,

1ð Þ internal edge analysis, point creation along these edges,

point insertion via the Delaunay kernel and return to 1ð Þ.
Domain definition.

Removal of the elements exterior to the domain,

classification of the elements with respect to the connected components.

Optimization.

edge swapping,

point relocation, . . .

File output.

When using the advancing front approach described earlier, one has to replace the step denoted by 1ð Þ
of the general scheme. The analysis of the edges of the current mesh is then replaced by the front
analysis.

Due to the fact that the particular mesh generated by nag_mesh2d_inc (d06aac), nag_mesh2d_delaunay
(d06abc) and nag_mesh2d_front (d06acc) may be sensitive to the platform being used; there may be
differences between generated nodal coordinates and connectivities. However all meshes generated
should be expected to satisfy the ‘empty sphere criterion’.
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3.3 Mesh Management and Utility Routines

In addition to meshing functions, management and utility functions are also available in this chapter.

A mesh smoother function nag_mesh2d_smooth (d06cac), is provided to improve mesh triangle quality.

Since the Finite Element framework includes a requirement to solve matrices based on meshes, the
function nag_mesh2d_sparse (d06cbc) generates the sparsity pattern of such a matrix. Due to the fact
that the numbering of unknowns in a linear system could be crucial in term of storage and performance
issues, a vertex renumbering function nag_mesh2d_renum (d06ccc) is provided. This function also
returns the new sparsity pattern based on the renumbered mesh.

To mesh a complicated geometry, it is sometimes better to partition the whole geometry into a set of
geometrically simpler ones. Some geometry could also be deducted from another geometry by an affine
transformation and nag_mesh2d_trans (d06dac) could be used for that purpose. nag_mesh2d_join
(d06dbc) is provided to join all the simple geometry meshes. This function can also handle the joining
of two adjacent as well as overlapping meshes, which may be useful in a domain decomposition
framework.

4 Example of Use in the Solution of a Partial Differential Equation

The use of Chapter d06 mesh generation functions, together with sparse solver functions from Chapter
f11 to solve partial differential equations with the finite element method is described in a NAG
Technical Report (see Bouhamou (2001)). This report, and accompanying source code, is available from
the NAG web site, or by contacting one of the NAG Response Centres.

5 Functionality Index

Boundary mesh generation,
2D boundary mesh generation .............................................................. nag_mesh2d_bound (d06bac)

Interior mesh generation,
2D mesh generation using advancing front method .............................. nag_mesh2d_front (d06acc)
2D mesh generation using a simple incremental method ........................ nag_mesh2d_inc (d06aac)
2D mesh generation using Delaunay–Voronoi method .................. nag_mesh2d_delaunay (d06abc)

Mesh Management and Utility function,
2D mesh smoother using a barycentering technique ......................... nag_mesh2d_smooth (d06cac)
2D mesh transformer by an affine transformation ................................ nag_mesh2d_trans (d06dac)
2D mesh vertex renumbering ............................................................... nag_mesh2d_renum (d06ccc)
finite Element matrix sparsity pattern generation ................................ nag_mesh2d_sparse (d06cbc)
joins together two given adjacent (possibly overlapping) meshes ......... nag_mesh2d_join (d06dbc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

None.

8 References

Bouhamou N (2001) The use of NAG mesh generation and sparse solver routines for solving partial
differential equations NAG Technical Report TR 1/01 NAG Ltd, Oxford

Cheung Y K, Lo S H and Leung A Y T (1996) Finite Element Implementation Blackwell Science
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George P L and Borouchaki H (1998) Delaunay Triangulation and Meshing: Application to Finite
Elements Editions HERMES, Paris

Quarteroni A and Valli A (1997) Numerical approximation of partial differential equations Comp.
Maths. 23
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NAG Library Function Document

nag_mesh2d_inc (d06aac)

1 Purpose

nag_mesh2d_inc (d06aac) generates a triangular mesh of a closed polygonal region in R
2, given a mesh

of its boundary. It uses a simple incremental method.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_inc (Integer nvb, Integer nvmax, Integer nedge,
const Integer edge[], Integer *nv, Integer *nelt, double coor[],
Integer conn[], const double bspace[], Nag_Boolean smooth, double coef,
double power, Integer itrace, const char *outfile, NagError *fail)

3 Description

nag_mesh2d_inc (d06aac) generates the set of interior vertices using a process based on a simple
incremental method. A smoothing of the mesh is optionally available. For more details about the
triangulation method, consult the d06 Chapter Introduction as well as George and Borouchaki (1998).

This function is derived from material in the MODULEF package from INRIA (Institut National de
Recherche en Informatique et Automatique).

4 References

George P L and Borouchaki H (1998) Delaunay Triangulation and Meshing: Application to Finite
Elements Editions HERMES, Paris

5 Arguments

1: nvb – Integer Input

On entry: the number of vertices in the input boundary mesh.

Constraint: 3 � nvb � nvmax.

2: nvmax – Integer Input

On entry: the maximum number of vertices in the mesh to be generated.

3: nedge – Integer Input

On entry: the number of boundary edges in the input mesh.

Constraint: nedge 	 1.

4: edge½3� nedge� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in edge½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary edges. edge½ j� 1ð Þ � 3� and edge½ j� 1ð Þ � 3þ 1�
contain the vertex numbers of the two end points of the jth boundary edge. edge½ j� 1ð Þ � 3þ 2�
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is a user-supplied tag for the jth boundary edge and is not used by nag_mesh2d_inc (d06aac).
Note that the edge vertices are numbered from 1 to nvb.

Constraint: 1 � edge½ j � 1ð Þ � 3þ i � 1� � nvb and edge½ j � 1ð Þ � 3� 6¼ edge½ j � 1ð Þ � 3þ 1�,
for i ¼ 1; 2 and j ¼ 1; 2; . . . ;nedge.

5: nv – Integer * Output

On exit: the total number of vertices in the output mesh (including both boundary and interior
vertices). If nvb ¼ nvmax, no interior vertices will be generated and nv ¼ nvb.

6: nelt – Integer * Output

On exit: the number of triangular elements in the mesh.

7: coor½2� nvmax� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in coor½ j� 1ð Þ � 2þ i� 1�.
On entry: coor½ i � 1ð Þ � 2� contains the x coordinate of the ith input boundary mesh vertex;
while coor½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate, for i ¼ 1; 2; . . . ; nvb.

On exit: coor½ i � 1ð Þ � 2� will contain the x coordinate of the i � nvbð Þth generated interior mesh
vertex; while coor½ i � 1ð Þ � 2þ 1� will contain the corresponding y coordinate, for
i ¼ nvbþ 1; . . . ; nv. The remaining elements are unchanged.

8: conn½3� 2� nvmax� 1ð Þ� – Integer Output

Note: the i; jð Þth element of the matrix is stored in conn½ j� 1ð Þ � 3þ i� 1�.
On exit: the connectivity of the mesh between triangles and vertices. For each triangle j,
conn½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

9: bspace½nvb� – const double Input

On entry: the desired mesh spacing (triangle diameter, which is the length of the longer edge of
the triangle) near the boundary vertices.

Constraint: bspace½i � 1� > 0:0, for i ¼ 1; 2; . . . ;nvb.

10: smooth – Nag_Boolean Input

On entry: indicates whether or not mesh smoothing should be performed.

If smooth ¼ Nag TRUE, the smoothing is performed; otherwise no smoothing is performed.

11: coef – double Input

On entry: the coefficient in the stopping criteria for the generation of interior vertices. This
argument controls the triangle density and the number of triangles generated is in O coef2

� �
. The

mesh will be finer if coef is greater than 0:7165 and 0:75 is a good value.

Suggested value: 0:75.

12: power – double Input

On entry: controls the rate of change of the mesh size during the generation of interior vertices.
The smaller the value of power, the faster the decrease in element size away from the boundary.

Suggested value: 0:25.

Constraint: 0:1 � power � 10:0.
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13: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_inc (d06aac).

itrace � 0
No output is generated.

itrace 	 1
Output from the meshing solver is printed. This output contains details of the vertices and
triangles generated by the process.

You are advised to set itrace ¼ 0, unless you are experienced with finite element mesh
generation.

14: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nedge ¼ valueh i.
Constraint: nedge 	 1.

NE_INT_2

On entry, nvb ¼ valueh i and nvmax ¼ valueh i.
Constraint: 3 � nvb � nvmax.

On entry, the end points of the edge J have the same index I : J ¼ valueh i and I ¼ valueh i.

NE_INT_4

On entry, EDGE I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nvb ¼ valueh i.
Cons t r a i n t : EDGE I ; Jð Þ 	 1 and EDGE I ; Jð Þ � nvb, whe r e EDGE I ; Jð Þ deno t e s
edge½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MESH_ERROR

An error has occurred during the generation of the interior mesh. Check the inputs of the
boundary.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, power ¼ valueh i.
Constraint: power � 10:0.

On entry, power ¼ valueh i.
Constraint: power 	 0:1.

NE_REAL_ARRAY_INPUT

On entry, bspace½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: bspace½I � 1� > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_inc (d06aac) is not threaded in any implementation.

9 Further Comments

The position of the internal vertices is a function of the positions of the vertices on the given boundary.
A fine mesh on the boundary results in a fine mesh in the interior. The algorithm allows you to obtain a
denser interior mesh by varying nvmax, bspace, coef and power. But you are advised to manipulate the
last two arguments with care.

You are advised to take care to set the boundary inputs properly, especially for a boundary with
multiply connected components. The orientation of the interior boundaries should be in clockwise order
and opposite to that of the exterior boundary. If the boundary has only one connected component, its
orientation should be anticlockwise.

10 Example

In this example, a geometry with two holes (two interior circles inside an exterior one) is meshed using
the simple incremental method (see the d06 Chapter Introduction). The exterior circle is centred at the
origin with a radius 1:0, the first interior circle is centred at the point �0:5; 0:0ð Þ with a radius 0:49, and
the second one is centred at the point �0:5; 0:65ð Þ with a radius 0:15. Note that the points �1:0; 0:0ð Þ
and �0:5; 0:5ð Þ) are points of ‘near tangency’ between the exterior circle and the first and second
circles.
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The boundary mesh has 100 vertices and 100 edges (see Figure 1 in Section 10.3). Note that the
particular mesh generated could be sensitive to the machine precision and therefore may differ from
one implementation to another. Figure 2 in Section 10.3 contains the output mesh.

10.1 Program Text

/* nag_mesh2d_inc (d06aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd06.h>

#define EDGE(I, J) edge[3*((J) -1)+(I) -1]
#define CONN(I, J) conn[3*((J) -1)+(I) -1]
#define COOR(I, J) coor[2*((J) -1)+(I) -1]

int main(void)
{

const Integer nvmax = 250;
double coef, power;
Integer exit_status, i1, i, itrace, k, nedge, nelt, nv, nvb, reftk;
Nag_Boolean smooth;
NagError fail;
char pmesh[2];
double *bspace = 0, *coor = 0;
Integer *conn = 0, *edge = 0;

INIT_FAIL(fail);

exit_status = 0;

printf("nag_mesh2d_inc (d06aac) Example Program Results\n\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Reading of the geometry */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nvb, &nedge);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nvb, &nedge);

#endif

if (nvb > nvmax) {
printf("Problem with the array dimensions\n");
printf(" nvb nvmax %6" NAG_IFMT "%6" NAG_IFMT "\n", nvb, nvmax);
printf(" Please increase the value of nvmax\n");
exit_status = -1;
goto END;

}

/* Allocate memory */

if (!(bspace = NAG_ALLOC(nvb, double)) ||
!(coor = NAG_ALLOC(2 * nvmax, double)) ||
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!(conn = NAG_ALLOC(3 * (2 * nvmax - 1), Integer)) ||
!(edge = NAG_ALLOC(3 * nedge, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Coordinates of the boundary mesh vertices and boundary edges */

for (i = 1; i <= nvb; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &i1);
#else

scanf("%" NAG_IFMT "", &i1);
#endif
#ifdef _WIN32

scanf_s("%lf", &COOR(1, i));
#else

scanf("%lf", &COOR(1, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &COOR(2, i));
#else

scanf("%lf", &COOR(2, i));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= nedge; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &i1);
#else

scanf("%" NAG_IFMT "", &i1);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(1, i));
#else

scanf("%" NAG_IFMT "", &EDGE(1, i));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(2, i));
#else

scanf("%" NAG_IFMT "", &EDGE(2, i));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(3, i));
#else

scanf("%" NAG_IFMT "", &EDGE(3, i));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

#ifdef _WIN32
scanf_s(" ’ %1s ’%*[^\n]", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’%*[^\n]", pmesh);

#endif

/* Initialize mesh control parameters */

for (i = 0; i < nvb; ++i)
bspace[i] = 0.05;
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smooth = Nag_TRUE;
itrace = 0;
coef = 0.75;
power = 0.25;

/* Call to the mesh generator */

/* nag_mesh2d_inc (d06aac).
* Generates a two-dimensional mesh using a simple
* incremental method
*/

nag_mesh2d_inc(nvb, nvmax, nedge, edge, &nv, &nelt, coor, conn, bspace,
smooth, coef, power, itrace, 0, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" nv =%6" NAG_IFMT "\n", nv);
printf(" nelt =%6" NAG_IFMT "\n", nelt);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e\n", COOR(1, i), COOR(2, i));

reftk = 0;
for (k = 1; k <= nelt; ++k) {

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT
"\n", CONN(1, k), CONN(2, k), CONN(3, k), reftk);

}
}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_inc (d06aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(bspace);
NAG_FREE(coor);
NAG_FREE(conn);
NAG_FREE(edge);

return exit_status;
}

10.2 Program Data

Note 1: since the data file for this example is quite large only a section of it is reproduced in this
document. The full data file is distributed with your implementation.

D06AAF Example Program Data
100 100 :NVB NEDGE

1 0.100000E+01 0.000000E+00
.
.
.

100 -.353278E+00 0.681187E+00 :(I1, COOR(:,I),I=1,...,NVB)
1 1 2 1

.
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.

.
99 99 100 1

100 100 71 1 :(I1, EDGE(:,I), I=1,...,NEDGE)
’N’ :Printing option ’Y’ or ’N’

10.3 Program Results

nag_mesh2d_inc (d06aac) Example Program Results

nv = 250
nelt = 402

Example Program
Figure 1: The Geometry of Circular Region With Two Holes
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Figure 2: Mesh Generated on the Geometry With Two Holes
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NAG Library Function Document

nag_mesh2d_delaunay (d06abc)

1 Purpose

nag_mesh2d_delaunay (d06abc) generates a triangular mesh of a closed polygonal region in R
2, given a

mesh of its boundary. It uses a Delaunay–Voronoi process, based on an incremental method.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_delaunay (Integer nvb, Integer nvint, Integer nvmax,
Integer nedge, const Integer edge[], Integer *nv, Integer *nelt,
double coor[], Integer conn[], const double weight[], Integer npropa,
Integer itrace, const char *outfile, NagError *fail)

3 Description

nag_mesh2d_delaunay (d06abc) generates the set of interior vertices using a Delaunay–Voronoi
process, based on an incremental method. It allows you to specify a number of fixed interior mesh
vertices together with weights which allow concentration of the mesh in their neighbourhood. For more
details about the triangulation method, consult the d06 Chapter Introduction as well as George and
Borouchaki (1998).

This function is derived from material in the MODULEF package from INRIA (Institut National de
Recherche en Informatique et Automatique).

4 References

George P L and Borouchaki H (1998) Delaunay Triangulation and Meshing: Application to Finite
Elements Editions HERMES, Paris

5 Arguments

1: nvb – Integer Input

On entry: the number of vertices in the input boundary mesh.

Constraint: nvb 	 3.

2: nvint – Integer Input

On entry: the number of fixed interior mesh vertices to which a weight will be applied.

Constraint: nvint 	 0.

3: nvmax – Integer Input

On entry: the maximum number of vertices in the mesh to be generated.

Constraint: nvmax 	 nvbþ nvint.

4: nedge – Integer Input

On entry: the number of boundary edges in the input mesh.

Constraint: nedge 	 1.
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5: edge½3� nedge� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in edge½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary edges. edge½ j� 1ð Þ � 3� and edge½ j� 1ð Þ � 3þ 1�
contain the vertex numbers of the two end points of the jth boundary edge. edge½ j� 1ð Þ � 3þ 2�
is a user-supplied tag for the jth boundary edge and is not used by nag_mesh2d_delaunay
(d06abc). Note that the edge vertices are numbered from 1 to nvb.

Constraint: 1 � edge½ j � 1ð Þ � 3þ i � 1� � nvb and edge½ j � 1ð Þ � 3� 6¼ edge½ j � 1ð Þ � 3þ 1�,
for i ¼ 1; 2 and j ¼ 1; 2; . . . ;nedge.

6: nv – Integer * Output

On exit: the total number of vertices in the output mesh (including both boundary and interior
vertices). If nvbþ nvint ¼ nvmax, no interior vertices will be generated and nv ¼ nvmax.

7: nelt – Integer * Output

On exit: the number of triangular elements in the mesh.

8: coor½2� nvmax� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in coor½ j� 1ð Þ � 2þ i� 1�.
On entry: coor½ i � 1ð Þ � 2� contains the x coordinate of the ith input boundary mesh vertex, for
i ¼ 1; 2; . . . ;nvb. coor½ i � 1ð Þ � 2� contains the x coordinate of the i � nvbð Þth fixed interior
ve r t ex , f o r i ¼ nvbþ 1; . . . ; nvbþ nvint. Fo r bounda ry and in t e r i o r ve r t i c e s ,
coor½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate, for i ¼ 1; 2; . . . ; nvbþ nvint.

On exit: coor½ i � 1ð Þ � 2� will contain the x coordinate of the i � nvb� nvintð Þth generated
interior mesh vertex, for i ¼ nvbþ nvintþ 1; . . . ; nv; while coor½ i� 1ð Þ � 2þ 1� will contain
the corresponding y coordinate. The remaining elements are unchanged.

9: conn½3� 2� nvmaxþ 5ð Þ� – Integer Output

Note: the i; jð Þth element of the matrix is stored in conn½ j� 1ð Þ � 3þ i� 1�.
On exit: the connectivity of the mesh between triangles and vertices. For each triangle j,
conn½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

10: weight½dim� – const double Input

Note: the dimension, dim, of the array weight must be at least max 1; nvintð Þ.
On entry: the weight of fixed interior vertices. It is the diameter of triangles (length of the longer
edge) created around each of the given interior vertices.

Constraint: if nvint > 0, weight½i � 1� > 0:0, for i ¼ 1; 2; . . . ;nvint.

11: npropa – Integer Input

On entry: the propagation type and coefficient, the argument npropa is used when the internal
points are created. They are distributed in a geometric manner if npropa is positive and in an
arithmetic manner if it is negative. For more details see Section 9.

Constraint: npropa 6¼ 0.

12: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_delaunay (d06abc).

itrace � 0
No output is generated.
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itrace 	 1
Output from the meshing solver is printed. This output contains details of the vertices and
triangles generated by the process.

You are advised to set itrace ¼ 0, unless you are experienced with finite element mesh
generation.

13: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nedge ¼ valueh i.
Constraint: nedge 	 1.

On entry, npropa ¼ 0.

On entry, nvb ¼ valueh i.
Constraint: nvb 	 3.

On entry, nvint ¼ valueh i.
Constraint: nvint 	 0.

NE_INT_2

On entry, the end points of the edge J have the same index I : J ¼ valueh i and I ¼ valueh i.

NE_INT_3

On entry, nvb ¼ valueh i, nvint ¼ valueh i and nvmax ¼ valueh i.
Constraint: nvmax 	 nvbþ nvint.

NE_INT_4

On entry, EDGE I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nvb ¼ valueh i.
Cons t r a i n t : EDGE I ; Jð Þ 	 1 and EDGE I ; Jð Þ � nvb, whe r e EDGE I ; Jð Þ deno t e s
edge½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MESH_ERROR

An error has occurred during the generation of the boundary mesh. It appears that nvmax is not
large enough: nvmax ¼ valueh i.
An error has occurred during the generation of the interior mesh. Check the inputs of the
boundary.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL_ARRAY_INPUT

On entry, weight½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: weight½I � 1� > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_delaunay (d06abc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The position of the internal vertices is a function position of the vertices on the given boundary. A fine
mesh on the boundary results in a fine mesh in the interior. To dilute the influence of the data on the
interior of the domain, the value of npropa can be changed. The propagation coefficient is calculated

as: ! ¼ 1þ a� 1:0

20:0
, where a is the absolute value of npropa. During the process vertices are generated

on edges of the mesh T i to obtain the mesh T iþ1 in the general incremental method (consult the d06
Chapter Introduction or George and Borouchaki (1998)). This generation uses the coefficient !, and it is
geometric if npropa > 0, and arithmetic otherwise. But increasing the value of a may lead to failure of
the process, due to precision, especially in geometries with holes. So you are advised to manipulate the
argument npropa with care.

You are advised to take care to set the boundary inputs properly, especially for a boundary with
multiply connected components. The orientation of the interior boundaries should be in clockwise order
and opposite to that of the exterior boundary. If the boundary has only one connected component, its
orientation should be anticlockwise.

d06abc NAG Library Manual

d06abc.4 Mark 26



10 Example

In this example, a geometry with two holes (two wings inside an exterior circle) is meshed using a
Delaunay–Voronoi method. The exterior circle is centred at the point 1:0; 0:0ð Þ with a radius 3. The
main wing, using aerofoil RAE 2822 data, lies between the origin and the centre of the circle, while the
secondary aerofoil is produced from the first by performing a translation, a scale reduction and a
rotation. To be able to carry out some realistic computation on that geometry, some interior points have
been introduced to have a finer mesh in the wake of those aerofoils.

The boundary mesh has 296 vertices and 296 edges (see Section 10.3 top). Note that the particular mesh
generated could be sensitive to the machine precision and therefore may differ from one
implementation to another. The interior meshes for different values of npropa are given in
Section 10.3.

10.1 Program Text

/* nag_mesh2d_delaunay (d06abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd06.h>

#define EDGE(I, J) edge[3*((J) -1)+(I) -1]
#define CONN(I, J) conn[3*((J) -1)+(I) -1]
#define COOR(I, J) coor[2*((J) -1)+(I) -1]

int main(void)
{

const Integer nvmax = 6000, nvint = 40;
double dnvint;
Integer exit_status, i, itrace, j, k, nedge, nelt,

npropa, nv, nvb, reftk, i1, nearest, nv_near, nelt_near;
NagError fail;
char pmesh[2];
double *coor = 0, *weight = 0;
Integer *conn = 0, *edge = 0;

INIT_FAIL(fail);

exit_status = 0;

printf("nag_mesh2d_delaunay (d06abc) Example Program Results\n\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Reading of the geometry */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nvb, &nedge);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nvb, &nedge);

#endif

if (nvb > nvmax) {
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printf("Problem with the array dimensions\n");
printf(" nvb nvmax %6" NAG_IFMT "%6" NAG_IFMT "\n", nvb, nvmax);
printf(" Please increase the value of nvmax\n");
exit_status = -1;
goto END;

}

/* Allocate memory */

if (!(coor = NAG_ALLOC(2 * nvmax, double)) ||
!(weight = NAG_ALLOC(nvint, double)) ||
!(conn = NAG_ALLOC(3 * (2 * nvmax + 5), Integer)) ||
!(edge = NAG_ALLOC(3 * nedge, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Coordinates of the boundary mesh vertices and boundary edges */

for (i = 1; i <= nvb; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &i1);
#else

scanf("%" NAG_IFMT "", &i1);
#endif
#ifdef _WIN32

scanf_s("%lf", &COOR(1, i1));
#else

scanf("%lf", &COOR(1, i1));
#endif
#ifdef _WIN32

scanf_s("%lf", &COOR(2, i1));
#else

scanf("%lf", &COOR(2, i1));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= nedge; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &i1);
#else

scanf("%" NAG_IFMT "", &i1);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(1, i1));
#else

scanf("%" NAG_IFMT "", &EDGE(1, i1));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(2, i1));
#else

scanf("%" NAG_IFMT "", &EDGE(2, i1));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(3, i1));
#else

scanf("%" NAG_IFMT "", &EDGE(3, i1));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
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#ifdef _WIN32
scanf_s(" ’ %1s ’%*[^\n]", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’%*[^\n]", pmesh);

#endif

/* Initialize mesh control parameters */

itrace = 0;

/* Generation of interior vertices on the RAE airfoils wake */

dnvint = 2.5 / (double) (nvint + 1);

for (i = 1; i <= nvint; ++i) {
i1 = nvb + i;
COOR(1, i1) = (double) i *dnvint + 1.38;
COOR(2, i1) = -0.27 * COOR(1, i1) + 0.2;
weight[i - 1] = 0.01;

}

/* Loop on the propagation coef */

nearest = 250;
for (j = 0; j < 4; ++j) {

switch (j) {
case 0:

npropa = -5;
break;

case 1:
npropa = -1;
break;

case 2:
npropa = 1;
break;

default:
npropa = 5;

}

/* Call to the 2D Delaunay-Voronoi mesh generator */

/* nag_mesh2d_delaunay (d06abc).
* Generates a two-dimensional mesh using a Delaunay-Voronoi
* process
*/

nag_mesh2d_delaunay(nvb, nvint, nvmax, nedge, edge, &nv, &nelt, coor,
conn, weight, npropa, itrace, 0, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" Mesh characteristics with npropa =%6" NAG_IFMT "\n", npropa);
nv_near = ((nv+nearest/2)/nearest)*nearest;
nelt_near = ((nelt+nearest/2)/nearest)*nearest;
printf(" nv =%10" NAG_IFMT " to the nearest %3" NAG_IFMT "\n",

nv_near, nearest);
printf(" nelt =%10" NAG_IFMT " to the nearest %3" NAG_IFMT "\n",

nelt_near, nearest);
}
else if (pmesh[0] == ’Y’) {

/* Output the mesh in a form suitable for printing */

printf(" %10" NAG_IFMT " %10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i) {
printf(" %15.6e %15.6e \n", COOR(1, i), COOR(2, i));

}

reftk = 0;
for (k = 1; k <= nelt; ++k) {

printf(" %10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT ""
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" %10" NAG_IFMT "\n", CONN(1, k), CONN(2, k),
CONN(3, k), reftk);

}
}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_delaunay (d06abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

END:
NAG_FREE(coor);
NAG_FREE(weight);
NAG_FREE(conn);
NAG_FREE(edge);

return exit_status;
}

10.2 Program Data

Note 1: since the data file for this example is quite large only a section of it is reproduced in this
document. The full data file is distributed with your implementation.

D06ABF Example Program Data
296 296 :NVB NEDGE

1 0.400000E+01 0.000000E+00
.
.
.

296 0.991387E+00 -.659880E-01 :(I1, COOR(:,I),I=1,...,NVB)
1 1 2 0

.

.

.
296 296 169 0 :(I1, EDGE(:,I), I=1,...,NEDGE)

’N’ :Printing option ’Y’ or ’N’

10.3 Program Results

nag_mesh2d_delaunay (d06abc) Example Program Results

Mesh characteristics with npropa = -5
nv = 2250 to the nearest 250
nelt = 4250 to the nearest 250
Mesh characteristics with npropa = -1
nv = 4500 to the nearest 250
nelt = 8500 to the nearest 250
Mesh characteristics with npropa = 1
nv = 5000 to the nearest 250
nelt = 9750 to the nearest 250
Mesh characteristics with npropa = 5
nv = 2000 to the nearest 250
nelt = 3750 to the nearest 250
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Example Program
Geometry for Generating Meshes

Mesh Generated Using Arithmetic Coefficient ω=1.2
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Mesh Generated Using Arithmetic Coefficient ω=1.0

Mesh Generated Using Geometric Coefficient ω=1.0
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NAG Library Function Document

nag_mesh2d_front (d06acc)

1 Purpose

nag_mesh2d_front (d06acc) generates a triangular mesh of a closed polygonal region in R
2, given a

mesh of its boundary. It uses an Advancing Front process, based on an incremental method.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_front (Integer nvb, Integer nvint, Integer nvmax,
Integer nedge, const Integer edge[], Integer *nv, Integer *nelt,
double coor[], Integer conn[], const double weight[], Integer itrace,
const char *outfile, NagError *fail)

3 Description

nag_mesh2d_front (d06acc) generates the set of interior vertices using an Advancing Front process,
based on an incremental method. It allows you to specify a number of fixed interior mesh vertices
together with weights which allow concentration of the mesh in their neighbourhood. For more details
about the triangulation method, consult the d06 Chapter Introduction as well as George and Borouchaki
(1998).

This function is derived from material in the MODULEF package from INRIA (Institut National de
Recherche en Informatique et Automatique).

4 References

George P L and Borouchaki H (1998) Delaunay Triangulation and Meshing: Application to Finite
Elements Editions HERMES, Paris

5 Arguments

1: nvb – Integer Input

On entry: the number of vertices in the input boundary mesh.

Constraint: nvb 	 3.

2: nvint – Integer Input

On entry: the number of fixed interior mesh vertices to which a weight will be applied.

Constraint: nvint 	 0.

3: nvmax – Integer Input

On entry: the maximum number of vertices in the mesh to be generated.

Constraint: nvmax 	 nvbþ nvint.

4: nedge – Integer Input

On entry: the number of boundary edges in the input mesh.

Constraint: nedge 	 1.
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5: edge½3� nedge� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in edge½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary edges. edge½ j� 1ð Þ � 3� and edge½ j� 1ð Þ � 3þ 1�
contain the vertex numbers of the two end points of the jth boundary edge. edge½ j� 1ð Þ � 3þ 2�
is a user-supplied tag for the jth boundary edge and is not used by nag_mesh2d_front (d06acc).
Note that the edge vertices are numbered from 1 to nvb.

Constraint: 1 � edge½ j � 1ð Þ � 3þ i � 1� � nvb and edge½ j � 1ð Þ � 3� 6¼ edge½ j � 1ð Þ � 3þ 1�,
for i ¼ 1; 2 and j ¼ 1; 2; . . . ;nedge.

6: nv – Integer * Output

On exit: the total number of vertices in the output mesh (including both boundary and interior
vertices). If nvbþ nvint ¼ nvmax, no interior vertices will be generated and nv ¼ nvmax.

7: nelt – Integer * Output

On exit: the number of triangular elements in the mesh.

8: coor½2� nvmax� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in coor½ j� 1ð Þ � 2þ i� 1�.
On entry: coor½ i � 1ð Þ � 2� contains the x coordinate of the ith input boundary mesh vertex, for
i ¼ 1; 2; . . . ;nvb. coor½ i � 1ð Þ � 2� contains the x coordinate of the i � nvbð Þth fixed interior
ve r t ex , f o r i ¼ nvbþ 1; . . . ; nvbþ nvint. Fo r bounda ry and in t e r i o r ve r t i c e s ,
coor½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate, for i ¼ 1; 2; . . . ; nvbþ nvint.

On exit: coor½ i � 1ð Þ � 2� will contain the x coordinate of the i � nvb� nvintð Þth generated
interior mesh vertex, for i ¼ nvbþ nvintþ 1; . . . ; nv; while coor½ i� 1ð Þ � 2þ 1� will contain
the corresponding y coordinate. The remaining elements are unchanged.

9: conn½3� 2� nvmaxþ 5ð Þ� – Integer Output

Note: the i; jð Þth element of the matrix is stored in conn½ j� 1ð Þ � 3þ i� 1�.
On exit: the connectivity of the mesh between triangles and vertices. For each triangle j,
conn½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

10: weight½dim� – const double Input

Note: the dimension, dim, of the array weight must be at least max 1; nvintð Þ.
On entry: the weight of fixed interior vertices. It is the diameter of triangles (length of the longer
edge) created around each of the given interior vertices.

Constraint: if nvint > 0, weight½i � 1� > 0:0, for i ¼ 1; 2; . . . ;nvint.

11: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_front (d06acc).

itrace � 0
No output is generated.

itrace 	 1
Output from the meshing solver is printed. This output contains details of the vertices and
triangles generated by the process.

You are advised to set itrace ¼ 0, unless you are experienced with finite element mesh
generation.
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12: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nedge ¼ valueh i.
Constraint: nedge 	 1.

On entry, nvb ¼ valueh i.
Constraint: nvb 	 3.

On entry, nvint ¼ valueh i.
Constraint: nvint 	 0.

NE_INT_2

On entry, the end points of the edge J have the same index I : J ¼ valueh i and I ¼ valueh i.

NE_INT_3

On entry, nv ¼ valueh i, nvint ¼ valueh i and nvmax ¼ valueh i.
Constraint: nvbþ nvint � nvmax.

On entry, nvb ¼ valueh i, nvint ¼ valueh i and nvmax ¼ valueh i.
Constraint: nvmax 	 nvbþ nvint.

NE_INT_4

On entry, EDGE I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nvb ¼ valueh i.
Cons t r a i n t : EDGE I ; Jð Þ 	 1 and EDGE I ; Jð Þ � nvb, whe r e EDGE I ; Jð Þ deno t e s
edge½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MESH_ERROR

An error has occurred during the generation of the interior mesh. Check the inputs of the
boundary.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL_ARRAY_INPUT

On entry, weight½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: weight½I � 1� > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_front (d06acc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The position of the internal vertices is a function position of the vertices on the given boundary. A fine
mesh on the boundary results in a fine mesh in the interior. During the process vertices are generated on
edges of the mesh T i to obtain the mesh T iþ1 in the general incremental method (consult the d06
Chapter Introduction or George and Borouchaki (1998)).

You are advised to take care to set the boundary inputs properly, especially for a boundary with
multiply connected components. The orientation of the interior boundaries should be in clockwise order
and opposite to that of the exterior boundary. If the boundary has only one connected component, its
orientation should be anticlockwise.

10 Example

In this example, a geometry with two holes (two wings inside an exterior circle) is meshed using a
Delaunay–Voronoi method. The exterior circle is centred at the point 1:5; 0:0ð Þ with a radius 4:5, the
first wing begins at the origin and it is normalized, finally the last wing is also normalized and begins at
the point 0:8;�0:3ð Þ. To be able to carry out some realistic computation on that geometry, some interior
points have been introduced to have a finer mesh in the wake of those airfoils.

The boundary mesh has 120 vertices and 120 edges (see Figure 1 top). Note that the particular mesh
generated could be sensitive to the machine precision and therefore may differ from one
implementation to another.
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10.1 Program Text

/* nag_mesh2d_front (d06acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd06.h>

/* Structure to allow data to be passed onto */
/* the nag_mesh2d_bound (d06bac) user-supplied function fbnd */

struct user
{

/* details of the double NACA0012 and the circle around it */

double x0, y0, x1, y1, radius;
};

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fbnd(Integer, double, double, Nag_Comm *);
#ifdef __cplusplus
}
#endif

#define EDGE(I, J) edge[3*((J) -1)+(I) -1]
#define LINED(I, J) lined[4*((J) -1)+(I) -1]
#define CONN(I, J) conn[3*((J) -1)+(I) -1]
#define COOR(I, J) coor[2*((J) -1)+(I) -1]
#define COORCH(I, J) coorch[2*((J) -1)+(I) -1]

int main(void)
{

const Integer nus = 1, nvmax = 2000, nedmx = 200, nvint = 40;
struct user geom_Naca;
double dnvint, radius, x0, x1, y0, y1;
Integer exit_status = 0, i, itrace, j, k, l, ncomp, nedge, nelt, nlines;
Integer nv, nvb, nvint2, reftk;
char pmesh[2];
double *coor = 0, *coorch = 0, *coorus = 0, *rate = 0, *weight = 0;
Integer *conn = 0, *edge = 0, *lcomp = 0, *lined = 0, *nlcomp = 0;
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf(" nag_mesh2d_front (d06acc) Example Program Results\n\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Initialize boundary mesh inputs: the number of lines and */
/* the number of characteristic points of the boundary mesh */

#ifdef _WIN32
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scanf_s("%" NAG_IFMT "", &nlines);
#else

scanf("%" NAG_IFMT "", &nlines);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory */

if (!(coor = NAG_ALLOC(2 * nvmax, double)) ||
!(coorch = NAG_ALLOC(2 * nlines, double)) ||
!(coorus = NAG_ALLOC(2 * nus, double)) ||
!(rate = NAG_ALLOC(nlines, double)) ||
!(weight = NAG_ALLOC(nvint, double)) ||
!(conn = NAG_ALLOC(3 * (2 * nvmax + 5), Integer)) ||
!(edge = NAG_ALLOC(3 * nedmx, Integer)) ||
!(lined = NAG_ALLOC(4 * nlines, Integer)) ||
!(lcomp = NAG_ALLOC(nlines, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* The double NACA0012 and the circle around it */

#ifdef _WIN32
for (j = 1; j <= nlines; ++j)

scanf_s("%lf", &COORCH(1, j));
#else

for (j = 1; j <= nlines; ++j)
scanf("%lf", &COORCH(1, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
for (j = 1; j <= nlines; ++j)

scanf_s("%lf", &COORCH(2, j));
#else

for (j = 1; j <= nlines; ++j)
scanf("%lf", &COORCH(2, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* The lines of the boundary mesh */

for (j = 1; j <= nlines; ++j) {
#ifdef _WIN32

for (i = 1; i <= 4; ++i)
scanf_s("%" NAG_IFMT "", &LINED(i, j));

#else
for (i = 1; i <= 4; ++i)

scanf("%" NAG_IFMT "", &LINED(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &rate[j - 1]);
#else

scanf("%lf", &rate[j - 1]);
#endif

}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* The number of connected components to */
/* the boundary and their information */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &ncomp);

#else
scanf("%" NAG_IFMT "", &ncomp);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory */

if (!(nlcomp = NAG_ALLOC(ncomp, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

j = 0;
for (i = 0; i < ncomp; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nlcomp[i]);

#else
scanf("%" NAG_IFMT "", &nlcomp[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

l = j + abs(nlcomp[i]);

#ifdef _WIN32
for (k = j; k < l; ++k)

scanf_s("%" NAG_IFMT "", &lcomp[k]);
#else

for (k = j; k < l; ++k)
scanf("%" NAG_IFMT "", &lcomp[k]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

j += abs(nlcomp[i]);
}

#ifdef _WIN32
scanf_s(" ’ %1s ’%*[^\n]", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’%*[^\n]", pmesh);

#endif

/* Data passed to the user-supplied function */

x0 = 1.5;
y0 = 0.0;
radius = 4.5;
x1 = 0.8;
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y1 = -0.3;

comm.p = (Pointer) &geom_Naca;

geom_Naca.x0 = x0;
geom_Naca.y0 = y0;
geom_Naca.radius = radius;
geom_Naca.x1 = x1;
geom_Naca.y1 = y1;

itrace = 0;

/* Call to the 2D boundary mesh generator */

/* nag_mesh2d_bound (d06bac).
* Generates a boundary mesh
*/

nag_mesh2d_bound(nlines, coorch, lined, fbnd, coorus, nus, rate, ncomp,
nlcomp, lcomp, nvmax, nedmx, &nvb, coor, &nedge, edge,
itrace, 0, &comm, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" Boundary mesh characteristics\n");
printf(" nvb =%6" NAG_IFMT "\n", nvb);
printf(" nedge =%6" NAG_IFMT "\n", nedge);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT " %10" NAG_IFMT "\n", nvb, nedge);

for (i = 1; i <= nvb; ++i)
printf(" %4" NAG_IFMT " %15.6e %15.6e \n",

i, COOR(1, i), COOR(2, i));

for (i = 1; i <= nedge; ++i)
printf(" %4" NAG_IFMT " %4" NAG_IFMT " %4" NAG_IFMT " %4" NAG_IFMT

"\n", i, EDGE(1, i), EDGE(2, i), EDGE(3, i));
}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_bound (d06bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Initialize mesh control parameters */

itrace = 0;

/* Generation of interior vertices */
/* for the wake of the first NACA */

nvint2 = nvint / 2;
dnvint = 5.0 / (nvint2 + 1.0);

for (i = 1; i <= nvint2; ++i) {
reftk = nvb + i;
COOR(1, reftk) = i * dnvint + 1.0;
COOR(2, reftk) = 0.0;
weight[i - 1] = 0.05;

}

/* for the wake of the second one */
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dnvint = 4.19 / (nvint2 + 1.0);

for (i = nvint2 + 1; i <= nvint; ++i) {
reftk = nvb + i;
COOR(1, reftk) = (i - nvint2) * dnvint + 1.8;
COOR(2, reftk) = -0.3;
weight[i - 1] = 0.05;

}

/* Call to the 2D Advancing front mesh generator */

/* nag_mesh2d_front (d06acc).
* Generates a two-dimensional mesh using an Advancing-front
* method
*/

nag_mesh2d_front(nvb, nvint, nvmax, nedge, edge, &nv, &nelt,
coor, conn, weight, itrace, 0, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" Complete mesh characteristics\n");
printf(" nv (rounded to nearest 10) =%6" NAG_IFMT "\n",

10*((nv+5)/10));
printf(" nelt (rounded to nearest 10) =%6" NAG_IFMT "\n",

10*((nelt+5)/10));
}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT " %10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e\n", COOR(1, i), COOR(2, i));

reftk = 0;
for (k = 1; k <= nelt; ++k)

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT
"\n", CONN(1, k), CONN(2, k), CONN(3, k), reftk);

}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_front (d06acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(coor);
NAG_FREE(coorch);
NAG_FREE(coorus);
NAG_FREE(rate);
NAG_FREE(weight);
NAG_FREE(conn);
NAG_FREE(edge);
NAG_FREE(lcomp);
NAG_FREE(lined);
NAG_FREE(nlcomp);

return exit_status;
}

double NAG_CALL fbnd(Integer i, double x, double y, Nag_Comm *pcomm)
{

double ret_val;
double c, radius, x0, x1, y0, y1;
struct user *geom_Naca = (struct user *) pcomm->p;
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x0 = geom_Naca->x0;
y0 = geom_Naca->y0;
radius = geom_Naca->radius;
x1 = geom_Naca->x1;
y1 = geom_Naca->y1;

ret_val = 0.0;

switch (i) {
case 1:

/* upper NACA0012 wing beginning at the origin */

c = 1.008930411365;

ret_val =
0.6 * (0.2969 * sqrt(c * x) - 0.126 * (c * x) -

0.3516 * pow(c * x, 2.0)
+ 0.2843 * pow(c * x, 3.0) - 0.1015 * pow(c * x,

4.0)) - c * y;
break;

case 2:

/* lower NACA0012 wing beginning at the origin */

c = 1.008930411365;

ret_val =
0.6 * (0.2969 * sqrt(c * x) - 0.126 * (c * x) -

0.3516 * pow(c * x, 2.0)
+ 0.2843 * pow(c * x, 3.0) - 0.1015 * pow(c * x,

4.0)) + c * y;

break;

case 3:

/* the circle around the double NACA */

ret_val = (x - x0) * (x - x0) + (y - y0) * (y - y0) - radius * radius;
break;

case 4:

/* upper NACA0012 wing beginning at (X1;Y1) */

c = 1.008930411365;

ret_val = 0.6 * (0.2969 * sqrt(c * (x - x1)) - 0.126 * c * (x - x1) -
0.3516 * pow(c * (x - x1),

2.0) + 0.2843 * pow(c * (x - x1),
3.0) -

0.1015 * pow(c * (x - x1), 4.0)) - c * (y - y1);
break;

case 5:

/* lower NACA0012 wing beginning at (X1;Y1) */

c = 1.008930411365;

ret_val = 0.6 * (0.2969 * sqrt(c * (x - x1)) - 0.126 * (c * (x - x1)) -
0.3516 * pow(c * (x - x1),

2.0) + 0.2843 * pow(c * (x - x1),
3.0) -

0.1015 * pow(c * (x - x1), 4.0)) + c * (y - y1);
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break;
}

return ret_val;
}

10.2 Program Data

nag_mesh2d_front (d06acc) Example Program Data
8 :NLINES (m)
0.0000 1.0000 -3.0000 6.0000 0.8000
1.8000 1.5000 1.5000 :(COORCH(1,1:m))
0.0000 0.0000 0.0000 0.0000 -0.3000

-0.3000 4.5000 -4.5000 :(COORCH(2,1:m))
21 2 1 1 1.0000 21 1 2 2 1.0000
11 3 8 3 1.0000 11 4 7 3 1.0000
21 6 5 4 1.0000 21 5 6 5 1.0000
11 7 3 3 1.0000 11 8 4 3 1.0000 :(LINE(:,j),RATE(j),j=1,m)
3 :NCOMP (n, number of contours)

-2 :number of lines in contour 1
1 2 :lines of contour 1
4 :number of lines in contour 2
3 8 4 7 :lines of contour 2

-2 :number of lines in contour 3
5 6 :lines of contour 3

’N’ :Printing option ’Y’ or ’N’

10.3 Program Results

nag_mesh2d_front (d06acc) Example Program Results

Boundary mesh characteristics
nvb = 120
nedge = 120
Complete mesh characteristics

nv (rounded to nearest 10) = 1890
nelt (rounded to nearest 10) = 3660
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Figure 1
The boundary mesh (top), the interior mesh (bottom) of a

double wing inside a circle geometry

d06acc NAG Library Manual

d06acc.12 (last) Mark 26



NAG Library Function Document

nag_mesh2d_bound (d06bac)

1 Purpose

nag_mesh2d_bound (d06bac) generates a boundary mesh on a closed connected subdomain  of R2.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_bound (Integer nlines, const double coorch[],
const Integer lined[],

double (*fbnd)(Integer i, double x, double y, Nag_Comm *comm),

const double crus[], Integer sdcrus, const double rate[], Integer ncomp,
const Integer nlcomp[], const Integer lcomp[], Integer nvmax,
Integer nedmx, Integer *nvb, double coor[], Integer *nedge,
Integer edge[], Integer itrace, const char *outfile, Nag_Comm *comm,
NagError *fail)

3 Description

Given a closed connected subdomain  of R2, whose boundary @ is divided by characteristic points
into m distinct line segments, nag_mesh2d_bound (d06bac) generates a boundary mesh on @. Each
line segment may be a straight line, a curve defined by the equation f x; yð Þ ¼ 0, or a polygonal curve
defined by a set of given boundary mesh points.

This function is primarily designed for use with either nag_mesh2d_inc (d06aac) (a simple incremental
method) or nag_mesh2d_delaunay (d06abc) (Delaunay–Voronoi method) or nag_mesh2d_front (d06acc)
(Advancing Front method) to triangulate the interior of the domain . For more details about the
boundary and interior mesh generation, consult the d06 Chapter Introduction as well as George and
Borouchaki (1998).

This function is derived from material in the MODULEF package from INRIA (Institut National de
Recherche en Informatique et Automatique).

4 References

George P L and Borouchaki H (1998) Delaunay Triangulation and Meshing: Application to Finite
Elements Editions HERMES, Paris

5 Arguments

1: nlines – Integer Input

On entry: m, the number of lines that define the boundary of the closed connected subdomain
(this equals the number of characteristic points which separate the entire boundary @ into lines).

Constraint: nlines 	 1.

2: coorch½2� nlines� – const double Input

Note: the i; jð Þth element of the matrix is stored in coorch½ j� 1ð Þ � 2þ i� 1�.
On entry: coorch½ i � 1ð Þ � 2� contains the x coordinate of the ith characteristic point, for
i ¼ 1; 2; . . . ;nlines; while coorch½ i� 1ð Þ � 2þ 1� contains the corresponding y coordinate.
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3: lined½4� nlines� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in lined½ j� 1ð Þ � 4þ i� 1�.
On entry: the description of the lines that define the boundary domain. The line i, for
i ¼ 1; 2; . . . ;m, is defined as follows:

lined½ i� 1ð Þ � 4�
The number of points on the line, including two end points.

lined½ i� 1ð Þ � 4þ 1�
The first end point of the line. If lined½ i� 1ð Þ � 4þ 1� ¼ j, then the coordinates of the first
end point are those stored in coorch½ j� 1ð Þ � 2�; coorch½ j� 1ð Þ � 2þ 1�.

lined½ i� 1ð Þ � 4þ 2�
The second end point of the line. If lined½ i� 1ð Þ � 4þ 2� ¼ k, then the coordinates of the
second end point are those stored in coorch½ k� 1ð Þ � 2�; coorch½ k� 1ð Þ � 2þ 1�.

lined½ i� 1ð Þ � 4þ 3�
This defines the type of line segment connecting the end points. Additional information is
conveyed by the numerical value of lined½ i� 1ð Þ � 4þ 3� as follows:

(i) lined½ i� 1ð Þ � 4þ 3� > 0, the line is described in fbnd with lined½ i� 1ð Þ � 4þ 3� as
the index. In this case, the line must be described in the trigonometric (anticlockwise)
direction;

(ii) lined½ i� 1ð Þ � 4þ 3� ¼ 0, the line is a straight line;

(iii) if lined½ i� 1ð Þ � 4þ 3� < 0, say (i.e., lined½ i� 1ð Þ � 4þ 3� ¼ �p for some index p),
then the line is a polygonal arc joining the end points and interior points specified in
crus. In this case the line contains the points whose coordinates are stored in
coorch½ j� 1ð Þ � 2þ z�;
crus½ p� 1ð Þ � 2þ z�;
crus½p� 2þ z�; . . . ; crus½ pþ r� 4ð Þ � 2þ z�;
coorch½ k� 1ð Þ � 2þ z�,
w h e r e z 2 0; 1f g, r ¼ lined½ i� 1ð Þ � 4�, j ¼ lined½ i� 1ð Þ � 4þ 1� a n d
k ¼ lined½ i� 1ð Þ � 4þ 2�.

Constraints:

2 � lined½ i� 1ð Þ � 4�;
1 � lined½ i� 1ð Þ � 4þ 1� � nlines;
1 � lined½ i� 1ð Þ � 4þ 2� � nlines;
lined½ i � 1ð Þ � 4þ 1� 6¼ lined½ i � 1ð Þ � 4þ 2�, for i ¼ 1; 2; . . . ; nlines.

For each line described by fbnd (lines with lined½ i � 1ð Þ � 4þ 3� > 0, for i ¼ 1; 2; . . . ; nlines)
the two end points (lined½ i� 1ð Þ � 4þ 1� and lined½ i� 1ð Þ � 4þ 2�) lie on the curve defined by
index lined½ i� 1ð Þ � 4þ 3� in fbnd, i.e.,

fbnd lined½ i� 1ð Þ � 4þ 3�; coorch½ lined½ i� 1ð Þ � 4þ 1� � 1ð Þ � 2�;ð
coorch½ lined½ i� 1ð Þ � 4þ 1� � 1ð Þ � 2þ 1�; commÞ ¼ 0;

fbnd lined½ i � 1ð Þ � 4þ 3�; coorch½ lined½ i � 1ð Þ � 4þ 2� � 1ð Þ � 2�;ð
coorch½ lined½ i � 1ð Þ � 4þ 2� � 1ð Þ � 2þ 1�; commÞ ¼ 0, for i ¼ 1; 2; . . . ;nlines.

For all lines described as polygonal arcs (lines with lined½ i � 1ð Þ � 4þ 3� < 0, for
i ¼ 1; 2; . . . ;nlines) the sets of intermediate points (i.e.,
�lined½ i� 1ð Þ � 4þ 3� : �lined½ i� 1ð Þ � 4þ 3� þ lined½ i� 1ð Þ � 4� � 3½ � for all i such that
lined½ i� 1ð Þ � 4þ 3� < 0) are not overlapping. This can be expressed as:

�lined½ i� 1ð Þ � 4þ 3� þ lined½ i� 1ð Þ � 4� � 3 ¼
X

i;lined½ i�1ð Þ�4þ3�<0f g
lined½ i� 1ð Þ � 4� � 2f g

or

�lined½ i� 1ð Þ � 4þ 3� þ lined½ i� 1ð Þ � 4� � 2 ¼ �lined½ j� 1ð Þ � 4þ 3�;

for a j such that j ¼ 1; 2; . . . ; nlines, j 6¼ i and lined½ j� 1ð Þ � 4þ 3� < 0.
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4: fbnd – function, supplied by the user External Function

fbnd must be supplied to calculate the value of the function which describes the curve
x; yð Þ 2 R

2; such that f x; yð Þ ¼ 0
� 

o n s e gm e n t s o f t h e b o u n d a r y f o r w h i c h
lined½ i� 1ð Þ � 4þ 3� > 0. If there are no boundaries for which lined½ i� 1ð Þ � 4þ 3� > 0 fbnd
will never be referenced by nag_mesh2d_bound (d06bac), in which case fbnd may be NULLFN.

The specification of fbnd is:

double fbnd (Integer i, double x, double y, Nag_Comm *comm)

1: i – Integer Input

On entry: lined½3�½i� 1�, the reference index of the line (portion of the contour) i
described.

2: x – double Input
3: y – double Input

On entry: the values of x and y at which f x; yð Þ is to be evaluated.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to fbnd.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_mesh2d_bound (d06bac)
you may allocate memory and initialize these pointers with various quantities for
use by fbnd when called from nag_mesh2d_bound (d06bac) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

5: crus½2� sdcrus� – const double Input

Note: the i; jð Þth element of the matrix is stored in crus½ j� 1ð Þ � 2þ i� 1�.
On entry: the coordinates of the intermediate points for polygonal arc lines. For a line i defined
as a polygonal arc (i.e., lined½ i� 1ð Þ � 4þ 3� < 0), if p ¼ �lined½ i� 1ð Þ � 4þ 3�, then
crus½ k � 1ð Þ � 2�, for k ¼ p; . . . ; pþ lined½ i� 1ð Þ � 4� � 3, must contain the x coordinate of
the consecutive intermediate points for this line. Similarly crus½ k � 1ð Þ � 2þ 1�, for
k ¼ p; . . . ; pþ lined½ i� 1ð Þ � 4� � 3, must contain the corresponding y coordinate.

6: sdcrus – Integer Input

On entry: the half dimension of the array crus as declared in the function from which
nag_mesh2d_bound (d06bac) is called.

Constraint: sdcrus 	
P

i;lined½ i�1ð Þ�4þ3�<0f g
lined½ i� 1ð Þ � 4� � 2f g.

7: rate½nlines� – const double Input

On entry: rate½i � 1� is the geometric progression ratio between the points to be generated on the
line i, for i ¼ 1; 2; . . . ;m and lined½ i� 1ð Þ � 4þ 3� 	 0.

If lined½ i� 1ð Þ � 4þ 3� < 0, rate½i� 1� is not referenced.

Constraint: if lined½ i� 1ð Þ � 4þ 3� 	 0, rate½i � 1� > 0:0, for i ¼ 1; 2; . . . ; nlines.

d06 – Mesh Generation d06bac

Mark 26 d06bac.3



8: ncomp – Integer Input

On entry: n, the number of separately connected components of the boundary.

Constraint: ncomp 	 1.

9: nlcomp½ncomp� – const Integer Input

On entry: nlcomp½k� 1�j j is the number of line segments in component k of the contour. The line
i of component k runs in the direction lined½ i� 1ð Þ � 4þ 1� to lined½ i� 1ð Þ � 4þ 2� if
nlcomp½k� 1� > 0, and in the opposite direction otherwise; for k ¼ 1; 2; . . . ; n.

Constraints:

1 � nlcomp½k � 1�j j � nlines, for k ¼ 1; 2; . . . ; ncomp;Xn
k¼1

nlcomp½k� 1�j j ¼ nlines.

10: lcomp½nlines� – const Integer Input

On entry: lcomp must contain the list of line numbers for the each component of the boundary.
Specifically, the line numbers for the kth component of the boundary, for k ¼ 1; 2; . . . ; ncomp,

must be in elements l1� 1 to l2� 1 of lcomp, where l2 ¼
Xk
i¼1

nlcomp½i� 1�j j and

l1 ¼ l2þ 1� nlcomp½k � 1�j j.
Constraint: lcomp must hold a valid permutation of the integers 1; nlines½ �.

11: nvmax – Integer Input

On entry: the maximum number of the boundary mesh vertices to be generated.

Constraint: nvmax 	 nlines.

12: nedmx – Integer Input

On entry: the maximum number of boundary edges in the boundary mesh to be generated.

Constraint: nedmx 	 1.

13: nvb – Integer * Output

On exit: the total number of boundary mesh vertices generated.

14: coor½2� nvmax� – double Output

Note: the i; jð Þth element of the matrix is stored in coor½ j� 1ð Þ � 2þ i� 1�.
On exit: coor½ i � 1ð Þ � 2� will contain the x coordinate of the ith boundary mesh vertex
generated, for i ¼ 1; 2; . . . ; nvb; while coor½ i� 1ð Þ � 2þ 1� will contain the corresponding y
coordinate.

15: nedge – Integer * Output

On exit: the total number of boundary edges in the boundary mesh.

16: edge½3� nedmx� – Integer Output

Note: the i; jð Þth element of the matrix is stored in edge½ j� 1ð Þ � 3þ i� 1�.
On exit: the specification of the boundary edges. edge½ j� 1ð Þ � 3� and edge½ j� 1ð Þ � 3þ 1� will
contain the vertex numbers of the two end points of the jth boundary edge. edge½ j� 1ð Þ � 3þ 2�
is a reference number for the jth boundary edge and
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edge½ j� 1ð Þ � 3þ 2� ¼ lined½ i� 1ð Þ � 4þ 3�, where i and j are such that the jth edges is
part of the ith line of the boundary and lined½ i� 1ð Þ � 4þ 3� 	 0;

edge½ j� 1ð Þ � 3þ 2� ¼ 100þ lined½ i� 1ð Þ � 4þ 3�j j, where i and j are such that the jth
edges is part of the ith line of the boundary and lined½ i� 1ð Þ � 4þ 3� < 0.

Note that the edge vertices are numbered from 1 to nvb.

17: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_bound (d06bac).

itrace ¼ 0 or itrace < �1
No output is generated.

itrace ¼ 1
Output from the boundary mesh generator is printed. This output contains the input
information of each line and each connected component of the boundary.

itrace ¼ �1
An analysis of the output boundary mesh is printed on the current advisory message unit.
This analysis includes the orientation (clockwise or anticlockwise) of each connected
component of the boundary. This information could be of interest to you, especially if an
interior meshing is carried out using the output of this function, calling either
nag_mesh2d_inc (d06aac), nag_mesh2d_delaunay (d06abc) or nag_mesh2d_front (d06acc).

itrace > 1
The output is similar to that produced when itrace ¼ 1, but the coordinates of the
generated vertices on the boundary are also output.

You are advised to set itrace ¼ 0, unless you are experienced with finite element mesh
generation.

18: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

19: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ncomp the number of connected components of the boundary is less than 1:
ncomp ¼ valueh i.
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On entry, nedmx ¼ valueh i.
Constraint: nedmx 	 1.

On entry, nedmx the maximum number of boundary edge lines is less than 1: nedmx ¼ valueh i.
On entry, nlines ¼ valueh i.
Constraint: nlines 	 1.

On entry, nlines the number of lines is less than 1: nlines ¼ valueh i.

NE_INT_2

On entry, nvmax ¼ valueh i and nlines ¼ valueh i.
Constraint: nvmax 	 nlines.

On entry, nvmax the maximum number of boundary vertices is less than nlines:
nvmax ¼ valueh i and nlines ¼ valueh i.
On entry, sdcrus ¼ valueh i and nusmin ¼ valueh i.
Constraint: sdcrus 	 nusmin.

On entry, the line list for the separate connected component of the boundary is badly set:
lcomp½l� 1� ¼ valueh i and l ¼ valueh i. It should be less than or equal to nlines and greater than
or equal to 1.

On entry, the number of points on line valueh i is valueh i. It should be greater than or equal to 2.

On entry, there is a correlation problem between the user-supplied coordinates and the
specification of the polygonal arc representing line I ¼ valueh i with the index in crus ¼ valueh i.
On entry, the sum of absolute values of all numbers of line segments is different from nlines.
The sum of all the elements of nlcomp ¼ valueh i. nlines ¼ valueh i.

NE_INT_3

On entry, the absolute number of line segments in the kth component of the contour should be
less than or equal to nlines and greater than 0. k ¼ valueh i, nlcomp½k� 1� ¼ valueh i and
nlines ¼ valueh i.
On entry, the index of the first end point of line valueh i is valueh i. It should be greater than or
equal to 1 and less than or equal to nlines ¼ valueh i.
On entry, the index of the second end point of line valueh i is valueh i. It should be greater than or
equal to 1 and less than or equal to nlines ¼ valueh i.
On entry, the indices of the extremities of line valueh i are both equal to valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MESH_ERROR

An error has occurred during the generation of the boundary mesh. It appears that nedmx is not
large enough: nedmx ¼ valueh i.
An error has occurred during the generation of the boundary mesh. It appears that nvmax is not
large enough: nvmax ¼ valueh i.
On entry, end point 1, with index K , does not lie on the curve representing line I with index J :
K ¼ valueh i, I ¼ valueh i, J ¼ valueh i, f x; yð Þ ¼ valueh i.
On entry, end point 2, with index K , does not lie on the curve representing line I with index J :
K ¼ valueh i, I ¼ valueh i, J ¼ valueh i, f x; yð Þ ¼ valueh i.
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On entry, the geometric progression ratio between the points to be generated on line valueh i is
valueh i. It should be greater than 0 unless the line segment is defined by user-supplied points.

On entry, there is a problem with either the coordinates of characteristic points, or with the
definition of the mesh lines.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_bound (d06bac) is not threaded in any implementation.

9 Further Comments

The boundary mesh generation technique in this function has a ‘tree’ structure. The boundary should be
partitioned into geometrically simple segments (straight lines or curves) delimited by characteristic
points. Then, the lines should be assembled into connected components of the boundary domain.

Using this strategy, the inputs to that function can be built up, following the requirements stated in
Section 5:

the characteristic and the user-supplied intermediate points:

nlines, sdcrus, coorch and crus;

the characteristic lines:

lined, fbnd, rate;

finally the assembly of lines into the connected components of the boundary:

ncomp, and

nlcomp, lcomp.

The example below details the use of this strategy.

10 Example

The NAG logo is taken as an example of a geometry with holes. The boundary has been partitioned in
40 lines characteristic points; including 4 for the exterior boundary and 36 for the logo itself. All line
geometry specifications have been considered, see the description of lined, including 4 lines defined as
polygonal arc, 4 defined by fbnd and all the others are straight lines.
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10.1 Program Text

/* nag_mesh2d_bound (d06bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd06.h>

/* Structure to allow data to be passed into */
/* the user-supplied function fbnd */

struct user
{

/* details of the ellipse containing the NAG logo */

double xa, xb, x0, y0;
};

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fbnd(Integer, double, double, Nag_Comm *);
#ifdef __cplusplus
}
#endif

#define EDGE(I, J) edge[3*((J) -1)+(I) -1]
#define LINED(I, J) lined[4*((J) -1)+(I) -1]
#define CONN(I, J) conn[3*((J) -1)+(I) -1]
#define COOR(I, J) coor[2*((J) -1)+(I) -1]
#define COORCH(I, J) coorch[2*((J) -1)+(I) -1]
#define CRUS(I, J) crus[2*((J) -1)+(I) -1]

int main(void)
{

const Integer sdcrus = 4, nvmax = 1000, nedmx = 300, nvint = 0;
struct user ellipse;
Nag_Comm comm;
double x0, xa, xb, xmax, xmin, y0, ymax, ymin;
Integer exit_status, i, itrace, j, k, ncomp, nedge, nelt, nlines;
Integer npropa, nv, nvb, reftk, l;
char pmesh[2];
double *coor = 0, *coorch = 0, *crus = 0, *rate = 0, *weight = 0;
Integer *conn = 0, *edge = 0, *lcomp = 0, *lined = 0, *nlcomp = 0;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;

printf(" nag_mesh2d_bound (d06bac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Initialize boundary mesh inputs: */
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/* the number of line and of the characteristic points of */
/* the boundary mesh */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &nlines);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &nlines);

#endif

/* Allocate memory */

if (!(coor = NAG_ALLOC(2 * nvmax, double)) ||
!(coorch = NAG_ALLOC(2 * nlines, double)) ||
!(crus = NAG_ALLOC(2 * sdcrus, double)) ||
!(rate = NAG_ALLOC(nlines, double)) ||
!(weight = NAG_ALLOC(1, double)) ||
!(conn = NAG_ALLOC(3 * (2 * nvmax + 5), Integer)) ||
!(edge = NAG_ALLOC(3 * nedmx, Integer)) ||
!(lined = NAG_ALLOC(4 * nlines, Integer)) ||
!(lcomp = NAG_ALLOC(nlines, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* The ellipse boundary which envelops */
/* the NAG Logo, the N, the A and the G */

#ifdef _WIN32
for (j = 1; j <= nlines; ++j)

scanf_s("%lf", &COORCH(1, j));
#else

for (j = 1; j <= nlines; ++j)
scanf("%lf", &COORCH(1, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
for (j = 1; j <= nlines; ++j)

scanf_s("%lf", &COORCH(2, j));
#else

for (j = 1; j <= nlines; ++j)
scanf("%lf", &COORCH(2, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
for (j = 1; j <= sdcrus; ++j)

scanf_s("%lf", &CRUS(1, j));
#else

for (j = 1; j <= sdcrus; ++j)
scanf("%lf", &CRUS(1, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
for (j = 1; j <= sdcrus; ++j)

scanf_s("%lf", &CRUS(2, j));
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#else
for (j = 1; j <= sdcrus; ++j)

scanf("%lf", &CRUS(2, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* The lines of the boundary mesh */

for (j = 1; j <= nlines; ++j) {
#ifdef _WIN32

for (i = 1; i <= 4; ++i)
scanf_s("%" NAG_IFMT "", &LINED(i, j));

#else
for (i = 1; i <= 4; ++i)

scanf("%" NAG_IFMT "", &LINED(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &rate[j - 1]);
#else

scanf("%lf", &rate[j - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* The number of connected components */
/* to the boundary and their information */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ncomp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ncomp);

#endif

/* Allocate memory */

if (!(nlcomp = NAG_ALLOC(ncomp, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

j = 0;
for (i = 0; i < ncomp; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nlcomp[i]);

#else
scanf("%" NAG_IFMT "", &nlcomp[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

l = j + abs(nlcomp[i]);

#ifdef _WIN32
for (k = j; k < l; ++k)

scanf_s("%" NAG_IFMT "", &lcomp[k]);
#else

for (k = j; k < l; ++k)
scanf("%" NAG_IFMT "", &lcomp[k]);

#endif

d06bac NAG Library Manual

d06bac.10 Mark 26



#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

j += abs(nlcomp[i]);
}

#ifdef _WIN32
scanf_s(" ’ %1s ’%*[^\n] ", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’%*[^\n] ", pmesh);

#endif

/* Data passed to the user-supplied function */

xmin = COORCH(1, 4);
xmax = COORCH(1, 2);
ymin = COORCH(2, 1);
ymax = COORCH(2, 3);

xa = (xmax - xmin) / 2.0;
xb = (ymax - ymin) / 2.0;

x0 = (xmin + xmax) / 2.0;
y0 = (ymin + ymax) / 2.0;

comm.p = (Pointer) &ellipse;

ellipse.xa = xa;
ellipse.xb = xb;
ellipse.x0 = x0;
ellipse.y0 = y0;

itrace = -1;

/* Call to the boundary mesh generator */

/* nag_mesh2d_bound (d06bac).
* Generates a boundary mesh
*/

nag_mesh2d_bound(nlines, coorch, lined, fbnd, crus, sdcrus, rate, ncomp,
nlcomp, lcomp, nvmax, nedmx, &nvb, coor, &nedge, edge,
itrace, 0, &comm, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" Boundary mesh characteristics\n");
printf(" nvb =%6" NAG_IFMT "\n", nvb);
printf(" nedge =%6" NAG_IFMT "\n", nedge);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nvb, nedge);

for (i = 1; i <= nvb; ++i)
printf(" %4" NAG_IFMT " %15.6e %15.6e \n",

i, COOR(1, i), COOR(2, i));

for (i = 1; i <= nedge; ++i)
printf(" %4" NAG_IFMT "%4" NAG_IFMT "%4" NAG_IFMT "%4" NAG_IFMT "\n",

i, EDGE(1, i), EDGE(2, i), EDGE(3, i));
}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {
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printf("Error from nag_mesh2d_bound (d06bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Initialize mesh control parameters */

itrace = 0;
npropa = 1;

/* Call to the 2D Delaunay-Voronoi mesh generator */

/* nag_mesh2d_delaunay (d06abc).
* Generates a two-dimensional mesh using a Delaunay-Voronoi
* process
*/

nag_mesh2d_delaunay(nvb, nvint, nvmax, nedge, edge, &nv, &nelt, coor, conn,
weight, npropa, itrace, 0, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" Complete mesh characteristics (Delaunay-Voronoi)\n");
printf(" nv (rounded to nearest 10) =%6" NAG_IFMT "\n",

10*((nv+5)/10));
printf(" nelt (rounded to nearest 10) =%6" NAG_IFMT "\n",

10*((nelt+5)/10));
}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e \n", COOR(1, i), COOR(2, i));

reftk = 0;
for (k = 1; k <= nelt; ++k)

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT
"\n", CONN(1, k), CONN(2, k), CONN(3, k), reftk);

}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_delaunay (d06abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Call to the 2D Advancing front mesh generator */

/* nag_mesh2d_front (d06acc).
* Generates a two-dimensional mesh using an Advancing-front
* method
*/

nag_mesh2d_front(nvb, nvint, nvmax, nedge, edge, &nv, &nelt, coor,
conn, weight, itrace, 0, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" Complete mesh characteristics (Advancing Front)\n");
printf(" nv (rounded to nearest 10) =%6" NAG_IFMT "\n",

10*((nv+5)/10));
printf(" nelt (rounded to nearest 10) =%6" NAG_IFMT "\n",

10*((nelt+5)/10));
}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nelt);
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for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e \n", COOR(1, i), COOR(2, i));

reftk = 0;
for (k = 1; k <= nelt; ++k)

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT
"\n", CONN(1, k), CONN(2, k), CONN(3, k), reftk);

}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_front (d06acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(coor);
NAG_FREE(coorch);
NAG_FREE(crus);
NAG_FREE(rate);
NAG_FREE(weight);
NAG_FREE(conn);
NAG_FREE(edge);
NAG_FREE(lcomp);
NAG_FREE(lined);
NAG_FREE(nlcomp);

return exit_status;
}

static double NAG_CALL fbnd(Integer i, double x, double y, Nag_Comm *pcomm)
{

double ret_val, d1, d2;
double radius2, x0, xa, xb, y0;
struct user *ellipse = (struct user *) pcomm->p;

xa = ellipse->xa;
xb = ellipse->xb;
x0 = ellipse->x0;
y0 = ellipse->y0;

ret_val = 0.0;

switch (i) {
case 1:

/* line 1,2,3, and 4: ellipse centred in (X0,Y0) with */
/* XA and XB as coefficients */

d1 = (x - x0) / xa;
d2 = (y - y0) / xb;

ret_val = d1 * d1 + d2 * d2 - 1.0;
break;

case 2:

/* line 24, 27, 33 and 38 are a circle centred in (X0,Y0) */
/* with radius SQRT(RADIUS2) */

x0 = 20.5;
y0 = 4.0;
radius2 = 4.25;

d1 = x - x0;
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d2 = y - y0;

ret_val = d1 * d1 + d2 * d2 - radius2;
break;

case 3:

x0 = 17.0;
y0 = 8.5;
radius2 = 5.0;

d1 = x - x0;
d2 = y - y0;

ret_val = d1 * d1 + d2 * d2 - radius2;
break;

case 4:

x0 = 17.0;
y0 = 8.5;
radius2 = 5.0;

d1 = x - x0;
d2 = y - y0;

ret_val = d1 * d1 + d2 * d2 - radius2;
break;

case 5:

x0 = 19.5;
y0 = 4.0;
radius2 = 1.25;

d1 = x - x0;
d2 = y - y0;

ret_val = d1 * d1 + d2 * d2 - radius2;
break;

default:
break;

}

return ret_val;
}

10.2 Program Data

nag_mesh2d_bound (d06bac) Example Program Data
40 :NLINES (m)

9.5000 33.0000 9.5000 -14.0000 -4.0000 -2.0000 2.0000
4.0000 2.0000 -2.0000 -4.0000 -2.0000 2.0000 4.0000
7.0000 9.0000 13.0000 16.0000 9.0000 12.0000 7.0000

10.0000 18.0000 21.0000 17.0000 20.0000 16.0000 20.0000
15.5000 16.0000 18.0000 21.0000 16.0000 18.0000 18.5811
21.0000 17.0000 20.0000 20.5000 23.0000 :(COORCH(1,1:m))
-1.0000 7.5000 16.0000 7.5000 3.0000 3.0000 3.0000
3.0000 7.0000 8.0000 12.0000 12.0000 12.0000 12.0000
3.0000 3.0000 3.0000 3.0000 5.0000 5.0000 12.0000

12.0000 2.0000 2.0000 3.0000 3.0000 5.0000 5.0000
6.0000 6.0000 6.0000 6.0000 6.5000 6.5000 10.0811

10.0811 10.7361 10.7361 12.0000 12.0000 :(COORCH(2,1:m))
-2.6667 -3.3333 3.3333 2.6667 :(COORUS(1,1:4))
3.0000 3.0000 3.0000 3.0000 :(COORUS(2,1:4))

15 1 2 1 0.9500 15 2 3 1 1.0500
15 3 4 1 0.9500 15 4 1 1 1.0500
4 6 5 -1 1.0000 10 10 6 0 1.0000

10 7 10 0 1.0000 4 8 7 -3 1.0000
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15 14 8 0 1.0000 4 13 14 0 1.0000
10 9 13 0 1.0000 10 12 9 0 1.0000
4 11 12 0 1.0000 15 5 11 0 1.0000
4 16 15 0 1.0000 7 19 16 0 1.0000
4 20 19 0 1.0000 7 17 20 0 1.0000
4 18 17 0 1.0000 13 22 18 0 1.0000
5 21 22 0 1.0000 13 15 21 0 1.0000
4 24 23 0 1.0000 10 24 32 2 1.0000
4 31 32 0 1.0000 4 34 31 0 1.0000

10 34 35 3 1.0000 4 36 35 0 1.0000
4 40 36 0 1.0000 4 39 40 0 1.0000
4 38 39 0 1.0000 4 37 38 0 1.0000

10 37 33 4 1.0000 4 30 33 0 1.0000
4 29 30 0 1.0000 4 27 29 0 1.0000
4 28 27 0 1.0000 10 26 28 5 1.0000
4 25 26 0 1.0000 4 23 25 0 1.0000 :(LINE(:,j),RATE(j),j=1,m)
4 :NCOMP (n, number of contours)
4 :number of lines in contour 1
1 2 3 4 :lines of contour 1

10 :number of lines in contour 2
14 13 12 11 10 9 8 7 6 5 :lines of contour 2
8 :number of lines in contour 3

22 21 20 19 18 17 16 15 :lines of contour 3
18 :number of lines in contour 4
30 29 28 27 26 25 24 23 40 39
38 37 36 35 34 33 32 31 :lines of contour 4
’N’ :Printing option ’Y’ or ’N’

10.3 Program Results

nag_mesh2d_bound (d06bac) Example Program Results

Analysis of the boundary created:
The boundary mesh contains 259 vertices and 259 edges
There are 4 components comprising the boundary:
The 1-st component contains 4 lines in anticlockwise orientation
The 2-nd component contains 10 lines in clockwise orientation
The 3-rd component contains 8 lines in clockwise orientation
The 4-th component contains 18 lines in clockwise orientation
Boundary mesh characteristics
nvb = 259
nedge = 259
Complete mesh characteristics (Delaunay-Voronoi)

nv (rounded to nearest 10) = 650
nelt (rounded to nearest 10) = 1050
Complete mesh characteristics (Advancing Front)

nv (rounded to nearest 10) = 660
nelt (rounded to nearest 10) = 1060
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Example Program
Boundary Mesh of the NAG Logo with 259 Nodes and 259 Edges

Final Mesh Built Using the Delaunay-Voronoi Method
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Final Mesh Built Using the Advancing Front Method
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NAG Library Function Document

nag_mesh2d_smooth (d06cac)

1 Purpose

nag_mesh2d_smooth (d06cac) uses a barycentering technique to smooth a given mesh.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_smooth (Integer nv, Integer nelt, Integer nedge,
double coor[], const Integer edge[], const Integer conn[],
Integer nvfix, const Integer numfix[], Integer itrace,
const char *outfile, Integer nqint, NagError *fail)

3 Description

nag_mesh2d_smooth (d06cac) uses a barycentering approach to improve the smoothness of a given
mesh. The measure of quality used for a triangle K is

QK ¼ �
hK
�K

;

where hK is the diameter (length of the longest edge) of K, �K is the radius of its inscribed circle and

� ¼
ffiffiffi
3
p

6
is a normalization factor chosen to give QK ¼ 1 for an equilateral triangle. QK ranges from 1,

for an equilateral triangle, to 1, for a totally flat triangle.

nag_mesh2d_smooth (d06cac) makes small perturbation to vertices (using a barycenter formula) in
order to give a reasonably good value of QK for all neighbouring triangles. Some vertices may
optionally be excluded from this process.

For more details about the smoothing method, especially with regard to differing quality, consult the
d06 Chapter Introduction as well as George and Borouchaki (1998).

This function is derived from material in the MODULEF package from INRIA (Institut National de
Recherche en Informatique et Automatique).

4 References

George P L and Borouchaki H (1998) Delaunay Triangulation and Meshing: Application to Finite
Elements Editions HERMES, Paris

5 Arguments

1: nv – Integer Input

On entry: the total number of vertices in the input mesh.

Constraint: nv 	 3.

2: nelt – Integer Input

On entry: the number of triangles in the input mesh.

Constraint: nelt � 2� nv� 1.
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3: nedge – Integer Input

On entry: the number of the boundary and interface edges in the input mesh.

Constraint: nedge 	 1.

4: coor½2� nv� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in coor½ j� 1ð Þ � 2þ i� 1�.
On entry: coor½ i � 1ð Þ � 2� contains the x coordinate of the ith input mesh vertex, for
i ¼ 1; 2; . . . ;nv; while coor½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate.

On exit: coor½ i � 1ð Þ � 2� will contain the x coordinate of the ith smoothed mesh vertex, for
i ¼ 1; 2; . . . ;nv; while coor½ i � 1ð Þ � 2þ 1� will contain the corresponding y coordinate. Note
that the coordinates of boundary and interface edge vertices, as well as those specified by you
(see the description of numfix), are unchanged by the process.

5: edge½3� nedge� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in edge½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary or interface edges. edge½ j� 1ð Þ � 3� and
edge½ j� 1ð Þ � 3þ 1� contain the vertex numbers of the two end points of the jth boundary
edge. edge½ j� 1ð Þ � 3þ 2� is a user-supplied tag for the jth boundary or interface edge:
edge½ j� 1ð Þ � 3þ 2� ¼ 0 for an interior edge and has a nonzero tag otherwise. Note that the
edge vertices are numbered from 1 to nv.

Constraint: 1 � edge½ j � 1ð Þ � 3þ i � 1� � nv and edge½ j � 1ð Þ � 3� 6¼ edge½ j � 1ð Þ � 3þ 1�, for
i ¼ 1; 2 and j ¼ 1; 2; . . . ; nedge.

6: conn½3� nelt� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in conn½ j� 1ð Þ � 3þ i� 1�.
On entry: the connectivity of the mesh between triangles and vertices. For each triangle j,
conn½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

Constraint: 1 � conn½ j � 1ð Þ � 3þ i � 1� � nv and conn½ j � 1ð Þ � 3� 6¼ conn½ j � 1ð Þ � 3þ 1�
and conn½ j � 1ð Þ � 3� 6¼ conn½ j � 1ð Þ � 3þ 2� and
conn½ j � 1ð Þ � 3þ 1� 6¼ conn½ j � 1ð Þ � 3þ 2�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ;nelt.

7: nvfix – Integer Input

On entry: the number of fixed vertices in the input mesh.

Constraint: 0 � nvfix � nv.

8: numfix½dim� – const Integer Input

Note: the dimension, dim, of the array numfix must be at least max 1; nvfixð Þ.
On entry: the indices in coor of fixed interior vertices of the input mesh.

Constraint: if nvfix > 0, 1 � numfix½i � 1� � nv, for i ¼ 1; 2; . . . ;nvfix.

9: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_smooth (d06cac).

itrace � 0
No output is generated.

itrace ¼ 1
A histogram of the triangular element qualities is printed before and after smoothing. This
histogram gives the lowest and the highest triangle quality as well as the number of
elements lying in each of the nqint equal intervals between the extremes.
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itrace > 1
The output is similar to that produced when itrace ¼ 1 but the connectivity between
vertices and triangles (for each vertex, the list of triangles in which it appears) is given.

You are advised to set itrace ¼ 0, unless you are experienced with finite element meshes.

10: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

11: nqint – Integer Input

On entry: the number of intervals between the extreme quality values for the input and the
smoothed mesh.

If itrace ¼ 0, nqint is not referenced.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nedge ¼ valueh i.
Constraint: nedge 	 1.

On entry, nv ¼ valueh i.
Constraint: nv 	 3.

NE_INT_2

On entry, nelt ¼ valueh i and nv ¼ valueh i.
Constraint: nelt � 2� nv� 1.

On entry, nv ¼ valueh i and nvfix ¼ valueh i.
Constraint: 0 � nvfix � nv.

On entry, the end points of the edge J have the same index I : J ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 2 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 2 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.

NE_INT_3

On entry, numfix½I � 1� ¼ valueh i, I ¼ valueh i and nv ¼ valueh i.
Constraint: numfix½I � 1� 	 1 and numfix½I � 1� � nv.

d06 – Mesh Generation d06cac

Mark 26 d06cac.3



NE_INT_4

On entry, CONN I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
Con s t r a i n t : CONN I ; Jð Þ 	 1 and CONN I ; Jð Þ � nv, whe r e CONN I ; Jð Þ d eno t e s
conn½ J � 1ð Þ � 3þ I � 1�.
On entry, EDGE I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
C o n s t r a i n t : EDGE I ; Jð Þ 	 1 a n d EDGE I ; Jð Þ � nv, w h e r e EDGE I ; Jð Þ d e n o t e s
edge½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error has occurred in an internal call to an auxiliary function. Check the input mesh
especially the connectivity. Seek expert help.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_smooth (d06cac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

In this example, a uniform mesh on the unit square is randomly distorted using functions from Chapter
g05. nag_mesh2d_smooth (d06cac) is then used to smooth the distorted mesh and recover a uniform
mesh.

d06cac NAG Library Manual

d06cac.4 Mark 26



10.1 Program Text

/* nag_mesh2d_smooth (d06cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nagd06.h>
#include <nagg05.h>

#define EDGE(I, J) edge[3*((J) -1)+(I) -1]
#define CONN(I, J) conn[3*((J) -1)+(I) -1]
#define COOR(I, J) coor[2*((J) -1)+(I) -1]

int main(void)
{

/* Integer scalar and array declarations */
const Integer nvfix = 0;
Integer exit_status = 0;
Integer i, imax, imaxm1, ind, itrace, j, jmax, jmaxm1, k,

me1, me2, me3, nedge, nelt, nqint, nv, reftk, lstate;
Integer *conn = 0, *edge = 0, *numfix = 0, *state = 0;

/* Character scalar and array declarations */
char pmesh[2];

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double delta, hx, hy, pi, dpi, r, rad, sk, theta, x1, x2, x3, y1, y2, y3;
double one_draw[1];
double *coor = 0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf(" nag_mesh2d_smooth (d06cac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read imax and jmax, the number of vertices */
/* in the x and y directions respectively. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &imax);

#else
scanf("%" NAG_IFMT "", &imax);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &jmax);
#else

scanf("%" NAG_IFMT "", &jmax);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read distortion percentage and calculate radius */
/* of distortion neighbourhood so that cross-over */
/* can only occur at 100% or greater. */

#ifdef _WIN32
scanf_s("%lf", &delta);

#else
scanf("%lf", &delta);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

nv = imax * jmax;
imaxm1 = imax - 1;
jmaxm1 = jmax - 1;
nelt = 2 * imaxm1 * jmaxm1;
nedge = 2 * (imaxm1 + jmaxm1);

/* Allocate memory */
if (!(coor = NAG_ALLOC(2 * nv, double)) ||

!(conn = NAG_ALLOC(3 * nelt, Integer)) ||
!(edge = NAG_ALLOC(3 * nedge, Integer)) ||
!(state = NAG_ALLOC(lstate, Integer)) ||
!(numfix = NAG_ALLOC(1, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s(" ’ %1s ’", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’", pmesh);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

hx = 1.0 / (double) imaxm1;
hy = 1.0 / (double) jmaxm1;
rad = 0.01 * delta * (hx > hy ? hy : hx) / 2.0;
pi = 4.0 * atan(1.0);

/* Initialize the generator to a repeatable sequence */
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nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate a simple uniform mesh and then distort it */
/* randomly within the distortion neighbourhood of each */
/* node. */
ind = 0;
for (j = 1; j <= jmax; ++j) {

for (i = 1; i <= imax; ++i) {
/* Generate one uniform variate between 0 and rad */
nag_rand_uniform(1, 0.0, rad, state, one_draw, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_uniform (g05sqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
r = one_draw[0];

dpi = 2.0 * pi;

/* Generate one uniform variate between 0 and dpi */
nag_rand_uniform(1, 0.0, dpi, state, one_draw, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_uniform (g05sqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
theta = one_draw[0];

if (i == 1 || i == imax || j == 1 || j == jmax)
r = 0.0;

k = (j - 1) * imax + i;
COOR(1, k) = (i - 1) * hx + r * cos(theta);
COOR(2, k) = (j - 1) * hy + r * sin(theta);
if (i < imax && j < jmax) {

++ind;
CONN(1, ind) = k;
CONN(2, ind) = k + 1;
CONN(3, ind) = k + imax + 1;
++ind;
CONN(1, ind) = k;
CONN(2, ind) = k + imax + 1;
CONN(3, ind) = k + imax;

}
}

}

if (pmesh[0] == ’N’) {
printf(" The complete distorted mesh characteristics\n");
printf(" nv =%6" NAG_IFMT "\n", nv);
printf(" nelt =%6" NAG_IFMT "\n\n", nelt);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e \n", COOR(1, i), COOR(2, i));

}
else {

printf("Problem with the printing option Y or N\n");
}

reftk = 0;
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for (k = 1; k <= nelt; ++k) {
me1 = CONN(1, k);
me2 = CONN(2, k);
me3 = CONN(3, k);

x1 = COOR(1, me1);
x2 = COOR(1, me2);
x3 = COOR(1, me3);
y1 = COOR(2, me1);
y2 = COOR(2, me2);
y3 = COOR(2, me3);

sk = 0.5 * ((x2 - x1) * (y3 - y1) - (y2 - y1) * (x3 - x1));
if (sk < 0.0) {

printf("Error the surface of the element is negative\n");
printf(" k = %6" NAG_IFMT "\n", k);
printf(" sk = %15.6e\n", sk);
exit_status = -1;
goto END;

}

if (pmesh[0] == ’Y’)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT

"\n", CONN(1, k), CONN(2, k), CONN(3, k), reftk);
}

/* Boundary edges */

ind = 0;
for (i = 1; i <= imaxm1; ++i) {

++ind;
EDGE(1, ind) = i;
EDGE(2, ind) = i + 1;
EDGE(3, ind) = 0;

}

for (i = 1; i <= jmaxm1; ++i) {
++ind;
EDGE(1, ind) = i * imax;
EDGE(2, ind) = (i + 1) * imax;
EDGE(3, ind) = 0;

}

for (i = 1; i <= (imax - 1); ++i) {
++ind;
EDGE(1, ind) = imax * jmax - i + 1;
EDGE(2, ind) = imax * jmax - i;
EDGE(3, ind) = 0;

}

for (i = 1; i <= jmaxm1; ++i) {
++ind;
EDGE(1, ind) = (jmax - i) * imax + 1;
EDGE(2, ind) = (jmax - i - 1) * imax + 1;
EDGE(3, ind) = 0;

}

itrace = 1;
nqint = 10;

/* Call the smoothing routine */

/* nag_mesh2d_smooth (d06cac).
* Uses a barycentering technique to smooth a given mesh
*/

fflush(stdout);
nag_mesh2d_smooth(nv, nelt, nedge, coor, edge, conn, nvfix, numfix, itrace,

0, nqint, &fail);
if (fail.code == NE_NOERROR) {

if (pmesh[0] == ’N’) {
printf("\n The complete smoothed mesh characteristics\n");
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printf(" nv =%6" NAG_IFMT "\n", nv);
printf(" nelt =%6" NAG_IFMT "\n", nelt);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e \n", COOR(1, i), COOR(2, i));

reftk = 0;

for (k = 1; k <= nelt; ++k)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT

"\n", CONN(1, k), CONN(2, k), CONN(3, k), reftk);
}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_smooth (d06cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(coor);
NAG_FREE(conn);
NAG_FREE(edge);
NAG_FREE(numfix);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

nag_mesh2d_smooth (d06cac) Example Program Data
20 20 :IMAX JMAX
87.0 :DELTA
’N’ :Printing option ’Y’ or ’N’

10.3 Program Results

nag_mesh2d_smooth (d06cac) Example Program Results

The complete distorted mesh characteristics
nv = 400
nelt = 722

BEFORE SMOOTHING
Minimum smoothness measure: 1.0144422
Maximum smoothness measure: 6.2736750
Distribution interval Number of elements

1.0144422 - 1.5403655 437
1.5403655 - 2.0662888 191
2.0662888 - 2.5922121 52
2.5922121 - 3.1181354 17
3.1181354 - 3.6440586 10
3.6440586 - 4.1699819 6
4.1699819 - 4.6959052 2
4.6959052 - 5.2218285 4
5.2218285 - 5.7477518 0
5.7477518 - 6.2736750 2

AFTER SMOOTHING
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Minimum smoothness measure: 1.3363949
Maximum smoothness measure: 1.4744102
Distribution interval Number of elements

1.3363949 - 1.3501964 15
1.3501964 - 1.3639980 43
1.3639980 - 1.3777995 69
1.3777995 - 1.3916010 173
1.3916010 - 1.4054025 232
1.4054025 - 1.4192041 118
1.4192041 - 1.4330056 52
1.4330056 - 1.4468071 7
1.4468071 - 1.4606086 8
1.4606086 - 1.4744102 4

The complete smoothed mesh characteristics
nv = 400
nelt = 722

Example Program
Randomly distorted uniform mesh

Distorted mesh smoothed and a uniform mesh recovered
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NAG Library Function Document

nag_mesh2d_sparse (d06cbc)

1 Purpose

nag_mesh2d_sparse (d06cbc) generates the sparsity pattern of a finite element matrix associated with a
given mesh.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_sparse (Integer nv, Integer nelt, Integer nnzmax,
const Integer conn[], Integer *nnz, Integer irow[], Integer icol[],
NagError *fail)

3 Description

nag_mesh2d_sparse (d06cbc) generates the sparsity pattern of a finite element matrix associated with a
given mesh. The sparsity pattern is returned in a coordinate storage format consistent with the sparse
linear algebra functions in Chapter f11. More precisely nag_mesh2d_sparse (d06cbc) returns the number
of nonzero elements in the associated sparse matrix, and their row and column indices. This is designed
to assist you in applying finite element discretization to meshes from the d06 Chapter Introduction and
in solving the resulting sparse linear system using functions from Chapter f11.

The output sparsity pattern is based on the fact that finite element matrix A has elements aij satisfying:

aij 6¼ 0) i and j are vertices belonging to the same triangle:

4 References

None.

5 Arguments

1: nv – Integer Input

On entry: the total number of vertices in the input mesh.

Constraint: nv 	 3.

2: nelt – Integer Input

On entry: the number of triangles in the input mesh.

Constraint: nelt � 2� nv� 1.

3: nnzmax – Integer Input

On entry: the maximum number of nonzero entries in the matrix based on the input mesh. It is
the dimension of the arrays irow and icol as declared in the function from which
nag_mesh2d_sparse (d06cbc) is called.

Constraint: 4� neltþ nv � nnzmax � nv2.

4: conn½3� nelt� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in conn½ j� 1ð Þ � 3þ i� 1�.
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On entry: the connectivity of the mesh between triangles and vertices. For each triangle j,
conn½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

Constraint: 1 � conn½ j � 1ð Þ � 3þ i � 1� � nv and conn½ j � 1ð Þ � 3� 6¼ conn½ j � 1ð Þ � 3þ 1�
and conn½ j � 1ð Þ � 3� 6¼ conn½ j � 1ð Þ � 3þ 2� and
conn½ j � 1ð Þ � 3þ 1� 6¼ conn½ j � 1ð Þ � 3þ 2�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ;nelt.

5: nnz – Integer * Output

On exit: the number of nonzero entries in the matrix associated with the input mesh.

6: irow½nnzmax� – Integer Output
7: icol½nnzmax� – Integer Output

On exit: the first nnz elements contain the row and column indices of the nonzero elements
supplied in the finite element matrix A.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nv ¼ valueh i.
Constraint: nv 	 3.

NE_INT_2

On entry, nelt ¼ valueh i and nv ¼ valueh i.
Constraint: nelt � 2� nv� 1.

On entry, nnzmax ¼ valueh i and nv ¼ valueh i.
Constraint: nnzmax � nv2.

On entry, vertices 1 and 2 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 2 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.

NE_INT_3

On entry, nnzmax ¼ valueh i, nelt ¼ valueh i and nv ¼ valueh i.
Constraint: nnzmax 	 4� neltþ nvð Þ.

NE_INT_4

On entry, CONN I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
Con s t r a i n t : CONN I ; Jð Þ 	 1 and CONN I ; Jð Þ � nv, whe r e CONN I ; Jð Þ d eno t e s
conn½ J � 1ð Þ � 3þ I � 1�.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error has occurred in an internal call to an auxiliary function. Check the input mesh
especially the connectivity. Seek expert help.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_sparse (d06cbc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

See Section 10 in nag_mesh2d_renum (d06ccc).
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NAG Library Function Document

nag_mesh2d_renum (d06ccc)

1 Purpose

nag_mesh2d_renum (d06ccc) renumbers the vertices of a given mesh using a Gibbs method, in order
the reduce the bandwidth of Finite Element matrices associated with that mesh.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_renum (Integer nv, Integer nelt, Integer nedge,
Integer nnzmax, Integer *nnz, double coor[], Integer edge[],
Integer conn[], Integer irow[], Integer icol[], Integer itrace,
const char *outfile, NagError *fail)

3 Description

nag_mesh2d_renum (d06ccc) uses a Gibbs method to renumber the vertices of a given mesh in order to
reduce the bandwidth of the associated finite element matrix A. This matrix has elements aij such that:

aij 6¼ 0) i and j are vertices belonging to the same triangle:

This function reduces the bandwidth m, which is the smallest integer such that aij 6¼ 0 whenever
i� jj j > m (see Gibbs et al. (1976) for details about that method). nag_mesh2d_renum (d06ccc) also
returns the sparsity structure of the matrix associated with the renumbered mesh.

This function is derived from material in the MODULEF package from INRIA (Institut National de
Recherche en Informatique et Automatique).

4 References

Gibbs N E, Poole W G Jr and Stockmeyer P K (1976) An algorithm for reducing the bandwidth and
profile of a sparse matrix SIAM J. Numer. Anal. 13 236–250

5 Arguments

1: nv – Integer Input

On entry: the total number of vertices in the input mesh.

Constraint: nv 	 3.

2: nelt – Integer Input

On entry: the number of triangles in the input mesh.

Constraint: nelt � 2� nv� 1.

3: nedge – Integer Input

On entry: the number of boundary edges in the input mesh.

Constraint: nedge 	 1.
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4: nnzmax – Integer Input

On entry: the maximum number of nonzero entries in the matrix based on the input mesh. It is
the dimension of the arrays irow and icol as declared in the function from which
nag_mesh2d_renum (d06ccc) is called.

Constraint: 4� neltþ nv � nnzmax � nv2.

5: nnz – Integer * Output

On exit: the number of nonzero entries in the matrix based on the input mesh.

6: coor½2� nv� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in coor½ j� 1ð Þ � 2þ i� 1�.
On entry: coor½ i � 1ð Þ � 2� contains the x coordinate of the ith input mesh vertex, for
i ¼ 1; 2; . . . ;nv; while coor½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate.

On exit: coor½ i � 1ð Þ � 2� will contain the x coordinate of the ith renumbered mesh vertex, for
i ¼ 1; 2; . . . ;nv; while coor½ i � 1ð Þ � 2þ 1� will contain the corresponding y coordinate.

7: edge½3� nedge� – Integer Input/Output

Note: the i; jð Þth element of the matrix is stored in edge½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary or interface edges. edge½ j� 1ð Þ � 3� and
edge½ j� 1ð Þ � 3þ 1� contain the vertex numbers of the two end points of the jth boundary
edge. edge½ j� 1ð Þ � 3þ 2� is a user-supplied tag for the jth boundary or interface edge:
edge½ j� 1ð Þ � 3þ 2� ¼ 0 for an interior edge and has a nonzero tag otherwise. Note that the
edge vertices are numbered from 1 to nv.

Constraint: 1 � edge½ j � 1ð Þ � 3þ i � 1� � nv and edge½ j � 1ð Þ � 3� 6¼ edge½ j � 1ð Þ � 3þ 1�, for
i ¼ 1; 2 and j ¼ 1; 2; . . . ; nedge.

On exit: the renumbered specification of the boundary or interface edges.

8: conn½3� nelt� – Integer Input/Output

Note: the i; jð Þth element of the matrix is stored in conn½ j� 1ð Þ � 3þ i� 1�.
On entry: the connectivity of the mesh between triangles and vertices. For each triangle j,
conn½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

Constraint: 1 � conn½ j � 1ð Þ � 3þ i � 1� � nv and conn½ j � 1ð Þ � 3� 6¼ conn½ j � 1ð Þ � 3þ 1�
and conn½ j � 1ð Þ � 3� 6¼ conn½ j � 1ð Þ � 3þ 2� and
conn½ j � 1ð Þ � 3þ 1� 6¼ conn½ j � 1ð Þ � 3þ 2�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ;nelt.

On exit: the renumbered connectivity of the mesh between triangles and vertices.

9: irow½nnzmax� – Integer Output
10: icol½nnzmax� – Integer Output

On exit: the first nnz elements contain the row and column indices of the nonzero elements
supplied in the finite element matrix A.

11: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_renum (d06ccc).

itrace � 0
No output is generated.
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itrace ¼ 1
Information about the effect of the renumbering on the finite element matrix are output.
This information includes the half bandwidth and the sparsity structure of this matrix
before and after renumbering.

itrace > 1
The output is similar to that produced when itrace ¼ 1 but the sparsities (for each row of
the matrix, indices of nonzero entries) of the matrix before and after renumbering are also
output.

12: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FAIL_SPARSITY

An error has occurred during the computation of the compact sparsity of the finite element
matrix. Check the Triangle/Vertices connectivity.

NE_INT

On entry, nedge ¼ valueh i.
Constraint: nedge 	 1.

On entry, nv ¼ valueh i.
Constraint: nv 	 3.

NE_INT_2

On entry, nelt ¼ valueh i and nv ¼ valueh i.
Constraint: nelt � 2� nv� 1.

On entry, the end points of the edge J have the same index I : J ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 2 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 2 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.

NE_INT_3

On entry, nnzmax ¼ valueh i, nelt ¼ valueh i and nv ¼ valueh i.
Constraint: nnzmax 	 4� neltþ nvð Þ and nnzmax � nv2.
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NE_INT_4

On entry, CONN I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
Con s t r a i n t : CONN I ; Jð Þ 	 1 and CONN I ; Jð Þ � nv, whe r e CONN I ; Jð Þ d eno t e s
conn½ J � 1ð Þ � 3þ I � 1�.
On entry, EDGE I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
C o n s t r a i n t : EDGE I ; Jð Þ 	 1 a n d EDGE I ; Jð Þ � nv, w h e r e EDGE I ; Jð Þ d e n o t e s
edge½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error has occurred in an internal call to the renumbering function. Check the input
mesh especially the connectivity. Seek expert help.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_renum (d06ccc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

In this example, a geometry with two holes (two interior circles inside an exterior one) is considered.
The geometry has been meshed using the simple incremental method (nag_mesh2d_inc (d06aac)) and it
has 250 vertices and 402 triangles (see Figure 1 in Section 10.3). The function nag_mesh2d_bound
(d06bac) is used to renumber the vertices, and one can see the benefit in terms of the sparsity of the
finite element matrix based on the renumbered mesh (see Figure 2 and 3 in Section 10.3).
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10.1 Program Text

/* nag_mesh2d_renum (d06ccc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd06.h>

#define EDGE(I, J) edge[3*((J) -1)+(I) -1]
#define CONN(I, J) conn[3*((J) -1)+(I) -1]
#define COOR(I, J) coor[2*((J) -1)+(I) -1]

int main(void)
{

Integer exit_status, i, itrace, nedge, nelt, nnz, nnzmax, nv, reftk;
NagError fail;
char pmesh[2];
double *coor = 0;
Integer *conn = 0, *edge = 0, *icol = 0, *irow = 0;

INIT_FAIL(fail);

exit_status = 0;

printf(" nag_mesh2d_renum (d06ccc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Reading of the geometry */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nv);

#else
scanf("%" NAG_IFMT "", &nv);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nelt);
#else

scanf("%" NAG_IFMT "", &nelt);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nedge);
#else

scanf("%" NAG_IFMT "", &nedge);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

nnzmax = 10 * nv;

/* Allocate memory */

if (!(coor = NAG_ALLOC(2 * nv, double)) ||
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!(conn = NAG_ALLOC(3 * nelt, Integer)) ||
!(edge = NAG_ALLOC(3 * nedge, Integer)) ||
!(irow = NAG_ALLOC(nnzmax, Integer)) ||
!(icol = NAG_ALLOC(nnzmax, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nv; ++i) {
#ifdef _WIN32

scanf_s("%lf", &COOR(1, i));
#else

scanf("%lf", &COOR(1, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &COOR(2, i));
#else

scanf("%lf", &COOR(2, i));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= nelt; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &CONN(1, i));
#else

scanf("%" NAG_IFMT "", &CONN(1, i));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &CONN(2, i));
#else

scanf("%" NAG_IFMT "", &CONN(2, i));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &CONN(3, i));
#else

scanf("%" NAG_IFMT "", &CONN(3, i));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &reftk);
#else

scanf("%" NAG_IFMT "", &reftk);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= nedge; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &reftk);
#else

scanf("%" NAG_IFMT "", &reftk);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(1, i));
#else

scanf("%" NAG_IFMT "", &EDGE(1, i));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(2, i));
#else

scanf("%" NAG_IFMT "", &EDGE(2, i));
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &EDGE(3, i));
#else

scanf("%" NAG_IFMT "", &EDGE(3, i));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

#ifdef _WIN32
scanf_s(" ’ %1s ’", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’", pmesh);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the sparsity of the FE matrix */
/* from the input geometry */

/* nag_mesh2d_sparse (d06cbc).
* Generates a sparsity pattern of a Finite Element matrix
* associated with a given mesh
*/

nag_mesh2d_sparse(nv, nelt, nnzmax, conn, &nnz, irow, icol, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf(" The Matrix Sparsity characteristics\n");
printf(" before the renumbering\n");
printf(" nv =%6" NAG_IFMT "\n", nv);
printf(" nnz =%6" NAG_IFMT "\n", nnz);

}
else if (pmesh[0] == ’Y’) {

/* Output the sparsity of the mesh to view */
/* it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nnz);

for (i = 0; i < nnz; ++i)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", irow[i], icol[i]);

}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_sparse (d06cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Call the renumbering routine and get the new sparsity */

itrace = 1;

/* nag_mesh2d_renum (d06ccc).
* Renumbers a given mesh using Gibbs method
*/

fflush(stdout);
nag_mesh2d_renum(nv, nelt, nedge, nnzmax, &nnz, coor, edge, conn, irow,

icol, itrace, 0, &fail);
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if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

printf("\n The Matrix Sparsity characteristics\n");
printf(" after the renumbering\n");
printf(" nv =%6" NAG_IFMT "\n", nv);
printf(" nnz =%6" NAG_IFMT "\n", nnz);
printf(" nelt =%6" NAG_IFMT "\n", nelt);

}
else if (pmesh[0] == ’Y’) {

/* Output the sparsity of the renumbered mesh */
/* to view it using the NAG Graphics Library */

printf("%10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nnz);

for (i = 0; i < nnz; ++i)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", irow[i], icol[i]);

/* Output the renumbered mesh to view */
/* it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "\n", nv, nelt);

for (i = 1; i <= nv; ++i)
printf(" %15.6e %15.6e \n", COOR(1, i), COOR(2, i));

reftk = 0;
for (i = 1; i <= nelt; ++i)

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT
"\n", CONN(1, i), CONN(2, i), CONN(3, i), reftk);

}
}
else {

printf("Error from nag_mesh2d_renum (d06ccc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(coor);
NAG_FREE(conn);
NAG_FREE(edge);
NAG_FREE(irow);
NAG_FREE(icol);

return exit_status;
}

10.2 Program Data

D06CCF Example Program Data
250 402 100 :NV NELT NEDGE

0.100000E+01 0.000000E+00
.
.
.

0.112781E+00 0.103479E+00 :COOR(1:2,1:NV)
21 55 56 1

.

.

.
151 250 155 1 :(CONN(:,K), REFT, K=1,...,NELT)

1 1 2 1
.
.
.

100 100 71 1 :(I1, EDGE(:,I), I=1,NEDGE)
’N’ :Printing option ’Y’ or ’N’
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10.3 Program Results

nag_mesh2d_renum (d06ccc) Example Program Results

The Matrix Sparsity characteristics
before the renumbering
nv = 250
nnz = 1556

Initial half-bandwidth: 234 Initial profile: 18233
Final half-bandwidth: 28 Final profile: 4038

The Matrix Sparsity characteristics
after the renumbering
nv = 250
nnz = 1556
nelt = 402

Example Program
Figure 1: Mesh of the Geometry
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Figure 2: Sparsity of the FE Matrix Before Renumbering

Figure 3: Sparsity of the FE Matrix After Renumbering
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NAG Library Function Document

nag_mesh2d_trans (d06dac)

1 Purpose

nag_mesh2d_trans (d06dac) is a utility which performs an affine transformation of a given mesh.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_trans (Integer mode, Integer nv, Integer nedge, Integer nelt,
Integer ntrans, const Integer itype[], const double trans[],
double coori[], Integer edgei[], Integer conni[], double cooro[],
Integer edgeo[], Integer conno[], Integer itrace, const char *outfile,
NagError *fail)

3 Description

nag_mesh2d_trans (d06dac) generates a mesh (coordinates, triangle/vertex connectivities and edge/
vertex connectivities) resulting from an affine transformation of a given mesh. This transformation is of
the form Y ¼ A�X þB, where

Y , X and B are in R
2, and

A is a real 2 by 2 matrix.

Such a transformation includes a translation, a rotation, a scale reduction or increase, a symmetric
transformation with respect to a user-supplied line, a user-supplied analytic transformation, or a
composition of several transformations.

This function is partly derived from material in the MODULEF package from INRIA (Institut National
de Recherche en Informatique et Automatique).

4 References

None.

5 Arguments

1: mode – Integer Input

On entry: if mode ¼ 1, the arguments coori, edgei and conni are overwritten on exit by the
output values described in cooro, edgeo and conno respectively. In this case cooro, edgeo and
conno are not referenced, and you can save storage space.

If mode 6¼ 1, no such aliasing is assumed.

2: nv – Integer Input

On entry: the total number of vertices in the input mesh.

Constraint: nv 	 3.

3: nedge – Integer Input

On entry: the number of the boundary or interface edges in the input mesh.

Constraint: nedge 	 1.
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4: nelt – Integer Input

On entry: the number of triangles in the input mesh.

Constraint: nelt � 2� nv� 1.

5: ntrans – Integer Input

On entry: the number of transformations of the input mesh.

Constraint: ntrans 	 1.

6: itype½ntrans� – const Integer Input

On entry: itype½i � 1�, for i ¼ 1; 2; . . . ;ntrans, indicates the type of each transformation as
follows:

itype½i� 1� ¼ 0
Identity transformation.

itype½i� 1� ¼ 1
Translation.

itype½i� 1� ¼ 2
Symmetric transformation with respect to a user-supplied line.

itype½i� 1� ¼ 3
Rotation.

itype½i� 1� ¼ 4
Scaling.

itype½i� 1� ¼ 10
User-supplied analytic transformation.

Note that the transformations are applied in the order described in itype.

Constraint: itype½i � 1� ¼ 0, 1, 2, 3, 4 or 10, for i ¼ 1; 2; . . . ;ntrans.

7: trans½6� ntrans� – const double Input

On entry: the arguments for each transformation. For i ¼ 1; 2; . . . ; ntrans, trans½ i� 1ð Þ � 6� to
trans½ i� 1ð Þ � 6þ 5� contain the arguments of the ith transformation.

If itype½i� 1� ¼ 0, elements trans½ i� 1ð Þ � 6� to trans½ i� 1ð Þ � 6þ 5� are not referenced.

If itype½i� 1� ¼ 1, the translation vector is ~u ¼ a
b

� �
, where a ¼ trans½ i� 1ð Þ � 6� and

b ¼ trans½ i� 1ð Þ � 6þ 1�, while elements trans½ i� 1ð Þ � 6þ 2� to trans½ i� 1ð Þ � 6þ 5� are
not referenced.

If itype½i� 1� ¼ 2, the user-supplied line is the curve { x; yð Þ 2 R
2; such that axþ byþ c ¼ 0},

where a ¼ trans½ i� 1ð Þ � 6�, b ¼ trans½ i� 1ð Þ � 6þ 1� and c ¼ trans½ i� 1ð Þ � 6þ 2�, while
elements trans½ i� 1ð Þ � 6þ 3� to trans½ i� 1ð Þ � 6þ 5� are not referenced.

If itype½i� 1� ¼ 3, the centre of the rotation is x0; y0ð Þ where x0 ¼ trans½ i� 1ð Þ � 6� and
y0 ¼ trans½ i� 1ð Þ � 6þ 1�, � ¼ trans½ i� 1ð Þ � 6þ 2� is its angle in degrees, while elements
trans½ i� 1ð Þ � 6þ 3� to trans½ i� 1ð Þ � 6þ 5� are not referenced.

If itype½i� 1� ¼ 4, a ¼ trans½ i� 1ð Þ � 6� is the scaling coefficient in the x-direction,
b ¼ trans½ i� 1ð Þ � 6þ 1� is the scaling coefficient in the y-direction, and x0; y0ð Þ are the
scaling centre coordinates, with x0 ¼ trans½ i� 1ð Þ � 6þ 2� and y0 ¼ trans½ i� 1ð Þ � 6þ 3�;
while elements trans½ i� 1ð Þ � 6þ 4� to trans½ i� 1ð Þ � 6þ 5� are not referenced.

If itype½i� 1� ¼ 10, the user-supplied analytic affine transformation Y ¼ A�X þB is such that
A ¼ aklð Þ1�k;l�2 and B ¼ bkð Þ1�k�2 where
akl ¼ trans½ i� 1ð Þ � 6þ 2� k� 1ð Þ þ l� 1�, a n d bk ¼ trans½ i� 1ð Þ � 6þ 4þ k� 1� wi t h
k; l ¼ 1; 2.
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8: coori½2� nv� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in coori½ j� 1ð Þ � 2þ i� 1�.
On entry: coori½ i � 1ð Þ � 2� contains the x coordinate of the ith vertex of the input mesh, for
i ¼ 1; 2; . . . ;nv; while coori½ i� 1ð Þ � 2þ 1� contains the corresponding y coordinate.

On exit: if mode ¼ 1, coori is assumed to hold the values of cooro.

9: edgei½3� nedge� – Integer Input/Output

Note: the i; jð Þth element of the matrix is stored in edgei½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary or interface edges. edgei½ j� 1ð Þ � 3� and
edgei½ j� 1ð Þ � 3þ 1� contain the vertex numbers of the two end points of the jth boundary
edge. edgei½ j� 1ð Þ � 3þ 2� is a user-supplied tag for the jth boundary edge. Note that the edge
vertices are numbered from 1 to nv.

Constraint: 1 � edgei½ j � 1ð Þ � 3þ i � 1� � nv and edgei½ j � 1ð Þ � 3� 6¼ edgei½ j � 1ð Þ � 3þ 1�,
for i ¼ 1; 2 and j ¼ 1; 2; . . . ;nedge.

On exit: if mode ¼ 1, edgei holds the output values described in edgeo.

10: conni½3� nelt� – Integer Input/Output

Note: the i; jð Þth element of the matrix is stored in conni½ j� 1ð Þ � 3þ i� 1�.
On entry: the connectivity of the input mesh between triangles and vertices. For each triangle j,
conni½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise order), for
i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are numbered from 1 to nv.

Constraints:

1 � conni½ j� 1ð Þ � 3þ i� 1� � nv;
conni½ j� 1ð Þ � 3� 6¼ conni½ j� 1ð Þ � 3þ 1�;
conni½ j � 1ð Þ � 3� 6¼ conni½ j � 1ð Þ � 3þ 2� and
conni½ j � 1ð Þ � 3þ 1� 6¼ conni½ j � 1ð Þ � 3þ 2�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt.

On exit: if mode ¼ 1, conni holds the output values described in conno.

11: cooro½dim� – double Output

Note: the dimension, dim, of the array cooro must be at least

2� nv when mode 6¼ 1;
1 otherwise.

On exit: cooro½0�½i � 1� will contain the x coordinate of the ith vertex of the transformed mesh,
for i ¼ 1; 2; . . . ; nv; while cooro½1�½i� 1� will contain the corresponding y coordinate. If
mode ¼ 1 the results are instead overwritten in coori.

12: edgeo½dim� – Integer Output

Note: the dimension, dim, of the array edgeo must be at least

3� nedge when mode 6¼ 1;
1 otherwise.

On exit: the specification of the boundary or interface edges of the transformed mesh. If the
number of symmetric transformations is even or zero then
edgeo½i � 1�½j � 1� ¼ edgei½ j � 1ð Þ � 3þ i � 1�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nedge; otherwise
edgeo½0�½j � 1� ¼ edgei½ j � 1ð Þ � 3þ 1�,
edgeo½1�½j � 1� ¼ edgei½ j � 1ð Þ � 3� a n d edgeo½2�½j � 1� ¼ edgei½ j � 1ð Þ � 3þ 2�, f o r
j ¼ 1; 2; . . . ; nedge. If mode ¼ 1 the results are overwritten in edgei.
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13: conno½dim� – Integer Output

Note: the dimension, dim, of the array conno must be at least

3� nelt when mode 6¼ 1;
1 otherwise.

On exit: the connectivity of the transformed mesh between triangles and vertices. If the number
of symmetric transformations is even or zero then
conno½i � 1�½j � 1� ¼ conni½ j � 1ð Þ � 3þ i � 1�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt; otherwise
conno½0�½j � 1� ¼ conni½ j � 1ð Þ � 3�, conno½1�½j � 1� ¼ conni½ j � 1ð Þ � 3þ 2� a n d
conno½2�½j � 1� ¼ conni½ j � 1ð Þ � 3þ 1�, for j ¼ 1; 2; . . . ; nelt. Note that the mesh vertices are
numbered from 1 to nv. If mode ¼ 1 the results are instead overwritten in conni.

14: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_trans (d06dac).

itrace � 0
No output is generated.

itrace 	 1
Details of each transformation, the matrix A and the vector B of the final transformation,
which is the composition of all the ntrans transformations, are printed.

15: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nedge ¼ valueh i.
Constraint: nedge 	 1.

On entry, ntrans ¼ valueh i.
Constraint: ntrans > 0.

On entry, ntrans ¼ valueh i.
Constraint: ntrans 	 1.

On entry, nv ¼ valueh i.
Constraint: nv 	 3.

NE_INT_2

On entry, itype½I � 1� ¼ valueh i and I ¼ valueh i.
Constraint: itype½I � 1� ¼ 0, 1, 2, 3, 4 or 10.
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On entry, nelt ¼ valueh i and nv ¼ valueh i.
Constraint: nelt � 2� nv� 1.

On entry, the end points of the edge J have the same index I : J ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 2 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 1 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.
On entry, vertices 2 and 3 of the triangle K have the same index I : K ¼ valueh i and I ¼ valueh i.

NE_INT_4

On entry, CONNI I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
Const ra int : CONNI I ; Jð Þ 	 1 and CONNI I ; Jð Þ � nv, where CONNI I ; Jð Þ denotes
conni½ J � 1ð Þ � 3þ I � 1�.
On entry, EDGEI I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv ¼ valueh i.
Cons t ra in t : EDGEI I ; Jð Þ 	 1 and EDGEI I ; Jð Þ � nv, where EDGEI I ; Jð Þ denotes
edgei½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error has occurred in an internal call to an auxiliary function. Check the input mesh
especially the connectivities and the details of each transformations.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_trans (d06dac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

For an example of the use of this utility function, see Section 10 in nag_mesh2d_join (d06dbc).
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NAG Library Function Document

nag_mesh2d_join (d06dbc)

1 Purpose

nag_mesh2d_join (d06dbc) joins together (restitches) two adjacent, or overlapping, meshes.

2 Specification

#include <nag.h>
#include <nagd06.h>

void nag_mesh2d_join (double eps, Integer nv1, Integer nelt1, Integer nedge1,
const double coor1[], const Integer edge1[], const Integer conn1[],
const Integer reft1[], Integer nv2, Integer nelt2, Integer nedge2,
const double coor2[], const Integer edge2[], const Integer conn2[],
const Integer reft2[], Integer *nv3, Integer *nelt3, Integer *nedge3,
double coor3[], Integer edge3[], Integer conn3[], Integer reft3[],
Integer itrace, const char *outfile, NagError *fail)

3 Description

nag_mesh2d_join (d06dbc) joins together two adjacent, or overlapping, meshes. If the two meshes are
adjacent then vertices belonging to the part of the boundary forming the common interface should
coincide. If the two meshes overlap then vertices and triangles in the overlapping zone should coincide
too.

This function is partly derived from material in the MODULEF package from INRIA (Institut National
de Recherche en Informatique et Automatique).

4 References

None.

5 Arguments

1: eps – double Input

On entry: the relative precision of the restitching of the two input meshes (see Section 9).

Suggested value: 0:001.

Constraint: eps > 0:0.

2: nv1 – Integer Input

On entry: the total number of vertices in the first input mesh.

Constraint: nv1 	 3.

3: nelt1 – Integer Input

On entry: the number of triangular elements in the first input mesh.

Constraint: nelt1 � 2� nv1� 1.
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4: nedge1 – Integer Input

On entry: the number of boundary edges in the first input mesh.

Constraint: nedge1 	 1.

5: coor1½2� nv1� – const double Input

Note: the i; jð Þth element of the matrix is stored in coor1½ j� 1ð Þ � 2þ i� 1�.
On entry: coor1½ i � 1ð Þ � 2� contains the x coordinate of the ith vertex of the first input mesh,
for i ¼ 1; 2; . . . ; nv1; while coor1½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate.

6: edge1½3� nedge1� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in edge1½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary edges of the first input mesh. edge1½ j� 1ð Þ � 3� and
edge1½ j� 1ð Þ � 3þ 1� contain the vertex numbers of the two end points of the jth boundary
edge. edge1½ j� 1ð Þ � 3þ 2� is a user-supplied tag for the jth boundary edge.

Constraint: 1 � edge1½ j � 1ð Þ � 3þ i � 1� � nv1 and
edge1½ j � 1ð Þ � 3� 6¼ edge1½ j � 1ð Þ � 3þ 1�, for i ¼ 1; 2 and j ¼ 1; 2; . . . ; nedge1.

7: conn1½3� nelt1� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in conn1½ j� 1ð Þ � 3þ i� 1�.
On entry: the connectivity between triangles and vertices of the first input mesh. For each
triangle j, conn1½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise
order), for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt1.

Constraints:

1 � conn1½ j� 1ð Þ � 3þ i� 1� � nv1;
conn1½ j� 1ð Þ � 3� 6¼ conn1½ j� 1ð Þ � 3þ 1�;
conn1½ j � 1ð Þ � 3� 6¼ conn1½ j � 1ð Þ � 3þ 2� and
conn1½ j � 1ð Þ � 3þ 1� 6¼ conn1½ j � 1ð Þ � 3þ 2�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt1.

8: reft1½nelt1� – const Integer Input

On entry: reft1½k � 1� contains the user-supplied tag of the kth triangle from the first input mesh,
for k ¼ 1; 2; . . . ;nelt1.

9: nv2 – Integer Input

On entry: the total number of vertices in the second input mesh.

Constraint: nv2 	 3.

10: nelt2 – Integer Input

On entry: the number of triangular elements in the second input mesh.

Constraint: nelt2 � 2� nv2� 1.

11: nedge2 – Integer Input

On entry: the number of boundary edges in the second input mesh.

Constraint: nedge2 	 1.

12: coor2½2� nv2� – const double Input

Note: the i; jð Þth element of the matrix is stored in coor2½ j� 1ð Þ � 2þ i� 1�.
On entry: coor2½ i � 1ð Þ � 2� contains the x coordinate of the ith vertex of the second input mesh,
for i ¼ 1; 2; . . . ; nv2; while coor2½ i � 1ð Þ � 2þ 1� contains the corresponding y coordinate.
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13: edge2½3� nedge2� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in edge2½ j� 1ð Þ � 3þ i� 1�.
On entry: the specification of the boundary edges of the second input mesh. edge2½ j� 1ð Þ � 3�
and edge2½ j� 1ð Þ � 3þ 1� contain the vertex numbers of the two end points of the jth boundary
edge. edge2½ j� 1ð Þ � 3þ 2� is a user-supplied tag for the jth boundary edge.

Constraint: 1 � edge2½ j � 1ð Þ � 3þ i � 1� � nv2 and
edge2½ j � 1ð Þ � 3� 6¼ edge2½ j � 1ð Þ � 3þ 1�, for i ¼ 1; 2 and j ¼ 1; 2; . . . ; nedge2.

14: conn2½3� nelt2� – const Integer Input

Note: the i; jð Þth element of the matrix is stored in conn2½ j� 1ð Þ � 3þ i� 1�.
On entry: the connectivity between triangles and vertices of the second input mesh. For each
triangle j, conn2½ j � 1ð Þ � 3þ i � 1� gives the indices of its three vertices (in anticlockwise
order), for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt2.

Constraints:

1 � conn2½ j� 1ð Þ � 3þ i� 1� � nv2;
conn2½ j� 1ð Þ � 3� 6¼ conn2½ j� 1ð Þ � 3þ 1�;
conn2½ j � 1ð Þ � 3� 6¼ conn2½ j � 1ð Þ � 3þ 2� and
conn2½ j � 1ð Þ � 3þ 1� 6¼ conn2½ j � 1ð Þ � 3þ 2�, for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ; nelt2.

15: reft2½nelt2� – const Integer Input

On entry: reft2½k � 1� contains the user-supplied tag of the kth triangle from the second input
mesh, for k ¼ 1; 2; . . . ; nelt2.

16: nv3 – Integer * Output

On exit: the total number of vertices in the resulting mesh.

17: nelt3 – Integer * Output

On exit: the number of triangular elements in the resulting mesh.

18: nedge3 – Integer * Output

On exit: the number of boundary edges in the resulting mesh.

19: coor3½dim� – double Output

Note: the dimension, dim, of the array coor3 must be at least 2� ðnv1þ nv2Þ.
The i; jð Þth element of the matrix is stored in coor3½ j� 1ð Þ � 2þ i� 1�.
On exit: coor3½ i � 1ð Þ � 2� will contain the x coordinate of the ith vertex of the resulting mesh,
for i ¼ 1; 2; . . . ; nv3; while coor3½ i� 1ð Þ � 2þ 1� will contain the corresponding y coordinate.

20: edge3½dim� – Integer Output

Note: the dimension, dim, of the array edge3 must be at least 3� ðnedge1þ nedge2Þ. This may
be reduced to nedge3 once that value is known.

The i; jð Þth element of the matrix is stored in edge3½ j� 1ð Þ � 3þ i� 1�.
On exit: the specification of the boundary edges of the resulting mesh. edge3½ j� 1ð Þ � 3þ i� 1�
will contain the vertex number of the ith end point (i ¼ 1; 2) of the jth boundary or interface
edge.

If the two meshes overlap, edge3½ j� 1ð Þ � 3þ 2� will contain the same tag as the corresponding
edge belonging to the first and/or the second input mesh.

If the two meshes are adjacent,
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(i) if the jth edge is part of the partition interface, then edge3½ j� 1ð Þ � 3þ 2� will contain the
value 1000� k1 þ k2 where k1 and k2 are the tags for the same edge of the first and the
second mesh respectively;

(ii) otherwise, edge3½ j� 1ð Þ � 3þ 2� will contain the same tag as the corresponding edge
belonging to the first and/or the second input mesh.

21: conn3½dim� – Integer Output

Note: the dimension, dim, of the array conn3 must be at least 3� ðnelt1þ nelt2Þ. This may be
reduced to nelt3 once that value is known.

The i; jð Þth element of the matrix is stored in conn3½ j� 1ð Þ � 3þ i� 1�.
On exit: the connectivity between triangles and vertices of the resulting mesh.
conn3½ j � 1ð Þ � 3þ i � 1� will give the indices of its three vertices (in anticlockwise order),
for i ¼ 1; 2; 3 and j ¼ 1; 2; . . . ;nelt3.

22: reft3½dim� – Integer Output

Note: the dimension, dim, of the array reft3 must be at least nelt1þ nelt2. This may be reduced
to nelt3 once that value is known.

On exit: if the two meshes form a partition, reft3½k � 1� will contain the same tag as the
corresponding triangle belonging to the first or the second input mesh, for k ¼ 1; 2; . . . ; nelt3. If
the two meshes overlap, then reft3½k � 1� will contain the value 1000� k1 þ k2 where k1 and k2
are the user-supplied tags for the same triangle of the first and the second mesh respectively, for
k ¼ 1; 2; . . . ; nelt3.

23: itrace – Integer Input

On entry: the level of trace information required from nag_mesh2d_join (d06dbc).

itrace � 0
No output is generated.

itrace 	 1
Details about the common vertices, edges and triangles to both meshes are printed.

24: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, nedge1 ¼ valueh i.
Constraint: nedge1 	 1.

On entry, nedge2 ¼ valueh i.
Constraint: nedge2 	 1.

On entry, nv1 ¼ valueh i.
Constraint: nv1 	 3.

On entry, nv2 ¼ valueh i.
Constraint: nv2 	 3.

NE_INT_2

On entry, nelt1 ¼ valueh i and nv1 ¼ valueh i.
Constraint: nelt1 � 2� nv1� 1.

On entry, nelt2 ¼ valueh i and nv2 ¼ valueh i.
Constraint: nelt2 � 2� nv2� 1.

On entry, the end points of edge J in the first mesh have the same index I : J ¼ valueh i and
I ¼ valueh i.
On entry, the end points of edge J in the second mesh have the same index I : J ¼ valueh i and
I ¼ valueh i.
On entry, vertices 1 and 2 of triangle K in the first mesh have the same index I : K ¼ valueh i and
I ¼ valueh i.
On entry, vertices 1 and 2 of triangle K in the second mesh have the same index I : K ¼ valueh i
and I ¼ valueh i.
On entry, vertices 1 and 3 of triangle K in the first mesh have the same index I : K ¼ valueh i and
I ¼ valueh i.
On entry, vertices 1 and 3 of triangle K in the second mesh have the same index I : K ¼ valueh i
and I ¼ valueh i.
On entry, vertices 2 and 3 of triangle K in the first mesh have the same index I : K ¼ valueh i and
I ¼ valueh i.
On entry, vertices 2 and 3 of triangle K in the second mesh have the same index I : K ¼ valueh i
and I ¼ valueh i.

NE_INT_4

On entry, CONN1 I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv1 ¼ valueh i.
Constraint: CONN1 I ; Jð Þ 	 1 and CONN1 I ; Jð Þ � nv1, where CONN1 I ; Jð Þ denotes
conn1½ J � 1ð Þ � 3þ I � 1�.
On entry, CONN2 I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv2 ¼ valueh i.
Constraint: CONN2 I ; Jð Þ 	 1 and CONN2 I ; Jð Þ � nv2, where CONN2 I ; Jð Þ denotes
conn2½ J � 1ð Þ � 3þ I � 1�.
On entry, EDGE1 I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv1 ¼ valueh i.
Constraint: EDGE1 I ; Jð Þ 	 1 and EDGE1 I ; Jð Þ � nv1, where EDGE1 I ; Jð Þ denotes
edge1½ J � 1ð Þ � 3þ I � 1�.
On entry, EDGE2 I ; Jð Þ ¼ valueh i, I ¼ valueh i, J ¼ valueh i and nv2 ¼ valueh i.
Constraint: EDGE2 I ; Jð Þ 	 1 and EDGE2 I ; Jð Þ � nv2, where EDGE2 I ; Jð Þ denotes
edge2½ J � 1ð Þ � 3þ I � 1�.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MESH_ERROR

A serious error has occurred in an internal call to the restitching routine. Check the input of the
two meshes, especially the edges/vertices and/or the triangles/vertices connectivities. Seek expert
help.

The function has detected a different number of coincident edges from the two meshes on the
partition interface valueh i valueh i. Check the input of the two meshes, especially the edges/
vertices connectivity.

The function has detected a different number of coincident triangles from the two meshes in the
overlapping zone valueh i valueh i. Check the input of the two meshes, especially the triangles/
vertices connectivity.

The function has detected only valueh i coincident vertices with a precision eps ¼ valueh i. Either
eps should be changed or the two meshes are not restitchable.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: eps > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mesh2d_join (d06dbc) is not threaded in any implementation.

9 Further Comments

nag_mesh2d_join (d06dbc) finds all the common vertices between the two input meshes using the
relative precision of the restitching argument eps. You are advised to vary the value of eps in the
neighbourhood of 0:001 with itrace 	 1 to get the optimal value for the meshes under consideration.

10 Example

For this function two examples are presented. There is a single example program for nag_mesh2d_join
(d06dbc), with a main program and the code to solve the two example problems given in Example 1
(ex1) and Example 2 (ex2).
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Example 1 (ex1)

This example involves the unit square 0; 1½ �2 meshed uniformly, and then translated by a vector

~u ¼ u1
u2

� �
(using nag_mesh2d_trans (d06dac)). This translated mesh is then restitched with the original

mesh. Two cases are considered:

(a) overlapping meshes (u1 ¼ 15:0, u2 ¼ 17:0),

(b) partitioned meshes (u1 ¼ 19:0, u2 ¼ 0:0).

The mesh on the unit square has 400 vertices, 722 triangles and its boundary has 76 edges. In the
partitioned case the resulting geometry is shown in Figure 1 in Section 10.3 while the restitched mesh is
shown in Figure 2 in Section 10.3. In the overlapping case the geometry and mesh are shown in Figure
3 and Figure 4 in Section 10.3.

Example 2 (ex2)

This example restitches three geometries by calling the function nag_mesh2d_join (d06dbc) twice. The
result is a mesh with three partitions. The first geometry is meshed by the Delaunay–Voronoi process
(using nag_mesh2d_delaunay (d06abc)), the second one meshed by an Advancing Front algorithm
(using nag_mesh2d_front (d06acc)), while the third one is the result of a rotation (by �	=2) of the
second one (using nag_mesh2d_trans (d06dac)). The resulting geometry is shown in Figure 5 in
Section 10.3 and restitched mesh in Figure 6 in Section 10.3.

10.1 Program Text

/* nag_mesh2d_join (d06dbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagd06.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL fbnd(Integer, double, double, Nag_Comm *);
#ifdef __cplusplus
}
#endif

static int ex1(void);
static int ex2(void);

#define EDGE1(I, J) edge1[3*((J) -1)+(I) -1]
#define EDGE2(I, J) edge2[3*((J) -1)+(I) -1]
#define EDGE3(I, J) edge3[3*((J) -1)+(I) -1]
#define EDGE5(I, J) edge5[3*((J) -1)+(I) -1]
#define CONN1(I, J) conn1[3*((J) -1)+(I) -1]
#define CONN3(I, J) conn3[3*((J) -1)+(I) -1]
#define CONN5(I, J) conn5[3*((J) -1)+(I) -1]
#define COOR1(I, J) coor1[2*((J) -1)+(I) -1]
#define COOR3(I, J) coor3[2*((J) -1)+(I) -1]
#define COOR5(I, J) coor5[2*((J) -1)+(I) -1]
#define TRANS(I, J) trans[6*((J) -1)+(I) -1]
#define LINED(I, J) lined[4*((J) -1)+(I) -1]
#define COORCH(I, J) coorch[2*(J-1)+I-1]

int main(void)
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{
Integer exit_status_ex1 = 0;
Integer exit_status_ex2 = 0;

printf("nag_mesh2d_join (d06dbc) Example Program Results\n");
exit_status_ex1 = ex1();
exit_status_ex2 = ex2();

return (exit_status_ex1 == 0 && exit_status_ex2 == 0) ? 0 : 1;
}

int ex1(void)
{

const Integer nvmax = 900, nedmx = 200, neltmx = 2 * nvmax + 5, ntrans = 1,
mode = 0;

double eps;
Integer exit_status, i, imax, itrace, itrans, jmax, jtrans, k, ktrans;
Integer nedge1, nedge2, nedge3, nelt1, nelt2, nelt3, nv1, nv2, nv3, reftk;
Integer imaxm1, jmaxm1, ind;
char pmesh[2];
double *coor1 = 0, *coor2 = 0, *coor3 = 0, *trans = 0;
Integer *conn1 = 0, *conn2 = 0, *conn3 = 0, *edge1 = 0, *edge2 = 0;
Integer *edge3 = 0, *itype = 0, *reft1 = 0, *reft2 = 0, *reft3 = 0;
NagError fail;

INIT_FAIL(fail);
exit_status = 0;

printf("\nExample 1\n\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the mesh: coordinates and connectivity of the 1st domain */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nv1);

#else
scanf("%" NAG_IFMT "", &nv1);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nelt1);
#else

scanf("%" NAG_IFMT "", &nelt1);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

nv2 = nv1;
nelt2 = nelt1;

imax = 20;
jmax = imax;
imaxm1 = imax - 1;
jmaxm1 = jmax - 1;
nedge1 = 2 * (imaxm1 + jmaxm1);
nedge2 = nedge1;
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/* Allocate memory */

if (!(coor1 = NAG_ALLOC(2 * nv1, double)) ||
!(coor2 = NAG_ALLOC(2 * nv2, double)) ||
!(coor3 = NAG_ALLOC(2 * nvmax, double)) ||
!(trans = NAG_ALLOC(6 * ntrans, double)) ||
!(conn1 = NAG_ALLOC(3 * nelt1, Integer)) ||
!(conn2 = NAG_ALLOC(3 * nelt2, Integer)) ||
!(conn3 = NAG_ALLOC(3 * neltmx, Integer)) ||
!(edge1 = NAG_ALLOC(3 * nedge1, Integer)) ||
!(edge2 = NAG_ALLOC(3 * nedge2, Integer)) ||
!(edge3 = NAG_ALLOC(3 * nedmx, Integer)) ||
!(itype = NAG_ALLOC(ntrans, Integer)) ||
!(reft1 = NAG_ALLOC(nelt1, Integer)) ||
!(reft2 = NAG_ALLOC(nelt2, Integer)) ||
!(reft3 = NAG_ALLOC(neltmx, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nv1; ++i) {
#ifdef _WIN32

scanf_s("%lf", &COOR1(1, i));
#else

scanf("%lf", &COOR1(1, i));
#endif
#ifdef _WIN32

scanf_s("%lf", &COOR1(2, i));
#else

scanf("%lf", &COOR1(2, i));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (k = 1; k <= nelt1; ++k) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &CONN1(1, k));
#else

scanf("%" NAG_IFMT "", &CONN1(1, k));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &CONN1(2, k));
#else

scanf("%" NAG_IFMT "", &CONN1(2, k));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &CONN1(3, k));
#else

scanf("%" NAG_IFMT "", &CONN1(3, k));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &reftk);
#else

scanf("%" NAG_IFMT "", &reftk);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

reft1[k - 1] = 1;
reft2[k - 1] = 2;

}
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#ifdef _WIN32
scanf_s(" ’ %1s ’", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’", pmesh);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* the edges of the boundary */

ind = 0;

for (i = 1; i <= imaxm1; ++i) {
++ind;
EDGE1(1, ind) = i;
EDGE1(2, ind) = i + 1;
EDGE1(3, ind) = 1;

}

for (i = 1; i <= jmaxm1; ++i) {
++ind;
EDGE1(1, ind) = i * imax;
EDGE1(2, ind) = (i + 1) * imax;
EDGE1(3, ind) = 1;

}

for (i = 1; i <= imaxm1; ++i) {
++ind;
EDGE1(1, ind) = imax * jmax - i + 1;
EDGE1(2, ind) = imax * jmax - i;
EDGE1(3, ind) = 1;

}

for (i = 1; i <= jmaxm1; ++i) {
++ind;
EDGE1(1, ind) = (jmax - i) * imax + 1;
EDGE1(2, ind) = (jmax - i - 1) * imax + 1;
EDGE1(3, ind) = 1;

}

for (ktrans = 0; ktrans < 2; ++ktrans) {
/* Translation of the 1st domain to obtain the 2nd domain */
/* KTRANS = 0 leading to a domain overlapping */
/* KTRANS = 1 leading to a domain partition */

if (ktrans == 0) {
itrans = imax - 5;
jtrans = jmax - 3;

}
else {

itrans = imax - 1;
jtrans = 0;

}

itype[0] = 1;
TRANS(1, 1) = (double) itrans / (imax - 1.0);
TRANS(2, 1) = (double) jtrans / (jmax - 1.0);
itrace = 0;

/* nag_mesh2d_trans (d06dac).
* Generates a mesh resulting from an affine transformation
* of a given mesh
*/

nag_mesh2d_trans(mode, nv2, nedge2, nelt2, ntrans, itype, trans, coor1,
edge1, conn1, coor2, edge2, conn2, itrace, 0, &fail);

if (fail.code == NE_NOERROR) {
for (i = 1; i <= nedge2; ++i)

EDGE2(3, i) = 2;
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/* Call to the restitching driver */

itrace = 0;
eps = 0.01;

/* nag_mesh2d_join (d06dbc).
* Joins together two given adjacent (possibly overlapping)
* meshes
*/

nag_mesh2d_join(eps, nv1, nelt1, nedge1, coor1, edge1, conn1, reft1,
nv2, nelt2, nedge2, coor2, edge2, conn2, reft2, &nv3,
&nelt3, &nedge3, coor3, edge3, conn3, reft3, itrace,
0, &fail);

if (fail.code == NE_NOERROR) {
if (pmesh[0] == ’N’) {

if (ktrans == 0) {
printf("The restitched mesh characteristics\n");
printf("in the overlapping case\n");

}
else {

printf("in the partition case\n");
}
printf(" nv =%6" NAG_IFMT "\n", nv3);
printf(" nelt =%6" NAG_IFMT "\n", nelt3);
printf(" nedge =%6" NAG_IFMT "\n", nedge3);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the
NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n", nv3,
nelt3, nedge3);

for (i = 1; i <= nv3; ++i)
printf(" %15.6e %15.6e\n", COOR3(1, i), COOR3(2, i));

for (k = 1; k <= nelt3; ++k)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT ""

"%10" NAG_IFMT "\n", CONN3(1, k), CONN3(2, k),
CONN3(3, k), reft3[k - 1]);

for (k = 1; k <= nedge3; ++k)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n",

EDGE3(1, k), EDGE3(2, k), EDGE3(3, k));
}
else {

printf("Problem with the printing option Y or N\n");
exit_status = -1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_join (d06dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}
else {

printf("Error from nag_mesh2d_trans (d06dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

END:
NAG_FREE(coor1);
NAG_FREE(coor2);
NAG_FREE(coor3);
NAG_FREE(trans);
NAG_FREE(conn1);

d06 – Mesh Generation d06dbc

Mark 26 d06dbc.11



NAG_FREE(conn2);
NAG_FREE(conn3);
NAG_FREE(edge1);
NAG_FREE(edge2);
NAG_FREE(edge3);
NAG_FREE(itype);
NAG_FREE(reft1);
NAG_FREE(reft2);
NAG_FREE(reft3);

return exit_status;
}

int ex2(void)
{

const Integer nvmax = 900, nedmx = 200, neltmx = 2 * nvmax + 5,
ntrans = 1, nus = 0, nvint = 0, nvfix = 0;

static double ruser[1] = { -1.0 };
double eps;
Integer exit_status, i, itrace, j, k, l, ncomp, nedge1, nedge2, nedge3;
Integer nedge4, nedge5, nelt1, nelt2, nelt3, nelt4, nelt5, nlines;
Integer npropa, nqint, nv1, nv2, nv3, nv4, nv5, nvb1, nvb2, mode;
char pmesh[2];
double *coor1 = 0, *coor2 = 0, *coor3 = 0, *coor4 = 0, *coor5 = 0;
double *coorch = 0, *coorus = 0, *rate = 0, *trans = 0, *weight = 0;
Integer *conn1 = 0, *conn2 = 0, *conn3 = 0, *conn4 = 0, *conn5 = 0;
Integer *edge1 = 0, *edge2 = 0, *edge3 = 0, *edge4 = 0, *edge5 = 0;
Integer *itype = 0, *lcomp = 0, *lined = 0, *nlcomp = 0, *numfix = 0;
Integer *reft1 = 0, *reft2 = 0, *reft3 = 0, *reft4 = 0, *reft5 = 0;
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

/* For communication with user-supplied functions: */
comm.user = ruser;

exit_status = 0;

printf("\nExample 2\n\n");

/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Build the mesh of the 1st domain */
/* Initialize boundary mesh inputs: */
/* the number of line and of the characteristic points of */
/* the boundary mesh */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nlines);

#else
scanf("%" NAG_IFMT "", &nlines);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory */

if (!(coor1 = NAG_ALLOC(2 * nvmax, double)) ||
!(coor2 = NAG_ALLOC(2 * nvmax, double)) ||
!(coor3 = NAG_ALLOC(2 * nvmax, double)) ||
!(coor4 = NAG_ALLOC(2 * nvmax, double)) ||
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!(coor5 = NAG_ALLOC(2 * nvmax, double)) ||
!(coorch = NAG_ALLOC(2 * nlines, double)) ||
!(coorus = NAG_ALLOC(1, double)) ||
!(rate = NAG_ALLOC(nlines, double)) ||
!(trans = NAG_ALLOC(6 * ntrans, double)) ||
!(weight = NAG_ALLOC(1, double)) ||
!(conn1 = NAG_ALLOC(3 * neltmx, Integer)) ||
!(conn2 = NAG_ALLOC(3 * neltmx, Integer)) ||
!(conn3 = NAG_ALLOC(3 * neltmx, Integer)) ||
!(conn4 = NAG_ALLOC(3 * neltmx, Integer)) ||
!(conn5 = NAG_ALLOC(3 * neltmx, Integer)) ||
!(edge1 = NAG_ALLOC(3 * nedmx, Integer)) ||
!(edge2 = NAG_ALLOC(3 * nedmx, Integer)) ||
!(edge3 = NAG_ALLOC(3 * nedmx, Integer)) ||
!(edge4 = NAG_ALLOC(3 * nedmx, Integer)) ||
!(edge5 = NAG_ALLOC(3 * nedmx, Integer)) ||
!(itype = NAG_ALLOC(ntrans, Integer)) ||
!(lcomp = NAG_ALLOC(nlines, Integer)) ||
!(lined = NAG_ALLOC(4 * nlines, Integer)) ||
!(numfix = NAG_ALLOC(1, Integer)) ||
!(reft1 = NAG_ALLOC(2 * nvmax + 5, Integer)) ||
!(reft2 = NAG_ALLOC(2 * nvmax + 5, Integer)) ||
!(reft3 = NAG_ALLOC(2 * nvmax + 5, Integer)) ||
!(reft4 = NAG_ALLOC(2 * nvmax + 5, Integer)) ||
!(reft5 = NAG_ALLOC(2 * nvmax + 5, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Characteristic points of the boundary geometry */

for (j = 1; j <= nlines; ++j) {
#ifdef _WIN32

scanf_s("%lf", &COORCH(1, j));
#else

scanf("%lf", &COORCH(1, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 1; j <= nlines; ++j) {
#ifdef _WIN32

scanf_s("%lf", &COORCH(2, j));
#else

scanf("%lf", &COORCH(2, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* The lines of the boundary mesh */

for (j = 1; j <= nlines; ++j) {
#ifdef _WIN32

for (i = 1; i <= 4; ++i)
scanf_s("%" NAG_IFMT "", &LINED(i, j));

#else
for (i = 1; i <= 4; ++i)

scanf("%" NAG_IFMT "", &LINED(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &rate[j - 1]);
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#else
scanf("%lf", &rate[j - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* The number of connected components */
/* on the boundary and their data */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &ncomp);

#else
scanf("%" NAG_IFMT "", &ncomp);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory */

if (!(nlcomp = NAG_ALLOC(ncomp, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

j = 1;

for (i = 1; i <= ncomp; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nlcomp[i - 1]);
#else

scanf("%" NAG_IFMT "", &nlcomp[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

l = j + abs(nlcomp[i - 1]) - 1;
#ifdef _WIN32

for (k = j; k <= l; ++k)
scanf_s("%" NAG_IFMT "", &lcomp[k - 1]);

#else
for (k = j; k <= l; ++k)

scanf("%" NAG_IFMT "", &lcomp[k - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

j += abs(nlcomp[i - 1]);
}

itrace = 0;

/* Call to the 2D boundary mesh generator */

/* nag_mesh2d_bound (d06bac).
* Generates a boundary mesh
*/

nag_mesh2d_bound(nlines, coorch, lined, fbnd, coorus, nus, rate, ncomp,
nlcomp, lcomp, nvmax, nedmx, &nvb1, coor1, &nedge1,
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edge1, itrace, 0, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mesh2d_bound (d06bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate mesh using Delaunay-Voronoi method */

/* Initialize mesh control parameters */

itrace = 0;
npropa = 1;

/* nag_mesh2d_delaunay (d06abc).
* Generates a two-dimensional mesh using a Delaunay-Voronoi
* process
*/

nag_mesh2d_delaunay(nvb1, nvint, nvmax, nedge1, edge1, &nv1, &nelt1, coor1,
conn1, weight, npropa, itrace, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mesh2d_delaunay (d06abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (k = 1; k <= nelt1; ++k)
reft1[k - 1] = 1;

/* Call the smoothing routine */

nqint = 10;
/* nag_mesh2d_smooth (d06cac).
* Uses a barycentering technique to smooth a given mesh
*/

nag_mesh2d_smooth(nv1, nelt1, nedge1, coor1, edge1, conn1, nvfix, numfix,
itrace, 0, nqint, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mesh2d_smooth (d06cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Build the mesh of the 2nd domain */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nlines);

#else
scanf("%" NAG_IFMT "", &nlines);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Characteristic points of the boundary geometry */

#ifdef _WIN32
for (j = 1; j <= nlines; ++j)

scanf_s("%lf", &COORCH(1, j));
#else

for (j = 1; j <= nlines; ++j)
scanf("%lf", &COORCH(1, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
for (j = 1; j <= nlines; ++j)

scanf_s("%lf", &COORCH(2, j));
#else

for (j = 1; j <= nlines; ++j)
scanf("%lf", &COORCH(2, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* The lines of the boundary mesh */

for (j = 1; j <= nlines; ++j) {
#ifdef _WIN32

for (i = 1; i <= 4; ++i)
scanf_s("%" NAG_IFMT "", &LINED(i, j));

#else
for (i = 1; i <= 4; ++i)

scanf("%" NAG_IFMT "", &LINED(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &rate[j - 1]);
#else

scanf("%lf", &rate[j - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* The number of connected components */
/* to the boundary and their data */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &ncomp);

#else
scanf("%" NAG_IFMT "", &ncomp);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

j = 1;
for (i = 1; i <= ncomp; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nlcomp[i - 1]);

#else
scanf("%" NAG_IFMT "", &nlcomp[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (k = j; k <= j + abs(nlcomp[i - 1]) - 1; ++k)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &lcomp[k - 1]);
#else

scanf("%" NAG_IFMT "", &lcomp[k - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

j += abs(nlcomp[i - 1]);
}

#ifdef _WIN32
scanf_s(" ’ %1s ’", pmesh, (unsigned)_countof(pmesh));

#else
scanf(" ’ %1s ’", pmesh);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

itrace = 0;

/* Call to the 2D boundary mesh generator */

/* nag_mesh2d_bound (d06bac), see above. */
nag_mesh2d_bound(nlines, coorch, lined, fbnd, coorus, nus, rate, ncomp,

nlcomp, lcomp, nvmax, nedmx, &nvb2, coor2, &nedge2, edge2,
itrace, 0, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mesh2d_bound (d06bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate mesh using the advancing front method */

itrace = 0;

/* nag_mesh2d_front (d06acc).
* Generates a two-dimensional mesh using an Advancing-front
* method
*/

nag_mesh2d_front(nvb2, nvint, nvmax, nedge2, edge2, &nv2, &nelt2, coor2,
conn2, weight, itrace, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mesh2d_front (d06acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (k = 1; k <= nelt2; ++k)
reft2[k - 1] = 2;

/* Rotation of the 2nd domain mesh */
/* to produce the 3rd mesh domain */

itype[0] = 3;
TRANS(1, 1) = 6.0;
TRANS(2, 1) = -1.0;
TRANS(3, 1) = -90.0;
itrace = 0;
mode = 0;

/* nag_mesh2d_trans (d06dac), see above. */
nag_mesh2d_trans(mode, nv2, nedge2, nelt2, ntrans, itype, trans, coor2,

edge2, conn2, coor3, edge3, conn3, itrace, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mesh2d_trans (d06dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

nv3 = nv2;
nelt3 = nelt2;
nedge3 = nedge2;
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for (k = 1; k <= nelt3; ++k)
reft3[k - 1] = 3;

/* Restitching meshes 1 and 2 to form mesh 4 */

eps = 0.001;
itrace = 0;

/* nag_mesh2d_join (d06dbc), see above. */
nag_mesh2d_join(eps, nv1, nelt1, nedge1, coor1, edge1, conn1, reft1, nv2,

nelt2, nedge2, coor2, edge2, conn2, reft2, &nv4, &nelt4,
&nedge4, coor4, edge4, conn4, reft4, itrace, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mesh2d_join (d06dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Restitching meshes 3 and 4 to form mesh 5 */

itrace = 0;

/* nag_mesh2d_join (d06dbc), see above. */
nag_mesh2d_join(eps, nv4, nelt4, nedge4, coor4, edge4, conn4, reft4, nv3,

nelt3, nedge3, coor3, edge3, conn3, reft3, &nv5, &nelt5,
&nedge5, coor5, edge5, conn5, reft5, itrace, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mesh2d_join (d06dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (pmesh[0] == ’N’) {
printf("The restitched mesh characteristics\n");
printf(" nv =%6" NAG_IFMT "\n", nv5);
printf(" nelt =%6" NAG_IFMT "\n", nelt5);
printf(" nedge =%6" NAG_IFMT "\n", nedge5);

}
else if (pmesh[0] == ’Y’) {

/* Output the mesh to view it using the NAG Graphics Library */

printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n", nv5, nelt5,
nedge5);

for (i = 1; i <= nv5; ++i)
printf(" %15.6e %15.6e\n", COOR5(1, i), COOR5(2, i));

for (k = 1; k <= nelt5; ++k)
printf("%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n",

CONN5(1, k), CONN5(2, k), CONN5(3, k), reft5[k - 1]);

for (k = 1; k <= nedge5; ++k)
printf(" %10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n",

EDGE5(1, k), EDGE5(2, k), EDGE5(3, k));
}
else {

printf("Problem with the printing option Y or N\n");
}

END:
NAG_FREE(coor1);
NAG_FREE(coor2);
NAG_FREE(coor3);
NAG_FREE(coor4);
NAG_FREE(coor5);
NAG_FREE(coorch);
NAG_FREE(coorus);
NAG_FREE(rate);
NAG_FREE(trans);
NAG_FREE(weight);
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NAG_FREE(conn1);
NAG_FREE(conn2);
NAG_FREE(conn3);
NAG_FREE(conn4);
NAG_FREE(conn5);
NAG_FREE(edge1);
NAG_FREE(edge2);
NAG_FREE(edge3);
NAG_FREE(edge4);
NAG_FREE(edge5);
NAG_FREE(itype);
NAG_FREE(lcomp);
NAG_FREE(lined);
NAG_FREE(nlcomp);
NAG_FREE(numfix);
NAG_FREE(reft1);
NAG_FREE(reft2);
NAG_FREE(reft3);
NAG_FREE(reft4);
NAG_FREE(reft5);

return exit_status;
}

double NAG_CALL fbnd(Integer i, double x, double y, Nag_Comm *pcomm)
{

double radius2, x0, y0, ret_val;

if (pcomm->user[0] == -1.0) {
printf("(User-supplied callback fbnd, first invocation.)\n");
pcomm->user[0] = 0.0;

}

ret_val = 0.0;
switch (i) {
case 1:

/* inner circle */

x0 = 0.0;
y0 = 0.0;
radius2 = 1.0;
ret_val = (x - x0) * (x - x0) + (y - y0) * (y - y0) - radius2;
break;

case 2:

/* outer circle */

x0 = 0.0;
y0 = 0.0;
radius2 = 5.0;
ret_val = (x - x0) * (x - x0) + (y - y0) * (y - y0) - radius2;
break;

}

return ret_val;
}

10.2 Program Data

Note 1: since the data file for this example is quite large only a section of it is reproduced in this
document. The full data file is distributed with your implementation.

D06DBF Example Program Data
Example 1

400 722 :NV1 NELT1
0.000000E+00 0.000000E+00

.

.
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.
0.100000E+01 0.100000E+01 :COOR1(1:2,1:NV1)

1 2 22 0
.
.
.

379 400 399 0 :(CONN1(:,K), REFT, K = 1,...,NELT1)
’N’ : Printing option ’Y’ or ’N’

10.3 Program Results

nag_mesh2d_join (d06dbc) Example Program Results

Example 1

The restitched mesh characteristics
in the overlapping case
nv = 785
nelt = 1428
nedge = 152

in the partition case
nv = 780
nelt = 1444
nedge = 133

Example 2

(User-supplied callback fbnd, first invocation.)
The restitched mesh characteristics
nv = 643
nelt = 1133
nedge = 171

Example Program
Figure 1: Boundary and Interior Interface of Partitioned Squares
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Figure 2: Interior Mesh of Partitioned Squares

Figure 3: Boundary and Interior Interface of Overlapping Squares
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Figure 4: Interior Mesh of Overlapping Squares

Figure 5: Boundary and Interior Interfaces for Key Shape
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Figure 6: Interior Mesh of KeyShape
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NAG Library Chapter Contents

e01 – Interpolation

e01 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

e01aac 23 nag_1d_aitken_interp
Interpolated values, Aitken's technique, unequally spaced data, one variable

e01abc 23 nag_1d_everett_interp
Interpolated values, Everett's formula, equally spaced data, one variable

e01aec 7 nag_1d_cheb_interp
Interpolating functions, polynomial interpolant, data may include derivative
values, one variable

e01bac 2 nag_1d_spline_interpolant
Interpolating function, cubic spline interpolant, one variable

e01bec 1 nag_monotonic_interpolant
Interpolating function, monotonicity-preserving, piecewise cubic Hermite,
one variable

e01bfc 1 nag_monotonic_evaluate
Evaluation of interpolant computed by nag_monotonic_interpolant
(e01bec), function only

e01bgc 2 nag_monotonic_deriv
Evaluation of interpolant computed by nag_monotonic_interpolant
(e01bec), function and first derivative

e01bhc 2 nag_monotonic_intg
Evaluation of interpolant computed by nag_monotonic_interpolant
(e01bec), definite integral

e01dac 2 nag_2d_spline_interpolant
Interpolating function, bicubic spline interpolant, two variables

e01eac 25 nag_2d_triangulate
Triangulation of two-dimensional scattered grid, method of Renka and
Cline

e01ebc 25 nag_2d_triang_bary_eval
Barycentric interpolation on function values provided on a two-dimensional
scattered grid

e01rac 7 nag_1d_ratnl_interp
Interpolating functions, rational interpolant, one variable

e01rbc 7 nag_1d_ratnl_eval
Interpolated values, evaluate rational interpolant computed by nag_1
d_ratnl_interp (e01rac), one variable

e01sgc 8 nag_2d_shep_interp
Interpolating functions, modified Shepard's method, two variables

e01shc 8 nag_2d_shep_eval
Interpolated values, evaluate interpolant computed by nag_2d_shep_interp
(e01sgc), function and first derivatives, two variables

e01sjc 8 nag_2d_triang_interp
A function to generate a two-dimensional surface interpolating a set of data
points, using the method of Renka and Cline

e01skc 8 nag_2d_triang_eval
A function to evaluate, at a set of points, the two-dimensional interpolant
function generated by nag_2d_triang_interp (e01sjc)

e01tgc 7 nag_3d_shep_interp
Interpolating functions, modified Shepard's method, three variables
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e01thc 7 nag_3d_shep_eval
Interpolated values, evaluate interpolant computed by nag_3d_shep_interp
(e01tgc), function and first derivatives, three variables

e01tkc 23 nag_4d_shep_interp
Interpolating functions, modified Shepard's method, four variables

e01tlc 23 nag_4d_shep_eval
Interpolated values, evaluate interpolant computed by nag_4d_shep_interp
(e01tkc), function and first derivatives, four variables

e01tmc 23 nag_5d_shep_interp
Interpolating functions, modified Shepard's method, five variables

e01tnc 23 nag_5d_shep_eval
Interpolated values, evaluate interpolant computed by nag_5d_shep_interp
(e01tmc), function and first derivatives, five variables

e01zmc 24 nag_nd_shep_interp
Interpolating function, modified Shepard's method, d dimensions

e01znc 24 nag_nd_shep_eval
Interpolated values, evaluate interpolant computed by nag_nd_shep_interp
(e01zmc), function and first derivatives, d dimensions
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NAG Library Chapter Introduction

e01 – Interpolation
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1 Scope of the Chapter

This chapter is concerned with the interpolation of a function of one or more variables. When provided
with the value of the function (and possibly one or more of its lowest-order derivatives) at each of a
number of values of the variable(s), the NAG C Library functions provide either an interpolating
function or an interpolated value. For some of the interpolating functions, there are supporting NAG C
Library functions to evaluate, differentiate or integrate them.

2 Background to the Problems

In motivation and in some of its numerical processes, this chapter has much in common with Chapter
e02 (Curve and Surface Fitting). For this reason, we shall adopt the same terminology and refer to
dependent variable and independent variable(s) instead of function and variable(s). Where there is only
one independent variable, we shall denote it by x and the dependent variable by y. Thus, in the basic
problem considered in this chapter, we are given a set of distinct values x1; x2; . . . ; xm of x and a
corresponding set of values y1; y2; . . . ; ym of y, and we shall describe the problem as being one of
interpolating the data points xr; yrð Þ, rather than interpolating a function. In modern usage, however,
interpolation can have either of two rather different meanings, both relevant to functions in this
chapter. They are

(a) the determination of a function of x which takes the value yr at x ¼ xr, for r ¼ 1; 2; . . . ;m (an
interpolating function or interpolant),

(b) the determination of the value (interpolated value or interpolate) of an interpolating function at
any given value, say x̂, of x within the range of the xr (so as to estimate the value at x̂ of the
function underlying the data).

The latter is the older meaning, associated particularly with the use of mathematical tables. The term
‘function underlying the data’, like the other terminology described above, is used so as to cover
situations additional to those in which the data points have been computed from a known function, as
with a mathematical table. In some contexts, the function may be unknown, perhaps representing the
dependency of one physical variable on another, say temperature upon time.

Whether the underlying function is known or unknown, the object of interpolation will usually be to
approximate it to acceptable accuracy by a function which is easy to evaluate anywhere in some range
of interest. Polynomials, rational functions (ratios of two polynomials) and piecewise polynomials, such
as cubic splines (see Section 2.2 in the e02 Chapter Introduction for definitions of terms in the latter
case), being easy to evaluate and also capable of approximating a wide variety of functions, are the
types of function mostly used in this chapter as interpolating functions. An interpolating polynomial is
taken to have degree m� 1 when there are m data points, and so it is unique. It is called the Lagrange
interpolating polynomial. The rational function, in the special form used, is also unique. An
interpolating spline, on the other hand, depends on the choice made for the knots.

One way of achieving the objective in (b) above is, of course, through (a), but there are also methods
which do not involve the explicit computation of the interpolating function. Everett's formula and
Aitken's successive linear interpolation (see Dahlquist and BjÎrck (1974)) provide two such methods.
Both are used in this chapter and determine a value of the Lagrange interpolating polynomial.

It is important to appreciate, however, that the Lagrange interpolating polynomial often exhibits
unwanted fluctuations between the data points. These tend to occur particularly towards the ends of the
data range, and to get larger with increasing number of data points. In severe cases, such as with 30 or
40 equally spaced values of x, the polynomial can take on values several orders of magnitude larger
than the data values. (Closer spacing near the ends of the range tends to improve the situation, and
wider spacing tends to make it worse.) Clearly, therefore, the Lagrange polynomial often gives a very
poor approximation to the function underlying the data. On the other hand, it can be perfectly
satisfactory when its use is restricted to providing interpolated values away from the ends of the data
range from a reasonably small number of data values.

In contrast, a cubic spline which interpolates a large number of data points can often be used
satisfactorily over the whole of the data range. Unwanted fluctuations can still arise but much less
frequently and much less severely than with polynomials. Rational functions, when appropriate, would
also be used over the whole data range. The main danger with these functions is that their polynomial
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denominators may take zero values within that range. Unwanted fluctuations are avoided altogether by a
function using piecewise cubic polynomials having only first derivative continuity. It is designed
especially for monotonic data, but for other data still provides an interpolant which increases, or
decreases, over the same intervals as the data.

The concept of interpolation can be generalized in a number of ways. Firstly, at each x, the
interpolating function may be required to take on not only a given value but also given values for all its
derivatives up to some specified order (which can vary with r). This is the Hermite–Birkoff
interpolation problem. Secondly, we may be required to estimate the value of the underlying function at
a value x̂ outside the range of the data. This is the process of extrapolation. In general, it is a good
deal less accurate than interpolation and is to be avoided whenever possible.

Interpolation can also be extended to the case of two or more independent variables. If the data values
are given at the intersections of a regular two-dimensional mesh bicubic splines (see Section 2.3.2 in
the e02 Chapter Introduction) are very suitable and usually very effective for the problem. For other
cases, perhaps where the data values are quite arbitrarily scattered, polynomials and splines are not at
all appropriate and special forms of interpolating function have to be employed. Many such forms have
been devised and two of the most successful are in functions in this chapter. They both have continuity
in first, but not higher, derivatives.

3 Recommendations on Choice and Use of Available Functions

3.1 General

Before undertaking interpolation, in other than the simplest cases, you should seriously consider the
alternative of using a function from Chapter e02 to approximate the data by a polynomial or spline
containing significantly fewer coefficients than the corresponding interpolating function. This approach
is much less liable to produce unwanted fluctuations and so can often provide a better approximation to
the function underlying the data.

When interpolation is employed to approximate either an underlying function or its values, you will
need to be satisfied that the accuracy of approximation achieved is adequate. There may be a means for
doing this which is particular to the application, or the function used may itself provide a means. In
other cases, one possibility is to repeat the interpolation using one or more extra data points, if they are
available, or otherwise one or more fewer, and to compare the results. Other possibilities, if it is an
interpolating function which is determined, are to examine the function graphically, if that gives
sufficient accuracy, or to observe the behaviour of the differences in a finite difference table, formed
from evaluations of the interpolating function at equally-spaced values of x over the range of interest.
The spacing should be small enough to cause the typical size of the differences to decrease as the order
of difference increases.

3.2 One Independent Variable

3.2.1 Interpolated values: data without derivatives

When the underlying function is well represented by data points on both sides of the value, x̂, at which
an interpolated value is required, nag_1d_everett_interp (e01abc) should be tried first if the data points
are equally spaced, nag_1d_aitken_interp (e01aac) if they are not. Both compute a value of the
Lagrange interpolating polynomial, the first using Everett's formula, the second Aitken's successive
linear interpolation. The first function requires an equal (or nearly equal) number of data points on each
side of x̂; such a distribution of points is preferable also for the second function. If there are many data
points, this will be achieved simply by using only an appropriate subset for each value of x̂. Ten to
twelve data points are the most that would be required for many problems. Both functions provide a
means of assessing the accuracy of an interpolated value, with nag_1d_everett_interp (e01abc) by
examination of the size of the finite differences supplied, with nag_1d_aitken_interp (e01aac) by
intercomparison of the set of interpolated values obtained from polynomials of increasing degree.

In other cases, or when the above functions fail to produce a satisfactory result, one of the functions
discussed in the next section should be used. The spline and other piecewise polynomial functions are
the most generally applicable. They are particularly appropriate when interpolated values towards the
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ends of the range are required. They are also likely to be preferable, for reasons of economy, when
many interpolated values are required.

nag_1d_aitken_interp (e01aac) above, and three of the functions discussed in the next section, can be
used to compute extrapolated values. These three are nag_1d_cheb_interp (e01aec), nag_monotoni
c_interpolant (e01bec) and nag_1d_ratnl_interp (e01rac) based on polynomials, piecewise polynomials
and rational functions respectively. Extrapolation is not recommended in general, but can sometimes
give acceptable results if it is to a point not far outside the data range, and only the few nearest data
points are used in the process. nag_1d_ratnl_interp (e01rac) is most likely to be successful.

3.2.2 Interpolating function: data without derivatives

nag_1d_cheb_interp (e01aec) computes the Lagrange interpolating polynomial by a method (based on
Newton's formula with divided differences (see FrÎberg (1970)) which has proved numerically very
stable. However, the likelihood of the polynomial having unwanted fluctuations, particularly near the
ends of the data range when a moderate or large number of data points are used, should be remembered.

Such fluctuations of the polynomial can be avoided if you are at liberty to choose the x values at which
to provide data points. In this case, a function from Chapter e02, namely nag_1d_cheb_interp_fit
(e02afc), should be used in the manner and with the x values discussed in Section 3.2.2 in the e02
Chapter Introduction.

Usually however, when the whole of the data range is of interest, it is preferable to use a cubic spline as
the interpolating function. nag_1d_spline_interpolant (e01bac) computes an interpolating cubic spline,
using a particular choice for the set of knots which has proved generally satisfactory in practice. If you
wish to choose a different set, a cubic spline function from Chapter e02, namely nag_1d_spline_
fit_knots (e02bac), may be used in its interpolating mode, setting spline:n ¼ mdist þ 4 and all elements
of the argument weights to unity.

The cubic spline does not always avoid unwanted fluctuations, especially when the data shows a steep
slope close to a region of small slope, or when the data inadequately represents the underlying curve. In
such cases, nag_monotonic_interpolant (e01bec) can be very useful. It derives a piecewise cubic
polynomial (with first derivative continuity) which, between any adjacent pair of data points, either
increases all the way, or decreases all the way (or stays constant). It is especially suited to data which is
monotonic over the whole range.

In this function, the interpolating function is represented simply by its value and first derivative at the
data points. Supporting functions compute its value and first derivative elsewhere, as well as its definite
integral over an arbitrary interval. The other functions mentioned, namely nag_1d_cheb_interp (e01aec)
and nag_1d_spline_interpolant (e01bac), provide the interpolating function either in Chebyshev series
form or in B-spline form (see Sections 2.2.1 and 2.2.2 in the e02 Chapter Introduction). Functions for
evaluating, differentiating and integrating these forms are discussed in Section 3.7 in the e02 Chapter
Introduction. The splines and other piecewise cubics will normally provide better estimates of the
derivatives of the underlying function than will interpolating polynomials, at any rate away from the
central part of the data range.

nag_1d_ratnl_interp (e01rac) computes an interpolating rational function. It is intended mainly for those
cases where you know that this form of function is appropriate. However, it is also worth trying in
cases where the other functions have proved unsatisfactory. nag_1d_ratnl_eval (e01rbc) is available to
compute values of the function provided by nag_1d_ratnl_interp (e01rac).

3.2.3 Data containing derivatives

nag_1d_cheb_interp (e01aec) (see Section 3.2.2) can also compute the polynomial which, at each xr,
has not only a specified value yr but also a specified value of each derivative up to order pr.
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3.3 Two Independent Variables

3.3.1 Data on a rectangular mesh

Given the value fqr of the dependent variable f at the point xq; yr
� �

in the plane of the independent
variables x and y, for each q ¼ 1; 2; . . . ;m and r ¼ 1; 2; . . . ; n (so that the points xq; yr

� �
lie at the

m� n intersections of a rectangular mesh), nag_2d_spline_interpolant (e01dac) computes an
interpolating bicubic spline, using a particular choice for each of the spline's knot-set. This choice,
the same as in nag_1d_spline_interpolant (e01bac), has proved generally satisfactory in practice. If,
instead, you wish to specify your own knots, a function from Chapter e02, namely
nag_2d_spline_fit_panel (e02dac), may be used (it is more cumbersome for the purpose, however,
and much slower for larger problems). Using m and n in the above sense, the argument m must be set
to m� n, spline.nx and spline.ny must be set to mþ 4 and nþ 4 respectively and all elements of w
should be set to unity. The recommended value for eps is zero.

3.3.2 Arbitrary data

As remarked at the end of Section 2, specific methods of interpolating are required for this problem,
which can often be difficult to solve satisfactorily. Two of the most successful are employed in
nag_2d_shep_interp (e01sgc) and nag_2d_triang_interp (e01sjc), the two functions which (with their
respective evaluation functions nag_2d_shep_eval (e01shc) and nag_2d_triang_eval (e01skc)) are
provided for the problem. Definitions can be found in the function documents. Both interpolants have
first derivative continuity and are ‘local’, in that their value at any point depends only on data in the
immediate neighbourhood of the point. This latter feature is necessary for large sets of data to avoid
prohibitive computing time. nag_2d_shep_eval (e01shc) allows evaluation of the interpolant and its first
partial derivatives.

The relative merits of the two methods vary with the data and it is not possible to predict which will be
the better in any particular case.

nag_2d_shep_interp (e01sgc) and nag_2d_triang_interp (e01sjc) each perform a triangulation of the
scattered data points and then calculate a bicubic interpolant based on this triangulation and on the
function values at the scattered points (which can be evaluated by nag_2d_shep_eval (e01shc) and
nag_2d_triang_eval (e01skc) respectively). Where derivative continuity is not essential and where
bilinear interpolated values are sufficient, nag_2d_triangulate (e01eac) (which performs the same
triangulation as nag_2d_shep_interp (e01sgc) and nag_2d_triang_interp (e01sjc)) and nag_2d_triang_
bary_eval (e01ebc) (which performs barycentric interpolation using the set of function values) may be
used.

3.4 Three Independent Variables

3.4.1 Arbitrary data

The function nag_3d_shep_interp (e01tgc) and its evaluation function nag_3d_shep_eval (e01thc) are
provided for interpolation of three-dimensional scattered data. As in the case of two independent
variables, the method is local, and produces an interpolant with first derivative continuity.
nag_3d_shep_eval (e01thc) allows evaluation of the interpolant and its first partial derivatives.

3.5 Four and Five Independent Variables

3.5.1 Arbitrary data

The function nag_4d_shep_interp (e01tkc) and its evaluation function nag_4d_shep_eval (e01tlc) allow
interpolation of four-dimensional scattered data, while the function nag_5d_shep_interp (e01tmc) and
its evaluation function nag_5d_shep_eval (e01tnc) allow interpolation of five-dimensional scattered
data. nag_4d_shep_interp (e01tkc) and nag_5d_shep_interp (e01tmc) are higher dimensional analogues
to the functions nag_2d_shep_interp (e01sgc) and nag_3d_shep_interp (e01tgc), while nag_4d_shep_e
val (e01tlc) and nag_5d_shep_eval (e01tnc) are analogous to nag_2d_shep_eval (e01shc) and
nag_3d_shep_eval (e01thc).
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3.6 Multidimensional interpolation

3.6.1 Arbitrary data

Interpolation of scattered data in d-dimensions, where d > 2, is provided by function nag_nd_
shep_interp (e01zmc). This extends the local method of nag_3d_shep_interp (e01tgc) and
nag_4d_shep_interp (e01tkc) to higher dimensions. Evaluation of the interpolant, which has continuous
first derivatives, is carried out by function nag_nd_shep_eval (e01znc).

4 Decision Tree

Tree 1

More than one independent variable?
yes

Data on rectangular mesh?
yes

e01dac

no

Two independent variables?
yes

e01sgc, e01sjc or e01eac

no

Three independent variables?
yes

e01tgc

no

Four independent variables?
yes

e01tkc

no

Five independent variables?
yes

e01tmc

no

More than five independent variables?
yes

e01zmc

no

Does data contain derivatives?
yes

e01aec

no

Interpolating function required?
yes

Do you wish to impose monotonicity?
yes

e01bec

no

Polynomial function required?
yes

e01aec

no

Rational function required?
yes

e01rac

no

e01bac unless you have received an
unacceptable result in which case

e01bec

no

Well away from end of data range?
yes

Data points equally spaced?
yes

e01abc

no

e01aac

no

e01bac unless you have received an
unacceptable result in which case

e01bec

5 Functionality Index

Derivative,
of interpolant,

from nag_monotonic_interpolant (e01bec) ................................... nag_monotonic_deriv (e01bgc)
from nag_2d_shep_interp (e01sgc) .................................................... nag_2d_shep_eval (e01shc)
from nag_3d_shep_interp (e01tgc) ..................................................... nag_3d_shep_eval (e01thc)
from nag_4d_shep_interp (e01tkc) ...................................................... nag_4d_shep_eval (e01tlc)
from nag_5d_shep_interp (e01tmc) .................................................... nag_5d_shep_eval (e01tnc)
from nag_nd_shep_interp (e01zmc) ................................................... nag_nd_shep_eval (e01znc)
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Evaluation,
of interpolant,

from nag_monotonic_interpolant (e01bec) ............................... nag_monotonic_evaluate (e01bfc)
from nag_1d_ratnl_interp (e01rac) ..................................................... nag_1d_ratnl_eval (e01rbc)
from nag_2d_shep_interp (e01sgc) .................................................... nag_2d_shep_eval (e01shc)
from nag_2d_triang_interp (e01sjc) ................................................. nag_2d_triang_eval (e01skc)
from nag_3d_shep_interp (e01tgc) ..................................................... nag_3d_shep_eval (e01thc)
from nag_4d_shep_interp (e01tkc) ...................................................... nag_4d_shep_eval (e01tlc)
from nag_5d_shep_interp (e01tmc) .................................................... nag_5d_shep_eval (e01tnc)
from nag_nd_shep_interp (e01zmc) ................................................... nag_nd_shep_eval (e01znc)
from triangulation from nag_2d_triangulate (e01eac) ............ nag_2d_triang_bary_eval (e01ebc)

Extrapolation,
one variable,

piecewise cubic .................................................................... nag_monotonic_interpolant (e01bec)
polynomial,

data with or without derivatives ................................................ nag_1d_cheb_interp (e01aec)
general data ............................................................................... nag_1d_aitken_interp (e01aac)

rational function ................................................................................ nag_1d_ratnl_interp (e01rac)

Integration (definite) of interpolant from nag_monotonic_interpolant (e01bec)
..... nag_monotonic_intg (e01bhc)

Interpolated values,
d variables,

from interpolant from nag_nd_shep_interp (e01zmc) ....................... nag_nd_shep_eval (e01znc)
five variables,

from interpolant from nag_5d_shep_interp (e01tmc) ........................ nag_5d_shep_eval (e01tnc)
four variables,

from interpolant from nag_4d_shep_interp (e01tkc) .......................... nag_4d_shep_eval (e01tlc)
one variable,

from interpolant from nag_monotonic_interpolant (e01bec) ..... nag_monotonic_evaluate (e01bfc)
from interpolant from nag_monotonic_interpolant (e01bec) (including derivative)

..... nag_monotonic_deriv (e01bgc)
from polynomial,

equally spaced data ................................................................. nag_1d_everett_interp (e01abc)
general data ............................................................................... nag_1d_aitken_interp (e01aac)

from rational function ......................................................................... nag_1d_ratnl_eval (e01rbc)
three variables,

from interpolant from nag_3d_shep_interp (e01tgc) ......................... nag_3d_shep_eval (e01thc)
two variables,

barycentric, from triangulation from nag_2d_triangulate (e01eac)
..... nag_2d_triang_bary_eval (e01ebc)

from interpolant from nag_2d_shep_interp (e01sgc) ......................... nag_2d_shep_eval (e01shc)
from interpolant from nag_2d_triang_interp (e01sjc) ..................... nag_2d_triang_eval (e01skc)

Interpolating function,
d variables,

modified Shepard method ............................................................... nag_nd_shep_interp (e01zmc)
five variables,

modified Shepard method ................................................................ nag_5d_shep_interp (e01tmc)
four variables,

modified Shepard method ................................................................. nag_4d_shep_interp (e01tkc)
one variable,

cubic spline ............................................................................ nag_1d_spline_interpolant (e01bac)
other piecewise polynomial ................................................. nag_monotonic_interpolant (e01bec)
polynomial,

data with or without derivatives ................................................ nag_1d_cheb_interp (e01aec)
rational function ................................................................................ nag_1d_ratnl_interp (e01rac)

e01 – Interpolation Introduction – e01

Mark 26 e01.7



three variables,
modified Shepard method ................................................................. nag_3d_shep_interp (e01tgc)

two variables,
bicubic spline ......................................................................... nag_2d_spline_interpolant (e01dac)
modified Shepard method ................................................................ nag_2d_shep_interp (e01sgc)
other piecewise polynomial ............................................................ nag_2d_triang_interp (e01sjc)
triangulation ....................................................................................... nag_2d_triangulate (e01eac)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_2d_scat_interpolant (e01sac) 23 nag_2d_shep_interp (e01sgc) or nag_2d_triang_in
terp (e01sjc)

nag_2d_scat_eval (e01sbc) 23 nag_2d_shep_eval (e01shc) or nag_2d_triang_eval
(e01skc)

nag_2d_scat_free (e01szc) 23 No longer required.

8 References

Dahlquist G and BjÎrck Ð (1974) Numerical Methods Prentice–Hall

FrÎberg C E (1970) Introduction to Numerical Analysis Addison–Wesley
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NAG Library Function Document

nag_1d_aitken_interp (e01aac)

1 Purpose

nag_1d_aitken_interp (e01aac) interpolates a function of one variable at a given point x from a table of
function values yi evaluated at equidistant or non-equidistant points xi, for i ¼ 1; 2; . . . ; nþ 1, using
Aitken's technique of successive linear interpolations.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_1d_aitken_interp (Integer n, double a[], double b[], double c[],
double x, NagError *fail)

3 Description

nag_1d_aitken_interp (e01aac) interpolates a function of one variable at a given point x from a table of
values xi and yi, for i ¼ 1; 2; . . . ; nþ 1 using Aitken's method (see FrÎberg (1970)). The intermediate
values of linear interpolations are stored to enable an estimate of the accuracy of the results to be made.

4 References

FrÎberg C E (1970) Introduction to Numerical Analysis Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: the number of intervals which are to be used in interpolating the value at x; that is,
there are nþ 1 data points xi; yið Þ.
Constraint: n > 0.

2: a½nþ 1� – double Input/Output

On entry: a½i � 1� must contain the x-component of the ith data point, xi, for i ¼ 1; 2; . . . ; nþ 1.

On exit: a½i � 1� contains the value xi � x, for i ¼ 1; 2; . . . ; nþ 1.

3: b½nþ 1� – double Input/Output

On entry: b½i � 1� must contain the y-component (function value) of the ith data point, yi, for
i ¼ 1; 2; . . . ; nþ 1.

On exit: the contents of b are unspecified.

4: c½n� nþ 1ð Þ=2� – double Output

On exit:

c½0�; . . . ; c½n� 1� contain the first set of linear interpolations,

c½n�; . . . ; c½2� n� 2� contain the second set of linear interpolations,

c½2n� 1�; . . . ; c½3� n� 4� contain the third set of linear interpolations,

e01 – Interpolation e01aac

Mark 26 e01aac.1



..

.

c½n� nþ 1ð Þ=2� 1� contains the interpolated function value at the point x.

5: x – double Input

On entry: the point x at which the interpolation is required.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

An estimate of the accuracy of the result can be made from a comparison of the final result and the
previous interpolates, given in the array c. In particular, the first interpolate in the ith set, for
i ¼ 1; 2; . . . ; n, is the value at x of the polynomial interpolating the first iþ 1ð Þ data points. It is given
in position i� 1ð Þ 2n� iþ 2ð Þ=2 of the array c. Ideally, providing n is large enough, this set of n
interpolates should exhibit convergence to the final value, the difference between one interpolate and
the next settling down to a roughly constant magnitude (but with varying sign). This magnitude
indicates the size of the error (any subsequent increase meaning that the value of n is too high). Better
convergence will be obtained if the data points are supplied, not in their natural order, but ordered so
that the first i data points give good coverage of the neighbourhood of x, for all i. To this end, the
following ordering is recommended as widely suitable: first the point nearest to x, then the nearest point
on the opposite side of x, followed by the remaining points in increasing order of their distance from x,
that is of xr � xj j. With this modification the Aitken method will generally perform better than the
related method of Neville, which is often given in the literature as superior to that of Aitken.
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8 Parallelism and Performance

nag_1d_aitken_interp (e01aac) is not threaded in any implementation.

9 Further Comments

The computation time for interpolation at any point x is proportional to n� nþ 1ð Þ=2.

10 Example

This example interpolates at x ¼ 0:28 the function value of a curve defined by the points

xi �1:00 �0:50 0:00 0:50 1:00 1:50
yi 0:00 �0:53 �1:00 �0:46 2:00 11:09

� �
:

10.1 Program Text

/* nag_1d_aitken_interp (e01aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, n;
double x;
NagError fail;
/* Arrays */
double *a = 0, *b = 0, *c = 0;

INIT_FAIL(fail);

printf("nag_1d_aitken_interp (e01aac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &x);
#else

scanf("%lf", &x);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Allocate memory */
if (!(a = NAG_ALLOC((n + 1), double)) ||

!(b = NAG_ALLOC((n + 1), double)) ||
!(c = NAG_ALLOC((n * (n + 1) / 2), double)))

{
printf("Allocation failure\n\n");
exit_status = -1;
goto END;

}

for (i = 0; i <= n; i++)
#ifdef _WIN32

scanf_s("%lf", &a[i]);
#else

scanf("%lf", &a[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i <= n; i++)
#ifdef _WIN32

scanf_s("%lf", &b[i]);
#else

scanf("%lf", &b[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_1d_aitken_interp (e01aac).
* Interpolated values, Aitken’s technique,
* unequally spaced data, one variable.
*/

nag_1d_aitken_interp(n, a, b, c, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_aitken_interp (e01aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Interpolated values\n");
k = 0;
for (i = 1; i <= n - 1; i++) {

for (j = k; j <= k + n - i; j++)
printf("%12.5f", c[j]);

printf("\n");
k = j;

}
printf("\nInterpolation point = %12.5f\n", x);
printf("\nFunction value at interpolation point = %12.5f\n",

c[n * (n + 1) / 2 - 1]);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_1d_aitken_interp (e01aac) Example Program Data
5 0.28

-1.00 -0.50 0.00 0.50 1.00 1.50
0.00 -0.53 -1.00 -0.46 2.00 11.09
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10.3 Program Results

nag_1d_aitken_interp (e01aac) Example Program Results

Interpolated values
-1.35680 -1.28000 -0.39253 1.28000 5.67808
-1.23699 -0.60467 0.01434 1.38680
-0.88289 -0.88662 -0.74722
-0.88125 -0.91274

Interpolation point = 0.28000

Function value at interpolation point = -0.83591
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NAG Library Function Document

nag_1d_everett_interp (e01abc)

1 Purpose

nag_1d_everett_interp (e01abc) interpolates a function of one variable at a given point x from a table of
function values evaluated at equidistant points, using Everett's formula.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_1d_everett_interp (Integer n, double p, double a[], double g[],
NagError *fail)

3 Description

nag_1d_everett_interp (e01abc) interpolates a function of one variable at a given point

x ¼ x0 þ ph;

where �1 < p < 1 and h is the interval of differencing, from a table of values xm ¼ x0 þmh and ym
where m ¼ � n� 1ð Þ;� n� 2ð Þ; . . . ;�1; 0; 1; . . . ; n. The formula used is that of FrÎberg (1970),
neglecting the remainder term:

yp ¼
Xn�1
r¼0

1� pþ r
2rþ 1

� �
�2ry0 þ

Xn�1
r¼0

pþ r
2rþ 1

� �
�2ry1:

The values of �2ry0 and �2ry1 are stored on exit from the function in addition to the interpolated
function value yp.

4 References

FrÎberg C E (1970) Introduction to Numerical Analysis Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, half the number of points to be used in the interpolation.

Constraint: n > 0.

2: p – double Input

On entry: the point p at which the interpolated function value is required, i.e., p ¼ x� x0ð Þ=h
with �1:0 < p < 1:0.

Constraint: �1:0 < p < 1:0.

3: a½2� n� – double Input/Output

On entry: a½i � 1� must be set to the function value yi�n, for i ¼ 1; 2; . . . ; 2n.

On exit: the contents of a are unspecified.
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4: g½2� nþ 1� – double Output

On exit: the array contains

y0 in g½0�

y1 in g½1�

�2ry0 in g½2r�

�2ry1 in g½2r þ 1�, for r ¼ 1; 2; . . . ; n� 1.

The interpolated function value yp is stored in g½2n�.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, p ¼ valueh i.
Constraint: p < 1:0.

On entry, p ¼ valueh i.
Constraint: p > �1:0.

7 Accuracy

In general, increasing n improves the accuracy of the result until full attainable accuracy is reached,
after which it might deteriorate. If x lies in the central interval of the data (i.e., 0:0 � p < 1:0), as is
desirable, an upper bound on the contribution of the highest order differences (which is usually an
upper bound on the error of the result) is given approximately in terms of the elements of the array g by
a� g½2n� 2�j j þ g½2n� 1�j jð Þ, where a ¼ 0:1, 0:02, 0:005, 0:001, 0:0002 for n ¼ 1; 2; 3; 4; 5
respectively, thereafter decreasing roughly by a factor of 4 each time.
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8 Parallelism and Performance

nag_1d_everett_interp (e01abc) is not threaded in any implementation.

9 Further Comments

The computation time increases as the order of n increases.

10 Example

This example interpolates at the point x ¼ 0:28 from the function values

xi �1:00 �0:50 0:00 0:50 1:00 1:50
yi 0:00 �0:53 �1:00 �0:46 2:00 11:09

� �
:

We take n ¼ 3 and p ¼ 0:56.

10.1 Program Text

/* nag_1d_everett_interp (e01abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n, r;
double p;
NagError fail;
/* Local Arrays */
double *a = 0, *g = 0;

INIT_FAIL(fail);

printf("nag_1d_everett_interp (e01abc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &p);
#else

scanf("%lf", &p);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* Allocate memory */
if (!(a = NAG_ALLOC((2 * n), double)) ||

!(g = NAG_ALLOC((2 * n + 1), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < 2 * n; i++)
#ifdef _WIN32

scanf_s("%lf", &a[i]);
#else

scanf("%lf", &a[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_1d_everett_interp (e01abc).
* Interpolated values, Everett’s formula, equally spaced data, one variable.
*/

nag_1d_everett_interp(n, p, a, g, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_everett_interp (e01abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
for (r = 0; r <= n - 1; r++) {

printf("Central differences order %" NAG_IFMT " of Y0 = %12.5f\n",
r, g[2 * r]);

printf(" Y1 = %12.5f\n", g[2 * r + 1]);
}
printf("\n");
printf("Function value at interpolation point = %12.5f\n", g[2 * n]);

END:
NAG_FREE(a);
NAG_FREE(g);

return exit_status;
}

10.2 Program Data

nag_1d_everett_interp (e01abc) Example Program Data
3 0.56

0.00 -0.53 -1.00 -0.46 2.00 11.09

10.3 Program Results

nag_1d_everett_interp (e01abc) Example Program Results

Central differences order 0 of Y0 = -1.00000
Y1 = -0.46000

Central differences order 1 of Y0 = 1.01000
Y1 = 1.92000

Central differences order 2 of Y0 = -0.04000
Y1 = 3.80000

Function value at interpolation point = -0.83591
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NAG Library Function Document

nag_1d_cheb_interp (e01aec)

1 Purpose

nag_1d_cheb_interp (e01aec) constructs the Chebyshev series representation of a polynomial interpolant
to a set of data which may contain derivative values.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_1d_cheb_interp (Integer m, double xmin, double xmax,
const double x[], const double y[], const Integer p[], Integer itmin,
Integer itmax, double a[], double perf[], Integer *num_iter,
NagError *fail)

3 Description

Let m distinct values xi of an independent variable x be given, with xmin � xi � xmax , for
i ¼ 1; 2; . . . ;m. For each value xi, suppose that the value yi of the dependent variable y together with
the first pi derivatives of y with respect to x are given. Each pi must therefore be a non-negative

integer, with the total number of interpolating conditions, n, equal to mþ
Xm
i¼1
pi.

nag_1d_cheb_interp (e01aec) calculates the unique polynomial q xð Þ of degree n� 1 (or less) which is

such that q kð Þ xið Þ ¼ y kð Þ
i , for i ¼ 1; 2; . . . ;m and k ¼ 0; 1; . . . ; pi. Here q 0ð Þ xið Þ means q xið Þ. This

polynomial is represented in Chebyshev series form in the normalized variable �x, as follows:

q xð Þ ¼ 1
2a0T0 �xð Þ þ a1T1 �xð Þ þ � � � þ an�1Tn�1 �xð Þ;

where

�x ¼ 2x� xmin � xmax

xmax � xmin

so that �1 � �x � 1 for x in the interval xmin to xmax , and where Ti �xð Þ is the Chebyshev polynomial of
the first kind of degree i with argument �x.

(The polynomial interpolant can subsequently be evaluated for any value of x in the given range by
using nag_1d_cheb_eval2 (e02akc). Chebyshev series representations of the derivative(s) and integral(s)
of q xð Þ may be obtained by (repeated) use of nag_1d_cheb_deriv (e02ahc) and nag_1d_cheb_intg
(e02ajc).)

The method used consists first of constructing a divided-difference table from the normalized �x values
and the given values of y and its derivatives with respect to �x. The Newton form of q xð Þ is then
obtained from this table, as described in Huddleston (1974) and Krogh (1970), with the modification
described in Section 9.2. The Newton form of the polynomial is then converted to Chebyshev series
form as described in Section 9.3.

Since the errors incurred by these stages can be considerable, a form of iterative refinement is used to
improve the solution. This refinement is particularly useful when derivatives of rather high order are
given in the data. In reasonable examples, the refinement will usually terminate with a certain accuracy
criterion satisfied by the polynomial (see Section 7). In more difficult examples, the criterion may not
be satisfied and refinement will continue until the maximum number of iterations (as specified by the
input argument itmax) is reached.
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In extreme examples, the iterative process may diverge (even though the accuracy criterion is satisfied):
if a certain divergence criterion is satisfied, the process terminates at once. In all cases the function
returns the ‘best’ polynomial achieved before termination. For the definition of ‘best’ and details of
iterative refinement and termination criteria, see Section 9.4.

4 References

Huddleston R E (1974) CDC 6600 routines for the interpolation of data and of data with derivatives
SLL-74-0214 Sandia Laboratories (Reprint)

Krogh F T (1970) Efficient algorithms for polynomial interpolation and numerical differentiation Math.
Comput. 24 185–190

5 Arguments

1: m – Integer Input

On entry: m, the number of given values of the independent variable x.

Constraint: m 	 1.

2: xmin – double Input
3: xmax – double Input

On entry: the lower and upper end points, respectively, of the interval xmin ; xmax½ �. If they are not
determined by your problem, it is recommended that they be set respectively to the smallest and
largest values among the xi.

Constraint: xmin < xmax.

4: x½m� – const double Input

On entry: x½i � 1� must be set to the value of xi, for i ¼ 1; 2; . . . ;m. The x½i� 1� need not be
ordered.

Constraint: xmin � x½i� 1� � xmax, and the x½i� 1� must be distinct.

5: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least mþ
Xm�1
i¼0

p½i�
 !

.

On entry: the given values of the dependent variable, and derivatives, as follows:

The first p1 þ 1 elements contain y1; y
1ð Þ
1 ; . . . ; y

p1ð Þ
1 in that order.

The next p2 þ 1 elements contain y2; y
1ð Þ
2 ; . . . ; y

p2ð Þ
2 in that order.

..

.

The last pm þ 1 elements contain ym; y 1ð Þ
m ; . . . ; y pmð Þ

m in that order.

6: p½m� – const Integer Input

On entry: p½i � 1� must be set to pi, the order of the highest-order derivative whose value is
given at xi, for i ¼ 1; 2; . . . ;m. If the value of y only is given for some xi then the corresponding
value of p½i� 1� must be zero.

Constraint: p½i � 1� 	 0, for i ¼ 1; 2; . . . ;m.
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7: itmin – Integer Input
8: itmax – Integer Input

On entry: respectively the minimum and maximum number of iterations to be performed by the
function (for full details see Section 9.4). Setting itmin and/or itmax negative or zero invokes
default value(s) of 2 and/or 10, respectively.

The default values will be satisfactory for most problems, but occasionally significant
improvement will result from using higher values.

Suggested value: itmin ¼ 0 and itmax ¼ 0.

9: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least mþ
Xm�1
i¼0

p½i�
 !

.

On exit: a½i� contains the coefficient ai in the Chebyshev series representation of q xð Þ, for
i ¼ 0; 1; . . . ; n� 1.

10: perf½dim� – double Output

Note: the dimension, dim, of the array perf must be at least ipmax þ mþ
Xm�1
i¼0

p½i�
 !

þ 1.

On exit: perf½k � 1�, for k ¼ 0; 1; . . . ; ipmax, contains the ratio of Pk, the performance index
relating to the kth derivative of the q xð Þ finally provided, to 8 times the machine precision.

perf½ipmax þ j � 1�, for j ¼ 1; 2; . . . ; n, contains the jth residual, i.e., the value of y kð Þ
i � q kð Þ xið Þ,

where i and k are the appropriate values corresponding to the jth element in the array y (see the
description of y in Section 5).

This information is also output if fail:code ¼ NE_ITER_FAIL or NE_NOT_ACC.

11: num iter – Integer * Output

On exit: num_iter contains the number of iterations actually performed in deriving q xð Þ.
This information is also output if fail:code ¼ NE_ITER_FAIL or NE_NOT_ACC.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.
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NE_INT_ARRAY

On entry, p½ valueh i� ¼ valueh i.
Constraint: p½i � 1� 	 0, for i ¼ 1; 2; . . . ;m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITER_FAIL

Iteration is divergent. Problem is ill-conditioned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_ACC

Not all performance indices are small enough. Try increasing itmax: itmax ¼ valueh i.

NE_REAL_2

On entry, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

NE_REAL_ARRAY

On entry, I ¼ valueh i, J ¼ valueh i and x½I � 1� ¼ valueh i.
Constraint: x½I � 1� 6¼ x½J � 1�.
On entry, I ¼ valueh i, x½I � 1� ¼ valueh i, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin � x½I � 1� � xmax.

7 Accuracy

A complete error analysis is not currently available, but the method gives good results for reasonable
problems.

It is important to realise that for some sets of data, the polynomial interpolation problem is ill-
conditioned. That is, a small perturbation in the data may induce large changes in the polynomial,
even in exact arithmetic. Though by no means the worst example, interpolation by a single polynomial
to a large number of function values given at points equally spaced across the range is notoriously ill-
conditioned and the polynomial interpolating such a dataset is prone to exhibit enormous oscillations
between the data points, especially near the ends of the range. These will be reflected in the Chebyshev
coefficients being large compared with the given function values. A more familiar example of ill-
conditioning occurs in the solution of certain systems of linear algebraic equations, in which a small
change in the elements of the matrix and/or in the components of the right-hand side vector induces a
relatively large change in the solution vector. The best that can be achieved in these cases is to make
the residual vector small in some sense. If this is possible, the computed solution is exact for a slightly
perturbed set of data. Similar considerations apply to the interpolation problem.

The residuals y
kð Þ
i � q kð Þ xið Þ are available for inspection . To assess whether these are reasonable,

however, it is necessary to relate them to the largest function and derivative values taken by q xð Þ over
the interval xmin ; xmax½ �. The following performance indices aim to do this. Let the kth derivative of q
with respect to the normalized variable �x be given by the Chebyshev series

1
2a
k
0T0 �xð Þ þ ak1T1 �xð Þ þ � � � þ akn�1�kTn�1�k �xð Þ:
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Let Ak denote the sum of the moduli of these coefficients (this is an upper bound on the kth derivative
in the interval and is taken as a measure of the maximum size of this derivative), and define

Sk ¼ max
i�k

Ai:

Then if the root-mean-square value of the residuals of q kð Þ, scaled so as to relate to the normalized
variable �x, is denoted by rk, the performance indices are defined by

Pk ¼ rk=Sk; for k ¼ 0; 1; . . . ;max
i

pið Þ:

It is expected that, in reasonable cases, they will all be less than (say) 8 times the machine precision
(this is the accuracy criterion mentioned in Section 3), and in many cases will be of the order of
machine precision or less.

8 Parallelism and Performance

nag_1d_cheb_interp (e01aec) is not threaded in any implementation.

9 Further Comments

9.1 Timing

Computation time is approximately proportional to it � n3, where it is the number of iterations actually
used.

9.2 Divided-difference Strategy

In constructing each new coefficient in the Newton form of the polynomial, a new xi must be brought
into the computation. The xi chosen is that which yields the smallest new coefficient. This strategy
increases the stability of the divided-difference technique, sometimes quite markedly, by reducing errors
due to cancellation.

9.3 Conversion to Chebyshev Form

Conversion from the Newton form to Chebyshev series form is effected by evaluating the former at the
n values of �x at which Tn�1 xð Þ takes the value 
1, and then interpolating these n function values by a
call of nag_1d_cheb_interp_fit (e02afc), which provides the Chebyshev series representation of the
polynomial with very small additional relative error.

9.4 Iterative Refinement

The iterative refinement process is performed as follows.

Firstly, an initial approximation, q1 xð Þ say, is found by the technique described in Section 3. The rth
step of the refinement process then consists of evaluating the residuals of the rth approximation qr xð Þ,
and constructing an interpolant, dqr xð Þ, to these residuals. The next approximation qrþ1 xð Þ to the
interpolating polynomial is then obtained as

qrþ1 xð Þ ¼ qr xð Þ þ dqr xð Þ:

This completes the description of the rth step.

The iterative process is terminated according to the following criteria. When a polynomial is found
whose performance indices (as defined in Section 7) are all less than 8 times the machine precision, the
process terminates after itmin further iterations (or after a total of itmax iterations if that occurs
earlier). This will occur in most reasonable problems. The extra iterations are to allow for the
possibility of further improvement. If no such polynomial is found, the process terminates after a total
of itmax iterations. Both these criteria are over-ridden, however, in two special cases. Firstly, if for
some value of r the sum of the moduli of the Chebyshev coefficients of dqr xð Þ is greater than that of
qr xð Þ, it is concluded that the process is diverging and the process is terminated at once (qrþ1 xð Þ is not
computed).
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Secondly, if at any stage, the performance indices are all computed as zero, again the process is
terminated at once.

As the iterations proceed, a record is kept of the best polynomial. Subsequently, at the end of each
iteration, the new polynomial replaces the current best polynomial if it satisfies two conditions
(otherwise the best polynomial remains unchanged). The first condition is that at least one of its root-
mean-square residual values, rk (see Section 7) is smaller than the corresponding value for the current
best polynomial. The second condition takes two different forms according to whether or not the
performance indices (see Section 7) of the current best polynomial are all less than 8 times the machine
precision. If they are, then the largest performance index of the new polynomial is required to be less
than that of the current best polynomial. If they are not, the number of indices which are less than 8
times the machine precision must not be smaller than for the current best polynomial. When the
iterative process is terminated, it is the polynomial then recorded as best, which is returned to you as
q xð Þ.

10 Example

This example constructs an interpolant q xð Þ to the following data:

m ¼ 4; xmin ¼ 2; xmax ¼ 6;
x1 ¼ 2; p1 ¼ 0; y1 ¼ 1;

x2 ¼ 4; p2 ¼ 1; y2 ¼ 2; y
1ð Þ
2 ¼ �1;

x3 ¼ 5; p3 ¼ 0; y3 ¼ 1;

x4 ¼ 6; p4 ¼ 2; y4 ¼ 2; y
1ð Þ
4 ¼ 4; y

2ð Þ
4 ¼ �2:

The coefficients in the Chebyshev series representation of q xð Þ are printed, and also the residuals
corresponding to each of the given function and derivative values.

This program is written in a generalized form which can read any number of data-sets.

10.1 Program Text

/* nag_1d_cheb_interp (e01aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
double xmax, xmin;
Integer exit_status, i, pmax, ires, iy, j, k, m, n, itmin, itmax, num_iter;
NagError fail;

/* Arrays */
double *a = 0, *perf = 0, *x = 0, *y = 0;
Integer *p = 0;

exit_status = 0;

INIT_FAIL(fail);

printf("nag_1d_cheb_interp (e01aec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%lf%lf%*[^\n] ", &m, &xmin, &xmax) != EOF)

#else
while (scanf("%" NAG_IFMT "%lf%lf%*[^\n] ", &m, &xmin, &xmax) != EOF)

#endif
{

if (m > 0) {
/* Allocate memory for p and x. */
if (!(p = NAG_ALLOC(m, Integer)) || !(x = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read p, x and y arrays */
n = 0;
pmax = 0;
for (i = 1; i <= m; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf", &p[i - 1], &x[i - 1]);

#else
scanf("%" NAG_IFMT "%lf", &p[i - 1], &x[i - 1]);

#endif
k = n + p[i - 1] + 1;
/* We need to extend array y as we go along */
if (!(y = NAG_REALLOC(y, k, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = n + 1; j <= k; ++j)

#ifdef _WIN32
scanf_s("%lf", &y[j - 1]);

#else
scanf("%lf", &y[j - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (p[i - 1] > pmax)
pmax = p[i - 1];

n = k;
}

/* Allocate array a */
if (!(a = NAG_ALLOC(n, double)) ||

!(perf = NAG_ALLOC(pmax + n + 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

itmin = -1;
itmax = -1;
/* nag_1d_cheb_interp (e01aec).
* Interpolating functions, polynomial interpolant, data may
* include derivative values, one variable
*/

nag_1d_cheb_interp(m, xmin, xmax, x, y, p, itmin, itmax, a, perf,
&num_iter, &fail);

printf("\n");
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if (fail.code == NE_NOERROR) {
printf("Total number of interpolating conditions ="

" %" NAG_IFMT "\n", n);
printf("\n");
printf("Interpolating polynomial\n");
printf("\n");
printf(" i Chebyshev Coefficient a(i+1)\n");

for (i = 1; i <= n; ++i)
printf("%4" NAG_IFMT "%20.4f\n", i - 1, a[i - 1]);

printf("\n");

printf(" x R Rth derivative Residual\n");
iy = 0;
ires = pmax + 1;
for (i = 1; i <= m; ++i) {

for (j = 1; j <= p[i - 1] + 1; ++j) {
++iy;
++ires;
if (j - 1 != 0)

printf(" %4" NAG_IFMT "%12.1f%17.6f\n",
j - 1, y[iy - 1], perf[ires - 1]);

else
printf("%4.1f 0%12.1f%17.6f\n",

x[i - 1], y[iy - 1], perf[ires - 1]);
}

}
}
else {

printf("Error from nag_1d_cheb_interp (e01aec).\n%s\n", fail.message);
exit_status = 1;

}
}

}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(p);
NAG_FREE(perf);

return exit_status;
}

10.2 Program Data

nag_1d_cheb_interp (e01aec) Example Program Data
4 2.0 6.0
0 2.0 1.0
1 4.0 2.0 -1.0
0 5.0 1.0
2 6.0 2.0 4.0 -2.0

10.3 Program Results

nag_1d_cheb_interp (e01aec) Example Program Results

Total number of interpolating conditions = 7

Interpolating polynomial

i Chebyshev Coefficient a(i+1)
0 9.1250
1 -4.5781
2 0.4609
3 2.8516
4 -2.8125
5 2.2266
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6 -0.7109

x R Rth derivative Residual
2.0 0 1.0 0.000000
4.0 0 2.0 0.000000

1 -1.0 -0.000000
5.0 0 1.0 -0.000000
6.0 0 2.0 -0.000000

1 4.0 0.000000
2 -2.0 0.000000
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NAG Library Function Document

nag_1d_spline_interpolant (e01bac)

1 Purpose

nag_1d_spline_interpolant (e01bac) determines a cubic spline interpolant to a given set of data.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_1d_spline_interpolant (Integer m, const double x[],
const double y[], Nag_Spline *spline, NagError *fail)

3 Description

nag_1d_spline_interpolant (e01bac) determines a cubic spline s xð Þ, defined in the range x1 � x � xm,
which interpolates (passes exactly through) the set of data points xi; yið Þ, for i ¼ 1; 2; . . . ;m, where
m 	 4 and x1 < x2 < � � � < xm. Unlike some other spline interpolation algorithms, derivative end
conditions are not imposed. The spline interpolant chosen has m� 4 interior knots �5; �6; . . . ; �m,
which are set to the values of x3; x4; . . . ; xm�2 respectively. This spline is represented in its B-spline
form (see Cox (1975)):

s xð Þ ¼
Xm
i¼1
ciNi xð Þ

where Ni xð Þ denotes the normalized B-spline of degree 3, defined upon the knots �i; �iþ1; . . . ; �iþ4, and
ci denotes its coefficient, whose value is to be determined by the function.

The use of B-splines requires eight additional knots �1, �2, �3, �4, �mþ1, �mþ2, �mþ3 and �mþ4 to be
specified; the function sets the first four of these to x1 and the last four to xm.

The algorithm for determining the coefficients is as described in Cox (1975) except that QR
factorization is used instead of LU decomposition. The implementation of the algorithm involves
setting up appropriate information for the related function nag_1d_spline_fit_knots (e02bac) followed
by a call of that function. (For further details of nag_1d_spline_fit_knots (e02bac), see the function
document.)

Values of the spline interpolant, or of its derivatives or definite integral, can subsequently be computed
as detailed in Section 9.

4 References

Cox M G (1975) An algorithm for spline interpolation J. Inst. Math. Appl. 15 95–108

Cox M G (1977) A survey of numerical methods for data and function approximation The State of the
Art in Numerical Analysis (ed D A H Jacobs) 627–668 Academic Press

5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Constraint: m 	 4.
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2: x½m� – const double Input

On entry: x½i � 1� must be set to xi, the ith data value of the independent variable x, for
i ¼ 1; 2; . . . ;m.

Constraint: x½i� < x½i þ 1�, for i ¼ 0; 1; . . . ;m� 2.

3: y½m� – const double Input

On entry: y½i � 1� must be set to yi, the ith data value of the dependent variable y, for
i ¼ 1; 2; . . . ;m.

4: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Output

On exit: the size of the storage internally allocated to lamda. This is set to mþ 4.

lamda – double * Output

On exit: the pointer to which storage of size n is internally allocated. lamda½i � 1� contains
the ith knot, for i ¼ 1; 2; . . . ;mþ 4.

c – double * Output

On exit: the pointer to which storage of size n� 4 is internally allocated. c½i � 1� contains
the coefficient ci of the B-spline Ni xð Þ, for i ¼ 1; 2; . . . ;m.

Note that when the information contained in the pointers lamda and c is no longer of use, or
before a new call to nag_1d_spline_interpolant (e01bac) with the same spline, you should free
this storage using the NAG macro NAG_FREE. This storage will not have been allocated if this
function returns with fail:code 6¼ NE_NOERROR.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 4.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.

7 Accuracy

The rounding errors incurred are such that the computed spline is an exact interpolant for a slightly
perturbed set of ordinates yi þ �yi. The ratio of the root-mean-square value of the �yi to that of the yi is
no greater than a small multiple of the relative machine precision.

8 Parallelism and Performance

nag_1d_spline_interpolant (e01bac) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_1d_spline_interpolant (e01bac) is approximately proportional to m.

All the xi are used as knot positions except x2 and xm�1. This choice of knots (see Cox (1977)) means
that s xð Þ is composed of m� 3 cubic arcs as follows. If m ¼ 4, there is just a single arc space spanning
the whole interval x1 to x4. If m 	 5, the first and last arcs span the intervals x1 to x3 and xm�2 to xm
respectively. Additionally if m 	 6, the ith arc, for i ¼ 2; 3; . . . ;m� 4, spans the interval xiþ1 to xiþ2.

After the call

e01bac(m, x, y, &spline, &fail)

the following operations may be carried out on the interpolant s xð Þ.
The value of s xð Þ at x ¼ xval can be provided in the variable sval by calling the function

e02bbc(xval, &sval, &spline, &fail)

The values of s xð Þ and its first three derivatives at x ¼ xval can be provided in the array sdif of
dimension 4, by the call

e02bcc(derivs, xval, sdif, &spline, &fail)

Here derivs must specify whether the left- or right-hand value of the third derivative is required (see
nag_1d_spline_deriv (e02bcc) for details). The value of the integral of s xð Þ over the range x1 to xm can
be provided in the variable sint by

e02bdc(&spline, &sint, &fail)

10 Example

The following example program sets up data from 7 values of the exponential function in the interval 0
to 1. nag_1d_spline_interpolant (e01bac) is then called to compute a spline interpolant to these data.

The spline is evaluated by nag_1d_spline_evaluate (e02bbc), at the data points and at points halfway
between each adjacent pair of data points, and the spline values and the values of ex are printed out.

10.1 Program Text

/* nag_1d_spline_interpolant (e01bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <math.h>
#include <nag_stdlib.h>
#include <nage01.h>
#include <nage02.h>

#define MMAX 7

int main(void)
{

Integer exit_status = 0, i, j, m = MMAX;
NagError fail;
Nag_Spline spline;
double fit, *x = 0, xarg, *y = 0;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
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spline.c = 0;

printf("nag_1d_spline_interpolant (e01bac) Example Program Results\n");

if (m >= 1) {
if (!(y = NAG_ALLOC(m, double)) || !(x = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

exit_status = 1;
return exit_status;

}

x[0] = 0.0;
x[1] = 0.2;
x[2] = 0.4;
x[3] = 0.6;
x[4] = 0.75;
x[5] = 0.9;
x[6] = 1.0;

for (i = 0; i < m; ++i)
y[i] = exp(x[i]);

/* nag_1d_spline_interpolant (e01bac).
* Interpolating function, cubic spline interpolant, one
* variable
*/

nag_1d_spline_interpolant(m, x, y, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_interpolant (e01bac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nNumber of distinct knots = %" NAG_IFMT "\n\n", m - 2);
printf("Distinct knots located at \n\n");
for (j = 3; j < m + 1; j++)

printf("%8.4f%s", spline.lamda[j], (j - 3) % 5 == 4
|| j == m ? "\n" : " ");

printf("\n\n J B-spline coeff c\n\n");
for (j = 0; j < m; ++j)

printf(" %" NAG_IFMT " %13.4f\n", j + 1, spline.c[j]);
printf("\n J Abscissa Ordinate Spline\n\n");
for (j = 0; j < m; ++j) {

/* nag_1d_spline_evaluate (e02bbc).
* Evaluation of fitted cubic spline, function only
*/

nag_1d_spline_evaluate(x[j], &fit, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_evaluate (e02bbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf(" %" NAG_IFMT " %13.4f %13.4f %13.4f\n",
j + 1, x[j], y[j], fit);

if (j < m - 1) {
xarg = (x[j] + x[j + 1]) * 0.5;
/* nag_1d_spline_evaluate (e02bbc), see above. */
nag_1d_spline_evaluate(xarg, &fit, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_evaluate (e02bbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}
printf(" %13.4f %13.4f\n", xarg, fit);

}
}
/* Free memory allocated by nag_1d_spline_interpolant (e01bac) */

END:
NAG_FREE(y);
NAG_FREE(x);
NAG_FREE(spline.lamda);
NAG_FREE(spline.c);
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_1d_spline_interpolant (e01bac) Example Program Results

Number of distinct knots = 5

Distinct knots located at

0.0000 0.4000 0.6000 0.7500 1.0000

J B-spline coeff c

1 1.0000
2 1.1336
3 1.3726
4 1.7827
5 2.1744
6 2.4918
7 2.7183

J Abscissa Ordinate Spline

1 0.0000 1.0000 1.0000
0.1000 1.1052

2 0.2000 1.2214 1.2214
0.3000 1.3498

3 0.4000 1.4918 1.4918
0.5000 1.6487

4 0.6000 1.8221 1.8221
0.6750 1.9640

5 0.7500 2.1170 2.1170
0.8250 2.2819

6 0.9000 2.4596 2.4596
0.9500 2.5857

7 1.0000 2.7183 2.7183
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NAG Library Function Document

nag_monotonic_interpolant (e01bec)

1 Purpose

nag_monotonic_interpolant (e01bec) computes a monotonicity-preserving piecewise cubic Hermite
interpolant to a set of data points.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_monotonic_interpolant (Integer n, const double x[],
const double f[], double d[], NagError *fail)

3 Description

nag_monotonic_interpolant (e01bec) estimates first derivatives at the set of data points xr ; frð Þ, for
r ¼ 0; 1; . . . ; n� 1, which determine a piecewise cubic Hermite interpolant to the data, that preserves
monotonicity over ranges where the data points are monotonic. If the data points are only piecewise
monotonic, the interpolant will have an extremum at each point where monotonicity switches direction.
The estimates of the derivatives are computed by a formula due to Brodlie, which is described in
Fritsch and Butland (1984), with suitable changes at the boundary points.

The algorithm is derived from routine PCHIM in Fritsch (1982).

Values of the computed interpolant can subsequently be computed by calling nag_monotonic_evaluate
(e01bfc).

4 References

Fritsch F N (1982) PCHIP final specifications Report UCID-30194 Lawrence Livermore National
Laboratory

Fritsch F N and Butland J (1984) A method for constructing local monotone piecewise cubic
interpolants SIAM J. Sci. Statist. Comput. 5 300–304

5 Arguments

1: n – Integer Input

On entry: n, the number of data points.

Constraint: n 	 2.

2: x½n� – const double Input

On entry: x½r � must be set to xr , the rth value of the independent variable (abscissa), for
r ¼ 0; 1; . . . ; n� 1.

Constraint: x½r� < x½rþ 1�.

3: f½n� – const double Input

On entry: f½r � must be set to fr , the rth value of the dependent variable (ordinate), for
r ¼ 0; 1; . . . ; n� 1.
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4: d½n� – double Output

On exit: estimates of derivatives at the data points. d½r� contains the derivative at x½r�.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_NOT_MONOTONIC

On entry, x½r� 1� 	 x½r� for r ¼ valueh i: x½r� 1�, x½r� ¼ valuesh i.
The values of x½r �, for r ¼ 0; 1; . . . ; n� 1, are not in strictly increasing order.

7 Accuracy

The computational errors in the array d should be negligible in most practical situations.

8 Parallelism and Performance

nag_monotonic_interpolant (e01bec) is not threaded in any implementation.

9 Further Comments

The time taken by nag_monotonic_interpolant (e01bec) is approximately proportional to n.

The values of the computed interpolant at the points i½ �, for i ¼ 0; 1; . . . ;m� 1, may be obtained in the
real array pf, of length at least m, by the call:

e01bfc (n, x, f, d, m, px, pf, &fail)

where n, x and f are the input arguments to nag_monotonic_interpolant (e01bec) and d is the output
argument from nag_monotonic_interpolant (e01bec).

10 Example

This example program reads in a set of data points, calls nag_monotonic_interpolant (e01bec) to
compute a piecewise monotonic interpolant, and then calls nag_monotonic_evaluate (e01bfc) to
evaluate the interpolant at equally spaced points.

10.1 Program Text

/* nag_monotonic_interpolant (e01bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage01.h>
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int main(void)
{

Integer exit_status = 0, i, m, n, r;
NagError fail;
double *d = 0, *f = 0, *pf = 0, *px = 0, step, *x = 0;

INIT_FAIL(fail);

printf("nag_monotonic_interpolant (e01bec) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip to end of line */
#else

scanf("%*[^\n]"); /* Skip to end of line */
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 2) {
if (!(d = NAG_ALLOC(n, double)) ||

!(f = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (r = 0; r < n; r++)

#ifdef _WIN32
scanf_s("%lf%lf", &x[r], &f[r]);

#else
scanf("%lf%lf", &x[r], &f[r]);

#endif
/* Abort on error in nag_monotonic_interpolant (e01bec) */
/* nag_monotonic_interpolant (e01bec).
* Interpolating function, monotonicity-preserving,
* piecewise cubic Hermite, one variable
*/

nag_monotonic_interpolant(n, x, f, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_monotonic_interpolant (e01bec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (m >= 1) {
if (!(pf = NAG_ALLOC(m, double)) || !(px = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
/* Compute M equally spaced points from x[0] to x[n-1]. */
step = (x[n - 1] - x[0]) / (double) (m - 1);
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for (i = 0; i < m; i++)
px[i] = MIN(x[0] + i * step, x[n - 1]);

/* nag_monotonic_evaluate (e01bfc).
* Evaluation of interpolant computed by
* nag_monotonic_interpolant (e01bec), function only
*/

nag_monotonic_evaluate(n, x, f, d, m, px, pf, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_monotonic_evaluate (e01bfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Interpolated\n");
printf(" Abscissa Value\n");
for (i = 0; i < m; i++)

printf("%13.4f%13.4f\n", px[i], pf[i]);
END:

NAG_FREE(d);
NAG_FREE(f);
NAG_FREE(pf);
NAG_FREE(px);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_monotonic_interpolant (e01bec) Example Program Data
9

7.99 0.00000E+0
8.09 0.27643E-4
8.19 0.43750E-1
8.70 0.16918E+0
9.20 0.46943E+0

10.00 0.94374E+0
12.00 0.99864E+0
15.00 0.99992E+0
20.00 0.99999E+0
11

10.3 Program Results

nag_monotonic_interpolant (e01bec) Example Program Results
Interpolated

Abscissa Value
7.9900 0.0000
9.1910 0.4640

10.3920 0.9645
11.5930 0.9965
12.7940 0.9992
13.9950 0.9998
15.1960 0.9999
16.3970 1.0000
17.5980 1.0000
18.7990 1.0000
20.0000 1.0000
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NAG Library Function Document

nag_monotonic_evaluate (e01bfc)

1 Purpose

nag_monotonic_evaluate (e01bfc) evaluates a piecewise cubic Hermite interpolant at a set of points.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_monotonic_evaluate (Integer n, const double x[], const double f[],
const double d[], Integer m, const double px[], double pf[],
NagError *fail)

3 Description

A piecewise cubic Hermite interpolant, as computed by nag_monotonic_interpolant (e01bec), is
evaluated at the points px½i�, for i ¼ 0; 1; . . . ;m� 1. If any point lies outside the interval from x½0� to
x½n� 1�, a value is extrapolated from the nearest extreme cubic, and a warning is returned.

The algorithm is derived from routine PCHFE in Fritsch (1982).

4 References

Fritsch F N (1982) PCHIP final specifications Report UCID-30194 Lawrence Livermore National
Laboratory

5 Arguments

1: n – Integer Input

On entry: n must be unchanged from the previous call of nag_monotonic_interpolant (e01bec).

2: x½n� – const double Input
3: f½n� – const double Input
4: d½n� – const double Input

On entry: x, f and d must be unchanged from the previous call of nag_monotonic_interpolant
(e01bec).

5: m – Integer Input

On entry: m, the number of points at which the interpolant is to be evaluated.

Constraint: m 	 1.

6: px½m� – const double Input

On entry: the m values of x at which the interpolant is to be evaluated.

7: pf½m� – double Output

On exit: pf½i� contains the value of the interpolant evaluated at the point px½i�, for
i ¼ 0; 1; . . . ;m� 1.
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8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_NOT_MONOTONIC

On entry, x½r� 1� 	 x½r� for r ¼ valueh i: x½r� 1�, x½r� ¼ valuesh i.
The values of x½r �, for r ¼ 0; 1; . . . ; n� 1, are not in strictly increasing order.

NW_EXTRAPOLATE

Warning – some points in array PX lie outside the range x½0� . . . x½n� 1�. Values at these points
are unreliable as they have been computed by extrapolation.

7 Accuracy

The computational errors in the array pf should be negligible in most practical situations.

8 Parallelism and Performance

nag_monotonic_evaluate (e01bfc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_monotonic_evaluate (e01bfc) is approximately proportional to the number of
evaluation points, m. The evaluation will be most efficient if the elements of px are in nondecreasing
order (or, more generally, if they are grouped in increasing order of the intervals x r� 1ð Þ; x rð Þ½ �). A
single call of nag_monotonic_evaluate (e01bfc) with m > 1 is more efficient than several calls with
m ¼ 1.

10 Example

This example program reads in values of n, x, f, d and m, and then calls nag_monotonic_evaluate
(e01bfc) to evaluate the interpolant at equally spaced points.

10.1 Program Text

/* nag_monotonic_evaluate (e01bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage01.h>
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int main(void)
{

Integer exit_status = 0, i, m, n, r;
NagError fail;
double *d = 0, *f = 0, *pf = 0, *px = 0, step, *x = 0;

INIT_FAIL(fail);

printf("nag_monotonic_evaluate (e01bfc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip to end of line */
#else

scanf("%*[^\n]"); /* Skip to end of line */
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 2) {
if (!(d = NAG_ALLOC(n, double)) ||

!(f = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (r = 0; r < n; r++)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[r], &f[r], &d[r]);

#else
scanf("%lf%lf%lf", &x[r], &f[r], &d[r]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (m >= 1) {
if (!(pf = NAG_ALLOC(m, double)) || !(px = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
/* Compute M Equally spaced points from x[0] to x[n-1]. */
step = (x[n - 1] - x[0]) / (double) (m - 1);
for (i = 0; i < m; i++)

px[i] = MIN(x[0] + i * step, x[n - 1]);
/* nag_monotonic_evaluate (e01bfc).
* Evaluation of interpolant computed by
* nag_monotonic_interpolant (e01bec), function only
*/

nag_monotonic_evaluate(n, x, f, d, m, px, pf, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_monotonic_evaluate (e01bfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf(" Interpolated\n");
printf(" Abscissa Value\n");
for (i = 0; i < m; i++)

printf("%13.4f%13.4f\n", px[i], pf[i]);
END:

NAG_FREE(d);
NAG_FREE(f);
NAG_FREE(pf);
NAG_FREE(px);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_monotonic_evaluate (e01bfc) Example Program Data
9

7.990 0.00000E+0 0.00000E+0
8.090 0.27643E-4 5.52510E-4
8.190 0.43749E-1 0.33587E+0
8.700 0.16918E+0 0.34944E+0
9.200 0.46943E+0 0.59696E+0
10.00 0.94374E+0 6.03260E-2
12.00 0.99864E+0 8.98335E-4
15.00 0.99992E+0 2.93954E-5
20.00 0.99999E+0 0.00000E+0
11

10.3 Program Results

nag_monotonic_evaluate (e01bfc) Example Program Results
Interpolated

Abscissa Value
7.9900 0.0000
9.1910 0.4640

10.3920 0.9645
11.5930 0.9965
12.7940 0.9992
13.9950 0.9998
15.1960 0.9999
16.3970 1.0000
17.5980 1.0000
18.7990 1.0000
20.0000 1.0000
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NAG Library Function Document

nag_monotonic_deriv (e01bgc)

1 Purpose

nag_monotonic_deriv (e01bgc) evaluates a piecewise cubic Hermite interpolant and its first derivative
at a set of points.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_monotonic_deriv (Integer n, const double x[], const double f[],
const double d[], Integer m, const double px[], double pf[],
double pd[], NagError *fail)

3 Description

nag_monotonic_deriv (e01bgc) evaluates a piecewise cubic Hermite interpolant, as computed by the
NAG function nag_monotonic_interpolant (e01bec), at the points px½i�, for i ¼ 0; 1; . . . ;m� 1. The first
derivatives at the points are also computed. If any point lies outside the interval from x½0� to x½n� 1�,
values of the interpolant and its derivative are extrapolated from the nearest extreme cubic, and a
warning is returned.

If values of the interpolant only, and not of its derivative, are required, nag_monotonic_evaluate
(e01bfc) should be used.

The function is derived from routine PCHFD in Fritsch (1982).

4 References

Fritsch F N (1982) PCHIP final specifications Report UCID-30194 Lawrence Livermore National
Laboratory

5 Arguments

1: n – Integer Input

On entry: n must be unchanged from the previous call of nag_monotonic_interpolant (e01bec).

2: x½n� – const double Input
3: f½n� – const double Input
4: d½n� – const double Input

On entry: x, f and d must be unchanged from the previous call of nag_monotonic_interpolant
(e01bec).

5: m – Integer Input

On entry: m, the number of points at which the interpolant is to be evaluated.

Constraint: m 	 1.

6: px½m� – const double Input

On entry: the m values of x at which the interpolant is to be evaluated.
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7: pf½m� – double Output

On exit: pf½i� contains the value of the interpolant evaluated at the point px½i�, for
i ¼ 0; 1; . . . ;m� 1.

8: pd½m� – double Output

On exit: pd½i� contains the first derivative of the interpolant evaluated at the point px½i�, for
i ¼ 0; 1; . . . ;m� 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_NOT_MONOTONIC

On entry, x½r� 1� 	 x½r� for r ¼ valueh i : x½r� 1� ¼ valueh i, x½r� ¼ valueh i.
The values of x½r �, for r ¼ 0; 1; . . . ; n� 1, are not in strictly increasing order.

NW_EXTRAPOLATE

Warning – some points in array px lie outside the range x½0� . . . x½n� 1�. Values at these points
are unreliable as they have been computed by extrapolation.

7 Accuracy

The computational errors in the arrays pf and pd should be negligible in most practical situations.

8 Parallelism and Performance

nag_monotonic_deriv (e01bgc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_monotonic_deriv (e01bgc) is approximately proportional to the number of
evaluation points, m. The evaluation will be most efficient if the elements of px are in nondecreasing
order (or, more generally, if they are grouped in increasing order of the intervals x½r� 1�; x½r�½ �). A
single call of nag_monotonic_deriv (e01bgc) with m > 1 is more efficient than several calls with
m ¼ 1.

10 Example

This example program reads in values of n, x, f and d and calls nag_monotonic_deriv (e01bgc) to
compute the values of the interpolant and its derivative at equally spaced points.

e01bgc NAG Library Manual

e01bgc.2 Mark 26



10.1 Program Text

/* nag_monotonic_deriv (e01bgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

Integer exit_status = 0, i, m, n, r;
NagError fail;
double *d = 0, *f = 0, *pd = 0, *pf = 0, *px = 0, step, *x = 0;

INIT_FAIL(fail);

printf("nag_monotonic_deriv (e01bgc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 2) {
if (!(x = NAG_ALLOC(n, double)) ||

!(f = NAG_ALLOC(n, double)) || !(d = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (r = 0; r < n; r++)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[r], &f[r], &d[r]);

#else
scanf("%lf%lf%lf", &x[r], &f[r], &d[r]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (m >= 1) {
if (!(pd = NAG_ALLOC(m, double)) ||

!(pf = NAG_ALLOC(m, double)) || !(px = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
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exit_status = 1;
return exit_status;

}
/* compute m equally spaced points from x[0] to x[n-1]. */
step = (x[n - 1] - x[0]) / (double) (m - 1);
for (i = 0; i < m; i++)

px[i] = MIN(x[0] + i * step, x[n - 1]);
/* nag_monotonic_deriv (e01bgc).
* Evaluation of interpolant computed by
* nag_monotonic_interpolant (e01bec), function and first
* derivative
*/

nag_monotonic_deriv(n, x, f, d, m, px, pf, pd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_monotonic_deriv (e01bgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Interpolated");
printf(" Interpolated\n");
printf(" Abscissa Value");
printf(" Derivative\n");
for (i = 0; i < m; i++)

printf("%15.4f %15.4f %15.3e\n", px[i], pf[i], pd[i]);
END:

NAG_FREE(x);
NAG_FREE(pd);
NAG_FREE(pf);
NAG_FREE(px);
NAG_FREE(f);
NAG_FREE(d);
return exit_status;

}

10.2 Program Data

nag_monotonic_deriv (e01bgc) Example Program Data
9

7.990 0.00000E+0 0.00000E+0
8.090 0.27643E-4 5.52510E-4
8.190 0.43749E-1 0.33587E+0
8.700 0.16918E+0 0.34944E+0
9.200 0.46943E+0 0.59696E+0
10.00 0.94374E+0 6.03260E-2
12.00 0.99864E+0 8.98335E-4
15.00 0.99992E+0 2.93954E-5
20.00 0.99999E+0 0.00000E+0
11

10.3 Program Results

nag_monotonic_deriv (e01bgc) Example Program Results
Interpolated Interpolated

Abscissa Value Derivative
7.9900 0.0000 0.000e+00
9.1910 0.4640 6.060e-01

10.3920 0.9645 4.569e-02
11.5930 0.9965 9.917e-03
12.7940 0.9992 6.249e-04
13.9950 0.9998 2.708e-04
15.1960 0.9999 2.809e-05
16.3970 1.0000 2.034e-05
17.5980 1.0000 1.308e-05
18.7990 1.0000 6.297e-06
20.0000 1.0000 -9.529e-22
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NAG Library Function Document

nag_monotonic_intg (e01bhc)

1 Purpose

nag_monotonic_intg (e01bhc) evaluates the definite integral of a piecewise cubic Hermite interpolant
over the interval a; b½ �.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_monotonic_intg (Integer n, const double x[], const double f[],
const double d[], double a, double b, double *integral, NagError *fail)

3 Description

nag_monotonic_intg (e01bhc) evaluates the definite integral of a piecewise cubic Hermite interpolant,
as computed by nag_monotonic_interpolant (e01bec), over the interval a; b½ �.
If either a or b lies outside the interval from x½0� to x½n� 1�, computation of the integral involves
extrapolation and a warning is returned.

The function is derived from routine PCHIA in Fritsch (1982).

4 References

Fritsch F N (1982) PCHIP final specifications Report UCID-30194 Lawrence Livermore National
Laboratory

5 Arguments

1: n – Integer Input

On entry: n must be unchanged from the previous call of nag_monotonic_interpolant (e01bec).

2: x½n� – const double Input
3: f½n� – const double Input
4: d½n� – const double Input

On entry: x, f and d must be unchanged from the previous call of nag_monotonic_interpolant
(e01bec).

5: a – double Input
6: b – double Input

On entry: the interval a; b½ � over which integration is to be performed.

7: integral – double * Output

On exit: the value of the definite integral of the interpolant over the interval a; b½ �.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_NOT_MONOTONIC

On entry, x½r� 1� 	 x½r� for r ¼ valueh i : x½r� 1� ¼ valueh i, x½r� ¼ valueh i.
The values of x½r �, for r ¼ 0; 1; . . . ; n� 1, are not in strictly increasing order.

NW_INTERVAL_EXTRAPOLATE

On entry, limits a, b must not be outside interval x½0�; x½n� 1�½ �, a ¼ valueh i, b ¼ valueh i,
x½0� ¼ valueh i, x½ valueh i� ¼ valueh i. Extrapolation was performed to compute the integral. The
value returned is therefore unreliable.

7 Accuracy

The computational error in the value returned for integral should be negligible in most practical
situations.

8 Parallelism and Performance

nag_monotonic_intg (e01bhc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_monotonic_intg (e01bhc) is approximately proportional to the number of data
points included within the interval a; b½ �.

10 Example

This example program reads in values of n, x, f and d. It then reads in pairs of values for a and b, and
evaluates the definite integral of the interpolant over the interval a;bð Þ until end-of-file is reached.

10.1 Program Text

/* nag_monotonic_intg (e01bhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

Integer exit_status = 0, n, r;
NagError fail;
double a, b, *d = 0, *f = 0, integral, *x = 0;

INIT_FAIL(fail);

printf("nag_monotonic_intg (e01bhc) Example Program Results\n");
#ifdef _WIN32
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scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 2) {
if (!(d = NAG_ALLOC(n, double)) ||

!(f = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (r = 0; r < n; r++)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[r], &f[r], &d[r]);

#else
scanf("%lf%lf%lf", &x[r], &f[r], &d[r]);

#endif
printf(" Integral\n");
printf(" a b over (a,b)\n");
/* Read a, b pairs until end of file and compute
* definite integrals.
*/

#ifdef _WIN32
while (scanf_s("%lf%lf", &a, &b) != EOF)

#else
while (scanf("%lf%lf", &a, &b) != EOF)

#endif
{

/* nag_monotonic_intg (e01bhc).
* Evaluation of interpolant computed by
* nag_monotonic_interpolant (e01bec), definite integral
*/

nag_monotonic_intg(n, x, f, d, a, b, &integral, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_monotonic_intg (e01bhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%13.4f %13.4f %13.4f\n", a, b, integral);

}
END:

NAG_FREE(d);
NAG_FREE(f);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_monotonic_intg (e01bhc) Example Program Data
9
7.990 0.00000E+0 0.00000E+0
8.090 0.27643E-4 5.52510E-4
8.190 0.43749E-1 0.33587E+0
8.700 0.16918E+0 0.34944E+0
9.200 0.46943E+0 0.59696E+0
10.00 0.94374E+0 6.03260E-2
12.00 0.99864E+0 8.98335E-4
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15.00 0.99992E+0 2.93954E-5
20.00 0.99999E+0 0.00000E+0
7.99 20.0
10.0 12.0
12.0 10.0
15.0 15.0

10.3 Program Results

nag_monotonic_intg (e01bhc) Example Program Results
Integral

a b over (a,b)
7.9900 20.0000 10.7648

10.0000 12.0000 1.9622
12.0000 10.0000 -1.9622
15.0000 15.0000 0.0000
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NAG Library Function Document

nag_2d_spline_interpolant (e01dac)

1 Purpose

nag_2d_spline_interpolant (e01dac) computes a bicubic spline interpolating surface through a set of
data values, given on a rectangular grid in the x-y plane.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_spline_interpolant (Integer mx, Integer my, const double x[],
const double y[], const double f[], Nag_2dSpline *spline,
NagError *fail)

3 Description

nag_2d_spline_interpolant (e01dac) determines a bicubic spline interpolant to the set of data points
xq; yr ; fq;r
� �

, for q ¼ 1; 2; . . . ;mx and r ¼ 1; 2; . . . ;my. The spline is given in the B-spline
representation

s x; yð Þ ¼
Xmx

i¼1

Xmy

j¼1
cijMi xð ÞNj yð Þ

such that

s xq; yr
� �

¼ fq;r;

where Mi xð Þ and Nj yð Þ denote normalized cubic B-splines, the former defined on the knots �i to �iþ4
and the latter on the knots �j to �jþ4, and the cij are the spline coefficients. These knots, as well as the
coefficients, are determined by the function, which is derived from the routine B2IRE in Anthony et al.
(1982). The method used is described in Section 9.1.

For further information on splines, see Hayes and Halliday (1974) for bicubic splines and de Boor
(1972) for normalized B-splines.

Values and derivatives of the computed spline can subsequently be computed by calling
nag_2d_spline_eval (e02dec), nag_2d_spline_eval_rect (e02dfc) and nag_2d_spline_deriv_rect
(e02dhc) as described in Section 9.2.

4 References

Anthony G T, Cox M G and Hayes J G (1982) DASL – Data Approximation Subroutine Library
National Physical Laboratory

Cox M G (1975) An algorithm for spline interpolation J. Inst. Math. Appl. 15 95–108

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

Hayes J G and Halliday J (1974) The least squares fitting of cubic spline surfaces to general data sets J.
Inst. Math. Appl. 14 89–103
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5 Arguments

1: mx – Integer Input
2: my – Integer Input

On entry: mx and my must specify mx and my respectively, the number of points along the x and
y axis that define the rectangular grid.

Constraint: mx 	 4 and my 	 4.

3: x½mx� – const double Input
4: y½my� – const double Input

On entry: x½q � 1� and y½r� 1� must contain xq , for q ¼ 1; 2; . . . ;mx, and yr , for r ¼ 1; 2; . . . ;my,
respectively.

Constraints:

x½q � 1� < x½q�, for q ¼ 1; 2; . . . ;mx � 1;
y½r � 1� < y½r �, for r ¼ 1; 2; . . . ;my � 1.

5: f½mx�my� – const double Input

On entry: f½my � q � 1ð Þ þ r � 1� must contain fq;r , for q ¼ 1; 2; . . . ;mx and r ¼ 1; 2; . . . ;my.

6: spline – Nag_2dSpline *

Pointer to structure of type Nag_2dSpline with the following members:

nx – Integer Output
ny – Integer Output

On exit: nx and ny contain mx þ 4 and my þ 4, the total number of knots of the computed
spline with respect to the x and y variables, respectively.

lamda – double * Output

On exit: the pointer to which memory of size nx is internally allocated. lamda contains the
complete set of knots �i associated with the x variable, i.e., the interior knots lamda½4�,
lamda½5�, . . ., lamda½nx� 5�, a s w e l l a s t h e a d d i t i o n a l k n o t s
lamda½0� ¼ lamda½1� ¼ lamda½2� ¼ lamda½3� ¼ x½0� a n d
lamda½nx� 4� ¼ lamda½nx� 3� ¼ lamda½nx� 2� ¼ lamda½nx� 1� ¼ x½mx� 1� n e e d e d
for the B-spline representation.

mu – double * Output

On exit: the pointer to which memory of size ny is internally allocated. mu contains the
corresponding complete set of knots �i associated with the y variable.

c – double * Output

On exit: the pointer to which memory of size mx�my is internally allocated. c holds the
coefficients of the spline interpolant. c½my � i� 1ð Þ þ j� 1� contains the coefficient cij
described in Section 3.

Note that when the information contained in the pointers lamda, mu and c is no longer of use, or
before a new call to nag_2d_spline_interpolant (e01dac) with the same spline, you should free
these pointers using the NAG macro NAG_FREE. This storage will not have been allocated if this
function returns with fail:code 6¼ NE_NOERROR.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_DATA_ILL_CONDITIONED

An intermediate set of linear equations is singular, the data is too ill-conditioned to compute B-
spline coefficients.

NE_INT_ARG_LT

On entry, mx ¼ valueh i.
Constraint: mx 	 4.

On entry, my ¼ valueh i.
Constraint: my 	 4.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.
The sequence y is not strictly increasing: y½ valueh i� ¼ valueh i, y½ valueh i� ¼ valueh i.

7 Accuracy

The main sources of rounding errors are in steps 1, 3, 6 and 7 of the algorithm described in Section 9.1.
It can be shown (Cox (1975)) that the matrix Ax formed in step 2 has elements differing relatively from
their true values by at most a small multiple of 3�, where � is the machine precision. Ax is ‘totally
positive’, and a linear system with such a coefficient matrix can be solved quite safely by elimination
without pivoting. Similar comments apply to steps 6 and 7. Thus the complete process is numerically
stable.

8 Parallelism and Performance

nag_2d_spline_interpolant (e01dac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_2d_spline_interpolant (e01dac) is approximately proportional to mxmy.

9.1 Outline of Method Used

The process of computing the spline consists of the following steps:

1. choice of the interior x-knots �5, �6; . . . ; �mx
as �i ¼ xi�2, for i ¼ 5; 6; . . . ;mx,

2. formation of the system

AxE ¼ F;

where Ax is a band matrix of order mx and bandwidth 4, containing in its qth row the values at
xq of the B-splines in x, F is the mx by my rectangular matrix of values fq;r, and E denotes an
mx by my rectangular matrix of intermediate coefficients,

3. use of Gaussian elimination to reduce this system to band triangular form,

4. solution of this triangular system for E,

5. choice of the interior y knots �5, �6; . . . ; �my
as �i ¼ yi�2, for i ¼ 5; 6; . . . ;my,

6. formation of the system

AyC
T ¼ ET;
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where Ay is the counterpart of Ax for the y variable, and C denotes the mx by my rectangular
matrix of values of cij,

7. use of Gaussian elimination to reduce this system to band triangular form,

8. solution of this triangular system for CT and hence C.

For computational convenience, steps 2 and 3, and likewise steps 6 and 7, are combined so that the
formation of Ax and Ay and the reductions to triangular form are carried out one row at a time.

9.2 Evaluation of Computed Spline

The values of the computed spline at the points tx r � 1½ �; ty r � 1½ �ð Þ, for r ¼ 1; 2; . . . ; n, may be
obtained in the array ff, of length at least n, by the following call:

e02dec (n, tx, ty, ff, &spline, &fail)

where spline is a structure of type Nag_2dSpline which is the output argument of
nag_2d_spline_interpolant (e01dac).

To evaluate the computed spline on a kx by ky rectangular grid of points in the x-y plane, which is
defined by the x coordinates stored in tx q � 1½ �, for q ¼ 1; 2; . . . ;kx, and the y coordinates stored in
ty r � 1½ �, for r ¼ 1; 2; . . . ; ky, returning the results in the array fg which is of length at least kx� ky,
the following call may be used:

e02dfc (kx, ky, tx, ty, fg, &spline, &fail)

where spline is a structure of type Nag_2dSpline which is the output argument of
nag_2d_spline_interpolant (e01dac). The result of the spline evaluated at grid point q; rð Þ is returned
in element ky� q � 1ð Þ þ r� 1½ � of the array fg.

10 Example

This program reads in values of mx, xq , for q ¼ 1; 2; . . . ;mx, my and yr , for r ¼ 1; 2; . . . ;my, followed
by values of the ordinates fq;r defined at the grid points xq; yr

� �
. It then calls nag_2d_spline_interpolant

(e01dac) to compute a bicubic spline interpolant of the data values, and prints the values of the knots
and B-spline coefficients. Finally it evaluates the spline at a small sample of points on a rectangular
grid.

10.1 Program Text

/* nag_2d_spline_interpolant (e01dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage01.h>
#include <nage02.h>

#define F(I, J) f[my*(I)+(J)]
#define FG(I, J) fg[npy*(I)+(J)]
#define C(I, J) spline.c[my*(I)+(J)]
int main(void)
{

Integer exit_status = 0, i, j, mx, my, npx, npy;
NagError fail;
Nag_2dSpline spline;
double *f = 0, *fg = 0, step, *tx = 0, *ty = 0, *x = 0, xhi, xlo;
double *y = 0, yhi, ylo;
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INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.mu = 0;
spline.c = 0;

printf("nag_2d_spline_interpolant (e01dac) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif

/* Read the number of x points, mx, and the values of the
* x co-ordinates.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &mx, &my);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "", &mx, &my);

#endif
if (mx >= 4 && my >= 4) {

if (!(f = NAG_ALLOC(mx * my, double)) ||
!(x = NAG_ALLOC(mx, double)) || !(y = NAG_ALLOC(my, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid mx or my.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < mx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
/* Read the number of y points, my, and the values of the
* y co-ordinates.
*/

for (i = 0; i < my; i++)
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

/* Read the function values at the grid points. */
for (j = 0; j < my; j++)

for (i = 0; i < mx; i++)
#ifdef _WIN32

scanf_s("%lf", &F(i, j));
#else

scanf("%lf", &F(i, j));
#endif

/* Generate the (x,y,f) interpolating bicubic B-spline. */
/* nag_2d_spline_interpolant (e01dac).
* Interpolating function, bicubic spline interpolant, two
* variables
*/

nag_2d_spline_interpolant(mx, my, x, y, f, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_interpolant (e01dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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/* Print the knot sets, lamda and mu. */
printf("Distinct knots in x direction located at\n");
for (j = 3; j < spline.nx - 3; j++)

printf("%12.4f%s", spline.lamda[j],
((j - 3) % 5 == 4 || j == spline.nx - 4) ? "\n" : " ");

printf("\nDistinct knots in y direction located at\n");
for (j = 3; j < spline.ny - 3; j++)

printf("%12.4f%s", spline.mu[j],
((j - 3) % 5 == 4 || j == spline.ny - 4) ? "\n" : " ");

/* Print the spline coefficients. */
printf("\nThe B-Spline coefficients:\n");
for (i = 0; i < mx; i++) {

for (j = 0; j < my; j++)
printf("%9.4f", C(i, j));

printf("\n");
}

/* Evaluate the spline on a regular rectangular grid at npx*npy
* points over the domain (xlo to xhi) x (ylo to yhi).
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf", &npx, &xlo, &xhi);

#else
scanf("%" NAG_IFMT "%lf%lf", &npx, &xlo, &xhi);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf", &npy, &ylo, &yhi);
#else

scanf("%" NAG_IFMT "%lf%lf", &npy, &ylo, &yhi);
#endif

if (npx >= 1 && npy >= 1) {
if (!(fg = NAG_ALLOC(npx * npy, double)) ||

!(tx = NAG_ALLOC(npx, double)) || !(ty = NAG_ALLOC(npy, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid npx or npy.\n");
exit_status = 1;
return exit_status;

}
step = (xhi - xlo) / (double) (npx - 1);
printf("\nSpline evaluated on a regular mesh "

" (x across, y down): \n ");
/* Generate nx equispaced x co-ordinates. */
for (i = 0; i < npx; i++) {

tx[i] = MIN(xlo + i * step, xhi);
printf(" %5.2f ", tx[i]);

}
step = (yhi - ylo) / (npy - 1);
for (i = 0; i < npy; i++)

ty[i] = MIN(ylo + i * step, yhi);

/* Evaluate the spline. */
/* nag_2d_spline_eval_rect (e02dfc).
* Evaluation of bicubic spline, at a mesh of points
*/

nag_2d_spline_eval_rect(npx, npy, tx, ty, fg, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_eval_rect (e02dfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print the results. */
printf("\n");
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for (j = 0; j < npy; j++) {
printf("%5.2f", ty[j]);
for (i = 0; i < npx; i++)

printf("%8.3f ", FG(i, j));
printf("\n");

}
/* Free memory allocated by nag_2d_spline_interpolant (e01dac) */

END:
NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(spline.c);
NAG_FREE(f);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(fg);
NAG_FREE(tx);
NAG_FREE(ty);
return exit_status;

}

10.2 Program Data

nag_2d_spline_interpolant (e01dac) Example Program Data
7 6
1.00 1.10 1.30 1.50 1.60 1.80 2.00
0.00 0.10 0.40 0.70 0.90 1.00
1.00 1.21 1.69 2.25 2.56 3.24 4.00
1.10 1.31 1.79 2.35 2.66 3.34 4.10
1.40 1.61 2.09 2.65 2.96 3.64 4.40
1.70 1.91 2.39 2.95 3.26 3.94 4.70
1.90 2.11 2.59 3.15 3.46 4.14 4.90
2.00 2.21 2.69 3.25 3.56 4.24 5.00
6 1.0 2.0
6 0.0 1.0

10.3 Program Results

nag_2d_spline_interpolant (e01dac) Example Program Results
Distinct knots in x direction located at

1.0000 1.3000 1.5000 1.6000 2.0000

Distinct knots in y direction located at
0.0000 0.4000 0.7000 1.0000

The B-Spline coefficients:
1.0000 1.1333 1.3667 1.7000 1.9000 2.0000
1.2000 1.3333 1.5667 1.9000 2.1000 2.2000
1.5833 1.7167 1.9500 2.2833 2.4833 2.5833
2.1433 2.2767 2.5100 2.8433 3.0433 3.1433
2.8667 3.0000 3.2333 3.5667 3.7667 3.8667
3.4667 3.6000 3.8333 4.1667 4.3667 4.4667
4.0000 4.1333 4.3667 4.7000 4.9000 5.0000

Spline evaluated on a regular mesh (x across, y down):
1.00 1.20 1.40 1.60 1.80 2.00

0.00 1.000 1.440 1.960 2.560 3.240 4.000
0.20 1.200 1.640 2.160 2.760 3.440 4.200
0.40 1.400 1.840 2.360 2.960 3.640 4.400
0.60 1.600 2.040 2.560 3.160 3.840 4.600
0.80 1.800 2.240 2.760 3.360 4.040 4.800
1.00 2.000 2.440 2.960 3.560 4.240 5.000
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NAG Library Function Document

nag_2d_triangulate (e01eac)

1 Purpose

nag_2d_triangulate (e01eac) generates a triangulation for a given set of two-dimensional points using
the method of Renka and Cline.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_triangulate (Integer n, const double x[], const double y[],
Integer triang[], NagError *fail)

3 Description

nag_2d_triangulate (e01eac) creates a Thiessen triangulation with a given set of two-dimensional data
points as nodes. This triangulation will be as equiangular as possible (Cline and Renka (1984)). See
Renka and Cline (1984) for more detailed information on the algorithm, a development of that by
Lawson (1977). The code is derived from Renka (1984).

The computed triangulation is returned in a form suitable for passing to nag_2d_triang_bary_eval
(e01ebc) which, for a set of nodal function values, computes interpolated values at a set of points.

4 References

Cline A K and Renka R L (1984) A storage-efficient method for construction of a Thiessen
triangulation Rocky Mountain J. Math. 14 119–139

Lawson C L (1977) Software for C1 surface interpolation Mathematical Software III (ed J R Rice) 161–
194 Academic Press

Renka R L (1984) Algorithm 624: triangulation and interpolation of arbitrarily distributed points in the
plane ACM Trans. Math. Software 10 440–442

Renka R L and Cline A K (1984) A triangle-based C1 interpolation method Rocky Mountain J. Math.
14 223–237

5 Arguments

1: n – Integer Input

On entry: n, the number of data points.

Constraint: n 	 3.

2: x½n� – const double Input

On entry: the x coordinates of the n data points.

3: y½n� – const double Input

On entry: the y coordinates of the n data points.
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4: triang½7� n� – Integer Output

On exit: a data structure defining the computed triangulation, in a form suitable for passing to
nag_2d_triang_bary_eval (e01ebc). Details of how the triangulation is encoded in triang are
given in Section 9. These details are most likely to be of use when plotting the computed
triangulation which is demonstrated in Section 10.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALL_DATA_COLLINEAR

On entry, all the x; yð Þ pairs are collinear.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_2d_triangulate (e01eac) is not threaded in any implementation.

9 Further Comments

The time taken for a call of nag_2d_triangulate (e01eac) is approximately proportional to the number of
data points, n. The function is more efficient if, before entry, the x; yð Þ pairs are arranged in x and y
such that the x values are in ascending order.

The triangulation is encoded in triang as follows:

set j0 ¼ 0; for each node, k ¼ 1; 2; . . . ; n, (using the ordering inferred from x and y)
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ik ¼ jk�1 þ 1

jk ¼ triang½6� nþ k� 1�
triang½j � 1�, for j ¼ ik; . . . ; jk, contains the list of nodes to which node k is connected. If
triang½jk � 1� ¼ 0 then node k is on the boundary of the mesh.

10 Example

In this example, nag_2d_triangulate (e01eac) creates a triangulation from a set of data points.
nag_2d_triang_bary_eval (e01ebc) then evaluates the interpolant at a sample of points using this
triangulation. Note that this example is not typical of a realistic problem: the number of data points
would normally be larger, so that interpolants can be more accurately evaluated at the fine triangulated
grid.

10.1 Program Text

/* nag_2d_triangulate (e01eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, m, n;

/* Arrays */
double *f = 0, *pf = 0, *px = 0, *py = 0, *x = 0, *y = 0;
Integer *triang = 0;

/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_2d_triangulate (e01eac) Example Program Results\n\n");

/* Skip heading in data file and read array lengths */
#ifdef _WIN32

scanf_s("%*[^\n]");
scanf_s("%" NAG_IFMT "%*[^\n]", &n);
scanf_s("%" NAG_IFMT "%*[^\n]", &m);

#else
scanf("%*[^\n]");
scanf("%" NAG_IFMT "%*[^\n]", &n);
scanf("%" NAG_IFMT "%*[^\n]", &m);

#endif

if (!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(f = NAG_ALLOC(n, double)) ||
!(triang = NAG_ALLOC(7 * n, Integer)) ||
!(px = NAG_ALLOC(m, double)) ||
!(py = NAG_ALLOC(m, double)) || !(pf = NAG_ALLOC(m, double)))

{
printf("Allocation failure\n");
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exit_status = -1;
goto END;

}

/* Read scattered 2d data points and function values. */
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n]", &x[i], &y[i], &f[i]);

#else
scanf("%lf%lf%lf%*[^\n]", &x[i], &y[i], &f[i]);

#endif
}

/* Obtain triangulation of scattered points (x,y) using
* nag_2d_triangulate (e01eac).
*/

nag_2d_triangulate(n, x, y, triang, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_triangulate (e01eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Read points at which interpolated values required. */
for (i = 0; i < m; i++) {

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &px[i], &py[i]);

#else
scanf("%lf%lf%*[^\n]", &px[i], &py[i]);

#endif
}
/* Use triangulation to perform barycentric interpolation on to the
* set of m points (px,py) using nag_2d_triang_bary_eval (e01ebc).
*/

nag_2d_triang_bary_eval(m, n, x, y, f, triang, px, py, pf, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_triang_bary_eval (e01ebc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display results */
printf(" %4s %7s %19s\n", "px", "py", "Interpolated Value");
for (i = 0; i < m; i++) {

printf(" %7.4f %7.4f %7.4f\n", px[i], py[i], pf[i]);
}

END:
NAG_FREE(f);
NAG_FREE(pf);
NAG_FREE(px);
NAG_FREE(py);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(triang);

return exit_status;
}

10.2 Program Data

nag_2d_triangulate (e01eac) Example Program Data
30 : n, the number of data points
5 : m, number of interpolation points

0.00 0.00 58.20
0.00 20.00 34.60
0.51 8.37 49.43
2.14 15.03 53.10
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3.31 0.33 44.08
3.45 12.78 41.24
5.22 14.66 40.36
5.47 17.13 28.63
7.54 10.69 19.31
7.58 1.98 29.87
9.66 20.00 4.73

11.16 1.24 22.15
11.52 8.53 15.74
12.13 10.79 13.71
12.85 3.06 22.11
14.26 17.87 10.74
15.20 0.00 21.60
15.91 7.74 15.30
17.25 19.57 6.43
17.32 13.78 12.11
17.43 3.46 18.60
19.72 1.39 16.83
19.85 10.72 7.97
20.87 20.00 5.74
21.67 14.36 5.52
22.23 6.21 10.25
22.69 19.63 3.25
22.80 12.39 5.47
25.00 11.87 4.40
25.00 3.87 8.74 : (x,y,f)[i] for i=0,1,...,n-1

2.05 1.775
3.75 3.25
5.00 5.00
8.54 2.05
9.14 4.45 : (px,py)[i] for i=0,1,...,m-1

10.3 Program Results

nag_2d_triangulate (e01eac) Example Program Results

px py Interpolated Value
2.0500 1.7750 48.2100
3.7500 3.2500 41.4195
5.0000 5.0000 36.1613
8.5400 2.0500 28.2458
9.1400 4.4500 24.4543
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NAG Library Function Document

nag_2d_triang_bary_eval (e01ebc)

1 Purpose

nag_2d_triang_bary_eval (e01ebc) performs barycentric interpolation, at a given set of points, using a
set of function values on a scattered grid and a triangulation of that grid computed by
nag_2d_triangulate (e01eac).

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_triang_bary_eval (Integer m, Integer n, const double x[],
const double y[], const double f[], const Integer triang[],
const double px[], const double py[], double pf[], NagError *fail)

3 Description

nag_2d_triang_bary_eval (e01ebc) takes as input a set of scattered data points xr ; yr ; frð Þ, for
r ¼ 1; 2; . . . ; n, and a Thiessen triangulation of the xr; yrð Þ computed by nag_2d_triangulate (e01eac),
and interpolates at a set of points pxi; pyið Þ, for i ¼ 1; 2; . . . ;m.

If the ith interpolation point pxi; pyið Þ is equal to xr; yrð Þ for some value of r, the returned value will be
equal to fr; otherwise a barycentric transformation will be used to calculate the interpolant.

For each point pxi; pyið Þ, a triangle is sought which contains the point; the vertices of the triangle and
fr values at the vertices are then used to compute the value F pxi; pyið Þ.
If any interpolation point lies outside the triangulation defined by the input arguments, the returned
value is the value provided, fs, at the closest node xs; ysð Þ.
nag_2d_triang_bary_eval (e01ebc) must only be called after a call to nag_2d_triangulate (e01eac).

4 References

Cline A K and Renka R L (1984) A storage-efficient method for construction of a Thiessen
triangulation Rocky Mountain J. Math. 14 119–139

Lawson C L (1977) Software for C1 surface interpolation Mathematical Software III (ed J R Rice) 161–
194 Academic Press

Renka R L (1984) Algorithm 624: triangulation and interpolation of arbitrarily distributed points in the
plane ACM Trans. Math. Software 10 440–442

Renka R L and Cline A K (1984) A triangle-based C1 interpolation method Rocky Mountain J. Math.
14 223–237

5 Arguments

1: m – Integer Input

On entry: m, the number of points to interpolate.

Constraint: m 	 1.
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2: n – Integer Input

On entry: n, the number of data points. n must be unchanged from the previous call of
nag_2d_triangulate (e01eac).

Constraint: n 	 3.

3: x½n� – const double Input
4: y½n� – const double Input

On entry: the coordinates of the rth data point, xr; yrð Þ, for r ¼ 1; 2; . . . ; n. x and y must be
unchanged from the previous call of nag_2d_triangulate (e01eac).

5: f½n� – const double Input

On entry: the function values fr at xr ; yrð Þ, for r ¼ 1; 2; . . . ; n.

6: triang½7� n� – const Integer Input

On entry: the triangulation computed by the previous call of nag_2d_triangulate (e01eac). See
Section 9 in nag_2d_triangulate (e01eac) for details of how the triangulation used is encoded in
triang.

7: px½m� – const double Input
8: py½m� – const double Input

On entry: the coordinates pxi; pyið Þ, for i ¼ 1; 2; . . . ;m, at which interpolated function values are
sought.

9: pf½m� – double Output

On exit: the interpolated values F pxi; pyið Þ, for i ¼ 1; 2; . . . ;m.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_TRIANG_INVALID

On entry, the triangulation information held in the array triang does not specify a valid
triangulation of the data points. triang has been corrupted since the call to nag_2d_triangulate
(e01eac).

NW_EXTRAPOLATION

At least one evaluation point lies outside the nodal triangulation. For each such point the value
returned in pf is that corresponding to a node on the closest boundary line segment.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_2d_triang_bary_eval (e01ebc) is not threaded in any implementation.

9 Further Comments

The time taken for a call of nag_2d_triang_bary_eval (e01ebc) is approximately proportional to the
number of interpolation points, m.

10 Example

See Section 10 in nag_2d_triangulate (e01eac).
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nag_1d_ratnl_interp (e01rac)

1 Purpose

nag_1d_ratnl_interp (e01rac) produces, from a set of function values and corresponding abscissae, the
coefficients of an interpolating rational function expressed in continued fraction form.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_1d_ratnl_interp (Integer n, const double x[], const double f[],
Integer *m, double a[], double u[], NagError *fail)

3 Description

nag_1d_ratnl_interp (e01rac) produces the parameters of a rational function R xð Þ which assumes
prescribed values fi at prescribed values xi of the independent variable x, for i ¼ 1; 2; . . . ; n. More
specifically, nag_1d_ratnl_interp (e01rac) determines the parameters aj, for j ¼ 1; 2; . . . ;m and uj, for
j ¼ 1; 2; . . . ;m� 1, in the continued fraction

R xð Þ ¼ a1 þRm xð Þ ð1Þ

where

Ri xð Þ ¼
am�iþ2 x� um�iþ1ð Þ

1þRi�1 xð Þ
; for i ¼ m;m� 1; . . . ; 2;

and

R1 xð Þ ¼ 0;

such that R xið Þ ¼ fi, for i ¼ 1; 2; . . . ; n. The value of m in (1) is determined by the function; normally
m ¼ n. The values of uj form a reordered subset of the values of xi and their ordering is designed to
ensure that a representation of the form (1) is determined whenever one exists.

The subsequent evaluation of (1) for given values of x can be carried out using nag_1d_ratnl_eval
(e01rbc).

The computational method employed in nag_1d_ratnl_interp (e01rac) is the modification of the
Thacher–Tukey algorithm described in Graves–Morris and Hopkins (1981).

4 References

Graves–Morris P R and Hopkins T R (1981) Reliable rational interpolation Numer. Math. 36 111–128

5 Arguments

1: n – Integer Input

On entry: n, the number of data points.

Constraint: n > 0.
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2: x½n� – const double Input

On entry: x½i � 1� must be set to the value of the ith data abscissa, xi, for i ¼ 1; 2; . . . ; n.

Constraint: the x½i� 1� must be distinct.

3: f½n� – const double Input

On entry: f½i � 1� must be set to the value of the data ordinate, fi, corresponding to xi, for
i ¼ 1; 2; . . . ; n.

4: m – Integer * Output

On exit: m, the number of terms in the continued fraction representation of R xð Þ.

5: a½n� – double Output

On exit: a½j � 1� contains the value of the parameter aj in R xð Þ, for j ¼ 1; 2; . . . ;m. The
remaining elements of a, if any, are set to zero.

6: u½n� – double Output

On exit: u½j � 1� contains the value of the parameter uj in R xð Þ, for j ¼ 1; 2; . . . ;m� 1. The uj
are a permuted subset of the elements of x. The remaining n�mþ 1 locations contain a
permutation of the remaining xi, which can be ignored.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONT_FRAC

A continued fraction of the required form does not exist.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL_ARRAY

On entry, x½I � 1� is very close to x½J � 1�: I ¼ valueh i, x½I � 1� ¼ valueh i, J ¼ valueh i and
x½J � 1� ¼ valueh i.

7 Accuracy

Usually, it is not the accuracy of the coefficients produced by this function which is of prime interest,
but rather the accuracy of the value of R xð Þ that is produced by the associated function
nag_1d_ratnl_eval (e01rbc) when subsequently it evaluates the continued fraction (1) for a given
value of x. This final accuracy will depend mainly on the nature of the interpolation being performed. If
interpolation of a ‘well-behaved smooth’ function is attempted (and provided the data adequately
represents the function), high accuracy will normally ensue, but, if the function is not so ‘smooth’ or
extrapolation is being attempted, high accuracy is much less likely. Indeed, in extreme cases, results can
be highly inaccurate.

There is no built-in test of accuracy but several courses are open to you to prevent the production or the
acceptance of inaccurate results.

1. If the origin of a variable is well outside the range of its data values, the origin should be shifted to
correct this; and, if the new data values are still excessively large or small, scaling to make the
largest value of the order of unity is recommended. Thus, normalization to the range �1:0 to þ1:0
is ideal. This applies particularly to the independent variable; for the dependent variable, the
removal of leading figures which are common to all the data values will usually suffice.

2. To check the effect of rounding errors engendered in the functions themselves, nag_1d_ratnl_interp
(e01rac) should be re-entered with x1 interchanged with xi and f1 with fi, i 6¼ 1ð Þ. This will
produce a completely different vector a and a reordered vector u, but any change in the value of
R xð Þ subsequently produced by nag_1d_ratnl_eval (e01rbc) will be due solely to rounding error.

3. Even if the data consist of calculated values of a formal mathematical function, it is only in
exceptional circumstances that bounds for the interpolation error (the difference between the true
value of the function underlying the data and the value which would be produced by the two
functions if exact arithmetic were used) can be derived that are sufficiently precise to be of
practical use. Consequently, you are recommended to rely on comparison checks: if extra data
points are available, the calculation may be repeated with one or more data pairs added or
exchanged, or alternatively, one of the original data pairs may be omitted. If the algorithms are
being used for extrapolation, the calculations should be performed repeatedly with the 2; 3; . . .
nearest points until, hopefully, successive values of R xð Þ for the given x agree to the required
accuracy.

8 Parallelism and Performance

nag_1d_ratnl_interp (e01rac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_ratnl_interp (e01rac) is approximately proportional to n2.

The continued fraction (1) when expanded produces a rational function in x, the degree of whose
numerator is either equal to or exceeds by unity that of the denominator. Only if this rather special form
of interpolatory rational function is needed explicitly, would this function be used without subsequent
entry (or entries) to nag_1d_ratnl_eval (e01rbc).

10 Example

This example reads in the abscissae and ordinates of 5 data points and prints the arguments aj and uj of
a rational function which interpolates them.
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10.1 Program Text

/* nag_1d_ratnl_interp (e01rac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, m, n;
NagError fail;

/* Arrays */
double *a = 0, *f = 0, *u = 0, *x = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_1d_ratnl_interp (e01rac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

n = 5;

/* Allocate memory */
if (!(a = NAG_ALLOC(n, double)) ||

!(f = NAG_ALLOC(n, double)) ||
!(u = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &f[i - 1]);
#else

scanf("%lf", &f[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* nag_1d_ratnl_interp (e01rac).
* Interpolating functions, rational interpolant, one
* variable
*/

nag_1d_ratnl_interp(n, x, f, &m, a, u, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
printf("Error from nag_1d_ratnl_interp (e01rac).\n%s\n", fail.message);
goto END;

}

printf("\n");
printf("The values of u[j] are\n");
for (i = 1; i <= m - 1; ++i) {

printf("%13.4e", u[i - 1]);
printf(i % 4 == 0 || i == m - 1 ? "\n" : " ");

}
printf("\n");

printf("The Thiele coefficients a[j] are\n");
for (i = 1; i <= m; ++i) {

printf("%13.4e", a[i - 1]);
printf(i % 4 == 0 || i == m ? "\n" : " ");

}

END:
NAG_FREE(a);
NAG_FREE(f);
NAG_FREE(u);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_1d_ratnl_interp (e01rac) Example Program Data
0.0 1.0 2.0 3.0 4.0
4.0 2.0 4.0 7.0 10.4

10.3 Program Results

nag_1d_ratnl_interp (e01rac) Example Program Results

The values of u[j] are
0.0000e+00 3.0000e+00 1.0000e+00

The Thiele coefficients a[j] are
4.0000e+00 1.0000e+00 7.5000e-01 -1.0000e+00
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NAG Library Function Document

nag_1d_ratnl_eval (e01rbc)

1 Purpose

nag_1d_ratnl_eval (e01rbc) evaluates continued fractions of the form produced by nag_1d_ratnl_interp
(e01rac).

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_1d_ratnl_eval (Integer m, const double a[], const double u[],
double x, double *f, NagError *fail)

3 Description

nag_1d_ratnl_eval (e01rbc) evaluates the continued fraction

R xð Þ ¼ a1 þRm xð Þ

where

Ri xð Þ ¼
am�iþ2 x� um�iþ1ð Þ

1þRi�1 xð Þ
; for i ¼ m;m� 1; . . . ; 2:

and

R1 xð Þ ¼ 0

for a prescribed value of x. nag_1d_ratnl_eval (e01rbc) is intended to be used to evaluate the continued
fraction representation (of an interpolatory rational function) produced by nag_1d_ratnl_interp (e01rac).

4 References

Graves–Morris P R and Hopkins T R (1981) Reliable rational interpolation Numer. Math. 36 111–128

5 Arguments

1: m – Integer Input

On entry: m, the number of terms in the continued fraction.

Constraint: m 	 1.

2: a½m� – const double Input

On entry: a½j � 1� must be set to the value of the parameter aj in the continued fraction, for
j ¼ 1; 2; . . . ;m.

3: u½m� – const double Input

On entry: u½j � 1� must be set to the value of the parameter uj in the continued fraction, for
j ¼ 1; 2; . . . ;m� 1. (The element u½m� 1� is not used).

4: x – double Input

On entry: the value of x at which the continued fraction is to be evaluated.
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5: f – double * Output

On exit: the value of the continued fraction corresponding to the value of x.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POLE_PRESENT

x corresponds to a pole of R xð Þ, or is very close. x ¼ valueh i.

7 Accuracy

See Section 7 in nag_1d_ratnl_interp (e01rac).

8 Parallelism and Performance

nag_1d_ratnl_eval (e01rbc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_ratnl_eval (e01rbc) is approximately proportional to m.

10 Example

This example reads in the arguments aj and uj of a continued fraction (as determined by the example
for nag_1d_ratnl_interp (e01rac)) and evaluates the continued fraction at a point x.
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10.1 Program Text

/* nag_1d_ratnl_eval (e01rbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
double f, x;
Integer exit_status, i, m;
NagError fail;

/* Arrays */
double *a = 0, *u = 0;

exit_status = 0;

INIT_FAIL(fail);

printf("nag_1d_ratnl_eval (e01rbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

m = 4;

/* Allocate memory */
if (!(a = NAG_ALLOC(m, double)) || !(u = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= m; ++i)
#ifdef _WIN32

scanf_s("%lf", &a[i - 1]);
#else

scanf("%lf", &a[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m - 1; ++i)
#ifdef _WIN32

scanf_s("%lf", &u[i - 1]);
#else

scanf("%lf", &u[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

printf("\n");
printf("x = %13.4e\n", x);

/* nag_1d_ratnl_eval (e01rbc).
* Interpolated values, evaluate rational interpolant
* computed by nag_1d_ratnl_interp (e01rac), one variable
*/

nag_1d_ratnl_eval(m, a, u, x, &f, &fail);
if (fail.code == NE_NOERROR) {

printf("\n");
printf("The value of R(x) is %13.4e\n", f);

}
else {

printf("Error from nag_1d_ratnl_eval (e01rbc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(a);
NAG_FREE(u);

return exit_status;
}

10.2 Program Data

nag_1d_ratnl_eval (e01rbc) Example Program Data
4.000 1.000 0.750 -1.000
0.000 3.000 1.000
6.000

10.3 Program Results

nag_1d_ratnl_eval (e01rbc) Example Program Results

x = 6.0000e+00

The value of R(x) is 1.7714e+01
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NAG Library Function Document

nag_2d_shep_interp (e01sgc)

1 Purpose

nag_2d_shep_interp (e01sgc) generates a two-dimensional interpolant to a set of scattered data points,
using a modified Shepard method.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_shep_interp (Integer m, const double x[], const double y[],
const double f[], Integer nw, Integer nq, Integer iq[], double rq[],
NagError *fail)

3 Description

nag_2d_shep_interp (e01sgc) constructs a smooth function Q x; yð Þ which interpolates a set of m
scattered data points xr; yr; frð Þ, for r ¼ 1; 2; . . . ;m, using a modification of Shepard's method. The
surface is continuous and has continuous first partial derivatives.

The basic Shepard (1968) method interpolates the input data with the weighted mean

Q x; yð Þ ¼

Xm
r¼1

wr x; yð Þqr

Xm
r¼1

wr x; yð Þ
;

where qr ¼ fr, wr x; yð Þ ¼ 1

d2r
and d2r ¼ x� xrð Þ2 þ y� yrð Þ2.

The basic method is global in that the interpolated value at any point depends on all the data, but this
function uses a modification (see Franke and Nielson (1980) and Renka (1988a)), whereby the method
becomes local by adjusting each wr x; yð Þ to be zero outside a circle with centre xr; yrð Þ and some radius
Rw. Also, to improve the performance of the basic method, each qr above is replaced by a function
qr x; yð Þ, which is a quadratic fitted by weighted least squares to data local to xr; yrð Þ and forced to
interpolate xr; yr; frð Þ. In this context, a point x; yð Þ is defined to be local to another point if it lies
within some distance Rq of it. Computation of these quadratics constitutes the main work done by this
function.

The efficiency of the function is further enhanced by using a cell method for nearest neighbour
searching due to Bentley and Friedman (1979).

The radii Rw and Rq are chosen to be just large enough to include Nw and Nq data points, respectively,
for user-supplied constants Nw and Nq. Default values of these arguments are provided by the function,
and advice on alternatives is given in Section 9.2.

This function is derived from the function QSHEP2 described by Renka (1988b).

Values of the interpolant Q x; yð Þ generated by this function, and its first partial derivatives, can
subsequently be evaluated for points in the domain of the data by a call to nag_2d_shep_eval (e01shc).
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4 References

Bentley J L and Friedman J H (1979) Data structures for range searching ACM Comput. Surv. 11 397–
409

Franke R and Nielson G (1980) Smooth interpolation of large sets of scattered data Internat. J. Num.
Methods Engrg. 15 1691–1704

Renka R J (1988a) Multivariate interpolation of large sets of scattered data ACM Trans. Math. Software
14 139–148

Renka R J (1988b) Algorithm 660: QSHEP2D: Quadratic Shepard method for bivariate interpolation of
scattered data ACM Trans. Math. Software 14 149–150

Shepard D (1968) A two-dimensional interpolation function for irregularly spaced data Proc. 23rd Nat.
Conf. ACM 517–523 Brandon/Systems Press Inc., Princeton

5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Constraint: m 	 6.

2: x½m� – const double Input
3: y½m� – const double Input

On entry: the Cartesian coordinates of the data points xr ; yrð Þ, for r ¼ 1; 2; . . . ;m.

Constraint: these coordinates must be distinct, and must not all be collinear.

4: f½m� – const double Input

On entry: f½r � 1� must be set to the data value fr , for r ¼ 1; 2; . . . ;m.

5: nw – Integer Input

On entry: the number Nw of data points that determines each radius of influence Rw, appearing in
the definition of each of the weights wr , for r ¼ 1; 2; . . . ;m (see Section 3). Note that Rw is
different for each weight. If nw � 0 the default value nw ¼ min 19;m� 1ð Þ is used instead.

Constraint: nw � min 40;m� 1ð Þ.

6: nq – Integer Input

On entry: the number Nq of data points to be used in the least squares fit for coefficients defining
the nodal functions qr x; yð Þ (see Section 3). If nq � 0 the default value nq ¼ min 13;m� 1ð Þ is
used instead.

Constraint: nq � 0 or 5 � nq � min 40;m� 1ð Þ.

7: iq½ 2�mþ 1ð Þ� – Integer Output

On exit: integer data defining the interpolant Q x; yð Þ.

8: rq½ 6�mþ 5ð Þ� – double Output

On exit: real data defining the interpolant Q x; yð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALL_DATA_COLLINEAR

All nodes are collinear. There is no unique solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_NOT_UNIQUE

There are duplicate nodes in the dataset. x½I � 1�; y½I � 1�ð Þ ¼ x½J � 1�; y½J � 1�ð Þ, for
I ¼ valueh i and J ¼ valueh i. The interpolant cannot be derived.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 6.

On entry, nq ¼ valueh i.
Constraint: nq � 0 or nq 	 5.

NE_INT_2

On entry, nq ¼ valueh i and m ¼ valueh i.
Constraint: nq � min 40;m� 1ð Þ.
On entry, nw ¼ valueh i and m ¼ valueh i.
Constraint: nw � min 40;m� 1ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

On successful exit, the function generated interpolates the input data exactly and has quadratic
accuracy.

8 Parallelism and Performance

nag_2d_shep_interp (e01sgc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_2d_shep_interp (e01sgc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_2d_shep_interp (e01sgc) will depend in general on the distribution of
the data points. If x and y are uniformly randomly distributed, then the time taken should be O mð Þ. At
worst O m2

� �
time will be required.

9.2 Choice of Nw and Nq

Default values of the arguments Nw and Nq may be selected by calling nag_2d_shep_interp (e01sgc)
with nw � 0 and nq � 0. These default values may well be satisfactory for many applications.

If non-default values are required they must be supplied to nag_2d_shep_interp (e01sgc) through
positive values of nw and nq. Increasing these arguments makes the method less local. This may
increase the accuracy of the resulting interpolant at the expense of increased computational cost. The
default values nw ¼ min 19;m� 1ð Þ and nq ¼ min 13;m� 1ð Þ have been chosen on the basis of
experimental results reported in Renka (1988a). In these experiments the error norm was found to vary
smoothly with Nw and Nq, generally increasing monotonically and slowly with distance from the
optimal pair. The method is not therefore thought to be particularly sensitive to the argument values.
For further advice on the choice of these arguments see Renka (1988a).

10 Example

This program reads in a set of 30 data points and calls nag_2d_shep_interp (e01sgc) to construct an
interpolating function Q x; yð Þ. It then calls nag_2d_shep_eval (e01shc) to evaluate the interpolant at a
set of points.

Note that this example is not typical of a realistic problem: the number of data points would normally
be larger.

10.1 Program Text

/* nag_2d_shep_interp (e01sgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, m, n, nq, nw;
Integer liq, lrq;

/* Arrays */
double *f = 0, *q = 0, *qx = 0, *qy = 0, *rq = 0, *u = 0, *v = 0, *x = 0;
double *y = 0;
Integer *iq = 0;

/* Nag Types */
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NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_2d_shep_interp (e01sgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

if (m > 6) {
liq = 2 * m + 1;
lrq = 6 * m + 5;
/* Allocate memory */
if (!(f = NAG_ALLOC(m, double)) ||

!(rq = NAG_ALLOC(lrq, double)) ||
!(x = NAG_ALLOC(m, double)) ||
!(y = NAG_ALLOC(m, double)) || !(iq = NAG_ALLOC(liq, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}

/* Input the data points X,Y and F. */

for (i = 1; i <= m; ++i) {
#ifdef _WIN32

scanf_s("%lf%lf%lf%*[^\n] ", &x[i - 1], &y[i - 1], &f[i - 1]);
#else

scanf("%lf%lf%lf%*[^\n] ", &x[i - 1], &y[i - 1], &f[i - 1]);
#endif

}

/* Generate the interpolant. */
nq = 0;
nw = 0;
/* nag_2d_shep_interp (e01sgc).
* Interpolating functions, modified Shepard’s method, two
* variables
*/

nag_2d_shep_interp(m, x, y, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_shep_interp (e01sgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Input the number of evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(q = NAG_ALLOC(n, double)) ||
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!(qx = NAG_ALLOC(n, double)) ||
!(qy = NAG_ALLOC(n, double)) ||
!(u = NAG_ALLOC(n, double)) || !(v = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Input the evaluation points. */

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &u[i - 1], &v[i - 1]);
#else

scanf("%lf%lf%*[^\n] ", &u[i - 1], &v[i - 1]);
#endif

}

/* Evaluate the interpolant using nag_2d_shep_eval (e01shc). */

/* nag_2d_shep_eval (e01shc).
* Interpolated values, evaluate interpolant computed by
* nag_2d_shep_interp (e01sgc), function and first
* derivatives, two variables
*/

nag_2d_shep_eval(m, x, y, f, iq, rq, n, u, v, q, qx, qy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_shep_interp (e01sgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("%s", " I U(I) V(I) Q(I)");
printf("\n");
for (i = 1; i <= n; ++i) {

printf("%6" NAG_IFMT "%10.2f%10.2f%10.2f\n", i, u[i - 1], v[i - 1],
q[i - 1]);

}

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(qy);
NAG_FREE(rq);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(iq);

return exit_status;
}

10.2 Program Data

nag_2d_shep_interp (e01sgc) Example Program Data
30 M, the number of data points
11.16 1.24 22.15 X, Y, F data point definition
12.85 3.06 22.11
19.85 10.72 7.97
19.72 1.39 16.83
15.91 7.74 15.30
0.00 20.00 34.60

20.87 20.00 5.74
3.45 12.78 41.24

14.26 17.87 10.74
17.43 3.46 18.60
22.80 12.39 5.47
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7.58 1.98 29.87
25.00 11.87 4.40
0.00 0.00 58.20
9.66 20.00 4.73
5.22 14.66 40.36

17.25 19.57 6.43
25.00 3.87 8.74
12.13 10.79 13.71
22.23 6.21 10.25
11.52 8.53 15.74
15.20 0.00 21.60
7.54 10.69 19.31

17.32 13.78 12.11
2.14 15.03 53.10
0.51 8.37 49.43

22.69 19.63 3.25
5.47 17.13 28.63

21.67 14.36 5.52
3.31 0.33 44.08 End of data points

5 N, the number of evaluation points
20.00 3.14 U, V evaluation point definition
6.41 15.44
7.54 10.69
9.91 18.27

12.30 9.22 End of evaluation points

10.3 Program Results

nag_2d_shep_interp (e01sgc) Example Program Results

I U(I) V(I) Q(I)
1 20.00 3.14 15.95
2 6.41 15.44 38.71
3 7.54 10.69 19.31
4 9.91 18.27 16.39
5 12.30 9.22 14.66
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NAG Library Function Document

nag_2d_shep_eval (e01shc)

1 Purpose

nag_2d_shep_eval (e01shc) evaluates the two-dimensional interpolating function generated by
nag_2d_shep_interp (e01sgc) and its first partial derivatives.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_shep_eval (Integer m, const double x[], const double y[],
const double f[], const Integer iq[], const double rq[], Integer n,
const double u[], const double v[], double q[], double qx[],
double qy[], NagError *fail)

3 Description

nag_2d_shep_eval (e01shc) takes as input the interpolant Q x; yð Þ of a set of scattered data points
xr; yr; frð Þ, for r ¼ 1; 2; . . . ;m, as computed by nag_2d_shep_interp (e01sgc), and evaluates the
interpolant and its first partial derivatives at the set of points ui; við Þ, for i ¼ 1; 2; . . . ; n.

nag_2d_shep_eval (e01shc) must only be called after a call to nag_2d_shep_interp (e01sgc).

This function is derived from the function QS2GRD described by Renka (1988).

4 References

Renka R J (1988) Algorithm 660: QSHEP2D: Quadratic Shepard method for bivariate interpolation of
scattered data ACM Trans. Math. Software 14 149–150

5 Arguments

1: m – Integer Input
2: x½m� – const double Input
3: y½m� – const double Input
4: f½m� – const double Input

On entry: m, x, y and f must be the same values as were supplied in the preceding call to
nag_2d_shep_interp (e01sgc).

5: iq½ 2�mþ 1ð Þ� – const Integer Input

On entry: must be unchanged from the value returned from a previous call to nag_2d_shep_interp
(e01sgc).

6: rq½ 6�mþ 5ð Þ� – const double Input

On entry: must be unchanged from the value returned from a previous call to nag_2d_shep_interp
(e01sgc).

7: n – Integer Input

On entry: n, the number of evaluation points.

Constraint: n 	 1.

e01 – Interpolation e01shc
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8: u½n� – const double Input
9: v½n� – const double Input

On entry: the evaluation points ui; við Þ, for i ¼ 1; 2; . . . ; n.

10: q½n� – double Output

On exit: the values of the interpolant at ui; við Þ, for i ¼ 1; 2; . . . ; n. If any of these evaluation
points lie outside the region of definition of the interpolant the corresponding entries in q are set
to the largest machine representable number (see nag_real_largest_number (X02ALC)), and
nag_2d_shep_eval (e01shc) returns with fail:code ¼ NE_BAD_INTERPOLANT.

11: qx½n� – double Output
12: qy½n� – double Output

On exit: the values of the partial derivatives of the interpolant Q x; yð Þ at ui; við Þ, for
i ¼ 1; 2; . . . ; n. If any of these evaluation points lie outside the region of definition of the
interpolant, the corresponding entries in qx and qy are set to the largest machine representable
number (see nag_real_largest_number (X02ALC)), and nag_2d_shep_eval (e01shc) returns with
fail:code ¼ NE_BAD_INTERPOLANT.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_INTERPOLANT

On entry, at least one evaluation point lies outside the region of definition of the interpolant. At
all such points the corresponding values in q, qx and qy have been set to
nag real largest number ¼ valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 6.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_INVALID_ARRAY

On entry, values in iq appear to be invalid. Check that iq has not been corrupted between calls to
nag_2d_shep_interp (e01sgc) and nag_2d_shep_eval (e01shc).

On entry, values in rq appear to be invalid. Check that rq has not been corrupted between calls
to nag_2d_shep_interp (e01sgc) and nag_2d_shep_eval (e01shc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Computational errors should be negligible in most practical situations.

8 Parallelism and Performance

nag_2d_shep_eval (e01shc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken for a call to nag_2d_shep_eval (e01shc) will depend in general on the distribution of the
data points. If x and y are approximately uniformly distributed, then the time taken should be only
O nð Þ. At worst O mnð Þ time will be required.

10 Example

See Section 10 in nag_2d_shep_interp (e01sgc).
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NAG Library Function Document

nag_2d_triang_interp (e01sjc)

1 Purpose

nag_2d_triang_interp (e01sjc) generates a two-dimensional surface interpolating a set of scattered data
points, using the method of Renka and Cline.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_triang_interp (Integer m, const double x[], const double y[],
const double f[], Integer triang[], double grads[], NagError *fail)

3 Description

nag_2d_triang_interp (e01sjc) constructs an interpolating surface F x; yð Þ through a set of m scattered
data points xr ; yr ; frð Þ, for r ¼ 1; 2; . . . ;m, using a method due to Renka and Cline. In the x; yð Þ plane,
the data points must be distinct. The constructed surface is continuous and has continuous first
derivatives.

The method involves firstly creating a triangulation with all the x; yð Þ data points as nodes, the
triangulation being as nearly equiangular as possible (see Cline and Renka (1984)). Then gradients in
the x- and y-directions are estimated at node r , for r ¼ 1; 2; . . . ;m, as the partial derivatives of a
quadratic function of x and y which interpolates the data value fr, and which fits the data values at
nearby nodes (those within a certain distance chosen by the algorithm) in a weighted least squares
sense. The weights are chosen such that closer nodes have more influence than more distant nodes on
derivative estimates at node r. The computed partial derivatives, with the fr values, at the three nodes
of each triangle define a piecewise polynomial surface of a certain form which is the interpolant on that
triangle. See Renka and Cline (1984) for more detailed information on the algorithm, a development of
that by Lawson (1977). The code is derived from Renka (1984).

The interpolant F x; yð Þ can subsequently be evaluated at any point x; yð Þ inside or outside the domain
of the data by a call to nag_2d_triang_eval (e01skc). Points outside the domain are evaluated by
extrapolation.

4 References

Cline A K and Renka R L (1984) A storage-efficient method for construction of a Thiessen
triangulation Rocky Mountain J. Math. 14 119–139

Lawson C L (1977) Software for C1 surface interpolation Mathematical Software III (ed J R Rice) 161–
194 Academic Press

Renka R L (1984) Algorithm 624: triangulation and interpolation of arbitrarily distributed points in the
plane ACM Trans. Math. Software 10 440–442

Renka R L and Cline A K (1984) A triangle-based C1 interpolation method Rocky Mountain J. Math.
14 223–237
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5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Constraint: m 	 3.

2: x½m� – const double Input
3: y½m� – const double Input
4: f½m� – const double Input

On entry: the coordinates of the rth data point, for r ¼ 1; 2; . . . ;m. The data points are accepted
in any order, but see Section 9.

Constraint: the x; yð Þ nodes must not all be collinear, and each node must be unique.

5: triang½7�m� – Integer Output

On exit: a data structure defining the computed triangulation, in a form suitable for passing to
nag_2d_triang_eval (e01skc).

6: grads½2�m� – double Output

Note: the i; jð Þth element of the matrix is stored in grads½ j� 1ð Þ � 2þ i� 1�.
On exit: the estimated partial derivatives at the nodes, in a form suitable for passing to
nag_2d_triang_eval (e01skc). The derivatives at node r with respect to x and y are contained in
grads½ r � 1ð Þ � 2� and grads½ r � 1ð Þ � 2þ 1� respectively, for r ¼ 1; 2; . . . ;m.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALL_DATA_COLLINEAR

All nodes are collinear. There is no unique solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_NOT_UNIQUE

On en t r y, x½I � 1�; y½I � 1�ð Þ ¼ x½J � 1�; y½J � 1�ð Þ, f o r I ; J ¼ valueh i valueh i, x½I � 1�,
y½I � 1� ¼ valueh i valueh i.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 3.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

On successful exit, the computational errors should be negligible in most situations but you should
always check the computed surface for acceptability, by drawing contours for instance. The surface
always interpolates the input data exactly.

8 Parallelism and Performance

nag_2d_triang_interp (e01sjc) is not threaded in any implementation.

9 Further Comments

The time taken for a call of nag_2d_triang_interp (e01sjc) is approximately proportional to the number
of data points, m. The function is more efficient if, before entry, the values in x, y and f are arranged so
that the x array is in ascending order.

10 Example

This example reads in a set of 30 data points and calls nag_2d_triang_interp (e01sjc) to construct an
interpolating surface. It then calls nag_2d_triang_eval (e01skc) to evaluate the interpolant at a sample
of points on a rectangular grid.

Note that this example is not typical of a realistic problem: the number of data points would normally
be larger, and the interpolant would need to be evaluated on a finer grid to obtain an accurate plot, say.

10.1 Program Text

/* nag_2d_triang_interp (e01sjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
double xhi, xlo, yhi, ylo;
Integer exit_status, i, j, m, nx, ny;

/* Arrays */
double *f = 0, *grads = 0, *pf = 0, *px = 0, *py = 0, *x = 0, *y = 0;
Integer *triang = 0;
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/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_2d_triang_interp (e01sjc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

if (m >= 3) {
/* Allocate memory */
if (!(f = NAG_ALLOC(m, double)) ||

!(grads = NAG_ALLOC(2 * m, double)) ||
!(x = NAG_ALLOC(m, double)) ||
!(y = NAG_ALLOC(m, double)) || !(triang = NAG_ALLOC(7 * m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
goto END;

}
/* Input the nodes (X,Y) and heights, F. */
for (i = 1; i <= m; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &x[i - 1], &y[i - 1], &f[i - 1]);

#else
scanf("%lf%lf%lf%*[^\n] ", &x[i - 1], &y[i - 1], &f[i - 1]);

#endif
}
/* Generate the triangulation and gradients. */

/* nag_2d_triang_interp (e01sjc).
* A function to generate a two-dimensional surface
* interpolating a set of data points, using either the
* method of Renka and Cline or the modified Shepard’s
* method
*/

nag_2d_triang_interp(m, x, y, f, triang, grads, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_triang_interp (e01sjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Evaluate the interpolant on a rectangular grid at NX*NY points */
/* over the domain (XLO to XHI) x (YLO to YHI). */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf%*[^\n] ", &nx, &xlo, &xhi);

#else
scanf("%" NAG_IFMT "%lf%lf%*[^\n] ", &nx, &xlo, &xhi);

#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%lf%lf%*[^\n] ", &ny, &ylo, &yhi);
#else

scanf("%" NAG_IFMT "%lf%lf%*[^\n] ", &ny, &ylo, &yhi);
#endif

if (nx > 0 && ny > 0) {
/* Allocate memory */
if (!(pf = NAG_ALLOC(nx, double)) ||

!(px = NAG_ALLOC(nx, double)) || !(py = NAG_ALLOC(ny, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid nx or ny.\n");
exit_status = 1;
goto END;

}

for (i = 1; i <= nx; ++i) {
px[i - 1] = (double) (nx - i) / (nx - 1) * xlo +

(double) (i - 1) / (nx - 1) * xhi;
}
for (i = 1; i <= ny; ++i) {

py[i - 1] = (double) (ny - i) / (ny - 1) * ylo +
(double) (i - 1) / (ny - 1) * yhi;

}
printf("\n");
printf("%s", " X");
for (i = 1; i <= nx; ++i) {

printf("%8.2f", px[i - 1]);
}
printf("\n");
printf("%s", " Y");
printf("\n");
for (i = ny; i >= 1; --i) {

for (j = 1; j <= nx; ++j) {
/* nag_2d_triang_eval (e01skc).
* A function to evaluate, at a set of points, the
* two-dimensional interpolant function generated by
* nag_2d_triang_interp (e01sjc).
*/

nag_2d_triang_eval(m, x, y, f, triang, grads, px[j - 1],
py[i - 1], &pf[j - 1], &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_triang_eval (e01skc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}
printf("%8.2f", py[i - 1]);
printf("%3s", "");
for (j = 1; j <= nx; ++j) {

printf("%8.2f", pf[j - 1]);
}
printf("\n");

}
END:

NAG_FREE(f);
NAG_FREE(grads);
NAG_FREE(pf);
NAG_FREE(px);
NAG_FREE(py);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(triang);

return exit_status;
}
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10.2 Program Data

nag_2d_triang_interp (e01sjc) Example Program Data
30 M, the number of data points

11.16 1.24 22.15 X, Y, F data point definition
12.85 3.06 22.11
19.85 10.72 7.97
19.72 1.39 16.83
15.91 7.74 15.30
0.00 20.00 34.60

20.87 20.00 5.74
3.45 12.78 41.24

14.26 17.87 10.74
17.43 3.46 18.60
22.80 12.39 5.47
7.58 1.98 29.87

25.00 11.87 4.40
0.00 0.00 58.20
9.66 20.00 4.73
5.22 14.66 40.36

17.25 19.57 6.43
25.00 3.87 8.74
12.13 10.79 13.71
22.23 6.21 10.25
11.52 8.53 15.74
15.20 0.00 21.60
7.54 10.69 19.31

17.32 13.78 12.11
2.14 15.03 53.10
0.51 8.37 49.43

22.69 19.63 3.25
5.47 17.13 28.63

21.67 14.36 5.52
3.31 0.33 44.08 End of the data points

7 3.0 21.0 Grid definition, X axis
6 2.0 17.0 Grid definition, Y axis

10.3 Program Results

nag_2d_triang_interp (e01sjc) Example Program Results

X 3.00 6.00 9.00 12.00 15.00 18.00 21.00
Y

17.00 41.25 27.62 18.03 12.29 11.68 9.09 5.37
14.00 47.61 36.66 22.87 14.02 13.44 11.20 6.46
11.00 38.55 25.25 16.72 13.83 13.08 10.71 6.88
8.00 37.90 23.97 16.79 16.43 15.46 13.02 9.30
5.00 40.49 29.26 22.51 20.72 19.30 16.72 12.87
2.00 43.52 33.91 26.59 22.23 21.15 18.67 14.88
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NAG Library Function Document

nag_2d_triang_eval (e01skc)

1 Purpose

nag_2d_triang_eval (e01skc) evaluates at a given point the two-dimensional interpolant function
computed by nag_2d_triang_interp (e01sjc).

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_2d_triang_eval (Integer m, const double x[], const double y[],
const double f[], const Integer triang[], const double grads[],
double px, double py, double *pf, NagError *fail)

3 Description

nag_2d_triang_eval (e01skc) takes as input the arguments defining the interpolant F x; yð Þ of a set of
scattered data points xr; yr; frð Þ, for r ¼ 1; 2; . . . ;m, as computed by nag_2d_shep_interp (e01sgc), and
evaluates the interpolant at the point px; pyð Þ.
If px; pyð Þ is equal to xr; yrð Þ for some value of r, the returned value will be equal to fr.

If px; pyð Þ is not equal to xr; yrð Þ for any r, the derivatives in grads will be used to compute the
interpolant. A triangle is sought which contains the point px; pyð Þ, and the vertices of the triangle along
with the partial derivatives and fr values at the vertices are used to compute the value F px; pyð Þ. If the
point px; pyð Þ lies outside the triangulation defined by the input arguments, the returned value is
obtained by extrapolation. In this case, the interpolating function f is extended linearly beyond the
triangulation boundary. The method is described in more detail in Renka and Cline (1984) and the code
is derived from Renka (1984).

nag_2d_triang_eval (e01skc) must only be called after a call to nag_2d_shep_interp (e01sgc).

4 References

Renka R L (1984) Algorithm 624: triangulation and interpolation of arbitrarily distributed points in the
plane ACM Trans. Math. Software 10 440–442

Renka R L and Cline A K (1984) A triangle-based C1 interpolation method Rocky Mountain J. Math.
14 223–237

5 Arguments

1: m – Integer Input
2: x½m� – const double Input
3: y½m� – const double Input
4: f½m� – const double Input
5: triang½7�m� – const Integer Input
6: grads½2�m� – const double Input

On entry: m, x, y, f, triang and grads must be unchanged from the previous call of
nag_2d_triang_interp (e01sjc).
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7: px – double Input
8: py – double Input

On entry: the point px; pyð Þ at which the interpolant is to be evaluated.

9: pf – double * Output

On exit: the value of the interpolant evaluated at the point px; pyð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_TRIANG_INVALID

On entry, triang does not contain a valid data point triangulation; triang may have been
corrupted since the call to nag_2d_triang_interp (e01sjc).

NW_VALUE_EXTRAPOLATED

Warning – the evaluation point valueh i; valueh ið Þ lies outside the triangulation boundary. The
returned value was computed by extrapolation.

7 Accuracy

Computational errors should be negligible in most practical situations.

8 Parallelism and Performance

nag_2d_triang_eval (e01skc) is not threaded in any implementation.
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9 Further Comments

The time taken for a call of nag_2d_triang_eval (e01skc) is approximately proportional to the number
of data points, m.

The results returned by this function are particularly suitable for applications such as graph plotting,
producing a smooth surface from a number of scattered points.

10 Example

See Section 10 in nag_2d_shep_interp (e01sgc).
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NAG Library Function Document

nag_3d_shep_interp (e01tgc)

1 Purpose

nag_3d_shep_interp (e01tgc) generates a three-dimensional interpolant to a set of scattered data points,
using a modified Shepard method.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_3d_shep_interp (Integer m, const double x[], const double y[],
const double z[], const double f[], Integer nw, Integer nq,
Integer iq[], double rq[], NagError *fail)

3 Description

nag_3d_shep_interp (e01tgc) constructs a smooth function Q x; y; zð Þ which interpolates a set of m
scattered data points xr; yr; zr; frð Þ, for r ¼ 1; 2; . . . ;m, using a modification of Shepard's method. The
surface is continuous and has continuous first partial derivatives.

The basic Shepard method, which is a generalization of the two-dimensional method described in
Shepard (1968), interpolates the input data with the weighted mean

Q x; y; zð Þ ¼

Xm
r¼1

wr x; y; zð Þqr

Xm
r¼1

wr x; y; zð Þ
;

where

qr ¼ fr and wr x; y; zð Þ ¼ 1

d2r
and d2r ¼ x� xrð Þ2 þ y� yrð Þ2 þ z� zrð Þ2:

The basic method is global in that the interpolated value at any point depends on all the data, but this
function uses a modification (see Franke and Nielson (1980) and Renka (1988a)), whereby the method
becomes local by adjusting each wr x; y; zð Þ to be zero outside a sphere with centre xr; yr; zrð Þ and some
radius Rw. Also, to improve the performance of the basic method, each qr above is replaced by a
function qr x; y; zð Þ, which is a quadratic fitted by weighted least squares to data local to xr; yr; zrð Þ and
forced to interpolate xr; yr; zr; frð Þ. In this context, a point x; y; zð Þ is defined to be local to another
point if it lies within some distance Rq of it. Computation of these quadratics constitutes the main work
done by this function.

The efficiency of the function is further enhanced by using a cell method for nearest neighbour
searching due to Bentley and Friedman (1979).

The radii Rw and Rq are chosen to be just large enough to include Nw and Nq data points, respectively,
for user-supplied constants Nw and Nq. Default values of these arguments are provided by the function,
and advice on alternatives is given in Section 9.2.

This function is derived from the function QSHEP3 described by Renka (1988b).

Values of the interpolant Q x; y; zð Þ generated by this function, and its first partial derivatives, can
subsequently be evaluated for points in the domain of the data by a call to nag_3d_shep_eval (e01thc).
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5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Constraint: m 	 10.

2: x½m� – const double Input
3: y½m� – const double Input
4: z½m� – const double Input

On entry: x½r � 1�, y½r � 1�, z½r � 1� must be set to the Cartesian coordinates of the data point
xr ; yr ; zrð Þ, for r ¼ 1; 2; . . . ;m.

Constraint: these coordinates must be distinct, and must not all be coplanar.

5: f½m� – const double Input

On entry: f½r � 1� must be set to the data value fr , for r ¼ 1; 2; . . . ;m.

6: nw – Integer Input

On entry: the number Nw of data points that determines each radius of influence Rw, appearing in
the definition of each of the weights wr , for r ¼ 1; 2; . . . ;m (see Section 3). Note that Rw is
different for each weight. If nw � 0 the default value nw ¼ min 32;m� 1ð Þ is used instead.

Constraint: nw � min 40;m� 1ð Þ.

7: nq – Integer Input

On entry: the number Nq of data points to be used in the least squares fit for coefficients defining
the nodal functions qr x; y; zð Þ (see Section 3). If nq � 0 the default value nq ¼ min 17;m� 1ð Þ is
used instead.

Constraint: nq � 0 or 9 � nq � min 40;m� 1ð Þ.

8: iq½ 2�mþ 1ð Þ� – Integer Output

On exit: integer data defining the interpolant Q x; y; zð Þ.

9: rq½ 10�mþ 7ð Þ� – double Output

On exit: real data defining the interpolant Q x; y; zð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_COPLANAR

All nodes are coplanar. There is no unique solution.

NE_DUPLICATE_NODE

T h e r e a r e d u p l i c a t e n o d e s i n t h e d a t a s e t .
x½I � 1�; y½I � 1�; z½I � 1�ð Þ ¼ x½J � 1�; y½J � 1�; z½J � 1�ð Þ for: I ¼ valueh i and J ¼ valueh i.
The interpolant cannot be derived.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 10.

On entry, nq ¼ valueh i.
Constraint: nq � 0 or nq 	 9.

NE_INT_2

On entry, nq ¼ valueh i and m ¼ valueh i.
Constraint: nq � min 40;m� 1ð Þ.
On entry, nw ¼ valueh i and m ¼ valueh i.
Constraint: nw � min 40;m� 1ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

On successful exit, the function generated interpolates the input data exactly and has quadratic
accuracy.

8 Parallelism and Performance

nag_3d_shep_interp (e01tgc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_3d_shep_interp (e01tgc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_3d_shep_interp (e01tgc) will depend in general on the distribution of
the data points. If x, y and z are uniformly randomly distributed, then the time taken should be O(m).
At worst O m2

� �
time will be required.

9.2 Choice of Nw and Nq

Default values of the arguments Nw and Nq may be selected by calling nag_3d_shep_interp (e01tgc)
with nw � 0 and nq � 0. These default values may well be satisfactory for many applications.

If non-default values are required they must be supplied to nag_3d_shep_interp (e01tgc) through
positive values of nw and nq. Increasing these arguments makes the method less local. This may
increase the accuracy of the resulting interpolant at the expense of increased computational cost. The
default values nw ¼ min 32;m� 1ð Þ and nq ¼ min 17;m� 1ð Þ have been chosen on the basis of
experimental results reported in Renka (1988a). In these experiments the error norm was found to vary
smoothly with Nw and Nq, generally increasing monotonically and slowly with distance from the
optimal pair. The method is not therefore thought to be particularly sensitive to the argument values.
For further advice on the choice of these arguments see Renka (1988a).

10 Example

This program reads in a set of 30 data points and calls nag_3d_shep_interp (e01tgc) to construct an
interpolating function Q x; y; zð Þ. It then calls nag_3d_shep_eval (e01thc) to evaluate the interpolant at a
set of points.

Note that this example is not typical of a realistic problem: the number of data points would normally
be larger.

10.1 Program Text

/* nag_3d_shep_interp (e01tgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, m, n, nq, nw, liq, lrq;
NagError fail;

/* Arrays */
double *f = 0, *q = 0, *qx = 0, *qy = 0, *qz = 0, *rq = 0,

*u = 0, *v = 0, *w = 0, *x = 0, *y = 0, *z = 0;
Integer *iq = 0;

exit_status = 0;
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INIT_FAIL(fail);

printf("nag_3d_shep_interp (e01tgc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

if (m > 0) {
/* Allocate memory */
lrq = 10 * m + 7;
liq = 2 * m + 1;
if (!(f = NAG_ALLOC(m, double)) ||

!(x = NAG_ALLOC(m, double)) ||
!(y = NAG_ALLOC(m, double)) ||
!(z = NAG_ALLOC(m, double)) ||
!(rq = NAG_ALLOC(lrq, double)) || !(iq = NAG_ALLOC(liq, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the data points X,Y,Z and F. */
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%lf%lf%*[^\n] ", &x[i], &y[i], &z[i], &f[i]);

#else
scanf("%lf%lf%lf%lf%*[^\n] ", &x[i], &y[i], &z[i], &f[i]);

#endif

/* Generate the interpolant. */
nq = 0;
nw = 0;

/* nag_3d_shep_interp (e01tgc).
* Interpolating functions, modified Shepard’s method, three
* variables
*/

nag_3d_shep_interp(m, x, y, z, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_3d_shep_interp (e01tgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Input the number of evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory for nag_3d_shep_eval (e01thc) */
if (!(q = NAG_ALLOC(n, double)) ||

!(qx = NAG_ALLOC(n, double)) ||
!(qy = NAG_ALLOC(n, double)) ||
!(qz = NAG_ALLOC(n, double)) ||
!(u = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n, double)) || !(w = NAG_ALLOC(n, double)))

{

e01 – Interpolation e01tgc

Mark 26 e01tgc.5



printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the evaluation points. */
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &u[i], &v[i], &w[i]);

#else
scanf("%lf%lf%lf%*[^\n] ", &u[i], &v[i], &w[i]);

#endif

/* Evaluate the interpolant using nag_3d_shep_eval (e01thc). */
fail.print = Nag_TRUE;
/* nag_3d_shep_eval (e01thc).
* Interpolated values, evaluate interpolant computed by
* nag_3d_shep_interp (e01tgc), function and first
* derivatives, three variables
*/

nag_3d_shep_eval(m, x, y, z, f, iq, rq, n, u, v, w, q, qx, qy, qz, &fail);

printf("\n");
printf(" i u(i) v(i) w(i) Q(i)\n");
for (i = 0; i < n; ++i)

printf("%6" NAG_IFMT "%10.4f%10.4f%10.4f%10.4f\n", i, u[i], v[i], w[i],
q[i]);

}

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(qy);
NAG_FREE(qz);
NAG_FREE(rq);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(z);
NAG_FREE(iq);

return exit_status;
}

10.2 Program Data

nag_3d_shep_interp (e01tgc) Example Program Data
30 M, the number of data points
0.80 0.23 0.37 0.51 X, Y, Z, F data point definition
0.23 0.88 0.05 1.80
0.18 0.43 0.04 0.11
0.58 0.95 0.62 2.65
0.64 0.69 0.20 0.93
0.88 0.35 0.49 0.72
0.30 0.10 0.78 -0.11
0.87 0.09 0.05 0.67
0.04 0.02 0.40 0.00
0.62 0.90 0.43 2.20
0.87 0.96 0.24 3.17
0.62 0.64 0.45 0.74
0.86 0.13 0.47 0.64
0.87 0.60 0.46 1.07
0.49 0.43 0.13 0.22
0.12 0.61 0.00 0.41
0.02 0.71 0.82 0.58
0.62 0.93 0.44 2.48
0.49 0.54 0.04 0.37
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0.36 0.56 0.39 0.35
0.62 0.42 0.97 -0.20
0.01 0.72 0.45 0.78
0.41 0.36 0.52 0.11
0.17 0.99 0.65 2.82
0.51 0.29 0.59 0.14
0.85 0.05 0.04 0.61
0.20 0.20 0.87 -0.25
0.04 0.67 0.04 0.59
0.31 0.63 0.18 0.50
0.88 0.27 0.07 0.71 End of data points
6 N, the number of evaluation points
0.10 0.10 0.10 U, V, W evaluation point definition
0.20 0.20 0.20
0.30 0.30 0.30
0.40 0.40 0.40
0.50 0.50 0.50
0.60 0.60 0.60 End of evaluation points

10.3 Program Results

nag_3d_shep_interp (e01tgc) Example Program Results

i u(i) v(i) w(i) Q(i)
0 0.1000 0.1000 0.1000 0.2663
1 0.2000 0.2000 0.2000 0.1040
2 0.3000 0.3000 0.3000 0.0695
3 0.4000 0.4000 0.4000 0.1539
4 0.5000 0.5000 0.5000 0.3010
5 0.6000 0.6000 0.6000 0.5695
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NAG Library Function Document

nag_3d_shep_eval (e01thc)

1 Purpose

nag_3d_shep_eval (e01thc) evaluates the three-dimensional interpolating function generated by
nag_3d_shep_interp (e01tgc) and its first partial derivatives.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_3d_shep_eval (Integer m, const double x[], const double y[],
const double z[], const double f[], const Integer iq[],
const double rq[], Integer n, const double u[], const double v[],
const double w[], double q[], double qx[], double qy[], double qz[],
NagError *fail)

3 Description

nag_3d_shep_eval (e01thc) takes as input the interpolant Q x; y; zð Þ of a set of scattered data points
xr; yr; zr; frð Þ, for r ¼ 1; 2; . . . ;m, as computed by nag_3d_shep_interp (e01tgc), and evaluates the
interpolant and its first partial derivatives at the set of points ui; vi; wið Þ, for i ¼ 1; 2; . . . ; n.

nag_3d_shep_eval (e01thc) must only be called after a call to nag_3d_shep_interp (e01tgc).

This function is derived from the function QS3GRD described by Renka (1988).

4 References

Renka R J (1988) Algorithm 661: QSHEP3D: Quadratic Shepard method for trivariate interpolation of
scattered data ACM Trans. Math. Software 14 151–152

5 Arguments

1: m – Integer Input
2: x½m� – const double Input
3: y½m� – const double Input
4: z½m� – const double Input
5: f½m� – const double Input

On entry: m, x, y, z and f must be the same values as were supplied in the preceding call to
nag_3d_shep_interp (e01tgc).

6: iq½ 2�mþ 1ð Þ� – const Integer Input

On entry: must be unchanged from the value returned from a previous call to nag_3d_shep_interp
(e01tgc).

7: rq½ 10�mþ 7ð Þ� – const double Input

On entry: must be unchanged from the value returned from a previous call to nag_3d_shep_interp
(e01tgc).
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8: n – Integer Input

On entry: n, the number of evaluation points.

Constraint: n 	 1.

9: u½n� – const double Input
10: v½n� – const double Input
11: w½n� – const double Input

On entry: u½i � 1�, v½i � 1�, w½i � 1� must be set to the evaluation point ui; vi; wið Þ, for
i ¼ 1; 2; . . . ; n.

12: q½n� – double Output

On exit: q½i � 1� contains the value of the interpolant, at ui; vi; wið Þ, for i ¼ 1; 2; . . . ; n. If any of
these evaluation points lie outside the region of definition of the interpolant the corresponding
entries in q are set to the largest machine representable number (see nag_real_largest_number
(X02ALC)), and nag_3d_shep_eval (e01thc) returns with fail:code ¼ NE_BAD_POINT.

13: qx½n� – double Output
14: qy½n� – double Output
15: qz½n� – double Output

On exit: qx½i � 1�, qy½i � 1�, qz½i � 1� contains the value of the partial derivatives of the
interpolant Q x; y; zð Þ at ui; vi; wið Þ, for i ¼ 1; 2; . . . ; n. If any of these evaluation points lie
outside the region of definition of the interpolant, the corresponding entries in qx, qy and qz are
set to the largest machine representable number (see nag_real_largest_number (X02ALC)), and
nag_3d_shep_eval (e01thc) returns with fail:code ¼ NE_BAD_POINT.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BAD_POINT

On entry, at least one evaluation point lies outside the region of definition of the interpolant. At
all such points the corresponding values in q, qx, qy and qz have been set to
nag real largest number: nag real largest number ¼ valueh i.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 10.

On entry, n ¼ valueh i.
Constraint: n 	 1.
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NE_INT_ARRAY

On entry, values in iq appear to be invalid. Check that iq has not been corrupted between calls to
nag_3d_shep_interp (e01tgc) and nag_3d_shep_eval (e01thc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, values in rq appear to be invalid. Check that rq has not been corrupted between calls
to nag_3d_shep_interp (e01tgc) and nag_3d_shep_eval (e01thc).

7 Accuracy

Computational errors should be negligible in most practical situations.

8 Parallelism and Performance

nag_3d_shep_eval (e01thc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken for a call to nag_3d_shep_eval (e01thc) will depend in general on the distribution of the
data points. If x, y and z are approximately uniformly distributed, then the time taken should be only
O nð Þ. At worst O mnð Þ time will be required.

10 Example

See Section 10 in nag_3d_shep_interp (e01tgc).
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NAG Library Function Document

nag_4d_shep_interp (e01tkc)

1 Purpose

nag_4d_shep_interp (e01tkc) generates a four-dimensional interpolant to a set of scattered data points,
using a modified Shepard method.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_4d_shep_interp (Integer m, const double x[], const double f[],
Integer nw, Integer nq, Integer iq[], double rq[], NagError *fail)

3 Description

nag_4d_shep_interp (e01tkc) constructs a smooth function Q xð Þ, x 2 R
4 which interpolates a set of m

scattered data points xr; frð Þ, for r ¼ 1; 2; . . . ;m, using a modification of Shepard's method. The surface
is continuous and has continuous first partial derivatives.

The basic Shepard method, which is a generalization of the two-dimensional method described in
Shepard (1968), interpolates the input data with the weighted mean

Q xð Þ ¼

Xm
r¼1

wr xð Þqr

Xm
r¼1

wr xð Þ
;

where qr ¼ fr, wr xð Þ ¼ 1

d2r
and d2r ¼ x� xrk k22.

The basic method is global in that the interpolated value at any point depends on all the data, but
nag_4d_shep_interp (e01tkc) uses a modification (see Franke and Nielson (1980) and Renka (1988a)),
whereby the method becomes local by adjusting each wr xð Þ to be zero outside a hypersphere with
centre xr and some radius Rw. Also, to improve the performance of the basic method, each qr above is
replaced by a function qr xð Þ, which is a quadratic fitted by weighted least squares to data local to xr and
forced to interpolate xr; frð Þ. In this context, a point x is defined to be local to another point if it lies
within some distance Rq of it.

The efficiency of nag_4d_shep_interp (e01tkc) is enhanced by using a cell method for nearest
neighbour searching due to Bentley and Friedman (1979) with a cell density of 3.

The radii Rw and Rq are chosen to be just large enough to include Nw and Nq data points, respectively,
for user-supplied constants Nw and Nq. Default values of these arguments are provided by the function,
and advice on alternatives is given in Section 9.2.

nag_4d_shep_interp (e01tkc) is derived from the new implementation of QSHEP3 described by Renka
(1988b). It uses the modification for high-dimensional interpolation described by Berry and Minser
(1999).

Values of the interpolant Q xð Þ generated by nag_4d_shep_interp (e01tkc), and its first partial
derivatives, can subsequently be evaluated for points in the domain of the data by a call to
nag_4d_shep_eval (e01tlc).
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4 References

Bentley J L and Friedman J H (1979) Data structures for range searching ACM Comput. Surv. 11 397–
409

Berry M W, Minser K S (1999) Algorithm 798: high-dimensional interpolation using the modified
Shepard method ACM Trans. Math. Software 25 353–366

Franke R and Nielson G (1980) Smooth interpolation of large sets of scattered data Internat. J. Num.
Methods Engrg. 15 1691–1704

Renka R J (1988a) Multivariate interpolation of large sets of scattered data ACM Trans. Math. Software
14 139–148

Renka R J (1988b) Algorithm 661: QSHEP3D: Quadratic Shepard method for trivariate interpolation of
scattered data ACM Trans. Math. Software 14 151–152

Shepard D (1968) A two-dimensional interpolation function for irregularly spaced data Proc. 23rd Nat.
Conf. ACM 517–523 Brandon/Systems Press Inc., Princeton

5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Constraint: m 	 16.

2: x½4�m� – const double Input

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � 4þ i� 1�.
On entry: x½ r � 1ð Þ � 4�; . . . ; x½ r � 1ð Þ � 4þ 3� must be set to the Cartesian coordinates of the
data point xr , for r ¼ 1; 2; . . . ;m.

Constraint: these coordinates must be distinct, and must not all lie on the same three-dimensional
hypersurface.

3: f½m� – const double Input

On entry: f½r � 1� must be set to the data value fr , for r ¼ 1; 2; . . . ;m.

4: nw – Integer Input

On entry: the number Nw of data points that determines each radius of influence Rw, appearing in
the definition of each of the weights wr , for r ¼ 1; 2; . . . ;m (see Section 3). Note that Rw is
different for each weight. If nw � 0 the default value nw ¼ min 32;m� 1ð Þ is used instead.

Constraint: nw � min 50;m� 1ð Þ.

5: nq – Integer Input

On entry: the number Nq of data points to be used in the least squares fit for coefficients defining
the quadratic functions qr xð Þ (see Section 3). If nq � 0 the default value nq ¼ min 38;m� 1ð Þ is
used instead.

Constraint: nq � 0 or 14 � nq � min 50;m� 1ð Þ.

6: iq½2�mþ 1� – Integer Output

On exit: integer data defining the interpolant Q xð Þ.

7: rq½15�mþ 9� – double Output

On exit: real data defining the interpolant Q xð Þ.
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8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_HYPERSURFACE

On entry, all the data points lie on the same three-dimensional hypersurface. No unique solution
exists.

NE_DUPLICATE_NODE

There are duplicate nodes in the dataset. x½ k� 1ð Þ � 4þ i� 1� ¼ x½ k� 1ð Þ � 4þ j� 1�, for
i ¼ valueh i, j ¼ valueh i and k ¼ 1; 2; . . . ; 4. The interpolant cannot be derived.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 16.

On entry, nq ¼ valueh i.
Constraint: nq � 0 or nq 	 14.

NE_INT_2

On entry, nq ¼ valueh i and m ¼ valueh i.
Constraint: nq � min 50;m� 1ð Þ.
On entry, nw ¼ valueh i and m ¼ valueh i.
Constraint: nw � min 50;m� 1ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

On successful exit, the function generated interpolates the input data exactly and has quadratic
precision. Overall accuracy of the interpolant is affected by the choice of arguments nw and nq as well
as the smoothness of the function represented by the input data.
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8 Parallelism and Performance

nag_4d_shep_interp (e01tkc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_4d_shep_interp (e01tkc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_4d_shep_interp (e01tkc) will depend in general on the distribution of
the data points and on the choice of Nw and Nq parameters. If the data points are uniformly randomly
distributed, then the time taken should be O mð Þ. At worst O m2

� �
time will be required.

9.2 Choice of Nw and Nq

Default values of the arguments Nw and Nq may be selected by calling nag_4d_shep_interp (e01tkc)
with nw � 0 and nq � 0. These default values, nw ¼ min 32;m� 1ð Þ and nq ¼ min 38;m� 1ð Þ, may
well be satisfactory for many applications.

If non-default values are required they must be supplied to nag_4d_shep_interp (e01tkc) through
positive values of nw and nq. Increasing these argument values makes the method less local. This may
increase the accuracy of the resulting interpolant at the expense of increased computational cost.

10 Example

This program reads in a set of 30 data points and calls nag_4d_shep_interp (e01tkc) to construct an
interpolating function Q xð Þ. It then calls nag_4d_shep_eval (e01tlc) to evaluate the interpolant at a set
of points.

Note that this example is not typical of a realistic problem: the number of data points would normally
be larger.

See also Section 10 in nag_4d_shep_eval (e01tlc).

10.1 Program Text

/* nag_4d_shep_interp (e01tkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

#define X(I, J) x[I *4 + J]
#define XE(I, J) xe[I *4 + J]

int main(void)
{

/* Scalars */
Integer exit_status, i, j, m, n, nq, nw, liq, lrq;
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NagError fail;

/* Arrays */
double *f = 0, *q = 0, *qx = 0, *rq = 0, *xe = 0, *x = 0;
Integer *iq = 0;

exit_status = 0;

INIT_FAIL(fail);

printf("nag_4d_shep_interp (e01tkc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

/* Allocate memory */
lrq = 21 * m + 11;
liq = 2 * m + 1;
if (!(f = NAG_ALLOC(m, double)) ||

!(x = NAG_ALLOC(m * 4, double)) ||
!(rq = NAG_ALLOC(lrq, double)) || !(iq = NAG_ALLOC(liq, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the data points X and F. */
for (i = 0; i < m; ++i) {

for (j = 0; j < 4; ++j) {
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &f[i]);
#else

scanf("%lf%*[^\n] ", &f[i]);
#endif

}

/* Generate the interpolant. */
nq = 0;
nw = 0;

/* nag_4d_shep_interp (e01tkc).
* Interpolating functions, modified Shepard’s method, four variables
*/

nag_4d_shep_interp(m, x, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_4d_shep_interp (e01tkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Input the number of evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
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#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif

/* Allocate memory for nag_4d_shep_eval (e01tlc) */
if (!(q = NAG_ALLOC(n, double)) ||

!(qx = NAG_ALLOC(n * 4, double)) || !(xe = NAG_ALLOC(n * 4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the evaluation points. */
for (i = 0; i < n; ++i) {

for (j = 0; j < 4; ++j) {
#ifdef _WIN32

scanf_s("%lf", &XE(i, j));
#else

scanf("%lf", &XE(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* nag_4d_shep_eval (e01tlc).
* Evaluate interpolant computed by nag_4d_shep_interp (e01tkc), and first
* derivatives, at oints in xe.
*/

fail.print = Nag_TRUE;
nag_4d_shep_eval(m, x, f, iq, rq, n, xe, q, qx, &fail);

printf("\n Evaluation of interpolant at various (4D) points\n");
printf("\n%6s%26s%17s\n", " pt.no.", "point coordinates", "value");
for (i = 0; i < n; ++i)

printf("%5" NAG_IFMT "%8.2f%8.2f%8.2f%8.2f%14.4f\n", i, XE(i, 0),
XE(i, 1), XE(i, 2), XE(i, 3), q[i]);

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(rq);
NAG_FREE(xe);
NAG_FREE(x);
NAG_FREE(iq);

return exit_status;
}

10.2 Program Data

nag_4d_shep_interp (e01tkc) Example Program Data
30 : number of data points
0.81 0.15 0.44 0.83 6.39 : x, f(x)
0.91 0.96 0.00 0.09 2.50
0.13 0.88 0.22 0.21 9.34
0.91 0.49 0.39 0.79 7.52
0.63 0.41 0.72 0.68 6.91
0.10 0.13 0.77 0.47 4.68
0.28 0.93 0.24 0.90 45.40
0.55 0.01 0.04 0.41 5.48
0.96 0.19 0.95 0.66 2.75
0.96 0.32 0.53 0.96 7.43
0.16 0.05 0.16 0.30 6.05
0.97 0.14 0.36 0.72 5.77
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0.96 0.73 0.28 0.75 8.68
0.49 0.48 0.58 0.19 2.38
0.80 0.34 0.64 0.57 3.70
0.14 0.24 0.12 0.06 1.34
0.42 0.45 0.03 0.68 15.18
0.92 0.19 0.48 0.67 4.35
0.79 0.32 0.15 0.13 1.50
0.96 0.26 0.93 0.89 3.43
0.66 0.83 0.41 0.17 3.10
0.04 0.70 0.40 0.54 14.33
0.85 0.33 0.15 0.03 0.35
0.93 0.58 0.88 0.81 4.30
0.68 0.29 0.88 0.60 3.77
0.76 0.26 0.09 0.41 4.16
0.74 0.26 0.33 0.64 6.75
0.39 0.68 0.69 0.37 5.22
0.66 0.52 0.17 1.00 16.23
0.17 0.08 0.35 0.71 10.62 : End of data points

9 : number of evaluation points
0.10 0.10 0.10 0.10 : evaluation point ordinates
0.20 0.20 0.20 0.20
0.30 0.30 0.30 0.30
0.40 0.40 0.40 0.40
0.50 0.50 0.50 0.50
0.60 0.60 0.60 0.60
0.70 0.70 0.70 0.70
0.80 0.80 0.80 0.80
0.90 0.90 0.90 0.90 : End of evaluation points

10.3 Program Results

nag_4d_shep_interp (e01tkc) Example Program Results

Evaluation of interpolant at various (4D) points

pt.no. point coordinates value
0 0.10 0.10 0.10 0.10 2.7209
1 0.20 0.20 0.20 0.20 4.3166
2 0.30 0.30 0.30 0.30 5.5397
3 0.40 0.40 0.40 0.40 6.5347
4 0.50 0.50 0.50 0.50 7.5691
5 0.60 0.60 0.60 0.60 8.7335
6 0.70 0.70 0.70 0.70 10.0524
7 0.80 0.80 0.80 0.80 11.6254
8 0.90 0.90 0.90 0.90 13.3268
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NAG Library Function Document

nag_4d_shep_eval (e01tlc)

1 Purpose

nag_4d_shep_eval (e01tlc) evaluates the four-dimensional interpolating function generated by
nag_4d_shep_interp (e01tkc) and its first partial derivatives.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_4d_shep_eval (Integer m, const double x[], const double f[],
const Integer iq[], const double rq[], Integer n, const double xe[],
double q[], double qx[], NagError *fail)

3 Description

nag_4d_shep_eval (e01tlc) takes as input the interpolant Q xð Þ, x 2 R
4 of a set of scattered data points

xr ; frð Þ, for r ¼ 1; 2; . . . ;m, as computed by nag_4d_shep_interp (e01tkc), and evaluates the interpolant
and its first partial derivatives at the set of points xi, for i ¼ 1; 2; . . . ; n.

nag_4d_shep_eval (e01tlc) must only be called after a call to nag_4d_shep_interp (e01tkc).

nag_4d_shep_eval (e01tlc) is derived from the new implementation of QS3GRD described by Renka
(1988). It uses the modification for high-dimensional interpolation described by Berry and Minser
(1999).

4 References

Berry M W, Minser K S (1999) Algorithm 798: high-dimensional interpolation using the modified
Shepard method ACM Trans. Math. Software 25 353–366

Renka R J (1988) Algorithm 661: QSHEP3D: Quadratic Shepard method for trivariate interpolation of
scattered data ACM Trans. Math. Software 14 151–152

5 Arguments

1: m – Integer Input

On entry: must be the same value supplied for argument m in the preceding call to
nag_4d_shep_interp (e01tkc).

Constraint: m 	 16.

2: x½4�m� – const double Input

Note: the coordinates of xr are stored in x½ r� 1ð Þ � 4� . . . x½ r� 1ð Þ � 4þ 3�.
On entry: must be the same array supplied as argument x in the preceding call to
nag_4d_shep_interp (e01tkc). It must remain unchanged between calls.

3: f½m� – const double Input

On entry: must be the same array supplied as argument f in the preceding call to
nag_4d_shep_interp (e01tkc). It must remain unchanged between calls.
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4: iq½2�mþ 1� – const Integer Input

On entry: must be the same array returned as argument iq in the preceding call to
nag_4d_shep_interp (e01tkc). It must remain unchanged between calls.

5: rq½15�mþ 9� – const double Input

On entry: must be the same array returned as argument rq in the preceding call to
nag_4d_shep_interp (e01tkc). It must remain unchanged between calls.

6: n – Integer Input

On entry: n, the number of evaluation points.

Constraint: n 	 1.

7: xe½4� n� – const double Input

Note: the i; jð Þth element of the matrix is stored in xe½ j� 1ð Þ � 4þ i� 1�.
On entry: xe½ r � 1ð Þ � 4�; . . . ; xe½ r � 1ð Þ � 4þ 3� must be set to the evaluation point xi , for
i ¼ 1; 2; . . . ; n.

8: q½n� – double Output

On exit: q½i � 1� contains the value of the interpolant, at xi, for i ¼ 1; 2; . . . ; n. If any of these
evaluation points lie outside the region of definition of the interpolant the corresponding entries
in q are set to the largest machine representable number (see nag_real_largest_number
(X02ALC)), and nag_4d_shep_eval (e01tlc) returns with fail:code ¼ NE_BAD_POINT.

9: qx½4� n� – double Output

Note: the i; jð Þth element of the matrix is stored in qx½ j� 1ð Þ � 4þ i� 1�.
On exit: qx½ i� 1ð Þ � 4þ j� 1� contains the value of the partial derivatives with respect to xj of
the interpolant Q xð Þ at xi, for i ¼ 1; 2; . . . ; n, and for each of the four partial derivatives
j ¼ 1; 2; 3; 4. If any of these evaluation points lie outside the region of definition of the
interpolant, the corresponding entries in qx are set to the largest machine representable number
(see nag_real_largest_number (X02ALC)), and nag_4d_shep_eval (e01tlc) returns with
fail:code ¼ NE_BAD_POINT.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BAD_POINT

On entry, at least one evaluation point lies outside the region of definition of the interpolant. At
all such points the corresponding values in q and qx have been set to nag real largest number:
nag real largest number ¼ valueh i.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 16.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY

On entry, values in iq appear to be invalid. Check that iq has not been corrupted between calls to
nag_4d_shep_interp (e01tkc) and nag_4d_shep_eval (e01tlc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, values in rq appear to be invalid. Check that rq has not been corrupted between calls
to nag_4d_shep_interp (e01tkc) and nag_4d_shep_eval (e01tlc).

7 Accuracy

Computational errors should be negligible in most practical situations.

8 Parallelism and Performance

nag_4d_shep_eval (e01tlc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken for a call to nag_4d_shep_eval (e01tlc) will depend in general on the distribution of the
data points. If the data points are approximately uniformly distributed, then the time taken should be
only O nð Þ. At worst O mnð Þ time will be required.

10 Example

This program evaluates the function

f xð Þ ¼ 1:25þ cos 5:4x4ð Þð Þ cos 6x1ð Þ cos 6x2ð Þ
6þ 6 3x3 � 1ð Þ2

at a set of 30 randomly generated data points and calls nag_4d_shep_interp (e01tkc) to construct an
interpolating function Q xð Þ. It then calls nag_4d_shep_eval (e01tlc) to evaluate the interpolant at a set
of random points.

To reduce the time taken by this example, the number of data points is limited to 30. Increasing this
value improves the interpolation accuracy at the expense of more time.
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See also Section 10 in nag_4d_shep_interp (e01tkc).

10.1 Program Text

/* nag_4d_shep_eval (e01tlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>
#include <nagg05.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL funct(double x[]);
#ifdef __cplusplus
}
#endif

#define X(I, J) x[I *4 + J]
#define XE(I, J) xe[I *4 + J]

int main(void)
{

/* Scalars */
Integer exit_status, i, m, n, nq, nw, liq, lrq, lstate, subid;
Integer lseed = 1;
double fun;
Nag_BaseRNG genid;
NagError fail;
/* Arrays */
double *f = 0, *q = 0, *qx = 0, *rq = 0, *xe = 0, *x = 0;
Integer *iq = 0, *state = 0;
Integer seed[1], seed2[1];

exit_status = 0;

INIT_FAIL(fail);

printf("nag_4d_shep_eval (e01tlc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the seeds. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &seed[0], &seed2[0]);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &seed[0], &seed2[0]);
#endif

/* Choose the base generator */
genid = Nag_Basic;
subid = 0;

/* Get the length of the state array */
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lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

/* Allocate memory */
lrq = 21 * m + 11;
liq = 2 * m + 1;
if (!(f = NAG_ALLOC(m, double)) ||

!(x = NAG_ALLOC(m * 4, double)) ||
!(rq = NAG_ALLOC(lrq, double)) ||
!(iq = NAG_ALLOC(liq, Integer)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the data points X */
nag_rand_basic(m * 4, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Evaluate F */
for (i = 0; i < m; ++i) {

f[i] = funct(&X(i, 0));
}

/* Generate the interpolant. */
nq = 0;
nw = 0;

/* nag_4d_shep_interp (e01tkc).
* Interpolating functions, modified Shepard’s method, four
* variables
*/

nag_4d_shep_interp(m, x, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_4d_shep_interp (e01tkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Input the number of evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else
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scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory for nag_4d_shep_eval (e01tlc) */
if (!(q = NAG_ALLOC(n, double)) ||

!(qx = NAG_ALLOC(n * 4, double)) || !(xe = NAG_ALLOC(n * 4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Generate repeatable evaluation points. */
nag_rand_init_repeatable(genid, subid, seed2, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
nag_rand_basic(n * 4, state, xe, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_4d_shep_eval (e01tlc).
* Interpolated values, evaluate interpolant and first derivatives
* computed by nag_4d_shep_interp (e01tkc).
*/

fail.print = Nag_TRUE;
nag_4d_shep_eval(m, x, f, iq, rq, n, xe, q, qx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_4d_shep_eval (e01tlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n i f(x) q(x) |f(x)-q(x)|\n");
for (i = 0; i < n; ++i) {

fun = funct(&XE(i, 0));
printf("%6" NAG_IFMT "%10.4f%10.4f%10.4f\n", i, fun, q[i],

fabs(fun - q[i]));
}

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(rq);
NAG_FREE(xe);
NAG_FREE(x);
NAG_FREE(iq);
NAG_FREE(state);

return exit_status;
}

static double NAG_CALL funct(double x[])
{

/* Scalars */
double ret_val;

ret_val = ((1.25 + cos(5.4 * x[3])) * cos(6.0 * x[0]) * cos(6.0 * x[1])) /
(6.0 * (1.0 + pow((3.0 * x[2] - 1.0), 2.0)));

return ret_val;
}
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10.2 Program Data

nag_4d_shep_eval (e01tlc) Example Program Data
1762543 43331 : random seeds
30 : m the number of data points
8 : n the number of evaluation points

10.3 Program Results

nag_4d_shep_eval (e01tlc) Example Program Results

i f(x) q(x) |f(x)-q(x)|
0 -0.0189 -0.0385 0.0196
1 -0.0186 0.0965 0.1151
2 0.1147 0.0613 0.0535
3 0.0096 -0.1494 0.1591
4 -0.1354 -0.1916 0.0562
5 0.0022 -0.1787 0.1809
6 -0.0095 -0.1220 0.1125
7 0.0113 -0.4374 0.4486
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NAG Library Function Document

nag_5d_shep_interp (e01tmc)

1 Purpose

nag_5d_shep_interp (e01tmc) generates a five-dimensional interpolant to a set of scattered data points,
using a modified Shepard method.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_5d_shep_interp (Integer m, const double x[], const double f[],
Integer nw, Integer nq, Integer iq[], double rq[], NagError *fail)

3 Description

nag_5d_shep_interp (e01tmc) constructs a smooth function Q xð Þ, x 2 R
5 which interpolates a set of m

scattered data points xr; frð Þ, for r ¼ 1; 2; . . . ;m, using a modification of Shepard's method. The surface
is continuous and has continuous first partial derivatives.

The basic Shepard method, which is a generalization of the two-dimensional method described in
Shepard (1968), interpolates the input data with the weighted mean

Q xð Þ ¼

Xm
r¼1

wr xð Þqr

Xm
r¼1

wr xð Þ
;

where qr ¼ fr, wr xð Þ ¼ 1

d2r
and d2r ¼ x� xrk k22.

The basic method is global in that the interpolated value at any point depends on all the data, but
nag_5d_shep_interp (e01tmc) uses a modification (see Franke and Nielson (1980) and Renka (1988a)),
whereby the method becomes local by adjusting each wr xð Þ to be zero outside a hypersphere with
centre xr and some radius Rw. Also, to improve the performance of the basic method, each qr above is
replaced by a function qr xð Þ, which is a quadratic fitted by weighted least squares to data local to xr and
forced to interpolate xr; frð Þ. In this context, a point x is defined to be local to another point if it lies
within some distance Rq of it.

The efficiency of nag_5d_shep_interp (e01tmc) is enhanced by using a cell method for nearest
neighbour searching due to Bentley and Friedman (1979) with a cell density of 3.

The radii Rw and Rq are chosen to be just large enough to include Nw and Nq data points, respectively,
for user-supplied constants Nw and Nq. Default values of these arguments are provided, and advice on
alternatives is given in Section 9.2.

nag_5d_shep_interp (e01tmc) is derived from the new implementation of QSHEP3 described by Renka
(1988b). It uses the modification for five-dimensional interpolation described by Berry and Minser
(1999).

Values of the interpolant Q xð Þ generated by nag_5d_shep_interp (e01tmc), and its first partial
derivatives, can subsequently be evaluated for points in the domain of the data by a call to
nag_5d_shep_eval (e01tnc).
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5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Note: on the basis of experimental results reported in Berry and Minser (1999), it is
recommended to use m 	 4000.

Constraint: m 	 23.

2: x½5�m� – const double Input

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � 5þ i� 1�.
On entry: x½ r � 1ð Þ � 5�; . . . ; x½ r � 1ð Þ � 5þ 4� must be set to the Cartesian coordinates of the
data point xr , for r ¼ 1; 2; . . . ;m.

Constraint: these coordinates must be distinct, and must not all lie on the same four-dimensional
hypersurface.

3: f½m� – const double Input

On entry: f½r � 1� must be set to the data value fr , for r ¼ 1; 2; . . . ;m.

4: nw – Integer Input

On entry: the number Nw of data points that determines each radius of influence Rw, appearing in
the definition of each of the weights wr , for r ¼ 1; 2; . . . ;m (see Section 3). Note that Rw is
different for each weight. If nw � 0 the default value nw ¼ min 32;m� 1ð Þ is used instead.

Constraint: nw � min 50;m� 1ð Þ.

5: nq – Integer Input

On entry: the number Nq of data points to be used in the least squares fit for coefficients defining
the quadratic functions qr xð Þ (see Section 3). If nq � 0 the default value nq ¼ min 50;m� 1ð Þ is
used instead.

Constraint: nq � 0 or 20 � nq � min 70;m� 1ð Þ.

6: iq½2�mþ 1� – Integer Output

On exit: integer data defining the interpolant Q xð Þ.
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7: rq½21�mþ 11� – double Output

On exit: real data defining the interpolant Q xð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_HYPERSURFACE

On entry, all the data points lie on the same four-dimensional hypersurface. No unique solution
exists.

NE_DUPLICATE_NODE

There are duplicate nodes in the dataset. x½ k� 1ð Þ � 5þ i� 1� ¼ x½ k� 1ð Þ � 5þ j� 1�, for
i ¼ valueh i, j ¼ valueh i and k ¼ 1; 2; . . . ; 5. The interpolant cannot be derived.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 23.

On entry, nq ¼ valueh i.
Constraint: nq � 0 or nq 	 20.

NE_INT_2

On entry, nq ¼ valueh i and m ¼ valueh i.
Constraint: nq � min 70;m� 1ð Þ.
On entry, nw ¼ valueh i and m ¼ valueh i.
Constraint: nw � min 50;m� 1ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

On successful exit, the function generated interpolates the input data exactly and has quadratic
precision. Overall accuracy of the interpolant is affected by the choice of arguments nw and nq as well
as the smoothness of the function represented by the input data. Berry and Minser (1999) report on the
results obtained for a set of test functions.

8 Parallelism and Performance

nag_5d_shep_interp (e01tmc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_5d_shep_interp (e01tmc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_5d_shep_interp (e01tmc) will depend in general on the distribution of
the data points and on the choice of Nw and Nq parameters. If the data points are uniformly randomly
distributed, then the time taken should be O mð Þ. At worst O m2

� �
time will be required.

9.2 Choice of Nw and Nq

Default values of the arguments Nw and Nq may be selected by calling nag_5d_shep_interp (e01tmc)
with nw � 0 and nq � 0. These default values may well be satisfactory for many applications.

If non-default values are required they must be supplied to nag_5d_shep_interp (e01tmc) through
positive values of nw and nq. Increasing these argument values makes the method less local. This may
increase the accuracy of the resulting interpolant at the expense of increased computational cost. The
default values nw ¼ min 32;m� 1ð Þ and nq ¼ min 50;m� 1ð Þ have been chosen on the basis of
experimental results reported in Berry and Minser (1999). In these experiments the error norm was
found to increase with the decrease of Nq, but to be little affected by the choice of Nw. The choice of
both, directly affected the time taken by the function. For further advice on the choice of these
arguments see Berry and Minser (1999).

10 Example

This program reads in a set of 30 data points and calls nag_5d_shep_interp (e01tmc) to construct an
interpolating function Q xð Þ. It then calls nag_5d_shep_eval (e01tnc) to evaluate the interpolant at a set
of points.

Note that this example is not typical of a realistic problem: the number of data points would normally
be larger.

See also Section 10 in nag_5d_shep_eval (e01tnc).

10.1 Program Text

/* nag_5d_shep_interp (e01tmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

#define X(I, J) x[I *5 + J]
#define XE(I, J) xe[I *5 + J]

int main(void)
{

/* Scalars */
Integer exit_status, i, j, m, n, nq, nw, liq, lrq;
NagError fail;

/* Arrays */
double *f = 0, *q = 0, *qx = 0, *rq = 0, *xe = 0, *x = 0;
Integer *iq = 0;

exit_status = 0;

INIT_FAIL(fail);

printf("nag_5d_shep_interp (e01tmc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

/* Allocate memory */
lrq = 21 * m + 11;
liq = 2 * m + 1;
if (!(f = NAG_ALLOC(m, double)) ||

!(x = NAG_ALLOC(m * 5, double)) ||
!(rq = NAG_ALLOC(lrq, double)) || !(iq = NAG_ALLOC(liq, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the data points X and F. */
for (i = 0; i < m; ++i) {

for (j = 0; j < 5; ++j) {
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &f[i]);
#else

scanf("%lf%*[^\n] ", &f[i]);
#endif

}

/* Generate the interpolant. */
nq = 0;
nw = 0;
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/* nag_5d_shep_interp (e01tmc).
* Interpolating functions, modified Shepard’s method, five
* variables
*/

nag_5d_shep_interp(m, x, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_5d_shep_interp (e01tmc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Input the number of evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory for nag_5d_shep_eval (e01tnc) */
if (!(q = NAG_ALLOC(n, double)) ||

!(qx = NAG_ALLOC(n * 5, double)) || !(xe = NAG_ALLOC(n * 5, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the evaluation points. */
for (i = 0; i < n; ++i) {

for (j = 0; j < 5; ++j) {
#ifdef _WIN32

scanf_s("%lf", &XE(i, j));
#else

scanf("%lf", &XE(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* nag_5d_shep_eval (e01tnc).
* Evaluate interpolant and first derivatives computed by
* nag_5d_shep_interp (e01tmc).
*/

fail.print = Nag_TRUE;
nag_5d_shep_eval(m, x, f, iq, rq, n, xe, q, qx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_5d_shep_eval (e01tnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n Evaluation of interpolant at various (5D) points\n");
printf("\n%6s%30s%17s\n", " pt.no.", "point coordinates", "value");
for (i = 0; i < n; ++i)

printf("%5" NAG_IFMT "%8.2f%8.2f%8.2f%8.2f%8.2f%10.4f\n", i, XE(i, 0),
XE(i, 1), XE(i, 2), XE(i, 3), XE(i, 4), q[i]);

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(rq);
NAG_FREE(xe);
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NAG_FREE(x);
NAG_FREE(iq);

return exit_status;
}

10.2 Program Data

nag_5d_shep_interp (e01tmc) Example Program Data
30 : number of data points
0.81 0.15 0.44 0.83 0.21 6.39 : x and f(x)
0.91 0.96 0.00 0.09 0.98 2.50
0.13 0.88 0.22 0.21 0.73 9.34
0.91 0.49 0.39 0.79 0.47 7.52
0.63 0.41 0.72 0.68 0.65 6.91
0.10 0.13 0.77 0.47 0.22 4.68
0.28 0.93 0.24 0.90 0.96 45.40
0.55 0.01 0.04 0.41 0.26 5.48
0.96 0.19 0.95 0.66 0.99 2.75
0.96 0.32 0.53 0.96 0.84 7.43
0.16 0.05 0.16 0.30 0.58 6.05
0.97 0.14 0.36 0.72 0.78 5.77
0.96 0.73 0.28 0.75 0.28 8.68
0.49 0.48 0.58 0.19 0.25 2.38
0.80 0.34 0.64 0.57 0.08 3.70
0.14 0.24 0.12 0.06 0.63 1.34
0.42 0.45 0.03 0.68 0.66 15.18
0.92 0.19 0.48 0.67 0.28 4.35
0.79 0.32 0.15 0.13 0.40 1.50
0.96 0.26 0.93 0.89 0.61 3.43
0.66 0.83 0.41 0.17 0.09 3.10
0.04 0.70 0.40 0.54 0.37 14.33
0.85 0.33 0.15 0.03 0.36 0.35
0.93 0.58 0.88 0.81 0.40 4.30
0.68 0.29 0.88 0.60 0.47 3.77
0.76 0.26 0.09 0.41 0.14 4.16
0.74 0.26 0.33 0.64 0.36 6.75
0.39 0.68 0.69 0.37 0.12 5.22
0.66 0.52 0.17 1.00 0.43 16.23
0.17 0.08 0.35 0.71 0.17 10.62 : End of data points

6 : number of evaluation points
0.10 0.10 0.10 0.10 0.10 : evaluation point ordinates
0.20 0.20 0.20 0.20 0.20
0.30 0.30 0.30 0.30 0.30
0.40 0.40 0.40 0.40 0.40
0.50 0.50 0.50 0.50 0.50
0.60 0.60 0.60 0.60 0.60 : End of evaluation points

10.3 Program Results

nag_5d_shep_interp (e01tmc) Example Program Results

Evaluation of interpolant at various (5D) points

pt.no. point coordinates value
0 0.10 0.10 0.10 0.10 0.10 3.2315
1 0.20 0.20 0.20 0.20 0.20 4.2536
2 0.30 0.30 0.30 0.30 0.30 5.2681
3 0.40 0.40 0.40 0.40 0.40 6.3781
4 0.50 0.50 0.50 0.50 0.50 7.6784
5 0.60 0.60 0.60 0.60 0.60 9.4105
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NAG Library Function Document

nag_5d_shep_eval (e01tnc)

1 Purpose

nag_5d_shep_eval (e01tnc) evaluates the five-dimensional interpolating function generated by
nag_5d_shep_interp (e01tmc) and its first partial derivatives.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_5d_shep_eval (Integer m, const double x[], const double f[],
const Integer iq[], const double rq[], Integer n, const double xe[],
double q[], double qx[], NagError *fail)

3 Description

nag_5d_shep_eval (e01tnc) takes as input the interpolant Q xð Þ, x 2 R
5 of a set of scattered data points

xr ; frð Þ, for r ¼ 1; 2; . . . ;m, as computed by nag_5d_shep_interp (e01tmc), and evaluates the
interpolant and its first partial derivatives at the set of points xi, for i ¼ 1; 2; . . . ; n.

nag_5d_shep_eval (e01tnc) must only be called after a call to nag_5d_shep_interp (e01tmc).

nag_5d_shep_eval (e01tnc) is derived from the new implementation of QS3GRD described by Renka
(1988). It uses the modification for five-dimensional interpolation described by Berry and Minser
(1999).

4 References

Berry M W, Minser K S (1999) Algorithm 798: high-dimensional interpolation using the modified
Shepard method ACM Trans. Math. Software 25 353–366

Renka R J (1988) Algorithm 661: QSHEP3D: Quadratic Shepard method for trivariate interpolation of
scattered data ACM Trans. Math. Software 14 151–152

5 Arguments

1: m – Integer Input

On entry: must be the same value supplied for argument m in the preceding call to
nag_5d_shep_interp (e01tmc).

Constraint: m 	 23.

2: x½5�m� – const double Input

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � 5þ i� 1�.
On entry: must be the same array supplied as argument x in the preceding call to
nag_5d_shep_interp (e01tmc). It must remain unchanged between calls.

3: f½m� – const double Input

On entry: must be the same array supplied as argument f in the preceding call to
nag_5d_shep_interp (e01tmc). It must remain unchanged between calls.
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4: iq½2�mþ 1� – const Integer Input

On entry: must be the same array returned as argument iq in the preceding call to
nag_5d_shep_interp (e01tmc). It must remain unchanged between calls.

5: rq½21�mþ 11� – const double Input

On entry: must be the same array returned as argument rq in the preceding call to
nag_5d_shep_interp (e01tmc). It must remain unchanged between calls.

6: n – Integer Input

On entry: n, the number of evaluation points.

Constraint: n 	 1.

7: xe½5� n� – const double Input

Note: the i; jð Þth element of the matrix is stored in xe½ j� 1ð Þ � 5þ i� 1�.
On entry: xe½ i � 1ð Þ � 5�; . . . ; xe½ i � 1ð Þ � 5þ 4� must be set to the evaluation point xi , for
i ¼ 1; 2; . . . ; n.

8: q½n� – double Output

On exit: q½i � 1� contains the value of the interpolant, at xi, for i ¼ 1; 2; . . . ; n. If any of these
evaluation points lie outside the region of definition of the interpolant the corresponding entries
in q are set to the largest machine representable number (see nag_real_largest_number
(X02ALC)), and nag_5d_shep_eval (e01tnc) returns with fail:code ¼ NE_BAD_POINT.

9: qx½5� n� – double Output

Note: the i; jð Þth element of the matrix is stored in qx½ j� 1ð Þ � 5þ i� 1�.
On exit: qx½ i� 1ð Þ � 5þ j� 1� contains the value of the partial derivatives with respect to xj of
the interpolant Q xð Þ at xi, for i ¼ 1; 2; . . . ; n, and for each of the five partial derivatives
j ¼ 1; 2; 3; 4; 5. If any of these evaluation points lie outside the region of definition of the
interpolant, the corresponding entries in qx are set to the largest machine representable number
(see nag_real_largest_number (X02ALC)), and nag_5d_shep_eval (e01tnc) returns with
fail:code ¼ NE_BAD_POINT.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BAD_POINT

On entry, at least one evaluation point lies outside the region of definition of the interpolant. At
all such points the corresponding values in q and qx have been set to nag real largest number:
nag real largest number ¼ valueh i.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 23.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY

On entry, values in iq appear to be invalid. Check that iq has not been corrupted between calls to
nag_5d_shep_interp (e01tmc) and nag_5d_shep_eval (e01tnc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, values in rq appear to be invalid. Check that rq has not been corrupted between calls
to nag_5d_shep_interp (e01tmc) and nag_5d_shep_eval (e01tnc).

7 Accuracy

Computational errors should be negligible in most practical situations.

8 Parallelism and Performance

nag_5d_shep_eval (e01tnc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_5d_shep_eval (e01tnc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken for a call to nag_5d_shep_eval (e01tnc) will depend in general on the distribution of the
data points. If the data points are approximately uniformly distributed, then the time taken should be
only O nð Þ. At worst O mnð Þ time will be required.

10 Example

This program evaluates the function

f xð Þ ¼ 1:25þ cos 5:4x5ð Þð Þ cos 6x1ð Þ cos 6x2ð Þ cos 6x3ð Þ
6þ 6 3x4 � 1ð Þ2

at a set of 30 randomly generated data points and calls nag_5d_shep_interp (e01tmc) to construct an
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interpolating function Q xð Þ. It then calls nag_5d_shep_eval (e01tnc) to evaluate the interpolant at a set
of random points.

To reduce the time taken by this example, the number of data points is limited to 30. Increasing this
value to the suggested minimum of 4000 improves the interpolation accuracy at the expense of more
time.

See also Section 10 in nag_5d_shep_interp (e01tmc).

10.1 Program Text

/* nag_5d_shep_eval (e01tnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>
#include <nagg05.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL funct(double x[]);
#ifdef __cplusplus
}
#endif

#define X(I, J) x[I *5 + J]
#define XE(I, J) xe[I *5 + J]

int main(void)
{

/* Scalars */
Integer exit_status, i, m, n, nq, nw, liq, lrq, lstate, subid;
Integer lseed = 1;
double fun;
Nag_BaseRNG genid;
NagError fail;
/* Arrays */
double *f = 0, *q = 0, *qx = 0, *rq = 0, *xe = 0, *x = 0;
Integer *iq = 0, *state = 0;
Integer seed[1], seed2[1];

exit_status = 0;

INIT_FAIL(fail);

printf("nag_5d_shep_eval (e01tnc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the seeds. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &seed[0], &seed2[0]);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &seed[0], &seed2[0]);
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#endif

/* Choose the base generator */
genid = Nag_Basic;
subid = 0;

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

/* Allocate memory */
lrq = 21 * m + 11;
liq = 2 * m + 1;
if (!(f = NAG_ALLOC(m, double)) ||

!(x = NAG_ALLOC(m * 5, double)) ||
!(rq = NAG_ALLOC(lrq, double)) ||
!(iq = NAG_ALLOC(liq, Integer)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the data points X */
nag_rand_basic(m * 5, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Evaluate F */
for (i = 0; i < m; ++i) {

f[i] = funct(&X(i, 0));
}

/* Generate the interpolant. */
nq = 0;
nw = 0;

/* nag_5d_shep_interp (e01tmc).
* Interpolating functions, modified Shepard’s method, five
* variables
*/

nag_5d_shep_interp(m, x, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_5d_shep_interp (e01tmc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Input the number of evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory for nag_5d_shep_eval (e01tnc) */
if (!(q = NAG_ALLOC(n, double)) ||

!(qx = NAG_ALLOC(n * 5, double)) || !(xe = NAG_ALLOC(n * 5, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Generate repeatable evaluation points. */
nag_rand_init_repeatable(genid, subid, seed2, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
nag_rand_basic(n * 5, state, xe, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_5d_shep_eval (e01tnc).
* Evaluate interpolant and first derivatives computed by
* nag_5d_shep_interp (e01tmc).
*/

fail.print = Nag_TRUE;
nag_5d_shep_eval(m, x, f, iq, rq, n, xe, q, qx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_5d_shep_eval (e01tnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n i f(x) q(x) |f(x)-Q(x)|\n");
for (i = 0; i < n; ++i) {

fun = funct(&XE(i, 0));
printf("%6" NAG_IFMT "%10.4f%10.4f%10.4f\n", i, fun, q[i],

fabs(fun - q[i]));
}

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(rq);
NAG_FREE(xe);
NAG_FREE(x);
NAG_FREE(iq);
NAG_FREE(state);

return exit_status;
}

static double NAG_CALL funct(double x[])
{

/* Scalars */
double ret_val;
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ret_val = ((1.25 + cos(5.4 * x[4])) * cos(6.0 * x[0]) * cos(6.0 * x[1])
* cos(6.0 * x[2])) / (6.0 + 6.0 * pow((3.0 * x[3] - 1.0), 2.0));

return ret_val;
}

10.2 Program Data

nag_5d_shep_eval (e01tnc) Example Program Data
1762543 43331 : random seeds
30 : m the number of data points
8 : n the number of evaluation points

10.3 Program Results

nag_5d_shep_eval (e01tnc) Example Program Results

i f(x) q(x) |f(x)-Q(x)|
0 0.0058 0.0458 0.0401
1 0.0034 0.5020 0.4986
2 -0.1096 0.0743 0.1838
3 0.0875 0.0337 0.0538
4 0.0015 0.0375 0.0360
5 -0.0158 -0.1064 0.0906
6 0.0046 -0.0490 0.0536
7 -0.0090 -0.0127 0.0037
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NAG Library Function Document

nag_nd_shep_interp (e01zmc)

1 Purpose

nag_nd_shep_interp (e01zmc) generates a multidimensional interpolant to a set of scattered data points,
using a modified Shepard method. When the number of dimensions is no more than five, there are
corresponding functions in Chapter e01 which are specific to the given dimensionality.
nag_2d_shep_interp (e01sgc) generates the two-dimensional interpolant, while nag_3d_shep_interp
(e01tgc), nag_4d_shep_interp (e01tkc) and nag_5d_shep_interp (e01tmc) generate the three-, four- and
five-dimensional interpolants respectively.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_nd_shep_interp (Integer d, Integer m, const double x[],
const double f[], Integer nw, Integer nq, Integer iq[], double rq[],
NagError *fail)

3 Description

nag_nd_shep_interp (e01zmc) constructs a smooth function Q xð Þ, x 2 R
d which interpolates a set of m

scattered data points xr; frð Þ, for r ¼ 1; 2; . . . ;m, using a modification of Shepard's method. The surface
is continuous and has continuous first partial derivatives.

The basic Shepard method, which is a generalization of the two-dimensional method described in
Shepard (1968), interpolates the input data with the weighted mean

Q xð Þ ¼

Xm
r¼1

wr xð Þqr

Xm
r¼1

wr xð Þ
;

where qr ¼ fr, wr xð Þ ¼ 1

x� xrk k22
.

The basic method is global in that the interpolated value at any point depends on all the data, but
nag_nd_shep_interp (e01zmc) uses a modification (see Franke and Nielson (1980) and Renka (1988a)),
whereby the method becomes local by adjusting each wr xð Þ to be zero outside a hypersphere with
centre xr and some radius Rw. Also, to improve the performance of the basic method, each qr above is
replaced by a function qr xð Þ, which is a quadratic fitted by weighted least squares to data local to xr and
forced to interpolate xr; frð Þ. In this context, a point x is defined to be local to another point if it lies
within some distance Rq of it.

The efficiency of nag_nd_shep_interp (e01zmc) is enhanced by using a cell method for nearest
neighbour searching due to Bentley and Friedman (1979) with a cell density of 3.

The radii Rw and Rq are chosen to be just large enough to include Nw and Nq data points, respectively,
for user-supplied constants Nw and Nq. Default values of these parameters are provided, and advice on
alternatives is given in Section 9.2.

nag_nd_shep_interp (e01zmc) is derived from the new implementation of QSHEP3 described by Renka
(1988b). It uses the modification for high-dimensional interpolation described by Berry and Minser
(1999).
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Values of the interpolant Q xð Þ generated by nag_nd_shep_interp (e01zmc), and its first partial
derivatives, can subsequently be evaluated for points in the domain of the data by a call to
nag_nd_shep_eval (e01znc).

4 References

Bentley J L and Friedman J H (1979) Data structures for range searching ACM Comput. Surv. 11 397–
409

Berry M W, Minser K S (1999) Algorithm 798: high-dimensional interpolation using the modified
Shepard method ACM Trans. Math. Software 25 353–366

Franke R and Nielson G (1980) Smooth interpolation of large sets of scattered data Internat. J. Num.
Methods Engrg. 15 1691–1704

Renka R J (1988a) Multivariate interpolation of large sets of scattered data ACM Trans. Math. Software
14 139–148

Renka R J (1988b) Algorithm 661: QSHEP3D: Quadratic Shepard method for trivariate interpolation of
scattered data ACM Trans. Math. Software 14 151–152

Shepard D (1968) A two-dimensional interpolation function for irregularly spaced data Proc. 23rd Nat.
Conf. ACM 517–523 Brandon/Systems Press Inc., Princeton

5 Arguments

1: d – Integer Input

On entry: d, the number of dimensions.

Constraint: d 	 2.

2: m – Integer Input

On entry: m, the number of data points.

Note: on the basis of experimental results reported in Berry and Minser (1999), when d 	 5 it is
recommended to use m 	 4000.

Constraint: m 	 dþ 1ð Þ � dþ 2ð Þ=2þ 2.

3: x½d�m� – const double Input

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � dþ i� 1�.
On entry: the d components of the first data point must be stored in elements 0; 1; . . . ; d� 1 of x.
The second data point must be stored in elements d; dþ 1; . . . ; 2� d� 1 of x, and so on. In
general, the m data points must be stored in x½i � dþ j�, for i ¼ 0; 1; . . . ;m� 1 and
j ¼ 0; 1; . . . ; d� 1.

Constraint: these coordinates must be distinct, and must not all lie on the same d� 1ð Þ-dimen-
sional hypersurface.

4: f½m� – const double Input

On entry: f½r� 1� must be set to the data value fr , for r ¼ 1; 2; . . . ;m.

5: nw – Integer Input

On entry: the number Nw of data points that determines each radius of influence Rw, appearing in
the definition of each of the weights wr , for r ¼ 1; 2; . . . ;m (see Section 3). Note that Rw is
different for each weight. If nw � 0 the default value nw ¼ min 2� dþ 1ð Þ � dþ 2ð Þ;m� 1ð Þ is
used instead.
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Suggested value: nw ¼ �1.
Constraint: nw � m� 1.

6: nq – Integer Input

On entry: the number Nq of data points to be used in the least squares fit for coefficients defining
the quadra t ic funct ions qr xð Þ (see Sect ion 3) . I f nq � 0 the defaul t va lue
nq ¼ min dþ 1ð Þ � dþ 2ð Þ � 6=5;m� 1ð Þ is used instead.

Suggested value: nq ¼ �1.
Constraint: nq � 0 or dþ 1ð Þ � dþ 2ð Þ=2� 1 � nq � m� 1.

7: iq½2�mþ 1� – Integer Output

On exit: integer data defining the interpolant Q xð Þ.

8: rq½dim� – double Output

N o t e : t h e d i m e n s i o n , d i m , o f t h e a r r a y r q m u s t b e a t l e a s t
dþ 1ð Þ � dþ 2ð Þ=2ð Þ �mþ 2� dþ 1.

On exit: real data defining the interpolant Q xð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DATA_HYPERSURFACE

On entry, all the data points lie on the same hypersurface. No unique solution exists.

NE_DUPLICATE_NODE

There are duplicate nodes in the dataset. x½ i� 1ð Þ � dþ k� 1� ¼ x½ j� 1ð Þ � dþ k� 1�, for
i ¼ valueh i, j ¼ valueh i and k ¼ 1; 2; . . . ; d. The interpolant cannot be derived.

NE_INT

On entry, d ¼ valueh i.
Constraint: d 	 2.

NE_INT_2

On entry, dþ 1ð Þ � dþ 2ð Þ=2ð Þ �mþ 2� dþ 1 exceeds the largest machine integer.
d ¼ valueh i and m ¼ valueh i.
On entry, m ¼ valueh i and d ¼ valueh i.
Constraint: m 	 dþ 1ð Þ � dþ 2ð Þ=2þ 2.
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On entry, nq ¼ valueh i and d ¼ valueh i.
Constraint: nq � 0 or nq 	 dþ 1ð Þ � dþ 2ð Þ=2� 1.

On entry, nq ¼ valueh i and m ¼ valueh i.
Constraint: nq � m� 1.

On entry, nw ¼ valueh i and m ¼ valueh i.
Constraint: nw � m� 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

In experiments undertaken by Berry and Minser (1999), the accuracies obtained for a conditional
function resulting in sharp functional transitions were of the order of 10�1 at best. In other cases in
these experiments, the function generated interpolates the input data with maximum absolute error of
the order of 10�2.

8 Parallelism and Performance

nag_nd_shep_interp (e01zmc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_nd_shep_interp (e01zmc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_nd_shep_interp (e01zmc) will depend in general on the distribution of
the data points and on the choice of Nw and Nq parameters. If the data points are uniformly randomly
distributed, then the time taken should be O mð Þ. At worst O m2

� �
time will be required.

9.2 Choice of Nw and Nq

Default values of the parameters Nw and Nq may be selected by calling nag_nd_shep_interp (e01zmc)
with nw � 0 and nq � 0. These default values may well be satisfactory for many applications.

If non-default values are required they must be supplied to nag_nd_shep_interp (e01zmc) through
positive values of nw and nq. Increasing these argument values makes the method less local. This may
increase the accuracy of the resulting interpolant at the expense of increased computational cost. The
default values nw ¼ min 2� dþ 1ð Þ � dþ 2ð Þ;m� 1ð Þ and nq ¼ min dþ 1ð Þ � dþ 2ð Þ � 6=5;m� 1ð Þ
have been chosen on the basis of experimental results reported in Renka (1988a) and Berry and Minser
(1999). For further advice on the choice of these arguments see Renka (1988a) and Berry and Minser
(1999).
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10 Example

This program reads in a set of 30 data points and calls nag_nd_shep_interp (e01zmc) to construct an
interpolating function Q xð Þ. It then calls nag_nd_shep_eval (e01znc) to evaluate the interpolant at a set
of points.

Note that this example is not typical of a realistic problem: the number of data points would normally
be very much larger.

See also Section 10 in nag_nd_shep_eval (e01znc).

10.1 Program Text

/* nag_nd_shep_interp (e01zmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer d, i, j, liq, lrq, m, n, nq, nw;
/* Arrays */
double *f = 0, *q = 0, *qx = 0, *rq = 0, *x = 0, *xe = 0;
Integer *iq = 0;
/* NAG types */
NagError fail;

INIT_FAIL(fail);

printf("nag_nd_shep_interp (e01zmc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &d, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &d, &m);
#endif

liq = 2 * m + 1;
lrq = (d + 1) * (d + 2) / 2 * m + 2 * d + 1;
if (!(x = NAG_ALLOC(d * m, double)) ||

!(f = NAG_ALLOC(m, double)) ||
!(iq = NAG_ALLOC(liq, Integer)) || !(rq = NAG_ALLOC(lrq, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the data points X and F. */
for (i = 0; i < m; i++) {

#ifdef _WIN32
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for (j = 0; j < d; j++)
scanf_s("%lf", &x[i * d + j]);

#else
for (j = 0; j < d; j++)

scanf("%lf", &x[i * d + j]);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &f[i]);
#else

scanf("%lf%*[^\n] ", &f[i]);
#endif

}

/* Generate the interpolant using nag_nd_shep_interp (e01zmc):
Interpolating functions, modified Shepard’s method, d variables. */

nq = 0;
nw = 0;
nag_nd_shep_interp(d, m, x, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_nd_shep_interp (e01zmc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Input the number of evaluation points and allocate arrays with lengths
based on this. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (!(xe = NAG_ALLOC((d) * (n), double)) ||

!(q = NAG_ALLOC((n), double)) || !(qx = NAG_ALLOC((d) * (n), double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Input the evaluation points. */
for (i = 0; i < n; i++) {

#ifdef _WIN32
for (j = 0; j < d; j++)

scanf_s("%lf", &xe[i * d + j]);
#else

for (j = 0; j < d; j++)
scanf("%lf", &xe[i * d + j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Evaluate the interpolant using nag_nd_shep_eval (e01znc), at given
* interpolated values, where interpolant previously computed by
* nag_nd_shep_interp (e01zmc). */

nag_nd_shep_eval(d, m, x, f, iq, rq, n, xe, q, qx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_nd_shep_eval (e01znc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print evaluation points and interpolated function values at those points */

/* Header */
printf("\n%4s|%39s%23s|%8s", "", "Interpolated Evaluation Points", "",

"Values\n");
printf(" ---|--------------------------------------------------------------");
printf("+-------\n");
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printf(" i | ");
for (i = 0; i < d; i++)

printf("XE(%1" NAG_IFMT ",i) ", i);
printf("| q[i]\n");
printf(" ---|--------------------------------------------------------------");
printf("--------\n");

/* Results */
for (i = 0; i < n; i++) {

printf(" %1" NAG_IFMT " ", i);
for (j = 0; j < d; j++)

printf("%10.4f", xe[i * d + j]);
printf(" %10.4f\n", q[i]);

}

END:
NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(rq);
NAG_FREE(x);
NAG_FREE(xe);
NAG_FREE(iq);

return exit_status;
}

10.2 Program Data

nag_nd_shep_interp (e01zmc) Example Program Data
6 30 : d, m
0.81 0.15 0.44 0.83 0.21 0.64 6.39
0.91 0.96 0.00 0.09 0.98 0.37 2.50
0.13 0.88 0.22 0.21 0.73 1.00 9.34
0.91 0.49 0.39 0.79 0.47 0.71 7.52
0.63 0.41 0.72 0.68 0.65 0.83 6.91
0.10 0.13 0.77 0.47 0.22 0.09 4.68
0.28 0.93 0.24 0.90 0.96 0.21 45.40
0.55 0.01 0.04 0.41 0.26 0.79 5.48
0.96 0.19 0.95 0.66 0.99 0.68 2.75
0.96 0.32 0.53 0.96 0.84 0.47 7.43
0.16 0.05 0.16 0.30 0.58 0.90 6.05
0.97 0.14 0.36 0.72 0.78 0.06 0.41
0.96 0.73 0.28 0.75 0.28 0.68 8.68
0.49 0.48 0.58 0.19 0.25 0.67 2.38
0.80 0.34 0.64 0.57 0.08 0.13 3.70
0.14 0.24 0.12 0.06 0.63 0.89 1.34
0.42 0.45 0.03 0.68 0.66 0.17 15.18
0.92 0.19 0.48 0.67 0.28 0.54 4.35
0.79 0.32 0.15 0.13 0.40 0.03 1.50
0.96 0.26 0.93 0.89 0.61 0.81 3.43
0.66 0.83 0.41 0.17 0.09 0.60 3.10
0.04 0.70 0.40 0.54 0.37 0.41 14.33
0.85 0.33 0.15 0.03 0.36 5.77 0.35
0.93 0.58 0.88 0.81 0.40 0.66 4.30
0.68 0.29 0.88 0.60 0.47 0.96 3.77
0.76 0.26 0.09 0.41 0.14 0.30 4.16
0.74 0.26 0.33 0.64 0.36 0.72 6.75
0.39 0.68 0.69 0.37 0.12 0.75 5.22
0.66 0.52 0.17 1.00 0.43 0.19 16.23
0.17 0.08 0.35 0.71 0.17 0.57 10.62 : x[], f[]

6 : n, no. of evaluation points
0.10 0.10 0.10 0.10 0.10 0.10
0.20 0.20 0.20 0.20 0.20 0.20
0.30 0.30 0.30 0.30 0.30 0.30
0.40 0.40 0.40 0.40 0.40 0.40
0.50 0.50 0.50 0.50 0.50 0.50
0.60 0.60 0.60 0.60 0.60 0.60 : xe[1:n*d]
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10.3 Program Results

nag_nd_shep_interp (e01zmc) Example Program Results

| Interpolated Evaluation Points | Values
---|--------------------------------------------------------------+-------
i | XE(0,i) XE(1,i) XE(2,i) XE(3,i) XE(4,i) XE(5,i) | q[i]
---|----------------------------------------------------------------------
0 0.1000 0.1000 0.1000 0.1000 0.1000 0.1000 -7.2059
1 0.2000 0.2000 0.2000 0.2000 0.2000 0.2000 -3.9343
2 0.3000 0.3000 0.3000 0.3000 0.3000 0.3000 -0.9674
3 0.4000 0.4000 0.4000 0.4000 0.4000 0.4000 1.6680
4 0.5000 0.5000 0.5000 0.5000 0.5000 0.5000 3.9251
5 0.6000 0.6000 0.6000 0.6000 0.6000 0.6000 5.9318
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NAG Library Function Document

nag_nd_shep_eval (e01znc)

1 Purpose

nag_nd_shep_eval (e01znc) evaluates the multidimensional interpolating function generated by
nag_nd_shep_interp (e01zmc) and its first partial derivatives.

2 Specification

#include <nag.h>
#include <nage01.h>

void nag_nd_shep_eval (Integer d, Integer m, const double x[],
const double f[], const Integer iq[], const double rq[], Integer n,
const double xe[], double q[], double qx[], NagError *fail)

3 Description

nag_nd_shep_eval (e01znc) takes as input the interpolant Q xð Þ, x 2 R
d of a set of scattered data points

xr ; frð Þ, for r ¼ 1; 2; . . . ;m, as computed by nag_nd_shep_interp (e01zmc), and evaluates the
interpolant and its first partial derivatives at the set of points xi, for i ¼ 1; 2; . . . ; n.

nag_nd_shep_eval (e01znc) must only be called after a call to nag_nd_shep_interp (e01zmc).

nag_nd_shep_eval (e01znc) is derived from the new implementation of QS3GRD described by Renka
(1988). It uses the modification for high-dimensional interpolation described by Berry and Minser
(1999).

4 References

Berry M W, Minser K S (1999) Algorithm 798: high-dimensional interpolation using the modified
Shepard method ACM Trans. Math. Software 25 353–366

Renka R J (1988) Algorithm 661: QSHEP3D: Quadratic Shepard method for trivariate interpolation of
scattered data ACM Trans. Math. Software 14 151–152

5 Arguments

1: d – Integer Input

On entry: must be the same value supplied for argument d in the preceding call to
nag_nd_shep_interp (e01zmc).

Constraint: d 	 2.

2: m – Integer Input

On entry: must be the same value supplied for argument m in the preceding call to
nag_nd_shep_interp (e01zmc).

Constraint: m 	 dþ 1ð Þ � dþ 2ð Þ=2þ 2.

3: x½d�m� – const double Input

Note: the ith ordinate of the point xj is stored in x½ j� 1ð Þ � dþ i� 1�.
On entry: must be the same array supplied as argument x in the preceding call to
nag_nd_shep_interp (e01zmc). It must remain unchanged between calls.
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4: f½m� – const double Input

On entry: must be the same array supplied as argument f in the preceding call to
nag_nd_shep_interp (e01zmc). It must remain unchanged between calls.

5: iq½2�mþ 1� – const Integer Input

On entry: must be the same array returned as argument iq in the preceding call to
nag_nd_shep_interp (e01zmc). It must remain unchanged between calls.

6: rq½dim� – const double Input

N o t e : t h e d i m e n s i o n , d i m , o f t h e a r r a y r q m u s t b e a t l e a s t
dþ 1ð Þ � dþ 2ð Þ=2ð Þ �mþ 2� dþ 1.

On entry: must be the same array returned as argument rq in the preceding call to
nag_nd_shep_interp (e01zmc). It must remain unchanged between calls.

7: n – Integer Input

On entry: n, the number of evaluation points.

Constraint: n 	 1.

8: xe½d� n� – const double Input

Note: the ith ordinate of the point xj is stored in xe½ j� 1ð Þ � dþ i� 1�.
On entry: xe½ j � 1ð Þ � d�; . . . ; xe½ j � 1ð Þ � dþ d� 1� must be set to the evaluation point xj , for
j ¼ 1; 2; . . . ; n.

9: q½n� – double Output

On exit: q½i � 1� contains the value of the interpolant, at xi, for i ¼ 1; 2; . . . ; n. If any of these
evaluation points lie outside the region of definition of the interpolant the corresponding entries
in q are set to an extrapolated approximation, and nag_nd_shep_eval (e01znc) returns with
fail:code ¼ NE_BAD_POINT.

10: qx½d� n� – double Output

Note: the i; jð Þth element of the matrix is stored in qx½ j� 1ð Þ � dþ i� 1�.
On exit: qx½ j� 1ð Þ � dþ i� 1� contains the value of the partial derivatives with respect to the
ith independent variable (dimension) of the interpolant Q xð Þ at xj , for j ¼ 1; 2; . . . ; n, and for
each of the partial derivatives i ¼ 1; 2; . . . ; d. If any of these evaluation points lie outside the
region of definition of the interpolant, the corresponding entries in qx are set to extrapolated
approximations to the partial derivatives, and nag_nd_shep_eval (e01znc) returns with
fail:code ¼ NE_BAD_POINT.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BAD_POINT

On entry, at least one evaluation point lies outside the region of definition of the interpolant. At
such points the corresponding values in q and qx contain extrapolated approximations. Points
should be evaluated one by one to identify extrapolated values.

NE_INT

On entry, d ¼ valueh i.
Constraint: d 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, dþ 1ð Þ � dþ 2ð Þ=2ð Þ �mþ 2� dþ 1 exceeds the largest machine integer.
d ¼ valueh i and m ¼ valueh i.
On entry, m ¼ valueh i and d ¼ valueh i.
Constraint: m 	 dþ 1ð Þ � dþ 2ð Þ=2þ 2.

NE_INT_ARRAY

On entry, values in iq appear to be invalid. Check that iq has not been corrupted between calls to
nag_nd_shep_interp (e01zmc) and nag_nd_shep_eval (e01znc).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, values in rq appear to be invalid. Check that rq has not been corrupted between calls
to nag_nd_shep_interp (e01zmc) and nag_nd_shep_eval (e01znc).

7 Accuracy

Computational errors should be negligible in most practical situations.

8 Parallelism and Performance

nag_nd_shep_eval (e01znc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_nd_shep_eval (e01znc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The time taken for a call to nag_nd_shep_eval (e01znc) will depend in general on the distribution of the
data points. If the data points are approximately uniformly distributed, then the time taken should be
only O nð Þ. At worst O mnð Þ time will be required.

10 Example

This program evaluates the function (in six variables)

f xð Þ ¼ x1x2x3
1þ 2x4x5x6

at a set of randomly generated data points and calls nag_nd_shep_interp (e01zmc) to construct an
interpolating function Qx. It then calls nag_nd_shep_eval (e01znc) to evaluate the interpolant at a set of
points on the line xi ¼ x, for i ¼ 1; 2; . . . ; 6. To reduce the time taken by this example, the number of
data points is limited. Increasing this value to the suggested minimum of 4000 improves the
interpolation accuracy at the expense of more time.

See also Section 10 in nag_nd_shep_interp (e01zmc).

10.1 Program Text

/* nag_nd_shep_eval (e01znc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage01.h>
#include <nagg05.h>

static double funct(double *x);

int main(void)
{

/* Scalars */
Integer d = 6, exit_status = 0, lseed = 1, subid = 0;
Integer i, j, liq, lrq, lstate, m, n, nq, nw, tmpdsm;
double fun;
/* Arrays */
double *f = 0, *q = 0, *qx = 0, *rq = 0, *x = 0, *xe = 0;
Integer *iq = 0, *state = 0;
Integer seed[] = { 1762543 };
/* Nag Types */
Nag_BaseRNG genid = Nag_Basic;
NagError fail;

INIT_FAIL(fail);

printf("nag_nd_shep_eval (e01znc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Set up state array for generating a random sample of data locations
* using nag_rand_init_repeatable (g05kfc).
*
* First get the length of the state array by setting lstate = -1.
*/

lstate = -1;
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nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code == NE_NOERROR) {

/* Allocate arrays */
if (!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Then initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

&fail);
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Input the number of nodes. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

liq = 2 * m + 1;
lrq = (d + 1) * (d + 2) / 2 * m + 2 * d + 1;
if (!(x = NAG_ALLOC(d * m, double)) ||

!(f = NAG_ALLOC(m, double)) ||
!(iq = NAG_ALLOC(liq, Integer)) || !(rq = NAG_ALLOC(lrq, double))

)
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}
/* Generate d*m pseudorandom numbers in U(0,1) using
* nag_rand_basic (g05sac).
*/

tmpdsm = d * m;
nag_rand_basic(tmpdsm, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Evaluate f at x */
for (i = 0; i < m; i++)

f[i] = funct(&x[i * d]);

/* Generate the interpolant using nag_nd_shep_interp (e01zmc):
Interpolating functions, modified Shepard’s method, d variables.

*/
nq = 0;
nw = 0;
nag_nd_shep_interp(d, m, x, f, nw, nq, iq, rq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_nd_shep_interp (e01zmc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Input the number of evaluation points and allocate arrays with lengths
based on this.

*/
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else
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scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (!(xe = NAG_ALLOC(d * n, double)) ||
!(q = NAG_ALLOC(n, double)) || !(qx = NAG_ALLOC(d * n, double))

)
{

printf("Allocation failure\n");
exit_status = -3;
goto END;

}

/* Generate a set of evaluation points lying on diagonal line
* xe(1:d,i) = xe(1,i) = i/(n+1).
*/

for (i = 0; i < n; i++)
for (j = 0; j < d; j++)

xe[i * d + j] = (double) (i + 1) / (double) (n + 1);

/* Evaluate the interpolant using nag_nd_shep_eval (e01znc), at given
interpolated values, where interpolant previously computed by e01zmc.

*/
nag_nd_shep_eval(d, m, x, f, iq, rq, n, xe, q, qx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_nd_shep_eval (e01znc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

/* Print interpolated function values against actual function values
* at the points on the diagonal line. */

/* Header */
printf(" i | f(i) q(i) | |f(i)-q(i)|\n");
printf(" ---|--------------------+---------------\n");
/* Results */
for (i = 0; i < n; i++) {

fun = funct(&xe[i * d]);
printf("%5" NAG_IFMT " %10.4f%10.4f%10.4f\n", i, fun, q[i],

fabs(fun - q[i]));
}

END:

NAG_FREE(f);
NAG_FREE(q);
NAG_FREE(qx);
NAG_FREE(rq);
NAG_FREE(x);
NAG_FREE(xe);
NAG_FREE(iq);
NAG_FREE(state);

return exit_status;
}

static double funct(double *x)
{

double funct_return;
funct_return = x[0] * x[1] * x[2] / (1.0 + 2.0 * x[3] * x[4] * x[5]);
return funct_return;

}

10.2 Program Data

nag_nd_shep_eval (e01znc) Example Program Data
120 : m, the number of data points
9 : n, the number of evaluation points
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10.3 Program Results

nag_nd_shep_eval (e01znc) Example Program Results

i | f(i) q(i) | |f(i)-q(i)|
---|--------------------+---------------
0 0.0010 0.0050 0.0040
1 0.0079 0.0046 0.0033
2 0.0256 0.0214 0.0042
3 0.0567 0.0537 0.0030
4 0.1000 0.0986 0.0014
5 0.1508 0.1523 0.0015
6 0.2034 0.2071 0.0036
7 0.2530 0.2560 0.0030
8 0.2966 0.2940 0.0025
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NAG Library Chapter Contents

e02 – Curve and Surface Fitting

e02 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

e02adc 5 nag_1d_cheb_fit
Computes the coefficients of a Chebyshev series polynomial for arbitrary
data

e02aec 5 nag_1d_cheb_eval
Evaluates the coefficients of a Chebyshev series polynomial

e02afc 5 nag_1d_cheb_interp_fit
Computes the coefficients of a Chebyshev series polynomial for
interpolated data

e02agc 7 nag_1d_cheb_fit_constr
Least squares polynomial fit, values and derivatives may be constrained,
arbitrary data points

e02ahc 7 nag_1d_cheb_deriv
Derivative of fitted polynomial in Chebyshev series form

e02ajc 7 nag_1d_cheb_intg
Integral of fitted polynomial in Chebyshev series form

e02akc 7 nag_1d_cheb_eval2
Evaluation of fitted polynomial in one variable from Chebyshev series form

e02alc 24 nag_1d_minimax_polynomial
Minimax curve fit by polynomials

e02bac 2 nag_1d_spline_fit_knots
Least squares curve cubic spline fit (including interpolation), one variable

e02bbc 2 nag_1d_spline_evaluate
Evaluation of fitted cubic spline, function only

e02bcc 2 nag_1d_spline_deriv
Evaluation of fitted cubic spline, function and derivatives

e02bdc 2 nag_1d_spline_intg
Evaluation of fitted cubic spline, definite integral

e02bec 2 nag_1d_spline_fit
Least squares cubic spline curve fit, automatic knot placement, one variable

e02bfc 24 nag_fit_1dspline_deriv_vector
Evaluation of fitted cubic spline, function and optionally derivatives at a
vector of points

e02cac 7 nag_2d_cheb_fit_lines
Least squares surface fit by polynomials, data on lines parallel to one
independent coordinate axis

e02cbc 7 nag_2d_cheb_eval
Evaluation of fitted polynomial in two variables

e02dac 8 nag_2d_spline_fit_panel
Least squares surface fit, bicubic splines

e02dcc 2 nag_2d_spline_fit_grid
Least squares bicubic spline fit with automatic knot placement, two
variables (rectangular grid)

e02ddc 2 nag_2d_spline_fit_scat
Least squares bicubic spline fit with automatic knot placement, two
variables (scattered data)

e02dec 2 nag_2d_spline_eval
Evaluation of bicubic spline, at a set of points
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e02dfc 2 nag_2d_spline_eval_rect
Evaluation of bicubic spline, at a mesh of points

e02dhc 23 nag_2d_spline_deriv_rect
Evaluation of spline surface at mesh of points with derivatives

e02gac 7 nag_lone_fit
L1-approximation by general linear function

e02gcc 7 nag_linf_fit
L1-approximation by general linear function

e02jdc 24 nag_2d_spline_fit_ts_scat
Spline approximation to a set of scattered data using a two-stage
approximation method

e02jec 24 nag_2d_spline_ts_eval
Evaluation at a vector of points of a spline computed by nag_2d_spline_
fit_ts_scat (e02jdc)

e02jfc 24 nag_2d_spline_ts_eval_rect
Evaluation at a mesh of points of a spline computed by nag_2d_spline_
fit_ts_scat (e02jdc)

e02rac 7 nag_1d_pade
Padé approximants

e02rbc 7 nag_1d_pade_eval
Evaluation of fitted rational function as computed by nag_1d_pade (e02rac)

e02zac 8 nag_2d_panel_sort
Sort two-dimensional data into panels for fitting bicubic splines

e02zkc 24 nag_fit_opt_set
Option setting routine

e02zlc 24 nag_fit_opt_get
Option getting routine
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NAG Library Chapter Introduction

e02 – Curve and Surface Fitting
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1 Scope of the Chapter

The main aim of this chapter is to assist you in finding a function which approximates a set of data
points. Typically the data contain random errors, as of experimental measurement, which need to be
smoothed out. To seek an approximation to the data, it is first necessary to specify for the
approximating function a mathematical form (a polynomial, for example) which contains a number of
unspecified coefficients: the appropriate fitting function then derives for the coefficients the values
which provide the best fit of that particular form. The chapter deals mainly with curve and surface
fitting (i.e., fitting with functions of one and of two variables) when a polynomial or a cubic spline is
used as the fitting function, since these cover the most common needs. However, fitting with other
functions and/or more variables can be undertaken by means of general linear or nonlinear functions
(some of which are contained in other chapters) depending on whether the coefficients in the function
occur linearly or nonlinearly. Cases where a graph rather than a set of data points is given can be
treated simply by first reading a suitable set of points from the graph.

The chapter also contains functions for evaluating, differentiating and integrating polynomial and spline
curves and surfaces, once the numerical values of their coefficients have been determined.

There is also a function for computing a Padé approximant of a mathematical function (see Sections 2.6
and 3.8).

2 Background to the Problems

2.1 Preliminary Considerations

In the curve-fitting problems considered in this chapter, we have a dependent variable y and an
independent variable x, and we are given a set of data points xr ; yrð Þ, for r ¼ 1; 2; . . . ;m. The
preliminary matters to be considered in this section will, for simplicity, be discussed in this context of
curve-fitting problems. In fact, however, these considerations apply equally well to surface and higher-
dimensional problems. Indeed, the discussion presented carries over essentially as it stands if, for these
cases, we interpret x as a vector of several independent variables and correspondingly each xr as a
vector containing the rth data value of each independent variable.

We wish, then, to approximate the set of data points as closely as possible with a specified function,
f xð Þ say, which is as smooth as possible: f xð Þ may, for example, be a polynomial. The requirements of
smoothness and closeness conflict, however, and a balance has to be struck between them. Most often,
the smoothness requirement is met simply by limiting the number of coefficients allowed in the fitting
function – for example, by restricting the degree in the case of a polynomial. Given a particular number
of coefficients in the function in question, the fitting functions of this chapter determine the values of
the coefficients such that the ‘distance’ of the function from the data points is as small as possible. The
necessary balance is struck when you compare a selection of such fits having different numbers of
coefficients. If the number of coefficients is too low, the approximation to the data will be poor. If the
number is too high, the fit will be too close to the data, essentially following the random errors and
tending to have unwanted fluctuations between the data points. Between these extremes, there is often a
group of fits all similarly close to the data points and then, particularly when least squares polynomials
are used, the choice is clear: it is the fit from this group having the smallest number of coefficients.

You are in effect minimizing the smoothness measure (i.e., the number of coefficients) subject to the
distance from the data points being acceptably small. Some of the functions, however, do this task
themselves. They use a different measure of smoothness (in each case one that is continuous) and
minimize it subject to the distance being less than a threshold specified by you. This is a much more
automatic process, requiring only some experimentation with the threshold.

2.1.1 Fitting criteria: norms

A measure of the above ‘distance’ between the set of data points and the function f xð Þ is needed. The
distance from a single data point xr; yrð Þ to the function can simply be taken as

�r ¼ yr � f xrð Þ; ð1Þ

and is called the residual of the point. (With this definition, the residual is regarded as a function of the
coefficients contained in f xð Þ; however, the term is also used to mean the particular value of �r which
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corresponds to the fitted values of the coefficients.) However, we need a measure of distance for the set
of data points as a whole. Three different measures are used in the different functions (which measure
to select, according to circumstances, is discussed later in this sub-section). With �r defined in (1), these
measures, or norms, are Xm

r¼1
�rj j; ð2Þ

ffiffiffiffiffiffiffiffiffiffiffiXm
r¼1

�2r

s
; ð3Þ

and

max
r

�rj j; ð4Þ

respectively the ‘1 norm, the ‘2 norm and the ‘1 norm.

Minimization of one or other of these norms usually provides the fitting criterion, the minimization
being carried out with respect to the coefficients in the mathematical form used for f xð Þ: with respect to
the bi for example if the mathematical form is the power series in (8) below. The fit which results from
minimizing (2) is known as the ‘1 fit, or the fit in the ‘1 norm: that which results from minimizing (3) is
the ‘2 fit, the well-known least squares fit (minimizing (3) is equivalent to minimizing the square of (3),
i.e., the sum of squares of residuals, and it is the latter which is used in practice), and that from
minimizing (4) is the ‘1, or minimax, fit.

Strictly speaking, implicit in the use of the above norms are the statistical assumptions that the random
errors in the yr are independent of one another and that any errors in the xr are negligible by
comparison. From this point of view, the use of the ‘2 norm is appropriate when the random errors in
the yr have a Normal distribution, and the ‘1 norm is appropriate when they have a rectangular
distribution, as when fitting a table of values rounded to a fixed number of decimal places. The ‘1 norm
is appropriate when the error distribution has its frequency function proportional to the negative
exponential of the modulus of the normalized error – not a common situation.

However, it may be that you are indifferent to these statistical considerations, and simply seek a fit
which can be assessed by inspection, perhaps visually from a graph of the results. In this event, the ‘1
norm is particularly appropriate when the data are thought to contain some ‘wild’ points (since fitting in
this norm tends to be unaffected by the presence of a small number of such points), though of course in
simple situations you may prefer to identify and reject these points. The ‘1 norm should be used only
when the maximum residual is of particular concern, as may be the case for example when the data
values have been obtained by accurate computation, as of a mathematical function. Generally, however,
a function based on least squares should be preferred, as being computationally faster and usually
providing more information on which to assess the results. In many problems the three fits will not
differ significantly for practical purposes.

Some of the functions based on the ‘2 norm do not minimize the norm itself but instead minimize some
(intuitively acceptable) measure of smoothness subject to the norm being less than a user-specified
threshold. These functions fit with cubic or bicubic splines (see (10) and (14) below) and the smoothing
measures relate to the size of the discontinuities in their third derivatives. A much more automatic
fitting procedure follows from this approach.

2.1.2 Weighting of data points

The use of the above norms also assumes that the data values yr are of equal (absolute) accuracy. Some
of the functions enable an allowance to be made to take account of differing accuracies. The allowance
takes the form of ‘weights’ applied to the y values so that those values known to be more accurate have
a greater influence on the fit than others. These weights, to be supplied by you, should be calculated
from estimates of the absolute accuracies of the y values, these estimates being expressed as standard
deviations, probable errors or some other measure which has the same dimensions as y. Specifically, for
each yr the corresponding weight wr should be inversely proportional to the accuracy estimate of yr.
For example, if the percentage accuracy is the same for all yr, then the absolute accuracy of yr is
proportional to yr (assuming yr to be positive, as it usually is in such cases) and so wr ¼ K=yr , for
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r ¼ 1; 2; . . . ;m, for an arbitrary positive constant K. (This definition of weight is stressed because often
weight is defined as the square of that used here.) The norms (2), (3) and (4) above are then replaced
respectively by Xm

r¼1
wr�rj j; ð5Þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXm
r¼1

w2
r�

2
r

s
; ð6Þ

and

max
r

wr�rj j: ð7Þ

Again it is the square of (6) which is used in practice rather than (6) itself.

2.2 Curve Fitting

When, as is commonly the case, the mathematical form of the fitting function is immaterial to the
problem, polynomials and cubic splines are to be preferred because their simplicity and ease of
handling confer substantial benefits. The cubic spline is the more versatile of the two. It consists of a
number of cubic polynomial segments joined end to end with continuity in first and second derivatives
at the joins. The third derivative at the joins is in general discontinuous. The x values of the joins are
called knots, or, more precisely, interior knots. Their number determines the number of coefficients in
the spline, just as the degree determines the number of coefficients in a polynomial.

2.2.1 Representation of polynomials

Two different forms for representing a polynomial are used in different functions. One is the usual
power-series form

f xð Þ � b0 þ b1xþ b2x2 þ � � � þ bkxk: ð8Þ

The other is the Chebyshev series form

f xð Þ � 1
2a0T0 xð Þ þ a1T1 xð Þ þ a2T2 xð Þ þ � � � þ akTk xð Þ; ð9Þ

where Ti xð Þ is the Chebyshev polynomial of the first kind of degree i (see page 9 of Cox and Hayes
(1973)), and where the range of x has been normalized to run from �1 to þ1. The use of either form
leads theoretically to the same fitted polynomial, but in practice results may differ substantially because
of the effects of rounding error. The Chebyshev form is to be preferred, since it leads to much better
accuracy in general, both in the computation of the coefficients and in the subsequent evaluation of the
fitted polynomial at specified points. This form also has other advantages: for example, since the later
terms in (9) generally decrease much more rapidly from left to right than do those in (8), the situation is
more often encountered where the last terms are negligible and it is obvious that the degree of the
polynomial can be reduced (note that on the interval �1 � x � 1 for all i, Ti xð Þ attains the value unity
but never exceeds it, so that the coefficient ai gives directly the maximum value of the term containing
it). If the power-series form is used it is most advisable to work with the variable x normalized to the
range �1 to þ1, carrying out the normalization before entering the relevant function. This will often
substantially improve computational accuracy.

2.2.2 Representation of cubic splines

A cubic spline is represented in the form

f xð Þ � c1N1 xð Þ þ c2N2 xð Þ þ � � � þ cpNp xð Þ; ð10Þ

where Ni xð Þ, for i ¼ 1; 2; . . . ; p, is a normalized cubic B-spline (see Hayes (1974)). This form, also, has
advantages of computational speed and accuracy over alternative representations.
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2.3 Surface Fitting

There are now two independent variables, and we shall denote these by x and y. The dependent
variable, which was denoted by y in the curve-fitting case, will now be denoted by f. (This is a rather
different notation from that indicated for the general-dimensional problem in the first paragraph of
Section 2.1, but it has some advantages in presentation.)

Again, in the absence of contrary indications in the particular application being considered, polynomials
and splines are the approximating functions most commonly used.

2.3.1 Representation of bivariate polynomials

The type of bivariate polynomial currently considered in the chapter can be represented in either of the
two forms

f x; yð Þ �
Xk
i¼0

X‘
j¼0

bijx
iyj; ð11Þ

and

f x; yð Þ �
Xk
i¼0

X‘
j¼0

aijTi xð ÞTj yð Þ; ð12Þ

where Ti xð Þ is the Chebyshev polynomial of the first kind of degree i in the parameter x (see page 9 of
Cox and Hayes (1973)), and correspondingly for Tj yð Þ. The prime on the two summation signs,
following standard convention, indicates that the first term in each sum is halved, as shown for one
variable in equation (9). The two forms (11) and (12) are mathematically equivalent, but again the
Chebyshev form is to be preferred on numerical grounds, as discussed in Section 2.2.1.

2.3.2 Bicubic splines: definition and representation

The bicubic spline is defined over a rectangle R in the x; yð Þ plane, the sides of R being parallel to the
x and y axes. R is divided into rectangular panels, again by lines parallel to the axes. Over each panel
the bicubic spline is a bicubic polynomial, that is it takes the formX3

i¼0

X3
j¼0

aijx
iyj: ð13Þ

Each of these polynomials joins the polynomials in adjacent panels with continuity up to the second
derivative. The constant x values of the dividing lines parallel to the y-axis form the set of interior
knots for the variable x, corresponding precisely to the set of interior knots of a cubic spline. Similarly,
the constant y values of dividing lines parallel to the x-axis form the set of interior knots for the
variable y. Instead of representing the bicubic spline in terms of the above set of bicubic polynomials,
however, it is represented, for the sake of computational speed and accuracy, in the form

f x; yð Þ ¼
Xp
i¼1

Xq
j¼1

cijMi xð ÞNj yð Þ; ð14Þ

where Mi xð Þ, for i ¼ 1; 2; . . . ; p, and Nj yð Þ, for j ¼ 1; 2; . . . ; q, are normalized B-splines (see Hayes and
Halliday (1974) for further details of bicubic splines and Hayes (1974) for normalized B-splines).

2.4 General Linear and Nonlinear Fitting Functions

We have indicated earlier that, unless the data-fitting application under consideration specifically
requires some other type of fit, a polynomial or a spline is usually to be preferred. Special functions for
these types, in one and in two variables, are provided in this chapter. When the application does specify
some other form of fitting, however, it may be treated by a function which deals with a general linear
function, or by one for a general nonlinear function, depending on whether the coefficients occur
linearly or nonlinearly.
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The general linear fitting function can be written in the form

f xð Þ � c1
1 xð Þ þ c2
2 xð Þ þ � � � þ cp
p xð Þ; ð15Þ

where x is a vector of one or more independent variables, and the 
i are any given functions of these
variables (though they must be linearly independent of one another if there is to be the possibility of a
unique solution to the fitting problem). This is not intended to imply that each 
i is necessarily a
function of all the variables: we may have, for example, that each 
i is a function of a different single
variable, and even that one of the 
i is a constant. All that is required is that a value of each 
i xð Þ can
be computed when a value of each independent variable is given.

When the fitting function f xð Þ is not linear in its coefficients, no more specific representation is
available in general than f xð Þ itself. However, we shall find it helpful later on to indicate the fact that
f xð Þ contains a number of coefficients (to be determined by the fitting process) by using instead the
notation f x; cð Þ, where c denotes the vector of coefficients. An example of a nonlinear fitting function is

f x; cð Þ � c1 þ c2 exp �c4xð Þ þ c3 exp �c5xð Þ; ð16Þ

which is in one variable and contains five coefficients. Note that here, as elsewhere in this Chapter
Introduction, we use the term ‘coefficients’ to include all the quantities whose values are to be
determined by the fitting process, not just those which occur linearly. We may observe that it is only the
presence of the coefficients c4 and c5 which makes the form (16) nonlinear. If the values of these two
coefficients were known beforehand, (16) would instead be a linear function which, in terms of the
general linear form (15), has p ¼ 3 and


1 xð Þ � 1; 
2 xð Þ � exp �c4xð Þ; and 
3 xð Þ � exp �c5xð Þ:

We may note also that polynomials and splines, such as (9) and (14), are themselves linear in their
coefficients. Thus if, when fitting with these functions, a suitable special function is not available (as
when more than two independent variables are involved or when fitting in the ‘1 norm), it is appropriate
to use a function designed for a general linear function.

2.5 Constrained Problems

So far, we have considered only fitting processes in which the values of the coefficients in the fitting
function are determined by an unconstrained minimization of a particular norm. Some fitting problems,
however, require that further restrictions be placed on the determination of the coefficient values.
Sometimes these restrictions are contained explicitly in the formulation of the problem in the form of
equalities or inequalities which the coefficients, or some function of them, must satisfy. For example, if
the fitting function contains a term A exp �kxð Þ, it may be required that k 	 0. Often, however, the
equality or inequality constraints relate to the value of the fitting function or its derivatives at specified
values of the independent variable(s), but these too can be expressed in terms of the coefficients of the
fitting function, and it is appropriate to do this if a general linear or nonlinear function is being used.
For example, if the fitting function is that given in (10), the requirement that the first derivative of the
function at x ¼ x0 be non-negative can be expressed as

c1N
0
1 x0ð Þ þ c2N 02 x0ð Þ þ � � � þ cpN 0p x0ð Þ 	 0; ð17Þ

where the prime denotes differentiation with respect to x and each derivative is evaluated at x ¼ x0. On
the other hand, if the requirement had been that the derivative at x ¼ x0 be exactly zero, the inequality
sign in (17) would be replaced by an equality.

Functions which provide a facility for minimizing the appropriate norm subject to such constraints are
discussed in Section 3.6.

2.6 Padé Approximants

A Padé approximant to a function f xð Þ is a rational function (ratio of two polynomials) whose
Maclaurin series expansion is the same as that of f xð Þ up to and including the term in xk, where k is
the sum of the degrees of the numerator and denominator of the approximant. Padé approximation can
be a useful technique when values of a function are to be obtained from its Maclaurin series but
convergence of the series is unacceptably slow or even nonexistent.
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3 Recommendations on Choice and Use of Available Functions

3.1 General

The choice of a function to treat a particular fitting problem will depend first of all on the fitting
function and the norm to be used. Unless there is good reason to the contrary, the fitting function should
be a polynomial or a cubic spline (in the appropriate number of variables) and the norm should be the
‘2 norm (leading to the least squares fit). If some other function is to be used, the choice of function
will depend on whether the function is nonlinear (in which case see Section 3.5.2) or linear in its
coefficients (see Section 3.5.1), and, in the latter case, on whether the ‘1, ‘2 or ‘1 norm is to be used.
The latter section is appropriate for polynomials and splines, too, if the ‘1 or ‘1 norm is preferred, with
one exception: there is a special function for fitting polynomial curves in the unweighted ‘1 norm (see
Section 3.2.3).

In the case of a polynomial or cubic spline, if there is only one independent variable, you should choose
a spline (see Section 3.3) when the curve represented by the data is of complicated form, perhaps with
several peaks and troughs. When the curve is of simple form, first try a polynomial (see Section 3.2) of
low degree, say up to degree 5 or 6, and then a spline if the polynomial fails to provide a satisfactory
fit. (Of course, if third-derivative discontinuities are unacceptable, a polynomial is the only choice.) If
the problem is one of surface fitting, the polynomial function (see Section 3.4.1) should be tried first if
the data arrangement happens to be appropriate, otherwise one of the spline functions (see
Section 3.4.3). If the problem has more than two independent variables, it may be treated by the
general linear function in Section 3.5.1, again using a polynomial in the first instance.

Another factor which affects the choice of function is the presence of constraints, as previously
discussed on Section 2.5. Indeed this factor is likely to be overriding at present, because of the limited
number of functions which have the necessary facility. Consequently those functions have been grouped
together for discussion in Section 3.6.

3.1.1 Data considerations

A satisfactory fit cannot be expected by any means if the number and arrangement of the data points do
not adequately represent the character of the underlying relationship: sharp changes in behaviour, in
particular, such as sharp peaks, should be well covered. Data points should extend over the whole range
of interest of the independent variable(s): extrapolation outside the data ranges is most unwise. Then,
with polynomials, it is advantageous to have additional points near the ends of the ranges, to counteract
the tendency of polynomials to develop fluctuations in these regions. When, with polynomial curves,
you can precisely choose the x values of the data, the special points defined in Section 3.2.2 should be
selected. With polynomial surfaces, each of these same x values should, where possible, be combined
with each of a corresponding set of y values (not necessarily with the same value of n), thus forming a
rectangular grid of x; yð Þ-values. With splines the choice is less critical as long as the character of the
relationship is adequately represented. All fits should be tested graphically before accepting them as
satisfactory.

For this purpose it should be noted that it is not sufficient to plot the values of the fitted function only at
the data values of the independent variable(s); at the least, its values at a similar number of intermediate
points should also be plotted, as unwanted fluctuations may otherwise go undetected. Such fluctuations
are the less likely to occur the lower the number of coefficients chosen in the fitting function. No firm
guide can be given, but as a rough rule, at least initially, the number of coefficients should not exceed
half the number of data points (points with equal or nearly equal values of the independent variable, or
both independent variables in surface fitting, counting as a single point for this purpose). However, the
situation may be such, particularly with a small number of data points, that a satisfactorily close fit to
the data cannot be achieved without unwanted fluctuations occurring. In such cases, it is often possible
to improve the situation by a transformation of one or more of the variables, as discussed in the next
section: otherwise it will be necessary to provide extra data points. Further advice on curve-fitting is
given in Cox and Hayes (1973) and, for polynomials only, in Hayes (1970). Much of the advice applies
also to surface fitting; see also the function documents.
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3.1.2 Transformation of variables

Before starting the fitting, consideration should be given to the choice of a good form in which to deal
with each of the variables: often it will be satisfactory to use the variables as they stand, but sometimes
the use of the logarithm, square root, or some other function of a variable will lead to a better-behaved
relationship. This question is customarily taken into account in preparing graphs and tables of a
relationship and the same considerations apply when curve or surface fitting. The practical context will
often give a guide. In general, it is best to avoid having to deal with a relationship whose behaviour in
one region is radically different from that in another. A steep rise at the left-hand end of a curve, for
example, can often best be treated by curve-fitting in terms of log xþ cð Þ with some suitable value of
the constant c. A case when such a transformation gave substantial benefit is discussed in page 60 of
Hayes (1970). According to the features exhibited in any particular case, transformation of either
dependent variable or independent variable(s) or both may be beneficial. When there is a choice it is
usually better to transform the independent variable(s): if the dependent variable is transformed, the
weights attached to the data points must be adjusted. Thus (denoting the dependent variable by y, as in
the notation for curves) if the yr to be fitted have been obtained by a transformation y ¼ g Yð Þ from
original data values Yr, with weights Wr , for r ¼ 1; 2; . . . ;m, we must take

wr ¼ Wr= dy=dYð Þ; ð18Þ

where the derivative is evaluated at Yr. Strictly, the transformation of Y and the adjustment of weights
are valid only when the data errors in the Yr are small compared with the range spanned by the Yr, but
this is usually the case.

3.2 Polynomial Curves

3.2.1 Least squares polynomials: arbitrary data points

nag_1d_cheb_fit (e02adc) fits to arbitrary data points, with arbitrary weights, polynomials of all degrees
up to a maximum degree k, which is a choice. If you are seeking only a low-degree polynomial, up to
degree 5 or 6 say, k ¼ 10 is an appropriate value, providing there are about 20 data points or more. To
assist in deciding the degree of polynomial which satisfactorily fits the data, the function provides the
root-mean-square residual si for all degrees i ¼ 1; 2; . . . ; k. In a satisfactory case, these si will decrease
steadily as i increases and then settle down to a fairly constant value, as shown in the example

i si
0 3:5215
1 0:7708
2 0:1861
3 0:0820
4 0:0554
5 0:0251
6 0:0264
7 0:0280
8 0:0277
9 0:0297

10 0:0271

If the si values settle down in this way, it indicates that the closest polynomial approximation justified
by the data has been achieved. The degree which first gives the approximately constant value of si
(degree 5 in the example) is the appropriate degree to select. (If you are prepared to accept a fit higher
than sixth degree you should simply find a high enough value of k to enable the type of behaviour
indicated by the example to be detected: thus you should seek values of k for which at least 4 or 5
consecutive values of si are approximately the same.) If the degree were allowed to go high enough, si
would, in most cases, eventually start to decrease again, indicating that the data points are being fitted
too closely and that undesirable fluctuations are developing between the points. In some cases,
particularly with a small number of data points, this final decrease is not distinguishable from the initial
decrease in si. In such cases, you may seek an acceptable fit by examining the graphs of several of the
polynomials obtained. Failing this, you may (a) seek a transformation of variables which improves the
behaviour, (b) try fitting a spline, or (c) provide more data points. If data can be provided simply by
drawing an approximating curve by hand and reading points from it, use the points discussed in
Section 3.2.2.
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3.2.2 Least squares polynomials: selected data points

When you are at liberty to choose the x values of data points, such as when the points are taken from a
graph, it is most advantageous when fitting with polynomials to use the values xr ¼ cos 	r=nð Þ, for
r ¼ 0; 1; . . . ; n for some value of n, a suitable value for which is discussed at the end of this section.
Note that these xr relate to the variable x after it has been normalized so that its range of interest is �1
to þ1. nag_1d_cheb_fit (e02adc) may then be used as in Section 3.2.1 to seek a satisfactory fit.
However, if the ordinate values are of equal weight, as would often be the case when they are read from
a graph, nag_1d_cheb_interp_fit (e02afc) is to be preferred, as being simpler to use and faster. This
latter algorithm provides the coefficients aj , for j ¼ 0; 1; . . . ; n, in the Chebyshev series form of the
polynomial of degree n which interpolates the data. In a satisfactory case, the later coefficients in this
series, after some initial significant ones, will exhibit a random behaviour, some positive and some
negative, with a size about that of the errors in the data or less. All these ‘random’ coefficients should
be discarded, and the remaining (initial) terms of the series be taken as the approximating polynomial.
This truncated polynomial is a least squares fit to the data, though with the point at each end of the
range given half the weight of each of the other points. The following example illustrates a case in
which degree 5 or perhaps 6 would be chosen for the approximating polynomial.

j aj
0 9:315
1 �8:030
2 0:303
3 �1:483
4 0:256
5 �0:386
6 0:076
7 0:022
8 0:014
9 0:005

10 0:011
11 �0:040
12 0:017
13 �0:054
14 0:010
15 �0:034
16 �0:001

Basically, the value of n used needs to be large enough to exhibit the type of behaviour illustrated in
the above example. A value of 16 is suggested as being satisfactory for very many practical problems,
the required cosine values for this value of n being given on page 11 of Cox and Hayes (1973). If a
satisfactory fit is not obtained, a spline fit should be tried, or, if you are prepared to accept a higher
degree of polynomial, n should be increased: doubling n is an advantageous strategy, since the set of
values cos 	r=nð Þ, for r ¼ 0; 1; . . . ; n, contains all the values of cos 	r=2nð Þ, for r ¼ 0; 1; . . . ; n, so that
the old dataset will then be re-used in the new one. Thus, for example, increasing n from 16 to 32 will
require only 16 new data points, a smaller number than for any other increase of n. If data points are
particularly expensive to obtain, a smaller initial value than 16 may be tried, provided you are satisfied
that the number is adequate to reflect the character of the underlying relationship. Again, the number
should be doubled if a satisfactory fit is not obtained.

3.2.3 Minimax space polynomials

The polynomial of chosen degree which is a minimax space fit to arbitrary data points, with possibly
unequal weights, can be determined by treating the polynomial as a general linear function and fitting
with nag_linf_fit (e02gcc). To arrive at a satisfactory degree it will be necessary to try several different
degrees and examine the results graphically. Initial guidance can be obtained from the value of the
maximum residual: this will vary with the degree of the polynomial in very much the same way as does
si in least squares fitting, but it is much more expensive to investigate this behaviour in the same detail.
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3.3 Cubic Spline Curves

3.3.1 Least squares cubic splines

nag_1d_spline_fit_knots (e02bac) fits to arbitrary data points, with arbitrary weights, a cubic spline with
interior knots specified by you. The choice of these knots so as to give an acceptable fit must largely be
a matter of trial and error, though with a little experience a satisfactory choice can often be made after
one or two trials. It is usually best to start with a small number of knots (too many will result in
unwanted fluctuations in the fit, or even in there being no unique solution) and, examining the fit
graphically at each stage, to add a few knots at a time at places where the fit is particularly poor.
Moving the existing knots towards these places will also often improve the fit. In regions where the
behaviour of the curve underlying the data is changing rapidly, closer knots will be needed than
elsewhere. Otherwise, positioning is not usually very critical and equally-spaced knots are often
satisfactory. See also the next section, however.

A useful feature of the function is that it can be used in applications which require the continuity to be
less than the normal continuity of the cubic spline. For example, the fit may be required to have a
discontinuous slope at some point in the range. This can be achieved by placing three coincident knots
at the given point. Similarly a discontinuity in the second derivative at a point can be achieved by
placing two knots there. Analogy with these discontinuous cases can provide guidance in more usual
cases: for example, just as three coincident knots can produce a discontinuity in slope, so three close
knots can produce a rapid change in slope. The closer the knots are, the more rapid can the change be.

An example set of data is given in Figure 1. It is a rather tricky set, because of the scarcity of data on
the right, but it will serve to illustrate some of the above points and to show some of the dangers to be
avoided. Three interior knots (indicated by the vertical lines at the top of the diagram) are chosen as a
start. We see that the resulting curve is not steep enough in the middle and fluctuates at both ends,
severely on the right. The spline is unable to cope with the shape and more knots are needed.

× × × × × × × × × ×
×

×
×
×

×

×

×

×

×
× ×× × ×

Figure 1
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×
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Figure 2
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Figure 3

In Figure 2, three knots have been added in the centre, where the data shows a rapid change in
behaviour, and one further out at each end, where the fit is poor. The fit is still poor, so a further knot is
added in this region and, in Figure 3, disaster ensues in rather spectacular fashion.

The reason is that, at the right-hand end, the fits in Figures 1 and 2 have been interpreted as poor
simply because of the fluctuations about the curve underlying the data (or what it is naturally assumed
to be). But the fitting process knows only about the data and nothing else about the underlying curve, so
it is important to consider only closeness to the data when deciding goodness-of-fit.

Thus, in Figure 1, the curve fits the last two data points quite well compared with the fit elsewhere, so
no knot should have been added in this region. In Figure 2, the curve goes exactly through the last two
points, so a further knot is certainly not needed here.

Figure 4 shows what can be achieved without the extra knot on each of the flat regions. Remembering
that within each knot interval the spline is a cubic polynomial, there is really no need to have more than
one knot interval covering each flat region.

× × × × × × × × × ×
×

×
×
×

×

×

×

×

×
× ×× × ×

Figure 4

What we have, in fact, in Figures 2 and 3 is a case of too many knots (so too many coefficients in the
spline equation) for the number of data points. The warning in the second paragraph of Section 2.1 was
that the fit will then be too close to the data, tending to have unwanted fluctuations between the data
points. The warning applies locally for splines, in the sense that, in localities where there are plenty of
data points, there can be a lot of knots, as long as there are few knots where there are few points,
especially near the ends of the interval. In the present example, with so few data points on the right,
just the one extra knot in Figure 2 is too many! The signs are clearly present, with the last two points
fitted exactly (at least to the graphical accuracy and actually much closer than that) and fluctuations
within the last two knot-intervals (see Figure 1, where only the final point is fitted exactly and one of
the wobbles spans several data points).

The situation in Figure 3 is different. The fit, if computed exactly, would still pass through the last two
data points, with even more violent fluctuations. However, the problem has become so ill-conditioned
that all accuracy has been lost. Indeed, if the last interior knot were moved a tiny amount to the right,
there would be no unique solution and an error message would have been caused. Near-singularity is,
sadly, not picked up by the function, but can be spotted readily in a graph, as Figure 3. B-spline
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coefficients becoming large, with alternating signs, is another indication. However, it is better to avoid
such situations, firstly by providing, whenever possible, data adequately covering the range of interest,
and secondly by placing knots only where there is a reasonable amount of data.

The example here could, in fact, have utilized from the start the observation made in the second
paragraph of this section, that three close knots can produce a rapid change in slope. The example has
two such rapid changes and so requires two sets of three close knots (in fact, the two sets can be so
close that one knot can serve in both sets, so only five knots prove sufficient in Figure 4). It should be
noted, however, that the rapid turn occurs within the range spanned by the three knots. This is the
reason that the six knots in Figure 2 are not satisfactory as they do not quite span the two turns.

Some more examples to illustrate the choice of knots are given in Cox and Hayes (1973).

3.3.2 Automatic fitting with cubic splines

nag_1d_spline_fit (e02bec) fits cubic splines to arbitrary data points with arbitrary weights but itself
chooses the number and positions of the knots. You have to supply only a threshold for the sum of
squares of residuals. The function first builds up a knot set by a series of trial fits in the ‘2 norm. Then,
with the knot set decided, the final spline is computed to minimize a certain smoothing measure subject
to satisfaction of the chosen threshold. Thus it is easier to use than nag_1d_spline_fit_knots (e02bac)
(see the previous section), requiring only some experimentation with this threshold. It should therefore
be first choice unless you have a preference for the ordinary least squares fit or, for example, if you
wish to experiment with knot positions, trying to keep their number down (nag_1d_spline_fit (e02bec)
aims only to be reasonably frugal with knots).

3.4 Polynomial and Spline Surfaces

3.4.1 Least squares polynomials

nag_2d_cheb_fit_lines (e02cac) fits bivariate polynomials of the form (12), with k and ‘ specified by
you, to data points in a particular, but commonly occurring, arrangement. This is such that, when the
data points are plotted in the plane of the independent variables x and y, they lie on lines parallel to the
x-axis. Arbitrary weights are allowed. The matter of choosing satisfactory values for k and ‘ is
discussed in Section 9 in nag_2d_cheb_fit_lines (e02cac).

3.4.2 Least squares bicubic splines

nag_2d_spline_fit_panel (e02dac) fits to arbitrary data points, with arbitrary weights, a bicubic spline
with its two sets of interior knots specified by you. For choosing these knots, the advice given for cubic
splines, in Section 3.3.1 above, applies here too (see also the next section, however). If changes in the
behaviour of the surface underlying the data are more marked in the direction of one variable than of
the other, more knots will be needed for the former variable than the latter. Note also that, in the surface
case, the reduction in continuity caused by coincident knots will extend across the whole spline surface:
for example, if three knots associated with the variable x are chosen to coincide at a value L, the spline
surface will have a discontinuous slope across the whole extent of the line x ¼ L.
With some sets of data and some choices of knots, the least squares bicubic spline will not be unique.
This will not occur, with a reasonable choice of knots, if the rectangle R is well covered with data
points: here R is defined as the smallest rectangle in the x; yð Þ plane, with sides parallel to the axes,
which contains all the data points. Where the least squares solution is not unique, the minimal least
squares solution is computed, namely that least squares solution which has the smallest value of the
sum of squares of the B-spline coefficients cij (see the end of Section 2.3.2 above). This choice of least
squares solution tends to minimize the risk of unwanted fluctuations in the fit. The fit will not be
reliable, however, in regions where there are few or no data points.

3.4.3 Automatic fitting with bicubic splines

nag_2d_spline_fit_scat (e02ddc) fits bicubic splines to arbitrary data points with arbitrary weights but
chooses the knot sets itself. You have to supply only a threshold for the sum of squares of residuals.
Just like the automatic curve, nag_1d_spline_fit (e02bec) (see Section 3.3.2), nag_2d_spline_fit_scat
(e02ddc) then builds up the knot sets and finally fits a spline minimizing a smoothing measure subject
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to satisfaction of the threshold. Again, this easier to use function is normally to be preferred, at least in
the first instance.

nag_2d_spline_fit_grid (e02dcc) is a very similar function to nag_2d_spline_fit_scat (e02ddc) but deals
with data points of equal weight which lie on a rectangular mesh in the x; yð Þ plane. This kind of data
allows a very much faster computation and so is to be preferred when applicable. Substantial departures
from equal weighting can be ignored if you are not concerned with statistical questions, though the
quality of the fit will suffer if this is taken too far. In such cases, you should revert to
nag_2d_spline_fit_scat (e02ddc).

3.4.4 Large data sets

For fitting large sets of equally weighted, arbitrary data points, nag_2d_spline_fit_ts_scat (e02jdc)
provides a two stage method where local, least squares, polynomial fits are extended to form a C1

surface.

3.5 General Linear and Nonlinear Fitting Functions

3.5.1 General linear functions

For the general linear function (15), functions are available for fitting in all three norms. The least
squares methods (which are to be preferred unless there is good reason to use another norm – see
Section 2.1.1) are discussed in Section 2.2.2 in the f08 Chapter Introduction (and see e.g., nag_dgeqrf
(f08aec)). The ‘1 function is nag_linf_fit (e02gcc) and, for the ‘1 norm nag_lone_fit (e02gac) is
provided.

All the above functions are essentially linear algebra functions, and in considering their use we need to
view the fitting process in a slightly different way from hitherto. Taking y to be the dependent variable
and x the vector of independent variables, we have, as for equation (1) but with each xr now a vector,

�r ¼ yr � f xrð Þ; r ¼ 1; 2; . . . ;m:

Substituting for f xð Þ the general linear form (15), we can write this as

c1
1 xrð Þ þ c2
2 xrð Þ þ � � � þ cp
p xrð Þ ¼ yr � �r; r ¼ 1; 2; . . . ;m: ð19Þ

Thus we have a system of linear equations in the coefficients cj. Usually, in writing these equations, the
�r are omitted and simply taken as implied. The system of equations is then described as an
overdetermined system (since we must have m 	 p if there is to be the possibility of a unique solution
to our fitting problem), and the fitting process of computing the cj to minimize one or other of the
norms (2), (3) and (4) can be described, in relation to the system of equations, as solving the
overdetermined system in that particular norm. In matrix notation, the system can be written as

�c ¼ y; ð20Þ

where � is the m by p matrix whose element in row r and column j is 
j xrð Þ, for r ¼ 1; 2; . . . ;m and
j ¼ 1; 2; . . . ; p. The vectors c and y respectively contain the coefficients cj and the data values yr.

These functions, however, use the standard notation of linear algebra, the overdetermined system of
equations being denoted by

Ax ¼ b: ð21Þ

The correspondence between this notation and that which we have used for the data-fitting problem (20)
is therefore given by

A � �;
x � c;
b � y:

ð22Þ

Note that the norms used by these functions are the unweighted norms (2), (3) and (4). If you wish to
apply weights to the data points, that is to use the norms (5), (6) or (7), the equivalences (22) should be
replaced by
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A � D�;
x � c;
b � Dy;

where D is a diagonal matrix with wr as the rth diagonal element. Here wr , for r ¼ 1; 2; . . . ;m, is the
weight of the rth data point as defined in Section 2.1.2.

3.5.2 Nonlinear functions

Functions for fitting with a nonlinear function in the ‘2 norm are provided in Chapter e04. Consult the
e04 Chapter Introduction for the appropriate choice of function. Again, however, the notation adopted is
different from that we have used for data fitting. In the latter, we denote the fitting function by f x; cð Þ,
where x is the vector of independent variables and c is the vector of coefficients, whose values are to be
determined. The squared ‘2 norm, to be minimized with respect to the elements of c, is thenXm

r¼1
w2
r yr � f xr; cð Þ½ �2 ð23Þ

where yr is the rth data value of the dependent variable, xr is the vector containing the rth values of the
independent variables, and wr is the corresponding weight as defined in Section 2.1.2.

On the other hand, in the nonlinear least squares functions of Chapter e04, the function to be minimized
is denoted by Xm

i¼1
f2i xð Þ; ð24Þ

the minimization being carried out with respect to the elements of the vector x. The correspondence
between the two notations is given by

x � c and fi xð Þ � wr yr � f xr; cð Þ½ �; i ¼ r ¼ 1; 2; . . . ;m:

Note especially that the vector x of variables of the nonlinear least squares functions is the vector c of
coefficients of the data-fitting problem, and in particular that, if the selected function requires
derivatives of the fi xð Þ to be provided, these are derivatives of wr yr � f xr; cð Þ½ � with respect to the
coefficients of the data-fitting problem.

3.6 Constraints

For fitting with polynomials in the ‘2 norm, subject to constraints, nag_1d_cheb_fit_constr (e02agc)
deals with polynomial curves and allows precise values of the fitting function and (if required) all its
derivatives up to a given order to be prescribed at one or more values of the independent variable. The
related surface-fitting nag_2d_cheb_fit_lines (e02cac), designed for data on lines as discussed in
Section 3.4.1, has a feature which permits precise values of the function and its derivatives to be
imposed all along one or more lines parallel to the x or y axes (see the function document for the
relationship between these normalized variables and your original variables). In this case, however, the
prescribed values cannot be supplied directly to the function: instead, you must provide modified data
ordinates Fr;s and polynomial factors �1 xð Þ and �2 xð Þ, as defined on page 95 of Hayes (1970).

3.7 Evaluation, Differentiation and Integration

Functions are available to evaluate, differentiate and integrate polynomials in Chebyshev series form
and cubic or bicubic splines in B-spline form. These polynomials and splines may have been produced
by the various fitting functions or, in the case of polynomials, from prior calls of the differentiation and
integration functions themselves.

nag_1d_cheb_eval (e02aec) and nag_1d_cheb_eval2 (e02akc) evaluate polynomial curves: the latter has
a longer argument list but does not require you to normalize the values of the independent variable and
can accept coefficients which are not stored in contiguous locations. nag_2d_cheb_eval (e02cbc)
evaluates polynomial surfaces, nag_1d_spline_evaluate (e02bbc) cubic spline curves, nag_2d_spline_e
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val (e02dec) and nag_2d_spline_eval_rect (e02dfc) bicubic spline surfaces, and nag_2d_spline_der
iv_rect (e02dhc) bicubic spline surfaces with derivatives.

Differentiation and integration of polynomial curves are carried out by nag_1d_cheb_deriv (e02ahc) and
nag_1d_cheb_intg (e02ajc) respectively. The results are provided in Chebyshev series form and so
repeated differentiation and integration are catered for. Values of the derivative or integral can then be
computed using the appropriate evaluation function. Polynomial surfaces can be treated by a sequence
of calls of one or other of the same two functions, differentiating or integrating the form (12) piece by
piece. For example, if, for some given value of j, the coefficients aij, for i ¼ 0; 1; . . . ; k, are supplied to
nag_1d_cheb_deriv (e02ahc), we obtain coefficients �aij say, for i ¼ 0; 1; . . . ; k� 1, which are the
coefficients in the derivative with respect to x of the polynomialXk

i¼0
aijTi xð Þ:

If this is repeated for all values of j, we obtain all the coefficients in the derivative of the surface with
respect to x, namely Xk�1

i¼0

X‘
j¼0

�aijTj yð Þ: ð25Þ

The derivative of (12), or of (25), with respect to y can be obtained in a corresponding manner. In the
latter case, for example, for each value of i in turn we supply the coefficients �ai0; �ai1; �ai2; . . . , to the
function. Values of the resulting polynomials, such as (25), can subsequently be computed using
nag_2d_cheb_eval (e02cbc). It is important, however, to note one exception: the process described will
not give valid results for differentiating or integrating a surface with respect to y if the normalization of
x was made dependent upon y, an option which is available in the fitting function
nag_2d_cheb_fit_lines (e02cac).

For splines the differentiation and integration functions provided are of a different nature from those for
polynomials. nag_1d_spline_deriv (e02bcc) and nag_fit_1dspline_deriv_vector (e02bfc) provide values
of a cubic spline curve together with its first three derivatives (the rest, of course, are zero) at a given
value, or vector of values, of x. nag_1d_spline_intg (e02bdc) computes the value of the definite integral
of a cubic spline over its whole range. Again the functions can be applied to surfaces, this time of the
form (14). For example, if, for each value of j in turn, the coefficients cij, for i ¼ 1; 2; . . . ; p, are
supplied to nag_1d_spline_deriv (e02bcc) with x ¼ x0 and on each occasion we select from the output
the value of the second derivative, dj say, and if the whole set of dj are then supplied to the same
function with x ¼ y0, the output will contain all the values at x0; y0ð Þ of

@2f

@x2
and

@rþ2f

@x2@yr
; r ¼ 1; 2; 3:

Equally, if after each of the first p calls of nag_1d_spline_deriv (e02bcc) we had selected the function
value (nag_1d_spline_evaluate (e02bbc) would also provide this) instead of the second derivative and
we had supplied these values to nag_1d_spline_intg (e02bdc), the result obtained would have been the
value of Z B

A

f x0; yð Þ dy;

where A and B are the end points of the y interval over which the spline was defined.

3.8 Padé Approximants

Given two non-negative integers ‘ and m, and the coefficients in the Maclaurin series expansion of a
function up to degree ‘þm, nag_1d_pade (e02rac) calculates the Padé approximant of degree ‘ in the
numerator and degree m in the denominator. See Sections 3 and 10 in nag_1d_pade (e02rac) for further
advice.

nag_1d_pade_eval (e02rbc) is provided to compute values of the Padé approximant, once it has been
obtained.
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4 Decision Trees

Note: these Decision Trees are concerned with unconstrained fitting; for constrained fitting, consult
Section 3.6.

Tree 1

Do you have reason to
choose a type of fitting
function other than
polynomials or spline?

yes
Are the fitting functions
nonlinear? yes

See least squares functions
in Chapter e04

no

Do you prefer the ‘2 norm?
yes

See the least squares
functions in Chapter f08

no

Do you prefer the ‘1 norm?
yes

e02gac

no

Use the ‘1 norm, e02gcc

no

Does the problem have more
than two independent
variables?

yes

Do you have a reason to
prefer a norm other than the
‘2 norm?

yes
Do you prefer the ‘1 norm?

yes
e02gac

no

use ‘1 norm, e02gcc

no

See the least squares
functions in Chapter f08

no

Do you wish to use the ‘1
norm? yes

e02gac

no

Is there just one independent
variable (curve-fitting)? yes

Continue on Tree 2

no

Does the data have equal
weights? yes

Does the data lie on a
rectangular mesh? yes

e02dcc

no

e02jdc

no

Are the data on lines? (see
Section 3.4.1) yes

e02cac

no

e02ddc or e02dac
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Tree 2

Do you wish to use the ‘1 norm?
yes

e02alc, e02gcc

no

Do you prefer polynomials?
yes

Are the x values of data points different
from the values defined in Section 3.2.2
or cannot be chosen to be so?

yes
e02adc

no

Choose x values defined in
Section 3.2.2. Have data points different
weights?

yes
e02adc

no

e02afc

no

Do you wish to use ‘2 norm?
yes

e02bac

no

e02bec

5 Functionality Index

Automatic fitting,
with cubic splines ..................................................................................... nag_1d_spline_fit (e02bec)

Automatic knot placement,
with bicubic splines,

data on rectangular mesh ............................................................ nag_2d_spline_fit_grid (e02dcc)

Data on lines ........................................................................................... nag_2d_cheb_fit_lines (e02cac)

Data on rectangular mesh ...................................................................... nag_2d_spline_fit_grid (e02dcc)

Differentiation,
of bicubic splines ......................................................................... nag_2d_spline_deriv_rect (e02dhc)
of polynomials ........................................................................................ nag_1d_cheb_deriv (e02ahc)

Evaluation,
at a point,

of cubic splines ......................................................................... nag_1d_spline_evaluate (e02bbc)
of cubic splines and derivatives ..................................................... nag_1d_spline_deriv (e02bcc)

at vector of points,
of bicubic splines at vector of points ............................................. nag_2d_spline_eval (e02dec)
of C1 scattered fit ......................................................................... nag_2d_spline_ts_eval (e02jec)
of cubic splines and optionally derivatives .................... nag_fit_1dspline_deriv_vector (e02bfc)

of polynomials,
in one variable .................................................................................. nag_1d_cheb_eval2 (e02akc)
in one variable (simple interface) ...................................................... nag_1d_cheb_eval (e02aec)
in two variables .................................................................................. nag_2d_cheb_eval (e02cbc)

of rational functions ................................................................................. nag_1d_pade_eval (e02rbc)
on mesh,

of bicubic splines ...................................................................... nag_2d_spline_eval_rect (e02dfc)
of C1 scattered fit ................................................................. nag_2d_spline_ts_eval_rect (e02jfc)

Integration,
of cubic splines (definite integral) ........................................................ nag_1d_spline_intg (e02bdc)
of polynomials .......................................................................................... nag_1d_cheb_intg (e02ajc)

l1 fit,
with general linear function .............................................................................. nag_lone_fit (e02gac)

Least squares curve fit,
with cubic splines ........................................................................... nag_1d_spline_fit_knots (e02bac)
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with polynomials,
arbitrary data points ............................................................................... nag_1d_cheb_fit (e02adc)
selected data points ..................................................................... nag_1d_cheb_interp_fit (e02afc)
with constraints .......................................................................... nag_1d_cheb_fit_constr (e02agc)

Least squares surface fit,
with bicubic splines ....................................................................... nag_2d_spline_fit_panel (e02dac)
with polynomials ............................................................................... nag_2d_cheb_fit_lines (e02cac)

Minimax space fit,
with general linear function ............................................................................... nag_linf_fit (e02gcc)
with polynomials in one variable .......................................... nag_1d_minimax_polynomial (e02alc)

Padé approximants ................................................................................................. nag_1d_pade (e02rac)

Scattered data fit,
bicubic spline .................................................................................... nag_2d_spline_fit_scat (e02ddc)
C1 spline ....................................................................................... nag_2d_spline_fit_ts_scat (e02jdc)

Service functions,
general option getting function ..................................................................... nag_fit_opt_get (e02zlc)
general option setting function ..................................................................... nag_fit_opt_set (e02zkc)

Sorting ........................................................................................................... nag_2d_panel_sort (e02zac)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_1d_cheb_fit (e02adc)

1 Purpose

nag_1d_cheb_fit (e02adc) computes weighted least squares polynomial approximations to an arbitrary
set of data points.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_fit (Integer m, Integer kplus1, Integer tda,
const double x[], const double y[], const double w[], double a[],
double s[], NagError *fail)

3 Description

nag_1d_cheb_fit (e02adc) determines least squares polynomial approximations of degrees 0; 1; . . . ; k to
the set of data points xr ; yrð Þ with weights wr , for r ¼ 1; 2; . . . ;m.

The approximation of degree i has the property that it minimizes �i the sum of squares of the weighted
residuals �r, where

�r ¼ wr yr � frð Þ

and fr is the value of the polynomial of degree i at the rth data point.

Each polynomial is represented in Chebyshev series form with normalized argument �x. This argument
lies in the range �1 to þ1 and is related to the original variable x by the linear transformation

�x ¼ 2x� xmax � xminð Þ
xmax � xminð Þ :

Here xmax and xmin are respectively the largest and smallest values of xr. The polynomial
approximation of degree i is represented as

1

2
aiþ1;1T0 �xð Þ þ aiþ1;2T1 �xð Þ þ aiþ1;3T2 �xð Þ þ � � � þ aiþ1;iþ1Ti �xð Þ;

where Tj �xð Þ is the Chebyshev polynomial of the first kind of degree j with argument �x.

For i ¼ 0; 1; . . . ; k, the function produces the values of aiþ1;jþ1, for j ¼ 0; 1; . . . ; i, together with the

value of the root mean square residual si ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�i= m� i� 1ð Þ

p
. In the case m ¼ iþ 1 the function sets

the value of si to zero.

The method employed is due to Forsythe (1957) and is based upon the generation of a set of
polynomials orthogonal with respect to summation over the normalized dataset. The extensions due to
Clenshaw (1960) to represent these polynomials as well as the approximating polynomials in their
Chebyshev series forms are incorporated. The modifications suggested by Reinsch and Gentleman
(Gentleman (1969)) to the method originally employed by Clenshaw for evaluating the orthogonal
polynomials from their Chebyshev series representations are used to give greater numerical stability.

For further details of the algorithm and its use see Cox (1974), Cox and Hayes (1973).

Subsequent evaluation of the Chebyshev series representations of the polynomial approximations should
be carried out using nag_1d_cheb_eval (e02aec).
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5 Arguments

1: m – Integer Input

On entry: the number m of data points.

Constraint: m 	 mdist 	 2, where mdist is the number of distinct x values in the data.

2: kplus1 – Integer Input

On entry: kþ 1, where k is the maximum degree required.

Constraint: 0 < kplus1 � mdist, where mdist is the number of distinct x values in the data.

3: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: tda 	 kplus1.

4: x½m� – const double Input

On entry: the values xr of the independent variable, for r ¼ 1; 2; . . . ;m.

Constraint: the values must be supplied in nondecreasing order with x½m� 1� > x½0�.

5: y½m� – const double Input

On entry: the values yr of the dependent variable, for r ¼ 1; 2; . . . ;m.

6: w½m� – const double Input

On entry: the set of weights, wr , for r ¼ 1; 2; . . . ;m. For advice on the choice of weights, see the
e02 Chapter Introduction.

Constraint: w½r � > 0:0, for r ¼ 0; 1; . . . ;m� 1.

7: a½kplus1� tda� – double Output

On exit: the coefficients of Tj �xð Þ in the approximating polynomial of degree i. a½ ið Þ � tdaþ j�
contains the coefficient aiþ1;jþ1, for i ¼ 0; 1; . . . ; k and j ¼ 0; 1; . . . ; i.

8: s½kplus1� – double Output

On exit: s½i� contains the root mean square residual si, for i ¼ 0; 1; . . . ; k, as described in
Section 3. For the interpretation of the values of the si and their use in selecting an appropriate
degree, see the e02 Chapter Introduction.
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, kplus1 ¼ valueh i while the number of distinct x values, mdist ¼ valueh i. These
arguments must satisfy kplus1 � mdist.

NE_2_INT_ARG_LT

On entry, tda ¼ valueh i while kplus1 ¼ valueh i.
The arguments must satisfy tda 	 kplus1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, kplus1 must not be less than 1: kplus1 ¼ valueh i.

NE_NO_NORMALISATION

On entry, all the x½r� in the sequence x½r�, r ¼ 0; 1; . . . ;m� 1 are the same.

NE_NOT_NON_DECREASING

On entry, the sequence x½r�, r ¼ 0; 1; . . . ;m� 1 is not in nondecreasing order.

NE_WEIGHTS_NOT_POSITIVE

On entry, the weights are not strictly positive: w½ valueh i� ¼ valueh i.

7 Accuracy

No error analysis for the method has been published. Practical experience with the method, however, is
generally extremely satisfactory.

8 Parallelism and Performance

nag_1d_cheb_fit (e02adc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_cheb_fit (e02adc) is approximately proportional to m kþ 1ð Þ kþ 11ð Þ.
The approximating polynomials may exhibit undesirable oscillations (particularly near the ends of the
range) if the maximum degree k exceeds a critical value which depends on the number of data points m
and their relative positions. As a rough guide, for equally spaced data, this critical value is about
2� ffiffiffiffiffi

m
p

. For further details see page 60 of Hayes (1970).

10 Example

Determine weighted least squares polynomial approximations of degrees 0, 1, 2 and 3 to a set of 11
prescribed data points. For the approximation of degree 3, tabulate the data and the corresponding
values of the approximating polynomial, together with the residual errors, and also the values of the
approximating polynomial at points half-way between each pair of adjacent data points.

e02 – Curve and Surface Fitting e02adc

Mark 26 e02adc.3



The example program supplied is written in a general form that will enable polynomial approximations
of degrees 0; 1; . . . ; k to be obtained to m data points, with arbitrary positive weights, and the
approximation of degree k to be tabulated. nag_1d_cheb_eval (e02aec) is used to evaluate the
approximating polynomial. The program is self-starting in that any number of datasets can be supplied.

10.1 Program Text

/* nag_1d_cheb_fit (e02adc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{
#define A(I, J) a[(I) *tda + J]

Integer exit_status = 0, i, iwght, j, k, m, r, tda;
NagError fail;
double *a = 0, *ak = 0, d1, fit, *s = 0, *w = 0, *x = 0, x1, xarg, xcapr,

xm, *y = 0;

INIT_FAIL(fail);

printf("nag_1d_cheb_fit (e02adc) Example Program Results \n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
while ((scanf_s("%" NAG_IFMT "", &m)) != EOF)

#else
while ((scanf("%" NAG_IFMT "", &m)) != EOF)

#endif
{

if (m >= 2) {
if (!(x = NAG_ALLOC(m, double)) ||

!(y = NAG_ALLOC(m, double)) || !(w = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &k);

#else
scanf("%" NAG_IFMT "", &k);

#endif
if (k >= 1) {
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if (!(a = NAG_ALLOC((k + 1) * (k + 1), double)) ||
!(s = NAG_ALLOC(k + 1, double)) || !(ak = NAG_ALLOC(k + 1, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = k + 1;

}
else {

printf("Invalid k.\n");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &iwght);

#else
scanf("%" NAG_IFMT "", &iwght);

#endif
for (r = 0; r < m; ++r) {

if (iwght != 1) {
#ifdef _WIN32

scanf_s("%lf", &x[r]);
#else

scanf("%lf", &x[r]);
#endif
#ifdef _WIN32

scanf_s("%lf", &y[r]);
#else

scanf("%lf", &y[r]);
#endif
#ifdef _WIN32

scanf_s("%lf", &w[r]);
#else

scanf("%lf", &w[r]);
#endif

}
else {

#ifdef _WIN32
scanf_s("%lf", &x[r]);

#else
scanf("%lf", &x[r]);

#endif
#ifdef _WIN32

scanf_s("%lf", &y[r]);
#else

scanf("%lf", &y[r]);
#endif

w[r] = 1.0;
}

}
/* nag_1d_cheb_fit (e02adc).
* Computes the coefficients of a Chebyshev series
* polynomial for arbitrary data
*/

nag_1d_cheb_fit(m, k + 1, tda, x, y, w, a, s, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_fit (e02adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (i = 0; i <= k; ++i) {
printf("\n");
printf(" %s%4" NAG_IFMT "%s%12.2e\n", "Degree", i,

" R.M.S. residual =", s[i]);
printf("\n J Chebyshev coeff A(J) \n");
for (j = 0; j < i + 1; ++j)

printf(" %3" NAG_IFMT "%15.4f\n", j + 1, A(i, j));
}
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for (j = 0; j < k + 1; ++j)
ak[j] = A(k, j);

x1 = x[0];
xm = x[m - 1];
printf("\n %s%4" NAG_IFMT "\n\n",

"Polynomial approximation and residuals for degree", k);
printf(" R Abscissa Weight Ordinate Polynomial Residual \n");
for (r = 1; r <= m; ++r) {

xcapr = (x[r - 1] - x1 - (xm - x[r - 1])) / (xm - x1);
/* nag_1d_cheb_eval (e02aec).
* Evaluates the coefficients of a Chebyshev series
* polynomial
*/

nag_1d_cheb_eval(k + 1, ak, xcapr, &fit, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval (e02aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

d1 = fit - y[r - 1];
printf(" %3" NAG_IFMT "%11.4f%11.4f%11.4f%11.4f%11.2e\n", r, x[r - 1],

w[r - 1], y[r - 1], fit, d1);
if (r < m) {

xarg = (x[r - 1] + x[r]) * 0.5;
xcapr = (xarg - x1 - (xm - xarg)) / (xm - x1);
/* nag_1d_cheb_eval (e02aec), see above. */
nag_1d_cheb_eval(k + 1, ak, xcapr, &fit, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval (e02aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %11.4f %11.4f\n", xarg, fit);

}
}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(w);
NAG_FREE(s);
NAG_FREE(ak);

}
return exit_status;

}

10.2 Program Data

nag_1d_cheb_fit (e02adc) Example Program Data
11
3 2

1.00 10.40 1.00
2.10 7.90 1.00
3.10 4.70 1.00
3.90 2.50 1.00
4.90 1.20 1.00
5.80 2.20 0.80
6.50 5.10 0.80
7.10 9.20 0.70
7.80 16.10 0.50
8.40 24.50 0.30
9.00 35.30 0.20
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10.3 Program Results

nag_1d_cheb_fit (e02adc) Example Program Results

Degree 0 R.M.S. residual = 4.07e+00

J Chebyshev coeff A(J)
1 12.1740

Degree 1 R.M.S. residual = 4.28e+00

J Chebyshev coeff A(J)
1 12.2954
2 0.2740

Degree 2 R.M.S. residual = 1.69e+00

J Chebyshev coeff A(J)
1 20.7345
2 6.2016
3 8.1876

Degree 3 R.M.S. residual = 6.82e-02

J Chebyshev coeff A(J)
1 24.1429
2 9.4065
3 10.8400
4 3.0589

Polynomial approximation and residuals for degree 3

R Abscissa Weight Ordinate Polynomial Residual
1 1.0000 1.0000 10.4000 10.4461 4.61e-02

1.5500 9.3106
2 2.1000 1.0000 7.9000 7.7977 -1.02e-01

2.6000 6.2555
3 3.1000 1.0000 4.7000 4.7025 2.52e-03

3.5000 3.5488
4 3.9000 1.0000 2.5000 2.5533 5.33e-02

4.4000 1.6435
5 4.9000 1.0000 1.2000 1.2390 3.90e-02

5.3500 1.4257
6 5.8000 0.8000 2.2000 2.2425 4.25e-02

6.1500 3.3803
7 6.5000 0.8000 5.1000 5.0116 -8.84e-02

6.8000 6.8400
8 7.1000 0.7000 9.2000 9.0982 -1.02e-01

7.4500 12.3171
9 7.8000 0.5000 16.1000 16.2123 1.12e-01

8.1000 20.1266
10 8.4000 0.3000 24.5000 24.6048 1.05e-01

8.7000 29.6779
11 9.0000 0.2000 35.3000 35.3769 7.69e-02
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NAG Library Function Document

nag_1d_cheb_eval (e02aec)

1 Purpose

nag_1d_cheb_eval (e02aec) evaluates a polynomial from its Chebyshev series representation.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_eval (Integer nplus1, const double a[], double xcap,
double *p, NagError *fail)

3 Description

nag_1d_cheb_eval (e02aec) evaluates the polynomial

1

2
a1T0 �xð Þ þ a2T1 �xð Þ þ a3T2 �xð Þ þ � � � þ anþ1Tn �xð Þ

for any value of �x satisfying �1 � �x � 1. Here Tj �xð Þ denotes the Chebyshev polynomial of the first
kind of degree j with argument �x. The value of n is prescribed by you.

In practice, the variable �x will usually have been obtained from an original variable x, where
xmin � x � xmax and

�x ¼ x� xminð Þ � xmax � xð Þð Þ
xmax � xminð Þ

Note that this form of the transformation should be used computationally rather than the mathematical
equivalent

�x ¼ 2x� xmin � xmaxð Þ
xmax � xminð Þ

since the former guarantees that the computed value of �x differs from its true value by at most 4�,
where � is the machine precision, whereas the latter has no such guarantee.

The method employed is based upon the three-term recurrence relation due to Clenshaw (1955), with
modifications to give greater numerical stability due to Reinsch and Gentleman (see Gentleman (1969)).

For further details of the algorithm and its use see Cox (1974), Cox and Hayes (1973).

4 References

Clenshaw C W (1955) A note on the summation of Chebyshev series Math. Tables Aids Comput. 9
118–120

Cox M G (1974) A data-fitting package for the non-specialist user Software for Numerical Mathematics
(ed D J Evans) Academic Press

Cox M G and Hayes J G (1973) Curve fitting: a guide and suite of algorithms for the non-specialist user
NPL Report NAC26 National Physical Laboratory

Gentleman W M (1969) An error analysis of Goertzel's (Watt's) method for computing Fourier
coefficients Comput. J. 12 160–165
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5 Arguments

1: nplus1 – Integer Input

On entry: the number nþ 1 of terms in the series (i.e., one greater than the degree of the
polynomial).

Constraint: nplus1 	 1.

2: a½nplus1� – const double Input

On entry: a½i � 1� must be set to the value of the ith coefficient in the series, for
i ¼ 1; 2; . . . ; nþ 1.

3: xcap – double Input

On entry: �x, the argument at which the polynomial is to be evaluated. It should lie in the range
�1 to þ1, but a value just outside this range is permitted (see Section 9) to allow for possible
rounding errors committed in the transformation from x to �x discussed in Section 3. Provided the
recommended form of the transformation is used, a successful exit is thus assured whenever the
value of x lies in the range xmin to xmax .

4: p – double * Output

On exit: the value of the polynomial.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, nplus1 must not be less than 1: nplus1 ¼ valueh i.

NE_INVALID_XCAP

On entry, abs xcapð Þ > 1:0þ 4�, where � is the machine precision.
In this case the value of p is set arbitrarily to zero.

7 Accuracy

The rounding errors committed are such that the computed value of the polynomial is exact for a
slightly perturbed set of coefficients ai þ �ai. The ratio of the sum of the absolute values of the �ai to
the sum of the absolute values of the ai is less than a small multiple of nþ 1ð Þ� machine precision.

8 Parallelism and Performance

nag_1d_cheb_eval (e02aec) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_cheb_eval (e02aec) is approximately proportional to nþ 1.

It is expected that a common use of nag_1d_cheb_eval (e02aec) will be the evaluation of the
polynomial approximations produced by nag_1d_cheb_fit (e02adc) and nag_1d_cheb_interp_fit
(e02afc).
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10 Example

Evaluate at 11 equally-spaced points in the interval �1 � �x � 1 the polynomial of degree 4 with
Chebyshev coefficients, 2.0, 0.5, 0.25, 0.125, 0.0625.

The example program is written in a general form that will enable a polynomial of degree n in its
Chebyshev series form to be evaluated at m equally-spaced points in the interval �1 � �x � 1. The
program is self-starting in that any number of datasets can be supplied.

10.1 Program Text

/* nag_1d_cheb_eval (e02aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, i, m, n, r;
NagError fail;
double *a = 0, p, xcap;

INIT_FAIL(fail);

printf("nag_1d_cheb_eval (e02aec) Example Program Results \n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

while ((scanf_s("%" NAG_IFMT "", &m) != EOF))
#else

while ((scanf("%" NAG_IFMT "", &m) != EOF))
#endif

{
if (m > 0) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
if (n >= 0) {

if (!(a = NAG_ALLOC(n + 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n + 1; ++i)

#ifdef _WIN32
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scanf_s("%lf", &a[i]);
#else

scanf("%lf", &a[i]);
#endif

printf("\n R Argument Value of polynomial \n");
for (r = 1; r <= m; ++r) {

xcap = (double) (2 * r - m - 1) / (double) (m - 1);
/* nag_1d_cheb_eval (e02aec).
* Evaluates the coefficients of a Chebyshev series
* polynomial
*/

nag_1d_cheb_eval(n + 1, a, xcap, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval (e02aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %3" NAG_IFMT "%14.4f %14.4f\n", r, xcap, p);

}
}

END:
NAG_FREE(a);

}
return exit_status;

}

10.2 Program Data

nag_1d_cheb_eval (e02aec) Example Program Data
11
4

2.0000
0.5000
0.2500
0.1250
0.0625

10.3 Program Results

nag_1d_cheb_eval (e02aec) Example Program Results

R Argument Value of polynomial
1 -1.0000 0.6875
2 -0.8000 0.6613
3 -0.6000 0.6943
4 -0.4000 0.7433
5 -0.2000 0.7843
6 0.0000 0.8125
7 0.2000 0.8423
8 0.4000 0.9073
9 0.6000 1.0603

10 0.8000 1.3733
11 1.0000 1.9375

e02aec NAG Library Manual

e02aec.4 (last) Mark 26



NAG Library Function Document

nag_1d_cheb_interp_fit (e02afc)

1 Purpose

nag_1d_cheb_interp_fit (e02afc) computes the coefficients of a polynomial, in its Chebyshev series
form, which interpolates (passes exactly through) data at a special set of points. Least squares
polynomial approximations can also be obtained.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_interp_fit (Integer nplus1, const double f[], double a[],
NagError *fail)

3 Description

nag_1d_cheb_interp_fit (e02afc) computes the coefficients aj , for j ¼ 1; 2; . . . ; nþ 1, in the Chebyshev
series

1

2
a1T0 �xð Þ þ a2T1 �xð Þ þ a3T2 �xð Þ þ � � � þ anþ1Tn �xð Þ;

which interpolates the data fr at the points

�xr ¼ cos r� 1ð Þ	=nð Þ; r ¼ 1; 2; . . . ; nþ 1:

Here Tj �xð Þ denotes the Chebyshev polynomial of the first kind of degree j with argument �x. The use of
these points minimizes the risk of unwanted fluctuations in the polynomial and is recommended when
you can choose the data abscissae, e.g., when the data is given as a graph. For further advantages of this
choice of points, see Clenshaw (1962).

In terms of your original variables, x say, the values of x at which the data fr are to be provided are

xr ¼
1

2
xmax � xminð Þ cos r� 1ð Þ	=nð Þ þ 1

2
xmax þ xminð Þ; r ¼ 1; 2; . . . ; nþ 1

where xmax and xmin are respectively the upper and lower ends of the range of x over which you wish
to interpolate.

Truncation of the resulting series after the term involving aiþ1, say, yields a least squares approximation
to the data. This approximation, p �xð Þ, say, is the polynomial of degree i which minimizes

1

2
�21 þ �22 þ �23 þ � � � þ �2n þ

1

2
�2nþ1;

where the residual �r ¼ p �xrð Þ � fr , for r ¼ 1; 2; . . . ; nþ 1.

The method employed is based on the application of the three-term recurrence relation due to Clenshaw
(1955) for the evaluation of the defining expression for the Chebyshev coefficients (see, for example,
Clenshaw (1962)). The modifications to this recurrence relation suggested by Reinsch and Gentleman
(see Gentleman (1969)) are used to give greater numerical stability.

For further details of the algorithm and its use see Cox (1974), Cox and Hayes (1973).

Subsequent evaluation of the computed polynomial, perhaps truncated after an appropriate number of
terms, should be carried out using nag_1d_cheb_eval (e02aec).
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5 Arguments

1: nplus1 – Integer Input

On entry: the number nþ 1 of data points (one greater than the degree n of the interpolating
polynomial).

Constraint: nplus1 	 2.

2: f½nplus1� – const double Input

On entry: for r ¼ 1; 2; . . . ; nþ 1, f½r� 1� must contain fr the value of the dependent variable
(ordinate) corresponding to the value

�xr ¼ cos
	 r� 1ð Þ

n

� �
of the independent variable (abscissa) �x, or equivalently to the value

xr ¼
1

2
xmax � xminð Þ cos 	 r� 1ð Þ=nð Þ þ 1

2
xmax þ xminð Þ

of your original variable x. Here xmax and xmin are respectively the upper and lower ends of the
range over which you wish to interpolate.

3: a½nplus1� – double Output

On exit: a½j � 1� is the coefficient aj in the interpolating polynomial, for j ¼ 1; 2; . . . ; nþ 1.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, nplus1 must not be less than 2: nplus1 ¼ valueh i.

7 Accuracy

The rounding errors committed are such that the computed coefficients are exact for a slightly perturbed
set of ordinates fr þ �fr. The ratio of the sum of the absolute values of the �fr to the sum of the
absolute values of the fr is less than a small multiple of nþ 1ð Þ�, where � is the machine precision.
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8 Parallelism and Performance

nag_1d_cheb_interp_fit (e02afc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_cheb_interp_fit (e02afc) is approximately proportional to nþ 1ð Þ2 þ 30.

For choice of degree when using the function for least squares approximation, see the e02 Chapter
Introduction.

10 Example

Determine the Chebyshev coefficients of the polynomial which interpolates the data �xr ; fr , for
r ¼ 1; 2; . . . ; 11, where �xr ¼ cos r� 1ð Þ	=10ð Þ and fr ¼ e�xr . Evaluate, for comparison with the values of
fr , the resulting Chebyshev series at �xr , for r ¼ 1; 2; . . . ; 11.

The example program supplied is written in a general form that will enable polynomial interpolations of
arbitrary data at the cosine points cos r � 1ð Þ	=nð Þ, for r ¼ 1; 2; . . . ; nþ 1 to be obtained for any n
( ¼ nplus1� 1). Note that nag_1d_cheb_eval (e02aec) is used to evaluate the interpolating polynomial.
The program is self-starting in that any number of datasets can be supplied.

10.1 Program Text

/* nag_1d_cheb_interp_fit (e02afc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>
#include <nagx01.h>
#include <math.h>

int main(void)
{

Integer exit_status = 0;
double *an = 0, d1, *f = 0, fit, pi, piby2n, *xcap = 0;

Integer i, j, n;
Integer r;
NagError fail;

INIT_FAIL(fail);

printf("nag_1d_cheb_interp_fit (e02afc) Example Program Results \n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_pi (x01aac).
* pi
*/

pi = nag_pi;
#ifdef _WIN32
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while ((scanf_s("%" NAG_IFMT "", &n)) != EOF)
#else

while ((scanf("%" NAG_IFMT "", &n)) != EOF)
#endif

{
if (n > 0) {

if (!(an = NAG_ALLOC(n + 1, double)) ||
!(f = NAG_ALLOC(n + 1, double)) ||
!(xcap = NAG_ALLOC(n + 1, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

piby2n = pi * 0.5 / (double) n;
for (r = 0; r < n + 1; ++r)

#ifdef _WIN32
scanf_s("%lf", &f[r]);

#else
scanf("%lf", &f[r]);

#endif

for (r = 0; r < n + 1; ++r) {
i = r;
/* The following method of evaluating xcap = cos(pi*i/n)
* ensures that the computed value has a small relative error
* and, moreover, is bounded in modulus by unity for all
* i = 0, 1, ..., n. (It is assumed that the sine routine
* produces a result with a small relative error for values
* of the argument between -PI/4 and PI/4).
*/

if (2 * i <= n) {
d1 = sin(piby2n * i);
xcap[i] = 1.0 - d1 * d1 * 2.0;

}
else if (2 * i > n * 3) {

d1 = sin(piby2n * (n - i));
xcap[i] = d1 * d1 * 2.0 - 1.0;

}
else {

xcap[i] = sin(piby2n * (n - 2 * i));
}

}
/* nag_1d_cheb_interp_fit (e02afc).
* Computes the coefficients of a Chebyshev series
* polynomial for interpolated data
*/

nag_1d_cheb_interp_fit(n + 1, f, an, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_interp_fit (e02afc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n Chebyshev \n");
printf(" J coefficient A(J) \n");
for (j = 0; j < n + 1; ++j)

printf(" %3" NAG_IFMT "%14.7f\n", j + 1, an[j]);
printf("\n R Abscissa Ordinate Fit \n");
for (r = 0; r < n + 1; ++r) {

/* nag_1d_cheb_eval (e02aec).
* Evaluates the coefficients of a Chebyshev series
* polynomial
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*/
nag_1d_cheb_eval(n + 1, an, xcap[r], &fit, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval (e02aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" %3" NAG_IFMT "%11.4f%11.4f%11.4f\n", r + 1, xcap[r], f[r],
fit);

}
END:

NAG_FREE(an);
NAG_FREE(f);
NAG_FREE(xcap);

}
return exit_status;

}

10.2 Program Data

nag_1d_cheb_interp_fit (e02afc) Example Program Data
10

2.7182
2.5884
2.2456
1.7999
1.3620
1.0000
0.7341
0.5555
0.4452
0.3863
0.3678

10.3 Program Results

nag_1d_cheb_interp_fit (e02afc) Example Program Results

Chebyshev
J coefficient A(J)
1 2.5320000
2 1.1303095
3 0.2714893
4 0.0443462
5 0.0055004
6 0.0005400
7 0.0000307
8 -0.0000006
9 -0.0000004

10 0.0000049
11 -0.0000200

R Abscissa Ordinate Fit
1 1.0000 2.7182 2.7182
2 0.9511 2.5884 2.5884
3 0.8090 2.2456 2.2456
4 0.5878 1.7999 1.7999
5 0.3090 1.3620 1.3620
6 0.0000 1.0000 1.0000
7 -0.3090 0.7341 0.7341
8 -0.5878 0.5555 0.5555
9 -0.8090 0.4452 0.4452

10 -0.9511 0.3863 0.3863
11 -1.0000 0.3678 0.3678
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NAG Library Function Document

nag_1d_cheb_fit_constr (e02agc)

1 Purpose

nag_1d_cheb_fit_constr (e02agc) computes constrained weighted least squares polynomial approxima-
tions in Chebyshev series form to an arbitrary set of data points. The values of the approximations and
any number of their derivatives can be specified at selected points.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_fit_constr (Nag_OrderType order, Integer m, Integer k,
double xmin, double xmax, const double x[], const double y[],
const double w[], Integer mf, const double xf[], const double yf[],
const Integer p[], double a[], double s[], Integer *n, double resid[],
NagError *fail)

3 Description

nag_1d_cheb_fit_constr (e02agc) determines least squares polynomial approximations of degrees up to
k to the set of data points xr ; yrð Þ with weights wr , for r ¼ 1; 2; . . . ;m. The value of k, the maximum
degree required, is to be prescribed by you. At each of the values xfr , for r ¼ 1; 2; . . . ;mf, of the
independent variable x, the approximations and their derivatives up to order pr are constrained to have

one of the values yfs, for s ¼ 1; 2; . . . ; n, specified by you, where n ¼ mf þ
Xmf
r¼0

pr.

The approximation of degree i has the property that, subject to the imposed constraints, it minimizes �i,
the sum of the squares of the weighted residuals �r , for r ¼ 1; 2; . . . ;m, where

�r ¼ wr yr � fi xrð Þð Þ

and fi xrð Þ is the value of the polynomial approximation of degree i at the rth data point.

Each polynomial is represented in Chebyshev series form with normalized argument �x. This argument
lies in the range �1 to þ1 and is related to the original variable x by the linear transformation

�x ¼ 2x� xmax þ xminð Þ
xmax � xminð Þ

where xmin and xmax , specified by you, are respectively the lower and upper end points of the interval
of x over which the polynomials are to be defined.

The polynomial approximation of degree i can be written as

1
2ai;0 þ ai;1T1 �xð Þ þ � � � þ aijTj �xð Þ þ � � � þ aiiTi �xð Þ

where Tj �xð Þ is the Chebyshev polynomial of the first kind of degree j with argument �x. For
i ¼ n; n þ 1; . . . ; k, the function produces the values of the coefficients aij , for j ¼ 0; 1; . . . ; i, together
with the value of the root mean square residual,

Si ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

�i
m0 þ n � i� 1ð Þ

r
;

where m0 is the number of data points with nonzero weight.

Values of the approximations may subsequently be computed using nag_1d_cheb_eval (e02aec) or
nag_1d_cheb_eval2 (e02akc).
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First nag_1d_cheb_fit_constr (e02agc) determines a polynomial � �xð Þ, of degree n � 1, which satisfies
the given constraints, and a polynomial � �xð Þ, of degree n, which has value (or derivative) zero
wherever a constrained value (or derivative) is specified. It then fits yr � � xrð Þ, for r ¼ 1; 2; . . . ;m,
with polynomials of the required degree in �x each with factor � �xð Þ. Finally the coefficients of � �xð Þ are
added to the coefficients of these fits to give the coefficients of the constrained polynomial
approximations to the data points xr ; yrð Þ, for r ¼ 1; 2; . . . ;m. The method employed is given in Hayes
(1970): it is an extension of Forsythe's orthogonal polynomials method (see Forsythe (1957)) as
modified by Clenshaw (see Clenshaw (1960)).

4 References

Clenshaw C W (1960) Curve fitting with a digital computer Comput. J. 2 170–173

Forsythe G E (1957) Generation and use of orthogonal polynomials for data fitting with a digital
computer J. Soc. Indust. Appl. Math. 5 74–88

Hayes J G (ed.) (1970) Numerical Approximation to Functions and Data Athlone Press, London

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of data points to be fitted.

Constraint: m 	 1.

3: k – Integer Input

On entry: k, the maximum degree required.

Constraint: n � k � m00 þ n � 1 where n is the total number of constraints and m00 is the number
of data points with nonzero weights and distinct abscissae which do not coincide with any of the
xfr.

4: xmin – double Input
5: xmax – double Input

On entry: the lower and upper end points, respectively, of the interval xmin ; xmax½ �. Unless there
are specific reasons to the contrary, it is recommended that xmin and xmax be set respectively to
the lowest and highest value among the xr and xfr. This avoids the danger of extrapolation
provided there is a constraint point or data point with nonzero weight at each end point.

Constraint: xmax > xmin.

6: x½m� – const double Input

On entry: x½r � 1� must contain the value xr of the independent variable at the rth data point, for
r ¼ 1; 2; . . . ;m.

Constraint: the x½r� 1� must be in nondecreasing order and satisfy xmin � x½r� 1� � xmax.

7: y½m� – const double Input

On entry: y½r � 1� must contain yr , the value of the dependent variable at the r th data point, for
r ¼ 1; 2; . . . ;m.
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8: w½m� – const double Input

On entry: w½r � 1� must contain the weight wr to be applied to the data point xr , for
r ¼ 1; 2; . . . ;m. For advice on the choice of weights see the e02 Chapter Introduction. Negative
weights are treated as positive. A zero weight causes the corresponding data point to be ignored.
Zero weight should be given to any data point whose x and y values both coincide with those of
a constraint (otherwise the denominators involved in the root mean square residuals Si will be
slightly in error).

9: mf – Integer Input

On entry: mf , the number of values of the independent variable at which a constraint is
specified.

Constraint: mf 	 1.

10: xf½mf� – const double Input

On entry: xf½r � 1� must contain xfr , the value of the independent variable at which a constraint
is specified, for r ¼ 1; 2; . . . ;mf.

Constraint: these values need not be ordered but must be distinct and satisfy
xmin � xf½r� 1� � xmax.

11: yf½dim� – const double Input

Note: the dimension, dim, of the array yf must be at least mf þ
Xmf�1

i¼0
p½i�

 !
.

On entry: the values which the approximating polynomials and their derivatives are required to
take at the points specified in xf. For each value of xf½r � 1�, yf contains in successive elements
the required value of the approximation, its first derivative, second derivative, . . . ; pr th
derivative, for r ¼ 1; 2; . . . ;mf. Thus the value, yfs, which the kth derivative of each
approximation (k ¼ 0 referring to the approximation itself) is required to take at the point
xf½r� 1� must be contained in yf½s� 1�, where

s ¼ rþ kþ p1 þ p2 þ � � � þ pr�1;

where k ¼ 0; 1; . . . ; pr and r ¼ 1; 2; . . . ;mf . The derivatives are with respect to the independent
variable x.

12: p½mf� – const Integer Input

On entry: p½r � 1� must contain pr , the order of the highest-order derivative specified at
xf½r � 1�, for r ¼ 1; 2; . . . ;mf. pr ¼ 0 implies that the value of the approximation at xf½r� 1� is
specified, but not that of any derivative.

Constraint: p½r � 1� 	 0, for r ¼ 1; 2; . . . ;mf.

13: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least kþ 1ð Þ � k þ 1ð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � k þ 1ð Þ þ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � kþ 1ð Þ þ j� 1� when order ¼ Nag RowMajor.

On exit: A i þ 1; j þ 1ð Þ contains the coefficient aij in the approximating polynomial of degree i,
for i ¼ n; . . . ; k and j ¼ 0; 1; . . . ; i.

14: s½kþ 1� – double Output

On exit: s½i� contains Si, for i ¼ n; . . . ; k, the root mean square residual corresponding to the
approximating polynomial of degree i. In the case where the number of data points with nonzero
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weight is equal to kþ 1� n, Si is indeterminate: the function sets it to zero. For the
interpretation of the values of Si and their use in selecting an appropriate degree, see Section 3.1
in the e02 Chapter Introduction.

15: n – Integer * Output

On ex i t : c on t a i n s t h e t o t a l numbe r o f c on s t r a i n t c ond i t i o n s impo s ed :
n ¼ mf þ p1 þ p2 þ � � � þ pmf .

16: resid½m� – double Output

On exit: contains weighted residuals of the highest degree of fit determined kð Þ. The residual at
xr is in element resid½r � 1�, for r ¼ 1; 2; . . . ;m.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, k ¼ valueh i and ¼ valueh i.
Constraint: n � k � m00 þ n � 1 where n is the total number of constraints and m00 is the number
of data points with nonzero weights and distinct abscissae which do not coincide with any of the
xfr.

NE_ILL_CONDITIONED

The polynomials mu xð Þ and/or nu xð Þ cannot be found. The problem is too ill-conditioned.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, mf ¼ valueh i.
Constraint: mf 	 1.

NE_INT_3

On entry, kþ 1 > m00 þ n, where m00 is the number of data points with nonzero weight and
distinct abscissae different from all xf, and n is the total number of constraints: kþ 1 ¼ valueh i,
m00 ¼ valueh i and n ¼ valueh i.

NE_INT_ARRAY

On entry, p½ valueh i� ¼ valueh i.
Constraint: p½r � 1� 	 0, for r ¼ 1; 2; . . . ;mf.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_MONOTONIC

On entry, i ¼ valueh i, x½i � 1� ¼ valueh i and x½i � 2� ¼ valueh i.
Constraint: x½i � 1� 	 x½i � 2�.

NE_REAL_2

On entry, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

NE_REAL_ARRAY

On entry, I ¼ valueh i, xf½I � 1� ¼ valueh i, J ¼ valueh i and xf½J � 1� ¼ valueh i.
Constraint: xf½I � 1� 6¼ xf½J � 1�.
On entry, xf½I � 1� lies outside interval xmin; xmax½ �: I ¼ valueh i, xf½I � 1� ¼ valueh i,
xmin ¼ valueh i and xmax ¼ valueh i.
On entry, x½I � 1� lies outside interval xmin; xmax½ �: I ¼ valueh i, x½I � 1� ¼ valueh i,
xmin ¼ valueh i and xmax ¼ valueh i.
On entry, x½I � 1� lies outside interval xmin; xmax½ � for some I .

7 Accuracy

No complete error analysis exists for either the interpolating algorithm or the approximating algorithm.
However, considerable experience with the approximating algorithm shows that it is generally
extremely satisfactory. Also the moderate number of constraints, of low-order, which are typical of data
fitting applications, are unlikely to cause difficulty with the interpolating function.

8 Parallelism and Performance

nag_1d_cheb_fit_constr (e02agc) is not threaded in any implementation.

9 Further Comments

The time taken to form the interpolating polynomial is approximately proportional to n3, and that to
form the approximating polynomials is very approximately proportional to m kþ 1ð Þ kþ 1� nð Þ.
To carry out a least squares polynomial fit without constraints, use nag_1d_cheb_fit (e02adc). To carry
out polynomial interpolation only, use nag_1d_cheb_interp (e01aec).

10 Example

This example reads data in the following order, using the notation of the argument list above:

mf

p½i � 1�, xf½i � 1�, Y-value and derivative values (if any) at xf½i � 1�, for i ¼ 1; 2; . . . ;mf

m
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x½i � 1�, y½i � 1�, w½i � 1�, for i ¼ 1; 2; . . . ;m

k, xmin, xmax

The output is:

the root mean square residual for each degree from n to k;

the Chebyshev coefficients for the fit of degree k;

the data points, and the fitted values and residuals for the fit of degree k.

The program is written in a generalized form which will read any number of datasets.

The dataset supplied specifies 5 data points in the interval 0:0; 4:0½ � with unit weights, to which are to
be fitted polynomials, p, of degrees up to 4, subject to the 3 constraints:

p 0:0ð Þ ¼ 1:0; p0 0:0ð Þ ¼ �2:0; p 4:0ð Þ ¼ 9:0:

10.1 Program Text

/* nag_1d_cheb_fit_constr (e02agc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
double fiti, xmax, xmin;
Integer exit_status, i, iy, j, k, h, m, mf, n, pda, stride;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0, *s = 0, *w = 0, *resid = 0, *x = 0, *xf = 0, *y = 0, *yf = 0;
Integer *p = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_1d_cheb_fit_constr (e02agc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%*[^\n] ", &mf) != EOF)

#else
while (scanf("%" NAG_IFMT "%*[^\n] ", &mf) != EOF)
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#endif
{

if (mf > 0) {
/* Allocate memory for p and xf. */
if (!(p = NAG_ALLOC(mf, Integer)) || !(xf = NAG_ALLOC(mf, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read p, xf and yf arrays */
iy = 1;
n = mf;
for (i = 0; i < mf; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf", &p[i], &xf[i]);

#else
scanf("%" NAG_IFMT "%lf", &p[i], &xf[i]);

#endif
h = iy + p[i] + 1;
/* We need to extend array yf as we go along */
if (!(yf = NAG_REALLOC(yf, h - 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = iy - 1; j < h - 1; ++j)

#ifdef _WIN32
scanf_s("%lf", &yf[j]);

#else
scanf("%lf", &yf[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

n += p[i];
iy = h;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

if (m > 0) {
/* Allocate memory for x, y and w. */
if (!(x = NAG_ALLOC(m, double)) ||

!(y = NAG_ALLOC(m, double)) || !(w = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[i], &y[i], &w[i]);

#else
scanf("%lf%lf%lf", &x[i], &y[i], &w[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf%*[^\n] ", &k, &xmin, &xmax);
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#else
scanf("%" NAG_IFMT "%lf%lf%*[^\n] ", &k, &xmin, &xmax);

#endif
pda = k + 1;

/* Allocate arrays a, s and resid */
if (!(a = NAG_ALLOC((k + 1) * (k + 1), double)) ||

!(s = NAG_ALLOC((k + 1), double)) ||
!(resid = NAG_ALLOC(m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_1d_cheb_fit_constr (e02agc).
* Least squares polynomial fit, values and derivatives may
* be constrained, arbitrary data points
*/

nag_1d_cheb_fit_constr(order, m, k, xmin, xmax, x, y, w, mf, xf,
yf, p, a, s, &n, resid, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_1d_cheb_fit_constr (e02agc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Degree RMS residual\n");
for (i = n; i <= k; ++i)

printf("%4" NAG_IFMT "%15.2e\n", i, s[i]);
printf("\n");

printf("Details of the fit of degree %2" NAG_IFMT "\n", k);
printf("\n");
printf(" Index Coefficient\n");
for (i = 0; i < k + 1; ++i)

printf("%6" NAG_IFMT "%11.4f\n", i, A(k + 1, i + 1));
printf("\n");

printf(" i x(i) y(i) Fit Residual\n");
for (i = 0; i < m; ++i) {

/* Note that the coefficients of polynomial are stored in the
* rows of A hence when the storage is in Nag_ColMajor order
* then stride is the first dimension of A, k + 1.
* When the storage is in Nag_RowMajor order then stride is 1.
*/

#ifdef NAG_COLUMN_MAJOR
stride = k + 1;

#else
stride = 1;

#endif
/* nag_1d_cheb_eval2 (e02akc).
* Evaluation of fitted polynomial in one variable from
* Chebyshev series form
*/

nag_1d_cheb_eval2(k, xmin, xmax, &A(k + 1, 1), stride, x[i],
&fiti, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_1d_cheb_eval2 (e02akc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("%6" NAG_IFMT "%11.4f%11.4f%11.4f", i, x[i], y[i], fiti);
printf("%11.2e\n", fiti - y[i]);

}
}

}
}
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END:
NAG_FREE(a);
NAG_FREE(s);
NAG_FREE(w);
NAG_FREE(resid);
NAG_FREE(x);
NAG_FREE(xf);
NAG_FREE(y);
NAG_FREE(yf);
NAG_FREE(p);

return exit_status;
}

10.2 Program Data

nag_1d_cheb_fit_constr (e02agc) Example Program Data
2
1 0.0 1.0 -2.0
0 4.0 9.0
5

0.5 0.03 1.0
1.0 -0.75 1.0
2.0 -1.0 1.0
2.5 -0.1 1.0
3.0 1.75 1.0

4 0.0 4.0

10.3 Program Results

nag_1d_cheb_fit_constr (e02agc) Example Program Results

Degree RMS residual
3 2.55e-03
4 2.94e-03

Details of the fit of degree 4

Index Coefficient
0 3.9980
1 3.4995
2 3.0010
3 0.5005
4 -0.0000

i x(i) y(i) Fit Residual
0 0.5000 0.0300 0.0310 1.02e-03
1 1.0000 -0.7500 -0.7508 -7.81e-04
2 2.0000 -1.0000 -1.0020 -2.00e-03
3 2.5000 -0.1000 -0.0961 3.95e-03
4 3.0000 1.7500 1.7478 -2.17e-03
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NAG Library Function Document

nag_1d_cheb_deriv (e02ahc)

1 Purpose

nag_1d_cheb_deriv (e02ahc) determines the coefficients in the Chebyshev series representation of the
derivative of a polynomial given in Chebyshev series form.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_deriv (Integer n, double xmin, double xmax,
const double a[], Integer ia1, double *patm1, double adif[],
Integer iadif1, NagError *fail)

3 Description

nag_1d_cheb_deriv (e02ahc) forms the polynomial which is the derivative of a given polynomial. Both
the original polynomial and its derivative are represented in Chebyshev series form. Given the
coefficients ai, for i ¼ 0; 1; . . . ; n, of a polynomial p xð Þ of degree n, where

p xð Þ ¼ 1
2a0 þ a1T1 �xð Þ þ � � � þ anTn �xð Þ

the function returns the coefficients �ai, for i ¼ 0; 1; . . . ; n� 1, of the polynomial q xð Þ of degree n� 1,
where

q xð Þ ¼ dp xð Þ
dx
¼ 1

2�a0 þ �a1T1 �xð Þ þ � � � þ �an�1Tn�1 �xð Þ:

Here Tj �xð Þ denotes the Chebyshev polynomial of the first kind of degree j with argument �x. It is
assumed that the normalized variable �x in the interval �1;þ1½ � was obtained from your original
variable x in the interval xmin ; xmax½ � by the linear transformation

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

and that you require the derivative to be with respect to the variable x. If the derivative with respect to
�x is required, set xmax ¼ 1 and xmin ¼ �1.
Values of the derivative can subsequently be computed, from the coefficients obtained, by using
nag_1d_cheb_eval2 (e02akc).

The method employed is that of Chebyshev series (see Chapter 8 of Modern Computing Methods
(1961)), modified to obtain the derivative with respect to x. Initially setting �anþ1 ¼ �an ¼ 0, the function
forms successively

�ai�1 ¼ �aiþ1 þ
2

xmax � xmin
2iai; i ¼ n; n� 1; . . . ; 1:

4 References

Modern Computing Methods (1961) Chebyshev-series NPL Notes on Applied Science 16 (2nd Edition)
HMSO
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5 Arguments

1: n – Integer Input

On entry: n, the degree of the given polynomial p xð Þ.
Constraint: n 	 0.

2: xmin – double Input
3: xmax – double Input

On entry: the lower and upper end points respectively of the interval xmin ; xmax½ �. The Chebyshev
series representation is in terms of the normalized variable �x, where

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

:

Constraint: xmax > xmin.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least 1þ nþ 1� 1ð Þ � ia1ð Þ.
On entry: the Chebyshev coefficients of the polynomial p xð Þ. Specifically, element i � ia1 of a
must contain the coefficient ai, for i ¼ 0; 1; . . . ; n. Only these nþ 1 elements will be accessed.

5: ia1 – Integer Input

On entry: the index increment of a. Most frequently the Chebyshev coefficients are stored in
adjacent elements of a, and ia1 must be set to 1. However, if for example, they are stored in
a½0�; a½3�; a½6�; . . . , then the value of ia1 must be 3. See also Section 9.

Constraint: ia1 	 1.

6: patm1 – double * Output

On exit: the value of p xminð Þ. If this value is passed to the integration function nag_1d_cheb_intg
(e02ajc) with the coefficients of q xð Þ, then the original polynomial p xð Þ is recovered, including
its constant coefficient.

7: adif½dim� – double Output

Note: the dimension, dim, of the array adif must be at least 1þ nþ 1� 1ð Þ � iadif1ð Þ.
On exit: the Chebyshev coefficients of the derived polynomial q xð Þ. (The differentiation is with
respect to the variable x.) Specifically, element i � iadif1 of adif contains the coefficient �ai, for
i ¼ 0; 1; . . . ; n� 1. Additionally, element n� iadif1 is set to zero.

8: iadif1 – Integer Input

On entry: the index increment of adif. Most frequently the Chebyshev coefficients are required in
adjacent elements of adif, and iadif1 must be set to 1. However, if, for example, they are to be
stored in adif½0�; adif½3�; adif½6�; . . . , then the value of iadif1 must be 3. See Section 9.

Constraint: iadif1 	 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ia1 ¼ valueh i.
Constraint: ia1 	 1.

On entry, iadif1 ¼ valueh i.
Constraint: iadif1 	 1.

On entry, nþ 1 ¼ valueh i.
Constraint: nþ 1 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, xmax ¼ valueh i and xmin ¼ valueh i.
Constraint: xmax > xmin.

7 Accuracy

There is always a loss of precision in numerical differentiation, in this case associated with the
multiplication by 2i in the formula quoted in Section 3.

8 Parallelism and Performance

nag_1d_cheb_deriv (e02ahc) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to nþ 1.

The increments ia1, iadif1 are included as arguments to give a degree of flexibility which, for example,
allows a polynomial in two variables to be differentiated with respect to either variable without
rearranging the coefficients.
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10 Example

Suppose a polynomial has been computed in Chebyshev series form to fit data over the interval
�0:5; 2:5½ �. The following program evaluates the first and second derivatives of this polynomial at 4
equally spaced points over the interval. (For the purposes of this example, xmin, xmax and the
Chebyshev coefficients are simply supplied . Normally a program would first read in or generate data
and compute the fitted polynomial.)

10.1 Program Text

/* nag_1d_cheb_deriv (e02ahc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Initialized data */
const double xmin = -0.5;
const double xmax = 2.5;
const double a[7] =

{ 2.53213, 1.13032, 0.2715, 0.04434, 0.00547, 5.4e-4, 4e-5 };

/* Scalars */
double deriv, deriv2, patm1, x;
Integer exit_status, i, m, n, one;
NagError fail;

/* Arrays */
double *adif = 0, *adif2 = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_1d_cheb_deriv (e02ahc) Example Program Results\n");

n = 6;
one = 1;

/* Allocate memory */
if (!(adif = NAG_ALLOC(n + 1, double)) ||

!(adif2 = NAG_ALLOC(n + 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_1d_cheb_deriv (e02ahc).
* Derivative of fitted polynomial in Chebyshev series form
*/

nag_1d_cheb_deriv(n, xmin, xmax, a, one, &patm1, adif, one, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_deriv (e02ahc) call 1.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* nag_1d_cheb_deriv (e02ahc), see above. */
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nag_1d_cheb_deriv(n, xmin, xmax, adif, one, &patm1, adif2, one, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_deriv (e02ahc) call 2.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

m = 4;
printf("\n");
printf(" i Argument 1st deriv 2nd deriv\n");

for (i = 1; i <= m; ++i) {
x = (xmin * (double) (m - i) + xmax * (double) (i - 1)) / (double) (m -

1);
/* nag_1d_cheb_eval2 (e02akc).
* Evaluation of fitted polynomial in one variable from
* Chebyshev series form
*/

nag_1d_cheb_eval2(n, xmin, xmax, adif, one, x, &deriv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval2 (e02akc) call 1.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* nag_1d_cheb_eval2 (e02akc), see above. */
nag_1d_cheb_eval2(n, xmin, xmax, adif2, one, x, &deriv2, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval2 (e02akc) call 2.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%4" NAG_IFMT "%9.4f %9.4f %9.4f \n", i, x, deriv,

deriv2);
}

END:
NAG_FREE(adif);
NAG_FREE(adif2);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_cheb_deriv (e02ahc) Example Program Results

i Argument 1st deriv 2nd deriv
1 -0.5000 0.2453 0.1637
2 0.5000 0.4777 0.3185
3 1.5000 0.9304 0.6203
4 2.5000 1.8119 1.2056
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NAG Library Function Document

nag_1d_cheb_intg (e02ajc)

1 Purpose

nag_1d_cheb_intg (e02ajc) determines the coefficients in the Chebyshev series representation of the
indefinite integral of a polynomial given in Chebyshev series form.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_intg (Integer n, double xmin, double xmax, const double a[],
Integer ia1, double qatm1, double aintc[], Integer iaint1,
NagError *fail)

3 Description

nag_1d_cheb_intg (e02ajc) forms the polynomial which is the indefinite integral of a given polynomial.
Both the original polynomial and its integral are represented in Chebyshev series form. If supplied with
the coefficients ai, for i ¼ 0; 1; . . . ; n, of a polynomial p xð Þ of degree n, where

p xð Þ ¼ 1
2a0 þ a1T1 �xð Þ þ � � � þ anTn �xð Þ;

the function returns the coefficients a0i, for i ¼ 0; 1; . . . ; nþ 1, of the polynomial q xð Þ of degree nþ 1,
where

q xð Þ ¼ 1
2a
0
0 þ a01T1 �xð Þ þ � � � þ a0nþ1Tnþ1 �xð Þ;

and

q xð Þ ¼
Z
p xð Þdx:

Here Tj �xð Þ denotes the Chebyshev polynomial of the first kind of degree j with argument �x. It is
assumed that the normalized variable �x in the interval �1;þ1½ � was obtained from your original
variable x in the interval xmin ; xmax½ � by the linear transformation

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

and that you require the integral to be with respect to the variable x. If the integral with respect to �x is
required, set xmax ¼ 1 and xmin ¼ �1.
Values of the integral can subsequently be computed, from the coefficients obtained, by using
nag_1d_cheb_eval2 (e02akc).

The method employed is that of Chebyshev series (see Chapter 8 of Modern Computing Methods
(1961)), modified for integrating with respect to x. Initially taking anþ1 ¼ anþ2 ¼ 0, the function forms
successively

a0i ¼
ai�1 � aiþ1

2i
� xmax � xmin

2
; i ¼ nþ 1; n; . . . ; 1:

The constant coefficient a00 is chosen so that q xð Þ is equal to a specified value, qatm1, at the lower end
point of the interval on which it is defined, i.e., �x ¼ �1, which corresponds to x ¼ xmin .
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4 References

Modern Computing Methods (1961) Chebyshev-series NPL Notes on Applied Science 16 (2nd Edition)
HMSO

5 Arguments

1: n – Integer Input

On entry: n, the degree of the given polynomial p xð Þ.
Constraint: n 	 0.

2: xmin – double Input
3: xmax – double Input

On entry: the lower and upper end points respectively of the interval xmin ; xmax½ �. The Chebyshev
series representation is in terms of the normalized variable �x, where

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

:

Constraint: xmax > xmin.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least 1þ nþ 1� 1ð Þ � ia1ð Þ.
On entry: the Chebyshev coefficients of the polynomial p xð Þ. Specifically, element i � ia1 of a
must contain the coefficient ai, for i ¼ 0; 1; . . . ; n. Only these nþ 1 elements will be accessed.

5: ia1 – Integer Input

On entry: the index increment of a. Most frequently the Chebyshev coefficients are stored in
adjacent elements of a, and ia1 must be set to 1. However, if for example, they are stored in
a½0�; a½3�; a½6�; . . . , then the value of ia1 must be 3. See also Section 9.

Constraint: ia1 	 1.

6: qatm1 – double Input

On entry: the value that the integrated polynomial is required to have at the lower end point of its
interval of definition, i.e., at �x ¼ �1 which corresponds to x ¼ xmin . Thus, qatm1 is a constant
of integration and will normally be set to zero by you.

7: aintc½dim� – double Output

Note: the dimension, dim, of the array aintc must be at least 1þ nþ 1ð Þ � iaint1ð Þ.
On exit: the Chebyshev coefficients of the integral q xð Þ. (The integration is with respect to the
variable x, and the constant coefficient is chosen so that q xminð Þ equals qatm1). Specifically,
element i� iaint1 of aintc contains the coefficient a0i, for i ¼ 0; 1; . . . ; nþ 1.

8: iaint1 – Integer Input

On entry: the index increment of aintc. Most frequently the Chebyshev coefficients are required
in adjacent elements of aintc, and iaint1 must be set to 1. However, if, for example, they are to
be stored in aintc½0�; aintc½3�; aintc½6�; . . . , then the value of iaint1 must be 3. See also Section 9.

Constraint: iaint1 	 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ia1 ¼ valueh i.
Constraint: ia1 	 1.

On entry, iaint1 ¼ valueh i.
Constraint: iaint1 	 1.

On entry, nþ 1 ¼ valueh i.
Constraint: nþ 1 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, xmax ¼ valueh i and xmin ¼ valueh i.
Constraint: xmax > xmin.

7 Accuracy

In general there is a gain in precision in numerical integration, in this case associated with the division
by 2i in the formula quoted in Section 3.

8 Parallelism and Performance

nag_1d_cheb_intg (e02ajc) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to nþ 1.

The increments ia1, iaint1 are included as arguments to give a degree of flexibility which, for example,
allows a polynomial in two variables to be integrated with respect to either variable without rearranging
the coefficients.
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10 Example

Suppose a polynomial has been computed in Chebyshev series form to fit data over the interval
�0:5; 2:5½ �. The following program evaluates the integral of the polynomial from 0:0 to 2:0. (For the
purpose of this example, xmin, xmax and the Chebyshev coefficients are simply supplied . Normally a
program would read in or generate data and compute the fitted polynomial).

10.1 Program Text

/* nag_1d_cheb_intg (e02ajc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Initialized data */
const double xmin = -0.5;
const double xmax = 2.5;
const double a[7] =

{ 2.53213, 1.13032, 0.2715, 0.04434, 0.00547, 5.4e-4, 4e-5 };

/* Scalars */
double ra, rb, result, xa, xb, zero;
Integer exit_status, n, one;
NagError fail;

/* Arrays */
double *aint = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_1d_cheb_intg (e02ajc) Example Program Results\n");

n = 6;
zero = 0.0;
one = 1;

/* Allocate memory */
if (!(aint = NAG_ALLOC(n + 2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_1d_cheb_intg (e02ajc).
* Integral of fitted polynomial in Chebyshev series form
*/

nag_1d_cheb_intg(n, xmin, xmax, a, one, zero, aint, one, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_intg (e02ajc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

xa = 0.0;
xb = 2.0;
/* nag_1d_cheb_eval2 (e02akc).
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* Evaluation of fitted polynomial in one variable from
* Chebyshev series form
*/

nag_1d_cheb_eval2(n + 1, xmin, xmax, aint, one, xa, &ra, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval2 (e02akc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_1d_cheb_eval2 (e02akc), see above. */
nag_1d_cheb_eval2(n + 1, xmin, xmax, aint, one, xb, &rb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval2 (e02akc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

result = rb - ra;
printf("\n");
printf("Value of definite integral is %10.4f\n", result);

END:
NAG_FREE(aint);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_cheb_intg (e02ajc) Example Program Results

Value of definite integral is 2.1515
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NAG Library Function Document

nag_1d_cheb_eval2 (e02akc)

1 Purpose

nag_1d_cheb_eval2 (e02akc) evaluates a polynomial from its Chebyshev series representation, allowing
an arbitrary index increment for accessing the array of coefficients.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_cheb_eval2 (Integer n, double xmin, double xmax,
const double a[], Integer ia1, double x, double *result, NagError *fail)

3 Description

If supplied with the coefficients ai, for i ¼ 0; 1; . . . ; n, of a polynomial p �xð Þ of degree n, where

p �xð Þ ¼ 1
2a0 þ a1T1 �xð Þ þ � � � þ anTn �xð Þ;

nag_1d_cheb_eval2 (e02akc) returns the value of p �xð Þ at a user-specified value of the variable x. Here
Tj �xð Þ denotes the Chebyshev polynomial of the first kind of degree j with argument �x. It is assumed
that the independent variable �x in the interval �1;þ1½ � was obtained from your original variable x in
the interval xmin ; xmax½ � by the linear transformation

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

:

The coefficients ai may be supplied in the array a, with any increment between the indices of array
elements which contain successive coefficients. This enables the function to be used in surface fitting
and other applications, in which the array might have two or more dimensions.

The method employed is based on the three-term recurrence relation due to Clenshaw (see Clenshaw
(1955)), with modifications due to Reinsch and Gentleman (see Gentleman (1969)). For further details
of the algorithm and its use see Cox (1973) and Cox and Hayes (1973).

4 References

Clenshaw C W (1955) A note on the summation of Chebyshev series Math. Tables Aids Comput. 9
118–120

Cox M G (1973) A data-fitting package for the non-specialist user NPL Report NAC 40 National
Physical Laboratory

Cox M G and Hayes J G (1973) Curve fitting: a guide and suite of algorithms for the non-specialist user
NPL Report NAC26 National Physical Laboratory

Gentleman W M (1969) An error analysis of Goertzel's (Watt's) method for computing Fourier
coefficients Comput. J. 12 160–165

5 Arguments

1: n – Integer Input

On entry: n, the degree of the given polynomial p �xð Þ.
Constraint: n 	 0.
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2: xmin – double Input
3: xmax – double Input

On entry: the lower and upper end points respectively of the interval xmin ; xmax½ �. The Chebyshev
series representation is in terms of the normalized variable �x, where

�x ¼ 2x� xmax þ xminð Þ
xmax � xmin

:

Constraint: xmin < xmax.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least nþ 1� 1ð Þ � ia1þ 1ð Þ.
On entry: the Chebyshev coefficients of the polynomial p �xð Þ. Specifically, element i � ia1 must
contain the coefficient ai, for i ¼ 0; 1; . . . ; n. Only these nþ 1 elements will be accessed.

5: ia1 – Integer Input

On entry: the index increment of a. Most frequently, the Chebyshev coefficients are stored in
adjacent elements of a, and ia1 must be set to 1. However, if, for example, they are stored in
a½0�; a½3�; a½6�; . . . , then the value of ia1 must be 3.

Constraint: ia1 	 1.

6: x – double Input

On entry: the argument x at which the polynomial is to be evaluated.

Constraint: xmin � x � xmax.

7: result – double * Output

On exit: the value of the polynomial p �xð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ia1 ¼ valueh i.
Constraint: ia1 	 1.

On entry, nþ 1 ¼ valueh i.
Constraint: nþ 1 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, xmax ¼ valueh i and xmin ¼ valueh i.
Constraint: xmax > xmin.

NE_REAL_3

On entry, x does not lie in xmin; xmax½ �: x ¼ valueh i, xmin ¼ valueh i and xmax ¼ valueh i.

7 Accuracy

The rounding errors are such that the computed value of the polynomial is exact for a slightly perturbed
set of coefficients ai þ �ai. The ratio of the sum of the absolute values of the �ai to the sum of the
absolute values of the ai is less than a small multiple of nþ 1ð Þ �machine precision.

8 Parallelism and Performance

nag_1d_cheb_eval2 (e02akc) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to nþ 1.

10 Example

Suppose a polynomial has been computed in Chebyshev series form to fit data over the interval
�0:5; 2:5½ �. The following program evaluates the polynomial at 4 equally spaced points over the
interval. (For the purposes of this example, xmin, xmax and the Chebyshev coefficients are supplied .
Normally a program would first read in or generate data and compute the fitted polynomial.)

10.1 Program Text

/* nag_1d_cheb_eval2 (e02akc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Initialized data */
const double xmin = -0.5;
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const double xmax = 2.5;
const double a[7] = { 2.53213, 1.13032, 0.2715, 0.04434, 0.00547, 5.4e-4,

4e-5
};

/* Scalars */
double p, x;
Integer exit_status, i, m, n, one;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_1d_cheb_eval2 (e02akc) Example Program Results\n");

n = 6;
one = 1;

printf("\n");
printf(" i Argument Value of polynomial\n");

m = 4;
for (i = 1; i <= m; ++i) {

x = (xmin * (double) (m - i) + xmax * (double) (i - 1)) /
(double) (m - 1);

/* nag_1d_cheb_eval2 (e02akc).
* Evaluation of fitted polynomial in one variable from
* Chebyshev series form
*/

nag_1d_cheb_eval2(n, xmin, xmax, a, one, x, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_cheb_eval2 (e02akc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%4" NAG_IFMT "%10.4f %9.4f\n", i, x, p);

}

END:
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_1d_cheb_eval2 (e02akc) Example Program Results

i Argument Value of polynomial
1 -0.5000 0.3679
2 0.5000 0.7165
3 1.5000 1.3956
4 2.5000 2.7183
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NAG Library Function Document

nag_1d_minimax_polynomial (e02alc)

1 Purpose

nag_1d_minimax_polynomial (e02alc) calculates a minimax polynomial fit to a set of data points.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_minimax_polynomial (Integer n, const double x[],
const double y[], Integer m, double a[], double *ref, NagError *fail)

3 Description

Given a set of data points xi; yið Þ, for i ¼ 1; 2; . . . ; n, nag_1d_minimax_polynomial (e02alc) uses the
exchange algorithm to compute an mth-degree polynomial

P xð Þ ¼ a0 þ a1xþ a2x2 þ � � � þ amxm

such that max
i

P xið Þ � yij j is a minimum.

The function also returns a number whose absolute value is the final reference deviation (see Section 5).
The function is an adaptation of Boothroyd (1967).

4 References

Boothroyd J B (1967) Algorithm 318 Comm. ACM 10 801

Stieffel E (1959) Numerical methods of Tchebycheff approximation On Numerical Approximation (ed R
E Langer) 217–232 University of Wisconsin Press

5 Arguments

1: n – Integer Input

On entry: n, the number of data points.

Constraint: n 	 1.

2: x½n� – const double Input

On entry: the values of the x coordinates, xi, for i ¼ 1; 2; . . . ; n.

Constraint: x1 < x2 < . . . < xn.

3: y½n� – const double Input

On entry: the values of the y coordinates, yi, for i ¼ 1; 2; . . . ; n.

4: m – Integer Input

On entry: m, where m is the degree of the polynomial to be found.

Constraint: 0 � m < min 100; n� 1ð Þ.
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5: a½mþ 1� – double Output

On exit: the coefficients ai of the minimax polynomial, for i ¼ 0; 1; . . . ;m.

6: ref – double * Output

On exit: the final reference deviation, i.e., the maximum deviation of the computed polynomial
evaluated at xi from the reference values yi, for i ¼ 1; 2; . . . ; n. ref may return a negative value
which indicates that the algorithm started to cycle due to round-off errors.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m < 100.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m < n� 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, i ¼ valueh i, x½i� ¼ valueh i and x½i � 1� ¼ valueh i.
Constraint: x½i� > x½i � 1�.
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7 Accuracy

This is dependent on the given data points and on the degree of the polynomial. The data points should
represent a fairly smooth function which does not contain regions with markedly different behaviours.
For large numbers of data points (n > 100, say), rounding error will affect the computation regardless
of the quality of the data; in this case, relatively small degree polynomials (m

ffiffiffi
n
p

) may be used
when this is consistent with the required approximation. A limit of 99 is placed on the degree of
polynomial since it is known from experiment that a complete loss of accuracy often results from using
such high degree polynomials in this form of the algorithm.

8 Parallelism and Performance

nag_1d_minimax_polynomial (e02alc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken increases with m.

10 Example

This example calculates a minimax fit with a polynomial of degree 5 to the exponential function
evaluated at 21 points over the interval 0; 1½ �. It then prints values of the function and the fitted
polynomial.

10.1 Program Text

/* nag_1d_minimax_polynomial (e02alc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dxx, ref, s, t, xx;
Integer i, j, m, n, neval;
/* Local Arrays */
double *a = 0, *x = 0, *y = 0;
/* NAG types */
NagError fail;

INIT_FAIL(fail);

printf("nag_1d_minimax_polynomial (e02alc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* n is number of data points to be fitted,
* m is degree of fitting polynomial
* neval is number of evaluation points of fitted polynomial
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m, &neval);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m, &neval);

#endif

if (!(a = NAG_ALLOC((m + 1), double)) ||
!(x = NAG_ALLOC((n), double)) || !(y = NAG_ALLOC((n), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s("%lf%lf", &x[i], &y[i]);
#else

scanf("%lf%lf", &x[i], &y[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Fit minimax polynomial of degree m using
* nag_1d_minimax_polynomial (e02alc).
*/

nag_1d_minimax_polynomial(n, x, y, m, a, &ref, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_minimax_polynomial (e02alc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n Polynomial coefficients\n");
for (i = 0; i < m + 1; i++)

printf(" %12.4e \n", a[i]);
printf("\n\n Reference deviation = %10.2e\n\n", ref);
printf(" x Fit exp(x) Residual\n");

/* The neval evaluation points are equispaced on [0,1]. */
dxx = 1.0 / (double) (neval - 1);
for (j = 0; j < neval; j++) {

xx = (double) (j) * dxx;
s = a[m];
for (i = m - 1; i >= 0; i--)

s = s * xx + a[i];
t = exp(xx);
printf("%5.2f%9.4f%9.4f%11.2e\n", xx, s, t, s - t);

}
END:

NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}
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10.2 Program Data

nag_1d_minimax_polynomial (e02alc) Example Program Data
21 5 11 : n, m, neval
0.00 1.0000000000
0.05 1.0512710964
0.10 1.1051709181
0.15 1.1618342427
0.20 1.2214027582
0.25 1.2840254167
0.30 1.3498588076
0.35 1.4190675486
0.40 1.4918246976
0.45 1.5683121855
0.50 1.6487212707
0.55 1.7332530179
0.60 1.8221188004
0.65 1.9155408290
0.70 2.0137527075
0.75 2.1170000166
0.80 2.2255409285
0.85 2.3396468519
0.90 2.4596031112
0.95 2.5857096593
1.00 2.7182818285 : (x[i],y[i]), i=0,..,n-1

10.3 Program Results

nag_1d_minimax_polynomial (e02alc) Example Program Results

Polynomial coefficients
1.0000e+00
1.0001e+00
4.9909e-01
1.7042e-01
3.4784e-02
1.3909e-02

Reference deviation = 1.09e-06

x Fit exp(x) Residual
0.00 1.0000 1.0000 -1.09e-06
0.10 1.1052 1.1052 9.74e-07
0.20 1.2214 1.2214 -7.44e-07
0.30 1.3499 1.3499 -9.18e-07
0.40 1.4918 1.4918 2.99e-07
0.50 1.6487 1.6487 1.09e-06
0.60 1.8221 1.8221 4.59e-07
0.70 2.0138 2.0138 -8.16e-07
0.80 2.2255 2.2255 -8.42e-07
0.90 2.4596 2.4596 8.75e-07
1.00 2.7183 2.7183 -1.09e-06
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nag_1d_spline_fit_knots (e02bac)

1 Purpose

nag_1d_spline_fit_knots (e02bac) computes a weighted least squares approximation to an arbitrary set
of data points by a cubic spline with knots prescribed by you. Cubic spline interpolation can also be
carried out.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_spline_fit_knots (Integer m, const double x[], const double y[],
const double weights[], double *ss, Nag_Spline *spline, NagError *fail)

3 Description

nag_1d_spline_fit_knots (e02bac) determines a least squares cubic spline approximation s xð Þ to the set
of data points xr ; yrð Þ with weights wr , for r ¼ 1; 2; . . . ;m. The value of spline!n ¼ �nþ 7, where �n is
the number of intervals of the spline (one greater than the number of interior knots), and the values of
the knots �5; �6; . . . ; ��nþ3, interior to the data interval, are prescribed by you.

s xð Þ has the property that it minimizes �, the sum of squares of the weighted residuals �r , for
r ¼ 1; 2; . . . ;m, where

�r ¼ wr yr�s xrð Þð Þ:

The function produces this minimizing value of � and the coefficients c1; c2; . . . ; cq, where q ¼ �nþ 3, in
the B-spline representation

s xð Þ ¼
Xq
i¼1
ciNi xð Þ:

Here Ni xð Þ denotes the normalized B-spline of degree 3 defined upon the knots �i; �iþ1; . . . ; �iþ4.

In order to define the full set of B-splines required, eight additional knots �1; �2; �3; �4 and ��nþ4; ��nþ5,
��nþ6; ��nþ7 are inserted automatically by the function. The first four of these are set equal to the smallest
xr and the last four to the largest xr.

The representation of s xð Þ in terms of B-splines is the most compact form possible in that only �nþ 3
coefficients, in addition to the �nþ 7 knots, fully define s xð Þ.
The method employed involves forming and then computing the least squares solution of a set of m
linear equations in the coefficients ci i ¼ 1; 2; . . . ; �nþ 3ð Þ. The equations are formed using a recurrence
relation for B-splines that is unconditionally stable (Cox (1972), de Boor (1972)), even for multiple
(coincident) knots. The least squares solution is also obtained in a stable manner by using orthogonal
transformations, viz. a variant of Givens rotations (Gentleman (1974) and Gentleman (1973)). This
requires only one equation to be stored at a time. Full advantage is taken of the structure of the
equations, there being at most four nonzero values of Ni xð Þ for any value of x and hence at most four
coefficients in each equation.

For further details of the algorithm and its use see Cox (1974), Cox (1975) and Cox and Hayes (1973).

Subsequent evaluation of s xð Þ from its B-spline representation may be carried out using
nag_1d_spline_evaluate (e02bbc). If derivatives of s xð Þ are also required, nag_1d_spline_deriv
(e02bcc) may be used. nag_1d_spline_intg (e02bdc) can be used to compute the definite integral of
s xð Þ.
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4 References

Cox M G (1972) The numerical evaluation of B-splines J. Inst. Math. Appl. 10 134–149

Cox M G (1974) A data-fitting package for the non-specialist user Software for Numerical Mathematics
(ed D J Evans) Academic Press

Cox M G (1975) Numerical methods for the interpolation and approximation of data by spline functions
PhD Thesis City University, London

Cox M G and Hayes J G (1973) Curve fitting: a guide and suite of algorithms for the non-specialist user
NPL Report NAC26 National Physical Laboratory

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

Gentleman W M (1973) Least squares computations by Givens transformations without square roots J.
Inst. Math. Applic. 12 329–336

Gentleman W M (1974) Algorithm AS 75. Basic procedures for large sparse or weighted linear least
squares problems Appl. Statist. 23 448–454

Schoenberg I J and Whitney A (1953) On Polya frequency functions III Trans. Amer. Math. Soc. 74
246–259

5 Arguments

1: m – Integer Input

On entry: the number m of data points.

Constraint: m 	 mdist 	 4, where mdist is the number of distinct x values in the data.

2: x½m� – const double Input

On entry: the values xr of the independent variable (abscissa), for r ¼ 1; 2; . . . ;m.

Constraint: x1 � x2 � . . . � xm.

3: y½m� – const double Input

On entry: the values yr of the of the dependent variable (ordinate), for r ¼ 1; 2; . . . ;m.

4: weights½m� – const double Input

On entry: the values wr of the weights, for r ¼ 1; 2; . . . ;m. For advice on the choice of weights,
see the e02 Chapter Introduction.

Constraint: wr > 0, for r ¼ 1; 2; . . . ;m.

5: ss – double * Output

On exit: the residual sum of squares, �.

6: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Input

On entry: �nþ 7, where �n is the number of intervals of the spline (which is one greater
than the number of interior knots, i.e., the knots strictly within the range x1 to xm) over
which the spline is defined.

Constraint: 8 � n � mdist þ 4, where mdist is the number of distinct x values in the data.
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lamda – double * Input/Output

On entry: a pointer to which memory of size n must be allocated. lamda½i � 1� must be set
to the i � 4ð Þth interior knot, �i, for i ¼ 5; 6; . . . ; �nþ 3.

On exit: the input values are unchanged, and lamda½i�, i ¼ 0; 1; 2; 3;n� 4, n� 3, n� 2,
n� 1 contains the additional exterior knots introduced by the function.

Constraint: x½0� < lamda½4� � lamda½5� � . . . � lamda½n� 5� < x½m� 1�.
c – double * Output

On exit: a pointer to which memory of size n� 4 is internally allocated. c holds the
coefficient ci of the B-spline Ni xð Þ, for i ¼ 1; 2; . . . ; �nþ 3.

Note that when the information contained in the pointers lamda and c is no longer of use, or
before a new call to nag_1d_spline_fit_knots (e02bac) with the same spline, you should free this
storage using the NAG macro NAG_FREE.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, spline!n must not be less than 8: spline!n ¼ valueh i.

NE_KNOTS_DISTINCT_ABSCI_CONS

Too many knots for the number of distinct abscissae, mdist: spline!n ¼ valueh i,
mdist ¼ valueh i.
These must satisfy the constraint spline!n � mdist þ 4.

NE_KNOTS_OUTSIDE_DATA_INTVL

On entry, user-specified knots must be interior to the data interval, spline!lamda½4� must be
grea te r than x½0� and spline!lamda½spline!n� 5� must be less than x½m� 1�:
spline!lamda½4� ¼ valueh i, x½0� ¼ valueh i, spline!lamda½ valueh i� ¼ valueh i,
x½ valueh i� ¼ valueh i.

NE_NOT_INCREASING

The sequence spline!lamda i s no t i n c r e a s i ng : spline!lamda½ valueh i� ¼ valueh i,
spline!lamda½ valueh i� ¼ valueh i.
This condition on spline!lamda applies to user-specified knots in the interval spline!lamda½4�,
spline!lamda½spline!n� 5�.
The sequence x is not increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.

NE_SW_COND_FAIL

The conditions specified by Schoenberg and Whitney fail.
The conditions specified by Schoenberg and Whitney (1953) fail to hold for at least one subset of
the distinct data abscissae. That is, there is no subset of spline!n� 4 strictly increasing values,
x½r0�, x½r1�; . . . ; x½rspline!n�5�, among the abscissae such that

x½r0� < spline!lamda½0� < x½r4�,
x½r1� < spline!lamda½1� < x½r5�,
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. . .

x½rspline!n�9� < spline!lamda½spline!n� 9� < x½rspline!n�5�.
This means that there is no unique solution: there are regions containing too many knots
compared with the number of data points.

NE_WEIGHTS_NOT_POSITIVE

On entry, the weights are not strictly positive: weights½ valueh i� ¼ valueh i.

7 Accuracy

The rounding errors committed are such that the computed coefficients are exact for a slightly perturbed
set of ordinates yr þ �yr. The ratio of the root-mean-square value for the �yr to the root-mean-square
value of the yr can be expected to be less than a small multiple of ��m�machine precision, where �
is a condition number for the problem. Values of � for 20-30 practical datasets all proved to lie between
4.5 and 7.8 (see Cox (1975)). (Note that for these datasets, replacing the coincident end knots at the
end-points x1 and xm used in the function by various choices of non-coincident exterior knots gave
values of � between 16 and 180. Again see Cox (1975) for further details.) In general we would not
expect � to be large unless the choice of knots results in near-violation of the Schoenberg–Whitney
conditions.

A cubic spline which adequately fits the data and is free from spurious oscillations is more likely to be
obtained if the knots are chosen to be grouped more closely in regions where the function (underlying
the data) or its derivatives change more rapidly than elsewhere.

8 Parallelism and Performance

nag_1d_spline_fit_knots (e02bac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_1d_spline_fit_knots (e02bac) is approximately C � 2mþ �nþ 7ð Þ seconds,
where C is a machine-dependent constant.

Multiple knots are permitted as long as their multiplicity does not exceed 4, i.e., the complete set of
knots must satisfy �i < �iþ4, for i ¼ 1; 2; . . . ; �nþ 3, (see Section 6). At a knot of multiplicity one (the
usual case), s xð Þ and its first two derivatives are continuous. At a knot of multiplicity two, s xð Þ and its
first derivative are continuous. At a knot of multiplicity three, s xð Þ is continuous, and at a knot of
multiplicity four, s xð Þ is generally discontinuous.

The function can be used efficiently for cubic spline interpolation, i.e., if m ¼ �nþ 3. The abscissae
must then of course satisfy x1 < x2 < � � � < xm. Recommended values for the knots in this case are
�i ¼ xi�2, for i ¼ 5; 6; . . . ; �nþ 3.

10 Example

Determine a weighted least squares cubic spline approximation with five intervals (four interior knots)
to a set of 14 given data points. Tabulate the data and the corresponding values of the approximating
spline, together with the residual errors, and also the values of the approximating spline at points half-
way between each pair of adjacent data points.

The example program is written in a general form that will enable a cubic spline approximation with �n
intervals (�n� 1 interior knots) to be obtained to m data points, with arbitrary positive weights, and the
approximation to be tabulated. Note that nag_1d_spline_evaluate (e02bbc) is used to evaluate the
approximating spline. The program is self-starting in that any number of datasets can be supplied.
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10.1 Program Text

/* nag_1d_spline_fit_knots (e02bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, j, m, ncap, ncap7, r, wght;
NagError fail;
Nag_Spline spline;
double fit, ss, *weights = 0, *x = 0, xarg, *y = 0;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.c = 0;

printf("nag_1d_spline_fit_knots (e02bac) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "", &m) != EOF)
#else

while (scanf("%" NAG_IFMT "", &m) != EOF)
#endif

{
if (m >= 4) {

if (!(weights = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(m, double)) || !(y = NAG_ALLOC(m, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &ncap, &wght);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &ncap, &wght);
#endif

if (ncap > 0) {
ncap7 = ncap + 7;
spline.n = ncap7;
if (!(spline.lamda = NAG_ALLOC(ncap7, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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}
else {

printf("Invalid ncap.\n");
exit_status = 1;
goto END;

}
for (j = 4; j < ncap + 3; ++j)

#ifdef _WIN32
scanf_s("%lf", &(spline.lamda[j]));

#else
scanf("%lf", &(spline.lamda[j]));

#endif
for (r = 0; r < m; ++r) {

if (wght == 1) {
#ifdef _WIN32

scanf_s("%lf%lf", &x[r], &y[r]);
#else

scanf("%lf%lf", &x[r], &y[r]);
#endif

weights[r] = 1.0;
}
else

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[r], &y[r], &weights[r]);

#else
scanf("%lf%lf%lf", &x[r], &y[r], &weights[r]);

#endif
}
/* nag_1d_spline_fit_knots (e02bac).
* Least squares curve cubic spline fit (including
* interpolation), one variable
*/

nag_1d_spline_fit_knots(m, x, y, weights, &ss, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_fit_knots (e02bac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nNumber of distinct knots = %" NAG_IFMT "\n\n", ncap + 1);
printf("Distinct knots located at \n\n");
for (j = 3; j < ncap + 4; j++)

printf("%8.4f%s", spline.lamda[j],
(j - 3) % 6 == 5 || j == ncap + 3 ? "\n" : " ");

printf("\n\n J B-spline coeff c\n\n");
for (j = 0; j < ncap + 3; ++j)

printf(" %" NAG_IFMT " %13.4f\n", j + 1, spline.c[j]);
printf("\nResidual sum of squares = ");
printf("%11.2e\n\n", ss);
printf("Cubic spline approximation and residuals\n");
printf(" r Abscissa Weight Ordinate"

" Spline Residual\n\n");
for (r = 0; r < m; ++r) {

/* nag_1d_spline_evaluate (e02bbc).
* Evaluation of fitted cubic spline, function only
*/

nag_1d_spline_evaluate(x[r], &fit, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_evaluate (e02bbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("%3" NAG_IFMT " %11.4f %11.4f %11.4f %11.4f"
" %10.1e\n", r + 1, x[r], weights[r], y[r], fit, fit - y[r]);

if (r < m - 1) {
xarg = (x[r] + x[r + 1]) * 0.5;
/* nag_1d_spline_evaluate (e02bbc), see above. */
nag_1d_spline_evaluate(xarg, &fit, &spline, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_1d_spline_evaluate (e02bbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf(" %14.4f %33.4f\n", xarg, fit);

}
}
/* Free memory used by spline */
NAG_FREE(spline.lamda);
NAG_FREE(spline.c);

END:
NAG_FREE(weights);
NAG_FREE(x);
NAG_FREE(y);

}
return exit_status;

}

10.2 Program Data

nag_1d_spline_fit_knots (e02bac) Example Program Data
14
5 2

1.50
2.60
4.00
8.00
0.20 0.00 0.20
0.47 2.00 0.20
0.74 4.00 0.30
1.09 6.00 0.70
1.60 8.00 0.90
1.90 8.62 1.00
2.60 9.10 1.00
3.10 8.90 1.00
4.00 8.15 0.80
5.15 7.00 0.50
6.17 6.00 0.70
8.00 4.54 1.00

10.00 3.39 1.00
12.00 2.56 1.00

10.3 Program Results

nag_1d_spline_fit_knots (e02bac) Example Program Results

Number of distinct knots = 6

Distinct knots located at

0.2000 1.5000 2.6000 4.0000 8.0000 12.0000

J B-spline coeff c

1 -0.0465
2 3.6150
3 8.5724
4 9.4261
5 7.2716
6 4.1207
7 3.0822
8 2.5597

Residual sum of squares = 1.78e-03

Cubic spline approximation and residuals
r Abscissa Weight Ordinate Spline Residual
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1 0.2000 0.2000 0.0000 -0.0465 -4.7e-02
0.3350 1.0622

2 0.4700 0.2000 2.0000 2.1057 1.1e-01
0.6050 3.0817

3 0.7400 0.3000 4.0000 3.9880 -1.2e-02
0.9150 5.0558

4 1.0900 0.7000 6.0000 5.9983 -1.7e-03
1.3450 7.1376

5 1.6000 0.9000 8.0000 7.9872 -1.3e-02
1.7500 8.3544

6 1.9000 1.0000 8.6200 8.6348 1.5e-02
2.2500 9.0076

7 2.6000 1.0000 9.1000 9.0896 -1.0e-02
2.8500 9.0353

8 3.1000 1.0000 8.9000 8.9125 1.2e-02
3.5500 8.5660

9 4.0000 0.8000 8.1500 8.1321 -1.8e-02
4.5750 7.5592

10 5.1500 0.5000 7.0000 6.9925 -7.5e-03
5.6600 6.5010

11 6.1700 0.7000 6.0000 6.0255 2.6e-02
7.0850 5.2292

12 8.0000 1.0000 4.5400 4.5315 -8.5e-03
9.0000 3.9045

13 10.0000 1.0000 3.3900 3.3928 2.8e-03
11.0000 2.9574

14 12.0000 1.0000 2.5600 2.5597 -3.5e-04
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NAG Library Function Document

nag_1d_spline_evaluate (e02bbc)

1 Purpose

nag_1d_spline_evaluate (e02bbc) evaluates a cubic spline from its B-spline representation.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_spline_evaluate (double x, double *s, Nag_Spline *spline,
NagError *fail)

3 Description

nag_1d_spline_evaluate (e02bbc) evaluates the cubic spline s xð Þ at a prescribed argument x from its
augmented knot set �i, for i ¼ 1; 2; . . . ; �nþ 7, (see nag_1d_spline_fit_knots (e02bac)) and from the
coefficients ci, for i ¼ 1; 2; . . . ; q, in its B-spline representation

s xð Þ ¼
Xq
i¼1
ciNi xð Þ

Here q ¼ �nþ 3, where �n is the number of intervals of the spline, and Ni xð Þ denotes the normalized B-
spline of degree 3 defined upon the knots �i; �iþ1; . . . ; �iþ4. The prescribed argument x must satisfy
�4 � x � ��nþ4.

It is assumed that �j 	 �j�1, for j ¼ 2; 3; . . . ; �nþ 7, and ��nþ4 > �4.

The method employed is that of evaluation by taking convex combinations due to de Boor (1972). For
further details of the algorithm and its use see Cox (1972) and Cox (1978).

It is expected that a common use of nag_1d_spline_evaluate (e02bbc) will be the evaluation of the
cubic spline approximations produced by nag_1d_spline_fit_knots (e02bac). A generalization of
nag_1d_spline_evaluate (e02bbc) which also forms the derivative of s xð Þ is nag_1d_spline_deriv
(e02bcc). nag_1d_spline_deriv (e02bcc) takes about 50% longer than nag_1d_spline_evaluate (e02bbc).

4 References

Cox M G (1972) The numerical evaluation of B-splines J. Inst. Math. Appl. 10 134–149

Cox M G (1978) The numerical evaluation of a spline from its B-spline representation J. Inst. Math.
Appl. 21 135–143

Cox M G and Hayes J G (1973) Curve fitting: a guide and suite of algorithms for the non-specialist user
NPL Report NAC26 National Physical Laboratory

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

5 Arguments

1: x – double Input

On entry: the argument x at which the cubic spline is to be evaluated.

Constraint: spline!lamda½3� � x � spline!lamda½spline!n� 4�.
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2: s – double * Output

On exit: the value of the spline, s xð Þ.

3: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Input

On entry: �nþ 7, where �n is the number of intervals (one greater than the number of
interior knots, i.e., the knots strictly within the range �4 to ��nþ4) over which the spline is
defined.

Constraint: spline!n 	 8.

lamda – double * Input

On entry: a pointer to which memory of size spline!n must be allocated.
spline!lamda½j� 1� must be set to the value of the jth member of the complete set of
knots, �j for j ¼ 1; 2; . . . ; �nþ 7.

C o n s t r a i n t : t h e �j m u s t b e i n n o n d e c r e a s i n g o r d e r w i t h
spline!lamda½spline!n� 4� > spline!lamda½3�.

c – double * Input

On entry: a pointer to which memory of size spline!n� 4 must be allocated. spline!c
holds the coefficient ci of the B-spline Ni xð Þ, for i ¼ 1; 2; . . . ; �nþ 3.

Under normal usage, the call to nag_1d_spline_evaluate (e02bbc) will follow a call to
nag_1d_spline_fit_knots (e02bac), nag_1d_spline_interpolant (e01bac) or nag_1d_spline_fit
(e02bec). In that case, the structure spline will have been set up correctly for input to
nag_1d_spline_evaluate (e02bbc).

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ABSCI_OUTSIDE_KNOT_INTVL

On entry, x must satisfy spline!lamda½3� � x � spline!lamda½spline!n� 4�:
spline!lamda½3� ¼ valueh i, x ¼ valueh i, spline!lamda½ valueh i� ¼ valueh i.
In this case s is set arbitrarily to zero.

NE_INT_ARG_LT

On entry, spline!n must not be less than 8: spline!n ¼ valueh i.

7 Accuracy

The computed value of s xð Þ has negligible error in most practical situations. Specifically, this value has
an absolute error bounded in modulus by 18� cmax� machine precision, where cmax is the largest in
modulus of cj; cjþ1; cjþ2 and cjþ3, and j is an integer such that �jþ3 � x � �jþ4. If cj; cjþ1; cjþ2 and cjþ3
are all of the same sign, then the computed value of s xð Þ has a relative error not exceeding 20�
machine precision in modulus. For further details see Cox (1978).

8 Parallelism and Performance

nag_1d_spline_evaluate (e02bbc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_1d_spline_evaluate (e02bbc) is approximately C � 1þ 0:1� log �nþ 7ð Þð Þ
seconds, where C is a machine-dependent constant.

Note: the function does not test all the conditions on the knots given in the description of
spline!lamda in Section 5, since to do this would result in a computation time approximately linear in
�nþ 7 instead of log �nþ 7ð Þ. All the conditions are tested in nag_1d_spline_fit_knots (e02bac), however,
and the knots returned by nag_1d_spline_interpolant (e01bac) or nag_1d_spline_fit (e02bec) will satisfy
the conditions.

10 Example

Evaluate at 9 equally-spaced points in the interval 1:0 � x � 9:0 the cubic spline with (augmented)
knots 1.0, 1.0, 1.0, 1.0, 3.0, 6.0, 8.0, 9.0, 9.0, 9.0, 9.0 and normalized cubic B-spline coefficients 1.0,
2.0, 4.0, 7.0, 6.0, 4.0, 3.0.

The example program is written in a general form that will enable a cubic spline with �n intervals, in its
normalized cubic B-spline form, to be evaluated at m equally-spaced points in the interval
spline!lamda½3� � x � spline!lamda½�nþ 3�. The program is self-starting in that any number of
datasets may be supplied.

10.1 Program Text

/* nag_1d_spline_evaluate (e02bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, j, m, ncap, ncap7, r;
Nag_Spline spline;
double a, b, s, x;
NagError fail;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.c = 0;

printf("nag_1d_spline_evaluate (e02bbc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "", &m) != EOF)
#else

while (scanf("%" NAG_IFMT "", &m) != EOF)
#endif

{
if (m <= 0) {

printf("Invalid m.\n");
exit_status = 1;
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return exit_status;
}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &ncap);

#else
scanf("%" NAG_IFMT "", &ncap);

#endif
ncap7 = ncap + 7;
if (ncap > 0) {

spline.n = ncap7;
if (!(spline.c = NAG_ALLOC(ncap7, double)) ||

!(spline.lamda = NAG_ALLOC(ncap7, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid ncap.\n");
exit_status = 1;
return exit_status;

}
for (j = 0; j < ncap7; j++)

#ifdef _WIN32
scanf_s("%lf", &(spline.lamda[j]));

#else
scanf("%lf", &(spline.lamda[j]));

#endif
for (j = 0; j < ncap + 3; j++)

#ifdef _WIN32
scanf_s("%lf", &(spline.c[j]));

#else
scanf("%lf", &(spline.c[j]));

#endif
a = spline.lamda[3];
b = spline.lamda[ncap + 3];
printf("Augmented set of knots stored in spline.lamda:\n");
for (j = 0; j < ncap7; j++)

printf("%10.4f%s", spline.lamda[j],
(j % 6 == 5 || j == ncap7 - 1) ? "\n" : " ");

printf("\nB-spline coefficients stored in spline.c\n\n");
for (j = 0; j < ncap + 3; j++)

printf("%10.4f%s", spline.c[j],
(j % 6 == 5 || j == ncap + 2) ? "\n" : " ");

printf("\n x Value of cubic spline\n\n");
for (r = 1; r <= m; ++r) {

x = ((double) (m - r) * a + (double) (r - 1) * b) / (double) (m - 1);
/* nag_1d_spline_evaluate (e02bbc).
* Evaluation of fitted cubic spline, function only
*/

nag_1d_spline_evaluate(x, &s, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_evaluate (e02bbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%10.4f%15.4f\n", x, s);

}
NAG_FREE(spline.c);
NAG_FREE(spline.lamda);

}
END:

return exit_status;
}
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10.2 Program Data

nag_1d_spline_evaluate (e02bbc) Example Program Data
9
4

1.00
1.00
1.00
1.00
3.00
6.00
8.00
9.00
9.00
9.00
9.00
1.00
2.00
4.00
7.00
6.00
4.00
3.00

10.3 Program Results

nag_1d_spline_evaluate (e02bbc) Example Program Results
Augmented set of knots stored in spline.lamda:

1.0000 1.0000 1.0000 1.0000 3.0000 6.0000
8.0000 9.0000 9.0000 9.0000 9.0000

B-spline coefficients stored in spline.c

1.0000 2.0000 4.0000 7.0000 6.0000 4.0000
3.0000

x Value of cubic spline

1.0000 1.0000
2.0000 2.3779
3.0000 3.6229
4.0000 4.8327
5.0000 5.8273
6.0000 6.3571
7.0000 6.1905
8.0000 5.1667
9.0000 3.0000
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NAG Library Function Document

nag_1d_spline_deriv (e02bcc)

1 Purpose

nag_1d_spline_deriv (e02bcc) evaluates a cubic spline and its first three derivatives from its B-spline
representation.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_spline_deriv (Nag_DerivType derivs, double x, double s[],
Nag_Spline *spline, NagError *fail)

3 Description

nag_1d_spline_deriv (e02bcc) evaluates the cubic spline s xð Þ and its first three derivatives at a
prescribed argument x. It is assumed that s xð Þ is represented in terms of its B-spline coefficients ci, for
i ¼ 1; 2; . . . ; �nþ 3 and (augmented) ordered knot set �i, for i ¼ 1; 2; . . . ; �nþ 7, (see nag_1d_spline_
fit_knots (e02bac)), i.e.,

s xð Þ ¼
Xq
i¼1
ciNi xð Þ

Here q ¼ �nþ 3, �n is the number of intervals of the spline and Ni xð Þ denotes the normalized B-spline of
degree 3 (order 4) defined upon the knots �i; �iþ1; . . . ; �iþ4. The prescribed argument x must satisfy
�4 � x � ��nþ4.

At a simple knot �i (i.e., one satisfying �i�1 < �i < �iþ1), the third derivative of the spline is in general
discontinuous. At a multiple knot (i.e., two or more knots with the same value), lower derivatives, and
even the spline itself, may be discontinuous. Specifically, at a point x ¼ u where (exactly) r knots
coincide (such a point is termed a knot of multiplicity r), the values of the derivatives of order 4� j,
for j ¼ 1; 2; . . . ; r, are in general discontinuous. (Here 1 � r � 4; r > 4 is not meaningful.) You must
specify whether the value at such a point is required to be the left- or right-hand derivative.

The method employed is based upon:

(i) carrying out a binary search for the knot interval containing the argument x (see Cox (1978)),

(ii) evaluating the nonzero B-splines of orders 1,2,3 and 4 by recurrence (see Cox (1972) and Cox
(1978)),

(iii) computing all derivatives of the B-splines of order 4 by applying a second recurrence to these
computed B-spline values (see de Boor (1972)),

(iv) multiplying the 4th-order B-spline values and their derivative by the appropriate B-spline
coefficients, and summing, to yield the values of s xð Þ and its derivatives.

nag_1d_spline_deriv (e02bcc) can be used to compute the values and derivatives of cubic spline fits and
interpolants produced by nag_1d_spline_fit_knots (e02bac), nag_1d_spline_fit (e02bec) or nag_1d_spli
ne_interpolant (e01bac).

If only values and not derivatives are required, nag_1d_spline_evaluate (e02bbc) may be used instead
of nag_1d_spline_deriv (e02bcc), which takes about 50% longer than nag_1d_spline_evaluate (e02bbc).
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4 References

Cox M G (1972) The numerical evaluation of B-splines J. Inst. Math. Appl. 10 134–149

Cox M G (1978) The numerical evaluation of a spline from its B-spline representation J. Inst. Math.
Appl. 21 135–143

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

5 Arguments

1: derivs – Nag_DerivType Input

On entry: derivs, of type Nag_DerivType, specifies whether left- or right-hand values of the
spline and its derivatives are to be computed (see Section 3). Left- or right-hand values are
formed according to whether derivs is equal to Nag LeftDerivs or Nag RightDerivs respectively.
If x does not coincide with a knot, the value of derivs is immaterial. If x ¼ spline!lamda½3�,
right-hand values are computed, and if x ¼ spline!lamda½spline!n� 4�), left-hand values are
formed, regardless of the value of derivs.

Constraint: derivs ¼ Nag LeftDerivs or Nag RightDerivs.

2: x – double Input

On entry: the argument x at which the cubic spline and its derivatives are to be evaluated.

Constraint: spline!lamda½3� � x � spline!lamda½spline!n� 4�.

3: s½4� – double Output

On exit: s½j� contains the value of the jth derivative of the spline at the argument x, for
j ¼ 0; 1; 2; 3. Note that s½0� contains the value of the spline.

4: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Input

On entry: �nþ 7, where �n is the number of intervals of the spline (which is one greater
than the number of interior knots, i.e., the knots strictly within the range �4 to ��nþ4 over
which the spline is defined).

Constraint: spline!n 	 8.

lamda – double Input

On entry: a pointer to which memory of size spline!n must be allocated.
spline!lamda½j � 1� must be set to the value of the jth member of the complete set of
knots, �j , for j ¼ 1; 2; . . . ; �nþ 7.

C o n s t r a i n t : t h e �j m u s t b e i n n o n d e c r e a s i n g o r d e r w i t h
spline!lamda½spline!n� 4� > spline!lamda½3�.

c – double Input

On entry: a pointer to which memory of size spline!n� 4 must be allocated. spline!c
holds the coefficient ci of the B-spline Ni xð Þ, for i ¼ 1; 2; . . . ; �nþ 3.

Under normal usage, the call to nag_1d_spline_deriv (e02bcc) will follow a call to
nag_1d_spline_fit_knots (e02bac), nag_1d_spline_interpolant (e01bac) or nag_1d_spline_fit
(e02bec). In that case, the structure spline will have been set up correctly for input to
nag_1d_spline_deriv (e02bcc).
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5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ABSCI_OUTSIDE_KNOT_INTVL

On entry, x must satisfy spline!lamda½3� � x � spline!lamda½spline!n� 4�:
spline!lamda½3� ¼ valueh i, x ¼ valueh i, spline!lamda½ valueh i� ¼ valueh i.

NE_BAD_PARAM

On entry, argument derivs had an illegal value.

NE_INT_ARG_LT

On entry, spline!n must not be less than 8: spline!n ¼ valueh i.

NE_SPLINE_RANGE_INVALID

On entry, the cubic spline range is invalid:
spline!lamda½3� ¼ valueh i while spline!lamda½spline!n� 4� ¼ valueh i.
These must satisfy spline!lamda½3� < spline!lamda½spline!n� 4�.

7 Accuracy

The computed value of s xð Þ has negligible error in most practical situations. Specifically, this value has
an absolute error bounded in modulus by 18� cmax� machine precision, where cmax is the largest in
modulus of cj; cjþ1; cjþ2 and cjþ3, and j is an integer such that �jþ3 � x � �jþ4. If cj; cjþ1; cjþ2 and cjþ3
are all of the same sign, then the computed value of s xð Þ has relative error bounded by 20� machine
precision. For full details see Cox (1978).

No complete error analysis is available for the computation of the derivatives of s xð Þ. However, for
most practical purposes the absolute errors in the computed derivatives should be small.

8 Parallelism and Performance

nag_1d_spline_deriv (e02bcc) is not threaded in any implementation.

9 Further Comments

The time taken by this function is approximately linear in log �nþ 7ð Þ.
Note: the function does not test all the conditions on the knots given in the description of
spline!lamda in Section 5, since to do this would result in a computation time approximately linear in
�nþ 7 instead of log �nþ 7ð Þ. All the conditions are tested in nag_1d_spline_fit_knots (e02bac), however,
and the knots returned by nag_1d_spline_interpolant (e01bac) or nag_1d_spline_fit (e02bec) will satisfy
the conditions.

10 Example

Compute, at the 7 arguments x ¼ 0, 1, 2, 3, 4, 5, 6, the left- and right-hand values and first 3
derivatives of the cubic spline defined over the interval 0 � x � 6 having the 6 interior knots x ¼ 1, 3,
3, 3, 4, 4, the 8 additional knots 0, 0, 0, 0, 6, 6, 6, 6, and the 10 B-spline coefficients 10, 12, 13, 15, 22,
26, 24, 18, 14, 12.

The input data items (using the notation of Section 5) comprise the following values in the order
indicated:
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�n m
spline!lamda½j� for j ¼ 0; 1; . . . ; �nþ 6
spline!c½j�, for j ¼ 0; 1; . . . ; �nþ 2
x m values of x

The example program is written in a general form that will enable the values and derivatives of a cubic
spline having an arbitrary number of knots to be evaluated at a set of arbitrary points. Any number of
datasets may be supplied.

10.1 Program Text

/* nag_1d_spline_deriv (e02bcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, i, j, l, m, ncap, ncap7;
NagError fail;
Nag_DerivType derivs;
Nag_Spline spline;
double s[4], x;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.c = 0;

printf("nag_1d_spline_deriv (e02bcc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &ncap, &m) != EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "", &ncap, &m) != EOF)
#endif

{
if (m <= 0) {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
if (ncap > 0) {

ncap7 = ncap + 7;
spline.n = ncap7;
if (!(spline.c = NAG_ALLOC(ncap7, double)) ||

!(spline.lamda = NAG_ALLOC(ncap7, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
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else {
printf("Invalid ncap.\n");
exit_status = 1;
return exit_status;

}
for (j = 0; j < ncap7; j++)

#ifdef _WIN32
scanf_s("%lf", &(spline.lamda[j]));

#else
scanf("%lf", &(spline.lamda[j]));

#endif
for (j = 0; j < ncap + 3; j++)

#ifdef _WIN32
scanf_s("%lf", &(spline.c[j]));

#else
scanf("%lf", &(spline.c[j]));

#endif
printf(" x Spline 1st deriv "

"2nd deriv 3rd deriv");
for (i = 1; i <= m; i++) {

#ifdef _WIN32
scanf_s("%lf", &x);

#else
scanf("%lf", &x);

#endif
derivs = Nag_LeftDerivs;
for (j = 1; j <= 2; j++) {

/* nag_1d_spline_deriv (e02bcc).
* Evaluation of fitted cubic spline, function and
* derivatives
*/

nag_1d_spline_deriv(derivs, x, s, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_deriv (e02bcc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

if (derivs == Nag_LeftDerivs) {
printf("\n\n%11.4f Left", x);
for (l = 0; l < 4; l++)

printf("%11.4f", s[l]);
}
else {

printf("\n%11.4f Right", x);
for (l = 0; l < 4; l++)

printf("%11.4f", s[l]);
}
derivs = Nag_RightDerivs;

}
}
printf("\n");

END:
NAG_FREE(spline.c);
NAG_FREE(spline.lamda);

}
return exit_status;

}

10.2 Program Data

nag_1d_spline_deriv (e02bcc) Example Program Data
7 7

0.0 0.0 0.0 0.0 1.0 3.0 3.0 3.0
4.0 4.0 6.0 6.0 6.0 6.0

10.0 12.0 13.0 15.0 22.0 26.0 24.0 18.0
14.0 12.0
0.0
1.0
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2.0
3.0
4.0
5.0
6.0

10.3 Program Results

nag_1d_spline_deriv (e02bcc) Example Program Results
x Spline 1st deriv 2nd deriv 3rd deriv

0.0000 Left 10.0000 6.0000 -10.0000 10.6667
0.0000 Right 10.0000 6.0000 -10.0000 10.6667

1.0000 Left 12.7778 1.3333 0.6667 10.6667
1.0000 Right 12.7778 1.3333 0.6667 3.9167

2.0000 Left 15.0972 3.9583 4.5833 3.9167
2.0000 Right 15.0972 3.9583 4.5833 3.9167

3.0000 Left 22.0000 10.5000 8.5000 3.9167
3.0000 Right 22.0000 12.0000 -36.0000 36.0000

4.0000 Left 22.0000 -6.0000 0.0000 36.0000
4.0000 Right 22.0000 -6.0000 0.0000 1.5000

5.0000 Left 16.2500 -5.2500 1.5000 1.5000
5.0000 Right 16.2500 -5.2500 1.5000 1.5000

6.0000 Left 12.0000 -3.0000 3.0000 1.5000
6.0000 Right 12.0000 -3.0000 3.0000 1.5000
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NAG Library Function Document

nag_1d_spline_intg (e02bdc)

1 Purpose

nag_1d_spline_intg (e02bdc) computes the definite integral of a cubic spline from its B-spline
representation.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_spline_intg (Nag_Spline *spline, double *integral,
NagError *fail)

3 Description

nag_1d_spline_intg (e02bdc) computes the definite integral of the cubic spline s xð Þ between the limits
x ¼ a and x ¼ b, where a and b are respectively the lower and upper limits of the range over which
s xð Þ is defined. It is assumed that s xð Þ is represented in terms of its B-spline coefficients ci, for
i ¼ 1; 2; . . . ; �nþ 3 and (augmented) ordered knot set �i, for i ¼ 1; 2; . . . ; �nþ 7, with �i ¼ a, for
i ¼ 1; 2; 3; 4 and �i ¼ b, for i ¼ �nþ 4; . . . ; �nþ 7, (see nag_1d_spline_fit_knots (e02bac)), i.e.,

s xð Þ ¼
Xq
i¼1
ciNi xð Þ:

Here q ¼ �nþ 3, �n is the number of intervals of the spline and Ni xð Þ denotes the normalized B-spline of
degree 3 (order 4) defined upon the knots �i; �iþ1; . . . ; �iþ4.

The method employed uses the formula given in Section 3 of Cox (1975).

nag_1d_spline_intg (e02bdc) can be used to determine the definite integrals of cubic spline fits and
interpolants produced by nag_1d_spline_interpolant (e01bac), nag_1d_spline_fit_knots (e02bac) and
nag_1d_spline_fit (e02bec).

4 References

Cox M G (1975) An algorithm for spline interpolation J. Inst. Math. Appl. 15 95–108

5 Arguments

1: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Input

On entry: �nþ 7, where �n is the number of intervals of the spline (which is one greater
than the number of interior knots, i.e., the knots strictly within the range a to b) over
which the spline is defined.

Constraint: spline!n 	 8.
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lamda – double * Input

On entry: a pointer to which memory of size spline!n must be allocated.
spline!lamda½j� 1� must be set to the value of the jth member of the complete set of
knots, �j for j ¼ 1; 2; . . . ; �nþ 7.

C o n s t r a i n t : t h e �j m u s t b e i n n o n d e c r e a s i n g o r d e r w i t h
spline!lamda½spline!n� 4� > spline!lamda½3� and satisfy

spline!lamda½0� ¼ spline!lamda½1� ¼ spline!lamda½2� ¼ spline!lamda½3�
and

spline!lamda½spline!n� 4� ¼ spline!lamda½spline!n� 3� ¼
spline!lamda½spline!n� 2� ¼ spline!lamda½spline!n� 1�

c – double * Input

On entry: a pointer to which memory of size spline!n� 4 must be allocated. spline!c
holds the coefficient ci of the B-spline Ni xð Þ, for i ¼ 1; 2; . . . ; �nþ 3.

2: integral – double * Output

On exit: the value of the definite integral of s xð Þ between the limits x ¼ a and x ¼ b, where
a ¼ �4 and b ¼ ��nþ4.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, spline!n must not be less than 8: spline!n ¼ valueh i.

NE_KNOTS_CONS

On entry, the knots must satisfy the following constraints:
spline!lamda½spline!n� 4� > spline!lamda½3�, spline!lamda½j� 	 spline!lamda½j � 1�,
for j ¼ 1; 2; . . . ; spline!n� 1, with equality in the cases j ¼ 1; 2; 3, spline!n� 3,
spline!n� 2 and spline!n� 1.

7 Accuracy

The rounding errors are such that the computed value of the integral is exact for a slightly perturbed set
of B-spline coefficients ci differing in a relative sense from those supplied by no more than
2:2� �nþ 3ð Þ �machine precision.

8 Parallelism and Performance

nag_1d_spline_intg (e02bdc) is not threaded in any implementation.

9 Further Comments

Under normal usage, the call to nag_1d_spline_intg (e02bdc) will follow a call to nag_1d_spline_in
terpolant (e01bac), nag_1d_spline_fit_knots (e02bac) or nag_1d_spline_fit (e02bec). In that case, the
structure spline will have been set up correctly for input to nag_1d_spline_intg (e02bdc).

The time taken is approximately proportional to �nþ 7.
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10 Example

This example determines the definite integral over the interval 0 � x � 6 of a cubic spline having 6
interior knots at the positions � ¼ 1, 3, 3, 3, 4, 4, the 8 additional knots 0, 0, 0, 0, 6, 6, 6, 6, and the 10
B-spline coefficients 10, 12, 13, 15, 22, 26, 24, 18, 14, 12.

The input data items (using the notation of Section 5) comprise the following values in the order
indicated:

�nþ 7
spline:lamda j� 1½ �,

for j ¼ 1; 2; . . . ; spline:n
spline:c j� 1½ �, for j ¼ 1; 2; . . . ; spline:n� 3

The example program is written in a general form that will enable the definite integral of a cubic spline
having an arbitrary number of knots to be computed. Any number of datasets may be supplied. The
only changes required to the program relate to the size of spline:lamda and the storage allocated to
spline:c within the structure spline.

10.1 Program Text

/* nag_1d_spline_intg (e02bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, j;
NagError fail;
Nag_Spline spline;
double integral;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.c = 0;

printf("nag_1d_spline_intg (e02bdc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "", &(spline.n)) != EOF)
#else

while (scanf("%" NAG_IFMT "", &(spline.n)) != EOF)
#endif

{
if (spline.n > 0) {

if (!(spline.c = NAG_ALLOC(spline.n, double)) ||
!(spline.lamda = NAG_ALLOC(spline.n, double)))

{
printf("Storage allocation failed. Reduce the " "size of spline.n\n");
exit_status = 1;
goto END;
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}
}
else {

printf("spline.n is out of range : spline.n = %" NAG_IFMT "\n",
spline.n);

exit_status = 1;
goto END;

}
for (j = 0; j < spline.n; j++)

#ifdef _WIN32
scanf_s("%lf", &(spline.lamda[j]));

#else
scanf("%lf", &(spline.lamda[j]));

#endif
for (j = 0; j < spline.n - 3; j++)

#ifdef _WIN32
scanf_s("%lf", &(spline.c[j]));

#else
scanf("%lf", &(spline.c[j]));

#endif
/* nag_1d_spline_intg (e02bdc).
* Evaluation of fitted cubic spline, definite integral
*/

nag_1d_spline_intg(&spline, &integral, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_intg (e02bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Definite integral = %12.3e\n", integral);
NAG_FREE(spline.c);
NAG_FREE(spline.lamda);

}
END:

return exit_status;
}

10.2 Program Data

nag_1d_spline_intg (e02bdc) Example Program Data
14

0.0 0.0 0.0 0.0 1.0 3.0 3.0 3.0
4.0 4.0 6.0 6.0 6.0 6.0

10.0 12.0 13.0 15.0 22.0 26.0 24.0 18.0
14.0 12.0

10.3 Program Results

nag_1d_spline_intg (e02bdc) Example Program Results
Definite integral = 1.000e+02
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NAG Library Function Document

nag_1d_spline_fit (e02bec)

1 Purpose

nag_1d_spline_fit (e02bec) computes a cubic spline approximation to an arbitrary set of data points.
The knots of the spline are located automatically, but a single argument must be specified to control the
trade-off between closeness of fit and smoothness of fit.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_spline_fit (Nag_Start start, Integer m, const double x[],
const double y[], const double weights[], double s, Integer nest,
double *fp, Nag_Comm *warmstartinf, Nag_Spline *spline, NagError *fail)

3 Description

nag_1d_spline_fit (e02bec) determines a smooth cubic spline approximation s xð Þ to the set of data
points xr ; yrð Þ, with weights wr , for r ¼ 1; 2; . . . ;m.

The spline is given in the B-spline representation

s xð Þ ¼
Xn�4
i¼1
ciNi xð Þ; ð1Þ

where Ni xð Þ denotes the normalized cubic B-spline defined upon the knots �i; �iþ1; . . . ; �iþ4.

The total number n of these knots and their values �1; . . . ; �n are chosen automatically by the function.
The knots �5; . . . ; �n�4 are the interior knots; they divide the approximation interval x1; xm½ � into n� 7
sub-intervals. The coefficients c1; c2; . . . ; cn�4 are then determined as the solution of the following
constrained minimization problem:

minimize

� ¼
Xn�4
i¼5
�2i ð2Þ

subject to the constraint

� ¼
Xm
r¼1

�2r � S; ð3Þ

where �i stands for the discontinuity jump in the third order derivative of s xð Þ at the interior knot
�i,

�r denotes the weighted residual wr yr � s xrð Þð Þ,
and S is a non-negative number to be specified by you.

The quantity � can be seen as a measure of the (lack of) smoothness of s xð Þ, while closeness of fit is
measured through �. By means of the argument S, ‘the smoothing factor’, you can then control the
balance between these two (usually conflicting) properties. If S is too large, the spline will be too
smooth and signal will be lost (underfit); if S is too small, the spline will pick up too much noise
(overfit). In the extreme cases the function will return an interpolating spline � ¼ 0ð Þ if S is set to zero,
and the weighted least squares cubic polynomial � ¼ 0ð Þ if S is set very large. Experimenting with S
values between these two extremes should result in a good compromise. (See Section 9.2 for advice on
choice of S.)
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The method employed is outlined in Section 9.3 and fully described in Dierckx (1975), Dierckx (1981)
and Dierckx (1982). It involves an adaptive strategy for locating the knots of the cubic spline
(depending on the function underlying the data and on the value of S), and an iterative method for
solving the constrained minimization problem once the knots have been determined.

Values of the computed spline, or of its derivatives or definite integral, can subsequently be computed
by calling nag_1d_spline_evaluate (e02bbc), nag_1d_spline_deriv (e02bcc) or nag_1d_spline_intg
(e02bdc), as described in Section 9.4.

4 References

Dierckx P (1975) An algorithm for smoothing, differentiating and integration of experimental data using
spline functions J. Comput. Appl. Math. 1 165–184

Dierckx P (1981) An improved algorithm for curve fitting with spline functions Report TW54
Department of Computer Science, Katholieke Univerciteit Leuven

Dierckx P (1982) A fast algorithm for smoothing data on a rectangular grid while using spline functions
SIAM J. Numer. Anal. 19 1286–1304

Reinsch C H (1967) Smoothing by spline functions Numer. Math. 10 177–183

5 Arguments

1: start – Nag_Start Input

On entry: must be set to Nag Cold or Nag Warm.

start ¼ Nag Cold
The function will build up the knot set starting with no interior knots. No values need be
assigned to the argument spline!n, and memory will be allocated internally to
spline!lamda, spline!c, warmstartinf!nag w and warmstartinf!nag iw.

start ¼ Nag Warm
The function will restart the knot-placing strategy using the knots found in a previous call
of the function. In this case, all arguments except s must be unchanged from that previous
call. This warm start can save much time in searching for a satisfactory value of the
smoothing factor S.

Constraint: start ¼ Nag Cold or Nag Warm.

2: m – Integer Input

On entry: m, the number of data points.

Constraint: m 	 4.

3: x½m� – const double Input

On entry: x½r� 1� holds the value xr of the independent variable (abscissa) x, for
r ¼ 1; 2; . . . ;m.

Constraint: x1 < x2 < � � � < xm.

4: y½m� – const double Input

On entry: y½r� 1� holds the value yr of the dependent variable (ordinate) y, for r ¼ 1; 2; . . . ;m.

5: weights½m� – const double Input

On entry: the values wr of the weights, for r ¼ 1; 2; . . . ;m. For advice on the choice of weights,
see Section 2.1.2 in the e02 Chapter Introduction.

Constraint: weights½r � 1� > 0:0, for r ¼ 1; 2; . . . ;m.
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6: s – double Input

On entry: the smoothing factor, S.

If S ¼ 0:0, the function returns an interpolating spline.

If S is smaller than machine precision, it is assumed equal to zero.

For advice on the choice of S, see Sections 3 and 9.2.

Constraint: s 	 0:0.

7: nest – Integer Input

On entry: an overestimate for the number, n, of knots required.

Constraint: nest 	 8. In most practical situations, nest ¼ m=2 is sufficient. nest never needs to
be larger than mþ 4, the number of knots needed for interpolation s ¼ 0:0ð Þ.

8: fp – double * Output

On exit: the sum of the squared weighted residuals, �, of the computed spline approximation. If
fp ¼ 0:0, this is an interpolating spline. fp should equal s within a relative tolerance of 0:001
unless n ¼ 8 when the spline has no interior knots and so is simply a cubic polynomial. For
knots to be inserted, s must be set to a value below the value of fp produced in this case.

9: warmstartinf – Nag_Comm *

Pointer to structure of type Nag_Comm with the following members:

nag_w – double * Input

On entry: if the warm start option is used, the values nag w½0�,. . .,nag w½spline!n� 1�
must be left unchanged from the previous call.

nag_iw – Integer * Input

On entry: if the warm start option is used, the values nag iw½0�,. . .,nag iw½spline!n� 1�
must be left unchanged from the previous call.

Note that when the information contained in the pointers nag w and nag iw is no longer of use,
or before a new call to nag_1d_spline_fit (e02bec) with the same warmstartinf, you should free
this storage using the NAG macro NAG_FREE. This storage will have been allocated only if this
function returns with fail:code ¼ NE NOERROR, NE_SPLINE_COEFF_CONV or NE_NUM_-
KNOTS_1D_GT.

10: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Input/Output

On entry: if the warm start option is used, the value of n must be left unchanged from the
previous call.

On exit: the total number, n, of knots of the computed spline.

lamda – double * Input/Output

On entry: a pointer to which, if start ¼ Nag Cold, memory of size nest is internally
allocated. If the warm start option is used, the values lamda½0�, lamda½1�, . . .,
lamda½n� 1� must be left unchanged from the previous call.

On exit: the knots of the spline, i.e., the positions of the interior knots lamda½4�, lamda½5�,
. . ., lamda½n� 5� a s we l l a s t h e p o s i t i o n s o f t h e a d d i t i o n a l k n o t s
lamda½0� ¼ lamda½1� ¼ lamda½2� ¼ lamda½3� ¼ x½0� a n d
lamda½n� 4� ¼ lamda½n� 3� ¼ lamda½n� 2� ¼ lamda½n� 1� ¼ x½m� 1� needed for the
B-spline representation.
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c – double * Output

On exit: a pointer to which, if start ¼ Nag Cold, memory of size nest� 4 is internally
allocated. c½i� 1� holds the coefficient ci of the B-spline Ni xð Þ in the spline approximation
s xð Þ, for i ¼ 1; 2; . . . ; n� 4.

Note that when the information contained in the pointers lamda and c is no longer of use, or
before a new call to nag_1d_spline_fit (e02bec) with the same spline, you should free this
storage using the NAG macro NAG_FREE. This storage will have been allocated only if this
function returns with fail:code ¼ NE NOERROR, NE_SPLINE_COEFF_CONV, or NE_NUM_-
KNOTS_1D_GT.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument start had an illegal value.

NE_ENUMTYPE_WARM

start ¼ Nag Warm at the first call of this function. start must be set to start ¼ Nag Cold at the
first call.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 4.

On entry, nest ¼ valueh i.
Constraint: nest 	 8.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.

NE_NUM_KNOTS_1D_GT

The number of knots needed is greater than nest, nest ¼ valueh i. If nest is already large, say
nest > m=2, this may indicate that possibly s is too small: s ¼ valueh i.

NE_REAL_ARG_LT

On entry, s ¼ valueh i.
Constraint: s 	 0:0.

NE_SF_D_K_CONS

On entry, nest ¼ valueh i, s ¼ valueh i, m ¼ valueh i.
Constraint: nest 	 mþ 4 when s ¼ 0:0.

NE_SPLINE_COEFF_CONV

The iterative process has failed to converge. Possibly s is too small: s ¼ valueh i.
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NE_WEIGHTS_NOT_POSITIVE

On entry, the weights are not strictly positive: weights½ valueh i� ¼ valueh i.
If the function fails with an error exit of NE_SPLINE_COEFF_CONV or NE_NUM_KNOTS_1D_GT, a
spline approximation is returned, but it fails to satisfy the fitting criterion (see (2) and (3)) – perhaps by
only a small amount, however.

7 Accuracy

On successful exit, the approximation returned is such that its weighted sum of squared residuals � (as
in (3)) is equal to the smoothing factor S, up to a specified relative tolerance of 0:001 – except that if
n ¼ 8, � may be significantly less than S: in this case the computed spline is simply a weighted least
squares polynomial approximation of degree 3, i.e., a spline with no interior knots.

8 Parallelism and Performance

nag_1d_spline_fit (e02bec) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call of nag_1d_spline_fit (e02bec) depends on the complexity of the shape of the
data, the value of the smoothing factor S, and the number of data points. If nag_1d_spline_fit (e02bec)
is to be called for different values of S, much time can be saved by setting start ¼ Nag Warm after the
first call.

9.2 Choice of S

If the weights have been correctly chosen (see Section 2.1.2 in the e02 Chapter Introduction), the
standard deviation of wryr would be the same for all r, equal to �, say. In this case, choosing the
smoothing factor S in the range �2 m


ffiffiffiffiffiffiffi
2m
p� �

, as suggested by Reinsch (1967), is likely to give a
good start in the search for a satisfactory value. Otherwise, experimenting with different values of S
will be required from the start, taking account of the remarks in Section 3.

In that case, in view of computation time and memory requirements, it is recommended to start with a
very large value for S and so determine the least squares cubic polynomial; the value returned in fp,
call it �0, gives an upper bound for S. Then progressively decrease the value of S to obtain closer fits –
say by a factor of 10 in the beginning, i.e., S ¼ �0=10, S ¼ �0=100, and so on, and more carefully as
the approximation shows more details.

The number of knots of the spline returned, and their location, generally depend on the value of S and
on the behaviour of the function underlying the data. However, if nag_1d_spline_fit (e02bec) is called
with start ¼ Nag Warm, the knots returned may also depend on the smoothing factors of the previous
calls. Therefore if, after a number of trials with different values of S and start ¼ Nag Warm, a fit can
finally be accepted as satisfactory, it may be worthwhile to call nag_1d_spline_fit (e02bec) once more
with the selected value for S but now using start ¼ Nag Cold. Often, nag_1d_spline_fit (e02bec) then
returns an approximation with the same quality of fit but with fewer knots, which is therefore better if
data reduction is also important.

9.3 Outline of Method Used

If S ¼ 0, the requisite number of knots is known in advance, i.e., n ¼ mþ 4; the interior knots are
located immediately as �i ¼ xi�2, for i ¼ 5; 6; . . . ; n� 4. The corresponding least squares spline (see
nag_1d_spline_fit_knots (e02bac)) is then an interpolating spline and therefore a solution of the
problem.

If S > 0, a suitable knot set is built up in stages (starting with no interior knots in the case of a cold
start but with the knot set found in a previous call if a warm start is chosen). At each stage, a spline is
fitted to the data by least squares (see nag_1d_spline_fit_knots (e02bac)) and �, the weighted sum of
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squares of residuals, is computed. If � > S, new knots are added to the knot set to reduce � at the next
stage. The new knots are located in intervals where the fit is particularly poor, their number depending
on the value of S and on the progress made so far in reducing �. Sooner or later, we find that � � S and
at that point the knot set is accepted. The function then goes on to compute the (unique) spline which
has this knot set and which satisfies the full fitting criterion specified by (2) and (3). The theoretical
solution has � ¼ S. The function computes the spline by an iterative scheme which is ended when
� ¼ S within a relative tolerance of 0:001. The main part of each iteration consists of a linear least
squares computation of special form, done in a similarly stable and efficient manner as in
nag_1d_spline_fit_knots (e02bac).

An exception occurs when the function finds at the start that, even with no interior knots n ¼ 8ð Þ, the
least squares spline already has its weighted sum of squares of residuals � S. In this case, since this
spline (which is simply a cubic polynomial) also has an optimal value for the smoothness measure �,
namely zero, it is returned at once as the (trivial) solution. It will usually mean that S has been chosen
too large.

For further details of the algorithm and its use, see Dierckx (1981).

9.4 Evaluation of Computed Spline

The value of the computed spline at a given value x may be obtained in the double variable s by the
call:

nag_1d_spline_evaluate(x, &s, &spline, &fail)

where spline is a structure of type Nag_Spline which is the output argument of nag_1d_spline_fit
(e02bec).

The values of the spline and its first three derivatives at a given value x may be obtained in the array s
of dimension at least 4 by the call:

nag_1d_spline_deriv(derivs, x, s, &spline, &fail)

whe r e , i f derivs ¼ Nag LeftDerivs, l e f t - h a n d d e r i v a t i v e s a r e c ompu t e d a n d , i f
derivs ¼ Nag RightDerivs, right-hand derivatives are calculated. The value of derivs is only relevant
if x is an interior knot (see nag_1d_spline_deriv (e02bcc)).

The value of the definite integral of the spline over the interval x½0� to x½m� 1� can be obtained in the
variable integral by the call:

nag_1d_spline_intg(&spline, &integral, &fail)

see nag_1d_spline_intg (e02bdc).

10 Example

This example reads in a set of data values, followed by a set of values of s. For each value of s it calls
nag_1d_spline_fit (e02bec) to compute a spline approximation, and prints the values of the knots and
the B-spline coefficients ci.

The program includes code to evaluate the computed splines, by calls to nag_1d_spline_evaluate
(e02bbc), at the points xr and at points mid-way between them. These values are not printed out,
however; instead the results are illustrated by plots of the computed splines, together with the data
points (indicated by �) and the positions of the knots (indicated by vertical lines): the effect of
decreasing s can be clearly seen.

10.1 Program Text

/* nag_1d_spline_fit (e02bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
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*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, j, m, nest, r;
NagError fail;
Nag_Comm warmstartinf;
Nag_Spline spline;
Nag_Start start;
double fp, s, *sp = 0, txr, *weights = 0, *x = 0, *y = 0;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.c = 0;

warmstartinf.nag_w = 0;
warmstartinf.nag_iw = 0;

printf("nag_1d_spline_fit (e02bec) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif

/* Input the number of data points, followed by the data
* points x, the function values y and the weights w.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &m);

#else
scanf("%" NAG_IFMT "", &m);

#endif
nest = m + 4;
if (m >= 4) {

if (!(weights = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(m, double)) ||
!(y = NAG_ALLOC(m, double)) || !(sp = NAG_ALLOC(2 * m - 1, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
start = Nag_Cold;
for (r = 0; r < m; r++)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[r], &y[r], &weights[r]);

#else
scanf("%lf%lf%lf", &x[r], &y[r], &weights[r]);

#endif
/* Read in successive values of s until end of data file. */

#ifdef _WIN32
while (scanf_s("%lf", &s) != EOF)

#else
while (scanf("%lf", &s) != EOF)

#endif
{

/* Determine the spline approximation. */
/* nag_1d_spline_fit (e02bec).
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* Least squares cubic spline curve fit, automatic knot
* placement, one variable
*/

nag_1d_spline_fit(start, m, x, y, weights, s, nest, &fp,
&warmstartinf, &spline, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_1d_spline_fit (e02bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Evaluate the spline at each x point and midway
* between x points, saving the results in sp.
*/

for (r = 0; r < m; r++) {
/* nag_1d_spline_evaluate (e02bbc).
* Evaluation of fitted cubic spline, function only
*/

nag_1d_spline_evaluate(x[r], &sp[(r - 1) * 2 + 2], &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_fit (e02bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

for (r = 0; r < m - 1; r++) {
txr = (x[r] + x[r + 1]) / 2;
/* nag_1d_spline_evaluate (e02bbc), see above. */
nag_1d_spline_evaluate(txr, &sp[r * 2 + 1], &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_spline_evaluate (e02bbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
/* Output the results. */
printf("\nCalling with smoothing factor s = %12.3e\n", s);
printf("\nNumber of distinct knots = %" NAG_IFMT "\n\n", spline.n - 6);
printf("Distinct knots located at \n\n");
for (j = 3; j < spline.n - 3; j++)

printf("%8.4f%s", spline.lamda[j],
(j - 3) % 6 == 5 || j == spline.n - 4 ? "\n" : " ");

printf("\n\n J B-spline coeff c\n\n");
for (j = 0; j < spline.n - 4; ++j)

printf(" %3" NAG_IFMT " %13.4f\n", j + 1, spline.c[j]);
printf("\nWeighted sum of squared residuals fp = %12.3e\n", fp);
if (fp == 0.0)

printf("The spline is an interpolating spline\n");
else if (spline.n == 8)

printf("The spline is the weighted least squares cubic" "polynomial\n");
start = Nag_Warm;

}
/* Free memory allocated in spline and warmstartinf */

END:
NAG_FREE(spline.lamda);
NAG_FREE(spline.c);
NAG_FREE(warmstartinf.nag_w);
NAG_FREE(warmstartinf.nag_iw);
NAG_FREE(weights);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sp);
return exit_status;

}
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10.2 Program Data

nag_1d_spline_fit (e02bec) Example Program Data
15
0.0000E+00 -1.1000E+00 1.00
5.0000E-01 -3.7200E-01 2.00
1.0000E+00 4.3100E-01 1.50
1.5000E+00 1.6900E+00 1.00
2.0000E+00 2.1100E+00 3.00
2.5000E+00 3.1000E+00 1.00
3.0000E+00 4.2300E+00 0.50
4.0000E+00 4.3500E+00 1.00
4.5000E+00 4.8100E+00 2.00
5.0000E+00 4.6100E+00 2.50
5.5000E+00 4.7900E+00 1.00
6.0000E+00 5.2300E+00 3.00
7.0000E+00 6.3500E+00 1.00
7.5000E+00 7.1900E+00 2.00
8.0000E+00 7.9700E+00 1.00
1.0
0.5
0.1

10.3 Program Results

nag_1d_spline_fit (e02bec) Example Program Results

Calling with smoothing factor s = 1.000e+00

Number of distinct knots = 3

Distinct knots located at

0.0000 4.0000 8.0000

J B-spline coeff c

1 -1.3201
2 1.3542
3 5.5510
4 4.7031
5 8.2277

Weighted sum of squared residuals fp = 1.000e+00

Calling with smoothing factor s = 5.000e-01

Number of distinct knots = 7

Distinct knots located at

0.0000 1.0000 2.0000 4.0000 5.0000 6.0000
8.0000

J B-spline coeff c

1 -1.1072
2 -0.6571
3 0.4350
4 2.8061
5 4.6824
6 4.6416
7 5.1976
8 6.9008
9 7.9979

Weighted sum of squared residuals fp = 5.001e-01
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Calling with smoothing factor s = 1.000e-01

Number of distinct knots = 10

Distinct knots located at

0.0000 1.0000 1.5000 2.0000 3.0000 4.0000
4.5000 5.0000 6.0000 8.0000

J B-spline coeff c

1 -1.0900
2 -0.6422
3 0.0369
4 1.6353
5 2.1274
6 4.5526
7 4.2225
8 4.9108
9 4.4159

10 5.4794
11 6.8308
12 7.9935

Weighted sum of squared residuals fp = 1.000e-01
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NAG Library Function Document

nag_fit_1dspline_deriv_vector (e02bfc)

1 Purpose

nag_fit_1dspline_deriv_vector (e02bfc) evaluates a cubic spline and up to its first three derivatives from
its B-spline representation at a vector of points. nag_fit_1dspline_deriv_vector (e02bfc) can be used to
compute the values and derivatives of cubic spline fits and interpolants produced by reference to
nag_1d_spline_interpolant (e01bac), nag_1d_spline_fit_knots (e02bac) and nag_1d_spline_fit (e02bec).

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_fit_1dspline_deriv_vector (Nag_SplineVectorSort start,
Nag_Spline *spline, Nag_DerivType deriv, Nag_Boolean xord,
const double x[], Integer ixloc[], Integer nx, double s[], Integer pds,
Integer iwrk[], Integer liwrk, NagError *fail)

3 Description

nag_fit_1dspline_deriv_vector (e02bfc) evaluates the cubic spline s xð Þ and optionally derivatives up to
order 3 for a vector of points xj , for j ¼ 1; 2; . . . ; nx. It is assumed that s xð Þ is represented in terms of
its B-spline coefficients ci, for i ¼ 1; 2; . . . ; �nþ 3, and (augmented) ordered knot set �i, for
i ¼ 1; 2; . . . ; �nþ 7, (see nag_1d_spline_fit_knots (e02bac) and nag_1d_spline_fit (e02bec)), i.e.,

s xð Þ ¼
Xq
i¼1
ciNi xð Þ:

Here q ¼ �nþ 3, �n is the number of intervals of the spline and Ni xð Þ denotes the normalized B-spline of
degree 3 (order 4) defined upon the knots �i; �iþ1; . . . ; �iþ4. The knots �5; �6; . . . ; ��nþ3 are the interior
knots. The remaining knots, �1, �2, �3, �4 and ��nþ4, ��nþ5, ��nþ6, � �nþ7 are the exterior knots. The knots
�4 and ��nþ4 are the boundaries of the spline.

Only abscissae satisfying,

�4 � xj � ��nþ4;

will be evaluated. At a simple knot �i (i.e., one satisfying �i�1 < �i < �iþ1), the third derivative of the
spline is, in general, discontinuous. At a multiple knot (i.e., two or more knots with the same value),
lower derivatives, and even the spline itself, may be discontinuous. Specifically, at a point x ¼ u where
(exactly) r knots coincide (such a point is termed a knot of multiplicity r), the values of the derivatives
of order 4� j, for j ¼ 1; 2; . . . ; r, are, in general, discontinuous. (Here 1 � r � 4; r > 4 is not
meaningful.) The maximum order of the derivatives to be evaluated Dord, and the left- or right-
handedness of the computation when an abscissa corresponds exactly to an interior knot, are determined
by the value of deriv.

Each abscissa (point at which the spline is to be evaluated) xj contained in x has an associated
enclosing interval number, ixlocj either supplied or returned in ixloc (see argument start). A simple call
to nag_fit_1dspline_deriv_vector (e02bfc) would set start ¼ Nag SplineVectorSort Sorted and the
contents of ixloc need never be set nor referenced, and the following description on modes of operation
can be ignored. However, where efficiency is an important consideration, the following description will
help to choose the appropriate mode of operation.

The interval numbers are used to determine which B-splines must be evaluated for a given abscissa, and
are defined as
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ixlocj ¼

� 0 xj < �1
4 �4 ¼ xj
k �k < xj < �kþ1
k �4 < �k ¼ xj left derivatives
k xj ¼ �kþ1 < ��nþ4 right derivatives or no derivatives
�nþ 4 ��nþ4 ¼ xj
> �nþ 7 xj > ��nþ7

0BBBBBBB@

1CCCCCCCA
ð1Þ

The algorithm has two modes of vectorization, termed here sorted and unsorted, which are selectable by
the argument start.

Furthermore, if the supplied abscissae are sufficiently ordered, as indicated by the argument xord, the
algorithm will take advantage of significantly faster methods for the determination of both the interval
numbers and the subsequent spline evaluations.

The sorted mode has two phases, a sorting phase and an evaluation phase. This mode is recommended
if there are many abscissae to evaluate relative to the number of intervals of the spline, or the abscissae
are distributed relatively densely over a subsection of the spline. In the first phase, ixlocj is determined
for each xj and a permutation is calculated to sort the xj by interval number. The first phase may be
either partially or completely by-passed using the argument start if the enclosing segments and/or the
subsequent ordering are already known a priori, for example if multiple spline coefficients spline!c
are to be evaluated over the same set of knots spline!lamda.

In the second phase of the sorted mode, spline approximations are evaluated by segment, so that non-
abscissa dependent calculations over a segment may be reused in the evaluation for all abscissae
belonging to a specific segment. For example, all third derivatives of all abscissae in the same segment
will be identical.

In the unsorted mode of vectorization, no a priori segment sorting is performed, and if the abscissae are
not sufficiently ordered, the evaluation at an abscissa will be independent of evaluations at other
abscissae; also non-abscissa dependent calculations over a segment will be repeated for each abscissa in
a segment. This may be quicker if the number of abscissa is small in comparison to the number of knots
in the spline, and they are distributed sparsely throughout the domain of the spline. This is effectively a
direct vectorization of nag_1d_spline_evaluate (e02bbc) and nag_1d_spline_deriv (e02bcc), although if
the enclosing interval numbers ixlocj are known, these may again be provided.

If the abscissae are sufficiently ordered, then once the first abscissa in a segment is known, an efficient
algorithm will be used to determine the location of the final abscissa in this segment. The spline will
subsequently be evaluated in a vectorized manner for all the abscissae indexed between the first and last
of the current segment.

If no derivatives are required, the spline evaluation is calculated by taking convex combinations due to
de Boor (1972). Otherwise, the calculation of s xð Þ and its derivatives is based upon,

(i) evaluating the nonzero B-splines of orders 1, 2, 3 and 4 by recurrence (see Cox (1972) and Cox
(1978)),

(ii) computing all derivatives of the B-splines of order 4 by applying a second recurrence to these
computed B-spline values (see de Boor (1972)),

(iii) multiplying the fourth-order B-spline values and their derivative by the appropriate B-spline
coefficients, and summing, to yield the values of s xð Þ and its derivatives.

The method of convex combinations is significantly faster than the recurrence based method. If higher
derivatives of order 2 or 3 are not required, as much computation as possible is avoided.

4 References

Cox M G (1972) The numerical evaluation of B-splines J. Inst. Math. Appl. 10 134–149

Cox M G (1978) The numerical evaluation of a spline from its B-spline representation J. Inst. Math.
Appl. 21 135–143

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62
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5 Arguments

1: start – Nag_SplineVectorSort Input

On entry: indicates the completion state of the first phase of the algorithm.

start ¼ Nag SplineVectorSort Sorted
The enclosing interval numbers ixlocj for the abscissae xj contained in x have not been
determined, and you wish to use the sorted mode of vectorization.

start ¼ Nag SplineVectorSort Sorted Indexed
The enclosing interval numbers ixlocj have been determined and are provided in ixloc,
however the required permutation and interval related information has not been determined
and you wish to use the sorted mode of vectorization.

start ¼ Nag SplineVectorSort Sorted Indexed Perm
You wish to use the sorted mode of vectorization, and the entire first phase has been
completed, with the enclosing interval numbers supplied in ixloc, and the required
permutation and interval related information provided in iwrk (from a previous call to
nag_fit_1dspline_deriv_vector (e02bfc)).

start ¼ Nag SplineVectorSort Unsorted
The enclosing interval numbers ixlocj for the abscissae xj contained in x have not been
determined, and you wish to use the unsorted mode of vectorization.

start ¼ Nag SplineVectorSort Unsorted Indexed
The enclosing interval numbers ixlocj for the abscissae xj contained in x have been
supplied in ixloc, and you wish to use the unsorted mode of vectorization.

C o n s t r a i n t : start ¼ Nag SplineVectorSort Sorted, Nag SplineVectorSort Sorted Indexed,
Nag SplineVectorSort Sorted Indexed Perm, Nag SplineVectorSort Unsorted o r
Nag SplineVectorSort Unsorted Indexed.

Additional: start ¼ Nag SplineVectorSort Sorted or Nag SplineVectorSort Unsorted should be
used unless you are sure that the knot set is unchanged between calls.

2: spline – Nag_Spline *

Pointer to structure of type Nag_Spline with the following members:

n – Integer Input

On entry: �nþ 7, where �n is the number of intervals of the spline (which is one greater
than the number of interior knots, i.e., the knots strictly within the range �4 to ��nþ4 over
which the spline is defined).

Constraint: spline!n 	 8.

lamda – double * Input

On entry: a pointer to which memory of size spline!n must be allocated.
spline!lamda½k � 1� must be set to the value of the kth member of the complete set
of knots, �k , for k ¼ 1; 2; . . . ; �nþ 7.

C o n s t r a i n t : t h e �k m u s t b e i n n o n d e c r e a s i n g o r d e r w i t h
spline!lamda½spline!n� 4� > spline!lamda½3�.

c – double * Input

On entry: a pointer to which memory of size spline!n� 4 must be allocated. spline!c
holds the coefficient ci of the B-spline Ni xð Þ, for i ¼ 1; 2; . . . ; �nþ 3.

Under normal usage, the call to function nag_fit_1dspline_deriv_vector (e02bfc) will follow at
least one call to nag_1d_spline_interpolant (e01bac), nag_1d_spline_fit_knots (e02bac) or
nag_1d_spline_fit (e02bec)). In that case, the structure spline will have been set up correctly for
input to nag_fit_1dspline_deriv_vector (e02bfc). If multiple sets of B-spline co-efficients are
required for the same set of knots � and the same set of abscissae x, multiple calls to
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nag_fit_1dspline_deriv_vector (e02bfc) may be made with spline!c pointing to different
coefficient sets, with start set appropriately for efficiency.

3: deriv – Nag_DerivType Input

On entry: determines the maximum order of derivatives required, Dord, as well as the
computational behaviour when absicssae correspond exactly to interior knots.

For abscissae satisfying xj ¼ �4 or xj ¼ ��nþ4 only right-handed or left-handed computation will
be used respectively. For abscissae which do not coincide exactly with a knot, the handedness of
the computation is immaterial.

deriv ¼ Nag NoDerivs
No derivatives required. Dord ¼ 0. Only right-handed computation will be used at interior
knots.

deriv ¼ Nag LeftDerivs 1 or Nag RightDerivs 1
Only s xð Þ and its first derivative are required. Dord ¼ 1.

deriv ¼ Nag LeftDerivs 2 or Nag RightDerivs 2
Only s xð Þ and its first and second derivatives are required. Dord ¼ 2.

deriv ¼ Nag LeftDerivs 3 or Nag RightDerivs 3
s xð Þ and its first, second and third derivatives are required. Dord ¼ 3.

Constraint: deriv ¼ Nag NoDerivs, Nag LeftDerivs 1, Nag RightDerivs 1, Nag LeftDerivs 2,
Nag RightDerivs 2, Nag LeftDerivs 3 or Nag RightDerivs 3.

Additional: if left-handed computation of the spline s is required, a value of deriv must be
chosen which computes at least the first derivative in a left-handed manner. As mentioned in
Section 3, the handedness of the computation of s will only have an effect if at least 4 interior
knots are identical.

4: xord – Nag_Boolean Input

On entry: indicates whether x is supplied in a sufficiently ordered manner. If x is sufficiently
ordered nag_fit_1dspline_deriv_vector (e02bfc) will complete faster.

xord ¼ Nag TRUE
The abscissae in x are ordered at least by ascending interval, in that any two abscissae
contained in the same interval are only separated by abscissae in the same interval. For
example, xj < xjþ1, for j ¼ 1; 2; . . . ; nx� 1.

xord ¼ Nag FALSE
The abscissae in x are not sufficiently ordered.

5: x½nx� – const double Input

On entry: the abscissae xj , for j ¼ 1; 2; . . . ; nx. If start ¼ Nag SplineVectorSort Sorted or
Nag SplineVectorSort Unsorted then evaluations will only be performed for these xj satisfying
�4 � xj � ��nþ4. Otherwise evaluation will be performed unless the corresponding element of
ixloc contains an invalid interval number. Please note that if the ixloc½j� is a valid interval
number then no check is made that x½j� actually lies in that interval.

Cons t ra in t : a t l e a s t one absc i s s a mus t f a l l be tween spline!lamda 3½ � and
spline!lamda spline!n� 4½ �.

6: ixloc½nx� – Integer Input/Output

On entry: if start ¼ Nag SplineVectorSort Sorted Indexed,
Nag SplineVectorSort Sorted Indexed Perm or Nag SplineVectorSort Unsorted Indexed, if you
wish xj to be evaluated, ixloc½j� 1� must be the enclosing interval number ixlocj of the abscissae
xj (see (1)). If you do not wish xj to be evaluated, you may set the interval number to be either
less than 4 or greater than �nþ 4.

Otherwise, ixloc need not be set.
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On exit: if start ¼ Nag SplineVectorSort Sorted Indexed,
Nag SplineVectorSort Sorted Indexed Perm or Nag SplineVectorSort Unsorted Indexed, ixloc is
unchanged on exit.

Otherwise, ixloc½j � 1�, contains the enclosing interval number ixlocj, for the abscissa supplied in
x½j � 1�, for j ¼ 1; 2; . . . ; nx. Evaluations will only be performed for abscissae xj satisfying
�4 � xj � ��nþ4. If evaluation is not performed ixloc½j� 1� is set to 0 if xj < �4 or �nþ 7 if
xj > ��nþ4.

C o n s t r a i n t : i f start ¼ Nag SplineVectorSort Sorted Indexed,
Nag SplineVectorSort Sorted Indexed Perm or Nag SplineVectorSort Unsorted Indexed, at least
one element of ixloc must be between 4 and spline!n� 3.

7: nx – Integer Input

On entry: nx, the total number of abscissae contained in x, including any that will not be
evaluated.

Constraint: nx 	 1.

8: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least pds� ðDord þ 1Þ, see deriv for the
definition of Dord.

On exit: if xj is valid, S j; dð Þ will contain the (d � 1)th derivative of s xð Þ, for
d ¼ 1; 2; . . . ;Dord þ 1 and j ¼ 1; 2; . . . ; nx. In particular, S j; 1ð Þ will contain the approximation
of s xj

� �
for all legal values in x.

9: pds – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array s.

Constraint: pds 	 nx, regardless of the acceptability of the elements of x.

10: iwrk½liwrk� – Integer Input/Output

On entry: if start ¼ Nag SplineVectorSort Sorted Indexed Perm, iwrk must be unchanged from
a p r e v i o u s c a l l t o n a g _ fi t _ 1 d s p l i n e _ d e r i v _ v e c t o r ( e 0 2 b f c ) w i t h
start ¼ Nag SplineVectorSort Sorted or Nag SplineVectorSort Sorted Indexed.

Othe rwise , iwrk need no t be se t . Fur the rmore , iwrk may be NULL i f
start ¼ Nag SplineVectorSort Unsorted or Nag SplineVectorSort Unsorted Indexed.

On exit: if start ¼ Nag SplineVectorSort Unsorted or Nag SplineVectorSort Unsorted Indexed,
iwrk is unchanged on exit.

Otherwise, iwrk contains the required permutation of elements of x, if any, and information
related to the division of the abscissae xj between the intervals derived from spline!lamda.

11: liwrk – Integer Input

On entry: the dimension of the array iwrk.

Constraint: if start ¼ Nag SplineVectorSort Sorted, Nag SplineVectorSort Sorted Indexed or
Nag SplineVectorSort Sorted Indexed Perm, liwrk 	 3þ 3� nx.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ABSCI_OUTSIDE_KNOT_INTVL

On entry, all elements of x had enclosing interval numbers in ixloc outside the domain allowed
by the provided spline.
valueh i entries of x were indexed below the lower bound valueh i.
valueh i entries of x were indexed above the upper bound valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nx ¼ valueh i.
Constraint: nx 	 1.

On entry, spline!n ¼ valueh i.
Constraint: spline!n 	 8.

NE_INT_2

On entry, liwrk ¼ valueh i.
Constraint: liwrk 	 3� nxþ 3 ¼ valueh i.
On entry, pds ¼ valueh i.
Constraint: pds 	 nx ¼ valueh i.

NE_INT_CHANGED

On entry, start ¼ Nag SplineVectorSort Sorted Indexed Perm and nx is not consistent with the
previous call to nag_fit_1dspline_deriv_vector (e02bfc).
On entry, nx ¼ valueh i.
Constraint: nx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SPLINE_RANGE_INVALID

O n e n t r y , spline!lamda½3� ¼ valueh i, spline!n ¼ valueh i a n d
spline!lamda½spline!n� 4� ¼ valueh i.
Constraint: spline!lamda½3� < spline!lamda½spline!n� 4�.
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NW_SOME_SOLUTIONS

On entry, at least one element of x has an enclosing interval number in ixloc outside the set
allowed by the provided spline. The spline has been evaluated for all x with enclosing interval
numbers inside the allowable set.
valueh i entries of x were indexed below the lower bound valueh i.
valueh i entries of x were indexed above the upper bound valueh i.

7 Accuracy

The computed value of s xð Þ has negligible error in most practical situations. Specifically, this value has
an absolute error bounded in modulus by 18� cmax �machine precision, where cmax is the largest in
modulus of cj, cj þ 1, cj þ 2 and cj þ 3, and j is an integer such that �j þ 3 < x � �j þ 4. If cj, cj þ 1,
cj þ 2 and cj þ 3 are all of the same sign, then the computed value of s xð Þ has relative error bounded
by 20�machine precision. For full details see Cox (1978).

No complete error analysis is available for the computation of the derivatives of s xð Þ. However, for
most practical purposes the absolute errors in the computed derivatives should be small. Note that this
is in comparison to the derivatives of the spline, which may or may not be comparable to the
derivatives of the function that has been approximated by the spline.

8 Parallelism and Performance

nag_fit_1dspline_deriv_vector (e02bfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If using the sorted mode of vectorization, the time required for the first phase to determine the
enclosing intervals is approximately proportional to O nxlog �nð Þð Þ. The time required to then generate
the required permutations and interval information is O nxð Þ if x is ordered sufficiently, or at worst
O nxmin nx; �nð Þlog min nx; �nð Þð Þð Þ if x is not ordered. The time required by the second phase is then
proportional to O nxð Þ.
If using the unsorted mode of vectorization, the time required is proportional to O nxlog �nð Þð Þ if the
enclosing interval numbers are not provided, or O nxð Þ if they are provided. However, the repeated
calculation of various quantities will typically make this slower than the sorted mode when the ratio of
abscissae to knots is high, or the abscissae are densely distributed over a relatively small subset of the
intervals of the spline.

Note: the function does not test all the conditions on the knots given in the description of
spline!lamda in Section 5, since to do this would result in a computation time with a linear
dependency upon �n instead of log �nð Þ. All the conditions are tested in nag_1d_spline_fit_knots (e02bac)
and nag_1d_spline_fit (e02bec), however.

10 Example

This example fits a spline through a set of data points using nag_1d_spline_fit (e02bec) and then
evaluates the spline at a set of supplied abscissae.
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10.1 Program Text

/* nag_fit_1dspline_deriv_vector (e02bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{
#define S(I,J) s[(J-1)*pds + I-1]

Integer exit_status = 0;
double fp, sfac;
Integer pds, liwrk, m, nest, nx, d, j;
double *s = 0, *wdata = 0, *x = 0, *xdata = 0, *ydata = 0;
Integer *iwrk = 0, *ixloc = 0;
Nag_Comm warmstartinf;
Nag_Spline spline;
Nag_Start start_e02bec;
Nag_SplineVectorSort start;
Nag_Boolean xord;
Nag_DerivType deriv;
NagError fail;

printf("nag_fit_1dspline_deriv_vector (e02bfc) Example Program Results\n");

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.c = 0;
warmstartinf.nag_w = 0;
warmstartinf.nag_iw = 0;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of data points for the spline, */
/* followed by the data points (xdata), the function values (ydata) */
/* and the weights (wdata). */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &m);

#else
scanf("%" NAG_IFMT "", &m);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

nest = m + 4;
if (m >= 4) {

if (!(wdata = NAG_ALLOC(m, double)) ||
!(xdata = NAG_ALLOC(m, double)) || !(ydata = NAG_ALLOC(m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
start_e02bec = Nag_Cold;

for (j = 0; j < m; j++) {
#ifdef _WIN32

scanf_s("%lf", &xdata[j]);
#else

scanf("%lf", &xdata[j]);
#endif
#ifdef _WIN32

scanf_s("%lf", &ydata[j]);
#else

scanf("%lf", &ydata[j]);
#endif
#ifdef _WIN32

scanf_s("%lf", &wdata[j]);
#else

scanf("%lf", &wdata[j]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the requested smoothing factor. */
#ifdef _WIN32

scanf_s("%lf", &sfac);
#else

scanf("%lf", &sfac);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Determine the spline approximation.
* nag_1d_spline_fit (e02bec).
* Least squares cubic spline curve fit, automatic knot placement,
* one variable.
*/

nag_1d_spline_fit(start_e02bec, m, xdata, ydata, wdata, sfac, nest,
&fp, &warmstartinf, &spline, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_1d_spline_fit (e02bec).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Read in the number of sample points requested. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nx);
#else

scanf("%" NAG_IFMT "", &nx);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for sample point locations and */
/* function and derivative approximations. */
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pds = nx;
liwrk = 3 + 3 * nx;
if (!(x = NAG_ALLOC(nx, double)) ||

!(s = NAG_ALLOC(pds * 4, double)) ||
!(ixloc = NAG_ALLOC(nx, Integer)) || !(iwrk = NAG_ALLOC(liwrk, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in sample points. */
for (j = 0; j < nx; j++)

#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

xord = Nag_FALSE;
start = Nag_SplineVectorSort_Sorted;
deriv = Nag_RightDerivs_3;
/*
* nag_fit_1dspline_deriv_vector (e02bfc).
* Evaluation of fitted cubic spline, function and optionally derivatives
* at a vector of points.
*/

nag_fit_1dspline_deriv_vector(start, &spline, deriv, xord, x, ixloc, nx,
s, pds, iwrk, liwrk, &fail);

switch (fail.code) {
case NE_NOERROR:
case NW_SOME_SOLUTIONS:

{
/* Output the results. */
printf("\n");
printf(" x ixloc s(x) ");
printf(" ds/dx d2s/dx2 d3s/dx3\n");
for (j = 0; j < nx; j++) {

if (ixloc[j] >= 4 && ixloc[j] <= spline.n - 3) {
printf("%8.4f %7" NAG_IFMT " ", x[j], ixloc[j]);
for (d = 0; d < 4; d++)

printf("%12.4e ", S(j + 1, d + 1));
printf("\n");

}
else

printf("%f %" NAG_IFMT "\n", x[j], ixloc[j]);
}
break;

}
default:

{
printf("Error from nag_fit_1dspline_deriv_vector (e02bfc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
}

END:

NAG_FREE(xdata);
NAG_FREE(ydata);
NAG_FREE(wdata);
NAG_FREE(warmstartinf.nag_w);
NAG_FREE(warmstartinf.nag_iw);
NAG_FREE(spline.lamda);
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NAG_FREE(spline.c);
NAG_FREE(x);
NAG_FREE(ixloc);
NAG_FREE(s);
NAG_FREE(iwrk);

return exit_status;
}

10.2 Program Data

nag_fit_1dspline_deriv_vector (e02bfc) Example Program Data
15 : M, the number of data points.
0.0000E+00 -1.1000E+00 1.00
5.0000E-01 -3.7200E-01 1.00
1.0000E+00 4.3100E-01 1.50
1.5000E+00 1.6900E+00 1.00
2.0000E+00 2.1100E+00 1.00
2.5000E+00 3.1000E+00 1.00
3.0000E+00 4.2300E+00 1.00
4.0000E+00 4.3500E+00 1.00
4.5000E+00 4.8100E+00 1.00
5.0000E+00 4.6100E+00 1.00
5.5000E+00 4.7900E+00 1.00
6.0000E+00 5.2300E+00 1.00
7.0000E+00 6.3500E+00 1.00
7.5000E+00 7.1900E+00 1.00
8.0000E+00 7.9700E+00 1.00 : xdata(1:m), ydata(1:m), wdata(1:m)
0.001 : S, smoothing factor.

20 : NX, the number of evaluation points.
6.5178 7.2463 1.0159 7.3070
5.0589 0.7803 2.2280 4.3751
7.6601 7.7191 1.2609 7.7647
7.6573 3.8830 6.4022 1.1351
3.3741 7.3259 6.3377 7.6759 : Unordered evaluation points x(1:nx).

10.3 Program Results

nag_fit_1dspline_deriv_vector (e02bfc) Example Program Results

x ixloc s(x) ds/dx d2s/dx2 d3s/dx3
6.5178 14 5.7418e+00 1.0741e+00 5.6736e-01 1.3065e+00
7.2463 15 6.7486e+00 1.7074e+00 4.9054e-01 -2.8697e+00
1.0159 5 4.7469e-01 2.4179e+00 3.8175e+00 -2.2171e+01
7.3070 15 6.8531e+00 1.7319e+00 3.1634e-01 -2.8697e+00
5.0589 12 4.6105e+00 -1.0363e-01 2.9075e+00 -4.4467e+00
0.7803 4 6.6885e-03 1.6216e+00 2.5007e+00 7.5980e+00
2.2280 7 2.4751e+00 1.9559e+00 3.0615e+00 -6.6690e+00
4.3751 10 4.7199e+00 8.5194e-01 -3.0718e+00 -1.9866e+01
7.6601 15 7.4633e+00 1.6647e+00 -6.9696e-01 -2.8697e+00
7.7191 15 7.5602e+00 1.6186e+00 -8.6627e-01 -2.8697e+00
1.2609 5 1.1273e+00 2.6878e+00 -1.6146e+00 -2.2171e+01
7.7647 15 7.6330e+00 1.5761e+00 -9.9713e-01 -2.8697e+00
7.6573 15 7.4586e+00 1.6667e+00 -6.8892e-01 -2.8697e+00
3.8830 9 4.3152e+00 1.6458e-01 3.1754e+00 1.0296e+01
6.4022 14 5.6211e+00 1.0172e+00 4.1633e-01 1.3065e+00
1.1351 5 7.8376e-01 2.7154e+00 1.1746e+00 -2.2171e+01
3.3741 9 4.4165e+00 -1.1809e-01 -2.0644e+00 1.0296e+01
7.3259 15 6.8859e+00 1.7374e+00 2.6211e-01 -2.8697e+00
6.3377 14 5.5563e+00 9.9310e-01 3.3206e-01 1.3065e+00
7.6759 15 7.4895e+00 1.6534e+00 -7.4230e-01 -2.8697e+00
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NAG Library Function Document

nag_2d_cheb_fit_lines (e02cac)

1 Purpose

nag_2d_cheb_fit_lines (e02cac) forms an approximation to the weighted, least squares Chebyshev series
surface fit to data arbitrarily distributed on lines parallel to one independent coordinate axis.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_cheb_fit_lines (const Integer m[], Integer n, Integer k,
Integer l, const double x[], const double y[], const double f[],
const double w[], double a[], const double xmin[], const double xmax[],
const double nux[], Integer inuxp1, const double nuy[], Integer inuyp1,
NagError *fail)

3 Description

nag_2d_cheb_fit_lines (e02cac) determines a bivariate polynomial approximation of degree k in x and l
in y to the set of data points xr;s; ys; fr;s

� �
, with weights wr;s, for s ¼ 1; 2; . . . ; n and r ¼ 1; 2; . . . ;ms.

That is, the data points are on lines y ¼ ys, but the x values may be different on each line. The values
of k and l are prescribed by you (for guidance on their choice, see Section 9). The function is based on
the method described in Sections 5 and 6 of Clenshaw and Hayes (1965).

The polynomial is represented in double Chebyshev series form with arguments �x and �y. The arguments
lie in the range �1 to þ1 and are related to the original variables x and y by the transformations

�x ¼ 2x� xmax þ xminð Þ
xmax � xminð Þ and �y ¼ 2y� ymax þ yminð Þ

ymax � yminð Þ :

Here ymax and ymin are set by the function to, respectively, the largest and smallest value of ys, but xmax

and xmin are functions of y prescribed by you (see Section 9). For this function, only their values x sð Þ
max

and x sð Þ
min at each y ¼ ys are required. For each s ¼ 1; 2; . . . ; n, x sð Þ

max must not be less than the largest

xr;s on the line y ¼ ys, and, similarly, x sð Þ
min must not be greater than the smallest xr;s.

The double Chebyshev series can be written asXk
i¼0

Xl
j¼0

aijTi �xð ÞTj �yð Þ

where Ti �xð Þ is the Chebyshev polynomial of the first kind of degree i with argument �x, and Tj yð Þ is
similarly defined. However, the standard convention, followed in this function, is that coefficients in the
above expression which have either i or j zero are written as 1

2aij , instead of simply aij, and the
coefficient with both i and j equal to zero is written as 1

4a0;0 . The series with coefficients output by the
function should be summed using this convention. nag_2d_cheb_eval (e02cbc) is available to compute
values of the fitted function from these coefficients.

The function first obtains Chebyshev series coefficients cs;i, for i ¼ 0; 1; . . . ; k, of the weighted least
squares polynomial curve fit of degree k in �x to the data on each line y ¼ ys, for s ¼ 1; 2; . . . ; n, in turn,
using an auxiliary function. The same function is then called kþ 1 times to fit cs;i, for s ¼ 1; 2; . . . ; n,
by a polynomial of degree l in �y, for each i ¼ 0; 1; . . . ; k. The resulting coefficients are the required aij.

You can force the fit to contain a given polynomial factor. This allows for the surface fit to be
constrained to have specified values and derivatives along the boundaries x ¼ xmin , x ¼ xmax , y ¼ ymin

e02 – Curve and Surface Fitting e02cac

Mark 26 e02cac.1



and y ¼ ymax or indeed along any lines �x ¼ constant or �y ¼ constant (see Section 8 of Clenshaw and
Hayes (1965)).

4 References

Clenshaw C W and Hayes J G (1965) Curve and surface fitting J. Inst. Math. Appl. 1 164–183

Hayes J G (ed.) (1970) Numerical Approximation to Functions and Data Athlone Press, London

5 Arguments

1: m½n� – const Integer Input

On entry: m½s � 1� must be set to ms, the number of data x values on the line y ¼ ys, for
s ¼ 1; 2; . . . ; n.

Constraint: m½s � 1� > 0, for s ¼ 1; 2; . . . ; n.

2: n – Integer Input

On entry: the number of lines y ¼ constant on which data points are given.

Constraint: n > 0.

3: k – Integer Input

On entry: k, the required degree of x in the fit.

Constraint: for s ¼ 1; 2; . . . ; n, inuxp1� 1 � k < mdist sð Þ þ inuxp1� 1, where mdist sð Þ is the
number of distinct x values with nonzero weight on the line y ¼ ys. See Section 9.

4: l – Integer Input

On entry: l, the required degree of y in the fit.

Constraints:

l 	 0;
inuyp1� 1 � l < nþ inuyp1� 1.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least
Xn
s¼1

m½s � 1�
 !

.

On entry: the x values of the data points. The sequence must be

all points on y ¼ y1, followed by

all points on y ¼ y2, followed by

..

.

all points on y ¼ yn.
Constraint: for each ys, the x values must be in nondecreasing order.

6: y½n� – const double Input

On entry: y½s � 1� must contain the y value of line y ¼ ys, for s ¼ 1; 2; . . . ; n, on which data is
given.

Constraint: the ys values must be in strictly increasing order.
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7: f½dim� – const double Input

Note: the dimension, dim, of the array f must be at least
Xn
s¼1

m½s � 1�
 !

.

On entry: f , the data values of the dependent variable in the same sequence as the x values.

8: w½dim� – const double Input

Note: the dimension, dim, of the array w must be at least
Xn
s¼1

m½s � 1�
 !

.

On entry: the weights to be assigned to the data points, in the same sequence as the x values.
These weights should be calculated from estimates of the absolute accuracies of the fr, expressed
as standard deviations, probable errors or some other measure which is of the same dimensions
as fr. Specifically, each wr should be inversely proportional to the accuracy estimate of fr. Often
weights all equal to unity will be satisfactory. If a particular weight is zero, the corresponding
data point is omitted from the fit.

9: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least kþ 1ð Þ � lþ 1ð Þð Þ.
On exit: contains the Chebyshev coefficients of the fit. a½i� lþ 1ð Þ þ j� 1� is the coefficient aij
of Section 3 defined according to the standard convention. These coefficients are used by
nag_2d_cheb_eval (e02cbc) to calculate values of the fitted function.

10: xmin½n� – const double Input

On entry: xmin½s � 1� must contain x sð Þ
min , the lower end of the range of x on the line y ¼ ys, for

s ¼ 1; 2; . . . ; n. It must not be greater than the lowest data value of x on the line. Each x sð Þ
min is

scaled to �1:0 in the fit. (See also Section 9.)

11: xmax½n� – const double Input

On entry: xmax½s � 1� must contain x sð Þ
max , the upper end of the range of x on the line y ¼ ys, for

s ¼ 1; 2; . . . ; n. It must not be less than the highest data value of x on the line. Each x
sð Þ
max is

scaled to þ1:0 in the fit. (See also Section 9.)

Constraint: xmax½s� 1� > xmin½s� 1�.

12: nux½inuxp1� – const double Input

On entry: nux½i � 1� must contain the coefficient of the Chebyshev polynomial of degree i � 1ð Þ
in �x, in the Chebyshev series representation of the polynomial factor in �x which you require the
fit to contain, for i ¼ 1; 2; . . . ; inuxp1. These coefficients are defined according to the standard
convention of Section 3.

Constraint: nux½inuxp1� 1� must be nonzero, unless inuxp1 ¼ 1, in which case nux is ignored.

13: inuxp1 – Integer Input

On entry: INUX þ 1, where INUX is the degree of a polynomial factor in �x which you require
the fit to contain. (See Section 3, last paragraph.)

If this option is not required, inuxp1 should be set equal to 1.

Constraint: 1 � inuxp1 � kþ 1.

14: nuy½inuyp1� – const double Input

On entry: nuy½i � 1� must contain the coefficient of the Chebyshev polynomial of degree i � 1ð Þ
in �y, in the Chebyshev series representation of the polynomial factor which you require the fit to
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contain, for i ¼ 1; 2; . . . ; inuyp1. These coefficients are defined according to the standard
convention of Section 3.

Constraint: nuy½inuyp1� 1� must be nonzero, unless inuyp1 ¼ 1, in which case nuy is ignored.

15: inuyp1 – Integer Input

On entry: INUY þ 1, where INUY is the degree of a polynomial factor in �y which you require
the fit to contain. (See Section 3, last paragraph.) If this option is not required, inuyp1 should be
set equal to 1.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, inuxp1 ¼ valueh i.
Constraint: inuxp1 	 1.

On entry, inuyp1 ¼ valueh i.
Constraint: inuyp1 	 1.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, l ¼ valueh i.
Constraint: l 	 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, inuxp1 ¼ valueh i and k ¼ valueh i.
Constraint: inuxp1 � kþ 1.

On entry, inuyp1 ¼ valueh i and l ¼ valueh i.
Constraint: inuyp1 � lþ 1.

NE_INT_3

On entry, n ¼ valueh i, l ¼ valueh i and inuyp1 ¼ valueh i.
Constraint: inuyp1� 1 � l < nþ inuyp1� 1.

On entry, n ¼ valueh i, l ¼ valueh i and inuyp1 ¼ valueh i.
Constraint: l 	 0 and

On entry, n ¼ valueh i, l ¼ valueh i and inuyp1 ¼ valueh i.
Constraint: n 	 l� inuyp1þ 2.
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NE_INT_ARRAY

On entry, I ¼ valueh i, m½I � 1� ¼ valueh i, k ¼ valueh i and inuxp1 ¼ valueh i.
Constraint: m½I � 1� 	 k� inuxp1þ 2.

O n e n t r y , inuxp1 ¼ valueh i, nux½inuxp1� 1� ¼ valueh i, inuyp1 ¼ valueh i a n d
nuy½inuyp1� 1� ¼ valueh i.
Constraint: if nux½inuxp1� 1� ¼ 0:0, inuxp1 ¼ 1; if nuy½inuyp1� 1� ¼ 0:0, inuyp1 ¼ 1.

On entry, m½ valueh i� ¼ valueh i.
Constraint: m½s � 1� > 0, for s ¼ 1; 2; . . . ;n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_ZERO_WEIGHTS

On entry, the number of distinct x values with nonzero weight on y ¼ y½I � 1� is less than
k� inuxp1þ 2: I ¼ valueh i, y½I � 1� ¼ valueh i, k ¼ valueh i and inuxp1 ¼ valueh i.

NE_NOT_NON_DECREASING

On entry, the data x values are not nondecreasing for y ¼ y½I � 1�: I ¼ valueh i and
y½I � 1� ¼ valueh i.

NE_NOT_STRICTLY_INCREASING

On entry, I ¼ valueh i, y½I � 1� ¼ valueh i and y½I � 2� ¼ valueh i.
Constraint: y½I � 1� > y½I � 2�.

NE_REAL_ARRAY

On entry, xmin½I � 1� and xmax½I � 1� do not span the data x values on y ¼ y½I � 1�:
I ¼ valueh i, xmin½I � 1� ¼ valueh i, xmax½I � 1� ¼ valueh i and y½I � 1� ¼ valueh i.

7 Accuracy

No error analysis for this method has been published. Practical experience with the method, however, is
generally extremely satisfactory.

8 Parallelism and Performance

nag_2d_cheb_fit_lines (e02cac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to k� k�
Xn
s¼1

m½s � 1�
 !

þ n� l2
 !

.

e02 – Curve and Surface Fitting e02cac

Mark 26 e02cac.5



The reason for allowing xmax and xmin (which are used to normalize the range of x) to vary with y is
that unsatisfactory fits can result if the highest (or lowest) data values of the normalized x on each line
y ¼ ys are not approximately the same. (For an explanation of this phenomenon, see page 176 of
Clenshaw and Hayes (1965).) Commonly in practice, the lowest (for example) data values x1;s, while
not being approximately constant, do lie close to some smooth curve in the x; yð Þ plane. Using values
from this curve as the values of xmin , different in general on each line, causes the lowest transformed
data values �x1;s to be approximately constant. Sometimes, appropriate curves for xmax and xmin will be
clear from the context of the problem (they need not be polynomials). If this is not the case, suitable
curves can often be obtained by fitting to the lowest data values x1;s and to the corresponding highest
data values of x, low degree polynomials in y, using function nag_1d_cheb_fit (e02adc), and then
shifting the two curves outwards by a small amount so that they just contain all the data between them.
The complete curves are not in fact supplied to the present function, only their values at each ys; and
the values simply need to lie on smooth curves. More values on the complete curves will be required
subsequently, when computing values of the fitted surface at arbitrary y values.

Naturally, a satisfactory approximation to the surface underlying the data cannot be expected if the
character of the surface is not adequately represented by the data. Also, as always with polynomials, the
approximating function may exhibit unwanted oscillations (particularly near the ends of the ranges) if
the degrees k and l are taken greater than certain values, generally unknown but depending on the total
number of coefficients kþ 1ð Þ � lþ 1ð Þ should be significantly smaller than, say not more than half, the
total number of data points. Similarly, kþ 1 should be significantly smaller than most (preferably all)
the ms, and lþ 1 significantly smaller than n. Closer spacing of the data near the ends of the x and y
ranges is an advantage. In particular, if �ys ¼ � cos 	 s � 1ð Þ= n� 1ð Þð Þ, for s ¼ 1; 2; . . . ; n and
�xr;s ¼ � cos 	 r � 1ð Þ= m� 1ð Þð Þ, for r ¼ 1; 2; . . . ;m, (thus ms ¼ m for all s), then the values
k ¼ m� 1 and l ¼ n� 1 (so that the polynomial passes exactly through all the data points) should
not give unwanted oscillations. Other datasets should be similarly satisfactory if they are everywhere at
least as closely spaced as the above cosine values with m replaced by kþ 1 and n by lþ 1 (more
precisely, if for every s the largest interval between consecutive values of arccos �xr;s, for
r ¼ 1; 2; . . . ;m, is not greater than 	=k, and similarly for the �ys). The polynomial obtained should
always be examined graphically before acceptance. Note that, for this purpose it is not sufficient to plot
the polynomial only at the data values of x and y: intermediate values should also be plotted, preferably
via a graphics facility.

Provided the data are adequate, and the surface underlying the data is of a form that can be represented
by a polynomial of the chosen degrees, the function should produce a good approximation to this
surface. It is not, however, the true least squares surface fit nor even a polynomial in x and y, the
original variables (see Section 6 of Clenshaw and Hayes (1965), ), except in certain special cases. The
most important of these is where the data values of x are the same on each line y ¼ ys, (i.e., the data
points lie on a rectangular mesh in the x; yð Þ plane), the weights of the data points are all equal, and
xmax and xmin are both constants (in this case they should be set to the largest and smallest data values
of x, respectively).

If the dataset is such that it can be satisfactorily approximated by a polynomial of degrees k0 and l0, say,
then if higher values are used for k and l in the function, all the coefficients aij for i > k0 or j > l0 will
take apparently random values within a range bounded by the size of the data errors, or rather less.
(This behaviour of the Chebyshev coefficients, most readily observed if they are set out in a rectangular
array, closely parallels that in curve-fitting, examples of which are given in Section 8 of Hayes (1970).)
In practice, therefore, to establish suitable values of k0 and l0, you should first be seeking (within the
limitations discussed above) values for k and l which are large enough to exhibit the behaviour
described. Values for k0 and l0 should then be chosen as the smallest which do not exclude any
coefficients significantly larger than the random ones. A polynomial of degrees k0 and l0 should then be
fitted to the data.

If the option to force the fit to contain a given polynomial factor in x is used and if zeros of the chosen
factor coincide with data x values on any line, then the effective number of data points on that line is
reduced by the number of such coincidences. A similar consideration applies when forcing the
y-direction. No account is taken of this by the function when testing that the degrees k and l have not
been chosen too large.
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10 Example

This example reads data in the following order, using the notation of the argument list for
nag_2d_cheb_fit_lines (e02cac) above:

n k l
y½i� 1� m½i� 1� xmin½i� 1� xmax½i� 1�; for i ¼ 1; 2; . . . ; n

x½i� 1� f½i� 1� w½i� 1�; for i ¼ 1; 2; . . . ;
Xn
s¼1

m½s � 1�
 !

:

The data points are fitted using nag_2d_cheb_fit_lines (e02cac), and then the fitting polynomial is
evaluated at the data points using nag_2d_cheb_eval (e02cbc).

The output is:

the data points and their fitted values;

the Chebyshev coefficients of the fit.

10.1 Program Text

/* nag_2d_cheb_fit_lines (e02cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
double ymax;
Integer exit_status, i, j, k, l, mi, mj, n, r, t, na, one;
NagError fail;

/* Arrays */
double *a = 0, *f = 0, *ff = 0, *w = 0,

*x = 0, *xmax = 0, *xmin = 0, *y = 0;
Integer *m = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_2d_cheb_fit_lines (e02cac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of lines Y = Y(I) on which data is given, */
/* and the required degree of fit in the X and Y directions */

#ifdef _WIN32
while (scanf_s

("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k,
&l) != EOF)

#else
while (scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k, &l)

!= EOF)
#endif
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{
printf("\n");
if (n > 0) {

/* Allocate arrays m, y, xmin and xmax */
if (!(m = NAG_ALLOC(n, Integer)) ||

!(y = NAG_ALLOC(n, double)) ||
!(xmin = NAG_ALLOC(n, double)) || !(xmax = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

mj = 0;
/* Input Y(I), the number of data points on Y = Y(I) and the */
/* range of X-values on this line, for I = 1,2,...N */
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%lf%lf%*[^\n] ", &y[i], &mi, &xmin[i],

&xmax[i]);
#else

scanf("%lf%" NAG_IFMT "%lf%lf%*[^\n] ", &y[i], &mi, &xmin[i],
&xmax[i]);

#endif
m[i] = mi;
mj += mi;

}

/* Allocate arrays x, f, ff, w and a */
na = (k + 1) * (l + 1);
if (!(x = NAG_ALLOC(mj, double)) ||

!(f = NAG_ALLOC(mj, double)) ||
!(ff = NAG_ALLOC(mj, double)) ||
!(w = NAG_ALLOC(mj, double)) || !(a = NAG_ALLOC(na, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Input the X-values and function values, F, together with */
/* their weights, W. */
for (i = 0; i < mj; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[i], &f[i], &w[i]);

#else
scanf("%lf%lf%lf", &x[i], &f[i], &w[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Evaluate the coefficients, A, of the fit to this set of data */
one = 1;
/* nag_2d_cheb_fit_lines (e02cac).
* Least squares surface fit by polynomials, data on lines
*/

nag_2d_cheb_fit_lines(m, n, k, l, x, y, f, w, a, xmin, xmax, y, one,
y, one, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_cheb_fit_lines (e02cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf(" Data Y Data X Data F Fitted F Residual\n");
printf("\n");
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mi = 0;
for (r = 1; r <= n; ++r) {

t = mi + 1;
mi += m[r - 1];
ymax = y[n - 1];
if (n == 1)

ymax += 1.0;

/* Evaluate the fitted polynomial at each of the data points */
/* on the line Y = Y(R) */
/* nag_2d_cheb_eval (e02cbc).
* Evaluation of fitted polynomial in two variables
*/

nag_2d_cheb_eval(t, mi, k, l, x, xmin[r - 1], xmax[r - 1],
y[r - 1], y[0], ymax, ff, a, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_cheb_eval (e02cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Output the data and fitted values on the line Y = Y(R) */
for (i = t - 1; i < mi; ++i) {

printf("%11.4f%11.4f%11.4f%11.4f", y[r - 1], x[i], f[i], ff[i]);
printf("%11.2e\n", ff[i] - f[i]);

}
printf("\n");

}

/* Output the Chebyshev coefficients of the fit */
printf("Chebyshev coefficients of the fit\n");
printf("\n");

for (j = 1; j <= k + 1; ++j) {
for (i = (j - 1) * (l + 1); i < j * (l + 1); ++i)

printf("%11.4f ", a[i]);
printf("\n");

}
}

}

END:
NAG_FREE(a);
NAG_FREE(f);
NAG_FREE(ff);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(xmax);
NAG_FREE(xmin);
NAG_FREE(y);
NAG_FREE(m);

return exit_status;
}

10.2 Program Data

nag_2d_cheb_fit_lines (e02cac) Example Program Data
4 3 2

0.0 8 0.0 5.0
1.0 7 0.1 4.5
2.0 7 0.4 4.0
4.0 6 1.6 3.5
0.1 1.01005 1.0
1.0 1.10517 1.0
1.6 1.17351 1.0
2.1 1.23368 1.0
3.3 1.39097 1.0
3.9 1.47698 1.0
4.2 1.52196 1.0
4.9 1.63232 1.0

e02 – Curve and Surface Fitting e02cac

Mark 26 e02cac.9



0.1 2.02010 1.0
1.1 2.23256 1.0
1.9 2.41850 1.0
2.7 2.61993 1.0
3.2 2.75426 1.0
4.1 3.01364 1.0
4.5 3.13662 1.0
0.5 3.15381 1.0
1.1 3.34883 1.0
1.3 3.41649 1.0
2.2 3.73823 1.0
2.9 4.00928 1.0
3.5 4.25720 1.0
3.9 4.43094 1.0
1.7 5.92652 1.0
2.0 6.10701 1.0
2.4 6.35625 1.0
2.7 6.54982 1.0
3.1 6.81713 1.0
3.5 7.09534 1.0

10.3 Program Results

nag_2d_cheb_fit_lines (e02cac) Example Program Results

Data Y Data X Data F Fitted F Residual

0.0000 0.1000 1.0100 1.0175 7.40e-03
0.0000 1.0000 1.1052 1.1126 7.39e-03
0.0000 1.6000 1.1735 1.1809 7.43e-03
0.0000 2.1000 1.2337 1.2412 7.55e-03
0.0000 3.3000 1.3910 1.3992 8.19e-03
0.0000 3.9000 1.4770 1.4857 8.72e-03
0.0000 4.2000 1.5220 1.5310 9.03e-03
0.0000 4.9000 1.6323 1.6422 9.83e-03

1.0000 0.1000 2.0201 1.9987 -2.14e-02
1.0000 1.1000 2.2326 2.2110 -2.16e-02
1.0000 1.9000 2.4185 2.3962 -2.23e-02
1.0000 2.7000 2.6199 2.5966 -2.34e-02
1.0000 3.2000 2.7543 2.7299 -2.43e-02
1.0000 4.1000 3.0136 2.9869 -2.68e-02
1.0000 4.5000 3.1366 3.1084 -2.82e-02

2.0000 0.5000 3.1538 3.1700 1.62e-02
2.0000 1.1000 3.3488 3.3648 1.60e-02
2.0000 1.3000 3.4165 3.4325 1.60e-02
2.0000 2.2000 3.7382 3.7549 1.66e-02
2.0000 2.9000 4.0093 4.0272 1.79e-02
2.0000 3.5000 4.2572 4.2769 1.97e-02
2.0000 3.9000 4.4309 4.4521 2.12e-02

4.0000 1.7000 5.9265 5.9231 -3.42e-03
4.0000 2.0000 6.1070 6.1036 -3.41e-03
4.0000 2.4000 6.3563 6.3527 -3.50e-03
4.0000 2.7000 6.5498 6.5462 -3.64e-03
4.0000 3.1000 6.8171 6.8132 -3.98e-03
4.0000 3.5000 7.0953 7.0909 -4.49e-03

Chebyshev coefficients of the fit

15.3482 5.1507 0.1014
1.1472 0.1442 -0.1046
0.0490 -0.0031 -0.0070
0.0015 -0.0003 -0.0002
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NAG Library Function Document

nag_2d_cheb_eval (e02cbc)

1 Purpose

nag_2d_cheb_eval (e02cbc) evaluates a bivariate polynomial from the rectangular array of coefficients
in its double Chebyshev series representation.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_cheb_eval (Integer mfirst, Integer mlast, Integer k, Integer l,
const double x[], double xmin, double xmax, double y, double ymin,
double ymax, double ff[], const double a[], NagError *fail)

3 Description

This function evaluates a bivariate polynomial (represented in double Chebyshev form) of degree k in
one variable, �x, and degree l in the other, �y. The range of both variables is �1 to þ1. However, these
normalized variables will usually have been derived (as when the polynomial has been computed by
nag_2d_cheb_fit_lines (e02cac), for example) from your original variables x and y by the
transformations

�x ¼ 2x� xmax þ xminð Þ
xmax � xminð Þ and �y ¼ 2y� ymax þ yminð Þ

ymax � yminð Þ :

(Here xmin and xmax are the ends of the range of x which has been transformed to the range �1 to þ1
of �x. ymin and ymax are correspondingly for y. See Section 9). For this reason, the function has been
designed to accept values of x and y rather than �x and �y, and so requires values of xmin , etc. to be
supplied by you. In fact, for the sake of efficiency in appropriate cases, the function evaluates the
polynomial for a sequence of values of x, all associated with the same value of y.

The double Chebyshev series can be written asXk
i¼0

Xl
j¼0

aijTi �xð ÞTj �yð Þ;

where Ti �xð Þ is the Chebyshev polynomial of the first kind of degree i and argument �x, and Tj �yð Þ is
similarly defined. However the standard convention, followed in this function, is that coefficients in the
above expression which have either i or j zero are written 1

2aij , instead of simply aij, and the coefficient
with both i and j zero is written 1

4a0;0 .

The function first forms ci ¼
Xl
j¼0

aijTj �yð Þ, with ai;0 replaced by 1
2ai;0 , for each of i ¼ 0; 1; . . . ; k. The

value of the double series is then obtained for each value of x, by summing ci � Ti �xð Þ, with c0 replaced
by 1

2c0 , over i ¼ 0; 1; . . . ; k. The Clenshaw three term recurrence (see Clenshaw (1955)) with
modifications due to Reinsch and Gentleman (1969) is used to form the sums.
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4 References

Clenshaw C W (1955) A note on the summation of Chebyshev series Math. Tables Aids Comput. 9
118–120

Gentleman W M (1969) An error analysis of Goertzel's (Watt's) method for computing Fourier
coefficients Comput. J. 12 160–165

5 Arguments

1: mfirst – Integer Input
2: mlast – Integer Input

On entry: the index of the first and last x value in the array x at which the evaluation is required
respectively (see Section 9).

Constraint: mlast 	 mfirst.

3: k – Integer Input
4: l – Integer Input

On entry: the degree k of x and l of y, respectively, in the polynomial.

Constraint: k 	 0 and l 	 0.

5: x½mlast� – const double Input

On entry: x½i � 1�, for i ¼ mfirst; . . . ;mlast, must contain the x values at which the evaluation is
required.

Constraint: xmin � x½i� 1� � xmax, for all i.

6: xmin – double Input
7: xmax – double Input

On entry: the lower and upper ends, xmin and xmax , of the range of the variable x (see Section 3).

The values of xmin and xmax may depend on the value of y (e.g., when the polynomial has been
derived using nag_2d_cheb_fit_lines (e02cac)).

Constraint: xmax > xmin.

8: y – double Input

On entry: the value of the y coordinate of all the points at which the evaluation is required.

Constraint: ymin � y � ymax.

9: ymin – double Input
10: ymax – double Input

On entry: the lower and upper ends, ymin and ymax , of the range of the variable y (see Section 3).

Constraint: ymax > ymin.

11: ff½mlast� – double Output

On exit: ff½i � 1� gives the value of the polynomial at the point xi; yð Þ, for i ¼ mfirst; . . . ;mlast.

12: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least kþ 1ð Þ � lþ 1ð Þð Þ.
On entry: the Chebyshev coefficients of the polynomial. The coefficient aij defined according to
the standard convention (see Section 3) must be in a½i� lþ 1ð Þ þ j�.
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13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_2

On entry, k ¼ valueh i and l ¼ valueh i.
Constraint: k 	 0 and l 	 0.

On entry, mfirst ¼ valueh i and mlast ¼ valueh i.
Constraint: mfirst � mlast.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Unexpected failure in internal call to nag_1d_cheb_eval (e02aec).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

On entry, y ¼ valueh i and ymax ¼ valueh i.
Constraint: y � ymax.

On entry, y ¼ valueh i and ymin ¼ valueh i.
Constraint: y 	 ymin.

On entry, ymin ¼ valueh i and ymax ¼ valueh i.
Constraint: ymin < ymax.

NE_REAL_ARRAY

On entry, I ¼ valueh i, x½I � 1� ¼ valueh i and xmax ¼ valueh i.
Constraint: x½I � 1� � xmax.

On entry, I ¼ valueh i, x½I � 1� ¼ valueh i and xmin ¼ valueh i.
Constraint: x½I � 1� 	 xmin.
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7 Accuracy

The method is numerically stable in the sense that the computed values of the polynomial are exact for
a set of coefficients which differ from those supplied by only a modest multiple of machine precision.

8 Parallelism and Performance

nag_2d_cheb_eval (e02cbc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to kþ 1ð Þ � mþ lþ 1ð Þ, where m ¼ mlast�mfirstþ 1,
the number of points at which the evaluation is required.

This function is suitable for evaluating the polynomial surface fits produced by the function
nag_2d_cheb_fit_lines (e02cac), which provides the array a in the required form. For this use, the
values of ymin and ymax supplied to the present function must be the same as those supplied to
nag_2d_cheb_fit_lines (e02cac). The same applies to xmin and xmax if they are independent of y. If they
vary with y, their values must be consistent with those supplied to nag_2d_cheb_fit_lines (e02cac) (see
Section 9 in nag_2d_cheb_fit_lines (e02cac)).

The arguments mfirst and mlast are intended to permit the selection of a segment of the array x which
is to be associated with a particular value of y, when, for example, other segments of x are associated
with other values of y. Such a case arises when, after using nag_2d_cheb_fit_lines (e02cac) to fit a set
of data, you wish to evaluate the resulting polynomial at all the data values. In this case, if the
arguments x, y, mfirst and mlast of the present function are set respectively (in terms of arguments of

nag_2d_cheb_fit_lines (e02cac)) to x, y Sð Þ, 1þ
Xs�1
i¼1

m ið Þ and
Xs
i¼1

m ið Þ, the function will compute values

of the polynomial surface at all data points which have y½S � 1� as their y coordinate (from which
values the residuals of the fit may be derived).

10 Example

This example reads data in the following order, using the notation of the argument list above:

N k l
a½i� 1�; for i ¼ 1; 2; . . . ; kþ 1ð Þ � lþ 1ð Þ
ymin ymax
y½i� 1� M i� 1ð Þ xmin½i� 1� xmax½i� 1� X1 ið Þ XM ið Þ; for i ¼ 1; 2; . . . ; N:

For each line y ¼ y½i� 1� the polynomial is evaluated at M ið Þ equispaced points between X1 ið Þ and
XM ið Þ inclusive.

10.1 Program Text

/* nag_2d_cheb_eval (e02cbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nage02.h>

int main(void)
{

/* Scalars */
double x1, xm, xmax, xmin, y, ymax, ymin;
Integer exit_status, i, j, k, l, m, n, ncoef, one;
NagError fail;

/* Arrays */
double *a = 0, *ff = 0, *x = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_2d_cheb_eval (e02cbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

while (scanf_s
("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k,
&l) != EOF)

#else
while (scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k, &l)

!= EOF)
#endif

{
/* Allocate array a */
ncoef = (k + 1) * (l + 1);
if (!(a = NAG_ALLOC(ncoef, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < ncoef; ++i)
#ifdef _WIN32

scanf_s("%lf", &a[i]);
#else

scanf("%lf", &a[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &ymin, &ymax);

#else
scanf("%lf%lf%*[^\n] ", &ymin, &ymax);

#endif

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%lf%lf%lf%lf%*[^\n] ",
&y, &m, &xmin, &xmax, &x1, &xm);

#else
scanf("%lf%" NAG_IFMT "%lf%lf%lf%lf%*[^\n] ",

&y, &m, &xmin, &xmax, &x1, &xm);
#endif

/* Allocate arrays x and ff */
if (!(x = NAG_ALLOC(m, double)) || !(ff = NAG_ALLOC(m, double)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (j = 0; j < m; ++j)
x[j] = x1 + (xm - x1) * (double) j / (double) (m - 1);

one = 1;
/* nag_2d_cheb_eval (e02cbc).
* Evaluation of fitted polynomial in two variables
*/

nag_2d_cheb_eval(one, m, k, l, x, xmin, xmax, y, ymin, ymax,
ff, a, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_cheb_eval (e02cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("y = %13.4e\n", y);
printf("\n");
printf(" i x(i) Poly(x(i),y)\n");
for (j = 0; j < m; ++j)

printf("%3" NAG_IFMT "%13.4e%13.4e\n", j, x[j], ff[j]);

NAG_FREE(ff);
NAG_FREE(x);

}

NAG_FREE(a);
}

END:
NAG_FREE(a);
NAG_FREE(ff);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_2d_cheb_eval (e02cbc) Example Program Data
3 3 2

15.34820
5.15073
0.10140
1.14719
0.14419

-0.10464
0.04901

-0.00314
-0.00699
0.00153

-0.00033
-0.00022

0.0 4.0
1.0 9 0.1 4.5 0.5 4.5
1.5 8 0.225 4.25 0.5 4.0
2.0 8 0.4 4.0 0.5 4.0
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10.3 Program Results

nag_2d_cheb_eval (e02cbc) Example Program Results

y = 1.0000e+00

i x(i) Poly(x(i),y)
0 5.0000e-01 2.0812e+00
1 1.0000e+00 2.1888e+00
2 1.5000e+00 2.3018e+00
3 2.0000e+00 2.4204e+00
4 2.5000e+00 2.5450e+00
5 3.0000e+00 2.6758e+00
6 3.5000e+00 2.8131e+00
7 4.0000e+00 2.9572e+00
8 4.5000e+00 3.1084e+00

y = 1.5000e+00

i x(i) Poly(x(i),y)
0 5.0000e-01 2.6211e+00
1 1.0000e+00 2.7553e+00
2 1.5000e+00 2.8963e+00
3 2.0000e+00 3.0444e+00
4 2.5000e+00 3.2002e+00
5 3.0000e+00 3.3639e+00
6 3.5000e+00 3.5359e+00
7 4.0000e+00 3.7166e+00

y = 2.0000e+00

i x(i) Poly(x(i),y)
0 5.0000e-01 3.1700e+00
1 1.0000e+00 3.3315e+00
2 1.5000e+00 3.5015e+00
3 2.0000e+00 3.6806e+00
4 2.5000e+00 3.8692e+00
5 3.0000e+00 4.0678e+00
6 3.5000e+00 4.2769e+00
7 4.0000e+00 4.4971e+00
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NAG Library Function Document

nag_2d_spline_fit_panel (e02dac)

1 Purpose

nag_2d_spline_fit_panel (e02dac) forms a minimal, weighted least squares bicubic spline surface fit
with prescribed knots to a given set of data points.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_fit_panel (Integer m, const double x[], const double y[],
const double f[], const double w[], const Integer point[], double dl[],
double eps, double *sigma, Integer *rank, Nag_2dSpline *spline,
NagError *fail)

3 Description

nag_2d_spline_fit_panel (e02dac) determines a bicubic spline fit s x; yð Þ to the set of data points
xr; yr; frð Þ with weights wr, for r ¼ 1; 2; . . . ;m. The two sets of internal knots of the spline, �f g and
�f g, associated with the variables x and y respectively, are prescribed by you. These knots can be
thought of as dividing the data region of the x; yð Þ plane into panels (see Figure 1 in Section 5). A
bicubic spline consists of a separate bicubic polynomial in each panel, the polynomials joining together
with continuity up to the second derivative across the panel boundaries.

s x; yð Þ has the property that �, the sum of squares of its weighted residuals �r, for r ¼ 1; 2; . . . ;m,
where

�r ¼ wr s xr; yrð Þ � frð Þ ð1Þ

is as small as possible for a bicubic spline with the given knot sets. The function produces this
minimized value of � and the coefficients cij in the B-spline representation of s x; yð Þ – see Section 9.
nag_2d_spline_eval (e02dec), nag_2d_spline_eval_rect (e02dfc) and nag_2d_spline_deriv_rect (e02dhc)
are available to compute values and derivatives of the fitted spline from the coefficients cij.

The least squares criterion is not always sufficient to determine the bicubic spline uniquely: there may
be a whole family of splines which have the same minimum sum of squares. In these cases, the function
selects from this family the spline for which the sum of squares of the coefficients cij is smallest: in
other words, the minimal least squares solution. This choice, although arbitrary, reduces the risk of
unwanted fluctuations in the spline fit. The method employed involves forming a system of m linear
equations in the coefficients cij and then computing its least squares solution, which will be the minimal
least squares solution when appropriate. The basis of the method is described in Hayes and Halliday
(1974). The matrix of the equation is formed using a recurrence relation for B-splines which is
numerically stable (see Cox (1972) and de Boor (1972) – the former contains the more elementary
derivation but, unlike de Boor (1972), does not cover the case of coincident knots). The least squares
solution is also obtained in a stable manner by using orthogonal transformations, viz. a variant of
Givens rotation (see Gentleman (1973)). This requires only one row of the matrix to be stored at a time.
Advantage is taken of the stepped-band structure which the matrix possesses when the data points are
suitably ordered, there being at most sixteen nonzero elements in any row because of the definition of
B-splines. First the matrix is reduced to upper triangular form and then the diagonal elements of this
triangle are examined in turn. When an element is encountered whose square, divided by the mean
squared weight, is less than a threshold �, it is replaced by zero and the rest of the elements in its row
are reduced to zero by rotations with the remaining rows. The rank of the system is taken to be the
number of nonzero diagonal elements in the final triangle, and the nonzero rows of this triangle are
used to compute the minimal least squares solution. If all the diagonal elements are nonzero, the rank is
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equal to the number of coefficients cij and the solution obtained is the ordinary least squares solution,
which is unique in this case.

4 References

Cox M G (1972) The numerical evaluation of B-splines J. Inst. Math. Appl. 10 134–149

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

Gentleman W M (1973) Least squares computations by Givens transformations without square roots J.
Inst. Math. Applic. 12 329–336

Hayes J G and Halliday J (1974) The least squares fitting of cubic spline surfaces to general data sets J.
Inst. Math. Appl. 14 89–103

5 Arguments

1: m – Integer Input

On entry: m, the number of data points.

Constraint: m > 1.

2: x½m� – const double Input
3: y½m� – const double Input
4: f½m� – const double Input

On entry: the coordinates of the data point xr ; yr ; frð Þ, for r ¼ 1; 2; . . . ;m. The order of the data
points is immaterial, but see the array point.

5: w½m� – const double Input

On entry: the weight wr of the rth data point. It is important to note the definition of weight
implied by the equation (1) in Section 3, since it is also common usage to define weight as the
square of this weight. In this function, each wr should be chosen inversely proportional to the
(absolute) accuracy of the corresponding fr, as expressed, for example, by the standard deviation
or probable error of the fr. When the fr are all of the same accuracy, all the wr may be set equal
to 1:0.

6: point½dim� – const Integer Input

N o t e : t h e d i m e n s i o n , d i m , o f t h e a r r a y p o i n t mu s t b e a t l e a s t
mþ spline:nx� 7ð Þ � spline:ny� 7ð Þð Þ.
On entry: indexing information usually provided by nag_2d_panel_sort (e02zac) which enables
the data points to be accessed in the order which produces the advantageous matrix structure
mentioned in Section 3. This order is such that, if the x; yð Þ plane is thought of as being divided
into rectangular panels by the two sets of knots, all data in a panel occur before data in
succeeding panels, where the panels are numbered from bottom to top and then left to right with
the usual arrangement of axes, as indicated in Figure 1.
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LAMDA(4) LAMDA(5) LAMDA(6) LAMDA(7)

panel 4 8 12

panel 3 7 11

panel 2 6 10

panel 1 5 9

MU(8)

MU(7)

MU(6)

MU(5)

MU(4)

Y

X

Figure 1

A data point lying exactly on one or more panel sides is considered to be in the highest
numbered panel adjacent to the point. nag_2d_panel_sort (e02zac) should be called to obtain the
array point, unless it is provided by other means.

7: dl½dim� – double Output

Note: the dimension, dim, of the array dl must be at least spline:nx� 4ð Þ � spline:ny� 4ð Þ.
On exit: gives the squares of the diagonal elements of the reduced triangular matrix, divided by
the mean squared weight. It includes those elements, less than �, which are treated as zero (see
Section 3).

8: eps – double Input

On entry: a threshold � for determining the effective rank of the system of linear equations. The
rank is determined as the number of elements of the array dl which are nonzero. An element of
dl is regarded as zero if it is less than �. Machine precision is a suitable value for � in most
practical applications which have only 2 or 3 decimals accurate in data. If some coefficients of
the fit prove to be very large compared with the data ordinates, this suggests that � should be
increased so as to decrease the rank. The array dl will give a guide to appropriate values of � to
achieve this, as well as to the choice of � in other cases where some experimentation may be
needed to determine a value which leads to a satisfactory fit.

9: sigma – double * Output

On exit: �, the weighted sum of squares of residuals. This is not computed from the individual
residuals but from the right-hand sides of the orthogonally-transformed linear equations. For
further details see page 97 of Hayes and Halliday (1974). The two methods of computation are
theoretically equivalent, but the results may differ because of rounding error.
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10: rank – Integer * Output

On exit: the rank of the system as determined by the value of the threshold �.

rank ¼ spline:nx� 4ð Þ � spline:ny� 4ð Þ
The least squares solution is unique.

rank 6¼ spline:nx� 4ð Þ � spline:ny� 4ð Þ
The minimal least squares solution is computed.

11: spline – Nag_2dSpline *

Pointer to structure of type Nag_2dSpline with the following members:

nx – Integer Input

On entry: nx must specify the total number of knots associated with the variables x. It is
such that nx� 8 is the number of interior knots.

Constraint: nx 	 8.

lamda – double Input/Output

On entry: lamda½iþ 4� must contain the ith interior knot �iþ4 associated with the variable
x, for i ¼ 1; 2; . . .nx� 8. The knots must be in nondecreasing order and lie strictly within
the range covered by the data values of x. A knot is a value of x at which the spline is
allowed to be discontinuous in the third derivative with respect to x, though continuous up
to the second derivative. This degree of continuity can be reduced, if you require, by the
use of coincident knots, provided that no more than four knots are chosen to coincide at
any point. Two, or three, coincident knots allow loss of continuity in, respectively, the
second and first derivative with respect to x at the value of x at which they coincide. Four
coincident knots split the spline surface into two independent parts. For choice of knots
see Section 9.

On exit: the interior knots lamda½4� to lamda½nx� 5� are unchanged, and the segments
LAMDA 1 : 4ð Þ and LAMDA nx� 3 : nxð Þ contain additional (exterior) knots introduced
by the function in order to define the full set of B-splines required. The four knots in the
first segment are all set equal to the lowest data value of x and the other four additional
knots are all set equal to the highest value: there is experimental evidence that coincident
end-knots are best for numerical accuracy. The complete array must be left undisturbed if
nag_2d_spline_eval (e02dec) or nag_2d_spline_eval_rect (e02dfc) is to be used
subsequently.

ny – Integer Input

On entry: ny must specify the total number of knots associated with the variable y.

It is such that ny� 8 is the number of interior knots.

Constraint: ny 	 8.

mu – double Input/Output

On entry: mu½iþ 4� must contain the ith interior knot �iþ4 associated with the variable y,
i ¼ 1; 2; . . . ;ny� 8.

On exit: the same remarks apply to mu as to lamda above, with y replacing x, and y
replacing x.

c – double Output

On exit: gives the coefficients of the fit. c ny� 4ð Þ � i� 1ð Þ þ jð Þ is the coefficient cij of
Sections 3 and 9, for i ¼ 1; 2; . . . nx� 4 and j ¼ 1; 2; . . . ny� 4. These coefficients are
used by nag_2d_spline_eval (e02dec) or nag_2d_spline_eval_rect (e02dfc) to calculate
values of the fitted function.

In normal usage, the call to nag_2d_spline_fit_panel (e02dac) follows a call to
nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_grid (e02dcc) or nag_2d_spline_fit_scat
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(e02ddc), in which case, members of the structure spline will have been set up correctly for input
to nag_2d_spline_fit_panel (e02dac).

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, nx ¼ valueh i.
Constraint: nx 	 8.

On entry, ny ¼ valueh i.
Constraint: ny 	 8.

NE_INT

On entry, m ¼ valueh i.
Constraint: m > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_KNOTS_COINCIDE

More than four knots coincide at a single point.

NE_KNOTS_CONS

At least one set of knots is not in nondecreasing order.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PANEL_ORDER

Array point does not indicate the data points in panel order.

NE_WEIGHT_ZERO

All the weights are zero, or rank determined as zero.
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7 Accuracy

The computation of the B-splines and reduction of the observation matrix to triangular form are both
numerically stable.

8 Parallelism and Performance

nag_2d_spline_fit_panel (e02dac) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to the number of data points, m, and to
3� spline:ny� 4ð Þ þ 4ð Þ2.
The B-spline representation of the bicubic spline is

s x; yð Þ ¼
X
i;j

cijMi xð ÞNj yð Þ

summed over i ¼ 1; 2; . . . ; spline:nx� 4 and over j ¼ 1; 2; . . . ; spline:ny� 4. Here Mi xð Þ and Nj yð Þ
denote normalized cubic B-splines, the former defined on the knots �i; �iþ1; . . . ; �iþ4 and the latter on
the knots �j; �jþ1; . . . ; �jþ4. For further details, see Hayes and Halliday (1974) for bicubic splines and
de Boor (1972) for normalized B-splines.

The choice of the interior knots, which help to determine the spline's shape, must largely be a matter of
trial and error. It is usually best to start with a small number of knots and, examining the fit at each
stage, add a few knots at a time in places where the fit is particularly poor. In intervals of x or y where
the surface represented by the data changes rapidly, in function value or derivatives, more knots will be
needed than elsewhere. In some cases guidance can be obtained by analogy with the case of coincident
knots: for example, just as three coincident knots can produce a discontinuity in slope, three close knots
can produce rapid change in slope. Of course, such rapid changes in behaviour must be adequately
represented by the data points, as indeed must the behaviour of the surface generally, if a satisfactory fit
is to be achieved. When there is no rapid change in behaviour, equally-spaced knots will often suffice.

In all cases the fit should be examined graphically before it is accepted as satisfactory.

The fit obtained is not defined outside the rectangle

�4 � x � �spline:nx�3; �4 � y � �spline:ny�3:

The reason for taking the extreme data values of x and y for these four knots is that, as is usual in data
fitting, the fit cannot be expected to give satisfactory values outside the data region. If, nevertheless,
you require values over a larger rectangle, this can be achieved by augmenting the data with two
artificial data points a; c; 0ð Þ and b; d; 0ð Þ with zero weight, where a � x � b, c � y � d defines the
enlarged rectangle. In the case when the data are adequate to make the least squares solution unique
(rank ¼ spline:nx� 4ð Þ � spline:ny� 4ð Þ), this enlargement will not affect the fit over the original
rectangle, except for possibly enlarged rounding errors, and will simply continue the bicubic
polynomials in the panels bordering the rectangle out to the new boundaries: in other cases the fit will
be affected. Even using the original rectangle there may be regions within it, particularly at its corners,
which lie outside the data region and where, therefore, the fit will be unreliable. For example, if there is
no data point in panel 1 of Figure 1 in Section 5, the least squares criterion leaves the spline
indeterminate in this panel: the minimal spline determined by the function in this case passes through
the value zero at the point �4; �4ð Þ.

10 Example

This example reads a value for �, and a set of data points, weights and knot positions. If there are more
y knots than x knots, it interchanges the x and y axes. It calls nag_2d_panel_sort (e02zac) to sort the
data points into panel order, nag_2d_spline_fit_panel (e02dac) to fit a bicubic spline to them, and
nag_2d_spline_eval (e02dec) to evaluate the spline at the data points.

Finally it prints:
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– the weighted sum of squares of residuals computed from the linear equations;

– the rank determined by nag_2d_spline_fit_panel (e02dac);

– data points, fitted values and residuals in panel order;

– the weighted sum of squares of the residuals; and

– the coefficients of the spline fit.

The program is written to handle any number of datasets.

Note: the data supplied in this example is not typical of a realistic problem: the number of data points
would normally be much larger (in which case the array dimensions would have to be increased); and
the value of � would normally be much smaller on most machines (see Section 5; the relatively large
value of 10�6 has been chosen in order to illustrate a minimal least squares solution when
rank < spline:nx� 4ð Þ � spline:ny� 4ð Þ; in this example spline:nx� 4ð Þ � spline:ny� 4ð Þ ¼ 24).

10.1 Program Text

/* nag_2d_spline_fit_panel (e02dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Initialized data */
char label[] = "xy";

/* Scalars */
double d, eps, sigma, sum, temp;
Integer exit_status = 0, i, iadres, itemp, j, m, nc, np, npoint, px, py,

rank;

/* Arrays */
double *dl = 0, *f = 0, *ff = 0, *lamda = 0, *mu = 0, *w = 0, *x = 0;
double *y = 0;
Integer *point = 0;

/* Nag Types */
Nag_2dSpline spline;
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.mu = 0;
spline.c = 0;

printf("nag_2d_spline_fit_panel (e02dac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
while (scanf_s("%lf", &eps) != EOF && exit_status == 0)

#else
while (scanf("%lf", &eps) != EOF && exit_status == 0)

#endif
{

/* Read data, interchanging X and Y axes if PX.LT.PY */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

if (m > 1) {
/* Allocate memory */
if (!(f = NAG_ALLOC(m, double)) ||

!(ff = NAG_ALLOC(m, double)) ||
!(w = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(m, double)) || !(y = NAG_ALLOC(m, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &px, &py);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &px, &py);
#endif

if (px < 8 && py < 8) {
printf("px or py is too small.\n");
exit_status = 1;
goto END;

}
nc = (px - 4) * (py - 4);
np = (px - 7) * (py - 7);
npoint = m + (px - 7) * (py - 7);

/* Allocate memory */
if (!(dl = NAG_ALLOC(nc, double)) ||

!(point = NAG_ALLOC(npoint, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (px < py) {
itemp = px;
px = py;
py = itemp;
itemp = 1;
/* Allocate memory */
if (!(lamda = NAG_ALLOC(px, double)) || !(mu = NAG_ALLOC(py, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < m; ++i)
#ifdef _WIN32

scanf_s("%lf%lf%lf%lf", &y[i], &x[i], &f[i], &w[i]);
#else
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scanf("%lf%lf%lf%lf", &y[i], &x[i], &f[i], &w[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (py > 8) {
#ifdef _WIN32

for (j = 4; j < py - 4; ++j)
scanf_s("%lf", &mu[j]);

#else
for (j = 4; j < py - 4; ++j)

scanf("%lf", &mu[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
if (px > 8) {

#ifdef _WIN32
for (j = 4; j < px - 4; ++j)

scanf_s("%lf", &lamda[j]);
#else

for (j = 4; j < px - 4; ++j)
scanf("%lf", &lamda[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

/* Allocate memory */
if (!(lamda = NAG_ALLOC(px, double)) || !(mu = NAG_ALLOC(py, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
itemp = 0;
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%lf%lf", &x[i], &y[i], &f[i], &w[i]);

#else
scanf("%lf%lf%lf%lf", &x[i], &y[i], &f[i], &w[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (px > 8) {
#ifdef _WIN32

for (j = 4; j < px - 4; ++j)
scanf_s("%lf", &lamda[j]);

#else
for (j = 4; j < px - 4; ++j)

scanf("%lf", &lamda[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
}
if (py > 8) {

#ifdef _WIN32
for (j = 4; j < py - 4; ++j)

scanf_s("%lf", &mu[j]);
#else

for (j = 4; j < py - 4; ++j)
scanf("%lf", &mu[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}

printf("\nInterior %1.1s -knots\n", label + itemp);
for (j = 4; j < px - 4; ++j)

printf("%11.4f\n", lamda[j]);
if (px == 8)

printf("None\n");

printf("\nInterior %1.1s -knots\n", label + (2 - itemp - 1));
for (j = 4; j < py - 4; ++j)

printf("%1s%11.4f\n", "", mu[j]);
if (py == 8)

printf("None\n");

/* nag_2d_panel_sort (e02zac).
* Sort two-dimensional data into panels for fitting bicubic
* splines
*/

nag_2d_panel_sort(px, py, lamda, mu, m, x, y, point, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_panel_sort (e02zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Fit bicubic spline to data points */
spline.nx = px;
spline.ny = py;

if (!(spline.c = NAG_ALLOC((spline.nx - 4) * (spline.ny - 4), double)) ||
!(spline.lamda = NAG_ALLOC(spline.nx, double)) ||
!(spline.mu = NAG_ALLOC(spline.ny, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < spline.nx; i++)
spline.lamda[i] = lamda[i];

for (i = 0; i < spline.ny; i++)
spline.mu[i] = mu[i];

/* nag_2d_spline_fit_panel (e02dac).
* Least squares surface fit, bicubic splines
*/

nag_2d_spline_fit_panel(m, x, y, f, w, point, dl, eps, &sigma, &rank,
&spline, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_spline_fit_panel (e02dac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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printf("\nSum of squares of residual RHS%16.3e\n", sigma);
printf("\nRank%5" NAG_IFMT "\n", rank);

/* nag_2d_spline_eval (e02dec).
* Evaluation of bicubic spline, at a set of points
*/

nag_2d_spline_eval(m, x, y, ff, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_eval (e02dec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

sum = 0.;
if (itemp == 1)

printf("\nx and y have been interchanged\n\n");

/*Output data points, fitted values and residuals */
printf(" X Y Data Fit Residual\n");
for (i = 0; i < np; ++i) {

iadres = i + m;
while ((iadres = point[iadres] - 1) >= 0) {

temp = ff[iadres] - f[iadres];

printf("%11.4f%11.4f%11.4f%11.4f%12.3e\n", x[iadres],
y[iadres], f[iadres], ff[iadres], temp);

/* Computing 2nd power */
d = temp * w[iadres];
sum += d * d;

}
}

printf("\nSum of squared residuals%16.3e\n", sum);
printf("\nSpline coefficients\n");
for (i = 0; i < px - 4; ++i) {

for (j = 0; j < py - 4; ++j)
printf("%11.4f", spline.c[i * (py - 4) + j]);

printf("\n");
}

END:
NAG_FREE(dl);
NAG_FREE(f);
NAG_FREE(ff);
NAG_FREE(lamda);
NAG_FREE(mu);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(point);
NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(spline.c);

}
return exit_status;

}

10.2 Program Data

nag_2d_spline_fit_panel (e02dac) Example Program Data
0.000001

30
8

10
-0.52 0.60 0.93 10.
-0.61 -0.95 -1.79 10.
0.93 0.87 0.36 10.
0.09 0.84 0.52 10.
0.88 0.17 0.49 10.

-0.70 -0.87 -1.76 10.
1.00 1.00 0.33 1.
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1.00 0.10 0.48 1.
0.30 0.24 0.65 1.

-0.77 -0.77 -1.82 1.
-0.23 0.32 0.92 1.
-1.00 1.00 1.00 1.
-0.26 -0.63 8.88 1.
-0.83 -0.66 -2.01 1.
0.22 0.93 0.47 1.
0.89 0.15 0.49 1.

-0.80 0.99 0.84 1.
-0.88 -0.54 -2.42 1.
0.68 0.44 0.47 1.

-0.14 -0.72 7.15 1.
0.67 0.63 0.44 1.

-0.90 -0.40 -3.34 1.
-0.84 0.20 2.78 1.
0.84 0.43 0.44 1.
0.15 0.28 0.70 1.

-0.91 -0.24 -6.52 1.
-0.35 0.86 0.66 1.
-0.16 -0.41 2.32 1.
-0.35 -0.05 1.66 1.
-1.00 -1.00 -1.00 1.

-0.5
0.0

10.3 Program Results

nag_2d_spline_fit_panel (e02dac) Example Program Results

Interior y -knots
-0.5000
0.0000

Interior x -knots
None

Sum of squares of residual RHS 1.467e+01

Rank 22

x and y have been interchanged

X Y Data Fit Residual
-0.9500 -0.6100 -1.7900 -1.7931 -3.126e-03
-0.8700 -0.7000 -1.7600 -1.7521 7.893e-03
-0.7700 -0.7700 -1.8200 -2.4301 -6.101e-01
-0.6300 -0.2600 8.8800 7.6346 -1.245e+00
-0.6600 -0.8300 -2.0100 -1.5815 4.285e-01
-0.5400 -0.8800 -2.4200 -2.6795 -2.595e-01
-0.7200 -0.1400 7.1500 7.5708 4.208e-01
-1.0000 -1.0000 -1.0000 -1.0228 -2.277e-02
-0.4000 -0.9000 -3.3400 -4.6955 -1.356e+00
-0.2400 -0.9100 -6.5200 -4.7072 1.813e+00
-0.4100 -0.1600 2.3200 2.7039 3.839e-01
-0.0500 -0.3500 1.6600 2.2865 6.265e-01
0.6000 -0.5200 0.9300 0.9441 1.407e-02
0.8700 0.9300 0.3600 0.3529 -7.097e-03
0.8400 0.0900 0.5200 0.5024 -1.761e-02
0.1700 0.8800 0.4900 0.4705 -1.951e-02
1.0000 1.0000 0.3300 0.6315 3.015e-01
0.1000 1.0000 0.4800 1.4910 1.011e+00
0.2400 0.3000 0.6500 0.9241 2.741e-01
0.3200 -0.2300 0.9200 -0.3692 -1.289e+00
1.0000 -1.0000 1.0000 1.0835 8.352e-02
0.9300 0.2200 0.4700 1.4912 1.021e+00
0.1500 0.8900 0.4900 0.4414 -4.861e-02
0.9900 -0.8000 0.8400 0.5495 -2.905e-01
0.4400 0.6800 0.4700 1.5862 1.116e+00
0.6300 0.6700 0.4400 0.6288 1.888e-01
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0.2000 -0.8400 2.7800 1.7123 -1.068e+00
0.4300 0.8400 0.4400 0.6888 2.488e-01
0.2800 0.1500 0.7000 0.7713 7.134e-02
0.8600 -0.3500 0.6600 0.9347 2.747e-01

Sum of squared residuals 1.467e+01

Spline coefficients
-1.0228 115.4668 -433.5558 -68.1973
24.8426 -140.1485 258.5042 15.6756

-29.4878 132.2933 -173.5103 20.0983
9.9575 -51.6200 67.6666 -5.8765

10.0577 4.7543 -15.3533 -0.3260
1.0835 -2.7932 7.7708 0.6315

Example Program
Evaluation of Least-squares Bi-cubic Spline Fit

P
ol

yn
om

ia
l S

ur
fa

ce

-1
-0.5

 0
 0.5

 1

y
-1

-0.5

 0

 0.5

 1

x

-200

-150

-100

-50

 0

 50

e02 – Curve and Surface Fitting e02dac

Mark 26 e02dac.13 (last)





NAG Library Function Document

nag_2d_spline_fit_grid (e02dcc)

1 Purpose

nag_2d_spline_fit_grid (e02dcc) computes a bicubic spline approximation to a set of data values, given
on a rectangular grid in the x-y plane. The knots of the spline are located automatically, but a single
argument must be specified to control the trade-off between closeness of fit and smoothness of fit.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_fit_grid (Nag_Start start, Integer mx, const double x[],
Integer my, const double y[], const double f[], double s, Integer nxest,
Integer nyest, double *fp, Nag_Comm *warmstartinf, Nag_2dSpline *spline,
NagError *fail)

3 Description

nag_2d_spline_fit_grid (e02dcc) determines a smooth bicubic spline approximation s x; yð Þ to the set of
data points xq; yr ; fq;r

� �
, for q ¼ 1; 2; . . . ;mx and r ¼ 1; 2; . . . ;my.

The spline is given in the B-spline representation

s x; yð Þ ¼
Xnx�4
i¼1

Xny�4
j¼1

cijMi xð ÞNj yð Þ; ð1Þ

where Mi xð Þ and Nj yð Þ denote normalized cubic B-splines, the former defined on the knots �i to �iþ4
and the latter on the knots �j to �jþ4. For further details, see Hayes and Halliday (1974) for bicubic
splines and de Boor (1972) for normalized B-splines.

The total numbers nx and ny of these knots and their values �1; . . . ; �nx and �1; . . . ; �ny are chosen
automatically by the function. The knots �5; . . . ; �nx�4 and �5; . . . ; �ny�4 are the interior knots; they
divide the approximation domain x1; xmx

½ � � y1; ymy

� �
into nx � 7ð Þ � ny � 7

� �
subpanels

�i; �iþ1½ � � �i; �iþ1½ �, for i ¼ 4; 5; . . . ; nx � 4 and j ¼ 4; 5; . . . ; ny � 4. Then, much as in the curve case
(see nag_1d_spline_fit (e02bec)), the coefficients cij are determined as the solution of the following
constrained minimization problem:

minimize �; ð2Þ

subject to the constraint

� ¼
Xmx

q¼1

Xmy

r¼1
�2q;r � S; ð3Þ

where � is a measure of the (lack of) smoothness of s x; yð Þ. Its value depends on the discontinuity
jumps in s x; yð Þ across the boundaries of the subpanels. It is zero only when there are no discontinuities
and is positive otherwise, increasing with the size of the jumps (see Dierckx (1982) for details). �q;r
denotes the residual fq;r � s xq; yr

� �
, and S is a non-negative number to be specified.

By means of the argument S, ‘the smoothing factor’, you will then control the balance between
smoothness and closeness of fit, as measured by the sum of squares of residuals in (3). If S is too large,
the spline will be too smooth and signal will be lost (underfit); if S is too small, the spline will pick up
too much noise (overfit). In the extreme cases the function will return an interpolating spline � ¼ 0ð Þ if
S is set to zero, and the least squares bicubic polynomial (� ¼ 0) if S is set very large. Experimenting
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with S values between these two extremes should result in a good compromise. (See Section 9.3 for
advice on choice of S.)

The method employed is outlined in Section 9.5 and fully described in Dierckx (1981) and Dierckx
(1982). It involves an adaptive strategy for locating the knots of the bicubic spline (depending on the
function underlying the data and on the value of S), and an iterative method for solving the constrained
minimization problem once the knots have been determined.

Values and derivatives of the computed spline can subsequently be computed by calling
nag_2d_spline_eval (e02dec), nag_2d_spline_eval_rect (e02dfc) and nag_2d_spline_deriv_rect
(e02dhc) as described in Section 9.6.
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5 Arguments

1: start – Nag_Start Input

On entry: start must be set to start ¼ Nag Cold or Nag Warm.

start ¼ Nag Cold, (cold start)
The function will build up the knot set starting with no interior knots. No values need be
assigned to spline!nx and spline!ny and memory will be internally allocated to
spline!lamda, spline!mu, spline!c, warmstartinf!nag w a n d
warmstartinf!nag iw.

start ¼ Nag Warm (warm start)
The function will restart the knot-placing strategy using the knots found in a previous call
of the function. In this case, all arguments except s must be unchanged from that previous
call. This warm start can save much time in searching for a satisfactory value of S.

Constraint: start ¼ Nag Cold or Nag Warm.

2: mx – Integer Input

On entry: mx, the number of grid points along the x axis.

Constraint: mx 	 4.

3: x½mx� – const double Input

On entry: x½q � 1� must be set to xq , the x coordinate of the qth grid point along the x axis, for
q ¼ 1; 2; . . . ;mx.

Constraint: x1 < x2 < � � � < xmx
.

4: my – Integer Input

On entry: my, the number of grid points along the y axis.

Constraint: my 	 4.
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5: y½my� – const double Input

On entry: y½r � 1� must be set to yr , the y coordinate of the rth grid point along the y axis, for
r ¼ 1; 2; . . . ;my.

Constraint: y1 < y2 < � � � < ymy
.

6: f½mx�my� – const double Input

On entry: f½my � q � 1ð Þ þ r � 1� must contain the data value fq;r , for q ¼ 1; 2; . . . ;mx and
r ¼ 1; 2; . . . ;my.

7: s – double Input

On entry: the smoothing factor, S.

If S ¼ 0:0, the function returns an interpolating spline.

If S is smaller than machine precision, it is assumed equal to zero.

For advice on the choice of S, see Section 3 and Section 9.2.

Constraint: s 	 0:0.

8: nxest – Integer Input
9: nyest – Integer Input

On entry: an upper bound for the number of knots nx and ny required in the x and y directions
respectively.

In most practical situations, nxest ¼ mx=2 and nyest ¼ my=2 is sufficient. nxest and nyest never
need to be larger than mx þ 4 and my þ 4 respectively, the numbers of knots needed for
interpolation (S ¼ 0:0). See also Section 9.4.

Constraint: nxest 	 8 and nyest 	 8.

10: fp – double * Output

On exit: the sum of squared residuals, �, of the computed spline approximation. If fp ¼ 0:0, this
is an interpolating spline. fp should equal S within a relative tolerance of 0.001 unless
spline!nx ¼ spline!ny ¼ 8, when the spline has no interior knots and so is simply a bicubic
polynomial. For knots to be inserted, S must be set to a value below the value of fp produced in
this case.

11: warmstartinf – Nag_Comm *

Pointer to structure of type Nag_Comm with the following members:

nag_w – double * Input

On entry: if the warm start option is used, the values nag w½0�,. . .,nag w½3� must be left
unchanged from the previous call.

nag_iw – Integer * Input

On entry: if the warm start option is used, the values nag iw½0�,. . .,nag iw½2� must be left
unchanged from the previous call.

Note that when the information contained in the pointers nag w and nag iw is no longer of use,
or before a new call to nag_2d_spline_fit_grid (e02dcc) with the same warmstartinf, you should
free this storage using the NAG macros NAG_FREE. This storage will have been allocated only if
this function returns with fail:code ¼ NE NOERROR, NE_SPLINE_COEFF_CONV, or NE_-
NUM_KNOTS_2D_GT_RECT.

12: spline – Nag_2dSpline *

Pointer to structure of type Nag_2dSpline with the following members:
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nx – Integer Input/Output

On entry: if the warm start option is used, the value of nx must be left unchanged from the
previous call.

On exit: the total number of knots, nx, of the computed spline with respect to the x
variable.

lamda – double * Input/Output

On entry: a pointer to which if start ¼ Nag Cold, memory of size nxest is internally
a l l o c a t e d . I f t h e w a r m s t a r t o p t i o n i s u s e d , t h e v a l u e s
lamda½0�; lamda½1�; . . . ; lamda½nx� 1� must be left unchanged from the previous call.

On exit: lamda contains the complete set of knots �i associated with the x variable, i.e.,
the interior knots lamda½4�; lamda½5�; . . . ; lamda½nx� 5� as well as the additional knots
lamda½0� ¼ lamda½1� ¼ lamda½2� ¼ lamda½3� ¼ x½0� a n d
lamda½nx� 4� ¼ lamda½nx� 3� ¼ lamda½nx� 2� ¼ lamda½nx� 1� ¼ x½mx� 1� n e e d e d
for the B-spline representation.

ny – Integer Input/Output

On entry: if the warm start option is used, the value of ny must be left unchanged from the
previous call.

On exit: the total number of knots, ny, of the computed spline with respect to the y
variable.

mu – double * Input/Output

On entry: a pointer to which if start ¼ Nag Cold, memory of size nyest is internally
allocated. If the warm start option is used, the values mu½0�;mu½1�; . . . ;mu½ny� 1� must
be left unchanged from the previous call.

On exit: mu contains the complete set of knots �i associated with the y variable, i.e., the
interior knots mu½4�, mu½5�, . . ., mu½ny� 5� as well as the additional knots
mu½0� ¼ mu½1� ¼ mu½2� ¼ mu½3� ¼ y½0� a n d
mu½ny� 4� ¼ mu½ny� 3� ¼ mu½ny� 2� ¼ mu½ny� 1� ¼ y½my� 1� needed for the B-
spline representation.

c – double * Output

On exit: a pointer to which if start ¼ Nag Cold, memory of size nxest� 4ð Þ � nyest� 4ð Þ
is internally allocated. c½ ny � 4

� �
� i� 1ð Þ þ j� 1� is the coefficient cij defined in

Section 3.

Note that when the information contained in the pointers lamda, mu and c is no longer of use, or
before a new call to nag_2d_spline_fit_grid (e02dcc) with the same spline, you should free this
storage using the NAG macro NAG_FREE. This storage will have been allocated only if this
function returns with fail:code ¼ NE NOERROR, NE_SPLINE_COEFF_CONV, or NE_NUM_-
KNOTS_2D_GT_RECT.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

If the function fails with an error exit of NE_NUM_KNOTS_2D_GT_RECT or NE_SPLINE_-
COEFF_CONV, then a spline approximation is returned, but it fails to satisfy the fitting criterion (see
(2) and (3)) – perhaps by only a small amount, however.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_BAD_PARAM

On entry, argument start had an illegal value.

NE_ENUMTYPE_WARM

start ¼ Nag Warm at the first call of this function. start must be set tostart ¼ Nag Cold at the
first call.

NE_INT_ARG_LT

On entry, mx ¼ valueh i.
Constraint: mx 	 4.

On entry, my ¼ valueh i.
Constraint: my 	 4.

On entry, nxest ¼ valueh i.
Constraint: nxest 	 8.

On entry, nyest ¼ valueh i.
Constraint: nyest 	 8.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.
The sequence y is not strictly increasing: y½ valueh i� ¼ valueh i, y½ valueh i� ¼ valueh i.

NE_NUM_KNOTS_2D_GT_RECT

The number of knots required is greater than allowed by nxest or nyest, nxest ¼ valueh i,
nyest ¼ valueh i. Possibly s is too small, especially if nxest, nyest > mx/2, my/2. s ¼ valueh i,
mx ¼ valueh i, my ¼ valueh i.

NE_REAL_ARG_LT

On entry, s must not be less than 0.0: s ¼ valueh i.

NE_SF_D_K_CONS

On entry, s ¼ valueh i, nxest ¼ valueh i, mx ¼ valueh i.
Constraint: nxest 	 mxþ 4 when s ¼ 0:0.

On entry, s ¼ valueh i, nyest ¼ valueh i, my ¼ valueh i.
Constraint: nyest 	 mxþ 4 when s ¼ 0:0.

NE_SPLINE_COEFF_CONV

The iterative process has failed to converge. Possibly s is too small: s ¼ valueh i.

7 Accuracy

On successful exit, the approximation returned is such that its sum of squared residuals fp is equal to
the smoothing factor S, up to a specified relative tolerance of 0.001 – except that if nx ¼ 8 and ny ¼ 8,
fp may be significantly less than S: in this case the computed spline is simply the least squares bicubic
polynomial approximation of degree 3, i.e., a spline with no interior knots.

8 Parallelism and Performance

nag_2d_spline_fit_grid (e02dcc) is not threaded in any implementation.
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9 Further Comments

9.1 Timing

The time taken for a call of nag_2d_spline_fit_grid (e02dcc) depends on the complexity of the shape of
the data, the value of the smoothing factor S, and the number of data points. If nag_2d_spline_fit_grid
(e02dcc) is to be called for different values of S, much time can be saved by setting start ¼ Nag Warm
after the first call.

9.2 Weighting of Data Points

nag_2d_spline_fit_grid (e02dcc) does not allow individual weighting of the data values. If these were
determined to widely differing accuracies, it may be better to use nag_2d_spline_fit_scat (e02ddc). The
computation time would be very much longer, however.

9.3 Choice of s

If the standard deviation of fq;r is the same for all q and r (the case for which this function is designed
– see Section 9.2) and known to be equal, at least approximately, to �, say, then following Reinsch
(1967) and choosing the smoothing factor S in the range �2 m


ffiffiffiffiffiffiffi
2m
p� �

, where m ¼ mxmy, is likely to
give a good start in the search for a satisfactory value. If the standard deviations vary, the sum of their
squares over all the data points could be used. Otherwise experimenting with different values of S will
be required from the start, taking account of the remarks in Section 3.

In that case, in view of computation time and memory requirements, it is recommended to start with a
very large value for S and so determine the least squares bicubic polynomial; the value returned for fp,
call it fp0, gives an upper bound for S. Then progressively decrease the value of S to obtain closer fits
– say by a factor of 10 in the beginning, i.e., S ¼ fp0=10, S ¼ fp0=100, and so on, and more carefully
as the approximation shows more details.

The number of knots of the spline returned, and their location, generally depend on the value of S and
on the behaviour of the function underlying the data. However, if nag_2d_spline_fit_grid (e02dcc) is
called with start ¼ Nag Warm, the knots returned may also depend on the smoothing factors of the
previous calls. Therefore if, after a number of trials with different values of S and start ¼ Nag Warm, a
fit can finally be accepted as satisfactory, it may be worthwhile to call nag_2d_spline_fit_grid (e02dcc)
once more with the selected value for S but now using start ¼ Nag Cold. Often, nag_2d_spline_fit_grid
(e02dcc) then returns an approximation with the same quality of fit but with fewer knots, which is
therefore better if data reduction is also important.

9.4 Choice of nxest and nyest

The number of knots may also depend on the upper bounds nxest and nyest. Indeed, if at a certain
stage in nag_2d_spline_fit_grid (e02dcc) the number of knots in one direction (say nx) has reached the
value of its upper bound (nxest), then from that moment on all subsequent knots are added in the other
yð Þ direction. Therefore you have the option of limiting the number of knots the function locates in any
direction. For example, by setting nxest ¼ 8 (the lowest allowable value for nxest), you can indicate
that you want an approximation which is a simple cubic polynomial in the variable x.

9.5 Outline of Method Used

If S ¼ 0, the requisite number of knots is known in advance, i.e., nx ¼ mx þ 4 and ny ¼ my þ 4; the
interior knots are located immediately as �i ¼ xi�2 and �j ¼ yj�2, for i ¼ 5; 6; . . . ; nx � 4 and
j ¼ 5; 6; . . . ; ny � 4. The corresponding least squares spline is then an interpolating spline and therefore
a solution of the problem.

If S > 0, suitable knot sets are built up in stages (starting with no interior knots in the case of a cold
start but with the knot set found in a previous call if a warm start is chosen). At each stage, a bicubic
spline is fitted to the data by least squares, and �, the sum of squares of residuals, is computed. If
� > S, new knots are added to one knot set or the other so as to reduce � at the next stage. The new
knots are located in intervals where the fit is particularly poor, their number depending on the value of
S and on the progress made so far in reducing �. Sooner or later, we find that � � S and at that point
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the knot sets are accepted. The function then goes on to compute the (unique) spline which has these
knot sets and which satisfies the full fitting criterion specified by (2) and (3). The theoretical solution
has � ¼ S. The function computes the spline by an iterative scheme which is ended when � ¼ S within
a relative tolerance of 0.001. The main part of each iteration consists of a linear least squares
computation of special form, done in a similarly stable and efficient manner as in nag_1d_spline_
fit_knots (e02bac) for least squares curve fitting.

An exception occurs when the function finds at the start that, even with no interior knots
nx ¼ ny ¼ 8
� �

, the least squares spline already has its sum of residuals � S. In this case, since this
spline (which is simply a bicubic polynomial) also has an optimal value for the smoothness measure �,
namely zero, it is returned at once as the (trivial) solution. It will usually mean that S has been chosen
too large.

For further details of the algorithm and its use see Dierckx (1982).

9.6 Evaluation of Computed Spline

The values of the computed spline at the points tx r � 1ð Þ; ty r � 1ð Þð Þ, for r ¼ 1; 2; . . . ; n, may be
obtained in the array ff, of length at least n, by the following code:

e02dec(n, tx, ty, ff, &spline, &fail)

where spline is a structure of type Nag_2dSpline which is an output argument of nag_2d_spline_fit_
grid (e02dcc).

To evaluate the computed spline on a kx by ky rectangular grid of points in the x-y plane, which is
defined by the x coordinates stored in tx q � 1ð Þ, for q ¼ 1; 2; . . . ;kx, and the y coordinates stored in
ty r � 1ð Þ, for r ¼ 1; 2; . . . ; ky, returning the results in the array fg which is of length at least kx� ky,
the following call may be used:

e02dfc(kx, ky, tx, ty, fg, &spline, &fail)

where spline is a structure of type Nag_2dSpline which is an output argument of nag_2d_spline_fit_
grid (e02dcc). The result of the spline evaluated at grid point q; rð Þ is returned in element
ky� q � 1ð Þ þ r� 1½ � of the array fg.

10 Example

This example program reads in values of mx, my, xq , for q ¼ 1; 2; . . . ;mx, and yr , for r ¼ 1; 2; . . . ;my,
followed by values of the ordinates fq;r defined at the grid points xq; yr

� �
. It then calls

nag_2d_spline_fit_grid (e02dcc) to compute a bicubic spline approximation for one specified value
of s, and prints the values of the computed knots and B-spline coefficients. Finally it evaluates the
spline at a small sample of points on a rectangular grid.

10.1 Program Text

/* nag_2d_spline_fit_grid (e02dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, i, j, mx, my, npx, npy, nx, ny;
Nag_2dSpline spline;
Nag_Comm warmstartinf;
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Nag_Start start;
double delta, *f = 0, *fg = 0, fp, *px = 0, *py = 0, s, *x = 0, xhi,

xlo, *y = 0, yhi;
double ylo;
NagError fail;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.mu = 0;
spline.c = 0;

warmstartinf.nag_w = 0;
warmstartinf.nag_iw = 0;

printf("nag_2d_spline_fit_grid (e02dcc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif

/* Input the number of x, y co-ordinates mx, my. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &mx, &my);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &mx, &my);
#endif

if (mx >= 4 && my >= 4) {
if (!(f = NAG_ALLOC(mx * my, double)) ||

!(x = NAG_ALLOC(mx, double)) || !(y = NAG_ALLOC(my, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid mx or my.\n");
exit_status = 1;
return exit_status;

}
/* Input the x co-ordinates followed by the y co-ordinates. */
for (i = 0; i < mx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
for (i = 0; i < my; i++)

#ifdef _WIN32
scanf_s("%lf", &y[i]);

#else
scanf("%lf", &y[i]);

#endif
/* Input the mx*my function values f at the grid points. */
for (i = 0; i < mx * my; i++)

#ifdef _WIN32
scanf_s("%lf", &f[i]);

#else
scanf("%lf", &f[i]);

#endif
start = Nag_Cold;

#ifdef _WIN32
scanf_s("%lf", &s);

#else
scanf("%lf", &s);

#endif
/* Determine the spline approximation. */
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/* nag_2d_spline_fit_grid (e02dcc).
* Least squares bicubic spline fit with automatic knot
* placement, two variables (rectangular grid)
*/

nag_2d_spline_fit_grid(start, mx, x, my, y, f, s, mx + 4, my + 4,
&fp, &warmstartinf, &spline, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_spline_fit_grid (e02dcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

nx = spline.nx;
ny = spline.ny;

printf("\nCalling with smoothing factor s = %13.4e:"
" spline.nx = %2" NAG_IFMT ", spline.ny = %2" NAG_IFMT ".\n\n",
s, nx, ny);

/* Print the knot sets, lamda and mu. */
printf("Distinct knots in x direction located at\n");
for (j = 3; j < spline.nx - 3; j++)

printf("%12.4f%s", spline.lamda[j],
((j - 3) % 5 == 4 || j == spline.nx - 4) ? "\n" : " ");

printf("\nDistinct knots in y direction located at\n");
for (j = 3; j < spline.ny - 3; j++)

printf("%12.4f%s", spline.mu[j], ((j - 3) % 5 == 4 || j == spline.ny - 4)
? "\n" : " ");

printf("\nThe B-spline coefficients:\n\n");
for (i = 0; i < ny - 4; i++) {

for (j = 0; j < nx - 4; j++)
printf("%9.4f", spline.c[i + j * (ny - 4)]);

printf("\n");
}
printf("\nSum of squared residuals fp = %13.4e\n", fp);
if (fp == 0.0)

printf("\nThe spline is an interpolating spline\n");
else if (nx == 8 && ny == 8)

printf("\nThe spline is the least squares bi-cubic polynomial\n");

/* Evaluate the spline on a rectangular grid at npx*npy points
* over the domain (xlo to xhi) x (ylo to yhi).
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf", &npx, &xlo, &xhi);

#else
scanf("%" NAG_IFMT "%lf%lf", &npx, &xlo, &xhi);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf", &npy, &ylo, &yhi);
#else

scanf("%" NAG_IFMT "%lf%lf", &npy, &ylo, &yhi);
#endif

if (npx >= 1 && npy >= 1) {
if (!(fg = NAG_ALLOC(npx * npy, double)) ||

!(px = NAG_ALLOC(npx, double)) || !(py = NAG_ALLOC(npy, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid npx or npy.\n");
exit_status = 1;
return exit_status;

}
delta = (xhi - xlo) / (npx - 1);
for (i = 0; i < npx; i++)

px[i] = MIN(xlo + i * delta, xhi);
for (i = 0; i < npy; i++)

py[i] = MIN(ylo + i * delta, yhi);
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/* nag_2d_spline_eval_rect (e02dfc).
* Evaluation of bicubic spline, at a mesh of points
*/

nag_2d_spline_eval_rect(npx, npy, px, py, fg, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_eval_rect (e02dfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nValues of computed spline:\n");
printf("\n x");
for (i = 0; i < npx; i++)

printf("%7.2f ", px[i]);
printf("\n y\n");
for (i = npy - 1; i >= 0; i--) {

printf("%7.2f ", py[i]);
for (j = 0; j < npx; ++j)

printf("%8.2f ", fg[npy * j + i]);
printf("\n");

}
END:

NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(spline.c);
NAG_FREE(warmstartinf.nag_w);
NAG_FREE(warmstartinf.nag_iw);
NAG_FREE(f);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(fg);
NAG_FREE(px);
NAG_FREE(py);
return exit_status;

}

10.2 Program Data

nag_2d_spline_fit_grid (e02dcc) Example Program Data
11 9
0.0000E+00 5.0000E-01 1.0000E+00 1.5000E+00 2.0000E+00
2.5000E+00 3.0000E+00 3.5000E+00 4.0000E+00 4.5000E+00
5.0000E+00
0.0000E+00 5.0000E-01 1.0000E+00 1.5000E+00 2.0000E+00
2.5000E+00 3.0000E+00 3.5000E+00 4.0000E+00
1.0000E+00 8.8758E-01 5.4030E-01 7.0737E-02 -4.1515E-01

-8.0114E-01 -9.7999E-01 -9.3446E-01 -6.5664E-01 1.5000E+00
1.3564E+00 8.2045E-01 1.0611E-01 -6.2422E-01 -1.2317E+00

-1.4850E+00 -1.3047E+00 -9.8547E-01 2.0600E+00 1.7552E+00
1.0806E+00 1.5147E-01 -8.3229E-01 -1.6023E+00 -1.9700E+00

-1.8729E+00 -1.4073E+00 2.5700E+00 2.1240E+00 1.3508E+00
1.7684E-01 -1.0404E+00 -2.0029E+00 -2.4750E+00 -2.3511E+00

-1.6741E+00 3.0000E+00 2.6427E+00 1.6309E+00 2.1221E-01
-1.2484E+00 -2.2034E+00 -2.9700E+00 -2.8094E+00 -1.9809E+00
3.5000E+00 3.1715E+00 1.8611E+00 2.4458E-01 -1.4565E+00

-2.8640E+00 -3.2650E+00 -3.2776E+00 -2.2878E+00 4.0400E+00
3.5103E+00 2.0612E+00 2.8595E-01 -1.6946E+00 -3.2046E+00

-3.9600E+00 -3.7958E+00 -2.6146E+00 4.5000E+00 3.9391E+00
2.4314E+00 3.1632E-01 -1.8627E+00 -3.6351E+00 -4.4550E+00

-4.2141E+00 -2.9314E+00 5.0400E+00 4.3879E+00 2.7515E+00
3.5369E-01 -2.0707E+00 -4.0057E+00 -4.9700E+00 -4.6823E+00

-3.2382E+00 5.5050E+00 4.8367E+00 2.9717E+00 3.8505E-01
-2.2888E+00 -4.4033E+00 -5.4450E+00 -5.1405E+00 -3.5950E+00
6.0000E+00 5.2755E+00 3.2418E+00 4.2442E-01 -2.4769E+00

-4.8169E+00 -5.9300E+00 -5.6387E+00 -3.9319E+00
0.1
6 0.0 5.0
5 0.0 4.0
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10.3 Program Results

nag_2d_spline_fit_grid (e02dcc) Example Program Results

Calling with smoothing factor s = 1.0000e-01: spline.nx = 10, spline.ny = 13.

Distinct knots in x direction located at
0.0000 1.5000 2.5000 5.0000

Distinct knots in y direction located at
0.0000 1.0000 2.0000 2.5000 3.0000
3.5000 4.0000

The B-spline coefficients:

0.9918 1.5381 2.3913 3.9845 5.2138 5.9965
1.0546 1.5270 2.2441 4.2217 5.0860 6.0821
0.6098 0.9557 1.5587 2.3458 3.3860 3.7716

-0.2915 -0.4199 -0.7399 -1.1763 -1.5527 -1.7775
-0.8476 -1.3296 -1.8521 -3.3468 -4.3628 -5.0085
-1.0168 -1.5952 -2.4022 -3.9390 -5.4680 -6.1656
-0.9529 -1.3381 -2.2844 -3.9559 -5.0032 -5.8709
-0.7711 -1.0914 -1.8488 -3.2549 -3.9444 -4.7297
-0.6476 -1.0373 -1.5936 -2.5887 -3.3485 -3.9330

Sum of squared residuals fp = 1.0004e-01

Values of computed spline:

x 0.00 1.00 2.00 3.00 4.00 5.00
y

4.00 -0.65 -1.36 -1.99 -2.61 -3.25 -3.93
3.00 -0.98 -1.97 -2.91 -3.91 -4.97 -5.92
2.00 -0.42 -0.83 -1.24 -1.66 -2.08 -2.48
1.00 0.54 1.09 1.61 2.14 2.71 3.24
0.00 0.99 2.04 3.03 4.01 5.02 6.00
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NAG Library Function Document

nag_2d_spline_fit_scat (e02ddc)

1 Purpose

nag_2d_spline_fit_scat (e02ddc) computes a bicubic spline approximation to a set of scattered data. The
knots of the spline are located automatically, but a single argument must be specified to control the
trade-off between closeness of fit and smoothness of fit.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_fit_scat (Nag_Start start, Integer m, const double x[],
const double y[], const double f[], const double weights[], double s,
Integer nxest, Integer nyest, double *fp, Integer *rank,
double *warmstartinf, Nag_2dSpline *spline, NagError *fail)

3 Description

nag_2d_spline_fit_scat (e02ddc) determines a smooth bicubic spline approximation s x; yð Þ to the set of
data points xr; yr; frð Þ with weights wr , for r ¼ 1; 2; . . . ;m.

The approximation domain is considered to be the rectangle xmin ; xmax½ � � ymin ; ymax½ �, where
xmin yminð Þ and xmax ymaxð Þ denote the lowest and highest data values of x yð Þ.
The spline is given in the B-spline representation

s x; yð Þ ¼
Xnx�4
i¼1

Xny�4
j¼1

cijMi xð ÞNj yð Þ; ð1Þ

where Mi xð Þ and Nj yð Þ denote normalized cubic B-splines, the former defined on the knots �i to �iþ4
and the latter on the knots �j to �jþ4. For further details, see Hayes and Halliday (1974) for bicubic
splines and de Boor (1972) for normalized B-splines.

The total numbers nx and ny of these knots and their values �1; . . . ; �nx and �1; . . . ; �ny are chosen
automatically by the function. The knots �5; . . . ; �nx�4 and �5; . . . ; �ny�4 are the interior knots; they
divide the approximation domain xmin ; xmax½ � � ymin ; ymax½ � into nx � 7ð Þ � ny � 7

� �
subpanels

�i; �iþ1½ � � �i; �iþ1½ �, for i ¼ 4; 5; . . . ; nx � 4 and j ¼ 4; 5; . . . ; ny � 4. Then, much as in the curve case
(see nag_1d_spline_fit (e02bec));, the coefficients cij are determined as the solution of the following
constrained minimization problem:

minimize

�; ð2Þ

subject to the constraint

� ¼
Xm
r¼1

�2r � S; ð3Þ

where � is a measure of the (lack of) smoothness of s x; yð Þ. Its value depends on the discontinuity
jumps in s x; yð Þ across the boundaries of the subpanels. It is zero only when there are no discontinuities
and is positive otherwise, increasing with the size of the jumps (see Dierckx (1981b) for details). �r
denotes the weighted residual wr fr � s xr; yrð Þð Þ, and S is a non-negative number to be specified.

By means of the argument S, ‘the smoothing factor’, you will then control the balance between
smoothness and closeness of fit, as measured by the sum of squares of residuals in 3. If S is too large,
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the spline will be too smooth and signal will be lost (underfit); if S is too small, the spline will pick up
too much noise (overfit). In the extreme cases the method would return an interpolating spline � ¼ 0ð Þ if
S were set to zero, and the least squares bicubic polynomial � ¼ 0ð Þ if S is set very large.
Experimenting with S values between these two extremes should result in a good compromise. (See
Section 9.3 for advice on choice of S.) Note however, that this function, unlike nag_1d_spline_fit
(e02bec) and nag_2d_spline_fit_grid (e02dcc), does not allow S to be set exactly to zero.

The method employed is outlined in Section 9.5 and fully described in Dierckx (1981a) and Dierckx
(1981b). It involves an adaptive strategy for locating the knots of the bicubic spline (depending on the
function underlying the data and on the value of S), and an iterative method for solving the constrained
minimization problem once the knots have been determined.

Values and derivatives of the computed spline can subsequently be computed by calling
nag_2d_spline_eval (e02dec), nag_2d_spline_eval_rect (e02dfc) and nag_2d_spline_deriv_rect
(e02dhc) as described in Section 9.6.

4 References

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

Dierckx P (1981a) An improved algorithm for curve fitting with spline functions Report TW54
Department of Computer Science, Katholieke Univerciteit Leuven

Dierckx P (1981b) An algorithm for surface fitting with spline functions IMA J. Numer. Anal. 1 267–
283

Hayes J G and Halliday J (1974) The least squares fitting of cubic spline surfaces to general data sets J.
Inst. Math. Appl. 14 89–103

Peters G and Wilkinson J H (1970) The least squares problem and pseudo-inverses Comput. J. 13 309–
316

Reinsch C H (1967) Smoothing by spline functions Numer. Math. 10 177–183

5 Arguments

1: start – Nag_Start Input

On entry: start must be set to start ¼ Nag Cold or Nag Warm.

start ¼ Nag Cold (cold start)
The function will build up the knot set starting with no interior knots. No values need be
assigned to spline!nx and spline!ny and memory will be internally allocated to
spline!lamda, spline!mu and spline!c.

start ¼ Nag Warm (warm start)
The function will restart the knot-placing strategy using the knots found in a previous call
of the function. In this case, all arguments except s must be unchanged from that previous
call. This warm start can save much time in searching for a satisfactory value of S.

Constraint: start ¼ Nag Cold or Nag Warm.

2: m – Integer Input

On entry: m, the number of data points.

The number of data points with nonzero weight (see weights) must be at least 16.

3: x½m� – const double Input
4: y½m� – const double Input
5: f½m� – const double Input

On entry: x½r � 1�, y½r � 1�, f½r � 1� must be set to the coordinates of xr ; yr ; frð Þ, the rth data
point , for r ¼ 1; 2; . . . ;m. The order of the data points is immaterial.
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6: weights½m� – const double Input

On entry: weights½r � 1� must be set to wr , the rth value in the set of weights, for
r ¼ 1; 2; . . . ;m. Zero weights are permitted and the corresponding points are ignored, except
when determining xmin , xmax , ymin and ymax (see Section 9.4). For advice on the choice of
weights, see the e02 Chapter Introduction.

Constraint: the number of data points with nonzero weight must be at least 16.

7: s – double Input

On entry: the smoothing factor, S. For advice on the choice of S, see Section 3 and Section 9.2.

Constraint: s > 0:0.

8: nxest – Integer Input
9: nyest – Integer Input

On entry: an upper bound for the number of knots nx and ny required in the x and y directions
respectively. In most practical situations, nxest ¼ nyest ¼ 5þ ffiffiffiffiffi

m
p

is sufficient. See also
Section 9.3.

Constraint: nxest 	 8 and nyest 	 8.

10: fp – double * Output

On exit: the weighted sum of squared residuals, �, of the computed spline approximation. fp
should equal S within a relative tolerance of 0.001 unless spline!nx ¼ spline!ny ¼ 8, when
the spline has no interior knots and so is simply a bicubic polynomial. For knots to be inserted, S
must be set to a value below the value of fp produced in this case.

11: rank – Integer * Output

On exit: rank gives the rank of the system of equations used to compute the final spline (as
d e t e r m i n e d b y a s u i t a b l e m a c h i n e - d e p e n d e n t t h r e s h o l d ) . W h e n
rank ¼ spline!nx� 4ð Þ � spline!ny� 4ð Þ, the solution is unique; otherwise the system is
rank-deficient and the minimum-norm solution is computed. The latter case may be caused by too
small a value of S.

12: warmstartinf – double * Output

On exit: if the warm start option is used, its value must be left unchanged from the previous call.

13: spline – Nag_2dSpline *

Pointer to structure of type Nag_2dSpline with the following members:

nx – Integer Input/Output

On entry: if the warm start option is used, the value of nx must be left unchanged from the
previous call.

On exit: the total number of knots, nx, of the computed spline with respect to the x
variable.

lamda – double * Input/Output

On entry: a pointer to which if start ¼ Nag Cold, memory of size nxest is internally
a l l o c a t e d . I f t h e w a r m s t a r t o p t i o n i s u s e d , t h e v a l u e s
lamda½0�; lamda½1�; . . . ; lamda½nx� 1� must be left unchanged from the previous call.

On exit: lamda contains the complete set of knots �i associated with the x variable, i.e.,
the interior knots lamda½4�; lamda½5�; . . . ; lamda½nx� 5� as well as the additional knots
lamda½0� ¼ lamda½1� ¼ lamda½2� ¼ lamda½3� ¼ xmin a n d
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lamda½nx� 4� ¼ lamda½nx� 3� ¼ lamda½nx� 2� ¼ lamda½nx� 1� ¼ xmax needed for the
B-spline representation (where xmin and xmax are as described in Section 3).

ny – Integer Input/Output

On entry: if the warm start option is used, the value of ny must be left unchanged from the
previous call.

On exit: the total number of knots, ny, of the computed spline with respect to the y
variable.

mu – double * Input/Output

On entry: a pointer to which if start ¼ Nag Cold, memory of size nyest is internally
allocated. If the warm start option is used, the values mu½0�;mu½1�; . . . ;mu½ny� 1� must
be left unchanged from the previous call.

On exit: mu contains the complete set of knots �i associated with the y variable, i.e., the
interior knots mu½4�, mu½5�, . . ., mu½ny� 5� as well as the additional knots
mu½0� ¼ mu½1� ¼ mu½2� ¼ mu½3� ¼ ymin a n d
mu½ny� 4� ¼ mu½ny� 3� ¼ mu½ny� 2� ¼ mu½ny� 1� ¼ ymax needed for the B-spline
representation (where ymin and ymax are as described in Section 3).

c – double * Output

On e x i t : a p o i n t e r t o wh i c h , i f start ¼ Nag Cold, memo r y o f s i z e
nxest� 4ð Þ � nyest� 4ð Þ is internally allocated. c½ ny � 4

� �
� i� 1ð Þ þ j� 1� is the

coefficient cij defined in Section 3.

Note that when the information contained in the pointers lamda, mu and c is no longer of use, or
before a new call to nag_2d_spline_fit_scat (e02ddc) with the same spline, you should free this
storage using the NAG macro NAG_FREE. This storage will have been allocated only if this
function returns with fail:code ¼ NE NOERROR, NE_NUM_KNOTS_2D_GT_SCAT, NE_-
NUM_COEFF_GT, NE_NO_ADDITIONAL_KNOTS, NE_SPLINE_COEFF_CONV or, possibly,
NE_ALLOC_FAIL.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

If the function fails with an error exit of NE_NUM_KNOTS_2D_GT_SCAT, NE_NUM_COEFF_GT,
NE_NO_ADDITIONAL_KNOTS or NE_SPLINE_COEFF_CONV, then a spline approximation is
returned, but it fails to satisfy the fitting criterion (see (2) and (3)) – perhaps by only a small amount,
however.

NE_ALL_ELEMENTS_EQUAL

On entry, all the values in the array x must not be equal.

On entry, all the values in the array y must not be equal.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument start had an illegal value.

NE_ENUMTYPE_WARM

start ¼ Nag Warm at the first call of this function. start must be set to start ¼ Nag Cold at the
first call.
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NE_INT_ARG_LT

On entry, nxest ¼ valueh i.
Constraint: nxest 	 8.

On entry, nyest ¼ valueh i.
Constraint: nyest 	 8.

NE_NO_ADDITIONAL_KNOTS

No more knots added; the additional knot would coincide with an old one. Possibly an inaccurate
data point has too large a weight, or s is too small. s ¼ valueh i.

NE_NON_ZERO_WEIGHTS

On entry, the number of data points with nonzero weights ¼ valueh i.
Constraint: the number of nonzero weights 	 16.

NE_NUM_COEFF_GT

No more knots can be added because the number of B-spline coefficients already exceeds m.
Either m or s is probably too small: m ¼ valueh i, s ¼ valueh i.

NE_NUM_KNOTS_2D_GT_SCAT

The number of knots required is greater than allowed by nxest or nyest, nxest ¼ valueh i,
nyest ¼ valueh i. Possibly s is too small, especially if nxest, nyest > 5þ

ffiffiffiffiffi
m
p

. s ¼ valueh i,
m ¼ valueh i.

NE_REAL_ARG_LE

On entry, s must not be less than or equal to 0.0: s ¼ valueh i.

NE_SPLINE_COEFF_CONV

The iterative process has failed to converge. Possibly s is too small: s ¼ valueh i.

7 Accuracy

On successful exit, the approximation returned is such that its weighted sum of squared residuals fp is
equal to the smoothing factor S, up to a specified relative tolerance of 0.001 – except that if nx ¼ 8 and
ny ¼ 8, fp may be significantly less than S: in this case the computed spline is simply the least squares
bicubic polynomial approximation of degree 3, i.e., a spline with no interior knots.

8 Parallelism and Performance

nag_2d_spline_fit_scat (e02ddc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call of nag_2d_spline_fit_scat (e02ddc) depends on the complexity of the shape of
the data, the value of the smoothing factor S, and the number of data points. If nag_2d_spline_fit_scat
(e02ddc) is to be called for different values of S, much time can be saved by setting start ¼ Nag Warm
after the first call.

It should be noted that choosing S very small considerably increases computation time.
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9.2 Choice of S

If the weights have been correctly chosen (see the e02 Chapter Introduction), the standard deviation of
wrfr would be the same for all r, equal to �, say. In this case, choosing the smoothing factor S in the
range �2 m


ffiffiffiffiffiffiffi
2m
p� �

, as suggested by Reinsch (1967), is likely to give a good start in the search for a
satisfactory value. Otherwise, experimenting with different values of S will be required from the start.

In that case, in view of computation time and memory requirements, it is recommended to start with a
very large value for S and so determine the least squares bicubic polynomial; the value returned for fp,
call it fp0, gives an upper bound for S. Then progressively decrease the value of S to obtain closer fits
– say by a factor of 10 in the beginning, i.e., S ¼ fp0=10, S ¼ fp0=100, and so on, and more carefully
as the approximation shows more details.

To choose S very small is strongly discouraged. This considerably increases computation time and
memory requirements. It may also cause rank-deficiency (as indicated by the argument rank) and
endanger numerical stability.

The number of knots of the spline returned, and their location, generally depend on the value of S and
on the behaviour of the function underlying the data. However, if nag_2d_spline_fit_scat (e02ddc) is
called with start ¼ Nag Warm, the knots returned may also depend on the smoothing factors of the
previous calls. Therefore if, after a number of trials with different values of S and start ¼ Nag Warm, a
fit can finally be accepted as satisfactory, it may be worthwhile to call nag_2d_spline_fit_scat (e02ddc)
once more with the selected value for S but now using start ¼ Nag Cold. Often, nag_2d_spline_fit_scat
(e02ddc) then returns an approximation with the same quality of fit but with fewer knots, which is
therefore better if data reduction is also important.

9.3 Choice of nxest and nyest

The number of knots may also depend on the upper bounds nxest and nyest. Indeed, if at a certain
stage in nag_2d_spline_fit_scat (e02ddc) the number of knots in one direction (say nx) has reached the
value of its upper bound (nxest), then from that moment on all subsequent knots are added in the other
yð Þ direction. This may indicate that the value of nxest is too small. On the other hand, it gives you the
option of limiting the number of knots the function locates in any direction. For example, by setting
nxest ¼ 8 (the lowest allowable value for nxest), you can indicate that you want an approximation
which is a simple cubic polynomial in the variable x.

9.4 Restriction of the Approximation Domain

The fit obtained is not defined outside the rectangle �4; �nx�3½ � � �4; �ny�3
� �

. The reason for taking the
extreme data values of x and y for these four knots is that, as is usual in data fitting, the fit cannot be
expected to give satisfactory values outside the data region. If, nevertheless, you require values over a
larger rectangle, this can be achieved by augmenting the data with two artificial data points a; c; 0ð Þ and
b; d; 0ð Þ with zero weight, where a; b½ � � c; d½ � denotes the enlarged rectangle.

9.5 Outline of Method Used

First suitable knot sets are built up in stages (starting with no interior knots in the case of a cold start
but with the knot set found in a previous call if a warm start is chosen). At each stage, a bicubic spline
is fitted to the data by least squares and �, the sum of squares of residuals, is computed. If � > S, a new
knot is added to one knot set or the other so as to reduce � at the next stage. The new knot is located in
an interval where the fit is particularly poor. Sooner or later, we find that � � S and at that point the
knot sets are accepted. The function then goes on to compute a spline which has these knot sets and
which satisfies the full fitting criterion specified by 2 and 3. The theoretical solution has � ¼ S. The
function computes the spline by an iterative scheme which is ended when � ¼ S within a relative
tolerance of 0.001. The main part of each iteration consists of a linear least squares computation of
special form. The minimal least squares solution is computed wherever the linear system is found to be
rank-deficient.

An exception occurs when the function finds at the start that, even with no interior knots
nx ¼ ny ¼ 8
� �

, the least squares spline already has its sum of squares of residuals � S. In this case,
since this spline (which is simply a bicubic polynomial) also has an optimal value for the smoothness
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measure �, namely zero, it is returned at once as the (trivial) solution. It will usually mean that S has
been chosen too large.

For further details of the algorithm and its use see Dierckx (1981b).

9.6 Evaluation of Computed Spline

The values of the computed spline at the points tx r � 1½ �; ty r � 1½ �ð Þ, for r ¼ 1; 2; . . . ; n, may be
obtained in the array ff, of length at least n, by the following code:

e02dec(n, tx, ty, ff, &spline, &fail)

where spline is a structure of type Nag_2dSpline which is an output argument of nag_2d_spline_fit_scat
(e02ddc).

To evaluate the computed spline on a kx by ky rectangular grid of points in the x-y plane, which is
defined by the x coordinates stored in tx q � 1½ �, for q ¼ 1; 2; . . . ;kx, and the y coordinates stored in
ty r � 1½ �, for r ¼ 1; 2; . . . ; ky, returning the results in the array fg which is of length at least kx� ky,
the following call may be used:

e02dfc(kx, ky, tx, ty, fg, &spline, &fail)

where spline is a structure of type Nag_2dSpline which is an output argument of nag_2d_spline_fit_scat
(e02ddc). The result of the spline evaluated at grid point q; rð Þ is returned in element
ky� q � 1ð Þ þ r� 1½ � of the array fg.

10 Example

This example program reads in a value of m, followed by a set of m data points xr; yr; frð Þ and their
weights wr. It then calls nag_2d_spline_fit_scat (e02ddc) to compute a bicubic spline approximation for
one specified value of S, and prints the values of the computed knots and B-spline coefficients. Finally
it evaluates the spline at a small sample of points on a rectangular grid.

10.1 Program Text

/* nag_2d_spline_fit_scat (e02ddc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, i, j, m, npx, npy, nx, nxest, ny, nyest, rank;
NagError fail;
Nag_2dSpline spline;
Nag_Start start;
double delta, *f = 0, *fg = 0, fp, *px = 0, *py = 0, s, warmstartinf;
double *weights = 0, *x = 0, xhi, xlo, *y = 0, yhi, ylo;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.mu = 0;
spline.c = 0;

nxest = 14;
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nyest = 14;
printf("nag_2d_spline_fit_scat (e02ddc) Example Program Results\n");

#ifdef _WIN32
scanf_s("%*[^\n]"); /* Skip heading in data file */

#else
scanf("%*[^\n]"); /* Skip heading in data file */

#endif
/* Input the number of data-points m. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &m);

#else
scanf("%" NAG_IFMT "", &m);

#endif
if (m >= 16) {

if (!(f = NAG_ALLOC(m, double)) ||
!(weights = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(m, double)) || !(y = NAG_ALLOC(m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
/* Input the data-points and the weights. */
for (i = 0; i < m; i++)

#ifdef _WIN32
scanf_s("%lf%lf%lf%lf", &x[i], &y[i], &f[i], &weights[i]);

#else
scanf("%lf%lf%lf%lf", &x[i], &y[i], &f[i], &weights[i]);

#endif
start = Nag_Cold;

#ifdef _WIN32
if (scanf_s("%lf", &s) != EOF) {

/* Determine the spline approximation. */

/* nag_2d_spline_fit_scat (e02ddc).
* Least squares bicubic spline fit with automatic knot
* placement, two variables (scattered data)
*/

nag_2d_spline_fit_scat(start, m, x, y, f, weights, s, nxest, nyest, &fp,
&rank, &warmstartinf, &spline, &fail);

#else
if (scanf("%lf", &s) != EOF) {

/* Determine the spline approximation. */

/* nag_2d_spline_fit_scat (e02ddc).
* Least squares bicubic spline fit with automatic knot
* placement, two variables (scattered data)
*/

nag_2d_spline_fit_scat(start, m, x, y, f, weights, s, nxest, nyest, &fp,
&rank, &warmstartinf, &spline, &fail);

#endif
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_fit_scat (e02ddc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
nx = spline.nx;
ny = spline.ny;
printf("\nCalling with smoothing factor s = %13.4e, nx = %1" NAG_IFMT ","

" ny = %1" NAG_IFMT "\n", s, nx, ny);

printf("rank deficiency = %1" NAG_IFMT "\n\n",
(nx - 4) * (ny - 4) - rank);
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/* Print the knot sets, lamda and mu. */
printf("Distinct knots in x direction located at\n");
for (j = 3; j < spline.nx - 3; j++)

printf("%12.4f%s", spline.lamda[j],
((j - 3) % 5 == 4 || j == spline.nx - 4) ? "\n" : " ");

printf("\nDistinct knots in y direction located at\n");
for (j = 3; j < spline.ny - 3; j++)

printf("%12.4f%s", spline.mu[j],
((j - 3) % 5 == 4 || j == spline.ny - 4) ? "\n" : " ");

printf("\nThe B-spline coefficients:\n\n");
for (i = 0; i < ny - 4; i++) {

for (j = 0; j < nx - 4; j++)
printf("%9.2f", spline.c[i + j * (ny - 4)]);

printf("\n");
}

printf("\n Sum of squared residuals fp = %13.4e\n", fp);
if (nx == 8 && ny == 8)

printf("The spline is the least squares bi-cubic polynomial\n");

/* Evaluate the spline on a rectangular grid at npx*npy points
* over the domain (xlo to xhi) x (ylo to yhi).
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf", &npx, &xlo, &xhi);

#else
scanf("%" NAG_IFMT "%lf%lf", &npx, &xlo, &xhi);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf", &npy, &ylo, &yhi);
#else

scanf("%" NAG_IFMT "%lf%lf", &npy, &ylo, &yhi);
#endif

if (npx >= 1 && npy >= 1) {
if (!(fg = NAG_ALLOC(npx * npy, double)) ||

!(px = NAG_ALLOC(npx, double)) || !(py = NAG_ALLOC(npy, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid npx or npy.\n");
exit_status = 1;
return exit_status;

}
delta = (xhi - xlo) / (npx - 1);
for (i = 0; i < npx; i++)

px[i] = MIN(xhi, xlo + i * delta);
for (i = 0; i < npy; i++)

py[i] = MIN(yhi, ylo + i * delta);

/* nag_2d_spline_eval_rect (e02dfc).
* Evaluation of bicubic spline, at a mesh of points
*/

nag_2d_spline_eval_rect(npx, npy, px, py, fg, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_eval_rect (e02dfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\nValues of computed spline:\n\n");
printf(" x");
for (i = 0; i < npx; i++)

printf("%8.2f ", px[i]);
printf("\n y\n");
for (i = npy - 1; i >= 0; i--) {
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printf("%8.2f ", py[i]);
for (j = 0; j < npx; j++)

printf("%8.2f ", fg[npy * j + i]);
printf("\n");

}
/* Free memory used by spline */
NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(spline.c);
NAG_FREE(fg);
NAG_FREE(px);
NAG_FREE(py);

}
END:

NAG_FREE(f);
NAG_FREE(weights);
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_2d_spline_fit_scat (e02ddc) Example Program Data
30
11.16 1.24 22.15 1.00
12.85 3.06 22.11 1.00
19.85 10.72 7.97 1.00
19.72 1.39 16.83 1.00
15.91 7.74 15.30 1.00
0.00 20.00 34.60 1.00

20.87 20.00 5.74 1.00
3.45 12.78 41.24 1.00

14.26 17.87 10.74 1.00
17.43 3.46 18.60 1.00
22.80 12.39 5.47 1.00
7.58 1.98 29.87 1.00

25.00 11.87 4.40 1.00
0.00 0.00 58.20 1.00
9.66 20.00 4.73 1.00
5.22 14.66 40.36 1.00

17.25 19.57 6.43 1.00
25.00 3.87 8.74 1.00
12.13 10.79 13.71 1.00
22.23 6.21 10.25 1.00
11.52 8.53 15.74 1.00
15.20 0.00 21.60 1.00
7.54 10.69 19.31 1.00

17.32 13.78 12.11 1.00
2.14 15.03 53.10 1.00
0.51 8.37 49.43 1.00

22.69 19.63 3.25 1.00
5.47 17.13 28.63 1.00

21.67 14.36 5.52 1.00
3.31 0.33 44.08 1.00

10.0
7 3.0 21.0
6 2.0 17.0

10.3 Program Results

nag_2d_spline_fit_scat (e02ddc) Example Program Results

Calling with smoothing factor s = 1.0000e+01, nx = 10, ny = 9
rank deficiency = 0

Distinct knots in x direction located at
0.0000 9.7575 18.2582 25.0000

Distinct knots in y direction located at
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0.0000 9.0008 20.0000

The B-spline coefficients:

58.16 46.31 6.01 32.00 5.86 -23.78
63.78 46.74 33.37 18.30 14.36 15.95
40.84 -33.79 5.17 13.10 -4.13 19.37
75.44 111.92 6.94 17.33 7.09 -13.24
34.61 -42.61 25.20 -1.96 10.37 -9.09

Sum of squared residuals fp = 1.0002e+01

Values of computed spline:

x 3.00 6.00 9.00 12.00 15.00 18.00 21.00
y

17.00 40.74 28.62 19.84 14.29 11.21 9.46 7.09
14.00 48.34 33.97 21.56 14.71 12.32 10.82 7.15
11.00 37.26 24.46 17.21 14.14 13.02 11.23 7.29
8.00 30.25 19.66 16.90 16.28 15.21 12.71 8.99
5.00 36.64 26.75 23.07 21.13 18.97 15.90 11.98
2.00 45.04 33.70 26.25 22.88 21.62 19.39 13.40
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NAG Library Function Document

nag_2d_spline_eval (e02dec)

1 Purpose

nag_2d_spline_eval (e02dec) calculates values of a bicubic spline from its B-spline representation.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_eval (Integer m, const double x[], const double y[],
double ff[], Nag_2dSpline *spline, NagError *fail)

3 Description

nag_2d_spline_eval (e02dec) calculates values of the bicubic spline s x; yð Þ at prescribed points xr ; yrð Þ,
for r ¼ 1; 2; . . . ;m, from its augmented knot sets �f g and �f g and from the coefficients cij , for
i ¼ 1; 2; . . . ; spline!nx� 4 and j ¼ 1; 2; . . . ; spline!ny� 4, in its B-spline representation

s x; yð Þ ¼
X
i;j

cijMi xð ÞNj yð Þ:

Here Mi xð Þ and Nj yð Þ denote normalized cubic B-splines, the former defined on the knots �i to �iþ4
and the latter on the knots �j to �jþ4.

This function may be used to calculate values of a bicubic spline given in the form produced by
nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_grid (e02dcc) and nag_2d_spline_fit_scat
(e02ddc). It is derived from the routine B2VRE in Anthony et al. (1982).

4 References

Anthony G T, Cox M G and Hayes J G (1982) DASL – Data Approximation Subroutine Library
National Physical Laboratory

Cox M G (1978) The numerical evaluation of a spline from its B-spline representation J. Inst. Math.
Appl. 21 135–143

5 Arguments

1: m – Integer Input

On entry: m, the number of points at which values of the spline are required.

Constraint: m 	 1.

2: x½m� – const double Input
3: y½m� – const double Input

On entry: x and y must contain xr and yr , for r ¼ 1; 2; . . . ;m, respectively. These are the
coordinates of the points at which values of the spline are required. The order of the points is
immaterial.

Constraint: x and y must satisfy
spline!lamda½3� � x½r � 1� � spline!lamda½spline!nx� 4�
and
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spline!mu½3� � y½r � 1� � spline!mu½spline!ny� 4�.
The spline representation is not valid outside these intervals, for r ¼ 1; 2; . . . ;m.

4: ff½m� – double Output

On exit: ff½r � 1� contains the value of the spline at the point xr ; yrð Þ, for r ¼ 1; 2; . . . ;m.

5: spline – Nag_2dSpline *

Pointer to structure of type Nag_2dSpline with the following members:

nx – Integer Input

On entry: nx must specify the total number of knots associated with the variables x. It is
such that nx� 8 is the number of interior knots.

Constraint: nx 	 8.

lamda – double * Input

On entry: a pointer to which memory of size nx must be allocated. lamda must contain the
complete sets of knots �f g associated with the x variable.

Constraint: the knots must be in nondecreasing order, with lamda½nx� 4� > lamda½3�.
ny – Integer Input

On entry: ny must specify the total number of knots associated with the variable y.

It is such that ny� 8 is the number of interior knots.

Constraint: ny 	 8.

mu – double * Input

On entry: a pointer to which memory of size ny must be allocated. mu must contain the
complete sets of knots �f g associated with the y variable.

Constraint: the knots must be in nondecreasing order, with mu½ny� 4� > mu½3�.
c – double * Input

On entry: a pointer to which memory of size nx� 4ð Þ � ny� 4ð Þ must be allocated.
c½ ny� 4ð Þ � i � 1ð Þ þ j � 1� must contain the coefficient cij described in Section 3, for
i ¼ 1; 2; . . . ;nx� 4 and j ¼ 1; 2; . . . ; ny� 4.

In normal usage, the call to nag_2d_spline_eval (e02dec) follows a call to nag_2d_spline_in
terpolant (e01dac), nag_2d_spline_fit_grid (e02dcc) or nag_2d_spline_fit_scat (e02ddc), in which
case, members of the structure spline will have been set up correctly for input to
nag_2d_spline_eval (e02dec).

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_END_KNOTS_CONS

On entry, the end knots must satisfy valueh i, valueh i ¼ valueh i, valueh i ¼ valueh i.
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NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, spline!nx must not be less than 8: spline!nx ¼ valueh i.
On entry, spline!ny must not be less than 8: spline!ny ¼ valueh i.

NE_NOT_INCREASING

The sequence spline!lamda i s no t i n c r e a s i ng : spline!lamda½ valueh i� ¼ valueh i,
spline!lamda½ valueh i� ¼ valueh i.
T h e s e q u e n c e spline!mu i s n o t i n c r e a s i n g : spline!mu½ valueh i� ¼ valueh i,
spline!mu½ valueh i� ¼ valueh i.

NE_POINT_OUTSIDE_RECT

On entry, point x½ valueh i� ¼ valueh i; y½ valueh i� ¼ valueh ið Þ lies outside the rectangle bounded by
spline!lamda½3� ¼ valueh i, spline!lamda½ valueh i� ¼ valueh i, spline!mu½3� ¼ valueh i,
spline!mu½ valueh i� ¼ valueh i.

7 Accuracy

The method used to evaluate the B-splines is numerically stable, in the sense that each computed value
of s xr; yrð Þ can be regarded as the value that would have been obtained in exact arithmetic from slightly
perturbed B-spline coefficients. See Cox (1978) for details.

8 Parallelism and Performance

nag_2d_spline_eval (e02dec) is not threaded in any implementation.

9 Further Comments

Computation time is approximately proportional to the number of points, m, at which the evaluation is
required.

10 Example

This program reads in knot sets spline!lamda½0�; . . . ; spline!lamda½spline!nx� 1� and
spline!mu½0�; . . . ; spline!mu½spline!ny� 1�, and a set of bicubic spline coefficients cij. Following
these are a value for m and the coordinates xr ; yrð Þ, for r ¼ 1; 2; . . . ;m, at which the spline is to be
evaluated.

10.1 Program Text

/* nag_2d_spline_eval (e02dec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

Integer exit_status = 0, i, m;

e02 – Curve and Surface Fitting e02dec

Mark 26 e02dec.3



NagError fail;
Nag_2dSpline spline;
double *ff = 0, *x = 0, *y = 0;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.mu = 0;
spline.c = 0;

printf("nag_2d_spline_eval (e02dec) Example Program Results\n");
#ifdef _WIN32

scanf_s("%*[^\n]"); /* Skip heading in data file */
#else

scanf("%*[^\n]"); /* Skip heading in data file */
#endif

/* Read m, the number of spline evaluation points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (m >= 1) {
if (!(x = NAG_ALLOC(m, double)) ||

!(y = NAG_ALLOC(m, double)) || !(ff = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
/* Read nx and ny, the number of knots in the x and y directions. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &(spline.nx), &(spline.ny));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "", &(spline.nx), &(spline.ny));

#endif
if (spline.nx >= 8 && spline.ny >= 8) {

if (!(spline.c = NAG_ALLOC((spline.nx - 4) * (spline.ny - 4), double)) ||
!(spline.lamda = NAG_ALLOC(spline.nx, double)) ||
!(spline.mu = NAG_ALLOC(spline.ny, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid spline.nx or spline.ny.\n");
exit_status = 1;
return exit_status;

}

/* read the knots lamda[0] .. lamda[nx-1] and mu[0] .. mu[ny-1]. */
for (i = 0; i < spline.nx; i++)

#ifdef _WIN32
scanf_s("%lf", &(spline.lamda[i]));

#else
scanf("%lf", &(spline.lamda[i]));

#endif
for (i = 0; i < spline.ny; i++)

#ifdef _WIN32
scanf_s("%lf", &(spline.mu[i]));

#else
scanf("%lf", &(spline.mu[i]));
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#endif
/* Read c, the bicubic spline coefficients. */
for (i = 0; i < (spline.nx - 4) * (spline.ny - 4);

#ifdef _WIN32
scanf_s("%lf", &(spline.c[i])), i++);

#else
scanf("%lf", &(spline.c[i])), i++);

#endif
/* Read the x and y co-ordinates of the evaluation points. */
for (i = 0; i < m; i++)

#ifdef _WIN32
scanf_s("%lf%lf", &x[i], &y[i]);

#else
scanf("%lf%lf", &x[i], &y[i]);

#endif
/* Evaluate the spline at the m points. */
/* nag_2d_spline_eval (e02dec).
* Evaluation of bicubic spline, at a set of points
*/

nag_2d_spline_eval(m, x, y, ff, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_eval (e02dec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the results. */
printf(" i x[i] y[i] ff[i]\n");
for (i = 0; i < m; i++)

printf("%7" NAG_IFMT " %11.3f%11.3f%11.3f\n", i, x[i], y[i], ff[i]);
NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(spline.c);

END:
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(ff);
return exit_status;

}

10.2 Program Data

nag_2d_spline_eval (e02dec) Example Program Data
7
11 10
1.0 1.0 1.0 1.0 1.3 1.5 1.6 2.0 2.0 2.0 2.0
0.0 0.0 0.0 0.0 0.4 0.7 1.0 1.0 1.0 1.0
1.0000 1.1333 1.3667 1.7000 1.9000 2.0000
1.2000 1.3333 1.5667 1.9000 2.1000 2.2000
1.5833 1.7167 1.9500 2.2833 2.4833 2.5833
2.1433 2.2767 2.5100 2.8433 3.0433 3.1433
2.8667 3.0000 3.2333 3.5667 3.7667 3.8667
3.4667 3.6000 3.8333 4.1667 4.3667 4.4667
4.0000 4.1333 4.3667 4.7000 4.9000 5.0000
1.0 0.0
1.1 0.1
1.5 0.7
1.6 0.4
1.9 0.3
1.9 0.8
2.0 1.0
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10.3 Program Results

nag_2d_spline_eval (e02dec) Example Program Results
i x[i] y[i] ff[i]
0 1.000 0.000 1.000
1 1.100 0.100 1.310
2 1.500 0.700 2.950
3 1.600 0.400 2.960
4 1.900 0.300 3.910
5 1.900 0.800 4.410
6 2.000 1.000 5.000
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NAG Library Function Document

nag_2d_spline_eval_rect (e02dfc)

1 Purpose

nag_2d_spline_eval_rect (e02dfc) calculates values of a bicubic spline from its B-spline representation.
The spline is evaluated at all points on a rectangular grid.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_eval_rect (Integer mx, Integer my, const double x[],
const double y[], double ff[], Nag_2dSpline *spline, NagError *fail)

3 Description

nag_2d_spline_eval_rect (e02dfc) calculates values of the bicubic spline s x; yð Þ on a rectangular grid of
points in the x-y plane, from its augmented knot sets �f g and �f g and from the coefficients cij , for
i ¼ 1; 2; . . . ; spline!nx� 4 and j ¼ 1; 2; . . . ; spline!ny� 4, in its B-spline representation

s x; yð Þ ¼
X
i;j

cijMi xð ÞNj yð Þ:

Here Mi xð Þ and Nj yð Þ denote normalized cubic B-splines, the former defined on the knots �i to �iþ4
and the latter on the knots �j to �jþ4.

The points in the grid are defined by coordinates xq , for q ¼ 1; 2; . . . ;mx, along the x axis, and
coordinates yr , for r ¼ 1; 2; . . . ;my along the y axis.

This function may be used to calculate values of a bicubic spline given in the form produced by
nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_grid (e02dcc) and nag_2d_spline_fit_scat
(e02ddc). It is derived from the routine B2VRE in Anthony et al. (1982).

4 References

Anthony G T, Cox M G and Hayes J G (1982) DASL – Data Approximation Subroutine Library
National Physical Laboratory

Cox M G (1978) The numerical evaluation of a spline from its B-spline representation J. Inst. Math.
Appl. 21 135–143

5 Arguments

1: mx – Integer Input
2: my – Integer Input

On entry: mx and my must specify mx and my respectively, the number of points along the x and
y axes that define the rectangular grid.

Constraint: mx 	 1 and my 	 1.
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3: x½mx� – const double Input
4: y½my� – const double Input

On entry: x and y must contain xq , for q ¼ 1; 2; . . . ;mx, and yr , for r ¼ 1; 2; . . . ;my,
respectively. These are the x and y coordinates that define the rectangular grid of points at which
values of the spline are required.

C o n s t r a i n t : x a n d y m u s t s a t i s f y
spline!lamda½3� � x½q � 1� < x½q� � spline!lamda½spline!nx� 4�, for q ¼ 1; 2; . . . ;mx � 1,
and spline!mu½3� � y½r � 1� < y½r � � spline!mu½spline!ny� 4�, for r ¼ 1; 2; . . . ;my � 1.
The spline representation is not valid outside these intervals.

5: ff½mx�my� – double Output

On exit: ff½my� q � 1ð Þ þ r � 1� contains the value of the spline at the point xq; yr
� �

, for
q ¼ 1; 2; . . . ;mx and r ¼ 1; 2; . . . ;my.

6: spline – Nag_2dSpline *

Pointer to structure of type Nag_2dSpline with the following members:

nx – Integer Input

On entry: nx must specify the total number of knots associated with the variable x. It is
such that nx� 8 is the number of interior knots.

Constraint: nx 	 8.

lamda – double * Input

On entry: a pointer to which memory of size nx must be allocated. lamda must contain the
complete sets of knots �f g associated with the x variable.

Constraint: the knots must be in nondecreasing order, with lamda½nx� 4� > lamda½3�.
ny – Integer Input

On entry: ny must specify the total number of knots associated with the variable y.
It is such that ny� 8 is the number of interior knots.

Constraint: ny 	 8.

mu – double * Input

On entry: a pointer to which memory of size ny must be allocated. mu must contain the
complete sets of knots �f g associated with the y variable.

Constraint: the knots must be in nondecreasing order, with mu½ny� 4� > mu½3�.
c – double * Input

On entry: a pointer to which memory of size nx� 4ð Þ � ny� 4ð Þ must be allocated.
c½ ny� 4ð Þ � i� 1ð Þ þ j� 1� must contain the coefficient cij described in Section 3, for
i ¼ 1; 2; . . . ;nx� 4 and j ¼ 1; 2; . . . ; ny� 4.

In normal usage, the call to nag_2d_spline_eval_rect (e02dfc) follows a call to
nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_grid (e02dcc) or nag_2d_spline_fit_scat
(e02ddc), in which case, members of the structure spline will have been set up correctly for input
to nag_2d_spline_eval_rect (e02dfc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_END_KNOTS_CONS

On entry, the end knots must satisfy valueh i: valueh i ¼ valueh i, valueh i ¼ valueh i.

NE_INT_ARG_LT

On entry, mx ¼ valueh i.
Constraint: mx 	 1.

On entry, my ¼ valueh i.
Constraint: my 	 1.

On entry, spline!nx must not be less than 8: spline!nx ¼ valueh i.
On entry, spline!ny must not be less than 8: spline!ny ¼ valueh i.

NE_KNOTS_COORD_CONS

On entry, the end knots and coordinates must satisfy spline!lamda½3� � x½0� and
x½mx� 1� � spline!lamda½spline!nx� 4�. spline!lamda½3� ¼ valueh i, x½0� ¼ valueh i,
x½ valueh i� ¼ valueh i, spline!lamda½ valueh i� ¼ valueh i.
On entry, the end knots and coordinates must satisfy spline!mu½3� � y½0� and
y½my� 1� � spline!mu½spline!ny� 4�. spline!mu½3� ¼ valueh i, y½0� ¼ valueh i,
y½ valueh i� ¼ valueh i, spline!mu½ valueh i� ¼ valueh i.

NE_NOT_INCREASING

The sequence spline!lamda i s no t i n c r e a s i ng : spline!lamda½ valueh i� ¼ valueh i,
spline!lamda½ valueh i� ¼ valueh i.
T h e s e q u e n c e spline!mu i s n o t i n c r e a s i n g : spline!mu½ valueh i� ¼ valueh i,
spline!mu½ valueh i� ¼ valueh i.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.
The sequence y is not strictly increasing: y½ valueh i� ¼ valueh i, y½ valueh i� ¼ valueh i.

7 Accuracy

The method used to evaluate the B-splines is numerically stable, in the sense that each computed value
of s xr; yrð Þ can be regarded as the value that would have been obtained in exact arithmetic from slightly
perturbed B-spline coefficients. See Cox (1978) for details.

8 Parallelism and Performance

nag_2d_spline_eval_rect (e02dfc) is not threaded in any implementation.

9 Further Comments

Computation time is approximately proportional to mxmy þ 4 mx þmy

� �
.
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10 Example

T h i s p r o g r a m r e a d s i n k n o t s e t s
spline!lamda½0�; . . . ; spline!lamda½spline!nx� 1� and spline!mu½0�, . . .,
spline!mu½spline!ny� 1�, and a set of bicubic spline coefficients cij. Following these are values for
mx and the x coordinates xq , for q ¼ 1; 2; . . . ;mx, and values for my and the y coordinates yr , for
r ¼ 1; 2; . . . ;my, defining the grid of points on which the spline is to be evaluated.

10.1 Program Text

/* nag_2d_spline_eval_rect (e02dfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage02.h>

#define FF(I, J) ff[my*(I)+(J)]

int main(void)
{

Integer exit_status = 0, i, j, mx, my;
NagError fail;
Nag_2dSpline spline;
double *ff = 0, *x = 0, *y = 0;

INIT_FAIL(fail);

/* Initialize spline */
spline.lamda = 0;
spline.mu = 0;
spline.c = 0;

printf("nag_2d_spline_eval_rect (e02dfc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read mx and my, the number of grid points in the x and y
* directions respectively.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &mx, &my);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "", &mx, &my);

#endif
if (mx >= 1 && my >= 1) {

if (!(x = NAG_ALLOC(mx, double)) ||
!(y = NAG_ALLOC(my, double)) || !(ff = NAG_ALLOC(mx * my, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid mx or my.\n");
exit_status = 1;
return exit_status;

}
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/* Read spline.nx and spline.ny, the number of knots
* in the x and y directions.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &(spline.nx), &(spline.ny));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "", &(spline.nx), &(spline.ny));

#endif
if (!(spline.c = NAG_ALLOC((spline.nx - 4) * (spline.ny - 4), double)) ||

!(spline.lamda = NAG_ALLOC(spline.nx, double)) ||
!(spline.mu = NAG_ALLOC(spline.ny, double)))

{
printf("Storage allocation failed.\n");
exit_status = -1;
goto END;

}
/* Read the knots spline.lamda[0]...spline.lamda[nx-1]
* and spline.mu[0]...spline.mu[ny-1].
*/

for (i = 0; i < spline.nx; i++)
#ifdef _WIN32

scanf_s("%lf", &(spline.lamda[i]));
#else

scanf("%lf", &(spline.lamda[i]));
#endif

for (i = 0; i < spline.ny; i++)
#ifdef _WIN32

scanf_s("%lf", &(spline.mu[i]));
#else

scanf("%lf", &(spline.mu[i]));
#endif

/* Read spline.c, the bicubic spline coefficients. */
for (i = 0; i < (spline.nx - 4) * (spline.ny - 4); i++)

#ifdef _WIN32
scanf_s("%lf", &(spline.c[i]));

#else
scanf("%lf", &(spline.c[i]));

#endif
/* Read the x and y co-ordinates defining the evaluation grid. */
for (i = 0; i < mx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
for (i = 0; i < my; i++)

#ifdef _WIN32
scanf_s("%lf", &y[i]);

#else
scanf("%lf", &y[i]);

#endif
/* Evaluate the spline at the mx by my points. */
/* nag_2d_spline_eval_rect (e02dfc).
* Evaluation of bicubic spline, at a mesh of points
*/

nag_2d_spline_eval_rect(mx, my, x, y, ff, &spline, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_eval_rect (e02dfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print the result array. */
printf("Spline evaluated on x-y grid (x across, y down):\n ");
for (i = 0; i < mx; i++)

printf("%2.1f ", x[i]);
printf("\n");
for (j = 0; j < my; j++) {

printf("%2.1f", y[j]);
for (i = 0; i < mx; i++)
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printf("%8.3f%s", FF(i, j), (i % 7 == 6 || i == mx - 1) ? "\n" : " ");
}

END:
NAG_FREE(spline.c);
NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(ff);
return exit_status;

}

10.2 Program Data

nag_2d_spline_eval_rect (e02dfc) Example Program Data
7 6
11 10
1.0 1.0 1.0 1.0 1.3 1.5 1.6 2.0 2.0 2.0 2.0
0.0 0.0 0.0 0.0 0.4 0.7 1.0 1.0 1.0 1.0
1.0000 1.1333 1.3667 1.7000 1.9000 2.0000
1.2000 1.3333 1.5667 1.9000 2.1000 2.2000
1.5833 1.7167 1.9500 2.2833 2.4833 2.5833
2.1433 2.2767 2.5100 2.8433 3.0433 3.1433
2.8667 3.0000 3.2333 3.5667 3.7667 3.8667
3.4667 3.6000 3.8333 4.1667 4.3667 4.4667
4.0000 4.1333 4.3667 4.7000 4.9000 5.0000
1.0 1.1 1.3 1.4 1.5 1.7 2.0
0.0 0.2 0.4 0.6 0.8 1.0

10.3 Program Results

nag_2d_spline_eval_rect (e02dfc) Example Program Results
Spline evaluated on x-y grid (x across, y down):

1.0 1.1 1.3 1.4 1.5 1.7 2.0
0.0 1.000 1.210 1.690 1.960 2.250 2.890 4.000
0.2 1.200 1.410 1.890 2.160 2.450 3.090 4.200
0.4 1.400 1.610 2.090 2.360 2.650 3.290 4.400
0.6 1.600 1.810 2.290 2.560 2.850 3.490 4.600
0.8 1.800 2.010 2.490 2.760 3.050 3.690 4.800
1.0 2.000 2.210 2.690 2.960 3.250 3.890 5.000
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NAG Library Function Document

nag_2d_spline_deriv_rect (e02dhc)

1 Purpose

nag_2d_spline_deriv_rect (e02dhc) computes the partial derivative (of order �x, �y), of a bicubic spline
approximation to a set of data values, from its B-spline representation, at points on a rectangular grid in
the x-y plane. This function may be used to calculate derivatives of a bicubic spline given in the form
produced by nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_panel (e02dac), nag_2d_spline_fit_
grid (e02dcc) and nag_2d_spline_fit_scat (e02ddc).

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_deriv_rect (Integer mx, Integer my, const double x[],
const double y[], Integer nux, Integer nuy, double z[],
Nag_2dSpline *spline, NagError *fail)

3 Description

nag_2d_spline_deriv_rect (e02dhc) determines the partial derivative @�xþ�y
@x�x@y�y of a smooth bicubic spline

approximation s x; yð Þ at the set of data points xq; yr
� �

.

The spline is given in the B-spline representation

s x; yð Þ ¼
Xnx�4
i¼1

Xny�4
j¼1

cijMi xð ÞNj yð Þ; ð1Þ

where Mi xð Þ and Nj yð Þ denote normalized cubic B-splines, the former defined on the knots �i to �iþ4
and the latter on the knots �j to �jþ4, with nx and ny the total numbers of knots of the computed spline
with respect to the x and y variables respectively. For further details, see Hayes and Halliday (1974) for
bicubic splines and de Boor (1972) for normalized B-splines. This function is suitable for B-spline
representations returned by nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_panel (e02dac),
nag_2d_spline_fit_grid (e02dcc) and nag_2d_spline_fit_scat (e02ddc).

The partial derivatives can be up to order 2 in each direction; thus the highest mixed derivative
available is @4

@x2@y2
.

The points in the grid are defined by coordinates xq , for q ¼ 1; 2; . . . ;mx, along the x axis, and
coordinates yr , for r ¼ 1; 2; . . . ;my, along the y axis.

4 References

de Boor C (1972) On calculating with B-splines J. Approx. Theory 6 50–62

Dierckx P (1981) An improved algorithm for curve fitting with spline functions Report TW54
Department of Computer Science, Katholieke Univerciteit Leuven

Dierckx P (1982) A fast algorithm for smoothing data on a rectangular grid while using spline functions
SIAM J. Numer. Anal. 19 1286–1304

Hayes J G and Halliday J (1974) The least squares fitting of cubic spline surfaces to general data sets J.
Inst. Math. Appl. 14 89–103

Reinsch C H (1967) Smoothing by spline functions Numer. Math. 10 177–183
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5 Arguments

1: mx – Integer Input

On entry: mx, the number of grid points along the x axis.

Constraint: mx 	 1.

2: my – Integer Input

On entry: my, the number of grid points along the y axis.

Constraint: my 	 1.

3: x½mx� – const double Input

On entry: x½q � 1� must be set to xq , the x coordinate of the qth grid point along the x axis, for
q ¼ 1; 2; . . . ;mx, on which values of the partial derivative are sought.

Constraint: x1 < x2 < � � � < xmx
.

4: y½my� – const double Input

On entry: y½r � 1� must be set to yr , the y coordinate of the rth grid point along the y axis, for
r ¼ 1; 2; . . . ;my on which values of the partial derivative are sought.

Constraint: y1 < y2 < � � � < ymy
.

5: nux – Integer Input

On entry: specifies the order, �x of the partial derivative in the x-direction.

Constraint: 0 � nux � 2.

6: nuy – Integer Input

On entry: specifies the order, �y of the partial derivative in the y-direction.

Constraint: 0 � nuy � 2.

7: z½mx�my� – double Output

On exit: z½my � q � 1ð Þ þ r � 1� contains the derivative @�xþ�y
@x�x@y�ys xq; yr

� �
, for q ¼ 1; 2; . . . ;mx and

r ¼ 1; 2; . . . ;my.

8: spline – Nag_2dSpline * Input

Pointer to structure of type Nag_2dSpline describing the bicubic spline approximation to be
differentiated.

In normal usage, the call to nag_2d_spline_deriv_rect (e02dhc) follows a call to
nag_2d_spline_interpolant (e01dac), nag_2d_spline_fit_panel (e02dac), nag_2d_spline_fit_grid
(e02dcc) or nag_2d_spline_fit_scat (e02ddc), in which case, members of the structure spline will
have been set up correctly for input to nag_2d_spline_deriv_rect (e02dhc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, mx ¼ valueh i.
Constraint: mx 	 1.

On entry, my ¼ valueh i.
Constraint: my 	 1.

On entry, nux ¼ valueh i.
Constraint: 0 � nux � 2.

On entry, nuy ¼ valueh i.
Constraint: 0 � nuy � 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, for i ¼ valueh i, x½i� 2� ¼ valueh i and x½i� 1� ¼ valueh i.
Constraint: x½i � 2� � x½i � 1�, for i ¼ 2; 3; . . . ;mx.

On entry, for i ¼ valueh i, y½i� 2� ¼ valueh i and y½i� 1� ¼ valueh i.
Constraint: y½i � 2� � y½i � 1�, for i ¼ 2; 3; . . . ;my.

7 Accuracy

On successful exit, the partial derivatives on the given mesh are accurate to machine precision with
respect to the supplied bicubic spline. Please refer to Section 7 in nag_2d_spline_interpolant (e01dac),
nag_2d_spline_fit_panel (e02dac), nag_2d_spline_fit_grid (e02dcc) and nag_2d_spline_fit_scat (e02ddc)
of the function document for the respective function which calculated the spline approximant for details
on the accuracy of that approximation.

8 Parallelism and Performance

nag_2d_spline_deriv_rect (e02dhc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example reads in values of mx, my, xq , for q ¼ 1; 2; . . . ;mx, and yr , for r ¼ 1; 2; . . . ;my, followed
by values of the ordinates fq;r defined at the grid points xq; yr

� �
. It then calls nag_2d_spline_fit_grid

(e02dcc) to compute a bicubic spline approximation for one specified value of S. Finally it evaluates
the spline and its first x derivative at a small sample of points on a rectangular grid by calling
nag_2d_spline_deriv_rect (e02dhc).

10.1 Program Text

/* nag_2d_spline_deriv_rect (e02dhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL print_spline(Integer *ngx, double *gridx, Integer *ngy,
double *gridy, double *z, double *zder,
Integer *exit_status);

#ifdef __cplusplus
}
#endif

#define F(I, J) f[my*(I)+(J)]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, mx, my, ngx, ngy, nux, nuy, nxest, nyest;
double delta, fp, s, xhi, xlo, yhi, ylo;
/* Arrays */
double *f = 0, *gridx = 0, *gridy = 0, *x = 0, *y = 0, *z = 0, *zder = 0;
/* NAG types */
Nag_2dSpline spline;
Nag_Comm warmstartinf;
Nag_Start startc;
NagError fail;

INIT_FAIL(fail);

printf("nag_2d_spline_deriv_rect (e02dhc) Example Program Results\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Input the number of X, Y co-ordinates MX, MY. */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &mx, &my);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &mx, &my);
#endif

nxest = mx + 4;
nyest = my + 4;
spline.nx = 4;
spline.ny = 4;

/* Alocations for spline fitting */
if (!(x = NAG_ALLOC((mx), double)) ||

!(y = NAG_ALLOC((my), double)) || !(f = NAG_ALLOC((mx * my), double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
for (i = 0; i < mx; i++)

scanf_s("%lf", &x[i]);
#else

for (i = 0; i < mx; i++)
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < my; i++)
scanf_s("%lf", &y[i]);

#else
for (i = 0; i < my; i++)

scanf("%lf", &y[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Input the MX*MY function values F at grid points and smoothing factor. */
for (i = 0; i < mx; i++)

for (j = 0; j < my; j++)
#ifdef _WIN32

scanf_s("%lf", &F(i, j));
#else

scanf("%lf", &F(i, j));
#endif

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &s);
#else

scanf("%lf%*[^\n]", &s);
#endif

/* nag_2d_spline_fit_grid (e02dcc).
* Least squares bicubic spline fit with automatic knot placement,
* two variables (rectangular grid)
*/

startc = Nag_Cold;
nag_2d_spline_fit_grid(startc, mx, x, my, y, f, s, nxest, nyest, &fp,

&warmstartinf, &spline, &fail);

e02 – Curve and Surface Fitting e02dhc

Mark 26 e02dhc.5



if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_spline_fit_grid (e02dcc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSpline fit used smoothing factor s = %13.4e.\n", s);
printf("Number of knots in each direction = %5" NAG_IFMT ",%5" NAG_IFMT

".\n\n", spline.nx, spline.ny);
printf("Sum of squared residuals = %13.4e.\n", fp);
fflush(stdout);

/* Spline and its derivative to be evaluated on rectangular grid with
* ngx*ngy points on the domain [xlo,xhi] by [ylo,yhi].
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf%*[^\n]", &ngx, &xlo, &xhi);

#else
scanf("%" NAG_IFMT "%lf%lf%*[^\n]", &ngx, &xlo, &xhi);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf%*[^\n]", &ngy, &ylo, &yhi);
#else

scanf("%" NAG_IFMT "%lf%lf%*[^\n]", &ngy, &ylo, &yhi);
#endif

/* Allocations for spline evaluation. */
if (!(gridx = NAG_ALLOC((ngx), double)) ||

!(gridy = NAG_ALLOC((ngy), double)) ||
!(z = NAG_ALLOC((ngx * ngy), double)) ||
!(zder = NAG_ALLOC((ngx * ngy), double))

)
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

delta = (xhi - xlo) / (double) (ngx - 1);
gridx[0] = xlo;
for (i = 1; i < ngx - 1; i++)

gridx[i] = gridx[i - 1] + delta;
gridx[ngx - 1] = xhi;

delta = (yhi - ylo) / (double) (ngy - 1);
gridy[0] = ylo;
for (i = 1; i < ngy - 1; i++)

gridy[i] = gridy[i - 1] + delta;
gridy[ngy - 1] = yhi;

/* Evaluate spline (nux=nuy=0) using
* nag_2d_spline_deriv_rect (e02dhc).
* Evaluation of spline surface at mesh of points with derivatives
*/

nux = 0;
nuy = 0;
nag_2d_spline_deriv_rect(ngx, ngy, gridx, gridy, nux, nuy, z, &spline,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_deriv_rect (e02dhc))\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

/* Evaluate spline partial derivative of order (nux,nuy) */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &nux, &nuy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &nux, &nuy);
#endif
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printf("\nDerivative of spline has order nux, nuy =%5" NAG_IFMT ", %5"
NAG_IFMT ".\n", nux, nuy);

fflush(stdout);
/* nag_2d_spline_deriv_rect (e02dhc).
* Evaluation of spline surface at mesh of points with derivatives
*/

nag_2d_spline_deriv_rect(ngx, ngy, gridx, gridy, nux, nuy, zder, &spline,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_spline_deriv_rect (e02dhc)\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
fflush(stdout);

/* Print tabulated spline and derivative evaluations. */
print_spline(&ngx, gridx, &ngy, gridy, z, zder, &exit_status);

END:
NAG_FREE(f);
NAG_FREE(gridx);
NAG_FREE(gridy);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(z);
NAG_FREE(zder);
NAG_FREE(spline.lamda);
NAG_FREE(spline.mu);
NAG_FREE(spline.c);
NAG_FREE(warmstartinf.nag_w);
NAG_FREE(warmstartinf.nag_iw);
return exit_status;

}

static void NAG_CALL print_spline(Integer *ngx, double *gridx, Integer *ngy,
double *gridy, double *z, double *zder,
Integer *exit_status)

{
/* Print spline function and spline derivative evaluation */
Integer indent = 0, ncols = 80;
char formc[] = "%8.3f";
Integer i;
char title[49];
char *outfile = 0;
char **clabsc = 0, **rlabsc = 0;
Nag_OrderType order;
Nag_MatrixType matrixc;
Nag_DiagType diagc;
Nag_LabelType chlabelc;
NagError fail;

INIT_FAIL(fail);

/* Allocate for row and column label */
if (!(clabsc = NAG_ALLOC(*ngx, char *)) ||

!(rlabsc = NAG_ALLOC(*ngy, char *))
)

{
printf("Allocation failure\n");
*exit_status = -3;
goto END;

}

/* Allocate memory to clabsc and rlabsc elements and generate
* column and row labels to print the results with.
*/

for (i = 0; i < *ngx; i++) {
clabsc[i] = NAG_ALLOC(11, char);

#ifdef _WIN32
sprintf_s(clabsc[i], 11, "%5.2f%5s", gridx[i], "");

e02 – Curve and Surface Fitting e02dhc

Mark 26 e02dhc.7



#else
sprintf(clabsc[i], "%5.2f%5s", gridx[i], "");

#endif
}
for (i = 0; i < *ngy; i++) {

rlabsc[i] = NAG_ALLOC(11, char);
#ifdef _WIN32

sprintf_s(rlabsc[i], 11, "%5.2f%5s", gridy[i], "");
#else

sprintf(rlabsc[i], "%5.2f%5s", gridy[i], "");
#endif

}

order = Nag_ColMajor;
matrixc = Nag_GeneralMatrix;
diagc = Nag_NonUnitDiag;
chlabelc = Nag_CharacterLabels;

/* Print the spline evaluations, z. */
#ifdef _WIN32

strcpy_s(title, (unsigned)_countof(title),
"Spline evaluated on X-Y grid (X across, Y down):");

#else
strcpy(title, "Spline evaluated on X-Y grid (X across, Y down):");

#endif
printf("\n");
fflush(stdout);

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive)
*/

nag_gen_real_mat_print_comp(order, matrixc, diagc, *ngy, *ngx, z, *ngy,
formc, title, chlabelc, (const char **) rlabsc,
chlabelc, (const char **) clabsc, ncols,
indent, outfile, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc)\n%s\n",

fail.message);
*exit_status = 4;
goto END;

}

/* Print the spline derivative evaluations, zder. */
#ifdef _WIN32

strcpy_s(title, (unsigned)_countof(title),
"Spline derivative evaluated on X-Y grid:");

#else
strcpy(title, "Spline derivative evaluated on X-Y grid:");

#endif
printf("\n");
fflush(stdout);

nag_gen_real_mat_print_comp(order, matrixc, diagc, *ngy, *ngx, zder, *ngy,
formc, title, chlabelc, (const char **) rlabsc,
chlabelc, (const char **) clabsc, ncols, indent,
outfile, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc)\n%s\n",

fail.message);
*exit_status = 5;
goto END;

}

END:
for (i = 0; i < *ngy; i++)

NAG_FREE(rlabsc[i]);
NAG_FREE(rlabsc);
for (i = 0; i < *ngx; i++)

NAG_FREE(clabsc[i]);
NAG_FREE(clabsc);

}
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10.2 Program Data

nag_2d_spline_deriv_rect (e02dhc) Example Program Data
11 9 : mx, my
0.0 0.5 1.0 1.5 2.0
2.5 3.0 3.5 4.0 4.5
5.0 : x
0.0 0.5 1.0 1.5 2.0
2.5 3.0 3.5 4.0 : y
1.0000 0.88758 0.54030 0.070737 -0.41515

-0.80114 -0.97999 -0.93446 -0.65664
1.5000 1.3564 0.82045 0.10611 -0.62422

-1.2317 -1.4850 -1.3047 -0.98547
2.0600 1.7552 1.0806 0.15147 -0.83229

-1.6023 -1.9700 -1.8729 -1.4073
2.5700 2.1240 1.3508 0.17684 -1.0404

-2.0029 -2.4750 -2.3511 -1.6741
3.0000 2.6427 1.6309 0.21221 -1.2484

-2.2034 -2.9700 -2.8094 -1.9809
3.5000 3.1715 1.8611 0.24458 -1.4565

-2.8640 -3.2650 -3.2776 -2.2878
4.0400 3.5103 2.0612 0.28595 -1.6946

-3.2046 -3.9600 -3.7958 -2.6146
4.5000 3.9391 2.4314 0.31632 -1.8627

-3.6351 -4.4550 -4.2141 -2.9314
5.0400 4.3879 2.7515 0.35369 -2.0707

-4.0057 -4.9700 -4.6823 -3.2382
5.5050 4.8367 2.9717 0.38505 -2.2888

-4.4033 -5.4450 -5.1405 -3.5950
6.0000 5.2755 3.2418 0.42442 -2.4769

-4.8169 -5.9300 -5.6387 -3.9319 : f(x,y)
0.1 : s
6 0.0 5.0 : ngx, xlo, xhi
5 0.0 4.0 : ngy, ylo, yhi
1 0 : nux, nuy

10.3 Program Results

nag_2d_spline_deriv_rect (e02dhc) Example Program Results

Spline fit used smoothing factor s = 1.0000e-01.
Number of knots in each direction = 10, 13.

Sum of squared residuals = 1.0004e-01.

Derivative of spline has order nux, nuy = 1, 0.

Spline evaluated on X-Y grid (X across, Y down):
0.00 1.00 2.00 3.00 4.00 5.00

0.00 0.992 2.043 3.029 4.014 5.021 5.997
1.00 0.541 1.088 1.607 2.142 2.705 3.239
2.00 -0.417 -0.829 -1.241 -1.665 -2.083 -2.485
3.00 -0.978 -1.975 -2.914 -3.913 -4.965 -5.924
4.00 -0.648 -1.363 -1.991 -2.606 -3.251 -3.933

Spline derivative evaluated on X-Y grid:
0.00 1.00 2.00 3.00 4.00 5.00

0.00 1.093 1.013 0.970 1.004 1.001 0.939
1.00 0.565 0.531 0.515 0.558 0.559 0.499
2.00 -0.429 -0.404 -0.421 -0.423 -0.412 -0.389
3.00 -1.060 -0.951 -0.949 -1.048 -1.031 -0.861
4.00 -0.779 -0.661 -0.608 -0.628 -0.663 -0.701
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NAG Library Function Document

nag_lone_fit (e02gac)

1 Purpose

nag_lone_fit (e02gac) calculates an l1 solution to an over-determined system of linear equations.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_lone_fit (Nag_OrderType order, Integer m, double a[], double b[],
Integer nplus2, double toler, double x[], double *resid, Integer *rank,
Integer *iter, NagError *fail)

3 Description

Given a matrix A with m rows and n columns m 	 nð Þ and a vector b with m elements, the function
calculates an l1 solution to the over-determined system of equations

Ax ¼ b:

That is to say, it calculates a vector x, with n elements, which minimizes the l1 norm (the sum of the
absolute values) of the residuals

r xð Þ ¼
Xm
i¼1

rij j;

where the residuals ri are given by

ri ¼ bi �
Xn
j¼1

aijxj; i ¼ 1; 2; . . . ;m:

Here aij is the element in row i and column j of A, bi is the ith element of b and xj the jth element of
x. The matrix A need not be of full rank.

Typically in applications to data fitting, data consisting of m points with coordinates ti; yið Þ are to be
approximated in the l1 norm by a linear combination of known functions 
j tð Þ,

�1
1 tð Þ þ �2
2 tð Þ þ � � � þ �n
n tð Þ:

This is equivalent to fitting an l1 solution to the over-determined system of equationsXn
j¼1


j tið Þ�j ¼ yi; i ¼ 1; 2; . . . ;m:

Thus if, for each value of i and j, the element aij of the matrix A in the previous paragraph is set equal
to the value of 
j tið Þ and bi is set equal to yi, the solution vector x will contain the required values of
the �j. Note that the independent variable t above can, instead, be a vector of several independent
variables (this includes the case where each 
i is a function of a different variable, or set of variables).

The algorithm is a modification of the simplex method of linear programming applied to the primal
formulation of the l1 problem (see Barrodale and Roberts (1973) and Barrodale and Roberts (1974)).
The modification allows several neighbouring simplex vertices to be passed through in a single
iteration, providing a substantial improvement in efficiency.
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4 References

Barrodale I and Roberts F D K (1973) An improved algorithm for discrete l1 linear approximation
SIAM J. Numer. Anal. 10 839–848

Barrodale I and Roberts F D K (1974) Solution of an overdetermined system of equations in the
l1-norm Comm. ACM 17(6) 319–320

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: the number of equations, m (the number of rows of the matrix A).

Constraint: m 	 n 	 1.

3: a½ mþ 2ð Þ � nplus2� – double Input/Output

Note: where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � mþ 2ð Þð Þ þ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � nplus2þ j� 1� when order ¼ Nag RowMajor.

On entry: A i; jð Þ must contain aij , the element in the ith row and jth column of the matrix A, for
i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n. The remaining elements need not be set.

On exit: contains the last simplex tableau generated by the simplex method.

4: b½m� – double Input/Output

On entry: b½i � 1� must contain bi, the ith element of the vector b, for i ¼ 1; 2; . . . ;m.

On exit: the ith residual ri corresponding to the solution vector x, for i ¼ 1; 2; . . . ;m.

5: nplus2 – Integer Input

On entry: nþ 2, where n is the number of unknowns (the number of columns of the matrix A).

Constraint: 3 � nplus2 � mþ 2.

6: toler – double Input

On entry: a non-negative value. In general toler specifies a threshold below which numbers are
regarded as zero. The recommended threshold value is �2=3 where � is the machine precision.
The recommended value can be computed within the function by setting toler to zero. If
premature termination occurs a larger value for toler may result in a valid solution.

Suggested value: 0:0.

7: x½nplus2� – double Output

On exit: x½j � 1� contains the jth element of the solution vector x, for j ¼ 1; 2; . . . ; n. The
elements x½n� and x½nþ 1� are unused.

8: resid – double * Output

On exit: the sum of the absolute values of the residuals for the solution vector x.
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9: rank – Integer * Output

On exit: the computed rank of the matrix A.

10: iter – Integer * Output

On exit: the number of iterations taken by the simplex method.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nplus2 ¼ valueh i.
Constraint: nplus2 	 3.

NE_INT_2

On entry, nplus2 ¼ valueh i and m ¼ valueh i.
Constraint: 3 � nplus2 � mþ 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_UNIQUE

An optimal solution has been obtained, but may not be unique.

NE_TERMINATION_FAILURE

Premature termination due to rounding errors. Try using larger value of toler: toler ¼ valueh i.

NE_TOO_MANY_ITER

More than 1000 � n iterations were performed. nag_lone_fit (e02gac) has terminated without
calculating a solution. The output data from the function is as computed on the last good
iteration. Consider increasing the value of toler. Alternatively, A may be ill conditioned—try
scaling its columns.
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7 Accuracy

Experience suggests that the computational accuracy of the solution x is comparable with the accuracy
that could be obtained by applying Gaussian elimination with partial pivoting to the n equations
satisfied by this algorithm (i.e., those equations with zero residuals). The accuracy therefore varies with
the conditioning of the problem, but has been found generally very satisfactory in practice.

8 Parallelism and Performance

nag_lone_fit (e02gac) is not threaded in any implementation.

9 Further Comments

The effects of m and n on the time and on the number of iterations in the Simplex Method vary from
problem to problem, but typically the number of iterations is a small multiple of n and the total time
taken is approximately proportional to mn2.

It is recommended that, before the function is entered, the columns of the matrix A are scaled so that
the largest element in each column is of the order of unity. This should improve the conditioning of the
matrix, and also enable the argument toler to perform its correct function. The solution x obtained will
then, of course, relate to the scaled form of the matrix. Thus if the scaling is such that, for each
j ¼ 1; 2; . . . ; n, the elements of the jth column are multiplied by the constant kj, the element xj of the
solution vector x must be multiplied by kj if it is desired to recover the solution corresponding to the
original matrix A.

10 Example

Suppose we wish to approximate a set of data by a curve of the form

y ¼ Ket þ Le�t þM

where K, L and M are unknown. Given values yi at 5 points ti we may form the over-determined set of
equations for K, L and M

exiK þ e�xiLþM ¼ yi; i ¼ 1; 2; . . . ; 5:

nag_lone_fit (e02gac) is used to solve these in the l1 sense.

10.1 Program Text

/* nag_lone_fit (e02gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
double resid, t, tol;
Integer exit_status, i, iter, m, rank, n, nplus2, pda;
NagError fail;
Nag_OrderType order;

/* Arrays */
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double *a = 0, *b = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_lone_fit (e02gac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

n = 3;
nplus2 = n + 2;

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &m);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &m);

#endif
if (m > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC((m + 2) * nplus2, double)) ||

!(b = NAG_ALLOC(m, double)) || !(x = NAG_ALLOC(nplus2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (order == Nag_ColMajor)
pda = m + 2;

else
pda = nplus2;

for (i = 1; i <= m; ++i) {
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &t, &b[i - 1]);
#else

scanf("%lf%lf%*[^\n] ", &t, &b[i - 1]);
#endif

A(i, 1) = exp(t);
A(i, 2) = exp(-t);
A(i, 3) = 1.0;

}
tol = 0.0;
/* nag_lone_fit (e02gac).
* L_1-approximation by general linear function
*/

nag_lone_fit(order, m, a, b, nplus2, tol, x, &resid, &rank, &iter, &fail);
if (fail.code == NE_INT || fail.code == NE_INT_2 ||

fail.code == NE_TOO_MANY_ITER ||
fail.code == NE_NO_LICENCE) {

printf("Error from nag_lone_fit (e02gac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
else {

printf("\n");
printf("resid = %11.2e Rank = %5" NAG_IFMT " Iterations ="

" %5" NAG_IFMT "\n", resid, rank, iter);
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printf("\n");
printf("Solution\n");

for (i = 1; i <= n; ++i)
printf("%10.4f", x[i - 1]);

printf("\n");
}

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_lone_fit (e02gac) Example Program Data
5
0.0 4.501
0.2 4.360
0.4 4.333
0.6 4.418
0.8 4.625

10.3 Program Results

nag_lone_fit (e02gac) Example Program Results

resid = 2.78e-03 Rank = 3 Iterations = 5

Solution
1.0014 2.0035 1.4960
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NAG Library Function Document

nag_linf_fit (e02gcc)

1 Purpose

nag_linf_fit (e02gcc) calculates an l1 solution to an over-determined system of linear equations.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_linf_fit (Nag_OrderType order, Integer m, Integer n, double a[],
double b[], double tol, double *relerr, double x[], double *resmax,
Integer *rank, Integer *iter, NagError *fail)

3 Description

Given a matrix A with m rows and n columns m 	 nð Þ and a vector b with m elements, the function
calculates an l1 solution to the over-determined system of equations

Ax ¼ b:
That is to say, it calculates a vector x, with n elements, which minimizes the l1 norm of the residuals
(the absolutely largest residual)

r xð Þ ¼ max
1�i�m

rij j

where the residuals ri are given by

ri ¼ bi �
Xn
j¼1

aijxj; i ¼ 1; 2; . . . ;m:

Here aij is the element in row i and column j of A, bi is the ith element of b and xj the jth element of
x. The matrix A need not be of full rank. The solution is not unique in this case, and may not be unique
even if A is of full rank.

Alternatively, in applications where a complete minimization of the l1 norm is not necessary, you may
obtain an approximate solution, usually in shorter time, by giving an appropriate value to the argument
relerr.

Typically in applications to data fitting, data consisting of m points with coordinates ti; yið Þ is to be
approximated in the l1 norm by a linear combination of known functions 
j tð Þ,

�1
1 tð Þ þ �2
2 tð Þ þ � � � þ �n
n tð Þ:
This is equivalent to finding an l1 solution to the over-determined system of equationsXn

j¼1

j tið Þ�j ¼ yi; i ¼ 1; 2; . . . ;m:

Thus if, for each value of i and j the element aij of the matrix A above is set equal to the value of

j tið Þ and bi is set equal to yi, the solution vector x will contain the required values of the �j. Note that
the independent variable t above can, instead, be a vector of several independent variables (this includes
the case where each 
i is a function of a different variable, or set of variables).

The algorithm is a modification of the simplex method of linear programming applied to the dual
formation of the l1 problem (see Barrodale and Phillips (1974) and Barrodale and Phillips (1975)). The
modifications are designed to improve the efficiency and stability of the simplex method for this
particular application.
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4 References

Barrodale I and Phillips C (1974) An improved algorithm for discrete Chebyshev linear approximation
Proc. 4th Manitoba Conf. Numerical Mathematics 177–190 University of Manitoba, Canada

Barrodale I and Phillips C (1975) Solution of an overdetermined system of linear equations in the
Chebyshev norm [F4] (Algorithm 495) ACM Trans. Math. Software 1(3) 264–270

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: the number of equations, m (the number of rows of the matrix A).

Constraint: m 	 n.

3: n – Integer Input

On entry: the number of unknowns, n (the number of columns of the matrix A).

Constraint: n 	 1.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least nþ 3ð Þ � mþ 1ð Þ.
Where A j; ið Þ appears in this document, it refers to the array element

a½ i� 1ð Þ � nþ 3ð Þ þ j� 1� when order ¼ Nag ColMajor;
a½ j� 1ð Þ � mþ 1ð Þ þ i� 1� when order ¼ Nag RowMajor.

On entry: A j; ið Þ must contain aij , the element in the ith row and jth column of the matrix A, for
i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n, (that is, the transpose of the matrix). The remaining elements
need not be set. Preferably, the columns of the matrix A (rows of the argument a) should be
scaled before entry: see Section 7.

On exit: contains the last simplex tableau.

5: b½m� – double Input/Output

On entry: b½i � 1� must contain bi, the ith element of the vector b, for i ¼ 1; 2; . . . ;m.

On exit: the ith residual ri corresponding to the solution vector x, for i ¼ 1; 2; . . . ;m. Note
however that these residuals may contain few significant figures, especially when resmax is
within one or two orders of magnitude of tol. Indeed if resmax � tol, the elements b½i� 1� may
all be set to zero. It is therefore often advisable to compute the residuals directly.

6: tol – double Input

On entry: a threshold below which numbers are regarded as zero. The recommended threshold
value is 10:0� �, where � is the machine precision. If tol � 0:0 on entry, the recommended value
is used within the function. If premature termination occurs, a larger value for tol may result in a
valid solution.

Suggested value: 0:0.
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7: relerr – double * Input/Output

On entry: must be set to a bound on the relative error acceptable in the maximum residual at the
solution.

If relerr � 0:0, then the l1 solution is computed, and relerr is set to 0:0 on exit.

If relerr > 0:0, then the function obtains instead an approximate solution for which the largest
residual is less than 1:0þ relerr times that of the l1 solution; on exit, relerr contains a smaller
value such that the above bound still applies. (The usual result of this option, say with
relerr ¼ 0:1, is a saving in the number of simplex iterations).

On exit: is altered as described above.

8: x½n� – double Output

On exit: if an optimal but not necessarily unique solution is found, x½j � 1� contains the jth
element of the solution vector x, for j ¼ 1; 2; . . . ; n. Whether this is an l1 solution or an
approximation to one, depends on the value of relerr on entry.

9: resmax – double * Output

On exit: if an optimal but not necessarily unique solution is found, resmax contains the absolute
value of the largest residual(s) for the solution vector x. (See b.)

10: rank – Integer * Output

On exit: if an optimal but not necessarily unique solution is found, rank contains the computed
rank of the matrix A.

11: iter – Integer * Output

On exit: if an optimal but not necessarily unique solution is found, iter contains the number of
iterations taken by the simplex method.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_UNIQUE

An optimal solution has been obtained, but may not be unique.

NE_TERMINATION_FAILURE

Premature termination due to rounding errors. Try using larger value of tol: tol ¼ valueh i.

7 Accuracy

Experience suggests that the computational accuracy of the solution x is comparable with the accuracy
that could be obtained by applying Gaussian elimination with partial pivoting to the nþ 1 equations
which have residuals of largest absolute value. The accuracy therefore varies with the conditioning of
the problem, but has been found generally very satisfactory in practice.

8 Parallelism and Performance

nag_linf_fit (e02gcc) is not threaded in any implementation.

9 Further Comments

The effects of m and n on the time and on the number of iterations in the simplex method vary from
problem to problem, but typically the number of iterations is a small multiple of n and the total time is
approximately proportional to mn2.

It is recommended that, before the function is entered, the columns of the matrix A are scaled so that
the largest element in each column is of the order of unity. This should improve the conditioning of the
matrix, and also enable the argument tol to perform its correct function. The solution x obtained will
then, of course, relate to the scaled form of the matrix. Thus if the scaling is such that, for each
j ¼ 1; 2; . . . ; n, the elements of the jth column are multiplied by the constant kj, the element xj of the
solution vector x must be multiplied by kj if it is desired to recover the solution corresponding to the
original matrix A.

10 Example

This example approximates a set of data by a curve of the form

y ¼ Ket þ Le�t þM

where K, L and M are unknown. Given values yi at 5 points ti we may form the over-determined set of
equations for K, L and M

etiK þ e�tiLþM ¼ yi; i ¼ 1; 2; . . . ; 5:

nag_linf_fit (e02gcc) is used to solve these in the l1 sense.

e02gcc NAG Library Manual

e02gcc.4 Mark 26



10.1 Program Text

/* nag_linf_fit (e02gcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
double relerr, resmax, t, tol;
Integer exit_status, i, irank, iter, m, n, pda;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0, *b = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_linf_fit (e02gcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

n = 3;
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &m);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &m);
#endif

if (m > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC((n + 3) * (m + 1), double)) ||

!(b = NAG_ALLOC(m, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (order == Nag_ColMajor)
pda = n + 3;

else
pda = m + 1;

for (i = 1; i <= m; ++i) {
#ifdef _WIN32
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scanf_s("%lf%lf%*[^\n] ", &t, &b[i - 1]);
#else

scanf("%lf%lf%*[^\n] ", &t, &b[i - 1]);
#endif

A(1, i) = exp(t);
A(2, i) = exp(-t);
A(3, i) = 1.0;

}
tol = 0.0;
relerr = 0.0;
/* nag_linf_fit (e02gcc).
* L_infinity-approximation by general linear function
*/

nag_linf_fit(order, m, n, a, b, tol, &relerr, x, &resmax, &irank, &iter,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_linf_fit (e02gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
else {

printf("\n");
printf("resmax = %11.2e Rank = %5" NAG_IFMT " Iterations ="

" %5" NAG_IFMT "\n", resmax, irank, iter);

printf("\n");
printf("Solution\n");

for (i = 1; i <= n; ++i)
printf("%10.4f", x[i - 1]);

printf("\n");
}

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_linf_fit (e02gcc) Example Program Data
5
0.0 4.501
0.2 4.360
0.4 4.333
0.6 4.418
0.8 4.625

10.3 Program Results

nag_linf_fit (e02gcc) Example Program Results

resmax = 1.03e-03 Rank = 3 Iterations = 4

Solution
1.0049 2.0149 1.4822
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NAG Library Function Document

nag_2d_spline_fit_ts_scat (e02jdc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the specification of the optional parameters
produced by the function.

1 Purpose

nag_2d_spline_fit_ts_scat (e02jdc) computes a spline approximation to a set of scattered data using a
two-stage approximation method.

The computational complexity of the method grows linearly with the number of data points; hence large
datasets are easily accommodated.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_fit_ts_scat (Integer n, const double x[],
const double y[], const double f[], Integer lsminp, Integer lsmaxp,
Integer nxcels, Integer nycels, Integer lcoefs, double coefs[],
Integer iopts[], double opts[], NagError *fail)

Before calling nag_2d_spline_fit_ts_scat (e02jdc), nag_fit_opt_set (e02zkc) must be called with optstr
set to "IInniittiiaalliizzee = e02jdc". Settings for optional algorithmic arguments may be specified by
calling nag_fit_opt_set (e02zkc) before a call to nag_2d_spline_fit_ts_scat (e02jdc).

3 Description

nag_2d_spline_fit_ts_scat (e02jdc) determines a smooth bivariate spline approximation to a set of data
points xi; yi; fið Þ, for i ¼ 1; 2; . . . ; n. Here, ‘smooth’ means C1 or C2. (You may select the degree of
smoothing using the optional parameter Global Smoothing Level.)

The approximation domain is the bounding box xmin ; xmax½ � � ymin ; ymax½ �, where xmin (respectively
ymin ) and xmax (respectively ymax ) denote the lowest and highest data values of the xið Þ (respectively
yið Þ).
The spline is computed by local approximations on a uniform triangulation of the bounding box. These
approximations are extended to a smooth spline representation of the surface over the domain. The local
approximation scheme is controlled by the optional parameter Local Method. The schemes provided
are: by least squares polynomial approximation (Davydov and Zeilfelder (2004)); by hybrid polynomial
and radial basis function (RBF) approximation (Davydov et al. (2006)); or by pure RBF approximation
(Davydov et al. (2005)).

The two-stage approximation method employed by nag_2d_spline_fit_ts_scat (e02jdc) is derived from
the TSFIT package of O. Davydov and F. Zeilfelder.

Values of the computed spline can subsequently be computed by calling nag_2d_spline_ts_eval (e02jec)
or nag_2d_spline_ts_eval_rect (e02jfc).
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Davydov O, Morandi R and Sestini A (2006) Local hybrid approximation for scattered data fitting with
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5 Arguments

1: n – Integer Input

On entry: n, the number of data values to be fitted.

Constraint: n > 1.

2: x½n� – const double Input
3: y½n� – const double Input
4: f½n� – const double Input

On entry: the xi; yi; fið Þ data values to be fitted.

Constraint: x½j� 1� 6¼ x½0� for some j ¼ 2; . . . ; n and y½k� 1� 6¼ y½0� for some k ¼ 2; . . . ; n; i.e.,
there are at least two distinct x and y values.

5: lsminp – Integer Input
6: lsmaxp – Integer Input

On entry: are control parameters for the local approximations.

Each local approximation is computed on a local domain containing one of the triangles in the
discretization of the bounding box. The size of each local domain will be adaptively chosen such
that if it contains fewer than lsminp sample points it is expanded, else if it contains greater than
lsmaxp sample points a thinning method is applied. lsmaxp mainly controls computational cost
(in that working with a thinned set of points is cheaper and may be appropriate if the input data
is densely distributed), while lsminp allows handling of different types of scattered data.

Setting lsmaxp < lsminp, and therefore forcing either expansion or thinning, may be useful for
computing initial coarse approximations. In general smaller values for these arguments reduces
cost.

A calibration procedure (experimenting with a small subset of the data to be fitted and validating
the results) may be needed to choose the most appropriate values for lsminp and lsmaxp.

Constraints:

1 � lsminp � n;
lsmaxp 	 1.

7: nxcels – Integer Input
8: nycels – Integer Input

On entry: nxcels (respectively nycels) is the number of cells in the x (respectively y) direction
that will be used to create the triangulation of the bounding box of the domain of the function to
be fitted.

Greater efficiency generally comes when nxcels and nycels are chosen to be of the same order of
magnitude and are such that n is O nxcels� nycelsð Þ. Thus for a ‘square’ triangulation — when
nxcels ¼ nycels — the quantities

ffiffiffi
n
p

and nxcels should be of the same order of magnitude. See
also Section 9.
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Constraints:

nxcels 	 1;
nycels 	 1.

9: lcoefs – Integer Input
10: coefs½lcoefs� – double Output

On exit: if fail:code ¼ NE_NOERROR on exit, coefs contains the computed spline coefficients.

Constraints:

if Global Smoothing Level ¼ 1,
lcoefs 	 nxcelsþ 2ð Þ � nycelsþ 2ð Þ þ 1ð Þ=2ð Þ � 10þ 1;
if Global Smoothing Level ¼ 2,
lcoefs 	 28� nxcelsþ 2ð Þ � nycelsþ 2ð Þ � 4þ 1.

11: iopts½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_fit_opt_set (e02zkc).

On entry: the contents of iopts MUST NOT be modified in any way either directly or indirectly,
by further calls to nag_fit_opt_set (e02zkc), before calling either or both of the evaluation
routines nag_2d_spline_ts_eval (e02jec) and nag_2d_spline_ts_eval_rect (e02jfc).

12: opts½dim� – double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_fit_opt_set (e02zkc).

On entry: the contents of opts MUST NOT be modified in any way either directly or indirectly,
by further calls to nag_fit_opt_set (e02zkc), before calling either or both of the evaluation
routines nag_2d_spline_ts_eval (e02jec) and nag_2d_spline_ts_eval_rect (e02jfc).

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALL_ELEMENTS_EQUAL

On entry, all elements of x or of y are equal.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Option arrays are not initialized or are corrupted.
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NE_INT

On entry, lcoefs ¼ valueh i.
Constraint:
if Global Smoothing Level ¼ 1,
lcoefs 	 nxcelsþ 2ð Þ � nycelsþ 2ð Þ þ 1ð Þ=2ð Þ � 10þ 1;
if Global Smoothing Level ¼ 2,
lcoefs 	 28� nxcelsþ 2ð Þ � nycelsþ 2ð Þ � 4þ 1.

On entry, lsmaxp ¼ valueh i.
Constraint: lsmaxp 	 1.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, nxcels ¼ valueh i.
Constraint: nxcels 	 1.

On entry, nycels ¼ valueh i.
Constraint: nycels 	 1.

NE_INT_2

On entry, lsminp ¼ valueh i and n ¼ valueh i.
Constraint: 1 � lsminp � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected algorithmic failure was encountered. Please contact NAG.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

The selected radial basis function cannot be used with the RBF local method.

The value of optional parameter Polynomial Starting Degree was invalid.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Technical results on error bounds can be found in Davydov and Zeilfelder (2004), Davydov et al.
(2006) and Davydov et al. (2005).

Local approximation by polynomials of degree d for n data points has optimal approximation order
n� dþ1ð Þ=2. The improved approximation power of hybrid polynomial/RBF and of pure RBF
approximations is shown in Davydov et al. (2006) and Davydov et al. (2005).

The approximation error for C1 global smoothing is O n�2
� �

. For C2 smoothing the error is O n�7=2
� �

when Supersmooth C2 ¼ YES and O n�3
� �

when Supersmooth C2 ¼ NO.

Whether maximal accuracy is achieved depends on the distribution of the input data and the choices of
the algorithmic parameters. The references above contain extensive numerical tests and further technical
discussions of how best to configure the method.
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8 Parallelism and Performance

nag_2d_spline_fit_ts_scat (e02jdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_2d_spline_fit_ts_scat (e02jdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

n-linear complexity and memory usage can be attained for sufficiently dense input data if the
triangulation parameters nxcels and nycels are chosen as recommended in their descriptions above. For
sparse input data on such triangulations, if many expansion steps are required (see lsminp) the
complexity may rise to be loglinear.

Parts of the pure RBF method used when Local Method ¼ RBF have n-quadratic memory usage.

Note that if Local Method ¼ HYBRID and an initial hybrid approximation is deemed unreliable (see
the description of optional parameter Minimum Singular Value LHA), a pure polynomial approxima-
tion will be used instead on that local domain.

10 Example

The Franke function

f x; yð Þ ¼ 0:75 exp � 9x� 2ð Þ2 þ 9y� 2ð Þ2
� �

=4
� �

þ
0:75 exp � 9xþ 1ð Þ2=49� 9yþ 1ð Þ=10

� �
þ

0:5 exp � 9x� 7ð Þ2 þ 9y� 3ð Þ2
� �

=4
� �

�
0:2 exp � 9x� 4ð Þ2 � 9y� 7ð Þ2

� �
is widely used for testing surface-fitting methods. The example program randomly generates a number
of points on this surface. From these a spline is computed and then evaluated at a vector of points and
on a mesh.

10.1 Program Text

/* nag_2d_spline_fit_ts_scat (e02jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>
#include <nagf16.h>
#include <nagg05.h>
#include <string.h>

static Integer generate_data(Integer *n, double **x, double **y, double **f,
Integer *lsminp, Integer *lsmaxp,
Integer *nxcels, Integer *nycels,
Integer *lcoefs, double **coefs,
Integer *gsmoothness);
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static Integer handle_options(Integer gsmoothness,
Integer iopts[], const Integer liopts,
double opts[], const Integer lopts);

static Integer evaluate_at_vector(const double coefs[], const Integer iopts[],
const double opts[], const double pmin[],
const double pmax[]);

static Integer evaluate_on_mesh(const double coefs[], const Integer iopts[],
const double opts[], const double pmin[],
const double pmax[]);

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer liopts = 100, lopts = 100;
Integer gsmoothness, i, lcoefs, lsmaxp, lsminp, n, nxcels, nycels;
/* Arrays */
double *coefs = 0, *f = 0, *x = 0, *y = 0;
double opts[100], pmax[2], pmin[2];
Integer iopts[100];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_2d_spline_fit_ts_scat (e02jdc) Example Program Results\n");

/* Generate the data to fit and set the compulsory algorithmic control
* parameters.
*/

exit_status = generate_data(&n, &x, &y, &f, &lsminp, &lsmaxp, &nxcels,
&nycels, &lcoefs, &coefs, &gsmoothness);

if (exit_status != 0)
goto END;

/* Initialize the options arrays and set/get some options. */
exit_status = handle_options(gsmoothness, iopts, liopts, opts, lopts);
if (exit_status != 0)

goto END;

/* Compute the spline coefficients using
* nag_2d_spline_fit_ts_scat (e02jdc).
*/

nag_2d_spline_fit_ts_scat(n, x, y, f, lsminp, lsmaxp, nxcels, nycels,
lcoefs, coefs, iopts, opts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2d_spline_fit_ts_scat (e02jdc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* pmin and pmax form the bounding box of the spline. We must not attempt to
* evaluate the spline outside this box. Use nag_dmin_val (f16jpc) and
* nag_dmax_val (f16jnc) to obtain the min and max values.
*/

nag_dmin_val(n, x, 1, &i, &pmin[0], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmin_val (f16jpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dmin_val(n, y, 1, &i, &pmin[1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmin_val (f16jpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dmax_val(n, x, 1, &i, &pmax[0], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
nag_dmax_val(n, y, 1, &i, &pmax[1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(f);

/* Evaluate the approximation at a vector of values. */
exit_status = evaluate_at_vector(coefs, iopts, opts, pmin, pmax);
if (exit_status != 0)

goto END;

/* Evaluate the approximation on a mesh. */
exit_status = evaluate_on_mesh(coefs, iopts, opts, pmin, pmax);
if (exit_status != 0)

goto END;

END:

NAG_FREE(coefs);

return exit_status;
}

static Integer generate_data(Integer *n, double **x, double **y, double **f,
Integer *lsminp, Integer *lsmaxp,
Integer *nxcels, Integer *nycels,
Integer *lcoefs, double **coefs,
Integer *gsmoothness)

{
/* Reads n from a data file and then generates an x and a y vector of n
* pseudorandom uniformly distributed values on (0,1]. These are passed
* to the bivariate function of R. Franke to create the data set to fit.
* The remaining input data for the fitter are set to suitable values for
* this problem, as discussed by Davydov and Zeilfelder.
* Reads the global smoothing level from a data file. This value determines
* the minimum required length of the array of spline coefficients, coefs.
*/

/* Scalars */
Integer exit_status = 0;
Integer lseed = 4, mstate = 21;
Integer i, lstate, subid;
/* Arrays */
Integer seed[4], state[21];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

/* Read the size of the data set to be generated and fitted.
* (Skip the heading in the data file.)
*/

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", n);
#endif
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if (!(*x = NAG_ALLOC(*n, double)) ||
!(*y = NAG_ALLOC(*n, double)) || !(*f = NAG_ALLOC(*n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the random number generator using
* nag_rand_init_repeatable (g05kfc) and then generate the data using
* nag_rand_basic (g05sac).
*/

subid = 53;
seed[0] = 32958;
seed[1] = 39838;
seed[2] = 881818;
seed[3] = 45812;
lstate = mstate;
nag_rand_init_repeatable(Nag_WichmannHill_I, subid, seed, lseed, state,

&lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
nag_rand_basic(*n, state, *x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_rand_basic(*n, state, *y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (i = 0; i < *n; i++)
(*f)[i] = 0.75 *

exp(-(pow((9. * (*x)[i] - 2.), 2) + pow((9. * (*y)[i] - 2.), 2)) /
4.) + 0.75 * exp(-pow((9. * (*x)[i] + 1.),

2) / 49. - (9. * (*y)[i] + 1.) / 10.) +
0.5 *
exp(-(pow((9. * (*x)[i] - 7.), 2) + pow((9. * (*y)[i] - 3.), 2)) /

4.) - 0.2 * exp(-pow((9. * (*x)[i] - 4.),
2) - pow((9. * (*y)[i] - 7.), 2));

/* Set the grid size for the approximation. */
*nxcels = 6;
*nycels = *nxcels;

/* Read the required level of global smoothing. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", gsmoothness);
#else

scanf("%" NAG_IFMT "%*[^\n] ", gsmoothness);
#endif

/* Identify the computation. */
printf("\n"

"Computing the coefficients of a C^%" NAG_IFMT
" spline approximation to" " Franke’s function\n" "Using a %"
NAG_IFMT " by %" NAG_IFMT " grid\n", *gsmoothness, *nxcels, *nycels);

/* Set the local-approximation control parameters. */
*lsminp = 3;
*lsmaxp = 100;

/* Set up the array to hold the computed spline coefficients. */
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switch (*gsmoothness) {
case 1:

*lcoefs = (((*nxcels + 2) * (*nycels + 2) + 1) / 2) * 10 + 1;
break;

case 2:
*lcoefs = 28 * (*nxcels + 2) * (*nycels + 2) * 4 + 1;
break;

default:
*lcoefs = 0;

}

if (!(*coefs = NAG_ALLOC(*lcoefs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

END:

return exit_status;
}

static Integer handle_options(Integer gsmoothness,
Integer iopts[], const Integer liopts,
double opts[], const Integer lopts)

{
/* Auxiliary routine for initializing the options arrays and
* for demonstrating how to set and get optional parameters using
* nag_fit_opt_set (e02zkc) and nag_fit_opt_get (e02zlc) respectively.
*/

/* Scalars */
Integer exit_status = 0;
double rvalue;
Integer ivalue, lcvalue;
/* Arrays */
char cvalue[16 + 1], optstr[80 + 1], supersmooth[9 + 1];
/* Nag Types */
Nag_Boolean supersmooth_enum;
Nag_VariableType optype;
NagError fail;

INIT_FAIL(fail);

nag_fit_opt_set("Initialize = e02jdc", iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Configure the global approximation method. */
#ifdef _WIN32

sprintf_s(optstr, (unsigned)_countof(optstr),
"Global Smoothing Level = %1" NAG_IFMT, gsmoothness);

#else
sprintf(optstr, "Global Smoothing Level = %1" NAG_IFMT, gsmoothness);

#endif
nag_fit_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* If C^2 smoothing is requested, compute the spline using additional
* super-smoothness constraints?
* (The default is ’No’.)
*/

#ifdef _WIN32
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scanf_s("%9s%*[^\n] ", supersmooth, (unsigned)_countof(supersmooth));
#else

scanf("%9s%*[^\n] ", supersmooth);
#endif

supersmooth_enum = (Nag_Boolean) nag_enum_name_to_value(supersmooth);
if (gsmoothness == 2 && supersmooth_enum == Nag_TRUE) {

nag_fit_opt_set("Supersmooth C2 = Yes", iopts, liopts, opts, lopts,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

nag_fit_opt_set("Averaged Spline = Yes", iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Configure the local approximation method.
* (The default is ’Polynomial’.)
*/

nag_fit_opt_set("Local Method = Polynomial", iopts, liopts, opts, lopts,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

#ifdef _WIN32
sprintf_s(optstr, (unsigned)_countof(optstr),

"Minimum Singular Value LPA = %16.9e", 1. / 32.);
#else

sprintf(optstr, "Minimum Singular Value LPA = %16.9e", 1. / 32.);
#endif

nag_fit_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

switch (gsmoothness) {
case 1:

#ifdef _WIN32
sprintf_s(optstr, (unsigned)_countof(optstr),

"Polynomial Starting Degree = 3");
#else

sprintf(optstr, "Polynomial Starting Degree = 3");
#endif

break;
case 2:

if (supersmooth_enum == Nag_TRUE) {
/* We can benefit from starting with local polynomials of greater
* degree than with regular C^2 smoothing.
*/

printf("Using super-smoothing\n");
#ifdef _WIN32

sprintf_s(optstr, (unsigned)_countof(optstr),
"Polynomial Starting Degree = 6");

#else
sprintf(optstr, "Polynomial Starting Degree = 6");

#endif
}
else

#ifdef _WIN32
sprintf_s(optstr, (unsigned)_countof(optstr),
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"Polynomial Starting Degree = 5");
#else

sprintf(optstr, "Polynomial Starting Degree = 5");
#endif

break;
}
nag_fit_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fit_opt_set (e02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* As an example of how to get the value of an optional parameter,
* display whether averaging of local approximations is in operation.
*/

lcvalue = 16 + 1;
nag_fit_opt_get("Averaged Spline", &ivalue, &rvalue, cvalue, lcvalue,

&optype, iopts, opts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_fit_opt_get (e02zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (!strcmp(cvalue, "YES"))
printf("Using an averaged local approximation\n");

END:
return exit_status;

}

static Integer evaluate_at_vector(const double coefs[], const Integer iopts[],
const double opts[], const double pmin[],
const double pmax[])

{
/* Evaluates the approximation at a vector of values using
* nag_2d_spline_ts_eval (e02jec).
*/

/* Scalars */
Integer exit_status = 0;
Integer i, nevalv;
/* Arrays */
double *fevalv = 0, *xevalv = 0, *yevalv = 0;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &nevalv);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &nevalv);

#endif

if (!(xevalv = NAG_ALLOC(nevalv, double)) ||
!(yevalv = NAG_ALLOC(nevalv, double)) ||
!(fevalv = NAG_ALLOC(nevalv, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
for (i = 0; i < nevalv; i++)

scanf_s("%lf%lf%*[^\n]", &xevalv[i], &yevalv[i]);
#else

for (i = 0; i < nevalv; i++)
scanf("%lf%lf%*[^\n]", &xevalv[i], &yevalv[i]);
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#endif

/* Force the points to be within the bounding box of the spline. */
for (i = 0; i < nevalv; i++) {

xevalv[i] = MAX(xevalv[i], pmin[0]);
xevalv[i] = MIN(xevalv[i], pmax[0]);
yevalv[i] = MAX(yevalv[i], pmin[1]);
yevalv[i] = MIN(yevalv[i], pmax[1]);

}

/* Evaluate using nag_2d_spline_ts_eval (e02jec). */
nag_2d_spline_ts_eval(nevalv, xevalv, yevalv, coefs, fevalv, iopts, opts,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_ts_eval (e02jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nValues of computed spline at (x_i,y_i):\n"
"\n%12s%12s%12s\n", "x_i", "y_i", "f(x_i,y_i)");

for (i = 0; i < nevalv; i++)
printf("%12.2f%12.2f%12.2f\n", xevalv[i], yevalv[i], fevalv[i]);

END:

NAG_FREE(xevalv);
NAG_FREE(yevalv);
NAG_FREE(fevalv);

return exit_status;
}

static Integer evaluate_on_mesh(const double coefs[], const Integer iopts[],
const double opts[], const double pmin[],
const double pmax[])

{
/* Evaluates the approximation on a mesh of n_x * n_y values. */

/* Scalars */
Integer exit_status = 0;
Integer i, j, nxeval, nyeval;
/* Arrays */
char print_mesh[9 + 1];
double *fevalm = 0, *xevalm = 0, *yevalm = 0;
double h[2], ll_corner[2], ur_corner[2];
/* Nag Types */
Nag_Boolean print_mesh_enum;
NagError fail;

INIT_FAIL(fail);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nxeval, &nyeval);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nxeval, &nyeval);

#endif

if (!(xevalm = NAG_ALLOC(nxeval, double)) ||
!(yevalm = NAG_ALLOC(nyeval, double)) ||
!(fevalm = NAG_ALLOC(nxeval * nyeval, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Define the mesh by its lower-left and upper-right corners, which must
* lie within the bounding box of the spline.
*/
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#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &ll_corner[0], &ll_corner[1]);

#else
scanf("%lf%lf%*[^\n] ", &ll_corner[0], &ll_corner[1]);

#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &ur_corner[0], &ur_corner[1]);
#else

scanf("%lf%lf%*[^\n] ", &ur_corner[0], &ur_corner[1]);
#endif

for (i = 0; i < 2; i++) {
ll_corner[i] = MAX(ll_corner[i], pmin[i]);
ur_corner[i] = MIN(ur_corner[i], pmax[i]);

}

/* Set the mesh spacing and the evaluation points. */
h[0] = (ur_corner[0] - ll_corner[0]) / (double) (nxeval - 1);
h[1] = (ur_corner[1] - ll_corner[1]) / (double) (nyeval - 1);

for (i = 0; i < nxeval; i++)
xevalm[i] = ll_corner[0] + (double) i *h[0];

for (j = 0; j < nyeval; j++)
yevalm[j] = ll_corner[1] + (double) j *h[1];

/* Evaluate using nag_2d_spline_ts_eval_rect (e02jfc). */
nag_2d_spline_ts_eval_rect(nxeval, nyeval, xevalm, yevalm, coefs, fevalm,

iopts, opts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_spline_ts_eval_rect (e02jfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output the computed function values? */
#ifdef _WIN32

scanf_s("%9s%*[^\n] ", print_mesh, (unsigned)_countof(print_mesh));
#else

scanf("%9s%*[^\n] ", print_mesh);
#endif

print_mesh_enum = (Nag_Boolean) nag_enum_name_to_value(print_mesh);

printf("\n");
if (!print_mesh_enum) {

printf("Outputting of the function values on the mesh is disabled\n");
}
else {

printf("Values of computed spline at (x_i,y_j):\n"
"\n%12s%12s%12s\n", "x_i", "y_j", "f(x_i,y_j)");

for (j = 0; j < nyeval; j++)
for (i = 0; i < nxeval; i++)

printf("%12.2f%12.2f%12.2f\n", xevalm[i], yevalm[j],
fevalm[j * nxeval + i]);

}

END:

NAG_FREE(xevalm);
NAG_FREE(yevalm);
NAG_FREE(fevalm);

return exit_status;
}
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10.2 Program Data

nag_2d_spline_fit_ts_scat (e02jdc) Example Program Data
100 : number of data points to fit
1 : global smoothing level
Nag_FALSE : if C^2 smoothing, supersmooth?
1 : no. points for vector evaluation
0 0 : (x_i,y_i) vector to eval.
101 101 : (n_x,n_y) size for mesh eval.
0 0 : mesh lower-left corner
1 1 : mesh upper-right corner
Nag_FALSE : display the computed mesh vals?

10.3 Program Results

nag_2d_spline_fit_ts_scat (e02jdc) Example Program Results

Computing the coefficients of a C^1 spline approximation to Franke’s function
Using a 6 by 6 grid
Using an averaged local approximation

Values of computed spline at (x_i,y_i):

x_i y_i f(x_i,y_i)
0.01 0.01 0.73

Outputting of the function values on the mesh is disabled

Example Program
Calculation and Evaluation of Bivariate Spline Fit

from Scattered Data using Two-Stage Approximation
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11 Optional Parameters

Several optional parameters in nag_2d_spline_fit_ts_scat (e02jdc) control aspects of the algorithm,
methodology used, logic or output. Their values are contained in the arrays iopts and opts; these must
be initialized before calling nag_2d_spline_fit_ts_scat (e02jdc) by first calling nag_fit_opt_set (e02zkc)
with optstr set to "IInniittiiaalliizzee = e02jdc".
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Each optional parameter has an associated default value; to set any of them to a non-default value, or to
reset any of them to the default value, use nag_fit_opt_set (e02zkc). The current value of an optional
parameter can be queried using nag_fit_opt_get (e02zlc).

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Averaged Spline

Global Smoothing Level

Interpolation Only RBF

Local Method

Minimum Singular Value LHA

Minimum Singular Value LPA

Polynomial Starting Degree

Radial Basis Function

Scaling Coefficient RBF

Separation LRBFA

Supersmooth C2

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value.

Keywords and character values are case insensitive.

For nag_2d_spline_fit_ts_scat (e02jdc) the maximum length of the parameter cvalue used by
nag_fit_opt_get (e02zlc) is 16.

Averaged Spline a Default ¼ NO

When the bounding box is triangulated there are 8 equivalent configurations of the mesh. Setting
Averaged Spline ¼ YES will use the averaged value of the 8 possible local polynomial approximations
over each triangle in the mesh. This usually gives better results but at (about 8 times) higher
computational cost.

Constraint: Averaged Spline ¼ YES or NO.

Global Smoothing Level i Default ¼ 1

The smoothness level for the global spline approximation.

Global Smoothing Level ¼ 1
Will use C1 piecewise cubics.

Global Smoothing Level ¼ 2
Will use C2 piecewise sextics.

Constraint: Global Smoothing Level ¼ 1 or 2.
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Interpolation Only RBF a Default ¼ YES

If Interpolation Only RBF ¼ YES, each local RBF approximation is computed by interpolation.

If Interpolation Only RBF ¼ NO, each local RBF approximation is computed by a discrete least
squares approach. This is likely to be more accurate and more expensive than interpolation.

If Local Method ¼ HYBRID or POLYNOMIAL, this option setting is ignored.

Constraint: Interpolation Only RBF ¼ YES or NO.

Local Method a Default ¼ POLYNOMIAL

The local approximation scheme to use.

Local Method ¼ POLYNOMIAL
Uses least squares polynomial approximations.

Local Method ¼ HYBRID
Uses hybrid polynomial and RBF approximations.

Local Method ¼ RBF
Uses pure RBF approximations.

In general POLYNOMIAL is less computationally expensive than HYBRID is less computationally
expensive than RBF with the reverse ordering holding for accuracy of results.

Constraint: Local Method ¼ POLYNOMIAL, HYBRID or RBF.

Minimum Singular Value LHA r Default ¼ 1:0

A tolerance measure for accepting or rejecting a local hybrid approximation (LHA) as reliable.

The solution of a local least squares problem solved on each triangle subdomain is accepted as reliable
if the minimum singular value � of the collocation matrix (of polynomial and radial basis function
terms) associated with the least squares problem satisfies Minimum Singular Value LHA � �.
In general the approximation power will be reduced as Minimum Singular Value LHA is reduced. (A
small � indicates that the local data has hidden redundancies which prevent it from carrying enough
information for a good approximation to be made.) Setting Minimum Singular Value LHA very large
may have the detrimental effect that only approximations of low degree are deemed reliable.

A calibration procedure (experimenting with a small subset of the data to be fitted and validating the
results) may be needed to choose the most appropriate value for this parameter.

If Local Method ¼ POLYNOMIAL or RBF, this option setting is ignored.

Constraint: Minimum Singular Value LHA 	 0:0.

Minimum Singular Value LPA r Default ¼ 1:0

A tolerance measure for accepting or rejecting a local polynomial approximation (LPA) as reliable.
Clearly this setting is relevant when Local Method ¼ POLYNOMIAL, but it also may be used when
Local Method ¼ HYBRID (see Section 9.)

The solution of a local least squares problem solved on each triangle subdomain is accepted as reliable
if the minimum singular value � of the matrix (of Bernstein polynomial values) associated with the
least squares problem satisfies Minimum Singular Value LPA � �.
In general the approximation power will be reduced as Minimum Singular Value LPA is reduced. (A
small � indicates that the local data has hidden redundancies which prevent it from carrying enough
information for a good approximation to be made.) Setting Minimum Singular Value LPA very large
may have the detrimental effect that only approximations of low degree are deemed reliable.

Minimum Singular Value LPA will have no effect if Polynomial Starting Degree ¼ 0, and it will
have little effect if the input data is ‘smooth’ (e.g., from a known function).

A calibration procedure (experimenting with a small subset of the data to be fitted and validating the
results) may be needed to choose the most appropriate value for this parameter.
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If Local Method ¼ RBF, this option setting is ignored.

Constraint: Minimum Singular Value LPA 	 0:0.

Polynomial Starting Degree i Default ¼ 5 if Local Method ¼ HYBRID,
Default ¼ 1 otherwise

The degree to be used for the polynomial part in the initial step of each local approximation.

At this initial step the method will attempt to fit with a local approximation having polynomial part of
degree Polynomial Starting Degree. If Local Method ¼ POLYNOMIAL and the approximation is
deemed unreliable (according to Minimum Singular Value LPA), the degree will be decremented by
one and a new local approximation computed, ending with a constant approximation if no other is
reliable. If Local Method ¼ HYBRID and the approximation is deemed unreliable (according to
Minimum Singular Value LHA), a pure polynomial approximation of this degree will be tried instead.
The method then proceeds as in the POLYNOMIAL case.

Polynomial Starting Degree is bounded from above by the maximum possible spline degree, which is
6 (when performing C2 global super-smoothing). Note that the best-case approximation error (see
Section 7) for C2 smoothing with Supersmooth C2 ¼ NO is achieved for local polynomials of degree
5; that is, for this level of global smoothing no further benefit is gained by setting
Polynomial Starting Degree ¼ 6.

The default value gives a good compromise between efficiency and accuracy. In general the best
approximation can be obtained by setting:

If Local Method ¼ POLYNOMIAL

if Global Smoothing Level ¼ 1, Polynomial Starting Degree ¼ 3;

if Global Smoothing Level ¼ 2;

if Supersmooth C2 ¼ NO, Polynomial Starting Degree ¼ 5;

otherwise Polynomial Starting Degree ¼ 6.

If Local Method ¼ HYBRID, Polynomial Starting Degree as small as possible.

If Local Method ¼ RBF, this option setting is ignored.

Constraints:

if Local Method ¼ HYBRID,

if Radial Basis Function ¼ MQ2, MQ3, TPS or POLYHARMONIC3,
Polynomial Starting Degree 	 1;
if Radial Basis Function ¼ TPS4 or POLYHARMONIC5,
Polynomial Starting Degree 	 2;
if Radial Basis Function ¼ TPS6 or POLYHARMONIC7,
Polynomial Starting Degree 	 3;
if Radial Basis Function ¼ POLYHARMONIC9,
Polynomial Starting Degree 	 4.;

otherwise Polynomial Starting Degree 	 0;
if Local Method ¼ POLYNOMIAL and Global Smoothing Level ¼ 1,
Polynomial Starting Degree � 3;
otherwise Polynomial Starting Degree � 6.

Radial Basis Function a Default ¼ MQ
Scaling Coefficient RBF r Default ¼ 1:0

Radial Basis Function selects the RBF to use in each local RBF approximation, while
Scaling Coefficient RBF selects the scale factor to use in its evaluation, as described below.

A calibration procedure (experimenting with a small subset of the data to be fitted and validating the
results) may be needed to choose the most appropriate scale factor and RBF.

If Local Method ¼ POLYNOMIAL, these option settings are ignored.
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If Local Method ¼ HYBRID or RBF, the following (conditionally) positive definite functions may be
chosen.

Define R ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
x2 þ y2

p
and � ¼ R=r.

GAUSS Gaussian exp ��2
� �

IMQ inverse multiquadric 1=
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
r2 þR2
p

IMQ2 inverse multiquadric 1= r2 þR2
� �

IMQ3 inverse multiquadric 1= r2 þR2
� � 3=2ð Þ

IMQ0 5 inverse multiquadric 1= r2 þR2
� � 1=4ð Þ

WENDLAND31 H. Wendland's C2 function max 0; 1� �ð Þ4 4�þ 1ð Þ
WENDLAND32 H. Wendland's C4 function max 0; 1� �ð Þ6 35�2 þ 18�þ 3

� �
WENDLAND33 H. Wendland's C6 function max 0; 1� �ð Þ8 32�3 þ 25�2 þ 8�þ 1

� �
BUHMANNC3 M. Buhmann's C3 function

112=45� 9=2ð Þ þ 16=3� 7=2ð Þ � 7�4 � 14=15�2 þ 1=9 if � � 1, 0 otherwise

MQ multiquadric
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
r2 þR2
p

MQ1 5 multiquadric r2 þR2
� � 1:5=2ð Þ

POLYHARMONIC1 5 polyharmonic spline �1:5

POLYHARMONIC1 75 polyharmonic spline �1:75

If Local Method ¼ HYBRID the following conditionally positive definite functions may also be
chosen.

MQ2 multiquadric r2 þR2
� �

log r2 þR2
� �

MQ3 multiquadric r2 þR2
� � 3=2ð Þ

TPS thin plate spline �2log �2

POLYHARMONIC3 polyharmonic spline �3

TPS4 thin plate spline �4log �2

POLYHARMONIC5 polyharmonic spline �5

TPS6 thin plate spline �6log �2

POLYHARMONIC7 polyharmonic spline �7

POLYHARMONIC9 polyharmonic spline �9

Constraints:

if Radial Basis Function ¼ MQ2, MQ3, TPS or POLYHARMONIC3,
Local Method ¼ HYBRID and Polynomial Starting Degree 	 1;
if Radial Basis Function ¼ TPS4 or POLYHARMONIC5,
Local Method ¼ HYBRID and Polynomial Starting Degree 	 2;
if Radial Basis Function ¼ TPS6 or POLYHARMONIC7,
Local Method ¼ HYBRID and Polynomial Starting Degree 	 3;
if Radial Basis Function ¼ POLYHARMONIC9,
Local Method ¼ HYBRID and Polynomial Starting Degree 	 4;
Scaling Coefficient RBF > 0:0.

e02jdc NAG Library Manual

e02jdc.18 Mark 26



Separation LRBFA r Default ¼ 16:0=Scaling Coefficient RBF

A knot-separation parameter used to control the condition number of the matrix used in each local RBF
approximation (LRBFA). A smaller value may mean greater numerical stability but fewer knots.

If Local Method ¼ HYBRID or POLYNOMIAL, this option setting is ignored.

Constraint: Separation LRBFA > 0:0.

Supersmooth C2 a Default ¼ NO

If Supersmooth C2 ¼ YES, the C2 spline is generated using additional smoothness constraints. This
usually gives better results but at higher computational cost.

If Global Smoothing Level ¼ 1 this option setting is ignored.

Constraint: Supersmooth C2 ¼ YES or NO.
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NAG Library Function Document

nag_2d_spline_ts_eval (e02jec)

1 Purpose

nag_2d_spline_ts_eval (e02jec) calculates a vector of values of a spline computed by
nag_2d_spline_fit_ts_scat (e02jdc).

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_ts_eval (Integer nevalv, const double xevalv[],
const double yevalv[], const double coefs[], double fevalv[],
const Integer iopts[], const double opts[], NagError *fail)

3 Description

nag_2d_spline_ts_eval (e02jec) calculates values at prescribed points (xi,yi), for i ¼ 1; 2; . . . ; n, of a
bivariate spline computed by nag_2d_spline_fit_ts_scat (e02jdc). It is derived from the TSFIT package
of O. Davydov and F. Zeilfelder.

4 References

Davydov O, Morandi R and Sestini A (2006) Local hybrid approximation for scattered data fitting with
bivariate splines Comput. Aided Geom. Design 23 703–721

Davydov O, Sestini A and Morandi R (2005) Local RBF approximation for scattered data fitting with
bivariate splines Trends and Applications in Constructive Approximation M. G. de Bruin, D. H. Mache,
and J. Szabados, Eds ISNM Vol. 151 Birkhauser 91–102

Davydov O and Zeilfelder F (2004) Scattered data fitting by direct extension of local polynomials to
bivariate splines Advances in Comp. Math. 21 223–271

Farin G and Hansford D (2000) The Essentials of CAGD Natic, MA: A K Peters, Ltd.

5 Arguments

1: nevalv – Integer Input

On entry: n, the number of values at which the spline is to be evaluated.

Constraint: nevalv 	 1.

2: xevalv½nevalv� – const double Input

On entry: the xið Þ values at which the spline is to be evaluated.

Constraint: for all i, xevalv½i� 1� must lie inside, or on the boundary of, the spline's bounding
box as determined by nag_2d_spline_fit_ts_scat (e02jdc).

3: yevalv½nevalv� – const double Input

On entry: the yið Þ values at which the spline is to be evaluated.

Constraint: for all i, yevalv½i� 1� must lie inside, or on the boundary of, the spline's bounding
box as determined by nag_2d_spline_fit_ts_scat (e02jdc).
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4: coefs½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
coefs in the previous call to nag_2d_spline_fit_ts_scat (e02jdc).

On entry: the computed spline coefficients as output from nag_2d_spline_fit_ts_scat (e02jdc).

5: fevalv½nevalv� – double Output

On exit: if fail:code ¼ NE_NOERROR on exit fevalv½i� 1� contains the computed spline value
at xi; yið Þ.

6: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_fit_opt_set (e02zkc).

On entry: the contents of the array MUST NOT have been modified either directly or indirectly,
by a call to nag_fit_opt_set (e02zkc), between calls to nag_2d_spline_fit_ts_scat (e02jdc) and
nag_2d_spline_ts_eval (e02jec).

7: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_fit_opt_set (e02zkc).

On entry: the contents of the array MUST NOT have been modified either directly or indirectly,
by a call to nag_fit_opt_set (e02zkc), between calls to nag_2d_spline_fit_ts_scat (e02jdc) and
nag_2d_spline_ts_eval (e02jec).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Option arrays are not initialized or are corrupted.

NE_INT

On entry, nevalv ¼ valueh i.
Constraint: nevalv 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SPLINE

The fitting routine has not been called, or the array of coefficients has been corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POINT_OUTSIDE_RECT

On entry, xevalv½ valueh i� ¼ valueh i was outside the bounding box.
Constraint: valueh i � xevalv½i� 1� � valueh i for all i.
On entry, yevalv½ valueh i� ¼ valueh i was outside the bounding box.
Constraint: valueh i � yevalv½i� 1� � valueh i for all i.

7 Accuracy

nag_2d_spline_ts_eval (e02jec) uses the de Casteljau algorithm and thus is numerically stable. See
Farin and Hansford (2000) for details.

8 Parallelism and Performance

nag_2d_spline_ts_eval (e02jec) is not threaded in any implementation.

9 Further Comments

To evaluate a C1 approximation (i.e., when Global Smoothing Level ¼ 1), a real array of length O 1ð Þ
is dynamically allocated by each invocation of nag_2d_spline_ts_eval (e02jec). No memory is allocated
internally when evaluating a C2 approximation.

10 Example

See Section 10 in nag_2d_spline_fit_ts_scat (e02jdc).
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NAG Library Function Document

nag_2d_spline_ts_eval_rect (e02jfc)

1 Purpose

nag_2d_spline_ts_eval_rect (e02jfc) calculates a mesh of values of a spline computed by
nag_2d_spline_fit_ts_scat (e02jdc).

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_spline_ts_eval_rect (Integer nxeval, Integer nyeval,
const double xevalm[], const double yevalm[], const double coefs[],
double fevalm[], const Integer iopts[], const double opts[],
NagError *fail)

3 Description

nag_2d_spline_ts_eval_rect (e02jfc) calculates values on a rectangular mesh of a bivariate spline
computed by nag_2d_spline_fit_ts_scat (e02jdc). The points in the mesh are defined by x coordinates
(xi), for i ¼ 1; 2; . . . ; nx, and y coordinates (yj), for j ¼ 1; 2; . . . ; ny. This function is derived from the
TSFIT package of O. Davydov and F. Zeilfelder.

4 References

Davydov O, Morandi R and Sestini A (2006) Local hybrid approximation for scattered data fitting with
bivariate splines Comput. Aided Geom. Design 23 703–721

Davydov O, Sestini A and Morandi R (2005) Local RBF approximation for scattered data fitting with
bivariate splines Trends and Applications in Constructive Approximation M. G. de Bruin, D. H. Mache,
and J. Szabados, Eds ISNM Vol. 151 Birkhauser 91–102

Davydov O and Zeilfelder F (2004) Scattered data fitting by direct extension of local polynomials to
bivariate splines Advances in Comp. Math. 21 223–271

Farin G and Hansford D (2000) The Essentials of CAGD Natic, MA: A K Peters, Ltd.

5 Arguments

1: nxeval – Integer Input

On entry: nx, the number of values in the x direction forming the mesh on which the spline is to
be evaluated.

Constraint: nxeval 	 1.

2: nyeval – Integer Input

On entry: ny, the number of values in the y direction forming the mesh on which the spline is to
be evaluated.

Constraint: nyeval 	 1.
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3: xevalm½nxeval� – const double Input

On entry: the xið Þ values forming the mesh on which the spline is to be evaluated.

Constraint: for all i, xevalm½i� 1� must lie inside, or on the boundary of, the spline's bounding
box as determined by nag_2d_spline_fit_ts_scat (e02jdc).

4: yevalm½nyeval� – const double Input

On entry: the yj
� �

values forming the mesh on which the spline is to be evaluated.

Constraint: for all j, yevalm½j� 1� must lie inside, or on the boundary of, the spline's bounding
box as determined by nag_2d_spline_fit_ts_scat (e02jdc).

5: coefs½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
coefs in the previous call to nag_2d_spline_fit_ts_scat (e02jdc).

On entry: the computed spline coefficients as output from nag_2d_spline_fit_ts_scat (e02jdc).

6: fevalm½nxeval� nyeval� – double Output

Note: the i; jð Þth element of the matrix is stored in fevalm½ j� 1ð Þ � nxevalþ i� 1�.
On exit: if fail:code ¼ NE_NOERROR on exit fevalm½ j� 1ð Þ � nxevalþ i� 1� contains the
computed spline value at xi; yj

� �
.

7: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_fit_opt_set (e02zkc).

On entry: the contents of the array MUST NOT have been modified either directly or indirectly,
by a call to nag_fit_opt_set (e02zkc), between calls to nag_2d_spline_fit_ts_scat (e02jdc) and
nag_2d_spline_ts_eval_rect (e02jfc).

8: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_fit_opt_set (e02zkc).

On entry: the contents of the array MUST NOT have been modified either directly or indirectly,
by a call to nag_fit_opt_set (e02zkc), between calls to nag_2d_spline_fit_ts_scat (e02jdc) and
nag_2d_spline_ts_eval_rect (e02jfc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INITIALIZATION

Option arrays are not initialized or are corrupted.

NE_INT

On entry, nxeval ¼ valueh i.
Constraint: nxeval 	 1.

On entry, nyeval ¼ valueh i.
Constraint: nyeval 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SPLINE

The fitting routine has not been called, or the array of coefficients has been corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POINT_OUTSIDE_RECT

On entry, xevalm½ valueh i� ¼ valueh i was outside the bounding box.
Constraint: valueh i � xevalm½i� 1� � valueh i for all i.
On entry, yevalm½ valueh i� ¼ valueh i was outside the bounding box.
Constraint: valueh i � yevalm½j� 1� � valueh i for all j.

7 Accuracy

nag_2d_spline_ts_eval_rect (e02jfc) uses the de Casteljau algorithm and thus is numerically stable. See
Farin and Hansford (2000) for details.

8 Parallelism and Performance

nag_2d_spline_ts_eval_rect (e02jfc) is not threaded in any implementation.

9 Further Comments

To evaluate a C1 approximation (i.e., when Global Smoothing Level ¼ 1), a real array of length O 1ð Þ
is dynamically allocated by each invocation of nag_2d_spline_ts_eval_rect (e02jfc). No memory is
allocated internally when evaluating a C2 approximation.

10 Example

See Section 10 in nag_2d_spline_fit_ts_scat (e02jdc).
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NAG Library Function Document

nag_1d_pade (e02rac)

1 Purpose

nag_1d_pade (e02rac) calculates the coefficients in a Padé approximant to a function from its user-
supplied Maclaurin expansion.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_pade (Integer ia, Integer ib, const double c[], double a[],
double b[], NagError *fail)

3 Description

Given a power series

c0 þ c1xþ c2x2 þ � � � þ clþmxlþm þ � � �

nag_1d_pade (e02rac) uses the coefficients ci, for i ¼ 0; 1; . . . ; lþm, to form the l=m½ � Padé
approximant of the form

a0 þ a1xþ a2x2 þ � � � þ alxl
b0 þ b1xþ b2x2 þ � � � þ bmxm

with b0 defined to be unity. The two sets of coefficients aj, for j ¼ 0; 1; . . . ; l, and bk, for
k ¼ 0; 1; . . . ;m, in the numerator and denominator are calculated by direct solution of the Padé
equations (see Graves–Morris (1979)); these values are returned through the argument list unless the
approximant is degenerate.

Padé approximation is a useful technique when values of a function are to be obtained from its
Maclaurin expansion but convergence of the series is unacceptably slow or even nonexistent. It is based
on the hypothesis of the existence of a sequence of convergent rational approximations, as described in
Baker and Graves–Morris (1981) and Graves–Morris (1979).

Unless there are reasons to the contrary (as discussed in Chapter 4, Section 2, Chapters 5 and 6 of
Baker and Graves–Morris (1981)), one normally uses the diagonal sequence of Padé approximants,
namely

m=m½ �;m ¼ 0; 1; 2; . . .f g:

Subsequent evaluation of the approximant at a given value of x may be carried out using
nag_1d_pade_eval (e02rbc).

4 References

Baker G A Jr and Graves–Morris P R (1981) Padé approximants, Part 1: Basic theory encyclopaedia of
Mathematics and its Applications Addison–Wesley

Graves–Morris P R (1979) The numerical calculation of Padé approximants Padé Approximation and
its Applications. Lecture Notes in Mathematics (ed L Wuytack) 765 231–245 Adison–Wesley
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5 Arguments

1: ia – Integer Input
2: ib – Integer Input

On entry: ia must specify lþ 1 and ib must specify mþ 1, where l and m are the degrees of the
numerator and denominator of the approximant, respectively.

Constraint: ia 	 1 and ib 	 1.

3: c½ iaþ ib� 1ð Þ� – const double Input

On entry: c½i � 1� must specify, for i ¼ 1; 2; . . . ; lþmþ 1, the coefficient of xi�1 in the given
power series.

4: a½ia� – double Output

On exit: a½j�, for j ¼ 1; 2; . . . ; lþ 1, contains the coefficient aj in the numerator of the
approximant.

5: b½ib� – double Output

On exit: b½k�, for k ¼ 1; 2; . . . ;mþ 1, contains the coefficient bk in the denominator of the
approximant.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DEGENERATE

The Pade approximant is degenerate.

NE_INT_2

On entry, ib ¼ valueh i and ia ¼ valueh i.
Constraint: ia 	 1 and ib 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The solution should be the best possible to the extent to which the solution is determined by the input
coefficients. It is recommended that you determine the locations of the zeros of the numerator and
denominator polynomials, both to examine compatibility with the analytic structure of the given
function and to detect defects. (Defects are nearby pole-zero pairs; defects close to x ¼ 0:0 characterise
ill-conditioning in the construction of the approximant.) Defects occur in regions where the
approximation is necessarily inaccurate. The example program calls nag_zeros_real_poly (c02agc) to
determine the above zeros.

It is easy to test the stability of the computed numerator and denominator coefficients by making small
perturbations of the original Maclaurin series coefficients (e.g., cl or clþm). These questions of intrinsic
error of the approximants and computational error in their calculation are discussed in Chapter 2 of
Baker and Graves–Morris (1981).

8 Parallelism and Performance

nag_1d_pade (e02rac) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_1d_pade (e02rac) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is approximately proportional to m3.

10 Example

This example calculates the 4=4½ � Padé approximant of ex (whose power-series coefficients are first
stored in the array c). The poles and zeros are then calculated to check the character of the 4=4½ � Padé
approximant.

10.1 Program Text

/* nag_1d_pade (e02rac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagc02.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, l, m, ia, ib, ic;
NagError fail;

/* Arrays */
double *aa = 0, *bb = 0, *cc = 0, *dd = 0;
Complex *z = 0;
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INIT_FAIL(fail);

exit_status = 0;
printf("nag_1d_pade (e02rac) Example Program Results\n");

l = 4;
m = 4;
ia = l + 1;
ib = m + 1;
ic = ia + ib - 1;

/* Allocate memory */
if (!(aa = NAG_ALLOC(ia, double)) ||

!(bb = NAG_ALLOC(ib, double)) ||
!(cc = NAG_ALLOC(ic, double)) ||
!(dd = NAG_ALLOC(ia + ib, double)) || !(z = NAG_ALLOC(l + m, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Power series coefficients in cc */
cc[0] = 1.0;
for (i = 1; i <= 8; ++i)

cc[i] = cc[i - 1] / (double) i;

printf("\n");

printf("The given series coefficients are\n");

for (i = 1; i <= ic; ++i) {
printf("%13.4e", cc[i - 1]);
printf(i % 5 == 0 || i == ic ? "\n" : " ");

}

/* nag_1d_pade (e02rac).
* Pade-approximants
*/

nag_1d_pade(ia, ib, cc, aa, bb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_pade (e02rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Numerator coefficients\n");

for (i = 1; i <= ia; ++i) {
printf("%13.4e", aa[i - 1]);
printf(i % 5 == 0 || i == ia ? "\n" : " ");

}

printf("\n");
printf("Denominator coefficients\n");

for (i = 1; i <= ib; ++i) {
printf("%13.4e", bb[i - 1]);
printf(i % 5 == 0 || i == ib ? "\n" : " ");

}

/* Calculate zeros of the approximant using nag_zeros_real_poly (c02agc) */
/* First need to reverse order of coefficients */
for (i = 1; i <= ia; ++i)

dd[ia - i] = aa[i - 1];

/* nag_zeros_real_poly (c02agc).
* Zeros of a polynomial with real coefficients
*/
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nag_zeros_real_poly(l, dd, Nag_TRUE, z, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zeros_real_poly (c02agc), 1st call.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n");
printf("Zeros of approximant are at\n");
printf(" Real part Imag part\n");
for (i = 1; i <= l; ++i)

printf("%13.4e%13.4e\n", z[i - 1].re, z[i - 1].im);

/* Calculate poles of the approximant using nag_zeros_real_poly (c02agc) */
/* Reverse order of coefficients */
for (i = 1; i <= ib; ++i)

dd[ib - i] = bb[i - 1];

/* nag_zeros_real_poly (c02agc), see above. */
nag_zeros_real_poly(m, dd, Nag_TRUE, z, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zeros_real_poly (c02agc), 2nd call.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n");
printf("Poles of approximant are at\n");
printf(" Real part Imag part\n");
for (i = 1; i <= m; ++i)

printf("%13.4e%13.4e\n", z[i - 1].re, z[i - 1].im);

END:
NAG_FREE(aa);
NAG_FREE(bb);
NAG_FREE(cc);
NAG_FREE(dd);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_pade (e02rac) Example Program Results

The given series coefficients are
1.0000e+00 1.0000e+00 5.0000e-01 1.6667e-01 4.1667e-02
8.3333e-03 1.3889e-03 1.9841e-04 2.4802e-05

Numerator coefficients
1.0000e+00 5.0000e-01 1.0714e-01 1.1905e-02 5.9524e-04

Denominator coefficients
1.0000e+00 -5.0000e-01 1.0714e-01 -1.1905e-02 5.9524e-04

Zeros of approximant are at
Real part Imag part

-5.7924e+00 1.7345e+00
-5.7924e+00 -1.7345e+00
-4.2076e+00 5.3148e+00
-4.2076e+00 -5.3148e+00

Poles of approximant are at
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Real part Imag part
5.7924e+00 1.7345e+00
5.7924e+00 -1.7345e+00
4.2076e+00 5.3148e+00
4.2076e+00 -5.3148e+00
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NAG Library Function Document

nag_1d_pade_eval (e02rbc)

1 Purpose

nag_1d_pade_eval (e02rbc) evaluates a rational function at a user-supplied point, given the numerator
and denominator coefficients.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_1d_pade_eval (const double a[], Integer ia, const double b[],
Integer ib, double x, double *ans, NagError *fail)

3 Description

Given a real value x and the coefficients aj, for j ¼ 0; 1; . . . ; l and bk, for k ¼ 0; 1; . . . ;m,
nag_1d_pade_eval (e02rbc) evaluates the rational functionXl

j¼0
ajx

j

Xm
k¼0

bkxk
:

using nested multiplication (see Conte and de Boor (1965)).

A particular use of nag_1d_pade_eval (e02rbc) is to compute values of the Padé approximants
determined by nag_1d_pade (e02rac).

4 References

Conte S D and de Boor C (1965) Elementary Numerical Analysis McGraw–Hill

Peters G and Wilkinson J H (1971) Practical problems arising in the solution of polynomial equations J.
Inst. Maths. Applics. 8 16–35

5 Arguments

1: a½ia� – const double Input

On entry: a½j�, for j ¼ 1; 2; . . . ; lþ 1, must contain the value of the coefficient aj in the numerator
of the rational function.

2: ia – Integer Input

On entry: the value of lþ 1, where l is the degree of the numerator.

Constraint: ia 	 1.

3: b½ib� – const double Input

On entry: b½k�, for k ¼ 1; 2; . . . ;mþ 1, must contain the value of the coefficient bk in the
denominator of the rational function.

Constraint: if ib ¼ 1, b½0� 6¼ 0:0.
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4: ib – Integer Input

On entry: the value of mþ 1, where m is the degree of the denominator.

Constraint: ib 	 1.

5: x – double Input

On entry: the point x at which the rational function is to be evaluated.

6: ans – double * Output

On exit: the result of evaluating the rational function at the given point x.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ia ¼ valueh i.
Constraint: ia 	 1.

On entry, ib ¼ valueh i.
Constraint: ib 	 1.

NE_INT_ARRAY

The first ib entries in b are zero: ib ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POLE_PRESENT

Evaluation at or near a pole.
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7 Accuracy

A running error analysis for polynomial evaluation by nested multiplication using the recurrence
suggested by Kahan (see Peters and Wilkinson (1971)) is used to detect whether you are attempting to
evaluate the approximant at or near a pole.

8 Parallelism and Performance

nag_1d_pade_eval (e02rbc) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to lþm.

10 Example

This example first calls nag_1d_pade (e02rac) to calculate the 4=4 Padé approximant to ex, and then
uses nag_1d_pade_eval (e02rbc) to evaluate the approximant at x ¼ 0:1; 0:2; . . . ; 1:0.

10.1 Program Text

/* nag_1d_pade_eval (e02rbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
double ans, tval, x;
Integer exit_status, i, l, m, ia, ib, ic;
NagError fail;

/* Arrays */
double *aa = 0, *bb = 0, *cc = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_1d_pade_eval (e02rbc) Example Program Results\n");

l = 4;
m = 4;
ia = l + 1;
ib = m + 1;
ic = ia + ib - 1;

/* Allocate memory */
if (!(aa = NAG_ALLOC(ia, double)) ||

!(bb = NAG_ALLOC(ib, double)) || !(cc = NAG_ALLOC(ic, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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cc[0] = 1.0;
for (i = 1; i <= ic - 1; ++i)

cc[i] = cc[i - 1] / (double) i;

/* nag_1d_pade (e02rac).
* Pade-approximants
*/

nag_1d_pade(ia, ib, cc, aa, bb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_pade (e02rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" x Pade True\n");

for (i = 0; i < 10; ++i) {
x = (double) (i + 1) / 10.0;
/* nag_1d_pade_eval (e02rbc).
* Evaluation of fitted rational function as computed by
* nag_1d_pade (e02rac)
*/

nag_1d_pade_eval(aa, ia, bb, ib, x, &ans, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1d_pade_eval (e02rbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

tval = exp(x);
printf("%6.1f%15.5e%15.5e\n", x, ans, tval);

}

END:
NAG_FREE(aa);
NAG_FREE(bb);
NAG_FREE(cc);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_1d_pade_eval (e02rbc) Example Program Results

x Pade True
0.1 1.10517e+00 1.10517e+00
0.2 1.22140e+00 1.22140e+00
0.3 1.34986e+00 1.34986e+00
0.4 1.49182e+00 1.49182e+00
0.5 1.64872e+00 1.64872e+00
0.6 1.82212e+00 1.82212e+00
0.7 2.01375e+00 2.01375e+00
0.8 2.22554e+00 2.22554e+00
0.9 2.45960e+00 2.45960e+00
1.0 2.71828e+00 2.71828e+00
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NAG Library Function Document

nag_2d_panel_sort (e02zac)

1 Purpose

nag_2d_panel_sort (e02zac) sorts two-dimensional data into rectangular panels.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_2d_panel_sort (Integer px, Integer py, const double lamda[],
const double mu[], Integer m, const double x[], const double y[],
Integer point[], NagError *fail)

3 Description

A set of m data points with rectangular Cartesian coordinates xr; yr are sorted into panels defined by
lines parallel to the y and x axes. The intercepts of these lines on the x and y axes are given in
lamda½i � 1�, for i ¼ 5; 6; . . . ; px� 4 and mu½j � 1�, for j ¼ 5; 6; . . . ; py� 4, respectively. The function
orders the data so that all points in a panel occur before data in succeeding panels, where the panels are
numbered from bottom to top and then left to right, with the usual arrangement of axes, as shown in the
diagram. Within a panel the points maintain their original order.

panel 4 8 12

panel 3 7 11

panel 2 6 10

panel 1 5 9

MU(7)

MU(6)

MU(5)

LAMDA(5) LAMDA(6)

Y

X

Figure 1

A data point lying exactly on one or more panel sides is taken to be in the highest-numbered panel
adjacent to the point. The function does not physically rearrange the data, but provides the array point
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which contains a linked list for each panel, pointing to the data in that panel. The total number of
panels is px� 7ð Þ � py� 7ð Þ.

4 References

None.

5 Arguments

1: px – Integer Input
2: py – Integer Input

On entry: px and py must specify eight more than the number of intercepts on the x axis and y
axis, respectively.

Constraint: px 	 8 and py 	 8.

3: lamda½px� – const double Input

On entry: lamda½4� to lamda½px� 5� must contain, in nondecreasing order, the intercepts on the
x axis of the sides of the panels parallel to the y axis.

4: mu½py� – const double Input

On entry: mu½4� to mu½py� 5� must contain, in nondecreasing order, the intercepts on the y axis
of the sides of the panels parallel to the x axis.

5: m – Integer Input

On entry: the number m of data points.

6: x½m� – const double Input
7: y½m� – const double Input

On entry: the coordinates of the rth data point xr ; yrð Þ, for r ¼ 1; 2; . . . ;m.

8: point½dim� – Integer Output

Note: the dimension, dim, of the array point must be at least mþ px� 7ð Þ � py� 7ð Þð Þ.
On exit: for i ¼ 1; 2; . . . ; mþ px� 7ð Þ � py� 7ð Þð Þ, point½mþ i� 1� ¼ I1 is the index of the
first point in panel i, point½I1� 1� ¼ I2 is the index of the second point in panel i and so on.

point½In� 1� ¼ 0 indicates that x½In� 1�; y½In� 1� was the last point in the panel.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, px ¼ valueh i.
Constraint: px 	 8.

On entry, py ¼ valueh i.
Constraint: py 	 8.

NE_INT_2

On entry, px ¼ valueh i and py ¼ valueh i.
Constraint: px 	 8 and py 	 8.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_NON_DECREASING

On entry, I ¼ valueh i, lamda½I � 1� ¼ valueh i and lamda½I � 2� ¼ valueh i.
Constraint: lamda½I � 1� 	 lamda½I � 2�.
On entry, I ¼ valueh i, mu½I � 1� ¼ valueh i and mu½I � 2� ¼ valueh i.
Constraint: mu½I � 1� 	 mu½I � 2�.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_2d_panel_sort (e02zac) is not threaded in any implementation.

9 Further Comments

The time taken is approximately proportional to m� log mþ px� 7ð Þ � py� 7ð Þð Þð Þ.
This function was written to sort two-dimensional data in the manner required by function
nag_2d_spline_fit_panel (e02dac). The first 9 arguments of nag_2d_panel_sort (e02zac) are the same
as the arguments in nag_2d_spline_fit_panel (e02dac) which have the same name.

10 Example

This example reads in data points and the intercepts of the panel sides on the x and y axes; it calls
nag_2d_panel_sort (e02zac) to set up the index array point; and finally it prints the data points in panel
order.
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10.1 Program Text

/* nag_2d_panel_sort (e02zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage02.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, iadres, m, nadres, npoint, px, py;

/* Arrays */
double *lamda = 0, *mu = 0, *x = 0, *y = 0;
Integer *point = 0;

/* Nag types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_2d_panel_sort (e02zac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%*[^\n] ", &m) != EOF)

#else
while (scanf("%" NAG_IFMT "%*[^\n] ", &m) != EOF)

#endif
{

if (m > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(m, double)) || !(y = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m.\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &px, &py);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &px, &py);
#endif

nadres = (px - 7) * (py - 7);
npoint = m + nadres;
if (px >= 8 && py >= 8) {

/* Allocate memory */
if (!(lamda = NAG_ALLOC(px, double)) ||

!(mu = NAG_ALLOC(py, double)) ||
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!(point = NAG_ALLOC(npoint, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid px or py.\n");
exit_status = 1;
goto END;

}

/* Read data points and intercepts of panel sides */
for (i = 1; i <= m; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf", &x[i - 1], &y[i - 1]);

#else
scanf("%lf%lf", &x[i - 1], &y[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

if (px > 8) {
for (i = 5; i <= px - 4; ++i) {

#ifdef _WIN32
scanf_s("%lf", &lamda[i - 1]);

#else
scanf("%lf", &lamda[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
if (py > 8) {

for (i = 5; i <= py - 4; ++i) {
#ifdef _WIN32

scanf_s("%lf", &mu[i - 1]);
#else

scanf("%lf", &mu[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Sort points into panel order */

/* nag_2d_panel_sort (e02zac).
* Sort two-dimensional data into panels for fitting bicubic
* splines
*/

nag_2d_panel_sort(px, py, lamda, mu, m, x, y, point, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2d_panel_sort (e02zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output points in panel order */
for (i = 1; i <= nadres; ++i) {

printf("\n%s%4" NAG_IFMT "\n\n", "Panel", i);
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iadres = m + i;
while ((iadres = point[iadres - 1]) > 0) {

printf("%7.2f%7.2f\n", x[iadres - 1], y[iadres - 1]);
}

}
END:

NAG_FREE(lamda);
NAG_FREE(mu);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(point);

}
return exit_status;

}

10.2 Program Data

nag_2d_panel_sort (e02zac) Example Program Data
10
9

10
0 0.77
0.70 1.06
1.44 0.33
0.21 0.44
1.01 0.50
1.84 0.02
0.71 1.95
1.00 1.20
0.54 0.04
1.53 0.18
1.00
0.80
1.20

10.3 Program Results

nag_2d_panel_sort (e02zac) Example Program Results

Panel 1

0.00 0.77
0.21 0.44
0.54 0.04

Panel 2

0.70 1.06

Panel 3

0.71 1.95

Panel 4

1.44 0.33
1.01 0.50
1.84 0.02
1.53 0.18

Panel 5

Panel 6

1.00 1.20
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NAG Library Function Document

nag_fit_opt_set (e02zkc)

1 Purpose

nag_fit_opt_set (e02zkc) either initializes or resets the optional parameter arrays or sets a single
optional parameter for supported problem solving functions in Chapter e02. Currently, only
nag_2d_spline_fit_ts_scat (e02jdc) is supported.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_fit_opt_set (const char *optstr, Integer iopts[], Integer liopts,
double opts[], Integer lopts, NagError *fail)

3 Description

nag_fit_opt_set (e02zkc) has three purposes: to initialize optional parameter arrays, to reset all optional
parameters to their default values or to set a single optional parameter to a user-supplied value.

Optional parameters and their values are, in general, presented as a character string, optstr, of the form
‘option ¼ optval’; alphabetic characters can be supplied in either upper or lower case. Both option and
optval may consist of one or more tokens separated by white space. The tokens that comprise optval
will normally be either an integer, real or character value as defined in the description of the specific
optional argument. In addition all optional parameters can take an optval DEFAULT which resets the
optional parameter to its default value.

It is imperative that optional parameter arrays are initialized before any options are set, before the
relevant problem solving function is called and before any options are queried using nag_fit_opt_get
(e02zlc). To initialize the optional parameter arrays iopts and opts for a specific problem solving
function, the option Initialize is used with optval identifying the problem solving function to be called,
via its short name. For example, to initialize optional parameter arrays to be passed to
nag_2d_spline_fit_ts_scat (e02jdc), nag_fit_opt_set (e02zkc) is called as follows:

nag_fit_opt_set("Initialize = e02jdc", iopts, liopts, opts, lopts, &fail);

Information relating to available option names and their corresponding valid values is given in
Section 11 in nag_2d_spline_fit_ts_scat (e02jdc).

4 References

None.
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5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option to be set.

Initialize ¼ function name
Initialize the optional parameter arrays iopts and opts for use with function
function name, where function name is the short name of the problem solving function
you wish to use.

Defaults
Resets all options to their default values.

option ¼ optval
See Section 11 in nag_2d_spline_fit_ts_scat (e02jdc) for details of valid values for option
and optval. The equals sign (¼) delimiter must be used to separate the option from its
optval.

The processing of optstr does not depend on its case. Each token in the option and optval
component must be separated by at least one space.

2: iopts½liopts� – Integer Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of iopts need not be set.

Otherwise, iopts MUST NOT have been altered since the last call to nag_fit_opt_set (e02zkc),
nag_fit_opt_get (e02zlc) or the selected problem solving function or suite of functions.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

3: liopts – Integer Input

On entry: the length of the array iopts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, liopts 	 100.

4: opts½lopts� – double Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of opts need not be set.

Otherwise, opts MUST NOT have been altered since the last call to nag_fit_opt_set (e02zkc),
nag_fit_opt_get (e02zlc) or the selected problem solving function or suite of functions.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

5: lopts – Integer Input

On entry: the length of the array opts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, lopts 	 100.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, liopts ¼ valueh i.
Constraint: liopts 	 valueh i.
On entry, lopts ¼ valueh i.
Constraint: lopts 	 valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_FORMAT

On entry, could not convert the specified optval to an integer: optstr ¼ valueh i.
On entry, could not convert the specified optval to a real: optstr ¼ valueh i.
On entry, the expected delimiter ‘¼’ was not found in optstr: optstr ¼ valueh i.

NE_INVALID_OPTION

On entry, either the option arrays have not been initialized or they have been corrupted.

On entry, the optional parameter in optstr was not recognized: optstr ¼ valueh i.

NE_INVALID_VALUE

On entry, the optval supplied for the character optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_FUN_NAME

On entry, attempting to initialize the optional parameter arrays but specified function name was
not valid: name ¼ valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_fit_opt_set (e02zkc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_fit_opt_set (e02zkc) to initialize option arrays and set options.
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NAG Library Function Document

nag_fit_opt_get (e02zlc)

1 Purpose

nag_fit_opt_get (e02zlc) is used to query the value of optional parameters available to supported
problem solving functions in Chapter e02. Currently, only nag_2d_spline_fit_ts_scat (e02jdc) is
supported.

2 Specification

#include <nag.h>
#include <nage02.h>

void nag_fit_opt_get (const char *optstr, Integer *ivalue, double *rvalue,
char *cvalue, Integer lcvalue, Nag_VariableType *optype,
const Integer iopts[], const double opts[], NagError *fail)

3 Description

nag_fit_opt_get (e02zlc) is used to query the current values of options. It is necessary to initalize
optional parameter arrays using nag_fit_opt_set (e02zkc) before any options are queried.

nag_fit_opt_get (e02zlc) will normally return either an integer, real or character value dependent upon
the type associated with the optional parameter being queried. Whether the option queried is of integer,
real or character type is indicated by the returned value of optype.

Information on optional parameter names and whether these options are real, integer or character can be
found in Section 11 in nag_2d_spline_fit_ts_scat (e02jdc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option whose current value is required. See Section 11 in
nag_2d_spline_fit_ts_scat (e02jdc) for information on valid options. In addition, the following is
a valid option:

Identify
nag_fit_opt_get (e02zlc) returns in cvalue the function name supplied to nag_fit_opt_set
(e02zkc) when the optional parameter arrays iopts and opts were initialized.

2: ivalue – Integer * Output

On exit: if the optional parameter supplied in optstr is an integer valued argument, ivalue will
hold its current value.

3: rvalue – double * Output

On exit: if the optional parameter supplied in optstr is a real valued argument, rvalue will hold
its current value.
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4: cvalue – char * Output

Note: the maximum length (excluding the NULL terminator) of the string returned in cvalue
depends on the problem solving routine in use. See Section 11.1 of the relevant solver.

The string returned in cvalue will never exceed lcvalue characters in length (including the
NULL terminator).

On exit: if the optional parameter supplied in optstr is a character valued argument, cvalue will
hold its current value, unless Identify is specified (see optstr).

5: lcvalue – Integer Input

On entry: length of cvalue. At most lcvalue� 1 non-null characters will be written into cvalue.

Constraint: lcvalue > 1.

6: optype – Nag_VariableType * Output

On exit: indicates whether the optional parameter supplied in optstr is an integer, real or
character valued argument and hence which of ivalue, rvalue or cvalue holds the current value.

optype ¼ Nag Integer
optstr is an integer valued optional parameter, its current value has been returned in
ivalue.

optype ¼ Nag Real
optstr is a real valued optional parameter, its current value has been returned in rvalue.

optype ¼ Nag Character
optstr is a character valued optional parameter, its current value has been returned in
cvalue.

7: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_fit_opt_set (e02zkc).

8: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_fit_opt_set (e02zkc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, lcvalue ¼ valueh i.
Constraint: lcvalue > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, either the option arrays have not been initialized or they have been corrupted.

On entry, the optional parameter in optstr was not recognized: optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_TRUNCATED

On entry, optstr indicates a character optional parameter, but cvalue is too short to hold the
stored value. The returned value will be truncated.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_fit_opt_get (e02zlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_fit_opt_get (e02zlc) to query options.
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NAG Library Chapter Contents

e04 – Minimizing or Maximizing a Function

e04 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

e04abc 5 nag_opt_one_var_no_deriv
Minimizes a function of one variable, using function values only

e04bbc 5 nag_opt_one_var_deriv
Minimizes a function of one variable, requires first derivatives

e04cbc 9 nag_opt_simplex_easy
Unconstrained minimum, Nelder–Mead simplex algorithm, using function
values only

e04dgc 2 nag_opt_conj_grad
Unconstrained minimization using conjugate gradients

e04fcc 2 nag_opt_lsq_no_deriv
Unconstrained nonlinear least squares (no derivatives required)

e04ffc 26.1 nag_opt_handle_solve_dfls
Derivative free (DFO) solver for a nonlinear least squares objective
function with bounded variables

e04gbc 2 nag_opt_lsq_deriv
Unconstrained nonlinear least squares (first derivatives required)

e04hcc 2 nag_opt_check_deriv
Derivative checker

e04hdc 5 nag_opt_check_2nd_deriv
Checks second derivatives of a user-defined function

e04jcc 23 nag_opt_bounds_qa_no_deriv
Bound constrained minimum, model-based algorithm, using function values
only

e04kbc 2 nag_opt_bounds_deriv
Bound constrained nonlinear minimization (first derivatives required)

e04lbc 5 nag_opt_bounds_2nd_deriv
Solves bound constrained problems (first and second derivatives required)

e04mfc 2 nag_opt_lp
Linear programming

e04mtc 26.1 nag_opt_handle_solve_lp_ipm
Linear programming (LP), sparse, interior point method (IPM)

e04mwc 26.0 nag_opt_miqp_mps_write
Write MPS data file defining LP, QP, MILP or MIQP problem

e04mxc 24 nag_opt_miqp_mps_read
Read MPS data file defining LP, QP, MILP or MIQP problem

e04myc 5 nag_opt_sparse_mps_free
Free memory allocated by nag_opt_sparse_mps_read (e04mzc)

e04mzc 5 nag_opt_sparse_mps_read
Read MPSX data for sparse LP or QP problem from a file

e04ncc 5 nag_opt_lin_lsq
Solves linear least squares and convex quadratic programming problems
(non-sparse)

e04nfc 2 nag_opt_qp
Quadratic programming

e04nkc 5 nag_opt_sparse_convex_qp
Solves sparse linear programming or convex quadratic programming
problems
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e04npc 8 nag_opt_sparse_convex_qp_init
Initialization function for nag_opt_sparse_convex_qp_solve (e04nqc)

e04nqc 8 nag_opt_sparse_convex_qp_solve
Linear programming (LP) or convex quadratic programming (QP), sparse,
active-set method, recommended

e04nrc 8 nag_opt_sparse_convex_qp_option_set_file
Supply optional parameter values for nag_opt_sparse_convex_qp_solve
(e04nqc) from external file

e04nsc 8 nag_opt_sparse_convex_qp_option_set_string
Set a single option for nag_opt_sparse_convex_qp_solve (e04nqc) from a
character string

e04ntc 8 nag_opt_sparse_convex_qp_option_set_integer
Set a single option for nag_opt_sparse_convex_qp_solve (e04nqc) from an
integer argument

e04nuc 8 nag_opt_sparse_convex_qp_option_set_double
Set a single option for nag_opt_sparse_convex_qp_solve (e04nqc) from a
real argument

e04nxc 8 nag_opt_sparse_convex_qp_option_get_integer
Get the setting of an integer valued option of nag_opt_sparse_con
vex_qp_solve (e04nqc)

e04nyc 8 nag_opt_sparse_convex_qp_option_get_double
Get the setting of a real valued option of nag_opt_sparse_convex_qp_solve
(e04nqc)

e04pcc 24 nag_opt_bnd_lin_lsq
Computes the least squares solution to a set of linear equations subject to
fixed upper and lower bounds on the variables. An option is provided to
return a minimal length solution if a solution is not unique

e04rac 26.0 nag_opt_handle_init
Initialization of a handle for the NAG optimization modelling suite for
problems, such as, linear programming (LP), quadratic programming (QP),
nonlinear programming (NLP), least squares (LSQ) problems, linear
semidefinite programming (SDP) or SDP with bilinear matrix inequalities
(BMI-SDP)

e04rdc 26.0 nag_opt_sdp_read_sdpa
A reader of sparse SDPA data files for linear SDP problems

e04rec 26.0 nag_opt_handle_set_linobj
Define a linear objective function to a problem initialized by
nag_opt_handle_init (e04rac)

e04rfc 26.0 nag_opt_handle_set_quadobj
Define a linear or a quadratic objective function to a problem initialized by
nag_opt_handle_init (e04rac)

e04rgc 26.0 nag_opt_handle_set_nlnobj
Define a nonlinear objective function to a problem initialized by
nag_opt_handle_init (e04rac)

e04rhc 26.0 nag_opt_handle_set_simplebounds
Define bounds of variables of a problem initialized by nag_opt_handle_init
(e04rac)

e04rjc 26.0 nag_opt_handle_set_linconstr
Define a block of linear constraints to a problem initialized by
nag_opt_handle_init (e04rac)

e04rkc 26.0 nag_opt_handle_set_nlnconstr
Define a block of nonlinear constraints to a problem initialized by
nag_opt_handle_init (e04rac)

e04rlc 26.0 nag_opt_handle_set_nlnhess
Define a structure of Hessian of the objective, constraints or the Lagrangian
to a problem initialized by nag_opt_handle_init (e04rac)

e04rmc 26.1 nag_opt_handle_set_nlnls
Define a nonlinear least squares objective function to a problem initialized
by nag_opt_handle_init (e04rac)
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e04rnc 26.0 nag_opt_handle_set_linmatineq
Add one or more linear matrix inequality constraints to a problem
initialized by nag_opt_handle_init (e04rac)

e04rpc 26.0 nag_opt_handle_set_quadmatineq
Define bilinear matrix terms to a problem initialized by nag_opt_handle_
init (e04rac)

e04rxc 26.1 nag_opt_handle_set_get_real
Retrieve or write a piece of information in a problem handle initialized by
nag_opt_handle_init (e04rac)

e04ryc 26.0 nag_opt_handle_print
Print information about a problem handle initialized by nag_opt_handle_init
(e04rac)

e04rzc 26.0 nag_opt_handle_free
Destroy the problem handle initialized by nag_opt_handle_init (e04rac) and
deallocate all the memory used

e04stc 26.0 nag_opt_handle_solve_ipopt
Run an interior point solver on a sparse nonlinear programming problem
(NLP) initialized by nag_opt_handle_init (e04rac) and defined by other
functions from the suite

e04svc 26.0 nag_opt_handle_solve_pennon
Run the Pennon solver on a compatible problem initialized by
nag_opt_handle_init (e04rac) and defined by other functions from the suite,
such as, semidefinite programming (SDP) and SDP with bilinear matrix
inequalities (BMI)

e04ucc 4 nag_opt_nlp
Minimization with nonlinear constraints using a sequential QP method

e04udc 23 nag_opt_nlp_revcomm_option_set_file
Supply optional parameter values for nag_opt_nlp (e04ucc) or nag_opt_nl
p_revcomm (e04ufc) from external file

e04uec 23 nag_opt_nlp_revcomm_option_set_string
Supply optional parameter values to nag_opt_nlp (e04ucc) or nag_opt_nl
p_revcomm (e04ufc) from a character string

e04ufc 23 nag_opt_nlp_revcomm
Nonlinear programming (NLP), dense, active-set, SQP method, using
function values and optionally first derivatives (reverse communication,
comprehensive)

e04ugc 6 nag_opt_nlp_sparse
NLP problem (sparse)

e04unc 5 nag_opt_nlin_lsq
Solves nonlinear least squares problems using the sequential QP method

e04vgc 8 nag_opt_sparse_nlp_init
Initialization function for nag_opt_sparse_nlp_solve (e04vhc)

e04vhc 8 nag_opt_sparse_nlp_solve
Nonlinear programming (NLP), sparse, active-set SQP method, using
function values and optionally first derivatives, recommended

e04vjc 8 nag_opt_sparse_nlp_jacobian
Determine the pattern of nonzeros in the Jacobian matrix for
nag_opt_sparse_nlp_solve (e04vhc)

e04vkc 8 nag_opt_sparse_nlp_option_set_file
Supply optional parameter values for nag_opt_sparse_nlp_solve (e04vhc)
from external file

e04vlc 8 nag_opt_sparse_nlp_option_set_string
Set a single option for nag_opt_sparse_nlp_solve (e04vhc) from a character
string

e04vmc 8 nag_opt_sparse_nlp_option_set_integer
Set a single option for nag_opt_sparse_nlp_solve (e04vhc) from an integer
argument
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e04vnc 8 nag_opt_sparse_nlp_option_set_double
Set a single option for nag_opt_sparse_nlp_solve (e04vhc) from a real
argument

e04vrc 8 nag_opt_sparse_nlp_option_get_integer
Get the setting of an integer valued option of nag_opt_sparse_nlp_solve
(e04vhc)

e04vsc 8 nag_opt_sparse_nlp_option_get_double
Get the setting of a real valued option of nag_opt_sparse_nlp_solve
(e04vhc)

e04wbc 23 nag_opt_nlp_revcomm_init
Initialization function for nag_opt_nlp_revcomm (e04ufc)

e04wcc 8 nag_opt_nlp_init
Initialization function for nag_opt_nlp_solve (e04wdc)

e04wdc 8 nag_opt_nlp_solve
Nonlinear programming (NLP), dense, active-set SQP method, using
function values and optionally first derivatives

e04wec 8 nag_opt_nlp_option_set_file
Supply optional parameter values for nag_opt_nlp_solve (e04wdc) from
external file

e04wfc 8 nag_opt_nlp_option_set_string
Set a single option for nag_opt_nlp_solve (e04wdc) from a character string

e04wgc 8 nag_opt_nlp_option_set_integer
Set a single option for nag_opt_nlp_solve (e04wdc) from an integer
argument

e04whc 8 nag_opt_nlp_option_set_double
Set a single option for nag_opt_nlp_solve (e04wdc) from a real argument

e04wkc 8 nag_opt_nlp_option_get_integer
Get the setting of an integer valued option of nag_opt_nlp_solve (e04wdc)

e04wlc 8 nag_opt_nlp_option_get_double
Get the setting of a real valued option of nag_opt_nlp_solve (e04wdc)

e04xac 5 nag_opt_estimate_deriv
Computes an approximation to the gradient vector and/or the Hessian
matrix

e04xxc 2 nag_opt_init
Initialization function for option setting

e04xyc 2 nag_opt_read
Read options from a text file

e04xzc 2 nag_opt_free
Memory freeing function for use with option setting

e04yac 2 nag_opt_lsq_check_deriv
Least squares derivative checker for use with nag_opt_lsq_deriv (e04gbc)

e04ycc 2 nag_opt_lsq_covariance
Covariance matrix for nonlinear least squares

e04zmc 26.0 nag_opt_handle_opt_set
Option setting routine for the solvers from the NAG optimization modelling
suite

e04znc 26.0 nag_opt_handle_opt_get
Option getting routine for the solvers from the NAG optimization
modelling suite

e04zpc 26.0 nag_opt_handle_opt_set_file
Option setting routine for the solvers from the NAG optimization modelling
suite from external file
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1 Scope of the Chapter

This chapter provides functions for solving various mathematical optimization problems by solvers
based on local stopping criteria. The main classes of problems covered in this chapter are:

Linear Programming (LP) – dense and sparse;

Quadratic Programming (QP) – convex and nonconvex, dense and sparse;

Nonlinear Programming (NLP) – dense and sparse, based on active-set SQP methods or
interior point methods (IPM);

Semidefinite Programming (SDP) – both linear matrix inequalities (LMI) and bilinear matrix
inequalities (BMI);

Derivative-free Optimization (DFO);

Least Squares (LSQ), data fitting – linear and nonlinear, constrained and unconstrained.

For a full overview of the functionality offered in this chapter, see Section 6 or the Chapter Contents
(Chapter e04).

See also other chapters in the Library relevant to optimization:

Chapter e05 contains functions to solve global optimization problems;

Chapter h addresses problems arising in operational research and focuses on Mixed Integer
Programming (MIP);

Chapters f07 and f08 include functions for linear algebra and in particular unconstrained linear
least squares;

Chapter e02 focuses on curve and surface fitting, in which linear data fitting in l1 or l1 norm
might be of interest.

This introduction is only a brief guide to the subject of optimization. It discusses a classification of the
optimization problems and presents an overview of the algorithms and their stopping criteria to help
with the choice of a correct solver for a particular problem. Anyone with a difficult or protracted
problem to solve will find it beneficial to consult a more detailed text, see Gill et al. (1981), Fletcher
(1987) or Nocedal and Wright (2006). If you are unfamiliar with the mathematics of the subject you
may find Sections 2.1, 2.2, 2.3, 2.6 and 4 a useful starting point.

2 Background to the Problems

2.1 Introduction to Mathematical Optimization

Mathematical Optimization, also known as Mathematical Programming, refers to the problem of finding
values of the inputs from a given set so that a function (called the objective function) is minimized or
maximized. The inputs are called decision variables, primal variables or just variables. The given set
from which the decision variables are selected is referred to as a feasible set and might be defined as a
domain where constraints expressed as functions of the decision variables hold certain values. Each
point of the feasible set is called a feasible point.

A general mathematical formulation of such a problem might be written as

minimize f xð Þ
subject to x 2 F

where x denotes the decision variables, f xð Þ the objective function and F the feasibility set. In this
chapter we assume that F � Rn. Since maximization of the objective function f xð Þ is equivalent to
minimizing �f xð Þ, only minimization is considered further in the text. Some functions allow you to
specify whether you are solving a minimization or maximization problem, carrying out the required
transformation of the objective function in the latter case.

A point x� is said to be a local minimum of a function f if it is feasible (x� 2 F ) and if f xð Þ 	 f x�ð Þ
for all x 2 F near x�. A point x� is a global minimum if it is a local minimum and f xð Þ 	 f x�ð Þ for
all feasible x. The solvers in this chapter are based on algorithms which seek only a local minimum,
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however, many problems (such as convex optimization problems) have only one local minimum. This is
also the global minimum. In such cases the Chapter e04 solvers find the global minimum. See Chapter
e05 for solvers which try to find a global solution even for nonconvex functions.

2.2 Classification of Optimization Problems

There is no single efficient solver for all optimization problems. Therefore it is important to choose a
solver which matches the problem and any specific needs as closely as possible. A more generic solver
might be applied, however the performance suffers in some cases, depending on the underlying
algorithm.

There are various criteria to help to classify optimization problems into particular categories. The main
criteria are as follows:

Type of objective function;

Type of constraints;

Size of the problem;

Smoothness of the data and available derivative information.

Each of the criteria is discussed below to give the necessary information to identify the class of the
optimization problem. Section 2.5 presents the basic properties of the algorithms and Section 4 advises
on the choice of particular functions in the chapter.

2.2.1 Types of objective functions

In general, if there is a structure in the problem the solver should benefit from it. For example, a solver
for problems with the sum of squares objective should work better than when this objective is treated as
a general nonlinear objective. Therefore it is important to recognize typical types of the objective
functions.

An optimization problem which has no objective is equivalent to having a constant objective, i.e.,
f xð Þ ¼ 0. It is usually called a feasible point problem. The task is to then find any point which
satisfies the constraints.

A linear objective function is a function which is linear in all variables and therefore can be
represented as

f xð Þ ¼ cTxþ c0
where c 2 Rn. Scalar c0 has no influence on the choice of decision variables x and is usually omitted. It
will not be used further in this text.

A quadratic objective function is an extension of a linear function with quadratic terms as follows:

f xð Þ ¼ 1

2
xTHxþ cTx:

Here H is a real symmetric n� n matrix. In addition, if H is positive semidefinite (all its eigenvalues
are non-negative), the objective is convex.

A general nonlinear objective function is any f : Rn ! R without a special structure.

Special consideration is given to the objective function in the form of a sum of squares of functions,
such as

f xð Þ ¼
Xm
i¼1
r2i xð Þ

where ri : R
n ! R; often called residual functions. This form of the objective plays a key role in data

fitting solved as a least squares problem as shown in Section 2.2.3.

Introduction – e04 NAG Library Manual

e04.4 Mark 26.1



2.2.2 Types of constraints

Not all optimization problems have to have constraints. If there are no restrictions on the choice of x
except that x 2 F ¼ Rn, the problem is called unconstrained and thus every point is a feasible point.

Simple bounds on decision variables x 2 Rn (also known as box constraints or bound constraints)
restrict the value of the variables, e.g., x5 � 10. They might be written in a general form as

lxi � xi � uxi ; for i ¼ 1; . . . ; n

or in the vector notation as

lx � x � ux
where lx and ux are n-dimensional vectors. Note that lower and upper bounds are specified for all the
variables. By conceptually allowing lxi ¼ �1 and uxi ¼ þ1 or lxi ¼ uxi full generality in various
types of constraints is allowed, such as unconstrained variables, one-sided inequalities, ranges or
equalities (fixing the variable).

The same format of bounds is adopted to linear and nonlinear constraints in the whole chapter. Note
that for the purpose of passing infinite bounds to the functions, all values above a certain threshold
(typically 1020) are treated as þ1.

Linear constraints are defined as constraint functions that are linear in all of their variables, e.g.,
3x1 þ 2x2 	 4. They can be stated in a matrix form as

lB � Bx � uB
where B is a general mB � n rectangular matrix and lB and uB are mB-dimensional vectors. Each row
of B represents linear coefficients of one linear constraint. The same rules for bounds apply as in the
simple bounds case.

Although the bounds on xi could be included in the definition of linear constraints, we recommend you
distinguish between them for reasons of computational efficiency as most of the solvers treat simple
bounds explicitly.

A set of mg nonlinear constraints may be defined in terms of a nonlinear function g : Rn ! Rmg and
the bounds lg and ug which follow the same format as simple bounds and linear constraints:

lg � g xð Þ � ug:
Although the linear constraints could be included in the definition of nonlinear constraints, again we
prefer to distinguish between them for reasons of computational efficiency.

A matrix constraint (or matrix inequality) is a constraint on eigenvalues of a matrix operator. More
precisely, let Sm denote the space of real symmetric matrices m by m and let A be a matrix operator
A : Rn ! Sm, i.e., it assigns a symmetric matrix A xð Þ for each x. The matrix constraint can be
expressed as

A xð Þ � 0

where the inequality S � 0 for S 2 Sm is meant in the eigenvalue sense, namely all eigenvalues of the
matrix S should be non-negative (the matrix should be positive semidefinite).

There are two types of matrix constraints allowed in the current mark of the Library. The first is linear
matrix inequality (LMI) formulated as

A xð Þ ¼
Xn
i¼1
xiAi �A0 � 0

and the second one, bilinear matrix inequality (BMI), stated as

A xð Þ ¼
Xn
i;j¼1

xixjQij þ
Xn
i¼1
xiAi �A0 � 0:

Here all matrices Ai, Qij are given real symmetric matrices of the same dimension. Note that the latter
type is in fact quadratic in x, nevertheless, it is referred to as bilinear for historical reasons.
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2.2.3 Typical classes of optimization problems

Specific combinations of the types of the objective functions and constraints give rise to various classes
of optimization problems. The common ones are presented below. It is always advisable to consider the
closest formulation which covers your problem when choosing the solver. For more information see
classical texts such as Dantzig (1963), Gill et al. (1981), Fletcher (1987), Nocedal and Wright (2006) or
Chvátal (1983).

A Linear Programming (LP) problem is a problem with a linear objective function, linear constraints
and simple bounds. It can be written as follows:

minimize
x2Rn

cTx

subject to lB � Bx � uB
lx � x � ux

Quadratic Programming (QP) problems optimize a quadratic objective function over a set given by
linear constraints and simple bounds. Depending on the convexity of the objective function, we can
distinguish between convex and nonconvex (or general) QP.

minimize
x2Rn

1
2x

THxþ cTx
subject to lB � Bx � uB

lx � x � ux
Nonlinear Programming (NLP) problems allow a general nonlinear objective function f xð Þ and any of
the nonlinear, linear or bound constraints. Special cases when some (or all) of the constraints are
missing are termed as unconstrained, bound-constrained or linearly-constrained nonlinear program-
ming and might have a specific solver as some algorithms take special provision for each of the
constraint type. Problems with a linear or quadratic objective and nonlinear constraints should be still
solved as general NLPs.

minimize
x2Rn

f xð Þ
subject to lg � g xð Þ � ug

lB � Bx � uB
lx � x � ux

Semidefinite Programming (SDP) typically refers to linear semidefinite programming thus a problem
with a linear objective function, linear constraints and linear matrix inequalities:

minimize
x2Rn

cTx

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA

lB � Bx � uB
lx � x � ux

This problem can be extended with a quadratic objective and bilinear (in fact quadratic) matrix
inequalities. We refer to it as a semidefinite programming problem with bilinear matrix inequalities
(BMI-SDP):

minimize
x2Rn

1
2x

THxþ cTx

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA

lB � Bx � uB
lx � x � ux

A least squares (LSQ) problem is a problem where the objective function in the form of sum of
squares is minimized subject to usual constraints. If the residual functions ri xð Þ are linear or nonlinear,
the problem is known as linear or nonlinear least squares, respectively. Not all types of the
constraints need to be present which brings up special cases of unconstrained, bound-constrained or
linearly-constrained least squares problems as in NLP .
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minimize
x2Rn

Xm
i¼1
r2i xð Þ

subject to lg � g xð Þ � ug
lB � Bx � uB
lx � x � ux

This form of the problem is very common in data fitting as demonstrated on the following example.
Let us consider a process that is observed at times ti and measured with results yi, for i ¼ 1; 2; . . . ;m.
Furthermore, the process is assumed to behave according to a model 
 t; xð Þ where x are parameters of
the model. Given the fact that the measurements might be inaccurate and the process might not exactly
follow the model, it is beneficial to find model parameters x so that the error of the fit of the model to
the measurements is minimized. This can be formulated as an optimization problem in which x are
decision variables and the objective function is the sum of squared errors of the fit at each individual
measurement, thus:

minimize
x2Rn

Xm
i¼1
r2i xð Þ where ri xð Þ ¼ 
 ti; xð Þ � yi

2.2.4 Problem size, dense and sparse problems

The size of the optimization problem plays an important role in the choice of the solver. The size is
usually understood to be the number of variables n and the number (and the type) of the constraints.
Depending on the size of the problem we talk about small-scale, medium-scale or large-scale problems.

It is often more practical to look at the data and its structure rather than just the size of the problem.
Typically in a large-scale problem not all variables interact with everything else. It is natural that only a
small portion of the constraints (if any) involves all variables and the majority of the constraints
depends only on small different subsets of the variables. This creates many explicit zeros in the data
representation which it is beneficial to capture and pass to the solver. In such a case the problem is
referred to as sparse. The data representation usually has the form of a sparse matrix which defines the
linear constraint matrix B, Jacobian matrix of the nonlinear constraints gi or the Hessian of the
objective H. Common sparse matrix formats are used, such as coordinate storage (CS) and compressed
column storage (CCS) (see Section 2.1 in the f11 Chapter Introduction).

The counterpart to a sparse problem is a dense problem in which the matrices are stored in general full
format and no structure is assumed or exploited. Whereas passing a dense problem to a sparse solver
presents typically only a small overhead, calling a dense solver on a large-scale sparse problem is ill-
advised; it leads to a significant performance degradation and memory overuse.

2.2.5 Derivative information, smoothness, noise and derivative-free optimization (DFO)

Most of the classical optimization algorithms rely heavily on derivative information. It plays a key role
in necessary and sufficient conditions (see Section 2.4) and in the computation of the search direction at
each iteration (see Section 2.5). Therefore it is important that accurate derivatives of the nonlinear
objective and nonlinear constraints are provided whenever possible.

Unless stated otherwise, it is assumed that the nonlinear functions are sufficiently smooth. The solvers
will usually solve optimization problems even if there are isolated discontinuities away from the
solution, however you should always consider whether an alternative smooth representation of the
problem exists. A typical example is an absolute value xij j which does not have a first derivative for
xi ¼ 0. Nevertheless, if the model allows it can be transformed as

xi ¼ xþi � x�i ; xij j ¼ xþi þ x�i ; where xþi ; x
�
i 	 0

which avoids the discontinuity of the first derivative. If many discontinuities are present, alternative
methods need to be applied such as nag_opt_simplex_easy (e04cbc) or stochastic algorithms in
Chapter e05, nag_glopt_bnd_pso (e05sac) or nag_glopt_nlp_pso (e05sbc).
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The vector of first partial derivatives of a function is called the gradient vector, i.e.,

rf xð Þ ¼ @f xð Þ
@x1

;
@f xð Þ
@x2

; . . . ;
@f xð Þ
@xn

� �T
;

the matrix of second partial derivatives is termed the Hessian matrix, i.e.,

r2f xð Þ ¼ @2f xð Þ
@xi@xj

� �
i;j¼1;...;n

and the matrix of first partial derivatives of the vector-valued function f : Rn ! Rm is known as the
Jacobian matrix:

J xð Þ ¼ @fi xð Þ
@xj

� �
i¼1;...;m;j¼1;...;n

:

If the function is smooth and the derivative is unavailable, it is possible to approximate it by finite
differences, a change in function values in response to small perturbations of the variables. Many
functions in the Library estimate missing elements of the gradients automatically this way. The choice
of the size of the perturbations strongly affects the quality of the approximation. Too small
perturbations might spoil the approximation due to the cancellation errors in floating-point arithmetic
and too big reduce the match of the finite differences and the derivative (see nag_opt_estimate_deriv
(e04xac) for optimal balance of the factors). In addition, finite differences are very sensitive to the
accuracy of f xð Þ. They might be unreliable or fail completely if the function evaluation is inaccurate or
noisy such as when f xð Þ is a result of a stochastic simulation or an approximate solution of a PDE.

Derivative-free optimization (DFO) represents an alternative to derivative-based optimization
algorithms. DFO solvers neither rely on derivative information nor approximate it by finite differences.
They sample function evaluations across the domain to determine a new iteration point (for example, by
a quadratic model through the sampled points). They are therefore less exposed to the relative error of
the noise of the function because the sample points are never too close to each other to take the error
into account. DFO might be useful even if the finite differences can be computed as the number of
function evaluations is lower. This is particularly beneficial for problems where the evaluations of f are
expensive. DFO solvers tend to exhibit a faster initial progress to the solution, however, they typically
cannot achieve high-accurate solutions.

2.2.6 Minimization subject to bounds on the objective function

In all of the above problem categories it is assumed that

a � f xð Þ � b

where a ¼ �1 and b ¼ þ1. Problems in which a and/or b are finite can be solved by adding an extra
constraint of the appropriate type (i.e., linear or nonlinear) depending on the form of f xð Þ. Further
advice is given in Section 4.5.

2.2.7 Multi-objective optimization

Sometimes a problem may have two or more objective functions which are to be optimized at the same
time. Such problems are called multi-objective, multi-criteria or multi-attribute optimization. If the
constraints are linear and the objectives are all linear then the terminology goal programming is also
used.

Although there is no function dealing with this type of problems explicitly in this mark of the Library,
techniques used in this chapter and in Chapter e05 may be employed to address such problems, see
Section 2.5.5.
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2.3 Geometric Representation

To illustrate the nature of optimization problems it is useful to consider the following example:

f xð Þ ¼ ex1 4x21 þ 2x22 þ 4x1x2 þ 2x2 þ 1
� �

:

(This function is used as the example function in the documentation for the unconstrained functions.)
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Figure 1 is a contour diagram of f xð Þ. The contours labelled F0; F1; . . . ; F4 are isovalue contours, or

lines along which the function f xð Þ takes specific constant values. The point x� ¼ 1
2;�1
� �T

is a local
unconstrained minimum, that is, the value of f x�ð Þ ( ¼ 0) is less than at all the neighbouring points.
A function may have several such minima. The point xs is said to be a saddle point because it is a
minimum along the line AB, but a maximum along CD.

If we add the constraint x1 	 0 (a simple bound) to the problem of minimizing f xð Þ, the solution
remains unaltered. In Figure 1 this constraint is represented by the straight line passing through x1 ¼ 0,
and the shading on the line indicates the unacceptable region (i.e., x1 < 0).

If we add the nonlinear constraint g1 xð Þ : x1 þ x2 � x1x2 � 3
2 	 0 , represented by the curved shaded line

in Figure 1, then x� is not a feasible point because g1 x�ð Þ < 0. The solution of the new constrained
problem is xb ’ 1:1825;�1:7397ð ÞT, the feasible point with the smallest function value (where
f xbð Þ ’ 3:0607).

2.4 Sufficient Conditions for a Solution

All nonlinear functions will be assumed to have continuous second derivatives in the neighbourhood of
the solution.

2.4.1 Unconstrained minimization

The following conditions are sufficient for the point x� to be an unconstrained local minimum of f xð Þ:
(i) rf x�ð Þk k ¼ 0 and

(ii) r2f x�ð Þ is positive definite,
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where �k k denotes the Euclidean norm.

2.4.2 Minimization subject to bounds on the variables

At the solution of a bounds-constrained problem, variables which are not on their bounds are termed
free variables. If it is known in advance which variables are on their bounds at the solution, the
problem can be solved as an unconstrained problem in just the free variables; thus, the sufficient
conditions for a solution are similar to those for the unconstrained case, applied only to the free
variables.

Sufficient conditions for a feasible point x� to be the solution of a bounds-constrained problem are as
follows:

(i) �g x�ð Þk k ¼ 0; and

(ii) �G x�ð Þ is positive definite; and

(iii)
@

@xj
f x�ð Þ < 0; xj ¼ uj ;

@

@xj
f x�ð Þ > 0; xj ¼ lj ,

where �g xð Þ is the gradient of f xð Þ with respect to the free variables, and �G xð Þ is the Hessian matrix of
f xð Þ with respect to the free variables. The extra condition (iii) ensures that f xð Þ cannot be reduced by
moving off one or more of the bounds.

2.4.3 Linearly-constrained minimization

For the sake of simplicity, the following description does not include a specific treatment of bounds or
range constraints, since the results for general linear inequality constraints can be applied directly to
these cases.

At a solution x�, of a linearly-constrained problem, the constraints which hold as equalities are called
the active or binding constraints. Assume that there are t active constraints at the solution x�, and let Â
denote the matrix whose columns are the columns of A corresponding to the active constraints, with b̂
the vector similarly obtained from b; then

ÂTx� ¼ b̂:

The matrix Z is defined as an n� n� tð Þ matrix satisfying:

ÂTZ ¼ 0;
ZTZ ¼ I:

The columns of Z form an orthogonal basis for the set of vectors orthogonal to the columns of Â.

Define

gZ xð Þ ¼ ZTrf xð Þ, the projected gradient vector of f xð Þ;

GZ xð Þ ¼ ZTr2f xð ÞZ, the projected Hessian matrix of f xð Þ.
At the solution of a linearly-constrained problem, the projected gradient vector must be zero, which
implies that the gradient vector rf x�ð Þ can be written as a linear combination of the columns of Â, i.e.,

rf x�ð Þ ¼
Xt
i¼1
��i âi ¼ Â��. The scalar ��i is defined as the Lagrange multiplier corresponding to the ith

active constraint. A simple interpretation of the ith Lagrange multiplier is that it gives the gradient of
f xð Þ along the ith active constraint normal; a convenient definition of the Lagrange multiplier vector
(although not a recommended method for computation) is:

�� ¼ ÂTÂ
� ��1

ÂTrf x�ð Þ:

Sufficient conditions for x� to be the solution of a linearly-constrained problem are:
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(i) x� is feasible, and ÂTx� ¼ b̂; and

(ii) gZ x�ð Þk k ¼ 0, or equivalently, rf x�ð Þ ¼ Â��; and
(iii) GZ x�ð Þ is positive definite; and

(iv) ��i > 0 if ��i corresponds to a constraint âTi x
� 	 b̂i;

��i < 0 if ��i corresponds to a constraint âTi x
� � b̂i.

The sign of ��i is immaterial for equality constraints, which by definition are always active.

2.4.4 Nonlinearly-constrained minimization

For nonlinearly-constrained problems, much of the terminology is defined exactly as in the linearly-
constrained case. To simplify the notation, let us assume that all nonlinear constraints are in the form
c xð Þ 	 0. The set of active constraints at x again means the set of constraints that hold as equalities at
x, with corresponding definitions of ĉ and Â: the vector ĉ xð Þ contains the active constraint functions,
and the columns of Â xð Þ are the gradient vectors of the active constraints. As before, Z is defined in
terms of Â xð Þ as a matrix such that:

ÂTZ ¼ 0;
ZTZ ¼ I

where the dependence on x has been suppressed for compactness.

The projected gradient vector gZ xð Þ is the vector ZTrf xð Þ. At the solution x� of a nonlinearly-
constrained problem, the projected gradient must be zero, which implies the existence of Lagrange
multipliers corresponding to the active constraints, i.e., rf x�ð Þ ¼ Â x�ð Þ��.
The Lagrangian function is given by:

L x; �ð Þ ¼ f xð Þ � �Tĉ xð Þ:

We define gL xð Þ as the gradient of the Lagrangian function; GL xð Þ as its Hessian matrix, and ĜL xð Þ as
its projected Hessian matrix, i.e., ĜL ¼ ZTGLZ.

Sufficient conditions for x� to be the solution of a nonlinearly-constrained problem are:

(i) x� is feasible, and ĉ x�ð Þ ¼ 0; and

(ii) gZ x�ð Þk k ¼ 0, or, equivalently, rf x�ð Þ ¼ Â x�ð Þ��; and

(iii) ĜL x
�ð Þ is positive definite; and

(iv) ��i > 0 if ��i corresponds to a constraint of the form ĉi 	 0.

The sign of ��i is immaterial for equality constraints, which by definition are always active.

Note that condition (ii) implies that the projected gradient of the Lagrangian function must also be zero
at x�, since the application of ZT annihilates the matrix Â x�ð Þ.

2.5 Background to Optimization Methods

All the algorithms contained in this chapter generate an iterative sequence x kð Þ� 
that converges to the

solution x� in the limit, except for some special problem categories (i.e., linear and quadratic
programming). To terminate computation of the sequence, a convergence test is performed to determine
whether the current estimate of the solution is an adequate approximation. The convergence tests are
discussed in Section 2.7.

Most of the methods construct a sequence x kð Þ� 
satisfying:

x kþ1ð Þ ¼ x kð Þ þ � kð Þp kð Þ;

where the vector p kð Þ is termed the direction of search, and � kð Þ is the steplength. The steplength � kð Þ
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is chosen so that f x kþ1ð Þ� �
< f x kð Þ� �

and is computed using one of the techniques for one-dimensional
optimization referred to in Section 2.5.1.

2.5.1 One-dimensional optimization

The Library contains two special functions for minimizing a function of a single variable. Both
functions are based on safeguarded polynomial approximation. One function requires function
evaluations only and fits a quadratic polynomial whilst the other requires function and gradient
evaluations and fits a cubic polynomial. See Section 4.1 of Gill et al. (1981).

2.5.2 Methods for unconstrained optimization

The distinctions between methods arise primarily from the need to use varying levels of information
about derivatives of f xð Þ in defining the search direction. We describe three basic approaches to
unconstrained problems, which may be extended to other problem categories. Since a full description of
the methods would fill several volumes, the discussion here can do little more than allude to the
processes involved, and direct you to other sources for a full explanation.

(a) Newton-type Methods (Modified Newton Methods)

Newton-type methods use the Hessian matrix r2f x kð Þ� �
, or its finite difference approximation , to

define the search direction. The functions in the Library either require a function that computes the
elements of the Hessian directly, or they approximate them by finite differences.

Newton-type methods are the most powerful methods available for general problems and will find
the minimum of a quadratic function in one iteration. See Sections 4.4 and 4.5.1 of Gill et al.
(1981).

(b) Quasi-Newton Methods

Quasi-Newton methods approximate the Hessian r2f x kð Þ� �
by a matrix B kð Þ which is modified at

each iteration to include information obtained about the curvature of f along the current search
direction p kð Þ. Although not as robust as Newton-type methods, quasi-Newton methods can be more
efficient because the Hessian is not computed directly, or approximated by finite differences. Quasi-
Newton methods minimize a quadratic function in n iterations, where n is the number of variables.
See Section 4.5.2 of Gill et al. (1981).

(c) Conjugate-gradient Methods

Unlike Newton-type and quasi-Newton methods, conjugate-gradient methods do not require the
storage of an n by n matrix and so are ideally suited to solve large problems. Conjugate-gradient
type methods are not usually as reliable or efficient as Newton-type, or quasi-Newton methods. See
Section 4.8.3 of Gill et al. (1981).

2.5.3 Methods for nonlinear least squares problems

These methods are similar to those for general nonlinear optimization, but exploit the special structure
of the Hessian matrix to give improved computational efficiency.

Since

f xð Þ ¼
Xm
i¼1
r2i xð Þ

the Hessian matrix is of the form

r2f xð Þ ¼ 2 J xð ÞTJ xð Þ þ
Xm
i¼1
ri xð Þr2ri xð Þ

 !
;

where J xð Þ is the Jacobian matrix of r xð Þ.

In the neighbourhood of the solution, r xð Þk k is often small compared to J xð ÞTJ xð Þ
�� �� (for example,

when r xð Þ represents the goodness-of-fit of a nonlinear model to observed data). In such cases,

Introduction – e04 NAG Library Manual

e04.12 Mark 26.1



2J xð ÞTJ xð Þ may be an adequate approximation to r2f xð Þ, thereby avoiding the need to compute or
approximate second derivatives of ri xð Þf g. See Section 4.7 of Gill et al. (1981).

2.5.4 Methods for handling constraints

There are two main approaches for handling constraints in optimization algorithms – the active-set
sequential quadratic programming method (or just SQP) and the interior point method (IPM). It is
important to understand their very distinct features as both algorithms complement each other. The
easiest method of comparison is to look at how the inequality constraints are treated and how the solver
approaches the optimal solution (the progress of the KKT optimality measures: optimality, feasibility,
complementarity).

Inequality constraints are the hard part of the optimization because of their ‘twofold nature’. If the
optimal solution strictly satisfies the inequality, i.e., the optimal point is in the interior of the constraint,
the inequality constraint does not influence the result and could be removed from the model. On the
other hand, if the inequality is satisfied as an equality (is active at the solution), the constraint must be
present and could be treated as an equality from the very beginning. This is expressed by the
complementarity in KKT conditions.

Solvers, based on the active-set method, solve at each iteration a quadratic approximation of the
original problem; they try to estimate which constraints need to be kept (are active) and which can be
ignored. A practical consequence is that the algorithm partly ‘walks along the boundary’ of the feasible
region given by the constraints. The iterates are thus feasible early on with regard to all linear
constraints (and a local linearization of the nonlinear constraints) which is preserved through the
iterations. The complementarity is satisfied by default, and once the active set is determined correctly
and optimality is within the tolerance, the solver finishes. The number of iterations might be high but
each is relatively cheap. See Chapter 6 of Gill et al. (1981) for further details.

In contrast, an interior point method generates iterations that avoid the boundary defined by the
inequality constraints. As the solver progresses the iterates are allowed to get closer and closer to the
boundary and converge to the optimal solution which might lie on the boundary. From the practical
point of view, IPM typically requires only tens of iterations. Each iteration consists of solving a large
linear system of equations taking into account all variables and constraints, so each iteration is fairly
expensive. All three optimality measures are reduced simultaneously.

In many cases it is difficult to predict which of the algorithms will behave better on a particular
problem, however, some initial guidance can be given in the following table:

IPM advantages SQP advantages

Can exploit second derivatives and its structure
Efficient on unconstrained or loosely constrained
problems
Efficient also for (both convex and nonconvex)
quadratic problems (QP)
Better use of multi-core architecture (SMP library
only)
New interface, easier to use

Stay feasible with regard to linear constraints
through most of the iterations
Very efficient for highly constrained problems
Better results on pathological problems in our
experience
Generally requires less function evaluations (effi-
cient for problems with expensive function
evaluations)
Requires first derivatives but can work only with
function values
Can capitalize on a good initial point
Allows warm starts (good for a sequence of
similar problems)
Infeasibility detection

Unless some of the specific features are required which are offered only by one algorithm, the initial
decision should be based on the availability of the derivatives of the problem and the number of
constraints (for example, expressed as a ratio between the numbers of variables and the sum of the
number of linear and nonlinear constraints). Readiness of exact second derivatives is a clear advantage
for IPM so unless the number of constraints is close to the number of variables, IPM will probably
work better. Similarly, if a large-scale problem has relatively few constraints (e.g., less than 40%) IPM
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might be more successful, especially as the problem gets bigger. On the other hand, if no derivatives are
available, either the SQP or a specialized algorithm from the Library (see Derivative Free Optimization,
Section 2.2.5) needs to be used. With more and more constraints SQP might be faster. For problems
which do not fall in either of the categories, it is not easy to anticipate which solver will work better
and some experimentation might be required.

2.5.5 Methods for handling multi-objective optimization

Suppose we have objective functions fi xð Þ, i > 1, all of which we need to minimize at the same time.
There are two main approaches to this problem:

(a) Combine the individual objectives into one composite objective. Typically this might be a weighted
sum of the objectives, e.g.,

w1f1 xð Þ þ w2f2 xð Þ þ � � � þ wnfn xð Þ

Here you choose the weights to express the relative importance of the corresponding objective.
Ideally each of the fi xð Þ should be of comparable size at a solution.

(b) Order the objectives in order of importance. Suppose fi are ordered such that fi xð Þ is more
important than fiþ1 xð Þ, for i ¼ 1; 2; . . . ; n� 1. Then in the lexicographical approach to multi-
objective optimization a sequence of subproblems are solved. Firstly solve the problem for
objective function f1 xð Þ and denote by r1 the value of this minimum. If i � 1ð Þ subproblems have
been solved with results ri�1 then subproblem i becomes min fi xð Þð Þ subject to rk � fk xð Þ � rk, for
k ¼ 1; 2; . . . ; i� 1 plus the other constraints.

Clearly the bounds on fk might be relaxed at your discretion.

In general, if NAG functions from the Chapter e04 are used then only local minima are found. This
means that a better solution to an individual objective might be found without worsening the optimal
solutions to the other objectives. Ideally you seek a Pareto solution; one in which an improvement in
one objective can only be achieved by a worsening of another objective.

To obtain a Pareto solution functions from Chapter e05 might be used or, alternatively, a pragmatic
attempt to derive a global minimum might be tried (see nag_glopt_nlp_multistart_sqp (e05ucc)). In
this approach a variety of different minima are computed for each subproblem by starting from a range
of different starting points. The best solution achieved is taken to be the global minimum. The more
starting points chosen the greater confidence you might have in the computed global minimum.

2.6 Scaling

Scaling (in a broadly defined sense) often has a significant influence on the performance of optimization
methods.

Since convergence tolerances and other criteria are necessarily based on an implicit definition of ‘small’
and ‘large’, problems with unusual or unbalanced scaling may cause difficulties for some algorithms.

Although there are currently no user-callable scaling functions in the Library, scaling can be performed
automatically in functions which solve sparse LP, QP or NLP problems and in some dense solver
functions. Such functions have an optional parameter ‘Scale Option’ which can be set by the user; see
individual function documents for details.

The following sections present some general comments on problem scaling.

2.6.1 Transformation of variables

One method of scaling is to transform the variables from their original representation, which may reflect
the physical nature of the problem, to variables that have certain desirable properties in terms of
optimization. It is generally helpful for the following conditions to be satisfied:

(i) the variables are all of similar magnitude in the region of interest;

(ii) a fixed change in any of the variables results in similar changes in f xð Þ. Ideally, a unit change in
any variable produces a unit change in f xð Þ;
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(iii) the variables are transformed so as to avoid cancellation error in the evaluation of f xð Þ.
Normally, you should restrict yourself to linear transformations of variables, although occasionally
nonlinear transformations are possible. The most common such transformation (and often the most
appropriate) is of the form

xnew ¼ Dxold;

where D is a diagonal matrix with constant coefficients. Our experience suggests that more use should
be made of the transformation

xnew ¼ Dxold þ v;

where v is a constant vector.

Consider, for example, a problem in which the variable x3 represents the position of the peak of a
Gaussian curve to be fitted to data for which the extreme values are 150 and 170; therefore x3 is known
to lie in the range 150–170. One possible scaling would be to define a new variable �x3, given by

�x3 ¼
x3
170

:

A better transformation, however, is given by defining �x3 as

�x3 ¼
x3 � 160

10
:

Frequently, an improvement in the accuracy of evaluation of f xð Þ can result if the variables are scaled
before the functions to evaluate f xð Þ are coded. For instance, in the above problem just mentioned of
Gaussian curve-fitting, x3 may always occur in terms of the form x3 � xmð Þ, where xm is a constant
representing the mean peak position.

2.6.2 Scaling the objective function

The objective function has already been mentioned in the discussion of scaling the variables. The
solution of a given problem is unaltered if f xð Þ is multiplied by a positive constant, or if a constant
value is added to f xð Þ. It is generally preferable for the objective function to be of the order of unity in
the region of interest; thus, if in the original formulation f xð Þ is always of the order of 10þ5 (say), then
the value of f xð Þ should be multiplied by 10�5 when evaluating the function within an optimization
function. If a constant is added or subtracted in the computation of f xð Þ, usually it should be omitted,
i.e., it is better to formulate f xð Þ as x21 þ x22 rather than as x21 þ x22 þ 1000 or even x21 þ x22 þ 1. The
inclusion of such a constant in the calculation of f xð Þ can result in a loss of significant figures.

2.6.3 Scaling the constraints

A ‘well scaled’ set of constraints has two main properties. Firstly, each constraint should be well-
conditioned with respect to perturbations of the variables. Secondly, the constraints should be balanced
with respect to each other, i.e., all the constraints should have ‘equal weight’ in the solution process.

The solution of a linearly- or nonlinearly-constrained problem is unaltered if the ith constraint is
multiplied by a positive weight wi. At the approximation of the solution determined by an active-set
solver, any active linear constraints will (in general) be satisfied ‘exactly’ (i.e., to within the tolerance
defined by machine precision) if they have been properly scaled. This is in contrast to any active
nonlinear constraints, which will not (in general) be satisfied ‘exactly’ but will have ‘small’ values (for
example, ĝ1 x�ð Þ ¼ 10�8, ĝ2 x�ð Þ ¼ �10�6, and so on). In general, this discrepancy will be minimized if
the constraints are weighted so that a unit change in x produces a similar change in each constraint.

A second reason for introducing weights is related to the effect of the size of the constraints on the
Lagrange multiplier estimates and, consequently, on the active-set strategy. This means that different
sets of weights may cause an algorithm to produce different sequences of iterates. Additional discussion
is given in Gill et al. (1981).
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2.7 Analysis of Computed Results

2.7.1 Convergence criteria

The convergence criteria inevitably vary from function to function, since in some cases more
information is available to be checked (for example, is the Hessian matrix positive definite?), and
different checks need to be made for different problem categories (for example, in constrained
minimization it is necessary to verify whether a trial solution is feasible). Nonetheless, the underlying
principles of the various criteria are the same; in non-mathematical terms, they are:

(i) is the sequence x kð Þ� 
converging?

(ii) is the sequence f kð Þ� 
converging?

(iii) are the necessary and sufficient conditions for the solution satisfied?

The decision as to whether a sequence is converging is necessarily speculative. The criterion used in the
present functions is to assume convergence if the relative change occurring between two successive
iterations is less than some prescribed quantity. Criterion (iii) is the most reliable but often the
conditions cannot be checked fully because not all the required information may be available.

2.7.2 Checking results

Little a priori guidance can be given as to the quality of the solution found by a nonlinear optimization
algorithm, since no guarantees can be given that the methods will not fail. Therefore, you should always
check the computed solution even if the function reports success. Frequently a ‘solution’ may have been
found even when the function does not report a success. The reason for this apparent contradiction is
that the function needs to assess the accuracy of the solution. This assessment is not an exact process
and consequently may be unduly pessimistic. Any ‘solution’ is in general only an approximation to the
exact solution, and it is possible that the accuracy you have specified is too stringent.

Further confirmation can be sought by trying to check whether or not convergence tests are almost
satisfied, or whether or not some of the sufficient conditions are nearly satisfied. When it is thought that
a function has returned a value of fail.code other than NE_NOERROR only because the requirements
for ‘success’ were too stringent it may be worth restarting with increased convergence tolerances.

For constrained problems, check whether the solution returned is feasible, or nearly feasible; if not, the
solution returned is not an adequate solution.

Confidence in a solution may be increased by restarting the solver with a different initial approximation
to the solution. See Section 8.3 of Gill et al. (1981) for further information.

2.7.3 Monitoring progress

Many of the functions in the chapter have facilities to allow you to monitor the progress of the
minimization process, and you are encouraged to make use of these facilities. Monitoring information
can be a great aid in assessing whether or not a satisfactory solution has been obtained, and in
indicating difficulties in the minimization problem or in the ability of the function to cope with the
problem.

The behaviour of the function, the estimated solution and first derivatives can help in deciding whether
a solution is acceptable and what to do in the event of a return with a fail.code other than
NE_NOERROR.

2.7.4 Confidence intervals for least squares solutions

When estimates of the parameters in a nonlinear least squares problem have been found, it may be
necessary to estimate the variances of the parameters and the fitted function. These can be calculated
from the Hessian of the objective f xð Þ at the solution.

In many least squares problems, the Hessian is adequately approximated at the solution by G ¼ 2JTJ
(see Section 2.5.3). The Jacobian, J , or a factorization of J is returned by all the comprehensive least
squares functions and, in addition, a function is available in the Library to estimate variances of the
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parameters following the use of most of the nonlinear least squares functions, in the case that
G ¼ 2JTJ is an adequate approximation.

Let H be the inverse of G, and S be the sum of squares, both calculated at the solution �x; an unbiased
estimate of the variance of the ith parameter xi is

var �xi ¼
2S

m� nHii

and an unbiased estimate of the covariance of �xi and �xj is

covar �xi; �xj
� �

¼ 2S

m� nHij:

If x� is the true solution, then the 100 1� �ð Þ% confidence interval on �x is

�xi �
ffiffiffiffiffiffiffiffiffiffiffiffi
var �xi
p

:t 1��=2;m�nð Þ < x�i < �xi þ
ffiffiffiffiffiffiffiffiffiffiffiffi
var �xi
p

:t 1��=2;m�nð Þ; i ¼ 1; 2; . . . ; n

where t 1��=2;m�nð Þ is the 100 1� �ð Þ=2 percentage point of the t-distribution with m� n degrees of
freedom.

In the majority of problems, the residuals ri, for i ¼ 1; 2; . . . ;m, contain the difference between the
values of a model function 
 z; xð Þ calculated for m different values of the independent variable z, and
the corresponding observed values at these points. The minimization process determines the parameters,
or constants x, of the fitted function 
 z; xð Þ. For any value, �z, of the independent variable z, an
unbiased estimate of the variance of 
 is

var
 ¼ 2S

m� n
Xn
i¼1

Xn
j¼1

@


@xi

� �
�z

@


@xj

� �
�z

Hij:

The 100 1� �ð Þ% confidence interval on f at the point �z is


 �z; �xð Þ �
ffiffiffiffiffiffiffiffiffiffi
var


p
:t �=2;m�nð Þ < 
 �z; x�ð Þ < 
 �z; �xð Þ þ

ffiffiffiffiffiffiffiffiffiffi
var


p
:t �=2;m�nð Þ:

For further details on the analysis of least squares solutions see Bard (1974) and Wolberg (1967).

3 Optional Facilities

The comments in this section do not apply to functions introduced at Mark 8 and later, viz.
nag_opt_sparse_convex_qp_solve (e04nqc), nag_opt_nlp_revcomm (e04ufc), nag_opt_sparse_nlp_
solve (e04vhc) and nag_opt_nlp_solve (e04wdc). For details of their optional facilities please refer to
their individual documents.

The optimization functions of this chapter provide a range of optional facilities: these offer the
possibility of fine control over many of the algorithmic parameters and the means of adjusting the level
and nature of the printed results.

Control of these optional facilities is exercised by a structure of type Nag_E04_Opt, the members of the
structure being optional input or output arguments to the function. After declaring the structure variable,
which is named options in this manual, you must initialize the structure by passing its address in a call
to the utility function nag_opt_init (e04xxc). Selected members of the structure may then be set to your
required values and the address of the structure passed to the optimization function. Any member which
has not been set by you will indicate to the optimization function that the default value should be used
for this argument. A more detailed description of this process is given in Section 3.4.

The optimization process may sometimes terminate before a satisfactory answer has been found, for
instance when the limit on the number of iterations has been reached. In such cases you may wish to re-
enter the function making use of the information already obtained. Functions nag_opt_conj_grad
(e04dgc), nag_opt_lsq_no_deriv (e04fcc) and nag_opt_lsq_deriv (e04gbc) can simply be re-entered
but the functions nag_opt_bounds_deriv (e04kbc), nag_opt_lp (e04mfc), nag_opt_lin_lsq (e04ncc),
nag_opt_qp (e04nfc), nag_opt_sparse_convex_qp (e04nkc), nag_opt_nlp (e04ucc), nag_opt_n
lin_lsq (e04unc) and nag_opt_nlp_solve (e04wdc) have a structure member which needs to be set
appropriately if the function is to make use of information from the previous call. The member is
named start in the functions listed.
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3.1 Control of Printed Output

Results from the optimization process are printed by default on the stdout (standard output) stream.
These include the results after each iteration and the final results at termination of the search process.
The amount of detail printed out may be increased or decreased by setting the optional parameter
Print Level, i.e., the structure member Print Level. This member is an enum type, Nag_PrintType, and
an example value is Nag_Soln which when assigned to Print Level will cause the optimization function
to print only the final result; all intermediate results printout is suppressed.

If the results printout is not in the desired form then it may be switched off, by setting
Print Level ¼ Nag NoPrint, or alternatively you can supply your own function to print out or make
use of both the intermediate and final results. Such a function would be assigned to the pointer to
function member print_fun; the user-defined function would then be called in preference to the NAG
print function.

In addition to the results, the values of the arguments to the optimization function are printed out when
the function is entered; the Boolean member list may be set to Nag_FALSE if this listing is not
required.

Printing may be output to a named file rather than to stdout by providing the name of the file in the
options character array member outfile. Error messages will still appear on stderr, if
fail:print ¼ Nag TRUE or the fail argument is not supplied (see the Section 3.7 in How to Use the
NAG Library and its Documentation for details of error handling within the library).

3.2 Memory Management

The options structure contains a number of pointers for the input of data and the output of results. The
optimization functions will manage the allocation of memory to these pointers; when all calls to these
functions have been completed then a utility function nag_opt_free (e04xzc) can be called by your
program to free the NAG allocated memory which is no longer required.

If the calling function is part of a larger program then this utility function allows you to conserve
memory by freeing the NAG allocated memory before the options structure goes out of scope.
nag_opt_free (e04xzc) can free all NAG allocated memory in a single call, but it may also be used
selectively. In this case the memory assigned to certain pointers may be freed leaving the remaining
memory still available; pointers to this memory and the results it contains may then be passed to other
functions in your program without passing the structure and all its associated memory.

Although the NAG C Library optimization functions will manage all memory allocation and
deallocation, it may occasionally be necessary for you to allocate memory to the options structure from
within the calling program before entering the optimization function.

An example of this is where you store information in a file from an optimization run and at a later date
wish to use that information to solve a similar optimization problem or the same one under slightly
changed conditions. The pointer state, for example, would need to be allocated memory by you before
the status of the constraints could be assigned from the values in the file. The member Cold Start
would need to be appropriately set for functions nag_opt_lp (e04mfc) and nag_opt_qp (e04nfc).

If you assign memory to a pointer within the options structure then the deallocation of this memory
must also be performed by you; the utility function nag_opt_free (e04xzc) will only free memory
allocated by NAG C Library optimization functions. When your allocated memory is freed using the
standard C library function free() then the pointer should be set to NULL immediately afterwards;
this will avoid possible confusion in the NAG memory management system if a NAG function is
subsequently entered. In general we recommend the use of NAG_ALLOC, NAG_REALLOC and NAG_FREE

for allocating and freeing memory used with NAG functions.

3.3 Reading Optional Parameter Values From a File

Optional parameter values may be placed in a file by you and the function nag_opt_read (e04xyc) used
to read the file and assign the values to the options structure. This utility function permits optional
parameter values to be supplied in any order and altered without recompilation of the program. The
values read are also checked before assignment to ensure they are in the correct range for the specified
option. Pointers within the options structure cannot be assigned to using nag_opt_read (e04xyc).
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3.4 Method of Setting Optional Parameters

The method of using and setting the optional parameters is:

step 1 declare a structure of type Nag_E04_Opt.

step 2 initialize the structure using nag_opt_init (e04xxc).

step 3 assign values to the structure.

step 4 pass the address of the structure to the optimization function.

step 5 call nag_opt_free (e04xzc) to free any memory allocated by the optimization function.

If after step 4, it is wished to re-enter the optimization function, then step 3 can be returned to directly,
i.e., step 5 need only be executed when all calls to the optimization function have been made.

At step 3, values can be assigned directly and/or by means of the option file reading function
nag_opt_read (e04xyc). If values are only assigned from the options file then step 2 need not be
performed as nag_opt_read (e04xyc) will automatically call nag_opt_init (e04xxc) if the structure has
not been initialized.

4 Recommendations on Choice and Use of Available Functions

The choice of function depends on several factors: the type of problem (unconstrained, etc.); the level
of derivative information available (function values only, etc.); your experience (there are easy-to-use
versions of some functions); whether or not a problem is sparse; and whether computational time has a
high priority. Not all choices are catered for in the current version of the Library.

4.1 Reverse Communication Functions

Most of the functions in this chapter are called just once in order to compute the minimum of a given
objective function subject to a set of constraints on the variables. The objective function and nonlinear
constraints (if any) are specified by you and written as functions to a very rigid format described in the
relevant function document.

This chapter also contains a reverse communication function, nag_opt_nlp_revcomm (e04ufc), which
solves dense NLP problems using a sequential quadratic programming method. This may be convenient
to use when the minimization function is being called from a computer language which does not fully
support procedure arguments in a way that is compatible with the Library. This function is also useful if
a large amount of data needs to be transmitted into the function. See Section 3.3.2 in How to Use the
NAG Library and its Documentation for more information about reverse communication functions.

4.2 Choosing Between Variant Functions for Some Problems

As evidenced by the wide variety of functions available in Chapter e04, it is clear that no single
algorithm can solve all optimization problems. It is important to try to match the problem to the most
suitable function, and that is what the decision trees in Section 5 help to do.

Sometimes in Chapter e04 more than one function is available to solve precisely the same optimization
problem. If their differences lay in the underlying method, refer to the sections above. Section 2.5.4
discusses key features of interior point methods (represented by nag_opt_handle_solve_ipopt (e04stc))
and active-set SQP methods (for example, nag_opt_nlp_sparse (e04ugc) or nag_opt_sparse_nlp_
solve (e04vhc)). Alternatively, there are functions implementing slightly different variants of the same
method (such as nag_opt_nlp (e04ucc) and nag_opt_nlp_solve (e04wdc)). Experience shows that in
this case although both functions can usually solve the same problem and get similar results, sometimes
one function will be faster, sometimes one might find a different local minimum to the other, or, in
difficult cases, one function may obtain a solution when the other one fails.

After using one of these functions, if the results obtained are unacceptable for some reason, it may be
worthwhile trying the other function instead. In the absence of any other information, in the first
instance you are recommended to try using nag_opt_nlp (e04ucc), and if that proves unsatisfactory, try
using nag_opt_nlp_solve (e04wdc). Although the algorithms used are very similar, the two functions
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each have slightly different optional parameters which may allow the course of the computation to be
altered in different ways.

Other pairs of functions which solve the same kind of problem are nag_opt_sparse_convex_qp_solve
(e04nqc) (recommended first choice) or nag_opt_sparse_convex_qp (e04nkc), for sparse quadratic or
linear programming problems, and nag_opt_sparse_nlp_solve (e04vhc) (recommended) or
nag_opt_nlp_sparse (e04ugc), for sparse nonlinear programming. In these cases the argument lists
are not so similar as nag_opt_nlp (e04ucc) or nag_opt_nlp_solve (e04wdc), but the same
considerations apply.

4.3 NAG Optimization Modelling Suite

Mark 26 of the Library introduced the NAG optimization modelling suite, a suite of functions which
allows you to define and solve various optimization problems in a uniform manner. The first key feature
of the suite is that the definition of the optimization problem and the call to the solver have been
separated so it is possible to set up a problem in the same way for different solvers. The second feature
is that the problem representation is built up from basic components (for example, a QP problem is
composed of a quadratic objective, simple bounds and linear constraints), therefore different types of
problems reuse the same functions for their common parts.

A connecting element to all functions in the suite is a handle, a pointer to an internal data structure,
which is passed among the functions. It holds all information about the problem, the solution and the
solver. Each handle should go through four stages in its life: initialization, problem formulation,
problem solution and deallocation.

The initialization is performed by nag_opt_handle_init (e04rac) which creates an empty problem with
n decision variables. A call to nag_opt_handle_free (e04rzc) marks the end of the life of the handle as
it deallocates all the allocated memory and data within the handle and destroys the handle itself. After
the initialization, the objective may be defined as one of the following:

nag_opt_handle_set_linobj (e04rec) – a linear objective as a dense vector;

nag_opt_handle_set_quadobj (e04rfc) – a quadratic objective or a sparse linear objective;

nag_opt_handle_set_nlnobj (e04rgc) – a nonlinear objective function;

nag_opt_handle_set_nlnls (e04rmc) – a nonlinear least squares objective function.

The functions for constraint definition are

nag_opt_handle_set_simplebounds (e04rhc) – simple bounds;

nag_opt_handle_set_linconstr (e04rjc) – linear constraints;

nag_opt_handle_set_nlnconstr (e04rkc) – nonlinear constraints;

nag_opt_handle_set_nlnhess (e04rlc) – second derivatives for the objective and/or constraints;

nag_opt_handle_set_linmatineq (e04rnc) – linear matrix inequalities;

nag_opt_handle_set_quadmatineq (e04rpc) – quadratic terms for bilinear matrix inequalities.

These functions may be called in an arbitrary order, however, a call to nag_opt_handle_set_linma
tineq (e04rnc) must precede a call to nag_opt_handle_set_quadmatineq (e04rpc) for the matrix
inequalities with bilinear terms and the nonlinear objective or constraints (nag_opt_handle_set_nlnobj
(e04rgc) or nag_opt_handle_set_nlnconstr (e04rkc)) must precede the definition of the second
derivatives by nag_opt_handle_set_nlnhess (e04rlc). For further details please refer to the
documentation of the individual functions.

The suite also includes the following service functions:

nag_opt_handle_print (e04ryc) – query/printing function;

nag_opt_handle_opt_set (e04zmc) – supply an optional parameter from a character string;

nag_opt_handle_opt_set_file (e04zpc) – supply one or more optional parameters from a file;

nag_opt_handle_opt_get (e04znc) – get the settings of an optional parameter;
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nag_opt_handle_set_get_real (e04rxc) – read or write information into the handle.

When the problem is fully formulated, the handle can be passed to a solver which is compatible with
the defined problem. At the current mark of the Library the NAG optimization modelling suite
comprises of nag_opt_handle_solve_dfls (e04ffc), nag_opt_handle_solve_lp_ipm (e04mtc), na
g_opt_handle_solve_ipopt (e04stc) and nag_opt_handle_solve_pennon (e04svc). The solver indicates
by an error flag if it cannot deal with the given formulation. A diagram of the life cycle of the handle is
depicted in Figure 2.
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4.4 Service Functions

One of the most common errors in the use of optimization functions is that user-supplied functions do
not evaluate the relevant partial derivatives correctly. Because exact gradient information normally
enhances efficiency in all areas of optimization, you are encouraged to provide analytical derivatives
whenever possible. However, mistakes in the computation of derivatives can result in serious and
obscure run-time errors. Consequently, service functions are provided to perform an elementary check
on the gradients you supplied. These functions are inexpensive to use in terms of the number of calls
they require to user-supplied functions.

The appropriate checking function is as follows:

Minimization function Checking function(s)

nag_opt_bounds_2nd_deriv (e04lbc) nag_opt_check_deriv (e04hcc) and nag_opt_check_2nd_deriv
(e04hdc)

nag_opt_lsq_deriv (e04gbc) nag_opt_lsq_check_deriv (e04yac)

It should be noted that functions nag_opt_handle_solve_ipopt (e04stc), nag_opt_nlp (e04ucc),
nag_opt_nlp_revcomm (e04ufc), nag_opt_nlp_sparse (e04ugc), nag_opt_nlin_lsq (e04unc),
nag_opt_sparse_nlp_solve (e04vhc) and nag_opt_nlp_solve (e04wdc) each incorporate a check on
the derivatives being supplied. This involves verifying the gradients at the first point that satisfies the
linear constraints and bounds. There is also an option to perform a more reliable (but more expensive)
check on the individual gradient elements being supplied. Note that the checks are not infallible.

A second type of service function computes a set of finite differences to be used when approximating
first derivatives. Such differences are required as input arguments by some functions that use only
function evaluations.
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nag_opt_lsq_covariance (e04ycc) estimates selected elements of the variance-covariance matrix for the
computed regression parameters following the use of a nonlinear least squares function.

nag_opt_estimate_deriv (e04xac) estimates the gradient and Hessian of a function at a point, given a
function to calculate function values only, or estimates the Hessian of a function at a point, given a
function to calculate function and gradient values.

4.5 Function Evaluations at Infeasible Points

All the solvers for constrained problems based on an active-set method will ensure that any evaluations
of the objective function occur at points which approximately (up to the given tolerance) satisfy any
simple bounds or linear constraints.

There is no attempt to ensure that the current iteration satisfies any nonlinear constraints. If you wish to
prevent your objective function being evaluated outside some known region (where it may be undefined
or not practically computable), you may try to confine the iteration within this region by imposing
suitable simple bounds or linear constraints (but beware as this may create new local minima where
these constraints are active).

Note also that some functions allow you to return the argument (comm! flag) with a negative value to
indicate when the objective function (or nonlinear constraints where appropriate) cannot be evaluated.
In case the function cannot recover (e.g., cannot find a different trial point), it forces an immediate
clean exit from the function. Please note that nag_opt_sparse_convex_qp_solve (e04nqc),
nag_opt_sparse_nlp_solve (e04vhc) and nag_opt_nlp_solve (e04wdc) use the user-supplied function
imode instead of comm! flag.

4.6 Related Problems

Apart from the standard types of optimization problem, there are other related problems which can be
solved by functions in this or other chapters of the Library.

nag_ip_bb (h02bbc) solves dense integer LP problems.

Several functions in Chapters f04 and f08 solve linear least squares problems, i.e., minimize
Xm
i¼1
ri xð Þ2

where ri xð Þ ¼ bi �
Xn
j¼1

aijxj.

nag_lone_fit (e02gac) solves an overdetermined system of linear equations in the l1 norm, i.e.,

minimizes
Xm
i¼1

ri xð Þj j, with ri as above.

nag_linf_fit (e02gcc) solves an overdetermined system of linear equations in the l1 norm, i.e.,
minimizes max

i
ri xð Þj j, with ri as above.

Chapter e05 contains functions for global minimization.

Section 2.5.5 describes how a multi-objective optimization problem might be addressed using functions
from this chapter and from Chapter e05.
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5 Decision Trees

no objective linear quadratic nonlinear sum of squares

unconstrained QP
See Tree 2

NLP
See Tree 3

LSQ
See Tree 4

simple bounds LP
See Tree 1

LP
See Tree 1

QP
See Tree 2

NLP
See Tree 3

LSQ
See Tree 4

linear LP
See Tree 1

LP
See Tree 1

QP
See Tree 2

NLP
See Tree 3

LSQ
See Tree 4

nonlinear NLP
See Tree 3

NLP
See Tree 3

NLP
See Tree 3

NLP
See Tree 3

LSQ
See Tree 4

matrix inequalities e04svc e04svc e04svc

Table 1
Decision Matrix

Tree 1: Linear Programming (LP)

Is the problem sparse/large-scale?
yes

e04mtc, e04nqc, e04nkc

no

e04mfc, e04ncc

Tree 2: Quadratic Programming (QP)

Is the problem sparse/large-scale?
yes

Is it convex?
yes

e04nqc, e04stc, e04nkc

no

e04stc, e04vhc, e04ugc

no

Is it convex?
yes

e04ncc

no

e04nfc
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Tree 3: Nonlinear Programming (NLP)

Is the problem sparse/large-
scale? yes

Is it unconstrained?
yes

Are first derivatives
available? yes

e04stc, e04dgc, e04vhc,
e04ugc

no

e04vhc, e04ugc

no

Are first derivatives
available? yes

Are second derivatives
available? yes

e04stc

no

e04vhc, e04stc, e04ugc

no

e04vhc, e04ugc

no

Are there linear or nonlinear
constraints? yes

e04ucc, e04ufc, e04wdc

no

Is there only one variable?
yes

Are first derivatives
available? yes

e04bbc

no

e04abc

no

Is it unconstrained with the
objective with many
discontinuities?

yes
e04cbc or e05sac

no

Are first derivatives
available? yes

Are second derivatives
available? yes

e04lbc

no

Are you an experienced
user? yes

e04ucc, e04ufc, e04wdc

no

e04kbc

no

Is the objective expensive to
evaluate or noisy? yes

e04jcc

no

e04ucc, e04ufc, e04wdc
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Tree 4: Least squares problems (LSQ)

Is the objective sum of squared linear
functions and no nonlinear constraints? yes

Are there linear constraints?
yes

e04ncc

no

Are there simple bounds?
yes

e04pcc, e04ncc

no

Chapters f04, f07 or f08 or e04pcc,
e04ncc

no

Are there linear or nonlinear
constraints? yes

e04unc

no

Are there bound constraints?
yes

Are first derivatives available?
yes

e04unc

no

e04ffc

no

Are first derivatives available?
yes

e04gbc

no

e04ffc, e04fcc

6 Functionality Index

Linear programming (LP),
dense,

active-set method/primal simplex,
alternative 1 .............................................................................................. nag_opt_lp (e04mfc)
alternative 2 ....................................................................................... nag_opt_lin_lsq (e04ncc)

sparse,
interior point method (IPM) ........................................... nag_opt_handle_solve_lp_ipm (e04mtc)
active-set method/primal simplex,

recommended (see Section 4.2) ........................... nag_opt_sparse_convex_qp_solve (e04nqc)
alternative ........................................................................ nag_opt_sparse_convex_qp (e04nkc)

Quadratic programming (QP),
dense,

active-set method for (possibly nonconvex) QP problem ............................ nag_opt_qp (e04nfc)
active-set method for convex QP problem ............................................ nag_opt_lin_lsq (e04ncc)

sparse,
active-set method sparse convex QP problem,

recommended (see Section 4.2) ........................... nag_opt_sparse_convex_qp_solve (e04nqc)
alternative ........................................................................ nag_opt_sparse_convex_qp (e04nkc)
interior point method (IPM) for (possibly nonconvex) QP problems

..... nag_opt_handle_solve_ipopt (e04stc)

Nonlinear programming (NLP),
dense,

active-set sequential quadratic programming (SQP),
recommended (see Section 4.2) ............................................................. nag_opt_nlp (e04ucc)
alternative ..................................................................................... nag_opt_nlp_solve (e04wdc)
reverse communication ........................................................... nag_opt_nlp_revcomm (e04ufc)

sparse,
interior point method (IPM) ............................................... nag_opt_handle_solve_ipopt (e04stc)
active-set sequential quadratic programming (SQP),

recommended (see Section 4.2) ....................................... nag_opt_sparse_nlp_solve (e04vhc)
alternative .................................................................................... nag_opt_nlp_sparse (e04ugc)

Nonlinear programming (NLP) – derivative free optimization (DFO),
model-based method for bound-constrained optimization ..... nag_opt_bounds_qa_no_deriv (e04jcc)
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Nelder–Mead simplex method for unconstrained optimization ...... nag_opt_simplex_easy (e04cbc)

Nonlinear programming (NLP) – special cases,
unidimensional optimization (one-dimensional) with bound constraints,

method based on quadratic interpolation, no derivatives ..... nag_opt_one_var_no_deriv (e04abc)
method based on cubic interpolation ......................................... nag_opt_one_var_deriv (e04bbc)

unconstrained,
preconditioned conjugate gradient method ....................................... nag_opt_conj_grad (e04dgc)

bound-constrained,
quasi-Newton algorithm, first derivatives ................................... nag_opt_bounds_deriv (e04kbc)
modified Newton algorithm, first and second derivatives ..... nag_opt_bounds_2nd_deriv (e04lbc)

Semidefinite programming (SDP),
generalized augmented Lagrangian method for SDP and SDP with bilinear matrix inequalities (BMI-
SDP) ...................................................................................... nag_opt_handle_solve_pennon (e04svc)

Linear least squares, linear regression, data fitting,
constrained,

bound-constrained least squares problem ...................................... nag_opt_bnd_lin_lsq (e04pcc)
linearly-constrained active-set method ................................................... nag_opt_lin_lsq (e04ncc)

Nonlinear least squares, data fitting,
unconstrained,

combined Gauss–Newton and modified Newton algorithm,
no derivatives ........................................................................... nag_opt_lsq_no_deriv (e04fcc)

combined Gauss–Newton and quasi-Newton algorithm,
first derivatives .............................................................................. nag_opt_lsq_deriv (e04gbc)

covariance matrix for nonlinear least squares problem (unconstrained)
..... nag_opt_lsq_covariance (e04ycc)

model-based derivative free algorithm .................................. nag_opt_handle_solve_dfls (e04ffc)
constrained,

nonlinear constraints active-set sequential quadratic programming (SQP)
..... nag_opt_nlin_lsq (e04unc)

bound constrained,
model-based derivative free algorithm .................................. nag_opt_handle_solve_dfls (e04ffc)

NAG optimization modelling suite,
initialization of a handle for the NAG optimization modelling suite ..... nag_opt_handle_init (e04rac)
define a linear objective function ............................................... nag_opt_handle_set_linobj (e04rec)
define a linear or a quadratic objective function ................... nag_opt_handle_set_quadobj (e04rfc)
define a nonlinear least square objective function ..................... nag_opt_handle_set_nlnls (e04rmc)
define a nonlinear objective function ........................................ nag_opt_handle_set_nlnobj (e04rgc)
define bounds of variables ............................................. nag_opt_handle_set_simplebounds (e04rhc)
define a block of linear constraints ........................................ nag_opt_handle_set_linconstr (e04rjc)
define a block of nonlinear constraints ................................ nag_opt_handle_set_nlnconstr (e04rkc)
define a structure of Hessian of the objective, constraints or the Lagrangian

..... nag_opt_handle_set_nlnhess (e04rlc)
add one or more linear matrix inequality constraints ....... nag_opt_handle_set_linmatineq (e04rnc)
define bilinear matrix terms ............................................ nag_opt_handle_set_quadmatineq (e04rpc)
print information about a problem handle ......................................... nag_opt_handle_print (e04ryc)
set/get information in a problem handle ................................ nag_opt_handle_set_get_real (e04rxc)
destroy the problem handle .................................................................. nag_opt_handle_free (e04rzc)
interior point method (IPM) for linear programming (LP)

..... nag_opt_handle_solve_lp_ipm (e04mtc)
interior point method (IPM) for nonlinear programming (NLP)

..... nag_opt_handle_solve_ipopt (e04stc)
generalized augmented Lagrangian method for SDP and SDP with bilinear matrix inequalities (BMI-
SDP) ...................................................................................... nag_opt_handle_solve_pennon (e04svc)
supply optional parameter values from a character string .......... nag_opt_handle_opt_set (e04zmc)
get the setting of option ................................................................ nag_opt_handle_opt_get (e04znc)
supply optional parameter values from external file .............. nag_opt_handle_opt_set_file (e04zpc)
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Service functions,
input and output (I/O),

read MPS data file defining LP, QP, MILP or MIQP problem
..... nag_opt_miqp_mps_read (e04mxc)

write MPS data file defining LP, QP, MILP or MIQP problem
..... nag_opt_miqp_mps_write (e04mwc)

read sparse SPDA data files for linear SDP problems ............. nag_opt_sdp_read_sdpa (e04rdc)
read MPS data file defining LP or QP problem (deprecated)

..... nag_opt_sparse_mps_read (e04mzc)
free memory allocated by reader nag_opt_sparse_mps_read (e04mzc) (deprecated)

..... nag_opt_sparse_mps_free (e04myc)
derivative check and approximation,

check user's function for calculating first derivatives of function
..... nag_opt_check_deriv (e04hcc)

check user's function for calculating second derivatives of function
..... nag_opt_check_2nd_deriv (e04hdc)

check user's function for calculating Jacobian of first derivatives
..... nag_opt_lsq_check_deriv (e04yac)

estimate (using numerical differentiation) gradient and/or Hessian of a function
..... nag_opt_estimate_deriv (e04xac)

determine the pattern of nonzeros in the Jacobian matrix for nag_opt_sparse_nlp_solve (e04vhc)
..... nag_opt_sparse_nlp_jacobian (e04vjc)

covariance matrix for nonlinear least squares problem (unconstrained)
..... nag_opt_lsq_covariance (e04ycc)

option setting functions,
NAG optimization modelling suite,

supply optional parameter values from a character string
..... nag_opt_handle_opt_set (e04zmc)

get the setting of option ...................................................... nag_opt_handle_opt_get (e04znc)
supply optional parameter values from external file ..... nag_opt_handle_opt_set_file (e04zpc)

nag_opt_sparse_convex_qp_solve (e04nqc),
initialization function ............................................... nag_opt_sparse_convex_qp_init (e04npc)
supply optional parameter values from external file

..... nag_opt_sparse_convex_qp_option_set_file (e04nrc)
set a single option from a character string

..... nag_opt_sparse_convex_qp_option_set_string (e04nsc)
set a single option from an integer argument

..... nag_opt_sparse_convex_qp_option_set_integer (e04ntc)
set a single option from a real argument

..... nag_opt_sparse_convex_qp_option_set_double (e04nuc)
get the setting of an integer valued option

..... nag_opt_sparse_convex_qp_option_get_integer (e04nxc)
get the setting of a real valued option

..... nag_opt_sparse_convex_qp_option_get_double (e04nyc)
nag_opt_nlp (e04ucc) and nag_opt_nlp_revcomm (e04ufc),

initialization function for nag_opt_nlp (e04ucc) and nag_opt_nlp_revcomm (e04ufc)
..... nag_opt_nlp_revcomm_init (e04wbc)

supply optional parameter values from external file
..... nag_opt_nlp_revcomm_option_set_file (e04udc)

supply optional parameter values from a character string
..... nag_opt_nlp_revcomm_option_set_string (e04uec)

nag_opt_sparse_nlp_solve (e04vhc),
initialization function ........................................................... nag_opt_sparse_nlp_init (e04vgc)
supply optional parameter values from external file

..... nag_opt_sparse_nlp_option_set_file (e04vkc)
set a single option from a character string ..... nag_opt_sparse_nlp_option_set_string (e04vlc)
set a single option from an integer argument

..... nag_opt_sparse_nlp_option_set_integer (e04vmc)
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set a single option from a real argument ..... nag_opt_sparse_nlp_option_set_double (e04vnc)
get the setting of an integer valued option

..... nag_opt_sparse_nlp_option_get_integer (e04vrc)
get the setting of a real valued option ....... nag_opt_sparse_nlp_option_get_double (e04vsc)

nag_opt_nlp_solve (e04wdc),
initialization function ...................................................................... nag_opt_nlp_init (e04wcc)
supply optional parameter values from external file ..... nag_opt_nlp_option_set_file (e04wec)
set a single option from a character string .............. nag_opt_nlp_option_set_string (e04wfc)
set a single option from an integer argument ....... nag_opt_nlp_option_set_integer (e04wgc)
set a single option from a real argument .............. nag_opt_nlp_option_set_double (e04whc)
get the setting of an integer valued option .......... nag_opt_nlp_option_get_integer (e04wkc)
get the setting of a real valued option ................... nag_opt_nlp_option_get_double (e04wlc)

general option setting,
initialization function .............................................................................. nag_opt_init (e04xxc)
read options from a text file ................................................................ nag_opt_read (e04xyc)
memory freeing function ....................................................................... nag_opt_free (e04xzc)

7 Auxiliary Functions Associated with Library Function Arguments

None.

8 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_opt_simplex (e04ccc) 24 nag_opt_simplex_easy (e04cbc)
nag_opt_bounds_no_deriv (e04jbc) 26 nag_opt_nlp (e04ucc)
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NAG Library Function Document

nag_opt_one_var_no_deriv (e04abc)

1 Purpose

nag_opt_one_var_no_deriv (e04abc) searches for a minimum, in a given finite interval, of a continuous
function of a single variable, using function values only. The method (based on quadratic interpolation)
is intended for functions which have a continuous first derivative (although it will usually work if the
derivative has occasional discontinuities).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_one_var_no_deriv (

void (*funct)(double xc, double *fc, Nag_Comm *comm),

double e1, double e2, double *a, double *b, Integer max_fun, double *x,
double *f, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_one_var_no_deriv (e04abc) is applicable to problems of the form:

Minimize F xð Þ subject to a � x � b:

It normally computes a sequence of x values which tend in the limit to a minimum of F xð Þ subject to
the given bounds. It also progressively reduces the interval a; b½ � in which the minimum is known to lie.
It uses the safeguarded quadratic-interpolation method described in Gill and Murray (1973).

You must supply a function funct to evaluate F xð Þ. The arguments e1 and e2 together specify the
accuracy

Tol xð Þ ¼ e1� xj j þ e2

to which the position of the minimum is required. Note that funct is never called at any point which is
closer than Tol xð Þ to a previous point.

If the original interval a; b½ � contains more than one minimum, nag_opt_one_var_no_deriv (e04abc) will
normally find one of the minima.

4 References

Gill P E and Murray W (1973) Safeguarded steplength algorithms for optimization using descent
methods NPL Report NAC 37 National Physical Laboratory

5 Arguments

1: funct – function, supplied by the user External Function

funct must calculate the value of F xð Þ at any point x in a; b½ �.

The specification of funct is:

void funct (double xc, double *fc, Nag_Comm *comm)
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1: xc – double Input

On entry: x, the point at which the value of F xð Þ is required.

2: fc – double * Output

On exit: the value of the function F at the current point x.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to funct.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to funct and Nag_FALSE for
all subsequent calls.

nf – Integer Input

On entry: the number of calls made to funct so far.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_one_var_no_deriv (e04abc) these
pointers may be allocated memory and initialized with various quantities for use
by funct when called from nag_opt_one_var_no_deriv (e04abc).

Note: funct should be tested separately before being used in conjunction with nag_opt_one_
var_no_deriv (e04abc).

2: e1 – double Input

On entry: the relative accuracy to which the position of a minimum is required. (Note that since
e1 is a relative tolerance, the scaling of x is automatically taken into account.)

It is recommended that e1 should be no smaller than 2�, and preferably not much less than
ffiffi
�
p

,
where � is the machine precision.

If e1 is set to a value less than �, its value is ignored and the default value of
ffiffi
�
p

is used instead.
In particular, you may set e1 ¼ 0:0 to ensure that the default value is used.

3: e2 – double Input

On entry: the absolute accuracy to which the position of a minimum is required. It is
recommended that e2 should be no smaller than 2�.

If e2 is set to a value less than �, its value is ignored and the default value of
ffiffi
�
p

is used instead.
In particular, you may set e2 ¼ 0:0 to ensure that the default value is used.

4: a – double * Input/Output

On entry: the lower bound a of the interval containing a minimum.

On exit: an improved lower bound on the position of the minimum.

5: b – double * Input/Output

On entry: the upper bound b of the interval containing a minimum.

On exit: an improved upper bound on the position of the minimum.

Constraint: b > aþ e2.
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Note that the value e2 ¼
ffiffi
�
p

applies here if e2 < � on entry to nag_opt_one_var_no_deriv
(e04abc).

6: max fun – Integer Input

On entry: the maximum number of function evaluations (calls to funct) which you are prepared
to allow.

The number of evaluations actually performed by nag_opt_one_var_no_deriv (e04abc) may be
determined by supplying a non-NULL argument comm (see below) and examining the structure
member comm!nf on exit.

Constraint: max fun 	 3

(Few problems will require more than 30 function evaluations.)

7: x – double * Output

On exit: the estimated position of the minimum.

8: f – double * Output

On exit: the value of F at the final point x.

9: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to user-supplied functions; see the
above description of funct for details. The number of times the function funct was called is
returned in the member comm!nf.

If you do not need to make use of this communication feature, the null pointer NAGCOMM_NULL

may be used in the call to nag_opt_one_var_no_deriv (e04abc); comm will then be declared
internally for use in calls to user-supplied functions.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_GE

On entry, aþ e2 ¼ valueh i while b ¼ valueh i. These arguments must satisfy aþ e2 < b.

NE_INT_ARG_LT

On entry, max_fun must not be less than 3: max fun ¼ valueh i.

NW_MAX_FUN

The maximum number of function calls, valueh i, have been performed.

This may have happened simply because max_fun was set too small for a particular problem, or
may be due to a mistake in the user-supplied function, funct. If no mistake can be found in
funct, restart nag_opt_one_var_no_deriv (e04abc) (preferably with the values of a and b given
on exit from the previous call to nag_opt_one_var_no_deriv (e04abc)).
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7 Accuracy

If F xð Þ is �-unimodal for some � < Tol xð Þ, where Tol xð Þ ¼ e1� xj j þ e2, then, on exit, x
approximates the minimum of F xð Þ in the original interval a; b½ � with an error less than 3� Tol xð Þ.

8 Parallelism and Performance

nag_opt_one_var_no_deriv (e04abc) is not threaded in any implementation.

9 Further Comments

Timing depends on the behaviour of F xð Þ, the accuracy demanded, and the length of the interval a; b½ �.
Unless F xð Þ can be evaluated very quickly, the run time will usually be dominated by the time spent in
funct.

If F xð Þ has more than one minimum in the original interval a; b½ �, nag_opt_one_var_no_deriv (e04abc)
will determine an approximation x (and improved bounds a and b) for one of the minima.

If nag_opt_one_var_no_deriv (e04abc) finds an x such that F x� �1ð Þ > F xð Þ < F xþ �2ð Þ for some
�1; �2 	 Tol xð Þ, the interval x� �1; xþ �2½ � will be regarded as containing a minimum, even if F xð Þ is
less than F x� �1ð Þ and F xþ �2ð Þ only due to rounding errors in the user-supplied function. Therefore
funct should be programmed to calculate F xð Þ as accurately as possible, so that nag_opt_one_var_no_
deriv (e04abc) will not be liable to find a spurious minimum.

10 Example

A sketch of the function

F xð Þ ¼ sinx

x

shows that it has a minimum somewhere in the range 3:5; 5:0½ �. The example program below shows how
nag_opt_one_var_no_deriv (e04abc) can be used to obtain a good approximation to the position of a
minimum.

10.1 Program Text

/* nag_opt_one_var_no_deriv (e04abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL funct(double xc, double *fc, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

static void NAG_CALL funct(double xc, double *fc, Nag_Comm *comm)
{

if (comm->user[0] == -1.0) {
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printf("(User-supplied callback funct, first invocation.)\n");
comm->user[0] = 0.0;

}
*fc = sin(xc) / xc;

}

/* funct */

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0, max_fun;
NagError fail;
Nag_Comm comm;
double a, b, e1, e2, f, x;

INIT_FAIL(fail);

printf("nag_opt_one_var_no_deriv (e04abc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* e1 and e2 are set to zero so that nag_opt_one_var_no_deriv (e04abc) will
* reset them to their default values.
*/

e1 = 0.0;
e2 = 0.0;
/* The minimum is known to lie in the range (3.5, 5.0) */
a = 3.5;
b = 5.0;
/* Allow 30 calls of funct */
max_fun = 30;
/* nag_opt_one_var_no_deriv (e04abc).
* Minimizes a function of one variable, using function values only.
*/

nag_opt_one_var_no_deriv(funct, e1, e2, &a, &b, max_fun, &x, &f, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_one_var_no_deriv (e04abc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("The minimum lies in the interval %7.5f to %7.5f.\n", a, b);
printf("Its estimated position is %7.5f,\n", x);
printf("where the function value is %13.4e.\n", f);
printf("%1" NAG_IFMT " function evaluations were required.\n", comm.nf);

END:
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_opt_one_var_no_deriv (e04abc) Example Program Results

(User-supplied callback funct, first invocation.)
The minimum lies in the interval 4.49341 to 4.49341.
Its estimated position is 4.49341,
where the function value is -2.1723e-01.
10 function evaluations were required.
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NAG Library Function Document

nag_opt_one_var_deriv (e04bbc)

1 Purpose

nag_opt_one_var_deriv (e04bbc) searches for a minimum, in a given finite interval, of a continuous
function of a single variable, using function and first derivative values. The method (based on cubic
interpolation) is intended for functions which have a continuous first derivative (although it will usually
work if the derivative has occasional discontinuities).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_one_var_deriv (

void (*funct)(double xc, double *fc, double *gc, Nag_Comm *comm),

double e1, double e2, double *a, double *b, Integer max_fun, double *x,
double *f, double *g, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_one_var_deriv (e04bbc) is applicable to problems of the form:

Minimize F xð Þ subject to a � x � b

when the first derivative dF=dx can be calculated. nag_opt_one_var_deriv (e04bbc) normally computes
a sequence of x values which tend in the limit to a minimum of F xð Þ subject to the given bounds. It
also progressively reduces the interval a; b½ � in which the minimum is known to lie. It uses the
safeguarded quadratic-interpolation method described in Gill and Murray (1973).

You must supply a function funct to evaluate F xð Þ and its first derivative. The arguments e1 and e2
together specify the accuracy:

Tol xð Þ ¼ e1� xj j þ e2

to which the position of the minimum is required. Note that funct is never called at any point which is
closer than Tol xð Þ to a previous point.

If the original interval a; b½ � contains more than one minimum,nag_opt_one_var_deriv (e04bbc) will
normally find one of the minima.

4 References

Gill P E and Murray W (1973) Safeguarded steplength algorithms for optimization using descent
methods NPL Report NAC 37 National Physical Laboratory

5 Arguments

1: funct – function, supplied by the user External Function

funct must calculate the values of F xð Þ and dF=dx at any point x in a; b½ �.

The specification of funct is:

void funct (double xc, double *fc, double *gc, Nag_Comm *comm)
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1: xc – double Input

On entry: x, the point at which the values of F and dF=dx are required.

2: fc – double * Output

On exit: the value of the function F at the current point x.

3: gc – double * Output

On exit: the value of the first derivative dF=dx at the current point x.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to funct.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to funct and Nag_FALSE for
all subsequent calls.

nf – Integer Input

On entry: the number of calls made to funct so far.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_one_var_deriv (e04bbc) these pointers
may be allocated memory and initialized with various quantities for use by funct
when called from nag_opt_one_var_deriv (e04bbc).

Note: funct should be tested separately before being used in conjunction with nag_opt_one_
var_deriv (e04bbc).

2: e1 – double Input

On entry: the relative accuracy to which the position of a minimum is required. (Note that since
e1 is a relative tolerance, the scaling of x is automatically taken into account.)

It is recommended that e1 should be no smaller than 2�, and preferably not much less than
ffiffi
�
p

,
where � is the machine precision.

If e1 is set to a value less than �, its value is ignored and the default value of
ffiffi
�
p

is used instead.
In particular, you may set e1 ¼ 0:0 to ensure that the default value is used.

3: e2 – double Input

On entry: the absolute accuracy to which the position of a minimum is required. It is
recommended that e2 should be no smaller than 2�.

If e2 is set to a value less than �, its value is ignored and the default value of
ffiffi
�
p

is used instead.
In particular, you may set e2 ¼ 0:0 to ensure that the default value is used.

4: a – double * Input/Output

On entry: the lower bound a of the interval containing a minimum.

On exit: an improved lower bound on the position of the minimum.

5: b – double * Input/Output

On entry: the upper bound b of the interval containing a minimum.
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On exit: an improved upper bound on the position of the minimum.

Constraint: b > aþ e2.

Note that the value e2 ¼
ffiffi
�
p

applies here if e2 < � on entry to nag_opt_one_var_deriv (e04bbc).

6: max fun – Integer Input

On entry: the maximum number of calls to funct which you are prepared to allow.

The number of calls to funct actually made by nag_opt_one_var_deriv (e04bbc) may be
determined by supplying a non-NULL argument comm (see below) and examining the structure
member comm!nf on exit.

Constraint: max fun 	 2

(Few problems will require more than 20 function calls.)

7: x – double * Output

On exit: the estimated position of the minimum.

8: f – double * Output

On exit: the value of F at the final point x.

9: g – double * Output

On exit: the value of the first derivative dF=dx at the final point x.

10: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to user-supplied functions; see the
above description of funct for details. The number of times the function funct was called is
returned in the member comm!nf.

If you do not need to make use of this communication feature, the null pointer NAGCOMM_NULL

may be used in the call to nag_opt_one_var_deriv (e04bbc); comm will then be declared
internally for use in calls to user-supplied functions.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_GE

On entry, aþ e2 ¼ valueh i while b ¼ valueh i. These arguments must satisfy aþ e2 < b.

NE_INT_ARG_LT

On entry, max_fun must not be less than 2: max fun ¼ valueh i.

NW_MAX_FUN

The maximum number of function calls, valueh i, have been performed.

This may have happened simply because max_fun was set too small for a particular problem, or
may be due to a mistake in the user-supplied function, funct. If no mistake can be found in
funct, restart nag_opt_one_var_deriv (e04bbc) (preferably with the values of a and b given on
exit from the previous call to nag_opt_one_var_deriv (e04bbc)).

e04 – Minimizing or Maximizing a Function e04bbc

Mark 26 e04bbc.3



7 Accuracy

If F xð Þ is �-unimodal for some � < Tol xð Þ, where Tol xð Þ ¼ e1� xj j þ e2, then, on exit, x
approximates the minimum of F xð Þ in the original interval a; b½ � with an error less than 3� Tol xð Þ.

8 Parallelism and Performance

nag_opt_one_var_deriv (e04bbc) is not threaded in any implementation.

9 Further Comments

Timing depends on the behaviour of F xð Þ, the accuracy demanded, and the length of the interval a; b½ �.
Unless F xð Þ and dF=dx can be evaluated very quickly, the run time will usually be dominated by the
time spent in funct.

If F xð Þ has more than one minimum in the original interval a; b½ �, nag_opt_one_var_deriv (e04bbc) will
determine an approximation x (and improved bounds a and b) for one of the minima.

If nag_opt_one_var_deriv (e04bbc) finds an x such that F x� �1ð Þ > F xð Þ < F xþ �2ð Þ for some
�1; �2 	 Tol xð Þ, the interval x� �1; xþ �2½ � will be regarded as containing a minimum, even if F xð Þ is
less than F x� �1ð Þ and F xþ �2ð Þ only due to rounding errors in the user-supplied function. Therefore
funct should be programmed to calculate F xð Þ as accurately as possible, so that nag_opt_one_var_deriv
(e04bbc) will not be liable to find a spurious minimum. (For similar reasons, dF=dx should be
evaluated as accurately as possible.)

10 Example

A sketch of the function

F xð Þ ¼ sinx

x

shows that it has a minimum somewhere in the range 3:5; 5:0½ �. The example program below shows how
nag_opt_one_var_deriv (e04bbc) can be used to obtain a good approximation to the position of a
minimum.

10.1 Program Text

/* nag_opt_one_var_deriv (e04bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL funct(double xc, double *fc, double *gc,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

static void NAG_CALL funct(double xc, double *fc, double *gc, Nag_Comm *comm)
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{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback funct, first invocation.)\n");
comm->user[0] = 0.0;

}
*fc = sin(xc) / xc;
*gc = (cos(xc) - *fc) / xc;

}

/* funct */

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0, max_fun;
NagError fail;
Nag_Comm comm;
double a, b, e1, e2, f, g, x;

INIT_FAIL(fail);

printf("nag_opt_one_var_deriv (e04bbc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* e1 and e2 are set to zero so that nag_opt_one_var_no_deriv (e04abc) will
* reset them to their default values
*/

e1 = 0.0;
e2 = 0.0;
/* The minimum is known to lie in the range (3.5, 5.0) */
a = 3.5;
b = 5.0;
/* Allow 30 calls of funct */
max_fun = 30;
/* nag_opt_one_var_deriv (e04bbc).
* Minimizes a function of one variable, requires first
* derivatives
*/

nag_opt_one_var_deriv(funct, e1, e2, &a, &b, max_fun, &x, &f, &g, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_one_var_deriv (e04bbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("The minimum lies in the interval %7.5f to %7.5f.\n", a, b);
printf("Its estimated position is %7.5f,\n", x);
printf("where the function value is %13.4e\n", f);
printf("and the gradient is %13.4e.\n", g);
printf("%1" NAG_IFMT " function evaluations were required.\n", comm.nf);

END:
return exit_status;

}

10.2 Program Data

None.
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10.3 Program Results

nag_opt_one_var_deriv (e04bbc) Example Program Results

(User-supplied callback funct, first invocation.)
The minimum lies in the interval 4.49341 to 4.49341.
Its estimated position is 4.49341,
where the function value is -2.1723e-01
and the gradient is -3.7679e-16.
6 function evaluations were required.
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NAG Library Function Document

nag_opt_simplex_easy (e04cbc)

1 Purpose

nag_opt_simplex_easy (e04cbc) minimizes a general function F xð Þ of n independent variables
x ¼ x1; x2; . . . ; xnð ÞT by the Nelder and Mead simplex method (see Nelder and Mead (1965)).
Derivatives of the function need not be supplied.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_simplex_easy (Integer n, double x[], double *f, double tolf,
double tolx,

void (*funct)(Integer n, const double xc[], double *fc, Nag_Comm *comm),

void (*monit)(double fmin, double fmax, const double sim[], Integer n,
Integer ncall, double serror, double vratio, Nag_Comm *comm),

Integer maxcal, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_simplex_easy (e04cbc) finds an approximation to a minimum of a function F of n variables.
You must supply a function to calculate the value of F for any set of values of the variables.

The method is iterative. A simplex of nþ 1 points is set up in the n-dimensional space of the variables
(for example, in 2 dimensions the simplex is a triangle) under the assumption that the problem has been
scaled so that the values of the independent variables at the minimum are of order unity. The starting
point you have provided is the first vertex of the simplex, the remaining n vertices are generated by
nag_opt_simplex_easy (e04cbc). The vertex of the simplex with the largest function value is reflected in
the centre of gravity of the remaining vertices and the function value at this new point is compared with
the remaining function values. Depending on the outcome of this test the new point is accepted or
rejected, a further expansion move may be made, or a contraction may be carried out. See Nelder and
Mead (1965) and Parkinson and Hutchinson (1972) for more details. When no further progress can be
made the sides of the simplex are reduced in length and the method is repeated.

The method can be slow, but computational bottlenecks have been reduced following Singer and Singer
(2004). However, nag_opt_simplex_easy (e04cbc) is robust, and therefore very useful for functions that
are subject to inaccuracies.

There are the following options for successful termination of the method: based only on the function
values at the vertices of the current simplex (see (1)); based only on a volume ratio between the current
simplex and the initial one (see (2)); or based on which one of the previous two tests passes first. The
volume test may be useful if F is discontinuous, while the function-value test should be sufficient on its
own if F is continuous.

4 References

Nelder J A and Mead R (1965) A simplex method for function minimization Comput. J. 7 308–313

Parkinson J M and Hutchinson D (1972) An investigation into the efficiency of variants of the simplex
method Numerical Methods for Nonlinear Optimization (ed F A Lootsma) Academic Press

Singer S and Singer S (2004) Efficient implementation of the Nelder–Mead search algorithm Appl.
Num. Anal. Comp. Math. 1(3) 524–534
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5 Arguments

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n 	 1.

2: x½n� – double Input/Output

On entry: a guess at the position of the minimum. Note that the problem should be scaled so that
the values of the x½i� 1� are of order unity.

On exit: the value of x corresponding to the function value in f.

3: f – double * Output

On exit: the lowest function value found.

4: tolf – double Input

On entry: the error tolerable in the function values, in the following sense. If fi, for
i ¼ 1; 2; . . . ; nþ 1, are the individual function values at the vertices of the current simplex, and if
fm is the mean of these values, then you can request that nag_opt_simplex_easy (e04cbc) should
terminate if ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1

nþ 1

Xnþ1
i¼1

fi � fmð Þ2
vuut < tolf: ð1Þ

You may specify tolf ¼ 0 if you wish to use only the termination criterion (2) on the spatial
values: see the description of tolx.

Constraint: tolf must be greater than or equal to the machine precision (see Chapter x02), or if
tolf equals zero then tolx must be greater than or equal to the machine precision.

5: tolx – double Input

On entry: the error tolerable in the spatial values, in the following sense. If LV denotes the
‘linearized’ volume of the current simplex, and if LV init denotes the ‘linearized’ volume of the
initial simplex, then you can request that nag_opt_simplex_easy (e04cbc) should terminate if

LV

LV init
< tolx: ð2Þ

You may specify tolx ¼ 0 if you wish to use only the termination criterion (1) on function
values: see the description of tolf.

Constraint: tolx must be greater than or equal to the machine precision (see Chapter x02), or if
tolx equals zero then tolf must be greater than or equal to the machine precision.

6: funct – function, supplied by the user External Function

funct must evaluate the function F at a specified point. It should be tested separately before
being used in conjunction with nag_opt_simplex_easy (e04cbc).

The specification of funct is:

void funct (Integer n, const double xc[], double *fc, Nag_Comm *comm)

1: n – Integer Input

On entry: n, the number of variables.
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2: xc½n� – const double Input

On entry: the point at which the function value is required.

3: fc – double * Output

On exit: the value of the function F at the current point x.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to funct.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_simplex_easy (e04cbc)
you may allocate memory and initialize these pointers with various quantities for
use by funct when called from nag_opt_simplex_easy (e04cbc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

7: monit – function, supplied by the user External Function

monit may be used to monitor the optimization process. It is invoked once every iteration.

If no monitoring is required, monit may be specified as NULLFN.

The specification of monit is:

void monit (double fmin, double fmax, const double sim[], Integer n,
Integer ncall, double serror, double vratio, Nag_Comm *comm)

1: fmin – double Input

On entry: the smallest function value in the current simplex.

2: fmax – double Input

On entry: the largest function value in the current simplex.

3: sim½ nþ 1ð Þ � n� – const double Input

On entry : the nþ 1 posit ion vectors of the current simplex, where
sim½ j� 1ð Þ � nþ 1ð Þ þ i� 1� is the jth coordinate of the ith position vector.

4: n – Integer Input

On entry: n, the number of variables.

5: ncall – Integer Input

On entry: the number of times that funct has been called so far.

6: serror – double Input

On entry: the current value of the standard deviation in function values used in
termination test (1).

7: vratio – double Input

On entry: the current value of the linearized volume ratio used in termination test (2).

8: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monit.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_simplex_easy (e04cbc)
you may allocate memory and initialize these pointers with various quantities for
use by monit when called from nag_opt_simplex_easy (e04cbc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

8: maxcal – Integer Input

On entry: the maximum number of function evaluations to be allowed.

Constraint: maxcal 	 1.

9: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, maxcal ¼ valueh i.
Constraint: maxcal 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tolf ¼ 0:0 and tolx ¼ valueh i.
Constraint: if tolf ¼ 0:0 then tolx is greater than or equal to the machine precision.
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On entry, tolx ¼ 0:0 and tolf ¼ valueh i.
Constraint: if tolx ¼ 0:0 then tolf is greater than or equal to the machine precision.

NE_REAL_2

On entry, tolf ¼ valueh i and tolx ¼ valueh i.
Constraint: if tolf 6¼ 0:0 and tolx 6¼ 0:0 then both should be greater than or equal to the machine
precision.

NW_TOO_MANY_FEVALS

maxcal function evaluations have been completed without any other termination test passing.
Check the coding of funct before increasing the value of maxcal.

7 Accuracy

On a successful exit the accuracy will be as defined by tolf or tolx, depending on which criterion was
satisfied first.

8 Parallelism and Performance

nag_opt_simplex_easy (e04cbc) is not threaded in any implementation.

9 Further Comments

Local workspace arrays of fixed lengths (depending on n) are allocated internally by
nag_opt_simplex_easy (e04cbc). The total size of these arrays amounts to n2 þ 6nþ 2 double elements.

The time taken by nag_opt_simplex_easy (e04cbc) depends on the number of variables, the behaviour
of the function and the distance of the starting point from the minimum. Each iteration consists of 1 or
2 function evaluations unless the size of the simplex is reduced, in which case nþ 1 function
evaluations are required.

10 Example

This example finds a minimum of the function

F x1; x2ð Þ ¼ ex1 4x21 þ 2x22 þ 4x1x2 þ 2x2 þ 1
� �

:

This example uses the initial point �1; 1ð Þ (see Section 10.3), and we expect to reach the minimum at
0:5;�1ð Þ.

10.1 Program Text

/* nag_opt_simplex_easy (e04cbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
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#endif
static void NAG_CALL funct(const Integer n, const double *xc, double *fc,

Nag_Comm *comm);
static void NAG_CALL monit(const double fmin, const double fmax,

const double sim[], const Integer n,
const Integer ncall, const double serror,
const double vratio, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double f, tolf, tolx;
Integer exit_status, i, monitoring, maxcal = 100, n = 2;
NagError fail;

/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *x = 0;

Nag_Comm comm;

exit_status = 0;

INIT_FAIL(fail);

printf("nag_opt_simplex_easy (e04cbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Allocate memory */
if (!(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set monitoring to a nonzero value to obtain monitoring information */
monitoring = 0;
comm.p = (Pointer) &monitoring;

/* Starting values */
x[0] = -1.0;
x[1] = 1.0;
tolf = sqrt(nag_machine_precision);
tolx = sqrt(tolf);

nag_opt_simplex_easy(n, x, &f, tolf, tolx, funct, monit, maxcal, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_simplex_easy (e04cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("The final function value is %12.4f\n", f);
printf("at the point");
for (i = 1; i <= n; ++i) {

printf(" %12.4f", x[i - 1]);
}
printf("\n");

END:
NAG_FREE(x);

return exit_status;
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}

static void NAG_CALL funct(const Integer n, const double *xc, double *fc,
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

printf("(User-supplied callback funct, first invocation.)\n");
comm->user[0] = 0.0;

}
*fc = exp(xc[0]) * (4.0 * xc[0] * (xc[0] + xc[1]) +

2.0 * xc[1] * (xc[1] + 1.0) + 1.0);
}

static void NAG_CALL monit(const double fmin, const double fmax,
const double sim[], const Integer n,
const Integer ncall, const double serror,
const double vratio, Nag_Comm *comm)

{
#define SIM(I, J) sim[(J-1)*(n+1) + (I-1)]

Integer i, j;
Integer monitoring = *(Integer *) comm->p;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback monit, first invocation.)\n");
comm->user[1] = 0.0;

}
if (monitoring != 0) {

printf("\nThere have been %5" NAG_IFMT " function calls\n", ncall);
printf("The smallest function value is %10.4f\n", fmin);
printf("\nThe simplex is\n");
for (i = 1; i <= n + 1; ++i) {

for (j = 1; j <= n; ++j) {
printf(" %13.4e", SIM(i, j));

}
printf("\n");

}
printf("\nThe standard deviation in function values at the"

" vertices of the simplex is %10.4f\n", serror);
printf("The linearized volume ratio of the current simplex"

" to the starting one is %10.4f\n", vratio);
}

}

10.2 Program Data

None.

10.3 Program Results

nag_opt_simplex_easy (e04cbc) Example Program Results
(User-supplied callback funct, first invocation.)
(User-supplied callback monit, first invocation.)
The final function value is 0.0000
at the point 0.5000 -0.9999
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Example Program
Contours of F Showing the Initial Point (X) and Local Minimum (*)
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NAG Library Function Document

nag_opt_conj_grad (e04dgc)

1 Purpose

nag_opt_conj_grad (e04dgc) minimizes an unconstrained nonlinear function of several variables using a
pre-conditioned, limited memory quasi-Newton conjugate gradient method. The function is intended for
use on large scale problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_conj_grad (Integer n,

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

double x[], double *objf, double g[], Nag_E04_Opt *options,
Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_conj_grad (e04dgc) uses a pre-conditioned conjugate gradient method and is based upon
algorithm PLMA as described in Gill and Murray (1979) and Section 4.8.3 of Gill et al. (1981).

The algorithm proceeds as follows:

Let x0 be a given starting point and let k denote the current iteration, starting with k ¼ 0. The iteration
requires gk, the gradient vector evaluated at xk, the kth estimate of the minimum. At each iteration a
vector pk (known as the direction of search) is computed and the new estimate xkþ1 is given by
xk þ �kpk where �k (the step length) minimizes the function F xk þ �kpkð Þ with respect to the scalar �k.
At the start of each line search an initial approximation �0 to the step �k is taken as:

�0 ¼ min 1; 2 Fk � Festj j=gTkgk
� 

where Fest is a user-supplied estimate of the function value at the solution. If Fest is not specified, the
software always chooses the unit step length for �0. Subsequent step length estimates are computed
using cubic interpolation with safeguards.

A quasi-Newton method computes the search direction, pk, by updating the inverse of the approximate
Hessian Hkð Þ and computing

pkþ1 ¼ �Hkþ1gkþ1: ð1Þ

The updating formula for the approximate inverse is given by

Hkþ1 ¼ Hk �
1

yTksk
Hkyks

T
k þ skyTkHk

� �
þ 1

yTksk
1þ y

T
kHkyk
yTksk

� �
sks

T
k ð2Þ

where yk ¼ gk�1 � gk and sk ¼ xkþ1 � xk ¼ �kpk.
The method used by nag_opt_conj_grad (e04dgc) to obtain the search direction is based upon
computing pkþ1 as �Hkþ1gkþ1 where Hkþ1 is a matrix obtained by updating the identity matrix with a
limited number of quasi-Newton corrections. The storage of an n by n matrix is avoided by storing only
the vectors that define the rank two corrections – hence the term limited-memory quasi-Newton
method. The precise method depends upon the number of updating vectors stored. For example, the
direction obtained with the ‘one-step’ limited memory update is given by (1) using (2) with Hk equal to
the identity matrix, viz.
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pkþ1 ¼ �gkþ1 þ
1
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nag_opt_conj_grad (e04dgc) uses a two-step method described in detail in Gill and Murray (1979) in
which restarts and pre-conditioning are incorporated. Using a limited-memory quasi-Newton formula,
such as the one above, guarantees pkþ1 to be a descent direction if all the inner products yTksk are
positive for all vectors yk and sk used in the updating formula.

The termination criteria of nag_opt_conj_grad (e04dgc) are as follows:

Let �F specify an argument that indicates the number of correct figures desired in Fk (�F is equivalent
to options:optim tol in the optional parameter list, see Section 11). If the following three conditions are
satisfied:

(i) Fk�1 � Fk < �F 1þ Fkj jð Þ
(ii) xk�1 � xkk k < ffiffiffiffiffi

�F
p

1þ xkk kð Þ

(iii) gkk k � �1=3F 1þ Fkj jð Þ or gkk k < �A, where �A is the absolute error associated with computing the
objective function

then the algorithm is considered to have converged. For a full discussion on termination criteria see
Chapter 8 of Gill et al. (1981).

4 References

Gill P E and Murray W (1979) Conjugate-gradient methods for large-scale nonlinear optimization
Technical Report SOL 79-15 Department of Operations Research, Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1983) Computing forward-difference intervals for
numerical optimization SIAM J. Sci. Statist. Comput. 4 310–321

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

5 Arguments

1: n – Integer Input

On entry: the number n of variables.

Constraint: n 	 1.

2: objfun – function, supplied by the user External Function

objfun must calculate the objective function F xð Þ and its gradient at a specified point x.

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables.

2: x½n� – const double Input

On entry: the point x at which the objective function is required.

3: objf – double * Output

On exit: the value of the objective function F at the current point x.
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4: g½n� – double Output

On exit: g½i � 1� must contain the value of
@F

@xi
at the point x, for i ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag Comm; the following members are relevant to objfun.

flag – Integer Input/Output

On entry: comm!flag is always non-negative.

On exit: if objfun resets comm!flag to some negative number then
nag_opt_conj_grad (e04dgc) will terminate immediately with the error indicator
NE_USER_STOP. If fail is supplied to nag_opt_conj_grad (e04dgc) fail:errnum
will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of calculations of the objective function; this value will be
equal to the number of calls made to objfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_conj_grad (e04dgc) these pointers
may be allocated memory and initialized with various quantities for use by
objfun when called from nag_opt_conj_grad (e04dgc).

Note: objfun should be tested separately before being used in conjunction with
nag_opt_conj_grad (e04dgc). The array x must not be changed by objfun.

3: x½n� – double Input/Output

On entry: x0, an estimate of the solution point x�.

On exit: the final estimate of the solution.

4: objf – double * Output

On exit: the value of the objective function F xð Þ at the final iterate.

5: g½n� – double Output

On exit: the objective gradient at the final iterate.

6: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag E04 Opt whose members are optional
parameters for nag_opt_conj_grad (e04dgc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given below in Section 11.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_conj_grad
(e04dgc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.
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7: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication with user-supplied functions; see
the above description of objfun for details. If you do not need to make use of this
communication feature the null pointer NAGCOMM_NULL may be used in the call to
nag_opt_conj_grad (e04dgc); comm will then be declared internally for use in calls to user-
supplied functions.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t he s t r u c t u r e membe r options:print level ( s e e Sec t i on 11 . 2 ) . The de f au l t ,
options:print level ¼ Nag Soln Iter, provides the result of any derivative check, a single line of
output at each iteration and the final result.

The derivative check performed by default will give the directional derivative, g xð ÞTp, of the objective
gradient and its finite difference approximation, where p is a random vector of unit length. If the
gradient is believed to be in error then nag_opt_conj_grad (e04dgc) will exit with
fail:code ¼ NE DERIV ERRORS.

The line of results printed at each iteration gives:

Itn the current iteration number k.

Nfun the cumulative number of calls to objfun. The evaluations needed for the
estimation of the gradients by finite differences are not included in the total
Nfun. The value of Nfun is a guide to the amount of work required for the
linesearch. nag_opt_conj_grad (e04dgc) will perform at most 16 function
evaluations per iteration.

Objective the current value of the objective function, F xkð Þ.

Norm g the Euclidean norm of the gradient vector, g xkð Þk k.

Norm x the Euclidean norm of xk.

Norm (x(k-1)-x(k))

the Euclidean norm of xk�1 � xk.

Step the step �k taken along the computed search direction pk. On reasonably well-
behaved problems, the unit step will be taken as the solution is approached.

The printout of the final result consists of:

x the final point, x�.

g the final gradient vector, g x�ð Þ.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:print level had an illegal value.
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On entry, argument options:verify grad had an illegal value.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function.

This value of fail will occur if the verification process indicated that at least one gradient
component had no correct figures. You should refer to the printed output to determine which
elements are suspected to be in error.

As a first step, you should check that the code for the objective values is correct – for example,
by computing the function at a point where the correct value is known. However, care should be
taken that the chosen point fully tests the evaluation of the function. It is remarkable how often
the values x ¼ 0 or x ¼ 1 are used to test function evaluation procedures, and how often the
special properties of these numbers make the test meaningless.

Errors in programming the function may be quite subtle in that the function value is ‘almost’
correct. For example, the function may not be accurate to full precision because of the inaccurate
calculation of a subsidiary quantity, or the limited accuracy of data upon which the function
depends.

NE_GRAD_TOO_SMALL

The gradient at the starting point is too small, rerun the problem at a different starting point.

The value of g x0ð ÞTg x0ð Þ is less than � F xoð Þj j, where � is the machine precision.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Value valueh i given to options:f prec not valid. Correct range is � � options:f prec < 1:0.

Va lue valueh i g iven to options:optim tol no t va l id . Cor rec t r ange i s valueh i
� options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_F

Va l u e valueh i g i v e n t o options:max line step n o t v a l i d . C o r r e c t r a n g e i s
options:max line step > 0:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:linesearch tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:linesearch tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.
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NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun. If fail is supplied the value
of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_NO_IMPROVEMENT

A sufficient decrease in the function value could not be attained during the final linesearch.
Current point cannot be improved upon.

If objfun computes the function and gradients correctly, then this warning may occur because an
overly stringent accuracy has been requested, i.e., options:optim tol is too small or if the
minimum lies close to a step length of zero. In this case you should apply the tests described in
Section 3 to determine whether or not the final solution is acceptable. For a discussion of
attainable accuracy see Gill et al. (1981).

If many iterations have occurred in which essentially no progress has been made or
nag_opt_conj_grad (e04dgc) has failed to move from the initial point, then the function objfun
may be incorrect. You should refer to the comments below under NE_DERIV_ERRORS and
check the gradients using the options:verify grad argument. Unfortunately, there may be small
errors in the objective gradients that cannot be detected by the verification process. Finite
difference approximations to first derivatives are catastrophically affected by even small
inaccuracies.

NW_STEP_BOUND_TOO_SMALL

Computed upper-bound on step length was too small

The computed upper bound on the step length taken during the linesearch was too small. A rerun
with an increased value of options:max line step (� say) may be successful unless � 	 1010 (the
default value), in which case the current point cannot be improved upon.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

If the algorithm appears to be making progress the value of options:max iter value may be too
small (see Section 11), you should increase its value and rerun nag_opt_conj_grad (e04dgc). If
the algorithm seems to be ‘bogged down’, you should check for incorrect gradients or ill-
conditioning as described below under NW_NO_IMPROVEMENT.

7 Accuracy

On successful exit the accuracy of the solution will be as defined by the optional parameter
options:optim tol.

8 Parallelism and Performance

nag_opt_conj_grad (e04dgc) is not threaded in any implementation.
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9 Further Comments

9.1 Timing

Problems whose Hessian matrices at the solution contain sets of clustered eigenvalues are likely to be
minimized in significantly fewer than n iterations. Problems without this property may require anything
between n and 5n iterations, with approximately 2n iterations being a common figure for moderately
difficult problems.

10 Example

This example minimizes the function

F ¼ ex1 4x1
2 þ 2x2

2 þ 4x1x2 þ 2x2 þ 1
� �

:

The data includes a set of user-defined column and row names, and data for the Hessian in a sparse
storage format (see Section 10.2 for further details). The options structure is declared and initialized by
nag_opt_init (e04xxc). Five option values are read from a data file by use of nag_opt_read (e04xyc).

10.1 Program Text

/* nag_opt_conj_grad (e04dgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double g[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const char *optionsfile = "e04dgce.opt";
static double ruser[1] = { -1.0 };
Integer exit_status = 0;
Nag_Boolean print;
Integer n;
Nag_E04_Opt options;
double *g = 0, objf, *x = 0;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_conj_grad (e04dgc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);
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/* Initialize options structure and read option values from file */
print = Nag_TRUE;
n = 2; /* Number of variables */
if (n >= 1) {

if (!(x = NAG_ALLOC(n, double)) || !(g = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04dgc", optionsfile, &options, print, "stdout", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Set the initial estimate of the solution. */
x[0] = -1.0;
x[1] = 1.0;

/* Solve the problem. */
/* nag_opt_conj_grad (e04dgc), see above. */
nag_opt_conj_grad(n, objfun, x, &objf, g, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_conj_grad (e04dgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(g);

return exit_status;
}

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double g[], Nag_Comm *comm)

{
/* Function to evaluate objective function and its 1st derivatives. */

double ex1, x1, x2;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback objfun, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}

ex1 = exp(x[0]);
x1 = x[0];
x2 = x[1];
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*objf = ex1 * (4 * x1 * x1 + 2 * x2 * x2 + 4 * x1 * x2 + 2 * x2 + 1);

g[0] = 4 * ex1 * (2 * x1 + x2) + *objf;
g[1] = 2 * ex1 * (2 * x2 + 2 * x1 + 1);

} /* objfun */

10.2 Program Data

nag_opt_conj_grad (e04dgc) Example Program Optional Parameters

Following options for e04dgc are read by e04xyc.

begin e04dgc

print_level = Nag_Soln /* Print solution only */

max_iter = 30 /* Set iteration limit */

verify_grad = Nag_CheckObj /* Check objective gradient components */

max_line_step = 1.0e+2 /* Maximum allowable step length */

f_est = 1.0 /* Estimate of optimal function value */

end

10.3 Program Results

nag_opt_conj_grad (e04dgc) Example Program Results

Optional parameter setting for e04dgc.
--------------------------------------

Option file: e04dgce.opt

print_level set to Nag_Soln
max_iter set to 30
verify_grad set to Nag_CheckObj
max_line_step set to 1.00e+02
f_est set to 1.00e+00

Parameters to e04dgc
--------------------

Number of variables........... 2

max_line_step........... 1.00e+02 machine precision....... 1.11e-16
optim_tol............... 3.26e-12 linesearch_tol.......... 9.00e-01
f_est................... 1.00e+00 f_prec.................. 4.37e-15
verify_grad......... Nag_CheckObj max_iter................ 30
print_level......... Nag_Soln print_gcheck............ Nag_TRUE
outfile................. stdout
(User-supplied callback objfun, first invocation.)

Verification of the objective gradients.
----------------------------------------

All objective gradient elements have been set.

The objective gradient seems to be ok.

Directional derivative of the objective -1.47151776e-01
Difference approximation -1.47151796e-01

Component-wise check:

i x[i] dx[i] g[i] Difference approxn. Itns.
1 -1.00e+00 1.64e-07 3.67879441e-01 3.67879441e-01 OK 1
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2 1.00e+00 1.84e-07 7.35758882e-01 7.35758882e-01 OK 1

2 objective gradient elements out of the 2 assigned,
set in columns 1 through 2, seem to be ok.

The largest relative error was 1.02e-10 in element 1

Results from e04dgc:
-------------------

Final solution:

Variable x g
1 5.0000e-01 1.3247e-07
2 -1.0000e+00 3.0215e-08

Final objective function value = 7.3217934e-16.

Exit after 9 iterations and 19 function evaluations.

Optimal solution found.

11 Optional Parameters

A number of optional input and output arguments to nag_opt_conj_grad (e04dgc) are available through
the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_conj_grad (e04dgc); the
default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, then this must
be done directly in the calling program, they cannot be assigned using nag_opt_read (e04xyc).

11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_conj_grad (e04dgc) together with their default values where relevant. The number � is a
generic notation for machine precision (see nag_machine_precision (X02AJC)).

Boolean list Nag_TRUE
Nag_PrintType print_level Nag Soln Iter
char outfile[80] stdout

void (*print_fun)() NULL
Nag_GradChk verify_grad Nag SimpleCheck
Boolean print_gcheck Nag_TRUE
Integer obj_check_start 1
Integer obj_check_stop n
Integer max_iter max 50; 5nð Þ
double f_prec �0:9

double optim_tol options:f prec0:8

double linesearch_tol 0.9
double max_line_step 1010

double f_est

Integer iter

Integer nf
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11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_conj_grad (e04dgc)
will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_conj_grad (e04dgc). The following values
are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Soln Iter The final solution and one line of output for each iteration.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter or Nag Soln Iter.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 11.3.1 below for further details.

verify grad – Nag_GradChk Default ¼ Nag SimpleCheck

On entry: specifies the level of derivative checking to be performed by nag_opt_conj_grad (e04dgc) on
the gradient elements defined in objfun.

options:verify grad may have the following values:

Nag NoCheck No derivative check is performed.

Nag SimpleCheck Perform a simple check of the gradient.

Nag CheckObj Perform a component check of the gradient elements.

If options:verify grad ¼ Nag SimpleCheck then a simple ‘cheap’ test is performed, which requires
only one call to objfun. If options:verify grad ¼ Nag CheckObj then a more reliable (but more
expensive) test will be made on individual gradient components. This component check will be made in
the range specified by options:obj check start and options:obj check stop, default values being 1 and
n respectively. The procedure for the derivative check is based on finding an interval that produces an
acceptable estimate of the second derivative, and then using that estimate to compute an interval that
should produce a reasonable forward-difference approximation. The gradient element is then compared
with the difference approximation. (The method of finite difference interval estimation is based on Gill
et al. (1983)). The result of the test is printed out by nag_opt_conj_grad (e04dgc) if
options:print gcheck ¼ Nag TRUE.

Constraint: options:verify grad ¼ Nag NoCheck, Nag SimpleCheck or Nag CheckObj.

print gcheck – Nag_Boolean Default ¼ Nag TRUE

On entry: if Nag_TRUE the result of any derivative check (see options:verify grad) will be printed.
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obj check start – Integer Default ¼ 1
obj check stop – Integer Default ¼ n

On entry: these options take effect only when options:verify grad ¼ Nag CheckObj. They may be used
to control the verification of gradient elements computed by the function objfun. For example, if the
first 30 variables appear linearly in the objective, so that the corresponding gradient elements are
constant, then it is reasonable for options:obj check start to be set to 31.

Constraint: 1 � options:obj check start � options:obj check stop � n.

max iter – Integer Default ¼ max 50; 5nð Þ
On entry: the limit on the number of iterations allowed before termination.

Constraint: options:max iter 	 0.

f prec – double Default ¼ �0:9

On entry: this argument defines �r, which is intended to be a measure of the accuracy with which the
problem function F can be computed. The value of �r should reflect the relative precision of 1þ F xð Þj j;
i.e., �r acts as a relative precision when Fj j is large, and as an absolute precision when Fj j is small. For
example, if F xð Þ is typically of order 1000 and the first six significant digits are known to be correct,
an appropriate value for �r would be 1:0e�6. In contrast, if F xð Þ is typically of order 10�4 and the first
six significant digits are known to be correct, an appropriate value for �r would be 1:0e�10. The choice
of �r can be quite complicated for badly scaled problems; see Chapter 8 of Gill et al. (1981), for a
discussion of scaling techniques. The default value is appropriate for most simple functions that are
computed with full accuracy. However when the accuracy of the computed function values is known to
be significantly worse than full precision, the value of �r should be large enough so that
nag_opt_conj_grad (e04dgc) will not attempt to distinguish between function values that differ by
less than the error inherent in the calculation.

Constraint: � � options:f prec < 1:0.

optim tol – double Default ¼ options:f prec0:8

On entry: specifies the accuracy to which you wish the final iterate to approximate a solution of the
problem. Broadly speaking, options:optim tol indicates the number of correct figures desired in the
objective function at the solution. For example, if options:optim tol is 10�6 and nag_opt_conj_grad
(e04dgc) terminates successfully, the final value of F should have approximately six correct figures.
nag_opt_conj_grad (e04dgc) will terminate successfully if the iterative sequence of x-values is judged
to have converged and the final point satisfies the termination criteria (see Section 3, where �F
represents options:optim tol).

Constraint: options:f prec � options:optim tol < 1:0.

linesearch tol – double Default ¼ 0:9

On entry: controls the accuracy with which the step � taken during each iteration approximates a
minimum of the function along the search direction (the smaller the value of options:linesearch tol, the
more accurate the linesearch). The default value requests an inaccurate search, and is appropriate for
most problems. A more accurate search may be appropriate when it is desirable to reduce the number of
iterations – for example, if the objective function is cheap to evaluate.

Constraint: 0:0 � options:linesearch tol < 1:0.

max line step – double Default ¼ 1010

On entry: defines the maximum allowable step length for the line search.

Constraint: options:max line step > 0:0.

f est – double

On entry: specifies the user-supplied guess of the optimum objective function value. This value is used
by nag_opt_conj_grad (e04dgc) to calculate an initial step length (see Section 3). If no value is supplied

e04dgc NAG Library Manual

e04dgc.12 Mark 26



then an initial step length of 1.0 will be used but it should be noted that for badly scaled functions a
unit step along the steepest descent direction will often compute the function at very large values of x.

iter – Integer

On exit: the number of iterations which have been performed in nag_opt_conj_grad (e04dgc).

nf – Integer

On exit: the number of times the objective function has been evaluated (i.e., number of calls of objfun).
The total excludes the calls made to objfun for purposes of derivative checking.

11.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list,
options:print gcheck and options:print level (see Section 11.2). If options:list ¼ Nag TRUE then
the argument values to nag_opt_conj_grad (e04dgc) are listed, followed by the result of any derivative
check if options:print gcheck ¼ Nag TRUE. The printout of the optimization results is governed by
the value of options:print level. The default of options:print level ¼ Nag Soln Iter provides a single
line of output at each iteration and the final result. This section describes all of the possible levels of
results printout available from nag_opt_conj_grad (e04dgc).

If a simple derivative check, options:verify grad ¼ Nag SimpleCheck, is requested then the directional
derivative, g xð ÞTp, of the objective gradient and its finite difference approximation are printed out,
where p is a random vector of unit length.

When a component derivative check, options:verify grad ¼ Nag CheckObj, is requested then the
following results are supplied for each component:

x[i] the element of x.

dx[i] the optimal finite difference interval.

g[i] the gradient element.

Difference approxn. the finite difference approximation.

Itns the number of trials performed to find a suitable difference interval.

The indicator, OK or BAD?, states whether the gradient element and finite difference approximation are
in agreement.

If the gradient is believed to be in error nag_opt_conj_grad (e04dgc) will exit with fail set to
NE_DERIV_ERRORS.

When options:print level ¼ Nag Iter or Nag Soln Iter a single line of output is produced on
completion of each iteration, this gives the following values:

Itn the current iteration number k.

Nfun the cumulative number of calls to objfun. The evaluations needed for the
estimation of the gradients by finite differences are not included in the total
Nfun. The value of Nfun is a guide to the amount of work required for the
linesearch. nag_opt_conj_grad (e04dgc) will perform at most 16 function
evaluations per iteration.

Objective the current value of the objective function, F xkð Þ.

Norm g the Euclidean norm of the gradient vector, g xkð Þk k.

Norm x the Euclidean norm of xk.

Norm(x(k-1)-x(k)) the Euclidean norm of xk�1 � xk.

Step the step � taken along the computed search direction pk.
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If options:print level ¼ Nag Soln or Nag Soln Iter, the final result is printed out. This consists of:

x the final point, x�.

g the final gradient vector, g x�ð Þ.
If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_conj_grad (e04dgc) returns to the calling program.

11.3.1 Output of results via a user-defined printing function

You may also specify your own print function for output of the results of any gradient check, the
optimization results at each iteration and the final solution. The user-defined print function should be
assigned to the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

The rest of this section can be skipped if the default printing facilities provide the required
functionality.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_conj_grad (e04dgc). Calls to the user-defined function are again
controlled by means of the options:print gcheck and options:print level members. Information is
provided through st and comm the two structure arguments to options:print fun.

If comm!it prt ¼ Nag TRUE then the results from the last iteration of nag_opt_conj_grad (e04dgc)
are in the following members of st:

n – Integer

The number of variables.

x – double *

Points to the st!n memory locations holding the current point xk.

f – double

The value of the current objective function.

g – double *

Points to the st!n memory locations holding the first derivatives of F at the current point xk.

step – double

The step � taken along the search direction pk.

xk_norm – double

The Euclidean norm of xk�1 � xk.
iter – Integer

The number of iterations performed by nag_opt_conj_grad (e04dgc).

nf – Integer

The cumulative number of calls made to objfun.

If comm!g prt ¼ Nag TRUE then the following members are set:

n – Integer

The number of variables.

x – double *

Points to the st!n memory locations holding the initial point x0.

g – double *

Points to the st!n memory locations holding the first derivatives of F at the initial point x0.
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Details of any derivative check performed by nag_opt_conj_grad (e04dgc) are held in the following
substructure of st:

gprint – Nag_GPrintSt *

Which in turn contains two substructures gprint!g chk, gprint!f sim and a pointer to an array
of substructures, �gprint!f comp.

g_chk – Nag_Grad_Chk_St *

This substructure contains the members:

type – Nag_GradChk

The type of derivative check performed by nag_opt_conj_grad (e04dgc). This will
be the same value as in options:verify grad.

g_error – Integer

This member will be equal to one of the error codes NE_NOERROR or
NE_DERIV_ERRORS according to whether the derivatives were found to be
correct or not.

obj_start – Integer

Specifies the gradient element at which any component check started. This value
will be equal to options:obj check start.

obj_stop – Integer

Specifies the gradient element at which any component check ended. This value will
be equal to options:obj check stop.

f_sim – Nag_SimSt *

The result of a simple derivative check, g chk!type ¼ Nag SimpleCheck, will be held in
this substructure which has members:

correct – Nag_Boolean

If Nag_TRUE then the objective gradient is consistent with the finite difference
approximation according to a simple check.

dir_deriv – double *

The directional derivative g xð ÞT p where p is a random vector of unit length with
elements of approximately equal magnitude.

fd_approx – double *

The finite difference approximation, F xþ hpð Þ � F xð Þð Þ=h, to the directional
derivative.

f_comp – Nag_CompSt *

The results of a component derivative check, g chk!type ¼ Nag CheckObj, will be held
in the array of st!n substructures of type Nag CompSt pointed to by gprint!f comp.
The procedure for the derivative check is based on finding an interval that produces an
acceptable estimate of the second derivative, and then using that estimate to compute an
interval that should produce a reasonable forward-difference approximation. The gradient
element is then compared with the difference approximation. (The method of finite
difference interval estimation is based on Gill et al. (1983)).

correct – Nag_Boolean

If Nag_TRUE then this objective gradient component is consistent with its finite
difference approximation.
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hopt – double *

The optimal finite difference interval. This is dx[i] in the NAG default printout.

gdiff – double *

The finite difference approximation for this gradient component.

iter – Integer

The number of trials performed to find a suitable difference interval.

comment – char

A character string which describes the possible nature of the reason for which an
estimation of the finite difference interval failed to produce a satisfactory relative
condition error of the second-order difference. Possible strings are: "Constant?",
"Linear or odd?", "Too nonlinear?" and "Small derivative?".

The relevant members of the structure comm are:

g_prt – Nag_Boolean

Will be Nag_TRUE only when the print function is called with the result of the derivative check
of objfun.

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_conj_grad (e04dgc) or during a call to objfun or options:print fun. The
type Pointer will be void * with a C compiler that defines void * and char * otherwise.

e04dgc NAG Library Manual

e04dgc.16 (last) Mark 26



NAG Library Function Document

nag_opt_lsq_no_deriv (e04fcc)

1 Purpose

nag_opt_lsq_no_deriv (e04fcc) is a comprehensive algorithm for finding an unconstrained minimum of
a sum of squares of m nonlinear functions in n variables m 	 nð Þ. No derivatives are required.

nag_opt_lsq_no_deriv (e04fcc) is intended for objective functions which have continuous first and
second derivatives (although it will usually work even if the derivatives have occasional
discontinuities).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_lsq_no_deriv (Integer m, Integer n,

void (*lsqfun)(Integer m, Integer n, const double x[], double fvec[],
Nag_Comm *comm),

double x[], double *fsumsq, double fvec[], double fjac[],
Integer tdfjac, Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_lsq_no_deriv (e04fcc) is applicable to problems of the form:

Minimize F xð Þ ¼
Xm
i¼1

fi xð Þ½ �2

where x ¼ x1; x2; . . . ; xnð ÞT and m 	 n. (The functions fi xð Þ are often referred to as ‘residuals’.) You
must supply a C function, lsqfun, to calculate the values of the fi xð Þ at any point x.

From a starting point x 1ð Þ nag_opt_lsq_no_deriv (e04fcc) generates a sequence of points x 2ð Þ; x 3ð Þ; . . . ;
which is intended to converge to a local minimum of F xð Þ. The sequence of points is given by

x kþ1ð Þ ¼ x kð Þ þ � kð Þp kð Þ

where the vector p kð Þ is a direction of search, and � kð Þ is chosen such that F x kð Þ þ � kð Þp kð Þ� �
is

approximately a minimum with respect to � kð Þ.

The vector p kð Þ used depends upon the reduction in the sum of squares obtained during the last iteration.
If the sum of squares was sufficiently reduced, then p kð Þ is an approximation to the Gauss–Newton
direction; otherwise additional function evaluations are made so as to enable p kð Þ to be a more accurate
approximation to the Newton direction.

The method is designed to ensure that steady progress is made whatever the starting point, and to have
the rapid ultimate convergence of Newton's method.

4 References

Gill P E and Murray W (1978) Algorithms for the solution of the nonlinear least squares problem SIAM
J. Numer. Anal. 15 977–992
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5 Arguments

1: m – Integer Input

On entry: m, the number of residuals, fi xð Þ.

2: n – Integer Input

On entry: n, the number of variables, xj.

Constraint: 1 � n � m.

3: lsqfun – function, supplied by the user External Function

lsqfun must calculate the vector of values fi xð Þ at any point x. (However, if you do not wish to
calculate the residuals at a particular x, there is the option of setting an argument to cause
nag_opt_lsq_no_deriv (e04fcc) to terminate immediately.)

The specification of lsqfun is:

void lsqfun (Integer m, Integer n, const double x[], double fvec[],
Nag_Comm *comm)

1: m – Integer Input
2: n – Integer Input

On entry: the numbers m and n of residuals and variables, respectively.

3: x½n� – const double Input

On entry: the point x at which the values of the fi are required.

4: fvec½m� – double Output

On exit: unless comm!flag is reset to a negative number, on exit fvec½i � 1� must
contain the value of fi at the point x, for i ¼ 1; 2; . . . ;m.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to lsqfun.

flag – Integer Input/Output

On entry: comm!flag contains a non-negative number.

On exit: if lsqfun resets comm!flag to some negative number then
nag_opt_lsq_no_deriv (e04fcc) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_lsq_no_deriv
(e04fcc), fail:errnum will be set to the user's setting of comm!flag.

first – Nag_Boolean Input

On entry: the value Nag_TRUE on the first call to lsqfun and Nag_FALSE for all
subsequent calls.

nf – Integer Input

On entry: the number of calls made to lsqfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_lsq_no_deriv (e04fcc) these pointers
may be allocated memory and initialized with various quantities for use by
lsqfun when called from nag_opt_lsq_no_deriv (e04fcc).
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Note: lsqfun should be tested separately before being used in conjunction with
nag_opt_lsq_no_deriv (e04fcc). The array x must not be changed within lsqfun.

4: x½n� – double Input/Output

On entry: x½j � 1� must be set to a guess at the jth component of the position of the minimum,
for j ¼ 1; 2; . . . ; n.

On exit: the final point x�. On successful exit, x½j� 1� is the jth component of the estimated
position of the minimum.

5: fsumsq – double * Output

On exit: the value of F xð Þ, the sum of squares of the residuals fi xð Þ, at the final point given in x.

6: fvec½m� – double Output

On exit: fvec½i � 1� is the value of the residual fi xð Þ at the final point given in x, for
i ¼ 1; 2; . . . ;m.

7: fjac½m� tdfjac� – double Output

On exit: fjac½ i � 1ð Þ � tdfjacþ j � 1� contains the estimate of the first derivative
@fi
@xj

at the final

point given in x, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n.

8: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

Constraint: tdfjac 	 n.

9: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_lsq_no_deriv (e04fcc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given in Section 11.2.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_lsq_no_der
iv (e04fcc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.

10: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to user-supplied functions; see the
above description of lsqfun for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_lsq_no_deriv
(e04fcc); comm will then be declared internally for use in calls to user-supplied functions.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t h e o p t i o n options:print level ( s e e S e c t i o n 1 1 . 2 ) . T h e d e f a u l t ,
options:print level ¼ Nag Soln Iter, provides a single line of output at each iteration and the final
result. The line of results printed at each iteration gives:

Itn the current iteration number k.

Nfun the cumulative number of calls to lsqfun.

Objective the current value of the objective function, F x kð Þ� �
.

Norm g the Euclidean norm of the gradient of F x kð Þ� �
.

Norm x the Euclidean norm of x kð Þ.

Norm(x(k�1)�x(k))

the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

The printout of the final result consists of:

x the final point x�.

g the estimate of the gradient of F at the final point.

Residuals the values of the residuals fi at the final point.

Sum of squares the value of F x�ð Þ, the sum of squares of the residuals at the final point.

6 Error Indicators and Warnings

If one of NE_USER_STOP, NE_2_INT_ARG_LT, NE_OPT_NOT_INIT, NE_BAD_PARAM, NE_2_R-
EAL_ARG_LT, NE_INVALID_INT_RANGE_1, NE_INVALID_REAL_RANGE_EF, NE_INVALI-
D_REAL_RANGE_FF and NE_ALLOC_FAIL occurs, no values will have been assigned to fsumsq,
or to the elements of fvec, fjac, options:s or options:v.

The exits NW_TOO_MANY_ITER, NW_COND_MIN, and NE_SVD_FAIL may also be caused by
mistakes in lsqfun, by the formulation of the problem or by an awkward function. If there are no such
mistakes it is worth restarting the calculations from a different starting point (not the point at which the
failure occurred) in order to avoid the region which caused the failure.

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m 	 n.

On entry, options:tdv ¼ valueh i while n ¼ valueh i. These arguments must satisfy
options:tdv 	 n.

On entry, tdfjac ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdfjac 	 n.

NE_2_REAL_ARG_LT

On entry, options:step max ¼ valueh i while options:optim tol ¼ valueh i. These arguments must
satisfy options:step max 	 options:optim tol.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:print level had an illegal value.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Value valueh i g iven to options:optim tol no t va l id . Cor rec t r ange i s valueh i
� options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:linesearch tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:linesearch tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_SVD_FAIL

The computation of the singular value decomposition of the Jacobian matrix has failed to
converge in a reasonable number of sub-iterations.

It may be worth applying nag_opt_lsq_no_deriv (e04fcc) again starting with an initial
approximation which is not too close to the point at which the failure occurred.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in lsqfun. If fail is supplied the value
of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_COND_MIN

The conditions for a minimum have not all been satisfied, but a lower point could not be found.

This could be because options:optim tol has been set so small that rounding errors in the
evaluation of the residuals make attainment of the convergence conditions impossible.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

If steady reductions in the sum of squares, F xð Þ, were monitored up to the point where this exit
occurred, then the exit probably occurred simply because options:max iter was set too small, so
the calculations should be restarted from the final point held in x. This exit may also indicate that
F xð Þ has no minimum.
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7 Accuracy

If the problem is reasonably well scaled and a successful exit is made, then, for a computer with a
mantissa of t decimals, one would expect to get about t=2� 1 decimals accuracy in the components of
x and between t� 1 (if F xð Þ is of order 1 at the minimum) and 2t� 2 (if F xð Þ is close to zero at the
minimum) decimals accuracy in F xð Þ.
A successful exit (NE_NOERROR) is made from nag_opt_lsq_no_deriv (e04fcc) when (B1, B2 and
B3) or B4 or B5 hold, where

B1 � � kð Þ � p kð Þ�� �� < options:optim tolþ �ð Þ � 1:0þ x kð Þ�� ��� �
B2 � F kð Þ � F k�1ð Þ		 		 < options:optim tolþ �ð Þ2 � 1:0þ F kð Þ� �
B3 � g kð Þ�� �� < �1=3 þ options:optim tol

� �
� 1:0þ F kð Þ� �

B4 � F kð Þ < �2

B5 � g kð Þ�� �� < ��
ffiffiffiffiffiffiffiffiffi
F kð Þ
p� �1=2

and where :k k, � and the optional parameter options:optim tol are as defined in Section 11.2, while F kð Þ

and g kð Þ are the values of F xð Þ and its vector of estimated first derivatives at x kð Þ.

If fail:code ¼ NE NOERROR then the vector in x on exit, xsol , is almost certainly an estimate of xtrue,
the position of the minimum to the accuracy specified by options:optim tol.

If fail:code ¼ NW COND MIN, then xsol may still be a good estimate of xtrue, but to verify this you
should make the following checks. If

(a) the sequence F x kð Þ� �� 
converges to F xsolð Þ at a superlinear or a fast linear rate, and

(b) g xsolð ÞTg xsolð Þ < 10�,

where T denotes transpose, then it is almost certain that xsol is a close approximation to the minimum.
When (b) is true, then usually F xsolð Þ is a close approximation to F xtrueð Þ.
Further suggestions about confirmation of a computed solution are given in the e04 Chapter
Introduction.

8 Parallelism and Performance

nag_opt_lsq_no_deriv (e04fcc) is not threaded in any implementation.

9 Further Comments

The number of iterations required depends on the number of variables, the number of residuals, the
behaviour of F xð Þ, the accuracy demanded and the distance of the starting point from the solution. The
number of multiplications performed per iteration of nag_opt_lsq_no_deriv (e04fcc) varies, but for
m >> n is approximately n�m2 þO n3

� �
. In addition, each iteration makes at least nþ 1 calls of

lsqfun. So, unless the residuals can be evaluated very quickly, the run time will be dominated by the
time spent in lsqfun.

Ideally, the problem should be scaled so that, at the solution, F xð Þ and the corresponding values of the
xj are each in the range �1;þ1ð Þ, and so that at points one unit away from the solution, F xð Þ differs
from its value at the solution by approximately one unit. This will usually imply that the Hessian matrix
of F xð Þ at the solution is well-conditioned. It is unlikely that you will be able to follow these
recommendations very closely, but it is worth trying (by guesswork), as sensible scaling will reduce the
difficulty of the minimization problem, so that nag_opt_lsq_no_deriv (e04fcc) will take less computer
time.

When the sum of squares represents the goodness-of-fit of a nonlinear model to observed data, elements
of the variance-covariance matrix of the estimated regression coefficients can be computed by a
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subsequent call to nag_opt_lsq_covariance (e04ycc), using information returned in the arrays options:s
and options:v. See nag_opt_lsq_covariance (e04ycc) for further details.

10 Example

This example shows option values being assigned directly within the program text and by reading
values from a data file. The options structure is declared and initialized by nag_opt_init (e04xxc).
Values are then assigned directly to options options:outfile and options:optim tol and two further
options are read from the data file by use of nag_opt_read (e04xyc). The memory freeing function
nag_opt_free (e04xzc) is used to free the memory assigned to the pointers in the option structure. You
must not use the standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_lsq_no_deriv (e04fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>
#include <nagf16.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], Nag_Comm *comm);

static void NAG_CALL lsqgrd(Integer m, Integer n, double *fvec, double *fjac,
Integer ldfjac, double *g);

#ifdef __cplusplus
}
#endif

#define MMAX 15
#define TMAX 3

/* Define a user structure template to store data in lsqfun. */
struct user
{

double y[MMAX];
double t[MMAX][TMAX];

};

int main(void)
{

const char *optionsfile = "e04fcce.opt";
Integer exit_status = 0;
Nag_Boolean print;
Integer i, j, m, n, nt, tdfjac;
Nag_Comm comm;
Nag_E04_Opt options;
double *fjac = 0, fsumsq, *fvec = 0, *x = 0, *g = 0;
struct user s;
NagError fail;

INIT_FAIL(fail);
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printf("nag_opt_lsq_no_deriv (e04fcc) Example Program Results\n");
fflush(stdout);

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif
n = 3;
m = 15;
if (m >= 1 && n <= m) {

if (!(fjac = NAG_ALLOC(m * n, double)) ||
!(fvec = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(g = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdfjac = n;

}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}

/* Read data into structure.
* Observations t (j = 0, 1, 2) are held in s->t[i][j]
* (i = 0, 1, 2, . . ., 14)
*/

nt = 3;
for (i = 0; i < m; ++i) {

#ifdef _WIN32
scanf_s("%lf", &s.y[i]);

#else
scanf("%lf", &s.y[i]);

#endif
#ifdef _WIN32

for (j = 0; j < nt; ++j)
scanf_s("%lf", &s.t[i][j]);

#else
for (j = 0; j < nt; ++j)

scanf("%lf", &s.t[i][j]);
#endif

}

/* Set up the starting point */
x[0] = 0.5;
x[1] = 1.0;
x[2] = 1.5;

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options); /* Initialize options structure */
/* Set one option directly. */
/* nag_machine_precision (x02ajc).
* The machine precision
*/

options.optim_tol = 10.0 * sqrt(nag_machine_precision);

/* Read remaining option values from file */
print = Nag_FALSE;
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04fcc", optionsfile, &options, print, "stdout", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

/* Assign address of user defined structure to
* comm.p for communication to lsqfun().
*/

comm.p = (Pointer) &s;

/* nag_opt_lsq_no_deriv (e04fcc), see above. */
nag_opt_lsq_no_deriv(m, n, lsqfun, x, &fsumsq, fvec, fjac, tdfjac,

&options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error/Warning from nag_opt_lsq_no_deriv (e04fcc).\n%s\n",
fail.message);

if (fail.code != NW_COND_MIN)
exit_status = 1;

}

if (fail.code == NE_NOERROR || fail.code == NW_COND_MIN)
{

printf("On exit, the sum of squares is %12.4f\n", fsumsq);
printf("at the point");
for (i=0; i<n; i++)

printf("%12.4lf", x[i]);
printf("\n");

lsqgrd(m,n,fvec,fjac,tdfjac,g);
printf("The estimated gradient is");
for (i=0; i<n; i++)

printf("%13.4e", g[i]);
printf("\n");
printf(" (machine dependent)\n");
printf("and the residuals are\n");
for (i=0; i<m; i++)

printf("%9.1e\n", fvec[i]);
}

/* Free memory allocated to pointers s and v */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
END:

NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(x);
NAG_FREE(g);

return exit_status;
}

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], Nag_Comm *comm)

{
/* Function to evaluate the residuals.
*
* To avoid the use of a global varibale this example assigns the address
* of a user defined structure to comm.p in the main program (where the
* data was also read in).
* The address of this structure is recovered in each call to lsqfun()
* from comm->p and the structure used in the calculation of the residuals.
*/

Integer i;
struct user *s = (struct user *) comm->p;
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for (i = 0; i < m; ++i)
fvec[i] = x[0] + s->t[i][0] /

(x[1] * s->t[i][1] + x[2] * s->t[i][2]) - s->y[i];
} /* lsqfun */

static void NAG_CALL lsqgrd(Integer m, Integer n, double *fvec, double *fjac,
Integer ldfjac, double *g)

{
/* Function to evaluate gradient of the sum of squares */
NagError fail;
Integer i;
INIT_FAIL(fail);
nag_dgemv(Nag_RowMajor,Nag_Trans,m,n,1.0,fjac,ldfjac,fvec,1,0.0,g,1,&fail);
for (i=0; i<n; i++)

g[i] = 2.0*g[i];
return;

}

10.2 Program Data

nag_opt_lsq_no_deriv (e04fcc) Example Program Data
0.14 1.0 15.0 1.0
0.18 2.0 14.0 2.0
0.22 3.0 13.0 3.0
0.25 4.0 12.0 4.0
0.29 5.0 11.0 5.0
0.32 6.0 10.0 6.0
0.35 7.0 9.0 7.0
0.39 8.0 8.0 8.0
0.37 9.0 7.0 7.0
0.58 10.0 6.0 6.0
0.73 11.0 5.0 5.0
0.96 12.0 4.0 4.0
1.34 13.0 3.0 3.0
2.10 14.0 2.0 2.0
4.39 15.0 1.0 1.0

nag_opt_lsq_no_deriv (e04fcc) Example Program Optional Parameters

Following optional parameter settings are read by e04xyc

begin e04fcc

/* Results printout set to none */
list = Nag_FALSE
print_level = Nag_NoPrint

/* Estimate minimum will be within 10 units of the
* starting point.
*/

step_max = 10.0

end

10.3 Program Results

nag_opt_lsq_no_deriv (e04fcc) Example Program Results
On exit, the sum of squares is 0.0082
at the point 0.0824 1.1330 2.3437
The estimated gradient is 2.3856e-09 -1.2799e-09 -1.1286e-09

(machine dependent)
and the residuals are
-5.9e-03
-2.7e-04
2.7e-04
6.5e-03

-8.2e-04
-1.3e-03
-4.5e-03
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-2.0e-02
8.2e-02

-1.8e-02
-1.5e-02
-1.5e-02
-1.1e-02
-4.2e-03
6.8e-03

11 Optional Parameters

A number of optional input and output arguments to nag_opt_lsq_no_deriv (e04fcc) are available
through the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning
an appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_lsq_no_deriv (e04fcc);
the default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, this must be
done directly in the calling program, they cannot be assigned using nag_opt_read (e04xyc).

11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_lsq_no_deriv (e04fcc) together with their default values where relevant. The number � is a
generic notation for machine precision (see nag_machine_precision (X02AJC)).

Boolean list Nag_TRUE
Nag_PrintType print_level Nag Soln Iter
char outfile[80] stdout

void (*print_fun)() NULL
Integer max_iter max 50; 5nð Þ
double optim_tol

ffiffi
�
p

double linesearch_tol 0.5 (0.0 if n ¼ 1)
double step_max 100000.0
double *s size n
double *v size n� n
Integer tdv n
Integer grade

Integer iter

Integer nf

11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_lsq_no_deriv
(e04fcc) will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_lsq_no_deriv (e04fcc). The following
values are available:
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Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Full The final solution and detailed printout at each iteration.

Details of each level of results printout are described in Section 9.

C o n s t r a i n t : options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter o r
Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 9 for further details.

max iter – Integer Default ¼ max 50; 5nð Þ
On entry: the limit on the number of iterations allowed before termination.

Constraint: options:max iter 	 0.

optim tol – double Default ¼
ffiffi
�
p

On entry: the accuracy in x to which the solution is required. If xtrue is the true value of x at the
minimum, then xsol , the estimated position prior to a normal exit, is such that

xsol � xtruek k < options:optim tol� 1:0þ xtruek kð Þ;

where yk k ¼
Pn

j¼1y
2
j

� �1=2
. For example, if the elements of xsol are not much larger than 1.0 in modulus

and if options:optim tol ¼ 1:0� 10�5, then xsol is usually accurate to about 5 decimal places. (For
further details see Section 9.) If F xð Þ and the variables are scaled roughly as described in Section 9 and
� is the machine precision, then a setting of order options:optim tol ¼

ffiffi
�
p

will usually be appropriate.

Constraint: 10� � options:optim tol < 1:0.

linesearch tol – double Default ¼ 0:5. (If n ¼ 1, default ¼ 0:0)

On entry: every iteration of nag_opt_lsq_no_deriv (e04fcc) involves a linear minimization, i.e.,
minimization of F x kð Þ þ � kð Þp kð Þ� �

with respect to � kð Þ. options:linesearch tol specifies how accurately

the linear minimizations are to be performed. The minimum with respect to � kð Þ will be located more
accurately for small values of options:linesearch tol (say 0.01) than for large values (say 0.9).
Although accurate linear minimizations will generally reduce the number of iterations performed by
nag_opt_lsq_no_deriv (e04fcc), they will increase the number of calls of lsqfun made each iteration.
On balance it is usually more efficient to perform a low accuracy minimization.

Constraint: 0:0 � options:linesearch tol < 1:0.

step max – double Default ¼ 100000:0

On entry: an estimate of the Euclidean distance between the solution and the starting point supplied.
(For maximum efficiency, a slight overestimate is preferable.) nag_opt_lsq_no_deriv (e04fcc) will
ensure that, for each iteration,Pn

j¼1 x
kð Þ
j � x

k�1ð Þ
j

� �2
� options:step maxð Þ2
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where k is the iteration number. Thus, if the problem has more than one solution, nag_opt_lsq_no_deriv
(e04fcc) is most likely to find the one nearest to the starting point. On difficult problems, a realistic
choice can prevent the sequence x kð Þ entering a region where the problem is ill-behaved and can help
avoid overflow in the evaluation of F xð Þ. However, an underestimate of options:step max can lead to
inefficiency.

Constraint: options:step max 	 options:optim tol.

s – double * Default memory ¼ n

On entry: n values of memory will be automatically allocated by nag_opt_lsq_no_deriv (e04fcc) and
this is the recommended method of use of options:s. However you may supply memory from the
calling program.

On exit: the singular values of the estimated Jacobian matrix at the final point. Thus options:s may be
useful as information about the structure of your problem.

v – double * Default memory ¼ n� n

On entry: n� n values of memory will be automatically allocated by nag_opt_lsq_no_deriv (e04fcc)
and this is the recommended method of use of options:v. However you may supply memory from the
calling program.

On exit: the matrix V associated with the singular value decomposition

J ¼ USV T

of the estimated Jacobian matrix at the final point, stored by rows. This matrix may be useful for
statistical purposes, since it is the matrix of orthonormalized eigenvectors of JTJ .

tdv – Integer Default ¼ n

On entry: if memory is supplied then options:tdv must contain the last dimension of the array assigned
to options:tdv as declared in the function from which nag_opt_lsq_no_deriv (e04fcc) is called.

On exit: the trailing dimension used by options:v. If the Nag default memory allocation has been used
this value will be n.

Constraint: options:tdv 	 n.

grade – Integer

On exit: the grade of the Jacobian at the final point. nag_opt_lsq_no_deriv (e04fcc) estimates the
dimension of the subspace for which the Jacobian matrix can be used as a valid approximation to the
curvature (see Gill and Murray (1978)); this estimate is called the grade.

iter – Integer

On exit: the number of iterations which have been performed in nag_opt_lsq_no_deriv (e04fcc).

nf – Integer

On exit: the number of times the residuals have been evaluated (i.e., number of calls of lsqfun).

11.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 11.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_lsq_no_deriv (e04fcc) are listed, whereas the printout of results is governed by the value of
options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of output
at each iteration and the final result. This section describes all of the possible levels of results printout
available from nag_opt_lsq_no_deriv (e04fcc).

When options:print level ¼ Nag Iter or Nag Soln Iter a single line of output is produced on
completion of each iteration, this gives the following values:
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Itn the current iteration number k.

Nfun the cumulative number of calls to lsqfun.

Objective the value of the objective function, F x kð Þ� �
.

Norm g the Euclidean norm of the gradient of F x kð Þ� �
.

Norm x the Euclidean norm of x kð Þ.

Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

When options:print level ¼ Nag Soln Iter Full more detailed results are given at each iteration.
Additional values output are:

Grade the grade of the Jacobian matrix. (See description of options:grade, Section 11.2

x the current point x kð Þ.

g the current estimate of the gradient of F x kð Þ� �
.

Singular values the singular values of the current approximation to the Jacobian matrix.

If options:print level ¼ Nag Soln, Nag Soln Iter or Nag Soln Iter Full the final result is printed out.
This consists of:

x the final point x�.

g the estimate of the gradient of F at the final point.

Sum of squares the value of F x�ð Þ, the sum of squares of the residuals at the final point.

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_lsq_no_deriv (e04fcc) returns to the calling program.

11.3.1 Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

The rest of this section can be skipped if the default printing facilities provide the required
functionality.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_lsq_no_deriv (e04fcc). Calls to the user-defined function are again
controlled by means of the options:print level member. Information is provided through st and comm,
the two structure arguments to options:print fun. If comm!it prt ¼ Nag TRUE then the results from
the last iteration of nag_opt_lsq_no_deriv (e04fcc) are in the following members of st:

m – Integer

The number of residuals.

n – Integer

The number of variables.

x – double *

Points to the st!n memory locations holding the current point x kð Þ.
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fvec – double *

Points to the st!m memory locations holding the values of the residuals fi at the current point
x kð Þ.

fjac – double *

Points to st!m� st!tdj memory locations. st!fjac½ i � 1ð Þ � st!tdjþ j � 1ð Þ� contains the

value of
@fi
@xj

, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n, at the current point x kð Þ.

tdj – Integer

The trailing dimension for st!fjac½�.
step – double

The step � kð Þ taken along the search direction p kð Þ.

xk_norm – double

The Euclidean norm of x k�1ð Þ � x kð Þ.

g – double *

Points to the st!n memory locations holding the estimated gradient of F at the current point
x kð Þ.

grade – Integer

The grade of the Jacobian matrix.

s – double *

Points to the st!n memory locations holding the singular values of the current approximation to
the Jacobian.

iter – Integer

The number of iterations, k, performed by nag_opt_lsq_no_deriv (e04fcc).

nf – Integer

The cumulative number of calls made to lsqfun.

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_lsq_no_deriv (e04fcc) or during a call to lsqfun or options:print fun.
The type Pointer will be void * with a C compiler that defines void * and char * otherwise.
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NAG Library Function Document

nag_opt_handle_solve_dfls (e04ffc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm and to Section 12 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_opt_handle_solve_dfls (e04ffc) is a derivative free solver from the NAG optimization modelling
suite for small to medium-scale nonlinear least squares problems with bound constraints.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_solve_dfls (void *handle,

void (*objfun)(Integer nvar, const double x[], Integer nres,
double rx[], Integer *inform, Nag_Comm *comm),

void (*mon)(Integer nvar, const double x[], Integer *inform,
const double rinfo[], const double stats[], Nag_Comm *comm),

Integer nvar, double x[], Integer nres, double rx[], double rinfo[],
double stats[], Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_handle_solve_dfls (e04ffc) serves as a solver for compatible problems stored as a handle. The
handle points to an internal data structure which defines the problem and serves as a means of
communication for functions in the suite.

nag_opt_handle_solve_dfls (e04ffc) is aimed at minimizing a sum of a squares objective function
subject to bound constraints:

minimize
x2Rn

Xmr

i¼1
ri xð Þ2 ðaÞ

subject to lx � x � ux; ðbÞ
ð1Þ

Here the ri xð Þ are smooth nonlinear functions called residuals and lx and ux are n-dimensional vectors
defining bounds on the variables. Typically, in a calibration or data fitting context, the residuals will be
defined as the difference between a data point and a nonlinear model (see Section 2.2.3 in the e04
Chapter Introduction)

To define a compatible problem handle, you must call nag_opt_handle_init (e04rac) followed by
nag_opt_handle_set_nlnls (e04rmc) to initialize it and optionally call nag_opt_handle_set_simple
bounds (e04rhc) to define bounds on the variables. If nag_opt_handle_set_simplebounds (e04rhc) is
not called, all the variables will be considered free by the solver. It should be noted that
nag_opt_handle_solve_dfls (e04ffc) always assumes that the Jacobian of the residuals is dense,
therefore defining a sparse structure for the residuals in the call to nag_opt_handle_set_nlnls (e04rmc)
will have no effect.

It is possible to fix some variables with the definition of the bounds. However, some constraints must be
met in order to be able to call the solver:
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the number of non-fixed variables nr has to be at least 2

for all non-fixed variable xi, the value of ux ið Þ � lx ið Þ has to be at least twice the starting trust region
radius (see the consistency constraint of the optional parameter DFLS Starting Trust Region).

The solver is based on a derivative free trust region framework. This type of method is well suited for
small to medium-scale problems (around 100 variables) for which the derivatives are unavailable or not
easy to compute and/or for which the function evaluations are expensive or noisy. For a detailed
description of the algorithm see Section 11. The algorithm behaviour and solver strategy can be
modified by various optional parameters (see Section 12) which can be set by nag_opt_handle_opt_set
(e04zmc) and nag_opt_handle_opt_set_file (e04zpc) anytime between the initialization of the handle
by nag_opt_handle_init (e04rac) and a call to the solver. The default values for these optional
parameters are chosen to work well in the general case but it is recommended to tune them to your
particular problem. In particular, if the objective function is noisy, it is highly recommended to set the
optional parameter DFLS Trust Region Update to SLOW to improve convergence. Once the solver
has finished, options may be modified for the next solve. The solver may be called repeatedly with
various starting points and/or optional parameters.

4 References

Powell M J D (2009) The BOBYQA algorithm for bound constrained optimization without derivatives
Report DAMTP 2009/NA06 University of Cambridge http://www.damtp.cam.ac.uk/user/na/NA_papers/
NA2009_06.pdf

Zhang H, CONN A R and Scheinberg k (2010) A Derivative-Free Algorithm for Least-Squares
Minimization SIAM J. Optim. 20(6) 3555–3576

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and the objective must be declared as nonlinear least squares by a call to the function
nag_opt_handle_set_nlnls (e04rmc). The function nag_opt_handle_set_simplebounds
(e04rhc) can optionally be called to define box bounds. It must not be changed between calls
to the NAG optimization modelling suite.

2: objfun – function, supplied by the user External Function

objfun must evaluate the value of the nonlinear residuals ri xð Þ at a specified point x.

The specification of objfun is:

void objfun (Integer nvar, const double x[], Integer nres,
double rx[], Integer *inform, Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem, as set during the initialization of
the handle by nag_opt_handle_init (e04rac).

2: x½nvar� – const double Input

On entry: x, the vector of variable values at which the residuals ri are to be evaluated.

3: nres – Integer Input

On entry: mr, the number of residuals in the problem, as set during the initialization of
the handle by nag_opt_handle_set_nlnls (e04rmc).

4: rx½nres� – double Output

On exit: the value of the residuals ri xð Þ at x.
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5: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: may be used to request the solver to stop immediately. Specifically, if
inform < 0 then the value of rx will be discarded and the solver will terminate
immediately with fail:code ¼ NE_USER_STOP otherwise, the solver will proceed
normally.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_dfls
(e04ffc) you may allocate memory and initialize these pointers with various
quantities for use by objfun when called from nag_opt_handle_solve_dfls
(e04ffc) (see Section 3.3.1.1 in How to Use the NAG Library and its
Documentation).

Note: objfun should not return floating-point NaN (Not a Number) or infinity values, since these
are not handled by nag_opt_handle_solve_dfls (e04ffc). If your code inadvertently does return
any NaNs or infinities, nag_opt_handle_solve_dfls (e04ffc) is likely to produce unexpected
results.

3: mon – function, supplied by the user External Function

mon is provided to enable you to monitor the progress of the optimization and, if necessary, to
halt the optimization process using argument inform.

If no monitoring is required, mon may be specified as NULLFN.

mon is called at the end of every ith step where i is controlled by the optional parameter
DFLS Monitor Frequency (default value 0, mon is never called).

The specification of mon is:

void mon (Integer nvar, const double x[], Integer *inform,
const double rinfo[], const double stats[], Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem.

2: x½nvar� – const double Input

On entry: the current best point.

3: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: may be used to request the solver to stop immediately. Specifically, if
inform < 0 then the value of rx will be discarded and the solver will terminate
immediately with fail:code ¼ NE_USER_STOP otherwise, the solver will proceed
normally.

4: rinfo½100� – const double Input

On entry: best objective value computed and various indicators (the values are as
described in the main argument rinfo).
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5: stats½100� – const double Input

On entry: solver statistics at the end of the current iteration (the values are as described
in the main argument stats).

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to mon.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_dfls
(e04ffc) you may allocate memory and initialize these pointers with various
quantities for use by mon when called from nag_opt_handle_solve_dfls (e04ffc)
(see Section 3.3.1.1 in How to Use the NAG Library and its Documentation).

4: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the value set
during the initialization of the handle by nag_opt_handle_init (e04rac).

Constraint: nvar 	 2.

5: x½nvar� – double Input/Output

On entry: x0, the initial estimates of the variables x.

On exit: the final values of the variables x.

6: nres – Integer Input

On entry: mr, the number of residuals in the problem. It must be unchanged from the value set
during the definition of the objective structure by nag_opt_handle_set_nlnls (e04rmc).

7: rx½nres� – double Output

On exit: the values of the residuals at the final point given in x.

8: rinfo½100� – double Output

On exit: optimal objective value and various indicators at the end of the final iteration as given in
the table below:

0 objective function value f xð Þ (sum of the squared residuals);

1 �, the size of trust region at the end of the algorithm;

2 the number of interpolation points used by the solver.

4� 101 reserved for future use.

9: stats½100� – double Output

On exit: solver statistics at the end of the final iteration as given in the table below:

0 number of calls to the objective function;

1 if Stats Time is activated, total time spent in the solver (including time spent
evaluating the objective);

2 if Stats Time is activated, total time spent evaluating the objective function;

3 number of steps.

5� 101 reserved for future use.
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10: comm – Nag_Comm *

The NAG communication argument (see Section 3.3.1.1 in How to Use the NAG Library and its
Documentation).

11: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

Optional argument DFLS Starting Trust Region �beg ¼ valueh i, lx ið Þ ¼ valueh i, ux ið Þ ¼ valueh i
and i ¼ valueh i.
Constraint: if lx ið Þ 6¼ ux ið Þ in coordinate i, then ux ið Þ � lx ið Þ 	 2� �beg.
Use nag_opt_handle_opt_set (e04zmc) to set compatible option values.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it
has been corrupted.

NE_INT

There were nr ¼ valueh i unequal bounds.
Constraint: nr 	 2.

T h e r e w e r e nr ¼ valueh i u n e q u a l b o u n d s a n d t h e o p t i o n a l a r g u m e n t
DFLS Number Interp Points npt ¼ valueh i
Constraint: nr þ 2 � npt � nrþ1ð Þ� nrþ2ð Þ

2 .
Use nag_opt_handle_opt_set (e04zmc) to set compatible option values.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_IMPROVEMENT

No progress, the solver was stopped after valueh i consecutive slow steps.
Use the optional argument DFLS Maximum Slow Steps to modify the maximum number of
slow steps accepted.

The solver stopped after 5� DFLS Maximum Slow Steps consecutive slow steps and a trust
region above the tolerance set by DFLS Trust Region Slow Tol.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem is already being solved.

NE_REAL_2

I n c o n s i s t e n t o p t i o n a l a r g u m e n t s DFLS Trust Region Tolerance �end a n d
DFLS Trust Region Slow Tol �tol.
Constraint: �end < �tol.
Use nag_opt_handle_opt_set (e04zmc) to set compatible option values.

I n c o n s i s t e n t o p t i o n a l a r g u m e n t s DFLS Trust Region Tolerance �end a n d
DFLS Starting Trust Region �beg.
Constraint: �end < �beg.
Use nag_opt_handle_opt_set (e04zmc) to set compatible option values.

NE_REF_MATCH

The information supplied does not match with that previously stored.
On entry, nres ¼ valueh i must match that given during the definition of the objective in the
handle, i.e., valueh i.
The information supplied does not match with that previously stored.
On entry, nvar ¼ valueh i must match that given during initialization of the handle, i.e., valueh i.

NE_RESCUE_FAILED

A rescue procedure has been called in order to correct damage from rounding errors when
computing an update to a quadratic approximation of F , but no further progress could be made.
Check your specification of objfun and whether the function needs rescaling. Try a different
initial x.

NE_SETUP_ERROR

The solver does not support the model defined in the handle.
It supports only nonlinear least squares problems with bound constraints.

NE_TIME_LIMIT

The solver terminated after the maximum time allowed was exceeded.

Maximum number of seconds exceeded. Use option Time Limit to reset the limit.

NE_TOO_MANY_ITER

Maximum number of function evaluations exceeded.

NE_TR_STEP_FAILED

The predicted reduction in a trust region step was non-positive. Check your specification of
objfun and whether the function needs rescaling. Try a different initial x.

NE_USER_STOP

User requested termination after a call to the objective function. inform was set to a negative
value within the user-supplied function objfun.

User requested termination during a monitoring step. inform was set to a negative value within
the user-supplied function mon
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NW_NOT_CONVERGED

The problem was solved to an acceptable level after valueh i consecutive slow iterations.
Use the optional argument DFLS Maximum Slow Steps to modify the maximum number of
slow steps accepted.

The solver stopped after DFLS Maximum Slow Steps consecutive slow steps and a trust region
below the tolerance set by DFLS Trust Region Slow Tol.

7 Accuracy

The solver can declare convergence on two conditions:

(i) The trust region radius is below the tolerance �end set by the optional parameter
DFLS Trust Region Tolerance. When this condition is met, the corresponding solution will
generally be at a distance lower than 10� �end of a local minimimum.

(ii) The sum of the square of the residuals is below the tolerance set by the optional parameter
DFLS Small Residuals Tol. In a data fitting context, this condition means that the error between
the observed data and the model is smaller than the requested tolerance.

8 Parallelism and Performance

nag_opt_handle_solve_dfls (e04ffc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Description of the Printed Output

The solver can print information to give an overview of the problem and of the progress of the
computation. The output may be sent to two independent file ID which are set by optional parameters
Print File and Monitoring File. Optional parameters Print Level, Print Options, Monitoring Level
and Print Solution determine the exposed level of detail. This allows, for example, a detailed log file to
be generated while the condensed information is displayed on the screen.

By default (Print File ¼ 6, Print Level ¼ 2), four sections are printed to the standard output: a header,
a list of options, an iteration log and a summary.

Header

The header contains statistics about the problem. It should look like:

----------------------------------------------
E04FF, Derivative free solver for data fitting

(nonlinear least squares problems)
----------------------------------------------
Problem statistics

Number of variables 10
Number of unconstrained variables 10
Number of fixed variables 0
Number of residuals 10

Optional parameters list

If Print Options is set to YES, a list of the optional parameters and their values is printed. The list
shows all options of the solver, each displayed on one line. The line contains the option name, its
current value and an indicator for how it was set. The options left at their defaults are noted by (d) and
the ones set by the user are noted by (U). Note that the output format is compatible with the file format
expected by nag_opt_handle_opt_set_file (e04zpc). The output looks as follows:
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Stats Time = Yes * U
Dfls Trust Region Tolerance = 1.00000E-07 * U
Dfls Max Objective Calls = 500 * d
Dfls Starting Trust Region = 1.10000E-01 * U
Dfls Number Interp Points = 0 * d

Iteration log

If Print Level 	 2, the solver will print a summary line for each step. An iteration is considered
successful when it yields a decrease of the objective sufficiently close to the decrease predicted by the
quadratic model. The line shows the step number, the value of the objective function, the radius of the
trust region and the cumulative number of objective function evaluations. The output looks as follow:

----------------------------------------
step | obj rho | nf |

----------------------------------------
1 | 3.82E+01 1.10E-01 | 13 |
2 | 3.55E+01 1.10E-01 | 14 |
3 | 3.05E+01 1.10E-01 | 15 |
4 | 2.15E+01 1.10E-01 | 18 |

Occasionally, the letter ‘s’ is printed at the end of the line indicating that the progress is considered
slow by the slow convergence detection heuristic. After a certain number of consecutive slow steps, the
solver is stopped. The limit on the number of slow iterations can be controlled by the optional
parameter DFLS Maximum Slow Steps and the tolerance on the trust region radius before the solver
can be stopped is driven by DFLS Trust Region Slow Tol.

Summary

Once the solver finishes, a summary is produced:

Status: Converged, small trust region size.

Value of the objective 2.23746E-06
Number of objective function evaluations 107
Number of steps 51

Optionally, if Stats Time is set to YES, the timings are printed:

Timings
Total time spent in the solver 0.056
Time spent in the objective evaluation 0.012

Additionally, if Print Solution is set to YES, the solution is printed along with the bounds:

Computed Solution:
idx Lower bound Value Upper bound

1 -inf -1.00000E+00 inf
2 -inf -1.00000E+00 inf
3 -inf -1.00000E+00 inf
4 -inf -1.00000E+00 inf

10 Example

In this example, we minimize the Kowalik and Osborne function with bounds on some of the variables.
In this problem, the number of variables n ¼ 4 and the number of residuals mr ¼ 11. The residuals ri
are computed by

ri xð Þ ¼ zi �
yi yi þ x2ð Þ

yi yi þ x3ð Þ þ x4
x1 ð2Þ

where

y ¼ 4:0000; 2:0000; 1:0000; 0:5000; 0:2500; 0:1670; 0:1250; 0:1000; 0:0833; 0:0714; 0:0625ð Þ
z ¼ 0:1957; 0:1947; 0:1735; 0:1600; 0:0844; 0:0627; 0:0456; 0:0342; 0:0323; 0:0235; 0:0246ð Þ ð3Þ

The following bounds are defined on the variables

0:2 � x2 � 1:0
0:3 � x4

ð4Þ
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The initial guess is

x0 ¼ 0:25; 0:39; 0:415; 0:39ð Þ ð5Þ
The expected solution is

x� ¼ 0:1813; 0:5901; 0:2569; 0:3000ð Þ ð6Þ

10.1 Program Text

/* nag_opt_handle_solve_dfls (e04ffc) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>
#include <assert.h>

typedef struct pdata
{

int ny, nz;
double *y, *z;

} pdata;

static void free_pdata(pdata pd);

#ifdef __cplusplus
extern "C"
{
#endif
static void NAG_CALL objfun(Integer nvar, const double x[],

Integer nres, double rx[],
Integer *inform, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const int defbounds = 1;
const double infbnd = 1.0e20;

pdata pd;
int nvar, nres, isparse, nnzrd;
double x[4] = { 0.25, 0.39, 0.415, 0.39 };
double rinfo[100], stats[100];
double *rx, *lx, *ux;
void *handle;
int exit_status = 0;

/* Nag Types */
Nag_Comm comm;
NagError fail;

printf("nag_opt_handle_solve_dfls (e04ffc) Example Program Results\n\n");
fflush(stdout);

/* Fill the problem data structure */
nvar = 4;
nres = 11;
pd.ny = nres;
pd.nz = nres;
pd.y = NAG_ALLOC(pd.ny,double); assert(pd.y);
pd.z = NAG_ALLOC(pd.nz,double); assert(pd.z);
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pd.y[0] = 4.0 ; pd.z[0] = 0.1957;
pd.y[1] = 2.0 ; pd.z[1] = 0.1947;
pd.y[2] = 1.0 ; pd.z[2] = 0.1735;
pd.y[3] = 0.5 ; pd.z[3] = 0.16;
pd.y[4] = 0.25 ; pd.z[4] = 0.0844;
pd.y[5] = 0.167 ; pd.z[5] = 0.0627;
pd.y[6] = 0.125 ; pd.z[6] = 0.0456;
pd.y[7] = 0.1 ; pd.z[7] = 0.0342;
pd.y[8] = 0.0833; pd.z[8] = 0.0323;
pd.y[9] = 0.0714; pd.z[9] = 0.0235;
pd.y[10] = 0.0625; pd.z[10] = 0.0246;

/* nag_opt_handle_init (e04rac).
* Initialize the handle
*/

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* nag_opt_handle_set_nlnls (e04rmc)
* Define residuals structure, isparse=0 means the residual structure is
* dense => irowrd and icolrd arguments can be NULL
*/

isparse = 0;
nnzrd = 1;
nag_opt_handle_set_nlnls(handle, nres, isparse, nnzrd, NULL, NULL,

NAGERR_DEFAULT);

/* nag_opt_handle_opt_set (e04zmc)
* Set options
*/

/* Relax the main convergence criteria a bit */
nag_opt_handle_opt_set(handle, "DFLS Trust Region Tolerance = 5.0e-6",

NAGERR_DEFAULT);
/* Turn off option printing */
nag_opt_handle_opt_set(handle, "Print Options = NO", NAGERR_DEFAULT);
/* Print the solution */
nag_opt_handle_opt_set(handle, "Print Solution = X", NAGERR_DEFAULT);

/* Optionally define bounds for the second and the fourth variable */
if (defbounds)

{
lx = NAG_ALLOC(nvar, double); assert(lx);
ux = NAG_ALLOC(nvar, double); assert(ux);
lx[0] = -infbnd; ux[0] = infbnd;
lx[1] = 0.2; ux[1] = 1.0;
lx[2] = -infbnd; ux[2] = infbnd;
lx[3] = 0.3; ux[3] = infbnd;
/* nag_opt_handle_set_simplebounds (e04rhc) */
nag_opt_handle_set_simplebounds(handle, nvar, lx, ux, NAGERR_DEFAULT);

}

/* nag_opt_handle_solve_dfls (e04ffc)
* Call the solver
*/

rx = NAG_ALLOC(nres, double); assert(rx);
comm.p = &pd;
INIT_FAIL(fail);
nag_opt_handle_solve_dfls(handle, objfun, NULL, nvar, x, nres, rx,

rinfo, stats, &comm, &fail);
if (fail.code != NE_NOERROR){

printf("Error from nag_opt_handle_solve_dfls (e04ffc).\n%s\n",
fail.message);

exit_status = 1;
}

/* Clean data */
if (handle)

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory used
*/

nag_opt_handle_free(&handle, NAGERR_DEFAULT);
free_pdata(pd);
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if (rx)
NAG_FREE(rx);

if (lx)
NAG_FREE(lx);

if (ux)
NAG_FREE(ux);

return exit_status;
}

static void NAG_CALL objfun(Integer nvar, const double x[],
Integer nres, double rx[],
Integer *inform, Nag_Comm *comm)

{
pdata *pd;
int i;
double r1, r2;

/* Interrupt the solver if the comm structure is not correctly initialized */
if (!comm || !(comm->p))

{
*inform = -1;
return;

}

/* Extract the problem data from the comm structure */
pd = (pdata *) comm->p;

/* Interrupt the solver if the data does not correspond to the problem */
if (nvar != 4 || nres != 11 || pd->ny != nres || pd->nz != nres)

{
*inform = -1;
return;

}

/* Fill the residuals values */
for (i = 0; i < nres; i++)

{
r1 = pd->y[i] * (pd->y[i]+x[1]);
r2 = pd->y[i] * (pd->y[i]+x[2]) + x[3];
rx[i] = pd->z[i] - x[0]*r1/r2;

}
}

static void free_pdata(pdata pd)
{

if (pd.y)
NAG_FREE(pd.y);

if (pd.z)
NAG_FREE(pd.z);

}

10.2 Program Data

None.

10.3 Program Results

nag_opt_handle_solve_dfls (e04ffc) Example Program Results

----------------------------------------------
E04FF, Derivative free solver for data fitting

(nonlinear least-squares problems)
----------------------------------------------

Problem statistics
Number of variables 4
Number of unconstrained variables 2
Number of fixed variables 0
Number of residuals 11
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----------------------------------------
step | obj rho | nf |

----------------------------------------
1 | 1.89E-03 1.00E-01 | 7 |
2 | 5.77E-04 1.00E-01 | 8 |
3 | 4.23E-04 1.00E-01 | 9 |
4 | 4.05E-04 1.00E-02 | 10 |
5 | 4.02E-04 1.00E-02 | 11 |
6 | 4.02E-04 1.00E-03 | 16 |
7 | 4.02E-04 1.00E-03 | 18 |
8 | 4.02E-04 7.07E-05 | 21 |
9 | 4.02E-04 7.07E-05 | 22 |

10 | 4.02E-04 5.00E-06 | 30 |
----------------------------------------
Status: Converged, small trust region size.

Value of the objective 4.02423E-04
Number of objective function evaluations 30
Number of steps 10

Computed Solution:
idx Lower bound Value Upper bound

1 -inf 1.81300E-01 inf
2 2.00000E-01 5.90128E-01 1.00000E+00
3 -inf 2.56927E-01 inf
4 3.00000E-01 3.00000E-01 inf

11 Algorithmic Details

This section contains a short description of the algorithm used in nag_opt_handle_solve_dfls (e04ffc)
which is based on Powell's method BOBYQA Powell (2009) and the work of Zhang et al. (2010). It is
based on a model-based derivative free trust region framework adapted to exploit least squares
problems structure.

11.1 Derivative free trust region algorithm

In this section, we are interested in generic problems of the form

minimize
x2Rn

f xð Þ ð7Þ

where the derivatives of the objective function f are not easily available. A model-based derivative free
optimization (DFO) algorithm maintains a set of points Yk centred on an iterate xk to build quadratic
interpolation models of the objective

f xk þ sð Þ � 
k sð Þ ¼ f xkð Þ þ gkT sþ
1

2
sTHks ð8Þ

where gk and Hk are built with the interpolation conditions

y 2 Yk; 
k y� xkð Þ ¼ f yð Þ ð9Þ

Note that if the number of interpolation points npt is smaller than nrþ1ð Þ� nrþ2ð Þ
2 , the model chosen is the

one for which the hessian Hk is the closest to Hk�1 in the Frobenius norm sense. This model is
iteratively optimized over a trust region, updated and moved around the new computed points. More
precisely, it can be described as:

DFO Algorithm

1. Initialization

Choose an initial interpolation set Y0, trust region radius �beg and build the first quadratic model 
0.

2. Iteration k
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(i) Minimize the model in the trust region to obtain a step sk.

(ii) If the step is too small, adjust the geometry of the interpolation set and the trust region size
�k and restart the iteration.

(iii) Evaluate the objective at the new point xk þ sk.
(iv) Replace a far away point from Yk by xk þ sk to create Ykþ1.

(v) If the decrease of the objective is sufficient (successful step), choose xkþ1 ¼ xk þ sk, else
choose xkþ1 ¼ xk.

(vi) Choose �kþ1 and adjust the geometry of Ykþ1, if necessary.

(vii) Build 
kþ1 using the new interpolation set.

(viii) Stop the algorithm if �kþ1is below the chosen tolerance �end.

In the rest of this documentation page, we call an iteration successful when the trial point xk þ sk is
accepted as the next iterate.

11.2 Bounds on the variables

The bounds on the variables are handled during the model optimization step (step 2(i) of DFO
Algorithm) with an active set method. If a bound is hit, it is fixed and step 2(i) is restarted. The set of
active constraints is kept throughout the optimization, progressively fixing the corresponding variables.

11.3 Adaptation to nonlinear least squares problems

In the specific case where f is a sum of square f xð Þ ¼
Xmr

i¼1
ri xð Þ2, a good approximation of the hessian

of the objective can be

r2f xð Þ � J xð ÞTJ xð Þ ð10Þ

where J is the mr by n first derivative matrix of f . This approximation is the main idea behind the
Gauss–Newton and Levenberg–Marquardt methods. Following the work of Zhang et al. (2010), it is
possible to adapt it to the DFO framework. In nag_opt_handle_solve_dfls (e04ffc), one quadratic
model is built for each residual ri

ri xþ sð Þ � ri xð Þ þ gðiÞ
T
sþ 1

2
sTHðiÞs ð11Þ

We call J ¼ gð1Þ; gð2Þ; :::
� �T

. To build the model of the objective f , we then choose

f xþ sð Þ � 
 sð Þ ¼ f xð Þ þ gfT sþ
1

2
sTHfs ð12Þ

where gf is chosen as

gf ¼ JTf xð Þ ð13Þ

and Hf as

Hf ¼ JTJ þ

0 if gf
�� �� 	 �1

�3 f xð Þk kI if gf
�� �� < �1 and 1

2f xð Þ < �2 gf
�� ��Xmr

i¼1
ri xð ÞHðiÞ otherwise

8>><>>: ð14Þ

The constants �1, �2 and �3 are chosen as proposed in Zhang et al. (2010). The first expression amounts
to making a Gauss–Newton approximation when we are far from a stationary point, the second to a
Levenberg–Marquardt approximation when we are close to a stationary point with small residuals while
the third takes the full hessian into account.

nag_opt_handle_solve_dfls (e04ffc) integrates this method of building models into the framework
presented in the algorithm DFO Algorithm.
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12 Optional Parameters

Several optional parameters in nag_opt_handle_solve_dfls (e04ffc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_opt_handle_solve_dfls (e04ffc) these optional parameters have associated default values that are
appropriate for most problems. Therefore, you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The optional parameters can be changed by calling nag_opt_handle_opt_set (e04zmc) anytime
between the initialization of the handle by nag_opt_handle_init (e04rac) and the call to the solver.
Modification of the arguments during intermediate monitoring stops is not allowed. Once the solver
finishes, the optional parameters can be altered again for the next solve.

The option values may be retrieved by nag_opt_handle_opt_get (e04znc).

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Defaults

DFLS Maximum Slow Steps

DFLS Max Objective Calls

DFLS Monitor Frequency

DFLS Number Interp Points

DFLS Print Frequency

DFLS Small Residuals Tol

DFLS Starting Trust Region

DFLS Trust Region Slow Tol

DFLS Trust Region Tolerance

DFLS Trust Region Update

Infinite Bound Size

Monitoring File

Monitoring Level

Print File

Print Level

Print Options

Print Solution

Stats Time

Time Limit

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively.

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

All options accept the value DEFAULT to return single options to their default states.

Keywords and character values are case and white space insensitive.

e04ffc NAG Library Manual

e04ffc.14 Mark 26.1



Defaults

This special keyword may be used to reset all optional parameters to their default values. Any argument
value given with this keyword will be ignored.

DFLS Maximum Slow Steps i Default ¼ 20

If DFLS Maximum Slow Steps > 0, this argument defines the maximum number of consecutive slow
iterations nslow allowed. Set it to 0 to deactivate the slow iteration detection. The algorithm can stop in
two situations:

nslow > DFLS Maximum Slow Steps a n d � < DFLS Trust Region Slow Tol w i t h fail:code ¼
NW_NOT_CONVERGED

nslow > 5� DFLS Maximum Slow Steps with fail:code ¼ NE_NO_IMPROVEMENT

Constraint: DFLS Maximum Slow Steps 	 0.

DFLS Max Objective Calls i Default ¼ 500

A limit on the number of objective function evaluations the solver is allowed to compute. If the limit is
reached, the solver stops with fail:code ¼ NE_TOO_MANY_ITER.

Constraint: DFLS Max Objective Calls 	 1.

DFLS Monitor Frequency i Default ¼ 0

If DFLS Monitor Frequency > 0, the solver calls the user defined monitoring function mon at the end
of every ith step.

Constraint: DFLS Monitor Frequency 	 0.

DFLS Number Interp Points i Default ¼ 0

The number of interpolation points in Yk (9) used to build the quadratic models. If
DFLS Number Interp Points ¼ 0, the number of points is chosen to be nr þ 2 where nr is the
number of non-fixed variables.

Constraint: DFLS Number Interp Points 	 0.

Consistency constraint, the solver stops with fail:code ¼ NE_INT if not met:

nr þ 2 � DFLS Number Interp Points � nrþ1ð Þ� nrþ2ð Þ
2 .

DFLS Print Frequency i Default ¼ 1

If DFLS Print Frequency > 0, the solver prints the iteration log to the appropriate units at the end of
every ith step.

Constraint: DFLS Print Frequency 	 0.

DFLS Small Residuals Tol r Default ¼ �0:75

This option defines the tolerance on the value of the residuals. Namely, the solver declares convergence
if

f xð Þ ¼
Xmr

i¼1
ri xð Þ2 < DFLS Small Residuals Tol.

Constraint: DFLS Small Residuals Tol > �2.

DFLS Starting Trust Region r Default ¼ 0:1

�beg, the initial trust region radius. This argument should be set to about one tenth of the greatest
expected overall change to a variable: the initial quadratic model will be constructed by taking steps
from the initial x of length �beg along each coordinate direction. The default value assumes that the
variables have an order of magnitude 1.
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Constraint: DFLS Starting Trust Region > �.

Consistency constraints, the solver stops with fail:code ¼ NE_BOUND or NE_REAL_2 if not met:

DFLS Starting Trust Region � DFLS Trust Region Tolerance.

DFLS Starting Trust Region � 1
2min

i
ux ið Þ � lx ið Þð Þ

DFLS Trust Region Tolerance r Default ¼ �0:37

�end, the requested trust region radius. The algorithm declares convergence when the trust region radius
reaches this limit. It should indicate the absolute accuracy that is required in the final values of the
variables.

Constraint: DFLS Trust Region Tolerance > �.

Consistency constraints, the solver stops with fail:code ¼ NE_BOUND or NE_REAL_2 if not met:

DFLS Starting Trust Region > DFLS Trust Region Tolerance.

DFLS Trust Region Slow Tol r Default ¼ �0:25

The minimal acceptable trust region radius for the solution to be declared as acceptable. The solver
stops if:

nslow > DFLS Maximum Slow Steps and �k < DFLS Trust Region Slow Tol

Constraint: DFLS Trust Region Slow Tol > �.

Consistency constraints, the solver stops with fail:code ¼ NE_BOUND or NE_REAL_2 if not met:

DFLS Trust Region Slow Tol > DFLS Trust Region Tolerance

DFLS Trust Region Update a Default ¼ FAST

Controls the speed at which the trust region is decreased after unsuccessful iterations. In smooth non-
noisy cases, a fast decrease often leads to faster convergence. However, in noisy cases, a slow decrease
is recommended to avoid premature stops.

Constraint: DFLS Trust Region Update ¼ FAST or SLOW.

Infinite Bound Size r Default ¼ 1020

This defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper bound
greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than or
equal to �bigbnd will be regarded as �1). Note that a modification of this optional parameter does not
influence constraints which have already been defined; only the constraints formulated after the change
will be affected.

Constraint: Infinite Bound Size 	 1000.

Monitoring File i Default ¼ �1
(See Section 3.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc)) for the secondary
(monitoring) output. If set to �1, no secondary output is provided. The information output to this file
ID is controlled by Monitoring Level.

Constraint: Monitoring File 	 �1.

Monitoring Level i Default ¼ 4

This argument sets the amount of information detail that will be printed by the solver to the secondary
output. The meaning of the levels is the same as with Print Level.

Constraint: 0 �Monitoring Level � 5.
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Print File i Default
¼ Nag FileID number associated with stdout

(See Section 3.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc), stdout as the default) for
the primary output of the solver. If Print File ¼ �1, the primary output is completely turned off
independently of other settings. The information output to this unit is controlled by Print Level.

Constraint: Print File 	 �1.

Print Level i Default ¼ 2

This argument defines how detailed information should be printed by the solver to the primary and
secondary output.

i Output

0 No output from the solver

1 The Header and Summary.

2,3,4,5 Additionally, the Iteration log.

Constraint: 0 � Print Level � 5.

Print Options a Default ¼ YES

If Print Options ¼ YES, a listing of optional parameters will be printed to the primary output. It is
always printed to the secondary output.

Constraint: Print Options ¼ YES or NO.

Print Solution a Default ¼ NO

If Print Solution ¼ YES, the solution will be printed to the primary and secondary output.

Constraint: Print Solution ¼ NO or YES.

Stats Time a Default ¼ NO

This argument turns on timings of various parts of the algorithm to give a better overview of where
most of the time is spent. This might be helpful for a choice of different solving approaches. It is
possible to choose between CPU and wall clock time. Choice YES is equivalent to wall clock.

Constraint: Stats Time ¼ YES, NO, CPU or WALL CLOCK.

Time Limit r Default ¼ 106

A limit on seconds that the solver can use to solve one problem. If during the convergence check this
limit is exceeded, the solver will terminate with fail:code ¼ NE_TIME_LIMIT error message.

Warning: the timings are not computed if Stats Time is set to NO. The solver will therefore NOT be
stopped if the time limit is exceeded in such a case.

Constraint: Time Limit > 0.
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NAG Library Function Document

nag_opt_lsq_deriv (e04gbc)

1 Purpose

nag_opt_lsq_deriv (e04gbc) is a comprehensive algorithm for finding an unconstrained minimum of a
sum of squares of m nonlinear functions in n variables m 	 nð Þ. First derivatives are required.

nag_opt_lsq_deriv (e04gbc) is intended for objective functions which have continuous first and second
derivatives (although it will usually work even if the derivatives have occasional discontinuities).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_lsq_deriv (Integer m, Integer n,

void (*lsqfun)(Integer m, Integer n, const double x[], double fvec[],
double fjac[], Integer tdfjac, Nag_Comm *comm),

double x[], double *fsumsq, double fvec[], double fjac[],
Integer tdfjac, Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_lsq_deriv (e04gbc) is applicable to problems of the form:

Minimize F xð Þ ¼
Xm
i¼1

fi xð Þ½ �2

where x ¼ x1; x2; . . . ; xnð ÞT and m 	 n. (The functions fi xð Þ are often referred to as ‘residuals’.) You

must supply a function to calculate the values of the fi xð Þ and their first derivatives
@fi
@xj

at any point x.

From a starting point x 1ð Þ nag_opt_lsq_deriv (e04gbc) generates a sequence of points x 2ð Þ; x 3ð Þ; . . . ;
which is intended to converge to a local minimum of F xð Þ. The sequence of points is given by

x kþ1ð Þ ¼ x kð Þ þ � kð Þp kð Þ

where the vector p kð Þ is a direction of search, and � kð Þ is chosen such that F x kð Þ þ � kð Þp kð Þ� �
is

approximately a minimum with respect to � kð Þ.

The vector p kð Þ used depends upon the reduction in the sum of squares obtained during the last iteration.
If the sum of squares was sufficiently reduced, then p kð Þ is the Gauss–Newton direction; otherwise the
second derivatives of the fi xð Þ are taken into account using a quasi-Newton updating scheme.

The method is designed to ensure that steady progress is made whatever the starting point, and to have
the rapid ultimate convergence of Newton's method.

4 References

Gill P E and Murray W (1978) Algorithms for the solution of the nonlinear least squares problem SIAM
J. Numer. Anal. 15 977–992
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5 Arguments

1: m – Integer Input

On entry: m, the number of residuals, fi xð Þ.

2: n – Integer Input

On entry: n, the number of variables, xj.

Constraint: 1 � n � m.

3: lsqfun – function, supplied by the user External Function

lsqfun must calculate the vector of values fi xð Þ and their first derivatives
@fi
@xj

at any point x.

(However, if you do not wish to calculate the residuals at a particular x, there is the option of
setting an argument to cause nag_opt_lsq_deriv (e04gbc) to terminate immediately.)

The specification of lsqfun is:

void lsqfun (Integer m, Integer n, const double x[], double fvec[],
double fjac[], Integer tdfjac, Nag_Comm *comm)

1: m – Integer Input
2: n – Integer Input

On entry: the numbers m and n of residuals and variables, respectively.

3: x½n� – const double Input

On entry: the point x at which the values of the fi and the
@fi
@xj

are required.

4: fvec½m� – double Output

On exit: unless comm!flag ¼ 1 on entry, or comm!flag is reset to a negative number,
then fvec½i � 1� must contain the value of fi at the point x, for i ¼ 1; 2; . . . ;m.

5: fjac½m� tdfjac� – double Output

On exit: unless comm!flag ¼ 0 on entry, or comm!flag is reset to a negative number,

then fjac½ i � 1ð Þ � tdfjacþ j � 1� must contain the value of the first derivative
@fi
@xj

at

the point x, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n.

6: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to lsqfun.

flag – Integer Input/Output

On entry: comm!flag contains 0, 1 or 2. The value 0 indicates that only the
residuals need to be evaluated, the value 1 indicates that only the Jacobian matrix
needs to be evaluated, and the value 2 indicates that both the residuals and the
Jacobian matrix must be calculated. (If the default value of the optional
parameter options:minlin is used (i.e., options:minlin ¼ Nag Lin Deriv), then
lsqfun will always be called with comm!flag set to 2.)
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On exit: if lsqfun resets comm!flag to some negative number then
nag_opt_lsq_deriv (e04gbc) will terminate immediately with the error indicator
NE_USER_STOP. If fail is supplied to nag_opt_lsq_deriv (e04gbc), fail:errnum
will be set to the user's setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to lsqfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of calls made to lsqfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_lsq_deriv (e04gbc) these pointers may
be allocated memory and initialized with various quantities for use by lsqfun
when called from nag_opt_lsq_deriv (e04gbc).

Note: lsqfun should be tested separately before being used in conjunction with nag_opt_lsq_deriv
(e04gbc). Function nag_opt_lsq_check_deriv (e04yac) may be used to check the derivatives.

4: x½n� – double Input/Output

On entry: x½j � 1� must be set to a guess at the jth component of the position of the minimum,
for j ¼ 1; 2; . . . ; n.

On exit: the final point x�. On successful exit, x½j� 1� is the jth component of the estimated
position of the minimum.

5: fsumsq – double * Output

On exit: the value of F xð Þ, the sum of squares of the residuals fi xð Þ, at the final point given in x.

6: fvec½m� – double Output

On exit: fvec½i � 1� is the value of the residual fi xð Þ at the final point given in x, for
i ¼ 1; 2; . . . ;m.

7: fjac½m� tdfjac� – double Output

On exit: fjac½ i � 1ð Þ � tdfjacþ j � 1� contains the value of the first derivative
@fi
@xj

at the final

point given in x, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n.

8: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

Constraint: tdfjac 	 n.

9: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_lsq_deriv (e04gbc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given in Section 11.2.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_lsq_deriv
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(e04gbc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.

10: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to the user-supplied function; see
the above description of lsqfun for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_lsq_deriv (e04gbc);
comm will then be declared internally for use in calls to the user-supplied function.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t h e o p t i o n options:print level ( s e e S e c t i o n 1 1 . 2 ) . T h e d e f a u l t ,
options:print level ¼ Nag Soln Iter, provides a single line of output at each iteration and the final
result. The line of results printed at each iteration gives:

Itn the current iteration number k.

Nfun the cumulative number of calls to lsqfun.

Objective the current value of the objective function, F x kð Þ� �
.

Norm g the Euclidean norm of the gradient of F x kð Þ� �
.

Norm x the Euclidean norm of x kð Þ.

Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

The printout of the final result consists of:

x the final point x�.

g the gradient of F at the final point.

Residuals the values of the residuals fi at the final point.

Sum of squares the value of F x�ð Þ, the sum of squares of the residuals at the final point.

6 Error Indicators and Warnings

If one of NE_USER_STOP, NE_2_INT_ARG_LT, NE_DERIV_ERRORS, NE_OPT_NOT_INIT,
NE_BAD_PARAM, NE_2_REAL_ARG_LT, NE_INVALID_INT_RANGE_1, NE_INVALID_REAL_-
RANGE_EF, NE_INVALID_REAL_RANGE_FF and NE_ALLOC_FAIL occurs, no values will have
been assigned to fsumsq, or to the elements of fvec, fjac, options:s or options:v.

The exits NW_TOO_MANY_ITER, NW_COND_MIN, and NE_SVD_FAIL may also be caused by
mistakes in lsqfun, by the formulation of the problem or by an awkward function. If there are no such
mistakes it is worth restarting the calculations from a different starting point (not the point at which the
failure occurred) in order to avoid the region which caused the failure.

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m 	 n.
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On entry, options:tdv ¼ valueh i while n ¼ valueh i. These arguments must satisfy
options:tdv 	 n.

On entry, tdfjac ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdfjac 	 n.

NE_2_REAL_ARG_LT

On entry, options:step max ¼ valueh i while options:optim tol ¼ valueh i. These arguments must
satisfy options:step max 	 options:optim tol.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:minlin had an illegal value.

On entry, argument options:print level had an illegal value.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function.

You should check carefully the derivation and programming of expressions for the
@fi
@xj

, because

it is very unlikely that lsqfun is calculating them correctly.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Value valueh i g iven to options:optim tol no t va l id . Cor rec t r ange i s valueh i
� options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:linesearch tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:linesearch tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_SVD_FAIL

The computation of the singular value decomposition of the Jacobian matrix has failed to
converge in a reasonable number of sub-iterations.

It may be worth applying nag_opt_lsq_deriv (e04gbc) again starting with an initial approximation
which is not too close to the point at which the failure occurred.
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NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in lsqfun. If fail is supplied the value
of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_COND_MIN

The conditions for a minimum have not all been satisfied, but a lower point could not be found.

This could be because options:optim tol has been set so small that rounding errors in the
evaluation of the residuals make attainment of the convergence conditions impossible. See
Section 7 for further information.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

If steady reductions in the sum of squares, F xð Þ, were monitored up to the point where this exit
occurred, then the exit probably occurred simply because options:max iter was set too small, so
the calculations should be restarted from the final point held in x. This exit may also indicate that
F xð Þ has no minimum.

7 Accuracy

If the problem is reasonably well scaled and a successful exit is made, then, for a computer with a
mantissa of t decimals, one would expect to get about t=2� 1 decimals accuracy in the components of
x and between t� 1 (if F xð Þ is of order 1 at the minimum) and 2t� 2 (if F xð Þ is close to zero at the
minimum) decimals accuracy in F xð Þ.
A successful exit (fail:code ¼ NE NOERROR) is made from nag_opt_lsq_deriv (e04gbc) when (B1, B2
and B3) or B4 or B5 hold, where

B1� � kð Þ � p kð Þ�� �� < options:optim tolþ �ð Þ � 1:0þ x kð Þ�� ��� �
B2� F kð Þ � F k�1ð Þ		 		 < options:optim tolþ �ð Þ2 � 1:0þ F kð Þ� �
B3� g kð Þ�� �� < �1=3 � 1:0þ F kð Þ� �
B4� F kð Þ < �2

B5� g kð Þ�� �� < ��
ffiffiffiffiffiffiffiffiffi
F kð Þ
p� �1=2

and where :k k, � and the optional parameter options:optim tol are as defined in Section 11.2, while F kð Þ

and g kð Þ are the values of F xð Þ and its vector of first derivatives at x kð Þ.

If fail:code ¼ NE NOERROR then the vector in x on exit, xsol, is almost certainly an estimate of xtrue,
the position of the minimum to the accuracy specified by options:optim tol.

If fail:code ¼ NW COND MIN, then xsol may still be a good estimate of xtrue, but to verify this you
should make the following checks. If

(a) the sequence F x kð Þ� �� 
converges to F xsolð Þ at a superlinear or a fast linear rate, and

(b) g xsolð ÞTg xsolð Þ < 10�,

where T denotes transpose, then it is almost certain that xsol is a close approximation to the minimum.
When (b) is true, then usually F xsolð Þ is a close approximation to F xtrueð Þ.
Further suggestions about confirmation of a computed solution are given in the e04 Chapter
Introduction.
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8 Parallelism and Performance

nag_opt_lsq_deriv (e04gbc) is not threaded in any implementation.

9 Further Comments

The number of iterations required depends on the number of variables, the number of residuals, the
behaviour of F xð Þ, the accuracy demanded and the distance of the starting point from the solution. The
number of multiplications performed per iteration of nag_opt_lsq_deriv (e04gbc) varies, but for
m >> n is approximately n�m2 þO n3

� �
. In addition, each iteration makes at least one call of lsqfun.

So, unless the residuals can be evaluated very quickly, the run time will be dominated by the time spent
in lsqfun.

Ideally, the problem should be scaled so that, at the solution, F xð Þ and the corresponding values of the
xj are each in the range �1;þ1ð Þ, and so that at points one unit away from the solution, F xð Þ differs
from its value at the solution by approximately one unit. This will usually imply that the Hessian matrix
of F xð Þ at the solution is well-conditioned. It is unlikely that you will be able to follow these
recommendations very closely, but it is worth trying (by guesswork), as sensible scaling will reduce the
difficulty of the minimization problem, so that nag_opt_lsq_deriv (e04gbc) will take less computer time.

When the sum of squares represents the goodness-of-fit of a nonlinear model to observed data, elements
of the variance-covariance matrix of the estimated regression coefficients can be computed by a
subsequent call to nag_opt_lsq_covariance (e04ycc), using information returned in the arrays options:s
and options:v. See nag_opt_lsq_covariance (e04ycc) for further details.

10 Example

This example finds the least squares estimates of x1, x2 and x3 in the model

y ¼ x1 þ
t1

x2t2 þ x3t3
using the 15 sets of data given in the following table.

y t1 t2 t3
0.14 1.0 15.0 1.0
0.18 2.0 14.0 2.0
0.22 3.0 13.0 3.0
0.25 4.0 12.0 4.0
0.29 5.0 11.0 5.0
0.32 6.0 10.0 6.0
0.35 7.0 9.0 7.0
0.39 8.0 8.0 8.0
0.37 9.0 7.0 7.0
0.58 10.0 6.0 6.0
0.73 11.0 5.0 5.0
0.96 12.0 4.0 4.0
1.34 13.0 3.0 3.0
2.10 14.0 2.0 2.0
4.39 15.0 1.0 1.0

The program uses (0.5, 1.0, 1.5) as the initial guess at the position of the minimum.

The program shows the use of certain optional parameters, with some option values being assigned
directly within the program text and by reading values from a data file. The options structure is
declared and initialized by nag_opt_init (e04xxc). A value is then assigned directly to options
options:outfile and three further options are read from the data file by use of nag_opt_read (e04xyc).
The memory freeing function nag_opt_free (e04xzc) is used to free the memory assigned to the pointers
in the option structure. You must not use the standard C function free() for this purpose.
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10.1 Program Text

/* nag_opt_lsq_deriv (e04gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], double fjac[], Integer tdfjac,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define MMAX 15
#define TMAX 3

/* Define a user structure template to store data in lsqfun. */
struct user
{

double y[MMAX];
double t[MMAX][TMAX];

};

int main(void)
{

const char *optionsfile = "e04gbce.opt";
Integer exit_status = 0;
Nag_Boolean print;
Integer i, j, m, n, nt, tdfjac;
Nag_Comm comm;
Nag_E04_Opt options;
double *fjac = 0, fsumsq, *fvec = 0, *x = 0;
struct user s;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_lsq_deriv (e04gbc) Example Program Results\n");
fflush(stdout);

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif
n = 3;
m = 15;
if (m >= 1 && n <= m) {

if (!(fjac = NAG_ALLOC(m * n, double)) ||
!(fvec = NAG_ALLOC(m, double)) || !(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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tdfjac = n;
}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}

/* Read data into structure.
* Observations t (j = 0, 1, 2) are held in s->t[i][j]
* (i = 0, 1, 2, . . ., 14)
*/

nt = 3;
for (i = 0; i < m; ++i) {

#ifdef _WIN32
scanf_s("%lf", &s.y[i]);

#else
scanf("%lf", &s.y[i]);

#endif
#ifdef _WIN32

for (j = 0; j < nt; ++j)
scanf_s("%lf", &s.t[i][j]);

#else
for (j = 0; j < nt; ++j)

scanf("%lf", &s.t[i][j]);
#endif

}

/* Set up the starting point */
x[0] = 0.5;
x[1] = 1.0;
x[2] = 1.5;

/* Initialize options structure and read option values from file */
print = Nag_TRUE;
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04gbc", optionsfile, &options, print, "stdout", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Assign address of user defined structure to
* comm.p for communication to lsqfun().
*/

comm.p = (Pointer) &s;

/* Call the optimization routine */
/* nag_opt_lsq_deriv (e04gbc), see above. */
nag_opt_lsq_deriv(m, n, lsqfun, x, &fsumsq, fvec, fjac, tdfjac,

&options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error/Warning from nag_opt_lsq_deriv (e04gbc).\n%s\n",
fail.message);

if (fail.code != NW_COND_MIN)
exit_status = 1;

}

/* Free memory allocated by nag_opt_lsq_deriv (e04gbc) to pointers s and v */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 2;

}
END:

NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(x);

return exit_status;
}

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], double fjac[], Integer tdfjac,
Nag_Comm *comm)

{
/* Function to evaluate the residuals and their 1st derivatives.
*
* This function is also suitable for use when Nag_Lin_NoDeriv is specified
* for linear minimization instead of the default of Nag_Lin_Deriv,
* since it can deal with comm->flag = 0 or 1 as well as comm->flag = 2.
*
* To avoid the use of a global varibale this example assigns the address
* of a user defined structure to comm.p in the main program (where the
* data was also read in).
* The address of this structure is recovered in each call to lsqfun()
* from comm->p and the structure used in the calculation of the residuals.
*/

#define FJAC(I, J) fjac[(I) *tdfjac + (J)]

Integer i;
double denom, dummy;
struct user *s = (struct user *) comm->p;

for (i = 0; i < m; ++i) {
denom = x[1] * s->t[i][1] + x[2] * s->t[i][2];
if (comm->flag != 1)

fvec[i] = x[0] + s->t[i][0] / denom - s->y[i];
if (comm->flag != 0) {

FJAC(i, 0) = 1.0;
dummy = -1.0 / (denom * denom);
FJAC(i, 1) = s->t[i][0] * s->t[i][1] * dummy;
FJAC(i, 2) = s->t[i][0] * s->t[i][2] * dummy;

}
}

} /* lsqfun */

10.2 Program Data

nag_opt_lsq_deriv (e04gbc) Example Program Data
0.14 1.0 15.0 1.0
0.18 2.0 14.0 2.0
0.22 3.0 13.0 3.0
0.25 4.0 12.0 4.0
0.29 5.0 11.0 5.0
0.32 6.0 10.0 6.0
0.35 7.0 9.0 7.0
0.39 8.0 8.0 8.0
0.37 9.0 7.0 7.0
0.58 10.0 6.0 6.0
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0.73 11.0 5.0 5.0
0.96 12.0 4.0 4.0
1.34 13.0 3.0 3.0
2.10 14.0 2.0 2.0
4.39 15.0 1.0 1.0

nag_opt_lsq_deriv (e04gbc) Example Program Optional Parameters

Following optional parameter settings are read by e04xyc

begin e04gbc

print_level = Nag_Soln_Iter_Full /* Results printout set to fullest detail */

/* Estimate minimum will be within 10 units of the
* starting point.
*/

step_max = 10.0

optim_tol = 1.0e-06 /* Set required accuracy of solution */

end

10.3 Program Results

nag_opt_lsq_deriv (e04gbc) Example Program Results

Optional parameter setting for e04gbc.
--------------------------------------

Option file: e04gbce.opt

print_level set to Nag_Soln_Iter_Full
step_max set to 1.00e+01
optim_tol set to 1.00e-06

Parameters to e04gbc
--------------------

Number of residuals........... 15 Number of variables........... 3

minlin.............. Nag_Lin_Deriv machine precision....... 1.11e-16
optim_tol............... 1.00e-06 linesearch_tol.......... 9.00e-01
step_max................ 1.00e+01 max_iter................ 50
print_level.... Nag_Soln_Iter_Full deriv_check............. Nag_TRUE
outfile................. stdout

Memory allocation:
s....................... Nag
v....................... Nag tdv..................... 3

Results from e04gbc:
-------------------

Iteration results:

Itn Nfun Objective Norm g Norm x Norm (x(k-1)-x(k)) Step Grade
0 1 1.0210e+01 3.2e+01 1.9e+00 3

x g Singular values
5.00000e-01 2.1202e+01 4.9542e+00
1.00000e+00 -1.6838e+01 2.5672e+00
1.50000e+00 -1.6353e+01 9.6486e-02

Itn Nfun Objective Norm g Norm x Norm (x(k-1)-x(k)) Step Grade
1 2 1.9873e-01 2.8e+00 2.4e+00 7.2e-01 1.0e+00 3

x g Singular values
8.24763e-02 1.8825e+00 4.1973e+00
1.13575e+00 -1.5133e+00 1.8396e+00
2.06664e+00 -1.5073e+00 6.6356e-02
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Itn Nfun Objective Norm g Norm x Norm (x(k-1)-x(k)) Step Grade
2 3 9.2324e-03 1.9e-01 2.6e+00 2.5e-01 1.0e+00 3

x g Singular values
8.24402e-02 1.3523e-01 4.1026e+00
1.13805e+00 -9.4890e-02 1.6131e+00
2.31707e+00 -9.4630e-02 6.1372e-02

Itn Nfun Objective Norm g Norm x Norm (x(k-1)-x(k)) Step Grade
3 4 8.2149e-03 1.2e-03 2.6e+00 2.7e-02 1.0e+00 3

x g Singular values
8.24150e-02 8.1961e-04 4.0965e+00
1.13323e+00 -5.7539e-04 1.5951e+00
2.34337e+00 -5.7660e-04 6.1250e-02

Itn Nfun Objective Norm g Norm x Norm (x(k-1)-x(k)) Step Grade
4 5 8.2149e-03 5.0e-08 2.6e+00 3.8e-04 1.0e+00 2

x g Singular values
8.24107e-02 3.4234e-08 4.0965e+00
1.13304e+00 8.8965e-09 1.5950e+00
2.34369e+00 -3.4761e-08 6.1258e-02

Itn Nfun Objective Norm g Norm x Norm (x(k-1)-x(k)) Step Grade
5 6 8.2149e-03 4.7e-09 2.6e+00 3.6e-06 1.0e+00 2

x g Singular values
8.24106e-02 9.5237e-11 4.0965e+00
1.13304e+00 3.4598e-09 1.5950e+00
2.34369e+00 -3.1752e-09 6.1258e-02

Final solution:

x g Residuals
8.24106e-02 9.5237e-11 -5.8811e-03
1.13304e+00 3.4598e-09 -2.6536e-04
2.34369e+00 -3.1752e-09 2.7468e-04

6.5415e-03
-8.2300e-04
-1.2995e-03
-4.4631e-03
-1.9963e-02
8.2216e-02

-1.8212e-02
-1.4811e-02
-1.4710e-02
-1.1208e-02
-4.2040e-03
6.8078e-03

The sum of squares is 8.2149e-03.

11 Optional Parameters

A number of optional input and output arguments to nag_opt_lsq_deriv (e04gbc) are available through
the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_lsq_deriv (e04gbc); the
default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.
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Optional parameter settings may also be read from a text file using the function nag_opt_read (e04xyc)
in which case initialization of the options structure will be performed automatically if not already done.
Any subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, this must be
done directly in the calling program. They cannot be assigned using nag_opt_read (e04xyc).

11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_lsq_deriv (e04gbc) together with their default values where relevant. The number � is a
generic notation for machine precision (see nag_machine_precision (X02AJC)).

Boolean list Nag_TRUE
Nag_PrintType print_level Nag Soln Iter
char outfile[80] stdout

void (*print_fun)() NULL
Boolean deriv_check Nag_TRUE
Integer max_iter max 50; 5nð Þ
double optim_tol

ffiffi
�
p

Nag_LinFun minlin Nag Lin Deriv
double linesearch_tol 0.9 (0.0 if n ¼ 1)
double step_max 100000.0
double *s size n
double *v size n� n
Integer tdv n
Integer grade

Integer iter

Integer nf

11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_lsq_deriv (e04gbc)
will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_lsq_deriv (e04gbc). The following values
are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Full The final solution and detailed printout at each iteration.

Details of each level of results printout are described in Section 11.3.

C o n s t r a i n t : options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter o r
Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.
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print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 11.3.1 for further details.

deriv check – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:deriv check ¼ Nag TRUE a check of the derivatives defined by lsqfun will be
made at the starting point x. The derivative check is carried out by a call to nag_opt_lsq_check_deriv
(e04yac). A starting point of x ¼ 0 or x ¼ 1 should be avoided if this test is to be meaningful, but if
either of these starting points is necessary then nag_opt_lsq_check_deriv (e04yac) should be used to
check lsqfun at a different point prior to calling nag_opt_lsq_deriv (e04gbc).

max iter – Integer Default ¼ max 50; 5nð Þ
On entry: the limit on the number of iterations allowed before termination.

Constraint: options:max iter 	 0.

optim tol – double Default ¼
ffiffi
�
p

On entry: the accuracy in x to which the solution is required. If xtrue is the true value of x at the
minimum, then xsol, the estimated position prior to a normal exit, is such that

xsol � xtruek k < options:optim tol� 1:0þ xtruek kð Þ;

where yk k ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPn

j¼1y
2
j

q
. For example, if the elements of xsol are not much larger than 1.0 in modulus

and if options:optim tol ¼ 1:0� 10�5, then xsol is usually accurate to about five decimal places. (For
further details see Section 7.) If F xð Þ and the variables are scaled roughly as described in Section 9 and
� is the machine precision, then a setting of order options:optim tol ¼

ffiffi
�
p

will usually be appropriate.

Constraint: 10� � options:optim tol < 1:0.

minlin – Nag_LinFun Default ¼ Nag Lin Deriv

On entry: options:minlin specifies whether the linear minimizations (i.e., minimizations of
F x kð Þ þ � kð Þp kð Þ� �

with respect to � kð Þ) are to be performed by a function which just requires the
evaluation of the fi xð Þ, Nag Lin NoDeriv, or by a function which also requires the first derivatives of
the fi xð Þ, Nag Lin Deriv.

It will often be possible to evaluate the first derivatives of the residuals in about the same amount of
computer time that is required for the evaluation of the residuals themselves – if this is so then
nag_opt_lsq_deriv (e04gbc) should be called with options:minlin set to Nag Lin Deriv. However, if the
evaluation of the derivatives takes more than about four times as long as the evaluation of the residuals,
then a setting of Nag Lin NoDeriv will usually be preferable. If in doubt, use the default setting
Nag Lin Deriv as it is slightly more robust.

Constraint: options:minlin ¼ Nag Lin Deriv or Nag Lin NoDeriv.

linesearch tol – double Default ¼ 0:9. (If n ¼ 1, default ¼ 0:0)

If options:minlin ¼ Nag Lin NoDeriv then the default value of options:linesearch tol will be changed
from 0.9 to 0.5 if n > 1.

On entry: options:linesearch tol specifies how accurately the linear minimizations are to be performed.

Every iteration of nag_opt_lsq_deriv (e04gbc) involves a linear minimization, i.e., minimization of
F x kð Þ þ � kð Þp kð Þ� �

with respect to � kð Þ. The minimum with respect to � kð Þ will be located more
accurately for small values of options:linesearch tol (say 0.01) than for large values (say 0.9).
Although accurate linear minimizations will generally reduce the number of iterations performed by
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nag_opt_lsq_deriv (e04gbc), they will increase the number of calls of lsqfun made each iteration. On
balance it is usually more efficient to perform a low accuracy minimization.

Constraint: 0:0 � options:linesearch tol < 1:0.

step max – double Default ¼ 100000:0

On entry: an estimate of the Euclidean distance between the solution and the starting point supplied.
(For maximum efficiency, a slight overestimate is preferable.) nag_opt_lsq_deriv (e04gbc) will ensure
that, for each iteration, Xn

j¼1
x
kð Þ
j � x

k�1ð Þ
j

� �2
� options:step maxð Þ2

where k is the iteration number. Thus, if the problem has more than one solution, nag_opt_lsq_deriv
(e04gbc) is most likely to find the one nearest to the starting point. On difficult problems, a realistic
choice can prevent the sequence x kð Þ entering a region where the problem is ill-behaved and can help
avoid overflow in the evaluation of F xð Þ. However, an underestimate of options:step max can lead to
inefficiency.

Constraint: options:step max 	 options:optim tol.

s – double * Default memory ¼ n

On entry: n values of memory will be automatically allocated by nag_opt_lsq_deriv (e04gbc) and this is
the recommended method of use of options:s. However, you may supply memory from the calling
program.

On exit: the singular values of the Jacobian matrix at the final point. Thus options:s may be useful as
information about the structure of your problem.

v – double * Default memory ¼ n� n

On entry: n� n values of memory will be automatically allocated by nag_opt_lsq_deriv (e04gbc) and
this is the recommended method of use of options:v. However, you may supply memory from the
calling program.

On exit: the matrix V associated with the singular value decomposition

J ¼ USV T

of the Jacobian matrix at the final point, stored by rows. This matrix may be useful for statistical
purposes, since it is the matrix of orthonormalized eigenvectors of JTJ .

tdv – Integer Default ¼ n

On entry: if memory is supplied then options:tdv must contain the last dimension of the array assigned
to options:tdv as declared in the function from which nag_opt_lsq_deriv (e04gbc) is called.

On exit: the trailing dimension used by options:v. If the NAG default memory allocation has been used
this value will be n.

Constraint: options:tdv 	 n.

grade – Integer

On exit: the grade of the Jacobian at the final point. nag_opt_lsq_deriv (e04gbc) estimates the
dimension of the subspace for which the Jacobian matrix can be used as a valid approximation to the
curvature (see Gill and Murray (1978)); this estimate is called the grade.

iter – Integer

On exit: the number of iterations which have been performed in nag_opt_lsq_deriv (e04gbc).
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nf – Integer

On exit: the number of times the residuals have been evaluated (i.e., the number of calls of lsqfun).

11.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 11.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_lsq_deriv (e04gbc) are listed, whereas the printout of results is governed by the value of
options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of output
at each iteration and the final result. This section describes all of the possible levels of results printout
available from nag_opt_lsq_deriv (e04gbc).

When options:print level ¼ Nag Iter or Nag Soln Iter a single line of output is produced on
completion of each iteration, this gives the following values:

Itn the current iteration number k.

Nfun the cumulative number of calls to lsqfun.

Objective the value of the objective function, F x kð Þ� �
.

Norm g the Euclidean norm of the gradient of F x kð Þ� �
.

Norm x the Euclidean norm of x kð Þ.

Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

When options:print level ¼ Nag Soln Iter Full more detailed results are given at each iteration.
Additional values output are:

Grade the grade of the Jacobian matrix. (See description of options:grade, Section 9.)

x the current point x kð Þ.

g the current gradient of F x kð Þ� �
.

Singular values the singular values of the current approximation to the Jacobian matrix.

If options:print level ¼ Nag Soln, Nag Soln Iter or Nag Soln Iter Full the final result consists of:

x the final point x�.

g the gradient of F at the final point.

Residuals the values of the residuals fi at the final point.

Sum of squares the value of F x�ð Þ, the sum of squares of the residuals at the final point.

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_lsq_deriv (e04gbc) returns to the calling program.

11.3.1 Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search State *st, Nag_Comm *comm);

The rest of this section can be skipped if the default printing facilities provide the required
functionality.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_lsq_deriv (e04gbc). Calls to the user-defined function are again
controlled by means of the options:print level member. Information is provided through st and comm,
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the two structure arguments to options:print fun. The structure member comm!it prt is relevant in
this context. If comm!it prt ¼ Nag TRUE then the results from the last iteration of nag_opt_lsq_deriv
(e04gbc) are in the following members of st:

m – Integer

The number of residuals.

n – Integer

The number of variables.

x – double *

Points to the st!n memory locations holding the current point x kð Þ.

fvec – double *

Points to the st!m memory locations holding the values of the residuals fi at the current point
x kð Þ.

fjac – double *

Points to st!m� st!tdfjac memory locations. st!fjac½ i � 1ð Þ � st!tdfjacþ j � 1ð Þ� contains
the value of

@fi
@xj

, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n at the current point x kð Þ.

tdfjac – Integer

The trailing dimension for st!fjac½ �.
step – double

The step � kð Þ taken along the search direction p kð Þ.

xk_norm – double

The Euclidean norm of x k�1ð Þ � x kð Þ.

g – double *

Points to the st!n memory locations holding the gradient of F at the current point x kð Þ.

grade – Integer

The grade of the Jacobian matrix.

s – double *

Points to the st!n memory locations holding the singular values of the current Jacobian.

iter – Integer

The number of iterations, k, performed by nag_opt_lsq_deriv (e04gbc).

nf – Integer

The cumulative number of calls made to lsqfun.

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.
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user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_lsq_deriv (e04gbc) or during a call to lsqfun or options:print fun. The
type Pointer will be void * with a C compiler that defines void * and char * otherwise.
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NAG Library Function Document

nag_opt_check_deriv (e04hcc)

1 Purpose

nag_opt_check_deriv (e04hcc) checks that a user-defined C function for evaluating an objective
function and its first derivatives produces derivative values which are consistent with the function
values calculated.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_check_deriv (Integer n,

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

const double x[], double *objf, double g[], Nag_Comm *comm,
NagError *fail)

3 Description

The function nag_opt_bounds_deriv (e04kbc) for minimizing a function of several variables requires
you to supply a C function to evaluate the objective function F x1; x2; . . . ; xnð Þ and its first derivatives.
nag_opt_check_deriv (e04hcc) is designed to check the derivatives calculated by such a user-supplied
function. As well as the function to be checked (objfun), you must supply a point x ¼ x1; x2; . . . ; xnð ÞT
at which the check is to be made.

nag_opt_check_deriv (e04hcc) first calls the supplied function objfun to evaluate F and its first

derivatives gj ¼
@F

@xj
, for j ¼ 1; 2; . . . ; n at x. The components of the user-supplied derivatives along

two orthogonal directions (defined by unit vectors p1 and p2, say) are then calculated; these will be gTp1
and gTp2 respectively. The same components are also estimated by finite differences, giving quantities

vk ¼
F xþ hpkð Þ � F xð Þ

h
; k ¼ 1; 2

where h is a small positive scalar. If the relative difference between v1 and gTp1 or between v2 and gTp2
is judged too large, an error indicator is set.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the number n of independent variables in the objective function.

Constraint: n 	 1.

2: objfun – function, supplied by the user External Function

objfun must evaluate the objective function and its first derivatives at a given point. (The
minimization function nag_opt_bounds_deriv (e04kbc) gives you the option of resetting an
argument, comm!flag, to terminate the minimization process immediately. nag_opt_check_deriv
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(e04hcc) will also terminate immediately, without finishing the checking process, if the argument
in question is reset to a negative value.)

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables.

2: x½n� – const double Input

On entry: the point x at which F and its derivatives are required.

3: objf – double * Output

On exit: objfun must set objf to the value of the objective function F at the current
point x. If it is not possible to evaluate F then objfun should assign a negative value to
comm!flag; nag_opt_check_deriv (e04hcc) will then terminate.

4: g½n� – double Output

On exit: unless comm!flag is reset to a negative number, objfun must set g½j� 1� to
the value of the first derivative

@F

@xj
at the current point x for j ¼ 1; 2; . . . ; n

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Input/Output

On entry: comm!flag will be set to 2.

On exit: if objfun resets comm!flag to some negative number then
nag_opt_check_deriv (e04hcc) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_check_deriv
(e04hcc), fail:errnum will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of calculations of the objective function; this value will be
equal to the number of calls made to objfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_check_deriv (e04hcc) these pointers
may be allocated memory and initialized with various quantities for use by
objfun when called from nag_opt_check_deriv (e04hcc).

The array x must not be changed by objfun.

e04hcc NAG Library Manual

e04hcc.2 Mark 26



3: x½n� – const double Input

On entry: x½j � 1�, for j ¼ 1; 2; . . . ; n, must be set to the coordinates of a suitable point at which
to check the derivatives calculated by objfun. ‘Obvious’ settings, such as 0.0 or 1.0, should not
be used since, at such particular points, incorrect terms may take correct values (particularly
zero), so that errors could go undetected. Similarly, it is preferable that no two elements of x
should be the same.

4: objf – double * Output

On exit: unless you set comm!flag negative in the first call of objfun, objf contains the value
of the objective function F xð Þ at the point given in x.

5: g½n� – double Output

On exit: unless you set comm!flag negative in the first call of objfun, g½j � 1� contains the

value of the derivative
@F

@xj
at the point given in x, as calculated by objfun, for j ¼ 1; 2; . . . ; n.

6: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication with the user-defined function; see
the above description of objfun for details. If you do not need to make use of this
communication feature the null pointer NAGCOMM_NULL may be used in the call to
nag_opt_check_deriv (e04hcc); comm will then be declared internally for use in calls to objfun.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function.

You should check carefully the derivation and programming of expressions for the derivatives of
F xð Þ, because it is very unlikely that objfun is calculating them correctly.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun. If fail is supplied the value
of fail:errnum will be the same as your setting of comm!flag. The check on objfun will not
have been completed.
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7 Accuracy

fail is set to NE_DERIV_ERRORS if

vk � gTpk
� �2 	 h� gTpk

� �2 þ 1
� �

for k ¼ 1 or 2. (See Section 3 for definitions of the quantities involved.) The scalar h is set equal to
ffiffi
�
p

,
where � is the machine precision as given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_opt_check_deriv (e04hcc) is not threaded in any implementation.

9 Further Comments

The user-defined function objfun is called three times.

Before using nag_opt_check_deriv (e04hcc) to check the calculation of first derivatives, you should be
confident that objfun is calculating F correctly. The usual way of checking the calculation of the
function is to compare values of F xð Þ calculated by objfun at non-trivial points x with values
calculated independently. (‘Non-trivial’ means that, as when setting x before calling nag_opt_ch
eck_deriv (e04hcc), coordinates such as 0.0 or 1.0 should be avoided.)

10 Example

Suppose that it is intended to use nag_opt_bounds_deriv (e04kbc) to minimize

F ¼ x1 þ 10x2ð Þ2 þ 5 x3 � x4ð Þ2 þ x2 � 2x3ð Þ4 þ 10 x1 � x4ð Þ4:

The following program could be used to check the first derivatives calculated by the required function
objfun. (The test of whether comm!flag 6¼ 0 in objfun is present for when objfun is called by
nag_opt_bounds_deriv (e04kbc). nag_opt_check_deriv (e04hcc) will always call objfun with
comm!flag set to 2.)

10.1 Program Text

/* nag_opt_check_deriv (e04hcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *f,
double g[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define NMAX 4

int main(void)
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{
Integer exit_status = 0, i, n;
NagError fail;
double *g = 0, objf, *x = 0;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_opt_check_deriv (e04hcc) Example Program Results\n");

n = NMAX;
if (n >= 1) {

if (!(x = NAG_ALLOC(n, double)) || !(g = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
x[0] = 1.46;
x[1] = -0.82;
x[2] = 0.57;
x[3] = 1.21;

printf("\nThe test point is:\n");
for (i = 0; i < n; ++i)

printf(" %8.4f", x[i]);
printf("\n");

/* Call derivative checker */
/* nag_opt_check_deriv (e04hcc).
* Derivative checker for use with nag_opt_bounds_deriv
* (e04kbc)
*/

nag_opt_check_deriv(n, objfun, x, &objf, g, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_check_deriv (e04hcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nFirst derivatives are consistent with function values.\n\n");
printf("At the test point, objfun gives the function value %13.4e\n", objf);
printf("and the 1st derivatives\n\n");
for (i = 0; i < n; ++i)

printf(" %12.3e ", g[i]);
printf("\n");

END:
NAG_FREE(x);
NAG_FREE(g);
return exit_status;

}

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double g[], Nag_Comm *comm)

{
/* objfun evaluates the objective function and its derivatives. */

double x1, x2, x3, x4;
double tmp, tmp1, tmp2, tmp3, tmp4;

x1 = x[0];
x2 = x[1];
x3 = x[2];
x4 = x[3];
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/* Supply a single function value */
tmp1 = x1 + 10.0 * x2;
tmp2 = x3 - x4;
tmp3 = x2 - 2.0 * x3, tmp3 *= tmp3;
tmp4 = x1 - x4, tmp4 *= tmp4;
*objf = tmp1 * tmp1 + 5.0 * tmp2 * tmp2 + tmp3 * tmp3 + 10.0 * tmp4 * tmp4;

if (comm->flag != 0) {
/* Calculate the derivatives */
tmp = x1 - x4;
g[0] = 2.0 * (x1 + 10.0 * x2) + 40.0 * tmp * tmp * tmp;
tmp = x2 - 2.0 * x3;
g[1] = 20.0 * (x1 + 10.0 * x2) + 4.0 * tmp * tmp * tmp;
tmp = x2 - 2.0 * x3;
g[2] = 10.0 * (x3 - x4) - 8.0 * tmp * tmp * tmp;
tmp = x1 - x4;
g[3] = 10.0 * (x4 - x3) - 40.0 * tmp * tmp * tmp;

}
} /* objfun */

10.2 Program Data

None.

10.3 Program Results

nag_opt_check_deriv (e04hcc) Example Program Results

The test point is:
1.4600 -0.8200 0.5700 1.2100

First derivatives are consistent with function values.

At the test point, objfun gives the function value 6.2273e+01
and the 1st derivatives

-1.285e+01 -1.649e+02 5.384e+01 5.775e+00
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NAG Library Function Document

nag_opt_check_2nd_deriv (e04hdc)

1 Purpose

nag_opt_check_2nd_deriv (e04hdc) checks that a user-supplied function for calculating second
derivatives of an objective function is consistent with a user-supplied function for calculating the
corresponding first derivatives.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_check_2nd_deriv (Integer n,

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

void (*hessfun)(Integer n, const double x[], double h[], double hd[],
Nag_Comm *comm),

const double x[], double g[], double hesl[], double hesd[],
Nag_Comm *comm, NagError *fail)

3 Description

Routines for minimizing a function F x1; x2; . . . ; xnð Þ of the variables x1; x2; . . . ; xn may require you to
provide a subroutine to evaluate the second derivatives of F . nag_opt_check_2nd_deriv (e04hdc) is
designed to check the second derivatives calculated by such user-supplied functions. As well as the
function to be checked (hessfun), you must supply a function (objfun) to evaluate the first derivatives,
and a point x ¼ x1; x2; . . . ; xnð ÞT at which the checks will be made. Note that nag_opt_check_2nd_deriv
(e04hdc) checks functions of the form required for nag_opt_bounds_2nd_deriv (e04lbc).

nag_opt_check_2nd_deriv (e04hdc) first calls objfun and hessfun to evaluate the first and second
derivatives of F at x. The user-supplied Hessian matrix (H, say) is projected onto two orthogonal
vectors y and z to give the scalars yTHy and zTHz respectively. The same projections of the Hessian
matrix are also estimated by finite differences, giving

p ¼ yTg xþ hyð Þ � yTg xð Þð Þ=h
and q ¼ zTg xþ hzð Þ � zTg xð Þð Þ=h

respectively, where gðÞ denotes the vector of first derivatives at the point in brackets and h is a small
positive scalar. If the relative difference between p and yTHy or between q and zTHz is judged too
large, an error indicator is set.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the number n of independent variables in the objective function.

Constraint: n 	 1.
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2: objfun – function, supplied by the user External Function

objfun must evaluate the function F xð Þ and its first derivatives
@F

@xj
at a specified point.

(However, if you do not wish to calculate F or its first derivatives at a particular point, there is
the option of setting an argument to cause nag_opt_check_2nd_deriv (e04hdc) to terminate
immediately.)

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables.

2: x½n� – const double Input

On entry: the point x at which the value of F , or F and the
@F

@xj
, are required.

3: objf – double * Output

On exit: objfun must set objf to the value of the objective function F at the current
point x. If it is not possible to evaluate F then objfun should assign a negative value to
comm!flag; nag_opt_check_2nd_deriv (e04hdc) will then terminate.

4: g½n� – double Output

On exit: unless comm!flag is reset to a negative number, objfun must set g½j� 1� to
the value of the first derivative

@F

@xj
at the current point x for j ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Output

On exit: if objfun resets comm!flag to some negative number then
nag_opt_check_2nd_deriv (e04hdc) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_check_2nd_deriv
(e04hdc) fail:errnum will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to objfun (including the current one).

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise.

Before calling nag_opt_check_2nd_deriv (e04hdc) these pointers may be
allocated memory and initialized with various quantities for use by objfun
when called from nag_opt_check_2nd_deriv (e04hdc).

e04hdc NAG Library Manual

e04hdc.2 Mark 26



Note: nag_opt_check_deriv (e04hcc) should be used to check the first derivatives calculated by
objfun before nag_opt_check_2nd_deriv (e04hdc) is used to check the second derivatives, since
nag_opt_check_2nd_deriv (e04hdc) assumes that the first derivatives are correct.

3: hessfun – function, supplied by the user External Function

hessfun must calculate the second derivatives of F xð Þ at any point x. (As with objfun there is
the option of causing nag_opt_check_2nd_deriv (e04hdc) to terminate immediately.)

The specification of hessfun is:

void hessfun (Integer n, const double x[], double h[], double hd[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables in the objective function.

2: x½n� – const double Input

On entry: the point x at which the second derivatives are required.

3: h½n� n� 1ð Þ=2� – double Output

This array is allocated internally by nag_opt_check_2nd_deriv (e04hdc).

On exit: unless comm!flag is reset to a negative number hessfun must place the strict
lower triangle of the second derivative matrix of F (evaluated at the point x) in h,
stored by rows, i.e., set

h½ i� 1ð Þ i� 2ð Þ=2þ j� 1� ¼ @2F

@xi@xj

				
x¼x

; for i ¼ 2; 3; . . . ; n; j ¼ 1; 2; . . . ; i� 1:

(The upper triangle is not required because the matrix is symmetric.)

4: hd½n� – double Input/Output

On entry: the value of
@F

@xj
at the point x, for j ¼ 1; 2; . . . ; n. These values may be useful in the

evaluation of the second derivatives.

On exit: unless comm!flag is reset to a negative number hessfun must place the diagonal
elements of the second derivative matrix of F (evaluated at the point x) in hd, i.e., set

hd j� 1½ � ¼ @2F

@x2j

 !
x¼x

; for j ¼ 1; 2; . . . ; n:

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Output

On exit: if hessfun resets comm!flag to some negative number then nag_opt_ch
eck_2nd_deriv (e04hdc) will terminate immediately with the error indicator NE_USER_-
STOP. If fail is supplied to nag_opt_check_2nd_deriv (e04hdc) fail:errnum will be set to
your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to hessfun and Nag_FALSE for all
subsequent calls.
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nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be equal to
the number of calls made to hessfun (including the current one).

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char *

otherwise.

Before calling nag_opt_check_2nd_deriv (e04hdc) these pointers may be allocated
memory and initialized with various quantities for use by hessfun when called from
nag_opt_check_2nd_deriv (e04hdc).

Note: the array x must not be changed by hessfun.

4: x½n� – const double Input

On entry: x½j � 1�, for j ¼ 1; 2; . . . ; n must contain the coordinates of a suitable point at which to
check the derivatives calculated by objfun. ‘Obvious’ settings, such as 0.0 or 1.0, should not be
used since, at such particular points, incorrect terms may take correct values (particularly zero),
so that errors could go undetected. Similarly, it is advisable that no two elements of x should be
the same.

5: g½n� – double Output

On exit: unless comm!flag is reset to a negative number g½j� 1� contains the value of the first

derivative
@F

@xj
at the point given in x, as calculated by objfun for j ¼ 1; 2; . . . ; n.

6: hesl½n� n� 1ð Þ=2� – double Output

On exit: unless comm!flag is reset to a negative number hesl contains the strict lower triangle
of the second derivative matrix of F , as evaluated by hessfun at the point given in x, stored by
rows.

7: hesd½n� – double Output

On exit: unless comm!flag is reset to a negative number hesd contains the diagonal elements of
the second derivative matrix of F , as evaluated by hessfun at the point given in x.

8: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to user-supplied functions; see the
above description of objfun for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_check_2nd_deriv
(e04hdc); comm will then be declared internally for use in calls to user-supplied functions.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.

7 Accuracy

The error NE_DERIV_ERRORS is returned if

yTHy� pj j 	
ffiffiffi
h
p
� yTHyj j þ 1:0ð Þ

or zTHz� qj j 	
ffiffiffi
h
p
� zTHzj j þ 1:0ð Þ

where h is set equal to
ffiffi
�
p

(� being the machine precision as given by nag_machine_precision
(X02AJC) and other quantities are as defined in Section 3.

8 Parallelism and Performance

nag_opt_check_2nd_deriv (e04hdc) is not threaded in any implementation.

9 Further Comments

nag_opt_check_2nd_deriv (e04hdc) calls hessfun once and objfun three times.

10 Example

Suppose that it is intended to use nag_opt_bounds_2nd_deriv (e04lbc) to minimize

F ¼ x1 þ 10x2ð Þ2 þ 5 x3 � x4ð Þ2 þ x2 � 2x3ð Þ4 þ 10 x1 � x4ð Þ4:
The following program could be used to check the second derivatives calculated by the required
hessfun function. (The call of nag_opt_check_2nd_deriv (e04hdc) is preceded by a call of
nag_opt_check_deriv (e04hcc) to check the function objfun which calculates the first derivatives.)

10.1 Program Text

/* nag_opt_check_2nd_deriv (e04hdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL h(Integer n, const double xc[], double fhesl[],
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double fhesd[], Nag_Comm *comm);

static void NAG_CALL funct(Integer n, const double xc[], double *fc,
double gc[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0, i, j, k, n;
NagError fail;
Nag_Comm comm;
double f, *g = 0, *hesd = 0, *hesl = 0, *x = 0;

INIT_FAIL(fail);

#define X(I) x[(I) -1]
#define HESL(I) hesl[(I) -1]
#define HESD(I) hesd[(I) -1]
#define G(I) g[(I) -1]

printf("nag_opt_check_2nd_deriv (e04hdc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Set up an arbitrary point at which to check the derivatives */
n = 4;

if (n >= 1) {
if (!(hesd = NAG_ALLOC(n, double)) ||

!(hesl = NAG_ALLOC(n * (n - 1) / 2, double)) ||
!(g = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

X(1) = 1.46;
X(2) = -0.82;
X(3) = 0.57;
X(4) = 1.21;

printf("The test point is\n");
for (j = 1; j <= n; ++j)

printf("%9.4f", X(j));
printf("\n");

/* Check the 1st derivatives */
/* nag_opt_check_deriv (e04hcc).
* Derivative checker for use with nag_opt_bounds_deriv
* (e04kbc)
*/

nag_opt_check_deriv(n, funct, &X(1), &f, &G(1), &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_check_deriv (e04hcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check the 2nd derivatives */
/* nag_opt_check_2nd_deriv (e04hdc).
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* Checks second derivatives of a user-defined function
*/

nag_opt_check_2nd_deriv(n, funct, h, &X(1), &G(1), &HESL(1), &HESD(1),
&comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_check_2nd_deriv (e04hdc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n2nd derivatives are consistent with 1st derivatives.\n\n");
printf("At the test point, funct gives the function value, %13.4e\n", f);
printf("and the 1st derivatives\n");
for (j = 1; j <= n; ++j)

printf("%12.3e%s", G(j), j % 4 ? "" : "\n");

printf("\nh gives the lower triangle of the Hessian matrix\n");
printf("%12.3e\n", HESD(1));
k = 1;
for (i = 2; i <= n; ++i) {

for (j = k; j <= k + i - 2; ++j)
printf("%12.3e", HESL(j));

printf("%12.3e\n", HESD(i));
k = k + i - 1;

}
END:

NAG_FREE(hesd);
NAG_FREE(hesl);
NAG_FREE(g);
NAG_FREE(x);
return exit_status;

}

static void NAG_CALL funct(Integer n, const double xc[], double *fc,
double gc[], Nag_Comm *comm)

{
/* Routine to evaluate objective function and its 1st derivatives. */

if (comm->user[0] == -1.0) {
printf("(User-supplied callback funct, first invocation.)\n");
comm->user[0] = 0.0;

}
*fc = pow(xc[0] + 10.0 * xc[1], 2.0) + 5.0 * pow(xc[2] - xc[3], 2.0)

+ pow(xc[1] - 2.0 * xc[2], 4.0) + 10.0 * pow(xc[0] - xc[3], 4.0);

gc[0] = 2.0 * (xc[0] + 10.0 * xc[1]) + 40.0 * pow(xc[0] - xc[3], 3.0);
gc[1] = 20.0 * (xc[0] + 10.0 * xc[1]) + 4.0 * pow(xc[1] - 2.0 * xc[2], 3.0);
gc[2] = 10.0 * (xc[2] - xc[3]) - 8.0 * pow(xc[1] - 2.0 * xc[2], 3.0);
gc[3] = 10.0 * (xc[3] - xc[2]) - 40.0 * pow(xc[0] - xc[3], 3.0);

}

static void NAG_CALL h(Integer n, const double xc[], double fhesl[],
double fhesd[], Nag_Comm *comm)

{
/* Routine to evaluate 2nd derivatives */

if (comm->user[1] == -1.0) {
printf("(User-supplied callback h, first invocation.)\n");
comm->user[1] = 0.0;

}
fhesd[0] = 2.0 + 120.0 * pow(xc[0] - xc[3], 2.0);
fhesd[1] = 200.0 + 12.0 * pow(xc[1] - 2.0 * xc[2], 2.0);
fhesd[2] = 10.0 + 48.0 * pow(xc[1] - 2.0 * xc[2], 2.0);
fhesd[3] = 10.0 + 120.0 * pow(xc[0] - xc[3], 2.0);
fhesl[0] = 20.0;
fhesl[1] = 0.0;
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fhesl[2] = -24.0 * pow(xc[1] - 2.0 * xc[2], 2.0);
fhesl[3] = -120.0 * pow(xc[0] - xc[3], 2.0);
fhesl[4] = 0.0;
fhesl[5] = -10.0;

}

10.2 Program Data

None.

10.3 Program Results

nag_opt_check_2nd_deriv (e04hdc) Example Program Results

The test point is
1.4600 -0.8200 0.5700 1.2100

(User-supplied callback funct, first invocation.)
(User-supplied callback h, first invocation.)

2nd derivatives are consistent with 1st derivatives.

At the test point, funct gives the function value, 6.2273e+01
and the 1st derivatives

-1.285e+01 -1.649e+02 5.384e+01 5.775e+00

h gives the lower triangle of the Hessian matrix
9.500e+00
2.000e+01 2.461e+02
0.000e+00 -9.220e+01 1.944e+02

-7.500e+00 0.000e+00 -1.000e+01 1.750e+01
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NAG Library Function Document

nag_opt_bounds_qa_no_deriv (e04jcc)

1 Purpose

nag_opt_bounds_qa_no_deriv (e04jcc) is an easy-to-use algorithm that uses methods of quadratic
approximation to find a minimum of an objective function F over x 2 Rn, subject to fixed lower and
upper bounds on the independent variables x1; x2; . . . ; xn. Derivatives of F are not required.

The function is intended for functions that are continuous and that have continuous first and second
derivatives (although it will usually work even if the derivatives have occasional discontinuities).
Efficiency is maintained for large n.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_bounds_qa_no_deriv (

void (*objfun)(Integer n, const double x[], double *f, Nag_Comm *comm,
Integer *inform),

Integer n, Integer npt, double x[], const double bl[],
const double bu[], double rhobeg, double rhoend,

void (*monfun)(Integer n, Integer nf, const double x[], double f,
double rho, Nag_Comm *comm, Integer *inform),

Integer maxcal, double *f, Integer *nf, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_bounds_qa_no_deriv (e04jcc) is applicable to problems of the form:

minimize
x2Rn

F xð Þ subject to l � x � u and l � u;

where F is a nonlinear scalar function whose derivatives may be unavailable, and where the bound
vectors are elements of Rn. Relational operators between vectors are interpreted elementwise.

Fixing variables (that is, setting ‘i ¼ ui for some i) is allowed in nag_opt_bounds_qa_no_deriv
(e04jcc).

You must supply a function to calculate the value of F at any given point x.

The method used by nag_opt_bounds_qa_no_deriv (e04jcc) is based on BOBYQA, the method of
Bound Optimization BY Quadratic Approximation described in Powell (2009). In particular, each
iteration of nag_opt_bounds_qa_no_deriv (e04jcc) generates a quadratic approximation Q to F that
agrees with F at m automatically chosen interpolation points. The value of m is a constant prescribed
by you. Updates to the independent variables mostly occur from approximate solutions to trust-region
subproblems, using the current quadratic model.

4 References

Powell M J D (2009) The BOBYQA algorithm for bound constrained optimization without derivatives
Report DAMTP 2009/NA06 University of Cambridge http://www.damtp.cam.ac.uk/user/na/NA_papers/
NA2009_06.pdf
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5 Arguments

1: objfun – function, supplied by the user External Function

objfun must evaluate the objective function F at a specified vector x.

The specification of objfun is:

void objfun (Integer n, const double x[], double *f, Nag_Comm *comm,
Integer *inform)

1: n – Integer Input

On entry: n, the number of independent variables.

2: x½n� – const double Input

On entry: x, the vector at which the objective function is to be evaluated.

3: f – double * Output

On exit: must be set to the value of the objective function at x, unless you have
specified termination of the current problem using inform.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_bounds_qa_no_deriv
(e04jcc) you may allocate memory and initialize these pointers with various
quantities for use by objfun when called from nag_opt_bounds_qa_no_deriv
(e04jcc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: inform – Integer * Output

On exit: must be set to a value describing the action to be taken by the solver on return
from objfun. Specifically, if the value is negative the solution of the current problem
will terminate immediately; otherwise, computations will continue.

2: n – Integer Input

On entry: n, the number of independent variables.

Constraint: n 	 2 and nr 	 2, where nr denotes the number of non-fixed variables.

3: npt – Integer Input

On entry: m, the number of interpolation conditions imposed on the quadratic approximation at
each iteration.

Suggested value: npt ¼ 2� nr þ 1, where nr denotes the number of non-fixed variables.

Constraint: nr þ 2 � npt � nrþ1ð Þ� nrþ2ð Þ
2 , where nr denotes the number of non-fixed variables.

4: x½n� – double Input/Output

On entry: an estimate of the position of the minimum. If any component is out-of-bounds it is
replaced internally by the bound it violates.
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On exit: the lowest point found during the calculations. Thus, if fail:code ¼ NE_NOERROR on
exit, x is the position of the minimum.

5: bl½n� – const double Input
6: bu½n� – const double Input

On entry: the fixed vectors of bounds: the lower bounds l and the upper bounds u, respectively.
To signify that a variable is unbounded you should choose a large scalar r appropriate to your
problem, then set the lower bound on that variable to �r and the upper bound to r. For well-

scaled problems r ¼ r
1
4
max may be suitable, where rmax denotes the largest positive model number

(see nag_real_largest_number (X02ALC)).

Constraints:

if x½i � 1� is to be fixed at bl½i � 1�, then bl½i � 1� ¼ bu½i � 1�;
otherwise bu½i � 1� � bl½i � 1� 	 2:0� rhobeg, for i ¼ 1; 2; . . . ; n.

7: rhobeg – double Input

On entry: an initial lower bound on the value of the trust-region radius.

Suggested value: rhobeg should be about one tenth of the greatest expected overall change to a
variable: the initial quadratic model will be constructed by taking steps from the initial x of
length rhobeg along each coordinate direction.

Constraints:

rhobeg > 0:0;
rhobeg 	 rhoend.

8: rhoend – double Input

On entry: a final lower bound on the value of the trust-region radius.

Suggested value: rhoend should indicate the absolute accuracy that is required in the final values
of the variables.

Constraint: rhoend 	 macheps, where macheps ¼ nag machine precision, the machine preci-
sion..

9: monfun – function, supplied by the user External Function

monfun may be used to monitor the optimization process. It is invoked every time a new trust-
region radius is chosen.

If no monitoring is required, monfun may be specified as NULLFN.

The specification of monfun is:

void monfun (Integer n, Integer nf, const double x[], double f,
double rho, Nag_Comm *comm, Integer *inform)

1: n – Integer Input

On entry: n, the number of independent variables.

2: nf – Integer Input

On entry: the cumulative number of calls made to objfun.

3: x½n� – const double Input

On entry: the current best point.
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4: f – double Input

On entry: the value of objfun at x.

5: rho – double Input

On entry: a lower bound on the current trust-region radius.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to
monfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_bounds_qa_no_deriv
(e04jcc) you may allocate memory and initialize these pointers with various
quantities for use by monfun when called from nag_opt_bounds_qa_no_deriv
(e04jcc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: inform – Integer * Output

On exit: must be set to a value describing the action to be taken by the solver on return
from monfun. Specifically, if the value is negative the solution of the current problem
will terminate immediately; otherwise, computations will continue.

10: maxcal – Integer Input

On entry: the maximum permitted number of calls to objfun.

Constraint: maxcal 	 1.

11: f – double * Output

On exit: the function value at the lowest point found (x).

12: nf – Integer * Output

On exit : unless fail:code ¼ NE_RESCUE_FAILED, NE_TOO_MANY_FEVALS,
NE_TR_STEP_FAILED or NE_USER_STOP on exit, the total number of calls made to objfun.

13: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_opt_bounds_qa_no_deriv (e04jcc) returns with fail:code ¼ NE_NOERROR if the final trust-
region radius has reached its lower bound rhoend.
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, rhobeg ¼ valueh i, bl½i� 1� ¼ valueh i, bu½i� 1� ¼ valueh i and i ¼ valueh i.
Constraint: if bl½i� 1� 6¼ bu½i� 1� in coordinate i, then bu½i� 1� � bl½i� 1� 	 2� rhobeg.

NE_INT

On entry, maxcal ¼ valueh i.
Constraint: maxcal 	 1.

There were nr ¼ valueh i unequal bounds.
Constraint: nr 	 2.

There were nr ¼ valueh i unequal bounds and npt ¼ valueh i on entry.

Constraint: nr þ 2 � npt � nrþ1ð Þ� nrþ2ð Þ
2 .

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, rhobeg ¼ valueh i.
Constraint: rhobeg > 0:0.

On entry, rhoend ¼ valueh i.
Constraint: rhoend 	 macheps, where macheps ¼ nag machine precision, the machine
precision.

NE_REAL_2

On entry, rhobeg ¼ valueh i and rhoend ¼ valueh i.
Constraint: rhoend � rhobeg.

NE_RESCUE_FAILED

A rescue procedure has been called in order to correct damage from rounding errors when
computing an update to a quadratic approximation of F , but no further progess could be made.
Check your specification of objfun and whether the function needs rescaling. Try a different
initial x.

NE_TOO_MANY_FEVALS

The function evaluations limit was reached: objfun has been called maxcal times.
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NE_TR_STEP_FAILED

The predicted reduction in a trust-region step was non-positive. Check your specification of
objfun and whether the function needs rescaling. Try a different initial x.

NE_USER_STOP

User-supplied monitoring function requested termination.

User-supplied objective function requested termination.

7 Accuracy

Experience shows that, in many cases, on successful termination the 1-norm distance from the best
point x to a local minimum of F is less than 10� rhoend, unless rhoend is so small that such accuracy
is unattainable.

8 Parallelism and Performance

nag_opt_bounds_qa_no_deriv (e04jcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each invocation of nag_opt_bounds_qa_no_deriv (e04jcc), local workspace arrays of fixed length

are allocated internally. The total size of these arrays amounts to nptþ 6ð Þ � nptþ nrð Þ þ nr� 3nrþ21ð Þ
2

double elements and nr Integer elements, where nr denotes the number of non-fixed variables; that is,
the total size is O n4r

� �
. If you follow the recommendation for the choice of npt on entry, this total size

reduces to O n2r
� �

.

Usually the total number of function evaluations (nf) is substantially less than O n2r
� �

, and often, if
npt ¼ 2� nr þ 1 on entry, nf is only of magnitude nr or less.

10 Example

This example involves the minimization of

F ¼ x1 þ 10x2ð Þ2 þ 5 x3 � x4ð Þ2 þ x2 � 2x3ð Þ4 þ 10 x1 � x4ð Þ4

subject to

1 � x1 � 3
�2 � x2 � 0
1 � x4 � 3;

starting from the initial guess 3;�1; 0; 1ð Þ.

10.1 Program Text

/* nag_opt_bounds_qa_no_deriv (e04jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
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*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *f,
Nag_Comm *comm, Integer *inform);

static void NAG_CALL monfun(Integer n, Integer nf, const double x[],
double f, double rho, Nag_Comm *comm,
Integer *inform);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0;
double rhobeg, rhoend, f;
Integer i, n, nf, npt, maxcal;
double *bl = 0, *bu = 0, *x = 0;
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_opt_bounds_qa_no_deriv (e04jcc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

maxcal = 500;
rhobeg = 1.0e-1;
rhoend = 1.0e-6;
n = 4;
npt = 2 * n + 1;

if (!(x = NAG_ALLOC(n, double)) ||
!(bl = NAG_ALLOC(n, double)) || !(bu = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set bounds on variables */
/* x[2] is not bounded, so we set bl[2] to a large negative
* number and bu[2] to a large positive number
*/

bl[0] = 1.0;
bl[1] = -2.0;
bl[2] = -1.0e10;
bl[3] = 1.0;
bu[0] = 3.0;
bu[1] = 0.0;
bu[2] = 1.0e10;
bu[3] = 3.0;
x[0] = 3.0;
x[1] = -1.0;
x[2] = 0.0;
x[3] = 1.0;
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/* Call optimization routine */
/* nag_opt_bounds_qa_no_deriv (e04jcc).

Bound-constrained optimization by quadratic approximations. */
nag_opt_bounds_qa_no_deriv(objfun, n, npt, x, bl, bu, rhobeg, rhoend,

monfun, maxcal, &f, &nf, &comm, &fail);

if (fail.code == NE_NOERROR ||
fail.code == NE_TOO_MANY_FEVALS ||
fail.code == NE_TR_STEP_FAILED ||
fail.code == NE_RESCUE_FAILED || fail.code == NE_USER_STOP) {

if (fail.code == NE_NOERROR) {
printf("Successful exit.\n");

}

printf("Function value at lowest point found is %11.3f\n", f);
printf("The corresponding x is:");
for (i = 0; i <= n - 1; ++i) {

printf(" %11.3f", x[i]);
}
printf("\n");

}
else {

exit_status = 1;
}

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);

}

END:
NAG_FREE(x);
NAG_FREE(bl);
NAG_FREE(bu);

return exit_status;
}

static void NAG_CALL objfun(Integer n, const double x[], double *f,
Nag_Comm *comm, Integer *inform)

{
/* Routine to evaluate objective function. */

double a, b, c, d, x1, x2, x3, x4;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback objfun, first invocation.)\n");
comm->user[0] = 0.0;

}
*inform = 0;
x1 = x[0];
x2 = x[1];
x3 = x[2];
x4 = x[3];

/* Supply a single function value */
a = x1 + 10.0 * x2;
b = x3 - x4;
c = x2 - 2.0 * x3, c *= c;
d = x1 - x4, d *= d;
*f = a * a + 5.0 * b * b + c * c + 10.0 * d * d;

}

static void NAG_CALL monfun(Integer n, Integer nf, const double x[], double f,
double rho, Nag_Comm *comm, Integer *inform)

{
/* Monitoring routine */
Integer j;
Nag_Boolean verbose;

if (comm->user[1] == -1.0) {
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printf("(User-supplied callback monfun, first invocation.)\n");
comm->user[1] = 0.0;

}
*inform = 0;

printf("\nMonitoring: new trust region radius = %13.3e\n", rho);
verbose = Nag_FALSE; /* Set this to Nag_TRUE to get more detailed output */
if (verbose)

{
printf("Number of function evaluations = %16" NAG_IFMT "\n", nf);
printf("Current function value = %13.5f\n", f);
printf("The corresponding x is:\n");
for (j = 0; j <= n - 1; ++j) {

printf(" %13.5e", x[j]);
}
printf("\n");

}
}

10.2 Program Data

None.

10.3 Program Results

nag_opt_bounds_qa_no_deriv (e04jcc) Example Program Results
(User-supplied callback objfun, first invocation.)
(User-supplied callback monfun, first invocation.)

Monitoring: new trust region radius = 1.000e-02

Monitoring: new trust region radius = 1.000e-03

Monitoring: new trust region radius = 1.000e-04

Monitoring: new trust region radius = 1.000e-05

Monitoring: new trust region radius = 1.000e-06
Successful exit.
Function value at lowest point found is 2.434
The corresponding x is: 1.000 -0.085 0.409 1.000
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NAG Library Function Document

nag_opt_bounds_deriv (e04kbc)

1 Purpose

nag_opt_bounds_deriv (e04kbc) is a comprehensive quasi-Newton algorithm for finding:

– an unconstrained minimum of a function of several variables;

– a minimum of a function of several variables subject to fixed upper and/or lower bounds on the
variables.

First derivatives are required. nag_opt_bounds_deriv (e04kbc) is intended for objective functions which
have continuous first and second derivatives (although it will usually work even if the derivatives have
occasional discontinuities).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_bounds_deriv (Integer n,

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

Nag_BoundType bound, double bl[], double bu[], double x[], double *objf,
double g[], Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_bounds_deriv (e04kbc) is applicable to problems of the form:

Minimize F x1; x2; . . . ; xnð Þ
subject to lj � xj � uj; j ¼ 1; 2; . . . ; n:

Special provision is made for unconstrained minimization (i.e., problems which actually have no bounds
on the xj), problems which have only non-negativity bounds, and problems in which l1 ¼ l2 ¼ � � � ¼ ln
and u1 ¼ u2 ¼ � � � ¼ un. It is possible to specify that a particular xj should be held constant. You must

supply a starting point and a function objfun to calculate the value of F xð Þ and its first derivatives
@F

@xj
at any point x.

A typical iteration starts at the current point x where nz (say) variables are free from both their bounds.
The vector gz, whose elements are the derivatives of F xð Þ with respect to the free variables, is known.
A unit lower triangular matrix L and a diagonal matrix D (both of dimension nz), such that LDLT is a
positive definite approximation to the matrix of second derivatives with respect to the free variables, are
also stored. The equations

LDLTpz ¼ �gz
are solved to give a search direction pz, which is expanded to an n-vector p by the insertion of
appropriate zero elements. Then � is found such that F xþ �pð Þ is approximately a minimum (subject
to the fixed bounds) with respect to �; x is replaced by xþ �p, and the matrices L and D are updated
so as to be consistent with the change produced in the gradient by the step �p. If any variable actually
reaches a bound during the search along p, it is fixed and nz is reduced for the next iteration.

There are two sets of convergence criteria – a weaker and a stronger. Whenever the weaker criteria are
satisfied, the Lagrange-multipliers are estimated for all the active constraints. If any Lagrange-multiplier
estimate is significantly negative, then one of the variables associated with a negative Lagrange-
multiplier estimate is released from its bound and the next search direction is computed in the extended
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subspace (i.e., nz is increased). Otherwise minimization continues in the current subspace provided that
this is practicable. When it is not, or when the stronger convergence criteria is already satisfied, then, if
one or more Lagrange-multiplier estimates are close to zero, a slight perturbation is made in the values
of the corresponding variables in turn until a lower function value is obtained. The normal algorithm is
then resumed from the perturbed point.

If a saddle point is suspected, a local search is carried out with a view to moving away from the saddle
point. In addition, nag_opt_bounds_deriv (e04kbc) gives you the option of specifying that a local search
should be performed when a point is found which is thought to be a constrained minimum.

If you specify that the problem is unconstrained, nag_opt_bounds_deriv (e04kbc) sets the lj to �1010
and the uj to 1010. Thus, provided that the problem has been sensibly scaled, no bounds will be
encountered during the minimization process and nag_opt_bounds_deriv (e04kbc) will act as an
unconstrained minimization algorithm.

4 References

Gill P E and Murray W (1972) Quasi-Newton methods for unconstrained optimization J. Inst. Math.
Appl. 9 91–108

Gill P E and Murray W (1973) Safeguarded steplength algorithms for optimization using descent
methods NPL Report NAC 37 National Physical Laboratory

Gill P E and Murray W (1976) Minimization subject to bounds on the variables NPL Report NAC 72
National Physical Laboratory

Gill P E, Murray W and Pitfield R A (1972) The implementation of two revised quasi-Newton
algorithms for unconstrained optimization NPL Report NAC 11 National Physical Laboratory

5 Arguments

1: n – Integer Input

On entry: the number n of independent variables.

Constraint: n 	 1.

2: objfun – function, supplied by the user External Function

objfun must evaluate the function F xð Þ and its first derivatives
@F

@xj
at any point x. (However, if

you do not wish to calculate F xð Þ or its first derivatives at a particular x, there is the option of
setting an argument to cause nag_opt_bounds_deriv (e04kbc) to terminate immediately.)

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables.

2: x½n� – const double Input

On entry: the point x at which the value of F , or F and
@F

@xj
, are required.

3: objf – double * Output

On exit: objfun must set objf to the value of the objective function F at the current
point x. If it is not possible to evaluate F , then objfun should assign a negative value
to comm!flag; nag_opt_bounds_deriv (e04kbc) will then terminate.
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4: g½n� – double Output

On exit: if comm!flag ¼ 2 on entry, then objfun must set g½j� 1� to the value of the

first derivative
@F

@xj
at the current point, x for j ¼ 1; 2; . . . ; n. If it is not possible to

evaluate the first derivatives then objfun should assign a negative value to
comm!flag; nag_opt_bounds_deriv (e04kbc) will then terminate.

(If comm!flag ¼ 0 on entry, objfun must not change the elements of g.)

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Input/Output

On entry: comm!flag will be set to 0 or 2. The value 0 indicates that only F
itself needs to be evaluated. The value 2 indicates that both F and its first
derivatives must be calculated.

On exit: if objfun resets comm!flag to some negative number then
nag_opt_bounds_deriv (e04kbc) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_bounds_deriv
(e04kbc), fail:errnum will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of calculations of the objective function; this value will be
equal to the number of calls made to objfun, including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise.

Before calling nag_opt_bounds_deriv (e04kbc) these pointers may be allocated
memory and initialized with various quantities for use by objfun when called
from nag_opt_bounds_deriv (e04kbc).

Note: objfun should be tested separately before being used in conjunction with
nag_opt_bounds_deriv (e04kbc). The array x must not be changed by objfun.

3: bound – Nag_BoundType Input

On entry: indicates whether the problem is unconstrained or bounded and, if it is bounded,
whether the facility for dealing with bounds of special forms is to be used. bound should be set
to one of the following values:

bound ¼ Nag Bounds
If the variables are bounded and you will be supplying all the lj and uj individually.

bound ¼ Nag NoBounds
If the problem is unconstrained.

bound ¼ Nag BoundsZero
If the variables are bounded, but all the bounds are of the form 0 � xj.
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bound ¼ Nag BoundsEqual
If all the variables are bounded, and l1 ¼ l2 ¼ � � � ¼ ln and u1 ¼ u2 ¼ � � � ¼ un.

Constraint: bound ¼ Nag Bounds, Nag NoBounds, Nag BoundsZero or Nag BoundsEqual.

4: bl½n� – double Input/Output

On entry: the lower bounds lj.

If bound ¼ Nag Bounds, you must set bl½j � 1� to lj , for j ¼ 1; 2; . . . ; n. (If a lower bound is not
required for any xj, the corresponding bl½j� 1� should be set to a large negative number, e.g.,
�1010.)
If bound ¼ Nag BoundsEqual, you must set bl½0� to l1; nag_opt_bounds_deriv (e04kbc) will then
set the remaining elements of bl equal to bl½0�.
If bound ¼ Nag NoBounds or Nag BoundsZero, bl will be initialized by nag_opt_bounds_deriv
(e04kbc).

On exit: the lower bounds actually used by nag_opt_bounds_deriv (e04kbc), e.g., if
bound ¼ Nag BoundsZero, bl½0� ¼ bl½1� ¼ � � � ¼ bl½n� 1� ¼ 0:0.

5: bu½n� – double Input/Output

On entry: the upper bounds uj.

If bound ¼ Nag Bounds, you must set bu½j � 1� to uj , for j ¼ 1; 2; . . . ; n. (If an upper bound is
not required for any xj, the corresponding bu½j� 1� should be set to a large positive number, e.g.,
1010.)

If bound ¼ Nag BoundsEqual, you must set bu½0� to u1; nag_opt_bounds_deriv (e04kbc) will
then set the remaining elements of bu equal to bu½0�.
If bound ¼ Nag NoBounds or Nag BoundsZero, bu will be initialized by nag_opt_bounds_deriv
(e04kbc).

On exit: the upper bounds actually used by nag_opt_bounds_deriv (e04kbc), e.g., if
bound ¼ Nag BoundsZero, bu½0� ¼ bu½1� ¼ � � � ¼ bu½n� 1� ¼ 1010.

6: x½n� – double Input/Output

On entry: x½j � 1� must be set to a guess at the jth component of the position of the minimum,
for j ¼ 1; 2; . . . ; n.

On exit: the final point x�. Thus, if fail:code ¼ NE NOERROR on exit, x½j� 1� is the jth
component of the estimated position of the minimum.

7: objf – double * Input/Output

On entry: if options:init state ¼ Nag Init None or Nag Init H S, you need not initialize objf.

If options:init state ¼ Nag Init F G H or Nag Init All, objf must be set on entry to the value of
F xð Þ at the initial point supplied in x.

On exit: the function value at the final point given in x.

8: g½n� – double Input/Output

On entry:

options:init state ¼ Nag Init F G H or Nag Init All
g must be set on entry to the first derivative vector at the initial x.

options:init state ¼ Nag Init None or Nag Init H S
g need not be set.

On exit: the first derivative vector corresponding to the final point in x. The elements of g
corresponding to free variables should normally be close to zero.
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9: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_bounds_deriv (e04kbc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given below in Section 11. Some of the
results returned in options can be used by nag_opt_bounds_deriv (e04kbc) to perform a ‘warm
start’ if it is re-entered (see the member options:init state in Section 11.2).

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_bounds_
deriv (e04kbc). However, if the optional parameters are not required the NAG defined null
pointer, E04_DEFAULT, can be used in the function call.

10: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication with user-supplied functions; see
the above description of objfun for details. If you do not need to make use of this
communication feature the null pointer NAGCOMM_NULL may be used in the call to
nag_opt_bounds_deriv (e04kbc); comm will then be declared internally for use in calls to
user-supplied functions.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t he s t r u c t u r e membe r options:print level ( s e e Sec t i on 11 . 2 ) . The de f au l t ,
options:print level ¼ Nag Soln Iter, provides a single line of output at each iteration and the final
result. This section describes the default printout produced by nag_opt_bounds_deriv (e04kbc).

The following line of output is produced at each iteration. In all cases the values of the quantities
printed are those in effect on completion of the given iteration.

Itn the iteration count, k.

Nfun the cumulative number of calls made to objfun.

Objective the value of the objective function, F x kð Þ� �
Norm g the Euclidean norm of the projected gradient vector, gz x

kð Þ� ��� ��.
Norm x the Euclidean norm of x kð Þ.

Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

Cond H the ratio of the largest to the smallest element of the diagonal factor D of the
projected Hessian matrix. This quantity is usually a good estimate of the
condition number of the projected Hessian matrix. (If no variables are currently
free, this value will be zero.)

The printout of the final result consists of:

x the final point, x�.

g the final projected gradient vector, gz x�ð Þ.
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Status the final state of the variable with respect to its bound(s).

6 Error Indicators and Warnings

When one of NE_USER_STOP, NE_INT_ARG_LT, NE_BOUND, NE_DERIV_ERRORS, NE_OPT_-
NOT_INIT, NE_BAD_PARAM, NE_2_REAL_ARG_LT, NE_INVALID_INT_RANGE_1, NE_INVA-
LID_REAL_RANGE_EF, NE_INVALID_REAL_RANGE_FF, NE_INIT_MEM, NE_NO_MEM,
NE_HESD or NE_ALLOC_FAIL occurs, no values will have been assigned by nag_opt_bounds_deriv
(e04kbc) to objf or to the elements of g, options:hesl, or options:hesd.

An exit of fail:code ¼ NW TOO MANY ITER, NW_COND_MIN and NW_LOCAL_SEARCH may
also be caused by mistakes in objfun, by the formulation of the problem or by an awkward function. If
there are no such mistakes, it is worth restarting the calculations from a different starting point (not the
point at which the failure occurred) in order to avoid the region which caused the failure.

NE_2_REAL_ARG_LT

On entry, options:step max ¼ valueh i while options:optim tol ¼ valueh i. These arguments must
satisfy options:step max 	 options:optim tol.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument bound had an illegal value.

On entry, argument options:init state had an illegal value.

On entry, argument options:print level had an illegal value.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_CHOLESKY_OVERFLOW

An overflow would have occurred during the updating of the Cholesky factors if the calculations
h a d b e e n a l l ow e d t o c o n t i n u e . R e s t a r t f r om t h e c u r r e n t p o i n t w i t h
options:init state ¼ Nag Init None.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function.

NE_HESD

The initial values of the supplied options:hesd has some value(s) which is negative or too small
or the ratio of the largest element of options:hesd to the smallest is too large.

NE_INIT_MEM

Option options:init state ¼ stringh i but the pointer stringh i in the option structure has not been
allocated memory.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:max iter is not valid. Correct range is options:max iter 	 0.
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NE_INVALID_REAL_RANGE_EF

Value valueh i given to options:optim tol not valid. Correct range is � � options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:linesearch tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:linesearch tol < 1:0.

NE_NO_MEM

Option options:init state ¼ stringh i but at least one of the pointers stringh i in the option
structure has not been allocated memory.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun. If fail is supplied the value
of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_COND_MIN

The conditions for a minimum have not all been satisfied, but a lower point could not be found.

Provided that, on exit, the first derivatives of F xð Þ with respect to the free variables are
sufficiently small, and that the estimated condition number of the second derivative matrix is not
too large, this error exit may simply mean that, although it has not been possible to satisfy the
specified requirements, the algorithm has in fact found the minimum as far as the accuracy of the
machine permits. This could be because options:optim tol has been set so small that rounding
error in objfun makes attainment of the convergence conditions impossible.

If the estimated condition number of the approximate Hessian matrix at the final point is large, it
could be that the final point is a minimum but that the smallest eigenvalue of the second
derivative matrix is so close to zero that it is not possible to recognize the point as a minimum.

NW_LOCAL_SEARCH

The local search has failed to find a feasible point which gives a significant change of function
value.

If the problem is a genuinely unconstrained one, this type of exit indicates that the problem is
extremely ill conditioned or that the function has no minimum. If the problem has bounds which
may be close to the minimum, it may just indicate that steps in the subspace of free variables
happened to meet a bound before they changed the function value.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.
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If steady reductions in F xð Þ, were monitored up to the point where this exit occurred, then the
exit probably occurred simply because options:max iter was set too small, so the calculations
should be restarted from the final point held in x. This exit may also indicate that F xð Þ has no
minimum.

7 Accuracy

A successful exit fail:code ¼ NE NOERRORð Þ is made from nag_opt_bounds_deriv (e04kbc) when
(B1, B2 and B3) or B4 hold, and the local search (if used) confirms a minimum, where

B1 � � kð Þ � p kð Þ�� �� < options:optim tolþ
ffiffi
�
p

ð Þ � 1:0þ x kð Þ�� ��� �
B2 � F kð Þ � F k�1ð Þ		 		 < options:optim tol2 þ �

� �
� 1:0þ F kð Þ		 		� �

B3 � g kð Þ
z

�� �� < �1=3 þ options:optim tol
� �

� 1:0þ F kð Þ		 		� �
B4 � g kð Þ

z

�� �� < 0:01�
ffiffi
�
p
:

(Quantities with superscript k are the values at the kth iteration of the quantities mentioned in
Section 3; � is the machine precision, : denotes the Euclidean norm and options:optim tol is described
in Section 11.)

If fail:code ¼ NE NOERROR, then the vector in x on exit, xsol, is almost certainly an estimate of the
position of the minimum, xtrue, to the accuracy specified by options:optim tol.

If fail:code ¼ NW COND MIN or NW_LOCAL_SEARCH, xsol may still be a good estimate of xtrue,
but the following checks should be made. Let the largest of the first nz elements of options:hesd be
options:hesd½b�, let the smallest be options:hesd½s�, and define k ¼ options:hesd½b�=options:hesd½s�.
The scalar k is usually a good estimate of the condition number of the projected Hessian matrix at xsol.
If

(a) the sequence F x kð Þ� �� 
converges to F xsolð Þ at a superlinear or a fast linear rate,

(b) gz xsolð Þk k2 < 10:0� �, and
(c) k < 1:0= gz xsolð Þk k,
then it is almost certain that xsol is a close approximation to the position of a minimum. When (b) is
true, then usually F xsolð Þ is a close approximation to F xtrueð Þ. The quantities needed for these checks
are all available in the results printout from nag_opt_bounds_deriv (e04kbc); in particular the final
value of Cond H gives k.

Further suggestions about confirmation of a computed solution are given in the e04 Chapter
Introduction.

8 Parallelism and Performance

nag_opt_bounds_deriv (e04kbc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The number of iterations required depends on the number of variables, the behaviour of F xð Þ, the
accuracy demanded and the distance of the starting point from the solution. The number of
multiplications performed in an iteration of nag_opt_bounds_deriv (e04kbc) is roughly proportional to
n2z . In addition, each iteration makes at least one call of objfun with comm!flag ¼ 2 if
options:minlin ¼ Nag Lin Deriv is used or one call of objfun with comm!flag ¼ 0 if
options:minlin ¼ Nag Lin NoDeriv is chosen. So, unless F xð Þ can be evaluated very quickly, the
run time will be dominated by the time spent in objfun.
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9.2 Scaling

Ideally, the problem should be scaled so that, at the solution, F xð Þ and the corresponding values of the
xj are each in the range �1;þ1ð Þ, and so that at points one unit away from the solution, F xð Þ differs
from its value at the solution by approximately one unit. This will usually imply that the Hessian matrix
at the solution is well conditioned. It is unlikely that you will be able to follow these recommendations
very closely, but it is worth trying (by guesswork), as sensible scaling will reduce the difficulty of the
minimization problem, so that nag_opt_bounds_deriv (e04kbc) will take less computer time.

9.3 Unconstrained Minimization

If a problem is genuinely unconstrained and has been scaled sensibly, the following points apply:

(a) nz will always be n,

(b) if options:init state ¼ Nag Init All or Nag Init H S on entry, options:state½j � 1� has simply to be
set to j, for j ¼ 1; 2; . . . ; n,

(c) options:hesl and options:hesd will be factors of the full approximate second derivative matrix with
elements stored in the natural order,

(d) the elements of g should all be close to zero at the final point,

(e) the Status values given in the printout from nag_opt_bounds_deriv (e04kbc) and in options:state
on exit are unlikely to be of interest (unless they are negative, which would indicate that the
modulus of one of the xj has reached 1010 for some reason),

(f) Norm g simply gives the norm of the first derivative vector.

10 Example

This example minimizes the function

F ¼ x1 þ 10x2ð Þ2 þ 5 x3 � x4ð Þ2 þ x2 � 2x3ð Þ4 þ 10 x1 � x4ð Þ4

subject to the bounds

1 � x1 � 3
�2 � x2 � 0
1 � x4 � 3

starting from the initial guess 3:0;�0:9; 0:13; 1:1ð ÞT.
The options structure is declared and initialized by nag_opt_init (e04xxc). Four option values are read
from a data file by use of nag_opt_read (e04xyc). The memory freeing function nag_opt_free (e04xzc)
is used to free the memory assigned to the pointers in the option structure. You must not use the
standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_bounds_deriv (e04kbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
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extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *f,
double g[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const char *optionsfile = "e04kbce.opt";
Nag_Boolean print;
Integer exit_status = 0;
Integer n;
Nag_BoundType bound;
Nag_E04_Opt options;
double *bl = 0, *bu = 0, *g = 0, objf, *x = 0;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_bounds_deriv (e04kbc) Example Program Results\n");
fflush(stdout);

n = 4;
if (n >= 1) {

if (!(x = NAG_ALLOC(n, double)) ||
!(g = NAG_ALLOC(n, double)) ||
!(bl = NAG_ALLOC(n, double)) || !(bu = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

x[0] = 3.0;
x[1] = -0.9;
x[2] = 0.13;
x[3] = 1.1;

/* Initialize options structure and read option values from file */
print = Nag_TRUE;
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
#ifdef _WIN32

strcpy_s(options.outfile, (unsigned)_countof(options.outfile), "stdout");
#else

strcpy(options.outfile, "stdout");
#endif

/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04kbc", optionsfile, &options, print, options.outfile,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
bound = Nag_Bounds;
bl[0] = 1.0;

e04kbc NAG Library Manual

e04kbc.10 Mark 26



bu[0] = 3.0;
bl[1] = -2.0;
bu[1] = 0.0;
/* Third variable is not bounded, so third lower bound
* is set to a large negative number and third upper
* bound to a large positive number.
*/

bl[2] = -1.0e10;
bu[2] = 1.0e10;
bl[3] = 1.0;
bu[3] = 3.0;

/* nag_opt_bounds_deriv (e04kbc), see above. */
nag_opt_bounds_deriv(n, objfun, bound, bl, bu, x, &objf,

g, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error/Warning from nag_opt_bounds_deriv (e04kbc).\n%s\n",
fail.message);

if (fail.code != NW_COND_MIN)
exit_status = 1;

}

/* Free memory allocated by nag_opt_bounds_deriv (e04kbc) to pointers hesd,
* hesl and state.
*/

/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(g);
NAG_FREE(bl);
NAG_FREE(bu);

return exit_status;
}

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double g[], Nag_Comm *comm)

{
/* Routine to evaluate objective function. */

double x1, x2, x3, x4;
double tmp, tmp1, tmp2, tmp3, tmp4;

x1 = x[0];
x2 = x[1];
x3 = x[2];
x4 = x[3];

/* Supply a single function value */
tmp1 = x1 + 10.0 * x2;
tmp2 = x3 - x4;
tmp3 = x2 - 2.0 * x3, tmp3 *= tmp3;
tmp4 = x1 - x4, tmp4 *= tmp4;
*objf = tmp1 * tmp1 + 5.0 * tmp2 * tmp2 + tmp3 * tmp3 + 10.0 * tmp4 * tmp4;

if (comm->flag != 0) {
tmp = x1 - x4;
g[0] = 2.0 * (x1 + 10.0 * x2) + 40.0 * tmp * tmp * tmp;
tmp = x2 - 2.0 * x3;
g[1] = 20.0 * (x1 + 10.0 * x2) + 4.0 * tmp * tmp * tmp;
tmp = x2 - 2.0 * x3;
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g[2] = 10.0 * (x3 - x4) - 8.0 * tmp * tmp * tmp;
tmp = x1 - x4;
g[3] = 10.0 * (x4 - x3) - 40.0 * tmp * tmp * tmp;

}
} /* objfun */

10.2 Program Data

nag_opt_bounds_deriv (e04kbc) Example Program Optional Parameters

Following options for e04kbc are read by e04xyc.

begin e04kbc

print_level = Nag_Soln_Iter_Full /* Print full iterations and solution. */
max_iter = 40 /* Perform maximum of 40 iterations */
step_max = 4.0 /* Estimate minimum within 4 units of start */
f_est = 0.0 /* Zero is a lower bound on the function value */

end

10.3 Program Results

nag_opt_bounds_deriv (e04kbc) Example Program Results

Optional parameter setting for e04kbc.
--------------------------------------

Option file: e04kbce.opt

print_level set to Nag_Soln_Iter_Full
max_iter set to 40
step_max set to 4.00e+00
f_est set to 0.00e+00

Parameters to e04kbc
--------------------

Number of variables........... 4

optim_tol............... 1.05e-07 linesearch_tol.......... 9.00e-01
f_est................... 0.00e+00
step_max................ 4.00e+00 max_iter................ 40
init_state.......... Nag_Init_None local_search............ Nag_TRUE
minlin.............. Nag_Lin_Deriv deriv_check............. Nag_TRUE
print_level.... Nag_Soln_Iter_Full machine precision....... 1.11e-16
outfile................. stdout

Memory allocation:
state................... Nag
hesl.................... Nag hesd................... Nag

Results from e04kbc:
-------------------

Iteration results:

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
0 0 1.7284e+02 2.9e+02 3.3e+00 1.0e+00

Variable x g Status
1 3.0000e+00 2.6236e+02 Upper Bound
2 -9.0000e-01 -1.2624e+02 Free
3 1.3000e-01 2.7872e+00 Free
4 1.1000e+00 -2.6466e+02 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
1 1 2.6813e+01 2.7e+01 3.7e+00 1.2e+00 4.0e-03 3.4e+01

Variable x g Status
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1 3.0000e+00 2.1529e+01 Upper Bound
2 -3.9251e-01 -1.9503e+01 Free
3 1.1880e-01 -1.8450e+01 Free
4 2.1639e+00 -2.9276e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
2 3 2.3453e+01 2.0e+01 3.7e+00 2.6e-01 1.0e-02 4.2e+01

Variable x g Status
1 3.0000e+00 2.9429e+01 Upper Bound
2 -2.2652e-01 1.2204e+01 Free
3 3.1377e-01 -1.3004e+01 Free
4 2.1125e+00 -9.9713e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
3 6 2.1599e+01 2.8e+01 3.7e+00 2.2e-01 8.7e-03 2.3e+02

Variable x g Status
1 3.0000e+00 2.6022e+01 Free
2 -2.5718e-01 -6.5438e-01 Free
3 5.3184e-01 2.3232e+00 Free
4 2.1431e+00 -9.0525e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
4 8 1.6189e+01 2.3e+01 3.1e+00 8.0e-01 3.1e-02 8.9e+00

Variable x g Status
1 2.1985e+00 -7.4626e-01 Free
2 -2.5748e-01 -1.6715e+01 Free
3 5.3101e-01 2.2448e+00 Free
4 2.1444e+00 1.6128e+01 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
5 9 1.4024e+01 1.5e+01 3.0e+00 1.7e-01 1.0e+00 1.8e+01

Variable x g Status
1 2.0816e+00 7.7589e-01 Free
2 -1.6942e-01 8.3975e-01 Free
3 5.1518e-01 -1.5466e+00 Free
4 2.0515e+00 1.5362e+01 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
6 10 1.1240e+01 2.1e+01 2.6e+00 3.8e-01 1.0e+00 5.4e+01

Variable x g Status
1 1.7877e+00 2.1366e+00 Free
2 -7.1798e-02 1.5908e+01 Free
3 5.1964e-01 -2.1209e+00 Free
4 1.8290e+00 1.3096e+01 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
7 11 7.9843e+00 1.1e+01 2.1e+00 5.4e-01 6.2e-01 3.9e+00

Variable x g Status
1 1.3605e+00 2.5858e+00 Free
2 0.0000e+00 2.3422e+01 Upper Bound
3 4.9104e-01 -2.6186e+00 Free
4 1.5106e+00 1.0331e+01 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
8 12 5.3035e+00 9.3e+00 1.7e+00 3.7e-01 1.0e+00 1.1e+01

Variable x g Status
1 1.0732e+00 1.7792e+00 Free
2 0.0000e+00 1.8627e+01 Upper Bound
3 4.4590e-01 -2.6928e+00 Free
4 1.2826e+00 8.7338e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
9 13 4.6913e+00 1.9e+01 1.6e+00 9.5e-02 6.6e-02 7.3e+01
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Variable x g Status
1 1.0000e+00 1.5613e+00 Lower Bound
2 0.0000e+00 1.7336e+01 Free
3 4.3666e-01 -2.5266e+00 Free
4 1.2222e+00 8.2939e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
10 15 3.9688e+00 8.3e+00 1.6e+00 8.3e-02 4.8e-03 3.9e+00

Variable x g Status
1 1.0000e+00 -9.4589e-02 Lower Bound
2 -8.3009e-02 -1.0146e-01 Free
3 4.3672e-01 -8.4789e-01 Free
4 1.2215e+00 8.2818e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
11 16 2.8304e+00 6.4e+00 1.5e+00 1.6e-01 1.0e+00 1.9e+01

Variable x g Status
1 1.0000e+00 3.1074e-01 Lower Bound
2 -8.3930e-02 -3.6206e-02 Free
3 4.2460e-01 1.0297e-01 Free
4 1.0643e+00 6.4079e+00 Free

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
12 17 2.4344e+00 2.4e-01 1.5e+00 6.5e-02 1.1e-01 2.6e+00

Variable x g Status
1 1.0000e+00 3.0156e-01 Lower Bound
2 -8.4922e-02 -3.4052e-02 Free
3 4.1431e-01 2.4239e-01 Free
4 1.0000e+00 5.8569e+00 Lower Bound

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
13 18 2.4339e+00 8.7e-02 1.5e+00 3.2e-03 1.0e+00 4.1e+00

Variable x g Status
1 1.0000e+00 2.9879e-01 Lower Bound
2 -8.5060e-02 -7.5964e-05 Free
3 4.1114e-01 8.7488e-02 Free
4 1.0000e+00 5.8886e+00 Lower Bound

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
14 19 2.4338e+00 7.8e-04 1.5e+00 1.8e-03 1.0e+00 4.1e+00

Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -2.7717e-04 Free
3 4.0932e-01 7.2996e-04 Free
4 1.0000e+00 5.9068e+00 Lower Bound

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
15 20 2.4338e+00 3.5e-06 1.5e+00 1.5e-05 1.0e+00 4.1e+00

Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -2.5483e-06 Free
3 4.0930e-01 2.3869e-06 Free
4 1.0000e+00 5.9070e+00 Lower Bound

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
16 21 2.4338e+00 8.2e-09 1.5e+00 4.6e-08 1.0e+00 4.1e+00

Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -8.1823e-09 Free
3 4.0930e-01 1.0494e-10 Free
4 1.0000e+00 5.9070e+00 Lower Bound

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
17 22 2.4338e+00 8.2e-09 1.5e+00 4.2e-11 1.0e+00 1.0e+00
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Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -8.1823e-09 Free
3 4.0930e-01 1.0494e-10 Free
4 1.0000e+00 5.9070e+00 Lower Bound

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
18 23 2.4338e+00 8.2e-09 1.5e+00 4.2e-11 1.0e+00 1.0e+00

Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -8.1823e-09 Free
3 4.0930e-01 1.0494e-10 Free
4 1.0000e+00 5.9070e+00 Lower Bound

Local search performed.

Final solution:

Itn Nfun Objective Norm g Norm x Norm(x(k-1)-x(k)) Step Cond H
18 27 2.4338e+00 8.2e-09 1.5e+00 8.2e-09 1.0e+00 1.0e+00

Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -8.1823e-09 Free
3 4.0930e-01 1.0494e-10 Free
4 1.0000e+00 5.9070e+00 Lower Bound

Error/Warning from nag_opt_bounds_deriv (e04kbc).
NW_COND_MIN:

The conditions for a minimum have not all been satisfied but a lower
point could not be found.

11 Optional Parameters

A number of optional input and output arguments to nag_opt_bounds_deriv (e04kbc) are available
through the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning
an appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_bounds_deriv (e04kbc);
the default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, then this must
be done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).

11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_bounds_deriv (e04kbc) together with their default values where relevant. The number � is a
generic notation for machine precision (see nag_machine_precision (X02AJC)).

Boolean list Nag_TRUE
Nag_PrintType print_level Nag_Soln_Iter
char outfile[80] stdout

void (*print_fun)() NULL
Boolean deriv_check Nag_TRUE
Nag_InitType init_state Nag_Init_None
Integer max_iter 50n
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double optim_tol 10
ffiffi
�
p

Nag_LinFun minlin Nag_Lin_Deriv
double linesearch_tol 0.9 (0.0 if n ¼ 1)
double step_max 100000.0
double f_est

Boolean local_search Nag_TRUE
Integer *state size n
double *hesl size max n½n� 1�=2; 1ð Þ
double *hesd size n
Integer iter

Integer nf

11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_bounds_deriv
(e04kbc) will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_bounds_deriv (e04kbc). The following
values are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Full The final solution and detailed printout at each iteration.

Details of each level of results printout are described in Section 11.3.

C o n s t r a i n t : options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter o r
Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 11.3.1 below for further details.

deriv check – Nag_Boolean Default ¼ Nag TRUE

If options:init state 6¼ Nag Init None then the default of options:deriv check is changed to
Nag_FALSE.

On entry: if options:deriv check ¼ Nag TRUE a check of the derivatives defined by objfun will be
made at the starting point x. The derivative check is carried out by a call to nag_opt_check_deriv
( e 04hc c ) . I f options:init state i s s e t t o a v a l u e o t h e r t h an i t s d e f a u l t v a l u e
(options:init state ¼ Nag Init None) then the default of options:deriv check will be Nag_FALSE. A
starting point of x ¼ 0 or x ¼ 1 should be avoided if this test is to be meaningful, if either of these
starting points is necessary then nag_opt_check_deriv (e04hcc) should be used to check objfun at a
different point prior to calling nag_opt_bounds_deriv (e04kbc).
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init state – Nag_InitType Default ¼ Nag Init None

On entry: options:init state specifies which of the arguments objf, g, options:hesl, options:hesd and
options:state are actually being initialized. Such information will generally reduce the time taken by
nag_opt_bounds_deriv (e04kbc).

options:init state ¼ Nag Init None
No values are assumed to have been set in any of objf, g, options:hesl, options:hesd or
options:state. (nag_opt_bounds_deriv (e04kbc) will use the unit matrix as the initial estimate of
the Hessian matrix.)

options:init state ¼ Nag Init F G H
The arguments objf and g must contain the value of F xð Þ and its first derivatives at the starting

point. The elements options:hesd½j� 1� must have been set to estimates of the derivatives
@2F

@x2j
at

the starting point. No values are assumed to have been set in options:hesl or options:state.

options:init state ¼ Nag Init All
The arguments objf and g must contain the value of F xð Þ and its first derivatives at the starting
point. All n elements of options:state must have been set to indicate which variables are on their
bounds and which are free. options:hesl and options:hesd must contain the Cholesky factors of a
positive definite approximation to the nz by nz Hessian matrix for the subspace of free variables.
(This option is useful for restarting the minimization process if options:max iter is reached.)

options:init state ¼ Nag Init H S
No values are assumed to have been set in objf or g, but options:hesl, options:hesd and
options:state must have been set as for options:init state ¼ Nag Init All. (This option is useful
for starting off a minimization run using second derivative information from a previous, similar,
run.)

Constraint: options:init state ¼ Nag Init None, Nag Init F G H, Nag Init All or Nag Init H S.

max iter – Integer Default ¼ 50n

On entry: the limit on the number of iterations allowed before termination.

Constraint: options:max iter 	 0.

optim tol – double Default ¼ 10
ffiffi
�
p

On entry: the accuracy in x to which the solution is required. If xtrue is the true value of x at the
minimum, then xsol, the estimated position prior to a normal exit, is such that

xsol � xtruek k < options:optim tol� 1:0þ xtruek kð Þ;

where yk k ¼
Pn

j¼1y
2
j

� �1=2
. For example, if the elements of xsol are not much larger than 1.0 in modulus

and if options:optim tol is set to 10�5, then xsol is usually accurate to about 5 decimal places. (For
further details see Section 9.) If the problem is scaled roughly as described in Section 9 and � is the
machine precision, then

ffiffi
�
p

is probably the smallest reasonable choice for options:optim tol. (This is
because, normally, to machine accuracy, F xþ

ffiffi
�
p
ej

� �
¼ F xð Þ where ej is any column of the identity

matrix.)

Constraint: � � options:optim tol < 1:0.

minlin – Nag_LinFun Default ¼ Nag Lin Deriv

On entry: options:minlin specifies whether the linear minimizations (i.e., minimizations of F xþ �pð Þ
with respect to �) are to be performed by a function which just requires the evaluation of F xð Þ,
Nag Lin NoDeriv, or by a function which also requires the first derivatives of F xð Þ, Nag Lin Deriv.

It will often be possible to evaluate the first derivatives of F in about the same amount of computer
time that is required for the evaluation of F itself – if this is so then nag_opt_bounds_deriv (e04kbc)
should be called with options:minlin set to Nag Lin Deriv. However, if the evaluation of the
derivatives takes more than about 4 times as long as the evaluation of F , then a setting of
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Nag Lin NoDeriv will usually be preferable. If in doubt, use the default setting Nag Lin Deriv as it is
slightly more robust.

Constraint: options:minlin ¼ Nag Lin Deriv or Nag Lin NoDeriv.

linesearch tol – double Default ¼ 0:9 if n > 1, and 0.0 otherwise

If options:minlin ¼ Nag Lin NoDeriv then the default value of options:linesearch tol will be changed
from 0.9 to 0.5 if n > 1.

On entry: every iteration of nag_opt_bounds_deriv (e04kbc) involves a linear minimization (i.e.,
minimization of F xþ �pð Þ with respect to �). options:linesearch tol specifies how accurately these
linear minimizations are to be performed. The minimum with respect to � will be located more
accurately for small values of options:linesearch tol (say 0.01) than for large values (say 0.9).

Although accurate linear minimizations will generally reduce the number of iterations performed by
nag_opt_bounds_deriv (e04kbc), they will increase the number of function evaluations required for each
iteration. On balance, it is usually more efficient to perform a low accuracy linear minimization.

A smaller value such as 0.01 may be worthwhile:

(a) if objfun takes so little computer time that it is worth using extra calls of objfun to reduce the
number of iterations and associated matrix calculations

(b) if F xð Þ is a penalty or barrier function arising from a constrained minimization problem (since
such problems are very difficult to solve)

(c) if options:minlin ¼ Nag Lin NoDeriv and the calculation of first derivatives takes so much
computer time (relative to the time taken to evaluate the function) that it is worth using extra
function evaluations to reduce the number of derivative evaluations.

If n ¼ 1, the default for options:linesearch tol ¼ 0:0 (if the problem is effectively one-dimensional
then options:linesearch tol should be set to 0.0 even though n > 1; i.e., if for all except one of the
variables the lower and upper bounds are equal).

Constraint: 0:0 � options:linesearch tol < 1:0.

step max – double Default ¼ 100000:0

On entry: an estimate of the Euclidean distance between the solution and the starting point supplied.
(For maximum efficiency a slight overestimate is preferable.) nag_opt_bounds_deriv (e04kbc) will
ensure that, for each iteration,

Xn
j¼1

x
kð Þ
j � x

k�1ð Þ
j

h i2 !1=2

� options:step max;

where k is the iteration number. Thus, if the problem has more than one solution,
nag_opt_bounds_deriv (e04kbc) is most likely to find the one nearest the starting point. On difficult
problems, a realistic choice can prevent the sequence of x kð Þ entering a region where the problem is ill-
behaved and can also help to avoid possible overflow in the evaluation of F xð Þ. However an
underestimate of options:step max can lead to inefficiency.

Constraint: options:step max 	 options:optim tol.

f est – double

On entry: an estimate of the function value at the minimum. This estimate is just used for calculating
suitable step lengths for starting linear minimizations off, so the choice is not too critical. However, it is
better for options:f est to be set to an underestimate rather than to an overestimate. If no value is
supplied then an initial step length of 1:0, subject to the variable bounds, will be used.

local search – Nag_Boolean Default ¼ Nag TRUE

On entry: options:local search must specify whether or not you wish a ‘local search’ to be performed
when a point is found which is thought to be a constrained minimum.
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If options:local search ¼ Nag TRUE and either the quasi-Newton direction of search fails to produce a
lower function value or the convergence criteria are satisfied, then a local search will be performed.
This may move the search away from a saddle point or confirm that the final point is a minimum.

If options:local search ¼ Nag FALSE there will be no local search when a point is found which is
thought to be a minimum.

The amount of work involved in a local search is comparable to twice that required in a normal
iteration to minimize F xþ �pð Þ with respect to �. For most problems this will be small (relative to the
total time required for the minimization). options:local search could be set Nag_FALSE if:

– it is known from the physical properties of a problem that a stationary point will be the required
minimum;

– a point which is not a minimum could be easily recognized, for example if the value of F xð Þ at the
minimum is known.

state – Integer * Default memory ¼ n

On entry: options:state need not be set if the default option of options:init state ¼ Nag Init None is
used as n values of memory will be automatically allocated by nag_opt_bounds_deriv (e04kbc).

If options:init state ¼ Nag Init All or Nag Init H S has been chosen, options:state must point to a
minimum of n elements of memory. This memory will already be available if the calling program has
used the options structure in a previous call to nag_opt_bounds_deriv (e04kbc) with
options:init state ¼ Nag Init None and the same value of n. If a previous call has not been made
you must allocate sufficient memory.

When options:init state ¼ Nag Init All or Nag Init H S then options:state must specify information
about which variables are currently on their bounds and which are free. If xj is:

(a) fixed on its upper bound, options:state½j� 1� is �1;
(b) fixed on its lower bound, options:state½j� 1� is �2;
(c) effectively a constant (i.e., lj ¼ uj), options:state½j� 1� is �3;
(d) free, options:state½j� 1� gives its position in the sequence of free variables.

If options:init state ¼ Nag Init None or Nag Init F G H, options:state will be initialized by
nag_opt_bounds_deriv (e04kbc).

If options:init state ¼ Nag Init All or Nag Init H S, options:state must be initialized before
nag_opt_bounds_deriv (e04kbc) is called.

On exit: options:state gives information as above about the final point given in x.

hesl – double * Default memory ¼ max n½n� 1�=2; 1ð Þ
hesd – double * Default memory ¼ n

On e n t r y : options:hesl a n d options:hesd n e e d n o t b e s e t i f t h e d e f a u l t o f
options:init state ¼ Nag Init None is used as sufficient memory will be automatically allocated by
nag_opt_bounds_deriv (e04kbc).

If options:init state ¼ Nag Init All or options:init state ¼ Nag Init H S has been set then options:hesl
must point to a minimum of max n½n� 1�=2; 1ð Þ elements of memory.

options:hesd must point to at least n elements of memory if options:init state ¼ Nag Init F G H,
Nag Init All or Nag Init H S has been chosen.

The appropriate amount of memory will already be available for options:hesl and options:hesd if the
calling program has used the options structure in a previous call to nag_opt_bounds_deriv (e04kbc)
with options:init state ¼ Nag Init None and the same value of n. If a previous call has not been made,
you must allocate sufficient memory.

options:hesl and options:hesd are used to store the factors L and D of the current approximation to the
matrix of second derivatives with respect to the free variables (see Section 3). (The elements of the
matrix are assumed to be ordered according to the permutation specified by the positive elements of

e04 – Minimizing or Maximizing a Function e04kbc

Mark 26 e04kbc.19



options:state, see above.) options:hesl holds the lower triangle of L, omitting the unit diagonal, stored
by rows. options:hesd stores the diagonal elements of D. Thus if nz elements of options:state are
positive, the strict lower triangle of L will be held in the first nz nz � 1ð Þ=2 elements of options:hesl
and the diagonal elements of D in the first nz elements of options:hesd.

If options:init state ¼ Nag Init None (the default), options:hesl and options:hesd will be initialized
within nag_opt_bounds_deriv (e04kbc) to the factors of the unit matrix.

If you set options:init state ¼ Nag Init F G H, options:hesd½j � 1� must contain on entry an
approximation to the second derivative with respect to xj , for j ¼ 1; 2; . . . ; n. options:hesl need not
be set.

If options:init state ¼ Nag Init All or Nag Init H S, options:hesl and options:hesd must contain on
entry the Cholesky factors of a positive definite approximation to the nz by nz matrix of second
derivatives for the subspace of free variables as specified by your setting of options:state.

On exit: options:hesl and options:hesd hold the factors L and D corresponding to the final point given
in x. The elements of options:hesd are useful for deciding whether to accept the result produced by
nag_opt_bounds_deriv (e04kbc) (see Section 9).

iter – Integer

On exit: the number of iterations which have been performed in nag_opt_bounds_deriv (e04kbc).

nf – Integer

On exit: the number of times the residuals have been evaluated (i.e., number of calls of objfun).

11.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 11.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_bounds_deriv (e04kbc) are listed, whereas the printout of results is governed by the value of
options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of output
at each iteration and the final result. This section describes all of the possible levels of results printout
available from nag_opt_bounds_deriv (e04kbc).

When options:print level ¼ Nag Iter or Nag Soln Iter a single line of output is produced on
completion of each iteration, this gives the following values:

Itn the iteration count, k.
Nfun the cumulative number of calls to objfun.
Objective the current value of the objective function, F x kð Þ� �
Norm g the Euclidean norm of the projected gradient vector, gz x

kð Þ� ��� ��.
Norm x the Euclidean norm of x kð Þ.
Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.
Step the step � kð Þ taken along the computed search direction p kð Þ.
Cond H the ratio of the largest to the smallest element of the diagonal factor D of the

projected Hessian matrix. This quantity is usually a good estimate of the
condition number of the projected Hessian matrix. (If no variables are
currently free, this value will be zero.)

When options:print level ¼ Nag Soln Iter Full more detailed results are given at each iteration.
Additional values output are:

x the current point x kð Þ.
g the current projected gradient vector, gz x kð Þ� �

.
Status the current state of the variable with respect to its bound(s).

If options:print level ¼ Nag Soln, Nag Soln Iter or Nag Soln Iter Full the final result is printed out.
This consists of:
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x the final point, x�.
g the final projected gradient vector, gz x�ð Þ.
Status the final state of the variable with respect to its bound(s).

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_bounds_deriv (e04kbc) returns to the calling program.

11.3.1 Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

The rest of this section can be skipped if the default printing facilities provide the required
functionality.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_bounds_deriv (e04kbc). Calls to the user-defined function are again
controlled by means of the options:print level member. Information is provided through st and comm,
the two structure arguments to options:print fun.

The results contained in the members of st are those on completion of the last iteration or those after a
local search. (An iteration may be followed by a local search (see options:local search, Section 11.2) in
wh i c h c a s e options:print fun i s c a l l e d w i t h t h e r e s u l t s o f t h e l a s t i t e r a t i o n
(st!local search ¼ Nag FALSE) and then again when the local search has been completed
(st!local search ¼ Nag TRUE).)

If comm!it prt ¼ Nag TRUE then the results on completion of an iteration of nag_opt_bounds_deriv
(e04kbc) are contained in the members of st. If comm!sol prt ¼ Nag TRUE then the final results
from nag_opt_bounds_deriv (e04kbc), including details of the final iteration, are contained in the
members of st. In both cases, the same members of st are set, as follows:

iter – Integer

The current iteration count, k, if comm!it prt ¼ Nag TRUE; the final iteration count, k, if
comm!sol prt ¼ Nag TRUE.

n – Integer

The number of variables.

x – double *

The coordinates of the point x kð Þ.

f – double *

The value of the current objective function.

g – double *

Points to the n memory locations holding the first derivatives of F at the current point x kð Þ.

gpj_norm – double *

The Euclidean norm of the current projected gradient gz.

step – double *

The step � kð Þ taken along the search direction p kð Þ.

cond – double *

The estimate of the condition number of the Hessian matrix.

xk_norm – double *

The Euclidean norm of x k�1ð Þ � x kð Þ.
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state – Integer

The status of variables xj, j ¼ 1; 2; . . . ; n, with respect to their bounds. See Section 3 for a
description of the possible status values.

local_search – Nag_Boolean

Nag_TRUE if a local search has been performed.

nf – Integer

The cumulative number of calls made to objfun.

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the results of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_bounds_deriv (e04kbc) or during a call to objfun or options:print fun.
The type Pointer will be void * with a C compiler that defines void * and char * otherwise.
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NAG Library Function Document

nag_opt_bounds_2nd_deriv (e04lbc)

1 Purpose

nag_opt_bounds_2nd_deriv (e04lbc) is a comprehensive modified-Newton algorithm for finding:

– an unconstrained minimum of a function of several variables

– a minimum of a function of several variables subject to fixed upper and/or lower bounds on the
variables.

First and second derivatives are required. nag_opt_bounds_2nd_deriv (e04lbc) is intended for objective
functions which have continuous first and second derivatives (although it will usually work even if the
derivatives have occasional discontinuities).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_bounds_2nd_deriv (Integer n,

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

void (*hessfun)(Integer n, const double x[], double h[], double hd[],
Nag_Comm *comm),

Nag_BoundType bound, double bl[], double bu[], double x[], double *objf,
double g[], Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_bounds_2nd_deriv (e04lbc) is applicable to problems of the form:

Minimize F x1; x2; . . . ; xnð Þ
subject to lj � xj � uj; j ¼ 1; 2; . . . ; n:

Special provision is made for unconstrained minimization (i.e., problems which actually have no bounds
on the xj), problems which have only non-negativity bounds, and problems in which l1 ¼ l2 ¼ � � � ¼ ln
and u1 ¼ u2 ¼ � � � ¼ un. It is possible to specify that a particular xj should be held constant. You must

supply a starting point, a function objfun to calculate the value of F xð Þ and its first derivatives
@F

@xj
at

any point x, and a function hessfun to calculate the second derivatives
@2F

@xi@xj
.

A typical iteration starts at the current point x where nz (say) variables are free from both their bounds.
The vector of first derivatives of F xð Þ with respect to the free variables, gz, and the matrix of second
derivatives with respect to the free variables, H, are obtained. (These both have dimension nz.) The
equations

H þ Eð Þpz ¼ �gz
are solved to give a search direction pz. (The matrix E is chosen so that H þ E is positive definite.) pz
is then expanded to an n-vector p by the insertion of appropriate zero elements; � is found such that
F xþ �pð Þ is approximately a minimum (subject to the fixed bounds) with respect to �, and x is
replaced by xþ �p. (If a saddle point is found, a special search is carried out so as to move away from
the saddle point.) If any variable actually reaches a bound, it is fixed and nz is reduced for the next
iteration.
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There are two sets of convergence criteria – a weaker and a stronger. Whenever the weaker criteria are
satisfied, the Lagrange-multipliers are estimated for all active constraints. If any Lagrange-multiplier
estimate is significantly negative, then one of the variables associated with a negative Lagrange-
multiplier estimate is released from its bound and the next search direction is computed in the extended
subspace (i.e., nz is increased). Otherwise, minimization continues in the current subspace until the
stronger criteria are satisfied. If at this point there are no negative or near-zero Lagrange-multiplier
estimates, the process is terminated.

If you specify that the problem is unconstrained, nag_opt_bounds_2nd_deriv (e04lbc) sets the lj to
�1010 and the uj to 1010. Thus, provided that the problem has been sensibly scaled, no bounds will be
encountered during the minimization process and nag_opt_bounds_2nd_deriv (e04lbc) will act as an
unconstrained minimization algorithm.

4 References

Gill P E and Murray W (1973) Safeguarded steplength algorithms for optimization using descent
methods NPL Report NAC 37 National Physical Laboratory

Gill P E and Murray W (1974) Newton-type methods for unconstrained and linearly constrained
optimization Math. Programming 7 311–350

Gill P E and Murray W (1976) Minimization subject to bounds on the variables NPL Report NAC 72
National Physical Laboratory

5 Arguments

1: n – Integer Input

On entry: the number n of independent variables.

Constraint: n 	 1.

2: objfun – function, supplied by the user External Function

objfun must evaluate the function F xð Þ and its first derivatives
@F

@xj
at any point x. (However, if

you do not wish to calculate F xð Þ or its first derivatives at a particular x, there is the option of
setting an argument to cause nag_opt_bounds_2nd_deriv (e04lbc) to terminate immediately.)

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: n, the number of variables.

2: x½n� – const double Input

On entry: the point x at which the value of F , or F and
@F

@xj
, are required.

3: objf – double * Output

On exit: objfun must set objf to the value of the objective function F at the current
point x. If it is not possible to evaluate F then objfun should assign a negative value to
comm!flag; nag_opt_bounds_2nd_deriv (e04lbc) will then terminate.
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4: g½n� – double Output

On exit: objfun must set g½j � 1� to the value of the first derivative
@F

@xj
at the current

point x, for j ¼ 1; 2; . . . ; n. If it is not possible to evaluate the first derivatives then
objfun should assign a negative value to comm!flag; nag_opt_bounds_2nd_deriv
(e04lbc) will then terminate.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Output

On exit: if objfun resets comm!flag to some negative number then
nag_opt_bounds_2nd_deriv (e04lbc) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_bounds_2nd_deriv
(e04lbc), fail:errnum will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to objfun (including the current one).

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise.

Before calling nag_opt_bounds_2nd_deriv (e04lbc) these pointers may be
allocated memory and initialized with various quantities for use by objfun
when called from nag_opt_bounds_2nd_deriv (e04lbc).

Note: objfun should be tested separately before being used in conjunction with
nag_opt_bounds_2nd_deriv (e04lbc). The array x must not be changed by objfun.

3: hessfun – function, supplied by the user External Function

hessfun must calculate the second derivatives of F xð Þ at any point x. (As with objfun there is
the option of causing nag_opt_bounds_2nd_deriv (e04lbc) to terminate immediately.)

The specification of hessfun is:

void hessfun (Integer n, const double x[], double h[], double hd[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables.

2: x½n� – const double Input

On entry: the point x at which the second derivatives of F are required.

3: h½n� n� 1ð Þ=2� – double Output

On exit: hessfun must place the strict lower triangle of the second derivative matrix of
F (evaluated at the point x) in h, stored by rows, i.e., set
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h½ i� 1ð Þ i� 2ð Þ=2þ j� 1� ¼ @2F

@xi@xj
jx; for i ¼ 2; 3; . . . ; n and j ¼ 1; 2; . . . ; i� 1:

(The upper triangle is not required because the matrix is symmetric.) If it is not possible to
evaluate the elements of h then hessfun should assign a negative value to comm!flag;
nag_opt_bounds_2nd_deriv (e04lbc) will then terminate.

4: hd½n� – double Input/Output

On entry: the value of
@F

@xj
at the point x, for j ¼ 1; 2; . . . ; n. These values may be useful in the

evaluation of the second derivatives.

On exit: unless comm!flag is reset to a negative number hessfun must place the diagonal
elements of the second derivative matrix of F (evaluated at the point x) in hd, i.e., set

hd½j� 1� ¼ @2F

@xj
2jx; for j ¼ 1; 2; . . . ; n:

If it is not possible to evaluate the elements of hd then hessfun should assign a negative value to
comm!flag; nag_opt_bounds_2nd_deriv (e04lbc) will then terminate.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Output

On exit: if hessfun resets comm!flag to some negative number then nag_opt_
bounds_2nd_deriv (e04lbc) will terminate immediately with the error indicator NE_U-
SER_STOP. If fail is supplied to nag_opt_bounds_2nd_deriv (e04lbc) fail:errnum will be
set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to hessfun and Nag_FALSE for all
subsequent calls.

nf – Integer Input

On entry: the number of calculations of the objective function; this value will be equal to
the number of calls made to hessfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char *

otherwise.

Before calling nag_opt_bounds_2nd_deriv (e04lbc) these pointers may be allocated
memory and initialized with various quantities for use by hessfun when called from
nag_opt_bounds_2nd_deriv (e04lbc).

Note: hessfun should be tested separately before being used in conjunction with
nag_opt_bounds_2nd_deriv (e04lbc). The array x must not be changed by hessfun.

4: bound – Nag_BoundType Input

On entry: indicates whether the problem is unconstrained or bounded and, if it is bounded,
whether the facility for dealing with bounds of special forms is to be used. bound should be set
to one of the following values:

bound ¼ Nag Bounds
If the variables are bounded and you will be supplying all the lj and uj individually.
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bound ¼ Nag NoBounds
If the problem is unconstrained.

bound ¼ Nag BoundsZero
If the variables are bounded, but all the bounds are of the form 0 � xj.

bound ¼ Nag BoundsEqual
If all the variables are bounded, and l1 ¼ l2 ¼ � � � ¼ ln and u1 ¼ u2 ¼ � � � ¼ un.

Constraint: bound ¼ Nag Bounds, Nag NoBounds, Nag BoundsZero or Nag BoundsEqual.

5: bl½n� – double Input/Output

On entry: the lower bounds lj.

If bound ¼ Nag Bounds, you must set bl½j � 1� to lj , for j ¼ 1; 2; . . . ; n. (If a lower bound is not
required for any xj, the corresponding bl½j� 1� should be set to a large negative number, e.g.,
�1010.)
If bound ¼ Nag BoundsEqual, you must set bl½0� to l1; nag_opt_bounds_2nd_deriv (e04lbc) will
then set the remaining elements of bl equal to bl½0�.
If bound ¼ Nag NoBounds or Nag BoundsZero, bl will be initialized by nag_opt_bounds_2nd_
deriv (e04lbc).

On exit: the lower bounds actually used by nag_opt_bounds_2nd_deriv (e04lbc), e.g., if
bound ¼ Nag BoundsZero, bl½0� ¼ bl½1� ¼ � � � ¼ bl½n� 1� ¼ 0:0.

6: bu½n� – double Input/Output

On entry: the upper bounds uj.

If bound ¼ Nag Bounds, you must set bu½j � 1� to uj , for j ¼ 1; 2; . . . ; n. (If an upper bound is
not required for any xj, the corresponding bu½j� 1� should be set to a large positive number, e.g.,
1010.)

If bound ¼ Nag BoundsEqual, you must set bu½0� to u1; nag_opt_bounds_2nd_deriv (e04lbc)
will then set the remaining elements of bu equal to bu½0�.
If bound ¼ Nag NoBounds or Nag BoundsZero, bu will be initialized by nag_opt_bounds_2nd_
deriv (e04lbc).

On exit: the upper bounds actually used by nag_opt_bounds_2nd_deriv (e04lbc), e.g., if
bound ¼ Nag BoundsZero, bu½0� ¼ bu½1� ¼ � � � ¼ bu½n� 1� ¼ 1010.

7: x½n� – double Input/Output

On entry: x½j � 1� must be set to a guess at the jth component of the position of the minimum,
for j ¼ 1; 2; . . . ; n.

On exit: the final point x�. Thus, if fail:code ¼ NE NOERROR on exit, x½j� 1� is the jth
component of the estimated position of the minimum.

8: objf – double * Output

On exit: the function value at the final point given in x.

9: g½n� – double Output

On exit: the first derivative vector corresponding to the final point in x. The elements of g
corresponding to free variables should normally be close to zero.

10: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_bounds_2nd_deriv (e04lbc). These structure members offer the means of
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adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given below in Section 11.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_
bounds_2nd_deriv (e04lbc). However, if the optional parameters are not required the NAG
defined null pointer, E04_DEFAULT, can be used in the function call.

11: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to user-supplied functions; see the
description of objfun and hessfun for details. If you do not need to make use of this
communication feature the null pointer NAGCOMM_NULL may be used in the call to
nag_opt_bounds_2nd_deriv (e04lbc); comm will then be declared internally for use in calls to
user-supplied functions.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t he s t r u c t u r e membe r options:print level ( s e e Sec t i on 11 . 2 ) . The de f au l t ,
options:print level ¼ Nag Soln Iter provides a single line of output at each iteration and the final
result. This section describes the default printout produced by nag_opt_bounds_2nd_deriv (e04lbc).

The following line of output is produced at each iteration. In all cases the values of the quantities
printed are those in effect on completion of the given iteration.

Itn the iteration count, k.

Nfun the cumulative number of calls made to objfun.

Objective the value of the objective function, F x kð Þ� �
Norm g the Euclidean norm of the projected gradient vector, gz x

kð Þ� ��� ��.
Norm x the Euclidean norm of x kð Þ.

Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

Cond H the ratio of the largest to the smallest element of the diagonal factor D of the
projected Hessian matrix. This quantity is usually a good estimate of the
condition number of the projected Hessian matrix. (If no variables are currently
free, this value will be zero.)

PosDef indicates whether the second derivative matrix H for the current subspace is
positive definite (Yes) or not (No).

The printout of the final result consists of:

x the final point, x�.

g the final projected gradient vector, gz x�ð Þ.

Status the final state of the variable with respect to its bound(s).
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6 Error Indicators and Warnings

When one of NE_USER_STOP, NE_INT_ARG_LT, NE_BOUND, NE_DERIV_ERRORS, NE_OPT_-
NOT_INIT, NE_BAD_PARAM, NE_2_REAL_ARG_LT, NE_INVALID_INT_RANGE_1, NE_INVA-
LID_REAL_RANGE_EF, NE_INVALID_REAL_RANGE_FF and NE_ALLOC_FAIL occurs, no values
will have been assigned by nag_opt_bounds_2nd_deriv (e04lbc) to objf or to the elements of g,
options:state, options:hesl, or options:hesd.

An exit of fail:code ¼ NW_TOO_MANY_ITER, NW_LAGRANGE_MULT_ZERO and NW_COND_-
MIN may also be caused by mistakes in objfun, by the formulation of the problem or by an awkward
function. If there are no such mistakes, it is worth restarting the calculations from a different starting
point (not the point at which the failure occurred) in order to avoid the region which caused the failure.

NE_2_REAL_ARG_LT

On entry, options:step max ¼ valueh i while options:optim tol ¼ valueh i. These arguments must
satisfy options:step max 	 options:optim tol.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument bound had an illegal value.

On entry, argument options:print level had an illegal value.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function.

NE_INT_ARG_LT

On entry, n must not be less than 1: n ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:max iter is not valid. Correct range is options:max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Va l u e valueh i g i v e n t o options:optim tol i s n o t v a l i d . C o r r e c t r a n g e i s
� � options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_FF

Value valueh i g iven to options:linesearch tol i s no t va l i d . Co r r ec t r ange i s
0:0 � options:linesearch tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.
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NE_OPT_NOT_INIT

Options structure not initialized.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun or hessfun. If fail is
supplied, the value of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_COND_MIN

The conditions for a minimum have not all been satisfied, but a lower point could not be found.

Provided that, on exit, the first derivatives of F xð Þ with respect to the free variables are
sufficiently small, and that the estimated condition number of the second derivative matrix is not
too large, this error exit may simply mean that, although it has not been possible to satisfy the
specified requirements, the algorithm has in fact found the minimum as far as the accuracy of the
machine permits. This could be because options:optim tol has been set so small that rounding
error in objfun makes attainment of the convergence conditions impossible.

If the estimated condition number of the second derivative matrix at the final point is large, it
could be that the final point is a minimum but that the smallest eigenvalue of the second
derivative matrix is so close to zero that it is not possible to recognize the point as a minimum.

NW_LAGRANGE_MULT_ZERO

All the Lagrange-multiplier estimates which are not indisputably positive lie close to zero.

However, it is impossible either to continue minimizing on the current subspace or to find a
feasible lower point by releasing and perturbing any of the fixed variables. You should
investigate as for NW_COND_MIN.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

If steady reductions in F xð Þ, were monitored up to the point where this exit occurred, then the
exit probably occurred simply because options:max iter was set too small, so the calculations
should be restarted from the final point held in x. This exit may also indicate that F xð Þ has no
minimum.

7 Accuracy

A successful exit fail:code ¼ NE NOERRORð Þ is made from nag_opt_bounds_2nd_deriv (e04lbc)
when H kð Þ is positive definite and when (B1, B2 and B3) or B4 hold, where

B1 � � kð Þ � p kð Þ�� �� < options:optim tolþ
ffiffi
�
p

ð Þ � 1:0þ x kð Þ�� ��� �
B2 � F kð Þ � F k�1ð Þ		 		 < options:optim tol2 þ �

� �
� 1:0þ F kð Þ		 		� �

B3 � g kð Þ
z

�� �� < �1=3 þ options:optim tol
� �

� 1:0þ F kð Þ		 		� �
B4 � g kð Þ

z

�� �� < 0:01�
ffiffi
�
p

.

(Quantities with superscript k are the values at the kth iteration of the quantities mentioned in
Section 3; � is the machine precision, : denotes the Euclidean norm and options:optim tol is described
in Section 11.)

If fail:code ¼ NE NOERROR, then the vector in x on exit, xsol, is almost certainly an estimate of the
position of the minimum, xtrue, to the accuracy specified by options:optim tol.
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If fail:code ¼ NW COND MIN or NW_LAGRANGE_MULT_ZERO, xsol may still be a good estimate
of xtrue, but the following checks should be made. Let the largest of the first nz elements of the optional
parameter options:hesd be options:hesd½b�, let the smallest be options:hesd½s�, and define
� ¼ options:hesd½b�=options:hesd½s�. The scalar � is usually a good estimate of the condition number
of the projected Hessian matrix at xsol. If

(a) the sequence F x kð Þ� �� 
converges to F xsolð Þ at a superlinear or fast linear rate,

(b) gz xsolð Þk k2 < 10:0� �, and
(c) � < 1:0= gz xsolð Þk k,
then it is almost certain that xsol is a close approximation to the position of a minimum. When (b) is
true, then usually F xsolð Þ is a close approximation to F xtrueð Þ. The quantities needed for these checks
are all available in the results printout from nag_opt_bounds_2nd_deriv (e04lbc); in particular the final
value of Cond H gives �.

Further suggestions about confirmation of a computed solution are given in the e04 Chapter
Introduction.

8 Parallelism and Performance

nag_opt_bounds_2nd_deriv (e04lbc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The number of iterations required depends on the number of variables, the behaviour of F xð Þ, the
accuracy demanded and the distance of the starting point from the solution. The number of
multiplications performed in an iteration of nag_opt_bounds_2nd_deriv (e04lbc) is n3z=6þO n2z

� �
. In

addition, each iteration makes one call of hessfun and at least one call of objfun. So, unless F xð Þ and
its derivatives can be evaluated very quickly, the run time will be dominated by the time spent in
objfun.

9.2 Scaling

Ideally, the problem should be scaled so that, at the solution, F xð Þ and the corresponding values of the
xj are each in the range �1;þ1ð Þ, and so that at points one unit away from the solution, F xð Þ differs
from its value at the solution by approximately one unit. This will usually imply that the Hessian matrix
at the solution is well conditioned. It is unlikely that you will be able to follow these recommendations
very closely, but it is worth trying (by guesswork), as sensible scaling will reduce the difficulty of the
minimization problem, so that nag_opt_bounds_2nd_deriv (e04lbc) will take less computer time.

9.3 Unconstrained Minimization

If a problem is genuinely unconstrained and has been scaled sensibly, the following points apply:

(a) nz will always be n,

(b) the optional parameters options:hesl and options:hesd will be factors of the full approximate
second derivative matrix with elements stored in the natural order,

(c) the elements of g should all be close to zero at the final point,

(d) the Status values given in the printout from nag_opt_bounds_2nd_deriv (e04lbc), and in the
optional parameter options:state on exit are unlikely to be of interest (unless they are negative,
which would indicate that the modulus of one of the xj has reached 1010 for some reason),

(e) Norm g simply gives the norm of the first derivative vector.
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10 Example

This example minimizes the function

F ¼ x1 þ 10x2ð Þ2 þ 5 x3 � x4ð Þ2 þ x2 � 2x3ð Þ4 þ 10 x1 � x4ð Þ4

subject to the bounds

1 � x1 � 3
�2 � x2 � 0
1 � x4 � 3

starting from the initial guess 1:46;�0:82; 0:57; 1:21ð ÞT.
The options structure is declared and initialized by nag_opt_init (e04xxc). One option value is read
from a data file by use of nag_opt_read (e04xyc). The memory freeing function nag_opt_free (e04xzc)
is used to free the memory assigned to the pointers in the option structure. You must not use the
standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_bounds_2nd_deriv (e04lbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL funct(Integer n, const double xc[], double *fc,
double gc[], Nag_Comm *comm);

static void NAG_CALL h(Integer n, const double xc[], double fhesl[],
double fhesd[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const char *optionsfile = "e04lbce.opt";
static double ruser[2] = { -1.0, -1.0 };
Integer exit_status = 0;
Nag_Boolean print;
Integer n = 4;
Nag_Comm comm;
Nag_E04_Opt options;
double *bl = 0, *bu = 0, f, *g = 0, *x = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_bounds_2nd_deriv (e04lbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;
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if (n >= 1) {
if (!(x = NAG_ALLOC(n, double)) ||

!(bl = NAG_ALLOC(n, double)) ||
!(bu = NAG_ALLOC(n, double)) || !(g = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

bl[0] = 1.0;
bu[0] = 3.0;
bl[1] = -2.0;
bu[1] = 0.0;

/* x[2] is not bounded, so we set bl[2] to a large negative
* number and bu[2] to a large positive number
*/

bl[2] = -1e6;
bu[2] = 1e6;
bl[3] = 1.0;
bu[3] = 3.0;

/* Set up starting point */
x[0] = 3.0;
x[1] = -1.0;
x[2] = 0.0;
x[3] = 1.0;

print = Nag_TRUE;
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

fflush(stdout);
nag_opt_read("e04lbc", optionsfile, &options, print, "stdout", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_opt_bounds_2nd_deriv (e04lbc), see above. */
nag_opt_bounds_2nd_deriv(n, funct, h, Nag_Bounds, bl, bu, x, &f, g,

&options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error or warning from "
"nag_opt_bounds_2nd_deriv (e04lbc).\n%s\n", fail.message);

if (fail.code != NW_COND_MIN)
exit_status = 1;

}

/* Free memory allocated by nag_opt_bounds_deriv (e04kbc) to pointers hesd,
* hesl and state.
*/

/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_bounds_2nd_deriv (e04lbc).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(g);

return exit_status;
}

static void NAG_CALL funct(Integer n, const double xc[], double *fc,
double gc[], Nag_Comm *comm)

{
/* Function to evaluate objective function and its 1st derivatives. */
double term1, term1_sq;
double term2, term2_sq;
double term3, term3_sq, term3_cu;
double term4, term4_sq, term4_cu;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback funct, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}
term1 = xc[0] + 10.0 * xc[1];
term1_sq = term1 * term1;

term2 = xc[2] - xc[3];
term2_sq = term2 * term2;

term3 = xc[1] - 2.0 * xc[2];
term3_sq = term3 * term3;
term3_cu = term3 * term3_sq;

term4 = xc[0] - xc[3];
term4_sq = term4 * term4;
term4_cu = term4_sq * term4;

*fc = term1_sq + 5.0 * term2_sq
+ term3_sq * term3_sq + 10.0 * term4_sq * term4_sq;

gc[0] = 2.0 * term1 + 40.0 * term4_cu;
gc[1] = 20.0 * term1 + 4.0 * term3_cu;
gc[2] = 10.0 * term2 - 8.0 * term3_cu;
gc[3] = -10.0 * term2 - 40.0 * term4_cu;

}

/* funct */

static void NAG_CALL h(Integer n, const double xc[], double fhesl[],
double fhesd[], Nag_Comm *comm)

{
/* Routine to evaluate 2nd derivatives */
double term3_sq;
double term4_sq;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback h, first invocation.)\n");
fflush(stdout);
comm->user[1] = 0.0;

}
term3_sq = (xc[1] - 2.0 * xc[2]) * (xc[1] - 2.0 * xc[2]);
term4_sq = (xc[0] - xc[3]) * (xc[0] - xc[3]);

fhesd[0] = 2.0 + 120.0 * term4_sq;
fhesd[1] = 200.0 + 12.0 * term3_sq;
fhesd[2] = 10.0 + 48.0 * term3_sq;
fhesd[3] = 10.0 + 120.0 * term4_sq;
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fhesl[0] = 20.0;
fhesl[1] = 0.0;
fhesl[2] = -24.0 * term3_sq;
fhesl[3] = -120.0 * term4_sq;
fhesl[4] = 0.0;
fhesl[5] = -10.0;

}

/* h */

10.2 Program Data

nag_opt_bounds_2nd_deriv (e04lbc) Example Program Optional Parameters

begin e04lbc
print_level = Nag_Soln

end

10.3 Program Results

nag_opt_bounds_2nd_deriv (e04lbc) Example Program Results

Optional parameter setting for e04lbc.
--------------------------------------

Option file: e04lbce.opt

print_level set to Nag_Soln

Parameters to e04lbc
--------------------

Number of variables........... 4

optim_tol............... 1.05e-07 linesearch_tol.......... 9.00e-01
step_max................ 1.00e+05 max_iter................ 200
print_level......... Nag_Soln machine precision....... 1.11e-16
deriv_check............. Nag_TRUE
outfile................. stdout

Memory allocation:
state................... Nag
hesl.................... Nag hesd................... Nag
(User-supplied callback funct, first invocation.)
(User-supplied callback h, first invocation.)

Final solution:
Itn Nfun Objective Norm g Norm x Norm step Step CondH PosDef
10 14 2.4338e+00 1.3e-09 1.5e+00 2.4e-11 1.0e+00 4.4e+00 Yes

Variable x g Status
1 1.0000e+00 2.9535e-01 Lower Bound
2 -8.5233e-02 -5.8675e-10 Free
3 4.0930e-01 1.1735e-09 Free
4 1.0000e+00 5.9070e+00 Lower Bound

Error or warning from nag_opt_bounds_2nd_deriv (e04lbc).
NW_COND_MIN:

The conditions for a minimum have not all been satisfied but a lower
point could not be found.

11 Optional Parameters

A number of optional input and output arguments to nag_opt_bounds_2nd_deriv (e04lbc) are available
through the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning
an appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
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defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_bounds_2nd_deriv
(e04lbc); the default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, then this must
be done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).

11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_bounds_2nd_deriv (e04lbc) together with their default values where relevant. The number �
is a generic notation for machine precision (see nag_machine_precision (X02AJC)).

Boolean list Nag_TRUE
Nag_PrintType print_level Nag Soln Iter
char outfile[80] stdout

void (*print_fun)() NULL

Boolean deriv_check Nag_TRUE
Integer max_iter 50n
double optim_tol 10

ffiffi
�
p

double linesearch_tol 0.9 (0.0 if n ¼ 1)
double step_max 100000.0
Integer *state size n
double *hesl size max n n� 1ð Þ=2; 1ð Þ
double *hesd size n
Integer iter

Integer nf

11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_bounds_2nd_deriv
(e04lbc) will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_bounds_2nd_deriv (e04lbc). The following
values are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Full The final solution and detailed printout at each iteration.

Details of each level of results printout are described in Section 11.3.

C o n s t r a i n t : options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter o r
Nag Soln Iter Full.
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outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_COmm *comm);

See Section 11.3.1 below for further details.

deriv check – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:deriv check ¼ Nag TRUE a check of the derivatives defined by objfun and
hessfun will be made at the starting point x. A starting point of x ¼ 0 or x ¼ 1 should be avoided if
this test is to be meaningful.

max iter – Integer Default ¼ 50n

On entry: the limit on the number of iterations allowed before termination.

Constraint: options:max iter 	 0.

optim tol – double Default ¼ 10
ffiffi
�
p

On entry: the accuracy in x to which the solution is required. If xtrue is the true value of x at the
minimum, then xsol, the estimated position prior to a normal exit, is such that

xsol � xtruek k < options:optim tol� 1:0þ xtruek kð Þ,

where yk k ¼
Pn

j¼1y
2
j

� �1=2
. For example, if the elements of xsol are not much larger than 1.0 in modulus

and if options:optim tol is set to 10�5, then xsol is usually accurate to about five decimal places. (For
further details see Section 9.) If the problem is scaled roughly as described in Section 9 and � is the
machine precision, then

ffiffi
�
p

is probably the smallest reasonable choice for options:optim tol. (This is
because, normally, to machine accuracy, F xþ

ffiffi
�
p
ej

� �
¼ F xð Þ where ej is any column of the identity

matrix.)

Constraint: � � options:optim tol < 1:0.

linesearch tol – double Default ¼ 0:9 if n > 1, and 0.0 otherwise

On entry: every iteration of nag_opt_bounds_2nd_deriv (e04lbc) involves a linear minimization (i.e.,
minimization of F xþ �pð Þ with respect to �). options:linesearch tol specifies how accurately these
linear minimizations are to be performed. The minimum with respect to � will be located more
accurately for small values of options:linesearch tol (say 0.01) than for large values (say 0.9).

Although accurate linear minimizations will generally reduce the number of iterations performed by
nag_opt_bounds_2nd_deriv (e04lbc), they will increase the number of function evaluations required for
each iteration. On balance, it is usually more efficient to perform a low accuracy linear minimization.

A smaller value such as 0.01 may be worthwhile:

(a) if objfun takes so little computer time that it is worth using extra calls of objfun to reduce the
number of iterations and associated matrix calculations

(b) if calls to hessfun are expensive compared with calls to objfun.

(c) if F xð Þ is a penalty or barrier function arising from a constrained minimization problem (since
such problems are very difficult to solve).

If n ¼ 1, the default for options:linesearch tol ¼ 0:0 (if the problem is effectively one-dimensional
then options:linesearch tol should be set to 0.0 even though n > 1; i.e., if for all except one of the
variables the lower and upper bounds are equal).

Constraint: 0:0 � options:linesearch tol < 1:0.
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step max – double Default ¼ 100000:0

On entry: an estimate of the Euclidean distance between the solution and the starting point supplied by
you. (For maximum efficiency a slight overestimate is preferable.) nag_opt_bounds_2nd_deriv (e04lbc)
will ensure that, for each iteration,

Pn
j¼1 x

kð Þ
j � x

k�1ð Þ
j

h i2� �1=2

� options:step max,

where k is the iteration number. Thus, if the problem has more than one solution,
nag_opt_bounds_2nd_deriv (e04lbc) is most likely to find the one nearest the starting point. On
difficult problems, a realistic choice can prevent the sequence of x kð Þ entering a region where the
problem is ill-behaved and can also help to avoid possible overflow in the evaluation of F xð Þ. However,
an underestimate of options:step max can lead to inefficiency.

Constraint: options:step max 	 options:optim tol.

state – Integer * Default memory ¼ n

On exit: options:state contains information about which variables are on their bounds and which are
free at the final point given in x. If xj is:

(a) fixed on its upper bound, options:state½j� 1� is �1;
(b) fixed on its lower bound, options:state½j� 1� is �2;
(c) effectively a constant (i.e., lj ¼ uj), options:state½j� 1� is �3;
(d) free, options:state½j� 1� gives its position in the sequence of free variables.

hesl – double * Default memory ¼ max n n� 1ð Þ=2; 1ð Þ
hesd – double * Default memory ¼ n

On exit: during the determination of a direction pz (see Section 3), H þ E is decomposed into the
product LDLT, where L is a unit lower triangular matrix and D is a diagonal matrix. (The matrices H,
E, L and D are all of dimension nz, where nz is the number of variables free from their bounds. H
consists of those rows and columns of the full second derivative matrix which relate to free variables. E
is chosen so that H þ E is positive definite.)

options:hesl and options:hesd are used to store the factors L and D. The elements of the strict lower
triangle of L are stored row by row in the first nz nz � 1ð Þ=2 positions of options:hesl. The diagonal
elements of D are stored in the first nz positions of options:hesd.

In the last factorization before a normal exit, the matrix E will be zero, so that options:hesl and
options:hesd will contain, on exit, the factors of the final second derivative matrix H. The elements of
options:hesd are useful for deciding whether to accept the result produced by nag_opt_bounds_2nd_der
iv (e04lbc) (see Section 9).

iter – Integer

On exit: the number of iterations which have been performed in nag_opt_bounds_2nd_deriv (e04lbc).

nf – Integer

On exit: the number of times the residuals have been evaluated (i.e., number of calls of objfun).

11.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 11.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_bounds_2nd_deriv (e04lbc) are listed, whereas the printout of results is governed by the value
of options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of
output at each iteration and the final result. This section describes all of the possible levels of results
printout available from nag_opt_bounds_2nd_deriv (e04lbc).
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When options:print level ¼ Nag Iter or Nag Soln Iter the following line of output is produced on
completion of each iteration.

Itn the iteration count, k.

Nfun the cumulative number of calls made to objfun.

Objective the value of the objective function, F x kð Þ� �
Norm g the Euclidean norm of the projected gradient vector, gz x

kð Þ� ��� ��.
Norm x the Euclidean norm of x kð Þ.

Norm(x(k-1)-x(k)) the Euclidean norm of x k�1ð Þ � x kð Þ.

Step the step � kð Þ taken along the computed search direction p kð Þ.

Cond H the ratio of the largest to the smallest element of the diagonal factor D of the
projected Hessian matrix. This quantity is usually a good estimate of the
condition number of the projected Hessian matrix. (If no variables are currently
free, this value will be zero.)

PosDef indicates whether the second derivative matrix for the current subspace, H, is
positive definite (Yes) or not (No).

When options:print level ¼ Nag Soln Iter Full more detailed results are given at each iteration.
Additional values output are

x the current point x kð Þ.

g the current projected gradient vector, gz x kð Þ� �
.

Status the current state of the variable with respect to its bound(s).

If options:print level ¼ Nag Soln, Nag Soln Iter or Nag Soln Iter Full the final result is printed out.
This consists of:

x the final point, x�.

g the final projected gradient vector, gz x�ð Þ.

Status the final state of the variable with respect to its bound(s).

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_bounds_2nd_deriv (e04lbc) returns to the calling program.

11.3.1 Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

The rest of this section can be skipped if the default printing facilities provide the required
functionality.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_bounds_2nd_deriv (e04lbc). Calls to the user-defined function are
again controlled by means of the options:print level member. Information is provided through st and
comm, the two structure arguments to options:print fun.

If comm!it prt ¼ Nag TRUE then the results on completion of an iteration of nag_opt_bounds_2nd_
deriv (e04lbc) are contained in the members of st. If comm!sol prt ¼ Nag TRUE then the final results
from nag_opt_bounds_2nd_deriv (e04lbc), including details of the final iteration, are contained in the
members of st. In both cases, the same members of st are set, as follows:
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iter – Integer

The current iteration count, k, if comm!it prt ¼ Nag TRUE; the final iteration count, k, if
comm!sol prt ¼ Nag TRUE.

n – Integer

The number of variables.

x – double *

The coordinates of the point x kð Þ.

f – double *

The value of the objective function at x kð Þ.

g – double *

The value of
@F

@xj
at x kð Þ, j ¼ 1; 2; . . . ; n.

gpj_norm – double

The Euclidean norm of the projected gradient gz at x kð Þ.

step – double

The step � kð Þ taken along the search direction p kð Þ.

cond – double

The estimate of the condition number of the projected Hessian matrix, see Section 11.3.

xk_norm – double

The Euclidean norm of x k�1ð Þ � x kð Þ.

state – Integer *

The status of variables xj , for j ¼ 1; 2; . . . ; n, with respect to their bounds. See Section 11.2 for a
description of the possible status values.

posdef – Nag_Boolean

Will be Nag_TRUE if the second derivative matrix H for the current subspace is positive
definite, and Nag_FALSE otherwise.

nf – Integer

The cumulative number of calls made to objfun.

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the results of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_bounds_2nd_deriv (e04lbc) or during a call to objfun or
options:print fun. The type Pointer will be void * with a C compiler that defines void *

and char * otherwise.
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NAG Library Function Document

nag_opt_lp (e04mfc)

1 Purpose

nag_opt_lp (e04mfc) solves general linear programming problems. It is not intended for large sparse
problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_lp (Integer n, Integer nclin, const double a[], Integer tda,
const double bl[], const double bu[], const double cvec[], double x[],
double *objf, Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_lp (e04mfc) is designed to solve linear programming (LP) problems of the form

minimize
x2Rn

cTx subject to l � x
Ax


 �
� u;

where c is an n element vector and A is an mlin by n matrix.

The function allows the linear objective function to be omitted in which case a feasible point (FP) for
the set of constraints is sought.

The constraints involving A are called the general constraints. Note that upper and lower bounds are
specified for all the variables and for all the general constraints. An equality constraint can be specified
by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u can be set to
special values that will be treated as �1 or þ1. (See the description of the optional parameter
options:inf bound in Section 12.2).

You must supply an initial estimate of the solution.

Details about the algorithm are described in Section 11, but it is not necessary to read this more
advanced section before using nag_opt_lp (e04mfc).

4 References

Gill P E, Hammarling S, Murray W, Saunders M A and Wright M H (1986) Users' guide for LSSOL
(Version 1.0) Report SOL 86-1 Department of Operations Research, Stanford University

Gill P E and Murray W (1978) Numerically stable methods for quadratic programming Math.
Programming 14 349–372

Gill P E, Murray W, Saunders M A and Wright M H (1984) Procedures for optimization problems with
a mixture of bounds and general linear constraints ACM Trans. Math. Software 10 282–298

Gill P E, Murray W, Saunders M A and Wright M H (1989) A practical anti-cycling procedure for
linearly constrained optimization Math. Programming 45 437–474

Gill P E, Murray W, Saunders M A and Wright M H (1991) Inertia-controlling methods for general
quadratic programming SIAM Rev. 33 1–36

Gill P E, Murray W and Wright M H (1991) Numerical Linear Algebra and Optimization (Volume 1)
Addison Wesley, Redwood City, California.
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5 Arguments

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

2: nclin – Integer Input

On entry: mlin , the number of general linear constraints.

Constraint: nclin 	 0.

3: a½nclin� tda� – const double Input

Note: the i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
On entry: the ith row of a must contain the coefficients of the ith general linear constraint (the
ith row of A), for i ¼ 1; 2; . . . ;mlin.

If nclin ¼ 0 then the array a is not referenced.

4: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: if nclin > 0, tda 	 n

5: bl½nþ nclin� – const double Input
6: bu½nþ nclin� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds, for all the constraints in
the following order. The first n elements of each array must contain the bounds on the variables,
and the next mlin elements the bounds for the general linear constraints (if any). To specify a
nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �options:inf bound, and to specify a
nonexistent upper bound (i.e. , uj ¼ þ1), set bu½j� 1� 	 options:inf bound; here
options:inf bound is the value of the optional parameter options:inf bound, whose default
value is 1020 (see Section 12.2). To specify the jth constraint as an equality, set
bl½j� 1� ¼ bu½j� 1� ¼ �, say, where �j j < options:inf bound.

Constraint: bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ; nþ nclin� 1.

7: cvec½n� – const double Input

On entry: the coefficients of the objective function when the problem is of type
options:prob ¼ Nag LP. The problem type is specified by the optional parameter
options:prob (see Section 12.2) and the values options:prob ¼ Nag LP or Nag FP represent
linear programming problem and feasible point problem respectively. options:prob ¼ Nag LP is
the default problem type for nag_opt_lp (e04mfc).

If the problem type options:prob ¼ Nag FP is specified then cvec is not referenced and a NULL
pointer may be given.

8: x½n� – double Input/Output

On entry: an initial estimate of the solution.

On exit: the point at which nag_opt_lp (e04mfc) terminated. If fail:code ¼ NE NOERROR,
NW_SOLN_NOT_UNIQUE or NW_NOT_FEASIBLE, x contains an estimate of the solution.

9: objf – double * Output

On exit: the value of the objective function at x if x is feasible, or the sum of infeasibilities at x
otherwise. If the problem is of type options:prob ¼ Nag FP and x is feasible, objf is set to zero.
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10: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_lp (e04mfc). These structure members offer the means of adjusting some
of the argument values of the algorithm and on output will supply further details of the results. A
description of the members of options is given below in Section 12.2. Some of the results
returned in options can be used by nag_opt_lp (e04mfc) to perform a ‘warm start’ if it is re-
entered (see the member options:start in Section 12.2).

If any of these optional parameters are required, then the structure options should be declared
and initialized by a call to nag_opt_init (e04xxc) immediately before being supplied as an
argument to nag_opt_lp (e04mfc).

11: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for user communication with an optional user-defined
printing function. See Section 12.3.1 for details. If you do not need to make use of this
communication feature then the null pointer NAGCOMM_NULL may be used in the call to
nag_opt_lp (e04mfc).

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t h e s t r u c t u r e membe r options:print level ( s e e Sec t i on 12 .2 ) . The de f au l t ,
options:print level ¼ Nag Soln Iter, provides a single line of output at each iteration and the final
result. This section describes the default printout produced by nag_opt_lp (e04mfc).

The convention for numbering the constraints in the iteration results is that indices 1 to n refer to the
bounds on the variables, and indices nþ 1 to nþmlin refer to the general constraints. When the status
of a constraint changes, the index of the constraint is printed, along with the designation L (lower
bound), U (upper bound), E (equality), F (temporarily fixed variable) or A (artificial constraint).

The single line of intermediate results output on completion of each iteration gives:

Itn the iteration count.

Jdel the index of the constraint deleted from the working set. If Jdel is zero, no constraint
was deleted.

Jadd the index of the constraint added to the working set. If Jadd is zero, no constraint was
added.

Step the step taken along the computed search direction. If a constraint is added during the
current iteration (i.e., Jadd is positive), Step will be the step to the nearest constraint.
When the problem is of type options:prob ¼ Nag LP the step can be greater than 1:0
during the optimality phase.

Ninf the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Obj the value of the current objective function. If x is not feasible, Sinf gives a weighted
sum of the magnitudes of constraint violations. If x is feasible, Obj is the value of the
objective function. The output line for the final iteration of the feasibility phase (i.e.,
the first iteration for which Ninf is zero) will give the value of the true objective at the
first feasible point.

During the optimality phase, the value of the objective function will be non-increasing.
During the feasibility phase, the number of constraint infeasibilities will not increase
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until either a feasible point is found, or the optimality of the multipliers implies that no
feasible point exists. Once optimal multipliers are obtained, the number of
infeasibilities can increase, but the sum of infeasibilities will either remain constant
or be reduced until the minimum sum of infeasibilities is found.

Bnd the number of simple bound constraints in the current working set.

Lin the number of general linear constraints in the current working set.

Nart the number of artificial constraints in the working set.

Nrz the dimension of the subspace in which the objective function is currently being
minimized. The value of Nrz is the number of variables minus the number of
constraints in the working set; i.e., Nrz ¼ n� Bndþ Linþ Nartð Þ.

Norm Gz the Euclidean norm of the reduced gradient. During the optimality phase, this norm will
be approximately zero after a unit step.

The printout of the final result consists of:

Varbl the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State the state of the variable (FR if neither bound is in the working set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound, TF if temporarily fixed at
its current value). If Value lies outside the upper or lower bounds by more than the
feasibility tolerance, State will be ++ or -- respectively.

Value the value of the variable at the final iteration.

Lower bound t he lower bound spec ified for the var iab le . (None ind ica tes tha t
bl½j� 1� � �options:inf bound.)

Upper bound t he uppe r bound spec ified for the var iab le . (None ind ica tes tha t
bu½j� 1� 	 options:inf bound.)

Lagr mult the value of the Lagrange multiplier for the associated bound constraint. This will be
zero if State is FR. If x is optimal, the multiplier should be non-negative if State is
LL, and non-positive if State is UL.

Residual the difference between the variable Value and the nearer of its bounds bl½j� 1� and
bu½j� 1�.

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, and with the following change in the heading:

LCon the name (L) and index j, for j ¼ 1; 2; . . . ;mlin of the constraint.

6 Error Indicators and Warnings

If one of NE_INT_ARG_LT, NE_2_INT_ARG_LT, NE_OPT_NOT_INIT, NE_BAD_PARAM,
NE_INVALID_INT_RANGE_1, NE_INVALID_INT_RANGE_2, NE_INVALID_REAL_RANGE_FF,
NE_INVALID_REAL_RANGE_F, NE_CVEC_NULL, NE_WARM_START, NE_BOUND, NE_-
BOUND_LCON, NE_STATE_VAL and NE_ALLOC_FAIL occurs, no values will have been assigned
to objf, or to options:ax and options:lambda. x and options:state will be unchanged.

NE_2_INT_ARG_LT

On entry, tda ¼ valueh i while n ¼ valueh i. These arguments must satisfy tda 	 n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:print level had an illegal value.

On entry, argument options:prob had an illegal value.
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On entry, argument options:start had an illegal value.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_CVEC_NULL

options:prob ¼ valueh i but argument cvec ¼ NULL.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:fcheck not valid. Correct range is options:fcheck 	 1.

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

NE_INVALID_INT_RANGE_2

Va l u e valueh i g i v e n t o options:reset ftol n o t v a l i d . C o r r e c t r a n g e i s
0 < options:reset ftol < 10000000.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:ftol not valid. Correct range is options:ftol > 0:0.

Value valueh i given to options:inf bound not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step not valid. Correct range is options:inf step > 0:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:crash tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol � 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

options structure not initialized.

NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.
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NE_UNBOUNDED

Solution appears to be unbounded.
This value of fail:code implies that a step as large as options:inf step would have to be taken in
order to continue the algorithm. This situation can occur only when the problem is of type
options:prob ¼ Nag LP and at least one variable has no upper or lower bound.

NE_WARM_START

options:start ¼ Nag Warm but pointer options:state ¼ NULL.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_NOT_FEASIBLE

No feasible point was found for the linear constraints.
It was not possible to satisfy all the constraints to within the feasibility tolerance. In this case, the
constraint violations at the final x will reveal a value of the tolerance for which a feasible point
will exist – for example, if the feasibility tolerance for each violated constraint exceeds its
Residual at the final point. You should check that there are no constraint redundancies. If the
data for the constraints are accurate only to the absolute precision �, you should ensure that the
value of the optional parameter options:ftol is greater than �. For example, if all elements of A
are of order unity and are accurate only to three decimal places, the optional parameter
options:ftol should be at least 10�3.

NW_OVERFLOW_WARN

Serious ill-conditioning in the working set after adding constraint valueh i. Overflow may occur in
subsequent iterations.
If overflow occurs preceded by this warning then serious ill-conditioning has probably occurred
in the working set when adding a constraint. It may be possible to avoid the difficulty by
increasing the magnitude of the optional parameter options:ftol and re-running the program. If
the message recurs even after this change, the offending linearly dependent constraint j must be
removed from the problem.

NW_SOLN_NOT_UNIQUE

Optimal solution is not unique.
x is a weak local minimum (the projected gradient is negligible, the Lagrange multipliers are
optimal but there is a small multiplier). This means that the solution x is not unique.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.
The value of the optional parameter options:max iter may be too small. If the method appears to
be making progress (e.g., the objective function is being satisfactorily reduced), increase the
value of options:max iter and rerun nag_opt_lp (e04mfc) (possibly using the
options:start ¼ Nag Warm facility to specify the initial working set).

7 Accuracy

nag_opt_lp (e04mfc) implements a numerically stable active set strategy and returns solutions that are
as accurate as the condition of the problem warrants on the machine.

8 Parallelism and Performance

nag_opt_lp (e04mfc) is not threaded in any implementation.
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9 Further Comments

Sensible scaling of the problem is likely to reduce the number of iterations required and make the
problem less sensitive to perturbations in the data, thus improving the condition of the problem. In the
absence of better information it is usually sensible to make the Euclidean lengths of each constraint of
comparable magnitude. See the e04 Chapter Introduction and Gill et al. (1986) for further information
and advice.

10 Example

This example is a portfolio investment problem taken from Gill et al. (1991). The objective function to
be minimized is

�5x1 � 2x3

subject to the bounds

x1 	 �75
x2 	 �1000
x3 	 �25

and the general constraints

20x1 þ 2x2 þ 100x3 ¼ 0
18x1 þ 3x2 þ 102x3 	 �600
15x1 � 1

2x2 � 25x3 	 0
�5x1 þ 3

2x2 � 25x3 	 �500
�5x1 � 1

2x2 þ 75x3 	 �1000
The initial point, which is feasible, is

x0 ¼ 10:0; 20:0; 100:0ð ÞT:
The solution is

x� ¼ 75:0;�250:0;�10:0ð ÞT:
Three general constraints are active at the solution, the bound constraints are all inactive.

The options structure is declared and initialized by nag_opt_init (e04xxc), a value is assigned directly
to option options:inf bound and nag_opt_lp (e04mfc) is then called. On successful return two further
options are read from a data file by use of nag_opt_read (e04xyc) and the problem is re-run. The
memory freeing function nag_opt_free (e04xzc) is used to free the memory assigned to the pointers in
the options structure. You must not use the standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_lp (e04mfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* This sample linear program (LP) is a portfolio investment problem
* (see Chapter 7, pp 258--262 of ‘‘Numerical Linear Algebra and
* Optimization’’, by Gill, Murray and Wright, Addison Wesley, 1991).
* The problem involves the rearrangement of a portfolio of three
* stocks, Glitter, Risky and Trusty, so that the net worth of the
* investor is maximized.
* The problem is characterized by the following data:
* Glitter Risky Trusty
* 1990 Holdings 75 1000 25
* 1990 Priceshare($) 20 2 100
* 2099 Priceshare($) 18 3 102
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* 2099 Dividend 5 0 2
*
* The variables x[0], x[1] and x[2] represent the change in each of
* the three stocks.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nage04.h>

#define A(I, J) a[(I) *tda + J]

int main(void)
{

const char *optionsfile = "e04mfce.opt";
Integer exit_status = 0;
Nag_Boolean print;
Integer n, nbnd, nclin, tda;
Nag_E04_Opt options;
double *a = 0, bigbnd, *bl = 0, *bu = 0, *cvec = 0, objf, *x = 0;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_lp (e04mfc) Example Program Results\n");
/* Set the actual problem dimensions.
* n = the number of variables.
* nclin = the number of general linear constraints (may be 0).
*/

n = 3;
nclin = 5;
nbnd = n + nclin;
if (n >= 1 && nclin >= 0) {

if (!(x = NAG_ALLOC(n, double)) ||
!(cvec = NAG_ALLOC(n, double)) ||
!(a = NAG_ALLOC(nclin * n, double)) ||
!(bl = NAG_ALLOC(nbnd, double)) || !(bu = NAG_ALLOC(nbnd, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;

}
else {

printf("Invalid n or nclin.\n");
exit_status = 1;
return exit_status;

}

/* Define the value used to denote ‘‘infinite’’ bounds. */
bigbnd = 1e+25;

/* Objective function: maximize 5*X[0] + 2*X[2], or equivalently,
* minimize -5*X[0] - 2*X[2].
*/

cvec[0] = -5.0;
cvec[1] = 0.0;
cvec[2] = -2.0;

/* a = the general constraint matrix.
* bl = the lower bounds on x and A*x.
* bu = the upper bounds on x and A*x.
* x = the initial estimate of the solution.
*
* A nonnegative amount of stock must be present after rearrangement.
* For Glitter: x[0] + 75 >= 0.
*/
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bl[0] = -75.0;
bu[0] = bigbnd;

/* For Risky: x[1] + 1000 >= 0.0 */
bl[1] = -1000.0;
bu[1] = bigbnd;

/* For Trusty: x[2] + 25 >= 0.0 */
bl[2] = -25.0;
bu[2] = bigbnd;

/* The current value of the portfolio must be the same after
* rearrangement, i.e.,
* 20*(75+x[0]) + 2*(1000+x[1]) + 100*(25+x[2]) = 6000, or
* 20*x[0] + 2*x[1] + 100*x[2] = 0.
*/

A(0, 0) = 20.0;
A(0, 1) = 2.0;
A(0, 2) = 100.0;
bl[n] = 0.0;
bu[n] = 0.0;

/* The value of the portfolio must increase by at least 5 per cent
* at the end of the year, i.e.,
* 18*(75+x[0]) + 3*(1000+x[1]) + 102*(25+x[2]) >= 6300, or
* 18*x[0] + 3*x[1] + 102*x[2] >= -600.
*/

A(1, 0) = 18.0;
A(1, 1) = 3.0;
A(1, 2) = 102.0;
bl[n + 1] = -600.0;
bu[n + 1] = bigbnd;

/* There are three ‘‘balanced portfolio’’ constraints. The value of
* a stock must constitute at least a quarter of the total final
* value of the portfolio. After rearrangement, the value of the
* portfolio after is 20*(75+x[0]) + 2*(1000+x[1]) + 100*(25+x[2]).
*
* If Glitter is to constitute at least a quarter of the final
* portfolio, then 15*x[0] - 0.5*x[1] - 25*x[2] >= 0.
*/

A(2, 0) = 15.0;
A(2, 1) = -0.5;
A(2, 2) = -25.0;
bl[n + 2] = 0.0;
bu[n + 2] = bigbnd;

/* If Risky is to constitute at least a quarter of the final
* portfolio, then -5*x[0] + 1.5*x[1] - 25*x[2] >= -500.
*/

A(3, 0) = -5.0;
A(3, 1) = 1.5;
A(3, 2) = -25.0;
bl[n + 3] = -500.0;
bu[n + 3] = bigbnd;

/* If Trusty is to constitute at least a quarter of the final
* portfolio, then -5*x[0] - 0.5*x[1] + 75*x[2] >= -1000.
*/

A(4, 0) = -5.0;
A(4, 1) = -0.5;
A(4, 2) = 75.0;
bl[n + 4] = -1000.0;
bu[n + 4] = bigbnd;

/* Set the initial estimate of the solution.
* This portfolio is infeasible.
*/

x[0] = 10.0;
x[1] = 20.0;
x[2] = 100.0;
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/* Initialize options structure to null values. */
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
options.inf_bound = bigbnd;

/* Solve the problem. */
/* nag_opt_lp (e04mfc), see above. */
fflush(stdout);
nag_opt_lp(n, nclin, a, tda, bl, bu, cvec,

x, &objf, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_lp (e04mfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Re-solve the problem with some additonal options. */

printf("Re-solve problem with output of iteration results");
printf(" suppressed and ftol = 1.0e-10.\n");

/* Read additional options from a file. */
print = Nag_TRUE;
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

fflush(stdout);
nag_opt_read("e04mfc", optionsfile, &options, print, "stdout", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reset starting point */
x[0] = 0.0;
x[1] = 0.0;
x[2] = 0.0;

/* Solve the problem again. */
/* nag_opt_lp (e04mfc), see above. */
nag_opt_lp(n, nclin, a, tda, bl, bu, cvec,

x, &objf, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_lp (e04mfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Free memory allocated by nag_opt_lp (e04mfc) to pointers in options. */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(cvec);
NAG_FREE(a);
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NAG_FREE(bl);
NAG_FREE(bu);

return exit_status;
}

10.2 Program Data

nag_opt_lp (e04mfc) Example Program Optional Parameters

Following options for e04mfc are read by e04xyc.

begin e04mfc

print_level = Nag_Soln /* Print solution only */
ftol = 1e-10 /* Set feasiblity tolerance */

end

10.3 Program Results

nag_opt_lp (e04mfc) Example Program Results

Parameters to e04mfc
--------------------

Linear constraints............ 5 Number of variables........... 3

prob.................... Nag_LP start................... Nag_Cold
ftol.................... 1.05e-08 reset_ftol.............. 5
fcheck.................. 50 crash_tol............... 1.00e-02
inf_bound............... 1.00e+25 inf_step................ 1.00e+25
max_iter................ 50 machine precision....... 1.11e-16
optim_tol............... 1.72e-13 min_infeas.............. Nag_FALSE
print_level......... Nag_Soln_Iter
outfile................. stdout

Memory allocation:
state................... Nag
ax...................... Nag lambda.................. Nag

Results from e04mfc:
-------------------

Itn Jdel Jadd Step Ninf Sinf/Obj Bnd Lin Nart Nrz Norm Gz

0 0 0 0.0e+00 1 1.9369e+02 0 1 2 0 1.96e+01
1 2 A 6 L 5.0e-01 0 7.2049e-01 0 2 1 0 4.00e-02
2 6 L 8 L 1.1e+01 0 -2.2109e+02 0 2 1 0 4.98e-01
3 1 A 7 L 5.4e+02 0 -3.5500e+02 0 3 0 0 0.00e+00

Final solution:

Varbl State Value Lower Bound Upper Bound Lagr Mult Residual

V 1 FR 7.50000e+01 -7.5000e+01 None 0.000e+00 1.500e+02
V 2 FR -2.50000e+02 -1.0000e+03 None 0.000e+00 7.500e+02
V 3 FR -1.00000e+01 -2.5000e+01 None 0.000e+00 1.500e+01

LCon State Value Lower Bound Upper Bound Lagr Mult Residual

L 1 EQ -3.01303e-13 0.0000e+00 0.0000e+00 -1.300e-01 -3.013e-13
L 2 FR -4.20000e+02 -6.0000e+02 None 0.000e+00 1.800e+02
L 3 FR 1.50000e+03 0.0000e+00 None 0.000e+00 1.500e+03
L 4 LL -5.00000e+02 -5.0000e+02 None 2.500e-01 5.684e-14
L 5 LL -1.00000e+03 -1.0000e+03 None 2.300e-01 0.000e+00

Exit after 3 iterations.

Optimal LP solution found.
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Final LP objective value = -3.5500000e+02

Re-solve problem with output of iteration results suppressed and ftol = 1.0e-10.

Optional parameter setting for e04mfc.
--------------------------------------

Option file: e04mfce.opt

print_level set to Nag_Soln
ftol set to 1.00e-10

Parameters to e04mfc
--------------------

Linear constraints............ 5 Number of variables........... 3

prob.................... Nag_LP start................... Nag_Cold
ftol.................... 1.00e-10 reset_ftol.............. 5
fcheck.................. 50 crash_tol............... 1.00e-02
inf_bound............... 1.00e+25 inf_step................ 1.00e+25
max_iter................ 50 machine precision....... 1.11e-16
optim_tol............... 1.72e-13 min_infeas.............. Nag_FALSE
print_level......... Nag_Soln
outfile................. stdout

Memory allocation:
state................... Nag
ax...................... Nag lambda.................. Nag

Final solution:

Varbl State Value Lower Bound Upper Bound Lagr Mult Residual

V 1 FR 7.50000e+01 -7.5000e+01 None 0.000e+00 1.500e+02
V 2 FR -2.50000e+02 -1.0000e+03 None 0.000e+00 7.500e+02
V 3 FR -1.00000e+01 -2.5000e+01 None 0.000e+00 1.500e+01

LCon State Value Lower Bound Upper Bound Lagr Mult Residual

L 1 EQ 4.78019e-13 0.0000e+00 0.0000e+00 -1.300e-01 4.780e-13
L 2 FR -4.20000e+02 -6.0000e+02 None 0.000e+00 1.800e+02
L 3 FR 1.50000e+03 0.0000e+00 None 0.000e+00 1.500e+03
L 4 LL -5.00000e+02 -5.0000e+02 None 2.500e-01 0.000e+00
L 5 LL -1.00000e+03 -1.0000e+03 None 2.300e-01 3.411e-13

Exit after 2 iterations.

Optimal LP solution found.

Final LP objective value = -3.5500000e+02

11 Further Description

This section gives a detailed description of the algorithm used in nag_opt_lp (e04mfc). This, and
possibly the next section, Section 12, may be omitted if the more sophisticated features of the algorithm
and software are not currently of interest.

11.1 Overview

nag_opt_lp (e04mfc) is based on an inertia-controlling method due to Gill and Murray (1978) and is
described in detail by Gill et al. (1991). Here the main features of the method are summarised. Where
possible, explicit reference is made to the names of variables that are arguments of nag_opt_lp (e04mfc)
or appear in the printed output. nag_opt_lp (e04mfc) has two phases: finding an initial feasible point by
minimizing the sum of infeasibilities (the feasibility phase), and minimizing the linear objective
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function within the feasible region (the optimality phase). The computations in both phases are
performed by the same functions. The two-phase nature of the algorithm is reflected by changing the
function being minimized from the sum of infeasibilities to the linear objective function. The feasibility
phase does not perform the standard simplex method (i.e., it does not necessarily find a vertex), except
in the LP case when mlin � n. Once any iterate is feasible, all subsequent iterates remain feasible.

In general, an iterative process is required to solve a linear program. (For simplicity, we shall always
consider a typical iteration and avoid reference to the index of the iteration.) Each new iterate �x is
defined by

�x ¼ xþ �p; ð1Þ

where the steplength � is a non-negative scalar, and p is called the search direction.

At each point x, a working set of constraints is defined to be a linearly independent subset of the
constraints that are satisfied ‘exactly’ (to within the tolerance defined by the optional parameter
options:ftol; see Section 12.2). The working set is the current prediction of the constraints that hold
with equality at a solution of an LP problem. The search direction is constructed so that the constraints
in the working set remain unaltered for any value of the step length. For a bound constraint in the
working set, this property is achieved by setting the corresponding component of the search direction to
zero. Thus, the associated variable is fixed and the specification of the working set induces a partition of
x into fixed and free variables. During a given iteration, the fixed variables are effectively removed from
the problem; since the relevant components of the search direction are zero, the columns of A
corresponding to fixed variables may be ignored.

Let mw denote the number of general constraints in the working set and let nfx denote the number of
variables fixed at one of their bounds (mw and nfx are the quantities Lin and Bnd in the printed output
from nag_opt_lp (e04mfc)). Similarly, let nfr nfr ¼ n� nfx

� �
denote the number of free variables. At

every iteration, the variables are re-ordered so that the last nfx variables are fixed, with all other
relevant vectors and matrices ordered accordingly.

11.2 Definition of the Search Direction

Let Afr denote the mw by nfr sub-matrix of general constraints in the working set corresponding to the
free variables, and let pfr denote the search direction with respect to the free variables only. The general
constraints in the working set will be unaltered by any move along p if

Afrpfr ¼ 0: ð2Þ

In order to compute pfr, the TQ factorization of Afr is used:

AfrQfr ¼ 0 T
� �

; ð3Þ

where T is a nonsingular mw by mw upper triangular matrix (i.e., tij ¼ 0 if i > j), and the nonsingular
nfr by nfr matrix Qfr is the product of orthogonal transformations (see Gill et al. (1984)). If the
columns of Qfr are partitioned so that

Qfr ¼ Z Y
� �

;

where Y is nfr �mw, then the nz nz ¼ nfr �mw

� �
columns of Z form a basis for the null space of

Afr. Let nr be an integer such that 0 � nr � nz, and let Zr denote a matrix whose nr columns are a
subset of the columns of Z. (The integer nr is the quantity Nrz in the printed output from nag_opt_lp
(e04mfc). In many cases, Zr will include all the columns of Z.) The direction pfr will satisfy (2) if

pfr ¼ Zrpr; ð4Þ

where pr is any nr-vector.
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11.3 The Main Iteration

Let Q denote the n by n matrix

Q ¼ Qfr

Ifx

� �
;

where Ifx is the identity matrix of order nfx. Let gq denote the transformed gradient

gq ¼ QTc

and let the vector of first nr elements of gq be denoted by gr. The quantity gr is known as the reduced
gradient of cTx. If the reduced gradient is zero, x is a constrained stationary point in the subspace
defined by Z. During the feasibility phase, the reduced gradient will usually be zero only at a vertex
(although it may be zero at non-vertices in the presence of constraint dependencies). During the
optimality phase, a zero reduced gradient implies that x minimizes the linear objective when the
constraints in the working set are treated as equalities. At a constrained stationary point, Lagrange
multipliers �c and �b for the general and bound constraints are defined from the equations

AT
fr�c ¼ gfr and �b ¼ gfx �AT

fx�c: ð5Þ

Given a positive constant � of the order of the machine precision, a Lagrange multiplier �j
corresponding to an inequality constraint in the working set is said to be optimal if �j � � when the
associated constraint is at its upper bound, or if �j 	 �� when the associated constraint is at its lower
bound. If a multiplier is non-optimal, the objective function (either the true objective or the sum of
infeasibilities) can be reduced by deleting the corresponding constraint (with index Jdel; see
Section 12.3) from the working set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, there
is no feasible point, and nag_opt_lp (e04mfc) will continue until the minimum value of the sum of
infeasibilities has been found. At this point, the Lagrange multiplier �j corresponding to an inequality
constraint in the working set will be such that � 1þ �ð Þ � �j � � when the associated constraint is at its
upper bound, and �� � �j � 1þ �ð Þ when the associated constraint is at its lower bound. Lagrange
multipliers for equality constraints will satisfy �j

		 		 � 1þ �.

If the reduced gradient is not zero, Lagrange multipliers need not be computed and the nonzero
elements of the search direction p are given by Zrpr. The choice of step length is influenced by the need
to maintain feasibility with respect to the satisfied constraints.

Each change in the working set leads to a simple change to Afr: if the status of a general constraint
changes, a row of Afr is altered; if a bound constraint enters or leaves the working set, a column of Afr

changes. Explicit representations are recurred of the matrices T and Qfr and of vectors QTg, and QTc.

One of the most important features of nag_opt_lp (e04mfc) is its control of the conditioning of the
working set, whose nearness to linear dependence is estimated by the ratio of the largest to smallest
diagonal elements of the TQ factor T (the printed value Cond T; see Section 12.3). In constructing the
initial working set, constraints are excluded that would result in a large value of Cond T.

nag_opt_lp (e04mfc) includes a rigorous procedure that prevents the possibility of cycling at a point
where the active constraints are nearly linearly dependent (see Gill et al. (1989)). The main feature of
the anti-cycling procedure is that the feasibility tolerance is increased slightly at the start of every
iteration. This not only allows a positive step to be taken at every iteration, but also provides, whenever
possible, a choice of constraints to be added to the working set. Let �m denote the maximum step at
which xþ �mp does not violate any constraint by more than its feasibility tolerance. All constraints at a
distance � � � �mð Þ along p from the current point are then viewed as acceptable candidates for
inclusion in the working set. The constraint whose normal makes the largest angle with the search
direction is added to the working set.

11.4 Choosing the Initial Working Set

Let Z be partitioned as Z ¼ ZrZað Þ. A working set for which Zr defines the null space can be obtained
by including the rows of ZT

a as ‘artificial constraints’. Minimization of the objective function then
proceeds within the subspace defined by Zr, as described in Section 11.2.
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The artificially augmented working set is given by

�Afr ¼ ZT
a

Afr

� �
; ð6Þ

so that pfr will satisfy Afrpfr ¼ 0 and ZT
a pfr ¼ 0. By definition of the TQ factorization, �Afr

automatically satisfies the following:

�AFRQFR ¼ ZT
A

AFR

� �
QFR ¼ ZT

A
AFR

� �
ZR ZA Y
� �

¼ 0 �T
� �

;

where

�T ¼ I 0
0 T

� �
;

and hence the TQ factorization of (6) is available trivially from T and Qfr without additional expense.

The matrix Za is not kept fixed, since its role is purely to define an appropriate null space; the TQ
factorization can therefore be updated in the normal fashion as the iterations proceed. No work is
required to ‘delete’ the artificial constraints associated with Za when ZT

r gfr ¼ 0, since this simply
involves repartitioning Qfr. The ‘artificial’ multiplier vector associated with the rows of ZT

a is equal to
ZT
a gfr, and the multipliers corresponding to the rows of the ‘true’ working set are the multipliers that

would be obtained if the artificial constraints were not present. If an artificial constraint is ‘deleted’
from the working set, an A appears alongside the entry in the Jdel column of the printed output (see
Section 12.3).

The number of columns in Za and Zr and the Euclidean norm of ZT
r gfr, appear in the printed output as

Nart, Nrz and Norm Gz (see Section 12.3).

Under some circumstances, a different type of artificial constraint is used when solving a linear
program. Although the algorithm of nag_opt_lp (e04mfc) does not usually perform simplex steps (in the
traditional sense), there is one exception: a linear program with fewer general constraints than variables
(i.e., mlin � n). (Use of the simplex method in this situation leads to savings in storage.) At the starting
point, the ‘natural’ working set (the set of constraints exactly or nearly satisfied at the starting point) is
augmented with a suitable number of ‘temporary’ bounds, each of which has the effect of temporarily
fixing a variable at its current value. In subsequent iterations, a temporary bound is treated as a standard
constraint until it is deleted from the working set, in which case it is never added again. If a temporary
bound is ‘deleted’ from the working set, an F (for ‘Fixed’) appears alongside the entry in the Jdel
column of the printed output (see Section 12.3).

12 Optional Parameters

A number of optional input and output arguments to nag_opt_lp (e04mfc) are available through the
structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_lp (e04mfc); the default
settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a file using the function nag_opt_read (e04xyc) in which case
initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, this must be
done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).
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12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for nag_opt_lp
(e04mfc) together with their default values where relevant. The number � is a generic notation for
machine precision (see nag_machine_precision (X02AJC)).

Nag_ProblemType prob Nag LP
Nag_Start start Nag Cold
Boolean list Nag_TRUE
Nag_PrintType print_level Nag_Soln_Iter
char outfile[80] stdout
void (*print_fun)() NULL
Integer max_iter max 50; 5 nþ nclinð Þð Þ
double crash_tol 0.01
double ftol

ffiffi
�
p

double optim_tol �0:8

Integer reset_ftol 10000
Integer fcheck 50
double inf_bound 1020

double inf_step max options:inf bound; 1020
� �

Integer *state size nþ nclin
double *ax size nclin
double *lambda size nþ nclin
Integer iter

12.2 Description of the Optional Parameters

prob – Nag_ProblemType Default ¼ Nag LP

On entry: specifies the problem type. The following are the two possible values of options:prob and the
size of the array cvec that is required to define the objective function:

Nag FP cvec not accessed;

Nag LP cvec½n� required;
Nag FP denotes a feasible point problem and Nag LP a linear programming problem.

Constraint: options:prob ¼ Nag FP or Nag LP.

start – Nag_Start Default ¼ Nag Cold

On entry: specifies how the initial working set is chosen. With options:start ¼ Nag Cold, nag_opt_lp
(e04mfc) chooses the initial working set based on the values of the variables and constraints at the
initial point. Broadly speaking, the initial working set will include equality constraints and bounds or
inequality constraints that violate or ‘nearly’ satisfy their bounds (to within options:crash tol; see
below).

With options:start ¼ Nag Warm, you must provide a valid definition of every element of the array
pointer options:state (see below for the definition of this member of options). nag_opt_lp (e04mfc) will
override your specification of options:state if necessary, so that a poor choice of the working set will
not cause a fatal error. options:start ¼ Nag Warm will be advantageous if a good estimate of the initial
working set is available – for example, when nag_opt_lp (e04mfc) is called repeatedly to solve related
problems.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_lp (e04mfc) will be
printed.
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print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_lp (e04mfc). The following values are
available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds
80 characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds
80 characters).

Nag Soln Iter Const As Nag Soln Iter Long with the Lagrange multipliers, the variables x, the
constraint values Ax and the constraint status also printed at each iteration.

Nag Soln Iter Full As Nag Soln Iter Const with the diagonal elements of the upper triangular
matrix T associated with the TQ factorization 3 of the working set.

Details of each level of results printout are described in Section 12.3.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter, Nag Iter Long,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 12.3.1 below for further details.

max iter – Integer Default ¼ max 50; 5 nþ nclinð Þð Þ
On entry: options:max iter specifies the maximum number of iterations to be performed by nag_opt_lp
(e04mfc).

If you wish to check that a call to nag_opt_lp (e04mfc) is correct before attempting to solve the
problem in full then options:max iter may be set to 0. No iterations will then be performed but the
initialization stages prior to the first iteration will be processed and a listing of argument settings output
if options:list ¼ Nag TRUE (the default setting).

Constraint: options:max iter 	 0.

crash tol – double Default ¼ 0:01

On entry: options:crash tol is used in conjunction with the optional parameter options:start. When
options:start has the default setting, i.e., options:start ¼ Nag Cold, nag_opt_lp (e04mfc) selects an
initial working set. The initial working set will include bounds or general inequality constraints that lie
within options:crash tol of their bounds. In particular, a constraint of the form aTj x 	 l will be included

in the initial working set if aTj x� l
			 			 � options:crash tol� 1þ lj jð Þ.

Constraint: 0:0 � options:crash tol � 1:0.
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ftol – double Default ¼
ffiffi
�
p

On entry: options:ftol defines the maximum acceptable violation in each constraint at a ‘feasible’ point.
For example, if the variables and the coefficients in the general constraints are of order unity, and the
latter are correct to about 6 decimal digits, it would be appropriate to specify options:ftol as 10�6.

nag_opt_lp (e04mfc) attempts to find a feasible solution before optimizing the objective function. If the
sum of infeasibilities cannot be reduced to zero, nag_opt_lp (e04mfc) finds the minimum value of the
sum. Let Sinf be the corresponding sum of infeasibilities. If Sinf is quite small, it may be appropriate
to raise options:ftol by a factor of 10 or 100. Otherwise, some error in the data should be suspected.

Note that a ‘feasible solution’ is a solution that satisfies the current constraints to within the tolerance
options:ftol.

Constraint: options:ftol > 0:0.

optim tol – double �0:8

On entry: options:optim tol defines the tolerance used to determine whether the bounds and generated
constraints have the correct sign for the solution to be judged optimal.

Constraint: options:optim tol 6¼ �.

reset ftol – Integer Default ¼ 10000

On entry: this option is part of an anti-cycling procedure designed to guarantee progress even on highly
degenerate problems.

The strategy is to force a positive step at every iteration, at the expense of violating the constraints by a
small amount. Suppose that the value of the optional parameter options:ftol is �. Over a period of
options:reset ftol iterations, the feasibility tolerance actually used by nag_opt_lp (e04mfc) increases
from 0:5� to � (in steps of 0:5�=options:reset ftol).

At certain stages the following ‘resetting procedure’ is used to remove constraint infeasibilities. First,
all variables whose upper or lower bounds are in the working set are moved exactly onto their bounds.
A count is kept of the number of nontrivial adjustments made. If the count is positive, iterative
refinement is used to give variables that satisfy the working set to (essentially) machine precision.
Finally, the current feasibility tolerance is reinitialized to 0:5�.

If a problem requires more than options:reset ftol iterations, the resetting procedure is invoked and a
new cycle of options:reset ftol iterations is started. (The decision to resume the feasibility phase or
optimality phase is based on comparing any constraint infeasibilities with �.)

The resetting procedure is also invoked when nag_opt_lp (e04mfc) reaches an apparently optimal,
infeasible or unbounded solution, unless this situation has already occurred twice. If any nontrivial
adjustments are made, iterations are continued.

Constraint: 0 < options:reset ftol < 10000000.

fcheck – Integer Default ¼ 50

On entry: every options:fcheck iterations, a numerical test is made to see if the current solution x
satisfies the constraints in the working set. If the largest residual of the constraints in the working set is
judged to be too large, the current working set is re-factorized and the variables are recomputed to
satisfy the constraints more accurately.

Constraint: options:fcheck 	 1.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly for
a lower bound less than or equal to �options:inf bound).

Constraint: options:inf bound > 0:0.
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inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: options:inf step specifies the magnitude of the change in variables that will be considered a
step to an unbounded solution. (Note that an unbounded solution can occur only when the problem is of
type options:prob ¼ Nag LP). If the change in x during an iteration would exceed the value of
options:inf step, the objective function is considered to be unbounded below in the feasible region.

Constraint: options:inf step > 0:0.

state – Integer * Default memory ¼ nþ nclin

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþ nclin values of memory will be automatically allocated by nag_opt_lp (e04mfc).

If the option options:start ¼ Nag Warm has been chosen, options:state must point to a minimum of
nþ nclin elements of memory. This memory will already be available if the options structure has been
used in a previous call to nag_opt_lp (e04mfc) from the calling program, using the same values of n
and nclin and options:start ¼ Nag Cold. If a previous call has not been made sufficient memory must
be allocated to options:state by you.

When a warm start is chosen options:state should specify the desired status of the constraints at the
start of the feasibility phase. More precisely, the first n elements of options:state refer to the upper and
lower bounds on the variables, and the next mlin elements refer to the general linear constraints (if any).
Possible values for options:state½j� 1� are as follows:

options:state½j� 1� Meaning

0 The corresponding constraint should not be in the initial working set.
1 The constraint should be in the initial working set at its lower bound.
2 The constraint should be in the initial working set at its upper bound.
3 The constraint should be in the initial working set as an equality. This value

should only be specified if bl½j� 1� ¼ bu½j� 1�. The values 1, 2 or 3 all have the
same effect when bl½j� 1� ¼ bu½j� 1�.

The values �2, �1 and 4 are also acceptable but will be reset to zero by the function. In particular, if
nag_opt_lp (e04mfc) has been called previously with the same values of n and nclin, options:state
already contains satisfactory information. (See also the description of the optional parameter
options:start). The function also adjusts (if necessary) the values supplied in x to be consistent with
the values supplied in options:state.

On exit: if nag_opt_lp (e04mfc) exits with fail:code ¼ NE NOERROR, NW_SOLN_NOT_UNIQUE or
NW_NOT_FEASIBLE, the values in options:state indicate the status of the constraints in the working
set at the solution. Otherwise, options:state indicates the composition of the working set at the final
iterate. The significance of each possible value of options:state½j� 1� is as follows:

options:state½j� 1� Meaning

�2 The constraint violates its lower bound by more than the feasibility tolerance.
�1 The constraint violates its upper bound by more than the feasibility tolerance.
0 The constraint is satisfied to within the feasibility tolerance, but is not in the

working set.
1 This inequality constraint is included in the working set at its lower bound.
2 This inequality constraint is included in the working set at its upper bound.
3 This constraint is included in the working set as an equality. This value of

options:state can occur only when bl½j� 1� ¼ bu½j� 1�.
4 This corresponds to optimality being declared with x½j� 1� being temporarily

fixed at its current value. This value of options:state can only occur when
fail:code ¼ NW SOLN NOT UNIQUE.
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ax – double * Default memory ¼ nclin

On entry: nclin values of memory will be automatically allocated by nag_opt_lp (e04mfc) and this is
the recommended method of use of options:ax. However you may supply memory from the calling
program.

On exit: if nclin > 0, options:ax points to the final values of the linear constraints Ax.

lambda – double * Default memory ¼ nþ nclin

On entry: nþ nclin values of memory will be automatically allocated by nag_opt_lp (e04mfc) and this
is the recommended method of use of options:lambda. However you may supply memory from the
calling program.

On exit: the values of the Lagrange multipliers for each constraint with respect to the current working
set. The first n elements contain the multipliers for the bound constraints on the variables, and the next
mlin elements contain the multipliers for the general linear constraints (if any). If
options:state½j� 1� ¼ 0 (i.e., constraint j is not in the working set), options:lambda½j� 1� is zero.
If x is optimal, options:lambda½j� 1� should be non-negative if options:state½j� 1� ¼ 1, non-positive
if options:state½j� 1� ¼ 2 and zero if options:state½j� 1� ¼ 4.

iter – Integer

On exit: the total number of iterations performed in the feasibility phase and (if appropriate) the
optimality phase.

12.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 12.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_lp (e04mfc) are listed, whereas the printout of results is governed by the value of
options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of output
at each iteration and the final result. This section describes all of the possible levels of results printout
available from nag_opt_lp (e04mfc).

The convention for numbering the constraints in the iteration results is that indices 1 to n refer to the
bounds on the variables, and indices nþ 1 to nþmlin refer to the general constraints. When the status
of a constraint changes, the index of the constraint is printed, along with the designation L (lower
bound), U (upper bound), E (equality), F (temporarily fixed variable) or A (artificial constraint).

When options:print level ¼ Nag Iter or Nag Soln Iter the following line of output is produced on
completion of each iteration.

Itn the iteration count.

Jdel the index of the constraint deleted from the working set. If Jdel is zero, no constraint
was deleted.

Jadd the index of the constraint added to the working set. If Jadd is zero, no constraint was
added.

Step the step taken along the computed search direction. If a constraint is added during the
current iteration (i.e., Jadd is positive), Step will be the step to the nearest constraint.
During the optimality phase, the step can be greater than one only if the reduced
Hessian is not positive definite.

Ninf the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Obj the value of the current objective function. If x is not feasible, Sinf gives a weighted
sum of the magnitudes of constraint violations. If x is feasible, Obj is the value of the
objective function. The output line for the final iteration of the feasibility phase (i.e.,
the first iteration for which Ninf is zero) will give the value of the true objective at the
first feasible point.
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During the optimality phase, the value of the objective function will be non-increasing.
During the feasibility phase, the number of constraint infeasibilities will not increase
until either a feasible point is found, or the optimality of the multipliers implies that no
feasible point exists. Once optimal multipliers are obtained, the number of
infeasibilities can increase, but the sum of infeasibilities will either remain constant
or be reduced until the minimum sum of infeasibilities is found.

Bnd the number of simple bound constraints in the current working set.

Lin the number of general linear constraints in the current working set.

Nart the number of artificial constraints in the working set, i.e., the number of columns of Za
(see Section 11). At the start of the optimality phase, Nart provides an estimate of the
number of non-positive eigenvalues in the reduced Hessian.

Nrz is the number of columns of Zr (see Section 11). Nrz is the dimension of the subspace
in which the objective function is currently being minimized. The value of Nrz is the
number of variables minus the number of constraints in the working set; i.e.,
Nrz ¼ n� Bndþ Linþ Nartð Þ.
The value of nz, the number of columns of Z (see Section 11) can be calculated as
nz ¼ n� Bndþ Linð Þ. A zero value of nz implies that x lies at a vertex of the feasible
region.

Norm Gz ZT
r gfr

�� ��, the Euclidean norm of the reduced gradient with respect to Zr. During the
optimality phase, this norm will be approximately zero after a unit step.

If options:print level ¼ Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full
the line of printout is extended to give the following information. (Note this longer line extends over
more than 80 characters).

NOpt is the number of non-optimal Lagrange multipliers at the current point. NOpt is not
printed if the current x is infeasible or no multipliers have been calculated. At a
minimizer, NOpt will be zero.

Min LM is the value of the Lagrange multiplier associated with the deleted constraint. If Min LM
is negative, a lower bound constraint has been deleted; if Min LM is positive, an upper
bound constraint has been deleted. If no multipliers are calculated during a given
iteration, Min LM will be zero.

Cond T is a lower bound on the condition number of the working set.

When options:print level ¼ Nag Soln Iter Const or Nag Soln Iter Full more detailed results are given
at each iteration. For the setting options:print level ¼ Nag Soln Iter Const additional values output are:

Value of x the value of x currently held in x.

State the current value of options:state associated with x.

Value of Ax the value of Ax currently held in options:ax.

State the current value of options:state associated with Ax.

Also printed are the Lagrange Multipliers for the bound constraints, linear constraints and artificial
constraints.

If options:print level ¼ Nag Soln Iter Full then the diagonal of T and Zr are also output at each
iteration.

When options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Const or Nag Soln Iter Full the
final printout from nag_opt_lp (e04mfc) includes a listing of the status of every variable and constraint.
The following describes the printout for each variable.

Varbl the name (V) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State the state of the variable (FR if neither bound is in the working set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound, TF if temporarily fixed at
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its current value). If Value lies outside the upper or lower bounds by more than the
feasibility tolerance, State will be ++ or -- respectively.

Value the value of the variable at the final iteration.

Lower bound t he lower bound spec ified for the var iab le . (None ind ica tes tha t
bl½j� 1� � �options:inf bound.)

Upper bound t he uppe r bound spec ified for the var iab le . (None ind ica tes tha t
bu½j� 1� 	 options:inf bound.)

Lagr mult the value of the Lagrange multiplier for the associated bound constraint. This will be
zero if State is FR. If x is optimal, the multiplier should be non-negative if State is
LL, and non-positive if State is UL.

Residual the difference between the variable Value and the nearer of its bounds bl½j� 1� and
bu½j� 1�.

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, and with the following change in the heading:

LCon the name (L) and index j, for j ¼ 1; 2; . . . ;mlin of the constraint.

12.3.1Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

The rest of this section can be skipped if you wish to use the default printing facilities.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_lp (e04mfc). Calls to the user-defined function are again controlled
by means of the options:print level member. Information is provided through st and comm, the two
structure arguments to options:print fun.

If comm!it prt ¼ Nag TRUE then the results from the last iteration of nag_opt_lp (e04mfc) are set in
the following members of st:

first – Nag_Boolean

Nag_TRUE on the first call to options:print fun.

iter – Integer

The number of iterations performed.

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

jdel – Integer

Index of constraint deleted.

jadd – Integer

Index of constraint added.

step – double

The step taken along the current search direction.

ninf – Integer

The number of infeasibilities.
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f – double

The value of the current objective function.

bnd – Integer

Number of bound constraints in the working set.

lin – Integer

Number of general linear constraints in the working set.

nart – Integer

Number of artificial constraints in the working set.

nrz – Integer

Number of columns of Zr.

norm_gz – double

Euclidean norm of the reduced gradient, ZT
r gfr

�� ��.
nopt – Integer

Number of non-optimal Lagrange multipliers.

min_lm – double

Value of the Lagrange multiplier associated with the deleted constraint.

condt – double

A lower bound on the condition number of the working set.

x – double *

x points to the n memory locations holding the current point x.

ax – double *

options:ax points to the nclin memory locations holding the current values Ax.

state – Integer *

options:state points to the nþ nclin memory locations holding the status of the variables and
general linear constraints. See Section 12.2 for a description of the possible status values.

t – double *

The upper triangular matrix T with st!lin columns. Matrix element i; j is held in
st!t½ i� 1ð Þ � st!tdtþ j� 1�.

tdt – Integer

The trailing dimension for st!t.

If comm!new lm ¼ Nag TRUE then the Lagrange multipliers have been updated and the following
members are set:

kx – Integer *

Indices of the bound constraints with associated multipliers. Value of st!kx½i � 1� is the index of
the constraint with multiplier st!lambda½i � 1�, for i ¼ 1; 2; . . . ; st!bnd.

kactive – Integer *

Indices of the linear constraints with associated multipliers. Value of st!kactive½i � 1� is the
index of the constraint with multiplier st!lambda½st!bndþ i � 1�, for i ¼ 1; 2; . . . ; st!lin.
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lambda – double *

The multipliers for the constraints in the working set. options:lambda½i � 1�, for
i ¼ 1; 2; . . . ; st!bnd hold the multipliers for the bound constraints while the multipliers for
the linear constraints are held at indices i� 1 ¼ st!bnd,. . .,st!bndþ st!lin.

gq – double *

st!gq½i � 1�, for i ¼ 1; 2; . . . ; st!nart hold the multipliers for the artificial constraints.

The following members of st are also relevant and apply when comm!it prt or comm!new lm is
Nag_TRUE.

refactor – Nag_Boolean

Nag_TRUE if iterative refinement performed. See Section 11.3 and optional parameter
options:reset ftol.

jmax – Integer

If st!refactor ¼ Nag TRUE then st!jmax holds the index of the constraint with the maximum
violation.

errmax – double

If st!refactor ¼ Nag TRUE then st!errmax holds the value of the maximum violation.

moved – Nag_Boolean

Nag_TRUE if some variables moved to their bounds. See the optional parameter
options:reset ftol.

nmoved – Integer

If st!moved ¼ Nag TRUE then st!nmoved holds the number of variables which were moved
to their bounds.

rowerr – Nag_Boolean

Nag_TRUE if some constraints are not satisfied to within options:ftol.

feasible – Nag_Boolean

Nag_TRUE when a feasible point has been found.

If comm!sol prt ¼ Nag TRUE then the final result from nag_opt_lp (e04mfc) is available and the
following members of st are set:

iter – Integer

The number of iterations performed.

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

x – double *

x points to the n memory locations holding the final point x.

f – double *

The final objective function value or, if x is not feasible, the sum of infeasibilities. If the problem
is of type options:prob ¼ Nag FP and x is feasible then st!f is set to zero.

ax – double *

options:ax points to the nclin memory locations holding the final values Ax.
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state – Integer *

st!state points to the nþ nclin memory locations holding the final status of the variables and
general linear constraints. See Section 12.2 for a description of the possible status values.

lambda – double *

st!lambda points to the nþ nclin final values of the Lagrange multipliers.

bl – double *

bl points to the nþ nclin lower bound values.

bu – double *

bu points to the nþ nclin upper bound values.

endstate – Nag_EndState

The state of termination of nag_opt_lp (e04mfc). Possible values of st!endstate and their
correspondence to the exit value of fail:code are:

Value of st!endstate Value of fail:code

Nag Feasible and Nag Optimal NE_NOERROR
Nag Weakmin NW_SOLN_NOT_UNIQUE
Nag Unbounded NE_UNBOUNDED
Nag Infeasible NW_NOT_FEASIBLE
Nag Too Many Iter NW_TOO_MANY_ITER

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

new_lm – Nag_Boolean

Will be Nag_TRUE when the Lagrange multipliers have been updated.

user – double
iuser – Integer
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_lp (e04mfc) or during a call to options:print fun. The type Pointer will
be void * with a C compiler that defines void *.
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NAG Library Function Document

nag_opt_handle_solve_lp_ipm (e04mtc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm and to Section 12 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_opt_handle_solve_lp_ipm (e04mtc) is a solver from the NAG optimization modelling suite for
large-scale linear programming (LP) problems based on an interior point method (IPM).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_solve_lp_ipm (void *handle, Integer nvar, double x[],
Integer nnzu, double u[], double rinfo[], double stats[],

void (*monit)(void *handle, const double rinfo[], const double stats[],
Nag_Comm *comm, Integer *inform),

Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_handle_solve_lp_ipm (e04mtc) solves a large-scale linear optimization problem in the
following form

minimize
x2Rn

cTx ðaÞ
subject to lA � Ax � uA ðbÞ

lx � x � ux; ðcÞ
ð1Þ

where n is the number of decision variables and m is the number of linear constraints. Here c, x, lx, ux
are n-dimensional vectors, A is an m by n sparse matrix and lA, uA are m-dimensional vectors.

nag_opt_handle_solve_lp_ipm (e04mtc) implements two algorithmic variants of the interior point
method for solving linear optimization problems: the infeasible Primal-Dual interior point method and
homogeneous Self-Dual interior point method. In general, the Self-Dual algorithm has a slightly higher
price per iteration, however, it is able to declare infeasibility or unboundness of the problem, whereas
the Primal-Dual relies, in this case, on heuristics. For a detailed description of both algorithms see
Section 11. The algorithm is chosen by the LPIPM Algorithm, the default is Primal-Dual.

nag_opt_handle_solve_lp_ipm (e04mtc) solves linear programming problems stored as a handle. The
handle points to an internal data structure which defines the problem and serves as a means of
communication for functions in the NAG optimization modelling suite. First, the problem handle is
initialized by nag_opt_handle_init (e04rac). Then some of the functions nag_opt_handle_set_linobj
(e04rec), nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_simplebounds (e04rhc) or
nag_opt_handle_set_linconstr (e04rjc) may be used to formulate the objective function, bounds of the
variables, and the block of linear constraints, respectively. Once the problem is fully set, the handle may
be passed to the solver. When the handle is not needed anymore, nag_opt_handle_free (e04rzc) should
be called to destroy it and deallocate the memory held within it. See nag_opt_handle_init (e04rac) for
more details.

The solver method can be modified by various optional parameters (see Section 12) which can be set by
nag_opt_handle_opt_set (e04zmc) and nag_opt_handle_opt_set_file (e04zpc) any time between the
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initialization of the handle by nag_opt_handle_init (e04rac) and a call to the solver. Once the solver
has finished, options may be modified for the next solve. The solver may be called repeatedly with
various optional parameters.

The optional parameter Task may be used to switch the problem to maximization or to ignore the
objective function and find only a feasible point.

Several options might have significant impact on the performance of the solver. Even if the defaults
were chosen to suit the majority of problems, it is recommended to experiment to find the most suitable
set of options for a particular problem, see Sections 11 and 12 for further details.

3.1 Structure of the Lagrangian Multipliers

The algorithm works internally with estimates of both the decision variables, denoted by x, and the
Lagrangian multipliers (dual variables), denoted by u. The multipliers u are stored in the array u and
conform to the structure of the constraints.

If the simple bounds have been defined (nag_opt_handle_set_simplebounds (e04rhc) was successfully
called), the first 2n elements of u belong to the corresponding Lagrangian multipliers, interleaving a
multiplier for the lower and the upper bound for each xi. If any of the bounds were set to infinity, the
corresponding Lagrangian multipliers are set to 0 and may be ignored.

Similarly, the following 2m elements of u belong to multipliers for the linear constraints (if
nag_opt_handle_set_linconstr (e04rjc) has been successfully called). The organization is the same,
i.e., the multipliers for each constraint for the lower and upper bounds are alternated and zeros are used
for any missing (infinite bound) constraint.

Some solvers merge multipliers for both lower and upper inequality into one element whose sign
determines the inequality. Negative multipliers are associated with the upper bounds and positive with
the lower bounds. An equivalent result can be achieved with this storage scheme by subtracting the
upper bound multiplier from the lower one. This is also consistent with equality constraints.
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5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and the problem formulated by some of the functions nag_opt_handle_set_linobj (e04rec),
nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_simplebounds (e04rhc) and
nag_opt_handle_set_linconstr (e04rjc). It must not be changed between calls to the NAG
optimization modelling suite.

2: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the value set
during the initialization of the handle by nag_opt_handle_init (e04rac).

3: x½nvar� – double Input/Output

On entry: the input of x is reserved for future releases of the NAG C Library and it is ignored at
the moment.

On exit: the final values of the variables x.

4: nnzu – Integer Input

On entry: the dimension of array u.

If nnzu ¼ 0, u will not be referenced; otherwise it needs to match the dimension of constraints
defined by nag_opt_handle_set_simplebounds (e04rhc) and nag_opt_handle_set_linconstr
(e04rjc) as explained in Section 3.1.

Constraint: nnzu 	 0.

5: u½nnzu� – double Input/Output

Note: if nnzu > 0, u holds Lagrange multipliers (dual variables) for the bound constraints and
linear constraints. If nnzu ¼ 0, u will not be referenced and may be NULL.

On entry: the input of u is reserved for future releases of the NAG C Library and it is ignored at
the moment.

On exit: the final values of the variables u.

6: rinfo½100� – double Output

On exit: error measures and various indicators of the algorithm (see Section 11 for details) as
given in the table below:

0 value of the primal objective;

1 value of the dual objective;

2 flag indicating the system formulation used by the solver, 0: augmented system, 1:
normal equation;

3 factorization type, 3: Cholesky, 4: Bunch–Parlett;

4� 13 Primal-Dual specific information (will be 0 if the Self-Dual algorithm is chosen)

4 relative dual feasibility (optimality), see (9);

5 relative primal feasibility, see (10);

6 relative duality gap (complementarity), see (11);

7 average complementarity error � (see Section 11.1);

8 centring parameter � (see Section 11.1);

9 primal step length;
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10 dual step length;

11� 13 reserved for future use;

14� 23 Self-Dual specific information (will be 0 if the Primal-Dual algorithm is chosen)

14 relative primal infeasibility, see (12);

15 relative dual infeasibility, see (13);

16 relative duality gap, see (14);

17 accuracy, see (15);

18 � , see (8);

19 �, see (8);

20 step length;

21� 23 reserved for future use;

24� 99 reserved for future use.

7: stats½100� – double Output

On exit: solver statistics as given in the table below. Note that time statistics are provided only if
Stats Time is set (the default is NO), the measured time is returned in seconds.

0 number of iterations;

1 total number of centrality correction steps performed;

2 total number of iterative refinements performed;

3 value of the perturbation added to the diagonal in the normal equation formulation or
on the zero block in the augmented system formulation;

4 total number of factorizations performed;

5 total time spent in the solver;

6 time spent in the presolve phase;

7 time spent in the last iteration;

8 total time spent factorizing the system matrix;

9 total time spent backsolving the system matrix;

10 total time spent in the multiple centrality correctors phase;

11 time spent in the initialization phase;

12 number of nonzeros in the system matrix;

13 number of nonzeros in the system matrix factor;

14 maximum error of the backsolve;

15 number of columns in A considered dense by the solver;

16 maximum number of centrality corrector steps;

17� 99 reserved for future use.

8: monit – function, supplied by the user External Function

monit is provided to enable you to monitor the progress of the optimization and optionally to
terminate the solver early if necessary, using parameter inform. It is invoked at the end of every
ith iteration where i is given by the optional parameter LPIPM Monitor Frequency (the default
is 0, monit is not called).

monit may be specified as NULLFN.
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The specification of monit is:

void monit (void *handle, const double rinfo[], const double stats[],
Nag_Comm *comm, Integer *inform)

1: handle – void * Input

On entry: the handle to the problem as provided on entry to nag_opt_handle_solve_l
p_ipm (e04mtc). It may be used to query the model during the solve, and extract
current approximation of the solution by nag_opt_handle_set_get_real (e04rxc).

2: rinfo½100� – const double Input

On entry: error measures and various indicators at the end of the current iteration as
described in rinfo.

3: stats½100� – const double Input

On entry: solver statistics at the end of the current iteration as described in stats,
however, elements 2, 3, 5, 9, 10, 11 and 15 refer to the quantities in the last iteration
rather than accumulated over all iterations through the whole algorithm run.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monit.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_lp_ipm
(e04mtc) you may allocate memory and initialize these pointers with various
quantities for use by monit when called from nag_opt_handle_solve_lp_ipm
(e04mtc) (see Section 3.3.1.1 in How to Use the NAG Library and its
Documentation).

5: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from monit. Specifically, if the value is negative the solution of the current problem
will terminate immediately with fail:code ¼ NE_USER_STOP; otherwise, computations
will continue.

9: comm – Nag_Comm *

The NAG communication argument (see Section 3.3.1.1 in How to Use the NAG Library and its
Documentation).

10: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIM_MATCH

On entry, nnzu ¼ valueh i.
nnzu does not match the size of the Lagrangian multipliers for constraints.
The correct value is 0 for no constraints.

On entry, nnzu ¼ valueh i.
nnzu does not match the size of the Lagrangian multipliers for constraints.
The correct value is either 0 or valueh i.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it
has been corrupted.

NE_INFEASIBLE

The problem was found to be primal infeasible.

The primal infeasibility was detected either during the presolve phase or by the Self-Dual
algorithm.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAYBE_INFEASIBLE

The problem seems to be primal or dual infeasible, the algorithm was stopped.

This error is returned if the internal heuristics detected the problem to be primal or dual
infeasible. It is only raised by the Primal-Dual algorithm. It is recommended to rerun the
problem with the Self-Dual algorithm to confirm the infeasibility.

NE_NO_IMPROVEMENT

No progress, stopping early.

The solver predicted that it is unable to make further progress and stopped prematurely. This
might be due to the scaling of the problem, its conditioning or numerical difficulties.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem is already being solved.

NE_REF_MATCH

On entry, nvar ¼ valueh i, expected value ¼ valueh i.
Constraint: nvar must match the value given during initialization of handle.

NE_SETUP_ERROR

This solver does not support this problem type.
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NE_TOO_MANY_ITER

Maximum number of iterations exceeded.

NE_UNBOUNDED

The problem was found to be dual infeasible.

The dual infeasibility or unboundness was detected during the presolve phase or by the Self-Dual
algorithm.

NE_USER_STOP

User requested termination during a monitoring step.

NW_NOT_CONVERGED

Suboptimal solution.

The solver predicted that it is unable to reach a better estimate of the solution. However, the
error measures indicate that the point is a reasonable approximation.

7 Accuracy

The accuracy of the solution is determined by optional parameters LPIPM Stop Tolerance and
LPIPM Stop Tolerance 2.

If fail:code ¼ NE_NOERROR on the final exit, the returned point satisfies Karush–Kuhn–Tucker
(KKT) conditions to the requested accuracy (under the default settings close to

ffiffi
�
p

) and thus it is a good
estimate of the solution. If fail:code ¼ NW_NOT_CONVERGED, some of the convergence conditions
were not fully satisfied but the point is a reasonable estimate and still usable. Please refer to
Section 11.3 and the description of the particular options.

8 Parallelism and Performance

nag_opt_handle_solve_lp_ipm (e04mtc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_opt_handle_solve_lp_ipm (e04mtc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Description of the Printed Output

The solver can print information to give an overview of the problem and of the progress of the
computation. The output may be sent to two independent streams (files) which are set by optional
parameters Print File and Monitoring File. Optional parameters Print Level, Print Solution and
Print Options determine the exposed level of detail. This allows, for example, a detailed log file to be
generated while the condensed information is displayed on the screen.

By default (Print File ¼ 6, Print Level ¼ 2), six sections are printed to the standard output:

Header

Optional parameters list

Problem statistics

Iteration log
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Summary

Solution

The iteration log varies depending on which algorithm has been selected to solve the problem (Primal-
Dual or Self-Dual).

Header

The header is a message indicating the start of the solver. It should look like:

----------------------------------------------
E04MT, Interior point method for LP problems

----------------------------------------------

Optional parameters list

The list shows all options of the solver, each displayed on one line. The output contains the option
name, its current value and an indicator for how it was set. The options unchanged from the default
setting are noted by ‘d’, options set by the user are noted by ‘U’, and options reset by the solver are
noted by ‘S’. Note that the output format is compatible with the file format expected by
nag_opt_handle_opt_set_file (e04zpc). The output might look as follows:

Stats Time = Yes * U
Task = Minimize * d
Lpipm Centrality Correctors = 6 * d
Lp Presolve = Yes * d

Problem statistics

If Print Level 	 2, statistics on the original and the presolved problems are printed. More detailed
statistics as well as a list of the presolve operations are also printed for Print Level 3 or above. It
should look as follows:

Original Problem Statistics

Number of variables 7
Number of constraints 7
Free variables 0
Number of nonzeros 41

Presolved Problem Statistics

Number of variables 13
Number of constraints 7
Free variables 0
Number of nonzeros 47

Iteration log

If Print Level 	 2, the solver prints the status of each iteration.

Primal-Dual algorithm

If Print Level ¼ 2, the output shows the iteration number (0 represents the starting point), the current
primal and dual objective value, KKT measures (optimality, feasibility and complementarity), average
complementarity error �, number of centrality correction steps (MCC) performed and a column for
additional information (I). Note that all these values are also available in rinfo and stats. The output
might look as follows:

----------------------------------------------------------------------------
it| pobj | dobj | optim | feas | compl | mu | mcc | I
----------------------------------------------------------------------------
0 2.02532E+03 -7.37272E+02 7.71E+00 4.91E+00 2.16E+00 4.4E+03
1 -2.13398E+01 -1.62136E+04 5.82E-02 2.09E-01 2.12E+01 4.7E+02 2
2 -1.09237E+02 -2.81254E+03 3.12E-03 4.84E-15 4.84E-01 5.3E+01 0
3 -2.10923E+02 -6.07429E+02 4.61E-04 4.99E-14 3.70E-02 7.8E+00 0

If Print Level ¼ 3, the solver also prints for each iteration the primal and dual steps as well as the
maximum error of the backsolves performed. The output might look as follows:
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----------------------------------------------------------------------------------------------------------

it| pobj | dobj | optim | feas | compl | mu | pstep | dstep | errbs | mcc | I

----------------------------------------------------------------------------------------------------------

0 2.02532E+03 -7.37272E+02 7.71E+00 4.91E+00 2.16E+00 4.4E+03

1 -2.13398E+01 -1.62136E+04 5.82E-02 2.09E-01 2.12E+01 4.7E+02 9.57E-01 9.92E-01 1.54E-12 2

2 -1.09237E+02 -2.81254E+03 3.12E-03 4.84E-15 4.84E-01 5.3E+01 1.00E+00 9.46E-01 3.02E-12 0

3 -2.10923E+02 -6.07429E+02 4.61E-04 4.99E-14 3.70E-02 7.8E+00 1.00E+00 8.53E-01 7.66E-11 0

Self-Dual algorithm

If Print Level ¼ 2, the output shows the iteration number (0 represents the starting point), the current
primal and dual objective value, convergence measures (primal infeasibility (12), dual infeasibility (13)
and duality gap (14)), the value of the additional variable � and the number of centrality correction
steps performed. The output might look as follows:

----------------------------------------------------------------------------
it| pobj | dobj | p.inf | d.inf | d.gap | tau | mcc | I
----------------------------------------------------------------------------
0 1.01907E+01 0.00000E+00 6.98E+02 1.12E+01 1.35E+01 1.0E+00
1 5.80391E+00 -2.39478E+00 4.98E-04 3.11E-02 2.58E-02 3.5E-01 0
2 7.09323E+00 3.62789E+00 1.89E-04 1.18E-02 9.79E-03 1.4E-01 0
3 -1.33628E+01 5.87563E+00 1.94E-05 1.21E-03 1.01E-03 3.3E-02 0

If Print Level ¼ 3, the solver also prints for each iteration �A (15), the value of the variable �, the
stepsize as well as the maximum error of the backsolves performed. The output might look as follows:

--------------------------------------------------------------------------------------------------

-----------------

it| pobj | dobj | p.inf | d.inf | d.gap | rhoa | tau | kappa | step | errbs | mcc | I

--------------------------------------------------------------------------------------------------

-----------------

0 1.01907E+01 0.00000E+00 6.98E+02 1.12E+01 1.35E+01 1.0E+01

1 5.80391E+00 -2.39478E+00 4.98E-04 3.11E-02 2.58E-02 2.4E+00 3.5E-01 1.0E+00 6.52E-01 3.43E-13 0

2 7.09323E+00 3.62789E+00 1.89E-04 1.18E-02 9.79E-03 7.5E-01 1.4E-01 9.8E-01 6.21E-01 2.85E-13 0

3 -1.33628E+01 5.87563E+00 1.94E-05 1.21E-03 1.01E-03 2.8E+00 3.3E-02 7.9E-01 8.97E-01 9.31E-13 0

Occasionally, when numerical instabilities are too big, the solver will restart the iteration and switch to
an augmented system formulation. In such cases the letters RS will be printed in the information
column (I).

If Print Level > 3, for both the Primal-Dual and the Self-Dual algorithms, each iteration produces
more information that expands over several lines. This additional information contains:

The method used (normal equation, augmented system);

The centring parameter �;

The total number of iterative refinements performed;

The number of iterative refinements performed in the centrality correction steps;

The number of factorizations performed at the current iteration;

The type of factorization performed (Cholesky, Bunch–Parlett);

The value of the perturbation added to the diagonal in the normal equation formulation or on the
zero block in the augmented system formulation;

The total time spent in the iteration if Stats Time is not set to NO.

The output might look as follows:

----------- Details of Iteration 1 ------------
method Normal Equation
sigma 6.72E-02
iterative refinements 0
iterative refinements wmcc 0
factorizations 1
matrix type Cholesky
diagonal perturbation 0.00E+00
time iteration 0.02 sec

Summary
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Once the solver finishes, a detailed summary is produced:

-------------------------------------------------
Status: converged, an optimal solution found
-------------------------------------------------
Final primal objective value -4.647531E+02
Final dual objective value -4.647531E+02
Absolute primal infeasibility 1.605940E-15
Relative primal infeasibility 1.210247E-16
Absolute dual infeasibility 4.272004E-12
Relative dual infeasibility 6.068111E-15
Absolute complementarity gap 9.387105E-07
Relative complementarity gap 2.507021E-10
Iterations 7

It starts with the status line of the overall result which matches the fail value and is followed by the
final primal and dual-objective values as well as the error measures and iteration count.

Optionally, if Stats Time is set, the timings of the different parts of the algorithm are displayed. It
might look as follows:

Timing
Total time 28.78 sec
Presolver 0.07 sec ( 0.2%)
Core 28.71 sec ( 99.8%)

Initialization 1.67 sec ( 5.8%)
Factorization 16.18 sec ( 56.5%)
Compute directions 5.29 sec ( 18.5%)
Weighted MCC 5.50 sec ( 19.2%)

Iterative refinement 0.24 sec ( 0.8%)

Solution

If Print Solution ¼ X, the values of the primal variables and their bounds on the primary and
secondary outputs. It might look as follows:

Primal variables:
idx Lower bound Value Upper bound

1 -1.00000E-02 -1.00000E-02 1.00000E-02
2 -1.00000E-01 -1.00000E-01 1.50000E-01
3 -1.00000E-02 3.00000E-02 3.00000E-02
4 -4.00000E-02 2.00000E-02 2.00000E-02
5 -1.00000E-01 -6.74853E-02 5.00000E-02
6 -1.00000E-02 -2.28013E-03 inf
7 -1.00000E-02 -2.34528E-04 inf

If Print Solution ¼ YES or ALL, the values of the dual variables are also printed. It should look as
follows:

Box bounds dual variables:
idx Lower bound Value Upper bound Value

1 -1.00000E-02 3.30098E-01 1.00000E-02 0.00000E+00
2 -1.00000E-01 1.43844E-02 1.50000E-01 0.00000E+00
3 -1.00000E-02 0.00000E+00 3.00000E-02 9.09967E-02
4 -4.00000E-02 0.00000E+00 2.00000E-02 7.66124E-02
5 -1.00000E-01 4.92258E-12 5.00000E-02 0.00000E+00
6 -1.00000E-02 2.42274E-11 inf 0.00000E+00
7 -1.00000E-02 4.83752E-12 inf 0.00000E+00

Constraints dual variables:
idx Lower bound Value Upper bound Value

1 -1.30000E-01 0.00000E+00 -1.30000E-01 1.43111E+00
2 -inf 0.00000E+00 -4.90000E-03 4.07810E-10
3 -inf 0.00000E+00 -6.40000E-03 5.64870E-10
4 -inf 0.00000E+00 -3.70000E-03 1.25984E-10
5 -inf 0.00000E+00 -1.20000E-03 1.87338E-11
6 -9.92000E-02 1.50098E+00 inf 0.00000E+00
7 -3.00000E-03 1.51661E+00 2.00000E-03 0.00000E+00

e04mtc NAG Library Manual

e04mtc.10 Mark 26.1



10 Example

This example demonstrates how to use nag_opt_handle_solve_lp_ipm (e04mtc) to solve a small LP
problem with the two algorithms implemented (Primal-Dual and Self-Dual). The solver is called twice
on the same handle with different values of optional parameters.

We solve the following linear programming problem:

�0:02x1 � 0:2x2 � 0:2x3 � 0:2x4 � 0:2x5 þ 0:04x6 þ 0:04x7

subject to the bounds

�0:01 � x1 � 0:01
�0:1 � x2 � 0:15
�0:01 � x3 � 0:03
�0:04 � x4 � 0:02
�0:1 � x5 � 0:05
�0:01 � x6
�0:01 � x7

and the general constraints

x1 þ x2 þ x3 þ x4 þ x5 þ x6 þ x7 ¼ �0:13
0:15x1 þ 0:04x2 þ 0:02x3 þ 0:04x4 þ 0:02x5 þ 0:01x6 þ 0:03x7 � �0:0049
0:03x1 þ 0:05x2 þ 0:08x3 þ 0:02x4 þ 0:06x5 þ 0:01x6 � �0:0064
0:02x1 þ 0:04x2 þ 0:01x3 þ 0:02x4 þ 0:02x5 � �0:0037
0:02x1 þ 0:03x2 þ 0:01x5 � �0:0012

�0:0992 � 0:70x1 þ 0:75x2 þ 0:80x3 þ 0:75x4 þ 0:80x5 þ 0:97x6
�0:003 � 0:02x1 þ 0:06x2 þ 0:08x3 þ 0:12x4 þ 0:02x5 þ 0:01x6 þ 0:97x7 � 0:002

10.1 Program Text

/* nag_opt_handle_solve_lp_ipm (e04mtc) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>
#include <assert.h>

#ifdef __cplusplus
extern "C"
{
#endif
static void NAG_CALL monit(void *handle, const double rinfo[],

const double stats[], Nag_Comm *comm,
Integer *inform);

#ifdef __cplusplus
}
#endif

int main(void){

Integer nclin, nvar, nnza, nnzc, nnzu, exit_status, i;
Integer idlc;
Integer *irowa = 0, *icola = 0;
Integer iuser[2];
double *cvec = 0, *a = 0, *bla = 0, *bua = 0, *xl = 0, *xu = 0,

*x = 0, *u = 0;
double rinfo[100], stats[100];
void *handle = 0;
/* Nag Types */
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Nag_Comm comm;

exit_status = 0;

printf("nag_opt_handle_solve_lp_ipm (e04mtc) Example Program Results\n\n");
fflush(stdout);

/* Read the data file and allocate memory */
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

scanf_s("%"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %*[^\n]",&nclin,&nvar,
&nnza,&nnzc);
#else

scanf("%"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %*[^\n]",&nclin,&nvar,
&nnza,&nnzc);
#endif

/* Allocate memory */
nnzu = 2*nvar + 2*nclin;
if (!(irowa = NAG_ALLOC(nnza, Integer)) ||

!(icola = NAG_ALLOC(nnza, Integer)) ||
!(cvec = NAG_ALLOC(nnzc,double)) ||
!(a = NAG_ALLOC(nnza,double)) ||
!(bla = NAG_ALLOC(nclin,double)) ||
!(bua = NAG_ALLOC(nclin,double)) ||
!(xl = NAG_ALLOC(nvar,double)) ||
!(xu = NAG_ALLOC(nvar,double)) ||
!(x = NAG_ALLOC(nvar,double)) ||
!(u = NAG_ALLOC(nnzu,double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i=0; i< nvar; i++){

x[i] = 0.0;
}

/* Read objective */
for (i=0; i<nnzc; i++){

#ifdef _WIN32
scanf_s("%lf",&cvec[i]);

#else
scanf("%lf",&cvec[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read constraint matrix row indices */
for (i=0; i<nnza; i++){

#ifdef _WIN32
scanf_s("%"NAG_IFMT,&irowa[i]);

#else
scanf("%"NAG_IFMT,&irowa[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read constraint matrix col indices */
for (i=0; i<nnza; i++){

#ifdef _WIN32
scanf_s("%"NAG_IFMT,&icola[i]);
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#else
scanf("%"NAG_IFMT,&icola[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read constraint matrix values */
for (i=0; i<nnza; i++){

#ifdef _WIN32
scanf_s("%lf",&a[i]);

#else
scanf("%lf",&a[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read linear constraints lower bounds */
for (i=0; i<nclin; i++){

#ifdef _WIN32
scanf_s("%lf ",&bla[i]);

#else
scanf("%lf ",&bla[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read linear constraints upper bounds */
for (i=0; i<nclin; i++){

#ifdef _WIN32
scanf_s("%lf ",&bua[i]);

#else
scanf("%lf ",&bua[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read variables lower bounds */
for (i=0; i<nvar; i++){

#ifdef _WIN32
scanf_s("%lf ",&xl[i]);

#else
scanf("%lf ",&xl[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read variables upper bounds */
for (i=0; i<nvar; i++){

#ifdef _WIN32
scanf_s("%lf ",&xu[i]);

#else
scanf("%lf ",&xu[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif

/* Create the problem handle */
/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* nag_opt_handle_set_linobj (e04rec)
* Define a linear objective */

nag_opt_handle_set_linobj(handle,nvar,cvec,NAGERR_DEFAULT);

/* nag_opt_handle_set_simplebounds (e04rhc)
* Define bounds on the variables */

nag_opt_handle_set_simplebounds(handle,nvar,xl,xu,NAGERR_DEFAULT);

/* nag_opt_handle_set_linconstr (e04rjc)
* Define linear constraints */

idlc = 0;
nag_opt_handle_set_linconstr(handle,nclin,bla,bua,nnza,irowa,

icola,a,&idlc,NAGERR_DEFAULT);

/* nag_opt_handle_opt_set (e04zmc)
* Require a high accuracy solution */

nag_opt_handle_opt_set(handle, "LPIPM Stop Tolerance = 1.0e-10",
NAGERR_DEFAULT);

/* Require printing of the solution at the end of the solve */
nag_opt_handle_opt_set(handle, "Print Solution = Yes",

NAGERR_DEFAULT);
/* Deactivate option printing */
nag_opt_handle_opt_set(handle, "Print Options = No",

NAGERR_DEFAULT);
/* Use a constant number of centrality correctors steps */
nag_opt_handle_opt_set(handle, "LPIPM Centrality Correctors = -6",

NAGERR_DEFAULT);
/* Turn on monitoring */
nag_opt_handle_opt_set(handle, "LPIPM Monitor Frequency = 1",

NAGERR_DEFAULT);

comm.iuser = iuser;
iuser[0] = 1;

/* nag_opt_handle_solve_lp_ipm (e04mtc)
* Call LP interior point solver with the default (primal-dual) algorithm */

printf("\n++++++++++ Use the Primal-Dual algorithm ++++++++++\n");
fflush(stdout);
nag_opt_handle_solve_lp_ipm(handle,nvar,x,nnzu,u,rinfo,stats,monit,

&comm,NAGERR_DEFAULT);

iuser[0] = 2;
/* Solve the same problem with the self-dual algorithm */
printf("\n++++++++++ Use the Self-Dual algorithm ++++++++++\n");
fflush(stdout);
nag_opt_handle_opt_set(handle, "LPIPM Algorithm = Self-Dual",

NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "LPIPM Stop Tolerance 2 = 1.0e-11",

NAGERR_DEFAULT);
nag_opt_handle_solve_lp_ipm(handle,nvar,x,nnzu,u,rinfo,stats,monit,

&comm,NAGERR_DEFAULT);

END:
NAG_FREE(cvec);
NAG_FREE(irowa);
NAG_FREE(icola);
NAG_FREE(a);
NAG_FREE(bla);
NAG_FREE(bua);
NAG_FREE(xl);
NAG_FREE(xu);
NAG_FREE(x);
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NAG_FREE(u);
/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

return exit_status;
}

static void NAG_CALL monit(void *handle, const double rinfo[],
const double stats[], Nag_Comm *comm,
Integer *inform){

/* Monitoring function */
double tol = 1.2e-08;

if (!comm || !comm->iuser){
/* The communication structure is not correctly allocated, abort solve */
*inform = -1;
return;

}
/* If x is close to the solution, print a message */
if (comm->iuser[0]==1){

if (rinfo[4]<tol && rinfo[5]<tol &&rinfo[6]<tol){
printf(" Iteration %"NAG_IFMT"\n", (Integer)stats[0]);
printf(" monit() reports good approximate solution "

"(tol =, %8.2e):\n",tol);
}

}
else {

if (rinfo[14]<tol && rinfo[15]<tol &&rinfo[16]<tol){
printf(" Iteration %"NAG_IFMT"\n", (Integer)stats[0]);
printf(" monit() reports good approximate solution "

"(tol =, %8.2e):\n",tol);
}

}
fflush(stdout);

}

10.2 Program Data

nag_opt_handle_solve_lp_ipm (e04mtc) Example Program Data
7 7 41 7 : Problem dimensions
-0.02 -0.20 -0.20 -0.20 -0.20 0.04 0.04 : Objective values
1 1 1 1 1 1 1
2 2 2 2 2 2 2
3 3 3 3 3 3
4 4 4 4 4
5 5 5
6 6 6 6 6 6
7 7 7 7 7 7 7 : End of irowa
1 2 3 4 5 6 7
1 2 3 4 5 6 7
1 2 3 4 5 6
1 2 3 4 5
1 2 5
1 2 3 4 5 6
1 2 3 4 5 6 7 : End of icola
1.00 1.00 1.00 1.00 1.00 1.00 1.00
0.15 0.04 0.02 0.04 0.02 0.01 0.03
0.03 0.05 0.08 0.02 0.06 0.01
0.02 0.04 0.01 0.02 0.02
0.02 0.03 0.01
0.70 0.75 0.80 0.75 0.80 0.97
0.02 0.06 0.08 0.12 0.02 0.01 0.97 : End of a

-0.13 -1.0e20 -1.0e20 -1.0e20 -1.0e20 -0.0992 -0.003 : bla
-0.13 -0.0049 -0.0064 -0.0037 -0.0012 1.0e20 0.002 : bua
-0.01 -0.1 -0.01 -0.04 -0.1 -0.01 -0.01 : xl
0.01 0.15 0.03 0.02 0.05 1.0e20 1.0e20 : xu
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10.3 Program Results

nag_opt_handle_solve_lp_ipm (e04mtc) Example Program Results

++++++++++ Use the Primal-Dual algorithm ++++++++++

----------------------------------------------
E04MT, Interior point method for LP problems

----------------------------------------------

Original Problem Statistics

Number of variables 7
Number of constraints 7
Free variables 0
Number of nonzeros 41

Presolved Problem Statistics

Number of variables 13
Number of constraints 7
Free variables 0
Number of nonzeros 47

------------------------------------------------------------------------------
it| pobj | dobj | optim | feas | compl | mu | mcc | I

------------------------------------------------------------------------------
0 -7.86591E-02 1.71637E-02 1.27E+00 1.06E+00 8.89E-02 1.5E-01
1 5.74135E-03 -2.24369E-02 6.11E-16 1.75E-01 2.25E-02 2.8E-02 0
2 1.96803E-02 1.37067E-02 5.06E-16 2.28E-02 2.91E-03 3.4E-03 0
3 2.15232E-02 1.96162E-02 7.00E-15 9.24E-03 1.44E-03 1.7E-03 0
4 2.30321E-02 2.28676E-02 1.15E-15 2.21E-03 2.97E-04 3.4E-04 0
5 2.35658E-02 2.35803E-02 1.32E-15 1.02E-04 8.41E-06 9.6E-06 0
6 2.35965E-02 2.35965E-02 1.64E-15 7.02E-08 6.35E-09 7.2E-09 0

Iteration 7
monit() reports good approximate solution (tol =, 1.20e-08):

7 2.35965E-02 2.35965E-02 1.35E-15 3.52E-11 3.18E-12 3.6E-12 0
------------------------------------------------------------------------------
Status: converged, an optimal solution found
------------------------------------------------------------------------------
Final primal objective value 2.359648E-02
Final dual objective value 2.359648E-02
Absolute primal infeasibility 4.168797E-15
Relative primal infeasibility 1.350467E-15
Absolute dual infeasibility 5.084353E-11
Relative dual infeasibility 3.518607E-11
Absolute complementarity gap 2.685778E-11
Relative complementarity gap 3.175366E-12
Iterations 7

Primal variables:
idx Lower bound Value Upper bound

1 -1.00000E-02 -1.00000E-02 1.00000E-02
2 -1.00000E-01 -1.00000E-01 1.50000E-01
3 -1.00000E-02 3.00000E-02 3.00000E-02
4 -4.00000E-02 2.00000E-02 2.00000E-02
5 -1.00000E-01 -6.74853E-02 5.00000E-02
6 -1.00000E-02 -2.28013E-03 inf
7 -1.00000E-02 -2.34528E-04 inf

Box bounds dual variables:
idx Lower bound Value Upper bound Value

1 -1.00000E-02 3.30098E-01 1.00000E-02 0.00000E+00
2 -1.00000E-01 1.43844E-02 1.50000E-01 0.00000E+00
3 -1.00000E-02 0.00000E+00 3.00000E-02 9.09967E-02
4 -4.00000E-02 0.00000E+00 2.00000E-02 7.66124E-02
5 -1.00000E-01 3.51391E-11 5.00000E-02 0.00000E+00
6 -1.00000E-02 3.42902E-11 inf 0.00000E+00
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7 -1.00000E-02 8.61040E-12 inf 0.00000E+00

Constraints dual variables:
idx Lower bound Value Upper bound Value

1 -1.30000E-01 0.00000E+00 -1.30000E-01 1.43111E+00
2 -inf 0.00000E+00 -4.90000E-03 4.00339E-10
3 -inf 0.00000E+00 -6.40000E-03 1.54305E-08
4 -inf 0.00000E+00 -3.70000E-03 3.80136E-10
5 -inf 0.00000E+00 -1.20000E-03 4.72629E-11
6 -9.92000E-02 1.50098E+00 inf 0.00000E+00
7 -3.00000E-03 1.51661E+00 2.00000E-03 0.00000E+00

++++++++++ Use the Self-Dual algorithm ++++++++++

----------------------------------------------
E04MT, Interior point method for LP problems

----------------------------------------------

Original Problem Statistics

Number of variables 7
Number of constraints 7
Free variables 0
Number of nonzeros 41

Presolved Problem Statistics

Number of variables 13
Number of constraints 7
Free variables 0
Number of nonzeros 47

------------------------------------------------------------------------------
it| pobj | dobj | p.inf | d.inf | d.gap | tau | mcc | I

------------------------------------------------------------------------------
0 -6.39941E-01 4.94000E-02 1.07E+01 2.69E+00 5.54E+00 1.0E+00
1 -8.56025E-02 -1.26938E-02 2.07E-01 2.07E-01 2.07E-01 1.7E+00 0
2 4.09196E-03 1.24373E-02 4.00E-02 4.00E-02 4.00E-02 2.8E+00 0
3 1.92404E-02 2.03658E-02 6.64E-03 6.64E-03 6.64E-03 3.2E+00 1
4 1.99631E-02 2.07574E-02 3.23E-03 3.23E-03 3.23E-03 2.3E+00 1
5 2.03834E-02 2.11141E-02 1.68E-03 1.68E-03 1.68E-03 1.4E+00 0
6 2.22419E-02 2.25057E-02 5.73E-04 5.73E-04 5.73E-04 1.4E+00 1
7 2.35051E-02 2.35294E-02 6.58E-05 6.58E-05 6.58E-05 1.4E+00 6
8 2.35936E-02 2.35941E-02 1.19E-06 1.19E-06 1.19E-06 1.4E+00 0

Iteration 9
monit() reports good approximate solution (tol =, 1.20e-08):

9 2.35965E-02 2.35965E-02 5.37E-10 5.37E-10 5.37E-10 1.4E+00 0
Iteration 10
monit() reports good approximate solution (tol =, 1.20e-08):

10 2.35965E-02 2.35965E-02 2.68E-13 2.68E-13 2.68E-13 1.4E+00 0
------------------------------------------------------------------------------
Status: converged, an optimal solution found
------------------------------------------------------------------------------
Final primal objective value 2.359648E-02
Final dual objective value 2.359648E-02
Absolute primal infeasibility 2.853383E-12
Relative primal infeasibility 2.677658E-13
Absolute dual infeasibility 1.485749E-12
Relative dual infeasibility 2.679654E-13
Absolute complementarity gap 7.228861E-13
Relative complementarity gap 2.683908E-13
Iterations 10

Primal variables:
idx Lower bound Value Upper bound

1 -1.00000E-02 -1.00000E-02 1.00000E-02
2 -1.00000E-01 -1.00000E-01 1.50000E-01
3 -1.00000E-02 3.00000E-02 3.00000E-02
4 -4.00000E-02 2.00000E-02 2.00000E-02
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5 -1.00000E-01 -6.74853E-02 5.00000E-02
6 -1.00000E-02 -2.28013E-03 inf
7 -1.00000E-02 -2.34528E-04 inf

Box bounds dual variables:
idx Lower bound Value Upper bound Value

1 -1.00000E-02 3.30098E-01 1.00000E-02 0.00000E+00
2 -1.00000E-01 1.43844E-02 1.50000E-01 0.00000E+00
3 -1.00000E-02 0.00000E+00 3.00000E-02 9.09967E-02
4 -4.00000E-02 0.00000E+00 2.00000E-02 7.66124E-02
5 -1.00000E-01 3.66960E-12 5.00000E-02 0.00000E+00
6 -1.00000E-02 2.47652E-11 inf 0.00000E+00
7 -1.00000E-02 7.82645E-13 inf 0.00000E+00

Constraints dual variables:
idx Lower bound Value Upper bound Value

1 -1.30000E-01 0.00000E+00 -1.30000E-01 1.43111E+00
2 -inf 0.00000E+00 -4.90000E-03 1.07904E-10
3 -inf 0.00000E+00 -6.40000E-03 1.14799E-09
4 -inf 0.00000E+00 -3.70000E-03 4.09190E-12
5 -inf 0.00000E+00 -1.20000E-03 1.52421E-12
6 -9.92000E-02 1.50098E+00 inf 0.00000E+00
7 -3.00000E-03 1.51661E+00 2.00000E-03 0.00000E+00

11 Algorithmic Details

This section contains the description of the underlying algorithms used in nag_opt_handle_solve_l
p_ipm (e04mtc), which implements the infeasible Primal-Dual and homogeneous Self-Dual methods.
For further details, see Andersen et al. (1996), Gondzio (2012), Mészáros (1996) and Wright (1997).

For simplicity, we consider the following primal linear programming formulation

minimize
x2Rn

cTx ðaÞ
subject to Ax ¼ b ðbÞ

x 	 0 ðcÞ
ð2Þ

where c, x 2 Rn, b 2 Rm and A 2 Rm�n with full row rank. The dual formulation for (2) is given by

maximize
y2Rm;z2Rn

bTy ðaÞ
subject to ATyþ z ¼ c ðbÞ

z 	 0 ðcÞ
y ðfreeÞ ðdÞ

ð3Þ

where y and z denote the dual variables. Solutions of the primal (2) and dual (3) problem are connected
by the strong duality theory (see for example, Nocedal and Wright (2006)) and are characterized by the
first order optimality conditions, the so-called Karush–Kuhn–Tucker (KKT) conditions, which are
stated as follows:

ATyþ z ¼ c
Ax ¼ b

XZe ¼ 0

x; zð Þ 	 0

ð4Þ

where we define X and Z as the diagonal matrices with the elements xi and zi, respectively, and
e ¼ 1; 1; . . . ; 1ð ÞT as the n-vector of ones.

The underlying algorithm applies an iterative method to find an optimal solution x�; y�; z�ð Þ of the
system (4) employing variants of Newton's method and modifying the search directions and step lengths
so that the non-negative constraints are preserved at every iteration.
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11.1 The Infeasible-interior-point Primal-Dual Algorithm

A direct solution of the nonlinear system of equations (4) by Newton's method is impractical as it
exhibits slow progress towards the solution. Instead, a sequence of the following perturbed KKT
conditions are solved so that the complementarity is driven to zero through the iteration sequence

Ax ¼ b
ATyþ z ¼ c

XZe ¼ ��e
x; zð Þ > 0:

ð5Þ

Here � is the average complementarity error at the current iteration � ¼ xTz=n, called duality measure,
and � 2 0; 1ð Þ, called centring parameter, is the reduction factor that we wish to achieve in the duality
measure.

Each iteration of the Primal-Dual algorithm makes one step of Newton's method applied to the
perturbed first order optimality conditions (5) with a given � and �. In particular, a Newton search
direction is computed by solving a system of linear equations and a length of the step � is determined
so that the bounds x; zð Þ > 0 are not violated. The residual of (4) and � define stopping criteria and the
algorithm terminates once they are reduced to the requested accuracy, see Section 11.3.

Given an x, z 2 Rn
þ and y 2 Rm, Newton's direction is obtained by solving the following system:

A 0 0
0 AT I
Z 0 X

0@ 1A �x
�s
�z

0@ 1A ¼ rb
rc

�e�XZe

0@ 1A; ð6Þ

where

rb ¼ b�Ax; ðPrimal infeasibilitiesÞ
rc ¼ c�ATy� z ðDual infeasibilitiesÞ

denote the violations of the primal and the dual constraints, respectively. Primal and dual infeasibilities,
rb and rc, are reduced at the same rate 1� �ð Þ, given a stepsize � 2 0; 1ð Þ. The Primal-Dual algorithm
does not require feasibility of the solutions during the optimization process. Feasibility is attained
during the process as optimality is approached.

Once the system is solved, �x and �z are used to compute the maximum stepsizes in primal space
�Pð Þ and dual space (�D) such that the non-negativity of variables is preserved

�P ¼ min 1; � �max � 	 0 : xk þ ��xk 	 0
� � 

�D ¼ min 1; � �max � 	 0 : zk þ ��zk 	 0
� �  ;

where 0 < � < 1 is a reduction parameter close to 1, typically � 2 0:9; 1ð Þ. The next iterate is updated
as follows:

xkþ1  xk þ �P�xk
ykþ1; zkþ1
� �

 yk; zk
� �

þ �D �yk;�zk
� �

Finally, the barrier parameter � is decreased by a given factor and the process is repeated until the
stopping criteria (see Section 11.3) or maximum number of iterations is reached.

11.1.1 The Barrier Method

Note that there is also another way to obtain the perturbed KKT conditions (5). They can be derived
starting from the primal formulation (2) and replacing the non-negativity constraints x 	 0 by a
logarithmic barrier term

Pn
j¼1logxj with a barrier parameter � > 0. This approach leads to the primal

logarithmic barrier problem defined as

minimize
x2Rn

cTx� �
Pn

j¼1logxj

subject to Ax ¼ b:
ð7Þ
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The Lagrangian formulation for (7) is

L x; y; �ð Þ ¼ cTx� �
Xn
j¼1

logxj � yT Ax� bð Þ;

and the first order optimality conditions for problem (7) are

rxL ¼ c� �X�1e�ATy ¼ 0
ryL ¼ b�Ax ¼ 0;

x > 0 Barrier avoidsx ¼ 0ð Þ
Finally, by introducing Z ¼ �X�1 and z ¼ Ze the same system of equations (5) is formulated.

11.2 Homogeneous Self-Dual Algorithm

A homogeneous Self-Dual (HSD) embedding of the primal linear programming and its dual was
proposed in Xu et al. (1996). As its name suggest, the HSD and its dual are equivalent. Self-Dual
formulations embed the original problem (2) in a larger linear programming problem such that the latter
is primal and dual feasible, with known feasible points, and from which solution we can extract optimal
solutions or certificates of infeasibility of the original problem.

We define the homogeneous and Self-Dual linear feasibility (HLF) model as follows:

minimize
x;z2Rn;y2Rm;�;�2R

0

subject to Ax� b� ¼ 0
ATyþ z� c� ¼ 0
�cTxþ bTy� � ¼ 0
x; �; z; � 	 0; y ðfreeÞ

; ð8Þ

where � and � are two additional variables. The model (8) is a Self-Dual linear programming problem
with zero right-hand side and a zero objective vector. If x̂; �̂ ; ŷ; ẑ; �̂ð Þ is a strictly complementarity
solution for (8), then if �̂ > 0, the linear programming problem has an optimal solution given by

x�; y�; z�ð Þ ¼ x̂; ŷ; ẑð Þ=�̂;

and the duality gap is given by cTx� � bTy� ¼ �̂=�̂ ¼ 0. The homogeneous algorithm is an application of
the Primal-Dual method for the computation of a strictly complementarity solution to (8).

Homogeneous and Self-Dual interior point methods have several advantages besides an inherent ability
to detect infeasibility (which improves the detection of divergence in Primal-Dual algorithms). The
HSD model includes the ease of finding a suitable starting point and it is generally more robust in the
presence of free variables. However, some disadvantages need to be noted: HSD is larger than the
original problem. In particular, it increases the number of linear equations solved per iteration by one,
requiring an extra backsolve step, which make it slightly slower than the Primal-Dual algorithm.
Moreover, numerical experiments indicate that the required number of iterations on feasible problems
might be slightly increased.

11.3 Stopping Criteria

11.3.1 Convergence – Optimal Termination

11.3.1.1 Primal-Dual algorithm

The Primal-Dual algorithm is stopped when the first order optimality conditions are satisfied to the
requested accuracy. These conditions are relative primal and dual feasibility and duality gap, defined as:
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relative dual feasibility

ATyþ z� ck k
1þ ck k � �1 ð9Þ

relative primal feasibility

Ax� bk k
1þ bk k � �1 ð10Þ

relative duality gap

�

1þ cTxj j � �1 ð11Þ

Furthermore, final absolute primal and dual infeasibilities, and duality gap are also returned. Here �1
may be set using LPIPM Stop Tolerance and the norm denotes the 2-norm.

11.3.1.2 Self-Dual algorithm

Similar to the Primal-Dual algorithm, the homogeneous Self-Dual algorithm is stopped when the
following measures are satisfied to the requested accuracy.

relative primal feasibility

b� �Axk k
max 1; b�0 �Ax0k kð Þ � �1 ð12Þ

relative dual feasibility

�c�ATy� zk k
max 1; c�0 �ATy0 � z0k kð Þ � �1 ð13Þ

relative duality gap

�þ cTx� bTyk k
max 1; �0 þ cTx0 � bTy0j jð Þ � �1 ð14Þ

which measure the relative reduction in the primal, dual and gap infeasibility, respectively. In addition,
an extra measure is considered to quantify the accuracy in the objective function, which is given by

�A ¼
cTx� bTyj j
� þ bTyj j � �2 ð15Þ

Here �1 and �2 may be set using LPIPM Stop Tolerance and LPIPM Stop Tolerance 2, respectively.

Premature termination is triggered if the current iteration exhibits fast convergence and the optimality
measures lie within a small range. In particular, the Self-Dual algorithm is stopped if the above
termination conditions are met within a small factor and � > 1000�. This measure is tracked after the
first 10 iterations.

11.3.2 Infeasibility/Unboundedness Detection

11.3.2.1 Primal-Dual algorithm

The Primal-Dual algorithm detects infeasible problems fairly reliably by using a set of heuristics. When
several of these heuristics classify the problem as infeasible throughout a sufficient number of
iterations, the algorithm is stopped.

Note that in order to obtain a certificate of infeasibility, the use of homogeneous Self-Dual algorithm is
recommended, see Section 11.3.2.2.

11.3.2.2 Self-Dual algorithm

The problem is concluded to be primal or dual infeasible if one of the following conditions hold:
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1. Both the relative primal (12) and dual (13) feasibility of the HLF model (8) are satisfied and the
value of � satisfies

� � �2 max 1; �ð Þ
2. or if the following inequalities hold

� � �2�0
� � �2 min 1; �ð Þ

Then the problem is declared dual infeasible if cTx < 0 or primal infeasible otherwise.

11.3.3 Suboptimal Solution

The solver stops prematurely and reports suboptimal solution when it predicts that the current estimate
of the solution will not be improved in subsequent iterations. In most cases the returned solution should
be acceptable.

11.4 Solving the KKT System

The solution of the Newton system of equations (6) is the most computationally costly operation. In
practice, system (6) is reduced to the augmented system by eliminating �z from the last block of
equations as follows:

�D2 AT

A 0

� �
�x
�y

� �
¼ r

h

� �
; ð16Þ

where

D2 ¼ Z�1X
r ¼ rc�X�1 �e�XZeð Þ
h ¼ rb

and �z ¼ �X�1 �e�XZeð Þ �X�1Z�x. This is a system of mþ n variables and constraints,
symmetric and indefinite. Submatrix D is diagonal and positive definite.

The system (16) can be reduced further by eliminating �x, to a positive definite system usually called
normal-equations defined as

AD2AT
� �

�y ¼ AD2rþ h ð17Þ

and

�z ¼ �rc�AT�y

�x ¼ �Z�1 �e�XZeð Þ �XZ�1�z
Typically, formulation (17) is preferred for many problems as the system matrix can be factorized by a
sparse Cholesky. However, this brings some well-known disadvantages: Ill-conditioning of the system is
often observed during the final stages of the algorithm, and free (unbounded) variables require certain
modifications. If matrix A contains dense columns (columns with relatively many nonzeros) then
AD2AT has many nonzeros, which in turn makes the factorization expensive. On the other hand,
solving the augmented system is usually slower, but it normally avoids the fill-in caused by dense
columns and can handle free variables directly in the formulation.

nag_opt_handle_solve_lp_ipm (e04mtc) can detect and handle dense columns effectively: depending
on the number and the density of the ‘dense’ columns, the solver may either choose to directly use an
augmented system formulation or to treat these columns separately in a product-form Cholesky
factorization as described in Goldfard and Scheinberg (2004). It is also possible to manually override
the automatic choice via the optional parameter LPIPM System Formulation and let the solver use a
normal-equations or an augmented system formulation.

Badly scaled optimal solutions may present numerical challenges, therefore iterative refinement using
mixed-precision is employed for reducing the roundoff errors produced during the solution of the
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system. When the condition number of the system AD2AT prevents the satisfactory use of iterative
refinement, nag_opt_handle_solve_lp_ipm (e04mtc) switches automatically to an augmented system
formulation, reporting RS (Restart) in the last column of the iteration log (I). Furthermore,
nag_opt_handle_solve_lp_ipm (e04mtc) provides several scaling techniques to adjust the numerical
characteristics of the problem data, see LPIPM Scaling.

Finally, factorization of the system matrix can degrade sparsity, so the resulting fill-in can be large,
therefore several ordering techniques are included to minimize it. nag_opt_handle_solve_lp_ipm
(e04mtc) uses Harwell packages MA97 (see Hogg and Scott (2011) and HSL (2011)) for the underlying
sparse linear algebra factorization and MC68 approximate minimum degree algorithm, and METIS
(Karypis and Kumar (1998)) nested dissection algorithm for the ordering.

11.5 Weighted Multiple Centrality Correctors

As previously stated, the factorization of the system at every iteration usually accounts for most of the
computation time, therefore it is always desirable to reuse the factors if possible and to reduce the total
number of iterations. An efficient computational method is obtained by splitting the computation of the
Newton direction into two steps, namely the affine-scaling direction and its correction step, called
Mehrotra's predictor-corrector. However, Mehrotra's predictor-corrector technique aims to correct the
affine-direction in a full step, which is considered an aggressive approach.

nag_opt_handle_solve_lp_ipm (e04mtc) implements a high-order method, called weighted multiple
centrality correctors (WMCC), see Gondzio (1996) and Colombo and Gondzio (2008). This technique
attempts to correct the affine-direction recursively as long as the stepsizes increase at least by a fraction
of a given aspiration level, up to a maximum number of times. The heuristic to determine the maximum
number of wmcc is based on the ratio between the cost of the factorization and that of backsolving and
therefore may lead to non-repeatable results. To avoid an undesired behaviour, you can fix the
maximum number of WMCC with option LPIPM Centrality Correctors.

11.6 Further Details

nag_opt_handle_solve_lp_ipm (e04mtc) includes an advance preprocessing phase (called presolve) to
reduce the dimensions of the problem before passing it to the solver. The reduction in problem size
generally improves the behaviour of the solver, shortening the total computation time. In addition,
infeasibility may also be detected during preprocessing. The default behaviour of the presolve can be
modified by LP Presolve.

The initial point x0 is always computed using heuristics. Effective warm-starting strategies for interior
point methods are still subject to intensive academic research, and it is not available in this release.

12 Optional Parameters

Several optional parameters in nag_opt_handle_solve_lp_ipm (e04mtc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_opt_handle_solve_lp_ipm (e04mtc) these optional parameters have associated default values that
are appropriate for most problems. Therefore, you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The optional parameters can be changed by calling nag_opt_handle_opt_set (e04zmc) anytime
between the initialization of the handle by nag_opt_handle_init (e04rac) and the call to the solver.
Modification of the arguments during intermediate monitoring stops is not allowed. Once the solver
finishes, the optional parameters can be altered again for the next solve.

If any options are set by the solver (typically those with the choice of AUTO), their value can be
retrieved by nag_opt_handle_opt_get (e04znc). If the solver is called again, any such arguments are
reset to their default values and the decision is made again.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

e04 – Minimizing or Maximizing a Function e04mtc

Mark 26.1 e04mtc.23



Defaults

Infinite Bound Size

LPIPM Algorithm

LPIPM Centrality Correctors

LPIPM Iteration Limit

LPIPM Monitor Frequency

LPIPM Scaling

LPIPM Stop Tolerance

LPIPM Stop Tolerance 2

LPIPM System Formulation

LP Presolve

Monitoring File

Monitoring Level

Print File

Print Level

Print Options

Print Solution

Stats Time

Task

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

All options accept the value DEFAULT to return single options to their default states.

Keywords and character values are case and white space insensitive.

Defaults

This special keyword may be used to reset all optional parameters to their default values. Any argument
value given with this keyword will be ignored.

Infinite Bound Size r Default ¼ 1020

This defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper bound
greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than or
equal to �bigbnd will be regarded as �1). Note that a modification of this optional parameter does not
influence constraints which have already been defined; only the constraints formulated after the change
will be affected.

Constraint: Infinite Bound Size 	 1000.

LP Presolve a Default ¼ FULL

This argument allows you to reduce the level of presolving of the problem or turn it off completely. If
the presolver is turned off, the solver will try to handle the problem as given by the user. In such a case,
the presence of fixed variables or linear dependencies in the constraint matrix can cause numerical
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instabilities to occur. In normal circumstances, it is recommended to use the full presolve which is the
default.

Constraint: LP Presolve ¼ FULL, BASIC or NO.

LPIPM Algorithm a Default ¼ PRIMAL� DUAL

As described in Section 11, nag_opt_handle_solve_lp_ipm (e04mtc) implements the infeasible Primal-
Dual algorithm, see Section 11.1, and the homogeneous Self-Dual algorithm, see Section 11.2. This
argument controls which one to use.

Constraint: LPIPM Algorithm ¼ PRIMAL� DUAL, PD, SELF� DUAL or SD.

LPIPM Centrality Correctors i Default ¼ 6

This argument controls the number of centrality correctors (see Section 11.5) used at each iteration.
Each corrector step attempts to improve the current iterate for the price of additional solve(s) of the
factorized system matrix in order to reduce the total number of iterations. Therefore, it trades the
additional solves of the system with the number of factorizations. The more expensive the factorization
is with respect to the solve, the more corrector steps should be allowed.

If i > 0, the maximum number of corrector steps will be computed by timing heuristics (the ratio
between the times of the factorization and the solve in the first iteration) but will not be greater than i.
The number computed by the heuristic can be recovered after the solve or during a monitoring step in
stats. This might cause non-repeatable results.

If i < 0, the maximum number of corrector steps will be set to ij j.
If it is set to 0, no additional centrality correctors will be used and the algorithm reverts to Mehrotra's
predictor-corrector.

LPIPM Iteration Limit i Default ¼ 100

The maximum number of iterations to be performed by nag_opt_handle_solve_lp_ipm (e04mtc).
Setting the option too low might lead to fail:code ¼ NE_TOO_MANY_ITER.

Constraint: LPIPM Iteration Limit 	 1.

LPIPM Scaling a Default ¼ ARITHMETIC

This argument controls the type of scaling to be applied on the constraint matrix A before solving the
problem. More precisely, the scaling procedure will try to find diagonal matrices D1 and D2 such that
the values in D1AD2 are of a similar order of magnitude. The solver is less likely to run into numerical
difficulties when the constraint matrix is well scaled.

Constraint: LPIPM Scaling ¼ ARITHMETIC, GEOMETRIC or NONE.

LPIPM Monitor Frequency i Default ¼ 0

This argument defines the frequency of how often function monit is called. If i > 0, the solver calls
monit at the end of every ith iteration. If it is set to 0, the function is not called at all.

Constraint: LPIPM Monitor Frequency 	 0.

LPIPM Stop Tolerance r Default ¼
ffiffi
�
p

This argument sets the value �1 which is the tolerance for the convergence measures in the stopping
criteria, see Section 11.3.

Constraint: LPIPM Stop Tolerance > �.

LPIPM Stop Tolerance 2 r Default ¼ �0:6

This argument sets the additional tolerance �2 used in the stopping criteria for the Self-Dual algorithm,
see Section 11.3.

Constraint: LPIPM Stop Tolerance 2 > �.
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LPIPM System Formulation a Default ¼ AUTO

As described in Section 11.4, nag_opt_handle_solve_lp_ipm (e04mtc) can internally work either with
the normal equations formulation (17) or with the augmented system (16). A brief discussion of
advantages and disadvantages is presented in Section 11.4. Option AUTO leaves the decision to the
solver based on the structure of the constraints and it is the recommended option. This will typically
lead to the normal equations formulation unless there are many dense columns or the system is
significantly cheaper to factorize as the augmented system. Note that in some cases even if
LPIPM System Formulation ¼ NORMAL EQUATIONS the solver might switch the formulation
through the computation to the augmented system due to numerical instabilities or computational cost.

C o n s t r a i n t : LPIPM System Formulation ¼ AUTO, AUGMENTED SYSTEM, AS,
NORMAL EQUATIONS or NE.

Monitoring File i Default ¼ �1
(See Section 3.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc)) for the secondary
(monitoring) output. If set to �1, no secondary output is provided. The following information is output
to the unit:

– a listing of the optional parameters if set by Print Options;

– problem statistics, the iteration log and the final status as set by Monitoring Level;

– the solution if set by Print Solution.

Constraint: Monitoring File 	 �1.

Monitoring Level i Default ¼ 4

This argument sets the amount of information detail that will be printed by the solver to the secondary
output. The meaning of the levels is the same as with Print Level.

Constraint: 0 �Monitoring Level � 5.

Print File i Default
¼ Nag FileID number associated with stdout

(See Section 3.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc), stdout as the default) for
the primary output of the solver. If Print File ¼ �1, the primary output is completely turned off
independently of other settings. The following information is output to the unit:

– a listing of optional parameters if set by Print Options;

– problem statistics, the iteration log and the final status from the solver as set by Print Level;

– the solution if set by Print Solution.

Constraint: Print File 	 �1.

Print Level i Default ¼ 2

This argument defines how detailed information should be printed by the solver to the primary output.

i Output

0 No output from the solver

1 Only the final status and the primal and dual objective value

2 Problem statistics, one line per iteration showing the progress of the solution with respect to
the convergence measures, final status and statistics
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3 As level 2 but each iteration line is longer, including step lengths and errors

4; 5 As level 3 but further details of each iteration are presented

Constraint: 0 � Print Level � 5.

Print Options a Default ¼ YES

If Print Options ¼ YES, a listing of optional parameters will be printed to the primary and secondary
output.

Constraint: Print Options ¼ YES or NO.

Print Solution a Default ¼ NO

If Print Solution ¼ X, the final values of the primal variables are printed on the primary and secondary
outputs.

If Print Solution ¼ YES or ALL, in addition to the primal variables, the final values of the dual
variables are printed on the primary and secondary outputs.

Constraint: Print Solution ¼ YES, NO, X or ALL.

Stats Time a Default ¼ NO

This argument allows you to turn on timings of various parts of the algorithm to give a better overview
of where most of the time is spent. This might be helpful for a choice of different solving approaches. It
is possible to choose between CPU and wall clock time. Choice YES is equivalent to wall clock.

Constraint: Stats Time ¼ YES, NO, CPU or WALL CLOCK.

Task a Default ¼ MINIMIZE

This argument specifies the required direction of the optimization. If Task ¼ FEASIBLE POINT, the
objective function (if set) is ignored and the algorithm stops as soon as a feasible point is found with
respect to the given tolerance. If no objective function is set, Task reverts to FEASIBLE POINT
automatically.

Constraint: Task ¼ MINIMIZE, MAXIMIZE or FEASIBLE POINT.
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NAG Library Function Document

nag_opt_miqp_mps_write (e04mwc)

1 Purpose

nag_opt_miqp_mps_write (e04mwc) writes data for sparse linear programming, mixed integer linear
programming, quadratic programming or mixed integer quadratic programming problems to a file in
MPS format.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_miqp_mps_write (Nag_FileID fileid, Integer n, Integer m,
Integer nnzc, Integer nnza, Integer ncolh, Integer nnzh,
Integer lintvar, const Integer idxc[], const double c[], Integer iobj,
const double a[], const Integer irowa[], const Integer iccola[],
const double bl[], const double bu[], char pnames[][9],
char crname[][9], const double h[], const Integer irowh[],
const Integer iccolh[], Integer minmax, const Integer intvar[],
NagError *fail)

3 Description

nag_opt_miqp_mps_write (e04mwc) writes data for linear programming (LP) or quadratic programming
(QP) problems (or their mixed integer variants) from an optimization problem to a MPS output file, see
Section 3.1 in nag_opt_miqp_mps_read (e04mxc) for the format description. The problem is expected
in the form

minimize
x

cTxþ 1
2x

THx subject to l � x
Ax


 �
� u:

Where n is the number of variables, m is the number of general linear constraints, A is the linear
constraint matrix with dimension m by n, the vectors l and u are the lower and upper bounds,
respectively. H is the Hessian matrix with dimension n by n, however, only leading ncolh columns
might contain nonzero elements and the rest is assumed to be zero.

Note that the linear term of the objective function c might be supplied either as c or via iobj. If c is
supplied then idxc contains the indices of the nonzero elements of sparse vector c, whereas if iobj is
supplied (iobj > 0), row iobj of matrix A is a free row storing the nonzero elements of c.

Note: that this function uses fixed MPS format, see IBM (1971).

4 References

IBM (1971) MPSX – Mathematical programming system Program Number 5734 XM4 IBM Trade
Corporation, New York

5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the file to store the problem data as returned by a call to nag_open_file
(x04acc).

Constraint: fileid 	 0.
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2: n – Integer Input

On entry: n, the number of variables in the problem.

Constraint: n 	 1.

3: m – Integer Input

On entry: m, the number of constraints in the problem. This is the number of rows in the linear
constraint matrix A, including the free row (if any; see iobj).

Constraint: m 	 0.

4: nnzc – Integer Input

On entry: the number of nonzero elements in the sparse vector c.

If nnzc ¼ 0, the vector c is considered empty and the arrays idxc and c will not be referenced
and may be NULL. In this case the linear term of the objective function, if any, might be
provided via iobj.

Constraints:

nnzc 	 0;
if nnzc > 0, iobj ¼ 0.

5: nnza – Integer Input

On entry: the number of nonzero elements in matrix A.

If nnza ¼ 0, matrix A is considered empty, arrays a and irowa will not be referenced and may be
NULL, and iccola should be the array of 1.

Constraint: nnza 	 0.

6: ncolh – Integer Input

On entry: the number of leading nonzero columns of the Hessian matrix H.

If ncolh ¼ 0, the quadratic term H of the objective function is considered zero (e.g., LP
problems), and arrays h, irowh and iccolh will not be referenced and may be NULL.

Constraint: 0 � ncolh � n.

7: nnzh – Integer Input

On entry: the number of nonzero elements of the Hessian matrix H.

Constraints:

if ncolh > 0, nnzh > 0;
otherwise nnzh ¼ 0.

8: lintvar – Integer Input

On entry: the number of integer variables in the problem.

If lintvar ¼ 0, all variables are considered continuous and array intvar will not be referenced
and may be NULL.

Constraint: lintvar 	 0.

9: idxc½nnzc� – const Integer Input
10: c½nnzc� – const double Input

On entry: the nonzero elements of sparse vector c. idxc½i � 1� must contain the index of c½i � 1�
in the vector, for i ¼ 1; 2; . . . ; nnzc.

The elements are stored in ascending order.
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Constraints:

1 � idxc½i � 1� � n, for i ¼ 1; 2; . . . ; nnzc;
idxc½i � 1� < idxc½i�, for i ¼ 1; 2; . . . ; nnzc.

11: iobj – Integer Input

On entry: if iobj > 0, row iobj of A is a free row containing the nonzero coefficients of the
linear terms of the objective function. In this case nnzc is set to 0.

If iobj ¼ 0, there is no free row in A, and the linear terms might be supplied in array c.

Constraint: if iobj > 0, nnzc ¼ 0.

12: a½nnza� – const double Input
13: irowa½nnza� – const Integer Input
14: iccola½nþ 1� – const Integer Input

On entry: the nonzero elements of matrix A in compressed column storage (see Section 2.1.3 in
the f11 Chapter Introduction). Arrays irowa and a store the row indices and the values of the
nonzero elements, respectively. The elements are sorted by columns and within each column in
nondecreasing order. Duplicate entries are not allowed. iccola contains the (one-based) indices to
the beginning of each column in a and irowa.

If nnza ¼ 0, a and irowa are not referenced and may be NULL.

Constraints:

1 � irowa½i � 1� � m, for i ¼ 1; 2; . . . ;nnza;
iccola½0� ¼ 1;
iccola½i � 1� � iccola½i�, for i ¼ 1; 2; . . . ; n;
iccola½n� ¼ nnzaþ 1.

15: bl½nþm� – const double Input
16: bu½nþm� – const double Input

On entry: bl and bu contains the lower bounds l and the upper bounds u, respectively.

The first n elements refer to the bounds for the variables x and the rest to the bounds for the
linear constraints (including the objective row iobj if present).

To specify a nonexistent lower bound (i.e., lj ¼ �inf ), set bl½j� 1� � �1020; to specify a
nonexistent upper bound, set bu½j� 1� 	 1020.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþm;
bl½j � 1� < 1020, for j ¼ 1; 2; . . . ; nþm;
bu½j � 1� > �1020, for j ¼ 1; 2; . . . ;nþm;
if iobj > 0, bl½iobjþ n� 1� � �1020 and bu½iobjþ n� 1� 	 1020.

17: pnames½5�½9� – char Input

On entry: a set of names associated with the MPSX form of the problem.

The names can be composed only from ‘printable’ characters (ASCII codes between 32 and 127).

If any of the names are blank, the default name is used.

pnames½0�
Contains the name of the problem.

pnames½1�
Contains the name of the objective row if the objective is provided in c instead of iobj and
all names crname are given. The name must be nonempty and unique. In all other cases
pnames½1� is not used.
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pnames½2�
Contains the name of the RHS set.

pnames½3�
Contains the name of the RANGE.

pnames½4�
Contains the name of the BOUNDS.

18: crname½nþm�½9� – char Input

On exit: the names of all the variables and constraints in the problem in that order.

The names can be composed only from ‘printable’ characters and must be unique.

If crname � 0, crname is not referenced and may be NULL.

19: h½nnzh� – const double Input
20: irowh½nnzh� – const Integer Input
21: iccolh½ncolhþ 1� – const Integer Input

On entry: the nonzero elements of the Hessian matrix H in compressed column storage (see
Section 2.1.3 in the f11 Chapter Introduction). The Hessian matrix, H, is symmetric and its
elements are stored in a lower triangular matrix.

Arrays irowh and h store the row indices and the values of the nonzero elements, respectively.
The elements are sorted by columns and within each column in nondecreasing order. Duplicate
entries are not allowed. iccolh contains the (one-based) indices to the beginning of each column
in h and irowh.

If ncolh ¼ 0, h is not referenced and may be NULL.

Constraints:

1 � irowh½i � 1� � ncolh, for i ¼ 1; 2; . . . ;nnzh;
iccolh½0� ¼ 1;
iccolh½i � 1� � iccolh½i�, for i ¼ 1; 2; . . . ; ncolh;
iccolh½ncolh� ¼ nnzhþ 1.

22: minmax – Integer Input

On entry: minmax defines the direction of optimization problem.

minmax ¼ �1
Minimization.

minmax ¼ 1
Maximization.

Constraint: minmax ¼ �1 or 1.

23: intvar½lintvar� – const Integer Input

On entry: intvar contains the indices k of variables xk which are defined as integers. Duplicate
indices are not allowed.

If lintvar ¼ 0, intvar is not referenced and may be NULL.

Constraint: 1 � intvar½j � 1� � n, for j ¼ 1; 2; . . . ; lintvar.

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

e04mwc NAG Library Manual

e04mwc.4 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_INPUT

On entry, iccola½0� ¼ valueh i.
Constraint: iccola½0� ¼ 1.

On entry, iccola½n� ¼ valueh i and nnza ¼ valueh i.
Constraint: iccola½n� ¼ nnzaþ 1.

On entry, iccolh½0� ¼ valueh i.
Constraint: iccolh½0� ¼ 1.

On entry, iccolh½ncolh� ¼ valueh i and nnzh ¼ valueh i.
Constraint: iccolh½ncolh� ¼ nnzhþ 1.

On entry, intvar½ valueh i� ¼ intvar½ valueh i� ¼ valueh i.
Constraint: all entries in intvar must be unique.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

On entry, minmax ¼ valueh i.
Constraint: minmax ¼ �1 or 1.

NE_BOUND

On entry, j ¼ valueh i and bl½j � 1� ¼ valueh i, bl½j � 1� is incorrect.
Constraint: bl½j � 1� < 1eþ 20.

On entry, j ¼ valueh i, bl½j � 1� ¼ valueh i and bu½j � 1� ¼ valueh i are incorrect.
Constraint: bl½j � 1� � bu½j � 1�.
On entry, j ¼ valueh i, bl½j � 1� ¼ valueh i and bu½j � 1� ¼ valueh i, the integer variable j requires
at least one bound finite.
Constraint: at least one of the following conditions must be met for integer variable j:
bl½j � 1� > �1eþ 20, bu½j � 1� < 1eþ 20.

On entry, j ¼ valueh i and bu½j � 1� ¼ valueh i, bu½j � 1� is incorrect.
Constraint: bu½j � 1� > �1eþ 20.

NE_FILEID

On entry, fileid ¼ valueh i.
Constraint: fileid 	 0.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, lintvar ¼ valueh i.
Constraint: lintvar 	 0.
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On entry, nnza ¼ valueh i.
Constraint: nnza 	 0.

On entry, nnzc ¼ valueh i.
Constraint: nnzc 	 0.

NE_INT_3

On entry, ncolh ¼ valueh i and n ¼ valueh i.
Constraint: 0 � ncolh � n.

On entry, ncolh ¼ valueh i and nnzh ¼ valueh i.
Constraint: if ncolh ¼ 0, nnzh ¼ 0 .

On entry, ncolh ¼ valueh i and nnzh ¼ valueh i.
Constraint: if ncolh > 0, nnzh > 0.

NE_INT_4

On entry, iobj ¼ valueh i and m ¼ valueh i.
Constraint: 0 � iobj � m.

On entry, iobj ¼ valueh i and nnzc ¼ valueh i.
Constraint: at most one of iobj or nnzc may be nonzero.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, irowa½i � 1� ¼ valueh i and m ¼ valueh i.
Constraint: 1 � irowa½i � 1� � m.

On entry, j ¼ valueh i, i ¼ valueh i, ncolh ¼ valueh i and irowh½i � 1� ¼ valueh i
Constraint: j � irowh½i � 1� � ncolh (within the lower triangle).

On entry, more than one element of a has row index valueh i and column index valueh i.
Constraint: each element of a must have a unique row and column index.

On entry, more than one element of h has row index valueh i and column index valueh i.
Constraint: each element of h must have a unique row and column index.

NE_MPS_ILLEGAL_NAME

On entry, crname½j � 1� for j ¼ valueh i has been already used.
Constraint: the names in crname must be unique.

The name specified in pnames½1� is empty or has been already used among row names.
Constraint: the names in pnames½1� must be unique and nonempty if crname is provided and
nnzc > 0.

NE_MPS_PRINTABLE

On entry, crname½j � 1� for j ¼ valueh i is incorrect.
Constraint: the names in crname must consist only of printable characters.

On entry, pnames½j � 1� for j ¼ valueh i is incorrect.
Constraint: the names in pnames must consist only of printable characters.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

On entry, j ¼ valueh i, iccola½j � 1� ¼ valueh i and iccola½j� ¼ valueh i, the values of iccola must
be nondecreasing.
Constraint: iccola½j � 1� � iccola½j�.
On entry, j ¼ valueh i, iccolh½j � 1� ¼ valueh i and iccolh½j� ¼ valueh i, the values of iccolh must
be nondecreasing.
Constraint: iccolh½j � 1� � iccolh½j�.

NE_NOT_STRICTLY_INCREASING

On entry, j ¼ valueh i, idxc½j � 1� ¼ valueh i and idxc½j� ¼ valueh i.
Constraint: idxc½j� 1� < idxc½j�.

NE_OBJ_BOUND

On entry, iobj ¼ valueh i, bl½j � 1� ¼ valueh i and bu½j � 1� ¼ valueh i, if iobj > 0 the bounds must
be infinite.
Constraints: bl½j � 1� � �1eþ 20, bu½j � 1� 	 1eþ 20.

NE_STATE_VAL

On entry, j ¼ valueh i, idxc½j � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � idxc½j � 1� � n.

On entry, j ¼ valueh i, intvar½j � 1� ¼ valueh i and lintvar ¼ valueh i.
Constraint: 1 � intvar½j � 1� � lintvar.

NE_WRITE_ERROR

An error occurred when writing to file.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_miqp_mps_write (e04mwc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example shows how to store an optimization problem to a file in MPS format after it has been
solved by nag_opt_sparse_convex_qp_solve (e04nqc). The problem is a minimization of the quadratic
function f xð Þ ¼ cTxþ 1

2x
THx , where

c ¼ �200:0;�2000:0;�2000:0;�2000:0;�2000:0; 400:0; 400:0ð ÞT
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H ¼

2 0 0 0 0 0 0
0 2 0 0 0 0 0
0 0 2 2 0 0 0
0 0 2 2 0 0 0
0 0 0 0 2 0 0
0 0 0 0 0 2 2
0 0 0 0 0 2 2

0BBBBBBB@

1CCCCCCCA
subject to the bounds

0 � x1 � 200
0 � x2 � 2500

400 � x3 � 800
100 � x4 � 700

0 � x5 � 1500
0 � x6
0 � x7

and to the linear constraints

x1 þ x2 þ x3 þ x4 þ x5 þ x6 þ x7 ¼ 2000
0:15x1 þ 0:04x2 þ 0:02x3 þ 0:04x4 þ 0:02x5 þ 0:01x6 þ 0:03x7 � 60
0:03x1 þ 0:05x2 þ 0:08x3 þ 0:02x4 þ 0:06x5 þ 0:01x6 � 100
0:02x1 þ 0:04x2 þ 0:01x3 þ 0:02x4 þ 0:02x5 � 40
0:02x1 þ 0:03x2 þ 0:01x5 � 30

1500 � 0:70x1 þ 0:75x2 þ 0:80x3 þ 0:75x4 þ 0:80x5 þ 0:97x6
250 � 0:02x1 þ 0:06x2 þ 0:08x3 þ 0:12x4 þ 0:02x5 þ 0:01x6 þ 0:97x7 � 300

The initial point, which is infeasible, is

x0 ¼ 0:0; 0:0; 0:0; 0:0; 0:0; 0:0; 0:0ð ÞT:

The optimal solution (to five figures) is

x� ¼ 0:0; 349:40; 648:85; 172:85; 407:52; 271:36; 150:02ð ÞT:

The generated file is called e04mwce.mps.

10.1 Program Text

/* nag_opt_miqp_mps_write (e04mwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

/* Make a typedef for convenience when allocating crname. */
typedef char e04mw_name[9];
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int main(void) {
/* Scalars and arrays */

/* Scalars */
Integer exit_status = 0;
double obj, objadd, sinf;
Integer i, icol, iobj, j, jcol, lenc, m, n, ncolh, ne, ninf, nnzh, minmax,

lintvar;
Integer nname, ns;

/* output file */
char fname[] = "e04mwce.mps";

/* Arrays */
char prob[9];
char **names;
char pnames[5][9] = {"", "", "", "", ""};
char (*crname)[9] = 0;
double *acol = 0, *bl = 0, *bu = 0, *c = 0, *pi = 0, *rc = 0, *x = 0, *h = 0,

*ruser = 0;
Integer *helast = 0, *hs = 0, *inda = 0, *loca = 0, *iccolh = 0, *irowh = 0,

*iuser = 0;

/* Nag Types */
Nag_E04State state;
Nag_Start start;
NagError fail;
Nag_Comm comm;
Nag_FileID fileid;

INIT_FAIL(fail);

printf("nag_opt_miqp_mps_write (e04mwc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read ne, iobj, ncolh, nnzh and nname from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
"%*[^\n] ", &ne, &iobj, &ncolh, &nnzh, &nname);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &ne, &iobj, &ncolh, &nnzh, &nname);
#endif

if (n >= 1 && m >= 1) {
/* Allocate memory */
if (!(names = NAG_ALLOC(n + m, char *)) ||

!(acol = NAG_ALLOC(ne, double)) ||
!(bl = NAG_ALLOC(m + n, double)) ||
!(bu = NAG_ALLOC(m + n, double)) ||
!(c = NAG_ALLOC(1, double)) ||
!(pi = NAG_ALLOC(m, double)) ||
!(rc = NAG_ALLOC(n + m, double)) ||
!(x = NAG_ALLOC(n + m, double)) ||
!(helast = NAG_ALLOC(n + m, Integer)) ||
!(hs = NAG_ALLOC(n + m, Integer)) ||
!(inda = NAG_ALLOC(ne, Integer)) ||
!(loca = NAG_ALLOC(n + 1, Integer)) ||
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!(iccolh = NAG_ALLOC(ncolh+1, Integer)) ||
!(irowh = NAG_ALLOC(nnzh, Integer)) ||
!(h = NAG_ALLOC(nnzh, double)) ||
!(crname = NAG_ALLOC(n + m, e04mw_name)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("%s", "Either m or n invalid\n");
exit_status = 1;
return exit_status;

}

/* Read names fron file */
for (i = 0; i < nname; ++i) {

if (!(names[i] = NAG_ALLOC(9, char)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s(" ’ %8s ’", names[i], 9);
#else

scanf(" ’ %8s ’", names[i]);
#endif

}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read the matrix acol from data file. Set up loca. */
jcol = 0;
loca[jcol] = 1;
for (i = 0; i < ne; ++i) {

/* Element (inda[i], icol) is stored in acol[i]. */
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &acol[i], &inda[i], &icol);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &acol[i], &inda[i], &icol);
#endif

if (icol <= jcol) {
/* Elements not ordered by increasing column index. */
printf("%s%5" NAG_IFMT "%s%5" NAG_IFMT "%s%s\n", "Element in column",

icol, " found after element in column", jcol + 1, ". Problem",
" abandoned.");

}
while (jcol + 1 < icol) {

/* Fill in loca[] for missing columns */
jcol++;
loca[jcol] = i + 1;

}
}
while (jcol < n) {

/* Fill in loca[] for remaining columns */
jcol++;
loca[jcol] = i + 1;

}

/* Read the matrix h, from data file. Set up iccolh */
jcol = 0;
iccolh[jcol] = 1;
for (i = 0; i < nnzh; ++i) {

/* Element (irowh[i], icol) is stored in h[i]. */
#ifdef _WIN32

e04mwc NAG Library Manual

e04mwc.10 Mark 26



scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &h[i], &irowh[i],
&icol);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &h[i], &irowh[i],

&icol);
#endif

if (icol <= jcol) {
/* Elements not ordered by increasing column index. */
printf("%s%5" NAG_IFMT "%s%5" NAG_IFMT "%s%s\n", "Element in column",

icol, " found after element in column", jcol, ". Problem",
" abandoned.");

}
while (jcol + 1 < icol) {

/* Fill in iccolh[] for missing columns */
jcol++;
iccolh[jcol] = i + 1;

}
}
while (jcol < ncolh) {

/* Fill in iccolh[] for remaining columns */
jcol++;
iccolh[jcol] = i + 1;

}

/* Read lower and upper bound */
for (i = 0; i < n + m; ++i) {

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 0; i < n + m; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set cold start and hs*/
start = Nag_Cold;
for (i = 0; i < n; ++i) {

hs[i] = 0.0;
}

/* Read the initial point x_0 */
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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/* nag_opt_sparse_convex_qp_init (e04npc).
Initialization function for nag_opt_sparse_convex_qp_solve (e04nqc) */

nag_opt_sparse_convex_qp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of "
"nag_opt_sparse_convex_qp_solve (e04nqc) failed.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* By default nag_opt_sparse_convex_qp_solve (e04nqc) does not print
monitoring information. Call nag_open_file (x04acc) to set the print file
fileid

nag_open_file (x04acc).
Open unit number for reading, writing or appending, and
associate unit with named file */

nag_open_file("", 2, &fileid, NAGERR_DEFAULT);

/* nag_opt_sparse_convex_qp_option_set_integer (e04ntc).
Set a single option for nag_opt_sparse_convex_qp_solve (e04nqc)
from an integer argument */

nag_opt_sparse_convex_qp_option_set_integer("Print file", fileid, &state,
&fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}

/* We have no explicit objective vector so set lenc = 0; the
objective vector is stored in row iobj of acol. */

lenc = 0;
objadd = 0.;

#ifdef _WIN32
strcpy_s(prob, (unsigned)_countof(prob), " ");

#else
strcpy(prob, " ");

#endif

/* Do not allow any elastic variables (i.e. they cannot be
infeasible). If we’d set optional argument "Elastic mode" to 0,
we wouldn’t need to set the individual elements of array helast. */

for (i = 0; i < n + m; ++i) {
helast[i] = 0;

}

/* Illustrate how to pass information to the user-supplied
function qphx via the comm structure */

comm.p = 0;

if (!(iuser = NAG_ALLOC(ncolh + 1 + nnzh, Integer)) ||
!(ruser = NAG_ALLOC(nnzh, double)))

{
printf("Allocation failure\n");
exit_status = -3;
goto END;

}

if (ncolh > 0) {
/* Store the nonzeros of H in ruser for use by qphx. */
for (i = 0; i < nnzh; i++)

ruser[i] = h[i];
/* Store iccolh and irowh in iuser for use by qphx. */
for (i = 0; i < ncolh + 1; i++)

iuser[i] = iccolh[i];
for (i = ncolh + 1, j = 0; i < nnzh + ncolh + 1; i++, j++)

iuser[i] = irowh[j];
comm.iuser = iuser;
comm.user = ruser;

}
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/* nag_opt_sparse_convex_qp_init (e04npc).
Initialization function for nag_opt_sparse_convex_qp_solve (e04nqc). */

nag_opt_sparse_convex_qp_init(&state, NAGERR_DEFAULT);

/* nag_opt_sparse_convex_qp_solve (e04nqc).
LP or QP problem (suitable for sparse problems). */

nag_opt_sparse_convex_qp_solve(start, qphx, m, n, ne, nname, lenc,
ncolh, iobj, objadd, pnames[0], acol, inda,
loca, bl, bu, NULL, (const char **) names,
helast, hs, x, pi, rc, &ns, &ninf, &sinf,
&obj, &state, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_opt_sparse_convex_qp_solve (e04nqc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print objective function and optimal x* */
printf("Final objective value = %12.3e\n", obj);
printf("Optimal X = ");

for (i = 0; i < n; ++i) {
printf("%9.2f%s", x[i], i % 7 == 6 || i == n - 1 ? "\n" : " ");

}

/* Set the rest of input for e04mwc. Due to iobj > 0, lenc = 0 and c and idxc
will not be referenced (are optional arguments)
c - optional
idxc - optional
intvar - optional */

/* pnames */
#ifdef _WIN32

strcpy_s(pnames[0], 9, "USRPNAME");
#else

strcpy(pnames[0], "USRPNAME");
#endif
#ifdef _WIN32

strcpy_s(pnames[1], 9, "OBJ.....");
#else

strcpy(pnames[1], "OBJ.....");
#endif
#ifdef _WIN32

strcpy_s(pnames[2], 9, "RHS.....");
#else

strcpy(pnames[2], "RHS.....");
#endif
#ifdef _WIN32

strcpy_s(pnames[3], 9, "RANGE...");
#else

strcpy(pnames[3], "RANGE...");
#endif
#ifdef _WIN32

strcpy_s(pnames[4], 9, "BOUND...");
#else

strcpy(pnames[4], "BOUND...");
#endif

lintvar = 0;
minmax = -1;

/* transform char *names[] to (*crname)[9] */
for (i = 0; i < n + m; i++)

#ifdef _WIN32
strcpy_s(crname[i], 9, names[i]);

#else
strcpy(crname[i], names[i]);

#endif
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/* open data file for writing */
nag_open_file(fname, 1, &fileid, NAGERR_DEFAULT);

/* nag_opt_miqp_mps_write (e04mwc).
writes data for sparse lP, MILP, QP or MIQP problems to a
file in MPS format. */

nag_opt_miqp_mps_write(fileid, n, m, lenc, ne, ncolh, nnzh, lintvar,NULL,NULL,
iobj, acol, inda, loca, bl, bu, pnames, crname, h, irowh,
iccolh, minmax, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_opt_miqp_mps_write (e04mwc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print name of the outfile */
printf("\nMPS file was written: %s\n", fname);

/* Close data file */
nag_close_file(fileid, NAGERR_DEFAULT);

END:

for (i = 0; i < n + m; i++) {
NAG_FREE(names[i]);

}
NAG_FREE(acol);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(h);
NAG_FREE(c);
NAG_FREE(pi);
NAG_FREE(rc);
NAG_FREE(x);
NAG_FREE(helast);
NAG_FREE(hs);
NAG_FREE(loca);
NAG_FREE(iccolh);
NAG_FREE(inda);
NAG_FREE(irowh);
NAG_FREE(iuser);
NAG_FREE(ruser);
NAG_FREE(crname);
NAG_FREE(names);
return exit_status;

}

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm)

{
/* Function to compute H*x.

Note: comm->iuser and comm->user contain the following data:
comm->user[0:nnzh-1] = h[0:nnzh-1]
comm->iuser[0:ncolh] = iccolh[0:ncolh]
comm->iuser[ncolh+1:nnzh+ncolh] = irowh[0:nnzh-1] */

Integer i, end, icol, idx, irow, start;

for (i = 0; i < ncolh; i++)
hx[i] = 0.0;

for (icol = 0; icol < ncolh; icol++) {
start = comm->iuser[icol];
end = comm->iuser[icol + 1] - 1;
for (idx = start - 1; idx < end; idx++) {

irow = comm->iuser[ncolh + 1 + idx] - 1;
hx[irow] = hx[irow] + x[icol] * comm->user[idx];
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if (irow != icol)
hx[icol] = hx[icol] + x[irow] * comm->user[idx];

}
}

}

10.2 Program Data

nag_opt_miqp_mps_write (e04mwc) Example Program Data
7 8 : Values of N and M

48 8 7 9 15 : Values of NNZ, IOBJ, NCOLH, NNZH and NNAME

’...X1...’ ’...X2...’ ’...X3...’ ’...X4...’ ’...X5...’
’...X6...’ ’...X7...’ ’..ROW1..’ ’..ROW2..’ ’..ROW3..’
’..ROW4..’ ’..ROW5..’ ’..ROW6..’ ’..ROW7..’ ’..COST..’ : End of array NAMES

0.02 7 1 : Sparse matrix A, ordered by increasing column index;
0.02 5 1 : each row contains ACOL(i), INDA(i), ICOL (= column index)
0.03 3 1 : The row indices may be in any order. In this example
1.00 1 1 : row 8 defines the linear objective term transpose(C)*X.
0.70 6 1
0.02 4 1
0.15 2 1

-200.00 8 1
0.06 7 2
0.75 6 2
0.03 5 2
0.04 4 2
0.05 3 2
0.04 2 2
1.00 1 2

-2000.00 8 2
0.02 2 3
1.00 1 3
0.01 4 3
0.08 3 3
0.08 7 3
0.80 6 3

-2000.00 8 3
1.00 1 4
0.12 7 4
0.02 3 4
0.02 4 4
0.75 6 4
0.04 2 4

-2000.00 8 4
0.01 5 5
0.80 6 5
0.02 7 5
1.00 1 5
0.02 2 5
0.06 3 5
0.02 4 5

-2000.00 8 5
1.00 1 6
0.01 2 6
0.01 3 6
0.97 6 6
0.01 7 6

400.00 8 6
0.97 7 7
0.03 2 7
1.00 1 7

400.00 8 7 : End of matrix A

2.0 1 1 : Sparse matrix H, ordered by increasing column index;
2.0 2 2 : each row contains H(i), IROWH(i), ICOL (= column index)
2.0 3 3 : The row indices may be in any order.
2.0 4 3
2.0 4 4
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2.0 5 5
2.0 6 6
2.0 7 6
2.0 7 7 : End of matrix H

0.0 0.0 4.0E+02 1.0E+02 0.0 0.0
0.0 2.0E+03 -1.0E+25 -1.0E+25 -1.0E+25 -1.0E+25
1.5E+03 2.5E+02 -1.0E+25 : End of lower bounds array BL

2.0E+02 2.5E+03 8.0E+02 7.0E+02 1.5E+03 1.0E+25
1.0E+25 2.0E+03 6.0E+01 1.0E+02 4.0E+01 3.0E+01
1.0E+25 3.0E+02 1.0E+25 : End of upper bounds array BU

0.0 0.0 0.0 0.0 0.0 0.0 0.0 : Initial vector X

10.3 Program Results

nag_opt_miqp_mps_write (e04mwc) Example Program Results

Final objective value = -1.848e+06
Optimal X = 0.00 349.40 648.85 172.85 407.52 271.36 150.02

MPS file was written: e04mwce.mps
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NAG Library Function Document

nag_opt_miqp_mps_read (e04mxc)

1 Purpose

nag_opt_miqp_mps_read (e04mxc) reads data for sparse linear programming, mixed integer linear
programming, quadratic programming or mixed integer quadratic programming problems from an
external file which is in standard or compatible MPS input format.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_miqp_mps_read (Nag_FileID fileid, Integer maxn, Integer maxm,
Integer maxnnz, Integer maxncolh, Integer maxnnzh, Integer maxlintvar,
Integer mpslst, Integer *n, Integer *m, Integer *nnz, Integer *ncolh,
Integer *nnzh, Integer *lintvar, Integer *iobj, double a[],
Integer irowa[], Integer iccola[], double bl[], double bu[],
char pnames[][9], Integer *nname, char crname[][9], double h[],
Integer irowh[], Integer iccolh[], Integer *minmax, Integer intvar[],
NagError *fail)

3 Description

nag_opt_miqp_mps_read (e04mxc) reads data for linear programming (LP) or quadratic programming
(QP) problems (or their mixed integer variants) from an external file which is prepared in standard or
compatible MPS (see IBM (1971)) input format. It then initializes n (the number of variables), m (the
number of general linear constraints), the m by n matrix A, the vectors l, u, c (stored in row iobj of A)
and the n by n Hessian matrix H for use with nag_opt_sparse_convex_qp_solve (e04nqc). This
function is designed to solve problems of the form

minimize
x

cTxþ 1
2x

THx subject to l � x
Ax


 �
� u:

3.1 MPS input format

The input file of data may only contain two types of lines:

1. Indicator lines (specifying the type of data which is to follow).

2. Data lines (specifying the actual data).

A section is a combination of an indicator line and its corresponding data line(s). Any characters
beyond column 80 are ignored. Indicator lines must not contain leading blank characters (in other words
they must begin in column 1). The following displays the order in which the indicator lines must appear
in the file:
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NAME user-supplied name (optional)
OBJSENSE (optional)

data line
OBJNAME (optional)

data line
ROWS

data line(s)
COLUMNS

data line(s)
RHS

data line(s)
RANGES (optional)

data line(s)
BOUNDS (optional)

data line(s)
QUADOBJ (optional)

data line(s)
ENDATA

A data line follows a fixed format, being made up of fields as defined below. The contents of the fields
may have different significance depending upon the section of data in which they appear.

Field 1 Field 2 Field 3 Field 4 Field 5 Field 6
Columns 2�3 5�12 15�22 25�36 40�47 50�61
Contents Code Name Name Value Name Value

Each name and code must consist of ‘printable’ characters only; names and codes supplied must match
the case used in the following descriptions. Values are read using a field width of 12. This allows values
to be entered in several equivalent forms. For example, 1:2345678, 1:2345678eþ 0, 123:45678e�2 and
12345678e�07 all represent the same number. It is safest to include an explicit decimal point.

Lines with an asterisk (�) in column 1 will be considered comment lines and will be ignored by the
function.

Columns outside the six fields must be blank, except for columns 72–80, whose contents are ignored by
the function. A non-blank character outside the predefined six fields and columns 72–80 is considered
to be a major error (fail:code ¼ NE_MPS_ILLEGAL_DATA_LINE; see Section 6), unless it is part of a
comment.

3.1.1 NAME Section (optional)

The NAME section is the only section where the data must be on the same line as the indicator. The
‘user-supplied name’ must be in field 3 but may be blank.

Field Required Description
3 No Name of the problem

3.1.2 OBJSENSE Section (optional)

The data line in this section can be used to specify the sense of the objective function. If this section is
present it must contain only one data line. If the section is missing or empty, minimization is assumed.

Field Required Description
2 No Sense of the objective function

Field 2 may contain either MIN, MAX, MINIMIZE or MAXIMIZE.
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3.1.3 OBJNAME Section (optional)

The data line in this section can be used to specify the name of a free row (see Section 3.1.4) that
should be used as the objective function. If this section is present it must contain only one data line. If
the section is missing or is empty, the first free row will be chosen instead. Alternatively, OBJNAME
can be overridden by setting nonempty pnames½1� (see Section 5).

Field Required Description
2 No Row name to be used as the objective function

Field 2 must contain a valid row name.

3.1.4 ROWS Section

The data lines in this section specify unique row (constraint) names and their inequality types (i.e.,
unconstrained, ¼, 	 or �).

Field Required Description
1 Yes Inequality key
2 Yes Row name

The inequality key specifies each row's type. It must be E, G, L or N and can be in either column 2 or 3.

Inequality Key Description l u
N Free row �1 1
G Greater than or equal to finite 1
L Less than or equal to �1 finite
E Equal to finite l

Row type N stands for ‘Not binding’. It can be used to define the objective row. The objective row is a
free row that specifies the vector c in the linear objective term cTx. If there is more than one free row,
the first free row is chosen, unless another free row name is specified by OBJNAME (see Section 3.1.3)
or pnames½1� (see Section 5). Note that c is assumed to be zero if either the chosen row does not appear
in the COLUMNS section (i.e., has no nonzero elements) or there are no free rows defined in the
ROWS section.

3.1.5 COLUMNS Section

Data lines in this section specify the names to be assigned to the variables (columns) in the general
linear constraint matrix A, and define, in terms of column vectors, the actual values of the
corresponding matrix elements.

Field Required Description
2 Yes Column name
3 Yes Row name
4 Yes Value
5 No Row name
6 No Value

Each data line in the COLUMNS section defines the nonzero elements of A or c. Any elements of A or
c that are undefined are assumed to be zero. Nonzero elements of A must be grouped by column, that is
to say that all of the nonzero elements in the jth column of A must be specified before those in the
j þ 1th column, for j ¼ 1; 2; . . . ; n� 1. Rows may appear in any order within the column.

3.1.5.1 Integer Markers

For backward compatibility nag_opt_miqp_mps_read (e04mxc) allows you to define the integer
variables within the COLUMNS section using integer markers, although this is not recommended as
markers can be treated differently by different MPS readers; you should instead define any integer
variables in the BOUNDS section (see below). Each marker line must have the following format:
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Field Required Description
2 No Marker ID
3 Yes Marker tag
5 Yes Marker type

The marker tag must be 0MARKER0. The marker type must be 0INTORG0 to start reading integer variables
and 0INTEND0 to finish reading integer variables. This implies that a row cannot be named 0MARKER0,
0INTORG0 or 0INTEND0. Please note that both marker tag and marker type comprise of 8 characters as a 0

is the mandatory first and last character in the string. You may wish to have several integer marker
sections within the COLUMNS section, in which case each marker section must begin with an 0INTORG0

marker and end with an 0INTEND0 marker and there should not be another marker between them.

Field 2 is ignored by nag_opt_miqp_mps_read (e04mxc). When an integer variable is declared it will
keep its default bounds unless they are changed in the BOUNDS section. This may vary between
different MPS readers.

3.1.6 RHS Section

This section specifies the right-hand side values (if any) of the general linear constraint matrix A.

Field Required Description
2 Yes RHS name
3 Yes Row name
4 Yes Value
5 No Row name
6 No Value

The MPS file may contain several RHS sets distinguished by RHS name. If an RHS name is defined in
pnames½2� (see Section 5) then nag_opt_miqp_mps_read (e04mxc) will read in only that RHS vector,
otherwise the first RHS set will be used.

Only the nonzero RHS elements need to be specified. Note that if an RHS is given to the objective
function it will be ignored by nag_opt_miqp_mps_read (e04mxc). An RHS given to the objective
function is dealt with differently by different MPS readers, therefore it is safer to not define an RHS of
the objective function in your MPS file. Note that this section may be empty, in which case the RHS
vector is assumed to be zero.

3.1.7 RANGES Section (optional)

Ranges are used to modify the interpretation of constraints defined in the ROWS section (see
Section 3.1.4) to the form l � Ax � u, where both l and u are finite. The range of the constraint is
r ¼ u� l.

Field Required Description
2 Yes Range name
3 Yes Row name
4 Yes Value
5 No Row name
6 No Value

The range of each constraint implies an upper and lower bound dependent on the inequality key of each
constraint, on the RHS b of the constraint (as defined in the RHS section), and on the range r.

Inequality Key Sign of r l u
E þ b bþ r
E � bþ r b
G þ=� b bþ rj j
L þ=� b� rj j b
N þ=� �1 þ1
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If a range name is defined in pnames½3� (see Section 5) then the function will read in only the range set
of that name, otherwise the first set will be used.

3.1.8 BOUNDS Section (optional)

These lines specify limits on the values of the variables (the quantities l and u in l � x � u). If a
variable is not specified in the bound set then it is automatically assumed to lie between 0 and þ1.

Field Required Description
1 Yes Bound type identifier
2 Yes Bound name
3 Yes Column name
4 Yes/No Value

Note: field 4 is required only if the bound type identifier is one of UP, LO, FX, UI or LI in which case it
gives the value k below. If the bound type identifier is FR, MI, PL or BV, field 4 is ignored and it is
recommended to leave it blank.

The table below describes the acceptable bound type identifiers and how each determines the variables'
bounds.

Bound Type
Identifier l u

Integer
Variable?

UP unchanged k No
LO k unchanged No
FX k k No
FR �1 1 No
MI �1 unchanged No
PL unchanged 1 No
BV 0 1 Yes
UI unchanged k Yes
LI k unchanged Yes

If a bound name is defined in pnames½4� (see Section 5) then the function will read in only the bound
set of that name, otherwise the first set will be used.

3.1.9 QUADOBJ Section (optional)

The QUADOBJ section defines nonzero elements of the upper or lower triangle of the Hessian matrix
H.

Field Required Description
2 Yes Column name (HColumn Index)
3 Yes Column name (HRow Index)
4 Yes Value
5 No Column name (HRow Index)
6 No Value

Each data line in the QUADOBJ section defines one (or optionally two) nonzero elements Hij of the
matrix H. Each element Hij is given as a triplet of row index i, column index j and a value. The
column names (as defined in the COLUMNS section) are used to link the names of the variables and
the indices i and j. More precisely, the matrix H on output will have a nonzero element

Hij ¼ Value

where index j belongs to HColumn Index and index i to one of the HRow Indices such that

crname½j� 1� ¼ Column name ðHColumn IndexÞ and
crname½i� 1� ¼ Column name ðHRow IndexÞ.
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It is only necessary to define either the upper or lower triangle of the H matrix; either will suffice. Any
elements that have been defined in the upper triangle of the matrix will be moved to the lower triangle
of the matrix, then any repeated nonzeros will be summed.

Note: it is much more efficient for nag_opt_sparse_convex_qp_solve (e04nqc) to have the H matrix
defined by the first ncolh column names. If the nonzeros of H are defined by any columns that are not
in the first ncolh of n then nag_opt_miqp_mps_read (e04mxc) will rearrange the matrices A and H so
that they are.

3.2 Query Mode

nag_opt_miqp_mps_read (e04mxc) offers a ‘query mode’ to quickly give upper estimates on the sizes
of user arrays. In this mode any expensive checks of the data and of the file format are skipped,
providing a prompt count of the number of variables, constraints and matrix nonzeros. This might be
useful in the common case where the size of the problem is not known in advance.

You may activate query mode by setting any of the following: maxn < 1, maxm < 1, maxnnz < 1,
maxncolh < 0 or maxnnzh < 0. If no major formatting error is detected in the data file, fail:code ¼
NE_NOERROR is returned and the upper estimates are given as stated in Table 1. Alternatively, the
function switches to query mode while the file is being read if it is discovered that the provided space is
insufficient (that is, if n > maxn, m > maxm, nnz > maxnnz, ncolh > maxncolh, nnzh > maxnnzh
or lintvar > maxlintvar). In this case fail:code ¼ NE_INT_MAX is returned.

Argument Name Upper Estimate for
n maxn
m maxm
nnz maxnnz
ncolh maxncolh
nnzh maxnnzh
lintvar maxlintvar

Table 1

The recommended practice is shown in Section 10, where the function is invoked twice. The first call
queries the array lengths required, after which the data arrays are allocated to be of these sizes. The
second call reads the data using the sufficiently-sized arrays.

4 References

IBM (1971) MPSX – Mathematical programming system Program Number 5734 XM4 IBM Trade
Corporation, New York

5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the MPSX data file to be read as returned by a call to nag_open_file
(x04acc).

Constraint: fileid 	 0.

2: maxn – Integer Input

On entry: an upper limit for the number of variables in the problem.

If maxn < 1, nag_opt_miqp_mps_read (e04mxc) will start in query mode (see Section 3.2).

3: maxm – Integer Input

On entry: an upper limit for the number of general linear constraints (including the objective
row) in the problem.

If maxm < 1, nag_opt_miqp_mps_read (e04mxc) will start in query mode (see Section 3.2).
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4: maxnnz – Integer Input

On entry: an upper limit for the number of nonzeros (including the objective row) in the problem.

If maxnnz < 1, nag_opt_miqp_mps_read (e04mxc) will start in query mode (see Section 3.2).

5: maxncolh – Integer Input

On entry: an upper limit for the dimension of the matrix H.

If maxncolh < 0, nag_opt_miqp_mps_read (e04mxc) will start in query mode (see Section 3.2).

6: maxnnzh – Integer Input

On entry: an upper limit for the number of nonzeros of the matrix H.

If maxnnzh < 0, nag_opt_miqp_mps_read (e04mxc) will start in query mode (see Section 3.2).

7: maxlintvar – Integer Input

On entry: if maxlintvar 	 0, an upper limit for the number of integer variables.

If maxlintvar < 0, nag_opt_miqp_mps_read (e04mxc) will treat all integer variables in the file
as continuous variables.

8: mpslst – Integer Input

On entry: if mpslst 6¼ 0, summary messages are sent to stdout as nag_opt_miqp_mps_read
(e04mxc) reads through the data file. This can be useful for debugging the file. If mpslst ¼ 0,
then no summary is produced.

9: n – Integer * Output

On exit: if nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or
returned with fail:code ¼ NE_INT_MAX, an upper estimate of the number of variables of the
problem. Otherwise, n, the actual number of variables in the problem.

10: m – Integer * Output

On exit: if nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or
returned with fail:code ¼ NE_INT_MAX, an upper estimate of the number of general linear
constraints in the problem (including the objective row). Otherwise m, the actual number of
general linear constaints of the problem.

11: nnz – Integer * Output

On exit: if nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or
returned with fail:code ¼ NE_INT_MAX, an upper estimate of the number of nonzeros in the
problem (including the objective row). Otherwise the actual number of nonzeros in the problem
(including the objective row).

12: ncolh – Integer * Output

On exit: if nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or
returned with fail:code ¼ NE_INT_MAX, an upper estimate of the value of ncolh required by
nag_opt_sparse_convex_qp_solve (e04nqc). In this context ncolh is the number of leading
nonzero columns of the Hessian matrix H. Otherwise, the actual dimension of the matrix H.

13: nnzh – Integer * Output

On exit: if nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or
returned with fail:code ¼ NE_INT_MAX, an upper estimate of the number of nonzeros of the
matrix H. Otherwise, the actual number of nonzeros of the matrix H.
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14: lintvar – Integer * Output

On exit: if on entry maxlintvar < 0, all integer variables are treated as continuous and
lintvar ¼ �1.
If nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or returned with
fail:code ¼ NE_INT_MAX, an upper estimate of the number of integer variables of the problem.
Otherwise, the actual number of integer variables of the problem.

15: iobj – Integer * Output

On exit: if iobj > 0, row iobj of A is a free row containing the nonzero coefficients of the vector
c.

If iobj ¼ 0, the coefficients of c are assumed to be zero.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2) iobj is not
referenced and may be NULL.

16: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least maxnnz when maxnnz > 0.

On exit: the nonzero elements of A, ordered by increasing column index.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), a is not referenced
and may be NULL.

17: irowa½dim� – Integer Output

Note: the dimension, dim, of the array irowa must be at least maxnnz when maxnnz > 0.

On exit: the row indices of the nonzero elements stored in a.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), irowa is not
referenced and may be NULL.

18: iccola½dim� – Integer Output

Note: the dimension, dim, of the array iccola must be at least maxnþ 1 when maxn > 0.

On exit: a set of pointers to the beginning of each column of A. More precisely, iccola½i � 1�
contains the index in a of the start of the ith column, for i ¼ 1; 2; . . . ;n. Note that iccola½0� ¼ 1
and iccola½n� ¼ nnzþ 1.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), iccola is not
referenced and may be NULL.

19: bl½dim� – double Output
20: bu½dim� – double Output

Note: the dimension, dim, of the arrays bl and bu must be at least maxnþmaxm when
maxn > 0 and maxm > 0.

On exit: bl contains the vector l (the lower bounds) and bu contains the vector u (the upper
bounds), for all the variables and constraints in the following order. The first n elements of each
array contains the bounds on the variables x and the next m elements contains the bounds for the
linear objective term cTx and for the general linear constraints Ax (if any). Note that an ‘infinite’
lower bound is indicated by bl½j� 1� ¼ �1:0eþ 20 and an ‘infinite’ upper bound by
bu½j� 1� ¼ þ1:0eþ 20. In other words, any element of u greater than or equal to 1020 will
be regarded as þ1 (and similarly any element of l less than or equal to �1020 will be regarded
as �1). If this value is deemed to be ‘inappropriate’, before calling nag_opt_sparse_con
vex_qp_solve (e04nqc) you are recommended to reset the value of its optional parameter
Infinite Bound Size and make any necessary changes to bl and/or bu.
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If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), bl and bu are not
referenced and may be NULL.

21: pnames½5�½9� – char Input/Output

On entry: a set of names associated with the MPSX form of the problem.

pnames½0�
Must either contain the name of the problem or be blank.

pnames½1�
Must either be blank or contain the name of the objective row (in which case it overrides
the OBJNAME section and the default choice of the first objective free row).

pnames½2�
Must either contain the name of the RHS set to be used or be blank (in which case the first
RHS set is used).

pnames½3�
Must either contain the name of the RANGE set to be used or be blank (in which case the
first RANGE set (if any) is used).

pnames½4�
Must either contain the name of the BOUNDS set to be used or be blank (in which case
the first BOUNDS set (if any) is used).

On exit: a set of names associated with the problem as defined in the MPSX data file as follows:

pnames½0�
Contains the name of the problem (or blank if none).

pnames½1�
Contains the name of the objective row (or blank if none).

pnames½2�
Contains the name of the RHS set (or blank if none).

pnames½3�
Contains the name of the RANGE set (or blank if none).

pnames½4�
Contains the name of the BOUNDS set (or blank if none).

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), pnames is not
referenced and may be NULL.

22: nname – Integer * Output

On exit: nþm, the total number of variables and constraints in the problem (including the
objective row).

If nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or returned with
fail:code ¼ NE_INT_MAX, nname is not set. In the former case you may pass NULL instead.

23: crname½dim�½9� – char Output

Note: the dimension, dim, of the array crname must be at least maxnþmaxm when maxn > 0
and maxm > 0.

On exit: the MPS names of all the variables and constraints in the problem in the following order.
The first n elements contain the MPS names for the variables and the next m elements contain
the MPS names for the objective row and general linear constraints (if any). Note that the MPS
name for the objective row is stored in crname½nþ iobj� 1�.
If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), crname is not
referenced and may be NULL.
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24: h½dim� – double Output

Note: the dimension, dim, of the array h must be at least maxnnzh when maxnnzh > 0.

On exit: the nnzh nonzero elements of H, arranged by increasing column index.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), h is not referenced
and may be NULL.

25: irowh½dim� – Integer Output

Note: the dimension, dim, of the array irowh must be at least maxnnzh when maxnnzh > 0.

On exit: the nnzh row indices of the elements stored in H.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), irowh is not
referenced and may be NULL.

26: iccolh½dim� – Integer Output

Note: the dimension, dim, of the array iccolh must be at least maxncolhþ 1 when
maxncolh > 0.

On exit: a set of pointers to the beginning of each column of H. More precisely, iccolh½i � 1�
contains the index in H of the start of the ith column, for i ¼ 1; 2; . . . ; ncolh. Note that
iccolh½0� ¼ 1 and iccolh½ncolh� ¼ nnzhþ 1.

If nag_opt_miqp_mps_read (e04mxc) is run in query mode (see Section 3.2), iccolh is not
referenced and may be NULL.

27: minmax – Integer * Output

On exit: minmax defines the direction of the optimization as read from the MPS file. By default
the function assumes the objective function should be minimized and will return minmax ¼ �1.
If the function discovers in the OBJSENSE section that the objective function should be
maximized it will return minmax ¼ 1. If the function discovers that there is neither the linear
objective term c (the objective row) nor the Hessian matrix H, the problem is considered as a
feasible point problem and minmax ¼ 0 is returned.

If nag_opt_miqp_mps_read (e04mxc) was run in query mode (see Section 3.2), or returned with
fail:code ¼ NE_INT_MAX, minmax is not set. In the former case you may pass NULL instead.

28: intvar½dim� – Integer Output

Note: the dimension, dim, of the array intvar must be at least maxlintvar, when
maxlintvar > 0.

On exit: if maxlintvar > 0 on entry, intvar contains pointers to the columns that are defined as
integer variables. More precisely, intvar½i � 1� ¼ k, where k is the index of a column that is
defined as an integer variable, for i ¼ 1; 2; . . . ; lintvar.

If maxlintvar � 0 on entry, or nag_opt_miqp_mps_read (e04mxc) was run in query mode (see
Section 3.2), or it returned with fail:code ¼ NE_INT_MAX, intvar is not set. Excepting the
latter case you may pass NULL as this argument instead.

29: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Note that if any of the relevant arguments are accidentally set to zero, or not set and assume zero
values, then the function will have executed in query mode. In this case only the size of the
problem is returned and other arguments are not set. See Section 3.2.
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FILEID

On entry, fileid ¼ valueh i.
Constraint: fileid 	 0.

NE_INT_MAX

At least one of maxm, maxn, maxnnz, maxnnzh, maxncolh or maxlintvar is too small.
Suggested values are returned in m, n, nnz, nnzh, ncolh and lintvar respectively.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MPS_BOUNDS

The supplied name, in pnames½4�, of the BOUNDS set to be used was not found in the BOUNDS
section.

Unknown bound type ‘ valueh i’ in BOUNDS section.

NE_MPS_COLUMNS

Column ‘ valueh i’ has been defined more than once in the COLUMNS section. Column
definitions must be continuous. (See Section 3.1.5).

Unknown column name ‘ valueh i’ in valueh i section.
All column names must be specified in the COLUMNS section.

NE_MPS_ENDATA_NOT_FOUND

End of file found before ENDATA indicator line.

NE_MPS_FORMAT

Warning: MPS file not strictly fixed format, although the problem was read anyway. The data
may have been read incorrectly. You should set mpslst ¼ 1 and repeat the call to
nag_opt_miqp_mps_read (e04mxc) for more details.

NE_MPS_ILLEGAL_DATA_LINE

An illegal line was detected in ‘ valueh i’ section.
This is neither a comment nor a valid data line.

NE_MPS_ILLEGAL_NUMBER

Field valueh i did not contain a number (see Section 3).
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NE_MPS_INDICATOR

Incorrect ordering of indicator lines.
BOUNDS indicator line found before COLUMNS indicator line.

Incorrect ordering of indicator lines.
COLUMNS indicator line found before ROWS indicator line.

Incorrect ordering of indicator lines.
OBJNAME indicator line found after ROWS indicator line.

Incorrect ordering of indicator lines.
QUADOBJ indicator line found before BOUNDS indicator line.

Incorrect ordering of indicator lines.
QUADOBJ indicator line found before COLUMNS indicator line.

Incorrect ordering of indicator lines.
RANGES indicator line found before RHS indicator line.

Incorrect ordering of indicator lines.
RHS indicator line found before COLUMNS indicator line.

Indicator line ‘ valueh i’ has been found more than once in the MPS file.

No indicator line found in file. It may be an empty file.

Unknown indicator line ‘ valueh i’.

NE_MPS_INVALID_INTORG_INTEND

Found ‘INTEND’ marker without previous marker being ‘INTORG’.

Found ‘INTORG’ but not ‘INTEND’ before the end of the COLUMNS section.

Found ‘INTORG’ marker within ‘INTORG’ to ‘INTEND’ range.

Illegal marker type ‘ valueh i’.
Should be either ‘INTORG’ or ‘INTEND’.

NE_MPS_MANDATORY

At least one mandatory section not found in MPS file.

NE_MPS_OBJNAME

The supplied name, in pnames½1� or in OBJNAME, of the objective row was not found among
the free rows in the ROWS section.

NE_MPS_PRINTABLE

Illegal column name.
Column names must consist of printable characters only.

Illegal row name.
Row names must consist of printable characters only.

NE_MPS_RANGES

The supplied name, in pnames½3�, of the RANGES set to be used was not found in the RANGES
section.

NE_MPS_REPEAT_COLUMN

More than one nonzero of a has row name ‘ valueh i’ and column name ‘ valueh i’ in the
COLUMNS section.
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NE_MPS_REPEAT_ROW

Row name ‘ valueh i’ has been defined more than once in the ROWS section.

NE_MPS_RHS

The supplied name, in pnames½2�, of the RHS set to be used was not found in the RHS section.

NE_MPS_ROWS

Unknown inequality key ‘ valueh i’ in ROWS section.
Expected ‘N’, ‘G’, ‘L’ or ‘E’.

Unknown row name ‘ valueh i’ in valueh i section.
All row names must be specified in the ROWS section.

NE_MPS_ROWS_OR_CONS

Empty ROWS section.
Neither the objective row nor the constraints were defined.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_miqp_mps_read (e04mxc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example solves the quadratic programming problem

minimize cTxþ 1
2x

THx subject to l � Ax � u;
�2 � x � 2;

where

c ¼

�4:0
�1:0
�1:0
�1:0
�1:0
�1:0
�1:0
�0:1
�0:3

0BBBBBBBBBB@

1CCCCCCCCCCA
; H ¼

2 1 1 1 1 0 0 0 0
1 2 1 1 1 0 0 0 0
1 1 2 1 1 0 0 0 0
1 1 1 2 1 0 0 0 0
1 1 1 1 2 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0

0BBBBBBBBBB@

1CCCCCCCCCCA
;
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A ¼
1:0 1:0 1:0 1:0 1:0 1:0 1:0 1:0 4:0
1:0 2:0 3:0 4:0 �2:0 1:0 1:0 1:0 1:0
1:0 �1:0 1:0 �1:0 1:0 1:0 1:0 1:0 1:0

0@ 1A;
l ¼

�2:0
�2:0
�2:0

0@ 1A and u ¼
1:5
1:5
4:0

0@ 1A:
The optimal solution (to five figures) is

x� ¼ 2:0;�0:23333;�0:26667;�0:3;�0:1; 2:0; 2:0;�1:7777;�0:45555ð ÞT:
Three bound constraints and two general linear constraints are active at the solution. Note that, although
the Hessian matrix is only positive semidefinite, the point x� is unique.

The MPS representation of the problem is given in Section 10.2.

Another example which shows how to use nag_opt_miqp_mps_read (e04mxc) together with the NAG
optimization modelling suite is associated with nag_opt_handle_set_linconstr (e04rjc).

10.1 Program Text

/* nag_opt_miqp_mps_read (e04mxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

/* Make a typedef for convenience when allocating crname. */
typedef char e04mx_name[9];

int main(void)
{

Integer exit_status = 0;
double obj, objadd, sinf;
Integer i, iobj, j, lenc, lintvar, m, maxlintvar, maxm, maxn, maxncolh,

maxnnz, maxnnzh, minmax, n, ncolh, ninf, nname, nnz, nnzh, ns;
Integer mpslst = 1;
double *a = 0, *bl = 0, *bu = 0, *h = 0, *pi = 0, *rc = 0, *ruser = 0, *x =

0;
Integer *helast = 0, *hs = 0, *iccola = 0, *iccolh = 0, *intvar =

0, *irowa = 0, *irowh = 0, *iuser = 0;
char pnames[5][9] = { "", "", "", "", "" };
char (*crname)[9] = 0;
char **names = 0;
char fname[] = "e04mxce.opt";

/* Nag Types */
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Nag_Boolean readints = Nag_FALSE;
Nag_E04State state;
NagError fail;
Nag_Comm comm;
Nag_FileID fileid;

INIT_FAIL(fail);

printf("nag_opt_miqp_mps_read (e04mxc) Example Program Results\n");
fflush(stdout);

/* nag_open_file (x04acc).
Open unit number for reading and associate unit with named file. */

nag_open_file(fname, 0, &fileid, NAGERR_DEFAULT);

/* nag_opt_miqp_mps_read (e04mxc).
Reads MPS data file defining LP, QP, MILP or MIQP problem.
Query call. */

nag_opt_miqp_mps_read(fileid, 0, 0, 0, 0, 0, 0, mpslst, &n, &m, &nnz,
&ncolh, &nnzh, &lintvar, NULL, NULL, NULL, NULL, NULL,
NULL, NULL, NULL, NULL, NULL, NULL, NULL, NULL, NULL,
NAGERR_DEFAULT);

/* nag_close_file (x04adc).
Close file associated with given unit number. */

nag_close_file(fileid, NAGERR_DEFAULT);

maxm = m;
maxn = n;
maxnnz = nnz;
maxnnzh = nnzh;
maxncolh = ncolh;
maxlintvar = (readints && lintvar > 0) ? lintvar : -1;

if (!(irowa = NAG_ALLOC(maxnnz, Integer)) ||
!(iccola = NAG_ALLOC(maxn + 1, Integer)) ||
!(a = NAG_ALLOC(maxnnz, double)) ||
!(bl = NAG_ALLOC(maxn + maxm, double)) ||
!(bu = NAG_ALLOC(maxn + maxm, double)) ||
!(irowh = NAG_ALLOC(maxnnzh, Integer)) ||
!(iccolh = NAG_ALLOC(maxncolh + 1, Integer)) ||
!(h = NAG_ALLOC(maxnnzh, double)) ||
(maxlintvar > 0 && !(intvar = NAG_ALLOC(maxlintvar, Integer))) ||
!(crname = NAG_ALLOC(maxn + maxm, e04mx_name))) {

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

nag_open_file(fname, 0, &fileid, NAGERR_DEFAULT);

/* Full call to the reader. */
nag_opt_miqp_mps_read(fileid, maxn, maxm, maxnnz, maxncolh, maxnnzh,

maxlintvar, mpslst, &n, &m, &nnz, &ncolh, &nnzh,
&lintvar, &iobj, a, irowa, iccola, bl, bu, pnames,
&nname, crname, h, irowh, iccolh, &minmax,
(maxlintvar > 0) ? intvar : NULL, NAGERR_DEFAULT);

nag_close_file(fileid, NAGERR_DEFAULT);

/* Data has been read. Set up and run the solver.
We have no explicit objective vector so set lenc = 0; the
objective vector is stored in row iobj of a. */

lenc = 0;
objadd = 0.0;

if (!(helast = NAG_ALLOC(n + m, Integer)) ||
!(x = NAG_ALLOC(n + m, double)) ||
!(pi = NAG_ALLOC(m, double)) ||
!(rc = NAG_ALLOC(n + m, double)) ||
!(hs = NAG_ALLOC(n + m, Integer)) ||
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!(iuser = NAG_ALLOC(ncolh + 1 + nnzh, Integer)) ||
!(ruser = NAG_ALLOC(nnzh, double)) ||
!(names = NAG_ALLOC(n + m, char *)))

{
printf("Allocation failure\n");
exit_status = -3;
goto END;

}

/* Transform char (*crname)[9] to char *names[] to be compatible with the
solver. */

for (i = 0; i < n + m; i++)
names[i] = crname[i];

for (i = 0; i < n + m; i++)
helast[i] = 0;

for (i = 0; i < n + m; i++)
hs[i] = 0;

for (i = 0; i < n + m; i++)
x[i] = MIN(MAX(0.0, bl[i]), bu[i]);

if (ncolh > 0) {
/* Store the nonzeros of H in ruser for use by qphx. */
for (i = 0; i < nnzh; i++)

ruser[i] = h[i];
/* Store iccolh and irowh in iuser for use by qphx. */
for (i = 0; i < ncolh + 1; i++)

iuser[i] = iccolh[i];
for (i = ncolh + 1, j = 0; i < nnzh + ncolh + 1; i++, j++)

iuser[i] = irowh[j];
comm.iuser = iuser;
comm.user = ruser;

}

/* nag_opt_sparse_convex_qp_init (e04npc).
Initialization function for nag_opt_sparse_convex_qp_solve (e04nqc). */

nag_opt_sparse_convex_qp_init(&state, NAGERR_DEFAULT);

/* Use nag_opt_sparse_convex_qp_option_set_string (e04nsc) to change
the direction of optimization. Minimization is assumed by default. */

if (minmax == 1)
nag_opt_sparse_convex_qp_option_set_string("Maximize", &state,

NAGERR_DEFAULT);
else if (minmax == 0)

nag_opt_sparse_convex_qp_option_set_string("Feasible Point", &state,
NAGERR_DEFAULT);

/* By default nag_opt_sparse_convex_qp_solve (e04nqc) does not print
monitoring information. Call nag_open_file (x04acc) to set the print
file fileid and then call
nag_opt_sparse_convex_qp_option_set_integer (e04ntc) to register that
setting with the solver. */

nag_open_file("", 2, &fileid, NAGERR_DEFAULT);
nag_opt_sparse_convex_qp_option_set_integer("Print file", fileid, &state,

NAGERR_DEFAULT);

/* nag_opt_sparse_convex_qp_solve (e04nqc).
LP or QP problem (suitable for sparse problems). */

nag_opt_sparse_convex_qp_solve(Nag_Cold, qphx, m, n, nnz, nname, lenc,
ncolh, iobj, objadd, pnames[0], a, irowa,
iccola, bl, bu, NULL, (const char **) names,
helast, hs, x, pi, rc, &ns, &ninf, &sinf,
&obj, &state, &comm, &fail);

END:
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(h);
NAG_FREE(pi);
NAG_FREE(rc);

e04mxc NAG Library Manual

e04mxc.16 Mark 26



NAG_FREE(ruser);
NAG_FREE(x);
NAG_FREE(helast);
NAG_FREE(hs);
NAG_FREE(iccola);
NAG_FREE(iccolh);
NAG_FREE(intvar);
NAG_FREE(irowa);
NAG_FREE(irowh);
NAG_FREE(iuser);
NAG_FREE(crname);
NAG_FREE(names);
return exit_status;

}

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm)

{
/* Function to compute H*x.

Note: comm->iuser and comm->user contain the following data:
comm->user[0:nnzh-1] = h[0:nnzh-1]
comm->iuser[0:ncolh] = iccolh[0:ncolh]
comm->iuser[ncolh+1:nnzh+ncolh] = irowh[0:nnzh-1] */

Integer i, end, icol, idx, irow, start;

for (i = 0; i < ncolh; i++)
hx[i] = 0.0;

for (icol = 0; icol < ncolh; icol++) {
start = comm->iuser[icol];
end = comm->iuser[icol + 1] - 1;
for (idx = start - 1; idx < end; idx++) {

irow = comm->iuser[ncolh + 1 + idx] - 1;
hx[irow] = hx[irow] + x[icol] * comm->user[idx];
if (irow != icol)

hx[icol] = hx[icol] + x[irow] * comm->user[idx];
}

}
}

10.2 Program Data

NAME E04MX.EX
ROWS
L ..ROW1..
L ..ROW2..
L ..ROW3..
N ..COST..

COLUMNS
...X1... ..ROW1.. 1.0 ..ROW2.. 1.0
...X1... ..ROW3.. 1.0 ..COST.. -4.0
...X2... ..ROW1.. 1.0 ..ROW2.. 2.0
...X2... ..ROW3.. -1.0 ..COST.. -1.0
...X3... ..ROW1.. 1.0 ..ROW2.. 3.0
...X3... ..ROW3.. 1.0 ..COST.. -1.0
...X4... ..ROW1.. 1.0 ..ROW2.. 4.0
...X4... ..ROW3.. -1.0 ..COST.. -1.0
...X5... ..ROW1.. 1.0 ..ROW2.. -2.0
...X5... ..ROW3.. 1.0 ..COST.. -1.0
...X6... ..ROW1.. 1.0 ..ROW2.. 1.0
...X6... ..ROW3.. 1.0 ..COST.. -1.0
...X7... ..ROW1.. 1.0 ..ROW2.. 1.0
...X7... ..ROW3.. 1.0 ..COST.. -1.0
...X8... ..ROW1.. 1.0 ..ROW2.. 1.0
...X8... ..ROW3.. 1.0 ..COST.. -0.1
...X9... ..ROW1.. 4.0 ..ROW2.. 1.0
...X9... ..ROW3.. 1.0 ..COST.. -0.3

RHS
RHS1 ..ROW1.. 1.5
RHS1 ..ROW2.. 1.5

e04 – Minimizing or Maximizing a Function e04mxc

Mark 26 e04mxc.17



RHS1 ..ROW3.. 4.0
RHS1 ..COST.. 1000.0

RANGES
RANGE1 ..ROW1.. 3.5
RANGE1 ..ROW2.. 3.5
RANGE1 ..ROW3.. 6.0

BOUNDS
LO BOUND ...X1... -2.0
LO BOUND ...X2... -2.0
LO BOUND ...X3... -2.0
LO BOUND ...X4... -2.0
LO BOUND ...X5... -2.0
LO BOUND ...X6... -2.0
LO BOUND ...X7... -2.0
LO BOUND ...X8... -2.0
LO BOUND ...X9... -2.0
UP BOUND ...X1... 2.0
UP BOUND ...X2... 2.0
UP BOUND ...X3... 2.0
UP BOUND ...X4... 2.0
UP BOUND ...X5... 2.0
UP BOUND ...X6... 2.0
UP BOUND ...X7... 2.0
UP BOUND ...X8... 2.0
UP BOUND ...X9... 2.0

QUADOBJ
...X1... ...X1... 2.00000000E0 ...X2... 1.00000000E0
...X1... ...X3... 1.00000000E0 ...X4... 1.00000000E0
...X1... ...X5... 1.00000000E0
...X2... ...X2... 2.00000000E0 ...X3... 1.00000000E0
...X2... ...X4... 1.00000000E0 ...X5... 1.00000000E0
...X3... ...X3... 2.00000000E0 ...X4... 1.00000000E0
...X3... ...X5... 1.00000000E0
...X4... ...X4... 2.00000000E0 ...X5... 1.00000000E0
...X5... ...X5... 2.00000000E0

ENDATA

10.3 Program Results
nag_opt_miqp_mps_read (e04mxc) Example Program Results

MPSX INPUT LISTING
------------------
Searching for indicator line
Line 1: Found NAME indicator line

Query mode - Ignoring NAME data.
Line 2: Found ROWS indicator line

Query mode - Counting ROWS data.
Line 7: Found COLUMNS indicator line

Query mode - Counting COLUMNS data.
Line 26: Found RHS indicator line

Query mode - Ignoring RHS data.
Line 31: Found RANGES indicator line

Query mode - Ignoring RANGES data.
Line 35: Found BOUNDS indicator line

Query mode - Counting BOUNDS data.
Line 54: Found QUADOBJ indicator line

Query mode - Counting QUADOBJ data.
Query mode - End of QUADOBJ data. Exit

MPSX INPUT LISTING
------------------
Searching for indicator line
Line 1: Found NAME indicator line
Line 2: Found ROWS indicator line
Line 7: Found COLUMNS indicator line
Line 26: Found RHS indicator line
Line 31: Found RANGES indicator line
Line 35: Found BOUNDS indicator line
Line 54: Found QUADOBJ indicator line
Line 64: Found ENDATA indicator line

Parameters
==========

Files
-----
Solution file.......... 0 Old basis file ........ 0 (Print file)........... 6
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Insert file............ 0 New basis file ........ 0 (Summary file)......... 0
Punch file............. 0 Backup basis file...... 0
Load file.............. 0 Dump file.............. 0

Frequencies
-----------
Print frequency........ 100 Check frequency........ 60 Save new basis map..... 100
Summary frequency...... 100 Factorization frequency 50 Expand frequency....... 10000

LP/QP Parameters
----------------
Minimize............... QPsolver Cholesky...... Cold start.............
Scale tolerance........ 0.900 Feasibility tolerance.. 1.00E-06 Iteration limit........ 10000
Scale option........... 2 Optimality tolerance... 1.00E-06 Print level............ 1
Crash tolerance........ 0.100 Pivot tolerance........ 2.04E-11 Partial price.......... 1
Crash option........... 3 Elastic weight......... 1.00E+00 Prtl price section ( A) 9
Elastic mode........... 1 Elastic objective...... 1 Prtl price section (-I) 4

QP objective
------------
Objective variables.... 5 Hessian columns........ 5 Superbasics limit...... 6
Nonlin Objective vars.. 5 Unbounded step size.... 1.00E+20
Linear Objective vars.. 0

Miscellaneous
-------------
LU factor tolerance.... 3.99 LU singularity tol..... 2.04E-11 Timing level........... 0
LU update tolerance.... 3.99 LU swap tolerance...... 1.03E-04 Debug level............ 0
LU partial pivoting... eps (machine precision) 1.11E-16 System information..... No

Matrix statistics
-----------------

Total Normal Free Fixed Bounded
Rows 4 0 1 0 3
Columns 9 0 0 0 9

No. of matrix elements 36 Density 100.000
Biggest 4.0000E+00 (excluding fixed columns,
Smallest 1.0000E+00 free rows, and RHS)

No. of objective coefficients 9
Biggest 4.0000E+00 (excluding fixed columns)
Smallest 1.0000E-01

Nonlinear constraints 0 Linear constraints 4
Nonlinear variables 5 Linear variables 4
Jacobian variables 0 Objective variables 5
Total constraints 4 Total variables 9

Itn 0: Feasible linear constraints

E04NQT EXIT 0 -- finished successfully
E04NQT INFO 1 -- optimality conditions satisfied

Problem name E04MX.EX
No. of iterations 11 Objective value -8.0677777778E+00
No. of Hessian products 25 Objective row -1.0785555556E+01

Quadratic objective 2.7177777778E+00
No. of superbasics 4 No. of basic nonlinears 2
No. of degenerate steps 2 Percentage 18.18
Max x (scaled) 1 1.3E+00 Max pi (scaled) 4 1.0E+00
Max x 1 2.0E+00 Max pi 4 1.0E+00
Max Prim inf(scaled) 0 0.0E+00 Max Dual inf(scaled) 0 0.0E+00
Max Primal infeas 0 0.0E+00 Max Dual infeas 0 0.0E+00

Name E04MX.EX Objective Value -8.0677777778E+00

Status Optimal Soln Iteration 11 Superbasics 4

Section 1 - Rows

Number ...Row.. State ...Activity... Slack Activity ..Lower Limit. ..Upper Limit. .Dual Activity ..i

10 ..ROW1.. UL 1.50000 . -2.00000 1.50000 -0.06667 1
11 ..ROW2.. UL 1.50000 . -2.00000 1.50000 -0.03333 2
12 ..ROW3.. SBS 3.93333 -0.06667 -2.00000 4.00000 . 3
13 ..COST.. BS -10.78556 -10.78556 None None -1.0 4

Section 2 - Columns

Number .Column. State ...Activity... .Obj Gradient. ..Lower Limit. ..Upper Limit. Reduced Gradnt m+j

1 ...X1... UL 2.00000 -0.90000 -2.00000 2.00000 -0.80000 5
2 ...X2... SBS -0.23333 -0.13333 -2.00000 2.00000 . 6
3 ...X3... BS -0.26667 -0.16667 -2.00000 2.00000 . 7
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4 ...X4... BS -0.30000 -0.20000 -2.00000 2.00000 . 8
5 ...X5... SBS -0.10000 . -2.00000 2.00000 . 9
6 ...X6... UL 2.00000 -1.0 -2.00000 2.00000 -0.90000 10
7 ...X7... UL 2.00000 -1.0 -2.00000 2.00000 -0.90000 11
8 ...X8... SBS -1.77778 -0.10000 -2.00000 2.00000 . 12
9 ...X9... BS -0.45556 -0.30000 -2.00000 2.00000 . 13
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NAG Library Function Document

nag_opt_sparse_mps_free (e04myc)

1 Purpose

nag_opt_sparse_mps_free (e04myc) frees the memory allocated by nag_opt_sparse_mps_read (e04mzc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_mps_free (double **a, Integer **ha, Integer **ka,
double **bl, double **bu, double **xs)

3 Description

nag_opt_sparse_mps_free (e04myc) should be used in conjunction with nag_opt_sparse_mps_read
(e04mzc), which reads data for a sparse linear or quadratic programming problem from an MPSX file,
allocates several arrays, and initializes them with the data contained in the file. nag_opt_sparse_mps_
free (e04myc) is a utility provided for the convenient freeing of this memory. It should be called in
order to conserve memory which is no longer required, e.g., following a call to nag_opt_sparse_
convex_qp (e04nkc) (which may be used to solve the problem defined by the MPSX file). Any memory
not freed will, of course, be freed when your program terminates.

nag_opt_sparse_mps_free (e04myc) can be used to free a subset of the allocated arrays by passing null
pointers for those arguments which you do not wish to free.

4 References

None.

5 Arguments

1: a – double ** Input/Output

On entry: the nonzeros of the sparse constraint matrix A, to be freed. If a or *a is a null pointer,
no action is taken.

On exit: if a is not null, *a is set to the null pointer.

2: ha – Integer ** Input/Output

On entry: the row indices of the nonzero elements stored in a, to be freed. If ha or *ha is a null
pointer, no action is taken.

On exit: if ha is not null, *ha is set to the null pointer.

3: ka – Integer ** Input/Output

On entry: the indices indicating the beginning of each column of A, to be freed. If ka or *ka is a
null pointer, no action is taken.

On exit: if ka is not null, *ka is set to the null pointer.

4: bl – double ** Input/Output

On entry: the lower bounds of the problem variables and general constraints, to be freed. If bl or
*bl is a null pointer, no action is taken.
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On exit: if bl is not null, *bl is set to the null pointer.

5: bu – double ** Input/Output

On entry: the upper bounds of the problem variables and general constraints, to be freed. If bu or
*bu is a null pointer, no action is taken.

On exit: if bu is not null, *bu is set to the null pointer.

6: xs – double ** Input/Output

On entry: a set of initial values for the variables and constraints, to be freed. If xs or *xs is a null
pointer no action is taken.

On exit: if xs is not null, *xs is set to the null pointer.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_mps_free (e04myc) is not threaded in any implementation.

9 Further Comments

In addition to allocating the memory freed by this function, nag_opt_sparse_mps_read (e04mzc) also
allocates memory to the crnames member of the options structure (if the structure is supplied as an
argument). The function nag_opt_free (e04xzc) should be used to free this memory. You must not use
the standard C function free() for this purpose.

10 Example

See Section 10 in nag_opt_sparse_mps_read (e04mzc).
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NAG Library Function Document

nag_opt_sparse_mps_read (e04mzc)

1 Purpose

nag_opt_sparse_mps_read (e04mzc) reads data for a sparse linear programming or quadratic
programming problem from a file which is in standard or compatible MPSX input format.

Note that nag_opt_sparse_mps_read (e04mzc) is particularly suitable for use in conjunction with the
quadratic programming function nag_opt_sparse_convex_qp (e04nkc). For reasons of efficiency, new
users are recommended to use the function pair nag_opt_miqp_mps_read (e04mxc) / nag_opt_sparse_
convex_qp_solve (e04nqc) instead.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_mps_read (const char *mps_file, Integer *n, Integer *m,
Integer *nnz, Integer *iobj, double **a, Integer **ha, Integer **ka,
double **bl, double **bu, double **xs, Nag_E04_Opt *options,
NagError *fail)

3 Description

nag_opt_sparse_mps_read (e04mzc) reads linear programming (LP) or quadratic programming (QP)
problem data from a file which is prepared in standard or compatible MPSX input format and then
initializes n (the number of variables), m (the number of general linear constraints), the m by n matrix
A, and the vectors l, u and c (stored in row iobj of A) for use with nag_opt_sparse_convex_qp
(e04nkc), which is designed to solve problems of the form

minimize
x2Rn

cTxþ 1

2
xTHx subject to l � x

Ax


 �
� u: ð1Þ

For LP problems, H ¼ 0. For QP problems, a function must be provided to nag_opt_sparse_convex_qp
(e04nkc) to compute Hx for any given vector x. (This is illustrated in Section 10.) The optional
parameter options:minimize may be used to specify whether the objective function is to be minimized
or maximized. The document for nag_opt_sparse_convex_qp (e04nkc) should be consulted for further
details.

Since, in general, the exact size of the problem defined by an MPSX file may not be known in advance,
the arrays returned by nag_opt_sparse_mps_read (e04mzc) are all allocated internally.

MPSX Input Format

The MPSX data file may only contain two types of line:

1. Indicator lines (specifying the type of data which is to follow).

2. Data lines (specifying the actual data).

The input file must not contain any blank lines. Any characters beyond column 80 are ignored.
Indicator lines must not contain leading blank characters (in other words they must begin in column 1).
The following displays the order in which the indicator lines must appear in the file:

NAME user-supplied name
ROWS

data line(s)
COLUMNS

data line(s)
RHS
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data line(s)
RANGES (optional)

data line(s)
BOUNDS (optional)

data line(s)
ENDATA

The ‘user-supplied name’ specifies a name for the problem and must occupy columns 15–22. The name
can either be blank or up to a maximum of 8 characters.

A data line follows the same fixed format made up of fields defined below. The contents of the fields
may have different significance depending upon the section of data in which they appear.

Field 1 Field 2 Field 3 Field 4 Field 5 Field 6
Columns 2–3 5–12 15–22 25–36 40–47 50–61
Contents Code Name Name Value Name Value

The names and codes consist of ‘alphanumeric’ characters (i.e., a�z, A�Z, 0� 9, þ, �, asterisk (*),
blank ( ), colon (:), dollar sign ($) or full stop (.) only) and the names must not contain leading blank
characters. Values may be entered in several equivalent forms. For example, 1:2345678,
1:2345678eþ 0, 123:45678e�2 and 12345678e�07 all represent the same number. It is safest to
include an explicit decimal point. Note that the lower case ‘e’ exponential notation is not standard
MPSX, and if compatibility with other MPSX readers is required then the upper case notation should be
used. The lower case notation is supported by nag_opt_sparse_mps_read (e04mzc) since this is the
natural notation in a C programming language environment.

It is recommended that numeric values be right-justified in the 12-character field, with no trailing
blanks. This is to ensure compatibility with other MPSX readers, some of which may, in certain
situations, interpret trailing blanks as zeros. This can dramatically affect the interpretation of the value
and is relevant if the value contains an exponent, or if it contains neither an exponent nor an explicit
decimal point.

Comment lines are allowed in the data file. These must have an asterisk (*) in column 1 and any
characters in columns 2–80. In any data line, a dollar sign ($) as the first character in Field 3 or 5
indicates that the information from that point through column 80 consists of comments.

Columns outside the six fields must be blank, except for columns 72–80, whose contents are ignored by
the function. These columns may be used to enter a sequence number. A non-blank character outside
the predefined six fields and columns 72–80 is considered to be a major error unless it is part of a
comment.

ROWS Data Lines

These lines specify row (constraint) names and their inequality types (i.e., ¼, 	 or �).
Field 1: defines the constraint type as follows (may be in column 2 or column 3):

N free row, i.e., no constraint. It may be used to define the objective row.

G greater than or equal to (i.e., 	).

L less than or equal to (i.e., �).

E exactly equal to (i.e., ¼).
Field 2: defines the row name.

Row type N stands for ‘Not binding’, also known as ‘Free’. It can be used to define the objective row.
The objective row is a free row that specifies the vector c in the linear objective term cTx. It is taken to
be the first free row, unless some other free row name is specified by the optional parameter
options:obj name (see Section 11.2). Note that c is assumed to be zero if (for example) the line

%N%%DUMMYROW

(where % denotes a blank) appears in the ROWS section of the MPSX data file, and the row name
DUMMYROW is omitted from the COLUMNS section.
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COLUMNS Data Lines

These lines specify the names to be assigned to the variables (columns) in the general linear constraint
matrix A, and define, in terms of column vectors, the actual values of the corresponding matrix
elements.

Field 1: blank (ignored).

Field 2: gives the name of the column associated with the elements specified in the following fields.

Field 3: contains the name of a row.

Field 4: used in conjunction with Field 3; contains the value of the matrix element.

Field 5: is optional (may be used like Field 3).

Field 6: is optional (may be used like Field 4).

Note that only the nonzero elements of A and c need to be specified in the COLUMNS section, as any
zero elements of A are removed and any unspecified elements of c are assumed to be zero. In addition,
any nonzero elements in the jth column of A must be grouped together before those in the j þ 1ð Þth
column, for j ¼ 1; 2; . . . ; n� 1. Nonzero elements within a column may however appear in any order.

RHS Data Lines

This section specifies the right-hand side values of the general linear constraint matrix A (if any). The
lines specify the name to be given to the right-hand side (RHS) vector along with the numerical values
of the elements of the vector, which may appear in any order. The data lines have exactly the same
format as the COLUMNS data lines, except that the column name is replaced by the RHS name. Only
the nonzero elements need be specified. Note that this section may be empty, in which case the RHS
vector is assumed to be zero.

RANGES Data Lines (optional)

Ranges are used for constraints of the form l � Ax � u, where both l and u are finite. The effect of
specifying a range rj for constraint j depends on the type of the constraint (i.e., G, L or E), the sign of
rj, and the bound associated with the constraint in the RHS section. (Recall that this bound is taken to
be zero if the constraint has no entry in the RHS section.) The various possibilities may be summarised
as follows.

Row Type Sign of rj Bound from RHS Resultant lj Resultant uj
G þ or � lj lj lj þ rj

		 		
L þ or � uj uj � rj

		 		 uj
E þ lj lj lj þ rj
E � uj uj � rj

		 		 uj

The data lines have exactly the same format as the COLUMNS data lines, except that the column name
is replaced by the RANGE name.

BOUNDS Data Lines (optional)

These lines specify limits on the values of the variables (l and u in l � x � u). If the variable is not
specified in the bound set then it is automatically assumed to lie between default lower and upper
bounds (usually 0 and þ1). (These default bounds may be reset to the values specified by the optional
parameters options:col lo default and options:col up default; see Section 11.2.) Like an RHS column
which is given a name, the set of variables in one bound set is also given a name.

Field 1: specifies the type of bound or defines the variable type as follows:

LO lower bound.

UP upper bound.

FX fixed variable.

FR free variable (�1 to þ1).
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MI lower bound is �1.

PL upper bound is þ1. This is the default variable type.

Field 2: identifies a name for the bound set.

Field 3: identifies the column name of the variable belonging to this set.

Field 4: identifies the value of the bound; this has a numerical value only in association with LO, UP,
FX in Field 1, otherwise it is blank.

Field 5: is blank and ignored.

Field 6: is blank and ignored.

Note that if RANGES and BOUNDS sections are both present, the RANGES section must appear first.

MPSX and Integer Programming Problems

The MPSX input format allows the specification of integer programming (IP) problems in which some
or all of the variables are constrained to take integer values within a specified range.
nag_opt_sparse_mps_read (e04mzc) can read MPSX files defining IP problems in either the
‘compatible’ or ‘standard’ formats. However, any integer restrictions are ignored: any variable upon
which such restrictions are defined by the file is simply treated as a continuous variable with upper and
lower bounds as specified. The facility to read such files is offered to allow users to solve IP problems
in their ‘relaxed’ LP or QP form using nag_opt_sparse_convex_qp (e04nkc). The compatible and
standard MPSX forms are described below. If you are not interested in this facility you may skip the
remainder of this section.

In the compatible MPSX format, the type of integer variables are defined in Field 1 of the BOUNDS
section, that is:

Field 1: specifies the type of the integer variable as follows:

BV 0–1 integer variable (bound value is 1:0).

UI general integer variable (bound value is in Field 4).

In the standard MPSX format, the integer variables are treated the same as ‘ordinary’ bounded
variables, in the BOUNDS section. Integer markers are, however, introduced in the COLUMNS section
to specify the integer variables. The indicator lines for these markers are:

Field 1 Field 2 Field 3 Field 4 Field 5 Field 6
Columns 2–3 5–12 15–22 25–36 40–47 50–61
Contents name ’MARKER’ ’INTORG’

to mark the beginning of the integer variables and

Field 1 Field 2 Field 3 Field 4 Field 5 Field 6
Columns 2–3 5–12 15–22 25–36 40–47 50–61
Contents name ’MARKER’ ’INTEND’

to mark the end. That is, any variables between these markers are treated as integer variables. The name
in Field 2 may be any name different from the preceding and following column names, the other entries
in the indicator lines must be exactly as described above (including quotation marks). Note that if the
INTEND indicator line is not specified then all columns between the INTORG indicator line and the
end of the COLUMNS section are assumed to be integer variables. nag_opt_sparse_mps_read (e04mzc)
accepts both standard and/or compatible MPSX format as a means of specifying integer variables.

4 References

IBM (1971) MPSX – Mathematical programming system Program Number 5734 XM4 IBM Trade
Corporation, New York
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5 Arguments

1: mps file – const char * Input

On entry: the name of the MPSX data file. If mps_file is a null pointer or null string, then the
data is assumed to come from stdin.

2: n – Integer * Output

On exit: the number of columns (variables) specified by the data file.

3: m – Integer * Output

On exit: the number of rows specified by the data file. This is the number of general linear
constraints in the problem, including the objective row.

4: nnz – Integer * Output

On exit: the number of nonzeros in the problem (including the objective row).

5: iobj – Integer * Output

On exit: if iobj > 0, row iobj of A is a free row containing the nonzero coefficients of the vector
c (the rows of A are indexed 1; 2; . . . ;m). If iobj ¼ 0, the coefficients of c are assumed to be
zero.

6: a – double ** Output

On exit: the nnz nonzero elements of A, ordered by increasing column index.

Sufficient memory is allocated internally by nag_opt_sparse_mps_read (e04mzc) and may be
freed by the utility function nag_opt_sparse_mps_free (e04myc).

7: ha – Integer ** Output

On exit: the nnz row indices of the nonzero elements of A.

Sufficient memory is allocated internally by nag_opt_sparse_mps_read (e04mzc) and may be
freed by the utility function nag_opt_sparse_mps_free (e04myc).

8: ka – Integer ** Output

On exit: the nþ 1 indices indicating the beginning of each column of A in a. More precisely,
ka½j � 1� contains the index in a of the start of the jth column, for j ¼ 1; 2; . . . ;n� 1. Note that
ka½0� ¼ 0 and ka½n� ¼ nnz.

Sufficient memory is allocated internally by nag_opt_sparse_mps_read (e04mzc) and may be
freed by the utility function nag_opt_sparse_mps_free (e04myc).

9: bl – double ** Output
10: bu – double ** Output

On exit: bl and bu hold the lower bounds and upper bounds, respectively, for all the variables
and constraints, in the following order. The first n elements contain the bounds on the variables x
and the next m elements contain the bounds for the linear objective term cTx and the general
linear constraints Ax (if any). Note that an ‘infinite’ lower bound is indicated by
bl½j� 1� ¼ �1020, an ‘infinite’ upper bound by bl½j� 1� ¼ 1020, and an equality constraint by
bl½j� 1� ¼ bu½j� 1�. (The lower bound for cTx, stored in bl½nþ iobj� 1�, is set to
�options:col up default, and the upper bound, stored in bl½nþ iobj� 1� is set to
options:col up default; the optional parameter options:col lo default has a default value of
1020; see Section 11.)

Sufficient memory is allocated internally by nag_opt_sparse_mps_read (e04mzc) and may be
freed by the utility function nag_opt_sparse_mps_free (e04myc).
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11: xs – double ** Output

On exit: a set of initial values for the n variables and m constraints in the problem. More
precisely, xs½j� ¼ min max 0:0; bl½j�ð Þ; bu½j�ð Þ, for j ¼ 0; 1; . . . ;mþ n� 1.

Sufficient memory is allocated internally by nag_opt_sparse_mps_read (e04mzc) and may be
freed by the utility function nag_opt_sparse_mps_free (e04myc).

12: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_sparse_mps_read (e04mzc). These structure members offer the means of
adjusting the argument values used when reading in the MPSX file and on output will supply
further details of the results. A description of the members of options is given below in
Section 11.2.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_spar
se_mps_read (e04mzc). However, if the optional parameters are not required the NAG defined
null pointer, E04_DEFAULT, can be used in the function call.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Results are printed out by default. The level of printed output can be controlled with the structure
members options:list and options:output level (see Section 11.2). If options:list ¼ Nag TRUE then the
argument values to nag_opt_sparse_mps_read (e04mzc) are listed, whereas the printout of results is
governed by options:output level. The default, options:output level ¼ Nag MPS Summary gives the
following information if the MPSX file has been read successfully:

(a) the number of lines read.

(b) the number of columns specified by the data. If any of these are specified as integer variables, the
number of such variables is also reported. (However, recall that nag_opt_sparse_mps_read
(e04mzc) will nevertheless regard such variables as continuous variables; see Section 3.)

(c) the number of rows specified by the data. The objective row is counted amongst these.

In addition, the names of the problem, the objective row, the RHS set, the RANGES set, and the
BOUNDS set read are listed. Unless specified otherwise by the optional parameters
options:prob name, options:obj name, options:rhs name, options:range name a n d / o r
options:bnd name (see Section 11), these names will correspond to the first problem, objective row,
etc., encountered in the MPSX file. Where no set was encountered (RANGES and BOUNDS are
optional), a ‘blank’ is output.

Additionally, when options:output level ¼ Nag MPS List, each line of the MPSX file is echoed as it is
read. This may be useful as a debugging aid.

If options:output level ¼ Nag NoOutput then printout will be suppressed; you can print the
information contained in (b) and (c) when nag_opt_sparse_mps_read (e04mzc) returns to the calling
program.

6 Error Indicators and Warnings

NE_2_REAL_EE_OPT_ARG_CONS

On entry, options:col lo default ¼ valueh i while options:col up default ¼ valueh i. Constraint:
options:col lo default � options:col up default.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:bnd name had an illegal value.

On entry, argument options:obj name had an illegal value.

On entry, argument options:output level had an illegal value.

On entry, argument options:prob name had an illegal value.

On entry, argument options:range name had an illegal value.

On entry, argument options:rhs name had an illegal value.

NE_INT_OPT_ARG_LT

On entry, options:ncol approx ¼ valueh i. Constraint: options:ncol approx 	 1.

On entry, options:nrow approx ¼ valueh i. Constraint: options:nrow approx 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_REAL_RANGE_F

Va l u e valueh i g i v e n t o options:est density i s n o t v a l i d . C o r r e c t r a n g e i s
options:est density > 0:0.

NE_MPS_ENDATA_NOT_FOUND

The file does not contain an ENDATA indicator.

NE_MPS_ILLEGAL_DATA_LINE

An illegal data line has been read from the MPSX file. This is neither a comment nor a legal data
line.
Error at MPSX line valueh i: stringh i.

NE_MPS_ILLEGAL_NAME

An illegal row or column name has been detected. Names must contain only alphanumeric
characters with no leading blanks.
Error at MPSX line valueh i: stringh i.

NE_MPS_ILLEGAL_NUMBER

Number expected but value could not be read. Check numerical fields.
Error at MPSX line valueh i: stringh i.

NE_MPS_ILLEGAL_SETNAME

An illegal name has been detected in Field 2 of the RHS, RANGES or BOUNDS section.
Names must contain only alphanumeric characters with no leading blanks.
Error at MPSX line valueh i: stringh i.

NE_MPS_INVALID_BND_TYPE

An invalid bound type appears in the BOUNDS section. Expect: LO, UP, FX, FR, MI, PL, BV or
UI.
Error at MPSX line valueh i: stringh i.
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NE_MPS_INVALID_BND_VAL

Invalid numeric field in bound data. Value expected for types: LO, UP, FX, UI. Blank field
expected for types: FR, MI, PL, BV.
Error at MPSX line valueh i: stringh i.

NE_MPS_INVALID_INDICATOR

Unknown, unexpected or invalid indicator line read. Expect: NAME, ROWS, COLUMNS, RHS,
RANGES, BOUNDS or ENDATA, starting in column 1 of file, and in that order. RANGES and/
or BOUNDS may be omitted. Error at MPSX line valueh i: stringh i.

NE_MPS_INVALID_INTORG_INTEND

An INTORG or INTEND marker is not correctly specified or is unexpected (e.g., INTEND has
no matching INTORG).
Error at MPSX line valueh i: stringh i.

NE_MPS_INVALID_ROW_TYPE

An invalid row type appears in the ROWS section. Expect: N, G, L or E.
Error at MPSX line valueh i: stringh i.

NE_MPS_NO_COLS

There were no columns specified in the COLUMNS section.
Last MPSX line read ( valueh i): stringh i.

NE_MPS_NO_NEWLINE

New line expected but not found.
Last MPSX line read ( valueh i): stringh i.

NE_MPS_NO_OBJ

The objective row was not found. There must be at least one row of type N in the ROWS section
and, if an objective name was specified, there must be a type N row with this name. Last MPSX
line read ( valueh i): stringh i.

NE_MPS_NO_ROWS

There were no rows specified in the ROWS section.
Last MPSX line read ( valueh i): stringh i.

NE_MPS_PROB_NOT_FOUND

The specified problem has not been found in the MPSX file.

NE_MPS_REPEAT_ROW

A row has been specified more than once.
Error at MPSX line valueh i: stringh i.

NE_MPS_RHS_RANGE_BND_NOT_FOUND

The name of the RHS, RANGES or BOUNDS set to be used was not found in the file.

NE_MPS_SPLIT_COL

Column data is not contiguous. All entries for a given column must appear together in the
COLUMNS section.
Error at MPSX line valueh i: stringh i.
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NE_MPS_UNKNOWN_COLNAME

An unknown column name appears in the BOUNDS section. All the column names must be
specified in the COLUMNS section.
Error at MPSX line valueh i: stringh i.

NE_MPS_UNKNOWN_ROWNAME

An unknown row name appears in the stringh i section. All the row names must be specified in
the ROWS section.
Error at MPSX line valueh i: stringh i.

NE_NAMES_NOT_NAG_MEM

options:crnames is not null but does not point to memory allocated by an earlier call to this
function. This function does not accept user-allocated memory assigned to options:crnames.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_NOT_READ_FILE

Cannot open file stringh i for reading.

NE_NULL_ARGUMENT

Argument a is a null pointer. It should contain the address of a variable of type double *.

Argument bl is a null pointer. It should contain the address of a variable of type double *.

Argument bu is a null pointer. It should contain the address of a variable of type double *.

Argument ha is a null pointer. It should contain the address of a variable of type Integer *.

Argument iobj is a null pointer. It should contain the address of a variable of type Integer.

Argument ka is a null pointer. It should contain the address of a variable of type Integer *.

Argument m is a null pointer. It should contain the address of a variable of type Integer.

Argument n is a null pointer. It should contain the address of a variable of type Integer.

Argument nnz is a null pointer. It should contain the address of a variable of type Integer.

Argument xs is a null pointer. It should contain the address of a variable of type double *.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_mps_read (e04mzc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

There is one example program file, the main program of which calls both examples ex1 and ex2.
Example 1 (ex1) shows the simple use of nag_opt_sparse_mps_read (e04mzc) where default values are
used for all optional parameters, in conjunction with nag_opt_sparse_convex_qp (e04nkc). An example
showing the use of optional parameters is given in ex2 and is described in Section 12.

Example 1 (ex1)

To solve the quadratic programming problem

minimize cTxþ 1

2
xTHx subject to l � Ax � u;

�2 � x � 2;

where

c ¼

�4:0
�1:0
�1:0
�1:0
�1:0
�1:0
�1:0
�0:1
�0:3

0BBBBBBBBBB@

1CCCCCCCCCCA
; H ¼

2 1 1 1 1 0 0 0 0
1 2 1 1 1 0 0 0 0
1 1 2 1 1 0 0 0 0
1 1 1 2 1 0 0 0 0
1 1 1 1 2 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0

0BBBBBBBBBB@

1CCCCCCCCCCA
;

A ¼
1 1 1 1 1 1 1 1 4
1 2 3 4 �2 1 1 1 1
1 �1 1 �1 1 1 1 1 1

0@ 1A; l ¼
�2
�2
�2

0@ 1A and u ¼
1:5
1:5
4:0

0@ 1A:

The optimal solution (to five significant figures) is

x� ¼ 2:0;�0:23333;�0:26667;�0:3;�0:1; 2:0; 2:0;�1:7777;�0:45555ð ÞT:
Three bound constraints and two general linear constraints are active at the solution. Note that, although
the Hessian is positive semidefinite, the point x� is the unique solution.

The function to calculate Hx (required by nag_opt_sparse_convex_qp (e04nkc)) is qphess for this
example.

Note the use of nag_opt_sparse_mps_free (e04myc) in this example to free the memory returned by
nag_opt_sparse_mps_read (e04mzc), once the problem has been solved.

Note also the memory freeing function nag_opt_free (e04xzc) is used to free the memory assigned to
the pointers in the options structure. You must not use the standard C function free() for this purpose.

The MPSX representation of the problem is given in Section 10.2.

10.1 Program Text

/* nag_opt_sparse_mps_read (e04mzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/
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#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphess(Integer ncolh, const double x[], double hx[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

static double ruser[1] = { -1.0 };
Integer exit_status = 0;
Integer *ha, i, iobj, *ka, m, n, ncolh, ninf, nnz;
Nag_E04_Opt options;
double *a, *bl, *bu, obj, sinf, *xs;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_sparse_mps_read (e04mzc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);
/* Initialize the options structure and read MPSX data */
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
#ifdef _WIN32

strcpy_s(options.prob_name, (unsigned)_countof(options.prob_name),
"..QP 2..");

#else
strcpy(options.prob_name, "..QP 2..");

#endif
#ifdef _WIN32

strcpy_s(options.obj_name, (unsigned)_countof(options.obj_name),
"..COST..");

#else
strcpy(options.obj_name, "..COST..");

#endif

printf("\n");
printf("Reading MPSX file:\n");

/* Turn off printing of intermediate output from
nag_opt_sparse_mps_read() and nag_opt_sparse_convex_qp() */

options.list = Nag_FALSE;
options.output_level = Nag_NoOutput;
options.print_level = Nag_NoPrint;

/* nag_opt_sparse_mps_read (e04mzc), see above. */
nag_opt_sparse_mps_read((char *) 0, &n, &m, &nnz, &iobj, &a, &ha, &ka, &bl,

&bu, &xs, &options, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_sparse_mps_read (e04mzc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}
printf("MPSX file contains %" NAG_IFMT " variables and %"

NAG_IFMT " linear constraints\n", n, m);

printf("\n");
printf("Solving QP problem:\n");
/* Column and row names are now available via options */
ncolh = 5;
/* nag_opt_sparse_convex_qp (e04nkc), see above. */
nag_opt_sparse_convex_qp(n, m, nnz, iobj, ncolh, qphess, a, ha, ka, bl, bu,

xs, &ninf, &sinf, &obj, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_sparse_convex_qp (e04nkc).\n%s\n",
fail.message);

exit_status = 1;
}

if (fail.code != NE_NOERROR)
{

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
else

{
printf("Optimal objective value: %11.3e\n", obj);
printf("Optimal X:\n");
for (i = 0; i < n; i++)

printf(" x[%" NAG_IFMT "] = %8.4f\n", i, xs[i]);
}

/* Free memory returned by nag_opt_sparse_mps_read (e04mzc) */
/* nag_opt_sparse_mps_free (e04myc), see above. */
nag_opt_sparse_mps_free(&a, &ha, &ka, &bl, &bu, &xs);

/* Free memory in options (including column & row names) */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);

END:

return exit_status;
}

static void NAG_CALL qphess(Integer ncolh, const double x[], double hx[],
Nag_Comm *comm)

{
/* Function to compute H*x. */
if (comm->user[0] == -1.0) {

printf("(User-supplied callback qphess, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}
hx[0] = 2.0 * x[0] + x[1] + x[2] + x[3] + x[4];
hx[1] = x[0] + 2.0 * x[1] + x[2] + x[3] + x[4];
hx[2] = x[0] + x[1] + 2.0 * x[2] + x[3] + x[4];
hx[3] = x[0] + x[1] + x[2] + 2.0 * x[3] + x[4];
hx[4] = x[0] + x[1] + x[2] + x[3] + 2.0 * x[4];

} /* qphess */

10.2 Program Data

* nag_opt_sparse_mps_read (e04mzc) Example Program Data
*
* MPSX data
*
NAME ..QP 2..
ROWS
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L ..ROW1..
L ..ROW2..
L ..ROW3..
N FREE ROW
N ..COST..

COLUMNS
...X1... ..ROW1.. 1.0 ..ROW2.. 1.0
...X1... ..ROW3.. 1.0 ..COST.. -4.0
...X2... ..ROW1.. 1.0 ..ROW2.. 2.0
...X2... ..ROW3.. -1.0 ..COST.. -1.0
...X3... ..ROW1.. 1.0 ..ROW2.. 3.0
...X3... ..ROW3.. 1.0 ..COST.. -1.0
...X4... ..ROW1.. 1.0 ..ROW2.. 4.0
...X4... ..ROW3.. -1.0 ..COST.. -1.0
...X5... ..ROW1.. 1.0 ..ROW2.. -2.0
...X5... ..ROW3.. 1.0 ..COST.. -1.0
...X6... ..ROW1.. 1.0 ..ROW2.. 1.0
...X6... ..ROW3.. 1.0 ..COST.. -1.0
...X7... ..ROW1.. 1.0 ..ROW2.. 1.0
...X7... ..ROW3.. 1.0 ..COST.. -1.0
...X8... ..ROW1.. 1.0 ..ROW2.. 1.0
...X8... ..ROW3.. 1.0 ..COST.. -0.1
...X9... ..ROW1.. 4.0 ..ROW2.. 1.0
...X9... ..ROW3.. 1.0 ..COST.. -0.3

RHS
RHS1 ..ROW1.. 1.5
RHS1 ..ROW2.. 1.5
RHS1 ..ROW3.. 4.0

RANGES
RANGE1 ..ROW1.. 3.5
RANGE1 ..ROW2.. 3.5
RANGE1 ..ROW3.. 6.0

BOUNDS
LO BOUND ...X1... -2.0
LO BOUND ...X2... -2.0
LO BOUND ...X3... -2.0
LO BOUND ...X4... -2.0
LO BOUND ...X5... -2.0
LO BOUND ...X6... -2.0
LO BOUND ...X7... -2.0
LO BOUND ...X8... -2.0
LO BOUND ...X9... -2.0
UP BOUND ...X1... 2.0
UP BOUND ...X2... 2.0
UP BOUND ...X3... 2.0
UP BOUND ...X4... 2.0
UP BOUND ...X5... 2.0
UP BOUND ...X6... 2.0
UP BOUND ...X7... 2.0
UP BOUND ...X8... 2.0
UP BOUND ...X9... 2.0

ENDATA

10.3 Program Results

nag_opt_sparse_mps_read (e04mzc) Example Program Results

Reading MPSX file:
MPSX file contains 9 variables and 5 linear constraints

Solving QP problem:
(User-supplied callback qphess, first invocation.)
Optimal objective value: -8.068e+00
Optimal X:

x[0] = 2.0000
x[1] = -0.2333
x[2] = -0.2667
x[3] = -0.3000
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x[4] = -0.1000
x[5] = 2.0000
x[6] = 2.0000
x[7] = -1.7778
x[8] = -0.4556

11 Optional Parameters

A number of optional input and output arguments to nag_opt_sparse_mps_read (e04mzc) are available
through the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning
an appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_sparse_mps_read
(e04mzc); the default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_sparse_mps_read (e04mzc) together with their default values where relevant.

Boolean list Nag_TRUE
Nag_OutputType output_level Nag_MPS_Summary

char outfile[80] stdout

char prob_name[9] 'n0'
char obj_name[9] 'n0'
char rhs_name[9] 'n0'
char range_name[9] 'n0'
char bnd_name[9] 'n0'
double col_lo_default 0.0
double col_up_default 1020

Integer ncol_approx 500
Integer nrow_approx 500
double est_density 0.05
char **crnames size nþm

11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_sparse_mps_read
(e04mzc) will be printed.

output level – Nag_OutputType Default ¼ Nag MPS Summary

On entry: the level of printout produced by nag_opt_sparse_mps_read (e04mzc). The following values
are available:

Nag NoOutput No output.

Nag MPS Summary A summary of the dimensions of the problem read and a list of the ‘MPSX
names’ (problem name, objective row name, etc.).
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Nag MPS List As Nag MPS Summary but each line of the MPSX file is echoed as it is read.
This can be useful for debugging the file.

Constraint: options:output level ¼ Nag NoOutput, Nag MPS Summary or Nag MPS List.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

prob name – char Default: options:prob name½0� ¼ n0
obj name – char Default: options:obj name½0� ¼ n0
rhs name – char Default: options:rhs name½0� ¼ n0
range name – char Default: options:range name½0� ¼ n0
bnd name – char Default: options:bnd name½0� ¼ n0
On entry: these options contain the names associated with the MPSX form of the problem. These names
must be specified as follows:

options:prob name
must contain the name of the problem to be read or be blank. The problem name is
specified in the NAME indicator line (see Section 3) and if options:prob name is not
blank, then nag_opt_sparse_mps_read (e04mzc) will search the MPSX file for the specified
problem. If options:prob name is blank, then the first problem encountered will be read.

options:obj name
must contain the name of the objective row or be blank (in which case the first objective
free row is used).

options:rhs name
must contain the name of the RHS set to be used or be blank (in which case the first RHS
set is used).

options:range name
must contain the name of the RANGES set to be used or be blank (in which case the first
RANGES set, if any, is used).

options:bnd name
must contain the name of the BOUNDS set to be used or be blank (in which case the first
BOUNDS set, if any, is used).

Constraint: the names must be valid MPSX names, i.e., they must consist only of the ‘alphanumeric’
characters as specified in Section 3 and must not contain leading blank characters.

On exit: the members contain the appropriate names as read from the MPSX file. Any names specified
on input which are not found in the MPSX file are unchanged on exit but will give rise to an error exit
from nag_opt_sparse_mps_read (e04mzc) (see Section 6).

If the MPSX file is successfully read, the options structure can be passed on to nag_opt_sparse_
convex_qp (e04nkc), which will solve the problem specified by the file and which can make use of
these structure members in its solution output.

col lo default – double Default ¼ 0:0

On entry: the default lower bound to be used for the variables in the problem when none is specified in
the BOUNDS section of the MPSX data file.

col up default – double Default ¼ 1020

On entry: the default upper bound to be used for the variables in the problem when none is specified in
the BOUNDS section of the MPSX data file.

Constraint: options:col up default 	 options:col lo default.
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ncol approx – Integer Default ¼ 500
nrow approx – Integer Default ¼ 500

On entry: an estimate of the number of columns and rows in the problem. nag_opt_sparse_mps_read
(e04mzc) is designed so that the problem size does not have to be known in advance, and allocates
memory according to the data contained in the MPSX file. However, for very large problems, an
advance estimate of the problem size might allow slightly more efficient memory usage to be achieved.
See also the description of optional parameter options:est density.

Constraints:

options:ncol approx > 0;
options:nrow approx > 0.

est density – double Default ¼ 0:05

On entry: an estimate of the density of the nonzeros in the sparse matrix A, i.e., an estimate of
nnz= n�mð Þ. As with the optional parameters options:ncol approx and options:nrow approx, if this
is known to be significantly larger or smaller than the default, then you should specify an appropriate
value to aid nag_opt_sparse_mps_read (e04mzc) in its memory management.

Constraint: options:est density > 0:0.

crnames – char ** Default memory nþm array of char *

On exit: the MPSX names of all the variables and constraints in the problem in the following order.
options:crnames½j � 1� c o n t a i n s t h e n am e o f t h e jt h c o l umn , f o r j ¼ 1; 2; . . . ; n.
options:crnames½nþ i � 1� contains the name of the ith row, for i ¼ 1; 2; . . . ;m. Each name is eight
characters long, and includes any trailing blank characters which appear in the appropriate name field of
the MPSX file.

Sufficient memory to hold the names is allocated internally by nag_opt_sparse_mps_read (e04mzc). The
memory freeing function nag_opt_free (e04xzc) should be used to free this memory. You should not
use the standard C function free() for this purpose.

If, on return from nag_opt_sparse_mps_read (e04mzc), nag_opt_sparse_convex_qp (e04nkc) is called
with options as an argument, and the memory pointed to by options:crnames has not been freed,
nag_opt_sparse_convex_qp (e04nkc) will use the row and column names stored in options:crnames in
its solution output.

12 Example 2 (ex2)

Example 2 (ex2) solves the same problem as Example 1 (ex1), described in Section 10, but shows the
use of the options structure. Although the problem is the same, it is defined by a slightly modified
MPSX file. The same qphess function is used as in ex1 (see Section 10).

The options structure is initialized by a call to nag_opt_init (e04xxc) and two of the optional parameters
are set: options:prob name is set to "..QP 2.." so that nag_opt_sparse_mps_read (e04mzc) will
attempt to read a problem of this name; and options:obj name is set to "..COST..". The MPSX file
(see Section 10.2) contains an additional free row, named "FREE ROW". Since this is the first free row
in the ROWS section of the MPSX file, by default it would be read as the objective row. However,
since options:obj name is specified, nag_opt_sparse_mps_read (e04mzc) takes the second free row
("..COST..") as the objective row.

nag_opt_sparse_mps_read (e04mzc) is called to read the MPSX file, and this is followed by a call to
nag_opt_sparse_convex_qp (e04nkc) to solve the problem. As the options structure is passed as an
argument, the row and column names read from the file are stored in options:crnames and used in the
solution output (see Section 10.3).

Finally, nag_opt_sparse_mps_free (e04myc) is called to free the problem arrays, and nag_opt_free
(e04xzc) is called to free the memory in options.

See Section 10 for the example program.
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NAG Library Function Document

nag_opt_lin_lsq (e04ncc)

1 Purpose

nag_opt_lin_lsq (e04ncc) solves linearly constrained linear least squares problems and convex quadratic
programming problems. It is not intended for large sparse problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_lin_lsq (Integer m, Integer n, Integer nclin, const double a[],
Integer tda, const double bl[], const double bu[], const double cvec[],
double b[], double h[], Integer tdh, Integer kx[], double x[],
double *objf, Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_lin_lsq (e04ncc) is designed to solve a class of quadratic programming problems stated in the
following general form:

minimize
x2Rn

F xð Þ subject to l � x
Ax


 �
� u; ð1Þ

where A is an nL by n matrix and the objective function F xð Þ may be specified in a variety of ways
depending upon the particular problem to be solved. The available forms for F xð Þ are listed in Table 1
below, in which the prefixes FP, LP, QP and LS stand for ‘feasible point’, ‘linear programming’,
‘quadratic programming’ and ‘least squares’ respectively, c is an n element vector, b is an m element
vector, and xk k denotes the Euclidean length of x.

Problem Type f xð Þ Matrix H
FP Not applicable Not applicable
LP cTx Not applicable
QP1 1

2x
THx n by n symmetric positive semidefinite

QP2 cTxþ 1
2x

THx n by n symmetric positive semidefinite
QP3 1

2x
THTHx m by n upper trapezoidal

QP4 cTxþ 1
2x

THTHx m by n upper trapezoidal
LS1 1

2 b�Hxk k2 m by n

LS2 cTxþ 1
2 b�Hxk k2 m by n

LS3 1
2 b�Hxk k2 m by n upper trapezoidal

LS4 cTxþ 1
2 b�Hxk k2 m by n upper trapezoidal

Table 1

For problems of type LS, H is referred to as the least squares matrix, or the matrix of observations, and
b as the vector of observations. The default problem type is LS1, and other objective functions are
selected by using the optional parameter options:prob (see Section 12.2).

When H is upper trapezoidal it will usually be the case that m ¼ n, so that H is upper triangular, but
full generality has been allowed for in the specification of the problem. The upper trapezoidal form is
intended for cases where a previous factorization, such as a QR factorization, has been performed.

The constraints involving A are called the general constraints. Note that upper and lower bounds are
specified for all the variables and for all the general constraints. An equality constraint can be specified
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by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u can be set to
special values that will be treated as �1 or þ1. (See the description of the optional parameter
options:inf bound in Section 12.2.

The function F xð Þ is a quadratic function, whose defining feature is that its second-derivative matrix
r2F xð Þ (the Hessian matrix) is constant. For the LP case, r2F xð Þ ¼ 0; for QP1 and QP2,
r2F xð Þ ¼ H; and for QP3, QP4 and LS problems, r2F xð Þ ¼ HTH and the Hessian matrix is positive
semidefinite (positive definite if H is full rank), so that F xð Þ is convex. If H is defined as the zero
matrix, nag_opt_lin_lsq (e04ncc) will solve the resulting linear programming problem; however, this
can be accomplished more efficiently by using nag_opt_lp (e04mfc).

Problems of type QP3 and QP4 for which H is not in upper trapezoidal form should be solved as
problems of type LS1 and LS2 respectively, with b ¼ 0.

You must supply an initial estimate of the solution.

If H is of full rank then nag_opt_lin_lsq (e04ncc) will obtain the unique (global) minimum. If H is not
of full rank then the solution may still be a global minimum if all active constraints have nonzero
Lagrange multipliers. Otherwise the solution obtained will be either a weak minimum (i.e., with a
unique optimal objective value, but an infinite set of optimal x), or else the objective function is
unbounded below in the feasible region. The last case can only occur when F xð Þ contains an explicit
linear term (as in problems LP, QP2, QP4, LS2 and LS4).

The method used by nag_opt_lin_lsq (e04ncc) is described in detail in Section 11.

4 References

Gill P E, Hammarling S, Murray W, Saunders M A and Wright M H (1986) Users' guide for LSSOL
(Version 1.0) Report SOL 86-1 Department of Operations Research, Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1984) Procedures for optimization problems with
a mixture of bounds and general linear constraints ACM Trans. Math. Software 10 282–298

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

Stoer J (1971) On the numerical solution of constrained least squares problems SIAM J. Numer. Anal. 8
382–411

5 Arguments

1: m – Integer Input

On entry: m, the number of rows in the matrix H. If the problem is of type FP or LP, m is not
referenced and is assumed to be zero. The default type is LS1; other problem types can be
specified using the optional parameter options:prob, see Section 12.2.

If the problem is of type QP, m will usually be n, the number of variables. However, a value of
m less than n is appropriate for problem type QP3 or QP4 if H is an upper trapezoidal matrix
with m rows. Similarly, m may be used to define the dimension of a leading block of nonzeros in
the Hessian matrices of QP1 or QP2. In QP cases, m should not be greater than m; if it is, the
last m� nð Þ rows of H are ignored.

If the problem is a least squares problem (in particular, the default type LS1), m is also the
dimension of the array b. Note that all possibilities (m < n, m ¼ n and m > n) are allowed in
this case.

Constraint: m > 0 if problem is not FP or LP.

2: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.
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3: nclin – Integer Input

On entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

4: a½nclin� tda� – const double Input

Note: the i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
On entry: the ith row of a must contain the coefficients of the ith general linear constraint (the
ith row of A), for i ¼ 1; 2; . . . ; nL. If nclin ¼ 0 then the array a is not referenced.

5: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: tda 	 n if nclin > 0.

6: bl½nþ nclin� – const double Input
7: bu½nþ nclin� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds, for all the constraints in
the following order. The first n elements of each array must contain the bounds on the variables,
and the next nL elements the bounds for the general linear constraints (if any). To specify a
nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �options:inf bound, and to specify a
nonexistent upper bound (i.e., uj ¼ þ1), set bu½j� 1� 	 options:inf bound, where
options:inf bound is one of the optional parameters (default value 1020 (see Section 12.2). To
specify the jth constraint as an equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where
�j j < options:inf bound.

Constraints:

bl½j� � bu½j�, for j ¼ 0; 1; . . . ; nþ nclin� 1;
if bl½j� ¼ bu½j� ¼ �, �j j < options:inf bound.

8: cvec½n� – const double Input

On entry: the coefficients of the explicit linear term of the objective function when the problem is
of type LP, QP2, QP4, LS2 or LS4.

If the problem is of type FP, QP1, QP3, LS1 (the default) or LS3, cvec is not referenced and may
be NULL.

9: b½m� – double Input/Output

On entry: the m elements of the vector of observations.

On exit: the transformed residual vector of equation (10).

b is referenced only in the case of least squares problem types (in particular, the default type
LS1. For other problem types, b is not referenced and may be NULL.

10: h½m� tdh� – double Input/Output

Note: the i; jð Þth element of the matrix H is stored in h½ i� 1ð Þ � tdhþ j� 1�.
On entry: the array h must contain the matrix H as specified in Table 1 (see Section 3).

For problems QP1 and QP2, the first m rows and columns of h must contain the leading m by m
rows and columns of the symmetric Hessian matrix. Only the diagonal and upper triangular
elements of the leading m rows and columns of h are referenced. The remaining elements are
assumed to be zero and need not be assigned.

For problems QP3, QP4, LS3 and LS4, the first m rows of h must contain an m by n upper
trapezoidal factor of either the Hessian or the least squares matrix, ordered according to the array
kx (see below). The factor need not be of full rank, i.e., some of the diagonals may be zero.

e04 – Minimizing or Maximizing a Function e04ncc

Mark 26 e04ncc.3



However, as a general rule, the larger the dimension of the leading nonsingular sub-matrix of H,
the fewer iterations will be required. Elements outside the upper trapezoidal part of the first m
rows of H are assumed to be zero and need not be assigned.

If a constrained least squares problem contains a very large number of observations, storage
limitations may prevent storage of the entire least squares matrix. In such cases, you should
transform the original H into a triangular matrix before the call to nag_opt_lin_lsq (e04ncc) and
solve as type LS3 or LS4.

On exit: by default, h contains the upper triangular Cholesky factor R of equation (8), with
columns ordered as indicated by kx (see below). If the optional parameter
options:hessian ¼ Nag TRUE (see Section 12.2), and the problem is one of the LS or QP
types, h contains the upper triangular Cholesky factor of the Hessian matrix r2F , with columns
ordered as indicated by kx (see below). In either case, this matrix may be used to obtain the
variance-covariance matrix or to recover the upper triangular factor of the original least squares
matrix.

If the problem is of type FP or LP, h is not referenced and may be NULL.

11: tdh – Integer Input

On entry: the stride separating matrix column elements in the array h.

Constraint: tdh 	 n.

12: kx½n� – Integer Input/Output

On entry: for problems of type QP3, QP4, LS3 or LS4 the array kx must specify the order of the
columns of the matrix H with respect to the ordering of x. Thus if column j of H is the column
associated with the variable xi then kx½j� 1� ¼ i.
If the problem is of any other type then the array kx need not be initialized.

Constraints:

1 � kx½i� � n, for i ¼ 0; 1; . . . ; n� 1;
if i 6¼ j, kx½i� 6¼ kx½j�.

On exit: defines the order of the columns of H with respect to the ordering of x, as described
above.

13: x½n� – double Input/Output

On entry: an initial estimate of the solution.

On exit: the point at which nag_opt_lin_lsq (e04ncc) terminated. If fail:code ¼ NE NOERROR,
NW_SOLN_NOT_UNIQUE or NW_NOT_FEASIBLE, x contains an estimate of the solution.

14: objf – double * Output

On exit: the value of the objective function at x if x is feasible, or the sum of infeasibilities at x
otherwise. If the problem is of type FP and x is feasible, objf is set to zero.

15: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_lin_lsq (e04ncc). These structure members offer the means of adjusting
some of the argument values of the algorithm and on output will supply further details of the
results. A description of the members of options is given below in Section 12. Some of the
results returned in options can be used by nag_opt_lin_lsq (e04ncc) to perform a ‘warm start’
(see the member options:start in Section 12.2).

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_lin_lsq
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(e04ncc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.

16: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication with an optional user-defined
printing function; see Section 12.3.1 for details. If you do not need to make use of this
communication feature the null pointer NAGCOMM_NULL may be used in the call to
nag_opt_lin_lsq (e04ncc); comm will then be declared internally for use in calls to user-
supplied functions.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t h e s t r u c t u r e membe r options:print level ( s e e Sec t i on 12 .2 ) . The de f au l t ,
options:print level ¼ Nag Soln Iter provides a single line of output at each iteration and the final
result. This section describes the default printout produced by nag_opt_lin_lsq (e04ncc).

The convention for numbering the constraints in the iteration results is that indices 1 to n refer to the
bounds on the variables, and indices nþ 1 to nþ nL refer to the general constraints.

The following line of output is produced at every iteration. In all cases, the values of the quantities
printed are those in effect on completion of the given iteration.

Itn is the iteration count.

Step is the step taken along the computed search direction. If a constraint is added during
the current iteration, Step will be the step to the nearest constraint. During the
optimality phase, the step can be greater than 1:0 only if the factor Rz is singular (see
Section 11.3).

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective

is the value of the current objective function. If x is not feasible, Sinf gives a
weighted sum of the magnitudes of constraint violations. If x is feasible, Objective

is the value of the objective function. The output line for the final iteration of the
feasibility phase (i.e., the first iteration for which Ninf is zero) will give the value of
the true objective at the first feasible point.

During the optimality phase, the value of the objective function will be non-
increasing. During the feasibility phase, the number of constraint infeasibilities will
not increase until either a feasible point is found, or the optimality of the multipliers
implies that no feasible point exists. Once optimal multipliers are obtained, the
number of infeasibilities can increase, but the sum of infeasibilities will either remain
constant or be reduced until the minimum sum of infeasibilities is found.

Norm Gz ZT
1 gFR

�� ��, the Euclidean norm of the reduced gradient with respect to Z1 (see
Section 11.3). During the optimality phase, this norm will be approximately zero after
a unit step.

The printout of the final result consists of:
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Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound, TF if temporarily fixed at
its current value). If Value lies outside the upper or lower bounds by more than the
optional parameter options:ftol (default value

ffiffi
�
p

, where � is the machine precision;
see Section 12.2), State will be ++ or -- respectively.

A key is sometimes printed before State to give some additional information about
the state of a variable.

A Alternative optimum possible. The variable is active at one of its bounds, but its
Lagrange Multiplier is essentially zero. This means that if the variable were
allowed to start moving away from its bound, there would be no change to the
objective function. The values of the other free variables might change, giving a
genuine alternative solution. However, if there are any degenerate variables
(labelled D), the actual change might prove to be zero, since one of them could
encounter a bound immediately. In either case, the values of the Lagrange
multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of its
bounds.

I Infeasible. The variable is currently violating one of its bounds by more than
options:ftol.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for variable j. (None indicates that
bl½j� 1� � �options:inf bound, where options:inf bound is the optional parameter.)

Upper bound is the upper bound specified for variable j. (None indicates that
bu½j� 1� 	 options:inf bound, where options:inf bound is the optional parameter.)

Lagr mult is the value of the Lagrange multiplier for the associated bound. This will be zero if
S t a t e i s F R u n l e s s bl½j� 1� � �options:inf bound a n d
bu½j� 1� 	 options:inf bound, in which case the entry will be blank. If x is
optimal, the multiplier should be non-negative if State is LL, and non-positive if
State is UL.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �options:inf bound and bu½j� 1� 	 options:inf bound).

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� replaced by bl½nþ j� 1� and bu½nþ j� 1�
respectively, and with the following change in the heading:

L Con the name (L) and index j, for j ¼ 1; 2; . . . ; nL of the linear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tda ¼ valueh i while n ¼ valueh i. These arguments must satisfy tda 	 n.

On entry, tdh ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdh 	 n.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array kx are not valid. Constraint: must contain a permutation of integers
1; 2; . . . ;n.

NE_B_NULL

options:prob ¼ valueh i but argument b ¼ NULL.

NE_BAD_PARAM

On entry, argument options:print level had an illegal value.

On entry, argument options:prob had an illegal value.

On entry, argument options:start had an illegal value.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_CVEC_NULL

options:prob ¼ valueh i but argument cvec ¼ NULL.

NE_CYCLING

The algorithm could be cycling, since a total of 50 changes were made to the working set without
altering x. Check the detailed iteration printout for a repeated pattern of constraint deletions and
additions.

If a sequence of constraint changes is being repeated, the iterates are probably cycling.
(nag_opt_lin_lsq (e04ncc) does not contain a method that is guaranteed to avoid cycling; such a
method would be combinatorial in nature.) Cycling may occur in two circumstances: at a
constrained stationary point where there are some small or zero Lagrange multipliers; or at a
point (usually a vertex) where the constraints that are satisfied exactly are nearly linearly
dependent. In the latter case, you have the option of identifying the offending dependent
constraints and removing them from the problem, or restarting the run with a larger value of the
optional parameter options:ftol (default value ¼

ffiffi
�
p

, where � is the machine precision; see
Section 12.2). If this error exit occurs but no suspicious pattern of constraint changes can be
observed, it may be worthwhile to restart with the final x (with optional parameter
options:start ¼ Nag Cold or Nag Warm).

NE_H_NULL_QP

options:prob ¼ valueh i but argument h ¼ NULL. This problem type requires an array to be
supplied in argument h.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.
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On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:fmax iter is not valid. Correct range is options:fmax iter 	 0.

Value valueh i given to options:max iter is not valid. Correct range is options:max iter 	 0.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:ftol is not valid. Correct range is options:ftol > 0:0.

Value valueh i given to options:inf bound is not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step is not valid. Correct range is options:inf step > 0:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:crash tol i s n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol � 1:0.

Va l u e valueh i g i v e n t o options:rank tol i s n o t v a l i d . C o r r e c t r a n g e i s
0:0 < options:rank tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.

NE_UNBOUNDED

Solution appears to be unbounded.

This error indicator implies that a step as large as optional parameter options:inf step (default
value 1020; see Section 12.2) would have to be taken in order to continue the algorithm. This
situation can occur only when H is singular, there is an explicit linear term, and at least one
variable has no upper or lower bound.

NE_WARM_START

options:start ¼ Nag Warm but pointer options:state ¼ NULL.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_NOT_FEASIBLE

No feasible point was found for the linear constraints.
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It was not possible to satisfy all the constraints to within the feasibility tolerance. In this case, the
constraint violations at the final x will reveal a value of the tolerance for which a feasible point
will exist – for example, if the feasibility tolerance for each violated constraint exceeds its
Residual (see Section 5.1) at the final point. The modified problem (with an altered value of the
optional feasibility tolerance, options:ftol) may then be solved using optional parameter
options:start ¼ Nag Warm (see Section 12.2). You should check that there are no constraint
redundancies. If the data for the constraints are accurate only to the absolute precision �, you
should ensure that the value of options:ftol is greater than �. For example, if all elements of A
are of order unity and are accurate only to three decimal places, options:ftol should be at least
10�3.

NW_OVERFLOW_WARN

Serious ill conditioning in the working set after adding constraint valueh i. Overflow may occur in
subsequent iterations.

If overflow occurs preceded by this warning then serious ill conditioning has probably occurred
in the working set when adding a constraint. It may be possible to avoid the difficulty by
increasing the magnitude of the optional parameter options:ftol and re-running the program. If
the message recurs even after this change, the offending linearly dependent constraint j must be
removed from the problem.

NW_SOLN_NOT_UNIQUE

Optimal solution is not unique.

The point in x is a weak local minimum, i.e., the projected gradient is negligible, the Lagrange
multipliers are optimal, but either Rz (see Section 11.3) is singular or there is a small multiplier.
This means that x is not unique.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

The limiting number of iterations (determined by the optional parameters options:max iter and
options:fmax iter, see Section 12.2) was reached before normal termination occurred. If the
method appears to be making progress (e.g., the objective function is being satisfactorily
reduced), either increase the iteration limits or, alternatively, rerun nag_opt_lin_lsq (e04ncc)
using the optional parameter options:start ¼ Nag Warm to specify the initial working set. If the
iteration limit is already large, but some of the constraints could be nearly linearly dependent,
check the extended iteration printout (see Section 12.3) for a repeated pattern of constraints
entering and leaving the working set. (Near-dependencies are often indicated by wide variations
in size in the diagonal elements of the matrix T (see Section 11.2), which will be printed if
o p t i o n a l p a r a m e t e r options:print level ¼ Nag Soln Iter Full ( d e f a u l t v a l u e
options:print level ¼ Nag Soln Iter; see Section 12.2.) In this case, the algorithm could be
cycling (see the comments below for fail:code ¼ NE CYCLING).

7 Accuracy

nag_opt_lin_lsq (e04ncc) implements a numerically stable active set strategy and returns solutions that
are as accurate as the condition of the problem warrants on the machine.

8 Parallelism and Performance

nag_opt_lin_lsq (e04ncc) is not threaded in any implementation.
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9 Further Comments

9.1 Termination Criteria

nag_opt_lin_lsq (e04ncc) exits with fail:code ¼ NE NOERROR if x is a strong local minimizer, i.e.,
the reduced gradient is negligible, the Lagrange multipliers are optimal (see Section 5.1) and Rz (see
Section 11.3) is nonsingular.

9.2 Scaling

Sensible scaling of the problem is likely to reduce the number of iterations required and make the
problem less sensitive to perturbations in the data, thus improving the condition of the problem. In the
absence of better information it is usually sensible to make the Euclidean lengths of each constraint of
comparable magnitude. See the e04 Chapter Introduction and Gill et al. (1981) for further information
and advice.

10 Example

To minimize the quadratic function cTxþ 1
2x

THx , where

c ¼ �4:0;�1:0;�1:0;�1:0;�1:0;�1:0;�1:0;�0:1;�0:3ð ÞT;

H ¼

2 1 1 1 1 0 0 0 0
1 2 1 1 1 0 0 0 0
1 1 2 1 1 0 0 0 0
1 1 1 2 1 0 0 0 0
1 1 1 1 2 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0

0BBBBBBBBBB@

1CCCCCCCCCCA
subject to the bounds

�2 � x1 � 2
�2 � x2 � 2
�2 � x3 � 2
�2 � x4 � 2
�2 � x5 � 2
�2 � x6 � 2
�2 � x7 � 2
�2 � x8 � 2
�2 � x9 � 2

and to the general constraints

�2:0 � x1 þ x2 þ x3 þ x4 þ x5 þ x6 þ x7 þ x8 þ 4x9 � 1:5
�2:0 � x1 þ 2x2 þ 3x3 þ 4x4 � 2x5 þ x6 þ x7 þ x8 þ x9 � 1:5
�2:0 � x1 � x2 þ x3 � x4 þ x5 þ x6 þ x7 þ x8 þ x9 � 4:0

The initial point, which is feasible, is

x0 ¼ 0; 0; 0; 0; 0; 0; 0; 0; 0ð ÞT;

and F x0ð Þ ¼ 0.

The optimal solution (to five figures) is

x� ¼ 2:0;�0:23333;�0:26667;�0:3;�0:1; 2:0; 2:0;�1:7777;�0:45555ð ÞT;

and F x�ð Þ ¼ �8:0678. Three bound constraints and two general constraints are active at the solution.
Note that, although the Hessian matrix is positive semidefinite, the point x� is unique.

This example illustrates the use of the options structure. Since the problem is of type QP2 (as described
in Section 3) and the default value of the optional parameter options:prob ¼ Nag LS1, it is necessary
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to reset this argument to options:prob ¼ Nag QP2 in order to solve the problem. This is achieved by
declaring the options structure and initializing it by calling nag_opt_init (e04xxc). Then options:prob
is assigned directly, before calling nag_opt_lin_lsq (e04ncc). On return from nag_opt_lin_lsq (e04ncc),
nag_opt_free (e04xzc) is used to free the memory assigned to the pointers in the options structure. You
must not use the standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_lin_lsq (e04ncc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>

#define A(I, J) a[(I) *tda + J]
#define H(I, J) h[(I) *tdh + J]

int main(void)
{

Integer exit_status = 0;
Integer i, j, *kx = 0, m, n, nbnd, nclin, tda, tdh;
Nag_E04_Opt options;
double *a = 0, *bl = 0, *bu = 0, *cvec = 0, *h = 0, objf, *x = 0;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_lin_lsq (e04ncc) Example Program Results\n");
fflush(stdout);

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif

/* Read problem dimensions */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nclin);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nclin);
#endif

if (m > 0 && n > 0 && nclin >= 0) {
nbnd = n + nclin;
if (!(a = NAG_ALLOC(nclin * n, double)) ||

!(bl = NAG_ALLOC(nbnd, double)) ||
!(bu = NAG_ALLOC(nbnd, double)) ||
!(cvec = NAG_ALLOC(n, double)) ||
!(h = NAG_ALLOC(m * n, double)) ||
!(x = NAG_ALLOC(n, double)) || !(kx = NAG_ALLOC(n, Integer)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;
tdh = n;

}
else {

printf("Invalid m or n or nclin.\n");
exit_status = 1;
return exit_status;

}

/* We solve a QP2 type problem in this example */

/* Read cvec, h, a, bl, bu and x from data file */

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &cvec[i]);

#else
scanf("%lf", &cvec[i]);

#endif

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < m; ++i)

for (j = 0; j < n; ++j)
#ifdef _WIN32

scanf_s("%lf", &H(i, j));
#else

scanf("%lf", &H(i, j));
#endif

if (nclin > 0) {
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < nclin; ++i)
for (j = 0; j < n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

/* Read lower bounds */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < nbnd; ++i)
#ifdef _WIN32

scanf_s("%lf", &bl[i]);
#else

scanf("%lf", &bl[i]);
#endif

/* Read upper bounds */
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#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < nbnd; ++i)

#ifdef _WIN32
scanf_s("%lf", &bu[i]);

#else
scanf("%lf", &bu[i]);

#endif

/* Read the initial point x */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

/* Change the problem type */
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
options.prob = Nag_QP2;

/* nag_opt_lin_lsq (e04ncc), see above. */
nag_opt_lin_lsq(m, n, nclin, a, tda, bl, bu, cvec, (double *) 0,

h, tdh, kx, x, &objf, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_lin_lsq (e04ncc).\n%s\n", fail.message);
exit_status = 1;

}

/* Free options memory */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(cvec);
NAG_FREE(h);
NAG_FREE(x);
NAG_FREE(kx);

return exit_status;
}
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10.2 Program Data

nag_opt_lin_lsq (e04ncc) Example Program Data
Values of m, n, nclin

9 9 3

Objective function vector cvec
-4.0 -1.0 -1.0 -1.0 -1.0 -1.0 -1.0 -0.1 -0.3

Objective function matrix H
2.0 1.0 1.0 1.0 1.0 0.0 0.0 0.0 0.0
1.0 2.0 1.0 1.0 1.0 0.0 0.0 0.0 0.0
1.0 1.0 2.0 1.0 1.0 0.0 0.0 0.0 0.0
1.0 1.0 1.0 2.0 1.0 0.0 0.0 0.0 0.0
1.0 1.0 1.0 1.0 2.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

Linear constraint matrix A
1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 4.0
1.0 2.0 3.0 4.0 -2.0 1.0 1.0 1.0 1.0
1.0 -1.0 1.0 -1.0 1.0 1.0 1.0 1.0 1.0

Lower bounds
-2.0 -2.0 -2.0 -2.0 -2.0 -2.0 -2.0 -2.0 -2.0 -2.0 -2.0 -2.0

Upper bounds
2.0 2.0 2.0 2.0 2.0 2.0 2.0 2.0 2.0 1.5 1.5 4.0

Initial estimate of x
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

10.3 Program Results

nag_opt_lin_lsq (e04ncc) Example Program Results

Parameters to e04ncc
--------------------

Linear constraints............ 3 Number of variables........... 9
Objective matrix rows......... 9

prob.................... Nag_QP2 start................... Nag_Cold
ftol.................... 1.05e-08 rank_tol................ 1.05e-07
crash_tol............... 1.00e-02 hessian.................. Nag_FALSE
inf_bound............... 1.00e+20 inf_step................ 1.00e+20
fmax_iter............... 60 max_iter................ 60
machine precision....... 1.11e-16
print_level......... Nag_Soln_Iter
outfile................. stdout

Memory allocation:
state................... Nag
ax...................... Nag lambda.................. Nag

Rank of the objective function data matrix = 5

Itn Step Ninf Sinf/Objective Norm Gz
0 0.0e+00 0 0.000000e+00 4.5e+00
1 7.5e-01 0 -4.375000e+00 5.0e-01
2 1.0e+00 0 -4.400000e+00 2.8e-17
3 3.0e-01 0 -4.700000e+00 8.9e-01
4 1.0e+00 0 -5.100000e+00 2.4e-17
5 5.4e-01 0 -6.055714e+00 1.7e+00
6 1.1e-02 0 -6.113326e+00 1.6e+00
7 1.1e-01 0 -6.215049e+00 1.2e+00
8 1.0e+00 0 -6.538008e+00 1.8e-17
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9 6.5e-01 0 -7.428704e+00 7.2e-02
10 1.0e+00 0 -7.429717e+00 1.8e-17
11 1.0e+00 0 -8.067718e+00 1.8e-17
12 1.0e+00 0 -8.067778e+00 1.8e-17

Exit from QP problem after 12 iterations.

Varbl State Value Lower Bound Upper Bound Lagr Mult Residual
V 1 UL 2.00000e+00 -2.00000e+00 2.00000e+00 -8.0000e-01 0.0000e+00
V 2 FR -2.33333e-01 -2.00000e+00 2.00000e+00 0.0000e+00 1.7667e+00
V 3 FR -2.66667e-01 -2.00000e+00 2.00000e+00 0.0000e+00 1.7333e+00
V 4 FR -3.00000e-01 -2.00000e+00 2.00000e+00 0.0000e+00 1.7000e+00
V 5 FR -1.00000e-01 -2.00000e+00 2.00000e+00 0.0000e+00 1.9000e+00
V 6 UL 2.00000e+00 -2.00000e+00 2.00000e+00 -9.0000e-01 0.0000e+00
V 7 UL 2.00000e+00 -2.00000e+00 2.00000e+00 -9.0000e-01 0.0000e+00
V 8 FR -1.77778e+00 -2.00000e+00 2.00000e+00 0.0000e+00 2.2222e-01
V 9 FR -4.55556e-01 -2.00000e+00 2.00000e+00 0.0000e+00 1.5444e+00

L Con State Value Lower Bound Upper Bound Lagr Mult Residual
L 1 UL 1.50000e+00 -2.00000e+00 1.50000e+00 -6.6667e-02 1.1102e-15
L 2 UL 1.50000e+00 -2.00000e+00 1.50000e+00 -3.3333e-02 -4.4409e-16
L 3 FR 3.93333e+00 -2.00000e+00 4.00000e+00 0.0000e+00 6.6667e-02

Exit after 12 iterations.

Optimal QP solution found.

Final QP objective value = -8.0677778e+00

11 Further Description

This section gives a detailed description of the algorithm used in nag_opt_lin_lsq (e04ncc). This, and
possibly the next section, Section 12, may be omitted if the more sophisticated features of the algorithm
and software are not currently of interest.

11.1 Overview

nag_opt_lin_lsq (e04ncc) is based on an inertia-controlling method that maintains a Cholesky
factorization of the reduced Hessian (see below). The method is based on that of Gill and Murray
(1978) and is described in detail by Gill et al. (1981). Here we briefly summarise the main features of
the method.

nag_opt_lin_lsq (e04ncc) uses essentially the same algorithm as the subroutine LSSOL described in Gill
et al. (1986). It is based on a two-phase (primal) quadratic programming method with features to
exploit the convexity of the objective function due to Gill et al. (1984). (In the full-rank case, the
method is related to that of Stoer, see Stoer (1971).) nag_opt_lin_lsq (e04ncc) has two phases: finding
an initial feasible point by minimizing the sum of infeasibilities (the feasibility phase), and minimizing
the quadratic objective function within the feasible region (the optimality phase). The two-phase nature
of the algorithm is reflected by changing the function being minimized from the sum of infeasibilities to
the quadratic objective function. The feasibility phase does not perform the standard simplex method (i.
e., it does not necessarily find a vertex), except in the LP case when nL � n. Once any iterate is
feasible, all subsequent iterates remain feasible.

nag_opt_lin_lsq (e04ncc) has been designed to be efficient when used to solve a sequence of related
problems — for example, within a sequential quadratic programming method for nonlinearly
constrained optimization (e.g., nag_opt_nlp (e04ucc)). In particular, you may specify an initial working
set (the indices of the constraints believed to be satisfied exactly at the solution); see the discussion of
the optional parameter options:start in Section 12.2.

In general, an iterative process is required to solve a quadratic program. (For simplicity, we shall
always consider a typical iteration and avoid reference to the index of the iteration.) Each new iterate �x
is defined by
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�x ¼ xþ �p; ð2Þ

where the step length � is a non-negative scalar, and p is called the search direction.

At each point x, a working set of constraints is defined to be a linearly independent subset of the
constraints that are satisfied ‘exactly’ (to within the tolerance defined by the optional parameter
options:ftol; see Section 12.2). The working set is the current prediction of the constraints that hold
with equality at a solution of (1). The search direction is constructed so that the constraints in the
working set remain unaltered for any value of the step length. For a bound constraint in the working
set, this property is achieved by setting the corresponding element of the search direction to zero. Thus,
the associated variable is fixed, and specification of the working set induces a partition of x into fixed
and free variables. During a given iteration, the fixed variables are effectively removed from the
problem; since the relevant elements of the search direction are zero, the columns of A corresponding
to fixed variables may be ignored.

Let nW denote the number of general constraints in the working set and let nFX denote the number of
variables fixed at one of their bounds (nW and nFX are the quantities Lin and Bnd in the extended
iteration printout from nag_opt_lin_lsq (e04ncc); see Section 12.3). Similarly, let nFR nFR ¼ n� nFXð Þ
denote the number of free variables. At every iteration, the variables are re-ordered so that the last nFX
variables are fixed, with all other relevant vectors and matrices ordered accordingly. The order of the
variables is indicated by the contents of the array kx on exit (see Section 5).

11.2 Definition of the Search Direction

Let AFR denote the nW by nFR sub-matrix of general constraints in the working set corresponding to the
free variables, and let pFR denote the search direction with respect to the free variables only. The
general constraints in the working set will be unaltered by any move along p if

AFRpFR ¼ 0: ð3Þ

In order to compute pFR, the TQ factorization of AFR is used:

AFRQFR ¼ 0 T
� �

ð4Þ

where T is a nonsingular nW by nW reverse-triangular matrix (i.e., tij ¼ 0 if iþ j < nW), and the
nonsingular nFR by nFR matrix QFR is the product of orthogonal transformations (see Gill et al. (1984)).
If the columns of QFR are partitioned so that

QFR ¼ Z Y
� �

; ð5Þ

where Y is nFR by nW, then the nZ nZ ¼ nFR � nWð Þ columns of Z form a basis for the null space of
AFR. Let nR be an integer such that 0 � nR � nZ , and let Z1 denote a matrix whose nR columns are a
subset of the columns of Z. (The integer nR is the quantity Zr in the extended iteration printout from
nag_opt_lin_lsq (e04ncc); see Section 12.3. In many cases, Z1 will include all the columns of Z.) The
direction pFR will satisfy (3) if

pFR ¼ Z1pZ ð6Þ

where pZ is any nR-vector.

11.3 The Main Iteration

Let Q denote the n by n matrix

Q ¼ QFR
IFX

� �
ð7Þ

where IFX is the identity matrix of order nFX. Let R denote an n by n upper triangular matrix (the
Cholesky factor) such that

QT ~r2FQ � HQ ¼ RTR; ð8Þ
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and let the matrix of the first nZ rows and columns of R be denoted by RZ. (The matrix ~r2F in (8) is
the Hessian with its rows and columns permuted so that the free variables come first.)

The definition of pZ in (6) depends on whether or not the matrix RZ is singular at x. In the nonsingular
case, pZ satisfies the equations

RT
ZRZpZ ¼ �gZ ð9Þ

where gZ denotes the vector ZTgFR and g denotes the objective gradient. (The norm of gFR is the printed
quantity Norm Gf; see Section 12.3.) When pZ is defined by (9), xþ p is the minimizer of the objective
function subject to the constraints (bounds and general) in the working set treated as equalities. In
general, a vector fZ is available such that RT

ZfZ ¼ �gZ , which allows pZ to be computed from a single
back-substitution RZpZ ¼ fZ . For example, when solving problem LS1, fZ comprises the first nZ
elements of the transformed residual vector

f ¼ P b�Hxð Þ ð10Þ

which is recurred from one iteration to the next, where P is an orthogonal matrix.

In the singular case, pZ is defined such that

RZpZ ¼ 0 and gTZpZ < 0: ð11Þ
This vector has the property that the objective function is linear along p and may be reduced by any
step of the form xþ �p, where � > 0.

The vector ZTgFR is known as the projected gradient at x. If the projected gradient is zero, x is a
constrained stationary point in the subspace defined by Z. During the feasibility phase, the projected
gradient will usually be zero only at a vertex (although it may be zero at non-vertices in the presence of
constraint dependencies). During the optimality phase, a zero projected gradient implies that x
minimizes the quadratic objective when the constraints in the working set are treated as equalities. At a
constrained stationary point, Lagrange multipliers �A and �B for the general and bound constraints are
defined from the equations

AT
FR�A ¼ gFR and �B ¼ gFX �AT

FX�A: ð12Þ
Given a positive constant � of the order of the machine precision, the Lagrange multiplier �j
corresponding to an inequality constraint in the working set is said to be optimal if �j � � when the
associated constraint is at its upper bound, or if �j 	 �� when the associated constraint is at its lower
bound. If a multiplier is non-optimal, the objective function (either the true objective or the sum of
infeasibilities) can be reduced by deleting the corresponding constraint (with index Jdel; see
Section 12.3) from the working set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, there
is no feasible point, and nag_opt_lin_lsq (e04ncc) will continue until the minimum value of the sum of
infeasibilities has been found. At this point, the Lagrange multiplier �j corresponding to an inequality
constraint in the working set will be such that � 1þ �ð Þ � �j � � when the associated constraint is at its
upper bound, and �� � �j � 1þ �ð Þ when the associated constraint is at its lower bound. Lagrange
multipliers for equality constraints will satisfy �j

		 		 � 1þ �.

The choice of step length is based on remaining feasible with respect to the satisfied constraints. If RZ

is nonsingular and xþ p is feasible, � will be taken as unity. In this case, the projected gradient at �x
will be zero, and Lagrange multipliers are computed. Otherwise, � is set to �M , the step to the ‘nearest’
constraint (with index Jadd; see Section 12.3), which is added to the working set at the next iteration.

If H is not input as a triangular matrix, it is overwritten by a triangular matrix R satisfying (8) obtained
using the Cholesky factorization in the QP case, or the QR factorization in the LS case. Column
interchanges are used in both cases, and an estimate is made of the rank of the triangular factor.
Thereafter, the dependent rows of R are eliminated from the problem.

Each change in the working set leads to a simple change to AFR: if the status of a general constraint
changes, a row of AFR is altered; if a bound constraint enters or leaves the working set, a column of
AFR changes. Explicit representations are recurred of the matrices T;QFR and R; and of vectors QTg,
QTc and f , which are related by the formulae
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f ¼ Pb� R
0

� �
QTx; b � 0 for the QP caseð Þ;

and

QTg ¼ QTc�RTf:

Note that the triangular factor R associated with the Hessian of the original problem is updated during
both the optimality and the feasibility phases.

The treatment of the singular case depends critically on the following feature of the matrix updating
schemes used in nag_opt_lin_lsq (e04ncc): if a given factor RZ is nonsingular, it can become singular
during subsequent iterations only when a constraint leaves the working set, in which case only its last
diagonal element can become zero. This property implies that a vector satisfying (11) may be found
using the single back-substitution �RZpZ ¼ eZ , where �RZ is the matrix RZ with a unit last diagonal, and
eZ is a vector of all zeros except in the last position. If the Hessian matrix r2F is singular, the matrix
R (and hence RZ) may be singular at the start of the optimality phase. However, RZ will be nonsingular
if enough constraints are included in the initial working set. (The matrix with no rows and columns is
positive definite by definition, corresponding to the case when AFR contains nFR constraints.) The idea
is to include as many general constraints as necessary to ensure a nonsingular RZ.

At the beginning of each phase, an upper triangular matrix R1 is determined that is the largest
nonsingular leading sub-matrix of RZ . The use of interchanges during the factorization of H tends to
maximize the dimension of R1. (The rank of R1 is estimated using the optional parameter
options:rank tol; see Section 12.2.) Let Z1 denote the columns of Z corresponding to R1, and let Z
be partitioned as Z ¼ Z1 Z2

� �
. A working set for which Z1 defines the null space can be obtained by

including the rows of ZT
2 as ‘artificial constraints’. Minimization of the objective function then proceeds

within the subspace defined by Z1.

The artificially augmented working set is given by

�AFR ¼ AFR
ZT
2

� �
; ð13Þ

so that pFR will satisfy AFRpFR ¼ 0 and ZT
2 pFR ¼ 0. By definition of the TQ factorization, �AFR

automatically satisfies the following:

�AFRQFR ¼ AFR
ZT
2

� �
QFR ¼ AFR

ZT
2

� �
Z1 Z2 Y
� �

¼ 0 �T
� �

;

where

�T ¼ 0 T
I 0

� �
;

and hence the TQ factorization of (13) requires no additional work.

The matrix Z2 need not be kept fixed, since its role is purely to define an appropriate null space; the
TQ factorization can therefore be updated in the normal fashion as the iterations proceed. No work is
required to ‘delete’ the artificial constraints associated with Z2 when ZT

1 gFR ¼ 0, since this simply
involves repartitioning QFR. When deciding which constraint to delete, the ‘artificial’ multiplier vector
associated with the rows of ZT

2 is equal to ZT
2 gFR, and the multipliers corresponding to the rows of the

‘true’ working set are the multipliers that would be obtained if the temporary constraints were not
present.

The number of columns in Z2 and Z1, the Euclidean norm of ZT
1 gFR, and the condition estimator of R1

appear in the extended iteration printout as Art, Zr, Norm Gz and Cond Rz respectively (see
Section 12.3).

Although the algorithm of nag_opt_lin_lsq (e04ncc) does not perform simplex steps in general, there is
one exception: a linear program with fewer general constraints than variables (i.e., nL � n). (Use of the
simplex method in this situation leads to savings in storage.) At the starting point, the ‘natural’ working
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set (the set of constraints exactly or nearly satisfied at the starting point) is augmented with a suitable
number of ‘temporary’ bounds, each of which has the effect of temporarily fixing a variable at its
current value. In subsequent iterations, a temporary bound is treated as a standard constraint until it is
deleted from the working set, in which case it is never added again.

One of the most important features of nag_opt_lin_lsq (e04ncc) is its control of the conditioning of the
working set, whose nearness to linear dependence is estimated by the ratio of the largest to smallest
diagonals of the TQ factor T (the printed value Cond T; see Section 12.3). In constructing the initial
working set, constraints are excluded that would result in a large value of Cond T. Thereafter,
nag_opt_lin_lsq (e04ncc) allows constraints to be violated by as much as a user-specified feasibility
tolerance (see options:ftol, Section 12.2) in order to provide, whenever possible, a choice of constraints
to be added to the working set at a given iteration. Let �M denote the maximum step at which xþ �Mp
does not violate any constraint by more than its feasibility tolerance. All constraints at distance
� � � �Mð Þ along p from the current point are then viewed as acceptable candidates for inclusion in the
working set. The constraint whose normal makes the largest angle with the search direction is added to
the working set. In order to ensure that the new iterate satisfies the constraints in the working set as
accurately as possible, the step taken is the exact distance to the newly added constraint. As a
consequence, negative steps are occasionally permitted, since the current iterate may violate the
constraint to be added by as much as the feasibility tolerance.

12 Optional Parameters

A number of optional input and output arguments to nag_opt_lin_lsq (e04ncc) are available through the
structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_lin_lsq (e04ncc); the
default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, then this must
be done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).

12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_lin_lsq (e04ncc) together with their default values where relevant. The number � is a generic
notation for machine precision (see nag_machine_precision (X02AJC)).

Nag_ProblemType prob Nag_LS1
Nag_Start start Nag Cold
Boolean list Nag_TRUE
Nag_PrintType print_level Nag_Soln_Iter

char outfile[80] stdout

void (*print_fun)() NULL

Integer fmax_iter max 50; 5 nþ nclinð Þð Þ
Integer max_iter max 50; 5 nþ nclinð Þð Þ
double crash_tol 0.01

double ftol
ffiffi
�
p

double inf_bound 1020

double inf_step max options:inf bound; 1020
� �
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double rank_tol 100� or 10
ffiffi
�
p

Integer *state size nþ nclin
double *ax size nclin
double *lambda size nþ nclin
Boolean hessian Nag_FALSE
Integer iter

12.2 Description of the Optional Parameters

prob – Nag_ProblemType Default ¼ Nag LS1

On entry: specifies the type of objective function to be minimized during the optimality phase. The
following are the ten possible values of options:prob and the size of the arrays h, kx, b and cvec that
are required to define the objective function:

Nag FP h, b and cvec not referenced;

Nag LP h and b not referenced, cvec of size n;

Nag QP1 h of size m� tdh, symmetric, b and cvec not referenced;

Nag QP2 h of size m� tdh, symmetric, b not referenced, cvec of size n;

Nag QP3 h of size m� tdh, upper trapezoidal, b and cvec not referenced;

Nag QP4 h of size m� tdh, upper trapezoidal, b not referenced, cvec of size n.

Nag LS1 h of size m� tdh, b of size m, cvec not referenced;

Nag LS2 h of size m� tdh, b of size m, cvec of size n;

Nag LS3 h of size m� tdh, upper trapezoidal, b of size m, cvec not referenced;

Nag LS4 h of size m� tdh, upper trapezoidal, b of size m, cvec of size n.

The array kx of size n must be supplied for all problem types but need only be initialized for types
Nag QP3, Nag QP4, Nag LS3 and Nag LS4. If H ¼ 0, i.e., the objective function is purely linear, the
efficiency of nag_opt_lin_lsq (e04ncc) may be increased by specifying options:prob ¼ Nag LP.

Constraint: options:prob ¼ Nag FP, Nag LP, Nag QP1, Nag QP2, Nag QP3, Nag QP4, Nag LS1,
Nag LS2, Nag LS3 or Nag LS4.

start – Nag_Start Default ¼ Nag Cold

On entry: specifies how the initial working set is chosen. With options:start ¼ Nag Cold,
nag_opt_lin_lsq (e04ncc) chooses the initial working set based on the values of the variables and
constraints at the initial point. Broadly speaking, the initial working set will include equality constraints
and bounds or inequality constraints that violate or ‘nearly’ satisfy their bounds (to within the value of
the optional parameter options:crash tol; see below).

With options:start ¼ Nag Warm, you must provide a valid definition of every array element of the
optional parameter options:state (see below). nag_opt_lin_lsq (e04ncc) will override your specification
of options:state if necessary, so that a poor choice of the working set will not cause a fatal error. For
instance, any elements of options:state which are set to �2, �1 or 4 will be reset to zero, as will any
elements which are set to 3 when the corresponding elements of bl and bu are not equal. A warm start
will be advantageous if a good estimate of the initial working set is available – for example, when
nag_opt_lin_lsq (e04ncc) is called repeatedly to solve related problems.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_lin_lsq (e04ncc) will
be printed.
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print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_lin_lsq (e04ncc). The following values are
available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds
80 characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds
80 characters).

Nag Soln Iter Const As Nag Soln Iter Long with the Lagrange multipliers, the variables x, the
constraint values Ax and the constraint status also printed at each iteration.

Nag Soln Iter Full As Nag Soln Iter Const with the diagonal elements of the matrix T associated
with the TQ factorization (see (4) in Section 11.2) of the working set, and the
diagonal elements of the upper triangular matrix R printed at each iteration.

Details of each level of results printout are described in Section 12.3.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter, Nag Iter Long,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void(*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 12.3.1 below for further details.

fmax iter – Integer Default ¼ max 50; 5 nþ nclinð Þð Þ
max iter – Integer Default ¼ max 50; 5 nþ nclinð Þð Þ
On entry: options:fmax iter and options:max iter specify the maximum number of iterations allowed
in the feasibility and optimality phase, respectively.

If you wish to check that a call to nag_opt_lin_lsq (e04ncc) is correct before attempting to solve the
problem in full then options:fmax iter may be set to 0. No iterations will then be performed but all
initialization prior to the first iteration will be done and a listing of argument settings will be output, if
optional parameter options:list ¼ Nag TRUE (the default setting).

Constraints:

options:fmax iter 	 0;
options:max iter 	 0.

crash tol – double Default ¼ 0:01

On entry: options:crash tol is used when optional parameter options:start ¼ Nag Cold (the default)
and nag_opt_lin_lsq (e04ncc) selects an initial working set. The initial working set will include (if
possible) bounds or general inequality constraints that lie within options:crash tol of their bounds. In
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particular, a constraint of the form aTj x 	 l will be included in the initial working set if

aTj x� l
			 			 � options:crash tol� 1þ lj jð Þ.

Constraint: 0:0 � options:crash tol � 1:0.

ftol – double Default ¼
ffiffi
�
p

On entry: defines the maximum acceptable absolute violation in each constraint at a ‘feasible’ point.
For example, if the variables and the coefficients in the general constraints are of order unity, and the
latter are correct to about 6 decimal digits, it would be appropriate to specify options:ftol as 10�6.

nag_opt_lin_lsq (e04ncc) attempts to find a feasible solution before optimizing the objective function. If
the sum of infeasibilities cannot be reduced to zero, nag_opt_lin_lsq (e04ncc) finds the minimum value
of the sum. Let Sinf be the corresponding sum of infeasibilities. If Sinf is quite small, it may be
appropriate to raise options:ftol by a factor of 10 or 100. Otherwise, some error in the data should be
suspected.

Note that a ‘feasible solution’ is a solution that satisfies the current constraints to within the feasibility
tolerance options:ftol.

Constraint: options:ftol > 0:0.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly
any lower bound less than or equal to �options:inf bound will be regarded as �1).

Constraint: options:inf bound > 0:0.

inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: specifies the magnitude of the change in variables that will be considered a step to an
unbounded solution. (Note that an unbounded solution can occur only when the Hessian is singular and
the objective contains an explicit linear term.) If the change in x during an iteration would exceed the
value of options:inf step, the objective function is considered to be unbounded below in the feasible
region.

Constraint: options:inf step > 0:0.

rank tol – double Default ¼ 100� or 10
ffiffi
�
p

The default value is 100� for problem types QP1, LS1 and LS3 but is 10
ffiffi
�
p

for other QP and LS
problem types. This option does not apply to FP or LP problem types.

On entry: options:rank tol enables you to control the estimate of the triangular factor R1 (see
Section 11.3). If �i denotes the function �i ¼ max R11j j; R22j j; . . . ; Riij jf g, the rank of R is defined to be
smallest index i such that Riþ1;iþ1

		 		 � options:rank tol� �iþ1j j.

Constraint: 0:0 < options:rank tol < 1:0.

state – Integer * Default memory ¼ nþ nclin

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþ nclin values of memory will be automatically allocated by nag_opt_lin_lsq (e04ncc).

If the option options:start ¼ Nag Warm has been chosen, options:state must point to a minimum of
nþ nclin elements of memory. This memory will already be available if the options structure has been
used in a previous call to nag_opt_lin_lsq (e04ncc) from the calling program, with
options:start ¼ Nag Cold and the same values of n and nclin. If a previous call has not been made
sufficient memory must be allocated to options:state by you.

When a warm start is chosen options:state should specify the status of the constraints at the start of the
feasibility phase. More precisely, the first n elements of options:state refer to the upper and lower
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bounds on the variables, and the next nL elements refer to the general linear constraints (if any).
Possible values for options:state½j� are as follows:

options:state½j� Meaning
0 The constraint should not be in the initial working set.
1 The constraint should be in the initial working set at its lower bound.
2 The constraint should be in the initial working set at its upper bound.
3 The constraint should be in the initial working set as an equality. This value should

only be specified if bl½j� ¼ bu½j�.

The values �2, �1 and 4 are also acceptable but will be reset to zero by the function, as will any
elements which are set to 3 when the corresponding elements of bu and bl are not equal. If
nag_opt_lin_lsq (e04ncc) has been called previously with the same values of n and nclin, options:state
already contains satisfactory information. (See also the description of the optional parameter
options:start.) The function also adjusts (if necessary) the values supplied in x to be consistent with
the values supplied in options:state.

Constraint: �2 � options:state½j � 1� � 4, for j ¼ 1; 2; . . . ; nþ nclin� 1.

On exit: the status of the constraints in the working set at the point returned in x. The significance of
each possible value of options:state½j� is as follows:

options:state½j� Meaning
�2 The constraint violates its lower bound by more than the feasibility tolerance.
�1 The constraint violates its upper bound by more than the feasibility tolerance.
0 The constraint is satisfied to within the feasibility tolerance, but is not in the working

set.
1 This inequality constraint is included in the working set at its lower bound.
2 This inequality constraint is included in the working set at its upper bound.
3 This constraint is included in the working set as an equality. This value of

options:state can occur only when bl½j� ¼ bu½j�.
4 This corresponds to optimality being declared with x½j� being temporarily fixed at its

current value. This value of options:state can only occur when
fail:code ¼ NW SOLN NOT UNIQUE.

ax – double * Default memory ¼ nclin

On entry: nclin values of memory will be automatically allocated by nag_opt_lin_lsq (e04ncc) and this
is the recommended method of use of options:ax. However you may supply memory from the calling
program.

On exit: if nclin > 0, options:ax points to the final values of the linear constraints Ax.

lambda – double * Default memory ¼ nþ nclin

On entry: nþ nclin values of memory will be automatically allocated by nag_opt_lin_lsq (e04ncc) and
this is the recommended method of use of options:lambda. However you may supply memory from the
calling program.

On exit: the values of the Lagrange multipliers for each constraint with respect to the current working
set. The first n elements contain the multipliers for the bound constraints on the variables, and the next
nL elements contain the multipliers for the general linear constraints (if any). If options:state½j� 1� ¼ 0
(i.e., constraint j is not in the working set), options:lambda½j� 1� is zero. If x is optimal,
options:lambda½j� 1� should be non-negative if options:state½j� 1� ¼ 1, non-positive if
options:state½j� 1� ¼ 2 and zero if options:state½j� 1� ¼ 4.

hessian – Nag_Boolean Default ¼ Nag FALSE

On entry: controls the contents of the argument h on return from nag_opt_lin_lsq (e04ncc).
nag_opt_lin_lsq (e04ncc) works exclusively with the transformed and reordered matrix HQ (8), and
hence extra computation is required to form the Hessian itself. If the optional parameter
options:hessian ¼ Nag FALSE, h contains the Cholesky factor of the matrix HQ with columns
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ordered as indicated by kx (see Section 5). If options:hessian ¼ Nag TRUE, h contains the Cholesky
factor of the Hessian matrix r2F , with columns ordered as indicated by kx.

iter – Integer

On exit: the total number of iterations performed in the feasibility phase and (if appropriate) the
optimality phase.

12.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 12.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_lin_lsq (e04ncc) are listed, whereas the printout of results is governed by the value of
options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of output
at each iteration and the final result. This section describes all of the possible levels of results printout
available from nag_opt_lin_lsq (e04ncc).

To aid interpretation of the printed results, the following convention is used for numbering the
constraints: indices 1 to n refer to the bounds on the variables, and indices nþ 1 to nþ nL refer to the
general constraints.

When options:print level ¼ Nag Iter or Nag Soln Iter the following line of output is produced at every
iteration. In all cases, the values of the quantities printed are those in effect on completion of the given
iteration.

Itn is the iteration count.

Step is the step taken along the computed search direction. If a constraint is added during
the current iteration, Step will be the step to the nearest constraint. During the
optimality phase, the step can be greater than 1:0 only if the factor RZ is singular
(see Section 11.3).

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective

is the value of the current objective function. If x is not feasible, Sinf gives a
weighted sum of the magnitudes of constraint violations. If x is feasible, Objective

is the value of the objective function. The output line for the final iteration of the
feasibility phase (i.e., the first iteration for which Ninf is zero) will give the value of
the true objective at the first feasible point.

During the optimality phase, the value of the objective function will be non-increasing. During the
feasibility phase, the number of constraint infeasibilities will not increase until either
a feasible point is found, or the optimality of the multipliers implies that no feasible
point exists. Once optimal multipliers are obtained, the number of infeasibilities can
increase, but the sum of infeasibilities will either remain constant or be reduced until
the minimum sum of infeasibilities is found.

Norm Gz ZT
1 gFR

�� ��, the Euclidean norm of the reduced gradient with respect to Z1 (see
Section 11.3). During the optimality phase, this norm will be approximately zero after
a unit step.

If options:print level ¼ Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full
the line of printout is extended to give the following additional information. (Note that this longer line
extends over more than 80 characters.)

Jdel is the index of the constraint deleted from the working set, along with the designation
L (lower bound), U (upper bound), E (equality), F (temporarily fixed variable) or A

(artificial constraint). If Jdel is zero, no constraint was deleted.

Jadd is the index of the constraint added to the working set, along with a designation as for
Jdel. If Jadd is zero, no constraint was added.
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Bnd is the number of simple bound constraints in the current working set.

Lin is the number of general linear constraints in the current working set.

Art is the number of artificial constraints in the working set, i.e., the number of columns
of Z2 (see Section 11.3).

Zr is the number of columns of Z1 (see Section 11.2). Zr is the dimension of the
subspace in which the objective function is currently being minimized. The value of
Zr is the number of variables minus the number of constraints in the working set; i.e.,
Zr ¼ n� Bndþ Linþ Artð Þ.

The value of nZ , the number of columns of Z (see Section 11) can be calculated as
nZ ¼ n� Bndþ Linð Þ. A zero value of nZ implies that x lies at a vertex of the
feasible region.

Norm Gf is the Euclidean norm of the gradient function with respect to the free variables, i.e.,
variables not currently held at a bound.

Cond T is a lower bound on the condition number of the working set.

Cond Rz is a lower bound on the condition number of the triangular factor R1 (the first Zr

rows and columns of the factor RZ).

When options:print level ¼ Nag Soln Iter Const or Nag Soln Iter Full more detailed results are given
at each iteration. For the setting options:print level ¼ Nag Soln Iter Const additional values output are:

Value of x is the value of x currently held in x.

State is the current value of options:state associated with x.

Value of Ax is the value of Ax currently held in options:ax.

State is the current value of options:state associated with Ax.

Also printed are the Lagrange Multipliers for the bound constraints, linear constraints and artificial
constraints.

If options:print level ¼ Nag Soln Iter Full then the diagonals of T and R are also output at each
iteration.

When options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Long, Nag Soln Iter Const or
Nag Soln Iter Full the final printout from nag_opt_lin_lsq (e04ncc) includes a listing of the status of
every variable and constraint. The following describes the printout for each variable.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound, TF if temporarily fixed at
its current value). If Value lies outside the upper or lower bounds by more than the
optional parameter options:ftol (default value

ffiffi
�
p

, where � is the machine precision;
see Section 12.2), State will be ++ or -- respectively.

A key is sometimes printed before State to give some additional information about the state of a
variable.

A Alternative optimum possible. The variable is active at one of its bounds, but its
Lagrange Multiplier is essentially zero. This means that if the variable were
allowed to start moving away from its bound, there would be no change to the
objective function. The values of the other free variables might change, giving a
genuine alternative solution. However, if there are any degenerate variables
(labelled D), the actual change might prove to be zero, since one of them could
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encounter a bound immediately. In either case, the values of the Lagrange
multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of its
bounds.

I Infeasible. The variable is currently violating one of its bounds by more than
options:ftol.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for variable j. (None indicates that
bl½j� 1� � �options:inf bound, where options:inf bound is the optional parameter.)

Upper bound is the upper bound specified for variable j. (None indicates that
bu½j� 1� 	 options:inf bound, where options:inf bound is the optional parameter.)

Lagr mult is the value of the Lagrange multiplier for the associated bound. This will be zero if
S t a t e i s F R u n l e s s bl½j� 1� � �options:inf bound a n d
bu½j� 1� 	 options:inf bound, in which case the entry will be blank. If x is
optimal, the multiplier should be non-negative if State is LL, and non-positive if
State is UL.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �options:inf bound and bu½j� 1� 	 options:inf bound).

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� replaced by bl½nþ j� 1� and bu½nþ j� 1�
respectively, and with the following change in the heading:

L Con the name (L) and index j, for j ¼ 1; 2; . . . ; nL of the linear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_lin_lsq (e04ncc) returns to the calling program.

12.3.1Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm)

The rest of this section can be skipped if you wish to use the default printing facilities.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_lin_lsq (e04ncc). Calls to the user-defined function are again
controlled by means of the options:print level member. Information is provided through st and comm,
the two structure arguments to options:print fun.

If comm!it prt ¼ Nag TRUE then the results from the last iteration of nag_opt_lin_lsq (e04ncc) are
provided through st. Note that options:print fun will be called with comm!it prt ¼ Nag TRUE only
i f options:print level ¼ Nag Iter, Nag Iter Long, Nag Soln Iter, Nag Soln Iter Long,
Nag Soln Iter Const or Nag Soln Iter Full. The following members of st are set:

n – Integer

The number of variables.
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nclin – Integer

The number of linear constraints.

iter – Integer

The iteration count.

jdel – Integer

Index of constraint deleted from the working set.

jadd – Integer

Index of constraint added to the working set.

step – double

The step taken along the computed search direction.

ninf – Integer

The number of violated constraints (infeasibilities).

f – double

The current value of the objective function if st!ninf ¼ 0; otherwise, st!f is a weighted sum of
the magnitudes of constraint violations.

bnd – Integer

Number of bound constraints in the working set.

lin – Integer

Number of general linear constraints in the working set.

nart – Integer

Number of artificial constraints in the working set (see Section 11.3).

nrank – Integer

The rank of the upper triangular matrix R (see Section 11.3).

nrz – Integer

Number of columns of Z1 (see Section 11.2).

norm_gz – double

Euclidean norm of the reduced gradient, ZT
1 gFR

�� �� (see Section 11.3).

norm_gf – double

Euclidean norm of the gradient function with respect to the free variables.

cond_t – double

A lower bound on the condition number of the working set.

cond_r – double

A lower bound on the condition number of the triangular factor R1 (see Section 11.3).

x – double *

The components st!x½j � 1� of the current point x, for j ¼ 1; 2; . . . ; st!n.

ax – double *

If st!nclin > 0, the st!nclin components of the linear constraints Ax.

state – Integer *

options:state contains the status of the st!n variables and st!nclin general linear constraints.
See Section 12.2 for a description of the possible status values.
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diagt – double *

If st!lin > 0, the st!lin elements in the diagonal of the matrix T .

diagr – double *

If st!nrank > 0, the first st!nrank elements of the diagonal of the upper triangular matrix R.

If comm!new lm ¼ Nag TRUE then the Lagrange multipliers have been updated and the following
members of st are set:

bnd – Integer

The number of bound constraints in the working set.

kx – Integer *
bclambda – double *

Indices of the bound constraints in the working set, with associated multipliers. st!kx½i� is the
index of the constraint with multiplier st!bclambda½i�, for i ¼ 0; 1; . . . ; st!bnd� 1.

lin – Integer

The number of linear constraints in the working set.

kactive – Integer *
lambda – double *

Indices of the linear constraints in the working set, with associated multipliers. st!kactive½i� is
the index of the constraint with multiplier st!lambda½st!bndþ i�, for i ¼ 0; 1; . . . ; st!lin� 1.

nart – Integer

The number of artificial constraints in the working set (see Section 11.3).

gq – double *

st!gq½i�, for i ¼ 0; 1; . . . ; st!nart� 1, hold the multipliers for the artificial constraints.

If comm!sol prt ¼ Nag TRUE then the final result from nag_opt_lin_lsq (e04ncc) is available and the
following members of st are set:

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

iter – Integer

The iteration count.

x – double *

The components st!x½j � 1� of the final point x, for j ¼ 1; 2; . . . ; st!n.

feasible – Nag_Boolean

Will be Nag_TRUE if the final point is feasible.

f – double

The final value of the objective function if st!feasible is Nag_TRUE; otherwise, the sum of
infeasibilities. If the problem is of type FP and x is feasible then st!f is set to zero.

ax – double *

If st!nclin > 0, the st!nclin components of the final linear constraint activities, Ax.
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state – Integer *

Contains the final status of the st!n variables and st!nclin general linear constraints. See
Section 12.2 for a description of the possible status values.

lambda – double *

Contains the st!nþ st!nclin final values of the Lagrange multipliers.

bl – double *

Contains the st!nþ st!nclin lower bounds.

bu – double *

Contains the st!nþ st!nclin upper bounds.

endstate – Nag_EndState

The state of termination of nag_opt_lin_lsq (e04ncc). Possible values of st!endstate and their
correspondence to the exit value of fail are:

Value of st!endstate Value of fail
Nag Feasible or Nag Optimal NE_NOERROR
Nag Weakmin NW_SOLN_NOT_UNIQUE
Nag Unbounded NE_UNBOUNDED
Nag Infeasible NW_NOT_FEASIBLE
Nag_Too_Many_Iter NW_TOO_MANY_ITER
Nag Cycling NE_CYCLING

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

new_lm – Nag_Boolean

Will be Nag_TRUE when the Lagrange multipliers have been updated.

user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_lin_lsq (e04ncc) or during a call to options:print fun. The type Pointer
will be void * with a C compiler that defines void * and char * otherwise.
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NAG Library Function Document

nag_opt_qp (e04nfc)

1 Purpose

nag_opt_qp (e04nfc) solves general quadratic programming problems. It is not intended for large sparse
problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_qp (Integer n, Integer nclin, const double a[], Integer tda,
const double bl[], const double bu[], const double cvec[],
const double h[], Integer tdh,

void (*qphess)(Integer n, Integer jthcol, const double h[], Integer tdh,
const double x[], double hx[], Nag_Comm *comm),

double x[], double *objf, Nag_E04_Opt *options, Nag_Comm *comm,
NagError *fail)

3 Description

nag_opt_qp (e04nfc) is designed to solve a class of quadratic programming problems stated in the
following general form:

minimize
x2Rn

f xð Þ subject to l � x
Ax


 �
� u;

where A is an mlin by n matrix and f xð Þ may be specified in a variety of ways depending upon the
particular problem to be solved. The available forms for f xð Þ are listed in Table 1 below, in which the
prefixes FP, LP and QP stand for ‘feasible point’, ‘linear programming’ and ‘quadratic programming’
respectively and c is an n element vector.

Problem Type f xð Þ Matrix H
FP Not applicable Not applicable
LP cTx Not applicable
QP1 1

2x
THx symmetric

QP2 cTxþ 1
2x

THx symmetric
QP3 1

2x
THTHx m by n upper trapezoidal

QP4 cTxþ 1
2x

THTHx m by n upper trapezoidal

Table 1

For problems of type FP a feasible point with respect to a set of linear inequality constraints is sought.
The default problem type is QP2, other objective functions are selected by using the optional parameter
options:prob.

The constraints involving A are called the general constraints. Note that upper and lower bounds are
specified for all the variables and for all the general constraints. An equality constraint can be specified
by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u can be set to
special values that will be treated as �1 or þ1. (See the description of the optional parameter
options:inf bound.)

The defining feature of a quadratic function f xð Þ is that the second-derivative matrix r2f xð Þ (the
Hessian matrix) is constant. For the LP case, r2f xð Þ ¼ 0; for QP1 and QP2, r2f xð Þ ¼ H; and for QP3
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and QP4, r2f xð Þ ¼ HTH. If H is defined as the zero matrix, nag_opt_qp (e04nfc) will solve the
resulting linear programming problem; however, this can be accomplished more efficiently by setting
the optional parameter options:prob ¼ Nag LP, or by using nag_opt_lp (e04mfc).

You must supply an initial estimate of the solution.

In the QP case, you may supply H either explicitly as an m by n matrix, or implicitly in a C function
that computes the product Hx for any given vector x. An example of such a function is included in
Section 10. There is no restriction on H apart from symmetry. In general, a successful run of
nag_opt_qp (e04nfc) will indicate one of three situations: (i) a minimizer has been found; (ii) the
algorithm has terminated at a so-called dead-point; or (iii) the problem has no bounded solution. If a
minimizer is found, and H is positive definite or positive semidefinite, nag_opt_qp (e04nfc) will obtain
a global minimizer; otherwise, the solution will be a local minimizer (which may or may not be a global
minimizer). A dead-point is a point at which the necessary conditions for optimality are satisfied but the
sufficient conditions are not. At such a point, a feasible direction of decrease may or may not exist, so
that the point is not necessarily a local solution of the problem. Verification of optimality in such
instances requires further information, and is in general an NP-hard problem (see Pardalos and
Schnitger (1988)). Termination at a dead-point can occur only if H is not positive definite. If H is
positive semidefinite, the dead-point will be a weak minimizer (i.e., with a unique optimal objective
value, but an infinite set of optimal x).

Details about the algorithm are described in Section 11, but it is not necessary to read this more
advanced section before using nag_opt_qp (e04nfc).

4 References

Bunch J R and Kaufman L C (1980) A computational method for the indefinite quadratic programming
problem Linear Algebra and its Applications 34 341–370

Gill P E, Hammarling S, Murray W, Saunders M A and Wright M H (1986) Users' guide for LSSOL
(Version 1.0) Report SOL 86-1 Department of Operations Research, Stanford University

Gill P E and Murray W (1978) Numerically stable methods for quadratic programming Math.
Programming 14 349–372

Gill P E, Murray W, Saunders M A and Wright M H (1984) Procedures for optimization problems with
a mixture of bounds and general linear constraints ACM Trans. Math. Software 10 282–298

Gill P E, Murray W, Saunders M A and Wright M H (1989) A practical anti-cycling procedure for
linearly constrained optimization Math. Programming 45 437–474

Gill P E, Murray W, Saunders M A and Wright M H (1991) Inertia-controlling methods for general
quadratic programming SIAM Rev. 33 1–36

Pardalos P M and Schnitger G (1988) Checking local optimality in constrained quadratic programming
is NP-hard Operations Research Letters 7 33–35

5 Arguments

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

2: nclin – Integer Input

On entry: mlin, the number of general linear constraints.

Constraint: nclin 	 0.

3: a½nclin� tda� – const double Input

Note: the i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
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On entry: the ith row of a must contain the coefficients of the ith general linear constraint (the
ith row of A), for i ¼ 1; 2; . . . ;mlin. If nclin ¼ 0, the array a is not referenced.

4: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: if nclin > 0, tda 	 n

5: bl½nþ nclin� – const double Input
6: bu½nþ nclin� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds, for all the constraints in
the following order. The first n elements of each array must contain the bounds on the variables,
and the next mlin elements the bounds for the general linear constraints (if any). To specify a
nonexistent lower bound (i.e., lj ¼ �1), set bl½j� � �options:inf bound, and to specify a
nonexistent upper bound (i.e., uj ¼ þ1), set bu½j� 	 options:inf bound; options:inf bound is
the optional parameter, whose default value is 1020. To specify the jth constraint as an equality,
set bl½j� ¼ bu½j� ¼ �, say, where �j j < options:inf bound.

Constraints:

bl½j� � bu½j�, for j ¼ 0; 1; . . . ; nþ nclin� 1;
if bl½j� ¼ bu½j� ¼ �, �j j < options:inf bound.

7: cvec½n� – const double Input

On entry: the coefficients of the explicit linear term of the objective function when the problem is
of type options:prob ¼ Nag LP, Nag QP2 or Nag QP4. The default problem type is
options:prob ¼ Nag QP2 corresponding to QP2 described in Section 3; other problem types
can be specified using the optional parameter options:prob.

If the problem is of type options:prob ¼ Nag FP, Nag QP1 or Nag QP3, cvec is not referenced
and therefore a NULL pointer may be given.

8: h½n� tdh� – const double Input

On entry: h may be used to store the quadratic term H of the QP objective function if desired.
The elements of h are accessed only by the function qphess; thus h is not accessed if the
problem is of type options:prob ¼ Nag FP or Nag LP. The number of rows of H is denoted by
m, its default value is equal to n. (The optional parameter options:hrows may be used to specify
a value of m < n.)

If the problem is of type options:prob ¼ Nag QP1 or Nag QP2, the first m rows and columns of
h must contain the leading m by m rows and columns of the symmetric Hessian matrix. Only the
diagonal and upper triangular elements of the leading m rows and columns of h are referenced.
The remaining elements need not be assigned.

For problems options:prob ¼ Nag QP3 or Nag QP4, the first m rows of h must contain an m by
n upper trapezoidal factor of the Hessian matrix. The factor need not be of full rank, i.e., some of
the diagonals may be zero. However, as a general rule, the larger the dimension of the leading
nonsingular sub-matrix of H, the fewer iterations will be required. Elements outside the upper
trapezoidal part of the first m rows of H are assumed to be zero and need not be assigned.

In some cases, you need not use h to store H explicitly (see the specification of function qphess).

9: tdh – Integer Input

On entry: the stride separating matrix column elements in the array h.

Constraint: tdh 	 n or at least the value of the optional parameter options:hrows if it is set.
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10: qphess – function, supplied by the user External Function

In general, you need not provide a version of qphess, because a ‘default’ function is included in
the NAG C Library. If the default function is required then the NAG defined null void function
pointer, NULLFN, should be supplied in the call to nag_opt_qp (e04nfc). The algorithm of
nag_opt_qp (e04nfc) requires only the product of H and a vector x; and in some cases you may
obtain increased efficiency by providing a version of qphess that avoids the need to define the
elements of the matrix H explicitly.

qphess is not referenced if the problem is of type options:prob ¼ Nag FP or Nag LP, in which
case qphess should be replaced by NULLFN.

The specification of qphess is:

void qphess (Integer n, Integer jthcol, const double h[], Integer tdh,
const double x[], double hx[], Nag_Comm *comm)

1: n – Integer Input

On entry: n, the number of variables.

2: jthcol – Integer Input

On entry: jthcol specifies whether or not the vector x is a column of the identity matrix.

jthcol ¼ j > 0
The vector x is the jth column of the identity matrix, and hence Hx is the jth
column of H, which can sometimes be computed very efficiently and qphess
may be coded to take advantage of this. However special code is not necessary
because x is always stored explicitly in the array x.

jthcol ¼ 0
x has no special form.

3: h½n� tdh� – const double Input

On entry: the matrix H of the QP objective function. The matrix element Hij is stored
in h½ i � 1ð Þ � tdhþ j � 1�, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n. In some situations, it
may be desirable to compute Hx without accessing h – for example, if H is sparse or
has special structure. (This is illustrated in the function qphess1 in Section 10.) The
arguments h and tdh may then refer to any convenient array.

4: tdh – Integer Input

On entry: the stride separating matrix column elements in the array h.

5: x½n� – const double Input

On entry: the vector x.

6: hx½n� – double Output

On exit: the product Hx.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to qphess.

flag – Integer Input/Output

On entry: comm!flag contains a non-negative number.

On exit: if qphess resets comm!flag to some negative number nag_opt_qp
(e04nfc) will terminate immediately with the error indicator NE_USER_STOP. If
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fail is supplied to nag_opt_qp (e04nfc), fail:errnum will be set to your setting of
comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to qphess and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of calls made to qphess including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char
* otherwise. Before calling nag_opt_qp (e04nfc) you may allocate memory to
these pointers and they may be initialized with various quantities for use by
qphess when called from nag_opt_qp (e04nfc).

Note: qphess should be tested separately before being used in conjunction with nag_opt_qp
(e04nfc). The input arrays h and x must not be changed within qphess.

11: x½n� – double Input/Output

On entry: an initial estimate of the solution.

On exit: the point at which nag_opt_qp (e04nfc) terminated. If fail:code ¼ NE NOERROR,
NW_DEAD_POINT, NW_SOLN_NOT_UNIQUE or NW_NOT_FEASIBLE, x contains an
estimate of the solution.

12: objf – double * Output

On exit: the value of the objective function at x if x is feasible, or the sum of infeasibilities at x
otherwise. If the problem is of type options:prob ¼ Nag FP and x is feasible, objf is set to zero.

13: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_qp (e04nfc). These structure members offer the means of adjusting some
of the argument values of the algorithm and on output will supply further details of the results. A
description of the members of options is given in Section 12. Some of the results returned in
options can be used by nag_opt_qp (e04nfc) to perform a ‘warm start’ if it is re-entered (see the
optional argument options:start).

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_qp
(e04nfc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.

14: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for user communication with user-supplied functions;
see the description of qphess for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_qp (e04nfc); comm
will then be declared internally for use in calls to user-supplied functions.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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5.1 Description of Printed Output

Intermediate and final results are printed out by default. You can control the level of printed output with
the structure member options:print level. The default, options:print level ¼ Nag Soln Iter provides a
single line of output at each iteration and the final result. This section describes the default printout
produced by nag_opt_qp (e04nfc).

The convention for numbering the constraints in the iteration results is that indices 1 to n refer to the
bounds on the variables, and indices nþ 1 to nþmlin refer to the general constraints. When the status
of a constraint changes, the index of the constraint is printed, along with the designation L (lower
bound), U (upper bound), E (equality), F (temporarily fixed variable) or A (artificial constraint).

The single line of intermediate results output on completion of each iteration gives:

Itn is the iteration count.

Jdel is the index of the constraint deleted from the working set. If Jdel is zero, no
constraint was deleted.

Jadd is the index of the constraint added to the working set. If Jadd is zero, no constraint
was added.

Step is the step taken along the computed search direction. If a constraint is added during
the current iteration (i.e., Jadd is positive), Step will be the step to the nearest
constraint. During the optimality phase, the step can be greater than 1:0 only if the
reduced Hessian is not positive definite.

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Obj is the value of the current objective function. If x is not feasible, Sinf gives a weighted
sum of the magnitudes of constraint violations. If x is feasible, Obj is the value of the
objective function. The output line for the final iteration of the feasibility phase (i.e.,
the first iteration for which Ninf is zero) will give the value of the true objective at the
first feasible point.

During the optimality phase, the value of the objective function will be non-increasing.
During the feasibility phase, the number of constraint infeasibilities will not increase
until either a feasible point is found, or the optimality of the multipliers implies that no
feasible point exists. Once optimal multipliers are obtained, the number of
infeasibilities can increase, but the sum of infeasibilities will either remain constant
or be reduced until the minimum sum of infeasibilities is found.

Bnd the number of simple bound constraints in the current working set.

Lin the number of general linear constraints in the current working set.

Nart the number of artificial constraints in the working set. At the start of the optimality
phase, Nart provides an estimate of the number of non-positive eigenvalues in the
reduced Hessian.

Nrz the dimension of the subspace in which the objective function is currently being
minimized. The value of Nrz is the number of variables minus the number of
constraints in the working set; i.e., Nrz ¼ n� Bndþ Linþ Nartð Þ.

Norm Gz the Euclidean norm of the reduced gradient. During the optimality phase, this norm will
be approximately zero after a unit step.

The printout of the final result consists of:

Varbl the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State the state of the variable (FR if neither bound is in the working set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound, TF if temporarily fixed at
its current value). If Value lies outside the upper or lower bounds by more than the
feasibility tolerance, State will be ++ or -- respectively.

Value the value of the variable at the final iteration.
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Lower bound t he lower bound spec ified for the var iab le . (None ind ica tes tha t
bl½j� 1� � �options:inf bound.)

Upper bound t he uppe r bound spec ified for the var iab le . (None ind ica tes tha t
bu½j� 1� 	 options:inf bound.)

Lagr mult the value of the Lagrange multiplier for the associated bound constraint. This will be
zero if State is FR. If x is optimal, the multiplier should be non-negative if State is
LL, and non-positive if State is UL.

Residual the difference between the variable Value and the nearer of its bounds bl½j� 1� and
bu½j� 1�.

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, and with the following change in the heading:

LCon the name (L) and index j, for j ¼ 1; 2; . . . ;mlin of the constraint.

6 Error Indicators and Warnings

If one of NE_USER_STOP, NE_2_INT_ARG_LT, NE_OPT_NOT_INIT, NE_BAD_PARAM, NE_IN-
VALID_INT_RANGE_1, NE_INVALID_INT_RANGE_2, NE_INVALID_REAL_RANGE_FF, NE_IN-
VALID_REAL_RANGE_F, NE_CVEC_NULL, NE_H_NULL, NE_WARM_START, NE_BOUND,
NE_BOUND_LCON, NE_STATE_VAL and NE_ALLOC_FAIL occurs, no values will have been
assigned to objf, or to options:ax and options:lambda. x and options:state will be unchanged.

NE_2_INT_ARG_LT

On entry, tda ¼ valueh i while n ¼ valueh i. These arguments must satisfy tda 	 n.

On entry, tdh ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdh 	 n.

On entry, tdh ¼ valueh i while options:hrows ¼ valueh i. These arguments must satisfy
tdh 	 options:hrows.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:print level had an illegal value.

On entry, argument options:prob had an illegal value.

On entry, argument options:start had an illegal value.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_CVEC_NULL

options:prob ¼ valueh i but argument cvec ¼ NULL.

NE_H_NULL

options:prob ¼ valueh i, qphess is NULL but argument h is also NULL. If the default function
for qphess is to be used for this problem then an array must be supplied in argument h.
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NE_HESS_TOO_BIG

Reduced Hessian exceeds assigned dimension. options:max df ¼ valueh i.
The algorithm needed to expand the reduced Hessian when it was already at its maximum
dimension, as specified by the optional parameter options:max df.
The value of the argument options:max df is too small. Rerun nag_opt_qp (e04nfc) with a larger
value (possibly using the options:start ¼ Nag Warm facility to specify the initial working set).

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:fcheck not valid. Correct range is options:fcheck 	 1.

Value valueh i given to options:fmax iter not valid. Correct range is options:fmax iter 	 0.

Value valueh i given to options:hrows not valid. Correct range is n 	 options:hrows 	 0.

Value valueh i given to options:max df not valid. Correct range is n 	 options:max df 	 1.

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

NE_INVALID_INT_RANGE_2

Va l u e valueh i g i v e n t o options:reset ftol n o t v a l i d . C o r r e c t r a n g e i s
0 < options:reset ftol < 10000000.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:ftol not valid. Correct range is options:ftol > 0:0.

Value valueh i given to options:inf bound not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step not valid. Correct range is options:inf step > 0:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:crash tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol � 1:0.

Value valueh i given to options:rank tol not valid. Correct range is 0:0 � options:rank tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.
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NE_UNBOUNDED

Solution appears to be unbounded.
This value of fail implies that a step as large as options:inf step would have to be taken in order
to continue the algorithm. This situation can occur only when H is not positive definite and at
least one variable has no upper or lower bound.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in qphess. If fail is supplied the
value of fail:errnum will be the same as your setting of comm!flag.

NE_WARM_START

options:start ¼ Nag Warm but pointer options:state ¼ NULL.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_DEAD_POINT

Iterations terminated at a dead point (check the optimality conditions).
The necessary conditions for optimality have been satisfied but the sufficient conditions are not.
(The reduced gradient is negligible, the Lagrange multipliers are optimal, but Hr is singular or
there are some very small multipliers.) If H is not positive definite, x is not necessarily a local
solution of the problem and verification of optimality requires further information.

NW_NOT_FEASIBLE

No feasible point was found for the linear constraints.
It was not possible to satisfy all the constraints to within the feasibility tolerance. In this case, the
constraint violations at the final x will reveal a value of the tolerance for which a feasible point
will exist – for example, if the feasibility tolerance for each violated constraint exceeds its
Residual at the final point. You should check that there are no constraint redundancies. If the
data for the constraints are accurate only to the absolute precision �, you should ensure that the
value of the optional parameter options:ftol is greater than �. For example, if all elements of A
are of order unity and are accurate only to three decimal places, the optional parameter
options:ftol should be at least 10�3.

NW_OVERFLOW_WARN

Serious ill conditioning in the working set after adding constraint valueh i. Overflow may occur in
subsequent iterations.
If overflow occurs preceded by this warning then serious ill conditioning has probably occurred
in the working set when adding a constraint. It may be possible to avoid the difficulty by
increasing the magnitude of the optional parameter options:ftol and re-running the program. If
the message recurs even after this change, the offending linearly dependent constraint j must be
removed from the problem.

NW_SOLN_NOT_UNIQUE

Optimal solution is not unique.
The necessary conditions for optimality have been satisfied but the sufficient conditions are not.
(The reduced gradient is negligible, the Lagrange multipliers are optimal, but Hr is singular or
there are some very small multipliers.) If H is positive semidefinite, x gives the global minimum
value of the objective function, but the final x is not unique.
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NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.
The value of the optional parameter options:max iter may be too small. If the method appears to
be making progress (e.g., the objective function is being satisfactorily reduced), increase the
value of options:max iter and rerun nag_opt_qp (e04nfc) (possibly using the
options:start ¼ Nag Warm facility to specify the initial working set).

7 Accuracy

nag_opt_qp (e04nfc) implements a numerically stable active set strategy and returns solutions that are
as accurate as the condition of the problem warrants on the machine.

8 Parallelism and Performance

nag_opt_qp (e04nfc) is not threaded in any implementation.

9 Further Comments

Sensible scaling of the problem is likely to reduce the number of iterations required and make the
problem less sensitive to perturbations in the data, thus improving the condition of the problem. In the
absence of better information it is usually sensible to make the Euclidean lengths of each constraint of
comparable magnitude. See the e04 Chapter Introduction and Gill et al. (1986) for further information
and advice.

10 Example

To minimize the quadratic function f xð Þ ¼ cTxþ 1
2x

THx , where

c ¼ �0:02;�0:2;�0:2;�0:2;�0:2; 0:04; 0:04ð ÞT

H ¼

2 0 0 0 0 0 0
0 2 0 0 0 0 0
0 0 2 2 0 0 0
0 0 2 2 0 0 0
0 0 0 0 2 0 0
0 0 0 0 0 �2 �2
0 0 0 0 0 �2 �2

0BBBBBBB@

1CCCCCCCA
subject to the bounds

�0:01 � x1 � 0:01
�0:10 � x2 � 0:15
�0:01 � x3 � 0:03
�0:04 � x4 � 0:02
�0:10 � x5 � 0:05
�0:01 � x6
�0:01 � x7

and the general constraints

x1þ x2þ x3þ x4þ x5þ x6þ x7 ¼ �0:13
0:15x1þ 0:04x2þ 0:02x3þ 0:04x4þ 0:02x5þ 0:01x6þ 0:03x7 � �0:0049
0:03x1þ 0:05x2þ 0:08x3þ 0:02x4þ 0:06x5þ 0:01x6 � �0:0064
0:02x1þ 0:04x2þ 0:01x3þ 0:02x4þ 0:02x5 � �0:0037
0:02x1þ 0:03x2 þ 0:01x5 � �0:0012

�0:0992 � 0:70x1þ 0:75x2þ 0:80x3þ 0:75x4þ 0:80x5þ 0:97x6 � �0:0020
�0:003 � 0:02x1þ 0:06x2þ 0:08x3þ 0:12x4þ 0:02x5þ 0:01x6þ 0:97x7 � 0:002

The initial point, which is infeasible, is
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x0 ¼ �0:01;�0:03; 0:0;�0:01;�0:1; 0:02; 0:01ð ÞT:

The computed solution (to five figures) is

x� ¼ �0:01;�0:069865; 0:018259;�0:024261;�0:062006; 0:0138054; 0:0040665ð ÞT:

One bound constraint and four general constraints are active at the solution.

This example shows the use of certain optional parameters. Option values are assigned directly within
the program text and by reading values from a data file. The options structure is declared and initialized
by nag_opt_init (e04xxc). Values are then assigned directly to options:outfile and options:inf bound
and two further options are read from the data file by use of nag_opt_read (e04xyc). nag_opt_qp
(e04nfc) is then called to solve the problem using the function qphess1, with the Hessian implicit, for
argument qphess. On successful return two further options are set, selecting a warm start and a reduced
level of printout, and the problem is solved again using the function qphess2. In this case the Hessian
is defined explicitly. Finally the memory freeing function nag_opt_free (e04xzc) is used to free the
memory assigned to the pointers in the options structure. You must not use the standard C function
free() for this purpose.

10.1 Program Text

/* nag_opt_qp (e04nfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphess1(Integer n, Integer jthcol, const double h[],
Integer tdh, const double x[], double hx[],
Nag_Comm *comm);

static void NAG_CALL qphess2(Integer n, Integer jthcol, const double h[],
Integer tdh, const double x[], double hx[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define A(I, J) a[(I) *tda + J]
#define H(I, J) h[(I) *tdh + J]

int main(void)
{

const char *optionsfile = "e04nfce.opt";
static double ruser[2] = { -1.0, -1.0 };
Nag_Boolean print;
Integer exit_status = 0, i, j, n, nbnd, nclin, tda, tdh;
Nag_E04_Opt options;
double *a = 0, *bl = 0, *bu = 0, *cvec = 0, *h = 0, objf, *x = 0;
Nag_Comm comm;
NagError fail;
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INIT_FAIL(fail);

printf("nag_opt_qp (e04nfc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif

/* Set the actual problem dimensions.
* n = the number of variables.
* nclin = the number of general linear constraints (may be 0).
*/

n = 7;
nclin = 7;
if (n > 0 && nclin >= 0) {

nbnd = n + nclin;
if (!(x = NAG_ALLOC(n, double)) ||

!(cvec = NAG_ALLOC(n, double)) ||
!(a = NAG_ALLOC(nclin * n, double)) ||
!(h = NAG_ALLOC(n * n, double)) ||
!(bl = NAG_ALLOC(nbnd, double)) || !(bu = NAG_ALLOC(nbnd, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;
tdh = n;

}
else {

printf("Invalid n or nclin.\n");
exit_status = 1;
return exit_status;

}
/* cvec = the coefficients of the explicit linear term of f(x).
* a = the linear constraint matrix.
* bl = the lower bounds on x and A*x.
* bu = the upper bounds on x and A*x.
* x = the initial estimate of the solution.
*/

/* Read the coefficients of the explicit linear term of f(x). */
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &cvec[i]);
#else

scanf("%lf", &cvec[i]);
#endif

/* Read the linear constraint matrix A. */
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif

for (i = 0; i < nclin; ++i)
for (j = 0; j < n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));
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#else
scanf("%lf", &A(i, j));

#endif

/* Read the bounds. */
nbnd = n + nclin;

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif
for (i = 0; i < nbnd; ++i)

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif

for (i = 0; i < nbnd; ++i)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif

/* Read the initial estimate of x. */
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options); /* Initialize options structure */
/* Set one option directly
* Bounds >= inf_bound will be treated as plus infinity.
* Bounds <= -inf_bound will be treated as minus infinity.
*/

options.inf_bound = 1.0e21;

/* Read remaining option values from file */
print = Nag_TRUE;
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04nfc", optionsfile, &options, print, "stdout", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the problem from a cold start.
* The Hessian is defined implicitly by function qphess1.
*/

/* nag_opt_qp (e04nfc), see above. */
nag_opt_qp(n, nclin, a, tda, bl, bu, cvec, (double *) 0, tdh,

qphess1, x, &objf, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_opt_qp (e04nfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* The following is for illustrative purposes only. We do a warm
* start with the final working set of the previous run.
* This time we store the Hessian explicitly in h[][], and use
* the corresponding function qphess2().
* Only the final solution from the results is printed.
*/

printf("\nA run of the same example with a warm start:\n");
fflush(stdout);

options.start = Nag_Warm;
options.print_level = Nag_Soln;

for (i = 0; i < n; ++i) {
for (j = 0; j < n; ++j)

H(i, j) = 0.0;
if (i <= 4)

H(i, i) = 2.0;
else

H(i, i) = -2.0;
}
H(2, 3) = 2.0;
H(3, 2) = 2.0;
H(5, 6) = -2.0;
H(6, 5) = -2.0;

/* Solve the problem again. */
/* nag_opt_qp (e04nfc), see above. */
nag_opt_qp(n, nclin, a, tda, bl, bu, cvec, h, tdh,

qphess2, x, &objf, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_qp (e04nfc).\n%s\n", fail.message);
exit_status = 1;

}
/* Free memory allocated by nag_opt_qp (e04nfc) to pointers in options */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(cvec);
NAG_FREE(a);
NAG_FREE(h);
NAG_FREE(bl);
NAG_FREE(bu);

return exit_status;
}

static void NAG_CALL qphess1(Integer n, Integer jthcol, const double h[],
Integer tdh, const double x[], double hx[],
Nag_Comm *comm)

{
/* In this version of qphess the Hessian matrix is implicit.
* The array h[] is not accessed. There is no special coding
* for the case jthcol > 0.
*/

if (comm->user[0] == -1.0) {
printf("(User-supplied callback qphess1, first invocation.)\n");
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fflush(stdout);
comm->user[0] = 0.0;

}

hx[0] = 2.0 * x[0];
hx[1] = 2.0 * x[1];
hx[2] = 2.0 * (x[2] + x[3]);
hx[3] = hx[2];
hx[4] = 2.0 * x[4];
hx[5] = -2.0 * (x[5] + x[6]);
hx[6] = hx[5];

} /* qphess1 */

#undef H

static void NAG_CALL qphess2(Integer n, Integer jthcol, const double h[],
Integer tdh, const double x[], double hx[],
Nag_Comm *comm)

{
/* In this version of qphess, the matrix H is stored in h[]
* as a full two-dimensional array.
*/

#define H(I, J) h[(I) *tdh + (J)]

Integer i, j;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback qphess2, first invocation.)\n");
fflush(stdout);
comm->user[1] = 0.0;

}

if (jthcol != 0) {
/* Special case -- extract one column of H. */
j = jthcol - 1;
for (i = 0; i < n; ++i)

hx[i] = H(i, j);
}
else {

/* Normal Case. */
for (i = 0; i < n; ++i)

hx[i] = 0.0;

for (i = 0; i < n; ++i)
for (j = 0; j < n; ++j)

hx[i] += H(i, j) * x[j];
}

} /* qphess2 */

10.2 Program Data

nag_opt_qp (e04nfc) Example Program Data
Linear term of f(x), c.
-0.02 -0.2 -0.2 -0.2 -0.2 0.04 0.04
Linear constraint matrix, A.
1.0 1.0 1.0 1.0 1.0 1.0 1.0
0.15 0.04 0.02 0.04 0.02 0.01 0.03
0.03 0.05 0.08 0.02 0.06 0.01 0.0
0.02 0.04 0.01 0.02 0.02 0.0 0.0
0.02 0.03 0.0 0.0 0.01 0.0 0.0
0.70 0.75 0.80 0.75 0.80 0.97 0.0
0.02 0.06 0.08 0.12 0.02 0.01 0.97
Lower bounds
-0.01 -0.1 -0.01 -0.04 -0.1 -0.01 -0.01
-0.13 -1.0e21 -1.0e21 -1.0e21 -1.0e21 -0.0992 -0.003

e04 – Minimizing or Maximizing a Function e04nfc

Mark 26 e04nfc.15



Upper bounds
0.01 0.15 0.03 0.02 0.05 1.0e21 1.0e21

-0.13 -0.0049 -0.0064 -0.0037 -0.0012 1.0e21 0.002
Initial estimate of x
-0.01 -0.03 0.0 -0.01 -0.1 0.02 0.01

nag_opt_qp (e04nfc) Example Program Optional Parameters

Following options for e04nfc are read by e04xyc.

begin e04nfc

fmax_iter = 30 /* Set maximum number of iterations in feasiblity phase */
max_iter = 50 /* Set maximum total number of iterations */

end

10.3 Program Results

nag_opt_qp (e04nfc) Example Program Results

Optional parameter setting for e04nfc.
--------------------------------------

Option file: e04nfce.opt

fmax_iter set to 30
max_iter set to 50

Parameters to e04nfc
--------------------

Linear constraints............ 7 Number of variables........... 7

prob.................... Nag_QP2 start................... Nag_Cold
ftol.................... 1.05e-08 reset_ftol.............. 5
rank_tol................ 1.11e-14 crash_tol............... 1.00e-02
fcheck.................. 50 max_df.................. 7
inf_bound............... 1.00e+21 inf_step................ 1.00e+21
fmax_iter............... 30 max_iter................ 50
hrows................... 7 machine precision....... 1.11e-16
optim_tol............... 1.72e-13 min_infeas.............. Nag_FALSE
print_level......... Nag_Soln_Iter
outfile................. stdout

Memory allocation:
state................... Nag
ax...................... Nag lambda.................. Nag

Results from e04nfc:
-------------------

Itn Jdel Jadd Step Ninf Sinf/Obj Bnd Lin Nart Nrz Norm Gz

0 0 0 0.0e+00 3 1.0380e-01 3 4 0 0 0.00e+00
1 9 U 13 L 4.1e-02 1 3.0000e-02 3 4 0 0 0.00e+00
2 12 U 4 L 4.2e-02 0 0.0000e+00 4 3 0 0 0.00e+00

(User-supplied callback qphess1, first invocation.)

Itn 2 -- Feasible point found.
2 0 0 0.0e+00 0 4.5800e-02 4 3 0 0 0.00e+00
3 5 L 14 L 1.3e-01 0 4.1616e-02 3 4 0 0 0.00e+00
4 11 U 0 1.0e+00 0 3.9362e-02 3 3 0 1 1.56e-17
5 3 L 10 U 4.1e-01 0 3.7589e-02 2 4 0 1 1.19e-02
6 0 0 1.0e+00 0 3.7554e-02 2 4 0 1 6.94e-18
7 4 L 0 1.0e+00 0 3.7032e-02 1 4 0 2 3.10e-17

Final solution:

Varbl State Value Lower Bound Upper Bound Lagr Mult Residual
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V 1 LL -1.00000e-02 -1.0000e-02 1.0000e-02 4.700e-01 0.000e+00
V 2 FR -6.98646e-02 -1.0000e-01 1.5000e-01 0.000e+00 3.014e-02
V 3 FR 1.82592e-02 -1.0000e-02 3.0000e-02 0.000e+00 1.174e-02
V 4 FR -2.42608e-02 -4.0000e-02 2.0000e-02 0.000e+00 1.574e-02
V 5 FR -6.20056e-02 -1.0000e-01 5.0000e-02 0.000e+00 3.799e-02
V 6 FR 1.38054e-02 -1.0000e-02 None 0.000e+00 2.381e-02
V 7 FR 4.06650e-03 -1.0000e-02 None 0.000e+00 1.407e-02

LCon State Value Lower Bound Upper Bound Lagr Mult Residual

L 1 EQ -1.30000e-01 -1.3000e-01 -1.3000e-01 -1.908e+00 2.776e-17
L 2 FR -5.87990e-03 None -4.9000e-03 0.000e+00 9.799e-04
L 3 UL -6.40000e-03 None -6.4000e-03 -3.144e-01 0.000e+00
L 4 FR -4.53732e-03 None -3.7000e-03 0.000e+00 8.373e-04
L 5 FR -2.91600e-03 None -1.2000e-03 0.000e+00 1.716e-03
L 6 LL -9.92000e-02 -9.9200e-02 None 1.955e+00 0.000e+00
L 7 LL -3.00000e-03 -3.0000e-03 2.0000e-03 1.972e+00 -1.301e-18

Exit after 7 iterations.

Optimal QP solution found.

Final QP objective value = 3.7031646e-02

A run of the same example with a warm start:

Parameters to e04nfc
--------------------

Linear constraints............ 7 Number of variables........... 7

prob.................... Nag_QP2 start................... Nag_Warm
ftol.................... 1.05e-08 reset_ftol.............. 5
rank_tol................ 1.11e-14 crash_tol............... 1.00e-02
fcheck.................. 50 max_df.................. 7
inf_bound............... 1.00e+21 inf_step................ 1.00e+21
fmax_iter............... 30 max_iter................ 50
hrows................... 7 machine precision....... 1.11e-16
optim_tol............... 1.72e-13 min_infeas.............. Nag_FALSE
print_level......... Nag_Soln
outfile................. stdout

Memory allocation:
state................... Nag
ax...................... Nag lambda.................. Nag
(User-supplied callback qphess2, first invocation.)

Final solution:

Varbl State Value Lower Bound Upper Bound Lagr Mult Residual

V 1 LL -1.00000e-02 -1.0000e-02 1.0000e-02 4.700e-01 0.000e+00
V 2 FR -6.98646e-02 -1.0000e-01 1.5000e-01 0.000e+00 3.014e-02
V 3 FR 1.82592e-02 -1.0000e-02 3.0000e-02 0.000e+00 1.174e-02
V 4 FR -2.42608e-02 -4.0000e-02 2.0000e-02 0.000e+00 1.574e-02
V 5 FR -6.20056e-02 -1.0000e-01 5.0000e-02 0.000e+00 3.799e-02
V 6 FR 1.38054e-02 -1.0000e-02 None 0.000e+00 2.381e-02
V 7 FR 4.06650e-03 -1.0000e-02 None 0.000e+00 1.407e-02

LCon State Value Lower Bound Upper Bound Lagr Mult Residual

L 1 EQ -1.30000e-01 -1.3000e-01 -1.3000e-01 -1.908e+00 0.000e+00
L 2 FR -5.87990e-03 None -4.9000e-03 0.000e+00 9.799e-04
L 3 UL -6.40000e-03 None -6.4000e-03 -3.144e-01 1.735e-18
L 4 FR -4.53732e-03 None -3.7000e-03 0.000e+00 8.373e-04
L 5 FR -2.91600e-03 None -1.2000e-03 0.000e+00 1.716e-03
L 6 LL -9.92000e-02 -9.9200e-02 None 1.955e+00 1.388e-17
L 7 LL -3.00000e-03 -3.0000e-03 2.0000e-03 1.972e+00 -1.301e-18

Exit after 0 iterations.
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Optimal QP solution found.

Final QP objective value = 3.7031646e-02

11 Further Description

This section gives a detailed description of the algorithm used in nag_opt_qp (e04nfc). This, and
possibly the next section, Section 12, may be omitted if the more sophisticated features of the algorithm
and software are not currently of interest.

11.1 Overview

nag_opt_qp (e04nfc) is based on an inertia-controlling method that maintains a Cholesky factorization
of the reduced Hessian (see below). The method is based on that of Gill and Murray (1978) and is
described in detail by Gill et al. (1991). Here we briefly summarise the main features of the method.
Where possible, explicit reference is made to the names of variables that are arguments of nag_opt_qp
(e04nfc) or appear in the printed output. nag_opt_qp (e04nfc) has two phases: finding an initial feasible
point by minimizing the sum of infeasibilities (the feasibility phase), and minimizing the quadratic
objective function within the feasible region (the optimality phase). The computations in both phases
are performed by the same functions. The two-phase nature of the algorithm is reflected by changing
the function being minimized from the sum of infeasibilities to the quadratic objective function. The
feasibility phase does not perform the standard simplex method (i.e., it does not necessarily find a
vertex), except in the LP case when mlin � n. Once any iterate is feasible, all subsequent iterates
remain feasible.

nag_opt_qp (e04nfc) has been designed to be efficient when used to solve a sequence of related
problems – for example, within a sequential quadratic programming method for nonlinearly constrained
optimization. In particular, you may specify an initial working set (the indices of the constraints
believed to be satisfied exactly at the solution); see the discussion of the optional parameter
options:start.

In general, an iterative process is required to solve a quadratic program. (For simplicity, we shall
always consider a typical iteration and avoid reference to the index of the iteration.) Each new iterate �x
is defined by

�x ¼ xþ �p; ð1Þ

where the steplength � is a non-negative scalar, and p is called the search direction.

At each point x, a working set of constraints is defined to be a linearly independent subset of the
constraints that are satisfied ‘exactly’ (to within the tolerance defined by the optional parameter
options:ftol). The working set is the current prediction of the constraints that hold with equality at a
solution of a linearly constrained QP problem. The search direction is constructed so that the constraints
in the working set remain unaltered for any value of the step length. For a bound constraint in the
working set, this property is achieved by setting the corresponding component of the search direction to
zero. Thus, the associated variable is fixed, and specification of the working set induces a partition of x
into fixed and free variables. During a given iteration, the fixed variables are effectively removed from
the problem; since the relevant components of the search direction are zero, the columns of A
corresponding to fixed variables may be ignored.

Let mw denote the number of general constraints in the working set and let nfx denote the number of
variables fixed at one of their bounds (mw and nfx are the quantities Lin and Bnd in the printed output
from nag_opt_qp (e04nfc)). Similarly, let nfr (nfr ¼ n� nfx) denote the number of free variables. At
every iteration, the variables are re-ordered so that the last nfx variables are fixed, with all other
relevant vectors and matrices ordered accordingly.
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11.2 Definition of the Search Direction

Let Afr denote the mw by nfr sub-matrix of general constraints in the working set corresponding to the
free variables, and let pfr denote the search direction with respect to the free variables only. The general
constraints in the working set will be unaltered by any move along p if

Afrpfr ¼ 0: ð2Þ
In order to compute pfr, the TQ factorization of Afr is used:

AfrQfr ¼ 0 T
� �

; ð3Þ

where T is a nonsingular mw by mw upper triangular matrix (i.e., tij ¼ 0 if i > j), and the nonsingular
nfr by nfr matrix Qfr is the product of orthogonal transformations (see Gill et al. (1984)). If the
columns of Qfr are partitioned so that

Qfr ¼ Z Y
� �

;

where Y is nfr �mw, then the nz (nz ¼ nfr �mw) columns of Z form a basis for the null space of Afr.
Let nr be an integer such that 0 � nr � nz, and let Zr denote a matrix whose nr columns are a subset of
the columns of Z. (The integer nr is the quantity Nrz in the printed output from nag_opt_qp (e04nfc).
In many cases, Zr will include all the columns of Z.) The direction pfr will satisfy (2) if

pfr ¼ Zrpr; ð4Þ

where pr is any nr-vector.

Let Q denote the n by n matrix

Q ¼ Qfr

Ifx

� �
;

where Ifx is the identity matrix of order nfx. Let Hq and gq denote the n by n transformed Hessian and
the transformed gradient

Hq ¼ QTHQ and gq ¼ QT cþHxð Þ

and let the matrix of first nr rows and columns of Hq be denoted by Hr and the vector of the first nr
elements of gq be denoted by gr. The quantities Hr and gr are known as the reduced Hessian and
reduced gradient of f xð Þ, respectively. Roughly speaking, gr and Hr describe the first and second
derivatives of an unconstrained problem for the calculation of pr.

At each iteration, a triangular factorization of Hr is available. If Hr is positive definite, Hr ¼ RTR,
where R is the upper triangular Cholesky factor of Hr. If Hr is not positive definite, Hr ¼ RTDR,
where D ¼ diag 1; 1; . . . ; 1; �ð Þ, with � � 0.

The computation is arranged so that the reduced gradient vector is a multiple of er, a vector of all zeros
except in the last (i.e., nrth) position. This allows the vector pr in (4) to be computed from a single
back-substitution

Rpr ¼ �er; ð5Þ

where � is a scalar that depends on whether or not the reduced Hessian is positive definite at x. In the
positive definite case, xþ p is the minimizer of the objective function subject to the constraints (bounds
and general) in the working set treated as equalities. If Hr is not positive definite, pr satisfies the
conditions

pTrHrpr < 0 and gTr pr � 0;

which allow the objective function to be reduced by any positive step of the form xþ �p.

11.3 The Main Iteration

If the reduced gradient is zero, x is a constrained stationary point in the subspace defined by Z. During
the feasibility phase, the reduced gradient will usually be zero only at a vertex (although it may be zero
at non-vertices in the presence of constraint dependencies). During the optimality phase, a zero reduced
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gradient implies that x minimizes the quadratic objective when the constraints in the working set are
treated as equalities. At a constrained stationary point, Lagrange multipliers �c and �b for the general
and bound constraints are defined from the equations

AT
fr�c ¼ gfr and �b ¼ gfx �AT

fx�c: ð6Þ

Given a positive constant � of the order of the machine precision, a Lagrange multiplier �j
corresponding to an inequality constraint in the working set is said to be optimal if �j � � when the
associated constraint is at its upper bound, or if �j 	 �� when the associated constraint is at its lower
bound. If a multiplier is non-optimal, the objective function (either the true objective or the sum of
infeasibilities) can be reduced by deleting the corresponding constraint (with index Jdel; see
Section 12.3) from the working set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, there
is no feasible point, and you can force nag_opt_qp (e04nfc) to continue until the minimum value of the
sum of infeasibilities has been found (see the discussion of the optional parameter options:min infeas
in Section 12.2). At this point, the Lagrange multiplier �j corresponding to an inequality constraint in
the working set will be such that � 1þ �ð Þ � �j � � when the associated constraint is at its upper
bound, and �� � �j � 1þ � when the associated constraint is at its lower bound. Lagrange multipliers
for equality constraints will satisfy �j

�� �� � 1þ �.

If the reduced gradient is not zero, Lagrange multipliers need not be computed and the nonzero
elements of the search direction p are given by Zrpr (see (5)). The choice of step length is influenced by
the need to maintain feasibility with respect to the satisfied constraints. If Hr is positive definite and
xþ p is feasible, � will be taken as unity. In this case, the reduced gradient at �x will be zero, and
Lagrange multipliers are computed. Otherwise, � is set to �m, the step to the ‘nearest’ constraint (with
index Jadd; see Section 12.3), which is added to the working set at the next iteration.

Each change in the working set leads to a simple change to Afr: if the status of a general constraint
changes, a row of Afr is altered; if a bound constraint enters or leaves the working set, a column of Afr

changes. Explicit representations are recurred of the matrices T , Qfr and R; and of vectors QTg, and
QTc. The triangular factor R associated with the reduced Hessian is only updated during the optimality
phase.

One of the most important features of nag_opt_qp (e04nfc) is its control of the conditioning of the
working set, whose nearness to linear dependence is estimated by the ratio of the largest to smallest
diagonal elements of the TQ factor T (the printed value Cond T; see Section 12.3). In constructing the
initial working set, constraints are excluded that would result in a large value of Cond T.

nag_opt_qp (e04nfc) includes a rigorous procedure that prevents the possibility of cycling at a point
where the active constraints are nearly linearly dependent (see Gill et al. (1989)). The main feature of
the anti-cycling procedure is that the feasibility tolerance is increased slightly at the start of every
iteration. This not only allows a positive step to be taken at every iteration, but also provides, whenever
possible, a choice of constraints to be added to the working set. Let �m denote the maximum step at
which xþ �mp does not violate any constraint by more than its feasibility tolerance. All constraints at a
distance � (� � �m) along p from the current point are then viewed as acceptable candidates for
inclusion in the working set. The constraint whose normal makes the largest angle with the search
direction is added to the working set.

11.4 Choosing the Initial Working Set

At the start of the optimality phase, a positive definite Hr can be defined if enough constraints are
included in the initial working set. (The matrix with no rows and columns is positive definite by
definition, corresponding to the case when Afr contains nfr constraints.) The idea is to include as many
general constraints as necessary to ensure that the reduced Hessian is positive definite.

Let Hz denote the matrix of the first nz rows and columns of the matrix Hq ¼ QTHQ at the beginning
of the optimality phase. A partial Cholesky factorization is used to find an upper triangular matrix R
that is the factor of the largest positive definite leading sub-matrix of Hz. The use of interchanges
during the factorization of Hz tends to maximize the dimension of R. (The condition of R may be
controlled using the optional parameter options:rank tol.) Let Zr denote the columns of Z
corresponding to R, and let Z be partitioned as Z ¼ ZrZað Þ. A working set, for which Zr defines
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the null space, can be obtained by including the rows of ZT
a as ‘artificial constraints’. Minimization of

the objective function then proceeds within the subspace defined by Zr, as described in Section 11.2.

The artificially augmented working set is given by

�Afr ¼ ZT
a

Afr

� �
; ð7Þ

so that pfr will satisfy Afrpfr ¼ 0 and ZT
a pfr ¼ 0. By definition of the TQ factorization, �Afr

automatically satisfies the following:

�AfrQfr ¼ ZT
a

Afr

� �
Qfr ¼ ZT

a
Afr

� �
Zr ZaY
� �

¼ 0 �T
� �

;

where

�T ¼ I 0
0 T

� �
;

and hence the TQ factorization of (7) is available trivially from T and Qfr without additional expense.

The matrix Za is not kept fixed, since its role is purely to define an appropriate null space; the TQ
factorization can therefore be updated in the normal fashion as the iterations proceed. No work is
required to ‘delete’ the artificial constraints associated with Za when ZT

r gfr ¼ 0, since this simply
involves repartitioning Qfr. The ‘artificial’ multiplier vector associated with the rows of ZT

a is equal to
ZT
a gfr, and the multipliers corresponding to the rows of the ‘true’ working set are the multipliers that

would be obtained if the artificial constraints were not present. If an artificial constraint is ‘deleted’
from the working set, an A appears alongside the entry in the Jdel column of the printed output (see
Section 12.3).

The number of columns in Za and Zr, the Euclidean norm of ZT
r gfr, and the condition estimator of R

appear in the printed output as Nart, Nrz, Norm Gz and Cond Rz (see Section 12.3).

Under some circumstances, a different type of artificial constraint is used when solving a linear
program. Although the algorithm of nag_opt_qp (e04nfc) does not usually perform simplex steps (in the
traditional sense), there is one exception: a linear program with fewer general constraints than variables
(i.e., mlin � n). (Use of the simplex method in this situation leads to savings in storage.) At the starting
point, the ‘natural’ working set (the set of constraints exactly or nearly satisfied at the starting point) is
augmented with a suitable number of ‘temporary’ bounds, each of which has the effect of temporarily
fixing a variable at its current value. In subsequent iterations, a temporary bound is treated as a standard
constraint until it is deleted from the working set, in which case it is never added again. If a temporary
bound is ‘deleted’ from the working set, an F (for ‘Fixed’) appears alongside the entry in the Jdel
column of the printed output (see Section 12.3).

12 Optional Parameters

A number of optional input and output arguments to nag_opt_qp (e04nfc) are available through the
structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_qp (e04nfc); the default
settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, this must be
done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).
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12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for nag_opt_qp
(e04nfc) together with their default values where relevant. The number � is a generic notation for
machine precision (see nag_machine_precision (X02AJC)).

Nag_ProblemType prob Nag_QP2
Nag_Start start Nag Cold
Boolean list Nag_TRUE
Nag_PrintType print_level Nag_Soln_Iter
char outfile[80] stdout
void (*print_fun)() NULL
Integer fmax_iter max 50; 5 nþ nclinð Þð Þ
Integer max_iter max 50; 5 nþ nclinð Þð Þ
Boolean min_infeas Nag_FALSE
double crash_tol 0.01
double ftol

ffiffi
�
p

double optim_tol �0:8

Integer reset_ftol 10000
Integer fcheck 50
double inf_bound 1020

double inf_step max options:inf bound; 1020
� �

Integer hrows n
Integer max_df n
double rank_tol 100�
Integer *state size nþ nclin
double *ax size nclin
double *lambda size nþ nclin
Integer iter
Integer nf

12.2 Description of the Optional Parameters

prob – Nag_ProblemType Default ¼ Nag QP2

On entry: specifies the type of objective function to be minimized during the optimality phase. The
following are the six possible values of options:prob and the size of the arrays h and cvec that are
required to define the objective function:

Nag FP h and cvec not accessed;

Nag LP h not accessed, cvec½n� required;
Nag QP1 h½n� tdh� symmetric, cvec not referenced;

Nag QP2 h½n� tdh� symmetric, cvec½n� required;
Nag QP3 h½n� tdh� upper trapezoidal, cvec not referenced;

Nag QP4 h½n� tdh� upper trapezoidal, cvec½n� required.
If H ¼ 0, i.e., the objective function is purely linear, the efficiency of nag_opt_qp (e04nfc) may be
increased by specifying options:prob as Nag LP.

Constraint: options:prob ¼ Nag FP, Nag LP, Nag QP1, Nag QP2, Nag QP3 or Nag QP4.

start – Nag_Start Default ¼ Nag Cold

On entry: specifies how the initial working set is chosen. With options:start ¼ Nag Cold, nag_opt_qp
(e04nfc) chooses the initial working set based on the values of the variables and constraints at the initial
point. Broadly speaking, the initial working set will include equality constraints and bounds or
inequality constraints that violate or ‘nearly’ satisfy their bounds (to within options:crash tol).
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With options:start ¼ Nag Warm, you must provide a valid definition of every element of the array
pointer options:state (see below for the definition of this member of options). nag_opt_qp (e04nfc) will
override your specification of options:state if necessary, so that a poor choice of the working set will
not cause a fatal error. Nag Warm will be advantageous if a good estimate of the initial working set is
available – for example, when nag_opt_qp (e04nfc) is called repeatedly to solve related problems.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_qp (e04nfc) will be
printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_qp (e04nfc). The following values are
available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds
80 characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds
80 characters).

Nag Soln Iter Const As Nag Soln Iter Long with the Lagrange multipliers, the variables x, the
constraint values Ax and the constraint status also printed at each iteration.

Nag Soln Iter Full As Nag Soln Iter Const with the diagonal elements of the upper triangular
matrix T associated with the TQ factorization (3) of the working set, and the
diagonal elements of the upper triangular matrix R printed at each iteration.

Details of each level of results printout are described in Section 12.3.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter, Nag Iter Long,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 12.3.1 below for further details.

fmax iter – Integer Default ¼ max 50; 5 nþ nclinð Þð Þ
max iter – Integer Default ¼ max 50; 5 nþ nclinð Þð Þ
On entry: options:fmax iter specifies the maximum number of iterations allowed in the feasibility
phase. options:max iter specifies the maximum number of iterations permitted in the optimality phase.

If you wish to check that a call to nag_opt_qp (e04nfc) is correct before attempting to solve the
problem in full then options:fmax iter may be set to 0. No iterations will then be performed but the
initialization stages prior to the first iteration will be processed and a listing of argument settings output,
if options:list ¼ Nag TRUE (the default setting).

Constraint: options:fmax iter 	 0 and options:max iter 	 0.
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min infeas – Nag_Boolean Default ¼ Nag FALSE

On entry: options:min infeas specifies whether nag_opt_qp (e04nfc) should minimize the sum of
infeasibilities if no feasible point exists for the constraints.

options:min infeas ¼ Nag FALSE
nag_opt_qp (e04nfc) will terminate as soon as it is evident that the problem is infeasible, in
which case the final point will generally not be the point at which the sum of infeasibilities is
minimized.

options:min infeas ¼ Nag TRUE
nag_opt_qp (e04nfc) will continue until the sum of infeasibilities is minimized.

crash tol – double Default ¼ 0:01

On entry: options:crash tol is used in conjunction with the optional parameter options:start when
options:start has the default setting, i.e., options:start ¼ Nag Cold, nag_opt_qp (e04nfc) selects an
initial working set. The initial working set will include bounds or general inequality constraints that lie
within options:crash tol of their bounds. In particular, a constraint of the form aTj x 	 l will be included

in the initial working set if aTj x� l
			 			 � options:crash tol� 1þ lj jð Þ.

Constraint: 0:0 � options:crash tol � 1:0.

ftol – double Default ¼
ffiffi
�
p

On entry: options:ftol defines the maximum acceptable absolute violation in each constraint at a
‘feasible’ point. For example, if the variables and the coefficients in the general constraints are of order
unity, and the latter are correct to about 6 decimal digits, it would be appropriate to specify options:ftol
as 10�6.

nag_opt_qp (e04nfc) attempts to find a feasible solution before optimizing the objective function. If the
sum of infeasibilities cannot be reduced to zero, options:min infeas can be used to find the minimum
value of the sum. Let Sinf be the corresponding sum of infeasibilities. If Sinf is quite small, it may be
appropriate to raise options:ftol by a factor of 10 or 100. Otherwise, some error in the data should be
suspected.

Note that a ‘feasible solution’ is a solution that satisfies the current constraints to within the tolerance
options:ftol.

Constraint: options:ftol > 0:0.

optim tol – double Default ¼ �0:8

On entry: options:optim tol defines the tolerance used to determine whether the bounds and generated
constraints have the correct sign for the solution to be judged optimal.

reset ftol – Integer Default ¼ 5

On entry: this option is part of an anti-cycling procedure designed to guarantee progress even on highly
degenerate problems.

The strategy is to force a positive step at every iteration, at the expense of violating the constraints by a
small amount. Suppose that the value of the optional parameter options:ftol is �. Over a period of
options:reset ftol iterations, the feasibility tolerance actually used by nag_opt_qp (e04nfc) increases
from 0:5� to � (in steps of 0:5�=options:reset ftol).

At certain stages the following ‘resetting procedure’ is used to remove constraint infeasibilities. First,
all variables whose upper or lower bounds are in the working set are moved exactly onto their bounds.
A count is kept of the number of nontrivial adjustments made. If the count is positive, iterative
refinement is used to give variables that satisfy the working set to (essentially) machine precision.
Finally, the current feasibility tolerance is reinitialized to 0:5�.

If a problem requires more than options:reset ftol iterations, the resetting procedure is invoked and a
new cycle of options:reset ftol iterations is started with options:reset ftol incremented by 10. (The
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decision to resume the feasibility phase or optimality phase is based on comparing any constraint
infeasibilities with �.)

The resetting procedure is also invoked when nag_opt_qp (e04nfc) reaches an apparently optimal,
infeasible or unbounded solution, unless this situation has already occurred twice. If any nontrivial
adjustments are made, iterations are continued.

Constraint: 0 < options:reset ftol < 10000000.

fcheck – Integer Default ¼ 50

On entry: every options:fcheck iterations, a numerical test is made to see if the current solution x
satisfies the constraints in the working set. If the largest residual of the constraints in the working set is
judged to be too large, the current working set is re-factorized and the variables are recomputed to
satisfy the constraints more accurately.

Constraint: options:fcheck 	 1.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly for
a lower bound less than or equal to �options:inf bound).

Constraint: options:inf bound > 0:0.

inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: options:inf step specifies the magnitude of the change in variables that will be considered a
step to an unbounded solution. (Note that an unbounded solution can occur only when the Hessian is
not positive definite.) If the change in x during an iteration would exceed the value of options:inf step,
the objective function is considered to be unbounded below in the feasible region.

Constraint: options:inf step > 0:0.

hrows – Integer Default ¼ n

On entry: specifies m, the number of rows of the quadratic term H of the QP objective function. The
default value of options:hrows is n, the number of variables of the problem, except that if the problem
is specified as type options:prob ¼ Nag FP or Nag LP, the default value of options:hrows is zero.

If the problem is of type QP, options:hrows will usually be n, the number of variables. However, a
value of options:hrows less than n is appropriate for options:prob ¼ Nag QP3 or Nag QP4 if H is an
upper trapezoidal matrix with m rows. Similarly, options:hrows may be used to define the dimension of
a leading block of nonzeros in the Hessian matrices of options:prob ¼ Nag QP1 or Nag QP2, in which
case the last n�m rows and columns of H are assumed to be zero.

Constraint: 0 � options:hrows � n.

max df – Integer Default ¼ n

On entry: places a limit on the storage allocated for the triangular factor R of the reduced Hessian Hr.
Ideally, options:max df should be set slightly larger than the value of nr expected at the solution. It
need not be larger than mn þ 1, where mn is the number of variables that appear nonlinearly in the
quadratic objective function. For many problems it can be much smaller than mn.

For quadratic problems, a minimizer may lie on any number of constraints, so that nr may vary between
1 and n. The default value is therefore normally n but if the optional parameter options:hrows is
specified then the default value of options:max df is set to the value in options:hrows.

Constraint: 1 � options:max df � n.
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rank tol – double Default ¼ 100�

On entry: options:rank tol enables you to control the condition number of the triangular factor R (see
Section 11). If �i denotes the function �i ¼ max R11j j; R22j j; . . . ; Riij jf g, the dimension of R is defined
to be smallest index i such that Riþ1;iþ1

		 		 � options:rank tol� �iþ1j j.

Constraint: 0:0 � options:rank tol < 1:0.

state – Integer * Default memory ¼ nþ nclin

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþ nclin values of memory will be automatically allocated by nag_opt_qp (e04nfc).

If the option options:start ¼ Nag Warm has been chosen, options:state must point to a minimum of
nþ nclin elements of memory. This memory will already be available if the options structure has been
used in a previous call to nag_opt_qp (e04nfc) from the calling program, using the same values of n
and nclin and options:start ¼ Nag Cold. If a previous call has not been made you must be allocate
sufficient memory to options:state.

When a warm start is chosen options:state should specify the desired status of the constraints at the
start of the feasibility phase. More precisely, the first n elements of options:state refer to the upper and
lower bounds on the variables, and the next mlin elements refer to the general linear constraints (if any).
Possible values for options:state½j� are as follows:

options:state½j� Meaning

0 The corresponding constraint should not be in the initial working set.
1 The constraint should be in the initial working set at its lower bound.
2 The constraint should be in the initial working set at its upper bound.
3 The constraint should be in the initial working set as an equality. This value should

only be specified if bl½j� ¼ bu½j�. The values 1, 2 or 3 all have the same effect when
bl½j� ¼ bu½j�.

The values �2, �1 and 4 are also acceptable but will be reset to zero by the function. In particular, if
nag_opt_qp (e04nfc) has been called previously with the same values of n and nclin, options:state
already contains satisfactory information. (See also the description of the optional parameter
options:start.) The function also adjusts (if necessary) the values supplied in x to be consistent with
the values supplied in options:state.

On exit: if nag_opt_qp (e04nfc) exits with a value of fail:code ¼ NE NOERROR, NW_DEAD_POINT,
NW_SOLN_NOT_UNIQUE or NW_NOT_FEASIBLE, the values in options:state indicate the status of
the constraints in the working set at the solution. Otherwise, options:state indicates the composition of
the working set at the final iterate. The significance of each possible value of options:state½j� is as
follows:

options:state½j� Meaning

�2 The constraint violates its lower bound by more than the feasibility tolerance.
�1 The constraint violates its upper bound by more than the feasibility tolerance.
0 The constraint is satisfied to within the feasibility tolerance, but is not in the working

set.
1 This inequality constraint is included in the working set at its lower bound.
2 This inequality constraint is included in the working set at its upper bound.
3 This constraint is included in the working set as an equality. This value of

options:state can occur only when bl½j� ¼ bu½j�.
4 This corresponds to optimality being declared with x½j� being temporarily fixed at its

current value. This value of options:state can only occur when
fail:code ¼ NW DEAD POINT or NW_SOLN_NOT_UNIQUE.
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ax – double * Default memory ¼ nclin

On entry: nclin values of memory will be automatically allocated by nag_opt_qp (e04nfc) and this is
the recommended method of use of options:ax. However you may supply memory from the calling
program.

On exit: if nclin > 0, options:ax points to the final values of the linear constraints Ax.

lambda – double * Default memory ¼ nþ nclin

On entry: nþ nclin values of memory will be automatically allocated by nag_opt_qp (e04nfc) and this
is the recommended method of use of options:lambda. However you may supply memory from the
calling program.

On exit: the values of the Lagrange multipliers for each constraint with respect to the current working
set. The first n elements contain the multipliers for the bound constraints on the variables, and the next
mlin elements contain the multipliers for the general linear constraints (if any). If options:state½j� ¼ 0 (i.
e., constraint j is not in the working set), options:lambda½j� is zero. If x is optimal, options:lambda½j�
should be non-negative if options:state½j� ¼ 1, non-positive if options:state½j� ¼ 2 and zero if
options:state½j� ¼ 4.

iter – Integer

On exit: the total number of iterations performed in the feasibility phase and (if appropriate) the
optimality phase.

nf – Integer

On exit: the number of times the product Hx has been calculated (i.e., number of calls of qphess).

12.3 Description of Printed Output

You can control the level of printed output with the structure members options:list and
options:print level (see Section 12.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_qp (e04nfc) are listed, whereas the printout of results is governed by the value of
options:print level. The default of options:print level ¼ Nag Soln Iter provides a single line of output
at each iteration and the final result. This section describes all of the possible levels of results printout
available from nag_opt_qp (e04nfc).

The convention for numbering the constraints in the iteration results is that indices 1 to n refer to the
bounds on the variables, and indices nþ 1 to nþmlin refer to the general constraints. When the status
of a constraint changes, the index of the constraint is printed, along with the designation L (lower
bound), U (upper bound), E (equality), F (temporarily fixed variable) or A (artificial constraint).

When options:print level ¼ Nag Iter or Nag Soln Iter the following line of output is produced at every
iteration. In all cases, the values of the quantities printed are those in effect on completion of the given
iteration.

Itn the iteration count.

Jdel the index of the constraint deleted from the working set. If Jdel is zero, no constraint
was deleted.

Jadd the index of the constraint added to the working set. If Jadd is zero, no constraint was
added.

Step the step taken along the computed search direction. If a constraint is added during the
current iteration (i.e., Jadd is positive), Step will be the step to the nearest constraint.
During the optimality phase, the step can be greater than 1:0 only if the reduced
Hessian is not positive definite.

Ninf the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Obj the value of the current objective function. If x is not feasible, Sinf gives a weighted
sum of the magnitudes of constraint violations. If x is feasible, Obj is the value of the
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objective function. The output line for the final iteration of the feasibility phase (i.e.,
the first iteration for which Ninf is zero) will give the value of the true objective at the
first feasible point.

During the optimality phase, the value of the objective function will be non-increasing.
During the feasibility phase, the number of constraint infeasibilities will not increase
until either a feasible point is found, or the optimality of the multipliers implies that no
feasible point exists. Once optimal multipliers are obtained, the number of
infeasibilities can increase, but the sum of infeasibilities will either remain constant
or be reduced until the minimum sum of infeasibilities is found.

Bnd the number of simple bound constraints in the current working set.

Lin the number of general linear constraints in the current working set.

Nart the number of artificial constraints in the working set, i.e., the number of columns of Za
(see Section 11). At the start of the optimality phase, Nart provides an estimate of the
number of non-positive eigenvalues in the reduced Hessian.

Nrz the number of columns of Zr (see Section 11). Nrz is the dimension of the subspace in
which the objective function is currently being minimized. The value of Nrz is the
number of variables minus the number of constraints in the working set; i.e.,
Nrz ¼ n� Bndþ Linþ Nartð Þ.
The value of nz, the number of columns of Z (see Section 11) can be calculated as
nz ¼ n� Bndþ Linð Þ. A zero value of nz implies that x lies at a vertex of the feasible
region.

Norm Gz ZT
r gfr

�� ��, the Euclidean norm of the reduced gradient with respect to Zr. During the
optimality phase, this norm will be approximately zero after a unit step.

If options:print level ¼ Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full
the line of printout is extended to give the following information. (Note this longer line extends over
more than 80 characters.)

NOpt the number of non-optimal Lagrange multipliers at the current point. NOpt is not
printed if the current x is infeasible or no multipliers have been calculated. At a
minimizer, NOpt will be zero.

Min LM the value of the Lagrange multiplier associated with the deleted constraint. If Min LM is
negative, a lower bound constraint has been deleted; if Min LM is positive, an upper
bound constraint has been deleted. If no multipliers are calculated during a given
iteration, Min LM will be zero.

Cond T a lower bound on the condition number of the working set.

Cond Rz a lower bound on the condition number of the triangular factor R (the Cholesky factor
of the current reduced Hessian). If the problem is specified to be of type
options:prob ¼ Nag LP, Cond Rz is not printed.

Rzz the last diagonal element � of the matrix D associated with the RTDR factorization of
the reduced Hessian Hr (see Section 11.2). Rzz is only printed if Hr is not positive
definite (in which case � 6¼ 1). If the printed value of Rzz is small in absolute value,
then Hr is approximately singular. A negative value of Rzz implies that the objective
function has negative curvature on the current working set.

When options:print level ¼ Nag Soln Iter Const or Nag Soln Iter Full more detailed results are given
at each iteration. For the setting options:print level ¼ Nag Soln Iter Const additional values output are:

Value of x the value of x currently held in x.

State the current value of options:state associated with x.

Value of Ax the value of Ax currently held in options:ax.

State the current value of options:state associated with Ax.
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Also printed are the Lagrange Multipliers for the bound constraints, linear constraints and artificial
constraints.

If options:print level ¼ Nag Soln Iter Full then the diagonal of T and Zr are also output at each
iteration.

When options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Const or Nag Soln Iter Full the
final printout from nag_opt_qp (e04nfc) includes a listing of the status of every variable and constraint.
The following describes the printout for each variable.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound, TF if temporarily fixed at
its current value). If Value lies outside the upper or lower bounds by more than the
feasibility tolerance, State will be ++ or -- respectively.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for the variable. (None indicates that
bl½j� 1� � �options:inf bound.)

Upper bound is the upper bound specified for the variable. (None indicates that
bu½j� 1� 	 options:inf bound.)

Lagr mult is the value of the Lagrange multiplier for the associated bound constraint. This will be
zero if State is FR. If x is optimal, the multiplier should be non-negative if State is
LL, and non-positive if State is UL.

Residual is the difference between the variable Value and the nearer of its bounds bl½j� 1� and
bu½j� 1�.

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, and with the following change in the heading:

LCon is the name (L) and index j, for j ¼ 1; 2; . . . ;mlin, of the constraint.

12.3.1Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

The rest of this section can be skipped if you only wish to use the default printing facilities.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_qp (e04nfc). Calls to the user-defined function are again controlled by
means of the options:print level member. Information is provided through st and comm, the two
structure arguments to options:print fun.

If comm!it prt ¼ Nag TRUE then the results from the last iteration of nag_opt_qp (e04nfc) are set in
the following members of st:

first – Nag_Boolean

Nag_TRUE on the first call to options:print fun.

iter – Integer

The number of iterations performed.

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.
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jdel – Integer

Index of constraint deleted.

jadd – Integer

Index of constraint added.

step – double

The step taken along the current search direction.

ninf – Integer

The number of infeasibilities.

f – double

The value of the current objective function.

bnd – Integer

Number of bound constraints in the working set.

lin – Integer

Number of general linear constraints in the working set.

nart – Integer

Number of artificial constraints in the working set.

nrz – Integer

Number of columns of Zr.

norm_gz – double

Euclidean norm of the reduced gradient, ZT
r gfr

�� ��.
nopt – Integer

Number of non-optimal Lagrange multipliers.

min_lm – double

Value of the Lagrange multiplier associated with the deleted constraint.

condt – double

A lower bound on the condition number of the working set.

x – double

x points to the n memory locations holding the current point x.

ax – double

options:ax points to the nclin memory locations holding the current values Ax.

state – Integer

options:state points to the nþ nclin memory locations holding the status of the variables and
general linear constraints. See Section 12.2 for a description of the possible status values.

t – double

The upper triangular matrix T with st!lin columns. Matrix element i; j is held in
st!t½ i� 1ð Þ � st!tdtþ j� 1�.

tdt – Integer

The trailing dimension for st!t.

If st!rset ¼ Nag TRUE then the problem is QP, nag_opt_qp (e04nfc) is executing the optimality phase
and the following members of st are also set:
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r – double

The upper triangular matrix R with st!nrz columns. Matrix element i; j is held in
st!r½ i� 1ð Þ � st!tdrþ j� 1�.

tdr – Integer

The trailing dimension for st!r.

condr – double

A lower bound on the condition number of the triangular factor R.

rzz – double

Last diagonal element � of the matrix D.

If comm!new lm ¼ Nag TRUE then the Lagrange multipliers have been updated and the following
members of st are set:

kx – Integer

Indices of the bound constraints with associated multipliers. Value of st!kx½i� is the index of the
constraint with multiplier st!lambda½i�, for i ¼ 0; 1; . . . ; st!bnd� 1.

kactive – Integer

Indices of the linear constraints with associated multipliers. Value of st!kactive½i� is the index
of the constraint with multiplier st!lambda½st!bndþ i�, for i ¼ 0; 1; . . . ; st!lin� 1.

lambda – double

The multipliers for the constraints in the working set. options:lambda½i�, for
i ¼ 0; 1; . . . ; st!bnd� 1, hold the multipliers for the bound constraints while the multipliers
for the linear constraints are held at indices i ¼ st!bnd; . . . ; st!bndþ st!lin� 1.

gq – double

st!gq½i�, for i ¼ 0; 1; . . . ; st!nart� 1, hold the multipliers for the artificial constraints.

The following members of st are also relevant and apply when comm!it prt or comm!new lm is
Nag_TRUE.

refactor – Nag_Boolean

Nag_TRUE if iterative refinement performed. See Section 12.2 and optional parameter
options:reset ftol.

jmax – Integer

If st!refactor ¼ Nag TRUE then st!jmax holds the index of the constraint with the maximum
violation.

errmax – double

If st!refactor ¼ Nag TRUE then st!errmax holds the value of the maximum violation.

moved – Nag_Boolean

Nag_TRUE if some variables have been moved to their bounds. See the optional parameter
options:reset ftol.

nmoved – Integer

If st!moved ¼ Nag TRUE then st!nmoved holds the number of variables which were moved
to their bounds.

rowerr – Nag_Boolean

Nag_TRUE if some constraints are not satisfied to within options:ftol.
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feasible – Nag_Boolean

Nag_TRUE when a feasible point has been found.

If comm!sol prt ¼ Nag TRUE then the final result from nag_opt_qp (e04nfc) is available and the
following members of st are set:

iter – Integer

The number of iterations performed.

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

x – double

x points to the n memory locations holding the final point x.

f – double

The final objective function value or, if x is not feasible, the sum of infeasibilities. If the problem
is of type options:prob ¼ Nag FP and x is feasible then st!f is set to zero.

ax – double

st!ax points to the nclin memory locations holding the final values Ax.

state – Integer

st!state points to the nþ nclin memory locations holding the final status of the variables and
general linear constraints. See Section 12.2 for a description of the possible status values.

lambda – double

st!lambda points to the nþ nclin final values of the Lagrange multipliers.

bl – double

st!bl points to the nþ nclin lower bound values.

bu – double

st!bu points to the nþ nclin upper bound values.

endstate – Nag_EndState

The state of termination of nag_opt_qp (e04nfc). Possible values of st!endstate and their
correspondence to the exit value of fail.code are:

Value of st!endstate Value of fail.code
Nag Feasible and Nag Optimal NE_NOERROR
Nag Deadpoint and Nag Weakmin If the problem is QP NW_DEAD_POINT otherwise

NW_SOLN_NOT_UNIQUE
Nag Unbounded NE_UNBOUNDED
Nag Infeasible NW_NOT_FEASIBLE
Nag Too Many Iter NW_TOO_MANY_ITER
Nag Hess Too Big NE_HESS_TOO_BIG

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

e04nfc NAG Library Manual

e04nfc.32 Mark 26



new_lm – Nag_Boolean

Will be Nag_TRUE when the Lagrange multipliers have been updated.

user – double
iuser – Integer
p – Pointer

Pointers for communication of user information. You must allocate memory either before entry to
nag_opt_qp (e04nfc) or during a call to qphess or options:print fun. The type Pointer will be
void * with a C compiler that defines void * and char * otherwise.
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NAG Library Function Document

nag_opt_sparse_convex_qp (e04nkc)

1 Purpose

nag_opt_sparse_convex_qp (e04nkc) solves sparse linear programming or convex quadratic program-
ming problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp (Integer n, Integer m, Integer nnz,
Integer iobj, Integer ncolh,

void (*qphx)(Integer ncolh, const double x[], double hx[],
Nag_Comm *comm),

const double a[], const Integer ha[], const Integer ka[],
const double bl[], const double bu[], double xs[], Integer *ninf,
double *sinf, double *obj, Nag_E04_Opt *options, Nag_Comm *comm,
NagError *fail)

3 Description

nag_opt_sparse_convex_qp (e04nkc) is designed to solve a class of quadratic programming problems
that are assumed to be stated in the following general form:

minimize
x2Rn

f xð Þ subject to l � x
Ax


 �
� u; ð1Þ

where x is a set of variables, A is an m by n matrix and the objective function f xð Þ may be specified in
a variety of ways depending upon the particular problem to be solved. The optional parameter
options:minimize (see Section 12.2) may be used to specify an alternative problem in which f xð Þ is
maximized. The possible forms for f xð Þ are listed in Table 1 below, in which the prefixes FP, LP and
QP stand for ‘feasible point’, ‘linear programming’ and ‘quadratic programming’ respectively, c is an n
element vector and H is the n by n second-derivative matrix r2f xð Þ (the Hessian matrix).

Problem Type Objective Function f xð Þ Hessian Matrix H

FP Not applicable Not applicable
LP cTx Not applicable
QP cTxþ 1

2x
THx Symmetric positive semidefinite

Table 1

For LP and QP problems, the unique global minimum value of f xð Þ is found. For FP problems, f xð Þ is
omitted and the function attempts to find a feasible point for the set of constraints. For QP problems, a
function must also be provided to compute Hx for any given vector x. (H need not be stored
explicitly.)

nag_opt_sparse_convex_qp (e04nkc) is intended to solve large-scale linear and quadratic programming
problems in which the constraint matrix A is sparse (i.e., when the number of zero elements is
sufficiently large that it is worthwhile using algorithms which avoid computations and storage involving
zero elements). nag_opt_sparse_convex_qp (e04nkc) also takes advantage of sparsity in c. (Sparsity in
H can be exploited in the function that computes Hx.) For problems in which A can be treated as a
dense matrix, it is usually more efficient to use nag_opt_lp (e04mfc), nag_opt_lin_lsq (e04ncc) or
nag_opt_qp (e04nfc).
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If H is positive definite, then the final x will be unique. If nag_opt_sparse_convex_qp (e04nkc) detects
that H is indefinite, it terminates immediately with an error condition (see Section 6). In that case, it
may be more appropriate to call nag_opt_nlp_sparse (e04ugc) instead. If H is the zero matrix, the
function will still solve the resulting LP problem; however, this can be accomplished more efficiently
by setting the argument ncolh ¼ 0 (see Section 5).

The upper and lower bounds on the m elements of Ax are said to define the general constraints of the
problem. Internally, nag_opt_sparse_convex_qp (e04nkc) converts the general constraints to equalities
by introducing a set of slack variables s, where s ¼ s1; s2; . . . ; smð ÞT. For example, the linear constraint
5 � 2x1 þ 3x2 � þ1 is replaced by 2x1 þ 3x2 � s1 ¼ 0, together with the bounded slack
5 � s1 � þ1. The problem defined by (1) can therefore be re-written in the following equivalent form:

minimize
x2Rn;s2Rm

f xð Þ subject to Ax� s ¼ 0; l � x
s


 �
� u:

Since the slack variables s are subject to the same upper and lower bounds as the elements of Ax, the
bounds on Ax and x can simply be thought of as bounds on the combined vector x; sð Þ. (In order to
indicate their special role in QP problems, the original variables x are sometimes known as ‘column
variables’, and the slack variables s are known as ‘row variables’.)

Each LP or QP problem is solved using an active-set method. This is an iterative procedure with two
phases: a feasibility phase, in which the sum of infeasibilities is minimized to find a feasible point; and
an optimality phase, in which f xð Þ is minimized by constructing a sequence of iterations that lies within
the feasible region.

A constraint is said to be active or binding at x if the associated element of either x or Ax is equal to
one of its upper or lower bounds. Since an active constraint in Ax has its associated slack variable at a
bound, the status of both simple and general upper and lower bounds can be conveniently described in
terms of the status of the variables x; sð Þ. A variable is said to be nonbasic if it is temporarily fixed at
its upper or lower bound. It follows that regarding a general constraint as being active is equivalent to
thinking of its associated slack as being nonbasic.

At each iteration of an active-set method, the constraints Ax� s ¼ 0 are (conceptually) partitioned into
the form

BxB þ SxS þNxN ¼ 0;

where xN consists of the nonbasic elements of x; sð Þ and the basis matrix B is square and nonsingular.
The elements of xB and xS are called the basic and superbasic variables respectively; with xN they are
a permutation of the elements of x and s. At a QP solution, the basic and superbasic variables will lie
somewhere between their upper or lower bounds, while the nonbasic variables will be equal to one of
their bounds. At each iteration, xS is regarded as a set of independent variables that are free to move in
any desired direction, namely one that will improve the value of the objective function (or sum of
infeasibilities). The basic variables are then adjusted in order to ensure that x; sð Þ continues to satisfy
Ax� s ¼ 0. The number of superbasic variables (nS say) therefore indicates the number of degrees of
freedom remaining after the constraints have been satisfied. In broad terms, nS is a measure of how
nonlinear the problem is. In particular, nS will always be zero for FP and LP problems.

If it appears that no improvement can be made with the current definition of B, S and N , a nonbasic
variable is selected to be added to S, and the process is repeated with the value of nS increased by one.
At all stages, if a basic or superbasic variable encounters one of its bounds, the variable is made
nonbasic and the value of nS is decreased by one.

Associated with each of the m equality constraints Ax� s ¼ 0 is a dual variable 	i. Similarly, each
variable in x; sð Þ has an associated reduced gradient dj (also known as a reduced cost). The reduced
gradients for the variables x are the quantities g�AT	, where g is the gradient of the QP objective
function; and the reduced gradients for the slack variables s are the dual variables 	. The QP
subproblem is optimal if dj 	 0 for all nonbasic variables at their lower bounds, dj � 0 for all nonbasic
variables at their upper bounds and dj ¼ 0 for all superbasic variables. In practice, an approximate QP
solution is found by slightly relaxing these conditions on dj (see the description of the optional
parameter options:optim tol in Section 12.2).
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The process of computing and comparing reduced gradients is known as pricing (a term first introduced
in the context of the simplex method for linear programming). To ‘price’ a nonbasic variable xj means
that the reduced gradient dj associated with the relevant active upper or lower bound on xj is computed
via the formula dj ¼ gj � aT	, where aj is the jth column of A �I

� �
. (The variable selected by such

a process and the corresponding value of dj (i.e., its reduced gradient) are the quantities +S and dj in
the detailed printed output from nag_opt_sparse_convex_qp (e04nkc); see Section 12.3.) If A has
significantly more columns than rows (i.e., n� m), pricing can be computationally expensive. In this
case, a strategy known as partial pricing can be used to compute and compare only a subset of the dj's.

nag_opt_sparse_convex_qp (e04nkc) is based on SQOPT, which is part of the SNOPT package
described in Gill et al. (2002), which in turn utilizes routines from the MINOS package (see Murtagh
and Saunders (1995)). It uses stable numerical methods throughout and includes a reliable basis
package (for maintaining sparse LU factors of the basis matrix B), a practical anti-degeneracy
procedure, efficient handling of linear constraints and bounds on the variables (by an active-set
strategy), as well as automatic scaling of the constraints. Further details can be found in Section 9.

4 References
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313

Gill P E and Murray W (1978) Numerically stable methods for quadratic programming Math.
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linearly constrained optimization Math. Programming 45 437–474

Gill P E, Murray W, Saunders M A and Wright M H (1991) Inertia-controlling methods for general
quadratic programming SIAM Rev. 33 1–36

Hall J A J and McKinnon K I M (1996) The simplest examples where the simplex method cycles and
conditions where EXPAND fails to prevent cycling Report MS 96–100 Department of Mathematics and
Statistics, University of Edinburgh
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Operations Research, Stanford University

5 Arguments

1: n – Integer Input

On entry: n, the number of variables (excluding slacks). This is the number of columns in the
linear constraint matrix A.

Constraint: n 	 1.

2: m – Integer Input

On entry: m, the number of general linear constraints (or slacks). This is the number of rows in
A, including the free row (if any; see argument iobj).

Constraint: m 	 1.

3: nnz – Integer Input

On entry: the number of nonzero elements in A.

Constraint: 1 � nnz � n�m.
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4: iobj – Integer Input

On entry: if iobj > 0, row iobj of A is a free row containing the nonzero elements of the vector c
appearing in the linear objective term cTx.

If iobj ¼ 0, there is no free row – i.e., the problem is either an FP problem (in which case iobj
must be set to zero), or a QP problem with c ¼ 0.

Constraint: 0 � iobj � m.

5: ncolh – Integer Input

On entry: nH , the number of leading nonzero columns of the Hessian matrix H. For FP and LP
problems, ncolh must be set to zero.

Constraint: 0 � ncolh � n.

6: qphx – function, supplied by the user External Function

qphx must be supplied for QP problems to compute the matrix product Hx. If H has zero rows
and columns, it is most efficient to order the variables x ¼ y zð ÞT so that

Hx ¼ H1 0
0 0

� �
y
z

� �
¼ H1y

0

� �
;

where the nonlinear variables y appear first as shown. For FP and LP problems, qphx will never
be called and the NAG defined null function pointer, NULLFN, can be supplied in the call to
nag_opt_sparse_convex_qp (e04nkc).

The specification of qphx is:

void qphx (Integer ncolh, const double x[], double hx[],
Nag_Comm *comm)

1: ncolh – Integer Input

On entry: the number of leading nonzero columns of the Hessian matrix H, as supplied
to nag_opt_sparse_convex_qp (e04nkc).

2: x½ncolh� – const double Input

On entry: the first ncolh elements of x.

3: hx½ncolh� – double Output

On exit: the product Hx.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to qphx.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to qphx and Nag_FALSE for
all subsequent calls.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to qphx including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * or char
*.
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Before calling nag_opt_sparse_convex_qp (e04nkc) these pointers may be
allocated memory and initialized with various quantities for use by qphx when
called from nag_opt_sparse_convex_qp (e04nkc).

Note: qphx should be tested separately before being used in conjunction with nag_opt_sparse_
convex_qp (e04nkc). The array x must not be changed by qphx.

7: a½nnz� – const double Input

On entry: the nonzero elements of A, ordered by increasing column index. Note that elements
with the same row and column indices are not allowed. The row and column indices are specified
by arguments ha and ka (see below).

8: ha½nnz� – const Integer Input

On entry: ha½i� must contain the row index of the nonzero element stored in a½i�, for
i ¼ 0; 1; . . . ;nnz� 1. Note that the row indices for a column may be supplied in any order.

Constraint: 1 � ha½i� � m, for i ¼ 0; 1; . . . ; nnz� 1.

9: ka½nþ 1� – const Integer Input

On entry: ka½j � 1� must contain the index in a of the start of the jth column, for j ¼ 1; 2; . . . ; n.
To specify the jth column as empty, set ka½j� 1� ¼ ka½j�. Note that the first and last elements of
ka must be such that ka½0� ¼ 0 and ka½n� ¼ nnz.

Constraints:

ka½0� ¼ 0;
ka½j � 1� 	 0, for j ¼ 2; 3; . . . ;n;
ka½n� ¼ nnz;
0 � ka½j� � ka½j � 1� � m, for j ¼ 1; 2; . . . ;n.

10: bl½nþm� – const double Input
11: bu½nþm� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds, for all the constraints in
the following order. The first n elements of each array must contain the bounds on the variables,
and the next m elements the bounds for the general linear constraints Ax and the free row (if
any). To specify a nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �options:inf bound,
and to specify a nonexistent upper bound (i.e., uj ¼ þ1), set bu½j� 1� 	 options:inf bound,
where options:inf bound is one of the optional parameters (default value 1020, see Section 12.2).
To specify the jth constraint as an equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where
�j j < options:inf bound. Note that, for LP and QP problems, the lower bound corresponding
to the free row must be set to �1 and stored in bl½nþ iobj� 1�; similarly, the upper bound must
be set to þ1 and stored in bu½nþ iobj� 1�.
Constraints:

bl½j� � bu½j�, for j ¼ 0; 1; . . . ; nþm� 1;
if bl½j� ¼ bu½j� ¼ �, �j j < options:inf bound;
if iobj > 0, bl½nþ iobj� 1� � �options:inf bound and
bu½nþ iobj� 1� 	 options:inf bound.

12: xs½nþm� – double Input/Output

On entry: xs½j � 1�, for j ¼ 1; 2; . . . ; n, must contain the initial values of the variables, x. In
addition, if a ‘warm start’ is specified by means of the optional parameter options:start (see
Section 12.2) the elements xs½nþ i � 1�, for i ¼ 1; 2; . . . ;m, must contain the initial values of the
slack variables, s.

On exit: the final values of the variables and slacks x; sð Þ.
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13: ninf – Integer * Output

On exit: the number of infeasibilities. This will be zero if an optimal solution is found, i.e., if
nag_opt_sparse_convex_qp (e04nkc) exits with fail:code ¼ NE NOERROR or NW_SOLN_NO-
T_UNIQUE.

14: sinf – double * Output

On exit: the sum of infeasibilities. This will be zero if ninf ¼ 0. (Note that nag_opt_sparse_
convex_qp (e04nkc) does attempt to compute the minimum value of sinf in the event that the
problem is determined to be infeasible, i.e., when nag_opt_sparse_convex_qp (e04nkc) exits with
fail:code ¼ NW NOT FEASIBLE.)

15: obj – double * Output

On exit: the value of the objective function.

If ninf ¼ 0, obj includes the quadratic objective term 1
2x

THx (if any).

If ninf > 0, obj is just the linear objective term cTx (if any).

For FP problems, obj is set to zero.

16: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_sparse_convex_qp (e04nkc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given below in Section 12. Some of the
results returned in options can be used by nag_opt_sparse_convex_qp (e04nkc) to perform a
‘warm start’ (see the member options:start in Section 12.2).

The options structure also allows names to be assigned to the columns and rows (i.e., the
variables and constraints) of the problem, which are then used in solution output.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_sparse_
convex_qp (e04nkc). However, if the optional parameters are not required the NAG defined null
pointer, E04_DEFAULT, can be used in the function call.

17: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to the user-supplied function,
qphx, and the optional user-defined printing function; see the description of qphx and
Section 12.3.1 for details. If you do not need to make use of this communication feature the null
pointer NAGCOMM_NULL may be used in the call to nag_opt_sparse_convex_qp (e04nkc); comm
will then be declared internally for use in calls to user-supplied functions.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
w i t h t h e s t r u c t u r e membe r options:print level ( s e e Sec t i on 12 .2 ) . The de f au l t ,
options:print level ¼ Nag Soln Iter, provides a single line of output at each iteration and the final
result. This section describes the default printout produced by nag_opt_sparse_convex_qp (e04nkc).

The following line of summary output (< 80 characters) is produced at every iteration. In all cases, the
values of the quantities printed are those in effect on completion of the given iteration.
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Itn is the iteration count.

Step is the step taken along the computed search direction.

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective is the current value of the objective function. If x is not feasible, Sinf gives the
sum of magnitudes of constraint violations. If x is feasible, Objective is the value
of the objective function. The output line for the final iteration of the feasibility
phase (i.e., the first iteration for which Ninf is zero) will give the value of the true
objective at the first feasible point.

During the optimality phase, the value of the objective function will be non-
increasing. During the feasibility phase, the number of constraint infeasibilities will
not increase until either a feasible point is found, or the optimality of the multipliers
implies that no feasible point exists.

Norm rg is dSk k, the Euclidean norm of the reduced gradient (see Section 11.3). During the
optimality phase, this norm will be approximately zero after a unit step. For FP and
LP problems, Norm rg is not printed.

The final printout includes a listing of the status of every variable and constraint. The following
describes the printout for each variable.

Variable gives the name of variable j, for j ¼ 1; 2; . . . ; n. If an options structure is supplied
to nag_opt_sparse_convex_qp (e04nkc), and the options:crnames member is
assigned to an array of column and row names (see Section 12.2 for details), the
name supplied in options:crnames½j� 1� is assigned to the jth variable. Otherwise,
a default name is assigned to the variable.

State gives the state of the variable (LL if nonbasic on its lower bound, UL if nonbasic on
its upper bound, EQ if nonbasic and fixed, FR if nonbasic and strictly between its
bounds, BS if basic and SBS if superbasic).

A key is sometimes printed before State to give some additional information about
the state of a variable. Note that unless the optional parameter
options:scale ¼ Nag NoScale (default value is options:scale ¼ Nag ExtraScale; see
Section 12.2) is specified, the tests for assigning a key are applied to the variables of
the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value of
the objective function. The values of the other free variables might change,
giving a genuine alternative solution. However, if there are any degenerate
variables (labelled D), the actual change might prove to be zero, since one of
them could encounter a bound immediately. In either case, the values of the
Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal to (or very
close to) one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the optional parameter options:ftol
(default value ¼ max 10�6;

ffiffi
�
p� �

, where � is the machine precision; see
Section 12.2).

N Not precisely optimal. The variable is nonbasic or superbasic. If the value of
the reduced gradient for the variable exceeds the value of the optional
parameter options:optim tol (defaul t value ¼ max 10�6;

ffiffi
�
p� �

; see
Section 12.2), the solution would not be declared optimal because the
reduced gradient for the variable would not be considered negligible.

Value is the value of the variable at the final iteration.
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Lower Bound is the lower bound specified for variable j. (None indicates that
bl½j� 1� � �options:inf bound, where options:inf bound is the optional para-
meter.)

Upper Bound is the upper bound specified for variable j. (None indicates that
bu½j� 1� 	 options:inf bound.)

Lagr Mult is the value of the Lagrange multiplier for the associated bound. This will be zero if
State is FR. If x is optimal, the multiplier should be non-negative if State is LL,
non-positive if State is UL, and zero if State is BS or SBS.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �options:inf bound and bu½j� 1� 	 options:inf bound).

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, n replaced by m, options:crnames½j� 1� replaced by
options:crnames½nþ j� 1�, bl½j� 1� and bu½j� 1� replaced by bl½nþ j� 1� and bu½nþ j� 1�
respectively, and with the following change in the heading:

Constrnt gives the name of the linear constraint.

Note that the movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array ka are not valid.
Constraint: 0 � ka½iþ 1� � ka½i� � m, for 0 � i < n.

The contents of array ka are not valid.
Constraint: ka½0� ¼ 0.

The contents of array ka are not valid.
Constraint: ka½n� ¼ nnz.

NE_BAD_PARAM

On entry, argument options:crash had an illegal value.

On entry, argument options:print level had an illegal value.

On entry, argument options:scale had an illegal value.

On entry, argument options:start had an illegal value.

NE_BASIS_ILL_COND

Numerical error in trying to satisfy the general constraints. The basis is very ill conditioned.

NE_BASIS_SINGULAR

The basis is singular after 15 attempts to factorize it.

The basis is singular after 15 attempts to factorize it (adding slacks where necessary). Either the
problem is badly scaled or the value of the optional parameter options:lu factor tol is too large;
see Section 12.2.
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NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_EQ

The lower bound and upper bound for variable valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_LCON

The lower bound and upper bound for linear constraint valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_DUPLICATE_ELEMENT

Duplicate sparse matrix element found in row valueh i, column valueh i.

NE_HESS_INDEF

The Hessian matrix H appears to be indefinite.

The Hessian matrix ZTHZ (see Section 11.2) appears to be indefinite – normally because H is
indefinite. Check that function qphx has been coded correctly. If qphx is coded correctly with H
symmetric positive (semi-)definite, then the problem may be due to a loss of accuracy in the
internal computation of the reduced Hessian. Try to reduce the values of the optional parameters
options:lu factor tol and options:lu update tol (see Section 12.2).

NE_HESS_TOO_BIG

Reduced Hessian exceeds assigned dimension. options:max sb ¼ valueh i.
The reduced Hessian matrix ZTHZ (see Section 11.2) exceeds its assigned dimension. The value
of the optional parameter options:max sb is too small; see Section 12.2.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY_1

Value valueh i given to ka½ valueh i� not valid. Correct range for elements of ka is 	 0.

NE_INT_ARRAY_2

Value valueh i given to ha½ valueh i� not valid. Correct range for elements of ha is 1 to m.

NE_INT_OPT_ARG_LT

On entry, options:factor freq ¼ valueh i.
Constraint: options:factor freq 	 1.

On entry, options:fcheck ¼ valueh i.
Constraint: options:fcheck 	 1.

On entry, options:max iter ¼ valueh i.
Constraint: options:max iter 	 0.
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On entry, options:max sb ¼ valueh i.
Constraint: options:max sb 	 1.

On entry, options:nsb ¼ valueh i.
Constraint: options:nsb 	 0.

On entry, options:partial price ¼ valueh i.
Constraint: options:partial price 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_INT_RANGE_1

Value valueh i given to iobj is not valid. Correct range is 0 � iobj � m.

Value valueh i given to ncolh is not valid. Correct range is 0 � ncolh � n.

Value valueh i given to nnz is not valid. Correct range is 1 � nnz � n�m.

NE_INVALID_INT_RANGE_2

Va l u e valueh i g i v e n t o options:reset ftol i s n o t v a l i d . C o r r e c t r a n g e i s
0 < options:reset ftol < 10000000.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:ftol is not valid. Correct range is options:ftol 	 �.
Value valueh i given to options:inf bound is not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step is not valid. Correct range is options:inf step > 0:0.

Va l u e valueh i g i v en t o options:lu factor tol i s n o t v a l i d . Co r r e c t r a ng e i s
options:lu factor tol 	 1:0.

Value valueh i given to options:lu sing tol is not valid. Correct range is options:lu sing tol > 0:0.

Va lue valueh i g iven to options:lu update tol i s no t va l i d . Co r r e c t r ange i s
options:lu update tol 	 1:0.

Value valueh i given to options:optim tol is not valid. Correct range is options:optim tol 	 �.
Value valueh i given to options:pivot tol is not valid. Correct range is options:pivot tol > 0:0.

NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:crash tol i s n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol < 1:0.

Va l u e valueh i g i v e n t o options:scale tol i s n o t v a l i d . C o r r e c t r a n g e i s
0:0 < options:scale tol < 1:0.

NE_NAME_TOO_LONG

The string pointed to by options:crnames½ valueh i� is too long. It should be no longer than 8
characters.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.
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NE_NULL_QPHX

Since argument ncolh is nonzero, the problem is assumed to be of type QP. However, the
argument qphx is a null function. qphx must be non-null for QP problems.

NE_OBJ_BOUND

Invalid lower bound for objective row. Bound should be � valueh i.
Invalid upper bound for objective row. Bound should be 	 valueh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_OUT_OF_WORKSPACE

There is insufficient workspace for the basis factors, and the maximum allowed number of
reallocation attempts, as specified by options.max_restart, has been reached.

NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.

NE_UNBOUNDED

Solution appears to be unbounded.

The problem is unbounded (or badly scaled). The objective function is not bounded below in the
feasible region.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_NOT_FEASIBLE

No feasible point was found for the linear constraints.

The problem is infeasible. The general constraints cannot all be satisfied simultaneously to within
the value of the optional parameter options:ftol; see Section 12.2.

NW_SOLN_NOT_UNIQUE

Optimal solution is not unique.

Weak solution found. The final x is not unique, although x gives the global minimum value of
the objective function.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

Too many iterations. The value of the optional parameter options:max iter is too small; see
Section 12.2.

7 Accuracy

nag_opt_sparse_convex_qp (e04nkc) implements a numerically stable active set strategy and returns
solutions that are as accurate as the condition of the problem warrants on the machine.

8 Parallelism and Performance

nag_opt_sparse_convex_qp (e04nkc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

To minimize the quadratic function f xð Þ ¼ cTxþ 1
2x

THx , where

c ¼ �200;�2000;�2000;�2000;�2000; 400; 400ð ÞT

H ¼

2 0 0 0 0 0 0
0 2 0 0 0 0 0
0 0 2 2 0 0 0
0 0 2 2 0 0 0
0 0 0 0 2 0 0
0 0 0 0 0 2 2
0 0 0 0 0 2 2

0BBBBBBB@

1CCCCCCCA
subject to the bounds

0 � x1 � 200
0 � x2 � 2500

400 � x3 � 800
100 � x4 � 700

0 � x5 � 1500
0 � x6
0 � x7

and the general constraints

x1þ x2þ x3þ x4þ x5þ x6þ x7 ¼ 2000
0:15x1þ 0:04x2þ 0:02x3þ 0:04x4þ 0:02x5þ 0:01x6þ 0:03x7 � 60
0:03x1þ 0:05x2þ 0:08x3þ 0:02x4þ 0:06x5þ 0:01x6 � 100
0:02x1þ 0:04x2þ 0:01x3þ 0:02x4þ 0:02x5 � 40
0:02x1þ 0:03x2 þ 0:01x5 � 30

1500 � 0:70x1þ 0:75x2þ 0:80x3þ 0:75x4þ 0:80x5þ 0:97x6
250 � 0:02x1þ 0:06x2þ 0:08x3þ 0:12x4þ 0:02x5þ 0:01x6þ 0:97x7 � 300

The initial point, which is infeasible, is

x0 ¼ 0; 0; 0; 0; 0; 0; 0ð ÞT:

The optimal solution (to five figures) is

x� ¼ 0:0; 349:40; 648:85; 172:85; 407:52; 271:36; 150:02ð ÞT:

One bound constraint and four linear constraints are active at the solution. Note that the Hessian matrix
H is positive semidefinite.

The function to calculate Hx (qphx in the argument list; see Section 5) is qphess.

The example program shows the use of the options and comm structures. The data for the example
include a set of user-defined column and row names, and data for the Hessian in a sparse storage format
(see Section 10.2 for further details).

The options structure is initialized by nag_opt_init (e04xxc) and the options:crnames member is
assigned to the array of character strings into which the column and row names were read. The
comm!p member of comm is used to pass the Hessian into nag_opt_sparse_convex_qp (e04nkc) for
use by the function qphess.

On return from nag_opt_sparse_convex_qp (e04nkc), the Hessian data is perturbed slightly and two
further options set, selecting a warm start and a reduced level of printout. nag_opt_sparse_convex_qp
(e04nkc) is then called for a second time. Finally, the memory freeing function nag_opt_free (e04xzc) is
used to free the memory assigned by nag_opt_sparse_convex_qp (e04nkc) to the pointers in the options
structure. You must not use the standard C function free() for this purpose.
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The sparse storage scheme used for the Hessian in this example is similar to that which
nag_opt_sparse_convex_qp (e04nkc) uses for the constraint matrix a, but since the Hessian is
symmetric we need only store the lower triangle (including the diagonal) of the matrix. Thus, an array
hess contains the nonzero elements of the lower triangle arranged in order of increasing column index.
The array khess contains the indices in hess of the first element in each column, and the array hhess
contains the row index associated with each element in hess. To allow the data to be passed via the
comm!p member of comm, a struct HessianData is declared, containing pointer members which are
assigned to the three arrays defining the Hessian. Alternative approaches would have been to use the
comm!user and comm!iuser members of comm to pass suitably partitioned arrays to qphess, or to
avoid the use of comm altogether and declare the Hessian data as global. The storage scheme suggested
here is for illustrative purposes only.

10.1 Program Text

/* nag_opt_sparse_convex_qp (e04nkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphess(Integer ncolh, const double x[], double hx[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

/* Declare a data structure for passing sparse Hessian data to qphess */
typedef struct
{

double *hess;
Integer *khess;
Integer *hhess;

} HessianData;

#define NAMES(I, J) names[(I)*9+J]

int main(void)
{

HessianData hess_data;
Integer exit_status = 0, *ha = 0, *hhess = 0, i, icol, iobj, j, jcol;
Integer *ka = 0, *khess = 0, m, n, nbnd, ncolh, ninf, nnz, nnz_hess;
Nag_Comm comm;
Nag_E04_Opt options;
char **crnames = 0, *names = 0;
double *a = 0, *bl = 0, *bu = 0, *hess = 0, obj, sinf, *x = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_sparse_convex_qp (e04nkc) Example Program Results\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &m);
#endif

/* Read nnz, iobj, ncolh */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &nnz, &iobj, &ncolh);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &nnz, &iobj, &ncolh);
#endif

if (n >= 1 && m >= 1 && nnz >= 1 && nnz <= n * m) {
nbnd = n + m;
if (!(a = NAG_ALLOC(nnz, double)) ||

!(bl = NAG_ALLOC(nbnd, double)) ||
!(bu = NAG_ALLOC(nbnd, double)) ||
!(x = NAG_ALLOC(nbnd, double)) ||
!(ha = NAG_ALLOC(nnz, Integer)) ||
!(ka = NAG_ALLOC(n + 1, Integer)) ||
!(khess = NAG_ALLOC(n + 1, Integer)) ||
!(crnames = NAG_ALLOC(nbnd, char *)) ||
!(names = NAG_ALLOC(nbnd * 9, char))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or m or nnz.\n");
exit_status = 1;
return exit_status;

}

/* Read the matrix and set up ka */
jcol = 1;
ka[jcol - 1] = 0;

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < nnz; ++i) {

/* a[i] stores the (ha[i], icol) element of matrix */
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "", &a[i], &ha[i], &icol);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "", &a[i], &ha[i], &icol);
#endif

/* Check whether we have started a new column */
if (icol == jcol + 1) {

ka[icol - 1] = i; /* Start of icol-th column in a */
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jcol = icol;
}
else if (icol > jcol + 1) {

/* Index in a of the start of the icol-th column
* equals i, but columns jcol+1, jcol+2, ...,
* icol-1 are empty. Set the corresponding elements
* of ka to i.
*/

for (j = jcol + 1; j < icol; ++j)
ka[j - 1] = i;

ka[icol - 1] = i;
jcol = icol;

}
}
ka[n] = nnz;

/* If the last columns are empty, set ka accordingly */
if (n > icol) {

for (j = icol; j <= n - 1; ++j)
ka[j] = nnz;

}

/* Read the bounds */
nbnd = n + m;

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif
for (i = 0; i < nbnd; ++i)

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < nbnd; ++i)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif

/* Read the column and row names */
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

scanf_s(" %*[^’]");
#else

scanf(" %*[^’]");
#endif

for (i = 0; i < nbnd; ++i) {
#ifdef _WIN32

scanf_s(" ’%8c’", &NAMES(i, 0), 9);
#else

scanf(" ’%8c’", &NAMES(i, 0));
#endif

NAMES(i, 8) = ’\setminus 0’;
crnames[i] = &NAMES(i, 0);

}

/* Read the initial estimate of x */
#ifdef _WIN32
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scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

/* Read nnz_hess */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nnz_hess);
#else

scanf("%" NAG_IFMT "", &nnz_hess);
#endif

if (!(hess = NAG_ALLOC(nnz_hess, double)) ||
!(hhess = NAG_ALLOC(nnz_hess, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the hessian matrix and set up khess */
jcol = 1;
khess[jcol - 1] = 0;

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < nnz_hess; ++i) {

/* hess[i] stores the (hhess[i], icol) element of matrix */
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "", &hess[i], &hhess[i], &icol);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "", &hess[i], &hhess[i], &icol);
#endif

/* Check whether we have started a new column */
if (icol == jcol + 1) {

khess[icol - 1] = i; /* Start of icol-th column in hess */
jcol = icol;

}
else if (icol > jcol + 1) {

/* Index in hess of the start of the icol-th column
* equals i, but columns jcol+1, jcol+2, ...,
* icol-1 are empty. Set the corresponding elements
* of khess to i.
*/

for (j = jcol + 1; j < icol; ++j)
khess[j - 1] = i;

khess[icol - 1] = i;
}

}
khess[ncolh] = nnz_hess;

/* Initialize options structure */
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
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options.crnames = crnames;

/* Package up Hessian data for communication via comm */
hess_data.hess = hess;
hess_data.khess = khess;
hess_data.hhess = hhess;

comm.p = (Pointer) &hess_data;

/* Solve the problem */
/* nag_opt_sparse_convex_qp (e04nkc), see above. */
nag_opt_sparse_convex_qp(n, m, nnz, iobj, ncolh, qphess, a, ha, ka, bl, bu,

x, &ninf, &sinf, &obj, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_sparse_convex_qp (e04nkc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nPerturb the problem and re-solve with warm start.\n");
fflush(stdout);
for (i = 0; i < nnz_hess; ++i)

hess[i] *= 1.001;

options.start = Nag_Warm;
options.print_level = Nag_Soln;
/* nag_opt_sparse_convex_qp (e04nkc), see above. */
nag_opt_sparse_convex_qp(n, m, nnz, iobj, ncolh, qphess, a, ha, ka, bl, bu,

x, &ninf, &sinf, &obj, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_sparse_convex_qp (e04nkc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Free memory NAG-allocated to members of options */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(x);
NAG_FREE(hess);
NAG_FREE(ha);
NAG_FREE(ka);
NAG_FREE(hhess);
NAG_FREE(khess);
NAG_FREE(crnames);
NAG_FREE(names);

return exit_status;
}

static void NAG_CALL qphess(Integer ncolh, const double x[], double hx[],
Nag_Comm *comm)

{
Integer i, j, jrow;
HessianData *hd = (HessianData *) (comm->p);
double *hess = hd->hess;
Integer *hhess = hd->hhess;
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Integer *khess = hd->khess;

for (i = 0; i < ncolh; ++i)
hx[i] = 0.0;

for (i = 0; i < ncolh; ++i) {
/* For each column of Hessian */
for (j = khess[i]; j < khess[i + 1]; ++j) {

/* For each nonzero in column */

jrow = hhess[j] - 1;

/* Using symmetry of hessian, add contribution
* to hx of hess[j] as a diagonal or upper
* triangular element of hessian.
*/

hx[i] += hess[j] * x[jrow];

/* If hess[j] not a diagonal element add its
* contribution to hx as a lower triangular
* element of hessian.
*/

if (jrow != i)
hx[jrow] += hess[j] * x[i];

}
}

} /* qphess */

10.2 Program Data

nag_opt_sparse_convex_qp (e04nkc) Example Program Data

Values of n and m
7 8

Values of nnz, iobj and ncolh
48 8 7

Matrix nonzeros: value, row index, column index
0.02 7 1
0.02 5 1
0.03 3 1
1.00 1 1
0.70 6 1
0.02 4 1
0.15 2 1

-200.00 8 1
0.06 7 2
0.75 6 2
0.03 5 2
0.04 4 2
0.05 3 2
0.04 2 2
1.00 1 2

-2000.00 8 2
0.02 2 3
1.00 1 3
0.01 4 3
0.08 3 3
0.08 7 3
0.80 6 3

-2000.00 8 3
1.00 1 4
0.12 7 4
0.02 3 4
0.02 4 4
0.75 6 4
0.04 2 4

-2000.00 8 4
0.01 5 5
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0.80 6 5
0.02 7 5
1.00 1 5
0.02 2 5
0.06 3 5
0.02 4 5

-2000.00 8 5
1.00 1 6
0.01 2 6
0.01 3 6
0.97 6 6
0.01 7 6

400.00 8 6
0.97 7 7
0.03 2 7
1.00 1 7

400.00 8 7

Lower bounds
0.0 0.0 4.0e+02 1.0e+02 0.0 0.0 0.0 2.0e+03

-1.0e+25 -1.0e+25 -1.0e+25 -1.0e+25 1.5e+03 2.5e+02 -1.0e+25

Upper bounds
2.0e+02 2.5e+03 8.0e+02 7.0e+02 1.5e+03 1.0e+25 1.0e+25 2.0e+03
6.0e+01 1.0e+02 4.0e+01 3.0e+01 1.0e+25 3.0e+02 1.0e+25

Column and row names
’COLUMN 1’ ’COLUMN 2’ ’COLUMN 3’ ’COLUMN 4’ ’COLUMN 5’ ’COLUMN 6’ ’COLUMN 7’
’OBJECTIV’ ’ROW 1’ ’ROW 2’ ’ROW 3’ ’ROW 4’ ’ROW 5’ ’ROW 6’
’ROW 7’

Initial estimate of x
0.0 0.0 0.0 0.0 0.0 0.0 0.0

Number of hessian nonzeros
9

Hessian nonzeros: value, row index, col index (diagonal/lower triangle elements)
2.0 1 1
2.0 2 2
2.0 3 3
2.0 4 3
2.0 4 4
2.0 5 5
2.0 6 6
2.0 7 6
2.0 7 7

10.3 Program Results

nag_opt_sparse_convex_qp (e04nkc) Example Program Results

Parameters to e04nkc
--------------------

Problem type............ sparse QP Number of variables..... 7
Linear constraints...... 8 Hessian columns......... 7

prob_name...............
obj_name................ rhs_name................
range_name.............. bnd_name................
crnames................. supplied

minimize................ Nag_TRUE start................... Nag_Cold
ftol.................... 1.00e-06 reset_ftol.............. 10000
fcheck.................. 60 factor_freq............. 100
scale.............. Nag_ExtraScale scale_tol............... 9.00e-01
optim_tol............... 1.00e-06 max_iter................ 75
crash.............. Nag_CrashTwice crash_tol............... 1.00e-01
partial_price........... 10 pivot_tol............... 2.05e-11
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max_sb.................. 7
inf_bound............... 1.00e+20 inf_step................ 1.00e+20
lu_factor_tol........... 1.00e+02 lu_update_tol........... 1.00e+01
lu_sing_tol............. 2.05e-11 machine precision....... 1.11e-16
print_level......... Nag_Soln_Iter
outfile................. stdout

Memory allocation:
state................... Nag lambda.................. Nag

Itn Step Ninf Sinf/Objective Norm rg
Itn 0 -- Infeasible

0 0.0e+00 1 1.152891e+03 0.0e+00
1 4.3e+02 0 0.000000e+00 0.0e+00

Itn 1 -- Feasible point found (for 1 equality constraints).
1 0.0e+00 0 0.000000e+00 0.0e+00
1 0.0e+00 0 1.460000e+06 0.0e+00

Itn 1 -- Feasible QP solution.
2 8.7e-02 0 9.409959e+05 0.0e+00
3 5.3e-01 0 -1.056552e+06 0.0e+00
4 1.0e+00 0 -1.462190e+06 4.1e-12
5 1.0e+00 0 -1.698092e+06 1.8e-12
6 4.6e-02 0 -1.764906e+06 7.0e+02
7 1.0e+00 0 -1.811946e+06 9.1e-13
8 1.7e-02 0 -1.847325e+06 1.7e+02
9 1.0e+00 0 -1.847785e+06 5.2e-12

Variable State Value Lower Bound Upper Bound Lagr Mult Residual
COLUMN 1 LL 0.00000e+00 0.0000e+00 2.0000e+02 2.361e+03 0.000e+00
COLUMN 2 BS 3.49399e+02 0.0000e+00 2.5000e+03 -1.062e-12 3.494e+02
COLUMN 3 SBS 6.48853e+02 4.0000e+02 8.0000e+02 -4.395e-12 1.511e+02
COLUMN 4 SBS 1.72847e+02 1.0000e+02 7.0000e+02 -2.274e-12 7.285e+01
COLUMN 5 BS 4.07521e+02 0.0000e+00 1.5000e+03 -2.067e-12 4.075e+02
COLUMN 6 BS 2.71356e+02 0.0000e+00 None 7.455e-13 2.714e+02
COLUMN 7 BS 1.50023e+02 0.0000e+00 None 4.710e-13 1.500e+02

Constrnt State Value Lower Bound Upper Bound Lagr Mult Residual
OBJECTIV EQ 2.00000e+03 2.0000e+03 2.0000e+03 -1.290e+04 -0.000e+00
ROW 1 BS 4.92316e+01 None 6.0000e+01 -1.349e-11 -1.077e+01
ROW 2 UL 1.00000e+02 None 1.0000e+02 -2.325e+03 0.000e+00
ROW 3 BS 3.20719e+01 None 4.0000e+01 0.000e+00 -7.928e+00
ROW 4 BS 1.45572e+01 None 3.0000e+01 0.000e+00 -1.544e+01
ROW 5 LL 1.50000e+03 1.5000e+03 None 1.445e+04 -0.000e+00
ROW 6 LL 2.50000e+02 2.5000e+02 3.0000e+02 1.458e+04 -0.000e+00
ROW 7 BS -2.98869e+06 None None -1.000e+00 -2.989e+06

Exit after 9 iterations.

Optimal QP solution found.

Final QP objective value = -1.8477847e+06

Perturb the problem and re-solve with warm start.

Parameters to e04nkc
--------------------

Problem type............ sparse QP Number of variables..... 7
Linear constraints...... 8 Hessian columns......... 7

prob_name...............
obj_name................ rhs_name................
range_name.............. bnd_name................
crnames................. supplied

minimize................ Nag_TRUE start................... Nag_Warm
ftol.................... 1.00e-06 reset_ftol.............. 10000
fcheck.................. 60 factor_freq............. 100
scale.............. Nag_ExtraScale scale_tol............... 9.00e-01
optim_tol............... 1.00e-06 max_iter................ 75
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crash.............. Nag_CrashTwice crash_tol............... 1.00e-01
partial_price........... 10 pivot_tol............... 2.05e-11
max_sb.................. 7
inf_bound............... 1.00e+20 inf_step................ 1.00e+20
lu_factor_tol........... 1.00e+02 lu_update_tol........... 1.00e+01
lu_sing_tol............. 2.05e-11 machine precision....... 1.11e-16
print_level............. Nag_Soln
outfile................. stdout

Memory allocation:
state................... Nag lambda.................. Nag

Variable State Value Lower Bound Upper Bound Lagr Mult Residual
COLUMN 1 LL 0.00000e+00 0.0000e+00 2.0000e+02 2.360e+03 0.000e+00
COLUMN 2 SBS 3.49529e+02 0.0000e+00 2.5000e+03 -1.769e-12 3.495e+02
COLUMN 3 BS 6.48762e+02 4.0000e+02 8.0000e+02 -7.644e-13 1.512e+02
COLUMN 4 SBS 1.72618e+02 1.0000e+02 7.0000e+02 -1.624e-12 7.262e+01
COLUMN 5 BS 4.07596e+02 0.0000e+00 1.5000e+03 -3.446e-13 4.076e+02
COLUMN 6 BS 2.71446e+02 0.0000e+00 None -5.964e-13 2.714e+02
COLUMN 7 BS 1.50048e+02 0.0000e+00 None 7.850e-13 1.500e+02

Constrnt State Value Lower Bound Upper Bound Lagr Mult Residual
OBJECTIV EQ 2.00000e+03 2.0000e+03 2.0000e+03 -1.290e+04 -0.000e+00
ROW 1 BS 4.92290e+01 None 6.0000e+01 0.000e+00 -1.077e+01
ROW 2 UL 1.00000e+02 None 1.0000e+02 -2.325e+03 0.000e+00
ROW 3 BS 3.20731e+01 None 4.0000e+01 0.000e+00 -7.927e+00
ROW 4 BS 1.45618e+01 None 3.0000e+01 0.000e+00 -1.544e+01
ROW 5 LL 1.50000e+03 1.5000e+03 None 1.446e+04 -0.000e+00
ROW 6 LL 2.50000e+02 2.5000e+02 3.0000e+02 1.458e+04 -0.000e+00
ROW 7 BS -2.98841e+06 None None -1.000e+00 -2.988e+06

Exit after 1 iterations.

Optimal QP solution found.

Final QP objective value = -1.8466439e+06

11 Further Description

This section gives a detailed description of the algorithm used in nag_opt_sparse_convex_qp (e04nkc).
This, and possibly the next section, Section 12, may be omitted if the more sophisticated features of the
algorithm and software are not currently of interest.

11.1 Overview

nag_opt_sparse_convex_qp (e04nkc) is based on an inertia-controlling method that maintains a
Cholesky factorization of the reduced Hessian (see below). The method is similar to that of Gill and
Murray (1978), and is described in detail by Gill et al. (1991). Here we briefly summarise the main
features of the method. Where possible, explicit reference is made to the names of variables that are
arguments of the function or appear in the printed output.

The method used has two distinct phases: finding an initial feasible point by minimizing the sum of
infeasibilities (the feasibility phase), and minimizing the quadratic objective function within the feasible
region (the optimality phase). The computations in both phases are performed by the same code. The
two-phase nature of the algorithm is reflected by changing the function being minimized from the sum
of infeasibilities (the quantity Sinf described in Section 5.1) to the quadratic objective function (the
quantity Objective, see Section 5.1).

In general, an iterative process is required to solve a quadratic program. Given an iterate x; sð Þ in both
the original variables x and the slack variables s, a new iterate �x; �sð Þ is defined by

�x
�s

� �
¼ x

s

� �
þ �p; ð2Þ

where the step length � is a non-negative scalar (the printed quantity Step, see Section 5.1), and p is
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called the search direction. (For simplicity, we shall consider a typical iteration and avoid reference to
the index of the iteration.) Once an iterate is feasible (i.e., satisfies the constraints), all subsequent
iterates remain feasible.

11.2 Definition of the Working Set and Search Direction

At each iterate x; sð Þ, a working set of constraints is defined to be a linearly independent subset of the
constraints that are satisfied ‘exactly’ (to within the value of the optional parameter options:ftol; see
Section 12.2). The working set is the current prediction of the constraints that hold with equality at a
solution of the LP or QP problem. Let mW denote the number of constraints in the working set
(including bounds), and let W denote the associated mW by nþmð Þ working set matrix consisting of
the mW gradients of the working set constraints.

The search direction is defined so that constraints in the working set remain unaltered for any value of
the step length. It follows that p must satisfy the identity

Wp ¼ 0: ð3Þ

This characterisation allows p to be computed using any n by nZ full-rank matrix Z that spans the null
space of W . (Thus, nZ ¼ n�mW and WZ ¼ 0.) The null space matrix Z is defined from a sparse LU
factorization of part of W (see (6) and (7) below). The direction p will satisfy (3) if

p ¼ ZpZ; ð4Þ

where pZ is any nZ-vector.

The working set contains the constraints Ax� s ¼ 0 and a subset of the upper and lower bounds on the
variables x; sð Þ. Since the gradient of a bound constraint xj 	 lj or xj � uj is a vector of all zeros
except for 
1 in position j, it follows that the working set matrix contains the rows of A �I

� �
and

the unit rows associated with the upper and lower bounds in the working set.

The working set matrix W can be represented in terms of a certain column partition of the matrix
A �I
� �

. As in Section 3 we partition the constraints Ax� s ¼ 0 so that

BxB þ SxS þNxN ¼ 0; ð5Þ

where B is a square nonsingular basis and xB, xS and xN are the basic, superbasic and nonbasic
variables respectively. The nonbasic variables are equal to their upper or lower bounds at x; sð Þ, and the
superbasic variables are independent variables that are chosen to improve the value of the current
objective function. The number of superbasic variables is nS (the quantity Ns in the detailed printed
output; see Section 12.3). Given values of xN and xS , the basic variables xB are adjusted so that x; sð Þ
satisfies (5).

If P is a permutation matrix such that A �I
� �

P ¼ B S N
� �

, then the working set matrix W
satisfies

WP ¼ B S N
0 0 IN

� �
; ð6Þ

where IN is the identity matrix with the same number of columns as N .

The null space matrix Z is defined from a sparse LU factorization of part of W . In particular, Z is
maintained in ‘reduced gradient’ form, using the LUSOL package (see Gill et al. (1987)) to maintain
sparse LU factors of the basis matrix B that alters as the working set W changes. Given the
permutation P , the null space basis is given by

Z ¼ P
�B�1S

I
0

0@ 1A: ð7Þ

This matrix is used only as an operator, i.e., it is never computed explicitly. Products of the form Zv
and ZTg are obtained by solving with B or BT. This choice of Z implies that nZ , the number of
‘degrees of freedom’ at x; sð Þ, is the same as nS , the number of superbasic variables.
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Let gZ and HZ denote the reduced gradient and reduced Hessian of the objective function:

gZ ¼ ZTg and HZ ¼ ZTHZ; ð8Þ

where g is the objective gradient at x; sð Þ. Roughly speaking, gZ and HZ describe the first and second
derivatives of an nS-dimensional unconstrained problem for the calculation of pZ . (The condition
estimator of HZ is the quantity Cond Hz in the detailed printed output; see Section 12.3.)

At each iteration, an upper triangular factor R is available such that HZ ¼ RTR. Normally, R is
computed from RTR ¼ ZTHZ at the start of the optimality phase and then updated as the QP working
set changes. For efficiency, the dimension of R should not be excessive (say, nS � 1000). This is
guaranteed if the number of nonlinear variables is ‘moderate’.

If the QP problem contains linear variables, H is positive semidefinite and R may be singular with at
least one zero diagonal element. However, an inertia-controlling strategy is used to ensure that only the
last diagonal element of R can be zero. (See Gill et al. (1991) for a discussion of a similar strategy for
indefinite quadratic programming.)

If the initial R is singular, enough variables are fixed at their current value to give a nonsingular R. This
is equivalent to including temporary bound constraints in the working set. Thereafter, R can become
singular only when a constraint is deleted from the working set (in which case no further constraints are
deleted until R becomes nonsingular).

11.3 The Main Iteration

If the reduced gradient is zero, x; sð Þ is a constrained stationary point on the working set. During the
feasibility phase, the reduced gradient will usually be zero only at a vertex (although it may be zero
elsewhere in the presence of constraint dependencies). During the optimality phase, a zero reduced
gradient implies that x minimizes the quadratic objective function when the constraints in the working
set are treated as equalities. At a constrained stationary point, Lagrange multipliers � are defined from
the equations

WT� ¼ g xð Þ: ð9Þ

A Lagrange multiplier �j corresponding to an inequality constraint in the working set is said to be
optimal if �j � � when the associated constraint is at its upper bound, or if �j 	 �� when the
associated constraint is at its lower bound, where � depends on the value of the optional parameter
options:optim tol (see Section 12.2). If a multiplier is non-optimal, the objective function (either the
true objective or the sum of infeasibilities) can be reduced by continuing the minimization with the
corresponding constraint excluded from the working set. (This step is sometimes referred to as
‘deleting’ a constraint from the working set.) If optimal multipliers occur during the feasibility phase
but the sum of infeasibilities is nonzero, there is no feasible point and the function terminates
immediately with fail:code ¼ NW NOT FEASIBLE (see Section 6).

The special form (6) of the working set allows the multiplier vector �, the solution of (9), to be written
in terms of the vector

d ¼ g
0

� �
� A �I
� �T

	 ¼ g�AT	
	

� �
; ð10Þ

where 	 satisfies the equations BT	 ¼ gB, and gB denotes the basic elements of g. The elements of 	
are the Lagrange multipliers �j associated with the equality constraints Ax� s ¼ 0. The vector dN of
nonbasic elements of d consists of the Lagrange multipliers �j associated with the upper and lower
bound constraints in the working set. The vector dS of superbasic elements of d is the reduced gradient
gZ in (8). The vector dB of basic elements of d is zero, by construction. (The Euclidean norm of dS and
the final values of dS , g and 	 are the quantities Norm rg, Reduced Gradnt, Obj Gradient and Dual
Activity in the detailed printed output; see Section 12.3.)

If the reduced gradient is not zero, Lagrange multipliers need not be computed and the search direction
is given by p ¼ ZpZ (see (7) and (11)). The step length is chosen to maintain feasibility with respect to
the satisfied constraints.
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There are two possible choices for pZ, depending on whether or not HZ is singular. If HZ is
nonsingular, R is nonsingular and pZ in (4) is computed from the equations

RTRpZ ¼ �gZ; ð11Þ

where gZ is the reduced gradient at x. In this case, x; sð Þ þ p is the minimizer of the objective function
subject to the working set constraints being treated as equalities. If x; sð Þ þ p is feasible, � is defined to
be unity. In this case, the reduced gradient at �x; �sð Þ will be zero, and Lagrange multipliers are computed
at the next iteration. Otherwise, � is set to �M, the step to the ‘nearest’ constraint along p. This
constraint is added to the working set at the next iteration.

If HZ is singular, then R must also be singular, and an inertia-controlling strategy is used to ensure that
only the last diagonal element of R is zero. (See Gill et al. (1991) for a discussion of a similar strategy
for indefinite quadratic programming.) In this case, pZ satisfies

pTZHZpZ ¼ 0 and gTZpZ � 0; ð12Þ

which allows the objective function to be reduced by any step of the form x; sð Þ þ �p, where � > 0.
The vector p ¼ ZpZ is a direction of unbounded descent for the QP problem in the sense that the QP
objective is linear and decreases without bound along p. If no finite step of the form x; sð Þ þ �p (where
� > 0) reaches a constraint not in the working set, the QP problem is unbounded and the function
terminates immediately with fail:code ¼ NE UNBOUNDED (see Section 6). Otherwise, � is defined as
the maximum feasible step along p and a constraint active at x; sð Þ þ �p is added to the working set for
the next iteration.

11.4 Miscellaneous

If the basis matrix is not chosen carefully, the condition of the null space matrix Z in (7) could be
arbitrarily high. To guard against this, the function implements a ‘basis repair’ feature in which the
LUSOL package (see Gill et al. (1987)) is used to compute the rectangular factorization

B S
� �T ¼ LU; ð13Þ

returning just the permutation P that makes PLPT unit lower triangular. The pivot tolerance is set to
require PLPTj jij � 2, and the permutation is used to define P in (6). It can be shown that Zk k is likely
to be little more than unity. Hence, Z should be well conditioned regardless of the condition of W . This
feature is applied at the beginning of the optimality phase if a potential B� S ordering is known.

The EXPAND procedure (see Gill et al. (1989)) is used to reduce the possibility of cycling at a point
where the active constraints are nearly linearly dependent. Although there is no absolute guarantee that
cycling will not occur, the probability of cycling is extremely small (see Hall and McKinnon (1996)).
The main feature of EXPAND is that the feasibility tolerance is increased at the start of every iteration.
This allows a positive step to be taken at every iteration, perhaps at the expense of violating the bounds
on x; sð Þ by a small amount.

Suppose that the value of the optional parameter options:ftol (see Section 12.2) is �. Over a period of
K iterations (where K is the value of the optional parameter options:reset ftol; see Section 12.2), the
feasibility tolerance actually used by nag_opt_sparse_convex_qp (e04nkc) (i.e., the working feasibility
tolerance) increases from 0:5� to � (in steps of 0:5�=K).

At certain stages the following ‘resetting procedure’ is used to remove small constraint infeasibilities.
First, all nonbasic variables are moved exactly onto their bounds. A count is kept of the number of non-
trivial adjustments made. If the count is nonzero, the basic variables are recomputed. Finally, the
working feasibility tolerance is reinitialized to 0:5�.

If a problem requires more than K iterations, the resetting procedure is invoked and a new cycle of
iterations is started. (The decision to resume the feasibility phase or optimality phase is based on
comparing any constraint infeasibilities with �.)

The resetting procedure is also invoked when nag_opt_sparse_convex_qp (e04nkc) reaches an
apparently optimal, infeasible or unbounded solution, unless this situation has already occurred twice. If
any non-trivial adjustments are made, iterations are continued.
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The EXPAND procedure not only allows a positive step to be taken at every iteration, but also provides
a potential choice of constraints to be added to the working set. All constraints at a distance � (where
� � �M) along p from the current point are then viewed as acceptable candidates for inclusion in the
working set. The constraint whose normal makes the largest angle with the search direction is added to
the working set. This strategy helps keep the basis matrix B well conditioned.

12 Optional Parameters

A number of optional input and output arguments to nag_opt_sparse_convex_qp (e04nkc) are available
through the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning
an appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_sparse_convex_qp
(e04nkc); the default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, then this must
be done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).

12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_sparse_convex_qp (e04nkc) together with their default values where relevant. The number �
is a generic notation for machine precision (see nag_machine_precision (X02AJC)).

Nag_Start start Nag Cold

Boolean list Nag_TRUE

Nag_PrintType print_level Nag_Soln_Iter

char outfile[80] stdout

void (*print_fun)() NULL

char prob_name[9] 'n0'
char obj_name[9] 'n0'
char rhs_name[9] 'n0'
char range_name[9] 'n0'
char bnd_name[9] 'n0'
char **crnames NULL

Boolean minimize Nag_TRUE

Integer max_iter max 50; 5 nþmð Þð Þ
Nag_CrashType crash Nag CrashTwice

double crash_tol 0.1

Nag_ScaleType scale Nag ExtraScale

double scale_tol 0.9

double optim_tol max 10�6;
ffiffi
�
p� �

double ftol max 10�6;
ffiffi
�
p� �

Integer reset_ftol 10000
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Integer fcheck 60

Integer factor_freq 100

Integer partial_price 10

double pivot_tol �0:67

double lu_factor_tol 100.0

double lu_update_tol 10.0

double lu_sing_tol �0:67

Integer max_sb min ncolhþ 1nð Þ

double inf_bound 1020

double inf_step max options:inf bound; 1020
� �

Integer *state size nþm

double *lambda size nþm

Integer nsb

Integer iter

Integer nf

12.2 Description of the Optional Parameters

start – Nag_Start Default ¼ Nag Cold

On entry: specifies how the initial working set is to be chosen.

options:start ¼ Nag Cold
An internal Crash procedure will be used to choose an initial basis matrix, B.

options:start ¼ Nag Warm
You must provide a valid definition of every array element of the optional parameter
options:state (see below), probably obtained from a previous call of nag_opt_sparse_convex_qp
(e04nkc), while, for QP problems, the optional parameter options:nsb (see below) must retain its
value from a previous call.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_sparse_convex_qp
(e04nkc) will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_sparse_convex_qp (e04nkc). The following
values are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds
80 characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds
80 characters).
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Nag Soln Iter Full As Nag Soln Iter Long with the matrix statistics (initial status of rows and
columns, number of elements, density, biggest and smallest elements, etc.),
f a c t o r s r e s u l t i n g f r o m t h e s c a l i n g p r o c e d u r e ( i f
options:scale ¼ Nag RowColScale or Nag ExtraScale; see below), basis
factorization statistics and details of the initial basis resulting from the Crash
procedure (if options:start ¼ Nag Cold).

Details of each level of results printout are described in Section 12.3.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter, Nag Iter Long,
Nag Soln Iter Long or Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 12.3.1 below for further details.

prob name – const char Default: options:prob name½0� ¼ n0
obj name – const char Default: options:obj name½0� ¼ n0
rhs name – const char Default: options:rhs name½0� ¼ n0
range name – const char Default: options:range name½0� ¼ n0
bnd name – const char Default: options:bnd name½0� ¼ n0
On entry: these options contain the names associated with the so-called MPSX form of the problem.
The arguments contain, respectively, the names of: the problem; the objective (or free) row; the
constraint right-hand side; the ranges, and the bounds. They are used in the detailed output when
optional parameter options:print level ¼ Nag Soln Iter Full.

crnames – char ** Default ¼ NULL

On entry: if options:crnames is not NULL then it must point to an array of nþm character strings
with maximum string length 8, containing the names of the columns and rows (i.e., variables and
constraints) of the problem. Thus, options:crnames½j � 1� contains the name of the jth column
(variable), for j ¼ 1; 2; . . . ;n, and options:crnames½nþ i � 1� contains the names of the ith row
(constraint), for i ¼ 1; 2; . . . ;m. If supplied, the names are used in the solution output (see Section 5.1
and Section 12.3).

minimize – Nag_Boolean Default ¼ Nag TRUE

On entry: options:minimize specifies the required direction of optimization. It applies to both linear
and nonlinear terms (if any) in the objective function. Note that if two problems are the same except
that one minimizes f xð Þ and the other maximizes �f xð Þ, their solutions will be the same but the signs
of the dual variables 	i and the reduced gradients dj (see Section 11.3) will be reversed.

max iter – Integer Default ¼ max 50; 5 nþmð Þð Þ
On entry: options:max iter specifies the maximum number of iterations allowed before termination.

If you wish to check that a call to nag_opt_sparse_convex_qp (e04nkc) is correct before attempting to
solve the problem in full then options:max iter may be set to 0. No iterations will then be performed
but all initialization prior to the first iteration will be done and a listing of argument settings will be
output, if optional parameter options:list ¼ Nag TRUE (the default setting).

Constraint: options:max iter 	 0.
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crash – Nag_CrashType Default ¼ Nag CrashTwice

This option does not apply when optional parameter options:start ¼ Nag Warm.

On entry: if options:start ¼ Nag Cold, and internal Crash procedure is used to select an initial basis
from various rows and columns of the constraint matrix A �I

� �
. The value of options:crash

determines which rows and columns are initially eligible for the basis, and how many times the Crash
procedure is called.

If options:crash ¼ Nag NoCrash, the all-slack basis B ¼ �I is chosen.

options:crash ¼ Nag CrashOnce
The Crash procedure is called once (looking for a triangular basis in all rows and columns of the
linear constraint matrix A).

options:crash ¼ Nag CrashTwice
The Crash procedure is called twice (looking at any equality constraints first followed by any
inequality constraints).

If options:crash ¼ Nag CrashOnce or Nag CrashTwice, certain slacks on inequality rows are selected
for the basis first. (If options:crash ¼ Nag CrashTwice, numerical values are used to exclude slacks
that are close to a bound.) The Crash procedure then makes several passes through the columns of A,
searching for a basis matrix that is essentially triangular. A column is assigned to ‘pivot’ on a particular
row if the column contains a suitably large element in a row that has not yet been assigned. (The pivot
elements ultimately form the diagonals of the triangular basis.) For remaining unassigned rows, slack
variables are inserted to complete the basis.

Constraint: options:crash ¼ Nag NoCrash, Nag CrashOnce or Nag CrashTwice.

crash tol – double Default ¼ 0:1

On entry: options:crash tol allows the Crash procedure to ignore certain ‘small’ nonzero elements in
the constraint matrix A while searching for a triangular basis. For each column of A, if amax is the
largest element in the column, other nonzeros in that column are ignored if they are less than (or equal
to) amax � options:crash tol.

When options:crash tol > 0, the basis obtained by the Crash procedure may not be strictly triangular,
but it is likely to be nonsingular and almost triangular. The intention is to obtain a starting basis with
more column variables and fewer (arbitrary) slacks. A feasible solution may be reached earlier for some
problems.

Constraint: 0:0 � options:crash tol < 1:0.

scale – Nag_ScaleType Default ¼ Nag ExtraScale

On entry: this option enables the scaling of the variables and constraints using an iterative procedure
due to Fourer (1982), which attempts to compute row scales ri and column scales cj such that the
scaled matrix coefficients �aij ¼ aij � cj=ri

� �
are as close as possible to unity. This may improve the

overall efficiency of the function on some problems. (The lower and upper bounds on the variables and
slacks for the scaled problem are redefined as �lj ¼ lj=cj and �uj ¼ uj=cj respectively, where cj � rj�n if
j > n.)

options:scale ¼ Nag NoScale
No scaling is performed.

options:scale ¼ Nag RowColScale
All rows and columns of the constraint matrix A are scaled.

options:scale ¼ Nag ExtraScale
An additional scaling is performed that may be helpful when the solution x is large; it takes into
account columns of A �I

� �
that are fixed or have positive lower bounds or negative upper

bounds.

Constraint: options:scale ¼ Nag NoScale, Nag RowColScale or Nag ExtraScale.
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scale tol – double Default ¼ 0:9

This option does not apply when optional parameter options:scale ¼ Nag NoScale.

On entry: options:scale tol is used to control the number of scaling passes to be made through the
constraint matrix A. At least 3 (and at most 10) passes will be made. More precisely, let ap denote the
largest column ratio (i.e., ('biggest' element)/('smallest' element) in some sense) after the pth scaling
pass through A. The scaling procedure is terminated if ap 	 ap�1 � options:scale tol for some p 	 3.
Thus, increasing the value of options:scale tol from 0.9 to 0.99 (say) will probably increase the number
of passes through A.

Constraint: 0:0 < options:scale tol < 1:0.

optim tol – double Default ¼ max 10�6;
ffiffi
�
p� �

On entry: options:optim tol is used to judge the size of the reduced gradients dj ¼ gj � 	Taj. By
definition, the reduced gradients for basic variables are always zero. Optimality is declared if the
reduced gradients for any nonbasic variables at their lower or upper bounds satisfy
�options:optim tol�max 1; 	j jð Þ � dj � options:optim tol�max 1; 	j jð Þ, a n d i f
dj
		 		 � options:optim tol�max 1; 	j jð Þ for any superbasic variables.

Constraint: options:optim tol 	 �.

ftol – double Default ¼ max 10�6;
ffiffi
�
p� �

On entry: options:ftol defines the maximum acceptable absolute violation in each constraint at a
‘feasible’ point (including slack variables). For example, if the variables and the coefficients in the
linear constraints are of order unity, and the latter are correct to about 6 decimal digits, it would be
appropriate to specify options:ftol as 10�6.

nag_opt_sparse_convex_qp (e04nkc) attempts to find a feasible solution before optimizing the objective
function. If the sum of infeasibilities cannot be reduced to zero, the problem is assumed to be
infeasible. Let Sinf be the corresponding sum of infeasibilities. If Sinf is quite small, it may be
appropriate to raise options:ftol by a factor of 10 or 100. Otherwise, some error in the data should be
suspected. Note that nag_opt_sparse_convex_qp (e04nkc) does not attempt to find the minimum value
of Sinf.

If the constraints and variables have been scaled (see optional parameter options:scale above), then
feasibility is defined in terms if the scaled problem (since it is more likely to be meaningful).

Constraint: options:ftol 	 �.

reset ftol – Integer Default ¼ 5

On entry: this option is part of an anti-cycling procedure designed to guarantee progress even on highly
degenerate problems (see Section 11.4).

For LP problems, the strategy is to force a positive step at every iteration, at the expense of violating
the constraints by a small amount. Suppose that the value of the optional parameter options:ftol is �.
Over a period of options:reset ftol iterations, the feasibility tolerance actually used by
nag_opt_sparse_convex_qp (e04nkc) (i.e., the working feasibility tolerance) increases from 0:5� to �
(in steps of 0:5�=options:reset ftol).

For QP problems, the same procedure is used for iterations in which there is only one superbasic
variable. (Cycling can only occur when the current solution is at a vertex of the feasible region.) Thus,
zero steps are allowed if there is more than one superbasic variable, but otherwise positive steps are
enforced.

Increasing the value of options:reset ftol helps reduce the number of slightly infeasible nonbasic basic
variables (most of which are eliminated during the resetting procedure). However, it also diminishes the
freedom to choose a large pivot element (see options:pivot tol below).

Constraint: 0 < options:reset ftol < 10000000.
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fcheck – Integer Default ¼ 60

On entry: every options:fcheckth iteration after the most recent basis factorization, a numerical test is
made to see if the current solution x; sð Þ satisfies the linear constraints Ax� s ¼ 0. If the largest
element of the residual vector r ¼ Ax� s is judged to be too large, the current basis is refactorized and
the basic variables recomputed to satisfy the constraints more accurately.

Constraint: options:fcheck 	 1.

factor freq – Integer Default ¼ 100

On entry: at most options:factor freq basis changes will occur between factorizations of the basis
matrix. For LP problems, the basis factors are usually updated at every iteration. For QP problems,
fewer basis updates will occur as the solution is approached. The number of iterations between basis
factorizations will therefore increase. During these iterations a test is made regularly according to the
value of optional parameter options:fcheck to ensure that the linear constraints Ax� s ¼ 0 are
satisfied. If necessary, the basis will be refactorized before the limit of options:factor freq updates is
reached.

Constraint: options:factor freq 	 1.

partial price – Integer Default ¼ 10

This option does not apply to QP problems.

On entry: this option is recommended for large FP or LP problems that have significantly more
variables than constraints (i.e., n� m). It reduces the work required for each pricing operation (i.e.,
when a nonbasic variable is selected to enter the basis). If options:partial price ¼ 1, all columns of the
constraint matrix A �I

� �
are searched. If options:partial price > 1, A and �I are partitioned to

give options:partial price roughly equal segments Aj ; Kj , for j ¼ 1; 2; . . . ; p (modulo p). If the
previous pricing search was successful on Aj�1; Kj�1, the next search begins on the segments Aj;Kj. If
a reduced gradient is found that is larger than some dynamic tolerance, the variable with the largest
such reduced gradient (of appropriate sign) is selected to enter the basis. If nothing is found, the search
continues on the next segments Ajþ1; Kjþ1, and so on.

Constraint: options:partial price 	 1.

pivot tol – double Default ¼ �0:67

On entry: options:pivot tol is used to prevent columns entering the basis if they would cause the basis
to become almost singular.

Constraint: options:pivot tol > 0:0.

lu factor tol – double Default ¼ 100:0
lu update tol – double Default ¼ 10:0

On entry: options:lu factor tol and options:lu update tol affect the stability and sparsity of the basis
factorization B ¼ LU , during refactorization and updates respectively. The lower triangular matrix L is
a product of matrices of the form

1
� 1

� �
where the multipliers � will satisfy �j j < options:lu factor tol during refactorization or
�j j < options:lu update tol during update. The default values of options:lu factor tol and
options:lu update tol usually strike a good compromise between stability and sparsity. For large and
relatively dense problems, setting options:lu factor tol and options:lu update tol to 25 (say) may give
a marked improvement in sparsity without impairing stability to a serious degree. Note that for band
matrices it may be necessary to set options:lu factor tol in the range 1 � options:lu factor tol < 2 in
order to achieve stability.
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Constraints:

options:lu factor tol 	 1:0;
options:lu update tol 	 1:0.

lu sing tol – double Default ¼ �0:67

On entry: options:lu sing tol defines the singularity tolerance used to guard against ill conditioned basis
matrices. Whenever the basis is refactorized, the diagonal elements of U are tested as follows. If
ujj
		 		 � options:lu sing tol or ujj

		 		 < options:lu sing tol�max
i

uij
		 		, the jth column of the basis is

replaced by the corresponding slack variable.

Constraint: options:lu sing tol > 0:0.

max sb – Integer Default ¼ min ncolhþ 1;nð Þ
This option does not apply to FP or LP problems.

On entry: options:max sb places an upper bound on the number of variables which may enter the set of
superbasic variables (see Section 11.2). If the number of superbasics exceeds this bound then
nag_opt_sparse_convex_qp (e04nkc) will terminate with fail:code ¼ NE HESS TOO BIG. In effect,
options:max sb specifies ‘how nonlinear’ the QP problem is expected to be.

Constraint: options:max sb > 0.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly
any lower bound less than or equal to �options:inf bound will be regarded as �1).

Constraint: options:inf bound > 0:0.

inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: options:inf step specifies the magnitude of the change in variables that will be considered a
step to an unbounded solution. (Note that an unbounded solution can occur only when the Hessian is
not positive definite.) If the change in x during an iteration would exceed the value of options:inf step,
the objective function is considered to be unbounded below in the feasible region.

Constraint: options:inf step > 0:0.

state – Integer * Default memory ¼ nþm

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþm values of memory will be automatically allocated by nag_opt_sparse_convex_qp (e04nkc).

If the option options:start ¼ Nag Warm has been chosen, options:state must point to a minimum of
nþm elements of memory. This memory will already be available if the options structure has been
used in a previous call to nag_opt_sparse_convex_qp (e04nkc) from the calling program, with
options:start ¼ Nag Cold and the same values of n and m. If a previous call has not been made you
must allocate sufficient memory.

If you supply a options:state vector and options:start ¼ Nag Cold, then the first n elements of
options:state must specify the initial states of the problem variables. (The slacks s need not be
initialized.) An internal Crash procedure is then used to select an initial basis matrix B. The initial basis
matrix will be triangular (neglecting certain small elements in each column). It is chosen from various
rows and columns of A �I

� �
. Possible values for options:state½j � 1�, for j ¼ 1; 2; . . . ; n, are:

options:state½j� State of xs½j� during Crash procedure

0 or 1 Eligible for the basis
2 Ignored
3 Eligible for the basis (given preference over 0 or 1)

4 or 5 Ignored
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If nothing special is known about the problem, or there is no wish to provide special information, you
may set options:state½j� ¼ 0 (and xs½j� ¼ 0:0), for j ¼ 0; 1; . . . ; n� 1. All variables will then be eligible
for the initial basis. Less trivially, to say that the jth variable will probably be equal to one of its
bounds, you should set options:state½j� ¼ 4 and xs½j� ¼ bl½j� or options:state½j� ¼ 5 and xs½j� ¼ bu½j� as
appropriate.

Following the Crash procedure, variables for which options:state½j� ¼ 2 are made superbasic. Other
variables not selected for the basis are then made nonbasic at the value xs½j� if bl½j� � xs½j� � bu½j�, or
at the value bl½j� or bu½j� closest to xs½j�.
When options:start ¼ Nag Warm, options:state and xs must specify the initial states and values,
respectively, of the variables and slacks x; sð Þ. If nag_opt_sparse_convex_qp (e04nkc) has been called
previously with the same values of n and m, options:state already contains satisfactory information.

Constraints:

0 � options:state½j� � 5 if options:start ¼ Nag Cold, for j ¼ 0; 1; . . . ; n� 1;
0 � options:state½j� � 3 if options:start ¼ Nag Warm, for j ¼ 0; 1; . . . ; nþm� 1.

On exit: the final states of the variables and slacks x; sð Þ. The significance of each possible value of
options:state is as follows:

options:state½j� State of variable j Normal value of xs½j�
0 Nonbasic bl½j�
1 Nonbasic bu½j�
2 Superbasic Between bl½j� and bu½j�
3 Basic Between bl½j� and bu½j�

If the problem is feasible (i.e., ninf ¼ 0), basic and superbasic variables may be outside their bounds by
as much as optional parameter options:ftol. Note that unless the optional parameter
options:scale ¼ Nag NoScale, options:ftol applies to the variables of the scaled problem. In this case,
the variables of the original problem may be as much as 0.1 outside their bounds, but this is unlikely
unless the problem is very badly scaled.

Very occasionally some nonbasic variables may be outside their bounds by as much as options:ftol, and
there may be some nonbasic variables for which xs½j� lies strictly between its bounds.

If the problem is infeasible (i.e., ninf > 0), some basic and superbasic variables may be outside their
bounds by an arbitrary amount (bounded by sinf if options:scale ¼ Nag NoScale).

lambda – double * Default memory ¼ nþm

On entry: nþm values of memory will be automatically allocated by nag_opt_sparse_convex_qp
(e04nkc) and this is the recommended method of use of options:lambda. However you may supply
memory from the calling program.

On exit: the values of the multipliers for each constraint with respect to the current working set. The
first n elements contain the multipliers (reduced costs) for the bound constraints on the variables, and
the next m elements contain the Lagrange multipliers (shadow prices) for the general linear constraints.

nsb – Integer

On entry: nS , the number of superbasics. For QP problems, options:nsb need not be specified if
optional parameter options:start ¼ Nag Cold, but must retain its value from a previous call when
options:start ¼ Nag Warm. For FP and LP problems, options:nsb is not referenced.

Constraint: options:nsb 	 0.

On exit: the final number of superbasics. This will be zero for FP and LP problems.

iter – Integer

On exit: the total number of iterations performed.
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nf – Integer

On exit: the number of times the product Hx has been calculated (i.e., number of calls of qphx).

12.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list and
options:print level (see Section 12.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_sparse_convex_qp (e04nkc) are listed, whereas the printout of results is governed by the value
of options:print level. The default of options:print level ¼ Nag Soln Iter provides a single short line
of output at each iteration and the final result. This section describes all of the possible levels of results
printout available from nag_opt_sparse_convex_qp (e04nkc).

When options:print level ¼ Nag Iter or Nag Soln Iter the output produced at each iteration is as
desc r ibed in Sec t ion 5 .1 . I f options:print level ¼ Nag Iter Long, Nag Soln Iter Long or
Nag Soln Iter Full the following, more detailed, line of output is produced at every iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Itn is the iteration count.

pp is the partial price indicator. The variable selected by the last pricing operation came
from the ppth partition of A and �I. Note that pp is reset to zero whenever the
basis is refactorized.

dj is the value of the reduced gradient (or reduced cost) for the variable selected by the
pricing operation at the start of the current iteration.

+S is the variable selected by the pricing operation to be added to the superbasic set.

-S is the variable chosen to leave the superbasic set.

-B is the variable removed from the basis (if any) to become nonbasic.

-B is the variable chosen to leave the set of basics (if any) in a special basic $
superbasic swap. The entry under -S has become basic if this entry is nonzero, and
nonbasic otherwise. The swap is done to ensure that there are no superbasic slacks.

Step is the value of the steplength � taken along the computed search direction p. The
variables x have been changed to xþ �p. If a variable is made superbasic during
the current iteration (i.e., +S is positive), Step will be the step to the nearest bound.
During the optimality phase, the step can be greater than unity only if the reduced
Hessian is not positive definite.

Pivot is the rth element of a vector y satisfying By ¼ aq whenever aq (the qth column of
the constraint matrix A �I

� �
) replaces the rth column of the basis matrix B.

Wherever possible, Step is chosen so as to avoid extremely small values of Pivot
(since they may cause the basis to be nearly singular). In extreme cases, it may be
necessary to increase the value of the optional parameter options:pivot tol (default
value ¼ �0:67, where � is the machine precision; see Section 12.2) to exclude very
small elements of y from consideration during the computation of Step.

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective is the current value of the objective function. If x is not feasible, Sinf gives the
sum of magnitudes of constraint violations. If x is feasible, Objective is the value
of the objective function. The output line for the final iteration of the feasibility
phase (i.e., the first iteration for which Ninf is zero) will give the value of the true
objective at the first feasible point.

During the optimality phase, the value of the objective function will be non-
increasing. During the feasibility phase, the number of constraint infeasibilities will
not increase until either a feasible point is found, or the optimality of the multipliers
implies that no feasible point exists.
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L is the number of nonzeros in the basis factor L. Immediately after a basis
factorization B ¼ LU , this is lenL, the number of subdiagonal elements in the
columns of a lower triangular matrix. Further nonzeros are added to L when various
columns of B are later replaced. (Thus, L increases monotonically.)

U is the number of nonzeros in the basis factor U. Immediately after a basis
factorization, this is lenU, the number of diagonal and superdiagonal elements in the
rows of an upper triangular matrix. As columns of B are replaced, the matrix U is
maintained explicitly (in sparse form). The value of U may fluctuate up or down; in
general, it will tend to increase.

Ncp is the number of compressions required to recover workspace in the data structure
for U. This includes the number of compressions needed during the previous basis
factorization. Normally, Ncp should increase very slowly. If it does not,
nag_opt_sparse_convex_qp (e04nkc) will attempt to expand the internal workspace
allocated for the basis factors.

Norm rg is dSk k, the Euclidean norm of the reduced gradient (see Section 11.3). During the
optimality phase, this norm will be approximately zero after a unit step. For FP and
LP problems, Norm rg is not printed.

Ns is the current number of superbasic variables. For FP and LP problems, Ns is not
printed.

Cond Hz is a lower bound on the condition number of the reduced Hessian (see Section 11.2).
The larger this number, the more difficult the problem. For FP and LP problems,
Cond Hz is not printed.

When options:print level ¼ Nag Soln Iter Full the following intermediate printout (< 120 characters)

is produced whenever the matrix B or BS ¼ B S
� �T

is factorized. Gaussian elimination is used to
compute an LU factorization of B or BS, where PLPT is a lower triangular matrix and PUQ is an
upper triangular matrix for some permutation matrices P and Q. The factorization is stabilized in the
manner described under the optional parameter options:lu factor tol (see Section 12.2).

Factorize is the factorization count.

Demand is a code giving the reason for the present factorization as follows:

Code Meaning

0 First LU factorization.
1 Number of updates reached the value of the optional parameter

options:factor freq (see Section 12.2).
2 Excessive nonzeros in updated factors.
7 Not enough storage to update factors.
10 Row residuals too large (see the description for the optional parameter

options:fcheck in Section 12.2).
11 Ill conditioning has caused inconsistent results.

Iteration is the iteration count.

Nonlinear is the number of nonlinear variables in B (not printed if BS is factorized).

Linear is the number of linear variables in B (not printed if BS is factorized).

Slacks is the number of slack variables in B (not printed if BS is factorized).

Elems is the number of nonzeros in B (not printed if BS is factorized).

Density is the percentage nonzero density of B (not printed if BS is factorized). More
precisely, Density ¼ 100� Elems= Nonlinearþ Linearþ Slacksð Þ2.

Compressns is the number of times the data structure holding the partially factorized matrix
needed to be compressed, in order to recover unused workspace.
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Merit is the average Markowitz merit count for the elements chosen to be the diagonals of
PUQ. Each merit count is defined to be c� 1ð Þ r� 1ð Þ, where c and r are the
number of nonzeros in the column and row containing the element at the time it is
selected to be the next diagonal. Merit is the average of m such quantities. It gives
an indication of how much work was required to preserve sparsity during the
factorization.

lenL is the number of nonzeros in L.

lenU is the number of nonzeros in U .

Increase is the percentage increase in the number of nonzeros in L and U relative to the
n u m b e r o f n o n z e r o s i n B. M o r e p r e c i s e l y ,
Increase ¼ 100� lenLþ lenU� Elemsð Þ=Elems.

m is the number of rows in the problem. Note that m ¼ Utþ Ltþ bp.

Ut is the number of triangular rows of B at the top of U .

d1 is the number of columns remaining when the density of the basis matrix being
factorized reached 0.3.

Lmax is the maximum subdiagonal element in the columns of L (not printed if BS is
factorized). This will not exceed the value of the optional parameter
options:lu factor tol.

Bmax is the maximum nonzero element in B (not printed if BS is factorized).

BSmax is the maximum nonzero element in BS (not printed if B is factorized).

Umax is the maximum nonzero element in U , excluding elements of B that remain in U
unchanged. (For example, if a slack variable is in the basis, the corresponding row
of B will become a row of U without modification. Elements in such rows will not
contribute to Umax. If the basis is strictly triangular, none of the elements of B will
contribute, and Umax will be zero.)

Ideally, Umax should not be significantly larger than Bmax. If it is several orders of
magnitude larger, it may be advisable to reset the optional parameter
options:lu factor tol to a value near 1.0. Umax is not printed if BS is factorized.

Umin is the magnitude of the smallest diagonal element of PUQ (not printed if BS is
factorized).

Growth is the value of the ratio Umax=Bmax, which should not be too large.

Providing Lmax is not large (say < 10:0), the ratio max Bmax; Umaxð Þ=Umin is an
estimate of the condition number of B. If this number is extremely large, the basis is
nearly singular and some numerical difficulties could occur in subsequent
computations. (However, an effort is made to avoid near singularity by using
slacks to replace columns of B that would have made Umin extremely small, and the
modified basis is refactorized.)

Growth is not printed if BS is factorized.

Lt is the number of triangular columns of B at the beginning of L.

bp is the size of the ‘bump’ or block to be factorized nontrivially after the triangular
rows and columns have been removed.

d2 is the number of columns remaining when the density of the basis matrix being
factorized reached 0.6.

When options:print level ¼ Nag Soln Iter Full the following lines of intermediate printout (< 80
characters) are produced whenever options:start ¼ Nag Cold (see Section 12.2). They refer to the
number of columns selected by the Crash procedure during each of several passes through A, whilst
searching for a triangular basis matrix.
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Slacks is the number of slacks selected initially.

Free Cols is the number of free columns in the basis.

Preferred is the number of ‘preferred’ columns in the basis (i.e., options:state½j� ¼ 3 for some
j < n).

Unit is the number of unit columns in the basis.

Double is the number of double columns in the basis.

Triangle is the number of triangular columns in the basis.

Pad is the number of slacks used to pad the basis.

When options:print level ¼ Nag Soln Iter Full the following lines of intermediate printout (< 80
characters) are produced, following the final iteration. They refer to the ‘MPSX names’ stored in the
optional parameters options:prob name, options:obj name, options:rhs name, options:range name
and options:bnd name (see Section 12.2).

Name gives the name for the problem (blank if none).

Status gives the exit status for the problem (i.e., Optimal soln, Weak soln, Unbounded,
Infeasible, Excess itns, Error condn or Feasble soln) followed by details of
the direction of the optimization (i.e., (Min) or (Max)).

Objective gives the name of the free row for the problem (blank if none).

RHS gives the name of the constraint right-hand side for the problem (blank if none).

Ranges gives the name of the ranges for the problem (blank if none).

Bounds gives the name of the bounds for the problem (blank if none).

When options:print level ¼ Nag Soln or Nag Soln Iter the final solution printout for each column and
row is as described in Sect ion 5.1. When options:print level ¼ Nag Soln Iter Long or
Nag Soln Iter Full, the following longer lines of final printout (< 120 characters) are produced.

Let aj denote the jth column of A, for j ¼ 1; 2; . . . ; n. The following describes the printout for each
column (or variable).

Number is the column number j. (This is used internally to refer to xj in the intermediate
output.)

Column gives the name of xj.

State gives the state of xj (LL if nonbasic on its lower bound, UL if nonbasic on its upper
bound, EQ if nonbasic and fixed, FR if nonbasic and strictly between its bounds, BS
if basic and SBS if superbasic).

A key is sometimes printed before State to give some additional information about
t h e s t a t e o f xj. N o t e t h a t u n l e s s t h e o p t i o n a l p a r am e t e r
options:scale ¼ Nag NoScale (default value is options:scale ¼ Nag ExtraScale; see
Section 12.2) is specified, the tests for assigning a key are applied to the variables of
the scaled problem.

A Alternative optimum possible. xj is nonbasic, but its reduced gradient is
essentially zero. This means that if xj were allowed to start moving away
from its bound, there would be no change in the value of the objective
function. The values of the basic and superbasic variables might change,
giving a genuine alternative solution. However, if there are any degenerate
variables (labelled D), the actual change might prove to be zero, since one of
them could encounter a bound immediately. In either case, the values of the
Lagrange multipliers might also change.

D Degenerate. xj is basic or superbasic, but it is equal to (or very close to) one
of its bounds.
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I Infeasible. xj is basic or superbasic and is currently violating one of its
bounds by more than the value of the optional parameter options:ftol (default
value ¼ max 10�6;

ffiffi
�
p� �

, where � is the machine precision; see Section 12.2).

N Not precisely optimal. xj is nonbasic or superbasic. If the value of the
reduced gradient for xj exceeds the value of the optional parameter
options:optim tol (default value ¼ max 10�6;

ffiffi
�
p� �

; see Section 12.2), the
solution would not be declared optimal because the reduced gradient for xj
would not be considered negligible.

Activity is the value of xj at the final iterate.

Obj Gradient is the value of gj at the final iterate. For FP problems, gj is set to zero.

Lower Bound i s t h e l ow e r b o u n d s p e c i fi e d f o r xj. ( N o n e i n d i c a t e s t h a t
bl½j� 1� � �options:inf bound, where options:inf bound is the optional para-
meter.)

Upper Bound i s t h e u p p e r b o u n d s p e c ifi e d f o r xj. ( N o n e i n d i c a t e s t h a t
bu½j� 1� 	 options:inf bound.)

Reduced Gradnt is the value of dj at the final iterate (see Section 11.3). For FP problems, dj is set to
zero.

mþ j is the value of mþ j.
Let vi denote the ith row of A, for i ¼ 1; 2; . . . ;m. The following describes the printout for each row
(or constraint).

Number is the value of nþ i. (This is used internally to refer to si in the intermediate
output.)

Row gives the name of vi.

State gives the state of vi (LL if active on its lower bound, UL if active on its upper bound,
EQ if active and fixed, BS if inactive when si is basic and SBS if inactive when si is
superbasic).

A key is sometimes printed before State to give some additional information about
the state of si. Note that unless the optional parameter options:scale ¼ Nag NoScale
(default value is options:scale ¼ Nag ExtraScale; see Section 12.2) is specified, the
tests for assigning a key are applied to the variables of the scaled problem.

A Alternative optimum possible. si is nonbasic, but its reduced gradient is
essentially zero. This means that if si were allowed to start moving away
from its bound, there would be no change in the value of the objective
function. The values of the basic and superbasic variables might change,
giving a genuine alternative solution. However, if there are any degenerate
variables (labelled D), the actual change might prove to be zero, since one of
them could encounter a bound immediately. In either case, the values of the
dual variables (or Lagrange multipliers) might also change.

D Degenerate. si is basic or superbasic, but it is equal to (or very close to) one
of its bounds.

I Infeasible. si is basic or superbasic and is currently violating one of its
bounds by more than the value of the optional parameter options:ftol (default
value ¼ max 10�6;

ffiffi
�
p� �

, where � is the machine precision; see Section 12.2).

N Not precisely optimal. si is nonbasic or superbasic. If the value of the reduced
gradient for si exceeds the value of the optional parameter options:optim tol
(default value ¼ max 10�6;

ffiffi
�
p� �

; see Section 12.2), the solution would not be
declared optimal because the reduced gradient for si would not be considered
negligible.

Activity is the value of vi at the final iterate.
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Slack Activity is the value by which vi differs from its nearest bound. (For the free row (if any), it
is set to Activity.)

Lower Bound i s t h e l o w e r b o u n d s p e c i fi e d f o r vj. N o n e i n d i c a t e s t h a t
bl½nþ j� 1� � �options:inf bound, where options:inf bound is the optional
parameter.

Upper Bound i s t h e u p p e r b o u n d s p e c i fi e d f o r vj. N o n e i n d i c a t e s t h a t
bu½nþ j� 1� 	 options:inf bound.

Dual Activity is the value of the dual variable 	i (the Lagrange multiplier for vi; see Section 11.3).
For FP problems, 	i is set to zero.

i gives the index i of vi.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_sparse_convex_qp (e04nkc) returns to the calling program.

12.3.1Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

The rest of this section can be skipped if you wish to use the default printing facilities.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_sparse_convex_qp (e04nkc). Calls to the user-defined function are
again controlled by means of the options:print level member. Information is provided through st and
comm, the two structure arguments to options:print fun.

If comm!it prt ¼ Nag TRUE then the results from the last iteration of nag_opt_sparse_convex_qp
(e04nkc) are provided through st . Note that options:print fun will be called with
comm!it prt ¼ Nag TRUE only if options:print level ¼ Nag Iter, Nag Iter Long, Nag Soln Iter,
Nag Soln Iter Long or Nag Soln Iter Full.

The following members of st are set:

iter – Integer

The iteration count.

qp – Nag_Boolean

Nag_TRUE if a QP problem is being solved; Nag_FALSE otherwise.

pprice – Integer

The partial price indicator.

rgval – double

The value of the reduced gradient (or reduced cost) for the variable selected by the pricing
operation at the start of the current iteration.

sb_add – Integer

The variable selected to enter the superbasic set.

sb_leave – double

The variable chosen to leave the superbasic set.

b_leave – Integer

The variable chosen to leave the basis (if any) to become nonbasic.
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bswap_leave – Integer

The variable chosen to leave the basis (if any) in a special basic $ superbasic swap.

step – double

The step length taken along the computed search direction.

pivot – double

The rth element of a vector y satisfying By ¼ aq whenever aq (the qth column of the constraint
matrix A �I

� �
) replaces the rth column of the basis matrix B.

ninf – Integer

The number of violated constraints or infeasibilities.

f – double

The current value of the objective function if st!ninf is zero; otherwise, the sum of the
magnitudes of constraint violations.

nnz_l – Integer

The number of nonzeros in the basis factor L.

nnz_u – Integer

The number of nonzeros in the basis factor U.

ncp – Integer

The number of compressions of the basis factorization workspace carried out so far.

norm_rg – double

The Euclidean norm of the reduced gradient at the start of the current iteration. This value is
meaningful only if st!qp ¼ Nag TRUE.

nsb – Integer

The number of superbasic variables. This value is meaningful only if st!qp ¼ Nag TRUE.

cond_hz – double

A lower bound on the condition number of the reduced Hessian. This value is meaningful only if
st!qp ¼ Nag TRUE.

If comm!sol prt ¼ Nag TRUE then the final results for one row or column are provided through st.
Note tha t options:print fun wil l be ca l l ed wi th comm!sol prt ¼ Nag TRUE only i f
options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Long or Nag Soln Iter Full. The follow-
ing members of st are set (note that options:print fun is called repeatedly, for each row and column):

m – Integer

The number of rows (or general constraints) in the problem.

n – Integer

The number of columns (or variables) in the problem.

col – Nag_Boolean

Nag_TRUE if column information is being provided; Nag_FALSE if row information is being
provided.

index – Integer

If st!col ¼ Nag TRUE then st!index is the index j (in the range 1 � j � n) of the current
column (variable) for which the remaining members of st, as described below, are set.

If st!col ¼ Nag FALSE then st!index is the index i (in the range 1 �i � m) of the current
row (constraint) for which the remaining members of st, as described below, are set.
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name – char *

The name of row i or column j.

sstate – char *

st!sstate is a character string describing the state of row i or column j. This may be "LL",
"UL", "EQ", "FR", "BS" or "SBS". The meaning of each of these is described in Section 12.3
(State).

key – char *

st!key is a character string which gives additional information about the current row or column.
The possible values of st!key are: " ", "A", "D", "I" or "N". The meaning of each of these is
described in Section 12.3 (State).

val – double

The activity of row i or column j at the final iterate.

blo – double

The lower bound on row i or column j.

bup – double

The upper bound on row i or column j.

lmult – double

The value of the Lagrange multiplier associated with the current row or column (i.e., the dual
activity 	i for a row, or the reduced gradient dj for a column) at the final iterate.

objg – double

The value of the objective gradient gj at the final iterate. st!objg is meaningful only when
st!col ¼ Nag TRUE and should not be accessed otherwise. It is set to zero for FP problems.

The relevant members of the structure comm are:

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the result of the current iteration.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the final result.

user – double
iuser – Integer
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_sparse_convex_qp (e04nkc) or during a call to qphess or
options:print fun. The type Pointer will be void * with a C compiler that defines void *
and char * otherwise.
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NAG Library Function Document

nag_opt_sparse_convex_qp_init (e04npc)

1 Purpose

nag_opt_sparse_convex_qp_init (e04npc) is used to initialize the function nag_opt_sparse_convex_qp_
solve (e04nqc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_init (Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_init (e04npc) initializes the structure state for the function nag_opt_spar
se_convex_qp_solve (e04nqc).

4 References

None.

5 Arguments

1: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

2: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_init (e04npc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_opt_sparse_convex_qp_init (e04npc) is negligible.

10 Example

See Section 10 in nag_opt_sparse_convex_qp_solve (e04nqc) and nag_opt_sparse_convex_qp_option_
set_file (e04nrc).
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NAG Library Function Document

nag_opt_sparse_convex_qp_solve (e04nqc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm, to Section 12 for a detailed
description of the specification of the optional parameters and to Section 13 for a detailed description
of the monitoring information produced by the function.

1 Purpose

nag_opt_sparse_convex_qp_solve (e04nqc) solves sparse linear programming or convex quadratic
programming problems. The initialization function nag_opt_sparse_convex_qp_init (e04npc) must have
been called before calling nag_opt_sparse_convex_qp_solve (e04nqc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_solve (Nag_Start start,

void (*qphx)(Integer ncolh, const double x[], double hx[],
Integer nstate),

Integer m, Integer n, Integer ne, Integer nname, Integer lenc,
Integer ncolh, Integer iobj, double objadd, const char *prob,
const double acol[], const Integer inda[], const Integer loca[],
const double bl[], const double bu[], const double c[],
const char *names[], const Integer helast[], Integer hs[], double x[],
double pi[], double rc[], Integer *ns, Integer *ninf, double *sinf,
double *obj, Nag_E04State *state, Nag_Comm *comm, NagError *fail)

Before calling nag_opt_sparse_convex_qp_solve (e04nqc) or one of the option setting functions

nag_opt_sparse_convex_qp_option_set_file (e04nrc)

nag_opt_sparse_convex_qp_option_set_string (e04nsc)

nag_opt_sparse_convex_qp_option_set_integer (e04ntc) or

nag_opt_sparse_convex_qp_option_set_double (e04nuc),

nag_opt_sparse_convex_qp_init (e04npc) must be called.

The specification for nag_opt_sparse_convex_qp_init (e04npc) is:

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_init (Nag_E04State *state, NagError *fail)

After calling nag_opt_sparse_convex_qp_solve (e04nqc) you can call one or both of the functions

nag_opt_sparse_convex_qp_option_get_integer (e04nxc) or

nag_opt_sparse_convex_qp_option_get_double (e04nyc)

to obtain the current value of an optional parameter.

e04 – Minimizing or Maximizing a Function e04nqc

Mark 26 e04nqc.1



3 Description

nag_opt_sparse_convex_qp_solve (e04nqc) is designed to solve large-scale linear or quadratic
programming problems of the form:

minimize
x2Rn

f xð Þ subject to l � x
Ax

� �
� u; ð1Þ

where x is an n-vector of variables, l and u are constant lower and upper bounds, A is an m by n
sparse matrix and f xð Þ is a linear or quadratic objective function that may be specified in a variety of
ways, depending upon the particular problem being solved. The optional parameter Maximize may be
used to specify a problem in which f xð Þ is maximized instead of minimized.

Upper and lower bounds are specified for all variables and constraints. This form allows full generality
in specifying various types of constraint. In particular, the jth constraint may be defined as an equality
by setting lj ¼ uj. If certain bounds are not present, the associated elements of l or u may be set to
special values that are treated as �1 or þ1.

The possible forms for the function f xð Þ are summarised in Table 1. The most general form for f xð Þ is

f xð Þ ¼ q þ cTxþ 1

2
xTHx ¼ q þ

Xn
j¼1

cjxj þ
1

2

Xn
i¼1

Xn
j¼1

xiHijxj

where q is a constant, c is a constant n-vector and H is a constant symmetric n by n matrix with
elements Hij

� 
. In this form, f is a quadratic function of x and (1) is known as a quadratic program

(QP). nag_opt_sparse_convex_qp_solve (e04nqc) is suitable for all convex quadratic programs. The
defining feature of a convex QP is that the matrix H must be positive semidefinite, i.e., it must satisfy
xTHx 	 0 for all x. If not, f xð Þ is nonconvex and nag_opt_sparse_convex_qp_solve (e04nqc) will
terminate with the error indicator fail:code ¼ NE_HESS_INDEF. If f xð Þ is nonconvex it may be more
appropriate to call nag_opt_sparse_nlp_solve (e04vhc) instead.

Problem type Objective function f xð Þ Hessian matrix H

FP Not applicable q ¼ c ¼ H ¼ 0

LP q þ cTx H ¼ 0

QP q þ cTxþ 1
2x

THx Symmetric positive semidefinite

Table 1
Choices for the objective function f xð Þ

If H ¼ 0, then f xð Þ ¼ q þ cTx and the problem is known as a linear program (LP). In this case, rather
than defining an H with zero elements, you can define H to have no columns by setting ncolh ¼ 0 (see
Section 5).

If H ¼ 0, q ¼ 0, and c ¼ 0, there is no objective function and the problem is a feasible point problem
(FP), which is equivalent to finding a point that satisfies the constraints on x. In the situation where no
feasible point exists, several options are available for finding a point that minimizes the constraint
violations (see the description of the optional parameter Elastic Mode).

nag_opt_sparse_convex_qp_solve (e04nqc) is suitable for large LPs and QPs in which the matrix A is
sparse, i.e., when the number of zero elements is sufficiently large that it is worthwhile using
algorithms which avoid computations and storage involving zero elements. The matrix A is input to
nag_opt_sparse_convex_qp_solve (e04nqc) by means of the three array arguments acol, inda and loca.
This allows you to specify the pattern of nonzero elements in A.

nag_opt_sparse_convex_qp_solve (e04nqc) exploits structure in H by requiring H to be defined
implicitly in a function that computes the product Hx for any given vector x. In many cases, the
product Hx can be computed very efficiently for any given x, e.g., H may be a sparse matrix, or a sum
of matrices of rank-one.
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For problems in which A can be treated as a dense matrix, it is usually more efficient to use nag_opt_lp
(e04mfc), nag_opt_lin_lsq (e04ncc) or nag_opt_qp (e04nfc).

There is considerable flexibility allowed in the definition of f xð Þ in Table 1. The vector c defining the
linear term cTx can be input in three ways: as a sparse row of A; as an explicit dense vector c; or as
both a sparse row and an explicit vector (in which case, cTx will be the sum of two linear terms). When
stored in A, c is the iobjth row of A, which is known as the objective row. The objective row must
always be a free row of A in the sense that its lower and upper bounds must be �1 and þ1. Storing c
as part of A is recommended if c is a sparse vector. Storing c as an explicit vector is recommended for a
sequence of problems, each with a different objective (see arguments c and lenc).

The upper and lower bounds on the m elements of Ax are said to define the general constraints of the
problem. Internally, nag_opt_sparse_convex_qp_solve (e04nqc) converts the general constraints to
equalities by introducing a set of slack variables s, where s ¼ s1; s2; . . . ; smð ÞT. For example, the linear
constraint 5 � 2x1 þ 3x2 � þ1 is replaced by 2x1 þ 3x2 � s1 ¼ 0, together with the bounded slack
5 � s1 � þ1. The problem defined by (1) can therefore be re-written in the following equivalent form:

minimize
x2Rn;s2Rm

f xð Þ subject to Ax� s ¼ 0; l � x
s

� �
� u:

Since the slack variables s are subject to the same upper and lower bounds as the elements of Ax, the
bounds on x and Ax can simply be thought of as bounds on the combined vector x; sð Þ. (In order to
indicate their special role in QP problems, the original variables x are sometimes known as ‘column
variables’, and the slack variables s are known as ‘row variables’.)

Each LP or QP problem is solved using a two-phase iterative procedure (in which the general
constraints are satisfied throughout): a feasibility phase (Phase 1), in which the sum of infeasibilities
with respect to the bounds on x and s is minimized to find a feasible point that satisfies all constraints
within a specified feasibility tolerance; and an optimality phase (Phase 2), in which f xð Þ is minimized
(or maximized) by constructing a sequence of iterates that lies within the feasible region.

Phase 1 involves solving a linear program of the form

Phase 1

minimize
x;s;v;w

Xnþm
j¼1

vj þ wj
� �

subject to Ax� s ¼ 0; l � x
s

� �
�vþ w � u; v 	 0; w 	 0

which is equivalent to minimizing the sum of the constraint violations. If the constraints are feasible (i.
e., at least one feasible point exists), eventually a point will be found at which both v and w are zero.
Then the associated value of x; sð Þ satisfies the original constraints and is used as the starting point for
the Phase 2 iterations for minimizing f xð Þ.
If the constraints are infeasible (i.e., v 6¼ 0 or w 6¼ 0 at the end of Phase 1), no solution exists for (1)
and you have the option of either terminating or continuing in so-called elastic mode (see the discussion
of the optional parameter Elastic Mode). In elastic mode, a ‘relaxed’ or ‘perturbed’ problem is solved
in which f xð Þ is minimized while allowing some of the bounds to become ‘elastic’, i.e., to change from
their specified values. Variables subject to elastic bounds are known as elastic variables. An elastic
variable is free to violate one or both of its original upper or lower bounds. You are able to assign
which bounds will become elastic if elastic mode is ever started (see the argument helast in Section 5).

To make the relaxed problem meaningful, nag_opt_sparse_convex_qp_solve (e04nqc) minimizes f xð Þ
while (in some sense) finding the ‘smallest’ violation of the elastic variables. In the situation where all
the variables are elastic, the relaxed problem has the form

e04 – Minimizing or Maximizing a Function e04nqc

Mark 26 e04nqc.3



Phase 2 (�)

minimize
x;s;v;w

f xð Þ þ �
Xnþm
j¼1

vj þ wj
� �

subject to Ax� s ¼ 0; l � x
s

� �
�vþ w � u; v 	 0; w 	 0,

where � is a non-negative argument known as the elastic weight (see the description of the optional
parameter Elastic Weight), and f xð Þ þ �

P
j

vj þ wj
� �

is called the composite objective. In the more

general situation where only a subset of the bounds are elastic, the v's and w's for the non-elastic
bounds are fixed at zero.

The elastic weight can be chosen to make the composite objective behave like the original objective
f xð Þ, the sum of infeasibilities, or anything in-between. If � ¼ 0, nag_opt_sparse_convex_qp_solve
(e04nqc) will attempt to minimize f subject to the (true) upper and lower bounds on the non-elastic
variables (and declare the problem infeasible if the non-elastic variables cannot be made feasible).

At the other extreme, choosing � sufficiently large will have the effect of minimizing the sum of the
violations of the elastic variables subject to the original constraints on the non-elastic variables.
Choosing a large value of the elastic weight is useful for defining a ‘least-infeasible’ point for an
infeasible problem.

In Phase 1 and elastic mode, all calculations involving v and w are done implicitly in the sense that an
elastic variable xj is allowed to violate its lower bound (say) and an explicit value of v can be
recovered as vj ¼ lj � xj.
A constraint is said to be active or binding at x if the associated element of either x or Ax is equal to
one of its upper or lower bounds. Since an active constraint in Ax has its associated slack variable at a
bound, the status of both simple and general upper and lower bounds can be conveniently described in
terms of the status of the variables x; sð Þ. A variable is said to be nonbasic if it is temporarily fixed at
its upper or lower bound. It follows that regarding a general constraint as being active is equivalent to
thinking of its associated slack as being nonbasic.

At each iteration of an active-set method, the constraints Ax� s ¼ 0 are (conceptually) partitioned into
the form

BxB þ SxS þNxN ¼ 0;

where xN consists of the nonbasic elements of x; sð Þ and the basis matrix B is square and nonsingular.
The elements of xB and xS are called the basic and superbasic variables respectively; with xN they are
a permutation of the elements of x and s. At a QP solution, the basic and superbasic variables will lie
somewhere between their upper or lower bounds, while the nonbasic variables will be equal to one of
their bounds. At each iteration, xS is regarded as a set of independent variables that are free to move in
any desired direction, namely one that will improve the value of the objective function (or sum of
infeasibilities). The basic variables are then adjusted in order to ensure that x; sð Þ continues to satisfy
Ax� s ¼ 0. The number of superbasic variables (nS say) therefore indicates the number of degrees of
freedom remaining after the constraints have been satisfied. In broad terms, nS is a measure of how
nonlinear the problem is. In particular, nS will always be zero for FP and LP problems.

If it appears that no improvement can be made with the current definition of B, S and N , a nonbasic
variable is selected to be added to S, and the process is repeated with the value of nS increased by one.
At all stages, if a basic or superbasic variable encounters one of its bounds, the variable is made
nonbasic and the value of nS is decreased by one.

Associated with each of the m equality constraints Ax� s ¼ 0 is a dual variable 	i. Similarly, each
variable in x; sð Þ has an associated reduced gradient dj (also known as a reduced cost). The reduced
gradients for the variables x are the quantities g�AT	, where g is the gradient of the QP objective
function, and the reduced gradients for the slack variables s are the dual variables 	. The QP
subproblem is optimal if dj 	 0 for all nonbasic variables at their lower bounds, dj � 0 for all nonbasic
variables at their upper bounds and dj ¼ 0 for all superbasic variables. In practice, an approximate QP
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solution is found by slightly relaxing these conditions on dj (see the description of the optional
parameter Optimality Tolerance).

The process of computing and comparing reduced gradients is known as pricing (a term first introduced
in the context of the simplex method for linear programming). To ‘price’ a nonbasic variable xj means
that the reduced gradient dj associated with the relevant active upper or lower bound on xj is computed
via the formula dj ¼ gj � aTj 	, where aj is the jth column of A �I

� �
. (The variable selected by such

a process and the corresponding value of dj (i.e., its reduced gradient) are the quantities +SBS and dj in
the monitoring file output; see Section 9.1.) If A has significantly more columns than rows (i.e.,
n� m), pricing can be computationally expensive. In this case, a strategy known as partial pricing can
be used to compute and compare only a subset of the djs.

nag_opt_sparse_convex_qp_solve (e04nqc) is based on SQOPT, which is part of the SNOPT package
described in Gill et al. (2005a). It uses stable numerical methods throughout and includes a reliable
basis package (for maintaining sparse LU factors of the basis matrix B), a practical anti-degeneracy
procedure, efficient handling of linear constraints and bounds on the variables (by an active-set
strategy), as well as automatic scaling of the constraints. Further details can be found in Section 11.
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5 Arguments

The first n entries of the arguments bl, bu, hs and x refer to the variables x. The last m entries refer to
the slacks s.

1: start – Nag_Start Input

On entry: indicates how a starting basis (and certain other items) will be obtained.

start ¼ Nag Cold
Requests that an internal Crash procedure be used to choose an initial basis, unless a Basis
file is provided via optional parameters Old Basis File, Insert File or Load File.

start ¼ Nag BasisFile
Is the same as start ¼ Nag Cold but is more meaningful when a Basis file is given.
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start ¼ Nag Warm
Means that a basis is already defined in hs and a start point is already defined in x
(probably from an earlier call).

Constraint: start ¼ Nag BasisFile, Nag Cold or Nag Warm.

2: qphx – function, supplied by the user External Function

For QP problems, you must supply a version of qphx to compute the matrix product Hx for a
given vector x. If H has rows and columns of zeros, it is most efficient to order x so that the
nonlinear variables appear first. For example, if x ¼ y; zð ÞT and only y enters the objective
quadratically then

Hx ¼ H1 0
0 0

� �
y
z

� �
¼ H1y

0

� �
: ð2Þ

In this case, ncolh should be the dimension of y, and qphx should compute H1y. For FP and LP
problems, qphx will never be called by nag_opt_sparse_convex_qp_solve (e04nqc) and hence
qphx may be specified as NULLFN.

The specification of qphx is:

void qphx (Integer ncolh, const double x[], double hx[],
Integer nstate)

1: ncolh – Integer Input

On entry: this is the same argument ncolh as supplied to nag_opt_sparse_convex_qp_
solve (e04nqc).

2: x½ncolh� – const double Input

On entry: the first ncolh elements of the vector x.

3: hx½ncolh� – double Output

On exit: the product Hx. If ncolh is less than the input argument n, Hx is really the
product H1y in (2).

4: nstate – Integer Input

On entry: allows you to save computation time if certain data must be read or calculated
only once. To preserve this data for a subsequent calculation place it in comm.

nstate ¼ 1
nag_opt_sparse_convex_qp_solve (e04nqc) is calling qphx for the first time.

nstate ¼ 0
There is nothing special about the current call of qphx.

nstate 	 2
nag_opt_sparse_convex_qp_solve (e04nqc) is calling qphx for the last time. This
argument setting allows you to perform some additional computation on the final
solution.

nstate ¼ 2
The current x is optimal.

nstate ¼ 3
The problem appears to be infeasible.

nstate ¼ 4
The problem appears to be unbounded.

nstate ¼ 5
The iterations limit was reached.
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5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to qphx.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_sparse_convex_qp_
solve (e04nqc) you may allocate memory and initialize these pointers with
various quantities for use by qphx when called from nag_opt_sparse_con
vex_qp_solve (e04nqc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

3: m – Integer Input

On entry: m, the number of general linear constraints (or slacks). This is the number of rows in
the linear constraint matrix A, including the free row (if any; see iobj). Note that A must have at
least one row. If your problem has no constraints, or only upper or lower bounds on the variables,
then you must include a dummy row with sufficiently wide upper and lower bounds (see also
acol, inda and loca).

Constraint: m 	 1.

4: n – Integer Input

On entry: n, the number of variables (excluding slacks). This is the number of columns in the
linear constraint matrix A.

Constraint: n 	 1.

5: ne – Integer Input

On entry: the number of nonzero elements in A.

Constraint: 1 � ne � n�m.

6: nname – Integer Input

On entry: the number of column (i.e., variable) and row names supplied in the array names.

nname ¼ 1
There are no names. Default names will be used in the printed output.

nname ¼ nþm
All names must be supplied.

Constraint: nname ¼ 1 or nþm.

7: lenc – Integer Input

On entry: the number of elements in the constant objective vector c.

If lenc > 0, the first lenc elements of x belong to variables corresponding to the constant
objective term c.

Constraint: 0 � lenc � n.

8: ncolh – Integer Input

On entry: nH , the number of leading nonzero columns of the Hessian matrix H. For FP and LP
problems, ncolh must be set to zero.

The first ncolh elements of x belong to variables corresponding to the nonzero block of the QP
Hessian.

Constraint: 0 � ncolh � n.
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9: iobj – Integer Input

On entry: if iobj > 0, row iobj of A is a free row containing the nonzero elements of the vector c
appearing in the linear objective term cTx.

If iobj ¼ 0, there is no free row, and the linear objective vector should be supplied in array c.

Constraint: 0 � iobj � m.

10: objadd – double Input

On entry: the constant q, to be added to the objective for printing purposes. Typically
objadd ¼ 0:0.

11: prob – const char * Input

On entry: the name for the problem. It is used in the printed solution and in some functions that
output Basis files. Only the first eight characters of prob are significant.

12: acol½ne� – const double Input

On entry: the nonzero elements of A, ordered by increasing column index. Note that all elements
must be assigned a value in the calling program.

13: inda½ne� – const Integer Input

On entry: inda½i � 1� must contain the row index of the nonzero element stored in acol½i � 1�, for
i ¼ 1; 2; . . . ;ne. Thus a pair of values acol½i� 1�; inda½i� 1�ð Þ contains a matrix element and its
corresponding row index.

If lenc > 0, the first lenc elements of acol and inda belong to variables corresponding to the
constant objectiver term c.

If the problem has a quadratic objective, the first ncolh columns of acol and inda belong to
variables corresponding to the nonzero block of the QP Hessian. Function qphx knows about
these variables.

Note that the row indices for a column must lie in the range 1 to m, and may be supplied in any
order.

Constraint: 1 � inda½i � 1� � m, for i ¼ 1; 2; . . . ;ne.

14: loca½nþ 1� – const Integer Input

On entry: loca½j � 1� must contain the value pþ 1, where p is the index in acol and inda of the
start of the jth column, for j ¼ 1; 2; . . . ; n. Thus, the entries of column j are held in acol½i� 1�,
and their corresponding row indices are in inda½i � 1�, for i ¼ k; . . . ; l, where k ¼ loca½j� 1� and
l ¼ loca½j� � 1. To specify the jth column as empty, set loca½j� 1� ¼ loca½j�. Note that the first
and last elements of loca must be loca½0� ¼ 1 and loca½n� ¼ neþ 1. If your problem has no
constraints, or just bounds on the variables, you may include a dummy ‘free’ row with a single
(zero) element by setting ne ¼ 1, acol½0� ¼ 0:0, inda½0� ¼ 1, loca½0� ¼ 1, and loca½j� 1� ¼ 2, for
j ¼ 1; 2 . . . ; n. This row is made ‘free’ by setting its bounds to be bl½n� ¼ �bigbnd and
bu½n� ¼ bigbnd, where bigbnd is the value of the optional parameter Infinite Bound Size.

Constraints:

loca½0� ¼ 1;
loca½j � 1� 	 1, for j ¼ 2; 3; . . . ; n;
loca½n� ¼ neþ 1;
0 � loca½j� � loca½j � 1� � m, for j ¼ 1; 2; . . . ;n.

15: bl½nþm� – const double Input

On entry: l, the lower bounds for all the variables and general constraints, in the following order.
The first n elements of bl must contain the bounds on the variables x, and the next m elements
the bounds for the general linear constraints Ax (which, equivalently, are the bounds for the
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slacks, s) and the free row (if any). To fix the jth variable, set bl½j� 1� ¼ bu½j� 1� ¼ �, say,
where �j j < bigbnd. To specify a nonexistent lower bound (i.e., lj ¼ �1), set
bl½j� 1� � �bigbnd. Here, bigbnd is the value of the optional parameter Infinite Bound Size.
To specify the jth constraint as an equality, set bl½nþ j� 1� ¼ bu½nþ j� 1� ¼ �, say, where
�j j < bigbnd. Note that the lower bound corresponding to the free row must be set to �1 and
stored in bl½nþ iobj� 1�.
Constraint: if iobj > 0, bl½nþ iobj� 1� � �bigbnd
(See also the description for bu.)

16: bu½nþm� – const double Input

On entry: u, the upper bounds for all the variables and general constraints, in the following order.
The first n elements of bu must contain the bounds on the variables x, and the next m elements
the bounds for the general linear constraints Ax (which, equivalently, are the bounds for the
slacks, s) and the free row (if any). To specify a nonexistent upper bound (i.e., uj ¼ þ1), set
bu½j� 1� 	 bigbnd. Note that the upper bound corresponding to the free row must be set to þ1
and stored in bu½nþ iobj� 1�.
Constraints:

if iobj > 0, bu½nþ iobj� 1� 	 bigbnd;
otherwise bl½i� 1� � bu½i� 1�.

17: c½lenc� – const double Input

On entry: contains the explicit objective vector c (if any). If lenc ¼ 0, then c is not referenced
and may be NULL.

18: names½nname� – const char * Input

On entry: the optional column and row names, respectively.

If nname ¼ 1, names is not referenced and the printed output will use default names for the
columns and rows.

If nname ¼ nþm, the first n elements must contain the names for the columns and the next m
elements must contain the names for the rows. Note that the name for the free row (if any) must
be stored in names½nþ iobj� 1�.
Note: that only the first eight characters of the strings in names are significant.

19: helast½nþm� – const Integer Input

On entry: defines which variables are to be treated as being elastic in elastic mode. The allowed
values of helast are:

helast½j� 1� Status in elastic mode
0 Variable j is non-elastic and cannot be infeasible
1 Variable j can violate its lower bound
2 Variable j can violate its upper bound
3 Variable j can violate either its lower or upper bound

helast need not be assigned if optional parameter Elastic Mode ¼ 0.

Constraint: if Elastic Mode 6¼ 0, helast½j � 1� ¼ 0; 1; 2; 3, for j ¼ 1; 2; . . . ;nþm.

20: hs½nþm� – Integer Input/Output

On entry: if start ¼ Nag Cold or Nag BasisFile, and a Basis file of some sort is to be input (see
the description of the optional parameters Old Basis File, Insert File or Load File), then hs and
x need not be set at all.
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If start ¼ Nag Cold or Nag BasisFile and there is no Basis file, the first n elements of hs and x
must specify the initial states and values, respectively, of the variables x. (The slacks s need not
be initialized.) An internal Crash procedure is then used to select an initial basis matrix B. The
initial basis matrix will be triangular (neglecting certain small elements in each column). It is
chosen from various rows and columns of A �I

� �
. Possible values for hs½j� 1� are as follows:

hs½j� 1� State of x½j� 1� during Crash procedure

0 or 1 Eligible for the basis

2 Ignored

3 Eligible for the basis (given preference over 0 or 1)

4 or 5 Ignored

If nothing special is known about the problem, or there is no wish to provide special information,
you may set hs½j � 1� ¼ 0 and x½j � 1� ¼ 0:0, for j ¼ 1; 2; . . . ; n. All variables will then be
eligible for the initial basis. Less trivially, to say that the jth variable will probably be equal to
one of i ts bounds, set hs½j� 1� ¼ 4 and x½j� 1� ¼ bl½j� 1� or hs½j� 1� ¼ 5 and
x½j� 1� ¼ bu½j� 1� as appropriate.

Following the Crash procedure, variables for which hs½j� 1� ¼ 2 are made superbasic. Other
variables not selected for the basis are then made nonbasic at the value x½j� 1� if
bl½j� 1� � x½j� 1� � bu½j� 1�, or at the value bl½j� 1� or bu½j� 1� closest to x½j� 1�.
If start ¼ Nag Warm, hs and x must specify the initial states and values, respectively, of the
variables and slacks x; sð Þ. If nag_opt_sparse_convex_qp_solve (e04nqc) has been called
previously with the same values of n and m, hs already contains satisfactory information.

Constraints:

if start ¼ Nag Cold or Nag BasisFile, 0 � hs½j � 1� � 5, for j ¼ 1; 2; . . . ; n;
if start ¼ Nag Warm, 0 � hs½j � 1� � 3, for j ¼ 1; 2; . . . ;nþm.

On exit: the final states of the variables and slacks x; sð Þ. The significance of each possible value
of hs½j� 1� is as follows:

hs½j� 1� State of variable j Normal value of x½j� 1�
0 Nonbasic bl½j� 1�
1 Nonbasic bu½j� 1�
2 Superbasic Between bl½j� 1� and bu½j� 1�
3 Basic Between bl½j� 1� and bu½j� 1�

If ninf ¼ 0, basic and superbasic variables may be outside their bounds by as much as the value
of the optional parameter Feasibility Tolerance. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the optional parameter Feasibility Tolerance applies to the
variables of the scaled problem. In this case, the variables of the original problem may be as
much as 0:1 outside their bounds, but this is unlikely unless the problem is very badly scaled.

Very occasionally some nonbasic variables may be outside their bounds by as much as the
optional parameter Feasibility Tolerance, and there may be some nonbasic variables for which
x½j� 1� lies strictly between its bounds.

If ninf > 0, some basic and superbasic variables may be outside their bounds by an arbitrary
amount (bounded by sinf if Scale Option ¼ 0).

21: x½nþm� – double Input/Output

On entry: the initial values of the variables x, and, if start ¼ Nag Warm, the slacks s, i.e., x; sð Þ.
(See the description for argument hs.)

On exit: the final values of the variables and slacks x; sð Þ.
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22: pi½m� – double Output

On exit: contains the dual variables 	 (a set of Lagrange multipliers (shadow prices) for the
general constraints).

23: rc½nþm� – double Output

On exit: contains the reduced costs, g� A �I
� �T

	. The vector g is the gradient of the
objective if x is feasible, otherwise it is the gradient of the Phase 1 objective. In the former case,
g ið Þ ¼ 0, for i ¼ nþ 1 : m, hence rc½nþ 1 : m� 1� ¼ 	.

24: ns – Integer * Input/Output

On entry: nS , the number of superbasics. For QP problems, ns need not be specified if
start ¼ Nag Cold, but must retain its value from a previous call when start ¼ Nag Warm. For
FP and LP problems, ns need not be initialized.

On exit: the final number of superbasics. This will be zero for FP and LP problems.

25: ninf – Integer * Output

On exit: the number of infeasibilities.

26: sinf – double * Output

On exit: the sum of the scaled infeasibilities. This will be zero if ninf ¼ 0, and is most
meaningful when Scale Option ¼ 0.

27: obj – double * Output

On exit: the value of the objective function.

If ninf ¼ 0, obj includes the quadratic objective term 1
2x

THx (if any).

If ninf > 0, obj is just the linear objective term cTx (if any).

For FP problems, obj is set to zero.

Note that obj does not include contributions from the constant term objadd or the objective row,
if any.

28: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

29: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

30: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_opt_sparse_convex_qp_solve (e04nqc) returns with fail:code ¼ NE_NOERROR if the
reduced gradient (rgNorm; see Section 9.1) is negligible, the Lagrange multipliers (Lagr Mult;
see Section 9.1) are optimal, x satisfies the constraints to the accuracy requested by the value of
the optional parameter Feasibility Tolerance and the reduced Hessian factor R (see
Section 11.2) is nonsingular.
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

Internal memory allocation failed when attempting to obtain workspace sizes valueh i, valueh i and
valueh i. Please contact NAG.

NE_ALLOC_INSUFFICIENT

Internal memory allocation was insufficient. Please contact NAG.

NE_ARRAY_INPUT

On entry, loca½0� ¼ valueh i, loca½ valueh i� ¼ valueh i, ne ¼ valueh i.
Constraint: loca½0� ¼ 1 or loca½ valueh i� ¼ neþ 1.

On entry, row index valueh i in inda½ valueh i� is outside the range 1 to m ¼ valueh i.

NE_BAD_PARAM

Basis file dimensions do not match this problem.

On entry, argument valueh i had an illegal value.

NE_BASIS_FAILURE

An error has occurred in the basis package, perhaps indicating incorrect setup of arrays inda and
loca. Set the optional parameter Print File and examine the output carefully for further
information.

NE_BASIS_ILL_COND

Numerical difficulties have been encountered and no further progress can be made.

Numerical error in trying to satisfy the general constraints. The basis is very ill-conditioned.

An LU factorization of the basis has just been obtained and used to recompute the basic
variables xB, given the present values of the superbasic and nonbasic variables. However, a row
check has revealed that the resulting solution does not satisfy the current constraints Ax� s ¼ 0
sufficiently well.

This probably means that the current basis is very ill-conditioned. Request the Scale Option if
there are any linear constraints and variables.

For certain highly structured basis matrices (notably those with band structure), a systematic
growth may occur in the factor U. Consult the description of Umax, Umin and Growth in
Section 13, and set the optional parameter LU Factor Tolerance to 2:0 (or possibly even
smaller, but not less than 1:0).

NE_BASIS_SINGULAR

The basis is singular after several attempts to factorize it (and add slacks where necessary).

Either the problem is badly scaled or the value of the optional parameter LU Factor Tolerance
is too large.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_HESS_INDEF

Error in qphx: the QP Hessian is indefinite.
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An indefinite matrix was detected during the computation of the reduced Hessian factor R (see
Section 11.2). This may be caused by H being indefinite. Check also that qphx has been coded
correctly and that all relevant elements of Hx have been assigned their correct values. If qphx is
coded correctly and H is positive semidefinite, the failure may be caused by ill conditioning. Try
re du c i ng t h e va l u e s o f t h e op t i o na l pa rame t e r s LU Factor Tolerance and
LU Update Tolerance. If there are very large values in H, check the scaling of the variables
and constraints.

NE_HESS_TOO_BIG

The value of the optional parameter Superbasics Limit is too small.

The current set of basic and superbasic variables have been optimized as much as possible and a
pricing operation is necessary to continue, but there are already Superbasics Limit superbasics
(and no room for any more).

In general, raise the Superbasics Limit s by a reasonable amount, bearing in mind the storage
needed for reduced Hessian (see Section 11.2). (The Reduced Hessian Dimension h will also
increase to s unless specified otherwise, and the associated storage will be about 1

2s
2 words.) In

some cases you may have to set h < s to conserve storage, but beware that the rate of
convergence will probably fall off severely.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, iobj ¼ valueh i and m ¼ valueh i.
Constraint: 0 � iobj � m.

On entry, lenc ¼ valueh i and n ¼ valueh i.
Constraint: 0 � lenc � n.

On entry, ncolh ¼ valueh i and n ¼ valueh i.
Constraint: 0 � ncolh � n.

On entry, ne is not equal to the number of nonzeros in acol. ne ¼ valueh i, nonzeros in
acol ¼ valueh i.

NE_INT_3

On entry, n ¼ valueh i, m ¼ valueh i and ne ¼ valueh i.
Constraint: 1 � ne � n�m.

On entry, n ¼ valueh i, m ¼ valueh i and nname ¼ valueh i.
Constraint: nname ¼ 1 or nþm.

On entry, ne ¼ valueh i, n ¼ valueh i and m ¼ valueh i.
Constraint: 1 � ne � n�m.

On entry, nname ¼ valueh i, n ¼ valueh i and m ¼ valueh i.
Constraint: nname ¼ 1 or nþm.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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An unexpected error has occurred. Set the optional parameter Print File and examine the output
carefully for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_REQUIRED_ACC

The requested accuracy could not be achieved.

NE_REAL_2

On entry, bounds bl and bu for valueh i are equal and infinite: bl ¼ bu ¼ valueh i and
infbnd ¼ valueh i.
On entry, bounds bl and bu for valueh i are equal and infinite. bl ¼ bu ¼ valueh i and
infbnd ¼ valueh i.
On entry, bounds for valueh i are inconsistent. bl ¼ valueh i and bu ¼ valueh i.

NE_UNBOUNDED

The problem appears to be unbounded. The constraint violation limit has been reached.

The problem appears to be unbounded. The objective function is unbounded.

The problem is unbounded (or badly scaled). For a minimization problem, the objective function
is not bounded below in the feasible region.

For linear problems, unboundedness is detected by the simplex method when a nonbasic variable
can be increased or decreased by an arbitrary amount without causing a basic variable to violate
a bound. Consider adding an upper or lower bound to the variable. Also, examine the constraints
that have nonzeros in the associated column, to see if they have been formulated as intended.

Very rarely, the scaling of the problem could be so poor that numerical error will give an
erroneous indication of unboundedness. Consider using the optional parameter Scale Option.

NW_NOT_FEASIBLE

The linear constraints appear to be infeasible.

The problem appears to be infeasible. Infeasibilites have been minimized.

The problem appears to be infeasible. Nonlinear infeasibilites have been minimized.

The problem appears to be infeasible. The linear equality constraints could not be satisfied.

The problem is infeasible. The general constraints cannot all be satisfied simultaneously to within
the value of the optional parameter Feasibility Tolerance.

Feasibility is measured with respect to the upper and lower bounds on the variables and slacks.
The message tells us that among all the points satisfying the general constraints Ax� s ¼ 0,
there is apparently no point that satisfies the bounds on x and s. Violations as small as the
Feasibility Tolerance are ignored, but at least one component of x or s violates a bound by
more than the tolerance.

Note: although the objective function is the sum of infeasibilities (when ninf > 0), this sum will
not necessarily have been minimized when Elastic Mode ¼ 1.

If Elastic Mode 6¼ 0, nag_opt_sparse_convex_qp_solve (e04nqc) will optimize the QP objective
and the sum of infeasibilities, suitably weighted using the optional parameter Elastic Mode. The
function will tend to determine a ‘good’ infeasible point if the elastic weight is sufficiently large.

NW_SOLN_NOT_UNIQUE

Weak solution found – the solution is not unique.
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NW_TOO_MANY_ITER

Iteration limit reached.

Major iteration limit reached.

Too many iterations. The value of the optional parameter Iterations Limit is too small.

The Iterations limit was exceeded before the required solution could be found. Check the
iteration log to be sure that progress was being made. If so, restart the run using a Basis file that
was saved at the end of the run.

7 Accuracy

nag_opt_sparse_convex_qp_solve (e04nqc) implements a numerically stable active-set strategy and
returns solutions that are as accurate as the condition of the problem warrants on the machine.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_solve (e04nqc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This section contains a description of the printed output.

9.1 Description of the Printed Output

If Print Level > 0, one line of information is output to the Print File every kth iteration, where k is the
specified Print Frequency. A heading is printed before the first such line following a basis
factorization. The heading contains the items described below. In this description, a pricing operation is
defined to be the process by which one or more nonbasic variables are selected to become superbasic
(in addition to those already in the superbasic set). The variable selected will be denoted by jq. If the
problem is purely linear, variable jq will usually become basic immediately (unless it should happen to
reach its opposite bound and return to the nonbasic set).

If optional parameter Partial Price is in effect, variable jq is selected from App or Ipp, the ppth
segments of the constraint matrix A �I

� �
.

Label Description

Itn is the iteration count.

pp is the partial-price indicator. The variable selected by the last pricing operation
came from the ppth partition of A and �I. Note that pp is reset to zero whenever
the basis is refactorized.

dj is the value of the reduced gradient (or reduced cost) for the variable selected by
the pricing operation at the start of the current iteration.

Algebraically, dj is dj ¼ gj � 	Taj, for j ¼ jq, where gj is the gradient of the
current objective function, 	 is the vector of dual variables, and aj is the jth
column of the constraint matrix A �I

� �
.

Note that dj is the norm of the reduced-gradient vector at the start of the
iteration, just after the pricing operation.

+SBS is the variable jq selected by the pricing operation to be added to the superbasic
set.
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-SBS is the variable chosen to leave the superbasic set. It has become basic if the entry
under -B is nonzero, otherwise it becomes nonbasic.

-BS is the variable removed from the basis to become nonbasic.

Step is the value of the step length � taken along the current search direction p. The
variables x have just been changed to xþ �p. If a variable is made superbasic
during the current iteration (i.e., +SBS is positive), Step will be the step to the
nearest bound. During the optimality phase, the step can be greater than unity
only if the reduced Hessian is not positive definite.

Pivot is the rth element of a vector y satisfying By ¼ aq whenever aq (the qth column
of the constraint matrix A �I

� �
replaces the rth column of the basis matrix B.

Wherever possible, Step is chosen so as to avoid extremely small values of
Pivot (since they may cause the basis to be nearly singular). In extreme cases, it
may be necessary to increase the value of the optional parameter Pivot Tolerance
to exclude very small elements of y from consideration during the computation of
Step.

nInf is the number of violated constraints (infeasibilities) before the present iteration.
This number will not increase unless iterations are in elastic mode.

sInf is the sum of infeasibilities before the present iteration. It will usually decrease at
each nonzero step, but if nInf decreases by 2 or more, sInf may occasionally
increase. However, in elastic mode it will decrease monotonically.

Objective is the value of the current objective function after the present iteration. Note, if
Elastic Mode is 2, the heading is Composite Obj.

L+U L is the number of nonzeros in the basis factor L. Immediately after a basis
factorization B ¼ LU , L contains lenL (see Section 13). Further nonzeros are
added to L when various columns of B are later replaced. (Thus, L increases
monotonically.) U is the number of nonzeros in the basis factor U. Immediately
after a basis factorization B ¼ LU , U contains lenU (see Section 13). As columns
of B are replaced, the matrix U is maintained explicitly (in sparse form). The
value of U may fluctuate up or down; in general, it will tend to increase.

ncp is the number of compressions required to recover workspace in the data structure
for U. This includes the number of compressions needed during the previous
basis factorization. Normally, ncp should increase very slowly.

The following will be output if the problem is QP or if the superbasic set is non-empty.

Label Description

rgNorm is the largest reduced-gradient among the superbasic variables after the current
iteration. During the optimality phase, this will be approximately zero after a unit
step.

nS is the current number of superbasic variables.

condHz is a lower bound on the condition number of the reduced Hessian (see
Section 11.2). The larger this number, the more difficult the problem. Attention
should be given to the scaling of the variables and the constraints to guard against
high values of condHz.

10 Example

This example minimizes the quadratic function f xð Þ ¼ cTxþ 1
2x

THx , where

c ¼ �200:0;�2000:0;�2000:0;�2000:0;�2000:0; 400:0; 400:0ð ÞT
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H ¼

2 0 0 0 0 0 0
0 2 0 0 0 0 0
0 0 2 2 0 0 0
0 0 2 2 0 0 0
0 0 0 0 2 0 0
0 0 0 0 0 2 2
0 0 0 0 0 2 2

0BBBBBBB@

1CCCCCCCA
subject to the bounds

0 � x1 � 200
0 � x2 � 2500

400 � x3 � 800
100 � x4 � 700

0 � x5 � 1500
0 � x6
0 � x7

and to the linear constraints

x1 þ x2 þ x3 þ x4 þ x5 þ x6 þ x7 ¼ 2000
0:15x1 þ 0:04x2 þ 0:02x3 þ 0:04x4 þ 0:02x5 þ 0:01x6 þ 0:03x7 � 60
0:03x1 þ 0:05x2 þ 0:08x3 þ 0:02x4 þ 0:06x5 þ 0:01x6 þ 0:03x7 � 100
0:02x1 þ 0:04x2 þ 0:01x3 þ 0:02x4 þ 0:02x5 � 40
0:02x1 þ 0:03x2 þ 0:01x5 � 30

1500 � 0:70x1 þ 0:75x2 þ 0:80x3 þ 0:75x4 þ 0:80x5 þ 0:97x6
250 � 0:02x1 þ 0:06x2 þ 0:08x3 þ 0:12x4 þ 0:02x5 þ 0:01x6 þ 0:97x7 � 300

The initial point, which is infeasible, is

x0 ¼ 0:0; 0:0; 0:0; 0:0; 0:0; 0:0; 0:0ð ÞT:

The optimal solution (to five figures) is

x� ¼ 0:0; 349:40; 648:85; 172:85; 407:52; 271:36; 150:02ð ÞT:

One bound constraint and four linear constraints are active at the solution. Note that the Hessian matrix
H is positive semidefinite.

10.1 Program Text

/* nag_opt_sparse_convex_qp_solve (e04nqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

e04 – Minimizing or Maximizing a Function e04nqc

Mark 26 e04nqc.17



/* Scalars */
double obj, objadd, sinf;
Integer exit_status, i, icol, iobj, j, jcol, lenc, m, n, ncolh, ne, ninf;
Integer nname, ns;
Integer verbose_output;

/* Arrays */
char nag_enum_arg[40];
char prob[9];
char **names;
double *acol = 0, *bl = 0, *bu = 0, *c = 0, *pi = 0, *rc = 0, *x = 0;
Integer *helast = 0, *hs = 0, *inda = 0, *loca = 0;

/* Nag Types */
Nag_E04State state;
NagError fail;
Nag_Start start;
Nag_Comm comm;
Nag_FileID fileid;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_opt_sparse_convex_qp_solve (e04nqc) Example Program Results\n");
fflush(stdout);

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read ne, iobj, ncolh, start and nname from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT " %39s %" NAG_IFMT
"%*[^\n] ", &ne, &iobj, &ncolh, nag_enum_arg,
(unsigned)_countof(nag_enum_arg), &nname);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT " %39s %" NAG_IFMT "%*[^\n] ",

&ne, &iobj, &ncolh, nag_enum_arg, &nname);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

start = (Nag_Start) nag_enum_name_to_value(nag_enum_arg);
if (n >= 1 && m >= 1) {

/* Allocate memory */
if (!(names = NAG_ALLOC(n + m, char *)) ||

!(acol = NAG_ALLOC(ne, double)) ||
!(bl = NAG_ALLOC(m + n, double)) ||
!(bu = NAG_ALLOC(m + n, double)) ||
!(c = NAG_ALLOC(1, double)) ||
!(pi = NAG_ALLOC(m, double)) ||
!(rc = NAG_ALLOC(n + m, double)) ||
!(x = NAG_ALLOC(n + m, double)) ||
!(helast = NAG_ALLOC(n + m, Integer)) ||
!(hs = NAG_ALLOC(n + m, Integer)) ||
!(inda = NAG_ALLOC(ne, Integer)) ||
!(loca = NAG_ALLOC(n + 1, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
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else {
printf("%s", "Either m or n invalid\n");
exit_status = 1;
return exit_status;

}

/* Read names from data file. */
for (i = 1; i <= nname; ++i) {

names[i - 1] = NAG_ALLOC(9, char);
#ifdef _WIN32

scanf_s(" ’ %8s ’", names[i - 1], 9);
#else

scanf(" ’ %8s ’", names[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the matrix acol from data file. Set up LOCA. */
jcol = 1;
loca[jcol - 1] = 1;
for (i = 1; i <= ne; ++i) {

/* Element (inda[i-1], icol) is stored in acol[i-1]. */
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &acol[i - 1],
&inda[i - 1], &icol);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &acol[i - 1], &inda[i - 1],

&icol);
#endif

if (icol < jcol) {
/* Elements not ordered by increasing column index. */
printf("%s%5" NAG_IFMT "%s%5" NAG_IFMT "%s%s\n", "Element in column",

icol, " found after element in column", jcol, ". Problem",
" abandoned.");

}
else if (icol == jcol + 1) {

/* Index in ACOL of the start of the ICOL-th column equals I. */
loca[icol - 1] = i;
jcol = icol;

}
else if (icol > jcol + 1) {

/* Index in acol of the start of the icol-th column equals i, */
/* but columns jcol+1,jcol+2,...,icol-1 are empty. Set the */
/* corresponding elements of loca to i. */
for (j = jcol + 1; j <= icol - 1; ++j) {

loca[j - 1] = i;
}
loca[icol - 1] = i;
jcol = icol;

}
}
loca[n] = ne + 1;

if (n > icol) {
/* Columns n,n-1,...,icol+1 are empty. Set the corresponding */
/* elements of loca accordingly. */
for (i = n; i >= icol + 1; --i) {

loca[i - 1] = loca[i];
}

}

/* Read bl, bu, hs and x from data file. */
for (i = 1; i <= n + m; ++i) {

#ifdef _WIN32
scanf_s("%lf", &bl[i - 1]);

#else
scanf("%lf", &bl[i - 1]);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n + m; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bu[i - 1]);
#else

scanf("%lf", &bu[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (start == Nag_Cold) {
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &hs[i - 1]);

#else
scanf("%" NAG_IFMT "", &hs[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else if (start == Nag_Warm) {

for (i = 1; i <= n + m; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &hs[i - 1]);
#else

scanf("%" NAG_IFMT "", &hs[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &x[i - 1]);

#else
scanf("%lf", &x[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

printf("\nQP problem contains %3"NAG_IFMT" variables and %3"NAG_IFMT
" linear constraints\n", n, m);

/* nag_opt_sparse_convex_qp_init (e04npc).
* Initialization function for
* nag_opt_sparse_convex_qp_solve (e04nqc)
*/

nag_opt_sparse_convex_qp_init(&state, &fail);
if (fail.code != NE_NOERROR) {
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printf("Initialization of "
"nag_opt_sparse_convex_qp_solve (e04nqc) failed.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set this to 1 to cause e04nqc to produce intermediate
progress output */

verbose_output = 0;

if (verbose_output)
{

/* By default nag_opt_sparse_convex_qp_solve (e04nqc) does not print
* monitoring information. Call nag_open_file (x04acc) to set the
* print file fileid */

/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &fileid, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 2;
goto END;

}

/* nag_opt_sparse_convex_qp_option_set_integer (e04ntc).
* Set a single option for nag_opt_sparse_convex_qp_solve (e04nqc)
* from an integer argument
*/

nag_opt_sparse_convex_qp_option_set_integer("Print file", fileid, &state,
&fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}
}

/* We have no explicit objective vector so set lenc = 0; the
* objective vector is stored in row iobj of acol.
*/

lenc = 0;
objadd = 0.;

#ifdef _WIN32
strcpy_s(prob, (unsigned)_countof(prob), " ");

#else
strcpy(prob, " ");

#endif

/* Do not allow any elastic variables (i.e. they cannot be */
/* infeasible). If we’d set optional argument "Elastic mode" to 0, */
/* we wouldn’t need to set the individual elements of array helast. */
for (i = 1; i <= n + m; ++i) {

helast[i - 1] = 0;
}

/* Illustrate how to pass information to the user-supplied
function qphx via the comm structure */

comm.p = 0;

/* Solve the QP problem. */
/* nag_opt_sparse_convex_qp_solve (e04nqc).
* LP or QP problem (suitable for sparse problems)
*/

nag_opt_sparse_convex_qp_solve(start, qphx, m, n, ne, nname, lenc, ncolh,
iobj, objadd, prob, acol, inda, loca, bl, bu,
c,
(const char **) names, helast, hs, x, pi, rc,
&ns, &ninf, &sinf, &obj, &state, &comm,
&fail);
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if (fail.code != NE_NOERROR) {
printf("nag_opt_sparse_convex_qp_solve (e04nqc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
if (fail.code != NE_NOERROR) {

exit_status = 2;
goto END;

}

printf("\n");
printf("Final objective value = %12.3e\n", obj);
printf("Optimal X = ");

for (i = 1; i <= n; ++i) {
printf("%9.2f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");

}

END:

for (i = 0; i < n + m; i++) {
NAG_FREE(names[i]);

}
NAG_FREE(names);
NAG_FREE(acol);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(c);
NAG_FREE(pi);
NAG_FREE(rc);
NAG_FREE(x);
NAG_FREE(helast);
NAG_FREE(hs);
NAG_FREE(inda);
NAG_FREE(loca);
return exit_status;

}

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm)

{
/* Routine to compute H*x. (In this version of qphx, the Hessian
* matrix H is not referenced explicitly.)
*/

/* Parameter adjustments */
#define HX(I) hx[(I) -1]
#define X(I) x[(I) -1]

/* Check whether information came from the main program
via the comm structure. Even if it was, we ignore it
in this example. */

if (comm->p)
printf("Pointer %p was passed to qphx via the comm struct\n", comm->p);

/* Function Body */
HX(1) = X(1) * 2;
HX(2) = X(2) * 2;
HX(3) = (X(3) + X(4)) * 2;
HX(4) = HX(3);
HX(5) = X(5) * 2;
HX(6) = (X(6) + X(7)) * 2;
HX(7) = HX(6);
return;

} /* qphx */
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10.2 Program Data

nag_opt_sparse_convex_qp_solve (e04nqc) Example Program Data
7 8 : Values of n and m

48 8 7 Nag_Cold 15 : Values of nnz, iobj, ncolh, start and nname

’...X1...’ ’...X2...’ ’...X3...’ ’...X4...’ ’...X5...’
’...X6...’ ’...X7...’ ’..ROW1..’ ’..ROW2..’ ’..ROW3..’
’..ROW4..’ ’..ROW5..’ ’..ROW6..’ ’..ROW7..’ ’..COST..’ : End of array NAMES

0.02 7 1 : Sparse matrix A, ordered by increasing column index;
0.02 5 1 : each row contains ACOL(i), INDA(i), ICOL (= column index)
0.03 3 1 : The row indices may be in any order. In this example
1.00 1 1 : row 8 defines the linear objective term transpose(C)*X.
0.70 6 1
0.02 4 1
0.15 2 1

-200.00 8 1
0.06 7 2
0.75 6 2
0.03 5 2
0.04 4 2
0.05 3 2
0.04 2 2
1.00 1 2

-2000.00 8 2
0.02 2 3
1.00 1 3
0.01 4 3
0.08 3 3
0.08 7 3
0.80 6 3

-2000.00 8 3
1.00 1 4
0.12 7 4
0.02 3 4
0.02 4 4
0.75 6 4
0.04 2 4

-2000.00 8 4
0.01 5 5
0.80 6 5
0.02 7 5
1.00 1 5
0.02 2 5
0.06 3 5
0.02 4 5

-2000.00 8 5
1.00 1 6
0.01 2 6
0.01 3 6
0.97 6 6
0.01 7 6

400.00 8 6
0.97 7 7
0.03 2 7
1.00 1 7

400.00 8 7 : End of matrix A

0.0 0.0 4.0E+02 1.0E+02 0.0 0.0
0.0 2.0E+03 -1.0E+25 -1.0E+25 -1.0E+25 -1.0E+25
1.5E+03 2.5E+02 -1.0E+25 : End of lower bounds array BL

2.0E+02 2.5E+03 8.0E+02 7.0E+02 1.5E+03 1.0E+25
1.0E+25 2.0E+03 6.0E+01 1.0E+02 4.0E+01 3.0E+01
1.0E+25 3.0E+02 1.0E+25 : End of upper bounds array BU

0 0 0 0 0 0 0 : Initial array HS
0.0 0.0 0.0 0.0 0.0 0.0 0.0 : Initial vector X
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10.3 Program Results
nag_opt_sparse_convex_qp_solve (e04nqc) Example Program Results

QP problem contains 7 variables and 8 linear constraints

Final objective value = -1.848e+06
Optimal X = 0.00 349.40 648.85 172.85 407.52 271.36 150.02

Note: the remainder of this document is intended for more advanced users. Section 11 contains a
detailed description of the algorithm which may be needed in order to understand Sections 12 and 13.
Section 12 describes the optional parameters which may be set by calls to nag_opt_sparse_convex_q
p_option_set_file (e04nrc), nag_opt_sparse_convex_qp_option_set_string (e04nsc), nag_opt_sparse_
convex_qp_option_set_integer (e04ntc) and/or nag_opt_sparse_convex_qp_option_set_double (e04nuc).
Section 13 describes the quantities which can be requested to monitor the course of the computation.

11 Algorithmic Details

This section contains a detailed description of the method used by nag_opt_sparse_convex_qp_solve
(e04nqc).

11.1 Overview

nag_opt_sparse_convex_qp_solve (e04nqc) is based on an inertia-controlling method that maintains a
Cholesky factorization of the reduced Hessian (see below). The method is similar to that of Gill and
Murray (1978), and is described in detail by Gill et al. (1991). Here we briefly summarise the main
features of the method. Where possible, explicit reference is made to the names of variables that are
arguments of the function or appear in the printed output.

The method used has two distinct phases: finding an initial feasible point by minimizing the sum of
infeasibilities (the feasibility phase), and minimizing the quadratic objective function within the feasible
region (the optimality phase). The computations in both phases are performed by the same functions.
The two-phase nature of the algorithm is reflected by changing the function being minimized from the
sum of infeasibilities (the printed quantity sInf; see Section 9.1) to the quadratic objective function
(the printed quantity Objective; see Section 9.1).

In general, an iterative process is required to solve a quadratic program. Given an iterate x; sð Þ in both
the original variables x and the slack variables s, a new iterate �x; �sð Þ is defined by

�x
�s

� �
¼ x

s

� �
þ �p; ð3Þ

where the step length � is a non-negative scalar (the printed quantity Step; see Section 13), and p is
called the search direction. (For simplicity, we shall consider a typical iteration and avoid reference to
the index of the iteration.) Once an iterate is feasible (i.e., satisfies the constraints), all subsequent
iterates remain feasible.

11.2 Definition of the Working Set and Search Direction

At each iterate x; sð Þ, a working set of constraints is defined to be a linearly independent subset of the
constraints that are satisfied ‘exactly’ (to within the value of the optional parameter
Feasibility Tolerance). The working set is the current prediction of the constraints that hold with
equality at a solution of the LP or QP problem. Let mW denote the number of constraints in the
working set (including bounds), and let W denote the associated mW by nþmð Þ working set matrix
consisting of the mW gradients of the working set constraints.

The search direction is defined so that constraints in the working set remain unaltered for any value of
the step length. It follows that p must satisfy the identity

Wp ¼ 0: ð4Þ

This characterisation allows p to be computed using any n by nZ full-rank matrix Z that spans the null
space of W . (Thus, nZ ¼ n�mW and WZ ¼ 0.) The null space matrix Z is defined from a sparse LU
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factorization of part of W (see (7) and (8)). The direction p will satisfy (4) if

p ¼ ZpZ; ð5Þ

where pZ is any nZ-vector.

The working set contains the constraints Ax� s ¼ 0 and a subset of the upper and lower bounds on the
variables x; sð Þ. Since the gradient of a bound constraint xj 	 lj or xj � uj is a vector of all zeros
except for 
1 in position j, it follows that the working set matrix contains the rows of A �I

� �
and

the unit rows associated with the upper and lower bounds in the working set.

The working set matrix W can be represented in terms of a certain column partition of the matrix
A �I
� �

by (conceptually) partitioning the constraints Ax� s ¼ 0 so that

BxB þ SxS þNxN ¼ 0; ð6Þ

where B is a square nonsingular basis and xB, xS and xN are the basic, superbasic and nonbasic
variables respectively. The nonbasic variables are equal to their upper or lower bounds at x; sð Þ, and the
superbasic variables are independent variables that are chosen to improve the value of the current
objective function. The number of superbasic variables is nS (the printed quantity nS; see Section 9.1).
Given values of xN and xS , the basic variables xB are adjusted so that x; sð Þ satisfies (6).

If P is a permutation matrix such that A �I
� �

P ¼ B S N
� �

, then W satisfies

WP ¼ B S N
0 0 IN

� �
; ð7Þ

where IN is the identity matrix with the same number of columns as N .

The null space matrix Z is defined from a sparse LU factorization of part of W . In particular, Z is
maintained in ‘reduced gradient’ form, using the LUSOL package (see Gill et al. (1991)) to maintain
sparse LU factors of the basis matrix B as the BSN partition changes. Given the permutation P , the
null space basis is given by

Z ¼ P
�B�1S

I
0

0@ 1A: ð8Þ

This matrix is used only as an operator, i.e., it is never computed explicitly. Products of the form Zv
and ZTg are obtained by solving with B or BT. This choice of Z implies that nZ , the number of
‘degrees of freedom’ at x; sð Þ, is the same as nS , the number of superbasic variables.

Let gZ and HZ denote the reduced gradient and reduced Hessian of the objective function:

gZ ¼ ZTg and HZ ¼ ZTHZ; ð9Þ

where g is the objective gradient at x; sð Þ. Roughly speaking, gZ and HZ describe the first and second
derivatives of an nS-dimensional unconstrained problem for the calculation of pZ . (The condition
estimator of HZ is the quantity condHz in the monitoring file output; see Section 9.1.)

At each iteration, an upper triangular factor R is available such that HZ ¼ RTR. Normally, R is
computed from RTR ¼ ZTHZ at the start of the optimality phase and then updated as the QP working
set changes. For efficiency, the dimension of R should not be excessive (say, nS � 1000). This is
guaranteed if the number of nonlinear variables is ‘moderate’.

If the QP problem contains linear variables, H is positive semidefinite and R may be singular with at
least one zero diagonal element. However, an inertia-controlling strategy is used to ensure that only the
last diagonal element of R can be zero. (See Gill et al. (1991) for a discussion of a similar strategy for
indefinite quadratic programming.)

If the initial R is singular, enough variables are fixed at their current value to give a nonsingular R. This
is equivalent to including temporary bound constraints in the working set. Thereafter, R can become
singular only when a constraint is deleted from the working set (in which case no further constraints are
deleted until R becomes nonsingular).
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11.3 Main Iteration

If the reduced gradient is zero, x; sð Þ is a constrained stationary point on the working set. During the
feasibility phase, the reduced gradient will usually be zero only at a vertex (although it may be zero
elsewhere in the presence of constraint dependencies). During the optimality phase, a zero reduced
gradient implies that x minimizes the quadratic objective function when the constraints in the working
set are treated as equalities. At a constrained stationary point, Lagrange multipliers � are defined from
the equations

WT� ¼ g xð Þ: ð10Þ

A Lagrange multiplier, �j, corresponding to an inequality constraint in the working set is said to be
optimal if �j � � when the associated constraint is at its upper bound, or if �j 	 �� when the
associated constraint is at its lower bound, where � depends on the value of the optional parameter
Optimality Tolerance. If a multiplier is nonoptimal, the objective function (either the true objective or
the sum of infeasibilities) can be reduced by continuing the minimization with the corresponding
constraint excluded from the working set. (This step is sometimes referred to as ‘deleting’ a constraint
from the working set.) If optimal multipliers occur during the feasibility phase but the sum of
infeasibilities is nonzero, there is no feasible point and the function terminates immediately with
fail:code ¼ NE_NOT_REQUIRED_ACC.

The special form (7) of the working set allows the multiplier vector �, the solution of (10), to be written
in terms of the vector

d ¼ g
0

� �
� AT

�I

� �
	 ¼ g� AT	

	

� �
; ð11Þ

where 	 satisfies the equations BT	 ¼ gB, and gB denotes the basic elements of g. The elements of 	
are the Lagrange multipliers �j associated with the equality constraints Ax� s ¼ 0. The vector dN of
nonbasic elements of d consists of the Lagrange multipliers �j associated with the upper and lower
bound constraints in the working set. The vector dS of superbasic elements of d is the reduced gradient
gZ in (9). The vector dB of basic elements of d is zero, by construction. (The Euclidean norm of dS and
the final values of dS , g and 	 are the quantities rgNorm, Reduced Gradnt, Obj Gradient and Dual

Activity in the monitoring file output; see Section 13.)

If the reduced gradient is not zero, Lagrange multipliers need not be computed and the search direction
is given by p ¼ ZpZ (see (8) and (12)). The step length is chosen to maintain feasibility with respect to
the satisfied constraints.

There are two possible choices for pZ, depending on whether or not HZ is singular. If HZ is
nonsingular, R is nonsingular and pZ in (5) is computed from the equations

RTRpZ ¼ �gZ; ð12Þ

where gZ is the reduced gradient at x. In this case, x; sð Þ þ p is the minimizer of the objective function
subject to the working set constraints being treated as equalities. If x; sð Þ þ p is feasible, � is defined to
be unity. In this case, the reduced gradient at �x; �sð Þ will be zero, and Lagrange multipliers are computed
at the next iteration. Otherwise, � is set to �N , the step to the ‘nearest’ constraint along p. This
constraint is then added to the working set at the next iteration.

If HZ is singular, then R must also be singular, and an inertia-controlling strategy is used to ensure that
only the last diagonal element of R is zero. (See Gill et al. (1991) for a discussion of a similar strategy
for indefinite quadratic programming.) In this case, pZ satisfies

pTZHZpZ ¼ 0 and gTZpZ � 0; ð13Þ

which allows the objective function to be reduced by any step of the form x; sð Þ þ �p, where � > 0.
The vector p ¼ ZpZ is a direction of unbounded descent for the QP problem in the sense that the QP
objective is linear and decreases without bound along p. If no finite step of the form x; sð Þ þ �p (where
� > 0) reaches a constraint not in the working set, the QP problem is unbounded and the function
terminates immediately with fail:code ¼ NE_UNBOUNDED. Otherwise, � is defined as the maximum
feasible step along p and a constraint active at x; sð Þ þ �p is added to the working set for the next
iteration.

e04nqc NAG Library Manual

e04nqc.26 Mark 26



nag_opt_sparse_convex_qp_solve (e04nqc) makes explicit allowance for infeasible constraints.
Infeasible linear constraints are detected first by solving a problem of the form

minimize
x;v;w

eT vþ wð Þ subject to l � x
Gx� vþ w

� �
� u; v 	 0; w 	 0; ð14Þ

where eT ¼ 1; 1; . . . ; 1ð Þ. This is equivalent to minimizing the sum of the general linear constraint
violations subject to the simple bounds. (In the linear programming literature, the approach is often
called elastic programming.)

11.4 Miscellaneous

If the basis matrix is not chosen carefully, the condition of the null space matrix Z in (8) could be
arbitrarily high. To guard against this, the function implements a ‘basis repair’ feature in which the
LUSOL package (see Gill et al. (1991)) is used to compute the rectangular factorization

B S
� �T ¼ LU; ð15Þ

returning just the permutation P that makes PLPT unit lower triangular. The pivot tolerance is set to
require PLPTj jij � 2, and the permutation is used to define P in (7). It can be shown that Zk k is likely
to be little more than unity. Hence, Z should be well-conditioned regardless of the condition of W . This
feature is applied at the beginning of the optimality phase if a potential B� S ordering is known.

The EXPAND procedure (see Gill et al. (1989)) is used to reduce the possibility of cycling at a point
where the active constraints are nearly linearly dependent. Although there is no absolute guarantee that
cycling will not occur, the probability of cycling is extremely small (see Hall and McKinnon (1996)).
The main feature of EXPAND is that the feasibility tolerance is increased at the start of every iteration.
This allows a positive step to be taken at every iteration, perhaps at the expense of violating the bounds
on x; sð Þ by a small amount.

Suppose that the value of the optional parameter Feasibility Tolerance is �. Over a period of K
iterations (where K is the value of the optional parameter Expand Frequency), the feasibility tolerance
actually used by the function (i.e., the working feasibility tolerance) increases from 0:5� to � (in steps of
0:5�=K).

At certain stages the following ‘resetting procedure’ is used to remove small constraint infeasibilities.
First, all nonbasic variables are moved exactly onto their bounds. A count is kept of the number of
nontrivial adjustments made. If the count is nonzero, the basic variables are recomputed. Finally, the
working feasibility tolerance is reinitialized to 0:5�.

If a problem requires more than K iterations, the resetting procedure is invoked and a new cycle of
iterations is started. (The decision to resume the feasibility phase or optimality phase is based on
comparing any constraint infeasibilities with �.)

The resetting procedure is also invoked when the function reaches an apparently optimal, infeasible or
unbounded solution, unless this situation has already occurred twice. If any nontrivial adjustments are
made, iterations are continued.

The EXPAND procedure not only allows a positive step to be taken at every iteration, but also provides
a potential choice of constraints to be added to the working set. All constraints at a distance � (where
� � �N ) along p from the current point are then viewed as acceptable candidates for inclusion in the
working set. The constraint whose normal makes the largest angle with the search direction is added to
the working set. This strategy helps keep the basis matrix B well-conditioned.

12 Optional Parameters

Several optional parameters in nag_opt_sparse_convex_qp_solve (e04nqc) define choices in the
problem specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_opt_sparse_convex_qp_solve (e04nqc) these optional parameters have associated default values
that are appropriate for most problems. Therefore, you need only specify those optional parameters
whose values are to be different from their default values.
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The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Backup Basis File

Check Frequency

Crash Option

Crash Tolerance

Defaults

Dump File

Elastic Mode

Elastic Objective

Elastic Weight

Expand Frequency

Factorization Frequency

Feasibility Tolerance

Feasible Point

Infinite Bound Size

Insert File

Iterations Limit

List

Load File

LU Complete Pivoting

LU Density Tolerance

LU Factor Tolerance

LU Partial Pivoting

LU Rook Pivoting

LU Singularity Tolerance

LU Update Tolerance

Maximize

Minimize

New Basis File

Nolist

Old Basis File

Optimality Tolerance

Partial Price

Pivot Tolerance

Print File

Print Frequency

Print Level

Punch File

QPSolver CG

QPSolver Cholesky

QPSolver QN

Reduced Hessian Dimension

Save Frequency

Scale Option
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Scale Print

Scale Tolerance

Solution File

Solution No

Solution Yes

Summary File

Summary Frequency

Superbasics Limit

Suppress Parameters

System Information No

System Information Yes

Timing Level

Unbounded Step Size

Optional parameters may be specified by calling one, or any, of the functions nag_opt_sparse_
convex_qp_option_set_file (e04nrc), nag_opt_sparse_convex_qp_option_set_string (e04nsc), nag_opt_
sparse_convex_qp_option_set_integer (e04ntc) and nag_opt_sparse_convex_qp_option_set_double
(e04nuc) before a call to nag_opt_sparse_convex_qp_solve (e04nqc), but after a call to
nag_opt_sparse_convex_qp_init (e04npc).

nag_opt_sparse_convex_qp_option_set_file (e04nrc) reads options from an external options file, with
Begin and End as the first and last lines respectively and each intermediate line defining a single
optional parameter. For example,

Begin
Print Level = 5

End

The call

e04nrc (ioptns, &state, &fail);

can then be used to read the file on descriptor ioptns. fail:code ¼ NE_NOERROR on successful exit.
nag_opt_sparse_convex_qp_option_set_file (e04nrc) should be consulted for a full description of this
method of supplying optional parameters.

nag_opt_sparse_convex_qp_option_set_string (e04nsc), nag_opt_sparse_convex_qp_option_set_integer
(e04ntc) or nag_opt_sparse_convex_qp_option_set_double (e04nuc) can be called to supply options
directly, one call being necessary for each optional parameter. nag_opt_sparse_convex_qp_option_set_
string (e04nsc), nag_opt_sparse_convex_qp_option_set_integer (e04ntc) or nag_opt_sparse_convex_q
p_option_set_double (e04nuc) should be consulted for a full description of this method of supplying
optional parameters.

All optional parameters not specified by you are set to their default values. Optional parameters
specified by you are unaltered by nag_opt_sparse_convex_qp_solve (e04nqc) (unless they define invalid
values) and so remain in effect for subsequent calls unless altered by you.

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value is used whenever the condition ij j 	 100000000 is satisfied and where the
symbol � is a generic notation for machine precision (see nag_machine_precision (X02AJC));

The variable bigbnd holds the value of Infinite Bound Size.
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Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., optional parameters Dump File and Print File) have
type Nag_FileID (see Section 2.3.1.1 in How to Use the NAG Library and its Documentation). This ID
value must either be set to 0 (the default value) in which case there will be no output, or will be as
returned by a call of nag_open_file (x04acc).

Check Frequency i Default ¼ 60

Every ith iteration after the most recent basis factorization, a numerical test is made to see if the current
solution x; sð Þ satisfies the linear constraints Ax� s ¼ 0. If the largest element of the residual vector
r ¼ Ax� s is judged to be too large, the current basis is refactorized and the basic variables
recomputed to satisfy the constraints more accurately. If i � 0, the value i ¼ 99999999 is used and
effectively no checks are made.

Check Frequency ¼ 1 is useful for debugging purposes, but otherwise this option should not be
needed.

Crash Option i Default ¼ 3
Crash Tolerance r Default ¼ 0:1

Note that these options do not apply when start ¼ Nag Warm (see Section 5).

If start ¼ Nag Cold, an internal Crash procedure is used to select an initial basis from various rows and
columns of the constraint matrix A �I

� �
. The value of i determines which rows and columns of A

are initially eligible for the basis, and how many times the Crash procedure is called. Columns of �I
are used to pad the basis where necessary.

i Meaning

0 The initial basis contains only slack variables: B ¼ I.
1 The Crash procedure is called once, looking for a triangular basis in all rows and columns of

the matrix A.

2 The Crash procedure is called once, looking for a triangular basis in rows.

3 The Crash procedure is called twice, treating linear equalities and linear inequalities
separately.

If i 	 1, certain slacks on inequality rows are selected for the basis first. (If i 	 2, numerical values are
used to exclude slacks that are close to a bound.) The Crash procedure then makes several passes
through the columns of A, searching for a basis matrix that is essentially triangular. A column is
assigned to ‘pivot’ on a particular row if the column contains a suitably large element in a row that has
not yet been assigned. (The pivot elements ultimately form the diagonals of the triangular basis.) For
remaining unassigned rows, slack variables are inserted to complete the basis.

The Crash Tolerance allows the Crash procedure to ignore certain ‘small’ nonzero elements in each
column of A. If amax is the largest element in column j, other nonzeros aij in the column are ignored if
aij
		 		 � amax � r. (To be meaningful, r should be in the range 0 � r < 1.)

When r > 0:0, the basis obtained by the Crash procedure may not be strictly triangular, but it is likely
to be nonsingular and almost triangular. The intention is to obtain a starting basis containing more
columns of A and fewer (arbitrary) slacks. A feasible solution may be reached sooner on some
problems.

For example, suppose the first m columns of A form the matrix shown under LU Factor Tolerance; i.
e., a tridiagonal matrix with entries �1, 4, �1. To help the Crash procedure choose all m columns for
the initial basis, we would specify a Crash Tolerance of r for some value of r > 0:5.

Defaults

This special keyword may be used to reset all optional parameters to their default values.
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Dump File i1 Default ¼ 0
Load File i2 Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Optional parameters Dump File and Load File are similar to optional parameters Punch File and
Insert File, but they record solution information in a manner that is more direct and more easily
modified. A full description of information recorded in optional parameters Dump File and Load File
is given in Gill et al. (2005a).

If Dump File > 0, the last solution obtained will be output to the file Dump File.

If Load File > 0, the Load File containing basis information will be read. The file will usually have
been output previously as a Dump File. The file will not be accessed if optional parameters
Old Basis File or Insert File are specified.

Elastic Mode i Default ¼ 1

This argument determines if (and when) elastic mode is to be started. Three elastic modes are available
as follows:

i Meaning

0 Elastic mode is never invoked. nag_opt_sparse_convex_qp_solve (e04nqc) will terminate as
soon as infeasibility is detected. There may be other points with significantly smaller sums of
infeasibilities.

1 Elastic mode is invoked only if the constraints are found to be infeasible (the default). If the
constraints are infeasible, continue in elastic mode with the composite objective determined by
the values of the optional parameters Elastic Objective and Elastic Weight.

2 The iterations start and remain in elastic mode. This option allows you to minimize the
composite objective function directly without first performing Phase 1 iterations.

The success of this option will depend critically on your choice of Elastic Weight. If
Elastic Weight is sufficiently large and the constraints are feasible, the minimizer of the
composite objective and the solution of the original problem are identical. However, if the
Elastic Weight is not sufficiently large, the minimizer of the composite function may be
infeasible, even if a feasible point exists.

Elastic Objective i Default ¼ 1

This determines the form of the composite objective f xð Þ þ �
P
j

vj þ wj
� �

in Phase 2 (�). Three types of

composite objectives are available.

i Meaning

0 Include only the true objective f xð Þ in the composite objective. This option sets � ¼ 0 in the
composite objective and allows nag_opt_sparse_convex_qp_solve (e04nqc) to ignore the
elastic bounds and find a solution that minimizes f xð Þ subject to the non-elastic constraints.
This option is useful if there are some ‘soft’ constraints that you would like to ignore if the
constraints are infeasible.

1 Use a composite objective defined with � determined by the value of Elastic Weight. This
value is intended to be used in conjunction with Elastic Mode ¼ 2.

2 Include only the elastic variables in the composite objective. The elastics are weighted by
� ¼ 1. This choice minimizes the violations of the elastic variables at the expense of possibly
increasing the true objective. This option can be used to find a point that minimizes the sum of
the violations of a subset of constraints specified by the input array helast.

Elastic Weight r Default ¼ 1:0

This defines the value of � in the composite objective in Phase 2 (�).
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At each iteration of elastic mode, the composite objective is defined to be

minimize � f xð Þ þ � ðsum of infeasibilitiesÞ;

where � ¼ 1 for Minimize, � ¼ �1 for Maximize, and f xð Þ is the quadratic objective.

Note that the effect of � is not disabled once a feasible point is obtained.

Expand Frequency i Default ¼ 10000

This option is part of an anti-cycling procedure (see Section 11.4) designed to allow progress even on
highly degenerate problems.

The strategy is to force a positive step at every iteration, at the expense of violating the constraints by a
small amount. Suppose that the value of the optional parameter Feasibility Tolerance is �. Over a
period of i iterations, the feasibility tolerance actually used by nag_opt_sparse_convex_qp_solve
(e04nqc) (i.e., the working feasibility tolerance) increases from 0:5� to � (in steps of 0:5�=i).

Increasing the value of i helps reduce the number of slightly infeasible nonbasic variables (most of
which are eliminated during the resetting procedure). However, it also diminishes the freedom to choose
a large pivot element (see the description of the optional parameter Pivot Tolerance).

If i � 0, the value i ¼ 99999999 is used and effectively no anti-cycling procedure is invoked.

Factorization Frequency i Default ¼ 100 LPð Þ or 50 QPð Þ
If i > 0, at most i basis changes will occur between factorizations of the basis matrix.

For LP problems, the basis factors are usually updated at every iteration. Higher values of i may be
more efficient on problems that are extremely sparse and well scaled.

For QP problems, fewer basis updates will occur as the solution is approached. The number of
iterations between basis factorizations will therefore increase. During these iterations a test is made
regularly according to the value of optional parameter Check Frequency to ensure that the linear
constraints Ax� s ¼ 0 are satisfied. Occasionally, the basis will be refactorized before the limit of i
updates is reached. If i � 0, the default value is used.

Feasibility Tolerance r Default ¼ max 10�6;
ffiffi
�
p� 

A feasible problem is one in which all variables satisfy their upper and lower bounds to within the
absolute tolerance r. (This includes slack variables. Hence, the general constraints are also satisfied to
within r.)

nag_opt_sparse_convex_qp_solve (e04nqc) attempts to find a feasible solution before optimizing the
objective function. If the sum of infeasibilities cannot be reduced to zero, the problem is assumed to be
infeasible. Let sInf be the corresponding sum of infeasibilities. If sInf is quite small, it may be
appropriate to raise r by a factor of 10 or 100. Otherwise, some error in the data should be suspected.

Note that if sInf is not small and you have not asked nag_opt_sparse_convex_qp_solve (e04nqc) to
minimize the violations of the elastic variables (i.e., you have not specified Elastic Objective ¼ 2),
there may be other points that have a significantly smaller sum of infeasibilities. nag_opt_sparse_
convex_qp_solve (e04nqc) will not attempt to find the solution that minimizes the sum unless
Elastic Objective ¼ 2.

If the constraints and variables have been scaled (see the description of the optional parameter
Scale Option), then feasibility is defined in terms of the scaled problem (since it is more likely to be
meaningful).

Infinite Bound Size r Default ¼ 1020

If r 	 0, r defines the ‘infinite’ bound infbnd in the definition of the problem constraints. Any upper
bound greater than or equal to infbnd will be regarded as þ1 (and similarly any lower bound less than
or equal to �infbnd will be regarded as �1). If r < 0, the default value is used.
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Iterations Limit i Default ¼ max 10000; 10max m;nf gf g
The value of i specifies the maximum number of iterations allowed before termination. Setting i ¼ 0
and Print Level > 0 means that: the workspace needed to start solving the problem will be computed
and printed; and feasibility and optimality will be checked. No iterations will be performed. If i < 0,
the default value is used.

LU Density Tolerance r1 Default ¼ 0:6
LU Singularity Tolerance r2 Default ¼ �23

The density tolerance r1 is used during LU factorization of the basis matrix. Columns of L and rows of
U are formed one at a time, and the remaining rows and columns of the basis are altered appropriately.
At any stage, if the density of the remaining matrix exceeds r1, the Markowitz strategy for choosing
pivots is terminated. The remaining matrix is factored by a dense LU procedure. Raising the density
tolerance towards 1:0 may give slightly sparser LU factors, with a slight increase in factorization time.

If r2 > 0, r2 defines the singularity tolerance used to guard against ill-conditioned basis matrices. After
B is refactorized, the diagonal elements of U are tested as follows. If ujj

		 		 � r2 or ujj
		 		 < r2max

i
uij
		 		,

the jth column of the basis is replaced by the corresponding slack variable. If r2 � 0, the default value
is used.

LU Factor Tolerance r1 Default ¼ 100:0
LU Update Tolerance r2 Default ¼ 10:0

The values of r1 and r2 affect the stability and sparsity of the basis factorization B ¼ LU , during
refactorization and updates respectively. The lower triangular matrix L is a product of matrices of the
form

1
� 1

� �
where the multipliers � will satisfy �j j � ri. The default values of r1 and r2 usually strike a good
compromise between stability and sparsity. They must satisfy r1, r2 	 1:0.

For large and relatively dense problems, r1 ¼ 10:0 or 5:0 (say) may give a useful improvement in
stability without impairing sparsity to a serious degree.

For certain very regular structures (e.g., band matrices) it may be necessary to reduce r1 and=or r2 in
order to achieve stability. For example, if the columns of A include a sub-matrix of the form

4 �1
�1 4 �1

�1 4 �1
. . . . . . . . .

�1 4 �1
�1 4

0BBBBB@

1CCCCCA;

one should set both r1 and r2 to values in the range 1:0 � ri < 4:0.

LU Partial Pivoting Default
LU Complete Pivoting
LU Rook Pivoting

The LU factorization implements a Markowitz-type search for pivots that locally minimize the fill-in
subject to a threshold pivoting stability criterion. The default option is to use threshold partial pivoting.
The options LU Complete Pivoting and LU Rook Pivoting are more expensive but more stable and
better at revealing rank, as long as the LU Factor Tolerance is not too large (say < 2:0).
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Minimize Default
Maximize
Feasible Point

This option specifies the required direction of the optimization. It applies to both linear and nonlinear
terms (if any) in the objective function. Note that if two problems are the same except that one
minimizes f xð Þ and the other maximizes �f xð Þ, their solutions will be the same but the signs of the
dual variables 	i and the reduced gradients dj (see Section 11.3) will be reversed.

The option Feasible Point means ‘ignore the objective function, while finding a feasible point for the
linear constraints’. It can be used to check that the constraints are feasible without altering the call to
nag_opt_sparse_convex_qp_solve (e04nqc).

New Basis File i1 Default ¼ 0
Backup Basis File i2 Default ¼ 0
Save Frequency i3 Default ¼ 100

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Optional parameters New Basis File and Backup Basis File are sometimes referred to as basis maps.
They contain the most compact representation of the state of each variable. They are intended for
restarting the solution of a problem at a point that was reached by an earlier run. For nontrivial
problems, it is advisable to save basis maps at the end of a run, in order to restart the run if necessary.

If New Basis File > 0, a basis map will be saved on file New Basis File every i3th iteration, where i3
is the Save Frequency. The first record of the file will contain the word PROCEEDING if the run is still
in progress. A basis map will also be saved at the end of a run, with some other word indicating the
final solution status.

If Backup Basis File > 0, Backup Basis File is intended as a safeguard against losing the results of a
long run. Suppose that a New Basis File is being saved every 100 (Save Frequency) iterations, and
that nag_opt_sparse_convex_qp_solve (e04nqc) is about to save such a basis at iteration 2000. It is
conceivable that the run may be interrupted during the next few milliseconds (in the middle of the
save). In this case the Basis file will be corrupted and the run will have been essentially wasted.

To eliminate this risk, both a New Basis File and a Backup Basis File may be specified. The following
would be suitable for the above example:

Backup Basis FileID1
New Basis FileID2

where FileID1 and FileID2 are returned by nag_open_file (x04acc).

The current basis will then be saved every 100 iterations, first on FileID2 and then immediately on
FileID1. If the run is interrupted at iteration 2000 during the save on FileID2, there will still be a
usable basis on FileID1 (corresponding to iteration 1900).

Note that a new basis will be saved in New Basis File at the end of a run if it terminates normally, but
it will not be saved in Backup Basis File. In the above example, if an optimum solution is found at
iteration 2050 (or if the iteration limit is 2050), the final basis on FileID2 will correspond to iteration
2050, but the last basis saved on FileID1 will be the one for iteration 2000.

A full description of information recorded in New Basis File and Backup Basis File is given in Gill et
al. (2005a).

Nolist Default
List

Normally each optional parameter specification is printed to unit Print File as it is supplied. Optional
parameter Nolist may be used to suppress the printing and optional parameter List may be used to
restore printing.
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Old Basis File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Old Basis File > 0, the basis maps information will be obtained from the file associated with ID i.
The file will usually have been output previously as a New Basis File or Backup Basis File. A full
description of information recorded in New Basis File and Backup Basis File is given in Gill et al.
(2005a).

The file will not be acceptable if the number of rows or columns in the problem has been altered.

Optimality Tolerance r Default ¼ max 10�6;
ffiffi
�
p� 

This is used to judge the size of the reduced gradients dj ¼ gj � aTj 	, where gj is the jth component of

the gradient, aj is the associated column of the constraint matrix A �I
� �

, and 	 is the set of dual
variables.

By construction, the reduced gradients for basic variables are always zero. The problem will be
declared optimal if the reduced gradients for nonbasic variables at their lower or upper bounds satisfy

dj= 	k k 	 �r or dj= 	k k � r

respectively, and if dj
		 		= 	k k � r for superbasic variables.

In the above tests, 	k k is a measure of the size of the dual variables. It is included to make the tests
independent of a scale factor on the objective function. The quantity 	k k actually used is defined by

	k k ¼ max �=
ffiffiffiffiffi
m
p

; 1
� �

; where � ¼
Xm
i¼1

	ij j;

so that only large scale factors are allowed for.

If the objective is scaled down to be very small, the optimality test reduces to comparing dj against
0:01r.

Partial Price i Default ¼ 10 LPð Þ or 1 QPð Þ
This option is recommended for large FP or LP problems that have significantly more variables than
constraints (i.e., n� m). It reduces the work required for each pricing operation (i.e., when a nonbasic
variable is selected to enter the basis). If i ¼ 1, all columns of the constraint matrix A �I

� �
are

searched. If i > 1, A and I are partitioned to give i roughly equal segments Aj ; Ij , for j ¼ 1; 2; . . . ; i
(modulo i). If the previous pricing search was successful on Aj�1; Ij�1, the next search begins on the
segments Aj and Ij. If a reduced gradient is found that is larger than some dynamic tolerance, the
variable with the largest such reduced gradient (of appropriate sign) is selected to enter the basis. If
nothing is found, the search continues on the next segments Ajþ1; Ijþ1, and so on. If i � 0, the default
value is used.

Pivot Tolerance r Default ¼ �23

Broadly speaking, the pivot tolerance is used to prevent columns entering the basis if they would cause
the basis to become almost singular.

When x changes to xþ �p for some search direction p, a ‘ratio test’ determines which component of x
reaches an upper or lower bound first. The corresponding element of p is called the pivot element.
Elements of p are ignored (and therefore cannot be pivot elements) if they are smaller than the pivot
tolerance r.

It is common for two or more variables to reach a bound at essentially the same time. In such cases, the
optional parameter Feasibility Tolerance (say t) provides some freedom to maximize the pivot element
and thereby improve numerical stability. Excessively small values of t should therefore not be specified.
To a lesser extent, the optional parameter Expand Frequency (say f) also provides some freedom to
maximize the pivot element. Excessively large values of f should therefore not be specified.
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Print File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Print File > 0, the following information is output to Print File during the solution of each problem:

– a listing of the optional parameters;

– some statistics about the problem;

– the amount of storage available for the LU factorization of the basis matrix;

– notes about the initial basis resulting from a Crash procedure or a Basis file;

– the iteration log;

– basis factorization statistics;

– the exit fail condition and some statistics about the solution obtained;

– the printed solution, if requested.

The last four items are described in Sections 9 and 13. Further brief output may be directed to the
Summary File.

Print Frequency i Default ¼ 100

If i > 0, one line of the iteration log will be printed every ith iteration. A value such as i ¼ 10 is
suggested for those interested only in the final solution. If i � 0, the value of i ¼ 99999999 is used and
effectively no checks are made.

Print Level i Default ¼ 1

This controls the amount of printing produced by nag_opt_sparse_convex_qp_solve (e04nqc) as
follows.

i Meaning

0 No output except error messages. If you want to suppress all output, set Print File ¼ 0.

¼ 1 The set of selected options, problem statistics, summary of the scaling procedure, information
about the initial basis resulting from a Crash or a Basis file, a single line of output at each
iteration (controlled by the optional parameter Print Frequency), and the exit condition with a
summary of the final solution.

	 10 Basis factorization statistics.

Punch File i1 Default ¼ 0
Insert File i2 Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

These files provide compatibility with commercial mathematical programming systems. The Punch File
from a previous run may be used as an Insert File for a later run on the same problem. A full
description of information recorded in Insert File and Punch File is given in Gill et al. (2005a).

If Insert File > 0, the final solution obtained will be output to file Punch File. For linear programs,
this format is compatible with various commercial systems.

If Punch File > 0, the Insert File containing basis information will be read. The file will usually have
been output previously as a Punch File. The file will not be accessed if Old Basis File is specified.
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QPSolver Cholesky Default
QPSolver CG
QPSolver QN

Specifies the active-set algorithm used to solve the quadratic program in Phase 2 (�).
QPSolver Cholesky holds the full Cholesky factor R of the reduced Hessian ZTHZ. As the QP
iterations proceed, the dimension of R changes with the number of superbasic variables. If the number
of superbasic variables needs to increase beyond the value of Reduced Hessian Dimension, the
reduced Hessian cannot be stored and the solver switches to QPSolver CG. The Cholesky solver is
reactivated if the number of superbasics stabilizes at a value less than Reduced Hessian Dimension.

QPSolver QN solves the QP using a quasi-Newton method. In this case, R is the factor of a quasi-
Newton approximate Hessian.

QPSolver CG uses an active-set method similar to QPSolver QN, but uses the conjugate-gradient
method to solve all systems involving the reduced Hessian.

The Cholesky QP solver is the most robust, but may require a significant amount of computation if
there are many superbasics.

The quasi-Newton QP solver does not require computation of the exact R at the start of Phase 2 (�). It
may be appropriate when the number of superbasics is large but relatively few iterations are needed to
reach a solution (e.g., if nag_opt_sparse_convex_qp_solve (e04nqc) is called with a Warm Start).

The conjugate-gradient QP solver is appropriate for problems with many degrees of freedom (say, more
than 2000 superbasics).

Reduced Hessian Dimension i Default ¼ 1 LPð Þ or min 2000; nH þ 1; nð Þ QPð Þ
This specifies that an i by i triangular matrix R (to define the reduced Hessian according to
RTR ¼ ZTHZ). is to be available for use by the Cholesky QP solver.

Scale Option i Default ¼ 2
Scale Tolerance r Default ¼ 0:9
Scale Print

Three scale options are available as follows:

i Meaning

0 No scaling. This is recommended if it is known that x and the constraint matrix never have very
large elements (say, larger than 100).

1 The constraints and variables are scaled by an iterative procedure that attempts to make the matrix
coefficients as close as possible to 1:0 (see Fourer (1982)). This will sometimes improve the
performance of the solution procedures.

2 The constraints and variables are scaled by the iterative procedure. Also, a certain additional scaling
is performed that may be helpful if the right-hand side b or the solution x is large. This takes into
account columns of A �I

� �
that are fixed or have positive lower bounds or negative upper

bounds.

Optional parameter Scale Tolerance affects how many passes might be needed through the constraint
matrix. On each pass, the scaling procedure computes the ratio of the largest and smallest nonzero
coefficients in each column:

�j ¼ max
j

aij
		 		=min

i
aij
		 		 aij 6¼ 0

� �
:

If max
j
�j is less than r times its previous value, another scaling pass is performed to adjust the row and

column scales. Raising r from 0:9 to 0:99 (say) usually increases the number of scaling passes through
A. At most 10 passes are made. The value of r should lie in the range 0 < r < 1.

Scale Print causes the row scales r ið Þ and column scales c jð Þ to be printed to Print File, if
System Information Yes has been specified. The scaled matrix coefficients are �aij ¼ aijc jð Þ=r ið Þ, and
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the scaled bounds on the variables and slacks are �lj ¼ lj=c jð Þ, �uj ¼ uj=c jð Þ, where c jð Þ ¼ r j� nð Þ if
j > n.

Solution Yes Default
Solution No

This option determines if the final obtained solution is to be output to the Print File. Note that the
Solution File option operates independently.

Solution File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Solution File > 0, the final solution will be output to file Solution File (whether optimal or not).

To see more significant digits in the printed solution, it will sometimes be useful to make Solution File.

Summary File i1 Default ¼ 0
Summary Frequency i2 Default ¼ 100

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Summary File > 0, a brief log will be output to file Summary File, including one line of
information every i2th iteration. In an interactive environment, it is useful to direct this output to the
terminal, to allow a run to be monitored online. (If something looks wrong, the run can be manually
terminated.) Further details are given in Section 13. If i2 � 0, the value of i2 ¼ 99999999 is used and
effectively no checks are made.

Superbasics Limit i Default ¼ 1 LPð Þ or min nH þ 1; nf g QPð Þ
This places a limit on the storage allocated for superbasic variables. Ideally, i should be set slightly
larger than the ‘number of degrees of freedom’ expected at an optimal solution.

For linear programs, an optimum is normally a basic solution with no degrees of freedom. (The number
of variables lying strictly between their bounds is no more than m, the number of general constraints.)
The default value of i is therefore 1.

For quadratic problems, the number of degrees of freedom is often called the ‘number of independent
variables’. Normally, i need not be greater than nH þ 1, where nH is the number of leading nonzero
columns of H. For many problems, i may be considerably smaller than nH . This will save storage if nH
is very large.

Suppress Parameters

Normally nag_opt_sparse_convex_qp_solve (e04nqc) prints the options file as it is being read, and then
prints a complete list of the available keywords and their final values. The optional parameter
Suppress Parameters tells nag_opt_sparse_convex_qp_solve (e04nqc) not to print the full list.

System Information No Default
System Information Yes

This option prints additional information on the progress of major and minor iterations, and Crash
statistics. See Section 13.

Timing Level i Default ¼ 0

If i > 0, some timing information will be output to the Print file, if Print File > 0.

Unbounded Step Size r Default ¼ infbnd

If r > 0, r specifies the magnitude of the change in variables that will be considered a step to an
unbounded solution. (Note that an unbounded solution can occur only when the Hessian is not positive
definite.) If the change in x during an iteration would exceed the value of r, the objective function is
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considered to be unbounded below in the feasible region. If r � 0, the default value is used. See
Infinite Bound Size for the definition of infbnd.

13 Description of Monitoring Information

This section describes the intermediate printout and final printout which constitutes the monitoring
information produced by nag_opt_sparse_convex_qp_solve (e04nqc). (See also the description of the
optional parameters Print File and Print Level.) You can control the level of printed output.

13.1 Crash Statistics

When Print Level 	 10, Print File > 0 and System Information Yes has been specified, the following
lines of intermediate printout (less than 120 characters) are produced on the unit number specified by
optional parameter Print File whenever start ¼ Nag Cold (see Section 5). They refer to the number of
columns selected by the Crash procedure during each of several passes through A, whilst searching for
a triangular basis matrix.

Label Description

Slacks is the number of slacks selected initially.

Free cols is the number of free columns in the basis, including those whose bounds are
rather far apart.

Preferred is the number of ‘preferred’ columns in the basis (i.e., hs½j� 1� ¼ 3 for some
j � n). It will be a subset of the columns for which hs½j� 1� ¼ 3 was specified.

Unit is the number of unit columns in the basis.

Double is the number of double columns in the basis.

Triangle is the number of triangular columns in the basis.

Pad is the number of slacks used to pad the basis (to make it a nonsingular triangle).

13.2 Basis Factorization Statistics

When Print Level 	 10 and Print File > 0, the first seven items of intermediate printout in the list
below are produced on the unit number specified by optional parameter Print File whenever the matrix

B or BS ¼ B S
� �T

is factorized. Gaussian elimination is used to compute an LU factorization of B
or BS, where PLPT is a lower triangular matrix and PUQ is an upper triangular matrix for some
permutation matrices P and Q. The factorization is stabilized in the manner described under the
optional parameter LU Factor Tolerance. In addition, if System Information Yes has been specified,
the entries from Elems onwards are also output.

Label Description

Factor the number of factorizations since the start of the run.

Demand a code giving the reason for the present factorization, as follows:

Code Meaning
0 First LU factorization.
1 The number of updates reached the Factorization Frequency.
2 The nonzeros in the updated factors have increased significantly.
7 Not enough storage to update factors.
10 Row residuals are too large (see the description of the optional

parameter Check Frequency).
11 Ill-conditioning has caused inconsistent results.

Itn is the current minor iteration number.

Nonlin is the number of nonlinear variables in the current basis B.

Linear is the number of linear variables in B.
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Slacks is the number of slack variables in B.

B, BR, BS or BT factorize
is the type of LU factorization.

B periodic factorization of the basis B.
BR more careful rank-revealing factorization of B using threshold rook

pivoting. This occurs mainly at the start, if the first basis factors seem
singular or ill-conditioned. Followed by a normal B factorize.

BS BS is factorized to choose a well-conditioned B from the current B Sð Þ.
Followed by a normal B factorize.

BT same as BS except the current B is tried first and accepted if it appears
to be not much more ill-conditioned than after the previous BS factorize.

m is the number of rows in B or BS.

n is the number of columns in B or BS. Preceded by ‘=’ or ‘>’ respectively.

Elems is the number of nonzero elements in B or BS.

Amax is the largest nonzero in B or BS.

Density is the percentage nonzero density of B or BS.

Merit/MerRP/MerCP Merit is the average Markowitz merit count for the elements chosen to be the
diagonals of PUQ. Each merit count is defined to be c� 1ð Þ r� 1ð Þ where c and r
are the number of nonzeros in the column and row containing the element at the
time it is selected to be the next diagonal. Merit is the average of n such
quantities. It gives an indication of how much work was required to preserve
sparsity during the factorization. If LU Complete Pivoting or LU Rook Pivoting
has been selected, this heading is changed to MerCP, respectively MerRP.

lenL is the number of nonzeros in L.

L+U is the number of nonzeros representing the basis factors L and U . Immediately
after a basis factorization B ¼ LU , this is lenL+lenU, the number of subdiagonal
elements in the columns of a lower triangular matrix and the number of diagonal
and superdiagonal elements in the rows of an upper-triangular matrix. Further
nonzeros are added to L when various columns of B are later replaced. As
columns of B are replaced, the matrix U is maintained explicitly (in sparse form).
The value of L will steadily increase, whereas the value of U may fluctuate up or
down. Thus the value of L+U may fluctuate up or down (in general, it will tend to
increase).

Cmpressns is the number of times the data structure holding the partially factored matrix
needed to be compressed to recover unused storage. Ideally this number should
be zero. If it is more than 3 or 4, the amount of workspace available to
nag_opt_sparse_convex_qp_solve (e04nqc) should be increased for efficiency.

Incres is the percentage increase in the number of nonzeros in L and U relative to the
number of nonzeros in B or BS.

Utri is the number of triangular rows of B or BS at the top of U .

lenU the number of nonzeros in U , including its diagonals.

Ltol is the largest subdiagonal element allowed in L. This is the specified
LU Factor Tolerance or a smaller value that is currently being used for greater
stability.

Umax the maximum nonzero element in U .

Ugrwth is the ratio Umax=Amax, which ideally should not be substantially larger than 10:0
or 100:0. If it is orders of magnitude larger, it may be advisable to reduce the
LU Factor Tolerance to 5:0, 4:0, 3:0 or 2:0, say (but bigger than 1:0).
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As long as Lmax is not large (say 5:0 or less), max Amax; Umaxð Þ=DUmin gives an
estimate of the condition number B. If this is extremely large, the basis is nearly
singular. Slacks are used to replace suspect columns of B and the modified basis
is refactored.

Ltri is the number of triangular columns of B or BS at the left of L.

dense1 is the number of columns remaining when the density of the basis matrix being
factorized reached 0:3.

Lmax is the actual maximum subdiagonal element in L (bounded by Ltol).

Akmax is the largest nonzero generated at any stage of the LU factorization. (Values
much larger than Amax indicate instability.) Akmax is not printed if
LU Partial Pivoting is selected.

Agrwth is the ratio Akmax=Amax. Values much larger than 100 (say) indicate instability.
Agrwth is not printed if LU Partial Pivoting is selected.

bump is the size of the block to be factorized nontrivially after the triangular rows and
columns of B or BS have been removed.

dense2 is the number of columns remaining when the density of the basis matrix being
factorized reached 0:6. (The Markowitz pivot strategy searches fewer columns at
that stage.)

DUmax is the largest diagonal of PUQ.

DUmin is the smallest diagonal of PUQ.

condU the ratio DUmax=DUmin, which estimates the condition number of U (and of B if
Ltol is less than 5:0, say).

13.3 Basis Map

When Print Level 	 10 and Print File > 0, the following lines of intermediate printout (less than 80
characters) are produced on the unit number specified by optional parameter Print File. They refer to
the elements of the names array (see Section 5).

Label Description

Name gives the name for the problem (blank if problem unnamed).

Infeasibilities gives the number of infeasibilities. Printed only if the final point is infeasible.

Objective Value gives the objective value at the final point (or the value of the sum of
infeasibilities). Printed only if the final point is feasible.

Status gives the exit status for the problem (i.e., Optimal soln, Weak soln,
Unbounded, Infeasible, Excess itns, Error condn or Feasble soln)
followed by details of the direction of the optimization (i.e., (Min) or (Max)).

Iteration gives the iteration number when the file was created.

Superbasics gives the number of superbasic variables.

Objective gives the name of the free row for the problem (blank if objective unnamed).

RHS gives the name of the constraint right-hand side for the problem (blank if
objective unnamed).

Ranges gives the name of the ranges for the problem (blank if objective unnamed).

Bounds gives the name of the bounds for the problem (blank if objective unnamed).

e04 – Minimizing or Maximizing a Function e04nqc

Mark 26 e04nqc.41



13.4 Solution Output

At the end of a run, the final solution will be output to the Print file. Some header information appears
first to identify the problem and the final state of the optimization procedure. A ROWS section and a
COLUMNS section then follow, giving one line of information for each row and column.

13.4.1The ROWS section

General constraints take the form l � Ax � u. The ith constraint is therefore of the form

� � �ix � �;

where �i is the ith row of A.

Internally, the constraints take the form Ax� s ¼ 0, where s is the set of slack variables (which happen
to satisfy the bounds l � s � u). For the ith constraint, the slack variable si is directly available, and it
is sometimes convenient to refer to its state. It should satisfy � � si � �. A fullstop (.) is printed for
any numerical value that is exactly zero.

Label Description

Number is the value of nþ i. (This is used internally to refer to si in the intermediate
output.)

Row gives the name of �i.

State the state of �i (the state of si relative to the bounds � and �). The various states
possible are as follows:

LL si is nonbasic at its lower limit, �.

UL si is nonbasic at its upper limit, �.

EQ si is nonbasic and fixed at the value � ¼ �.
FR si is nonbasic and currently zero, even though it is free to take any value

between its bounds � and �.

BS si is basic.

SBS si is superbasic.

A key is sometimes printed before State. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value
of the objective function. The values of the other free variables might
change, giving a genuine alternative solution. However, if there are any
degenerate variables (labelled D), the actual change might prove to be zero,
since one of them could encounter a bound immediately. In either case, the
values of the Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal (or very
close) to one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the Feasibility Tolerance.

N Not precisely optimal. If the slack is superbasic, the dual variable 	i is not
sufficiently small, as measured by the Optimality Tolerance. If the slack
is nonbasic, 	i is not sufficiently positive or negative. If a loose
Optimality Tolerance has been used, or if iterations were terminated
before optimality, this key might be helpful in deciding whether or not to
restart the run.

Activity is the value of �ix at the final iterate.
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Slack Activity is the value by which the row differs from its nearest bound. (For the free row (if
any), it is set to Activity.)

Lower Limit is �, the lower bound specified for the variable si. None indicates that
bl½j� 1� � �infbnd.

Upper Limit is �, the upper bound specified for the variable si. None indicates that
bu½j� 1� 	 infbnd.

Dual Activity is the value of the dual variable 	i (the Lagrange multiplier for �i; see
Section 11.3). For FP problems, 	i is set to zero.

i gives the index i of the ith row.

13.4.2The COLUMNS Section

Let the jth component of x be the variable xj and assume that it satisfies the bounds � � xj � �. A
fullstop (.) is printed for any numerical value that is exactly zero.

Label Description

Number is the column number j. (This is used internally to refer to xj in the intermediate
output.)

Column gives the name of xj.

State the state of xj relative to the bounds � and �. The various states possible are as
follows:

LL xj is nonbasic at its lower limit, �.

UL xj is nonbasic at its upper limit, �.

EQ xj is nonbasic and fixed at the value � ¼ �.
FR xj is nonbasic and currently zero, even though it is free to take any value

between its bounds � and �.

BS xj is basic.

SBS xj is superbasic.

A key is sometimes printed before State. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value
of the objective function. The values of the other free variables might
change, giving a genuine alternative solution. However, if there are any
degenerate variables (labelled D), the actual change might prove to be zero,
since one of them could encounter a bound immediately. In either case, the
values of the Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal (or very
close) to one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the Feasibility Tolerance.

N Not precisely optimal. If the slack is superbasic, the dual variable 	i is not
sufficiently small, as measured by the Optimality Tolerance. If the slack
is nonbasic, 	i is not sufficiently positive or negative. If a loose
Optimality Tolerance has been used, or if iterations were terminated
before optimality, this key might be helpful in deciding whether or not to
restart the run.

Activity is the value of xj at the final iterate.
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Obj Gradient is the value of gj at the final iterate. For FP problems, gj is set to zero.

Lower Limit is the lower bound specified for the variable. None indicates that
bl½j� 1� � �infbnd.

Upper Limit is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 infbnd.

Reduced Gradnt is the value of dj at the final iterate (see Section 11.3). For FP problems, dj is set
to zero.

m + j is the value of mþ j.
Note: if two problems are the same except that one minimizes f xð Þ and the other maximizes �f xð Þ,
their solutions will be the same but the signs of the dual variables 	i and the reduced gradients dj will
be reversed.

13.5 The Solution File

If Solution File > 0, the information contained in a printed solution may also be output to the relevant
file (which may be the Print file if so desired). Infinite Upper and Lower limits appear as 
1020 rather
than None. The maximum line length is 111 characters.

A Solution file is intended to be read from disk by a self-contained program that extracts and saves
certain values as required for possible further computation. Typically the first 14 lines would be
ignored. The end of the ROWS section is marked by a line that starts with a 1 and is otherwise blank. If
this and the next 4 lines are skipped, the COLUMNS section (see Section 13.4.2) can then be read
under the same format.

13.6 The Summary File

If Summary File > 0, certain brief information will be output to file. A disk file should be used to
retain a concise log of each run if desired. (A Summary File is more easily perused than the associated
Print File).

The following information is included:

1. The optional parameters supplied via the option setting functions, if any;

2. The Basis file loaded, if any;

3. The status of the solution after each basis factorization (whether feasible; the objective value; the
number of function calls so far);

4. The same information every kth iteration, where k is the specified Summary Frequency;

5. Warnings and error messages;

6. The exit condition and a summary of the final solution.

Item 4 is preceded by a blank line, but item 5 is not.

The meaning of the printout for linear constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, n replaced by m, names½j� 1� replaced by names½nþ j� 1�,
bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1� and bu½nþ j� 1� respectively, and with the
following change in the heading:

Constrnt gives the name of the linear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.
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NAG Library Function Document

nag_opt_sparse_convex_qp_option_set_file (e04nrc)

1 Purpose

nag_opt_sparse_convex_qp_option_set_file (e04nrc) may be used to supply optional parameters to
nag_opt_sparse_convex_qp_solve (e04nqc) from an external file. The initialization function
nag_opt_sparse_convex_qp_init (e04npc) must have been called before calling nag_opt_sparse_con
vex_qp_option_set_file (e04nrc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_option_set_file (Nag_FileID fileid,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_option_set_file (e04nrc) may be used to supply values for optional
parameters to nag_opt_sparse_convex_qp_solve (e04nqc). nag_opt_sparse_convex_qp_option_set_file
(e04nrc) reads an external file whose fileid has been returned by a call to nag_open_file (x04acc).
nag_open_file (x04acc) must be called to provide fileid. Each line of the file defines a single optional
parameter. It is only necessary to supply values for those arguments whose values are to be different
from their default values.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

Blank strings and comments are ignored. A comment begins with an asterisk (*) and all subsequent
characters in the string are regarded as part of the comment.

The file containing the options must start with Begin and must finish with End. An example of a valid
options file is:

Begin * Example options file
Print level = 5

End

Optional parameter settings are preserved following a call to nag_opt_sparse_convex_qp_solve
(e04nqc) and so the keyword Defaults is provided to allow you to reset all the optional parameters
to their default values before a subsequent call to nag_opt_sparse_convex_qp_solve (e04nqc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc).
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4 References

None.

5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the option file to be read as returned by a call to nag_open_file (x04acc).

2: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OPTIONS_FILE_READ_FAILURE

At least one line of the options file is invalid.

Could not read options file on unit fileid ¼ valueh i.
Could not read options file on unit fileid. This may be due to:

(a) fileid is not a valid unit number;

(b) a file is not associated with unit fileid, or if it is, is unavailable for read access;

(c) one or more lines of the options file is invalid. Check that all keywords are neither
ambiguous nor misspelt;

(d) Begin was found, but end-of-file was found before End was found;
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(e) end-of-file was found before Begin was found.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_option_set_file (e04nrc) is not threaded in any implementation.

9 Further Comments

nag_opt_sparse_convex_qp_option_set_string (e04nsc), nag_opt_sparse_convex_qp_option_set_integer
(e04ntc) or nag_opt_sparse_convex_qp_option_set_double (e04nuc) may also be used to supply
optional parameters to nag_opt_sparse_convex_qp_solve (e04nqc).

10 Example

This example minimizes the quadratic function f xð Þ ¼ cTxþ 1
2x

THx , where

c ¼ �200:0;�2000:0;�2000:0;�2000:0;�2000:0; 400:0; 400:0ð ÞT

and

H ¼

2 0 0 0 0 0 0
0 2 0 0 0 0 0
0 0 2 2 0 0 0
0 0 2 2 0 0 0
0 0 0 0 2 0 0
0 0 0 0 0 2 2
0 0 0 0 0 2 2

0BBBBBBB@

1CCCCCCCA
subject to the bounds

0 � x1 � 200
0 � x2 � 2500

400 � x3 � 800
100 � x4 � 700

0 � x5 � 1500
0 � x6
0 � x7

and to the linear constraints

x1 þ x2 þ x3 þ x4 þ x5 þ x6 þ x7 ¼ 2000
0:15x1 þ 0:04x2 þ 0:02x3 þ 0:04x4 þ 0:02x5 þ 0:01x6 þ 0:03x7 � 60
0:03x1 þ 0:05x2 þ 0:08x3 þ 0:02x4 þ 0:06x5 þ 0:01x6 � 100
0:02x1 þ 0:04x2 þ 0:01x3 þ 0:02x4 þ 0:02x5 � 40
0:02x1 þ 0:03x2 þ 0:01x5 � 30

1500 � 0:70x1 þ 0:75x2 þ 0:80x3 þ 0:75x4 þ 0:80x5 þ 0:97x6
250 � 0:02x1 þ 0:06x2 þ 0:08x3 þ 0:12x4 þ 0:02x5 þ 0:01x6 þ 0:97x7 � 300

The initial point, which is infeasible, is

x0 ¼ 0:0; 0:0; 0:0; 0:0; 0:0; 0:0; 0:0ð ÞT:
The optimal solution (to five figures) is

x� ¼ 0:0; 349:40; 648:85; 172:85; 407:52; 271:36; 150:02ð ÞT:
One bound constraint and four linear constraints are active at the solution. Note that the Hessian matrix
H is positive semidefinite.
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10.1 Program Text

/* nag_opt_sparse_convex_qp_option_set_file (e04nrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const char *optionsfile = "e04nrce.opt";
Integer exit_status = 0;

/* Scalars */
double bndinf, featol, obj, objadd, sinf;
Integer elmode, i, icol, iobj, j, jcol, lenc, m, n, ncolh, ne;
Integer ninf, nname, ns;

/* Arrays */
static double ruser[1] = { -1.0 };
char nag_enum_arg[40];
char *cuser = 0, *prob = 0;
char **names = 0;
double *acol = 0, *bl = 0, *bu = 0, *c = 0, *pi = 0, *rc = 0;
double *x = 0;
Integer *helast = 0, *hs = 0, *inda = 0, *iuser = 0, *loca = 0;

/* Nag Types */
Nag_E04State state;
Nag_Start start;
Nag_Comm comm;
Nag_FileID fileidin;
NagError fail;

/* By default e04nrc does not print monitoring information.
Define SHOW_MONITORING_INFO to turn it on - see further below. */

#ifdef SHOW_MONITORING_INFO
Nag_FileID fileidout;

#endif

INIT_FAIL(fail);

printf("%s", "nag_opt_sparse_convex_qp_option_set_file (e04nrc) Example"
" Program Results\n");

printf("\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* This program demonstrates the use of routines to set and
* get values of optional parameters associated with
* nag_opt_sparse_convex_qp_solve (e04nqc).
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*/

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " ", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " ", &n, &m);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (n >= 1 && m >= 1) {
/* Read ne, iobj, ncolh, start and nname from data file. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %39s %" NAG_IFMT "",

&ne, &iobj, &ncolh, nag_enum_arg,
(unsigned)_countof(nag_enum_arg), &nname);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %39s %" NAG_IFMT "",

&ne, &iobj, &ncolh, nag_enum_arg, &nname);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

start = (Nag_Start) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(names = NAG_ALLOC(n + m, char *)) ||

!(prob = NAG_ALLOC(9, char)) ||
!(acol = NAG_ALLOC(ne, double)) ||
!(bl = NAG_ALLOC(m + n, double)) ||
!(bu = NAG_ALLOC(m + n, double)) ||
!(c = NAG_ALLOC(1, double)) ||
!(pi = NAG_ALLOC(m, double)) ||
!(rc = NAG_ALLOC(n + m, double)) ||
!(x = NAG_ALLOC(n + m, double)) ||
!(helast = NAG_ALLOC(n + m, Integer)) ||
!(hs = NAG_ALLOC(n + m, Integer)) ||
!(inda = NAG_ALLOC(ne, Integer)) ||
!(iuser = NAG_ALLOC(1, Integer)) ||
!(loca = NAG_ALLOC(n + 1, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or nf or nea or neg\n");
exit_status = 1;
goto END;

}
/* Read names from data file. */

for (i = 1; i <= nname; ++i) {
names[i - 1] = NAG_ALLOC(9, char);

#ifdef _WIN32
scanf_s(" ’ %8s ’", names[i - 1], 9);
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#else
scanf(" ’ %8s ’", names[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read the matrix acol from data file. Set up loca. */
jcol = 1;
loca[jcol - 1] = 1;
for (i = 1; i <= ne; ++i) {

/* Element ( inda[i-1], icol ) is stored in acol[i-1]. */

#ifdef _WIN32
scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT "", &acol[i - 1], &inda[i - 1],

&icol);
#else

scanf("%lf %" NAG_IFMT " %" NAG_IFMT "", &acol[i - 1], &inda[i - 1],
&icol);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (icol < jcol) {
/* Elements not ordered by increasing column index. */
printf("%s %5" NAG_IFMT " %s %5" NAG_IFMT "",

"Element in column", icol,
" found after element in column", jcol);

printf("%s\n\n", ". Problem abandoned.");
}
else if (icol == jcol + 1) {

/* Index in acol of the start of the icol-th column equals i. */
loca[icol - 1] = i;
jcol = icol;

}
else if (icol > jcol + 1) {

/* Index in acol of the start of the icol-th column equals i,
* but columns jcol+1,jcol+2,...,icol-1 are empty. Set the
* corresponding elements of loca to i.
*/

for (j = jcol + 1; j <= icol - 1; ++j) {
loca[j - 1] = i;

}
loca[icol - 1] = i;
jcol = icol;

}
}
loca[n] = ne + 1;
if (n > icol) {

/* Columns n,n-1,...,icol+1 are empty. Set the corresponding */
/* elements of loca accordingly. */
for (i = n; i >= icol + 1; --i) {

loca[i - 1] = loca[i];
}

}

/* Read bl, bu, hs and x from data file. */
for (i = 1; i <= n + m; ++i) {

#ifdef _WIN32
scanf_s("%lf", &bl[i - 1]);

#else
scanf("%lf", &bl[i - 1]);

#endif
}

#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n + m; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bu[i - 1]);
#else

scanf("%lf", &bu[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (start == Nag_Cold) {
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &hs[i - 1]);

#else
scanf("%" NAG_IFMT "", &hs[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else if (start == Nag_Warm) {

for (i = 1; i <= n + m; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &hs[i - 1]);
#else

scanf("%" NAG_IFMT "", &hs[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* We have no explicit objective vector so set lenc = 0; the
* objective vector is stored in row iobj of acol.
*/

lenc = 0;
objadd = 0.;

#ifdef _WIN32
strcpy_s(prob, 9, " ");

#else
strcpy(prob, " ");

#endif
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/* nag_opt_sparse_convex_qp_init (e04npc).
* Initialization function for
* nag_opt_sparse_convex_qp_solve (e04nqc)
*/

nag_opt_sparse_convex_qp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of nag_opt_sparse_convex_qp_solve (e04nqc)"
" failed.\n%s\n", fail.message);

exit_status = 1;
goto END;

}

#ifdef SHOW_MONITORING_INFO
/* Call nag_open_file (x04acc) to set the print file fileidout */

/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &fileidout, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 2;
goto END;

}
/* nag_opt_sparse_convex_qp_option_set_integer (e04ntc).
* Set a single option for nag_opt_sparse_convex_qp_solve
* (e04nqc) from an integer argument
*/

fflush(stdout);
nag_opt_sparse_convex_qp_option_set_integer("Print file", fileidout, &state,

&fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
#endif

/* Set input to options file to read. */
/* nag_open_file (x04acc), see above. */
nag_open_file(optionsfile, 0, &fileidin, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
/* nag_opt_sparse_convex_qp_option_set_file (e04nrc).
* Supply optional parameter values for
* nag_opt_sparse_convex_qp_solve (e04nqc) from external
* file
*/

nag_opt_sparse_convex_qp_option_set_file(fileidin, &state, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
nag_close_file(fileidin, &fail); /* Close Library output */

/* Use nag_opt_sparse_convex_qp_option_get_integer (e04nxc) to find the value
* of Integer-valued option ’Elastic mode’.
*/

/* nag_opt_sparse_convex_qp_option_get_integer (e04nxc).
* Get the setting of an integer valued option of
* nag_opt_sparse_convex_qp_solve (e04nqc)
*/

nag_opt_sparse_convex_qp_option_get_integer("Elastic mode", &elmode, &state,
&fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}
printf("Option ’Elastic mode’ has the value %3" NAG_IFMT ".\n", elmode);
/* Use nag_opt_sparse_convex_qp_option_set_double (e04nuc) to set the value of
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* real-valued option ’Infinite bound size’.
*/

bndinf = 1e10;
/* nag_opt_sparse_convex_qp_option_set_double (e04nuc).
* Set a single option for nag_opt_sparse_convex_qp_solve
* (e04nqc) from a double argument
*/

nag_opt_sparse_convex_qp_option_set_double("Infinite bound size", bndinf,
&state, &fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}

/* Use nag_opt_sparse_convex_qp_option_get_double (e04nyc) to find the value
* of real-valued option ’Feasibility tolerance’.
*/

/* nag_opt_sparse_convex_qp_option_get_double (e04nyc).
* Get the setting of a double valued option of
* nag_opt_sparse_convex_qp_solve (e04nqc)
*/

nag_opt_sparse_convex_qp_option_get_double("Feasibility tolerance", &featol,
&state, &fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}
printf("Option ’Feasibility tolerance’ has the value %14.5e.\n", featol);

/* Use nag_opt_sparse_convex_qp_option_set_string (e04nsc) to set the option
* ’Iterations limit’.
*/

/* nag_opt_sparse_convex_qp_option_set_string (e04nsc).
* Set a single option for nag_opt_sparse_convex_qp_solve
* (e04nqc) from a character string
*/

nag_opt_sparse_convex_qp_option_set_string("Iterations limit 50", &state,
&fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}
printf("\n");
fflush(stdout);

#ifdef SHOW_MONITORING_INFO
nag_open_file("", 2, &fileidout, &fail);
fflush(stdout);

#endif
/* Solve the QP problem. */
/* nag_opt_sparse_convex_qp_solve (e04nqc).
* LP or QP problem (suitable for sparse problems)
*/

nag_opt_sparse_convex_qp_solve(start, qphx, m, n, ne, nname, lenc, ncolh,
iobj, objadd, prob, acol, inda, loca, bl, bu,
c, (const char **) names, helast, hs, x, pi,
rc,
&ns, &ninf, &sinf, &obj, &state, &comm,
&fail);

if (n >= 1 && m >= 1) {
for (i = 1; i <= nname; ++i) {

NAG_FREE(names[i - 1]);
}

}

if (fail.code == NE_NOERROR) {
printf("Final objective value = %12.3e\n", obj);
printf("Optimal X = ");

for (i = 1; i <= n; ++i) {
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printf("%8.2f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");
}

}
else {

printf("Error from nag_opt_sparse_convex_qp_solve (e04nqc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

if (fail.code != NE_NOERROR) {
exit_status = 2;

}

END:
NAG_FREE(cuser);
NAG_FREE(names);
NAG_FREE(prob);
NAG_FREE(acol);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(c);
NAG_FREE(pi);
NAG_FREE(rc);
NAG_FREE(x);
NAG_FREE(helast);
NAG_FREE(hs);
NAG_FREE(inda);
NAG_FREE(iuser);
NAG_FREE(loca);

return exit_status;
}

static void NAG_CALL qphx(Integer ncolh, const double x[], double hx[],
Integer nstate, Nag_Comm *comm)

{
/* Routine to compute H*x. (In this version of qphx, the Hessian
* matrix H is not referenced explicitly.)
*/

/* Parameter adjustments */
#define HX(I) hx[(I) -1]
#define X(I) x[(I) -1]

/* Function Body */
if (comm->user[0] == -1.0) {

fflush(stdout);
printf("(User-supplied callback qphx, first invocation.)\n");
comm->user[0] = 0.0;
fflush(stdout);

}
HX(1) = X(1) * 2;
HX(2) = X(2) * 2;
HX(3) = (X(3) + X(4)) * 2;
HX(4) = HX(3);
HX(5) = X(5) * 2;
HX(6) = (X(6) + X(7)) * 2;
HX(7) = HX(6);
return;

} /* qphx */
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10.2 Program Data

Begin nag_opt_sparse_convex_qp_option_set_file (e04nrc) example options
* Comment lines like this begin with an asterisk.
* Switch off output of timing information:
Timing level 0
* Allow elastic variables:
Elastic mode 1
* Set the feasibility tolerance:
Feasibility tolerance 1.0D-4
End

nag_opt_sparse_convex_qp_option_set_file (e04nrc) Example Program Data
7 8 : Values of n and m

48 8 7 Nag_Cold 15 : Values of nnz, iobj, ncolh, start and nname

’...X1...’ ’...X2...’ ’...X3...’ ’...X4...’ ’...X5...’
’...X6...’ ’...X7...’ ’..ROW1..’ ’..ROW2..’ ’..ROW3..’
’..ROW4..’ ’..ROW5..’ ’..ROW6..’ ’..ROW7..’ ’..COST..’ : End of array NAMES

0.02 7 1 : Sparse matrix A, ordered by increasing column index;
0.02 5 1 : each row contains ACOL(i), INDA(i), ICOL (= column index)
0.03 3 1 : The row indices may be in any order. In this example
1.00 1 1 : row 8 defines the linear objective term transpose(C)*X.
0.70 6 1
0.02 4 1
0.15 2 1

-200.00 8 1
0.06 7 2
0.75 6 2
0.03 5 2
0.04 4 2
0.05 3 2
0.04 2 2
1.00 1 2

-2000.00 8 2
0.02 2 3
1.00 1 3
0.01 4 3
0.08 3 3
0.08 7 3
0.80 6 3

-2000.00 8 3
1.00 1 4
0.12 7 4
0.02 3 4
0.02 4 4
0.75 6 4
0.04 2 4

-2000.00 8 4
0.01 5 5
0.80 6 5
0.02 7 5
1.00 1 5
0.02 2 5
0.06 3 5
0.02 4 5

-2000.00 8 5
1.00 1 6
0.01 2 6
0.01 3 6
0.97 6 6
0.01 7 6

400.00 8 6
0.97 7 7
0.03 2 7
1.00 1 7

400.00 8 7 : End of matrix A

0.0 0.0 4.0E+02 1.0E+02 0.0 0.0
0.0 2.0E+03 -1.0E+25 -1.0E+25 -1.0E+25 -1.0E+25
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1.5E+03 2.5E+02 -1.0E+25 : End of lower bounds array BL

2.0E+02 2.5E+03 8.0E+02 7.0E+02 1.5E+03 1.0E+25
1.0E+25 2.0E+03 6.0E+01 1.0E+02 4.0E+01 3.0E+01
1.0E+25 3.0E+02 1.0E+25 : End of upper bounds array BU

0 0 0 0 0 0 0 : Initial array HS
0.0 0.0 0.0 0.0 0.0 0.0 0.0 : Initial vector X

10.3 Program Results
nag_opt_sparse_convex_qp_option_set_file (e04nrc) Example Program Results

Option ’Elastic mode’ has the value 1.
Option ’Feasibility tolerance’ has the value 1.00000e-04.

(User-supplied callback qphx, first invocation.)
Final objective value = -1.848e+06
Optimal X = 0.00 349.40 648.85 172.85 407.52 271.36 150.02
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NAG Library Function Document

nag_opt_sparse_convex_qp_option_set_string (e04nsc)

1 Purpose

nag_opt_sparse_convex_qp_option_set_string (e04nsc) may be used to supply individual optional
parameters to nag_opt_sparse_convex_qp_solve (e04nqc). The initialization function nag_opt_sparse_
convex_qp_init (e04npc) must have been called before calling nag_opt_sparse_convex_qp_option_set_
string (e04nsc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_option_set_string (const char *string,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_option_set_string (e04nsc) may be used to supply values for optional
parameters to nag_opt_sparse_convex_qp_solve (e04nqc). It is only necessary to call nag_opt_sparse_
convex_qp_option_set_string (e04nsc) for those arguments whose values are to be different from their
default values. One call to nag_opt_sparse_convex_qp_option_set_string (e04nsc) sets one argument
value.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

For nag_opt_sparse_convex_qp_option_set_string (e04nsc), each user-specified option is not normally
printed as it is defined, but this printing may be turned on using the keyword List. Thus the statement

e04nsc ("List", &state, &fail);

turns on printing of this and subsequent options. Printing may be turned off again using the keyword
Nolist.

Optional parameter settings are preserved following a call to nag_opt_sparse_convex_qp_solve
(e04nqc) and so the keyword Defaults is provided to allow you to reset all the optional parameters
to their default values before a subsequent call to nag_opt_sparse_convex_qp_solve (e04nqc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc).

4 References

None.
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5 Arguments

1: string – const char * Input

On entry: a single valid option string (see Section 3 in nag_opt_sparse_convex_qp_option_set_
string (e04nsc) and Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc)).

2: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_option_set_string (e04nsc) is not threaded in any implementation.
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9 Further Comments

nag_opt_sparse_convex_qp_option_set_file (e04nrc), nag_opt_sparse_convex_qp_option_set_integer
(e04ntc) or nag_opt_sparse_convex_qp_option_set_double (e04nuc) may also be used to supply
optional parameters to nag_opt_sparse_convex_qp_solve (e04nqc).

10 Example

See Section 10 in nag_opt_sparse_convex_qp_option_set_file (e04nrc).
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NAG Library Function Document

nag_opt_sparse_convex_qp_option_set_integer (e04ntc)

1 Purpose

nag_opt_sparse_convex_qp_option_set_integer (e04ntc) may be used to supply individual Integer
optional parameters to nag_opt_sparse_convex_qp_solve (e04nqc). The initialization function
nag_opt_sparse_convex_qp_init (e04npc) must have been called before calling nag_opt_sparse_con
vex_qp_option_set_integer (e04ntc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_option_set_integer (const char *string,
Integer ivalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_option_set_integer (e04ntc) may be used to supply values for Integer
optional parameters to nag_opt_sparse_convex_qp_solve (e04nqc). It is only necessary to call
nag_opt_sparse_convex_qp_option_set_integer (e04ntc) for those arguments whose values are to be
different from their default values. One call to nag_opt_sparse_convex_qp_option_set_integer (e04ntc)
sets one argument value.

Each Integer optional parameter is defined by a single character string in string and the corresponding
value in ivalue. For example, the following allows the iteration limit to be defined:

itnlim = 1000;
if (m > 500) itnlim = 500;
e04ntc ("Iterations", itnlim, &state, &fail);

Optional parameter settings are preserved following a call to nag_opt_sparse_convex_qp_solve
(e04nqc) and so the keyword Defaults is provided to allow you to reset all the optional parameters
to their default values before a subsequent call to nag_opt_sparse_convex_qp_solve (e04nqc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of an Integer optional parameter (as described in Section 12 in
nag_opt_sparse_convex_qp_solve (e04nqc)).

2: ivalue – Integer Input

On entry: an Integer value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’ and ivalue ¼ valueh i.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_option_set_integer (e04ntc) is not threaded in any implementation.

9 Further Comments

nag_opt_sparse_convex_qp_option_set_file (e04nrc) or nag_opt_sparse_convex_qp_option_set_string
(e04nsc) may also be used to supply Integer optional parameters to nag_opt_sparse_convex_qp_solve
(e04nqc).

10 Example

See Section 10 in nag_opt_sparse_convex_qp_solve (e04nqc) and nag_opt_sparse_convex_qp_option_
set_file (e04nrc).
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NAG Library Function Document

nag_opt_sparse_convex_qp_option_set_double (e04nuc)

1 Purpose

nag_opt_sparse_convex_qp_option_set_double (e04nuc) may be used to supply individual double
optional parameters to nag_opt_sparse_convex_qp_solve (e04nqc). The initialization function
nag_opt_sparse_convex_qp_init (e04npc) must have been called before calling nag_opt_sparse_con
vex_qp_option_set_double (e04nuc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_option_set_double (const char *string,
double rvalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_option_set_double (e04nuc) may be used to supply values for double
optional parameters to nag_opt_sparse_convex_qp_solve (e04nqc). It is only necessary to call
nag_opt_sparse_convex_qp_option_set_double (e04nuc) for those arguments whose values are to be
different from their default values. One call to nag_opt_sparse_convex_qp_option_set_double (e04nuc)
sets one argument value.

Each double optional parameter is defined by a single character string in string and the corresponding
value in rvalue. For example the following illustrates how the LU stability tolerance could be defined:

factol = 100.0;
if (illcon) factol = 5.0;
e04nuc ("LU Factor Tolerance", factol, &state, &fail);

Optional parameter settings are preserved following a call to nag_opt_sparse_convex_qp_solve
(e04nqc) and so the keyword Defaults is provided to allow you to reset all the optional parameters
to their default values before a subsequent call to nag_opt_sparse_convex_qp_solve (e04nqc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of a double optional parameter (as described in Section 12 in
nag_opt_sparse_convex_qp_solve (e04nqc)).

2: rvalue – double Input

On entry: the value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’ and rvalue ¼ valueh i.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_option_set_double (e04nuc) is not threaded in any implementation.

9 Further Comments

nag_opt_sparse_convex_qp_option_set_file (e04nrc) or nag_opt_sparse_convex_qp_option_set_string
(e04nsc) may also be used to supply double optional parameters to nag_opt_sparse_convex_qp_solve
(e04nqc).

10 Example

See Section 10 in nag_opt_sparse_convex_qp_option_set_file (e04nrc).
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NAG Library Function Document

nag_opt_sparse_convex_qp_option_get_integer (e04nxc)

1 Purpose

nag_opt_sparse_convex_qp_option_get_integer (e04nxc) is used to get the value of an Integer optional
parameter. nag_opt_sparse_convex_qp_option_get_integer (e04nxc) can be used before or after calling
nag_opt_sparse_convex_qp_solve (e04nqc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_option_get_integer (const char *string,
Integer *ivalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_option_get_integer (e04nxc) obtains the current value of an integer option.
For example:

e04nxc ("Iterations", &itnlim, &state, &fail);

will result in the value of the optional parameter Iterations Limit being output in itnlim.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of an Integer optional parameter (as described in Section 12 in
nag_opt_sparse_convex_qp_solve (e04nqc)).

2: ivalue – Integer * Output

On exit: the Integer value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

e04 – Minimizing or Maximizing a Function e04nxc
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option string is invalid. Check that the keywords are neither ambiguous nor
misspelt. The option string is ‘ valueh i’.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_option_get_integer (e04nxc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_sparse_convex_qp_option_set_file (e04nrc).
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NAG Library Function Document

nag_opt_sparse_convex_qp_option_get_double (e04nyc)

1 Purpose

nag_opt_sparse_convex_qp_option_get_double (e04nyc) is used to get the value of a double optional
parameter. nag_opt_sparse_convex_qp_option_get_double (e04nyc) can be used before or after calling
nag_opt_sparse_convex_qp_solve (e04nqc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_convex_qp_option_get_double (const char *string,
double *rvalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_convex_qp_option_get_double (e04nyc) obtains the current value of a double option.
For example

e04nyc ("Feasibility Tolerance", &featol, &state, &fail);

will result in the value of the optional parameter Feasibility Tolerance being output in featol.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_convex_qp_solve (e04nqc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of a double optional parameter (as described in Section 12 in
nag_opt_sparse_convex_qp_solve (e04nqc)).

2: rvalue – double * Output

On exit: the double value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’.

NE_E04NPC_NOT_INIT

The initialization function nag_opt_sparse_convex_qp_init (e04npc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_convex_qp_option_get_double (e04nyc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_sparse_convex_qp_option_set_file (e04nrc).
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NAG Library Function Document

nag_opt_bnd_lin_lsq (e04pcc)

1 Purpose

nag_opt_bnd_lin_lsq (e04pcc) solves a linear least squares problem subject to fixed lower and upper
bounds on the variables.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_bnd_lin_lsq (Nag_RegularizedType itype, Integer m, Integer n,
double a[], Integer pda, double b[], const double bl[],
const double bu[], double tol, double x[], double *rnorm,
Integer *nfree, double w[], Integer indx[], NagError *fail)

3 Description

Given an m by n matrix A, an n-vector l of lower bounds, an n-vector u of upper bounds, and an
m-vector b, nag_opt_bnd_lin_lsq (e04pcc) computes an n-vector x that solves the least squares problem
Ax ¼ b subject to xi satisfying li � xi � ui.
A facility is provided to return a ‘regularized’ solution, which will closely approximate a minimal
length solution whenever A is not of full rank. A minimal length solution is the solution to the problem
which has the smallest Euclidean norm.

The algorithm works by applying orthogonal transformations to the matrix and to the right hand side to
obtain within the matrix an upper triangular matrix R. In general the elements of x corresponding to the
columns of R will be the candidate nonzero solutions. If a diagonal element of R is small compared to
the other members of R then this is undesirable. R will be nearly singular and the equations for x thus
ill-conditioned. You may specify the tolerance used to determine the relative linear dependence of a
column vector for a variable moved from its initial value.

4 References

Lawson C L and Hanson R J (1974) Solving Least Squares Problems Prentice–Hall

5 Arguments

1: itype – Nag_RegularizedType Input

On entry: provides the choice of returning a regularized solution if the matrix is not of full rank.

itype ¼ Nag Regularized
Specifies that a regularized solution is to be computed.

itype ¼ Nag NotRegularized
Specifies that no regularization is to take place.

Suggested value: unless there is a definite need for a minimal length solution we recommend that
itype ¼ Nag NotRegularized is used.

Constraint: itype ¼ Nag Regularized or Nag NotRegularized.
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2: m – Integer Input

On entry: m, the number of linear equations.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of variables.

Constraint: n 	 0.

4: a½pda� n� – double Input/Output

Note: the i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the m by n matrix A.

On exit: if itype ¼ Nag NotRegularized, a contains the product matrix QA, where Q is an m by
m orthogonal matrix generated by nag_opt_bnd_lin_lsq (e04pcc); otherwise a is unchanged.

5: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 m.

6: b½m� – double Input/Output

On entry: the right-hand side vector b.

On exit: if itype ¼ Nag NotRegularized, the product of Q times the original vector b, where Q is
as described in argument a; otherwise b is unchanged.

7: bl½n� – const double Input
8: bu½n� – const double Input

On entry: bl½i � 1� and bu½i � 1� must specify the lower and upper bounds, li and ui respectively,
to be imposed on the solution vector xi.

Constraint: bl½i � 1� � bu½i � 1�, for i ¼ 1; 2; . . . ; n.

9: tol – double Input

On entry: tol specifies a parameter used to determine the relative linear dependence of a column
vector for a variable moved from its initial value. It determines the computational rank of the
matrix. Increasing its value from

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

will increase the likelihood of additional
elements of x being set to zero. It may be worth experimenting with increasing values of tol to
determine whether the nature of the solution, x, changes significantly. In practice a value offfiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is recommended (see nag_machine_precision (X02AJC)).

If on entry tol <
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

, then
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used.

Suggested value: tol ¼ 0:0

10: x½n� – double Output

On exit: the solution vector x.

11: rnorm – double * Output

On exit: the Euclidean norm of the residual vector b�Ax.

12: nfree – Integer * Output

On exit: indicates the number of components of the solution vector that are not at one of the
constraints.
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13: w½n� – double Output

On exit: contains the dual solution vector. The magnitude of w½i� 1� gives a measure of the
improvement in the objective value if the corresponding bound were to be relaxed so that xi
could take different values.

A value of w½i� 1� equal to the special value �999:0 is indicative of the matrix A not having full
rank. It is only likely to occur when itype ¼ Nag NotRegularized. However a matrix may have
less than full rank without w½i� 1� being set to �999:0. If itype ¼ Nag NotRegularized then the
values contained in w (other than those set to �999:0) may be unreliable; the corresponding
values in indx may likewise be unreliable. If you have any doubts set itype ¼ Nag Regularized.
Otherwise the values of w½i� 1� have the following meaning:

w½i� 1� ¼ 0
if xi is unconstrained.

w½i� 1� < 0
if xi is constrained by its lower bound.

w½i� 1� > 0
if xi is constrained by its upper bound.

w½i� 1�
may be any value if li ¼ ui.

14: indx½n� – Integer Output

On exit: the contents of this array describe the components of the solution vector as follows:

indx½i � 1�, for i ¼ 1; 2; . . . ;nfree
These elements of the solution have not hit a constraint; i.e., w½i� 1� ¼ 0.

indx½i � 1�, for i ¼ nfreeþ 1; . . . ; k
These elements of the solution have been constrained by either the lower or upper bound.

indx½i � 1�, for i ¼ kþ 1; . . . ; n
These elements of the solution are fixed by the bounds; i.e., bl½i� 1� ¼ bu½i� 1�.

Here k is determined from nfree and the number of fixed components. (Often the latter will be 0,
so k will be n� nfree.)

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The function failed to converge in 3� n iterations. This is not expected. Please contact NAG.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, m ¼ valueh i and pda ¼ valueh i.
Constraint: pda 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, when i ¼ valueh i, bl½i� 1� ¼ valueh i and bu½i� 1� ¼ valueh i.
Constraint: bl½i� 1� � bu½i� 1�.

7 Accuracy

Orthogonal rotations are used.

8 Parallelism and Performance

nag_opt_bnd_lin_lsq (e04pcc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If either m or n is zero on entry then nag_opt_bnd_lin_lsq (e04pcc) sets fail:code ¼ NE_NOERROR
and simply returns without setting any other output arguments.

10 Example

The example minimizes Ax� bk k2 where

A ¼

0:05 0:05 0:25 �0:25
0:25 0:25 0:05 �0:05
0:35 0:35 1:75 �1:75
1:75 1:75 0:35 �0:35
0:30 �0:30 0:30 0:30
0:40 �0:40 0:40 0:40

0BBBBB@

1CCCCCA
and

b ¼ 1:0 2:0 3:0 4:0 5:0 6:0
� �T

subject to 1 � x � 5.
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10.1 Program Text

/* nag_opt_bnd_lin_lsq (e04pcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage04.h>

#define A(I,J) a[(J)*pda + I]

int main(void)
{

Integer exit_status = 0;
double tol = 0.0;
Nag_RegularizedType itype = Nag_NotRegularized;
double rnorm;
Integer i, j, m, n, nfree, pda;
double *a = 0, *b = 0, *bl = 0, *bu = 0, *w = 0, *x = 0;
Integer *indx = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_bnd_lin_lsq (e04pcc) Example Program Results\n\n");

#ifdef _WIN32
scanf_s("%*[^\n] "); /* Skip heading in data file */

#else
scanf("%*[^\n] "); /* Skip heading in data file */

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#endif

if (m < 0 || n < 0) {
printf("Invalid m or n.\n");
exit_status = 1;
goto END;

}

pda = m;

if (!(a = NAG_ALLOC(pda * n, double)) ||
!(b = NAG_ALLOC(m, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(bl = NAG_ALLOC(n, double)) ||
!(bu = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n, double)) || !(indx = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A */
for (i = 0; i < m; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else
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scanf("%lf", &A(i, j));
#endif

#ifdef _WIN32
scanf_s("%*[^\n] "); /* Remove remainder of line */

#else
scanf("%*[^\n] "); /* Remove remainder of line */

#endif

/* Read the right-hand side vector b */
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%lf", &b[j]);

#else
scanf("%lf", &b[j]);

#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read the lower bounds vector bl */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read the upper bounds vector bu */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &bu[i]);

#else
scanf("%lf", &bu[i]);

#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_opt_bnd_lin_lsq (e04pcc). Computes the least squares solution
to a set of linear equations subject to fixed upper and lower
bounds on the variables */

nag_opt_bnd_lin_lsq(itype, m, n, a, pda, b, bl, bu, tol, x, &rnorm, &nfree,
w, indx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_bnd_lin_lsq (e04pcc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("Solution vector\n");
for (i = 0; i < n; i++)

printf("%9.4f", x[i]);
printf("\n\n");

printf("Dual Solution\n");
for (i = 0; i < n; i++)

printf("%9.4f", w[i]);
printf("\n\n");
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printf("Residual %9.4f\n", rnorm);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(indx);

return exit_status;
}

10.2 Program Data

nag_opt_bnd_lin_lsq (e04pcc) Example Program Data
6 4 : m, n
0.05 0.05 0.25 -0.25
0.25 0.25 0.05 -0.05
0.35 0.35 1.75 -1.75
1.75 1.75 0.35 -0.35
0.30 -0.30 0.30 0.30
0.40 -0.40 0.40 0.40 : matrix A
1.0 2.0 3.0 4.0 5.0 6.0 : vector b
1.0 1.0 1.0 1.0 : Lower bounds
5.0 5.0 5.0 5.0 : Upper bounds

10.3 Program Results

nag_opt_bnd_lin_lsq (e04pcc) Example Program Results

Solution vector
1.8133 1.0000 5.0000 4.3467

Dual Solution
0.0000 -2.7200 2.7200 0.0000

Residual 3.4246
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NAG Library Function Document

nag_opt_handle_init (e04rac)

1 Purpose

nag_opt_handle_init (e04rac) initializes a data structure for the NAG optimization modelling suite for
problems such as, quadratic programming (QP), nonlinear programming (NLP), linear semidefinite
programming (SDP) and semidefinite programming with bilinear matrix inequalities (BMI-SDP).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_init (void **handle, Integer nvar, NagError *fail)

3 Description

nag_opt_handle_init (e04rac) initializes an empty problem with n decision variables, x, and returns a
handle to the data structure. This handle may then be passed to some of the functions
nag_opt_handle_set_linobj (e04rec), nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_nlnobj
(e04rgc), nag_opt_handle_set_simplebounds (e04rhc), nag_opt_handle_set_linconstr (e04rjc), na
g_opt_handle_set_nlnconstr (e04rkc), nag_opt_handle_set_nlnhess (e04rlc), nag_opt_handle_set_linma
tineq (e04rnc) and nag_opt_handle_set_quadmatineq (e04rpc) to formulate the problem (define the
objective function and constraints) and to a compatible solver, nag_opt_handle_solve_ipopt (e04stc) or
nag_opt_handle_solve_pennon (e04svc), to solve it. The handle must not be changed between calls.
When the handle is no longer needed, nag_opt_handle_free (e04rzc) must be called to destroy it and
deallocate all the allocated memory and data within. In addition, the suite comprises auxiliary functions
for printing (nag_opt_handle_print (e04ryc)), for setting optional parameters (nag_opt_handle_opt_set
(e04zmc) and nag_opt_handle_opt_set_file (e04zpc)), for retrieving them (nag_opt_handle_opt_get
(e04znc)) and for reading data files for linear semidefinite programming (nag_opt_sdp_read_sdpa
(e04rdc)).

The handle can store various problem formulations, including quadratic programming (QP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ
subject to lB � Bx � uB ðbÞ

lx � x � ux; ðcÞ
ð1Þ

nonlinear programming (NLP)

minimize
x2Rn

f xð Þ ðaÞ
subject to lg � g xð Þ � ug ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð2Þ

linear semidefinite programming (SDP)

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð3Þ

or semidefinite programming with bilinear matrix inequalities (BMI-SDP)
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minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux; ðdÞ

ð4Þ

where H, Ak
i and Qk

ij denote symmetric matrices, B is a general rectangular matrix, mA is the number
of semidefinite constraints (matrix inequalities) and c, l and u are vectors. The expression S � 0 stands
for a constraint on eigenvalues of a symmetric matrix S, namely, all the eigenvalues should be non-
negative, i.e., the matrix S should be positive semidefinite.

3.1 Life Cycle of the Handle

Each handle should pass four stages in its life as depicted in the diagram below. These are initialization,
problem formulation, problem solution and deallocation. The initialization by nag_opt_handle_init
(e04rac) and deallocation by nag_opt_handle_free (e04rzc) mark the beginning and the end of the life
of the handle. During this time the handle must only be modified by the provided functions. Working
with a handle which has not been properly initialized will result in fail:code ¼ NE_HANDLE (uniform
across the suite) and is potentially very dangerous as it may cause unpredictable behaviour.

After the handle has been initialized, various routines are provided to add the following basic building
blocks to the problem formulation: objective function, simple variable bounds, (standard) linear
constraints and matrix constraints. Some of these can be defined at most once (e.g., objective function)
and an attempt to redefine them will cause fail:code ¼ NE_ALREADY_DEFINED. Others (matrix
constraints) may be composed by several repetitive calls. The functions work in a tight cooperation, if
the provided data is not compatible with the previous information, fail:code ¼ NE_REF_MATCH is
returned.

The handle may be passed to nag_opt_handle_set_linobj (e04rec) to define the linear objective function
(3)(a), to nag_opt_handle_set_quadobj (e04rfc) for the quadratic objective function (1)(a), (4)(a), to
nag_opt_handle_set_nlnobj (e04rgc) to declare the objective function as a nonlinear function (2)(a) or
neither of them if the problem is just to find a feasible point satisfying the constraints. If present, the
simple bounds on variables (box constraints, (1)(c), (2)(d), (3)(d), (4)(d)) may be defined by
nag_opt_handle_set_simplebounds (e04rhc). The linear constraints ((1)(b), (2)(c), (3)(c) and (4)(c)) are
set by nag_opt_handle_set_linconstr (e04rjc). The nonlinear constraints (2)(b) may be declared by
nag_opt_handle_set_nlnconstr (e04rkc). If the second derivatives of the nonlinear objective and
constraints are available they may be supplied via nag_opt_handle_set_nlnhess (e04rlc). The linear
matrix inequalities (3)(b) or the linear part of (4)(b) are defined by nag_opt_handle_set_linmatineq
(e04rnc), and this call can be repeated several times if more matrix inequality constraints are required.
Any existing (already defined) linear matrix inequalities can be extended by bilinear matrix terms in (4)
(b) by one or more calls to nag_opt_handle_set_quadmatineq (e04rpc). The functions nag_opt_han
dle_set_linobj (e04rec), nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_nlnobj (e04rgc),
nag_opt_handle_set_simplebounds (e04rhc), nag_opt_handle_set_linconstr (e04rjc), nag_opt_handle_
set_nlnconstr (e04rkc), nag_opt_handle_set_nlnhess (e04rlc), nag_opt_handle_set_linmatineq (e04rnc)
and nag_opt_handle_set_quadmatineq (e04rpc) may be called in an arbitrary order, however, a call to
nag_opt_handle_set_linmatineq (e04rnc) must precede a call to nag_opt_handle_set_quadmatineq
(e04rpc) for the matrix inequalities with bilinear terms and the nonlinear objective or constraints
(nag_opt_handle_set_nlnobj (e04rgc) or nag_opt_handle_set_nlnconstr (e04rkc)) must precede the
definition of the second derivatives by nag_opt_handle_set_nlnhess (e04rlc).

When the problem is fully formulated, the handle can be passed to a solver which is compatible with
the defined problem. At Mark 26 the NAG optimization modelling suite comprises of
nag_opt_handle_solve_ipopt (e04stc) and nag_opt_handle_solve_pennon (e04svc). If the solver cannot
deal with the given problem, fail:code ¼ NE_SETUP_ERROR is returned. Once the solver is called, no
further modifications of the problem formulation are allowed and calling any of the functions defining
the objective function or the constraints will result in fail:code ¼ NE_PHASE. The solver may be
called repetitively, for example, with various optional parameters and/or starting points.
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Any optional parameters may be set by a call to nag_opt_handle_opt_set (e04zmc) at any time between
the initialization by nag_opt_handle_init (e04rac) and the call to the solver or after the solver returns.
Several optional parameters can be modified at once by nag_opt_handle_opt_set_file (e04zpc) when an
option file is used. The current value of the optional parameters may be retrieved by
nag_opt_handle_opt_get (e04znc).

For further details, see the documentation of the individual functions and the solvers which also contain
a description of all the optional parameters.

E04RA

E04RE E04RF E04RJ E04RN E04RP

E04SV

E04RZ

Objective function Linear
constraints

Matrix inequality constraints

Solving

Initialization

Free

Simple
constraints

E04RH E04RP
Problem 
Formulation

E04RK

Nonlinear
constraints

E04RG

E04RL

Hessians

E04ST

4 References

None.

5 Arguments

1: handle – void ** Output

Note: handle does not need to be set on input.

On exit: holds a handle to the internal data structure where an empty problem with nvar variables
is defined. You must not change the handle until the call to nag_opt_handle_free (e04rzc)
(deallocation).

2: nvar – Integer Input

On entry: n, the number of decision variables in the problem.

Constraint: nvar > 0.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nvar ¼ valueh i.
Constraint: nvar > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_init (e04rac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See examples associated with other routines of the suite:

– the example in Section 10 in nag_opt_sdp_read_sdpa (e04rdc) demonstrates how to use the SDPA
file reader and how to solve linear semidefinite programming problems, including printing of the
matrix Lagrangian multipliers,

– the example in Section 10 in nag_opt_handle_set_quadobj (e04rfc) presents an alternative way to
compute the nearest correlation matrix by means of nonlinear semidefinite programming,

– a matrix completion problem (minimization of a rank of a partially unknown matrix) formulated as
SDP is demonsrated in Section 10 in nag_opt_handle_set_simplebounds (e04rhc), the example also
demonstrates monitoring mode of the solver nag_opt_handle_solve_pennon (e04svc),

– the example in Section 10 in nag_opt_handle_set_linconstr (e04rjc) solves LP/QP problems read in
from an MPS file by nag_opt_miqp_mps_read (e04mxc),

– an application for statistics, E optimal design, solved as an SDP problem is shown in Section 10 in
nag_opt_handle_set_linmatineq (e04rnc),
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– the example in Section 10 in nag_opt_handle_set_quadmatineq (e04rpc) reads BMI-SDP problem
from a file which might be modified by users, in this case it solves Static Output Feedback (SOF)
problem,

– the example in Section 10 in nag_opt_handle_print (e04ryc) walks through the life cycle of the
handle in which a BMI-SDP problem is formulated and solved,

– an example in Section 10 in nag_opt_handle_solve_ipopt (e04stc) is a small test from Hock and
Schittkowski set to show how to call the NLP solver,

– the simple example in Section 10 in nag_opt_handle_solve_pennon (e04svc) demonstrates on the
LovÄsz # function eigenvalue optimization problem formulated as SDP.
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NAG Library Function Document

nag_opt_sdp_read_sdpa (e04rdc)

1 Purpose

nag_opt_sdp_read_sdpa (e04rdc) reads in a linear semidefinite programming problem (SDP) from a file
in sparse SDPA format and returns it in the form which is usable by functions nag_opt_handle_init
(e04rac) (initialization), nag_opt_handle_set_linobj (e04rec) (linear objective function), nag_opt_han
dle_set_linmatineq (e04rnc) (linear matrix constraints), nag_opt_handle_solve_pennon (e04svc) (solver)
and nag_opt_handle_free (e04rzc) (deallocation) from the NAG optimization modelling suite.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sdp_read_sdpa (Nag_FileID infile, Integer maxnvar,
Integer maxnblk, Integer maxnnz, Integer filelst, Integer *nvar,
Integer *nblk, Integer *nnz, double cvec[], Integer nnza[],
Integer irowa[], Integer icola[], double a[], Integer blksizea[],
NagError *fail)

3 Description

nag_opt_sdp_read_sdpa (e04rdc) is capable of reading linear semidefinite programming problems (SDP)
from a text file in sparse SDPA format. The problem is captured and returned in the following form:

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiAi �A0 � 0; ðbÞ

ð1Þ

where Ai denotes symmetric matrices and c is a vector. The expression S � 0 stands for a constraint on
the eigenvalues of a symmetric matrix S, namely, all the eigenvalues should be non-negative, i.e., the
matrix S should be positive semidefinite.

Please note that this form covers even general linear SDP formulations with multiple linear matrix
inequalities and a set of standard linear constraints. A set of mA linear matrix inequalitiesXn

i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ð2Þ

can be equivalently expressed as one matrix inequality (1)(b) in the following block diagonal form
where the matrices A1

i ; A
2
i ; . . . ; A

mA
i create the diagonal blocks of Ai:

Xn
i¼1
xi

A1
i

A2
i

. .
.

AmA

i

0BBB@
1CCCA�

A1
0

A2
0

. .
.

AmA

0

0BBB@
1CCCA � 0:

In addition, notice that if all matrices Ak
i belonging to the same block, say block k, are themselves

diagonal matrices (or have dimension 1� 1), the associated matrix inequalityXn
i¼1
xiA

k
i � Ak

0 � 0 ð3Þ

defines actually a standard linear constraint
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Bx 	 l

where l and columns of the matrix B are formed by the diagonals of matrices Ak
0 and Ak

1; . . . ; A
k
n,

respectively. Precisely, li ¼ Ak
0

� �
ii
and bij ¼ Ak

j

� �
ii
. See Section 10.

3.1 Sparse SDPA file format

The problem data is written in an ASCII input file in a SDPA sparse format which was first introduced
in Fujisawa et al. (1998). In the description below we follow closely the specification from Borchers
(1999).

The format is line oriented. If more elements are required on the line they need to be separated by a
space, a tab or any of the special characters ‘,’, ‘(’, ‘)’, ‘{’ or ‘}’. The file consists of six sections:

1. Comments. The file can begin with arbitrarily many lines of comments. Each line of comments
must begin with ‘"’ or ‘*’.

2. The first line after the comments contains integer n, the number of variables. The rest of this line is
ignored.

3. The second line after the comments contains integer mA, the number of blocks in the block
diagonal structure of the matrices. Additional text on this line after mA is ignored.

4. The third line after the comments contains a vector of mA integers that give the sizes of the
individual blocks. Negative numbers may be used to indicate that a block is actually a diagonal
submatrix. Thus a block size of ‘�5’ indicates a 5 by 5 block in which only the diagonal elements
are nonzero.

5. The fourth line after the comments contains an n-dimensional real vector defining the objective
function vector c.

6. The remaining lines of the file contain nonzero entries in the constraint matrices, with one entry per
line. The format for each line is

matno blkno i j entry

where matno is the number 0; . . . ; nð Þ of the matrix to which this entry belongs and blkno specifies
the block number k ¼ 1; 2; . . . ;mA within this matrix. Together, they uniquely identify the block
Ablkno

matno. Integers i and j are one-based indices which specify a location of the entry within the
block. Note that since all matrices are assumed to be symmetric, only entries in the upper triangle
of a matrix should be supplied. Finally, entry should give the real value of the entry in the matrix.
Precisely, Ablkno

matno

� �
ij ¼ Ablkno

matno

� �
ji ¼ entry.

In the text below and in the file listing (filelst) we use the word ‘token’ as a reference to a group of
contiguous characters without a space or any other delimeters.

3.2 Recommendation on how best to use nag_opt_sdp_read_sdpa (e04rdc)

(a) The input file with the problem needs to be opened for reading by nag_open_file (x04acc)
(mode ¼ 0). Setting filelst ¼ 1 might help with possible file formatting errors.

(b) Unless the dimension of the problem (or its overestimate) is known in advance, call
nag_opt_sdp_read_sdpa (e04rdc) initially with maxnvar ¼ 0, maxnblk ¼ 0 and maxnnz ¼ 0. In
this case the exact size of the problem is computed and returned in nvar, nblk and nnz. No other
data will be stored and none of the arrays cvec, nnza, irowa, icola, a, blksizea will be referenced
and may be NULL. Then the exact storage can be allocated and the file reopened. When
nag_opt_sdp_read_sdpa (e04rdc) is called for the second time, the problem is read in and stored in
appropriate arrays.

(c) The example in Section 10 shows a typical sequence of calls to solve the problem read in by
nag_opt_sdp_read_sdpa (e04rdc). First an empty handle needs to be initialized by nag_opt_han
dle_init (e04rac) with nvar variables. This should be followed by calls to nag_opt_handle_set_li
nobj (e04rec) and nag_opt_handle_set_linmatineq (e04rnc) to formulate the objective function and
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the constraints, respectively. The arguments of both routines use the same naming and storage as in
nag_opt_sdp_read_sdpa (e04rdc) so the variables can be passed unchanged; only dima in
nag_op t_hand le_se t_ l i nma t ineq (e04 rnc ) i s new and shou ld equa l t o sum
blksizea½0� þ � � � þ blksizea½nblk � 1� and nnzasum in nag_opt_handle_set_linmatineq (e04rnc)
is the same as nnz in nag_opt_sdp_read_sdpa (e04rdc). You may at this point want to modify
option settings using nag_opt_handle_opt_set (e04zmc). If dual variables (Lagrangian multipliers)
are required from the solver, sufficient space needs to be allocated. The size is equal to the sum of
the number of elements of dense triangular matrices for each block. For further details, see the
argument ua of the solver nag_opt_handle_solve_pennon (e04svc). The solver should be called and
then followed, finally, by a call to nag_opt_handle_free (e04rzc) to deallocate memory associated
with the problem.

4 References

Borchers B (1999) SDPLIB 1.2, A Library of semidefinite programming test problems. Optimization
Methods and Software 11(1) 683–690 http://euler.nmt.edu/~brian/sdplib/

Fujisawa K, Kojima M and Nakata K (1998) SDPA (Semidefinite Programming Algorithm) User's
Manual Technical Report B-308 Department of Mathematical and Computing Sciences, Tokyo Institute
of Technology.

5 Arguments

1: infile – Nag_FileID Input

On entry: the file identifier associated with the sparse SDPA data file. Note: that the file needs to
be opened in read mode by nag_open_file (x04acc) with mode ¼ 0.

2: maxnvar – Integer Input

On entry: the upper limit for the number of variables in the problem. If it is set to zero, cvec and
nnza will not be referenced and may be NULL.

Constraint: maxnvar 	 0.

3: maxnblk – Integer Input

On entry: the upper limit for the number of matrix constraints (i.e., the number of diagonal
blocks within the matrix). If it is set to zero, blksizea will not be referenced and may be NULL.

Constraint: maxnblk 	 0.

4: maxnnz – Integer Input

On entry: the upper limit on the sum of nonzeros in all matrices Ak
i , for i ¼ 0; 1; . . . ; nvar and

k ¼ 1; 2; . . . ; nblk. If it is set to zero, irowa, icola and a will not be referenced and may be
NULL.

Constraint: maxnnz 	 0.

5: filelst – Integer Input

On entry: if filelst 6¼ 0, a listing of the input data is sent to stdout. This can be useful for
debugging the data file.

If filelst ¼ 0, no listing is produced.
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6: nvar – Integer * Output
7: nblk – Integer * Output
8: nnz – Integer * Output

On exit: the actual number of the variables n, matrix constraints mA and number of nonzeros of
the problem in the file. This also indicates the exact memory needed in cvec, nnza, irowa, icola,
a and blksizea.

9: cvec½maxnvar� – double Output

On exit: cvec½i � 1�, for i ¼ 1; 2; . . . ; nvar, stores the dense vector c of the linear objective
function. If maxnvar ¼ 0, cvec is not referenced and may be NULL.

10: nnza½maxnvarþ 1� – Integer Output

On exit: nnza½i�, for i ¼ 0; 1; . . . ;nvar, stores the number of nonzero elements in matrices Ai. If
maxnvar ¼ 0, nnza is not referenced and may be NULL.

11: irowa½maxnnz� – Integer Output
12: icola½maxnnz� – Integer Output
13: a½maxnnz� – double Output

On exit: irowa, icola and a store the nonzeros in the upper triangle of matrices Ai, for
i ¼ 0; 1; . . . ;nvar, in the coordinate storage, i.e., irowa½j � 1� are one-based row indices,
icola½j � 1� are one-based column indices and a½j � 1� are the values of the nonzero elements, for
j ¼ 1; 2; . . . ; nnz. See Section 9. If maxnnz ¼ 0, the arrays are not referenced and may be
NULL.

14: blksizea½maxnblk� – Integer Output

On exit: blksizea½k � 1�, for k ¼ 1; 2; . . . ; nblk, stores the sizes of the diagonal blocks in matrices
Ai from the top to the bottom. If maxnblk ¼ 0, blksizea is not referenced and may be NULL.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

Invalid structural data found on line valueh i.
The specified element belongs to a diagonal block but is not diagonal.
The row index is valueh i and column index is valueh i.

NE_DUPLICATE_ELEMENT

An entry in the constraints with matno ¼ valueh i, blkno ¼ valueh i, row index valueh i and
column index valueh i was defined more than once. All entries need to be unique.
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NE_FILE_INCOMPLETE

A premature end of the input stream. The part defining the dimensions of the blocks was not
found.

A premature end of the input stream. The part defining the nonzero entries was not found.

A premature end of the input stream. The part defining the number of blocks was not found.

A premature end of the input stream. The part defining the number of variables was not found.

A premature end of the input stream. The part defining the objective function was not found.

NE_FILEID

On entry, infile ¼ valueh i.
Constraint: infile 	 0.

NE_INT

An invalid number of blocks was given on line valueh i.
The number stated there is valueh i and needs to be at least 1.

An invalid number of variables was given on line valueh i.
The number stated there is valueh i and needs to be at least 1.

NE_INT_ARG

On entry, maxnblk ¼ valueh i.
Constraint: maxnblk 	 0.

On entry, maxnnz ¼ valueh i.
Constraint: maxnnz 	 0.

On entry, maxnvar ¼ valueh i.
Constraint: maxnvar 	 0.

NE_INT_ARRAY

An invalid size of the block number valueh i was given on line valueh i.
The number stated there is valueh i and needs to be nonzero.

NE_INT_MAX

At least one of maxnvar, maxnblk or maxnnz is too small. Suggested values are returned in
nvar, nblk and nnz, respectively.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

Invalid structural data found on line valueh i.
The given column index is out of bounds, it must respect the size of the block. Its value valueh i
must be between valueh i and valueh i (inclusive).
Invalid structural data found on line valueh i.
The given row index is out of bounds, it must respect the size of the block. Its value valueh i must
be between valueh i and valueh i (inclusive).
Invalid structural data found on line valueh i.
The specified nonzero element is not in the upper triangle.
The row index is valueh i and column index is valueh i.
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NE_INVALID_FORMAT

The token on line valueh i at position valueh i to valueh i was not recognized as a valid integer.

The token on line valueh i at position valueh i to valueh i was not recognized as a valid real
number.

The token on line valueh i starting at position valueh i was too long and was not recognized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_READ_FILE

The input stream seems to be empty. No data was read. This might indicate a problem with
opening the file, check that nag_open_file (x04acc) was used correctly.

NE_OUT_OF_RANGE

Invalid structural data found on line valueh i.
The given block number is out of bounds. Its value valueh i must be between 1 and mA

(inclusive).

Invalid structural data found on line valueh i.
The given matrix number is out of bounds. Its value valueh i must be between 0 and n (inclusive).

NE_READ_ERROR

Reading from the stream caused an unknown error on line valueh i.

NE_WRONG_NUM_TOKENS

Not enough data was given on line valueh i specifying block sizes.
Expected mA tokens but found only valueh i.
Not enough data was given on line valueh i specifying nonzero matrix elements.
Expected valueh i tokens but found only valueh i.
Not enough data was given on line valueh i specifying the objective function.
Expected n tokens but found only valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sdp_read_sdpa (e04rdc) is not threaded in any implementation.

9 Further Comments

The following artificial example demonstrates how the elements of Ai matrices are organized within
arrays nnza, irowa, icola and a. For simplicity let us assume that nblk ¼ 1, blksizea½0� ¼ 3 and
nvar ¼ 4. Please note that the values of the elements were chosen to ease readability rather than to
define a valid problem.

Let the matrix constraint (1)(b) be defined by

A0 ¼
0 0:1 0
0:1 0 0:2
0 0:2 0:3

0@ 1A;
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A1 ¼
1:1 0 0
0 1:2 1:3
0 1:3 1:4

0@ 1A;
A2 empty;

A3 ¼
0 0 0
0 3:1 0
0 0 3:2

0@ 1A;
A4 ¼

4:1 4:2 4:3
4:2 0 0
4:3 0 0

0@ 1A:
All matrices Ai have to be symmetric and therefore only the elements in the upper triangles are stored.
The table below shows how the arrays would be populated.

irowa 1 2 3 1 2 2 3 2 3 1 2 3
icola 2 3 3 1 2 3 3 2 3 1 1 1
a 0:1 0:2 0:3|fflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflffl} 1:1 1:2 1:3 1:4|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl} |fflffl{zfflffl} 3:1 3:2|fflfflfflfflfflffl{zfflfflfflfflfflffl} 4:1 4:2 4:3|fflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflffl}

A0 A1 A2 A3 A4

nnza 3 4 0 2 3

See also Section 3 in nag_opt_handle_set_linmatineq (e04rnc) which accepts the same format.

10 Example

The following example comes from Fujisawa et al. (1998).

Imagine that we want to store the following problem in a file in the SDPA format.

minimize
x2R2

10x1 þ 20x2

subject to 1 0
1 1

� �
x1
x2

� �
	 1

1:5

� �
5 2
2 6

� �
x2 � 3 0

0 4

� �
� 0:

There are two variables (n ¼ 2) in the problem. One linear matrix constraint and one block of linear
constraints can be formed as (1) with two diagonal blocks (mA ¼ 2). Both blocks have dimension 2 but
the first one (defining linear constraints) is only diagonal, thus the sizes will be stated as �2 2 .

The problem can be rewritten as

minimize
x2R2

cTx

subject to A1x1 þA2x2 �A0 � 0

where

c ¼ 10 20
� �T

,

A0 ¼
1 0 0 0
0 1:5 0 0
0 0 3 0
0 0 0 4

0B@
1CA,

A1 ¼
1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 0

0B@
1CA,
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A2 ¼
0 0 0 0
0 1 0 0
0 0 5 2
0 0 2 6

0B@
1CA.

The optimal solution is x� ¼ 1:0 1:0
� �T

with the objective function value 30:0. The optimal

Lagrangian multipliers (dual variables) are 10:0, 0:0 and 20=7; �20=7
�20=7; 20=7

� �
.

See also Section 10 in nag_opt_handle_init (e04rac) for links to further examples in the suite.

10.1 Program Text

/* nag_opt_sdp_read_sdpa (e04rdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Load a linear semidefinite programming problem from a sparse SDPA
* file, formulate the problem via a handle, pass it to the solver
* and print both primal and dual variables.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

int main(int argc, char *argv[])
{

char fname_default[] = "e04rdce.opt";
Integer filelst = 0;

Integer exit_status = 0;
Integer dima, idblk, idx, inform, j, k, maxnblk, maxnnz, maxnvar,

nblk, nnz, nnzu, nnzuc, nnzua, nvar;
char *fname = 0;
char title[60];
double rinfo[32], stats[32];
double *a = 0, *cvec = 0, *ua = 0, *x = 0;
Integer *blksizea = 0, *icola = 0, *irowa = 0, *nnza = 0;
void *handle = 0;

/* Nag Types */
Nag_FileID infile;
NagError fail;

printf("nag_opt_sdp_read_sdpa (e04rdc) Example Program Results\n\n");

/* Use the first command line argument as the filename or
* choose default filename stored in ’fname_default’. */

if (argc > 1)
fname = argv[1];

else
fname = fname_default;

printf("Reading SDPA file: %s\n", fname);
fflush(stdout);

/* nag_open_file (x04acc).
* Open unit number for reading and associate unit with named file. */

nag_open_file(fname, 0, &infile, NAGERR_DEFAULT);

/* Go through the file for the first time to find the dimension
* of the problem. Unless the file format is wrong, the function
* should finish with fail.code = NE_INT_MAX (not enough space). */
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/* nag_opt_sdp_read_sdpa (e04rdc).
* A reader of sparse SDPA data files for linear SDP problems. */

INIT_FAIL(fail);
nag_opt_sdp_read_sdpa(infile, 0, 0, 0, filelst, &nvar, &nblk, &nnz,

NULL, NULL, NULL, NULL, NULL, NULL, &fail);

/* nag_close_file (x04adc).
* Close file associated with given unit number. */

nag_close_file(infile, NAGERR_DEFAULT);

if (fail.code != NE_INT_MAX) {
/* Possible problem with formatting, etc. Stop. */
printf("Error from nag_opt_sdp_read_sdpa (e04rdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Allocate the right size of arrays for the data. */
printf("Allocating space for the problem.\n");
printf("nvar = %" NAG_IFMT "\n", nvar);
printf("nblk = %" NAG_IFMT "\n", nblk);
printf("nnz = %" NAG_IFMT "\n", nnz);
fflush(stdout);
maxnvar = nvar;
maxnblk = nblk;
maxnnz = nnz;
if (!(cvec = NAG_ALLOC(maxnvar, double)) ||

!(nnza = NAG_ALLOC(maxnvar + 1, Integer)) ||
!(irowa = NAG_ALLOC(maxnnz, Integer)) ||
!(icola = NAG_ALLOC(maxnnz, Integer)) ||
!(a = NAG_ALLOC(maxnnz, double)) ||
!(blksizea = NAG_ALLOC(maxnblk, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Reopen the same file. */
nag_open_file(fname, 0, &infile, NAGERR_DEFAULT);

/* Read the problem data, there should be enough space this time.
* nag_opt_sdp_read_sdpa (e04rdc).
* A reader of sparse SDPA data files for linear SDP problems. */

nag_opt_sdp_read_sdpa(infile, maxnvar, maxnblk, maxnnz, filelst, &nvar,
&nblk, &nnz, cvec, nnza, irowa, icola, a, blksizea,
NAGERR_DEFAULT);

/* nag_close_file (x04adc).
* Close file associated with given unit number. */

nag_close_file(infile, NAGERR_DEFAULT);

/* Problem was successfully decoded. */
printf("Linear SDP problem was read, start formulating the problem\n");
fflush(stdout);

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with nvar variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* nag_opt_handle_set_linobj (e04rec).
* Add a linear objective function to the formulation. */

nag_opt_handle_set_linobj(handle, nvar, cvec, NAGERR_DEFAULT);

dima = 0;
for (k = 0; k < nblk; k++)

dima += blksizea[k];
idblk = 0;
/* nag_opt_handle_set_linmatineq (e04rnc).
* Add all linear matrix constraints to the formulation.*/
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nag_opt_handle_set_linmatineq(handle, nvar, dima, nnza, nnz, irowa, icola,
a, nblk, blksizea, &idblk, NAGERR_DEFAULT);

printf("The problem formulation in a handle is completed.\n\n");
fflush(stdout);

/* nag_opt_handle_print (e04ryc).
* Print overview of the handle. */

nag_opt_handle_print(handle, 6, "Overview", NAGERR_DEFAULT);

/* Set optional arguments of the solver by calling
* nag_opt_handle_opt_set (e04zmc). */

nag_opt_handle_opt_set(handle, "DIMACS Measures = Check", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Initial X = Automatic", NAGERR_DEFAULT);

/* Compute memory needed for primal & dual variables. */

/* There are no box constraints or linear constraints set
* by e04rhc or by e04rjc, neither second order cone constraints.*/

nnzu = 0;
nnzuc = 0;

/* Count size of the matrix multipliers, they are stored as packed
* triangles respecting the block structure. */

nnzua = 0;
for (k = 0; k < nblk; k++)

nnzua += blksizea[k] * (blksizea[k] + 1) / 2;

if (!(x = NAG_ALLOC(nvar, double)) || !(ua = NAG_ALLOC(nnzua, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Call the solver nag_opt_handle_solve_pennon (e04svc). */
INIT_FAIL(fail);
nag_opt_handle_solve_pennon(handle, nvar, x, nnzu, NULL, nnzuc, NULL,

nnzua, ua, rinfo, stats, &inform, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

/* Print results. */
printf("\nOptimal solution x:\n");
for (j = 0; j < nvar; j++)

printf(" %f\n", x[j]);
fflush(stdout);

/* Print packed lower triangles of the Lagrangian multipliers. */
idx = 0;
for (k = 0; k < nblk; k++) {

#ifdef _WIN32
sprintf_s(title, (unsigned)_countof(title),

"Lagrangian multiplier for A_%" NAG_IFMT, k);
#else

sprintf(title, "Lagrangian multiplier for A_%" NAG_IFMT, k);
#endif

nnz = blksizea[k] * (blksizea[k] + 1) / 2;
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix. */

nag_pack_real_mat_print(Nag_ColMajor, Nag_Lower, Nag_NonUnitDiag,
blksizea[k], ua + idx, title, NULL,
NAGERR_DEFAULT);

idx = idx + nnz;
}

END:
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/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(a);
NAG_FREE(cvec);
NAG_FREE(ua);
NAG_FREE(x);
NAG_FREE(blksizea);
NAG_FREE(icola);
NAG_FREE(irowa);
NAG_FREE(nnza);
return exit_status;

}

10.2 Program Data

" nag_opt_sdp_read_sdpa (e04rdc) Example Program Data
2 =mdim
2 =nblocks
{-2, 2}
10.0 20.0
0 1 1 1 1.0
0 1 2 2 1.5
0 2 1 1 3.0
0 2 2 2 4.0
1 1 1 1 1.0
1 1 2 2 1.0
2 1 2 2 1.0
2 2 1 1 5.0
2 2 1 2 2.0
2 2 2 2 6.0

10.3 Program Results

nag_opt_sdp_read_sdpa (e04rdc) Example Program Results

Reading SDPA file: e04rdce.opt
Allocating space for the problem.
nvar = 2
nblk = 3
nnz = 10
Linear SDP problem was read, start formulating the problem
The problem formulation in a handle is completed.

Overview
Status: Problem and option settings are editable.
No of variables: 2
Objective function: linear
Simple bounds: not defined yet
Linear constraints: not defined yet
Nonlinear constraints: not defined yet
Matrix constraints: 3

E04SV, NLP-SDP Solver (Pennon)
------------------------------
Number of variables 2 [eliminated 0]

simple linear nonlin
(Standard) inequalities 0 2 0
(Standard) equalities 0 0
Matrix inequalities 1 0 [dense 1, sparse 0]

[max dimension 2]

Begin of Options
Outer Iteration Limit = 100 * d
Inner Iteration Limit = 100 * d
Infinite Bound Size = 1.00000E+20 * d
Initial X = Automatic * U
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Initial U = Automatic * d
Initial P = Automatic * d
Hessian Density = Dense * S
Init Value P = 1.00000E+00 * d
Init Value Pmat = 1.00000E+00 * d
Presolve Block Detect = Yes * d
Print File = 6 * d
Print Level = 2 * d
Print Options = Yes * d
Monitoring File = -1 * d
Monitoring Level = 4 * d
Monitor Frequency = 0 * d
Stats Time = No * d
P Min = 1.05367E-08 * d
Pmat Min = 1.05367E-08 * d
U Update Restriction = 5.00000E-01 * d
Umat Update Restriction = 3.00000E-01 * d
Preference = Speed * d
Transform Constraints = No * S
Dimacs Measures = Check * U
Stop Criteria = Soft * d
Stop Tolerance 1 = 1.00000E-06 * d
Stop Tolerance 2 = 1.00000E-07 * d
Stop Tolerance Feasibility = 1.00000E-07 * d
Linesearch Mode = Fullstep * S
Inner Stop Tolerance = 1.00000E-02 * d
Inner Stop Criteria = Heuristic * d
Task = Minimize * d
P Update Speed = 12 * d

End of Options
--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
0 0.00000E+00 4.06E+01 4.00E+00 3.16E+01 1.00E+00 0
1 4.02661E+01 1.07E-01 2.78E-01 1.52E+01 1.00E+00 5
2 2.90783E+01 6.52E-02 9.77E-02 2.78E+00 4.65E-01 5
3 2.84228E+01 1.67E-01 2.39E-01 7.76E-01 2.16E-01 2
4 2.97263E+01 3.98E-02 4.39E-02 2.05E-01 1.01E-01 3
5 2.99618E+01 5.01E-02 6.40E-03 3.32E-02 4.68E-02 2
6 2.99934E+01 1.45E-01 1.25E-03 6.23E-03 2.18E-02 1
7 2.99999E+01 3.31E-02 1.28E-05 4.16E-04 1.01E-02 1
8 3.00001E+01 9.97E-05 3.01E-07 9.67E-05 4.71E-03 1
9 3.00000E+01 1.37E-04 3.25E-08 2.25E-05 2.19E-03 1

10 3.00000E+01 1.16E-05 3.52E-09 5.23E-06 1.02E-03 1
11 3.00000E+01 1.13E-06 3.81E-10 1.22E-06 4.74E-04 1

--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value 3.000000E+01
Relative precision 3.941484E-08
Optimality 1.133096E-06
Feasibility 3.806810E-10
Complementarity 1.216064E-06
DIMACS error 1 5.395697E-08
DIMACS error 2 0.000000E+00
DIMACS error 3 0.000000E+00
DIMACS error 4 7.613621E-11
DIMACS error 5 4.324629E-09
DIMACS error 6 2.296238E-08
Iteration counts

Outer iterations 11
Inner iterations 23
Linesearch steps 50

Evaluation counts
Augm. Lagr. values 35
Augm. Lagr. gradient 35
Augm. Lagr. hessian 23

--------------------------------------------------------------

Optimal solution x:
1.000000
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1.000000
Lagrangian multiplier for A_0

1
1 10.0000
Lagrangian multiplier for A_1

1
1 2.4321e-06
Lagrangian multiplier for A_2

1 2
1 2.8571
2 -2.8571 2.8571
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NAG Library Function Document

nag_opt_handle_set_linobj (e04rec)

1 Purpose

nag_opt_handle_set_linobj (e04rec) is a part of the NAG optimization modelling suite and defines the
linear objective function of the problem.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_linobj (void *handle, Integer nvar,
const double cvec[], NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_li
nobj (e04rec) may be used to define the objective function of the problem as a linear function cTx
unless the objective function has already been defined by nag_opt_handle_set_linobj (e04rec),
nag_opt_handle_set_quadobj (e04rfc) or by nag_opt_handle_set_nlnobj (e04rgc). This will typically be
used for linear semidefinite programming problems (SDP)

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð1Þ

or SDP with bilinear matrix inequalities (BMI-SDP) where the objective function has only linear terms.
See nag_opt_handle_init (e04rac) for more details.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nvar – Integer Input

On entry: n, the number of decision variables x in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

3: cvec½nvar� – const double Input

On entry: the dense vector c of the objective function.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

The objective function has already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem cannot be modified in this phase any more, the solver has already been called.

NE_REF_MATCH

On entry, nvar ¼ valueh i, expected value ¼ valueh i.
Constraint: nvar must match the value given during initialization of handle.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_linobj (e04rec) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

See Section 10 in nag_opt_handle_init (e04rac) for links to all examples in the suite.
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NAG Library Function Document

nag_opt_handle_set_quadobj (e04rfc)

1 Purpose

nag_opt_handle_set_quadobj (e04rfc) is a part of the NAG optimization modelling suite and defines the
linear or the quadratic objective function of the problem.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_quadobj (void *handle, Integer nnzc,
const Integer idxc[], const double c[], Integer nnzh,
const Integer irowh[], const Integer icolh[], const double h[],
NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_qua
dobj (e04rfc) may be used to define the objective function of the problem as a quadratic function
cTxþ 1

2x
THx or a sparse linear function cTx unless the objective function has been defined previously

by nag_opt_handle_set_linobj (e04rec), nag_opt_handle_set_quadobj (e04rfc) or by nag_opt_handle_
set_nlnobj (e04rgc). This objective function will typically be used for quadratic programming problems
(QP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ
subject to lB � Bx � uB ðbÞ

lx � x � ux ðcÞ
ð1Þ

or for semidefinite programming problems with bilinear matrix inequalities (BMI-SDP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð2Þ

The matrix H is a sparse symmetric n by n matrix. It does not need to be positive definite. See
nag_opt_handle_init (e04rac) for more details.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nnzc – Integer Input

On entry: the number of nonzero elements in the sparse vector c.
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If nnzc ¼ 0, c is considered to be zero and the arrays idxc and c will not be referenced and may
be NULL.

Constraint: nnzc 	 0.

3: idxc½nnzc� – const Integer Input
4: c½nnzc� – const double Input

On entry: the nonzero elements of the sparse vector c. idxc½i� 1� must contain the index of
c½i � 1� in the vector, for i ¼ 1; 2; . . . ;nnzc. The elements are stored in ascending order. Note that
n, the number of variables in the problem, was set in nvar during the initialization of the handle
by nag_opt_handle_init (e04rac).

Constraints:

1 � idxc½i � 1� � n, for i ¼ 1; 2; . . . ;nnzc;
idxc½i � 1� < idxc½i�, for i ¼ 1; 2; . . . ; nnzc� 1.

5: nnzh – Integer Input

On entry: the number of nonzero elements in the upper triangle of the matrix H.

If nnzh ¼ 0, the matrix H is considered to be zero, the objective function is linear and irowh,
icolh and h will not be referenced and may be NULL.

Constraint: nnzh 	 0.

6: irowh½nnzh� – const Integer Input
7: icolh½nnzh� – const Integer Input
8: h½nnzh� – const double Input

On entry: arrays irowh, icolh and h store the nonzeros of the upper triangle of the matrix H in
coordinate storage (CS) format (see Section 2.1.1 in the f11 Chapter Introduction). irowh
specifies one-based row indices, icolh specifies one-based column indices and h specifies the
values of the nonzero elements in such a way that hij ¼ h½l� 1� where i ¼ irowh½l� 1�,
j ¼ icolh½l � 1�, for l ¼ 1; 2; . . . ; nnzh. No particular order is expected, but elements should not
repeat.

Constraint: 1 � irowh½l � 1� � icolh½l � 1� � n, for l ¼ 1; 2; . . . ; nnzh.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

The objective function has already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, nnzc ¼ valueh i.
Constraint: nnzc 	 0.

On entry, nnzh ¼ valueh i.
Constraint: nnzh 	 0.

NE_INTARR

On entry, i ¼ valueh i, idxc½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � idxc½i� 1� � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icolh½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icolh½i � 1� � n.

On entry, i ¼ valueh i, irowh½i � 1� ¼ valueh i and icolh½i � 1� ¼ valueh i.
Constraint: irowh½i � 1� � icolh½i � 1� (elements within the upper triangle).

On entry, i ¼ valueh i, irowh½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irowh½i � 1� � n.

On entry, more than one element of h has row index valueh i and column index valueh i.
Constraint: each element of h must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

On entry, i ¼ valueh i, idxc½i� 1� ¼ valueh i and idxc½i� ¼ valueh i.
Constraint: idxc½i � 1� < idxc½i� (ascending order).

NE_PHASE

The problem cannot be modified in this phase any more, the solver has already been called.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_quadobj (e04rfc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example demonstrates how to use nonlinear semidefinite programming to find a nearest correlation
matrix satisfying additional requirements. This is a viable alternative to functions nag_nearest_correla
tion (g02aac), nag_nearest_correlation_bounded (g02abc), nag_nearest_correlation_h_weight (g02ajc)
or nag_nearest_correlation_shrinking (g02anc) as it easily allows you to add further constraints on the
correlation matrix. In this case a problem with a linear matrix inequality and a quadratic objective
function is formulated to find the nearest correlation matrix in the Frobenius norm preserving the
nonzero pat tern of the or iginal input matr ix . However, addi t ional box bounds
(nag_opt_handle_set_simplebounds (e04rhc)) or linear constraints
(nag_opt_handle_set_linconstr (e04rjc)) can be readily added to further bind individual elements of the
new correlation matrix or new matrix inequalities (nag_opt_handle_set_linmatineq (e04rnc)) to restrict
its eigenvalues.

The problem is as follows (to simplify the notation only the upper triangular parts are shown). To a
given m by m symmetric input matrix G

G ¼
g11 � � � g1m

. .
. ..

.

gmm

0B@
1CA

find correction terms x1; . . . ; xn which form symmetric matrix �G

�G ¼

�g11 �g12 � � � �g1m
�g22 � � � �g2m

. .
. ..

.

�gmm

0BBB@
1CCCA ¼

1 g12 þ x1 g13 þ x2 � � � g1m þ xi
1 g23 þ x3

1 ..
.

. .
.

1 gm�1m þ xn
1

0BBBBBBB@

1CCCCCCCA
so that the following requirements are met:

(a) It is a correlation matrix, i.e., symmetric positive semidefinite matrix with a unit diagonal. This is
achieved by the way �G is assembled and by a linear matrix inequality

�G ¼ x1

0 1 0 � � � 0
0 0 � � � 0

0 � � � 0

. .
. ..

.

0

0BBBB@
1CCCCAþ x2

0 0 1 � � � 0
0 0 � � � 0

0 � � � 0

. .
. ..

.

0

0BBBB@
1CCCCAþ x3

0 0 0 � � � 0
0 1 � � � 0

0 � � � 0

. .
. ..

.

0

0BBBB@
1CCCCAþ � � �

þxn

0 � � � 0 0 0

. .
. ..

. ..
. ..

.

0 0 0
0 1

0

0BBBB@
1CCCCA�

�1 �g12 �g13 � � � �g1m
�1 �g23 � � � �g2m

�1 � � � �g3m
. .
. ..

.

�1

0BBBB@
1CCCCA � 0:

(b) �G is nearest to G in the Frobenius norm, i.e., it minimizes the Frobenius norm of the difference
which is equivalent to:

minimize
1

2

X
i 6¼j

�gij � gij
� �2 ¼Xn

i¼1
x2i :

(c) �G preserves the nonzero structure of G. This is met by defining xi only for nonzero elements gij.
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For the input matrix

G ¼
2 �1 0 0
�1 2 �1 0
0 �1 2 �1
0 0 �1 2

0B@
1CA

the result is

�G ¼
1:0000 �0:6823 0:0000 0:0000
�0:6823 1:0000 �0:5344 0:0000
0:0000 �0:5344 1:0000 �0:6823
0:0000 0:0000 �0:6823 1:0000

0B@
1CA:

See also Section 10 in nag_opt_handle_init (e04rac) for links to further examples in the suite.

10.1 Program Text

/* nag_opt_handle_set_quadobj (e04rfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Compute the nearest correlation matrix in Frobenius norm using nonlinear
* semidefinite programming. By default, preserve the nonzero structure of
* the input matrix (preserve_structure = 1).
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

int main(void)
{

Integer preserve_structure = 1;

Integer exit_status = 0;
Integer dima, i, idblk, idx, inform, j, n, nblk, nnzasum, nnzh, nnzu,

nnzua, nnzuc, nvar;
double rinfo[32], stats[32];
double *a = 0, *g = 0, *h = 0, *x = 0;
Integer *icola = 0, *icolh = 0, *irowa = 0, *irowh = 0, *nnza = 0;
void *handle = 0;
/* Nag Types */
NagError fail;

#define G(I,J) g[(J-1)*n + I-1]

printf("nag_opt_handle_set_quadobj (e04rfc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and ignore the rest of the line. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
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/* Allocate memory for matrix G and read it in. */
if (!(g = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &G(i, j));
#else

scanf("%lf", &G(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Symmetrize G: G = (G + G’)/2 */
for (j = 1; j <= n; j++)

for (i = 1; i <= j - 1; i++) {
G(i, j) = (G(i, j) + G(j, i)) / 2.0;
G(j, i) = G(i, j);

}

/* There are as many variables as nonzeros above the main diagonal in
* the input matrix. The variables are corrections of these elements. */

nvar = 0;
for (j = 2; j <= n; j++)

for (i = 1; i <= j - 1; i++)
if (!preserve_structure || G(i, j) != 0.0)

nvar++;

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* Set up the objective - minimize Frobenius norm of the corrections.
* Our variables are stored as a vector thus, just minimize
* sum of squares of the corrections --> H is identity matrix, c = 0.*/

nnzh = nvar;
if (!(x = NAG_ALLOC(nvar, double)) ||

!(irowh = NAG_ALLOC(nnzh, Integer)) ||
!(icolh = NAG_ALLOC(nnzh, Integer)) || !(h = NAG_ALLOC(nnzh, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < nvar; i++) {
/* irowh, icolh use 1-based indices */
irowh[i] = i + 1;
icolh[i] = i + 1;
h[i] = 1.0;

}

/* nag_opt_handle_set_quadobj (e04rfc).
* Add the quadratic objective to the handle.*/

nag_opt_handle_set_quadobj(handle, 0, NULL, NULL, nnzh, irowh, icolh, h,
NAGERR_DEFAULT);

/* Construct linear matrix inequality to request that
* matrix G with corrections X is positive semidefinite.
* (Don’t forget the sign at A_0!)
* How many nonzeros do we need? Full triangle for A_0 and
* one nonzero element for each A_i. */

nnzasum = n * (n + 1) / 2 + nvar;
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if (!(nnza = NAG_ALLOC(nvar + 1, Integer)) ||
!(irowa = NAG_ALLOC(nnzasum, Integer)) ||
!(icola = NAG_ALLOC(nnzasum, Integer)) ||
!(a = NAG_ALLOC(nnzasum, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nnza[0] = n * (n + 1) / 2;
for (j = 1; j <= nvar; j++)

nnza[j] = 1;

/* Copy G to A_0, only upper triangle with different sign (because -A_0)
* and set the diagonal to 1.0 as that’s what we want independently
* of what was in G. */

idx = 0;
for (j = 1; j <= n; j++) {

for (i = 1; i <= j - 1; i++) {
irowa[idx] = i;
icola[idx] = j;
a[idx] = -G(i, j);
idx++;

}
/* Unit diagonal. */
irowa[idx] = j;
icola[idx] = j;
a[idx] = -1.0;
idx++;

}

/* A_i has just one nonzero - it binds x_i with its position as
* a correction. */

for (j = 2; j <= n; j++)
for (i = 1; i <= j - 1; i++)

if (!preserve_structure || G(i, j) != 0.0) {
irowa[idx] = i;
icola[idx] = j;
a[idx] = 1.0;
idx++;

}

/* Just one matrix inequality of the dimension of the original matrix. */
nblk = 1;
dima = n;
idblk = 0;
/* nag_opt_handle_set_linconstr (e04rnc).
* Add the linear matrix constraint to the problem formulation. */

nag_opt_handle_set_linmatineq(handle, nvar, dima, nnza, nnzasum, irowa,
icola, a, nblk, NULL, &idblk, NAGERR_DEFAULT);

/* Set optional arguments of the solver by calling
* nag_opt_handle_opt_set (e04zmc). */

nag_opt_handle_opt_set(handle, "Print Options = No", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Initial X = Automatic", NAGERR_DEFAULT);

/* Pass the handle to the solver, we are not interested in
* Lagrangian multipliers. */

nnzu = 0;
nnzuc = 0;
nnzua = 0;
INIT_FAIL(fail);
/* nag_opt_handle_solve_pennon (e04svc). */
nag_opt_handle_solve_pennon(handle, nvar, x, nnzu, NULL, nnzuc, NULL,

nnzua, NULL, rinfo, stats, &inform, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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/* Form the new nearest correlation matrix as the sum
* of G and the correction X. */

idx = 0;
for (j = 1; j <= n; j++) {

for (i = 1; i <= j - 1; i++)
if (!preserve_structure || G(i, j) != 0.0) {

G(i, j) = G(i, j) + x[idx];
idx++;

}
G(j, j) = 1.0;

}

/* nag_gen_real_mat_print (x04cac).
* Print the result as an upper triangular matrix. */

nag_gen_real_mat_print(Nag_ColMajor, Nag_UpperMatrix, Nag_NonUnitDiag, n, n,
g, n, "Nearest Correlation Matrix", NULL,
NAGERR_DEFAULT);

END:

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(a);
NAG_FREE(g);
NAG_FREE(h);
NAG_FREE(x);
NAG_FREE(icola);
NAG_FREE(icolh);
NAG_FREE(irowa);
NAG_FREE(irowh);
NAG_FREE(nnza);
return exit_status;

}

10.2 Program Data

nag_opt_handle_set_quadobj (e04rfc) Example Program Data
4 :: n
2.0 -1.0 0.0 0.0

-1.0 2.0 -1.0 0.0
0.0 -1.0 2.0 -1.0
0.0 0.0 -1.0 2.0 :: End of g

10.3 Program Results

nag_opt_handle_set_quadobj (e04rfc) Example Program Results

E04SV, NLP-SDP Solver (Pennon)
------------------------------
Number of variables 3 [eliminated 0]

simple linear nonlin
(Standard) inequalities 0 0 0
(Standard) equalities 0 0
Matrix inequalities 1 0 [dense 1, sparse 0]

[max dimension 4]

--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
0 0.00000E+00 0.00E+00 6.19E-01 6.63E+00 1.00E+00 0
1 4.12017E-01 6.38E-04 0.00E+00 1.44E+00 1.00E+00 5
2 3.29642E-01 7.76E-04 0.00E+00 4.96E-01 4.65E-01 2
3 2.65315E-01 1.02E-04 0.00E+00 1.55E-01 2.16E-01 3
4 2.33229E-01 1.03E-03 0.00E+00 4.71E-02 1.01E-01 3
5 2.19082E-01 2.22E-03 0.00E+00 1.46E-02 4.68E-02 3
6 2.13121E-01 2.12E-03 0.00E+00 4.72E-03 2.18E-02 3
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7 2.10698E-01 1.26E-03 0.00E+00 1.56E-03 1.01E-02 3
8 2.09756E-01 4.90E-04 0.00E+00 4.85E-04 4.71E-03 3
9 2.09413E-01 1.13E-04 0.00E+00 1.21E-04 2.19E-03 3

10 2.09310E-01 1.95E-03 0.00E+00 1.63E-05 1.02E-03 2
11 2.09297E-01 1.25E-05 0.00E+00 2.77E-06 4.74E-04 2
12 2.09294E-01 2.68E-07 0.00E+00 3.89E-07 2.21E-04 2
13 2.09294E-01 2.25E-09 0.00E+00 5.43E-08 1.03E-04 2

--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value 2.092940E-01
Relative precision 2.759238E-07
Optimality 2.249294E-09
Feasibility 0.000000E+00
Complementarity 5.426796E-08
Iteration counts

Outer iterations 13
Inner iterations 36
Linesearch steps 36

Evaluation counts
Augm. Lagr. values 50
Augm. Lagr. gradient 50
Augm. Lagr. hessian 36

--------------------------------------------------------------
Nearest Correlation Matrix

1 2 3 4
1 1.0000 -0.6823 0.0000 0.0000
2 1.0000 -0.5344 0.0000
3 1.0000 -0.6823
4 1.0000
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NAG Library Function Document

nag_opt_handle_set_nlnobj (e04rgc)

1 Purpose

nag_opt_handle_set_nlnobj (e04rgc) is a part of the NAG optimization modelling suite and declares the
objective function of the problem as a nonlinear function with a particular gradient sparsity structure.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_nlnobj (void *handle, Integer nnzfd,
const Integer idxfd[], NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called (and unless the objective
function has been defined previously by nag_opt_handle_set_linobj (e04rec), nag_opt_handle_set_qua
dobj (e04rfc) or by nag_opt_handle_set_nlnobj (e04rgc)), nag_opt_handle_set_nlnobj (e04rgc) may be
used to declare the objective function of the problem as a nonlinear function and define the sparsity
pattern (list of nonzero elements) of its gradient. This objective function will typically be used for
nonlinear programming problems (NLP) of the kind:

minimize
x2Rn

f xð Þ ðaÞ
subject to lg � g xð Þ � ug ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð1Þ

The values of the nonlinear objective function f xð Þ and the nonzero values of its gradient
@f

@xi
(matching the sparsity pattern) evaluated at particular points in the decision variable space will be
communicated to the NLP solver by user-supplied functions (e.g., objfun and objgrd). See
nag_opt_handle_init (e04rac) for more details.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nnzfd – Integer Input

On entry: the number of nonzero elements in the sparse gradient vector of the objective function.

Constraint: nnzfd 	 0.
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3: idxfd½nnzfd� – const Integer Input

On entry: the one-based indices of the nonzero elements of the sparse gradient vector. The
indices must be stored in ascending order. Note that n, the number of decision variables in the
problem, was set in nvar during the initialization of the handle by nag_opt_handle_init (e04rac).

If nnzfd ¼ 0, the objective is assumed to be zero and the array idxfd will not be referenced and
may be NULL.

Constraints:

1 � idxfd½i � 1� � n, for i ¼ 1; 2; . . . ;nnzfd;
idxfd½i � 1� < idxfd½i�, for i ¼ 1; 2; . . . ; nnzfd� 1.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

The objective function has already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, nnzfd ¼ valueh i.
Constraint: nnzfd 	 0.

NE_INTARR

On entry, i ¼ valueh i, idxfd½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � idxfd½i� 1� � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_INCREASING

On entry, i ¼ valueh i, idxfd½i� 1� ¼ valueh i and idxfd½i� ¼ valueh i.
Constraint: idxfd½i � 1� < idxfd½i� (ascending order).

NE_PHASE

The Hessians of nonlinear functions have already been defined, a nonlinear objective cannot be
added.

The problem cannot be modified in this phase any more, the solver has already been called.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_nlnobj (e04rgc) is not threaded in any implementation.

9 Further Comments

9.1 Additional Licensor

Parts of the code for nag_opt_handle_solve_ipopt (e04stc) are distributed according to terms imposed
by another licensor. Please refer to the list of Library licensors available on the NAG Website for
further details.

10 Example

See Section 10 in nag_opt_handle_solve_ipopt (e04stc).
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NAG Library Function Document

nag_opt_handle_set_simplebounds (e04rhc)

1 Purpose

nag_opt_handle_set_simplebounds (e04rhc) is a part of the NAG optimization modelling suite and
defines bounds on the variables of the problem.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_simplebounds (void *handle, Integer nvar,
const double bl[], const double bu[], NagError *fail)

3 Description

After the initialization routine nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_sim
plebounds (e04rhc) may be used to define the variable bounds lx � x � ux of the problem unless the
bounds have already been defined. This will typically be used for problems, such as quadratic
programming (QP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ
subject to lB � Bx � uB ðbÞ

lx � x � ux ðcÞ
ð1Þ

nonlinear programming (NLP)

minimize
x2Rn

f xð Þ ðaÞ
subject to lg � g xð Þ � ug ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð2Þ

linear semidefinite programming (SDP)

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð3Þ

or semidefinite programming with bilinear matrix inequalities (BMI-SDP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð4Þ

where lx and ux are n-dimensional vectors. Note that upper and lower bounds are specified for all the
variables. This form allows full generality in specifying various types of constraint. If certain bounds
are not present, the associated elements of lx or ux may be set to special values that are treated as �1
or þ1. See the description of the optional parameter Infinite Bound Size of the solvers in the suite,
nag_opt_handle_solve_ipopt (e04stc) and nag_opt_handle_solve_pennon (e04svc). Its value is denoted
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as bigbnd further in this text. Note that the bounds are interpreted based on its value at the time of
calling this function and any later alterations to Infinite Bound Size will not affect these constraints.

See nag_opt_handle_init (e04rac) for more details.

4 References

Candes E and Recht B (2009) Exact matrix completion via convex optimization Foundations of
Computation Mathematics (Volume 9) 717–772

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nvar – Integer Input

On entry: n, the number of decision variables x in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

3: bl½nvar� – const double Input
4: bu½nvar� – const double Input

On entry: lx, bl and ux, bu define lower and upper bounds on the variables, respectively. To
specify a nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �bigbnd; to specify a
nonexistent upper bound (i.e., uj ¼ 1), set bu½j� 1� 	 bigbnd. Fixing of the variables is not
allowed in this release, however, this limitation will be removed in a future release.

Constraints:

bl½j � 1� < bu½j � 1�, for j ¼ 1; 2; . . . ;nvar;
bl½j � 1� < bigbnd, for j ¼ 1; 2; . . . ; nvar;
bu½j � 1� > �bigbnd, for j ¼ 1; 2; . . . ; nvar.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

Variable bounds have already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, j ¼ valueh i, bl½j� 1� ¼ valueh i, bigbnd ¼ valueh i.
Constraint: bl½j� 1� < bigbnd.
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On entry, j ¼ valueh i, bl½j� 1� ¼ valueh i and bu½j� 1� ¼ valueh i.
Constraint: bl½j� 1� < bu½j� 1�.
On entry, j ¼ valueh i, bu½j� 1� ¼ valueh i, bigbnd ¼ valueh i.
Constraint: bu½j� 1� > �bigbnd.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem cannot be modified in this phase any more, the solver has already been called.

NE_REF_MATCH

On entry, nvar ¼ valueh i, expected value ¼ valueh i.
Constraint: nvar must match the value given during initialization of handle.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_simplebounds (e04rhc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

There is a vast number of problems which can be reformulated as SDP. This example follows Candes
and Recht (2009) to show how a rank minimization problem can be approximated by SDP. In addition,
it demonstrates how to work with the monitor mode of nag_opt_handle_solve_pennon (e04svc).

The problem can be stated as follows: Let's have m respondents answering k questions where they
express their preferences as a number between 0 and 1 or the question can be left unanswered. The task
is to fill in the missing entries, i.e., to guess the unexpressed preferences. This problem falls into the
category of matrix completion. The idea is to choose the missing entries to minimize the rank of the
matrix as it is commonly believed that only a few factors contribute to an individual's tastes or
preferences.

Rank minimization is in general NP-hard but it can be approximated by a heuristic, minimizing the
nuclear norm of the matrix. The nuclear norm of a matrix is the sum of its singular values. A rank
deficient matrix must have (several) zero singular values. Given the fact that the singular values are
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always non-negative, a minimization of the nuclear norm has the same effect as ‘1 norm in compress
sensing, i.e., it encourages many singular values to be zero and thus it can be considered as a heuristic
for the original rank minimization problem.

Let Ŷ denote the partially filled in m� k matrix with the valid responses on i; jð Þ 2  positions. We
are looking for Y of the same size so that the valid responses are unchanged and the nuclear norm
(denoted here as �k k�) is minimal.

minimize
Y

Yk k�
subject to Yij ¼ Ŷij for all i; jð Þ 2 :

This is equivalent to

minimize
W1;W2;Y

trace W1ð Þ þ trace W2ð Þ

subject to Yij ¼ Ŷij for all i; jð Þ 2 
W1 Y
Y T W2

� �
� 0

which is the linear semidefinite problem solved in this example, see Candes and Recht (2009) and the
references therein for details.

This example has m ¼ 15 respondents and k ¼ 6 answers. The obtained answers are

Ŷ ¼

� � � � � 0:4
0:6 0:4 0:8 � � �
� � 0:8 � 0:2 �
0:8 0:2 � � � �
� 0:4 � 0:0 � 0:2
0:4 � � 0:2 � 0:2
� 0:8 0:2 0:6 � �
� � 0:2 � � �
� 0:4 � 0:6 0:0 �
� � 0:4 � � �
� � 0:2 0:2 0:4 0:4
� � � � 1:0 0:8
1:0 � 0:2 � � 0:6
� � � � � 0:2
0:6 � 0:2 0:4 � �

0BBBBBBBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCCCCCCA
where � denotes missing entries (�1:0 is used instead in the data file). The obtained matrix has rank 4
and it is shown below printed to 1-digit accuracy:

Y ¼

0:5 0:3 0:2 0:2 0:4 0:4
0:6 0:4 0:8 0:2 0:3 0:4
0:4 0:3 0:8 0:0 0:2 0:2
0:8 0:2 0:3 0:4 0:3 0:4
0:0 0:4 0:2 0:0 0:2 0:2
0:4 0:1 0:2 0:2 0:1 0:2
0:6 0:8 0:2 0:6 0:2 0:4
0:1 0:1 0:2 0:0 0:0 0:1
0:6 0:4 0:1 0:6 0:0 0:3
0:2 0:1 0:4 0:0 0:1 0:1
0:5 0:3 0:2 0:2 0:4 0:4
0:7 0:4 0:3 0:0 1:0 0:8
1:0 0:3 0:2 0:5 0:5 0:6
0:2 0:1 0:1 0:1 0:2 0:2
0:6 0:3 0:2 0:4 0:2 0:3

0BBBBBBBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCCCCCCA

:

The example also turns on monitor mode of nag_opt_handle_solve_pennon (e04svc), there is a time
limit introduced for the solver which is being checked at the end of every outer iteration. If the time
limit is reached, the routine is stopped by setting inform ¼ 0 within the monitor step.

See also Section 10 in nag_opt_handle_init (e04rac) for links to further examples in the suite.
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10.1 Program Text

/* nag_opt_handle_set_simplebounds (e04rhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Matrix completion problem (rank minimization) solved approximatelly
* by SDP via nuclear norm minimization formulated as:
* min trace(X1) + trace(X2)
* s.t. [ X1, Y; Y’, X2 ] >=0
* 0 <= Y_ij <= 1
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagf08.h>
#include <nagx04.h>
#include <math.h>

int
main(void)
{

double const stol = 1e-5;
double const time_limit = 120.0;

Integer exit_status = 0;
Integer dima, i, idblk, idx, idxend, idxobj, idxx, inform, j, lwork, m,

maxs,
n, nblk, nnz, nnzasum, nnzc, nnzu, nnzua, nnzuc, nvar, rank;

double rdummy[1], rinfo[32], stats[32];
double *a = 0, *bl = 0, *bu = 0, *c = 0, *s = 0, *work = 0, *x = 0,
*y = 0;
Integer *icola = 0, *idxc = 0, *irowa = 0, *nnza = 0;
void *handle = 0;
/* Nag Types */
NagError fail;

#define Y(I, J) y[(J-1)*m + I-1]

printf("nag_opt_handle_set_simplebounds (e04rhc) Example Program Results"
"\n\n");

fflush(stdout);

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and ignore the rest of the line. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &m, &n);
#endif

/* Allocate memory for matrix Y and read it in. */
if (!(y = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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for (i = 1; i <= m; i++)
for (j = 1; j <= n; j++)

#ifdef _WIN32
scanf_s("%lf", &Y(i, j));

#else
scanf("%lf", &Y(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Count the number of specified elements (i.e., nonnegative) */
nnz = 0;
for (i = 1; i <= m; i++)

for (j = 1; j <= n; j++)
if (Y(i, j) >= 0.0)

nnz++;

/* There are as many variables as missing entries in the Y matrix
* plus two full symmetric matrices m x m and n x n. */

nvar = m*(m+1)/2 + n*(n+1)/2 + m*n-nnz;
if (!(x = NAG_ALLOC(nvar, double)) ||

!(bl = NAG_ALLOC(nvar, double)) ||
!(bu = NAG_ALLOC(nvar, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* Create bounds for the missing entries in Y matrix to be between 0 and 1 */
idxend = m*(m+1)/2+n*(n+1)/2;
for (idx = 0; idx < idxend; idx++)

{
bl[idx] = -1e+20;
bu[idx] = 1e+20;

}
for (; idx < nvar; idx++)

{
bl[idx] = 0.0;
bu[idx] = 1.0;

}

/* nag_opt_handle_set_simplebounds (e04rhc).
* Define bounds on the variables. */

nag_opt_handle_set_simplebounds(handle, nvar, bl, bu, NAGERR_DEFAULT);

/* Allocate space for the objective - minimize trace of the matrix
* constraint. There is no quadratic part in the objective. */

nnzc = m + n;
if (!(idxc = NAG_ALLOC(nnzc, Integer)) ||

!(c = NAG_ALLOC(nnzc, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Construct linear matrix inequality to request that
* [ X1, Y; Y’, X2] is positive semidefinite. */

/* How many nonzeros do we need? As many as number of variables
* and the number of specified elements together. */

nnzasum = m*(m+1)/2 + n*(n+1)/2 + m*n;
if (!(nnza = NAG_ALLOC(nvar+1, Integer)) ||
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!(irowa = NAG_ALLOC(nnzasum, Integer)) ||
!(icola = NAG_ALLOC(nnzasum, Integer)) ||
!(a = NAG_ALLOC(nnzasum, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

nnza[0] = nnz;
for (i = 1; i <= nvar; i++)

nnza[i] = 1;

/* Copy Y to the upper block of A_0 with different sign (because -A_0)
* (upper triangle) */

idx = 0;
for (i = 1; i <= m; i++)

for (j = 1; j <= n; j++)
if (Y(i, j) >= 0.0)

{
irowa[idx] = i;
icola[idx] = m + j;
a[idx] = -Y(i, j);
idx++;

}
/* One matrix for each variable, A_i has just one nonzero - it binds
* x_i with its position in the matrix constraint. Set also the objective. */

/* 1,1 - block, X1 matrix (mxm) */
idxobj = 0;
idxx = 1;
for (i = 1; i <= m; i++)

{
/* the next element is diagonal ==> part of the objective as a trace() */
idxc[idxobj] = idxx;
c[idxobj] = 1.0;
idxobj++;
for (j = i; j <= m; j++)

{
irowa[idx] = i;
icola[idx] = j;
a[idx] = 1.0;
idx++;
idxx++;

}
}

/* 2,2 - block, X2 matrix (nxn) */
for (i = 1; i <= n; i++)

{
/* the next element is diagonal ==> part of the objective as a trace() */
idxc[idxobj] = idxx;
c[idxobj] = 1.0;
idxobj++;
for (j = i; j <= n; j++)

{
irowa[idx] = m + i;
icola[idx] = m + j;
a[idx] = 1.0;
idx++;
idxx++;

}
}

/* 1,2 - block, missing element in Y we are after */
for (i = 1; i <= m; i++)

for (j = 1; j <= n; j++)
if (Y(i, j) < 0.0)

{
irowa[idx] = i;
icola[idx] = m + j;
a[idx] = 1.0;
idx++;

}
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/* nag_opt_handle_set_quadobj (e04rfc).
* Add the sparse linear objective to the handle.*/

nag_opt_handle_set_quadobj(handle, nnzc, idxc, c, 0, NULL, NULL, NULL,
NAGERR_DEFAULT);

/* Just one matrix inequality of the dimension of the extended matrix. */
nblk = 1;
dima = m + n;
idblk = 0;

/* nag_opt_handle_set_linconstr (e04rnc).
* Add the linear matrix constraint to the problem formulation. */

nag_opt_handle_set_linmatineq(handle, nvar, dima, nnza, nnzasum, irowa,
icola, a, nblk, NULL, &idblk, NAGERR_DEFAULT);

/* nag_opt_handle_opt_set (e04zmc).
* Set optional arguments of the solver:
* Completely turn off printing, allow timing and
* turn on the monitor mode to stop every iteration. */

nag_opt_handle_opt_set(handle, "Print File = -1", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Stats Time = Yes", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Monitor Frequency = 1", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Initial X = Automatic", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Dimacs = Check", NAGERR_DEFAULT);

/* Pass the handle to the solver, we are not interested in
* Lagrangian multipliers. */

nnzu = 0;
nnzuc = 0;
nnzua = 0;
while (1)

{
INIT_FAIL(fail);
/* nag_opt_handle_solve_pennon (e04svc). */
nag_opt_handle_solve_pennon(handle, nvar, x, nnzu, NULL, nnzuc, NULL,

nnzua, NULL, rinfo, stats, &inform, &fail);

if (inform == 1)
{

/* Monitor stop */
printf("Monitor at iteration %2" NAG_IFMT

": objective %7.2f, avg.error %9.2e\n", (Integer) stats[0],
rinfo[0], (rinfo[1] + rinfo[2] + rinfo[3]) / 3.0);

fflush(stdout);

/* Check time limit and possibly stop the solver. */
if (stats[7] > time_limit)

inform = 0;
}

else
{

/* Final exit, solver finished. */
printf("Finished at iteration %2" NAG_IFMT

": objective %7.2f, avg.error %9.2e\n", (Integer) stats[0],
rinfo[0], (rinfo[1] + rinfo[2] + rinfo[3]) / 3.0);

fflush(stdout);
break;

}
}

if (fail.code == NE_NOERROR || fail.code == NW_NOT_CONVERGED)
{

/* Successful run, fill the missing elements in the matrix Y. */
idx = m*(m+1)/2 + n*(n+1)/2;
for (i = 1; i <= m; i++)

for (j = 1; j <= n; j++)
if (Y(i, j) < 0.0)

Y(i, j) = x[idx++];

/* nag_gen_real_mat_print_comp (x04cbc).
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* Print the matrix. */
nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag,
m, n, y, m, "%7.1f", "Completed Matrix",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL,
80, 0, NULL, NAGERR_DEFAULT);

/* Compute rank of the matrix via SVD, use the fact that the order
* of the singular values is descending. */

lwork = 20*(m > n?m:n);
maxs = m < n?m:n;
if (!(s = NAG_ALLOC(maxs, double)) ||

!(work = NAG_ALLOC((lwork), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_dgesvd (f08kbc).
* Compute the singular values */

nag_dgesvd(Nag_ColMajor, Nag_NotU, Nag_NotVT, m, n, y, m, s,
rdummy, 1, rdummy, 1, work, NAGERR_DEFAULT);

for (rank = 0; rank < maxs; rank++)
if (s[rank] <= stol)

break;
printf("Rank is %" NAG_IFMT "\n", rank);

}
else if (fail.code == NE_USER_STOP)

{
printf("The given time limit was reached, run aborted.\n");

}
else

{
printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",

fail.message);
exit_status = 1;

}

END:

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(c);
NAG_FREE(s);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icola);
NAG_FREE(irowa);
NAG_FREE(nnza);
NAG_FREE(idxc);
return exit_status;

}

10.2 Program Data

nag_opt_handle_set_simplebounds (e04rhc) Example Program Data
15 6 :: m, n - number of respondents and questions

-1.0 -1.0 -1.0 -1.0 -1.0 0.4
0.6 0.4 0.8 -1.0 -1.0 -1.0

-1.0 -1.0 0.8 -1.0 0.2 -1.0
0.8 0.2 -1.0 -1.0 -1.0 -1.0
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-1.0 0.4 -1.0 0.0 -1.0 0.2
0.4 -1.0 -1.0 0.2 -1.0 0.2

-1.0 0.8 0.2 0.6 -1.0 -1.0
-1.0 -1.0 0.2 -1.0 -1.0 -1.0
-1.0 0.4 -1.0 0.6 0.0 -1.0
-1.0 -1.0 0.4 -1.0 -1.0 -1.0
-1.0 -1.0 0.2 0.2 0.4 0.4
-1.0 -1.0 -1.0 -1.0 1.0 0.8
1.0 -1.0 0.2 -1.0 -1.0 0.6

-1.0 -1.0 -1.0 -1.0 -1.0 0.2
0.6 -1.0 0.2 0.4 -1.0 -1.0 :: -1.0 for missing entries

10.3 Program Results

nag_opt_handle_set_simplebounds (e04rhc) Example Program Results

Monitor at iteration 0: objective 0.00, avg.error 3.14e+01
Monitor at iteration 1: objective 154.74, avg.error 4.98e+01
Monitor at iteration 2: objective 71.71, avg.error 2.15e+01
Monitor at iteration 3: objective 36.88, avg.error 9.13e+00
Monitor at iteration 4: objective 22.50, avg.error 3.84e+00
Monitor at iteration 5: objective 16.47, avg.error 1.61e+00
Monitor at iteration 6: objective 13.88, avg.error 6.87e-01
Monitor at iteration 7: objective 12.76, avg.error 2.97e-01
Monitor at iteration 8: objective 12.27, avg.error 1.29e-01
Monitor at iteration 9: objective 12.06, avg.error 5.63e-02
Monitor at iteration 10: objective 11.97, avg.error 2.50e-02
Monitor at iteration 11: objective 11.93, avg.error 1.17e-02
Monitor at iteration 12: objective 11.91, avg.error 5.77e-03
Monitor at iteration 13: objective 11.91, avg.error 3.33e-03
Monitor at iteration 14: objective 11.90, avg.error 9.11e-04
Monitor at iteration 15: objective 11.90, avg.error 3.77e-04
Monitor at iteration 16: objective 11.90, avg.error 1.64e-04
Monitor at iteration 17: objective 11.90, avg.error 7.07e-05
Monitor at iteration 18: objective 11.90, avg.error 3.05e-05
Monitor at iteration 19: objective 11.90, avg.error 1.31e-05
Monitor at iteration 20: objective 11.90, avg.error 5.60e-06
Monitor at iteration 21: objective 11.90, avg.error 2.38e-06
Monitor at iteration 22: objective 11.90, avg.error 1.01e-06
Finished at iteration 23: objective 11.90, avg.error 4.31e-07
Completed Matrix

1 2 3 4 5 6
1 0.5 0.3 0.2 0.2 0.4 0.4
2 0.6 0.4 0.8 0.2 0.3 0.4
3 0.4 0.3 0.8 0.0 0.2 0.2
4 0.8 0.2 0.3 0.4 0.3 0.4
5 0.0 0.4 0.2 0.0 0.2 0.2
6 0.4 0.1 0.2 0.2 0.1 0.2
7 0.6 0.8 0.2 0.6 0.2 0.4
8 0.1 0.1 0.2 0.0 0.0 0.1
9 0.6 0.4 0.1 0.6 0.0 0.3

10 0.2 0.1 0.4 0.0 0.1 0.1
11 0.5 0.3 0.2 0.2 0.4 0.4
12 0.7 0.4 0.3 0.0 1.0 0.8
13 1.0 0.3 0.2 0.5 0.5 0.6
14 0.2 0.1 0.1 0.1 0.2 0.2
15 0.6 0.3 0.2 0.4 0.2 0.3

Rank is 4
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NAG Library Function Document

nag_opt_handle_set_linconstr (e04rjc)

1 Purpose

nag_opt_handle_set_linconstr (e04rjc) is a part of the NAG optimization modelling suite and defines the
block of linear constraints of the problem.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_linconstr (void *handle, Integer nclin,
const double bl[], const double bu[], Integer nnzb,
const Integer irowb[], const Integer icolb[], const double b[],
Integer *idlc, NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_lin
constr (e04rjc) may be used to define the linear constraints lB � Bx � uB of the problem unless the
linear constraints have already been defined. This will typically be used for problems, such as quadratic
programming (QP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ
subject to lB � Bx � uB ðbÞ

lx � x � ux; ðcÞ
ð1Þ

nonlinear programming (NLP)

minimize
x2Rn

f xð Þ ðaÞ
subject to lg � g xð Þ � ug ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð2Þ

linear semidefinite programming (SDP)

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð3Þ

or semidefinite programming with bilinear matrix inequalities (BMI-SDP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð4Þ

where n is the number of decision variables, B is a general mB � n rectangular matrix and lB and uB
are mB-dimensional vectors. Note that upper and lower bounds are specified for all the constraints. This
form allows full generality in specifying various types of constraint. In particular, the jth constraint may
be defined as an equality by setting lj ¼ uj. If certain bounds are not present, the associated elements of
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lB or uB may be set to special values that are treated as �1 or þ1. See the description of the optional
parameter Infinite Bound Size of the solvers in the suite, nag_opt_handle_solve_ipopt (e04stc) and
nag_opt_handle_solve_pennon (e04svc). Its value is denoted as bigbnd further in this text. Note that the
bounds are interpreted based on its value at the time of calling this function and any later alterations to
Infinite Bound Size will not affect these constraints.

See nag_opt_handle_init (e04rac) for more details.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nclin – Integer Input

On entry: mB, the number of linear constraints (number of rows of the matrix B).

If nclin ¼ 0, no linear constraints will be defined and bl, bu, nnzb, irowb, icolb and b will not
be referenced and may be NULL.

Constraint: nclin 	 0.

3: bl½nclin� – const double Input
4: bu½nclin� – const double Input

On entry: bl and bu define lower and upper bounds of the linear constraints, lB and uB,
respectively. To define the jth constraint as equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, where
�j j < bigbnd. To specify a nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �bigbnd; to
specify a nonexistent upper bound, set bu½j� 1� 	 bigbnd.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nclin;
bl½j � 1� < bigbnd, for j ¼ 1; 2; . . . ; nclin;
bu½j � 1� > �bigbnd, for j ¼ 1; 2; . . . ; nclin;
if bl½j � 1� ¼ bu½j � 1�, bl½j � 1�j j < bigbnd, for j ¼ 1; 2; . . . ;nclin.

5: nnzb – Integer Input

On entry: nnzb gives the number of nonzeros in matrix B.

Constraint: if nclin > 0, nnzb > 0.

6: irowb½nnzb� – const Integer Input
7: icolb½nnzb� – const Integer Input
8: b½nnzb� – const double Input

On entry: arrays irowb, icolb and b store nnzb nonzeros of the sparse matrix B in coordinate
storage (CS) format (see Section 2.1.1 in the f11 Chapter Introduction). The matrix B has
dimensions mB � n, where n, the number of variables in the problem, was set in nvar during the
initialization of the handle by nag_opt_handle_init (e04rac). irowb specifies one-based row
indices, icolb specifies one-based column indices and b specifies the values of the nonzero
elements in such a way that bij ¼ b½l� 1� where i ¼ irowb½l� 1� and j ¼ icolb½l � 1�, for
l ¼ 1; 2; . . . ;nnzb. No particular order of elements is expected, but elements should not repeat.

Constraint: 1 � irowb½l � 1� � nclin, 1 � icolb½l � 1� � n, for l ¼ 1; 2; . . . ;nnzb.
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9: idlc – Integer * Input/Output

Note: idlc is reserved for future releases of the NAG C Library.

On entry: if idlc ¼ 0, new linear constraints are added to the problem definition. This is the only
value allowed at the moment.

Constraint: idlc ¼ 0.

On exit: the number of the last linear constraint added, thus nclin.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

A set of linear constraints has already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, j ¼ valueh i, bl½j� 1� ¼ valueh i, bigbnd ¼ valueh i.
Constraint: bl½j� 1� < bigbnd.

On entry, j ¼ valueh i, bl½j� 1� ¼ valueh i and bu½j� 1� ¼ valueh i.
Constraint: bl½j� 1� � bu½j� 1�.
On entry, j ¼ valueh i, bu½j� 1� ¼ valueh i, bigbnd ¼ valueh i.
Constraint: bu½j� 1� > �bigbnd.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

On entry, nnzb ¼ valueh i.
Constraint: nnzb > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_INVALID_CS

On entry, i ¼ valueh i, icolb½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icolb½i � 1� � n.
On entry, i ¼ valueh i, irowb½i � 1� ¼ valueh i and nclin ¼ valueh i.
Constraint: 1 � irowb½i � 1� � nclin.

On entry, more than one element of b has row index valueh i and column index valueh i.
Constraint: each element of b must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem cannot be modified in this phase any more, the solver has already been called.

NE_REF_MATCH

On entry, idlc ¼ valueh i.
Constraint: idlc ¼ 0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_linconstr (e04rjc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example demonstrates how to use the MPS file reader nag_opt_miqp_mps_read (e04mxc) and this
suite of functions to define and solve a QP problem. nag_opt_miqp_mps_read (e04mxc) uses a different
output format to the one required by nag_opt_handle_set_linconstr (e04rjc), in particular, it uses the
compressed column storage (CCS) (see Section 2.1.3 in the f11 Chapter Introduction) instead of the
coordinate storage and the linear objective vector is included in the system matrix. Therefore a simple
transformation is needed before calling nag_opt_handle_set_linconstr (e04rjc) as demonstrated in the
example program.

The data file stores the following problem:

minimize cTxþ 1
2x

THx subject to lB � Bx � uB;
�2 � x � 2;

where
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c ¼

�4:0
�1:0
�1:0
�1:0
�1:0
�1:0
�1:0
�0:1
�0:3

0BBBBBBBBBB@

1CCCCCCCCCCA
; H ¼

2 1 1 1 1 0 0 0 0
1 2 1 1 1 0 0 0 0
1 1 2 1 1 0 0 0 0
1 1 1 2 1 0 0 0 0
1 1 1 1 2 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0

0BBBBBBBBBB@

1CCCCCCCCCCA
;

B ¼
1:0 1:0 1:0 1:0 1:0 1:0 1:0 1:0 4:0
1:0 2:0 3:0 4:0 �2:0 1:0 1:0 1:0 1:0
1:0 �1:0 1:0 �1:0 1:0 1:0 1:0 1:0 1:0

0@ 1A;
lB ¼

�2:0
�2:0
�2:0

0@ 1A and uB ¼
1:5
1:5
4:0

0@ 1A:
The optimal solution (to five figures) is

x� ¼ 2:0;�0:23333;�0:26667;�0:3;�0:1; 2:0; 2:0;�1:7777;�0:45555ð ÞT:
See also Section 10 in nag_opt_handle_init (e04rac) for links to further examples in this suite.

10.1 Program Text

/* nag_opt_handle_set_linconstr (e04rjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Read in LP/QP problem stored in a MPS file, formulated it
* as a handle and pass it to the solver.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

/* Make a typedef for convenience when allocating crname. */
typedef char e04mx_name[9];

int main(int argc, char *argv[])
{

char fname_default[] = "e04rjce.opt";
Integer mpslst = 1;

Integer exit_status = 0;
Integer idlc, idx, idx_dest, inform, iobj, j, lintvar, m, maxlintvar,

maxm, maxn, maxncolh, maxnnz, maxnnzh, minmax, n, ncolh, nname,
nnz, nnzc, nnzh, nnzu, nnzua, nnzuc;

char *fname = 0;
char pnames[5][9] = { "", "", "", "", "" };
double rinfo[32], stats[32];
double *a = 0, *bl = 0, *bu = 0, *c = 0, *h = 0, *x = 0;
Integer *iccola = 0, *iccolh = 0, *icola = 0, *icolh = 0, *idxc = 0,

*irowa = 0, *irowh = 0;
char (*crname)[9] = 0;
void *handle = 0;
/* Nag Types */
Nag_FileID fileid;
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NagError fail;

printf("nag_opt_handle_set_linconstr (e04rjc) Example Program Results\n\n");

/* Use the first command line argument as the filename or
* choose default filename stored in ’fname_default’. */

if (argc > 1)
fname = argv[1];

else
fname = fname_default;

printf("Reading MPS file: %s\n", fname);
fflush(stdout);

/* nag_open_file (x04acc).
* Open unit number for reading and associate unit with named file. */

nag_open_file(fname, 0, &fileid, NAGERR_DEFAULT);

/* nag_opt_miqp_mps_read (e04mxc).
* Reads MPS data file defining LP or QP problem.
* Query call to estimate the size of the problem. */

nag_opt_miqp_mps_read(fileid, 0, 0, 0, 0, 0, 0, mpslst, &n, &m, &nnz,
&ncolh, &nnzh, &lintvar, NULL, NULL, NULL, NULL, NULL,
NULL, NULL, NULL, NULL, NULL, NULL, NULL, NULL, NULL,
NAGERR_DEFAULT);

/* nag_close_file (x04adc).
* Close file associated with given unit number. */

nag_close_file(fileid, NAGERR_DEFAULT);

maxm = m;
maxn = n;
maxnnz = nnz;
maxnnzh = nnzh;
maxncolh = ncolh;
maxlintvar = -1;

if (!(irowa = NAG_ALLOC(maxnnz, Integer)) ||
!(iccola = NAG_ALLOC(maxn + 1, Integer)) ||
!(a = NAG_ALLOC(maxnnz, double)) ||
!(bl = NAG_ALLOC(maxn + maxm, double)) ||
!(bu = NAG_ALLOC(maxn + maxm, double)) ||
!(irowh = NAG_ALLOC(maxnnzh, Integer)) ||
!(iccolh = NAG_ALLOC(maxncolh + 1, Integer)) ||
!(h = NAG_ALLOC(maxnnzh, double)) ||
!(crname = NAG_ALLOC(maxn + maxm, e04mx_name)) ||
!(x = NAG_ALLOC(maxn, double)) ||
!(icolh = NAG_ALLOC(maxnnzh, Integer)) ||
!(icola = NAG_ALLOC(maxnnz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Reopen the same file. */
nag_open_file(fname, 0, &fileid, NAGERR_DEFAULT);

/* Full call to the reader. */
nag_opt_miqp_mps_read(fileid, maxn, maxm, maxnnz, maxncolh, maxnnzh,

maxlintvar, mpslst, &n, &m, &nnz, &ncolh, &nnzh,
&lintvar, &iobj, a, irowa, iccola, bl, bu, pnames,
&nname, crname, h, irowh, iccolh, &minmax, NULL,
NAGERR_DEFAULT);

nag_close_file(fileid, NAGERR_DEFAULT);

printf("MPS/QPS file read.\n");
fflush(stdout);

/* Data has been read. Set up the problem to the solver. */
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/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with n variables. */

nag_opt_handle_init(&handle, n, NAGERR_DEFAULT);

/* iccola[] was returned as 1-based, i.e., iccola[0]=1.
* Change it to 0-based to simplify C operations. */

for (j = 0; j <= n; j++)
iccola[j]--;

/* Move the linear objective from a to c. */
if (iobj > 0) {

/* Shift bounds. */
for (j = n + iobj - 1; j < n + m - 1; j++) {

bl[j] = bl[j + 1];
bu[j] = bu[j + 1];

}
m--;

/* Count how many nonzeros will be in c. */
nnzc = 0;
for (idx = 0; idx < nnz; idx++)

if (irowa[idx] == iobj)
nnzc++;

if (!(idxc = NAG_ALLOC(nnzc, Integer)) || !(c = NAG_ALLOC(nnzc, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Extract row iobj form column compressed matrix a. */
idx = 0;
idx_dest = 0;
nnzc = 0;
for (j = 0; j < n; j++) {

for (; idx < iccola[j + 1]; idx++) {
if (irowa[idx] < iobj) {

a[idx_dest] = a[idx];
irowa[idx_dest] = irowa[idx];
idx_dest++;

}
else if (irowa[idx] == iobj) {

idxc[nnzc] = j + 1;
c[nnzc] = a[idx];
nnzc++;

}
else {

a[idx_dest] = a[idx];
irowa[idx_dest] = irowa[idx] - 1;
idx_dest++;

}
}
iccola[j + 1] = idx_dest;

}
nnz = idx_dest;

}
else

/* There is no linear part of the objective function. */
nnzc = 0;

/* Convert (decompress) iccola[] to icola[]. */
for (j = 0; j < n; j++)

for (idx = iccola[j]; idx < iccola[j + 1]; idx++)
icola[idx] = j + 1;

/* Add objective function to the problem formulation. */
if (nnzh == 0)

/* nag_opt_handle_set_quadobj (e04rfc).
* Define the objective as a (sparse) linear function (no nonzeros in H).*/

nag_opt_handle_set_quadobj(handle, nnzc, idxc, c, 0, NULL, NULL, NULL,
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NAGERR_DEFAULT);
else {

/* The objective is a quadratic function.
* Firstly, transform (decompress) iccolh[] to icolh[], both are 1-based.
* Secondly, e04mxc() returned a lower triangle but here
* the upper triangle is needed ==> swap rows and columns. */

for (j = 0; j < ncolh; j++)
for (idx = iccolh[j]; idx < iccolh[j + 1]; idx++)

icolh[idx - 1] = j + 1;
/* nag_opt_handle_set_quadobj (e04rfc).
* Add the quadratic objective to the handle.*/

nag_opt_handle_set_quadobj(handle, nnzc, idxc, c, nnzh, icolh, irowh, h,
NAGERR_DEFAULT);

}

/* nag_opt_handle_set_simplebounds (e04rhc).
* Define bounds on the variables. */

nag_opt_handle_set_simplebounds(handle, n, bl, bu, NAGERR_DEFAULT);

idlc = 0;
/* nag_opt_handle_set_linconstr (e04rjc).
* Add a block of linear constraints to the problem formulation.
* Bounds of the constraints are stored after bounds on the variables. */

nag_opt_handle_set_linconstr(handle, m, bl + n, bu + n, nnz, irowa, icola,
a, &idlc, NAGERR_DEFAULT);

printf("The problem was set-up\n");
fflush(stdout);

/* Set optional arguments of the solver by calling
* nag_opt_handle_opt_set (e04zmc). */

nag_opt_handle_opt_set(handle, "Print Options = No", NAGERR_DEFAULT);

/* Set up a starting point and call the solver,
* ignore Lagrangian multipliers U/UA. */

for (j = 0; j < n; j++)
x[j] = 0.0;

nnzu = 0;
nnzuc = 0;
nnzua = 0;

/* Call the solver nag_opt_handle_solve_pennon (e04svc). */
INIT_FAIL(fail);
nag_opt_handle_solve_pennon(handle, n, x, nnzu, NULL, nnzuc, NULL, nnzua,

NULL, rinfo, stats, &inform, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nOptimal solution:\n");
for (j = 0; j < n; j++)

printf(" %f\n", x[j]);
fflush(stdout);

END:

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(idxc);
NAG_FREE(c);
NAG_FREE(h);
NAG_FREE(x);
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NAG_FREE(iccola);
NAG_FREE(iccolh);
NAG_FREE(icola);
NAG_FREE(icolh);
NAG_FREE(irowa);
NAG_FREE(irowh);
NAG_FREE(crname);
return exit_status;

}

10.2 Program Data

NAME E04RJ.EX
ROWS
L ..ROW1..
L ..ROW2..
L ..ROW3..
N ..COST..

COLUMNS
...X1... ..ROW1.. 1.0 ..ROW2.. 1.0
...X1... ..ROW3.. 1.0 ..COST.. -4.0
...X2... ..ROW1.. 1.0 ..ROW2.. 2.0
...X2... ..ROW3.. -1.0 ..COST.. -1.0
...X3... ..ROW1.. 1.0 ..ROW2.. 3.0
...X3... ..ROW3.. 1.0 ..COST.. -1.0
...X4... ..ROW1.. 1.0 ..ROW2.. 4.0
...X4... ..ROW3.. -1.0 ..COST.. -1.0
...X5... ..ROW1.. 1.0 ..ROW2.. -2.0
...X5... ..ROW3.. 1.0 ..COST.. -1.0
...X6... ..ROW1.. 1.0 ..ROW2.. 1.0
...X6... ..ROW3.. 1.0 ..COST.. -1.0
...X7... ..ROW1.. 1.0 ..ROW2.. 1.0
...X7... ..ROW3.. 1.0 ..COST.. -1.0
...X8... ..ROW1.. 1.0 ..ROW2.. 1.0
...X8... ..ROW3.. 1.0 ..COST.. -0.1
...X9... ..ROW1.. 4.0 ..ROW2.. 1.0
...X9... ..ROW3.. 1.0 ..COST.. -0.3

RHS
RHS1 ..ROW1.. 1.5
RHS1 ..ROW2.. 1.5
RHS1 ..ROW3.. 4.0
RHS1 ..COST.. 1000.0

RANGES
RANGE1 ..ROW1.. 3.5
RANGE1 ..ROW2.. 3.5
RANGE1 ..ROW3.. 6.0

BOUNDS
LO BOUND ...X1... -2.0
LO BOUND ...X2... -2.0
LO BOUND ...X3... -2.0
LO BOUND ...X4... -2.0
LO BOUND ...X5... -2.0
LO BOUND ...X6... -2.0
LO BOUND ...X7... -2.0
LO BOUND ...X8... -2.0
LO BOUND ...X9... -2.0
UP BOUND ...X1... 2.0
UP BOUND ...X2... 2.0
UP BOUND ...X3... 2.0
UP BOUND ...X4... 2.0
UP BOUND ...X5... 2.0
UP BOUND ...X6... 2.0
UP BOUND ...X7... 2.0
UP BOUND ...X8... 2.0
UP BOUND ...X9... 2.0

QUADOBJ
...X1... ...X1... 2.00000000E0 ...X2... 1.00000000E0
...X1... ...X3... 1.00000000E0 ...X4... 1.00000000E0
...X1... ...X5... 1.00000000E0
...X2... ...X2... 2.00000000E0 ...X3... 1.00000000E0
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...X2... ...X4... 1.00000000E0 ...X5... 1.00000000E0

...X3... ...X3... 2.00000000E0 ...X4... 1.00000000E0

...X3... ...X5... 1.00000000E0

...X4... ...X4... 2.00000000E0 ...X5... 1.00000000E0

...X5... ...X5... 2.00000000E0
ENDATA

10.3 Program Results

nag_opt_handle_set_linconstr (e04rjc) Example Program Results

Reading MPS file: e04rjce.opt

MPSX INPUT LISTING
------------------
Searching for indicator line
Line 1: Found NAME indicator line

Query mode - Ignoring NAME data.
Line 2: Found ROWS indicator line

Query mode - Counting ROWS data.
Line 7: Found COLUMNS indicator line

Query mode - Counting COLUMNS data.
Line 26: Found RHS indicator line

Query mode - Ignoring RHS data.
Line 31: Found RANGES indicator line

Query mode - Ignoring RANGES data.
Line 35: Found BOUNDS indicator line

Query mode - Counting BOUNDS data.
Line 54: Found QUADOBJ indicator line

Query mode - Counting QUADOBJ data.
Query mode - End of QUADOBJ data. Exit

MPSX INPUT LISTING
------------------
Searching for indicator line
Line 1: Found NAME indicator line
Line 2: Found ROWS indicator line
Line 7: Found COLUMNS indicator line
Line 26: Found RHS indicator line
Line 31: Found RANGES indicator line
Line 35: Found BOUNDS indicator line
Line 54: Found QUADOBJ indicator line
Line 64: Found ENDATA indicator line

MPS/QPS file read.
The problem was set-up
E04SV, NLP-SDP Solver (Pennon)
------------------------------
Number of variables 9 [eliminated 0]

simple linear nonlin
(Standard) inequalities 18 6 0
(Standard) equalities 0 0
Matrix inequalities 0 0 [dense 0, sparse 0]

[max dimension 0]

--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
0 0.00000E+00 4.70E+00 0.00E+00 1.00E+01 1.00E+00 0
1 -6.76762E+00 9.46E-04 0.00E+00 6.25E-01 1.00E+00 4
2 -7.82467E+00 1.79E-03 3.69E-02 1.45E-01 4.65E-01 4
3 -8.02059E+00 7.27E-03 2.27E-02 3.38E-02 2.16E-01 4
4 -8.06187E+00 3.18E-03 5.75E-03 7.86E-03 1.01E-01 4
5 -8.06653E+00 1.30E-03 1.13E-03 1.83E-03 4.68E-02 5
6 -8.06739E+00 6.98E-03 1.42E-04 4.25E-04 2.18E-02 3
7 -8.06775E+00 2.16E-04 2.80E-05 9.89E-05 1.01E-02 2
8 -8.06778E+00 4.44E-05 6.94E-05 2.30E-05 4.71E-03 1
9 -8.06778E+00 1.88E-06 1.15E-05 5.35E-06 2.19E-03 1

10 -8.06778E+00 4.38E-08 1.52E-06 1.24E-06 1.02E-03 1
11 -8.06778E+00 6.52E-10 1.74E-07 2.90E-07 4.74E-04 1
12 -8.06778E+00 8.12E-12 1.90E-08 6.73E-08 2.21E-04 1
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--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value -8.067778E+00
Relative precision 1.518278E-09
Optimality 8.116995E-12
Feasibility 1.900689E-08
Complementarity 6.734260E-08
Iteration counts

Outer iterations 12
Inner iterations 31
Linesearch steps 43

Evaluation counts
Augm. Lagr. values 56
Augm. Lagr. gradient 44
Augm. Lagr. hessian 31

--------------------------------------------------------------

Optimal solution:
2.000000
-0.233332
-0.266666
-0.299997
-0.100004
2.000000
2.000000
-1.777812
-0.455547
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NAG Library Function Document

nag_opt_handle_set_nlnconstr (e04rkc)

1 Purpose

nag_opt_handle_set_nlnconstr (e04rkc) is a part of the NAG optimization modelling suite and defines
the number of nonlinear constraints of the problem as well as the sparsity structure of their first
derivatives.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_nlnconstr (void *handle, Integer ncnln,
const double bl[], const double bu[], Integer nnzgd,
const Integer irowgd[], const Integer icolgd[], NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_nln
constr (e04rkc) may be used to define the nonlinear constraints lg � g xð Þ � ug of the problem unless the
nonlinear constraints have already been defined. This will typically be used for nonlinear programming
problems (NLP) of the kind:

minimize
x2Rn

f xð Þ ðaÞ
subject to lg � g xð Þ � ug ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð1Þ

where n is the number of the decision variables x, mg is the number of the nonlinear constraints (in (1)
(b)) and g xð Þ, lg and ug are mg-dimensional vectors. Linear constraints ((1)(c)), which require no
separate gradient information, can be introduced by nag_opt_handle_set_linconstr (e04rjc) and Box
constraints ((1)(d)) can be introduced by nag_opt_handle_set_simplebounds (e04rhc).

Note that upper and lower bounds are specified for all the constraints. This form allows full generality
in specifying various types of constraint. In particular, the jth constraint may be defined as an equality
by setting lj ¼ uj. If certain bounds are not present, the associated elements lj or uj may be set to
special values that are treated as �1 or þ1. See the description of the optional parameter
Infinite Bound Size of the solver nag_opt_handle_solve_ipopt (e04stc). Its value is denoted as bigbnd
further in this text. Note that the bounds are interpreted based on its value at the time of calling this
function and any later alterations to Infinite Bound Size will not affect these constraints.

Since each nonlinear constraint is most likely to involve a small subset of the decision variables, the
partial derivatives of the constraint functions with respect to those variables are best expressed as a
sparse Jacobian matrix of mg rows and n columns. The row and column positions of all the nonzero
derivatives must be registered with the handle through nag_opt_handle_set_nlnconstr (e04rkc).

The values of the nonlinear constraint functions and their nonzero gradients at particular points in the
decision variable space will be communicated to the NLP solver by user-supplied functions (e.g.,
confun and congrd for nag_opt_handle_solve_ipopt (e04stc)).

See nag_opt_handle_init (e04rac) for more details.

4 References

None.
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5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: ncnln – Integer Input

On entry: mg, the number of nonlinear constraints (number of rows of the Jacobian matrix).

If ncnln ¼ 0, no nonlinear constraints will be defined and bl, bu, nnzgd, irowgd and icolgd will
not be referenced and may be NULL.

Constraint: ncnln 	 0.

3: bl½ncnln� – const double Input
4: bu½ncnln� – const double Input

On entry: bl and bu define lower and upper bounds of the nonlinear constraints, lg and ug,
respectively. To define the jth constraint as equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, where
�j j < bigbnd. To specify a nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �bigbnd; to
specify a nonexistent upper bound, set bu½j� 1� 	 bigbnd.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;ncnln;
bl½j � 1� < bigbnd, for j ¼ 1; 2; . . . ; ncnln;
bu½j � 1� > �bigbnd, for j ¼ 1; 2; . . . ; ncnln.

5: nnzgd – Integer Input

On entry: nnzgd gives the number of nonzeros in the Jacobian matrix.

Constraint: if ncnln > 0, nnzgd > 0.

6: irowgd½nnzgd� – const Integer Input
7: icolgd½nnzgd� – const Integer Input

On entry: arrays irowgd and icolgd store the sparsity structure (pattern) of the Jacobian matrix as
nnzgd nonzeros in coordinate storage (CS) format (see Section 2.1.1 in the f11 Chapter
Introduction). The matrix has dimensions ncnln� n. irowgd specifies one-based row indices and
icolgd specifies one-based column indices. No particular order of elements is expected, but
elements should not repeat and the same order should be used when the Jacobian is evaluated for

the solver, e.g., the value of
@gi
@xj

where i ¼ irowgd½l� 1� and j ¼ icolgd½l � 1� should be stored

in gdx½l � 1�, for l ¼ 1; 2; . . . ;nnzgd.

Constraints:

1 � irowgd½l � 1� � ncnln, for l ¼ 1; 2; . . . ; nnzgd;
1 � icolgd½l � 1� � n, for l ¼ 1; 2; . . . ; nnzgd.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

A set of nonlinear constraints has already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, j ¼ valueh i, bl½j� 1� ¼ valueh i, bigbnd ¼ valueh i.
Constraint: bl½j� 1� < bigbnd.

On entry, j ¼ valueh i, bl½j� 1� ¼ valueh i and bu½j� 1� ¼ valueh i.
Constraint: bl½j� 1� � bu½j� 1�.
On entry, j ¼ valueh i, bu½j� 1� ¼ valueh i, bigbnd ¼ valueh i.
Constraint: bu½j� 1� > �bigbnd.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, ncnln ¼ valueh i.
Constraint: ncnln 	 0.

On entry, nnzgd ¼ valueh i.
Constraint: nnzgd > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icolgd½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icolgd½i � 1� � n.
On entry, i ¼ valueh i, irowgd½i � 1� ¼ valueh i and ncnln ¼ valueh i.
Constraint: 1 � irowgd½i � 1� � ncnln.

On entry, more than one element of structural Jacobian matrix has row index valueh i and column
index valueh i.
Constraint: each element of structural Jacobian matrix must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PHASE

The Hessian of the nonlinear objective has already been defined, nonlinear constraints cannot be
added.

The problem cannot be modified in this phase any more, the solver has already been called.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_nlnconstr (e04rkc) is not threaded in any implementation.

9 Further Comments

9.1 Additional Licensor

Parts of the code for nag_opt_handle_solve_ipopt (e04stc) are distributed according to terms imposed
by another licensor. Please refer to the list of Library licensors available on the NAG Website for
further details.

10 Example

See Section 10 in nag_opt_handle_solve_ipopt (e04stc).
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NAG Library Function Document

nag_opt_handle_set_nlnhess (e04rlc)

1 Purpose

nag_opt_handle_set_nlnhess (e04rlc) is a part of the NAG optimization modelling suite and defines the
structure of the Hessians of the nonlinear objective and constraints, on assumption that they are present
in the problem. Alternatively, it may be used to define the Hessian of the Lagrangian.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_nlnhess (void *handle, Integer idf, Integer nnzh,
const Integer irowh[], const Integer icolh[], NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called and an objective function
f or nonlinear constraint function gi has been registered with nag_opt_handle_set_nlnobj (e04rgc) and
nag_opt_handle_set_nlnconstr (e04rkc), nag_opt_handle_set_nlnhess (e04rlc) can be used to define the
sparsity structure of the Hessians, H, of those functions (i.e., the second partial derivatives with respect
to the decision variables) or a linear combination of them, called the Lagrangian.

Defining r2f �

@2f
@2x1

@2f
@x2@x1

. . . @2f
@xn@x1

@2f
@x1@x2

@2f
@2x2

. . . @2f
@xn@x2

..

. ..
. . .

. ..
.

@2f
@x1@xn

@2f
@x2@xn

. . . @2f
@2xn

0BBBB@
1CCCCA ;

the Hessian of the Lagrangian function � �r2f þ
Xm
i¼1
�ir2gi;

the Hessian of the objective function � r2f ;

the Hessian of the constraint functions � r2gi.

Each of the symmetric n� n Hessian matrices will have its own sparsity structure, in general. These
structures can be given in separate nag_opt_handle_set_nlnhess (e04rlc) calls, or merged together in the
Lagrangian and given in one call.

The nonzero values of the Hessians at particular points in the decision variable space will be
communicated to the NLP solver by user-supplied functions (e.g., hess for nag_opt_handle_solve_ipopt
(e04stc)).

Some NLP solvers (e.g., nag_opt_handle_solve_ipopt (e04stc)) expect either all of the Hessians (for
objective and nonlinear constraints) to be supplied by the user or none and they will terminate with an
error indicator if only some but not all of the Hessians have been introduced by nag_opt_handle_
set_nlnhess (e04rlc).

Some NLP solvers (e.g., nag_opt_handle_solve_ipopt (e04stc), again) will automatically switch to using
internal approximations for the Hessians if none have been introduced by nag_opt_handle_set_nlnhess
(e04rlc). This usually results in a slower convergence (more iterations to the solution) and might even
result in no solution being attainable within the ordinary tolerances.
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4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: idf – Integer Input

On entry: specifies the quantities for which a sparsity structure is provided in nnzh, irowh and
icolh.

idf ¼ �1
The sparsity structure of the Hessian of the Lagrangian is provided.

idf ¼ 0
The sparsity structure of the Hessian of the objective function is provided.

idf > 0
The sparsity structure of the Hessian of the idfth constraint function is provided.

The value of idf will also determine how an NLP solver will call the user-supplied functions that
evaluate these nonzeros at particular points of the decision variable space, i.e., whether the solver
will expect the nonzero values of the objective and constraint Hessians in separate calls or
merged in the Lagrangian Hessian, in one call. See, for example, hess of nag_opt_handle_
solve_ipopt (e04stc).

Constraint: �1 � idf � ncnln.

Note: ncnln, the number of nonlinear constraints registered with the handle.

3: nnzh – Integer Input

On entry: the number of nonzero elements in the upper triangle of the matrix H.

Constraint: nnzh > 0.

4: irowh½nnzh� – const Integer Input
5: icolh½nnzh� – const Integer Input

On entry: arrays irowh and icolh store the nonzeros of the upper triangle of the matrix H in
coordinate storage (CS) format (see Section 2.1.1 in the f11 Chapter Introduction). irowh
specifies one-based row indices, icolh specifies one-based column indices and specifies the values
of the nonzero elements in such a way that hij ¼ H ½l� 1� where i ¼ irowh½l� 1� and
j ¼ icolh½l � 1�, for l ¼ 1; 2; . . . ; nnzh. No particular order is expected, but elements should not
repeat.

Constraint: 1 � irowh½l � 1� � icolh½l � 1� � n, for l ¼ 1; 2; . . . ; nnzh.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

On entry, idf ¼ valueh i.
The structure of the Hessian of nonlinear function linked to the given idf has already been
defined.

The structure of the Hessian of the Lagrangian has already been defined.

The structure of the individual Hessians has already been defined, the Hessian of the Lagrangian
cannot be defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, nnzh ¼ valueh i.
Constraint: nnzh > 0.

NE_INT_2

On entry, idf ¼ valueh i.
Constraint: valueh i � idf � valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icolh½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icolh½i � 1� � n.

On entry, i ¼ valueh i, irowh½i � 1� ¼ valueh i and icolh½i � 1� ¼ valueh i.
Constraint: irowh½i � 1� � icolh½i � 1� (elements within the upper triangle).

On entry, i ¼ valueh i, irowh½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irowh½i � 1� � n.

On entry, more than one element of structural matrix H has row index valueh i and column index
valueh i.
Constraint: each element of structural matrix H must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PHASE

Neither nonlinear objective nor nonlinear constraints are present. The structure of the Hessian
cannot be defined.

No nonlinear objective has been defined, its Hessian cannot be set.

The problem cannot be modified in this phase any more, the solver has already been called.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_nlnhess (e04rlc) is not threaded in any implementation.

9 Further Comments

9.1 Additional Licensor

Parts of the code for nag_opt_handle_solve_ipopt (e04stc) are distributed according to terms imposed
by another licensor. Please refer to the list of Library licensors available on the NAG Website for
further details.

10 Example

See Section 10 in nag_opt_handle_solve_ipopt (e04stc).
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NAG Library Function Document

nag_opt_handle_set_nlnls (e04rmc)

1 Purpose

nag_opt_handle_set_nlnls (e04rmc) is a part of the NAG optimization modelling suite and defines the
number of residuals in a sum of squares objective function (nonlinear least squares problems) and,
optionally, the sparsity structure of their first derivatives.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_nlnls (void *handle, Integer nres, Integer isparse,
Integer nnzrd, const Integer irowrd[], const Integer icolrd[],
NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called and unless the objective
function has already been defined, nag_opt_handle_set_nlnls (e04rmc) may be used to declare the
objective function of the optimization problem as a sum of squares. It will typically be used in data
fitting or calibration problems of the form

minimize
x2Rn

f xð Þ ¼
Xmr

j¼1
rj xð Þ2

subject to lx � x � ux;

where x is an n-dimensional variable vector and ri xð Þ are nonlinear residuals (see Section 2.2.3 in the
e04 Chapter Introduction). The values of the residuals, and possibly their derivatives, will be
communicated to the solver by a user-supplied function. nag_opt_handle_set_nlnls (e04rmc) also
allows the user to declare the structured first derivative matrix

@rj xð Þ
@xi

� �
i¼1;...;n; j¼1;...;mr

as being dense or sparse. If declared as sparse, its sparsity structure must be specified here.

See nag_opt_handle_init (e04rac) for more details.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nres – Integer Input

On entry: mr, the number of residuals in the objective function.
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If nres ¼ 0, no objective function will be defined and irowrd and icolrd will not be referenced
and may be NULL.

Constraint: nres 	 0.

3: isparse – Integer Input

On entry: is a flag indicating if the nonzero structure of the first derivative matrix is dense or
sparse.

isparse ¼ 0
The first derivative matrix is considered dense and irowrd and icolrd will not be
referenced and may be specified as NULL. The ordering is assumed to be column-wise,
namely the function will behave as if nnzrd ¼ n�mr and the vectors irowrd and icolrd
filled as:

irowrd ¼ 1; 2; . . . ; n; 1; 2; . . . ; n; . . . ; 1; 2; . . . ; nð Þ;
icolrd ¼ 1; 1; . . . ; 1; 2; 2; . . . ; 2; . . . ;mr;mr; . . . ;mrð Þ.

isparse ¼ 1
The sparsity structure of the first derivative matrix will be supplied by nnzrd, irowrd and
icolrd.

Constraint: isparse ¼ 0 or 1.

4: nnzrd – Integer Input

On entry: the number of nonzeros in the first derivative matrix.

Constraint: if nres > 0, nnzrd > 0.

5: irowrd½nnzrd� – const Integer Input
6: icolrd½nnzrd� – const Integer Input

On entry: arrays irowrd and icolrd store the sparsity structure (pattern) of the first derivative
matrix as nnzrd nonzeros in coordinate storage (CS) format (see Section 2.1.1 in the f11 Chapter
Introduction). The matrix has dimensions n�mr. irowrd specifies one-based row indices and
icolrd specifies one-based column indices. No particular order of elements is expected, but
elements should not repeat and the same order should be used when the first derivative matrix is
evaluated for the solver.

Constraints:

1 � irowrd½l � 1� � n, for l ¼ 1; 2; . . . ; nnzrd;
1 � icolrd½l � 1� � nres, for l ¼ 1; 2; . . . ; nnzrd.

7: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

The objective function has already been defined.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it
has been corrupted.

NE_INT

On entry, isparse ¼ valueh i.
Constraint: isparse ¼ 0 or 1.

On entry, nnzrd ¼ valueh i.
Constraint: nnzrd > 0.

On entry, nres ¼ valueh i.
Constraint: nres 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icolrd½i � 1� ¼ valueh i and nres ¼ valueh i.
Constraint: 1 � icolrd½i � 1� � nres.

On entry, i ¼ valueh i, irowrd½i � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irowrd½i � 1� � n.
On entry, more than one element of first derivative matrix has row index valueh i and column
index valueh i.
Constraint: each element of first derivative matrix must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The Hessians of nonlinear functions have already been defined, a nonlinear objective cannot be
added.

The problem cannot be modified in this phase any more, the solver has already been called.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_nlnls (e04rmc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

In this example, we demonstrate how to declare a least squares problem through nag_opt_handle_
set_nlnls (e04rmc) and solve it with nag_opt_handle_solve_dfls (e04ffc) on a very simple example.
Here n ¼ 2, mr ¼ 3 and the residuals are computed by:

r1 xð Þ ¼ x 1ð Þ þ x 2ð Þ � 0:9
r2 xð Þ ¼ 2x 1ð Þ þ x 2ð Þ � 1:9
r3 xð Þ ¼ 3x 1ð Þ þ x 2ð Þ � 3:0

The expected result is:

x ¼ 0:95; 0:10ð Þ

with an objective value of 0:015.

10.1 Program Text

/* nag_opt_handle_set_nlnls (e04rmc) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>
#include <assert.h>

#ifdef __cplusplus
extern "C"
{
#endif
static void NAG_CALL objfun(Integer nvar, const double x[],

Integer nres, double rx[],
Integer *inform, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

int nvar, nres, isparse, nnzrd;
Integer icolrd[] = {1,2,3,1,2,3}, irowrd[] = {1,2,1,2,1,2};
double x[] = { 2.0, 2.0 };
double rinfo[100], stats[100];
double *rx;
void *handle;
int exit_status = 0;

/* Nag Types */
Nag_Comm comm;
NagError fail;

printf("nag_opt_handle_set_nlnls (e04rmc) Example Program Results\n\n");
fflush(stdout);

/* Fill the problem data structure */
nvar = 2;
nres = 3;

/* nag_opt_handle_init (e04rac).
* Initialize the handle
*/

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);
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/* nag_opt_handle_set_nlnls (e04rmc)
* Define residuals structure,
*/

isparse = 1;
nnzrd = 6;
nag_opt_handle_set_nlnls(handle, nres, isparse, nnzrd, irowrd, icolrd,

NAGERR_DEFAULT);

/* nag_opt_handle_opt_set (e04zmc)
* Set options
*/

/* Relax the main convergence criteria a bit */
nag_opt_handle_opt_set(handle, "DFLS Trust Region Tolerance = 1.0e-3",

NAGERR_DEFAULT);
/* Deactivate the slow convergence detection */
nag_opt_handle_opt_set(handle, "DFLS Maximum slow steps = 0",

NAGERR_DEFAULT);
/* Turn off option printing */
nag_opt_handle_opt_set(handle, "Print Options = NO", NAGERR_DEFAULT);
/* Print the solution */
nag_opt_handle_opt_set(handle, "Print Solution = YES", NAGERR_DEFAULT);
/* Deactivate iteration log */
nag_opt_handle_opt_set(handle, "Print Level = 1", NAGERR_DEFAULT);

/* nag_opt_handle_solve_dfls (e04ffc)
* Call the solver
*/

rx = NAG_ALLOC(nres, double); assert(rx);
INIT_FAIL(fail);
nag_opt_handle_solve_dfls(handle, objfun, NULL, nvar, x, nres, rx,

rinfo, stats, &comm, &fail);
if (fail.code != NE_NOERROR){

printf("Error from nag_opt_handle_solve_dfls (e04ffc).\n%s\n",
fail.message);

exit_status = 1;
}

/* Clean data */
if (handle)

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory used
*/

nag_opt_handle_free(&handle, NAGERR_DEFAULT);
if (rx)

NAG_FREE(rx);

return exit_status;
}

static void NAG_CALL objfun(Integer nvar, const double x[],
Integer nres, double rx[],
Integer *inform, Nag_Comm *comm)

{
/* Interrupt the solver if the dimensions does not correspond to the
* problem
*/

if (nvar != 2 || nres != 3)
{

*inform = -1;
return;

}

rx[0] = x[0] + x[1] - 1.1;
rx[1] = 2.0*x[0] + x[1] - 1.9;
rx[2] = 3.0*x[0] + x[1] - 3.0;

}

10.2 Program Data

None.
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10.3 Program Results

nag_opt_handle_set_nlnls (e04rmc) Example Program Results

----------------------------------------------
E04FF, Derivative free solver for data fitting

(nonlinear least-squares problems)
----------------------------------------------

Status: Converged, small trust region size.

Value of the objective 1.50000E-02
Computed Solution:

idx Lower bound Value Upper bound
1 -inf 9.50000E-01 inf
2 -inf 1.00000E-01 inf
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NAG Library Function Document

nag_opt_handle_set_linmatineq (e04rnc)

1 Purpose

nag_opt_handle_set_linmatineq (e04rnc) is a part of the NAG optimization modelling suite and defines
one or more linear matrix constraints of the problem.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_linmatineq (void *handle, Integer nvar,
Integer dima, const Integer nnza[], Integer nnzasum,
const Integer irowa[], const Integer icola[], const double a[],
Integer nblk, const Integer blksizea[], Integer *idblk, NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_lin
matineq (e04rnc) may be used to add one or more linear matrix inequalitiesXn

i¼1
xiAi �A0 � 0 ð1Þ

to the problem definition. Here Ai are d by d symmetric matrices. The expression S � 0 stands for a
constraint on eigenvalues of a symmetric matrix S, namely, all the eigenvalues should be non-negative,
i.e., the matrix S should be positive semidefinite.

Typically, this will be used in linear semidefinite programming problems (SDP)

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð2Þ

or to define the linear part of bilinear matrix inequalities (3)(b) in (BMI-SDP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð3Þ

nag_opt_handle_set_linmatineq (e04rnc) can be called repeatedly to accumulate more matrix
inequalities. See nag_opt_handle_init (e04rac) for more details.

3.1 Input data organization

All the matrices Ai, for i ¼ 0; 1; . . . ; n, are symmetric and thus only their upper triangles are passed to
the routine. They are stored in sparse coordinate storage format (see Section 2.1.1 in the f11 Chapter
Introduction), i.e., every nonzero from the upper triangles is coded as a triplet of row index, column
index and the numeric value. These triplets of all (upper triangle) nonzeros from all Ai matrices are
passed to the function in three arrays: irowa for row indices, icola for column indices and a for the
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values. No particular order of nonzeros within one matrix is enforced but all nonzeros from A0 must be
stored first, followed by all nonzero from A1, followed by A2, etc.

The number of stored nonzeros from each Ai matrix is given in nnza½i�, thus this array indicates which
section of arrays irowa, icola and a belongs to which Ai matrix. See Table 1 and the example in
Section 9. See also nag_opt_sdp_read_sdpa (e04rdc) which uses the same data organization.

irowa upper triangle upper triangle upper triangle
icola nonzeros nonzeros � � � nonzeros
a from A0|fflfflfflffl{zfflfflfflffl} from A1|fflfflfflffl{zfflfflfflffl} from An|fflfflfflfflffl{zfflfflfflfflffl}

nnza½0� nnza½1� nnza½n�
Table 1

Coordinate storage format of matrices A0; A1; . . . ; An in input arrays

There are two possibilities for defining more matrix inequality constraintsXn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; 2; . . . ;mA ð4Þ

to the problem. The first is to call nag_opt_handle_set_linmatineq (e04rnc) mA times and define a
single matrix inequality at a time. This might be more straightforward and therefore it is recommended.
Alternatively, it is possible to merge all mA constraints into one inequality and pass them in a single
call to nag_opt_handle_set_linmatineq (e04rnc). It is easy to see that (4) can be equivalently expressed
as one bigger matrix inequality with the following block diagonal structure

Xn
i¼1
xi

A1
i

A2
i

. .
.

AmA
i

0BBB@
1CCCA�

A1
0

A2
0

. .
.

AmA

0

0BBB@
1CCCA � 0:

If dk denotes the dimension of inequality k, the new merged inequality has dimension d ¼
XmA

k¼1
dk and

each of the Ai matrices is formed by A1
i ; A

2
i ; . . . ; A

mA
i stored as mA diagonal blocks. In such a case,

nblk is set to mA and blksizea½k� 1� to dk, the size of the kth diagonal blocks. This might be useful in
connection with nag_opt_sdp_read_sdpa (e04rdc).

On the other hand, if there is no block structure and just one matrix inequality is provided, nblk should
be set to 1 and blksizea is not referenced.

3.2 Definition of Bilinear Matrix Inequalities (BMI)

nag_opt_handle_set_linmatineq (e04rnc) is designed to be used together with nag_opt_handle_set_
quadmatineq (e04rpc) to define bilinear matrix inequalities (3)(b). nag_opt_handle_set_linmatineq
(e04rnc) sets the linear part of the constraint and nag_opt_handle_set_quadmatineq (e04rpc) expands it
by higher order terms. To distinquish which linear matrix inequality (or more precisely, which block) is
to be expanded, nag_opt_handle_set_quadmatineq (e04rpc) needs the number of the block, idblk. The
blocks are numbered as they are added, starting from 1.

Whenever a matrix inequality (or a set of them expressed as diagonal blocks) is stored, the function
returns idblk of the last inequality added. idblk is just the order of the inequality amongst all matrix
inequalities accumulated through the calls. The first inequality has idblk ¼ 1, the second one idblk ¼ 2,
etc. Therefore if you call nag_opt_handle_set_linmatineq (e04rnc) for the very first time with
nblk ¼ 42, it adds 42 inequalities with idblk from 1 to 42 and the function returns idblk ¼ 42 (the
number of the last one). A subsequent call with nblk ¼ 1 would add only one inequality, this time with
idblk ¼ 43 which would be returned.

4 References

None.
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5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nvar – Integer Input

On entry: n, the number of decision variables x in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

3: dima – Integer Input

On entry: d, the dimension of the matrices Ai, for i ¼ 0; 1; . . . ; nvar.

Constraint: dima > 0.

4: nnza½nvarþ 1� – const Integer Input

On entry: nnza½i�, for i ¼ 0; 1; . . . ; nvar, gives the number of nonzero elements in the upper
triangle of matrix Ai. To define Ai as a zero matrix, set nnza½i� ¼ 0. However, there must be at
least one matrix with at least one nonzero.

Constraints:

nnza½i� 1� 	 0;Xnþ1
i¼1

nnza½i� 1� 	 1.

5: nnzasum – Integer Input

On entry: the dimension of the arrays irowa, icola and a, at least the total number of all nonzeros
in all matrices Ai.

Constraints:

nnzasum > 0;Xnþ1
i¼1

nnza½i� 1� � nnzasum.

6: irowa½nnzasum� – const Integer Input
7: icola½nnzasum� – const Integer Input
8: a½nnzasum� – const double Input

On entry: nonzero elements in upper triangle of matrices Ai stored in coordinate storage. The
first nnza½0� elements belong to A0, the following nnza½1� elements belong to A1, etc. See
explanation above.

Constraints:

1 � irowa½i� 1� � dima, irowa½i� 1� � icola½i� 1� � dima;
irowa and icola match the block diagonal pattern set by blksizea.

9: nblk – Integer Input

On entry: mA, number of diagonal blocks in Ai matrices. As explained above it is equivalent to
the number of matrix inequalities supplied in this call.

Constraint: nblk 	 1.

10: blksizea½nblk� – const Integer Input

On entry: if nblk > 1, sizes dk of the diagonal blocks.
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If nblk ¼ 1, blksizea is not referenced and may be NULL.

Constraints:

blksizea½i� 1� 	 1;XmA

i¼1
blksizea½i� 1� ¼ dima.

11: idblk – Integer * Input/Output

On entry: if idblk ¼ 0, new matrix inequalities are created. This is the only value allowed at the
moment; nonzero values are reserved for future releases of the NAG C Library.

Constraint: idblk ¼ 0.

On exit: the number of the last matrix inequality added. By definition, it is the number of the
matrix inequalities already defined plus nblk.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, dima ¼ valueh i.
Constraint: dima > 0.

On entry, nblk ¼ valueh i.
Constraint: nblk > 0.

NE_INT_2

On entry, nnzasum ¼ valueh i and sum nnzað Þ ¼ valueh i.
Constraint: nnzasum 	 sum nnzað Þ.

NE_INT_ARRAY_1

On entry, i ¼ valueh i and nnza½i� 1� ¼ valueh i.
Constraint: nnza½i� 1� 	 0.

On entry, sum nnzað Þ ¼ valueh i.
Constraint: sum nnzað Þ 	 1.
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NE_INT_ARRAY_2

On entry, i ¼ valueh i and blksizea½i� 1� ¼ valueh i.
Constraint: blksizea½i� 1� 	 1.

NE_INTARR_INT

On entry, dima ¼ valueh i and sum blksizeað Þ ¼ valueh i.
Constraint: sum blksizeað Þ ¼ dima.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

An error occurred in matrix Ai, i ¼ valueh i (counting indices 1 . . . nvarþ 1).
On entry, j ¼ valueh i, icola½j� 1� ¼ valueh i and dima ¼ valueh i.
Constraint: 1 � icola½j� 1� � dima.

An error occurred in matrix Ai, i ¼ valueh i (counting indices 1 . . . nvarþ 1).
On entry, j ¼ valueh i, irowa½j� 1� ¼ valueh i and dima ¼ valueh i.
Constraint: 1 � irowa½j� 1� � dima.

An error occurred in matrix Ai, i ¼ valueh i (counting indices 1 . . . nvarþ 1).
On entry, j ¼ valueh i, irowa½j� 1� ¼ valueh i and icola½j� 1� ¼ valueh i.
Constraint: irowa½j � 1� � icola½j � 1� (elements within the upper triangle).

An error occurred in matrix Ai, i ¼ valueh i (counting indices 1 . . . nvarþ 1).
On entry, j ¼ valueh i, irowa½j� 1� ¼ valueh i and icola½j� 1� ¼ valueh i. Maximum column index
in this row given by the block structure defined by blksizea is valueh i.
Constraint: all elements of Ai must respect the block structure given by blksizea.

An error occurred in matrix Ai, i ¼ valueh i (counting indices 1 . . . nvarþ 1).
On entry, more than one element of Ai has row index valueh i and column index valueh i.
Constraint: each element of Ai must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem cannot be modified in this phase any more, the solver has already been called.

NE_REF_MATCH

On entry, idblk ¼ valueh i.
Constraint: idblk ¼ 0.

On entry, nvar ¼ valueh i, expected value ¼ valueh i.
Constraint: nvar must match the value given during initialization of handle.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_linmatineq (e04rnc) is not threaded in any implementation.
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9 Further Comments

The following example demonstrates how the elements of the Ak
i matrices are organized within the

input arrays. Let us assume that there are two blocks defined (nblk ¼ 2). The first has dimension 3 by 3
(blksizea½0� ¼ 3) and the second 2 by 2 (blksizea½1� ¼ 2). For simplicity, the number of variables is 2.
Please note that the values were chosen to ease orientation rather than to define a valid problem.

A1
0 ¼

0:1 0 0:3
0 0:2 0:4

0:3 0:4 0

0@ 1A; A1
1 empty A1

2 ¼
2:1 0 0
0 2:2 0
0 0 2:3

0@ 1A;
A2

0 ¼
0 �0:1

�0:1 0

� �
; A2

1 ¼
�1:1 0

0 �1:2

� �
; A2

2 ¼
�2:1 �2:2
�2:2 �2:3

� �
:

Both inequalities will be passed in a single call to nag_opt_handle_set_linmatineq (e04rnc), therefore
the matrices are merged into the following block diagonal form:

A0 ¼

0:1 0 0:3
0 0:2 0:4

0:3 0:4 0
0 �0:1

�0:1 0

0BBB@
1CCCA;

A1 ¼

0 0 0
0 0 0
0 0 0

�1:1 0
0 �1:2

0BBB@
1CCCA;

A2 ¼

2:1 0 0
0 2:2 0
0 0 2:3

�2:1 �2:2
�2:2 �2:3

0BBB@
1CCCA:

All matrices are symmetric and therefore only the upper triangles are passed to the function. The
coordinate storage format is used. Note that elements within the same matrix do not need to be in any
specific order. The table below shows one of the ways the arrays could be populated.

irowa 2 2 4 1 1 4 5 1 2 3 4 4 5
icola 2 3 5 1 3 4 5 1 2 3 4 5 5
a 0:2 0:4 �0:1 0:1 0:3|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl} �1:1 �1:2|fflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflffl} 2:1 2:2 2:3 �2:1 �2:2 �2:3|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}

A0 A1 A2

nnza 5 2 6

10 Example

There are various problems which can be successfully reformulated and solved as an SDP problem. The
following example shows how a maximization of the minimal eigenvalue of a matrix depending on
certain parameters can be utilized in statistics.

For further examples, please refer to Section 10 in nag_opt_handle_init (e04rac).
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Given a series of M vectors of length p, vi : i ¼ 1; 2; . . . ;Mf g this example solves the SDP problem:

maximize
�1;...;�M;t

t

subject to
XM
i¼1
�iviv

T
i � tIXM

i¼1
�i ¼ 1

�i 	 0; k ¼ 1; . . . ;M:

This formulation comes from an area of statistics called experimental design and corresponds to finding
an approximate E optimal design for a linear regression.

A linear regression model has the form:

y ¼ X� þ �

where y is a vector of observed values, X is a design matrix of (known) independent variables and � is
a vector of errors. In experimental design it is assumed that each row of X is chosen from a set of M
possible vectors, vi : i ¼ 1; 2; . . . ;Mf g. The goal of experimental design is to choose the rows of X so
that the error covariance is ‘small’. For an E optimal design this is defined as the X that maximizes the
minimum eigenvalue of XTX.

In this example we construct the E optimal design for a polynomial regression model of the form:

y ¼ �0 þ �1xþ �2x2 þ �3x3 þ �4x4 þ �

where x 2 1� j� 0:05 : j ¼ 0; 1; . . . ; 40f g.

10.1 Program Text

/* nag_opt_handle_set_linmatineq (e04rnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Compute E-optimal experiment design via semidefinite programming,
* this can be done as follows
* max {lambda_min(A) | A = sum x_i*v_i*v_i^T, x_i>=0, sum x_i = 1}
* where v_i are given vectors.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

int main(void)
{

const double big = 1e+20;
const double tol = 0.00001;

Integer exit_status = 0;
Integer dima, i, idlc, idblk, idx, inform, j, k, m, nblk, nnzasum, nnzb,

nnzu, nnzua, nnzuc, nvar, p;
double blb[1], bub[1], c[1], rinfo[32], stats[32];
Integer idxc[1];
double *a = 0, *b = 0, *bl = 0, *bu = 0, *v = 0, *x = 0;
Integer *icola = 0, *icolb = 0, *irowa = 0, *irowb = 0, *nnza = 0;
void *handle = 0;
/* Nag Types */
NagError fail;

#define V(I,J) v[((I)-1)*p + (J)-1]

e04 – Minimizing or Maximizing a Function e04rnc
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printf("nag_opt_handle_set_linmatineq (e04rnc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the number of vectors and their size. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &m);
#else

scanf("%" NAG_IFMT "%*[^\n]", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &p);
#else

scanf("%" NAG_IFMT "%*[^\n]", &p);
#endif

/* Allocate memory for the vectors and read them in. */
if (!(v = NAG_ALLOC(m * p, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= m; i++)

for (j = 1; j <= p; j++)
#ifdef _WIN32

scanf_s("%lf", &V(i, j));
#else

scanf("%lf", &V(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Variables of the problem will be x_1, ..., x_m (weights of the vectors)
* and t (artificial variable for minimum eigenvalue). */

nvar = m + 1;

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* nag_opt_handle_set_quadobj (e04rfc).
* Add the objective function to the handle: max t. */

idxc[0] = m + 1;
c[0] = 1.0;
nag_opt_handle_set_quadobj(handle, 1, idxc, c, 0, NULL, NULL, NULL,

NAGERR_DEFAULT);

if (!(bl = NAG_ALLOC(nvar, double)) || !(bu = NAG_ALLOC(nvar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_opt_handle_set_simplebounds (e04rhc).
* Add simple bounds on variables to the problem formulation. */

for (i = 0; i < m; i++)
bl[i] = 0.0;

bl[m] = -big;
for (i = 0; i <= m; i++)
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bu[i] = big;
nag_opt_handle_set_simplebounds(handle, nvar, bl, bu, NAGERR_DEFAULT);

/* Create linear constraint: sum x_i = 1. */
nnzb = m;
if (!(irowb = NAG_ALLOC(nnzb, Integer)) ||

!(icolb = NAG_ALLOC(nnzb, Integer)) || !(b = NAG_ALLOC(nnzb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < m; i++) {

/* irowb, icolb use 1-based indices */
irowb[i] = 1;
icolb[i] = i + 1;
b[i] = 1.0;

}
blb[0] = 1.0;
bub[0] = 1.0;
idlc = 0;

/* nag_opt_handle_set_linconstr (e04rjc).
* Add the linear constraint to the problem formulation. */

nag_opt_handle_set_linconstr(handle, 1, blb, bub, nnzb, irowb, icolb, b,
&idlc, NAGERR_DEFAULT);

/* Generate matrix constraint as:
* sum_{i=1}^m x_i*v_i*v_i^T - t*I >=0 */

nblk = 1;
idblk = 0;
dima = p;
/* Total number of nonzeros */
nnzasum = p + m * (p + 1) * p / 2;

if (!(nnza = NAG_ALLOC(nvar + 1, Integer)) ||
!(irowa = NAG_ALLOC(nnzasum, Integer)) ||
!(icola = NAG_ALLOC(nnzasum, Integer)) ||
!(a = NAG_ALLOC(nnzasum, double)) || !(x = NAG_ALLOC(nvar, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* A_0 is empty */
nnza[0] = 0;
/* A_1, A_2, ..., A_m are v_i*v_i^T */
idx = 0;
for (k = 1; k <= m; k++) {

nnza[k] = (p + 1) * p / 2;
for (i = 1; i <= p; i++)

for (j = i; j <= p; j++) {
irowa[idx] = i;
icola[idx] = j;
a[idx] = V(k, i) * V(k, j);
idx++;

}
}
/* A_{m+1} is the -identity */
nnza[m + 1] = p;
for (i = 1; i <= p; i++) {

irowa[idx] = i;
icola[idx] = i;
a[idx] = -1.0;
idx++;

}

/* nag_opt_handle_set_linmatineq (e04rnc).
* Add the linear matrix constraint to the problem formulation. */
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nag_opt_handle_set_linmatineq(handle, nvar, dima, nnza, nnzasum, irowa,
icola, a, nblk, NULL, &idblk, NAGERR_DEFAULT);

/* Set optional arguments of the solver by calling
* nag_opt_handle_opt_set (e04zmc). */

nag_opt_handle_opt_set(handle, "Task = Maximize", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Initial X = Automatic", NAGERR_DEFAULT);

/* Pass the handle to the solver, we are not interested in
* Lagrangian multipliers.
* nag_opt_handle_solve_pennon (e04svc). */

nnzu = 0;
nnzuc = 0;
nnzua = 0;
INIT_FAIL(fail);
nag_opt_handle_solve_pennon(handle, nvar, x, nnzu, NULL, nnzuc, NULL,

nnzua, NULL, rinfo, stats, &inform, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print results */
printf("\n Weight Row of design matrix");
for (i = 1; i <= m; i++)

if (x[i - 1] > tol) {
printf("\n %7.2f ", x[i - 1]);
for (j = 1; j <= p; j++)

printf("%7.2f ", V(i, j));
}

printf("\n only those rows with a weight > %7.1e are shown\n", tol);

END:

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(v);
NAG_FREE(x);
NAG_FREE(icola);
NAG_FREE(icolb);
NAG_FREE(irowa);
NAG_FREE(irowb);
NAG_FREE(nnza);
return exit_status;

}

10.2 Program Data

nag_opt_handle_set_linmatineq (e04rnc) Example Program Data
41 : Number of vectors to choose from
5 : Length of vectors
1.00000000 -1.00000000 1.00000000 -1.00000000 1.00000000
1.00000000 -0.95000000 0.90250000 -0.85737500 0.81450625
1.00000000 -0.90000000 0.81000000 -0.72900000 0.65610000
1.00000000 -0.85000000 0.72250000 -0.61412500 0.52200625
1.00000000 -0.80000000 0.64000000 -0.51200000 0.40960000
1.00000000 -0.75000000 0.56250000 -0.42187500 0.31640625
1.00000000 -0.70000000 0.49000000 -0.34300000 0.24010000
1.00000000 -0.65000000 0.42250000 -0.27462500 0.17850625
1.00000000 -0.60000000 0.36000000 -0.21600000 0.12960000
1.00000000 -0.55000000 0.30250000 -0.16637500 0.09150625
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1.00000000 -0.50000000 0.25000000 -0.12500000 0.06250000
1.00000000 -0.45000000 0.20250000 -0.09112500 0.04100625
1.00000000 -0.40000000 0.16000000 -0.06400000 0.02560000
1.00000000 -0.35000000 0.12250000 -0.04287500 0.01500625
1.00000000 -0.30000000 0.09000000 -0.02700000 0.00810000
1.00000000 -0.25000000 0.06250000 -0.01562500 0.00390625
1.00000000 -0.20000000 0.04000000 -0.00800000 0.00160000
1.00000000 -0.15000000 0.02250000 -0.00337500 0.00050625
1.00000000 -0.10000000 0.01000000 -0.00100000 0.00010000
1.00000000 -0.05000000 0.00250000 -0.00012500 0.00000625
1.00000000 0.00000000 0.00000000 0.00000000 0.00000000
1.00000000 0.05000000 0.00250000 0.00012500 0.00000625
1.00000000 0.10000000 0.01000000 0.00100000 0.00010000
1.00000000 0.15000000 0.02250000 0.00337500 0.00050625
1.00000000 0.20000000 0.04000000 0.00800000 0.00160000
1.00000000 0.25000000 0.06250000 0.01562500 0.00390625
1.00000000 0.30000000 0.09000000 0.02700000 0.00810000
1.00000000 0.35000000 0.12250000 0.04287500 0.01500625
1.00000000 0.40000000 0.16000000 0.06400000 0.02560000
1.00000000 0.45000000 0.20250000 0.09112500 0.04100625
1.00000000 0.50000000 0.25000000 0.12500000 0.06250000
1.00000000 0.55000000 0.30250000 0.16637500 0.09150625
1.00000000 0.60000000 0.36000000 0.21600000 0.12960000
1.00000000 0.65000000 0.42250000 0.27462500 0.17850625
1.00000000 0.70000000 0.49000000 0.34300000 0.24010000
1.00000000 0.75000000 0.56250000 0.42187500 0.31640625
1.00000000 0.80000000 0.64000000 0.51200000 0.40960000
1.00000000 0.85000000 0.72250000 0.61412500 0.52200625
1.00000000 0.90000000 0.81000000 0.72900000 0.65610000
1.00000000 0.95000000 0.90250000 0.85737500 0.81450625
1.00000000 1.00000000 1.00000000 1.00000000 1.00000000

10.3 Program Results

nag_opt_handle_set_linmatineq (e04rnc) Example Program Results

E04SV, NLP-SDP Solver (Pennon)
------------------------------
Number of variables 42 [eliminated 0]

simple linear nonlin
(Standard) inequalities 41 2 0
(Standard) equalities 0 0
Matrix inequalities 1 0 [dense 1, sparse 0]

[max dimension 5]

Begin of Options
Outer Iteration Limit = 100 * d
Inner Iteration Limit = 100 * d
Infinite Bound Size = 1.00000E+20 * d
Initial X = Automatic * U
Initial U = Automatic * d
Initial P = Automatic * d
Hessian Density = Dense * S
Init Value P = 1.00000E+00 * d
Init Value Pmat = 1.00000E+00 * d
Presolve Block Detect = Yes * d
Print File = 6 * d
Print Level = 2 * d
Print Options = Yes * d
Monitoring File = -1 * d
Monitoring Level = 4 * d
Monitor Frequency = 0 * d
Stats Time = No * d
P Min = 1.05367E-08 * d
Pmat Min = 1.05367E-08 * d
U Update Restriction = 5.00000E-01 * d
Umat Update Restriction = 3.00000E-01 * d
Preference = Speed * d
Transform Constraints = Equalities * S
Dimacs Measures = Check * d
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Stop Criteria = Soft * d
Stop Tolerance 1 = 1.00000E-06 * d
Stop Tolerance 2 = 1.00000E-07 * d
Stop Tolerance Feasibility = 1.00000E-07 * d
Linesearch Mode = Fullstep * S
Inner Stop Tolerance = 1.00000E-02 * d
Inner Stop Criteria = Heuristic * d
Task = Maximize * U
P Update Speed = 12 * d

End of Options
--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
0 0.00000E+00 4.80E+01 5.90E-01 2.37E+00 1.00E+00 0
1 -2.25709E+00 2.53E-03 7.15E-01 2.76E+00 1.00E+00 6
2 -9.90666E-01 1.29E-03 1.38E-02 1.25E+00 4.65E-01 5
3 -3.96590E-01 1.52E-03 2.07E-02 5.42E-01 2.16E-01 5
4 -1.52400E-01 6.63E-04 1.42E-02 2.26E-01 1.01E-01 5
5 -5.45545E-02 5.47E-03 9.33E-03 8.91E-02 4.68E-02 5
6 -1.62316E-02 1.05E-02 3.18E-03 3.33E-02 2.18E-02 5
7 -2.39571E-03 6.74E-03 3.90E-04 1.22E-02 1.01E-02 5
8 3.39831E-03 5.41E-04 4.33E-05 4.43E-03 4.71E-03 6
9 6.27924E-03 2.25E-03 3.47E-06 1.64E-03 2.19E-03 5

10 7.23641E-03 4.07E-03 4.79E-07 5.77E-04 1.02E-03 4
11 7.56230E-03 5.26E-04 1.76E-05 2.08E-04 4.74E-04 4
12 7.67523E-03 1.18E-02 2.18E-06 7.69E-05 2.21E-04 3
13 7.71758E-03 4.26E-03 2.51E-07 2.94E-05 1.03E-04 3
14 7.73491E-03 4.34E-06 2.95E-08 1.11E-05 4.77E-05 4

--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
15 7.74186E-03 8.50E-07 2.29E-09 3.96E-06 2.22E-05 4
16 7.74450E-03 7.25E-08 1.58E-10 1.29E-06 1.03E-05 4
17 7.74545E-03 2.51E-09 8.39E-12 3.32E-07 4.81E-06 4
18 7.74574E-03 5.19E-10 3.49E-13 4.73E-08 2.24E-06 4

--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value 7.745738E-03
Relative precision 2.815426E-07
Optimality 5.188682E-10
Feasibility 3.486927E-13
Complementarity 4.732416E-08
DIMACS error 1 2.594341E-10
DIMACS error 2 0.000000E+00
DIMACS error 3 0.000000E+00
DIMACS error 4 1.743464E-13
DIMACS error 5 4.676597E-08
DIMACS error 6 4.662494E-08
Iteration counts

Outer iterations 18
Inner iterations 81
Linesearch steps 186

Evaluation counts
Augm. Lagr. values 100
Augm. Lagr. gradient 100
Augm. Lagr. hessian 81

--------------------------------------------------------------

Weight Row of design matrix
0.09 1.00 -1.00 1.00 -1.00 1.00
0.25 1.00 -0.70 0.49 -0.34 0.24
0.32 1.00 0.00 0.00 0.00 0.00
0.25 1.00 0.70 0.49 0.34 0.24
0.09 1.00 1.00 1.00 1.00 1.00

only those rows with a weight > 1.0e-05 are shown
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NAG Library Function Document

nag_opt_handle_set_quadmatineq (e04rpc)

1 Purpose

nag_opt_handle_set_quadmatineq (e04rpc) is a part of the NAG optimization modelling suite and
defines bilinear matrix terms either in a new matrix constraint or adds them to an existing linear matrix
inequality.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_quadmatineq (void *handle, Integer nq,
const Integer qi[], const Integer qj[], Integer dimq,
const Integer nnzq[], Integer nnzqsum, const Integer irowq[],
const Integer icolq[], const double q[], Integer *idblk, NagError *fail)

3 Description

After the initialization function nag_opt_handle_init (e04rac) has been called, nag_opt_handle_set_
quadmatineq (e04rpc) may be used to define bilinear matrix terms. It may be used in two ways, either
to add to the problem formulation a new bilinear matrix inequality (BMI) which does not have linear
terms: Xn

i;j¼1
xixjQij � 0 ð1Þ

or to extend an existing linear matrix inequality constraint by bilinear terms:Xn
i;j¼1

xixjQ
k
ij: ð2Þ

Here Qk
ij are d by d (sparse) symmetric matrices and k, if present, is the number of the existing

constraint. This function will typically be used on semidefinite programming problems with bilinear
matrix constraints (BMI-SDP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux: ðdÞ

ð3Þ

The function can be called multiple times to define an additional matrix inequality or to extend an
existing one, but it cannot be called twice to extend the same matrix inequality. The argument idblk is
used to distinguish whether a new matrix constraint should be added (idblk ¼ 0) or if an existing linear
matrix inequality should be extended (idblk > 0). In the latter case, idblk should be set to k, the
number of the existing inequality. See nag_opt_handle_set_linmatineq (e04rnc) for details about
formulation of linear matrix constraints and their numbering and a further description of idblk. For a
generic description of the problem see nag_opt_handle_init (e04rac). In the further text, the index k will
be omitted.
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3.1 Input data organization

It is expected that only some of the matrices Qij will be nonzero therefore only their index pairs i; j are
listed in arrays qi and qj. Note that a pair i; j should not repeat, i.e., a matrix Qij should not be defined
more than once. No particular ordering of pairs i; j is expected but other input arrays irowq, icolq, q
and nnzq need to respect the chosen order.

Note: the dimension of Qij must respect the size of the linear matrix inequality if they are supposed to
expand it (case idblk > 0).

Matrices Qij are symmetric and thus only their upper triangles are passed to the function. They are
stored in sparse coordinate storage format (see Section 2.1.1 in the f11 Chapter Introduction), i.e., every
nonzero from the upper triangles is coded as a triplet of row index, column index and the numeric
value. All these triplets from all Qij matrices are passed to the function in three arrays: irowq for row
indices, icolq for column indices and q for the values. No particular order of nonzeros within one
matrix is enforced but all nonzeros belonging to one Qij matrix need to be stored next to each other.
The first nnzq½0� nonzeros belong to Qi1j1 where i1 ¼ qi½0�, j1 ¼ qj½0�, the following nnzq½1� nonzeros
to the next one given by qi, qj and so on. The array nnzq thus splits arrays irowq, icolq and q into
sections so that each section defines one Qij matrix. See Table 1 below. Functions
nag_opt_sdp_read_sdpa (e04rdc) and nag_opt_handle_set_linmatineq (e04rnc) use the same data
organization so further examples can be found there.

irowq upper triangle upper triangle upper triangle
icolq nonzeros nonzeros � � � nonzeros
q from Qi1j1|fflfflfflfflfflffl{zfflfflfflfflfflffl} from Qi2j2|fflfflfflfflfflffl{zfflfflfflfflfflffl} from Qinqjnq|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl}

nnzq½0� nnzq½1� nnzq½nq� 1�
i1 ¼ qi½0� i2 ¼ qi½1� inq ¼ qi½nq� 1�
j1 ¼ qj½0� j2 ¼ qj½1� jnq ¼ qj½nq� 1�

Table 1
Coordinate storage format of Qij matrices in input arrays

4 References

Syrmos V L, Abdallah C T, Dorato P and Grigoriadis K (1997) Static output feedback – a survey
Journal Automatica (Journal of IFAC) (Volume 33) 2 125–137

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: nq – Integer Input

On entry: the number of index pairs i; j of the nonzero matrices Qij.

Constraint: nq > 0.

3: qi½nq� – const Integer Input
4: qj½nq� – const Integer Input

On entry: the index pairs i; j of the nonzero matrices Qij in any order.

Constraint: 1 � i; j � n where n is the number of decision variables in the problem set during
the initialization of the handle by nag_opt_handle_init (e04rac). The pairs do not repeat.

5: dimq – Integer Input

On entry: d, the dimension of matrices Qij.
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Constraints:

dimq > 0;
if idblk > 0, dimq needs to be identical to the dimension of matrices of the constraint k.

6: nnzq½nq� – const Integer Input

On entry: the numbers of nonzero elements in the upper triangles of Qij matrices.

Constraint: nnzq½i� 1� > 0.

7: nnzqsum – Integer Input

On entry: the dimension of the arrays irowq, icolq and q, at least the total number of all
nonzeros in all Qij matrices.

Constraints:

nnzqsum > 0;

nnzqsum 	
Xnq
k¼1

nnzq½k � 1�.

8: irowq½nnzqsum� – const Integer Input
9: icolq½nnzqsum� – const Integer Input
10: q½nnzqsum� – const double Input

On entry: the nonzero elements of the upper triangles of matrices Qij stored in coordinate storage
format. The first nnzq½0� elements belong to the first Qi1j1 , the following nnzq½1� to Qi2j2 , etc.

Constraint: 1 � irowq½i� 1� � dimq, irowq½i� 1� � icolq½i� 1� � dimq.

11: idblk – Integer * Input/Output

On entry: if idblk ¼ 0, a new matrix constraint is created; otherwise idblk ¼ k > 0, the number
of the existing linear matrix constraint to be expanded with the bilinear terms.

Constraint: idblk 	 0.

On exit: if idblk ¼ 0 on entry, the number of the new matrix constraint is returned. By definition,
it is the number of the matrix inequalities already defined plus one. Otherwise, idblk > 0 stays
unchanged.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

On entry, idblk ¼ valueh i.
Bilinear terms of the matrix inequality block with the given idblk have already been defined.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_DIM_MATCH

On entry, dimq ¼ valueh i, idblk ¼ valueh i.
The correct dimension of the given idblk is valueh i.
Constraint: dimq must match the dimension of the block supplied earlier.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INDICES

On entry, index pair with qi ¼ valueh i and qj ¼ valueh i repeats.
Constraint: each index pair qi, qj must be unique.

On entry, k ¼ valueh i, qi½k� 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � qi½k� 1� � n.

On entry, k ¼ valueh i, qj½k� 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � qj½k� 1� � n.

NE_INT

On entry, dimq ¼ valueh i.
Constraint: dimq > 0.

On entry, idblk ¼ valueh i.
Constraint: idblk 	 0.

On entry, nq ¼ valueh i.
Constraint: nq > 0.

NE_INT_2

On entry, nnzqsum ¼ valueh i and sum nnzqð Þ ¼ valueh i.
Constraint: nnzqsum 	 sum nnzqð Þ.

NE_INT_ARRAY_1

On entry, i ¼ valueh i and nnzq½i� 1� ¼ valueh i.
Constraint: nnzq½i� 1� > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, an error occurred in matrix Qij of index k ¼ valueh i, qi½k� 1� ¼ valueh i,
qj½k� 1� ¼ valueh i.
For j ¼ valueh i, icolq½j� 1� ¼ valueh i and dimq ¼ valueh i.
Constraint: 1 � icolq½j� 1� � dimq.

On entry, an error occurred in matrix Qij of index k ¼ valueh i, qi½k� 1� ¼ valueh i,
qj½k� 1� ¼ valueh i.
For j ¼ valueh i, irowq½j� 1� ¼ valueh i and dimq ¼ valueh i.
Constraint: 1 � irowq½j� 1� � dimq.
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On entry, an error occurred in matrix Qij of index k ¼ valueh i, qi½k� 1� ¼ valueh i,
qj½k� 1� ¼ valueh i.
For j ¼ valueh i, irowq½j� 1� ¼ valueh i and icolq½j� 1� ¼ valueh i.
Constraint: irowq½j � 1� � icolq½j � 1� (elements within the upper triangle).

On entry, an error occurred in matrix Qij of index k ¼ valueh i, qi½k� 1� ¼ valueh i,
qj½k� 1� ¼ valueh i.
More than one element of Qij has row index valueh i and column index valueh i.
Constraint: each element of Qij must have a unique row and column index.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The problem cannot be modified in this phase any more, the solver has already been called.

NE_REF_MATCH

On entry, idblk ¼ valueh i.
The given idblk does not match with any existing matrix inequality block.
The maximum idblk is currently valueh i.
On entry, idblk ¼ valueh i.
The given idblk refers to a nonexistent matrix inequality block.
No matrix inequalities have been added yet.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_quadmatineq (e04rpc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example demonstrates how semidefinite programming can be used in control theory. See also
Section 10 in nag_opt_handle_init (e04rac) for links to further examples in the suite.

The problem, from static output feedback (SOF) control Syrmos et al. (1997), solved here is the linear
time-invariant (LTI) ‘test’ system

_x ¼ AxþBu
y ¼ Cx ð4Þ

subject to static output feedback

u ¼ Ky: ð5Þ
Here A 2 R

n�n, B 2 R
n�m and C 2 R

p�n are given matrices, x 2 R
n is the vector of state variables,

u 2 R
m is the vector of control inputs, y 2 R

p is the vector of system outputs, and K 2 R
m�p is the

unknown feedback gain matrix.

The problem is to find K such that (4) is time-stable when subject to (5), i.e., all eigenvalues of the
closed-loop system matrix AþBKC belong to the left half-plane. From the Lyapunov stability theory,
this holds if and only if there exists a symmetric positive definite matrix P such that
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AþBKCð ÞTP þ P AþBKCð Þ � 0:

Hence, by introducing the new variable, the Lyapunov matrix P , we can formulate the SOF problem as
a feasibility BMI-SDP problem in variables K and P . As we cannot formulate the problem with sharp
matrix inequalities, we can solve the following system instead (note that the objective function is added
to bound matrix P ):

minimize
K;P

trace Pð Þ

subject to AþBKCð ÞTP þ P AþBKCð Þ � �I
P � I:

ð6Þ

For n ¼ p ¼ 2, m ¼ 1,

A ¼ �1 2
�3 �4

� �
; B ¼ �1

�1

� �
; C ¼ I

and the unknown matrices expressed as

P ¼ x1 x2
x2 x3

� �
; K ¼ x4 x5

� �
;

the problem (6) can be rewritten in the form (3) as follows:

minimize
x2R5

x1 þ x3

subject to 2x1x4 þ 2x2x4 x1x5 þ x2x4 þ x2x5 þ x3x4
sym: 2x2x5 þ 2x3x5

� �
þ

2x1 þ 6x2 �2x1 þ 5x2 þ 3x3
sym: �4x2 þ 8x3

� �
� I � 0

x1 x2
sym: x3

� �
� I � 0:

This formulation has been stored in a generic BMI-SDP data file which is processed and solved by the
example program.

10.1 Program Text

/* nag_opt_handle_set_quadmatineq (e04rpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Read a ’generic’ LMI/BMI SDP problem from the input file,
* formulate the problem via a handle and pass it to the solver.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

int main(void)
{

Integer exit_status = 0;
Integer blkidx, dimaq, idblk, idlc, idx, idxend, inform, j, midx, nblk,

nclin, nnzasum, nnzb, nnzc, nnzh, nnzqsum, nq, nvar;
double *a = 0, *b = 0, *bl = 0, *bu = 0, *cvec = 0, *h = 0, *q = 0, *x = 0;
double rinfo[32], stats[32];
Integer *icola = 0, *icolb = 0, *icolh = 0, *icolq = 0, *idxc = 0,

*irowa = 0, *irowb = 0, *irowh = 0, *irowq = 0, *nnza = 0,
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*nnzq = 0, *qi = 0, *qj = 0;
void *handle = 0;
/* Nag Types */
NagError fail;

printf("nag_opt_handle_set_quadmatineq (e04rpc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in the data file. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the problem size. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nvar);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnzh);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnzh);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &nclin, &nnzb);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &nclin, &nnzb);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nblk);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nblk);
#endif

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with nvar variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* Read the linear part of the objective function. */
if (!(cvec = NAG_ALLOC(nvar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 0; j < nvar; j++)

#ifdef _WIN32
scanf_s("%lf", &cvec[j]);

#else
scanf("%lf", &cvec[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

if (nnzh == 0) {
/* nag_opt_handle_set_linobj (e04rec).
* Add the linear objective function to the formulation. */

nag_opt_handle_set_linobj(handle, nvar, cvec, NAGERR_DEFAULT);
NAG_FREE(cvec);

}
else {

/* The objective function is quadratic. Read nonzeros for H. */
if (!(irowh = NAG_ALLOC(nnzh, Integer)) ||

!(icolh = NAG_ALLOC(nnzh, Integer)) ||
!(h = NAG_ALLOC(nnzh, double)) || !(idxc = NAG_ALLOC(nvar, Integer)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (idx = 0; idx < nnzh; idx++)
#ifdef _WIN32

scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",
&h[idx], &irowh[idx], &icolh[idx]);

#else
scanf("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",

&h[idx], &irowh[idx], &icolh[idx]);
#endif

/* The linear part of the objective was read in as dense,
* but the sparse format is needed here. */

for (idx = 0; idx < nvar; idx++)
idxc[idx] = idx + 1;

nnzc = nvar;

/* nag_opt_handle_set_quadobj (e04rfc).
* Add the quadratic objective to the handle.*/

nag_opt_handle_set_quadobj(handle, nnzc, idxc, cvec, nnzh, icolh, irowh,
h, NAGERR_DEFAULT);

NAG_FREE(idxc);
NAG_FREE(cvec);
NAG_FREE(irowh);
NAG_FREE(icolh);
NAG_FREE(h);

}

/* Read a block of linear constraints and its bounds if present. */
if (nclin > 0 && nnzb > 0) {

if (!(irowb = NAG_ALLOC(nnzb, Integer)) ||
!(icolb = NAG_ALLOC(nnzb, Integer)) ||
!(b = NAG_ALLOC(nnzb, double)) ||
!(bl = NAG_ALLOC(nclin, double)) || !(bu = NAG_ALLOC(nclin, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read all matrix B nonzeros. */
for (idx = 0; idx < nnzb; idx++)

#ifdef _WIN32
scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",

&b[idx], &irowb[idx], &icolb[idx]);
#else

scanf("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",
&b[idx], &irowb[idx], &icolb[idx]);

#endif

/* Read the lower and upper bounds. */
for (j = 0; j < nclin; j++)

#ifdef _WIN32
scanf_s("%lf", &bl[j]);

#else
scanf("%lf", &bl[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (j = 0; j < nclin; j++)
#ifdef _WIN32

scanf_s("%lf", &bu[j]);
#else

scanf("%lf", &bu[j]);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

idlc = 0;

/* nag_opt_handle_set_linconstr (e04rjc).
* Add the block of linear constraints to the problem formulation. */

nag_opt_handle_set_linconstr(handle, nclin, bl, bu, nnzb, irowb, icolb,
b, &idlc, NAGERR_DEFAULT);

NAG_FREE(irowb);
NAG_FREE(icolb);
NAG_FREE(b);
NAG_FREE(bl);
NAG_FREE(bu);

}

/* Read all matrix inequalities. */
for (blkidx = 0; blkidx < nblk; blkidx++) {

/* Read the dimension of this matrix inequality. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &dimaq);
#else

scanf("%" NAG_IFMT "%*[^\n]", &dimaq);
#endif

/* Read the number of all nonzeros in linear and bilinear parts. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &nnzasum, &nnzqsum);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &nnzasum, &nnzqsum);
#endif

idblk = 0;

if (nnzasum > 0) {
/* Read a linear matrix inequality composed of (nvar+1) matrices. */
if (!(nnza = NAG_ALLOC(nvar + 1, Integer)) ||

!(irowa = NAG_ALLOC(nnzasum, Integer)) ||
!(icola = NAG_ALLOC(nnzasum, Integer)) ||
!(a = NAG_ALLOC(nnzasum, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

idx = 0;
for (midx = 0; midx <= nvar; midx++) {

/* Read matrix A_midx. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnza[midx]);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnza[midx]);
#endif

idxend = idx + nnza[midx];
for ( ; idx < idxend; idx++)

#ifdef _WIN32
scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",

&a[idx], &irowa[idx], &icola[idx]);
#else

scanf("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",
&a[idx], &irowa[idx], &icola[idx]);

#endif
}
idblk = 0;

/* nag_opt_handle_set_linmatineq (e04rnc).
* Add the linear matrix constraint to the problem formulation. */

nag_opt_handle_set_linmatineq(handle, nvar, dimaq, nnza, nnzasum,
irowa, icola, a, 1, NULL, &idblk,
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NAGERR_DEFAULT);

NAG_FREE(nnza);
NAG_FREE(irowa);
NAG_FREE(icola);
NAG_FREE(a);

}

if (nnzqsum > 0) {
/* Read bilinear part of the matrix inequality composed
* of nq matrices. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &nq);

#else
scanf("%" NAG_IFMT "%*[^\n]", &nq);

#endif
if (!(qi = NAG_ALLOC(nq, Integer)) ||

!(qj = NAG_ALLOC(nq, Integer)) ||
!(nnzq = NAG_ALLOC(nq, Integer)) ||
!(irowq = NAG_ALLOC(nnzqsum, Integer)) ||
!(icolq = NAG_ALLOC(nnzqsum, Integer)) ||
!(q = NAG_ALLOC(nnzqsum, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

idx = 0;
for (midx = 0; midx < nq; midx++) {

/* Read matrix Q_ij where i=qi[midx], j=qj[midx]. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &qi[midx], &qj[midx]);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &qi[midx], &qj[midx]);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnzq[midx]);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnzq[midx]);
#endif

idxend = idx + nnzq[midx];
for ( ; idx < idxend; idx++)

#ifdef _WIN32
scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",

&q[idx], &irowq[idx], &icolq[idx]);
#else

scanf("%lf %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",
&q[idx], &irowq[idx], &icolq[idx]);

#endif
}

/* nag_opt_handle_set_quadmatineq (e04rpc).
* Expand the existing linear matrix inequality with the bilinear
* terms or (if the linear part was not present) create a
* new matrix inequality. */

nag_opt_handle_set_quadmatineq(handle, nq, qi, qj, dimaq, nnzq,
nnzqsum, irowq, icolq, q, &idblk,
NAGERR_DEFAULT);

NAG_FREE(qi);
NAG_FREE(qj);
NAG_FREE(nnzq);
NAG_FREE(irowq);
NAG_FREE(icolq);
NAG_FREE(q);

}
}

/* Problem was successfully decoded. */
printf("SDP problem was read, passing it to the solver.\n\n");
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fflush(stdout);

/* nag_opt_handle_print (e04ryc).
* Print overview of the handle. */

nag_opt_handle_print(handle, 6, "Overview, Matrix Constraints",
NAGERR_DEFAULT);

/* Allocate memory for the solver. */
if (!(x = NAG_ALLOC(nvar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 0; j < nvar; j++)

x[j] = 0.0;

/* Call the solver nag_opt_handle_solve_pennon (e04svc),
* ignore Lagrangian multipliers. */

INIT_FAIL(fail);
nag_opt_handle_solve_pennon(handle, nvar, x, 0, NULL, 0, NULL, 0, NULL,

rinfo, stats, &inform, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_opt_handle_set_quadmatineq (e04rpc) Example Program Data
5 : no of variables
0 : no of nonzeros in H matrix
0 0 : no of linear constraints and nnz in B
2 : no of matrix constraints

1.000000 0.000000 1.000000 0.000000
0.000000 : Linear obj. vector

2 : beginning of matrix constr 1, its dimension
9 8 : no of nonzeroes in all A_i, Q_ij

2 : number of nonzeros in A_0
1.000000 1 1 : Upper triangle of A_0
1.000000 2 2 : End of matrix A_0

2 : number of nonzeros in A_1
2.000000 1 1 : Upper triangle of A_1

-2.000000 1 2 : End of matrix A_1

3 : number of nonzeros in A_2
6.000000 1 1 : Upper triangle of A_2
5.000000 1 2 : in coordinate storage

-4.000000 2 2 : End of matrix A_2

2 : number of nonzeros in A_3
3.000000 1 2 : Upper triangle of A_3
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8.000000 2 2 : End of matrix A_3

0 : number of nonzeros in A_4
0 : number of nonzeros in A_5

6 : number of Q_ij matrices

1 4 : indices giving i & j for Q_ij
1 : number of nonzeros in Q_{1,4}
2.000000 1 1 : End of matrix Q_{1,4}

2 4 : indices giving i & j for Q_ij
2 : number of nonzeros in Q_{2,4}
2.000000 1 1 : Upper triangle of Q_{2,4}
1.000000 1 2 : End of matrix Q_{2,4}

3 4 : indices giving i & j for Q_ij
1 : number of nonzeros in Q_{3,4}
1.000000 1 2 : End of matrix Q_{3,4}

1 5 : indices giving i & j for Q_ij
1 : number of nonzeros in Q_{1,5}
1.000000 1 2 : End of matrix Q_{1,5}

2 5 : indices giving i & j for Q_ij
2 : number of nonzeros in Q_{2,5}
1.000000 1 2 : Upper triangle of Q_{2,5}
2.000000 2 2 : End of matrix Q_{2,5}

3 5 : indices giving i & j for Q_ij
1 : number of nonzeros in Q_{3,5}
2.000000 2 2 : End of matrix Q_{3,5}

2 : beginning of matrix constr 2, its dimension
5 0 : no of nonzeroes in all A_i, Q_ij

2 : number of nonzeros in A_0
1.000000 1 1 : Upper triangle of A_0
1.000000 2 2 : End of matrix A_0

1 : number of nonzeros in A_1
1.000000 1 1 : End of matrix A_1

1 : number of nonzeros in A_2
1.000000 1 2 : End of matrix A_2

1 : number of nonzeros in A_3
1.000000 2 2 : End of matrix A_3

0 : number of nonzeros in A_4
0 : number of nonzeros in A_5

10.3 Program Results

nag_opt_handle_set_quadmatineq (e04rpc) Example Program Results

SDP problem was read, passing it to the solver.

Overview
Status: Problem and option settings are editable.
No of variables: 5
Objective function: linear
Simple bounds: not defined yet
Linear constraints: not defined yet
Nonlinear constraints: not defined yet
Matrix constraints: 2

Matrix constraints
IDblk = 1, size = 2 x 2, polynomial of order 2
IDblk = 2, size = 2 x 2, linear

E04SV, NLP-SDP Solver (Pennon)
------------------------------
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Number of variables 5 [eliminated 0]
simple linear nonlin

(Standard) inequalities 0 0 0
(Standard) equalities 0 0
Matrix inequalities 1 1 [dense 2, sparse 0]

[max dimension 2]

Begin of Options
Outer Iteration Limit = 100 * d
Inner Iteration Limit = 100 * d
Infinite Bound Size = 1.00000E+20 * d
Initial X = User * d
Initial U = Automatic * d
Initial P = Automatic * d
Hessian Density = Dense * S
Init Value P = 1.00000E+00 * d
Init Value Pmat = 1.00000E+00 * d
Presolve Block Detect = Yes * d
Print File = 6 * d
Print Level = 2 * d
Print Options = Yes * d
Monitoring File = -1 * d
Monitoring Level = 4 * d
Monitor Frequency = 0 * d
Stats Time = No * d
P Min = 1.05367E-08 * d
Pmat Min = 1.05367E-08 * d
U Update Restriction = 5.00000E-01 * d
Umat Update Restriction = 3.00000E-01 * d
Preference = Speed * d
Transform Constraints = No * S
Dimacs Measures = No * S
Stop Criteria = Soft * d
Stop Tolerance 1 = 1.00000E-06 * d
Stop Tolerance 2 = 1.00000E-07 * d
Stop Tolerance Feasibility = 1.00000E-07 * d
Linesearch Mode = Goldstein * S
Inner Stop Tolerance = 1.00000E-02 * d
Inner Stop Criteria = Heuristic * d
Task = Minimize * d
P Update Speed = 12 * d

End of Options
--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
0 0.00000E+00 1.82E+01 1.00E+00 4.00E+00 2.00E+00 0
1 4.11823E+00 3.85E-03 0.00E+00 1.73E+00 2.00E+00 6
2 2.58252E+00 5.36E-03 0.00E+00 4.93E-01 9.04E-01 4
3 2.06132E+00 1.02E-03 0.00E+00 7.70E-02 4.08E-01 4
4 2.00050E+00 3.00E-03 8.91E-03 1.78E-02 1.85E-01 3
5 1.99929E+00 1.55E-03 3.16E-03 3.65E-03 8.34E-02 2
6 1.99985E+00 1.03E-04 3.16E-04 7.19E-04 3.77E-02 4
7 1.99997E+00 7.04E-04 5.76E-05 1.41E-04 1.70E-02 1
8 2.00000E+00 1.32E-04 6.52E-06 2.76E-05 7.70E-03 1
9 2.00000E+00 8.49E-06 7.86E-07 5.37E-06 3.48E-03 1

10 2.00000E+00 5.88E-07 1.06E-07 1.04E-06 1.57E-03 1
11 2.00000E+00 5.55E-08 4.87E-08 2.02E-07 7.11E-04 1
12 2.00000E+00 5.34E-09 5.37E-09 3.93E-08 3.21E-04 1
13 2.00000E+00 5.03E-10 5.45E-09 7.62E-09 1.45E-04 1
14 2.00000E+00 4.45E-11 5.55E-09 1.48E-09 6.56E-05 1

--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
15 2.00000E+00 4.36E-12 5.67E-09 2.87E-10 2.96E-05 1
16 2.00000E+00 1.61E-11 5.82E-09 5.57E-11 1.34E-05 1
17 2.00000E+00 3.13E-11 6.00E-09 1.08E-11 6.06E-06 1
18 2.00000E+00 8.65E-11 6.22E-09 2.10E-12 2.74E-06 1
19 2.00000E+00 1.31E-10 6.48E-09 4.07E-13 1.24E-06 1

--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
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Final objective value 2.000000E+00
Relative precision 8.141636E-16
Optimality 1.310533E-10
Feasibility 6.484489E-09
Complementarity 4.066867E-13
Iteration counts

Outer iterations 19
Inner iterations 36
Linesearch steps 56

Evaluation counts
Augm. Lagr. values 76
Augm. Lagr. gradient 56
Augm. Lagr. hessian 36

--------------------------------------------------------------
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NAG Library Function Document

nag_opt_handle_set_get_real (e04rxc)

1 Purpose

nag_opt_handle_set_get_real (e04rxc) is a part of the NAG optimization modelling suite. It allows
you to read or write a piece of information to the problem stored in the handle. For example, it may be
used to extract the current approximation of the solution during a monitoring step.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_set_get_real (void *handle, const char *cmdstr,
Integer ioflag, Integer *lrarr, double rarr[], NagError *fail)

3 Description

nag_opt_handle_set_get_real (e04rxc) adds an additional means of communication to functions within
the NAG optimization modelling suite. It allows you to either read or write a piece of information in
the handle in the form of a real array. The item is identified by cmdstr and the direction of the
communication is set by ioflag.

The following cmdstr are available:

Primal Variables or X
The current value of the primal variables.

Dual Variables or U
The current value of the dual variables (Lagrangian multipliers).

The functionality is limited in this release of the NAG C Library to the retrieval of the approximate
solution within the monitoring step of nag_opt_handle_solve_lp_ipm (e04mtc) or its final solution.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed between calls to the NAG optimization modelling suite.

2: cmdstr – const char * Input

On entry: a string which identifies the item within the handle to be read or written. The string is
case insensitive and space tolerant.

Constraint: cmdstr ¼ Primal Variables ; Dual Variables ; X or U .
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3: ioflag – Integer Input

On entry: indicates the direction of the communication.

ioflag 6¼ 0
nag_opt_handle_set_get_real (e04rxc) will extract the requested information from the
handle to rarr.

ioflag ¼ 0
The writing mode will apply and the content of rarr will be copied to the handle.

4: lrarr – Integer * Input/Output

On entry: the dimension of the array rarr.

On exit: the correct expected dimension of rarr if lrarr does not match the item identified by
cmdstr (in this case nag_opt_handle_set_get_real (e04rxc) returns fail:code ¼
NE_DIM_MATCH).

5: rarr½lrarr� – double Input/Output

On entry: if ioflag ¼ 0 (write mode), rarr must contain the information to be written to the
handle; otherwise it does not need to be set.

On exit: if ioflag 6¼ 0 (read mode), rarr contains the information requested by cmdstr; otherwise
rarr is unchanged.

6: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIM_MATCH

On entry, lrarr ¼ valueh i, expected value ¼ valueh i.
Constraint: lrarr must match the size of the data identified in cmdstr.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it
has been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PHASE

The request cannot be processed at this phase.

The requested information is not available.

NE_READ_ERROR

Reading mode is not supported for the given cmdstr.

NE_STATE

The request cannot be processed by the current solver.

NE_STR_UNKNOWN

The provided cmdstr is not recognised.

NE_WRITE_ERROR

Writing mode is not supported for the given cmdstr.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_set_get_real (e04rxc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example demonstrates how to use nag_opt_handle_set_get_real (e04rxc) to extract the current
approximation of the solution when the monitoring function monit is called during the solve by
nag_opt_handle_solve_lp_ipm (e04mtc).

We solve the following linear programming problem:

�0:02x1 � 0:2x2 � 0:2x3 � 0:2x4 � 0:2x5 þ 0:04x6 þ 0:04x7

subject to the bounds

�0:01 � x1 � 0:01
�0:1 � x2 � 0:15
�0:01 � x3 � 0:03
�0:04 � x4 � 0:02
�0:1 � x5 � 0:05
�0:01 � x6
�0:01 � x7

and the general constraints

x1 þ x2 þ x3 þ x4 þ x5 þ x6 þ x7 ¼ �0:13
0:15x1 þ 0:04x2 þ 0:02x3 þ 0:04x4 þ 0:02x5 þ 0:01x6 þ 0:03x7 � �0:0049
0:03x1 þ 0:05x2 þ 0:08x3 þ 0:02x4 þ 0:06x5 þ 0:01x6 � �0:0064
0:02x1 þ 0:04x2 þ 0:01x3 þ 0:02x4 þ 0:02x5 � �0:0037
0:02x1 þ 0:03x2 þ 0:01x5 � �0:0012

�0:0992 � 0:70x1 þ 0:75x2 þ 0:80x3 þ 0:75x4 þ 0:80x5 þ 0:97x6
�0:003 � 0:02x1 þ 0:06x2 þ 0:08x3 þ 0:12x4 þ 0:02x5 þ 0:01x6 þ 0:97x7 � 0:002
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During the monitoring step of nag_opt_handle_solve_lp_ipm (e04mtc), if the three convergence
measures are below an acceptable threshold, the approximate solution is extracted with
nag_opt_handle_set_get_real (e04rxc) and printed on the standard output.

10.1 Program Text

/* nag_opt_handle_set_get_real (e04rxc) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>
#include <assert.h>

#ifdef __cplusplus
extern "C"
{
#endif
static void NAG_CALL monit(void *handle, const double rinfo[],

const double stats[], Nag_Comm *comm,
Integer *inform);

#ifdef __cplusplus
}
#endif

int main(void){

Integer nclin, nvar, nnza, nnzc, nnzu, exit_status, i, idlc;
Integer *irowa = 0, *icola = 0;
Integer iuser[1];
double *cvec = 0, *a = 0, *bla = 0, *bua = 0, *xl = 0, *xu = 0,

*x = 0, *u = 0;
double rinfo[100], stats[100];
void *handle = 0;
/* Nag Types */
Nag_Comm comm;
NagError fail;

exit_status = 0;

printf("nag_opt_handle_set_get_real (e04rxc) Example Program Results\n\n");
fflush(stdout);

/* Read the data file and allocate memory */
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif
#ifdef _WIN32

scanf_s("%"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %*[^\n]",&nclin,&nvar,
&nnza,&nnzc);
#else

scanf("%"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %"NAG_IFMT" %*[^\n]",&nclin,&nvar,
&nnza,&nnzc);
#endif

/* Allocate memory */
nnzu = 2*nvar + 2*nclin;
if (!(irowa = NAG_ALLOC(nnza, Integer)) ||

!(icola = NAG_ALLOC(nnza, Integer)) ||
!(cvec = NAG_ALLOC(nnzc,double)) ||
!(a = NAG_ALLOC(nnza,double)) ||
!(bla = NAG_ALLOC(nclin,double)) ||
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!(bua = NAG_ALLOC(nclin,double)) ||
!(xl = NAG_ALLOC(nvar,double)) ||
!(xu = NAG_ALLOC(nvar,double)) ||
!(x = NAG_ALLOC(nvar,double)) ||
!(u = NAG_ALLOC(nnzu,double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i=0; i< nvar; i++){

x[i] = 0.0;
}

/* Read objective */
for (i=0; i<nnzc; i++){

#ifdef _WIN32
scanf_s("%lf",&cvec[i]);

#else
scanf("%lf",&cvec[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read constraint matrix row indices */
for (i=0; i<nnza; i++){

#ifdef _WIN32
scanf_s("%"NAG_IFMT,&irowa[i]);

#else
scanf("%"NAG_IFMT,&irowa[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read constraint matrix col indices */
for (i=0; i<nnza; i++){

#ifdef _WIN32
scanf_s("%"NAG_IFMT,&icola[i]);

#else
scanf("%"NAG_IFMT,&icola[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read constraint matrix values */
for (i=0; i<nnza; i++){

#ifdef _WIN32
scanf_s("%lf",&a[i]);

#else
scanf("%lf",&a[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read linear constraints lower bounds */
for (i=0; i<nclin; i++){

#ifdef _WIN32
scanf_s("%lf ",&bla[i]);

#else
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scanf("%lf ",&bla[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read linear constraints upper bounds */
for (i=0; i<nclin; i++){

#ifdef _WIN32
scanf_s("%lf ",&bua[i]);

#else
scanf("%lf ",&bua[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read variables lower bounds */
for (i=0; i<nvar; i++){

#ifdef _WIN32
scanf_s("%lf ",&xl[i]);

#else
scanf("%lf ",&xl[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read variables upper bounds */
for (i=0; i<nvar; i++){

#ifdef _WIN32
scanf_s("%lf ",&xu[i]);

#else
scanf("%lf ",&xu[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Create the problem handle */
/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

/* nag_opt_handle_set_linobj (e04rec)
* Define a linear objective */

nag_opt_handle_set_linobj(handle,nvar,cvec,NAGERR_DEFAULT);

/* nag_opt_handle_set_simplebounds (e04rhc)
* Define bounds on the variables */

nag_opt_handle_set_simplebounds(handle,nvar,xl,xu,NAGERR_DEFAULT);

/* nag_opt_handle_set_linconstr (e04rjc)
* Define linear constraints */

idlc = 0;
nag_opt_handle_set_linconstr(handle,nclin,bla,bua,nnza,irowa,

icola,a,&idlc,NAGERR_DEFAULT);

/* nag_opt_handle_opt_set (e04zmc)
* Require printing of the solution at the end of the solve
*/

nag_opt_handle_opt_set(handle, "Print Solution = Yes",
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NAGERR_DEFAULT);
/* Deactivate option printing */
nag_opt_handle_opt_set(handle, "Print Options = No",

NAGERR_DEFAULT);
/* Use a constant number of centrality correctors steps */
nag_opt_handle_opt_set(handle, "LPIPM Centrality Correctors = -6",

NAGERR_DEFAULT);
/* Turn on monitoring */
nag_opt_handle_opt_set(handle, "LPIPM Monitor Frequency = 1",

NAGERR_DEFAULT);
/* Print the solution at the end of the solve */
nag_opt_handle_opt_set(handle, "Print Solution = X",

NAGERR_DEFAULT);
comm.iuser = iuser;
iuser[0] = nvar;

INIT_FAIL(fail);
/* nag_opt_handle_solve_lp_ipm (e04mtc)
* Call LP interior point solver with the primal-dual algorithm */

nag_opt_handle_solve_lp_ipm(handle,nvar,x,nnzu,u,rinfo,stats,monit,
&comm,&fail);

END:
NAG_FREE(cvec);
NAG_FREE(irowa);
NAG_FREE(icola);
NAG_FREE(a);
NAG_FREE(bla);
NAG_FREE(bua);
NAG_FREE(xl);
NAG_FREE(xu);
NAG_FREE(x);
NAG_FREE(u);
/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

return exit_status;
}

static void NAG_CALL monit(void *handle, const double rinfo[],
const double stats[], Nag_Comm *comm,
Integer *inform){

/* Monitoring function */
double tol = 1.0e-03;
Integer nvar, i;
double *x = 0;

if (!comm || !comm->iuser){
/* The communication structure is not correctly allocated, abort solve */
*inform = -1;
return;

}

nvar = comm->iuser[0];
x = NAG_ALLOC(nvar,double); assert(x);

/* x is close to the solution, extract the values with
* nag_opt_handle_set_get_real (e04rxc) and print it
*/

if (rinfo[4]<tol && rinfo[5]<tol &&rinfo[6]<tol){
nag_opt_handle_set_get_real(handle,"Primal Variables",1,&nvar,x,

NAGERR_DEFAULT);
printf("\n");
printf(" monit() reports good approximate solution "

"(tol =, %8.2e):\n",tol);
for (i=0; i<nvar; i++){

printf(" X%1"NAG_IFMT": %9.2e\n",i+1,x[i]);
}
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printf(" end of monit()\n");
}
fflush(stdout);

if (x)
NAG_FREE(x);

}

10.2 Program Data

nag_opt_handle_set_get_real (e04rxc) Example Program Data
7 7 41 7 : Problem dimensions
-0.02 -0.20 -0.20 -0.20 -0.20 0.04 0.04 : Objective values
1 1 1 1 1 1 1
2 2 2 2 2 2 2
3 3 3 3 3 3
4 4 4 4 4
5 5 5
6 6 6 6 6 6
7 7 7 7 7 7 7 : End of irowa
1 2 3 4 5 6 7
1 2 3 4 5 6 7
1 2 3 4 5 6
1 2 3 4 5
1 2 5
1 2 3 4 5 6
1 2 3 4 5 6 7 : End of icola
1.00 1.00 1.00 1.00 1.00 1.00 1.00
0.15 0.04 0.02 0.04 0.02 0.01 0.03
0.03 0.05 0.08 0.02 0.06 0.01
0.02 0.04 0.01 0.02 0.02
0.02 0.03 0.01
0.70 0.75 0.80 0.75 0.80 0.97
0.02 0.06 0.08 0.12 0.02 0.01 0.97 : End of a

-0.13 -1.0e20 -1.0e20 -1.0e20 -1.0e20 -0.0992 -0.003 : bla
-0.13 -0.0049 -0.0064 -0.0037 -0.0012 1.0e20 0.002 : bua
-0.01 -0.1 -0.01 -0.04 -0.1 -0.01 -0.01 : xl
0.01 0.15 0.03 0.02 0.05 1.0e20 1.0e20 : xu

10.3 Program Results

nag_opt_handle_set_get_real (e04rxc) Example Program Results

----------------------------------------------
E04MT, Interior point method for LP problems

----------------------------------------------

Original Problem Statistics

Number of variables 7
Number of constraints 7
Free variables 0
Number of nonzeros 41

Presolved Problem Statistics

Number of variables 13
Number of constraints 7
Free variables 0
Number of nonzeros 47

------------------------------------------------------------------------------
it| pobj | dobj | optim | feas | compl | mu | mcc | I

------------------------------------------------------------------------------
0 -7.86591E-02 1.71637E-02 1.27E+00 1.06E+00 8.89E-02 1.5E-01
1 5.74135E-03 -2.24369E-02 6.11E-16 1.75E-01 2.25E-02 2.8E-02 0
2 1.96803E-02 1.37067E-02 5.06E-16 2.28E-02 2.91E-03 3.4E-03 0
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3 2.15232E-02 1.96162E-02 7.00E-15 9.24E-03 1.44E-03 1.7E-03 0
4 2.30321E-02 2.28676E-02 1.15E-15 2.21E-03 2.97E-04 3.4E-04 0

monit() reports good approximate solution (tol =, 1.00e-03):
X1: -9.99e-03
X2: -1.00e-01
X3: 3.00e-02
X4: 2.00e-02
X5: -6.73e-02
X6: -2.35e-03
X7: -2.27e-04

end of monit()
5 2.35658E-02 2.35803E-02 1.32E-15 1.02E-04 8.41E-06 9.6E-06 0

monit() reports good approximate solution (tol =, 1.00e-03):
X1: -1.00e-02
X2: -1.00e-01
X3: 3.00e-02
X4: 2.00e-02
X5: -6.75e-02
X6: -2.28e-03
X7: -2.35e-04

end of monit()
6 2.35965E-02 2.35965E-02 1.64E-15 7.02E-08 6.35E-09 7.2E-09 0

monit() reports good approximate solution (tol =, 1.00e-03):
X1: -1.00e-02
X2: -1.00e-01
X3: 3.00e-02
X4: 2.00e-02
X5: -6.75e-02
X6: -2.28e-03
X7: -2.35e-04

end of monit()
7 2.35965E-02 2.35965E-02 1.35E-15 3.52E-11 3.18E-12 3.6E-12 0

------------------------------------------------------------------------------
Status: converged, an optimal solution found
------------------------------------------------------------------------------
Final primal objective value 2.359648E-02
Final dual objective value 2.359648E-02
Absolute primal infeasibility 4.168797E-15
Relative primal infeasibility 1.350467E-15
Absolute dual infeasibility 5.084353E-11
Relative dual infeasibility 3.518607E-11
Absolute complementarity gap 2.685778E-11
Relative complementarity gap 3.175366E-12
Iterations 7

Primal variables:
idx Lower bound Value Upper bound

1 -1.00000E-02 -1.00000E-02 1.00000E-02
2 -1.00000E-01 -1.00000E-01 1.50000E-01
3 -1.00000E-02 3.00000E-02 3.00000E-02
4 -4.00000E-02 2.00000E-02 2.00000E-02
5 -1.00000E-01 -6.74853E-02 5.00000E-02
6 -1.00000E-02 -2.28013E-03 inf
7 -1.00000E-02 -2.34528E-04 inf
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NAG Library Function Document

nag_opt_handle_print (e04ryc)

1 Purpose

nag_opt_handle_print (e04ryc) is a part of the NAG optimization modelling suite. It allows you to print
information about the problem, stored as a handle, such as which parts have already been defined or
details of the matrix constraints.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_print (void *handle, Nag_FileID fileid,
const char *cmdstr, NagError *fail)

3 Description

nag_opt_handle_print (e04ryc) prints information on a problem handle which has been previously
initialized by nag_opt_handle_init (e04rac). Various pieces of information can be retrieved and printed
to the given output unit. This can be helpful when the function is interfaced from interactive
environments, for debugging purposes or to help familiarize you with the NAG optimization modelling
suite.

The printer is guided by a command string which contains one or more of the following keywords:

Overview
Gives a brief overview of the problem handle, particularly, which phase it is in, if the problem or
optional parameters can be edited and which parts of the problem have already been set. This
might be helpful to clarify situations when fail:code ¼ NE_ALREADY_DEFINED or
NE_PHASE is obtained from functions, such as, nag_opt_handle_set_linobj (e04rec),
nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_simplebounds (e04rhc) and na
g_opt_handle_set_linconstr (e04rjc).

Objective
Prints the objective function as it was defined by nag_opt_handle_set_linobj (e04rec) or
nag_opt_handle_set_quadobj (e04rfc) if it is linear or quadratic. Prints the sparsity structure of
the objective function as it was defined by nag_opt_handle_set_nlnobj (e04rgc) if it is nonlinear.

Simple bounds
Prints the variable bounds as defined by nag_opt_handle_set_simplebounds (e04rhc). This might
help you understand the effect of the optional parameter Infinite Bound Size on the bounds.

Linear constraints bounds
Linear constraints detailed

Print bounds or linear constraint matrix as defined by nag_opt_handle_set_linconstr (e04rjc).

Matrix constraints
Gives a list of the matrix constraints as defined by nag_opt_handle_set_linmatineq (e04rnc) and
nag_opt_handle_set_quadmatineq (e04rpc). For each matrix constraint its idblk, dimension and
order (e.g., linear, bilinear) are printed.

Matrix constraints detailed
Prints all the matrix constraints including all nonzeros of all the matrices as formulated by
nag_opt_handle_set_linmatineq (e04rnc) and nag_opt_handle_set_quadmatineq (e04rpc).
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Nonlinear constraints bounds
Nonlinear constraints detailed

Print bounds or sparsity structure of the nonlinear constraints as defined by nag_opt_handle_
set_nlnconstr (e04rkc).

Multipliers sizes
Prints the expected dimensions of array arguments u and ua of the solver nag_opt_handle_
solve_pennon (e04svc) which store the Lagrangian multipliers for standard and matrix
constraints, respectively. This might be helpful in particular in connection with Overview and
Matrix constraints to check the way the sizes of the arrays are derived.

Options
Prints all the current optional parameters. It flags whether the argument is at its default choice,
whether you have set it or whether it is chosen by the solver (for example, options left on
‘AUTO’ setting after the solver has been called).

Note that the output data might not match your input exactly. The sparse matrices are typically
transposed, sorted and explicit zeros removed and in certain cases transformed as needed (for example,
matrices Qij and Qji are merged by nag_opt_handle_set_quadmatineq (e04rpc)).

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: fileid – Nag_FileID Input

On entry: the identifier associated with the file (or standard output) to be written to, as returned
by a call of nag_open_file (x04acc).

Constraint: fileid 	 0.

3: cmdstr – const char * Input

On entry: a command string which contains one or more keywords which identify the piece of
information about the handle to be printed. Keywords are case-insensitive and space tolerant.
Multiple keywords in cmdstr must be separated by commas or semicolons.

Constraint: cmdstr can only contain one or more of the following accepted keywords: overview,
objective, simple bounds, linear constraints bounds, linear constraints detailed, matrix constraints,
matrix constraints detailed, nonlinear constraints bounds, nonlinear constraints detailed,
multipliers sizes, options.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FILEID

On entry, fileid ¼ valueh i.
Constraint: fileid 	 0.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_STR_UNKNOWN

cmdstr does not contain any keywords or is empty.

Keyword number valueh i is not recognized.

Keyword number valueh i is not recognized, it is too long.

NE_WRITE_ERROR

An error occurred when writing to output.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_print (e04ryc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example shows the life-cycle of a handle of a typical (BMI-SDP) problem by printing the
overview of the handle in various stages of the problem formulation and after the solution is found. It is
also helpful to notice how a linear matrix inequality is extended with the bilinear term, see
nag_opt_handle_init (e04rac) and nag_opt_handle_set_quadmatineq (e04rpc) for further details.
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The problem is as follows:

minimize
x;y 2 R

y

subject to
1 x� 1 y
x� 1 3=4 0
y 0 16

0@ 1A � 0

x �xy
�xy 1

� �
� 0

x 	 0
�3 � y � 3

The solution is x ¼ 1=4, y ¼ �2.
Note that the matrix constraints need to be supplied in the form of equation (3) in
nag_opt_handle_set_quadmatineq (e04rpc), i.e.,Xn

i;j¼1
xixjQ

k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA:

Therefore the first constraint is defined by matrices

A1
0 ¼

�1 1 0
�3=4 0

�16

0@ 1A; A1
1 ¼

0 1 0
0 0

0

0@ 1A; A1
2 ¼

0 0 1
0 0

0

0@ 1A
and the second one by

A2
0 ¼

0 0
�1

� �
; A2

1 ¼
1 0

0

� �
; A2

2 empty; Q2
12 ¼

0 �1
0 0

� �
:

See also Section 10 in nag_opt_handle_init (e04rac) for links to further examples in the suite.

10.1 Program Text

/* nag_opt_handle_print (e04ryc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Demonstrate the life-cycle of a handle of a typical BMI-SDP problem
* by printing the evolution of the HANDLE in certain stages to
* the standard output.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

int main(void)
{

Integer exit_status = 0;
Integer dima, idblk, inform, nblk, nnzasum, nvar;
double a[6], bl[2], bu[2], cvec[2], rinfo[32], stats[32], x[2];
Integer icola[6], irowa[6], nnza[3], qi[1], qj[1];
void *h = 0;
/* Nag Types */
Nag_FileID fileid;
NagError fail;

printf("nag_opt_handle_print (e04ryc) Example Program Results\n\n");
fflush(stdout);
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/* Get Nag_FileID associated with the standard output by
* nag_open_file (x04aac). */

nag_open_file(NULL, 1, &fileid, NAGERR_DEFAULT);

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with 2 variables. */

nvar = 2;
nag_opt_handle_init(&h, nvar, NAGERR_DEFAULT);

/* Anything can be defined at this phase. */
printf("Freshly created handle\n");
fflush(stdout);
/* nag_opt_handle_print (e04ryc).
* Print information currently stored in the handle. */

nag_opt_handle_print(h, fileid, "Overview", NAGERR_DEFAULT);

/* nag_opt_handle_set_linobj (e04rec).
* Define linear objective (min y). */

cvec[0] = 0.0;
cvec[1] = 1.0;
nag_opt_handle_set_linobj(h, nvar, cvec, NAGERR_DEFAULT);

/* nag_opt_handle_set_simplebounds (e04rhc).
* Add simple bounds (x>=0, -3<=y<=3) to the problem formulation. */

bl[0] = 0.0;
bu[0] = 1.0e20;
bl[1] = -3.0;
bu[1] = 3.0;
nag_opt_handle_set_simplebounds(h, nvar, bl, bu, NAGERR_DEFAULT);

/* The simple bounds and the objective are set and cannot be changed. */
printf("\nHandle after definition of simple bounds and the objective\n");
fflush(stdout);
nag_opt_handle_print(h, fileid, "Overview,Objective,Simple Bounds",

NAGERR_DEFAULT);

/* Definition of the first (linear) matrix constraint
* ( 1 x-1 y )
* (x-1 3/4 0 ) >= 0
* ( y 0 16 )
* only upper triangles, thus we have matrices
* ( 1 -1 0 ) ( 0 1 0 ) ( 0 0 1 )
* A0 = -( 3/4 0 ), A1 = ( 0 0 ), A2 = ( 0 0 )
* ( 16 ) ( 0 ) ( 0 )
* Note: don’t forget the minus at A0 term! */

dima = 3;
nnzasum = 6;
nblk = 1;
idblk = 0;
/* A0 */
irowa[0] = 1;
icola[0] = 1;
a[0] = -1.0;
irowa[1] = 1;
icola[1] = 2;
a[1] = 1.0;
irowa[2] = 2;
icola[2] = 2;
a[2] = -0.75;
irowa[3] = 3;
icola[3] = 3;
a[3] = -16.0;
nnza[0] = 4;
/* A1 */
irowa[4] = 1;
icola[4] = 2;
a[4] = 1.0;
nnza[1] = 1;
/* A2 */
irowa[5] = 1;
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icola[5] = 3;
a[5] = 1.0;
nnza[2] = 1;
/* nag_opt_handle_set_linmatineq (e04rnc).
* Add a linear matrix inequality constraint to the problem formulation. */

nag_opt_handle_set_linmatineq(h, nvar, dima, nnza, nnzasum, irowa, icola,
a, nblk, NULL, &idblk, NAGERR_DEFAULT);

/* It is possible to add or extend existing matrix constraints. */
printf("\nHandle after definition of the 1st matrix constraint\n");
fflush(stdout);
nag_opt_handle_print(h, fileid, "Overview,Matrix Constraints",

NAGERR_DEFAULT);

/* Definition of the absolute term and linear part of BMI
* ( x -xy )
* (-xy 1 ) >= 0
* thus
* ( 0 0 ) ( 1 0 )
* A0 = -( 1 ), A1 = ( 0 ), A2 = zero
* Note: don’t forget the minus at A0 term! */

dima = 2;
nnzasum = 2;
nblk = 1;
idblk = 0;
/* A0 */
irowa[0] = 2;
icola[0] = 2;
a[0] = -1.0;
nnza[0] = 1;
/* A1 */
irowa[1] = 1;
icola[1] = 1;
a[1] = 1.0;
nnza[1] = 1;
/* A2 */
nnza[2] = 0;
/* nag_opt_handle_set_linmatineq (e04rnc).
* Add another linear matrix inequality which will be extended to BMI. */

nag_opt_handle_set_linmatineq(h, nvar, dima, nnza, nnzasum, irowa, icola,
a, nblk, NULL, &idblk, NAGERR_DEFAULT);

/* It is possible to add or extend existing matrix constraints. */
printf("\nHandle after partial definition of the 2nd matrix constraint\n");
fflush(stdout);
nag_opt_handle_print(h, fileid, "Matrix Constraints", NAGERR_DEFAULT);

/* Extending current matrix constraint (with IDBLK) by bilinear term
* ( 0 -1 )
* Q12 = ( 0 0 ). */

dima = 2;
nnzasum = 1;
nnza[0] = 1;
irowa[0] = 1;
icola[0] = 2;
a[0] = -1.0;
qi[0] = 1;
qj[0] = 2;
/* nag_opt_handle_set_quadmatineq (e04rpc).
* Add a bilinear matrix term. */

nag_opt_handle_set_quadmatineq(h, 1, qi, qj, dima, nnza, nnzasum, irowa,
icola, a, &idblk, NAGERR_DEFAULT);

/* The problem is completely defined. */
printf("\nHandle with the complete problem formulation\n");
fflush(stdout);
nag_opt_handle_print(h, fileid,

"Overview,Matrix Constraints,Multipliers Sizes",
NAGERR_DEFAULT);

nag_opt_handle_print(h, fileid, "Matrix Constraints Detailed",
NAGERR_DEFAULT);
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/* Set optional arguments of the solver by calling
* nag_opt_handle_opt_set (e04zmc). */

nag_opt_handle_opt_set(h, "Print Options = No", NAGERR_DEFAULT);
nag_opt_handle_opt_set(h, "Initial X = Automatic", NAGERR_DEFAULT);

/* Options can be printed even outside the solver. */
printf("\n");
fflush(stdout);
nag_opt_handle_print(h, fileid, "Options", NAGERR_DEFAULT);

/* Pass the handle to the solver
* nag_opt_handle_solve_pennon (e04svc). */

INIT_FAIL(fail);
nag_opt_handle_solve_pennon(h, nvar, x, 0, NULL, 0, NULL, 0, NULL, rinfo,

stats, &inform, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* After the solver finished. */
printf("\nProblem solved\n");
fflush(stdout);
nag_opt_handle_print(h, fileid, "Overview", NAGERR_DEFAULT);

/* Print the result. */
printf("\nFinal objective function = %f\n", rinfo[0]);
printf("Final x = [%f, %f].\n", x[0], x[1]);

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

nag_opt_handle_free(&h, NAGERR_DEFAULT);

END:
return exit_status;

}

10.2 Program Data

None.

10.3 Program Results

nag_opt_handle_print (e04ryc) Example Program Results

Freshly created handle
Overview

Status: Problem and option settings are editable.
No of variables: 2
Objective function: not defined yet
Simple bounds: not defined yet
Linear constraints: not defined yet
Nonlinear constraints: not defined yet
Matrix constraints: not defined yet

Handle after definition of simple bounds and the objective
Overview

Status: Problem and option settings are editable.
No of variables: 2
Objective function: linear
Simple bounds: defined
Linear constraints: not defined yet
Nonlinear constraints: not defined yet
Matrix constraints: not defined yet

Objective function
linear part
c( 2) = 1.00E+00,
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Simple bounds
0.000E+00 <= X_ 1

-3.000E+00 <= X_ 2 <= 3.000E+00

Handle after definition of the 1st matrix constraint
Overview

Status: Problem and option settings are editable.
No of variables: 2
Objective function: linear
Simple bounds: defined
Linear constraints: not defined yet
Nonlinear constraints: not defined yet
Matrix constraints: 1

Matrix constraints
IDblk = 1, size = 3 x 3, linear

Handle after partial definition of the 2nd matrix constraint
Matrix constraints

IDblk = 1, size = 3 x 3, linear
IDblk = 2, size = 2 x 2, linear

Handle with the complete problem formulation
Overview

Status: Problem and option settings are editable.
No of variables: 2
Objective function: linear
Simple bounds: defined
Linear constraints: not defined yet
Nonlinear constraints: not defined yet
Matrix constraints: 2

Matrix constraints
IDblk = 1, size = 3 x 3, linear
IDblk = 2, size = 2 x 2, polynomial of order 2

Lagrangian multipliers sizes
(Standard) multipliers U: 4 + 0 + 0
Matrix multipliers UA: 9

Matrix constraints (detailed)
Matrix inequality IDBLK = 1, dimension 3

multiindex k = 0
A_k( 1, 1) = -1.000E+00
A_k( 2, 1) = 1.000E+00
A_k( 2, 2) = -7.500E-01
A_k( 3, 3) = -1.600E+01

multiindex k = 1
A_k( 2, 1) = 1.000E+00

multiindex k = 2
A_k( 3, 1) = 1.000E+00

Matrix inequality IDBLK = 2, dimension 2
multiindex k = 0

A_k( 2, 2) = -1.000E+00

multiindex k = 1
A_k( 1, 1) = 1.000E+00

multiindex k = 1, 2
Q_k( 2, 1) = -1.000E+00

Option settings
Begin of Options

Outer Iteration Limit = 100 * d
Inner Iteration Limit = 100 * d
Infinite Bound Size = 1.00000E+20 * d
Initial X = Automatic * U
Initial U = Automatic * d
Initial P = Automatic * d
Hessian Density = Auto * d
Init Value P = 1.00000E+00 * d
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Init Value Pmat = 1.00000E+00 * d
Presolve Block Detect = Yes * d
Print File = 6 * d
Print Level = 2 * d
Print Options = No * U
Monitoring File = -1 * d
Monitoring Level = 4 * d
Monitor Frequency = 0 * d
Stats Time = No * d
P Min = 1.05367E-08 * d
Pmat Min = 1.05367E-08 * d
U Update Restriction = 5.00000E-01 * d
Umat Update Restriction = 3.00000E-01 * d
Preference = Speed * d
Transform Constraints = Auto * d
Dimacs Measures = Check * d
Stop Criteria = Soft * d
Stop Tolerance 1 = 1.00000E-06 * d
Stop Tolerance 2 = 1.00000E-07 * d
Stop Tolerance Feasibility = 1.00000E-07 * d
Linesearch Mode = Auto * d
Inner Stop Tolerance = 1.00000E-02 * d
Inner Stop Criteria = Heuristic * d
Task = Minimize * d
P Update Speed = 12 * d
Hessian Mode = Auto * d
Verify Derivatives = Auto * d
Time Limit = 1.00000E+06 * d

End of Options
E04SV, NLP-SDP Solver (Pennon)
------------------------------
Number of variables 2 [eliminated 0]

simple linear nonlin
(Standard) inequalities 3 0 0
(Standard) equalities 0 0
Matrix inequalities 1 1 [dense 2, sparse 0]

[max dimension 3]

--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
0 0.00000E+00 4.56E+00 1.23E-01 4.41E+01 1.00E+00 0
1 -3.01854E-01 1.21E-03 0.00E+00 1.89E+00 1.00E+00 7
2 -6.21230E-01 2.58E-03 0.00E+00 6.72E-01 4.65E-01 2
3 -2.11706E+00 4.31E-03 3.39E-02 6.07E-02 2.16E-01 5
4 -2.01852E+00 5.71E-03 6.05E-03 8.55E-03 1.01E-01 3
5 -2.00164E+00 3.36E-03 6.26E-04 1.02E-03 4.68E-02 2
6 -2.00022E+00 4.45E-03 8.37E-05 1.82E-04 2.18E-02 1
7 -2.00001E+00 4.73E-04 4.01E-06 3.96E-05 1.01E-02 1
8 -2.00000E+00 4.77E-06 2.25E-07 9.20E-06 4.71E-03 1
9 -2.00000E+00 4.52E-08 3.61E-08 2.14E-06 2.19E-03 1

10 -2.00000E+00 6.63E-09 3.19E-08 4.98E-07 1.02E-03 1
11 -2.00000E+00 8.80E-10 5.34E-09 1.16E-07 4.74E-04 1
12 -2.00000E+00 1.02E-10 5.41E-09 2.69E-08 2.21E-04 1

--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value -2.000000E+00
Relative precision 9.839057E-10
Optimality 1.019125E-10
Feasibility 5.406175E-09
Complementarity 2.693704E-08
Iteration counts

Outer iterations 12
Inner iterations 26
Linesearch steps 37

Evaluation counts
Augm. Lagr. values 50
Augm. Lagr. gradient 39
Augm. Lagr. hessian 26

--------------------------------------------------------------
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Problem solved
Overview

Status: Solver finished, only options can be changed.
No of variables: 2
Objective function: linear
Simple bounds: defined
Linear constraints: not defined
Nonlinear constraints: not defined
Matrix constraints: 2

Final objective function = -2.000000
Final x = [0.250000, -2.000000].
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NAG Library Function Document

nag_opt_handle_free (e04rzc)

1 Purpose

nag_opt_handle_free (e04rzc) is a part of the NAG optimization modelling suite. It is used to deallocate
the memory used within the problem handle and to destroy the handle itself.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_free (void **handle, NagError *fail)

3 Description

Each problem handle initialized by nag_opt_handle_init (e04rac) should be deallocated to avoid
memory leaks. Therefore nag_opt_handle_free (e04rzc) should be called on all the handles which are no
longer needed, typically after obtaining results from the solver. Please note that passing a handle which
has not been initialized by nag_opt_handle_init (e04rac) might cause unpredictable behaviour, including
a crash of your program. See nag_opt_handle_init (e04rac) for a generic description of the suite.

4 References

None.

5 Arguments

1: handle – void ** Input/Output

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed before the call to nag_opt_handle_free (e04rzc).

On exit: the handle is destroyed and set to 0.

2: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_free (e04rzc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_handle_init (e04rac) for links to all examples in the suite.
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NAG Library Function Document

nag_opt_handle_solve_ipopt (e04stc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm and to Section 12 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_opt_handle_solve_ipopt (e04stc), an interior point method optimization solver, based on the IPOPT
software package, is a solver for the NAG optimization modelling suite and is suitable for large scale
nonlinear programming (NLP) problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_solve_ipopt (void *handle,

void (*objfun)(Integer nvar, const double x[], double *fx,
Integer *inform, Nag_Comm *comm),

void (*objgrd)(Integer nvar, const double x[], Integer nnzfd,
double fdx[], Integer *inform, Nag_Comm *comm),

void (*confun)(Integer nvar, const double x[], Integer ncnln,
double gx[], Integer *inform, Nag_Comm *comm),

void (*congrd)(Integer nvar, const double x[], Integer nnzgd,
double gdx[], Integer *inform, Nag_Comm *comm),

void (*hess)(Integer nvar, const double x[], Integer ncnln, Integer idf,
double sigma, const double lambda[], Integer nnzh, double hx[],
Integer *inform, Nag_Comm *comm),

void (*mon)(Integer nvar, const double x[], Integer nnzu,
const double u[], Integer *inform, const double rinfo[],
const double stats[], Nag_Comm *comm),

Integer nvar, double x[], Integer nnzu, double u[], double rinfo[],
double stats[], Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_handle_solve_ipopt (e04stc) will typically be used for nonlinear programming problems (NLP)

minimize
x2Rn

f xð Þ ðaÞ
subject to lg � g xð Þ � ug ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð1Þ

where

n is the number of the decision variables,

mg is the number of the nonlinear constraints and g xð Þ, lg and ug are mg-dimensional vectors,

mB is the number of the linear constraints and B is a mB by n matrix, lB and uB are
mB-dimensional vectors,

there are n box constraints and lx and ux are n-dimensional vectors.
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The objective f xð Þ can be specified in a number of ways: nag_opt_handle_set_linobj (e04rec) for a
dense linear function, nag_opt_handle_set_quadobj (e04rfc) for a sparse linear or quadratic function and
nag_opt_handle_set_nlnobj (e04rgc) for a general nonlinear function. In the last case, objfun and
objgrd will be used to compute values and gradients of the objective function. Variable box bounds
lx; ux can be specified with nag_opt_handle_set_simplebounds (e04rhc). The special case of linear
constraints lB; B; uB is handled by nag_opt_handle_set_linconstr (e04rjc) while general nonlinear
constraints lg; g xð Þ; ug are specified by nag_opt_handle_set_nlnconstr (e04rkc) (both can be specified).
Again, in the last case, confun and congrd will be used to compute values and gradients of the
nonlinear constraint functions.

Finally, if the user is willing to calculate second derivatives, the sparsity structure of the second partial
derivatives of a nonlinear objective and/or of any nonlinear constraints is specified by
nag_opt_handle_set_nlnhess (e04rlc) while the values of these derivatives themselves will be computed
by user-supplied hess. While there is an option (see Hessian Mode) that forces internal approximation
of second derivatives, no such option exists for first derivatives which must be computed accurately. If
nag_opt_handle_set_nlnhess (e04rlc) has been called and hess is used to calculate values for second
derivatives, both the objective and all the constraints must be included; it is not possible to provide a
subset of these. If nag_opt_handle_set_nlnhess (e04rlc) is not called, then internal approximation of
second derivatives will take place.

3.1 Structure of the Lagrange Multipliers

For a problem consisting of n variable bounds, mB linear constraints and mg nonlinear constraints (as
specified in nvar, nclin and ncnln of nag_opt_handle_set_simplebounds (e04rhc), nag_opt_handle_
set_linconstr (e04rjc) and nag_opt_handle_set_nlnconstr (e04rkc), respectively), the number of
Lagrange mul t ip l i e r s , and consequen t ly the cor rec t va lue fo r nnzu , w i l l be
q ¼ 2 � nþ 2 �mB þ 2 �mg. The order these will be found in the u array is

z1L ; z1U ; z2L ; z2U . . . znL; znU ; �1L ; �1U ; �2L ; �2U . . .�mBL
; �mBU

; � mBþ1ð ÞL ; � mBþ1ð ÞU ; � mBþ2ð ÞL ; � mBþ2ð ÞU . . .

� mBþmgð Þ
L

; � mBþmgð Þ
U

where the L and U subscripts refer to lower and upper bounds, respectively, and the variable bound
constraint multipliers come first (if present, i.e., if nag_opt_handle_set_simplebounds (e04rhc) was
called), followed by the linear constraint multipliers (if present, i.e., if nag_opt_handle_set_linconstr
(e04rjc) was called) and the nonlinear constraint multipliers (if present, i.e., if nag_opt_handle_
set_nlnconstr (e04rkc) was called).

Significantly nonzero values for any of these, after the solver has terminated, indicates that the
corresponding constraint is active. Significance is judged in the first instance by the relative scale of any
value compared to the smallest among them.
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5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and the problem formulated by some of the functions nag_opt_handle_set_linobj (e04rec),
nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_nlnobj (e04rgc), nag_opt_handle_set_
simplebounds (e04rhc), nag_opt_handle_set_linconstr (e04rjc), nag_opt_handle_set_nlnconstr
(e04rkc) and nag_opt_handle_set_nlnhess (e04rlc). It must not be changed between calls to
the NAG optimization modelling suite.

2: objfun – function, supplied by the user External Function

objfun must calculate the value of the nonlinear objective function f xð Þ at a specified value of
the n-element vector of x variables. If there is no nonlinear objective (e.g., nag_opt_handle_
set_linobj (e04rec) or nag_opt_handle_set_quadobj (e04rfc) was called to define a linear or
quadratic objective function), objfun will never be called by nag_opt_handle_solve_ipopt
(e04stc) and may be NULLFN.

The specification of objfun is:

void objfun (Integer nvar, const double x[], double *fx,
Integer *inform, Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

2: x½nvar� – const double Input

On entry: the vector x of variable values at which the objective function is to be
evaluated.

3: fx – double * Output

On exit: the value of the objective function at x.

4: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from objfun. Specifically, if the value is negative then the value of fx will be discarded
and the solver will either attempt to find a different trial point or terminate immediately
with fail:code ¼ NE_USER_NAN (the same will happen if fx is Infinity or NaN);
otherwise, the solver will proceed normally.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_ipopt
(e04stc) you may allocate memory and initialize these pointers with various
quantities for use by objfun when called from nag_opt_handle_solve_ipopt
(e04stc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

3: objgrd – function, supplied by the user External Function

objgrd must calculate the values of the nonlinear objective function gradients
@f

@x
at a specified

value of the n-element vector of x variables. If there is no nonlinear objective (e.g.,
nag_opt_handle_set_linobj (e04rec) or nag_opt_handle_set_quadobj (e04rfc) was called to define
a linear or quadratic objective function), objgrd will never be called by nag_opt_handle_
solve_ipopt (e04stc) and may be NULLFN.

The specification of objgrd is:

void objgrd (Integer nvar, const double x[], Integer nnzfd,
double fdx[], Integer *inform, Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

2: x½nvar� – const double Input

On entry: the vector x of variable values at which the objective function gradient is to
be evaluated.

3: nnzfd – Integer Input

On entry: the number of nonzero elements in the sparse gradient vector of the objective
function, as was set in a previous call to nag_opt_handle_set_nlnobj (e04rgc).

4: fdx½nnzfd� – double Output

On exit: the values of the nonzero elements in the sparse gradient vector of the
objective function, in the order specified by idxfd in a previous call to

nag_opt_handle_set_nlnobj (e04rgc). fdx½i � 1� will be the gradient
@f

@xidxfd½i�1�
.

5: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from objgrd. Specifically, if the value is negative the solution of the current problem
will terminate immediately with fail:code ¼ NE_USER_NAN (the same will happen if
fdx contains Infinity or NaN); otherwise, computations will continue.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objgrd.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_ipopt
(e04stc) you may allocate memory and initialize these pointers with various
quantities for use by objgrd when called from nag_opt_handle_solve_ipopt
(e04stc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

4: confun – function, supplied by the user External Function

confun must calculate the values of the mg-element vector gi xð Þ of nonlinear constraint functions
at a specified value of the n-element vector of x variables. If no nonlinear constraints were
registered in this handle, confun will never be called by nag_opt_handle_solve_ipopt (e04stc)
and may be specified as NULLFN.

The specification of confun is:

void confun (Integer nvar, const double x[], Integer ncnln,
double gx[], Integer *inform, Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

2: x½nvar� – const double Input

On entry: the vector x of variable values at which the constraint functions are to be
evaluated.

3: ncnln – Integer Input

On entry: mg, the number of nonlinear constraints, as specified in an earlier call to
nag_opt_handle_set_nlnconstr (e04rkc).

4: gx½ncnln� – double Output

On exit: the mg values of the nonlinear constraint functions at x.

5: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from confun. Specifically, if the value is negative then the value of gx will be discarded
and the solver will either attempt to find a different trial point or terminate immediately
with fail:code ¼ NE_USER_NAN (the same will happen if gx contains Infinity or
NaN); otherwise, the solver will proceed normally.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_ipopt
(e04stc) you may allocate memory and initialize these pointers with various
quantities for use by confun when called from nag_opt_handle_solve_ipopt
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(e04stc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

5: congrd – function, supplied by the user External Function

congrd must calculate the nonzero values of the sparse Jacobian of the nonlinear constraint

functions
@gi
@x

at a specified value of the n-element vector of x variables. If there are no nonlinear

constraints (e.g., nag_opt_handle_set_nlnconstr (e04rkc) was never called with the same handle
or it was called with ncnln ¼ 0), congrd will never be called by nag_opt_handle_solve_ipopt
(e04stc) and may be specified as NULLFN.

The specification of congrd is:

void congrd (Integer nvar, const double x[], Integer nnzgd,
double gdx[], Integer *inform, Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

2: x½nvar� – const double Input

On entry: the vector x of variable values at which the Jacobian of the constraint
functions is to be evaluated.

3: nnzgd – Integer Input

On entry: is the number of nonzero elements in the sparse Jacobian of the constraint
functions, as was set in a previous call to nag_opt_handle_set_nlnconstr (e04rkc).

4: gdx½nnzgd� – double Output

On exit: the nonzero values of the Jacobian of the nonlinear constraints, in the order
specified by irowgd and icolgd in an earlier call to nag_opt_handle_set_nlnconstr

(e04rkc). gdx½i � 1� will be the gradient
@girowgd½i�1�
@xicolgd½i�1�

.

5: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from congrd. Specifically, if the value is negative the solution of the current problem
will terminate immediately with fail:code ¼ NE_USER_NAN (the same will happen if
gdx contains Infinity or NaN); otherwise, computations will continue.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to congrd.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_ipopt
(e04stc) you may allocate memory and initialize these pointers with various
quantities for use by congrd when called from nag_opt_handle_solve_ipopt
(e04stc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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6: hess – function, supplied by the user External Function

hess must calculate the nonzero values of one of a set of second derivative quantities:

the Hessian of the Lagrangian function �r2f þ
Xmg

i¼1
�ir2gi

the Hessian of the objective function r2f

the Hessian of the constraint functions r2gi

The value of argument idf determines which one of these is to be computed and this, in turn, is
determined by earlier calls to nag_opt_handle_set_nlnhess (e04rlc), when the nonzero sparsity
structure of these Hessians was registered. Please note that it is not possible to only supply a
subset of the Hessians (see fail:code ¼ NE_DERIV_ERRORS or NE_NULL_ARGUMENT). If
there were no calls to nag_opt_handle_set_nlnhess (e04rlc), hess will never be called by
nag_opt_handle_solve_ipopt (e04stc) and may be specified as NULLFN. In this case, the
Hessian of the Lagrangian will be approximated by a limited-memory quasi-Newton method (L-
BFGS).

The specification of hess is:

void hess (Integer nvar, const double x[], Integer ncnln, Integer idf,
double sigma, const double lambda[], Integer nnzh, double hx[],
Integer *inform, Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

2: x½nvar� – const double Input

On entry: the vector x of variable values at which the Hessian functions are to be
evaluated.

3: ncnln – Integer Input

On entry: mg, the number of nonlinear constraints, as specified in an earlier call to
nag_opt_handle_set_nlnconstr (e04rkc).

4: idf – Integer Input

On entry: specifies the quantities to be computed in hx.

idf ¼ �1
The values of the Hessian of the Lagrangian will be computed in hx. This will be
the case if nag_opt_handle_set_nlnhess (e04rlc) has been called with idf of the
same value.

idf ¼ 0
The values of the Hessian of the objective function will be computed in hx. This
will be the case if nag_opt_handle_set_nlnhess (e04rlc) has been called with idf
of the same value.

idf > 0
The values of the Hessian of the idfth constraint function will be computed in hx.
This will be the case if nag_opt_handle_set_nlnhess (e04rlc) has been called with
idf of the same value.

5: sigma – double Input

On entry: if idf ¼ �1, the value of the � quantity in the definition of the Hessian of the
Lagrangian. Otherwise, sigma should not be referenced.
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6: lambda½ncnln� – const double Input

On entry: if idf ¼ �1, the values of the �i quantities in the definition of the Hessian of
the Lagrangian. Otherwise, lambda should not be referenced.

7: nnzh – Integer Input

On entry: the number of nonzero elements in the Hessian to be computed.

8: hx½nnzh� – double Output

On exit: the nonzero values of the requested Hessian evaluated at x. For each value of
idf, the ordering of nonzeros must follow the sparsity structure registered in the handle
by earlier calls to nag_opt_handle_set_nlnhess (e04rlc) through the arguments irowh
and icolh.

9: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from hess. Specifically, if the value is negative the solution of the current problem will
terminate immediately with fail:code ¼ NE_USER_NAN (the same will happen if hx
contains Infinity or NaN); otherwise, computations will continue.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to hess.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_ipopt
(e04stc) you may allocate memory and initialize these pointers with various
quantities for use by hess when called from nag_opt_handle_solve_ipopt (e04stc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

7: mon – function, supplied by the user External Function

mon is provided to enable you to monitor the progress of the optimization. A facility is provided
to halt the optimization process if necessary, using parameter inform.

mon may be specified as NULLFN.

The specification of mon is:

void mon (Integer nvar, const double x[], Integer nnzu,
const double u[], Integer *inform, const double rinfo[],
const double stats[], Nag_Comm *comm)

1: nvar – Integer Input

On entry: n, the number of variables in the problem.

2: x½nvar� – const double Input

On entry: xi, the values of the decision variables x at the current iteration.

3: nnzu – Integer Input

On entry: the dimension of array u.
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4: u½nnzu� – const double Input

On entry: if nnzu > 0, u holds the values at the current iteration of Lagrange
multipliers (dual variables) for the constraints. See Section 3.1 for layout information.

5: inform – Integer * Input/Output

On entry: a non-negative value.

On exit: must be set to a value describing the action to be taken by the solver on return
from mon. Specifically, if the value is negative the solution of the current problem will
terminate immediately with fail:code ¼ NE_USER_STOP; otherwise, computations will
continue.

6: rinfo½32� – const double Input

On entry: error measures and various indicators at the end of the current iteration as
described in Section 9.1.

7: stats½32� – const double Input

On entry: solver statistics at the end of the current iteration as described in Section 9.1.

8: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to mon.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_handle_solve_ipopt
(e04stc) you may allocate memory and initialize these pointers with various
quantities for use by mon when called from nag_opt_handle_solve_ipopt (e04stc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

8: nvar – Integer Input

On entry: n, the number of variables in the problem. It must be unchanged from the value set
during the initialization of the handle by nag_opt_handle_init (e04rac).

9: x½nvar� – double Input/Output

On entry: x0, the initial estimates of the variables x.

On exit: the final values of the variables x.

10: nnzu – Integer Input

On entry: the number of Lagrange multipliers that are to be returned in array u.

If nnzu ¼ 0, u will not be referenced; otherwise it needs to match the dimension q as explained
in Section 3.1.

Constraints:

nnzu 	 0;
if nnzu > 0, nnzu ¼ q.

11: u½nnzu� – double Output

Note: if nnzu > 0, u holds Lagrange multipliers (dual variables) for the constraints. See
Section 3.1 for layout information. If nnzu ¼ 0, u will not be referenced and may be NULL.

On exit: the final value of Lagrange multipliers z; �.
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12: rinfo½32� – double Output

On exit: error measures and various indicators at the end of the final iteration as given in the
table below:

0 objective function value f xð Þ
1 constraint violation (primal infeasibility) (8)

2 dual infeasibility (7)

3 complementarity

4 Karush–Kuhn–Tucker error

13: stats½32� – double Output

On exit: solver statistics at the end of the final iteration as given in the table below:

0 number of the iterations

2 number of backtracking trial steps

3 number of Hessian evaluations

4 number of objective gradient evaluations

7 total wall clock time elapsed

18 number of objective function evaluations

19 number of constraint function evaluations

20 number of constraint Jacobian evaluations

14: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

A different solver from the suite has already been used. Initialize a new handle using
nag_opt_handle_init (e04rac).

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DERIV_ERRORS

Either all of the constraint and objective Hessian structures must be defined or none (in which
case, the Hessians will be approximated by a limited-memory quasi-Newton L-BFGS method).

On entry, a nonlinear objective function has been defined but no objective Hessian sparsity
structure has been defined through nag_opt_handle_set_nlnhess (e04rlc).
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On entry, a nonlinear constraint function has been defined but no constraint Hessian sparsity
structure has been defined through nag_opt_handle_set_nlnhess (e04rlc), for constraint number
valueh i.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, nnzu ¼ valueh i.
Constraint: nnzu ¼ valueh i or 0.
On entry, nnzu ¼ valueh i.
Constraint: no constraints present, so nnzu must be 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAYBE_INFEASIBLE

The solver detected an infeasible problem. The restoration phase converged to a point that is a
minimizer for the constraint violation (in the ‘1-norm), but is not feasible for the original
problem. This indicates that the problem may be infeasible (or at least that the algorithm is stuck
at a locally infeasible point). The returned point (the minimizer of the constraint violation) might
help you to find which constraint is causing the problem. If you believe that the NLP is feasible,
it might help to start the optimization from a different point.

NE_MAYBE_UNBOUNDED

The solver terminated due to diverging iterates. The max-norm of the iterates has become larger
than a preset value. This can happen if the problem is unbounded below and the iterates are
diverging.

NE_NO_IMPROVEMENT

The solver terminated after the search direction became too small. This indicates that the solver
is calculating very small step sizes and is making very little progress. This could happen if the
problem has been solved to the best numerical accuracy possible given the current NLP scaling.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_IMPLEMENTED

This routine is not available in this implementation.

NE_NULL_ARGUMENT

The problem requires the confun values. Please provide a proper confun function.

The problem requires the congrd derivatives. Please provide a proper congrd function.

The problem requires the hess derivatives. Either change the option Hessian Mode or provide a
proper hess function.

The problem requires the objfun values. Please provide a proper objfun function.
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The problem requires the objgrd derivatives. Please provide a proper objgrd function.

NE_PHASE

The problem is already being solved.

NE_REF_MATCH

The information supplied does not match with that previously stored.
On entry, nvar ¼ valueh i must match that given during initialization of the handle, i.e., valueh i.

NE_SETUP_ERROR

This solver does not support matrix inequality constraints.

NE_SUBPROBLEM

The solver terminated after an error in the step computation. This message is printed if the solver
is unable to compute a search direction, despite several attempts to modify the iteration matrix.
Usually, the value of the regularization parameter then becomes too large. One situation where
this can happen is when values in the Hessian are invalid (NaN or Infinity). You can check
whether this is true by using the Verify Derivatives option.

The solver terminated after failure in the restoration phase. This indicates that the restoration
phase failed to find a feasible point that was acceptable to the filter line search for the original
problem. This could happen if the problem is highly degenerate, does not satisfy the constraint
qualification, or if your NLP code provides incorrect derivative information.

The solver terminated after the maximum time allowed was exceeded. Maximum number of
seconds exceeded. Use option Time Limit to reset the limit.

The solver terminated due to an invalid option. Please contact NAG with details of the call to
nag_opt_handle_solve_ipopt (e04stc).

The solver terminated due to an invalid problem definition. Please contact NAG with details of
the call to nag_opt_handle_solve_ipopt (e04stc).

The solver terminated with not enough degrees of freedom. This indicates that your problem, as
specified, has too few degrees of freedom. This can happen if you have too many equality
constraints, or if you fix too many variables.

NE_TOO_MANY_ITER

Maximum number of iterations exceeded.

NE_USER_NAN

Invalid number detected in user function. Either inform was set to a negative value within the
user-supplied functions objfun, objgrd, confun, congrd or hess, or an Infinity or NaN was
detected in values returned from them.

NE_USER_STOP

User requested termination during a monitoring step. inform was set to a negative value in mon.

NW_NOT_CONVERGED

The solver reports NLP solved to acceptable level. This indicates that the algorithm did not
converge to the desired tolerances, but that it was able to obtain a point satisfying the acceptable
tolerance level. This may happen if the desired tolerances are too small for the current problem.

7 Accuracy

The accuracy of the solution is driven by optional parameter Stop Tolerance 1.
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If fail:code ¼ NE_NOERROR on the final exit, the returned point satisfies Karush–Kuhn–Tucker
(KKT) conditions to the requested accuracy (under the default settings close to

ffiffi
�
p

where � is the
machine precision) and thus it is a good estimate of a local solution. If fail:code ¼
NW_NOT_CONVERGED, some of the convergence conditions were not fully satisfied but the point
still seems to be a reasonable estimate and should be usable. Please refer to Section 11.1 and the
description of the particular options.

8 Parallelism and Performance

nag_opt_handle_solve_ipopt (e04stc) is not threaded in any implementation.

9 Further Comments

9.1 Description of the Printed Output

The solver can print information to give an overview of the problem and of the progress of the
computation. The output may be sent to two independent streams (files) which are set by optional
parameters Print File and Monitoring File. Optional parameters Print Level and Monitoring Level
determine the exposed level of detail. This allows, for example, the generation of a detailed log in a file
while the condensed information is displayed on the screen. This section also describes what kind of
information is made available to the monitoring function mon via rinfo and stats.

There are four sections printed to the primary output with the default settings (level 2): a derivative
check, a header, an iteration log and a summary. At higher levels more information will be printed,
including any internal IPOPT options that have been changed from their default values.

Derivative Check

If Verify Derivatives is set, then information will appear about any errors detected in the user-supplied
derivative functions objgrd, congrd or hess. It may look like this:

Starting derivative checker for first derivatives.

* grad_f[ 1] = -2.000000e+00 ~ 2.455000e+01 [ 1.081e+00]
* jac_g [ 1, 4] = 4.700969e+01 v ~ 5.200968e+01 [ 9.614e-02]
Starting derivative checker for second derivatives.

* obj_hess[ 1, 1] = 1.881000e+03 v ~ 1.882000e+03 [
5.314e-04]
* 1-th constr_hess[ 1, 3] = 2.988964e+00 v ~ -1.103543e-02 [

3.000e+00]

Derivative checker detected 3 error(s).

The first line indicates that the value for the partial derivative of the objective with respect to the first
variable as returned by objgrd (the first one printed) differs sufficiently from a finite difference
estimation derived from objfun (the second one printed). The number in square brackets is the relative
difference between these two numbers.

The second line reports on a discrepancy for the partial derivative of the first constraint with respect to
the fourth variable. If the indicator v is absent, the discrepancy refers to a component that had not been
included in the sparsity structure, in which case the nonzero structure of the derivatives should be
corrected. Mistakes in the first derivatives should be corrected before attempting to correct mistakes in
the second derivatives.

The third line reports on a discrepancy in a second derivative of the objective function, differentiated
with respect to the first variable, twice.

The fourth line reports on a discrepancy in a second derivative of the first constraint, differentiated with
respect to the first and third variables.

Header
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If Print Level 	 1, the header will contain statistics about the size of the problem how the solver sees
it, i.e., it reflects any changes imposed by preprocessing and problem transformations. The header may
look like:

Number of nonzeros in equality constraint Jacobian...: 4Number of
nonzeros in inequality constraint Jacobian.: 8Number of nonzeros in
Lagrangian Hessian.............: 10Total number of vari-
ables............................: 4 variables with
only lower bounds: 4 variables with lower and upper
bounds: 0 variables with only upper bounds:
0Total number of equality constraints.................: 1Total number
of inequality constraints...............: 2 inequality
constraints with only lower bounds: 2 inequality constraints with
lower and upper bounds: 0 inequality constraints with only upper
bounds: 0

It summarises what is known about the variables and the constraints. Simple bounds are set by
nag_opt_handle_set_simplebounds (e04rhc) and standard equalities and inequalities by nag_opt_han
dle_set_linconstr (e04rjc).

Iteration log

If Print Level ¼ 2, the status of each iteration is condensed to one line. The line shows:

iter The current iteration count. This includes regular iterations and iterations during
the restoration phase. If the algorithm is in the restoration phase, the letter r will
be appended to the iteration number. The iteration number 0 represents the
starting point. This quantity is also available as stats½0� of mon.

objective The unscaled objective value at the current point (given the current NLP scaling).
During the restoration phase, this value remains the unscaled objective value for
the original problem. This quantity is also available as rinfo½0� of mon.

inf_pr The unscaled constraint violation at the current point (given the current NLP
scaling). This quantity is the infinity-norm (max) of the (unscaled) constraints gi.
During the restoration phase, this value remains the constraint violation of the
original problem at the current point. This quantity is also available as rinfo½1� of
mon.

inf_du The scaled dual infeasibility at the current point (given the current NLP scaling).
This quantity measure the infinity-norm (max) of the internal dual infeasibility, �i
of Eq. (4a) in the implementation paper WÌchter and Biegler (2006), including
inequality constraints reformulated using slack variables and NLP scaling. During
the restoration phase, this is the value of the dual infeasibility for the restoration
phase problem. This quantity is also available as rinfo½2� of mon.

lg(mu) log10 of the value of the barrier parameter �. � itself is also available as rinfo½3�
of mon.

||d|| The infinity norm (max) of the primal step (for the original variables x and the
internal slack variables s). During the restoration phase, this value includes the
values of additional variables, p

�
and n

�
(see Eq. (30) in WÌchter and Biegler

(2006)). This quantity is also available as rinfo½4� of mon.

lg(rg) log10 of the value of the regularization term for the Hessian of the Lagrangian in
the augmented system (�w of Eq. (26) and Section 3.1 in WÌchter and Biegler
(2006)). A dash (–) indicates that no regularization was done. The regularization
term itself is also available as rinfo½5� of mon.

alpha_du The stepsize for the dual variables (�zk of Eq. (14c) in WÌchter and Biegler
(2006)). This quantity is also available as rinfo½6� of mon.

alpha_pr The stepsize for the primal variables (�k of Eq. (14a) in WÌchter and Biegler
(2006)). This quantity is also available as rinfo½7� of mon. The number is usually
followed by a character for additional diagnostic information regarding the step
acceptance criterion.
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ff-type iteration in the filter method without second order correction

Ff-type iteration in the filter method with second order correction

hh-type iteration in the filter method without second order correction

Hh-type iteration in the filter method with second order correction

kpenalty value unchanged in merit function method without second order
correction

Kpenalty value unchanged in merit function method with second order
correction

npenalty value updated in merit function method without second order
correction

Npenalty value updated in merit function method with second order
correction

RRestoration phase just started

win watchdog procedure

sstep accepted in soft restoration phase

t/Ttiny step accepted without line search

rsome previous iterate restored

ls The number of backtracking line search steps (does not include second order
correction steps). This quantity is also available as stats½1� of mon.

Note that the step acceptance mechanisms in IPOPT consider the barrier objective function (5) which is
usually different from the value reported in the objective column. Similarly, for the purposes of the
step acceptance, the constraint violation is measured for the internal problem formulation, which
includes slack variables for inequality constraints and potentially NLP scaling of the constraint
functions. This value, too, is usually different from the value reported in inf_pr. As a consequence, a
new iterate might have worse values both for the objective function and the constraint violation as
reported in the iteration output, seemingly contradicting globalization procedure.

Note that all these values are also available in rinfo½0�; . . . ; rinfo½7� and stats½0�; . . . ; stats½1�of the
monitoring function mon.

The output might look as follows:

iter objective inf_pr inf_du lg(mu) ||d|| lg(rg) alpha_du alpha_pr
ls

0 2.6603500e+05 1.55e+02 3.21e+01 -1.0 0.00e+00 - 0.00e+00 0.00e+00
0

1 1.5053889e+05 7.95e+01 1.43e+01 -1.0 1.16e+00 - 4.55e-01 1.00e+00f
1

2 8.9745785e+04 3.91e+01 6.45e+00 -1.0 3.07e+01 - 5.78e-03 1.00e+00f
1

3 3.9878595e+04 1.63e+01 3.47e+00 -1.0 5.19e+00 0.0 2.43e-01 1.00e
+00f 1

4 2.7780042e+04 1.08e+01 1.64e+00 -1.0 3.66e+01 - 7.24e-01 8.39e-01f
1

5 2.6194274e+04 1.01e+01 1.49e+00 -1.0 1.07e+01 - 1.00e+00 1.05e-01f
1

6 1.5422960e+04 4.75e+00 6.82e-01 -1.0 1.74e+01 - 1.00e+00 1.00e+00f
1

7 1.1975453e+04 3.14e+00 7.26e-01 -1.0 2.83e+01 - 1.00e+00 5.06e-01f
1

8 8.3508421e+03 1.34e+00 2.04e-01 -1.0 3.96e+01 - 9.27e-01 1.00e+00f
1

9 7.0657495e+03 4.85e-01 9.22e-02 -1.0 5.32e+01 - 1.00e+00 1.00e+00f
1
iter objective inf_pr inf_du lg(mu) ||d|| lg(rg) alpha_du alpha_pr

ls
10 6.8359393e+03 1.17e-01 1.28e-01 -1.7 4.69e+01 - 8.21e-01 1.00e+00h
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1
11 6.6508917e+03 1.52e-02 1.52e-02 -2.5 1.87e+01 - 1.00e+00 1.00e+00h

1
12 6.4123213e+03 8.77e-03 1.49e-01 -3.8 1.85e+01 - 7.49e-01 1.00e+00f

1
13 6.3157361e+03 4.33e-03 1.90e-03 -3.8 2.07e+01 - 1.00e+00 1.00e+00f

1
14 6.2989280e+03 1.12e-03 4.06e-04 -3.8 1.54e+01 - 1.00e+00 1.00e+00h

1
15 6.2996264e+03 9.90e-05 2.05e-04 -5.7 5.35e+00 - 9.63e-01 1.00e+00h

1
16 6.2998436e+03 0.00e+00 1.86e-07 -5.7 4.55e-01 - 1.00e+00 1.00e+00h

1
17 6.2998424e+03 0.00e+00 6.18e-12 -8.2 2.62e-03 - 1.00e+00 1.00e+00h

1

If Print Level > 2, each iteration produces significantly more detailed output comprising detailed error
measures and output from internal operations. The output is reasonably self-explanatory so it is not
featured here in detail.

Summary

Once the solver finishes, a detailed summary is produced if Print Level 	 1. An example is shown
below:

Number of Iterations....: 6

(scaled) (unscaled)
Objective...............: 7.8692659500479623e-01 6.2324586324379867e

+00
Dual infeasibility......: 7.9744615766675617e-10 6.3157735687207093e-09
Constraint violation....: 8.3555384833289281e-12 8.3555384833289281e-12
Complementarity.........: 0.0000000000000000e+00 0.0000000000000000e

+00
Overall NLP error.......: 7.9744615766675617e-10 6.3157735687207093e-09

Number of objective function evaluations = 7
Number of objective gradient evaluations = 7
Number of equality constraint evaluations = 7
Number of inequality constraint evaluations = 0
Number of equality constraint Jacobian evaluations = 7
Number of inequality constraint Jacobian evaluations = 0
Number of Lagrangian Hessian evaluations = 6
Total CPU secs in IPOPT (w/o function evaluations) = 0.724
Total CPU secs in NLP function evaluations = 0.343

EXIT: Optimal Solution Found.

It starts with the total number of iterations the algorithm went through. Then, five quantities are printed,
all evaluated at the termination point: the value of the objective function, the dual infeasibility, the
constraint violation, the complementarity and the NLP error.

This is followed by some statistics on the number of calls to user-supplied functions and CPU time
taken in user-supplied functions and the main algorithm. Lastly, status at exit is indicated by a short
message. Detailed timings of the algorithm are displayed only if Stats Time is set.

9.2 Additional Licensor

Parts of the code for nag_opt_handle_solve_ipopt (e04stc) are distributed according to terms imposed
by another licensor. Please refer to the list of Library licensors available on the NAG Website for
further details.
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10 Example

This example is based on Problem 73 in Hock and Schittkowski (1981) and involves the minimization
of the linear function

f xð Þ ¼ 24:55x1 þ 26:75x2 þ 39:00x3 þ 40:50x4

subject to the bounds

0 � x1;
0 � x2;
0 � x3;
0 � x4;

to the nonlinear constraint

12x1 þ 11:9x2 þ 41:8x3 þ 52:1x4 � 21� 1:645
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
0:28x21 þ 0:19x22 þ 20:5x23 þ 0:62x24

q
	 0

and the linear constraints

2:3x1 þ 5:6x2 þ 11:1x3 þ 1:3x4 	 5;
x1 þ x2 þ x3 þ x4 � 1 ¼ 0:

The initial point, which is infeasible, is

x0 ¼ 1; 1; 1; 1
� �T

and f x0ð Þ ¼ 130:8. The optimal solution (to five significant figures) is

x� ¼ 0:63552; 0:0; 0:31270; 0:051777ð ÞT;

10.1 Program Text

/* nag_opt_handle_solve_ipopt (e04stc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/*
* NLP example: Linear objective + Linear constraint + Non-Linear constraint
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagf16.h>
#include <nagx04.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer nvar, const double x[],
double *fx,
Integer *flag, Nag_Comm *comm);

static void NAG_CALL objgrd(Integer nvar, const double x[],
Integer nnzfd, double fdx[],
Integer *flag, Nag_Comm *comm);

static void NAG_CALL confun(Integer nvar, const double x[],
Integer ncnln, double gx[],
Integer *flag, Nag_Comm *comm);

static void NAG_CALL congrd(Integer nvar, const double x[],

e04 – Minimizing or Maximizing a Function e04stc

Mark 26 e04stc.17



Integer nnzgd, double gdx[],
Integer *flag, Nag_Comm *comm);

static void NAG_CALL hess(Integer nvar, const double x[],
Integer ncnln, Integer idf, double sigma,
const double lambda[], Integer nnzh, double hx[],
Integer *flag, Nag_Comm *comm);

static void NAG_CALL mon(Integer nvar, const double x[],
Integer nnzu, const double u[],
Integer *flag, const double rinfo[],
const double stats[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

#define BIGBND 1.0E40
/* Scalars */
double solve_timeout = 5.0;
Integer exit_status = 0, islinear;
Integer i, idlc, idx, j, nnzu, nvar, nclin, ncnln, nnzgd;

/* Arrays */
Integer iuser[2];
Integer idxfd[4] = {1,2,3,4};
double ruser[4] = {24.55, 26.75, 39.00, 40.50};
double rinfo[32], stats[32], *x = 0, *u = 0;
double bl[4] = {0,0,0,0};
double bu[4] = {BIGBND,BIGBND,BIGBND,BIGBND};
double linbl[2] = {5.0,1.0};
double linbu[2] = {BIGBND,1.0};
double nlnbl[1] = {21.0};
double nlnbu[1] = {BIGBND};
Integer irowb[8] = {1,1,1,1,2,2,2,2};
Integer icolb[8] = {1,2,3,4,1,2,3,4};
Integer irowgd[4] = {1,1,1,1};
Integer icolgd[4] = {1,2,3,4};
Integer irowh[10], icolh[10];
double b[8]= {2.3, 5.6, 11.1, 1.3, 1.0, 1.0, 1.0, 1.0};
char opt[80];
void *handle = 0;

/* Nag Types */
NagError fail;
Nag_Comm comm;
Nag_FileID nout, file_out, mon_out, umon_out;

/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 1, &nout, NAGERR_DEFAULT);

/* nag_write_line (x04bac).
* Write formatted record to external file
*/

nag_write_line(nout, "nag_opt_handle_solve_ipopt (e04stc) "
"Example Program Results");

nag_open_file("e04stc.out", 1, &file_out, NAGERR_DEFAULT);
nag_open_file("e04stc.mon", 1, &mon_out, NAGERR_DEFAULT);
nag_open_file("e04stc.umon", 1, &umon_out, NAGERR_DEFAULT);

for (islinear=0;islinear<=1;islinear++){
nnzu = 0;
nvar = 4;
/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables.
*/

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);
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sprintf(opt,"Infinite Bound Size = %e",BIGBND);
/* nag_opt_handle_opt_set (e04zmc).
* Set optional arguments of the solver
*/

nag_opt_handle_opt_set(handle, opt, NAGERR_DEFAULT);

nnzu += 2*nvar;
/* nag_opt_handle_set_simplebounds (e04rhc).
* Define bounds on the variables
*/

nag_opt_handle_set_simplebounds(handle, nvar, bl, bu, NAGERR_DEFAULT);

iuser[0] = islinear;
comm.iuser = iuser;
comm.user = ruser;
if (islinear==1) {

/* nag_opt_handle_set_linobj (e04rec).
* Define linear objective
*/

nag_opt_handle_set_linobj(handle, nvar, ruser, NAGERR_DEFAULT);
} else {

/* nag_opt_handle_set_nlnobj (e04rgc).
* Define non-linear objective
*/

nag_opt_handle_set_nlnobj(handle, nvar, idxfd, NAGERR_DEFAULT);
}
nclin = 2;
nnzu += 2*nclin;
idlc = 0;
/* nag_opt_handle_set_linconstr (e04rjc).
* Define a block of linear constraints
*/

nag_opt_handle_set_linconstr(handle, nclin, linbl, linbu, nclin*nvar,
irowb, icolb, b, &idlc, NAGERR_DEFAULT);

ncnln = 1;
/* dense gradients */
nnzgd = ncnln * nvar;
nnzu += 2*ncnln;
/* nag_opt_handle_set_nlnconstr (e04rkc).
* Define a block of nonlinear constraints
*/

nag_opt_handle_set_nlnconstr(handle, ncnln, nlnbl, nlnbu, nnzgd,
irowgd, icolgd, NAGERR_DEFAULT);

/* Define structure of the Hessian, dense upper triangle */
for(idx=0,i=1;i<=nvar;i++)

for(j=i;j<=nvar;j++,idx++){
icolh[idx] = j;
irowh[idx] = i;

}
/* nag_opt_handle_set_nlnhess (e04rlc).
* Define structure of Hessian of objective, constraints or the Lagrangian
*/

nag_opt_handle_set_nlnhess(handle, 1, idx, irowh, icolh, NAGERR_DEFAULT);
if (islinear!=1)

nag_opt_handle_set_nlnhess(handle, 0, idx, irowh, icolh, NAGERR_DEFAULT);
/* nag_opt_handle_print (e04ryc).

Print information about a problem
*/

nag_opt_handle_print(handle, nout, "Overview", NAGERR_DEFAULT);

if (!(x = NAG_ALLOC(nvar, double)) ||
!(u = NAG_ALLOC(nnzu, double))) {

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i=0;i<nvar;i++) x[i]=1.0;
iuser[1] = umon_out;
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sprintf(opt, "Monitoring File = %" NAG_IFMT, mon_out);
nag_opt_handle_opt_set(handle, opt, NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Monitoring Level = 3", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Outer Iteration Limit = 26",

NAGERR_DEFAULT);

sprintf(opt, "Print File = %" NAG_IFMT, file_out);
nag_opt_handle_opt_set(handle, opt, NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Print Level = 2", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Stop Tolerance 1 = 2.5e-8", NAGERR_DEFAULT);
nag_opt_handle_opt_set(handle, "Time Limit = 60", NAGERR_DEFAULT);

INIT_FAIL(fail);
/* nag_opt_handle_solve_ipopt (e04stc).
* Run Ipopt solver on a sparse nonlinear programming problem
*/

nag_opt_handle_solve_ipopt(handle, objfun, objgrd, confun, congrd, hess,
mon, nvar, x, nnzu, u, rinfo, stats, &comm,
&fail);

if (fail.code == NE_NOERROR) {
char msg[80];
nag_opt_handle_print(handle, nout, "Options", &fail);
nag_write_line(nout, "Variables");
for (i=0; i<nvar; i++) {

sprintf(msg, " x(%10" NAG_IFMT ")%17s=%20.6e", i+1, "", x[i]);
nag_write_line(nout, msg);

}
nag_write_line(nout, "Variable bound Lagrange multipliers");
for (i=0; i<nvar; i++) {

sprintf(msg, " zL(%10" NAG_IFMT ")%16s=%20.6e", i+1, "", u[2*i]);
nag_write_line(nout, msg);
sprintf(msg, " zU(%10" NAG_IFMT ")%16s=%20.6e", i+1, "", u[2*i+1]);
nag_write_line(nout, msg);

}
nag_write_line(nout, "Linear constraints Lagrange multipliers");
for (i=0;i<nclin;i++) {

sprintf(msg, " l+(%10" NAG_IFMT ")%16s=%20.6e", i+1, "",
u[2*nvar+2*i]);

nag_write_line(nout,msg);
sprintf(msg, " l-(%10" NAG_IFMT ")%16s=%20.6e", i+1, "",

u[2*nvar+2*i+1]);
nag_write_line(nout, msg);

}
nag_write_line(nout, "Nonlinear constraints Lagrange multipliers");
for (i=0;i<ncnln;i++) {

sprintf(msg, " l+(%10" NAG_IFMT ")%16s=%20.6e", i+1, "",
u[2*(nvar+nclin)+2*i]);

nag_write_line(nout, msg);
sprintf(msg, " l-(%10" NAG_IFMT ")%16s=%20.6e", i+1, "",

u[2*(nvar+nclin)+2*i+1]);
nag_write_line(nout, msg);

}
sprintf(msg, "\nAt solution, Objective minimum =%20.7e", rinfo[0]);
nag_write_line(nout, msg);
sprintf(msg, " Constraint violation =%20.2e", rinfo[1]);
nag_write_line(nout, msg);
sprintf(msg, " Dual infeasibility =%20.2e", rinfo[2]);
nag_write_line(nout, msg);
sprintf(msg, " Complementarity =%20.2e", rinfo[3]);
nag_write_line(nout, msg);
sprintf(msg, " KKT error =%20.2e", rinfo[4]);
nag_write_line(nout, msg);
if (stats[7] < solve_timeout)

sprintf(msg, "Solved in allotted time limit");
else

sprintf(msg, "Solution took %6.2f sec, which is longer than expected",
stats[7]);

nag_write_line(nout, msg);
sprintf(msg, " after iterations :%11.0f",

stats[0]);
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nag_write_line(nout, msg);
sprintf(msg, " after objective evaluations :%11.0f",

stats[18]);
nag_write_line(nout, msg);
sprintf(msg, " after objective gradient evaluations :%11.0f",

stats[4]);
nag_write_line(nout, msg);
sprintf(msg, " after constraint evaluations :%11.0f",

stats[19]);
nag_write_line(nout, msg);
sprintf(msg, " after constraint gradient evaluations :%11.0f",

stats[20]);
nag_write_line(nout, msg);
sprintf(msg, " after hessian evaluations :%11.0f",

stats[3]);
nag_write_line(nout, msg);
nag_opt_handle_print(handle, nout, "Overview", NAGERR_DEFAULT);
nag_write_line(nout,

"-----------------------------------------------------");
} else {

printf("Error from nag_opt_handle_solve_ipopt (e04stc).\n%s\n",
fail.message);

exit_status = 1;
}
if (handle)

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory used
*/

nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(x);
NAG_FREE(u);

}

END:
return exit_status;

}

/* Subroutine */
#include <assert.h>

static void NAG_CALL objfun(Integer nvar, const double x[],
double *fx,
Integer *flag, Nag_Comm *comm)

{
*flag = 0;
/* nag_ddot (f16eac).
* Dot product of two vectors, allows scaling and accumulation
*/

nag_ddot(Nag_NoConj,4,1.0,x,1,0.0,comm->user,1,fx,NAGERR_DEFAULT);
assert (comm->iuser[0]!=1) ;

}
static void NAG_CALL objgrd(Integer nvar, const double x[],

Integer nnzfd, double fdx[],
Integer *flag, Nag_Comm *comm)

{
*flag = 0;
/* nag_dge_copy (f16qfc).
* Matrix copy, real rectangular matrix
*/

nag_dge_copy(Nag_ColMajor, Nag_NoTrans, nnzfd, 1, comm->user, nnzfd, fdx,
nnzfd, NAGERR_DEFAULT);

assert(comm->iuser[0]!=1);
}
static void NAG_CALL confun(Integer nvar, const double x[],

Integer ncnln, double gx[],
Integer *flag, Nag_Comm *comm)

{
*flag = 0;
gx[0]= 12.0*x[0] + 11.9*x[1] + 41.8*x[2] + 52.1*x[3] -

1.645*sqrt(.28*x[0]*x[0]+.19*x[1]*x[1]+20.5*x[2]*x[2]+.62*x[3]*x[3]);
}
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static void NAG_CALL congrd(Integer nvar, const double x[],
Integer nnzgd, double gdx[],
Integer *flag, Nag_Comm *comm)

{
double tmp;
*flag = 0;
tmp = sqrt(0.62*x[3]*x[3]+20.5*x[2]*x[2]+0.19*x[1]*x[1]+0.28*x[0]*x[0]);
gdx[0] = (12.0*tmp-0.4606*x[0])/tmp;
gdx[1] = (11.9*tmp-0.31255*x[1])/tmp;
gdx[2] = (41.8*tmp-33.7225*x[2])/tmp;
gdx[3] = (52.1*tmp-1.0199*x[3])/tmp;

}
static void NAG_CALL hess(Integer nvar, const double x[], Integer ncnln,

Integer idf, double sigma, const double lambda[],
Integer nnzh, double hx[],
Integer *flag, Nag_Comm *comm)

{
double tmp;
*flag = 0;
/* nag_dload (f16fbc).
* Broadcast scalar into real vector
*/

nag_dload(nnzh, 0.0, hx, 1, NAGERR_DEFAULT);

if (idf==0) return; /* objective is linear */
tmp = sqrt(0.62*x[3]*x[3] + 20.5*x[2]*x[2] + 0.19*x[1]*x[1]

+ 0.28*x[0]*x[0]);
tmp = tmp*(x[3]*x[3] + 33.064516129032258064 *x[2]*x[2]

+ 0.30645161290322580645*x[1]*x[1]
+ 0.45161290322580645161*x[0]*x[0]);

/* Col 1 */
hx[0] = (-0.4606*x[3]*x[3] - 15.229516129032258064 *x[2]*x[2]

- 0.14115161290322580645*x[1]*x[1])/tmp;
hx[1] = (0.14115161290322580645*x[0]*x[1])/tmp;
hx[2] = (15.229516129032258064 *x[0]*x[2])/tmp;
hx[3] = (0.4606*x[0]*x[3])/tmp;
/* Col 2 */
hx[4] = (-0.31255*x[3]*x[3] - 10.334314516129032258 *x[2]*x[2]

- 0.14115161290322580645*x[0]*x[0])/tmp;
hx[5] = (10.334314516129032258*x[1]*x[2])/tmp;
hx[6] = (0.31255*x[1]*x[3])/tmp;
/* Col 3 */
hx[7] = (-33.7225*x[3]*x[3] - 10.334314516129032258*x[1]*x[1]

- 15.229516129032258065*x[0]*x[0])/tmp;
hx[8] = (33.7225*x[2]*x[3])/tmp;
/* Col 4 */
hx[9] = (-33.7225*x[2]*x[2] - 0.31255*x[1]*x[1] - 0.4606*x[0]*x[0])/tmp;
/* nag_daxpby (f16ecc).
* Real weighted vector addition
*/

if (idf==-1)
nag_daxpby(nnzh, 0.0, hx, 1, lambda[0], hx, 1, NAGERR_DEFAULT);

else
assert(idf == 1);

}
static void NAG_CALL mon(Integer nvar, const double x[],

Integer nnzu, const double u[],
Integer *flag, const double rinfo[],
const double stats[], Nag_Comm *comm)

{
Integer i;
char msg[80];
char fmt[80] = "%2" NAG_IFMT "%14.6e %2" NAG_IFMT "%14.6e ";

*flag = 0;
nag_write_line(comm->iuser[1], "Monitoring...");
nag_write_line(comm->iuser[1], " x[]");
for (i=0; i<nvar; i+=2) {

sprintf(msg, fmt, i, x[i], i+1, x[i+1]);
nag_write_line(comm->iuser[1], msg);

}
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nag_write_line(comm->iuser[1], " u[]");
for (i=0; i<nnzu; i+=2) {

sprintf(msg, fmt, i, u[i], i+1, u[i+1]);
nag_write_line(comm->iuser[1], msg);

}
nag_write_line(comm->iuser[1], " rinfo[31]");
for (i=0; i<32; i+=2) {

sprintf(msg, fmt, i, rinfo[i], i+1, rinfo[i+1]);
nag_write_line(comm->iuser[1], msg);

}
nag_write_line(comm->iuser[1], " stats[31]");
for (i=0; i<32; i+=2) {

sprintf(msg, fmt, i, stats[i], i+1, stats[i+1]);
nag_write_line(comm->iuser[1], msg);

}
}

10.2 Program Results

nag_opt_handle_solve_ipopt (e04stc) Example Program Results
Overview

Status: Problem and option settings are editable.
No of variables: 4
Objective function: nonlinear
Simple bounds: defined
Linear constraints: 2
Nonlinear constraints: 1
Matrix constraints: not defined yet

Option settings
Begin of Options

Outer Iteration Limit = 26 * U
Infinite Bound Size = 1.00000E+40 * U
Print File = 10 * U
Print Level = 2 * U
Monitoring File = 11 * U
Monitoring Level = 3 * U
Stats Time = No * d
Stop Tolerance 1 = 2.50000E-08 * U
Hessian Mode = Exact * S
Verify Derivatives = Yes * S
Time Limit = 6.00000E+01 * U

End of Options
Variables

x( 1) = 6.355216e-01
x( 2) = 2.066279e-10
x( 3) = 3.127019e-01
x( 4) = 5.177655e-02

Variable bound Lagrange multipliers
zL( 1) = 3.916168e-09
zU( 1) = 0.000000e+00
zL( 2) = 2.433326e-01
zU( 2) = 0.000000e+00
zL( 3) = 7.974843e-09
zU( 3) = 0.000000e+00
zL( 4) = 4.944607e-08
zU( 4) = 0.000000e+00

Linear constraints Lagrange multipliers
l+( 1) = 0.000000e+00
l-( 1) = 4.105411e-01
l+( 2) = 0.000000e+00
l-( 2) = 5.803551e-01

Nonlinear constraints Lagrange multipliers
l+( 1) = 0.000000e+00
l-( 1) = 1.837124e+01

At solution, Objective minimum = 2.9894378e+01
Constraint violation = 1.11e-16
Dual infeasibility = 6.72e-12
Complementarity = 2.56e-09
KKT error = 2.56e-09
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Solved in allotted time limit
after iterations : 8
after objective evaluations : 9
after objective gradient evaluations : 9
after constraint evaluations : 9
after constraint gradient evaluations : 9
after hessian evaluations : 8

Overview
Status: Solver finished, only options can be changed.
No of variables: 4
Objective function: nonlinear
Simple bounds: defined
Linear constraints: 2
Nonlinear constraints: 1
Matrix constraints: not defined

-----------------------------------------------------
Overview

Status: Problem and option settings are editable.
No of variables: 4
Objective function: linear
Simple bounds: defined
Linear constraints: 2
Nonlinear constraints: 1
Matrix constraints: not defined yet

Option settings
Begin of Options

Outer Iteration Limit = 26 * U
Infinite Bound Size = 1.00000E+40 * U
Print File = 10 * U
Print Level = 2 * U
Monitoring File = 11 * U
Monitoring Level = 3 * U
Stats Time = No * d
Stop Tolerance 1 = 2.50000E-08 * U
Hessian Mode = Exact * S
Verify Derivatives = Yes * S
Time Limit = 6.00000E+01 * U

End of Options
Variables

x( 1) = 6.355216e-01
x( 2) = 2.066279e-10
x( 3) = 3.127019e-01
x( 4) = 5.177655e-02

Variable bound Lagrange multipliers
zL( 1) = 3.916168e-09
zU( 1) = 0.000000e+00
zL( 2) = 2.433326e-01
zU( 2) = 0.000000e+00
zL( 3) = 7.974843e-09
zU( 3) = 0.000000e+00
zL( 4) = 4.944607e-08
zU( 4) = 0.000000e+00

Linear constraints Lagrange multipliers
l+( 1) = 0.000000e+00
l-( 1) = 4.105411e-01
l+( 2) = 0.000000e+00
l-( 2) = 5.803551e-01

Nonlinear constraints Lagrange multipliers
l+( 1) = 0.000000e+00
l-( 1) = 1.837124e+01

At solution, Objective minimum = 2.9894378e+01
Constraint violation = 1.11e-16
Dual infeasibility = 6.72e-12
Complementarity = 2.56e-09
KKT error = 2.56e-09

Solved in allotted time limit
after iterations : 8
after objective evaluations : 9
after objective gradient evaluations : 9
after constraint evaluations : 9
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after constraint gradient evaluations : 9
after hessian evaluations : 8

Overview
Status: Solver finished, only options can be changed.
No of variables: 4
Objective function: linear
Simple bounds: defined
Linear constraints: 2
Nonlinear constraints: 1
Matrix constraints: not defined

-----------------------------------------------------

11 Algorithmic Details

nag_opt_handle_solve_ipopt (e04stc) is an implementation of IPOPT (see WÌchter and Biegler (2006))
that is fully supported and maintained by NAG. It uses Harwell packages MA97 for the underlying
sparse linear algebra factorization and MC68 approximate minimum degree algorithm for the ordering.
Any issues relating to nag_opt_handle_solve_ipopt (e04stc) should be directed to NAG who assume all
responsibility for the nag_opt_handle_solve_ipopt (e04stc) function and its implementation.

In the remainder of this section, we repeat part of Section 2.1 of WÌchter and Biegler (2006).

To simplify notation, we describe the method for the problem formulation

minimize
x2Rn

f xð Þ ð2Þ

subject to g xð Þ ¼ 0 ð3Þ

x 	 0: ð4Þ
Range constraints of the form l � c xð Þ � u can be expressed in this formulation by introducing slack
variables xs 	 0, xt 	 0 (increasing n by 2) and defining new equality constraints
g x; xsð Þ � c xð Þ � l� xs ¼ 0 and g x; xtð Þ � u� c xð Þ � xt ¼ 0.

nag_opt_handle_solve_ipopt (e04stc), like the methods discussed in Williams and Lang (2013), Byrd et
al. (2000), Conn et al. (2000) and Fiacco and McCormick (1990), computes (approximate) solutions for
a sequence of barrier problems

minimize
x2Rn

’� xð Þf xð Þ � �
Xn
i¼1

ln x ið Þ� �
ð5Þ

subject to g xð Þ ¼ 0 ð6Þ

for a decreasing sequence of barrier parameters � converging to zero.

The algorithm may be interpreted as a homotopy method to the primal-dual equations,

rf xð Þ þ rg xð Þ�� z ¼ 0 ð7Þ

g xð Þ ¼ 0 ð8Þ

XZe� �e ¼ 0 ð9Þ

with the homotopy parameter �, which is driven to zero (see e.g., Byrd et al. (1997) and Gould et al.
(2001)). Here, Xdiag xð Þ for a vector x (similarly zdiag zð Þ, etc.), and e stands for the vector of all ones
for appropriate dimension, while � 2 R

m and z 2 R
n correspond to the Lagrange multipliers for the

equality constraints (3) and the bound constraints (4), respectively.

Note, that the equations (7), (8) and (9) for � ¼ 0 together with ‘x, z 	 0’ are the Karush–Kuhn–
Tucker (KKT) conditions for the original problem (2), (3) and (4). Those are the first order optimality
conditions for (2), (3) and (4) if constraint qualifications are satisfied (Conn et al. (2000)).

Starting from an initial point supplied in x, nag_opt_handle_solve_ipopt (e04stc) computes an
approximate solution to the barrier problem (5) and (6) for a fixed value of � (by default, 0:1), then
decreases the barrier parameter, and continues the solution of the next barrier problem from the
approximate solution of the previous one.
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A sophisticated overall termination criterion for the algorithm is used to overcome potential difficulties
when the Lagrange multipliers become large. This can happen, for example, when the gradients of the
active constraints are nearly linear dependent. The termination criterion is described in detail by
WÌchter and Biegler (2006) (also see below Section 11.1).

11.1 Stopping Criteria

Using the individual parts of the primal-dual equations (7), (8) and (9), we define the optimality error
for the barrier problem as

E� x; �; zð Þmax
rf xð Þ þ rg xð Þ�� zk k1

sd
; g xð Þk k1;

XZe� �ek k1
sc


 �
ð10Þ

with scaling parameters sd, sc 	 1 defined below (not to be confused with NLP scaling factors
described in Section 11.2). By E0 x; �; zð Þ we denote (10) with � ¼ 0; this measures the optimality error
for the original problem (2), (3) and (4). The overall algorithm terminates if an approximate solution
~x�; ~��; ~z�
� �

(including multiplier estimates) satisfying

E0 ~x�; ~��; ~z�
� �

� �tol ð11Þ

is found, where �tol > 0 is the user provided error tolerance in optional parameter Stop Tolerance 1.

Even if the original problem is well scaled, the multipliers � and z might become very large, for
example, when the gradients of the active constraints are (nearly) linearly dependent at a solution of (2),
(3) and (4). In this case, the algorithm might encounter numerical difficulties satisfying the unscaled
primal-dual equations (7), (8) and (9) to a tight tolerance. In order to adapt the termination criteria to
handle such circumstances, we choose the scaling factors

sdmax smax ;
�k k1 þ zk k1
mþ nð Þ


 �
=smax scmax smax ;

zk k1
n


 �
=smax

in (10). In this way, a component of the optimality error is scaled, whenever the average value of the
multipliers becomes larger than a fixed number smax 	 1 (smax ¼ 100 in our implementation). Also
note, in the case that the multipliers diverge, E0 x; �; zð Þ can only become small, if a Fritz John point for
(2), (3) and (4) is approached, or if the primal variables diverge as well.

11.2 Scaling the NLP

Ideally, the formulated problem should be scaled so that, near the solution, all function gradients
(objective and constraints), when nonzero, are of a similar order of a magnitude. nag_opt_handle_
solve_ipopt (e04stc) will compute automatic NLP scaling factors for the objective and constraint
functions (but not the decision variables) and apply them if large imbalances of scale are detected. This
rescaling is only computed at the starting point. References to scaled or unscaled objective or
constraints in Section 9.1 and Section 11 should be understood in this context.

12 Optional Parameters

Several optional parameters in nag_opt_handle_solve_ipopt (e04stc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_opt_handle_solve_ipopt (e04stc) these optional parameters have associated default values that are
appropriate for most problems. Therefore, you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The optional parameters can be changed by calling nag_opt_handle_opt_set (e04zmc) anytime between
the initialization of the handle by nag_opt_handle_init (e04rac) and the call to the solver. Modification
of the arguments during intermediate monitoring stops is not allowed. Once the solver finishes, the
optional parameters can be altered again for the next solve.
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If any options are set by the solver (typically those with the choice of AUTO), their value can be
retrieved by nag_opt_handle_opt_get (e04znc). If the solver is called again, any such arguments are
reset to their default values and the decision is made again.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Defaults

Hessian Mode

Infinite Bound Size

Monitoring File

Monitoring Level

Outer Iteration Limit

Print File

Print Level

Stats Time

Stop Tolerance 1

Time Limit

Verify Derivatives

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively.

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

All options accept the value DEFAULT to return single options to their default states.

Keywords and character values are case and white space insensitive.

Defaults

This special keyword may be used to reset all optional parameters to their default values. Any argument
value given with this keyword will be ignored.

Hessian Mode a Default ¼ AUTO

This argument specifies whether the Hessian will be supplied by the user (in hx) or approximated by
nag_opt_handle_solve_ipopt (e04stc) using a limited-memory quasi-Newton L-BFGS method. In the
AUTO setting, if no Hessian structure has been registered in the problem with a call to
nag_opt_handle_set_nlnhess (e04rlc), and there are explicitly nonlinear user-supplied functions, then
the Hessian will be approximated. Otherwise hess will be called if and only if any of
nag_opt_handle_set_nlnobj (e04rgc) or nag_opt_handle_set_nlnconstr (e04rkc) have been used to
define the problem. Approximating the Hessian is likely to require more iterations to achieve
convergence but will reduce the time spent in user-supplied functions.

Constraint: Hessian Mode ¼ AUTO, EXACT or APPROXIMATE.

Infinite Bound Size r Default ¼ 1020

This defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper bound
greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than or
equal to �bigbnd will be regarded as �1). Note that a modification of this optional parameter does not
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influence constraints which have already been defined; only the constraints formulated after the change
will be affected.

It also serves as a limit for the objective function to be considered unbounded (fail:code ¼
NE_MAYBE_UNBOUNDED).

Constraint: Infinite Bound Size 	 1000.

Monitoring File i Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc)) for the secondary
(monitoring) output. If set to �1, no secondary output is provided. The information output to this unit is
controlled by Monitoring Level.

Constraint: Monitoring File 	 �1.

Monitoring Level i Default ¼ 4

This argument sets the amount of information detail that will be printed by the solver to the secondary
output. The meaning of the levels is the same as with Print Level.

Constraint: 0 �Monitoring Level � 5.

Outer Iteration Limit i Default ¼ 100

The maximum number of iterations to be performed by nag_opt_handle_solve_ipopt (e04stc). Setting
the option too low might lead to fail:code ¼ NE_TOO_MANY_ITER.

Constraint: Outer Iteration Limit 	 0.

Print File i Default ¼ 6

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc), stdout as the default) for
the primary output of the solver. If Print File ¼ �1, the primary output is completely turned off
independently of other settings. The information output to this unit is controlled by Print Level.

Constraint: Print File 	 �1.

Print Level i Default ¼ 2

This argument defines how detailed information should be printed by the solver to the primary output.

i Output

0 No output from the solver (except a one-time banner)

1 Additionally, derivative check information, the Header and Summary.

2 Additionally, the Iteration log.

3, 4 Additionally, details of each iteration with scalar quantities printed.

5 Additionally, individual components of arrays are printed resulting in large output.

Constraint: 0 � Print Level � 5.

Stats Time a Default ¼ NO

This argument allows you to turn on timings of various parts of the algorithm to give a better overview
of where most of the time is spent. This might be helpful for a choice of different solving approaches.

Constraint: Stats Time ¼ YES or NO.
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Stop Tolerance 1 r Default ¼ max 10�6;
ffiffi
�
p� �

This option sets the value �tol which is used for optimality and complementarity tests from KKT
conditions See Section 11.1.

Constraint: Stop Tolerance 1 > �.

Time Limit r Default ¼ 106

A limit on seconds that the solver can use to solve one problem. If during the convergence check this
limit is exceeded, the solver will terminate with a corresponding error message.

Constraint: Time Limit > 0.

Verify Derivatives a Default ¼ AUTO

This argument specifies whether the function should perform numerical checks on the consistency of
the user-supplied functions. It is recommended that such checks are enabled when first developing the
formulation of the problem. Option AUTO will perform the checks unless it is determined that there are
no explicitly nonlinear user-supplied functions.

Constraint: Verify Derivatives ¼ AUTO, YES or NO.
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NAG Library Function Document

nag_opt_handle_solve_pennon (e04svc)

1 Purpose

nag_opt_handle_solve_pennon (e04svc) is a solver from the NAG optimization modelling suite for
problems such as, quadratic programming (QP), linear semidefinite programming (SDP) and
semidefinite programming with bilinear matrix inequalities (BMI-SDP).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_solve_pennon (void *handle, Integer nvar, double x[],
Integer nnzu, double u[], Integer nnzuc, double uc[], Integer nnzua,
double ua[], double rinfo[], double stats[], Integer *inform,
NagError *fail)

3 Description

nag_opt_handle_solve_pennon (e04svc) serves as a solver for compatible problems stored as a handle.
The handle points to an internal data structure which defines the problem and serves as means of
communication for functions in the suite. First, the problem handle is initialized by nag_opt_handle_init
(e04rac). Then some of the functions nag_opt_handle_set_linobj (e04rec), nag_opt_handle_set_quadobj
(e04rfc), nag_opt_handle_set_simplebounds (e04rhc), nag_opt_handle_set_linconstr (e04rjc), na
g_opt_handle_set_linmatineq (e04rnc) or nag_opt_handle_set_quadmatineq (e04rpc) may be used to
formulate the objective function, (standard) constraints and matrix constraints of the problem. Once the
problem is fully set, the handle may be passed to the solver. When the handle is not needed anymore,
nag_opt_handle_free (e04rzc) should be called to destroy it and deallocate the memory held within. See
nag_opt_handle_init (e04rac) for more details.

Problems which can be defined this way are, for example, (generally nonconvex) quadratic
programming (QP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ
subject to lB � Bx � uB ðbÞ

lx � x � ux; ðcÞ
ð1Þ

linear semidefinite programming problems (SDP)

minimize
x2Rn

cTx ðaÞ

subject to
Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux ðdÞ

ð2Þ

or semidefinite programming problems with bilinear matrix inequalities (BMI-SDP)

minimize
x2Rn

1
2x

THxþ cTx ðaÞ

subject to
Xn
i;j¼1

xixjQ
k
ij þ

Xn
i¼1
xiA

k
i �Ak

0 � 0; k ¼ 1; . . . ;mA ðbÞ

lB � Bx � uB ðcÞ
lx � x � ux: ðdÞ

ð3Þ

Here c, lx and ux are n-dimensional vectors, H is a symmetric n by n matrix, lB, uB are
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mB-dimensional vectors, B is a general mB by n rectangular matrix and Ak
i , Q

k
ij are symmetric

matrices. The expression S � 0 stands for a constraint on eigenvalues of a symmetric matrix S, namely,
all the eigenvalues should be non-negative, i.e., the matrix should be positive semidefinite. See relevant
functions of the suite for more details on the problem formulation.

The solver is based on a generalized Augmented Lagrangian method with a suitable choice of standard
and matrix penalty functions. For a detailed description of the algorithm see Section 11. Under standard
assumptions on the problem (Slater constraint qualification, boundedness of the objective function on
the feasible set, see Stingl (2006) for details) the algorithm converges to a local solution. In case of
convex problems such as linear SDP or convex QP, this is the global solution. The solver is suitable for
both small dense and large-scale sparse problems.

The algorithm behaviour and solver strategy can be modified by various optional parameters (see
Section 12) which can be set by nag_opt_handle_opt_set (e04zmc) and nag_opt_handle_opt_set_file
(e04zpc) anytime between the initialization of the handle by nag_opt_handle_init (e04rac) and a call to
the solver. Once the solver has finished, options may be modified for the next solve. The solver may be
called repeatedly with various starting points and/or optional parameters.

There are several optional parameters with a multiple choice where the default choice is AUTO (for
example, Hessian Density). This value means that the decision over the option is left to the solver
based on the structure of the problem. Option getter nag_opt_handle_opt_get (e04znc) can be called to
retrieve the choice of these options as well as on any other options.

Optional parameter Task may be used to switch the problem to maximization or to ignore the objective
function and find only a feasible point.

Optional parameter Monitor Frequency may be used to turn on the monitor mode of the solver. The
solver invoked in this mode pauses regularly even before the optimal point is found to allow monitoring
the progress from the calling program. All the important error measures and statistics are available in
the calling program which may terminate the solver early if desired (see argument inform).

3.1 Structure of the Lagrangian Multipliers

The algorithm works internally with estimates of both the decision variables, denoted by x, and the
Lagrangian multipliers (dual variables) for standard and matrix constraints, denoted by u and U ,
respectively. You may provide initial estimates, request approximations during the run (the monitor
mode turned on) and obtain the final values. The Lagrangian multipliers are split into two arrays, the
multipliers u for (standard) constraints are stored in array u and multipliers U for matrix constraints in
array ua. Both arrays need to conform to the structure of the constraints.

If the simple bounds were defined (nag_opt_handle_set_simplebounds (e04rhc) was successfully
called), the first 2n elements of u belong to the corresponding Lagrangian multipliers, interleaving a
multiplier for the lower and for the upper bound for each xi. If any of the bounds were set to infinity,
the corresponding Lagrangian multipliers are set to 0 and may be ignored.

Similarly, the following 2mB elements of u belong to multipliers for the linear constraints, if formulated
by nag_opt_handle_set_linconstr (e04rjc). The organization is the same, i.e., the multipliers for each
constraint for the lower and upper bounds are alternated and zeroes are used for any missing (infinite
bound) constraint.

A Lagrangian multiplier for a matrix constraint (one block) of dimension d by d is a dense symmetric
matrix of the same dimension. All multipliers U are stored next to each other in array ua in the same
order as the matrix constraints were defined by nag_opt_handle_set_linmatineq (e04rnc) and
nag_opt_handle_set_quadmatineq (e04rpc). The lower triangle of each is stored in the packed column
order (see Section 3.3.2 in the f07 Chapter Introduction). For example, if there are four matrix
constraints of dimensions 7, 3, 1, 1, the dimension of array ua should be 36. The first 28 elements
d1 � d1 þ 1ð Þ=2ð Þ belong to the packed lower triangle of U1, followed by six elements of U2 and one
element for each U3 and U4. See for example Section 10 in nag_opt_sdp_read_sdpa (e04rdc).
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3.2 Approximation of the Lagrangian Multipliers

By the nature of the algorithm, all inequality Lagrangian multiplier u; U are always kept positive during
the computational process. This applies even to Lagrangian multipliers of inactive constraints at the
solution. They will only be close to zero although they would normally be equal to zero exactly. This is
one of the major differences between results from solvers based on the active set method (such as
nag_opt_sparse_convex_qp_solve (e04nqc)) and others, such as, nag_opt_handle_solve_pennon
(e04svc) or interior point methods. As a consequence, the initial estimate of the multipliers (if
provided) might be adjusted by the solver to be sufficiently positive, also the estimates returned during
the intermediate exits might only be a very crude approximation to their final values as they do not
satisfy all the Karush–Kuhn–Tucker (KKT) conditions.

Another difference is that nag_opt_sparse_convex_qp_solve (e04nqc) merges multipliers for both lower
and upper inequality into one element whose sign determines the inequality because there can be at
most one active constraint and multiplier for the inactive is exact zero. Negative multipliers are
associated with the upper bounds and positive with the lower bounds. On the other hand, E04SVF
works with both multipliers at the same time so they are returned in two elements, one for the lower
bound, the other for the upper bound (see Section 3.1). An equivalent result can be achieved by
subtracting the upper bound multiplier from the lower one. This holds even when equalities are
interpreted as two inequalities (see optional parameter Transform Constraints).
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5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and the problem formulated by some of the functions nag_opt_handle_set_linobj (e04rec),
nag_opt_handle_set_quadobj (e04rfc), nag_opt_handle_set_simplebounds (e04rhc), nag_opt_han
dle_set_linconstr (e04rjc), nag_opt_handle_set_linmatineq (e04rnc) and nag_opt_handle_set_
quadmatineq (e04rpc). It must not be changed between the calls.

2: nvar – Integer Input

On entry: n, the number of decision variables x in the problem. It must be unchanged from the
value set during the initialization of the handle by nag_opt_handle_init (e04rac).

3: x½nvar� – double Input/Output

Note: intermediate stops take place only if Monitor Frequency > 0.
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On entry: if Initial X ¼ USER (the default), x0, the initial estimate of the variables x, otherwise
x need not be set.

On intermediate exit: the value of the variables x at the end of the current outer iteration.

On intermediate re-entry: the input is ignored.

On final exit: the final value of the variables x.

4: nnzu – Integer Input

On entry: the dimension of array u.

If nnzu ¼ 0, u will not be referenced; otherwise it needs to match the dimension of constraints
defined by nag_opt_handle_set_simplebounds (e04rhc) and nag_opt_handle_set_linconstr (e04rjc)
as explained in Section 3.1.

Constraint: nnzu 	 0.

5: u½nnzu� – double Input/Output

Note: intermediate stops take place only if Monitor Frequency > 0.

If nnzu > 0, u holds Lagrangian multipliers (dual variables) for (standard) constraints, i.e.,
simple bounds defined by nag_opt_handle_set_simplebounds (e04rhc) and a set of mB linear
constraints defined by nag_opt_handle_set_linconstr (e04rjc). Either their initial estimates,
intermediate approximations or final values, see Section 3.1.

If nnzu ¼ 0, u will not be referenced and may be NULL.

On entry: if Initial U ¼ USER (the default is AUTOMATIC), u0, the initial estimate of the
Lagrangian multipliers u, otherwise u need not be set.

On intermediate exit: the estimate of the multipliers u at the end of the current outer iteration.

On intermediate re-entry: the input is ignored.

On exit: the final value of multipliers u.

6: nnzuc – Integer Input

On entry: the dimension of array uc. If nnzuc ¼ 0, uc will not be referenced. This argument is
reserved for future releases of the NAG C Library which will allow definition of second order
cone constraints. It needs to be set to 0 at the moment.

Constraint: nnzuc ¼ 0.

7: uc½nnzuc� – double Input/Output

uc is reserved for future releases of the NAG C Library which will allow definition of second
order cone constraints. It is not referenced at the moment and may be NULL.

8: nnzua – Integer Input

On entry: the dimension of array ua. If nnzua ¼ 0, ua will not be referenced; otherwise it needs
to match the total number of nonzeros in all matrix Lagrangian multipliers (constraints defined by
nag_opt_handle_set_linmatineq (e04rnc) and nag_opt_handle_set_quadmatineq (e04rpc)) as
explained in Section 3.1.

Constraint: nnzua 	 0.

9: ua½nnzua� – double Input/Output

Note: intermediate stops take place only if Monitor Frequency > 0.

If nnzua > 0, ua holds the Lagrangian multipliers for matrix constraints defined by
nag_opt_handle_set_linmatineq (e04rnc) and nag_opt_handle_set_quadmatineq (e04rpc), see
Section 3.1.
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If nnzua ¼ 0, ua will not be referenced and may be NULL.

On entry: if Initial U ¼ USER (the default is AUTOMATIC), U0, the initial estimate of the
matrix Lagrangian multipliers U , otherwise ua need not be set.

On intermediate exit: the estimate of the matrix multipliers U at the end of the outer iteration.

On intermediate re-entry: the input is ignored.

On final exit: the final estimate of the multipliers U .

10: rinfo½32� – doubleOutput error measures and various indicators (see Section 11 for details) at the
end of the current (or final) outer iteration as given in the table below:

0 objective function value f xð Þ
1 optimality (12)

2 feasibility (13)

3 complementarity (14)

4 minimum penalty

5 relative precision (11)

6 relative duality gap (10)

7 precision f x‘
� �

� f x‘þ1
� �		 		

8 duality gap

9 minimum penalty for (standard) inequalities p

10 minimum penalty for matrix inequalities P

11 feasibility of equality constraints

12 feasibility of (standard) inequalities

13 feasibility of matrix inequalities

14 complementarity of equality constraints

15 complementarity of (standard) inequalities

16 complementarity of matrix inequalities

17–22 DIMACS error measures (16) (only if turned on by DIMACS Measures)

23–31 reserved for future use

11: stats½32� – double Output

On intermediate or final exit: solver statistics at the end of the current (or final) outer iteration as
given in the table below. Note that time statistics is provided only if Stats Time is set (the
default is NO), the measured time is returned in seconds.

0 number of the outer iterations

1 total number of the inner iterations

2 total number of the linesearch steps

3 number of evaluations of the augmented Lagrangian F ðÞ, (see (8))

4 number of evaluations of rF ðÞ

5 number of evaluations of r2F ðÞ
6 reserved for future use

7 total running time of the solver
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8 total running time of the solver without evaluations of the user's functions and
monitoring stops

9 time spent in the inner iterations

10 time spent in Lagrangian multipliers updates

11 time spent in penalty parameters updates

12 time spent in matrix feasibility computation

13 time of evaluations of F ðÞ
14 time of evaluations of rF ðÞ

15 time of evaluations of r2F ðÞ
16 time of factorizations of the Newton system

17 time of factorizations of the matrix constraints

18–31 reserved for future use

12: inform – Integer * Input/Output

Note: intermediate stops take place only if Monitor Frequency > 0.

On initial entry: no effect.

On intermediate exit: inform ¼ 1.

On intermediate re-entry: if set to 0, solving the current problem is terminated and the function
returns fail:code ¼ NE_USER_STOP; otherwise the routine continues.

On final exit: inform ¼ 0.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ALREADY_DEFINED

A different solver from the suite has already been used.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIM_MATCH

On entry, nnzu ¼ valueh i.
nnzu does not match the size of the Lagrangian multipliers for (standard) constraints.
The correct value is 0 for no (standard) constraints.

On entry, nnzu ¼ valueh i.
nnzu does not match the size of the Lagrangian multipliers for (standard) constraints.
The correct value is either 0 or valueh i.
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On entry, nnzua ¼ valueh i.
nnzua does not match the size of the Lagrangian multipliers for matrix constraints.
The correct value is 0 for no matrix constraints.

On entry, nnzua ¼ valueh i.
nnzua does not match the size of the Lagrangian multipliers for matrix constraints.
The correct value is either 0 or valueh i.
On entry, nnzuc ¼ valueh i.
nnzuc does not match the size of the Lagrangian multipliers for second order cone constraints.
The correct value is 0 for no such constraints.

NE_FAILED_START

The current starting point is unusable.

The starting point x0, either provided by the user (if Initial X ¼ USER, the default) or the
automatic estimate (if Initial X ¼ AUTOMATIC), must not be extremely infeasible in the matrix
constraints (infeasibility of order 106 and higher) and all the functions used in the problem
formulation must be evaluatable.

In the unlikely case this error is triggered, it is necessary to provide a better estimate of the
initial values.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INFEASIBLE

The problem was found to be infeasible during preprocessing.

One or more of the constraints (or its part after preprocessing) violates the constraints by more
than �feas (Stop Tolerance Feasibility).

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAYBE_INFEASIBLE

The problem seems to be infeasible, the algorithm was stopped.

Whilst the algorithm cannot definitively detect that the problem is infeasible, several indirect
indicators suggest that it might be the case.

NE_MAYBE_UNBOUNDED

The problem seems to be unbounded, the algorithm was stopped.

Whilst the algorithm cannot definitively detect that the problem is unbounded, several indirect
indicators (such as a rapid decrease in the objective function and a lack of convergence in the
inner subproblem) suggest that this might be the case. A good scaling of the objective function is
always highly recommended to avoid situations when unusual behavior triggers falsely this error
exit.

NE_NO_IMPROVEMENT

Unable to make progress, the algorithm was stopped.
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This error is returned if the solver cannot decrease the duality gap over a range of iterations.
This can be due to the scaling of the problem or the problem might be close to primal or dual
infeasibility.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REF_MATCH

On entry, nvar ¼ valueh i, expected value ¼ valueh i.
Constraint: nvar must match the value given during initialization of handle.

NE_SETUP_ERROR

This solver does not support general nonlinear objective and constraints.

NE_SUBPROBLEM

The inner subproblem could not be solved to the required accuracy.
Inner iteration limit has been reached.

The inner subproblem could not be solved to the required accuracy.
Limited progress in the inner subproblem triggered a stop (heuristic inner stop criteria).

The inner subproblem could not be solved to the required accuracy.
Line search or another internal component failed.

A problem with the convergence of the inner subproblem is typically a sign of numerical
difficulties of the whole algorithm. The inner subproblem might be stopped before reaching the
required accuracy because of the Inner Iteration Limit, a heuristic detected no progress in the
inner iterations (if Inner Stop Criteria ¼ HEURISTIC, default) or if an internal component
failed (for example, line search was unable to find a suitable step). The algorithm tries to
recover, however, it might give up after several attempts with one of these error messages. If it
occurs in the very early iterations, consider increasing Inner Stop Tolerance and possibly
Init Value P or Init Value Pmat which should ease the first iterations. An occurrence in later
iterations indicates numerical difficulties typically due to scaling and/or ill-conditioning or the
problem is close to infeasible. Reducing the tolerance on the stopping criteria or increasing
P Update Speed might be of limited help.

NE_TOO_MANY_ITER

Outer iteration limit has been reached.
The requested accuracy is not achieved.

If Outer Iteration Limit is left to the default, this error indicates numerical difficulties.
Consider whether the s topping tolerances (Stop Tolerance 1, Stop Tolerance 2,
Stop Tolerance Feasibility) are set too low or optional parameters affecting the behaviour of
the penalty updates (P Update Speed, P Min or Pmat Min) have been modified inadvisedly. The
iteration log should reveal more about the misbehaviour. Providing a different starting point
might be of help in certain situations.

NE_UNBOUNDED

The problem was found unbounded during preprocessing.

The objective function consists of an unrestricted ray and thus the problem does not have a
solution.

NE_USER_STOP

User requested termination during a monitoring step.
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NW_NOT_CONVERGED

The algorithm converged to a suboptimal solution.
The full accuracy was not achieved. The solution should still be usable.

This error may be reported only if Stop Criteria ¼ SOFT (default). The solver predicted that it
is unable to reach a better estimate of the solution. However, the error measures indicate that the
point is a reasonable approximation. Typically, only the norm of the gradient of the Lagrangian
(optimality) does not fully satisfy the requested tolerance whereas the others are well below the
tolerance.

Setting Stop Criteria ¼ STRICT will disallow this error but it is unlikely that the algorithm
would reach a better solution.

7 Accuracy

The accuracy of the solution is driven by optional parameters Stop Tolerance 1, Stop Tolerance 2,
Stop Tolerance Feasibility and Stop Criteria and in certain cases DIMACS Measures.

If fail:code ¼ NE_NOERROR on the final exit, the returned point satisfies Karush–Kuhn–Tucker
(KKT) conditions to the requested accuracy (under the default settings close to

ffiffi
�
p

) and thus it is a good
estimate of a local solution. If fail:code ¼ NW_NOT_CONVERGED, some of the convergence
conditions were not fully satisfied but the point still seems to be a reasonable estimate and should be
usable. Please refer to Section 11.2 and the description of the particular options.

8 Parallelism and Performance

nag_opt_handle_solve_pennon (e04svc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_opt_handle_solve_pennon (e04svc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Description of the Printed Output

The solver can print information to give an overview of the problem and of the progress of the
computation. The output may be send to two independent streams (files) which are set by optional
parameters Print File and Monitoring File. Optional parameters Print Level, Print Options and
Monitoring Level determine the exposed level of detail. This allows, for example, to generate a
detailed log in a file while the condensed information is displayed on the screen.

By default (Print File ¼ 6, Print Level ¼ 2), four sections are printed to the standard output: a header,
a list of options, an iteration log and a summary.

Header

The header contains statistics about the size of the problem as represented internally, i.e., it reflects any
changes imposed by preprocessing and problem transformations (see, for example,
Presolve Block Detect and Transform Constraints). The header may look like:

E04SV, NLP-SDP Solver (Pennon)
---------------------------------------------------------------------------
Number of variables 2 [eliminated 0]

simple linear nonlin
(Standard) inequalities 3 0 0
(Standard) equalities 0 0
Matrix inequalities 1 1 [dense 2, sparse 0]

[max dimension 3]

e04 – Minimizing or Maximizing a Function e04svc

Mark 26 e04svc.9



It shows the total number of variables and how many of them were eliminated (e.g., fixed by a simple
equality). A constraint with both a lower and an upper bound counts as 2 inequalities. Simple bounds
are set by nag_opt_handle_set_simplebounds (e04rhc), matrix inequalities by nag_opt_handle_set_lin
matineq (e04rnc) and nag_opt_handle_set_quadmatineq (e04rpc) and standard equalities and inequal-
ities by nag_opt_handle_set_linconstr (e04rjc). Note that matrix constraints of dimension 1 are
extracted and treated as (standard) inequalities as well. The header report concludes with the number of
matrix constraints factorized as dense and sparse matrices, together with the largest dimension of the
matrix inequalities.

Optional parameters list

The list shows all options of the solver, each displayed on one line. The line contains the option name,
its current value and an indicator for how it was set. The options left at their defaults are noted by (d),
the ones set by the user are noted by (U) and the options reset by the solver by (S). The solver will
automatically set options which are set to AUTO or options which are not possible to satisfy in the
given context (e.g., requesting DIMACS Measures for a nonlinear problem). Note that the output
format is compatible with the file format expected by nag_opt_handle_opt_set_file (e04zpc). The output
might look as follows:

Outer Iteration Limit = 20 * U
Stop Tolerance 1 = 1.00000E-06 * d
Stop Tolerance 2 = 1.00000E-07 * d
Hessian Density = Dense * S

Iteration log

If Print Level ¼ 2, the status of each major iteration is condensed to one line. The line shows the major
iteration number (0 represents the starting point), the current objective value, KKT measures
(optimality, feasibility and complementarity), minimal penalty and the number of inner iterations
performed. Note that all these values are also available in rinfo½0�; . . . ; rinfo½4� and stats½0�. The output
might look as follows:

-----------------------------------------------------------------
it | objective | optim | feas | compl | pen min | inner

-----------------------------------------------------------------
0 0.00000E+00 7.34E+00 1.23E-01 4.41E+01 1.00E+00 0
1 -3.01998E-01 2.54E-03 0.00E+00 1.89E+00 1.00E+00 6
2 -2.53008E+00 1.06E-03 1.30E-01 3.22E-01 3.17E-01 8
3 -2.08172E+00 6.52E-03 1.85E-02 4.54E-02 1.01E-01 7
4 -2.01060E+00 6.47E-03 4.10E-03 1.02E-02 3.19E-02 3

Occasionally, a one letter flag is printed at the end of the line indicating that the inner subproblem was
not solved to the required accuracy. The possibilities are M for maximum number of inner iterations, L

for difficulties in the line search and ! when a heuristic stop took place. Repeated troubles in the
subproblems may lead to fail:code ¼ NE_SUBPROBLEM. The output below had
Inner Iteration Limit ¼ 5 which was not enough in the first subproblem (first outer iteration).

----------------------------------------------------------------
it | objective | optim | feas | compl | pen min | inner

----------------------------------------------------------------
0 0.00000E+00 1.46E+03 5.01E+01 1.46E+03 6.40E+01 0
1 3.78981E+02 3.86E+01 0.00E+00 1.21E+04 6.40E+01 5 M
2 9.11724E+02 1.46E-02 0.00E+00 9.24E+02 4.45E+01 5

All KKT measures should normally converge to zero as the algorithm progresses and once the
requested accuracy (Stop Tolerance 2) is achieved, the solver stops. However, the convergence is not
necessarilly monotonic. The penalty parameters are decreased each major iteration which should
improve overall the feasibility of the problem. This also increases the ill-conditioning which might lead
to a higher number of inner iterations. A very high number of inner iterations usually signals numerical
difficulties. See Section 11 for the algorithmic details.

If Print Level > 2, each major iteration produces significantly more detailed output comprising detailed
error measures and output from every inner iteration. The output is self-explanatory so is not featured
here in detail.

Summary

Once the solver finishes, a detailed summary is produced. An example is shown below:
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--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value 2.300000E+01
Relative precision 5.873755E-09
Optimality 1.756062E-10
Feasibility 9.048738E-08
Complementarity 1.855566E-08
DIMACS error 1 8.780308E-11
DIMACS error 2 0.000000E+00
DIMACS error 3 0.000000E+00
DIMACS error 4 4.524369E-08
DIMACS error 5 4.065998E-10
DIMACS error 6 3.948012E-10
Iteration counts

Outer iterations 13
Inner iterations 82
Linesearch steps 95

Evaluation counts
Augm. Lagr. values 96
Augm. Lagr. gradient 96
Augm. Lagr. hessian 82

Timing
Total time 0 h 0 min 3 sec

Evaluations + monitoring 0.04 sec
Solver itself 3.09 sec

Inner minimization step 2.72 sec ( 87.1%)
Augm. Lagr. value 0.28 sec ( 9.0%)
Augm. Lagr. gradient 0.67 sec ( 21.6%)
Augm. Lagr. hessian 1.11 sec ( 35.4%)
system matr. factor. 0.64 sec ( 20.5%)
const. matr. factor. 0.40 sec ( 12.8%)

Multiplier update 0.01 sec ( 0.3%)
Penalty update 0.02 sec ( 0.5%)
Feasibility check 0.15 sec ( 4.7%)

--------------------------------------------------------------

It starts with the status line of the overall result which matches the fail value. It is followed by the final
objective value and the error measures (including DIMACS Measures if turned on). Iteration counters,
numbers of evaluations of the Augmented Lagrangian function and timing of the routine conclude the
section. The timing of the algorithm is displayed only if Stats Time is set.

10 Example

Semidefinite Programming has many applications in several fields of mathematics, such as,
combinatorial optimization, finance, statistics, control theory or structural optimization. However,
these applications seldom come in the form of (2) or (3). Usually a reformulation is needed or even a
relaxation is employed to achieve the desired formulation. This is also the case of the LovÄsz #
function computed in this example. See also Section 10 in nag_opt_handle_init (e04rac) for links to
further examples in the suite.

The LovÄsz # function (or also called # number) of an undirected graph G ¼ V ;Eð Þ is an important
quantity in combinatorial optimization. It gives an upper bound to Shannon capacity of the graph G and
is also related to the clique number and the chromatic number of the complement of G which are NP-
hard problems.

The # function can be expressed in various ways, here we use the following:

# Gð Þ ¼ minimize �max Hð Þ j H 2 S
n; sij ¼ 1 if i ¼ j or if ij =2 E

� 
where n ¼ Vj j and S

n denotes the space of real symmetric n by n matrices. This eigenvalue
optimization problem is easy to reformulate as an SDP problem by introducing an artificial variable t as
follows:
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minimize
t;H

t

subject to H � tI
H 2 S

n; sij ¼ 1 if i ¼ j or if ij =2 E:
Finally, this can be written as (2)) which is formulated in the example:

minimize
t;x

t

subject to tI þ
P
ij2E

xijEij � J � 0

where J is a matrix of all ones and Eij is a matrix of all zeros except i; jð Þ and j; ið Þ.
The example also demonstrates how to set the optional parameters and how to retrieve them.

The data file stores the Petersen graph whose # is 4.

10.1 Program Text

/* nag_opt_handle_solve_pennon (e04svc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Compute Lovasz theta number of the given graph G on the input
* via semidefinite programming as
* min {lambda_max(H) | H is nv x nv symmetric matrix where
* h_ij=1 if ij is not an edge or if i==j}
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagx04.h>

int main(void)
{

Integer exit_status = 0;
Integer i, idblk, idx, inform, ivalue, j, maxe, ne, nnzasum, nnzu,

nnzua, nnzuc, nv, nvar;
double rvalue, c[1], rinfo[32], stats[32], *a = 0, *x = 0;
Integer idxc[1], *icola = 0, *irowa = 0, *nnza = 0, *va = 0, *vb = 0;
char cvalue[41];
void *handle = 0;
/* Nag Types */
NagError fail;
Nag_VariableType optype;

printf("nag_opt_handle_solve_pennon (e04svc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the number of vertices and edges of the graph. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nv);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nv);
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &ne);
#else

scanf("%" NAG_IFMT "%*[^\n]", &ne);
#endif

if (!(va = NAG_ALLOC(ne, Integer)) || !(vb = NAG_ALLOC(ne, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in edges of the graph, accept only 1<=i<j<=nv. */
maxe = ne;
ne = 0;
for (idx = 0; idx < maxe; idx++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &i, &j);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &i, &j);

#endif
if (i >= 1 && i < j && j <= nv) {

va[ne] = i;
vb[ne] = j;
ne++;

}
}

/* Number of variables (same as edges in the graph plus one). */
nvar = ne + 1;

/* nag_opt_handle_init (e04rac).
* Initialize an empty problem handle with NVAR variables. */

nag_opt_handle_init(&handle, nvar, NAGERR_DEFAULT);

idxc[0] = 1;
c[0] = 1.0;
/* nag_opt_handle_set_quadobj (e04rfc).
* Add the quadratic objective to the handle. */

nag_opt_handle_set_quadobj(handle, 1, idxc, c, 0, NULL, NULL, NULL,
NAGERR_DEFAULT);

/* Generate matrix constraint as:
* sum_{ij is edge in G} x_ij*E_ij + t*I - J >=0
* where J is the all-ones matrix. Its dimension is the same
* as the number of vertices. */

/* Total number of nonzeros: */
nnzasum = ne + nv + (nv + 1) * nv / 2;
if (!(nnza = NAG_ALLOC(nvar + 1, Integer)) ||

!(irowa = NAG_ALLOC(nnzasum, Integer)) ||
!(icola = NAG_ALLOC(nnzasum, Integer)) ||
!(a = NAG_ALLOC(nnzasum, double)) || !(x = NAG_ALLOC(nvar, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* A_0 is all ones matrix. */
idx = 0;
nnza[0] = (nv + 1) * nv / 2;
for (i = 1; i <= nv; i++)

for (j = i; j <= nv; j++) {
irowa[idx] = i;
icola[idx] = j;
a[idx] = 1.0;
idx++;

}
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/* A_1 is the identity. */
nnza[1] = nv;
for (i = 1; i <= nv; i++) {

irowa[idx] = i;
icola[idx] = i;
a[idx] = 1.0;
idx++;

}
/* A_2, A_3, ..., A_{ne+1} match the E_ij matrices. */
for (i = 0; i < ne; i++) {

nnza[2 + i] = 1;
irowa[idx] = va[i];
icola[idx] = vb[i];
a[idx] = 1.0;
idx++;

}
idblk = 0;

/* nag_opt_handle_set_linconstr (e04rnc).
* Add the linear matrix constraint to the problem formulation. */

nag_opt_handle_set_linmatineq(handle, nvar, nv, nnza, nnzasum, irowa,
icola, a, 1, NULL, &idblk, NAGERR_DEFAULT);

/* nag_opt_handle_opt_set (e04zmc).
* Set optional arguments of the solver */

nag_opt_handle_opt_set(handle, "Initial X = Automatic", NAGERR_DEFAULT);

/* Pass the handle to the solver, we are not interested in
* Lagrangian multipliers. */

nnzu = 0;
nnzuc = 0;
nnzua = 0;
INIT_FAIL(fail);
/* nag_opt_handle_solve_pennon (e04svc). */
nag_opt_handle_solve_pennon(handle, nvar, x, nnzu, NULL, nnzuc, NULL,

nnzua, NULL, rinfo, stats, &inform, &fail);

if (fail.code == NE_NOERROR || fail.code == NW_NOT_CONVERGED) {
/* Retrieve some of the settings by calling
* nag_opt_handle_opt_get (e04znc). */

nag_opt_handle_opt_get(handle, "Hessian Density", &ivalue, &rvalue,
cvalue, 40, &optype, NAGERR_DEFAULT);

printf("The solver chose to use %s hessian", cvalue);
nag_opt_handle_opt_get(handle, "Linesearch Mode", &ivalue, &rvalue,

cvalue, 40, &optype, NAGERR_DEFAULT);
printf(" and %s as linesearch.\n", cvalue);
printf("Lovasz theta number of the given graph is %7.2f.\n", rinfo[0]);

}
else {

printf("Error from nag_opt_handle_solve_pennon (e04svc).\n%s\n",
fail.message);

exit_status = 1;
}

END:

/* nag_opt_handle_free (e04rzc).
* Destroy the problem handle and deallocate all the memory. */

if (handle)
nag_opt_handle_free(&handle, NAGERR_DEFAULT);

NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(icola);
NAG_FREE(irowa);
NAG_FREE(nnza);
NAG_FREE(va);
NAG_FREE(vb);
return exit_status;

}
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10.2 Program Data

nag_opt_handle_solve_pennon (e04svc) Example Program Data
10 : Number of vertices
15 : Number of edges
1 2 : List of edges, one per line,
2 3 : given as pairs i j of vertices (i<j)
3 4
4 5
1 5
1 6
2 7
3 8
4 9
5 10
6 8
6 9
7 9
7 10
8 10

10.3 Program Results

nag_opt_handle_solve_pennon (e04svc) Example Program Results

E04SV, NLP-SDP Solver (Pennon)
------------------------------
Number of variables 16 [eliminated 0]

simple linear nonlin
(Standard) inequalities 0 0 0
(Standard) equalities 0 0
Matrix inequalities 1 0 [dense 1, sparse 0]

[max dimension 10]

Begin of Options
Outer Iteration Limit = 100 * d
Inner Iteration Limit = 100 * d
Infinite Bound Size = 1.00000E+20 * d
Initial X = Automatic * U
Initial U = Automatic * d
Initial P = Automatic * d
Hessian Density = Dense * S
Init Value P = 1.00000E+00 * d
Init Value Pmat = 1.00000E+00 * d
Presolve Block Detect = Yes * d
Print File = 6 * d
Print Level = 2 * d
Print Options = Yes * d
Monitoring File = -1 * d
Monitoring Level = 4 * d
Monitor Frequency = 0 * d
Stats Time = No * d
P Min = 1.05367E-08 * d
Pmat Min = 1.05367E-08 * d
U Update Restriction = 5.00000E-01 * d
Umat Update Restriction = 3.00000E-01 * d
Preference = Speed * d
Transform Constraints = No * S
Dimacs Measures = Check * d
Stop Criteria = Soft * d
Stop Tolerance 1 = 1.00000E-06 * d
Stop Tolerance 2 = 1.00000E-07 * d
Stop Tolerance Feasibility = 1.00000E-07 * d
Linesearch Mode = Fullstep * S
Inner Stop Tolerance = 1.00000E-02 * d
Inner Stop Criteria = Heuristic * d
Task = Minimize * d
P Update Speed = 12 * d

End of Options
--------------------------------------------------------------
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it| objective | optim | feas | compl | pen min |inner
--------------------------------------------------------------

0 0.00000E+00 4.71E+01 1.00E+01 4.81E+01 1.60E+01 0
1 9.55399E+01 9.29E-03 0.00E+00 9.52E+01 1.60E+01 8
2 3.93849E+01 1.16E-03 0.00E+00 3.81E+01 6.63E+00 5
3 1.68392E+01 1.19E-02 0.00E+00 1.52E+01 2.75E+00 3
4 8.50544E+00 7.32E-04 0.00E+00 5.78E+00 1.14E+00 4
5 5.62254E+00 1.56E-02 0.00E+00 2.07E+00 4.72E-01 3
6 4.63348E+00 7.66E-03 0.00E+00 7.33E-01 1.96E-01 4
7 4.25322E+00 2.99E-03 0.00E+00 2.72E-01 8.11E-02 4
8 4.10154E+00 2.41E-03 0.00E+00 1.05E-01 3.36E-02 4
9 4.04076E+00 1.87E-03 0.00E+00 4.14E-02 1.39E-02 4

10 4.01631E+00 6.25E-03 0.00E+00 1.65E-02 5.77E-03 5
11 4.00656E+00 3.23E-03 0.00E+00 6.59E-03 2.39E-03 5
12 4.00263E+00 2.89E-03 0.00E+00 2.64E-03 9.91E-04 5
13 4.00106E+00 2.08E-03 0.00E+00 1.06E-03 4.11E-04 5
14 4.00042E+00 1.53E-03 0.00E+00 4.25E-04 1.70E-04 5

--------------------------------------------------------------
it| objective | optim | feas | compl | pen min |inner

--------------------------------------------------------------
15 4.00017E+00 1.30E-06 0.00E+00 1.70E-04 7.05E-05 6
16 4.00007E+00 7.48E-07 0.00E+00 6.82E-05 2.92E-05 6
17 4.00003E+00 3.20E-07 0.00E+00 2.73E-05 1.21E-05 6
18 4.00001E+00 1.31E-07 0.00E+00 1.10E-05 5.02E-06 6
19 4.00000E+00 5.15E-08 0.00E+00 4.39E-06 2.08E-06 6
20 4.00000E+00 1.92E-08 0.00E+00 1.76E-06 8.62E-07 6
21 4.00000E+00 7.06E-09 0.00E+00 7.05E-07 3.57E-07 6
22 4.00000E+00 1.98E-09 0.00E+00 2.82E-07 1.48E-07 6

--------------------------------------------------------------
Status: converged, an optimal solution found
--------------------------------------------------------------
Final objective value 4.000000E+00
Relative precision 8.450361E-08
Optimality 1.983580E-09
Feasibility 0.000000E+00
Complementarity 2.822749E-07
DIMACS error 1 9.917898E-10
DIMACS error 2 0.000000E+00
DIMACS error 3 0.000000E+00
DIMACS error 4 0.000000E+00
DIMACS error 5 3.202984E-08
DIMACS error 6 3.136387E-08
Iteration counts

Outer iterations 22
Inner iterations 112
Linesearch steps 308

Evaluation counts
Augm. Lagr. values 135
Augm. Lagr. gradient 135
Augm. Lagr. hessian 112

--------------------------------------------------------------
The solver chose to use DENSE hessian and FULLSTEP as linesearch.
Lovasz theta number of the given graph is 4.00.

11 Algorithmic Details

This section contains a description of the algorithm used in nag_opt_handle_solve_pennon (e04svc)
which is based on the implementation of the code called Pennon. For further details, see Kocõvara and
Stingl (2003), Stingl (2006) and Kocõvara and Stingl (2007).

For simplicity, we will use the following problem formulation; its connection to (SDP) and (BMI-SDP)
is easy to see:

minimize
x2Rn

f xð Þ
subject to gk xð Þ 	 0; k ¼ 1; 2; . . . ;mg

hk xð Þ ¼ 0; k ¼ 1; 2; . . . ;mh

Ak xð Þ � 0; k ¼ 1; 2; . . . ;mA;

ð4Þ
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where f , gk, hk are C2 functions from R
n to R and Ak is a C2 matrix function from R

n to S
mk . Here S

m

denotes the space of real symmetric matrices m�m and S 2 S
m, S � 0 stands for a constraint on

eigenvalues of S, namely the matrix S should be positive semidefinite. Furthermore, we define the inner
product on S

m by A;Bh i
S
m ¼ trace ABð Þ. The index S

m will be omitted whenever the dimension is clear
from the context. Finally, for � : Sm ! S

m and X;Y 2 S
m, D� X;Yð Þ denotes the directional derivative

of � with respect to X in direction Y .

11.1 Overview

The algorithm is based on a (generalized) augmented Lagrangian approach and on a suitable choice of
smooth penalty/barrier functions ’g : R! R for (standard) inequality constraints and ’A : R! R for
constraints on matrix eigenvalues. By means of ’A we define a penalty/barrier function for matrix
inequalities as follows.

Let A 2 S
m have an eigenvalue decomposition A ¼ ST�S where � ¼ diag �1; �2; . . . ; �mð ÞT. We define

matrix function �P : Sm ! S
m for P > 0 as

�P : A 7�!ST

P’A
�1
P

� �
0 � � � 0

0 P’A
�2
P

� �
� � � 0

..

. ..
. . .

. ..
.

0 0 � � � P’A
�m
P

� �
0BBB@

1CCCAS: ð5Þ

Both ’g and ’A satisfy a number of assumptions (see Kocõvara and Stingl (2003)) guaranteeing, in
particular, that for any p, P > 0

gk xð Þ 	 0 , p’g gk xð Þ=pð Þ 	 0; k ¼ 1; 2; . . . ;mg;
Ak xð Þ � 0 , �P Ak xð Þð Þ � 0; k ¼ 1; 2; . . . ;mA:

ð6Þ

Further in the text, we use simplified notation ’p �ð Þ ¼ p’g �=pð Þ.
Thus for any p, P > 0, problem (4) has the same solution as the following augmented problem

minimize
x2Rn

f xð Þ
subject to ’p gk xð Þð Þ 	 0; k ¼ 1; 2; . . . ;mg

hk xð Þ ¼ 0; k ¼ 1; 2; . . . ;mh

�P Ak xð Þð Þ � 0; k ¼ 1; 2; . . . ;mA:

ð7Þ

The Lagrangian of (7) can be viewed as a (generalized) augmented Lagrangian of (4):

F x; u; v; U; p; Pð Þ ¼ f xð Þ �
Xmg

k¼1
uk’p gk xð Þð Þ

þ
Xmh

k¼1
vkhk xð Þ

�
XmA

k¼1
Uk; �P Ak xð Þð Þh i;

ð8Þ

where u 2 R
mg , v 2 R

mh and U ¼ U1; . . . ; UmA
ð Þ, Uk 2 S

pk , k ¼ 1; . . . ;mA are Lagrange multipliers
associated with the (standard) inequalities and equalities and the matrix inequality constraints,
respectively.

The algorithm combines ideas of the (exterior) penalty and (interior) barrier methods with the
augmented Lagrangian method, it can be defined as follows:

Algorithm 1 (Outer Loop)Let x0, u0, v0 and U0 be given. Let p0 > 0, P 0 > 0, �0 > 0. For ‘ ¼ 0; 1; . . .
repeat until a stopping criteria or maximum number of iterations is reached:
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(i) Find x‘þ1, v‘þ1 satisfying

rxF x‘þ1; u‘; v‘þ1; U‘; p‘; P ‘
� ��� �� � �‘

h x‘þ1
� ��� �� � �‘ ð9Þ

(ii) Update Lagrangian multipliers

U‘þ1
k ¼ D�P Ak x‘þ1

� �
;U‘

k

� �
; k ¼ 1; 2; . . . ;mA

u‘þ1k ¼ u‘k’
0
g gk x

‘þ1� �
=p‘

� �
; k ¼ 1; 2; . . . ;mg

(iii) Update penalty parameters and inner problem stopping criteria

p‘þ1 < p‘; P ‘þ1 < P‘; �‘þ1 � �‘:
Step (i) of Algorithm 1, further referred as the inner problem, is the most time-consuming and thus the
choice of the solver for (9) is critical for the overall efficiency of the method. See Section 11.4 below.

The inequality Lagrangian multipliers update in step (ii) is motivated by the fact that if x‘þ1, v‘þ1 solve
(9) exactly in iteration ‘, we obtain

rxF x‘þ1; u‘þ1; v‘þ1; U‘þ1; p‘; P ‘
� �

¼ 0:

Details can be found, for example, in Stingl (2006).

In practise, numerical studies showed that it is not advantageous to do the full updates of multipliers u,
U . Firstly, big changes in the multipliers may lead to a large number of iterations in subsequent solution
of (9) and, secondly, the multipliers might become ill-conditioned after a few steps and the algorithm
suffers from numerical instabilities. To overcome these difficulties, a restricted update is performed
instead.

New Lagrangian multipliers for (standard) inequalities u‘þ1k , for k ¼ 1; 2; . . . ;mg are limited not to
violate the following bound

�g <
u‘þ1k

u‘k
<

1

�g

for a given 0 < �g < 1 (see U Update Restriction).

A similar strategy is applied to the matrix multipliers U‘þ1
k as well. For 0 < �A < 1 (see

Umat Update Restriction) set

Unew
k ¼ U‘þ1

k þ �A U‘
k � U‘þ1

k

� �
:

The penalty parameters p; P in step (iii) are updated by some constant factor dependent on the initial
penalty parameters p0; P 0 and P Update Speed. The update process is stopped when pmin and Pmin are
reached (see P Min, Pmat Min).

Additional details about the multiplier and penalty update strategies, as well as local and global
convergence properties under standard assumptions can be found in an extensive study Stingl (2006).

11.2 Stopping Criteria

Algorithm 1 is stopped when all the stopping criteria are satisfied to the requested accuracy, these are:

f x‘
� �

� F x‘; u‘; v‘; U‘; p‘; P ‘
� �		 		
1þ f x‘ð Þj j � �1; relative duality gapð Þ ð10Þ

f x‘
� �

� f x‘�1
� �		 		

1þ f x‘ð Þj j � �1; relative precisionð Þ ð11Þ

and these based on Karush–Kuhn–Tucker (KKT) error measures, to keep the notation simple,
formulation (4) is assumed and iteration index ‘ is dropped:
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rf xð Þ �
Xmg

k¼1
ukrgk xð Þ þ

Xmh

k¼1
vkrhk xð Þ �

XmA

k¼1
Uk;

@
@xi
Ak xð Þ

D Eh i
i¼1;...;n

�����
����� � �2; optimalityð Þ

ð12Þ

gk xð Þ 	 ��feas; hk xð Þj j � �feas; Ak xð Þ � ��feasI for all k; feasibilityð Þ ð13Þ

gk xð Þukj j � �2; hk xð Þvkj j � �2; Ak xð Þ; Ukh ij j � �2: complementarityð Þ ð14Þ
Here �1, �2, �feas may be set in the option settings as Stop Tolerance 1, Stop Tolerance 2 and
Stop Tolerance Feasibility, respectively.

Note that if Task ¼ FEASIBLE POINT, only the feasibility is taken into account.

There is an option for linear SDP problems to switch from stopping criteria based on the KKT
conditions to DIMACS Measures, see Mittelmann (2003). This is the default choice. To keep the
notation readable, these are defined here only for the following simpler formulation of linear SDP rather
than (2):

minimize
x2Rn

cTx

subject to A xð Þ ¼
Xn
i¼1
xiAi �A0 � 0:

ð15Þ

In this case the algorithm stops when:

Derr1 ¼ A� Uð Þ � ck k
1þ ck k

Derr2 ¼ max 0;
��min Uð Þ
1þ ck k

� �

Derr4 ¼ max 0;

��min

Xn
i¼1
xiAi �A0

 !
1þ A0k k

0BBBB@
1CCCCA

Derr5 ¼ A0; Uh i � cTx
1þ A0; Uh ij j þ cTx

Derr6 ¼

Xn
i¼1
xiAi �A0; U

* +
1þ A0; Uh ij j þ cTxj j

ð16Þ

where A� �ð Þ denote the adjoint operator to A �ð Þ, A� Uð Þ½ �i ¼ Ai; Uh i.
They can be viewed as a scaled version of the KKT conditions. Derr1 represents the (scaled) norm of
the gradient of the Lagrangian, Derr2 and Derr4 the dual and primal infeasibility, respectively, and Derr5
and Derr6 measure the duality gap and the complementary slackness. Note that in this solver Derr2 ¼ 0
by definition and Derr3 is automaticaly zero because the formulation involves slack variables which are
not used here.
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11.3 Choice of penalty functions ’g and ’A

To treat the (standard) inequality constraints gk xð Þ 	 0, we use the penalty/barrier function proposed by
Ben–Tal and Zibulevsky (1997):

’g �ð Þ ¼
�� þ 1

2�
2 if � � ��

� 1� ��ð Þ2log 1�2��þ�
1���

� �
� �� þ 1

2��
2 if � > �� ;



with default �� ¼ 1

2 .

The choice of ’A (and thus of �P ) is motivated by the complexity of the evaluation of �P and its
derivatives. If ’A is defined as

’A �ð Þ ¼ 1

1þ � � 1;

it is possible to avoid the explicit eigenvalue decomposition in (5) as it can be seen in the formulae
below (note that index k is omitted):

�P A xð Þð Þ ¼ P 2Z xð Þ � PI

@

@xi
�P A xð Þð Þ ¼ �P 2Z xð Þ@A xð Þ

@xi
Z xð Þ

@2

@xi@xj
�P A xð Þð Þ ¼ P 2Z xð Þ @A xð Þ

@xi
Z xð Þ@A xð Þ

@xj
� @

2A xð Þ
@xi@xj

þ @A xð Þ
@xj

Z xð Þ@A xð Þ
@xi

� �
Z xð Þ

ð17Þ

where

Z xð Þ ¼ A xð Þ þ PIð Þ�1: ð18Þ
For details follow Kocõvara and Stingl (2003). Note that, in particular, formula (17) requires nontrivial
computational resources even if careful handling of the sparsity of partial derivatives of A xð Þ is
implemented. nag_opt_handle_solve_pennon (e04svc) uses a set of strategies described in Fujisawa et
al. (1997) adapted for parallel computation.

11.4 Solution of the inner problem

This section describes solving of the inner problem (step (i) of Algorithm 1). We attempt to find an
approximate solution of the following system (in x and v) up to the given precision �:

rxF x; u; v; U; p; Pð Þ ¼ 0
h xð Þ ¼ 0

ð19Þ

where the penalty parameters p; P , as well as the Lagrangian multipliers u and U are fixed.

A linesearch SQP framework is used due to its desirable convergence properties. It can be stated as
follows.

Algorithm 2 (Inner Loop)Let x0, v0 be given (typically as the solution from the previous outer
iteration), p, P , u, U and � > 0 fixed. For ‘ ¼ 0; 1; . . .

(i) Find a descent direction d by solving

r2F x‘
� �

rh x‘
� �

rh x‘
� �T

0

� �
d
dv

� �
¼ � rF x‘

� �
h x‘
� �� �

ð20Þ

(ii) Find a suitable step length � and set

x‘þ1 ¼ x‘ þ �d
v‘þ1 ¼ v‘ þ �dv

(iii) Stop if Inner Iteration Limit is reached or if

rxF x‘þ1; u; v‘þ1; U; p; P
� ��� �� � �

h x‘þ1
� ��� �� � �:
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System (20) is solved by the factorization routine MA97 (see Hogg and Scott (2011), in combination
with an inertia correction strategy described in Stingl (2006). The step length selection is guided by
Linesearch Mode.

If there are no equality constraints in the problem, the unconstrained minimization in Step (i) of
Algorithm 1 simplifies to the modified Newton method with line-search (for details, see Kocõvara and
Stingl (2003)). Alternatively, the equality constraints hk xð Þ ¼ 0 can be converted to two inequalities
which would be treated with the remaining constraints (see Transform Constraints).

12 Optional Parameters

Several optional parameters in nag_opt_handle_solve_pennon (e04svc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_opt_handle_solve_pennon (e04svc) these optional parameters have associated default values that
are appropriate for most problems. Therefore, you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The optional parameters can be changed by calling nag_opt_handle_opt_set (e04zmc) anytime between
the initialization of the handle by nag_opt_handle_init (e04rac) and the call to the solver. Modification
of the arguments during intermediate monitoring stops is not allowed. Once the solver finishes, the
optional parameters can be altered again for the next solve.

If any options are set by the solver (typically those with the choice of AUTO), their value can be
retrieved by nag_opt_handle_opt_get (e04znc). If the solver is called again, any such arguments are
reset to their default values and the decision is made again.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Defaults

DIMACS Measures

Hessian Density

Infinite Bound Size

Initial P

Initial U

Initial X

Init Value P

Init Value Pmat

Inner Iteration Limit

Inner Stop Criteria

Inner Stop Tolerance

Linesearch Mode

List

Monitor Frequency

Monitoring File

Monitoring Level

Outer Iteration Limit

Pmat Min

P Min

Preference

Presolve Block Detect

Print File

Print Level
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Print Options

P Update Speed

Stats Time

Stop Criteria

Stop Tolerance 1

Stop Tolerance 2

Stop Tolerance Feasibility

Task

Transform Constraints

Umat Update Restriction

U Update Restriction

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

All options accept the value DEFAULT to return single options to their default states.

Keywords and character values are case and white space insensitive.

Defaults

This special keyword may be used to reset all optional parameters to their default values. Any argument
value given with this keyword will be ignored.

DIMACS Measures a Default ¼ CHECK

If the problem is a linear semidefinite programming problem, this argument specifies if DIMACS error
measures (see Section 11.2) should be computed and/or checked. In other cases, this option reverts to
NO automatically.

Constraint: DIMACS Measures ¼ COMPUTE, CHECK or NO.

Hessian Density a Default ¼ AUTO

This optional parameter guides the solver on how the Hessian matrix of augmented Lagrangian
F x; u; v; U; p; Pð Þ should be built. Option AUTO leaves the decision to the solver and it is the
recommended option. Setting it to DENSE bypasses the autodetection and the Hessian is always built as
a dense matrix. Option SPARSE instructs the solver to use a sparse storage and factorization of the
matrix if possible.

Constraint: Hessian Density ¼ AUTO, DENSE or SPARSE

Infinite Bound Size r Default ¼ 1020

This defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper bound
greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than or
equal to �bigbnd will be regarded as �1). Note that a modification of this optional parameter does not
influence constraints which have already been defined; only the constraints formulated after the change
will be affected.

Constraint: Infinite Bound Size 	 1000.
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Initial P a Default ¼ AUTOMATIC

This optional parameter defines the choice of the penalty optional parameters p0, P 0, see Algorithm 1.

Initial P ¼ AUTOMATIC
The penalty optional parameters are chosen automatically as set by optional parameter
Init Value P, Init Value Pmat and subject to automatic scaling. Note that P 0 might be
increased so that the penalty function �P ðÞ is defined for all matrix constraints at the starting
point.

Initial P ¼ KEEP PREVIOUS
The penalty optional parameters are kept from the previous run of the solver if possible. If not,
this options reverts to AUTOMATIC. Note that even if the matrix penalty optional parameters
are the same as in the previous run, they are still subject to a possible increase so that the penalty
function �P ðÞ is well defined at the starting point.

Constraint: Initial P ¼ AUTOMATIC or KEEP PREVIOUS.

Initial U a Default ¼ AUTOMATIC

This argument guides the solver on which initial Lagrangian multipliers are to be used.

Initial U ¼ AUTOMATIC
The Lagrangian multipliers are chosen automatically as set by automatic scaling.

Initial U ¼ USER
The values of arrays u and ua (if provided) are used as the initial Lagrangian multipliers subject
to automatic adjustments. If one or the other array is not provided, the choice for missing data is
as in AUTOMATIC.

Initial U ¼ KEEP PREVIOUS
The Lagrangian multipliers are kept from the previous run of the solver. If this option is set for
the first run or optional parameters change the approach of the solver, the choice automatically
reverts to AUTOMATIC. This might be useful if the solver is hot started, for example, to achieve
higher precision of the solution.

Constraint: Initial U ¼ AUTOMATIC, USER or KEEP PREVIOUS.

Initial X a Default ¼ USER

This argument guides which starting point x0 is to be used.

Initial X ¼ AUTOMATIC
The starting point is chosen automatically so that it satisfies simple bounds on the variables or as
a zero vector. Input of argument x is ignored.

Initial X ¼ USER
Initial values of argument x are used as a starting point.

Constraint: Initial X ¼ AUTOMATIC or USER.

Init Value P r Default ¼ 1:0

This argument defines the value p0, the initial penalty optional parameter for (standard) inequalities. A
low value of the penalty causes the solution of the inner problem to be closer to the feasible region and
thus to the desirable result. However, it also increases ill-conditioning of the system. It is not advisable
to set the penalty too low unless a good starting point is provided.

Constraint:
ffiffi
�4
p
� Init Value P � 104.

Init Value Pmat r Default ¼ 1:0

The value of this option suggests P 0, the initial penalty optional parameter for matrix inequalities. It is
similar to Init Value P (and the same advice applies), however, P 0 gets increased automatically if the
matrix constraints are more infeasible than the actual penalty optional parameter.
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Constraint:
ffiffi
�4
p
� Init Value Pmat � 104.

Inner Iteration Limit i Default ¼ 100

The maximum number of the inner iterations (Newton steps) to be performed by Algorithm 2 in each
outer iteration. Setting the option too low might lead to fail:code ¼ NE_SUBPROBLEM. Values higher
than 100 are unlikely to improve convergence.

Constraint: Inner Iteration Limit > 0.

Inner Stop Criteria a Default ¼ HEURISTIC

The precision � for the solution of the inner subproblem is determined in Algorithm 1 and under typical
circumstances Algorithm 2 is expected to reach this precision within the given Inner Iteration Limit.
If any problems are detected and Inner Stop Criteria ¼ HEURISTIC, Algorithm 2 is allowed to stop
before reaching the requested precision or the Inner Iteration Limit. This usually saves many
unfruitful iterations and the solver may recover in the following iterations. If you suspect that the
heuristic problem detection is not suitable for your problem, setting Inner Stop Criteria ¼ STRICT
disallows such behaviour.

Constraint: Inner Stop Criteria ¼ HEURISTIC or STRICT.

Inner Stop Tolerance r Default ¼ 10�2

This option sets the required precision �0 for the first inner problem solved by Algorithm 2. The
precison of the solution of the inner problem does not need to be very high in the first outer iterations
and it is automatically adjusted through the outer iterations to reach the optimality limit �2 in the last
one.

Setting �0 too restrictive (too low) causes an increase of the number of inner iterations needed in the
first outer iterations and might lead to fail:code ¼ NE_SUBPROBLEM. In certain cases it might be
helpful to use a more relaxed (higher) �0 and increase P Update Speed which should reduce the
number of inner iterations needed at the beginning of the computation in exchange for a possibly higher
number of the outer iterations.

Constraint: � < Inner Stop Tolerance � 103.

Linesearch Mode a Default ¼ AUTO

This controls the step size selection in Algorithm 2. If Linesearch Mode ¼ FULLSTEP (the default for
linear problems), unit steps are taken where possible and the step shortening takes place only to avoid
undefined regions for the matrix penalty function �P ðÞ (see (17)). This may be used for linear problems
but it is not recommended for any nonlinear ones. If Linesearch Mode ¼ ARMIJO, Armijo
backtracking l inesearch is used ins tead which is a fa i r ly bas ic l inesearch. If
Linesearch Mode ¼ GOLDSTEIN, a cubic safe guarded linesearch based on Goldstein condition is
employed, this is the recommended (and default) choice for nonlinear problems.

Constraint: Linesearch Mode ¼ AUTO, FULLSTEP, ARMIJO or GOLDSTEIN.

List a Default ¼ NO

This argument may be set to YES if you wish to turn on printing of each optional parameter
specification as it is supplied.

Constraint: List ¼ YES or NO

Monitor Frequency i Default ¼ 0

If Monitor Frequency > 0, the solver returns to you at the end of every ith outer iteration. During
these intermediate exits, the current point x and Lagrangian multipliers u, ua (if requested) are provided
as well as the statistics and error measures (rinfo, stats). Argument inform helps to distinguish
between intermediate and final exits and also allows immediate termination.

If Monitor Frequency ¼ 0, the solver stops only once on the final point and no intermediate exits are
made.
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Constraint: Monitor Frequency 	 0.

Monitoring File i Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc)) for the secondary
(monitoring) output. If set to �1, no secondary output is provided. The following information is output
to the unit:

– a listing of the optional parameters;

– problem statistics, the iteration log and the final status as set by Monitoring Level.

Constraint: Monitoring File 	 �1.

Monitoring Level i Default ¼ 4

This argument sets the amount of information detail that will be printed by the solver to the secondary
output. The meaning of the levels is the same as with Print Level.

Constraint: 0 �Monitoring Level � 5.

Outer Iteration Limit i Default ¼ 100

The maximum number of the outer iterations to be performed by Algorithm 1. If
Outer Iteration Limit ¼ 0, no iteration is performed, only quantities needed in the stopping criteria
are computed and returned in rinfo. This might be useful in connection with Initial X ¼ USER and
Initial U ¼ USER to check optimality of the given point. However, note that the rules for possible
modifications of the starting point still apply, see u and ua. Setting the option too low might lead to
fail:code ¼ NE_TOO_MANY_ITER.

Constraint: Outer Iteration Limit 	 0.

P Min r Default ¼
ffiffi
�
p

This controls pmin , the lowest possible penalty value p used for (standard) inequalities. In general, very
small values of the penalty optional parameters cause ill-conditioning which might lead to numerical
difficulties. On the other hand, very high pmin prevents the algorithm from reaching the requested
accuracy on the feasibility. Under normal circumstances, the default value is recommended.

Constraint: � � P Min � 10�2.

Pmat Min r Default ¼
ffiffi
�
p

This is an equivalent of P Min for the minimal matrix penalty optional parameter Pmin . The same
advice applies.

Constraint: � � Pmat Min � 10�2.

Preference a Default ¼ SPEED

This option affects how contributions from the matrix constraints (17) to the system Hessian matrix are
computed. The default option of Preference ¼ SPEED should be suitable in most cases. However,
dealing with matrix constraints of a very high dimension may cause noticable memory overhead and
switching to Preference ¼ MEMORY may be required.

Constraint: Preference ¼ SPEED or MEMORY.

Presolve Block Detect a Default ¼ YES

If Presolve Block Detect ¼ YES, the matrix constraints are checked during preprocessoring to
determine if they can be split into smaller independent ones, thus speeding up the solver.

Constraint: Presolve Block Detect ¼ YES or NO.
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Print File i Default ¼ 6

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If i 	 0, the Nag_FileID number (as returned from nag_open_file (x04acc), stdout as the default) for
the primary output of the solver. If Print File ¼ �1, the primary output is completely turned off
independently of other settings. The following information is output to the unit:

– a listing of optional parameters if set by Print Options;

– problem statistics, the iteration log and the final status from the solver as set by Print Level.

Constraint: Print File 	 �1.

Print Level i Default ¼ 2

This argument defines how detailed information should be printed by the solver to the primary output.

i Output

0 No output from the solver

1 Only the final status and the objective value

2 Problem statistics, one line per outer iteration showing the progress of the solution, final status
and statistics

3 As level 2 but detailed output of the outer iterations is provided and brief overview of the inner
iterations

4, 5 As level 3 but details of the inner iterations are printed as well

Constraint: 0 � Print Level � 5.

Print Options a Default ¼ YES

If Print Options ¼ YES, a listing of optional parameters will be printed to the primary output.

Constraint: Print Options ¼ YES or NO.

P Update Speed i Default ¼ 12

This option affects the rate at which the penalty optional parameters p; P are updated (Algorithm 1, step
(iii)) and thus indirectly influences the overall number of outer iterations. Its value can be interpretted
as the typical number of outer iterations needed to get from the initial penalty values p0, P 0 half-way to
the pmin and Pmin . Values smaller than 3 causes a very agressive penalty update strategy which might
lead to the increased number of inner iterations and possibly to numerical difficulties. On the other
hand, values higher than 15 produce a relatively conservative approach which leads to a higher number
of the outer iterations.

If the solver encounters difficulties on your problem, a higher value might help. If your problem is
working fine, setting a lower value might increase the speed.

Constraint: 1 � P Update Speed � 100.

Stats Time a Default ¼ NO

This argument turns on timings of various parts of the algorithm to give a better overview of where
most of the time is spent. This might be helpful for a choice of different solving approaches. It is
possible to choose between CPU and wall clock time. Choice YES is equivalent to wall clock.

Constraint: Stats Time ¼ YES, NO, CPU or WALL CLOCK.
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Stop Criteria a Default ¼ SOFT

If Stop Criteria ¼ SOFT, the solver is allowed to stop prematurely with a suboptimal solution,
fail:code ¼ NW_NOT_CONVERGED, if it predicts that a better estimate of the solution cannot be
reached. This is the recommended option.

Constraint: Stop Criteria ¼ SOFT or STRICT.

Stop Tolerance 1 r Default ¼ max 10�6;
ffiffi
�
p� �

This option defines �1 used as a tolerance for the relative duality gap (10) and the relative precision
(11), see Section 11.2.

Constraint: Stop Tolerance 1 > �.

Stop Tolerance 2 r Default ¼ max 10�7;
ffiffi
�
p� �

This option sets the value �2 which is used for optimality (12) and complementarity (14) tests from
KKT conditions or if DIMACS Measures ¼ Check for all DIMACS error measures instead. See
Section 11.2.

Constraint: Stop Tolerance 2 > �.

Stop Tolerance Feasibility r Default ¼ max 10�7;
ffiffi
�
p� �

This argument places an acceptance limit on the feasibility of the solution (13), �feas. See Section 11.2.

Constraint: Stop Tolerance Feasibility > �.

Task a Default ¼ MINIMIZE

This argument specifies the required direction of the optimization. If Task ¼ FEASIBLE POINT, the
objective function (if set) is ignored and the algorithm stops as soon as a feasible point is found with
respect to the given tolerance. If no objective function was set, Task reverts to FEASIBLE POINT
automatically.

Constraint: Task ¼ MINIMIZE, MAXIMIZE or FEASIBLE POINT.

Transform Constraints a Default ¼ AUTO

This argument controls how equal i ty const ra ints are t reated by the solver. I f
Transform Constraints ¼ EQUALITIES, all equality constraints hk xð Þ ¼ 0 from (4) are treated as
two inequalities hk xð Þ � 0 and hk xð Þ 	 0, see Section 11.4. This is the default and the only option in
this release for equality constrained problems.

Constraint: Transform Constraints ¼ AUTO, NO or EQUALITIES.

U Update Restriction r Default ¼ 0:5

This defines the value �g giving the bounds on the updates of Lagrangian multipliers for (standard)
inequalities between the outer iterations. Values close to 1 limit the changes of the multipliers and serve
as a kind of smoothing, lower values allow more significant changes.

Based on numerical experience, big variation in the multipliers may lead to a large number of iterations
in the subsequent step and might disturb the convergence due to ill-conditioning.

It might be worth experimenting with the value on your particular problem. Mid range values are
recommended over the more extremal ones.

Constraint: � < U Update Restriction < 1.

Umat Update Restriction r Default ¼ 0:3

This is an equivalent of U Update Restriction for matrix constraints, denoted as �A in Section 11.1.
The advice above applies equally.
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Constraint: � < Umat Update Restriction < 1.

e04svc NAG Library Manual

e04svc.28 (last) Mark 26



NAG Library Function Document

nag_opt_nlp (e04ucc)

1 Purpose

nag_opt_nlp (e04ucc) is designed to minimize an arbitrary smooth function subject to constraints
(which may include simple bounds on the variables, linear constraints and smooth nonlinear constraints)
using a sequential quadratic programming (SQP) method. You should supply as many first derivatives
as possible; any unspecified derivatives are approximated by finite differences. It is not intended for
large sparse problems.

nag_opt_nlp (e04ucc) may also be used for unconstrained, bound-constrained and linearly constrained
optimization.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp (Integer n, Integer nclin, Integer ncnlin, const double a[],
Integer tda, const double bl[], const double bu[],

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

void (*confun)(Integer n, Integer ncnlin, const Integer needc[],
const double x[], double conf[], double conjac[], Nag_Comm *comm),

double x[], double *objf, double g[], Nag_E04_Opt *options,
Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_nlp (e04ucc) is designed to solve the nonlinear programming problem – the minimization of a
smooth nonlinear function subject to a set of constraints on the variables. The problem is assumed to be
stated in the following form:

minimize
x2Rn

F xð Þ subject to l �
x
ALx
c xð Þ

8<:
9=; � u; ð1Þ

where F xð Þ (the objective function) is a nonlinear function, AL is an nL by n constant matrix, and c xð Þ
is an nN element vector of nonlinear constraint functions. (The matrix AL and the vector c xð Þ may be
empty.) The objective function and the constraint functions are assumed to be smooth, i.e., at least
twice-continuously differentiable. (The method of nag_opt_nlp (e04ucc) will usually solve (1) if there
are only isolated discontinuities away from the solution.)

Note that although the bounds on the variables could be included in the definition of the linear
constraints, we prefer to distinguish between them for reasons of computational efficiency. For the same
reason, the linear constraints should not be included in the definition of the nonlinear constraints. Upper
and lower bounds are specified for all the variables and for all the constraints. An equality constraint
can be specified by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u
can be set to special values that will be treated as �1 or þ1. (See the description of the optional
parameter options:inf bound in Section 12.2.)

If there are no nonlinear constraints in (1) and F is linear or quadratic, then one of nag_opt_lp
(e04mfc), nag_opt_lin_lsq (e04ncc) or nag_opt_qp (e04nfc) will generally be more efficient.
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You must supply an initial estimate of the solution to (1), together with functions that define F xð Þ; c xð Þ
and as many first partial derivatives as possible; unspecified derivatives are approximated by finite
differences.

The objective function is defined by function objfun, and the nonlinear constraints are defined by
function confun. On every call, these functions must return appropriate values of the objective and
nonlinear constraints. You should also provide the available partial derivatives. Any unspecified
derivatives are approximated by finite differences; see Section 12.2 for a discussion of the optional
parameters options:obj deriv and options:con deriv. Just before either objfun or confun is called,
each element of the current gradient array g or conjac is initialized to a special value. On exit, any
element that retains the value is estimated by finite differences. Note that if there are any nonlinear
constraints, then the first call to confun will precede the first call to objfun.

For maximum reliability, it is preferable if you provide all partial derivatives (see Chapter 8 of Gill et
al. (1981), for a detailed discussion). If all gradients cannot be provided, it is similarly advisable to
provide as many as possible. While developing the functions objfun and confun, the optional parameter
options:verify grad (see Section 12.2) should be used to check the calculation of any known gradients.

The method used by nag_opt_nlp (e04ucc) is described in detail in Section 11.
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5 Arguments

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

2: nclin – Integer Input

On entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

3: ncnlin – Integer Input

On entry: nN , the number of nonlinear constraints.

Constraint: ncnlin 	 0.

4: a½nclin� tda� – const double Input

On entry: the ith row of a must contain the coefficients of the ith general linear constraint (the
ith row of the matrix AL in (1)). The ijth element of AL must be stored in a½i � 1� tdaþ j� 1�,
for i ¼ 1; 2; . . . ; nL.

If nclin ¼ 0 then the array a is not referenced.

5: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: if nclin > 0, tda 	 n

6: bl½nþ nclinþ ncnlin� – const double Input
7: bu½nþ nclinþ ncnlin� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds, for all the constraints in
the following order. The first n elements of each array must contain the bounds on the variables,
the next nL elements the bounds for the general linear constraints (if any), and the next nN
elements the bounds for the nonlinear constraints (if any). To specify a nonexistent lower bound
(i.e., lj ¼ �1), set bl½j� 1� � �options:inf bound, and to specify a nonexistent upper bound (i.
e., uj ¼ þ1), set bu½j� 1� 	 options:inf bound, where options:inf bound is one of the
optional parameters (default value 1020, see Section 12.2). To specify the jth constraint as an
equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where �j j < options:inf bound.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþ nclinþ ncnlin;
if bl½j� 1� ¼ bu½j� 1� ¼ �, �j j < options:inf bound.

8: objfun – function, supplied by the user External Function

objfun must calculate the objective function F xð Þ and (optionally) its gradient g xð Þ ¼ @F

@xj
for a

specified n element vector x.

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: n, the number of variables.
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2: x½n� – const double Input

On entry: x, the vector of variables at which the value of F and/or all available
elements of its gradient are to be evaluated.

3: objf – double * Output

On exit: if comm!flag ¼ 0 or 2, objfun must set objf to the value of the objective
function F at the current point x. If it is not possible to evaluate F then objfun should
assign a negative value to comm!flag; nag_opt_nlp (e04ucc) will then terminate.

4: g½n� – double Output

On exit: if comm!flag ¼ 2, g must contain the elements of the vector g xð Þ given by

g xð Þ ¼ @F

@x1
;
@F

@x2
; . . . ;

@F

@xn

� �T

;

where
@F

@xi
is the partial derivative of the objective function with respect to the ith

variable evaluated at the point x , for i ¼ 1; 2; . . . ; n.

If the optional parameter options:obj deriv ¼ Nag TRUE (the default), all elements of
g must be set; if options:obj deriv ¼ Nag FALSE, any available elements of the vector
g xð Þ must be assigned to the elements of g; the remaining elements must remain
unchanged.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Input/Output

On entry: objfun is called with comm!flag set to 0 or 2.

If comm!flag ¼ 0 then only objf is referenced.

If comm!flag ¼ 2 then both objf and g are referenced.

On exit: if objfun resets comm!flag to some negative number then nag_opt_nlp
(e04ucc) will terminate immediately with the error indicator NE_USER_STOP. If
fail is supplied to nag_opt_nlp (e04ucc), fail:errnum will be set to your setting
of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to objfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char
* otherwise.

Before calling nag_opt_nlp (e04ucc) these pointers may be allocated memory and
initialized with various quantities for use by objfun when called from
nag_opt_nlp (e04ucc).
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Note: objfun should be tested separately before being used in conjunction with nag_opt_nlp
(e04ucc). The optional parameters options:verify grad and options:max iter can be used to
assist this process. The array x must not be changed by objfun.

If the function objfun does not calculate all of the gradient elements then the optional parameter
options:obj deriv should be set to Nag_FALSE.

9: confun – function, supplied by the user External Function

confun must calculate the vector c xð Þ of nonlinear constraint functions and (optionally) its

Jacobian ( ¼ @c

@x
) for a specified n element vector x. If there are no nonlinear constraints (i.e.,

ncnlin ¼ 0), confun will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_opt_nlp (e04ucc). If there are nonlinear constraints the
first call to confun will occur before the first call to objfun.

The specification of confun is:

void confun (Integer n, Integer ncnlin, const Integer needc[],
const double x[], double conf[], double conjac[], Nag_Comm *comm)

1: n – Integer Input

On entry: n, the number of variables.

2: ncnlin – Integer Input

On entry: nN , the number of nonlinear constraints.

3: needc½ncnlin� – const Integer Input

On entry: the indices of the elements of conf and/or conjac that must be evaluated by
confun. If needc½i� 1� > 0 then the ith element of conf and/or the available elements
of the ith row of conjac (see argument comm!flag below) must be evaluated at x.

4: x½n� – const double Input

On entry: the vector of variables x at which the constraint functions and/or all available
elements of the constraint Jacobian are to be evaluated.

5: conf½ncnlin� – double Output

On exit: if needc½i� 1� > 0 and comm!flag ¼ 0 or 2, conf½i� 1� must contain the
value of the ith constraint at x. The remaining elements of conf, corresponding to the
non-positive elements of needc, are ignored.

6: conjac½ncnlin� n� – double Output

On exit: if needc½i� 1� > 0 and comm!flag ¼ 2, the ith row of conjac (i.e., the
elements conjac½ i � 1ð Þ � nþ j � 1�, for j ¼ 1; 2; . . . ; n) must contain the available
elements of the vector rci given by

rci ¼
@ci
@x1

;
@ci
@x2

; . . . ;
@ci
@xn

� �T

;

where
@ci
@xj

is the partial derivative of the ith constraint with respect to the jth variable,

evaluated at the point x. The remaining rows of conjac, corresponding to non-positive
elements of needc, are ignored.

If the optional parameter options:con deriv ¼ Nag TRUE (the default), all elements of
conjac must be set; if options:con deriv ¼ Nag FALSE, then any available partial
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derivatives of ci xð Þ must be assigned to the elements of conjac; the remaining elements
must remain unchanged.

I f a l l e l em e n t s o f t h e c o n s t r a i n t J a c o b i a n a r e k n ow n ( i . e . ,
options:con deriv ¼ Nag TRUE; see Section 12.2), any constant elements may be
assigned to conjac one time only at the start of the optimization. An element of conjac
that is not subsequently assigned in confun will retain its initial value throughout.

Constant elements may be loaded into conjac during the first call to confun. The ability
to preload constants is useful when many Jacobian elements are identically zero, in
which case conjac may be initialized to zero at the first call when
comm!first ¼ Nag TRUE.

It must be emphasized that, if options:con deriv ¼ Nag FALSE, unassigned elements
of conjac are not treated as constant; they are estimated by finite differences, at non-
trivial expense. If you do not supply a value for the optional argument
options:f diff int (the default; see Section 12.2), an interval for each element of x is
computed automatically at the start of the optimization. The automatic procedure can
usually identify constant elements of conjac, which are then computed once only by
finite differences.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

flag – Integer Input/Output

On entry: confun is called with comm!flag set to 0 or 2.

If comm!flag ¼ 0 then only conf is referenced.

If comm!flag ¼ 2 then both conf and conjac are referenced.

On exit: if confun resets comm!flag to some negative number then nag_opt_nlp
(e04ucc) will terminate immediately with the error indicator NE_USER_STOP. If
fail is supplied to nag_opt_nlp (e04ucc) fail:errnum will be set to your setting of
comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to confun and Nag_FALSE
for all subsequent calls.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char
* otherwise.

Before calling nag_opt_nlp (e04ucc) these pointers may be allocated memory and
initialized with various quantities for use by confun when called from
nag_opt_nlp (e04ucc).

Note: confun should be tested separately before being used in conjunction with nag_opt_nlp
(e04ucc). The optional parameters options:verify grad and options:max iter can be used to
assist this process. The array x must not be changed by confun.

If confun does not calculate all of the elements of the constraint gradients then the optional
parameter options:con deriv should be set to Nag_FALSE.

10: x½n� – double Input/Output

On entry: an initial estimate of the solution.

On exit: the final estimate of the solution.
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11: objf – double * Output

On exit: the value of the objective function at the final iterate.

12: g½n� – double Output

On exit: the gradient of the objective function at the final iterate (or its finite difference
approximation).

13: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_nlp (e04ucc). These structure members offer the means of adjusting some
of the argument values of the algorithm and on output will supply further details of the results. A
description of the members of options is given below in Section 12. Some of the results returned
in options can be used by nag_opt_nlp (e04ucc) to perform a ‘warm start’ (see the member
options:start in Section 12.2).

If any of these optional parameters are required, then the structure options should be declared
and initialized by a call to nag_opt_init (e04xxc) immediately before being supplied as an
argument to nag_opt_nlp (e04ucc).

14: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to the user-supplied functions
objfun and confun, and the optional user-defined printing function; see the description of objfun
and confun and Section 12.3.1 for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_nlp (e04ucc); comm
will then be declared internally for use in calls to user-supplied functions.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of the Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
with the structure members options:print level and options:minor print level (see Section 12.2). The
default setting of options:print level ¼ Nag Soln Iter and options:minor print level ¼ Nag NoPrint
provides a single line of output at each iteration and the final result. This section describes the default
printout produced by nag_opt_nlp (e04ucc).

The following line of summary output (< 80 characters) is produced at every major iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases of
the QP subproblem. Generally, Mnr will be 1 in the later iterations, since theoretical
analysis predicts that the correct active set will be identified near the solution (see
Section 11).

Note that Mnr may be greater than the optional parameter options:minor max iter
(default value ¼ max 50; 3 nþ nL þ nNð Þð Þ; see Section 12.2) if some iterations are
required for the feasibility phase.

Step is the step taken along the computed search direction. On reasonably well-behaved
problems, the unit step will be taken as the solution is approached.

Merit function is the value of the augmented Lagrangian merit function (12) at the current iterate.
This function will decrease at each iteration unless it was necessary to increase the
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penalty parameters (see Section 11.3). As the solution is approached, Merit
function will converge to the value of the objective function at the solution.

If the QP subproblem does not have a feasible point (signified by I at the end of the
current output line), the merit function is a large multiple of the constraint
violations, weighted by the penalty parameters. During a sequence of major
iterations with infeasible subproblems, the sequence of Merit Function values will
decrease monotonically until either a feasible subproblem is obtained or
nag_opt_nlp (e04ucc) terminates with fail:code ¼ NW NONLIN NOT FEASIBLE
(no feasible point could be found for the nonlinear constraints).

If no nonlinear constraints are present (i.e., ncnlin ¼ 0), this entry contains
Objective, the value of the objective function F xð Þ. The objective function will
decrease monotonically to its optimal value when there are no nonlinear constraints.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnlin is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.1). Norm
Gz will be approximately zero in the neighbourhood of a solution.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ HZ ¼ ZTHFRZ ¼ RT

ZRZ

� �
; see (6) and (11). The larger this number, the more

difficult the problem.

The line of output may be terminated by one of the following characters:

M is printed if the quasi-Newton update was modified to ensure that the Hessian
approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences were used to compute the unspecified objective and
constraint gradients. If the value of Step is zero, the switch to central differences
was made because no lower point could be found in the line search. (In this case,
the QP subproblem is re-solved with the central difference gradient and Jacobian.) If
the value of Step is nonzero, central differences were computed because Norm Gz
and Violtn imply that x is close to a Kuhn–Tucker point (see Section 11.1).

L is printed if the line search has produced a relative change in x greater than the
value defined by the optional parameter options:step limit (default value ¼ 2:0; see
Section 12.2). If this output occurs frequently during later iterations of the run,
options:step limit should be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal condition
estimator of R indicates that the approximate Hessian is badly conditioned, the
approximate Hessian is refactorized using column interchanges. If necessary, R is
modified so that its diagonal condition estimator is bounded.

The final printout includes a listing of the status of every variable and constraint.

The following describes the printout for each variable.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State gives the state of the variable (FR if neither bound is in the active set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound). If Value lies outside
the upper or lower bounds by more than the feasibility tolerances specified by the
opt ional parameters options:lin feas tol and options:nonlin feas tol (see
Section 12.2), State will be ++ or -- respectively.

A key is sometimes printed before State to give some additional information about
the state of a variable.

A Alternative optimum possible. The variable is active at one of its bounds, but
its Lagrange Multiplier is essentially zero. This means that if the variable
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were allowed to start moving away from its bound, there would be no change
to the objective function. The values of the other free variables might change,
giving a genuine alternative solution. However, if there are any degenerate
variables (labelled D), the actual change might prove to be zero, since one of
them could encounter a bound immediately. In either case, the values of the
Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of its
bounds.

I Infeasible. The variable is currently violating one of its bounds by more than
options:lin feas tol.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for the variable j. (None indicates that
bl½j� 1� � options:inf bound, where options:inf bound is the optional parameter.)

Upper bound is the upper bound specified for the variable j. (None indicates that
bu½j� 1� 	 options:inf bound, where options:inf bound is the optional para-
meter.)

Lagr Mult is the value of the Lagrange multiplier for the associated bound constraint. This will
b e z e r o i f State i s FR un l e s s bl½j� 1� � �options:inf bound and
bu½j� 1� 	 options:inf bound, in which case the entry will be blank. If x is
optimal, the multiplier should be non-negative if State is LL, and non-positive if
State is UL.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �options:inf bound and bu½j� 1� 	 options:inf bound).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1�
and bu½nþ j� 1� respectively, and with the following changes in the heading:

L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL, of the linear constraint.

N Con gives the name (N) and index j� nLð Þ, for j ¼ nL þ 1; nL þ 2; . . . ; nL þ nN of the
nonlinear constraint.

The I key in the State column is printed for general linear constraints which currently violate one of
their bounds by more than options:lin feas tol and for nonlinear constraints which violate one of their
bounds by more than options:nonlin feas tol.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tda ¼ valueh i while n ¼ valueh i. These arguments must satisfy tda 	 n.
This error message is output only if nclin > 0.

NE_2_INT_OPT_ARG_CONS

On entry, options:con check start ¼ valueh i while options:con check stop ¼ valueh i.
Constraint: options:con check start � options:con check stop.

On entry, options:obj check start ¼ valueh i while options:obj check stop ¼ valueh i.
Constraint: options:obj check start � options:obj check stop.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:minor print level had an illegal value.

On entry, argument options:print deriv had an illegal value.

On entry, argument options:print level had an illegal value.

On entry, argument options:start had an illegal value.

On entry, argument options:verify grad had an illegal value.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_EQ

The lower bound and upper bound for variable valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_LCON

The lower bound and upper bound for linear constraint valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_NLCON

The lower bound and upper bound for nonlinear constraint valueh i (array elements bl½ valueh i�
and bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_BOUND_NLCON

The lower bound for nonlinear constraint valueh i (array element bl½ valueh i�) is greater than the
upper bound.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function and/or nonlinear constraints.
This failure will occur if the verification process indicated that at least one gradient or Jacobian
element had no correct figures. You should refer to the printed output to determine which
elements are suspected to be in error.
As a first-step, you should check that the code for the objective and constraint values is correct –
for example, by computing the function at a point where the correct value is known. However,
care should be taken that the chosen point fully tests the evaluation of the function. It is
remarkable how often the values x ¼ 0 or x ¼ 1 are used to test function evaluation procedures,
and how often the special properties of these numbers make the test meaningless.
Gradient checking will be ineffective if the objective function uses information computed by the
constraints, since they are not necessarily computed prior to each function evaluation.
Errors in programming the function may be quite subtle in that the function value is ‘almost’
correct. For example, the function may not be accurate to full precision because of the inaccurate
calculation of a subsidiary quantity, or the limited accuracy of data upon which the function
depends. A common error on machines where numerical calculations are usually performed in
double precision is to include even one single precision constant in the calculation of the
function; since some compilers do not convert such constants to double precision, half the correct
figures may be lost by such a seemingly trivial error.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

On entry, ncnlin ¼ valueh i.
Constraint: ncnlin 	 0.

NE_INT_OPT_ARG_GT

On entry, options:con check start ¼ valueh i.
Constraint: options:con check start � n.

On entry, options:con check stop ¼ valueh i.
Constraint: options:con check stop � n.

On entry, options:obj check start ¼ valueh i.
Constraint: options:obj check start � n.

On entry, options:obj check stop ¼ valueh i.
Constraint: options:obj check stop � n.

NE_INT_OPT_ARG_LT

On entry, options:con check start ¼ valueh i.
Constraint: options:con check start 	 1.

On entry, options:con check stop ¼ valueh i.
Constraint: options:con check stop 	 1.

On entry, options:obj check start ¼ valueh i.
Constraint: options:obj check start 	 1.

On entry, options:obj check stop ¼ valueh i.
Constraint: options:obj check stop 	 1.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

Va l u e valueh i g i v e n t o options:minor max iter no t v a l i d . Co r r e c t r a n g e i s
options:minor max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Value valueh i given to options:c diff int not valid. Correct range is � � options:c diff int < 1:0.

Value valueh i given to options:f diff int not valid. Correct range is � � options:f diff int < 1:0.

Value valueh i given to options:f prec not valid. Correct range is � � options:f prec < 1:0.

Va l u e valueh i g i v e n t o options:lin feas tol n o t v a l i d . C o r r e c t r a n g e i s
� � options:lin feas tol < 1:0.

Va l u e valueh i g i v e n t o options:nonlin feas tol n o t v a l i d . C o r r e c t r a n g e i s
� � options:nonlin feas tol < 1:0.

Va l u e valueh i g i v e n t o options:optim tol n o t v a l i d . C o r r e c t r a n g e i s
options:f prec � options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:inf bound not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step not valid. Correct range is options:inf step > 0:0.

Value valueh i given to options:step limit not valid. Correct range is options:step limit > 0:0.
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NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:crash tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol � 1:0.

Va l u e valueh i g i v e n t o options:linesearch tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:linesearch tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun or confun. If fail is
supplied the value of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_KT_CONDITIONS

The current point cannot be improved upon. The final point does not satisfy the first-order Kuhn–
Tucker conditions and no improved point for the merit function could be found during the final
line search.
The Kuhn–Tucker conditions are specified in Section 11.1, and the merit function is described in
Section 11.3 and Section 12.3.
This sometimes occurs because an overly stringent accuracy has been requested, i.e., the value of
the optional parameter options:optim tol (default value ¼ �0:8r , where �r is the relative precision
of F xð Þ; see Section 12.2) is too small. In this case you should apply the four tests described in
Section 9.1 to determine whether or not the final solution is acceptable (see Gill et al. (1981) for
a discussion of the attainable accuracy).
If many iterations have occurred in which essentially no progress has been made and
nag_opt_nlp (e04ucc) has failed completely to move from the initial point then functions objfun
and /o r confun may be inco r r ec t . You shou ld r e f e r t o commen t s unde r
fail:code ¼ NE DERIV ERRORS and check the gradients using the optional parameter
options:verify grad (default value options:verify grad ¼ Nag SimpleCheck; see Section 12.2).
Unfortunately, there may be small errors in the objective and constraint gradients that cannot be
detected by the verification process. Finite difference approximations to first derivatives are
catastrophically affected by even small inaccuracies. An indication of this situation is a dramatic
alteration in the iterates if the finite difference interval is altered. One might also suspect this
type of error if a switch is made to central differences even when Norm Gz and Violtn (see
Section 5.1) are large.
Another possibility is that the search direction has become inaccurate because of ill conditioning
in the Hessian approximation or the matrix of constraints in the working set; either form of ill
conditioning tends to be reflected in large values of Mnr (the number of iterations required to
solve each QP subproblem; see Section 5.1).
If the condition estimate of the projected Hessian (Cond Hz; see Section 5.1) is extremely large, it
may be worthwhile rerunning nag_opt_nlp (e04ucc) from the final point with the optional
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parameter options:start ¼ Nag Warm (see Section 12.2). In this situation, the optional
parameters options:state and options:lambda should be left unaltered and R (in optional
parameter
options:h) should be reset to the identity matrix.
If the matrix of constraints in the working set is ill conditioned (i.e., Cond T is extremely large;
see Section 12.3), it may be helpful to run nag_opt_nlp (e04ucc) with a relaxed value of the
optional parameters options:lin feas tol and options:nonlin feas tol (default values

ffiffi
�
p

, �0:33 orffiffi
�
p

, respectively, where � is the machine precision; see Section 12.2). (Constraint dependencies
are often indicated by wide variations in size in the diagonal elements of the matrix T , whose
diagonals will be printed if options:print level ¼ Nag Soln Iter Full (default value
options:print level ¼ Nag Soln Iter; see Section 12.2).)

NW_LIN_NOT_FEASIBLE

No feasible point was found for the linear constraints and bounds.
nag_opt_nlp (e04ucc) has terminated without finding a feasible point for the linear constraints
and bounds, which means that either no feasible point exists for the given value of the optional
parameter options:lin feas tol (default value ¼

ffiffi
�
p

, where � is the machine precision; see
Section 12.2), or no feasible point could be found in the number of iterations specified by the
optional parameter options:minor max iter (default value ¼ max 50; 3 nþ nL þ nNð Þð Þ; see
Section 12.2). You should check that there are no constraint redundancies. If the data for the
constraints are accurate only to an absolute precision �, you should ensure that the value of the
optional parameter options:lin feas tol is greater than �. For example, if all elements of AL are
of order unity and are accurate to only three decimal places, options:lin feas tol should be at
least 10�3.

NW_NONLIN_NOT_FEASIBLE

No feasible point could be found for the nonlinear constraints.
The problem may have no feasible solution. This means that there has been a sequence of QP
subproblems for which no feasible point could be found (indicated by I at the end of each terse
line of output; see Section 5.1). This behaviour will occur if there is no feasible point for the
nonlinear constraints. (However, there is no general test that can determine whether a feasible
point exists for a set of nonlinear constraints.) If the infeasible subproblems occur from the very
first major iteration, it is highly likely that no feasible point exists. If infeasibilities occur when
earlier subproblems have been feasible, small constraint inconsistencies may be present. You
should check the validity of constraints with negative values of the optional parameter
options:state. If you are convinced that a feasible point does exist, nag_opt_nlp (e04ucc) should
be restarted at a different starting point.

NW_NOT_CONVERGED

Optimal solution found, but the sequence of iterates has not converged with the requested
accuracy.
The final iterate x satisfies the first-order Kuhn–Tucker conditions (see Section 11.1) to the
accuracy requested, but the sequence of iterates has not yet converged. nag_opt_nlp (e04ucc) was
terminated because no further improvement could be made in the merit function (see
Section 12.3).
This value of fail:code may occur in several circumstances. The most common situation is that
you ask for a solution with accuracy that is not attainable with the given precision of the problem
(as specified by the optional parameter options:f prec (default value ¼ �0:9, where � is the
machine precision; see Section 12.2)). This condition will also occur if, by chance, an iterate is
an ‘exact’ Kuhn–Tucker point, but the change in the variables was significant at the previous
iteration. (This situation often happens when minimizing very simple functions, such as
quadratics.)
If the four conditions listed in Section 9.1 are satisfied then x is likely to be a solution of (1)
even if fail:code ¼ NW NOT CONVERGED.
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NW_OVERFLOW_WARN

Serious ill conditioning in the working set after adding constraint valueh i. Overflow may occur in
subsequent iterations.
If overflow occurs preceded by this warning then serious ill conditioning has probably occurred
in the working set when adding a constraint. It may be possible to avoid the difficulty by
increasing the magnitude of the optional parameter options:lin feas tol (default value ¼

ffiffi
�
p

,
where � is the machine precision; see Section 12.2) and/or the optional parameter
options:nonlin feas tol (default value �0:33 or

ffiffi
�
p

; see Section 12.2), and rerunning the program.
If the message recurs even after this change, the offending linearly dependent constraint j must
be removed from the problem. If overflow occurs in one of the user-supplied functions (e.g., if
the nonlinear functions involve exponentials or singularities), it may help to specify tighter
bounds for some of the variables (i.e., reduce the gap between the appropriate lj and uj).

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.
The value of the optional parameter options:max iter may be too small. If the method appears to
be making progress (e.g., the objective function is being satisfactorily reduced), increase the
value of the optional parameter options:max iter and rerun nag_opt_nlp (e04ucc); alternatively,
rerun nag_opt_nlp (e04ucc), setting the optional parameter options:start ¼ Nag Warm to specify
the initial working set. If the algorithm seems to be making little or no progress, however, then
you should check for incorrect gradients or ill conditioning as described under
fail:code ¼ NW KT CONDITIONS.
Note that ill conditioning in the working set is sometimes resolved automatically by the
algorithm, in which case performing additional iterations may be helpful. However, ill
conditioning in the Hessian approximation tends to persist once it has begun, so that allowing
additional iterations without altering R is usually inadvisable. If the quasi-Newton update of the
Hessian approximation was reset during the latter iterations (i.e., an R occurs at the end of each
line of output; see Section 5.1), it may be worthwhile setting options:start ¼ Nag Warm and
calling nag_opt_nlp (e04ucc) from the final point.

7 Accuracy

If fail:code ¼ NE NOERROR on exit, then the vector returned in the array x is an estimate of the
solution to an accuracy of approximately options:optim tol (default value ¼ �0:8r , where �r is the
relative precision of F xð Þ; see Section 12.2).

8 Parallelism and Performance

nag_opt_nlp (e04ucc) is not threaded in any implementation.

9 Further Comments

9.1 Termination Criteria

The function exits with fail:code ¼ NE NOERROR if iterates have converged to a point x that satisfies
the Kuhn–Tucker conditions (see Section 11.1) to the accuracy requested by the optional parameter
options:optim tol (default value ¼ �0:8r , see Section 12.2).

You should also examine the printout from nag_opt_nlp (e04ucc) (see Section 5.1 or Section 12.3) to
check whether the following four conditions are satisfied:

(i) the final value of Norm Gz is significantly less than at the starting point;

(ii) during the final major iterations, the values of Step and Mnr are both one;

(iii) the last few values of both Violtn and Norm Gz become small at a fast linear rate; and

(iv) Cond Hz is small.

If all these conditions hold, x is almost certainly a local minimum.
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10 Example

This example is based on Problem 71 in Hock and Schittkowski (1981) and involves the minimization
of the nonlinear function

F xð Þ ¼ x1x4 x1 þ x2 þ x3ð Þ þ x3
subject to the bounds

1 � x1 � 5
1 � x2 � 5
1 � x3 � 5
1 � x4 � 5

to the general linear constraint

x1 þ x2 þ x3 þ x4 � 20;

and to the nonlinear constraints

x21 þ x22 þ x23 þ x24 � 40;
x1x2x3x4 	 25:

The initial point, which is infeasible, is

x0 ¼ 1; 5; 5; 1ð ÞT;

and F x0ð Þ ¼ 16.

The optimal solution (to five figures) is

x� ¼ 1:0; 4:7430; 3:8211; 1:3794ð ÞT;

and F x�ð Þ ¼ 17:014. One bound constraint and both nonlinear constraints are active at the solution.

The options structure is declared and initialized by nag_opt_init (e04xxc). Two options are read from
the data file by use of nag_opt_read (e04xyc). nag_opt_nlp (e04ucc) is then called to solve the problem
using the function objfun and confun with elements of the objective gradient not being set at all and
only some of the elements of the constraint Jacobian being provided. The memory freeing function
nag_opt_free (e04xzc) is used to free the memory assigned to the pointers in the options structure. You
must not use the standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_nlp (e04ucc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double objgrd[], Nag_Comm *comm);

static void NAG_CALL confun(Integer n, Integer ncnlin,
const Integer needc[], const double x[],
double conf[], double conjac[], Nag_Comm *comm);
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#ifdef __cplusplus
}
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double objgrd[], Nag_Comm *comm)

{
/* Routine to evaluate objective function and its 1st derivatives. */

if (comm->flag == 0 || comm->flag == 2)
*objf = x[0] * x[3] * (x[0] + x[1] + x[2]) + x[2];

/* Note, elements of the objective gradient have not been
specified.

*/
} /* objfun */

static void NAG_CALL confun(Integer n, Integer ncnlin, const Integer needc[],
const double x[], double conf[], double conjac[],
Nag_Comm *comm)

{
#define CONJAC(I, J) conjac[((I) -1)*n + (J) -1]

/* Routine to evaluate the nonlinear constraints and
* their 1st derivatives.
*/

/* Function Body */
if (needc[0] > 0) {

if (comm->flag == 0 || comm->flag == 2)
conf[0] = x[0] * x[0] + x[1] * x[1] + x[2] * x[2] + x[3] * x[3];

if (comm->flag == 2) {
CONJAC(1, 3) = x[2] * 2.0;
/* Note only one constraint gradient has been specified
* in the first row of the constraint Jacobian.
*/

}
}
if (needc[1] > 0) {

if (comm->flag == 0 || comm->flag == 2)
conf[1] = x[0] * x[1] * x[2] * x[3];

if (comm->flag == 2) {
CONJAC(2, 2) = x[0] * x[2] * x[3];
CONJAC(2, 3) = x[0] * x[1] * x[3];
/* Note only two constraint gradients have been specified
* in the second row of the constraint Jacobian.
*/

}
}

} /* confun */

#define A(I, J) a[(I) *tda + J]

int main(void)
{

const char *optionsfile = "e04ucce.opt";
Integer exit_status = 0, i, j, n, nclin, ncnlin, tda, totalvars;
Nag_Comm comm;
NagError fail;
Nag_E04_Opt options;
double *a = 0, *bl = 0, *bu = 0, objf, *objgrd = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_opt_nlp (e04ucc) Example Program Results\n");
fflush(stdout);

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nclin,
&ncnlin);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nclin,

&ncnlin);
#endif

if (n > 0 && nclin >= 0 && ncnlin >= 0) {
totalvars = n + nclin + ncnlin;
if (!(x = NAG_ALLOC(n, double)) ||

!(a = NAG_ALLOC(nclin * n, double)) ||
!(bl = NAG_ALLOC(totalvars, double)) ||
!(bu = NAG_ALLOC(totalvars, double)) ||
!(objgrd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;

}
else {

printf("Invalid n or nclin or ncnlin.\n");
exit_status = 1;
return exit_status;

}
/* Read a, bl, bu and x from data file */

/* Read the matrix of linear constraint coefficients */
if (nclin > 0) {

for (i = 0; i < nclin; ++i)
for (j = 0; j < n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]"); /* Remove remainder of line */

#else
scanf("%*[^\n]"); /* Remove remainder of line */

#endif

/* Read lower bounds */
for (i = 0; i < n + nclin + ncnlin; ++i)

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read upper bounds */
for (i = 0; i < n + nclin + ncnlin; ++i)

#ifdef _WIN32
scanf_s("%lf", &bu[i]);

#else
scanf("%lf", &bu[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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/* Read the initial point x */
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04ucc", optionsfile, &options, (Nag_Boolean) Nag_TRUE,
"stdout", &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_read (e04xyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_opt_nlp (e04ucc), see above. */
nag_opt_nlp(n, nclin, ncnlin, a, tda, bl, bu, objfun, confun, x, &objf,

objgrd, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_nlp (e04ucc).\n%s\n", fail.message);
exit_status = 1;

}

/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(objgrd);

return exit_status;
}

10.2 Program Data

nag_opt_nlp (e04ucc) Example Program Data
4 1 2 :Values of n, nclin and ncnlin
1.0 1.0 1.0 1.0 :End of matrix A
1.0 1.0 1.0 1.0 -1.0E+25 -1.0E+25 25.0 :End of bl
5.0 5.0 5.0 5.0 20.0 40.0 1.0E+25 :End of bu
1.0 5.0 5.0 1.0 :End of x

nag_opt_nlp (e04ucc) Example Program Optional Parameters

Begin e04ucc
con_deriv = Nag_FALSE
obj_deriv = Nag_FALSE
End
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10.3 Program Results

nag_opt_nlp (e04ucc) Example Program Results

Optional parameter setting for e04ucc.
--------------------------------------

Option file: e04ucce.opt

con_deriv set to Nag_FALSE
obj_deriv set to Nag_FALSE

Parameters to e04ucc
--------------------

Number of variables........... 4

Linear constraints............ 1 Nonlinear constraints......... 2
start................... Nag_Cold
step_limit.............. 2.00e+00 machine precision....... 1.11e-16
lin_feas_tol............ 1.05e-08 nonlin_feas_tol......... 1.05e-08
optim_tol............... 3.26e-12 linesearch_tol.......... 9.00e-01
crash_tol............... 1.00e-02 f_prec.................. 4.37e-15
inf_bound............... 1.00e+20 inf_step................ 1.00e+20
max_iter................ 50 minor_max_iter.......... 50
hessian................. Nag_FALSE
f_diff_int.............. Automatic c_diff_int.............. Automatic
obj_deriv............... Nag_FALSE con_deriv............... Nag_FALSE
verify_grad....... Nag_SimpleCheck print_deriv............ Nag_D_Full
print_level......... Nag_Soln_Iter minor_print_level..... Nag_NoPrint
outfile................. stdout

Verification of the objective gradients.
----------------------------------------

The user sets 0 out of 4 objective gradient elements.
Each iteration 4 gradient elements will be estimated numerically.

Verification of the constraint gradients.
-----------------------------------------

The user sets 3 out of 8 constraint gradient elements.
Each iteration, 5 gradient elements will be estimated numerically.

Simple Check:

The Jacobian seems to be ok.

The largest relative error was 5.22e-09 in constraint 1

Finite difference intervals.
----------------------------

j x[j] Forward dx[j] Central dx[j] Error Est.
1 1.00e+00 6.479651e-07 2.645420e-06 2.592083e-06
2 5.00e+00 7.825142e-07 7.936259e-06 1.565074e-06
3 5.00e+00 7.936259e-06 7.936259e-05 1.873839e-08
4 1.00e+00 9.163610e-07 2.645420e-06 1.832879e-06

Maj Mnr Step Merit function Violtn Norm Gz Cond Hz
0 5 0.0e+00 1.738281e+01 1.2e+01 7.1e-01 1.0e+00
1 1 1.0e+00 1.703169e+01 1.9e+00 4.6e-02 1.0e+00
2 1 1.0e+00 1.701442e+01 8.8e-02 2.1e-02 1.0e+00
3 1 1.0e+00 1.701402e+01 5.4e-04 3.1e-04 1.0e+00
4 1 1.0e+00 1.701402e+01 9.9e-08 7.0e-06 1.0e+00

Minor itn 1 -- Re-solve QP subproblem.
5 2 1.0e+00 1.701402e+01 4.7e-11 6.2e-08 1.0e+00 C

Exit from NP problem after 5 major iterations, 11 minor iterations.
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Varbl State Value Lower Bound Upper Bound Lagr Mult Residual
V 1 LL 1.00000e+00 1.00000e+00 5.00000e+00 1.0879e+00 0.0000e+00
V 2 FR 4.74300e+00 1.00000e+00 5.00000e+00 0.0000e+00 2.5700e-01
V 3 FR 3.82115e+00 1.00000e+00 5.00000e+00 0.0000e+00 1.1789e+00
V 4 FR 1.37941e+00 1.00000e+00 5.00000e+00 0.0000e+00 3.7941e-01

L Con State Value Lower Bound Upper Bound Lagr Mult Residual
L 1 FR 1.09436e+01 None 2.00000e+01 0.0000e+00 9.0564e+00

N Con State Value Lower Bound Upper Bound Lagr Mult Residual
N 1 UL 4.00000e+01 None 4.00000e+01 -1.6147e-01 -3.7126e-11
N 2 LL 2.50000e+01 2.50000e+01 None 5.5229e-01 -2.8749e-11

Optimal solution found.

Final objective value = 1.7014017e+01

11 Further Description

This section gives a detailed description of the algorithm used in nag_opt_nlp (e04ucc). This, and
possibly the next section, Section 12, may be omitted if the more sophisticated features of the algorithm
and software are not currently of interest.

11.1 Overview

nag_opt_nlp (e04ucc) is based on the same algorithm as used in subroutine NPSOL described in Gill et
al. (1986b).

At a solution of (1), some of the constraints will be active, i.e., satisfied exactly. An active simple
bound constraint implies that the corresponding variable is fixed at its bound, and hence the variables
are partitioned into fixed and free variables. Let C denote the m by n matrix of gradients of the active
general linear and nonlinear constraints. The number of fixed variables will be denoted by nFX, with
nFR nFR ¼ n� nFXð Þ the number of free variables. The subscripts ‘FX’ and ‘FR’ on a vector or matrix
will denote the vector or matrix composed of the elements corresponding to fixed or free variables.

A point x is a first-order Kuhn–Tucker point for (1) (see, e.g., Powell (1974)) if the following
conditions hold:

(i) x is feasible;

(ii) there exist vectors � and � (the Lagrange multiplier vectors for the bound and general constraints)
such that

g ¼ CT�þ � ð2Þ

where g is the gradient of F evaluated at x, and �j ¼ 0 if the jth variable is free.

(iii) The Lagrange multiplier corresponding to an inequality constraint active at its lower bound must be
non-negative, and it must be non-positive for an inequality constraint active at its upper bound.

Let Z denote a matrix whose columns form a basis for the set of vectors orthogonal to the rows of CFR;
i.e., CFRZ ¼ 0. An equivalent statement of the condition (2) in terms of Z is

ZTgFR ¼ 0:

The vector ZTgFR is termed the projected gradient of F at x. Certain additional conditions must be
satisfied in order for a first-order Kuhn–Tucker point to be a solution of (1) (see, e.g., Powell (1974)).
nag_opt_nlp (e04ucc) implements a sequential quadratic programming (SQP) method. For an overview
of SQP methods, see, for example, Fletcher (1987), Gill et al. (1981) and Powell (1983).

The basic structure of nag_opt_nlp (e04ucc) involves major and minor iterations. The major iterations
generate a sequence of iterates xkf g that converge to x�, a first-order Kuhn–Tucker point of (1). At a
typical major iteration, the new iterate �x is defined by
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�x ¼ xþ �p ð3Þ

where x is the current iterate, the non-negative scalar � is the step length, and p is the search direction.
(For simplicity, we shall always consider a typical iteration and avoid reference to the index of the
iteration.) Also associated with each major iteration are estimates of the Lagrange multipliers and a
prediction of the active set.

The search direction p in (3) is the solution of a quadratic programming subproblem of the form

Minimize
p

gTpþ 1

2
pTHp subject to �l �

p
ALp
ANp

8<:
9=; � �u; ð4Þ

where g is the gradient of F at x, the matrix H is a positive definite quasi-Newton approximation to the
Hessian of the Lagrangian function (see Section 11.4), and AN is the Jacobian matrix of c evaluated at
x. (Finite difference estimates may be used for g and AN ; see the optional parameters options:obj deriv
and options:con deriv in Section 12.2.) Let l in (1) be partitioned into three sections: lB, lL and lN ,
corresponding to the bound, linear and nonlinear constraints. The vector �l in (4) is similarly partitioned,
and is defined as

�lB ¼ lB � x; �lL ¼ lL �ALx; and �lN ¼ lN � c;

where c is the vector of nonlinear constraints evaluated at x. The vector �u is defined in an analogous
fashion.

The estimated Lagrange multipliers at each major iteration are the Lagrange multipliers from the
subproblem (4) (and similarly for the predicted active set). (The numbers of bounds, general linear and
nonlinear constraints in the QP active set are the quantities Bnd, Lin and Nln in the output of
nag_opt_nlp (e04ucc); see Section 12.3.) In nag_opt_nlp (e04ucc), (4) is solved using the same
algorithm as used in function nag_opt_lin_lsq (e04ncc). Since solving a quadratic program is an
iterative procedure, the minor iterations of nag_opt_nlp (e04ucc) are the iterations of nag_opt_lin_lsq
(e04ncc). (More details about solving the subproblem are given in Section 11.2.)

Certain matrices associated with the QP subproblem are relevant in the major iterations. Let the
subscripts ‘FX’ and ‘FR’ refer to the predicted fixed and free variables, and let C denote the m by n
matrix of gradients of the general linear and nonlinear constraints in the predicted active set. First, we
have available the TQ factorization of CFR:

CFRQFR ¼ 0 T
� �

; ð5Þ

where T is a nonsingular m by m reverse-triangular matrix (i.e., tij ¼ 0 if iþ j < m, and the
nonsingular nFR by nFR matrix QFR is the product of orthogonal transformations (see Gill et al.
(1984a)). Second, we have the upper triangular Cholesky factor R of the transformed and re-ordered
Hessian matrix

RTR ¼ HQ � QT ~HQ; ð6Þ

where ~H is the Hessian H with rows and columns permuted so that the free variables are first, and Q is
the n by n matrix

Q ¼ QFR
IFX

� �
ð7Þ

with IFX the identity matrix of order nFX. If the columns of QFR are partitioned so that

QFR ¼ Z Y
� �

;

the nZ nZ � nFR �mð Þ columns of Z form a basis for the null space of CFR. The matrix Z is used to
compute the projected gradient ZTgFR at the current iterate. (The values Nz, Norm Gf and Norm Gz

printed by nag_opt_nlp (e04ucc) give nZ and the norms of gFR and ZTgFR; see Section 12.3.)

A theoretical characteristic of SQP methods is that the predicted active set from the QP subproblem (4)
is identical to the correct active set in a neighbourhood of x�. In nag_opt_nlp (e04ucc), this feature is
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exploited by using the QP active set from the previous iteration as a prediction of the active set for the
next QP subproblem, which leads in practice to optimality of the subproblems in only one iteration as
the solution is approached. Separate treatment of bound and linear constraints in nag_opt_nlp (e04ucc)
also saves computation in factorizing CFR and HQ.

Once p has been computed, the major iteration proceeds by determining a step length � that produces a
‘sufficient decrease’ in an augmented Lagrangian merit function (see Section 11.3). Finally, the
approximation to the transformed Hessian matrix HQ is updated using a modified BFGS quasi-Newton
update (see Section 11.4) to incorporate new curvature information obtained in the move from x to �x.

On entry to nag_opt_nlp (e04ucc), an iterative procedure from nag_opt_lin_lsq (e04ncc) is executed,
starting with the initial point you provided, to find a point that is feasible with respect to the bounds and
linear constraints (using the tolerance specified by options:lin feas tol; see Section 12.2). If no feasible
point exists for the bound and linear constraints, (1) has no solution and nag_opt_nlp (e04ucc)
terminates. Otherwise, the problem functions will thereafter be evaluated only at points that are feasible
with respect to the bounds and linear constraints. The only exception involves variables whose bounds
differ by an amount comparable to the finite difference interval (see the discussion of options:f diff int
in Section 12.2). In contrast to the bounds and linear constraints, it must be emphasized that the
nonlinear constraints will not generally be satisfied until an optimal point is reached.

Facilities are provided to check whether the gradients you provided appear to be correct (see the
optional parameter options:verify grad in Section 12.2). In general, the check is provided at the first
point that is feasible with respect to the linear constraints and bounds. However, you may request that
the check be performed at the initial point.

In summary, the method of nag_opt_nlp (e04ucc) first determines a point that satisfies the bound and
linear constraints. Thereafter, each iteration includes:

(a) the solution of a quadratic programming subproblem (see Section 11.2);

(b) a linesearch with an augmented Lagrangian merit function (see Section 11.3); and

(c) a quasi-Newton update of the approximate Hessian of the Lagrangian function (Section 11.4).

11.2 Solution of the Quadratic Programming Subproblem

The search direction p is obtained by solving (4) using the algorithm of nag_opt_lin_lsq (e04ncc) (see
Gill et al. (1986)), which was specifically designed to be used within an SQP algorithm for nonlinear
programming.

The method of nag_opt_lin_lsq (e04ncc) is a two-phase (primal) quadratic programming method. The
two phases of the method are: finding an initial feasible point by minimizing the sum of infeasibilities
(the feasibility phase), and minimizing the quadratic objective function within the feasible region (the
optimality phase). The computations in both phases are performed by the same segments of code. The
two-phase nature of the algorithm is reflected by changing the function being minimized from the sum
of infeasibilities to the quadratic objective function.

In general, a quadratic program must be solved by iteration. Let p denote the current estimate of the
solution of (4); the new iterate �p is defined by

�p ¼ pþ �d ð8Þ

where, as in (3), � is a non-negative step length and d is a search direction.

At the beginning of each iteration of nag_opt_lin_lsq (e04ncc), a working set is defined of constraints
(general and bound) that are satisfied exactly. The vector d is then constructed so that the values of
constraints in the working set remain unaltered for any move along d. For a bound constraint in the
working set, this property is achieved by setting the corresponding element of d to zero, i.e., by fixing
the variable at its bound. As before, the subscripts ‘FX’ and ‘FR’ denote selection of the elements
associated with the fixed and free variables.

Let C denote the sub-matrix of rows of

AL

AN

� �
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corresponding to general constraints in the working set. The general constraints in the working set will
remain unaltered if

CFRdFR ¼ 0 ð9Þ

which is equivalent to defining dFR as

dFR ¼ ZdZ ð10Þ

for some vector dZ, where Z is the matrix associated with the TQ factorization (5) of CFR.

The definition of dZ in (10) depends on whether the current p is feasible. If not, dZ is zero except for an
element � in the jth position, where j and � are chosen so that the sum of infeasibilities is decreasing
along d. (For further details, see Gill et al. (1986).) In the feasible case, dZ satisfies the equations

RT
ZRZdZ ¼ �ZTqFR ð11Þ

where RZ is the Cholesky factor of ZTHFRZ and q is the gradient of the quadratic objective function
q ¼ gþHpð Þ. (The vector ZTqFR is the projected gradient of the QP.) With (11), pþ d is the minimizer
of the quadratic objective function subject to treating the constraints in the working set as equalities.

If the QP projected gradient is zero, the current point is a constrained stationary point in the subspace
defined by the working set. During the feasibility phase, the projected gradient will usually be zero only
at a vertex (although it may vanish at non-vertices in the presence of constraint dependencies). During
the optimality phase, a zero projected gradient implies that p minimizes the quadratic objective function
when the constraints in the working set are treated as equalities. In either case, Lagrange multipliers are
computed. Given a positive constant � of the order of the machine precision, the Lagrange multiplier �j
corresponding to an inequality constraint in the working set at its upper bound is said to be optimal if
�j � � when the jth constraint is at its upper bound, or if �j 	 �� when the associated constraint is at
its lower bound. If any multiplier is non-optimal, the current objective function (either the true objective
or the sum of infeasibilities) can be reduced by deleting the corresponding constraint from the working
set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, no
feasible point exists. The QP algorithm will then continue iterating to determine the minimum sum of
infeasibilities. At this point, the Lagrange multiplier �j will satisfy � 1þ �ð Þ � �j � � for an inequality
constraint at its upper bound, and �� � �j � 1þ �ð Þ for an inequality at its lower bound. The Lagrange
multiplier for an equality constraint will satisfy �j

		 		 � 1þ �.

The choice of step length � in the QP iteration (8) is based on remaining feasible with respect to the
satisfied constraints. During the optimality phase, if pþ d is feasible, � will be taken as unity. (In this
case, the projected gradient at �p will be zero.) Otherwise, � is set to �M , the step to the ‘nearest’
constraint, which is added to the working set at the next iteration.

Each change in the working set leads to a simple change to CFR: if the status of a general constraint
changes, a row of CFR is altered; if a bound constraint enters or leaves the working set, a column of CFR

changes. Explicit representations are recurred of the matrices T , QFR and R, and of the vectors QTq and
QTg.

11.3 The Merit Function

After computing the search direction as described in Section 11.2, each major iteration proceeds by
determining a step length � in (3) that produces a ‘sufficient decrease’ in the augmented Lagrangian
merit function

L x; �; sð Þ ¼ F xð Þ �
X
i

�i ci xð Þ � sið Þ þ 1

2

X
i

�i ci xð Þ � sið Þ2; ð12Þ

where x, � and s vary during the linesearch. The summation terms in (12) involve only the nonlinear
constraints. The vector � is an estimate of the Lagrange multipliers for the nonlinear constraints of (1).
The non-negative slack variables sif g allow nonlinear inequality constraints to be treated without
introducing discontinuities. The solution of the QP subproblem (4) provides a vector triple that serves
as a direction of search for the three sets of variables. The non-negative vector � of penalty parameters
is initialized to zero at the beginning of the first major iteration. Thereafter, selected elements are
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increased whenever necessary to ensure descent for the merit function. Thus, the sequence of norms of
� (the printed quantity Penalty; see Section 12.3) is generally nondecreasing, although each �i may be
reduced a limited number of times.

The merit function (12) and its global convergence properties are described in Gill et al. (1986a).

11.4 The Quasi–Newton Update

The matrix H in (4) is a positive definite quasi-Newton approximation to the Hessian of the Lagrangian
function. (For a review of quasi-Newton methods, see Dennis and Schnabel (1983).) At the end of each
major iteration, a new Hessian approximation �H is defined as a rank-two modification of H. In
nag_opt_nlp (e04ucc), the BFGS quasi-Newton update is used:

�H ¼ H � 1

sTHs
HssTH þ 1

yTs
yyT; ð13Þ

where s ¼ �x� x (the change in x).

In nag_opt_nlp (e04ucc), H is required to be positive definite. If H is positive definite, �H defined by
(13) will be positive definite if and only if yTs is positive (see, e.g., Dennis and Moré (1977)). Ideally, y
in (13) would be taken as yL, the change in gradient of the Lagrangian function

yL ¼ �g� �AT
N�N � gþAT

N�N ð14Þ

where �N denotes the QP multipliers associated with the nonlinear constraints of the original problem.
If yTLs is not sufficiently positive, an attempt is made to perform the update with a vector y of the form

y ¼ yL þ
X
i

!i ai �xð Þci �xð Þ � ai xð Þci xð Þð Þ;

where !i 	 0. If no such vector can be found, the update is performed with a scaled yL; in this case, M
is printed to indicate that the update was modified.

Rather than modifying H itself, the Cholesky factor of the transformed Hessian HQ (6) is updated,
where Q is the matrix from (5) associated with the active set of the QP subproblem. The update (12) is
equivalent to the following update to HQ:

�HQ ¼ HQ �
1

sTQHQsQ
HQsQs

T
QHQ þ

1

yTQsQ
yQy

T
Q; ð15Þ

where yQ ¼ QTy, and sQ ¼ QTs. This update may be expressed as a rank-one update to R (see Dennis
and Schnabel (1981)).

12 Optional Parameters

A number of optional input and output arguments to nag_opt_nlp (e04ucc) are available through the
structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_nlp (e04ucc); the default
settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of functions and memory to pointers in the options structure is required, this must be
done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).
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12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for nag_opt_nlp
(e04ucc) together with their default values where relevant. The number � is a generic notation for
machine precision (see nag_machine_precision (X02AJC)).

Nag_Start start Nag Cold
Boolean list Nag_TRUE
Nag_PrintType print_level Nag Soln Iter
Nag_PrintType minor_print_level Nag NoPrint
char outfile[80] stdout
void (*print_fun)() NULL
Boolean obj_deriv Nag_TRUE
Boolean con_deriv Nag_TRUE
Nag_GradChk verify_grad Nag SimpleCheck
Nag_DPrintType print_deriv Nag D Full
Integer obj_check_start 1
Integer obj_check_stop n
Integer con_check_start 1
Integer con_check_stop n
double f_diff_int Computed automatically
double c_diff_int Computed automatically
Integer max_iter max 50; 3 nþ nclinð Þ þ 10ncnlinð Þ
Integer minor_max_iter max 50; 3 nþ nclinþ ncnlinð Þð Þ
double f_prec �0:9

double optim_tol options:f prec0:8

double lin_feas_tol
ffiffi
�
p

double nonlin_feas_tol �0:33 or
ffiffi
�
p

double linesearch_tol 0.9
double step_limit 2:0
double crash_tol 0.01
double inf_bound 1020

double inf_step max options:inf bound; 1020
� �

double *conf size ncnlin
double *conjac size ncnlin*n
Integer *state size nþ nclinþ ncnlin
double *lambda size nþ nclinþ ncnlin
double *h size n*n
Boolean hessian Nag_FALSE
Integer iter
Integer nf

12.2 Description of the Optional Parameters

start – Nag_Start Default ¼ Nag Cold

On entry: specifies how the initial working set is chosen in both the procedure for finding a feasible
point for the linear constraints and bounds, and in the first QP subproblem thereafter. With
options:start ¼ Nag Cold, nag_opt_nlp (e04ucc) chooses the initial working set based on the values of
the variables and constraints at the initial point. Broadly speaking, the initial working set will include
equality constraints and bounds or inequality constraints that violate or ‘nearly’ satisfy their bounds (to
within the value of optional parameter options:crash tol; see below).

With options:start ¼ Nag Warm, you must provide a valid definition of every array element of the
optional parameters options:state, options:lambda and options:h (see below for their definitions). The
options:state values associated with bounds and linear constraints determine the initial working set of
the procedure to find a feasible point with respect to the bounds and linear constraints. The
options:state values associated with nonlinear constraints determine the initial working set of the first
QP subproblem after such a feasible point has been found. nag_opt_nlp (e04ucc) will override your
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specification of options:state if necessary, so that a poor choice of the working set will not cause a fatal
error. For instance, any elements of options:state which are set to �2, �1 or 4 will be reset to zero, as
will any elements which are set to 3 when the corresponding elements of bl and bu are not equal. A
warm start will be advantageous if a good estimate of the initial working set is available – for example,
when nag_opt_nlp (e04ucc) is called repeatedly to solve related problems.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_nlp (e04ucc) will be
printed.

print level – Nag_PrintType Default ¼ NagSolnIter
On entry: the level of results printout produced by nag_opt_nlp (e04ucc) at each major iteration. The
following values are available:

Nag NoPrint No output.

Nag Soln The final solution only.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds 80
characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds 80
characters).

Nag Soln Iter Const As Nag Soln Iter Long with the objective function, the values of the variables,
the Euclidean norm of the nonlinear constraint violations, the nonlinear
constraint values, c, and the linear constraint values ALx also printed at each
iteration.

Nag Soln Iter Full As Nag Soln Iter Const with the diagonal elements of the upper triangular
matrix T associated with the TQ factorization (5) of the QP working set, and the
diagonal elements of R, the triangular factor of the transformed and re-ordered
Hessian (6).

Details of each level of results printout are described in Section 12.3.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter, Nag Iter Long,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

minor print level – Nag_PrintType Default ¼ Nag NoPrint

On entry: the level of results printout produced by the minor iterations of nag_opt_nlp (e04ucc) (i.e.,
the iterations of the QP subproblem). The following values are available:

Nag NoPrint No output.

Nag Soln The final solution only.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds 80
characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds 80
characters).

Nag Soln Iter Const As Nag Soln Iter Long with the Lagrange multipliers, the variables x, the
constraint values ALx and the constraint status also printed at each iteration.

Nag Soln Iter Full
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As Nag Soln Iter Const with the diagonal elements of the upper triangular
matrix T associated with the TQ factorization (4) of the working set, and the
diagonal elements of the upper triangular matrix R printed at each iteration.

Details of each level of results printout are described in Section 12 in nag_opt_lin_lsq (e04ncc).
(options:minor print level in the present function is equivalent to options:print level.)

C o n s t r a i n t : options:minor print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter,
Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 12.3.1 for further details.

obj deriv – Nag_Boolean Default ¼ Nag TRUE

On entry: this argument indicates whether you have provided all the derivatives of the objective
function in objfun. If none or only some of the derivatives are being supplied by objfun then
options:obj deriv should be set to Nag_FALSE.

Whenever possible you should supply all derivatives, since nag_opt_nlp (e04ucc) is more reliable and
will usually be more efficient when all derivatives are exact.

If options:obj deriv ¼ Nag FALSE, nag_opt_nlp (e04ucc) will approximate the unspecified compo-
nents of the objective gradient, using finite differences. The computation of finite difference
approximations usually increases the total run-time, since a call to objfun is required for each
unspecified element. Furthermore, less accuracy can be attained in the solution (see Chapter 8 of Gill et
al. (1986b), for a discussion of limiting accuracy).

At times, central differences are used rather than forward differences, in which case twice as many calls
to objfun are needed. (The switch to central differences is not under your control.)

con deriv – Nag_Boolean Default ¼ Nag TRUE

On entry: this argument indicates whether you have provided all derivatives for the constraint Jacobian
in confun. If none or only some of the derivatives are being supplied by confun then options:con deriv
should be set to Nag_FALSE.

Whenever possible you should supply all derivatives, since nag_opt_nlp (e04ucc) is more reliable and
will usually be more efficient when all derivatives are exact.

If options:con deriv ¼ Nag FALSE, nag_opt_nlp (e04ucc) will approximate unspecified elements of
the Jacobian. One call to confun is needed for each variable for which partial derivatives are not
available. For example, if the constraint Jacobian has the form

� � � �
� ? ? �
� � ? �
� � � �

0B@
1CA

where � indicates a provided element and ‘?’ indicates an unspecified element, nag_opt_nlp (e04ucc)
will call confun twice: once to estimate the missing element in column 2, and again to estimate the two
missing elements in column 3. (Since columns 1 and 4 are known, they require no calls to confun.)

At times, central differences are used rather than forward differences, in which case twice as many calls
to confun are needed. (The switch to central differences is not under your control.)
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verify grad – Nag_GradChk Default ¼ Nag SimpleCheck

On entry: specifies the level of derivative checking to be performed by nag_opt_nlp (e04ucc) on the
gradient elements computed by objfun and confun.

The following values are available:

Nag NoCheck No derivative checking is performed.

Nag SimpleCheck Perform a simple check of both the objective and constraint gradients.

Nag CheckObj Perform a component check of the objective gradient elements.

Nag CheckCon Perform a component check of the constraint gradient elements.

Nag CheckObjCon Perform a component check of both the objective and constraint gradient
elements.

Nag XSimpleCheck Perform a simple check of both the objective and constraint gradients at the
initial value of x specified in x.

Nag XCheckObj Perform a component check of the objective gradient elements at the initial
value of x specified in x.

Nag XCheckCon Perform a component check of the constraint gradient elements at the initial
value of x specified in x.

Nag XCheckObjCon Perform a component check of both the objective and constraint gradient
elements at the initial value of x specified in x.

If options:verify grad ¼ Nag SimpleCheck or Nag XSimpleCheck then a simple ‘cheap’ test is
performed, which requires only one call to objfun and one call to confun . If
options:verify grad ¼ Nag CheckObj, Nag CheckCon or Nag CheckObjCon then a more reliable
(but more expensive) test will be made on individual gradient components. This component check will
be made in the range specified by the optional parameters options:obj check start and
options:obj check stop for the objective gradient, with default values being 1 and n respectively.
For the cons t ra in t gradient the range is specified by options:con check start and
options:con check stop, with default values being 1 and n.

The procedure for the derivative check is based on finding an interval that produces an acceptable
estimate of the second derivative, and then using that estimate to compute an interval that should
produce a reasonable forward-difference approximation. The gradient element is then compared with
the difference approximation. (The method of finite difference interval estimation is based on Gill et al.
(1983).) The result of the test is printed out by nag_opt_nlp (e04ucc) if optional parameter
options:print deriv 6¼ Nag D NoPrint.

Constraint: options:verify grad ¼ Nag NoCheck, Nag SimpleCheck, Nag CheckObj, Nag CheckCon,
Nag CheckObjCon, Nag XSimpleCheck, Nag XCheckObj, Nag XCheckCon or Nag XCheckObjCon.

print deriv – Nag_DPrintType Default ¼ NagDFull
On entry: controls whether the results of any derivative checking are printed out (see optional parameter
options:verify grad).

If a component derivative check has been carried out, then full details will be printed if
options:print deriv ¼ Nag D Full. For a printout summarising the results of a component derivative
check set options:print deriv ¼ Nag D Sum. If only a simple derivative check is requested then
Nag D Sum and Nag D Full will give the same level of output. To prevent any printout from a
derivative check set options:print deriv ¼ Nag D NoPrint.

Constraint: options:print deriv ¼ Nag D NoPrint, Nag D Sum or Nag D Full.

obj check start – Integer Default ¼ 1
obj check stop – Integer Default ¼ n

These options take effect only when options:verify grad ¼ Nag CheckObj, Nag CheckObjCon,
Nag XCheckObj or Nag XCheckObjCon.
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On entry: they may be used to control the verification of gradient elements computed by the function
objfun. For example, if the first 30 elements appeared to be correct in an earlier run, so that only
element 31 remains questionable, it is reasonable to specify options:obj check start ¼ 31. If the first
30 variables appear linearly in the objective, so that the corresponding gradient elements are constant,
the above choice would also be appropriate.

Constraint: 1 � options:obj check start � options:obj check stop � n.

con check start – Integer Default ¼ 1
con check stop – Integer Default ¼ n

These options take effect only when options:verify grad ¼ Nag CheckCon, Nag CheckObjCon,
Nag XCheckCon or Nag XCheckObjCon.

On entry: these arguments may be used to control the verification of the Jacobian elements computed by
the function confun. For example, if the first 30 columns of the constraint Jacobian appeared to be
correct in an earlier run, so that only column 31 remains questionable, it is reasonable to specify
options:con check start ¼ 31.

Constraint: 1 � options:con check start � options:con check stop � n.

f diff int – double Default ¼ computed automatically

On entry: defines an interval used to estimate derivatives by finite differences in the following
circumstances:

(a) For verifying the objective and/or constraint gradients (see the description of the optional
parameter options:verify grad).

(b) For estimating unspecified elements of the objective and/or constraint Jacobian matrix.

In general, using the notation r ¼ options:f diff int, a derivative with respect to the jth variable is
approximated using the interval �j, where �j ¼ r 1þ x̂j

		 		� �
, with x̂ the first point feasible with respect to

the bounds and linear constraints. If the functions are well scaled, the resulting derivative
approximation should be accurate to O rð Þ. See Gill et al. (1981) for a discussion of the accuracy in
finite difference approximations.

If you do not specify a difference interval, a finite difference interval will be computed automatically
for each variable by a procedure that requires up to six calls of confun and objfun for each element.
This option is recommended if the function is badly scaled or you wish to have nag_opt_nlp (e04ucc)
determine constant elements in the objective and constraint gradients (see the descriptions of confun
and objfun in Section 5).

Constraint: � � options:f diff int < 1:0.

c diff int – double Default ¼ computed automatically

On entry: if the algorithm switches to central differences because the forward-difference approximation
is not sufficiently accurate the value of options:c diff int is used as the difference interval for every
element of x. The switch to central differences is indicated by C at the end of each line of intermediate
printout produced by the major iterations (see Section 5.1). The use of finite differences is discussed
under the option options:f diff int.

Constraint: � � options:c diff int < 1:0.

max iter – Integer Default ¼ max 50; 3 nþ nclinð Þ þ 10ncnlinð Þ
On entry: the maximum number of major iterations allowed before termination.

Constraint: options:max iter 	 0.
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minor max iter – Integer Default ¼ max 50; 3 nþ nclinþ ncnlinð Þð Þ
On entry: the maximum number of iterations for finding a feasible point with respect to the bounds and
linear constraints (if any). The value also specifies the maximum number of minor iterations for the
optimality phase of each QP subproblem.

Constraint: options:minor max iter 	 0.

f prec – double Default ¼ �0:9

On entry: this argument defines �r, which is intended to be a measure of the accuracy with which the
problem functions F xð Þ and c xð Þ can be computed.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large, and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981), for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However, when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that nag_opt_nlp (e04ucc) will not attempt to distinguish between
function values that differ by less than the error inherent in the calculation.

Constraint: � � options:f prec < 1:0.

optim tol – double Default ¼ options:f prec0:8

On entry: specifies the accuracy to which you wish the final iterate to approximate a solution of the
problem. Broadly speaking, options:optim tol indicates the number of correct figures desired in the
objective function at the solution. For example, if options:optim tol is 10�6 and nag_opt_nlp (e04ucc)
terminates successfully, the final value of F should have approximately six correct figures.

nag_opt_nlp (e04ucc) will terminate successfully if the iterative sequence of x-values is judged to have
converged and the final point satisfies the first-order Kuhn–Tucker conditions (see Section 11.1). The
sequence of iterates is considered to have converged at x if

� pk k �
ffiffiffi
r
p

1þ xk kð Þ; ð16Þ

where p is the search direction and � the step length from (3), and r is the value of options:optim tol.
An iterate is considered to satisfy the first-order conditions for a minimum if

ZTgFR
�� �� � ffiffiffi

r
p

1þmax 1þ F xð Þj j; gFRk kð Þð Þ ð17Þ

and

resj
		 		 � ftol for all j; ð18Þ

where ZT
FRgFR is the projected gradient (see Section 11.1), gFR is the gradient of F xð Þ with respect to

the free variables, resj is the violation of the jth active nonlinear constraint, and ftol the value of the
optional parameter options:nonlin feas tol.

Constraint: options:f prec � options:optim tol < 1:0.

lin feas tol – double Default ¼
ffiffi
�
p

On entry: defines the maximum acceptable absolute violations in the linear constraints at a ‘feasible’
point; i.e., a linear constraint is considered satisfied if its violation does not exceed options:lin feas tol.

On entry to nag_opt_nlp (e04ucc), an iterative procedure is executed in order to find a point that
satisfies the linear constraints and bounds on the variables to within the tolerance specified by
options:lin feas tol. All subsequent iterates will satisfy the constraints to within the same tolerance
(unless options:lin feas tol is comparable to the finite difference interval).
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This tolerance should reflect the precision of the linear constraints. For example, if the variables and the
coefficients in the linear constraints are of order unity, and the latter are correct to about 6 decimal
digits, it would be appropriate to specify options:lin feas tol as 10�6.

Constraint: � � options:lin feas tol < 1:0.

nonlin feas tol – double Default ¼ �0:33 or
ffiffi
�
p

The default is �0:33 if options:con deriv ¼ Nag FALSE, and
ffiffi
�
p

otherwise.

On entry: defines the maximum acceptable violations in the nonlinear constraints at a ‘feasible’ point; i.
e., a nonlinear constraint is considered satisfied if its violation does not exceed options:nonlin feas tol.

The tolerance defines the largest constraint violation that is acceptable at an optimal point. Since
nonlinear constraints are generally not satisfied until the final iterate, the value of
options:nonlin feas tol acts as a partial termination criteria for the iterative sequence generated by
nag_opt_nlp (e04ucc) (see the discussion of options:optim tol ).

This tolerance should reflect the precision of the nonlinear constraint functions calculated by confun.

Constraint: � � options:nonlin feas tol < 1:0.

linesearch tol – double Default ¼ 0:9

On entry: controls the accuracy with which the step � taken during each iteration approximates a
minimum of the merit function along the search direction (the smaller the value of
options:linesearch tol, the more accurate the line search). The default value requests an inaccurate
search, and is appropriate for most problems, particularly those with any nonlinear constraints.

If there are no nonlinear constraints, a more accurate search may be appropriate when it is desirable to
reduce the number of major iterations – for example, if the objective function is cheap to evaluate, or if
a substantial number of derivatives are unspecified.

Constraint: 0:0 � options:linesearch tol < 1:0.

step limit – double Default ¼ 2:0

On entry: specifies the maximum change in the variables at the first step of the line search. In some
cases, such as F xð Þ ¼ aebx or F xð Þ ¼ axb, even a moderate change in the elements of x can lead to
floating-point overflow. The argument options:step limit is therefore used to encourage evaluation of
the problem functions at meaningful points. Given any major iterate x, the first point ~x at which F and
c are evaluated during the line search is restricted so that

~x� xk k2 � r 1þ xk k2
� �

;

where r is the value of options:step limit.

The line search may go on and evaluate F and c at points further from x if this will result in a lower
value of the merit function. In this case, the character L is printed at the end of each line of output
produced by the major iterations (see Section 5.1). If L is printed for most of the iterations,
options:step limit should be set to a larger value.

Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at wild values. The default value of options:step limit ¼ 2:0 should not affect progress on
well-behaved functions, but values such as 0.1 or 0.01 may be helpful when rapidly varying functions
are present. If a small value of options:step limit is selected, a good starting point may be required. An
important application is to the class of nonlinear least squares problems.

Constraint: options:step limit > 0:0.

crash tol – double Default ¼ 0:01

On entry: options:crash tol is used during a ‘cold start’ when nag_opt_nlp (e04ucc) selects an initial
working set (options:start ¼ Nag Cold). The initial working set will include (if possible) bounds or
general inequality constraints that lie within options:crash tol of their bounds. In particular, a
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cons t ra in t of the form aTj x 	 l wil l be inc luded in the in i t ia l working se t i f

aTj x� l
			 			 � options:crash tol� 1þ lj jð Þ.

Constraint: 0:0 � options:crash tol � 1:0.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly
any lower bound less than or equal to �options:inf bound will be regarded as �1).

Constraint: options:inf bound > 0:0.

inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: options:inf step specifies the magnitude of the change in variables that will be considered a
step to an unbounded solution. If the change in x during an iteration would exceed the value of
options:inf step, the objective function is considered to be unbounded below in the feasible region.

Constraint: options:inf step > 0:0.

conf – double Default ¼ ncnlin

On entry: ncnlin values of memory will be automatically allocated by nag_opt_nlp (e04ucc) and this is
the recommended method of use of conf. However you may supply memory from the calling program.

On exit: if ncnlin > 0, conf½i� 1� contains the value of the ith nonlinear constraint function ci at the
final iterate.

If ncnlin ¼ 0 then conf will not be referenced.

conjac – double Default ¼ ncnlin� n

On entry: ncnlin� n values of memory will be automatically allocated by nag_opt_nlp (e04ucc) and
this is the recommended method of use of options:conjac. However you may supply memory from the
calling program.

On exit: if ncnlin > 0, conjac contains the Jacobian matrix of the nonlinear constraint functions at the
final iterate, i.e., conjac½ i � 1ð Þ � nþ j � 1� contains the partial derivative of the ith constraint function
with respect to the jth variable, for i ¼ 1; 2; . . . ; ncnlin and j ¼ 1; 2; . . . ; n. (See the discussion of the
argument conjac under confun.)

If ncnlin ¼ 0 then conjac will not be referenced.

state – Integer Default ¼ nþ nclinþ ncnlin

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþ nclinþ ncnlin values of memory will be automatically allocated by nag_opt_nlp (e04ucc).

If the option options:start ¼ Nag Warm has been chosen, options:state must point to a minimum of
nþ nclinþ ncnlin elements of memory. This memory will already be available if the options structure
has been used in a previous call to nag_opt_nlp (e04ucc) from the calling program, with
options:start ¼ Nag Cold and the same values of n, nclin and ncnlin. If a previous call has not
been made, you must allocate sufficient memory.

When a ‘warm start’ is chosen options:state should specify the status of the bounds and linear
constraints at the start of the feasibility phase. More precisely, the first n elements of options:state refer
to the upper and lower bounds on the variables, the next nclin elements refer to the general linear
constraints and the following ncnlin elements refer to the nonlinear constraints. Possible values for
options:state½j� are as follows:

options:state½j� Meaning
0 The corresponding constraint is not in the initial QP working set.
1 This inequality constraint should be in the initial working set at its lower bound.
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2 This inequality constraint should be in the initial working set at its upper bound.
3 This equality constraint should be in the initial working set. This value must only

be specified if bl½j� ¼ bu½j�.

The values �2, �1 and 4 are also acceptable but will be reset to zero by the function, as will any
elements which are set to 3 when the corresponding elements of bl and bu are not equal. If nag_opt_nlp
(e04ucc) has been called previously with the same values of n, nclin and ncnlin, then options:state
already contains satisfactory information. (See also the description of the optional parameter
options:start.) The function also adjusts (if necessary) the values supplied in x to be consistent with
the values supplied in options:state.

Constraint: �2 � options:state½j � 1� � 4, for j ¼ 1; 2; . . . ; nþ nclinþ ncnlin.

On exit: the status of the constraints in the QP working set at the point returned in x. The significance
of each possible value of options:state½j� is as follows:

options:state½j� Meaning
�2 The constraint violates its lower bound by more than the appropriate feasibility

tolerance (see the options options:lin feas tol and options:nonlin feas tol). This
value can occur only when no feasible point can be found for a QP subproblem.

�1 The constraint violates its upper bound by more than the appropriate feasibility
tolerance (see the options options:lin feas tol and options:nonlin feas tol). This
value can occur only when no feasible point can be found for a QP subproblem.

0 The constraint is satisfied to within the feasibility tolerance, but is not in the QP
working set.

1 This inequality constraint is included in the QP working set at its lower bound.
2 This inequality constraint is included in the QP working set at its upper bound.
3 This constraint is included in the working set as an equality. This value of

options:state can occur only when bl½j� ¼ bu½j�.

lambda – double Default ¼ nþ nclinþ ncnlin

On entry: options:lambda need not be set if the default option of options:start ¼ Nag Cold is used as
nþ nclinþ ncnlin values of memory will be automatically allocated by nag_opt_nlp (e04ucc).

If the option options:start ¼ Nag Warm has been chosen, options:lambda must point to a minimum of
nþ nclinþ ncnlin elements of memory. This memory will already be available if the options structure
has been used in a previous call to nag_opt_nlp (e04ucc) from the calling program, with
options:start ¼ Nag Cold and the same values of n, nclin and ncnlin. If a previous call has not
been made, you must allocate sufficient memory.

When a ‘warm start’ is chosen options:lambda½j� 1� must contain a multiplier estimate for each
nonlinear constraint with a sign that matches the status of the constraint specified by options:state, for
j ¼ nþ nclinþ 1, nþ nclinþ 2,. . ., nþ nclinþ ncnlin. The remaining elements need not be set.

Note that if the jth constraint is defined as ‘inactive’ by the initial value of the options:state array (i.e.,
options:state½j� 1� ¼ 0), options:lambda½j� 1� should be zero; if the jth constraint is an inequality
active at its lower bound (i.e., options:state½j� 1� ¼ 1), options:lambda½j� 1� should be non-negative;
if the jth constraint is an inequality active at its upper bound (i.e., options:state½j� 1� ¼ 2),
options:lambda½j� 1� should be non-positive. If necessary, the function will modify options:lambda to
match these rules.

On exit: the values of the Lagrange multipliers from the last QP subproblem. options:lambda½j� 1�
should be non-negative if options:state½j� 1� ¼ 1 and non-positive if options:state½j� 1� ¼ 2.

h – double Default ¼ n� n

On entry: options:h need not be set if the default option of options:start ¼ Nag Cold is used, as n� n
values of memory will be automatically allocated by nag_opt_nlp (e04ucc).

If the option options:start ¼ Nag Warm has been chosen, options:h must point to a minimum of n� n
elements of memory. This memory will already be available if the calling program has used the options
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structure in a previous call to nag_opt_nlp (e04ucc) with options:start ¼ Nag Cold and the same value
of n. If a previous call has not been made you must allocate sufficient memory.

When options:start ¼ Nag Warm is chosen, the memory pointed to by options:h must contain the
upper triangular Cholesky factor R of the initial approximation of the Hessian of the Lagrangian
function, with the variables in the natural order. Elements not in the upper triangular part of R are
assumed to be zero and need not be assigned. If a previous call has been made, with
options:hessian ¼ Nag TRUE, then options:h will already have been set correctly.

On exit: if options:hessian ¼ Nag FALSE, options:h contains the upper triangular Cholesky factor R
of QT ~HQ, an estimate of the transformed and re-ordered Hessian of the Lagrangian at x (see (6)).

If options:hessian ¼ Nag TRUE, options:h contains the upper triangular Cholesky factor R of H, the
approximate (untransformed) Hessian of the Lagrangian, with the variables in the natural order.

hessian – Nag_Boolean Default ¼ Nag FALSE

On entry: controls the contents of the optional parameter options:h on return from nag_opt_nlp
(e04ucc). nag_opt_nlp (e04ucc) works exclusively with the transformed and re-ordered Hessian HQ,
and hence extra computation is required to form the Hessian itself. If options:hessian ¼ Nag FALSE,
options:h contains the Cholesky factor of the transformed and re-ordered Hessian. If
options:hessian ¼ Nag TRUE, the Cholesky factor of the approximate Hessian itself is formed and
stored in options:h. This information is required by nag_opt_nlp (e04ucc) if the next call to
nag_opt_nlp (e04ucc) will be made with optional parameter options:start ¼ Nag Warm.

iter – Integer

On exit: the number of major iterations which have been performed in nag_opt_nlp (e04ucc).

nf – Integer

On exit: the number of times the objective function has been evaluated (i.e., number of calls of objfun).
The total excludes any calls made to objfun for purposes of derivative checking.

12.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list,
options:print deriv, options:print level and options:minor print level (see Section 12.2). If
options:list ¼ Nag TRUE then the argument values to nag_opt_nlp (e04ucc) are listed, followed by
the result of any derivative check if options:print deriv ¼ Nag D Sum or Nag D Full. The printout of
results is governed by the values of options:print level and options:minor print level. The default of
options:print level ¼ Nag Soln Iter and options:minor print level ¼ Nag NoPrint provides a single
line of output at each iteration and the final result. This section describes all of the possible levels of
results printout available from nag_opt_nlp (e04ucc).

If a simple derivative check, options:verify grad ¼ Nag SimpleCheck, is requested then a statement
indicating success or failure is given. The largest error found in the constraint Jacobian is output
together with the directional derivative, gTp, of the objective gradient and its finite difference
approximation, where p is a random vector of unit length.

When a component derivative check (see options:verify grad in Section 12.2) is selected the element
with the largest relative error is identified for the objective gradient and the constraint Jacobian.

If the value of options:print deriv ¼ Nag D Full then the following results are printed for each
component:

x[i] the element of x.

dx[i] the optimal finite difference interval.

g[i] or Jacobian value the gradient/Jacobian element.

Difference approxn. the finite difference approximation.

Itns the number of trials performed to find a suitable difference interval.
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The indicator, OK or BAD?, states whether the gradient/Jacobian element and finite difference
approximation are in agreement. If the derivatives are believed to be in error nag_opt_nlp (e04ucc) will
exit with fail:code ¼ NE DERIV ERRORS.

When options:print level ¼ Nag Iter or Nag Soln Iter the following line of output is produced at every
iteration. In all cases, the values of the quantities printed are those in effect on completion of the given
iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases of
the QP subproblem. Generally, Mnr will be 1 in the later iterations, since theoretical
analysis predicts that the correct active set will be identified near the solution (see
Section 11).

Note that Mnr may be greater than the optional parameter options:minor max iter
(default value ¼ max 50; 3 nþ nL þ nNð Þð Þ; see Section 12.2) if some iterations are
required for the feasibility phase.

Step is the step taken along the computed search direction. On reasonably well-behaved
problems, the unit step will be taken as the solution is approached.

Merit function is the value of the augmented Lagrangian merit function (12) at the current iterate.
This function will decrease at each iteration unless it was necessary to increase the
penalty parameters (see Section 11.3). As the solution is approached, Merit
function will converge to the value of the objective function at the solution.

If the QP subproblem does not have a feasible point (signified by I at the end of the
current output line), the merit function is a large multiple of the constraint
violations, weighted by the penalty parameters. During a sequence of major
iterations with infeasible subproblems, the sequence of Merit Function values will
decrease monotonically until either a feasible subproblem is obtained or
nag_opt_nlp (e04ucc) terminates with fail:code ¼ NW NONLIN NOT FEASIBLE
(no feasible point could be found for the nonlinear constraints).

If no nonlinear constraints are present (i.e., ncnlin ¼ 0), this entry contains
Objective, the value of the objective function F xð Þ. The objective function will
decrease monotonically to its optimal value when there are no nonlinear constraints.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnlin is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.1). Norm
Gz will be approximately zero in the neighbourhood of a solution.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ HZ ¼ ZTHFRZ ¼ RT

ZRZ

� �
; see (6) and (11). The larger this number, the more

difficult the problem.

The line of output may be terminated by one of the following characters:

M is printed if the quasi-Newton update was modified to ensure that the Hessian
approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences were used to compute the unspecified objective and
constraint gradients. If the value of Step is zero, the switch to central differences
was made because no lower point could be found in the line search. (In this case,
the QP subproblem is re-solved with the central difference gradient and Jacobian.) If
the value of Step is nonzero, central differences were computed because Norm Gz
and Violtn imply that x is close to a Kuhn–Tucker point (see Section 11.1).

L is printed if the line search has produced a relative change in x greater than the
value defined by the optional parameter options:step limit (default value ¼ 2:0; see
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Section 12.2). If this output occurs frequently during later iterations of the run,
options:step limit should be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal condition
estimator of R indicates that the approximate Hessian is badly conditioned, the
approximate Hessian is refactorized using column interchanges. If necessary, R is
modified so that its diagonal condition estimator is bounded.

If options:print level ¼ Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full
the line of printout at every iteration is extended to give the following additional information. (Note this
longer line extends over more than 80 characters.)

Nfun is the cumulative number of evaluations of the objective function needed for the line
search. Evaluations needed for the estimation of the gradients by finite differences
are not included. Nfun is printed as a guide to the amount of work required for the
linesearch.

Nz is the number of columns of Z (see Section 11.1). The value of Nz is the number of
variables minus the number of constraints in the predicted active set; i.e.,
Nz ¼ n� Bndþ Linþ Nlnð Þ.

Bnd is the number of simple bound constraints in the predicted active set.

Lin is the number of general linear constraints in the predicted active set.

Nln is the number of nonlinear constraints in the predicted active set (not printed if
ncnlin is zero).

Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if ncnlin is zero).

Norm Gf is the Euclidean norm of gFR, the gradient of the objective function with respect to
the free variables.

Cond H is a lower bound on the condition number of the Hessian approximation H.

Cond T is a lower bound on the condition number of the matrix of predicted active
constraints.

Conv is a three-letter indication of the status of the three convergence tests (16) � (18)
defined in the description of the optional parameter options:optim tol in
Section 12.2. Each letter is T if the test is satisfied, and F otherwise. The three
tests indicate whether:

(i) the sequence of iterates has converged;

(ii) the projected gradient (Norm Gz) is sufficiently small; and

(iii) the norm of the residuals of constraints in the predicted active set (Violtn) is
small enough.

If any of these indicators is F when nag_opt_nlp (e04ucc) terminates with the error
indicator fail:code ¼ NE NOERROR, you should check the solution carefully.

When options:print level ¼ Nag Soln Iter Const or Nag Soln Iter Full more detailed results are given
at each iteration. If options:print level ¼ Nag Soln Iter Const these additional values are: the value of
x currently held in x; the current value of the objective function; the Euclidean norm of nonlinear
constraint violations; the values of the nonlinear constraints (the vector c); and the values of the linear
constraints, (the vector ALx).

If options:print level ¼ Nag Soln Iter Full then the diagonal elements of the matrix T associated with
the TQ factorization (5) of the QP working set and the diagonal elements of R, the triangular factor of
the transformed and re-ordered Hessian (6) (see Section 11.1) are also output at each iteration.

When options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Long, Nag Soln Iter Const or
Nag Soln Iter Full the final printout from nag_opt_nlp (e04ucc) includes a listing of the status of
every variable and constraint. The following describes the printout for each variable.
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Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State gives the state of the variable (FR if neither bound is in the active set, EQ if a fixed
variable, LL if on its lower bound, UL if on its upper bound). If Value lies outside
the upper or lower bounds by more than the feasibility tolerances specified by the
opt ional parameters options:lin feas tol and options:nonlin feas tol (see
Section 12.2), State will be ++ or -- respectively.

A key is sometimes printed before State to give some additional information about
the state of a variable.

A Alternative optimum possible. The variable is active at one of its bounds, but
its Lagrange Multiplier is essentially zero. This means that if the variable
were allowed to start moving away from its bound, there would be no change
to the objective function. The values of the other free variables might change,
giving a genuine alternative solution. However, if there are any degenerate
variables (labelled D), the actual change might prove to be zero, since one of
them could encounter a bound immediately. In either case, the values of the
Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of its
bounds.

I Infeasible. The variable is currently violating one of its bounds by more than
options:lin feas tol.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for the variable j. (None indicates that
bl½j� 1� � options:inf bound, where options:inf bound is the optional parameter.)

Upper bound is the upper bound specified for the variable j. (None indicates that
bu½j� 1� 	 options:inf bound, where options:inf bound is the optional para-
meter.)

Lagr Mult is the value of the Lagrange multiplier for the associated bound constraint. This will
b e z e r o i f State i s FR un l e s s bl½j� 1� � �options:inf bound and
bu½j� 1� 	 options:inf bound, in which case the entry will be blank. If x is
optimal, the multiplier should be non-negative if State is LL, and non-positive if
State is UL.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �options:inf bound and bu½j� 1� 	 options:inf bound).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1�
and bu½nþ j� 1� respectively, and with the following changes in the heading:

L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL of the linear constraint.

N Con gives the name (N) and index j� nLð Þ, for j ¼ nL þ 1; nL þ 2; . . . ; nL þ nN of the
nonlinear constraint.

The I key in the State column is printed for general linear constraints which currently violate one of
their bounds by more than options:lin feas tol and for nonlinear constraints which violate one of their
bounds by more than options:nonlin feas tol.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

For the output governed by options:minor print level, you are referred to the documentation for
nag_opt_lin_lsq (e04ncc). This option is equivalent to options:print level.
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If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_nlp (e04ucc) returns to the calling program.

12.3.1Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

This section may be skipped if you wish to use the default printing facilities.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_nlp (e04ucc). Calls to the user-defined function are again controlled
by means of the options:print level, options:minor print level and options:print deriv members.
Information is provided through st and comm, the two structure arguments to options:print fun.

If comm!it maj prt ¼ Nag TRUE then results from the last major iteration of nag_opt_nlp (e04ucc)
a r e p r o v i d e d t h r o u g h s t . N o t e t h a t options:print fun w i l l b e c a l l e d w i t h
comm!it maj prt ¼ Nag TRUE o n l y i f options:print level ¼ Nag Iter, Nag Soln Iter,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full. The following members of st are set:

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

ncnlin – Integer

The number of nonlinear constraints.

nactiv – Integer

The total number of active elements in the current set.

iter – Integer

The major iteration count.

minor_iter – Integer

The minor iteration count for the feasibility and the optimality phases of the QP subproblem.

step – double

The step taken along the computed search direction.

nfun – Integer

The cumulative number of objective function evaluations needed for the line search.

merit – double

The value of the augmented Lagrangian merit function at the current iterate.

objf – double

The current value of the objective function.

norm_nlnviol – double

The Euclidean norm of nonlinear constraint violations (only available if st!ncnlin > 0).

violtn – double

The Euclidean norm of the residuals of constraints that are violated or in the predicted active set
(only available if st!ncnlin > 0).
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norm_gz – double

ZTgFRk k, the Euclidean norm of the projected gradient.

nz – Integer

The number of columns of Z (see Section 11.1).

bnd – Integer

The number of simple bound constraints in the predicted active set.

lin – Integer

The number of general linear constraints in the predicted active set.

nln – Integer

The number of nonlinear constraints in the predicted active set (only available if st!ncnlin > 0).

penalty – double

The Euclidean norm of the vector of penalty parameters used in the augmented Lagrangian merit
function (only available if st!ncnlin > 0).

norm_gf – double

The Euclidean norm of gFR, the gradient of the objective function with respect to the free
variables.

cond_h – double

A lower bound on the condition number of the Hessian approximation H.

cond_hz – double

A lower bound on the condition number of the projected Hessian approximation HZ .

cond_t – double

A lower bound on the condition number of the matrix of predicted active constraints.

iter_conv – Nag_Boolean

Nag_TRUE if the sequence of iterates has converged, i.e., convergence condition (16) (see the
description of options:optim tol) is satisfied.

norm_gz_small – Nag_Boolean

Nag_TRUE if the projected gradient is sufficiently small, i.e., convergence condition (17) (see
the description of options:optim tol) is satisfied.

violtn_small – Nag_Boolean

Nag_TRUE if the violations of the nonlinear constraints are sufficiently small, i.e., convergence
condition (18) (see the description of options:optim tol) is satisfied.

update_modified – Nag_Boolean

Nag_TRUE if the quasi-Newton update was modified to ensure that the Hessian is positive
definite.

qp_not_feasible – Nag_Boolean

Nag_TRUE if the QP subproblem has no feasible point.

c_diff – Nag_Boolean

Nag_TRUE if central differences were used to compute the unspecified objective and constraint
gradients.

step_limit_exceeded – Nag_Boolean

Nag_TRUE if the line search produced a relative change in x greater than the value defined by
the optional parameter options:step limit.

e04 – Minimizing or Maximizing a Function e04ucc

Mark 26 e04ucc.39



refactor – Nag_Boolean

Nag_TRUE if the approximate Hessian has been refactorized.

x – double *

Contains the components x½j � 1� of the current point x, for j ¼ 1; 2; . . . ; st!n.

state – Integer *

Contains the status of the st!n variables, st!nclin linear, and st!ncnlin nonlinear constraints
(if any). See Section 12.2 for a description of the possible status values.

ax – double *

If st!nclin > 0, st!ax½j � 1� contains the current value of the jth linear constraint, for
j ¼ 1; 2; . . . ; st!nclin.

cx – double *

If st!ncnlin > 0, st!cx½j� 1� contains the current value of nonlinear constraint cj , for
j ¼ 1; 2; . . . ; st!ncnlin.

diagt – double *

If st!nactiv > 0, the st!nactiv elements of the diagonal of the matrix T .

diagr – double *

Contains the st!n elements of the diagonal of the upper triangular matrix R.

If comm!sol sqp prt ¼ Nag TRUE then the final result from nag_opt_nlp (e04ucc) is provided
through st. Note that options:print fun will be called with comm!sol sqp prt ¼ Nag TRUE only if
options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Long, Nag Soln Iter Const o r
Nag Soln Iter Full. The following members of st are set:

iter – Integer

The number of iterations performed.

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

ncnlin – Integer

The number of nonlinear constraints.

x – double *

Contains the components x½j � 1� of the final point x, for j ¼ 1; 2; . . . ; st!n.

state – Integer *

Contains the status of the st!n variables, st!nclin linear, and st!ncnlin nonlinear constraints
(if any). See Section 12.2 for a description of the possible status values.

ax – double *

If st!nclin > 0, st!ax½j � 1� contains the final value of the jth linear constraint, for
j ¼ 1; 2; . . . ; st!nclin.

cx – double *

If st!ncnlin > 0, st!cx½j� 1� contains the final value of nonlinear constraint cj , for
j ¼ 1; 2; . . . ; st!ncnlin.

bl – double *

Contains the st!nþ st!nclinþ st!ncnlin lower bounds on the variables.
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bu – double *

Contains the st!nþ st!nclinþ st!ncnlin upper bounds on the variables.

lambda – double *

Contains the st!nþ st!nclinþ st!ncnlin final values of the Lagrange multipliers.

If comm!g prt ¼ Nag TRUE then the results from derivative checking are provided through st. Note
that options:print fun will be called with comm!g prt only if options:print deriv ¼ Nag D Sum or
Nag D Full. The following members of st are set:

n – Integer

The number of variables.

ncnlin – Integer

The number of nonlinear constraints.

x – double *

Contains the components x½j � 1� of the initial point x0, for j ¼ 1; 2; . . . ; st!n.

g – double *

Contains the components g½j � 1� of the gradient vector g xð Þ ¼ @F

@x1
;
@F

@x2
; . . . ;

@F

@xn

� �T

at the

initial point x0, for j ¼ 1; 2; . . . ; st!n.

conjac – double *

Contains the elements of the Jacobian matrix of nonlinear constraints at the initial point x0 (
@fi
@xj

i s he ld a t l oca t i on conjac½ i � 1ð Þ � st!nþ j � 1�, f o r i ¼ 1; 2; . . . ; st!ncnlin and
j ¼ 1; 2; . . . ; st!n).

In this case details of the derivative check performed by nag_opt_nlp (e04ucc) are held in the following
substructure of st:

gprint – Nag_GPrintSt *

Which in turn contains three substructures st!g chk, st!f sim, st!c sim and two pointers to
arrays of substructures, st!f comp and st!c comp.

g_chk – Nag_Grad_Chk_St *

The substructure st!g chk contains the members:

type – Nag_GradChk

The type of derivative check performed by nag_opt_nlp (e04ucc). This will be the
same value as in options:verify grad.

g_error – Integer

This member will be equal to one of the error codes NE_NOERROR or
NE_DERIV_ERRORS according to whether the derivatives were found to be
correct or not.

obj_start – Integer

Specifies the gradient element at which any component check started. This value
will be equal to options:obj check start.

obj_stop – Integer

Specifies the gradient element at which any component check ended. This value
specifies the element at which any component check of the constraint gradient
ended. This value will be equal to options:obj check stop.
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con_start – Integer

Specifies the element at which any component check of the constraint gradient
started. This value will be equal to options:con check start.

con_stop – Integer

Specifies the element at which any component check of the constraint gradient
ended. This value will be equal to options:con check stop.

f_sim – Nag_SimSt *

The resu l t o f a s imple der iva t ive check of the ob jec t ive grad ien t ,
st!gprint!g chk:type ¼ Nag SimpleCheck, will be held in this substructure in
members:

correct – Nag_Boolean

If Nag_TRUE then the objective gradient is consistent with the finite difference
approximation according to a simple check.

dir_deriv – double

The directional derivative gTp where p is a random vector of unit length with
elements of approximately equal magnitude.

fd_approx – double

The finite difference approximation, F xþ hpð Þ � F xð Þð Þ=h, to the directional
derivative.

c_sim – Nag_SimSt *

The resul t of a s imple der iva t ive check of the cons tra int Jacobian ,
st!gprint!g chk:type ¼ Nag SimpleCheck, will be held in this substructure in
members:

n_elements – Integer

The number of columns of the constraint Jacobian for which a simple check has
been carried out, i.e., those columns which do not contain unknown elements.

correct – Nag_Boolean

If Nag_TRUE then the Jacobian is consistent with the finite difference
approximation according to a simple check.

max_error – double

The maximum error found between the norm of a constraint gradient and its finite
difference approximation.

max_constraint – Integer

The constraint gradient which has the maximum error between its norm and its finite
difference approximation.

f_comp – Nag_CompSt *

The results of a requested component derivative check of the objective gradient,
st!gprint!g chk:type ¼ Nag CheckObj or Nag CheckObjCon, will be held in the array
of st!n substructures of type Nag_CompSt pointed to by st!gprint!f comp. The
procedure for the derivative check is based on finding an interval that produces an
acceptable estimate of the second derivative, and then using that estimate to compute an
interval that should produce a reasonable forward-difference approximation. The gradient
element is then compared with the difference approximation. (The method of finite
difference interval estimation is based on Gill et al. (1983).)
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correct – Nag_Boolean

If Nag_TRUE then this gradient element is consistent with its finite difference
approximation.

hopt – double

The optimal finite difference interval.

gdiff – double

The finite difference approximation for this gradient component.

iter – Integer

The number of trials performed to find a suitable difference interval.

comment – char

A character string which describes the possible nature of the reason for which an
estimation of the finite difference interval failed to produce a satisfactory relative
condition error of the second-order difference. Possible strings are: "Constant?",
"Linear or odd?", "Too nonlinear?" and "Small derivative?".

c_comp – Nag_CompSt *

The results of a requested component derivative check of the Jacobian of nonlinear
constraint functions, st!gprint!g chk:type ¼ Nag CheckCon or Nag CheckObjCon, will
be held in the array of st!ncnlin� st!n substructures of type Nag_CompSt pointed to
by st!gprint!c comp. The element st!gprint!f comp½ i � 1ð Þ � st!nþ j � 1� will
hold the details of the component derivative check for Jacobian element i; j, for
i ¼ 1; 2; . . . ; st!ncnlin and j ¼ 1; 2; . . . ; st!n. The procedure for the derivative check is
based on finding an interval that produces an acceptable estimate of the second derivative,
and then using that estimate to compute an interval that should produce a reasonable
forward-difference approximation. The Jacobian element is then compared with the
difference approximation. (The method of finite difference interval estimation is based on
Gill et al. (1983).)

The members of st!gprint!c comp are as for st!gprint!f comp where
st!gprint!f comp:gdiff gives the difference approximation for the Jacobian element.

The relevant members of the structure comm are:

g_prt – Nag_Boolean

Will be Nag_TRUE only when the print function is called with the result of the derivative check
of objfun and confun.

it_maj_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with information about the current major
iteration.

sol_sqp_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the details of the final solution.

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with information about the current minor
iteration (i.e., an iteration of the current QP subproblem). See the documentation for
nag_opt_lin_lsq (e04ncc) for details of which members of st are set.

new_lm – Nag_Boolean

Will be Nag_TRUE when the Lagrange multipliers have been updated in a QP subproblem. See
the documentation for nag_opt_lin_lsq (e04ncc) for details of which members of st are set.
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sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the details of the solution of a QP
subproblem, i.e., the solution at the end of a major iteration. See the documentation for
nag_opt_lin_lsq (e04ncc) for details of which members of st are set.

user – double
iuser – Integer
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_nlp (e04ucc) or during a call to objfun, confun or options:print fun.
The type Pointer will be void * with a C compiler that defines void * and char * otherwise.
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NAG Library Function Document

nag_opt_nlp_revcomm_option_set_file (e04udc)

1 Purpose

To supply optional parameters to nag_opt_nlp_revcomm (e04ufc) from an external file.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_revcomm_option_set_file (Nag_FileID fileid,
Nag_Boolean lwsav[], Integer iwsav[], double rwsav[], NagError *fail)

3 Description

nag_opt_nlp_revcomm_option_set_file (e04udc) may be used to supply values for optional parameters
to nag_opt_nlp_revcomm (e04ufc). nag_opt_nlp_revcomm_option_set_file (e04udc) reads an external
file and each line of the file defines a single optional parameter. It is only necessary to supply values for
those arguments whose values are to be different from their default values.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

Blank strings and comments are ignored. A comment begins with an asterisk (*) and all subsequent
characters in the string are regarded as part of the comment.

The file containing the options must start with Begin and must finish with End. An example of a valid
options file is:

Begin * Example options file
Print level = 5

End

Optional parameter settings are preserved following a call to nag_opt_nlp_revcomm (e04ufc) and so the
keyword Defaults is provided to allow you to reset all the optional parameters to their default values
before a subsequent call to nag_opt_nlp_revcomm (e04ufc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_revcomm (e04ufc).

4 References

None.
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5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the option file to be read as returned by a call to nag_open_file (x04acc).

2: lwsav½120� – Nag_Boolean Communication Array
3: iwsav½610� – Integer Communication Array
4: rwsav½475� – double Communication Array

The arrays lwsav, iwsav and rwsav MUST NOT be altered between calls to any of the functions
nag_opt_nlp_revcomm_option_set_file (e04udc), nag_opt_nlp_revcomm_option_set_string
(e04uec), nag_opt_nlp_revcomm (e04ufc) or nag_opt_nlp_revcomm_init (e04wbc).

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

One or more lines of the options file is invalid.

NE_MISSING_BEGIN

End-of-file was found before Begin was found.

NE_MISSING_END

Begin was found, but end-of-file was found before End was found.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_READ_FILE

Could not open options file with fileid ¼ valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_opt_nlp_revcomm_option_set_file (e04udc) is not threaded in any implementation.

9 Further Comments

nag_opt_nlp_revcomm_option_set_string (e04uec) may also be used to supply optional parameters to
nag_opt_nlp_revcomm (e04ufc).

10 Example

This example solves the same problem as the example for nag_opt_nlp_revcomm (e04ufc), but in
addition illustrates the use of nag_opt_nlp_revcomm_option_set_file (e04udc) and nag_opt_nlp_rev
comm_option_set_string (e04uec) to set optional parameters for nag_opt_nlp_revcomm (e04ufc).

10.1 Program Text

/* nag_opt_nlp_revcomm_option_set_file (e04udc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

int main(void)
{

const char *optionsfile = "e04udce.opt";

/* Scalars */
double objf, nctotal;
Integer exit_status = 0, i, irevcm, iter, j, n, nclin, ncnln;
Integer tda, tdcj, tdr, licomm, lrcomm;

/* Arrays */
double *a = 0, *bl = 0, *bu = 0, *c = 0, *cjac = 0, *clamda = 0, *objgrd =

0;
double *r = 0, *rcomm = 0, rwsav[475], *x = 0;
Integer *icomm = 0, *istate = 0, iwsav[610], *needc = 0;
char cwsav[5 * 80];

/* Nag Types */
Nag_Boolean lwsav[120];
NagError fail;
Nag_FileID optfileid;

#define A(I,J) a[(I-1)*tda + J - 1]
#define CJAC(I,J) cjac[(I-1)*tdcj + J - 1]

INIT_FAIL(fail);

printf("nag_opt_nlp_revcomm_option_set_file (e04udc) "
"Example Program Results\n");

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nclin,

&ncnln);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nclin,
&ncnln);

#endif

if (n <= 0 || nclin < 0 || ncnln < 0) {
printf("At least one of n, nclin, or ncnln is invalid\n");
exit_status = 1;

}
else {

tda = MAX(nclin, n);
tdcj = MAX(ncnln, n);
tdr = n;
nctotal = n + nclin + ncnln;
licomm = 3 * n + nclin + 2 * ncnln;
lrcomm = 21 * n + 2;
if (ncnln || nclin)

lrcomm += 2 * n * n + 11 * nclin;
if (ncnln)

lrcomm += n * nclin + 2 * n * ncnln + 22 * ncnln - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(tda * MAX(1, nclin), double)) ||

!(bl = NAG_ALLOC(nctotal, double)) ||
!(bu = NAG_ALLOC(nctotal, double)) ||
!(istate = NAG_ALLOC(nctotal, Integer)) ||
!(c = NAG_ALLOC(ncnln, double)) ||
!(cjac = NAG_ALLOC(tdcj * MAX(1, ncnln), double)) ||
!(clamda = NAG_ALLOC(nctotal, double)) ||
!(objgrd = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(tdr * n, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(needc = NAG_ALLOC(ncnln, Integer)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(rcomm = NAG_ALLOC(lrcomm, double)))

{
printf("Allocation failure\n");
exit_status = -1;

}
else {

/* Read A, BL, BU and X from data file */
if (nclin > 0) {

for (i = 1; i <= nclin; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 0; i < nctotal; ++i)
#ifdef _WIN32

scanf_s("%lf", &bl[i]);
#else

scanf("%lf", &bl[i]);
#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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for (i = 0; i < nctotal; ++i)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif

/* Set all constraint Jacobian elements to zero.
Note that this will only work when ’Derivative Level = 3’
(the default; see Section 11.2) */

for (j = 1; j <= n; ++j)
for (i = 1; i <= ncnln; ++i)

CJAC(i, j) = 0.0;

/* Initialize nag_opt_nlp_revcomm (e04ufc) and check for error
exits */

nag_opt_nlp_revcomm_init("e04ufc", cwsav, 5, lwsav, 120, iwsav, 610,
rwsav, 475, &fail);

/* Set three options using
nag_opt_nlp_revcomm_option_set_string (e04uec) */

nag_opt_nlp_revcomm_option_set_string("Infinite Bound Size = 1.0d+25",
lwsav, iwsav, rwsav, &fail);

nag_opt_nlp_revcomm_option_set_string("Print Level = 1", lwsav, iwsav,
rwsav, &fail);

nag_opt_nlp_revcomm_option_set_string("Verify Level = 11", lwsav, iwsav,
rwsav, &fail);

/* Use nag_opt_sparse_nlp_option_set_file (e04vkc) to read some
* options from the options file. Call nag_open_file (x04acc) to
* set the options file optfileid */

/* nag_open_file (x04acc), see above. */
nag_open_file(optionsfile, 0, &optfileid, &fail);

/* nag_opt_nlp_revcomm_option_set_file (e04udc).
* Supply optional parameter values for
* nag_opt_nlp_revcomm (e04ufc) from external file
*/

nag_opt_nlp_revcomm_option_set_file(optfileid, lwsav, iwsav, rwsav,
&fail);

/* Solve the problem */
irevcm = 0;

do {
nag_opt_nlp_revcomm(&irevcm, n, nclin, ncnln, tda, tdcj, tdr, a,

bl, bu, &iter, istate, c, cjac, clamda, &objf,
objgrd, r, x, needc, icomm, licomm, rcomm, lrcomm,
cwsav, lwsav, iwsav, rwsav, &fail);

if (irevcm == 1 || irevcm == 3)
/* Evaluate the objective function */
objf = x[0] * x[3] * (x[0] + x[1] + x[2]) + x[2];

if (irevcm == 2 || irevcm == 3) {
/* Evaluate the objective gradient */
objgrd[0] = x[3] * (2.0 * x[0] + x[1] + x[2]);
objgrd[1] = x[0] * x[3];
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objgrd[2] = x[0] * x[3] + 1.0;
objgrd[3] = x[0] * (x[0] + x[1] + x[2]);

}

if (irevcm == 4 || irevcm == 6) {
/* Evaluate the nonlinear constraint functions */
if (needc[0] > 0)

c[0] = x[0] * x[0] + x[1] * x[1] + x[2] * x[2] + x[3] * x[3];
if (needc[1] > 0)

c[1] = x[0] * x[1] * x[2] * x[3];
}

if (irevcm == 5 || irevcm == 6) {
/* Evaluate the constraint Jacobian */
if (needc[0] > 0) {

CJAC(1, 1) = 2.0 * x[0];
CJAC(1, 2) = 2.0 * x[1];
CJAC(1, 3) = 2.0 * x[2];
CJAC(1, 4) = 2.0 * x[3];

}

if (needc[1] > 0) {
CJAC(2, 1) = x[1] * x[2] * x[3];
CJAC(2, 2) = x[0] * x[2] * x[3];
CJAC(2, 3) = x[0] * x[1] * x[3];
CJAC(2, 4) = x[0] * x[1] * x[2];

}
}

} while (irevcm > 0);

if (fail.code != NE_NOERROR) {
printf("e04ufc failed.\n%s\n", fail.message);
exit_status = 1;

}
}

/* Deallocate any allocated arrays */
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(istate);
NAG_FREE(c);
NAG_FREE(cjac);
NAG_FREE(clamda);
NAG_FREE(objgrd);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(needc);
NAG_FREE(icomm);
NAG_FREE(rcomm);

}
return exit_status;

}

10.2 Program Data

Begin * Example options file for e04ufc
Major Iteration Limit = 15 * (Default = 50)
Minor Iteration Limit = 10 * (Default = 50)

End

nag_opt_nlp_revcomm_option_set_file (e04udc) Example Program Data
4 1 2 :Values of n, nclin and ncnln
1.0 1.0 1.0 1.0 :End of matrix a
1.0 1.0 1.0 1.0 -1.0e+25 -1.0e+25 25.0 :End of bl
5.0 5.0 5.0 5.0 20.0 40.0 1.0e+25 :End of bu
1.0 5.0 5.0 1.0 :End of x
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10.3 Program Results

nag_opt_nlp_revcomm_option_set_file (e04udc) Example Program Results

*** e04ufc

Parameters
----------

Linear constraints..... 1 Variables.............. 4
Nonlinear constraints.. 2

Infinite bound size.... 1.00E+25 COLD start.............
Infinite step size..... 1.00E+25 EPS (machine precision) 1.11E-16
Step limit............. 2.00E+00 Hessian................ NO

Linear feasibility..... 1.05E-08 Crash tolerance........ 1.00E-02
Nonlinear feasibility.. 1.05E-08 Optimality tolerance... 3.26E-12
Line search tolerance.. 9.00E-01 Function precision..... 4.37E-15

Derivative level....... 3 Monitoring file........ -1
Verify level........... 11

Start obj chk at varble 1 Stop obj chk at varble. 4
Start con chk at varble 1 Stop con chk at varble. 4

Major iterations limit. 15 Major print level...... 1
Minor iterations limit. 10 Minor print level...... 0

Workspace provided is IWORK( 17), WORK( 192).
To solve problem we need IWORK( 17), WORK( 192).

Verification of the objective gradients.
----------------------------------------

The objective gradients seem to be ok.

Directional derivative of the objective 8.15250000E-01
Difference approximation 8.15249734E-01

J X(J) DX(J) G(J) Difference approxn Itns

1 1.00E+00 3.86E-07 1.20000000E+01 1.20000000E+01 OK 1
2 5.00E+00 7.94E-06 1.00000000E+00 1.00000000E+00 OK 3
3 5.00E+00 7.94E-06 2.00000000E+00 2.00000000E+00 OK 3
4 1.00E+00 2.65E-06 1.10000000E+01 1.10000000E+01 OK 3

4 Objective gradients out of the 4
set in cols 1 through 4 seem to be ok.

The largest relative error was 5.54E-12 in element 1

Exit from NP problem after 5 major iterations,
9 minor iterations.

Varbl State Value Lower Bound Upper Bound Lagr Mult Slack

V 1 LL 1.00000 1.00000 5.00000 1.088 .
V 2 FR 4.74300 1.00000 5.00000 . 0.2570
V 3 FR 3.82115 1.00000 5.00000 . 1.179
V 4 FR 1.37941 1.00000 5.00000 . 0.3794

L Con State Value Lower Bound Upper Bound Lagr Mult Slack

L 1 FR 10.9436 None 20.0000 . 9.056
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N Con State Value Lower Bound Upper Bound Lagr Mult Slack

N 1 UL 40.0000 None 40.0000 -0.1615 -3.5264E-11
N 2 LL 25.0000 25.0000 None 0.5523 -2.8791E-11

Exit e04ufc - Optimal solution found.

Final objective value = 17.01402
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NAG Library Function Document

nag_opt_nlp_revcomm_option_set_string (e04uec)

1 Purpose

To supply individual optional parameters to nag_opt_nlp_revcomm (e04ufc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_revcomm_option_set_string (const char *str,
Nag_Boolean lwsav[], Integer iwsav[], double rwsav[], NagError *fail)

3 Description

nag_opt_nlp_revcomm_option_set_string (e04uec) may be used to supply values for optional
parameters to nag_opt_nlp_revcomm (e04ufc). It is only necessary to call nag_opt_nlp_revcomm_op
tion_set_string (e04uec) for those arguments whose values are to be different from their default values.
One call to nag_opt_nlp_revcomm_option_set_string (e04uec) sets one argument value.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

Blank strings and comments are ignored. A comment begins with an asterisk (*) and all subsequent
characters in the string are regarded as part of the comment.

Optional parameter settings are preserved following a call to nag_opt_nlp_revcomm (e04ufc) and so the
keyword Defaults is provided to allow you to reset all the optional parameters to their default values
before a subsequent call to nag_opt_nlp_revcomm (e04ufc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_revcomm (e04ufc).

4 References

None.

5 Arguments

1: str – const char * Input

On entry: a single valid option string (as described in Section 3 and in Section 12 in
nag_opt_nlp_revcomm (e04ufc)).
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2: lwsav½120� – Nag_Boolean Communication Array
3: iwsav½610� – Integer Communication Array
4: rwsav½475� – double Communication Array

The arrays lwsav, iwsav and rwsav MUST NOT be altered between calls to any of the functions
nag_opt_nlp_revcomm_option_set_file (e04udc), nag_opt_nlp_revcomm_option_set_string
(e04uec), nag_opt_nlp_revcomm (e04ufc) or nag_opt_nlp_revcomm_init (e04wbc).

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

The supplied option string is invalid. Supplied value was: valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_revcomm_option_set_string (e04uec) is not threaded in any implementation.

9 Further Comments

nag_opt_nlp_revcomm_option_set_file (e04udc) may also be used to supply optional parameters to
nag_opt_nlp_revcomm (e04ufc).

10 Example

See Section 10 in nag_opt_nlp_revcomm_option_set_file (e04udc).
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NAG Library Function Document

nag_opt_nlp_revcomm (e04ufc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm, to Section 12 for a detailed
description of the specification of the optional parameters and to Section 13 for a detailed description
of the monitoring information produced by the function.

1 Purpose

nag_opt_nlp_revcomm (e04ufc) is designed to minimize an arbitrary smooth function subject to
constraints (which may include simple bounds on the variables, linear constraints and smooth nonlinear
constraints) using a sequential quadratic programming (SQP) method. You should supply as many first
derivatives as possible; any unspecified derivatives are approximated by finite differences. It is not
intended for large sparse problems.

nag_opt_nlp_revcomm (e04ufc) may also be used for unconstrained, bound-constrained and linearly
constrained optimization.

nag_opt_nlp_revcomm (e04ufc) uses reverse communication for evaluating the objective function, the
nonlinear constraint functions and any of their derivatives.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_revcomm (Integer *irevcm, Integer n, Integer nclin,
Integer ncnln, Integer tda, Integer tdcj, Integer tdr, const double a[],
const double bl[], const double bu[], Integer *iter, Integer istate[],
double c[], double cjac[], double clamda[], double *objf,
double objgrd[], double r[], double x[], Integer needc[],
Integer iwork[], Integer liwork, double work[], Integer lwork,
char cwsav[], Nag_Boolean lwsav[], Integer iwsav[], double rwsav[],
NagError *fail)

Before calling nag_opt_nlp_revcomm (e04ufc) or either of the option setting functions
nag_opt_nlp_revcomm_option_set_file (e04udc) or nag_opt_nlp_revcomm_option_set_string (e04uec),
nag_opt_nlp_revcomm_init (e04wbc) must be called. The specification for nag_opt_nlp_revcomm_init
(e04wbc) is:

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_revcomm_init_b (const char *rname, Nag_E04StateB *state,
NagError *fail)

nag_opt_nlp_revcomm_init (e04wbc) should be called with rname ¼ e04ufc . cwsav must have a
length of lcwsav� 80, while the lengths of lwsav, iwsav and rwsav should be llwsav, liwsav and
lrwsav, respectively. These arguments must satisfy the following constraints:

lcwsav 	 5

llwsav 	 120

liwsav 	 610

lrwsav 	 475
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The contents of the arrays cwsav, lwsav, iwsav and rwsav MUST NOT be altered between calling
functions nag_opt_nlp_revcomm_option_set_file (e04udc), nag_opt_nlp_revcomm_option_set_string
(e04uec), nag_opt_nlp_revcomm (e04ufc) or nag_opt_nlp_revcomm_init (e04wbc).

3 Description

nag_opt_nlp_revcomm (e04ufc) is designed to solve the nonlinear programming problem – the
minimization of a smooth nonlinear function subject to a set of constraints on the variables. The
problem is assumed to be stated in the following form:

minimize
x2Rn

F xð Þ subject to l �
x
ALx
c xð Þ

0@ 1A � u; ð1Þ

where F xð Þ (the objective function) is a nonlinear function, AL is an nL by n constant matrix, and c xð Þ
is an nN element vector of nonlinear constraint functions. (The matrix AL and the vector c xð Þ may be
empty.) The objective function and the constraint functions are assumed to be smooth, i.e., at least
twice-continuously differentiable. (The method of nag_opt_nlp_revcomm (e04ufc) will usually solve (1)
if there are only isolated discontinuities away from the solution.)

Note that although the bounds on the variables could be included in the definition of the linear
constraints, we prefer to distinguish between them for reasons of computational efficiency. For the same
reason, the linear constraints should not be included in the definition of the nonlinear constraints. Upper
and lower bounds are specified for all the variables and for all the constraints. An equality constraint
can be specified by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u
can be set to special values that will be treated as �1 or þ1. (See the description of the optional
parameter Infinite Bound Size.)

If there are no nonlinear constraints in (1) and F is linear or quadratic then it will generally be more
efficient to use one of nag_opt_lp (e04mfc), nag_opt_lin_lsq (e04ncc) or nag_opt_qp (e04nfc), or
nag_opt_sparse_convex_qp_solve (e04nqc) if the problem is large and sparse. If the problem is large
and sparse and does have nonlinear constraints, nag_opt_nlp_sparse (e04ugc) should be used, since
nag_opt_nlp_revcomm (e04ufc) treats all matrices as dense.

nag_opt_nlp_revcomm (e04ufc) uses reverse communication for evaluating F xð Þ, c xð Þ and as many of
their first partial derivatives as possible; any remaining derivatives are approximated by finite
differences. See the description of the optional parameter Derivative Level.

On initial entry, you must supply an initial estimate of the solution to (1).

On intermediate exits, the calling program must compute appropriate values for the objective function,
the nonlinear constraints or their derivatives, as specified by the argument irevcm, and then re-enter the
function.

For maximum reliability, it is preferable to provide all partial derivatives (see Chapter 8 of Gill et al.
(1981), for a detailed discussion). If they cannot all be provided, it is advisable to provide as many as
possible. While developing code to evaluate the objective function and the constraints, the optional
parameter Verify should be used to check the calculation of any known derivatives.

The method used by nag_opt_nlp_revcomm (e04ufc) is described in detail in Section 11.

nag_opt_nlp (e04ucc) and nag_opt_nlp_solve (e04wdc) are alternative functions which use a similar
method, but with direct communicaiton: that is, the objective and constraint functions are evaluated by
functions, supplied as arguments to the function.
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5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than those specified by the value of irevcm must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must be set to 0.

On intermediate exit: specifies what values the calling program must assign to arguments of
nag_opt_nlp_revcomm (e04ufc) before re-entering the function.

irevcm ¼ 1
Set objf to the value of the objective function F xð Þ.

irevcm ¼ 2

Set objgrd½j � 1� to the value
@F

@xj
if available, for j ¼ 1; 2; . . . ; n.

irevcm ¼ 3
Set objf and objgrd½j� 1� as for irevcm ¼ 1 and irevcm ¼ 2.

irevcm ¼ 4
Set c½i� 1� to the value of the constraint function ci xð Þ, for each i such that
needc½i� 1� > 0.

irevcm ¼ 5

Set CJAC i; jð Þ to the value
@ci
@xj

if available, for each i such that needc½i� 1� > 0 and

j ¼ 1; 2; . . . ; n, where CJAC i; jð Þ is as defined in cjac.
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irevcm ¼ 6
Set CJAC i; jð Þ as for irevcm ¼ 4 and irevcm ¼ 5.

On intermediate re-entry: must remain unchanged, unless you wish to terminate the solution to
the current problem. In this case irevcm may be set to a negative value and then
nag_opt_nlp_revcomm (e04ufc) will take a final exit with fail:code ¼ NE USER STOP.

On final exit: irevcm ¼ 0.

Constraint: irevcm � 6.

2: n – Integer Input

On initial entry: n, the number of variables.

Constraint: n > 0.

3: nclin – Integer Input

On initial entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

4: ncnln – Integer Input

On initial entry: nN , the number of nonlinear constraints.

Constraint: ncnln 	 0.

5: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraints:

if nclin > 0, tda 	 n;
otherwise tda 	 1.

6: tdcj – Integer Input

On entry: the stride separating matrix column elements in the array cjac.

Constraints:

if ncnln > 0, tdcj 	 n;
otherwise tdcj 	 1.

7: tdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: tdr 	 n.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; nclin� tdað Þ.
Where A i; jð Þ appears in this document, it refers to the array element a½ i� 1ð Þ � tdaþ j� 1�.
On initial entry: the ith row of the matrix AL of general linear constraints in (1) must be stored
in A i; jð Þ, for i ¼ 1; 2; . . . ; nclin and j ¼ 1; 2; . . . ;n. That is, the ith row contains the coefficients
of the ith general linear constraint, for i ¼ 1; 2; . . . ; nclin.

If nclin ¼ 0, the array a is not referenced.
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9: bl½nþ nclinþ ncnln� – const double Input
10: bu½nþ nclinþ ncnln� – const double Input

On initial entry: bl must contain the lower bounds and bu the upper bounds, for all the
constraints in the following order. The first n elements of each array must contain the bounds on
the variables, the next nL elements the bounds for the general linear constraints (if any) and the
next nN elements the bounds for the general nonlinear constraints (if any). To specify a
nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �bigbnd, and to specify a nonexistent
upper bound (i.e., uj ¼ þ1), set bu½j� 1� 	 bigbnd; the default value of bigbnd is 1020, but this
may be changed by the optional parameter Infinite Bound Size. To specify the jth constraint as
an equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where �j j < bigbnd.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþ nclinþ ncnln;
if bl½j� ¼ bu½j� ¼ �, �j j < bigbnd.

11: iter – Integer * Input/Output

On intermediate re-entry: must remain unchanged from a previous call to nag_opt_nlp_revcomm
(e04ufc).

On final exit: the number of major iterations performed.

12: istate½nþ nclinþ ncnln� – Integer Input/Output

On initial entry: need not be set if the (default) optional parameter Cold Start is used.

If the optional parameter Warm Start has been chosen, the elements of istate corresponding to
the bounds and linear constraints define the initial working set for the procedure that finds a
feasible point for the linear constraints and bounds. The active set at the conclusion of this
procedure and the elements of istate corresponding to nonlinear constraints then define the initial
working set for the first QP subproblem. More precisely, the first n elements of istate refer to the
upper and lower bounds on the variables, the next nL elements refer to the upper and lower
bounds on ALx, and the next nN elements refer to the upper and lower bounds on c xð Þ. Possible
values for istate½j� 1� are as follows:

istate½j � 1� Meaning

0 The corresponding constraint is not in the initial QP working set.

1 This inequality constraint should be in the working set at its lower bound.

2 This inequality constraint should be in the working set at its upper bound.

3 This equality constraint should be in the initial working set. This value must not
be specified unless bl½j� 1� ¼ bu½j� 1�.

The values �2, �1 and 4 are also acceptable but will be modified by the function. If
nag_opt_nlp_revcomm (e04ufc) has been called previously with the same values of n, nclin and
ncnln, istate already contains satisfactory information. (See also the description of the optional
parameter Warm Start.) The function also adjusts (if necessary) the values supplied in x to be
consistent with istate.

Constraint: �2 � istate½j � 1� � 4, for j ¼ 1; 2; . . . ; nþ nclinþ ncnln.

On final exit: the status of the constraints in the QP working set at the point returned in x. The
significance of each possible value of istate½j� 1� is as follows:

istate½j � 1� Meaning

�2 This constraint violates its lower bound by more than the appropriate feasibility
tolerance (see the optional parameters Linear Feasibility Tolerance and
Nonlinear Feasibility Tolerance). This value can occur only when no feasible
point can be found for a QP subproblem.
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�1 This constraint violates its upper bound by more than the appropriate feasibility
tolerance (see the optional parameters Linear Feasibility Tolerance and
Nonlinear Feasibility Tolerance). This value can occur only when no feasible
point can be found for a QP subproblem.

0 The constraint is satisfied to within the feasibility tolerance, but is not in the QP
working set.

1 This inequality constraint is included in the QP working set at its lower bound.

2 This inequality constraint is included in the QP working set at its upper bound.

3 This constraint is included in the QP working set as an equality. This value of
istate can occur only when bl½j� 1� ¼ bu½j� 1�.

13: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;ncnlnð Þ.
On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 4 or 6 and needc½i� 1� > 0, c½i� 1� must contain the
value of the ith constraint at x. The remaining elements of c, corresponding to the non-positive
elements of needc, are ignored.

On final exit: if ncnln > 0, c½i � 1� contains the value of the ith nonlinear constraint function ci
at the final iterate, for i ¼ 1; 2; . . . ; ncnln.

If ncnln ¼ 0, the array c is not referenced.

14: cjac½dim� – double Input/Output

Note: the dimension, dim, of the array cjac must be at least max 1; ncnln� tdcjð Þ.
Where CJAC i; jð Þ appears in this document, i t refers to the array element
cjac½ i� 1ð Þ � tdcjþ j� 1�.
On initial entry: in general, cjac need not be initialized before the call to nag_opt_nlp_revcomm
(e04ufc). However, if the optional parameter Derivative Level ¼ 2 or 3, you may optionally set
the constant elements of cjac. Such constant elements need not be re-assigned on subsequent
intermediate exits.

If all elements of the constraint Jacobian are known (i.e., Derivative Level ¼ 2 or 3), any
constant elements may be assigned to cjac one time only at the start of the optimization. An
element of cjac that is not subsequently assigned during an intermediate exit will retain its initial
value throughout. Constant elements may be loaded into cjac either before the call to
nag_opt_nlp_revcomm (e04ufc) or during the first intermediate exit. The ability to preload
constants is useful when many Jacobian elements are identically zero, in which case cjac may be
initialized to zero and nonzero elements may be reset during intermediate exits.

On intermediate re-entry: if irevcm ¼ 5 or 6 and needc½i� 1� > 0, the ith row of CJAC must
contain the available elements of the vector rci given by

rci ¼
@ci
@x1

;
@ci
@x2

; . . . ;
@ci
@xn

� �T

;

where
@ci
@xj

is the partial derivative of the ith constraint with respect to the jth variable, evaluated

at the point x. The remaining rows of CJAC, corresponding to non-positive elements of needc,
are ignored. The ith row of the Jacobian should be stored in elements CJAC i; jð Þ, for
i ¼ 1; 2; . . . ;ncnln and j ¼ 1; 2; . . . ;n.

Note that constant nonzero elements do affect the values of the constraints. Thus, if CJAC i; jð Þ is
set to a constant value, it need not be reset during subsequent intermediate exits, but the value
CJAC i; jð Þ � x½j� 1� must nonetheless be added to c½i� 1�. For example, if CJAC 1; 1ð Þ ¼ 2 and
CJAC 1; 2ð Þ ¼ �5, then the term 2� x½0� � 5� x½1� must be included in the definition of c½0�.
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It must be emphasized that, if Derivative Level ¼ 0 or 1, unassigned elements of cjac are not
treated as constant; they are estimated by finite differences, at nontrivial expense. If you do not
supply a value for the optional parameter Difference Interval, an interval for each element of x
is computed automatically at the start of the optimization. The automatic procedure can usually
identify constant elements of cjac, which are then computed once only by finite differences.

See also the description of the optional parameter Verify.

On final exit: if ncnln > 0, cjac contains the Jacobian matrix of the nonlinear constraint
functions at the final iterate, i.e., CJAC i; jð Þ contains the partial derivative of the ith constraint
function with respect to the jth variable, for i ¼ 1; 2; . . . ;ncnln and j ¼ 1; 2; . . . ;n.

If ncnln ¼ 0, the array cjac is not referenced.

15: clamda½nþ nclinþ ncnln� – double Input/Output

On initial entry: need not be set if the (default) optional parameter Cold Start is used.

If the optional parameter Warm Start has been chosen, clamda½j � 1� must contain a multiplier
estimate for each nonlinear constraint with a sign that matches the status of the constraint
specified by the istate array, for j ¼ nþ nclinþ 1; . . . ; nþ nclinþ ncnln. The remaining
elements need not be set. Note that if the jth constraint is defined as ‘inactive’ by the initial
value of the istate array (i.e. istate½j� 1� ¼ 0), clamda½j� 1� should be zero; if the jth
constraint is an inequality active at its lower bound (i.e. istate½j� 1� ¼ 1), clamda½j� 1� should
be non-negative; if the jth constraint is an inequality active at its upper bound (i.e.
istate½j� 1� ¼ 2), clamda½j� 1� should be non-positive. If necessary, the function will modify
clamda to match these rules.

On final exit: the values of the QP multipliers from the last QP subproblem. clamda½j� 1� should
be non-negative if istate½j� 1� ¼ 1 and non-positive if istate½j� 1� ¼ 2.

16: objf – double * Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 1 or 3, objf must be set to the value of the objective
function at x.

On final exit: the value of the objective function at the final iterate.

17: objgrd½n� – double Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 2 or 3, objgrd must contain the available elements of the
gradient evaluated at x.

See also the description of the optional parameter Verify.

On final exit: the gradient of the objective function at the final iterate (or its finite difference
approximation).

18: r½n� tdr� – double Input/Output

Note: the i; jð Þth element of the matrix R is stored in r½ i� 1ð Þ � tdrþ j� 1�.
On initial entry: need not be initialized if the (default) optional parameter Cold Start is used.

If the optional parameter Warm Start has been chosen, r must contain the upper triangular
Cholesky factor R of the initial approximation of the Hessian of the Lagrangian function, with
the variables in the natural order. Elements not in the upper triangular part of r are assumed to be
zero and need not be assigned.

On final exit: if Hessian ¼ NO, r contains the upper triangular Cholesky factor R of QT ~HQ, an
estimate of the transformed and reordered Hessian of the Lagrangian at x (see (6) in
Section 11.1).
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If Hessian ¼ YES, r contains the upper triangular Cholesky factor R of H, the approximate
(untransformed) Hessian of the Lagrangian, with the variables in the natural order.

19: x½n� – double Input/Output

On initial entry: an initial estimate of the solution.

On intermediate exit: the point x at which the objective function, constraint functions or their
derivatives are to be evaluated.

On final exit: the final estimate of the solution.

20: needc½max 1; ncnlnð Þ� – Integer Output

On intermediate exit: if irevcm 	 4, needc specifies the indices of the elements of c and/or cjac
that must be assigned. If needc½i� 1� > 0, then the ith element of c and/or the available elements
of the ith row of cjac must be evaluated at x.

21: iwork½liwork� – Integer Communication Array
22: liwork – Integer Input

On initial entry: the dimension of the array iwork.

Constraint: liwork 	 3� nþ nclinþ 2� ncnln.

23: work½lwork� – double Communication Array
24: lwork – Integer Input

On initial entry: the dimension of the array work.

Constraints:

if ncnln ¼ 0 and nclin ¼ 0, lwork 	 21� nþ 2;
if ncnln ¼ 0 and nclin > 0, lwork 	 2� n2 þ 21� nþ 11� nclinþ 2;
if ncnln > 0 and nclin 	 0,
lwork 	 2� n2 þ n� nclinþ 2� n� ncnlnþ 21� nþ 11� nclinþ
22� ncnlnþ 1.

The contents of the communication arrays iwork and work must not be altered between calls to
nag_opt_nlp_revcomm (e04ufc).

25: cwsav½400� – char Communication Array
26: lwsav½120� – Nag_Boolean Communication Array
27: iwsav½610� – Integer Communication Array
28: rwsav½475� – double Communication Array

The arrays lwsav, iwsav, rwsav and cwsav MUST NOT be altered between calls to any of the
functions nag_opt_nlp_revcomm_init (e04wbc), nag_opt_nlp_revcomm_option_set_file (e04udc),
nag_opt_nlp_revcomm_option_set_string (e04uec) or nag_opt_nlp_revcomm (e04ufc).

29: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, the bounds on linear constraint valueh i are inconsistent: bl½ valueh i� ¼ valueh i and
bu½ valueh i� ¼ valueh i.
On entry, the bounds on nonlinear constraint valueh i are inconsistent: bl½ valueh i� ¼ valueh i and
bu½ valueh i� ¼ valueh i.
On entry, the bounds on variable valueh i are inconsistent: bl½ valueh i� ¼ valueh i and
bu½ valueh i� ¼ valueh i.

NE_BOUND_EQ

On entry, the equal bounds on linear constraint valueh i are infinite, because bl½ valueh i� ¼ beta
and bu½ valueh i� ¼ beta, but betaj j 	 bigbnd: beta ¼ valueh i and bigbnd ¼ valueh i.
On entry, the equal bounds on nonlinear constraint valueh i are infinite, because bl½ valueh i� ¼ beta
and bu½ valueh i� ¼ beta, but betaj j 	 bigbnd: beta ¼ valueh i and bigbnd ¼ valueh i.
On entry, the equal bounds on variable valueh i are infinite, because bl½ valueh i� ¼ beta and
bu½ valueh i� ¼ beta, but betaj j 	 bigbnd: beta ¼ valueh i and bigbnd ¼ valueh i.

NE_DERIV_ERRORS

Large errors found in the derivatives.

The user-supplied derivatives of the objective function and/or nonlinear constraints appear to be
incorrect.

Large errors were found in the derivatives of the objective function and/or nonlinear constraints.
This value of fail will occur if the verification process indicated that at least one gradient or
Jacobian element had no correct figures. You should refer to the printed output to determine
which elements are suspected to be in error.

As a first-step, you should check that the code for the objective and constraint values is correct –
for example, by computing the function at a point where the correct value is known. However,
care should be taken that the chosen point fully tests the evaluation of the function. It is
remarkable how often the values x ¼ 0 or x ¼ 1 are used in such a test, and how often the
special properties of these numbers make the test meaningless.

Gradient checking will be ineffective if the objective function uses information computed by the
constraints, since they are not necessarily computed before each function evaluation.

Errors in programming the function may be quite subtle in that the function value is ‘almost’
correct. For example, the function may not be accurate to full precision because of the
inaccurate calculation of a subsidiary quantity, or the limited accuracy of data upon which the
function depends. A common error on machines where numerical calculations are usually
performed in double precision is to include even one single precision constant in the calculation
of the function; since some compilers do not convert such constants to double precision, half the
correct figures may be lost by such a seemingly trivial error.

NE_INT

On entry, irevcm ¼ valueh i.
Constraint: 6 	 irevcm 	 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.
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On entry, ncnln ¼ valueh i.
Constraint: ncnln 	 0.

NE_INT_2

On entry, tdr ¼ valueh i and n ¼ valueh i.
Constraint: tdr 	 n.

NE_INT_3

On entry, tda ¼ valueh i, nclin ¼ valueh i and n ¼ valueh i.
Constraint: if nclin > 0, tda 	 n;
otherwise tda 	 1.

On entry, tdcj ¼ valueh i, ncnln ¼ valueh i and n ¼ valueh i.
Constraint: if ncnln > 0, tdcj 	 n;
otherwise tdcj 	 1.

NE_INT_4

On entry, n ¼ valueh i, nclin ¼ valueh i, ncnln ¼ valueh i and liwork ¼ valueh i.
Constraint: liwork 	 3� nþ nclinþ 2� ncnln.

On entry, n ¼ valueh i, nclin ¼ valueh i, ncnln ¼ valueh i and lwork ¼ valueh i.
Constraint: if ncnln ¼ 0 and nclin ¼ 0, lwork 	 21� nþ 2.

On entry, n ¼ valueh i, nclin ¼ valueh i, ncnln ¼ valueh i and lwork ¼ valueh i.
Constraint: if ncnln ¼ 0 and nclin > 0, lwork 	 2� n2 þ 21� nþ 11� nclinþ 2.

On entry, n ¼ valueh i, nclin ¼ valueh i, ncnln ¼ valueh i and lwork ¼ valueh i.
Constraint: if ncnln > 0 and nclin 	 0,
lwork 	 2� n2 þ n� nclinþ 2� n� ncnlnþ 21� nþ 11� nclinþ
22� ncnlnþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_LIN_NOT_FEASIBLE

No feasible point for the linear constraints.

nag_opt_nlp_revcomm (e04ufc) has terminated without finding a feasible point for the linear
constraints and bounds, which means that either no feasible point exists for the given value of the
optional parameter Linear Feasibility Tolerance, or no feasible point could be found in the
number of iterations specified by the optional parameter Minor Iteration Limit. You should
check that there are no constraint redundancies. If the data for the constraints are accurate only
to an absolute precision �, you should ensure that the value of the optional parameter
Linear Feasibility Tolerance is greater than �. For example, if all elements of AL are of order
unity and are accurate to only three decimal places, Linear Feasibility Tolerance should be at
least 10�3.

NE_NO_IMPROVEMENT

Current point cannot be improved upon.

x does not satisfy the first-order Kuhn–Tucker conditions (see Section 11.1), and no improved
point for the merit function (see Section 9.1) could be found during the final linesearch.

This sometimes occurs because an overly stringent accuracy has been requested, i.e., the value of
the optional parameter Optimality Tolerance (default value ¼ �0:8r , where �r is the value of the
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optional parameter Function Precision) is too small. In this case you should apply the four tests
described under fail:code ¼ NE_NOERROR to determine whether or not the final solution is
acceptable (see Gill et al. (1981), for a discussion of the attainable accuracy).

If many iterations have occurred in which essentially no progress has been made and
nag_opt_nlp_revcomm (e04ufc) has failed completely to move from the initial point, then values
set by the calling program for the objective or constraint functions or their derivatives during
intermediate exits may be incorrect. You should refer to comments under fail:code ¼
NE_DERIV_ERRORS and check the gradients using the optional parameter Verify. Unfortu-
nately, there may be small errors in the objective and constraint gradients that cannot be
detected by the verification process. Finite difference approximations to first derivatives are
catastrophically affected by even small inaccuracies. An indication of this situation is a dramatic
alteration in the iterates if the finite difference interval is altered. One might also suspect this
type of error if a switch is made to central differences even when Norm Gz and Violtn (see
Section 9.1) are large.

Another possibility is that the search direction has become inaccurate because of ill-conditioning
in the Hessian approximation or the matrix of constraints in the working set; either form of ill-
conditioning tends to be reflected in large values of Mnr (the number of iterations required to
solve each QP subproblem; see Section 9.1).

If the condition estimate of the projected Hessian (Cond Hz; see Section 9.1) is extremely large, it
may be worthwhile rerunning nag_opt_nlp_revcomm (e04ufc) from the final point with the
optional parameter Warm Start. In this situation, istate and clamda should be left unaltered and
r should be reset to the identity matrix.

If the matrix of constraints in the working set is ill-conditioned (i.e., Cond T is extremely large;
see Section 13), it may be helpful to run nag_opt_nlp_revcomm (e04ufc) with a relaxed value of
the optional parameter Feasibility Tolerance. (Constraint dependencies are often indicated by
wide variations in size in the diagonal elements of the matrix T , whose diagonals will be printed
if Major Print Level 	 30.)

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NONLIN_NOT_FEASIBLE

No feasible point for the nonlinear constraints.

No feasible point could be found for the nonlinear constraints. The problem may have no feasible
solution. This means that there has been a sequence of QP subproblems for which no feasible
point could be found (indicated by I at the end of each line of intermediate printout produced by
the major iterations; see Section 9.1). This behaviour will occur if there is no feasible point for
the nonlinear constraints. (However, there is no general test that can determine whether a
feasible point exists for a set of nonlinear constraints.) If the infeasible subproblems occur from
the very first major iteration, it is highly likely that no feasible point exists. If infeasibilities occur
when earlier subproblems have been feasible, small constraint inconsistencies may be present.
You should check the validity of constraints with negative values of istate. If you are convinced
that a feasible point does exist, nag_opt_nlp_revcomm (e04ufc) should be restarted at a different
starting point.

NE_TOO_MANY

Too many major iterations.

The limiting number of iterations (as determined by the optional parameter
Major Iteration Limit) has been reached.

If the algorithm appears to be making satisfactory progress, then optional parameter
Major Iteration Limit may be too small. If so, either increase its value and rerun
nag_opt_nlp_revcomm (e04ufc) or, alternatively, rerun nag_opt_nlp_revcomm (e04ufc) using
the optional parameter Warm Start. If the algorithm seems to be making little or no progress
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however, then you should check for incorrect gradients or ill-conditioning as described under
fail:code ¼ NE_NO_IMPROVEMENT.

Note that ill-conditioning in the working set is sometimes resolved automatically by the
algorithm, in which case performing additional iterations may be helpful. However, ill-
conditioning in the Hessian approximation tends to persist once it has begun, so that allowing
additional iterations without altering r is usually inadvisable. If the quasi-Newton update of the
Hessian approximation was reset during the latter major iterations (i.e., an R occurs at the end
of each line of intermediate printout; see Section 9.1), it may be worthwhile to try a Warm Start
at the final point as suggested above.

NE_USER_STOP

User requested termination.

NE_WARM_START

On entry with a Warm Start, istate½ valueh i� ¼ valueh i.

NW_NOT_CONVERGED

Optimal solution found, but requested accuracy not achieved.

The final iterate x satisfies the first-order Kuhn–Tucker conditions (see Section 11.1) to the
accuracy requested, but the sequence of iterates has not yet converged. nag_opt_nlp_revcomm
(e04ufc) was terminated because no further improvement could be made in the merit function
(see Section 9.1).

The most common situation is that you ask for a solution with accuracy that is not attainable
with the given precision of the problem (as specified by the optional parameter
Function Precision). This condition will also occur if, by chance, an iterate is an ‘exact’
Kuhn–Tucker point, but the change in the variables was significant at the previous iteration.
(This situation often happens when minimizing very simple functions, such as quadratics.)

7 Accuracy

If fail:code ¼ NE_NOERROR on final exit then the vector returned in the array x is an estimate of the
solution to an accuracy of approximately Optimality Tolerance (default value ¼ �0:8, where � is the
machine precision).

8 Parallelism and Performance

nag_opt_nlp_revcomm (e04ufc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_opt_nlp_revcomm (e04ufc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Description of the Printed Output

This section describes the intermediate printout and final printout produced by nag_opt_nlp_revcomm
(e04ufc). The intermediate printout is a subset of the monitoring information produced by
nag_opt_nlp_revcomm (e04ufc) at every iteration (see Section 13). You can control the level of
printed output (see the description of the optional parameter Major Print Level). Note that the
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intermediate printout and final printout are produced only if Major Print Level 	 10 (by default no
output is produced by nag_opt_nlp_revcomm (e04ufc).)

The following line of summary output ( < 80 characters) is produced at every major iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases
of the QP subproblem. Generally, Mnr will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11).

Note that Mnr may be greater than the optional parameter Minor Iteration Limit
if some iterations are required for the feasibility phase.

Step is the step �k taken along the computed search direction. On reasonably well-
behaved problems, the unit step (i.e., �k ¼ 1) will be taken as the solution is
approached.

Merit Function is the value of the augmented Lagrangian merit function (12) at the current
iterate. This function will decrease at each iteration unless it was necessary to
increase the penalty parameters (see Section 11.3). As the solution is approached,
Merit Function will converge to the value of the objective function at the
solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line) then the merit function is a large multiple of the
constraint violations, weighted by the penalty parameters. During a sequence of
major iterations with infeasible subproblems, the sequence of Merit Function
values will decrease monotonically until either a feasible subproblem is obtained
o r nag_op t _n l p_ r evcomm (e04u f c ) t e rm ina t e s w i t h fail:code ¼
NE_NONLIN_NOT_FEASIBLE (no feasible point could be found for the
nonlinear constraints).

If there are no nonlinear constraints present (i.e., ncnln ¼ 0) then this entry
contains Objective, the value of the objective function F xð Þ. The objective
function will decrease monotonically to its optimal value when there are no
nonlinear constraints.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.2). Norm
Gz will be approximately zero in the neighbourhood of a solution.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnln is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ (HZ ¼ ZTHFRZ ¼ RT

ZRZ ; see (6)). The larger this number, the more difficult
the problem.

M is printed if the quasi-Newton update has been modified to ensure that the
Hessian approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences have been used to compute the unspecified
objective and constraint gradients. If the value of Step is zero then the switch to
central differences was made because no lower point could be found in the
linesearch. (In this case, the QP subproblem is resolved with the central
difference gradient and Jacobian.) If the value of Step is nonzero then central
differences were computed because Norm Gz and Violtn imply that x is close to
a Kuhn–Tucker point (see Section 11.1).

L is printed if the linesearch has produced a relative change in x greater than the
value defined by the optional parameter Step Limit. If this output occurs
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frequently during later iterations of the run, optional parameter Step Limit should
be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned then the approximate Hessian is refactorized using column
interchanges. If necessary, R is modified so that its diagonal condition estimator
is bounded.

The final printout includes a listing of the status of every variable and constraint.

The following describes the printout for each variable. A full stop (.) is printed for any numerical value
that is zero.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a
fixed variable, LL if on its lower bound, UL if on its upper bound, TF if
temporarily fixed at its current value). If Value lies outside the upper or lower
bounds by more than the Feasibility Tolerance, State will be ++ or --
respectively.

A key is sometimes printed before State.

A Alternative optimum possible. The variable is active at one of its bounds,
but its Lagrange multiplier is essentially zero. This means that if the
variable were allowed to start moving away from its bound then there
would be no change to the objective function. The values of the other free
variables might change, giving a genuine alternative solution. However, if
there are any degenerate variables (labelled D), the actual change might
prove to be zero, since one of them could encounter a bound immediately.
In either case the values of the Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is currently violating one of its bounds by more
than the Feasibility Tolerance.

Value is the value of the variable at the final iteration.

Lower Bound is the lower bound specified for the variable. None indicates that
bl½j� 1� � �bigbnd.

Upper Bound is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 bigbnd.

Lagr Mult is the Lagrange multiplier for the associated bound. This will be zero if State is
FR unless bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd, in which case the entry
will be blank. If x is optimal, the multiplier should be non-negative if State is
LL and non-positive if State is UL.

Slack is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� replaced by bl½nþ j� 1� and
bu½nþ j� 1� respectively and with the following changes in the heading:

L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL, of the linear constraint.

N Con gives the name (N) and index (j � nL), for j ¼ nL þ 1; . . . ; nL þ nN , of the
nonlinear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Slack column to become positive.
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Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

A full description of the printed output for minor iterations is given in Section 13.2.

10 Example

This is based on Problem 71 in Murtagh and Saunders (1983) and involves the minimization of the
nonlinear function

F xð Þ ¼ x1x4 x1 þ x2 þ x3ð Þ þ x3
subject to the bounds

1 � x1 � 5
1 � x2 � 5
1 � x3 � 5
1 � x4 � 5

to the general linear constraint

x1 þ x2 þ x3 þ x4 � 20;

and to the nonlinear constraints

x21 þ x22 þ x23 þ x24 � 40;
x1x2x3x4 	 25:

The initial point, which is infeasible, is

x0 ¼ 1; 5; 5; 1ð ÞT;

and F x0ð Þ ¼ 16.

The optimal solution (to five figures) is

x� ¼ 1:0; 4:7430; 3:8211; 1:3794ð ÞT;

and F x�ð Þ ¼ 17:014. One bound constraint and both nonlinear constraints are active at the solution.

10.1 Program Text

/* nag_opt_nlp_revcomm (e04ufc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

int main(void)
{

/* Scalars */
double objf, nctotal;
Integer exit_status = 0, i, irevcm, iter, j, n, nclin, ncnln;
Integer tda, tdcj, tdr, liwork, lwork;

/* Arrays */
double *a = 0, *bl = 0, *bu = 0, *c = 0, *cjac = 0, *clamda = 0, *objgrd =

0;
double *r = 0, *work = 0, rwsav[475], *x = 0;
Nag_Boolean lwsav[120];
Integer *iwork = 0, *istate = 0, iwsav[610], *needc = 0;
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char cwsav[5 * 80];

/* Nag Types */
NagError fail;

#define A(I,J) a[(I-1)*tda + J - 1]
#define CJAC(I,J) cjac[(I-1)*tdcj + J - 1]

INIT_FAIL(fail);

printf("nag_opt_nlp_revcomm (e04ufc) Example Program Results\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nclin,

&ncnln);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nclin,
&ncnln);

#endif

if (n <= 0 || nclin < 0 || ncnln < 0) {
printf("At least one of n, nclin, or ncnln is invalid\n");
exit_status = 1;

}
else {

tda = MAX(nclin, n);
tdcj = MAX(ncnln, n);
tdr = n;
nctotal = n + nclin + ncnln;
liwork = 3 * n + nclin + 2 * ncnln;
lwork = 21 * n + 2;
if (ncnln || nclin)

lwork += 2 * n * n + 11 * nclin;
if (ncnln)

lwork += n * nclin + 2 * n * ncnln + 22 * ncnln - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(tda * MAX(1, nclin), double)) ||

!(bl = NAG_ALLOC(nctotal, double)) ||
!(bu = NAG_ALLOC(nctotal, double)) ||
!(istate = NAG_ALLOC(nctotal, Integer)) ||
!(c = NAG_ALLOC(ncnln, double)) ||
!(cjac = NAG_ALLOC(tdcj * MAX(1, ncnln), double)) ||
!(clamda = NAG_ALLOC(nctotal, double)) ||
!(objgrd = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(tdr * n, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(needc = NAG_ALLOC(ncnln, Integer)) ||
!(iwork = NAG_ALLOC(liwork, Integer)) ||
!(work = NAG_ALLOC(lwork, double)))

{
printf("Allocation failure\n");
exit_status = -1;

}
else {

/* Read A, BL, BU and X from data file */
if (nclin > 0) {

for (i = 1; i <= nclin; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 0; i < nctotal; ++i)
#ifdef _WIN32

scanf_s("%lf", &bl[i]);
#else

scanf("%lf", &bl[i]);
#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < nctotal; ++i)

#ifdef _WIN32
scanf_s("%lf", &bu[i]);

#else
scanf("%lf", &bu[i]);

#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
}

/* Set all constraint Jacobian elements to zero.
Note that this will only work when ’Derivative Level = 3’
(the default; see Section 11.2) */

for (j = 1; j <= n; ++j)
for (i = 1; i <= ncnln; ++i)

CJAC(i, j) = 0.0;

/* Initialize nag_opt_nlp_revcomm (e04ufc) */
nag_opt_nlp_revcomm_init("e04ufc", cwsav, 5, lwsav, 120, iwsav, 610,

rwsav, 475, &fail);

/* Set print level */
nag_opt_nlp_revcomm_option_set_string("Print Level = 10", lwsav, iwsav,

rwsav, &fail);

/* Solve the problem */
irevcm = 0;

do {
/* nag_opt_nlp_revcomm (e04ufc).
* Solves the nonlinear programming (NP) problem using
* reverse communication for evaluation of functions.
*/

nag_opt_nlp_revcomm(&irevcm, n, nclin, ncnln, tda, tdcj, tdr, a, bl,
bu, &iter, istate, c, cjac, clamda, &objf, objgrd,
r, x, needc, iwork, liwork, work, lwork, cwsav,
lwsav, iwsav, rwsav, &fail);

if (irevcm == 1 || irevcm == 3)
/* Evaluate the objective function */
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objf = x[0] * x[3] * (x[0] + x[1] + x[2]) + x[2];

if (irevcm == 2 || irevcm == 3) {
/* Evaluate the objective gradient */
objgrd[0] = x[3] * (2.0 * x[0] + x[1] + x[2]);
objgrd[1] = x[0] * x[3];
objgrd[2] = x[0] * x[3] + 1.0;
objgrd[3] = x[0] * (x[0] + x[1] + x[2]);

}

if (irevcm == 4 || irevcm == 6) {
/* Evaluate the nonlinear constraint functions */
if (needc[0] > 0)

c[0] = x[0] * x[0] + x[1] * x[1] + x[2] * x[2] + x[3] * x[3];
if (needc[1] > 0)

c[1] = x[0] * x[1] * x[2] * x[3];
}

if (irevcm == 5 || irevcm == 6) {
/* Evaluate the constraint Jacobian */
if (needc[0] > 0) {

CJAC(1, 1) = 2.0 * x[0];
CJAC(1, 2) = 2.0 * x[1];
CJAC(1, 3) = 2.0 * x[2];
CJAC(1, 4) = 2.0 * x[3];

}

if (needc[1] > 0) {
CJAC(2, 1) = x[1] * x[2] * x[3];
CJAC(2, 2) = x[0] * x[2] * x[3];
CJAC(2, 3) = x[0] * x[1] * x[3];
CJAC(2, 4) = x[0] * x[1] * x[2];

}
}

} while (irevcm > 0);

if (fail.code != NE_NOERROR) {
printf("nag_opt_nlp_revcomm (e04ufc) failed.\n%s\n", fail.message);
exit_status = 1;

}
}

/* Deallocate any allocated arrays */
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(istate);
NAG_FREE(c);
NAG_FREE(cjac);
NAG_FREE(clamda);
NAG_FREE(objgrd);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(needc);
NAG_FREE(iwork);
NAG_FREE(work);

}
return exit_status;

}

10.2 Program Data

nag_opt_nlp_revcomm (e04ufc) Example Program Data
4 1 2 :Values of n, nclin and ncnln
1.0 1.0 1.0 1.0 :End of matrix a
1.0 1.0 1.0 1.0 -1.0e+25 -1.0e+25 25.0 :End of bl
5.0 5.0 5.0 5.0 20.0 40.0 1.0e+25 :End of bu
1.0 5.0 5.0 1.0 :End of x
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10.3 Program Results

nag_opt_nlp_revcomm (e04ufc) Example Program Results

*** e04ufc

Parameters
----------

Linear constraints..... 1 Variables.............. 4
Nonlinear constraints.. 2

Infinite bound size.... 1.00E+20 COLD start.............
Infinite step size..... 1.00E+20 EPS (machine precision) 1.11E-16
Step limit............. 2.00E+00 Hessian................ NO

Linear feasibility..... 1.05E-08 Crash tolerance........ 1.00E-02
Nonlinear feasibility.. 1.05E-08 Optimality tolerance... 3.26E-12
Line search tolerance.. 9.00E-01 Function precision..... 4.37E-15

Derivative level....... 3 Monitoring file........ -1
Verify level........... 0

Major iterations limit. 50 Major print level...... 10
Minor iterations limit. 50 Minor print level...... 0

Workspace provided is IWORK( 17), WORK( 192).
To solve problem we need IWORK( 17), WORK( 192).

Verification of the constraint gradients.
-----------------------------------------

The constraint Jacobian seems to be ok.

The largest relative error was 2.29E-07 in constraint 2

Verification of the objective gradients.
----------------------------------------

The objective gradients seem to be ok.

Directional derivative of the objective 8.15250000E-01
Difference approximation 8.15249734E-01

Maj Mnr Step Merit Function Norm Gz Violtn Cond Hz
0 4 0.0E+00 1.738281E+01 7.1E-01 1.2E+01 1.0E+00
1 1 1.0E+00 1.703169E+01 4.6E-02 1.9E+00 1.0E+00
2 1 1.0E+00 1.701442E+01 2.1E-02 8.8E-02 1.0E+00
3 1 1.0E+00 1.701402E+01 3.1E-04 5.4E-04 1.0E+00
4 1 1.0E+00 1.701402E+01 7.0E-06 9.9E-08 1.0E+00
5 1 1.0E+00 1.701402E+01 1.1E-08 4.6E-11 1.0E+00

Exit from NP problem after 5 major iterations,
9 minor iterations.

Varbl State Value Lower Bound Upper Bound Lagr Mult Slack

V 1 LL 1.00000 1.00000 5.00000 1.088 .
V 2 FR 4.74300 1.00000 5.00000 . 0.2570
V 3 FR 3.82115 1.00000 5.00000 . 1.179
V 4 FR 1.37941 1.00000 5.00000 . 0.3794

L Con State Value Lower Bound Upper Bound Lagr Mult Slack

L 1 FR 10.9436 None 20.0000 . 9.056
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N Con State Value Lower Bound Upper Bound Lagr Mult Slack

N 1 UL 40.0000 None 40.0000 -0.1615 -3.5264E-11
N 2 LL 25.0000 25.0000 None 0.5523 -2.8791E-11

Exit e04ufc - Optimal solution found.

Final objective value = 17.01402

Note: the remainder of this document is intended for more advanced users. Section 11 contains a
detailed description of the algorithm which may be needed in order to understand Sections 12 and 13.
Section 12 describes the optional parameters which may be set by calls to nag_opt_nlp_revcomm_op
tion_set_file (e04udc) and/or nag_opt_nlp_revcomm_option_set_string (e04uec). Section 13 describes
the quantities which can be requested to monitor the course of the computation.

11 Algorithmic Details

This section contains a detailed description of the method used by nag_opt_nlp_revcomm (e04ufc).

11.1 Overview

nag_opt_nlp_revcomm (e04ufc) is essentially identical to the function NPSOL described in Gill et al.
(1986b).

At a solution of (1), some of the constraints will be active, i.e., satisfied exactly. An active simple
bound constraint implies that the corresponding variable is fixed at its bound, and hence the variables
are partitioned into fixed and free variables. Let C denote the m by n matrix of gradients of the active
general linear and nonlinear constraints. The number of fixed variables will be denoted by nFX, with
nFR (nFR ¼ n� nFX) the number of free variables. The subscripts ‘FX’ and ‘FR’ on a vector or matrix
will denote the vector or matrix composed of the elements corresponding to fixed or free variables.

A point x is a first-order Kuhn–Tucker point for (1) (see Powell (1974)) if the following conditions
hold:

(i) x is feasible;

(ii) there exist vectors � and � (the Lagrange multiplier vectors for the bound and general constraints)
such that

g ¼ CT�þ � ð2Þ

where g is the gradient of F evaluated at x and �j ¼ 0 if the jth variable is free.

(iii) the Lagrange multiplier corresponding to an inequality constraint active at its lower bound must be
non-negative. It is non-positive for an inequality constraint active at its upper bound.

Let Z denote a matrix whose columns form a basis for the set of vectors orthogonal to the rows of CFR;
i.e., CFRZ ¼ 0. An equivalent statement of the condition (2) in terms of Z is

ZTgFR ¼ 0:

The vector ZTgFR is termed the projected gradient of F at x. Certain additional conditions must be
satisfied in order for a first-order Kuhn–Tucker point to be a solution of (1) (see Powell (1974)).

nag_opt_nlp_revcomm (e04ufc) implements a sequential quadratic programming (SQP) method. For an
overview of SQP methods, see Fletcher (1987), Gill et al. (1981) and Powell (1983).

The basic structure of nag_opt_nlp_revcomm (e04ufc) involves major and minor iterations. The major
iterations generate a sequence of iterates xkf g that converge to x�, a first-order Kuhn–Tucker point of
(1). At a typical major iteration, the new iterate �x is defined by

�x ¼ xþ �p ð3Þ

where x is the current iterate, the non-negative scalar � is the step length, and p is the search direction.
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(For simplicity, we shall always consider a typical iteration and avoid reference to the index of the
iteration.) Also associated with each major iteration are estimates of the Lagrange multipliers and a
prediction of the active set.

The search direction p in (3) is the solution of a quadratic programming subproblem of the form

minimize
p

gTpþ 1
2p

THp subject to �l �
p
ALp
ANp

8<:
9=; � �u; ð4Þ

where g is the gradient of F at x, the matrix H is a positive definite quasi-Newton approximation to the
Hessian of the Lagrangian function (see Section 11.4), and AN is the Jacobian matrix of c evaluated at
x. (Finite difference estimates may be used for g and AN ; see the optional parameter Derivative Level.)
Let l in (1) be partitioned into three sections: lB, lL and lN , corresponding to the bound, linear and
nonlinear constraints. The vector �l in (4) is similarly partitioned and is defined as

�lB ¼ lB � x; �lL ¼ lL �ALx; and �lN ¼ lN � c;

where c is the vector of nonlinear constraints evaluated at x. The vector �u is defined in an analogous
fashion.

The estimated Lagrange multipliers at each major iteration are the Lagrange multipliers from the
subproblem (4) (and similarly for the predicted active set). (The numbers of bounds, general linear and
nonlinear constraints in the QP active set are the quantities Bnd, Lin and Nln in the monitoring file
output of nag_opt_nlp_revcomm (e04ufc); see Section 13.) In nag_opt_nlp_revcomm (e04ufc), (4) is
solved using an algorithm described in nag_opt_lin_lsq (e04ncc). Since solving a quadratic program is
itself an iterative procedure, the minor iterations of nag_opt_nlp_revcomm (e04ufc) are the iterations of
nag_opt_lin_lsq (e04ncc). (More details about solving the subproblem are given in Section 11.2.)

Certain matrices associated with the QP subproblem are relevant in the major iterations. Let the
subscripts ‘FX’ and ‘FR’ refer to the predicted fixed and free variables, and let C denote the m by n
matrix of gradients of the general linear and nonlinear constraints in the predicted active set. Firstly, we
have available the TQ factorization of CFR:

CFRQFR ¼ 0 Tð Þ; ð5Þ

where T is a nonsingular m by m reverse-triangular matrix (i.e., tij ¼ 0 if iþ j < m), and the
nonsingular nFR by nFR matrix QFR is the product of orthogonal transformations (see Gill et al.
(1984b)). Secondly, we have the upper triangular Cholesky factor R of the transformed and reordered
Hessian matrix

RTR ¼ HQ � QT ~HQ; ð6Þ

where ~H is the Hessian H with rows and columns permuted so that the free variables are first and Q is
the n by n matrix

Q ¼ QFR
IFX

� �
ð7Þ

with IFX the identity matrix of order nFX. If the columns of QFR are partitioned so that

QFR ¼ Z Y
� �

;

then the nZ (nZ � nFR �m) columns of Z form a basis for the null space of CFR. The matrix Z is used
to compute the projected gradient ZTgFR at the current iterate. (The values Nz and Norm Gz printed by
nag_opt_nlp_revcomm (e04ufc) give nZ and ZTgFRk k, see Section 13.)

A theoretical characteristic of SQP methods is that the predicted active set from the QP subproblem (4)
is identical to the correct active set in a neighbourhood of x�. In nag_opt_nlp_revcomm (e04ufc), this
feature is exploited by using the QP active set from the previous iteration as a prediction of the active
set for the next QP subproblem, which leads in practice to optimality of the subproblems in only one
iteration as the solution is approached. Separate treatment of bound and linear constraints in
nag_opt_nlp_revcomm (e04ufc) also saves computation in factorizing CFR and HQ.
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Once p has been computed, the major iteration proceeds by determining a step length � that produces a
‘sufficient decrease’ in an augmented Lagrangian merit function (see Section 11.3). Finally, the
approximation to the transformed Hessian matrix HQ is updated using a modified BFGS quasi-Newton
update (see Section 11.4) to incorporate new curvature information obtained in the move from x to �x.

On entry to nag_opt_nlp_revcomm (e04ufc), an iterative procedure from nag_opt_lin_lsq (e04ncc) is
executed, starting with the user-supplied initial point, to find a point that is feasible with respect to the
bounds and linear constraints (using the tolerance specified by the optional parameter
Linear Feasibility Tolerance). If no feasible point exists for the bound and linear constraints, (1)
has no solution and nag_opt_nlp_revcomm (e04ufc) terminates. Otherwise, the problem functions will
thereafter be evaluated only at points that are feasible with respect to the bounds and linear constraints.
The only exception involves variables whose bounds differ by an amount comparable to the finite
difference interval (see the discussion of the optional parameter Difference Interval). In contrast to the
bounds and linear constraints, it must be emphasized that the nonlinear constraints will not generally be
satisfied until an optimal point is reached.

Facilities are provided to check whether the user-supplied gradients appear to be correct (see the
description of the optional parameter Verify). In general, the check is provided at the first point that is
feasible with respect to the linear constraints and bounds. However, you may request that the check be
performed at the initial point.

In summary, the method of nag_opt_nlp_revcomm (e04ufc) first determines a point that satisfies the
bound and linear constraints. Thereafter, each iteration includes:

(a) the solution of a quadratic programming subproblem;

(b) a linesearch with an augmented Lagrangian merit function; and

(c) a quasi-Newton update of the approximate Hessian of the Lagrangian function.

These three procedures are described in more detail in Sections 11.2 to 11.4.

11.2 Solution of the Quadratic Programming Subproblem

The search direction p is obtained by solving (4) using an algorithm implemented by nag_opt_lin_lsq
(e04ncc) (see Gill et al. (1986)), which was specifically designed to be used within an SQP algorithm
for nonlinear programming.

nag_opt_lin_lsq (e04ncc) is based on a two-phase (primal) quadratic programming method. The two
phases of the method are: finding an initial feasible point by minimizing the sum of infeasibilities (the
feasibility phase) and minimizing the quadratic objective function within the feasible region (the
optimality phase). The computations in both phases are performed by the same functions. The two-
phase nature of the algorithm is reflected by changing the function being minimized from the sum of
infeasibilities to the quadratic objective function.

In general, a quadratic program must be solved by iteration. Let p denote the current estimate of the
solution of (4); the new iterate �p is defined by

�p ¼ pþ �d ð8Þ

where, as in (3), � is a non-negative step length and d is a search direction.

At the beginning of each iteration of nag_opt_lin_lsq (e04ncc), a working set is defined of constraints
(general and bound) that are satisfied exactly. The vector d is then constructed so that the values of
constraints in the working set remain unaltered for any move along d. For a bound constraint in the
working set, this property is achieved by setting the corresponding element of d to zero, i.e., by fixing
the variable at its bound. As before, the subscripts ‘FX’ and ‘FR’ denote selection of the elements
associated with the fixed and free variables.

Let C denote the sub-matrix of rows of

AL

AN

� �
corresponding to general constraints in the working set. The general constraints in the working set will
remain unaltered if
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CFRdFR ¼ 0; ð9Þ

which is equivalent to defining dFR as

dFR ¼ ZdZ ð10Þ

for some vector dZ, where Z is the matrix associated with the TQ factorization (5) of CFR.

The definition of dZ in (10) depends on whether the current p is feasible. If not, dZ is zero except for an
element � in the jth position, where j and � are chosen so that the sum of infeasibilities is decreasing
along d. (For further details, see Gill et al. (1986).) In the feasible case, dZ satisfies the equations

RT
ZRZdZ ¼ �ZTqFR; ð11Þ

where RZ is the Cholesky factor of ZTHFRZ and q is the gradient of the quadratic objective function
q ¼ gþHpð Þ. (The vector ZTqFR is the projected gradient of the QP.) With (11), pþ d is the minimizer
of the quadratic objective function subject to treating the constraints in the working set as equalities.

If the QP projected gradient is zero, the current point is a constrained stationary point in the subspace
defined by the working set. During the feasibility phase, the projected gradient will usually be zero only
at a vertex (although it may vanish at non-vertices in the presence of constraint dependencies). During
the optimality phase, a zero projected gradient implies that p minimizes the quadratic objective function
when the constraints in the working set are treated as equalities. In either case, Lagrange multipliers are
computed. Given a positive constant � of the order of the machine precision, the Lagrange multiplier �j
corresponding to an inequality constraint in the working set is said to be optimal if �j � � when the jth
constraint is at its upper bound, or if �j 	 �� when the associated constraint is at its lower bound. If
any multiplier is nonoptimal, the current objective function (either the true objective or the sum of
infeasibilities) can be reduced by deleting the corresponding constraint from the working set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, no
feasible point exists. The QP algorithm will then continue iterating to determine the minimum sum of
infeasibilities. At this point, the Lagrange multiplier �j will satisfy � 1þ �ð Þ � �j � � for an inequality
constraint at its upper bound, and �� � �j � 1þ �ð Þ for an inequality at its lower bound. The Lagrange
multiplier for an equality constraint will satisfy �j

		 		 � 1þ �.

The choice of step length � in the QP iteration (8) is based on remaining feasible with respect to the
satisfied constraints. During the optimality phase, if pþ d is feasible, � will be taken as unity. (In this
case, the projected gradient at �p will be zero.) Otherwise, � is set to �M, the step to the ‘nearest’
constraint, which is added to the working set at the next iteration.

Each change in the working set leads to a simple change to CFR: if the status of a general constraint
changes, a row of CFR is altered; if a bound constraint enters or leaves the working set, a column of CFR

changes. Explicit representations are recurred of the matrices T , QFR and R, and of the vectors QTq and
QTg.

11.3 The Merit Function

After computing the search direction as described in Section 11.2, each major iteration proceeds by
determining a step length � in (3) that produces a ‘sufficient decrease’ in the augmented Lagrangian
merit function

L x; �; sð Þ ¼ F xð Þ �
X
i

�i ci xð Þ � sið Þ þ 1
2

X
i

�i ci xð Þ � sið Þ2; ð12Þ

where x, � and s vary during the linesearch. The summation terms in (12) involve only the nonlinear
constraints. The vector � is an estimate of the Lagrange multipliers for the nonlinear constraints of (1).
The non-negative slack variables sif g allow nonlinear inequality constraints to be treated without
introducing discontinuities. The solution of the QP subproblem (4) provides a vector triple that serves
as a direction of search for the three sets of variables. The non-negative vector � of penalty parameters
is initialized to zero at the beginning of the first major iteration. Thereafter, selected elements are
increased whenever necessary to ensure descent for the merit function. Thus, the sequence of norms of
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� (the printed quantity Penalty; see Section 13) is generally nondecreasing, although each �i may be
reduced a limited number of times.

The merit function (12) and its global convergence properties are described in Gill et al. (1986a).

11.4 The Quasi-Newton Update

The matrix H in (4) is a positive definite quasi-Newton approximation to the Hessian of the Lagrangian
function. (For a review of quasi-Newton methods, see Dennis and Schnabel (1983).) At the end of each
major iteration, a new Hessian approximation �H is defined as a rank-two modification of H. In
nag_opt_nlp_revcomm (e04ufc), the BFGS (Broyden–Fletcher–Goldfarb–Shanno) quasi-Newton
update is used:

�H ¼ H � 1

sTHs
HssTH þ 1

yTs
yyT; ð13Þ

where s ¼ �x� x (the change in x).

In nag_opt_nlp_revcomm (e04ufc), H is required to be positive definite. If H is positive definite, �H
defined by (13) will be positive definite if and only if yTs is positive (see Dennis and Moré (1977)).
Ideally, y in (13) would be taken as yL, the change in gradient of the Lagrangian function

yL ¼ �g� �AT
N�N � gþAT

N�N; ð14Þ

where �N denotes the QP multipliers associated with the nonlinear constraints of the original problem.
If yTLs is not sufficiently positive, an attempt is made to perform the update with a vector y of the form

y ¼ yL þ
XmN

i¼1
!i ai x̂ð Þci x̂ð Þ � ai xð Þci xð Þð Þ;

where !i 	 0. If no such vector can be found, the update is performed with a scaled yL. In this case, M
is printed to indicate that the update was modified.

Rather than modifying H itself, the Cholesky factor of the transformed Hessian HQ (6) is updated,
where Q is the matrix from (5) associated with the active set of the QP subproblem. The update (13) is
equivalent to the following update to HQ:

�HQ ¼ HQ �
1

sTQHQsQ
HQsQs

T
QHQ þ

1

yTQsQ
yQy

T
Q; ð15Þ

where yQ ¼ QTy, and sQ ¼ QTs. This update may be expressed as a rank-one update to R (see Dennis
and Schnabel (1981)).

12 Optional Parameters

Several optional parameters in nag_opt_nlp_revcomm (e04ufc) define choices in the problem
specification or the algorithm logic. In order to reduce the complexity of using nag_opt_nlp_revcomm
(e04ufc) these optional parameters have associated default values that are appropriate for most
problems. Therefore you need only specify those optional parameters whose values are to be different
from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Central Difference Interval

Cold Start

Crash Tolerance

Defaults

Derivative Level
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Difference Interval

Feasibility Tolerance

Function Precision

Hessian

Infinite Bound Size

Infinite Step Size

Iteration Limit

Iters

Itns

Linear Feasibility Tolerance

Line Search Tolerance

List

Major Iteration Limit

Major Print Level

Minor Iteration Limit

Minor Print Level

Monitoring File

Nolist

Nonlinear Feasibility Tolerance

Optimality Tolerance

Print Level

Start Constraint Check At Variable

Start Objective Check At Variable

Step Limit

Stop Constraint Check At Variable

Stop Objective Check At Variable

Verify

Verify Constraint Gradients

Verify Gradients

Verify Level

Verify Objective Gradients

Warm Start

Optional parameters may be specified by calling one, or both, of nag_opt_nlp_revcomm_option_set_file
(e04udc) and nag_opt_nlp_revcomm_option_set_string (e04uec) before a call to nag_opt_nlp_revcomm
(e04ufc).

nag_opt_nlp_revcomm_option_set_file (e04udc) reads options from an external options file, with Begin
and End as the first and last lines respectively and each intermediate line defining a single optional
parameter. For example,

Begin * Example options file
Print level = 5

End

nag_opt_nlp_revcomm_option_set_file (e04udc) can then be used to read the contents of a file as
opened by nag_open_file. nag_opt_nlp_revcomm_option_set_file (e04udc) should be consulted for a
full description of this method of supplying optional parameters.

nag_opt_nlp_revcomm_option_set_string (e04uec) can be called to supply options directly, one call
being necessary for each optional parameter. For example,

e04uec("Print Level = 1",lwsav,iwsav,rwsav,&fail)
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nag_opt_nlp_revcomm_option_set_string (e04uec) should be consulted for a full description of this
method of supplying optional parameters.

All optional parameters not specified are set to their default values. Optional parameters specified are
unaltered by nag_opt_nlp_revcomm (e04ufc) (unless they define invalid values) and so remain in effect
for subsequent calls to nag_opt_nlp_revcomm (e04ufc).

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined (if no characters
of an optional qualifier are underlined, the qualifier may be omitted);

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and �r denotes the relative precision of the objective function
Function Precision.

Keywords and character values are case and white space insensitive.

Central Difference Interval r Default values are computed

If the algorithm switches to central differences because the forward-difference approximation is not
sufficiently accurate, the value of r is used as the difference interval for every element of x. The switch
to central differences is indicated by C at the end of each line of intermediate printout produced by the
major iterations (see Section 9.1). The use of finite differences is discussed further under the optional
parameter Difference Interval.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Cold Start Default
Warm Start

This option controls the specification of the initial working set in both the procedure for finding a
feasible point for the linear constraints and bounds and in the first QP subproblem thereafter. With a
Cold Start, the first working set is chosen by nag_opt_nlp_revcomm (e04ufc) based on the values of
the variables and constraints at the initial point. Broadly speaking, the initial working set will include
equality constraints and bounds or inequality constraints that violate or ‘nearly’ satisfy their bounds (to
within Crash Tolerance).

With a Warm Start, you must set the istate array and define clamda and r as discussed in Section 5.
istate values associated with bounds and linear constraints determine the initial working set of the
procedure to find a feasible point with respect to the bounds and linear constraints. istate values
associated with nonlinear constraints determine the initial working set of the first QP subproblem after
such a feasible point has been found. nag_opt_nlp_revcomm (e04ufc) will override your specification of
istate if necessary, so that a poor choice of the working set will not cause a fatal error. For instance,
any elements of istate which are set to �2, �1 or 4 will be reset to zero, as will any elements which
are set to 3 when the corresponding elements of bl and bu are not equal. A warm start will be
advantageous if a good estimate of the initial working set is available – for example, when
nag_opt_nlp_revcomm (e04ufc) is called repeatedly to solve related problems.

Crash Tolerance r Default ¼ 0:01

This value is used in conjunction with the optional parameter Cold Start (the default value) when
nag_opt_nlp_revcomm (e04ufc) selects an initial working set. If 0 � r � 1, the initial working set will
include (if possible) bounds or general inequality constraints that lie within r of their bounds. In
particular, a constraint of the form aTj x 	 l will be included in the initial working set if

aTj x� l
			 			 � r 1þ lj jð Þ. If r < 0 or r > 1, the default value is used.
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Defaults

This special keyword may be used to reset all optional parameters to their default values.

Derivative Level i Default ¼ 3

This parameter indicates which derivatives are provided during intermediate exits. The possible choices
for i are the following.

i Meaning

3 All elements of the objective gradient and the constraint Jacobian are provided.

2 All elements of the constraint Jacobian are provided, but some elements of the objective gradient
are not specified.

1 All elements of the objective gradient are provided, but some elements of the constraint Jacobian
are not specified.

0 Some elements of both the objective gradient and the constraint Jacobian are not specified.

The value i ¼ 3 should be used whenever possible, since nag_opt_nlp_revcomm (e04ufc) is more
reliable (and will usually be more efficient) when all derivatives are exact.

If i ¼ 0 or 2, nag_opt_nlp_revcomm (e04ufc) will estimate the unspecified elements of the objective
gradient, using finite differences. The computation of finite difference approximations usually increases
the total run-time, since an intermediate exit to the calling program is required for each unspecified
element. Furthermore, less accuracy can be attained in the solution (see Chapter 8 of Gill et al. (1981),
for a discussion of limiting accuracy).

If i ¼ 0 or 1, nag_opt_nlp_revcomm (e04ufc) will approximate unspecified elements of the constraint
Jacobian. One intermediate exit is needed for each variable for which partial derivatives are not
available. For example, if the Jacobian has the form

� � � �
� ? ? �
� � ? �
� � � �

0B@
1CA

where ‘�’ indicates an element provided and ‘?’ indicates an unspecified element, nag_opt_nlp_rev
comm (e04ufc) will make an intermediate exit to the calling program twice: once to estimate the
missing element in column 2, and again to estimate the two missing elements in column 3. (Since
columns 1 and 4 are known, they require no intermediate exits for information.)

At times, central differences are used rather than forward differences, in which case twice as many
intermediate exits are needed. (The switch to central differences is not under your control.)

If i < 0 or i > 3, the default value is used.

Difference Interval r Default values are computed

This option defines an interval used to estimate derivatives by finite differences in the following
circumstances:

(a) For verifying the objective and/or constraint gradients (see the description of the optional
parameter Verify).

(b) For estimating unspecified elements of the objective gradient or the constraint Jacobian.

In general, a derivative with respect to the jth variable is approximated using the interval �j, where
�j ¼ r 1þ x̂j

		 		� �
, with x̂ the first point feasible with respect to the bounds and linear constraints. If the

functions are well scaled then the resulting derivative approximation should be accurate to O rð Þ. See
Gill et al. (1981) for a discussion of the accuracy in finite difference approximations.

If a difference interval is not specified then a finite difference interval will be computed automatically
for each variable by a procedure that requires up to six intermediate exits for each element. This option

e04 – Minimizing or Maximizing a Function e04ufc

Mark 26 e04ufc.27



is recommended if the function is badly scaled or you wish to have nag_opt_nlp_revcomm (e04ufc)
determine constant elements in the objective and constraint gradients.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Feasibility Tolerance r Default ¼
ffiffi
�
p

The scalar r defines the maximum acceptable absolute violations in linear and nonlinear constraints at a
‘feasible’ point; i.e., a constraint is considered satisfied if its violation does not exceed r. If r < � or
r 	 1, the default value is used. Using this keyword sets both optional parameters
Linear Feasibility Tolerance and Nonlinear Feasibility Tolerance to r, if � � r < 1. (Additional
details are given under the descriptions of these optional parameters.)

Function Precision r Default ¼ �0:9

This parameter defines �r, which is intended to be a measure of the accuracy with which the problem
functions F xð Þ and c xð Þ can be computed. If r < � or r 	 1, the default value is used.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981) for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However, when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that nag_opt_nlp_revcomm (e04ufc) will not attempt to
distinguish between function values that differ by less than the error inherent in the calculation.

Hessian Default ¼ NO

This option controls the contents of the upper triangular matrix R (see Section 5).
nag_opt_nlp_revcomm (e04ufc) works exclusively with the transformed and reordered Hessian HQ

(6), and hence extra computation is required to form the Hessian itself. If Hessian ¼ NO, r contains the
Cholesky factor of the transformed and reordered Hessian. If Hessian ¼ YES, the Cholesky factor of
the approximate Hessian itself is formed and stored in r. You should select Hessian ¼ YES if a
Warm Start will be used for the next call to nag_opt_nlp_revcomm (e04ufc).

Infinite Bound Size r Default ¼ 1020

If r > 0, r defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper
bound greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than
or equal to �bigbnd will be regarded as �1). If r < 0, the default value is used.

Infinite Step Size r Default ¼ max bigbnd; 1020
� �

If r > 0, r specifies the magnitude of the change in variables that is treated as a step to an unbounded
solution. If the change in x during an iteration would exceed the value of r, the objective function is
considered to be unbounded below in the feasible region. If r � 0, the default value is used.

Line Search Tolerance r Default ¼ 0:9

The value r (0 � r < 1) controls the accuracy with which the step � taken during each iteration
approximates a minimum of the merit function along the search direction (the smaller the value of r, the
more accurate the linesearch). The default value r ¼ 0:9 requests an inaccurate search and is
appropriate for most problems, particularly those with any nonlinear constraints.

If there are no nonlinear constraints, a more accurate search may be appropriate when it is desirable to
reduce the number of major iterations – for example, if the objective function is cheap to evaluate, or if
a substantial number of derivatives are unspecified. If r < 0 or r 	 1, the default value is used.
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Linear Feasibility Tolerance r1 Default ¼
ffiffi
�
p

Nonlinear Feasibility Tolerance r2 Default ¼ �0:33 or
ffiffi
�
p

The default value of r2 is �0:33 if Derivative Level ¼ 0 or 1, and
ffiffi
�
p

otherwise.

The scalars r1 and r2 define the maximum acceptable absolute violations in linear and nonlinear
constraints at a ‘feasible’ point; i.e., a linear constraint is considered satisfied if its violation does not
exceed r1. Similarly a nonlinear constraint is considered satisfied if its violation does not exceed r2. If
rm < � or rm 	 1, the default value is used, for m ¼ 1; 2.

On entry to nag_opt_nlp_revcomm (e04ufc), an iterative procedure is executed in order to find a point
that satisfies the linear constraints and bounds on the variables to within the tolerance r1. All
subsequent iterates will satisfy the linear constraints to within the same tolerance (unless r1 is
comparable to the finite difference interval).

For nonlinear constraints, the feasibility tolerance r2 defines the largest constraint violation that is
acceptable at an optimal point. Since nonlinear constraints are generally not satisfied until the final
iterate, the value of optional parameter Nonlinear Feasibility Tolerance acts as a partial termination
criterion for the iterative sequence generated by nag_opt_nlp_revcomm (e04ufc) (see the discussion of
optional parameter Optimality Tolerance).

These tolerances should reflect the precision of the corresponding constraints. For example, if the
variables and the coefficients in the linear constraints are of order unity, and the latter are correct to
about 6 decimal digits, it would be appropriate to specify r1 as 10�6.

List
Nolist Default

Optional parameter List may be used to turn on printing of each optional parameter specification as it is
supplied. Nolist may then be used to suppress this printing again.

Major Iteration Limit i Default ¼ max 50; 3 nþ nLð Þ þ 10nNð Þ
Iteration Limit
Iters
Itns

The value of i specifies the maximum number of major iterations allowed before termination. Setting
i ¼ 0 and Major Print Level > 0 means that the workspace needed will be computed and printed, but
no iterations will be performed. If i < 0, the default value is used.

Major Print Level i
Print Level Default ¼ 0

The value of i controls the amount of printout produced by the major iterations of
nag_opt_nlp_revcomm (e04ufc), as indicated below. A detailed description of the printed output is
given in Section 9.1 (summary output at each major iteration and the final solution) and Section 13
(monitoring information at each major iteration). (See also the description of the optional parameter
Minor Print Level.)

The following is printed:

i Output

0 No output.

1 The final solution only.

5 One line of summary output ( < 80 characters; see Section 9.1) for each major iteration (no
printout of the final solution).

	 10 The final solution and one line of summary output for each major iteration.

The following printout is sent to the fileid (from nag_open_file) given by the optional parameter
Monitoring File:
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i Output

< 5 No output.

	 5 One long line of output ( > 80 characters; see Section 13) for each major iteration (no printout
of the final solution).

	 20 At each major iteration, the objective function, the Euclidean norm of the nonlinear constraint
violations, the values of the nonlinear constraints (the vector c), the values of the linear
constraints (the vector ALx), and the current values of the variables (the vector x).

	 30 At each major iteration, the diagonal elements of the matrix T associated with the TQ
factorization (5) (see Section 11.1) of the QP working set, and the diagonal elements of R, the
triangular factor of the transformed and reordered Hessian (6) (see Section 11.1).

If Major Print Level 	 5 then the summary output for each major iteration is suppressed.

Minor Iteration Limit i Default ¼ max 50; 3 nþ nL þ nNð Þð Þ
The value of i specifies the maximum number of iterations for finding a feasible point with respect to
the bounds and linear constraints (if any). The value of i also specifies the maximum number of minor
iterations for the optimality phase of each QP subproblem. If i � 0, the default value is used.

Minor Print Level i Default ¼ 0

The value of i controls the amount of printout produced by the minor iterations of
nag_opt_nlp_revcomm (e04ufc) (i.e., the iterations of the quadratic programming algorithm), as
indicated below. A detailed description of the printed output is given in Section 13.2. (See also the
description of the optional parameter Major Print Level.)

The following is printed:

i Output

0 No output.

1 The final QP solution only.

5 One line of summary output. This consists of a subset of the information described in
Section 13.2 for each minor iteration (no printout of the final QP solution).

	 10 The final QP solution and one line of summary output for each minor iteration.

The following printout is sent to the fileid (from nag_open_file) given by the optional parameter
Monitoring File:

i Output

< 5 No output.

	 5 One long line of output ( > 80 characters; see Section 13.2) for each minor iteration (no
printout of the final QP solution).

	 20 At each minor iteration, the current estimates of the QP multipliers, the current estimate of the
QP search direction, the QP constraint values and the status of each QP constraint.

	 30 At each minor iteration, the diagonal elements of the matrix T associated with the TQ
factorization (5) (see Section 11.1) of the QP working set and the diagonal elements of the
Cholesky factor R of the transformed Hessian (6) (see Section 11.1).

If Major Print Level 	 5 then the summary output for each major iteration is suppressed.

Monitoring File i Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)
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If Major Print Level 	 5 or Minor Print Level 	 5, monitoring information produced by nag_opt_nl
p_revcomm (e04ufc) at every iteration is sent to the specified file. If Major Print Level < 5 and
Minor Print Level < 5, no monitoring information is produced.

Optimality Tolerance r Default ¼ �0:8r
The parameter r (�r � r < 1) specifies the accuracy to which you wish the final iterate to approximate a
solution of the problem. Broadly speaking, r indicates the number of correct figures desired in the
objective function at the solution. For example, if r is 10�6 and nag_opt_nlp_revcomm (e04ufc)
terminates successfully, the final value of F should have approximately six correct figures. If r < �r or
r 	 1, the default value is used.

nag_opt_nlp_revcomm (e04ufc) will terminate successfully if the iterative sequence of x values is
judged to have converged and the final point satisfies the first-order Kuhn–Tucker conditions (see
Section 11.1). The sequence of iterates is considered to have converged at x if

� pk k �
ffiffiffi
r
p

1þ xk kð Þ; ð16Þ

where p is the search direction and � the step length from (3). An iterate is considered to satisfy the
first-order conditions for a minimum if

ZTgFR
�� �� � ffiffiffi

r
p

1þmax 1þ F xð Þj j; gFRk kð Þð Þ ð17Þ

and

resj
		 		 � ftol for all j; ð18Þ

where ZTgFR is the projected gradient (see Section 11.1), gFR is the gradient of F xð Þ with respect to the
free variables, resj is the violation of the jth active nonlinear constraint, and ftol is the
Nonlinear Feasibility Tolerance.

Start Objective Check At Variable i1 Default ¼ 1
Stop Objective Check At Variable i2 Default ¼ n
Start Constraint Check At Variable i3 Default ¼ 1
Stop Constraint Check At Variable i4 Default ¼ n
These keywords take effect only if Verify Level > 0. They may be used to control the verification of
gradient elements and/or Jacobian elements computed by the calling program during intermediate exits.
For example, if the first 30 elements of the objective gradient appeared to be correct in an earlier run,
s o t h a t on l y e l emen t 31 r ema i n s que s t i on ab l e , i t i s r e a sonab l e t o sp e c i f y
Start Objective Check At Variable ¼ 31. If the first 30 variables appear linearly in the objective,
so that the corresponding gradient elements are constant, the above choice would also be appropriate.

If i2m�1 � 0 or i2m�1 > min n; i2mð Þ, the default value is used, for m ¼ 1; 2. If i2m � 0 or i2m > n, the
default value is used, for m ¼ 1; 2.

Step Limit r Default ¼ 2:0

If r > 0; r specifies the maximum change in variables at the first step of the linesearch. In some cases,
such as F xð Þ ¼ aebx or F xð Þ ¼ axb, even a moderate change in the elements of x can lead to floating-
point overflow. The parameter r is therefore used to encourage evaluation of the problem functions at
meaningful points. Given any major iterate x, the first point ~x at which F and c are evaluated during the
linesearch is restricted so that

~x� xk k2 � r 1þ xk k2
� �

:

The linesearch may go on and evaluate F and c at points further from x if this will result in a lower
value of the merit function (indicated by L at the end of each line of output produced by the major
iterations; see Section 9.1). If L is printed for most of the iterations, r should be set to a larger value.

Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at wild values. The default value Step Limit ¼ 2:0 should not affect progress on well-
behaved functions, but values such as 0:1 or 0:01 may be helpful when rapidly varying functions are
present. If a small value of Step Limit is selected then a good starting point may be required. An
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important application is to the class of nonlinear least squares problems. If r � 0, the default value is
used.

Verify Level i Default ¼ 0
Verify
Verify Constraint Gradients
Verify Gradients
Verify Objective Gradients

These keywords refer to finite difference checks on the gradient elements computed by the calling
program during intermediate exits. (Unspecified gradient elements are not checked.) The possible
choices for i are as follows:

i Meaning

�1 No checks are performed.

0 Only a ‘cheap’ test will be performed.

	 1 In addition to the ‘cheap’ test, individual gradient elements will also be checked using a reliable
(but more expensive) test.

It is possible to specify Verify Level ¼ 0 to 3 in several ways. For example, the objective gradient will
b e v e r i fi e d i f Verify, Verify ¼ YES, Verify Gradients, Verify Objective Gradients o r
Verify Level ¼ 1 is specified. The constraint gradients will be verified if Verify ¼ YES or
Verify Level ¼ 2 or Verify is specified. Similarly, the objective and the constraint gradients will be
verified if Verify ¼ YES or Verify Level ¼ 3 or Verify is specified.

If 0 � i � 3, gradients will be verified at the first point that satisfies the linear constraints and bounds.

If i ¼ 0, only a ‘cheap’ test will be performed, requiring one intermediate exit for the objective function
gradients and (if appropriate) one intermediate exit for the partial derivatives of the constraints.

If 1 � i � 3, a more reliable (but more expensive) check will be made on individual gradient elements,
w i t h i n t h e r a n g e s s p e c i fi e d b y t h e Start Objective Check At Variable a n d
Stop Objective Check At Variable keywords. A result of the form OK or BAD? is printed by
nag_opt_nlp_revcomm (e04ufc) to indicate whether or not each element appears to be correct.

If 10 � i � 13, the action is the same as for i < 10, except that it will take place at the user-specified
initial value of x.

If i < �1 or 4 � i � 9 or i > 13, the default value is used.

We suggest that Verify Level ¼ 3 be used whenever a new calling program is being developed.

13 Description of Monitoring Information

13.1 Output from Major Iterations

This section describes the long line of output ( > 80 characters) which forms part of the monitoring
information produced by nag_opt_nlp_revcomm (e04ufc). (See also the description of the optional
parameters Major Print Level, Minor Print Level and Monitoring File.) You can control the level of
printed output (see the description of the optional parameter Major Print Level).

When Major Print Level 	 5 and Monitoring File 	 0, the following line of output is produced at
every major iteration of nag_opt_nlp_revcomm (e04ufc) and sent to the file specified by
Monitoring File. In all cases, the values of the quantities printed are those in effect on completion
of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases
of the QP subproblem. Generally, Mnr will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11).
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Note that Mnr may be greater than the optional parameter Minor Iteration Limit
if some iterations are required for the feasibility phase.

Step is the step �k taken along the computed search direction. On reasonably well-
behaved problems, the unit step (i.e., �k ¼ 1) will be taken as the solution is
approached.

Nfun is the cumulative number of evaluations of the objective function needed for the
linesearch. Evaluations needed for the estimation of the gradients by finite
differences are not included. Nfun is printed as a guide to the amount of work
required for the linesearch.

Merit Function is the value of the augmented Lagrangian merit function (12) at the current
iterate. This function will decrease at each iteration unless it was necessary to
increase the penalty parameters (see Section 11.3). As the solution is approached,
Merit Function will converge to the value of the objective function at the
solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line) then the merit function is a large multiple of the
constraint violations, weighted by the penalty parameters. During a sequence of
major iterations with infeasible subproblems, the sequence of Merit Function
values will decrease monotonically until either a feasible subproblem is obtained
o r nag_op t _n l p_ r evcomm (e04u f c ) t e rm ina t e s w i t h fail:code ¼
NE_NONLIN_NOT_FEASIBLE (no feasible point could be found for the
nonlinear constraints).

If there are no nonlinear constraints present (i.e., ncnln ¼ 0) then this entry
contains Objective, the value of the objective function F xð Þ. The objective
function will decrease monotonically to its optimal value when there are no
nonlinear constraints.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.2). Norm
Gz will be approximately zero in the neighbourhood of a solution.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnln is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Nz is the number of columns of Z (see Section 11.2). The value of Nz is the number
of variables minus the number of constraints in the predicted active set; i.e.,
Nz ¼ n� Bndþ Linþ Nlnð Þ.

Bnd is the number of simple bound constraints in the predicted active set.

Lin is the number of general linear constraints in the predicted working set.

Nln is the number of nonlinear constraints in the predicted active set (not printed if
ncnln is zero).

Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if ncnln is zero).

Cond H is a lower bound on the condition number of the Hessian approximation H.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ (HZ ¼ ZTHFRZ ¼ RT

ZRZ ; see (6)). The larger this number, the more difficult
the problem.

Cond T is a lower bound on the condition number of the matrix of predicted active
constraints.

Conv is a three-letter indication of the status of the three convergence tests (16)–(18)
defined in the description of the optional parameter Optimality Tolerance. Each
letter is T if the test is satisfied and F otherwise. The three tests indicate whether:
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(i) the sequence of iterates has converged;

(ii) the projected gradient (Norm Gz) is sufficiently small; and

(iii) the norm of the residuals of constraints in the predicted active set (Violtn)
is small enough.

If any of these indicators is F when nag_opt_nlp_revcomm (e04ufc) terminates
with fail:code ¼ NE_NOERROR, you should check the solution carefully.

M is printed if the quasi-Newton update has been modified to ensure that the
Hessian approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences have been used to compute the unspecified
objective and constraint gradients. If the value of Step is zero then the switch to
central differences was made because no lower point could be found in the
linesearch. (In this case, the QP subproblem is resolved with the central
difference gradient and Jacobian.) If the value of Step is nonzero then central
differences were computed because Norm Gz and Violtn imply that x is close to
a Kuhn–Tucker point (see Section 11.1).

L is printed if the linesearch has produced a relative change in x greater than the
value defined by the optional parameter Step Limit. If this output occurs
frequently during later iterations of the run, optional parameter Step Limit should
be set to a larger value.

On entry: need not be initialized if the (default) optional parameter Cold Start is used.

If the optional parameter Warm Start has been chosen, r must contain the upper
triangular Cholesky factor R of the initial approximation of the Hessian of the
Lagrangian function, with the variables in the natural order. Elements not in the
upper triangular part of r are assumed to be zero and need not be assigned.

On exit: if Hessian ¼ NO, r contains the upper triangular Cholesky factor R of
QT ~HQ, an estimate of the transformed and reordered Hessian of the Lagrangian
at x (see (6) in Section 11.1). If Hessian ¼ YES, r contains the upper triangular
Cholesky factor R of H, the approximate (untransformed) Hessian of the
Lagrangian, with the variables in the natural order.

13.2 Output from Minor Iterations

This section describes the long line of output ( > 80 characters) which forms part of the monitoring
information for minor iterations produced by nag_opt_nlp_revcomm (e04ufc). (See also the description
of the optional parameters Monitoring File and Minor Print Level.) You can control the level of
printed output.

To aid interpretation of the printed results, the following convention is used for numbering the
constraints: indices 1 through n refer to the bounds on the variables, and indices nþ 1 through nþ nL
refer to the general constraints. When the status of a constraint changes, the index of the constraint is
printed, along with the designation L (lower bound), U (upper bound), E (equality), F (temporarily fixed
variable) or A (artificial constraint).

When Minor Print Level 	 5 and Monitoring File 	 0, the following line of output is produced at
every iteration and sent to the file specified by optional parameter Monitoring File. In all cases, the
values of the quantities printed are those in effect on completion of the given iteration.

Itn is the iteration count.

Jdel is the index of the constraint deleted from the working set. If Jdel is zero, no
constraint was deleted.

Jadd is the index of the constraint added to the working set. If Jadd is zero, no
constraint was added.
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Step is the step taken along the computed search direction. If a constraint is added
during the current iteration (i.e., Jadd is positive), Step will be the step to the
nearest constraint. During the optimality phase, the step can be greater than one
only if the factor RZ is singular.

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective is the value of the current objective function. If x is not feasible, Sinf gives a
weighted sum of the magnitudes of constraint violations. If x is feasible,
Objective is the value of the objective function of (1). The output line for the
final iteration of the feasibility phase (i.e., the first iteration for which Ninf is
zero) will give the value of the true objective at the first feasible point.

During the optimality phase the value of the objective function will be
nonincreasing. During the feasibility phase the number of constraint infeasibilities
will not increase until either a feasible point is found or the optimality of the
multipliers implies that no feasible point exists. Once optimal multipliers are
obtained the number of infeasibilities can increase, but the sum of infeasibilities
will either remain constant or be reduced until the minimum sum of infeasibilities
is found.

Bnd is the number of simple bound constraints in the current working set.

Lin is the number of general linear constraints in the current working set.

Art is the number of artificial constraints in the working set.

Zr Zr is the dimension of the subspace in which the objective function is currently
being minimized. The value of Zr is the number of variables minus the number of
constraints in the working set; i.e., Zr ¼ n� Bndþ Linþ Artð Þ.
The value of nZ , the number of columns of Z can be calculated as
nZ ¼ n� Bndþ Linð Þ. A zero value of nZ implies that x lies at a vertex of the
feasible region.

Norm Gz is ZT
1 gFR

�� ��, the Euclidean norm of the reduced gradient with respect to Z1. During
the optimality phase, this norm will be approximately zero after a unit step.

Norm Gf is the Euclidean norm of the gradient function with respect to the free variables, i.
e., variables not currently held at a bound.

Cond T is a lower bound on the condition number of the working set.

Cond Rz is a lower bound on the condition number of the triangular factor R1 (the first Zr
rows and columns of the factor RZ). If the problem is specified to be of type LP or
the estimated rank of the data matrix A is zero then Cond Rz is not printed.
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NAG Library Function Document

nag_opt_nlp_sparse (e04ugc)

1 Purpose

nag_opt_nlp_sparse (e04ugc) solves sparse nonlinear programming problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_sparse (

void (*confun)(Integer ncnln, Integer njnln, Integer nnzjac,
const double x[], double conf[], double conjac[], Nag_Comm *comm),

void (*objfun)(Integer nonln, const double x[], double *objf,
double objgrad[], Nag_Comm *comm),

Integer n, Integer m, Integer ncnln, Integer nonln, Integer njnln,
Integer iobj, Integer nnz, double a[], const Integer ha[],
const Integer ka[], double bl[], double bu[], double xs[],
Integer *ninf, double *sinf, double *objf, Nag_Comm *comm,
Nag_E04_Opt *options, NagError *fail)

3 Description

nag_opt_nlp_sparse (e04ugc) is designed to solve a class of nonlinear programming problems that are
assumed to be stated in the following general form:

minimize
x2Rn

f xð Þ subject to l �
x

F xð Þ
Gx

8<:
9=; � u; ð1Þ

where x ¼ x1; x2; . . . ; xnð ÞT is a set of variables, f xð Þ is a smooth scalar objective function, l and u are
constant lower and upper bounds, F xð Þ is a vector of smooth nonlinear constraint functions Fi xð Þf g and
G is a sparse matrix.

The constraints involving F and Gx are called the general constraints. Note that upper and lower
bounds are specified for all variables and constraints. This form allows full generality in specifying
various types of constraint. In particular, the jth constraint can be defined as an equality by setting
lj ¼ uj. If certain bounds are not present, the associated elements of l or u can be set to special values
that will be treated as �1 or þ1. (See the description of the optional parameter options:inf bound in
Section 12.2).

nag_opt_nlp_sparse (e04ugc) converts the upper and lower bounds on the m elements of F and Gx to
equalities by introducing a set of slack variables s, where s ¼ s1; s2; . . . ; smð ÞT. For example, the linear
constraint 5 � 2x1 þ 3x2 � þ1 is replaced by 2x1 þ 3x2 � s1 ¼ 0, together with the bounded slack
5 � s1 � þ1. The problem defined by (1) can therefore be re-written in the following equivalent form:

minimize
x2Rn;s2Rm

f xð Þ subject to F xð Þ
Gx


 �
� s ¼ 0; l � x

s


 �
� u: ð2Þ

Since the slack variables s are subject to the same upper and lower bounds as the elements of F and
Gx, the bounds on F and Gx can simply be thought of as bounds on the combined vector x; sð Þ. The
elements of x and s are partitioned into basic, nonbasic and superbasic variables defined as follows
(see Section 11 for more details):
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A basic variable is a variable associated with a column of a square nonsingular basis matrix B.

A nonbasic variable is a variable that is temporarily fixed at its current value (usually its upper or
lower bound).

A superbasic variable is a non basic variable which is not at one of its bounds and which is free
to move in any desired direction (namely one that will improve the value of the objective
function or reduce the sum of infeasibilities). At each step, basic variables are adjusted
depending on the values of superbasic variables.

For example, in the simplex method (see Gill et al. (1981)) the elements of x can be partitioned at each
vertex into a set of m basic variables (all non-negative) and a set of n�mð Þ nonbasic variables (all
zero). This is equivalent to partitioning the columns of the constraint matrix as B j Nð Þ, where B
contains the m columns that correspond to the basic variables and N contains the n�mð Þ columns that
correspond to the nonbasic variables.

The optional parameter options:direction (default value options:direction ¼ Nag Minimize) may be
used to spec i fy an a l t e rna t ive prob l em in which f xð Þ i s max imized ( se t t i ng
options:direction ¼ Nag Maximize) , o r t o o n l y fi n d a f e a s i b l e p o i n t ( s e t t i n g
options:direction ¼ Nag FeasiblePoint). If the objective function is nonlinear and all the constraints
are linear, F is absent and the problem is said to be linearly constrained. In general, the objective and
constraint functions are structured in the sense that they are formed from sums of linear and nonlinear
functions. This structure can be exploited by the function during the solution process as follows.

Consider the following nonlinear optimization problem with four variables u; v; z; wð Þ:

minimize
u;v;z;w

uþ vþ zð Þ2 þ 3zþ 5w

subject to the constraints

u2 þ v2 þ z ¼ 2
u4 þ v4 þ w ¼ 4

2uþ 4v 	 0

and to the bounds

z 	 0
w 	 0

:

This problem has several characteristics that can be exploited by the function:

the objective function is nonlinear. It is the sum of a nonlinear function of the variables u; v; zð Þ
and a linear function of the variables z; wð Þ;
the first two constraints are nonlinear. The third is linear;

each nonlinear constraint function is the sum of a nonlinear function of the variables u; vð Þ and a
linear function of the variables z; wð Þ.

The nonlinear terms are defined by the user-supplied subroutines objfun and confun (see Section 5),
which involve only the appropriate subset of variables.

For the objective, we define the function f u; v; zð Þ ¼ uþ vþ zð Þ2 to include only the nonlinear part of
the objective. The three variables u; v; zð Þ associated with this function are known as the nonlinear
objective variables. The number of them is given by nonln (see Section 5), and they are the only
variables needed in objfun. The linear part 3zþ 5w of the objective is stored in row iobj (see
Section 5) of the (constraint) Jacobian matrix A (see below).

Thus, if x0 and y0 denote the nonlinear and linear objective variables, respectively, the objective may be
re-written in the form

f x0ð Þ þ cTx0 þ dTy0;

where f x0ð Þ is the nonlinear part of the objective and c and d are constant vectors that form a row of A.
In this example, x0 ¼ u; v; zð Þ and y0 ¼ w.
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Similarly for the constraints, we define a vector function F u; vð Þ to include just the nonlinear terms. In
this example, F1 u; vð Þ ¼ u2 þ v2 and F2 u; vð Þ ¼ u4 þ v4, where the two variables u; vð Þ are known as
the nonlinear Jacobian variables. The number of them is given by njnln (see Section 5), and they are
the only variables needed in confun. Thus, if x00 and y00 denote the nonlinear and linear Jacobian
variables, respectively, the constraint functions and the linear part of the objective have the form

F x00ð Þ A2y
00

A3x
00 A4y

00

� �
; ð3Þ

where x00 ¼ u; vð Þ and y00 ¼ z; wð Þ in this example. This ensures that the Jacobian is of the form

A ¼ J x00ð Þ A2
A3 A4

� �

where J x00ð Þ ¼ @F x00ð Þ
@x

. Note that J x00ð Þ always appears in the top left-hand corner of A.

The inequalities l1 � F x00ð Þ þA2y
00 � u1 and l2 � A3x

00 þA4y
00 � u2 implied by the constraint

functions in (3) are known as the nonlinear and linear constraints, respectively. The nonlinear
constraint vector F x00ð Þ in (3) and (optionally) its partial derivative matrix J x00ð Þ are set in confun. The
matrices A2, A3 and A4 contain any (constant) linear terms. Along with the sparsity pattern of J x00ð Þ
they are stored in the arrays a, ha and ka (see Section 5).

In general, the vectors x0 and x00 have different dimensions, but they must always overlap, in the sense
that the shorter vector should always be the beginning of the other. In the above example, the nonlinear
Jacobian variables u; vð Þ are an ordered subset of the nonlinear objective variables u; v; zð Þ. In other
cases it could be the other way round. Note that in some cases it might be necessary to add variables to
x0 or x00 (whichever is the most convenient), but the first way keeps J x00ð Þ as small as possible. Thus,
the nonlinear objective function f x0ð Þ may involve either a subset or superset of the variables appearing
in the nonlinear constraint functions F x00ð Þ, and nonln � njnln (or vice-versa). Sometimes the objective
and constraints may really involve disjoint sets of nonlinear variables. In such cases the variables
should be ordered so that nonln > njnln and x0 ¼ x00; x000ð Þ, where the objective is nonlinear in just the
last vector x000. The first njnln elements of the gradient array objgrad (corresponding to x00) should then
be set to zero in objfun. This is illustrated in Section 10.

If there are no nonlinear constraints in (1) and f xð Þ is linear or quadratic, then it may be simpler and/or
more efficient to use nag_opt_sparse_convex_qp (e04nkc) to solve the resulting linear or quadratic
programming problem, or one of nag_opt_lp (e04mfc), nag_opt_lin_lsq (e04ncc) or nag_opt_qp
(e04nfc) if G is a dense matrix. If the problem is dense and does have nonlinear constraints, then
nag_opt_nlp (e04ucc) should be used instead.

You must supply an initial estimate of the solution to (1), together with versions of objfun and confun
that define f x0ð Þ and F x00ð Þ, respectively, and as many first partial derivatives as possible. Note that if
there are any nonlinear constraints, then the first call to confun will precede the first call to objfun.

nag_opt_nlp_sparse (e04ugc) is based on the SNOPT package described in Gill et al. (1997), which in
turn utilizes routines from the MINOS package (see Murtagh and Saunders (1995)). It incorporates a
sequential quadratic programming (SQP) method that obtains search directions from a sequence of
quadratic programming (QP) subproblems. Each QP subproblem minimizes a quadratic model of a
certain Lagrangian function subject to a linearization of the constraints. An augmented Lagrangian
merit function is reduced along each search direction to ensure convergence from any starting point.
Further details can be found in Section 11.

Throughout this document the symbol � is used to represent the machine precision (see
nag_machine_precision (X02AJC)).
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5 Arguments

1: confun – function, supplied by the user External Function

confun must calculate the vector F xð Þ of nonlinear constraint functions and (optionally) its

Jacobian ( ¼ @F
@x

) for a specified njnln � nð Þ element vector x. If there are no nonlinear

constraints (i.e., ncnln ¼ 0), confun will never be called by nag_opt_nlp_sparse (e04ugc) and the
NAG defined null void function pointer, NULLFN, can be supplied in the call to
nag_opt_nlp_sparse (e04ugc). If there are nonlinear constraints, the first call to confun will
occur before the first call to objfun.

The specification of confun is:

void confun (Integer ncnln, Integer njnln, Integer nnzjac,
const double x[], double conf[], double conjac[], Nag_Comm *comm)

1: ncnln – Integer Input

On entry: the number of nonlinear constraints. These must be the first ncnln constraints
in the problem.

2: njnln – Integer Input

On entry: the number of nonlinear variables. These must be the first njnln variables in
the problem.
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3: nnzjac – Integer Input

On entry: the number of nonzero elements in the constraint Jacobian. Note that nnzjac
will always be less than, or equal to, ncnln� njnln.

4: x½njnln� – const double Input

On entry: x, the vector of nonlinear Jacobian variables at which the nonlinear constraint
functions and/or all available elements of the constraint Jacobian are to be evaluated.

5: conf½ncnln� – double Output

On exit: if comm!flag ¼ 0 or 2, conf½i� 1� must contain the value of Fi xð Þ, the ith
nonlinear constraint at x.

6: conjac½nnzjac� – double Output

On exit: if comm!flag ¼ 1 or 2, conjac must return the available elements of J xð Þ,
the constraint Jacobian evaluated at x. These elements must be stored in conjac in
exactly the same positions as implied by the definitions of the arrays a, ha and ka
described below, remembering that J xð Þ always appears in the top left-hand corner of
A. Note that the function does not perform any internal checks for consistency (except
indirectly via the optional parameter options:verify grad), so great care is essential.

If all elements of the constraint Jacobian are known, i.e., the optional parameter
options:con deriv ¼ Nag TRUE (the default), any constant elements of the Jacobian
may be assigned to a at the start of the optimization if desired. If an element of conjac
is not assigned in confun, the corresponding value from a is used. See also the
description for a.

If options:con deriv ¼ Nag FALSE, then any available partial derivatives of ci xð Þ must
be assigned to the elements of conjac; the remaining elements must remain unchanged.
It must be emphasized that, in that case, unassigned elements of conjac are not treated
as constant; they are estimated by finite differences, at non-trivial expense.

7: comm – Nag_Comm *

Pointer to a structure of type Nag_Comm; the following members are relevant to
confun.

flag – Integer Input/Output

On entry: confun is called with comm!flag set to 0, 1 or 2.

If comm!flag ¼ 0, only conf has to be referenced.

If comm!flag ¼ 1, only conjac has to be referenced.

If comm!flag ¼ 2, both conf and conjac are referenced.

On exit: if confun resets comm!flag to �1, nag_opt_nlp_sparse (e04ugc) will
terminate with the error indicator NE_CANNOT_CALCULATE, unless this
occurs during the linesearch; in this case, the linesearch will shorten the step and
try again. If confun resets comm!flag to a value smaller or equal to �2,,
nag_opt_nlp_sparse (e04ugc) will terminate immediately with the error indicator
NE_USER_STOP. In both cases, if fail is supplied to nag_opt_nlp_sparse
(e04ugc), fail:errnum will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to confun and Nag_FALSE
for all subsequent calls. This argument setting allows you to save computation
time if certain data must be read or calculated only once.
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last – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the last call to confun and Nag_FALSE
for all other calls. This argument setting allows you to perform some additional
computation on the final solution.

user – double *
iuser – Integer *
p – Pointer

The type Pointer is void *.

Before calling nag_opt_nlp_sparse (e04ugc) these pointers may be allocated
memory and initialized with various quantities for use by confun when called
from nag_opt_nlp_sparse (e04ugc).

Note: confun should be tested separately before being used in conjunction with
nag_opt_nlp_sparse (e04ugc) . The opt ional parameters options:verify grad and
options:major iter lim can be used to assist this process (see Section 12.2). The array x must
not be changed by confun.

If confun does not calculate all of the Jacobian constraint elements then the optional parameter
options:con deriv should be set to Nag_FALSE.

2: objfun – function, supplied by the user External Function

objfun must calculate the nonlinear part of the objective f xð Þ and (optionally) its gradient

( ¼ @f
@x

) for a specified nonln � nð Þ element vector x. If there are no nonlinear objective

variables (i.e., nonln ¼ 0), objfun will never be called by nag_opt_nlp_sparse (e04ugc) and the
NAG defined null void function pointer, NULLFN, can be supplied in the call to
nag_opt_nlp_sparse (e04ugc).

The specification of objfun is:

void objfun (Integer nonln, const double x[], double *objf,
double objgrad[], Nag_Comm *comm)

1: nonln – Integer Input

On entry: the number of nonlinear objective variables. These must be the first nonln
variables in the problem.

2: x½nonln� – const double Input

On entry: the vector x of nonlinear variables at which the nonlinear part of the
objective function and/or all available elements of its gradient are to be evaluated.

3: objf – double * Output

On exit: if comm!flag ¼ 0 or 2, objfun must set objf to the value of the nonlinear
part of the objective function at x. If it is not possible to evaluate the objective function
at x, then objfun should assign �1 to comm!flag; nag_opt_nlp_sparse (e04ugc) will
then terminate, unless this occurs during the linesearch; in this case, the linesearch will
shorten the step and try again.

4: objgrad½nonln� – double Output

On exit: if comm!flag ¼ 1 or 2, objgrad must return the available elements of the

gradient
@f

@x
evaluated at the current point x.

If the optional parameter options:obj deriv ¼ Nag TRUE (the default), all elements of
objgrad must be set; if options:obj deriv ¼ Nag FALSE, any available elements of the
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Jacobian matrix must be assigned to the elements of objgrad; the remaining elements
must remain unchanged.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Input/Output

On entry: objfun is called with comm!flag set to 0, 1 or 2.

If comm!flag ¼ 0 then only objf has to be referenced.

If comm!flag ¼ 1 then only objgrad has to be referenced.

If comm!flag ¼ 2 then both objf and objgrad are referenced.

On exit: if objfun resets comm!flag to �1, then nag_opt_nlp_sparse (e04ugc)
will terminate with the error indicator NE_CANNOT_CALCULATE, unless this
occurs during the linesearch; in this case, the linesearch will shorten the step and
try again. If objfun resets comm!flag to a value smaller or equal to �2, then
nag_opt_nlp_sparse (e04ugc) will terminate immediately with the error indicator
NE_USER_STOP. In both cases, if fail is supplied to nag_opt_nlp_sparse
(e04ugc) fail:errnum will then be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls. This argument setting allows you to save computation
time if certain data must be read or calculated only once.

last – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the last call to objfun and Nag_FALSE
for all other calls. This argument setting allows you to perform some additional
computation on the final solution.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to objfun including the current one.

user – double *
iuser – Integer *
p – Pointer

The type Pointer is void *.

Before calling nag_opt_nlp_sparse (e04ugc) these pointers may be allocated
memory and initialized with various quantities for use by objfun when called
from nag_opt_nlp_sparse (e04ugc).

Note: objfun should be tested separately before being used in conjunction with
nag_opt_nlp_sparse (e04ugc) . The opt ional parameters options:verify grad and
options:major iter lim can be used to assist this process (see Section 12.2). The array x must
not be changed by objfun.

If the function objfun does not calculate all of the Jacobian elements then the optional parameter
options:obj deriv should be set to Nag_FALSE.

3: n – Integer Input

On entry: n, the number of variables (excluding slacks). This is the number of columns in the full
Jacobian matrix A.

Constraint: n 	 1.
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4: m – Integer Input

On entry: m, the number of general constraints (or slacks). This is the number of rows in A,
including the free row (if any; see iobj). Note that A must contain at least one row. If your
problem has no constraints, or only upper and lower bounds on the variables, then you must
include a dummy ‘free’ row consisting of a single (zero) element subject to ‘infinite’ upper and
lower bounds. Further details can be found under the descriptions for iobj, nnz, a, ha, ka, bl and
bu.

Constraint: m 	 1.

5: ncnln – Integer Input

On entry: the number of nonlinear constraints. These correspond to the leading ncnln rows of A.

Constraint: 0 � ncnln � m.

6: nonln – Integer Input

On entry: the number of nonlinear objective variables. If the objective function is nonlinear, the
leading nonln columns of A belong to the nonlinear objective variables. (See also the description
for njnln.)

Constraint: 0 � nonln � n.

7: njnln – Integer Input

On entry: the number of nonlinear Jacobian variables. If there are any nonlinear constraints, the
leading njnln columns of A belong to the nonlinear Jacobian variables. If nonln > 0 and
njnln > 0, the nonlinear objective and Jacobian variables overlap. The total number of nonlinear
variables is given by �n ¼ max nonln; njnlnð Þ.
Constraints:

if ncnln ¼ 0, njnln ¼ 0;
if ncnln > 0, 1 � njnln � n.

8: iobj – Integer Input

On entry: if iobj > ncnln, row iobj of A is a free row containing the nonzero elements of the
linear part of the objective function.

iobj ¼ 0
There is no free row.

iobj ¼ �1
There is a dummy ‘free’ row.

Constraints:

if iobj > 0, ncnln < iobj � m;
otherwise iobj 	 �1.

9: nnz – Integer Input

On entry: the number of nonzero elements in A (including the Jacobian for any nonlinear
constraints, J). If iobj ¼ �1, set nnz ¼ 1.

Constraint: 1 � nnz � n�m.

10: a½nnz� – double Input/Output

On entry: the nonzero elements of the Jacobian matrix A, ordered by increasing column index.
Note that elements with the same row and column index are not allowed. Since the constraint
Jacobian matrix J x00ð Þ must always appear in the top left-hand corner of A, those elements in a
column associated with any nonlinear constraints must come before any elements belonging to
the linear constraint matrix G and the free row (if any; see iobj).
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In general, A is partitioned into a nonlinear part and a linear part corresponding to the nonlinear
variables and linear variables in the problem. Elements in the nonlinear part may be set to any
value (e.g., zero) because they are initialized at the first point that satisfies the linear constraints
and the upper and lower bounds. If the optional parameter options:con deriv ¼ Nag TRUE (the
default), the nonlinear part may also be used to store any constant Jacobian elements. Note that if
confun does not define the constant Jacobian element conjac½i�, the missing value will be
obtained directly from the corresponding element of a. The linear part must contain the nonzero
elements of G and the free row (if any). If iobj ¼ �1, set a½0� ¼ �, say, where �j j < bigbnd and
bigbnd is the value of the optional parameter options:inf bound (default value ¼ 1020).
Elements with the same row and column indices are not allowed. (See also the descriptions for
ha and ka.)

On exit: elements in the nonlinear part corresponding to nonlinear Jacobian variables are
overwritten.

11: ha½nnz� – const Integer Input

On entry: ha½i� 1� must contain the row index of the nonzero element stored in a½i � 1�, for
i ¼ 1; 2; . . . ;nnz. The row indices for a column may be supplied in any order subject to the
condition that those elements in a column associated with any nonlinear constraints must appear
before those elements associated with any linear constraints (including the free row, if any). Note
that confun must define the Jacobian elements in the same order. If iobj ¼ �1, set ha½0� ¼ 1.

Constraint: 1 � ha½i � 1� � m, for i ¼ 1; 2; . . . ; nnz.

12: ka½nþ 1� – const Integer Input

On entry: ka½j � 1� must contain the index in a of the start of the jth column, for j ¼ 1; 2; . . . ; n.
To specify the jth column as empty, set ka½j� ¼ ka½j � 1�. Note that the first and last elements of
ka must be such that ka½0� ¼ 0 and ka½n� ¼ nnz. If iobj ¼ �1, set ka½j� ¼ 1, for j ¼ 1; 2; . . . ; n.

Constraints:

ka½0� ¼ 0;
ka½j � 1� 	 0, for j ¼ 2; 3; . . . ;n;
ka½n� ¼ nnz;
0 � ka½j� � ka½j � 1� � m, for j ¼ 1; 2; . . . ;n.

13: bl½nþm� – double Input/Output
14: bu½nþm� – double Input/Output

On entry: bl must contain the lower bounds l and bu the upper bounds u, for all the variables and
general constraints, in the following order. The first n elements of bl must contain the bounds on
the variables x, the next ncnln elements the bounds for the nonlinear constraints F xð Þ (if any)
and the next m� ncnlnð Þ elements the bounds for the linear constraints Gx and the free row (if
any). To specify a nonexistent lower bound (i.e., lj ¼ �1), set bl½j� 1� � �options:inf bound,
and to specify a nonexistent upper bound (i.e., uj ¼ þ1), set bu½j� 1� 	 options:inf bound,
where options:inf bound is one of the optional parameters (default value 1020, see Section 12.2).
To specify the jth constraint as an equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where
�j j < options:inf bound. Note that the lower bound corresponding to iobj 6¼ 0 must be set to
�1 and stored in bl½nþ iobjj j � 1�; similarly, the upper bound must be set to þ1 and stored in
bu½nþ iobjj j � 1�.
On exit: the elements of bl and bu may have been modified internally, but they are restored on
exit.

Constraints:

bl½j� � bu½j�, for j ¼ 0; 1; . . . ; nþm� 1;
if bl½j� ¼ bu½j� ¼ �, �j j < options:inf bound;
if ncnln < iobj � m or iobj ¼ �1, bl½nþ iobjj j � 1� � �options:inf bound and
bu½nþ iobjj j � 1� 	 options:inf bound.
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15: xs½nþm� – double Input/Output

On entry: xs½j � 1�, for j ¼ 1; 2; . . . ; n, must contain the initial values of the variables, x. In
addition, if a ‘warm start’ is specified by means of the optional parameter options:start (see
Section 12.2) the elements xs½nþ i � 1�, for i ¼ 1; 2; . . . ;m, must contain the initial values of the
slack variables, s.

On exit: the final values of the variables and slacks x; sð Þ.

16: ninf – Integer * Output

On exit: the number of constraints that lie outside their bounds by more than the value of the
optional parameter options:minor feas tol (default value ¼

ffiffi
�
p

).

If the linear constraints are infeasible, the sum of the infeasibilities of the linear constraints is
minimized subject to the upper and lower bounds being satisfied. In this case, ninf contains the
number of elements of Gx that lie outside their upper or lower bounds. Note that the nonlinear
constraints are not evaluated.

Otherwise, the sum of the infeasibilities of the nonlinear constraints is minimized subject to the
linear constraints and the upper and lower bounds being satisfied. In this case, ninf contains the
number of elements of F xð Þ that lie outside their upper or lower bounds.

17: sinf – double * Output

On exit: the sum of the infeasibilities of constraints that lie outside their bounds by more than the
value of the optional parameter options:minor feas tol (default value ¼

ffiffi
�
p

).

If the linear constraints are infeasible, sinf contains the sum of the infeasibilities of the linear
constraints. Otherwise, sinf contains the sum of the infeasibilities of the nonlinear constraints.

18: objf – double * Output

On exit: the value of the objective function at the final iterate.

19: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to the user-supplied functions
objfun and confun; see the description of objfun and confun for details. If you do not need to
make use of this communication feature the null pointer NAGCOMM_NULL may be used in the call
to nag_opt_nlp_sparse (e04ugc); comm will then be declared internally for use in calls to user-
supplied functions.

20: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_nlp_sparse (e04ugc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. A description of the members of options is given below in Section 12. Some of the
results returned in options can be used by nag_opt_nlp_sparse (e04ugc) to perform a ‘warm
start’ (see the optional parameter options:start in Section 12.2).

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_nlp_sparse
(e04ugc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
with the structure members options:print level, options:minor print level, and options:print 80ch
(see Section 12.2 and Section 12.3). The default setting of options:print level ¼ Nag Soln Iter,
options:print 80ch ¼ Nag TRUE, and options:minor print level ¼ Nag NoPrint provides a single line
of output at each iteration and the final result. This section describes the default printout produced by
nag_opt_nlp_sparse (e04ugc).

The following line of summary output (� 80 characters) is produced at every major iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases of
the QP subproblem. Generally, Mnr will be 1 in the later iterations, since theoretical
analysis predicts that the correct active set will be identified near the solution (see
Section 11).

Step is the step taken along the computed search direction. On reasonably well-behaved
problems, the unit step will be taken as the solution is approached.

Merit function is the value of the augmented Lagrangian merit function (6) at the current iterate.
This function will decrease at each iteration unless it was necessary to increase the
penalty parameters (see Section 11.2). As the solution is approached, Merit
function will converge to the value of the objective function at the solution.

In elastic mode (see Section 11.2), the merit function is a composite function
involving the constraint violations weighted by the value of the optional parameter
options:elastic wt (default value ¼ 1:0 or 100.0).

If there are no nonlinear constraints present, this entry contains Objective, the
value of the objective function f xð Þ. In this case, f xð Þ will decrease monotonically
to its optimal value.

Feasibl is the value of rowerr, the largest element of the scaled nonlinear constraint residual
vector defined in the description of the optional parameter options:major feas tol.
The solution is regarded as ‘feasible’ if Feasibl is less than (or equal to) the
options:major feas tol (default value ¼

ffiffi
�
p

). Feasibl will be approximately zero
in the neighbourhood of a solution.

If there are no nonlinear constraints present, all iterates are feasible and this entry is
not printed.

Optimal is the value of maxgap, the largest element of the maximum complementarity gap
vector defined in the description of the optional parameter options:major opt tol.
The Lagrange multipliers are regarded as ‘optimal’ if Optimal is less than (or equal
to) the optional parameter options:major opt tol (default value ¼

ffiffi
�
p

). Optimal
will be approximately zero in the neighbourhood of a solution.

Cond Hz is an estimate of the condition number of the reduced Hessian of the Lagrangian
(not printed if ncnln and nonln are both zero). It is the square of the ratio between
the largest and smallest diagonal elements of an upper triangular matrix R. This
constitutes a lower bound on the condition number of the matrix RTR that
approximates the reduced Hessian. The larger this number, the more difficult the
problem.

PD is a two-letter indication of the status of the convergence tests involving the
feasibility and optimality of the iterates defined in the descriptions of the optional
parameters options:major feas tol and options:major opt tol. Each letter is T if the
test is satisfied, and F otherwise. The tests indicate whether the values of Feasibl
and Optimal are sufficiently small. For example, TF or TT is printed if there are no
nonlinear constraints present (since all iterates are feasible).
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M is printed if an extra evaluation of objfun and confun was needed in order to define
an acceptable positive definite quasi-Newton update to the Hessian of the
Lagrangian. This modification is only performed when there are nonlinear
constraints present.

m is printed if, in addition, it was also necessary to modify the update to include an
augmented Lagrangian term.

s is printed if a self-scaled BFGS (Broyden–Fletcher–Goldfarb–Shanno) update was
performed. This update is always used when the Hessian approximation is diagonal,
and hence always follows a Hessian reset.

S is printed if, in addition, it was also necessary to modify the self-scaled update in
order to maintain positive-definiteness.

n is printed if no positive definite BFGS update could be found, in which case the
approximate Hessian is unchanged from the previous iteration.

r is printed if the approximate Hessian was reset after 10 consecutive major iterations
in which no BFGS update could be made. The diagonal elements of the approximate
Hessian are retained if at least one update has been performed since the last reset.
Otherwise, the approximate Hessian is reset to the identity matrix.

R is printed if the approximate Hessian has been reset by discarding all but its
diagonal elements. This reset will be forced periodically by the values of the
optional parameters options:hess freq (default value ¼ 99999999) and
options:hess update (default value ¼ 20). However, it may also be necessary to
reset an ill-conditioned Hessian from time to time.

l is printed if the change in the variables was limited by the value of the optional
parameter options:major step lim (default value ¼ 2:0). If this output occurs
frequently during later iterations, it may be worthwhile increasing the value of
options:major step lim.

c is printed if central differences have been used to compute the unknown elements of
the objective and constraint gradients. A switch to central differences is made if
either the linesearch gives a small step, or x is close to being optimal. In some
cases, it may be necessary to re-solve the QP subproblem with the central difference
gradient and Jacobian.

u is printed if the QP subproblem was unbounded.

t is printed if the minor iterations were terminated because the number of iterations
specified by the value of the optional parameter options:minor iter lim (default
value ¼ 500) was reached.

i is printed if the QP subproblem was infeasible when the function was not in elastic
mode. This event triggers the start of nonlinear elastic mode, which remains in
effect for all subsequent iterations. Once in elastic mode, the QP subproblems are
associated with the elastic problem (8) (see Section 11.2). It is also printed if the
minimizer of the elastic subproblem does not satisfy the linearized constraints when
the function is already in elastic mode. (In this case, a feasible point for the usual
QP subproblem may or may not exist.)

w is printed if a weak solution of the QP subproblem was found.

The final printout includes a listing of the status of every variable and constraint.

The following describes the printout for each variable.

Variable gives the name of the variable. If the optional parameter options:crnames ¼
NULL, a default name is assigned to the jth variable, for j ¼ 1; 2; . . . ; n. Otherwise,
the name supplied in options:crnames½j� 1� is assigned to the jth variable.

State gives the state of the variable (LL if nonbasic on its lower bound, UL if nonbasic on
its upper bound, EQ if nonbasic and fixed, FR if nonbasic and strictly between its
bounds, BS if basic and SBS if superbasic).
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A key is sometimes printed before State to give some additional information about
the state of a variable. Note that unless the optional parameter options:scale opt ¼ 0
(default value ¼ 1 or 2) is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its current value, there would be no change in the
value of the objective function. The values of the basic and superbasic
variables might change, giving a genuine alternative solution. The values of
the Lagrange multipliers might also change.

D Degenerate. The variable is basic, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is basic and is currently violating one of its bounds
by more than the value of the optional parameter options:minor feas tol
(default value ¼

ffiffi
�
p

).

N Not precisely optimal. The variable is nonbasic. Its reduced gradient is larger
than the value of the optional parameter options:major feas tol (default value
¼

ffiffi
�
p

).

Value is the value of the variable at the final iterate.

Lower Bound is the lower bound specified for the variable. None indicates that
bl½j� 1� � �options:inf bound.

Upper Bound is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 options:inf bound.

Lagr Mult is the Lagrange multiplier for the associated bound. This will be zero if State is FR.
If x is optimal, the multiplier should be non-negative if State is LL, non-positive if
State is UL, and zero if State is BS or SBS.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �options:inf bound and bu½j� 1� 	 options:inf bound).

The meaning of the printout for general constraints is the same as that given above for variables, with
‘variable’ replaced by ‘constraint’, n replaced by m, options:crnames½j� 1�) replaced by
options:crnames½nþ j� 1�, bl½j� 1� and bu½j� 1� replaced by bl½nþ j� 1� and bu½nþ j� 1�
respectively, and with the following change in the heading:

Constrnt gives the name of the general constraint.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

6 Error Indicators and Warnings

NE_2_INT_ARG_CONS

On entry, njnln ¼ valueh i while ncnln ¼ valueh i. These arguments must satisfy njnln ¼ 0 when
ncnln ¼ 0.

NE_2_INT_OPT_ARG_CONS

On entry, options:con check start ¼ valueh i while options:con check stop ¼ valueh i. These
arguments must satisfy options:con check start � options:con check stop.
(Note that this error may only occur when options:verify grad ¼ Nag CheckCon or
Nag CheckObjCon.)

On entry, options:obj check start ¼ valueh i while options:obj check stop ¼ valueh i. These
arguments must satisfy options:obj check start � options:obj check stop.

e04 – Minimizing or Maximizing a Function e04ugc

Mark 26 e04ugc.13



(Note that this error may only occur when options:verify grad ¼ Nag CheckObj or
Nag CheckObjCon.)

NE_3_INT_ARG_CONS

On entry, ncnln ¼ valueh i, iobj ¼ valueh i and m ¼ valueh i. These arguments must satisfy
ncnln < iobj � m when iobj > 0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array ka are not valid.
Constraint: 0 � ka½iþ 1� � ka½i� � m, for 0 � i < n.

The contents of array ka are not valid.
Constraint: ka½0� ¼ 0.

The contents of array ka are not valid.
Constraint: ka½n� ¼ nnz.

NE_BAD_PARAM

On entry, argument options:crash had an illegal value.

On entry, argument options:direction had an illegal value.

On entry, argument options:hess storage had an illegal value.

On entry, argument options:minor print level had an illegal value.

On entry, argument options:print deriv had an illegal value.

On entry, argument options:print level had an illegal value.

On entry, argument options:start had an illegal value.

On entry, argument options:verify grad had an illegal value.

NE_BASIS_SINGULAR

The basis is singular after 15 attempts to factorize it (and adding slacks when necessary). Either
the problem is badly scaled or the value of the optional parameter options:lu factor tol (default
value ¼ 5:0 or 100.0) is too large.

NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_EQ

The lower bound and upper bound for variable valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_LCON

The lower bound and upper bound for linear constraint valueh i (array element bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_NLCON

The lower bound and upper bound for nonlinear constraint valueh i (array element bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.
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NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_BOUND_NLCON

The lower bound for nonlinear constraint valueh i (array element bl½ valueh i�) is greater than the
upper bound.

NE_CANNOT_CALCULATE

The objective and/or constraint functions could not be calculated.

NE_CON_DERIV_ERRORS

Subroutine confun appears to be giving incorrect gradients.
The user-provided derivatives of the nonlinear constraint functions computed by confun appear
to be incorrect. Check that confun has been coded correctly and that all relevant elements of the
nonlinear constraint Jacobian have been assigned their correct values.

NE_DUPLICATE_ELEMENT

Duplicate sparse matrix element found in row valueh i, column valueh i.

NE_INT_ARG_LT

On entry, iobj ¼ valueh i.
Constraint: iobj 	 �1.
On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY_1

Value valueh i given to ka½ valueh i� not valid. Correct range for elements of ka is 	 0.

NE_INT_ARRAY_2

Value valueh i given to ha½ valueh i� is not valid. Correct range for elements of ha is 1 to m.

NE_INT_OPT_ARG_GT

On entry, options:con check start ¼ valueh i.
Constraint: options:con check start � nonln.
(Note that this error may only occur when options:verify grad ¼ Nag CheckCon or
Nag CheckObjCon.)

On entry, options:con check stop ¼ valueh i.
Constraint: options:con check stop � nonln.
(Note that this error may only occur when options:verify grad ¼ Nag CheckCon or
Nag CheckObjCon.)

On entry, options:obj check start ¼ valueh i.
Constraint: options:obj check start � nonln.
(Note that this error may only occur when options:verify grad ¼ Nag CheckObj or
Nag CheckObjCon.)

On entry, options:obj check stop ¼ valueh i.
Constraint: options:obj check stop � nonln.
(Note that this error may only occur when options:verify grad ¼ Nag CheckObj or
Nag CheckObjCon.)
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NE_INT_OPT_ARG_LT

On entry, options:con check start ¼ valueh i.
Constraint: options:con check start 	 1.
(Note that this error may only occur when options:verify grad ¼ Nag CheckCon or
Nag CheckObjCon.)

On entry, options:con check stop ¼ valueh i.
Constraint: options:con check stop 	 1.
(Note that this error may only occur when options:verify grad ¼ Nag CheckCon or
Nag CheckObjCon.)

On entry, options:expand freq ¼ valueh i.
Constraint: options:expand freq 	 0.

On entry, options:factor freq ¼ valueh i.
Constraint: options:factor freq 	 0.

On entry, options:fcheck ¼ valueh i.
Constraint: options:fcheck 	 0.

On entry, options:obj check start ¼ valueh i.
Constraint: options:obj check start 	 1.
(Note that this error may only occur when options:verify grad ¼ Nag CheckObj or
Nag CheckObjCon.)

On entry, options:obj check stop ¼ valueh i.
Constraint: options:obj check stop 	 1.
(Note that this error may only occur when options:verify grad ¼ Nag CheckObj or
Nag CheckObjCon.)

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_INT_RANGE_1

Value valueh i given to ncnln is not valid. Correct range is 0 to m.

Value valueh i given to njnln is not valid. Correct range is (when ncnln > 0) 1 to n.

Value valueh i given to nnz is not valid. Correct range is 1 to n�m.

Value valueh i given to nonln is not valid. Correct range is 0 to n.

Value valueh i given to options:hess freq is not valid. Correct range is options:hess freq > 0.

Va l u e valueh i g i v e n t o options:hess update i s n o t v a l i d . Co r r e c t r a ng e i s
options:hess update 	 0.

Value valueh i given to options:iter lim is not valid. Correct range is options:iter lim > 0.

Va lue valueh i g iven to options:major iter lim i s no t va l id . Cor rec t range i s
options:major iter lim 	 0.

Value valueh i given to options:max sb is not valid. Correct range is options:max sb > 0.

Va lue valueh i g iven to options:minor iter lim i s no t va l id . Cor rec t range i s
options:minor iter lim 	 0.

Value valueh i given to options:nsb is not valid. Correct range is: if options:start ¼ Nag Warm,
then options:nsb 	 0.

Value valueh i given to options:part price is not valid. Correct range is options:part price > 0.

NE_INVALID_INT_RANGE_2

Value valueh i given to options:scale opt is not valid. Correct range is 0 � options:scale opt � 2.
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NE_INVALID_REAL_RANGE_E

Value valueh i given to options:elastic wt is not valid. Correct range is options:elastic wt > 0:0.

Value valueh i given to options:inf bound is not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step is not valid. Correct range is options:inf step > 0:0.

Value valueh i given to options:lu den tol is not valid. Correct range is options:lu den tol 	 0:0.

Va l u e valueh i g i v en t o options:lu factor tol i s n o t v a l i d . Co r r e c t r a ng e i s
options:lu factor tol 	 1:0.

Value valueh i given to options:lu sing tol is not valid. Correct range is options:lu sing tol > 0:0.

Va lue valueh i g iven to options:lu update tol i s no t va l i d . Co r r e c t r ange i s
options:lu update tol 	 1:0.

Va lue valueh i g iven to options:major feas tol i s no t va l id . Cor rec t r ange i s
options:major feas tol > �.

Va lue valueh i g iven to options:major opt tol i s no t va l i d . Co r r ec t r ange i s
options:major opt tol > 0:0.

Value valueh i given to options:major step lim i s not va l id . Correc t range is
options:major step lim > 0:0.

Va lue valueh i g iven to options:minor feas tol i s no t va l id . Cor rec t r ange i s
options:minor feas tol > �.

Va lue valueh i g iven to options:minor opt tol i s no t va l i d . Co r r ec t r ange i s
options:minor opt tol > 0:0.

Value valueh i given to options:nz coef is not valid. Correct range is options:nz coef 	 1:0.

Value valueh i given to options:pivot tol is not valid. Correct range is options:pivot tol > 0:0.

Value valueh i given to options:unbounded obj i s not va l id . Correc t range is
options:unbounded obj > 0:0.

Va lue valueh i g iven to options:violation limit i s no t va l id . Cor rec t r ange i s
options:violation limit > 0:0.

NE_INVALID_REAL_RANGE_EE

Va l u e valueh i g i v e n t o options:c diff int i s n o t v a l i d . C o r r e c t r a n g e i s
� � options:c diff int < 1:0.

Va l u e valueh i g i v e n t o options:crash tol i s n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol < 1:0.

Va l u e valueh i g i v e n t o options:f diff int i s n o t v a l i d . C o r r e c t r a n g e i s
� � options:f diff int < 1:0.

Value valueh i given to options:f prec is not valid. Correct range is � � options:f prec < 1:0.

Va lue valueh i g iven to options:linesearch tol i s no t va l i d . Co r r ec t r ange i s
0:0 � options:linesearch tol < 1:0.

Va l u e valueh i g i v e n t o options:scale tol i s n o t v a l i d . C o r r e c t r a n g e i s
0:0 < options:scale tol < 1:0.

NE_LIN_NOT_FEASIBLE

No feasible point was found for the linear constraints. Sum of infeasibilities: valueh i.
The problem is infeasible. The linear constraints cannot all be satisfied to within the values of the
optional parameter options:minor feas tol (default value ¼

ffiffi
�
p

).
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NE_MAYBE_UNBOUNDED

Violation limit exceeded. The problem may be unbounded.
Check the values of the optional parameters options:unbounded obj (default value ¼ 1015) and
options:inf step (default value ¼ max bigbnd; 1020

� �
) are not too small. This exit also implies

that the objective function is not bounded below (or above in the case of maximization) in the
feasible region defined by expanding the bounds by the value of the optional parameter
options:violation limit (default value ¼ 10:0).

NE_NAME_TOO_LONG

The string pointed to by options:crnames½ valueh i� is too long. It should be no longer than 8
characters.

NE_NO_IMPROVE

The current point cannot be improved on.
Check that objfun and confun have been coded correctly and that they are consistent with the
values of the optional parameters options:obj deriv and options:con deriv (default value
¼ Nag TRUE).

NE_NONLIN_NOT_FEASIBLE

No feasible point was found for the nonlinear constraints. Sum of infeasibilities: valueh i.
The problem is infeasible. The nonlinear constraints cannot all be satisfied to within the values of
the optional parameter options:major feas tol (default value ¼

ffiffi
�
p

).

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_NOT_REQUIRED_ACC

Feasible solution, but required accuracy could not be achieved.
Check that the value of the optional parameter options:major opt tol (default value ¼

ffiffi
�
p

) is
not too small.

NE_OBJ_BOUND

Invalid lower bound for objective row. Bound should be � �options:inf bound.

Invalid upper bound for objective row. Bound should be 	 options:inf bound.

NE_OBJ_DERIV_ERRORS

Subroutine objfun appears to be giving incorrect gradients.
The user-provided derivatives of the objective function computed by objfun appear to be
incorrect. Check that objfun has been coded correctly and that all relevant elements of the
objective gradient have been assigned their correct values.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_OUT_OF_WORKSPACE

There is insufficient workspace for the basis factors, and the maximum allowed number of
reallocation attempts, as specified by max_restart, has been reached.
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NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.

NE_SUPERBASICS_LIMIT

Too many superbasic variables (options:max sb ¼ valueh i).
The value of the optional parameter options:max sb (default value ¼ min (500,�nþ 1,n)) is too
small and should be increased.

NE_TOO_MANY_ITER

Iteration limit (options:iter lim ¼ valueh i) exceeded.

NE_TOO_MANY_MAJOR_ITER

Major iteration limit (options:major iter lim ¼ valueh i) exceeded.

NE_TOO_MANY_MINOR_ITER

Minor iteration limit (options:minor iter lim ¼ valueh i) exceeded.

NE_UNBOUNDED

Solution appears to be unbounded.
The problem is unbounded (or badly scaled). The objective function is not bounded below (or
above in the case of maximization) in the feasible region because a nonbasic variable can
apparently be increased or decreased by an arbitrary amount without causing a basic variable to
violate a bound. Add an upper or lower bound to the variable (whose index is printed by default)
and rerun nag_opt_nlp_sparse (e04ugc).

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun or confun. If fail is
supplied the value of fail:errnum will be the same as your setting of comm!flag.

7 Accuracy

If options:major feas tol is set to 10�d (default value ¼
ffiffi
�
p

) and fail:code ¼ NE NOERROR on exit,
then the final value of f xð Þ should have approximatively d correct digits.

8 Parallelism and Performance

nag_opt_nlp_sparse (e04ugc) is not threaded in any implementation.

9 Further Comments

9.1 Termination Criteria

If nag_opt_nlp_sparse (e04ugc) returns with fail:code ¼ NE NOERROR, the iterates have converged to
a point x that satisfies the first-order Kuhn–Karesh–Tucker conditions (see Section 11.1) to the
accuracy requested by the optional parameters options:major feas tol (default value ¼

ffiffi
�
p

) and
options:major opt tol (default value ¼

ffiffi
�
p

).

10 Example

This example is a reformulation of Problem 74 from Hock and Schittkowski (1981) and involves
minimization of the nonlinear function

f xð Þ ¼ 10�6x33 þ
2

3
� 10�6x34 þ 3x3 þ 2x4
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subject to the bounds

�0:55 � x1 � 0:55
�0:55 � x2 � 0:55

5 � x3 � 1200
5 � x4 � 1200

to the nonlinear constraints

1000 sin �x1 � 0:25ð Þ þ 1000 sin �x2 � 0:25ð Þ � x3 ¼ �894:8
1000 sin x1 � 0:25ð Þ þ 1000 sin x1 � x2 � 0:25ð Þ � x4 ¼ �894:8
1000 sin x2 � 0:25ð Þ þ 1000 sin x2 � x1 � 0:25ð Þ ¼ �1294:8

and to the linear constraints

�x1 þ x2 	 �0:55
x1 � x2 	 �0:55

The initial point, which is infeasible, is

x0 ¼ 0; 0; 0; 0ð ÞT;

and f x0ð Þ ¼ 0.

The optimal solution (to five figures) is

x� ¼ 0:11887;�0:39623; 679:94; 1026:0ð ÞT;

and f x�ð Þ ¼ 5126:4. All the nonlinear constraints are active at the solution.

The use of the interface to nag_opt_nlp_sparse (e04ugc) for this particular example is briefly illustrated
below. First, note that because of the constraints on the definitions of nonlinear Jacobian variables and
nonlinear objective variables in the interface to nag_opt_nlp_sparse (e04ugc), the first objective
variables x1 and x2 are considered as nonlinear objective variables. Thus, nonln ¼ 4, and there are
njnln ¼ 2 nonlinear Jacobian variables (x1 and x2). (The alternative would have consisted in reordering
the problem to have nonln ¼ 2 nonlinear objective variables and njnln ¼ 4 nonlinear constraint
variables, but, as mentioned earlier, it is preferable to keep the size of the nonlinear Jacobian Jð Þ small,
having nonln > njnln.)

The Jacobian matrix A is the m ¼ 6 by n ¼ 4 matrix below

A ¼

conjac½0� conjac½3� �1 0
conjac½1� conjac½4� 0 �1
conjac½2� conjac½5� 0 0
�1 1 0 0
1 �1 0 0
0 0 3 2

0BBBBB@

1CCCCCA;

where zeros are not stored, each column represents a variable, each row a constraint (except the free
row), and the conjac½i� entries reflect the structure of the Jacobian J corresponding to the nonlinear
constraints. The first 3 rows correspond to the ncnln ¼ 3 nonlinear constraints, rows 4 and 5 define the
2 linear constraints and there is finally an iobj ¼ 6th free row defining the linear part of the objective
function, 3x3 þ 2x4.

A contains nnz ¼ 14 nonzero elements of which six entries define the structure of J . In this case all
entries in J are defined in the supplied function confun and there is no constant value that we want to
pass only once via A, so all entries in the corresponding array a corresponding to J can just be
initialized to dummy values (here 1:0eþ 25). Effective Jacobian values will be provided in the
argument conjac½i � 1�, for i ¼ 1; 2; . . . ;nnzjac, nnzjac ¼ 6, in the function confun. Note also that in
this simple example, J is indeed full; otherwise, the structure of A should reflect the sparsity of J .

This example includes source code to store the matrix A in the arrays a, ha, ka, based on the simple
format from the data file.

e04ugc NAG Library Manual

e04ugc.20 Mark 26



F i n a l l y , t h e l o w e r a n d u p p e r b o u n d s a r e d e fi n e d b y
bl ¼ �0:55;�0:55; 0:0; 0:0;�894:6;�894:6;�1294:8;�0:55;�0:55;�1:0eþ 25ð ÞT, a n d
bu ¼ 0:55; 0:55; 1200:0; 1200:0;�894:6;�894:6;�1294:8; 1:0eþ 25; 1:0eþ 25; 1:0eþ 25ð ÞT:
The first n ¼ 4 elements of bl and bu are simple bounds on the variables; the next 3 elements are
bounds on the nonlinear constraints; the next 2 elements are bounds on the linear constraints; and
finally, the last (unbounded) element corresponds to the free row.

The options structure is declared and initialized by nag_opt_init (e04xxc). The options:crnames
member is assigned to the array of character strings into which the column and row names were read
and the options:major iter member is assigned a value of 100. Two options are read from the data file
by use of nag_opt_read (e04xyc). Note that, unlike for some other optimization functions, optional
parameters to nag_opt_nlp_sparse (e04ugc) are not checked inside nag_opt_read (e04xyc); they are
checked inside the main call to nag_opt_nlp_sparse (e04ugc).

On return from nag_opt_nlp_sparse (e04ugc), the solution is perturbed slightly and some further options
set, selecting a warm start and a reduced level of printout. nag_opt_nlp_sparse (e04ugc) is then called
for a second time. Finally, the memory freeing function nag_opt_free (e04xzc) is used to free the
memory assigned by nag_opt_nlp_sparse (e04ugc) to the pointers in the options structure. You must not
use the standard C function free() for this purpose.

10.1 Program Text

/* nag_opt_nlp_sparse (e04ugc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* NAG C Library
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL confun(Integer ncnln, Integer njnln,
Integer nnzjac, const double x[], double conf[],
double conjac[], Nag_Comm *comm);

static void NAG_CALL objfun(Integer nonln,
const double x[], double *objf,
double objgrad[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define NAMES(I, J) names[(I)*9+J]

int main(void)
{

const char *optionsfile = "e04ugce.opt";
Integer exit_status = 0, *ha = 0, i, icol, iobj, j, jcol, *ka = 0, m, n,

ncnln;
Integer ninf, njnln, nnz, nonln;
Nag_E04_Opt options;
char **crnames = 0, *names = 0;
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double *a = 0, *bl = 0, *bu = 0, obj, sinf, *xs = 0;
Integer verbose_output;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_nlp_sparse (e04ugc) Example Program Results\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &m);
#endif

/* Read NCNLN, NONLN and NJNLN from data file. */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &ncnln, &nonln, &njnln);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &ncnln, &nonln, &njnln);
#endif

/* Read NNZ, IOBJ */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &nnz, &iobj);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &nnz, &iobj);
#endif

if (!(a = NAG_ALLOC(nnz, double)) ||
!(bl = NAG_ALLOC(n + m, double)) ||
!(bu = NAG_ALLOC(n + m, double)) ||
!(xs = NAG_ALLOC(n + m, double)) ||
!(ha = NAG_ALLOC(nnz, Integer)) ||
!(ka = NAG_ALLOC(n + 1, Integer)) ||
!(crnames = NAG_ALLOC(n + m, char *)) ||
!(names = NAG_ALLOC((n + m) * 9, char))

)
{

printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Read the column and row names */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
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#ifdef _WIN32
scanf_s(" %*[^’]");

#else
scanf(" %*[^’]");

#endif
for (i = 0; i < n + m; ++i) {

#ifdef _WIN32
scanf_s(" ’%8c’", &NAMES(i, 0), 9);

#else
scanf(" ’%8c’", &NAMES(i, 0));

#endif
NAMES(i, 8) = ’\setminus 0’;
crnames[i] = &NAMES(i, 0);

}

/* read the matrix and set up ka. */
jcol = 1;
ka[jcol - 1] = 0;

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < nnz; ++i) {

/* a[i] stores (ha[i], icol) element of matrix */
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "", &a[i], &ha[i], &icol);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "", &a[i], &ha[i], &icol);
#endif

if (icol < jcol) {
/* Elements not ordered by increasing column index. */
printf("Element in column%5" NAG_IFMT " found after element in"

" column%5" NAG_IFMT ". Problem abandoned.\n", icol, jcol);
exit_status = 1;
goto END;

}
else if (icol == jcol + 1) {

/* Index in a of the start of the icol-th column equals i. */
ka[icol - 1] = i;
jcol = icol;

}
else if (icol > jcol + 1) {

/* Index in a of the start of the icol-th column equals i,
* but columns jcol+1,jcol+2,...,icol-1 are empty. Set the
* corresponding elements of ka to i.
*/

for (j = jcol + 1; j <= icol - 1; ++j)
ka[j - 1] = i;

ka[icol - 1] = i;
jcol = icol;

}
}
ka[n] = nnz;
if (n > icol) {

/* Columns N,N-1,...,ICOL+1 are empty. Set the
* corresponding elements of ka accordingly. */

for (j = icol; j <= n - 1; ++j)
ka[j] = nnz;

}

/* Read the bounds */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < n + m; ++i)
#ifdef _WIN32

scanf_s("%lf", &bl[i]);
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#else
scanf("%lf", &bl[i]);

#endif
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < n + m; ++i)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif

/* Read the initial estimate of x */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &xs[i]);
#else

scanf("%lf", &xs[i]);
#endif

/* Initialize the options structure */
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);

/* Set this to 1 to cause e04ugc to produce intermediate
progress output */

verbose_output = 0;

/* Read some option values from standard input */
/* nag_opt_read (e04xyc).
* Read options from a text file
*/

nag_opt_read("e04ugc", optionsfile, &options,
(Nag_Boolean)(verbose_output==1), "stdout", &fail);

/* Set some other options directly */
options.major_iter_lim = 100;
options.crnames = crnames;

if (verbose_output == 0)
{

options.list = Nag_FALSE;
options.print_level = Nag_NoPrint;
options.print_deriv = Nag_D_NoPrint;

}

/* Solve the problem. */
/* nag_opt_nlp_sparse (e04ugc), see above. */
nag_opt_nlp_sparse(confun, objfun, n, m,

ncnln, nonln, njnln, iobj, nnz,
a, ha, ka, bl, bu, xs,
&ninf, &sinf, &obj, &comm, &options, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_nlp_sparse (e04ugc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (verbose_output == 0)
{

printf("\n");
printf("Final objective value = %12.3f\n", obj);
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printf("Optimal X = ");
for (i = 1; i <= n; ++i) {

printf("%9.3f%s", xs[i - 1], i % 7 == 0 || i == n ? "\n" : " ");
}

}

/* We perturb the solution and solve the
* same problem again using a warm start.
*/

printf("\nA run of the same example with a warm start:\n");
printf("--------------------------------------------\n");
options.start = Nag_Warm;

/* Modify some printing options */
options.print_deriv = Nag_D_NoPrint;
if (verbose_output == 1)

options.print_level = Nag_Iter;
else

options.print_level = Nag_NoPrint;

/* Perturb xs */
for (i = 0; i < n + m; i++)

xs[i] += 0.2;

/* Reset multiplier estimates to 0.0 */
if (ncnln > 0) {

for (i = 0; i < ncnln; i++)
options.lambda[n + i] = 0.0;

}
/* Solve the problem again. */
/* nag_opt_nlp_sparse (e04ugc), see above. */
fflush(stdout);
nag_opt_nlp_sparse(confun, objfun, n, m,

ncnln, nonln, njnln, iobj, nnz,
a, ha, ka, bl, bu, xs,
&ninf, &sinf, &obj, &comm, &options, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_nlp_sparse (e04ugc).\n%s\n", fail.message);
exit_status = 1;

}

if (verbose_output == 0)
{

printf("Final objective value = %12.3f\n", obj);
printf("Optimal X = ");
for (i = 1; i <= n; ++i) {

printf("%9.3f%s", xs[i - 1], i % 7 == 0 || i == n ? "\n" : " ");
}

}

/* Free memory allocated by nag_opt_nlp_sparse (e04ugc) to pointers in options
*/

/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(xs);
NAG_FREE(ha);
NAG_FREE(ka);
NAG_FREE(crnames);
NAG_FREE(names);
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return exit_status;
}

/* Subroutine */
static void NAG_CALL confun(Integer ncnln, Integer njnln, Integer nnzjac,

const double x[], double conf[], double conjac[],
Nag_Comm *comm)

{
#define CONJAC(I) conjac[(I) -1]
#define CONF(I) conf[(I) -1]
#define X(I) x[(I) -1]

/* Compute the nonlinear constraint functions and their Jacobian. */
if (comm->flag == 0 || comm->flag == 2) {

CONF(1) = sin(-X(1) - 0.25) * 1e3 + sin(-X(2) - 0.25) * 1e3;
CONF(2) = sin(X(1) - 0.25) * 1e3 + sin(X(1) - X(2) - 0.25) * 1e3;
CONF(3) = sin(X(2) - X(1) - 0.25) * 1e3 + sin(X(2) - 0.25) * 1e3;

}
if (comm->flag == 1 || comm->flag == 2) {

/* Nonlinear Jacobian elements for column 1.0 */
CONJAC(1) = cos(-X(1) - 0.25) * -1e3;
CONJAC(2) = cos(X(1) - 0.25) * 1e3 + cos(X(1) - X(2) - 0.25) * 1e3;
CONJAC(3) = cos(X(2) - X(1) - 0.25) * -1e3;
/* Nonlinear Jacobian elements for column 2.0 */
CONJAC(4) = cos(-X(2) - 0.25) * -1e3;
CONJAC(5) = cos(X(1) - X(2) - 0.25) * -1e3;
CONJAC(6) = cos(X(2) - X(1) - 0.25) * 1e3 + cos(X(2) - 0.25) * 1e3;

}
}

static void NAG_CALL objfun(Integer nonln, const double x[], double *objf,
double objgrad[], Nag_Comm *comm)

{
#define OBJGRAD(I) objgrad[(I) -1]
#define X(I) x[(I) -1]

/* Compute the nonlinear part of the objective function and its grad */
if (comm->flag == 0 || comm->flag == 2)

*objf = X(3) * X(3) * X(3) * 1e-6 + X(4) * X(4) * X(4) * 2e-6 / 3.0;
if (comm->flag == 1 || comm->flag == 2) {

OBJGRAD(1) = 0.0;
OBJGRAD(2) = 0.0;
OBJGRAD(3) = X(3) * X(3) * 3e-6;
OBJGRAD(4) = X(4) * X(4) * 2e-6;

}
}

10.2 Program Data

nag_opt_nlp_sparse (e04ugc) Example Program Data

Values of n and m
4 6

Values of ncnln, nonln and njnln
3 4 2

Values of nnz and iobj
14 6

Columns and rows names
’Varble 1’ ’Varble 2’ ’Varble 3’ ’Varble 4’ ’NlnCon 1’
’NlnCon 2’ ’NlnCon 3’ ’LinCon 1’ ’LinCon 2’ ’Free Row’

Matrix nonzeros: value, row index, column index
1.0E+25 1 1
1.0E+25 2 1
1.0E+25 3 1

1.0 5 1
-1.0 4 1

1.0E+25 1 2
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1.0E+25 2 2
1.0E+25 3 2

1.0 5 2
-1.0 4 2
3.0 6 3

-1.0 1 3
-1.0 2 4
2.0 6 4

Lower bounds
-0.55 -0.55 0.0 0.0 -894.8 -894.8 -1294.8 -0.55
-0.55 -1.0E+25

Upper bounds
0.55 0.55 1200.0 1200.0 -894.8 -894.8 -1294.8 1.0E+25
1.0E+25 1.0E+25

Initial estimate of X
0.0 0.0 0.0 0.0

nag_opt_nlp_sparse (e04ugc) Example Program Optional Parameters

Begin e04ugc
minor_iter_lim = 20
iter_lim = 30
End

10.3 Program Results

nag_opt_nlp_sparse (e04ugc) Example Program Results

Final objective value = 5126.498
Optimal X = 0.119 -0.396 679.945 1026.067

A run of the same example with a warm start:
--------------------------------------------
Final objective value = 5126.498
Optimal X = 0.119 -0.396 679.945 1026.067

11 Further Description

nag_opt_nlp_sparse (e04ugc) implements a sequential quadratic programming (SQP) method that
obtains search directions from a sequence of quadratic programming (QP) subproblems. This section
gives a detailed description of the algorithms used by nag_opt_nlp_sparse (e04ugc). This, and possibly
the next section, Section 12, may be omitted if the more sophisticated features of the algorithm and
software are not currently of interest.

11.1 Overview

Here we briefly summarise the main features of the method and introduce some terminology. Where
possible, explicit reference is made to the names of variables that are arguments of the function or
appear in the printed output. Further details can be found in Gill et al. (2002).

At a solution of (1), some of the constraints will be active, i.e., satisfied exactly. Let

r xð Þ ¼
x

F xð Þ
Gx

0@ 1A;
and G denote the set of indices of r xð Þ corresponding to active constraints at an arbitrary point x. Let
r0j xð Þ denote the usual derivative of rj xð Þ, which is the row vector of first partial derivatives of rj xð Þ
(see Ortega and Rheinboldt (1970)). The vector r0j xð Þ comprises the jth row of r0 xð Þ so that
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r0 xð Þ ¼
I

J xð Þ
G

0@ 1A;
where J xð Þ is the Jacobian of F xð Þ.
A point x is a first-order Kuhn–Karesh–Tucker (KKT) point for (1) (see, e.g., Powell (1974)) if the
following conditions hold:

(a) x is feasible;

(b) there exists a vector � (the Lagrange multiplier vector for the bound and general constraints) such
that

g xð Þ ¼ r0 xð ÞT� ¼ I J xð ÞT GT
� �

�; ð4Þ

where g is the gradient of f evaluated at x;

(c) the Lagrange multiplier �j associated with the jth constraint satisfies �j ¼ 0 if lj < rj xð Þ < uj;
�j 	 0 if lj ¼ rj xð Þ; �j � 0 if rj xð Þ ¼ uj; and �j can have any value if lj ¼ uj.

An equivalent statement of the condition (4) is

ZTg xð Þ ¼ 0;

where Z is a matrix defined as follows. Consider the set N of vectors orthogonal to the gradients of the
active constraints, i.e.,

N ¼ z j r0j xð Þz ¼ 0 for all j 2 G
n o

:

The columns of Z may then be taken as any basis for the vector space N . The vector ZTg is termed the
reduced gradient of f at x. Certain additional conditions must be satisfied in order for a first-order KKT
point to be a solution of (1) (see, e.g., Powell (1974)).

The basic structure of nag_opt_nlp_sparse (e04ugc) involves major and minor iterations. The major
iterations generate a sequence of iterates xkf g that satisfy the linear constraints and converge to a point
x� that satisfies the first-order KKT optimality conditions. At each iterate a QP subproblem is used to
generate a search direction towards the next iterate xkþ1ð Þ. The constraints of the subproblem are
formed from the linear constraints Gx� sL ¼ 0 and the nonlinear constraint linearization

F xkð Þ þ F 0 xkð Þ x� xkð Þ � sN ¼ 0;

where F 0 xkð Þ denotes the Jacobian matrix, whose rows are the first partial derivatives of F xð Þ
evaluated at the point xk. The QP constraints therefore comprise the m linear constraints

F 0 xkð Þx �sN ¼ �F xkð Þ þ F 0 xkð Þxk;
Gx �sL ¼ 0;

where x and s ¼ sN; sLð ÞT are bounded above and below by u and l as before. If the m by n matrix A
and m element vector b are defined as

A ¼ F 0 xkð Þ
G

� �
and b ¼ �F xkð Þ þ F 0 xkð Þxk

0

� �
;

then the QP subproblem can be written as

minimize
x;s

q xð Þ subject to Ax� s ¼ b; l � x
s


 �
� u; ð5Þ

where q xð Þ is a quadratic approximation to a modified Lagrangian function (see Gill et al. (2002)).

The linear constraint matrix A is stored in the arrays a, ha and ka (see Section 5). This allows you to
specify the sparsity pattern of nonzero elements in F 0 xð Þ and G, and identify any nonzero elements that
remain constant throughout the minimization.
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Solving the QP subproblem is itself an iterative procedure, with the minor iterations of an SQP method
being the iterations of the QP method. At each minor iteration, the constraints Ax� s ¼ b are
(conceptually) partitioned into the form

BxB þ SxS þNxN ¼ b;

where the basis matrix B is square and nonsingular. The elements of xB, xS and xN are called the
basic, superbasic and nonbasic variables respectively; they are a permutation of the elements of x and
s. At a QP solution, the basic and superbasic variables will lie somewhere between their bounds, while
the nonbasic variables will be equal to one of their upper or lower bounds. At each minor iteration, xS
is regarded as a set of independent variables that are free to move in any desired direction, namely one
that will improve the value of the QP objective function q xð Þ or sum of infeasibilities (as appropriate).
The basic variables are then adjusted in order to ensure that x; sð Þ continues to satisfy Ax� s ¼ b. The
number of superbasic variables (nS say) therefore indicates the number of degrees of freedom
remaining after the constraints have been satisfied. In broad terms, nS is a measure of how nonlinear
the problem is. In particular, nS will always be zero if there are no nonlinear constraints in (1) and f xð Þ
is linear.

If it appears that no improvement can be made with the current definition of B, S and N , a nonbasic
variable is selected to be added to S, and the process is repeated with the value of nS increased by one.
At all stages, if a basic or superbasic variable encounters one of its bounds, the variable is made
nonbasic and the value of nS decreased by one.

Associated with each of the m equality constraints Ax� s ¼ b is a dual variable 	i. Similarly, each
variable in x; sð Þ has an associated reduced gradient dj (also known as a reduced cost). The reduced
gradients for the variables x are the quantities g�AT	, where g is the gradient of the QP objective
function q xð Þ; and the reduced gradients for the slack variables s are the dual variables 	. The QP
subproblem (5) is optimal if dj 	 0 for all nonbasic variables at their lower bounds, dj � 0 for all
nonbasic variables at their upper bounds and dj ¼ 0 for other variables (including superbasics). In
practice, an approximate QP solution is found by slightly relaxing these conditions on dj (see the
description of the optional parameter options:minor opt tol).

After a QP subproblem has been solved, new estimates of the solution to (1) are computed using a
linesearch on the augmented Lagrangian merit function

M x; s; 	ð Þ ¼ f xð Þ � 	T F xð Þ � sNð Þ þ 1

2
F xð Þ � sNð ÞTD F xð Þ � sNð Þ; ð6Þ

where D is a diagonal matrix of penalty parameters. If xk; sk; 	kð Þ denotes the current estimate of the
solution and x̂; ŝ; 	̂ð Þ denotes the optimal QP solution, the linesearch determines a step �k (where
0 < �k � 1) such that the new point

xkþ1
skþ1
	kþ1

0@ 1A ¼
xk
sk
	k

0@ 1A þ �k
x̂k � xk
ŝk � sk
	̂k � 	k

0@ 1A
produces a sufficient decrease in the merit function (6). When necessary, the penalties in D are
increased by the minimum-norm perturbation that ensures descent forM (see Gill et al. (1992)). As in
nag_opt_nlp (e04ucc), sN is adjusted to minimize the merit function as a function of s prior to the
solution of the QP subproblem. Further details can be found in Eldersveld (1991) and Gill et al. (1986).

11.2 Treatment of Constraint Infeasibilities

nag_opt_nlp_sparse (e04ugc) makes explicit allowance for infeasible constraints. Infeasible linear
constraints are detected first by solving a problem of the form

minimize
x;v;w

eT vþ wð Þ subject to l � x
Gx� uþ w


 �
� u; v 	 0; w 	 0; ð7Þ

where e ¼ 1; 1; . . . ; 1ð ÞT. This is equivalent to minimizing the sum of the general linear constraint
violations subject to the simple bounds. (In the linear programming literature, the approach is often
called elastic programming.)
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If the linear constraints are infeasible (i.e., v 6¼ 0 or w 6¼ 0), the function terminates without computing
the nonlinear functions.

If the linear constraints are feasible, all subsequent iterates will satisfy the linear constraints. (Such a
strategy allows linear constraints to be used to define a region in which f xð Þ and F xð Þ can be safely
evaluated.) The function proceeds to solve (1) as given, using search directions obtained from a
sequence of QP subproblems (5). Each QP subproblem minimizes a quadratic model of a certain
Lagrangian function subject to linearized constraints. An augmented Lagrangian merit function (6) is
reduced along each search direction to ensure convergence from any starting point.

The function enters ‘elastic’ mode if the QP subproblem proves to be infeasible or unbounded (or if the
dual variables 	 for the nonlinear constraints become ‘large’) by solving a problem of the form

minimize
x;v;w

�f x; v; wð Þ subject to l �
x

F xð Þ � vþ w
Gx

8<:
9=; � u; v 	 0; w 	 0; ð8Þ

where

�f x; v; wð Þ ¼ f xð Þ þ �eT vþ wð Þ ð9Þ

is called a composite objective and � is a non-negative argument (the elastic weight). If � is sufficiently
large, this is equivalent to minimizing the sum of the nonlinear constraint violations subject to the linear
constraints and bounds. A similar l1 formulation of (1) is fundamental to the Sl1QP algorithm of
Fletcher (1984). See also Conn (1973).

12 Optional Parameters

A number of optional input and output arguments to nag_opt_nlp_sparse (e04ugc) are available through
the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_nlp_sparse (e04ugc); the
default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.

If assignment of memory to pointers in the options structure is required, then this must be done directly
in the calling program; they cannot be assigned using nag_opt_read (e04xyc).

12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_nlp_sparse (e04ugc) together with their default values where relevant. The number � is a
generic notation for machine precision (see nag_machine_precision (X02AJC)).

Nag_Start start Nag Cold

Boolean list Nag_TRUE

Boolean print_80ch Nag_TRUE

Nag_PrintType print_level Nag Soln Iter

Nag_PrintType minor_print_level Nag NoPrint

Nag_DPrintType print_deriv Nag D Print

char outfile[80] stdout

char **crnames NULL
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Boolean obj_deriv Nag_TRUE

Boolean con_deriv Nag_TRUE

Nag_GradChk verify_grad Nag SimpleCheck

Integer obj_check_start 1

Integer obj_check_stop nonln

Integer con_check_start 1

Integer con_check_stop njnln

double f_diff_int
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
options:f prec
p

double c_diff_int options:f prec0:33

Nag_CrashType crash Nag NoCrash or Nag CrashThreeTimes

Integer expand_freq 10000

Integer factor_freq 50 or 100

Integer fcheck 60

Integer hess_freq 99999999

Integer hess_update 20

Integer iter_lim 10000

Integer major_iter_lim 1000

Integer minor_iter_lim 500

Integer part_price 1 or 10

Integer scale_opt 1 or 2

Integer max_sb min 500; n; �nþ 1ð Þ
double crash_tol 0.1

double elastic_wt 1.0 or 100.0

double f_prec �0:8

double inf_bound 1020

double linesearch_tol 0.9

double lu_den_tol 0.6

double lu_sing_tol �0:67

double lu_factor_tol 5.0 or 100.0

double lu_update_tol 5.0 or 10.0

double major_feas_tol
ffiffi
�
p

double major_opt_tol
ffiffi
�
p

double major_step_lim 2.0

double minor_feas_tol
ffiffi
�
p

double minor_opt_tol
ffiffi
�
p

double nz_coef 5.0

double pivot_tol �0:67

double scale_tol 0.9

double unbounded_obj 1015
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double inf_step max options:inf bound; 1020
� �

double violation_limit 10.0

Boolean deriv_linesearch Nag_TRUE

Boolean feas_exit Nag_FALSE

Nag_HessianType hess_storage Nag HessianFull or Nag HessianLimited

Nag_DirectionType direction Nag Minimize

Integer *state size nþm

double *lambda size nþm

Integer iter

Integer major_iter

Integer nsb

Integer nf

12.2 Description of the Optional Parameters

start – Nag_Start Default ¼ Nag Cold

On entry: indicates how a starting basis is to be obtained.

If options:start ¼ Nag Cold, then an initial Crash procedure will be used to choose an initial basis.

If options:start ¼ Nag Warm, then you must provide a valid definition of the optional parameters
options:state and options:nsb. (These may be the output of a previous call.)

A warm start will be advantageous if a good estimate of the initial working set is available – for
example, when nag_opt_nlp_sparse (e04ugc) is called repeatedly to solve related problems.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_nlp_sparse (e04ugc)
will be printed. The actual options printed can vary depending on the problem type being solved.

print 80ch – Nag_Boolean Default ¼ Nag TRUE

On entry: controls the maximum length of each line of output produced by major and minor iterations
and by the printing of the solution.

If options:print 80ch ¼ Nag TRUE (the default), then a maximum of 80 characters per line is printed.

If options:print 80ch ¼ Nag FALSE, then a maximum of 120 characters per line is printed.

(See also options:print level and options:minor print level below.)

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_nlp_sparse (e04ugc) at each major iteration,
as indicated below. A detailed description of the printed output is given in Section 5.1 and Section 12.3.
(See also options:minor print level, below.)

Nag NoPrint No output.

Nag Soln The final solution only.

Nag Iter One line of output for each major iteration (no printout of the final solution).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Full The final solution, one line of output for each major iteration, matrix statistics
(initial status of rows and columns, number of elements, density, biggest and
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smallest elements, etc.), details of the scale factors resulting from the scaling
procedure (if options:scale opt ¼ 1 or 2; see below), basis factorization
statistics and details of the initial basis resulting from the Crash procedure (if
options:start ¼ Nag Cold and options:crash 6¼ Nag NoCrash).

Note that the output for each line of major iteration and for the solution printout contains a maximum
of 80 characters if options:print 80ch ¼ Nag TRUE, and a maximum of 120 characters otherwise.
However, if options:print level ¼ Nag Soln Iter Full, some printout may exceed 80 characters even
when options:print 80ch ¼ Nag TRUE.

C o n s t r a i n t : options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter o r
Nag Soln Iter Full.

minor print level – Nag_PrintType Default ¼ Nag NoPrint

On entry: controls the amount of printout produced by the minor iterations of nag_opt_nlp_sparse
(e04ugc) (i.e., the iterations of the quadratic programming algorithm), as indicated below. A detailed
description of the printed output is given in Section 9.1 (default output at each iteration) and in
Section 12.3. (See also options:print level.)

If options:minor print level ¼ Nag NoPrint, no output is produced.

If options:minor print level ¼ Nag Iter, the following output is produced for each minor iteration:

if options:print 80ch ¼ Nag TRUE, one line of summary output (� 80 characters);

if options:print 80ch ¼ Nag FALSE, one long line of output (� 120 characters).

Constraint: options:minor print level ¼ Nag NoPrint or Nag Iter.

print deriv – Nag_DPrintType Default ¼ Nag D Print

On entry: controls whether the results of any derivative checking are printed out (see also the optional
parameter options:verify grad).

If a component derivative check has been carried out, then full details will be printed if
options:print deriv ¼ Nag D Print. If only a simple derivative check is requested, Nag D Print will
produce a statement indicating failure or success. To prevent any printout from a derivative check, set
options:print deriv ¼ Nag D NoPrint.

Constraint: options:print deriv ¼ Nag D NoPrint or Nag D Print.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

crnames – char ** Default ¼ NULL

On entry: if options:crnames is not NULL then it must point to an array of nþm character strings
with maximum string length 8, containing the names of the columns and rows (i.e., variables and
constraints) of the problem. Thus, options:crnames½j � 1� contains the name of the jth column
(variable), for j ¼ 1; 2; . . . ;n, and options:crnames½nþ i � 1� contains the names of the ith row
(constraint), for i ¼ 1; 2; . . . ;m. If supplied, the names are used in the solution output (see Section 9.1
and Section 12.3).

Constraint: options:crnames ¼ NULL or strlen options:crnames½i � 1�ð Þ � 8, for i ¼ 1; 2; . . . ;nþm.

obj deriv – Nag_Boolean Default ¼ Nag TRUE

On entry: this argument indicates whether all elements of the objective gradient are provided in
function objfun. If none or only some of the elements are being supplied by objfun then
options:obj deriv should be set to Nag_FALSE.

Whenever possible all elements should be supplied, since nag_opt_nlp_sparse (e04ugc) is more reliable
and will usually be more efficient when all derivatives are exact.
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If options:obj deriv ¼ Nag FALSE, nag_opt_nlp_sparse (e04ugc) will approximate unspecified
elements of the objective gradient using finite differences. The computation of finite difference
approximations usually increases the total run-time, since a call to objfun is required for each
unspecified element. Furthermore, less accuracy can be attained in the solution (see Chapter 8 of Gill et
al. (2002), for a discussion of limiting accuracy).

At times, central differences are used rather than forward differences, in which case twice as many calls
to objfun are needed. (The switch to central differences is not under your control.)

con deriv – Nag_Boolean Default ¼ Nag TRUE

On entry: this argument indicates whether all elements of the constraint Jacobian are provided in
function confun (or possibly directly in a for constant elements). If none or only some of the
derivatives are being supplied then options:con deriv should be set to Nag_FALSE.

Whenever possible all elements should be supplied, since nag_opt_nlp_sparse (e04ugc) is more reliable
and will usually be more efficient when all derivatives are exact.

If options:con deriv ¼ Nag FALSE, nag_opt_nlp_sparse (e04ugc) will approximate unspecified
elements of the constraint Jacobian. One call to confun will be needed for each variable for which
partial derivatives are not available. For example, if the sparsity of the constraint Jacobian has the form

� � �
? ?

� ?
� �

0B@
1CA

where ‘�’ indicates a provided element and ‘?’ indicates an unspecified element, nag_opt_nlp_sparse
(e04ugc) will call confun twice: once to estimate the missing element in column 2, and again once to
estimate the two missing elements in column 3. (Since columns 1 and 4 are known, they require no
calls to confun.)

At times, central differences are used rather than forward differences, in which case twice as many calls
to confun are needed. (The switch to central differences is not under your control.)

verify grad – Nag_GradChk Default ¼ Nag SimpleCheck

On entry: specifies the level of derivative checking to be performed by nag_opt_nlp_sparse (e04ugc) on
the gradient elements computed by the user-supplied functions objfun and confun. Gradients are
verified at the first point that satisfies the linear constraints and the upper and lower bounds.
Unspecified gradient elements are not checked, and hence they result in no overhead.

The following values are available:

Nag NoCheck No derivative checking is performed.

Nag SimpleCheck Only a cheap test is performed, requiring three calls to objfun and two calls
to confun. Note that no checks are carried out if every column of the
constraint gradients (Jacobian) contains a missing element.

Nag CheckObj Individual objective gradient elements will be checked using a reliable (but
more expensive) test. If options:print deriv ¼ Nag D Print, a key of the
form OK or BAD? indicates whether or not each element appears to be correct.

Nag CheckCon Individual columns or the constraint gradient (Jacobian) will be checked
u s i n g a r e l i a b l e ( b u t m o r e e x p e n s i v e ) t e s t . I f
options:print deriv ¼ Nag D Print, a key of the form OK or BAD? indicates
whether or not each element appears to be correct.

Nag CheckObjCon Check both constraint and objective gradients (in that order) as described for
Nag CheckCon and Nag CheckObj (respectively).

This component check will be made in the range specified by the optional parameters
options:obj check start and options:obj check stop for the objective gradient, with default values 1
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and nonln, respectively. For the constraint gradient the range is specified by options:con check start
and options:con check stop, with default values 1 and njnln.

Constraint: options:verify grad ¼ Nag NoCheck, Nag SimpleCheck, Nag CheckObj, Nag CheckCon
or Nag CheckObjCon.

obj check start – Integer Default ¼ 1
obj check stop – Integer Default ¼ nonln

These options take effect only when options:verify grad ¼ Nag CheckObj or Nag CheckObjCon.

On entry: these arguments may be used to control the verification of gradient elements computed by the
function objfun. For example, if the first 30 elements of the objective gradient appear to be correct in
an earlier run, so that only element 31 remains questionable, it is reasonable to specify
options:obj check start ¼ 31.

Constraint: 1 � options:obj check start � options:obj check stop � nonln.

con check start – Integer Default ¼ 1
con check stop – Integer Default ¼ njnln

These options take effect only when options:verify grad ¼ Nag CheckCon or Nag CheckObjCon.

On entry: these arguments may be used to control the verification of the Jacobian elements computed by
the function confun. For example, if the first 30 columns of the constraint Jacobian appeared to be
correct in an earlier run, so that only column 31 remains questionable, it is reasonable to specify
options:con check start ¼ 31.

Constraint: 1 � options:con check start � options:con check stop � njnln.

f diff int – double Default ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
options:f prec
p

This option does not apply when both options:obj deriv and options:con deriv are true.

On entry: options:f diff int defines an interval used to estimate derivatives by finite differences in the
following circumstances:

(a) For verifying the objective and/or constraint gradients (see the description of the optional
parameter options:verify grad).

(b) For estimating unspecified elements of the objective and/or the constraint Jacobian matrix.

Using the notation r ¼ options:f diff int, a derivative with respect to xj is estimated by perturbing that
element of x to the value xj þ r 1þ xj

		 		� �
, and then evaluating f xð Þ and/or F xð Þ (as appropriate) at the

perturbed point. If the functions are well scaled, the resulting derivative approximation should be
accurate to O rð Þ. Judicious alteration of options:f diff int may sometimes lead to greater accuracy. See
Gill et al. (1981) for a discussion of the accuracy in finite difference approximations.

Constraint: � � options:f diff int < 1:0.

c diff int – double Default ¼ options:f prec0:33

This option does not apply when both options:obj deriv and options:con deriv are true.

On entry: options:c diff int is used near an optimal solution in order to obtain more accurate (but more
expensive) estimates of gradients. This requires twice as many function evaluations as compared to
using forward difference (see the optional parameter options:f diff int). Using the notation
r ¼ options:c diff int, the interval used for the jth variable is hj ¼ r 1þ xj

		 		� �
. If the functions are

well scaled, the resultant gradient estimates should be accurate to O r2
� �

. The switch to central
differences (not under user-control) is indicated by C at the end of each line of intermediate printout
produced by the major iterations (see Section 5.1). The use of finite differences is discussed under the
option options:f diff int.

Constraint: � � options:c diff int < 1:0.
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crash – Nag_CrashType Default ¼ Nag NoCrash or Nag CrashThreeTimes

This option does not apply when options:start ¼ Nag Warm.

On entry: the default value of options:crash ¼ Nag NoCrash if there are any nonlinear constraints, and
options:crash ¼ Nag CrashThreeTimes otherwise.

If options:start ¼ Nag Cold, an internal Crash procedure is used to select an initial basis from the
various rows and columns of the constraint matrix A �I

� �
. The value of options:crash determines

which rows and columns of A are initially eligible for the basis, and how many times the Crash
procedure is called. Columns of �I are used to pad the basis where necessary. The possible choices for
options:crash are as follows:

Nag NoCrash The initial basis contains only slack variables: B ¼ I.
Nag CrashOnce The Crash procedure is called once (looking for a triangular basis in all rows

and columns of A).
Nag CrashTwice The Crash procedure is called twice (if there are any nonlinear constraints).

The first call looks for a triangular basis in linear rows, and the iteration
proceeds with simplex iterations until the linear constraints are satisfied. The
Jacobian is then evaluated for the first major iteration and the Crash procedure
is called again to find a triangular basis in the nonlinear rows (whilst retaining
the current basis for linear rows).

Nag CrashThreeTimes The Crash procedure is called up to three times (if there are any nonlinear
constraints). The first two calls treat linear equality constraints and linear
inequality constraints separately. The Jacobian is then evaluated for the first
major iteration and the Crash procedure is called again to find a triangular
basis in the nonlinear rows (whilst retaining the current basis for linear rows).

If options:crash 6¼ Nag NoCrash, certain slacks on inequality rows are selected for the basis first. (If
options:crash ¼ Nag CrashTwice or Nag CrashThreeTimes, numerical values are used to exclude
slacks that are close to a bound.) The Crash procedure then makes several passes through the columns
of A, searching for a basis matrix that is essentially triangular. A column is assigned to ‘pivot’ on a
particular row if the column contains a suitably large element in a row that has not yet been assigned.
(The pivot elements ultimately form the diagonals of the triangular basis.) For remaining unassigned
rows, slack variables are inserted to complete the basis.

C o n s t r a i n t : options:crash ¼ Nag NoCrash, Nag CrashOnce, Nag CrashTwice o r
Nag CrashThreeTimes.

expand freq – Integer Default ¼ 10000

On entry: this option is part of the EXPAND anti-cycling procedure due to Gill et al. (1989), which is
designed to make progress even on highly degenerate problems.

For linear models, the strategy is to force a positive step at every iteration, at the expense of violating
the constraints by a small amount. Suppose that the value of options:minor feas tol (see below) is �.
Over a period of options:expand freq iterations, the feasibility tolerance actually used by
nag_opt_nlp_sparse (e04ugc) (i.e., the working feasibility tolerance) increases from 0.5 to � (in steps
of 0:5�=options:expand freq).

For nonlinear models, the same procedure is used for iterations in which there is only one superbasic
variable. (Cycling can only occur when the current solution is at a vertex of the feasible region.) Thus,
zero steps are allowed if there is more than one superbasic variable, but otherwise positive steps are
enforced.

Increasing the value of options:expand freq helps reduce the number of slightly infeasible nonbasic
basic variables (most of which are eliminated during the resetting procedure). However, it also
diminishes the freedom to choose a large pivot element (see options:pivot tol below).

If options:expand freq ¼ 0, the value 99999999 is used and effectively no anti-cycling procedure is
invoked.

Constraint: options:expand freq 	 0.
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factor freq – Integer Default ¼ 50 or 100

On entry: options:factor freq specifies the maximum number of basis changes that will occur between
factorizations of the basis matrix. The default value of options:factor freq is 50 if there are any
nonlinear constraints, and 100 otherwise.

For linear problems, the basis factors are usually updated at every iteration. The default value
options:factor freq ¼ 100 is reasonable for typical problems, particularly those that are extremely
sparse and well-scaled.

When the objective function is nonlinear, fewer basis updates will occur as the solution is approached.
The number of iterations between basis factorizations will therefore increase. During these iterations a
test is made regularly according to the value of the optional parameter options:fcheck (see below) to
ensure that the general constraints are satisfied. If necessary, the basis will be refactorized before the
limit of options:factor freq updates is reached.

Constraint: options:factor freq 	 0.

fcheck – Integer Default ¼ 60

On entry: every options:fcheck-th iteration after the most recent basis iteration, a numerical test is
made to see if the current solution x; sð Þ satisfies the general linear constraints (including any linearized
nonlinear constraints). The constraints are of the form Ax� s ¼ b, where s is the set of slack variables.
If the largest element of the residual vector r ¼ b�Axþ s is judged to be too large, the current basis is
refactorized and the basic variables recomputed to satisfy the general constraints more accurately. If
options:fcheck ¼ 0, the value options:fcheck ¼ 99999999 is used and effectively no checks are made.

Constraint: options:fcheck 	 0.

hess freq – Integer Default ¼ 99999999

This option only takes effect when options:hess storage ¼ Nag HessianFull.

On entry: this option forces the approximate Hessian formed from options:hess freq BFGS updates to
be reset to the identity matrix upon completion of a major iteration.

Constraint: options:hess freq > 0.

hess update – Integer Default ¼ 20

This option only takes effect when options:hess storage ¼ Nag HessianLimited.

On entry: if options:hess storage ¼ Nag HessianLimited (see below), this option defines the maximum
number of pairs of Hessian update vectors that are to be used to define the quasi-Newton approximate
Hessian. Once the limit of options:hess update updates is reached, all but the diagonal elements of the
accumulated updates are discarded and the process starts again. Broadly speaking, the more updates that
are stored, the better the quality of the approximate Hessian. On the other hand, the more vectors that
are stored, the greater the cost of each QP iteration.

The default value of options:hess update is likely to give a robust algorithm without significant
expense, but faster convergence may often be obtained with far fewer updates (e.g.,
options:hess update ¼ 5).

Constraint: options:hess update 	 0.

iter lim – Integer Default ¼ 10000

On entry: specifies the maximum number of minor iterations allowed (i.e., iterations of the simplex
method or the QP algorithm), summed over all major iterations. (See also options:major iter lim and
options:minor iter lim below.)

Constraint: options:iter lim > 0.

major iter lim – Integer Default ¼ 1000

On entry: specifies the maximum number of major iterations allowed before termination. It is intended
to guard against an excessive number of linearizations of the nonlinear constraints. Setting

e04 – Minimizing or Maximizing a Function e04ugc

Mark 26 e04ugc.37



options:major iter lim ¼ 0 and options:print deriv ¼ Nag D Print means that the objective and
constraint gradients will be checked if options:verify grad 6¼ Nag NoCheck, but no iterations will be
performed.

Constraint: options:major iter lim 	 0.

minor iter lim – Integer Default ¼ 500

On entry: specifies the maximum number of iterations allowed between successive linearizations of the
nonlinear constraints. A value in the range 10 � i � 50 prevents excessive effort being expended on
early major iterations, but allows later QP subproblems to be solved to completion. Note that an extra
m minor iterations are allowed if the first QP subproblem to be solved starts with the all-slack basis
B ¼ I. (See options:crash.)

In general, it is unsafe to specify values as small as 1 or 2 (because even when an optimal solution has
been reached, a few minor iterations may be needed for the corresponding QP subproblem to be
recognised as optimal).

Constraint: options:minor iter lim 	 0.

part price – Integer Default ¼ 1 or 10

On entry: this option is recommended for large problems that have significantly more variables than
constraints (i.e., n� m). The default value of options:part price is 1 if there are any nonlinear
constraints, and 10 otherwise. It reduces the work required for each ‘pricing’ operation (i.e., when a
nonbasic variable is selected to become superbasic). The possible choices for options:part price are the
following.

options:part price Meaning
1 All columns of the constraint matrix A �I

� �
are searched.

	 2 Both A and I are partitioned to give options:part price roughly equal segments
Aj; Ij, for j ¼ 1; 2; . . . ; p (modulo p). If the previous pricing search was successful
on Aj; Ij, the next search begins on the segments Ajþ1; Ijþ1. If a reduced gradient
is found that is larger than some dynamic tolerance, the variable with the largest
such reduced gradient (of appropriate sign) is selected to enter the basis. If
nothing is found, the search continues on the next segments Ajþ2; Ijþ2, and so on.

Constraint: options:part price > 0.

scale opt – Integer Default ¼ 1 or 2

On entry: the default value of options:scale opt is 1 if there are any nonlinear constraints, and 2
otherwise. This option enables you to scale the variables and constraints using an iterative procedure
due to Fourer (1982), which attempts to compute row scales ri and column scales cj such that the
scaled matrix coefficients �aij ¼ aij � cj=ri

� �
are as close as possible to unity. (The lower and upper

bounds on the variables and slacks for the scaled problem are redefined as �lj ¼ lj=cj and �uj ¼ uj=cj
respectively, where cj � rj�n if j > n.) The possible choices for options:scale opt are the following.

options:scale opt Meaning
0 No scaling is performed. This is recommended if it is known that the elements of x

and the constraint matrix A (along with its Jacobian) never become large (say,
> 1000).
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1 All linear constraints and variables are scaled. This may improve the overall
efficiency of the function on some problems.

2 All constraints and variables are scaled. Also, an additional scaling is performed
that takes into account columns of A �I

� �
that are fixed or have positive lower

bounds or negative upper bounds.

If there are any nonlinear constraints present, the scale factors depend on the
Jacobian at the first point that satisfies the linear constraints and the upper and
lower bounds. The setting options:scale opt ¼ 2 should therefore be used only if a
‘good’ starting point is available and the problem is not highly nonlinear.

Constraint: options:scale opt ¼ 0, 1 or 2.

max sb – Integer Default ¼ min 500; n; �nþ 1ð Þ
This option does not apply to linear problems.

On entry: options:max sb places a limit on the storage allocated for superbasic variables. Ideally, the
value of options:max sb should be set slightly larger than the ‘number of degrees of freedom’ expected
at the solution.

For nonlinear problems, the number of degrees of freedom is often called the ‘number of independent
variables’. Normally, the value of options:max sb need not be greater than �nþ 1 (where
�n ¼ max nonln; njnlnð Þ), but for many problems it may be considerably smaller. (This will save
storage if �n is very large.)

Constraint: options:max sb > 0.

crash tol – double Default ¼ 0:1

On entry: this option allows the Crash procedure to ignore certain ‘small’ nonzero elements in the
columns of A while searching for a triangular basis. If amax is the largest element in the jth column,
other nonzeros aij in the column are ignored if aij

		 		 � amax � options:crash tol.

When options:crash tol > 0, the basis obtained by the Crash procedure may not be strictly triangular,
but it is likely to be nonsingular and almost triangular. The intention is to obtain a starting basis
containing more columns of A and fewer (arbitrary) slacks. A feasible solution may be reached earlier
on some problems.

Constraint: 0:0 � options:crash tol < 1:0.

elastic wt – double Default ¼ 1:0 or 100.0

On entry: this option defines the initial weight � associated with problem (8). The default value of
options:elastic wt is 100.0 if there are any nonlinear constraints, and 1.0 otherwise.

At any given major iteration k, elastic mode is entered if the QP subproblem is infeasible or the QP
dual variables (Lagrange multipliers) are larger in magnitude than options:elastic wt� 1þ g xkð Þk k2

� �
,

where g is the objective gradient. In either case, the QP subproblem is re-solved in elastic mode with
� ¼ options:elastic wt� 1þ g xkð Þk k2

� �
.

Constraint: options:elastic wt 	 0:0.

f prec – double Default ¼ �0:8

On entry: this option defines the relative function precision �R, which is intended to be a measure of the
relative accuracy with which the nonlinear functions can be computed. For example, if f xð Þ (or Fi xð Þ)
is computed as 1000.56789 for some relevant x and the first 6 significant digits are known to be correct,
the appropriate value for �R would be 10�6.

Ideally the functions f xð Þ or Fi xð Þ should have magnitude of order 1. If all functions are substantially
less than 1 in magnitude, �R should be the absolute precision. For example, if f xð Þ (or Fi xð Þ) is
computed as 1:23456789� 10�4 for some relevant x and the first 6 significant digits are known to be
correct, the appropriate value for �R would be 10�10.
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The choice of �R can be quite complicated for badly scaled problems; see Chapter 8 of Gill et al. (1981)
for a discussion of scaling techniques. The default value is appropriate for most simple functions that
are computed with full accuracy.

In some cases the function values will be the result of extensive computation, possibly involving an
iterative procedure that can provide few digits of precision at reasonable cost. Specifying an appropriate
value of options:f prec may therefore lead to savings, by allowing the linesearch procedure to
terminate when the difference between function values along the search direction becomes as small as
the absolute error in the values.

Constraint: � � options:f prec < 1:0.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly
any lower bound less than or equal to �options:inf bound will be regarded as �1).

Constraint: options:inf bound > 0:0.

linesearch tol – double Default ¼ 0:9

On entry: this option controls the accuracy with which a steplength will be located along the direction
of search at each iteration. At the start of each linesearch a target directional derivative for the
Lagrangian merit function is identified. The value of options:linesearch tol therefore determines the
accuracy to which this target value is approximated.

The default value options:linesearch tol ¼ 0:9 requests an inaccurate search, and is appropriate for
most problems, particularly those with any nonlinear constraints.

If the nonlinear functions are cheap to evaluate, a more accurate search may be appropriate; try
options:linesearch tol ¼ 0:1, 0.01 or 0.001. The number of major iterations required to solve the
problem might decrease.

If the nonlinear functions are expensive to evaluate, a less accurate search may be appropriate. If all
derivatives are available (options:con deriv and options:obj deriv are both true), try
options:linesearch tol ¼ 0:99. (The number of major iterations required to solve the problem might
increase, but the total number of function evaluations may decrease enough to compensate.)

If some derivatives are not available (at least one of options:con deriv or options:obj deriv is false), a
moderately accurate search may be appropriate; try options:linesearch tol ¼ 0:5. Each search will
(typically) require only 1� 5 function values, but many function calls will then be needed to estimate
the missing gradients for the next iteration.

Constraint: 0:0 � options:linesearch tol < 1:0.

lu den tol – double Default ¼ 0:6

On entry: this option defines the density tolerance used during the LU factorization of the basis matrix.
Columns of L and rows of U are formed one at a time, and the remaining rows and columns of the
basis are altered appropriately. At any stage, if the density of the remaining matrix exceeds
options:lu den tol, the Markowitz strategy for choosing pivots is terminated. The remaining matrix is
then factorized using a dense LU procedure. Increasing the value of options:lu den tol towards unity
may give slightly sparser LU factors, with a slight increase in factorization time.

Constraint: options:lu den tol 	 0:0.

lu sing tol – double Default ¼ �0:67

On entry: this option defines the singularity tolerance used to guard against ill-conditioned basis
matrices. Whenever the basis is refactorized, the diagonal elements of U are tested as follows. If
ujj
		 		 � options:lu sing tol or ujj

		 		 < options:lu sing tol�max
i

uij
		 		, the jth column of the basis is

replaced by the corresponding slack variable. This is most likely to occur when
options:start ¼ Nag Warm, or at the start of a major iteration.
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In some cases, the Jacobian matrix may converge to values that make the basis exactly singular (e.g., a
whole row of the Jacobian matrix could be zero at an optimal solution). Before exact singularity occurs,
the basis could become very ill-conditioned and the optimization could progress very slowly (if at all).
Setting options:lu sing tol ¼ 0:00001 (say) may therefore help cause a judicious change of basis in
such situations.

Constraint: options:lu sing tol > 0:0.

lu factor tol – double Default ¼ 5:0 or 100.0
lu update tol – double Default ¼ 5:0 or 10.0

On entry: options:lu factor tol and options:lu update tol affect the stability and sparsity of the basis
factorization B ¼ LU , during refactorization and updates respectively. The default values are
options:lu factor tol ¼ options:lu update tol ¼ 5:0 if there are any nonlinear constraints, and
options:lu factor tol ¼ 100:0 and options:lu update tol ¼ 10:0 otherwise.

The lower triangular matrix L can be seen as a product of matrices of the form

1
� 1

� �
where the mul t ip l ie rs � sa t i s fy �j j < options:lu factor tol dur ing refactor iza t ion or
�j j < options:lu update tol during update. The default values of options:lu factor tol and
options:lu update tol usually strike a good compromise between stability and sparsity. Smaller values
of options:lu factor tol and options:lu update tol favour stability, while larger values favour sparsity.
For large and relatively dense problems, setting options:lu factor tol to 10.0 or 5.0 (say) may give a
marked improvement in sparsity without impairing stability to a serious degree. Note that for problems
involving band matrices it may be necessary to reduce options:lu factor tol and/or
options:lu update tol in order to achieve stability.

Constraints:

options:lu factor tol 	 1:0;
options:lu update tol 	 1:0.

major feas tol – double Default ¼
ffiffi
�
p

On entry: this option specifies how accurately the nonlinear constraints should be satisfied. The default
value is appropriate when the linear and nonlinear constraints contain data to approximately that
accuracy. A larger value may be appropriate if some of the problem functions are known to be of low
accuracy.

Let rowerr be defined as the maximum nonlinear constraint violation normalized by the size of the
solution. It is required to satisfy

rowerr ¼ max
i

violi
x; sð Þk k � options:major feas tol;

where violi is the violation of the ith nonlinear constraint.

Constraint: options:major feas tol > �.

major opt tol – double Default ¼
ffiffi
�
p

On entry: this option specifies the final accuracy of the dual variables. If nag_opt_nlp_sparse (e04ugc)
terminates with fail:code ¼ NE NOERROR, a primal and dual solution x; s; 	ð Þ will have been
computed such that

maxgap ¼ max
j

gapj
	k k � options:major opt tol;

where gapj is an estimate of the complementarity gap for the jth variable and 	k k is a measure of the
size of the QP dual variables (or Lagrange multipliers) given by
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	k k ¼ max
�ffiffiffiffiffi
m
p ; 1

� �
; where � ¼

Xm
i¼1

	ij j:

It is included to make the tests independent of a scale factor on the objective function. Specifically, gapj
is computed from the final QP solution using the reduced gradients dj ¼ gj � 	Taj, where gj is the jth
element of the objective gradient and aj is the associated column of the constraint matrix A �I

� �
:

gapj ¼
djmin xj � lj; 1

� �
if dj 	 0;

�djmin uj � xj; 1
� �

if dj < 0:



Constraint: options:major opt tol > 0:0.

major step lim – double Default ¼ 2:0

On entry: this option limits the change in x during a linesearch. It applies to all nonlinear problems
once a ‘feasible solution’ or ‘feasible subproblem’ has been found.

A linesearch determines a step � in the interval 0 < � � �, where � ¼ 1 if there are any nonlinear
constraints, or the step to the nearest upper or lower bound on x if all the constraints are linear.
Normally, the first step attempted is �1 ¼ min 1; �ð Þ.

In some cases, such as f xð Þ ¼ aebx or f xð Þ ¼ axb, even a moderate change in the elements of x can
lead to floating-point overflow. The optional parameter options:major step lim is therefore used to
define a step limit �� given by

�� ¼
options:major step lim 1þ xk k2

� �
pk k2

;

where p is the search direction and the first evaluation of f xð Þ is made at the (potentially) smaller step
length �1 ¼ min 1; ��; �

� �
.

Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at meaningless points. options:major step lim provides an additional safeguard. The default
value options:major step lim ¼ 2:0 should not affect progress on well-behaved functions, but values
such as options:major step lim ¼ 0:1 or 0.01 may be helpful when rapidly varying functions are
present. If a small value of options:major step lim is selected, a ‘good’ starting point may be required.
An important application is to the class of nonlinear least squares problems.

Constraint: options:major step lim > 0:0.

minor feas tol – double Default ¼
ffiffi
�
p

On entry: this option attempts to ensure that all variables eventually satisfy their upper and lower
bounds to within the tolerance options:minor feas tol. Since this includes slack variables, general
linear constraints should also be satisfied to within options:minor feas tol. Note that feasibility with
respect to nonlinear constraints is judged by the value of options:major feas tol and not by
options:minor feas tol.

If the bounds and linear constraints cannot be satisfied to within options:minor feas tol, the problem is
declared infeasible. Let Sinf be the corresponding sum of infeasibilities. If Sinf is quite small, it may
be appropriate to raise options:minor feas tol by a factor of 10 or 100. Otherwise, some error in the
data should be suspected.

If options:scale opt 	 1, feasibility is defined in terms of the scaled problem (since it is more likely to
be meaningful).

Nonlinear functions will only be evaluated at points that satisfy the bounds and linear constraints. If
there are regions where a function is undefined, every effort should be made to eliminate these regions
from the problem. For example, if f x1; x2ð Þ ¼ ffiffiffiffiffi

x1
p þ log x2ð Þ, it is essential to place lower bounds on

both x1 and x2. If the value options:minor feas tol ¼ 10�6 is used, the bounds x1 	 10�5 and
x2 	 10�4 might be appropriate. (The log singularity is more serious; in general, you should attempt to
keep x as far away from singularities as possible.)
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In reality, options:minor feas tol is used as a feasibility tolerance for satisfying the bounds on x and s
in each QP subproblem. If the sum of infeasibilities cannot be reduced to zero, the QP subproblem is
declared infeasible and the function is then in elastic mode thereafter (with only the linearized nonlinear
constraints defined to be elastic). (See also options:elastic wt.)

Constraint: options:minor feas tol > �.

minor opt tol – double Default ¼
ffiffi
�
p

On entry: this option is used to judge optimality for each QP subproblem. Let the QP reduced gradients
be dj ¼ gj � 	Taj, where gj is the jth element of the QP gradient, aj is the associated column of the QP
constraint matrix and 	 is the set of QP dual variables.

By construction, the reduced gradients for basic variables are always zero. The QP subproblem will be
declared optimal if the reduced gradients for nonbasic variables at their upper or lower bounds satisfy

dj
	k k 	 �options:minor opt tol or

dj
	k k � options:minor opt tol

respectively, and if
djj j
	k k � options:minor opt tol for superbasic variables.

Note that 	k k is a measure of the size of the dual variables. It is included to make the tests independent
of a scale factor on the objective function. (The value of 	k k actually used is defined in the description
of the optional parameter options:major opt tol.)

If the objective is scaled down to be very small, the optimality test reduces to comparing dj against
options:minor opt tol.

Constraint: options:minor opt tol > 0:0.

nz coef – double Default ¼ 5:0

This option is ignored if options:hess storage ¼ Nag HessianFull.

On entry: options:nz coef defines how much memory is initially allocated for the basis factors: by
default, nag_opt_nlp_sparse (e04ugc) allocates approximatively nnz� options:nz coef reals and
2� nnz� options:nz coef integers in order to compute and store the basis factors. If at some point
this appears not to be enough, an internal warm restart with more memory is automatically attempted,
so that nag_opt_nlp_sparse (e04ugc) should complete anyway. Thus this option generally does not need
to be modified.

However, if a lot of memory is available, it is possible to increase the value of options:nz coef such as
to limit the number of compressions of the work space and possibly avoid internal restarts. On the other
hand, for large problems where memory might be critical, decreasing the value of options:nz coef can
sometimes save some memory.

Constraint: options:nz coef 	 1:0.

pivot tol – double Default ¼ �0:67

On entry: this option is used during the solution of QP subproblems to prevent columns entering the
basis if they would cause the basis to become almost singular.

When x changes to xþ �p for some specified search direction p, a ‘ratio test’ is used to determine
which element of x reaches an upper or lower bound first. The corresponding element of p is called the
pivot element. Elements of p are ignored (and therefore cannot be pivot elements) if they are smaller
than options:pivot tol.

It is common in practice for two (or more) variables to reach a bound at essentially the same time. In
such cases, the optional parameter options:minor feas tol provides some freedom to maximize the
pivot element and thereby improve numerical stability. Excessively small values of
options:minor feas tol should therefore not be specified. To a lesser extent, the optional parameter
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options:expand freq also provides some freedom to maximize the pivot element. Excessively large
values of options:expand freq should therefore not be specified.

Constraint: options:pivot tol > 0:0.

scale tol – double Default ¼ 0:9

On entry: this option is used to control the number of scaling passes to be made through the constraint
matrix A. At least 3 (and at most 10) passes will be made. More precisely, let ap denote the largest

column ratio (i.e., biggest element
smallest element

in some sense) after the pth scaling pass through A. The scaling

procedure is terminated if ap 	 ap�1 � options:scale tol for some p 	 3. Thus, increasing the value of
options:scale tol from 0.9 to 0.99 (say) will probably increase the number of passes through A.

Constraint: 0:0 < options:scale tol < 1:0.

unbounded obj – double Default ¼ 1015

inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: these options are intended to detect unboundedness in nonlinear problems. During the
linesearch, the objective function f is evaluated at points of the form xþ �p, where x and p are fixed
and � varies. If fj j exceeds options:unbounded obj or � exceeds options:inf step, the iterations are
terminated and the function returns with fail:code ¼ NE MAYBE UNBOUNDED.

If singularities are present, unboundedness in f xð Þ may manifest itself by a floating-point overflow
during the evaluation of f xþ �pð Þ, before the test against options:unbounded obj can be made.

Unboundedness in x is best avoided by placing finite upper and lower bounds on the variables.

Constraints:

options:unbounded obj > 0:0;
options:inf step > 0:0.

violation limit – double Default ¼ 10:0

On entry: this option defines an absolute limit on the magnitude of the maximum constraint violation
after the linesearch. Upon completion of the linesearch, the new iterate xkþ1 satisfies the condition

vi xkþ1ð Þ � options:violation limit�max 1; vi x0ð Þð Þ;

where x0 is the point at which the nonlinear constraints are first evaluated and vi xð Þ is the ith nonlinear
constraint violation vi xð Þ ¼ max 0; li�F i� Fi xð Þ; Fi xð Þ � uið Þ.
The effect of the violation limit is to restrict the iterates to lie in an expanded feasible region whose size
depends on the magnitude of options:violation limit. This makes it possible to keep the iterates within
a region where the objective function is expected to be well-defined and bounded below (or above in
the case of maximization). If the objective function is bounded below (or above in the case of
maximization) for all values of the variables, then options:violation limit may be any large positive
value.

Constraint: options:violation limit > 0:0.

deriv linesearch – Nag_Boolean Default ¼ Nag TRUE

On entry: at each major iteration, a linesearch is used to improve the value of the Lagrangian merit
function (6). The default linesearch uses safeguarded cubic interpolation and requires both function and
gradient values in order to compute estimates of the step �k. If some analytic derivatives are not
provided or options:deriv linesearch ¼ Nag FALSE is specified, a linesearch based upon safeguarded
quadratic interpolation (which does not require the evaluation or approximation of any gradients) is
used instead.

A nonderivative linesearch can be slightly less robust on difficult problems, and it is recommended that
the default be used if the functions and their derivatives can be computed at approximately the same
cost. If the gradients are very expensive to compute relative to the functions however, a nonderivative
linesearch may result in a significant decrease in the total run-time.
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If options:deriv linesearch ¼ Nag FALSE is selected, nag_opt_nlp_sparse (e04ugc) signals the
evaluation of the linesearch by calling objfun and confun with comm!flag ¼ 0. Once the linesearch
is complete, the nonlinear functions are re-evaluated with comm!flag ¼ 2. If the potential savings
offered by a nonderivative linesearch are to be fully realised, it is essential that objfun and confun be
coded so that no derivatives are computed when comm!flag ¼ 0.

Constraint: options:deriv linesearch ¼ Nag TRUE or Nag FALSE.

feas exit – Nag_Boolean Default ¼ Nag FALSE

This option is ignored if the value of options:major iter lim is exceeded, or the linear constraints are
infeasible.

On entry: if termination is about to occur at a point that does not satisfy the nonlinear constraints and
options:feas exit ¼ Nag TRUE is selected, this option requests that additional iterations be performed
in order to find a feasible point (if any) for the nonlinear constraints. This involves solving a feasible
point problem in which the objective function is omitted.

Otherwise, this option requests no additional iterations be performed.

Constraint: options:feas exit ¼ Nag TRUE or Nag FALSE.

hess storage – Nag_HessianType Default ¼ Nag HessianFull or Nag HessianLimited

On entry: this option specifies the method for storing and updating the quasi-Newton approximation to
the Hessian of the Lagrangian function. The default is Nag HessianFull if the number of nonlinear
variables �n ( ¼ max nonln;njnlnð Þ) < 75, and Nag HessianLimited otherwise.

If options:hess storage ¼ Nag HessianFull, the approximate Hessian is treated as a dense matrix, and
BFGS quasi-Newton updates are applied explicitly. This is most efficient when the total number of
nonlinear variables is not too large (say, �n < 75). In this case, the storage requirement is fixed and you
can expect one-step Q-superlinear convergence to the solution.

options:hess storage ¼ Nag HessianLimited should only be specified when �n is very large. In this case
a limited memory procedure is used to update a diagonal Hessian approximation Hr a limited number
of times. (Updates are accumulated as a list of vector pairs. They are discarded at regular intervals after
Hr has been reset to their diagonal.)

N o t e t h a t i f options:hess freq ¼ 20 i s u s e d i n c o n j u n c t i o n w i t h
options:hess storage ¼ Nag HessianFull, t h e e f f e c t w i l l b e s i m i l a r t o u s i n g
options:hess storage ¼ Nag HessianLimited in conjunction with options:hess update ¼ 20, except
that the latter will retain the current diagonal during resets.

Constraint: options:hess storage ¼ Nag HessianLimited or Nag HessianFull.

direction – Nag_DirectionType Default ¼ Nag Minimize

On entry: if options:direction ¼ Nag FeasiblePoint, nag_opt_nlp_sparse (e04ugc) attempts to find a
feasible point (if any) for the nonlinear constraints by omitting the objective function. It can also be
used to check whether the nonlinear constraints are feasible.

Otherwise, options:direction specifies the direction of optimization. It applies to both linear and
nonlinear terms (if any) in the objective function. Note that if two problems are the same except that
one minimizes f xð Þ and the other maximizes �f xð Þ, their solutions will be the same but the signs of
the dual variables 	i and the reduced gradients dj will be reversed.

Constraint: options:direction ¼ Nag FeasiblePoint, Nag Minimize or Nag Maximize.

state – Integer * Default memory ¼ nþm

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþm values of memory will be automatically allocated by nag_opt_nlp_sparse (e04ugc).

If the optional parameter options:start ¼ Nag Warm has been chosen, options:state must point to a
minimum of nþm elements of memory. This memory will already be available if the options structure
has been used in a previous call to nag_opt_nlp_sparse (e04ugc) from the calling program, with
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options:start ¼ Nag Cold and the same values of n and m. If a previous call has not been made you
must allocate sufficient memory.

If you supply a options:state vector and options:start ¼ Nag Cold, then the first n elements of
options:state must specify the initial states of the problem variables. (The slacks s need not be
initialized.) An internal Crash procedure is then used to select an initial basis matrix B. The initial basis
matrix will be triangular (neglecting certain small elements in each column). It is chosen from various
rows and columns of A �I

� �
. Possible values for options:state½j � 1�, for j ¼ 1; 2; . . . ; n, are:

options:state½j� 1� State of xs½j� 1� during Crash procedure

0 or 1 Eligible for the basis
2 Ignored
3 Eligible for the basis (given preference over 0 or 1)

4 or 5 Ignored

If nothing special is known about the problem, or there is no wish to provide special information, you
may set options:state½j � 1� ¼ 0 (and xs½j � 1� ¼ 0:0), for j ¼ 1; 2; . . . ;n. All variables will then be
eligible for the initial basis. Less trivially, to say that the jth variable will probably be equal to one of
its bounds, you should set options:state½j� 1� ¼ 4 and xs½j� 1� ¼ bl½j� 1� or options:state½j� 1� ¼ 5
and xs½j� 1� ¼ bu½j� 1� as appropriate.

Following the Crash procedure, variables for which options:state½j� 1� ¼ 2 are made superbasic. Other
variables not selected for the basis are then made nonbasic at the value xs½j� 1� if
bl½j� 1� � xs½j� 1� � bu½j� 1�, or at the value bl½j� 1� or bu½j� 1� closest to xs½j� 1�.
When options:start ¼ Nag Warm, options:state and xs must specify the initial states and values,
respectively, of the variables and slacks x; sð Þ. If nag_opt_nlp_sparse (e04ugc) has been called
previously with the same values of n and m, options:state already contains satisfactory information.

Constraints:

if options:start ¼ Nag Cold, 0 � options:state½j � 1� � 5, for j ¼ 1; 2; . . . ;n;
if options:start ¼ Nag Warm, 0 � options:state½j � 1� � 3, for j ¼ 1; 2; . . . ; nþm.

On exit: the final states of the variables and slacks x; sð Þ. The significance of each possible value of
options:state is as follows:

options:state½j� 1� State of variable j Normal value of xs½j� 1�
0 Nonbasic bl½j� 1�
1 Nonbasic bu½j� 1�
2 Superbasic Between bl½j� 1� and bu½j� 1�
3 Basic Between bl½j� 1� and bu½j� 1�

If the problem is feasible (i.e., ninf ¼ 0), basic and superbasic variables may be outside their bounds by
as much as the optional parameter options:minor feas tol. Note that unless the optional parameter
options:scale opt ¼ 0, options:minor feas tol applies to the variables of the scaled problem. In this
case, the variables of the original problem may be as much as 0.1 outside their bounds, but this is
unlikely unless the problem is very badly scaled.

Very occasionally some nonbasic variables may be outside their bounds by as much as
options:minor feas tol, and there may be some nonbasic variables for which xs½j� 1� lies strictly
between its bounds.

If the problem is infeasible (i.e., ninf > 0), some basic and superbasic variables may be outside their
bounds by an arbitrary amount (bounded by sinf if scaling was not used options:scale opt ¼ 0ð Þ.

lambda – double * Default memory ¼ nþm

On entry: if options:start ¼ Nag Cold, you do not need to provide memory for options:lambda, as
nþm values of memory will be automatically allocated by nag_opt_nlp_sparse (e04ugc). This is the
recommended method of use of options:lambda. However you may supply memory from the calling
program.
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If the option options:start ¼ Nag Warm has been chosen, options:lambda must point to a minimum of
nþm elements of memory. This memory will already be available if the options structure has been
used in a previous call to nag_opt_nlp_sparse (e04ugc) from the calling program, with
options:start ¼ Nag Cold and the same values of n and m. If a previous call has not been made,
you must allocate sufficient memory.

When a ‘warm start’ is chosen options:lambda½j� 1� must contain a multiplier estimate for each
nonlinear constraint for j ¼ nþ 1,nþ 2,. . .,nþ ncnln. The remaining elements need not be set. If
nothing is known about the problem, or there is no wish to provide special information, you may set
options:lambda½j� 1� ¼ 0 for j ¼ nþ 1,nþ 2,. . .,nþ ncnln.

On exit: a set of Lagrange multipliers for the bound constraints on the variables (reduced costs) and the
general constraints (shadow costs). More precisely, the first n elements contain the multipliers for the
bound constraints on the variables, the next ncnln elements contain the multipliers for the nonlinear
constraints F xð Þ (if any) and the next m� ncnln elements contain the multipliers for the linear
constraints Gx and the free row (if any).

iter – Integer

On exit: the total number of minor iterations (summed over all major iterations).

major iter – Integer

On exit: the number of major iterations that have been performed in nag_opt_nlp_sparse (e04ugc).

nsb – Integer

On entry: the number of superbasic variables. It need not be specified if options:start ¼ Nag Cold but
must retain its value from a previous call when options:start ¼ Nag Warm.

Constraint: if options:start ¼ Nag Warm, options:nsb 	 0.

On exit: the final number of superbasic variables.

nf – Integer

On exit: the number of calls to objfun.

ncon – Integer

On exit: the number of calls to confun.

12.3 Description of Printed Output

This section describes the intermediate printout and final printout produced by nag_opt_nlp_sparse
(e04ugc). The level of printed output can be controlled with the structure members options:list,
options:print deriv, options:print level, options:minor print level, options:print 80ch, a n d
options:outfile (see Section 12.2). If options:list ¼ Nag TRUE then the argument values to
nag_opt_nlp_sparse (e04ugc) are listed, followed by the result of any derivative check when
options:print deriv ¼ Nag D Print. The printout of results is then governed by the values of
options:print 80ch, options:print level a n d options:minor print level. T h e d e f a u l t o f
options:print level ¼ Nag Soln Iter, options:minor print level ¼ Nag NoPrint, a n d
options:print 80ch ¼ Nag TRUE produces a single line of output at each major iteration and the
final result (see Section 5.1). This section describes all of the possible other levels of results printout
available from nag_opt_nlp_sparse (e04ugc).

If a simple derivative check, options:verify grad ¼ Nag SimpleCheck, is requested then a statement
indicating success or failure is given. The largest error found in the objective and the constraint
Jacobian are also output.

When a component derivative check (see the optional parameter options:verify grad in Section 12.2) is
selected, the element with the largest relative error is identified for the objective and the constraint
Jacobian.

If options:print deriv ¼ Nag D Print then the following results are printed for each component:
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x[j-1] the element of x.

dx[j-1] the finite difference interval.

Jacobian value the nonlinear Jacobian element.

g[j-1] the objective gradient element.

Difference approx. the finite difference approximation.

The indicator, OK or BAD?, states whether the derivative provided and the finite difference
approximation are in agreement. If the derivatives are believed to be in error nag_opt_nlp_sparse
(e04ugc) will exit with fail set to either NE_CON_DERIV_ERRORS or NE_OBJ_DERIV_ERRORS,
depending on whether the error was detected in the constraint Jacobian or in the objective gradient.

W h e n options:print level ¼ Nag Iter, Nag Soln Iter o r Nag Soln Iter Full, a n d
options:print 80ch ¼ Nag FALSE, the following line of intermediate printout (� 120 characters) is
sent at every major iteration to options:outfile. Unless stated otherwise, the values of the quantities
printed are those in effect on completion of the given iteration.

Major is the major iteration count.

Minor is the number of minor iterations required by the feasibility and optimality phases of
the QP subproblem. Generally, Minor will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11).

Step is the step taken along the computed search direction. On reasonably well-behaved
problems, the unit step will be taken as the solution is approached.

nObj is the number of times objfun has been called to evaluate the nonlinear part of the
objective function. Evaluations needed for the estimation of the gradients by finite
differences are not included. nObj is printed as a guide to the amount of work
required for the linesearch.

nCon is the number of times confun has been called to evaluate the nonlinear constraint
functions (not printed if ncnln is zero).

Merit is the value of the augmented Lagrangian merit function (6) at the current iterate.
This function will decrease at each iteration unless it was necessary to increase the
penalty parameters (see Section 11.1). As the solution is approached, Merit will
converge to the value of the objective function at the solution.

In elastic mode (see Section 11.2), the merit function is a composite function
involving the constraint violations weighted by the value of the optional parameter
options:elastic wt (default value ¼ 1:0 or 100.0).

If there are no nonlinear constraints present, this entry contains Objective, the
value of the objective function f xð Þ. In this case, f xð Þ will decrease monotonically
to its optimal value.

Feasibl is the value of rowerr, the largest element of the scaled nonlinear constraint residual
vector defined in the description of the optional parameter options:major feas tol.
The solution is regarded as ‘feasible’ if Feasibl is less than (or equal to)
options:major feas tol (default value ¼

ffiffi
�
p

). Feasibl will be approximately zero
in the neighbourhood of a solution.

If there are no nonlinear constraints present, all iterates are feasible and this entry is
not printed.

Optimal is the value of maxgap, the largest element of the maximum complementarity gap
vector defined in the description of the optional parameter options:major opt tol.
The Lagrange multipliers are regarded as ‘optimal’ if Optimal is less than (or equal
to) options:major opt tol (default value ¼

ffiffi
�
p

). Optimal will be approximately
zero in the neighbourhood of a solution.

nS is the current number of superbasic variables.
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Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian function (not printed if ncnln is zero).

LU is the number of nonzeros representing the basis factors L and U on completion of
the QP subproblem.

If there are nonlinear constraints present, the basis factorization B ¼ LU is
computed at the start of the first minor iteration. At this stage, LU ¼ lenLþ lenU,
where lenL is the number of subdiagonal elements in the columns of a lower
triangular matrix and lenU is the number of diagonal and superdiagonal elements in
the rows of an upper triangular matrix. As columns of B are replaced during the
minor iterations, the value of LU may fluctuate up or down (but in general will tend
to increase). As the solution is approached and the number of minor iterations
required to solve each QP subproblem decreases towards zero, LU will reflect the
number of nonzeros in the LU factors at the start of each QP subproblem.

If there are no nonlinear constraints present, refactorization is subject only to the
value of the optional parameter options:factor freq (default value ¼ 50 or 100) and
hence LU will tend to increase between factorizations.

Swp is the number of columns of the basis matrix B that were swapped with columns of
S in order to improve the condition number of B (not printed if ncnln is zero). The
swaps are determined by an LU factorization of the rectangular matrix
BS ¼ B Sð ÞT, with stability being favoured more than sparsity.

Cond Hz is an estimate of the condition number of the reduced Hessian of the Lagrangian
(not printed if ncnln and nonln are both zero). It is the square of the ratio between
the largest and smallest diagonal elements of the upper triangular matrix R. This
constitutes a lower bound on the condition number of the matrix RTR that
approximates the reduced Hessian. The larger this number, the more difficult the
problem.

PD is a two-letter indication of the status of the convergence tests involving the
feasibility and optimality of the iterates defined in the descriptions of the optional
parameters options:major feas tol and options:major opt tol. Each letter is T if the
test is satisfied, and F otherwise. The tests indicate whether the values of Feasibl
and Optimal are sufficiently small. For example, TF or TT is printed if there are no
nonlinear constraints present (since all iterates are feasible).

M is printed if an extra evaluation of objfun and confun was needed in order to define
an acceptable positive definite quasi-Newton update to the Hessian of the
Lagrangian. This modification is only performed when there are nonlinear
constraints present.

m is printed if, in addition, it was also necessary to modify the update to include an
augmented Lagrangian term.

s is printed if a self-scaled BFGS (Broyden–Fletcher–Goldfarb–Shanno) update was
performed. This update is always used when the Hessian approximation is diagonal,
and hence always follows a Hessian reset.

S is printed if, in addition, it was also necessary to modify the self-scaled update in
order to maintain positive-definiteness.

n is printed if no positive definite BFGS update could be found, in which case the
approximate Hessian is unchanged from the previous iteration.

r is printed if the approximate Hessian was reset after 10 consecutive major iterations
in which no BFGS update could be made. The diagonal elements of the approximate
Hessian are retained if at least one update has been performed since the last reset.
Otherwise, the approximate Hessian is reset to the identity matrix.

R is printed if the approximate Hessian has been reset by discarding all but its
diagonal elements. This reset will be forced periodically by the values of the
optional parameters options:hess freq (default value ¼ 99999999) and
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options:hess update (default value ¼ 20). However, it may also be necessary to
reset an ill-conditioned Hessian from time to time.

l is printed if the change in the variables was limited by the value of the optional
parameter options:major step lim (default value ¼ 2:0). If this output occurs
frequently during later iterations, it may be worthwhile increasing the value of
options:major step lim.

c is printed if central differences have been used to compute the unknown elements of
the objective and constraint gradients. A switch to central differences is made if
either the linesearch gives a small step, or x is close to being optimal. In some
cases, it may be necessary to re-solve the QP subproblem with the central difference
gradient and Jacobian.

u is printed if the QP subproblem was unbounded.

t is printed if the minor iterations were terminated because the number of iterations
specified by the value of the optional parameter options:minor iter lim (default
value ¼ 500) was reached.

i is printed if the QP subproblem was infeasible when the function was not in elastic
mode. This event triggers the start of nonlinear elastic mode, which remains in
effect for all subsequent iterations. Once in elastic mode, the QP subproblems are
associated with the elastic problem (8) (see Section 11.2). It is also printed if the
minimizer of the elastic subproblem does not satisfy the linearized constraints when
the function is already in elastic mode. (In this case, a feasible point for the usual
QP subproblem may or may not exist.)

w is printed if a weak solution of the QP subproblem was found.

When options:minor print level ¼ Nag Iter and options:print 80ch ¼ Nag TRUE, the following line
of intermediate printout (� 80 characters) is sent at every minor iteration to options:outfile. Unless
stated otherwise, the values of the quantities printed are those in effect on completion of the given
iteration.

Itn is the iteration count.

Step is the step taken along the computed search direction.

Ninf is the number of infeasibilities. This will not increase unless the iterations are in
elastic mode. Ninf will be zero during the optimality phase.

Sinf is the value of the sum of infeasibilities if Ninf is nonzero. This will be zero during
the optimality phase.

Objective is the value of the current QP objective function when Ninf is zero and the
iterations are not in elastic mode. The switch to elastic mode is indicated by a
change in the heading to Composite Obj (see below).

Composite Obj is the value of the composite objective function (9) when the iterations are in elastic
mode. This function will decrease monotonically at each iteration.

Norm rg is the Euclidean norm of the reduced gradient of the QP objective function. During
the optimality phase, this norm will be approximately zero after a unit step.

When options:minor print level ¼ Nag Iter and options:print 80ch ¼ Nag FALSE, the following line
of intermediate printout (� 120 characters) is sent at every minor iteration to options:outfile. Unless
stated otherwise, the values of the quantities printed are those in effect on completion of the given
iteration.

In the description below, a ‘pricing’ operation is defined to be the process by which a nonbasic variable
is selected to become superbasic (in addition to those already in the superbasic set). If the problem is
purely linear, the variable selected will usually become basic immediately (unless it happens to reach its
opposite bound and return to the nonbasic set).
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Itn is the iteration count.

pp is the partial price indicator. The variable selected by the last pricing operation came
from the pp-th partition of A and �I. Note that pp is reset to zero whenever the
basis is refactorized.

dj is the value of the reduced gradient (or reduced cost) for the variable selected by the
pricing operation at the start of the current iteration.

+SBS is the variable selected by the pricing operation to be added to the superbasic set.

-SBS is the variable chosen to leave the superbasic set. It has become basic if the entry
under -B is nonzero; otherwise it has become nonbasic.

-BS is the variable removed from the basis (if any) to become nonbasic.

-B is the variable removed from the basis (if any) to swap with a slack variable made
superbasic by the latest pricing operation. The swap is done to ensure that there are
no superbasic slacks.

Step is the value of the step length � taken along the current search direction p. The
variables x have just been changed to xþ �p. If a variable is made superbasic
during the current iteration (i.e., +SBS is positive), Step will be the step to the
nearest bound. During the optimality phase, the step can be greater than unity only
if the reduced Hessian is not positive definite.

Pivot is the rth element of a vector y satisfying By ¼ aq whenever aq (the qth column of
the constraint matrix A �I

� �
) replaces the rth column of the basis matrix B.

Wherever possible, Step is chosen so as to avoid extremely small values of Pivot
(since they may cause the basis to be nearly singular). In extreme cases, it may be
necessary to increase the value of the optional parameter options:pivot tol (default
value ¼ �0:67) to exclude very small elements of y from consideration during the
computation of Step.

Ninf is the number of infeasibilities. This will not increase unless the iterations are in
elastic mode. Ninf will be zero during the optimality phase.

Sinf/Objective is the value of the current objective function. If x is infeasible, Sinf gives the value
of the sum of infeasibilities at the start of the current iteration. It will usually
decrease at each nonzero value of Step, but may occasionally increase if the value
of Ninf decreases by a factor of 2 or more. However, in elastic mode this entry
gives the value of the composite objective function (9), which will decrease
monotonically at each iteration. If x is feasible, Objective is the value of the
current QP objective function.

L is the number of nonzeros in the basis factor L. Immediately after a basis
factorization B ¼ LU , this entry contains lenL. Further nonzeros are added to L
when various columns of B are later replaced. (Thus, L increases monotonically.)

U is the number of nonzeros in the basis factor U. Immediately after a basis
factorization B ¼ LU , this entry contains lenU. As columns of B are replaced, the
matrix U is maintained explicitly (in sparse form). The value of U may fluctuate up
or down; in general, it will tend to increase.

Ncp is the number of compressions required to recover workspace in the data structure
for U. This includes the number of compressions needed during the previous basis
factorization. Normally, Ncp should increase very slowly. If it does not,
nag_opt_nlp_sparse (e04ugc) will attempt to expand the internal workspace
allocated for the basis factors.

The following items are printed only if the problem is nonlinear or the superbasic set is non-empty (i.e.,
if the current solution is nonbasic).
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Norm rg is the Euclidean norm of the reduced gradient at the start of the current iteration.
During the optimality phase, this norm will be approximately zero after a unit step.

nS is the current number of superbasic variables.

Cond Hz is an estimate of the condition number of the reduced Hessian of the Lagrangian
(not printed if ncnln and nonln are both zero). It is the square of the ratio between
the largest and smallest diagonal elements of an upper triangular matrix R. This
constitutes a lower bound on the condition number of the matrix RTR that
approximates the reduced Hessian. The larger this number, the more difficult the
problem.

When options:print level ¼ Nag Soln Iter Full, the following lines of intermediate printout (� 120
characters) are sent to options:outfile whenever the matrix B or BS ¼ B Sð ÞT is factorized. Gaussian
elimination is used to compute a sparse LU factorization of B or BS, where PLP

T is a lower triangular
matrix and PUQ is an upper triangular matrix for some permutation matrices P and Q. The
factorization is stabilized in the manner described under the optional parameter options:lu factor tol
(default value ¼ 5:0 or 100.0).

Note that BS may be factorized at the beginning of just some of the major iterations. It is immediately
followed by a factorization of B itself. Note also that factorizations can occur during the solution of a
QP problem.

Factorize is the factorization count.

Demand is a code giving the reason for the present factorization as follows:

Code Meaning
0 First LU factorization.
1 The number of updates reached the value of the optional parameter

options:factor freq (default value ¼ 50 or 100).
2 The number of nonzeros in the updated factors has increased significantly.
7 Not enough storage to update factors.
10 Row residuals too large (see the description for the optional parameter

options:fcheck).
11 Ill-conditioning has caused inconsistent results.

Iteration is the iteration count.

Nonlinear is the number of nonlinear variables in the current basis B (not printed if BS is
factorized).

Linear is the number of linear variables in B (not printed if BS is factorized).

Slacks is the number of slack variables in B (not printed if BS is factorized).

Elems is the number of nonzeros in B (not printed if BS is factorized).

Density is the percentage nonzero density of B (not printed if BS is factorized). More
precisely, Density ¼ 100� Elems= Nonlinearþ Linearþ Slacksð Þ2.

Compressns is the number of times the data structure holding the partially factorized matrix
needed to be compressed, in order to recover unused workspace. Ideally, it should
be zero.

Merit is the average Markowitz merit count for the elements chosen to be the diagonals of
PUQ. Each merit count is defined to be c� 1ð Þ r� 1ð Þ, where c and r are the
number of nonzeros in the column and row containing the element at the time it is
selected to be the next diagonal. Merit is the average of m such quantities. It gives
an indication of how much work was required to preserve sparsity during the
factorization.

lenL is the number of nonzeros in L.

lenU is the number of nonzeros in U .
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Increase is the percentage increase in the number of nonzeros in L and U relative to the
n u m b e r o f n o n z e r o s i n B. M o r e p r e c i s e l y ,
Increase ¼ 100� lenLþ lenU� Elemsð Þ=Elems.

m is the number of rows in the problem. Note that m ¼ Utþ Ltþ bp.

Ut is the number of triangular rows of B at the top of U .

d1 is the number of columns remaining when the density of the basis matrix being
factorized reached 0.3.

Lmax is the maximum subdiagonal element in the columns of L. This will not exceed the
value of the optional parameter options:lu factor tol (default value ¼ 5:0 or
100.0).

Bmax is the maximum nonzero element in B (not printed if BS is factorized).

BSmax is the maximum nonzero element in BS (not printed if B is factorized).

Umax is the maximum nonzero element in U , excluding elements of B that remain in U
unchanged. (For example, if a slack variable is in the basis, the corresponding row
of B will become a row of U without modification. Elements in such rows will not
contribute to Umax. If the basis is strictly triangular, none of the elements of B will
contribute, and Umax will be zero.)

Ideally, Umax should not be significantly larger than Bmax. If it is several orders of
magnitude larger, it may be advisable to reset the options:lu factor tol to some
value nearer unity.

Umax is not printed if BS is factorized.

Umin is the magnitude of the smallest diagonal element of PUQ.

Growth is the value of the ratio Umax=Bmax, which should not be too large.

Providing Lmax is not large (say < 10:0), the ratio max Bmax; Umaxð Þ=Umin is an
estimate of the condition number of B. If this number is extremely large, the basis is
nearly singular and some numerical difficulties might occur. (However, an effort is
made to avoid near-singularity by using slacks to replace columns of B that would
have made Umin extremely small, and the modified basis is refactorized.)

Lt is the number of triangular columns of B at the left of L.

bp is the size of the ‘bump’ or block to be factorized nontrivially after the triangular
rows and columns of B have been removed.

d2 is the number of columns remaining when the density of the basis matrix being
factorized has reached 0.6.

When options:print level ¼ Nag Soln Iter Full, and options:crash 6¼ Nag NoCrash (default value
options:crash ¼ Nag NoCrash or Nag CrashThreeTimes), the following lines of intermediate printout
are sent to options:outfile whenever options:start ¼ Nag Cold. They refer to the number of columns
selected by the Crash procedure during each of several passes through A while searching for a
triangular basis matrix.

Slacks is the number of slacks selected initially.

Free cols is the number of free columns in the basis, including those whose bounds are rather
far apart.

Preferred is the number of ‘preferred’ columns in the basis (i.e., options:state½j� 1� ¼ 3 for
some j � n). It will be a subset of the columns for which options:state½j� 1� ¼ 3
was specified.

Unit is the number of unit columns in the basis.

Double is the number of columns in the basis containing two nonzeros.

Triangle is the number of triangular columns in the basis with three (or more) nonzeros.

e04 – Minimizing or Maximizing a Function e04ugc

Mark 26 e04ugc.53



Pad is the number of slacks used to pad the basis (to make it a nonsingular triangle).

When options:print level ¼ Nag Soln or Nag Soln Iter, and options:print 80ch ¼ Nag FALSE, the
following lines of final printout (� 120 characters) are sent to options:outfile.

Let xj denote the jth ‘column variable’, for j ¼ 1; 2; . . . ; n. We assume that a typical variable xj has
bounds � � xj � �.
The following describes the printout for each column (or variable).

Number is the column number j. (This is used internally to refer to xj in the intermediate
output.)

Column gives the name of xj.

State gives the state of xj relative to the bounds � and �. The various possible states are
as follows:

LL xj is nonbasic at its lower limit, �.

UL xj is nonbasic at its upper limit, �.

EQ xj is nonbasic and fixed at the value � ¼ �.
FR xj is nonbasic at some value strictly between its bounds: � < xj < �.

BS xj is basic. Usually � < xj < �.

SBS xj is superbasic. Usually � < xj < �.

A key is sometimes printed before State to give some additional information about
the state of xj. Note that unless the optional parameter options:scale opt ¼ 0
(default value ¼ 1 or 2) is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. xj is nonbasic, but its reduced gradient is
essentially zero. This means that if xj were allowed to start moving away
from its current value, there would be no change in the value of the objective
function. The values of the basic and superbasic variables might change,
giving a genuine alternative solution. The values of the Lagrange multipliers
might also change.

D Degenerate. xj is basic, but it is equal to (or very close to) one of its bounds.

I Infeasible. xj is basic and is currently violating one of its bounds by more
than the value of the optional parameter options:minor feas tol (default value
¼

ffiffi
�
p

).

N Not precisely optimal. xj is nonbasic. Its reduced gradient is larger than the
value of the optional parameter options:major feas tol (default value ¼

ffiffi
�
p

).

Activity is the value of xj at the final iterate.

Obj Gradient is the value of gj at the final iterate. (If any xj is infeasible, gj is the gradient of the
sum of infeasibilities.)

Lower Limit i s �, t h e l owe r bound s p e c ifi ed f o r xj. None i n d i c a t e s t h a t
bl½j� 1� � �options:inf bound.

Upper Limit i s �, t h e uppe r bound sp e c ifi ed f o r xj. None i n d i c a t e s t h a t
bu½j� 1� 	 options:inf bound.

Reduced Gradnt is the value of dj at the final iterate.

m + j is the value of mþ j.
General linear constraints take the form l � Ax � u. Let aTi denote the ith row of A, for i ¼ 1; 2; . . . ; n.
The ith constraint is therefore of the form � � aTi x � �, and the value of aTi x is called the row activity.
Internally, the linear constraints take the form Ax� s ¼ 0, where the slack variables s should satisfy
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the bounds l � s � u. For the ith ‘row’, it is the slack variable si that is directly available, and it is
sometimes convenient to refer to its state. Slacks may be basic or nonbasic (but not superbasic).

Nonlinear constraints � � Fi xð Þ þ aTi x � � are treated similarly, except that the row activity and degree
of infeasibility are computed directly from Fi xð Þ þ aTi x rather than from si.

The following describes the printout for each row (or constraint).

Number is the value of nþ i. (This is used internally to refer to si in the intermediate
output.)

Row gives the name of the ith row.

State gives the state of the ith row relative to the bounds � and �. The various possible
states are as follows:

LL The row is at its lower limit, �.

UL The row is at its upper limit, �.

EQ The limits are the same � ¼ �ð Þ.
BS The constraint is not binding. si is basic.

A key is sometimes printed before State to give some additional information about
the state of si. Note that unless the optional parameter options:scale opt ¼ 0
(default value ¼ 1 or 2) is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. si is nonbasic, but its reduced gradient is
essentially zero. This means that if si were allowed to start moving away
from its current value, there would be no change in the value of the objective
function. The values of the basic and superbasic variables might change,
giving a genuine alternative solution. The values of the dual variables (or
Lagrange multipliers) might also change.

D Degenerate. si is basic, but it is equal to (or very close to) one of its bounds.

I Infeasible. si is basic and is currently violating one of its bounds by more
than the value of the optional parameter options:minor feas tol (default value
¼

ffiffi
�
p

).

N Not precisely optimal. si is nonbasic. Its reduced gradient is larger than the
value of the optional parameter options:major feas tol (default value ¼

ffiffi
�
p

).

Activity is the value of aTxi (or Fi xð Þ þ aTi x for nonlinear rows) at the final iterate.

Slack Activity is the value by which the row differs from its nearest bound. (For the free row (if
any), it is set to Activity.)

Lower Limit is �, the lower bound specified for the ith row. None indicates that
bl½nþ i� 1� � �options:inf bound.

Upper Limit is �, the upper bound specified for the ith row. None indicates that
bu½nþ i� 1� 	 options:inf bound.

Dual Activity is the value of the dual variable 	i.

i gives the index i of the ith row.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.
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NAG Library Function Document

nag_opt_nlin_lsq (e04unc)

1 Purpose

nag_opt_nlin_lsq (e04unc) is designed to minimize an arbitrary smooth sum of squares function subject
to constraints (which may include simple bounds on the variables, linear constraints and smooth
nonlinear constraints) using a sequential quadratic programming (SQP) method. As many first
derivatives as possible should be supplied by you; any unspecified derivatives are approximated by
finite differences. It is not intended for large sparse problems.

nag_opt_nlin_lsq (e04unc) may also be used for unconstrained, bound-constrained and linearly
constrained optimization.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlin_lsq (Integer m, Integer n, Integer nclin, Integer ncnlin,
const double a[], Integer tda, const double bl[], const double bu[],
const double y[],

void (*objfun)(Integer m, Integer n, const double x[], double f[],
double fjac[], Integer tdfjac, Nag_Comm *comm),

void (*confun)(Integer n, Integer ncnlin, const Integer needc[],
const double x[], double conf[], double conjac[], Nag_Comm *comm),

double x[], double *objf, double f[], double fjac[], Integer tdfjac,
Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_nlin_lsq (e04unc) is designed to solve the nonlinear least squares programming problem – the
minimization of a smooth nonlinear sum of squares function subject to a set of constraints on the
variables. The problem is assumed to be stated in the following form:

minimize
x2Rn

F xð Þ ¼ 1

2

Xm
i¼1

yi � fi xð Þf g2 subject to l �
x
ALx
c xð Þ

8<:
9=; � u; ð1Þ

where F xð Þ (the objective function) is a nonlinear function which can be represented as the sum of
squares of m subfunctions y1 � f1 xð Þð Þ; y2 � f2 xð Þð Þ; . . . ; ym � fm xð Þð Þ, the yi are constant, AL is an nL
by n constant matrix, and c xð Þ is an nN element vector of nonlinear constraint functions. (The matrix
AL and the vector c xð Þ may be empty.) The objective function and the constraint functions are assumed
to be smooth, i.e., at least twice-continuously differentiable. (The method of nag_opt_nlin_lsq (e04unc)
will usually solve (1) if there are only isolated discontinuities away from the solution.)

Note that although the bounds on the variables could be included in the definition of the linear
constraints, we prefer to distinguish between them for reasons of computational efficiency. For the same
reason, the linear constraints should not be included in the definition of the nonlinear constraints. Upper
and lower bounds are specified for all the variables and for all the constraints. An equality constraint
can be specified by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u
can be set to special values that will be treated as �1 or þ1. (See the description of the optional
parameter options:inf bound in Section 12.2.)

If there are no nonlinear constraints in (1) and F is linear or quadratic, then one of nag_opt_lp
(e04mfc), nag_opt_lin_lsq (e04ncc) or nag_opt_qp (e04nfc) will generally be more efficient.
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You must supply an initial estimate of the solution to (1), together with functions that define
f xð Þ ¼ f1 xð Þ; f2 xð Þ; . . . ; fm xð Þð ÞT; c xð Þ and as many first partial derivatives as possible; unspecified
derivatives are approximated by finite differences.

The subfunctions are defined by the array y and function objfun, and the nonlinear constraints are
defined by the function confun. On every call, these functions must return appropriate values of f xð Þ
and c xð Þ. You should also provide the available partial derivatives. Any unspecified derivatives are
approximated by finite differences; see Section 12.2 for a discussion of the optional parameters
options:obj deriv and options:con deriv. Just before either objfun or confun is called, each element of
the current gradient array fjac or conjac is initialized to a special value. On exit, any element that
retains the value is estimated by finite differences. Note that if there are any nonlinear constraints, then
the first call to confun will precede the first call to objfun.

For maximum reliability, it is preferable for you to provide all partial derivatives (see Chapter 8 of Gill
et al. (1981) for a detailed discussion). If all gradients cannot be provided, it is similarly advisable to
provide as many as possible. While developing the functions objfun and confun, the optional parameter
options:verify grad (see Section 12.2) should be used to check the calculation of any known gradients.

4 References
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nonlinear programming (eds O L Mangasarian, R R Meyer and S M Robinson) 4 167–199 Academic
Press

Dennis J E Jr and Schnabel R B (1983) Numerical Methods for Unconstrained Optimization and
Nonlinear Equations Prentice–Hall

Fletcher R (1987) Practical Methods of Optimization (2nd Edition) Wiley

Gill P E, Hammarling S, Murray W, Saunders M A and Wright M H (1986) Users' guide for LSSOL
(Version 1.0) Report SOL 86-1 Department of Operations Research, Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1983) Documentation for FDCALC and
FDCORE Technical Report SOL 83–6 Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1984) Users' Guide for SOL/QPSOL Version 3.2
Report SOL 84–5 Department of Operations Research, Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1986a) Some theoretical properties of an
augmented Lagrangian merit function Report SOL 86–6R Department of Operations Research, Stanford
University

Gill P E, Murray W, Saunders M A and Wright M H (1986b) Users' guide for NPSOL (Version 4.0): a
Fortran package for nonlinear programming Report SOL 86-2 Department of Operations Research,
Stanford University

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

Hock W and Schittkowski K (1981) Test Examples for Nonlinear Programming Codes. Lecture Notes in
Economics and Mathematical Systems 187 Springer–Verlag

Powell M J D (1974) Introduction to constrained optimization Numerical Methods for Constrained
Optimization (eds P E Gill and W Murray) 1–28 Academic Press

Powell M J D (1983) Variable metric methods in constrained optimization Mathematical Programming:
the State of the Art (eds A Bachem, M GrÎtschel and B Korte) 288–311 Springer–Verlag

5 Arguments

1: m – Integer Input

On entry: m, the number of subfunctions associated with F xð Þ.
Constraint: m > 0.
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2: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

3: nclin – Integer Input

On entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

4: ncnlin – Integer Input

On entry: nN , the number of nonlinear constraints.

Constraint: ncnlin 	 0.

5: a½nclin� tda� – const double Input

Note: the i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
On entry: the ith row of a must contain the coefficients of the ith general linear constraint (the
ith row of the matrix AL in (1)), for i ¼ 1; 2; . . . ; nL.

If nclin ¼ 0 then the array a is not referenced.

6: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: if nclin > 0, tda 	 n

7: bl½nþ nclinþ ncnlin� – const double Input
8: bu½nþ nclinþ ncnlin� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds, for all the constraints in
the following order. The first n elements of each array must contain the bounds on the variables,
the next nL elements the bounds for the general linear constraints (if any), and the next nN
elements the bounds for the nonlinear constraints (if any). To specify a nonexistent lower bound
(i.e., lj ¼ �1), set bl½j� 1� � �options:inf bound, and to specify a nonexistent upper bound (i.
e., uj ¼ þ1), set bu½j� 1� 	 options:inf bound, where options:inf bound is one of the
optional parameters (default value 1020, see Section 12.2). To specify the jth constraint as an
equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where �j j < options:inf bound.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþ nclinþ ncnlin;
if bl½j� 1� ¼ bu½j� 1� ¼ �, �j j < options:inf bound.

9: y½m� – const double Input

On entry: the coefficients of the constant vector y in the objective function.

10: objfun – function, supplied by the user External Function

objfun must calculate the vector f xð Þ of subfunctions and (optionally) its Jacobian ( ¼ @f
@x

) for a

specified n element vector x.

The specification of objfun is:

void objfun (Integer m, Integer n, const double x[], double f[],
double fjac[], Integer tdfjac, Nag_Comm *comm)
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1: m – Integer Input

On entry: m, the number of subfunctions.

2: n – Integer Input

On entry: n, the number of variables.

3: x½n� – const double Input

On entry: x, the vector of variables at which f xð Þ and/or all available elements of its
Jacobian are to be evaluated.

4: f½m� – double Output

On exit: if comm!flag ¼ 0 or 2, objfun must set f½i� 1� to the value of the ith
subfunction fi at the current point x, for some or all i ¼ 1; 2; . . . ;m (see the description
of the argument comm!needf below).

5: fjac½m� tdfjac� – double Output

On exit: if comm!flag ¼ 2, objfun must contain the available elements of the
subfunction Jacobian matrix. fjac½ i � 1ð Þ � tdfjacþ j � 1� must be set to the value of

the first derivative
@fi
@xj

at the current point x, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n.

If the optional parameter options:obj deriv ¼ Nag TRUE (the default), all elements of
fjac must be set; if options:obj deriv ¼ Nag FALSE, any available elements of the
Jacobian matrix must be assigned to the elements of fjac; the remaining elements must
remain unchanged.

Any constant elements of fjac may be assigned once only at the first call to objfun, i.e.,
when comm!first ¼ Nag TRUE. This is only effective if the optional parameter
options:obj deriv ¼ Nag TRUE.

6: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

7: comm – Nag_Comm*

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

flag – Integer Input/Output

On entry: objfun is called with comm!flag set to 0 or 2.

If comm!flag ¼ 0, then only f is referenced.

If comm!flag ¼ 2, then both f and fjac are referenced.

On exit: if objfun resets comm!flag to some negative number then
nag_opt_nlin_lsq (e04unc) will terminate immediately with the error indicator
NE_USER_STOP. If fail is supplied to nag_opt_nlin_lsq (e04unc), fail:errnum
will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to objfun including the current one.
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needf – Integer Input

On entry: if comm!needf ¼ 0, objfun must set, for all i ¼ 1; 2; . . . ;m, f½i � 1�
to the value of the ith subfunction fi at the current point x. If comm!needf ¼ i,
for i ¼ 1; 2; . . . ;m, then it is sufficient to set f½i� 1� to the value of the ith
subfunction fi. Appropriate use of comm!needf can save a lot of computational
work in some cases. Note that when comm!needf 6¼ 0, comm!flag will
always be 0, hence this does not apply to the Jacobian matrix.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char
* otherwise.

Before calling nag_opt_nlin_lsq (e04unc) these pointers may be allocated
memory and initialized with various quantities for use by objfun when called
from nag_opt_nlin_lsq (e04unc).

Note: objfun should be tested separately before being used in conjunction with nag_opt_nlin_lsq
(e04unc). The optional parameters options:verify grad and options:max iter can be used to
assist this process. The array x must not be changed by objfun.

If the function objfun does not calculate all of the Jacobian elements then the optional parameter
options:obj deriv should be set to Nag_FALSE.

11: confun – function, supplied by the user External Function

confun must calculate the vector c xð Þ of nonlinear constraint functions and (optionally) its

Jacobian ( ¼ @c

@x
) for a specified n element vector x. If there are no nonlinear constraints (i.e.,

ncnlin ¼ 0), confun will never be called and the NAG defined null void function pointer,
NULLFN, can be supplied in the call to nag_opt_nlin_lsq (e04unc). If there are nonlinear
constraints the first call to confun will occur before the first call to objfun.

The specification of confun is:

void confun (Integer n, Integer ncnlin, const Integer needc[],
const double x[], double conf[], double conjac[], Nag_Comm *comm)

1: n – Integer Input

On entry: n, the number of variables.

2: ncnlin – Integer Input

On entry: nN , the number of nonlinear constraints.

3: needc½ncnlin� – const Integer Input

On entry: the indices of the elements of conf and/or conjac that must be evaluated by
confun. If needc½i� 1� > 0 then the ith element of conf and/or the available elements
of the ith row of conjac (see argument comm!flag below) must be evaluated at x.

4: x½n� – const double Input

On entry: the vector of variables x at which the constraint functions and/or all available
elements of the constraint Jacobian are to be evaluated.
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5: conf½ncnlin� – double Output

On exit: if needc½i� 1� > 0 and comm!flag ¼ 0 or 2, conf½i� 1� must contain the
value of the ith constraint at x. The remaining elements of conf, corresponding to the
non-positive elements of needc, are ignored.

6: conjac½ncnlin� n� – double Output

On exit: if needc½i� 1� > 0 and comm!flag ¼ 2, the ith row of conjac (i.e., the
elements conjac½ i� 1ð Þ � nþ j � 1�, for j ¼ 1; 2; . . . ; n) must contain the available
elements of the vector rci given by

rci ¼
@ci
@x1

;
@ci
@x2

; . . . ;
@ci
@xn

� �T

;

where
@ci
@xj

is the partial derivative of the ith constraint with respect to the jth variable,

evaluated at the point x. The remaining rows of conjac, corresponding to non-positive
elements of needc, are ignored.

If the optional parameter options:con deriv ¼ Nag TRUE (the default), all elements of
conjac must be set; if options:con deriv ¼ Nag FALSE, then any available partial
derivatives of ci xð Þ must be assigned to the elements of conjac; the remaining elements
must remain unchanged.

I f a l l e l em e n t s o f t h e c o n s t r a i n t J a c o b i a n a r e k n ow n ( i . e . ,
options:con deriv ¼ Nag TRUE; see Section 12.2), any constant elements may be
assigned to conjac one time only at the start of the optimization. An element of conjac
that is not subsequently assigned in confun will retain its initial value throughout.
Constant elements may be loaded into conjac during the first call to confun. The ability
to preload constants is useful when many Jacobian elements are identically zero, in
which case conjac may be initialized to zero at the first call when
comm!first ¼ Nag TRUE.

It must be emphasized that, if options:con deriv ¼ Nag FALSE, unassigned elements
of conjac are not treated as constant; they are estimated by finite differences, at non-
trivial expense. If you do not supply a value for the optional argument
options:f diff int (the default; see Section 12.2), an interval for each element of x is
computed automatically at the start of the optimization. The automatic procedure can
usually identify constant elements of conjac, which are then computed once only by
finite differences.

7: comm – Nag_Comm*

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

flag – Integer Input/Output

On entry: confun is called with comm!flag set to 0 or 2.

If comm!flag ¼ 0, only conf is referenced.

If comm!flag ¼ 2, both conf and conjac are referenced.

On exit: if confun resets comm!flag to some negative number then
nag_opt_nlin_lsq (e04unc) will terminate immediately with the error indicator
NE_USER_STOP. If fail is supplied to nag_opt_nlin_lsq (e04unc), fail:errnum
will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to confun and Nag_FALSE
for all subsequent calls.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and char
* otherwise.

Before calling nag_opt_nlin_lsq (e04unc) these pointers may be allocated
memory and initialized with various quantities for use by confun when called
from nag_opt_nlin_lsq (e04unc).

Note: confun should be tested separately before being used in conjunction with nag_opt_nlin_lsq
(e04unc). The optional parameters options:verify grad and options:max iter can be used to
assist this process. The array x must not be changed by confun.

If confun does not calculate all of the Jacobian constraint elements then the optional parameter
options:con deriv should be set to Nag_FALSE.

12: x½n� – double Input/Output

On entry: an initial estimate of the solution.

On exit: the final estimate of the solution.

13: objf – double * Output

On exit: the value of the objective function at the final iterate.

14: f½m� – double Output

On exit: the values of the subfunctions fi, for i ¼ 1; 2; . . . ;m, at the final iterate.

15: fjac½m� tdfjac� – double Output

On exit: the Jacobian matrix of the functions f1; f2; . . . ; fm at the final iterate, i.e.,
fjac½ i � 1ð Þ � tdfjacþ j � 1� contains the partial derivative of the ith subfunction with respect
to the jth variable, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ;n. (See also the discussion of argument
fjac under objfun.)

16: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

Constraint: tdfjac 	 n.

17: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_nlin_lsq (e04unc). These structure members offer the means of adjusting
some of the argument values of the algorithm and on output will supply further details of the
results. A description of the members of options is given below in Section 12. Some of the
results returned in options can be used by nag_opt_nlin_lsq (e04unc) to perform a ‘warm start’
(see the member options:start in Section 12.2).

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_nlin_lsq
(e04unc). However, if the optional parameters are not required the NAG defined null pointer,
E04_DEFAULT, can be used in the function call.

18: comm – Nag_Comm * Communication Structure

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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On entry/exit: structure containing pointers for communication to the user-supplied functions
objfun and confun, and the optional user-defined printing function; see the description of objfun
and confun and Section 12.3.1 for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_nlin_lsq (e04unc);
comm will then be declared internally for use in calls to user-supplied functions.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Intermediate and final results are printed out by default. The level of printed output can be controlled
with the structure members options:print level and options:minor print level (see Section 12.2). The
default setting of options:print level ¼ Nag Soln Iter and options:minor print level ¼ Nag NoPrint
provides a single line of output at each iteration and the final result. This section describes the default
printout produced by nag_opt_nlin_lsq (e04unc).

The following line of summary output (< 80 characters) is produced at every major iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality
phases of the QP subproblem. Generally, Mnr will be 1 in the later iterations,
since theoretical analysis predicts that the correct active set will be identified
near the solution (see Section 11).

Note tha t Mnr may be grea t e r than the op t iona l pa rame te r
options:minor max iter (defaul t value ¼ max 50; 3 nþ nL þ nNð Þð Þ; see
Section 12.2) if some iterations are required for the feasibility phase.

Step is the step taken along the computed search direction. On reasonably well-
behaved problems, the unit step will be taken as the solution is approached.

Merit function is the value of the augmented Lagrangian merit function at the current iterate.
This function will decrease at each iteration unless it was necessary to increase
the penalty parameters (see Section 11.3). As the solution is approached, Merit
function will converge to the value of the objective function at the solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line), the merit function is a large multiple of the constraint
violations, weighted by the penalty parameters. During a sequence of major
iterations with infeasible subproblems, the sequence of Merit Function values
will decrease monotonically until either a feasible subproblem is obtained or
n a g _ o p t _ n l i n _ l s q ( e 0 4 u n c ) t e r m i n a t e s w i t h
fail:code ¼ NW NONLIN NOT FEASIBLE (no feasible point could be found
for the nonlinear constraints).

If no nonlinear constraints are present (i.e., ncnlin ¼ 0), this entry contains
Objective, the value of the objective function F xð Þ. The objective function will
decrease monotonically to its optimal value when there are no nonlinear
constraints.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnlin is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.1).
Norm Gz will be approximately zero in the neighbourhood of a solution.
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Cond Hz is a lower bound on the condition number of the projected Hessian
approximation HZ HZ ¼ ZTHFRZ ¼ RT

ZRZ

� �
; see (6) and (11). The larger

this number, the more difficult the problem.

The line of output may be terminated by one of the following characters:

M is printed if the quasi-Newton update was modified to ensure that the Hessian
approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences were used to compute the unspecified objective
and constraint gradients. If the value of Step is zero, the switch to central
differences was made because no lower point could be found in the line search.
(In this case, the QP subproblem is re-solved with the central difference gradient
and Jacobian.) If the value of Step is nonzero, central differences were
computed because Norm Gz and Violtn imply that x is close to a Kuhn–Tucker
point (see Section 11.1).

L is printed if the line search has produced a relative change in x greater than the
value defined by the optional parameter options:step limit (default value ¼ 2:0;
see Section 12.2). If this output occurs frequently during later iterations of the
run, options:step limit should be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned, the approximate Hessian is refactorized using column interchanges.
If necessary, R is modified so that its diagonal condition estimator is bounded.

The final printout includes a listing of the status of every variable and constraint.

The following describes the printout for each variable.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n of the variable.

State gives the state of the variable (FR if neither bound is in the active set, EQ if a
fixed variable, LL if on its lower bound, UL if on its upper bound). If Value lies
outside the upper or lower bounds by more than the feasibility tolerances
s p e c i fi e d b y t h e o p t i o n a l p a r am e t e r s options:lin feas tol a n d
options:nonlin feas tol (see Section 12.2), State will be ++ or -- respectively.

A key is sometimes printed before State to give some additional information
about the state of a variable.

A Alternative optimum possible. The variable is active at one of its bounds,
but its Lagrange Multiplier is essentially zero. This means that if the
variable were allowed to start moving away from its bound, there would
be no change to the objective function. The values of the other free
variables might change, giving a genuine alternative solution. However, if
there are any degenerate variables (labelled D), the actual change might
prove to be zero, since one of them could encounter a bound immediately.
In either case, the values of the Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is currently violating one of its bounds by more
than options:lin feas tol.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for the variable j. (None indicates that
bl½j� 1� � options:inf bound, where options:inf bound is the optional para-
meter.)
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Upper bound is the upper bound specified for the variable j. (None indicates that
bu½j� 1� 	 options:inf bound, where options:inf bound is the optional para-
meter.)

Lagr Mult is the value of the Lagrange multiplier for the associated bound constraint. This
will be zero if State is FR unless bl½j� 1� � �options:inf bound and
bu½j� 1� 	 options:inf bound, in which case the entry will be blank. If x is
optimal, the multiplier should be non-negative if State is LL, and non-positive if
State is UL.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
b o u n d e d ( i . e . , bl½j� 1� � �options:inf bound a n d
bu½j� 1� 	 options:inf bound).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1�
and bu½nþ j� 1� respectively, and with the following changes in the heading:

L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL of the linear constraint.

N Con gives the name (N) and index j � nLð Þ, for j ¼ nL þ 1; . . . ; nL þ nN, of the
nonlinear constraint.

The I key in the State column is printed for general linear constraints which currently violate one of
their bounds by more than options:lin feas tol and for nonlinear constraints which violate one of their
bounds by more than options:nonlin feas tol.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tda ¼ valueh i while n ¼ valueh i. These arguments must satisfy tda 	 n.
This error message is output only if nclin > 0.

NE_2_INT_OPT_ARG_CONS

On entry, options:con check start ¼ valueh i while options:con check stop ¼ valueh i.
Constraint: options:con check start � options:con check stop.

On entry, options:obj check start ¼ valueh i while options:obj check stop ¼ valueh i.
Constraint: options:obj check start � options:obj check stop.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:minor print level had an illegal value.

On entry, argument options:print deriv had an illegal value.

On entry, argument options:print level had an illegal value.

On entry, argument options:start had an illegal value.

On entry, argument options:verify grad had an illegal value.
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NE_BOUND

The lower bound for variable valueh i (array element bl½ valueh i�) is greater than the upper bound.

NE_BOUND_EQ

The lower bound and upper bound for variable valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_LCON

The lower bound and upper bound for linear constraint valueh i (array elements bl½ valueh i� and
bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_EQ_NLCON

The lower bound and upper bound for nonlinear constraint valueh i (array elements bl½ valueh i�
and bu½ valueh i�) are equal but they are greater than or equal to options:inf bound.

NE_BOUND_LCON

The lower bound for linear constraint valueh i (array element bl½ valueh i�) is greater than the upper
bound.

NE_BOUND_NLCON

The lower bound for nonlinear constraint valueh i (array element bl½ valueh i�) is greater than the
upper bound.

NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function and/or nonlinear constraints.

This failure will occur if the verification process indicated that at least one gradient or Jacobian
element had no correct figures. You should refer to the printed output to determine which
elements are suspected to be in error.

As a first-step, you should check that the code for the objective and constraint values is correct –
for example, by computing the function at a point where the correct value is known. However,
care should be taken that the chosen point fully tests the evaluation of the function. It is
remarkable how often the values x ¼ 0 or x ¼ 1 are used to test function evaluation procedures,
and how often the special properties of these numbers make the test meaningless.

Errors in programming the function may be quite subtle in that the function value is ‘almost’
correct. For example, the function may not be accurate to full precision because of the inaccurate
calculation of a subsidiary quantity, or the limited accuracy of data upon which the function
depends. A common error on machines where numerical calculations are usually performed in
double precision is to include even one single precision constant in the calculation of the
function; since some compilers do not convert such constants to double precision, half the correct
figures may be lost by such a seemingly trivial error.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

On entry, ncnlin ¼ valueh i.
Constraint: ncnlin 	 0.
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NE_INT_OPT_ARG_GT

On entry, options:con check start ¼ valueh i.
Constraint: options:con check start � n.

On entry, options:con check stop ¼ valueh i.
Constraint: options:con check stop � n.

On entry, options:obj check start ¼ valueh i.
Constraint: options:obj check start � n.

On entry, options:obj check stop ¼ valueh i.
Constraint: options:obj check stop � n.

NE_INT_OPT_ARG_LT

On entry, options:con check start ¼ valueh i.
Constraint: options:con check start 	 1.

On entry, options:con check stop ¼ valueh i.
Constraint: options:con check stop 	 1.

On entry, options:obj check start ¼ valueh i.
Constraint: options:obj check start 	 1.

On entry, options:obj check stop ¼ valueh i.
Constraint: options:obj check stop 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_INT_RANGE_1

Value valueh i given to options:h reset freq not valid. Correct range is options:h reset freq > 0.

Value valueh i given to options:max iter not valid. Correct range is options:max iter 	 0.

Va l u e valueh i g i v e n t o options:minor max iter no t v a l i d . Co r r e c t r a n g e i s
options:minor max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Value valueh i given to options:c diff int not valid. Correct range is � � options:c diff int < 1:0.

Value valueh i given to options:f diff int not valid. Correct range is � � options:f diff int < 1:0.

Value valueh i given to options:f prec not valid. Correct range is � � options:f prec < 1:0.

Va l u e valueh i g i v e n t o options:lin feas tol n o t v a l i d . C o r r e c t r a n g e i s
� � options:lin feas tol < 1:0.

Va l u e valueh i g i v e n t o options:nonlin feas tol n o t v a l i d . C o r r e c t r a n g e i s
� � options:nonlin feas tol < 1:0.

Va l u e valueh i g i v e n t o options:optim tol n o t v a l i d . C o r r e c t r a n g e i s
options:f prec � options:optim tol < 1:0.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:inf bound not valid. Correct range is options:inf bound > 0:0.

Value valueh i given to options:inf step not valid. Correct range is options:inf step > 0:0.

Value valueh i given to options:step limit not valid. Correct range is options:step limit > 0:0.
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NE_INVALID_REAL_RANGE_FF

Va l u e valueh i g i v e n t o options:crash tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:crash tol � 1:0.

Va l u e valueh i g i v e n t o options:linesearch tol n o t v a l i d . C o r r e c t r a n g e i s
0:0 � options:linesearch tol < 1:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_STATE_VAL

options:state½ valueh i� is out of range. options:state½ valueh i� ¼ valueh i.

NE_USER_STOP

This exit occurs if you set comm!flag to a negative value in objfun or confun. If fail is
supplied, the value of fail:errnum will be the same as your setting of comm!flag.

User requested termination, user flag value ¼ valueh i.

NW_KT_CONDITIONS

The current point cannot be improved upon. The final point does not satisfy the first-order Kuhn–
Tucker conditions and no improved point for the merit function could be found during the final
line search.

The Kuhn–Tucker conditions are specified and the merit function described in Sections 11.1 and
11.3.

This sometimes occurs because an overly stringent accuracy has been requested, i.e., the value of
the optional parameter options:optim tol (default value ¼ �0:8r , where �r is the relative precision
of F xð Þ; see Section 12.2) is too small. In this case you should apply the four tests described in
Section 9.1 to determine whether or not the final solution is acceptable (see Gill et al. (1981)),
for a discussion of the attainable accuracy).

If many iterations have occurred in which essentially no progress has been made and
nag_opt_nlin_lsq (e04unc) has failed completely to move from the initial point then functions
objfun and/or confun may be incorrect. You should refer to comments below under
fail:code ¼ NE DERIV ERRORS and check the gradients using the optional parameter
options:verify grad (default value options:verify grad ¼ Nag SimpleCheck; see Section 12.2).
Unfortunately, there may be small errors in the objective and constraint gradients that cannot be
detected by the verification process. Finite difference approximations to first derivatives are
catastrophically affected by even small inaccuracies. An indication of this situation is a dramatic
alteration in the iterates if the finite difference interval is altered. One might also suspect this
type of error if a switch is made to central differences even when Norm Gz and Violtn (see
Section 5.1) are large.

Another possibility is that the search direction has become inaccurate because of ill conditioning
in the Hessian approximation or the matrix of constraints in the working set; either form of ill
conditioning tends to be reflected in large values of Mnr (the number of iterations required to
solve each QP subproblem; see Section 5.1).

If the condition estimate of the projected Hessian (Cond Hz; see Section 5.1) is extremely large, it
may be worthwhile rerunning nag_opt_nlin_lsq (e04unc) from the final point with the optional
parameter options:start ¼ Nag Warm (see Section 12.2). In this situation, the optional
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parameters options:state and options:lambda should be left unaltered and R (in optional
parameter options:h) should be reset to the identity matrix.

If the matrix of constraints in the working set is ill conditioned (i.e., Cond T is extremely large;
see Section 12.3), it may be helpful to run nag_opt_nlin_lsq (e04unc) with a relaxed value of the
optional parameters options:lin feas tol and options:nonlin feas tol (default values

ffiffi
�
p

, and �0:33

or
ffiffi
�
p

, respectively, where � is the machine precision; see Section 12.2). (Constraint
dependencies are often indicated by wide variations in size in the diagonal elements of the
ma t r i x T , who s e d i a gona l s w i l l b e p r i n t e d i f t h e op t i o n a l p a r ame t e r
options:print level ¼ Nag Soln Iter Full (default value options:print level ¼ Nag Soln Iter; see
Section 12.2).)

NW_LIN_NOT_FEASIBLE

No feasible point was found for the linear constraints and bounds.

nag_opt_nlin_lsq (e04unc) has terminated without finding a feasible point for the linear
constraints and bounds, which means that either no feasible point exists for the given value of the
optional parameter options:lin feas tol (default value ¼

ffiffi
�
p

, where � is the machine precision;
see Section 12.2), or no feasible point could be found in the number of iterations specified by the
optional parameter options:minor max iter (default value ¼ max 50; 3 nþ nL þ nNð Þð Þ; see
Section 12.2). You should check that there are no constraint redundancies. If the data for the
constraints are accurate only to an absolute precision �, you should ensure that the value of the
optional parameter options:lin feas tol is greater than �. For example, if all elements of AL are
of order unity and are accurate to only three decimal places, options:lin feas tol should be at
least 10�3.

NW_NONLIN_NOT_FEASIBLE

No feasible point could be found for the nonlinear constraints.

The problem may have no feasible solution. This means that there has been a sequence of QP
subproblems for which no feasible point could be found (indicated by I at the end of each terse
line of output; see Section 5.1). This behaviour will occur if there is no feasible point for the
nonlinear constraints. (However, there is no general test that can determine whether a feasible
point exists for a set of nonlinear constraints.) If the infeasible subproblems occur from the very
first major iteration, it is highly likely that no feasible point exists. If infeasibilities occur when
earlier subproblems have been feasible, small constraint inconsistencies may be present. You
should check the validity of constraints with negative values of the optional parameter
options:state. If you are convinced that a feasible point does exist, nag_opt_nlin_lsq (e04unc)
should be restarted at a different starting point.

NW_NOT_CONVERGED

Optimal solution found, but the sequence of iterates has not converged with the requested
accuracy.

The final iterate x satisfies the first-order Kuhn–Tucker conditions to the accuracy requested, but
the sequence of iterates has not yet converged. nag_opt_nlin_lsq (e04unc) was terminated
because no further improvement could be made in the merit function (see Section 11).

This value of fail may occur in several circumstances. The most common situation is that you
ask for a solution with accuracy that is not attainable with the given precision of the problem (as
specified by the optional parameter options:f prec (default value ¼ �0:9, where � is the machine
precision; see Section 12.2). This condition will also occur if, by chance, an iterate is an ‘exact’
Kuhn–Tucker point, but the change in the variables was significant at the previous iteration.
(This situation often happens when minimizing very simple functions, such as quadratics.)

If the four conditions listed in Section 9.1 are satisfied then x is likely to be a solution of (1)
even if fail:code ¼ NW NOT CONVERGED.
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NW_OVERFLOW_WARN

Serious ill conditioning in the working set after adding constraint valueh i. Overflow may occur in
subsequent iterations.

If overflow occurs preceded by this warning then serious ill conditioning has probably occurred
in the working set when adding a constraint. It may be possible to avoid the difficulty by
increasing the magnitude of the optional parameter options:lin feas tol (default value ¼

ffiffi
�
p

,
where � is the machine precision; see Section 12.2) and/or the optional parameter
options:nonlin feas tol (default value �0:33 or

ffiffi
�
p

; see Section 12.2), and rerunning the program.
If the message recurs even after this change, the offending linearly dependent constraint j must
be removed from the problem. If overflow occurs in one of the user-supplied functions (e.g., if
the nonlinear functions involve exponentials or singularities), it may help to specify tighter
bounds for some of the variables (i.e., reduce the gap between the appropriate lj and uj).

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

The value of the optional parameter options:max iter may be too small. If the method appears to
be making progress (e.g., the objective function is being satisfactorily reduced), increase the
value of options:max iter and rerun nag_opt_nlin_lsq (e04unc); alternatively, rerun
nag_opt_nlin_lsq (e04unc), setting the optional parameter options:start ¼ Nag Warm to specify
the initial working set. If the algorithm seems to be making little or no progress, however, then
you should check for incorrect gradients or ill conditioning as described below under
fail:code ¼ NW KT CONDITIONS.

Note that ill conditioning in the working set is sometimes resolved automatically by the
algorithm, in which case performing additional iterations may be helpful. However, ill
conditioning in the Hessian approximation tends to persist once it has begun, so that allowing
additional iterations without altering R is usually inadvisable. If the quasi-Newton update of the
Hessian approximation was reset during the latter iterations (i.e., an R occurs at the end of each
terse line; see Section 5.1), it may be worthwhile setting options:start ¼ Nag Warm and calling
nag_opt_nlin_lsq (e04unc) from the final point.

7 Accuracy

If fail:code ¼ NE NOERROR on exit, then the vector returned in the array x is an estimate of the
solution to an accuracy of approximately options:optim tol (default value ¼ �0:8r , where �r is the
relative precision of F xð Þ; see Section 12.2).

8 Parallelism and Performance

nag_opt_nlin_lsq (e04unc) is not threaded in any implementation.

9 Further Comments

9.1 Termination Criteria

The function exits with fail:code ¼ NE NOERROR if iterates have converged to a point x that satisfies
the Kuhn–Tucker conditions (see Section 11.1) to the accuracy requested by the optional parameter
options:optim tol (default value ¼ �0:8r , see Section 12.2).

You should also examine the printout from nag_opt_nlin_lsq (e04unc) (see Section 5.1) to check
whether the following four conditions are satisfied:

(i) the final value of Norm Gz is significantly less than at the starting point;

(ii) during the final major iterations, the values of Step and Mnr are both one;

(iii) the last few values of both Violtn and Norm Gz become small at a fast linear rate; and

(iv) Cond Hz is small.
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If all these conditions hold, x is almost certainly a local minimum.

10 Example

This example is based on Problem 57 in Hock and Schittkowski (1981) and involves the minimization
of the sum of squares function

F xð Þ ¼ 1

2

X44
i¼1

fi xð Þf g2

where

fi xð Þ ¼ yi � x1 � 0:49� x1ð Þe�x2 ai�8ð Þ

and

i ai yi i ai yi
1 8 0:49 23 22 0:41
2 8 0:49 24 22 0:40
3 10 0:48 25 24 0:42
4 10 0:47 26 24 0:40
5 10 0:48 27 24 0:40
6 10 0:47 28 26 0:41
7 12 0:46 29 26 0:40
8 12 0:46 30 26 0:41
9 12 0:45 31 28 0:41
10 12 0:43 32 28 0:40
11 14 0:45 33 30 0:40
12 14 0:43 34 30 0:40
13 14 0:43 35 30 0:38
14 16 0:44 36 32 0:41
15 16 0:43 37 32 0:40
16 16 0:43 38 34 0:40
17 18 0:46 39 36 0:41
18 18 0:45 40 36 0:38
19 20 0:42 41 38 0:40
20 20 0:42 42 38 0:40
21 20 0:43 43 40 0:39
22 22 0:41 44 42 0:39

subject to the bounds

x1 	 0:4
x2 	 �4:0

to the general linear constraint

x1 þ x2 	 1:0;

and to the nonlinear constraint

0:49x2 � x1x2 	 0:09:

The initial point, which is infeasible, is

x0 ¼ 0:4; 0:0ð ÞT;

and F x0ð Þ ¼ 0:002241.

The optimal solution (to five figures) is

x� ¼ 0:41995; 1:28484ð ÞT;

and F x�ð Þ ¼ 0:01423. The nonlinear constraint is active at the solution.
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The options structure is declared and initialized by nag_opt_init (e04xxc). On return from
nag_opt_nlin_lsq (e04unc), the memory freeing function nag_opt_free (e04xzc) is used to free the
memory assigned to the pointers in the options structure. You must not use the standard C function
free() for this purpose.

10.1 Program Text

/* nag_opt_nlin_lsq (e04unc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <math.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer m, Integer n, const double x[],
double f[], double fjac[], Integer tdfjac,
Nag_Comm *comm);

static void NAG_CALL confun(Integer n, Integer ncnlin,
const Integer needc[], const double x[],
double conf[], double cjac[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

static void NAG_CALL objfun(Integer m, Integer n, const double x[],
double f[], double fjac[], Integer tdfjac,
Nag_Comm *comm)

{
#define FJAC(I, J) fjac[(I) *tdfjac + (J)]

/* Initialized data */
static double a[44] = { 8.0, 8.0, 10.0, 10.0, 10.0, 10.0, 12.0, 12.0, 12.0,

12.0, 14.0, 14.0, 14.0, 16.0, 16.0, 16.0, 18.0, 18.0,
20.0, 20.0, 20.0, 22.0, 22.0, 22.0, 24.0, 24.0, 24.0,
26.0, 26.0, 26.0, 28.0, 28.0, 30.0, 30.0, 30.0, 32.0,
32.0, 34.0, 36.0, 36.0, 38.0, 38.0, 40.0, 42.0

};

/* Local variables */
double temp;
Integer i;
double x0, x1, ai;

/* Function to evaluate the objective subfunctions
* and their 1st derivatives.
*/

x0 = x[0];
x1 = x[1];
for (i = 0; i < m; ++i) {

ai = a[i];
temp = exp(-x1 * (ai - 8.0));
/* Evaluate objective subfunction f(i+1) only if required */
if (comm->needf == i + 1 || comm->needf == 0)

f[i] = x0 + (.49 - x0) * temp;
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if (comm->flag == 2) {
FJAC(i, 0) = 1.0 - temp;
FJAC(i, 1) = -(.49 - x0) * (ai - 8.0) * temp;

}
}

} /* objfun */

static void NAG_CALL confun(Integer n, Integer ncnlin, const Integer needc[],
const double x[], double conf[], double cjac[],
Nag_Comm *comm)

{
#define CJAC(I, J) cjac[(I) *n + (J)]

/* Function to evaluate the nonlinear constraints and its 1st derivatives. */

if (comm->first == Nag_TRUE) {
/* First call to confun. Set all Jacobian elements to zero.
* Note that this will only work when options.obj_deriv = TRUE
* (the default).
*/

CJAC(0, 0) = CJAC(0, 1) = 0.0;
}

if (needc[0] > 0) {
conf[0] = -0.09 - x[0] * x[1] + 0.49 * x[1];

if (comm->flag == 2) {
CJAC(0, 0) = -x[1];
CJAC(0, 1) = -x[0] + 0.49;

}
}

} /* confun */

#define A(I, J) a[(I) *tda + J]

int main(void)
{

Integer exit_status = 0, i, j, m, n, nbnd, nclin, ncnlin, tda, tdfjac;
Nag_E04_Opt options;
Nag_Comm comm;
double *a = 0, *bl = 0, *bu = 0, *f = 0, *fjac = 0, objf, *x = 0;
double *y = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_nlin_lsq (e04unc) Example Program Results\n");
fflush(stdout);

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif

/* Read problem dimensions */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &nclin, &ncnlin);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &nclin, &ncnlin);

#endif

if (m > 0 && n > 0 && nclin >= 0 && ncnlin >= 0) {
nbnd = n + nclin + ncnlin;
if (!(x = NAG_ALLOC(n, double)) ||

!(a = NAG_ALLOC(nclin * n, double)) ||
!(f = NAG_ALLOC(m, double)) ||
!(y = NAG_ALLOC(m, double)) ||
!(fjac = NAG_ALLOC(m * n, double)) ||
!(bl = NAG_ALLOC(nbnd, double)) || !(bu = NAG_ALLOC(nbnd, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;
tdfjac = n;

}
else {

printf("Invalid m or n nclin or ncnlin.\n");
exit_status = 1;
return exit_status;

}
/* Read a, y, bl, bu and x from data file */

if (nclin > 0) {
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < nclin; ++i)
for (j = 0; j < n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

/* Read the y vector of the objective */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < m; ++i)
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

/* Read lower bounds */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < n + nclin + ncnlin; ++i)
#ifdef _WIN32

scanf_s("%lf", &bl[i]);
#else

scanf("%lf", &bl[i]);
#endif

/* Read upper bounds */
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#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
for (i = 0; i < n + nclin + ncnlin; ++i)

#ifdef _WIN32
scanf_s("%lf", &bu[i]);

#else
scanf("%lf", &bu[i]);

#endif

/* Read the initial point x */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

/* Set an option */
/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);

/* Solve the problem */
/* nag_opt_nlin_lsq (e04unc), see above. */
nag_opt_nlin_lsq(m, n, nclin, ncnlin, a, tda, bl, bu, y, objfun,

confun, x, &objf, f, fjac, tdfjac, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_nlin_lsq (e04unc).\n%s\n", fail.message);
exit_status = 1;

}
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(a);
NAG_FREE(f);
NAG_FREE(y);
NAG_FREE(fjac);
NAG_FREE(bl);
NAG_FREE(bu);

return exit_status;
}

10.2 Program Data

nag_opt_nlin_lsq (e04unc) Example Program Data

Values of m and n
44 2

Values of nclin and ncnln
1 1
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Linear constraint matrix A
1.0 1.0

Objective vector y
0.49 0.49 0.48 0.47 0.48 0.47 0.46 0.46 0.45 0.43 0.45
0.43 0.43 0.44 0.43 0.43 0.46 0.45 0.42 0.42 0.43 0.41
0.41 0.40 0.42 0.40 0.40 0.41 0.40 0.41 0.41 0.40 0.40
0.40 0.38 0.41 0.40 0.40 0.41 0.38 0.40 0.40 0.39 0.39

Lower bounds
0.4 -4.0 1.0 0.0

Upper bounds
1.0e+25 1.0e+25 1.0e+25 1.0e+25

Initial estimate of x
0.4 0.0

10.3 Program Results

nag_opt_nlin_lsq (e04unc) Example Program Results

Parameters to e04unc
--------------------

Number of variables........... 2
Linear constraints............ 1 Nonlinear constraints......... 1

start................... Nag_Cold
step_limit.............. 2.00e+00 machine precision....... 1.11e-16
lin_feas_tol............ 1.05e-08 nonlin_feas_tol......... 1.05e-08
optim_tol............... 3.26e-12 linesearch_tol.......... 9.00e-01
crash_tol............... 1.00e-02 f_prec.................. 4.37e-15
inf_bound............... 1.00e+20 inf_step................ 1.00e+20
max_iter................ 50 minor_max_iter.......... 50
hessian................. Nag_FALSE h_reset_freq............ 2
h_unit_init............. Nag_FALSE
f_diff_int.............. Automatic c_diff_int.............. Automatic
obj_deriv............... Nag_TRUE con_deriv............... Nag_TRUE
verify_grad....... Nag_SimpleCheck print_deriv............ Nag_D_Full
print_level......... Nag_Soln_Iter minor_print_level..... Nag_NoPrint
outfile................. stdout

Verification of the objective gradients.
----------------------------------------

All objective gradient elements have been set.

Simple Check:

The Jacobian seems to be ok.

The largest relative error was 1.04e-08 in subfunction 3

Verification of the constraint gradients.
-----------------------------------------

All constraint gradient elements have been set.

Simple Check:

The Jacobian seems to be ok.

The largest relative error was 1.89e-08 in constraint 1

Maj Mnr Step Merit function Violtn Norm Gz Cond Hz
0 2 0.0e+00 2.224070e-02 3.6e-02 8.5e-02 1.0e+00
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1 1 1.0e+00 1.455402e-02 9.8e-03 1.5e-03 1.0e+00
2 1 1.0e+00 1.436491e-02 7.2e-04 4.9e-03 1.0e+00
3 1 1.0e+00 1.427013e-02 9.2e-06 2.9e-03 1.0e+00
4 1 1.0e+00 1.422989e-02 3.6e-05 1.6e-04 1.0e+00
5 1 1.0e+00 1.422983e-02 6.4e-08 5.4e-07 1.0e+00
6 1 1.0e+00 1.422983e-02 9.8e-13 3.4e-09 1.0e+00

Exit from NP problem after 6 major iterations, 8 minor iterations.

Varbl State Value Lower Bound Upper Bound Lagr Mult Residual
V 1 FR 4.19953e-01 4.00000e-01 None 0.0000e+00 1.9953e-02
V 2 FR 1.28485e+00 -4.00000e+00 None 0.0000e+00 5.2848e+00

L Con State Value Lower Bound Upper Bound Lagr Mult Residual
L 1 FR 1.70480e+00 1.00000e+00 None 0.0000e+00 7.0480e-01

N Con State Value Lower Bound Upper Bound Lagr Mult Residual
N 1 LL -9.76774e-13 0.00000e+00 None 3.3358e-02 -9.7677e-13

Optimal solution found.

Final objective value = 1.4229835e-02

11 Further Description

This section gives a detailed description of the algorithm used in nag_opt_nlin_lsq (e04unc). This, and
possibly the next section, Section 12, may be omitted if the more sophisticated features of the algorithm
and software are not currently of interest.

11.1 Overview

nag_opt_nlin_lsq (e04unc) is based on the same algorithm as used in subroutine NPSOL described in
Gill et al. (1986b).

At a solution of (1), some of the constraints will be active, i.e., satisfied exactly. An active simple
bound constraint implies that the corresponding variable is fixed at its bound, and hence the variables
are partitioned into fixed and free variables. Let C denote the m by n matrix of gradients of the active
general linear and nonlinear constraints. The number of fixed variables will be denoted by nFX, with
nFR nFR ¼ n� nFXð Þ the number of free variables. The subscripts ‘FX’ and ‘FR’ on a vector or matrix
will denote the vector or matrix composed of the elements corresponding to fixed or free variables.

A point x is a first-order Kuhn–Tucker point for (1) (see, e.g., Powell (1974)) if the following
conditions hold:

(i) x is feasible;

(ii) there exist vectors � and � (the Lagrange multiplier vectors for the bound and general constraints)
such that

g ¼ CT�þ � ð2Þ

where g is the gradient of F evaluated at x, and �j ¼ 0 if the jth variable is free.

(iii) The Lagrange multiplier corresponding to an inequality constraint active at its lower bound must be
non-negative, and it must be non-positive for an inequality constraint active at its upper bound.

Let Z denote a matrix whose columns form a basis for the set of vectors orthogonal to the rows of CFR;
i.e., CFRZ ¼ 0. An equivalent statement of the condition (2) in terms of Z is

ZTgFR ¼ 0:

The vector ZTgFR is termed the projected gradient of F at x. Certain additional conditions must be
satisfied in order for a first-order Kuhn–Tucker point to be a solution of (1) (see, e.g., Powell (1974)).
nag_opt_nlin_lsq (e04unc) implements a sequential quadratic programming (SQP) method. For an
overview of SQP methods, see, for example, Fletcher (1987), Gill et al. (1981) and Powell (1983).
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The basic structure of nag_opt_nlin_lsq (e04unc) involves major and minor iterations. The major
iterations generate a sequence of iterates xkf g that converge to x�, a first-order Kuhn–Tucker point of
(1). At a typical major iteration, the new iterate �x is defined by

�x ¼ xþ �p ð3Þ

where x is the current iterate, the non-negative scalar � is the step length, and p is the search direction.
(For simplicity, we shall always consider a typical iteration and avoid reference to the index of the
iteration.) Also associated with each major iteration are estimates of the Lagrange multipliers and a
prediction of the active set.

The search direction p in (3) is the solution of a quadratic programming subproblem of the form

Minimize
p

gTpþ 1

2
pTHp subject to �l �

p
ALp
ANp

8<:
9=; � �u; ð4Þ

where g is the gradient of F at x, the matrix H is a positive definite quasi-Newton approximation to the
Hessian of the Lagrangian function (see Section 11.4), and AN is the Jacobian matrix of c evaluated at
x. (Finite difference estimates may be used for g and AN ; see the optional parameters options:obj deriv
and options:con deriv in Section 12.2.) Let l in (1) be partitioned into three sections: lB, lL and lN ,
corresponding to the bound, linear and nonlinear constraints. The vector �l in (4) is similarly partitioned,
and is defined as

�lB ¼ lB � x; �lL ¼ lL �ALx; and �lN ¼ lN � c;

where c is the vector of nonlinear constraints evaluated at x. The vector �u is defined in an analogous
fashion.

The estimated Lagrange multipliers at each major iteration are the Lagrange multipliers from the
subproblem (4) (and similarly for the predicted active set). (The numbers of bounds, general linear and
nonlinear constraints in the QP active set are the quantities Bnd, Lin and Nln in the output of
nag_opt_nlin_lsq (e04unc); see Section 12.3.) In nag_opt_nlin_lsq (e04unc), (4) is solved using the
same algorithm as used in function nag_opt_lin_lsq (e04ncc). Since solving a quadratic program is an
iterative procedure, the minor iterations of nag_opt_nlin_lsq (e04unc) are the iterations of
nag_opt_lin_lsq (e04ncc). (More details about solving the subproblem are given in Section 11.2.)

Certain matrices associated with the QP subproblem are relevant in the major iterations. Let the
subscripts ‘FX’ and ‘FR’ refer to the predicted fixed and free variables, and let C denote the m by n
matrix of gradients of the general linear and nonlinear constraints in the predicted active set. First, we
have available the TQ factorization of CFR:

CFRQFR ¼ 0 T
� �

; ð5Þ

where T is a nonsingular m by m reverse-triangular matrix (i.e., tij ¼ 0 if iþ j < m, and the
nonsingular nFR by nFR matrix QFR is the product of orthogonal transformations (see Gill et al. (1984)).
Second, we have the upper triangular Cholesky factor R of the transformed and re-ordered Hessian
matrix

RTR ¼ HQ � QT ~HQ; ð6Þ

where ~H is the Hessian H with rows and columns permuted so that the free variables are first, and Q is
the n by n matrix

Q ¼ QFR
IFX

� �
ð7Þ

with IFX the identity matrix of order nFX. If the columns of QFR are partitioned so that

QFR ¼ Z Y
� �

;

the nZ nZ � nFR �mð Þ columns of Z form a basis for the null space of CFR. The matrix Z is used to
compute the projected gradient ZTgFR at the current iterate. (The values Nz, Norm Gf and Norm Gz

printed by nag_opt_nlin_lsq (e04unc) give nZ and the norms of gFR and ZTgFR; see Section 12.3.)
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A theoretical characteristic of SQP methods is that the predicted active set from the QP subproblem (4)
is identical to the correct active set in a neighbourhood of x�. In nag_opt_nlin_lsq (e04unc), this feature
is exploited by using the QP active set from the previous iteration as a prediction of the active set for
the next QP subproblem, which leads in practice to optimality of the subproblems in only one iteration
as the solution is approached. Separate treatment of bound and linear constraints in nag_opt_nlin_lsq
(e04unc) also saves computation in factorizing CFR and HQ.

Once p has been computed, the major iteration proceeds by determining a step length � that produces a
‘sufficient decrease’ in an augmented Lagrangian merit function (see Section 11.3). Finally, the
approximation to the transformed Hessian matrix HQ is updated using a modified BFGS quasi-Newton
update (see Section 11.4) to incorporate new curvature information obtained in the move from x to �x.

On entry to nag_opt_nlin_lsq (e04unc), an iterative procedure from nag_opt_lin_lsq (e04ncc) is
executed, starting with the user-provided initial point, to find a point that is feasible with respect to the
bounds and linear constraints (using the tolerance specified by options:lin feas tol; see Section 12.2). If
no feasible point exists for the bound and linear constraints, (1) has no solution and nag_opt_nlin_lsq
(e04unc) terminates. Otherwise, the problem functions will thereafter be evaluated only at points that
are feasible with respect to the bounds and linear constraints. The only exception involves variables
whose bounds differ by an amount comparable to the finite difference interval (see the discussion of
options:f diff int in Section 12.2). In contrast to the bounds and linear constraints, it must be
emphasized that the nonlinear constraints will not generally be satisfied until an optimal point is
reached.

Facilities are provided to check whether the user-provided gradients appear to be correct (see the
optional parameter options:verify grad in Section 12.2). In general, the check is provided at the first
point that is feasible with respect to the linear constraints and bounds. However, you may request that
the check be performed at the initial point.

In summary, the method of nag_opt_nlin_lsq (e04unc) first determines a point that satisfies the bound
and linear constraints. Thereafter, each iteration includes:

(a) the solution of a quadratic programming subproblem (see Section 11.2);

(b) a linesearch with an augmented Lagrangian merit function (see Section 11.3); and

(c) a quasi-Newton update of the approximate Hessian of the Lagrangian function (Section 11.4).

11.2 Solution of the Quadratic Programming Subproblem

The search direction p is obtained by solving (4) using the algorithm of nag_opt_lin_lsq (e04ncc) (see
Gill et al. (1986)), which was specifically designed to be used within an SQP algorithm for nonlinear
programming.

The method of nag_opt_lin_lsq (e04ncc) is a two-phase (primal) quadratic programming method. The
two phases of the method are: finding an initial feasible point by minimizing the sum of infeasibilities
(the feasibility phase), and minimizing the quadratic objective function within the feasible region (the
optimality phase). The computations in both phases are performed by the same segments of code. The
two-phase nature of the algorithm is reflected by changing the function being minimized from the sum
of infeasibilities to the quadratic objective function.

In general, a quadratic program must be solved by iteration. Let p denote the current estimate of the
solution of 4; the new iterate �p is defined by

�p ¼ pþ �d ð8Þ

where, as in (3), � is a non-negative step length and d is a search direction.

At the beginning of each iteration of nag_opt_lin_lsq (e04ncc), a working set is defined of constraints
(general and bound) that are satisfied exactly. The vector d is then constructed so that the values of
constraints in the working set remain unaltered for any move along d. For a bound constraint in the
working set, this property is achieved by setting the corresponding element of d to zero, i.e., by fixing
the variable at its bound. As before, the subscripts ‘FX’ and ‘FR’ denote selection of the elements
associated with the fixed and free variables.
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Let C denote the sub-matrix of rows of

AL

AN

� �
corresponding to general constraints in the working set. The general constraints in the working set will
remain unaltered if

CFRdFR ¼ 0 ð9Þ

which is equivalent to defining dFR as

dFR ¼ ZdZ ð10Þ

for some vector dZ, where Z is the matrix associated with the TQ factorization (5) of CFR.

The definition of dZ in (10) depends on whether the current p is feasible. If not, dZ is zero except for an
element � in the jth position, where j and � are chosen so that the sum of infeasibilities is decreasing
along d. (For further details, see Gill et al. (1986).) In the feasible case, dZ satisfies the equations

RT
ZRZdZ ¼ �ZTqFR ð11Þ

where RZ is the Cholesky factor of ZTHFRZ and q is the gradient of the quadratic objective function
q ¼ gþHpð Þ. (The vector ZTqFR is the projected gradient of the QP.) With (11), pþ d is the minimizer
of the quadratic objective function subject to treating the constraints in the working set as equalities.

If the QP projected gradient is zero, the current point is a constrained stationary point in the subspace
defined by the working set. During the feasibility phase, the projected gradient will usually be zero only
at a vertex (although it may vanish at non-vertices in the presence of constraint dependencies). During
the optimality phase, a zero projected gradient implies that p minimizes the quadratic objective function
when the constraints in the working set are treated as equalities. In either case, Lagrange multipliers are
computed. Given a positive constant � of the order of the machine precision, the Lagrange multiplier �j
corresponding to an inequality constraint in the working set at its upper bound is said to be optimal if
�j � � when the jth constraint is at its upper bound, or if �j 	 �� when the associated constraint is at
its lower bound. If any multiplier is non-optimal, the current objective function (either the true objective
or the sum of infeasibilities) can be reduced by deleting the corresponding constraint from the working
set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, no
feasible point exists. The QP algorithm will then continue iterating to determine the minimum sum of
infeasibilities. At this point, the Lagrange multiplier �j will satisfy � 1þ �ð Þ � �j � � for an inequality
constraint at its upper bound, and �� � �j � 1þ �ð Þ for an inequality at its lower bound. The Lagrange
multiplier for an equality constraint will satisfy �j

		 		 � 1þ �.

The choice of step length � in the QP iteration (8) is based on remaining feasible with respect to the
satisfied constraints. During the optimality phase, if pþ d is feasible, � will be taken as unity. (In this
case, the projected gradient at �p will be zero.) Otherwise, � is set to �M , the step to the ‘nearest’
constraint, which is added to the working set at the next iteration.

Each change in the working set leads to a simple change to CFR: if the status of a general constraint
changes, a row of CFR is altered; if a bound constraint enters or leaves the working set, a column of CFR

changes. Explicit representations are recurred of the matrices T , QFR and R, and of the vectors QTq and
QTg.

11.3 The Merit Function

After computing the search direction as described in Section 11.2, each major iteration proceeds by
determining a step length � in (3) that produces a ‘sufficient decrease’ in the augmented Lagrangian
merit function

L x; �; sð Þ ¼ F xð Þ �
X
i

�i ci xð Þ � sið Þ þ 1

2

X
i

�i ci xð Þ � sið Þ2; ð12Þ

where x, � and s vary during the linesearch. The summation terms in (12) involve only the nonlinear
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constraints. The vector � is an estimate of the Lagrange multipliers for the nonlinear constraints of (1).
The non-negative slack variables sif g allow nonlinear inequality constraints to be treated without
introducing discontinuities. The solution of the QP subproblem (4) provides a vector triple that serves
as a direction of search for the three sets of variables. The non-negative vector � of penalty parameters
is initialized to zero at the beginning of the first major iteration. Thereafter, selected elements are
increased whenever necessary to ensure descent for the merit function. Thus, the sequence of norms of
� (the printed quantity Penalty; see Section 12.3) is generally nondecreasing, although each �i may be
reduced a limited number of times.

The merit function (12) and its global convergence properties are described in Gill et al. (1986a).

11.4 The Quasi–Newton Update

The matrix H in (4) is a positive definite quasi-Newton approximation to the Hessian of the Lagrangian
function. (For a review of quasi-Newton methods, see Dennis and Schnabel (1983).) At the end of each
major iteration, a new Hessian approximation �H is defined as a rank-two modification of H. In
nag_opt_nlin_lsq (e04unc), the BFGS quasi-Newton update is used:

�H ¼ H � 1

sTHs
HssTH þ 1

yTs
yyT; ð13Þ

where s ¼ �x� x (the change in x).

In nag_opt_nlin_lsq (e04unc), H is required to be positive definite. If H is positive definite, �H defined
by (13) will be positive definite if and only if yTs is positive (see, e.g., Dennis and Moré (1977)).
Ideally, y in (13) would be taken as yL, the change in gradient of the Lagrangian function

yL ¼ �g� �AT
N�N � gþAT

N�N ð14Þ

where �N denotes the QP multipliers associated with the nonlinear constraints of the original problem.
If yTLs is not sufficiently positive, an attempt is made to perform the update with a vector y of the form

y ¼ yL þ
X
i

!i ai �xð Þci �xð Þ � ai xð Þci xð Þð Þ;

where !i 	 0. If no such vector can be found, the update is performed with a scaled yL; in this case, M
is printed to indicate that the update was modified.

Rather than modifying H itself, the Cholesky factor of the transformed Hessian HQ (6) is updated,
where Q is the matrix from (5) associated with the active set of the QP subproblem. The update (12) is
equivalent to the following update to HQ:

�HQ ¼ HQ �
1

sTQHQsQ
HQsQs

T
QHQ þ

1

yTQsQ
yQy

T
Q; ð15Þ

where yQ ¼ QTy, and sQ ¼ QTs. This update may be expressed as a rank-one update to R (see Dennis
and Schnabel (1981)).

12 Optional Parameters

A number of optional input and output arguments to nag_opt_nlin_lsq (e04unc) are available through
the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning an
appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_nlin_lsq (e04unc); the
default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.
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If assignment of functions and memory to pointers in the options structure is required, then this must
be done directly in the calling program; they cannot be assigned using nag_opt_read (e04xyc).

12.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_nlin_lsq (e04unc) together with their default values where relevant. The number � is a
generic notation for machine precision (see nag_machine_precision (X02AJC)).

Nag_Start start Nag Cold
Boolean list Nag_TRUE
Nag_PrintType print_level Nag Soln Iter
Nag_PrintType minor_print_level Nag NoPrint
char outfile[80] stdout
void (*print_fun)() NULL
Boolean obj_deriv Nag_TRUE
Boolean con_deriv Nag_TRUE
Nag_GradChk verify_grad Nag SimpleCheck
Nag_DPrintType print_deriv Nag D Full
Integer obj_check_start 1
Integer obj_check_stop n
Integer con_check_start 1
Integer con_check_stop n
double f_diff_int Computed automatically
double c_diff_int Computed automatically
Integer max_iter max 50; 3 nþ nclinð Þ þ 10ncnlinð Þ
Integer minor_max_iter max 50; 3 nþ nclinþ ncnlinð Þð Þ
double f_prec �0:9

double optim_tol options:f prec0:8

double lin_feas_tol
ffiffi
�
p

double nonlin_feas_tol �0:33 or
ffiffi
�
p

double linesearch_tol 0.9
double step_limit 2:0
double crash_tol 0.01
double inf_bound 1020

double inf_step max options:inf bound; 1020
� �

double *conf size ncnlin
double *conjac size ncnlin� n
Integer *state size nþ nclinþ ncnlin
double *lambda size nþ nclinþ ncnlin
double *h size n� n
Boolean hessian Nag_FALSE
Boolean h_unit_init Nag_FALSE
Integer h_reset_freq 2
Integer iter
Integer nf

12.2 Description of the Optional Parameters

start – Nag_Start Default ¼ Nag Cold

On entry: specifies how the initial working set is chosen in both the procedure for finding a feasible
point for the linear constraints and bounds, and in the first QP subproblem thereafter. With
options:start ¼ Nag Cold, nag_opt_nlin_lsq (e04unc) chooses the initial working set based on the
values of the variables and constraints at the initial point. Broadly speaking, the initial working set will
include equality constraints and bounds or inequality constraints that violate or ‘nearly’ satisfy their
bounds (to within the value of the optional parameter options:crash tol; see below).
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With options:start ¼ Nag Warm, you must provide a valid definition of every array element of the
optional parameters options:state, options:lambda and options:h (see below for their definitions). The
options:state values associated with bounds and linear constraints determine the initial working set of
the procedure to find a feasible point with respect to the bounds and linear constraints. The
options:state values associated with nonlinear constraints determine the initial working set of the first
QP subproblem after such a feasible point has been found. nag_opt_nlin_lsq (e04unc) will override
your specification of options:state if necessary, so that a poor choice of the working set will not cause a
fatal error. For instance, any elements of options:state which are set to �2;�1 or 4 will be reset to
zero, as will any elements which are set to 3 when the corresponding elements of bl and bu are not
equal. A warm start will be advantageous if a good estimate of the initial working set is available – for
example, when nag_opt_nlin_lsq (e04unc) is called repeatedly to solve related problems.

Constraint: options:start ¼ Nag Cold or Nag Warm.

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_nlin_lsq (e04unc)
will be printed.

print level – Nag_PrintType Default ¼ Nag Soln Iter

On entry: the level of results printout produced by nag_opt_nlin_lsq (e04unc) at each major iteration.
The following values are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds 80
characters).

Nag Soln Iter The final solution and one line of output for each iteration.

Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds 80
characters).

Nag Soln Iter Const As Nag Soln Iter Long with the objective function, the values of the variables,
the Euclidean norm of the nonlinear constraint violations, the nonlinear
constraint values, c, and the linear constraint values ALx also printed at each
iteration.

Nag Soln Iter Full As Nag Soln Iter Const with the diagonal elements of the upper triangular
matrix T associated with the TQ factorization (see (5)) of the QP working set,
and the diagonal elements of R, the triangular factor of the transformed and re-
ordered Hessian (see (6)).

Details of each level of results printout are described in Section 12.3.

Constraint: options:print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter, Nag Iter Long,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

minor print level – Nag_PrintType Default ¼ Nag NoPrint

On entry: the level of results printout produced by the minor iterations of nag_opt_nlin_lsq (e04unc) (i.
e., the iterations of the QP subproblem). The following values are available:

Nag NoPrint No output.

Nag Soln The final solution.

Nag Iter One line of output for each iteration.

Nag Iter Long A longer line of output for each iteration with more information (line exceeds 80
characters).

Nag Soln Iter The final solution and one line of output for each iteration.
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Nag Soln Iter Long The final solution and one long line of output for each iteration (line exceeds 80
characters).

Nag Soln Iter Const As Nag Soln Iter Long with the Lagrange multipliers, the variables x, the
constraint values ALx and the constraint status also printed at each iteration.

Nag Soln Iter Full As Nag Soln Iter Const with the diagonal elements of the upper triangular
matrix T associated with the TQ factorization (see (4) in nag_opt_lin_lsq
(e04ncc)) of the working set, and the diagonal elements of the upper triangular
matrix R printed at each iteration.

Details of each level of results printout are described in Section 12.3 in nag_opt_lin_lsq (e04ncc).
(options:minor print level in the present function is equivalent to options:print level in
nag_opt_lin_lsq (e04ncc).)

C o n s t r a i n t : options:minor print level ¼ Nag NoPrint, Nag Soln, Nag Iter, Nag Soln Iter,
Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

print fun – pointer to function Default ¼ NULL

On entry: printing function defined by you; the prototype of options:print fun is

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

See Section 12.3.1 below for further details.

obj deriv – Nag_Boolean Default ¼ Nag TRUE

On entry: this argument indicates whether all elements of the objective Jacobian are provided in
function objfun. If none or only some of the elements are being supplied by objfun then
options:obj deriv should be set to Nag_FALSE.

Whenever possible all elements should be supplied, since nag_opt_nlin_lsq (e04unc) is more reliable
and will usually be more efficient when all derivatives are exact.

If options:obj deriv ¼ Nag FALSE, nag_opt_nlin_lsq (e04unc) will approximate unspecified elements
of the objective Jacobian, using finite differences. The computation of finite difference approximations
usually increases the total run-time, since a call to objfun is required for each unspecified element.
Furthermore, less accuracy can be attained in the solution (see Gill et al. (1981), for a discussion of
limiting accuracy).

At times, central differences are used rather than forward differences, in which case twice as many calls
to objfun are needed. (The switch to central differences is not under your control.)

con deriv – Nag_Boolean Default ¼ Nag TRUE

On entry: this argument indicates whether all elements of the constraint Jacobian are provided in
function confun. If none or only some of the derivatives are being supplied by confun then
options:con deriv should be set to Nag_FALSE.

Whenever possible all elements should be supplied, since nag_opt_nlin_lsq (e04unc) is more reliable
and will usually be more efficient when all derivatives are exact.

If options:con deriv ¼ Nag FALSE, nag_opt_nlin_lsq (e04unc) will approximate unspecified elements
of the constraint Jacobian. One call to confun is needed for each variable for which partial derivatives
are not available. For example, if the constraint Jacobian has the form

� � � �
� ? ? �
� � ? �
� � � �

0B@
1CA
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where � indicates a provided element and ‘?’ indicates an unspecified element, nag_opt_nlin_lsq
(e04unc) will call confun twice: once to estimate the missing element in column 2, and again to
estimate the two missing elements in column 3. (Since columns 1 and 4 are known, they require no
calls to confun.)

At times, central differences are used rather than forward differences, in which case twice as many calls
to confun are needed. (The switch to central differences is not under your control.)

verify grad – Nag_GradChk Default ¼ Nag SimpleCheck

On entry: specifies the level of derivative checking to be performed by nag_opt_nlin_lsq (e04unc) on
the gradient elements computed by the user-supplied functions objfun and confun.

The following values are available:

Nag NoCheck No derivative checking is performed.

Nag SimpleCheck Perform a simple check of both the objective and constraint gradients.

Nag CheckObj Perform a component check of the objective gradient elements.

Nag CheckCon Perform a component check of the constraint gradient elements.

Nag CheckObjCon Perform a component check of both the objective and constraint gradient
elements.

Nag XSimpleCheck Perform a simple check of both the objective and constraint gradients at the
initial value of x specified in x.

Nag XCheckObj Perform a component check of the objective gradient elements at the initial
value of x specified in x.

Nag XCheckCon Perform a component check of the constraint gradient elements at the initial
value of x specified in x.

Nag XCheckObjCon Perform a component check of both the objective and constraint gradient
elements at the initial value of x specified in x.

If options:verify grad ¼ Nag SimpleCheck or Nag XSimpleCheck then a simple ‘cheap’ test is
performed, which requires only one call to objfun and one call to confun . If
options:verify grad ¼ Nag CheckObj, Nag CheckCon or Nag CheckObjCon then a more reliable
(but more expensive) test will be made on individual gradient components. This component check will
be made in the range specified by the optional parameter options:obj check start and
options:obj check stop for the objective gradient, with default values 1 and n, respectively. For the
constraint gradient the range is specified by options:con check start and options:con check stop, with
default values 1 and n.

The procedure for the derivative check is based on finding an interval that produces an acceptable
estimate of the second derivative, and then using that estimate to compute an interval that should
produce a reasonable forward-difference approximation. The gradient element is then compared with
the difference approximation. (The method of finite difference interval estimation is based on Gill et al.
(1983).) The result of the test is printed out by nag_opt_nlin_lsq (e04unc) if the optional parameter
options:print deriv 6¼ Nag D NoPrint.

Constraint: options:verify grad ¼ Nag NoCheck, Nag SimpleCheck, Nag CheckObj, Nag CheckCon,
Nag CheckObjCon, Nag XSimpleCheck, Nag XCheckObj, Nag XCheckCon or Nag XCheckObjCon.

print deriv – Nag_DPrintType Default ¼ Nag D Full

On entry: controls whether the results of any derivative checking are printed out (see optional parameter
options:verify grad).

If a component derivative check has been carried out, then full details will be printed if
options:print deriv ¼ Nag D Full. For a printout summarising the results of a component derivative
check set options:print deriv ¼ Nag D Sum. If only a simple derivative check is requested then
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Nag D Sum and Nag D Full will give the same level of output. To prevent any printout from a
derivative check set options:print deriv ¼ Nag D NoPrint.

Constraint: options:print deriv ¼ Nag D NoPrint, Nag D Sum or Nag D Full.

obj check start – Integer Default ¼ 1
obj check stop – Integer Default ¼ n

These options take effect only when options:verify grad ¼ Nag CheckObj, Nag CheckObjCon,
Nag XCheckObj or Nag XCheckObjCon.

On entry: these arguments may be used to control the verification of Jacobian elements computed by the
function objfun. For example, if the first 30 columns of the objective Jacobian appeared to be correct in
an earlier run, so that only column 31 remains questionable, it is reasonable to specify
options:obj check start ¼ 31. If the first 30 variables appear linearly in the subfunctions, so that the
corresponding Jacobian elements are constant, the above choice would also be appropriate.

Constraint: 1 � options:obj check start � options:obj check stop � n.

con check start – Integer Default ¼ 1
con check stop – Integer Default ¼ n

These options take effect only when options:verify grad ¼ Nag CheckCon, Nag CheckObjCon,
Nag XCheckCon or Nag XCheckObjCon.

On entry: these arguments may be used to control the verification of the Jacobian elements computed by
the function confun. For example, if the first 30 columns of the constraint Jacobian appeared to be
correct in an earlier run, so that only column 31 remains questionable, it is reasonable to specify
options:con check start ¼ 31.

Constraint: 1 � options:con check start � options:con check stop � n.

f diff int – double Default ¼ computed automatically

On entry: defines an interval used to estimate derivatives by finite differences in the following
circumstances:

(a) For verifying the objective and/or constraint gradients (see the description of the optional
parameter options:verify grad).

(b) For estimating unspecified elements of the objective and/or constraint Jacobian matrix.

In general, using the notation r ¼ options:f diff int, a derivative with respect to the jth variable is
approximated using the interval �j, where �j ¼ r 1þ x̂j

		 		� �
, with x̂ the first point feasible with respect to

the bounds and linear constraints. If the functions are well scaled, the resulting derivative
approximation should be accurate to O rð Þ. See Chapter 8 of Gill et al. (1981) for a discussion of
the accuracy in finite difference approximations.

If a difference interval is not specified by you, a finite difference interval will be computed
automatically for each variable by a procedure that requires up to six calls of confun and objfun for
each element. This option is recommended if the function is badly scaled or you wish to have
nag_opt_nlin_lsq (e04unc) determine constant elements in the objective and constraint gradients (see
the descriptions of confun and objfun in Section 5).

Constraint: � � options:f diff int < 1:0.

c diff int – double Default ¼ computed automatically

On entry: if the algorithm switches to central differences because the forward-difference approximation
is not sufficiently accurate the value of options:c diff int is used as the difference interval for every
element of x. The switch to central differences is indicated by C at the end of each line of intermediate
printout produced by the major iterations (see Section 5.1). The use of finite differences is discussed
under the option options:f diff int.

Constraint: � � options:c diff int < 1:0.
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max iter – Integer Default ¼ max 50; 3 nþ nclinð Þ þ 10ncnlinð Þ
On entry: the maximum number of major iterations allowed before termination.

Constraint: options:max iter 	 0.

minor max iter – Integer Default ¼ max 50; 3 nþ nclinþ ncnlinð Þð Þ
On entry: the maximum number of iterations for finding a feasible point with respect to the bounds and
linear constraints (if any). The value also specifies the maximum number of minor iterations for the
optimality phase of each QP subproblem.

Constraint: options:minor max iter 	 0.

f prec – double Default ¼ �0:9

On entry: this argument defines �r, which is intended to be a measure of the accuracy with which the
problem functions F xð Þ and c xð Þ can be computed.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large, and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981), for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However, when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that nag_opt_nlin_lsq (e04unc) will not attempt to distinguish
between function values that differ by less than the error inherent in the calculation.

Constraint: � � options:f prec < 1:0.

optim tol – double Default ¼ options:f prec0:8

On entry: specifies the accuracy to which you wish the final iterate to approximate a solution of the
problem. Broadly speaking, options:optim tol indicates the number of correct figures desired in the
objective function at the solution. For example, if options:optim tol is 10�6 and nag_opt_nlin_lsq
(e04unc) terminates successfully, the final value of F should have approximately six correct figures.

nag_opt_nlin_lsq (e04unc) will terminate successfully if the iterative sequence of x-values is judged to
have converged and the final point satisfies the first-order Kuhn–Tucker conditions (see Section 11.1).
The sequence of iterates is considered to have converged at x if

� pk k �
ffiffiffi
r
p

1þ xk kð Þ; ð16Þ

where p is the search direction, � the step length, and r is the value of options:optim tol. An iterate is
considered to satisfy the first-order conditions for a minimum if

ZTgFR
�� �� � ffiffiffi

r
p

1þmax 1þ F xð Þj j; gFRk kð Þð Þ ð17Þ

and

resj
		 		 � ftol for all j; ð18Þ

where ZTgFR is the projected gradient (see Section 11.1), gFR is the gradient of F xð Þ with respect to the
free variables, resj is the violation of the jth active nonlinear constraint, and ftol is the value of the
optional parameter options:nonlin feas tol.

Constraint: options:f prec � options:optim tol < 1:0.

lin feas tol – double Default ¼
ffiffi
�
p

On entry: defines the maximum acceptable absolute violations in the linear constraints at a ‘feasible’
point; i.e., a linear constraint is considered satisfied if its violation does not exceed options:lin feas tol.
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On entry to nag_opt_nlin_lsq (e04unc), an iterative procedure is executed in order to find a point that
satisfies the linear constraints and bounds on the variables to within the tolerance specified by
options:lin feas tol. All subsequent iterates will satisfy the constraints to within the same tolerance
(unless options:lin feas tol is comparable to the finite difference interval).

This tolerance should reflect the precision of the linear constraints. For example, if the variables and the
coefficients in the linear constraints are of order unity, and the latter are correct to about 6 decimal
digits, it would be appropriate to specify options:lin feas tol as 10�6.

Constraint: � � options:lin feas tol < 1:0.

nonlin feas tol – double Default ¼ �0:33 or
ffiffi
�
p

The default is �0:33 if the optional parameter options:con deriv ¼ Nag FALSE, and
ffiffi
�
p

otherwise.

On entry: defines the maximum acceptable absolute violations in the nonlinear constraints at a ‘feasible’
point; i.e., a nonlinear constraint is considered satisfied if its violation does not exceed
options:nonlin feas tol.

This tolerance defines the largest constraint violation that is acceptable at an optimal point. Since
nonlinear constraints are generally not satisfied until the final iterate, the value of
options:nonlin feas tol acts as a partial termination criterion for the iterative sequence generated by
nag_opt_nlin_lsq (e04unc) (see also the discussion of the optional parameter options:optim tol).

This tolerance should reflect the precision of the nonlinear constraint functions calculated by confun.

Constraint: � � options:nonlin feas tol < 1:0.

linesearch tol – double Default ¼ 0:9

On entry: controls the accuracy with which the step � taken during each iteration approximates a
minimum of the merit function along the search direction (the smaller the value of
options:linesearch tol, the more accurate the line search). The default value requests an inaccurate
search, and is appropriate for most problems, particularly those with any nonlinear constraints.

If there are no nonlinear constraints, a more accurate search may be appropriate when it is desirable to
reduce the number of major iterations – for example, if the objective function is cheap to evaluate, or if
a substantial number of derivatives are unspecified.

Constraint: 0:0 � options:linesearch tol < 1:0.

step limit – double Default ¼ 2:0

On entry: specifies the maximum change in the variables at the first step of the line search. In some
cases, such as F xð Þ ¼ aebx or F xð Þ ¼ axb, even a moderate change in the elements of x can lead to
floating-point overflow. The argument options:step limit is therefore used to encourage evaluation of
the problem functions at meaningful points. Given any major iterate x, the first point ~x at which F and
c are evaluated during the line search is restricted so that

~x� xk k2 � r 1þ xk k2
� �

;

where r is the value of options:step limit.

The line search may go on and evaluate F and c at points further from x if this will result in a lower
value of the merit function. In this case, the character L is printed at the end of each line of output
produced by the major iterations (see Section 5.1). If L is printed for most of the iterations,
options:step limit should be set to a larger value.

Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at wild values. The default value of options:step limit ¼ 2:0 should not affect progress on
well-behaved functions, but values such as 0.1 or 0.01 may be helpful when rapidly varying functions
are present. If a small value of options:step limit is selected, a good starting point may be required. An
important application is to the class of nonlinear least squares problems.

Constraint: options:step limit > 0:0.
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crash tol – double Default ¼ 0:01

On entry: options:crash tol is used during a ‘cold start’ when nag_opt_nlin_lsq (e04unc) selects an
initial working set (options:start ¼ Nag Cold). The initial working set will include (if possible) bounds
or general inequality constraints that lie within options:crash tol of their bounds. In particular, a
cons t ra in t of the form aTj x 	 l wil l be inc luded in the in i t ia l working se t i f

aTj x� l
			 			 � options:crash tol� 1þ lj jð Þ.

Constraint: 0:0 � options:crash tol � 1:0.

inf bound – double Default ¼ 1020

On entry: options:inf bound defines the ‘infinite’ bound in the definition of the problem constraints.
Any upper bound greater than or equal to options:inf bound will be regarded as þ1 (and similarly
any lower bound less than or equal to �options:inf bound will be regarded as �1).

Constraint: options:inf bound > 0:0.

inf step – double Default ¼ max options:inf bound; 1020
� �

On entry: options:inf step specifies the magnitude of the change in variables that will be considered a
step to an unbounded solution. If the change in x during an iteration would exceed the value of
options:inf step, the objective function is considered to be unbounded below in the feasible region.

Constraint: options:inf step > 0:0.

conf – double * Default memory ¼ nclin

On entry: ncnlin values of memory will be automatically allocated by nag_opt_nlin_lsq (e04unc) and
this is the recommended method of use of options:conf. However you may supply memory from the
calling program.

On exit: if ncnlin > 0, options:conf½i� 1� contains the value of the ith nonlinear constraint function ci
at the final iterate.

If ncnlin ¼ 0 then options:conf will not be referenced.

conjac – double * Default memory ¼ nclin� n

On entry: ncnlin� n values of memory will be automatically allocated by nag_opt_nlin_lsq (e04unc)
and this is the recommended method of use of options:conjac. However you may supply memory from
the calling program.

On exit: if ncnlin > 0, conjac contains the Jacobian matrix of the nonlinear constraint functions at the
final iterate, i.e., conjac½ i � 1ð Þ ¼ �nþ j � 1� contains the partial derivative of the ith constraint
function with respect to the jth variable, for i ¼ 1; 2; . . . ; ncnlin and j ¼ 1; 2; . . . ; n. (See the discussion
of the argument conjac under confun.)

If ncnlin ¼ 0 then conjac will not be referenced.

state – Integer * Default memory ¼ nþ nclinþ ncnlin

On entry: options:state need not be set if the default option of options:start ¼ Nag Cold is used as
nþ nclinþ ncnlin values of memory will be automatically allocated by nag_opt_nlin_lsq (e04unc).

If the option options:start ¼ Nag Warm has been chosen, options:state must point to a minimum of
nþ nclinþ ncnlin elements of memory. This memory will already be available if the options structure
has been used in a previous call to nag_opt_nlin_lsq (e04unc) from the calling program, with
options:start ¼ Nag Cold and the same values of n, nclin and ncnlin. If a previous call has not been
made, sufficient memory must be allocated by you.

When a ‘warm start’ is chosen options:state should specify the status of the bounds and linear
constraints at the start of the feasibility phase. More precisely, the first n elements of options:state refer
to the upper and lower bounds on the variables, the next nclin elements refer to the general linear
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constraints and the following ncnlin elements refer to the nonlinear constraints. Possible values for
options:state½j� 1� are as follows:

options:state½j� 1� Meaning
0 The corresponding constraint is not in the initial QP working set.
1 This inequality constraint should be in the initial working set at its lower bound.
2 This inequality constraint should be in the initial working set at its upper bound.
3 This equality constraint should be in the initial working set. This value must only

be specified if bl½j� 1� ¼ bu½j� 1�.

The values �2, �1 and 4 are also acceptable but will be reset to zero by the function, as will any
elements which are set to 3 when the corresponding elements of bl and bu are not equal. If
nag_opt_nlin_lsq (e04unc) has been called previously with the same values of n, nclin and ncnlin, then
options:state already contains satisfactory information. (See also the description of the optional
parameter options:start.) The function also adjusts (if necessary) the values supplied in x to be
consistent with the values supplied in options:state.

Constraint: �2 � options:state½j � 1� � 4, for j ¼ 1; 2; . . . ; nþ nclinþ ncnlin.

On exit: the status of the constraints in the QP working set at the point returned in x. The significance
of each possible value of options:state½j� 1� is as follows:

options:state½j� 1� Meaning
�2 The constraint violates its lower bound by more than the appropriate feasibility

tolerance (see the options options:lin feas tol and options:nonlin feas tol). This
value can occur only when no feasible point can be found for a QP subproblem.

�1 The constraint violates its upper bound by more than the appropriate feasibility
tolerance (see the options options:lin feas tol and options:nonlin feas tol). This
value can occur only when no feasible point can be found for a QP subproblem.

0 The constraint is satisfied to within the feasibility tolerance, but is not in the QP
working set.

1 This inequality constraint is included in the QP working set at its lower bound.
2 This inequality constraint is included in the QP working set at its upper bound.
3 This constraint is included in the working set as an equality. This value of

options:state can occur only when bl½j� 1� ¼ bu½j� 1�.

lambda – double * Default memory ¼ nþ nclinþ ncnlin

On entry: options:lambda need not be set if the default option options:start ¼ Nag Cold is used as
nþ nclinþ ncnlin values of memory will be automatically allocated by nag_opt_nlin_lsq (e04unc).

If the option options:start ¼ Nag Warm has been chosen, options:lambda must point to a minimum of
nþ nclinþ ncnlin elements of memory. This memory will already be available if the options structure
has been used in a previous call to nag_opt_nlin_lsq (e04unc) from the calling program, with
options:start ¼ Nag Cold and the same values of n, nclin and ncnlin. If a previous call has not been
made, sufficient memory must be allocated by you.

When a ‘warm start’ is chosen options:lambda½j � 1� must contain a multiplier estimate for each
nonlinear constraint with a sign that matches the status of the constraint specified by options:state, for
j ¼ nþ nclinþ 1; . . . ; nþ nclinþ ncnlin. The remaining elements need not be set.

Note that if the jth constraint is defined as ‘inactive’ by the initial value of the options:state array (i.e.,
options:state½j� 1� ¼ 1), options:lambda½j� 1� should be zero; if the jth constraint is an inequality
active at its lower bound (i.e., options:state½j� 1� ¼ 0), options:lambda½j� 1� should be non-negative;
if the jth constraint is an inequality active at its upper bound (i.e., options:state½j� 1� ¼ 2),
options:lambda½j� 1� should be non-positive. If necessary, the function will modify options:lambda to
match these rules.

On exit: the values of the Lagrange multipliers from the last QP subproblem. options:lambda½j� 1�
should be non-negative if options:state½j� 1� ¼ 1 and non-positive if options:state½j� 1� ¼ 2.
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h – double * Default memory ¼ n� n

On entry: options:h need not be set if the default option of options:start ¼ Nag Cold is used as n� n
values of memory will be automatically allocated by nag_opt_nlin_lsq (e04unc).

If the option options:start ¼ Nag Warm has been chosen, options:h must point to a minimum of n� n
elements of memory. This memory will already be available if the calling program has used the options
structure in a previous call to nag_opt_nlin_lsq (e04unc) with options:start ¼ Nag Cold and the same
value of n. If a previous call has not been made sufficient memory must be allocated to by you.

When options:start ¼ Nag Warm is chosen the memory pointed to by options:h must contain the upper
triangular Cholesky factor R of the initial approximation of the Hessian of the Lagrangian function,
with the variables in the natural order. Elements not in the upper triangular part of R are assumed to be
zero and need not be assigned. If a previous call has been made, with options:hessian ¼ Nag TRUE,
then options:h will already have been set correctly.

On exit: if options:hessian ¼ Nag FALSE, options:h contains the upper triangular Cholesky factor R
of QT ~HQ, an estimate of the transformed and re-ordered Hessian of the Lagrangian at x (see (6)).

If options:hessian ¼ Nag TRUE, options:h contains the upper triangular Cholesky factor R of H, the
approximate (untransformed) Hessian of the Lagrangian, with the variables in the natural order.

hessian – Nag_Boolean Default ¼ Nag FALSE

On entry: controls the contents of the optional parameter options:h on return from nag_opt_nlin_lsq
(e04unc). nag_opt_nlin_lsq (e04unc) works exclusively with the transformed and re-ordered Hessian
HQ, and hence ext ra computa t ion i s requ i red to fo rm the Hess ian i t se l f . I f
options:hessian ¼ Nag FALSE, options:h contains the Cholesky factor of the transformed and re-
ordered Hessian. If options:hessian ¼ Nag TRUE, the Cholesky factor of the approximate Hessian
itself is formed and stored in options:h. This information is required by nag_opt_nlin_lsq (e04unc) if
the next call to nag_opt_nlin_lsq (e04unc) will be made with optional parameter
options:start ¼ Nag Warm.

h unit init – Nag_Boolean Default ¼ Nag FALSE

On entry: if options:h unit init ¼ Nag FALSE the initial value of the upper triangular matrix R is set
to JTJ , where J denotes the objective Jacobian matrix rf xð Þ. JTJ is often a good approximation to
the objective Hessian matrix r2F xð Þ. If options:h unit init ¼ Nag TRUE then the initial value of R is
the unit matrix.

h reset freq – Integer Default ¼ 2

On entry: this argument allows you to reset the approximate Hessian matrix to JTJ every
options:h reset freq iterations, where J is the objective Jacobian matrix rf xð Þ.
At any point where there are no nonlinear constraints active and the values of f are small in magnitude
compared to the norm of J , JTJ will be a good approximation to the objective Hessian matrix r2F xð Þ.
Under these circumstances, frequent resetting can significantly improve the convergence rate of
nag_opt_nlin_lsq (e04unc).

Resetting is suppressed at any iteration during which there are nonlinear constraints active.

Constraint: options:h reset freq > 0.

iter – Integer

On exit: the number of major iterations which have been performed in nag_opt_nlin_lsq (e04unc).

nf – Integer

On exit: the number of times the objective function has been evaluated (i.e., number of calls of objfun).
The total excludes any calls made to objfun for purposes of derivative checking.
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12.3 Description of Printed Output

The level of printed output can be controlled with the structure members options:list,
options:print deriv, options:print level and options:minor print level (see Section 12.2). If
options:list ¼ Nag TRUE then the argument values to nag_opt_nlin_lsq (e04unc) are listed, followed
by the result of any derivative check if options:print deriv ¼ Nag D Sum or Nag D Full. The printout
of results is governed by the values of options:print level and options:minor print level. The default
of options:print level ¼ Nag Soln Iter and options:minor print level ¼ Nag NoPrint provides a single
line of output at each iteration and the final result. This section describes all of the possible levels of
results printout available from nag_opt_nlin_lsq (e04unc).

If a simple derivative check, options:verify grad ¼ Nag SimpleCheck, is requested then a statement
indicating success or failure is given. The largest error found in the objective and the constraint
Jacobian are also output.

When a component derivative check (see options:verify grad in Section 12.2) is selected the element
with the largest relative error is identified for the objective and the constraint Jacobian.

If options:print deriv ¼ Nag D Full then the following results are printed for each component:

x[i] the element of x.

dx[i] the optimal finite difference interval.

Jacobian value the Jacobian element.

Difference approxn. the finite difference approximation.

Itns the number of trials performed to find a suitable difference interval.

The indicator, OK or BAD?, states whether the Jacobian element and finite difference approximation are
in agreement. If the derivatives are believed to be in error nag_opt_nlin_lsq (e04unc) will exit with fail
set to NE_DERIV_ERRORS.

When options:print level ¼ Nag Iter or Nag Soln Iter the following line of output is produced at every
major iteration. In all cases, the values of the quantities printed are those in effect on completion of the
given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality
phases of the QP subproblem. Generally, Mnr will be 1 in the later iterations,
since theoretical analysis predicts that the correct active set will be identified
near the solution (see Section 11). Note that Mnr may be greater than the optional
parameter options:minor max iter (default value ¼ max 50; 3 nþ nL þ nNð Þð Þ;
see Section 12.2) if some iterations are required for the feasibility phase.

Step is the step taken along the computed search direction. On reasonably well-
behaved problems, the unit step will be taken as the solution is approached.

Merit function is the value of the augmented Lagrangian merit function at the current iterate.
This function will decrease at each iteration unless it was necessary to increase
the penalty parameters (see Section 11.3). As the solution is approached, Merit
function will converge to the value of the objective function at the solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line), the merit function is a large multiple of the constraint
violations, weighted by the penalty parameters. During a sequence of major
iterations with infeasible subproblems, the sequence of Merit Function values
will decrease monotonically until either a feasible subproblem is obtained or
nag_opt_nlin_lsq (e04unc) terminates with the error indicator NW_NONLIN_-
NOT_FEASIBLE (no feasible point could be found for the nonlinear
constraints).

If no nonlinear constraints are present (i.e., ncnlin ¼ 0), this entry contains
Objective, the value of the objective function F xð Þ. The objective function will
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decrease monotonically to its optimal value when there are no nonlinear
constraints.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnlin is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.1).
Norm Gz will be approximately zero in the neighbourhood of a solution.

Cond Hz is a lower bound on the condition number of the projected Hessian
approximation HZ HZ ¼ ZTHFRZ ¼ RT

ZRZ

� �
; see (6) and (11), respectively).

The larger this number, the more difficult the problem.

The line of output may be terminated by one of the following characters:

M is printed if the quasi-Newton update was modified to ensure that the Hessian
approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences were used to compute the unspecified objective
and constraint gradients. If the value of Step is zero, the switch to central
differences was made because no lower point could be found in the line search.
(In this case, the QP subproblem is re-solved with the central difference gradient
and Jacobian.) If the value of Step is nonzero, central differences were
computed because Norm Gz and Violtn imply that x is close to a Kuhn–Tucker
point (see Section 11.1).

L is printed if the line search has produced a relative change in x greater than the
value defined by the optional parameter options:step limit (default value ¼ 2:0;
see Section 12.2). If this output occurs frequently during later iterations of the
run, options:step limit should be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned, the approximate Hessian is refactorized using column interchanges.
If necessary, R is modified so that its diagonal condition estimator is bounded.

If options:print level ¼ Nag Iter Long, Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full
the line of printout at every iteration is extended to give the following additional information. (Note this
longer line extends over more than 80 characters.)

Nfun is the cumulative number of evaluations of the objective function needed for the
line search. Evaluations needed for the estimation of the gradients by finite
differences are not included. Nfun is printed as a guide to the amount of work
required for the linesearch.

Nz is the number of columns of Z (see Section 11.1). The value of Nz is the number
of variables minus the number of constraints in the predicted active set; i.e.,
Nz ¼ n� Bndþ Linþ Nlnð Þ.

Bnd is the number of simple bound constraints in the predicted active set.

Lin is the number of general linear constraints in the predicted active set.

Nln is the number of nonlinear constraints in the predicted active set (not printed if
ncnlin is zero).

Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if ncnlin is zero).

Norm Gf is the Euclidean norm of gFR, the gradient of the objective function with respect
to the free variables.

Cond H is a lower bound on the condition number of the Hessian approximation H.

e04unc NAG Library Manual

e04unc.38 Mark 26



Cond T is a lower bound on the condition number of the matrix of predicted active
constraints.

Conv is a three-letter indication of the status of the three convergence tests (16)–(18)
defined in the description of the optional parameter options:optim tol in
Section 12.2. Each letter is T if the test is satisfied, and F otherwise. The three
tests indicate whether:

(a) the sequence of iterates has converged;

(b) the projected gradient (Norm Gz) is sufficiently small; and

(c) the norm of the residuals of constraints in the predicted active set (Violtn)
is small enough.

If any of these indicators is F when nag_opt_nlin_lsq (e04unc) terminates with the error indicator
NE_NOERROR, you should check the solution carefully.

When options:print level ¼ Nag Soln Iter Const or Nag Soln Iter Full more detailed results are given
at each iteration. If options:print level ¼ Nag Soln Iter Const these additional values are: the value of
x currently held in x; the current value of the objective function; the Euclidean norm of nonlinear
constraint violations; the values of the nonlinear constraints (the vector c); and the values of the linear
constraints, (the vector ALx).

If options:print level ¼ Nag Soln Iter Full then the diagonal elements of the matrix T associated with
the TQ factorization (see (5)) of the QP working set and the diagonal elements of R, the triangular
factor of the transformed and re-ordered Hessian (see (6)) are also output at each iteration.

When options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Long, Nag Soln Iter Const or
Nag Soln Iter Full the final printout from nag_opt_nlin_lsq (e04unc) includes a listing of the status
of every variable and constraint. The following describes the printout for each variable.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State gives the state of the variable (FR if neither bound is in the active set, EQ if a
fixed variable, LL if on its lower bound, UL if on its upper bound). If Value lies
outside the upper or lower bounds by more than the feasibility tolerances
s p e c i fi e d b y t h e o p t i o n a l p a r am e t e r s options:lin feas tol a n d
options:nonlin feas tol (see Section 12.2), State will be ++ or -- respectively.

A key is sometimes printed before State to give some additional information
about the state of a variable.

A Alternative optimum possible. The variable is active at one of its bounds,
but its Lagrange Multiplier is essentially zero. This means that if the
variable were allowed to start moving away from its bound, there would
be no change to the objective function. The values of the other free
variables might change, giving a genuine alternative solution. However, if
there are any degenerate variables (labelled D), the actual change might
prove to be zero, since one of them could encounter a bound immediately.
In either case, the values of the Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is currently violating one of its bounds by more
than options:lin feas tol.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for the variable j. (None indicates that
bl½j� 1� � options:inf bound, where options:inf bound is the optional para-
meter.)

Upper bound is the upper bound specified for the variable j. (None indicates that
bu½j� 1� 	 options:inf bound, where options:inf bound is the optional para-
meter.)
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Lagr Mult is the value of the Lagrange multiplier for the associated bound constraint. This
will be zero if State is FR unless bl½j� 1� � �options:inf bound and
bu½j� 1� 	 options:inf bound, in which case the entry will be blank. If x is
optimal, the multiplier should be non-negative if State is LL, and non-positive if
State is UL.

Residual is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
b o u n d e d ( i . e . , bl½j� 1� � �options:inf bound a n d
bu½j� 1� 	 options:inf bound).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1�
and bu½nþ j� 1� respectively, and with the following changes in the heading:

L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL, of the linear constraint.

N Con gives the name (N) and index j � nLð Þ, for j ¼ nL þ 1; . . . ; nL þ nN, of the
nonlinear constraint.

The I key in the State column is printed for general linear constraints which currently violate one of
their bounds by more than options:lin feas tol and for nonlinear constraints which violate one of their
bounds by more than options:nonlin feas tol.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Residual column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

For the output governed by options:minor print level, you are referred to the documentation for
nag_opt_lin_lsq (e04ncc). The option options:minor print level in the current document is equivalent
to options:print level in the documentation for nag_opt_lin_lsq (e04ncc).

If options:print level ¼ Nag NoPrint then printout will be suppressed; you can print the final solution
when nag_opt_nlin_lsq (e04unc) returns to the calling program.

12.3.1Output of results via a user-defined printing function

You may also specify your own print function for output of iteration results and the final solution by
use of the options:print fun function pointer, which has prototype

void (*print_fun)(const Nag_Search_State *st, Nag_Comm *comm);

This section may be skipped if you wish to use the default printing facilities.

When a user-defined function is assigned to options:print fun this will be called in preference to the
internal print function of nag_opt_nlin_lsq (e04unc). Calls to the user-defined function are again
controlled by means of the options:print level, options:minor print level and options:print deriv
members. Information is provided through st and comm, the two structure arguments to
options:print fun.

If comm!it maj prt ¼ Nag TRUE then results from the last major iteration of nag_opt_nlin_lsq
(e04unc) are provided through st . Note that options:print fun will be called with
comm!it maj prt ¼ Nag TRUE o n l y i f options:print level ¼ Nag Iter, Nag Soln Iter,
Nag Soln Iter Long, Nag Soln Iter Const or Nag Soln Iter Full. The following members of st are set:

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

ncnlin – Integer

The number of nonlinear constraints.
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nactiv – Integer

The total number of active elements in the current set.

iter – Integer

The major iteration count.

minor_iter – Integer

The minor iteration count for the feasibility and the optimality phases of the QP subproblem.

step – double

The step taken along the computed search direction.

nfun – Integer

The cumulative number of objective function evaluations needed for the line search.

merit – double

The value of the augmented Lagrangian merit function at the current iterate.

objf – double

The current value of the objective function.

norm_nlnviol – double

The Euclidean norm of nonlinear constraint violations (only available if st!ncnlin > 0).

violtn – double

The Euclidean norm of the residuals of constraints that are violated or in the predicted active set
(only available if st!ncnlin > 0).

norm_gz – double

ZTgFRk k, the Euclidean norm of the projected gradient.

nz – Integer

The number of columns of Z (see Section 11.1).

bnd – Integer

The number of simple bound constraints in the predicted active set.

lin – Integer

The number of general linear constraints in the predicted active set.

nln – Integer

The number of nonlinear constraints in the predicted active set (only available if st!ncnlin > 0).

penalty – double

The Euclidean norm of the vector of penalty parameters used in the augmented Lagrangian merit
function (only available if st!ncnlin > 0).

norm_gf – double

The Euclidean norm of gFR, the gradient of the objective function with respect to the free
variables.

cond_h – double

A lower bound on the condition number of the Hessian approximation H.

cond_hz – double

A lower bound on the condition number of the projected Hessian approximation HZ .
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cond_t – double

A lower bound on the condition number of the matrix of predicted active constraints.

iter_conv – Nag_Boolean

Nag_TRUE if the sequence of iterates has converged, i.e., convergence condition (16) (see the
description of options:optim tol in Section 12.2) is satisfied.

norm_gz_small – Nag_Boolean

Nag_TRUE if the projected gradient is sufficiently small, i.e., convergence condition (17) (see
the description of options:optim tol in Section 12.2) is satisfied.

violtn_small – Nag_Boolean

Nag_TRUE if the violations of the nonlinear constraints are sufficiently small, i.e., convergence
condition (18) (see the description of options:optim tol in Section 12.2) is satisfied.

update_modified – Nag_Boolean

Nag_TRUE if the quasi-Newton update was modified to ensure that the Hessian is positive
definite.

qp_not_feasible – Nag_Boolean

Nag_TRUE if the QP subproblem has no feasible point.

c_diff – Nag_Boolean

Nag_TRUE if central differences were used to compute the unspecified objective and constraint
gradients.

step_limit_exceeded – Nag_Boolean

Nag_TRUE if the line search produced a relative change in x greater than the value defined by
the optional parameter options:step limit.

refactor – Nag_Boolean

Nag_TRUE if the approximate Hessian has been refactorized.

x – double *

Contains the components x½j � 1� of the current point x, for j ¼ 1; 2; . . . ; st!n.

state – Integer *

Contains the status of the st!n variables, st!nclin linear, and st!ncnlin nonlinear constraints
(if any). See Section 12.2 for a description of the possible status values.

ax – double *

If st!nclin > 0, st!ax½j � 1� contains the current value of the jth linear constraint, for
j ¼ 1; 2; . . . ; st!nclin.

cx – double *

If st!ncnlin > 0, st!cx½j � 1� contains the current value of nonlinear constraint cj , for
j ¼ 1; 2; . . . ; st!ncnlin.

diagt – double *

If st!nactiv > 0, the st!nactiv elements of the diagonal of the matrix T .

diagr – double *

Contains the st!n elements of the diagonal of the upper triangular matrix R.

If comm!sol sqp prt ¼ Nag TRUE then the final result from nag_opt_nlin_lsq (e04unc) is provided
through st. Note that options:print fun will be called with comm!sol sqp prt ¼ Nag TRUE only if
options:print level ¼ Nag Soln, Nag Soln Iter, Nag Soln Iter Long, Nag Soln Iter Const o r
Nag Soln Iter Full. The following members of st are set:
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iter – Integer

The number of iterations performed.

n – Integer

The number of variables.

nclin – Integer

The number of linear constraints.

ncnlin – Integer

The number of nonlinear constraints.

x – double *

Contains the components x½j � 1� of the final point x, for j ¼ 1; 2; . . . ; st!n.

state – Integer *

Contains the status of the st!n variables, st!nclin linear, and st!ncnlin nonlinear constraints
(if any). See Section 12.2 for a description of the possible status values.

ax – double *

If st!nclin > 0, st!ax½j � 1� contains the final value of the jth linear constraint, for
j ¼ 1; 2; . . . ; st!nclin.

cx – double *

If st!ncnlin > 0, st!cx½j � 1� contains the final value of nonlinear constraint cj , for
j ¼ 1; 2; . . . ; st!ncnlin.

bl – double *

Contains the st!nþ st!nclinþ st!ncnlin lower bounds on the variables.

bu – double *

Contains the st!nþ st!nclinþ st!ncnlin upper bounds on the variables.

lambda – double *

Contains the st!nþ st!nclinþ st!ncnlin final values of the Lagrange multipliers.

If comm!g prt ¼ Nag TRUE then the results from derivative checking are provided through st. Note
that options:print fun will be called with comm!g prt only if options:print deriv ¼ Nag D Sum or
Nag D Full. The following members of st are set:

m – Integer

The number of subfunctions.

n – Integer

The number of variables.

ncnlin – Integer

The number of nonlinear constraints.

x – double *

Contains the components x½j � 1� of the initial point x0, for j ¼ 1; 2; . . . ; st!n.

fjac – double *

Contains elements of the Jacobian of F at the initial point x0 (
@fi
@xj

is held at location

fjac i � 1ð Þ � st!tdfjacþ j � 1½ �, for i ¼ 1; 2; . . . ; st!m and j ¼ 1; 2; . . . ; st!n).
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tdfjac – Integer

The trailing dimension of fjac.

conjac – double *

Contains the elements of the Jacobian matrix of nonlinear constraints at the initial point x0 (
@ci
@xj

is held at location options:conjac½ i � 1ð Þ � st!nþ j � 1�, for i ¼ 1; 2; . . . ; st!ncnlin and
j ¼ 1; 2; . . . ; st!n).

In this case the details of any derivative check performed by nag_opt_nlin_lsq (e04unc) are held in the
following substructure of st:

gprint – Nag_GPrintSt **

Which in turn contains three substructures st!gprint!g chk, st!gprint!f sim,
st!gprint!c sim and two pointers to arrays of substructures, st!gprint!f comp and
st!gprint!c comp.

g_chk – Nag_Grad_Chk_St *

The substructure st!gprint!g chk contains the members:

type – Nag_GradChk

The type of derivative check performed by nag_opt_nlin_lsq (e04unc). This will be
the same value as in options:verify grad.

g_error – Integer

This member will be equal to one of the error codes NE_NOERROR or
NE_DERIV_ERRORS according to whether the derivatives were found to be
correct or not.

obj_start – Integer

Specifies the column of the objective Jacobian at which any component check
started. This value will be equal to options:obj check start.

obj_stop – Integer

Specifies the column of the objective Jacobian at which any component check
ended. This value will be equal to options:obj check stop.

con_start – Integer

Specifies the element at which any component check of the constraint gradient
started. This value will be equal to options:con check start.

con_stop – Integer

Specifies the element at which any component check of the constraint gradient
ended. This value will be equal to options:con check stop.

f_sim – Nag_SimSt *

The resu l t o f a s imple der iva t ive check of the ob jec t ive grad ien t ,
st!gprint!g chk:type ¼ Nag SimpleCheck, will be held in this substructure in
members:

n_elements – Integer

The number of columns of the objective Jacobian for which a simple check has been
carried out, i.e., those columns which do not contain unknown elements.
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correct – Nag_Boolean

If Nag_TRUE then the objective Jacobian is consistent with the finite difference
approximation according to a simple check.

max_error – double

The maximum error found between the norm of a subfunction gradient and its finite
difference approximation.

max_subfunction – Integer

The subfunction which has the maximum error between its norm and its finite
difference approximation.

c_sim – Nag_SimSt *

The resul t of a s imple der iva t ive check of the cons tra int Jacobian ,
st!gprint!g chk:type ¼ Nag SimpleCheck, will be held in this substructure in
members:

n_elements – Integer

The number of columns of the constraint Jacobian for which a simple check has
been carried out, i.e., those columns which do not contain unknown elements.

correct – Nag_Boolean

If Nag_TRUE then the Jacobian is consistent with the finite difference
approximation according to a simple check.

max_error – double

The maximum error found between the norm of a constraint gradient and its finite
difference approximation.

max_constraint – Integer

The constraint gradient which has the maximum error between its norm and its finite
difference approximation.

f_comp – Nag_CompSt **

The results of a requested component derivative check of the Jacobian of the objective
function subfunctions, st!gprint!g chk:type ¼ Nag CheckObj or Nag CheckObjCon,
will be held in the array of st!m� st!n substructures of type Nag_CompSt pointed
to by st!gprint!f comp. The element st!gprint!f comp½ i � 1ð Þ � st!nþ j � 1� will
hold the details of the component derivative check for Jacobian element i; j, for
i ¼ 1; 2; . . . ; st!ncnlin and j ¼ 1; 2; . . . ; st!n. The procedure for the derivative check is
based on finding an interval that produces an acceptable estimate of the second derivative,
and then using that estimate to compute an interval that should produce a reasonable
forward-difference approximation. The Jacobian element is then compared with the
difference approximation. (The method of finite difference interval estimation is based on
Gill et al. (1983).)

correct – Nag_Boolean

If Nag_TRUE then this gradient element is consistent with its finite difference
approximation.

hopt – double

The optimal finite difference interval. This is dx[i] in the default derivative
checking printout (see Section 12.3).

gdiff – double

The finite difference approximation for this component.
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iter – Integer

The number of trials performed to find a suitable difference interval.

comment – char *

A character string which describes the possible nature of the reason for which an
estimation of the finite difference interval failed to produce a satisfactory relative
condition error of the second-order difference. Possible strings are: "Constant?",
"Linear or odd?", "Too nonlinear?" and "Small derivative?".

c_comp – Nag_CompSt **

The results of a requested component derivative check of the Jacobian of nonlinear
constraint functions, st!gprint!g chk:type ¼ Nag CheckCon or Nag CheckObjCon, will
be held in the array of st!ncnlin� st!n substructures of type Nag_CompSt pointed to
by st!gprint!c comp. The element st!gprint!c comp½ i � 1ð Þ � st!nþ j � 1� will
hold the details of the component derivative check for Jacobian element i; j, for
i ¼ 1; 2; . . . ; st!ncnlin and j ¼ 1; 2; . . . ; st!n. The procedure for the derivative check is
based on finding an interval that produces an acceptable estimate of the second derivative,
and then using that estimate to compute an interval that should produce a reasonable
forward-difference approximation. The Jacobian element is then compared with the
difference approximation. (The method of finite difference interval estimation is based on
Gill et al. (1983).)

The members of st!gprint!c comp are as for st!gprint!f comp.

The relevant members of the structure comm are:

g_prt – Nag_Boolean

Will be Nag_TRUE only when the print function is called with the result of the derivative check
of objfun and confun.

it_maj_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with information about the current major
iteration.

sol_sqp_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the details of the final solution.

it_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with information about the current minor
iteration (i.e., an iteration of the current QP subproblem). See the documentation for
nag_opt_lin_lsq (e04ncc) for details of which members of st are set.

new_lm – Nag_Boolean

Will be Nag_TRUE when the Lagrange multipliers have been updated in a QP subproblem. See
the documentation for nag_opt_lin_lsq (e04ncc) for details of which members of st are set.

sol_prt – Nag_Boolean

Will be Nag_TRUE when the print function is called with the details of the solution of a QP
subproblem, i.e., the solution at the end of a major iteration. See the documentation for
nag_opt_lin_lsq (e04ncc) for details of which members of st are set.
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user – double *
iuser – Integer *
p – Pointer

Pointers for communication of user information. If used they must be allocated memory either
before entry to nag_opt_nlin_lsq (e04unc) or during a call to objfun, confun or
options:print fun. The type Pointer will be void * with a C compiler that defines void *
and char * otherwise.

e04 – Minimizing or Maximizing a Function e04unc

Mark 26 e04unc.47 (last)





NAG Library Function Document

nag_opt_sparse_nlp_init (e04vgc)

1 Purpose

nag_opt_sparse_nlp_init (e04vgc) is used to initialize the function nag_opt_sparse_nlp_solve (e04vhc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_init (Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_init (e04vgc) initializes the structure state for the function nag_opt_sparse_nlp_
solve (e04vhc).

4 References

None.

5 Arguments

1: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

2: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_init (e04vgc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_opt_sparse_nlp_init (e04vgc) is negligible.

10 Example

See Section 10 in nag_opt_sparse_nlp_solve (e04vhc) and nag_opt_sparse_nlp_option_set_file
(e04vkc).
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NAG Library Function Document

nag_opt_sparse_nlp_solve (e04vhc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm, to Section 12 for a detailed
description of the specification of the optional parameters and to Section 13 for a detailed description
of the monitoring information produced by the function.

1 Purpose

nag_opt_sparse_nlp_solve (e04vhc) solves sparse linear and nonlinear programming problems.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_solve (Nag_Start start, Integer nf, Integer n,
Integer nxname, Integer nfname, double objadd, Integer objrow,
const char *prob,

void (*usrfun)(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[], Integer needg, Integer leng,
double g[], Nag_Comm *comm),

const Integer iafun[], const Integer javar[], const double a[],
Integer lena, Integer nea, const Integer igfun[], const Integer jgvar[],
Integer leng, Integer neg, const double xlow[], const double xupp[],
const char *xnames[], const double flow[], const double fupp[],
const char *fnames[], double x[], Integer xstate[], double xmul[],
double f[], Integer fstate[], double fmul[], Integer *ns, Integer *ninf,
double *sinf, Nag_E04State *state, Nag_Comm *comm, NagError *fail)

Before calling nag_opt_sparse_nlp_solve (e04vhc), or one of the option setting functions

nag_opt_sparse_nlp_option_set_file (e04vkc)

nag_opt_sparse_nlp_option_set_string (e04vlc)

nag_opt_sparse_nlp_option_set_integer (e04vmc) or

nag_opt_sparse_nlp_option_set_double (e04vnc),

function nag_opt_sparse_nlp_init (e04vgc) must be called. The specification for nag_opt_sparse_nlp_i
nit (e04vgc) is:

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_init (Nag_E04State *state, NagError *fail)

The contents of state must not be altered between calling functions

nag_opt_sparse_nlp_init (e04vgc)

nag_opt_sparse_nlp_solve (e04vhc)

nag_opt_sparse_nlp_jacobian (e04vjc)

nag_opt_sparse_nlp_option_set_file (e04vkc)

nag_opt_sparse_nlp_option_set_string (e04vlc)

nag_opt_sparse_nlp_option_set_integer (e04vmc) and
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nag_opt_sparse_nlp_option_set_double (e04vnc).

3 Description

nag_opt_sparse_nlp_solve (e04vhc) is designed to minimize a linear or nonlinear function subject to
bounds on the variables and sparse linear or nonlinear constraints. It is suitable for large-scale linear
and quadratic programming and for linearly constrained optimization, as well as for general nonlinear
programs of the form

minimize
x

f0 xð Þ subject to l �
x

f xð Þ
ALx

0@ 1A � u; ð1Þ

where x is an n-vector of variables, l and u are constant lower and upper bounds, f0 xð Þ is a smooth
scalar objective function, AL is a sparse matrix, and f xð Þ is a vector of smooth nonlinear constraint
functions fi xð Þf g. The optional parameter Maximize specifies that f0 xð Þ should be maximized instead
of minimized.

Ideally, the first derivatives (gradients) of f0 xð Þ and fi xð Þ should be known and coded by you. If only
some of the gradients are known, nag_opt_sparse_nlp_solve (e04vhc) estimates the missing ones by
finite differences.

If f0 xð Þ is linear and f xð Þ is absent, (1) is a linear program (LP) and nag_opt_sparse_nlp_solve
(e04vhc) applies the primal simplex method (see Dantzig (1963)). Sparse basis factors are maintained
by LUSOL (see Gill et al. (1987)) as in MINOS (see Murtagh and Saunders (1995)).

If only the objective is nonlinear, the problem is linearly constrained (LC) and tends to solve more
easily than the general case with nonlinear constraints (NC). For both nonlinear cases,
nag_opt_sparse_nlp_solve (e04vhc) applies a sparse sequential quadratic programming (SQP) method
(see Gill et al. (2002)), using limited-memory quasi-Newton approximations to the Hessian of the
Lagrangian. The merit function for step-length control is an augmented Lagrangian, as in the dense SQP
solver nag_opt_nlp_solve (e04wdc) (see Gill et al. (1986) and Gill et al. (1992)).

nag_opt_sparse_nlp_solve (e04vhc) is suitable for nonlinear problems with thousands of constraints and
variables, and is most efficient if only some of the variables enter nonlinearly, or there are relatively
few degrees of freedom at a solution (i.e., many constraints are active). However, there is no limit on
the number of degrees of freedom.

nag_opt_sparse_nlp_solve (e04vhc) allows linear and nonlinear constraints and variables to be entered
in an arbitrary order, and uses one function to define all the nonlinear functions.

The optimization problem is assumed to be in the form

minimize
x

Fobj xð Þ subject to lx � x � ux; lF � F xð Þ � uF ; ð2Þ

where the upper and lower bounds are constant, F xð Þ is a vector of smooth linear and nonlinear
constraint functions Fi xð Þf g, and Fobj xð Þ is one of the components of F to be minimized, as specified
by the input argument objrow. nag_opt_sparse_nlp_solve (e04vhc) reorders the variables and
constraints so that the problem is in the form (1).

Upper and lower bounds are specified for all variables and functions. The jth constraint may be defined
as an equality by setting lj ¼ uj. If certain bounds are not present, the associated elements of l or u
should be set to special values that are treated as �1 or þ1. Free variables and free constraints (‘free
rows’) have both bounds infinite.

In general, the components of F are structured in the sense that they are formed from sums of linear
and nonlinear functions of just some of the variables. This structure can be exploited by
nag_opt_sparse_nlp_solve (e04vhc).

In many cases, the vector F xð Þ is a sum of linear and nonlinear functions. nag_opt_sparse_nlp_solve
(e04vhc) allows these terms to be specified separately, so that the linear part is defined just once by the
input arguments iafun, javar and a. Only the nonlinear part is recomputed at each x.
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Suppose that each component of F xð Þ is of the form

Fi xð Þ ¼ fi xð Þ þ
Xn
j¼1

Aijxj;

where fi xð Þ is a nonlinear function (possibly zero) and the elements Aij are constant. The nf by n
Jacobian of F xð Þ is the sum of two sparse matrices of the same size: F 0 xð Þ ¼ G xð Þ þA, where
G xð Þ ¼ f 0 xð Þ and A is the matrix with elements Aij

� 
. The two matrices must be non-overlapping in

the sense that each element of the Jacobian F 0 xð Þ ¼ G xð Þ þA comes from G xð Þ or A, but not both.
The element cannot be split between G xð Þ and A.
For example, the function

F xð Þ ¼
3x1 þ ex2x4 þ x22 þ 4x4 � x3 þ x5

x2 þ x23 þ sinx4 � 3x5
x1 � x3

0@ 1A
can be written as

F xð Þ ¼ f xð Þ þAx ¼
ex2x4 þ x22 þ 4x4
x23 þ sinx4

0

0@ 1Aþ 3x1 � x3 þ x5
x2 � 3x5
x1 � x3

0@ 1A;
in which case

F 0 xð Þ ¼
3 ex2x4 þ 2x2 �1 ex2 þ 4 1
0 1 2x3 cos x4 �3
1 0 �1 0 0

0@ 1A
can be written as F 0 xð Þ ¼ f 0 xð Þ þA ¼ G xð Þ þA, where

G xð Þ ¼
0 ex2x4 þ 2x2 0 ex2 þ 4 0
0 0 2x3 cosx4 0
0 0 0 0 0

0@ 1A; A ¼
3 0 �1 0 1
0 1 0 0 �3
1 0 �1 0 0

0@ 1A:
Note: the element ex2 þ 4 of F 0 xð Þ appears in G xð Þ and is not split between G xð Þ and A although it
contains a linear term.

The nonzero elements of A and G are provided to nag_opt_sparse_nlp_solve (e04vhc) in coordinate
form. The elements of A are entered as triples i; j; Aij

� �
in the arrays iafun, javar and a. The sparsity

pattern G is entered as pairs i; jð Þ in the arrays igfun and jgvar. The corresponding entries Gij (any that
are known) are assigned to appropriate array elements g kð Þ in usrfun.

The elements of A and G may be stored in any order. Duplicate entries are ignored. igfun and jgvar
may be defined automatically by function nag_opt_sparse_nlp_jacobian (e04vjc) when
Derivative Option ¼ 0 is specified and usrfun does not provide any gradients.

Throughout this document the symbol � is used to represent the machine precision (see
nag_machine_precision (X02AJC)).

nag_opt_sparse_nlp_solve (e04vhc) is based on SNOPTA, which is part of the SNOPT package
described in Gill et al. (2005b).
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5 Arguments

1: start – Nag_Start Input

On entry: indicates how a starting point is to be obtained.

start ¼ Nag Cold
Requests that the Crash procedure be used, unless a Basis file is provided via optional
parameters Old Basis File, Insert File or Load File.

start ¼ Nag BasisFile
Is the same as start ¼ Nag Cold but is more meaningful when a Basis file is given.

start ¼ Nag Warm
Means that xstate and fstate define a valid starting point (probably from an earlier call,
though not necessarily).

Constraint: start ¼ Nag Cold, Nag BasisFile or Nag Warm.

2: nf – Integer Input

On entry: nf , the number of problem functions in F xð Þ, including the objective function (if any)
and the linear and nonlinear constraints. Upper and lower bounds on x can be defined using the
arguments xlow and xupp and should not be included in F .

Constraint: nf > 0.

3: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.
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4: nxname – Integer Input

On entry: the number of names provided in the array xnames.

nxname ¼ 1
There are no names provided and generic names will be used in the output.

nxname ¼ n
Names for all variables must be provided and will be used in the output.

Constraint: nxname ¼ 1 or n.

5: nfname – Integer Input

On entry: the number of names provided in the array fnames.

nfname ¼ 1
There are no names provided and generic names will be used in the output.

nfname ¼ nf
Names for all functions must be provided and will be used in the output.

Constraint: nfname ¼ 1 or nf.

Note: if nxname ¼ 1 then nfname must also be 1 (and vice versa). Similarly, if nxname ¼ n
then nfname must be nf (and vice versa).

6: objadd – double Input

On entry: is a constant that will be added to the objective row Fobj for printing purposes.
Typically, objadd ¼ 0:0.

7: objrow – Integer Input

On entry: says which row of F xð Þ is to act as the objective function. If there is no such row, set
objrow ¼ 0. Then nag_opt_sparse_nlp_solve (e04vhc) will seek a feasible point such that
lF � F xð Þ � uF and lx � x � ux.
Constraint: 1 � objrow � nf or objrow ¼ 0 (or a feasible point problem).

8: prob – const char * Input

On entry: the name for the problem. prob is used in the printed solution and in some functions
that output Basis files. Only the first eight characters of prob are significant.

9: usrfun – function, supplied by the user External Function

usrfun must define the nonlinear portion f xð Þ of the problem functions F xð Þ ¼ f xð Þ þAx, along

with its gradient elements Gij xð Þ ¼
@fi xð Þ
@xj

. A dummy function is needed even if f xð Þ ¼ 0 and

all functions are linear.

In general, usrfun should return all function and gradient values on every entry except perhaps
the last. This provides maximum reliability and corresponds to the default option setting,
Derivative Option ¼ 1.

The elements of G xð Þ are stored in the array g½i � 1�, for i ¼ 1; 2; . . . ; leng, in the order specified
by the input arrays igfun and jgvar.

In practice it is often convenient not to code gradients. nag_opt_sparse_nlp_solve (e04vhc) is
able to estimate them by finite differences, using a call to usrfun for each variable xj for which

some
@fi xð Þ
@xj

needs to be estimated. However, this reduces the reliability of the optimization

algorithm, and it can be very expensive if there are many such variables xj.

As a compromise, nag_opt_sparse_nlp_solve (e04vhc) allows you to code as many gradients as
you like. This option is implemented as follows. Just before usrfun is called, each element of the
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derivative array g is initialized to a specific value. On exit, any element retaining that value must
be estimated by finite differences.

Some rules of thumb follow:

(i) for maximum reliability, compute all gradients;

(ii) if the gradients are expensive to compute, specify optional parameter
Nonderivative Linesearch and use the value of the input argument needg to avoid
computing them on certain entries. (There is no need to compute gradients if needg ¼ 0 on
entry to usrfun.);

(iii) if not all gradients are known, you must specify Derivative Option ¼ 0. You should still
compute as many gradients as you can. (It often happens that some of them are constant or
zero.);

(iv) again, if the known gradients are expensive, don't compute them if needg ¼ 0 on entry to
usrfun;

(v) use the input argument status to test for special actions on the first or last entries;

(vi) while usrfun is being developed, use the optional parameter Verify Level to check the
computation of gradients that are supposedly known;

(vii) usrfun is not called until the linear constraints and bounds on x are satisfied. This helps
confine x to regions where the functions fi xð Þ are likely to be defined. However, be aware
of the optional parameter Minor Feasibility Tolerance if the functions have singularities
on the constraint boundaries;

(viii) set status ¼ �1 if some of the functions are undefined. The linesearch will shorten the
step and try again;

(ix) set status � �2 if you want nag_opt_sparse_nlp_solve (e04vhc) to stop.

The specification of usrfun is:

void usrfun (Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[], Integer needg,
Integer leng, double g[], Nag_Comm *comm)

1: status – Integer * Input/Output

On entry: indicates the first and last calls to usrfun.

status ¼ 0
There is nothing special about the current call to usrfun.

status ¼ 1
nag_opt_sparse_nlp_solve (e04vhc) is calling your function for the first time.
You may wish to do something special such as read data from a file.

status 	 2
nag_opt_sparse_nlp_solve (e04vhc) is calling your function for the last time.
This argument setting allows you to perform some additional computation on the
final solution.

status ¼ 2
The current x is optimal.

status ¼ 3
The problem appears to be infeasible.

status ¼ 4
The problem appears to be unbounded.

status ¼ 5
An iterations limit was reached.
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If the functions are expensive to evaluate, it may be desirable to do nothing on the last
call. The first executable statement could be

if (*status 	 2) return;

On exit: may be used to indicate that you are unable to evaluate f or its gradients at the
current x. (For example, the problem functions may not be defined there.)

During the linesearch, f xð Þ is evaluated at points x ¼ xk þ �pk for various step lengths
�, where f xkð Þ has already been evaluated satisfactorily. For any such x, if you set
status ¼ �1, nag_opt_sparse_nlp_solve (e04vhc) will reduce � and evaluate f again
(closer to xk, where f xkð Þ is more likely to be defined).

If for some reason you wish to terminate the current problem, set status � �2.

2: n – Integer Input

On entry: n, the number of variables, as defined in the call to nag_opt_sparse_nlp_solve
(e04vhc).

3: x½n� – const double Input

On entry: the variables x at which the problem functions are to be calculated. The array
x must not be altered.

4: needf – Integer Input

On entry: indicates whether f must be assigned during this call of usrfun.

needf ¼ 0
f is not required and is ignored.

needf > 0
The components of f xð Þ corresponding to the nonlinear part of F xð Þ must be
calculated and assigned to f.

If Fi xð Þ is linear and completely defined by the ith row of A, A0i, then the associated
value fi xð Þ is ignored and need not be assigned. However, if Fi xð Þ has a nonlinear
portion fi xð Þ that happens to be zero at x, then it is still necessary to set fi xð Þ ¼ 0. If
the linear part A0i of a nonlinear Fi xð Þ is provided using the arrays iafun, javar and a,
then it must not be computed again as part of fi xð Þ.
To simplify the code, you may ignore the value of needf and compute f xð Þ on every
entry to usrfun.

needf may also be ignored with Derivative Linesearch and Derivative Option ¼ 1. In
this case, needf is always 1, and f must always be assigned.

5: nf – Integer Input

On entry: is the length of the full vector F xð Þ ¼ f xð Þ þ Ax as defined in the call to
nag_opt_sparse_nlp_solve (e04vhc).

6: f½nf� – double Input/Output

On entry: concerns the calculation of f xð Þ.
On exit: f contains the computed functions f xð Þ (except perhaps if needf ¼ 0).

7: needg – Integer Input

On entry: indicates whether g must be assigned during this call of usrfun.

needg ¼ 0
g is not required and is ignored.
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needg > 0
The partial derivatives of f xð Þ must be calculated and assigned to g. The value of

g½k� 1� should be
@fi xð Þ
@xj

, where i ¼ igfun½k� 1�, j ¼ jgvar½k� 1� and

k ¼ 1; 2; . . . ; leng.

8: leng – Integer Input

On entry: is the length of the coordinate arrays jgvar and igfun in the call to
nag_opt_sparse_nlp_solve (e04vhc).

9: g½leng� – double Input/Output

On entry: concerns the calculations of the derivatives of the function f xð Þ.
On exit: contains the computed derivatives G xð Þ (unless needg ¼ 0).

These derivative elements must be stored in g in exactly the same positions as implied
by the definitions of arrays igfun and jgvar. There is no internal check for consistency
(except indirectly via the optional parameter Verify Level), so great care is essential.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to usrfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_sparse_nlp_solve
(e04vhc) you may allocate memory and initialize these pointers with various
quantities for use by usrfun when called from nag_opt_sparse_nlp_solve
(e04vhc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

10: iafun½lena� – const Integer Input
11: javar½lena� – const Integer Input
12: a½lena� – const double Input

On entry: define the coordinates i; jð Þ and values Aij of the nonzero elements of the linear part A
of the function F xð Þ ¼ f xð Þ þAx.
In particular, nea triples iafun½k� 1�; javar½k� 1�; a½k� 1�ð Þ define the row and column indices
i ¼ iafun½k� 1� and j ¼ javar½k� 1� of the element Aij ¼ a½k� 1�.
The coordinates may define the elements of A in any order.

13: lena – Integer Input

On entry: the dimension of the arrays iafun, javar and a that hold i; j; Aij

� �
.

Constraint: lena 	 1.

14: nea – Integer Input

On entry: is the number of nonzero entries in A such that F xð Þ ¼ f xð Þ þAx.
Constraint: 0 � nea � lena.
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15: igfun½leng� – const Integer Input
16: jgvar½leng� – const Integer Input

On entry: define the coordinates i; jð Þ of the nonzero elements of G, the nonlinear part of the
derivative J xð Þ ¼ G xð Þ þA of the function F xð Þ ¼ f xð Þ þAx. nag_opt_sparse_nlp_jacobian
(e04vjc) may be used to define these two arrays.

The coordinates can define the elements of G in any order. However, usrfun must define the
actual elements of g in exactly the same order as defined by the coordinates igfun; jgvarð Þ.

17: leng – Integer Input

On entry: the dimension of the arrays igfun and jgvar that define the varying Jacobian elements
i; j;Gij

� �
.

Constraint: leng 	 1.

18: neg – Integer Input

On entry: the number of nonzero entries in G.

Constraint: 0 � neg � leng.

19: xlow½n� – const double Input
20: xupp½n� – const double Input

On entry: contain the lower and upper bounds lx and ux on the variables x.

To specify a nonexistent lower bound lx½ �j ¼ �1, set xlow½j� 1� � �bigbnd, where bigbnd is
the optional parameter Infinite Bound Size. To specify a nonexistent upper bound ux½ �j ¼ 1, set
xupp½j� 1� 	 bigbnd.

To fix the jth variable at xj ¼ �, where �j j < bigbnd, set xlow½j� 1� ¼ xupp½j� 1� ¼ �.
Constraint: xlow½i � 1� � xupp½i � 1�, for i ¼ 1; 2; . . . ;n.

21: xnames½nxname� – const char * Input

On entry: the optional names for the variables.

If nxname ¼ 1, xnames is not referenced and default names will be used for output.

If nxname ¼ n, xnames½j � 1� must contain the name of the jth variable, for
j ¼ 1; 2; . . . ; nxname.

Note: that only the first eight characters of the rows of xnames are significant.

22: flow½nf� – const double Input
23: fupp½nf� – const double Input

On entry: contain the lower and upper bounds lF and uF on F xð Þ.
To specify a nonexistent lower bound lF½ �i ¼ �1, set flow½i� 1� � �bigbnd. For a nonexistent
upper bound uF½ �i ¼ 1, set fupp½i� 1� 	 bigbnd.

To make the ith cons t ra in t an equal i t y a t Fi ¼ �, where �j j < bigbnd, s e t
flow½i� 1� ¼ fupp½i� 1� ¼ �.
Constraint: flow½i � 1� � fupp½i � 1�, for i ¼ 1; 2; . . . ; n.

24: fnames½nfname� – const char * Input

On entry: the optional names for the problem functions.

If nfname ¼ 1, fnames is not referenced and default names will be used for the output.

If nfname ¼ nf, fnames½i � 1� should contain the name of the ith row of F , for
i ¼ 1; 2; . . . ;nfname.
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Note: that only the first eight characters of the rows of fnames are significant.

25: x½n� – double Input/Output

On entry: an initial estimate of the variables x. See the following description of xstate.

On exit: the final values of the variable x.

26: xstate½n� – Integer Input/Output

On entry: the initial state for each variable x.

If start ¼ Nag Cold or Nag BasisFile and no basis information is provided (the optional
parameters Old Basis File, Insert File and Load File are all set to 0; the default) x and xstate
must be defined.

If nothing special is known about the problem, or if there is no wish to provide special
information, you may set x½j� 1� ¼ 0:0, xstate½j� 1� ¼ 0, for all j ¼ 1; 2; . . . ; n. If you set
x½j� 1� ¼ xlow½j� 1� set xstate½j� 1� ¼ 4; if you set x½j� 1� ¼ xupp½j� 1� then set
xstate½j� 1� ¼ 5. In this case a Crash procedure is used to select an initial basis.

If start ¼ Nag Cold or Nag BasisFile and basis information is provided (at least one of the
optional parameters Old Basis File, Insert File and Load File is nonzero) x and xstate need not
be set.

If start ¼ Nag Warm, x and xstate must be set (probably from a previous call). In this case
xstate½j � 1� must be 0, 1, 2 or 3, for j ¼ 1; 2; . . . ; n.

On exit: the final state of the variables.

xstate½j� 1� State of variable j Usual value of x½j� 1�
0 nonbasic xlow½j� 1�
1 nonbasic xupp½j� 1�
2 superbasic Between xlow½j� 1� and xupp½j� 1�
3 basic Between xlow½j� 1� and xupp½j� 1�

Basic and superbasic variables may be outside their bounds by as much as the optional parameter
Minor Feasibility Tolerance. Note that if scaling is specified, the feasibility tolerance applies to
the variables of the scaled problem. In this case, the variables of the original problem may be as
much as 0:1 outside their bounds, but this is unlikely unless the problem is very badly scaled.
Check the value of Primal infeasibility output to the unit number associated with the
optional parameter Print File.

Very occasionally some nonbasic variables may be outside their bounds by as much as the
optional parameter Minor Feasibility Tolerance, and there may be some nonbasics for which
x½j� 1� lies strictly between its bounds.

If ninf > 0, some basic and superbasic variables may be outside their bounds by an arbitrary
amount (bounded by sinf if scaling was not used).

Constraint: 0 � xstate½j� 1� � 5; for j ¼ 1; 2; . . . ;n.

27: xmul½n� – double Output

On exit: the vector of the dual variables (Lagrange multipliers) for the simple bounds
lx � x � ux.

28: f½nf� – double Input/Output

On entry: an initial value for the problem functions F . See the following description of fstate.

On exit: the final values for the problem functions F (the values F at the final point x).
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29: fstate½nf� – Integer Input/Output

On entry: the initial state for the problem functions F .

If start ¼ Nag Cold or Nag BasisFile and no basis information is provided (the optional
parameters Old Basis File, Insert File and Load File are all set to 0; the default, f and fstate
must be defined.

If nothing special is known about the problem, or if there is no wish to provide special
information, you may set f½i� 1� ¼ 0:0, fstate½i� 1� ¼ 0, for all i ¼ 1; 2; . . . ;nf. Less trivially, to
say that the optimal value of function f½i� 1� will probably be equal to one of its bounds, set
f½i� 1� ¼ flow½i� 1� and fstate½i� 1� ¼ 4 or f½i� 1� ¼ fupp½i� 1� and fstate½i� 1� ¼ 5 as
appropriate. In this case a Crash procedure is used to select an initial basis.

If start ¼ Nag Cold or Nag BasisFile and basis information is provided (at least one of the
optional parameters Old Basis File, Insert File and Load File is nonzero), f and fstate need not
be set.

If start ¼ Nag Warm, f and fstate must be set (probably from a previous call). In this case
fstate½i � 1� must be 0, 1, 2 or 3, for i ¼ 1; 2; . . . ; nf.

On exit: the final state of the variables. The elements of fstate have the following meaning:

fstate½i � 1� State of the corresponding
slack variable

Usual value of f½i � 1�

0 nonbasic flow½i� 1�
1 nonbasic fupp½i� 1�
2 superbasic Between flow½i� 1� and fupp½i� 1�
3 basic Between flow½i� 1� and fupp½i� 1�

Basic and superbasic slack variables may lead to the corresponding functions being outside their
bounds by as much as the optional parameter Minor Feasibility Tolerance.

Very occasionally some functions may be outside their bounds by as much as the optional
parameter Minor Feasibility Tolerance, and there may be some nonbasics for which f½i� 1� lies
strictly between its bounds.

If ninf > 0, some basic and superbasic variables may be outside their bounds by an arbitrary
amount (bounded by sinf if scaling was not used).

Constraint: 0 � fstate½i� 1� � 5; for i ¼ 1; 2; . . . ;nf.

30: fmul½nf� – double Input/Output

On entry: an estimate of �, the vector of Lagrange multipliers (shadow prices) for the constraints
lF � F xð Þ � uF . All nf components must be defined. If nothing is known about �, set
fmul½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; nf. For warm start use the values from a previous call.

On exit: the vector of the dual variables (Lagrange multipliers) for the general constraints
lF � F xð Þ � uF

31: ns – Integer * Input/Output

On entry: the number of superbasic variables. ns need not be specified for cold starts, but should
retain its value from a previous call when warm start is used.

On exit: the final number of superbasic variables.

e04 – Minimizing or Maximizing a Function e04vhc

Mark 26 e04vhc.11



32: ninf – Integer * Output
33: sinf – double * Output

On exit: are the number and the sum of the infeasibilities of constraints that lie outside one of
their bounds by more than the optional parameter Minor Feasibility Tolerance before the
solution is unscaled.

If any linear constraints are infeasible, x minimizes the sum of the infeasibilities of the linear
constraints subject to the upper and lower bounds being satisfied. In this case ninf gives the
number of variables and linear constraints lying outside their upper or lower bounds. The
nonlinear constraints are not evaluated.

Otherwise, x minimizes the sum of infeasibilities of the nonlinear constraints subject to the linear
constraints and upper and lower bounds being satisfied. In this case ninf gives the number of
components of F xð Þ lying outside their bounds by more than the optional parameter
Minor Feasibility Tolerance. Again this is before the solution is unscaled.

34: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

35: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

36: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_opt_sparse_nlp_solve (e04vhc) returns with fail:code ¼ NE_NOERROR if the iterates have
converged to a point x that satisfies the first-order Kuhn–Tucker (see Section 13.2) conditions to
the accuracy requested by the optional parameter Major Optimality Tolerance, i.e., the
projected gradient and active constraint residuals are negligible at x.

You should check whether the following four conditions are satisfied:

(i) the final value of rgNorm (see Section 13.2) is significantly less than that at the starting
point;

(ii) during the final major iterations, the values of Step and Minors (see Section 13.1) are both
one;

(iii) the last few values of both rgNorm and SumInf (see Section 13.2) become small at a fast
linear rate; and

(iv) condHz (see Section 13.1) is small.

If all these conditions hold, x is almost certainly a local minimum of (1).

One caution about ‘Optimal solutions’. Some of the variables or slacks may lie outside their
bounds more than desired, especially if scaling was requested. Max Primal infeas in the Print
file (see Section 13) refers to the largest bound infeasibility and which variable is involved. If it
is too large, consider restarting with a smaller Minor Feasibility Tolerance (say 10 times
smaller) and perhaps Scale Option ¼ 0.

Similarly, Max Dual infeas in the Print file indicates which variable is most likely to be at a
nonoptimal value. Broadly speaking, if

Max Dual infeas=Max pi ¼ 10�d;

then the objective function would probably change in the dth significant digit if optimization
could be continued. If d seems too large, consider restarting with a smaller
Major Optimality Tolerance.
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Finally, Nonlinear constraint violn in the Print file shows the maximum infeasibility for
nonl inear rows. If i t seems too large, consider restar t ing with a smaller
Major Feasibility Tolerance.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

Internal error: memory allocation failed when attempting to allocate workspace sizes valueh i,
valueh i and valueh i. Please contact NAG.

NE_ALLOC_INSUFFICIENT

Internal memory allocation was insufficient. Please contact NAG.

NE_ARRAY_INPUT

Array element igfun½ valueh i� ¼ valueh i is out of range 1 to nf ¼ valueh i, or array element
jgvar½ valueh i� ¼ valueh i is out of range 1 to n ¼ valueh i.

NE_BAD_PARAM

Basis file dimensions do not match this problem.

On entry, argument valueh i had an illegal value.

NE_BASIS_FAILURE

An error has occurred in the basis package. Check that arrays iafun, javar, igfun and jgvar
contain values in the appropriate ranges and do not define duplicate elements of a or g. Set the
optional parameter Print File and examine the output carefully for further information.

NE_DERIV_ERRORS

User-supplied function computes incorrect constraint derivatives.

User-supplied function computes incorrect objective derivatives.

A check has been made on some elements of the Jacobian as returned in the argument g of
usrfun. At least one value disagrees remarkably with its associated forward difference estimate
(the relative difference between the computed and estimated values is 1:0 or more). This exit is a
safeguard, since nag_opt_sparse_nlp_solve (e04vhc) will usually fail to make progress when the
computed gradients are seriously inaccurate. In the process it may expend considerable effort
before terminating with fail:code ¼ NE_NUM_DIFFICULTIES.

Check the function and Jacobian computation very carefully in usrfun. A simple omission could
explain everything. If a component is very large, then give serious thought to scaling the function
or the nonlinear variables.

If you feel certain that the computed Jacobian is correct (and that the forward-difference
estimate is therefore wrong), you can specify Verify Level ¼ 0 to prevent individual elements
from being checked. However, the optimization procedure may have difficulty.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INT

On entry, lena ¼ valueh i.
Constraint: lena 	 1.
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On entry, leng ¼ valueh i.
Constraint: leng 	 1.

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nea ¼ valueh i.
Constraint: nea 	 0.

On entry, neg ¼ valueh i.
Constraint: neg 	 0.

On entry, nf ¼ valueh i.
Constraint: nf > 0.

On entry, nf ¼ valueh i.
Constraint: nf 	 1.

NE_INT_2

On entry, nfname ¼ valueh i and nf ¼ valueh i.
Constraint: nfname ¼ 1 or nf.

On entry, nxname ¼ valueh i and n ¼ valueh i.
Constraint: nxname ¼ 1 or n.

On entry, objrow ¼ valueh i and nf ¼ valueh i.
Constraint: 0 � objrow � nf.

On entry, one but not both of nxname and nfname is equal to 1. nxname ¼ valueh i and
nfname ¼ valueh i.

NE_INT_3

On entry, nea ¼ valueh i, n ¼ valueh i and nf ¼ valueh i.
Constraint: nea � n� nf .

On entry, neg ¼ valueh i, n ¼ valueh i and nf ¼ valueh i.
Constraint: neg � n� nf .

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected error has occurred. Set the optional parameter Print File and examine the output
carefully for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_REQUIRED_ACC

The requested accuracy could not be achieved.

A feasible solution has been found, but the requested accuracy in the dual infeasibilities could
not be achieved. An abnormal termination has occurred, but nag_opt_sparse_nlp_solve (e04vhc)
i s w i th in 10�2 o f sa t i s f y ing the Major Optimality Tolerance. Check tha t the
Major Optimality Tolerance is not too small.
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NE_NUM_DIFFICULTIES

Numerical difficulties have been encountered and no further progress can be made.

Several circumstances could lead to this exit.

1. usrfun could be returning accurate function values but inaccurate gradients (or vice versa).
This is the most likely cause. Study the comments given for fail:code ¼
NE_DERIV_ERRORS, and do your best to ensure that the coding is correct.

2. The function and gradient values could be consistent, but their precision could be too low.
For example, accidental use of a low precision data type when a higher precision was
intended would lead to a relative function precision of about 10�6 instead of something like
10�15. The default Major Optimality Tolerance of 2� 10�6 would need to be raised to
about 10�3 for optimality to be declared (at a rather suboptimal point). Of course, it is better
to revise the function coding to obtain as much precision as economically possible.

3. If function values are obtained from an expensive iterative process, they may be accurate to
rather few significant figures, and gradients will probably not be available. One should
specify

Function Precision t

Major Optimality Tolerance
ffiffi
t
p

but even then, if t is as large as 10�5 or 10�6 (only 5 or 6 significant figures), the same exit
condition may occur. At present the only remedy is to increase the accuracy of the function
calculation.

4. An LU factorization of the basis has just been obtained and used to recompute the basic
variables xB, given the present values of the superbasic and nonbasic variables. A step of
‘iterative refinement’ has also been applied to increase the accuracy of xB. However, a row
check has revealed that the resulting solution does not satisfy the current constraints
Ax� s ¼ 0 sufficiently well.

This probably means that the current basis is very ill-conditioned. If there are some linear
constraints and variables, try Scale Option ¼ 1 if scaling has not yet been used.

For certain highly structured basis matrices (notably those with band structure), a systematic
growth may occur in the factor U. Consult the description of Umax and Growth in
Section 13.4 and set the LU Factor Tolerance to 2:0 (or possibly even smaller, but not less
than 1:0).

5. The first factorization attempt will have found the basis to be structurally or numerically
singular. (Some diagonals of the triangular matrix U were respectively zero or smaller than a
certain tolerance.) The associated variables are replaced by slacks and the modified basis is
refactorized, but singularity persists. This must mean that the problem is badly scaled, or the
LU Factor Tolerance is too much larger than 1:0. This is highly unlikely to occur.

NE_REAL_2

On entry, bounds flow and fupp for valueh i are equal and infinite. flow ¼ fupp ¼ valueh i and
infbnd ¼ valueh i.
On entry, bounds flow and fupp for variable valueh i are equal and infinite.
flow ¼ fupp ¼ valueh i and infbnd ¼ valueh i.
On entry, bounds for valueh i are inconsistent. flow ¼ valueh i and fupp ¼ valueh i.
On entry, bounds for valueh i are inconsistent. xlow ¼ valueh i and xupp ¼ valueh i.
On entry, bounds for variable valueh i are inconsistent. flow ¼ valueh i and fupp ¼ valueh i.
On entry, bounds for variable valueh i are inconsistent. xlow ¼ valueh i and xupp ¼ valueh i.
On entry, bounds xlow and xupp for valueh i are equal and infinite. xlow ¼ xupp ¼ valueh i and
infbnd ¼ valueh i.
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On entry, bounds xlow and xupp for variable valueh i are equal and infinite.
xlow ¼ xupp ¼ valueh i and infbnd ¼ valueh i.

NE_UNBOUNDED

The problem appears to be unbounded. The constraint violation limit has been reached.

The problem appears to be unbounded. The objective function is unbounded.

The problem appears to be unbounded (or badly scaled).

For linear problems, unboundedness is detected by the simplex method when a nonbasic variable
can be increased or decreased by an arbitrary amount without causing a basic variable to violate
a bound. Consider adding an upper or lower bound to the variable. Also, examine the constraints
that have nonzeros in the associated column, to see if they have been formulated as intended.

Very rarely, the scaling of the problem could be so poor that numerical error will give an
erroneous indication of unboundedness. Consider using the optional parameter Scale Option.

For nonlinear problems, nag_opt_sparse_nlp_solve (e04vhc) monitors both the size of the current
objective function and the size of the change in the variables at each step. If either of these is
very large (as judged by the ‘Unbounded’ optional parameters (see Section 12)), the problem is
terminated and declared unbounded. To avoid large function values, it may be necessary to
impose bounds on some of the variables in order to keep them away from singularities in the
nonlinear functions.

The message may indicate an abnormal termination while enforcing the limit on the constraint
violations. This exit implies that the objective is not bounded below in the feasible region defined
by expanding the bounds by the value of the Violation Limit.

NE_USER_STOP

User-supplied function requested termination.

User requested termination.

You have indicated the wish to terminate solution of the current problem by setting status to a
value < �1 on exit from usrfun.

NE_USRFUN_UNDEFINED

Unable to proceed into undefined region of user-supplied function.

User-supplied function is undefined at the first feasible point.

User-supplied function is undefined at the initial point.

You have indicated that the problem functions are undefined by assigning the value status ¼ �1
on exit from usrfun. nag_opt_sparse_nlp_solve (e04vhc) attempts to evaluate the problem
functions closer to a point at which the functions are already known to be defined. This exit
occurs if nag_opt_sparse_nlp_solve (e04vhc) is unable to find a point at which the functions are
defined. This will occur in the case of:

– undefined functions with no recovery possible;

– undefined functions at the first point;

– undefined functions at the first feasible point; or

– undefined functions when checking derivatives.

NW_LIMIT_REACHED

Iteration limit reached.

Major iteration limit reached.

The value of the optional parameter Superbasics Limit is too small.
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Either the Iterations Limit or the Major Iterations Limit was exceeded before the required
solution could be found. Check the iteration log to be sure that progress was being made. If so,
and if you caused a basis file to be saved by using the optional parameter New Basis File,
consider restarting the run using the optional parameter Old Basis File to see whether further
progress can be made. If you have no basis file available, you might rerun the problem after
increasing the optional parameters Minor Iterations Limit and/or Major Iterations Limit.

If none of the above limits have been reached, this error may mean that the problem appears to
be more nonlinear than anticipated. The current set of basic and superbasic variables have been
optimized as much as possible and a pricing operation (where a nonbasic variable is selected to
become superbasic) is necessary to continue, but it can't continue as the number of superbasic
variables has already reached the limit specified by the optional parameter Superbasics Limit.
In general, raise the Superbasics Limit s by a reasonable amount, bearing in mind the storage
needed for the reduced Hessian.

NW_NOT_FEASIBLE

The linear constraints appear to be infeasible.

The problem appears to be infeasible. Infeasibilites have been minimized.

The problem appears to be infeasible. Nonlinear infeasibilites have been minimized.

The problem appears to be infeasible. The linear equality constraints could not be satisfied.

When the constraints are linear, this message is based on a relatively reliable indicator of
infeasibility. Feasibility is measured with respect to the upper and lower bounds on the variables
and slacks. Among all the points satisfying the general constraints Ax� s ¼ 0 (see (6) and (7) in
Section 11.2), there is apparently no point that satisfies the bounds on x and s. Violations as
small as the Minor Feasibility Tolerance are ignored, but at least one component of x or s
violates a bound by more than the tolerance.

When nonlinear constraints are present, infeasibility is much harder to recognize correctly. Even
if a feasible solution exists, the current linearization of the constraints may not contain a feasible
point. In an attempt to deal with this situation, when solving each QP subproblem,
nag_opt_sparse_nlp_solve (e04vhc) is prepared to relax the bounds on the slacks associated
with nonlinear rows.

If a QP subproblem proves to be infeasible or unbounded (or if the Lagrange multiplier estimates
for the nonlinear constraints become large), nag_opt_sparse_nlp_solve (e04vhc) enters so-called
‘nonlinear elastic’ mode. The subproblem includes the original QP objective and the sum of the
infeasibilities – suitably weighted using the optional parameter Elastic Weight. In elastic mode,
some of the bounds on the nonlinear rows are ‘elastic’ – i.e., they are allowed to violate their
specific bounds. Variables subject to elastic bounds are known as elastic variables. An elastic
variable is free to violate one or both of its original upper or lower bounds. If the original
problem has a feasible solution and the elastic weight is sufficiently large, a feasible point
eventually will be obtained for the perturbed constraints, and optimization can continue on the
subproblem. If the nonlinear problem has no feasible solution, nag_opt_sparse_nlp_solve
(e04vhc) will tend to determine a ‘good’ infeasible point if the elastic weight is sufficiently large.
(If the elastic weight were infinite, nag_opt_sparse_nlp_solve (e04vhc) would locally minimize
the nonlinear constraint violations subject to the linear constraints and bounds.)

Unfortunately, even though nag_opt_sparse_nlp_solve (e04vhc) locally minimizes the nonlinear
constraint violations, there may still exist other regions in which the nonlinear constraints are
satisfied. Wherever possible, nonlinear constraints should be defined in such a way that feasible
points are known to exist when the constraints are linearized.

7 Accuracy

If the value of the optional parameter Major Optimality Tolerance is set to 10�d (default value ¼
ffiffi
�
p

)
and fail:code ¼ NE_NOERROR on exit, then the final value of f xð Þ should have approximately d
correct significant digits.
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8 Parallelism and Performance

nag_opt_sparse_nlp_solve (e04vhc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This section describes the final output produced by nag_opt_sparse_nlp_solve (e04vhc). Intermediate
and other output are given in Section 13.

9.1 The Final Output

Unless Print File ¼ 0, the final output, including a listing of the status of every variable and constraint
will be sent to the Print File. The following describes the output for each constraint (row) and variable
(column).

9.1.1 The ROWS section

General linear constraints take the form l � ALx � u. The ith constraint is therefore of the form

� � �ix � �;

where �i is the ith row of AL.

Internally, the constraints take the form ALx� s ¼ 0, where s is the set of slack variables (which
satisfy the bounds l � s � u). For the ith row it is the slack variable si that is directly available and it is
sometimes convenient to refer to its state. Nonlinear constraints � � fi xð Þ þ �ix � � are treated
similarly, except that the row activity and degree of infeasibility are computed directly from
fi xð Þ þ �ix, rather than si.
A full stop (.) is printed for any numerical value that is exactly zero.

Label Description

Number is the value of nþ i. (This is used internally to refer to si in the intermediate
output.)

Row gives the name of the ith row.

State the state of the ith row relative to the bounds � and �. The various states possible
are as follows:

LL the row is at its lower limit, �.

UL the row is at its upper limit, �.

EQ the limits are the same (� ¼ �).
FR si is nonbasic and currently zero, even though it is free to take any value

between its bounds � and �.

BS si is basic.

SBS si is superbasic.

A key is sometimes printed before State. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value
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of the objective function. The values of the other free variables might
change, giving a genuine alternative solution. However, if there are any
degenerate variables (labelled D), the actual change might prove to be zero,
since one of them could encounter a bound immediately. In either case, the
values of the Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal (or very
close) to one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the Feasibility Tolerance.

N Not precisely optimal. The variable is nonbasic or superbasic. If the value
of the reduced gradient for the variable exceeds the value of the optional
parameter Major Optimality Tolerance, the solution would not be
declared optimal because the reduced gradient for the variable would not
be considered negligible.

Activity is the value of �ix (or fi xð Þ þ �ix for nonlinear rows) at the final iterate.

Slack Activity is the value by which the row differs from its nearest bound. (For the free row (if
any), it is set to Activity.)

Lower Limit is �, the lower bound on the row.

Upper Limit is �, the upper bound on the row.

Dual Activity is the value of the dual variable 	i (the Lagrange multiplier for the ith constraint).
The full vector 	 always satisfies BT	 ¼ gB, where B is the current basis matrix
and gB contains the associated gradients for the current objective function. For FP
problems, 	i is set to zero.

i gives the index i of the ith row.

9.1.2 The COLUMNS section

Let the jth component of x be the variable xj and assume that it satisfies the bounds � � xj � �. A
fullstop (.) is printed for any numerical value that is exactly zero.

Label Description

Number is the column number j. (This is used internally to refer to xj in the intermediate
output.)

Column gives the name of xj.

State the state of xj relative to the bounds � and �. The various states possible are as
follows:

LL xj is nonbasic at its lower limit, �.

UL xj is nonbasic at its upper limit, �.

EQ xj is nonbasic and fixed at the value � ¼ �.
FR xj is nonbasic at some value strictly between its bounds: � < xj < �.

BS xj is basic. Usually � < xj < �.

SBS xj is superbasic. Usually � < xj < �.

A key is sometimes printed before State. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value
of the objective function. The values of the other free variables might
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change, giving a genuine alternative solution. However, if there are any
degenerate variables (labelled D), the actual change might prove to be zero,
since one of them could encounter a bound immediately. In either case, the
values of the Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal (or very
close) to one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the Feasibility Tolerance.

N Not precisely optimal. The variable is nonbasic or superbasic. If the value
of the reduced gradient for the variable exceeds the value of the optional
parameter Major Optimality Tolerance, the solution would not be
declared optimal because the reduced gradient for the variable would not
be considered negligible.

Activity is the value of xj at the final iterate.

Obj Gradient is the value of gj at the final iterate. For FP problems, gj is set to zero.

Lower Limit is the lower bound specified for the variable. None indicates that
xlow½j� 1� � �infbnd.

Upper Limit is the upper bound specified for the variable. None indicates that
xupp½j� 1� 	 infbnd.

Reduced Gradnt is the value of the reduced gradient dj ¼ gj � 	Taj where aj is the jth column of
the constraint matrix. For FP problems, dj is set to zero.

m + j is the value of mþ j.
Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Slack Activity column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

10 Example

This example is a reformulation of Problem 74 from Hock and Schittkowski (1981) and involves the
minimization of the nonlinear function

f xð Þ ¼ 10�6x33 þ 2
3� 10�6x34 þ 3x3 þ 2x4

subject to the bounds

�0:55 � x1 � 0:55;
�0:55 � x2 � 0:55;

0 � x3 � 1200;
0 � x4 � 1200;

to the nonlinear constraints

1000 sin �x1 � 0:25ð Þ þ 1000 sin �x2 � 0:25ð Þ � x3 ¼ �894:8;
1000 sin x1 � 0:25ð Þ þ 1000 sin x1 � x2 � 0:25ð Þ � x4 ¼ �894:8;

1000 sin x2 � 0:25ð Þ þ 1000 sin x2 � x1 � 0:25ð Þ ¼ �1294:8;

and to the linear constraints

�x1 þ x2 	 �0:55;
x1 � x2 	 �0:55:

The initial point, which is infeasible, is
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x0 ¼ 0; 0; 0; 0
� �T

;

and f x0ð Þ ¼ 0.

The optimal solution (to five figures) is

x� ¼ 0:11887;�0:39623; 679:94; 1026:0ð ÞT;

and f x�ð Þ ¼ 5126:4. All the nonlinear constraints are active at the solution.

The example in the document for nag_opt_sparse_nlp_jacobian (e04vjc) solves the above problem. It
first calls nag_opt_sparse_nlp_jacobian (e04vjc) to determine the sparsity pattern before calling
nag_opt_sparse_nlp_solve (e04vhc).

The example in the document for nag_opt_sparse_nlp_option_set_file (e04vkc) solves the above
problem using some of the optional parameters described in Section 12.

The formulation of the problem combines the constraints and the objective into a single vector (F )
which is split into linear part (ALx) and a nonlinear part (f). For example we could write

F ¼

1000 sin �x1 � 0:25ð Þ þ 1000 sin �x2 � 0:25ð Þ � x3
1000 sin x1 � 0:25ð Þ þ 1000 sin x1 � x2 � 0:25ð Þ � x4

1000 sin x2 � 0:25ð Þ þ 1000 sin x2 � x1 � 0:25ð Þ
�x1 þ x2
x1 � x2

10�6x33 þ 2
3� 10�6x34 þ 3x3 þ 2x4

0BBBBB@

1CCCCCA ¼ f þALx

where

f ¼

1000 sin �x1 � 0:25ð Þ þ 1000 sin �x2 � 0:25ð Þ
1000 sin x1 � 0:25ð Þ þ 1000 sin x1 � x2 � 0:25ð Þ
1000 sin x2 � 0:25ð Þ þ 1000 sin x2 � x1 � 0:25ð Þ

0
0

10�6x33 þ 2
3� 10�6x34

0BBBBB@

1CCCCCA
and

AL ¼

0 0 �1 0
0 0 0 �1
0 0 0 0
�1 1 0 0
1 �1 0 0
0 0 3 2

0BBBBB@

1CCCCCA:
The nonzero elements of AL need to be stored in the triples iafun½k� 1�; javar½k� 1�; a½k� 1�ð Þ in any
order. For example

k 1 2 3 4 5 6 7 8

iafun½k� 1� 1 2 4 4 5 5 6 6

javar½k� 1� 3 4 1 2 1 2 3 4

a½k� 1� �1 �1 �1 1 1 �1 3 2

The nonlinear functions f and the Jacobian need to be supplied in usrfun. Please note that there is no
need to assign any value to f4 or f5 as there is no nonlinear part in F4 or F5.
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The nonzero entries of the Jacobian of f are

@f1
@x1
¼ �1000 cos �x1 � 0:25ð Þ

@f1
@x2
¼ �1000 cos �x2 � 0:25ð Þ

@f2
@x1
¼ 1000 cos x1 � 0:25ð Þ þ 1000 cos x1 � x2 � 0:25ð Þ

@f2
@x2
¼ �1000 cos x1 � x2 � 0:25ð Þ

@f3
@x1
¼ �1000 cos x2 � x1 � 0:25ð Þ

@f3
@x2
¼ 1000 cos x2 � 0:25ð Þ þ 1000 cos x2 � x1 � 0:25ð Þ

@f6
@x3
¼ 3� 10�6x23

@f6
@x4
¼ 2� 10�6x24

So the arrays igfun and jgvar must contain:

k 1 2 3 4 5 6 7 8

igfun½k� 1� 1 1 2 2 3 3 6 6

jgvar½k� 1� 1 2 1 2 1 2 3 4

and usrfun must return in g½k� 1� the value of @fi
@xj

, where i ¼ igfun½k� 1� and j ¼ jgvar½k� 1�.

10.1 Program Text

/* nag_opt_sparse_nlp_solve (e04vhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL usrfun(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[],
Integer needg, Integer leng, double g[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
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double objadd, sinf;
Integer exit_status = 0;
Integer i, lena, leng, n, nea, neg, nf, nfname, ninf, ns, nxname;
Integer objrow;
/* Arrays */
char nag_enum_arg[40];
char **fnames = 0, **xnames = 0;
char prob[9];
double *a = 0, *f = 0, *flow = 0, *fmul = 0, *fupp = 0, *x = 0;
double *xlow = 0, *xmul = 0, *xupp = 0;
Integer *fstate = 0, *iafun = 0, *igfun = 0, *iw = 0, *javar = 0;
Integer *jgvar = 0, *xstate = 0;
/* Nag Types */
Nag_E04State state;
NagError fail;
Nag_Start start;
Nag_Comm comm;

/* By default e04vhc does not print monitoring information.
Define SHOW_MONITORING_INFO to turn it on - see further below. */

#ifdef SHOW_MONITORING_INFO
Nag_FileID fileid;

#endif

INIT_FAIL(fail);

printf("nag_opt_sparse_nlp_solve (e04vhc) Example Program Results\n");
printf("\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nf);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nf);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT " %39s %*[^\n] ", &nea, &neg,
&objrow, nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT " %39s %*[^\n] ", &nea, &neg,

&objrow, nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

start = (Nag_Start) nag_enum_name_to_value(nag_enum_arg);

if (n > 0 && nf > 0 && nea >= 0 && neg >= 0) {
nxname = n;
nfname = nf;
lena = MAX(1, nea);
leng = MAX(1, neg);
/* Allocate memory */
if (!(fnames = NAG_ALLOC(nfname, char *)) ||

!(xnames = NAG_ALLOC(nxname, char *)) ||
!(a = NAG_ALLOC(lena, double)) ||
!(f = NAG_ALLOC(nf, double)) ||
!(flow = NAG_ALLOC(nf, double)) ||
!(fmul = NAG_ALLOC(nf, double)) ||
!(fupp = NAG_ALLOC(nf, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(xlow = NAG_ALLOC(n, double)) ||
!(xmul = NAG_ALLOC(n, double)) ||
!(xupp = NAG_ALLOC(n, double)) ||
!(fstate = NAG_ALLOC(nf, Integer)) ||
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!(iafun = NAG_ALLOC(lena, Integer)) ||
!(igfun = NAG_ALLOC(leng, Integer)) ||
!(javar = NAG_ALLOC(lena, Integer)) ||
!(jgvar = NAG_ALLOC(leng, Integer)) ||
!(xstate = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or nf or nea or neg\n");
exit_status = 1;
return exit_status;

}
objadd = 0.;

#ifdef _WIN32
strcpy_s(prob, (unsigned)_countof(prob), " ");

#else
strcpy(prob, " ");

#endif

/* Read the variable names xnames */
for (i = 1; i <= nxname; ++i) {

xnames[i - 1] = NAG_ALLOC(9, char);
#ifdef _WIN32

scanf_s(" ’ %8s ’", xnames[i - 1], 9);
#else

scanf(" ’ %8s ’", xnames[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the function names fnames */
for (i = 1; i <= nfname; ++i) {

fnames[i - 1] = NAG_ALLOC(9, char);
#ifdef _WIN32

scanf_s(" ’%8s’", fnames[i - 1], 9);
#else

scanf(" ’%8s’", fnames[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the sparse matrix a, the linear part of f */
for (i = 1; i <= nea; ++i) {

/* For each element read row, column, A(row,column) */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &iafun[i - 1],
&javar[i - 1], &a[i - 1]);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &iafun[i - 1],

&javar[i - 1], &a[i - 1]);
#endif

}
/* Read the structure of sparse matrix G, the nonlinear part of f */
for (i = 1; i <= neg; ++i) {

/* For each element read row, column */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &igfun[i - 1],
&jgvar[i - 1]);

#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &igfun[i - 1], &jgvar[i - 1]);
#endif

}

/* Read the lower and upper bounds on the variables */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &xlow[i - 1], &xupp[i - 1]);

#else
scanf("%lf%lf%*[^\n] ", &xlow[i - 1], &xupp[i - 1]);

#endif

/* Read the lower and upper bounds on the functions */
for (i = 1; i <= nf; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &flow[i - 1], &fupp[i - 1]);

#else
scanf("%lf%lf%*[^\n] ", &flow[i - 1], &fupp[i - 1]);

#endif

/* Initialize x, xstate, xmul, f, fstate, fmul */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i - 1]);

#else
scanf("%lf", &x[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &xstate[i - 1]);
#else

scanf("%" NAG_IFMT "", &xstate[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &xmul[i - 1]);
#else

scanf("%lf", &xmul[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= nf; ++i) {
#ifdef _WIN32

scanf_s("%lf", &f[i - 1]);
#else

scanf("%lf", &f[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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for (i = 1; i <= nf; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &fstate[i - 1]);
#else

scanf("%" NAG_IFMT "", &fstate[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= nf; ++i) {
#ifdef _WIN32

scanf_s("%lf", &fmul[i - 1]);
#else

scanf("%lf", &fmul[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Call nag_opt_sparse_nlp_init (e04vgc) to initialize e04vhc. */
/* nag_opt_sparse_nlp_init (e04vgc).
* Initialization function for nag_opt_sparse_nlp_solve (e04vhc)
*/

nag_opt_sparse_nlp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of nag_opt_sparse_nlp_init (e04vgc) failed.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

#ifdef SHOW_MONITORING_INFO
/* Call nag_open_file (x04acc) to set the print file fileid */
/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &fileid, &fail);

/* nag_opt_sparse_nlp_option_set_integer (e04vmc).
* Set a single option for nag_opt_sparse_nlp_solve (e04vhc)
* from an integer argument
*/

nag_opt_sparse_nlp_option_set_integer("Print file", fileid, &state, &fail);
#endif

/* Illustrate how to pass information to the user-supplied
function usrfun via the comm structure */

comm.p = 0;

/* Solve the problem. */
/* nag_opt_sparse_nlp_solve (e04vhc).
* General sparse nonlinear optimizer
*/

fflush(stdout);
nag_opt_sparse_nlp_solve(start, nf, n, nxname, nfname, objadd, objrow, prob,

usrfun, iafun, javar, a, lena, nea, igfun, jgvar,
leng, neg, xlow, xupp,
(const char **) xnames, flow,
fupp,
(const char **) fnames, x, xstate, xmul, f,
fstate, fmul, &ns, &ninf, &sinf, &state, &comm,
&fail);
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if (fail.code == NE_NOERROR) {
printf("Final objective value = %11.1f\n", f[objrow - 1]);
printf("Optimal X = ");

for (i = 1; i <= n; ++i)
printf("%9.2f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");

}
else {

printf("Error message from nag_opt_sparse_nlp_solve (e04vhc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
fflush(stdout);

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
for (i = 0; i < nxname; i++)

NAG_FREE(xnames[i]);
for (i = 0; i < nfname; i++)

NAG_FREE(fnames[i]);
NAG_FREE(fnames);
NAG_FREE(xnames);
NAG_FREE(a);
NAG_FREE(f);
NAG_FREE(flow);
NAG_FREE(fmul);
NAG_FREE(fupp);
NAG_FREE(x);
NAG_FREE(xlow);
NAG_FREE(xmul);
NAG_FREE(xupp);
NAG_FREE(fstate);
NAG_FREE(iafun);
NAG_FREE(igfun);
NAG_FREE(iw);
NAG_FREE(javar);
NAG_FREE(jgvar);
NAG_FREE(xstate);

return exit_status;
}

static void NAG_CALL usrfun(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[],
Integer needg, Integer leng, double g[],
Nag_Comm *comm)

{
/* Parameter adjustments */

#define X(I) x[(I) -1]
#define F(I) f[(I) -1]
#define G(I) g[(I) -1]

/* Check whether information came from the main program
via the comm structure. Even if it was, we ignore it
in this example. */

if (comm->p)
printf("Pointer %p was passed to usrfun via the comm struct\n", comm->p);

/* Function Body */
if (needf > 0) {

/* The nonlinear components of F_i(x) need to be assigned, */
/* for i = 1 to nf */
F(1) = sin(-X(1) - .25) * 1e3 + sin(-X(2) - .25) * 1e3;
F(2) = sin(X(1) - .25) * 1e3 + sin(X(1) - X(2) - .25) * 1e3;
F(3) = sin(X(2) - X(1) - .25) * 1e3 + sin(X(2) - .25) * 1e3;
/* N.B. in this example there is no need to assign for the wholly */
/* linear components f_4(x) and f_5(x). */
F(6) = X(3) * (X(3) * X(3)) * 1e-6 + X(4) * (X(4) * X(4)) * 2e-6 / 3.;
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}

if (needg > 0) {
/* The derivatives of the function F_i(x) need to be assigned.
* G(k) should be set to partial derivative df_i(x)/dx_j where
* i = IGFUN(k) and j = IGVAR(k), for k = 1 to leng.
*/

G(1) = cos(-X(1) - .25) * -1e3;
G(2) = cos(-X(2) - .25) * -1e3;
G(3) = cos(X(1) - .25) * 1e3 + cos(X(1) - X(2) - .25) * 1e3;
G(4) = cos(X(1) - X(2) - .25) * -1e3;
G(5) = cos(X(2) - X(1) - .25) * -1e3;
G(6) = cos(X(2) - X(1) - .25) * 1e3 + cos(X(2) - .25) * 1e3;
G(7) = X(3) * X(3) * 3e-6;
G(8) = X(4) * X(4) * 2e-6;

}

return;
} /* usrfun */

10.2 Program Data

nag_opt_sparse_nlp_solve (e04vhc) Example Program Data
4 6 : Values of n and nf
8 8 6 Nag_Cold : Values of nea, neg, objrow and start

’X1 ’ ’X2 ’ ’X3 ’ ’X4 ’ : XNAMES
’NlnCon_1’ ’NlnCon_2’ ’NlnCon_3’ ’LinCon_1’ ’LinCon_2’ ’Objectiv’ : FNAMES

1 3 -1.0E0 : Nonzero elements of sparse matrix A, the linear part of F.
2 4 -1.0E0 : Each row IAFUN(i), JAVAR(i), A(IAFUN(i),JAVAR(i)), i = 1 to nea
4 1 -1.0E0
4 2 1.0E0
5 1 1.0E0
5 2 -1.0E0
6 3 3.0E0
6 4 2.0E0

1 1 : Nonzero row/column structure of G, IGFUN(i), JGVAR(i), i = 1 to neg
1 2
2 1
2 2
3 1
3 2
6 3
6 4

-0.55E0 0.55E0 : Bounds on the variables, XLOW(i), XUPP(i), for i = 1 to n
-0.55E0 0.55E0
0.0E0 1200.0E0
0.0E0 1200.0E0

-894.8E0 -894.8E0 : Bounds on the functions, FLOW(i), FUPP(i), for i = 1 to nf
-894.8E0 -894.8E0

-1294.8E0 -1294.8E0
-0.55E0 1.0E25
-0.55E0 1.0E25
-1.0E25 1.0E25

0.0 0.0 0.0 0.0 : Initial values of X(i), for i = 1 to n
0 0 0 0 : Initial values of XSTATE(i), for i = 1 to n
0.0 0.0 0.0 0.0 : Initial values of XMUL(i), for i = 1 to n

0.0 0.0 0.0 0.0 0.0 0.0 : Initial values of F(i), for i = 1 to nf
0 0 0 0 0 0 : Initial values of FSTATE(i), for i = 1 to nf
0.0 0.0 0.0 0.0 0.0 0.0 : Initial values of FMUL(i), for i = 1 to nf
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10.3 Program Results
nag_opt_sparse_nlp_solve (e04vhc) Example Program Results

Final objective value = 5126.5
Optimal X = 0.12 -0.40 679.95 1026.07

Note: the remainder of this document is intended for more advanced users. Section 11 contains a
detailed description of the algorithm which may be needed in order to understand Sections 12 and 13.
Section 12 describes the optional parameters which may be set by calls to nag_opt_sparse_nlp_op
tion_set_file (e04vkc), nag_opt_sparse_nlp_option_set_string (e04vlc), nag_opt_sparse_nlp_option_se
t_integer (e04vmc) and/or nag_opt_sparse_nlp_option_set_double (e04vnc). Section 13 describes the
quantities which can be requested to monitor the course of the computation.

11 Algorithmic Details

Here we summarise the main features of the SQP algorithm used in nag_opt_sparse_nlp_solve (e04vhc)
and introduce some terminology used in the description of the function and its arguments. The SQP
algorithm is fully described in Gill et al. (2002).

11.1 Constraints and Slack Variables

Problem (1) contains n variables in x. Let m be the number of components of f xð Þ and ALx combined.
The upper and lower bounds on those terms define the general constraints of the problem.
nag_opt_sparse_nlp_solve (e04vhc) converts the general constraints to equalities by introducing a set of
slack variables s ¼ s1; s2; . . . ; smð ÞT. For example, the linear constraint 5 � 2x1 þ 3x2 � 1 is replaced
by 2x1 þ 3x2 � s1 ¼ 0 together with the bounded slack 5 � s1 � 1. The minimization problem (1) can
therefore be written in the equivalent form

minimize
x;s

f0 xð Þ subject to f xð Þ
ALx

� �
� s ¼ 0; l � x

s

� �
� u: ð3Þ

The general constraints become the equalities f xð Þ � sN ¼ 0 and ALx� sL ¼ 0, where sL and sN are
the linear and nonlinear slacks.

11.2 Major Iterations

The basic structure of the SQP algorithm involves major and minor iterations. The major iterations
generate a sequence of iterates xkf g that satisfy the linear constraints and converge to a point that
satisfies the nonlinear constraints and the first-order conditions for optimality. At each iterate xk a QP
subproblem is used to generate a search direction towards the next iterate xkþ1. The constraints of the
subproblem are formed from the linear constraints ALx� sL ¼ 0 and the linearized constraint

f xkð Þ þ f 0 xkð Þ x� xkð Þ � sN ¼ 0; ð4Þ

where f 0 xkð Þ denotes the Jacobian matrix, whose elements are the first derivatives of f xð Þ evaluated at
xk. The QP constraints therefore comprise the m linear constraints

f 0 xkð Þx� sN ¼ �f xkð Þ þ f 0 xkð Þxk;
ALx � sL ¼ 0;

ð5Þ

where x and s are bounded above and below by u and l as before. If the m by n matrix A and m-vector
b are defined as

A ¼ f 0 xkð Þ
AL

� �
and b ¼ �f xkð Þ þ f 0 xkð Þxk

0

� �
; ð6Þ

then the QP subproblem can be written as

minimize
x;s

q x; xkð Þ ¼ gTk x� xkð Þ þ 1

2
x� xkð ÞTHk x� xkð Þ subject to Ax� s ¼ b; l � x

s

� �
� u; ð7Þ

where q x; xkð Þ is a quadratic approximation to a modified Lagrangian function (see Gill et al. (2002)).
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The matrix Hk is a quasi-Newton approximation to the Hessian of the Lagrangian. A BFGS update is
applied after each major iteration. If some of the variables enter the Lagrangian linearly the Hessian
will have some zero rows and columns. If the nonlinear variables appear first, then only the n1 rows
and columns of the Hessian need to be approximated, where n1 is the number of nonlinear variables.
This quantity is determined by the implicit values of the number of nonlinear objective and Jacobian
variables determined after the constraints and variables are reordered.

11.3 Minor Iterations

Solving the QP subproblem is itself an iterative procedure. Here, the iterations of the QP solver
nag_opt_sparse_convex_qp_solve (e04nqc) form the minor iterations of the SQP method.
nag_opt_sparse_convex_qp_solve (e04nqc) uses a reduced-Hessian active-set method implemented as
a reduced-gradient method. At each minor iteration, the constraints Ax� s ¼ b are partitioned into the
form

BxB þ SxS þNxN ¼ b; ð8Þ

where the basis matrix B is square and nonsingular, and the matrices S and N are the remaining
columns of A �I

� �
. The vectors xB, xS and xN are the associated basic, superbasic and nonbasic

variables respectively; they are a permutation of the elements of x and s. At a QP subproblem, the basic
and superbasic variables will lie somewhere between their bounds, while the nonbasic variables will
normally be equal to one of their bounds. At each iteration, xS is regarded as a set of independent
variables that are free to move in any desired direction, namely one that will improve the value of the
QP objective (or the sum of infeasibilities). The basic variables are then adjusted in order to ensure that
x; sð Þ continues to satisfy Ax� s ¼ b. The number of superbasic variables (nS , say) therefore indicates
the number of degrees of freedom remaining after the constraints have been satisfied. In broad terms,
nS is a measure of how nonlinear the problem is. In particular, nS will always be zero for LP problems.

If it appears that no improvement can be made with the current definition of B, S and N , a nonbasic
variable is selected to be added to S, and the process is repeated with the value of nS increased by one.
At all stages, if a basic or superbasic variable encounters one of its bounds, the variable is made
nonbasic and the value of nS is decreased by one.

Associated with each of the m equality constraints Ax� s ¼ b are the dual variables 	. Similarly, each
variable in x; sð Þ has an associated reduced gradient dj. The reduced gradients for the variables x are
the quantities g�AT	, where g is the gradient of the QP objective, and the reduced gradients for the
slacks are the dual variables 	. The QP subproblem is optimal if dj 	 0 for all nonbasic variables at
their lower bounds, dj � 0 for all nonbasic variables at their upper bounds, and dj ¼ 0 for other
variables, including superbasics. In practice, an approximate QP solution x̂k; ŝk; 	̂kð Þ is found by
relaxing these conditions.

11.4 The Merit Function

After a QP subproblem has been solved, new estimates of the solution are computed using a linesearch
on the augmented Lagrangian merit function

M x; s; 	ð Þ ¼ f0 xð Þ � 	T f xð Þ � sNð Þ þ 1

2
f xð Þ � sNð ÞTD f xð Þ � sNð Þ; ð9Þ

where D is a diagonal matrix of penalty parameters Dii 	 0ð Þ, and 	 now refers to dual variables for
the nonlinear constraints in (1). If xk; sk; 	kð Þ denotes the current solution estimate and x̂k; ŝk; 	̂kð Þ
denotes the QP solution, the linesearch determines a step �k 0 < �k � 1ð Þ such that the new point

xkþ1
skþ1
	kþ1

0@ 1A ¼ xk
sk
	k

0@ 1Aþ �k x̂k � xk
ŝk � sk
	̂k � 	k

0@ 1A ð10Þ

gives a sufficient decrease in the merit functionM. When necessary, the penalties in D are increased by
the minimum-norm perturbation that ensures descent forM (see Gill et al. (1992)). The value of sN is
adjusted to minimize the merit function as a function of s before the solution of the QP subproblem (see
Gill et al. (1986) and Eldersveld (1991)).
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11.5 Treatment of Constraint Infeasibilities

nag_opt_sparse_nlp_solve (e04vhc) makes explicit allowance for infeasible constraints. First, infeasible
linear constraints are detected by solving the linear program

minimize
x;v;w

eT vþ wð Þ subject to l � x
ALx� vþ w

� �
� u; v 	 0; w 	 0; ð11Þ

where e is a vector of ones, and the nonlinear constraint bounds are temporarily excluded from l and u.
This is equivalent to minimizing the sum of the general linear constraint violations subject to the
bounds on x. (The sum is the ‘1-norm of the linear constraint violations. In the linear programming
literature, the approach is called elastic programming.)

The linear constraints are infeasible if the optimal solution of (11) has v 6¼ 0 or w 6¼ 0.
nag_opt_sparse_nlp_solve (e04vhc) then terminates without computing the nonlinear functions.

Otherwise, all subsequent iterates satisfy the linear constraints. (Such a strategy allows linear
constraints to be used to define a region in which the functions can be safely evaluated.)
nag_opt_sparse_nlp_solve (e04vhc) proceeds to solve nonlinear problems as given, using search
directions obtained from the sequence of QP subproblems (see (7)).

If a QP subproblem proves to be infeasible or unbounded (or if the dual variables 	 for the nonlinear
constraints become large), nag_opt_sparse_nlp_solve (e04vhc) enters ‘elastic’ mode and thereafter
solves the problem

minimize
x;v;w

f0 xð Þ þ �eT vþ wð Þ subject to l �
x

f xð Þ � vþ w
ALx

0@ 1A � u; v 	 0; w 	 0; ð12Þ

where � is a non-negative argument (the elastic weight), and f0 xð Þ þ �eT vþ wð Þ is called a composite
objective (the ‘1 penalty function for the nonlinear constraints).

The value of � may increase automatically by multiples of 10 if the optimal v and w continue to be
nonzero. If � is sufficiently large, this is equivalent to minimizing the sum of the nonlinear constraint
violations subject to the linear constraints and bounds.

The initial value of � is controlled by the optional parameter Elastic Weight.

12 Optional Parameters

Several optional parameters in nag_opt_sparse_nlp_solve (e04vhc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_opt_sparse_nlp_solve (e04vhc) these optional parameters have associated default values that are
appropriate for most problems. Therefore, you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Backup Basis File

Central Difference Interval

Check Frequency

Crash Option

Crash Tolerance

Defaults

Derivative Linesearch

Derivative Option

Difference Interval

Dump File
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Elastic Weight

Expand Frequency

Factorization Frequency

Feasibility Tolerance

Feasible Point

Function Precision

Hessian Frequency

Hessian Full Memory

Hessian Limited Memory

Hessian Updates

Infinite Bound Size

Insert File

Iterations Limit

Linesearch Tolerance

List

Load File

LU Complete Pivoting

LU Density Tolerance

LU Factor Tolerance

LU Partial Pivoting

LU Rook Pivoting

LU Singularity Tolerance

LU Update Tolerance

Major Feasibility Tolerance

Major Iterations Limit

Major Optimality Tolerance

Major Print Level

Major Step Limit

Maximize

Minimize

Minor Feasibility Tolerance

Minor Iterations Limit

Minor Print Level

New Basis File

New Superbasics Limit

Nolist

Nonderivative Linesearch

Old Basis File

Partial Price

Pivot Tolerance

Print File

Print Frequency

Proximal Point Method

Punch File

Save Frequency

Scale Option

Scale Print
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Scale Tolerance

Solution File

Summary File

Summary Frequency

Superbasics Limit

Suppress Parameters

System Information No

System Information Yes

Timing Level

Unbounded Objective

Unbounded Step Size

Verify Level

Violation Limit

Optional parameters may be specified by calling one, or more, of the functions nag_opt_sparse_nl
p_option_set_file (e04vkc), nag_opt_sparse_nlp_option_set_string (e04vlc), nag_opt_sparse_nlp_op
tion_set_integer (e04vmc) and nag_opt_sparse_nlp_option_set_double (e04vnc) before a call to
nag_opt_sparse_nlp_solve (e04vhc).

nag_opt_sparse_nlp_option_set_file (e04vkc) reads options from an external options file, with Begin
and End as the first and last lines respectively and each intermediate line defining a single optional
parameter. For example,

Begin
Print Level = 5

End

The call

e04vkc (ioptns, &state, &fail);

can then be used to read the file on file descriptor ioptns which can be obtained by a prior call to
nag_open_file (x04acc). fail:code ¼ NE_NOERROR on successful exit. nag_opt_sparse_nlp_option_
set_file (e04vkc) should be consulted for a full description of this method of supplying optional
parameters.

nag_opt_sparse_nlp_option_set_string (e04vlc), nag_opt_sparse_nlp_option_set_integer (e04vmc) and
nag_opt_sparse_nlp_option_set_double (e04vnc) can be called to supply options directly, one call being
necessary for each optional parameter. For example,

e04vlc ("Print Level = 5", &state, &fail);

nag_opt_sparse_nlp_option_set_string (e04vlc), nag_opt_sparse_nlp_option_set_integer (e04vmc) and
nag_opt_sparse_nlp_option_set_double (e04vnc) should be consulted for a full description of this
method of supplying optional parameters.

All optional parameters you do not specify are set to their default values. Optional parameters you
specify are unaltered by nag_opt_sparse_nlp_solve (e04vhc) (unless they define invalid values) and so
remain in effect for subsequent calls to nag_opt_sparse_nlp_solve (e04vhc), unless you alter them.

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined (if no characters
of an optional qualifier are underlined, the qualifier may be omitted);

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;
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the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and �r denotes the relative precision of the objective function
Function Precision, and bigbnd signifies the value of Infinite Bound Size.

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., optional parameters Dump File and Print File) have
type Nag_FileID (see Section 2.3.1.1 in How to Use the NAG Library and its Documentation). This ID
value must either be set to 0 (the default value) in which case there will be no output, or will be as
returned by a call of nag_open_file (x04acc).

Central Difference Interval r Default ¼ �
1
3
r

When Derivative Option ¼ 0, the central-difference interval r is used near an optimal solution to
obtain more accurate (but more expensive) estimates of gradients. Twice as many function evaluations
are required compared to forward differencing. The interval used for the jth variable is
hj ¼ r 1þ xj

		 		� �
. The resulting derivative estimates should be accurate to O r2

� �
, unless the functions

are badly scaled.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Check Frequency i Default ¼ 60

Every ith minor iteration after the most recent basis factorization, a numerical test is made to see if the
current solution x satisfies the general linear constraints (the linear constraints and the linearized
nonlinear constraints, if any). The constraints are of the form Ax� s ¼ b, where s is the set of slack
variables. To perform the numerical test, the residual vector r ¼ b�Axþ s is computed. If the largest
component of r is judged to be too large, the current basis is refactorized and the basic variables are
recomputed to satisfy the general constraints more accurately. If i � 0, the value of i ¼ 99999999 is
used and effectively no checks are made.

Check Frequency ¼ 1 is useful for debugging purposes, but otherwise this option should not be
needed.

Crash Option i Default ¼ 3
Crash Tolerance r Default ¼ 0:1

Except on restarts, an internal Crash procedure is used to select an initial basis from certain rows and
columns of the constraint matrix A �I

� �
. The Crash Option i determines which rows and columns

of A are eligible initially, and how many times the Crash procedure is called. Columns of �I are used
to pad the basis where necessary.

i Meaning

0 The initial basis contains only slack variables: B ¼ I.
1 The Crash procedure is called once, looking for a triangular basis in all rows and columns of A.

2 The Crash procedure is called twice (if there are nonlinear constraints). The first call looks for a
triangular basis in linear rows, and the iteration proceeds with simplex iterations until the linear
constraints are satisfied. The Jacobian is then evaluated for the first major iteration and the Crash
procedure is called again to find a triangular basis in the nonlinear rows (retaining the current basis
for linear rows).

3 The Crash procedure is called up to three times (if there are nonlinear constraints). The first two
calls treat linear equalities and linear inequalities separately. As before, the last call treats nonlinear
rows before the first major iteration.

If i 	 1, certain slacks on inequality rows are selected for the basis first. (If i 	 2, numerical values are
used to exclude slacks that are close to a bound). The Crash procedure then makes several passes
through the columns of A, searching for a basis matrix that is essentially triangular. A column is
assigned to ‘pivot’ on a particular row if the column contains a suitably large element in a row that has
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not yet been assigned. (The pivot elements ultimately form the diagonals of the triangular basis.) For
remaining unassigned rows, slack variables are inserted to complete the basis.

The Crash Tolerance r allows the starting Crash procedure to ignore certain ‘small’ nonzeros in each
column of A. If amax is the largest element in column j, other nonzeros of aij in the columns are
ignored if aij

		 		 � amax � r. (To be meaningful, r should be in the range 0 � r < 1.)

When r > 0:0, the basis obtained by the Crash procedure may not be strictly triangular, but it is likely
to be nonsingular and almost triangular. The intention is to obtain a starting basis containing more
columns of A and fewer (arbitrary) slacks. A feasible solution may be reached sooner on some
problems.

For example, suppose the first m columns of A form the matrix shown under LU Factor Tolerance; i.
e., a tridiagonal matrix with entries �1, 4, �1. To help the Crash procedure choose all m columns for
the initial basis, we would specify a Crash Tolerance of r for some value of r > 0:5.

Defaults

This special keyword may be used to reset all optional parameters to their default values.

Derivative Option i Default ¼ 1

Optional parameter Derivative Option specifies which nonlinear function gradients are known
analytically and will be supplied to nag_opt_sparse_nlp_solve (e04vhc) by usrfun.

i Meaning

0 Some problem derivatives are unknown.

1 All problem derivatives are known.

The value i ¼ 1 should be used whenever possible. It is the most reliable and will usually be the most
efficient.

If i ¼ 0, nag_opt_sparse_nlp_solve (e04vhc) will estimate the missing components of G xð Þ using finite
differences. This may simplify the coding of usrfun. However, it could increase the total run-time
substantially (since a special call to usrfun is required for each column of the Jacobian that has a
missing element), and there is less assurance that an acceptable solution will be located. If the nonlinear
variables are not well scaled, it may be necessary to specify a nonstandard optional parameter
Difference Interval.

For each column of the Jacobian, one call to usrfun is needed to estimate all missing elements in that
column, if any.

At times, central differences are used rather than forward differences. Twice as many calls to usrfun
are needed. (This is not under your control.)

Derivative Linesearch Default
Nonderivative Linesearch

At each major iteration a linesearch is used to improve the merit function. Optional parameter
Derivative Linesearch uses safeguarded cubic interpolation and requires both function and gradient
values to compute estimates of the step �k. If some analytic derivatives are not provided, or optional
parameter Nonderivative Linesearch is specified, nag_opt_sparse_nlp_solve (e04vhc) employs a
linesearch based upon safeguarded quadratic interpolation, which does not require gradient evaluations.

A nonderivative linesearch can be slightly less robust on difficult problems, and it is recommended that
the default be used if the functions and derivatives can be computed at approximately the same cost. If
the gradients are very expensive relative to the functions, a nonderivative linesearch may give a
significant decrease in computation time.

If Nonderivative Linesearch is selected, nag_opt_sparse_nlp_solve (e04vhc) signals the evaluation of
the linesearch by calling usrfun with needg ¼ 0. Once the linesearch is completed, the problem
functions are called again with needf ¼ 0 and needg ¼ 0. If the potential saving provided by a
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nonderivative linesearch is to be realised, it is essential that usrfun be coded so that derivatives are not
computed when needg ¼ 0.

Difference Interval r Default ¼ ffiffiffiffi
�r
p

This alters the interval r used to estimate gradients by forward differences. It does so in the following
circumstances:

– in the interval (‘cheap’) phase of verifying the problem derivatives;

– for verifying the problem derivatives;

– for estimating missing derivatives.

In all cases, a derivative with respect to xj is estimated by perturbing that component of x to the value
xj þ r 1þ xj

		 		� �
, and then evaluating Fobj xð Þ or f xð Þ at the perturbed point. The resulting gradient

estimates should be accurate to O rð Þ unless the functions are badly scaled. Judicious alteration of r may
sometimes lead to greater accuracy.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Dump File i1 Default ¼ 0
Load File i2 Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Optional parameters Dump File and Load File are similar to optional parameters Punch File and
Insert File, but they record solution information in a manner that is more direct and more easily
modified. A full description of information recorded in optional parameters Dump File and Load File
is given in Gill et al. (2005a).

If Dump File > 0, the last solution obtained will be output to the file associated with ID i1.

If Load File > 0, the file associated with ID i2, containing basis information, will be read. The file will
usually have been output previously as a Dump File. The file will not be accessed if optional
parameters Old Basis File or Insert File are specified.

Elastic Weight r Default ¼ 104

This keyword determines the initial weight � associated with the problem (12) (see Section 11.5).

At major iteration k, if elastic mode has not yet started, a scale factor �k ¼ 1þ g xkð Þk k1 is defined
from the current objective gradient. Elastic mode is then started if the QP subproblem is infeasible, or
the QP dual variables are larger in magnitude than �kr. The QP is resolved in elastic mode with
� ¼ �kr.
Thereafter, major iterations continue in elastic mode until they converge to a point that is optimal for
(12) (see Section 11.5). If the point is feasible for equation (1) v ¼ w ¼ 0ð Þ, it is declared locally
optimal. Otherwise, � is increased by a factor of 10 and major iterations continue. If � has already
reached a maximum allowable value, equation (1) is declared locally infeasible.

Expand Frequency i Default ¼ 10000

This option is part of the anti-cycling procedure designed to make progress even on highly degenerate
problems.

For linear models, the strategy is to force a positive step at every iteration, at the expense of violating
the bounds on the variables by a small amount. Suppose that the optional parameter
Minor Feasibility Tolerance is �. Over a period of i iterations, the tolerance actually used by
nag_opt_sparse_nlp_solve (e04vhc) increases from 0:5� to � (in steps of 0:5�=i).

For nonlinear models, the same procedure is used for iterations in which there is only one superbasic
variable. (Cycling can occur only when the current solution is at a vertex of the feasible region.) Thus,
zero steps are allowed if there is more than one superbasic variable, but otherwise positive steps are
enforced.
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Increasing i helps reduce the number of slightly infeasible nonbasic variables (most of which are
eliminated during a resetting procedure). However, it also diminishes the freedom to choose a large
pivot element (see optional parameter Pivot Tolerance).

Factorization Frequency i Default ¼ 50

At most i basis changes will occur between factorizations of the basis matrix.

With linear programs, the basis factors are usually updated every iteration. The default i is reasonable
for typical problems. Higher values up to i ¼ 100 (say) may be more efficient on well-scaled problems.

When the objective function is nonlinear, fewer basis updates will occur as an optimum is approached.
The number of iterations between basis factorizations will therefore increase. During these iterations a
test is made regularly (according to the optional parameter Check Frequency) to ensure that the
general constraints are satisfied. If necessary the basis will be refactorized before the limit of i updates
is reached.

Function Precision r Default ¼ �0:8

The relative function precision �r is intended to be a measure of the relative accuracy with which the
nonlinear functions can be computed. For example, if f xð Þ is computed as 1000:56789 for some
relevant x and if the first 6 significant digits are known to be correct, the appropriate value for �r would
be 1:0e�6.
Ideally the functions fi xð Þ should have magnitude of order 1. If all functions are substantially less than
1 in magnitude, �r should be the absolute precision. For example, if f xð Þ ¼ 1:23456789e�4 at some
point and if the first 6 significant digits are known to be correct, the appropriate value for �r would be
1:0e�10.)
The default value of �r is appropriate for simple analytic functions.

In some cases the function values will be the result of extensive computation, possibly involving a
costly iterative procedure that can provide few digits of precision. Specifying an appropriate
Function Precision may lead to savings, by allowing the linesearch procedure to terminate when the
difference between function values along the search direction becomes as small as the absolute error in
the values.

Hessian Full Memory Default if n1 � 75
Hessian Limited Memory Default if n1 > 75

These options select the method for storing and updating the approximate Hessian.
(nag_opt_sparse_nlp_solve (e04vhc) uses a quasi-Newton approximation to the Hessian of the
Lagrangian. A BFGS update is applied after each major iteration.)

If Hessian Full Memory is specified, the approximate Hessian is treated as a dense matrix and the
BFGS updates are applied explicitly. This option is most efficient when the number of variables n is not
too large (say, less than 75). In this case, the storage requirement is fixed and one can expect 1-step Q-
superlinear convergence to the solution.

Hessian Limited Memory should be used on problems where n is very large. In this case a limited-
memory procedure is used to update a diagonal Hessian approximation Hr a limited number of times.
(Updates are accumulated as a list of vector pairs. They are discarded at regular intervals after Hr has
been reset to their diagonal.)

Hessian Frequency i Default ¼ 99999999

If optional parameter Hessian Full Memory is in effect and i BFGS updates have already been carried
out, the Hessian approximation is reset to the identity matrix. (For certain problems, occasional resets
may improve convergence, but in general they should not be necessary.)

Hessian Full Memory a n d Hessian Frequency ¼ 10 h a v e a s i m i l a r e f f e c t t o
Hessian Limited Memory and Hessian Updates ¼ 10 (except that the latter retains the current
diagonal during resets).
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Hessian Updates i Default ¼ Hessian Frequency if
Hessian Full Memory, 10 otherwise

If optional parameter Hessian Limited Memory is in effect and i BFGS updates have already been
carried out, all but the diagonal elements of the accumulated updates are discarded and the updating
process starts again.

Broadly speaking, the more updates stored, the better the quality of the approximate Hessian. However,
the more vectors stored, the greater the cost of each QP iteration. The default value is likely to give a
robust algorithm without significant expense, but faster convergence can sometimes be obtained with
significantly fewer updates (e.g., i ¼ 5).

Infinite Bound Size r Default ¼ 1020

If r 	 0, r defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper
bound greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than
or equal to �bigbnd will be regarded as �1). If r < 0, the default value is used.

Iterations Limit i Default ¼ max 10000; 10max n;nfð Þð Þ
The value of i specifies the maximum number of minor iterations allowed (i.e., iterations of the simplex
method or the QP algorithm), summed over all major iterations. (See also the description of the optional
parameter Minor Iterations Limit.)

Linesearch Tolerance r Default ¼ 0:9

This tolerance, r, controls the accuracy with which a step length will be located along the direction of
search each iteration. At the start of each linesearch a target directional derivative for the merit function
is identified. This parameter determines the accuracy to which this target value is approximated, and it
must be a value in the range 0:0 � r � 1:0.

The default value r ¼ 0:9 requests just moderate accuracy in the linesearch.

If the nonlinear functions are cheap to evaluate, a more accurate search may be appropriate; try
r ¼ 0:1; 0:01 or 0:001.

If the nonlinear functions are expensive to evaluate, a less accurate search may be appropriate. If all
gradients are known, try r ¼ 0:99. (The number of major iterations might increase, but the total number
of function evaluations may decrease enough to compensate.)

If not all gradients are known, a moderately accurate search remains appropriate. Each search will
require only 1–5 function values (typically), but many function calls will then be needed to estimate
missing gradients for the next iteration.

LU Density Tolerance r1 Default ¼ 0:6
LU Singularity Tolerance r2 Default ¼ �23

The density tolerance, r1, is used during LU factorization of the basis matrix B. Columns of L and
rows of U are formed one at a time, and the remaining rows and columns of the basis are altered
appropriately. At any stage, if the density of the remaining matrix exceeds r1, the Markowitz strategy
for choosing pivots is terminated, and the remaining matrix is factored by a dense LU procedure.
Raising the density tolerance towards 1:0 may give slightly sparser LU factors, with a slight increase in
factorization time.

The singularity tolerance, r2, helps guard against ill-conditioned basis matrices. After B is refactorized,
the diagonal elements of U are tested as follows: if ujj

		 		 � r2 or ujj
		 		 < r2max

i
uij
		 		, the jth column of

the basis is replaced by the corresponding slack variable. (This is most likely to occur after a restart.)

LU Factor Tolerance r1 Default ¼ 3:99
LU Update Tolerance r2 Default ¼ 3:99

The values of r1 and r2 affect the stability of the basis factorization B ¼ LU , during refactorization and
updates respectively. The lower triangular matrix L is a product of matrices of the form
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1
� 1

� �
where the multipliers � will satisfy �j j � ri. The default values of r1 and r2 usually strike a good
compromise between stability and sparsity. They must satisfy r1, r2 	 1:0.

For large and relatively dense problems, r1 ¼ 10:0 or 5:0 (say) may give a useful improvement in
stability without impairing sparsity to a serious degree.

For certain very regular structures (e.g., band matrices) it may be necessary to reduce r1 and=or r2 in
order to achieve stability. For example, if the columns of A include a sub-matrix of the form

4 �1
�1 4 �1

�1 4 �1
. . . . . . . . .

�1 4 �1
�1 4

0BBBBB@

1CCCCCA;

one should set both r1 and r2 to values in the range 1:0 � ri < 4:0.

LU Partial Pivoting Default
LU Complete Pivoting
LU Rook Pivoting

The LU factorization implements a Markowitz-type search for pivots that locally minimize the fill-in
subject to a threshold pivoting stability criterion. The default option is to use threshhold partial
pivoting. The optional parameters LU Rook Pivoting and LU Complete Pivoting are more expensive
than partial pivoting but are more stable and better at revealing rank, as long as LU Factor Tolerance
is not too large (say < 2:0). When numerical difficulties are encountered, nag_opt_sparse_nlp_solve
(e04vhc) automatically reduces the LU tolerance towards 1:0 and switches (if necessary) to rook or
complete pivoting, before reverting to the default or specified options at the next refactorization (with
System Information Yes, relevant messages are output to the Print File).

Major Feasibility Tolerance r Default ¼ max 10�6;
ffiffi
�
p� �

This tolerance, r, specifies how accurately the nonlinear constraints should be satisfied. The default
value is appropriate when the linear and nonlinear constraints contain data to about that accuracy.

Let vmax be the maximum nonlinear constraint violation, normalized by the size of the solution, which
is required to satisfy

vmax ¼ max
i
vi = xk k � r; ð13Þ

where vi is the violation of the ith nonlinear constraint, for i ¼ 1; 2; . . . ; nf.

In the major iteration log (see Section 13.2), vmax appears as the quantity labelled ‘Feasible’. If some of
the problem functions are known to be of low accuracy, a larger Major Feasibility Tolerance may be
appropriate.

Major Optimality Tolerance r Default ¼ 2max 10�6;
ffiffi
�
p� �

This tolerance, r, specifies the final accuracy of the dual variables. On successful termination,
nag_opt_sparse_nlp_solve (e04vhc) will have computed a solution x; s; 	ð Þ such that

cmax ¼ max
j
cj = 	k k � r; ð14Þ

where cj is an estimate of the complementarity slackness for variable j, for j ¼ 1; 2; . . . ; nþ nf . The
values ci are computed from the final QP solution using the reduced gradients dj ¼ gj � 	Taj (where gj
is the jth component of the objective gradient, aj is the associated column of the constraint matrix
A �I
� �

, and 	 is the set of QP dual variables):
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cj ¼ djmin xj � lj; 1
� �

if dj 	 0;
�djmin uj � xj; 1

� �
if dj < 0:


 �
ð15Þ

In the Print File, cmax appears as the quantity labelled ‘Optimal’.

Major Iterations Limit i Default ¼ max 1000; 3max n; nfð Þð Þ

This is the maximum number of major iterations allowed. It is intended to guard against an excessive
number of linearizations of the constraints. If i ¼ 0, optimality and feasibility are checked.

Major Print Level i Default ¼ 1

This controls the amount of output to the optional parameters Print File and Summary File at each
major iteration. Major Print Level ¼ 0 suppresses most output, except for error messages.
Major Print Level ¼ 1 gives normal output for l inear and nonlinear problems, and
Major Print Level ¼ 11 gives additional details of the Jacobian factorization that commences each
major iteration.

In general, the value being specified may be thought of as a binary number of the form

Major Print Level JFDXbs

where each letter stands for a digit that is either 0 or 1 as follows:

s a single line that gives a summary of each major iteration. (This entry in JFDXbs is not strictly
binary since the summary line is printed whenever JFDXbs 	 1);

b basis statistics, i.e., information relating to the basis matrix whenever it is refactorized. (This
output is always provided if JFDXbs 	 10);

X xk, the nonlinear variables involved in the objective function or the constraints. These appear
under the heading ‘Jacobian variables’;

D 	k, the dual variables for the nonlinear constraints. These appear under the heading ‘Multiplier
estimates’;

F f xkð Þ, the values of the nonlinear constraint functions;

J J xkð Þ, the Jacobian matrix. This appears under the heading ‘x and Jacobian’.

To obtain output of any items JFDXbs, set the corresponding digit to 1, otherwise to 0. Note that a
leading 0 makes the C compiler interpret an integer as an octal constant; so you should omit leading
zeros from the value you assign for Major Print Level.

If J ¼ 1, the Jacobian matrix will be output column-wise at the start of each major iteration. Column j
will be preceded by the value of the corresponding variable xj and a key to indicate whether the
variable is basic, superbasic or nonbasic. (Hence if J ¼ 1, there is no reason to specify X ¼ 1 unless
the objective contains more nonlinear variables than the Jacobian.) A typical line of output is

3 1.250000e+01 BS 1 1.00000e+00 4 2.00000e+00

which would mean that x3 is basic at value 12:5, and the third column of the Jacobian has elements of
1:0 and 2:0 in rows 1 and 4.

Major Step Limit r Default ¼ 2:0

This parameter limits the change in x during a linesearch. It applies to all nonlinear problems, once a
‘feasible solution’ or ‘feasible subproblem’ has been found.

1. A linesearch determines a step � over the range 0 < � � �, where � is 1 if there are nonlinear
constraints or is the step to the nearest upper or lower bound on x if all the constraints are linear.
Normally, the first step length tried is �1 ¼ min 1; �ð Þ.

2. In some cases, such as f xð Þ ¼ aebx or f xð Þ ¼ axb, even a moderate change in the components of x
can lead to floating-point overflow. The parameter r is therefore used to define a limit
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�� ¼ r 1þ xk kð Þ= pk k (where p is the search direction), and the first evaluation of f xð Þ is at the
potentially smaller step length �1 ¼ min 1; ��; �

� �
.

3. Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at meaningless points. The optional parameter Major Step Limit provides an additional
safeguard. The default value r ¼ 2:0 should not affect progress on well behaved problems, but
setting r ¼ 0:1 or 0:01 may be helpful when rapidly varying functions are present. A ‘good’
starting point may be required. An important application is to the class of nonlinear least squares
problems.

4. In cases where several local optima exist, specifying a small value for r may help locate an
optimum near the starting point.

Minimize Default
Maximize
Feasible Point

The keywords Minimize and Maximize specify the required direction of optimization. It applies to both
linear and nonlinear terms in the objective.

The keyword Feasible Point means ‘Ignore the objective function, while finding a feasible point for the
linear and nonlinear constraints’. It can be used to check that the nonlinear constraints are feasible
without altering the call to nag_opt_sparse_nlp_solve (e04vhc).

Minor Feasibility Tolerance r Default ¼ max 10�6;
ffiffi
�
p� �

Feasibility Tolerance r Default ¼ max 10�6;
ffiffi
�
p� 

nag_opt_sparse_nlp_solve (e04vhc) tries to ensure that all variables eventually satisfy their upper and
lower bounds to within this tolerance, r. This includes slack variables. Hence, general linear constraints
should also be satisfied to within r.

Feasibility with respect to nonlinear constraints is judged by the optional parameter
Major Feasibility Tolerance (not by r).

If the bounds and linear constraints cannot be satisfied to within r, the problem is declared infeasible. If
sinf is quite small, it may be appropriate to raise r by a factor of 10 or 100. Otherwise, some error in
the data should be suspected.

Nonlinear functions will be evaluated only at points that satisfy the bounds and linear constraints. If
there are regions where a function is undefined, every attempt should be made to eliminate these
regions from the problem.

For example, if f xð Þ ¼ ffiffiffiffiffi
x1
p þ log x2ð Þ, it is essential to place lower bounds on both variables. If

r ¼ 1:0e�6, the bounds x1 	 10�5 and x2 	 10�4 might be appropriate. (The log singularity is more
serious. In general, keep x as far away from singularities as possible.)

If Scale Option 	 1, feasibility is defined in terms of the scaled problem (since it is then more likely to
be meaningful).

In reality, nag_opt_sparse_nlp_solve (e04vhc) uses r as a feasibility tolerance for satisfying the bounds
on x and s in each QP subproblem. If the sum of infeasibilities cannot be reduced to zero, the QP
subproblem is declared infeasible. nag_opt_sparse_nlp_solve (e04vhc) is then in elastic mode thereafter
(with only the linearized nonlinear constraints defined to be elastic). See the description of the optional
parameter Elastic Weight.

Minor Iterations Limit i Default ¼ 500

If the number of minor iterations for the optimality phase of the QP subproblem exceeds i, then all
nonbasic QP variables that have not yet moved are frozen at their current values and the reduced QP is
solved to optimality.

Note that more than i minor iterations may be necessary to solve the reduced QP to optimality. These
extra iterations are necessary to ensure that the terminated point gives a suitable direction for the
linesearch.
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In the major iteration log (see Section 13.2) a t at the end of a line indicates that the corresponding QP
was artificially terminated using the limit i.

Compare with the optional parameter Iterations Limit, which defines an independent absolute limit on
the total number of minor iterations (summed over all QP subproblems).

Minor Print Level i Default ¼ 1

This controls the amount of output to the Print File and Summary File during solution of the QP
subproblems. The value of i has the following effect:

i Meaning

0 No minor iteration output except error messages.

	 1 A single line of output at each minor iteration (controlled by optional parameters
Print Frequency and Summary Frequency.

	 10 Basis factorization statistics generated during the periodic refactorization of the basis (see the
optional parameter Factorization Frequency). Statistics for the first factorization each major
iteration are controlled by the optional parameter Major Print Level.

New Basis File i1 Default ¼ 0
Backup Basis File i2 Default ¼ 0
Save Frequency i3 Default ¼ 100

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

New Basis File and Backup Basis File are sometimes referred to as basis maps. They contain the most
compact representation of the state of each variable. They are intended for restarting the solution of a
problem at a point that was reached by an earlier run. For nontrivial problems, it is advisable to save
basis maps at the end of a run, in order to restart the run if necessary.

If New Basis File > 0, a basis map will be saved in the file associated with ID i1 every i3th iteration.
The first record of the file will contain the word PROCEEDING if the run is still in progress. A basis map
will also be saved at the end of a run, with some other word indicating the final solution status.

If Backup Basis File > 0, it is intended as a safeguard against losing the results of a long run. Suppose
that a New Basis File is being saved every 100 (Save Frequency) iterations, and that
nag_opt_sparse_nlp_solve (e04vhc) is about to save such a basis at iteration 2000. It is conceivable
that the run may be interrupted during the next few milliseconds (in the middle of the save). In this case
the Basis file will be corrupted and the run will have been essentially wasted.

To eliminate this risk, both a New Basis File and a Backup Basis File may be specified using calls of
nag_open_file (x04acc).

The current basis will then be saved every 100 iterations, first in the New Basis File and then
immediately in the Backup Basis File. If the run is interrupted at iteration 2000 during the save in the
New Basis File there will still be a usable basis in the Backup Basis File.

Note that a new basis will be saved in New Basis File at the end of a run if it terminates normally, but
it will not be saved in Backup Basis File. In the above example, if an optimum solution is found at
iteration 2050 (or if the iteration limit is 2050), the final basis in the Backup Basis File will correspond
to iteration 2050, but the last basis saved in the New Basis File will be the one for iteration 2000.

A full description of information recorded in New Basis File and Backup Basis File is given in Gill et
al. (2005a).

New Superbasics Limit i Default ¼ 99

This option causes early termination of the QP subproblems if the number of free variables has
increased significantly since the first feasible point. If the number of new superbasics is greater than i,
the nonbasic variables that have not yet moved are frozen and the resulting smaller QP is solved to
optimality.
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In the major iteration log (see Section 13.1), a t at the end of a line indicates that the QP was
terminated early in this way.

Nolist Default
List

For nag_opt_sparse_nlp_solve (e04vhc), normally each optional parameter specification is printed as it
is supplied. Optional parameter Nolist may be used to suppress the printing and optional parameter List
may be used to turn on printing.

Old Basis File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Old Basis File > 0, the basis maps information will be obtained from the file associated with ID i.
The file will usually have been output previously as a New Basis File or Backup Basis File. A full
description of information recorded in New Basis File and Backup Basis File is given in Gill et al.
(2005a).

The file will not be acceptable if the number of rows or columns in the problem has been altered.

Partial Price i Default ¼ 1

This parameter is recommended for large problems that have significantly more variables than
constraints. It reduces the work required for each ‘pricing’ operation (where a nonbasic variable is
selected to become superbasic). When i ¼ 1, all columns of the constraint matrix A �I

� �
are

searched. Otherwise, A and I are partitioned to give i roughly equal segments Aj and Ij , for
j ¼ 1; 2; . . . ; i. If the previous pricing search was successful on Aj�1 and Ij�1, the next search begins on
the segments Aj and Ij. (All subscripts here are modulo i.) If a reduced gradient is found that is larger
than some dynamic tolerance, the variable with the largest such reduced gradient (of appropriate sign) is
selected to become superbasic. If nothing is found, the search continues on the next segments Ajþ1 and
Ijþ1, and so on.

For time-stage models having t time periods, Partial Price t (or t=2 or t=3) may be appropriate.

Pivot Tolerance r Default ¼ �23

During the solution of QP subproblems, the pivot tolerance is used to prevent columns entering the
basis if they would cause the basis to become almost singular.

When x changes to xþ �p for some search direction p, a ‘ratio test’ determines which component of x
reaches an upper or lower bound first. The corresponding element of p is called the pivot element.
Elements of p are ignored (and therefore cannot be pivot elements) if they are smaller than the pivot
tolerance r.

It is common for two or more variables to reach a bound at essentially the same time. In such cases, the
Minor Feasibility Tolerance (say, t) provides some freedom to maximize the pivot element and
thereby improve numerical stability. Excessively small values of t should therefore not be specified. To
a lesser extent, the Expand Frequency (say, f) also provides some freedom to maximize the pivot
element. Excessively large values of f should therefore not be specified.

Print File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Print File > 0, the following information is output to a file associated with ID i during the solution
of each problem:

– a listing of the optional parameters;

– some statistics about the problem;

– the amount of storage available for the LU factorization of the basis matrix;
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– notes about the initial basis resulting from a Crash procedure or a Basis file;

– the iteration log;

– basis factorization statistics;

– the exit fail condition and some statistics about the solution obtained;

– the printed solution, if requested.

These items are described in Sections 9 and 13. Further brief output may be directed to the
Summary File.

Print Frequency i Default ¼ 100

If i > 0, one line of the iteration log will be printed every ith iteration. A value such as i ¼ 10 is
suggested for those interested only in the final solution. If i � 0, the value of i ¼ 99999999 is used and
effectively no checks are made.

Proximal Point Method i Default ¼ 1

i ¼ 1 or 2 specifies minimization of x� x0k k1 or 1
2 x� x0k k22 when the starting point x0 is changed to

satisfy the linear constraints (where x0 refers to nonlinear variables).

Punch File i1 Default ¼ 0
Insert File i2 Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

The Punch File from a previous run may be used as an Insert File for a later run on the same problem.
A full description of information recorded in Insert File and Punch File is given in Gill et al. (2005a).

If Punch File > 0, the final solution obtained will be output to the file associated with ID i1. For linear
programs, this format is compatible with various commercial systems.

If Insert File > 0, the file associated with ID i2, containing basis information, will be read. The file will
usually have been output previously as a Punch File. The file will not be accessed if Old Basis File is
specified.

Scale Option i Default ¼ 0
Scale Tolerance r Default ¼ 0:9
Scale Print

Three scale options are available as follows:

i Meaning

0 No scaling. This is recommended if it is known that x and the constraint matrix never have very
large elements (say, larger than 100).

1 The constraints and variables are scaled by an iterative procedure that attempts to make the matrix
coefficients as close as possible to 1:0 (see Fourer (1982)). This will sometimes improve the
performance of the solution procedures.

2 The constraints and variables are scaled by the iterative procedure. Also, a certain additional scaling
is performed that may be helpful if the right-hand side b or the solution x is large. This takes into
account columns of A �I

� �
that are fixed or have positive lower bounds or negative upper

bounds.

Optional parameter Scale Tolerance affects how many passes might be needed through the constraint
matrix. On each pass, the scaling procedure computes the ratio of the largest and smallest nonzero
coefficients in each column:

�j ¼ max
j

aij
		 		=min

i
aij
		 		 aij 6¼ 0

� �
:
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If max
j
�j is less than r times its previous value, another scaling pass is performed to adjust the row and

column scales. Raising r from 0:9 to 0:99 (say) usually increases the number of scaling passes through
A. At most 10 passes are made. The value of r should lie in the range 0 < r < 1.

Scale Print causes the row scales r ið Þ and column scales c jð Þ to be printed to Print File, if
System Information Yes has been specified. The scaled matrix coefficients are �aij ¼ aijc jð Þ=r ið Þ, and
the scaled bounds on the variables and slacks are �lj ¼ lj=c jð Þ, �uj ¼ uj=c jð Þ, where c jð Þ ¼ r j� nð Þ if
j > n.

Solution File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Solution File > 0, the final solution will be output to the file associated with ID i.

To see more significant digits in the printed solution, it will sometimes be useful to specify that the
Solution File refers to the Print File.

Summary File i1 Default ¼ 0
Summary Frequency i2 Default ¼ 100

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Summary File > 0, a brief log will be output to the file associated with i1, including one line of
information every i2th iteration. In an interactive environment, it is useful to direct this output to the
terminal, to allow a run to be monitored online. (If something looks wrong, the run can be manually
terminated.) Further details are given in Section 13.6.

Superbasics Limit i Default ¼ n1
This option places a limit on the storage allocated for superbasic variables. Ideally, i should be set
slightly larger than the ‘number of degrees of freedom’ expected at an optimal solution.

For nonlinear problems, the number of degrees of freedom is often called the ‘number of independent
variables’. Normally, i need not be greater than nþ 1, where n1 is the number of nonlinear variables.
For many problems, i may be considerably smaller than n. This will save storage if n is very large.

Suppress Parameters

Normally nag_opt_sparse_nlp_solve (e04vhc) prints the options file as it is being read, and then prints a
complete list of the available keywords and their final values. The optional parameter
Suppress Parameters tells nag_opt_sparse_nlp_solve (e04vhc) not to print the full list.

System Information No Default
System Information Yes

This option prints additional information on the progress of major and minor iterations, and Crash
statistics. See Section 13.

Timing Level i Default ¼ 0

If i > 0, some timing information will be output to the Print file, if Print File > 0.

Unbounded Objective r1 Default ¼ 1:0eþ 15
Unbounded Step Size r2 Default ¼ infbnd

These parameters are intended to detect unboundedness in nonlinear problems. During a linesearch, Fobj

is evaluated at points of the form xþ �p, where x and p are fixed and � varies. If Fobj

		 		 exceeds r1 or �
exceeds r2, iterations are terminated with the exit message fail:code ¼ NE_UNBOUNDED.

If singularities are present, unboundedness in Fobj xð Þ may be manifested by a floating-point overflow
(during the evaluation of Fobj xþ �pð Þ), before the test against r1 can be made.
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Unboundedness in x is best avoided by placing finite upper and lower bounds on the variables.

Verify Level i Default ¼ 0

This option refers to finite difference checks on the derivatives computed by the user-supplied
functions. Derivatives are checked at the first point that satisfies all bounds and linear constraints.

i Meaning

0 Only a ‘cheap’ test will be performed, requiring two calls to usrfun.

1 Individual gradients will be checked (with a more reliable test). A key of the form OK or Bad?
indicates whether or not each component appears to be correct.

2 Individual columns of the problem Jacobian will be checked.

3 Options 2 and 1 will both occur (in that order).

�1 Derivative checking is disabled.

Verify Level ¼ 3 should be specified whenever a new usrfun is being developed.

Violation Limit r Default ¼ 1:0eþ 6

This keyword defines an absolute limit on the magnitude of the maximum constraint violation, r, after
the linesearch. On completion of the linesearch, the new iterate xkþ1 satisfies the condition

vi xkþ1ð Þ � r max 1; vi x0ð Þð Þ;

where x0 is the point at which the nonlinear constraints are first evaluated and vi xð Þ is the ith nonlinear
constraint violation vi xð Þ ¼ max 0; li � fi xð Þ; fi xð Þ � uið Þ.
The effect of this violation limit is to restrict the iterates to lie in an expanded feasible region whose
size depends on the magnitude of r. This makes it possible to keep the iterates within a region where
the objective is expected to be well-defined and bounded below. If the objective is bounded below for
all values of the variables, then r may be any large positive value.

13 Description of Monitoring Information

nag_opt_sparse_nlp_solve (e04vhc) produces monitoring information, statistical information and
information about the solution. Section 9.1 contains details of the final output information sent to
the unit specified by the optional parameter Print File. This section contains other details of output
information.

13.1 Major Iteration Log

This section describes the output to unit Print File if Major Print Level > 0. One line of information
is output every kth major iteration, where k is Print Frequency.

Label Description

Itns is the cumulative number of minor iterations.

Major is the current major iteration number.

Minors is the number of iterations required by both the feasibility and optimality phases
of the QP subproblem. Generally, Minors will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11).

Step is the step length � taken along the current search direction p. The variables x
have just been changed to xþ �p. On reasonably well-behaved problems, the unit
step will be taken as the solution is approached.

nCon the number of times usrfun has been called to evaluate the nonlinear problem
functions. Evaluations needed for the estimation of the derivatives by finite

e04vhc NAG Library Manual

e04vhc.46 Mark 26



differences are not included. nCon is printed as a guide to the amount of work
required for the linesearch.

Feasible is the value of vmax (see (13)), the maximum component of the scaled nonlinear
constraint residual (see optional parameter Major Feasibility Tolerance). The
solution is regarded as acceptably feasible if Feasible is less than the
Major Feasibility Tolerance. In this case, the entry is contained in parentheses.

If the constraints are linear, all iterates are feasible and this entry is not printed.

Optimal is the value of cmax (see (14)), the maximum complementary gap (see optional
parameter Major Optimality Tolerance). It is an estimate of the degree of
nonoptimality of the reduced costs. Both Feasible and Optimal are small in the
neighbourhood of a solution.

MeritFunction is the value of the augmented Lagrangian merit function (see (8)). This function
will decrease at each iteration unless it was necessary to increase the penalty
parameters (see Section 11.4). As the solution is approached, MeritFunction
will converge to the value of the objective at the solution.

In elastic mode, the merit function is a composite function involving the
constraint violations weighted by the elastic weight.

If the constraints are linear, this item is labelled Objective, the value of the
objective function. It will decrease monotonically to its optimal value.

L+U is the number of nonzeros representing the basis factors L and U on completion
of the QP subproblem.

If nonlinear constraints are present, the basis factorization B ¼ LU is computed
at the start of the first minor iteration. At this stage, L+U ¼ lenL+lenU, where
lenL (see Section 13.4) is the number of subdiagonal elements in the columns of
a lower triangular matrix and lenU (see Section 13.4) is the number of diagonal
and superdiagonal elements in the rows of an upper-triangular matrix.

As columns of B are replaced during the minor iterations, L+U may fluctuate up
or down but, in general, will tend to increase. As the solution is approached and
the minor iterations decrease towards zero, L+U will reflect the number of
nonzeros in the LU factors at the start of the QP subproblem.

If the constraints are linear, refactorization is subject only to the
Factorization Frequency, and L+U will tend to increase between factorizations.

BSwap is the number of columns of the basis matrix B that were swapped with columns
of S to improve the condition of B. The swaps are determined by an LU

factorization of the rectangular matrix BS ¼ B Sð ÞT with stability being favoured
more than sparsity.

nS is the current number of superbasic variables.

condHz is an estimate of the condition number of RTR, itself an estimate of ZTHZ, the
reduced Hessian of the Lagrangian. The condition number is the square of the
ratio of the largest and smallest diagonals of the upper triangular matrix R, this
being a lower bound on the condition number of RTR. condHz gives a rough
indication of whether or not the optimization procedure is having difficulty. If � is
the relative machine precision being used, the SQP algorithm will make slow
progress if condHz becomes as large as ��1=2 � 108, and will probably fail to find
a better solution if condHz reaches ��3=4 � 1012.

To guard against high values of condHz, attention should be given to the scaling
of the variables and the constraints. In some cases it may be necessary to add
upper or lower bounds to certain variables to keep them a reasonable distance
from singularities in the nonlinear functions or their derivatives.

Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if there are no nonlinear constraints).
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The summary line may include additional code characters that indicate what happened during the course
of the major iteration. These will follow the separator ‘_’ in the output

Label Description

c central differences have been used to compute the unknown components of the
objective and constraint gradients. A switch to central differences is made if
either the linesearch gives a small step, or x is close to being optimal. In some
cases, it may be necessary to re-solve the QP subproblem with the central
difference gradient and Jacobian.

d during the linesearch it was necessary to decrease the step in order to obtain a
maximum constraint violation conforming to the value of the optional parameter
Violation Limit.

D you set status ¼ �1 on exit from usrfun, indicating that the linesearch needed to
be done with a smaller value of the step length �.

l the norm wise change in the variables was limited by the value of the optional
parameter Major Step Limit. If this output occurs repeatedly during later
iterations, it may be worthwhile increasing the value of the optional parameter
Major Step Limit.

i if nag_opt_sparse_nlp_solve (e04vhc) is not in elastic mode, an i signifies that
the QP subproblem is infeasible. This event triggers the start of nonlinear elastic
mode, which remains in effect for all subsequent iterations. Once in elastic mode,
the QP subproblems are associated with the elastic problem (12) (see
Section 11.5).

If nag_opt_sparse_nlp_solve (e04vhc) is already in elastic mode, an i indicates
that the minimizer of the elastic subproblem does not satisfy the linearized
constraints. (In this case, a feasible point for the usual QP subproblem may or
may not exist.)

M an extra evaluation of the problem functions was needed to define an acceptable
positive definite quasi-Newton update to the Lagrangian Hessian. This modifica-
tion is only done when there are nonlinear constraints.

m this is the same as M except that it was also necessary to modify the update to
include an augmented Lagrangian term.

n no positive definite BFGS update could be found. The approximate Hessian is
unchanged from the previous iteration.

R the approximate Hessian has been reset by discarding all but the diagonal
elements. This reset will be forced periodically by the Hessian Frequency and
Hessian Updates keywords. However, it may also be necessary to reset an ill-
conditioned Hessian from time to time.

r the approximate Hessian was reset after ten consecutive major iterations in which
no BFGS update could be made. The diagonals of the approximate Hessian are
retained if at least one update has been done since the last reset. Otherwise, the
approximate Hessian is reset to the identity matrix.

s a self-scaled BFGS update was performed. This update is used when the Hessian
approximation is diagonal, and hence always follows a Hessian reset.

t the minor iterations were terminated because of the Minor Iterations Limit.

T the minor iterations were terminated because of the New Superbasics Limit.

u the QP subproblem was unbounded.

w a weak solution of the QP subproblem was found.

z the Superbasics Limit was reached.
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13.2 Minor Iteration Log

If Minor Print Level > 0, one line of information is output to the Print file every kth minor iteration,
where k is the specified Print Frequency. A heading is printed before the first such line following a
basis factorization. The heading contains the items described below. In this description, a pricing
operation is the process by which a nonbasic variable is selected to become superbasic (in addition to
those already in the superbasic set). The selected variable is denoted by jq. Variable jq often becomes
basic immediately. Otherwise it remains superbasic, unless it reaches its opposite bound and returns to
the nonbasic set.

If Partial Price is in effect, variable jq is selected from App or Ipp, the ppth segments of the
constraint matrix A �I

� �
.

Label Description

Itn the current iteration number.

LPmult or QPmult is the reduced cost (or reduced gradient) of the variable jq selected by the pricing
procedure at the start of the present iteration. Algebraically, the reduced gradient
is dj ¼ gj � 	Taj for j ¼ jq, where gj is the gradient of the current objective
function, 	 is the vector of dual variables for the QP subproblem, and aj is the jth
column of A �I

� �
.

Note that the reduced cost is the 1-norm of the reduced-gradient vector at the
start of the iteration, just after the pricing procedure.

LPstep or QPstep is the step length � taken along the current search direction p. The variables x
have just been changed to xþ �p. Write Step to stand for LPStep or QPStep,
depending on the problem. If a variable is made superbasic during the current
iteration (+SBS > 0), Step will be the step to the nearest bound. During Phase 2,
the step can be greater than one only if the reduced Hessian is not positive
definite.

nInf is the number of infeasibilities after the present iteration. This number will not
increase unless the iterations are in elastic mode.

SumInf is the sum of infeasibilities after the present iteration, if nInf > 0. The value
usually decreases at each nonzero Step, but if it decreases by 2 or more, SumInf
may occasionally increase.

rgNorm is the norm of the reduced-gradient vector at the start of the iteration. (It is the
norm of the vector with elements dj for variables j in the superbasic set.) During
Phase 2 this norm will be approximately zero after a unit step. (The heading is
not printed if the problem is linear.)

LPobjective or QPobjective
the QP objective function after the present iteration. In elastic mode, the heading
is changed to Elastic QPobj. In either case, the value printed decreases
monotonically.

+SBS is the variable jq selected by the pricing operation to be added to the superbasic
set.

-SBS is the superbasic variable chosen to become nonbasic.

-BS is the basis variable removed (if any) to become nonbasic.

Pivot if column aq replaces the rth column of the basis B, Pivot is the rth element of a
vector y satisfying By ¼ aq. Wherever possible, Step is chosen to avoid
extremely small values of Pivot (since they cause the basis to be nearly
singular). In rare cases, it may be necessary to increase the Pivot Tolerance to
exclude very small elements of y from consideration during the computation of
Step.

L+U is the number of nonzeros representing the basis factors L and U . Immediately
after a basis factorization B ¼ LU , L+U is lenL+lenU, the number of subdiagonal
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elements in the columns of a lower triangular matrix and the number of diagonal
and superdiagonal elements in the rows of an upper-triangular matrix. Further
nonzeros are added to L when various columns of B are later replaced. As
columns of B are replaced, the matrix U is maintained explicitly (in sparse form).
The value of L will steadily increase, whereas the value of U may fluctuate up or
down. Thus the value of L+U may fluctuate up or down (in general, it will tend to
increase).

ncp is the number of compressions required to recover storage in the data structure for
U . This includes the number of compressions needed during the previous basis
factorization.

nS is the current number of superbasic variables. (The heading is not printed if the
problem is linear.)

condHz see Section 13.1. (The heading is not printed if the problem is linear.)

13.3 Crash Statistics

If Major Print Level 	 10 and System Information Yes has been specified, the following items are
output to the Print file when start ¼ Nag Cold and no Basis file is loaded. They refer to the number of
columns that the Crash procedure selects during selected passes through A while searching for a
triangular basis matrix.

Label Description

Slacks is the number of slacks selected initially.

Free cols is the number of free columns in the basis.

Preferred is the number of ‘preferred’ columns in the basis (i.e., xstate½j� 1� ¼ 3 for some
j � n).

Unit is the number of unit columns in the basis.

Double is the number of columns in the basis containing 2 nonzeros.

Triangle is the number of triangular columns in the basis.

Pad is the number of slacks used to pad the basis (to make it a nonsingular triangle).

13.4 Basis Factorization Statistics

If Major Print Level 	 10, the first seven items listed below are output to the Print file whenever the
basis B or the rectangular matrix BS ¼ B Sð ÞT is factorized before solution of the next QP subproblem
(see Section 12.1).

Note that BS may be factorized at the start of just some of the major iterations. It is immediately
followed by a factorization of B itself.

Gaussian elimination is used to compute a sparse LU factorization of B or BS, where PLPT and PUQ
are lower and upper triangular matrices, for some permutation matrices P and Q. Stability is ensured as
described under optional parameter LU Factor Tolerance.

If Minor Print Level 	 10, the same items are printed during the QP solution whenever the current B
is factorized. In addition, if System Information Yes has been specified, the entries from Elems
onwards are also printed.

Label Description

Factor the number of factorizations since the start of the run.

Demand a code giving the reason for the present factorization, as follows:

Code Meaning
0 First LU factorization.
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1 The number of updates reached the
Factorization Frequency.

2 The nonzeros in the updated factors have increased sig-
nificantly.

7 Not enough storage to update factors.
10 Row residuals are too large (see the description of the

optional parameter Check Frequency).
11 Ill-conditioning has caused inconsistent results.

Itn is the current minor iteration number.

Nonlin is the number of nonlinear variables in the current basis B.

Linear is the number of linear variables in B.

Slacks is the number of slack variables in B.

B, BR, BS or BT factorize is the type of LU factorization.

B periodic factorization of the basis B.
BR more careful rank-revealing factorization of B using threshold

rook pivoting. This occurs mainly at the start, if the first basis
factors seem singular or ill-conditioned. Followed by a normal
B factorize.

BS BS is factorized to choose a well-conditioned B from the
current B Sð Þ. Followed by a normal B factorize.

BT same as BS except the current B is tried first and accepted if it
appears to be not much more ill-conditioned than after the
previous BS factorize.

m is the number of rows in B or BS.

n is the number of columns in B or BS. Preceded by ‘=’ or ‘>’
respectively.

Elems is the number of nonzero elements in B or BS.

Amax is the largest nonzero in B or BS.

Density is the percentage nonzero density of B or BS.

Merit/MerRP/MerCP Merit is the average Markowitz merit count for the elements chosen to
be the diagonals of PUQ. Each merit count is defined to be
c� 1ð Þ r� 1ð Þ where c and r are the number of nonzeros in the
column and row containing the element at the time it is selected to be
the next diagonal. Merit is the average of n such quantities. It gives an
indication of how much work was required to preserve sparsity during
the factorization. If LU Complete Pivoting or LU Rook Pivoting has
been selected, this heading is changed to MerCP, respectively MerRP.

lenL is the number of nonzeros in L.

L+U is the number of nonzeros representing the basis factors L and U .
Immediately after a basis factorization B ¼ LU , this is lenL+lenU, the
number of subdiagonal elements in the columns of a lower triangular
matrix and the number of diagonal and superdiagonal elements in the
rows of an upper-triangular matrix. Further nonzeros are added to L
when various columns of B are later replaced. As columns of B are
replaced, the matrix U is maintained explicitly (in sparse form). The
value of L will steadily increase, whereas the value of U may fluctuate
up or down. Thus the value of L+U may fluctuate up or down (in
general, it will tend to increase).

Cmpressns is the number of times the data structure holding the partially factored
matrix needed to be compressed to recover unused storage. Ideally this
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number should be zero. If it is more than 3 or 4, the amount of
workspace available to nag_opt_sparse_nlp_solve (e04vhc) should be
increased for efficiency.

Incres is the percentage increase in the number of nonzeros in L and U
relative to the number of nonzeros in B or BS.

Utri is the number of triangular rows of B or BS at the top of U .

lenU the number of nonzeros in U , including its diagonals.

Ltol is the largest subdiagonal element allowed in L. This is the specified
LU Factor Tolerance or a smaller value that is currently being used
for greater stability.

Umax the maximum nonzero element in U .

Ugrwth is the ratio Umax=Amax, which ideally should not be substantially larger
than 10:0 or 100:0. If it is orders of magnitude larger, it may be
advisable to reduce the LU Factor Tolerance to 5:0, 4:0, 3:0 or 2:0,
say (but bigger than 1:0).

As long as Lmax is not large (say 5:0 or less), max Amax; Umaxð Þ=DUmin
gives an estimate of the condition number B. If this is extremely large,
the basis is nearly singular. Slacks are used to replace suspect columns
of B and the modified basis is refactored.

Ltri is the number of triangular columns of B or BS at the left of L.

dense1 is the number of columns remaining when the density of the basis
matrix being factorized reached 0:3.

Lmax is the actual maximum subdiagonal element in L (bounded by Ltol).

Akmax is the largest nonzero generated at any stage of the LU factorization.
(Values much larger than Amax indicate instability.) Akmax is not
printed if LU Partial Pivoting is selected.

Agrwth is the ratio Akmax=Amax. Values much larger than 100 (say) indicate
instability. Agrwth is not printed if LU Partial Pivoting is selected.

bump is the size of the block to be factorized nontrivially after the triangular
rows and columns of B or BS have been removed.

dense2 is the number of columns remaining when the density of the basis
matrix being factorized reached 0:6. (The Markowitz pivot strategy
searches fewer columns at that stage.)

DUmax is the largest diagonal of PUQ.

DUmin is the smallest diagonal of PUQ.

condU the ratio DUmax=DUmin, which estimates the condition number of U
(and of B if Ltol is less than 5:0, say).

13.5 The Solution File

At the end of a run, the final solution may be output as a Solution file, according to Solution File.
Some header information appears first to identify the problem and the final state of the optimization
procedure. A ROWS section and a COLUMNS section then follow, giving one line of information for
each row and column. The format used is similar to certain commercial systems, though there is no
industry standard.

The maximum record length is 111 characters.

To reduce clutter, a full stop (.) is printed for any numerical value that is exactly zero. The values 
1
are also printed specially as 1:0 and �1:0. Infinite bounds (
1020 or larger) are printed as None.
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A Solution file is intended to be read from disk by a self-contained program that extracts and saves
certain values as required for possible further computation. Typically, the first 14 records would be
ignored. The end of the ROWS section is marked by a record that starts with a 1 and is otherwise blank.
If this and the next 4 records are skipped, the COLUMNS section can then be read under the same
format.

A full description of the ROWS section and the COLUMNS section is given in Sections 9.1.1 and
9.1.2.

13.6 The Summary File

If Summary File > 0, the following information is output to the Summary File. (It is a brief summary
of the output directed to unit Print File):

– the optional parameters supplied via the option setting functions, if any;

– the Basis file loaded, if any;

– a brief major iteration log (see Section 13.1);

– a brief minor iteration log (see Section 13.2);

– a summary of the final iterate.
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NAG Library Function Document

nag_opt_sparse_nlp_jacobian (e04vjc)

1 Purpose

nag_opt_sparse_nlp_jacobian (e04vjc) may be used before nag_opt_sparse_nlp_solve (e04vhc) to
determine the sparsity pattern for the Jacobian.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_jacobian (Integer nf, Integer n,

void (*usrfun)(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[], Integer needg, Integer leng,
double g[], Nag_Comm *comm),

Integer iafun[], Integer javar[], double a[], Integer lena,
Integer *nea, Integer igfun[], Integer jgvar[], Integer leng,
Integer *neg, const double x[], const double xlow[],
const double xupp[], Nag_E04State *state, Nag_Comm *comm,
NagError *fail)

3 Description

When using nag_opt_sparse_nlp_solve (e04vhc), if you set the optional parameter
Derivative Option ¼ 0 and usrfun provides none of the derivatives, you may need to call
nag_opt_sparse_nlp_jacobian (e04vjc) to determine the input arrays iafun, javar, a, igfun and jgvar.
These arrays define the pattern of nonzeros in the Jacobian matrix. A typical sequence of calls could be

e04vgc (&state, ... );
e04vjc (nf, n, ... );
e04vlc ("Derivative Option = 0", &state, ... );
e04vhc (start, nf, ... );

nag_opt_sparse_nlp_jacobian (e04vjc) determines the sparsity pattern for the Jacobian and identifies the
constant elements automatically. To do so, nag_opt_sparse_nlp_jacobian (e04vjc) approximates the
problem functions, F xð Þ, at three random perturbations of the given initial point x. If an element of the
approximate Jacobian is the same at all three points, then it is taken to be constant. If it is zero, it is
taken to be identically zero. Since the random points are not chosen close together, the heuristic will
correctly classify the Jacobian elements in the vast majority of cases. In general, nag_opt_sparse_nlp_
jacobian (e04vjc) finds that the Jacobian can be permuted to the form:

G xð Þ A3
A2 A4

� �
;

where A2, A3 and A4 are constant. Note that G xð Þ might contain elements that are also constant, but
nag_opt_sparse_nlp_jacobian (e04vjc) must classify them as nonlinear. This is because nag_opt_spar
se_nlp_solve (e04vhc) ‘removes’ linear variables from the calculation of F by setting them to zero
before calling usrfun. A knowledgeable user would be able to move such elements from F xð Þ in
usrfun and enter them as part of iafun, javar and a for nag_opt_sparse_nlp_solve (e04vhc).

4 References

Hock W and Schittkowski K (1981) Test Examples for Nonlinear Programming Codes. Lecture Notes in
Economics and Mathematical Systems 187 Springer–Verlag
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5 Arguments

Note: all optional parameters are described in detail in Section 12.1 in nag_opt_sparse_nlp_solve
(e04vhc).

1: nf – Integer Input

On entry: nf , the number of problem functions in F xð Þ, including the objective function (if any)
and the linear and nonlinear constraints. Simple upper and lower bounds on x can be defined
using the arguments xlow and xupp and should not be included in F .

Constraint: nf > 0.

2: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

3: usrfun – function, supplied by the user External Function

usrfun must define the problem functions F xð Þ. This function is passed to nag_opt_sparse_nlp_
jacobian (e04vjc) as the external argument usrfun.

The specification of usrfun is:

void usrfun (Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[], Integer needg,
Integer leng, double g[], Nag_Comm *comm)

1: status – Integer * Input/Output

On entry: indicates the first call to usrfun.

status ¼ 0
There is nothing special about the current call to usrfun.

status ¼ 1
nag_opt_sparse_nlp_jacobian (e04vjc) is calling your function for the first time.
Some data may need to be input or computed and saved.

On exit: may be used to indicate that you are unable to evaluate F at the current x. (For
example, the problem functions may not be defined there).

nag_opt_sparse_nlp_jacobian (e04vjc) evaluates F xð Þ at random perturbation of the
initial point x, say xp. If the functions cannot be evaluated at xp, you can set
status ¼ �1, nag_opt_sparse_nlp_jacobian (e04vjc) will use another random perturba-
tion.

If for some reason you wish to terminate the current problem, set status � �2.

2: n – Integer Input

On entry: n, the number of variables, as defined in the call to nag_opt_sparse_nlp_ja
cobian (e04vjc).

3: x½n� – const double Input

On entry: the variables x at which the problem functions are to be calculated. The array
x must not be altered.

4: needf – Integer Input

On entry: indicates if f must be assigned during the call to usrfun (see f).
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5: nf – Integer Input

On entry: nf , the number of problem functions.

6: f½nf� – double Input/Output

On entry: this will be set by nag_opt_sparse_nlp_jacobian (e04vjc).

On exit: the computed F xð Þ according to the setting of needf.

If needf ¼ 0, f is not required and is ignored.

If needf > 0, the components of F xð Þ must be calculated and assigned to f.
nag_opt_sparse_nlp_jacobian (e04vjc) will always call usrfun with needf > 0.

To simplify the code, you may ignore the value of needf and compute F xð Þ on every
entry to usrfun.

7: needg – Integer Input

On entry: nag_opt_sparse_nlp_jacobian (e04vjc) will call usrfun with needg ¼ 0 to
indicate that g is not required.

8: leng – Integer Input

On entry: the dimension of the array g.

9: g½leng� – double Input/Output

On entry: concerns the calculations of the derivatives of the function f xð Þ.
On exit: nag_opt_sparse_nlp_jacobian (e04vjc) will always call usrfun with needg ¼ 0:
g is not required to be set on exit but must be declared correctly.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to usrfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_sparse_nlp_jacobian
(e04vjc) you may allocate memory and initialize these pointers with various
quantities for use by usrfun when called from nag_opt_sparse_nlp_jacobian
(e04vjc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

4: iafun½lena� – Integer Output
5: javar½lena� – Integer Output
6: a½lena� – double Output

On exit: define the coordinates i; jð Þ and values Aij of the nonzero elements of the linear part A
of the function F xð Þ ¼ f xð Þ þAx.
In particular, nea triples iafun½k� 1�; javar½k� 1�; a½k� 1�ð Þ define the row and column indices
i ¼ iafun½k� 1� and j ¼ javar½k� 1� of the element Aij ¼ a½k� 1�.

7: lena – Integer Input

On entry: the dimension of the arrays iafun, javar and a that hold i; j; Aij

� �
. lena should be an

overestimate of the number of elements in the linear part of the Jacobian.

Constraint: lena 	 1.
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8: nea – Integer * Output

On exit: is the number of nonzero entries in A such that F xð Þ ¼ f xð Þ þ Ax.

9: igfun½leng� – Integer Output
10: jgvar½leng� – Integer Output

On exit: define the coordinates i; jð Þ of the nonzero elements of G, the nonlinear part of the
derivatives J xð Þ ¼ G xð Þ þA of the function F xð Þ ¼ f xð Þ þAx.

11: leng – Integer Input

On entry: the dimension of the arrays igfun and jgvar that define the varying Jacobian elements
i; j;Gij

� �
. leng should be an overestimate of the number of elements in the nonlinear part of the

Jacobian.

Constraint: leng 	 1.

12: neg – Integer * Output

On exit: the number of nonzero entries in G.

13: x½n� – const double Input

On entry: an initial estimate of the variables x. The contents of x will be used by
nag_opt_sparse_nlp_jacobian (e04vjc) in the call of usrfun, and so each element of x should
be within the bounds given by xlow and xupp.

14: xlow½n� – const double Input
15: xupp½n� – const double Input

On entry: contain the lower and upper bounds lx and ux on the variables x.

To specify a nonexistent lower bound lx½ �j ¼ �1, set xlow½j� 1� � �bigbnd, where bigbnd is
the optional parameter Infinite Bound Size. To specify a nonexistent upper bound
xupp½j� 1� 	 bigbnd.

To fix the jth variable (say, xj ¼ �, where �j j < bigbnd), set xlow½j� 1� ¼ xupp½j� 1� ¼ �.

16: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

17: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

Internal error: memory allocation failed when attempting to allocate workspace sizes valueh i,
valueh i and valueh i. Please contact NAG.
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NE_ALLOC_INSUFFICIENT

Internal memory allocation was insufficient. Please contact NAG.

NE_ARRAY_TOO_SMALL

Either lena or leng is too small. Increase both of them and corresponding array sizes.
lena ¼ valueh i and leng ¼ valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INT

On entry, lena ¼ valueh i.
Constraint: lena 	 1.

On entry, leng ¼ valueh i.
Constraint: leng 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_JACOBIAN_STRUCTURE_FAIL

Cannot estimate Jacobian structure at given point x.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

User-supplied function usrfun requested termination.

You have indicated the wish to terminate the call to nag_opt_sparse_nlp_jacobian (e04vjc) by
setting status to a value < �1 on exit from usrfun.

NE_USRFUN_UNDEFINED

User-supplied function usrfun indicates that functions are undefined near given point x.

You have indicated that the problem functions are undefined by setting status ¼ �1 on exit from
usrfun. This exit occurs if nag_opt_sparse_nlp_jacobian (e04vjc) is unable to find a point at
which the functions are defined.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_opt_sparse_nlp_jacobian (e04vjc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example shows how to call nag_opt_sparse_nlp_jacobian (e04vjc) to determine the sparsity pattern
of the Jacobian before calling nag_opt_sparse_nlp_solve (e04vhc) to solve a sparse nonlinear
programming problem without providing the Jacobian information in usrfun.

It is a reformulation of Problem 74 from Hock and Schittkowski (1981) and involves the minimization
of the nonlinear function

f xð Þ ¼ 10�6x33 þ 2
3� 10�6x34 þ 3x3 þ 2x4

subject to the bounds

�0:55 � x1 � 0:55;
�0:55 � x2 � 0:55;

0 � x3 � 1200;
0 � x4 � 1200;

to the nonlinear constraints

1000 sin �x1 � 0:25ð Þ þ 1000 sin �x2 � 0:25ð Þ � x3 ¼ �894:8;
1000 sin x1 � 0:25ð Þ þ 1000 sin x1 � x2 � 0:25ð Þ � x4 ¼ �894:8;
1000 sin x2 � 0:25ð Þ þ 1000 sin x2 � x1 � 0:25ð Þ ¼ �1294:8;

and to the linear constraints

�x1 þ x2 	 �0:55;
x1 � x2 	 �0:55:

The initial point, which is infeasible, is

x0 ¼ 0; 0; 0; 0
� �T

;

and f x0ð Þ ¼ 0.

The optimal solution (to five figures) is

x� ¼ 0:11887;�0:39623; 679:94; 1026:0ð ÞT;

and f x�ð Þ ¼ 5126:4. All the nonlinear constraints are active at the solution.

The formulation of the problem combines the constraints and the objective into a single vector (F ).

F ¼

1000 sin �x1 � 0:25ð Þ þ 1000 sin �x2 � 0:25ð Þ � x3
1000 sin x1 � 0:25ð Þ þ 1000 sin x1 � x2 � 0:25ð Þ � x4
1000 sin x2 � 0:25ð Þ þ 1000 sin x2 � x1 � 0:25ð Þ

�x1 þ x2
x1 � x2

10�6x33 þ 2
3� 10�6x34 þ 3x3 þ 2x4

0BBBBB@

1CCCCCA
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10.1 Program Text

/* nag_opt_sparse_nlp_jacobian (e04vjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL usrfun(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[],
Integer needg, Integer leng, double g[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double objadd, sinf;
Integer exit_status = 0;
Integer i, lena, leng, n, nea, neg, nf, nfname, ninf, ns, nxname, objrow;

/* Arrays */
char **fnames = 0, prob[9], **xnames = 0;
double *a = 0, *f = 0, *flow = 0, *fmul = 0, *fupp = 0, *x = 0;
double *xlow = 0, *xmul = 0, *xupp = 0;
Integer *fstate = 0, *iafun = 0, *igfun = 0, *javar = 0, *jgvar = 0;
Integer *xstate = 0;

/* Nag Types */
Nag_E04State state;
NagError fail;
Nag_Comm comm;
Nag_Start start;

/* By default e04vhc does not print monitoring information.
Define SHOW_MONITORING_INFO to turn it on - see further below. */

#ifdef SHOW_MONITORING_INFORMATION
Nag_FileID fileid;

#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_opt_sparse_nlp_jacobian (e04vjc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nf);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nf);
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#endif
if (n > 0 && nf > 0) {

nfname = 1;
nxname = 1;
lena = 300;
leng = 300;
/* Allocate memory */
if (!(fnames = NAG_ALLOC(nfname, char *)) ||

!(xnames = NAG_ALLOC(nxname, char *)) ||
!(a = NAG_ALLOC(lena, double)) ||
!(f = NAG_ALLOC(nf, double)) ||
!(flow = NAG_ALLOC(nf, double)) ||
!(fmul = NAG_ALLOC(nf, double)) ||
!(fupp = NAG_ALLOC(nf, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(xlow = NAG_ALLOC(n, double)) ||
!(xmul = NAG_ALLOC(n, double)) ||
!(xupp = NAG_ALLOC(n, double)) ||
!(fstate = NAG_ALLOC(nf, Integer)) ||
!(iafun = NAG_ALLOC(lena, Integer)) ||
!(igfun = NAG_ALLOC(leng, Integer)) ||
!(javar = NAG_ALLOC(lena, Integer)) ||
!(jgvar = NAG_ALLOC(leng, Integer)) ||
!(xstate = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or nf\n");
exit_status = 1;
goto END;

}

/* nag_opt_sparse_nlp_init (e04vgc).
* Initialization function for nag_opt_sparse_nlp_solve
* (e04vhc)
*/

nag_opt_sparse_nlp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of nag_opt_sparse_nlp_init (e04vgc) failed.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Read the bounds on the variables. */
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &xlow[i - 1], &xupp[i - 1]);

#else
scanf("%lf%lf%*[^\n] ", &xlow[i - 1], &xupp[i - 1]);

#endif
}

for (i = 1; i <= n; ++i) {
x[i - 1] = 0.;

}

/* Illustrate how to pass information to the user-supplied
function usrfun via the comm structure */

comm.p = 0;

/* Determine the Jacobian structure. */
/* nag_opt_sparse_nlp_jacobian (e04vjc).
* Determine the pattern of nonzeros in the Jacobian matrix
* for nag_opt_sparse_nlp_solve (e04vhc)
*/

nag_opt_sparse_nlp_jacobian(nf, n, usrfun, iafun, javar, a, lena, &nea,
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igfun, jgvar, leng, &neg, x, xlow, xupp,
&state, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_opt_sparse_nlp_jacobian (e04vjc) failed to determine the"

" Jacobian structure\n");
exit_status = 1;
goto END;

}

/* Print the Jacobian structure. */

printf("\n");
printf("NEA (the number of nonzero entries in A) = %3" NAG_IFMT "\n", nea);

printf(" I IAFUN(I) JAVAR(I) A(I)\n");
printf("---- -------- -------- -----------\n");

for (i = 1; i <= nea; ++i) {
printf("%3" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "%18.4e\n", i,

iafun[i - 1], javar[i - 1], a[i - 1]);
}

printf("\n");
printf("NEG (the number of nonzero entries in G) = %3" NAG_IFMT "\n", neg);
printf(" I IGFUN(I) JGVAR(I)\n");
printf("---- -------- --------\n");

for (i = 1; i <= neg; ++i) {
printf("%3" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n", i, igfun[i - 1],

jgvar[i - 1]);
}

/* Now that we have the determined the structure of the
* Jacobian, set up the information necessary to solve
* the optimization problem.
*/

start = Nag_Cold;
#ifdef _WIN32

strcpy_s(prob, (unsigned)_countof(prob), " ");
#else

strcpy(prob, " ");
#endif

objadd = 0.0;
for (i = 1; i <= n; ++i) {

x[i - 1] = 0.;
xstate[i - 1] = 0;
xmul[i - 1] = 0.;

}
for (i = 1; i <= nf; ++i) {

f[i - 1] = 0.;
fstate[i - 1] = 0;
fmul[i - 1] = 0.;

}

/* The row containing the objective function. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &objrow);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &objrow);
#endif

/* Read the bounds on the functions. */
for (i = 1; i <= nf; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &flow[i - 1], &fupp[i - 1]);

#else
scanf("%lf%lf%*[^\n] ", &flow[i - 1], &fupp[i - 1]);

#endif
}

#ifdef SHOW_MONITORING_INFO
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/* Call nag_open_file (x04acc) to set the print file fileid */
/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &fileid, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 2;
goto END;

}
/* nag_opt_sparse_nlp_option_set_integer (e04vmc).
* Set a single option for nag_opt_sparse_nlp_solve (e04vhc)
* from an integer argument
*/

nag_opt_sparse_nlp_option_set_integer("Print file", fileid, &state, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
#endif

/* Tell nag_opt_sparse_nlp_solve (e04vhc) that we supply no derivatives in
* usrfun. */

/* nag_opt_sparse_nlp_option_set_string (e04vlc).
* Set a single option for nag_opt_sparse_nlp_solve (e04vhc)
* from a character string
*/

nag_opt_sparse_nlp_option_set_string("Derivative option 0", &state, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 1;
goto END;

}
for (i = 1; i <= nfname; ++i) {

fnames[i - 1] = NAG_ALLOC(9, char);
#ifdef _WIN32

strcpy_s(fnames[i - 1], 9, "");
#else

strcpy(fnames[i - 1], "");
#endif

}

for (i = 1; i <= nxname; ++i) {
xnames[i - 1] = NAG_ALLOC(9, char);

#ifdef _WIN32
strcpy_s(xnames[i - 1], 9, "");

#else
strcpy(xnames[i - 1], "");

#endif
}

/* Solve the problem. */
/* nag_opt_sparse_nlp_solve (e04vhc).
* General sparse nonlinear optimizer
*/

fflush(stdout);
nag_opt_sparse_nlp_solve(start, nf, n, nxname, nfname, objadd, objrow, prob,

usrfun, iafun, javar, a, lena, nea, igfun, jgvar,
leng, neg, xlow, xupp, (const char **) xnames,
flow, fupp, (const char **) fnames, x, xstate,
xmul, f, fstate, fmul, &ns, &ninf, &sinf, &state,
&comm, &fail);

if (n > 0 && nf > 0) {
for (i = 0; i < nxname; i++)

NAG_FREE(xnames[i]);
for (i = 0; i < nfname; i++)

NAG_FREE(fnames[i]);
}
if (fail.code == NE_NOERROR || fail.code == NW_NOT_FEASIBLE) {

printf("\n");
printf("Final objective value = %11.1f\n", f[objrow - 1]);
printf("Optimal X = ");
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for (i = 1; i <= n; ++i)
printf("%9.2f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");

}
else {

printf("Error message from nag_opt_sparse_nlp_solve (e04vhc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
fflush(stdout);

if (fail.code != NE_NOERROR)
exit_status = 2;

END:
NAG_FREE(fnames);
NAG_FREE(xnames);
NAG_FREE(a);
NAG_FREE(f);
NAG_FREE(flow);
NAG_FREE(fmul);
NAG_FREE(fupp);
NAG_FREE(x);
NAG_FREE(xlow);
NAG_FREE(xmul);
NAG_FREE(xupp);
NAG_FREE(fstate);
NAG_FREE(iafun);
NAG_FREE(igfun);
NAG_FREE(javar);
NAG_FREE(jgvar);
NAG_FREE(xstate);

return exit_status;
}

static void NAG_CALL usrfun(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[],
Integer needg, Integer leng, double g[],
Nag_Comm *comm)

{
/* Parameter adjustments */

#define X(I) x[(I) -1]
#define F(I) f[(I) -1]

/* Check whether information came from the main program
via the comm structure. Even if it was, we ignore it
in this example. */

if (comm->p)
printf("Pointer %p was passed to usrfun via the comm struct\n", comm->p);

/* Function Body */
if (needf > 0) {

F(1) = sin(-X(1) - .25) * 1e3 + sin(-X(2) - .25) * 1e3 - X(3);
F(2) = sin(X(1) - .25) * 1e3 + sin(X(1) - X(2) - .25) * 1e3 - X(4);
F(3) = sin(X(2) - X(1) - .25) * 1e3 + sin(X(2) - .25) * 1e3;
F(4) = -X(1) + X(2);
F(5) = X(1) - X(2);
F(6) = X(3) * (X(3) * X(3)) * 1e-6 + X(4) * (X(4) * X(4)) * 2e-6 / 3.

+ X(3) * 3 + X(4) * 2;
}

return;
} /* usrfun */
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10.2 Program Data

nag_opt_sparse_nlp_jacobian (e04vjc) Example Program Data
4 6 : Values of n and nf

-0.55E0 0.55e0 : Bounds on the variables, XLOW(i), XUPP(i), for i = 1 to n
-0.55E0 0.55E0
0.0E0 1200.0E0
0.0E0 1200.0E0

6 : Value of objrow
-894.8E0 -894.8E0 : Bounds on the functions, FLOW(i), FUPP(i), for i = 1 to nf
-894.8E0 -894.8E0

-1294.8E0 -1294.8E0
-0.55E0 1.0E25
-0.55E0 1.0E25
-1.0E25 1.0E25

10.3 Program Results
nag_opt_sparse_nlp_jacobian (e04vjc) Example Program Results

NEA (the number of nonzero entries in A) = 4
I IAFUN(I) JAVAR(I) A(I)

---- -------- -------- -----------
1 4 1 -1.0000e+00
2 5 1 1.0000e+00
3 4 2 1.0000e+00
4 5 2 -1.0000e+00

NEG (the number of nonzero entries in G) = 10
I IGFUN(I) JGVAR(I)

---- -------- --------
1 1 1
2 2 1
3 3 1
4 1 2
5 2 2
6 3 2
7 6 3
8 6 4
9 1 3

10 2 4

Final objective value = 5126.5
Optimal X = 0.12 -0.40 679.95 1026.07
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NAG Library Function Document

nag_opt_sparse_nlp_option_set_file (e04vkc)

1 Purpose

nag_opt_sparse_nlp_option_set_file (e04vkc) may be used to supply optional parameters to
nag_opt_sparse_nlp_solve (e04vhc) from an external file. The initialization function nag_opt_sparse_nl
p_init (e04vgc) must have been called before calling nag_opt_sparse_nlp_option_set_file (e04vkc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_option_set_file (Nag_FileID fileid,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_option_set_file (e04vkc) may be used to supply values for optional parameters to
nag_opt_sparse_nlp_solve (e04vhc). nag_opt_sparse_nlp_option_set_file (e04vkc) reads an external file
whose fileid has been returned by a call to nag_open_file (x04acc). nag_open_file (x04acc) must be
called to provide fileid. Each line of the file defines a single optional parameter. It is only necessary to
supply values for those arguments whose values are to be different from their default values.

Each optional parameter is defined by a single character string consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword.

– a phrase that qualifies the keyword.

– a number that specifies an Integer or double value. Such numbers may be up to 16 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

Blank strings and comments are ignored. A comment begins with an asterisk (*) and all subsequent
characters in the string are regarded as part of the comment.

The file containing the options must start with Begin and must finish with End. An example of a valid
options file is:

Begin * Example options file
Print level = 5

End

Optional parameter settings are preserved following a call to nag_opt_sparse_nlp_solve (e04vhc) and so
the keyword Defaults is provided to allow you to reset all the optional parameters to their default
values before a subsequent call to nag_opt_sparse_nlp_solve (e04vhc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_nlp_solve (e04vhc).
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4 References

None.

5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the option file to be read as returned by a call to nag_open_file (x04acc).

2: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OPTIONS_FILE_READ_FAILURE

At least one line of the options file is invalid.

Could not read options file on unit fileid ¼ valueh i.
Could not read options file on unit fileid. This may be due to:

(a) fileid is not a valid unit number;

(b) a file is not associated with unit fileid, or if it is, is unavailable for read access;

(c) one or more lines of the options file is invalid. Check that all keywords are neither
ambiguous nor misspelt;

(d) Begin was found, but end-of-file was found before End was found;
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(e) end-of-file was found before Begin was found.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_option_set_file (e04vkc) is not threaded in any implementation.

9 Further Comments

nag_opt_sparse_nlp_option_set_string (e04vlc), nag_opt_sparse_nlp_option_set_integer (e04vmc) or
nag_opt_sparse_nlp_option_set_double (e04vnc) may also be used to supply optional parameters to
nag_opt_sparse_nlp_solve (e04vhc).

10 Example

This example solves the same problem as the example in the document for nag_opt_sparse_nlp_solve
(e04vhc), but sets and reads some optional parameters first. See Section 10 in nag_opt_sparse_nlp_solve
(e04vhc) for further details.

The example in the document for nag_opt_sparse_nlp_jacobian (e04vjc) also solves the same problem
(see Section 10 in nag_opt_sparse_nlp_jacobian (e04vjc)), but it first calls nag_opt_sparse_nlp_jacobian
(e04vjc) to determine the sparsity pattern before calling nag_opt_sparse_nlp_option_set_file (e04vkc).

10.1 Program Text

/* nag_opt_sparse_nlp_option_set_file (e04vkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL usrfun(Integer *status, Integer n, const double x[],
Integer needf, Integer nf, double f[],
Integer needg, Integer leng, double g[],
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const char *optionsfile = "e04vkce.opt";

/* Scalars */
double bndinf, featol, objadd, sinf;
Integer elmode, exit_status = 0, i, lena, leng, n, nea, neg, nf, nfname,

ninf;
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Integer ns, nxname, objrow;

/* Arrays */
static double ruser[1] = { -1.0 };
char nag_enum_arg[40];
char **fnames = 0, *prob = 0, **xnames = 0;
double *a = 0, *f = 0, *flow = 0, *fmul = 0, *fupp = 0;
double *x = 0, *xlow = 0, *xmul = 0, *xupp = 0;
Integer *fstate = 0, *iafun = 0, *igfun = 0, *iuser = 0, *javar = 0;
Integer *jgvar = 0, *xstate = 0;

/* Nag Types */
Nag_E04State state;
NagError fail;
Nag_Comm comm;
Nag_Start start;
Nag_FileID optfileid;

/* By default e04vhc does not print monitoring information.
Define SHOW_MONITORING_INFO to turn it on - see further below. */

#ifdef SHOW_MONITORING_INFO
Nag_FileID outfileid;

#endif

INIT_FAIL(fail);

printf("%s\n",
"nag_opt_sparse_nlp_option_set_file (e04vkc) Example Program"
" Results");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* This program demonstrates the use of routines to set and get values of
* optional parameters associated with nag_opt_sparse_nlp_solve (e04vhc).
*/

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nf);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nf);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT " %39s %*[^\n] ", &nea, &neg,
&objrow, nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT " %39s %*[^\n] ", &nea, &neg,

&objrow, nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

start = (Nag_Start) nag_enum_name_to_value(nag_enum_arg);

if (n > 0 && nf > 0 && nea > 0 && neg > 0) {
nxname = n;
nfname = nf;

/* Allocate memory */
if (!(fnames = NAG_ALLOC(nfname, char *)) ||

!(prob = NAG_ALLOC(9, char)) ||
!(xnames = NAG_ALLOC(nxname, char *)) ||
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!(a = NAG_ALLOC(300, double)) ||
!(f = NAG_ALLOC(100, double)) ||
!(flow = NAG_ALLOC(100, double)) ||
!(fmul = NAG_ALLOC(100, double)) ||
!(fupp = NAG_ALLOC(100, double)) ||
!(x = NAG_ALLOC(100, double)) ||
!(xlow = NAG_ALLOC(100, double)) ||
!(xmul = NAG_ALLOC(100, double)) ||
!(xupp = NAG_ALLOC(100, double)) ||
!(fstate = NAG_ALLOC(100, Integer)) ||
!(iafun = NAG_ALLOC(300, Integer)) ||
!(igfun = NAG_ALLOC(300, Integer)) ||
!(iuser = NAG_ALLOC(1, Integer)) ||
!(javar = NAG_ALLOC(300, Integer)) ||
!(jgvar = NAG_ALLOC(300, Integer)) ||
!(xstate = NAG_ALLOC(100, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or nf or nea or neg\n");
exit_status = 1;
return exit_status;

}
lena = MAX(1, nea);
leng = MAX(1, neg);
objadd = 0.;

#ifdef _WIN32
strcpy_s(prob, 9, " ");

#else
strcpy(prob, " ");

#endif

/* Read the variable names xnames */

for (i = 0; i < nxname; ++i) {
xnames[i] = NAG_ALLOC(9, char);

#ifdef _WIN32
scanf_s(" ’ %8s ’", xnames[i], 9);

#else
scanf(" ’ %8s ’", xnames[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read the function names fnames */
for (i = 0; i < nfname; ++i) {

fnames[i] = NAG_ALLOC(9, char);
#ifdef _WIN32

scanf_s(" ’%8s’", fnames[i], 9);
#else

scanf(" ’%8s’", fnames[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the sparse matrix A, the linear part of F */
for (i = 0; i < nea; ++i) {

/* For each element read row, column, A(row,column) */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &iafun[i], &javar[i],
&a[i]);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &iafun[i], &javar[i],

&a[i]);
#endif

}
/* Read the structure of sparse matrix g, the nonlinear part of f */
for (i = 0; i < neg; ++i) {

/* For each element read row, column */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &igfun[i], &jgvar[i]);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &igfun[i], &jgvar[i]);
#endif

}

/* Read the lower and upper bounds on the variables */
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &xlow[i], &xupp[i]);

#else
scanf("%lf%lf%*[^\n] ", &xlow[i], &xupp[i]);

#endif
}

/* Read the lower and upper bounds on the functions */
for (i = 0; i < nf; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &flow[i], &fupp[i]);

#else
scanf("%lf%lf%*[^\n] ", &flow[i], &fupp[i]);

#endif
}

/* Initialize x, xstate, xmul, f, fstate, fmul */
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &xstate[i]);
#else

scanf("%" NAG_IFMT "", &xstate[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &xmul[i]);
#else

scanf("%lf", &xmul[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

for (i = 0; i < nf; ++i) {
#ifdef _WIN32

scanf_s("%lf", &f[i]);
#else

scanf("%lf", &f[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < nf; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &fstate[i]);
#else

scanf("%" NAG_IFMT "", &fstate[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < nf; ++i) {
#ifdef _WIN32

scanf_s("%lf", &fmul[i]);
#else

scanf("%lf", &fmul[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initialize e04vhc using nag_opt_sparse_nlp_init (e04vgc):
* Initialization function for nag_opt_sparse_nlp_solve (e04vhc).
*/

nag_opt_sparse_nlp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of nag_opt_sparse_nlp_init (e04vgc) failed.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

#ifdef SHOW_MONITORING_INFO
/* Call nag_open_file (x04acc) to set the print file outfileid */
/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &outfileid, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 2;
goto END;

}

/* nag_opt_sparse_nlp_option_set_integer (e04vmc).
* Set a single option for nag_opt_sparse_nlp_solve (e04vhc)
* from an integer argument
*/

nag_opt_sparse_nlp_option_set_integer("Print file", outfileid, &state,
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&fail);

if (fail.code != NE_NOERROR) {
exit_status = 1;
goto END;

}
#endif

/* Use nag_opt_sparse_nlp_option_set_file (e04vkc) to read some options from
* the options file. Call nag_open_file (x04acc) to set the
* options file optfileid.
*/

nag_open_file(optionsfile, 0, &optfileid, &fail);
if (fail.code != NE_NOERROR) {

nag_close_file(optfileid, &fail);
exit_status = 1;
goto END;

}
/* nag_opt_sparse_nlp_option_set_file (e04vkc).
* Supply optional parameter values for
* nag_opt_sparse_nlp_solve (e04vhc) from external file
*/

nag_opt_sparse_nlp_option_set_file(optfileid, &state, &fail);
if (fail.code != NE_NOERROR) {

nag_close_file(optfileid, &fail);
exit_status = 1;
goto END;

}
printf("\n");

/* Find the value of Integer-valued option ’Elastic mode’ using
* nag_opt_sparse_nlp_option_get_integer (e04vrc):
* Get the setting of an integer valued option of
* nag_opt_sparse_nlp_solve (e04vhc)
*/

nag_opt_sparse_nlp_option_get_integer("Elastic mode", &elmode, &state,
&fail);

if (fail.code != NE_NOERROR) {
nag_close_file(optfileid, &fail);
exit_status = 1;
goto END;

}
printf("Option ’Elastic mode’ has the value %3" NAG_IFMT ".\n", elmode);

/* Use nag_opt_sparse_nlp_option_set_double (e04vnc) to set the value of
* real-valued option ’Infinite bound size’.
*/

bndinf = 1e10;
/* nag_opt_sparse_nlp_option_set_double (e04vnc).
* Set a single option for nag_opt_sparse_nlp_solve (e04vhc)
* from a double argument
*/

nag_opt_sparse_nlp_option_set_double("Infinite bound size", bndinf, &state,
&fail);

if (fail.code != NE_NOERROR) {
nag_close_file(optfileid, &fail);
exit_status = 1;
goto END;

}

/* Find the value of real-valued option ’Feasibility tolerance’ using
* nag_opt_sparse_nlp_option_get_double (e04vsc):
* Get the setting of a double valued option of
* nag_opt_sparse_nlp_solve (e04vhc)
*/

nag_opt_sparse_nlp_option_get_double("Feasibility tolerance", &featol,
&state, &fail);

if (fail.code != NE_NOERROR) {
nag_close_file(optfileid, &fail);
exit_status = 1;
goto END;
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}
printf("Option ’Feasibility tolerance’ has the value %14.5e.\n", featol);

/* Set the option ’Major iterations limit’ using
* nag_opt_sparse_nlp_option_set_string (e04vlc):
* Set a single option for nag_opt_sparse_nlp_solve (e04vhc)
* from a character string
*/

nag_opt_sparse_nlp_option_set_string("Major iterations limit 50", &state,
&fail);

if (fail.code != NE_NOERROR) {
nag_close_file(optfileid, &fail);
exit_status = 1;
goto END;

}
printf("\n");
fflush(stdout);

/* Solve the problem. */
/* nag_opt_sparse_nlp_solve (e04vhc).
* General sparse nonlinear optimizer
*/

nag_opt_sparse_nlp_solve(start, nf, n, nxname, nfname, objadd, objrow, prob,
usrfun, iafun, javar, a, lena, nea, igfun, jgvar,
leng, neg, xlow, xupp, (const char **) xnames,
flow, fupp, (const char **) fnames, x, xstate,
xmul, f, fstate, fmul, &ns, &ninf, &sinf, &state,
&comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_opt_sparse_nlp_solve (e04vhc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
nag_close_file(optfileid, &fail);

printf("Final objective value = %11.1f\n", f[objrow - 1]);
printf("Optimal X = ");

for (i = 0; i < n; ++i)
printf("%9.2f%s", x[i], i % 7 == 6 || i == n - 1 ? "\n" : " ");

END:
for (i = 0; i < nxname; i++)

NAG_FREE(xnames[i]);
for (i = 0; i < nfname; i++)

NAG_FREE(fnames[i]);
NAG_FREE(fnames);
NAG_FREE(xnames);
NAG_FREE(prob);
NAG_FREE(a);
NAG_FREE(f);
NAG_FREE(flow);
NAG_FREE(fmul);
NAG_FREE(fupp);
NAG_FREE(x);
NAG_FREE(xlow);
NAG_FREE(xmul);
NAG_FREE(xupp);
NAG_FREE(fstate);
NAG_FREE(iafun);
NAG_FREE(igfun);
NAG_FREE(iuser);
NAG_FREE(javar);
NAG_FREE(jgvar);
NAG_FREE(xstate);

return exit_status;
}

static void NAG_CALL usrfun(Integer *status, Integer n, const double x[],
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Integer needf, Integer nf, double f[],
Integer needg, Integer leng, double g[],
Nag_Comm *comm)

{
if (comm->user[0] == -1.0) {

fflush(stdout);
printf("(User-supplied callback usrfun, first invocation.)\n");
comm->user[0] = 0.0;
fflush(stdout);

}
if (needf > 0) {

/* The nonlinear components of f_i(x) need to be assigned, */
f[0] = sin(-x[0] - .25) * 1e3 + sin(-x[1] - .25) * 1e3;
f[1] = sin(x[0] - .25) * 1e3 + sin(x[0] - x[1] - .25) * 1e3;
f[2] = sin(x[1] - x[0] - .25) * 1e3 + sin(x[1] - .25) * 1e3;
/* N.B. in this example there is no need to assign for the wholly */
/* linear components f_4(x) and f_5(x). */
f[5] = x[2] * (x[2] * x[2]) * 1e-6 + x[3] * (x[3] * x[3]) * 2e-6 / 3.;

}

if (needg > 0) {
/* The derivatives of the function f_i(x) need to be assigned.
* g[k-1] should be set to partial derivative df_i(x)/dx_j where
* i = igfun[k-1] and j = igvar[k-1], for k = 1 to LENG.
*/

g[0] = cos(-x[0] - .25) * -1e3;
g[1] = cos(-x[1] - .25) * -1e3;
g[2] = cos(x[0] - .25) * 1e3 + cos(x[0] - x[1] - .25) * 1e3;
g[3] = cos(x[0] - x[1] - .25) * -1e3;
g[4] = cos(x[1] - x[0] - .25) * -1e3;
g[5] = cos(x[1] - x[0] - .25) * 1e3 + cos(x[1] - .25) * 1e3;
g[6] = x[2] * x[2] * 3e-6;
g[7] = x[3] * x[3] * 2e-6;

}

return;
} /* usrfun */

10.2 Program Data

Begin nag_opt_sparse_nlp_option_set_file (e04vkc) example options file
* Comment lines like this begin with an asterisk.
* Switch off output of timing information:
Timing level 0
* Allow elastic variables:
Elastic mode 1
* Set the feasibility tolerance:
Feasibility tolerance 1.0E-4
End

nag_opt_sparse_nlp_option_set_file (e04vkc) Example Program Data
4 6 : Values of n and nf
8 8 6 Nag_Cold : Values of nea, neg, objrow and start

’X1 ’ ’X2 ’ ’X3 ’ ’X4 ’ : XNAMES
’NlnCon_1’ ’NlnCon_2’ ’NlnCon_3’ ’LinCon_1’ ’LinCon_2’ ’Objectiv’ : FNAMES

1 3 -1.0E0 : Nonzero elements of sparse matrix A, the linear part of F.
2 4 -1.0E0 : Each row IAFUN(i), JAVAR(i), A(IAFUN(i),JAVAR(i)), i = 1 to nea
4 1 -1.0E0
4 2 1.0E0
5 1 1.0E0
5 2 -1.0E0
6 3 3.0E0
6 4 2.0E0

1 1 : Nonzero row/column structure of G, IGFUN(i), JGVAR(i), i = 1 to neg
1 2
2 1
2 2
3 1
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3 2
6 3
6 4

-0.55E0 0.55E0 : Bounds on the variables, XLOW(i), XUPP(i), for i = 1 to n
-0.55E0 0.55E0
0.0E0 1200.0E0
0.0E0 1200.0E0

-894.8E0 -894.8E0 : Bounds on the functions, FLOW(i), FUPP(i), for i = 1 to nf
-894.8E0 -894.8E0

-1294.8E0 -1294.8E0
-0.55E0 1.0E25
-0.55E0 1.0E25
-1.0E25 1.0E25

0.0 0.0 0.0 0.0 : Initial values of X(i), for i = 1 to n
0 0 0 0 : Initial values of XSTATE(i), for i = 1 to n
0.0 0.0 0.0 0.0 : Initial values of XMUL(i), for i = 1 to n

0.0 0.0 0.0 0.0 0.0 0.0 : Initial values of F(i), for i = 1 to nf
0 0 0 0 0 0 : Initial values of FSTATE(i), for i = 1 to nf
0.0 0.0 0.0 0.0 0.0 0.0 : Initial values of FMUL(i), for i = 1 to nf

10.3 Program Results
nag_opt_sparse_nlp_option_set_file (e04vkc) Example Program Results

Option ’Elastic mode’ has the value 1.
Option ’Feasibility tolerance’ has the value 1.00000e-04.

(User-supplied callback usrfun, first invocation.)
Final objective value = 5126.5
Optimal X = 0.12 -0.40 679.95 1026.07
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NAG Library Function Document

nag_opt_sparse_nlp_option_set_string (e04vlc)

1 Purpose

nag_opt_sparse_nlp_option_set_string (e04vlc) may be used to supply individual optional parameters to
nag_opt_sparse_nlp_solve (e04vhc). The initialization function nag_opt_sparse_nlp_init (e04vgc) must
have been called before calling nag_opt_sparse_nlp_option_set_string (e04vlc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_option_set_string (const char *string,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_option_set_string (e04vlc) may be used to supply values for optional parameters to
nag_opt_sparse_nlp_solve (e04vhc). It is only necessary to call nag_opt_sparse_nlp_option_set_string
(e04vlc) for those arguments whose values are to be different from their default values. One call to
nag_opt_sparse_nlp_option_set_string (e04vlc) sets one argument value.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

For nag_opt_sparse_nlp_option_set_string (e04vlc), each user-specified option is not normally printed
as it is defined, but this printing may be turned on using the keyword List. Thus the statement

e04vlc ("List", &state, &fail);

turns on printing of this and subsequent options. Printing may be turned off again using the keyword
Nolist.

Optional parameter settings are preserved following a call to nag_opt_sparse_nlp_solve (e04vhc) and so
the keyword Defaults is provided to allow you to reset all the optional parameters to their default
values before a subsequent call to nag_opt_sparse_nlp_solve (e04vhc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_nlp_solve (e04vhc).

4 References

None.
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5 Arguments

1: string – const char * Input

On entry: a single valid option string (see Section 3 in nag_opt_sparse_nlp_option_set_string
(e04vlc) and Section 12 in nag_opt_sparse_nlp_solve (e04vhc)).

2: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_option_set_string (e04vlc) is not threaded in any implementation.
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9 Further Comments

nag_opt_sparse_nlp_option_set_file (e04vkc), nag_opt_sparse_nlp_option_set_integer (e04vmc) or
nag_opt_sparse_nlp_option_set_double (e04vnc) may also be used to supply optional parameters to
nag_opt_sparse_nlp_solve (e04vhc).

10 Example

See Section 10 in nag_opt_sparse_nlp_option_set_file (e04vkc).
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NAG Library Function Document

nag_opt_sparse_nlp_option_set_integer (e04vmc)

1 Purpose

nag_opt_sparse_nlp_option_set_integer (e04vmc) may be used to supply individual Integer optional
parameters to nag_opt_sparse_nlp_solve (e04vhc). The initialization function nag_opt_sparse_nlp_init
(e04vgc) must have been called before calling nag_opt_sparse_nlp_option_set_integer (e04vmc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_option_set_integer (const char *string,
Integer ivalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_option_set_integer (e04vmc) may be used to supply values for Integer optional
parameters to nag_opt_sparse_nlp_solve (e04vhc). It is only necessary to call nag_opt_sparse_nlp_op
tion_set_integer (e04vmc) for those arguments whose values are to be different from their default
values. One call to nag_opt_sparse_nlp_option_set_integer (e04vmc) sets one argument value.

Each Integer optional parameter is defined by a single character string in string and the corresponding
value in ivalue. For example, the following allows the iteration limit to be defined:

itnlim = 1000;
if (m > 500) itnlim = 500;
e04vmc ("Major Iterations", itnlim, &state, &fail);

Optional parameter settings are preserved following a call to nag_opt_sparse_nlp_solve (e04vhc) and so
the keyword Defaults is provided to allow you to reset all the optional parameters to their default
values before a subsequent call to nag_opt_sparse_nlp_solve (e04vhc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_nlp_solve (e04vhc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of an Integer optional parameter (as described in Section 12 in
nag_opt_sparse_nlp_solve (e04vhc)).

2: ivalue – Integer Input

On entry: an Integer value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’ and ivalue ¼ valueh i.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_option_set_integer (e04vmc) is not threaded in any implementation.

9 Further Comments

nag_opt_sparse_nlp_option_set_file (e04vkc) or nag_opt_sparse_nlp_option_set_string (e04vlc) may
also be used to supply Integer optional parameters to nag_opt_sparse_nlp_solve (e04vhc).

10 Example

See Section 10 in nag_opt_sparse_nlp_solve (e04vhc) and nag_opt_sparse_nlp_option_set_file
(e04vkc).
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NAG Library Function Document

nag_opt_sparse_nlp_option_set_double (e04vnc)

1 Purpose

nag_opt_sparse_nlp_option_set_double (e04vnc) may be used to supply individual double optional
parameters to nag_opt_sparse_nlp_solve (e04vhc). The initialization function nag_opt_sparse_nlp_init
(e04vgc) must have been called before calling nag_opt_sparse_nlp_option_set_double (e04vnc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_option_set_double (const char *string,
double rvalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_option_set_double (e04vnc) may be used to supply values for double optional
parameters to nag_opt_sparse_nlp_solve (e04vhc). It is only necessary to call nag_opt_sparse_nlp_op
tion_set_double (e04vnc) for those arguments whose values are to be different from their default values.
One call to nag_opt_sparse_nlp_option_set_double (e04vnc) sets one argument value.

Each double optional parameter is defined by a single character string in string and the corresponding
value in rvalue. For example the following illustrates how the LU stability tolerance could be defined:

factol = 100.0;
if (illcon) factol = 5.0;
e04vnc ("LU Factor Tolerance", factol, &state, &fail);

Optional parameter settings are preserved following a call to nag_opt_sparse_nlp_solve (e04vhc) and so
the keyword Defaults is provided to allow you to reset all the optional parameters to their default
values before a subsequent call to nag_opt_sparse_nlp_solve (e04vhc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_nlp_solve (e04vhc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of a double optional parameter (as described in Section 12 in
nag_opt_sparse_nlp_solve (e04vhc)).

2: rvalue – double Input

On entry: the value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’ and rvalue ¼ valueh i.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_option_set_double (e04vnc) is not threaded in any implementation.

9 Further Comments

nag_opt_sparse_nlp_option_set_file (e04vkc) or nag_opt_sparse_nlp_option_set_string (e04vlc) may
also be used to supply double optional parameters to nag_opt_sparse_nlp_solve (e04vhc).

10 Example

See Section 10 in nag_opt_sparse_nlp_option_set_file (e04vkc).
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NAG Library Function Document

nag_opt_sparse_nlp_option_get_integer (e04vrc)

1 Purpose

nag_opt_sparse_nlp_option_get_integer (e04vrc) is used to get the value of an Integer optional
parameter. nag_opt_sparse_nlp_option_get_integer (e04vrc) can be used before or after calling
nag_opt_sparse_nlp_solve (e04vhc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_option_get_integer (const char *string,
Integer *ivalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_option_get_integer (e04vrc) obtains the current value of an integer option. For
example

e04vrc ("Major Iterations", &itnlim, &state, &fail);

will result in the value of the optional parameter Major Iterations Limit being output in itnlim.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_nlp_solve (e04vhc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of an Integer optional parameter (as described in Section 12 in
nag_opt_sparse_nlp_solve (e04vhc)).

2: ivalue – Integer * Output

On exit: the Integer value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option string is invalid. Check that the keywords are neither ambiguous nor
misspelt. The option string is ‘ valueh i’.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_option_get_integer (e04vrc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_sparse_nlp_option_set_file (e04vkc).
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NAG Library Function Document

nag_opt_sparse_nlp_option_get_double (e04vsc)

1 Purpose

nag_opt_sparse_nlp_option_get_double (e04vsc) is used to get the value of a double optional parameter.
nag_opt_sparse_nlp_option_get_double (e04vsc) can be used before or after calling nag_opt_spar
se_nlp_solve (e04vhc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_sparse_nlp_option_get_double (const char *string,
double *rvalue, Nag_E04State *state, NagError *fail)

3 Description

nag_opt_sparse_nlp_option_get_double (e04vsc) obtains the current value of a double option. For
example

e04vsc ("Feasibility Tolerance", &featol, &state, &fail);

will result in the value of the optional parameter Feasibility Tolerance being output in featol.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_sparse_nlp_solve (e04vhc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of a double optional parameter (as described in Section 12 in
nag_opt_sparse_nlp_solve (e04vhc)).

2: rvalue – double * Output

On exit: the double value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option string is invalid. Check that the keywords are neither ambiguous nor
misspelt. The option string is ‘ valueh i’.

NE_E04VGC_NOT_INIT

The initialization function nag_opt_sparse_nlp_init (e04vgc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_sparse_nlp_option_get_double (e04vsc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_sparse_nlp_option_set_file (e04vkc).
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NAG Library Function Document

nag_opt_nlp_revcomm_init (e04wbc)

1 Purpose

nag_opt_nlp_revcomm_init (e04wbc) is used to initialize the function nag_opt_nlp_revcomm (e04ufc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_revcomm_init (const char *rname, char cwsav[],
Integer lcwsav, Nag_Boolean lwsav[], Integer llwsav, Integer iwsav[],
Integer liwsav, double rwsav[], Integer lrwsav, NagError *fail)

3 Description

nag_opt_nlp_revcomm_init (e04wbc) initializes some or all of the arrays cwsav, lwsav, iwsav and
rwsav for the function nag_opt_nlp_revcomm (e04ufc), and any associated option setting functions.

4 References

None.

5 Arguments

1: rname – const char * Input

On entry: the name of the function to be initialized.

Constraint: rname must be called with rname ¼ e04ufc .

2: cwsav½lcwsav� 80� – char Communication Array

3: lcwsav – Integer Input

On entry: the dimension of the array cwsav.

Constraint: lcwsav 	 5.

4: lwsav½llwsav� – Nag_Boolean Communication Array

5: llwsav – Integer Input

On entry: the dimension of the array lwsav.

Constraint: llwsav 	 120.

6: iwsav½liwsav� – Integer Communication Array

7: liwsav – Integer Input

On entry: the dimension of the array iwsav.

Constraint: liwsav 	 610.
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8: rwsav½lrwsav� – double Communication Array

9: lrwsav – Integer Input

On entry: the dimension of the array rwsav.

Constraint: lrwsav 	 475.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument value had an illegal value.

NE_CHARACTER

On entry, rname ¼ valueh i.
Constraint: rname must be called with rname ¼ e04ufc .

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_TOO_SMALL

One or more of the save array lengths is too small. Supplied values are: lcwsav ¼ valueh i,
llwsav ¼ valueh i, liwsav ¼ valueh i and lrwsav ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_revcomm_init (e04wbc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_opt_nlp_revcomm_init (e04wbc) is negligible.

10 Example

The use of nag_opt_nlp_revcomm_init (e04wbc) is illustrated by the example in Section 10 in
nag_opt_nlp_revcomm (e04ufc).
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NAG Library Function Document

nag_opt_nlp_init (e04wcc)

1 Purpose

nag_opt_nlp_init (e04wcc) is used to initialize the function nag_opt_nlp_solve (e04wdc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_init (Nag_E04State *state, NagError *fail)

3 Description

nag_opt_nlp_init (e04wcc) initializes the structure state for the function nag_opt_nlp_solve (e04wdc).

4 References

None.

5 Arguments

1: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

2: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_init (e04wcc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_opt_nlp_init (e04wcc) is negligible.

10 Example

See Section 10 in nag_opt_nlp_solve (e04wdc) and nag_opt_nlp_option_set_file (e04wec).

e04wcc NAG Library Manual

e04wcc.2 (last) Mark 26



NAG Library Function Document

nag_opt_nlp_solve (e04wdc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm, to Section 12 for a detailed
description of the specification of the optional parameters and to Section 13 for a detailed description
of the monitoring information produced by the function.

1 Purpose

nag_opt_nlp_solve (e04wdc) is designed to minimize an arbitrary smooth function subject to constraints
(which may include simple bounds on the variables, linear constraints and smooth nonlinear constraints)
using a sequential quadratic programming (SQP) method. As many first derivatives as possible should
be supplied by you; any unspecified derivatives are approximated by finite differences. It is not intended
for large sparse problems.

nag_opt_nlp_solve (e04wdc) may also be used for unconstrained, bound-constrained and linearly
constrained optimization.

nag_opt_nlp_solve (e04wdc) uses forward communication for evaluating the objective function, the
nonlinear constraint functions, and any of their derivatives.

The initialization function nag_opt_nlp_init (e04wcc) must have been called before to calling
nag_opt_nlp_solve (e04wdc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_solve (Integer n, Integer nclin, Integer ncnln, Integer tda,
Integer tdcj, Integer tdh, const double a[], const double bl[],
const double bu[],

void (*confun)(Integer *mode, Integer ncnln, Integer n, Integer tdcj,
const Integer needc[], const double x[], double ccon[],
double cjac[], Integer nstate, Nag_Comm *comm),

void (*objfun)(Integer *mode, Integer n, const double x[], double *objf,
double grad[], Integer nstate, Nag_Comm *comm),

Integer *majits, Integer istate[], double ccon[], double cjac[],
double clamda[], double *objf, double grad[], double h[], double x[],
Nag_E04State *state, Nag_Comm *comm, NagError *fail)

Before calling nag_opt_nlp_solve (e04wdc), or any of the option setting functions nag_opt_nlp_op
tion_set_file (e04wec), nag_opt_nlp_option_set_string (e04wfc), nag_opt_nlp_option_set_integer
(e04wgc) or nag_opt_nlp_option_set_double (e04whc), nag_opt_nlp_init (e04wcc) must be called.
The specification for nag_opt_nlp_init (e04wcc) is:

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_init (Nag_E04State *state, NagError *fail)

The contents of state must not be altered between calls of the functions nag_opt_nlp_init (e04wcc),
nag_opt_nlp_solve (e04wdc), nag_opt_nlp_option_set_file (e04wec), nag_opt_nlp_option_set_integer
(e04wgc) or nag_opt_nlp_option_set_double (e04whc).
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3 Description

nag_opt_nlp_solve (e04wdc) is designed to solve nonlinear programming problems – the minimization
of a smooth nonlinear function subject to a set of constraints on the variables. nag_opt_nlp_solve
(e04wdc) is suitable for small dense problems. The problem is assumed to be stated in the following
form:

minimize
x2Rn

F xð Þ subject to l �
x
ALx
c xð Þ

0@ 1A � u; ð1Þ

where F xð Þ (the objective function) is a nonlinear scalar function, AL is an nL by n constant matrix,
and c xð Þ is an nN -vector of nonlinear constraint functions. (The matrix AL and the vector c xð Þ may be
empty.) The objective function and the constraint functions are assumed to be smooth, here meaning at
least twice-continuously differentiable. (The method of nag_opt_nlp_solve (e04wdc) will usually solve
(1) if there are only isolated discontinuities away from the solution.) We also write r xð Þ for the vector
of combined functions:

r xð Þ ¼ x ALx c xð Þ
� �T

:

Note that although the bounds on the variables could be included in the definition of the linear
constraints, we prefer to distinguish between them for reasons of computational efficiency. For the same
reason, the linear constraints should not be included in the definition of the nonlinear constraints. Upper
and lower bounds are specified for all the variables and for all the constraints. An equality constraint on
ri can be specified by setting li ¼ ui. If certain bounds are not present, the associated elements of l or u
can be set to special values that will be treated as �1 or þ1. (See the description of the optional
parameter Infinite Bound Size.)

A typical invocation of nag_opt_nlp_solve (e04wdc) is:

nag_opt_nlp_init(&state, ...);
nag_opt_nlp_option_set_file(ispecs, &state, ...);
nag_opt_nlp_solve(n, nclin, ncnln, ...);

where nag_opt_nlp_option_set_file (e04wec) reads a file of optional definitions.

Figure 1 illustrates the feasible region for the jth pair of constraints lj � rj xð Þ � uj. The quantity of � is
the Feasibility Tolerance, which can be set by you (see Section 12). The constraints lj � rj � uj are
considered ‘satisfied’ if rj lies in Regions 2, 3 or 4, and ‘inactive’ if rj lies in Region 3. The constraint
rj 	 lj is considered ‘active’ in Region 2, and ‘violated’ in Region 1. Similarly, rj � uj is active in
Region 4, and violated in Region 5. For equality constraints (lj ¼ uj), Regions 2 and 4 are the same and
Region 3 is empty.

� � ��

ujlj rjðxÞ

violated active free (inactive) active violated

1 2 3 4 5

Figure 1
Illustration of the constraints lj � rj xð Þ � uj

If there are no nonlinear constraints in (1) and F is linear or quadratic, then it will generally be more
efficient to use one of nag_opt_lp (e04mfc), nag_opt_lin_lsq (e04ncc) or nag_opt_qp (e04nfc). If the
problem is large and sparse and does have nonlinear constraints, then nag_opt_sparse_nlp_solve
(e04vhc) should be used, since nag_opt_nlp_solve (e04wdc) treats all matrices as dense.

You must supply an initial estimate of the solution to (1), together with functions that define F xð Þ and
c xð Þ with as many first partial derivatives as possible; unspecified derivatives are approximated by finite
differences; see Section 12.1 for a discussion of the optional parameter Derivative Level.
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The objective function is defined by objfun, and the nonlinear constraints are defined by confun. Note
that if there are any nonlinear constraints then the first call to confun will precede the first call to
objfun.

For maximum reliability, it is preferable for you to provide all partial derivatives (see Chapter 8 of Gill
et al. (1981), for a detailed discussion). If all gradients cannot be provided, it is similarly advisable to
provide as many as possible. While developing objfun and confun, the optional parameter
Verify Level should be used to check the calculation of any known gradients.

The method used by nag_opt_nlp_solve (e04wdc) is based on NPOPT, which is part of the SNOPT
package described in Gill et al. (2005b), and the algorithm it uses is described in detail in Section 11.
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5 Arguments

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

2: nclin – Integer Input

On entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

3: ncnln – Integer Input

On entry: nN , the number of nonlinear constraints.

Constraint: ncnln 	 0.
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4: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraints:

if nclin > 0, tda 	 n;
otherwise tda 	 1.

5: tdcj – Integer Input

On entry: the stride separating matrix column elements in the array cjac.

Constraints:

if ncnln > 0, tdcj 	 n;
otherwise tdcj 	 1.

6: tdh – Integer Input

On entry: the stride separating matrix column elements in the array h.

Constraint: tdh 	 n unless the optional parameter Hessian Limited Memory is in effect. If
Hessian Limited Memory is in effect, array h is not referenced

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; nclin� tdað Þ.
The i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
On entry: the ith row of a contains the ith row of the matrix AL of general linear constraints in
(1). That is, the ith row contains the coefficients of the ith general linear constraint, for
i ¼ 1; 2; . . . ;nclin.

If nclin ¼ 0, the array a is not referenced.

8: bl½nþ nclinþ ncnln� – const double Input
9: bu½nþ nclinþ ncnln� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds for all the constraints, in
the following order. The first n elements of each array must contain the bounds on the variables,
the next nL elements the bounds for the general linear constraints (if any) and the next nN
elements the bounds for the general nonlinear constraints (if any). To specify a nonexistent lower
bound (i.e., lj ¼ �1), set bl½j� 1� � �bigbnd, and to specify a nonexistent upper bound (i.e.,
uj ¼ þ1), set bu½j� 1� 	 bigbnd; where bigbnd is the optional parameter Infinite Bound Size.
To specify the jth constraint as an equality, set bl½j� 1� ¼ bu½j� 1� ¼ �, say, where
�j j < bigbnd.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþ nclinþ ncnln;
if bl½j� 1� ¼ bu½j� 1� ¼ �, �j j < bigbnd.

10: confun – function, supplied by the user External Function

confun must calculate the vector c xð Þ of nonlinear constraint functions and (optionally) its

Jacobian,
@c

@x
, for a specified n-vector x. If there are no nonlinear constraints (i.e., ncnln ¼ 0),

nag_opt_nlp_solve (e04wdc) will never call confun, so it may be specified as NULLFN. If there
are nonlinear constraints, the first call to confun will occur before the first call to objfun.

If all constraint gradients (Jacobian elements) are known (i.e., Derivative Level ¼ 2 or 3), any
constant elements may be assigned to cjac once only at the start of the optimization. An element
of cjac that is not subsequently assigned in confun will retain its initial value throughout.
Constant elements may be loaded in cjac during the first call to confun (signalled by the value of
nstate ¼ 1). The ability to preload constants is useful when many Jacobian elements are
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identically zero, in which case cjac may be initialized to zero and nonzero elements may be reset
by confun.

It must be emphasized that, if Derivative Level < 2, unassigned elements of cjac are not treated
as constant; they are estimated by finite differences, at nontrivial expense.

The specification of confun is:

void confun (Integer *mode, Integer ncnln, Integer n, Integer tdcj,
const Integer needc[], const double x[], double ccon[],
double cjac[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: is set by nag_opt_nlp_solve (e04wdc) to indicate which values must be
assigned during each call of confun. Only the following values need be assigned, for
each value of i such that needc½i� 1� > 0:

mode ¼ 0
The components of ccon corresponding to positive values in needc must be set.
Other components and the array cjac are ignored.

mode ¼ 1
The known components of the rows of cjac corresponding to positive values in
needc must be set. Other rows of cjac and the array ccon will be ignored.

mode ¼ 2
Only the elements of ccon corresponding to positive values of needc need to be
set (and similarly for the known components of the rows of cjac).

On exit: may be used to indicate that you are unable or unwilling to evaluate the
constraint functions at the current x.

During the linesearch, the constraint functions are evaluated at points of the form
x ¼ xk þ �pk after they have already been evaluated satisfactorily at xk. At any such �,
if you set mode ¼ �1, nag_opt_nlp_solve (e04wdc) will evaluate the functions at some
point closer to xk (where they are more likely to be defined).

If for some reason you wish to terminate the current problem, set mode < �1.

2: ncnln – Integer Input

On entry: nN , the number of nonlinear constraints.

3: n – Integer Input

On entry: n, the number of variables.

4: tdcj – Integer Input

On entry: the stride used in the array cjac.

5: needc½ncnln� – const Integer Input

On entry: the indices of the elements of ccon and/or cjac that must be evaluated by
confun. If needc½i� 1� > 0, the ith element of ccon and/or the available elements of
the ith row of cjac (see argument mode) must be evaluated at x.

6: x½n� – const double Input

On entry: x, the vector of variables at which the constraint functions and/or the
available elements of the constraint Jacobian are to be evaluated.
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7: ccon½max 1;ncnlnð Þ� – double Output

On exit: if needc½i� 1� > 0 and mode ¼ 0 or 2, ccon½i� 1� must contain the value of
the ith constraint at x. The remaining elements of ccon, corresponding to the non-
positive elements of needc, are ignored.

8: cjac½ncnln� tdcj� – double Input/Output

On entry: the elements of cjac are set to special values that enable nag_opt_nlp_solve
(e04wdc) to detect whether they are reset by confun.

On exit: if needc½i� 1� > 0 and mode ¼ 1 or 2, the ith row of cjac must contain the
available elements of the vector rci given by

rci ¼
@ci
@x1

;
@ci
@x2

; . . . ;
@ci
@xn

� �T

;

where
@ci
@xj

is the partial derivative of the ith constraint with respect to the jth variable,

evaluated at the point x. See also the argument nstate. The remaining rows of cjac,
corresponding to non-positive elements of needc, are ignored.

If all elements of the constraint Jacobian are known (i.e., Derivative Level ¼ 2 or 3),
any constant elements may be assigned to cjac one time only at the start of the
optimization. An element of cjac that is not subsequently assigned in confun will retain
its initial value throughout. Constant elements may be loaded into cjac during the first
call to confun (signalled by the value nstate ¼ 1). The ability to preload constants is
useful when many Jacobian elements are identically zero, in which case cjac may be
initialized to zero and nonzero elements may be reset by confun.

Note that constant nonzero elements do affect the values of the constraints. Thus, if
cjac½ i� 1ð Þ � tdcjþ j� 1� is set to a constant value, it need not be reset in subsequent
calls to confun, but the value cjac½ i� 1ð Þ � tdcjþ j� 1� � x½j� 1� must nonetheless
be added to ccon½i� 1�. For example, if cjac½0� ¼ 2 and cjac½1� ¼ �5 then the term
2� x½0� � 5� x½1� must be included in the definition of ccon½0�.
It must be emphasized that, if Derivative Level ¼ 0 or 1, unassigned elements of cjac
are not treated as constant; they are estimated by finite differences, at nontrivial
expense. If you do not supply a value for the optional parameter Difference Interval,
an interval for each element of x is computed automatically at the start of the
optimization. The automatic procedure can usually identify constant elements of cjac,
which are then computed once only by finite differences.

9: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_opt_nlp_solve (e04wdc) is calling confun for the first
time. This argument setting allows you to save computation time if certain data must be
read or calculated only once.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_nlp_solve (e04wdc)
you may allocate memory and initialize these pointers with various quantities for
use by confun when called from nag_opt_nlp_solve (e04wdc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).
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confun should be tested separately before being used in conjunction with nag_opt_nlp_solve
(e04wdc). See also the description of the optional parameter Verify Level.

11: objfun – function, supplied by the user External Function

objfun must calculate the objective function F xð Þ and (optionally) its gradient g xð Þ ¼ @F
@x

for a

specified n-vector x.

The specification of objfun is:

void objfun (Integer *mode, Integer n, const double x[], double *objf,
double grad[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: is set by nag_opt_nlp_solve (e04wdc) to indicate which values must be
assigned during each call of objfun. Only the following values need be assigned:

mode ¼ 0
objf.

mode ¼ 1
All available elements of grad.

mode ¼ 2
objf and all available elements of grad.

On exit: may be used to indicate that you are unable or unwilling to evaluate the
objective function at the current x.

During the linesearch, the function is evaluated at points of the form x ¼ xk þ �pk after
they have already been evaluated satisfactorily at xk. For any such x, if you set
mode ¼ �1, nag_opt_nlp_solve (e04wdc) will reduce � and evaluate the functions
again (closer to xk, where they are more likely to be defined).

If for some reason you wish to terminate the current problem, set mode < �1.

2: n – Integer Input

On entry: n, the number of variables.

3: x½n� – const double Input

On entry: x, the vector of variables at which the objective function and/or all available
elements of its gradient are to be evaluated.

4: objf – double * Output

On exit: if mode ¼ 0 or 2, objf must be set to the value of the objective function at x.

5: grad½n� – double Input/Output

On entry: the elements of grad are set to special values.

On exit: if mode ¼ 1 or 2, grad must return the available elements of the gradient

evaluated at x, i.e., grad½i� 1� contains the partial derivative
@F

@xi
.

6: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_opt_nlp_solve (e04wdc) is calling objfun for the first
time. This argument setting allows you to save computation time if certain data must be
read or calculated only once.
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7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_opt_nlp_solve (e04wdc)
you may allocate memory and initialize these pointers with various quantities for
use by objfun when called from nag_opt_nlp_solve (e04wdc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

objfun should be tested separately before being used in conjunction with nag_opt_nlp_solve
(e04wdc). See also the description of the optional parameter Verify Level.

12: majits – Integer * Output

On exit: the number of major iterations performed.

13: istate½nþ nclinþ ncnln� – Integer Input/Output

On entry: is an integer array that need not be initialized if nag_opt_nlp_solve (e04wdc) is called
with the Cold Start option (the default).

If optional parameter Warm Start has been chosen, every element of istate must be set. If
nag_opt_nlp_solve (e04wdc) has just been called on a problem with the same dimensions, istate
already contains valid values. Otherwise, istate½j� 1� should indicate whether either of the
constraints rj xð Þ 	 lj or rj xð Þ � uj is expected to be active at a solution of (1).

The ordering of istate is the same as for bl, bu and r xð Þ, i.e., the first n components of istate
refer to the upper and lower bounds on the variables, the next nclin refer to the bounds on ALx,
and the last ncnln refer to the bounds on c xð Þ. Possible values of istate½i� 1� follow:

0 Neither rj xð Þ 	 lj nor rj xð Þ � uj is expected to be active.
1 rj xð Þ 	 lj is expected to be active.
2 rj xð Þ � uj is expected to be active.
3 This may be used if lj ¼ uj. Normally an equality constraint rj xð Þ ¼ lj ¼ uj is active at a

solution.

The values 1, 2 or 3 all have the same effect when bl½j� 1� ¼ bu½j� 1�. If necessary,
nag_opt_nlp_solve (e04wdc) will override your specification of istate, so that a poor choice will
not cause the algorithm to fail.

On exit: describes the status of the constraints l � r xð Þ � u. For the jth lower or upper bound,
j ¼ 1; 2; . . . ; nþ nclinþ ncnln, the possible values of istate½j� 1� are as follows (see Figure 1).
� is the appropriate feasibility tolerance.

�2 (Region 1) The lower bound is violated by more than �.
�1 (Region 5) The upper bound is violated by more than �.
0 (Region 3) Both bounds are satisfied by more than �.
1 (Region 2) The lower bound is active (to within �).
2 (Region 4) The upper bound is active (to within �).
3 (Region 2 ¼ Region 4) The bounds are equal and the equality constraint is satisfied (to

within �).

These values of istate are labelled in the printed solution according to Table 1.

Region 1 2 3 4 5

2 � 4
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istate½j� 1� �2 1 0 2 �1 3

Printed solution -- LL FR UL ++ EQ

Table 1
Labels used in the printed solution for the regions in Figure 1

14: ccon½max 1; ncnlnð Þ� – double Input/Output

On entry: ccon need not be initialized if the (default) optional parameter Cold Start is used.

For a Warm Start, and if ncnln > 0, ccon contains values of the nonlinear constraint functions
ci, for i ¼ 1; 2; . . . ; ncnln, calculated in a previous call to nag_opt_nlp_solve (e04wdc).

On exit: if ncnln > 0, ccon½i � 1� contains the value of the ith nonlinear constraint function ci at
the final iterate, for i ¼ 1; 2; . . . ;ncnln.

If ncnln ¼ 0, the array ccon is not referenced.

15: cjac½dim� – double Input/Output

Note: the dimension, dim, of the array cjac must be at least max 1; ncnln� tdcjð Þ.
On entry: in general, cjac need not be initialized before the call to nag_opt_nlp_solve (e04wdc).
However, if Derivative Level ¼ 2 or 3, any constant elements of cjac may be initialized. Such
elements need not be reassigned on subsequent calls to confun.

On exit: if ncnln > 0, cjac contains the Jacobian matrix of the nonlinear constraint functions at
the final iterate, i.e., cjac½ i � 1ð Þ � tdcjþ j � 1� contains the partial derivative of the ith
constraint function with respect to the jth variable, for i ¼ 1; 2; . . . ; ncnln and j ¼ 1; 2; . . . ;n.
(See the discussion of argument cjac under confun.)

If ncnln ¼ 0, the array cjac is not referenced.

16: clamda½nþ nclinþ ncnln� – double Input/Output

On entry: need not be set if the (default) optional parameter Cold Start is used.

If the optional parameter Warm Start has been chosen, clamda½j � 1� must contain a multiplier
estimate for each nonlinear constraint, with a sign that matches the status of the constraint
specified by the istate array, for j ¼ nþ nclinþ 1; . . . ; nþ nclinþ ncnln. The remaining
elements need not be set. If the jth constraint is defined as ‘inactive’ by the initial value of
the istate array (i.e., istate½j� 1� ¼ 0), clamda½j� 1� should be zero; if the jth constraint is an
inequality active at its lower bound (i.e., istate½j� 1� ¼ 1), clamda½j� 1� should be non-
negative; if the jth constraint is an inequality active at its upper bound (i.e., istate½j� 1� ¼ 2),
clamda½j� 1� should be non-positive. If necessary, the function will modify clamda to match
these rules.

On exit: the values of the QP multipliers from the last QP subproblem. clamda½j� 1� should be
non-negative if istate½j� 1� ¼ 1 and non-positive if istate½j� 1� ¼ 2.

17: objf – double * Output

On exit: the value of the objective function at the final iterate.

18: grad½n� – double Output

On exit: the gradient of the objective function (or its finite difference approximation) at the final
iterate.

19: h½dim� – double Input/Output

Note: the dimension, dim, of the array h must be at least n� tdh.
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On entry: h need not be initialized if the (default) optional parameter Cold Start is used, and
will be set to the identity.

If the optional parameter Warm Start has been chosen, h provides the initial approximation of

t h e He s s i a n o f t h e Lag r a ng i a n , i . e . , h½ i� 1ð Þ � tdhþ j� 1� � @2L x;�ð Þ
@xi@xj

, whe r e

L x; �ð Þ ¼ F xð Þ � c xð ÞT� and � is an estimate of the Lagrange multipliers. h must be a positive
definite matrix.

On exit: contains the Hessian of the Lagrangian at the final estimate x.

20: x½n� – double Input/Output

On entry: an initial estimate of the solution.

On exit: the final estimate of the solution.

21: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

22: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_opt_nlp_solve (e04wdc) returns with fail:code ¼ NE_NOERROR if the iterates have
converged to a point x that satisfies the first-order Kuhn–Tucker (see Section 13.2) conditions to
the accuracy requested by the Major Optimality Tolerance, i.e., the projected gradient and
active constraint residuals are negligible at x.

You should check whether the following four conditions are satisfied:

(i) the final value of rgNorm (see Section 13.2) is significantly less than that at the starting
point;

(ii) during the final major iterations, the values of Step and Minors (see Section 13.1) are both
one;

(iii) the last few values of both rgNorm and SumInf (see Section 13.2) become small at a fast
linear rate; and

(iv) condHz (see Section 13.1) is small.

If all these conditions hold, x is almost certainly a local minimum of (1).

One caution about ‘Optimal solutions’. Some of the variables or slacks may lie outside their
bounds more than desired, especially if scaling was requested. Max Primal infeas in the Print
file refers to the largest bound infeasibility and which variable is involved. If it is too large,
consider restarting with a smaller Minor Feasibility Tolerance (say 10 times smaller) and
perhaps Scale Option ¼ 0.

Similarly, Max Dual infeas in the Print file indicates which variable is most likely to be at a
nonoptimal value. Broadly speaking, if

Max Dual infeas=Max pi ¼ 10�d;

then the objective function would probably change in the dth significant digit if optimization
could be continued. If d seems too large, consider restarting with a smaller
Major Optimality Tolerance.
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Finally, Nonlinear constraint violn in the Print file shows the maximum infeasibility for
nonl inear rows. If i t seems too large, consider restar t ing with a smaller
Major Feasibility Tolerance.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

Internal error: memory allocation failed when attempting to allocate workspace sizes valueh i and
valueh i. Please contact NAG.

NE_ALLOC_INSUFFICIENT

Internal memory allocation was insufficient. Please contact NAG.

NE_BAD_PARAM

Basis file dimensions do not match this problem.

On entry, argument valueh i had an illegal value.

NE_BASIS_FAILURE

An error has occurred in the basis package, perhaps indicating incorrect setup of arrays. Set the
optional parameter Print File and examine the output carefully for further information.

NE_DERIV_ERRORS

User-supplied function computes incorrect constraint derivatives.

User-supplied function computes incorrect objective derivatives.

If the message refers to the derivatives of the objective function, then a check has been made on
some individual elements of the objective gradient array at the first point that satisfies the linear
constraints. At least one component gradj� 1 is being set to a value that disagrees markedly
with its associated forward-difference estimate @F

@xj
. (The relative difference between the computed

and estimated values is 1:0 or more.) This exit is a safeguard, since nag_opt_nlp_solve (e04wdc)
will usually fail to make progress when the computed gradients are seriously inaccurate. In the
process it may expend considerable effort before terminating with fail:code ¼
NE_NUM_DIFFICULTIES.

Check the function and gradient computation very carefully in objfun. A simple omission could
explain everything. If F or a component @F@xj is very large, then give serious thought to scaling the

function or the nonlinear variables.

If you feel certain that the computed grad½j� 1� is correct (and that the forward-difference
estimate is therefore wrong), you can specify Verify Level ¼ 0 to prevent individual elements
from being checked. However, the optimization procedure may have difficulty.

If the message refers to derivatives of the constraints, then at least one of the computed
constraint derivatives is significantly different from an estimate obtained by forward-differencing
the vector c xð Þ. Follow the advice given above, trying to ensure that the arrays ccon and cjac are
being set correctly in confun.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

On entry, ncnln ¼ valueh i.
Constraint: ncnln 	 0.

On entry, tda ¼ valueh i.
Constraint: tda > 0.

On entry, tdcj ¼ valueh i.
Constraint: tdcj > 0.

On entry, tdh ¼ valueh i.
Constraint: tdh > 0.

NE_INT_2

On entry, nclin ¼ valueh i and n ¼ valueh i.
Constraint: n > 0.

On entry, ncnln ¼ valueh i and n ¼ valueh i.
Constraint: n > 0.

On entry, tda ¼ valueh i and nclin ¼ valueh i.
Constraint: tda 	 nclin.

On entry, tdcj ¼ valueh i and ncnln ¼ valueh i.
Constraint: tdcj 	 ncnln.

On entry, tdh ¼ valueh i and n ¼ valueh i.
Constraint: tdh 	 n.

NE_INT_3

On entry, tda ¼ valueh i, nclin ¼ valueh i and n ¼ valueh i.
Constraint: if nclin > 0, tda 	 n;
otherwise tda 	 1.

On entry, tdcj ¼ valueh i, ncnln ¼ valueh i and n ¼ valueh i.
Constraint: if ncnln > 0, tdcj 	 n;
otherwise tdcj 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected error has occurred. Set the optional parameter Print File and examine the output
carefully for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_REQUIRED_ACC

The requested accuracy could not be achieved.
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A feasible solution has been found, but the requested accuracy in the dual infeasibilities could
not be achieved. An abnormal termination has occurred, but nag_opt_nlp_solve (e04wdc) is
w i t h i n 10�2 o f s a t i s f y i n g t h e Major Optimality Tolerance. C h e c k t h a t t h e
Major Optimality Tolerance is not too small.

NE_NUM_DIFFICULTIES

Numerical difficulties have been encountered and no further progress can be made.

Numerical difficulties have been encountered and no further progress can be made.

Several circumstances could lead to this exit.

1. The user-supplied functions objfun or confun could be returning accurate function values
but inaccurate gradients (or vice versa). This is the most likely cause. Study the comments
given for fail:code ¼ NE_DERIV_ERRORS, and do your best to ensure that the coding is
correct.

2. The function and gradient values could be consistent, but their precision could be too low.
For example, accidental use of a real data type when double precision was intended would
lead to a relative function precision of about 10�6 instead of something like 10�15. The
default Major Optimality Tolerance of 2� 10�6 would need to be raised to about 10�3 for
optimality to be declared (at a rather suboptimal point). Of course, it is better to revise the
function coding to obtain as much precision as economically possible.

3. If function values are obtained from an expensive iterative process, they may be accurate to
rather few significant figures, and gradients will probably not be available. One should
specify

Function Precision t

Major Optimality Tolerance
ffiffi
t
p

but even then, if t is as large as 10�5 or 10�6 (only 5 or 6 significant figures), the same exit
condition may occur. At present the only remedy is to increase the accuracy of the function
calculation.

4. An LU factorization of the basis has just been obtained and used to recompute the basic
variables xB, given the present values of the superbasic and nonbasic variables. A step of
‘iterative refinement’ has also been applied to increase the accuracy of xB. However, a row
check has revealed that the resulting solution does not satisfy the current constraints
Ax� s ¼ 0 sufficiently well.

This probably means that the current basis is very ill-conditioned. If there are some linear
constraints and variables, try Scale Option ¼ 1 if scaling has not yet been used.

For certain highly structured basis matrices (notably those with band structure), a systematic
growth may occur in the factor U. Consult the description of Umax and Growth in
Section 13.4 and set the LU Factor Tolerance to 2:0 (or possibly even smaller, but not less
than 1:0).

5. The first factorization attempt will have found the basis to be structurally or numerically
singular. (Some diagonals of the triangular matrix U were respectively zero or smaller than a
certain tolerance.) The associated variables are replaced by slacks and the modified basis is
refactorized, but singularity persists. This must mean that the problem is badly scaled, or the
LU Factor Tolerance is too much larger than 1:0. This is highly unlikely to occur.

NE_REAL_2

On entry, bounds bl and bu for valueh i are equal and infinite. bl ¼ bu ¼ valueh i and
bigbnd ¼ valueh i.
On entry, bounds for valueh i are inconsistent. bl ¼ valueh i and bu ¼ valueh i.
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NE_UNBOUNDED

The problem appears to be unbounded. The constraint violation limit has been reached.

The problem appears to be unbounded. The objective function is unbounded.

The problem appears to be unbounded (or badly scaled).

For linear problems, unboundedness is detected by the simplex method when a nonbasic variable
can be increased or decreased by an arbitrary amount without causing a basic variable to violate
a bound. Consider adding an upper or lower bound to the variable. Also, examine the constraints
that have nonzeros in the associated column, to see if they have been formulated as intended.

Very rarely, the scaling of the problem could be so poor that numerical error will give an
erroneous indication of unboundedness. Consider using the optional parameter Scale Option.

For nonlinear problems, nag_opt_nlp_solve (e04wdc) monitors both the size of the current
objective function and the size of the change in the variables at each step. If either of these is
very large (as judged by the ‘Unbounded’ parameters (see Section 12)), the problem is
terminated and declared unbounded. To avoid large function values, it may be necessary to
impose bounds on some of the variables in order to keep them away from singularities in the
nonlinear functions.

The message may indicate an abnormal termination while enforcing the limit on the constraint
violations. This exit implies that the objective is not bounded below in the feasible region defined
by expanding the bounds by the value of the Violation Limit.

NE_USER_STOP

User-supplied constraint function requested termination.

User-supplied objective function requested termination.

You have indicated the wish to terminate solution of the current problem by setting mode to a
value < �1 on exit from objfun or confun.

NE_USRFUN_UNDEFINED

Unable to proceed into undefined region of user-supplied function.

User-supplied function is undefined at the first feasible point.

User-supplied function is undefined at the initial point.

You have indicated that the problem functions are undefined by assigning the value mode ¼ �1
on exit from objfun or confun. nag_opt_nlp_solve (e04wdc) attempts to evaluate the problem
functions closer to a point at which the functions are already known to be defined. This exit
occurs if nag_opt_nlp_solve (e04wdc) is unable to find a point at which the functions are defined.
This will occur in the case of:

– undefined functions with no recovery possible;

– undefined functions at the first point;

– undefined functions at the first feasible point; or

– undefined functions when checking derivatives.

NW_LIMIT_REACHED

Iteration limit reached.

Major iteration limit reached.

The value of the optional parameter Superbasics Limit is too small.

Either the Iterations Limit or the Major Iterations Limit was exceeded before the required
solution could be found. Check the iteration log to be sure that progress was being made. If so,
and if you caused a basis file to be saved by using the optional parameter New Basis File,
consider restarting the run using the optional parameter Old Basis File to see whether further

e04wdc NAG Library Manual

e04wdc.14 Mark 26



progress can be made. If you have no basis file available, you might rerun the problem after
increasing the optional parameters Minor Iterations Limit and/or Major Iterations Limit.

If none of the above limits have been reached, this error may mean that the problem appears to
be more nonlinear than anticipated. The current set of basic and superbasic variables have been
optimized as much as possible and a pricing operation (where a nonbasic variable is selected to
become superbasic) is necessary to continue, but it can't continue as the number of superbasic
variables has already reached the limit specified by the optional parameter Superbasics Limit.
In general, raise the Superbasics Limit s by a reasonable amount, bearing in mind the storage
needed for the reduced Hessian. (The Reduced Hessian Dimension h will also increase to s
unless specified otherwise, and the associated storage will be about 1

2s
2 words.) In some cases

you may have to set h < s to conserve storage, but beware that the rate of convergence will
probably fall off severely.

NW_NOT_FEASIBLE

The linear constraints appear to be infeasible.

The problem appears to be infeasible. Infeasibilites have been minimized.

The problem appears to be infeasible. Nonlinear infeasibilites have been minimized.

The problem appears to be infeasible. The linear equality constraints could not be satisfied.

When the constraints are linear, this message is based on a relatively reliable indicator of
infeasibility. Feasibility is measured with respect to the upper and lower bounds on the variables
and slacks. Among all the points satisfying the general constraints Ax� s ¼ 0 (see (5) and (6) in
Section 11.2), there is apparently no point that satisfies the bounds on x and s. Violations as
small as the Minor Feasibility Tolerance are ignored, but at least one component of x or s
violates a bound by more than the tolerance.

When nonlinear constraints are present, infeasibility is much harder to recognize correctly. Even
if a feasible solution exists, the current linearization of the constraints may not contain a feasible
point. In an attempt to deal with this situation, when solving each QP subproblem,
nag_opt_nlp_solve (e04wdc) is prepared to relax the bounds on the slacks associated with
nonlinear rows.

If a QP subproblem proves to be infeasible or unbounded (or if the Lagrange multiplier estimates
for the nonlinear constraints become large), nag_opt_nlp_solve (e04wdc) enters so-called
‘nonlinear elastic’ mode. The subproblem includes the original QP objective and the sum of the
infeasibilities – suitably weighted using the optional parameter Elastic Weight. In elastic mode,
some of the bounds on the nonlinear rows are ‘elastic’ – i.e., they are allowed to violate their
specific bounds. Variables subject to elastic bounds are known as elastic variables. An elastic
variable is free to violate one or both of its original upper or lower bounds. If the original
problem has a feasible solution and the elastic weight is sufficiently large, a feasible point
eventually will be obtained for the perturbed constraints, and optimization can continue on the
subproblem. If the nonlinear problem has no feasible solution, nag_opt_nlp_solve (e04wdc) will
tend to determine a ‘good’ infeasible point if the elastic weight is sufficiently large. (If the elastic
weight were infinite, nag_opt_nlp_solve (e04wdc) would locally minimize the nonlinear
constraint violations subject to the linear constraints and bounds.)

Unfortunately, even though nag_opt_nlp_solve (e04wdc) locally minimizes the nonlinear
constraint violations, there may still exist other regions in which the nonlinear constraints are
satisfied. Wherever possible, nonlinear constraints should be defined in such a way that feasible
points are known to exist when the constraints are linearized.

7 Accuracy

If fail:code ¼ NE_NOERROR on exit, then the vector returned in the array x is an estimate of the
solution to an accuracy of approximately Major Optimality Tolerance.
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8 Parallelism and Performance

nag_opt_nlp_solve (e04wdc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This section describes the final output produced by nag_opt_nlp_solve (e04wdc). Intermediate and other
output are given in Section 13.

9.1 The Final Output

If Print File ¼ 0, the final output, including a listing of the status of every variable and constraint will
be sent to the Print File. The following describes the output for each variable. A full stop (.) is printed
for any numerical value that is zero.

Variable gives the name (Variable) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a
fixed variable, LL if on its lower bound, UL if on its upper bound, TF if
temporarily fixed at its current value). If Value lies outside the upper or lower
bounds by more than the Feasibility Tolerance, State will be ++ or --
respectively. (The latter situation can occur only when there is no feasible point
for the bounds and linear constraints.)

A key is sometimes printed before State.

A Alternative optimum possible. The variable is active at one of its bounds,
but its Lagrange multiplier is essentially zero. This means that if the
variable were allowed to start moving away from its bound then there
would be no change to the objective function. The values of the other free
variables might change, giving a genuine alternative solution. However, if
there are any degenerate variables (labelled D), the actual change might
prove to be zero, since one of them could encounter a bound immediately.
In either case the values of the Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is currently violating one of its bounds by more
than the Feasibility Tolerance.

Value is the value of the variable at the final iteration.

Lower bound is the lower bound specified for the variable. None indicates that
bl½j� 1� � �bigbnd.

Upper bound is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 bigbnd.

Lagr multiplier is the Lagrange multiplier for the associated bound. This will be zero if State is
FR unless bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd, in which case the entry
will be blank. If x is optimal, the multiplier should be non-negative if State is
LL and non-positive if State is UL.

Slack is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd).
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The meaning of the output for linear and nonlinear constraints is the same as that given above for
variables, with bl½j� 1� and bu½j� 1� replaced by bl½nþ j� 1� and bu½nþ j� 1� respectively, and
with the following changes in the heading:

Linear constrnt gives the name (lincon) and index j, for j ¼ 1; 2; . . . ; nL, of the linear constraint.

Nonlin constrnt gives the name (nlncon) and index (j � nL), for j ¼ nL þ 1; . . . ; nL þ nN , of the
nonlinear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Slack column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

10 Example

This example is based on Problem 71 in Hock and Schittkowski (1981) and involves the minimization
of the nonlinear function

F xð Þ ¼ x1x4 x1 þ x2 þ x3ð Þ þ x3
subject to the bounds

1 � x1 � 5
1 � x2 � 5
1 � x3 � 5
1 � x4 � 5;

to the general linear constraint

x1 þ x2 þ x3 þ x4 � 20;

and to the nonlinear constraints

x21 þ x22 þ x23 þ x24 � 40;
x1x2x3x4 	 25:

The initial point, which is infeasible, is

x0 ¼ 1; 5; 5; 1ð ÞT;

with F x0ð Þ ¼ 16.

The optimal solution (to five figures) is

x� ¼ 1:0; 4:7430; 3:8211; 1:3794ð ÞT;

and F x�ð Þ ¼ 17:014. One bound constraint and both nonlinear constraints are active at the solution.

10.1 Program Text

/* nag_opt_nlp_solve (e04wdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
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#endif
static void NAG_CALL confun(Integer *mode, Integer ncnln, Integer n,

Integer ldcj, const Integer needc[],
const double x[], double ccon[], double cjac[],
Integer nstate, Nag_Comm *comm);

static void NAG_CALL objfun(Integer *mode, Integer n, const double x[],
double *objf, double grad[], Integer nstate,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double objf;
Integer exit_status, i, j, majits, n, nclin, ncnln, nctotal, pda, pdcj, pdh;

/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *a = 0, *bl = 0, *bu = 0, *ccon = 0, *cjac = 0, *clamda = 0;
double *grad = 0, *h = 0, *x = 0;
Integer *istate = 0;

/* Nag Types */
Nag_E04State state;
NagError fail;
Nag_Comm comm;
Nag_FileID fileid;

#define A(I, J) a[(I-1)*pda + J - 1]

exit_status = 0;
INIT_FAIL(fail);

printf("nag_opt_nlp_solve (e04wdc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nclin,

&ncnln);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nclin,
&ncnln);

#endif
if (n > 0 && nclin >= 0 && ncnln >= 0) {

/* Allocate memory */
nctotal = n + nclin + ncnln;
if (!(a = NAG_ALLOC(nclin * n, double)) ||

!(bl = NAG_ALLOC(nctotal, double)) ||
!(bu = NAG_ALLOC(nctotal, double)) ||
!(ccon = NAG_ALLOC(ncnln, double)) ||
!(cjac = NAG_ALLOC(ncnln * n, double)) ||
!(clamda = NAG_ALLOC(nctotal, double)) ||
!(grad = NAG_ALLOC(n, double)) ||
!(h = NAG_ALLOC(n * n, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(istate = NAG_ALLOC(nctotal, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
pda = n;
pdcj = n;
pdh = n;

/* Read a, bl, bu and x from data file */
if (nclin > 0) {

for (i = 1; i <= nclin; ++i) {
for (j = 1; j <= n; ++j) {

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= n + nclin + ncnln; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bl[i - 1]);
#else

scanf("%lf", &bl[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n + nclin + ncnln; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bu[i - 1]);
#else

scanf("%lf", &bu[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_opt_nlp_init (e04wcc).
* Initialization function for nag_opt_nlp_solve (e04wdc)
*/

nag_opt_nlp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of nag_opt_nlp_init (e04wcc) failed.\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

/* By default nag_opt_nlp_solve (e04wdc) does not print monitoring
* information. Call nag_open_file (x04acc) to set the print file fileid.
*/

/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &fileid, &fail);
if (fail.code != NE_NOERROR) {

exit_status = 2;
goto END;

}
/* nag_opt_nlp_option_set_integer (e04wgc).
* Set a single option for nag_opt_nlp_solve (e04wdc) from
* an integer argument
*/

fflush(stdout);
nag_opt_nlp_option_set_integer("Print file", fileid, &state, &fail);

/* Solve the problem. */
/* nag_opt_nlp_solve (e04wdc).
* Solves the nonlinear programming (NP) problem
*/

nag_opt_nlp_solve(n, nclin, ncnln, pda, pdcj, pdh, a, bl, bu,
confun, objfun, &majits, istate, ccon, cjac, clamda,
&objf, grad, h, x, &state, &comm, &fail);

fflush(stdout);

if (fail.code == NE_NOERROR) {
printf("\n\nFinal objective value = %11.3f\n", objf);

printf("Optimal X = ");

for (i = 1; i <= n; ++i)
printf("%9.2f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");

}
else {

printf("Error message from nag_opt_nlp_solve (e04wdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

if (fail.code != NE_NOERROR)
exit_status = 2;

}
END:

NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(ccon);
NAG_FREE(cjac);
NAG_FREE(clamda);
NAG_FREE(grad);
NAG_FREE(h);
NAG_FREE(x);
NAG_FREE(istate);

return exit_status;
}

#undef A

static void NAG_CALL objfun(Integer *mode, Integer n, const double x[],
double *objf, double grad[], Integer nstate,
Nag_Comm *comm)

{
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/* Routine to evaluate objective function and its 1st derivatives. */

/* Function Body */
if (comm->user[0] == -1.0) {

fflush(stdout);
printf("(User-supplied callback objfun, first invocation.)\n");
comm->user[0] = 0.0;
fflush(stdout);

}
if (*mode == 0 || *mode == 2) {

*objf = x[0] * x[3] * (x[0] + x[1] + x[2]) + x[2];
}

if (*mode == 1 || *mode == 2) {
grad[0] = x[3] * (x[0] * 2. + x[1] + x[2]);
grad[1] = x[0] * x[3];
grad[2] = x[0] * x[3] + 1.;
grad[3] = x[0] * (x[0] + x[1] + x[2]);

}

return;
} /* objfun */

static void NAG_CALL confun(Integer *mode, Integer ncnln, Integer n,
Integer pdcj, const Integer needc[],
const double x[],
double ccon[], double cjac[], Integer nstate,
Nag_Comm *comm)

{
/* Scalars */
Integer i, j;

#define CJAC(I, J) cjac[(I-1)*pdcj + J-1]

/* Routine to evaluate the nonlinear constraints and their 1st */
/* derivatives. */

/* Function Body */
if (comm->user[1] == -1.0) {

fflush(stdout);
printf("(User-supplied callback confun, first invocation.)\n");
comm->user[1] = 0.0;
fflush(stdout);

}
if (nstate == 1) {

/* First call to confun. Set all Jacobian elements to zero. */
/* Note that this will only work when ’Derivative Level = 3’ */
/* (the default; see Section 11.2). */
for (j = 1; j <= n; ++j) {

for (i = 1; i <= ncnln; ++i) {
CJAC(i, j) = 0.;

}
}

}

if (needc[0] > 0) {
if (*mode == 0 || *mode == 2) {

ccon[0] = x[0] * x[0] + x[1] * x[1] + x[2] * x[2] + x[3] * x[3];
}
if (*mode == 1 || *mode == 2) {

CJAC(1, 1) = x[0] * 2.;
CJAC(1, 2) = x[1] * 2.;
CJAC(1, 3) = x[2] * 2.;
CJAC(1, 4) = x[3] * 2.;

}
}

if (needc[1] > 0) {
if (*mode == 0 || *mode == 2) {

ccon[1] = x[0] * x[1] * x[2] * x[3];
}
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if (*mode == 1 || *mode == 2) {
CJAC(2, 1) = x[1] * x[2] * x[3];
CJAC(2, 2) = x[0] * x[2] * x[3];
CJAC(2, 3) = x[0] * x[1] * x[3];
CJAC(2, 4) = x[0] * x[1] * x[2];

}
}

return;
} /* confun */

#undef CJAC

10.2 Program Data

nag_opt_nlp_solve (e04wdc) Example Program Data
4 1 2 : N, NCLIN and NCNLN
1.0 1.0 1.0 1.0 : Matrix A
1.0 1.0 1.0 1.0 -1.0E+25 -1.0E+25 25.0 : Lower bounds BL
5.0 5.0 5.0 5.0 20.0 40.0 1.0E+25 : Upper bounds BU
1.0 5.0 5.0 1.0 : Initial vector X

10.3 Program Results
nag_opt_nlp_solve (e04wdc) Example Program Results

Parameters
==========

Files
-----
Solution file.......... 0 Old basis file ........ 0 (Print file)........... 6
Insert file............ 0 New basis file ........ 0 (Summary file)......... 0
Punch file............. 0 Backup basis file...... 0
Load file.............. 0 Dump file.............. 0

Frequencies
-----------
Print frequency........ 100 Check frequency........ 60 Save new basis map..... 100
Summary frequency...... 100 Factorization frequency 50 Expand frequency....... 10000

QP subproblems
--------------
QPsolver Cholesky......
Scale tolerance........ 0.900 Minor feasibility tol.. 1.00E-06 Iteration limit........ 10000
Scale option........... 0 Minor optimality tol.. 1.00E-06 Minor print level...... 1
Crash tolerance........ 0.100 Pivot tolerance........ 2.04E-11 Partial price.......... 1
Crash option........... 3 Elastic weight......... 1.00E+04 Prtl price section ( A) 4

New superbasics........ 99 Prtl price section (-I) 3

The SQP Method
--------------
Minimize............... Cold start............. Proximal Point method.. 1
Nonlinear objectiv vars 4 Major optimality tol... 2.00E-06 Function precision..... 1.72E-13
Unbounded step size.... 1.00E+20 Superbasics limit...... 4 Difference interval.... 4.15E-07
Unbounded objective.... 1.00E+15 Reduced Hessian dim.... 4 Central difference int. 5.57E-05
Major step limit....... 2.00E+00 Derivative linesearch.. Derivative level....... 3
Major iterations limit. 1000 Linesearch tolerance... 0.90000 Verify level........... 0
Minor iterations limit. 500 Penalty parameter...... 0.00E+00 Major Print Level...... 1

Hessian Approximation
---------------------
Full-Memory Hessian.... Hessian updates........ 99999999 Hessian frequency...... 99999999

Hessian flush.......... 99999999

Nonlinear constraints
---------------------
Nonlinear constraints.. 2 Major feasibility tol.. 1.00E-06 Violation limit........ 1.00E+06
Nonlinear Jacobian vars 4

Miscellaneous
-------------
LU factor tolerance.... 1.10 LU singularity tol..... 2.04E-11 Timing level........... 0
LU update tolerance.... 1.10 LU swap tolerance...... 1.03E-04 Debug level............ 0
LU partial pivoting... eps (machine precision) 1.11E-16 System information..... No

Matrix statistics
-----------------
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Total Normal Free Fixed Bounded
Rows 3 3 0 0 0
Columns 4 0 0 0 4

No. of matrix elements 12 Density 100.000
Biggest 1.0000E+00 (excluding fixed columns,
Smallest 0.0000E+00 free rows, and RHS)

No. of objective coefficients 0

Nonlinear constraints 2 Linear constraints 1
Nonlinear variables 4 Linear variables 0
Jacobian variables 4 Objective variables 4
Total constraints 3 Total variables 4

(User-supplied callback confun, first invocation.)
(User-supplied callback objfun, first invocation.)
The user has defined 8 out of 8 constraint gradients.
The user has defined 4 out of 4 objective gradients.

Cheap test of user-supplied problem derivatives...

The constraint gradients seem to be OK.

--> The largest discrepancy was 1.84E-07 in constraint 6

The objective gradients seem to be OK.

Gradient projected in one direction 4.99993000077E+00
Difference approximation 4.99993303560E+00

Itns Major Minors Step nCon Feasible Optimal MeritFunction L+U BSwap nS condHz Penalty
2 0 2 1 1.7E+00 2.8E+00 1.6000000E+01 7 2 1.0E+00 _ r
4 1 2 1.0E+00 2 1.3E-01 3.2E-01 1.7726188E+01 8 1 6.2E+00 8.3E-02 _n r
5 2 1 1.0E+00 3 3.7E-02 1.7E-01 1.7099571E+01 7 1 2.0E+00 8.3E-02 _s
6 3 1 1.0E+00 4 2.2E-02 1.1E-02 1.7014005E+01 7 1 1.8E+00 8.3E-02 _
7 4 1 1.0E+00 5 1.5E-04 6.0E-04 1.7014018E+01 7 1 1.8E+00 9.2E-02 _
8 5 1 1.0E+00 6 ( 3.3E-07) 2.3E-05 1.7014017E+01 7 1 1.9E+00 3.6E-01 _
9 6 1 1.0E+00 7 ( 4.2E-10)( 2.4E-08) 1.7014017E+01 7 1 1.9E+00 3.6E-01 _

E04WDM EXIT 0 -- finished successfully
E04WDM INFO 1 -- optimality conditions satisfied

Problem name NLP
No. of iterations 9 Objective value 1.7014017287E+01
No. of major iterations 6 Linear objective 0.0000000000E+00
Penalty parameter 3.599E-01 Nonlinear objective 1.7014017287E+01
No. of calls to funobj 8 No. of calls to funcon 8
No. of superbasics 1 No. of basic nonlinears 2
No. of degenerate steps 0 Percentage 0.00
Max x 2 4.7E+00 Max pi 2 5.5E-01
Max Primal infeas 0 0.0E+00 Max Dual infeas 3 4.8E-08
Nonlinear constraint violn 2.7E-09

Variable State Value Lower bound Upper bound Lagr multiplier Slack

variable 1 LL 1.000000 1.000000 5.000000 1.087871 .
variable 2 FR 4.743000 1.000000 5.000000 . 0.2570
variable 3 FR 3.821150 1.000000 5.000000 . 1.179
variable 4 FR 1.379408 1.000000 5.000000 . 0.3794

Linear constrnt State Value Lower bound Upper bound Lagr multiplier Slack

lincon 1 FR 10.94356 None 20.00000 . 9.056

Nonlin constrnt State Value Lower bound Upper bound Lagr multiplier Slack

nlncon 1 UL 40.00000 None 40.00000 -0.1614686 -0.2700E-08
nlncon 2 LL 25.00000 25.00000 None 0.5522937 -0.2215E-08

Final objective value = 17.014
Optimal X = 1.00 4.74 3.82 1.38

Note: the remainder of this document is intended for more advanced users. Section 11 contains a
detailed description of the algorithm which may be needed in order to understand Sections 12 and 13.
Section 12 describes the optional parameters which may be set by calls to nag_opt_nlp_option_set_
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string (e04wfc), nag_opt_nlp_option_set_integer (e04wgc) and/or nag_opt_nlp_option_set_double
(e04whc). Section 13 describes the quantities which can be requested to monitor the course of the
computation.

11 Algorithmic Details

Here we summarise the main features of the SQP algorithm used in nag_opt_nlp_solve (e04wdc) and
introduce some terminology used in the description of the function and its arguments. The SQP
algorithm is fully described in Gill et al. (2002).

11.1 Constraints and Slack Variables

The upper and lower bounds on the nL þ nN components of ALx
c xð Þ

� �
are said to define the general

constraints of the problem. nag_opt_nlp_solve (e04wdc) converts the general constraints to equalities
by introducing a set of slack variables s ¼ s1; s2; . . . ; snLþnNð ÞT. For example, the linear constraint
5 � 2x1 þ 3x2 � 1 is replaced by 2x1 þ 3x2 � s1 ¼ 0 together with the bounded slack 5 � s1 � 1.
The minimization problem (1) can therefore be written in the equivalent form

minimize
x;s

F xð Þ subject to ALx
c xð Þ

� �
� s ¼ 0; l � x

s

� �
� u: ð2Þ

The general constraints become the equalities ALx� sL ¼ 0 and c xð Þ � sN ¼ 0, where sL and sN are
the linear and nonlinear slacks.

11.2 Major Iterations

The basic structure of the SQP algorithm involves major and minor iterations. The major iterations
generate a sequence of iterates xkf g that satisfy the linear constraints and converge to a point that
satisfies the nonlinear constraints and the first-order conditions for optimality. At each iterate xk a QP
subproblem is used to generate a search direction towards the next iterate xkþ1. The constraints of the
subproblem are formed from the linear constraints ALx� sL ¼ 0 and the linearized constraint

c xkð Þ þ c0 xkð Þ x� xkð Þ � sN ¼ 0; ð3Þ

where c0 xkð Þ denotes the Jacobian matrix, whose elements are the first derivatives of c xð Þ evaluated at
xk. The QP constraints therefore comprise the nL þ nN linear constraints

ALx� sL ¼ 0;
c0 xkð Þx� sN ¼ �c xkð Þ þ c0 xkð Þxk;

ð4Þ

where x and s are bounded above and below by u and l as before. If the nL þ nNð Þ � n matrix A and
nL þ nNð Þ-vector b are defined as

A ¼ AL

c0 xkð Þ

� �
and b ¼ 0

�c xkð Þ þ c0 xkð Þxk

� �
; ð5Þ

then the QP subproblem can be written as

minimize
x;s

q x; xkð Þ ¼ gTk x� xkð Þ þ 1

2
x� xkð ÞHk x� xkð Þ subject to Ax� s ¼ b; l � x

s

� �
� u; ð6Þ

where q x; xkð Þ is a quadratic approximation to a modified Lagrangian function (see Gill et al. (2002)).
The matrix Hk is a quasi-Newton approximation to the Hessian of the Lagrangian. A BGFS update is
applied after each major iteration. If some of the variables enter the Lagrangian linearly the Hessian
will have some zero rows and columns. If the nonlinear variables appear first, then only the leading nN
rows and columns of the Hessian need to be approximated.
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11.3 Minor Iterations

Solving the QP subproblem is itself an iterative procedure. Here, the iterations of the QP solver
nag_opt_sparse_convex_qp_solve (e04nqc) form the minor iterations of the SQP method.
nag_opt_sparse_convex_qp_solve (e04nqc) uses a reduced-Hessian active-set method implemented as
a reduced-gradient method. At each minor iteration, the constraints Ax� s ¼ b are partitioned into the
form

BxB þ SxS þNxN ¼ b; ð7Þ

where the basis matrix B is square and nonsingular, and the matrices S and N are the remaining
columns of A �I

� �
. The vectors xB, xS and xN are the associated basic, superbasic and nonbasic

variables respectively; they are a permutation of the elements of x and s. At a QP subproblem, the basic
and superbasic variables will lie somewhere between their bounds, while the nonbasic variables will
normally be equal to one of their bounds. At each iteration, xS is regarded as a set of independent
variables that are free to move in any desired direction, namely one that will improve the value of the
QP objective (or the sum of infeasibilities). The basic variables are then adjusted in order to ensure that
x; sð Þ continues to satisfy Ax� s ¼ b. The number of superbasic variables (nS , say) therefore indicates
the number of degrees of freedom remaining after the constraints have been satisfied. In broad terms,
nS is a measure of how nonlinear the problem is. In particular, nS will always be zero for LP problems.

If it appears that no improvement can be made with the current definition of B, S and N , a nonbasic
variable is selected to be added to S, and the process is repeated with the value of nS increased by one.
At all stages, if a basic or superbasic variable encounters one of its bounds, the variable is made
nonbasic and the value of nS is decreased by one.

Associated with each of the nL þ nN equality constraints Ax� s ¼ b are the dual variables 	.
Similarly, each variable in x; sð Þ has an associated reduced gradient dj. The reduced gradients for the
variables x are the quantities g�AT	, where g is the gradient of the QP objective, and the reduced
gradients for the slacks are the dual variables 	. The QP subproblem is optimal if dj 	 0 for all
nonbasic variables at their lower bounds, dj � 0 for all nonbasic variables at their upper bounds, and
dj ¼ 0 for other variables, including superbasics. In practice, an approximate QP solution x̂k; ŝk; 	̂kð Þ is
found by relaxing these conditions.

11.4 The Merit Function

After a QP subproblem has been solved, new estimates of the solution are computed using a linesearch
on the augmented Lagrangian merit function

M x; s; 	ð Þ ¼ F xð Þ � 	T c xð Þ � sNð Þ þ 1

2
c xð Þ � sNð ÞTD c xð Þ � sNð Þ; ð8Þ

where D is a diagonal matrix of penalty parameters Dii 	 0ð Þ, and 	 now refers to dual variables for
the nonlinear constraints in (1). If xk; sk; 	kð Þ denotes the current solution estimate and x̂k; ŝk; 	̂kð Þ
denotes the QP solution, the linesearch determines a step �k 0 < �k � 1ð Þ such that the new point

xkþ1
skþ1
	kþ1

0@ 1A ¼ xk
sk
	k

0@ 1Aþ �k x̂k � xk
ŝk � sk
	̂k � 	k

0@ 1A ð9Þ

gives a sufficient decrease in the merit functionM. When necessary, the penalties in D are increased by
the minimum-norm perturbation that ensures descent forM (see Gill et al. (1992)). The value of sN is
adjusted to minimize the merit function as a function of s before the solution of the QP subproblem (see
Gill et al. (1986) and Eldersveld (1991)).

11.5 Treatment of Constraint Infeasibilities

nag_opt_nlp_solve (e04wdc) makes explicit allowance for infeasible constraints. First, infeasible linear
constraints are detected by solving the linear program

minimize
x;v;w

eT vþ wð Þ subject to l � x
ALx� vþ w

� �
� u; v 	 0; w 	 0; ð10Þ
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where e is a vector of ones, and the nonlinear constraint bounds are temporarily excluded from l and u.
This is equivalent to minimizing the sum of the general linear constraint violations subject to the
bounds on x. (The sum is the ‘1-norm of the linear constraint violations. In the linear programming
literature, the approach is called elastic programming.)

The linear constraints are infeasible if the optimal solution of (10) has v 6¼ 0 or w 6¼ 0.
nag_opt_nlp_solve (e04wdc) then terminates without computing the nonlinear functions.

Otherwise, all subsequent iterates satisfy the linear constraints. (Such a strategy allows linear
constraints to be used to define a region in which the functions can be safely evaluated.)
nag_opt_nlp_solve (e04wdc) proceeds to solve nonlinear problems as given, using search directions
obtained from the sequence of QP subproblems (see (6)).

If a QP subproblem proves to be infeasible or unbounded (or if the dual variables 	 for the nonlinear
constraints become large), nag_opt_nlp_solve (e04wdc) enters ‘elastic’ mode and thereafter solves the
problem

minimize
x;v;w

F xð Þ þ �eT vþ wð Þ subject to l �
x
ALx

c xð Þ � vþ w

0@ 1A � u; v 	 0; w 	 0; ð11Þ

where � is a non-negative argument (the elastic weight), and F xð Þ þ �eT vþ wð Þ is called a composite
objective (the ‘1 penalty function for the nonlinear constraints).

The value of � may increase automatically by multiples of 10 if the optimal v and w continue to be
nonzero. If � is sufficiently large, this is equivalent to minimizing the sum of the nonlinear constraint
violations subject to the linear constraints and bounds.

The initial value of � is controlled by the optional parameter Elastic Weight.

12 Optional Parameters

Several optional parameters in nag_opt_nlp_solve (e04wdc) define choices in the problem specification
or the algorithm logic. In order to reduce the number of formal arguments of nag_opt_nlp_solve
(e04wdc) these optional parameters have associated default values that are appropriate for most
problems. Therefore, you need only specify those optional parameters whose values are to be different
from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Backup Basis File

Central Difference Interval

Check Frequency

Cold Start

Crash Option

Crash Tolerance

Defaults

Derivative Level

Derivative Linesearch

Difference Interval

Dump File

Elastic Weight

Expand Frequency

Factorization Frequency

Feasibility Tolerance
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Feasible Point

Function Precision

Hessian Frequency

Hessian Full Memory

Hessian Limited Memory

Hessian Updates

Infinite Bound Size

Insert File

Iterations Limit

Linesearch Tolerance

List

Load File

LU Complete Pivoting

LU Density Tolerance

LU Factor Tolerance

LU Partial Pivoting

LU Rook Pivoting

LU Singularity Tolerance

LU Update Tolerance

Major Feasibility Tolerance

Major Iterations Limit

Major Optimality Tolerance

Major Print Level

Major Step Limit

Maximize

Minimize

Minor Feasibility Tolerance

Minor Iterations Limit

Minor Print Level

New Basis File

New Superbasics Limit

Nolist

Nonderivative Linesearch

Old Basis File

Partial Price

Pivot Tolerance

Print File

Print Frequency

Proximal Point Method

Punch File

QPSolver CG

QPSolver Cholesky

QPSolver QN

Reduced Hessian Dimension

Save Frequency

Scale Option

Scale Print
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Scale Tolerance

Solution File

Start Constraint Check At Variable

Start Objective Check At Variable

Stop Constraint Check At Variable

Stop Objective Check At Variable

Summary File

Summary Frequency

Superbasics Limit

Suppress Parameters

System Information No

System Information Yes

Timing Level

Unbounded Objective

Unbounded Step Size

Verify Level

Violation Limit

Warm Start

Optional parameters may be specified by calling one, or more, of the functions nag_opt_nlp_option_
set_file (e04wec), nag_opt_nlp_option_set_string (e04wfc) and nag_opt_nlp_option_set_integer
(e04wgc) before a call to nag_opt_nlp_solve (e04wdc).

nag_opt_nlp_option_set_file (e04wec) reads options from an external options file, with Begin and End
as the first and last lines respectively and each intermediate line defining a single optional parameter.
For example,

Begin
Print Level = 5

End

The call

nag_opt_nlp_option_set_file(ioptns, &state, &fail);

can then be used to read the file on the descriptor ioptns as returned by a call of nag_open_file
(x04acc). fail:code ¼ NE_NOERROR on successful exit. nag_opt_nlp_option_set_file (e04wec) should
be consulted for a full description of this method of supplying optional parameters.

nag_opt_nlp_option_set_string (e04wfc), nag_opt_nlp_option_set_integer (e04wgc) or nag_opt_nlp_op
tion_set_double (e04whc) can be called to supply options directly, one call being necessary for each
optional parameter. nag_opt_nlp_option_set_string (e04wfc), nag_opt_nlp_option_set_integer (e04wgc)
or nag_opt_nlp_option_set_double (e04whc) should be consulted for a full description of this method of
supplying optional parameters.

All optional parameters not specified by you are set to their default values. Optional parameters
specified by you are unaltered by nag_opt_nlp_solve (e04wdc) (unless they define invalid values) and
so remain in effect for subsequent calls to nag_opt_nlp_solve (e04wdc), unless altered by you.

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined (if no characters
of an optional qualifier are underlined, the qualifier may be omitted);

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;
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the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and �r denotes the relative precision of the objective function
Function Precision, and bigbnd signifies the value of Infinite Bound Size.

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., optional parameters Dump File and Print File) have
type Nag_FileID (see Section 2.3.1.1 in How to Use the NAG Library and its Documentation). This ID
value must either be set to 0 (the default value) in which case there will be no output, or will be as
returned by a call of nag_open_file (x04acc).

Central Difference Interval r Default ¼ �
1
3
r

When Derivative Level < 3, the central-difference interval r is used near an optimal solution to obtain
more accurate (but more expensive) estimates of gradients. Twice as many function evaluations are
required compared to forward differencing. The interval used for the jth variable is hj ¼ r 1þ xj

		 		� �
.

The resulting derivative estimates should be accurate to O r2
� �

, unless the functions are badly scaled.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Check Frequency i Default ¼ 60

Every ith minor iteration after the most recent basis factorization, a numerical test is made to see if the
current solution x satisfies the general linear constraints (the linear constraints and the linearized
nonlinear constraints, if any). The constraints are of the form Ax� s ¼ b, where s is the set of slack
variables. To perform the numerical test, the residual vector r ¼ b�Axþ s is computed. If the largest
component of r is judged to be too large, the current basis is refactorized and the basic variables are
recomputed to satisfy the general constraints more accurately. If i � 0, the value of i ¼ 99999999 is
used and effectively no checks are made.

Check Frequency ¼ 1 is useful for debugging purposes, but otherwise this option should not be
needed.

Cold Start Default
Warm Start

This option controls the specification of the initial working set in the procedure for finding a feasible
point for the linear constraints and bounds and in the first QP subproblem thereafter. With a Cold Start,
the first working set is chosen by nag_opt_nlp_solve (e04wdc) based on the values of the variables and
constraints at the initial point. Broadly speaking, the initial working set will include equality constraints
and bounds or inequality constraints that violate or ‘nearly’ satisfy their bounds (to within
Crash Tolerance).

With a Warm Start, you must set the istate array and define clamda and h as discussed in Section 5.
istate values associated with bounds and linear constraints determine the initial working set of the
procedure to find a feasible point with respect to the bounds and linear constraints. istate values
associated with nonlinear constraints determine the initial working set of the first QP subproblem after
such a feasible point has been found. nag_opt_nlp_solve (e04wdc) will override your specification of
istate if necessary, so that a poor choice of the working set will not cause a fatal error. For instance,
any elements of istate which are set to �2, �1 or 4 will be reset to zero, as will any elements which
are set to 3 when the corresponding elements of bl and bu are not equal. A warm start will be
advantageous if a good estimate of the initial working set is available – for example, when
nag_opt_nlp_solve (e04wdc) is called repeatedly to solve related problems.

Crash Option i Default ¼ 3
Crash Tolerance r Default ¼ 0:1

If a Cold Start is specified, an internal Crash procedure is used to select an initial basis from certain
rows and columns of the constraint matrix A �I

� �
. The optional parameter Crash Option i

determines which rows and columns of A are eligible initially, and how many times the Crash
procedure is called. Columns of �I are used to pad the basis where necessary.
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i Meaning

0 The initial basis contains only slack variables: B ¼ I.
1 The Crash procedure is called once, looking for a triangular basis in all rows and columns of A.

2 The Crash procedure is called twice (if there are nonlinear constraints). The first call looks for a
triangular basis in linear rows, and the iteration proceeds with simplex iterations until the linear
constraints are satisfied. The Jacobian is then evaluated for the first major iteration and the Crash
procedure is called again to find a triangular basis in the nonlinear rows (retaining the current basis
for linear rows).

3 The Crash procedure is called up to three times (if there are nonlinear constraints). The first two
calls treat linear equalities and linear inequalities separately. As before, the last call treats nonlinear
rows before the first major iteration.

If i 	 1, certain slacks on inequality rows are selected for the basis first. (If i 	 2, numerical values are
used to exclude slacks that are close to a bound). The Crash procedure then makes several passes
through the columns of A, searching for a basis matrix that is essentially triangular. A column is
assigned to ‘pivot’ on a particular row if the column contains a suitably large element in a row that has
not yet been assigned. (The pivot elements ultimately form the diagonals of the triangular basis.) For
remaining unassigned rows, slack variables are inserted to complete the basis.

The Crash Tolerance r allows the starting Crash procedure to ignore certain ‘small’ nonzeros in each
column of A. If amax is the largest element in column j, other nonzeros of aij in the columns are
ignored if aij

		 		 � amax � r. (To be meaningful, r must be in the range 0 � r < 1.)

When r > 0:0, the basis obtained by the Crash procedure may not be strictly triangular, but it is likely
to be nonsingular and almost triangular. The intention is to obtain a starting basis containing more
columns of A and fewer (arbitrary) slacks. A feasible solution may be reached sooner on some
problems.

For example, suppose the first m columns of A form the matrix shown under LU Factor Tolerance; i.
e., a tridiagonal matrix with entries �1, 4, �1. To help the Crash procedure choose all m columns for
the initial basis, we would specify a Crash Tolerance of r for some value of r > 0:5.

Defaults

This special keyword may be used to reset all optional parameters to their default values.

Derivative Level i Default ¼ 3

Optional parameter Derivative Level specifies which nonlinear function gradients are known
analytically and will be supplied to nag_opt_nlp_solve (e04wdc) by user-supplied functions objfun
and confun.

i Meaning

3 All objective and constraint gradients are known.

2 All constraint gradients are known, but some or all components of the objective gradient are
unknown.

1 The objective gradient is known, but some or all of the constraint gradients are unknown.

0 Some components of the objective gradient are unknown and some of the constraint gradients are
unknown.

The value i ¼ 3 should be used whenever possible. It is the most reliable and will usually be the most
efficient.

If i ¼ 0 or 2, nag_opt_nlp_solve (e04wdc) will estimate the missing components of the objective
gradient, using finite differences. This may simplify the coding of objfun. However, it could increase
the total run-time substantially (since a special call to objfun is required for each missing element), and
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there is less assurance that an acceptable solution will be located. If the nonlinear variables are not well
scaled, it may be necessary to specify a non-default optional parameter Difference Interval.

If i ¼ 0 or 1, nag_opt_nlp_solve (e04wdc) will estimate missing elements of the Jacobian. For each
column of the Jacobian, one call to confun is needed to estimate all missing elements in that column, if
any.

At times, central differences are used rather than forward differences. (This is not under your control.)

Derivative Linesearch Default
Nonderivative Linesearch

At each major iteration a linesearch is used to improve the merit function. Optional parameter
Derivative Linesearch uses safeguarded cubic interpolation and requires both function and gradient
values to compute estimates of the step �k. If some analytic derivatives are not provided, or optional
parameter Nonderivative Linesearch is specified, nag_opt_nlp_solve (e04wdc) employs a linesearch
based upon safeguarded quadratic interpolation, which does not require gradient evaluations.

A nonderivative linesearch can be slightly less robust on difficult problems, and it is recommended that
the default be used if the functions and derivatives can be computed at approximately the same cost. If
the gradients are very expensive relative to the functions, a nonderivative linesearch may give a
significant decrease in computation time.

If Nonderivative Linesearch is selected, nag_opt_nlp_solve (e04wdc) signals the evaluation of the
linesearch by calling objfun with mode ¼ 0. If the potential saving provided by a nonderivative
linesearch is to be realised, it is essential that objfun be coded so that derivatives are not computed
when mode ¼ 0.

Difference Interval r Default ¼ ffiffiffiffi
�r
p

This alters the interval r used to estimate gradients by forward differences. It does so in the following
circumstances:

– in the interval (‘cheap’) phase of verifying the problem derivatives;

– for verifying the problem derivatives;

– for estimating missing derivatives.

In all cases, a derivative with respect to xj is estimated by perturbing that component of x to the value
xj þ r 1þ xj

		 		� �
, and then evaluating F xð Þ or c xð Þ at the perturbed point. The resulting gradient

estimates should be accurate to O rð Þ unless the functions are badly scaled. Judicious alteration of r may
sometimes lead to greater accuracy.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Dump File i1 Default ¼ 0
Load File i2 Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Optional parameters Dump File and Load File are similar to optional parameters Punch File and
Insert File, but they record solution information in a manner that is more direct and more easily
modified. A full description of information recorded in optional parameters Dump File and Load File
is given in Gill et al. (2005a).

If Dump File > 0, the last solution obtained will be output to the file associated with ID i1.

If Load File > 0, the file associated with ID i2, containing basis information, will be read. The file will
usually have been output previously as a Dump File. The file will not be accessed if optional
parameters Old Basis File or Insert File are specified.

Elastic Weight r Default ¼ 104

This keyword determines the initial weight � associated with the problem (11) (see Section 11.5).
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At major iteration k, if elastic mode has not yet started, a scale factor �k ¼ 1þ g xkð Þk k1 is defined
from the current objective gradient. Elastic mode is then started if the QP subproblem is infeasible, or
the QP dual variables are larger in magnitude than �kr. The QP is resolved in elastic mode with
� ¼ �kr.
Thereafter, major iterations continue in elastic mode until they converge to a point that is optimal for
(11) (see Section 11.5). If the point is feasible for equation (1) v ¼ w ¼ 0ð Þ, it is declared locally
optimal. Otherwise, � is increased by a factor of 10 and major iterations continue. If � has already
reached a maximum allowable value, equation (1) is declared locally infeasible.

Expand Frequency i Default ¼ 10000

This option is part of the anti-cycling procedure designed to make progress even on highly degenerate
problems.

For linear models, the strategy is to force a positive step at every iteration, at the expense of violating
the bounds on the variables by a small amount. Suppose that the optional parameter
Minor Feasibility Tolerance is �. Over a period of i iterations, the tolerance actually used by
nag_opt_nlp_solve (e04wdc) increases from 0:5� to � (in steps of 0:5�=i).

For nonlinear models, the same procedure is used for iterations in which there is only one superbasic
variable. (Cycling can occur only when the current solution is at a vertex of the feasible region.) Thus,
zero steps are allowed if there is more than one superbasic variable, but otherwise positive steps are
enforced.

Increasing i helps reduce the number of slightly infeasible nonbasic variables (most of which are
eliminated during a resetting procedure). However, it also diminishes the freedom to choose a large
pivot element (see optional parameter Pivot Tolerance).

Factorization Frequency i Default ¼ 50

At most i basis changes will occur between factorizations of the basis matrix.

With linear programs, the basis factors are usually updated every iteration. The default i is reasonable
for typical problems. Higher values up to i ¼ 100 (say) may be more efficient on well-scaled problems.

When the objective function is nonlinear, fewer basis updates will occur as an optimum is approached.
The number of iterations between basis factorizations will therefore increase. During these iterations a
test is made regularly (according to the optional parameter Check Frequency) to ensure that the
general constraints are satisfied. If necessary the basis will be refactorized before the limit of i updates
is reached.

Function Precision r Default ¼ �0:8

The relative function precision �r is intended to be a measure of the relative accuracy with which the
functions can be computed. For example, if F xð Þ is computed as 1000:56789 for some relevant x and if
the first 6 significant digits are known to be correct, the appropriate value for �r would be 1:0e�6.
(Ideally the functions F xð Þ or ci xð Þ should have magnitude of order 1. If all functions are substantially
less than 1 in magnitude, �r should be the absolute precision. For example, if F xð Þ ¼ 1:23456789e�4 at
some point and if the first 6 significant digits are known to be correct, the appropriate value for �r
would be 1:0e�10.)
The default value of �r is appropriate for simple analytic functions.

In some cases the function values will be the result of extensive computation, possibly involving a
costly iterative procedure that can provide few digits of precision. Specifying an appropriate
Function Precision may lead to savings, by allowing the linesearch procedure to terminate when the
difference between function values along the search direction becomes as small as the absolute error in
the values.
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Hessian Full Memory Default if n � 75
Hessian Limited Memory Default if n > 75

These options select the method for storing and updating the approximate Hessian.
(nag_opt_nlp_solve (e04wdc) uses a quasi-Newton approximation to the Hessian of the Lagrangian.
A BFGS update is applied after each major iteration.)

If Hessian Full Memory is specified, the approximate Hessian is treated as a dense matrix and the
BFGS updates are applied explicitly. This option is most efficient when the number of variables n is not
too large (say, less than 75). In this case, the storage requirement is fixed and one can expect 1-step Q-
superlinear convergence to the solution.

Hessian Limited Memory should be used on problems where n is very large. In this case a limited-
memory procedure is used to update a diagonal Hessian approximation Hr a limited number of times.
(Updates are accumulated as a list of vector pairs. They are discarded at regular intervals after Hr has
been reset to their diagonal.)

Hessian Frequency i Default ¼ 99999999

If optional parameter Hessian Full Memory is in effect and i BFGS updates have already been carried
out, the Hessian approximation is reset to the identity matrix. (For certain problems, occasional resets
may improve convergence, but in general they should not be necessary.)

Hessian Full Memory a n d Hessian Frequency ¼ 10 h a v e a s i m i l a r e f f e c t t o
Hessian Limited Memory and Hessian Updates ¼ 10 (except that the latter retains the current
diagonal during resets).

Hessian Updates i Default ¼ Hessian Frequency if
Hessian Full Memory, 10 otherwise

If optional parameter Hessian Limited Memory is in effect and i BFGS updates have already been
carried out, all but the diagonal elements of the accumulated updates are discarded and the updating
process starts again.

Broadly speaking, the more updates stored, the better the quality of the approximate Hessian. However,
the more vectors stored, the greater the cost of each QP iteration. The default value is likely to give a
robust algorithm without significant expense, but faster convergence can sometimes be obtained with
significantly fewer updates (e.g., i ¼ 5).

Infinite Bound Size r Default ¼ 1020

If r > 0, r defines the ‘infinite’ bound bigbnd in the definition of the problem constraints. Any upper
bound greater than or equal to bigbnd will be regarded as þ1 (and similarly any lower bound less than
or equal to �bigbnd will be regarded as �1). If r < 0, the default value is used.

Iterations Limit i Default ¼ max 10000; 10max n; nL þ nNð Þð Þ
The value of i specifies the maximum number of minor iterations allowed (i.e., iterations of the simplex
method or the QP algorithm), summed over all major iterations. (See also the description of the optional
parameter Minor Iterations Limit.)

Linesearch Tolerance r Default ¼ 0:9

This tolerance, r, controls the accuracy with which a step length will be located along the direction of
search each iteration. At the start of each linesearch a target directional derivative for the merit function
is identified. This parameter determines the accuracy to which this target value is approximated, and it
must be a value in the range 0:0 � r � 1:0.

The default value r ¼ 0:9 requests just moderate accuracy in the linesearch.

If the nonlinear functions are cheap to evaluate, a more accurate search may be appropriate; try
r ¼ 0:1; 0:01 or 0:001.
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If the nonlinear functions are expensive to evaluate, a less accurate search may be appropriate. If all
gradients are known, try r ¼ 0:99. (The number of major iterations might increase, but the total number
of function evaluations may decrease enough to compensate.)

If not all gradients are known, a moderately accurate search remains appropriate. Each search will
require only 1–5 function values (typically), but many function calls will then be needed to estimate
missing gradients for the next iteration.

Nolist Default
List

For nag_opt_nlp_solve (e04wdc), normally each optional parameter specification is printed as it is
supplied. Optional parameter Nolist may be used to suppress the printing and optional parameter List
may be used to turn on printing.

LU Density Tolerance r1 Default ¼ 0:6
LU Singularity Tolerance r2 Default ¼ �23

The density tolerance, r1, is used during LU factorization of the basis matrix B. Columns of L and
rows of U are formed one at a time, and the remaining rows and columns of the basis are altered
appropriately. At any stage, if the density of the remaining matrix exceeds r1, the Markowitz strategy
for choosing pivots is terminated, and the remaining matrix is factored by a dense LU procedure.
Raising the density tolerance towards 1:0 may give slightly sparser LU factors, with a slight increase in
factorization time.

The singularity tolerance, r2, helps guard against ill-conditioned basis matrices. After B is refactorized,
the diagonal elements of U are tested as follows: if ujj

		 		 � r2 or ujj
		 		 < r2max

i
uij
		 		, the jth column of

the basis is replaced by the corresponding slack variable. (This is most likely to occur after a restart.)

LU Factor Tolerance r1 Default ¼ 1:10
LU Update Tolerance r2 Default ¼ 1:10

The values of r1 and r2 affect the stability of the basis factorization B ¼ LU , during refactorization and
updates respectively. The lower triangular matrix L is a product of matrices of the form

1
� 1

� �
where the multipliers � will satisfy �j j � ri. The default values of r1 and r2 usually strike a good
compromise between stability and sparsity. They must satisfy r1, r2 	 1:0.

For large and relatively dense problems, r1 ¼ 10:0 or 5:0 (say) may give a useful improvement in
stability without impairing sparsity to a serious degree.

For certain very regular structures (e.g., band matrices) it may be necessary to reduce r1 and=or r2 in
order to achieve stability. For example, if the columns of A include a sub-matrix of the form

4 �1
�1 4 �1

�1 4 �1
. . . . . . . . .

�1 4 �1
�1 4

0BBBBB@

1CCCCCA;

one should set both r1 and r2 to values in the range 1:0 � ri < 4:0.

LU Partial Pivoting Default
LU Complete Pivoting
LU Rook Pivoting

The LU factorization implements a Markowitz-type search for pivots that locally minimize the fill-in
subject to a threshold pivoting stability criterion. The default option is to use threshhold partial
pivoting. The optional parameters LU Rook Pivoting and LU Complete Pivoting are more expensive
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than partial pivoting but are more stable and better at revealing rank, as long as LU Factor Tolerance
is not too large (say < 2:0). When numerical difficulties are encountered, nag_opt_nlp_solve (e04wdc)
automatically reduces the LU tolerance towards 1:0 and switches (if necessary) to rook or complete
pivoting, before reverting to the default or specified options at the next refactorization (with
System Information Yes, relevant messages are output to the Print File).

Major Feasibility Tolerance r Default ¼ max 10�6;
ffiffi
�
p� �

This tolerance, r, specifies how accurately the nonlinear constraints should be satisfied. The default
value is appropriate when the linear and nonlinear constraints contain data to about that accuracy.

Let vmax be the maximum nonlinear constraint violation, normalized by the size of the solution, which
is required to satisfy

vmax= ¼ max
i
vi= xk k � r; ð12Þ

where vi is the violation of the ith nonlinear constraint i ¼ 1 : nLð Þ.
In the major iteration log (see Section 13.2, vmax appears as the quantity labelled ‘Feasible’. If some of
the problem functions are known to be of low accuracy, a larger Major Feasibility Tolerance may be
appropriate.

Major Optimality Tolerance r Default ¼ 2max 10�6;
ffiffi
�
p� �

This tolerance, r, specifies the final accuracy of the dual variables. On successful termination,
nag_opt_nlp_solve (e04wdc) will have computed a solution x; s; 	ð Þ such that

cmax ¼ max
j
cj= 	k k � r; ð13Þ

where cj is an estimate of the complementarity slackness for variable j where j ¼ 1 : nþ nL þ nN . The
values ci are computed from the final QP solution using the reduced gradients dj ¼ gj � 	Taj (where gj
is the jth component of the objective gradient, aj is the associated column of the constraint matrix
A �I
� �

, and 	 is the set of QP dual variables):

cj ¼ djmin xj � lj; 1
� �

if dj 	 0;
�djmin uj � xj; 1

� �
if dj < 0:


 �
ð14Þ

In the Print File, cmax appears as the quantity labelled ‘Optimal’.

Major Iterations Limit i Default ¼ max 1000; 3max n; nL þ nNð Þð Þ

This is the maximum number of major iterations allowed. It is intended to guard against an excessive
number of linearizations of the constraints. If i ¼ 0, optimality and feasibility are checked.

Major Print Level i Default ¼ 000001

This controls the amount of output to the optional parameters Print File and Summary File at each
major iteration. Major Print Level ¼ 0 suppresses most output, except for error messages.
Major Print Level ¼ 1 gives normal output for l inear and nonlinear problems, and
Major Print Level ¼ 11 gives additional details of the Jacobian factorization that commences each
major iteration.

In general, the value being specified may be thought of as a binary number of the form

Major Print Level JFDXbs

where each letter stands for a digit that is either 0 or 1 as follows:

s a single line that gives a summary of each major iteration. (This entry in JFDXbs is not strictly
binary since the summary line is printed whenever JFDXbs 	 1);

b basis statistics, i.e., information relating to the basis matrix whenever it is refactorized. (This
output is always provided if JFDXbs 	 10);
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X xk, the nonlinear variables involved in the objective function or the constraints. These appear
under the heading ‘Jacobian variables’;

D 	k, the dual variables for the nonlinear constraints. These appear under the heading ‘Multiplier
estimates’;

F c xkð Þ, the values of the nonlinear constraint functions;

J J xkð Þ, the Jacobian matrix. This appears under the heading ‘x and Jacobian’.

To obtain output of any items JFDXbs, set the corresponding digit to 1, otherwise to 0.

If J ¼ 1, the Jacobian matrix will be output column-wise at the start of each major iteration. Column j
will be preceded by the value of the corresponding variable xj and a key to indicate whether the
variable is basic, superbasic or nonbasic. (Hence if J ¼ 1, there is no reason to specify X ¼ 1 unless
the objective contains more nonlinear variables than the Jacobian.) A typical line of output is

3 1.250000e+01 BS 1 1.00000e+00 4 2.00000e+00

which would mean that x3 is basic at value 12:5, and the third column of the Jacobian has elements of
1:0 and 2:0 in rows 1 and 4.

Major Step Limit r Default ¼ 2:0

This parameter limits the change in x during a linesearch. It applies to all nonlinear problems, once a
‘feasible solution’ or ‘feasible subproblem’ has been found. A linesearch determines a step � over the
range 0 < � � �, where � is 1 if there are nonlinear constraints, or is the step to the nearest upper or
lower bound on x if all the constraints are linear. Normally, the first step length tried is �1 ¼ min 1; �ð Þ.

1. In some cases, such as f xð Þ ¼ aebx or f xð Þ ¼ axb, even a moderate change in the components of x
can lead to floating-point overflow. The parameter r is therefore used to define a limit
�� ¼ r 1þ xk kð Þ= pk k (where p is the search direction), and the first evaluation of f xð Þ is at the
potentially smaller step length �1 ¼ min 1; ��; �

� �
.

2. Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at meaningless points. The optional parameter Major Step Limit provides an additional
safeguard. The default value r ¼ 2:0 should not affect progress on well behaved problems, but
setting r ¼ 0:1 or 0:01 may be helpful when rapidly varying functions are present. A ‘good’
starting point may be required. An important application is to the class of nonlinear least squares
problems.

3. In cases where several local optima exist, specifying a small value for r may help locate an
optimum near the starting point.

Minimize Default
Maximize
Feasible Point

The keywords Minimize and Maximize specify the required direction of optimization. It applies to both
linear and nonlinear terms in the objective.

The keyword Feasible Point means ‘Ignore the objective function, while finding a feasible point for the
linear and nonlinear constraints’. It can be used to check that the nonlinear constraints are feasible
without altering the call to nag_opt_nlp_solve (e04wdc).

Minor Feasibility Tolerance
Feasibility Tolerance r Default ¼ max 10�6;

ffiffi
�
p� 

nag_opt_nlp_solve (e04wdc) tries to ensure that all variables eventually satisfy their upper and lower
bounds to within this tolerance, r. This includes slack variables. Hence, general linear constraints
should also be satisfied to within r.

Feasibility with respect to nonlinear constraints is judged by the optional parameter
Major Feasibility Tolerance (not by r).
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If the bounds and linear constraints cannot be satisfied to within r, the problem is declared infeasible. If
the corresponding sum of infeasibilities is quite small, it may be appropriate to raise r by a factor of 10
or 100. Otherwise, some error in the data should be suspected.

Nonlinear functions will be evaluated only at points that satisfy the bounds and linear constraints. If
there are regions where a function is undefined, every attempt should be made to eliminate these
regions from the problem.

For example, if f xð Þ ¼ ffiffiffiffiffi
x1
p þ log x2ð Þ, it is essential to place lower bounds on both variables. If

r ¼ 1:0e�6, the bounds x1 	 10�5 and x2 	 10�4 might be appropriate. (The log singularity is more
serious. In general, keep x as far away from singularities as possible.)

If Scale Option 	 1, feasibility is defined in terms of the scaled problem (since it is then more likely to
be meaningful).

In reality, nag_opt_nlp_solve (e04wdc) uses r as a feasibility tolerance for satisfying the bounds on x
and s in each QP subproblem. If the sum of infeasibilities cannot be reduced to zero, the QP
subproblem is declared infeasible. nag_opt_nlp_solve (e04wdc) is then in elastic mode thereafter (with
only the linearized nonlinear constraints defined to be elastic). See the description of the optional
parameter Elastic Weight.

Minor Iterations Limit i Default ¼ 500

If the number of minor iterations for the optimality phase of the QP subproblem exceeds i, then all
nonbasic QP variables that have not yet moved are frozen at their current values and the reduced QP is
solved to optimality.

Note that more than i minor iterations may be necessary to solve the reduced QP to optimality. These
extra iterations are necessary to ensure that the terminated point gives a suitable direction for the
linesearch.

In the major iteration log (see Section 13.2) a t at the end of a line indicates that the corresponding QP
was artificially terminated using the limit i.

Compare with the optional parameter Iterations Limit, which defines an independent absolute limit on
the total number of minor iterations (summed over all QP subproblems).

Minor Print Level i Default ¼ 1

This controls the amount of output to the Print File and the Summary File during solution of the QP
subproblems. The value of i has the following effect:

i Output

0 No minor iteration output except error messages.

	 1 A single line of output at each minor iteration (controlled by optional parameters
Print Frequency and Summary Frequency.

	 10 Basis factorization statistics generated during the periodic refactorization of the basis (see the
optional parameter Factorization Frequency). Statistics for the first factorization each major
iteration are controlled by the optional parameter Major Print Level.

New Basis File i1 Default ¼ 0
Backup Basis File i2 Default ¼ 0
Save Frequency i3 Default ¼ 100

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

New Basis File and Backup Basis File are sometimes referred to as basis maps. They contain the most
compact representation of the state of each variable. They are intended for restarting the solution of a
problem at a point that was reached by an earlier run. For nontrivial problems, it is advisable to save
basis maps at the end of a run, in order to restart the run if necessary.
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If New Basis File > 0, a basis map will be saved on the New Basis File every i3th iteration. The first
record of the file will contain the word PROCEEDING if the run is still in progress. A basis map will also
be saved at the end of a run, with some other word indicating the final solution status.

If Backup Basis File > 0, it is intended as a safeguard against losing the results of a long run. Suppose
that a New Basis File is being saved every 100 (Save Frequency) iterations, and that
nag_opt_nlp_solve (e04wdc) is about to save such a basis at iteration 2000. It is conceivable that
the run may be interrupted during the next few milliseconds (in the middle of the save). In this case the
Basis file will be corrupted and the run will have been essentially wasted.

To eliminate this risk, both a New Basis File and a Backup Basis File may be specified using calls of
nag_open_file (x04acc).

The current basis will then be saved every 100 iterations, first on the New Basis File and then
immediately on the Backup Basis File. If the run is interrupted at iteration 2000 during the save on the
New Basis File, there will still be a usable basis on the Backup Basis File (corresponding to iteration
1900).

Note that a new basis will be saved in New Basis File at the end of a run if it terminates normally, but
it will not be saved in Backup Basis File. In the above example, if an optimum solution is found at
iteration 2050 (or if the iteration limit is 2050), the final basis in the New Basis File will correspond to
iteration 2050, but the last basis saved in the Backup Basis File will be the one for iteration 2000.

A full description of information recorded in New Basis File and Backup Basis File is given in Gill et
al. (2005a).

New Superbasics Limit i Default ¼ 99

This option causes early termination of the QP subproblems if the number of free variables has
increased significantly since the first feasible point. If the number of new superbasics is greater than i,
the nonbasic variables that have not yet moved are frozen and the resulting smaller QP is solved to
optimality.

In the major iteration log (see Section 13.1), a t at the end of a line indicates that the QP was
terminated early in this way.

Old Basis File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Old Basis File > 0, the basis maps information will be obtained from the file associated with ID i.
The file will usually have been output previously as a New Basis File or Backup Basis File. A full
description of information recorded in New Basis File and Backup Basis File is given in Gill et al.
(2005a).

The file will not be acceptable if the number of rows or columns in the problem has been altered.

Partial Price i Default ¼ 1

This parameter is recommended for large problems that have significantly more variables than
constraints. It reduces the work required for each ‘pricing’ operation (where a nonbasic variable is
selected to become superbasic). When i ¼ 1, all columns of the constraint matrix A �I

� �
are

searched. Otherwise, A and I are partitioned to give i roughly equal segments Aj and Ij , for
j ¼ 1; 2; . . . ; i. If the previous pricing search was successful on Aj�1 and Ij�1, the next search begins on
the segments Aj and Ij. (All subscripts here are modulo i.) If a reduced gradient is found that is larger
than some dynamic tolerance, the variable with the largest such reduced gradient (of appropriate sign) is
selected to become superbasic. If nothing is found, the search continues on the next segments Ajþ1 and
Ijþ1, and so on.

For time-stage models having t time periods, Partial Price t (or t=2 or t=3) may be appropriate.
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Pivot Tolerance r Default ¼ �23

During the solution of QP subproblems, the pivot tolerance is used to prevent columns entering the
basis if they would cause the basis to become almost singular.

When x changes to xþ �p for some search direction p, a ‘ratio test’ determines which component of x
reaches an upper or lower bound first. The corresponding element of p is called the pivot element.
Elements of p are ignored (and therefore cannot be pivot elements) if they are smaller than the pivot
tolerance r.

It is common for two or more variables to reach a bound at essentially the same time. In such cases, the
Minor Feasibility Tolerance (say, t) provides some freedom to maximize the pivot element and
thereby improve numerical stability. Excessively small values of t should therefore not be specified. To
a lesser extent, the Expand Frequency (say, f) also provides some freedom to maximize the pivot
element. Excessively large values of f should therefore not be specified.

Print File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Print File > 0, the following information is output to a file associated with ID i during the solution
of each problem:

– a listing of the optional parameters;

– some statistics about the problem;

– the amount of storage available for the LU factorization of the basis matrix;

– notes about the initial basis resulting from a Crash procedure or a Basis file;

– the iteration log;

– basis factorization statistics;

– the exit fail condition and some statistics about the solution obtained;

– the printed solution, if requested.

These items are described in Sections 9 and 13. Further brief output may be directed to the
Summary File.

Print Frequency i Default ¼ 100

If i > 0, one line of the iteration log will be printed every ith iteration. A value such as i ¼ 10 is
suggested for those interested only in the final solution. If i � 0, the value of i ¼ 99999999 is used and
effectively no checks are made.

Proximal Point Method i Default ¼ 1

i ¼ 1 or 2 specifies minimization of x� x0k k1 or 1
2 x� x0k k22 when the starting point x0 is changed to

satisfy the linear constraints (where x0 refers to nonlinear variables).

Punch File i1 Default ¼ 0
Insert File i2 Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

The Punch File from a previous run may be used as an Insert File for a later run on the same problem.
A full description of information recorded in Insert File and Punch File is given in Gill et al. (2005a).

If Punch File > 0, the final solution obtained will be output to the file associated with ID i1. For linear
programs, this format is compatible with various commercial systems.
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If Insert File > 0, the file associated with ID i2, containing basis information, will be read. The file will
usually have been output previously as a Punch File. The file will not be accessed if Old Basis File is
specified.

QPSolver Cholesky Default
QPSolver CG
QPSolver QN

Specifies the active-set algorithm used to solve subproblem (11) (see Section 11.5).
QPSolver Cholesky holds the full Cholesky factor R of the reduced Hessian ZTHZ. As the QP
iterations proceed, the dimension of R changes with the number of superbasic variables. If the number
of superbasic variables needs to increase beyond the value of Reduced Hessian Dimension, the
reduced Hessian cannot be stored and the solver switches to QPSolver CG. The Cholesky solver is
reactivated if the number of superbasics stabilizes at a value less than Reduced Hessian Dimension.

QPSolver QN solves the QP using a quasi-Newton method. In this case, R is the factor of a quasi-
Newton approximate Hessian.

QPSolver CG uses an active-set method similar to QPSolver QN, but uses the conjugate-gradient
method to solve all systems involving the reduced Hessian.

The Cholesky QP solver is the most robust, but may require a significant amount of computation if
there are many superbasics.

The quasi-Newton QP solver does not require computation of the exact R at the start of the subproblem
in (11). It may be appropriate when the number of superbasics is large but relatively few iterations are
needed to reach a solution (e.g., if nag_opt_nlp_solve (e04wdc) is called with a Warm Start).

The conjugate-gradient QP solver is appropriate for problems with many degrees of freedom (say, more
than 2000 superbasics).

Reduced Hessian Dimension i Default ¼ min 2000; nð Þ
This specifies that an i by i triangular matrix R (to define the reduced Hessian according to
RTR ¼ ZTHZ) is to be available for use by the Cholesky QP solver.

Scale Option i Default ¼ 0
Scale Tolerance r Default ¼ 0:9
Scale Print

Three scale options are available as follows:

i Meaning

0 No scaling. This is recommended if it is known that x and the constraint matrix never have very
large elements (say, larger than 100).

1 The constraints and variables are scaled by an iterative procedure that attempts to make the matrix
coefficients as close as possible to 1:0 (see Fourer (1982)). This will sometimes improve the
performance of the solution procedures.

2 The constraints and variables are scaled by the iterative procedure. Also, a certain additional scaling
is performed that may be helpful if the right-hand side b or the solution x is large. This takes into
account columns of A �I

� �
that are fixed or have positive lower bounds or negative upper

bounds.

Optional parameter Scale Tolerance affects how many passes might be needed through the constraint
matrix. On each pass, the scaling procedure computes the ratio of the largest and smallest nonzero
coefficients in each column:

�j ¼ max
j

aij
		 		=min

i
aij
		 		 aij 6¼ 0

� �
:

If max
j
�j is less than r times its previous value, another scaling pass is performed to adjust the row and
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column scales. Raising r from 0:9 to 0:99 (say) usually increases the number of scaling passes through
A. At most 10 passes are made. The value of r should lie in the range 0 < r < 1.

Scale Print causes the row scales r ið Þ and column scales c jð Þ to be printed to Print File, if
System Information Yes has been specified. The scaled matrix coefficients are �aij ¼ aijc jð Þ=r ið Þ, and
the scaled bounds on the variables and slacks are �lj ¼ lj=c jð Þ, �uj ¼ uj=c jð Þ, where c jð Þ ¼ r j� nð Þ if
j > n.

Solution File i Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Solution File > 0, the final solution will be output to the file associated with ID i.

To see more significant digits in the printed solution, it will sometimes be useful to specify that the
Solution File refers to the Print File.

Start Objective Check At Variable i Default ¼ 1
Stop Objective Check At Variable i Default ¼ n
Start Constraint Check At Variable i Default ¼ 1
Stop Constraint Check At Variable i Default ¼ n
These keywords take effect only if Verify Level > 0. They may be used to contol the verification of
gradient elements computed by function objfun and/or Jacobian elements computed by function
confun. For eample, if the first 30 elements of the objective gradient appeared to be correct in an earlier
run, so that only element 31 remains quest ionable, i t is reasonable to specify
Start Objective Check At Variable ¼ 31. If the first 30 variables appear linearly in the objective,
so that the corresponding gradient elements are constant, the above choice would also be appropriate.

Summary File i1 Default ¼ 0
Summary Frequency i2 Default ¼ 100

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If Summary File > 0, a brief log will be output to the file associated with i1, including one line of
information every i2th iteration. In an interactive environment, it is useful to direct this output to the
terminal, to allow a run to be monitored online. (If something looks wrong, the run can be manually
terminated.) Further details are given in Section 13.6.

Superbasics Limit i Default ¼ n
This option places a limit on the storage allocated for superbasic variables. Ideally, i should be set
slightly larger than the ‘number of degrees of freedom’ expected at an optimal solution.

For nonlinear problems, the number of degrees of freedom is often called the ‘number of independent
variables’. Normally, i need not be greater than nN þ 1, where nN is the number of nonlinear variables.
For many problems, i may be considerably smaller than nN . This will save storage if nN is very large.

Suppress Parameters

Normally nag_opt_nlp_solve (e04wdc) prints the options file as it is being read, and then prints a
complete list of the available keywords and their final values. The optional parameter
Suppress Parameters tells nag_opt_nlp_solve (e04wdc) not to print the full list.

System Information No Default
System Information Yes

This option prints additional information on the progress of major and minor iterations, and Crash
statistics. See Section 13.
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Timing Level i Default ¼ 0

If i > 0, some timing information will be output to the Print file, if Print File > 0.

Unbounded Objective r1 Default ¼ 1:0eþ 15
Unbounded Step Size r2 Default ¼ bigbnd

These parameters are intended to detect unboundedness in nonlinear problems. During a linesearch, F
is evaluated at points of the form xþ �p, where x and p are fixed and � varies. If Fj j exceeds r1 or �
exceeds r2, iterations are terminated with the exit message fail:code ¼ NE_UNBOUNDED.

If singularities are present, unboundedness in F xð Þ may be manifested by a floating-point overflow
(during the evaluation of F xþ �pð Þ), before the test against r1 can be made.

Unboundedness in x is best avoided by placing finite upper and lower bounds on the variables.

Verify Level i Default ¼ 0

This option refers to finite difference checks on the derivatives computed by the user-supplied
functions. Derivatives are checked at the first point that satisfies all bounds and linear constraints.

i Meaning

0 Only a ‘cheap’ test will be performed, requiring two calls to confun.

1 Individual gradients will be checked (with a more reliable test). A key of the form OK or Bad?
indicates whether or not each component appears to be correct.

2 Individual columns of the problem Jacobian will be checked.

3 Options 2 and 1 will both occur (in that order).

�1 Derivative checking is disabled.

Verify Level ¼ 3 should be specified whenever a new user function is being developed. Missing
derivatives are not checked, so they result in no overhead.

Violation Limit r Default ¼ 1:0eþ 6

This keyword defines an absolute limit on the magnitude of the maximum constraint violation, r, after
the linesearch. On completion of the linesearch, the new iterate xkþ1 satisfies the condition

vi xkþ1ð Þ � r max 1; vi x0ð Þð Þ;

where x0 is the point at which the nonlinear constraints are first evaluated and vi xð Þ is the ith nonlinear
constraint violation vi xð Þ ¼ max 0; li � ci xð Þ; ci xð Þ � uið Þ.
The effect of this violation limit is to restrict the iterates to lie in an expanded feasible region whose
size depends on the magnitude of r. This makes it possible to keep the iterates within a region where
the objective is expected to be well defined and bounded below. If the obective is bounded below for all
values of the variables, then r may be any large positive value.

13 Description of Monitoring Information

nag_opt_nlp_solve (e04wdc) produces monitoring information, statistical information and information
about the solution. Section 9.1 contains the final output information sent to unit Print File. This section
contains other output information.

13.1 Major Iteration Log

This section describes the output to unit Print File if Major Print Level > 0. One line of information
is output every kth major iteration, where k is Print Frequency.

Label Description

Itns is the cumulative number of minor iterations.
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Major is the current major iteration number.

Minors is the number of iterations required by both the feasibility and optimality phases
of the QP subproblem. Generally, Minors will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11).

Step is the step length � taken along the current search direction p. The variables x
have just been changed to xþ �p. On reasonably well-behaved problems, the unit
step will be taken as the solution is approached.

nCon or nObj nCon is the number of times confun has been called to evaluate the nonlinear
problem functions. Evaluations needed for the estimation of the derivatives by
finite differences are not included. nCon is printed as a guide to the amount of
work required for the linesearch. If nN , the number of nonlinear constraints, is
zero, nCon does not appear, but is replaced by nObj. This quantity is the number
of calls made to objfun.

Feasible is the value of vmax (see (12)), the maximum component of the scaled nonlinear
constraint residual (see the description of the optional parameter
Major Feasibility Tolerance). The solution is regarded as acceptably feasible
if Feasible is less than the Major Feasibility Tolerance. In this case, the entry
is contained in parentheses.

If the constraints are linear, all iterates are feasible and this entry is not printed.

Optimal is the value of cmax (see (13)), the maximum complementary gap (see the
description of the optional parameter Major Optimality Tolerance). It is an
estimate of the degree of nonoptimality of the reduced costs. Both Feasible and
Optimal are small in the neighbourhood of a solution.

MeritFunction or Objective
is the value of the augmented Lagrangian merit function (see (8)). This function
will decrease at each iteration unless it was necessary to increase the penalty
parameters (see Section 11.4). As the solution is approached, MeritFunction
will converge to the value of the objective at the solution.

In elastic mode, the merit function is a composite function involving the
constraint violations weighted by the elastic weight.

If the constraints are linear, this item is labelled Objective, the value of the
objective function. It will decrease monotonically to its optimal value.

L+U is the number of nonzeros representing the basis factors L and U on completion
of the QP subproblem.

If nonlinear constraints are present, the basis factorization B ¼ LU is computed
at the start of the first minor iteration. At this stage, L+U ¼ lenLþ lenU, where
lenL (see Section 13.4) is the number of subdiagonal elements in the columns of
a lower triangular matrix and lenU (see Section 13.4) is the number of diagonal
and superdiagonal elements in the rows of an upper-triangular matrix.

As columns of B are replaced during the minor iterations, L+U may fluctuate up
or down but, in general, will tend to increase. As the solution is approached and
the minor iterations decrease towards zero, L+U will reflect the number of
nonzeros in the LU factors at the start of the QP subproblem.

If the constraints are linear, refactorization is subject only to the
Factorization Frequency, and L+U will tend to increase between factorizations.

BSwap is the number of columns of the basis matrix B that were swapped with columns
of S to improve the condition of B. The swaps are determined by an LU

factorization of the rectangular matrix BS ¼ B S
� �T

with stability being
favoured more than sparsity.

nS is the current number of superbasic variables.
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condHz is an estimate of the condition number of RTR, itself an estimate of ZTHZ, the
reduced Hessian of the Lagrangian. The condition number is the square of the
ratio of the largest and smallest diagonals of the upper triangular matrix R, this
being a lower bound on the condition number of RTR. condHz gives a rough
indication of whether or not the optimization procedure is having difficulty. If � is
the relative machine precision being used, the SQP algorithm will make slow
progress if condHz becomes as large as ��1=2 � 108, and will probably fail to find
a better solution if condHz reaches ��3=4 � 1012.

To guard against high values of condHz, attention should be given to the scaling
of the variables and the constraints. In some cases it may be necessary to add
upper or lower bounds to certain variables to keep them a reasonable distance
from singularities in the nonlinear functions or their derivatives.

Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if there are no nonlinear constraints).

The summary line may include additional code characters that indicate what happened during the course
of the major iteration. These will follow the separator ‘_’ in the output.

Label Description

c central differences have been used to compute the unknown components of the
objective and constraint gradients. A switch to central differences is made if
either the linesearch gives a small step, or x is close to being optimal. In some
cases, it may be necessary to re-solve the QP subproblem with the central
difference gradient and Jacobian.

d during the linesearch it was necessary to decrease the step in order to obtain a
maximum constraint violation conforming to the value of Violation Limit.

D you set mode ¼ �1 on exit from objfun, indicating that the linesearch needed to
be done with a smaller value of the step length �.

l the norm wise change in the variables was limited by the value of the
Major Step Limit. If this output occurs repeatedly during later iterations, it may
be worthwhile increasing the value of Major Step Limit.

i if nag_opt_nlp_solve (e04wdc) is not in elastic mode, an i signifies that the QP
subproblem is infeasible. This event triggers the start of nonlinear elastic mode,
which remains in effect for all subsequent iterations. Once in elastic mode, the
QP subproblems are associated with the elastic problem (11) (see Section 11.5).

If nag_opt_nlp_solve (e04wdc) is already in elastic mode, an i indicates that the
minimizer of the elastic subproblem does not satisfy the linearized constraints. (In
this case, a feasible point for the usual QP subproblem may or may not exist.)

M an extra evaluation of the problem functions was needed to define an acceptable
positive definite quasi-Newton update to the Lagrangian Hessian. This modifica-
tion is only done when there are nonlinear constraints.

m this is the same as M except that it was also necessary to modify the update to
include an augmented Lagrangian term.

n no positive definite BFGS update could be found. The approximate Hessian is
unchanged from the previous iteration.

R the approximate Hessian has been reset by discarding all but the diagonal
elements. This reset will be forced periodically by the Hessian Frequency and
Hessian Updates keywords. However, it may also be necessary to reset an ill-
conditioned Hessian from time to time.

r the approximate Hessian was reset after ten consecutive major iterations in which
no BFGS update could be made. The diagonals of the approximate Hessian are
retained if at least one update has been done since the last reset. Otherwise, the
approximate Hessian is reset to the identity matrix.
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s a self-scaled BFGS update was performed. This update is used when the Hessian
approximation is diagonal, and hence always follows a Hessian reset.

t the minor iterations were terminated because of the Minor Iterations Limit.

T the minor iterations were terminated because of the New Superbasics Limit.

u the QP subproblem was unbounded.

w a weak solution of the QP subproblem was found.

z the Superbasics Limit was reached.

13.2 Minor Iteration Log

If Minor Print Level > 0, one line of information is output to the Print file every kth minor iteration,
where k is the specified Print Frequency. A heading is printed before the first such line following a
basis factorization. The heading contains the items described below. In this description, a pricing
operation is the process by which a nonbasic variable is selected to become superbasic (in addition to
those already in the superbasic set). The selected variable is denoted by jq. Variable jq often becomes
basic immediately. Otherwise it remains superbasic, unless it reaches its opposite bound and returns to
the nonbasic set.

If Partial Price is in effect, variable jq is selected from App or Ipp, the ppth segments of the
constraint matrix A �I

� �
.

Label Description

Itn the current iteration number.

LPmult or QPmult is the reduced cost (or reduced gradient) of the variable jq selected
by the pricing procedure at the start of the present iteration.
Algebraically, the reduced gradient is dj ¼ gj � 	Taj for j ¼ jq,
where gj is the gradient of the current objective function, 	 is the
vector of dual variables for the QP subproblem, and aj is the jth
column of A �I

� �
.

Note that the reduced cost is the 1-norm of the reduced-gradient
vector at the start of the iteration, just after the pricing procedure.

LPstep or QPstep is the step length � taken along the current search direction p. The
variables x have just been changed to xþ �p. Write Step to stand
for LPStep or QPStep, depending on the problem. If a variable is
made superbasic during the current iteration (+SBS > 0), Step will
be the step to the nearest bound. During the solution of (11), the
step can be greater than one only if the reduced Hessian is not
positive definite.

nInf is the number of infeasibilities after the present iteration. This
number will not increase unless the iterations are in elastic mode.

SumInf is the sum of infeasibilities after the present iteration, if nInf > 0.
The value usually decreases at each nonzero Step, but if it
decreases by 2 or more, SumInf may occasionally increase.

rgNorm is the norm of the reduced-gradient vector at the start of the
iteration. (It is the norm of the vector with elements dj for variables
j in the superbasic set.) During the solution of subproblem (11) this
norm will be approximately zero after a unit step. (The heading is
not printed if the problem is linear.)

LPobjective, QPobjective or Elastic QPobj
the QP objective function after the present iteration. In elastic
mode, the heading is changed to Elastic QPobj. In either case, the
value printed decreases monotonically.
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+SBS is the variable jq selected by the pricing operation to be added to
the superbasic set.

-SBS is the superbasic variable chosen to become nonbasic.

-BS is the basis variable removed (if any) to become nonbasic.

Pivot if column aq replaces the rth column of the basis B, Pivot is the
rth element of a vector y satisfying By ¼ aq. Wherever possible,
Step is chosen to avoid extremely small values of Pivot (since
they cause the basis to be nearly singular). In rare cases, it may be
necessary to increase the Pivot Tolerance to exclude very small
elements of y from consideration during the computation of Step.

L+U is the number of nonzeros representing the basis factors L and U .
Immediately after a basis factorization B ¼ LU , L+U is lenL+lenU,
the number of subdiagonal elements in the columns of a lower
triangular matrix and the number of diagonal and superdiagonal
elements in the rows of an upper-triangular matrix. Further
nonzeros are added to L when various columns of B are later
replaced. As columns of B are replaced, the matrix U is maintained
explicitly (in sparse form). The value of L will steadily increase,
whereas the value of U may fluctuate up or down. Thus the value of
L+U may fluctuate up or down (in general, it will tend to increase).

ncp is the number of compressions required to recover storage in the
data structure for U. This includes the number of compressions
needed during the previous basis factorization.

nS is the current number of superbasic variables. (The heading is not
printed if the problem is linear.)

condHz see Section 13.1. (The heading is not printed if the problem is
linear.)

13.3 Crash Statistics

If Major Print Level 	 10 and System Information Yes has been specified, the following items are
output to the Print file when Cold Start and no Backup Basis file is loaded. They refer to the number of
columns that the Crash procedure selects during selected passes through A while searching for a
triangular basis matrix.

Label Description

Slacks is the number of slacks selected initially.

Free cols is the number of free columns in the basis.

Preferred is the number of ‘preferred’ columns in the basis (i.e., istate½j� 1� ¼ 3 for some
j � n).

Unit is the number of unit columns in the basis.

Double is the number of columns in the basis containing 2 nonzeros.

Triangle is the number of triangular columns in the basis.

Pad is the number of slacks used to pad the basis (to make it a nonsingular triangle).

13.4 Basis Factorization Statistics

If Major Print Level 	 10, the first seven items in the list below are output to the Print file whenever

the basis B or the rectangular matrix BS ¼ B S
� �T

is factorized before solution of the next QP
subproblem. See Section 12.1 for a full description of an optional parameter.
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Gaussian elimination is used to compute a sparse LU factorization of B or BS, where PLPT and PUQ
are lower and upper triangular matrices for some permutation matrices P and Q. Stability is ensured as
described under the optional parameter LU Factor Tolerance.

If Minor Print Level 	 10, the same items are printed during the QP solution whenever the current B
is factorized. In addition, if System Information Yes has been specified, the entries from Elems
onwards are also printed.

Label Description

Factor the number of factorizations since the start of the run.

Demand a code giving the reason for the present factorization, as follows:

Code Meaning
0 First LU factorization.
1 The number of updates reached the Factorization Frequency.
2 The nonzeros in the updated factors have increased significantly.
7 Not enough storage to update factors.
10 Row residuals too large (see the description of the optional parameter

Check Frequency).
11 Ill-conditioning has caused inconsistent results.

Itn is the current minor iteration number.

Nonlin is the number of nonlinear variables in the current basis B.

Linear is the number of linear variables in B.

Slacks is the number of slack variables in B.

B BR BS or BT factorize
is the type of LU factorization.

B periodic factorization of the basis B.
BR more careful rank-revealing factorization of B using threshold rook

pivoting. This occurs mainly at the start, if the first basis factors seem
singular or ill-conditioned. Followed by a normal B factorize.

BS BS is factorized to choose a well-conditioned B from the current B Sð Þ.
Followed by a normal B factorize.

BT same as BS except the current B is tried first and accepted if it appears
to be not much more ill-conditioned than after the previous BS factorize.

m is the number of rows in B or BS.

n is the number of columns in B or BS. Preceded by ‘=’ or ‘>’ respectively.

Elems is the number of nonzero elements in B or BS.

Amax is the largest nonzero in B or BS.

Density is the percentage nonzero density of B or BS.

Merit/MerRP/MerCP is the average Markowitz merit count for the elements chosen to be the diagonals
of PUQ. Each merit count is defined to be c� 1ð Þ r� 1ð Þ where c and r are the
number of nonzeros in the column and row containing the element at the time it
is selected to be the next diagonal. Merit is the average of n such quantities. It
gives an indication of how much work was required to preserve sparsity during
the factorization. If LU Complete Pivoting or LU Rook Pivoting has been
selected, this heading is changed to MerCP, respectively MerRP.

lenL is the number of nonzeros in L.

L+U is the number of nonzeros representing the basis factors L and U . Immediately
after a basis factorization B ¼ LU , L+U is lenL+lenU, the number of subdiagonal
elements in the columns of a lower triangular matrix and the number of diagonal
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and superdiagonal elements in the rows of an upper-triangular matrix. Further
nonzeros are added to L when various columns of B are later replaced. As
columns of B are replaced, the matrix U is maintained explicitly (in sparse form).
The value of L will steadily increase, whereas the value of U may fluctuate up or
down. Thus the value of L+U may fluctuate up or down (in general, it will tend to
increase).

Cmpressns is the number of times the data structure holding the partially factored matrix
needed to be compressed to recover unused storage. Ideally this number should
be zero. If it is more than 3 or 4, the amount of workspace available to
nag_opt_nlp_solve (e04wdc) should be increased for efficiency.

Incres is the percentage increase in the number of nonzeros in L and U relative to the
number of nonzeros in B or BS.

Utri is the number of triangular rows of B or BS at the top of U .

lenU the number of nonzeros in U , including its diagonals.

Ltol is the largest subdiagonal element allowed in L. This is the specified
LU Factor Tolerance or a smaller value that is currently being used for greater
stability.

Umax the maximum nonzero element in U .

Ugrwth is the ratio Umax=Amax, which ideally should not be substantially larger than 10:0
or 100:0. If it is orders of magnitude larger, it may be advisable to reduce the
LU Factor Tolerance to 5:0, 4:0, 3:0 or 2:0, say (but bigger than 1:0).

As long as Lmax is not large (say 5:0 or less), max Amax; Umaxð Þ=DUmin gives an
estimate of the condition number B. If this is extremely large, the basis is nearly
singular. Slacks are used to replace suspect columns of B and the modified basis
is refactored.

Ltri is the number of triangular columns of B or BS at the left of L.

dense1 is the number of columns remaining when the density of the basis matrix being
factorized reached 0:3.

Lmax is the actual maximum subdiagonal element in L (bounded by Ltol).

Akmax is the largest nonzero generated at any stage of the LU factorization. (Values
much larger than Amax indicate instability.) Akmax is not printed if
LU Partial Pivoting is selected.

Agrwth is the ratio Akmax=Amax. Values much larger than 100 (say) indicate instability.
Growth is not printed if LU Partial Pivoting is selected.

bump is the size of the block to be factorized nontrivially after the triangular rows and
columns of B or BS have been removed.

dense2 is the number of columns remaining when the density of the basis matrix being
factorized reached 0:6. (The Markowitz pivot strategy searches fewer columns at
that stage.)

DUmax is the largest diagonal of PUQ.

DUmin is the smallest diagonal of PUQ.

condU the ratio DUmax=DUmin, which estimates the condition number of U (and of B if
Ltol is less than 5:0, say).

13.5 The Solution File

At the end of a run, the final solution may be output as a Solution file, according to Solution File.
Some header information appears first to identify the problem and the final state of the optimization
procedure. A ROWS section and a COLUMNS section then follow, giving one line of information for
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each row and column. The format used is similar to certain commercial systems, though there is no
industry standard.

The maximum record length is 111 characters.

To reduce clutter, a full stop (.) is printed for any numerical value that is exactly zero. The values 
1
are also printed specially as 1:0 and �1:0. Infinite bounds (
1020 or larger) are printed as None.

A Solution file is intended to be read from disk by a self-contained program that extracts and saves
certain values as required for possible further computation. Typically, the first 14 records would be
ignored. Each subsequent record may be read . The end of the ROWS section is marked by a record
that starts with a 1 and is otherwise blank. If this and the next 4 records are skipped, the COLUMNS
section can then be read under the same format.

13.5.1The ROWS section

General linear constraints take the form l � Ax � u. The ith constraint is therefore of the form

� � �ix � �;

where �i is the ith row of A.

Internally, the constraints take the form Ax� s ¼ 0, where s is the set of slack variables (which happen
to satisfy the bounds l � s � u). For the ith constraint it is the slack variable si that is directly
available, and it is sometimes convenient to refer to its state. Nonlinear constraints � � ci xð Þ þ vix � �
are treated similarly, except that the row activity and degree of infeasibility are computed directly from
ci xð Þ þ vix rather than si. A fullstop (.) is printed for any numerical value that is exactly zero.

Label Description

Number is the value of nþ i. (This is used internally to refer to si in the intermediate
output.)

Row gives the name of the ith row.

State the state of the ith row relative to the bounds � and �. The various states possible
are as follows:

LL the row is at its lower limit, �.

UL the row is at its upper limit, �.

EQ the limits are the same (� ¼ �).
FR si is nonbasic and currently zero, even though it is free to take any value

between its bounds � and �.

BS si is basic.

SBS si is superbasic.

A key is sometimes printed before State. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value
of the objective function. The values of the other free variables might
change, giving a genuine alternative solution. However, if there are any
degenerate variables (labelled D), the actual change might prove to be zero,
since one of them could encounter a bound immediately. In either case, the
values of the Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal (or very
close) to one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the Feasibility Tolerance.
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N Not precisely optimal. The variable is nonbasic or superbasic. If the value
of the reduced gradient for the variable exceeds the value of the optional
parameter Major Optimality Tolerance, the solution would not be
declared optimal because the reduced gradient for the variable would not
be considered negligible.

Activity is the value of vix (or ci xð Þ þ vix for nonlinear rows) at the final iterate.

Slack Activity is the value by which the row differs from its nearest bound. (For the free row (if
any), it is set to Activity.)

Lower Limit is �, the lower bound on the row.

Upper Limit is �, the upper bound on the row.

Dual Activity is the value of the dual variable 	i (the Lagrange multiplier for the ith constraint).
The full vector 	 always satisfies BT	 ¼ gB, where B is the current basis matrix
and gB contains the associated gradients for the current objective function. For FP
problems, 	i is set to zero.

i gives the index i of the ith row.

13.5.2The COLUMNS section

Let the jth component of x be the variable xj and assume that it satisfies the bounds � � xj � �. A
fullstop (.) is printed for any numerical value that is exactly zero.

Label Description

Number is the column number j. (This is used internally to refer to xj in the intermediate
output.)

Column gives the name of xj.

State the state of xj relative to the bounds � and �. The various states possible are as
follows:

LL xj is nonbasic at its lower limit, �.

UL xj is nonbasic at its upper limit, �.

EQ xj is nonbasic and fixed at the value � ¼ �.
FR xj is nonbasic at some value strictly between its bounds: � < xj < �.

BS xj is basic. Usually � < xj < �.

SBS xj is superbasic. Usually � < xj < �.

A key is sometimes printed before State. Note that unless the optional parameter
Scale Option ¼ 0 is specified, the tests for assigning a key are applied to the
variables of the scaled problem.

A Alternative optimum possible. The variable is nonbasic, but its reduced
gradient is essentially zero. This means that if the variable were allowed to
start moving away from its bound, there would be no change in the value
of the objective function. The values of the other free variables might
change, giving a genuine alternative solution. However, if there are any
degenerate variables (labelled D), the actual change might prove to be zero,
since one of them could encounter a bound immediately. In either case, the
values of the Lagrange multipliers might also change.

D Degenerate. The variable is basic or superbasic, but it is equal (or very
close) to one of its bounds.

I Infeasible. The variable is basic or superbasic and is currently violating one
of its bounds by more than the value of the Feasibility Tolerance.
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N Not precisely optimal. The variable is nonbasic or superbasic. If the value
of the reduced gradient for the variable exceeds the value of the optional
parameter Major Optimality Tolerance, the solution would not be
declared optimal because the reduced gradient for the variable would not
be considered negligible.

Activity is the value of xj at the final iterate.

Obj Gradient is the value of gj at the final iterate. For FP problems, gj is set to zero.

Lower Limit is the lower bound specified for the variable. None indicates that
bl½j� 1� � �bigbnd.

Upper Limit is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 bigbnd.

Reduced Gradnt is the value of the reduced gradient dj ¼ gj � 	Taj where aj is the jth column of
the constraint matrix. For FP problems, dj is set to zero.

m + j is the value of mþ j.
Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Slack Activity column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

13.6 The Summary File

If Summary File > 0, the following information is output to the Summary File. (It is a brief summary
of the output directed to unit Print File):

– the optional parameters supplied via the option setting functions, if any;

– the Basis file loaded, if any;

– a brief major iteration log (see Section 13.1);

– a brief minor iteration log (see Section 13.2);

– the exit condition, fail;

– a summary of the final iterate.

e04 – Minimizing or Maximizing a Function e04wdc

Mark 26 e04wdc.51 (last)





NAG Library Function Document

nag_opt_nlp_option_set_file (e04wec)

1 Purpose

nag_opt_nlp_option_set_file (e04wec) may be used to supply optional parameters to nag_opt_nlp_solve
(e04wdc) from an external file. The initialization function nag_opt_nlp_init (e04wcc) must have been
called before calling nag_opt_nlp_option_set_file (e04wec).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_option_set_file (Nag_FileID fileid, Nag_E04State *state,
NagError *fail)

3 Description

nag_opt_nlp_option_set_file (e04wec) may be used to supply values for optional parameters to
nag_opt_nlp_solve (e04wdc). nag_opt_nlp_option_set_file (e04wec) reads an external file whose fileid
has been returned by a call to nag_open_file (x04acc). nag_open_file (x04acc) must be called to provide
fileid. Each line of the file defines a single optional parameter. It is only necessary to supply values for
those arguments whose values are to be different from their default values.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

Blank strings and comments are ignored. A comment begins with an asterisk (*) and all subsequent
characters in the string are regarded as part of the comment.

The file containing the options must start with Begin and must finish with End. An example of a valid
options file is:

Begin * Example options file
Print level = 5

End

Optional parameter settings are preserved following a call to nag_opt_nlp_solve (e04wdc) and so the
keyword Defaults is provided to allow you to reset all the optional parameters to their default values
before a subsequent call to nag_opt_nlp_solve (e04wdc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_solve (e04wdc).
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4 References

Hock W and Schittkowski K (1981) Test Examples for Nonlinear Programming Codes. Lecture Notes in
Economics and Mathematical Systems 187 Springer–Verlag

5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the option file to be read as returned by a call to nag_open_file (x04acc).

2: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

At least one line of the options file is invalid.

Could not read options file on unit fileid ¼ valueh i.
Could not read options file on unit fileid. This may be due to:

(a) fileid is not a valid unit number;

(b) a file is not associated with unit fileid, or if it is, is unavailable for read access;

(c) one or more lines of the options file is invalid. Check that all keywords are neither
ambiguous nor misspelt;

(d) Begin was found, but end-of-file was found before End was found;

(e) end-of-file was found before Begin was found.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_option_set_file (e04wec) is not threaded in any implementation.

9 Further Comments

nag_opt_nlp_option_set_string (e04wfc), nag_opt_nlp_option_set_integer (e04wgc) or nag_opt_nlp_op
tion_set_double (e04whc) may also be used to supply optional parameters to nag_opt_nlp_solve
(e04wdc).

10 Example

This example is based on Problem 71 in Hock and Schittkowski (1981) and involves the minimization
of the nonlinear function

F xð Þ ¼ x1x4 x1 þ x2 þ x3ð Þ þ x3
subject to the bounds

1 � x1 � 5
1 � x2 � 5
1 � x3 � 5
1 � x4 � 5

to the general linear constraint

x1 þ x2 þ x3 þ x4 � 20;

and to the nonlinear constraints

x21 þ x22 þ x23 þ x24 � 40;
x1x2x3x4 	 25:

The initial point, which is infeasible, is

x0 ¼ 1; 5; 5; 1ð ÞT;

and F x0ð Þ ¼ 16.

The optimal solution (to five figures) is

x� ¼ 1:0; 4:7430; 3:8211; 1:3794ð ÞT;

and F x�ð Þ ¼ 17:014. One bound constraint and both nonlinear constraints are active at the solution.

The document for nag_opt_nlp_option_set_file (e04wec) includes an example program to solve the
same problem using some of the optional parameters described in Section 12 in nag_opt_nlp_solve
(e04wdc).
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10.1 Program Text

/* nag_opt_nlp_option_set_file (e04wec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL confun(Integer *mode, Integer ncnln, Integer n,
Integer ldcj, const Integer needc[],
const double x[], double ccon[], double cjac[],
Integer nstate, Nag_Comm *comm);

static void NAG_CALL objfun(Integer *mode, Integer n, const double x[],
double *objf, double grad[], Integer nstate,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

const char *optionsfile = "e04wece.opt";

/* Scalars */
double bndinf, featol, objf;
Integer elmode, exit_status, i, j, majits, n, nclin, ncnln, nctotal, pda;
Integer pdcj, pdh;

/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *a = 0, *bl = 0, *bu = 0, *ccon = 0, *cjac = 0, *clamda = 0;
double *grad = 0, *hess = 0, *x = 0;
Integer *istate = 0, *iuser = 0;

/* Nag Types */
Nag_E04State state;
NagError fail;
Nag_Comm comm;
Nag_FileID fileidin;
Nag_FileID fileidout;

#define A(I, J) a[(I-1)*pda + J - 1]

exit_status = 0;
INIT_FAIL(fail);

printf("%s", "nag_opt_nlp_option_set_file (e04wec) Example Program"
" Results");

printf("\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* This program demonstrates the use of routines to set and get values of
* optional parameters associated with nag_opt_nlp_solve (e04wdc).
*/
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " ", &n, &nclin, &ncnln);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " ", &n, &nclin, &ncnln);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

pda = n;
pdcj = n;
pdh = n;

nctotal = n + nclin + ncnln;

if (!(a = NAG_ALLOC(ncnln * n, double)) ||
!(bl = NAG_ALLOC(nctotal, double)) ||
!(bu = NAG_ALLOC(nctotal, double)) ||
!(ccon = NAG_ALLOC(ncnln, double)) ||
!(cjac = NAG_ALLOC(ncnln * n, double)) ||
!(clamda = NAG_ALLOC(nctotal, double)) ||
!(grad = NAG_ALLOC(n, double)) ||
!(hess = NAG_ALLOC(n * n, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(istate = NAG_ALLOC(nctotal, Integer)) ||
!(iuser = NAG_ALLOC(1, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, BL, BU and X from data file */
if (nclin > 0) {

for (i = 1; i <= nclin; ++i) {
for (j = 1; j <= n; ++j) {

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= n + nclin + ncnln; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bl[i - 1]);
#else

scanf("%lf", &bl[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

for (i = 1; i <= n + nclin + ncnln; ++i) {
#ifdef _WIN32

scanf_s("%lf", &bu[i - 1]);
#else

scanf("%lf", &bu[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Call nag_opt_nlp_init (e04wcc) to initialize nag_opt_nlp_solve (e04wdc). */
/* nag_opt_nlp_init (e04wcc).
* Initialization function for nag_opt_nlp_solve (e04wdc)
*/

nag_opt_nlp_init(&state, &fail);
if (fail.code != NE_NOERROR) {

printf("Initialization of nag_opt_nlp_init (e04wcc) failed.\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* By default nag_opt_nlp_solve (e04wdc) does not print monitoring
* information. Call nag_open_file (x04acc) to set the print file fileid.
*/

/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file("", 2, &fileidout, &fail);
if (fail.code != NE_NOERROR) {

printf("Fileidout could not be obtained.\n");
exit_status = 1;
goto END;

}

/* Use nag_opt_nlp_option_set_integer (e04wgc) to set the Integer-valued
* option ’Print file’ */

/* nag_opt_nlp_option_set_integer (e04wgc).
* Set a single option for nag_opt_nlp_solve (e04wdc) from
* an integer argument
*/

nag_opt_nlp_option_set_integer("Print file", fileidout, &state, &fail);
if (fail.code != NE_NOERROR) {

printf("nag_opt_nlp_option_set_integer (e04wgc) failed to set Print"
" File\n");

exit_status = 1;
goto END;

}

/* Use nag_opt_nlp_option_set_file (e04wec) to read some options from
* the options file. Firsr call nag_open_file (x04acc) to set the options file
* fileid.
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*/
nag_open_file(optionsfile, 0, &fileidin, &fail);
if (fail.code != NE_NOERROR) {

printf("Fileidin could not be obtained.\n");
exit_status = 1;
goto END;

}
/* nag_opt_nlp_option_set_file (e04wec).
* Supply optional parameter values for nag_opt_nlp_solve
* (e04wdc) from external file
*/

nag_opt_nlp_option_set_file(fileidin, &state, &fail);
if (fail.code != NE_NOERROR) {

printf("nag_opt_nlp_option_set_file (e04wec) could not read input"
" File\n");

exit_status = 1;
goto END;

}

/* Use nag_opt_nlp_option_get_integer (e04wkc) to find the value of
* Integer-valued option ’Elastic mode’.
*/

/* nag_opt_nlp_option_get_integer (e04wkc).
* Get the setting of an integer valued option of
* nag_opt_nlp_solve (e04wdc)
*/

nag_opt_nlp_option_get_integer("Elastic mode", &elmode, &state, &fail);
if (fail.code != NE_NOERROR) {

printf("nag_opt_nlp_option_get_integer (e04wkc) failed to find the value"
" of Elastic Mode\n");

exit_status = 1;
goto END;

}
printf("Option ’Elastic mode’ has the value ");
printf("%3" NAG_IFMT ".\n", elmode);

/* Use nag_opt_nlp_option_set_double (e04whc) to set the value of real-valued
* option ’Infinite bound size’.
*/

bndinf = 1e10;
/* nag_opt_nlp_option_set_double (e04whc).
* Set a single option for nag_opt_nlp_solve (e04wdc) from a
* double argument
*/

nag_opt_nlp_option_set_double("Infinite bound size", bndinf, &state, &fail);
if (fail.code != NE_NOERROR) {

printf("nag_opt_nlp_option_set_double (e04whc) failed to set Infinite"
" bound size\n");

exit_status = 1;
goto END;

}

/* Use nag_opt_nlp_option_get_double (e04wlc) to find the value of real-valued
* option ’Feasibility tolerance’.
*/

/* nag_opt_nlp_option_get_double (e04wlc).
* Get the setting of a double valued option of
* nag_opt_nlp_solve (e04wdc)
*/

nag_opt_nlp_option_get_double("Feasibility tolerance", &featol, &state,
&fail);

if (fail.code != NE_NOERROR) {
printf("nag_opt_nlp_option_get_double (e04wlc) failed to find the value"

" of a real-valued option\n");
exit_status = 1;
goto END;

}
printf("Option ’Feasibility tolerance’ has the value %14.5e.\n", featol);

/* Use nag_opt_nlp_option_set_string (e04wfc) to set the option ’Major
* iterations limit’.
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*/
/* nag_opt_nlp_option_set_string (e04wfc).
* Set a single option for nag_opt_nlp_solve (e04wdc) from a
* character string
*/

nag_opt_nlp_option_set_string("Major iterations limit 50", &state, &fail);
if (fail.code != NE_NOERROR) {

printf("nag_opt_nlp_option_set_string (e04wfc) failed to set Major"
" iterations limit\n");

exit_status = 1;
goto END;

}
fflush(stdout);

/* Solve the problem. */
/* nag_opt_nlp_solve (e04wdc).
* Solves the nonlinear programming (NP) problem
*/

nag_open_file("", 2, &fileidout, &fail); /* Open library output */
nag_opt_nlp_option_set_integer("Print file", fileidout, &state, &fail);
fflush(stdout);
nag_opt_nlp_solve(n, nclin, ncnln, pda, pdcj, pdh, a, bl, bu,

confun, objfun, &majits, istate, ccon, cjac, clamda,
&objf, grad, hess, x, &state, &comm, &fail);

if (fail.code == NE_NOERROR) {
printf("\nFinal objective value = %11.3f\n", objf);

printf("Optimal X = ");
for (i = 1; i <= n; ++i) {

printf("%9.2f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");
}

}
else {

printf("Error message from nag_opt_nlp_solve (e04wdc).\no%s\n",
fail.message);

}
END:

NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(ccon);
NAG_FREE(cjac);
NAG_FREE(clamda);
NAG_FREE(grad);
NAG_FREE(hess);
NAG_FREE(x);
NAG_FREE(istate);
NAG_FREE(iuser);

return exit_status;
}

static void NAG_CALL objfun(Integer *mode, Integer n, const double x[],
double *objf, double grad[], Integer nstate,
Nag_Comm *comm)

{
/* Routine to evaluate objective function and its 1st derivatives. */

/* Function Body */
if (comm->user[0] == -1.0) {

fflush(stdout);
printf("(User-supplied callback objfun, first invocation.)\n");
comm->user[0] = 0.0;
fflush(stdout);

}
if (*mode == 0 || *mode == 2) {

*objf = x[0] * x[3] * (x[0] + x[1] + x[2]) + x[2];
}

if (*mode == 1 || *mode == 2) {
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grad[0] = x[3] * (x[0] * 2. + x[1] + x[2]);
grad[1] = x[0] * x[3];
grad[2] = x[0] * x[3] + 1.;
grad[3] = x[0] * (x[0] + x[1] + x[2]);

}

return;
} /* objfun */

static void NAG_CALL confun(Integer *mode, Integer ncnln, Integer n,
Integer ldcj, const Integer needc[],
const double x[], double ccon[], double cjac[],
Integer nstate, Nag_Comm *comm)

{
/* Scalars */
Integer i, j;

#define CJAC(I, J) cjac[(I-1)*ldcj + J-1]

/* Routine to evaluate the nonlinear constraints and their 1st */
/* derivatives. */

/* Function Body */
if (comm->user[1] == -1.0) {

fflush(stdout);
printf("(User-supplied callback confun, first invocation.)\n");
comm->user[1] = 0.0;
fflush(stdout);

}
if (nstate == 1) {

/* First call to CONFUN. Set all Jacobian elements to zero. */
/* Note that this will only work when ’Derivative Level = 3’ */
/* (the default; see Section 11.2). */
for (j = 1; j <= n; ++j) {

for (i = 1; i <= ncnln; ++i) {
CJAC(i, j) = 0.;

}
}

}

if (needc[0] > 0) {
if (*mode == 0 || *mode == 2) {

ccon[0] = x[0] * x[0] + x[1] * x[1] + x[2] * x[2] + x[3] * x[3];
}
if (*mode == 1 || *mode == 2) {

CJAC(1, 1) = x[0] * 2.;
CJAC(1, 2) = x[1] * 2.;
CJAC(1, 3) = x[2] * 2.;
CJAC(1, 4) = x[3] * 2.;

}
}

if (needc[1] > 0) {
if (*mode == 0 || *mode == 2) {

ccon[1] = x[0] * x[1] * x[2] * x[3];
}
if (*mode == 1 || *mode == 2) {

CJAC(2, 1) = x[1] * x[2] * x[3];
CJAC(2, 2) = x[0] * x[2] * x[3];
CJAC(2, 3) = x[0] * x[1] * x[3];
CJAC(2, 4) = x[0] * x[1] * x[2];

}
}

return;
} /* confun */
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10.2 Program Data

Begin nag_opt_nlp_option_set_file (e04wec) example options file
* Comment lines like this begin with an asterisk.
* Switch off output of timing information:
Timing level 0
* Allow elastic variables:
Elastic mode 1
* Set the feasibility tolerance:
Feasibility tolerance 1.0E-4
End

nag_opt_nlp_option_set_file (e04wec) Example Program Data
4 1 2 : N, NCLIN and NCNLN
1.0 1.0 1.0 1.0 : Matrix A
1.0 1.0 1.0 1.0 -1.0E+25 -1.0E+25 25.0 : Lower bounds BL
5.0 5.0 5.0 5.0 20.0 40.0 1.0E+25 : Upper bounds BU
1.0 5.0 5.0 1.0 : Initial vector X

10.3 Program Results
nag_opt_nlp_option_set_file (e04wec) Example Program Results

OPTIONS file
------------

Begin nag_opt_nlp_option_set_file (e04wec) example options file
* Comment lines like this begin with an asterisk.
* Switch off output of timing information:
Timing level 0
* Allow elastic variables:
Elastic mode 1
* Set the feasibility tolerance:
Feasibility tolerance 1.0E-4
End

E04WEZ EXIT 100 -- finished successfully
E04WEZ INFO 101 -- OPTIONS file read

Option ’Elastic mode’ has the value 1.
Option ’Feasibility tolerance’ has the value 1.00000e-04.

Parameters
==========

Files
-----
Solution file.......... 0 Old basis file ........ 0 (Print file)........... 6
Insert file............ 0 New basis file ........ 0 (Summary file)......... 0
Punch file............. 0 Backup basis file...... 0
Load file.............. 0 Dump file.............. 0

Frequencies
-----------
Print frequency........ 100 Check frequency........ 60 Save new basis map..... 100
Summary frequency...... 100 Factorization frequency 50 Expand frequency....... 10000

QP subproblems
--------------
QPsolver Cholesky......
Scale tolerance........ 0.900 Minor feasibility tol.. 1.00E-04 Iteration limit........ 10000
Scale option........... 0 Minor optimality tol.. 1.00E-06 Minor print level...... 1
Crash tolerance........ 0.100 Pivot tolerance........ 2.04E-11 Partial price.......... 1
Crash option........... 3 Elastic weight......... 1.00E+04 Prtl price section ( A) 4

New superbasics........ 99 Prtl price section (-I) 3

The SQP Method
--------------
Minimize............... Cold start............. Proximal Point method.. 1
Nonlinear objectiv vars 4 Major optimality tol... 2.00E-06 Function precision..... 1.72E-13
Unbounded step size.... 1.00E+10 Superbasics limit...... 4 Difference interval.... 4.15E-07
Unbounded objective.... 1.00E+15 Reduced Hessian dim.... 4 Central difference int. 5.57E-05
Major step limit....... 2.00E+00 Derivative linesearch.. Derivative level....... 3
Major iterations limit. 50 Linesearch tolerance... 0.90000 Verify level........... 0
Minor iterations limit. 500 Penalty parameter...... 0.00E+00 Major Print Level...... 1

Hessian Approximation
---------------------
Full-Memory Hessian.... Hessian updates........ 99999999 Hessian frequency...... 99999999

Hessian flush.......... 99999999

Nonlinear constraints
---------------------
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Nonlinear constraints.. 2 Major feasibility tol.. 1.00E-06 Violation limit........ 1.00E+06
Nonlinear Jacobian vars 4

Miscellaneous
-------------
LU factor tolerance.... 1.10 LU singularity tol..... 2.04E-11 Timing level........... 0
LU update tolerance.... 1.10 LU swap tolerance...... 1.03E-04 Debug level............ 0
LU partial pivoting... eps (machine precision) 1.11E-16 System information..... No

Matrix statistics
-----------------

Total Normal Free Fixed Bounded
Rows 3 3 0 0 0
Columns 4 0 0 0 4

No. of matrix elements 12 Density 100.000
Biggest 1.0000E+00 (excluding fixed columns,
Smallest 0.0000E+00 free rows, and RHS)

No. of objective coefficients 0

Nonlinear constraints 2 Linear constraints 1
Nonlinear variables 4 Linear variables 0
Jacobian variables 4 Objective variables 4
Total constraints 3 Total variables 4

(User-supplied callback confun, first invocation.)
(User-supplied callback objfun, first invocation.)
The user has defined 8 out of 8 constraint gradients.
The user has defined 4 out of 4 objective gradients.

Cheap test of user-supplied problem derivatives...

The constraint gradients seem to be OK.

--> The largest discrepancy was 1.84E-07 in constraint 6

The objective gradients seem to be OK.

Gradient projected in one direction 4.99993000077E+00
Difference approximation 4.99993303560E+00

Itns Major Minors Step nCon Feasible Optimal MeritFunction L+U BSwap nS condHz Penalty
2 0 2 1 1.7E+00 2.8E+00 1.6000000E+01 7 2 1.0E+00 _ r
4 1 2 1.0E+00 2 1.3E-01 3.2E-01 1.7726188E+01 8 1 6.2E+00 8.3E-02 _n r
5 2 1 1.0E+00 3 3.7E-02 1.7E-01 1.7099571E+01 7 1 2.0E+00 8.3E-02 _s
6 3 1 1.0E+00 4 2.2E-02 1.1E-02 1.7014005E+01 7 1 1.8E+00 8.3E-02 _
7 4 1 1.0E+00 5 1.5E-04 6.0E-04 1.7014018E+01 7 1 1.8E+00 9.2E-02 _
8 5 1 1.0E+00 6 ( 3.3E-07) 2.3E-05 1.7014017E+01 7 1 1.9E+00 3.6E-01 _
9 6 1 1.0E+00 7 ( 4.2E-10)( 2.4E-08) 1.7014017E+01 7 1 1.9E+00 3.6E-01 _

E04WDM EXIT 0 -- finished successfully
E04WDM INFO 1 -- optimality conditions satisfied

Problem name NLP
No. of iterations 9 Objective value 1.7014017287E+01
No. of major iterations 6 Linear objective 0.0000000000E+00
Penalty parameter 3.599E-01 Nonlinear objective 1.7014017287E+01
No. of calls to funobj 8 No. of calls to funcon 8
No. of superbasics 1 No. of basic nonlinears 2
No. of degenerate steps 0 Percentage 0.00
Max x 2 4.7E+00 Max pi 2 5.5E-01
Max Primal infeas 0 0.0E+00 Max Dual infeas 3 4.8E-08
Nonlinear constraint violn 2.7E-09

Variable State Value Lower bound Upper bound Lagr multiplier Slack

variable 1 LL 1.000000 1.000000 5.000000 1.087871 .
variable 2 FR 4.743000 1.000000 5.000000 . 0.2570
variable 3 FR 3.821150 1.000000 5.000000 . 1.179
variable 4 FR 1.379408 1.000000 5.000000 . 0.3794

Linear constrnt State Value Lower bound Upper bound Lagr multiplier Slack

lincon 1 FR 10.94356 None 20.00000 . 9.056

Nonlin constrnt State Value Lower bound Upper bound Lagr multiplier Slack
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nlncon 1 UL 40.00000 None 40.00000 -0.1614686 -0.2700E-08
nlncon 2 LL 25.00000 25.00000 None 0.5522937 -0.2215E-08

Final objective value = 17.014
Optimal X = 1.00 4.74 3.82 1.38
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NAG Library Function Document

nag_opt_nlp_option_set_string (e04wfc)

1 Purpose

nag_opt_nlp_option_set_string (e04wfc) may be used to supply individual optional parameters to
nag_opt_nlp_solve (e04wdc). The initialization function nag_opt_nlp_init (e04wcc) must have been
called before calling nag_opt_nlp_option_set_string (e04wfc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_option_set_string (const char *string, Nag_E04State *state,
NagError *fail)

3 Description

nag_opt_nlp_option_set_string (e04wfc) may be used to supply values for optional parameters to
nag_opt_nlp_solve (e04wdc). It is only necessary to call nag_opt_nlp_option_set_string (e04wfc) for
those arguments whose values are to be different from their default values. One call to
nag_opt_nlp_option_set_string (e04wfc) sets one argument value.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Print Level = 1

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 40 contiguous
characters which can be read using C's d or g formats, terminated by a space if this is not the last
item on the line.

For nag_opt_nlp_option_set_string (e04wfc), each user-specified option is not normally printed as it is
defined, but this printing may be turned on using the keyword List. Thus the statement

e04wfc ("List", &state, &fail);

turns on printing of this and subsequent options. Printing may be turned off again using the keyword
Nolist.

Optional parameter settings are preserved following a call to nag_opt_nlp_solve (e04wdc) and so the
keyword Defaults is provided to allow you to reset all the optional parameters to their default values
before a subsequent call to nag_opt_nlp_solve (e04wdc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_solve (e04wdc).

4 References

None.
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5 Arguments

1: string – const char * Input

On entry: a single valid option string (see Section 3 in nag_opt_nlp_option_set_string (e04wfc)
and Section 12 in nag_opt_nlp_solve (e04wdc)).

2: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_option_set_string (e04wfc) is not threaded in any implementation.
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9 Further Comments

nag_opt_nlp_option_set_file (e04wec), nag_opt_nlp_option_set_integer (e04wgc) or nag_opt_nlp_op
tion_set_double (e04whc) may also be used to supply optional parameters to nag_opt_nlp_solve
(e04wdc).

10 Example

See Section 10 in nag_opt_nlp_option_set_file (e04wec).
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NAG Library Function Document

nag_opt_nlp_option_set_integer (e04wgc)

1 Purpose

nag_opt_nlp_option_set_integer (e04wgc) may be used to supply individual Integer optional parameters
to nag_opt_nlp_solve (e04wdc). The initialization function nag_opt_nlp_init (e04wcc) must have been
called before calling nag_opt_nlp_option_set_integer (e04wgc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_option_set_integer (const char *string, Integer ivalue,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_nlp_option_set_integer (e04wgc) may be used to supply values for Integer optional parameters
to nag_opt_nlp_solve (e04wdc). It is only necessary to call nag_opt_nlp_option_set_integer (e04wgc)
for those arguments whose values are to be different from their default values. One call to
nag_opt_nlp_option_set_integer (e04wgc) sets one argument value.

Each Integer optional parameter is defined by a single character string in string and the corresponding
value in ivalue. For example, the following allows the iteration limit to be defined:

itnlim = 1000;
if (m > 500) itnlim = 500;
e04wgc ("Iterations", itnlim, &state, &fail);

Optional parameter settings are preserved following a call to nag_opt_nlp_solve (e04wdc) and so the
keyword Defaults is provided to allow you to reset all the optional parameters to their default values
before a subsequent call to nag_opt_nlp_solve (e04wdc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_solve (e04wdc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of an Integer optional parameter (as described in Section 12 in
nag_opt_nlp_solve (e04wdc)).

2: ivalue – Integer Input

On entry: an Integer value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’ and ivalue ¼ valueh i.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_option_set_integer (e04wgc) is not threaded in any implementation.

9 Further Comments

nag_opt_nlp_option_set_file (e04wec) or nag_opt_nlp_option_set_string (e04wfc) may also be used to
supply Integer optional parameters to nag_opt_nlp_solve (e04wdc).

10 Example

See Section 10 in nag_opt_nlp_solve (e04wdc) and nag_opt_nlp_option_set_file (e04wec).
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NAG Library Function Document

nag_opt_nlp_option_set_double (e04whc)

1 Purpose

nag_opt_nlp_option_set_double (e04whc) may be used to supply individual double optional parameters
to nag_opt_nlp_solve (e04wdc). The initialization function nag_opt_nlp_init (e04wcc) must have been
called before calling nag_opt_nlp_option_set_double (e04whc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_option_set_double (const char *string, double rvalue,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_nlp_option_set_double (e04whc) may be used to supply values for double optional parameters
to nag_opt_nlp_solve (e04wdc). It is only necessary to call nag_opt_nlp_option_set_double (e04whc)
for those arguments whose values are to be different from their default values. One call to
nag_opt_nlp_option_set_double (e04whc) sets one argument value.

Each double optional parameter is defined by a single character string in string and the corresponding
value in rvalue. For example the following illustrates how the LU stability tolerance could be defined:

factol = 100.0;
if (illcon) factol = 5.0;
e04whc ("LU Factor Tolerance", factol, &state, &fail);

Optional parameter settings are preserved following a call to nag_opt_nlp_solve (e04wdc) and so the
keyword Defaults is provided to allow you to reset all the optional parameters to their default values
before a subsequent call to nag_opt_nlp_solve (e04wdc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_solve (e04wdc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of a double optional parameter (as described in Section 12 in
nag_opt_nlp_solve (e04wdc)).

2: rvalue – double Input

On entry: the value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option is invalid. Check that the keywords are neither ambiguous nor misspelt. The
option string is ‘ valueh i’ and rvalue ¼ valueh i.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_option_set_double (e04whc) is not threaded in any implementation.

9 Further Comments

nag_opt_nlp_option_set_file (e04wec) or nag_opt_nlp_option_set_string (e04wfc) may also be used to
supply double optional parameters to nag_opt_nlp_solve (e04wdc).

10 Example

See Section 10 in nag_opt_nlp_option_set_file (e04wec).
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NAG Library Function Document

nag_opt_nlp_option_get_integer (e04wkc)

1 Purpose

nag_opt_nlp_option_get_integer (e04wkc) is used to get the value of an Integer optional parameter.
nag_opt_nlp_option_get_integer (e04wkc) can be used before or after calling nag_opt_nlp_solve
(e04wdc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_option_get_integer (const char *string, Integer *ivalue,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_nlp_option_get_integer (e04wkc) obtains the current value of an Integer option. For example

e04wkc ("Iterations", &itnlim, &state, &fail);

will result in the value of the optional parameter Major Iterations Limit being output in itnlim.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_solve (e04wdc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of an Integer optional parameter (as described in Section 12 in
nag_opt_nlp_solve (e04wdc)).

2: ivalue – Integer * Output

On exit: the Integer value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option string is invalid. Check that the keywords are neither ambiguous nor
misspelt. The option string is ‘ valueh i’.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_option_get_integer (e04wkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_nlp_option_set_file (e04wec).
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NAG Library Function Document

nag_opt_nlp_option_get_double (e04wlc)

1 Purpose

nag_opt_nlp_option_get_double (e04wlc) is used to get the value of a double optional parameter.
nag_opt_nlp_option_get_double (e04wlc) can be used before or after calling nag_opt_nlp_solve
(e04wdc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_nlp_option_get_double (const char *string, double *rvalue,
Nag_E04State *state, NagError *fail)

3 Description

nag_opt_nlp_option_get_double (e04wlc) obtains the current value of a double option. For example

e04wlc ("LU Factor Tolerance", &factol, &state, &fail);

will result in the value of the optional parameter LU Factor Tolerance being output in factol.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 12 in nag_opt_nlp_solve (e04wdc).

4 References

None.

5 Arguments

1: string – const char * Input

On entry: a single valid keyword of a double optional parameter (as described in Section 12 in
nag_opt_nlp_solve (e04wdc)).

2: rvalue – double * Output

On exit: the double value associated with the keyword in string.

3: state – Nag_E04State * Communication Structure

state contains internal information required for functions in this suite. It must not be modified in
any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_E04_OPTION_INVALID

The supplied option string is invalid. Check that the keywords are neither ambiguous nor
misspelt. The option string is ‘ valueh i’.

NE_E04WCC_NOT_INIT

The initialization function nag_opt_nlp_init (e04wcc) has not been called.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_nlp_option_get_double (e04wlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_nlp_option_set_file (e04wec).
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NAG Library Function Document

nag_opt_estimate_deriv (e04xac)

1 Purpose

nag_opt_estimate_deriv (e04xac) computes an approximation to the gradient vector and/or the Hessian
matrix for use in conjunction with, or following the use of an optimization function (such as
nag_opt_nlp (e04ucc)).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_estimate_deriv (Integer n, double x[],

void (*objfun)(Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm),

double *objf, double g[], double h_forward[], double h_central[],
double hess[], Integer tdhess, Nag_DerivInfo *deriv_info,
Nag_E04_Opt *options, Nag_Comm *comm, NagError *fail)

3 Description

nag_opt_estimate_deriv (e04xac) is based on the routine FDCALC described in Gill et al. (1983a). It
computes finite difference approximations to the gradient vector and the Hessian matrix for a given
function, and aims to provide sufficiently accurate estimates for use with an optimization algorithm.

The simplest approximation of the gradients involves the forward-difference formula, in which the
derivative of f 0 xð Þ of a univariate function f xð Þ is approximated by the quantity

�F f; hð Þ ¼ f xþ hð Þ � f xð Þ
h

for some interval h > 0, where the subscript ‘F’ denotes ‘forward-difference’ (see Gill et al. (1983b)).

The choice of which gradients are returned by nag_opt_estimate_deriv (e04xac) is controlled by the
optional parameter options:deriv want (see Section 11 for a description of this argument). To
s umma r i s e t h e p r o c e d u r e u s e d b y n a g _ o p t _ e s t im a t e _ d e r i v ( e 0 4 x a c ) w h e n
options:deriv want ¼ Nag Grad HessFull (default value) (i.e., for the case when the objective function
is available and you require estimates of gradient values and the full Hessian matrix) consider a
univariate function f at the point x. (In order to obtain the gradient of a multivariate function F xð Þ,
where x is an n-vector, the procedure is applied to each component of x, keeping the other components
fixed.) Roughly speaking, the method is based on the fact that the bound on the relative truncation error
in the forward-difference approximation tends to be an increasing function of h, while the relative
condition error bound is generally a decreasing function of h, hence changes in h will tend to have
opposite effects on these errors (see Gill et al. (1983b)).

The ‘best’ interval h is given by

hF ¼ 2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ f xð Þj jð ÞeR

�j j

s
ð1Þ

where � is an estimate of f 00 xð Þ, and eR is an estimate of the relative error associated with computing
the function (see Chapter 8 of Gill et al. (1981)). Given an interval h, � is defined by the second-order
approximation

� ¼ f xþ hð Þ � 2f xð Þ þ f x� hð Þ
h2

:
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The decision as to whether a given value of � is acceptable involves ĉ �ð Þ, the following bound on the
relative condition error in �:

ĉ �ð Þ ¼ 4eR 1þ fj jð Þ
h2 �j j

(When � is zero, ĉ �ð Þ is taken as an arbitrary large number.)

The procedure selects the interval h
 (to be used in computing �) from a sequence of trial intervals
hkð Þ. The initial trial interval is taken as

�h ¼ 2 1þ xj jð Þ ffiffiffiffiffieR4
p

:

unless you specify the initial value to be used.

The value of ĉ �ð Þ for a trial value hk is defined as ‘acceptable’ if it lies in the interval 0:0001; 0:01½ �. In
this case h
 is taken as hk, and the current value of � is used to compute hF from (1). If ĉ �ð Þ is
unacceptable, the next trial interval is chosen so that the relative condition error bound will either
decrease or increase, as required. If the bound on the relative condition error is too large, a larger
interval is used as the next trial value in an attempt to reduce the condition error bound. On the other
hand, if the relative condition error bound is too small, hk is reduced.

The procedure will fail to produce an acceptable value of ĉ �ð Þ in two situations. Firstly, if f 00 xð Þ is
extremely small, then ĉ �ð Þ may never become small, even for a very large value of the interval.
Alternatively, ĉ �ð Þ may never exceed 0.0001, even for a very small value of the interval. This usually
implies that f 00 xð Þ is extremely large, and occurs most often near a singularity.

As a check on the validity of the estimated first derivative, the procedure provides a comparison of the
forward-difference approximation computed with hF (as above) and the central-difference approxima-
tion computed with h
. Using the central-difference formula the first derivative can be approximated by

�c f; hð Þ ¼ f xþ hð Þ � f x� hð Þ
2h

where h > 0. If the values hF and h
 do not display some agreement, neither can be considered
reliable.

The approximate Hessian matrix G is defined as in Chapter 2 of Gill et al. (1981), by

Gij xð Þ ¼
1

hihj
f xþ hiei þ hjej
� �

� f xþ hieið Þ � f xþ hjej
� �

þ f xð Þ
� �

:

where hj is the best forward-difference interval associated with the jth component of f and ej is the
vector with unity in the jth position and zeros elsewhere.

If you require the gradients and only the diagonal of the Hessian matrix (i.e. ,
options:deriv want ¼ Nag Grad HessDiag; see Section 11.2), nag_opt_estimate_deriv (e04xac) follows
a similar procedure to the default case, except that the initial trial interval is taken as 10�h, where

�h ¼ 2 1þ xj jð Þ ffiffiffiffiffieRp
and the value of ĉ �ð Þ for a trial value hk is defined as acceptable if it lies in the interval 0:001; 0:1½ �.
The elements of the Hessian diagonal which are returned in this case are the values of � corresponding
to the ‘best’ intervals.

When both function and gradients are available and you require the Hessian matrix (i.e.,
options:deriv want ¼ Nag HessFull; see Section 11.2), nag_opt_estimate_deriv (e04xac) follows a
similar procedure to the case above with the exception that the gradient function g xð Þ is substituted for
the objective function and so the forward-difference interval for the first derivative of g xð Þ with respect
to variable xj is computed. The jth column of the approximate Hessian matrix is then defined as in
Chapter 2 of Gill et al. (1981), by

g xþ hjej
� �

� g xð Þ
hj

where hj is the best forward-difference interval associated with the jth component of g.
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5 Arguments

1: n – Integer Input

On entry: the number n of variables.

Constraint: n 	 1.

2: x½n� – double Input

On entry: the point x at which derivatives are required.

3: objfun – function, supplied by the user External Function

objfun must evaluate the objective function F xð Þ and (optionally) its gradient g xð Þ ¼ @F

@xj
for a

specified n element vector x.

The specification of objfun is:

void objfun (Integer n, const double x[], double *objf, double g[],
Nag_Comm *comm)

1: n – Integer Input

On entry: the number n of variables.

2: x½n� – const double Input

On entry: the point x at which the value of F and, if comm!flag ¼ 2, the
@F

@xj
, are

required.

3: objf – double * Output

On exit: objfun must set objf to the value of the objective function F at the current
point x. If it is not possible to evaluate F then objfun should assign a negative value to
comm!flag; nag_opt_estimate_deriv (e04xac) will then terminate.

4: g½n� – double Output

On exit: if comm!flag ¼ 2 on entry, then objfun must set g½j� 1� to the value of the

first derivative
@F

@xj
at the current point x, for j ¼ 1; 2; . . . ; n. If it is not possible to

evaluate the first derivatives then objfun should assign a negative value to
comm!flag; nag_opt_estimate_deriv (e04xac) will then terminate.

If comm!flag ¼ 0 on entry, then g is not referenced.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.
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flag – Integer Input/Output

On entry: comm!flag will be set to 0 or 2. The value 0 indicates that only F
itself needs to be evaluated. The value 2 indicates that both F and its first
derivatives must be calculated.

On exit: if objfun resets comm!flag to a negative number then
nag_opt_estimate_deriv (e04xac) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_estimate_deriv
(e04xac), fail:errnum will be set to the user's setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to objfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of evaluations of the objective function; this value will be
equal to the number of calls made to objfun (including the current one).

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise.

Before calling nag_opt_estimate_deriv (e04xac) these pointers may be allocated
memory and initialized with various quantities for use by objfun when called
from nag_opt_estimate_deriv (e04xac).

Note: objfun should be thoroughly tested before being used in conjunction with
nag_opt_estimate_deriv (e04xac). The array x must not be changed by objfun.

4: objf – double * Output

On exit: the value of the objective function evaluated at the input vector in x.

5: g½n� – double Output

On exit: if options:deriv want ¼ Nag Grad HessFull (the default; see Section 11.2) or
options:deriv want ¼ Nag Grad HessDiag, g½j� 1� contains the best estimate of the first partial
derivative for the jth variable, j ¼ 1; 2; . . . ; n. If options:deriv want ¼ Nag HessFull, g½j� 1�
contains the first partial derivative for the jth variable as evaluated by objfun.

6: h forward½n� – double Input/Output

On entry: if the optional parameter options:use hfwd init ¼ Nag FALSE (the default; see
Section 11.2), the values contained in h_forward on entry to nag_opt_estimate_deriv (e04xac)
are ignored.

If options:use hfwd init ¼ Nag TRUE, h_forward is assumed to contain meaningful values on
entry: if h forward½j� 1� > 0 then it is used as the initial trial interval for computing the
appropriate partial derivative to the jth variable, j ¼ 1; 2; . . . ; n; if h forward½j� 1� � 0:0, then
the initial trial interval for the jth variable is computed by nag_opt_estimate_deriv (e04xac) (see
Section 11.2).

On exit: h forward½j� 1� is the best interval found for computing a forward-difference
approximation to the appropriate partial derivative for the jth variable. If you do not require this
information, a NULL pointer may be provided, and nag_opt_estimate_deriv (e04xac) will
allocate memory internally to calculate the difference intervals.

Constraint: h_forward must not be NULL if options:use hfwd init ¼ Nag TRUE.
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7: h central½n� – double Output

On exit: h central½j� 1� is the best interval found for computing a central-difference
approximation to the appropriate partial derivative for the jth variable. If you do not require
this information, a NULL pointer may be provided, and nag_opt_estimate_deriv (e04xac) will
allocate memory internally to calculate the difference intervals.

8: hess½n� tdhess� – double Output

Note: the i; jð Þth element of the matrix is stored in hess½ i� 1ð Þ � tdhessþ j� 1�.
On exit: if the optional parameter options:deriv want ¼ Nag Grad HessFull (the default; see
Section 11.2) or options:deriv want ¼ Nag HessFull, the estimated Hessian matrix is contained
in the leading n by n part of this array. If options:deriv want ¼ Nag Grad HessDiag, the n
elements of the estimated Hessian diagonal are contained in the first row of this array.

9: tdhess – Integer Input

On entry: the stride separating matrix column elements in the array hess.

Constraint: tdhess 	 n.

10: deriv info½n� – Nag_DerivInfo * Output

On exit: deriv info½j � 1� contains diagnostic information on the jth variable, for j ¼ 1; 2; . . . ; n.

deriv info½j� 1� ¼ Nag Deriv OK
No unusual behaviour observed in estimating the appropriate derivative.

deriv info½j� 1� ¼ Nag Fun Constant
The appropriate function appears to be constant.

deriv info½j� 1� ¼ Nag Fun LinearOdd
The appropriate function appears to be linear or odd.

deriv info½j� 1� ¼ Nag 2ndDeriv Large
The second derivative of the appropriate function appears to be so large that it cannot be
reliably estimated (e.g., near a singularity).

deriv info½j� 1� ¼ Nag 1stDeriv Small
The forward-difference and central-difference estimates of the appropriate first derivatives
do not agree to half a decimal place; this usually occurs because the first derivative is
small.

A more detailed explanation of these warnings is given in Section 9.1.

11: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_estimate_deriv (e04xac). These structure members offer the means of
adjusting some of the argument values of the computation and on output will supply further
details of the results. A description of the members of options is given in Section 11.

If any of these optional parameters are required then the structure options should be declared and
initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to nag_opt_estima
te_deriv (e04xac). However, if the optional parameters are not required the NAG defined null
pointer, E04_DEFAULT, can be used in the function call.

12: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication with user-supplied functions; see
the description of objfun for details. If you do not need to make use of this communication
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feature, the null pointer NAGCOMM_NULL may be used in the call to nag_opt_estimate_deriv
(e04xac); comm will then be declared internally for use in calls to user-supplied functions.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

5.1 Description of Printed Output

Results from nag_opt_estimate_deriv (e04xac) are printed out by default. The level of printed output
can be controlled with the structure members options:list and options:print deriv (see Section 11.2). If
options:list ¼ Nag TRUE then the argument values to nag_opt_estimate_deriv (e04xac) are listed,
whereas printout of results is governed by the value of options:print deriv.

The default, options:print deriv ¼ Nag D Print provides the following line of output for each variable.

j the index of the variable for which the difference interval has been computed.

X(j) the value of xj as provided in x½j� 1�.

Fwd diff int the best interval found for computing a forward-difference approximation to
the appropriate partial derivative with respect to xj.

Cent diff int the best interval found for computing a central-difference approximation to
the appropriate partial derivative with respect to xj.

Error est a bound on the estimated error in the final forward-difference approximation.
When deriv info½j� 1� ¼ Nag Fun Constant, Error est is set to zero.

Grad est best estimate of the first partial derivative with respect to xj.

Hess diag est best estimate of the second partial derivative with respect to xj.

Nfun the number of function evaluations used to compute the final difference
intervals for xj.

Info gives diagnostic information for xj. Info will be one of OK, Constant?,

Linear or odd?, Large 2nd deriv?, or Small 1st deriv?,
corresponding to deriv info½j� 1� ¼ Nag Deriv OK, Nag Fun Constant,
Nag Fun LinearOdd, Nag 2ndDeriv Large or Nag 1stDeriv Small, respec-
tively.

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdhess ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdhess 	 n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument options:deriv want had an illegal value.

On entry, argument options:print deriv had an illegal value.

NE_H_FORWARD_NULL

options:use hfwd init ¼ Nag TRUE but argument h_forward is NULL.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INVALID_REAL_RANGE_F

Value valueh i given to options:f prec is not valid. Correct range is options:f prec > 0:0.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in objfun. If fail is supplied, the
value of fail:errnum will be the same as your setting of comm!flag.

NE_WRITE_ERROR

Error occurred when writing to file stringh i.

NW_DERIV_INFO

On exit, at least one element of the deriv_info array does not contain the value
deriv info ¼ Nag Deriv OK. This does not necessarily represent an unsuccessful exit.

See Section 9.1 for information about the possible values which may be returned in deriv_info.

7 Accuracy

nag_opt_estimate_deriv (e04xac) exits with fail:code ¼ NE NOERROR if the algorithm terminated
successfully, i.e., the forward-difference estimates of the appropriate first derivatives (computed with
the final estimate of the ‘optimal’ forward-difference interval hF ) and the central-difference estimates
(computed with the interval h
 used to compute the final estimate of the second derivative) agree to at
least half a decimal place.

8 Parallelism and Performance

nag_opt_estimate_deriv (e04xac) is not threaded in any implementation.

9 Further Comments

9.1 Diagnostic Information

Diagnostic information is returned via the array argument deriv_info. If fail:code ¼ NE NOERROR on
exit then deriv info½j � 1� ¼ Nag Deriv OK, for j ¼ 1; 2; . . . ; n. If fail:code ¼ NW DERIV INFO on
exit, then, for at least one j, deriv info½j� 1� contains one of the following values:

Nag Fun Constant
The appropriate function appears to be constant. On exit, h forward½j� 1� is set to the initial
trial interval corresponding to a well scaled problem, and Error est in the printed output is set
to zero. This value occurs when the estimated relative condition error in the first derivative
approximation is unacceptably large for every value of the finite difference interval. If this
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happens when the function is not constant the initial interval may be too small; in this case, it
may be worthwhile to rerun nag_opt_estimate_deriv (e04xac) with larger initial trial interval
values supplied in h_forward and with the optional parameter options:use hfwd init set to
Nag_TRUE. This error may also occur if the function evaluation includes an inordinately large
constant term or if optional parameter options:f prec is too large.

Nag Fun LinearOdd
The appropriate function appears to be linear or odd. On exit, h forward½j� 1� is set to the
smallest interval with acceptable bounds on the relative condition error in the forward- and
backward-difference estimates. In this case, the estimated relative condition error in the second
derivative approximation remained large for every trial interval, but the estimated error in the
first derivative approximation was acceptable for at least one interval. If the function is not linear
or odd the relative condition error in the second derivative may be decreasing very slowly. It may
be worthwhile to rerun nag_opt_estimate_deriv (e04xac) with larger initial trial interval values
supplied in h_forward and with options:use hfwd init set to Nag_TRUE.

Nag 2ndDeriv Large
The second derivative of the appropriate function appears to be so large that it cannot be reliably
estimated (e.g., near a singularity). On exit, h forward½j� 1� is set to the smallest trial interval.

This value occurs when the relative condition error estimate in the second derivative remained very
small for every trial interval.

If the second derivative is not large the relative condition error in the second derivative may be
increasing very slowly. It may be worthwhile to rerun nag_opt_estimate_deriv (e04xac) with smaller
initial trial interval values supplied in h_forward and with options:use hfwd init set to Nag_TRUE.
This error may also occur when the given value of the optional parameter options:f prec is not a good
estimate of a bound on the absolute error in the appropriate function (i.e., options:f prec is too small).

Nag 1stDeriv Small
The algorithm terminated with an apparently acceptable estimate of the second derivative.
However the forward-difference estimates of the appropriate first derivatives (computed with the
final estimate of the ‘optimal’ forward-difference interval) and the central difference estimates
(computed with the interval used to compute the final estimate of the second derivative) do not
agree to half a decimal place. The usual reason that the forward- and central-difference estimates
fail to agree is that the first derivative is small.

If the first derivative is not small, it may be helpful to run nag_opt_estimate_deriv (e04xac) at a
different point.

9.2 Timing

Unless the objective function can be evaluated very quickly, the run time will usually be dominated by
the time spent in objfun.

To evaluate an acceptable set of finite difference intervals for a well-scaled problem
nag_opt_estimate_deriv (e04xac) will use around two function evaluations per variable; in a badly
scaled problem, six function evaluations per variable may be needed.

In the default case where gradients and the full Hessian matrix are required (i.e., optional parameter
options:deriv want ¼ Nag Grad HessFull), nag_opt_estimate_deriv (e04xac) performs a further
3n nþ 1ð Þ=2 function evaluations. If the full Hessian matrix is required, with you supplying both
function and gradients (i.e., options:deriv want ¼ Nag HessFull), a further n function evaluations are
performed.

10 Example

The example program computes the gradient vector and Hessian matrix of the following function:

F xð Þ ¼ x1 þ 10x2ð Þ2 þ 5 x3 � x4ð Þ2 þ x2 � 2x3ð Þ4 þ 10 x1 � x4ð Þ4

at the point 3;�1; 0; 1ð ÞT.
This example shows the use of some optional parameters which are discussed fully in Section 11.
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The same objfun is used as in Section 10 and the derivatives are estimated at the same point. The
options structure is declared and initialized by nag_opt_init (e04xxc). Two options are set to suppress
all printout from nag_opt_estimate_deriv (e04xac): options:list is set to Nag_FALSE and
options:print deriv ¼ Nag D NoPrint. options:deriv want ¼ Nag Grad HessDiag and nag_opt_estima
te_deriv (e04xac) is called. The returned function value and estimated derivative values are printed out
and options:deriv want is reset to options:deriv want ¼ Nag HessFull before nag_opt_estimate_deriv
(e04xac) is called again. On return, the computed function value and gradient, and estimated Hessian,
are printed out.

10.1 Program Text

/* nag_opt_estimate_deriv (e04xac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <string.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double g[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define H(I, J) h[(I) *tdh + J]

int main(void)
{

Integer exit_status = 0, i, j, n, tdh;
double *g = 0, *h = 0, *h_central = 0, *h_forward = 0, *hess_diag = 0,

objf, *x = 0;
Nag_Comm comm;
Nag_DerivInfo *deriv_info = 0;
Nag_E04_Opt options;
NagError fail;

INIT_FAIL(fail);

printf("nag_opt_estimate_deriv (e04xac) Example Program Results\n");
n = 4;

if (!(x = NAG_ALLOC(n, double)) ||
!(h_central = NAG_ALLOC(n, double)) ||
!(h_forward = NAG_ALLOC(n, double)) ||
!(g = NAG_ALLOC(n, double)) ||
!(h = NAG_ALLOC(n * n, double)) ||
!(hess_diag = NAG_ALLOC(n, double)) ||
!(deriv_info = NAG_ALLOC(n, Nag_DerivInfo))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdh = n;
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x[0] = 3.0;
x[1] = -1.0;
x[2] = 0.0;
x[3] = 1.0;

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
options.list = Nag_FALSE;
options.print_deriv = Nag_D_NoPrint;
options.deriv_want = Nag_Grad_HessDiag;

printf("\nEstimate gradient and Hessian diagonals given function only\n");

/* Note: it is acceptable to pass an array of length n (hess_diag)
* as the Hessian parameter in this case.
*/

/* nag_opt_estimate_deriv (e04xac), see above. */
nag_opt_estimate_deriv(n, x, objfun, &objf, g, h_forward, h_central,

hess_diag, tdh, deriv_info, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_estimate_deriv (e04xac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nFunction value: %13.4e\n", objf);
printf("Estimated gradient vector\n");
for (i = 0; i < n; ++i)

printf("%13.4e ", g[i]);
printf("\nEstimated Hessian matrix diagonal\n");
for (i = 0; i < n; ++i)

printf("%13.4e ", hess_diag[i]);
printf("\n");

options.deriv_want = Nag_HessFull;

printf("\nEstimate full Hessian given function and gradients\n");
/* nag_opt_estimate_deriv (e04xac), see above. */
nag_opt_estimate_deriv(n, x, objfun, &objf, g, h_forward, h_central,

h, tdh, deriv_info, &options, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_estimate_deriv (e04xac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nFunction value: %13.4e\n", objf);
printf("Computed gradient vector\n");
for (i = 0; i < n; ++i)

printf("%13.4e ", g[i]);
printf("\nEstimated Hessian matrix\n");
for (i = 0; i < n; ++i) {

for (j = 0; j < n; ++j)
printf("%13.4e ", H(i, j));

printf("\n");
}

END:
NAG_FREE(x);
NAG_FREE(h_central);
NAG_FREE(h_forward);
NAG_FREE(g);
NAG_FREE(h);
NAG_FREE(hess_diag);
NAG_FREE(deriv_info);

return exit_status;
}
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static void NAG_CALL objfun(Integer n, const double x[], double *objf,
double g[], Nag_Comm *comm)

{
double a, asq, b, bsq, c, csq, d, dsq;

a = x[0] + 10.0 * x[1];
b = x[2] - x[3];
c = x[1] - 2.0 * x[2];
d = x[0] - x[3];
asq = a * a;
bsq = b * b;
csq = c * c;
dsq = d * d;
*objf = asq + 5.0 * bsq + csq * csq + 10.0 * dsq * dsq;
if (comm->flag == 2) {

g[0] = 2.0 * a + 40.0 * d * dsq;
g[1] = 20.0 * a + 4.0 * c * csq;
g[2] = 10.0 * b - 8.0 * c * csq;
g[3] = -10.0 * b - 40.0 * d * dsq;

}
}

/* objfun */

10.2 Program Data

None.

10.3 Program Results

nag_opt_estimate_deriv (e04xac) Example Program Results

Estimate gradient and Hessian diagonals given function only

Function value: 2.1500e+02
Estimated gradient vector

3.0600e+02 -1.4400e+02 -2.0000e+00 -3.1000e+02
Estimated Hessian matrix diagonal

4.8200e+02 2.1200e+02 5.7995e+01 4.9000e+02

Estimate full Hessian given function and gradients

Function value: 2.1500e+02
Computed gradient vector

3.0600e+02 -1.4400e+02 -2.0000e+00 -3.1000e+02
Estimated Hessian matrix

4.8200e+02 2.0000e+01 0.0000e+00 -4.8000e+02
2.0000e+01 2.1200e+02 -2.4000e+01 0.0000e+00
0.0000e+00 -2.4000e+01 5.8000e+01 -1.0000e+01

-4.8000e+02 0.0000e+00 -1.0000e+01 4.9000e+02

11 Optional Parameters

A number of optional input and output arguments to nag_opt_estimate_deriv (e04xac) are available
through the structure argument options, type Nag_E04_Opt. An argument may be selected by assigning
an appropriate value to the relevant structure member; those arguments not selected will be assigned
default values. If no use is to be made of any of the optional parameters you should use the NAG
defined null pointer, E04_DEFAULT, in place of options when calling nag_opt_estimate_deriv (e04xac);
the default settings will then be used for all arguments.

Before assigning values to options directly the structure must be initialized by a call to the function
nag_opt_init (e04xxc). Values may then be assigned to the structure members in the normal C manner.

Option settings may also be read from a text file using the function nag_opt_read (e04xyc) in which
case initialization of the options structure will be performed automatically if not already done. Any
subsequent direct assignment to the options structure must not be preceded by initialization.
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11.1 Optional Parameter Checklist and Default Values

For easy reference, the following list shows the members of options which are valid for
nag_opt_estimate_deriv (e04xac) together with their default values where relevant. The number � is
a generic notation for machine precision (see nag_machine_precision (X02AJC)).

Boolean list Nag_TRUE
Nag_DPrintType print_deriv Nag D Print
char outfile[80] stdout

Nag_DWantType deriv_want Nag Grad HessFull
Boolean use_hfwd_init Nag_FALSE
double f_prec �0:9

double f_prec_used

Integer nf

11.2 Description of the Optional Parameters

list – Nag_Boolean Default ¼ Nag TRUE

On entry: if options:list ¼ Nag TRUE the argument settings in the call to nag_opt_estimate_deriv
(e04xac) will be printed.

print deriv – Nag_DPrintType Default ¼ Nag D Print

On entry: controls whether printout is produced by nag_opt_estimate_deriv (e04xac). The following
values are available:

Nag D NoPrint No output.

Nag D Print Printout for each variable as described in Section 5.

Constraint: options:print deriv ¼ Nag D NoPrint or Nag D Print.

outfile – const char[80] Default ¼ stdout

On entry: the name of the file to which results should be printed. If options:outfile½0� ¼ n0 then the
stdout stream is used.

deriv want – Nag_DWantType Default ¼ Nag Grad HessFull

On entry: specifies which derivatives nag_opt_estimate_deriv (e04xac) should estimate. The following
values are available:

Nag Grad HessFull Estimate the gradient and full Hessian, with you supplying the objective
function via objfun.

Nag Grad HessDiag Estimate the gradient and the Hessian diagonal values, with you supplying the
objective function via objfun.

Nag HessFull Estimate the full Hessian, with you supplying the objective function and
gradients via objfun.

Constraint: options:deriv want ¼ Nag Grad HessFull, Nag Grad HessDiag or Nag HessFull.

use hfwd init – Nag_Boolean Default ¼ Nag FALSE

On entry: if options:use hfwd init ¼ Nag FALSE, then nag_opt_estimate_deriv (e04xac) ignores any
values supplied on entry in h_forward, and computes the initial trial intervals itself. If
options:use hfwd init ¼ Nag TRUE, then nag_opt_estimate_deriv (e04xac) uses the forward difference
interval provided in h forward½j� 1� as the initial trial interval for computing the appropriate partial
derivative to the jth variable, j ¼ 1; 2; . . . ; n; however, if h forward½j� 1� � 0:0 for some j, the initial
trial interval for the jth variable is computed by nag_opt_estimate_deriv (e04xac).
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f prec – double Default ¼ �0:9

On entry: specifies eR, which is intended to measure the accuracy with which the problem function F
can be computed. The value of options:f prec should reflect the relative precision of 1þ F xð Þj j, i.e.,
acts as a relative precision when Fj j is large, and as an absolute precision when Fj j is small. For
example, if F xð Þj j is typically of order 1000 and the first six significant figures are known to be correct,
an appropriate value of options:f prec would be 10�6. The default value of �0:9 will be appropriate for
most simple functions that are computed with full accuracy

A discussion of eR is given in Chapter 8 of Gill et al. (1981). If you provide a value of options:f prec
which nag_opt_estimate_deriv (e04xac) determines to be either too small or too large, the default value
w i l l b e u s ed i n s t e ad and a wa rn i ng w i l l b e ou t pu t i f op t i ona l p a r ame t e r
options:print deriv ¼ Nag D Print. The value actually used is returned in options:f prec used.

Constraint: options:f prec > 0.

f prec used – double

On exit : if fail:code ¼ NE NOERROR or NW_DERIV_INFO, or if options:nf > 1 and
fail:code ¼ NE USER STOP, then options:f prec used contains the value of eR used by
nag_opt_estimate_deriv (e04xac). If you supply a value for options:f prec and nag_opt_estimate_deriv
(e04xac) considers that the value supplied is neither too large nor too small, then this value will be
returned in options:f prec used; otherwise options:f prec used will contain the default value, �0:9.

nf – double

On exit: the number of times the objective function has been evaluated (i.e., number of calls of objfun).
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NAG Library Function Document

nag_opt_init (e04xxc)

1 Purpose

nag_opt_init (e04xxc) is the options structure initialization function for Chapter e04. This function or
nag_opt_read (e04xyc) must be called before using the options structure.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_init (Nag_E04_Opt *options)

3 Description

The optimization functions of Chapter e04 have a number of optional parameters, which are set by
means of a structure of type Nag_E04_Opt. Optional parameter values may be assigned to members of
an options structure directly in the program text and/or by supplying the optional values in a file which
can be read by the function nag_opt_read (e04xyc).

If optional parameter values are assigned directly in the program text and no use is made of
nag_opt_read (e04xyc), then nag_opt_init (e04xxc) must be called before any assignments are made to
the options structure. Initialization is still required even if no assignments are made to the structure
before it is passed to the optimization function.

If the file reading function nag_opt_read (e04xyc) is used then this will automatically initialize the
options structure if this has not already been done. Any direct assignment to the options structure made
after a call to nag_opt_read (e04xyc) must not be preceded by a call to nag_opt_init (e04xxc)
otherwise the values set by nag_opt_read (e04xyc) will be lost. Direct assignments to the options
structure made before calling nag_opt_read (e04xyc) must, of course, still be preceded by a call to
nag_opt_init (e04xxc).

The purpose of nag_opt_init (e04xxc) is to initialize the options structure members with null values
which indicate to the optimization function that the optional parameter that a structure member
represents is not to be changed from its default value.

4 References

None.

5 Arguments

1: options – Nag_E04_Opt * Output

On exit: the initialized options structure.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_opt_init (e04xxc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_lsq_no_deriv (e04fcc), nag_opt_lsq_deriv (e04gbc), nag_opt_lp (e04mfc),
nag_opt_qp (e04nfc), nag_opt_nlp_solve (e04wdc) and nag_opt_lsq_covariance (e04ycc).
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NAG Library Function Document

nag_opt_read (e04xyc)

1 Purpose

nag_opt_read (e04xyc) reads a set of optional parameter values from a file and assigns those values to a
given options structure of type Nag_E04_Opt. Values supplied are checked as being of correct type for
the specified optional parameter.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_read (const char *name, const char *opt_file,
Nag_E04_Opt *options, Nag_Boolean print, const char *outfile,
NagError *fail)

3 Description

The optimization functions of Chapter e04 have a number of optional parameters, which are set by
means of a structure of type Nag_E04_Opt. Optional parameter values may be assigned to members of
the options structure directly in the program text and/or by supplying the optional values in a file which
can be read by the function nag_opt_read (e04xyc).

When optional parameter values are read from a file using nag_opt_read (e04xyc) then the options
structure will be initialized automatically if this has not already been done. It is only necessary to call
nag_opt_init (e04xxc) if direct assignments to the options structure are made in your program before
calling nag_opt_read (e04xyc).

As well as reading from a file, nag_opt_read (e04xyc) will also read from stdin. This allows
redirection to be used to supply the file; it also permits nag_opt_read (e04xyc) to be used interactively
by supplying values from the keyboard.

Checks are made that the values read in are of valid type for the optional parameter specified and
(except for nag_opt_nlp_sparse (e04ugc)) that the value is within the range for that argument. If a value
is accepted, a printed confirmation of the setting of the relevant argument will be output if
print ¼ Nag TRUE. An unacceptable argument name or value will give an error message if
fail:print ¼ Nag TRUE.

4 References

None.

5 Arguments

1: name – const char * Input

On entry: a character string specifying either the NAG six character name or the NAG long name
of the proposed optimization function. The case of the character string is disregarded.

2: opt file – const char * Input

On entry: the name of the file which specifies the optional parameter values. If stdin is to be
used, the string "stdin" should be supplied. The set of option values must be preceded by the
keyword begin followed by the function name for which the set of options is being supplied.
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The function name may be the six character NAG name of an optimization function or its
associated long name.

Each option value specified in the file must be preceded by the name of the optional parameter.
The argument name and value must be separated by at least one blank space or an equals symbol.
nag_opt_read (e04xyc) will read to the end of file or until the keyword end is found or until
another begin is found. C style comments may be placed within a set of option values to aid
your documentation. Outside the option value sets, text need not be within C style comment
delimiters.

Note: assignment to function pointers in the options structure, memory allocation to array
pointers and assignment of trailing array dimensions cannot be performed from an options file.
These must be assigned directly to the options structure in your calling program.

3: options – Nag_E04_Opt * Input/Output

On entry: the options structure may or may not have previously been initialized, and had values
assigned to its members.

On exit: the options structure, initialized and with values assigned according to the values found
in the options file.

4: print – Nag_Boolean Input

On entry: if Nag_TRUE a message confirming the setting of each option will be output.

5: outfile – const char * Input

On entry: a character string specifying the name of the file to which confirmation messages
should be output. If stdout is required then the string "stdout" should be given. When
print ¼ Nag FALSE the empty string "" can be supplied as outfile will be ignored.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_STOP_LT_START and NE_CHECK_LT_ONE are specific to option setting for nag_opt_conj_grad
(e04dgc), nag_opt_nlin_lsq (e04unc) and nag_opt_nlp_solve (e04wdc).

NE_CHECK_LT_ONE

Value valueh i given to stringh i is less than 1.

NE_FIELD_UNKNOWN

(line valueh i) ‘ stringh i’ is not a permitted structure member or option for stringh i.

NE_INVALID_BEGIN

The Begin statement occurring in data file from which options are being read is not valid.

NE_INVALID_ENUM_RANGE

Enum value stringh i given to optionh i is not valid for this function.

NE_INVALID_INT_RANGE_1

Value valueh i given to optionh i is not valid. Correct range is optionh i valueh i.

NE_INVALID_INT_RANGE_2

Value valueh i given to optionh i is not valid. Correct range is valueh i optionh i valueh i.
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NE_INVALID_OPTION

(line valueh i) stringh i cannot be assigned to using an options file.

NE_INVALID_OPTION_NAME

(line valueh i) ‘ stringh i’ is not a valid name for a structure member or option.
This error message is output if, for example, the specified string contains characters which are
not permitted in a variable name in the C programming language.

NE_INVALID_REAL_RANGE_CONS

Value valueh i given to optionh i not valid. The argument optionh i must satisfy constrainth i.

NE_INVALID_REAL_RANGE_E

Value valueh i given to optionh i is not valid. Correct range is optionh i valueh i.

NE_INVALID_REAL_RANGE_EF

Value valueh i given to optionh i is not valid. Correct range is valueh i optionh i valueh i.

NE_INVALID_REAL_RANGE_F

Value valueh i given to optionh i is not valid. Correct range is optionh i valueh i.

NE_INVALID_REAL_RANGE_FF

Value valueh i given to optionh i is not valid. Correct range is valueh i optionh i valueh i.

NE_INVALID_TEXT_RANGE

Value stringh i given to optionh i not valid.

NE_INVALID_VALUE

(line valueh i) is not a permitted structure member or option for stringh i.

NE_NO_VALUE

(line valueh i) no value found for option stringh i.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_NOT_FUN_NAME

The string, stringh i, supplied in the argument name is not the name of any C Library function
with option setting facilities.

NE_NOT_READ_FILE

Cannot open file stringh i for reading.

NE_STOP_LT_START

Value given to obj_check_stop, valueh i, is less than value given to obj_check_start, valueh i.

NE_UNBALANCED_COMMENT

Unbalanced comment starting on line valueh i found in options file.
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NE_WRITE_ERROR

Error occurred when writing to file stringh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_read (e04xyc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_conj_grad (e04dgc), nag_opt_lsq_no_deriv (e04fcc), nag_opt_lsq_deriv
(e04gbc), nag_opt_bounds_2nd_deriv (e04lbc), nag_opt_lp (e04mfc), nag_opt_qp (e04nfc), na
g_opt_nlp_sparse (e04ugc) and nag_opt_nlp_solve (e04wdc).
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NAG Library Function Document

nag_opt_free (e04xzc)

1 Purpose

nag_opt_free (e04xzc) is the function for freeing memory allocated by a NAG C Library function to the
e04 options structure, type Nag_E04_Opt. The function will only free memory which has been allocated
to pointers within the options structure by an optimization function; it will not free memory you have
allocated. The standard C function free() must not be used for freeing NAG allocated memory in
Chapter e04.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_free (Nag_E04_Opt *options, const char *p_name, NagError *fail)

3 Description

The optimization functions of Chapter e04 have a number of optional parameters, which are set by
means of a structure of type Nag_E04_Opt. Optional parameter values can be assigned to members of
the options structure directly in the program text and/or by supplying the optional values in a file to be
read by the function nag_opt_read (e04xyc).

Many of the optimization functions use pointers within the options structure as arrays. The appropriate
amount of memory for the arrays will be allocated internally by the optimization function being used.
The same options structure may be used in several calls to an optimization function: NAG allocated
memory will be automatically freed and reallocated on each call to the optimization function. This is
the recommended method of use of the pointers within the options structure.

If users wish to free NAG allocated memory from the options structure at any point in their program,
then nag_opt_free (e04xzc) must be used to perform the freeing operation.

Memory may be allocated to the pointers in the options structure if the NAG default memory allocation
is not wanted — nag_opt_free (e04xzc) will not free this user allocated memory. Dynamic memory
allocated by you should be freed by the standard C library function free(). If it is intended to re-enter
a NAG optimization function after this use of free(), with the intention of using the NAG default
memory allocation, then the pointer involved must be set to NULL before re-entry.

The purpose of using nag_opt_free (e04xzc) to free NAG allocated memory instead of free() is to
allow the optimization functions to maintain knowledge of which pointers have been allocated memory
by a NAG function and you have allocated memory. If nag_opt_free (e04xzc) is not used to free the
NAG allocated memory and the standard C function free() is used instead then there is the danger
that any memory which is dynamically allocated will be freed by the optimization function.

To conserve memory nag_opt_free (e04xzc) should also be used to free NAG allocated memory within
the options structure when that memory is no longer required, e.g., before returning from the function
which calls the NAG C Library Chapter e04 functions. Any memory not freed will, of course, be freed
when your program terminates.

4 References

None.
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5 Arguments

1: options – Nag_E04_Opt * Input/Output

On entry: the options structure that was used in a call to an optimization function in Chapter e04.
The pointers within the structure may have either NAG allocated memory or user allocated
memory.

On exit: those pointers selected (see argument p_name) which pointed to NAG allocated memory
will have been freed and set to NULL. Any user allocated memory will not be freed.

2: p name – const char * Input

On entry: a character string specifying which pointer is to be freed. The string should give the
optional parameter or structure member name. If you wish to free all NAG allocated memory
then an empty string "" or the string "all" should be given. Please note that p_name is case
sensitive and as such upper-case letters should not be used unless explicitly required.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_STR_UNKNOWN

String supplied, stringh i, does not match name of any pointer in the options structure.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_free (e04xzc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_lsq_no_deriv (e04fcc), nag_opt_lsq_deriv (e04gbc), nag_opt_lp (e04mfc),
nag_opt_qp (e04nfc), nag_opt_nlp_solve (e04wdc) and nag_opt_lsq_covariance (e04ycc).
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NAG Library Function Document

nag_opt_lsq_check_deriv (e04yac)

1 Purpose

nag_opt_lsq_check_deriv (e04yac) checks that a user-supplied C function for evaluating a vector of
functions and the matrix of their first derivatives produces derivative values which are consistent with
the function values calculated.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_lsq_check_deriv (Integer m, Integer n,

void (*lsqfun)(Integer m, Integer n, const double x[], double fvec[],
double fjac[], Integer tdfjac, Nag_Comm *comm),

const double x[], double fvec[], double fjac[], Integer tdfjac,
Nag_Comm *comm, NagError *fail)

3 Description

The function nag_opt_lsq_deriv (e04gbc) for minimizing a sum of squares of m nonlinear functions (or
‘residuals’), fi x1; x2; . . . ; xnð Þ, for i ¼ 1; 2; . . . ;m and m 	 n, requires you to supply a C function to
evaluate the fi and their first derivatives. nag_opt_lsq_check_deriv (e04yac) checks the derivatives
calculated by such a user-supplied function. As well as the C function to be checked (lsqfun), you must
supply a point x ¼ x1; x2; . . . ; xnð ÞT at which the check is to be made.

nag_opt_lsq_check_deriv (e04yac) first calls lsqfun to evaluate the fi xð Þ and their first derivatives, and

uses these to calculate the sum of squares F xð Þ ¼
Pm

i¼1 fi xð Þ½ �2, and its first derivatives gj ¼
@f

@xj jx
, for

j ¼ 1; 2; . . . ; n. The components of g along two orthogonal directions (defined by unit vectors p1 and p2,
say) are then calculated; these will be gTp1 and gTp2 respectively. The same components are also
estimated by finite differences, giving quantities

vk ¼
F xþ hpkð Þ � F xð Þ

h
; k ¼ 1; 2

where h is a small positive scalar. If the relative difference between v1 and gTp1 or between v2 and gTp2
is judged too large, an error indicator is set.

4 References

None.

5 Arguments

1: m – Integer Input
2: n – Integer Input

On entry: the number m of residuals, fi xð Þ, and the number n of variables, xj.

Constraint: 1 � n � m.
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3: lsqfun – function, supplied by the user External Function

lsqfun must calculate the vector of values fi xð Þ and their first derivatives
@fi
@xj

at any point x.

(The minimization function nag_opt_lsq_deriv (e04gbc) gives you the option of resetting an
argument, comm!flag, to terminate the minimization process immediately. nag_opt_lsq_check_
deriv (e04yac) will also terminate immediately, without finishing the checking process, if the
argument in question is reset to a negative value.)

The specification of lsqfun is:

void lsqfun (Integer m, Integer n, const double x[], double fvec[],
double fjac[], Integer tdfjac, Nag_Comm *comm)

1: m – Integer Input
2: n – Integer Input

On entry: the numbers m and n of residuals and variables, respectively.

3: x½n� – const double Input

On entry: the point x at which the values of the fi and the
@fi
@xj

are required.

4: fvec½m� – double Output

On exit: unless comm!flag is reset to a negative number, then fvec½i � 1� must contain
the value of fi at the point x, for i ¼ 1; 2; . . . ;m.

5: fjac½m� tdfjac� – double Output

On exit: unless comm!flag is reset to a negative number, then the value in

fjac½ i � 1ð Þ � tdfjacþ j � 1� must be the first derivative
@fi
@xj

at the point x, for

i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n.

6: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to lsqfun.

flag – Integer Input/Output

On entry: comm!flag will be set to 2.

On exit: if lsqfun resets comm!flag to some negative number then
nag_opt_lsq_check_deriv (e04yac) will terminate immediately with the error
indicator NE_USER_STOP. If fail is supplied to nag_opt_lsq_check_deriv
(e04yac), fail:errnum will be set to your setting of comm!flag.

first – Nag_Boolean Input

On entry: will be set to Nag_TRUE on the first call to lsqfun and Nag_FALSE
for all subsequent calls.

nf – Integer Input

On entry: the number of calls made to lsqfun including the current one.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void * with a C compiler that defines void * and
char * otherwise. Before calling nag_opt_lsq_check_deriv (e04yac) these
pointers may be allocated memory and initialized with various quantities for
use by lsqfun when called from nag_opt_lsq_check_deriv (e04yac).

The array x must not be changed within lsqfun.

4: x½n� – const double Input

On entry: x½j � 1�, for j ¼ 1; 2; . . . ; n, must be set to the coordinates of a suitable point at which
to check the derivatives calculated by lsqfun. ‘Obvious’ settings, such as 0.0 or 1.0, should not
be used since, at such particular points, incorrect terms may take correct values (particularly
zero), so that errors can go undetected. For a similar reason, it is preferable that no two elements
of x should have the same value.

5: fvec½m� – double Output

On exit: unless comm!flag is set negative in the first call of lsqfun, fvec½i � 1� contains the
value of fi at the point given in x, for i ¼ 1; 2; . . . ;m.

6: fjac½m� tdfjac� – double Output

On ex i t : un l e s s comm!flag i s s e t nega t ive in the fi r s t ca l l o f l sq fun ,

fjac½ i � 1ð Þ � tdfjacþ j � 1� contains the value of the first derivative
@fi
@xj

at the point given in

x, as calculated by lsqfun, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ; n.

7: tdfjac – Integer Input

On entry: the stride separating matrix column elements in the array fjac.

Constraint: tdfjac 	 n.

8: comm – Nag_Comm * Input/Output

Note: comm is a NAG defined type (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

On entry/exit: structure containing pointers for communication to the user-defined function; see
the above description of lsqfun for details. If you do not need to make use of this communication
feature the null pointer NAGCOMM_NULL may be used in the call to nag_opt_lsq_check_deriv
(e04yac); comm will then be declared internally for use in calls to lsqfun.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m 	 n.

On entry, tdfjac ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdfjac 	 n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_DERIV_ERRORS

Large errors were found in the derivatives of the objective function. You should check carefully

the derivation and programming of expressions for the
@fi
@xj

, because it is very unlikely that

lsqfun is calculating them correctly.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_USER_STOP

User requested termination, user flag value ¼ valueh i.
This exit occurs if you set comm!flag to a negative value in lsqfun. If fail is supplied the value
of fail:errnum will be the same as your setting of comm!flag. The check on lsqfun will not
have been completed.

7 Accuracy

fail.code is set to NE_DERIV_ERRORS if

vk � gTpk
� �2 	 h� gTpk

� �2 þ 1
� �

for k ¼ 1 or 2. (See Section 3 for definitions of the quantities involved.) The scalar h is set equal to
ffiffi
�
p

,
where � is the machine precision as given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_opt_lsq_check_deriv (e04yac) is not threaded in any implementation.

9 Further Comments

nag_opt_lsq_check_deriv (e04yac) calls lsqfun three times.

Before using nag_opt_lsq_check_deriv (e04yac) to check the calculation of the first derivatives, you
should be confident that lsqfun is calculating the residuals correctly.

10 Example

Suppose that it is intended to use nag_opt_lsq_deriv (e04gbc) to find least squares estimates of x1, x2
and x3 in the model

y ¼ x1 þ
t1

x2t2 þ x3t3
using the 15 sets of data given in the following table:
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y t1 t2 t3
0:14 1:0 15:0 1:0
0:18 2:0 14:0 2:0
0:22 3:0 13:0 3:0
0:25 4:0 12:0 4:0
0:29 5:0 11:0 5:0
0:32 6:0 10:0 6:0
0:35 7:0 9:0 7:0
0:39 8:0 8:0 8:0
0:37 9:0 7:0 7:0
0:58 10:0 6:0 6:0
0:73 11:0 5:0 5:0
0:96 12:0 4:0 4:0
1:34 13:0 3:0 3:0
2:10 14:0 2:0 2:0
4:39 15:0 1:0 1:0

The following program could be used to check the first derivatives calculated by the required function
lsqfun. (The tests of whether comm!flag 6¼ 0 or 1 in lsqfun are present for when lsqfun is called by
nag_opt_lsq_deriv (e04gbc). nag_opt_lsq_check_deriv (e04yac) will always call lsqfun with
comm!flag set to 2.)

10.1 Program Text

/* nag_opt_lsq_check_deriv (e04yac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], double fjac[], Integer tdfjac,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define Y(I) comm.user[I]
#define T(I, J) comm.user[(I) *n + (J) + m]
#define YC(I) comm->user[(I)]
#define TC(I, J) comm->user[(I) *n + (J) + m]
#define FJAC(I, J) fjac[(I) *tdfjac + (J)]

int main(void)
{

Integer exit_status = 0, i, j, m, n, tdfjac;
NagError fail;
Nag_Comm comm;
double *fjac = 0, *fvec = 0, *work = 0, *x = 0;

INIT_FAIL(fail);
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printf("nag_opt_lsq_check_deriv (e04yac) Example Program Results\n");
#ifdef _WIN32

scanf_s(" %*[^\n]"); /* Skip heading in data file */
#else

scanf(" %*[^\n]"); /* Skip heading in data file */
#endif

n = 3;
m = 15;
if (n >= 1 && m >= 1 && n <= m) {

if (!(fjac = NAG_ALLOC(m * n, double)) ||
!(fvec = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n, double)) || !(work = NAG_ALLOC(m + m * n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdfjac = n;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}

/* Allocate memory to communication array */
comm.user = work;

/* Observations t (j = 0, 1, 2) are held in T(i, j)
* (i = 0, 1, 2, . . ., 14) */

for (i = 0; i < m; ++i) {
#ifdef _WIN32

scanf_s("%lf", &Y(i));
#else

scanf("%lf", &Y(i));
#endif
#ifdef _WIN32

for (j = 0; j < n; ++j)
scanf_s("%lf", &T(i, j));

#else
for (j = 0; j < n; ++j)

scanf("%lf", &T(i, j));
#endif

}

/* Set up an arbitrary point at which to check the 1st derivatives */
x[0] = 0.19;
x[1] = -1.34;
x[2] = 0.88;
printf("\nThe test point is ");
for (j = 0; j < n; ++j)

printf(" %12.3e", x[j]);
printf("\n");

/* nag_opt_lsq_check_deriv (e04yac).
* Least squares derivative checker for use with
* nag_opt_lsq_deriv (e04gbc)
*/

nag_opt_lsq_check_deriv(m, n, lsqfun, x, fvec, fjac, tdfjac, &comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_lsq_check_deriv (e04yac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nDerivatives are consistent with residual values.\n");
printf("\nAt the test point, lsqfun() gives\n\n");
printf(" Residuals 1st derivatives\n");
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for (i = 0; i < m; ++i) {
printf(" %12.3e ", fvec[i]);
for (j = 0; j < n; ++j)

printf(" %12.3e", FJAC(i, j));
printf("\n");

}
END:

NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(x);
NAG_FREE(work);
return exit_status;

}

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], double fjac[], Integer tdfjac,
Nag_Comm *comm)

{
/* Function to evaluate the residuals and their 1st derivatives. */

Integer i;
double denom, dummy;

for (i = 0; i < m; ++i) {
denom = x[1] * TC(i, 1) + x[2] * TC(i, 2);
if (comm->flag != 1)

fvec[i] = x[0] + TC(i, 0) / denom - YC(i);
if (comm->flag != 0) {

FJAC(i, 0) = 1.0;
dummy = -1.0 / (denom * denom);
FJAC(i, 1) = TC(i, 0) * TC(i, 1) * dummy;
FJAC(i, 2) = TC(i, 0) * TC(i, 2) * dummy;

}
}

} /* lsqfun */

10.2 Program Data

nag_opt_lsq_check_deriv (e04yac) Example Program Data

0.14 1.0 15.0 1.0
0.18 2.0 14.0 2.0
0.22 3.0 13.0 3.0
0.25 4.0 12.0 4.0
0.29 5.0 11.0 5.0
0.32 6.0 10.0 6.0
0.35 7.0 9.0 7.0
0.39 8.0 8.0 8.0
0.37 9.0 7.0 7.0
0.58 10.0 6.0 6.0
0.73 11.0 5.0 5.0
0.96 12.0 4.0 4.0
1.34 13.0 3.0 3.0
2.10 14.0 2.0 2.0
4.39 15.0 1.0 1.0

10.3 Program Results

nag_opt_lsq_check_deriv (e04yac) Example Program Results

The test point is 1.900e-01 -1.340e+00 8.800e-01

Derivatives are consistent with residual values.

At the test point, lsqfun() gives

Residuals 1st derivatives
-2.029e-03 1.000e+00 -4.061e-02 -2.707e-03
-1.076e-01 1.000e+00 -9.689e-02 -1.384e-02
-2.330e-01 1.000e+00 -1.785e-01 -4.120e-02
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-3.785e-01 1.000e+00 -3.043e-01 -1.014e-01
-5.836e-01 1.000e+00 -5.144e-01 -2.338e-01
-8.689e-01 1.000e+00 -9.100e-01 -5.460e-01
-1.346e+00 1.000e+00 -1.810e+00 -1.408e+00
-2.374e+00 1.000e+00 -4.726e+00 -4.726e+00
-2.975e+00 1.000e+00 -6.076e+00 -6.076e+00
-4.013e+00 1.000e+00 -7.876e+00 -7.876e+00
-5.323e+00 1.000e+00 -1.040e+01 -1.040e+01
-7.292e+00 1.000e+00 -1.418e+01 -1.418e+01
-1.057e+01 1.000e+00 -2.048e+01 -2.048e+01
-1.713e+01 1.000e+00 -3.308e+01 -3.308e+01
-3.681e+01 1.000e+00 -7.089e+01 -7.089e+01
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NAG Library Function Document

nag_opt_lsq_covariance (e04ycc)

1 Purpose

nag_opt_lsq_covariance (e04ycc) returns estimates of elements of the variance-covariance matrix of the
estimated regression coefficients for a nonlinear least squares problem. The estimates are derived from
the Jacobian of the function f xð Þ at the solution.

nag_opt_lsq_covariance (e04ycc) may be used following either of the NAG C Library nonlinear least
squares functions nag_opt_lsq_no_deriv (e04fcc), nag_opt_lsq_deriv (e04gbc).

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_lsq_covariance (Integer job, Integer m, Integer n,
double fsumsq, double cj[], Nag_E04_Opt *options, NagError *fail)

3 Description

nag_opt_lsq_covariance (e04ycc) is intended for use when the nonlinear least squares function,
F xð Þ ¼ fT xð Þf xð Þ, represents the goodness-of-fit of a nonlinear model to observed data. It assumes that
the Hessian of F xð Þ, at the solution, can be adequately approximated by 2JTJ, where J is the Jacobian
of f xð Þ at the solution. The estimated variance-covariance matrix C is then given by

C ¼ �2 JTJ
� ��1

JTJ nonsingular;

where �2 is the estimated variance of the residual at the solution, �x, given by

�2 ¼ F �xð Þ
m� n;

m being the number of observations and n the number of variables.

The diagonal elements of C are estimates of the variances of the estimated regression coefficients. See
the e04 Chapter Introduction, Bard (1974) and Wolberg (1967) for further information on the use of the
matrix C.

When JTJ is singular then C is taken to be

C ¼ �2 JTJ
� �y

;

where JTJð Þy is the pseudo-inverse of JTJ , and �2 ¼ F �xð Þ
m�k; k ¼ rank Jð Þ but in this case the argument

fail is returned with fail:code ¼ NW LIN DEPEND as a warning to you that J has linear dependencies
in its columns. The assumed rank of J can be obtained from fail:errnum.

The function can be used to find either the diagonal elements of C, or the elements of the jth column of
C, or the whole of C.

nag_opt_lsq_covariance (e04ycc) must be preceded by one of the nonlinear least squares functions
mentioned in Section 1, and requires the arguments fsumsq and options to be supplied by those
functions. fsumsq is the residual sum of squares F �xð Þ while the structure options contains the members
options!s and options!v which give the singular values and right singular vectors respectively in the
singular value decomposition of J .
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4 References

Bard Y (1974) Nonlinear Parameter Estimation Academic Press

Wolberg J R (1967) Prediction Analysis Van Nostrand

5 Arguments

1: job – Integer Input

On entry: indicates which elements of C are returned as follows:

job ¼ �1
The n by n symmetric matrix C is returned.

job ¼ 0
The diagonal elements of C are returned.

job > 0
The elements of column job of C are returned.

Constraint: �1 � job � n.

2: m – Integer Input

On entry: the number m of observations (residuals fi xð Þ).
Constraint: m 	 n.

3: n – Integer Input

On entry: the number n of variables xj
� �

.

Constraint: 1 � n � m.

4: fsumsq – double Input

On entry: the sum of squares of the residuals, F �xð Þ, at the solution �x, as returned by the
nonlinear least squares function.

Constraint: fsumsq 	 0:0.

5: cj½n� – double Output

On exit: with job ¼ 0, cj returns the n diagonal elements of C. With job ¼ j > 0, cj returns the
n elements of the jth column of C. When job ¼ �1, cj is not referenced.

6: options – Nag_E04_Opt * Input/Output

On entry/exit: the structure used in the call to the nonlinear least squares function. The following
members are relevant to nag_opt_lsq_covariance (e04ycc), their values should not be altered
between the call to the least squares function and the call to nag_opt_lsq_covariance (e04ycc).

s – double Input

On entry: the pointer to the n singular values of the Jacobian as returned by the nonlinear
least squares function.

v – double Input/Output

On entry: the pointer to the n by n right-hand orthogonal matrix (the right singular
vectors) of J as returned by the nonlinear least squares function.

On exit: when job 	 0 then v is unchanged.
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When job ¼ �1 then the leading n by n part of v is overwritten by the n by n matrix C.
Matrix element i; j is held in v½ i� 1ð Þ � tdvþ j� 1� for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ; n.

tdv – Integer Input

On entry: the trailing dimension used by v.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, job ¼ valueh i while n ¼ valueh i. These arguments must satisfy job � n.

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m 	 n.

NE_INT_ARG_LT

On entry, job must not be less than �1: job ¼ valueh i.
On entry, n must not be less than 1: n ¼ valueh i.

NE_REAL_ARG_LT

On entry, fsumsq must not be less than 0.0: fsumsq ¼ valueh i.

NE_SINGULAR_VALUES

The singular values are all zero, so that at the solution the Jacobian matrix has rank 0.

NW_LIN_DEPEND

At the solution the Jacobian matrix contains linear, or near linear, dependencies amongst its
columns. J assumed to have rank valueh i.
In this case the required elements of C have still been computed based upon J having an
assumed rank given by fail:errnum. The rank is computed by regarding singular values
options:s½j� that are not larger than 10�� options:s½0� as zero, where � is the machine precision
(see nag_machine_precision (X02AJC)). If you expect near linear dependencies at the solution
and are happy with this tolerance in determining rank you should not call nag_opt_lsq_covar
iance (e04ycc) with the null pointer NAGERR_DEFAULT as the argument fail but should
specifically declare and initialize a NagError structure for the argument fail.

Overflow

If overflow occurs then either an element of C is very large, or the singular values or singular
vectors have been incorrectly supplied.

7 Accuracy

The computed elements of C will be the exact covariances corresponding to a closely neighbouring
Jacobian matrix J .

8 Parallelism and Performance

nag_opt_lsq_covariance (e04ycc) is not threaded in any implementation.
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9 Further Comments

When job ¼ �1 the time taken by the function is approximately proportional to n3. When job 	 0 the
time taken by the function is approximately proportional to n2.

10 Example

This example estimates the variance-covariance matrix C for the least squares estimates of x1, x2 and
x3 in the model

y ¼ x1 þ
t1

x2t2 þ x3t3
using the 15 sets of data given in the following table:

y
0:14 1:0endgroup15:01:00:182:0endgroup14:02:00:223:0endgroup13:03:00:254:0endgroup12:04:00:295:0endgroup11:05

The program uses (0.5,1.0,1.5) as the initial guess at the position of the minimum and computes the
least squares solution using nag_opt_lsq_no_deriv (e04fcc). Note that the structure options is initialized
by nag_opt_init (e04xxc) before calling nag_opt_lsq_no_deriv (e04fcc). See the function documents for
nag_opt_lsq_no_deriv (e04fcc), nag_opt_init (e04xxc) and nag_opt_free (e04xzc) for further
information.

10.1 Program Text

/* nag_opt_lsq_covariance (e04ycc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag_stdlib.h>
#include <nage04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

/* Define a user structure template to store data in lsqfun */
struct user
{

double *y;
double *t;

};

#define T(I, J) t[(I) *tdt + J]

int main(void)
{

Integer exit_status = 0, i, j, job, m, n, nt, tdj, tdt;
NagError fail;
Nag_Comm comm;
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Nag_E04_Opt options;
double *cj = 0, *fjac = 0, fsumsq, *fvec = 0, *x = 0;
struct user s;

INIT_FAIL(fail);

s.y = 0;
s.t = 0;
printf("nag_opt_lsq_covariance (e04ycc) Example Program Results\n");

#ifdef _WIN32
scanf_s(" %*[^\n]"); /* Skip heading in data file */

#else
scanf(" %*[^\n]"); /* Skip heading in data file */

#endif
n = 3;
m = 15;
nt = 3;
if (n >= 1 && n <= m) {

if (!(fjac = NAG_ALLOC(m * n, double)) ||
!(fvec = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(cj = NAG_ALLOC(n, double)) ||
!(s.y = NAG_ALLOC(m, double)) || !(s.t = NAG_ALLOC(m * nt, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdj = n;
tdt = nt;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
/* Read data into structure.
* Observations t (j = 0, 1, 2) are held in s->t[i][j]
* (i = 0, 1, 2, . . ., 14)
*/

for (i = 0; i < m; ++i) {
#ifdef _WIN32

scanf_s("%lf", &s.y[i]);
#else

scanf("%lf", &s.y[i]);
#endif
#ifdef _WIN32

for (j = 0; j < nt; ++j)
scanf_s("%lf", &s.T(i, j));

#else
for (j = 0; j < nt; ++j)

scanf("%lf", &s.T(i, j));
#endif

}

/* Set up the starting point */
x[0] = 0.5;
x[1] = 1.0;
x[2] = 1.5;

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options); /* Initialize options structure */

/* Turn off most monitoring information from e04fcc */
options.list = Nag_FALSE;
options.print_level = Nag_Soln;

/* Assign address of user defined structure to
* comm.p for communication to lsqfun().
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*/
comm.p = (Pointer) &s;

/* nag_opt_lsq_no_deriv (e04fcc).
* Unconstrained nonlinear least squares (no derivatives
* required)
*/

fflush(stdout);
nag_opt_lsq_no_deriv(m, n, lsqfun, x, &fsumsq, fvec, fjac, tdj,

&options, &comm, &fail);
if (fail.code != NE_NOERROR && fail.code != NW_COND_MIN) {

printf("Error from nag_opt_lsq_no_deriv (e04fcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

job = 0;
/* nag_opt_lsq_covariance (e04ycc).
* Covariance matrix for nonlinear least squares
*/

nag_opt_lsq_covariance(job, m, n, fsumsq, cj, &options, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_lsq_covariance (e04ycc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nEstimates of the variances of the sample regression");
printf(" coefficients are:\n");
for (i = 0; i < n; ++i)

printf(" %15.5e", cj[i]);
printf("\n");

/* Free memory allocated to pointers s and v */
/* nag_opt_free (e04xzc).
* Memory freeing function for use with option setting
*/

nag_opt_free(&options, "all", &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_opt_free (e04xzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(fjac);
NAG_FREE(fvec);
NAG_FREE(x);
NAG_FREE(cj);
NAG_FREE(s.y);
NAG_FREE(s.t);

return exit_status;
}

static void NAG_CALL lsqfun(Integer m, Integer n, const double x[],
double fvec[], Nag_Comm *comm)

{
/* Function to evaluate the residuals.
*
* The address of the user defined structure is recovered in each call
* to lsqfun() from comm->p and the structure used in the calculation
* of the residuals.
*/

Integer i, tdt;
struct user *s = (struct user *) comm->p;
tdt = n;
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for (i = 0; i < m; ++i)
fvec[i] = x[0] +

s->T(i, 0) / (x[1] * s->T(i, 1) + x[2] * s->T(i, 2)) - s->y[i];
} /* lsqfun */

10.2 Program Data

nag_opt_lsq_covariance (e04ycc) Example Program Data
0.14 1.0 15.0 1.0
0.18 2.0 14.0 2.0
0.22 3.0 13.0 3.0
0.25 4.0 12.0 4.0
0.29 5.0 11.0 5.0
0.32 6.0 10.0 6.0
0.35 7.0 9.0 7.0
0.39 8.0 8.0 8.0
0.37 9.0 7.0 7.0
0.58 10.0 6.0 6.0
0.73 11.0 5.0 5.0
0.96 12.0 4.0 4.0
1.34 13.0 3.0 3.0
2.10 14.0 2.0 2.0
4.39 15.0 1.0 1.0

10.3 Program Results

nag_opt_lsq_covariance (e04ycc) Example Program Results

Final solution:

x g Residuals
8.24106e-02 3.0423e-10 -5.8811e-03
1.13304e+00 -2.0975e-10 -2.6534e-04
2.34370e+00 -7.1256e-11 2.7469e-04

6.5415e-03
-8.2299e-04
-1.2995e-03
-4.4631e-03
-1.9963e-02
8.2216e-02

-1.8212e-02
-1.4811e-02
-1.4710e-02
-1.1208e-02
-4.2040e-03
6.8079e-03

The sum of squares is 8.2149e-03.

Estimates of the variances of the sample regression coefficients are:
1.53120e-04 9.48024e-02 8.77806e-02
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NAG Library Function Document

nag_opt_handle_opt_set (e04zmc)

1 Purpose

nag_opt_handle_opt_set (e04zmc) is an option setting routine for solvers from the NAG optimization
modelling suite, namely nag_opt_handle_solve_ipopt (e04stc) and nag_opt_handle_solve_pennon
(e04svc). It can set a single optional parameter or reset all of them to their default.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_opt_set (void *handle, const char *optstr,
NagError *fail)

3 Description

nag_opt_handle_opt_set (e04zmc) can only be called on handles which have been initialized by
nag_opt_handle_init (e04rac) and not during the call to the solver. It has two purposes: to reset all
optional parameters to their default values; or to set a single optional parameter to a user-supplied
value.

Optional parameters and their values are, in general, presented as a character string, optstr, of the form
‘option ¼ optval’; alphabetic characters can be supplied in either upper or lower case. Both option and
optval may consist of one or more tokens separated by white space. The tokens that comprise optval
will normally be either an integer, real or character value as defined in the description of the specific
optional argument. In addition all optional parameters can take an optval DEFAULT which resets the
optional parameter to its default value.

Information relating to available option names and their corresponding valid values is given in the
documentation of the particular solver. See also nag_opt_handle_init (e04rac) for a generic description
of the suite.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: optstr – const char * Input

On entry: a string identifying the option and its value to be set.

Defaults
Resets all options to their default values.

Option ¼ optval
See the documentation of the particular solver for details of valid values for option and
optval. The equals sign (¼) delimiter must be used to separate the option from its optval
value.
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Option ¼ Default
Resets the given option back to its default value.

optstr is case insensitive. Each token in the option and optval component must be separated by at
least one space.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_FORMAT

On entry, could not convert the specified optval to an integer: optval ¼ valueh i.
On entry, could not convert the specified optval to a real: optval ¼ valueh i.
On entry, the expected delimiter ‘¼’ was not found in optstr: optstr ¼ valueh i.

NE_INVALID_OPTION

On entry, the option supplied in optstr was not recognized: optstr ¼ valueh i.

NE_INVALID_VALUE

On entry, the optval supplied for the character optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval < valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval > valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval � valueh i.
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On entry, the optval supplied for the integer optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval 	 valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval < valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval > valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval � valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
option ¼ valueh i, optval ¼ valueh i.
Constraint: optval 	 valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PHASE

The options cannot be modified in this phase.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_opt_set (e04zmc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See the example programs associated with the solvers nag_opt_handle_solve_ipopt (e04stc) and
nag_opt_handle_solve_pennon (e04svc) for a demonstration of how to use nag_opt_handle_opt_set
(e04zmc). See also Section 10 in nag_opt_handle_init (e04rac) for links to all examples in this suite.
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NAG Library Function Document

nag_opt_handle_opt_get (e04znc)

1 Purpose

nag_opt_handle_opt_get (e04znc) is an option getting routine for solvers from the NAG optimization
modelling suite, namely nag_opt_handle_solve_ipopt (e04stc) and nag_opt_handle_solve_pennon
(e04svc). It is used to query the value of optional parameters.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_opt_get (void *handle, const char *optstr,
Integer *ivalue, double *rvalue, char *cvalue, Integer lcvalue,
Nag_VariableType *optype, NagError *fail)

3 Description

nag_opt_handle_opt_get (e04znc) is used to query the current values of options. It can be especially
useful to retrieve the optional parameters left for automatic choice by the solver.

This function will normally return either an integer, real or character value dependent upon the type
associated with the optional parameter being queried. This is indicated by the returned value of optype.

Information relating to available option names is given in the documentation of the particular solver.
See also nag_opt_handle_init (e04rac) for a generic description of the suite.

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: optstr – const char * Input

On entry: a string identifying the option whose current value is required. See the documentation
of the particular solver for information on valid options.

3: ivalue – Integer * Output

On exit: if the optional parameter supplied in optstr is an integer-valued argument, ivalue will
hold its current value.

4: rvalue – double * Output

On exit: if the optional parameter supplied in optstr is a real-valued argument, rvalue will hold
its current value.
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5: cvalue – char * Output

Note: the string returned in cvalue will never exceed min lcvalue; 41ð Þ characters in length,
including the terminating NULL character.

On exit: if the optional parameter supplied in optstr is a character-valued argument, cvalue will
hold its current value.

6: lcvalue – Integer Input

On entry: length of the string cvalue. At most lcvalue� 1 non-null characters will be written into
cvalue.

Constraint: lcvalue > 1.

7: optype – Nag_VariableType * Output

On exit: indicates whether the optional parameter supplied in optstr is an integer, real or
character-valued argument and hence which of ivalue, rvalue or cvalue holds the current value.

optype ¼ Nag Integer
optstr is an integer-valued optional parameter; its current value has been returned in
ivalue.

optype ¼ Nag Real
optstr is a real-valued optional parameter; its current value has been returned in rvalue.

optype ¼ Nag Character
optstr is a character-valued optional parameter; its current value has been returned in
cvalue.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INT

On entry, lcvalue ¼ valueh i.
Constraint: lcvalue > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, the option supplied in optstr was not recognized: optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_TRUNCATED

On entry, optstr indicates a character optional parameter, but cvalue is too short to hold the
stored value. The returned value will be truncated.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_opt_handle_opt_get (e04znc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See the example program associated with the solver nag_opt_handle_solve_pennon (e04svc) for a
demonstration of how to use nag_opt_handle_opt_get (e04znc) to query options. See also Section 10 in
nag_opt_handle_init (e04rac) for links to all examples in the suite.
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NAG Library Function Document

nag_opt_handle_opt_set_file (e04zpc)

1 Purpose

nag_opt_handle_opt_set_file (e04zpc) is an option setting function for solvers from the NAG
optimization modelling suite, namely nag_opt_handle_solve_ipopt (e04stc) and nag_opt_handle_solve_
pennon (e04svc). It can set one or more optional parameters from an external file.

2 Specification

#include <nag.h>
#include <nage04.h>

void nag_opt_handle_opt_set_file (void *handle, Nag_FileID fileid,
NagError *fail)

3 Description

nag_opt_handle_opt_set_file (e04zpc) may be used to supply values for optional parameters to the
solver from an external file. It can only be called on handles which have been initialized by
nag_opt_handle_init (e04rac) and before the call to the solver. nag_opt_handle_opt_set_file (e04zpc)
looks in the file for a specific section containing the optional parameters. The section must start with a
line Begin and must finish with a line End. Anything outside the section is ignored. If there is more
than one section like this, only the first one is processed. Any line within the section is either blank or a
comment which is ignored or defines a single optional parameter as if it had been set by
nag_opt_handle_opt_set (e04zmc). The implied data type (character, integer or real) of each value to be
set must match that expected by the corresponding optional parameter. It is only necessary to supply
values for those arguments whose values are to be different from their default values. A comment
begins with an asterisk (*) and all subsequent characters to the end of the line are ignored. Comments
can also be placed after the optional parameter. The file is case insensitive.

Note that the optional parameters printed by the solver or by nag_opt_handle_print (e04ryc) are in the
compatible format. An example of a valid options file is:

Begin * Example options file
Print Level = 3
Monitoring Level = 5 * output all details
Monitoring File = 42 * to this file

End

4 References

None.

5 Arguments

1: handle – void * Input

On entry: the handle to the problem. It needs to be initialized by nag_opt_handle_init (e04rac)
and must not be changed.

2: fileid – Nag_FileID Input

On entry: the file identifier associated with the argument data file. Note: that the file needs to be
opened in read mode by nag_open_file (x04acc) with mode ¼ 0.
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3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_HANDLE

The supplied handle does not define a valid handle to the data structure for the NAG
optimization modelling suite. It has not been initialized by nag_opt_handle_init (e04rac) or it has
been corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_FORMAT

The expected delimiter ‘¼’ was not found on line valueh i.
The optval provided on line valueh i could not be converted to the expected numerical type.

NE_INVALID_OPTION

The option provided on line valueh i was not recognized.

NE_INVALID_VALUE

The optval provided on line valueh i for the character optional parameter is not valid.

The optval provided on line valueh i for the integer optional parameter is out of bounds.

The optval provided on line valueh i for the real optional parameter is out of bounds.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_READ_FILE

BEGIN found, but end-of-file found before END. All optional parameters that were set from the
file before this error was encountered will remain set on exit.

End-of-file or read error detected before BEGIN was found.

NE_PHASE

The options cannot be modified in this phase.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_opt_handle_opt_set_file (e04zpc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_opt_handle_init (e04rac) for links to all examples in the suite.
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NAG Library Chapter Contents

e05 – Global Optimization of a Function

e05 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

e05jac 9 nag_glopt_bnd_mcs_init
Initialization function for nag_glopt_bnd_mcs_solve (e05jbc)

e05jbc 9 nag_glopt_bnd_mcs_solve
Global optimization by multi-level coordinate search, simple bounds, using
function values only

e05jcc 9 nag_glopt_bnd_mcs_optset_file
Supply optional parameter values for nag_glopt_bnd_mcs_solve (e05jbc)
from external file

e05jdc 9 nag_glopt_bnd_mcs_optset_string
Set a single optional parameter for nag_glopt_bnd_mcs_solve (e05jbc) from
a character string

e05jec 9 nag_glopt_bnd_mcs_optset_char
Set a single optional parameter for nag_glopt_bnd_mcs_solve (e05jbc) from
an ‘ON’/‘OFF’-valued character argument

e05jfc 9 nag_glopt_bnd_mcs_optset_int
Set a single optional parameter for nag_glopt_bnd_mcs_solve (e05jbc) from
an integer argument

e05jgc 9 nag_glopt_bnd_mcs_optset_real
Set a single optional parameter for nag_glopt_bnd_mcs_solve (e05jbc) from
a real argument

e05jhc 9 nag_glopt_bnd_mcs_option_check
Determine whether an optional parameter for nag_glopt_bnd_mcs_solve
(e05jbc) has been set by you or not

e05jkc 9 nag_glopt_bnd_mcs_optget_int
Get the setting of an integer valued optional parameter of nag_
glopt_bnd_mcs_solve (e05jbc)

e05jlc 9 nag_glopt_bnd_mcs_optget_real
Get the setting of a real valued optional parameter of nag_
glopt_bnd_mcs_solve (e05jbc)

e05sac 23 nag_glopt_bnd_pso
Global optimization using particle swarm algorithm (PSO), bound
constraints only

e05sbc 23 nag_glopt_nlp_pso
Global optimization using particle swarm algorithm (PSO), comprehensive

e05ucc 23 nag_glopt_nlp_multistart_sqp
Global optimization using multi-start, nonlinear constraints

e05usc 24 nag_glopt_nlp_multistart_sqp_lsq
Global optimization of a sum of squares problem using multi-start,
nonlinear constraints
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e05zkc 23 nag_glopt_opt_set
Option setting routine for nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso
(e05sbc), nag_glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_nlp_mul
tistart_sqp_lsq (e05usc)

e05zlc 23 nag_glopt_opt_get
Option getting routine for nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso
(e05sbc), nag_glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_nlp_mul
tistart_sqp_lsq (e05usc)
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1 Scope of the Chapter

Global optimization involves finding the absolute maximum or minimum value of a function (the
objective function) of several variables, possibly subject to restrictions (defined by a set of bounds or
constraint functions) on the values of the variables. Such problems can be much harder to solve than
local optimization problems (which are discussed in Chapter e04) because it is difficult to determine
whether a potential optimum found is global, and because of the nonlocal methods required to avoid
becoming trapped near local optima. Most optimization functions in the NAG C Library are concerned
with function minimization only, since the problem of maximizing a given objective function F is
equivalent to minimizing �F . In nag_glopt_bnd_mcs_solve (e05jbc), nag_glopt_bnd_pso (e05sac) and
nag_glopt_nlp_pso (e05sbc), you may specify whether you are solving a minimization or maximization
problem; in the latter case, the required transformation of the objective function will be carried out
automatically. In what follows we refer exclusively to minimization problems.

This introduction is a brief guide to the subject of global optimization, designed for the casual user. For
further details you may find it beneficial to consult a more detailed text, see Neumaier (2004).
Furthermore, much of the material in the e04 Chapter Introduction is also relevant in this context and it
is strongly recommended that you read Section 2.6 in the e04 Chapter Introduction.

2 Background to the Problems

2.1 Problem Formulation

For the purposes of this Library, the global optimization problem is

minimize
x2Rn

F xð Þ subject to lx � x � ux and lc � c xð Þ � uc; ð1Þ

where F xð Þ (the objective function) is a real function; the vectors lx and ux are elements of �Rn, where
�R denotes the extended reals R [ �1;1f g; and where c is a vector of m constraint functions
c1; . . . ; cm, with lc and uc defining the constraints on c xð Þ. If m ¼ 0 the problem is said to be bound
constrained. Relational operators between vectors are interpreted elementwise. The feasible region � is
the set of all points (feasible points) that satisfy all of the constraints. A solution of (1) is a feasible
point x̂ 2 � satisfying

F x̂ð Þ ¼ min
x2�

F xð Þ:

A local minimum minimizes F only on some neighbourhood of x̂. If a local minimum has the smallest
objective value over all the local minima, then it is a global minimum.

2.2 Terminology

2.2.1 Complete Methods

A global optimization algorithm is called asymptotically complete if

(i) assuming indefinitely long run-time and exact computations, a global minimum will be found with
certainty (probability one), but

(ii) the algorithm has no way of knowing when a global minimum has been found.

In comparison, a complete method satisfies (i) as well as the algorithm being able to recognize a global
minimum (to prescribed tolerances) within a finite amount of time.

It is important to appreciate that, for finding a solution exactly, bounds on the amount of work may be
very pessimistic. What complete methods guarantee is the absence of any deficiency that would prevent
a global minimum from eventually being found. To achieve termination with certainty in a finite
amount of time, the algorithm requires access to global information about the problem. In the case
where only function values are available, as in nag_glopt_bnd_mcs_solve (e05jbc), stopping criteria
based on heuristics are present. This is because such a class of method can only terminate with certainty
by performing an expensive dense search.

In contrast, incomplete methods have intuitive heuristics for searching but no guarantee of not getting
stuck near nonglobal, local, minima. Often, to make incomplete methods efficient, expert knowledge on
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the particular problem class to be solved is required. Examples of incomplete methods include Particle
Swarm Optimization (PSO), Genetic Algorithms (GA), Simulated Annealing (SA), Ant Colony
Optimization (ACO) and Covariance Matrix Adaptation Evolutionary Strategies (CMA-ES). PSO has
been implemented in the functions nag_glopt_bnd_pso (e05sac) and nag_glopt_nlp_pso (e05sbc). Such
functions must also use heuristics to stop the algorithm as again an expensive, dense search would be
required to guarantee that no superior optima are present.

2.2.2 Branching

Most complete methods recursively split the original problem into smaller, more manageable
subproblems. This technique is called branching. Branching is usually accompanied by a selection
process that splits favourable branches more frequently than others. For example, with branch and
bound methods, bounds on the objective function for each subproblem are computed in an attempt to
eliminate those subregions where no improvement will occur.

Branching methods use a branching scheme to generate sequences of sub-boxes that eventually cover
the feasible region. At least one function evaluation is made for every sub-box, and new sub-boxes are
generated by splitting existing ones. Using appropriate splitting rules, convergence to zero of the
diameters of sub-boxes is assured. For example, always splitting the oldest box along the oldest side,
provided the children do not have too small a volume compared with the parent, guarantees
convergence of the method, in the sense described in Neumaier (2004).

Efficiency can be enhanced by carefully balancing global and local searches. While the global part of
the search splits sub-boxes with large unexplored territory, the local part usually entails splitting boxes
with good function values. For example, the sub-box with the best function value should always be
split. A method may also be improved by launching local searches from appropriate candidate local
minima.

2.3 Methods of Global Optimization

2.3.1 Multi-level Coordinate Search (MCS)

The function nag_glopt_bnd_mcs_solve (e05jbc) searches for a global minimizer using branching to
recursively split the search space in a nonuniform manner. It divides, or splits, the root box of the
search into smaller sub-boxes. Each sub-box contains a distinguished basepoint at which the objective
function is sampled. We shall sometimes say ‘the function value of the (sub)box’ as shorthand for ‘the
function value of the basepoint of the (sub)box’. The splitting procedure biases the search in favour of
those sub-boxes where low function values are expected.

The global part of the algorithm entails splitting sub-boxes that enclose large unexplored territory, while
the local part of the algorithm entails splitting sub-boxes that have good function values. A balance
between the global and local part is achieved using a multi-level approach, where every sub-box is
assigned a level s 2 0; 1; . . . ; smaxf g. You can control the value of smax using the optional parameter
Splits Limit. Whenever a sub-box of intermediate level 0 < s < smax is split each descendant will be
given a new level, and the original sub-box's level is set to 0: a sub-box with level 0 has already been
split; a sub-box with level smax will be split no further. This entire process is described in more detail in
Section 11.1 in nag_glopt_bnd_mcs_solve (e05jbc), where the initialization procedure used to produce
an initial set of sub-boxes is outlined, and the method by which the algorithm sweeps through levels is
discussed. Each sweep starts with the sub-boxes at the lowest level, a process thus forming the global
part of the algorithm. At each level the sub-box with the best function value is selected for splitting;
this forms the local part of the algorithm.

The process by which sub-boxes are split is explained in Section 11.2 in nag_glopt_bnd_mcs_solve
(e05jbc). It is a variant of the standard coordinate search method: the solver splits along a single
coordinate at a time, at adaptively chosen points. In most cases one new function evaluation is needed
to split a sub-box into two or three children. Each child is given a basepoint chosen to differ from the
basepoint of the parent in at most one coordinate, and safeguards are present to ensure a degree of
symmetry in the splits.

If you set the optional parameter Local Searches to be OFF, then the basepoints and function values of
sub-boxes of maximum level smax are put into a ‘shopping basket’ of candidate minima. Turning
Local Searches ON (the default setting) will enable local searches to be started from these basepoints
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before they go into the shopping basket. The local search will go ahead providing the basepoint is not
likely to be in the basin of attraction of a previously-found local minimum. The search itself uses a trust
region approach, and is explained in Section 11.3 in nag_glopt_bnd_mcs_solve (e05jbc): local quadratic
models are built by a triple search, then a linesearch is made along the direction obtained by
minimizing the quadratic on a region where it is a good approximation to the objective function. The
quadratic need not be positive definite, so the general nonlinear optimizer nag_opt_sparse_nlp_solve
(e04vhc) is used to minimize the model.

2.3.2 Particle Swarm Optimization

The functions nag_glopt_bnd_pso (e05sac) and nag_glopt_nlp_pso (e05sbc) search for a global
optimum using a variant of the Particle Swarm Optimization (PSO) algorithm. PSO is an heuristic
algorithm similar in its behaviour to GA, ACO, SA and others. A set of particles (the swarm) is
generated in the search space, and advances at each iteration following an heuristic velocity based upon
the best candidate found by an individual particle (cognitive memory), the best candidate found by all
the particles (global memory) and inertia. The inertia is provided by a decreasingly weighted
contribution from a particle's current velocity. This mix allows for a global search of the domain in
question.

The rate at which the swarm contracts and expands about potential optima is user controllable, allowing
expert knowledge to be used when available. Furthermore, the algorithm may be coupled with a
selection of local optimizers. These may be called during the iterations of the heuristic algorithm (the
interior phase) to hasten the discovery of locally optimal points. They may also be called following the
heuristic iterations (the exterior phase) to attempt to refine the final solution. Different options may be
set for the local optimizer in each phase. For further details see Section 11 in nag_glopt_bnd_pso
(e05sac) and nag_glopt_nlp_pso (e05sbc).

2.3.3 Multiple Start

Function nag_glopt_nlp_multistart_sqp (e05ucc) attempts to find the global minimum of an arbitrary
smooth function subject to constraints (which may include simple bounds on the variables, linear
constraints and smooth nonlinear constraints) by generating a number of different starting points and
using a sequential quadratic programming local minimizer. Function nag_glopt_nlp_multistart_sqp_lsq
(e05usc) takes the same approach in attempting to find the global minimum of an arbitrary smooth sum
of squares function using a sequential quadratic programming local minimizer.

The more starting points chosen, the greater the degree of confidence that you might have in the
returned results. Facilities are provided to allow you to specify the starting points and to provide for
subsequent runs with different starting points as an additional means of gaining confidence in the
results.

You may also request that a number of solutions be provided, ordered in increasing value of the local
optima. This may be useful if a local solution has a desirable property not exhibited by the best local
optimum computed, the putative global optimum.

3 Recommendations on Choice and Use of Available Functions

The suite of multi-level coordinate search functions consists of:

an initialization function:

nag_glopt_bnd_mcs_init (e05jac);

optional parameter setting functions:

nag_glopt_bnd_mcs_optset_file (e05jcc),

nag_glopt_bnd_mcs_optset_string (e05jdc),

nag_glopt_bnd_mcs_optset_char (e05jec),

nag_glopt_bnd_mcs_optset_int (e05jfc),

nag_glopt_bnd_mcs_optset_real (e05jgc);
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an optional parameter checking function:

nag_glopt_bnd_mcs_option_check (e05jhc);

optional parameter getting functions:

nag_glopt_bnd_mcs_optget_int (e05jkc),

nag_glopt_bnd_mcs_optget_real (e05jlc);

and the solver:

nag_glopt_bnd_mcs_solve (e05jbc).

nag_glopt_bnd_mcs_solve (e05jbc) is based on the multi-level coordinate search method of Huyer and
Neumaier (1999). It is an asymptotically complete method for bound constrained problems based on
local information (function values) only, employing branching and local searches to accelerate
convergence.

If the problem has nonlinear constraints and is sufficiently smooth then you are advised to consider a
multiple start technique. nag_glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_nlp_multistart_sqp_lsq
(e05usc) are provided for this purpose. Both nag_glopt_nlp_multistart_sqp (e05ucc) and
nag_glopt_nlp_multistart_sqp_lsq (e05usc) use the functions nag_glopt_opt_set (e05zkc) and
nag_glopt_opt_get (e05zlc) for initialization and option setting.

The suite of particle swarm optimization (PSO) functions are to be considered as experimental and are
not recommended for production or mission-critical applications. They are only recommended as a last
resort (should other methods fail) or for comparitive purposes.

The suite consists of the solver functions:

nag_glopt_bnd_pso (e05sac);

nag_glopt_nlp_pso (e05sbc).

Both nag_glopt_bnd_pso (e05sac) and nag_glopt_nlp_pso (e05sbc) use the functions nag_glopt_opt_set
(e05zkc) and nag_glopt_opt_get (e05zlc) for initialization and option setting. These functions
predominantly use function values only, although derivatives can be provided for coupled local
minimization functions.

nag_glopt_bnd_pso (e05sac) is a simplified version of nag_glopt_nlp_pso (e05sbc) with less
functionality. In particular, nag_glopt_bnd_pso (e05sac) does not support general constraint handling
whereas nag_glopt_nlp_pso (e05sbc) does support general nonlinear, non-equality constraints.

If the objective function is smooth and the problem has only simple bound constraints then all
algorithms are applicable. For low dimensional problems (up to 20) nag_glopt_bnd_mcs_solve (e05jbc)
is preferred. With increasing dimension the multi-start methods may be better.

The particle swarm methods are potentially useful when there is no smoothness in the objective
function (e.g., due to noise) and, for the simple-bound constrained problem, nag_glopt_bnd_pso
(e05sac) may be appropriate.

Currently there is no routine in this chapter using a complete method that can handle constraints that are
not bound constraints.

4 Functionality Index

Global optimization, function of several real variables, general constraints,
multi-start ............................................................................... nag_glopt_nlp_multistart_sqp (e05ucc)
using function values predominantly, and optional derivative information, PSO

..... nag_glopt_nlp_pso (e05sbc)

Global optimization, function of several real variables, sum of squares, general constraints,
multi-start ......................................................................... nag_glopt_nlp_multistart_sqp_lsq (e05usc)

Global optimum, function of several variables, bound constraints,
using function values only .......................................................... nag_glopt_bnd_mcs_solve (e05jbc)
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using function values predominantly, and optional derivative information, PSO
..... nag_glopt_bnd_pso (e05sac)

Service functions,
check whether optional parameter has been set for nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_option_check (e05jhc)
initialization function for nag_glopt_bnd_mcs_solve (e05jbc) ..... nag_glopt_bnd_mcs_init (e05jac)
optional parameter getting function for use with nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso
(e05sbc), nag_glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_nlp_multistart_sqp_lsq (e05usc)

..... nag_glopt_opt_get (e05zlc)
optional parameter setting function for use with nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso
(e05sbc), nag_glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_nlp_multistart_sqp_lsq (e05usc)

..... nag_glopt_opt_set (e05zkc)
retrieve integer optional parameter values used by nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_optget_int (e05jkc)
retrieve real optional parameter values used by nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_optget_real (e05jlc)
supply integer optional parameter values to nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_optset_int (e05jfc)
supply ‘ON’/‘OFF’-valued character optional parameter values to nag_glopt_bnd_mcs_solve
(e05jbc) ............................................................................... nag_glopt_bnd_mcs_optset_char (e05jec)
supply optional parameter values from character string to nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_optset_string (e05jdc)
supply optional parameter values from external file for nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_optset_file (e05jcc)
supply real optional parameter values to nag_glopt_bnd_mcs_solve (e05jbc)

..... nag_glopt_bnd_mcs_optset_real (e05jgc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References
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NAG Library Function Document

nag_glopt_bnd_mcs_init (e05jac)

1 Purpose

nag_glopt_bnd_mcs_init (e05jac) is used to initialize communication data for the suite of multi-level
coordinate search functions: nag_glopt_bnd_mcs_solve (e05jbc), nag_glopt_bnd_mcs_optset_file
(e05jcc), nag_glopt_bnd_mcs_optset_string (e05jdc), nag_glopt_bnd_mcs_optset_char (e05jec), nag_
glopt_bnd_mcs_optset_int (e05jfc), nag_glopt_bnd_mcs_optset_real (e05jgc), nag_glopt_bnd_mcs_op
tion_check (e05jhc), nag_glopt_bnd_mcs_optget_int (e05jkc) and nag_glopt_bnd_mcs_optget_real
(e05jlc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_init (Integer n_r, Nag_E05State *state,
NagError *fail)

3 Description

nag_glopt_bnd_mcs_init (e05jac) initializes the structure state for the solver nag_glopt_bnd_mcs_solve
(e05jbc) and the optional-argument handlers nag_glopt_bnd_mcs_optset_file (e05jcc), nag_
glopt_bnd_mcs_optset_string (e05jdc), nag_glopt_bnd_mcs_optset_char (e05jec), nag_glopt_bnd_mc
s_optset_int (e05jfc), nag_glopt_bnd_mcs_optset_real (e05jgc), nag_glopt_bnd_mcs_option_check
(e05jhc), nag_glopt_bnd_mcs_optget_int (e05jkc) and nag_glopt_bnd_mcs_optget_real (e05jlc).

4 References

None.

5 Arguments

1: n r – Integer

This argument is no longer accessed by nag_glopt_bnd_mcs_init (e05jac).

2: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_init (e05jac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_glopt_bnd_mcs_init (e05jac) is negligible.

10 Example

See Section 10 in nag_glopt_bnd_mcs_solve (e05jbc) and nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_solve (e05jbc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm, and to Section 12 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_glopt_bnd_mcs_solve (e05jbc) is designed to find the global minimum or maximum of an arbitrary
function, subject to simple bound-constraints using a multi-level coordinate search method. Derivatives
are not required, but convergence is only guaranteed if the objective function is continuous in a
neighbourhood of a global optimum. It is not intended for large problems.

The initialization function nag_glopt_bnd_mcs_init (e05jac) must have been called before calling
nag_glopt_bnd_mcs_solve (e05jbc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_solve (Integer n,

void (*objfun)(Integer n, const double x[], double *f, Integer nstate,
Nag_Comm *comm, Integer *inform),

Nag_BoundType bound, Nag_MCSInitMethod initmethod, double bl[],
double bu[], Integer sdlist, double list[], Integer numpts[],
Integer initpt[],

void (*monit)(Integer n, Integer ncall, const double xbest[],
const Integer icount[], Integer ninit, const double list[],
const Integer numpts[], const Integer initpt[], Integer nbaskt,
const double xbaskt[], const double boxl[], const double boxu[],
Integer nstate, Nag_Comm *comm, Integer *inform),

double x[], double *obj, Nag_E05State *state, Nag_Comm *comm,
NagError *fail)

nag_glopt_bnd_mcs_init (e05jac) must be called before calling nag_glopt_bnd_mcs_solve (e05jbc), or
any of the option-setting or option-getting functions:

nag_glopt_bnd_mcs_optset_file (e05jcc),

nag_glopt_bnd_mcs_optset_string (e05jdc),

nag_glopt_bnd_mcs_optset_char (e05jec),

nag_glopt_bnd_mcs_optset_int (e05jfc),

nag_glopt_bnd_mcs_optset_real (e05jgc),

nag_glopt_bnd_mcs_option_check (e05jhc),

nag_glopt_bnd_mcs_optget_int (e05jkc) or

nag_glopt_bnd_mcs_optget_real (e05jlc).

You must not alter the number of non-fixed variables in your problem or the contents of state between
calls of the functions:

nag_glopt_bnd_mcs_init (e05jac),

nag_glopt_bnd_mcs_solve (e05jbc),
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nag_glopt_bnd_mcs_optset_file (e05jcc),

nag_glopt_bnd_mcs_optset_string (e05jdc),

nag_glopt_bnd_mcs_optset_char (e05jec),

nag_glopt_bnd_mcs_optset_int (e05jfc),

nag_glopt_bnd_mcs_optset_real (e05jgc),

nag_glopt_bnd_mcs_option_check (e05jhc),

nag_glopt_bnd_mcs_optget_int (e05jkc) or

nag_glopt_bnd_mcs_optget_real (e05jlc).

3 Description

nag_glopt_bnd_mcs_solve (e05jbc) is designed to solve modestly sized global optimization problems
having simple bound-constraints only; it finds the global optimum of a nonlinear function subject to a
set of bound constraints on the variables. Without loss of generality, the problem is assumed to be
stated in the following form:

minimize
x2Rn

F xð Þ subject to l � x � u and l � u;

where F xð Þ (the objective function) is a nonlinear scalar function (assumed to be continuous in a
neighbourhood of a global minimum), and the bound vectors are elements of �Rn, where �R denotes the
extended reals R [ �1;1f g. Relational operators between vectors are interpreted elementwise.

The optional parameter Maximize should be set if you wish to solve maximization, rather than
minimization, problems.

If certain bounds are not present, the associated elements of l or u can be set to special values that will
be treated as �1 or þ1. See the description of the optional parameter Infinite Bound Size. Phrases in
this document containing terms like ‘unbounded values’ should be understood to be taken relative to
this optional parameter.

Fixing variables (that is, setting li ¼ ui for some i) is allowed in nag_glopt_bnd_mcs_solve (e05jbc).

A typical excerpt from a function calling nag_glopt_bnd_mcs_solve (e05jbc) is:

nag_glopt_bnd_mcs_init(n_r, &state, ...);
nag_glopt_bnd_mcs_optset_string(optstr, &state, ...);
nag_glopt_bnd_mcs_solve(n, objfun, ...);

where nag_glopt_bnd_mcs_optset_string (e05jdc) sets the optional parameter and value specified in
optstr.

The initialization function nag_glopt_bnd_mcs_init (e05jac) does not need to be called before each
invocation of nag_glopt_bnd_mcs_solve (e05jbc). You should be aware that a call to the initialization
function will reset each optional parameter to its default value, and, if you are using repeatable
randomized initialization lists (see the description of the argument initmethod), the random state stored
in state will be destroyed.

You must supply a function that evaluates F xð Þ; derivatives are not required.

The method used by nag_glopt_bnd_mcs_solve (e05jbc) is based on MCS, the Multi-level Coordinate
Search method described in Huyer and Neumaier (1999), and the algorithm it uses is described in detail
in Section 11.

4 References

Huyer W and Neumaier A (1999) Global optimization by multi-level coordinate search Journal of
Global Optimization 14 331–355
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5 Arguments

Note: for convenience the subarray notation a i : j; k : lð Þ, as described in Section 2.3.1.4 in How to Use
the NAG Library and its Documentation, is used. Using this notation, the term ‘column index’ refers to
the index j in LIST i; jð Þ, say (see list for the definition of LIST).

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

2: objfun – function, supplied by the user External Function

objfun must evaluate the objective function F xð Þ for a specified n-vector x.

The specification of objfun is:

void objfun (Integer n, const double x[], double *f, Integer nstate,
Nag_Comm *comm, Integer *inform)

1: n – Integer Input

On entry: n, the number of variables.

2: x½n� – const double Input

On entry: x, the vector at which the objective function is to be evaluated.

3: f – double * Output

On exit: must be set to the value of the objective function at x, unless you have
specified termination of the current problem using inform.

4: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_glopt_bnd_mcs_solve (e05jbc) is calling objfun for
the first time. This argument setting allows you to save computation time if certain data
must be read or calculated only once.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_bnd_mcs_solve
(e05jbc) you may allocate memory and initialize these pointers with various
quantities for use by objfun when called from nag_glopt_bnd_mcs_solve
(e05jbc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: inform – Integer * Output

On exit: must be set to a value describing the action to be taken by the solver on return
from objfun. Specifically, if the value is negative the solution of the current problem
will terminate immediately; otherwise, computations will continue.
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3: bound – Nag_BoundType Input

On entry: indicates whether the facility for dealing with bounds of special forms is to be used.
bound must be set to one of the following values.

bound ¼ Nag Bounds
You will supply l and u individually.

bound ¼ Nag NoBounds
There are no bounds on x.

bound ¼ Nag BoundsZero
There are semi-infinite bounds 0 � x.

bound ¼ Nag BoundsEqual
There are constant bounds l ¼ ‘1 and u ¼ u1.

Note that it only makes sense to fix any components of x when bound ¼ Nag Bounds.

Constraint: bound ¼ Nag Bounds, Nag NoBounds, Nag BoundsZero or Nag BoundsEqual.

4: initmethod – Nag_MCSInitMethod Input

On entry: selects which initialization method to use.

initmethod ¼ Nag SimpleBdry
Simple initialization (boundary and midpoint), with
numpts½i� 1� ¼ 3, initpt½i� 1� ¼ 2 and
LIST i; jð Þ ¼ bl½i� 1�; bl½i� 1� þ bu½i� 1�ð Þ=2;bu½i� 1�ð Þ,
for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; 3.

initmethod ¼ Nag SimpleOffBdry
Simple initialization (off-boundary and midpoint), with
numpts½i� 1� ¼ 3, initpt½i� 1� ¼ 2 and
LIST i; jð Þ ¼
5bl½i� 1� þ bu½i� 1�ð Þ=6; bl½i� 1� þ bu½i� 1�ð Þ=2; bl½i� 1� þ 5bu½i� 1�ð Þ=6ð Þ,

for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; 3.

initmethod ¼ Nag Linesearch
Initialization using linesearches.

initmethod ¼ Nag UserSet
You are providing your own initialization list.

initmethod ¼ Nag Random
Generate a random initialization list.

See list for the definition of LIST.

For more information on methods initmethod ¼ Nag Linesearch, Nag UserSet or Nag Random
see Section 11.1.

If ‘infinite’ values (as determined by the value of the optional parameter Infinite Bound Size)
are detected by nag_glopt_bnd_mcs_solve (e05jbc) when you are using a simple initialization
method (initmethod ¼ Nag SimpleBdry or Nag SimpleOffBdry), a safeguarded initialization
procedure will be attempted, to avoid overflow.

Suggested value: initmethod ¼ Nag SimpleBdry.

Constraint: initmethod ¼ Nag SimpleBdry, Nag SimpleOffBdry, Nag Linesearch, Nag UserSet
or Nag Random.

5: bl½n� – double Input/Output
6: bu½n� – double Input/Output

On entry: bl is l, the array of lower bounds. bu is u, the array of upper bounds.
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If bound ¼ Nag Bounds, you must set bl½i � 1� to ‘i and bu½i � 1� to ui, for i ¼ 1; 2; . . . ;n. If a
particular xi is to be unbounded below, the corresponding bl½i� 1� should be set to �infbnd,
where infbnd is the value of the optional parameter Infinite Bound Size. Similarly, if a particular
xi is to be unbounded above, the corresponding bu½i� 1� should be set to infbnd.

If bound ¼ Nag NoBounds or Nag BoundsZero, arrays bl and bu need not be set on input.

If bound ¼ Nag BoundsEqual, you must set bl½0� to ‘1 and bu½0� to u1. The remaining elements
of bl and bu will then be populated by these initial values.

On exit: unless fail:code ¼ NE_INT, NE_INT_2, NE_NOT_INIT, NE_REAL or NE_REAL_2 on
exit, bl and bu are the actual arrays of bounds used by nag_glopt_bnd_mcs_solve (e05jbc).

Constraints:

if bound ¼ Nag Bounds, bl½i � 1� � bu½i � 1�, for i ¼ 1; 2; . . . ;n;
if bound ¼ Nag BoundsEqual, bl½0� < bu½0�.

7: sdlist – Integer Input

On entry: must be set to, at least, the maximum over i of the number of points in coordinate i at
which to split according to the initialization list list; that is, sdlist 	 max

i
numpts½i� 1�.

Internally, nag_glopt_bnd_mcs_solve (e05jbc) uses list to determine sets of points along each
coordinate direction to which it fits quadratic interpolants. Since fitting a quadratic requires at
least three distinct points, this puts a lower bound on sdlist. Furthermore, in the case of
initialization by linesearches (initmethod ¼ Nag Linesearch) internal storage considerations
require that sdlist be at least 192.

Constraints:

if initmethod 6¼ Nag Linesearch, sdlist 	 3;
if initmethod ¼ Nag Linesearch, sdlist 	 192;
if initmethod ¼ Nag UserSet, sdlist 	 max

i
numpts½i � 1�f g.

8: list½n� sdlist� – double Input/Output

Note: where LIST i; jð Þ appears in this document, it refers to the array element
list½ i� 1ð Þ � sdlistþ j� 1�.
Note: for convenience the subarray notation LIST i : j; k : lð Þ, as described in Section 2.3.1.4 in
How to Use the NAG Library and its Documentation, is used. Using this notation, the term
‘column index’ refers to the index j in LIST i; jð Þ, say.
On entry: this argument need not be set on entry if you wish to use one of the preset initialization
methods (initmethod 6¼ Nag UserSet).

list is the ‘initialization list’: whenever a sub-box in the algorithm is split for the first time (either
during the initialization procedure or later), for each non-fixed coordinate i the split is done at
the values LIST i; 1 : numpts½i� 1�ð Þ, as well as at some adaptively chosen intermediate points.
The array sections LIST i; 1 : numpts½i � 1�ð Þ, for i ¼ 1; 2; . . . ; n, must be in ascending order
with each entry being distinct. In this context, ‘distinct’ should be taken to mean relative to the
safe-range argument (see nag_real_safe_small_number (X02AMC)).

On exit: unless fail:code ¼ NE_ALLOC_FAIL, NE_INT, NE_INT_2, NE_NOT_INIT,
NE_REAL or NE_REAL_2 on exit, the actual initialization data used by nag_glopt_bnd_mcs_
solve (e05jbc). If you wish to monitor the contents of list you are advised to do so solely through
monit, not through the output value here.

Constraint: if x½i � 1� is not fixed, LIST i; 1 : numpts½i � 1�ð Þ is in ascending order with each
entry being distinct, for i ¼ 1; 2; . . . ; nbl½i � 1� � LIST i; jð Þ � bu½i � 1�, for i ¼ 1; 2; . . . ;n and
j ¼ 1; 2; . . . ; numpts½i � 1�.
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9: numpts½n� – Integer Input/Output

On entry: this argument need not be set on entry if you wish to use one of the preset initialization
methods (initmethod 6¼ Nag UserSet).

numpts encodes the number of splitting points in each non-fixed dimension.

On exit: unless fail:code ¼ NE_ALLOC_FAIL, NE_INT, NE_INT_2, NE_NOT_INIT,
NE_REAL or NE_REAL_2 on exit, the actual initialization data used by nag_glopt_bnd_mcs_
solve (e05jbc).

Constraints:

if x½i � 1� is not fixed, numpts½i � 1� � sdlist;
numpts½i � 1� 	 3, for i ¼ 1; 2; . . . ; n.

10: initpt½n� – Integer Input/Output

On entry: this argument need not be set on entry if you wish to use one of the preset initialization
methods (initmethod 6¼ Nag UserSet).

You must designate a point stored in list that you wish nag_glopt_bnd_mcs_solve (e05jbc) to
consider as an ‘initial point’ for the purposes of the splitting procedure. Call this initial point x�.
The coordinates of x� correspond to a set of indices Ji, for i ¼ 1; 2; . . . ; n, such that x�i is stored
in LIST i; Jið Þ, for i ¼ 1; 2; . . . ; n. You must set initpt½i � 1� ¼ Ji, for i ¼ 1; 2; . . . ; n.

On exit: unless fail:code ¼ NE_ALLOC_FAIL, NE_INT, NE_INT_2, NE_NOT_INIT,
NE_REAL or NE_REAL_2 on exit, the actual initialization data used by nag_glopt_bnd_mcs_
solve (e05jbc).

Constraint: if x½i � 1� is not fixed, 1 � initpt½i � 1� � sdlist, for i ¼ 1; 2; . . . ;n.

11: monit – function, supplied by the user External Function

monit may be used to monitor the optimization process. It is invoked upon every successful
completion of the procedure in which a sub-box is considered for splitting. It will also be called
just before nag_glopt_bnd_mcs_solve (e05jbc) exits if that splitting procedure was not
successful.

If no monitoring is required, monit may be specified as NULLFN.

The specification of monit is:

void monit (Integer n, Integer ncall, const double xbest[],
const Integer icount[], Integer ninit, const double list[],
const Integer numpts[], const Integer initpt[], Integer nbaskt,
const double xbaskt[], const double boxl[], const double boxu[],
Integer nstate, Nag_Comm *comm, Integer *inform)

1: n – Integer Input

On entry: n, the number of variables.

2: ncall – Integer Input

On entry: the cumulative number of calls to objfun.

3: xbest½n� – const double Input

On entry: the current best point.

4: icount½6� – const Integer Input

On entry: an array of counters.

icount½0�
nboxes, the current number of sub-boxes.
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icount½1�
ncloc, the cumulative number of calls to objfun made in local searches.

icount½2�
nloc, the cumulative number of points used as start points for local searches.

icount½3�
nsweep, the cumulative number of sweeps through levels.

icount½4�
m, the cumulative number of splits by initialization list.

icount½5�
s, the current lowest level containing non-split boxes.

5: ninit – Integer Input

On entry: the maximum over i of the number of points in coordinate i at which to split
according to the initialization list list. See also the description of the argument numpts.

6: list½n� ninit� – const double Input

On entry: the initialization list.

7: numpts½n� – const Integer Input

On entry: the number of points in each coordinate at which to split according to the
initialization list list.

8: initpt½n� – const Integer Input

On entry: a pointer to the ‘initial point’ in list. Element initpt½i� 1� is the column
index in LIST of the ith coordinate of the initial point.

9: nbaskt – Integer Input

On entry: the number of points in the ‘shopping basket’ xbaskt.

10: xbaskt½n� nbaskt� – const double Input

Note : the jth candidate minimum has i ts ith coordinate s tored in
xbaskt½ j � 1ð Þ � nbasktþ i � 1�, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; nbaskt.

On entry: the ‘shopping basket’ of candidate minima.

11: boxl½n� – const double Input

On entry: the array of lower bounds of the current search box.

12: boxu½n� – const double Input

On entry: the array of upper bounds of the current search box.

13: nstate – Integer Input

On entry: is set by nag_glopt_bnd_mcs_solve (e05jbc) to indicate at what stage of the
minimization monit was called.

nstate ¼ 1
This is the first time that monit has been called.

nstate ¼ �1
This is the last time monit will be called.

nstate ¼ 0
This is the first and last time monit will be called.
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14: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monit.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_bnd_mcs_solve
(e05jbc) you may allocate memory and initialize these pointers with various
quantities for use by monit when called from nag_glopt_bnd_mcs_solve (e05jbc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

15: inform – Integer * Output

On exit: must be set to a value describing the action to be taken by the solver on return
from monit. Specifically, if the value is negative the solution of the current problem
will terminate immediately; otherwise, computations will continue.

12: x½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, contains an estimate of the global optimum (see also
Section 7).

13: obj – double * Output

On exit: if fail:code ¼ NE_NOERROR, contains the function value at x.

If you request early termination of nag_glopt_bnd_mcs_solve (e05jbc) using inform in objfun or
the analogous inform in monit, there is no guarantee that the function value at x equals obj.

14: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

15: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_glopt_bnd_mcs_solve (e05jbc) returns with fail:code ¼ NE_NOERROR if your termination
criterion has been met: either a target value has been found to the required relative error (as
determined by the values of the opt ional parameters Target Objective Value,
Target Objective Error and Target Objective Safeguard), or the best function value was
static for the number of sweeps through levels given by the optional parameter Static Limit. The
latter criterion is the default.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIV_COMPLETE

The division procedure completed but your target value could not be reached.
Despite every sub-box being processed Splits Limit times, the target value you provided in
Target Objective Value could not be found to the tolerances given in Target Objective Error
and Target Objective Safeguard. You could try reducing Splits Limit or the objective
tolerances.

NE_INF_INIT_LIST

A finite initialization list could not be computed internally. Consider reformulating the bounds on
the problem, try providing your own initialization list, use the randomization option
(initmethod ¼ Nag Random) or vary the value of Infinite Bound Size.

The user-supplied initialization list contained infinite values, as determined by the optional
parameter Infinite Bound Size.

NE_INLIST_CLOSE

An error occurred during initialization. It is likely that points from the initialization list are very
close together. Try relaxing the bounds on the variables or use a different initialization method.

NE_INT

On entry, initmethod ¼ Nag Linesearch and sdlist ¼ valueh i.
Constraint: if initmethod ¼ Nag Linesearch then sdlist 	 192.

On entry, initmethod ¼ valueh i and sdlist ¼ valueh i.
Constraint: if initmethod 6¼ Nag Linesearch then sdlist 	 3.

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, user-supplied section LIST i; 1 : numpts½i� 1�ð Þ contained ndist distinct elements, and
ndist < numpts½i� 1�: ndist ¼ valueh i, numpts½i� 1� ¼ valueh i, i ¼ valueh i.
The number of non-fixed variables nr ¼ 0.
Constraint: nr > 0.

NE_INT_2

A value of Splits Limit (smax) smaller than nr þ 3 was set: smax ¼ valueh i, nr ¼ valueh i.
On entry, user-supplied initpt½i� 1� ¼ valueh i, i ¼ valueh i.
Constraint: if x½i� 1� is not fixed then initpt½i � 1� 	 1, for i ¼ 1; 2; . . . ;n.

On entry, user-supplied initpt½i� 1� ¼ valueh i, i ¼ valueh i and sdlist ¼ valueh i.
Constraint: if x½i� 1� is not fixed then initpt½i � 1� � sdlist, for i ¼ 1; 2; . . . ; n.

On entry, user-supplied numpts½i� 1� ¼ valueh i, i ¼ valueh i.
Constraint: if x½i� 1� is not fixed then numpts½i � 1� 	 3, for i ¼ 1; 2; . . . ; n.

On entry, user-supplied numpts½i� 1� ¼ valueh i, i ¼ valueh i and sdlist ¼ valueh i.
Constraint: if x½i� 1� is not fixed then numpts½i � 1� � sdlist, for i ¼ 1; 2; . . . ; n.

On entry, user-supplied section LIST i; 1 : numpts½i� 1�ð Þ was not in ascending order:
numpts½i� 1� ¼ valueh i, i ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_LINESEARCH_ERROR

An error occurred during linesearching. It is likely that your objective function is badly scaled:
try rescaling it. Also, try relaxing the bounds or use a different initialization method. If the
problem persists, please contact NAG quoting error code valueh i.

NE_MONIT_TERMIN

User-supplied monitoring function requested termination.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OBJFUN_TERMIN

User-supplied objective function requested termination.

NE_REAL

On entry, bound ¼ Nag BoundsEqual and bl½0� ¼ bu½0� ¼ valueh i.
Constraint: if bound ¼ Nag BoundsEqual then bl½0� < bu½0�.

NE_REAL_2

O n e n t r y , bound ¼ Nag Bounds o r Nag BoundsEqual a n d bl½i� 1� ¼ valueh i,
bu½i� 1� ¼ valueh i and i ¼ valueh i.
Constraint : i f bound ¼ Nag Bounds then bl½i � 1� � bu½i � 1�, for i ¼ 1; 2; . . . ; n; i f
bound ¼ Nag BoundsEqual then bl½0� < bu½0�.
On entry, user-supplied LIST i; jð Þ ¼ valueh i, i ¼ valueh i, j ¼ valueh i, and bl½i� 1� ¼ valueh i.
Constraint: if x½i� 1� is not fixed then LIST i; jð Þ 	 bl½i � 1�, for i ¼ 1; 2; . . . ;n and
j ¼ 1; 2; . . . ; numpts½i � 1�.
On entry, user-supplied LIST i; jð Þ ¼ valueh i, i ¼ valueh i, j ¼ valueh i, and bu½i� 1� ¼ valueh i.
Constraint: if x½i� 1� is not fixed then LIST i; jð Þ � bu½i � 1�, for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ; numpts½i � 1�.

NE_TOO_MANY_FEVALS

The function evaluations limit was exceeded.
Approximately Function Evaluations Limit function calls have been made without your chosen
termination criterion being satisfied.

7 Accuracy

If fail:code ¼ NE_NOERROR on exit, then the vector returned in the array x is an estimate of the
solution x whose function value satisfies your termination criterion: the function value was static for
Static Limit sweeps through levels, or

F xð Þ � objval � max objerr � objvalj j; objsfgð Þ;

where objval is the value of the optional parameter Target Objective Value, objerr is the value of the
optional parameter Target Objective Error, and objsfg is the value of the optional parameter
Target Objective Safeguard.
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8 Parallelism and Performance

nag_glopt_bnd_mcs_solve (e05jbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_glopt_bnd_mcs_solve (e05jbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each invocation of nag_glopt_bnd_mcs_solve (e05jbc), local workspace arrays of fixed length are
allocated internally. The total size of these arrays amounts to 13nr þ smax � 1 Integer elements, where
smax is the value of the optional parameter Splits Limit and nr is the number of non-fixed variables,
and 2þ nrð Þsdlistþ 2nþ 22nr þ 3n2r þ 1 double elements. In addition, if you are using randomized
initialization lists (see the description of the argument initmethod), a further 21 Integer elements are
allocated internally.

In order to keep track of the regions of the search space that have been visited while looking for a
global optimum, nag_glopt_bnd_mcs_solve (e05jbc) internally allocates arrays of increasing sizes
depending on the difficulty of the problem. Two of the main factors that govern the amount allocated
are the number of sub-boxes (call this quantity nboxes) and the number of points in the ‘shopping
basket’ (the argument nbaskt on entry to monit). Safe, pessimistic upper bounds on these two
quantities are so large as to be impractical. In fact, the worst-case number of sub-boxes for even the
most simple initialization list (when ninit ¼ 3 on entry to monit) grows like nr

nr . Thus
nag_glopt_bnd_mcs_solve (e05jbc) does not attempt to estimate in advance the final values of
nboxes or nbaskt for a given problem. There are a total of 5 Integer arrays and 4þ nr þ ninit double
arrays whose lengths depend on nboxes, and there are a total of 2 Integer arrays and 3þ nþ nr double
arrays whose lengths depend on nbaskt. nag_glopt_bnd_mcs_solve (e05jbc) makes a fixed initial guess
that the maximum number of sub-boxes required will be 10000 and that the maximum number of points
in the ‘shopping basket’ will be 1000. If ever a greater amount of sub-boxes or more room in the
‘shopping basket’ is required, nag_glopt_bnd_mcs_solve (e05jbc) performs reallocation, usually
doubling the size of the inadequately-sized arrays. Clearly this process requires periods where the
original array and its extension exist in memory simultaneously, so that the data within can be copied,
which compounds the complexity of nag_glopt_bnd_mcs_solve (e05jbc)'s memory usage. It is possible
(although not likely) that if your problem is particularly difficult to solve, or of a large size (hundreds
of variables), you may run out of memory.

One array that could be dynamically resized by nag_glopt_bnd_mcs_solve (e05jbc) is the ‘shopping
basket’ (xbaskt on entry to monit). If the initial attempt to allocate 1000nr doubles for this array fails,
monit will not be called on exit from nag_glopt_bnd_mcs_solve (e05jbc).

nag_glopt_bnd_mcs_solve (e05jbc) performs better if your problem is well-scaled. It is worth trying (by
guesswork perhaps) to rescale the problem if necessary, as sensible scaling will reduce the difficulty of
the optimization problem, so that nag_glopt_bnd_mcs_solve (e05jbc) will take less computer time.

10 Example

This example finds the global minimum of the ‘peaks’ function in two dimensions

F x; yð Þ ¼ 3 1� xð Þ2 exp �x2 � yþ 1ð Þ2
� �

� 10
x

5
� x3 � y5

� �
exp �x2 � y2
� �

� 1

3
exp � xþ 1ð Þ2 � y2
� �

on the box �3; 3½ � � �3; 3½ �.
The function F has several local minima and one global minimum in the given box. The global
minimum is approximately located at 0:23;�1:63ð Þ, where the function value is approximately �6:55.
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We use default values for all the optional parameters, and we instruct nag_glopt_bnd_mcs_solve
(e05jbc) to use the simple initialization list corresponding to initmethod ¼ Nag SimpleBdry. In
particular, this will set for us the initial point 0; 0ð Þ (see Section 10.3).

10.1 Program Text

/* nag_glopt_bnd_mcs_solve (e05jbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *f,
Integer nstate, Nag_Comm *comm,
Integer *inform);

static void NAG_CALL monit(Integer n, Integer ncall, const double xbest[],
const Integer icount[], Integer sdlist,
const double list[], const Integer numpts[],
const Integer initpt[], Integer nbaskt,
const double xbaskt[], const double boxl[],
const double boxu[], Integer nstate,
Nag_Comm *comm, Integer *inform);

static void NAG_CALL output_current_box(const double boxl[],
const double boxu[]);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double obj;
Integer exit_status = 0, i, n = 2, plot, sdlist;
Nag_BoundType boundenum;
Nag_MCSInitMethod initmethodenum;
/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
char bound[16], initmethod[18];
double *bl = 0, *bu = 0, *list = 0, *x = 0;
Integer *initpt = 0, *numpts = 0;
Integer iuser[1];
/* Nag Types */
Nag_E05State state;
NagError fail;
Nag_Comm comm;

INIT_FAIL(fail);

printf("nag_glopt_bnd_mcs_solve (e05jbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.iuser = iuser;
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
/* Read sdlist from data file */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &sdlist);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &sdlist);

#endif

if (n <= 0 || sdlist <= 0)
goto END;

if (!(bl = NAG_ALLOC(n, double)) ||
!(bu = NAG_ALLOC(n, double)) ||
!(list = NAG_ALLOC(n * sdlist, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(initpt = NAG_ALLOC(n, Integer)) || !(numpts = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in bound (and bl and bu if necessary) */
#ifdef _WIN32

scanf_s("%15s%*[^\n] ", bound, (unsigned)_countof(bound));
#else

scanf("%15s%*[^\n] ", bound);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

boundenum = (Nag_BoundType) nag_enum_name_to_value(bound);

if (boundenum == Nag_Bounds)
/* Read in the whole of each bound */

{
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (boundenum == Nag_BoundsEqual)

/* Bounds are uniform: read in only the first entry of each */
{

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &bl[0]);

#else
scanf("%lf%*[^\n] ", &bl[0]);

#endif
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#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &bu[0]);

#else
scanf("%lf%*[^\n] ", &bu[0]);

#endif
}

/* Read in initmethod */
#ifdef _WIN32

scanf_s("%17s%*[^\n] ", initmethod, (unsigned)_countof(initmethod));
#else

scanf("%17s%*[^\n] ", initmethod);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

initmethodenum = (Nag_MCSInitMethod) nag_enum_name_to_value(initmethod);

/* Read in plot. Its value determines whether monit displays
* information on the current search box
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &plot);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &plot);

#endif

/* Communicate plot through to monit */
iuser[0] = plot;

/* Call nag_glopt_bnd_mcs_init (e05jac) to initialize
* nag_glopt_bnd_mcs_solve (e05jbc). */

/* Its first argument is a legacy argument and has no significance. */
nag_glopt_bnd_mcs_init(0, &state, &fail);

if (fail.code != NE_NOERROR) {
printf("Initialization of nag_glopt_bnd_mcs_solve (e05jbc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Solve the problem. */
/* nag_glopt_bnd_mcs_solve (e05jbc).
* Global optimization by multilevel coordinate search, simple bounds.
*/

nag_glopt_bnd_mcs_solve(n, objfun, boundenum, initmethodenum, bl, bu,
sdlist, list, numpts, initpt, monit, x, &obj,
&state, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error message from nag_glopt_bnd_mcs_solve (e05jbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Final objective value = %11.5f\n", obj);
printf("Global optimum x = ");
for (i = 0; i < n; ++i)

printf("%9.5f", x[i]);
printf("\n");

END:
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(list);
NAG_FREE(x);
NAG_FREE(initpt);
NAG_FREE(numpts);
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return exit_status;
}

static void NAG_CALL objfun(Integer n, const double x[], double *f,
Integer nstate, Nag_Comm *comm, Integer *inform)

{
/* Routine to evaluate objective function */

if (comm->user[0] == -1.0) {
printf("(User-supplied callback objfun, first invocation.)\n");
comm->user[0] = 0.0;

}

/* This is a two-dimensional objective function.
* As an example of using the inform mechanism,
* terminate if any other problem size is supplied.
*/

if (n != 2) {
*inform = -1;
return;

}

*inform = 0;

if (*inform >= 0)
/* Here we’re prepared to evaluate objfun at the current x */

{
if (nstate == 1)

/* This is the first call to objfun */
{

printf("\n(objfun was just called for the first time)\n");
}

*f = (3.0 * pow((1.0 - x[0]), 2) * exp(-pow(x[0], 2) - pow((x[1] + 1), 2))
- (10.0 * (x[0] / 5.0 - pow(x[0], 3) - pow(x[1], 5)) *

exp(-pow(x[0], 2) - pow(x[1], 2)))
- 1.0 / 3.0 * exp(-pow((x[0] + 1.0), 2) - pow(x[1], 2))
);

}
}

static void NAG_CALL monit(Integer n, Integer ncall, const double xbest[],
const Integer icount[], Integer sdlist,
const double list[], const Integer numpts[],
const Integer initpt[], Integer nbaskt,
const double xbaskt[], const double boxl[],
const double boxu[], Integer nstate,
Nag_Comm *comm, Integer *inform)

{
/* Scalars */
Integer i, j;
Integer plot;

#define LIST(I, J) list[(I-1)*sdlist + (J-1)]
#define XBASKT(I, J) xbaskt[(I-1)*nbaskt + (J-1)]

if (comm->user[1] == -1.0) {
printf("(User-supplied callback monit, first invocation.)\n");
comm->user[1] = 0.0;

}

*inform = 0;

if (*inform >= 0)
/* We are going to allow the iterations to continue */

{
/* Extract plot from the communication structure */
plot = comm->iuser[0];

if (nstate == 0 || nstate == 1)
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/* When nstate == 1, monit is called for the first time.
* When nstate == 0, monit is called for the first AND last time.
* Display a welcome message */

{
printf("\n*** Begin monitoring information ***\n\n");

printf("Values controlling initial splitting of a box:\n");
for (i = 1; i <= n; ++i) {

printf("**\n");
printf("In dimension %5" NAG_IFMT "\n", i);
printf("Extent of initialization list in this dimension ="

"%5" NAG_IFMT "\n", numpts[i - 1]);
printf("Initialization points in this dimension:\n");
printf("LIST(i, 1:numpts[i - 1]) =");
for (j = 1; j <= numpts[i - 1]; ++j)

printf("%9.5f", LIST(i, j));
printf("\n");
printf("Initial point in this dimension: LIST(i,%5" NAG_IFMT ")\n",

initpt[i - 1]);
}

if (plot != 0 && n == 2)
printf("<Begin displaying search boxes>\n\n");

}

if (plot != 0 && n == 2) {
/* Display the coordinates of the edges of the current search box */
output_current_box(boxl, boxu);

}

if (nstate <= 0)
/* monit is called for the last time */

{
if (plot != 0 && n == 2)

printf("<End displaying search boxes>\n\n");
printf("Total sub-boxes = %5" NAG_IFMT "\n", icount[0]);
printf("Total function evaluations (rounded to nearest 10) = "

"%5" NAG_IFMT "\n", 10*((ncall+5)/10));
printf("Total function evaluations used in local search (rounded\n"

" to nearest 10) = %5" NAG_IFMT "\n", 10*((icount[1]+5)/10));
printf("Total points used in local search = %5" NAG_IFMT "\n",

icount[2]);
printf("Total sweeps through levels = %5" NAG_IFMT "\n", icount[3]);
printf("Total splits by init. list = %5" NAG_IFMT "\n", icount[4]);
printf("Lowest level with nonsplit boxes = %5" NAG_IFMT "\n",

icount[5]);
printf("Number of candidate minima in the ’shopping basket’"

" = %5" NAG_IFMT "\n", nbaskt);
printf("Shopping basket:\n");

for (i = 1; i <= n; ++i) {
printf("xbaskt(%3" NAG_IFMT ",:) =", i);
for (j = 1; j <= nbaskt; ++j)

printf("%9.5f", XBASKT(i, j));
printf("\n");

}

printf("Best point:\n");
printf("xbest =");
for (i = 0; i < n; ++i)

printf("%9.5f", xbest[i]);
printf("\n");

printf("\n*** End monitoring information ***\n\n");
}

}
}

static void NAG_CALL output_current_box(const double boxl[],
const double boxu[])

{
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printf("%20.15f %20.15f\n", boxl[0], boxl[1]);
printf("%20.15f %20.15f\n\n", boxl[0], boxu[1]);
printf("%20.15f %20.15f\n", boxl[0], boxl[1]);
printf("%20.15f %20.15f\n\n", boxu[0], boxl[1]);
printf("%20.15f %20.15f\n", boxl[0], boxu[1]);
printf("%20.15f %20.15f\n\n", boxu[0], boxu[1]);
printf("%20.15f %20.15f\n", boxu[0], boxl[1]);
printf("%20.15f %20.15f\n\n", boxu[0], boxu[1]);

}

10.2 Program Data

nag_glopt_bnd_mcs_solve (e05jbc) Example Program Data
3 : sdlist
Nag_Bounds : bound
-3.0 -3.0 : Lower bounds bl
3.0 3.0 : Upper bounds bu
Nag_SimpleBdry : initmethod
0 : plot

10.3 Program Results

nag_glopt_bnd_mcs_solve (e05jbc) Example Program Results
(User-supplied callback objfun, first invocation.)

(objfun was just called for the first time)
(User-supplied callback monit, first invocation.)

*** Begin monitoring information ***

Values controlling initial splitting of a box:
**
In dimension 1
Extent of initialization list in this dimension = 3
Initialization points in this dimension:
LIST(i, 1:numpts[i - 1]) = -3.00000 0.00000 3.00000
Initial point in this dimension: LIST(i, 2)
**
In dimension 2
Extent of initialization list in this dimension = 3
Initialization points in this dimension:
LIST(i, 1:numpts[i - 1]) = -3.00000 0.00000 3.00000
Initial point in this dimension: LIST(i, 2)
Total sub-boxes = 228
Total function evaluations (rounded to nearest 10) = 200
Total function evaluations used in local search (rounded

to nearest 10) = 90
Total points used in local search = 13
Total sweeps through levels = 12
Total splits by init. list = 5
Lowest level with nonsplit boxes = 7
Number of candidate minima in the ’shopping basket’ = 2
Shopping basket:
xbaskt( 1,:) = -1.34740 0.22828
xbaskt( 2,:) = 0.20452 -1.62553
Best point:
xbest = 0.22828 -1.62553

*** End monitoring information ***

Final objective value = -6.55113
Global optimum x = 0.22828 -1.62553
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Example Program
The Peaks Function F and Search Boxes

The global minimum is denoted by GM, while our start point is labelled with X

GM

X

Note: the remainder of this document is intended for more advanced users. Section 11 contains a
detailed description of the algorithm. This information may be needed in order to understand
Section 12, which describes the optional parameters that can be set by calls to nag_glopt_bnd_mc
s_optset_file (e05jcc), nag_glopt_bnd_mcs_optset_string (e05jdc), nag_glopt_bnd_mcs_optset_char
(e05jec), nag_glopt_bnd_mcs_optset_int (e05jfc) and/or nag_glopt_bnd_mcs_optset_real (e05jgc).

11 Algorithmic Details

Here we summarise the main features of the MCS algorithm used in nag_glopt_bnd_mcs_solve
(e05jbc), and we introduce some terminology used in the description of the function and its arguments.
We assume throughout that we will only do any work in coordinates i in which xi is free to vary. The
MCS algorithm is fully described in Huyer and Neumaier (1999).

11.1 Initialization and Sweeps

Each sub-box is determined by a basepoint x and an opposite point y. We denote such a sub-box by
B x; y½ �. The basepoint is allowed to belong to more than one sub-box, is usually a boundary point, and
is often a vertex.

An initialization procedure produces an initial set of sub-boxes. Whenever a sub-box is split along a
coordinate i for the first time (in the initialization procedure or later), the splitting is done at three or

more user-defined values xji

n o
j
at which the objective function is sampled, and at some adaptively

chosen intermediate points. At least four children are generated. More precisely, we assume that we are
given

‘i � x1i < x2i < � � � < xLii � ui; Li 	 3; for i ¼ 1; 2; . . . ; n
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and a vector p that, for each i, locates within xji

n o
j
the ith coordinate of an initial point x0; that is, if

x0i ¼ x
j
i for some j ¼ 1; 2; . . . ; Li, then pi ¼ j. A good guess for the global optimum can be used as x0.

The initialization points and the vectors l and p are collectively called the initialization list (and
sometimes we will refer to just the initialization points as ‘the initialization list’, whenever this causes
no confusion). The initialization data may be input by you, or they can be set to sensible default values
by nag_glopt_bnd_mcs_solve (e05jbc): if you provide them yourself, LIST i; jð Þ should contain xji ,
numpts½i� 1� should contain Li, and initpt½i� 1� should contain pi, for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ; Li; if you wish nag_glopt_bnd_mcs_solve (e05jbc) to use one of its preset initialization
methods, you could choose one of two simple, three-point methods (see Figure 1). If the list generated
by one of these methods contains infinite values, attempts are made to generate a safeguarded list using
the function subint x; yð Þ (which is also used during the splitting procedure, and is described in
Section 11.2). If infinite values persist, nag_glopt_bnd_mcs_solve (e05jbc) exits with fail:code ¼
NE_INF_INIT_LIST. There is also the option to generate an initialization list with the aid of
linesearches (by setting initmethod ¼ Nag Linesearch). Starting with the absolutely smallest point in
the root box, linesearches are made along each coordinate. For each coordinate, the local minimizers
found by the linesearches are put into the initialization list. If there were fewer than three minimizers,
they are augmented by c lose-by va lues . The final prese t in i t ia l i za t ion opt ion
(initmethod ¼ Nag Random) generates a randomized list, so that independent multiple runs may be
made if you suspect a global optimum has not been found. Each call to the initialization function
nag_glopt_bnd_mcs_init (e05jac) resets the initial-state vector for the Wichmann–Hill base-generator
that is used. Depending on whether you set the optional parameter Repeatability to ON or OFF, the
random state is initialized to give a repeatable or non-repeatable sequence. Then, a random integer
between 3 and sdlist is selected, which is then used to determine the number of points to be generated
in each coordinate; that is, numpts becomes a constant vector, set to this value. The components of list
are then generated, from a uniform distribution on the root box if the box is finite, or else in a
safeguarded fashion if any bound is infinite. The array initpt is set to point to the best point in list.

Given an initialization list (preset or otherwise), nag_glopt_bnd_mcs_solve (e05jbc) evaluates F at x0,
and sets the initial estimate of the global minimum, x�, to x0. Then, for i ¼ 1; 2; . . . ; n, the objective
function F is evaluated at Li � 1 points that agree with x� in all but the ith coordinate. We obtain pairs

x̂j ; f ji

� �
, for j ¼ 1; 2; . . . ; Li, with: x� ¼ x̂j1 , say; with, for j 6¼ j1,

x̂jk ¼
x�k if k 6¼ i;
xjk otherwise;



and with

fji ¼ F x̂j
� �

:

The point having the smallest function value is renamed x� and the procedure is repeated with the next
coordinate.

Once nag_glopt_bnd_mcs_solve (e05jbc) has a full set of initialization points and function values, it
can generate an initial set of sub-boxes. Recall that the root box is B x; y½ � ¼ l; u½ �, having basepoint
x ¼ x0. The opposite point y is a corner of l; u½ � farthest away from x, in some sense. The point x need
not be a vertex of l; u½ �, and y is entitled to have infinite coordinates. We loop over each coordinate i,
splitting the current box along coordinate i into 2Li � 2, 2Li � 1 or 2Li sub-intervals with exactly one
of the x̂ji as endpoints, depending on whether two, one or none of the x̂ji are on the boundary. Thus, as

well as splitting at x̂ji, for j ¼ 1; 2; . . . ; Li, we split at additional points zji, for j ¼ 2; 3; . . . ; Li. These

additional zji are such that

zji ¼ x̂
j�1
i þ qm x̂ji � x̂

j�1
i

� �
; j ¼ 2; . . . ; Li;

where q is the golden-section ratio
ffiffiffi
5
p
� 1

� �
=2, and the exponent m takes the value 1 or 2, chosen so

that the sub-box with the smaller function value gets the larger fraction of the interval. Each child sub-
box gets as basepoint the point obtained from x� by changing x�i to the xji that is a boundary point of
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the corresponding ith coordinate interval; this new basepoint therefore has function value fji . The
opposite point is derived from y by changing yi to the other end of that interval.

nag_glopt_bnd_mcs_solve (e05jbc) can now rank the coordinates based on an estimated variability of
F . For each i we compute the union of the ranges of the quadratic interpolant through any three
consecutive x̂ji , taking the difference between the upper and lower bounds obtained as a measure of the
variability of F in coordinate i. A vector 	 is populated in such a way that coordinate i has the 	ith
highest estimated variability. For tiebreaks, when the x� obtained after splitting coordinate i belongs to
two sub-boxes, the one that contains the minimizer of the quadratic models is designated the current
sub-box for coordinate iþ 1.

Boxes are assigned levels in the following manner. The root box is given level 1. When a sub-box of
level s is split, the child with the smaller fraction of the golden-section split receives level sþ 2; all
other children receive level sþ 1. The box with the better function value is given the larger fraction of
the splitting interval and the smaller level because then it is more likely to be split again more quickly.
We see that after the initialization procedure the first level is empty and the non-split boxes have levels
2; . . . ; nr þ 2, so it is meaningful to choose smax much larger than nr. Note that the internal structure of
nag_glopt_bnd_mcs_solve (e05jbc) demands that smax be at least nr þ 3.

Examples of initializations in two dimensions are given in Figure 1. In both cases the initial point is
x0 ¼ l þ uð Þ=2; on the left the initialization points are

x1 ¼ l; x2 ¼ l þ uð Þ=2; x3 ¼ u;

while on the right the points are

x1 ¼ 5l þ uð Þ=6; x2 ¼ lþ uð Þ=2; x3 ¼ l þ 5uð Þ=6:
In Figure 1, basepoints and levels after initialization are displayed. Note that these initialization lists
correspond to initmethod ¼ Nag SimpleBdry and initmethod ¼ Nag SimpleOffBdry, respectively.

32
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3
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Figure 2
Examples of the initialization procedure

After initialization, a series of sweeps through levels is begun. A sweep is defined by three steps:

(i) scan the list of non-split sub-boxes. Fill a record list b according to bs ¼ 0 if there is no box at
level s, and with bs pointing to a sub-box with the lowest function value among all sub-boxes with
level s otherwise, for 0 < s < smax ;

(ii) the sub-box with label bs is a candidate for splitting. If the sub-box is not to be split, according to
the rules described in Section 11.2, increase its level by 1 and update bsþ1 if necessary. If the sub-
box is split, mark it so, insert its children into the list of sub-boxes, and update b if any child with
level s0 yields a strict improvement of F over those sub-boxes at level s0;

(iii) increment s by 1. If s ¼ smax then displaying monitoring information and start a new sweep; else if
bs ¼ 0 then repeat this step; else display monitoring information and go to the previous step.

Clearly, each sweep ends after at most smax � 1 visits of the third step.

11.2 Splitting

Each sub-box is stored by nag_glopt_bnd_mcs_solve (e05jbc) as a set of information about the history
of the sub-box: the label of its parent, a label identifying which child of the parent it is, etc. Whenever a
sub-box B x; y½ � of level s < smax is a candidate for splitting, as described in Section 11.1, we recover x,

e05jbc NAG Library Manual

e05jbc.20 Mark 26



y, and the number, nj, of times coordinate j has been split in the history of B. Sub-box B could be split
in one of two ways.

(i) Splitting by rank

If s > 2nr min nj þ 1
� �� �

, the box is always split. The splitting index is set to a coordinate i such
that ni ¼ min nj

� �
.

(ii) Splitting by expected gain

If s � 2nr min nj þ 1
� �� �

, the sub-box could be split along a coordinate where a maximal gain in
function value is expected. This gain is estimated according to a local separable quadratic model
obtained by fitting to 2nr þ 1 function values. If the expected gain is too small the sub-box is not
split at all, and its level is increased by 1.

Eventually, a sub-box that is not eligible for splitting by expected gain will reach level
2nr min nj þ 1

� �� �
þ 1 and then be split by rank, as long as smax is large enough. As smax !1, the

rule for splitting by rank ensures that each coordinate is split arbitrarily often.

Before describing the details of each splitting method, we introduce the procedure for correctly
handling splitting at adaptive points and for dealing with unbounded intervals. Suppose we want to split
the ith coordinate interval tu xi; yif g, where we define tu xi; yif g ¼ min xi; yið Þ;max xi; yið Þ½ �, for xi 2 R
and yi 2 �R, and where x is the basepoint of the sub-box being considered. The descendants of the sub-
box should shrink sufficiently fast, so we should not split too close to xi. Moreover, if yi is large we
want the new splitting value to not be too large, so we force it to belong to some smaller interval
tu �0; �00f g, determined by

�00 ¼ subint xi; yið Þ; �0 ¼ xi þ �00 � xið Þ=10;

where the function subint is defined by

subint x; yð Þ ¼
sign yð Þ if 1000 xj j < 1 and yj j > 1000;
10sign yð Þ xj j if 1000 xj j 	 1 and yj j > 1000 xj j;
y otherwise:

8<:
11.2.1 Splitting by rank

Consider a sub-box B with level s > 2nr min nj þ 1
� �� �

. Although the sub-box has reached a high level,
there is at least one coordinate along which it has not been split very often. Among the i such that
ni ¼ min nj

� �
for B, select the splitting index to be the coordinate with the lowest 	i (and hence highest

variability rank). ‘Splitting by rank’ refers to the ranking of the coordinates by ni and 	i.

If ni ¼ 0, so that B has never been split along coordinate i, the splitting is done according to the
initialization list and the adaptively chosen golden-section split points, as described in Section 11.1.
Also as covered there, new basepoints and opposite points are generated. The children having the
smaller fraction of the golden-section split (that is, those with larger function values) are given level
min sþ 2; smaxf g. All other children are given level sþ 1.

Otherwise, B ranges between xi and yi in the ith coordinate direction. The splitting value is selected to
be zi ¼ xi þ 2 subint xi; yið Þ � xið Þ=3; we are not attempting to split based on a large reduction in
function value, merely in order to reduce the size of a large interval, so zi may not be optimal. Sub-box
B is split at zi and the golden-section split point, producing three parts and requiring only one
additional function evaluation, at the point x0 obtained from x by changing the ith coordinate to zi. The
child with the smaller fraction of the golden-section split is given level min sþ 2; smaxf g, while the
other two parts are given level sþ 1. Basepoints are assigned as follows: the basepoint of the first child
is taken to be x, and the basepoint of the second and third children is the point x0. Opposite points are
obtained by changing yi to the other end of the ith coordinate-interval of the corresponding child.

11.2.2 Splitting by expected gain

When a sub-box B has level s � 2nr min nj þ 1
� �� �

, we compute the optimal splitting index and
splitting value from a local separable quadratic used as a simple local approximation of the objective
function. To fit this curve, for each coordinate we need two additional points and their function values.
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Such data may be recoverable from the history of B: whenever the ith coordinate was split in the
history of B, we obtained values that can be used for the current quadratic interpolation in coordinate i.

We loop over i; for each coordinate we pursue the history of B back to the root box, and we take the
first two points and function values we find, since these are expected to be closest to the current
basepoint x. If the current coordinate has not yet been split we use the initialization list. Then we
generate a local separable model e �ð Þ for F �ð Þ by interpolation at x and the 2nr additional points just
collected:

e �ð Þ ¼ F xð Þ þ
Xn
i¼1
ei �ið Þ:

We define the expected gain êi in function value when we evaluate at a new point obtained by changing
coordinate i in the basepoint, for each i, based on two cases:

(i) ni ¼ 0. We compute the expected gain as

êi ¼ min
1�j�Li

fji

n o
� fpii :

Again, we split according to the initialization list, with the new basepoints and opposite points
being as before.

(ii) ni > 0. Now, the ith component of our sub-box ranges from xi to yi. Using the quadratic partial
correction function

ei �ið Þ ¼ �i �i � xið Þ þ �i �i � xið Þ2

we can approximate the maximal gain expected when changing xi only. We will choose the
splitting value from tu �0; �00f g. We compute

êi ¼ min
�i2tu �0;�00f g

ei �ið Þ

and call zi the minimizer in tu �0; �00f g.
If the expected best function value fexp satisfies

fexp ¼ F xð Þ þ min
1�i�n

êi < fbest; ð1Þ

where fbest is the current best function value (including those function values obtained by local
optimization), we expect the sub-box to contain a better point and so we split it, using as splitting
index the component with minimal êi. Equation (1) prevents wasting function calls by avoiding
splitting sub-boxes whose basepoints have bad function values. These sub-boxes will eventually be
split by rank anyway.

We now have a splitting index and a splitting value zi. The sub-box is split at zi as long as zi 6¼ yi,
and at the golden-section split point; two or three children are produced. The larger fraction of the
golden-section split receives level sþ 1, while the smaller fraction receives level min sþ 2; smaxf g.
If it is the case that zi 6¼ yi and the third child is larger than the smaller of the two children from
the golden-section split, the third child receives level sþ 1. Otherwise it is given the level
min sþ 2; smaxf g. The basepoint of the first child is set to x, and the basepoint of the second (and
third if it exists) is obtained by changing the ith coordinate of x to zi. The opposite points are again
derived by changing yi to the other end of the ith coordinate interval of B.

If equation (1) does not hold, we expect no improvement. We do not split, and we increase the
level of B by 1.

11.3 Local Search

The local optimization algorithm used by nag_glopt_bnd_mcs_solve (e05jbc) uses linesearches along
directions that are determined by minimizing quadratic models, all subject to bound constraints. Triples
of vectors are computed using coordinate searches based on linesearches. These triples are used in
triple search procedures to build local quadratic models for F. A trust-region-type approach to
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minimize these models is then carried out, and more information about the coordinate search and the
triple search can be found in Huyer and Neumaier (1999).

The local search starts by looking for better points without being too local, by making a triple search
using points found by a coordinate search. This yields a new point and function value, an
approximation of the gradient of the objective, and an approximation of the Hessian of the objective.
Then the quadratic model for F is minimized over a small box, with the solution to that minimization
problem then being used as a linesearch direction to minimize the objective. A measure r is computed
to quantify the predictive quality of the quadratic model.

The third stage is the checking of termination criteria. The local search will stop if more than loclim
visits to this part of the local search have occurred, where loclim is the value of the optional parameter
Local Searches Limit. If that is not the case, it will stop if the limit on function calls has been
exceeded (see the description of the optional parameter Function Evaluations Limit). The final
criterion checks if no improvement can be made to the function value, or whether the approximated
gradient g is small, in the sense that

gj jT max xj j; xoldj jð Þ < loctol f0 � fð Þ:
The vector xold is the best point at the start of the current loop in this iterative local-search procedure,
the constant loctol is the value of the optional parameter Local Searches Tolerance, f is the objective
value at x, and f0 is the smallest function value found by the initialization procedure.

Next, nag_glopt_bnd_mcs_solve (e05jbc) attempts to move away from the boundary, if any components
of the current point lie there, using linesearches along the offending coordinates. Local searches are
terminated if no improvement could be made.

The fifth stage carries out another triple search, but this time it does not use points from a coordinate
search, rather points lying within the trust-region box are taken.

The final stage modifies the trust-region box to be bigger or smaller, depending on the quality of the
quadratic model, minimizes the new quadratic model on that box, and does a linesearch in the direction
of the minimizer. The value of r is updated using the new data, and then we go back to the third stage
(checking of termination criteria).

The Hessians of the quadratic models generated by the local search may not be positive definite, so
nag_glopt_bnd_mcs_solve (e05jbc) uses the general nonlinear optimizer nag_opt_sparse_nlp_solve
(e04vhc) to minimize the models.

12 Optional Parameters

Several optional parameters in nag_glopt_bnd_mcs_solve (e05jbc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_glopt_bnd_mcs_solve (e05jbc) these optional parameters have associated default values that are
appropriate for most problems. Therefore, you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Defaults

Function Evaluations Limit

Infinite Bound Size

List

Local Searches

Local Searches Limit

Local Searches Tolerance

Maximize

Minimize
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Nolist

Repeatability

Splits Limit

Static Limit

Target Objective Error

Target Objective Safeguard

Target Objective Value

Optional parameters may be specified by calling one, or more, of the functions nag_glopt_bnd_mc
s_optset_file (e05jcc), nag_glopt_bnd_mcs_optset_string (e05jdc), nag_glopt_bnd_mcs_optset_char
(e05jec), nag_glopt_bnd_mcs_optset_int (e05jfc) and nag_glopt_bnd_mcs_optset_real (e05jgc) before
a call to nag_glopt_bnd_mcs_solve (e05jbc).

nag_glopt_bnd_mcs_optset_file (e05jcc) reads options from an external options file, with Begin and
End as the first and last lines respectively, and with each intermediate line defining a single optional
parameter. For example,

Begin
Static Limit = 50

End

The call

e05jcc (fileid, &state, &fail);

can then be used to read the file on the descriptor fileid as returned by a call of nag_open_file (x04acc).
The value fail:code ¼ NE_NOERROR is returned on successful exit. nag_glopt_bnd_mcs_optset_file
(e05jcc) should be consulted for a full description of this method of supplying optional parameters.

nag_glopt_bnd_mcs_optset_string (e05jdc), nag_glopt_bnd_mcs_optset_char (e05jec), nag_
glopt_bnd_mcs_optset_int (e05jfc) or nag_glopt_bnd_mcs_optset_real (e05jgc) can be called to supply
options directly, one call being necessary for each optional parameter. nag_glopt_bnd_mcs_optset_string
(e05jdc), nag_glopt_bnd_mcs_optset_char (e05jec), nag_glopt_bnd_mcs_optset_int (e05jfc) or nag_
glopt_bnd_mcs_optset_real (e05jgc) should be consulted for a full description of this method of
supplying optional parameters.

All optional parameters not specified by you are set to their default values. Valid values of optional
parameters specified by you are unaltered by nag_glopt_bnd_mcs_solve (e05jbc) and so remain in effect
for subsequent calls to nag_glopt_bnd_mcs_solve (e05jbc), unless you explicitly change them.

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively, and where the letter a denotes an option that takes an ON or OFF value;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), the symbol rmax stands for the largest positive model number
(see nag_real_largest_number (X02ALC)), nr represents the number of non-fixed variables, and
the symbol d stands for the maximum number of decimal digits that can be represented (see
nag_decimal_digits (X02BEC)).

Option names are case-insensitive and must be provided in full; abbreviations are not recognized.

Defaults

This special keyword is used to reset all optional parameters to their default values, and any random
state stored in state will be destroyed.

Any option value given with this keyword will be ignored. This optional parameter cannot be queried or
got.
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Function Evaluations Limit i Default ¼ 100n2r

This puts an approximate limit on the number of function calls allowed. The total number of calls made
is checked at the top of an internal iteration loop, so it is possible that a few calls more than nf may be
made.

Constraint: nf > 0.

Infinite Bound Size r Default ¼ r
1
4
max

This defines the ‘infinite’ bound infbnd in the definition of the problem constraints. Any upper bound
greater than or equal to infbnd will be regarded as 1 (and similarly any lower bound less than or equal
to �infbnd will be regarded as �1).

Constraint: r
1
4
max � infbnd � r

1
2
max .

Local Searches a Default ¼ ON

If you want to try to accelerate convergence of nag_glopt_bnd_mcs_solve (e05jbc) by starting local
searches from candidate minima, you will require lcsrch to be ON.

Constraint: lcsrch ¼ ON or OFF.

Local Searches Limit i Default ¼ 50

This defines the maximal number of iterations to be used in the trust-region loop of the local-search
procedure.

Constraint: loclim > 0.

Local Searches Tolerance r Default ¼ 2�

The value of loctol is the multiplier used during local searches as a stopping criterion for when the
approximated gradient is small, in the sense described in Section 11.3.

Constraint: loctol 	 2�.

Minimize Default
Maximize

These keywords specify the required direction of optimization. Any option value given with these
keywords will be ignored.

Nolist Default
List

These options control the echoing of each optional parameter specification as it is supplied. List turns
printing on, Nolist turns printing off. The output is sent to stdout.

Any option value given with these keywords will be ignored. This optional parameter cannot be queried
or got.

Repeatability a Default ¼ OFF

For use with random initialization lists (initmethod ¼ Nag Random). When set to ON, an internally-
initialized random state is stored in state for use in subsequent calls to nag_glopt_bnd_mcs_solve
(e05jbc).

Constraint: repeat ¼ ON or OFF.
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Splits Limit i Default ¼ d nr þ 2ð Þ=3b c
Along with the initialization list list, this defines a limit on the number of times the root box will be
split along any single coordinate direction. If Local Searches is OFF you may find the default value to
be too small.

Constraint: smax > nr þ 2.

Static Limit i Default ¼ 3nr

As the default termination criterion, computation stops when the best function value is static for stclim
sweeps through levels. This parameter is ignored if you have specified a target value to reach in
Target Objective Value.

Constraint: stclim > 0.

Target Objective Error r Default ¼ �14

If you have given a target objective value to reach in objval (the value of the optional parameter
Target Objective Value), objerr sets your desired relative error (from above if Minimize is set, from
below if Maximize is set) between obj and objval, as described in Section 7. See also the description of
the optional parameter Target Objective Safeguard.

Constraint: objerr 	 2�.

Target Objective Safeguard r Default ¼ �12

If you have given a target objective value to reach in objval (the value of the optional parameter
Target Objective Value), objsfg sets your desired safeguarded termination tolerance, for when objval
is close to zero.

Constraint: objsfg 	 2�.

Target Objective Value r

This parameter may be set if you wish nag_glopt_bnd_mcs_solve (e05jbc) to use a specific value as the
target function value to reach during the optimization. Setting objval overrides the default termination
criterion determined by the optional parameter Static Limit.
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NAG Library Function Document

nag_glopt_bnd_mcs_optset_file (e05jcc)

1 Purpose

nag_glopt_bnd_mcs_optset_file (e05jcc) may be used to supply optional parameters to nag_
glopt_bnd_mcs_solve (e05jbc) from an external file. The initialization function nag_glopt_bnd_mcs_init
(e05jac) must have been called before calling nag_glopt_bnd_mcs_optset_file (e05jcc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optset_file (Nag_FileID fileid, Nag_E05State *state,
NagError *fail)

3 Description

nag_glopt_bnd_mcs_optset_file (e05jcc) may be used to supply values for optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). nag_glopt_bnd_mcs_optset_file (e05jcc) reads an external file
which has been opened by a call to nag_open_file (x04acc). Each line of the file defines a single
optional parameter. It is only necessary to supply values for those arguments whose values are to be
different from their default values.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given optional parameter must be separated by spaces, or equals signs ¼½ �.
Alphabetic characters may be upper or lower case. The string

Static Limit = 100

is an example of a string used to set an optional parameter. For each optional parameter the string
contains one or more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an integer or real value. Such numbers may be up to 40 contiguous
characters.

Blank strings and comments are ignored. A comment begins with an asterisk (*) and all subsequent
characters in the string are regarded as part of the comment.

The implied data type (character, integer or real) of each value to set must match that expected by the
corresponding optional parameter.

The file containing the optional parameters must start with Begin and must finish with End. An
example of a valid options file is:

Begin * Example options file
Static Limit = 500

End

Optional parameter settings are preserved following a call to nag_glopt_bnd_mcs_solve (e05jbc) and so
the keyword Defaults is provided to allow you to reset all the optional parameters to their default
values before a subsequent call to nag_glopt_bnd_mcs_solve (e05jbc).

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).
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4 References

None.

5 Arguments

1: fileid – Nag_FileID Input

On entry: the ID of the option file to be read, as returned by a call to nag_open_file (x04acc).

2: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FILE_NOT_READ

At least one optional parameter from the options file could not be recognized. All optional
parameters that were set from the file before this error was encountered will remain set on exit.

BEGIN found, but end-of-file found before END. All optional parameters that were set from the
file before this error was encountered will remain set on exit.

Could not read options file.

End-of-file found before BEGIN.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_NOT_PARSED

One of the numeric values to be set could not be parsed. Check that all such strings specify valid
integer or real values.
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NE_OUT_OF_RANGE

Attempt to assign an illegal value of Local Searches (lcsrch): lcsrch ¼ valueh i.
Attempt to assign an illegal value of Repeatability (repeat): repeat ¼ valueh i.
Attempt to assign a non-positive value of Function Evaluations Limit (nf ): nf ¼ valueh i.
Attempt to assign a non-positive value of Local Searches Limit (loclim): loclim ¼ valueh i.
Attempt to assign a non-positive value of Static Limit (stclim): stclim ¼ valueh i.
Attempt to assign an out-of-bounds value of Infinite Bound Size (infbnd): infbnd ¼ valueh i.
Attempt to assign too small a value of Local Searches Tolerance (loctol): loctol ¼ valueh i.
Attempt to assign too small a value of Target Objective Error (objerr): objerr ¼ valueh i.
Attempt to assign too small a value of Target Objective Safeguard (objsfg): objsfg ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optset_file (e05jcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_glopt_bnd_mcs_optset_string (e05jdc), nag_glopt_bnd_mcs_optset_char (e05jec), nag_
glopt_bnd_mcs_optset_int (e05jfc) or nag_glopt_bnd_mcs_optset_real (e05jgc) may also be used to
supply optional parameters to nag_glopt_bnd_mcs_solve (e05jbc).

10 Example

This example finds the global minimum of the ‘peaks’ function in two dimensions

F x; yð Þ ¼ 3 1� xð Þ2 exp �x2 � yþ 1ð Þ2
� �

� 10
x

5
� x3 � y5

� �
exp �x2 � y2
� �

� 1

3
exp � xþ 1ð Þ2 � y2
� �

on the box �3; 3½ � � �3; 3½ �.
The function F has several local minima and one global minimum in the given box. The global
minimum is approximately located at 0:23;�1:63ð Þ, where the function value is approximately �6:55.
By specifying an initialization list via list, numpts and initpt we can start nag_glopt_bnd_mcs_solve
(e05jbc) looking close to one of the local minima and check that it really does move away from that
point to one of the global minima.

More precisely, we choose �1; 0ð Þ as our initial point (see Section 10.3), and let the initialization list be

�3 �1 3
�3 0 3

� �
:

This example solves the optimization problem using some of the optional parameters described in
Section 12 in nag_glopt_bnd_mcs_solve (e05jbc).
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10.1 Program Text

/* nag_glopt_bnd_mcs_optset_file (e05jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <string.h>
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun(Integer n, const double x[], double *f,
Integer nstate, Nag_Comm *comm,
Integer *inform);

static void NAG_CALL monit(Integer n, Integer ncall, const double xbest[],
const Integer icount[], Integer sdlist,
const double list[], const Integer numpts[],
const Integer initpt[], Integer nbaskt,
const double xbaskt[], const double boxl[],
const double boxu[], Integer nstate,
Nag_Comm *comm, Integer *inform);

static void NAG_CALL output_current_box(const double boxl[],
const double boxu[]);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double infbnd, obj;
Integer exit_status = 0, i, ibdchk, n = 2, nf, plot, sdlist, stclim;
Nag_BoundType boundenum;
Nag_MCSInitMethod initmethodenum;
/* Arrays */
const char *optionsfile = "e05jcce.opt";
static double ruser[2] = { -1.0, -1.0 };
char bound[16], initmethod[18];
double *bl = 0, *bu = 0, *list = 0, *x = 0;
char lcsrch[3];
Integer *initpt = 0, *numpts = 0;
Integer iuser[1];
/* Nag Types */
Nag_E05State state;
NagError fail;
Nag_Comm comm;
Nag_FileID fileid;

INIT_FAIL(fail);

printf("nag_glopt_bnd_mcs_optset_file (e05jcc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.iuser = iuser;
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
/* Read sdlist from data file */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &sdlist);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &sdlist);

#endif

if (n <= 0 || sdlist <= 0)
goto END;

if (!(bl = NAG_ALLOC(n, double)) ||
!(bu = NAG_ALLOC(n, double)) ||
!(list = NAG_ALLOC(n * sdlist, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(initpt = NAG_ALLOC(n, Integer)) || !(numpts = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in bound (and bl and bu if necessary) */
#ifdef _WIN32

scanf_s("%15s%*[^\n] ", bound, (unsigned)_countof(bound));
#else

scanf("%15s%*[^\n] ", bound);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

boundenum = (Nag_BoundType) nag_enum_name_to_value(bound);

if (boundenum == Nag_Bounds)
/* Read in the whole of each bound */

{
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &bl[i]);

#else
scanf("%lf", &bl[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (boundenum == Nag_BoundsEqual)

/* Bounds are uniform: read in only the first entry of each */
{

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &bl[0]);

#else
scanf("%lf%*[^\n] ", &bl[0]);

#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &bu[0]);
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#else
scanf("%lf%*[^\n] ", &bu[0]);

#endif
}

/* Read in initmethod (and list, numpts and initpt if necessary) */
#ifdef _WIN32

scanf_s("%17s%*[^\n] ", initmethod, (unsigned)_countof(initmethod));
#else

scanf("%17s%*[^\n] ", initmethod);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

initmethodenum = (Nag_MCSInitMethod) nag_enum_name_to_value(initmethod);

if (initmethodenum == Nag_UserSet) {
for (i = 0; i < n * sdlist; ++i)

#ifdef _WIN32
scanf_s("%lf", &list[i]);

#else
scanf("%lf", &list[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &numpts[i]);
#else

scanf("%" NAG_IFMT "", &numpts[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &initpt[i]);
#else

scanf("%" NAG_IFMT "", &initpt[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read in plot. Its value determines whether monit displays
* information on the current search box
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &plot);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &plot);

#endif

/* Communicate plot through to monit */
iuser[0] = plot;

/* Call nag_glopt_bnd_mcs_init (e05jac) to initialize
* nag_glopt_bnd_mcs_solve (e05jbc). */

/* Its first argument is a legacy argument and has no significance. */
nag_glopt_bnd_mcs_init(0, &state, &fail);
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if (fail.code != NE_NOERROR) {
printf("Initialization of nag_glopt_bnd_mcs_solve (e05jbc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Use nag_glopt_bnd_mcs_optset_file (e05jcc) to read some options
* from the end of the data file */

/* Call nag_open_file (x04acc) to set the stdin fileid. */
/* nag_open_file (x04acc).
* Open unit number for reading, writing or appending, and
* associate unit with named file
*/

nag_open_file(optionsfile, 0, &fileid, &fail);

if (fail.code != NE_NOERROR) {
printf("Fileid could not be obtained.\n");
exit_status = 1;
goto END;

}

/* nag_glopt_bnd_mcs_optset_file (e05jcc).
* Supply optional parameter values for nag_glopt_bnd_mcs_solve (e05jbc)
* from external file */

nag_glopt_bnd_mcs_optset_file(fileid, &state, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optset_file (e05jcc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Use nag_glopt_bnd_mcs_optget_int (e05jkc) to find the value of
* the Integer-valued option ’Function Evaluations Limit’ */

/* nag_glopt_bnd_mcs_optget_int (e05jkc).
* Get the setting of an Integer-valued option of
* nag_glopt_bnd_mcs_solve (e05jbc) */

nag_glopt_bnd_mcs_optget_int("Function Evaluations Limit", &nf, &state,
&fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optget_int (e05jkc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nOption ’Function Evaluations Limit’ has the value %" NAG_IFMT
".\n", nf);

/* Use nag_glopt_bnd_mcs_optset_int (e05jfc) to set the value of the
* Integer-valued option ’Static Limit’ */

stclim = 4 * n;

/* nag_glopt_bnd_mcs_optset_int (e05jfc).
* Set a single Integer-valued option of
* nag_glopt_bnd_mcs_solve (e05jbc) */

nag_glopt_bnd_mcs_optset_int("Static Limit", stclim, &state, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optset_int (e05jfc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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/* Use nag_glopt_bnd_mcs_option_check (e05jhc) to determine whether
* the real-valued option ’Infinite Bound Size’ has been set by us
* (in which case 1 is returned) or whether it holds its default
* value (in which case 0 is returned) */

/* nag_glopt_bnd_mcs_option_check (e05jhc).
* Determine whether the user has set a single option of
* nag_glopt_bnd_mcs_solve (e05jbc) */

ibdchk =
nag_glopt_bnd_mcs_option_check("Infinite Bound Size", &state, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_option_check (e05jhc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Option ’Infinite Bound Size’ ");
printf((ibdchk == 1 ? "has been set by us" : "holds its default value"));
printf(".\n");

/* Use nag_glopt_bnd_mcs_optget_real (e05jlc) to find the value of
* the real-valued option ’Infinite Bound Size’ */

/* nag_glopt_bnd_mcs_optget_real (e05jlc).
* Get the setting of a real-valued option of
* nag_glopt_bnd_mcs_solve (e05jbc) */

nag_glopt_bnd_mcs_optget_real("Infinite Bound Size", &infbnd, &state,
&fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optget_real (e05jlc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Option ’Infinite Bound Size’ has the value %14.5e\n", infbnd);

/* Use nag_glopt_bnd_mcs_optset_real (e05jgc) to increase the value of
* the real-valued option ’Infinite Bound Size’ tenfold */

infbnd = 10.0 * infbnd;

/* nag_glopt_bnd_mcs_optset_real (e05jgc).
* Set the value of a real-valued option of
* nag_glopt_bnd_mcs_solve (e05jbc) */

nag_glopt_bnd_mcs_optset_real("Infinite Bound Size", infbnd, &state, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optset_real (e05jgc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Use nag_glopt_bnd_mcs_optset_string (e05jdc) to set the value of
* the Integer-valued option ’Local Searches Limit’ */

/* nag_glopt_bnd_mcs_optset_string (e05jdc).
* Set the value of an option of nag_glopt_bnd_mcs_solve (e05jbc)
* from a string */

nag_glopt_bnd_mcs_optset_string("Local Searches Limit = 40", &state, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optset_string (e05jdc) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Use nag_glopt_bnd_mcs_optset_char (e05jec) to set the value of
* the ’On’/’Off’-valued character option ’Local Searches’ */
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#ifdef _WIN32
strcpy_s(&lcsrch[0], (unsigned)_countof(lcsrch), "On");

#else
strcpy(&lcsrch[0], "On");

#endif

/* nag_glopt_bnd_mcs_optset_char (e05jec).
* Set the value of an ’On’/’Off’-valued character option of
* nag_glopt_bnd_mcs_solve (e05jbc) */

nag_glopt_bnd_mcs_optset_char("Local Searches", lcsrch, &state, &fail);

if (fail.code != NE_NOERROR) {
printf("nag_glopt_bnd_mcs_optset_char (e05jec) failed.\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Solve the problem. */
/* nag_glopt_bnd_mcs_solve (e05jbc).
* Global optimization by multilevel coordinate search, simple bounds.
*/

nag_glopt_bnd_mcs_solve(n, objfun, boundenum, initmethodenum, bl, bu,
sdlist, list, numpts, initpt, monit, x, &obj,
&state, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error message from nag_glopt_bnd_mcs_solve (e05jbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Final objective value = %11.5f\n", obj);
printf("Global optimum x = ");
for (i = 0; i < n; ++i)

printf("%9.5f", x[i]);
printf("\n");

END:
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(list);
NAG_FREE(x);
NAG_FREE(initpt);
NAG_FREE(numpts);

return exit_status;
}

static void NAG_CALL objfun(Integer n, const double x[], double *f,
Integer nstate, Nag_Comm *comm, Integer *inform)

{
/* Routine to evaluate objective function */

if (comm->user[0] == -1.0) {
printf("(User-supplied callback objfun, first invocation.)\n");
comm->user[0] = 0.0;

}

/* This is a two-dimensional objective function.
* As an example of using the inform mechanism,
* terminate if any other problem size is supplied.
*/

if (n != 2) {
*inform = -1;
return;

}

*inform = 0;
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if (*inform >= 0)
/* Here we’re prepared to evaluate objfun at the current x */

{
if (nstate == 1)

/* This is the first call to objfun */
{

printf("\n(objfun was just called for the first time)\n");
}

*f = (3.0 * pow((1.0 - x[0]), 2) * exp(-pow(x[0], 2) - pow((x[1] + 1), 2))
- (10.0 * (x[0] / 5.0 - pow(x[0], 3) - pow(x[1], 5)) *

exp(-pow(x[0], 2) - pow(x[1], 2)))
- 1.0 / 3.0 * exp(-pow((x[0] + 1.0), 2) - pow(x[1], 2))
);

}
}

static void NAG_CALL monit(Integer n, Integer ncall, const double xbest[],
const Integer icount[], Integer sdlist,
const double list[], const Integer numpts[],
const Integer initpt[], Integer nbaskt,
const double xbaskt[], const double boxl[],
const double boxu[], Integer nstate,
Nag_Comm *comm, Integer *inform)

{
/* Scalars */
Integer i, j;
Integer plot;

#define LIST(I, J) list[(I-1)*sdlist + (J-1)]
#define XBASKT(I, J) xbaskt[(I-1)*nbaskt + (J-1)]

if (comm->user[1] == -1.0) {
printf("(User-supplied callback monit, first invocation.)\n");
comm->user[1] = 0.0;

}

*inform = 0;

if (*inform >= 0)
/* We are going to allow the iterations to continue */

{
/* Extract plot from the communication structure */
plot = comm->iuser[0];

if (nstate == 0 || nstate == 1)
/* When nstate == 1, monit is called for the first time.
* When nstate == 0, monit is called for the first AND last time.
* Display a welcome message */

{
printf("\n*** Begin monitoring information ***\n\n");

printf("Values controlling initial splitting of a box:\n");
for (i = 1; i <= n; ++i) {

printf("**\n");
printf("In dimension %5" NAG_IFMT "\n", i);
printf("Extent of initialization list in this dimension ="

"%5" NAG_IFMT "\n", numpts[i - 1]);
printf("Initialization points in this dimension:\n");
printf("LIST(i, 1:numpts[i - 1]) =");
for (j = 1; j <= numpts[i - 1]; ++j)

printf("%9.5f", LIST(i, j));
printf("\n");
printf("Initial point in this dimension: LIST(i,%5" NAG_IFMT ")\n",

initpt[i - 1]);
}

if (plot != 0 && n == 2)
printf("<Begin displaying search boxes>\n\n");

}
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if (plot != 0 && n == 2) {
/* Display the coordinates of the edges of the current search box */
output_current_box(boxl, boxu);

}

if (nstate <= 0)
/* monit is called for the last time */

{
if (plot != 0 && n == 2)

printf("<End displaying search boxes>\n\n");
printf("Total sub-boxes = %5" NAG_IFMT "\n", icount[0]);
printf("Total function evaluations (rounded to nearest 10) = "

"%5" NAG_IFMT "\n", 10*((ncall+5)/10));
printf("Total function evaluations used in local search (rounded\n"

" to nearest 10) = %5" NAG_IFMT "\n", 10*((icount[1]+5)/10));
printf("Total points used in local search = %5" NAG_IFMT "\n",

icount[2]);
printf("Total sweeps through levels = %5" NAG_IFMT "\n", icount[3]);
printf("Total splits by init. list = %5" NAG_IFMT "\n", icount[4]);
printf("Lowest level with nonsplit boxes = %5" NAG_IFMT "\n",

icount[5]);
printf("Number of candidate minima in the ’shopping basket’"

" = %5" NAG_IFMT "\n", nbaskt);
printf("Shopping basket:\n");

for (i = 1; i <= n; ++i) {
printf("xbaskt(%3" NAG_IFMT ",:) =", i);
for (j = 1; j <= nbaskt; ++j)

printf("%9.5f", XBASKT(i, j));
printf("\n");

}

printf("Best point:\n");
printf("xbest =");
for (i = 0; i < n; ++i)

printf("%9.5f", xbest[i]);
printf("\n");

printf("\n*** End monitoring information ***\n\n");
}

}
}

static void NAG_CALL output_current_box(const double boxl[],
const double boxu[])

{
printf("%20.15f %20.15f\n", boxl[0], boxl[1]);
printf("%20.15f %20.15f\n\n", boxl[0], boxu[1]);
printf("%20.15f %20.15f\n", boxl[0], boxl[1]);
printf("%20.15f %20.15f\n\n", boxu[0], boxl[1]);
printf("%20.15f %20.15f\n", boxl[0], boxu[1]);
printf("%20.15f %20.15f\n\n", boxu[0], boxu[1]);
printf("%20.15f %20.15f\n", boxu[0], boxl[1]);
printf("%20.15f %20.15f\n\n", boxu[0], boxu[1]);

}
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10.2 Program Data

Begin example options file
* Comment lines like this begin with an asterisk
* Set the maximum number of function evaluations
Function Evaluations Limit = 100000
* Set the local search termination tolerance
Local Searches Tolerance = 1.0D-10
* Set the maximum number of times a given box may be split
Splits Limit = 20
End

nag_glopt_bnd_mcs_optset_file (e05jcc) Example Program Data
3 : sdlist
Nag_Bounds : bound
-3.0 -3.0 : Lower bounds bl
3.0 3.0 : Upper bounds bu
Nag_UserSet : initmethod
-3.0 -1.0 3.0 -3.0 0.0 3.0 : Matrix list
3 3 3 : numpts
2 2 2 : Initial-point pointer initpt
0 : plot

10.3 Program Results

nag_glopt_bnd_mcs_optset_file (e05jcc) Example Program Results

Option ’Function Evaluations Limit’ has the value 100000.
Option ’Infinite Bound Size’ holds its default value.
Option ’Infinite Bound Size’ has the value 1.15792e+77
(User-supplied callback objfun, first invocation.)

(objfun was just called for the first time)
(User-supplied callback monit, first invocation.)

*** Begin monitoring information ***

Values controlling initial splitting of a box:
**
In dimension 1
Extent of initialization list in this dimension = 3
Initialization points in this dimension:
LIST(i, 1:numpts[i - 1]) = -3.00000 -1.00000 3.00000
Initial point in this dimension: LIST(i, 2)
**
In dimension 2
Extent of initialization list in this dimension = 3
Initialization points in this dimension:
LIST(i, 1:numpts[i - 1]) = -3.00000 0.00000 3.00000
Initial point in this dimension: LIST(i, 2)
Total sub-boxes = 180
Total function evaluations (rounded to nearest 10) = 190
Total function evaluations used in local search (rounded

to nearest 10) = 100
Total points used in local search = 9
Total sweeps through levels = 9
Total splits by init. list = 5
Lowest level with nonsplit boxes = 6
Number of candidate minima in the ’shopping basket’ = 2
Shopping basket:
xbaskt( 1,:) = 0.22828 -1.34740
xbaskt( 2,:) = -1.62553 0.20452
Best point:
xbest = 0.22828 -1.62553

*** End monitoring information ***

Final objective value = -6.55113
Global optimum x = 0.22828 -1.62553
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NAG Library Function Document

nag_glopt_bnd_mcs_optset_string (e05jdc)

1 Purpose

nag_glopt_bnd_mcs_optset_string (e05jdc) may be used to supply individual optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). The initialization function nag_glopt_bnd_mcs_init (e05jac) must
have been called before calling nag_glopt_bnd_mcs_optset_string (e05jdc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optset_string (const char *optstr,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_optset_string (e05jdc) may be used to supply values for optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). It is only necessary to call nag_glopt_bnd_mcs_optset_string
(e05jdc) for those arguments whose values are to be different from their default values. One call to
nag_glopt_bnd_mcs_optset_string (e05jdc) sets one argument value.

Each optional parameter is defined by a single character string, consisting of one or more items. The
items associated with a given optional parameter must be separated by spaces, or equals signs ¼½ �.
Alphabetic characters may be upper or lower case. The string

Static Limit = 100

is an example of a string used to set an optional parameter. For each optional parameter the string
contains one or more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an integer or real value. Such numbers may be up to 40 contiguous
characters.

For nag_glopt_bnd_mcs_optset_string (e05jdc), each user-specified optional parameter is not normally
printed as it is defined, but this printing may be turned on using the keyword List. Thus the statement

e05jdc ("List", &state, &fail);

turns on printing of this and subsequent options. Printing may be turned off again using the keyword
Nolist.

Optional parameter settings are preserved following a call to nag_glopt_bnd_mcs_solve (e05jbc) and so
the keyword Defaults is provided to allow you to reset all the optional parameters to their default
values before a subsequent call to nag_glopt_bnd_mcs_solve (e05jbc).

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.
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5 Arguments

1: optstr – const char * Input

On entry: a string defining a single optional parameter (as described in Section 3 and in
Section 12 in nag_glopt_bnd_mcs_solve (e05jbc)). The implied data type (character, integer or
real) of each value to set must match that expected by the optional parameter.

2: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_NOT_PARSED

The value to be set could not be parsed. Check that it specifies a valid integer or real value.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

NE_OUT_OF_RANGE

Attempt to assign an illegal value of Local Searches (lcsrch): lcsrch ¼ valueh i.
Attempt to assign an illegal value of Repeatability (repeat): repeat ¼ valueh i.
Attempt to assign a non-positive value of Function Evaluations Limit (nf ): nf ¼ valueh i.
Attempt to assign a non-positive value of Local Searches Limit (loclim): loclim ¼ valueh i.
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Attempt to assign a non-positive value of Static Limit (stclim): stclim ¼ valueh i.
Attempt to assign an out-of-bounds value of Infinite Bound Size (infbnd): infbnd ¼ valueh i.
Attempt to assign too small a value of Local Searches Tolerance (loctol): loctol ¼ valueh i.
Attempt to assign too small a value of Target Objective Error (objerr): objerr ¼ valueh i.
Attempt to assign too small a value of Target Objective Safeguard (objsfg): objsfg ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optset_string (e05jdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_glopt_bnd_mcs_optset_file (e05jcc), nag_glopt_bnd_mcs_optset_char (e05jec), nag_glopt_bnd_mc
s_optset_int (e05jfc) or nag_glopt_bnd_mcs_optset_real (e05jgc) may also be used to supply optional
parameters to nag_glopt_bnd_mcs_solve (e05jbc).

10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_optset_char (e05jec)

1 Purpose

nag_glopt_bnd_mcs_optset_char (e05jec) may be used to supply individual ‘ON’/‘OFF’-valued
character optional parameters to nag_glopt_bnd_mcs_solve (e05jbc). The initialization function
nag_glopt_bnd_mcs_init (e05jac) must have been called before calling nag_glopt_bnd_mcs_optset_char
(e05jec).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optset_char (const char *optstr, const char *cvalue,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_optset_char (e05jec) may be used to supply values for ‘ON’/‘OFF’-valued
character optional parameters to nag_glopt_bnd_mcs_solve (e05jbc). It is only necessary to call
nag_glopt_bnd_mcs_optset_char (e05jec) for those arguments whose values are to be different from
their default values. One call to nag_glopt_bnd_mcs_optset_char (e05jec) sets one argument value.

Each ‘ON’/‘OFF’-valued character optional parameter is defined by a single character string in optstr
and the corresponding value in cvalue. For example, the following allows local searches to be turned
off:

strcpy(&lcsrch[0],"Off");
e05jec (’Local Searches’, lcsrch, &state, &fail);

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string defining a single ‘ON’/‘OFF’-valued character optional parameter (as described
in Section 12 in nag_glopt_bnd_mcs_solve (e05jbc)).

2: cvalue – const char * Input

On entry: the ‘ON’/‘OFF’ value associated with the keyword in optstr.

3: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

NE_OUT_OF_RANGE

Attempt to assign an illegal value of Local Searches (lcsrch): lcsrch ¼ valueh i.
Attempt to assign an illegal value of Repeatability (repeat): repeat ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optset_char (e05jec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_glopt_bnd_mcs_optset_file (e05jcc) or nag_glopt_bnd_mcs_optset_string (e05jdc) may also be
used to supply ‘ON’/‘OFF’-valued character optional parameters to nag_glopt_bnd_mcs_solve (e05jbc).

e05jec NAG Library Manual

e05jec.2 Mark 26



10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_optset_int (e05jfc)

1 Purpose

nag_glopt_bnd_mcs_optset_int (e05jfc) may be used to supply individual integer optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). The initialization function nag_glopt_bnd_mcs_init (e05jac) must
have been called before calling nag_glopt_bnd_mcs_optset_int (e05jfc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optset_int (const char *optstr, Integer ivalue,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_optset_int (e05jfc) may be used to supply values for integer optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). It is only necessary to call nag_glopt_bnd_mcs_optset_int (e05jfc)
for those arguments whose values are to be different from their default values. One call to
nag_glopt_bnd_mcs_optset_int (e05jfc) sets one argument value.

Each integer optional parameter is defined by a single character string in optstr and the corresponding
value in ivalue. For example, the following allows the function evaluations limit to be defined:

nf = 1000;
e05jfc (’Function Evaluations Limit’, nf, &state, &fail);

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying an integer-valued optional parameter (as described in Section 12 in
nag_glopt_bnd_mcs_solve (e05jbc)).

2: ivalue – Integer Input

On entry: an integer value associated with the optional parameter in optstr.

3: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

NE_OUT_OF_RANGE

Attempt to assign a non-positive value of Function Evaluations Limit (nf ): nf ¼ valueh i.
Attempt to assign a non-positive value of Local Searches Limit (loclim): loclim ¼ valueh i.
Attempt to assign a non-positive value of Static Limit (stclim): stclim ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optset_int (e05jfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_glopt_bnd_mcs_optset_file (e05jcc) or nag_glopt_bnd_mcs_optset_string (e05jdc) may also be
used to supply integer optional parameters to nag_glopt_bnd_mcs_solve (e05jbc).
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10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_optset_real (e05jgc)

1 Purpose

nag_glopt_bnd_mcs_optset_real (e05jgc) may be used to supply individual real optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). The initialization function nag_glopt_bnd_mcs_init (e05jac) must
have been called before calling nag_glopt_bnd_mcs_optset_real (e05jgc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optset_real (const char *optstr, double rvalue,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_optset_real (e05jgc) may be used to supply values for real optional parameters to
nag_glopt_bnd_mcs_solve (e05jbc). It is only necessary to call nag_glopt_bnd_mcs_optset_real
(e05jgc) for those arguments whose values are to be different from their default values. One call to
nag_glopt_bnd_mcs_optset_real (e05jgc) sets one argument value.

Each real optional parameter is defined by a single character string in optstr and the corresponding
value in rvalue. For example the following illustrates how the local searches tolerance could be
defined:

loctol = 1.0e-10;
e05jgc (’Local Searches Tolerance’, loctol, &state, &fail);

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying a real-valued optional parameter (as described in Section 12 in
nag_glopt_bnd_mcs_solve (e05jbc)).

2: rvalue – double Input

On entry: the value associated with the optional parameter in optstr.

3: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

NE_OUT_OF_RANGE

Attempt to assign an out-of-bounds value of Infinite Bound Size (infbnd): infbnd ¼ valueh i.
Attempt to assign too small a value of Local Searches Tolerance (loctol): loctol ¼ valueh i.
Attempt to assign too small a value of Target Objective Error (objerr): objerr ¼ valueh i.
Attempt to assign too small a value of Target Objective Safeguard (objsfg): objsfg ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optset_real (e05jgc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_glopt_bnd_mcs_optset_file (e05jcc) or nag_glopt_bnd_mcs_optset_string (e05jdc) may also be
used to supply real optional parameters to nag_glopt_bnd_mcs_solve (e05jbc).
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10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_option_check (e05jhc)

1 Purpose

nag_glopt_bnd_mcs_option_check (e05jhc) is used to check if you have set an optional parameter of
nag_glopt_bnd_mcs_solve (e05jbc). The initialization function nag_glopt_bnd_mcs_init (e05jac) must
have been called before calling nag_glopt_bnd_mcs_option_check (e05jhc).

2 Specification

#include <nag.h>
#include <nage05.h>

Integer nag_glopt_bnd_mcs_option_check (const char *optstr,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_option_check (e05jhc) returns 1 if you have previously set the optional parameter
contained in optstr, otherwise it returns 0.

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying an optional parameter (as described in Section 12 in
nag_glopt_bnd_mcs_solve (e05jbc)).

2: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_option_check (e05jhc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_optget_int (e05jkc)

1 Purpose

nag_glopt_bnd_mcs_optget_int (e05jkc) is used to get the value of an integer nag_glopt_bnd_mcs_solve
(e05jbc) optional parameter. nag_glopt_bnd_mcs_optget_int (e05jkc) can be used before or after calling
nag_glopt_bnd_mcs_solve (e05jbc), but the initialization function nag_glopt_bnd_mcs_init (e05jac)
must have been called before calling nag_glopt_bnd_mcs_optget_int (e05jkc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optget_int (const char *optstr, Integer *ivalue,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_optget_int (e05jkc) obtains the current value of an integer-valued optional
parameter. For example

e05jkc (’Local Searches Limit’, &loclim, &state, &fail);

will result in the value of the optional parameter Local Searches Limit being output in loclim.

The default values of the optional parameters Function Evaluations Limit, Splits Limit and
Static Limit depend on the problem parameter nr (the number of non-fixed variables). A default
value for each of these optional parameters will be set in the first call to the solver
nag_glopt_bnd_mcs_solve (e05jbc): before that time, getting the value of any of these optional
parameters using nag_glopt_bnd_mcs_optget_int (e05jkc) will not return a meaningful result.

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying an integer-valued optional parameter (as described in Section 12 in
nag_glopt_bnd_mcs_solve (e05jbc)).

2: ivalue – Integer * Output

On exit: if fail:code ¼ NE_NOERROR on exit, ivalue contains the integer value associated with
the optional parameter in optstr.

3: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optget_int (e05jkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_mcs_optget_real (e05jlc)

1 Purpose

nag_glopt_bnd_mcs_optget_real (e05jlc) is used to get the value of a real nag_glopt_bnd_mcs_solve
(e05jbc) optional parameter. nag_glopt_bnd_mcs_optget_real (e05jlc) can be used before or after calling
nag_glopt_bnd_mcs_solve (e05jbc), but the initialization function nag_glopt_bnd_mcs_init (e05jac)
must have been called before calling nag_glopt_bnd_mcs_optget_real (e05jlc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_mcs_optget_real (const char *optstr, double *rvalue,
Nag_E05State *state, NagError *fail)

3 Description

nag_glopt_bnd_mcs_optget_real (e05jlc) obtains the current value of a real-valued optional parameter.
For example

e05jlc (’Local Searches Tolerance’, &loctol, &state, &fail);

will result in the value of the optional parameter Local Searches Tolerance being output in loctol.

A complete list of optional parameters, their symbolic names and default values is given in Section 12
in nag_glopt_bnd_mcs_solve (e05jbc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying a real-valued optional parameter (as described in Section 12 in
nag_glopt_bnd_mcs_solve (e05jbc)).

2: rvalue – double * Output

On exit: if fail:code ¼ NE_NOERROR on exit, rvalue contains the real value associated with the
optional parameter in optstr.

3: state – Nag_E05State * Communication Structure

state contains information required by other functions in this suite. You must not modify it
directly in any way.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INIT

Initialization function nag_glopt_bnd_mcs_init (e05jac) has not been called.

NE_OPT_NOT_READ

The supplied optional parameter is invalid. A keyword or keyword combination was not
recognized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_bnd_mcs_optget_real (e05jlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_glopt_bnd_mcs_optset_file (e05jcc).
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NAG Library Function Document

nag_glopt_bnd_pso (e05sac)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm and to Section 12 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_glopt_bnd_pso (e05sac) is designed to search for the global minimum or maximum of an arbitrary
function, using Particle Swarm Optimization (PSO). Derivatives are not required, although these may be
used by an accompanying local minimization function if desired. nag_glopt_bnd_pso (e05sac) is
essentially identical to nag_glopt_nlp_pso (e05sbc), but with a simpler interface and with various
optional parameters removed; otherwise most arguments are identical. In particular, nag_glopt_bnd_pso
(e05sac) does not handle general constraints.

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_bnd_pso (Integer ndim, Integer npar, double xb[], double *fb,
const double bl[], const double bu[],

void (*objfun)(Integer *mode, Integer ndim, const double x[],
double *objf, double vecout[], Integer nstate, Nag_Comm *comm),

void (*monmod)(Integer ndim, Integer npar, double x[],
const double xb[], double fb, const double xbest[],
const double fbest[], const Integer itt[], Nag_Comm *comm,
Integer *inform),

Integer iopts[], double opts[], Nag_Comm *comm, Integer itt[],
Integer *inform, NagError *fail)

Before calling nag_glopt_bnd_pso (e05sac), nag_glopt_opt_set (e05zkc) must be called with optstr set
to ‘Initialize = e05sac’. Optional parameters may also be specified by calling nag_glopt_opt_set
(e05zkc) before the call to nag_glopt_bnd_pso (e05sac).

3 Description

nag_glopt_bnd_pso (e05sac) uses a stochastic method based on Particle Swarm Optimization (PSO) to
search for the global optimum of a nonlinear function F , subject to a set of bound constraints on the
variables. In the PSO algorithm (see Section 11), a set of particles is generated in the search space, and
advances each iteration to (hopefully) better positions using a heuristic velocity based upon inertia,
cognitive memory and global memory. The inertia is provided by a decreasingly weighted contribution
from a particles current velocity, the cognitive memory refers to the best candidate found by an
individual particle and the global memory refers to the best candidate found by all the particles. This
allows for a global search of the domain in question.

Further, this may be coupled with a selection of local minimization functions, which may be called
during the iterations of the heuristic algorithm, the interior phase, to hasten the discovery of locally
optimal points, and after the heuristic phase has completed to attempt to refine the final solution, the
exterior phase. Different options may be set for the local optimizer in each phase.

Without loss of generality, the problem is assumed to be stated in the following form:

minimize
x2Rndim

F xð Þ subject to l � x � u;
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where the objective F xð Þ is a scalar function, x is a vector in Rndim and the vectors l � u are lower and
upper bounds respectively for the ndim variables. The objective function may be nonlinear. Continuity
of F is not essential. For functions which are smooth and primarily unimodal, faster solutions will
almost certainly be achieved by using Chapter e04 functions directly.

For functions which are smooth and multi-modal, gradient dependent local minimization functions may
be coupled with nag_glopt_bnd_pso (e05sac).

For multi-modal functions for which derivatives cannot be provided, particularly functions with a
significant level of noise in their evaluation, nag_glopt_bnd_pso (e05sac) should be used either alone,
or coupled with nag_opt_simplex_easy (e04cbc).

The ndim lower and upper box bounds on the variable x are included to initialize the particle swarm
into a finite hypervolume, although their subsequent influence on the algorithm is user determinable
(see the option Boundary in Section 12). It is strongly recommended that sensible bounds are provided
for all variables.

nag_glopt_bnd_pso (e05sac) may also be used to maximize the objective function (see the option
Optimize).

Due to the nature of global optimization, unless a predefined target is provided, there is no definitive
way of knowing when to end a computation. As such several stopping heuristics have been
implemented into the algorithm. If any of these is achieved, nag_glopt_bnd_pso (e05sac) will exit with
fail:code ¼ NW_SOLUTION_NOT_GUARANTEED, and the parameter inform will indicate which
criteria was reached. See inform for more information.

In addition, you may provide your own stopping criteria through monmod and objfun.

nag_glopt_nlp_pso (e05sbc) provides a comprehensive interface, allowing for the inclusion of general
nonlinear constraints.

4 References

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

Kennedy J and Eberhart R C (1995) Particle Swarm Optimization Proceedings of the 1995 IEEE
International Conference on Neural Networks 1942–1948

Koh B, George A D, Haftka R T and Fregly B J (2006) Parallel Asynchronous Particle Swarm
Optimization International Journal for Numerical Methods in Engineering 67(4) 578–595

Vaz A I and Vicente L N (2007) A Particle Swarm Pattern Search Method for Bound Constrained
Global Optimization Journal of Global Optimization 39(2) 197–219 Kluwer Academic Publishers

5 Arguments

Note: for descriptions of the symbolic variables, see Section 11.

1: ndim – Integer Input

On entry: ndim, the number of dimensions.

Constraint: ndim 	 1.

2: npar – Integer Input

On entry: npar , the number of particles to be used in the swarm. Assuming all particles remain
within bounds, each complete iteration will perform at least npar function evaluations.
Otherwise, significantly fewer objective function evaluations may be performed.

Suggested value: npar ¼ 10� ndim.

Constraint: npar 	 5.
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3: xb½ndim� – double Output

On exit: the location of the best solution found, ~x, in Rndim.

4: fb – double * Output

On exit: the objective value of the best solution, ~f ¼ F ~xð Þ.

5: bl½ndim� – const double Input
6: bu½ndim� – const double Input

On entry: bl is l, the array of lower bounds, bu is u, the array of upper bounds. The ndim entries
in bl and bu must contain the lower and upper simple (box) bounds of the variables respectively.
These must be provided to initialize the sample population into a finite hypervolume, although
their subsequent influence on the algorithm is user determinable (see the option Boundary in
Section 12).

If bl½i� 1� ¼ bu½i� 1� for any i 2 1; . . . ; ndimf g, variable i will remain locked to bl½i� 1�
regardless of the Boundary option selected.

It is strongly advised that you place sensible lower and upper bounds on all variables, even if
your model allows for variables to be unbounded (using the option Boundary ¼ ignore) since
these define the initial search space.

Constraints:

bl½i � 1� � bu½i � 1�, for i ¼ 1; 2; . . . ; ndim;
bl½i� 1� 6¼ bu½i� 1� for at least one i 2 1; . . . ;ndimf g.

7: objfun – function, supplied by the user External Function

objfun must, depending on the value of mode, calculate the objective function and/or calculate
the gradient of the objective function for a ndim-variable vector x. Gradients are only required if
a local minimizer has been chosen which requires gradients. See the option Local Minimizer for
more information.

The specification of objfun is:

void objfun (Integer *mode, Integer ndim, const double x[],
double *objf, double vecout[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which functionality is required.

mode ¼ 0
F xð Þ should be returned in objf. The value of objf on entry may be used as an
upper bound for the calculation. Any expected value of F xð Þ that is greater than
objf may be approximated by this upper bound; that is objf can remain unaltered.

mode ¼ 1
Local Minimizer ¼ e04ucc only
First derivatives can be evaluated and returned in vecout. Any unaltered elements
of vecout will be approximated using finite differences.

mode ¼ 2
Local Minimizer ¼ e04ucc only
F xð Þ must be calculated and returned in objf, and available first derivatives can
be evaluated and returned in vecout. Any unaltered elements of vecout will be
approximated using finite differences.

mode ¼ 5
F xð Þ must be calculated and returned in objf. The value of objf on entry may not
be used as an upper bound.
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mode ¼ 6
Local Minimizer ¼ e04dgc only
All first derivatives must be evaluated and returned in vecout.

mode ¼ 7
Local Minimizer ¼ e04dgc only
F xð Þ must be calculated and returned in objf, and all first derivatives must be
evaluated and returned in vecout.

On exit: if the value of mode is set to be negative, then nag_glopt_bnd_pso (e05sac)
will exit as soon as possible with fail:code ¼ NE_USER_STOP and inform ¼ mode.

2: ndim – Integer Input

On entry: the number of dimensions.

3: x½ndim� – const double Input

On entry: x, the point at which the objective function and/or its gradient are to be
evaluated.

4: objf – double * Input/Output

On entry: the value of objf passed to objfun varies with the argument mode.

mode ¼ 0
objf is an upper bound for the value of F xð Þ, often equal to the best value of
F xð Þ found so far by a given particle. Only objective function values less than
the value of objf on entry will be used further. As such this upper bound may be
used to stop further evaluation when this will only increase the objective function
value above the upper bound.

mode ¼ 1, 2, 5, 6 or 7
objf is meaningless on entry.

On exit: the value of objf returned varies with the argument mode.

mode ¼ 0
objf must be the value of F xð Þ. Only values of F xð Þ strictly less than objf on
entry need be accurate.

mode ¼ 1 or 6
Need not be set.

mode ¼ 2, 5 or 7
F xð Þ must be calculated and returned in objf. The entry value of objf may not be
used as an upper bound.

5: vecout½ndim� – double Input/Output

On entry: if Local Minimizer ¼ e04ucc, the values of vecout are used internally to
indicate whether a finite difference approximation is required. See nag_opt_nlp
(e04ucc).

On exit: the required values of vecout returned to the calling function depend on the
value of mode.

mode ¼ 0 or 5
The value of vecout need not be set.

mode ¼ 1 or 2
vecout can contain components of the gradient of the objective function @F

@xi
for

some i ¼ 1; 2; . . . ndim, or acceptable approximations. Any unaltered elements of
vecout will be approximated using finite differences.
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mode ¼ 6 or 7
vecout must contain the gradient of the objective function @F

@xi
for all

i ¼ 1; 2; . . . ndim. Approximation of the gradient is strongly discouraged, and
no finite difference approximations will be performed internally (see
nag_opt_conj_grad (e04dgc)).

6: nstate – Integer Input

On entry: nstate indicates various stages of initialization throughout the function. This
allows for permanent global arguments to be initialized the least number of times. For
example, you may initialize a random number generator seed.

nstate ¼ 2
objfun is called for the very first time. You may save computational time if
certain data must be read or calculated only once.

nstate ¼ 1
objfun is called for the first time by a NAG local minimization function. You
may save computational time if certain data required for the local minimizer need
only be calculated at the initial point of the local minimization.

nstate ¼ 0
Used in all other cases.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_bnd_pso (e05sac) you
may allocate memory and initialize these pointers with various quantities for use
by objfun when called from nag_glopt_bnd_pso (e05sac) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

8: monmod – function, supplied by the user External Function

A user-specified monitoring and modification function. monmod is called once every complete
iteration after a finalization check. It may be used to modify the particle locations that will be
evaluated at the next iteration. This permits the incorporation of algorithmic modifications such
as including additional advection heuristics and genetic mutations. monmod is only called during
the main loop of the algorithm, and as such will be unaware of any further improvement from the
final local minimization. If no monitoring and/or modification is required, monmod may be
NULLFN.

The specification of monmod is:

void monmod (Integer ndim, Integer npar, double x[],
const double xb[], double fb, const double xbest[],
const double fbest[], const Integer itt[], Nag_Comm *comm,
Integer *inform)

1: ndim – Integer Input

On entry: the number of dimensions.

2: npar – Integer Input

On entry: the number of particles.
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3: x½ndim� npar� – double Input/Output

Note: the ith component of the jth particle, xj ið Þ, is stored in x½ j� 1ð Þ � ndimþ i� 1�.
On entry: the npar particle locations, xj, which will currently be used during the next
iteration unless altered in monmod.

On exit: the particle locations to be used during the next iteration.

4: xb½ndim� – const double Input

On entry: the location, ~x, of the best solution yet found.

5: fb – double Input

On entry: the objective value, ~f ¼ F ~xð Þ, of the best solution yet found.

6: xbest½ndim� npar� – const double Input

Note: the ith component of the position of the jth particle's cognitive memory, x̂j ið Þ, is
stored in xbest½ j� 1ð Þ � ndimþ i� 1�.
On entry: the locations currently in the cognitive memory, x̂j , for j ¼ 1; 2; . . . ; npar (see
Section 11).

7: fbest½npar� – const double Input

On entry: the objective values currently in the cognitive memory, F x̂j
� �

, for
j ¼ 1; 2; . . . ;npar.

8: itt½6� – const Integer Input

On entry: iteration and function evaluation counters (see description of itt below).

9: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to
monmod.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_bnd_pso (e05sac) you
may allocate memory and initialize these pointers with various quantities for use
by monmod when called from nag_glopt_bnd_pso (e05sac) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

10: inform – Integer * Input/Output

On entry: inform ¼ 0

On exit: setting inform < 0 will cause near immediate exit from nag_glopt_bnd_pso
(e05sac). This value will be returned as inform with fail:code ¼ NE_USER_STOP. You
need not set inform unless you wish to force an exit.

9: iopts½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_glopt_opt_set (e05zkc).

On entry: optional parameter array as generated and possibly modified by calls to
nag_glopt_opt_set (e05zkc). The contents of iopts MUST NOT be modified directly between
calls to nag_glopt_bnd_pso (e05sac), nag_glopt_opt_set (e05zkc) or nag_glopt_opt_get (e05zlc).
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10: opts½dim� – double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_glopt_opt_set (e05zkc).

On entry: optional parameter array as generated and possibly modified by calls to
nag_glopt_opt_set (e05zkc). The contents of opts MUST NOT be modified directly between
calls to nag_glopt_bnd_pso (e05sac), nag_glopt_opt_set (e05zkc) or nag_glopt_opt_get (e05zlc).

11: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

12: itt½6� – Integer Output

On exit: integer iteration counters for nag_glopt_bnd_pso (e05sac).

itt½0�
Number of complete iterations.

itt½1�
Number of complete iterations without improvement to the current optimum.

itt½2�
Number of particles converged to the current optimum.

itt½3�
Number of improvements to the optimum.

itt½4�
Number of function evaluations performed.

itt½5�
Number of particles reset.

13: inform – Integer * Output

On exit: indicates which finalization criterion was reached. The possible values of inform are:

inform Meaning

< 0 Exit from a user-supplied function.

0 nag_glopt_bnd_pso (e05sac) has detected an error and terminated.

1 The provided objective target has been achieved. (Target Objective Value).

2 The standard deviation of the location of all the particles is below the set
threshold (Swarm Standard Deviation). If the solution returned is not
satisfactory, you may try setting a smaller value of
Swarm Standard Deviation, or try adjusting the options governing the
repulsive phase (Repulsion Initialize, Repulsion Finalize).

3 The total number of particles converged (Maximum Particles Converged) to
the current global optimum has reached the set limit. This is the number of
particles which have moved to a distance less than Distance Tolerance from
the optimum with regard to the L2 norm. If the solution is not satisfactory,
you may consider lowering the Distance Tolerance. However, this may
hinder the global search capability of the algorithm.
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4 The maximum number of iterations without improvement
(Maximum Iterations Static) has been reached, and the required number of
particles (Maximum Iterations Static Particles) have converged to the
current optimum. Increasing either of these options will allow the algorithm to
continue searching for longer. Alternatively if the solution is not satisfactory,
re-starting the application several times with Repeatability ¼ OFF may lead
to an improved solution.

5 The maximum number of iterations (Maximum Iterations Completed) has
been reached. If the number of iterations since improvement is small, then a
better solution may be found by increasing this limit, or by using the option
Local Minimizer with corresponding exterior options. Otherwise if the
solution is not satisfactory, you may try re-running the application several
times with Repeatability ¼ OFF and a lower iteration limit, or adjusting the
options governing the repulsive phase (Repulsion Initialize,
Repulsion Finalize).

6 The maximum allowed number of function evaluations
(Maximum Function Evaluations) has been reached. As with inform ¼ 5,
increasing this limit if the number of iterations without improvement is small,
or decreasing this limit and running the algorithm multiple times with
Repeatability ¼ OFF, may provide a superior result.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_glopt_bnd_pso (e05sac) will return fail:code ¼ NE_NOERROR if and only if a finalization
criterion has been reached which can guarantee success. This may only happen if the option
Target Objective Value has been set and reached at a point within the search domain. The
finalization criterion Target Objective Value is not activated using default option settings, and
must be explicitly set using nag_glopt_opt_set (e05zkc) if required.

nag_glopt_bnd_pso (e05sac) will return fail:code ¼ NW_SOLUTION_NOT_GUARANTEED if
no error has been detected, and a finalization criterion has been achieved which cannot guarantee
success. This does not indicate that the function has failed, merely that the returned solution
cannot be guaranteed to be the true global optimum.

The value of inform should be examined to determine which finalization criterion was reached.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, bl½i� ¼ bu½i� for all i.
Constraint: bu½i� > bl½i� for at least one i.
On entry, bl½ valueh i� ¼ valueh i and bu½ valueh i� ¼ valueh i.
Constraint: bu½i� 	 bl½i� for all i.
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NE_DERIV_ERRORS

Derivative checks indicate possible errors in the supplied derivatives. Gradient checks may be
disabled by setting Verify Gradients ¼ OFF.

NE_INT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

On entry, npar ¼ valueh i.
Constraint: npar 	 5� num threads, where num_threads is the value returned by the OpenMP
environment variable OMP_NUM_THREADS, or num_threads is 1 for a serial version of this
function.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

Either the option arrays have not been initialized for nag_glopt_bnd_pso (e05sac), or they have
become corrupted.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

User requested exit valueh i during call to monmod.

User requested exit valueh i during call to objfun.

NW_FAST_SOLUTION

If the option Target Warning has been activated, this indicates that the Target Objective Value
has been achieved to specified tolerances at a sufficiently constrained point, either during the
initialization phase, or during the first two iterations of the algorithm. While this is not
necessarily an error, it may occur if:

(i) The target was achieved at the first point sampled by the function. This will be the mean of
the lower and upper bounds.

(ii) The target may have been achieved at a randomly generated sample point. This will always
be a possibility provided that the domain under investigation contains a point with a target
objective value.

(iii) If the Local Minimizer has been set, then a sample point may have been inside the basin of
attraction of a satisfactory point. If this occurs repeatedly when the function is called, it may
imply that the objective is largely unimodal, and that it may be more efficient to use the
function selected as the Local Minimizer directly.

Assuming that objfun is correct, you may wish to set a better Target Objective Value, or a
stricter Target Objective Tolerance.

NW_SOLUTION_NOT_GUARANTEED

A finalization criterion was reached that cannot guarantee success.
On exit, inform ¼ valueh i.
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7 Accuracy

I f fail:code ¼ NE_NOERROR (or fail:code ¼ NW_FAST_SOLUTION) or fail:code ¼
NW_SOLUTION_NOT_GUARANTEED on exit, either a Target Objective Value or finalization
criterion has been reached, depending on user selected options. As with all global optimization
software, the solution achieved may not be the true global optimum. Various options allow for either
greater search diversity or faster convergence to a (local) optimum (See Sections 11 and 12).

Provided the objective function and constraints are sufficiently well behaved, if a local minimizer is
used in conjunction with nag_glopt_bnd_pso (e05sac), then it is more likely that the final result will at
least be in the near vicinity of a local optimum, and due to the global search characteristics of the
particle swarm, this solution should be superior to many other local optima.

Caution should be used in accelerating the rate of convergence, as with faster convergence, less of the
domain will remain searchable by the swarm, making it increasingly difficult for the algorithm to detect
the basin of attraction of superior local optima. Using the options Repulsion Initialize and
Repulsion Finalize described in Section 12 will help to overcome this, by causing the swarm to
diverge away from the current optimum once no more local improvement is likely.

On successful exit with guaranteed success, fail:code ¼ NE_NOERROR. This may only happen if a
Target Objective Value is assigned and is reached by the algorithm.

On successful exit without guaranteed success, fail:code ¼ NW_SOLUTION_NOT_GUARANTEED is
returned. This will happen if another finalization criterion is achieved without the detection of an error.

In both cases, the value of inform provides further information as to the cause of the exit.

8 Parallelism and Performance

The code for nag_glopt_bnd_pso (e05sac) is not directly threaded for parallel execution. In particular,
none of the user-supplied functions will be called from within a parallel region generated by
nag_glopt_bnd_pso (e05sac).

9 Further Comments

The memory used by nag_glopt_bnd_pso (e05sac) is relatively static throughout. As such,
nag_glopt_bnd_pso (e05sac) may be used in problems with high dimension number (ndim > 100)
without the concern of computational resource exhaustion, although the probability of successfully
locating the global optimum will decrease dramatically with the increase in dimensionality.

Due to the stochastic nature of the algorithm, the result will vary over multiple runs. This is particularly
true if arguments and options are chosen to accelerate convergence at the expense of the global search.
However, the option Repeatability ¼ ON may be set to initialize the internal random number generator
using a preset seed, which will result in identical solutions being obtained.

10 Example

This example uses a particle swarm to find the global minimum of the Schwefel function:

minimize
x2Rndim

f ¼
Xndim
i¼1

xisin
ffiffiffiffiffiffiffi
xij j

p� �
xi 2 �500; 500ð Þ; for i ¼ 1; 2; . . . ;ndim:

In two dimensions the optimum is fmin ¼ �837:966, located at x ¼ �420:97;�420:97ð Þ.
The example demonstrates how to initialize and set the options arrays using nag_glopt_opt_set
(e05zkc), how to query options using nag_glopt_opt_get (e05zlc), and finally how to search for the
global optimum using nag_glopt_bnd_pso (e05sac). The function is minimized several times to
demonstrate using nag_glopt_bnd_pso (e05sac) alone, and coupled with local minimizers. This program
uses the non-default option Repeatability ¼ ON to produce repeatable solutions.
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10.1 Program Text

/* nag_glopt_bnd_pso (e05sac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage05.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun_schwefel(Integer *mode, Integer ndim,
const double x[], double *objf,
double vecout[], Integer nstate,
Nag_Comm *comm);

static void NAG_CALL monmod(Integer ndim, Integer npar, double x[],
const double xb[], double fb,
const double xbest[], const double fbest[],
const Integer itt[], Nag_Comm *comm,
Integer *inform);

#ifdef __cplusplus
}
#endif

static void display_result(Integer ndim, const double xb[], const double
x_target[], double fb, double f_target,
const Integer itt[], Integer inform);

static void display_option(const char *optstr, Nag_VariableType optype,
Integer ivalue, double rvalue, const char *cvalue);

static void get_known_solution(Integer ndim, double x_target[],
double *f_target);

/* Global constants - set the behaviour of the monitoring function.*/
static const Integer detail_level = 0;
static const Integer report_freq = 100;

int main(void)
{

/* This example program demonstrates how to use
* nag_glopt_bnd_pso (e05sac) in standard execution, and with a
* selection of coupled local minimizers.
* The non-default option ’Repeatability = On’ is used here, giving
* repeatable results.
*/

/* Scalars */
Integer ndim = 2, npar = 5;
Integer exit_status = 0, lcvalue = 17;
Integer liopts = 100, lopts = 100;
double fb, f_target, rvalue;
Integer i, inform, ivalue;
/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
char cvalue[17], optstr[81];
double *bl = 0, *bu = 0, opts[100], *xb = 0, *x_target = 0;
Integer iopts[100], itt[6];
/* Nag Types */
Nag_VariableType optype;
NagError fail;
Nag_Comm comm;

/* Print advisory information. */
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printf("nag_glopt_bnd_pso (e05sac) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

printf("Minimization of the Schwefel function.\n\n");

/* Allocate memory. */
if (!(bl = NAG_ALLOC(ndim, double)) || !(bu = NAG_ALLOC(ndim, double)) ||

!(xb = NAG_ALLOC(ndim, double))
|| !(x_target = NAG_ALLOC(ndim, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Store the known solution of the problem for a comparison. */
get_known_solution(ndim, x_target, &f_target);

/* Set box bounds for problem. */
for (i = 0; i < ndim; i++) {

bl[i] = -500.0;
bu[i] = 500.0;

}

/* Initialize fail structures. */
INIT_FAIL(fail);

/* Initialize the option arrays for nag_glopt_bnd_pso (e05sac)
* using nag_glopt_opt_set (e05zkc).
*/

nag_glopt_opt_set("Initialize = e05sac", iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Query some default option values. */
printf(" Default Option Queries:\n\n");
/* nag_glopt_opt_get (e05zlc).
* Option getting routine for nag_glopt_bnd_pso (e05sac).
*/

nag_glopt_opt_get("Boundary", &ivalue, &rvalue, cvalue, lcvalue, &optype,
iopts, opts, &fail);

if (fail.code == NE_NOERROR) {
display_option("Boundary", optype, ivalue, rvalue, cvalue);
nag_glopt_opt_get("Maximum Iterations Completed", &ivalue, &rvalue,

cvalue, lcvalue, &optype, iopts, opts, &fail);
}
if (fail.code == NE_NOERROR) {

display_option("Maximum Iterations Completed", optype, ivalue, rvalue,
cvalue);

nag_glopt_opt_get("Distance Tolerance", &ivalue, &rvalue, cvalue, lcvalue,
&optype, iopts, opts, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
display_option("Distance Tolerance", optype, ivalue, rvalue, cvalue);

/* ------------------------------------------------------------------ */

printf("\n1. Solution without using coupled local minimizer.\n\n");

/* Set various options to non-default values if required. */
nag_glopt_opt_set("Repeatability = On", iopts, liopts, opts, lopts, &fail);
if (fail.code == NE_NOERROR)

e05sac NAG Library Manual

e05sac.12 Mark 26



nag_glopt_opt_set("Verify Gradients = Off", iopts, liopts, opts, lopts,
&fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Boundary = Hyperspherical", iopts, liopts, opts, lopts,

&fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Maximum iterations static = 150", iopts, liopts, opts,
lopts, &fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Repulsion Initialize = 30", iopts, liopts, opts, lopts,

&fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Repulsion Finalize = 30", iopts, liopts, opts, lopts,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_glopt_bnd_pso (e05sac).
* Global optimization using particle swarm algorithm (PSO),
* bound constraints only.
*/

nag_glopt_bnd_pso(ndim, npar, xb, &fb, bl, bu, objfun_schwefel, monmod,
iopts, opts, &comm, itt, &inform, &fail);

/* It is essential to test fail.code on exit. */
switch (fail.code) {
case NE_NOERROR:
case NW_FAST_SOLUTION:
case NW_SOLUTION_NOT_GUARANTEED:

/* No errors, best found solution at xb returned in fb. */
display_result(ndim, xb, x_target, fb, f_target, itt, inform);
break;

case NE_USER_STOP:
/* Exit flag set in objfun or monmod and returned in inform. */
display_result(ndim, xb, x_target, fb, f_target, itt, inform);
break;

default: /* An error was detected. */
exit_status = 1;
printf("Error from nag_glopt_bnd_pso (e05sac)\n%s\n", fail.message);
goto END;

}

/* ------------------------------------------------------------------ */

printf("2. Solution using coupled local minimizer "
"nag_opt_simplex_easy (e04cbc).\n\n");

/* Initialize fail structures. */
INIT_FAIL(fail);

/* Set an objective target. */
#ifdef _WIN32

sprintf_s(optstr, (unsigned)_countof(optstr),
"Target Objective Value = %32.16e", f_target);

#else
sprintf(optstr, "Target Objective Value = %32.16e", f_target);

#endif
nag_glopt_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Target Objective Tolerance = 1.0e-5", iopts, liopts,
opts, lopts, &fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Target Objective Safeguard = 1.0e-8", iopts, liopts,

opts, lopts, &fail);

/* Set the local minimizer to be nag_opt_simplex_easy (e04cbc)
* and set corresponding options.
*/
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if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Local Minimizer = e04cbc", iopts, liopts, opts, lopts,

&fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Local Interior Iterations = 10", iopts, liopts, opts,
lopts, &fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Local Exterior Iterations = 20", iopts, liopts, opts,

lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Local Interior Tolerance = 1.0e-4", iopts, liopts,
opts, lopts, &fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Local Exterior Tolerance = 1.0e-4", iopts, liopts,

opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Search for the global optimum. */
nag_glopt_bnd_pso(ndim, npar, xb, &fb, bl, bu, objfun_schwefel, monmod,

iopts, opts, &comm, itt, &inform, &fail);
/* It is essential to test fail.code on exit. */
switch (fail.code) {
case NE_NOERROR:
case NW_FAST_SOLUTION:
case NW_SOLUTION_NOT_GUARANTEED:

/* No errors, best found solution at xb returned in fb. */
display_result(ndim, xb, x_target, fb, f_target, itt, inform);
break;

case NE_USER_STOP:
/* Exit flag set in objfun or monmod and returned in inform. */
display_result(ndim, xb, x_target, fb, f_target, itt, inform);
break;

default: /* An error was detected. */
exit_status = 1;
printf("Error from nag_glopt_bnd_pso (e05sac)\n%s\n", fail.message);
goto END;

}

/* ----------------------------------------------------------------- */

printf("3. Solution using coupled local minimizer "
"nag_opt_conj_grad (e04dgc).\n\n");

/* Initialize fail structures. */
INIT_FAIL(fail);

/* set the local minimizer to be nag_opt_conj_grad (e04dgc)
* and set corresponding options.
*/

nag_glopt_opt_set("Local Minimizer = e04dgc", iopts, liopts, opts, lopts,
&fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Local Interior Iterations = 5", iopts, liopts, opts,

lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Local Exterior Iterations = 20", iopts, liopts, opts,
lopts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Search for the global optimum. */
nag_glopt_bnd_pso(ndim, npar, xb, &fb, bl, bu, objfun_schwefel, monmod,

iopts, opts, &comm, itt, &inform, &fail);
/* It is essential to test fail.code on exit. */
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switch (fail.code) {
case NE_NOERROR:
case NW_FAST_SOLUTION:
case NW_SOLUTION_NOT_GUARANTEED:

/* No errors, best found solution at xb returned in fb. */
display_result(ndim, xb, x_target, fb, f_target, itt, inform);
break;

case NE_USER_STOP:
/* Exit flag set in objfun or monmod and returned in inform. */
display_result(ndim, xb, x_target, fb, f_target, itt, inform);
break;

default: /* An error was detected. */
exit_status = 1;
printf("Error from nag_glopt_bnd_pso (e05sac)\n%s\n", fail.message);
goto END;

}

END:
/* Clean up memory. */
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(xb);
NAG_FREE(x_target);

return exit_status;
}

static void NAG_CALL objfun_schwefel(Integer *mode, Integer ndim,
const double x[], double *objf,
double vecout[], Integer nstate,
Nag_Comm *comm)

{
/* Objective function routine returning the schwefel function and
* its gradient.
*/

Nag_Boolean evalobjf, evalobjg;
Integer i;
if (comm->user[0] == -1.0) {

printf("(User-supplied callback objfun_schwefel, first invocation.)\n");
comm->user[0] = 0.0;

}
/* Test nstate to indicate what stage of computation has been reached. */
switch (nstate) {
case 2:

/* objfun is called for the very first time. */
break;

case 1:
/* objfun is called on entry to a NAG local minimizer. */
break;

default: /* This will be the normal value of nstate. */
;

}
/* Test mode to determine whether to calculate objf and/or objgrd. */
evalobjf = Nag_FALSE;
evalobjg = Nag_FALSE;
switch (*mode) {
case 0:
case 5:

/* Only the value of the objective function is needed. */
evalobjf = Nag_TRUE;
break;

case 1:
case 6:

/* Only the values of the ndim gradients are required. */
evalobjg = Nag_TRUE;
break;

case 2:
case 7:

/* Both the objective function and the ndim gradients are required. */
evalobjf = Nag_TRUE;
evalobjg = Nag_TRUE;
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}
if (evalobjf) {

/* Evaluate the objective function. */
*objf = 0.0;
for (i = 0; i < ndim; i++)

*objf += x[i] * sin(sqrt(fabs(x[i])));
}
if (evalobjg) {

/* Calculate the gradient of the objective function,
* and return the result in vecout.
*/

for (i = 0; i < ndim; i++) {
vecout[i] = sqrt(fabs(x[i]));
vecout[i] = sin(vecout[i]) + 0.5 * vecout[i] * cos(vecout[i]);

}
}

}

static void NAG_CALL monmod(Integer ndim, Integer npar, double x[],
const double xb[], double fb,
const double xbest[], const double fbest[],
const Integer itt[], Nag_Comm *comm,
Integer *inform)

{
Integer i, j;

#define X(J, I) x[(J-1)*ndim + (I-1)]
#define XBEST(J, I) xbest[(J-1)*ndim + (I-1)]

if (comm->user[1] == -1.0) {
printf("(User-supplied callback monmod, first invocation.)\n");
comm->user[1] = 0.0;

}
if (detail_level) {

/* Report on the first iteration, and every report_freq iterations. */
if (itt[0] == 1 || itt[0] % report_freq == 0) {

printf("* Locations of particles\n");
for (j = 1; j <= npar; j++) {

printf(" * Particle %2" NAG_IFMT "\n", j);
for (i = 1; i <= ndim; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, X(j, i));
}
printf("* Cognitive memory\n");
for (j = 1; j <= npar; j++) {

printf(" * Particle %2" NAG_IFMT "\n", j);
printf(" * Best position\n");
for (i = 1; i <= ndim; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, XBEST(j, i));
printf(" * Function value at best position\n");
printf(" %13.5f\n", fbest[j - 1]);

}
printf("* Current global optimum candidate\n");
for (i = 1; i <= ndim; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, xb[i - 1]);
printf("* Current global optimum value\n");
printf(" %13.5f\n\n", fb);

}
}
/* If required set *inform<0 to force exit. */
*inform = 0;

#undef XBEST
#undef X
}

static void display_option(const char *optstr, Nag_VariableType optype,
Integer ivalue, double rvalue, const char *cvalue)

{
/* Subroutine to query optype and print the appropriate option values. */
switch (optype) {
case Nag_Integer:

printf("%-38s: %13" NAG_IFMT "\n", optstr, ivalue);
break;

case Nag_Real:
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printf("%-38s: %13.4f\n", optstr, rvalue);
break;

case Nag_Character:
printf("%-38s: %13s\n", optstr, cvalue);
break;

case Nag_Integer_Additional:
printf("%-38s: %13" NAG_IFMT " %16s\n", optstr, ivalue, cvalue);
break;

case Nag_Real_Additional:
printf("%-38s: %13.4f %16s\n", optstr, rvalue, cvalue);
break;

default:;
}

}

static void display_result(Integer ndim, const double xb[], const double
x_target[], double fb, double f_target,
const Integer itt[], Integer inform)

{
/* Display final results in comparison to known global optimum. */
Integer i;

/* Display final counters. */
printf(" Algorithm Statistics\n");
printf(" --------------------\n");
printf("%-38s: %13" NAG_IFMT "\n", "Total complete iterations", itt[0]);
printf("%-38s: %13" NAG_IFMT "\n", "Complete iterations since improvement",

itt[1]);
printf("%-38s: %13" NAG_IFMT "\n", "Total particles converged to xb",

itt[2]);
printf("%-38s: %13" NAG_IFMT "\n", "Total improvements to global optimum",

itt[3]);
printf("%-38s: %13" NAG_IFMT "\n", "Total function evaluations", itt[4]);
printf("%-38s: %13" NAG_IFMT "\n\n", "Total particles re-initialized",

itt[5]);
/* Display why finalization occurred. */
switch (inform) {
case 1:

printf("Solution Status : Target value achieved\n");
break;

case 2:
printf("Solution Status : Minimum swarm standard deviation obtained\n");
break;

case 3:
printf("Solution Status : Sufficient number of particles converged\n");
break;

case 4:
printf("Solution Status : Maximum static iterations attained\n");
break;

case 5:
printf("Solution Status : Maximum complete iterations attained\n");
break;

case 6:
printf("Solution Status : Maximum function evaluations exceeded\n");
break;

default:
if (inform < 0)

printf("Solution Status : User termination, inform = %16" NAG_IFMT "\n",
inform);

else
printf("Solution Status : Termination, an error has been detected\n");

break;
}
/* Display final objective value and location. */
printf(" Known objective optimum : %13.5f\n", f_target);
printf(" Achieved objective value : %13.5f\n\n", fb);

printf(" Comparison between the known optimum and the achieved solution.\n");
printf(" x_target xb\n");
for (i = 0; i < ndim; i++)

printf(" %2" NAG_IFMT " %12.2f %12.2f\n", i + 1, x_target[i], xb[i]);
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printf("\n");
}

static void get_known_solution(Integer ndim, double x_target[],
double *f_target)

{
/* Fill in the known solution of multidimensional Schwefel’s function. */
Integer i;

if (f_target && x_target && ndim > 0) {
*f_target = -418.9828872724337 * ndim;
for (i = 0; i < ndim; i++)

x_target[i] = -420.9687463599820;
}

}

10.2 Program Data

None.

10.3 Program Results

nag_glopt_bnd_pso (e05sac) Example Program Results

Minimization of the Schwefel function.

Default Option Queries:

Boundary : FLOATING
Maximum Iterations Completed : 1000 DEFAULT
Distance Tolerance : 0.0001

1. Solution without using coupled local minimizer.

(User-supplied callback objfun_schwefel, first invocation.)
(User-supplied callback monmod, first invocation.)
Algorithm Statistics
--------------------

Total complete iterations : 395
Complete iterations since improvement : 152
Total particles converged to xb : 2
Total improvements to global optimum : 59
Total function evaluations : 2773
Total particles re-initialized : 2

Solution Status : Maximum static iterations attained
Known objective optimum : -837.96577
Achieved objective value : -837.96567

Comparison between the known optimum and the achieved solution.
x_target xb

1 -420.97 -420.95
2 -420.97 -420.94

2. Solution using coupled local minimizer nag_opt_simplex_easy (e04cbc).

Algorithm Statistics
--------------------

Total complete iterations : 51
Complete iterations since improvement : 1
Total particles converged to xb : 0
Total improvements to global optimum : 12
Total function evaluations : 537
Total particles re-initialized : 0

Solution Status : Target value achieved
Known objective optimum : -837.96577
Achieved objective value : -837.96577
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Comparison between the known optimum and the achieved solution.
x_target xb

1 -420.97 -420.97
2 -420.97 -420.97

3. Solution using coupled local minimizer nag_opt_conj_grad (e04dgc).

Algorithm Statistics
--------------------

Total complete iterations : 123
Complete iterations since improvement : 1
Total particles converged to xb : 0
Total improvements to global optimum : 10
Total function evaluations : 898
Total particles re-initialized : 0

Solution Status : Target value achieved
Known objective optimum : -837.96577
Achieved objective value : -837.96568

Comparison between the known optimum and the achieved solution.
x_target xb

1 -420.97 -420.95
2 -420.97 -420.95
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11 Algorithmic Details

The following pseudo-code describes the algorithm used with the repulsion mechanism.

INITIALIZE for j ¼ 1; npar
xj ¼ R 2 U lbox; uboxð Þ
x̂j ¼ R 2 U lbox; uboxð Þ
vj ¼ R 2 U �Vmax ;Vmaxð Þ
f̂j ¼ F x̂j

� �
initialize wj

wj ¼
Wmax Weight Initialize ¼ MAXIMUM
Wini Weight Initialize ¼ INITIAL
R 2 U Wmin ;Wmaxð Þ Weight Initialize ¼ RANDOMIZED

8<:
end for
~x ¼ 1

2 lbox þ uboxð Þ
~f ¼ F ~xð Þ
Ic ¼ Is ¼ 0

SWARM while ðnot finalizedÞ;
Ic ¼ Ic þ 1
for j ¼ 1; npar

xj ¼ BOUNDARY xj; lbox; ubox
� �

fj ¼ F xj
� �

if fj < f̂j

� �
f̂j ¼ fj; x̂j ¼ xj

if fj < ~f
� �

~f ¼ fj; ~x ¼ xj
end for
if new ~f

� �� �
LOCMIN ~x; ~f;Oi

� �
; Is ¼ 0

½see note on repulsion below for code insertion�
else

Is ¼ Is þ 1
for j ¼ 1; npar

vj ¼ wjvj þ CsD1 x̂j � xj
� �

þ CgD2 ~x� xj
� �

xj ¼ xj þ vj
if xj � ~x
�� �� < dtol
� �
reset xj; vj; wj; x̂j ¼ xj

else
update wj

� �
end for
if ðtarget achieved or termination criterion satisfiedÞ

finalized ¼ true
monmod xj

� �
end
LOCMIN ~x; ~f;Oe

� �
The definition of terms used in the above pseudo-code are as follows.

npar the number of particles, npar

lbox array of ndim lower box bounds

ubox array of ndim upper box bounds

xj position of particle j

x̂j best position found by particle j

~x best position found by any particle

fj F xj
� �
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f̂j F x̂j
� �

, best value found by particle j

~f F ~xð Þ, best value found by any particle

vj velocity of particle j

wj weight on vj for velocity update, decreasing according to Weight Decrease

Vmax maximum absolute velocity, dependent upon Maximum Variable Velocity

Ic swarm iteration counter

Is iterations since ~x was updated

D1,D2 diagonal matrices with random elements in range 0; 1ð Þ
Cs the cognitive advance coefficient which weights velocity towards x̂j, adjusted using

Advance Cognitive

Cg the global advance coefficient which weights velocity towards ~x, adjusted using
Advance Global

dtol the Distance Tolerance for resetting a converged particle

R 2 U lbox; uboxð Þ
an array of random numbers whose ith element is drawn from a uniform distribution in the
range lboxi; uboxið Þ, for i ¼ 1; 2; . . . ;ndim

Oi local optimizer interior options

Oe local optimizer exterior options

LOCMIN x; f; Oð Þ
apply local optimizer using the set of options O using the solution x; fð Þ as the starting
point, if used (not default)

monmod monitor progress and possibly modify xj

BOUNDARY
apply required behaviour for xj outside bounding box, (see Boundary)

new ( ~f) true if ~x, ~c, ~f were updated at this iteration

Additionally a repulsion phase can be introduced by changing from the default values of options
Repulsion Finalize (rf ), Repulsion Initialize (ri) and Repulsion Particles (rp). If the number of static

particles is denoted ns then the following can be inserted after the new( ~f) check in the pseudo-code
above.

else if ðns 	 rp and ri � Is � ri þ rfÞ
LOCMIN ~x; ~f;Oi

� �
use �Cg instead of Cg in velocity updates

if Is ¼ ri þ rf
� �
Is ¼ 0

12 Optional Parameters

This section can be skipped if you wish to use the default values for all optional parameters, otherwise,
the following is a list of the optional parameters available and a full description of each optional
parameter is provided in Section 12.1.

Advance Cognitive

Advance Global

Boundary

Distance Scaling

Distance Tolerance

Function Precision
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Local Boundary Restriction

Local Exterior Iterations

Local Exterior Major Iterations

Local Exterior Minor Iterations

Local Exterior Tolerance

Local Interior Iterations

Local Interior Major Iterations

Local Interior Minor Iterations

Local Interior Tolerance

Local Minimizer

Maximum Function Evaluations

Maximum Iterations Completed

Maximum Iterations Static

Maximum Iterations Static Particles

Maximum Particles Converged

Maximum Particles Reset

Maximum Variable Velocity

Optimize

Repeatability

Repulsion Finalize

Repulsion Initialize

Repulsion Particles

Swarm Standard Deviation

Target Objective

Target Objective Safeguard

Target Objective Tolerance

Target Objective Value

Target Warning

Verify Gradients

Weight Decrease

Weight Initial

Weight Initialize

Weight Maximum

Weight Minimum

Weight Reset

Weight Value

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and Imax represents the largest representable integer value
(see nag_max_integer (X02BBC)).
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All options accept the value ‘DEFAULT’ in order to return single options to their default states.

Keywords and character values are case insensitive, however they must be separated by at least one
space.

For nag_glopt_bnd_pso (e05sac) the maximum length of the argument cvalue used by
nag_glopt_opt_get (e05zlc) is 15.

Advance Cognitive r Default ¼ 2:0

The cognitive advance coefficient, Cs. When larger than the global advance coefficient, this will cause
particles to be attracted toward their previous best positions. Setting r ¼ 0:0 will cause
nag_glopt_bnd_pso (e05sac) to act predominantly as a local optimizer. Setting r > 2:0 may cause the
swarm to diverge, and is generally inadvisable. At least one of the global and cognitive coefficients
must be nonzero.

Advance Global r Default ¼ 2:0

The global advance coefficient, Cg. When larger than the cognitive coefficient this will encourage
convergence toward the best solution yet found. Values r 2 0; 1ð Þ will inhibit particles overshooting the
optimum. Values r 2 1; 2½ Þ cause particles to fly over the optimum some of the time. Larger values can
prohibit convergence. Setting r ¼ 0:0 will remove any attraction to the current optimum, effectively
generating a Monte–Carlo multi-start optimization algorithm. At least one of the global and cognitive
coefficients must be nonzero.

Boundary a Default ¼ FLOATING

Determines the behaviour if particles leave the domain described by the box bounds. This only affects
the general PSO algorithm, and will not pass down to any NAG local minimizers chosen.

This option is only effective in those dimensions for which bl½i� 1� 6¼ bu½i� 1�, i ¼ 1; 2; . . . ;ndim.

IGNORE
The box bounds are ignored. The objective function is still evaluated at the new particle position.

RESET
The particle is re-initialized inside the domain. x̂j and f̂j are not affected.

FLOATING
The particle position remains the same, however the objective function will not be evaluated at
the next iteration. The particle will probably be advected back into the domain at the next
advance due to attraction by the cognitive and global memory.

HYPERSPHERICAL
The box bounds are wrapped around an ndim-dimensional hypersphere. As such a particle
leaving through a lower bound will immediately re-enter through the corresponding upper bound
and vice versa. The standard distance between particles is also modified accordingly.

FIXED
The particle rests on the boundary, with the corresponding dimensional velocity set to 0:0.

Distance Scaling a Default ¼ ON

Determines whether distances should be scaled by box widths.

ON
When a distance is calculated between x and y, a scaled L2 norm is used.

L2 x; yð Þ ¼
X

ijui 6¼li;i�ndimf g

xi � yi
ui � li

� �2
0@ 1A1

2

:
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OFF
Distances are calculated as the standard L2 norm without any rescaling.

L2 x; yð Þ ¼
Xndim
i¼1

xi � yið Þ2
 !1

2

:

Distance Tolerance r Default ¼ 10�4

This is the distance, dtol between particles and the global optimum which must be reached for the
particle to be considered converged, i.e., that any subsequent movement of such a particle cannot
significantly alter the global optimum. Once achieved the particle is reset into the box bounds to
continue searching.

Constraint: r > 0:0.

Function Precision r Default ¼ �0:9

The parameter defines �r, which is intended to be a measure of the accuracy with which the problem
function F xð Þ can be computed. If r < � or r 	 1, the default value is used.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large, and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981) for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that no attempt will be made to distinguish between function
values that differ by less than the error inherent in the calculation.

Local Boundary Restriction r Default ¼ 0:5

Contracts the box boundaries used by a box constrained local minimizer to, �l; �u½ �, containing the start
point x, where

@i ¼ r� ui � lið Þ
�il ¼ max li; xi � @i

2

� �
�iu ¼ min ui; xi þ @i

2

� �
; i ¼ 1; . . . ;ndim:

Smaller values of r thereby restrict the size of the domain exposed to the local minimizer, possibly
reducing the amount of work done by the local minimizer.

Constraint: 0:0 � r � 1:0.

Local Interior Iterations i1
Local Interior Major Iterations i1
Local Exterior Iterations i2
Local Exterior Major Iterations i2

The maximum number of iterations or function evaluations the chosen local minimizer will perform
inside (outside) the main loop if applicable. For the NAG minimizers these correspond to:

Minimizer Parameter/option Default Interior Default Exterior
nag_opt_simplex_easy (e04cbc) maxcal ndimþ 10 2� ndimþ 15
nag_opt_conj_grad (e04dgc) Iteration Limit max 30; 3� ndimð Þ max 50; 5� ndimð Þ
nag_opt_nlp (e04ucc) Major Iteration Limit max 10; 2� ndimð Þ max 30; 3� ndimð Þ

Unless set, these are functions of the parameters passed to nag_glopt_bnd_pso (e05sac).

Setting i ¼ 0 will disable the local minimizer in the corresponding algorithmic region. For example,
setting Local Interior Iterations ¼ 0 and Local Exterior Iterations ¼ 30 will cause the algorithm to
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perform no local minimizations inside the main loop of the algorithm, and a local minimization with
upto 30 iterations after the main loop has been exited.

Constraint: i1 	 0, i2 	 0.

Local Interior Tolerance r1 Default ¼ 10�4

Local Exterior Tolerance r2 Default ¼ 10�4

This is the tolerance provided to a local minimizer in the interior (exterior) of the main loop of the
algorithm.

Constraint: r1 > 0:0, r2 > 0:0.

Local Interior Minor Iterations i1
Local Exterior Minor Iterations i2

Where applicable, the secondary number of iterations the chosen local minimizer will use inside
(outside) the main loop. Currently the relevant default values are:

Minimizer Parameter/option Default Interior Default Exterior
nag_opt_nlp (e04ucc) Minor Iteration Limit max 10; 2� ndimð Þ max 30; 3� ndimð Þ

Constraint: i1 	 0, i2 	 0.

Local Minimizer a Default ¼ OFF

Allows for a choice of Chapter e04 functions to be used as a coupled, dedicated local minimizer.

OFF
No local minimization will be performed in either the INTERIOR or EXTERIOR sections of the
algorithm.

e04cbc
Use nag_opt_simplex_easy (e04cbc) as the local minimizer. This does not require the calculation
of derivatives.

On a call to objfun during a local minimization, mode ¼ 5.

e04dgc
Use nag_opt_conj_grad (e04dgc) as the local minimizer.

Accurate derivatives must be provided, and will not be approximated internally. Additionally, each call
to objfun during a local minimization will require either the objective to be evaluated alone, or both the
objective and its gradient to be evaluated. Hence on a call to objfun, mode ¼ 5 or 7.

e04ucc
Use nag_opt_nlp (e04ucc) as the local minimizer. This operates such that any derivatives of the
objective function that you cannot supply, will be approximated internally using finite
differences.

Either, the objective, objective gradient, or both may be requested during a local minimization, and as
such on a call to objfun, mode ¼ 1, 2 or 5.

The box bounds forwarded to this function from nag_glopt_bnd_pso (e05sac) will have been acted upon
by Local Boundary Restriction. As such, the domain exposed may be greatly smaller than that
provided to nag_glopt_bnd_pso (e05sac).

Maximum Function Evaluations i Default ¼ Imax

The maximum number of evaluations of the objective function. When reached this will return
fail:code ¼ NW_SOLUTION_NOT_GUARANTEED and inform ¼ 6.

Constraint: i > 0.
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Maximum Iterations Completed i Default ¼ 1000� ndim

The maximum number of complete iterations that may be performed. Once exceeded
nag_glopt_bnd_pso (e05sac) will exit with fail:code ¼ NW_SOLUTION_NOT_GUARANTEED and
inform ¼ 5.

Unless set, this adapts to the parameters passed to nag_glopt_bnd_pso (e05sac).

Constraint: i 	 1.

Maximum Iterations Static i Default ¼ 100

The maximum number of iterations without any improvement to the current global optimum. If
exceeded nag_glopt_bnd_pso (e05sac) will exit with fail:code ¼
NW_SOLUTION_NOT_GUARANTEED and inform ¼ 4. This exit will be hindered by setting
Maximum Iterations Static Particles to larger values.

Constraint: i 	 1.

Maximum Iterations Static Particles i Default ¼ 0

The minimum number of particles that must have converged to the current optimum before the function
m a y e x i t d u e t o Maximum Iterations Static w i t h fail:code ¼
NW_SOLUTION_NOT_GUARANTEED and inform ¼ 4.

Constraint: i 	 0.

Maximum Particles Converged i Default ¼ Imax

The maximum number of particles that may converge to the current optimum. When achieved,
nag_glopt_bnd_pso (e05sac) will exit with fail:code ¼ NW_SOLUTION_NOT_GUARANTEED and
inform ¼ 3. This exit will be hindered by setting ‘Repulsion’ options, as these cause the swarm to re-
expand.

Constraint: i > 0.

Maximum Particles Reset i Default ¼ Imax

The maximum number of particles that may be reset after converging to the current optimum. Once
achieved no further particles will be reset, and any particles within Distance Tolerance of the global
optimum will continue to evolve as normal.

Constraint: i > 0.

Maximum Variable Velocity r Default ¼ 0:25

Along any dimension j, the absolute velocity is bounded above by vj
		 		 � r� uj � lj

� �
¼ Vmax . Very

low values will greatly increase convergence time. There is no upper limit, although larger values will
allow more particles to be advected out of the box bounds, and values greater than 4:0 may cause
significant and potentially unrecoverable swarm divergence.

Constraint: r > 0:0.

Optimize a Default ¼ MINIMIZE

Determines whether to maximize or minimize the objective function.

MINIMIZE
The objective function will be minimized.

MAXIMIZE
The objective function will be maximized. This is accomplished by minimizing the negative of
the objective.
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Repeatability a Default ¼ OFF

Allows for the same random number generator seed to be used for every call to nag_glopt_bnd_pso
(e05sac). Repeatability ¼ OFF is recommended in general.

OFF
The internal generation of random numbers will be nonrepeatable.

ON
The same seed will be used.

Repulsion Finalize i Default ¼ Imax

The number of iterations performed in a repulsive phase before re-contraction. This allows a re-
diversified swarm to contract back toward the current optimum, allowing for a finer search of the near
optimum space.

Constraint: i 	 2.

Repulsion Initialize i Default ¼ Imax

The number of iterations without any improvement to the global optimum before the algorithm begins a
repulsive phase. This phase allows the particle swarm to re-expand away from the current optimum,
allowing more of the domain to be investigated. The repulsive phase is automatically ended if a
superior optimum is found.

Constraint: i 	 2.

Repulsion Particles i Default ¼ 0

The number of particles required to have converged to the current optimum before any repulsive phase
may be initialized. This will prevent repulsion before a satisfactory search of the near optimum area has
been performed, which may happen for large dimensional problems.

Constraint: i 	 0.

Swarm Standard Deviation r Default ¼ 0:1

The target standard deviation of the particle distances from the current optimum. Once the standard
deviation is below this level, nag_glopt_bnd_pso (e05sac) will exit with fail:code ¼
NW_SOLUTION_NOT_GUARANTEED and inform ¼ 2. This criterion will be penalized by the use
of ‘Repulsion’ options, as these cause the swarm to re-expand, increasing the standard deviation of the
particle distances from the best point.

Constraint: r 	 0:0.

Target Objective a Default ¼ OFF
Target Objective Value r Default ¼ 0:0

Activate or deactivate the use of a target value as a finalization criterion. If active, then once the
supplied target value for the objective function is found (beyond the first iteration if Target Warning is
active) nag_glopt_bnd_pso (e05sac) will exit with fail:code ¼ NE_NOERROR and inform ¼ 1. Other
than checking for feasibility only (Optimize ¼ CONSTRAINTS), this is the only finalization criterion
that guarantees that the algorithm has been successful. If the target value was achieved at the
initialization phase or first iteration and Target Warning is active, nag_glopt_bnd_pso (e05sac) will
exit with fail:code ¼ NW_FAST_SOLUTION. This option may take any real value r, or the character
ON/OFF as well as DEFAULT. If this option is queried using nag_glopt_opt_get (e05zlc), the current
value of r will be returned in rvalue, and cvalue will indicate whether this option is ON or OFF. The
behaviour of the option is as follows:

r
Once a point is found with an objective value within the Target Objective Tolerance of r,
nag_glopt_bnd_pso (e05sac) will exit successfully with fail:code ¼ NE_NOERROR and
inform ¼ 1.
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OFF
The current value of r will remain stored, however it will not be used as a finalization criterion.

ON
The current value of r stored will be used as a finalization criterion.

DEFAULT
The stored value of r will be reset to its default value (0:0), and this finalization criterion will be
deactivated.

Target Objective Safeguard r Default ¼ 100:0�

If you have given a target objective value to reach in objval (the value of the optional parameter
Target Objective Value), objsfg sets your desired safeguarded termination tolerance, for when objval
is close to zero.

Constraint: objsfg 	 2�.

Target Objective Tolerance r Default ¼ 0:0

The optional tolerance to a user-specified target value.

Constraint: r 	 0:0.

Target Warning a Default ¼ OFF

Activates or deactivates the error exit associated with the target value being achieved before entry into
the main loop of the algorithm, fail:code ¼ NW_FAST_SOLUTION.

OFF
No error will be returned, and the function will exit normally.

ON
An error will be returned if the target objective is reached prematurely, and the function will exit
with fail:code ¼ NW_FAST_SOLUTION.

Verify Gradients a Default ¼ ON

Adjusts the level of gradient checking performed when gradients are required. Gradient checks are only
performed on the first call to the chosen local minimizer if it requires gradients. There is no guarantee
that the gradient check will be correct, as the finite differences used in the gradient check are
themselves subject to inaccuracies.

OFF
No gradient checking will be performed.

ON
A cheap gradient check will be performed on both the gradients corresponding to the objective
through objfun.

OBJECTIVE
FULL

A more expensive gradient check will be performed on the gradients corresponding to the
objective objfun.

Weight Decrease a Default ¼ INTEREST

Determines how particle weights decrease.

OFF
Weights do not decrease.

INTEREST
Weights decrease through compound interest as wITþ1 ¼ wIT 1�Wvalð Þ, where Wval is the
Weight Value and IT is the current number of iterations.
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LINEAR
Weights decrease linearly following wITþ1 ¼ wIT � IT � Wmax �Wminð Þ=ITmax , where IT is
the iteration number and ITmax is the maximum number of iterations as set by
Maximum Iterations Completed.

Weight Initial r Default ¼Wmax

The initial value of any particle's inertial weight, Wini, or the minimum possible initial value if initial
weights are randomized. When set, this will override Weight Initialize ¼ RANDOMIZED or
MAXIMUM, and as such these must be set afterwards if so desired.

Constraint: Wmin � r � Wmax .

Weight Initialize a Default ¼ MAXIMUM

Determines how the initial weights are distributed.

INITIAL
All weights are initialized at the initial weight, Wini, if set. If Weight Initial has not been set,
this will be the maximum weight, Wmax .

MAXIMUM
All weights are initialized at the maximum weight, Wmax .

RANDOMIZED
Weights are uniformly distributed in Wmin ;Wmaxð Þ or Wini;Wmaxð Þ if Weight Initial has been
set.

Weight Maximum r Default ¼ 1:0

The maximum particle weight, Wmax .

Constraint: 1:0 	 r 	Wmin (If Wini has been set then 1:0 	 r 	Wini.)

Weight Minimum r Default ¼ 0:1

The minimum achievable weight of any particle, Wmin . Once achieved, no further weight reduction is
possible.

Constraint: 0:0 � r �Wmax (If Wini has been set then 0:0 � r � Wini.)

Weight Reset a Default ¼ MAXIMUM

Determines how particle weights are re-initialized.

INITIAL
Weights are re-initialized at the initial weight if set. If Weight Initial has not been set, this will
be the maximum weight.

MAXIMUM
Weights are re-initialized at the maximum weight.

RANDOMIZED
Weights are uniformly distributed in Wmin ;Wmaxð Þ or Wini;Wmaxð Þ if Weight Initial has been
set.

Weight Value r Default ¼ 0:01

The constant Wval used with Weight Decrease ¼ INTEREST.

Constraint: 0:0 � r � 1
3 .
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NAG Library Function Document

nag_glopt_nlp_pso (e05sbc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm and to Section 12 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_glopt_nlp_pso (e05sbc) is designed to search for the global minimum or maximum of an arbitrary
function, subject to general nonlinear constraints, using Particle Swarm Optimization (PSO).
Derivatives are not required, although these may be used by an accompanying local minimization
function if desired. nag_glopt_nlp_pso (e05sbc) is essentially identical to nag_glopt_bnd_pso (e05sac),
with an expert interface and various additional arguments added; otherwise most arguments are
identical. In particular, nag_glopt_bnd_pso (e05sac) does not handle general constraints.

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_nlp_pso (Integer ndim, Integer ncon, Integer npar,
double xb[], double *fb, double cb[], const double bl[],
const double bu[], double xbest[], double fbest[], double cbest[],

void (*objfun)(Integer *mode, Integer ndim, const double x[],
double *objf, double vecout[], Integer nstate, Nag_Comm *comm),

void (*confun)(Integer *mode, Integer ncon, Integer ndim, Integer tdcj,
const Integer needc[], const double x[], double c[], double cjac[],
Integer nstate, Nag_Comm *comm),

void (*monmod)(Integer ndim, Integer ncon, Integer npar, double x[],
const double xb[], double fb, const double cb[],
const double xbest[], const double fbest[], const double cbest[],
const Integer itt[], Nag_Comm *comm, Integer *inform),

Integer iopts[], double opts[], Nag_Comm *comm, Integer itt[],
Integer *inform, NagError *fail)

Before calling nag_glopt_nlp_pso (e05sbc), nag_glopt_opt_set (e05zkc) must be called with optstr set
to ‘Initialize = e05sbc’. Optional parameters may also be specified by calling nag_glopt_opt_set
(e05zkc) before the call to nag_glopt_nlp_pso (e05sbc).

3 Description

nag_glopt_nlp_pso (e05sbc) uses a stochastic method based on Particle Swarm Optimization (PSO) to
search for the global optimum of a nonlinear function F , subject to a set of bound constraints on the
variables, and optionally a set of general nonlinear constraints. In the PSO algorithm (see Section 11), a
set of particles is generated in the search space, and advances each iteration to (hopefully) better
positions using a heuristic velocity based upon inertia, cognitive memory and global memory. The
inertia is provided by a decreasingly weighted contribution from a particles current velocity, the
cognitive memory refers to the best candidate found by an individual particle and the global memory
refers to the best candidate found by all the particles. This allows for a global search of the domain in
question.

Further, this may be coupled with a selection of local minimization functions, which may be called
during the iterations of the heuristic algorithm, the interior phase, to hasten the discovery of locally
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optimal points, and after the heuristic phase has completed to attempt to refine the final solution, the
exterior phase. Different options may be set for the local optimizer in each phase.

Without loss of generality, the problem is assumed to be stated in the following form:

minimize
x2Rndim

F xð Þ subject to l � x
c xð Þ

� �
� u;

where the objective F xð Þ is a scalar function, c xð Þ is a vector of scalar constraint functions, x is a
vector in Rndim and the vectors l � u are lower and upper bounds respectively for the ndim variables
and ncon constraints. Both the objective function and the ncon constraints may be nonlinear.
Continuity of F , and the functions c xð Þ, is not essential. For functions which are smooth and primarily
unimodal, faster solutions will almost certainly be achieved by using Chapter e04 functions directly.

For functions which are smooth and multi-modal, gradient dependent local minimization functions may
be coupled with nag_glopt_nlp_pso (e05sbc).

For multi-modal functions for which derivatives cannot be provided, particularly functions with a
significant level of noise in their evaluation, nag_glopt_nlp_pso (e05sbc) should be used either alone, or
coupled with nag_opt_simplex_easy (e04cbc).

For heavily constrained problems, nag_glopt_nlp_pso (e05sbc) should either be used alone, or coupled
with nag_opt_nlp (e04ucc) provided the function and the constraints are sufficiently smooth.

The ndim lower and upper box bounds on the variable x are included to initialize the particle swarm
into a finite hypervolume, although their subsequent influence on the algorithm is user determinable
(see the option Boundary in Section 12). It is strongly recommended that sensible bounds are provided
for all variables and constraints.

nag_glopt_nlp_pso (e05sbc) may also be used to maximize the objective function, or to search for a
feasible point satisfying the simple bounds and general constraints (see the option Optimize).

Due to the nature of global optimization, unless a predefined target is provided, there is no definitive
way of knowing when to end a computation. As such several stopping heuristics have been
implemented into the algorithm. If any of these is achieved, nag_glopt_nlp_pso (e05sbc) will exit with
fail:code ¼ NW_SOLUTION_NOT_GUARANTEED, and the parameter inform will indicate which
criteria was reached. See inform for more information.

In addition, you may provide your own stopping criteria through monmod, objfun and confun.

nag_glopt_bnd_pso (e05sac) provides a simpler interface, without the inclusion of general nonlinear
constraints.

4 References
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Kennedy J and Eberhart R C (1995) Particle Swarm Optimization Proceedings of the 1995 IEEE
International Conference on Neural Networks 1942–1948
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Vaz A I and Vicente L N (2007) A Particle Swarm Pattern Search Method for Bound Constrained
Global Optimization Journal of Global Optimization 39(2) 197–219 Kluwer Academic Publishers

5 Arguments

Note: for descriptions of the symbolic variables, see Section 11.

1: ndim – Integer Input

On entry: ndim, the number of dimensions.

Constraint: ndim 	 1.
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2: ncon – Integer Input

On entry: ncon, the number of constraints, not including box constraints.

Constraint: ncon 	 0.

3: npar – Integer Input

On entry: npar , the number of particles to be used in the swarm. Assuming all particles remain
within constraints, each complete iteration will perform at least npar function evaluations.
Otherwise, significantly fewer objective function evaluations may be performed.

Suggested value: npar ¼ 10� ndim.

Constraint: npar 	 5.

4: xb½ndim� – double Output

On exit: the location of the best solution found, ~x, in Rndim.

5: fb – double * Output

On exit: the objective value of the best solution, ~f ¼ F ~xð Þ.

6: cb½ncon� – double Output

On exit: the constraint violations of the best solution found, ~e ¼ e ~xð Þ. These may have been
deemed to be acceptable given the tolerance and scaling of the constraints. See Sections 11 and
12.

7: bl½ndimþ ncon� – const double Input
8: bu½ndimþ ncon� – const double Input

On entry: bl is l, the array of lower bounds, bu is u, the array of upper bounds. The first ndim
entries in bl and bu must contain the lower and upper simple (box) bounds of the variables
respectively. These must be provided to initialize the sample population into a finite
hypervolume, although their subsequent influence on the algorithm is user determinable (see
the option Boundary in Section 12).

The next ncon entries must contain the lower and upper bounds for any general constraints
respectively.

If bl½i� 1� ¼ bu½i� 1� for any i 2 1; . . . ; ndimf g, variable i will remain locked to bl½i� 1�
regardless of the Boundary option selected.

It is strongly advised that you place sensible lower and upper bounds on all variables and
constraints, even if your model allows for unbounded variables or constraints.

Constraints:

bl½i � 1� � bu½i � 1�, for i ¼ 1; 2; . . . ; ndimþ ncon;
bl½i� 1� 6¼ bu½i� 1� for at least one i 2 1; . . . ;ndimf g.

9: xbest½ndim� npar� – double Input/Output

Note: the ith component of the best position of the jth particle, x̂j ið Þ, is stored in
xbest½ j� 1ð Þ � ndimþ i� 1�.

On entry: if using Start ¼WARM, the initial particle positions, x̂0j .

On exit: the best positions found, x̂j, by the npar particles in the swarm.

10: fbest½npar� – double Input/Output

On entry: if using Start ¼WARM, objective function values, f̂0j ¼ F x̂0j

� �
, corresponding to the

npar particle locations stored in xbest.
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On exit: objective function values, f̂j ¼ F x̂j
� �

, corresponding to the locations returned in xbest.

11: cbest½ncon� npar� – double Input/Output

Note: the kth constraint violation of the jth particle is stored in cbest½ j� 1ð Þ � nconþ k� 1�.

On entry: if using Start ¼WARM, the initial constraint violations, ê0j ¼ e x̂0j

� �
, corresponding to

the npar particle locations.

On exit: the final constraint violations, êj, corresponding to the locations returned in xbest.

12: objfun – function, supplied by the user External Function

objfun must, depending on the value of mode, calculate the objective function and/or calculate
the gradient of the objective function for a ndim-variable vector x. Gradients are only required if
a local minimizer has been chosen which requires gradients. See the option Local Minimizer for
more information.

The specification of objfun is:

void objfun (Integer *mode, Integer ndim, const double x[],
double *objf, double vecout[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which functionality is required.

mode ¼ 0
F xð Þ should be returned in objf. The value of objf on entry may be used as an
upper bound for the calculation. Any expected value of F xð Þ that is greater than
objf may be approximated by this upper bound; that is objf can remain unaltered.

mode ¼ 1
Local Minimizer ¼ e04ucc only
First derivatives can be evaluated and returned in vecout. Any unaltered elements
of vecout will be approximated using finite differences.

mode ¼ 2
Local Minimizer ¼ e04ucc only
F xð Þ must be calculated and returned in objf, and available first derivatives can
be evaluated and returned in vecout. Any unaltered elements of vecout will be
approximated using finite differences.

mode ¼ 5
F xð Þ must be calculated and returned in objf. The value of objf on entry may not
be used as an upper bound.

mode ¼ 6
Local Minimizer ¼ e04dgc only
All first derivatives must be evaluated and returned in vecout.

mode ¼ 7
Local Minimizer ¼ e04dgc only
F xð Þ must be calculated and returned in objf, and all first derivatives must be
evaluated and returned in vecout.

On exit: if the value of mode is set to be negative, then nag_glopt_nlp_pso (e05sbc)
will exit as soon as possible with fail:code ¼ NE_USER_STOP and inform ¼ mode.

2: ndim – Integer Input

On entry: the number of dimensions.
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3: x½ndim� – const double Input

On entry: x, the point at which the objective function and/or its gradient are to be
evaluated.

4: objf – double * Input/Output

On entry: the value of objf passed to objfun varies with the argument mode.

mode ¼ 0
objf is an upper bound for the value of F xð Þ, often equal to the best constraint
penalised value of F xð Þ found so far by a given particle if the objective function
is strictly positive (see Section 11). Only objective function values less than the
value of objf on entry will be used further. As such this upper bound may be
used to stop further evaluation when this will only increase the objective function
value above the upper bound.

mode ¼ 1, 2, 5, 6 or 7
objf is meaningless on entry.

On exit: the value of objf returned varies with the argument mode.

mode ¼ 0
objf must be the value of F xð Þ. Only values of F xð Þ strictly less than objf on
entry need be accurate.

mode ¼ 1 or 6
Need not be set.

mode ¼ 2, 5 or 7
F xð Þ must be calculated and returned in objf. The entry value of objf may not be
used as an upper bound.

5: vecout½ndim� – double Input/Output

On entry: if Local Minimizer ¼ e04ucc, the values of vecout are used internally to
indicate whether a finite difference approximation is required. See nag_opt_nlp
(e04ucc).

On exit: the required values of vecout returned to the calling function depend on the
value of mode.

mode ¼ 0 or 5
The value of vecout need not be set.

mode ¼ 1 or 2
vecout can contain components of the gradient of the objective function @F

@xi
for

some i ¼ 1; 2; . . . ndim, or acceptable approximations. Any unaltered elements of
vecout will be approximated using finite differences.

mode ¼ 6 or 7
vecout must contain the gradient of the objective function @F

@xi
for all

i ¼ 1; 2; . . . ndim. Approximation of the gradient is strongly discouraged, and
no finite difference approximations will be performed internally (see
nag_opt_conj_grad (e04dgc)).

6: nstate – Integer Input

On entry: nstate indicates various stages of initialization throughout the function. This
allows for permanent global arguments to be initialized the least number of times. For
example, you may initialize a random number generator seed.

nstate ¼ 2
objfun is called for the very first time. You may save computational time if
certain data must be read or calculated only once.
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nstate ¼ 1
objfun is called for the first time by a NAG local minimization function. You
may save computational time if certain data required for the local minimizer need
only be calculated at the initial point of the local minimization.

nstate ¼ 0
Used in all other cases.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_pso (e05sbc) you
may allocate memory and initialize these pointers with various quantities for use
by objfun when called from nag_glopt_nlp_pso (e05sbc) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

13: confun – function, supplied by the user External Function

confun must calculate any constraints other than the box constraints. If no constraints are
required, confun may be NULLFN. For information on how a NAG local minimizer will use
confun see the documentation for nag_opt_nlp (e04ucc).

The specification of confun is:

void confun (Integer *mode, Integer ncon, Integer ndim, Integer tdcj,
const Integer needc[], const double x[], double c[],
double cjac[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which values must be assigned during each call of confun. Only the
following values need be assigned, for each value of k 2 1; . . . ; nconf g such that
needc½k� 1� > 0:

mode ¼ 0
the constraint values ck xð Þ.

mode ¼ 1
rows of the constraint Jacobian, @ck@xi

xð Þ , for i ¼ 1; 2; . . . ; ndim.

mode ¼ 2
the constraint values ck xð Þ and the corresponding rows of the constraint Jacobian,
@ck
@xi

xð Þ , for i ¼ 1; 2; . . . ; ndim.

On exit: may be set to a negative value if you wish to terminate the solution to the
current problem. In this case nag_glopt_nlp_pso (e05sbc) will terminate with
fail:code ¼ NE_USER_STOP and inform ¼ mode as soon as possible.

2: ncon – Integer Input

On entry: the number of constraints, not including box bounds.

3: ndim – Integer Input

On entry: the number of variables.

4: tdcj – Integer Input

On entry: the stride separating matrix column elements in the array cjac.
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5: needc½ncon� – const Integer Input

On entry: the indices of the elements of c and/or cjac that must be evaluated by confun.
If needc½k� 1� > 0, the k� 1th element of c, corresponding to the values of the kth
constraint, and/or the available elements of the k� 1th row of cjac, corresponding to
the derivatives of the kth constraint, must be evaluated at x (see argument mode).

6: x½ndim� – const double Input

On entry: x, the vector of variables at which the constraint functions and/or the
available elements of the constraint Jacobian are to be evaluated.

7: c½ncon� – double Output

On exit: if needc½k� 1� > 0 and mode ¼ 0 or 2, c½k� 1� must contain the value of
ck xð Þ. The remaining elements of c, corresponding to the non-positive elements of
needc, need not be set.

8: cjac½ncon� tdcj� – double Input/Output

Note: the dimension, dim, of the array cjac is tdcj� ndim.

Note: the derivative of the kth constraint with respect to the ith component,
@ck
@xi

, is

stored in cjac½ k� 1ð Þ � tdcjþ i� 1�, which we denote as CJAC k; ið Þ.
On entry: the elements of cjac are set to special values which enable nag_glopt_nlp_pso
(e05sbc) to detect whether they are changed by confun.

On exit: if needc½k� 1� > 0 and mode ¼ 1 or 2, the elements of cjac corresponding to
the kth row of the constraint Jacobian should contain the available elements of the
vector rck given by

rck ¼
@ck
@x1

;
@ck
@x2

; . . . ;
@ck
@xn

� �
;

where
@ck
@xi

is the partial derivative of the kth constraint with respect to the ith variable,

evaluated at the point x; elements of cjac that remain unaltered will be approximated
internally using finite differences. The remaining rows of cjac, corresponding to non-
positive elements of needc, need not be set.

It must be emphasized that unassigned elements of cjac are not treated as constant; they
are estimated by finite differences, at nontrivial expense. An interval for each element
of x is computed automatically at the start of the optimization. The automatic procedure
can usually identify constant elements of cjac, which are then computed once only by
finite differences.

9: nstate – Integer Input

On entry: nstate indicates various stages of initialization throughout the function. This
allows for permanent global arguments to be initialized a minimum number of times.
For example, you may initialize a random number generator seed. Note that unless the
option Optimize ¼ CONSTRAINTS has been set, objfun will be called before confun.

nstate ¼ 2
confun is called for the very first time. This argument setting allows you to save
computational time if certain data must be read or calculated only once.

nstate ¼ 1
confun is called for the first time during a NAG local minimization function.
This argument setting allows you to save computational time if certain data
required for the local minimizer need only be calculated at the initial point of the
local minimization.
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nstate ¼ 0
Used in all other cases.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_pso (e05sbc) you
may allocate memory and initialize these pointers with various quantities for use
by confun when called from nag_glopt_nlp_pso (e05sbc) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

confun should be tested separately before being used in conjunction with nag_glopt_nlp_pso
(e05sbc).

14: monmod – function, supplied by the user External Function

A user-specified monitoring and modification function. monmod is called once every complete
iteration after a finalization check. It may be used to modify the particle locations that will be
evaluated at the next iteration. This permits the incorporation of algorithmic modifications such
as including additional advection heuristics and genetic mutations. monmod is only called during
the main loop of the algorithm, and as such will be unaware of any further improvement from the
final local minimization. If no monitoring and/or modification is required, monmod may be
NULLFN.

The specification of monmod is:

void monmod (Integer ndim, Integer ncon, Integer npar, double x[],
const double xb[], double fb, const double cb[],
const double xbest[], const double fbest[], const double cbest[],
const Integer itt[], Nag_Comm *comm, Integer *inform)

1: ndim – Integer Input

On entry: the number of dimensions.

2: ncon – Integer Input

On entry: the number of constraints.

3: npar – Integer Input

On entry: the number of particles.

4: x½ndim� npar� – double Input/Output

Note: the ith component of the jth particle, xj ið Þ, is stored in x½ j� 1ð Þ � ndimþ i� 1�.
On entry: the npar particle locations, xj, which will currently be used during the next
iteration unless altered in monmod.

On exit: the particle locations to be used during the next iteration.

5: xb½ndim� – const double Input

On entry: the location, ~x, of the best solution yet found.

6: fb – double Input

On entry: the objective value, ~f ¼ F ~xð Þ, of the best solution yet found.
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7: cb½ncon� – const double Input

On entry: the constraint violations, ~e ¼ e ~xð Þ, of the best solution yet found.

8: xbest½ndim� npar� – const double Input

Note: the ith component of the position of the jth particle's cognitive memory, x̂j ið Þ, is
stored in xbest½ j� 1ð Þ � ndimþ i� 1�.
On entry: the locations currently in the cognitive memory, x̂j , for j ¼ 1; 2; . . . ; npar (see
Section 11).

9: fbest½npar� – const double Input

On entry: the objective values currently in the cognitive memory, F x̂j
� �

, for
j ¼ 1; 2; . . . ;npar.

10: cbest½ncon� npar� – const double Input

Note: the kth constraint violation of the jth particle's cognitive memory is stored in
cbest½ j� 1ð Þ � nconþ k� 1�.

On entry: the constraint violations currently in the cognitive memory, ê ¼ e x̂j
� �

, for
j ¼ 1; 2; . . . ;npar, evaluated at x̂j.

11: itt½7� – const Integer Input

On entry: iteration and function evaluation counters (see description of itt below).

12: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to
monmod.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_pso (e05sbc) you
may allocate memory and initialize these pointers with various quantities for use
by monmod when called from nag_glopt_nlp_pso (e05sbc) (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation).

13: inform – Integer * Input/Output

On entry: inform ¼ 0

On exit: setting inform < 0 will cause near immediate exit from nag_glopt_nlp_pso
(e05sbc). This value will be returned as inform with fail:code ¼ NE_USER_STOP.
You need not set inform unless you wish to force an exit.

15: iopts½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_glopt_opt_set (e05zkc).

On entry: optional parameter array as generated and possibly modified by calls to
nag_glopt_opt_set (e05zkc). The contents of iopts MUST NOT be modified directly between
calls to nag_glopt_nlp_pso (e05sbc), nag_glopt_opt_set (e05zkc) or nag_glopt_opt_get (e05zlc).
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16: opts½dim� – double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_glopt_opt_set (e05zkc).

On entry: optional parameter array as generated and possibly modified by calls to
nag_glopt_opt_set (e05zkc). The contents of opts MUST NOT be modified directly between
calls to nag_glopt_nlp_pso (e05sbc), nag_glopt_opt_set (e05zkc) or nag_glopt_opt_get (e05zlc).

17: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

18: itt½7� – Integer Output

On exit: integer iteration counters for nag_glopt_nlp_pso (e05sbc).

itt½0�
Number of complete iterations.

itt½1�
Number of complete iterations without improvement to the current optimum.

itt½2�
Number of particles converged to the current optimum.

itt½3�
Number of improvements to the optimum.

itt½4�
Number of function evaluations performed.

itt½5�
Number of particles reset.

itt½6�
Number of violated constraints at completion. Note this is always calculated using the L1

norm and a nonzero result does not necessarily mean that the algorithm did not find a
suitably constrained point with respect to the single norm used.

19: inform – Integer * Output

On exit: indicates which finalization criterion was reached. The possible values of inform are:

inform Meaning

< 0 Exit from a user-supplied function.

0 nag_glopt_nlp_pso (e05sbc) has detected an error and terminated.

1 The provided objective target has been achieved. (Target Objective Value).

2 The standard deviation of the location of all the particles is below the set
threshold (Swarm Standard Deviation). If the solution returned is not
satisfactory, you may try setting a smaller value of
Swarm Standard Deviation, or try adjusting the options governing the
repulsive phase (Repulsion Initialize, Repulsion Finalize).

3 The total number of particles converged (Maximum Particles Converged) to
the current global optimum has reached the set limit. This is the number of
particles which have moved to a distance less than Distance Tolerance from
the optimum with regard to the L2 norm. If the solution is not satisfactory,
you may consider lowering the Distance Tolerance. However, this may
hinder the global search capability of the algorithm.
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4 The maximum number of iterations without improvement
(Maximum Iterations Static) has been reached, and the required number of
particles (Maximum Iterations Static Particles) have converged to the
current optimum. Increasing either of these options will allow the algorithm to
continue searching for longer. Alternatively if the solution is not satisfactory,
re-starting the application several times with Repeatability ¼ OFF may lead
to an improved solution.

5 The maximum number of iterations (Maximum Iterations Completed) has
been reached. If the number of iterations since improvement is small, then a
better solution may be found by increasing this limit, or by using the option
Local Minimizer with corresponding exterior options. Otherwise if the
solution is not satisfactory, you may try re-running the application several
times with Repeatability ¼ OFF and a lower iteration limit, or adjusting the
options governing the repulsive phase (Repulsion Initialize,
Repulsion Finalize).

6 The maximum allowed number of function evaluations
(Maximum Function Evaluations) has been reached. As with inform ¼ 5,
increasing this limit if the number of iterations without improvement is small,
or decreasing this limit and running the algorithm multiple times with
Repeatability ¼ OFF, may provide a superior result.

7 A feasible point has been found. The objective has not been minimized,
although it has been evaluated at the final solutions given in xb and xbest
(Optimize ¼ CONSTRAINTS).

If you wish to continue from the final position gained from a previous simulation with adjusted
options, you may set the option Start ¼WARM, and pass back in the returned arrays xbest,
fbest, and cbest. You should either record the returned values of xb, fb and cb for comparison,
as these will not be re-used by the algorithm, or include them in xbest, fbest and cbest
respectively by overwriting the entries corresponding to one particle with the relevant
information.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_glopt_nlp_pso (e05sbc) returns fail:code ¼ NE_NOERROR if and only if a finalization
criterion has been reached which can guarantee success. This may only happen if:

These finalization criteria are not active using default option settings, and must be explicitly set
using nag_glopt_opt_set (e05zkc) if required.

nag_glopt_nlp_pso (e05sbc) will return fail:code ¼ NW_SOLUTION_NOT_GUARANTEED if
no error has been detected, and a finalization criterion has been achieved which cannot guarantee
success. This does not indicate that the function has failed, merely that the returned solution
cannot be guaranteed to be the true global optimum.

The value of inform should be examined to determine which finalization criterion was reached.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_BOUND

On entry, bl½i� ¼ bu½i� for all box bounds i.
Constraint: bu½i� > bl½i� for at least one box bound i.

On entry, bl½ valueh i� ¼ valueh i and bu½ valueh i� ¼ valueh i.
Constraint: bu½i� 	 bl½i� for all i.

NE_DERIV_ERRORS

Derivative checks indicate possible errors in the supplied derivatives. Gradient checks may be
disabled by setting Verify Gradients ¼ OFF.

NE_ILLEGAL_CALLBACK

nag_glopt_nlp_pso (e05sbc) has been called with ncon > 0 and confun is NULL. Only use
NULL with ncon ¼ 0.

NE_INT

On entry, ncon ¼ valueh i.
Constraint: ncon 	 0.

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

On entry, npar ¼ valueh i.
Constraint: npar 	 5� num threads, where num_threads is the value returned by the OpenMP
environment variable OMP_NUM_THREADS, or num_threads is 1 for a serial version of this
function.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

Either the option arrays have not been initialized for nag_glopt_nlp_pso (e05sbc), or they have
become corrupted.

The option Optimize ¼ CONSTRAINTS is active, however ncon ¼ 0.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

User requested exit valueh i during call to confun.

User requested exit valueh i during call to monmod.

User requested exit valueh i during call to objfun.

NW_FAST_SOLUTION

If the option Target Warning has been activated, this indicates that the Target Objective Value
has been achieved to specified tolerances at a sufficiently constrained point, either during the
initialization phase, or during the first two iterations of the algorithm. While this is not
necessarily an error, it may occur if:
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(i) The target was achieved at the first point sampled by the function. This will be the mean of
the lower and upper bounds.

(ii) The target may have been achieved at a randomly generated sample point. This will always
be a possibility provided that the domain under investigation contains a point with a target
objective value.

(iii) If the Local Minimizer has been set, then a sample point may have been inside the basin of
attraction of a satisfactory point. If this occurs repeatedly when the function is called, it may
imply that the objective is largely unimodal, and that it may be more efficient to use the
function selected as the Local Minimizer directly.

Assuming that objfun is correct, you may wish to set a better Target Objective Value, or a
stricter Target Objective Tolerance.

NW_NOT_FEASIBLE

Unable to locate strictly feasible point. valueh i constraints remain violated. This exit may be
suppressed using the option Constraint Warning.

NW_SOLUTION_NOT_GUARANTEED

A finalization criterion was reached that cannot guarantee success.
On exit, inform ¼ valueh i.

7 Accuracy

I f fail:code ¼ NE_NOERROR (or fail:code ¼ NW_FAST_SOLUTION) or fail:code ¼
NW_SOLUTION_NOT_GUARANTEED on exit, a criterion will have been reached depending on
user selected options. As with all global optimization software, the solution achieved may not be the
true global optimum. Various options allow for either greater search diversity or faster convergence to a
(local) optimum (See Sections 11 and 12).

Provided the objective function and constraints are sufficiently well behaved, if a local minimizer is
used in conjunction with nag_glopt_nlp_pso (e05sbc), then it is more likely that the final result will at
least be in the near vicinity of a local optimum, and due to the global search characteristics of the
particle swarm, this solution should be superior to many other local optima.

Caution should be used in accelerating the rate of convergence, as with faster convergence, less of the
domain will remain searchable by the swarm, making it increasingly difficult for the algorithm to detect
the basins of attraction of superior local optima. Using the options Repulsion Initialize and
Repulsion Finalize described in Section 12 will help to overcome this, by causing the swarm to diverge
away from the current optimum once no more local improvement is likely.

On successful exit with guaranteed success, fail:code ¼ NE_NOERROR (or fail:code ¼
NW_FAST_SOLUTION). This may happen if a Target Objective Value is assigned and is reached
by the algorithm at a satisfactorily constrained point. It will also occur if a constrained point is found
when Optimize ¼ CONSTRAINTS is set.

On successful exit without guaranteed success, fail:code ¼ NW_SOLUTION_NOT_GUARANTEED is
returned. This will happen if another finalization criterion is achieved without the detection of an error.

In both cases, the value of inform provides further information as to the cause of the exit.

8 Parallelism and Performance

The code for nag_glopt_nlp_pso (e05sbc) is not directly threaded for parallel execution. In particular,
none of the user-supplied functions will be called from within a parallel region generated by
nag_glopt_nlp_pso (e05sbc).
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9 Further Comments

The memory used by nag_glopt_nlp_pso (e05sbc) is relatively static throughout. Indeed, most of the
memory required is used to store the current particle locations, the cognitive particle memories, the
particle velocities and the particle weights. As such, nag_glopt_nlp_pso (e05sbc) may be used in
problems with high dimension number (ndim > 100) without the concern of computational resource
exhaustion, although the probability of successfully locating the global optimum will decrease
dramatically with the increase in dimensionality.

Due to the stochastic nature of the algorithm, the result will vary over multiple runs. This is particularly
true if arguments and options are chosen to accelerate convergence at the expense of the global search.
However, the option Repeatability ¼ ON may be set to initialize the internal random number generator
using a preset seed, which will result in identical solutions being obtained.

10 Example

This example uses a particle swarm to find the global minimum of the two-dimensional Schwefel
function:

minimize
x2R2

f ¼
X2
j¼1

xjsin
ffiffiffiffiffiffiffiffi
xj
		 		q� �

subject to the constraints:

3:0x1 � 2:0x2 < 10:0;
�1:0 < x21 � x22 þ 3:0x1x2 < 50000:0;

�0:9 < cos x1=200ð Þ2 þ x2=100ð Þ
� �

< 0:9;

�500 � x1 � 500;
�500 � x2 � 500:

The global optimum has an objective value of fmin ¼ �731:707, located at x ¼ �394:15;�433:48ð Þ.
Only the third constraint is active at this point.

The example demonstrates how to initialize and set the options arrays using nag_glopt_opt_set
(e05zkc), how to query options using nag_glopt_opt_get (e05zlc), and finally how to search for the
global optimum using nag_glopt_nlp_pso (e05sbc). The problem is solved twice, first using
nag_glopt_nlp_pso (e05sbc) alone, and secondly by coupling nag_glopt_nlp_pso (e05sbc) with
nag_opt_nlp (e04ucc) as a dedicated local minimizer. In both cases the default option
Repeatability ¼ ON is used to produce repeatable solutions.

10.1 Program Text

/* nag_glopt_nlp_pso (e05sbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage05.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL objfun_schwefel(Integer *mode, Integer ndim,
const double x[], double *objf,
double vecout[], Integer nstate,
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Nag_Comm *comm);
static void NAG_CALL confun(Integer *mode, Integer ncon, Integer ndim,

Integer tdcj, const Integer needc[],
const double x[], double c[], double cjac[],
Integer nstate, Nag_Comm *comm);

static void NAG_CALL monmod(Integer ndim, Integer ncon, Integer npar,
double x[], const double xb[], double fb,
const double cb[], const double xbest[],
const double fbest[], const double cbest[],
const Integer itt[], Nag_Comm *comm,
Integer *inform);

#ifdef __cplusplus
}
#endif

static Integer display_option(const char *optstr, const Integer iopts[],
const double opts[]);

static void display_result(Integer ndim, Integer ncon, const double xb[],
double fb, const double cb[], const Integer itt[],
Integer inform);

/* Global constants.*/
/* Set the behaviour of the monitoring function.*/
static const Integer detail_level = 0;
static const Integer report_freq = 100;
/* Known solution for a comparison.*/
static const double f_target = -731.70709230672696;
static const double c_scale[] = { 2490.0, 750000.0, 0.1 };
static const double c_target[] = { 0.0, 0.0, 0.0 };
static const double x_target[] = { -394.1470221120988, -433.48214189947606 };

int main(void)
{

/* This example program demonstrates how to use
* nag_glopt_nlp_pso (e05sbc) in standard execution, and with
* nag_opt_nlp (e04ucc) as a coupled local minimizer.
* The non-default option ’Repeatability = On’ is used here, giving
* repeatable results.
*/

/* Scalars */
Integer ncon = 3, ndim = 2, npar = 20;
Integer exit_status = 0, lcvalue = 17;
Integer liopts = 100, lopts = 100;
double fb, rvalue;
Integer i, inform, ivalue;
/* Arrays */
static double ruser[3] = { -1.0, -1.0, -1.0 };
char cvalue[17], optstr[81];
double opts[100], *bl = 0, *bu = 0, *cb = 0, *xb = 0;
double *cbest = 0, *fbest = 0, *xbest = 0;
Integer iopts[100], itt[7];
/* Nag Types */
Nag_VariableType optype;
Nag_Comm comm;
NagError fail;

/* Print advisory information. */
printf("nag_glopt_nlp_pso (e05sbc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

printf("Minimization of the Schwefel function.\n");
printf("Subject to one linear and two nonlinear constraints.\n\n");

/* Allocate memory for arrays. */
if (!(bl = NAG_ALLOC(ndim + ncon, double)) ||

!(bu = NAG_ALLOC(ndim + ncon, double)) ||
!(cb = NAG_ALLOC(ncon, double)) ||
!(cbest = NAG_ALLOC(ncon * npar, double)) ||
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!(fbest = NAG_ALLOC(npar, double)) ||
!(xb = NAG_ALLOC(ndim, double)) ||
!(xbest = NAG_ALLOC(ndim * npar, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 0; i < npar; i++)
fbest[i] = 0.0;

for (i = 0; i < npar * ndim; i++)
xbest[i] = 0.0;

for (i = 0; i < npar * ncon; i++)
cbest[i] = 0.0;

/* Set problem specific values. */
/* Set box bounds. */
for (i = 0; i < ndim; i++) {

bl[i] = -500.0;
bu[i] = 500.0;

}

/* Set constraint bounds. */
bl[ndim] = -1.0e6;
bl[ndim + 1] = -1.0;
bl[ndim + 2] = -0.9;
bu[ndim] = 10.0;
bu[ndim + 1] = 5.0e5;
bu[ndim + 2] = 0.9;

/* Initialize NagError structure. */
INIT_FAIL(fail);

/* Initialize the option arrays for nag_glopt_nlp_pso (e05sbc)
* using nag_glopt_opt_set (e05zkc).
*/

nag_glopt_opt_set("Initialize = e05sbc", iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Query some default option values. */
printf(" Default Option Queries:\n\n");
exit_status = display_option("Constraint Norm", iopts, opts);
if (exit_status)

goto END;
exit_status = display_option("Maximum Iterations Completed", iopts, opts);
if (exit_status)

goto END;
exit_status = display_option("Distance Tolerance", iopts, opts);
if (exit_status)

goto END;

/* ------------------------------------------------------------------ */
printf("\n1. Solution without using coupled local minimizer.\n\n");

/* Set various options to non-default values if required. */
nag_glopt_opt_set("Distance Tolerance = 1.0e-5", iopts, liopts, opts, lopts,

&fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Constraint Tolerance = 1.0e-4", iopts, liopts, opts,
lopts, &fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Constraint Norm = Euclidean", iopts, liopts, opts,

lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Repeatability = On", iopts, liopts, opts, lopts,
&fail);

#ifdef _WIN32
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sprintf_s(optstr, (unsigned)_countof(optstr),
"Target Objective Value = %32.16e", f_target);

#else
sprintf(optstr, "Target Objective Value = %32.16e", f_target);

#endif
if (fail.code == NE_NOERROR)

nag_glopt_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Target Objective Tolerance = 1.0e-4", iopts, liopts,
opts, lopts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_glopt_nlp_pso (e05sbc).
* Global optimization using particle swarm algorithm (PSO), comprehensive.
*/

nag_glopt_nlp_pso(ndim, ncon, npar, xb, &fb, cb, bl, bu, xbest,
fbest, cbest, objfun_schwefel, confun,
monmod, iopts, opts, &comm, itt, &inform, &fail);

/* It is essential to test fail.code on exit. */
switch (fail.code) {
case NE_NOERROR:
case NW_FAST_SOLUTION:
case NW_SOLUTION_NOT_GUARANTEED:

/* No errors, best found solution at xb returned in fb. */
display_result(ndim, ncon, xb, fb, cb, itt, inform);
break;

case NE_USER_STOP:
/* Exit flag set in objfun, confun or monmod and returned in inform. */
display_result(ndim, ncon, xb, fb, cb, itt, inform);
break;

default: /* An error was detected. */
exit_status = 1;
printf("Error from nag_glopt_nlp_pso (e05sbc)\n%s\n", fail.message);
goto END;

}

/* ------------------------------------------------------------------ */

printf("2. Solution using coupled local minimizer nag_opt_nlp (e04ucc).\n\n");

/* Set the local minimizer to be nag_opt_nlp (e04ucc) and set corresponding
* options.
*/

nag_glopt_opt_set("Local Minimizer = e04ucc", iopts, liopts, opts, lopts,
&fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Local Interior Major Iterations = 15", iopts, liopts,

opts, lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Local Interior Minor Iterations = 5", iopts, liopts,
opts, lopts, &fail);

if (fail.code == NE_NOERROR)
nag_glopt_opt_set("Local Exterior Major Iterations = 50", iopts, liopts,

opts, lopts, &fail);
if (fail.code == NE_NOERROR)

nag_glopt_opt_set("Local Exterior Minor Iterations = 15", iopts, liopts,
opts, lopts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Query the option Distance Tolerance */
nag_glopt_opt_get("Distance Tolerance", &ivalue, &rvalue, cvalue, lcvalue,

&optype, iopts, opts, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_glopt_opt_get (e05zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Adjust Distance Tolerance dependent upon its current value */
rvalue = rvalue * 10.0;

#ifdef _WIN32
sprintf_s(optstr, (unsigned)_countof(optstr),

"Distance Tolerance = %32.16e", rvalue);
#else

sprintf(optstr, "Distance Tolerance = %32.16e", rvalue);
#endif

nag_glopt_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
rvalue = 0.1 * rvalue;

#ifdef _WIN32
sprintf_s(optstr, (unsigned)_countof(optstr),

"Local Interior Tolerance = %32.16e", rvalue);
#else

sprintf(optstr, "Local Interior Tolerance = %32.16e", rvalue);
#endif

if (fail.code == NE_NOERROR)
nag_glopt_opt_set(optstr, iopts, liopts, opts, lopts, &fail);

rvalue = rvalue * 1.0e-4;
#ifdef _WIN32

sprintf_s(optstr, (unsigned)_countof(optstr),
"Local Exterior Tolerance = %32.16e", rvalue);

#else
sprintf(optstr, "Local Exterior Tolerance = %32.16e", rvalue);

#endif
if (fail.code == NE_NOERROR)

nag_glopt_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_glopt_nlp_pso (e05sbc).
* Global optimization using particle swarm algorithm (PSO), comprehensive.
*/

nag_glopt_nlp_pso(ndim, ncon, npar, xb, &fb, cb, bl, bu, xbest,
fbest, cbest, objfun_schwefel, confun,
monmod, iopts, opts, &comm, itt, &inform, &fail);

/* It is essential to test fail.code on exit. */
switch (fail.code) {
case NE_NOERROR:
case NW_FAST_SOLUTION:
case NW_SOLUTION_NOT_GUARANTEED:
case NW_NOT_FEASIBLE:

/* nag_glopt_nlp_pso (e05sbc) encountered no errors during
* operation, and will have returned the best solution found.
*/

display_result(ndim, ncon, xb, fb, cb, itt, inform);
break;

case NE_USER_STOP:
/* Exit flag set in objfun, confun or monmod and returned in inform. */
display_result(ndim, ncon, xb, fb, cb, itt, inform);
break;

default: /* An error was detected. */
exit_status = 1;
printf("Error from nag_glopt_nlp_pso (e05sbc)\n%s\n", fail.message);
goto END;

}

END:
/* Clean up memory. */
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(cb);
NAG_FREE(cbest);
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NAG_FREE(fbest);
NAG_FREE(xb);
NAG_FREE(xbest);

return exit_status;
}

static void NAG_CALL objfun_schwefel(Integer *mode, Integer ndim,
const double x[], double *objf,
double vecout[], Integer nstate,
Nag_Comm *comm)

{
/* Objective function routine returning the schwefel function and
* its gradient.
*/

Nag_Boolean evalobjf, evalobjg;
Integer i;
if (comm->user[0] == -1.0) {

printf("(User-supplied callback objfun_schwefel, first invocation.)\n");
comm->user[0] = 0.0;

}
/* Test nstate to indicate what stage of computation has been reached. */
switch (nstate) {
case 2:

/* objfun is called for the very first time. */
break;

case 1:
/* objfun is called on entry to a NAG local minimizer. */
break;

default:
/* This will be the normal value of nstate. */
;

}
/* Test mode to determine whether to calculate objf and/or objgrd. */
evalobjf = Nag_FALSE;
evalobjg = Nag_FALSE;
switch (*mode) {
case 0:
case 5:

/* Only the value of the objective function is needed. */
evalobjf = Nag_TRUE;
break;

case 1:
case 6:

/* Only the values of the ndim gradients are required. */
evalobjg = Nag_TRUE;
break;

case 2:
case 7:

/* Both the objective function and the ndim gradients are required. */
evalobjf = Nag_TRUE;
evalobjg = Nag_TRUE;

}
if (evalobjf) {

/* Evaluate the objective function. */
*objf = 0.0;
for (i = 0; i < ndim; i++)

*objf += x[i] * sin(sqrt(fabs(x[i])));
}
if (evalobjg) {

/* Calculate the gradient of the objective function, */
/* and return the result in vecout. */
for (i = 0; i < ndim; i++) {

vecout[i] = sqrt(fabs(x[i]));
vecout[i] = sin(vecout[i]) + 0.5 * vecout[i] * cos(vecout[i]);

}
}

}

static void NAG_CALL confun(Integer *mode, Integer ncon, Integer ndim,
Integer tdcj, const Integer needc[],

e05 – Global Optimization of a Function e05sbc

Mark 26 e05sbc.19



const double x[], double c[], double cjac[],
Integer nstate, Nag_Comm *comm)

{
/* Supplies constraints.
* cjac[(k-1)*tdcj + (i-1)] corresponds to dc[k]/dx[i]
* for k=1,...,ncon and i=1,...,ndim.
*/

Integer k;
Nag_Boolean evalc, evalcjac;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback confun, first invocation.)\n");
comm->user[1] = 0.0;

}

/* Test nstate to determine whether the local minimizer is being called
* for the first time from a new start point.
*/

if (nstate == 1) {
/* Set any constant elements of the Jacobian matrix. */
cjac[0] = 3.0;
cjac[1] = -2.0;

}
/* mode: are constraints, derivatives, or both are required? */
evalc = (*mode == 0 || *mode == 2) ? Nag_TRUE : Nag_FALSE;
evalcjac = (*mode == 1 || *mode == 2) ? Nag_TRUE : Nag_FALSE;

for (k = 0; k < ncon; k++) {
if (needc[k] <= 0)

continue;

if (evalc == Nag_TRUE) {
/* Constraint values are required.
* Only those for which needc is nonzero need be set.
*/

switch (k) {
case 0:

c[k] = 3.0 * x[0] - 2.0 * x[1];
break;

case 1:
c[k] = x[0] * x[0] - x[1] * x[1] + 3.0 * x[0] * x[1];
break;

case 2:
c[k] = cos(pow((x[0] / 200.0), 2) + (x[1] / 100.0));
break;

default:
/* This constraint is not coded (there are only three).
* Terminate.
*/

*mode = -1;
break;

}
}
if (*mode < 0)

break;
if (evalcjac == Nag_TRUE) {

/* Constraint derivatives (cjac) are required. */
switch (k) {
case 0:

/* Constant derivatives set when nstate=1 remain throughout
* the local minimization.
*/

break;
case 1:

/* If the constraint derivatives are known and are readily
* calculated, populate cjac when required.
*/

cjac[k * tdcj] = 2.0 * x[0] + 3.0 * x[1];
cjac[k * tdcj + 1] = -2.0 * x[1] + 3.0 * x[0];
break;

default:

e05sbc NAG Library Manual

e05sbc.20 Mark 26



/* Any elements of cjac left unaltered will be approximated
* using finite differences when required.
*/

;
}

}
}

}

static void NAG_CALL monmod(Integer ndim, Integer ncon, Integer npar,
double x[], const double xb[], double fb,
const double cb[], const double xbest[],
const double fbest[], const double cbest[],
const Integer itt[], Nag_Comm *comm,
Integer *inform)

{
Integer i, j;

#define X(J, I) x[(J-1)*ndim + (I-1)]
#define XBEST(J, I) xbest[(J-1)*ndim + (I-1)]
#define CBEST(J, I) cbest[(J-1)*ncon + (I-1)]

if (comm->user[2] == -1.0) {
printf("(User-supplied callback monmod, first invocation.)\n");
comm->user[2] = 0.0;

}
if (detail_level) {

/* Report on the first iteration, and every report_freq iterations. */
if (itt[0] == 1 || itt[0] % report_freq == 0) {

printf("* Locations of particles\n");
for (j = 1; j <= npar; j++) {

printf(" * Particle %2" NAG_IFMT "\n", j);
for (i = 1; i <= ndim; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, X(j, i));
}
printf("* Cognitive memory\n");
for (j = 1; j <= npar; j++) {

printf(" * Particle %2" NAG_IFMT "\n", j);
printf(" * Best position\n");
for (i = 1; i <= ndim; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, XBEST(j, i));
printf(" * Function value at best position\n");
printf(" %13.5f\n", fbest[j - 1]);
printf(" * Best constraint violations\n");
for (i = 1; i <= ncon; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, CBEST(j, i));
}
printf("* Current global optimum candidate\n");
for (i = 1; i <= ndim; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, xb[i - 1]);
printf("* Current global optimum value\n");
printf(" %13.5f\n\n", fb);
printf("* Constraint violations of candidate\n");
for (i = 1; i <= ncon; i++)

printf(" %2" NAG_IFMT " %13.5f\n", i, cb[i - 1]);
}

}
/* If required set *inform<0 to force exit. */
*inform = 0;

#undef CBEST
#undef XBEST
#undef X
}

static Integer display_option(const char *optstr, const Integer iopts[],
const double opts[])

{
/* Subroutine to query optype and print the appropriate option values. */

/* Scalars */
Integer exit_status = 0, lcvalue = 17;
double rvalue = 0.0;
Integer ivalue = 0;
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/* Arrays */
char cvalue[17];
/* Nag Types */
Nag_VariableType optype;
NagError fail;

INIT_FAIL(fail);

/* nag_glopt_opt_get (e05zlc).
* Option getting routine for nag_glopt_nlp_pso (e05sbc).
*/

nag_glopt_opt_get(optstr, &ivalue, &rvalue, cvalue, lcvalue, &optype, iopts,
opts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glopt_opt_get (e05zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

switch (optype) {
case Nag_Integer:

printf("%-38s: %13" NAG_IFMT "\n", optstr, ivalue);
break;

case Nag_Real:
printf("%-38s: %13.4f\n", optstr, rvalue);
break;

case Nag_Character:
printf("%-38s: %13s\n", optstr, cvalue);
break;

case Nag_Integer_Additional:
printf("%-38s: %13" NAG_IFMT " %16s\n", optstr, ivalue, cvalue);
break;

case Nag_Real_Additional:
printf("%-38s: %13.4f %16s\n", optstr, rvalue, cvalue);
break;

default:;
}

END:
return exit_status;

}

static void display_result(Integer ndim, Integer ncon, const double xb[],
double fb, const double cb[], const Integer itt[],
Integer inform)

{
/* Display final results in comparison to known global optimum. */
Integer i;

/* Display final counters. */
printf(" Algorithm Statistics\n");
printf(" --------------------\n");
printf("%-38s: %13" NAG_IFMT "\n", "Total complete iterations", itt[0]);
printf("%-38s: %13" NAG_IFMT "\n", "Complete iterations since improvement",

itt[1]);
printf("%-38s: %13" NAG_IFMT "\n", "Total particles converged to xb",

itt[2]);
printf("%-38s: %13" NAG_IFMT "\n", "Total improvements to global optimum",

itt[3]);
printf("%-38s: %13" NAG_IFMT "\n", "Total function evaluations", itt[4]);
printf("%-38s: %13" NAG_IFMT "\n", "Total particles re-initialized",

itt[5]);
printf("%-38s: %13" NAG_IFMT "\n\n", "Total constraints violated", itt[6]);
/* Display why finalization occurred. */
switch (inform) {
case 1:

printf("Solution Status : Target value achieved\n");
break;

case 2:
printf("Solution Status : Minimum swarm standard deviation obtained\n");
break;

case 3:
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printf("Solution Status : Sufficient number of particles converged\n");
break;

case 4:
printf("Solution Status : Maximum static iterations attained\n");
break;

case 5:
printf("Solution Status : Maximum complete iterations attained\n");
break;

case 6:
printf("Solution Status : Maximum function evaluations exceeded\n");
break;

case 7:
printf("Solution Status : Feasible point located\n");
break;

default:
if (inform < 0) {

printf("Solution Status : User termination, inform = %16" NAG_IFMT "\n",
inform);

return;
}
printf("Solution Status : Termination, an error has been detected\n");
break;

}
/* Display final objective value and location. */
printf(" Known constrained objective optimum : %13.3f\n", f_target);
printf(" Achieved objective value : %13.3f\n\n", fb);

printf(" Comparison between the known optimum and the achieved solution.\n");
printf(" x_target xb\n");
for (i = 0; i < ndim; i++)

printf(" %2" NAG_IFMT " %12.2f %12.2f\n", i + 1, x_target[i], xb[i]);

printf("\n");

if (ncon > 0) {
printf(" Comparison between scaled constraint violations.\n");
printf(" c_target cb\n");
for (i = 0; i < ncon; i++)

printf(" %2" NAG_IFMT " %12.5f %12.5f\n", i + 1,
c_target[i] / c_scale[i], cb[i] / c_scale[i]);

printf("\n");
}

}

10.2 Program Data

None.

10.3 Program Results

nag_glopt_nlp_pso (e05sbc) Example Program Results

Minimization of the Schwefel function.
Subject to one linear and two nonlinear constraints.

Default Option Queries:

Constraint Norm : L1
Maximum Iterations Completed : 1000 DEFAULT
Distance Tolerance : 0.0001

1. Solution without using coupled local minimizer.

(User-supplied callback confun, first invocation.)
(User-supplied callback objfun_schwefel, first invocation.)
(User-supplied callback monmod, first invocation.)
Algorithm Statistics
--------------------

Total complete iterations : 277
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Complete iterations since improvement : 1
Total particles converged to xb : 0
Total improvements to global optimum : 117
Total function evaluations : 4222
Total particles re-initialized : 0
Total constraints violated : 0

Solution Status : Target value achieved
Known constrained objective optimum : -731.707
Achieved objective value : -731.708

Comparison between the known optimum and the achieved solution.
x_target xb

1 -394.15 -394.17
2 -433.48 -433.53

Comparison between scaled constraint violations.
c_target cb

1 0.00000 0.00000
2 0.00000 0.00000
3 0.00000 0.00002

2. Solution using coupled local minimizer nag_opt_nlp (e04ucc).

Algorithm Statistics
--------------------

Total complete iterations : 4
Complete iterations since improvement : 1
Total particles converged to xb : 0
Total improvements to global optimum : 7
Total function evaluations : 155
Total particles re-initialized : 0
Total constraints violated : 0

Solution Status : Target value achieved
Known constrained objective optimum : -731.707
Achieved objective value : -731.706

Comparison between the known optimum and the achieved solution.
x_target xb

1 -394.15 -394.15
2 -433.48 -433.49

Comparison between scaled constraint violations.
c_target cb

1 0.00000 0.00000
2 0.00000 0.00000
3 0.00000 0.00000
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11 Algorithmic Details

The following pseudo-code describes the algorithm used with the repulsion mechanism.

INITIALIZE for j ¼ 1; npar
xj ¼ R 2 U lbox; uboxð Þ

x̂j ¼ R 2 U lbox; uboxð Þ Start ¼ COLD
x̂0j Start ¼WARM



vj ¼ R 2 U �Vmax ;Vmaxð Þ

f̂j ¼
F x̂j
� �

Start ¼ COLD
f̂0j Start ¼WARM



êj ¼ e x̂j

� �
Start ¼ COLD

ê0j Start ¼WARM



wj ¼

Wmax Weight Initialize ¼ MAXIMUM
Wini Weight Initialize ¼ INITIAL
R 2 U Wmin ;Wmaxð Þ Weight Initialize ¼ RANDOMIZED

8<:
end for
~x ¼ 1

2 lbox þ uboxð Þ
~f ¼ F ~xð Þ
~e ¼ e ~xð Þ
Ic ¼ Is ¼ 0

SWARM while ðnot finalizedÞ;
Ic ¼ Ic þ 1
for j ¼ 1; npar

xj ¼ BOUNDARY xj; lbox; ubox
� �

fj ¼ F xj
� �

ej ¼ e xj
� �

if fj=fscale þ 
 wj
� �

ej
�� �� < f̂j=fscale þ 
 wj

� �
êj
�� ��� �

f̂j ¼ fj; x̂j ¼ xj
if ej

�� �� < ~ek k
� �

or ej
�� �� � ~ek k and fj < ~f
� �� �

~f ¼ fj; ~x ¼ xj
end for
if new ~f

� �� �
LOCMIN ~x; ~f;~e; Oi

� �
; Is ¼ 0

½see note on repulsion below for code insertion�
else

Is ¼ Is þ 1
for j ¼ 1; npar

vj ¼ wjvj þ CsD1 x̂j � xj
� �

þ CgD2 ~x� xj
� �

xj ¼ xj þ vj
if xj � ~x
�� �� < dtol
� �
reset xj; vj; wj; x̂j ¼ xj

else
update wj

� �
end for
if ðtarget achieved or termination criterion satisfiedÞ

finalized ¼ true
monmod xj

� �
end
LOCMIN ~x; ~f;~e; Oe

� �
The definition of terms used in the above pseudo-code are as follows.

npar the number of particles, npar

lbox array of ndim lower box bounds

ubox array of ndim upper box bounds
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xj position of particle j

x̂j best position found by particle j

~x best position found by any particle

fj F xj
� �

f̂j F x̂j
� �

, best value found by particle j

~f F ~xð Þ, best value found by any particle

ek xð Þ kth (scaled) constraint violation at x, evaluated as
min ck xð Þ � lndimþk; 0:0ð Þ þmax ck xð Þ � undimþk; 0:0ð Þ; this may be scaled by the maximum
kth constraint found thus far

e xð Þ the array of ncon constraint violations, ek xð Þ, for k ¼ 1; 2; . . . ; ncon, at a point x

ej e xj
� �

, the array of constraint violations evaluated at xj

êj e x̂j
� �

, the array of constraint violations evaluated at x̂j

~e e ~xð Þ, the array of constraint violations evaluated at ~x

vj velocity of particle j

wj weight on vj for velocity update, decreasing according to Weight Decrease

Vmax maximum absolute velocity, dependent upon Maximum Variable Velocity

Ic swarm iteration counter

Is iterations since ~x was updated

fscale objective function scaling defined by the options Constraint Scaling, Objective Scaling
and Objective Scale.

D1,D2 diagonal matrices with random elements in range 0; 1ð Þ
Cs the cognitive advance coefficient which weights velocity towards x̂j, adjusted using

Advance Cognitive

Cg the global advance coefficient which weights velocity towards ~x, adjusted using
Advance Global

dtol the Distance Tolerance for resetting a converged particle

R 2 U lbox; uboxð Þ
an array of random numbers whose ith element is drawn from a uniform distribution in the
range lboxi; uboxið Þ, for i ¼ 1; 2; . . . ;ndim

Oi local optimizer interior options

Oe local optimizer exterior options


 wj
� �

a function of wj designed to increasingly weight towards minimizing constraint violations as
wj decreases

LOCMIN x; f; e; Oð Þ
apply local optimizer using the set of options O using the solution x; f; eð Þ as the starting
point, if used (not default)

monmod monitor progress and possibly modify xj

BOUNDARY
apply required behaviour for xj outside bounding box, (see Boundary)

new ( ~f) true if ~x, ~c, ~f were updated at this iteration

Additionally a repulsion phase can be introduced by changing from the default values of options
Repulsion Finalize (rf ), Repulsion Initialize (ri) and Repulsion Particles (rp). If the number of static
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particles is denoted ns then the following can be inserted after the new( ~f) check in the pseudo-code
above.

else if ðns 	 rp and ri � Is � ri þ rfÞ
LOCMIN ~x; ~f;~e; Oi

� �
use �Cg instead of Cg in velocity updates

if Is ¼ ri þ rf
� �
Is ¼ 0

12 Optional Parameters

This section can be skipped if you wish to use the default values for all optional parameters, otherwise,
the following is a list of the optional parameters available and a full description of each optional
parameter is provided in Section 12.1.

Advance Cognitive

Advance Global

Boundary

Constraint Norm

Constraint Scale Maximum

Constraint Scaling

Constraint Superiority

Constraint Tolerance

Constraint Warning

Distance Scaling

Distance Tolerance

Function Precision

Local Boundary Restriction

Local Exterior Iterations

Local Exterior Major Iterations

Local Exterior Minor Iterations

Local Exterior Tolerance

Local Interior Iterations

Local Interior Major Iterations

Local Interior Minor Iterations

Local Interior Tolerance

Local Minimizer

Maximum Function Evaluations

Maximum Iterations Completed

Maximum Iterations Static

Maximum Iterations Static Particles

Maximum Particles Converged

Maximum Particles Reset

Maximum Variable Velocity

Objective Scale

Objective Scaling

Optimize

Repeatability

Repulsion Finalize

Repulsion Initialize

e05 – Global Optimization of a Function e05sbc

Mark 26 e05sbc.27



Repulsion Particles

Start

Swarm Standard Deviation

Target Objective

Target Objective Safeguard

Target Objective Tolerance

Target Objective Value

Target Warning

Verify Gradients

Weight Decrease

Weight Initial

Weight Initialize

Weight Maximum

Weight Minimum

Weight Reset

Weight Value

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and Imax represents the largest representable integer value
(see nag_max_integer (X02BBC)).

All options accept the value ‘DEFAULT’ in order to return single options to their default states.

Keywords and character values are case insensitive, however they must be separated by at least one
space.

For nag_glopt_nlp_pso (e05sbc) the maximum length of the argument cvalue used by
nag_glopt_opt_get (e05zlc) is 15.

Advance Cognitive r Default ¼ 2:0

The cognitive advance coefficient, Cs. When larger than the global advance coefficient, this will cause
particles to be attracted toward their previous best positions. Setting r ¼ 0:0 will cause
nag_glopt_nlp_pso (e05sbc) to act predominantly as a local optimizer. Setting r > 2:0 may cause the
swarm to diverge, and is generally inadvisable. At least one of the global and cognitive coefficients
must be nonzero.

Advance Global r Default ¼ 2:0

The global advance coefficient, Cg. When larger than the cognitive coefficient this will encourage
convergence toward the best solution yet found. Values r 2 0; 1ð Þ will inhibit particles overshooting the
optimum. Values r 2 1; 2½ Þ cause particles to fly over the optimum some of the time. Larger values can
prohibit convergence. Setting r ¼ 0:0 will remove any attraction to the current optimum, effectively
generating a Monte–Carlo multi-start optimization algorithm. At least one of the global and cognitive
coefficients must be nonzero.
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Boundary a Default ¼ FLOATING

Determines the behaviour if particles leave the domain described by the box bounds. This only affects
the general PSO algorithm, and will not pass down to any NAG local minimizers chosen.

This option is only effective in those dimensions for which bl½i� 1� 6¼ bu½i� 1�, i ¼ 1; 2; . . . ;ndim.

IGNORE
The box bounds are ignored. The objective function is still evaluated at the new particle position.

RESET
The particle is re-initialized inside the domain. x̂j, f̂j and êj are not affected.

FLOATING
The particle position remains the same, however the objective function will not be evaluated at
the next iteration. The particle will probably be advected back into the domain at the next
advance due to attraction by the cognitive and global memory.

HYPERSPHERICAL
The box bounds are wrapped around an ndim-dimensional hypersphere. As such a particle
leaving through a lower bound will immediately re-enter through the corresponding upper bound
and vice versa. The standard distance between particles is also modified accordingly.

FIXED
The particle rests on the boundary, with the corresponding dimensional velocity set to 0:0.

Constraint Norm a Default ¼ L1

Determines with respect to which norm the constraint residuals should be constructed. These are
automatically scaled with respect to ncon as stated. For the set of (scaled) violations e, these may be,

L1

The L1 norm will be used, ek k1 ¼ 1
ncon

Xncon
1

ekj j

L2

The L2 norm will be used, ek k2 ¼ 1
ncon

ffiffiffiffiffiffiffiffiffiffiffiffiXncon
1

e2k

s
L2SQ

The square of the L2 norm will be used, ek k22 ¼ 1
ncon

Xncon
1

e2k

LMAX
The L1 norm will be used, ek k1 ¼ max

0<k�ncon
ekj jð Þ

Constraint Scale Maximum r Default ¼ 1:0e6

Internally, each constraint violation is scaled with respect to the maximum violation yet achieved for
that constraint. This option acts as a ceiling for this scale.

Constraint: r > 1:0.

Constraint Scaling a Default ¼ INITIAL

Determines whether to scale the constraints and objective function when constructing the penalty
function.

OFF
Neither the constraint violations nor the objective will be scaled automatically. This should only
be used if the constraints and objective are similarly scaled everywhere throughout the domain.
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INITIAL
The maximum of the initial cognitive memories, f̂j and êj, will be used to scale the objective
function and constraint violations respectively.

ADAPTIVE
Initially, the maximum of the initial cognitive memories, f̂j and êj, will be used to scale the
objective function and constraint violations respectively. If a significant change is detected in the
behaviour of the constraints or the objective, these will be rescaled with respect to the current
state of the cognitive memory.

Constraint Superiority r Default ¼ 0:01

The minimum scaled improvement in the constraint violation for a location to be immediately superior
to that in memory, regardless of the objective value.

Constraint: r > 0:0.

Constraint Tolerance r Default ¼ 10�4

The maximum scaled violation of the constraints for which a sample particle is considered comparable
to the current global optimum. Should this not be exceeded, then the current global optimum will be
updated if the value of the objective function of the sample particle is superior.

Constraint Warning a Default ¼ ON

Activates or deactivates the error exit associated with the inability to completely satisfy all constraints,
fail:code ¼ NW_NOT_FEASIBLE. It is advisable to deactivate this option if the exit fail:code ¼
NW_NOT_FEASIBLE is preferred in such cases.

OFF
fail:code ¼ NW_NOT_FEASIBLE will not be returned.

ON
fail:code ¼ NW_NOT_FEASIBLE will be returned if any constraints are sufficiently violated at
the end of the simulation.

Distance Scaling a Default ¼ ON

Determines whether distances should be scaled by box widths.

ON
When a distance is calculated between x and y, a scaled L2 norm is used.

L2 x; yð Þ ¼
X

ijui 6¼li;i�ndimf g

xi � yi
ui � li

� �2
0@ 1A1

2

:

OFF
Distances are calculated as the standard L2 norm without any rescaling.

L2 x; yð Þ ¼
Xndim
i¼1

xi � yið Þ2
 !1

2

:

Distance Tolerance r Default ¼ 10�4

This is the distance, dtol between particles and the global optimum which must be reached for the
particle to be considered converged, i.e., that any subsequent movement of such a particle cannot
significantly alter the global optimum. Once achieved the particle is reset into the box bounds to
continue searching.

Constraint: r > 0:0.
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Function Precision r Default ¼ �0:9

The parameter defines �r, which is intended to be a measure of the accuracy with which the problem
function F xð Þ can be computed. If r < � or r 	 1, the default value is used.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large, and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981) for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that no attempt will be made to distinguish between function
values that differ by less than the error inherent in the calculation.

Local Boundary Restriction r Default ¼ 0:5

Contracts the box boundaries used by a box constrained local minimizer to, �l; �u½ �, containing the start
point x, where

@i ¼ r� ui � lið Þ
�il ¼ max li; xi � @i

2

� �
�iu ¼ min ui; xi þ @i

2

� �
; i ¼ 1; . . . ;ndim:

Smaller values of r thereby restrict the size of the domain exposed to the local minimizer, possibly
reducing the amount of work done by the local minimizer.

Constraint: 0:0 � r � 1:0.

Local Interior Iterations i1
Local Interior Major Iterations i1
Local Exterior Iterations i2
Local Exterior Major Iterations i2

The maximum number of iterations or function evaluations the chosen local minimizer will perform
inside (outside) the main loop if applicable. For the NAG minimizers these correspond to:

Minimizer Parameter/option Default Interior Default Exterior
nag_opt_simplex_easy (e04cbc) maxcal ndimþ 10 2� ndimþ 15
nag_opt_conj_grad (e04dgc) Iteration Limit max 30; 3� ndimð Þ max 50; 5� ndimð Þ
nag_opt_nlp (e04ucc) Major Iteration Limit max 10; 2� ndimð Þ max 30; 3� ndimð Þ

Unless set, these are functions of the parameters passed to nag_glopt_nlp_pso (e05sbc).

Setting i ¼ 0 will disable the local minimizer in the corresponding algorithmic region. For example,
setting Local Interior Iterations ¼ 0 and Local Exterior Iterations ¼ 30 will cause the algorithm to
perform no local minimizations inside the main loop of the algorithm, and a local minimization with
upto 30 iterations after the main loop has been exited.

Constraint: i1 	 0, i2 	 0.

Local Interior Tolerance r1 Default ¼ 10�4

Local Exterior Tolerance r2 Default ¼ 10�4

This is the tolerance provided to a local minimizer in the interior (exterior) of the main loop of the
algorithm.

Constraint: r1 > 0:0, r2 > 0:0.
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Local Interior Minor Iterations i1
Local Exterior Minor Iterations i2

Where applicable, the secondary number of iterations the chosen local minimizer will use inside
(outside) the main loop. Currently the relevant default values are:

Minimizer Parameter/option Default Interior Default Exterior
nag_opt_nlp (e04ucc) Minor Iteration Limit max 10; 2� ndimð Þ max 30; 3� ndimð Þ

Constraint: i1 	 0, i2 	 0.

Local Minimizer a Default ¼ OFF

Allows for a choice of Chapter e04 functions to be used as a coupled, dedicated local minimizer.

OFF
No local minimization will be performed in either the INTERIOR or EXTERIOR sections of the
algorithm.

e04cbc
Use nag_opt_simplex_easy (e04cbc) as the local minimizer. This does not require the calculation
of derivatives.

On a call to objfun during a local minimization, mode ¼ 5.

e04dgc
Use nag_opt_conj_grad (e04dgc) as the local minimizer.

Accurate derivatives must be provided, and will not be approximated internally. Additionally, each call
to objfun during a local minimization will require either the objective to be evaluated alone, or both the
objective and its gradient to be evaluated. Hence on a call to objfun, mode ¼ 5 or 7.

e04ucc
Use nag_opt_nlp (e04ucc) as the local minimizer. This operates such that any derivatives of
either the objective function or the constraint Jacobian, which you cannot supply, will be
approximated internally using finite differences.

Either, the objective, objective gradient, or both may be requested during a local minimization, and as
such on a call to objfun, mode ¼ 1, 2 or 5.

The box bounds forwarded to this function from nag_glopt_nlp_pso (e05sbc) will have been acted upon
by Local Boundary Restriction. As such, the domain exposed may be greatly smaller than that
provided to nag_glopt_nlp_pso (e05sbc).

Maximum Function Evaluations i Default ¼ Imax

The maximum number of evaluations of the objective function. When reached this will return
fail:code ¼ NW_SOLUTION_NOT_GUARANTEED and inform ¼ 6.

Constraint: i > 0.

Maximum Iterations Completed i Default ¼ 1000� ndim

The maximum number of complete iterations that may be performed. Once exceeded
nag_glopt_nlp_pso (e05sbc) will exit with fail:code ¼ NW_SOLUTION_NOT_GUARANTEED and
inform ¼ 5.

Unless set, this adapts to the parameters passed to nag_glopt_nlp_pso (e05sbc).

Constraint: i 	 1.

Maximum Iterations Static i Default ¼ 100

The maximum number of iterations without any improvement to the current global optimum. If
exceeded nag_glopt_nlp_pso (e05sbc) will exit with fail:code ¼
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NW_SOLUTION_NOT_GUARANTEED and inform ¼ 4. This exit will be hindered by setting
Maximum Iterations Static Particles to larger values.

Constraint: i 	 1.

Maximum Iterations Static Particles i Default ¼ 0

The minimum number of particles that must have converged to the current optimum before the function
m a y e x i t d u e t o Maximum Iterations Static w i t h fail:code ¼
NW_SOLUTION_NOT_GUARANTEED and inform ¼ 4.

Constraint: i 	 0.

Maximum Particles Converged i Default ¼ Imax

The maximum number of particles that may converge to the current optimum. When achieved,
nag_glopt_nlp_pso (e05sbc) will exit with fail:code ¼ NW_SOLUTION_NOT_GUARANTEED and
inform ¼ 3. This exit will be hindered by setting ‘Repulsion’ options, as these cause the swarm to re-
expand.

Constraint: i > 0.

Maximum Particles Reset i Default ¼ Imax

The maximum number of particles that may be reset after converging to the current optimum. Once
achieved no further particles will be reset, and any particles within Distance Tolerance of the global
optimum will continue to evolve as normal.

Constraint: i > 0.

Maximum Variable Velocity r Default ¼ 0:25

Along any dimension j, the absolute velocity is bounded above by vj
		 		 � r� uj � lj

� �
¼ Vmax . Very

low values will greatly increase convergence time. There is no upper limit, although larger values will
allow more particles to be advected out of the box bounds, and values greater than 4:0 may cause
significant and potentially unrecoverable swarm divergence.

Constraint: r > 0:0.

Objective Scale r Default ¼ 1:0

The initial scale for the objective function. This will remain fixed if Objective Scaling ¼ USER is
selected.

Objective Scaling a Default ¼ MAXIMUM

The method of (re)scaling applied to the objective function when the function detects a significant
difference between the scale and the global and cognitive memory ( ~f and f̂j). This only has an effect
when ncon > 0 and Constraint Scaling is active.

MAXIMUM
The objective is rescaled with respect to the maximum absolute value of the objective in the
cognitive and global memory.

MEAN
The objective is rescaled with respect to the mean absolute value of the objective in the cognitive
and global memory.

USER
The scale remains fixed at the value set using Objective Scale.
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Optimize a Default ¼ MINIMIZE

Determines whether to maximize or minimize the objective function, or ignore the objective and search
for a constrained point.

MINIMIZE
The objective function will be minimized.

MAXIMIZE
The objective function will be maximized. This is accomplished by minimizing the negative of
the objective.

CONSTRAINTS
The objective function will be ignored, and the algorithm will attempt to find a feasible point
given the provided constraints. The objective function will be evaluated at the best point found
with regards to constraint violations, and the final positions returned in xbest. The objective will
be calculated at the best point found in terms of constraints only. Should a constrained point be
found, nag_glopt_nlp_pso (e05sbc) will exit with fail:code ¼ NE_NOERROR and inform ¼ 6.

Constraint: if Optimize ¼ CONSTRAINTS, ncon > 0 is required.

Repeatability a Default ¼ OFF

Allows for the same random number generator seed to be used for every call to nag_glopt_nlp_pso
(e05sbc). Repeatability ¼ OFF is recommended in general.

OFF
The internal generation of random numbers will be nonrepeatable.

ON
The same seed will be used.

Repulsion Finalize i Default ¼ Imax

The number of iterations performed in a repulsive phase before re-contraction. This allows a re-
diversified swarm to contract back toward the current optimum, allowing for a finer search of the near
optimum space.

Constraint: i 	 2.

Repulsion Initialize i Default ¼ Imax

The number of iterations without any improvement to the global optimum before the algorithm begins a
repulsive phase. This phase allows the particle swarm to re-expand away from the current optimum,
allowing more of the domain to be investigated. The repulsive phase is automatically ended if a
superior optimum is found.

Constraint: i 	 2.

Repulsion Particles i Default ¼ 0

The number of particles required to have converged to the current optimum before any repulsive phase
may be initialized. This will prevent repulsion before a satisfactory search of the near optimum area has
been performed, which may happen for large dimensional problems.

Constraint: i 	 0.

Start a Default ¼ COLD

Used to affect the initialization of the function.

COLD
The random number generators and all initialization data will be generated internally. The
variables xbest, fbest and cbest need not be set.

e05sbc NAG Library Manual

e05sbc.34 Mark 26



WARM
You must supply the initial best location, function and constraint violation values xbest, fbest
and cbest. This option is recommended if you already have a data set you wish to improve upon.

Swarm Standard Deviation r Default ¼ 0:1

The target standard deviation of the particle distances from the current optimum. Once the standard
deviation is below this level, nag_glopt_nlp_pso (e05sbc) will exit with fail:code ¼
NW_SOLUTION_NOT_GUARANTEED and inform ¼ 2. This criterion will be penalized by the use
of ‘Repulsion’ options, as these cause the swarm to re-expand, increasing the standard deviation of the
particle distances from the best point.

Constraint: r 	 0:0.

Target Objective a Default ¼ OFF
Target Objective Value r Default ¼ 0:0

Activate or deactivate the use of a target value as a finalization criterion. If active, then once the
supplied target value for the objective function is found (beyond the first iteration if Target Warning is
active) nag_glopt_nlp_pso (e05sbc) will exit with fail:code ¼ NE_NOERROR and inform ¼ 1. Other
than checking for feasibility only (Optimize ¼ CONSTRAINTS), this is the only finalization criterion
that guarantees that the algorithm has been successful. If the target value was achieved at the
initialization phase or first iteration and Target Warning is active, nag_glopt_nlp_pso (e05sbc) will
exit with fail:code ¼ NW_FAST_SOLUTION. This option may take any real value r, or the character
ON/OFF as well as DEFAULT. If this option is queried using nag_glopt_opt_get (e05zlc), the current
value of r will be returned in rvalue, and cvalue will indicate whether this option is ON or OFF. The
behaviour of the option is as follows:

r
Once a point is found with an objective value within the Target Objective Tolerance of r,
nag_glopt_nlp_pso (e05sbc) will exit successfully with fail:code ¼ NE_NOERROR and
inform ¼ 1.

OFF
The current value of r will remain stored, however it will not be used as a finalization criterion.

ON
The current value of r stored will be used as a finalization criterion.

DEFAULT
The stored value of r will be reset to its default value (0:0), and this finalization criterion will be
deactivated.

Target Objective Safeguard r Default ¼ 10:0�

If you have given a target objective value to reach in objval (the value of the optional parameter
Target Objective Value), objsfg sets your desired safeguarded termination tolerance, for when objval
is close to zero.

Constraint: objsfg 	 2�.

Target Objective Tolerance r Default ¼ 0:0

The optional tolerance to a user-specified target value.

Constraint: r 	 0:0.

Target Warning a Default ¼ OFF

Activates or deactivates the error exit associated with the target value being achieved before entry into
the main loop of the algorithm, fail:code ¼ NW_FAST_SOLUTION.

OFF
No error will be returned, and the function will exit normally.
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ON
An error will be returned if the target objective is reached prematurely, and the function will exit
with fail:code ¼ NW_FAST_SOLUTION.

Verify Gradients a Default ¼ ON

Adjusts the level of gradient checking performed when gradients are required. Gradient checks are only
performed on the first call to the chosen local minimizer if it requires gradients. There is no guarantee
that the gradient check will be correct, as the finite differences used in the gradient check are
themselves subject to inaccuracies.

OFF
No gradient checking will be performed.

ON
A cheap gradient check will be performed on both the gradients corresponding to the objective
through objfun and those provided via the constraint Jacobian through confun.

OBJECTIVE
A more expensive gradient check will be performed on the gradients corresponding to the
objective objfun. The gradients of the constraints will not be checked.

CONSTRAINTS
A more expensive check will be performed on the elements of cjac provided via confun. The
objective gradient will not be checked.

FULL
A more expensive check will be performed on both the gradient of the objective and the
constraint Jacobian.

Weight Decrease a Default ¼ INTEREST

Determines how particle weights decrease.

OFF
Weights do not decrease.

INTEREST
Weights decrease through compound interest as wITþ1 ¼ wIT 1�Wvalð Þ, where Wval is the
Weight Value and IT is the current number of iterations.

LINEAR
Weights decrease linearly following wITþ1 ¼ wIT � IT � Wmax �Wminð Þ=ITmax , where IT is
the iteration number and ITmax is the maximum number of iterations as set by
Maximum Iterations Completed.

Weight Initial r Default ¼Wmax

The initial value of any particle's inertial weight, Wini, or the minimum possible initial value if initial
weights are randomized. When set, this will override Weight Initialize ¼ RANDOMIZED or
MAXIMUM, and as such these must be set afterwards if so desired.

Constraint: Wmin � r � Wmax .

Weight Initialize a Default ¼ MAXIMUM

Determines how the initial weights are distributed.

INITIAL
All weights are initialized at the initial weight, Wini, if set. If Weight Initial has not been set,
this will be the maximum weight, Wmax .

MAXIMUM
All weights are initialized at the maximum weight, Wmax .
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RANDOMIZED
Weights are uniformly distributed in Wmin ;Wmaxð Þ or Wini;Wmaxð Þ if Weight Initial has been
set.

Weight Maximum r Default ¼ 1:0

The maximum particle weight, Wmax .

Constraint: 1:0 	 r 	Wmin (If Wini has been set then 1:0 	 r 	Wini.)

Weight Minimum r Default ¼ 0:1

The minimum achievable weight of any particle, Wmin . Once achieved, no further weight reduction is
possible.

Constraint: 0:0 � r �Wmax (If Wini has been set then 0:0 � r � Wini.)

Weight Reset a Default ¼ MAXIMUM

Determines how particle weights are re-initialized.

INITIAL
Weights are re-initialized at the initial weight if set. If Weight Initial has not been set, this will
be the maximum weight.

MAXIMUM
Weights are re-initialized at the maximum weight.

RANDOMIZED
Weights are uniformly distributed in Wmin ;Wmaxð Þ or Wini;Wmaxð Þ if Weight Initial has been
set.

Weight Value r Default ¼ 0:01

The constant Wval used with Weight Decrease ¼ INTEREST.

Constraint: 0:0 � r � 1
3 .
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NAG Library Function Document

nag_glopt_nlp_multistart_sqp (e05ucc)

1 Purpose

nag_glopt_nlp_multistart_sqp (e05ucc) is designed to find the global minimum of an arbitrary smooth
function subject to constraints (which may include simple bounds on the variables, linear constraints
and smooth nonlinear constraints) by generating a number of different starting points and performing a
local search from each using sequential quadratic programming.

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_nlp_multistart_sqp (Integer n, Integer nclin, Integer ncnln,
const double a[], Integer tda, const double bl[], const double bu[],

void (*confun)(Integer *mode, Integer ncnln, Integer n, Integer tdcjsl,
const Integer needc[], const double x[], double c[], double cjsl[],
Integer nstate, Nag_Comm *comm),

void (*objfun)(Integer *mode, Integer n, const double x[], double *objf,
double objgrd[], Integer nstate, Nag_Comm *comm),

Integer npts, double x[], Integer ldx,

void (*start)(Integer npts, double quas[], Integer n,
Nag_Boolean repeat, const double bl[], const double bu[],
Nag_Comm *comm, Integer *mode),

Nag_Boolean repeat, Integer nb, double objf[], double objgrd[],
Integer ldobjgrd, Integer iter[], double c[], Integer ldc,
double cjac[], Integer ldcjac, Integer sdcjac, double r[], Integer ldr,
Integer sdr, double clamda[], Integer ldclamda, Integer istate[],
Integer ldistate, Integer iopts[], double opts[], Nag_Comm *comm,
Integer info[], NagError *fail)

Before calling nag_glopt_nlp_multistart_sqp (e05ucc), the optional parameter arrays iopts and opts
MUST be initialized for use with nag_glopt_nlp_multistart_sqp (e05ucc) by calling nag_glopt_opt_set
(e05zkc) with optstr set to ‘Initialize = e05ucc’. Optional parameters may be specified by calling
nag_glopt_opt_set (e05zkc) before the call to nag_glopt_nlp_multistart_sqp (e05ucc).

The declared lenths of iopts and opts must be at least 740 and 485 respectively.

3 Description

The problem is assumed to be stated in the following form:

minimize
x2Rn

F xð Þ subject to l �
x
ALx
c xð Þ

0@ 1A � u; ð1Þ

where F xð Þ (the objective function) is a nonlinear function, AL is an nL by n linear constraint matrix,
and c xð Þ is an nN element vector of nonlinear constraint functions. (The matrix AL and the vector c xð Þ
may be empty.) The objective function and the constraint functions are assumed to be smooth, i.e., at
least twice-continuously differentiable. (This function will usually solve (1) if there are only isolated
discontinuities away from the solution.)

nag_glopt_nlp_multistart_sqp (e05ucc) solves a user-specified number of local optimization problems
with different starting points. You may specify the starting points via the function start. If a random
number generator is used to generate the starting points then the argument repeat allows you to specify
whether a repeatable set of points are generated or whether different starting points are generated on
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different calls. The resulting local minima are ordered and the best nb results returned in order of
ascending values of the resulting objective function values at the minima. Thus the value returned in
position 1 will be the best result obtained. If a sufficient number of different points are chosen then this
is likely to be be the global minimum. Please note that the default version of start uses a random
number generator to generate the starting points.

4 References

Dennis J E Jr and Moré J J (1977) Quasi-Newton methods, motivation and theory SIAM Rev. 19 46–89

Dennis J E Jr and Schnabel R B (1981) A new derivation of symmetric positive-definite secant updates
nonlinear programming (eds O L Mangasarian, R R Meyer and S M Robinson) 4 167–199 Academic
Press

Dennis J E Jr and Schnabel R B (1983) Numerical Methods for Unconstrained Optimization and
Nonlinear Equations Prentice–Hall

Fletcher R (1987) Practical Methods of Optimization (2nd Edition) Wiley

Gill P E, Hammarling S, Murray W, Saunders M A and Wright M H (1986) Users' guide for LSSOL
(Version 1.0) Report SOL 86-1 Department of Operations Research, Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1984) Users' guide for SOL/QPSOL version 3.2
Report SOL 84–5 Department of Operations Research, Stanford University

Gill P E, Murray W, Saunders M A and Wright M H (1986a) Some theoretical properties of an
augmented Lagrangian merit function Report SOL 86–6R Department of Operations Research, Stanford
University

Gill P E, Murray W, Saunders M A and Wright M H (1986b) Users' guide for NPSOL (Version 4.0): a
Fortran package for nonlinear programming Report SOL 86-2 Department of Operations Research,
Stanford University

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

Powell M J D (1974) Introduction to constrained optimization Numerical Methods for Constrained
Optimization (eds P E Gill and W Murray) 1–28 Academic Press

Powell M J D (1983) Variable metric methods in constrained optimization Mathematical Programming:
the State of the Art (eds A Bachem, M GrÎtschel and B Korte) 288–311 Springer–Verlag

5 Arguments

1: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

2: nclin – Integer Input

On entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

3: ncnln – Integer Input

On entry: nN , the number of nonlinear constraints.

Constraint: ncnln 	 0.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least nclin� tda.
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On entry: the matrix AL of general linear constraints in (1). That is, A½ i � 1ð Þ � tdaþ j � 1�
must contain the jth coefficient of the ith general linear constraint, for j ¼ 1; 2; . . . ; n and
i ¼ 1; 2; . . . ;nclin. If nclin ¼ 0 then a may be specified as NULL.

5: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraints:

if nclin > 0, tda 	 n.

6: bl½nþ nclinþ ncnln� – const double Input
7: bu½nþ nclinþ ncnln� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds for all the constraints in the
following order. The first n elements of each array must contain the bounds on the variables, the
next nL elements the bounds for the general linear constraints (if any) and the next nN elements
the bounds for the general nonlinear constraints (if any). To specify a nonexistent lower bound (i.
e., lj ¼ �1), set bl½j� 1� � �bigbnd, and to specify a nonexistent upper bound (i.e., uj ¼ þ1),
set bu½j� 1� 	 bigbnd; the default value of bigbnd is 1020, but this may be changed by the
optional parameter Infinite Bound Size. To specify the jth constraint as an equality, set
bl½j� 1� ¼ bu½j� 1� ¼ �, say, where �j j < bigbnd.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþ nclinþ ncnln;
if bl½j� 1� ¼ bu½j� 1� ¼ �, �j j < bigbnd.

8: confun – function, supplied by the user External Function

confun must calculate the vector c xð Þ of nonlinear constraint functions and (optionally) its

Jacobian ( ¼ @c

@x
) for a specified n-element vector x. If there are no nonlinear constraints (i.e.,

ncnln ¼ 0), confun will never be called by nag_glopt_nlp_multistart_sqp (e05ucc) and the NAG
defined null void function pointer, NULLFN, may be supplied in the call instead. If there are
nonlinear constraints, the first call to confun will occur before the first call to objfun.

The specification of confun is:

void confun (Integer *mode, Integer ncnln, Integer n, Integer tdcjsl,
const Integer needc[], const double x[], double c[],
double cjsl[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which values must be assigned during each call of confun. Only the
following values need be assigned, for each value of i such that needc½i� 1� > 0:

mode ¼ 0
c½i� 1�.

mode ¼ 1
All available elements in CJSL i; jð Þ, for j ¼ 1; 2; . . . ; n (see cjsl for the definition
of CJSL).

mode ¼ 2
c½i� 1� and all available elements in CJSL i; jð Þ, for j ¼ 1; 2; . . . ; n (see cjsl for
the definition of CJSL).

On exit: may be set to a negative value if you wish to abandon the solution to the
current local minimization problem. In this case nag_glopt_nlp_multistart_sqp (e05ucc)
will move to the next local minimization problem.
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2: ncnln – Integer Input

On entry: nN , the number of nonlinear constraints.

3: n – Integer Input

On entry: n, the number of variables.

4: tdcjsl – Integer Input

On entry: the stride separating matrix column elements in the array cjsl.

5: needc½ncnln� – const Integer Input

On entry: the indices of the elements of c and/or cjsl that must be evaluated by confun.
If needc½i� 1� > 0, c½i� 1� and/or the available elements of CJSL i; jð Þ, for
j ¼ 1; 2; . . . ;n (see argument mode) must be evaluated at x. See cjsl for the definition
of CJSL.

6: x½n� – const double Input

On entry: x, the vector of variables at which the constraint functions and/or the
available elements of the constraint Jacobian are to be evaluated.

7: c½ncnln� – double Output

On exit: if needc½k� 1� > 0 and mode ¼ 0 or 2, c½k� 1� must contain the value of
ck xð Þ. The remaining elements of c, corresponding to the non-positive elements of
needc, need not be set.

8: cjsl½ncnln� tdcjsl� – double Input/Output

Note: where CJSL k; jð Þ appears in this document, it refers to the array element
cjsl½ k� 1ð Þ � nþ j� 1�.
cjsl may be regarded as a two-dimensional ‘slice’ in row order of the three-dimensional
matrix CJAC stored in the array cjac of nag_glopt_nlp_multistart_sqp (e05ucc).

On entry: unless Derivative Level ¼ 2 or 3, the elements of cjsl are set to special
values which enable nag_glopt_nlp_multistart_sqp (e05ucc) to detect whether they are
changed by confun.

On exit: if needc½k� 1� > 0 and mode ¼ 1 or 2, CJSL k; jð Þ, for j ¼ 1; 2; . . . ;n, must
contain the available elements of the vector rck given by

rck ¼
@ck
@x1

;
@ck
@x2

; . . . ;
@ck
@xn

� �T

;

where
@ck
@xj

is the partial derivative of the kth constraint with respect to the jth variable,

evaluated at the point x. See also the argument nstate. The remaining CJSL k; jð Þ, for
j ¼ 1; 2; . . . ;n, corresponding to non-positive elements of needc, need not be set.

If all elements of the constraint Jacobian are known (i.e., Derivative Level ¼ 2 or 3),
any constant elements may be assigned to cjsl one time only at the start of each local
optimization. An element of cjsl that is not subsequently assigned in confun will retain
its initial value throughout the local optimization. Constant elements may be loaded into
cjsl during the first call to confun for the local optimization (signalled by the value
nstate ¼ 1). The ability to preload constants is useful when many Jacobian elements are
identically zero, in which case cjsl may be initialized to zero and nonzero elements may
be reset by confun.

Note that constant nonzero elements do affect the values of the constraints. Thus, if
CJSL k; jð Þ is set to a constant value, it need not be reset in subsequent calls to confun,
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but the value CJSL k; jð Þ � x½j� 1� must nonetheless be added to c½k� 1�. For example,
if CJSL 1; 1ð Þ ¼ 2 and CJSL 1; 2ð Þ ¼ �5 then the term 2� x½0� � 5� x½1� must be
included in the definition of c½0�.
It must be emphasized that, if Derivative Level ¼ 0 or 1, unassigned elements of cjsl
are not treated as constant; they are estimated by finite differences, at nontrivial
expense. If you do not supply a value for the optional parameter Difference Interval,
an interval for each element of x is computed automatically at the start of each local
optimization. The automatic procedure can usually identify constant elements of cjsl,
which are then computed once only by finite differences.

9: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_glopt_nlp_multistart_sqp (e05ucc) is calling confun
for the first time on the current local optimization problem. This argument setting
allows you to save computation time if certain data must be calculated only once.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_multistart_sqp
(e05ucc) you may allocate memory and initialize these pointers with various
quantities for use by confun when called from nag_glopt_nlp_multistart_sqp
(e05ucc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

confun should be tested separately before being used in conjunction with nag_glopt_nlp_multis
tart_sqp (e05ucc). See also the description of the optional parameter Verify.

9: objfun – function, supplied by the user External Function

objfun must calculate the objective function F xð Þ and (optionally) its gradient g xð Þ ¼ @F
@x

for a

specified n-vector x.

The specification of objfun is:

void objfun (Integer *mode, Integer n, const double x[], double *objf,
double objgrd[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which values must be assigned during each call of objfun. Only the
following values need be assigned:

mode ¼ 0
objf.

mode ¼ 1
All available elements of objgrd.

mode ¼ 2
objf and all available elements of objgrd.

On exit: may be set to a negative value if you wish to abandon the solution to the
current local minimization problem. In this case nag_glopt_nlp_multistart_sqp (e05ucc)
will move to the next local minimization problem.
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2: n – Integer Input

On entry: n, the number of variables.

3: x½n� – const double Input

On entry: x, the vector of variables at which the objective function and/or all available
elements of its gradient are to be evaluated.

4: objf – double * Output

On exit: if mode ¼ 0 or 2, objf must be set to the value of the objective function at x.

5: objgrd½n� – double Input/Output

On entry: the elements of objgrd are set to special values which enable
nag_glopt_nlp_multistart_sqp (e05ucc) to detect whether they are changed by objfun.

On exit: if mode ¼ 1 or 2, objgrd must return the available elements of the gradient
evaluated at x.

6: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_glopt_nlp_multistart_sqp (e05ucc) is calling objfun
for the first time on the current local optimization problem. This argument setting
allows you to save computation time if certain data must be calculated only once.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_multistart_sqp
(e05ucc) you may allocate memory and initialize these pointers with various
quantities for use by objfun when called from nag_glopt_nlp_multistart_sqp
(e05ucc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

objfun should be tested separately before being used in conjunction with nag_glopt_nlp_multis
tart_sqp (e05ucc). See also the description of the optional parameter Verify.

10: npts – Integer Input

On entry: the number of different starting points to be generated and used. The more points used,
the more likely that the best returned solution will be a global minimum.

Constraint: 1 � nb � npts.

11: x½ldx� nb� – double Output

Note: where X j; ið Þ appears in this document, it refers to the array element
x½ i� 1ð Þ � ldxþ j� 1�.
On exit: X j; ið Þ contains the final estimate of the ith solution, for j ¼ 1; 2; . . . ; n.

12: ldx – Integer Input

On entry: the first dimension of X as stored in the array x.

Constraint: ldx 	 n.
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13: start – function, supplied by the user External Function

start must calculate the npts starting points to be used by the local optimizer. If you do not wish
to write a function specific to your problem then you can specify the NAG defined null void
function pointer, NULLFN, in the call. In this case, a default function uses the NAG quasi-
random number generators to distribute starting points uniformly across the domain. It is affected
by the value of repeat.

The specification of start is:

void start (Integer npts, double quas[], Integer n,
Nag_Boolean repeat, const double bl[], const double bu[],
Nag_Comm *comm, Integer *mode)

1: npts – Integer Input

On entry: indicates the number of starting points.

2: quas½n� npts� – double Input/Output

On entry: all elements of quas will have been set to zero, so only nonzero values need
be set subsequently.

On exit: must contain the starting points for the npts local minimizations, i.e.,
quas½ j� 1ð Þ � nptsþ i� 1� must contain the jth component of the ith starting point.

3: n – Integer Input

On entry: the number of variables.

4: repeat – Nag_Boolean Input

On entry: specifies whether a repeatable or non-repeatable sequence of points are to be
generated.

5: bl½n� – const double Input

On entry: the lower bounds on the variables. These may be used to ensure that the
starting points generated in some sense ‘cover’ the region, but there is no requirement
that a starting point be feasible.

6: bu½n� – const double Input

On entry: the upper bounds on the variables. (See bl.)

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to start.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_multistart_sqp
(e05ucc) you may allocate memory and initialize these pointers with various
quantities for use by start when called from nag_glopt_nlp_multistart_sqp
(e05ucc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: mode – Integer * Input/Output

On entry: mode will contain 0.

On exit: if you set mode to a negative value then nag_glopt_nlp_multistart_sqp
(e05ucc) will terminate immediately with fail:code ¼ NE_USER_STOP. Provided fail
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is not NAGERR_DEFAULT on entry to nag_glopt_nlp_multistart_sqp (e05ucc),
fail:errnum will contain this value of mode.

14: repeat – Nag_Boolean Input

On entry: is passed as an argument to start and may be used to initialize a random number
generator to a repeatable, or non-repeatable, sequence.

15: nb – Integer Input

On entry: the number of solutions to be returned. The function saves up to nb local minima
ordered by increasing value of the final objective function. If the defining criterion for ‘best
solution’ is only that the value of the objective function is as small as possible then nb should be
set to 1. However, if you want to look at other solutions that may have desirable properties then
setting nb > 1 will produce nb local minima, ordered by increasing value of their objective
functions at the minima.

Constraint: 1 � nb � npts.

16: objf½nb� – double Output

On exit: objf½i� 1� contains the value of the objective function at the final iterate for the ith
solution.

17: objgrd½ldobjgrd� nb� – double Output

Note: where OBJGRD j; ið Þ appears in this document, it refers to the array element
objgrd½ i� 1ð Þ � ldobjgrdþ j� 1�.
On exit: OBJGRD j; ið Þ contains the gradient of the objective function for the ith solution at the
final iterate (or its finite difference approximation), for j ¼ 1; 2; . . . ; n.

18: ldobjgrd – Integer Input

On entry: the first dimension of OBJGRD as stored in the array objgrd.

Constraint: ldobjgrd 	 n.

19: iter½nb� – Integer Output

On exit: iter½i� 1� contains the number of major iterations performed to obtain the ith solution.
If less than nb solutions are returned then iter½nb� 1� contains the number of starting points that
have resulted in a converged solution. If this is close to npts then this might be indicative that
fewer than nb local minima exist.

20: c½ldc� nb� – double Output

Note: where C j; ið Þ appears in this document, it refers to the array element
c½ i� 1ð Þ � ldcþ j� 1�.
On exit: if ncnln > 0, C j; ið Þ contains the value of the jth nonlinear constraint function cj at the
final iterate, for the ith solution, for j ¼ 1; 2; . . . ;ncnln.

If ncnln ¼ 0, the array c is not referenced and may be specified as NULL.

21: ldc – Integer Input

On entry: the first dimension of C as stored in the array c.

Constraint: ldc 	 ncnln.

22: cjac½dim� – double Output

Note: the dimension, dim, of the array cjac must be at least ldcjac� sdcjac� nb.
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Where CJAC k; j; ið Þ appears in this document, it refers to the array element
cjac½ i� 1ð Þ � ldcjac� sdcjacþ j� 1ð Þ � ldcjacþ k� 1�.
On exit: if ncnln > 0, cjac contains the Jacobian matrices of the nonlinear constraint functions at
the final iterate for each of the returned solutions, i.e., CJAC k; j; ið Þ contains the partial
derivative of the kth constraint function with respect to the jth variable, for k ¼ 1; 2; . . . ; ncnln
and j ¼ 1; 2; . . . ; n, for the ith solution. (See the discussion of argument cjsl under confun.)

If ncnln ¼ 0, the array cjac is not referenced and may be specified as NULL.

23: ldcjac – Integer Input

On entry: the first dimension of the matrix CJAC as stored in the array cjac.

Constraint: ldcjac 	 ncnln.

24: sdcjac – Integer Input

On entry: the second dimension of the matrix CJAC as stored in the array cjac.

Constraint: if ncnln > 0, sdcjac 	 n.

25: r½dim� – double Output

Note: the dimension, dim, of the array r must be at least ldr� sdr� nb.

T h e e l e m e n t R i; j; kð Þ i s s t o r e d i n t h e a r r a y e l e m e n t
r½ k� 1ð Þ � ldr� sdrþ j� 1ð Þ � ldrþ i� 1�.
On exit: for each of the nb solutions r will contain a form of the Hessian; for the ith returned
solution R ldr; sdr; ið Þ contains the Hessian that would be returned from the local minimizer. If
Hessian ¼ NO, the default, each R ldr; sdr; ið Þ contains the upper triangular Cholesky factor R of
QTHQ, an estimate of the transformed and reordered Hessian of the Lagrangian at x. If
Hessian ¼ YES, R ldr; sdr; ið Þ contains the upper triangular Cholesky factor R of H, the
approximate (untransformed) Hessian of the Lagrangian, with the variables in the natural order.

26: ldr – Integer Input

On entry: the first dimension of the matrix R as stored in the array r.

Constraint: ldr 	 n.

27: sdr – Integer Input

On entry: the second dimension of the matrix R as stored in the array r.

Constraint: sdr 	 n.

28: clamda½ldclamda� nb� – double Output

Note: where CLAMDA j; ið Þ appears in this document, it refers to the array element
clamda½ i� 1ð Þ � ldclamdaþ j� 1�.
On exit: the values of the QP multipliers from the last QP subproblem solved for the ith solution.
CLAMDA j; ið Þ should be non-negat ive if ISTATE j; ið Þ ¼ 1 and non-posi t ive if
ISTATE j; ið Þ ¼ 2.

29: ldclamda – Integer Input

On entry: the first dimension of CLAMDA as stored in the array clamda.

Constraint: ldclamda 	 nþ nclinþ ncnln.

30: istate½ldistate� nb� – Integer Output

Note: where ISTATE j; ið Þ appears in this document, it refers to the array element
istate½ i� 1ð Þ � ldistateþ j� 1�.
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On exit: ISTATE j; ið Þ contains the status of the constraints in the QP working set for the ith
solution. The significance of each possible value of ISTATE j; ið Þ is as follows:

ISTATE j; ið Þ Meaning

0 The constraint is satisfied to within the feasibility tolerance, but is not in the QP
working set.

1 This inequality constraint is included in the QP working set at its lower bound.

2 This inequality constraint is included in the QP working set at its upper bound.

3 This constraint is included in the QP working set as an equality. This value of
istate can occur only when bl½j� 1� ¼ bu½j� 1�.

31: ldistate – Integer Input

On entry: the first dimension of ISTATE as stored in the array istate.

Constraint: ldistate 	 nþ nclinþ ncnln.

32: iopts½740� – Integer Communication Array
33: opts½485� – double Communication Array

The arrays iopts and opts MUST NOT be altered between calls to any of the functions
nag_glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_opt_set (e05zkc).

34: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

35: info½nb� – Integer Output

On exit: info½i� 1� contains one of 0, 1 or 6.

info½i� 1� ¼ 1
The final iterate x satisfies the first-order Kuhn–Tucker conditions (see Section 11.1) to the
accuracy requested, but the sequence of iterates has not yet converged. The local optimizer
was terminated because no further improvement could be made in the merit function (see
Section 9.1).

info½i� 1� ¼ 6
x does not satisfy the first-order Kuhn–Tucker conditions (see Section 11.1) and no
improved point for the merit function (see Section 9.1) could be found during the final
linesearch.

This sometimes occurs because an overly stringent accuracy has been requested, i.e., the value of
the optional parameter Optimality Tolerance (default value ¼ �0:8R , where �R is the value of the
optional parameter Function Precision (default value ¼ �0:9, where � is the machine precision))
is too small.

As usual 0 denotes success.

If fail:code ¼ NW_SOME_SOLUTIONS on exit, then not all nb solutions have been found, and
info½nb� 1� contains the number of solutions actually found.

36: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, bl½i� 1� > bu½i� 1�: i ¼ valueh i.
Constraint: bl½i� 1� � bu½i� 1�, for all i.

NE_DERIV_ERRORS

User-supplied derivatives probably wrong.

The user-supplied derivatives of the objective function and/or nonlinear constraints appear to be
incorrect.

Large errors were found in the derivatives of the objective function and/or nonlinear constraints.
This value of fail.code will occur if the verification process indicated that at least one gradient or
Jacobian element had no correct figures. You should refer to or enable the printed output to
determine which elements are suspected to be in error.

As a first-step, you should check that the code for the objective and constraint values is correct –
for example, by computing the function at a point where the correct value is known. However,
care should be taken that the chosen point fully tests the evaluation of the function. It is
remarkable how often the values x ¼ 0 or x ¼ 1 are used to test function evaluation procedures,
and how often the special properties of these numbers make the test meaningless.

Gradient checking will be ineffective if the objective function uses information computed by the
constraints, since they are not necessarily computed before each function evaluation.

Errors in programming the function may be quite subtle in that the function value is ‘almost’
correct. For example, the function may not be accurate to full precision because of the inaccurate
calculation of a subsidiary quantity, or the limited accuracy of data upon which the function
depends. A common error on machines where numerical calculations are usually performed in
double precision is to include even one single precision constant in the calculation of the
function; since some compilers do not convert such constants to double precision, half the correct
figures may be lost by such a seemingly trivial error.

NE_INITIALIZATION

Failed to initialize optional parameter arrays.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

On entry, ncnln ¼ valueh i.
Constraint: ncnln 	 0.

NE_INT_2

On entry, ldc ¼ valueh i and ncnln ¼ valueh i.
Constraint: ldc 	 ncnln.
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On entry, ldcjac ¼ valueh i and ncnln ¼ valueh i.
Constraint: ldcjac 	 ncnln.

On entry, ldobjgrd ¼ valueh i and n ¼ valueh i.
Constraint: ldobjgrd 	 n.

On entry, ldr ¼ valueh i and n ¼ valueh i.
Constraint: ldr 	 n.

On entry, ldx ¼ valueh i and n ¼ valueh i.
Constraint: ldx 	 n.

On entry, nb ¼ valueh i and npts ¼ valueh i.
Constraint: 1 � nb � npts.

On entry, sdr ¼ valueh i and n ¼ valueh i.
Constraint: sdr 	 n.

NE_INT_3

On entry, ncnln > 0, sdcjac ¼ valueh i and n ¼ valueh i.
Constraint: if ncnln > 0, sdcjac 	 n.

On entry, tda ¼ valueh i, nclin ¼ valueh i and n ¼ valueh i.
Constraint: tda 	 n.

NE_INT_4

On entry, ldclamda ¼ valueh i, n ¼ valueh i, nclin ¼ valueh i and ncnln ¼ valueh i.
Constraint: ldclamda 	 nþ nclinþ ncnln.

On entry, ldistate ¼ valueh i, n ¼ valueh i, nclin ¼ valueh i and ncnln ¼ valueh i.
Constraint: ldistate 	 nþ nclinþ ncnln.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_LIN_NOT_FEASIBLE

No solution obtained. Linear constraints may be infeasible.

nag_glopt_nlp_multistart_sqp (e05ucc) has terminated without finding any solutions. The
majority of calls to the local optimizer have failed to find a feasible point for the linear
constraints and bounds, which means that either no feasible point exists for the given value of the
optional parameter Linear Feasibility Tolerance (default value

ffiffi
�
p

, where � is the machine
precision), or no feasible point could be found in the number of iterations specified by the
optional parameter Minor Iteration Limit. You should check that there are no constraint
redundancies. If the data for the constraints are accurate only to an absolute precision �, you
should ensure that the value of the optional parameter Linear Feasibility Tolerance is greater
than �. For example, if all elements of AL are of order unity and are accurate to only three
decimal places, Linear Feasibility Tolerance should be at least 10�3.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SOLUTION

No solution obtained. Many potential solutions reach iteration limit.
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The Iteration Limit may be changed using nag_glopt_opt_set (e05zkc).

NE_NONLIN_NOT_FEASIBLE

nag_glopt_nlp_multistart_sqp (e05ucc) has failed to find any solutions. The majority of local
optimizations could not find a feasible point for the nonlinear constraints. The problem may have
no feasible solution. This behaviour will occur if there is no feasible point for the nonlinear
constraints. (However, there is no general test that can determine whether a feasible point exists
for a set of nonlinear constraints.)

NE_USER_STOP

User terminated computation from start procedure: mode ¼ valueh i.

NW_SOME_SOLUTIONS

Only valueh i solutions obtained.

Not all nb solutions have been found. info½nb� 1� contains the number actually found.

7 Accuracy

If fail:code ¼ NE_NOERROR on exit and the value of info½i� 1� ¼ 0, then the vector returned in the
array x for solution i is an estimate of the solution to an accuracy of approximately
Optimality Tolerance.

8 Parallelism and Performance

nag_glopt_nlp_multistart_sqp (e05ucc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library. In these implementations, this function may make calls to the
user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas within the user
functions can only be used if you are compiling the user-supplied function and linking the executable in
accordance with the instructions in the Users' Note for your implementation. You must also ensure that
you use the NAG communication argument comm in a thread safe manner, which is best achieved by
only using it to supply read-only data to the user functions.

nag_glopt_nlp_multistart_sqp (e05ucc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

You should be wary of requesting much intermediate output from the local optimizer, since large
volumes may be produced if npts is large.

If NULLFN is supplied an actual argument from start then the default NAG function makes use of the
NAG quasi-random Sobol generator (nag_quasi_init (g05ylc) and nag_quasi_rand_uniform (g05ymc)).
If this is used as an argument for start, by specifying NULLFN in the calling sequence (see the
description of start) and repeat ¼ Nag FALSE then a randomly chosen value for iskip is used,
otherwise iskip is set to 100. If repeat is set to Nag_FALSE and the program is executed several times,
each time producing the same best answer, then there is increased probability that this answer is a
global minimum. However, if it is important that identical results be obtained on successive runs, then
repeat should be set to Nag_TRUE.
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9.1 Description of the Printed Output

This section describes the intermediate printout and final printout produced by nag_glopt_nlp_multis
tart_sqp (e05ucc). The intermediate printout is a subset of the monitoring information produced by the
function at every iteration (see Section 13). You can control the level of printed output (see the
description of the optional parameters Major Print Level and Minor Print Level). Note that the
intermediate printout and final printout are produced only if Major Print Level 	 10 or
Minor Print Level 	 10.

The following line of summary output ( < 80 characters) is produced at every major iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration for
each starting point.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases
of the QP subproblem. Generally, Mnr will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11). Note that Mnr may be greater than the optional
parameter Minor Iteration Limit if some iterations are required for the
feasibility phase.

Step is the step �k taken along the computed search direction. On reasonably well-
behaved local problems, the unit step (i.e., �k ¼ 1) will be taken as the solution is
approached.

Merit Function is the value of the augmented Lagrangian merit function (12) at the current
iterate. This function will decrease at each iteration unless it was necessary to
increase the penalty parameters (see Section 11.3). As the solution is approached,
Merit Function will converge to the value of the objective function at the
solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line) then the merit function is a large multiple of the
constraint violations, weighted by the penalty parameters. During a sequence of
major iterations with infeasible subproblems, the sequence of Merit Function
values will decrease monotonically until either a feasible subproblem is obtained
or the local optimizer terminates. Repeated failures will prevent a feasible point
being found for the nonlinear constraints.

If there are no nonlinear constraints present (i.e., ncnln ¼ 0) then this entry
contains Objective, the value of the objective function F xð Þ. The objective
function will decrease monotonically to its optimal value when there are no
nonlinear constraints.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.2). Norm
Gz will be approximately zero in the neighbourhood of a solution.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnln is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ (HZ ¼ ZTHFRZ ¼ RT

ZRZ ; see (6)). The larger this number, the more difficult
the local problem.

M is printed if the quasi-Newton update has been modified to ensure that the
Hessian approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences have been used to compute the unspecified
objective and constraint gradients. If the value of Step is zero then the switch to
central differences was made because no lower point could be found in the
linesearch. (In this case, the QP subproblem is resolved with the central
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difference gradient and Jacobian.) If the value of Step is nonzero then central
differences were computed because Norm Gz and Violtn imply that x is close to
a Kuhn–Tucker point (see Section 11.1).

L is printed if the linesearch has produced a relative change in x greater than the
value defined by the optional parameter Step Limit. If this output occurs
frequently during later iterations of the run, optional parameter Step Limit should
be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned then the approximate Hessian is refactorized using column
interchanges. If necessary, R is modified so that its diagonal condition estimator
is bounded.

The final printout includes a listing of the status of every variable and constraint. The following
describes the printout for each variable. A full stop (.) is printed for any numerical value that is zero.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a
fixed variable, LL if on its lower bound, UL if on its upper bound, TF if
temporarily fixed at its current value). If Value lies outside the upper or lower
bounds by more than the Feasibility Tolerance, State will be ++ or --
respectively. (The latter situation can occur only when there is no feasible point
for the bounds and linear constraints.)

A key is sometimes printed before State.

A Alternative optimum possible. The variable is active at one of its bounds,
but its Lagrange multiplier is essentially zero. This means that if the
variable were allowed to start moving away from its bound then there
would be no change to the objective function. The values of the other free
variables might change, giving a genuine alternative solution. However, if
there are any degenerate variables (labelled D), the actual change might
prove to be zero, since one of them could encounter a bound immediately.
In either case the values of the Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is currently violating one of its bounds by more
than the Feasibility Tolerance.

Value is the value of the variable at the final iteration.

Lower Bound is the lower bound specified for the variable. None indicates that
bl½j� 1� � �bigbnd.

Upper Bound is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 bigbnd.

Lagr Mult is the Lagrange multiplier for the associated bound. This will be zero if State is
FR unless bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd, in which case the entry
will be blank. If x is optimal, the multiplier should be non-negative if State is
LL and non-positive if State is UL.

Slack is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1�
and bu½nþ j� 1� respectively, and with the following changes in the heading:
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L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL, of the linear constraint.

N Con gives the name (N) and index (j � nL), for j ¼ nL þ 1; . . . ; nL þ nN , of the
nonlinear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Slack column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.

10 Example

This example finds the global minimum of the two-dimensional Schwefel function:

minimize
x2R2

f ¼
X2
j¼1

xjsin
ffiffiffiffiffiffiffiffi
xj
		 		q� �

subject to the constraints:

�10000 < 3:0x1 � 2:0x2 < 10:0;
�1:0 < x21 � x22 þ 3:0x1x2 < 500000:0;

�0:9 < cos x1=200ð Þ2 þ x2=100ð Þ
� �

< 0:9;

�500 � x1 � 500;
�500 � x2 � 500:

10.1 Program Text

/* nag_glopt_nlp_multistart_sqp (e05ucc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nage05.h>
#include <nagf16.h>
#include <nagg05.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL schwefel_obj(Integer *mode, Integer n,
const double *x, double *objf,
double *objgrd, Integer nstate,
Nag_Comm *comm);

static void NAG_CALL schwefel_confun(Integer *mode, Integer ncnln,
Integer n, Integer tdcjsl,
const Integer *needc,
const double *x, double *c,
double *cjsl, Integer nstate,
Nag_Comm *comm);

static void NAG_CALL mystart(Integer npts, double quas[], Integer n,
Nag_Boolean repeat, const double bl[],
const double bu[], Nag_Comm *comm,
Integer *mode);

#ifdef __cplusplus
}
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#endif

int main(void)
{

Integer exit_status = 0;
Integer print_all_solutions = 0;
Integer liopts = 740, lopts = 485, n = 2, nclin = 1, ncnln = 2;

/* Scalars */
Integer i, ic, j, l, nb, npts, tda, ldcjac, sdcjac, ldr, sdr,

ldx, ldobjgrd, ldclamda, ldistate, ldc;

/* Arrays */
static double ruser[3] = { -1.0, -1.0, -1.0 };
double *a = 0, *bl = 0, *bu = 0, *c = 0, *cjac = 0, *clamda = 0, *objf = 0,

*objgrd = 0, *r = 0, *opts = 0, *work = 0, *x = 0;
Integer *info = 0, *istate = 0, *iter = 0, *iopts = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_Comm comm;
Nag_Boolean repeat;

INIT_FAIL(fail);

printf("nag_glopt_nlp_multistart_sqp (e05ucc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &nb, &npts);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &nb, &npts);

#endif

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

repeat = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

/* The minimum trailing dimension for a is tda = n (or 1). */
if (nclin > 0) {

tda = n;
if (!(a = NAG_ALLOC(nclin * tda, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else

tda = 1;

#define A(I,J) a[(I-1)*tda + (J-1)]
#define X(I,J) x[(J-1)*ldx + (I-1)]
#define ISTATE(I,J) istate[(J-1)*ldistate + (I-1)]
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#define CLAMDA(I,J) clamda[(J-1)*ldclamda + (I-1)]
#define C(I,J) c[(J-1)*ldc + (I-1)]

ldx = n;
ldobjgrd = n;
ldc = ncnln;
ldcjac = ncnln;

if (ncnln > 0) {
sdcjac = n;
if (!(c = NAG_ALLOC(ldc * nb, double)) ||

!(cjac = NAG_ALLOC(ldcjac * sdcjac * nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else

sdcjac = 0;

ldr = n;
sdr = n;
ldclamda = n + nclin + ncnln;
ldistate = n + nclin + ncnln;

if (!(bl = NAG_ALLOC(n + nclin + ncnln, double)) ||
!(bu = NAG_ALLOC(n + nclin + ncnln, double)) ||
!(clamda = NAG_ALLOC(ldclamda * nb, double)) ||
!(objf = NAG_ALLOC(nb, double)) ||
!(objgrd = NAG_ALLOC(ldobjgrd * nb, double)) ||
!(r = NAG_ALLOC(ldr * sdr * nb, double)) ||
!(opts = NAG_ALLOC(lopts, double)) ||
!(work = NAG_ALLOC(nclin, double)) ||
!(x = NAG_ALLOC(ldx * nb, double)) ||
!(info = NAG_ALLOC(nb, Integer)) ||
!(istate = NAG_ALLOC(ldistate * nb, Integer)) ||
!(iter = NAG_ALLOC(nb, Integer)) ||
!(iopts = NAG_ALLOC(liopts, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

bl[0] = -500.0;
bl[1] = -500.0;
bl[2] = -10000.0;
bl[3] = -1.0;
bl[4] = -0.9;
bu[0] = 500.0;
bu[1] = 500.0;
bu[2] = 10.0;
bu[3] = 500000.0;
bu[4] = 0.9;
A(1, 1) = 3.0;
A(1, 2) = -2.0;

/* Initialize nag_glopt_nlp_multistart_sqp (e05ucc).
* nag_glopt_opt_set (e05zkc).
* Option setting routine for global optimization.
*/

nag_glopt_opt_set("Initialize = e05ucc", iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the problem with repeatable random starting points using
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* nag_glopt_nlp_multistart_sqp (e05ucc).
* Global optimization using multi-start, nonlinear constraints.
*/

nag_glopt_nlp_multistart_sqp(n, nclin, ncnln, a, tda, bl, bu,
schwefel_confun, schwefel_obj, npts, x, ldx,
mystart, repeat, nb, objf, objgrd, ldobjgrd,
iter, c, ldc, cjac, ldcjac, sdcjac, r, ldr,
sdr, clamda, ldclamda, istate, ldistate, iopts,
opts, &comm, info, &fail);

/* Check for error exits. */
switch (fail.code) {
case NE_NOERROR:

l = nb;
break;

case NW_SOME_SOLUTIONS:
l = info[nb - 1];
printf("Only %" NAG_IFMT " solutions found\n", l);
break;

default:
exit_status = 2;
printf("Error from nag_glopt_nlp_multistart_sqp (e05ucc)\n%s\n",

fail.message);
goto END;

}

for (i = 1; i <= l; i++) {
printf("Solution number %" NAG_IFMT "\n\n", i);
printf("Local minimization exited with code %" NAG_IFMT "\n",

info[i - 1]);
printf("\nVarbl Istate Value Lagr Mult\n\n\n");

for (j = 1; j <= n; j++)
printf("V %3" NAG_IFMT " %3" NAG_IFMT " %14.6g %12.4g\n", j,

ISTATE(j, i), X(j, i), CLAMDA(j, i));

if (nclin > 0) {
printf("\nL Con Istate Value Lagr Mult\n\n");

/* nag_dgemv (f16pac) performs the matrix vector multiplication A*x
* (linear constraint values) and puts the result in
* the first nclin locations of work.
*/

nag_dgemv(Nag_RowMajor, Nag_NoTrans, nclin, n, 1.0, a, tda, &X(1, i), 1,
0.0, work, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemv (f16pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (j = n + 1; j <= n + nclin; j++)
printf("L %3" NAG_IFMT " %3" NAG_IFMT " %14.6g %12.4g\n", j - n,

ISTATE(j, i), work[j - n - 1], CLAMDA(j, i));
}

if (ncnln > 0) {
printf("\n\nN Con Istate Value Lagr Mult\n\n");

for (j = n + nclin + 1; j <= n + nclin + ncnln; j++) {
ic = j - n - nclin;
printf("N %3" NAG_IFMT " %3" NAG_IFMT " %14.6g %12.4g\n", ic,

ISTATE(j, i), C(ic, i), CLAMDA(j, i));
}

}

printf("\n\nFinal objective value = %15.7g\n", objf[i - 1]);

printf("\nQP multipliers\n");
for (j = 1; j <= n + nclin + ncnln; j++)

printf("%12.4e\n", CLAMDA(j, i));
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if (l == 1)
goto END;

if (print_all_solutions == 0) {
printf("\n(Printing of further solutions suppressed)\n");
goto END;

}

printf("\n");
for (j = 0; j < 61; j++)

printf("-");
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(c);
NAG_FREE(cjac);
NAG_FREE(clamda);
NAG_FREE(objf);
NAG_FREE(objgrd);
NAG_FREE(r);
NAG_FREE(opts);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(info);
NAG_FREE(istate);
NAG_FREE(iter);
NAG_FREE(iopts);
return exit_status;

}

static void NAG_CALL schwefel_obj(Integer *mode, Integer n, const double *x,
double *objf, double *objgrd,
Integer nstate, Nag_Comm *comm)

{
/* Scalars */
Integer i;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback schwefel_obj, first invocation.)\n");
comm->user[0] = 0.0;

}

if (nstate == 1) {
/* This is the first call.
* Take any special action here if desired.
*/

}

if (*mode == 0 || *mode == 2) {
/* Evaluate the objective function. */
*objf = 0.0;
for (i = 0; i < n; i++)

*objf += x[i] * sin(sqrt(fabs(x[i])));
}

if (*mode == 1 || *mode == 2) {
/* Calculate the gradient of the objective function. */
for (i = 0; i < n; i++) {

double t;
t = sqrt(fabs(x[i]));
objgrd[i] = sin(t) + 0.5 * t * cos(t);

}
}

}
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static void NAG_CALL schwefel_confun(Integer *mode, Integer ncnln, Integer n,
Integer tdcjsl, const Integer *needc,
const double *x, double *c, double *cjsl,
Integer nstate, Nag_Comm *comm)

{

/* Scalars */
double t1, t2;
Integer k;
Nag_Boolean evalc, evalcjsl;

#pragma omp master
if (comm->user[1] == -1.0) {

printf("(User-supplied callback schwefel_confun, first invocation.)\n");
comm->user[1] = 0.0;

}

if (nstate == 1) {
/* This is the first call.
* Take any special action here if desired.
*/

}

/* mode: what is required - constraints, derivatives, or both? */
evalc = (*mode == 0 || *mode == 2) ? Nag_TRUE : Nag_FALSE;
evalcjsl = (*mode == 1 || *mode == 2) ? Nag_TRUE : Nag_FALSE;

for (k = 1; k <= ncnln; k++) {
if (needc[k - 1] <= 0)

continue;
if (evalc == Nag_TRUE) {

/* Constraint values are required. */
switch (k) {
case 1:

c[k - 1] = pow(x[0], 2.0) - pow(x[1], 2.0) + 3.0 * x[0] * x[1];
break;

case 2:
c[k - 1] = cos(pow((x[0] / 200.0), 2.0) + (x[1] / 100.0));
break;

default:
/* This constraint is not coded (there are only two).
* Terminate.
*/

*mode = -1;
break;

}
}
if (*mode < 0)

break;
if (evalcjsl == Nag_TRUE) {

/* Constraint derivatives are required. */
#define CJSL(K, J) cjsl[(K-1)*tdcjsl + (J-1)]

switch (k) {
case 1:

CJSL(k, 1) = 2.0 * x[0] + 3.0 * x[1];
CJSL(k, 2) = -2.0 * x[1] + 3.0 * x[0];
break;

case 2:
t1 = x[0] / 200.0;
t2 = x[1] / 100.0;
CJSL(k, 1) = -sin(pow(t1, 2.0) + t2) * (2.0 * t1) / 200.0;
CJSL(k, 2) = -sin(pow(t1, 2.0) + t2) / 100.0;
break;

}
#undef CJSL

}
}

}

static void NAG_CALL mystart(Integer npts, double quas[], Integer n,
Nag_Boolean repeat, const double bl[],
const double bu[], Nag_Comm *comm, Integer *mode)
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{
/* Only nonzero elements of quas need to be specified here. */
Integer i, j;
if (comm->user[2] == -1.0) {

printf("(User-supplied callback mystart, first invocation.)\n");
comm->user[2] = 0.0;

}
#define QUAS(J, I) quas[(J-1)*npts + (I-1)]

if (repeat == Nag_TRUE) {
/* Generate a uniform spread of points between bl and bu. */
for (j = 1; j <= npts; j++)

for (i = 1; i <= n; i++)
QUAS(i, j) =

bl[i - 1] + (bu[i - 1] - bl[i - 1]) * (double) (j -
1) /

(double) (npts - 1);
}
else {

/* Generate a non-repeatable spread of points between bl and bu. */
Nag_BaseRNG genid;
Integer lstate, subid;
Integer *state = 0;
NagError fail;

INIT_FAIL(fail);

genid = Nag_WichmannHill_I;
subid = 53;
lstate = -1;

nag_rand_init_nonrepeatable(genid, subid, NULL, &lstate, &fail);
if (fail.code != NE_NOERROR) {

*mode = -1;
return;

}

if (!(state = NAG_ALLOC(lstate, Integer)))
{

*mode = -1;
return;

}

nag_rand_init_nonrepeatable(genid, subid, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

*mode = -1;
goto END;

}

for (j = 2; j <= npts; j++)
for (i = 1; i <= n; i++) {

nag_rand_uniform(1, bl[i - 1], bu[i - 1], state, &QUAS(i, j), &fail);
if (fail.code != NE_NOERROR) {

*mode = -1;
goto END;

}
}

END:
NAG_FREE(state);

}
#undef QUAS
}

10.2 Program Data

nag_glopt_nlp_multistart_sqp (e05ucc) Example Program Data
10 1000 : nb, npts
Nag_TRUE : repeat
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10.3 Program Results

nag_glopt_nlp_multistart_sqp (e05ucc) Example Program Results

(User-supplied callback mystart, first invocation.)
(User-supplied callback schwefel_confun, first invocation.)
(User-supplied callback schwefel_obj, first invocation.)
Solution number 1

Local minimization exited with code 0

Varbl Istate Value Lagr Mult

V 1 0 -394.151 0
V 2 0 -433.491 0

L Con Istate Value Lagr Mult

L 1 0 -315.472 0

N Con Istate Value Lagr Mult

N 1 0 480024 0
N 2 2 0.9 -718.9

Final objective value = -731.7064

QP multipliers
0.0000e+00
0.0000e+00
0.0000e+00
0.0000e+00

-7.1894e+02

(Printing of further solutions suppressed)

11 Algorithmic Details

This section contains a detailed description of the method used by nag_glopt_nlp_multistart_sqp
(e05ucc).

11.1 Overview

nag_glopt_nlp_multistart_sqp (e05ucc) uses a local optimizer that is essentially identical to the function
NPSOL described in Gill et al. (1986b).

For the local optimizer, at a solution of (1), some of the constraints will be active, i.e., satisfied exactly.
An active simple bound constraint implies that the corresponding variable is fixed at its bound, and
hence the variables are partitioned into fixed and free variables. Let C denote the m by n matrix of
gradients of the active general linear and nonlinear constraints. The number of fixed variables will be
denoted by nFX, with nFR nFR ¼ n� nFXð Þ the number of free variables. The subscripts ‘FX’ and ‘FR’
on a vector or matrix will denote the vector or matrix composed of the elements corresponding to fixed
or free variables.

A point x is a first-order Kuhn–Tucker point for (1) (see Powell (1974)) if the following conditions
hold:

(i) x is feasible;

(ii) there exist vectors � and � (the Lagrange multiplier vectors for the bound and general constraints)
such that

g ¼ CT�þ � ð2Þ

where g is the gradient of F evaluated at x, and �j ¼ 0 if the jth variable is free.
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(iii) The Lagrange multiplier corresponding to an inequality constraint active at its lower bound must be
non-negative, and non-positive for an inequality constraint active at its upper bound.

Let Z denote a matrix whose columns form a basis for the set of vectors orthogonal to the rows of CFR;
i.e., CFRZ ¼ 0. An equivalent statement of the condition (2) in terms of Z is

ZTgFR ¼ 0:

The vector ZTgFR is termed the projected gradient of F at x. Certain additional conditions must be
satisfied in order for a first-order Kuhn–Tucker point to be a solution of (1) (see Powell (1974)).

The local optimizer implements a sequential quadratic programming (SQP) method. For an overview of
SQP methods, see, for example, Fletcher (1987), Gill et al. (1981) and Powell (1983).

The basic structure of the local optimizer involves major and minor iterations. The major iterations
generate a sequence of iterates xkf g that converge to x�, a first-order Kuhn–Tucker point of (1). At a
typical major iteration, the new iterate �x is defined by

�x ¼ xþ �p ð3Þ

where x is the current iterate, the non-negative scalar � is the step length, and p is the search direction.
(For simplicity, we shall always consider a typical iteration and avoid reference to the index of the
iteration.) Also associated with each major iteration are estimates of the Lagrange multipliers and a
prediction of the active set.

The search direction p in (3) is the solution of a quadratic programming subproblem of the form

minimize
p

gTpþ 1
2p

THp subject to �l �
p
ALp
ANp

8<:
9=; � �u; ð4Þ

where g is the gradient of F at x, the matrix H is a positive definite quasi-Newton approximation to the
Hessian of the Lagrangian function (see Section 11.4), and AN is the Jacobian matrix of c evaluated at
x. (Finite difference estimates may be used for g and AN ; see the optional parameter Derivative Level.)
Let l in (1) be partitioned into three sections: lB, lL and lN , corresponding to the bound, linear and
nonlinear constraints. The vector �l in (4) is similarly partitioned, and is defined as

�lB ¼ lB � x; �lL ¼ lL �ALx; and �lN ¼ lN � c;

where c is the vector of nonlinear constraints evaluated at x. The vector �u is defined in an analogous
fashion.

The estimated Lagrange multipliers at each major iteration are the Lagrange multipliers from the
subproblem (4) (and similarly for the predicted active set). (The numbers of bounds, general linear and
nonlinear constraints in the QP active set are the quantities Bnd, Lin and Nln in the monitoring file
output of nag_glopt_nlp_multistart_sqp (e05ucc); see Section 13.) The local optimizer repeatedly solves
as major iterations quadratic programming problems. These are themselves iterative procedures and
comprise the minor iterations. (More details about solving the subproblem are given in Section 11.2.)

Certain matrices associated with the QP subproblem are relevant in the major iterations. Let the
subscripts ‘FX’ and ‘FR’ refer to the predicted fixed and free variables, and let C denote the m by n
matrix of gradients of the general linear and nonlinear constraints in the predicted active set. First, we
have available the TQ factorization of CFR:

CFRQFR ¼ 0 T
� �

; ð5Þ

where T is a nonsingular m by m reverse-triangular matrix (i.e., tij ¼ 0 if iþ j < m), and the
nonsingular nFR by nFR matrix QFR is the product of orthogonal transformations (see Gill et al. (1984)).
Second, we have the upper triangular Cholesky factor R of the transformed and reordered Hessian
matrix

RTR ¼ HQ � QT ~HQ; ð6Þ

where ~H is the Hessian H with rows and columns permuted so that the free variables are first, and Q is
the n by n matrix
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Q ¼ QFR
IFX

� �
ð7Þ

with IFX the identity matrix of order nFX. If the columns of QFR are partitioned so that

QFR ¼ Z Y
� �

;

the nZ (nZ � nFR �m) columns of Z form a basis for the null space of CFR. The matrix Z is used to
compute the projected gradient ZTgFR at the current iterate. (The values Nz and Norm Gz printed by
nag_glopt_nlp_multistart_sqp (e05ucc) give nZ and ZTgFRk k; see Section 13.)

A theoretical characteristic of SQP methods is that the predicted active set from the QP subproblem (4)
is identical to the correct active set in a neighbourhood of x�. In the local optimizer underlying
nag_glopt_nlp_multistart_sqp (e05ucc), this feature is exploited by using the QP active set from the
previous iteration as a prediction of the active set for the next QP subproblem, which leads in practice
to optimality of the subproblems in only one iteration as the solution is approached. Separate treatment
of bound and linear constraints in the local optimizer also saves computation in factorizing CFR and
HQ.

Once p has been computed, the major iteration proceeds by determining a step length � that produces a
‘sufficient decrease’ in an augmented Lagrangian merit function (see Section 11.3). Finally, the
approximation to the transformed Hessian matrix HQ is updated using a modified BFGS quasi-Newton
update (see Section 11.4) to incorporate new curvature information obtained in the move from x to �x.

On entry to the local optimizer, an iterative procedure is executed, starting with the user-supplied initial
point, to find a point that is feasible with respect to the bounds and linear constraints (using the
tolerance specified by optional parameter Linear Feasibility Tolerance). If no feasible point exists for
the bound and linear constraints, (1) has no solution and the local optimizer terminates. Otherwise, the
problem functions will thereafter be evaluated only at points that are feasible with respect to the bounds
and linear constraints. The only exception involves variables whose bounds differ by an amount
comparable to the finite difference interval (see the discussion of optional parameter
Difference Interval). In contrast to the bounds and linear constraints, it must be emphasized that the
nonlinear constraints will not generally be satisfied until an optimal point is reached.

Facilities are provided to check whether the user-supplied gradients appear to be correct (see the
description of the optional parameter Verify). In general, the check is provided at the first point that is
feasible with respect to the linear constraints and bounds. However, you may request that the check be
performed at the initial point.

In summary, the local method of nag_glopt_nlp_multistart_sqp (e05ucc) first determines a point that
satisfies the bound and linear constraints. Thereafter, each iteration includes:

(a) the solution of a quadratic programming subproblem;

(b) a linesearch with an augmented Lagrangian merit function; and

(c) a quasi-Newton update of the approximate Hessian of the Lagrangian function.

These three procedures are described in more detail in Sections 11.2 to 11.4.

11.2 Solution of the Quadratic Programming Subproblem

The search direction p is obtained by solving (4) using a method (see Gill et al. (1986)) that was
specifically designed to be used within an SQP algorithm for nonlinear programming. This method is
based on a two-phase (primal) quadratic programming method. The two phases of the method are:
finding an initial feasible point by minimizing the sum of infeasibilities (the feasibility phase), and
minimizing the quadratic objective function within the feasible region (the optimality phase). The
computations in both phases are performed by the same functions. The two-phase nature of the
algorithm is reflected by changing the function being minimized from the sum of infeasibilities to the
quadratic objective function.

In general, a quadratic program must be solved by iteration. Let p denote the current estimate of the
solution of (4); the new iterate �p is defined by
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�p ¼ pþ �d ð8Þ

where, as in (3), � is a non-negative step length and d is a search direction.

At the beginning of each iteration of the QP method, a working set is defined of constraints (general
and bound) that are satisfied exactly. The vector d is then constructed so that the values of constraints in
the working set remain unaltered for any move along d. For a bound constraint in the working set, this
property is achieved by setting the corresponding element of d to zero, i.e., by fixing the variable at its
bound. As before, the subscripts ‘FX’ and ‘FR’ denote selection of the elements associated with the
fixed and free variables.

Let C denote the sub-matrix of rows of

AL

AN

� �
corresponding to general constraints in the working set. The general constraints in the working set will
remain unaltered if

CFRdFR ¼ 0; ð9Þ

which is equivalent to defining dFR as

dFR ¼ ZdZ ð10Þ

for some vector dZ, where Z is the matrix associated with the TQ factorization (5) of CFR.

The definition of dZ in (10) depends on whether the current p is feasible. If not, dZ is zero except for an
element � in the jth position, where j and � are chosen so that the sum of infeasibilities is decreasing
along d. (For further details, see Gill et al. (1986).) In the feasible case, dZ satisfies the equations

RT
ZRZdZ ¼ �ZTqFR; ð11Þ

where RZ is the Cholesky factor of ZTHFRZ and q is the gradient of the quadratic objective function
q ¼ gþHpð Þ. (The vector ZTqFR is the projected gradient of the QP.) With (11), pþ d is the minimizer
of the quadratic objective function subject to treating the constraints in the working set as equalities.

If the QP projected gradient is zero, the current point is a constrained stationary point in the subspace
defined by the working set. During the feasibility phase, the projected gradient will usually be zero only
at a vertex (although it may vanish at non-vertices in the presence of constraint dependencies). During
the optimality phase, a zero projected gradient implies that p minimizes the quadratic objective function
when the constraints in the working set are treated as equalities. In either case, Lagrange multipliers are
computed. Given a positive constant � of the order of the machine precision, the Lagrange multiplier �j
corresponding to an inequality constraint in the working set is said to be optimal if �j � � when the jth
constraint is at its upper bound, or if �j 	 �� when the associated constraint is at its lower bound. If
any multiplier is nonoptimal, the current objective function (either the true objective or the sum of
infeasibilities) can be reduced by deleting the corresponding constraint from the working set.

If optimal multipliers occur during the feasibility phase and the sum of infeasibilities is nonzero, no
feasible point exists. The QP algorithm will then continue iterating to determine the minimum sum of
infeasibilities. At this point, the Lagrange multiplier �j will satisfy � 1þ �ð Þ � �j � � for an inequality
constraint at its upper bound, and �� � �j � 1þ �ð Þ for an inequality at its lower bound. The Lagrange
multiplier for an equality constraint will satisfy �j

		 		 � 1þ �.

The choice of step length � in the QP iteration (8) is based on remaining feasible with respect to the
satisfied constraints. During the optimality phase, if pþ d is feasible, � will be taken as unity. (In this
case, the projected gradient at �p will be zero.) Otherwise, � is set to �M, the step to the ‘nearest’
constraint, which is added to the working set at the next iteration.

Each change in the working set leads to a simple change to CFR: if the status of a general constraint
changes, a row of CFR is altered; if a bound constraint enters or leaves the working set, a column of CFR

changes. Explicit representations are recurred of the matrices T , QFR and R, and of the vectors QTq and
QTg.

e05ucc NAG Library Manual

e05ucc.26 Mark 26



11.3 The Merit Function

After computing the search direction as described in Section 11.2, each major iteration proceeds by
determining a step length � in (3) that produces a ‘sufficient decrease’ in the augmented Lagrangian
merit function

L x; �; sð Þ ¼ F xð Þ �
X
i

�i ci xð Þ � sið Þ þ 1
2

X
i

�i ci xð Þ � sið Þ2; ð12Þ

where x, � and s vary during the linesearch. The summation terms in (12) involve only the nonlinear
constraints. The vector � is an estimate of the Lagrange multipliers for the nonlinear constraints of (1).
The non-negative slack variables sif g allow nonlinear inequality constraints to be treated without
introducing discontinuities. The solution of the QP subproblem (4) provides a vector triple that serves
as a direction of search for the three sets of variables. The non-negative vector � of penalty parameters
is initialized to zero at the beginning of the first major iteration. Thereafter, selected elements are
increased whenever necessary to ensure descent for the merit function. Thus, the sequence of norms of
� (the printed quantity Penalty; see Section 13) is generally nondecreasing, although each �i may be
reduced a limited number of times.

The merit function (12) and its global convergence properties are described in Gill et al. (1986a).

11.4 The Quasi-Newton Update

The matrix H in (4) is a positive definite quasi-Newton approximation to the Hessian of the Lagrangian
function. (For a review of quasi-Newton methods, see Dennis and Schnabel (1983).) At the end of each
major iteration, a new Hessian approximation �H is defined as a rank-two modification of H. In the local
optimizer used by nag_glopt_nlp_multistart_sqp (e05ucc), the BFGS (Broyden–Fletcher–Goldfarb–
Shanno) quasi-Newton update is used:

�H ¼ H � 1

sTHs
HssTH þ 1

yTs
yyT; ð13Þ

where s ¼ �x� x (the change in x).

In the local optimizer, H is required to be positive definite. If H is positive definite, �H defined by (13)
will be positive definite if and only if yTs is positive (see Dennis and Moré (1977)). Ideally, y in (13)
would be taken as yL, the change in gradient of the Lagrangian function

yL ¼ �g� �AT
N�N � gþAT

N�N; ð14Þ

where �N denotes the QP multipliers associated with the nonlinear constraints of the original problem.
If yTLs is not sufficiently positive, an attempt is made to perform the update with a vector y of the form

y ¼ yL þ
XmN

i¼1
!i ai x̂ð Þci x̂ð Þ � ai xð Þci xð Þð Þ;

where !i 	 0. If no such vector can be found, the update is performed with a scaled yL; in this case, M
is printed to indicate that the update was modified.

Rather than modifying H itself, the Cholesky factor of the transformed Hessian HQ (6) is updated,
where Q is the matrix from (5) associated with the active set of the QP subproblem. The update (13) is
equivalent to the following update to HQ:

�HQ ¼ HQ �
1

sTQHQsQ
HQsQs

T
QHQ þ

1

yTQsQ
yQy

T
Q; ð15Þ

where yQ ¼ QTy, and sQ ¼ QTs. This update may be expressed as a rank-one update to R (see Dennis
and Schnabel (1981)).
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12 Optional Parameters

Several optional parameters in nag_glopt_nlp_multistart_sqp (e05ucc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_glopt_nlp_multistart_sqp (e05ucc) these optional parameters have associated default values that are
appropriate for most problems. Therefore you need only specify those optional parameters whose values
are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters. The following is a list of the optional parameters available and a full description of each
optional parameter is provided in Section 12.1.

Central Difference Interval

Crash Tolerance

Defaults

Derivative Level

Difference Interval

Feasibility Tolerance

Function Precision

Hessian

Infinite Bound Size

Infinite Step Size

Iteration Limit

Iters

Itns

Linear Feasibility Tolerance

Line Search Tolerance

List

Major Iteration Limit

Major Print Level

Minor Iteration Limit

Minor Print Level

Monitoring File

Nolist

Nonlinear Feasibility Tolerance

Optimality Tolerance

Out_Level

Print Level

Punch Unit

Start Constraint Check At Variable

Start Objective Check At Variable

Step Limit

Stop Constraint Check At Variable

Stop Objective Check At Variable

Verify

Verify Constraint Gradients

Verify Gradients

Verify Level

Verify Objective Gradients
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Optional parameters may be specified by calling nag_glopt_opt_set (e05zkc) before a call to
nag_glopt_nlp_multistart_sqp (e05ucc). Before calling nag_glopt_nlp_multistart_sqp (e05ucc), the
optional parameter arrays iopts and opts MUST be initialized for use with nag_glopt_nlp_multis
tart_sqp (e05ucc) by calling nag_glopt_opt_set (e05zkc) with optstr set to ‘Initialize = e05ucc’.

All optional parameters not specified are set to their default values. Optional parameters specified are
unaltered by nag_glopt_nlp_multistart_sqp (e05ucc) (unless they define invalid values) and so remain in
effect for subsequent calls to nag_glopt_nlp_multistart_sqp (e05ucc).

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined (if no characters
of an optional qualifier are underlined, the qualifier may be omitted)

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and �r denotes the relative precision of the objective function
Function Precision, and bigbnd signifies the value of Infinite Bound Size

Keywords and character values are case insensitive, however they must be separated by at least one
whitespace.

Optional parameters used to specify files have type Nag_FileID (see Section 2.3.1.1 in How to Use the
NAG Library and its Documentation). This ID value must either be set to 0 (the default value) in which
case there will be no output, or will be as returned by a call of nag_open_file (x04acc).

For nag_glopt_nlp_multistart_sqp (e05ucc) the maximum length of the argument cvalue used by
nag_glopt_opt_get (e05zlc) is 11.

Central Difference Interval r Default values are computed

If the algorithm switches to central differences because the forward-difference approximation is not
sufficiently accurate, the value of r is used as the difference interval for every element of x. The switch
to central differences is indicated by C at the end of each line of intermediate printout produced by the
major iterations (see Section 9.1). The use of finite differences is discussed further under the optional
parameter Difference Interval.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Crash Tolerance r Default ¼ 0:01

This value is used when the local minimizer selects an initial working set. If 0 � r � 1, the initial
working set will include (if possible) bounds or general inequality constraints that lie within r of their
bounds. In particular, a constraint of the form aTj x 	 l will be included in the initial working set if

aTj x� l
			 			 � r 1þ lj jð Þ. If r < 0 or r > 1, the default value is used.

Defaults

This special keyword is used to reset all optional parameters to their default values, and any random
state stored in state will be destroyed.

Any option value given with this keyword will be ignored. This optional parameter cannot be queried or
got.

Derivative Level i Default ¼ 3

This parameter indicates which derivatives are provided in user-supplied functions objfun and confun.
The possible choices for i are the following.
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i Meaning

3 All elements of the objective gradient and the constraint Jacobian are provided.

2 All elements of the constraint Jacobian are provided, but some elements of the objective gradient
are not specified.

1 All elements of the objective gradient are provided, but some elements of the constraint Jacobian
are not specified.

0 Some elements of both the objective gradient and the constraint Jacobian are not specified.

The value i ¼ 3 should be used whenever possible, since nag_glopt_nlp_multistart_sqp (e05ucc) is
more reliable (and will usually be more efficient) when all derivatives are exact.

If i ¼ 0 or 2, nag_glopt_nlp_multistart_sqp (e05ucc) will estimate the unspecified elements of the
objective gradient, using finite differences. The computation of finite difference approximations usually
increases the total run-time, since a call to objfun is required for each unspecified element.
Furthermore, less accuracy can be attained in the solution (see Chapter 8 of Gill et al. (1981), for a
discussion of limiting accuracy).

If i ¼ 0 or 1, nag_glopt_nlp_multistart_sqp (e05ucc) will approximate unspecified elements of the
constraint Jacobian. One call to confun is needed for each variable for which partial derivatives are not
available. For example, if the Jacobian has the form

� � � �
� ? ? �
� � ? �
� � � �

0B@
1CA

where ‘�’ indicates an element provided by you and ‘?’ indicates an unspecified element, the local
minimizer will call confun twice: once to estimate the missing element in column 2, and again to
estimate the two missing elements in column 3. (Since columns 1 and 4 are known, they require no
calls to confun.)

At times, central differences are used rather than forward differences, in which case twice as many calls
to objfun and confun are needed. (The switch to central differences is not under your control.)

If i < 0 or i > 3, the default value is used.

Difference Interval r Default values are computed

This option defines an interval used to estimate derivatives by finite differences in the following
circumstances:

(a) For verifying the objective and/or constraint gradients (see the description of the optional
parameter Verify).

(b) For estimating unspecified elements of the objective gradient or the constraint Jacobian.

In general, a derivative with respect to the jth variable is approximated using the interval �j, where
�j ¼ r 1þ x̂j

		 		� �
, with x̂ the first point feasible with respect to the bounds and linear constraints. If the

functions are well scaled, the resulting derivative approximation should be accurate to O rð Þ. See Gill et
al. (1981) for a discussion of the accuracy in finite difference approximations.

If a difference interval is not specified, a finite difference interval will be computed automatically for
each variable by a procedure that requires up to six calls of confun and objfun for each element. This
option is recommended if the function is badly scaled or you wish to have the local minimizer
determine constant elements in the objective and constraint gradients (see the descriptions of confun
and objfun in Section 5).

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Feasibility Tolerance r Default ¼
ffiffi
�
p

The scalar r defines the maximum acceptable absolute violations in linear and nonlinear constraints at a
‘feasible’ point; i.e., a constraint is considered satisfied if its violation does not exceed r. If r < � or
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r 	 1, the default value is used. Using this keyword sets both optional parameters
Linear Feasibility Tolerance and Nonlinear Feasibility Tolerance to r, if � � r < 1. (Additional
details are given under the descriptions of these optional parameters.)

Function Precision r Default ¼ �0:9

This parameter defines �r, which is intended to be a measure of the accuracy with which the problem
functions F xð Þ and c xð Þ can be computed. If r < � or r 	 1, the default value is used.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large, and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981) for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However, when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that nag_glopt_nlp_multistart_sqp (e05ucc) will not attempt to
distinguish between function values that differ by less than the error inherent in the calculation.

Hessian a Default ¼ NO

This option controls the contents of the upper triangular matrix R (see Section 5).
nag_glopt_nlp_multistart_sqp (e05ucc) works exclusively with the transformed and reordered Hessian
HQ (6), and hence extra computation is required to form the Hessian itself. If Hessian ¼ NO, r contains
the Cholesky factor of the transformed and reordered Hessian. If Hessian ¼ YES, the Cholesky factor
of the approximate Hessian itself is formed and stored in r.

Infinite Bound Size r Default ¼ 1020

This defines the ‘infinite’ bound infbnd in the definition of the problem constraints. Any upper bound
greater than or equal to infbnd will be regarded as 1 (and similarly any lower bound less than or equal
to �infbnd will be regarded as �1).

Constraint: r
1
4
max � infbnd � r

1
2
max .

Infinite Step Size r Default ¼ max bigbnd; 1020
� �

If r > 0, r specifies the magnitude of the change in variables that is treated as a step to an unbounded
solution. If the change in x during an iteration would exceed the value of r, the objective function is
considered to be unbounded below in the feasible region. If r � 0, the default value is used.

Line Search Tolerance r Default ¼ 0:9

The value r (0 � r < 1) controls the accuracy with which the step � taken during each iteration
approximates a minimum of the merit function along the search direction (the smaller the value of r, the
more accurate the linesearch). The default value r ¼ 0:9 requests an inaccurate search, and is
appropriate for most problems, particularly those with any nonlinear constraints.

If there are no nonlinear constraints, a more accurate search may be appropriate when it is desirable to
reduce the number of major iterations – for example, if the objective function is cheap to evaluate, or if
a substantial number of derivatives are unspecified. If r < 0 or r 	 1, the default value is used.

Linear Feasibility Tolerance r1 Default ¼
ffiffi
�
p

Nonlinear Feasibility Tolerance r2 Default ¼ �0:33 or
ffiffi
�
p

The default value of r2 is �0:33 if Derivative Level ¼ 0 or 1, and
ffiffi
�
p

otherwise.

The scalars r1 and r2 define the maximum acceptable absolute violations in linear and nonlinear
constraints at a ‘feasible’ point; i.e., a linear constraint is considered satisfied if its violation does not
exceed r1, and similarly for a nonlinear constraint and r2. If rm < � or rm 	 1, the default value is used,
for m ¼ 1; 2.
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On entry to the local optimizer an iterative procedure is executed in order to find a point that satisfies
the linear constraints and bounds on the variables to within the tolerance r1. All subsequent iterates will
satisfy the linear constraints to within the same tolerance (unless r1 is comparable to the finite
difference interval).

For nonlinear constraints, the feasibility tolerance r2 defines the largest constraint violation that is
acceptable at an optimal point. Since nonlinear constraints are generally not satisfied until the final
iterate, the value of optional parameter Nonlinear Feasibility Tolerance acts as a partial termination
criterion for the iterative sequence generated by the local minimizer (see the discussion of optional
parameter Optimality Tolerance).

These tolerances should reflect the precision of the corresponding constraints. For example, if the
variables and the coefficients in the linear constraints are of order unity, and the latter are correct to
about 6 decimal digits, it would be appropriate to specify r1 as 10�6.

List
Nolist Default

For nag_glopt_nlp_multistart_sqp (e05ucc), normally each optional parameter specification is not
printed as it is supplied. Optional parameter Nolist may be used to suppress the printing and optional
parameter List may be used to turn on printing.

Major Iteration Limit i Default ¼ max 50; 3 nþ nLð Þ þ 10nNð Þ
Iteration Limit
Iters
Itns

The value of i specifies the maximum number of major iterations allowed before termination of each
local subproblem. Setting i ¼ 0 and Major Print Level > 0 means that the workspace needed by each
local minimization will be computed and printed, but no iterations will be performed. If i < 0, the
default value is used.

Major Print Level i Default ¼ 0
Print Level i

The value of i controls the amount of printout produced by the major iterations of
nag_glopt_nlp_multistart_sqp (e05ucc), as indicated below. A detailed description of the printed output
is given in Section 9.1 (summary output at each major iteration and the final solution) and Section 13
(monitoring information at each major iteration). (See also the description of the optional parameter
Minor Print Level.)

The following printout is sent to stdout:

i Output

0 No output.

For the other values described below, the parameters used by the local minimizer are displayed in
addition to intermediate and final output.

i Output

1 The final solution only.

5 One line of summary output ( < 80 characters; see Section 9.1) for each major iteration (no
printout of the final solution).

	 10 The final solution and one line of summary output for each major iteration.

The following printout is sent to the file associated with the FileID defined by the optional parameter
Monitoring File:
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i Output

< 5 No output.

	 5 One long line of output ( > 80 characters; see Section 13) for each major iteration (no printout
of the final solution).

	 20 At each major iteration, the objective function, the Euclidean norm of the nonlinear constraint
violations, the values of the nonlinear constraints (the vector c), the values of the linear
constraints (the vector ALx), and the current values of the variables (the vector x).

	 30 At each major iteration, the diagonal elements of the matrix T associated with the TQ
factorization (5) (see Section 11.1) of the QP working set, and the diagonal elements of R, the
triangular factor of the transformed and reordered Hessian (6) (see Section 11.1).

Minor Iteration Limit i Default ¼ max 50; 3 nþ nL þ nNð Þð Þ
The value of i specifies the maximum number of iterations for finding a feasible point with respect to
the bounds and linear constraints (if any). The value of i also specifies the maximum number of minor
iterations for the optimality phase of each QP subproblem. If i � 0, the default value is used.

Minor Print Level i Default ¼ 0

The value of i controls the amount of printout produced by the minor iterations of
nag_glopt_nlp_multistart_sqp (e05ucc) (i.e., the iterations of the quadratic programming algorithm),
as indicated below. A detailed description of the printed output is given in Section 9.1 (summary output
at each minor iteration and the final QP solution) and Section 13 (monitoring information at each minor
iteration). (See also the description of the optional parameter Major Print Level.) The following
printout is sent to stdout:

i Output

0 No output.

1 The final QP solution only.

5 One line of summary output ( < 80 characters; see Section 9.1) for each minor iteration (no
printout of the final QP solution).

	 10 The final QP solution and one line of summary output for each minor iteration.

The following printout is sent to the file associated with the FileID defined by the optional parameter
Monitoring File:

i Output

< 5 No output.

	 5 One long line of output ( > 80 characters; see Section 9.1) for each minor iteration (no printout
of the final QP solution).

	 20 At each minor iteration, the current estimates of the QP multipliers, the current estimate of the
QP search direction, the QP constraint values, and the status of each QP constraint.

	 30 At each minor iteration, the diagonal elements of the matrix T associated with the TQ
factorization (5) (see Section 11.1) of the QP working set, and the diagonal elements of the
Cholesky factor R of the transformed Hessian (6) (see Section 11.1).

Monitoring File Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

i is of the type Nag_FileID and is obtained by a call to nag_open_file (x04acc).
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If i 	 0 and Major Print Level 	 5 or i 	 0 and Minor Print Level 	 5, monitoring information
produced by nag_glopt_nlp_multistart_sqp (e05ucc) at every iteration is sent to a file with ID i. If i < 0
and/or Major Print Level < 5 and Minor Print Level < 5, no monitoring information is produced.

Optimality Tolerance r Default ¼ �0:8R
The parameter r (�R � r < 1) specifies the accuracy to which you wish the final iterate to approximate a
solution of each local problem. Broadly speaking, r indicates the number of correct figures desired in
the objective function at the solution. For example, if r is 10�6 and a local minimization terminates
successfully, the final value of F should have approximately six correct figures. If r < �r or r 	 1, the
default value is used.

The local optimizer will terminate successfully if the iterative sequence of x values is judged to have
converged and the final point satisfies the first-order Kuhn–Tucker conditions (see Section 11.1). The
sequence of iterates is considered to have converged at x if

� pk k �
ffiffiffi
r
p

1þ xk kð Þ; ð16Þ

where p is the search direction and � the step length from (3). An iterate is considered to satisfy the
first-order conditions for a minimum if

ZTgFR
�� �� � ffiffiffi

r
p

1þmax 1þ F xð Þj j; gFRk kð Þð Þ ð17Þ

and

resj
		 		 � ftol for all j; ð18Þ

where ZTgFR is the projected gradient (see Section 11.1), gFR is the gradient of F xð Þ with respect to the
free variables, resj is the violation of the jth active nonlinear constraint, and ftol is the
Nonlinear Feasibility Tolerance.

Out Level i Default ¼ 0

This option defines the amount of extra information to be sent to the Fortran unit number defined by
Punch Unit. The possible choices for i are the following:

i Meaning

0 No extra output.

1 Updated solutions only. This is useful during long runs to observe progress.

2 Successful start points only. This is useful to save the starting points that gave rise to the final
solution.

3 Both updated solutions and successful start points.

Punch Unit i Default ¼ 6

This option allows you to send information arising from an appropriate setting of Out Level to be sent
to the Fortran unit number defined by Punch Unit. If you wish this file to be different to the standard
output unit (6) where other output is displayed then this file should be attached by calling nag_open_file
(x04acc) prior to calling nag_glopt_nlp_multistart_sqp (e05ucc).

Start Objective Check At Variable i1 Default ¼ 1
Stop Objective Check At Variable i2 Default ¼ n
Start Constraint Check At Variable i3 Default ¼ 1
Stop Constraint Check At Variable i4 Default ¼ n
These keywords take effect only if Verify Level > 0. They may be used to control the verification of
gradient elements computed by objfun and/or Jacobian elements computed by confun. For example, if
the first 30 elements of the objective gradient appeared to be correct in an earlier run, so that only
element 31 remains questionable, it is reasonable to specify Start Objective Check At Variable ¼ 31.
If the first 30 variables appear linearly in the objective, so that the corresponding gradient elements are
constant, the above choice would also be appropriate.
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If i2m�1 � 0 or i2m�1 > min n; i2mð Þ, the default value is used, for m ¼ 1; 2. If i2m � 0 or i2m > n, the
default value is used, for m ¼ 1; 2.

Step Limit r Default ¼ 2:0

If r > 0; r specifies the maximum change in variables at the first step of the linesearch. In some cases,
such as F xð Þ ¼ aebx or F xð Þ ¼ axb, even a moderate change in the elements of x can lead to floating-
point overflow. The parameter r is therefore used to encourage evaluation of the problem functions at
meaningful points. Given any major iterate x, the first point ~x at which F and c are evaluated during the
linesearch is restricted so that

~x� xk k2 � r 1þ xk k2
� �

:

The linesearch may go on and evaluate F and c at points further from x if this will result in a lower
value of the merit function (indicated by L at the end of each line of output produced by the major
iterations; see Section 9.1). If L is printed for most of the iterations, r should be set to a larger value.

Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at wild values. The default value Step Limit ¼ 2:0 should not affect progress on well-
behaved functions, but values such as 0:1 or 0:01 may be helpful when rapidly varying functions are
present. If a small value of Step Limit is selected, a good starting point may be required. An important
application is to the class of nonlinear least squares problems. If r � 0, the default value is used.

Verify Level i Default ¼ 0
Verify i
Verify Constraint Gradients i
Verify Gradients i
Verify Objective Gradients i

These keywords refer to finite difference checks on the gradient elements computed by objfun and
confun. The possible choices for i are as follows:

i Meaning

�1 No checks are performed.

0 Only a ‘cheap’ test will be performed.

	 1 Individual gradient elements will also be checked using a reliable (but more expensive) test.

It is possible to specify Verify Level ¼ 0 to 3 in several ways. For example, the nonlinear objective
gradient (if any) will be verified if either Verify Objective Gradients or Verify Level ¼ 1 is specified.
The constraint gradients will be verified if Verify ¼ YES or Verify Level ¼ 2 or Verify is specified.
Similarly, the objective and the constraint gradients will be verified if Verify ¼ YES or
Verify Level ¼ 3 or Verify is specified.

If 0 � i � 3, gradients will be verified at the first point that satisfies the linear constraints and bounds.

If i ¼ 0, only a ‘cheap’ test will be performed, requiring one call to objfun and (if appropriate) one call
to confun.

If 1 � i � 3, a more reliable (but more expensive) check will be made on individual gradient elements,
w i t h i n t h e r a n g e s s p e c i fi e d b y t h e Start Constraint Check At Variable a n d
Stop Constraint Check At Variable keywords. A result of the form OK or BAD? is printed by
nag_glopt_nlp_multistart_sqp (e05ucc) to indicate whether or not each element appears to be correct.

If 10 � i � 13, the action is the same as for i� 10, except that it will take place at the user-specified
initial value of x.

If i < �1 or 4 � i � 9 or i > 13, the default value is used.

We suggest that Verify Level ¼ 3 be used whenever a new function function is being developed.
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13 Description of Monitoring Information

This section describes the long line of output ( > 80 characters) which forms part of the monitoring
information produced by nag_glopt_nlp_multistart_sqp (e05ucc). (See also the description of the
optional parameters Major Print Level, Minor Print Level and Monitoring File.) You can control the
level of printed output.

When Major Print Level 	 5 and Monitoring File 	 0, the following line of output is produced at
every major iteration of nag_glopt_nlp_multistart_sqp (e05ucc) on the file specified by
Monitoring File. In all cases, the values of the quantities printed are those in effect on completion
of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases
of the QP subproblem. Generally, Mnr will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11). Note that Mnr may be greater than the optional
parameter Minor Iteration Limit if some iterations are required for the
feasibility phase.

Step is the step �k taken along the computed search direction. On reasonably well-
behaved local problems, the unit step (i.e., �k ¼ 1) will be taken as the solution is
approached.

Nfun is the cumulative number of evaluations of the objective function needed for the
linesearch. Evaluations needed for the estimation of the gradients by finite
differences are not included. Nfun is printed as a guide to the amount of work
required for the linesearch.

Merit Function is the value of the augmented Lagrangian merit function (12) at the current
iterate. This function will decrease at each iteration unless it was necessary to
increase the penalty parameters (see Section 11.3). As the solution is approached,
Merit Function will converge to the value of the objective function at the
solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line) then the merit function is a large multiple of the
constraint violations, weighted by the penalty parameters. During a sequence of
major iterations with infeasible subproblems, the sequence of Merit Function
values will decrease monotonically until either a feasible subproblem is obtained
or the local optimizer terminates. Repeated failures will prevent a feasible point
being found for the nonlinear constraints.

If there are no nonlinear constraints present (i.e., ncnln ¼ 0) then this entry
contains Objective, the value of the objective function F xð Þ. The objective
function will decrease monotonically to its optimal value when there are no
nonlinear constraints.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11.2). Norm
Gz will be approximately zero in the neighbourhood of a solution.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnln is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Nz is the number of columns of Z (see Section 11.2). The value of Nz is the number
of variables minus the number of constraints in the predicted active set; i.e.,
Nz ¼ n� Bndþ Linþ Nlnð Þ.

Bnd is the number of simple bound constraints in the predicted active set.

Lin is the number of general linear constraints in the predicted working set.

Nln is the number of nonlinear constraints in the predicted active set (not printed if
ncnln is zero).
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Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if ncnln is zero).

Cond H is a lower bound on the condition number of the Hessian approximation H.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ (HZ ¼ ZTHFRZ ¼ RT

ZRZ ; see (6)). The larger this number, the more difficult
the local problem.

Cond T is a lower bound on the condition number of the matrix of predicted active
constraints.

Conv is a three-letter indication of the status of the three convergence tests (16)–(18)
defined in the description of the optional parameter Optimality Tolerance. Each
letter is T if the test is satisfied and F otherwise. The three tests indicate whether:

(i) the sequence of iterates has converged;

(ii) the projected gradient (Norm Gz) is sufficiently small; and

(iii) the norm of the residuals of constraints in the predicted active set (Violtn)
is small enough.

If any of these indicators is F for a successful local minimization you should
check the solution carefully.

M is printed if the quasi-Newton update has been modified to ensure that the
Hessian approximation is positive definite (see Section 11.4).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences have been used to compute the unspecified
objective and constraint gradients. If the value of Step is zero then the switch to
central differences was made because no lower point could be found in the
linesearch. (In this case, the QP subproblem is resolved with the central
difference gradient and Jacobian.) If the value of Step is nonzero then central
differences were computed because Norm Gz and Violtn imply that x is close to
a Kuhn–Tucker point (see Section 11.1).

L is printed if the linesearch has produced a relative change in x greater than the
value defined by the optional parameter Step Limit. If this output occurs
frequently during later iterations of the run, optional parameter Step Limit should
be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned then the approximate Hessian is refactorized using column
interchanges. If necessary, R is modified so that its diagonal condition estimator
is bounded.
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NAG Library Function Document

nag_glopt_nlp_multistart_sqp_lsq (e05usc)

1 Purpose

nag_glopt_nlp_multistart_sqp_lsq (e05usc) is designed to find the global minimum of an arbitrary
smooth sum of squares function subject to constraints (which may include simple bounds on the
variables, linear constraints and smooth nonlinear constraints) by generating a number of different
starting points and performing a local search from each using sequential quadratic programming.

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_nlp_multistart_sqp_lsq (Integer m, Integer n, Integer nclin,
Integer ncnln, const double a[], Integer pda, const double bl[],
const double bu[], const double y[],

void (*confun)(Integer *mode, Integer ncnln, Integer n, Integer pdcjsl,
const Integer needc[], const double x[], double c[], double cjsl[],
Integer nstate, Nag_Comm *comm),

void (*objfun)(Integer *mode, Integer m, Integer n, Integer pdfjsl,
Integer needfi, const double x[], double f[], double fjsl[],
Integer nstate, Nag_Comm *comm),

Integer npts, double x[], Integer pdx,

void (*start)(Integer npts, double quas[], Integer n,
Nag_Boolean repeat1, const double bl[], const double bu[],
Nag_Comm *comm, Integer *mode),

Nag_Boolean repeat1, Integer nb, double objf[], double f[],
double fjac[], Integer ldfjac, Integer sdfjac, Integer iter[],
double c[], Integer pdc, double cjac[], Integer ldcjac, Integer sdcjac,
double clamda[], Integer pdclamda, Integer istate[], Integer pdistate,
Integer iopts[], double opts[], Nag_Comm *comm, Integer info[],
NagError *fail)

Before calling nag_glopt_nlp_multistart_sqp_lsq (e05usc), the optional parameter arrays iopts and opts
MUST be initialized for use with nag_glopt_nlp_multistart_sqp_lsq (e05usc) by calling nag_glop
t_opt_set (e05zkc) with optstr set to ‘Initialize = e05usc’. Optional parameters may subsequently
be specified by calling nag_glopt_opt_set (e05zkc) before the call to nag_glopt_nlp_multistart_sqp_lsq
(e05usc).

3 Description

The problem is assumed to be stated in the following form:

minimize
x2Rn

F xð Þ ¼ 1
2

Xm
i¼1

yi � fi xð Þð Þ2 subject to l �
x
ALx
c xð Þ

0@ 1A � u; ð1Þ

where F xð Þ (the objective function) is a nonlinear function which can be represented as the sum of
squares of m subfunctions y1 � f1 xð Þð Þ; y2 � f2 xð Þð Þ; . . . ; ym � fm xð Þð Þ, the yi are constant, AL is an nL
by n constant linear constraint matrix, and c xð Þ is an nN element vector of nonlinear constraint
functions. (The matrix AL and the vector c xð Þ may be empty.) The objective function and the constraint
functions are assumed to be smooth, i.e., at least twice-continuously differentiable. (This function will
usually solve (1) if any isolated discontinuities are away from the solution.)
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nag_glopt_nlp_multistart_sqp_lsq (e05usc) solves a user-specified number of local optimization
problems with different starting points. You may specify the starting points via the function start. If
a random number generator is used to generate the starting points then the argument repeat1 allows you
to specify whether a repeatable set of points are generated or whether different starting points are
generated on different calls. The resulting local minima are ordered and the best nb results returned in
order of ascending values of the resulting objective function values at the minima. Thus the value
returned in position 1 will be the best result obtained. If a sufficiently high number of different points
are chosen then this is likely to be the global minimum.

4 References

Gill P E, Murray W and Wright M H (1981) Practical Optimization Academic Press

Hock W and Schittkowski K (1981) Test Examples for Nonlinear Programming Codes. Lecture Notes in
Economics and Mathematical Systems 187 Springer–Verlag

5 Arguments

1: m – Integer Input

On entry: m, the number of subfunctions associated with F xð Þ.
Constraint: m > 0.

2: n – Integer Input

On entry: n, the number of variables.

Constraint: n > 0.

3: nclin – Integer Input

On entry: nL, the number of general linear constraints.

Constraint: nclin 	 0.

4: ncnln – Integer Input

On entry: nN , the number of nonlinear constraints.

Constraint: ncnln 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n when nclin > 0.

Where A i; jð Þ appears in this document, it refers to the array element a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the matrix AL of general linear constraints in (1). That is, A i; jð Þ must contain the jth
coefficient of the ith general linear constraint, for j ¼ 1; 2; . . . ; n and i ¼ 1; 2; . . . ;nclin. If
nclin ¼ 0 then a may be specified as NULL.

6: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 nclin.

7: bl½nþ nclinþ ncnln� – const double Input
8: bu½nþ nclinþ ncnln� – const double Input

On entry: bl must contain the lower bounds and bu the upper bounds for all the constraints in the
following order. The first n elements of each array must contain the bounds on the variables, the
next nL elements the bounds for the general linear constraints (if any) and the next nN elements
the bounds for the general nonlinear constraints (if any). To specify a nonexistent lower bound (i.
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e., lj ¼ �1), set bl½j� 1� � �bigbnd, and to specify a nonexistent upper bound (i.e., uj ¼ þ1),
set bu½j� 1� 	 bigbnd; the default value of bigbnd is 1020, but this may be changed by the
optional parameter Infinite Bound Size. To specify the jth constraint as an equality, set
bl½j� 1� ¼ bu½j� 1� ¼ �, say, where �j j < bigbnd.

Constraints:

bl½j � 1� � bu½j � 1�, for j ¼ 1; 2; . . . ;nþ nclinþ ncnln;
if bl½j� 1� ¼ bu½j� 1� ¼ �, �j j < bigbnd.

9: y½m� – const double Input

On entry: the coefficients of the constant vector y of the objective function.

10: confun – function, supplied by the user External Function

confun must calculate the vector c xð Þ of nonlinear constraint functions and (optionally) its

Jacobian ( ¼ @c

@x
) for a specified n-element vector x. If there are no nonlinear constraints (i.e.,

ncnln ¼ 0), confun will never be called by nag_glopt_nlp_multistart_sqp_lsq (e05usc) and the
NAG defined null void function pointer, NULLFN, may be supplied in the call instead. If there
are nonlinear constraints, the first call to confun will occur before the first call to objfun.

The specification of confun is:

void confun (Integer *mode, Integer ncnln, Integer n, Integer pdcjsl,
const Integer needc[], const double x[], double c[],
double cjsl[], Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which values must be assigned during each call of confun. Only the
following values need be assigned, for each value of i such that needc½i� 1� > 0:

mode ¼ 0
c½i� 1�, the ith nonlinear constraint.

mode ¼ 1
All available elements in CJSL i; jð Þ, for j ¼ 1; 2; . . . ; n (see cjsl for the definition
of CJSL).

mode ¼ 2
c½i� 1� and all available elements in CJSL i; jð Þ, for j ¼ 1; 2; . . . ; n (see cjsl for
the definition of CJSL).

On exit: may be set to a negative value if you wish to abandon the solution to the
current local minimization problem. In this case nag_glopt_nlp_multistart_sqp_lsq
(e05usc) will move to the next local minimization problem.

2: ncnln – Integer Input

On entry: nN , the number of nonlinear constraints.

3: n – Integer Input

On entry: n, the number of variables.

4: pdcjsl – Integer Input

On entry: the stride separating matrix row elements in the array cjsl.

5: needc½ncnln� – const Integer Input

On entry: the indices of the elements of c and/or cjsl that must be evaluated by confun.
If needc½i� 1� > 0, c½i� 1� and/or the available elements of CJSL i; jð Þ, for
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j ¼ 1; 2; . . . ;n (see argument mode) must be evaluated at x. See cjsl for the definition
of CJSL.

6: x½n� – const double Input

On entry: x, the vector of variables at which the constraint functions and/or the
available elements of the constraint Jacobian are to be evaluated.

7: c½ncnln� – double Output

On exit: if needc½i� 1� > 0 and mode ¼ 0 or 2, c½i� 1� must contain the value of ci xð Þ.
The remaining elements of c, corresponding to the non-positive elements of needc, need
not be set.

8: cjsl½dim� – double Input/Output

Note: the dimension, dim, of the array cjsl is pdcjsl� n.

Where CJSL i; jð Þ appears in this document, it refers to the array element
cjsl½ j� 1ð Þ � pdcjslþ i� 1�.
CJSL may be regarded as a two-dimensional ‘slice’ in column order of the three-
dimensional matrix CJAC stored in the array cjac of nag_glopt_nlp_multistart_sqp_lsq
(e05usc).

On entry: unless Derivative Level ¼ 2 or 3, the elements of cjsl are set to special
values which enable nag_glopt_nlp_multistart_sqp_lsq (e05usc) to detect whether they
are changed by confun.

On exit: if needc½i� 1� > 0 and mode ¼ 1 or 2, CJSL i; jð Þ, for j ¼ 1; 2; . . . ; n, must
contain the available elements of the vector rci given by

rci ¼
@ci
@x1

;
@ci
@x2

; . . . ;
@ci
@xn

� �T

;

where
@ci
@xj

is the partial derivative of the ith constraint with respect to the jth variable,

evaluated at the point x. See also the argument nstate. The remaining CJSL i; jð Þ, for
j ¼ 1; 2; . . . ;n, corresponding to non-positive elements of needc, need not be set.

If all elements of the constraint Jacobian are known (i.e., Derivative Level ¼ 2 or 3),
any constant elements may be assigned to cjsl one time only at the start of each local
optimization. An element of cjsl that is not subsequently assigned in confun will retain
its initial value throughout the local optimization. Constant elements may be loaded into
cjsl during the first call to confun for the local optimization (signalled by the value
nstate ¼ 1). The ability to preload constants is useful when many Jacobian elements are
identically zero, in which case cjsl may be initialized to zero and nonzero elements may
be reset by confun.

Note that constant nonzero elements do affect the values of the constraints. Thus, if
CJSL i; jð Þ is set to a constant value, it need not be reset in subsequent calls to confun,
but the value CJSL i; jð Þ � x½j� 1� must nonetheless be added to c½i� 1�. For example,
if CJSL 1; 1ð Þ ¼ 2 and CJSL 1; 2ð Þ ¼ �5 then the term 2� x½0� � 5� x½1� must be
included in the definition of c½0�.
It must be emphasized that, if Derivative Level ¼ 0 or 1, unassigned elements of cjsl
are not treated as constant; they are estimated by finite differences, at nontrivial
expense. If you do not supply a value for the optional parameter Difference Interval,
an interval for each element of x is computed automatically at the start of each local
optimization. The automatic procedure can usually identify constant elements of cjsl,
which are then computed once only by finite differences.
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9: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_glopt_nlp_multistart_sqp_lsq (e05usc) is calling
confun for the first time on the current local optimization problem. This argument
setting allows you to save computation time if certain data must be read or calculated
only once.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to confun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_multis
tart_sqp_lsq (e05usc) you may allocate memory and initialize these pointers
with various quantities for use by confun when called from nag_glopt_nlp_mul
tistart_sqp_lsq (e05usc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

confun should be tested separately before being used in conjunction with nag_glopt_nlp_multis
tart_sqp_lsq (e05usc). See also the description of the optional parameter Verify.

11: objfun – function, supplied by the user External Function

objfun must calculate either the ith element of the vector f xð Þ ¼ f1 xð Þ; f2 xð Þ; . . . ; fm xð Þð ÞT or all

m elements of f xð Þ and (optionally) its Jacobian ( ¼ @f
@x

) for a specified n-element vector x.

The specification of objfun is:

void objfun (Integer *mode, Integer m, Integer n, Integer pdfjsl,
Integer needfi, const double x[], double f[], double fjsl[],
Integer nstate, Nag_Comm *comm)

1: mode – Integer * Input/Output

On entry: indicates which values must be assigned during each call of objfun. Only the
following values need be assigned:

mode ¼ 0 and needfi ¼ i, where i > 0
f½i� 1�.

mode ¼ 0 and needfi < 0
f.

mode ¼ 1 and needfi < 0
All available elements of fjsl.

mode ¼ 2 and needfi < 0
f and all available elements of fjsl.

On exit: may be set to a negative value if you wish to abandon the solution to the
current local minimization problem. In this case nag_glopt_nlp_multistart_sqp_lsq
(e05usc) will move to the next local minimization problem.

2: m – Integer Input

On entry: m, the number of subfunctions.

3: n – Integer Input

On entry: n, the number of variables.
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4: pdfjsl – Integer Input

On entry: the stride separating matrix row elements in the array fjsl.

5: needfi – Integer Input

On entry: if needfi ¼ i > 0, only the ith element of f xð Þ needs to be evaluated at x; the
remaining elements need not be set. This can result in significant computational savings
when m� n.

6: x½n� – const double Input

On entry: x, the vector of variables at which the objective function and/or all available
elements of its gradient are to be evaluated.

7: f½m� – double Output

On exit: if mode ¼ 0 and needfi ¼ i > 0, f½i� 1� must contain the value of fi at x.

If mode ¼ 0 or 2 and needfi < 0, f½i � 1� must contain the value of fi at x, for
i ¼ 1; 2; . . . ;m.

8: fjsl½dim� – double Input/Output

Note: the dimension, dim, of the array fjsl is pdfjsl� n.

The i; jð Þth element of the matrix is stored in fjsl½ j� 1ð Þ � pdfjslþ i� 1�.
FJSL may be regarded as a two-dimensional ‘slice’ in column order of the three-
dimensional matrix FJAC stored in the array fjac of nag_glopt_nlp_multistart_sqp_lsq
(e05usc).

On entry: is set to a special value.

On exit: if mode ¼ 1 or 2 and needfi < 0, the ith row of fjsl must contain the available
elements of the vector rfi given by

rfi ¼ @fi=@x1; @fi=@x2; . . . ; @fi=@xnð ÞT;

evaluated at the point x. See also the argument nstate.

9: nstate – Integer Input

On entry: if nstate ¼ 1 then nag_glopt_nlp_multistart_sqp_lsq (e05usc) is calling
objfun for the first time on the current local optimization problem. This argument
setting allows you to save computation time if certain data must be read or calculated
only once.

10: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to objfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_multis
tart_sqp_lsq (e05usc) you may allocate memory and initialize these pointers
with various quantities for use by objfun when called from nag_glopt_nlp_mul
tistart_sqp_lsq (e05usc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

objfun should be tested separately before being used in conjunction with nag_glopt_nlp_multis
tart_sqp_lsq (e05usc). See also the description of the optional parameter Verify.
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12: npts – Integer Input

On entry: the number of different starting points to be generated and used. The more points used,
the more likely that the best returned solution will be a global minimum.

Constraint: 1 � nb � npts.

13: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least pdx� nb.

Where X j; ið Þ appears in this document, it refers to the array element x½ i� 1ð Þ � pdxþ j� 1�.
On exit: X j; ið Þ contains the final estimate of the ith solution, for j ¼ 1; 2; . . . ; n.

14: pdx – Integer Input

On entry: the first dimension of X as stored in the array x.

Constraint: pdx 	 n.

15: start – function, supplied by the user External Function

start must calculate the npts starting points to be used by the local optimizer. If you do not wish
to write a function specific to your problem then you can specify the NAG defined null void
function pointer, NULLFN in the call. In this case, a default function uses the NAG quasi-
random number generators to distribute starting points uniformly across the domain. It is affected
by the value of repeat1.

The specification of start is:

void start (Integer npts, double quas[], Integer n,
Nag_Boolean repeat1, const double bl[], const double bu[],
Nag_Comm *comm, Integer *mode)

1: npts – Integer Input

On entry: indicates the number of starting points.

2: quas½n� npts� – double Input/Output

Note: where QUAS j; ið Þ appears in this document, it refers to the array element
quas½ i� 1ð Þ � nþ j� 1�.
On entry: all elements of quas will have been set to zero, so only nonzero values need
be set subsequently.

On exit: must contain the starting points for the npts local minimizations, i.e.,
QUAS j; ið Þ must contain the jth component of the ith starting point.

3: n – Integer Input

On entry: the number of variables.

4: repeat1 – Nag_Boolean Input

On entry: specifies whether a repeatable or non-repeatable sequence of points are to be
generated.

5: bl½n� – const double Input

On entry: the lower bounds on the variables. These may be used to ensure that the
starting points generated in some sense ‘cover’ the region, but there is no requirement
that a starting point be feasible.
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6: bu½n� – const double Input

On entry: the upper bounds on the variables. (See bl.)

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to start.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_glopt_nlp_multis
tart_sqp_lsq (e05usc) you may allocate memory and initialize these pointers
with various quantities for use by start when called from nag_glopt_nlp_multis
tart_sqp_lsq (e05usc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

8: mode – Integer * Input/Output

On entry: mode will contain 0.

On exit: if you set mode to a negative value then nag_glopt_nlp_multistart_sqp_lsq
(e05usc) will terminate immediately with fail:code ¼ NE_USER_STOP. Provided fail is
not NAGERR_DEFAULT on entry to nag_glopt_nlp_multistart_sqp_lsq (e05usc),
fail:errnum will contain this value of mode.

16: repeat1 – Nag_Boolean Input

On entry: is passed as an argument to start and may be used to initialize a random number
generator to a repeatable, or non-repeatable, sequence. See Section 9 for more detail.

17: nb – Integer Input

On entry: the number of solutions to be returned. The function saves up to nb local minima
ordered by increasing value of the final objective function. If the defining criterion for ‘best
solution’ is only that the value of the objective function is as small as possible then nb should be
set to 1. However, if you want to look at other solutions that may have desirable properties then
setting nb > 1 will produce nb local minima, ordered by increasing value of their objective
functions at the minima.

Constraint: 1 � nb � npts.

18: objf½nb� – double Output

On exit: objf½i� 1� contains the value of the objective function at the final iterate for the ith
solution.

19: f½dim� – double Output

Note: the dimension, dim, of the array f must be at least m� nb.

Where F j; ið Þ appears in this document, it refers to the array element f½ i� 1ð Þ �mþ j� 1�.
On exit: F j; ið Þ contains the value of the jth function fj at the final iterate, for j ¼ 1; 2; . . . ;m, for
the ith solution, for i ¼ 1; 2; . . . ; nb.

20: fjac½dim� – double Output

Note: the dimension, dim, of the array fjac must be at least ldfjac� sdfjac� nb.

Where FJAC k; j; ið Þ appears in this document, it refers to the array element
fjac½ i� 1ð Þ � ldfjac� sdfjacþ j� 1ð Þ � ldfjacþ k� 1�.
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On exit: for the ith returned solution, the Jacobian matrix of the functions f1; f2; . . . ; fm at the
final iterate, i.e., FJAC k; j; ið Þ contains the partial derivative of the kth function with respect to
the jth variable, for k ¼ 1; 2; . . . ;m, j ¼ 1; 2; . . . ; n and i ¼ 1; 2; . . . ; nb. (See also the discussion
of argument fjsl under objfun.)

21: ldfjac – Integer Input

On entry: the first dimension of the matrix FJAC as stored in the array fjac.

Constraint: ldfjac 	 m.

22: sdfjac – Integer Input

On entry: the second dimension of the matrix FJAC as stored in the array fjac.

Constraint: sdfjac 	 n.

23: iter½nb� – Integer Output

On exit: iter½i� 1� contains the number of major iterations performed to obtain the ith solution.
If less than nb solutions are returned then iter½nb� 1� contains the number of starting points that
have resulted in a converged solution. If this is close to npts then this might be indicative that
fewer than nb local minima exist.

24: c½dim� – double Output

Note: the dimension, dim, of the array c must be at least pdc� nb.

Where C j; ið Þ appears in this document, it refers to the array element c½ i� 1ð Þ � pdcþ j� 1�.
On exit: if ncnln > 0, C j; ið Þ contains the value of the jth nonlinear constraint function cj at the
final iterate, for the ith solution, for j ¼ 1; 2; . . . ;ncnln.

If ncnln ¼ 0, the array c is not referenced and may be specified as NULL.

25: pdc – Integer Input

On entry: the first dimension of C as stored in the array c.

Constraint: pdc 	 ncnln.

26: cjac½dim� – double Output

Note: the dimension, dim, of the array cjac must be at least ldcjac� sdcjac� nb.

Where CJAC k; j; ið Þ appears in this document, it refers to the array element
cjac½ i� 1ð Þ � ldcjac� sdcjacþ j� 1ð Þ � ldcjacþ k� 1�.
On exit: if ncnln > 0, cjac contains the Jacobian matrices of the nonlinear constraint functions at
the final iterate for each of the returned solutions, i.e., CJAC k; j; ið Þ contains the partial
derivative of the kth constraint function with respect to the jth variable, for k ¼ 1; 2; . . . ; ncnln
and j ¼ 1; 2; . . . ; n, for the ith solution. (See the discussion of argument cjsl under confun.)

If ncnln ¼ 0, the array cjac is not referenced and may be specified as NULL.

27: ldcjac – Integer Input

On entry: the first dimension of the matrix CJAC as stored in the array cjac.

Constraint: ldcjac 	 ncnln.

28: sdcjac – Integer Input

On entry: the second dimension of the matrix CJAC as stored in the array cjac.

Constraint: if ncnln > 0, sdcjac 	 n.
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29: clamda½dim� – double Output

Note: the dimension, dim, of the array clamda must be at least pdclamda� nb.

Where CLAMDA j; ið Þ appears in this document, it refers to the array element
clamda½ i� 1ð Þ � pdclamdaþ j� 1�.
On exit: the values of the QP multipliers from the last QP subproblem solved for the ith solution.
CLAMDA j; ið Þ should be non-negat ive if ISTATE j; ið Þ ¼ 1 and non-posi t ive if
ISTATE j; ið Þ ¼ 2.

30: pdclamda – Integer Input

On entry: the stride separating matrix row elements in the array clamda.

Constraint: pdclamda 	 nþ nclinþ ncnln.

31: istate½dim� – Integer Output

Note: the dimension, dim, of the array istate must be at least pdistate� nb.

Where ISTATE j; ið Þ appears in this document, it refers to the array element
istate½ i� 1ð Þ � pdistateþ j� 1�.
On exit: ISTATE j; ið Þ contains the status of the constraints in the QP working set for the ith
solution. The significance of each possible value of ISTATE j; ið Þ is as follows:

ISTATE j; ið Þ Meaning

0 The constraint is satisfied to within the feasibility tolerance, but is not in the QP
working set.

1 This inequality constraint is included in the QP working set at its lower bound.

2 This inequality constraint is included in the QP working set at its upper bound.

3 This constraint is included in the QP working set as an equality. This value of
istate can occur only when bl½j� 1� ¼ bu½j� 1�.

32: pdistate – Integer Input

On entry: the stride separating matrix row elements in the array istate.

Constraint: pdistate 	 nþ nclinþ ncnln.

33: iopts½740� – Integer Communication Array
34: opts½485� – double Communication Array

The arrays iopts and opts MUST NOT be altered between calls to any of the functions
nag_glopt_nlp_multistart_sqp_lsq (e05usc) and nag_glopt_opt_set (e05zkc).

35: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

36: info½nb� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, info½i� 1� contains one of 0, 1 or 6.

info½i� 1� ¼ 1
The final iterate x satisfies the first-order Kuhn–Tucker conditions (see Section 11 in
nag_opt_nlp_solve (e04wdc)) to the accuracy requested, but the sequence of iterates has
not yet converged. The local optimizer was terminated because no further improvement
could be made in the merit function (see Section 9.1).
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info½i� 1� ¼ 6
x does not satisfy the first-order Kuhn–Tucker conditions (see Section 11) and no
improved point for the merit function (see Section 9.1) could be found during the final
linesearch.

This sometimes occurs because an overly stringent accuracy has been requested, i.e., the value of
the optional parameter Optimality Tolerance (default value ¼ �0:8R , where �R is the value of the
optional parameter Function Precision (default value ¼ �0:9, where � is the machine precision))
is too small.

As usual 0 denotes success.

If fail:code ¼ NW_SOME_SOLUTIONS on exit, then not all nb solutions have been found, and
info½nb� 1� contains the number of solutions actually found.

37: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

On entry, bl½i� 1� > bu½i� 1�: i ¼ valueh i.
Constraint: bl½i� 1� � bu½i� 1�, for all i.

NE_DERIV_ERRORS

The user-supplied derivatives of the objective function and/or nonlinear constraints appear to be
incorrect.

Large errors were found in the derivatives of the objective function and/or nonlinear constraints.
This value of fail.code will occur if the verification process indicated that at least one gradient or
Jacobian element had no correct figures. You should refer to or enable the printed output to
determine which elements are suspected to be in error.

As a first-step, you should check that the code for the objective and constraint values is correct –
for example, by computing the function at a point where the correct value is known. However,
care should be taken that the chosen point fully tests the evaluation of the function. It is
remarkable how often the values x ¼ 0 or x ¼ 1 are used to test function evaluation procedures,
and how often the special properties of these numbers make the test meaningless.

Gradient checking will be ineffective if the objective function uses information computed by the
constraints, since they are not necessarily computed before each function evaluation.

Errors in programming the function may be quite subtle in that the function value is ‘almost’
correct. For example, the function may not be accurate to full precision because of the inaccurate
calculation of a subsidiary quantity, or the limited accuracy of data upon which the function
depends. A common error on machines where numerical calculations are usually performed in
double precision is to include even one single precision constant in the calculation of the
function; since some compilers do not convert such constants to double precision, half the correct
figures may be lost by such a seemingly trivial error.
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NE_INITIALIZATION

Failed to initialize optional parameter arrays.

NE_INT

On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nclin ¼ valueh i.
Constraint: nclin 	 0.

On entry, ncnln ¼ valueh i.
Constraint: ncnln 	 0.

NE_INT_2

On entry, ldcjac ¼ valueh i and ncnln ¼ valueh i.
Constraint: ldcjac 	 ncnln.

On entry, ldfjac ¼ valueh i and m ¼ valueh i.
Constraint: ldfjac 	 m.

On entry, nb ¼ valueh i and npts ¼ valueh i.
Constraint: 1 � nb � npts.

On entry, pda ¼ valueh i and nclin ¼ valueh i.
Constraint: pda 	 nclin.

On entry, pdc ¼ valueh i and ncnln ¼ valueh i.
Constraint: pdc 	 ncnln.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, sdfjac ¼ valueh i and n ¼ valueh i.
Constraint: sdfjac 	 n.

NE_INT_3

On entry, ncnln > 0, sdcjac ¼ valueh i and n ¼ valueh i.
Constraint: if ncnln > 0, sdcjac 	 n.

NE_INT_4

On entry, pdclamda ¼ valueh i, n ¼ valueh i, nclin ¼ valueh i and ncnln ¼ valueh i.
Constraint: pdclamda 	 nþ nclinþ ncnln.

On entry, pdistate ¼ valueh i, n ¼ valueh i, nclin ¼ valueh i and ncnln ¼ valueh i.
Constraint: pdistate 	 nþ nclinþ ncnln.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_LIN_NOT_FEASIBLE

nag_glopt_nlp_multistart_sqp_lsq (e05usc) has terminated without finding any solutions. The
majority of calls to the local optimizer have failed to find a feasible point for the linear
constraints and bounds, which means that either no feasible point exists for the given value of the
optional parameter Linear Feasibility Tolerance (default value

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
macheps
p

, where macheps is
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the machine precision), or no feasible point could be found in the number of iterations specified
by the optional parameter Minor Iteration Limit. You should check that there are no constraint
redundancies. If the data for the constraints are accurate only to an absolute precision �, you
should ensure that the value of the optional parameter Linear Feasibility Tolerance is greater
than �. For example, if all elements of AL are of order unity and are accurate to only three
decimal places, Linear Feasibility Tolerance should be at least 10�3.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SOLUTION

nag_glopt_nlp_multistart_sqp_lsq (e05usc) has failed to find any solutions. The majority of local
optimizations have failed because the limiting number of iterations have been reached.

NE_NONLIN_NOT_FEASIBLE

nag_glopt_nlp_multistart_sqp_lsq (e05usc) has failed to find any solutions. The majority of local
optimizations could not find a feasible point for the nonlinear constraints. The problem may have
no feasible solution. This behaviour will occur if there is no feasible point for the nonlinear
constraints. (However, there is no general test that can determine whether a feasible point exists
for a set of nonlinear constraints.)

NE_USER_STOP

User terminated computation from start procedure: mode ¼ valueh i.

NW_SOME_SOLUTIONS

Only valueh i solutions obtained.

Not all nb solutions have been found. info½nb� 1� contains the number actually found.

7 Accuracy

If fail:code ¼ NE_NOERROR on exit and the value of info½i� 1� ¼ 0, then the vector returned in the
array x for solution i is an estimate of the solution to an accuracy of approximately
Optimality Tolerance.

8 Parallelism and Performance

nag_glopt_nlp_multistart_sqp_lsq (e05usc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library. In these implementations, this function may make calls to the
user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas within the user
functions can only be used if you are compiling the user-supplied function and linking the executable in
accordance with the instructions in the Users' Note for your implementation. You must also ensure that
you use the NAG communication argument comm in a thread safe manner, which is best achieved by
only using it to supply read-only data to the user functions.

nag_glopt_nlp_multistart_sqp_lsq (e05usc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

You should be wary of requesting much intermediate output from the local optimizer, since large
volumes may be produced if npts is large.

In computing the default set of starting points, nag_glopt_nlp_multistart_sqp_lsq (e05usc) makes use of
the NAG quasi-random Sobol generator (nag_quasi_init (g05ylc) and nag_quasi_rand_uniform
(g05ymc)). If NULLFN is used as the actual argument for start and repeat1 ¼ Nag FALSE then a
randomly chosen value for iskip is used, otherwise iskip is set to 100. If repeat1 is set to Nag_FALSE
and the program is executed several times, each time producing the same best answer, then there is
increased probability that this answer is a global minimum. However, if it is important that identical
results be obtained on successive runs, then repeat1 should be set to Nag_TRUE.

9.1 Description of the Printed Output

This section describes the intermediate printout and final printout that may be produced by
nag_glopt_nlp_multistart_sqp_lsq (e05usc). The intermediate printout is a subset of the monitoring
information produced by the function at every iteration (see Section 13). You can control the level of
printed output (see the description of the optional parameters Major Print Level and
Minor Print Level). Note that the intermediate printout and final printout are produced only if
Major Print Level 	 10 or Minor Print Level 	 10.

The following line of summary output ( < 80 characters) is produced at every major iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases
of the QP subproblem. Generally, Mnr will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11). Note that Mnr may be greater than the optional
parameter Minor Iteration Limit if some iterations are required for the
feasibility phase.

Step is the step �k taken along the computed search direction. On reasonably well-
behaved local problems, the unit step (i.e., �k ¼ 1) will be taken as the solution is
approached.

Merit Function is the value of the augmented Lagrangian merit function (12) in nag_opt_nl
p_revcomm (e04ufc) at the current iterate. This function will decrease at each
iteration unless it was necessary to increase the penalty parameters (see
Section 11 in nag_opt_nlp_solve (e04wdc)). As the solution is approached,
Merit Function will converge to the value of the objective function at the
solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line) then the merit function is a large multiple of the
constraint violations, weighted by the penalty parameters. During a sequence of
major iterations with infeasible subproblems, the sequence of Merit Function
values will decrease monotonically until either a feasible subproblem is obtained
or the local optimizer terminates. Repeated failures will prevent a feasible point
being found for the nonlinear constraints.

If there are no nonlinear constraints present (i.e., ncnln ¼ 0) then this entry
contains Objective, the value of the objective function F xð Þ. The objective
function will decrease monotonically to its optimal value when there are no
nonlinear constraints.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11 in
nag_opt_nlp_solve (e04wdc)). Norm Gz will be approximately zero in the
neighbourhood of a solution.
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Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnln is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ (HZ ¼ ZTHFRZ ¼ RT

ZRZ ; see (6) and (11) in nag_opt_nlp_revcomm
(e04ufc)). The larger this number, the more difficult the local problem.

M is printed if the quasi-Newton update has been modified to ensure that the
Hessian approximation is positive definite (see Section 11 in nag_opt_nlp_solve
(e04wdc)).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences have been used to compute the unspecified
objective and constraint gradients. If the value of Step is zero then the switch to
central differences was made because no lower point could be found in the
linesearch. (In this case, the QP subproblem is resolved with the central
difference gradient and Jacobian.) If the value of Step is nonzero then central
differences were computed because Norm Gz and Violtn imply that x is close to
a Kuhn–Tucker point (see Section 11 in nag_opt_nlp_solve (e04wdc)).

L is printed if the linesearch has produced a relative change in x greater than the
value defined by the optional parameter Step Limit. If this output occurs
frequently during later iterations of the run, optional parameter Step Limit should
be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned then the approximate Hessian is refactorized using column
interchanges. If necessary, R is modified so that its diagonal condition estimator
is bounded.

The following line of summary output ( < 80 characters) is produced at every minor iteration. In all
cases, the values of the quantities printed are those in effect on completion of the given iteration.

Itn is the iteration count.

Step is the step taken along the computed search direction. If a constraint is added
during the current iteration (i.e., Jadd is positive), Step will be the step to the
nearest constraint. During the optimality phase, the step can be greater than one
only if the factor RZ is singular. (See Section 11.)

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective is the value of the current objective function. If x is not feasible, Sinf gives a
weighted sum of the magnitudes of constraint violations. If x is feasible,
Objective is the value of the objective function of the QP subproblem. The
output line for the final iteration of the feasibility phase (i.e., the first iteration for
which Ninf is zero) will give the value of the true objective at the first feasible
point.

During the optimality phase the value of the objective function will be
nonincreasing. During the feasibility phase the number of constraint infeasibilities
will not increase until either a feasible point is found or the optimality of the
multipliers implies that no feasible point exists. Once optimal multipliers are
obtained the number of infeasibilities can increase, but the sum of infeasibilities
will either remain constant or be reduced until the minimum sum of infeasibilities
is found.

Norm Gz is ZT
1 gFR

�� ��, the Euclidean norm of the reduced gradient with respect to Z1.
During the optimality phase, this norm will be approximately zero after a unit
step. (See Section 11.)
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The final printout includes a listing of the status of every variable and constraint. The following
describes the printout for each variable. A full stop (.) is printed for any numerical value that is zero.

Varbl gives the name (V) and index j, for j ¼ 1; 2; . . . ; n, of the variable.

State gives the state of the variable (FR if neither bound is in the working set, EQ if a
fixed variable, LL if on its lower bound, UL if on its upper bound, TF if
temporarily fixed at its current value). If Value lies outside the upper or lower
bounds by more than the Feasibility Tolerance, State will be ++ or --
respectively. (The latter situation can occur only when there is no feasible point
for the bounds and linear constraints.)

A key is sometimes printed before State.

A Alternative optimum possible. The variable is active at one of its bounds,
but its Lagrange multiplier is essentially zero. This means that if the
variable were allowed to start moving away from its bound then there
would be no change to the objective function. The values of the other free
variables might change, giving a genuine alternative solution. However, if
there are any degenerate variables (labelled D), the actual change might
prove to be zero, since one of them could encounter a bound immediately.
In either case the values of the Lagrange multipliers might also change.

D Degenerate. The variable is free, but it is equal to (or very close to) one of
its bounds.

I Infeasible. The variable is currently violating one of its bounds by more
than the Feasibility Tolerance.

Value is the value of the variable at the final iteration.

Lower Bound is the lower bound specified for the variable. None indicates that
bl½j� 1� � �bigbnd.

Upper Bound is the upper bound specified for the variable. None indicates that
bu½j� 1� 	 bigbnd.

Lagr Mult is the Lagrange multiplier for the associated bound. This will be zero if State is
FR unless bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd, in which case the entry
will be blank. If x is optimal, the multiplier should be non-negative if State is
LL and non-positive if State is UL.

Slack is the difference between the variable Value and the nearer of its (finite) bounds
bl½j� 1� and bu½j� 1�. A blank entry indicates that the associated variable is not
bounded (i.e., bl½j� 1� � �bigbnd and bu½j� 1� 	 bigbnd).

The meaning of the printout for linear and nonlinear constraints is the same as that given above for
variables, with ‘variable’ replaced by ‘constraint’, bl½j� 1� and bu½j� 1� are replaced by bl½nþ j� 1�
and bu½nþ j� 1� respectively, and with the following changes in the heading:

L Con gives the name (L) and index j, for j ¼ 1; 2; . . . ; nL, of the linear constraint.

N Con gives the name (N) and index (j � nL), for j ¼ nL þ 1; . . . ; nL þ nN , of the
nonlinear constraint.

Note that movement off a constraint (as opposed to a variable moving away from its bound) can be
interpreted as allowing the entry in the Slack column to become positive.

Numerical values are output with a fixed number of digits; they are not guaranteed to be accurate to this
precision.
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10 Example

This example is based on Problem 57 in Hock and Schittkowski (1981) and involves the minimization
of the sum of squares function

F xð Þ ¼ 1
2

X44
i¼1

yi � fi xð Þð Þ2;

where

fi xð Þ ¼ x1 þ 0:49� x1ð Þe�x2 ai�8ð Þ

and

i yi ai i yi ai
1 0:49 8 23 0:41 22
2 0:49 8 24 0:40 22
3 0:48 10 25 0:42 24
4 0:47 10 26 0:40 24
5 0:48 10 27 0:40 24
6 0:47 10 28 0:41 26
7 0:46 12 29 0:40 26
8 0:46 12 30 0:41 26
9 0:45 12 31 0:41 28

10 0:43 12 32 0:40 28
11 0:45 14 33 0:40 30
12 0:43 14 34 0:40 30
13 0:43 14 35 0:38 30
14 0:44 16 36 0:41 32
15 0:43 16 37 0:40 32
16 0:43 16 38 0:40 34
17 0:46 18 39 0:41 36
18 0:45 18 40 0:38 36
19 0:42 20 41 0:40 38
20 0:42 20 42 0:40 38
21 0:43 20 43 0:39 40
22 0:41 22 44 0:39 42

subject to the bounds

x1 	 0:4
x2 	 �4:0

to the general linear constraint

x1 þ x2 	 1:0

and to the nonlinear constraint

0:49x2 � x1x2 	 0:09:

The optimal solution (to five figures) is

x� ¼ 0:41995; 1:28484ð ÞT;

and F x�ð Þ ¼ 0:01423. The nonlinear constraint is active at the solution.

10.1 Program Text

/* nag_glopt_nlp_multistart_sqp_lsq (e05usc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nage05.h>
#include <nagf16.h>
#include <nagg05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL confun(Integer *mode, Integer ncnln, Integer n,
Integer pdcj, const Integer needc[],
const double x[], double c[], double cjac[],
Integer nstate, Nag_Comm *comm);

static void NAG_CALL objfun(Integer *mode, Integer m, Integer n,
Integer pdfj, Integer needfi, const double x[],
double f[], double fjac[], Integer nstate,
Nag_Comm *comm);

static void NAG_CALL mystart(Integer npts, double quas[], Integer n,
Nag_Boolean repeat, const double bl[],
const double bu[], Nag_Comm *comm,
Integer *mode);

#ifdef __cplusplus
}
#endif

int main(void)
{
#define LEN_OPTS 485
#define LEN_IOPTS 740

#define ISTATE(I,J) istate[(J-1)* pdistate + I-1]
#define A(I,J) a[(J-1)* pda + I-1]
#define C(I,J) c[(J-1)* pdc + I-1]
#define CLAMDA(I,J) clamda[(J-1)* pdclamda + I-1]
#define X(I,J) x[(J-1)* pdx + I-1]

static double ruser[3] = { -1.0, -1.0, -1.0 };
Integer exit_status = 0;
Integer m = 44, n = 2, nb = 1, nclin = 1, ncnln = 1, npts = 3;
Integer pdistate, pda, pdc, ldcjac, pdclamda, ldfjac, pdx;
Integer sdcjac, sdfjac;
Integer i, j, k, l;
Nag_Boolean repeat = Nag_TRUE;
Integer inc;
double alpha, beta;
double *a = 0, *bl = 0, *bu = 0, *c = 0, *cjac = 0, *clamda = 0, *f = 0;
double *fjac = 0, *objf = 0, *work = 0, *x = 0, *y = 0;
Integer *info = 0, *istate = 0, *iter = 0;
double opts[LEN_OPTS];
Integer iopts[LEN_IOPTS];
Integer len_opts = LEN_OPTS, len_iopts = LEN_IOPTS;
/* Nag Types */
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_glopt_nlp_multistart_sqp_lsq (e05usc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

pda = nclin;
pdc = ncnln;
ldcjac = ncnln;
sdcjac = (ncnln > 0 ? n : 0);
ldfjac = m;
sdfjac = n;
pdclamda = n + nclin + ncnln;
pdistate = n + nclin + ncnln;
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pdx = n;

if (nclin > 0) {
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

if (!(bl = NAG_ALLOC(n + nclin + ncnln, double)) ||
!(bu = NAG_ALLOC(n + nclin + ncnln, double)) ||
!(y = NAG_ALLOC(m, double)) ||
!(c = NAG_ALLOC(pdc * nb, double)) ||
!(cjac = NAG_ALLOC(ldcjac * sdcjac * nb, double)) ||
!(f = NAG_ALLOC(m * nb, double)) ||
!(fjac = NAG_ALLOC(ldfjac * sdfjac * nb, double)) ||
!(clamda = NAG_ALLOC(pdclamda * nb, double)) ||
!(x = NAG_ALLOC(pdx * nb, double)) ||
!(objf = NAG_ALLOC(nb, double)) ||
!(istate = NAG_ALLOC(pdistate * nb, Integer)) ||
!(info = NAG_ALLOC(nb, Integer)) ||
!(iter = NAG_ALLOC(nb, Integer)) || !(work = NAG_ALLOC(nclin, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (nclin > 0) {
for (i = 1; i <= nclin; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 0; i < m; i++)
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < (n + nclin + ncnln); i++)
#ifdef _WIN32

scanf_s("%lf", &bl[i]);
#else

scanf("%lf", &bl[i]);
#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < (n + nclin + ncnln); i++)
#ifdef _WIN32

scanf_s("%lf", &bu[i]);
#else

scanf("%lf", &bu[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_glopt_opt_set (e05zkc).
* Option setting routine for nag_glopt_nlp_multistart_sqp_lsq (e05usc).
* First initialize.
*/

nag_glopt_opt_set("Initialize = e05usc",
iopts, len_iopts, opts, len_opts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glopt_opt_set (e05zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_glopt_nlp_multistart_sqp_lsq (e05usc).
* Global optimization of a sum of squares problem using multi-start,
* nonlinear constraints.
* Solve the problem.
*/

nag_glopt_nlp_multistart_sqp_lsq(m, n, nclin, ncnln, a, pda, bl, bu, y,
confun, objfun, npts, x, pdx, mystart,
repeat, nb, objf, f, fjac, ldfjac, sdfjac,
iter, c, pdc, cjac, ldcjac, sdcjac,
clamda, pdclamda, istate, pdistate,
iopts, opts, &comm, info, &fail);

if (fail.code != NE_NOERROR && fail.code != NW_SOME_SOLUTIONS) {
printf("Error from nag_glopt_nlp_multistart_sqp_lsq (e05usc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}

switch (fail.code) {
case NE_NOERROR:

l = nb;
break;

case NW_SOME_SOLUTIONS:
l = info[nb - 1];
printf("%16" NAG_IFMT " starting points converged\n", iter[nb - 1]);
break;

}

for (i = 1; i <= l; i++) {
printf("\nSolution number %16" NAG_IFMT "\n", i);
printf("\nLocal minimization exited with code %" NAG_IFMT "\n",

info[i - 1]);
printf("\nVarbl Istate Value Lagr Mult\n\n");
for (j = 1; j <= n; j++) {

printf("V %3" NAG_IFMT " %3" NAG_IFMT, j, ISTATE(j, i));
printf(" %14.6f %12.4f\n", X(j, i), CLAMDA(j, i));

}
if (nclin > 0) {

/* Below is a call to the NAG version of the level 2 BLAS
* routine nag_dgemv.
* This performs the matrix vector multiplication A*X
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* (linear constraint values) and puts the result in
* the first nclin locations of work.
*/

inc = 1;
alpha = 1.0;
beta = 0.0;

/* nag_dgemv (f16pac).
* Matrix-vector product, real rectangular matrix.
*/

nag_dgemv(Nag_ColMajor, Nag_NoTrans, nclin, n, alpha, a, pda, &X(1, i),
inc, beta, work, inc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemv (f16pac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

printf("\nL Con Istate Value Lagr Mult\n\n");
for (k = n + 1; k <= n + nclin; k++) {

j = k - n;
printf("L %3" NAG_IFMT " %3" NAG_IFMT, j, ISTATE(k, i));
printf(" %14.6f %12.4f\n", work[j - 1], CLAMDA(k, i));

}
}
if (ncnln > 0) {

printf("\nN Con Istate Value Lagr Mult\n\n");
for (k = n + nclin + 1; k <= n + nclin + ncnln; k++) {

j = k - n - nclin;
printf("N %3" NAG_IFMT " %3" NAG_IFMT, j, ISTATE(k, i));
printf(" %14.6f %12.4f\n", C(j, i), CLAMDA(k, i));

}
}
printf("\nFinal objective value = %15.7f\n", objf[i - 1]);
printf("\nQP multipliers\n");
for (k = 1; k <= n + nclin + ncnln; k++)

printf("%12.4f\n", CLAMDA(k, i));

if (l == 1)
break;

printf("\n------------------------------------------------------\n");
}

END:
NAG_FREE(a);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(c);
NAG_FREE(cjac);
NAG_FREE(clamda);
NAG_FREE(f);
NAG_FREE(fjac);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(work);
NAG_FREE(objf);
NAG_FREE(istate);
NAG_FREE(info);
NAG_FREE(iter);
return exit_status;

}

static void NAG_CALL confun(Integer *mode, Integer ncnln, Integer n,
Integer pdcj, const Integer needc[],
const double x[], double c[], double cjac[],
Integer nstate, Nag_Comm *comm)

{
#define CJAC(I, J) cjac[(J-1) * pdcj + I-1]

/* Function to evaluate the nonlinear constraint and its 1st derivatives. */
Integer i, j;
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#pragma omp master
if (comm->user[0] == -1.0) {

fflush(stdout);
printf("(User-supplied callback confun, first invocation.)\n");
comm->user[0] = 0.0;
fflush(stdout);

}

/* This problem has only one constraint.
* As an example of using the mode mechanism,
* terminate if any other size is supplied.
*/

if (ncnln != 1) {
*mode = -1;
return;

}

if (nstate == 1) {
/* First call to confun. Set all Jacobian elements to zero.
* Note that this will only work when ’Derivative Level = 3’
* (the default; see Section 11.1).
*/

for (i = 1; i <= ncnln; i++)
for (j = 1; j <= n; j++)

CJAC(i, j) = 0.0;
}

if (needc[0] > 0) {
if (*mode == 0 || *mode == 2)

c[0] = -0.09 - x[0] * x[1] + 0.49 * x[1];

if (*mode == 1 || *mode == 2) {
CJAC(1, 1) = -x[1];
CJAC(1, 2) = -x[0] + 0.49;

}
}

}

static void NAG_CALL objfun(Integer *mode, Integer m, Integer n, Integer pdfj,
Integer needfi, const double x[], double f[],
double fjac[], Integer nstate, Nag_Comm *comm)

{
#define FJAC(I, J) fjac[J * pdfj + I]

/* Function to evaluate the subfunctions and their 1st derivatives. */
double a[] = { 8.0, 8.0, 10.0, 10.0, 10.0, 10.0, 12.0, 12.0, 12.0,

12.0, 14.0, 14.0, 14.0, 16.0, 16.0, 16.0, 18.0, 18.0,
20.0, 20.0, 20.0, 22.0, 22.0, 22.0, 24.0, 24.0, 24.0,
26.0, 26.0, 26.0, 28.0, 28.0, 30.0, 30.0, 30.0, 32.0,
32.0, 34.0, 36.0, 36.0, 38.0, 38.0, 40.0, 42.0

};
double temp, x1, x2;
Integer i;

#pragma omp master
if (comm->user[1] == -1.0) {

fflush(stdout);
printf("(User-supplied callback objfun, first invocation.)\n");
comm->user[1] = 0.0;
fflush(stdout);

}

/* This is a two-dimensional objective function.
* As an example of using the mode mechanism,
* terminate if any other problem size is supplied.
*/

if (n != 2) {
*mode = -1;
return;

}
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if (nstate == 1) {
/* This is the first call.
* Take any special action here if desired.
*/

}

x1 = x[0];
x2 = x[1];

if (*mode == 0 && needfi > 0) {
f[needfi - 1] = x1 + (0.49 - x1) * exp(-x2 * (a[needfi - 1] - 8.0));
return;

}

for (i = 0; i < m; i++) {
temp = exp(-x2 * (a[i] - 8.0));

if (*mode == 0 || *mode == 2)
f[i] = x1 + (0.49 - x1) * temp;

if (*mode == 1 || *mode == 2) {
FJAC(i, 0) = 1.0 - temp;
FJAC(i, 1) = -(0.49 - x1) * (a[i] - 8.0) * temp;

}
}

return;
}

static void NAG_CALL mystart(Integer npts, double quas[], Integer n,
Nag_Boolean repeat, const double bl[],
const double bu[], Nag_Comm *comm, Integer *mode)

{
#define QUAS(I,J) quas[(J-1) * n + I-1]

if (comm->user[2] == -1.0) {
fflush(stdout);
printf("(User-supplied callback mystart, first invocation.)\n");
comm->user[2] = 0.0;
fflush(stdout);

}

/* All elements of quas[n*npts] are pre-assigned to zero,
* so we only need to set nonzero elements.
*/

if (repeat == Nag_TRUE) {
QUAS(1, 1) = 0.4;
QUAS(2, 2) = 1.0;

}
else {

/* Generate a non-repeatable spread of points between bl and bu. */
Nag_BaseRNG genid;
Integer i, j, lstate, subid;
Integer *state = 0;
NagError fail;

INIT_FAIL(fail);

genid = Nag_WichmannHill_I;
subid = 53;
lstate = -1;

nag_rand_init_nonrepeatable(genid, subid, NULL, &lstate, &fail);
if (fail.code != NE_NOERROR) {

*mode = -1;
return;

}

if (!(state = NAG_ALLOC(lstate, Integer)))
{
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*mode = -1;
return;

}

nag_rand_init_nonrepeatable(genid, subid, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

*mode = -1;
goto END;

}

for (j = 2; j <= npts; j++)
for (i = 1; i <= n; i++) {

nag_rand_uniform(1, bl[i - 1], bu[i - 1], state, &QUAS(i, j), &fail);
if (fail.code != NE_NOERROR) {

*mode = -1;
goto END;

}
}

END:
NAG_FREE(state);

}

#undef QUAS
}

10.2 Program Data

nag_glopt_nlp_multistart_sqp_lsq (e05usc) Example Program Data
1.0 1.0 : matrix a
0.49 0.49 0.48 0.47 0.48 0.47 0.46 0.46 0.45 0.43 0.45
0.43 0.43 0.44 0.43 0.43 0.46 0.45 0.42 0.42 0.43 0.41
0.41 0.40 0.42 0.40 0.40 0.41 0.40 0.41 0.41 0.40 0.40
0.40 0.38 0.41 0.40 0.40 0.41 0.38 0.40 0.40 0.39 0.39 : y
0.4 -4.0 1.0 0.0 : bl
1.0e+25 1.0e+25 1.0e+25 1.0e+25 : bu
0.4 0.0 : x

10.3 Program Results

nag_glopt_nlp_multistart_sqp_lsq (e05usc) Example Program Results
(User-supplied callback mystart, first invocation.)
(User-supplied callback confun, first invocation.)
(User-supplied callback objfun, first invocation.)

Solution number 1

Local minimization exited with code 0

Varbl Istate Value Lagr Mult

V 1 0 0.419953 0.0000
V 2 0 1.284845 0.0000

L Con Istate Value Lagr Mult

L 1 0 1.704798 0.0000

N Con Istate Value Lagr Mult

N 1 1 -0.000000 0.0334

Final objective value = 0.0142298

QP multipliers
0.0000
0.0000
0.0000
0.0334
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11 Algorithmic Details

nag_glopt_nlp_multistart_sqp_lsq (e05usc) implements a sequential quadratic programming (SQP)
method incorporating an augmented Lagrangian merit function and a BFGS (Broyden–Fletcher–
Goldfarb–Shanno) quasi-Newton approximation to the Hessian of the Lagrangian, and is based on
nag_opt_nlp_solve (e04wdc). The documents for nag_opt_nlp_revcomm (e04ufc) and nag_opt_nlp_
solve (e04wdc) should be consulted for details of the method.

12 Optional Parameters

Several optional parameters in nag_glopt_nlp_multistart_sqp_lsq (e05usc) define choices in the problem
specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_glopt_nlp_multistart_sqp_lsq (e05usc) these optional parameters have associated default values that
are appropriate for most problems. Therefore you need only specify those optional parameters whose
values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters. The following is a list of the optional parameters available and a full description of each
optional parameter is provided in Section 12.1.

Central Difference Interval

Crash Tolerance

Defaults

Derivative Level

Difference Interval

Feasibility Tolerance

Function Precision

Infinite Bound Size

Infinite Step Size

Iteration Limit

Iters

Itns

Linear Feasibility Tolerance

Line Search Tolerance

List

Major Iteration Limit

Major Print Level

Minor Iteration Limit

Minor Print Level

Monitoring File

Nolist

Nonlinear Feasibility Tolerance

Optimality Tolerance

Out_Level

Print Level

Punch Unit

Start Constraint Check At Variable

Start Objective Check At Variable

Step Limit

Stop Constraint Check At Variable

Stop Objective Check At Variable

Verify
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Verify Constraint Gradients

Verify Gradients

Verify Level

Verify Objective Gradients

Optional parameters may be specified by calling nag_glopt_opt_set (e05zkc) before a call to
nag_glopt_nlp_multistart_sqp_lsq (e05usc). Before calling nag_glopt_nlp_multistart_sqp_lsq (e05usc),
the optional parameter arrays iopts and opts MUST be initialized for use with nag_glopt_nlp_multis
tart_sqp_lsq (e05usc) by calling nag_glopt_opt_set (e05zkc) with optstr set to ‘Initialize =

e05usc’.

All optional parameters not specified are set to their default values. Optional parameters specified are
unaltered by nag_glopt_nlp_multistart_sqp_lsq (e05usc) (unless they define invalid values) and so
remain in effect for subsequent calls to nag_glopt_nlp_multistart_sqp_lsq (e05usc).

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined (if no characters
of an optional qualifier are underlined, the qualifier may be omitted)

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)), and �r denotes the relative precision of the objective function
Function Precision, and bigbnd signifies the value of Infinite Bound Size

Keywords and character values are case insensitive, however they must be separated by at least one
whitespace.

Optional parameters used to specify files have type Nag_FileID (see Section 2.3.1.1 in How to Use the
NAG Library and its Documentation). This ID value must either be set to 0 (the default value) in which
case there will be no output, or will be as returned by a call of nag_open_file (x04acc).

For nag_glopt_nlp_multistart_sqp_lsq (e05usc) the maximum length of the argument cvalue used by
nag_glopt_opt_get (e05zlc) is 11.

Central Difference Interval r Default values are computed

If the algorithm switches to central differences because the forward-difference approximation is not
sufficiently accurate, the value of r is used as the difference interval for every element of x. The switch
to central differences is indicated by C at the end of each line of intermediate printout produced by the
major iterations (see Section 9.1). The use of finite differences is discussed further under the optional
parameter Difference Interval.

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Crash Tolerance r Default ¼ 0:01

This value is used when the local minimizer selects an initial working set. If 0 � r � 1, the initial
working set will include (if possible) bounds or general inequality constraints that lie within r of their
bounds. In particular, a constraint of the form aTj x 	 l will be included in the initial working set if

aTj x� l
			 			 � r 1þ lj jð Þ. If r < 0 or r > 1, the default value is used.

Defaults

This special keyword is used to reset all optional parameters to their default values, and any random
state stored in state will be destroyed.

e05usc NAG Library Manual

e05usc.26 Mark 26



Any option value given with this keyword will be ignored. This optional parameter cannot be queried or
got.

Derivative Level i Default ¼ 3

This parameter indicates which derivatives are provided in user-supplied functions objfun and confun.
The possible choices for i are the following.

i Meaning

3 All elements of the objective gradient and the constraint Jacobian are provided.

2 All elements of the constraint Jacobian are provided, but some elements of the objective gradient
are not specified.

1 All elements of the objective gradient are provided, but some elements of the constraint Jacobian
are not specified.

0 Some elements of both the objective gradient and the constraint Jacobian are not specified.

The value i ¼ 3 should be used whenever possible, since nag_glopt_nlp_multistart_sqp_lsq (e05usc) is
more reliable (and will usually be more efficient) when all derivatives are exact.

If i ¼ 0 or 2, nag_glopt_nlp_multistart_sqp_lsq (e05usc) will estimate the unspecified elements of the
objective gradient, using finite differences. The computation of finite difference approximations usually
increases the total run-time, since a call to objfun is required for each unspecified element.
Furthermore, less accuracy can be attained in the solution (see Chapter 8 of Gill et al. (1981), for a
discussion of limiting accuracy).

If i ¼ 0 or 1, nag_glopt_nlp_multistart_sqp_lsq (e05usc) will approximate unspecified elements of the
constraint Jacobian. One call to confun is needed for each variable for which partial derivatives are not
available. For example, if the Jacobian has the form

� � � �
� ? ? �
� � ? �
� � � �

0B@
1CA

where ‘�’ indicates an element provided by you and ‘?’ indicates an unspecified element, the local
minimizer will call confun twice: once to estimate the missing element in column 2, and again to
estimate the two missing elements in column 3. (Since columns 1 and 4 are known, they require no
calls to confun.)

At times, central differences are used rather than forward differences, in which case twice as many calls
to objfun and confun are needed. (The switch to central differences is not under your control.)

If i < 0 or i > 3, the default value is used.

Difference Interval r Default values are computed

This option defines an interval used to estimate derivatives by finite differences in the following
circumstances:

(a) For verifying the objective and/or constraint gradients (see the description of the optional
parameter Verify).

(b) For estimating unspecified elements of the objective gradient or the constraint Jacobian.

In general, a derivative with respect to the jth variable is approximated using the interval �j, where
�j ¼ r 1þ x̂j

		 		� �
, with x̂ the first point feasible with respect to the bounds and linear constraints. If the

functions are well scaled, the resulting derivative approximation should be accurate to O rð Þ. See Gill et
al. (1981) for a discussion of the accuracy in finite difference approximations.

If a difference interval is not specified, a finite difference interval will be computed automatically for
each variable by a procedure that requires up to six calls of confun and objfun for each element. This
option is recommended if the function is badly scaled or you wish to have the local minimizer
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determine constant elements in the objective and constraint gradients (see the descriptions of confun
and objfun in Section 5).

If you supply a value for this optional parameter, a small value between 0:0 and 1:0 is appropriate.

Feasibility Tolerance r Default ¼
ffiffi
�
p

The scalar r defines the maximum acceptable absolute violations in linear and nonlinear constraints at a
‘feasible’ point; i.e., a constraint is considered satisfied if its violation does not exceed r. If r < � or
r 	 1, the default value is used. Using this keyword sets both optional parameters
Linear Feasibility Tolerance and Nonlinear Feasibility Tolerance to r, if � � r < 1. (Additional
details are given under the descriptions of these optional parameters.)

Function Precision r Default ¼ �0:9

This parameter defines �r, which is intended to be a measure of the accuracy with which the problem
functions F xð Þ and c xð Þ can be computed. If r < � or r 	 1, the default value is used.

The value of �r should reflect the relative precision of 1þ F xð Þj j; i.e., �r acts as a relative precision
when Fj j is large, and as an absolute precision when Fj j is small. For example, if F xð Þ is typically of
order 1000 and the first six significant digits are known to be correct, an appropriate value for �r would
be 10�6. In contrast, if F xð Þ is typically of order 10�4 and the first six significant digits are known to be
correct, an appropriate value for �r would be 10�10. The choice of �r can be quite complicated for badly
scaled problems; see Chapter 8 of Gill et al. (1981) for a discussion of scaling techniques. The default
value is appropriate for most simple functions that are computed with full accuracy. However, when the
accuracy of the computed function values is known to be significantly worse than full precision, the
value of �r should be large enough so that nag_glopt_nlp_multistart_sqp_lsq (e05usc) will not attempt
to distinguish between function values that differ by less than the error inherent in the calculation.

Infinite Bound Size r Default ¼ 1020

This defines the ‘infinite’ bound infbnd in the definition of the problem constraints. Any upper bound
greater than or equal to infbnd will be regarded as 1 (and similarly any lower bound less than or equal
to �infbnd will be regarded as �1).

Constraint: r
1
4
max � infbnd � r

1
2
max .

Infinite Step Size r Default ¼ max bigbnd; 1020
� �

If r > 0, r specifies the magnitude of the change in variables that is treated as a step to an unbounded
solution. If the change in x during an iteration would exceed the value of r, the objective function is
considered to be unbounded below in the feasible region. If r � 0, the default value is used.

Line Search Tolerance r Default ¼ 0:9

The value r (0 � r < 1) controls the accuracy with which the step � taken during each iteration
approximates a minimum of the merit function along the search direction (the smaller the value of r, the
more accurate the linesearch). The default value r ¼ 0:9 requests an inaccurate search, and is
appropriate for most problems, particularly those with any nonlinear constraints.

If there are no nonlinear constraints, a more accurate search may be appropriate when it is desirable to
reduce the number of major iterations – for example, if the objective function is cheap to evaluate, or if
a substantial number of derivatives are unspecified. If r < 0 or r 	 1, the default value is used.

Linear Feasibility Tolerance r1 Default ¼
ffiffi
�
p

Nonlinear Feasibility Tolerance r2 Default ¼ �0:33 or
ffiffi
�
p

The default value of r2 is �0:33 if Derivative Level ¼ 0 or 1, and
ffiffi
�
p

otherwise.

The scalars r1 and r2 define the maximum acceptable absolute violations in linear and nonlinear
constraints at a ‘feasible’ point; i.e., a linear constraint is considered satisfied if its violation does not
exceed r1, and similarly for a nonlinear constraint and r2. If rm < � or rm 	 1, the default value is used,
for m ¼ 1; 2.
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On entry to the local optimizer an iterative procedure is executed in order to find a point that satisfies
the linear constraints and bounds on the variables to within the tolerance r1. All subsequent iterates will
satisfy the linear constraints to within the same tolerance (unless r1 is comparable to the finite
difference interval).

For nonlinear constraints, the feasibility tolerance r2 defines the largest constraint violation that is
acceptable at an optimal point. Since nonlinear constraints are generally not satisfied until the final
iterate, the value of optional parameter Nonlinear Feasibility Tolerance acts as a partial termination
criterion for the iterative sequence generated by the local minimizer (see the discussion of optional
parameter Optimality Tolerance).

These tolerances should reflect the precision of the corresponding constraints. For example, if the
variables and the coefficients in the linear constraints are of order unity, and the latter are correct to
about 6 decimal digits, it would be appropriate to specify r1 as 10�6.

List
Nolist Default

For nag_glopt_nlp_multistart_sqp_lsq (e05usc), normally each optional parameter specification is not
printed as it is supplied. Optional parameter Nolist may be used to suppress the printing and optional
parameter List may be used to turn on printing.

Major Iteration Limit i Default ¼ max 50; 3 nþ nLð Þ þ 10nNð Þ
Iteration Limit
Iters
Itns

The value of i specifies the maximum number of major iterations allowed before termination of each
local subproblem. Setting i ¼ 0 and Major Print Level > 0 means that the workspace needed by each
local minimization will be computed and printed, but no iterations will be performed. If i < 0, the
default value is used.

Major Print Level i Default ¼ 10
Print Level i

The value of i controls the amount of printout produced by the major iterations of
nag_glopt_nlp_multistart_sqp_lsq (e05usc), as indicated below. A detailed description of the printed
output is given in Section 9.1 (summary output at each major iteration and the final solution) and
Section 13 (monitoring information at each major iteration). (See also the description of the optional
parameter Minor Print Level.)

The following printout is sent to stdout:

i Output

0 No output.

For the other values described below, the arguments used by the local minimizer are displayed in
addition to intermediate and final output.

i Output

1 The final solution only.

5 One line of summary output ( < 80 characters; see Section 9.1) for each major iteration (no
printout of the final solution).

	 10 The final solution and one line of summary output for each major iteration.

The following printout is sent to the file associated with the FileID defined by the optional parameter
Monitoring File:
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i Output

< 5 No output.

	 5 One long line of output ( > 80 characters; see Section 13) for each major iteration (no printout
of the final solution).

	 20 At each major iteration, the objective function, the Euclidean norm of the nonlinear constraint
violations, the values of the nonlinear constraints (the vector c), the values of the linear
constraints (the vector ALx), and the current values of the variables (the vector x).

	 30 At each major iteration, the diagonal elements of the matrix T associated with the TQ
factorization (5) in nag_opt_nlp_revcomm (e04ufc) (see Section 11 in nag_opt_nlp_solve
(e04wdc)) of the QP working set, and the diagonal elements of R, the triangular factor of the
transformed and reordered Hessian (6) in nag_opt_nlp_revcomm (e04ufc) (see Section 11 in
nag_opt_nlp_solve (e04wdc)).

Minor Iteration Limit i Default ¼ max 50; 3 nþ nL þ nNð Þð Þ
The value of i specifies the maximum number of iterations for finding a feasible point with respect to
the bounds and linear constraints (if any). The value of i also specifies the maximum number of minor
iterations for the optimality phase of each QP subproblem. If i � 0, the default value is used.

Minor Print Level i Default ¼ 0

The value of i controls the amount of printout produced by the minor iterations of
nag_glopt_nlp_multistart_sqp_lsq (e05usc) (i.e., the iterations of the quadratic programming algorithm),
as indicated below. A detailed description of the printed output is given in Section 9.1 (summary output
at each minor iteration and the final QP solution) and Section 13 (monitoring information at each minor
iteration). (See also the description of the optional parameter Major Print Level.) The following
printout is sent to stdout:

i Output

0 No output.

1 The final QP solution only.

5 One line of summary output ( < 80 characters; see Section 9.1) for each minor iteration (no
printout of the final QP solution).

	 10 The final QP solution and one line of summary output for each minor iteration.

The following printout is sent to the file associated with the FileID defined by the optional parameter
Monitoring File:

i Output

< 5 No output.

	 5 One long line of output ( > 80 characters; see Section 9.1) for each minor iteration (no printout
of the final QP solution).

	 20 At each minor iteration, the current estimates of the QP multipliers, the current estimate of the
QP search direction, the QP constraint values, and the status of each QP constraint.

	 30 At each minor iteration, the diagonal elements of the matrix T associated with the TQ
factorization (5) in nag_opt_nlp_revcomm (e04ufc) (see Section 11 in nag_opt_nlp_solve
(e04wdc)) of the QP working set, and the diagonal elements of the Cholesky factor R of the
transformed Hessian (6) in nag_opt_nlp_revcomm (e04ufc) (see Section 11 in nag_opt_nlp_
solve (e04wdc)).

Monitoring File Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)
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i is of the type Nag_FileID and is obtained by a call to nag_open_file (x04acc).

If i 	 0 and Major Print Level 	 5 or i 	 0 and Minor Print Level 	 5, monitoring information
produced by nag_glopt_nlp_multistart_sqp_lsq (e05usc) at every iteration is sent to a file with ID i. If
i < 0 and/or Major Print Level < 5 and Minor Print Level < 5, no monitoring information is
produced.

Optimality Tolerance r Default ¼ �0:8R
The argument r (�R � r < 1) specifies the accuracy to which you wish the final iterate to approximate a
solution of each local problem. Broadly speaking, r indicates the number of correct figures desired in
the objective function at the solution. For example, if r is 10�6 and a local minimization terminates
successfully, the final value of F should have approximately six correct figures. If r < �r or r 	 1, the
default value is used.

The local optimizer will terminate successfully if the iterative sequence of x values is judged to have
converged and the final point satisfies the first-order Kuhn–Tucker conditions (see Section 11 in
nag_opt_nlp_solve (e04wdc)) The sequence of iterates is considered to have converged at x if

� pk k �
ffiffiffi
r
p

1þ xk kð Þ; ð2Þ

where p is the search direction and � the step length from (3) in nag_opt_nlp_revcomm (e04ufc). An
iterate is considered to satisfy the first-order conditions for a minimum if

ZTgFR
�� �� � ffiffiffi

r
p

1þmax 1þ F xð Þj j; gFRk kð Þð Þ ð3Þ

and

resj
		 		 � ftol for all j; ð4Þ

where ZTgFR is the projected gradient (see Section 11 in nag_opt_nlp_solve (e04wdc)), gFR is the
gradient of F xð Þ with respect to the free variables, resj is the violation of the jth active nonlinear
constraint, and ftol is the Nonlinear Feasibility Tolerance.

Out Level i Default ¼ 0

This option defines the amount of extra information to be sent to a file associated with Punch Unit. The
possible choices for i are the following:

i Meaning

0 No extra output.

1 Updated solutions only. This is useful during long runs to observe progress.

2 Successful start points only. This is useful to save the starting points that gave rise to the final
solution.

3 Both updated solutions and successful start points.

Punch Unit i Default ¼ 0

This option allows you to send information arising from an appropriate setting of Out Level to be sent
to a file with an integer identifer i. i must be obtained by a call to nag_open_file (x04acc) where i is the
third argument to nag_open_file (x04acc).

Start Objective Check At Variable i1 Default ¼ 1
Stop Objective Check At Variable i2 Default ¼ n
Start Constraint Check At Variable i3 Default ¼ 1
Stop Constraint Check At Variable i4 Default ¼ n
These keywords take effect only if Verify Level > 0. They may be used to control the verification of
gradient elements computed by objfun and/or Jacobian elements computed by confun. For example, if
the first 30 elements of the objective gradient appeared to be correct in an earlier run, so that only
element 31 remains questionable, it is reasonable to specify Start Objective Check At Variable ¼ 31.
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If the first 30 variables appear linearly in the objective, so that the corresponding gradient elements are
constant, the above choice would also be appropriate.

If i2m�1 � 0 or i2m�1 > min n; i2mð Þ, the default value is used, for m ¼ 1; 2. If i2m � 0 or i2m > n, the
default value is used, for m ¼ 1; 2.

Step Limit r Default ¼ 2:0

If r > 0; r specifies the maximum change in variables at the first step of the linesearch. In some cases,
such as F xð Þ ¼ aebx or F xð Þ ¼ axb, even a moderate change in the elements of x can lead to floating-
point overflow. The parameter r is therefore used to encourage evaluation of the problem functions at
meaningful points. Given any major iterate x, the first point ~x at which F and c are evaluated during the
linesearch is restricted so that

~x� xk k2 � r 1þ xk k2
� �

:

The linesearch may go on and evaluate F and c at points further from x if this will result in a lower
value of the merit function (indicated by L at the end of each line of output produced by the major
iterations; see Section 9.1). If L is printed for most of the iterations, r should be set to a larger value.

Wherever possible, upper and lower bounds on x should be used to prevent evaluation of nonlinear
functions at wild values. The default value Step Limit ¼ 2:0 should not affect progress on well-
behaved functions, but values such as 0:1 or 0:01 may be helpful when rapidly varying functions are
present. If a small value of Step Limit is selected, a good starting point may be required. An important
application is to the class of nonlinear least squares problems. If r � 0, the default value is used.

Verify Level i Default ¼ 0
Verify i
Verify Constraint Gradients i
Verify Gradients i
Verify Objective Gradients i

These keywords refer to finite difference checks on the gradient elements computed by objfun and
confun. The possible choices for i are as follows:

i Meaning

�1 No checks are performed.

0 Only a ‘cheap’ test will be performed.

	 1 Individual gradient elements will also be checked using a reliable (but more expensive) test.

It is possible to specify Verify Level ¼ 0 to 3 in several ways. For example, the nonlinear objective
gradient (if any) will be verified if either Verify Objective Gradients or Verify Level ¼ 1 is specified.
The constraint gradients will be verified if Verify ¼ YES or Verify Level ¼ 2 or Verify is specified.
Similarly, the objective and the constraint gradients will be verified if Verify ¼ YES or
Verify Level ¼ 3 or Verify is specified.

If 0 � i � 3, gradients will be verified at the first point that satisfies the linear constraints and bounds.

If i ¼ 0, only a ‘cheap’ test will be performed, requiring one call to objfun and (if appropriate) one call
to confun.

If 1 � i � 3, a more reliable (but more expensive) check will be made on individual gradient elements,
w i t h i n t h e r a n g e s s p e c i fi e d b y t h e Start Constraint Check At Variable a n d
Stop Constraint Check At Variable keywords. A result of the form OK or BAD? is printed by
nag_glopt_nlp_multistart_sqp_lsq (e05usc) to indicate whether or not each element appears to be
correct.

If 10 � i � 13, the action is the same as for i� 10, except that it will take place at the user-specified
initial value of x.

If i < �1 or 4 � i � 9 or i > 13, the default value is used.

We suggest that Verify Level ¼ 3 be used whenever a new function function is being developed.
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13 Description of Monitoring Information

This section describes the long line of output ( > 80 characters) which forms part of the monitoring
information produced by nag_glopt_nlp_multistart_sqp_lsq (e05usc). (See also the description of the
optional parameters Major Print Level, Minor Print Level and Monitoring File.) You can control the
level of printed output.

When Major Print Level 	 5 and Monitoring File 	 0, the following line of output is produced at
every major iteration of nag_glopt_nlp_multistart_sqp_lsq (e05usc) on the file specified by
Monitoring File. In all cases, the values of the quantities printed are those in effect on completion
of the given iteration.

Maj is the major iteration count.

Mnr is the number of minor iterations required by the feasibility and optimality phases
of the QP subproblem. Generally, Mnr will be 1 in the later iterations, since
theoretical analysis predicts that the correct active set will be identified near the
solution (see Section 11). Note that Mnr may be greater than the optional
parameter Minor Iteration Limit if some iterations are required for the
feasibility phase.

Step is the step �k taken along the computed search direction. On reasonably well-
behaved local problems, the unit step (i.e., �k ¼ 1) will be taken as the solution is
approached.

Nfun is the cumulative number of evaluations of the objective function needed for the
linesearch. Evaluations needed for the estimation of the gradients by finite
differences are not included. Nfun is printed as a guide to the amount of work
required for the linesearch.

Merit Function is the value of the augmented Lagrangian merit function (12) in nag_opt_nl
p_revcomm (e04ufc) at the current iterate. This function will decrease at each
iteration unless it was necessary to increase the penalty parameters (see
Section 11 in nag_opt_nlp_solve (e04wdc)). As the solution is approached,
Merit Function will converge to the value of the objective function at the
solution.

If the QP subproblem does not have a feasible point (signified by I at the end of
the current output line) then the merit function is a large multiple of the
constraint violations, weighted by the penalty parameters. During a sequence of
major iterations with infeasible subproblems, the sequence of Merit Function
values will decrease monotonically until either a feasible subproblem is obtained
or the local optimizer terminates. Repeated failures will prevent a feasible point
being found for the nonlinear constraints.

If there are no nonlinear constraints present (i.e., ncnln ¼ 0) then this entry
contains Objective, the value of the objective function F xð Þ. The objective
function will decrease monotonically to its optimal value when there are no
nonlinear constraints.

Norm Gz is ZTgFRk k, the Euclidean norm of the projected gradient (see Section 11 in
nag_opt_nlp_solve (e04wdc)) Norm Gz will be approximately zero in the
neighbourhood of a solution.

Violtn is the Euclidean norm of the residuals of constraints that are violated or in the
predicted active set (not printed if ncnln is zero). Violtn will be approximately
zero in the neighbourhood of a solution.

Nz is the number of columns of Z (see Section 11 in nag_opt_nlp_solve (e04wdc)).
The value of Nz is the number of variables minus the number of constraints in the
predicted active set; i.e., Nz ¼ n� Bndþ Linþ Nlnð Þ.

Bnd is the number of simple bound constraints in the predicted active set.

Lin is the number of general linear constraints in the predicted working set.
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Nln is the number of nonlinear constraints in the predicted active set (not printed if
ncnln is zero).

Penalty is the Euclidean norm of the vector of penalty parameters used in the augmented
Lagrangian merit function (not printed if ncnln is zero).

Cond H is a lower bound on the condition number of the Hessian approximation H.

Cond Hz is a lower bound on the condition number of the projected Hessian approximation
HZ (HZ ¼ ZTHFRZ ¼ RT

ZRZ ; see (6) in nag_opt_nlp_revcomm (e04ufc)). The
larger this number, the more difficult the local problem.

Cond T is a lower bound on the condition number of the matrix of predicted active
constraints.

Conv is a three-letter indication of the status of the three convergence tests (2)–(4)
defined in the description of the optional parameter Optimality Tolerance. Each
letter is T if the test is satisfied and F otherwise. The three tests indicate whether:

(i) the sequence of iterates has converged;

(ii) the projected gradient (Norm Gz) is sufficiently small; and

(iii) the norm of the residuals of constraints in the predicted active set (Violtn)
is small enough.

If any of these indicators is F for a successful local minimization you should
check the solution carefully.

M is printed if the quasi-Newton update has been modified to ensure that the
Hessian approximation is positive definite (see Section 11 in nag_opt_nlp_solve
(e04wdc)).

I is printed if the QP subproblem has no feasible point.

C is printed if central differences have been used to compute the unspecified
objective and constraint gradients. If the value of Step is zero then the switch to
central differences was made because no lower point could be found in the
linesearch. (In this case, the QP subproblem is resolved with the central
difference gradient and Jacobian.) If the value of Step is nonzero then central
differences were computed because Norm Gz and Violtn imply that x is close to
a Kuhn–Tucker point (see Section 11 in nag_opt_nlp_solve (e04wdc)).

L is printed if the linesearch has produced a relative change in x greater than the
value defined by the optional parameter Step Limit. If this output occurs
frequently during later iterations of the run, optional parameter Step Limit should
be set to a larger value.

R is printed if the approximate Hessian has been refactorized. If the diagonal
condition estimator of R indicates that the approximate Hessian is badly
conditioned then the approximate Hessian is refactorized using column
interchanges. If necessary, R is modified so that its diagonal condition estimator
is bounded.

When Minor Print Level 	 5 and Monitoring File 	 0, the following line of output is produced at
every minor iteration of nag_glopt_nlp_multistart_sqp_lsq (e05usc) on the file specified by
Monitoring File. In all cases, the values of the quantities printed are those in effect on completion
of the given iteration.

Itn is the iteration count.

Jdel is the index of the constraint deleted from the working set. If Jdel is zero, no
constraint was deleted.

Jadd is the index of the constraint added to the working set. If Jadd is zero, no
constraint was added.
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Step is the step taken along the computed search direction. If a constraint is added
during the current iteration (i.e., Jadd is positive), Step will be the step to the
nearest constraint. During the optimality phase, the step can be greater than one
only if the factor RZ is singular.

Ninf is the number of violated constraints (infeasibilities). This will be zero during the
optimality phase.

Sinf/Objective is the value of the current objective function. If x is not feasible, Sinf gives a
weighted sum of the magnitudes of constraint violations. If x is feasible,
Objective is the value of the objective function of the QP subproblem. The
output line for the final iteration of the feasibility phase (i.e., the first iteration for
which Ninf is zero) will give the value of the true objective at the first feasible
point.

During the optimality phase the value of the objective function will be
nonincreasing. During the feasibility phase the number of constraint infeasibilities
will not increase until either a feasible point is found or the optimality of the
multipliers implies that no feasible point exists. Once optimal multipliers are
obtained the number of infeasibilities can increase, but the sum of infeasibilities
will either remain constant or be reduced until the minimum sum of infeasibilities
is found.

Bnd is the number of simple bound constraints in the current working set.

Lin is the number of general linear constraints in the current working set.

Art is the number of artificial constraints in the working set, i.e., the number of
columns of Z2 (see Section 11).

Zr is the number of columns of Z1 (see Section 11). Zr is the dimension of the
subspace in which the objective function is currently being minimized. The value
of Zr is the number of variables minus the number of constraints in the working
set; i.e., Zr ¼ n� Bndþ Linþ Artð Þ.
The value of nZ , the number of columns of Z (see Section 11) can be calculated as
nZ ¼ n� Bndþ Linð Þ. A zero value of nZ implies that x lies at a vertex of the
feasible region.

Norm Gz is ZT
1 gFR

�� ��, the Euclidean norm of the reduced gradient with respect to Z1. During
the optimality phase, this norm will be approximately zero after a unit step.

Norm Gf is the Euclidean norm of the gradient function with respect to the free variables, i.
e., variables not currently held at a bound.

Cond T is a lower bound on the condition number of the working set.

Cond Rz is a lower bound on the condition number of the triangular factor R1 (the first Zr
rows and columns of the factor RZ). If the estimated rank of the data matrix A is
zero then Cond Rz is not printed.
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NAG Library Function Document

nag_glopt_opt_set (e05zkc)

1 Purpose

nag_glopt_opt_set (e05zkc) either initializes or resets the optional parameter arrays or sets a single
optional parameter for supported problem solving functions in Chapter e05. The following functions are
supported:

nag_glopt_bnd_pso (e05sac),

nag_glopt_nlp_pso (e05sbc),

nag_glopt_nlp_multistart_sqp (e05ucc),

nag_glopt_nlp_multistart_sqp_lsq (e05usc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_opt_set (const char *optstr, Integer iopts[], Integer liopts,
double opts[], Integer lopts, NagError *fail)

3 Description

nag_glopt_opt_set (e05zkc) has three purposes: to initialize optional parameter arrays; to reset all
optional parameters to their default values; or to set a single optional parameter to a user-supplied
value.

Optional parameters and their values are, in general, presented as a character string, optstr, of the form
‘option ¼ optval’; alphabetic characters can be supplied in either upper or lower case. Both option and
optval may consist of one or more tokens separated by white space. The tokens that comprise optval
will normally be either an integer, real or character value as defined in the description of the specific
optional argument. In addition all optional parameters can take an optval DEFAULT which resets the
optional parameter to its default value.

It is imperative that optional parameter arrays are initialized before any options are set, before the
relevant problem solving function is called and before any options are queried using nag_glopt_opt_get
(e05zlc). To initialize the optional parameter arrays iopts and opts for a specific problem solving
function, the option Initialize is used with optval identifying the problem solving function to be called,
via its short name. For example, to initialize optional parameter arrays to be passed to
nag_glopt_bnd_pso (e05sac), nag_glopt_opt_set (e05zkc) is called as follows:

nag_glopt_opt_set("Initialize = e05sac", iopts, liopts, opts, lopts, &fail)

Information relating to available option names and their corresponding valid values is given in Section
12 in nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso (e05sbc), nag_glopt_nlp_multistart_sqp (e05ucc)
and nag_glopt_nlp_multistart_sqp_lsq (e05usc).

4 References

None.
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5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option to be set.

Initialize ¼ function name
Initialize the optional parameter arrays iopts and opts for use with function
function name, where function name is the short name associated with the function of
interest.

Defaults
Resets all options to their default values.

option ¼ optval
See Section 12 in nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso (e05sbc), nag_
glopt_nlp_multistart_sqp (e05ucc) and nag_glopt_nlp_multistart_sqp_lsq (e05usc) for
details of valid values for option and optval. The equals sign (¼) delimiter must be
used to separate the option from its optval value.

optstr is case insensitive. Each token in the option and optval component must be separated by at
least one space.

2: iopts½liopts� – Integer Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of iopts need not be set.

Otherwise, iopts MUST NOT have been altered since the last call to nag_glopt_opt_set (e05zkc),
nag_glopt_opt_get (e05zlc) or the selected problem solving function.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

3: liopts – Integer Input

On entry: the length of the array iopts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, liopts 	 100.

4: opts½lopts� – double Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of opts need not be set.

Otherwise, opts MUST NOT have been altered since the last call to nag_glopt_opt_set (e05zkc),
nag_glopt_opt_get (e05zlc) or the selected problem solving function.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

5: lopts – Integer Input

On entry: the length of the array opts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, lopts 	 100.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, liopts ¼ valueh i.
Constraint: liopts 	 valueh i.
On entry, lopts ¼ valueh i.
Constraint: lopts 	 valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_FORMAT

On entry, could not convert the specified optval to an integer: optstr ¼ valueh i.
On entry, could not convert the specified optval to a real: optstr ¼ valueh i.
On entry, the expected delimiter ‘¼’ was not found in optstr: optstr ¼ valueh i.
The option in optstr is associated with a numerical value. However, the optval, valueh i, present
in optstr could not be fully interpreted.

NE_INVALID_OPTION

On entry, either the option arrays have not been initialized or they have been corrupted.

On entry, the optional parameter in optstr was not recognized: optstr ¼ valueh i.

NE_INVALID_VALUE

On entry, the optval supplied for the character optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_FUN_NAME

On entry, the option in optstr has been detected as Initialize, however the optval, valueh i,
associated with optstr has not been recognized as a valid function name.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_opt_set (e05zkc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Some options have default values which are problem dependent. For example the option
Maximum Iterations Completed for nag_glopt_bnd_pso (e05sac) has the default value
1000� ndim. If options such as this are set, they may only be set to constant values. If such an
option is reset to its DEFAULT value its dependence on the specific problem will be restored.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_glopt_opt_set (e05zkc) to initialize option arrays and set options.
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NAG Library Function Document

nag_glopt_opt_get (e05zlc)

1 Purpose

nag_glopt_opt_get (e05zlc) is used to query the value of optional parameters available to supported
problem solving functions in Chapter e05. Currently the following routines are supported:

nag_glopt_bnd_pso (e05sac),

nag_glopt_nlp_pso (e05sbc),

nag_glopt_nlp_multistart_sqp (e05ucc),

nag_glopt_nlp_multistart_sqp_lsq (e05usc).

2 Specification

#include <nag.h>
#include <nage05.h>

void nag_glopt_opt_get (const char *optstr, Integer *ivalue, double *rvalue,
char *cvalue, Integer lcvalue, Nag_VariableType *optype,
const Integer iopts[], const double opts[], NagError *fail)

3 Description

nag_glopt_opt_get (e05zlc) is used to query the current values of options. It is necessary to initialize
optional parameter arrays using nag_glopt_opt_set (e05zkc) before any options are queried.

nag_glopt_opt_get (e05zlc) will normally return either an integer, real or character value dependent
upon the type associated with the optional parameter being queried. Some real and integer options also
return additional information in cvalue. Whether the option queried is of integer, real or character type,
and whether additional information is returned in cvalue, is indicated by the returned value of optype.

Information on optional parameter names and whether these options are real, integer or character can be
found in Section 12 in nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso (e05sbc), nag_glopt_nlp_mul
tistart_sqp (e05ucc) and nag_glopt_nlp_multistart_sqp_lsq (e05usc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option whose current value is required. See Section 12 in
nag_glopt_bnd_pso (e05sac), nag_glopt_nlp_pso (e05sbc) and nag_glopt_nlp_multistart_sqp
(e05ucc) for information on valid options. In addition, the following is a valid option:

Identify
nag_glopt_opt_get (e05zlc) returns in cvalue the function name supplied to
nag_glopt_opt_set (e05zkc) when the optional parameter arrays iopts and opts were
initialized.
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2: ivalue – Integer * Output

On exit: if the optional parameter supplied in optstr is an integer valued argument, ivalue will
hold its current value.

3: rvalue – double * Output

On exit: if the optional parameter supplied in optstr is a real valued argument, rvalue will hold
its current value.

4: cvalue – char * Output

Note: the string returned in cvalue will never exceed min lcvalue; 41ð Þ characters in length
(including the null terminator).

On exit: if the optional parameter supplied in optstr is a character valued argument, cvalue will
hold its current value. cvalue will also contain additional information for some integer and real
valued arguments, as indicated by optype.

5: lcvalue – Integer Input

On entry: length of cvalue. At most lcvalue� 1 non-null characters will be written into cvalue.

Constraint: lcvalue > 1.

6: optype – Nag_VariableType * Output

On exit: indicates whether the optional parameter supplied in optstr is an integer, real or
character valued argument and hence which of ivalue, rvalue or cvalue holds the current value.

optype ¼ Nag Integer
optstr is an integer valued optional parameter, its current value has been returned in
ivalue.

optype ¼ Nag Real
optstr is a real valued optional parameter, its current value has been returned in rvalue.

optype ¼ Nag Character
optstr is a character valued optional parameter, its current value has been returned in
cvalue.

optype ¼ Nag Integer Additional
optstr is an integer valued optional parameter, its current value has been returned in
ivalue. Additional information has been returned in cvalue.

optype ¼ Nag Real Additional
optstr is a real valued optional parameter, its current value has been returned in rvalue.
Additional information has been returned in cvalue.

7: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_glopt_opt_set (e05zkc).

8: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_glopt_opt_set (e05zkc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lcvalue ¼ valueh i.
Constraint: lcvalue > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, the option in optstr has not been recognized.

The arrays iopts and opts have either not been initialized, have become corrupted, or are not
compatible with this option setting function.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_TRUNCATED

On entry, optstr indicates a character optional parameter, but cvalue is too short to hold the
stored value. The returned value will be truncated.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glopt_opt_get (e05zlc) is not threaded in any implementation.

9 Further Comments

Some options have default values which are problem dependent. For example the option
Maximum Iterations Completed for nag_glopt_bnd_pso (e05sac) has the default value
1000� ndim. If options such as this are queried before being set, or before the problem solving
function has been called, they will return misleading information in ivalue or rvalue. In some cases, the
value of cvalue will be set to DEFAULT to indicate that the real or integer valued optional parameter
supplied in optstr is at its default value.
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10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_glopt_opt_get (e05zlc) to query options.
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1 Introduction

The f Chapters of the Library are concerned with linear algebra and cover a large area. This general
introduction is intended to help you decide which particular f Chapter is relevant to your problem. The
following Chapters are currently available:

Chapter f01 – Matrix Operations, Including Inversion

Chapter f02 – Eigenvalues and Eigenvectors

Chapter f03 – Determinants

Chapter f04 – Simultaneous Linear Equations

Chapter f06 – Linear Algebra Support Functions

Chapter f07 – Linear Equations (LAPACK)

Chapter f08 – Least Squares and Eigenvalue Problems (LAPACK)

Chapter f11 – Large Scale Linear Systems

Chapter f12 – Large Scale Eigenproblems

Chapter f16 – NAG Interface to BLAS

The principal problem areas addressed by the above Chapters are

Systems of linear equations

Linear least squares problems

Eigenvalue and singular value problems

The solution of these problems usually involves several matrix operations, such as a matrix
factorization followed by the solution of the factorized form, and the functions for these operations
themselves utilize lower level support functions, typically from Chapter f16. You will not normally
need to be concerned with these support functions.

NAG has been involved in a project, called LAPACK (see Anderson et al. (1999)), to develop a linear
algebra package for modern high-performance computers, and the functions developed within that
project are being incorporated into the Library as Chapters f07 and f08. It should be emphasized that,
while the LAPACK project has been concerned with high-performance computers, the functions do not
compromise efficiency on conventional machines.

Chapters f11 and f12 contain functions for solving large scale problems, but a few earlier functions are
still located in Chapters f01, f02 and f04.

For background information on numerical algorithms for the solution of linear algebra problems see
Golub and Van Loan (1996). In some problem areas you have the choice of selecting a single function
to solve the problem, a so-called Black Box function, or selecting more than one function to solve the
problem, such as a factorization function followed by a solve function, so-called General Purpose
functions. The following sections indicate which chapters are relevant to particular problem areas.

2 Linear Equations

The Black Box functions for solving linear equations of the form

Ax ¼ b and AX ¼ B;

where A is an n by n real or complex nonsingular matrix, are to be found in Chapters f04 and f07.
Such equations can also be solved by selecting a general purpose factorization function from Chapter
f01 and combining them with a solve function in Chapter f04, or by selecting a factorization and a
solve function from Chapter f07. For large sparse problems, functions from Chapter f11 should be used.
In addition there are functions to estimate condition numbers and functions to give error estimates in
Chapters f02, f04 and f07.

There are functions to cater for a variety of types of matrix, including general, symmetric or Hermitian,
symmetric or Hermitian positive definite, banded, skyline and sparse matrices.
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In order to select the appropriate function, you are recommended to consult the f04 Chapter
Introduction in the first instance, although the decision trees will often in fact point to a function in
Chapters f07 or f11.

3 Linear Least Squares

Functions for solving linear least squares problems of the form

minimize
x

rTr; where r ¼ b�Ax;

and A is an m by n, possibly rank deficient, matrix, can be solved by selecting one or more general
purpose factorization functions from Chapters f02 or f08 and combining them with a solve function in
Chapter f04. Linear least squares problems can also be solved by functions in the statistical Chapter
g02.

In order to select the appropriate function, you are recommended to consult the f04 Chapter
Introduction in the first instance, but if you have additional statistical requirements you may prefer to
consult Section 2.2 in the g02 Chapter Introduction.

Chapter f08 also contains functions for solving linear equality constrained least squares problems, and
the general Gauss–Markov linear model problem. Chapter e04 contains a function to solve general
linearly constrained linear least squares problems.

4 Eigenvalue Problems and Singular Value Problems

The Black Box functions for solving standard matrix eigenvalue problems of the form

Ax ¼ �x;

where A is an n by n real or complex matrix, and generalized matrix eigenvalue problems of the form

Ax ¼ �Bx and ABx ¼ �x;

where B is also an n by n matrix, are to be found in Chapters f02, f08 and f12. These eigenvalue
problems can also be solved by a combination of General Purpose functions in Chapter f08.

There are functions to cater for various types of matrices, including general, symmetric or Hermitian
and banded.

Similarly, the Black Box functions for finding singular values and/or singular vectors of an m by n real
or complex matrix A are to be found in Chapters f02 and f08, and such problems may also be solved by
functions from Chapter f12, and by combining functions from Chapter f08.

In order to select the appropriate function, you are recommended to consult Chapters f02 and f08 in the
first instance.

5 Inversion and Determinants

Functions for matrix inversion are to be found in Chapter f07. It should be noted that you are strongly
encouraged not to use matrix inversion functions for the solution of linear equations, since these can be
solved more efficiently and accurately using functions directed specifically at such problems. Indeed
many problems, which superficially appear to be matrix inversion, can be posed as the solution of a
system of linear equations and this is almost invariably preferable.

Functions to compute determinants of matrices are to be found in Chapter f03. You are recommended to
consult Chapter f03 in the first instance.

6 Support Functions

Chapter f16 contains contain a variety of functions to perform elementary algebraic operations
involving scalars, vectors and matrices, such as setting up a plane rotation, performing a dot product
and computing a matrix norm. Chapter f16 contains functions that meet the specification of the BLAS
(Basic Linear Algebra Subprograms) (see Lawson et al. (1979), Dodson et al. (1991), Dongarra et al.
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(1988), Dongarra et al. (1990) and Blackford et al. (2002)). The functions in this chapter will not
normally be required by the general user, but are intended for use by those who require to build
specialist linear algebra modules. These functions, especially the BLAS, are extensively used by other
NAG C Library functions.
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NAG Library Chapter Contents

f01 – Matrix Operations, Including Inversion

f01 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f01ecc 9 nag_real_gen_matrix_exp
Real matrix exponential

f01edc 9 nag_real_symm_matrix_exp
Real symmetric matrix exponential

f01efc 23 nag_matop_real_symm_matrix_fun
Function of a real symmetric matrix

f01ejc 23 nag_matop_real_gen_matrix_log
Real matrix logarithm

f01ekc 23 nag_matop_real_gen_matrix_fun_std
Exponential, sine, cosine, sinh or cosh of a real matrix (Schur–Parlett
algorithm)

f01elc 24 nag_matop_real_gen_matrix_fun_num
Function of a real matrix (using numerical differentiation)

f01emc 23 nag_matop_real_gen_matrix_fun_usd
Function of a real matrix (using user-supplied derivatives)

f01enc 24 nag_matop_real_gen_matrix_sqrt
Real matrix square root

f01epc 24 nag_matop_real_tri_matrix_sqrt
Real upper quasi-triangular matrix square root

f01eqc 24 nag_matop_real_gen_matrix_pow
General power of a real matrix

f01fcc 23 nag_matop_complex_gen_matrix_exp
Complex matrix exponential

f01fdc 23 nag_matop_complex_herm_matrix_exp
Complex Hermitian matrix exponential

f01ffc 23 nag_matop_complex_herm_matrix_fun
Function of a complex Hermitian matrix

f01fjc 23 nag_matop_complex_gen_matrix_log
Complex matrix logarithm

f01fkc 23 nag_matop_complex_gen_matrix_fun_std
Exponential, sine, cosine, sinh or cosh of a complex matrix (Schur–Parlett
algorithm)

f01flc 24 nag_matop_complex_gen_matrix_fun_num
Function of a complex matrix (using numerical differentiation)

f01fmc 23 nag_matop_complex_gen_matrix_fun_usd
Function of a complex matrix (using user-supplied derivatives)

f01fnc 24 nag_matop_complex_gen_matrix_sqrt
Complex matrix square root

f01fpc 24 nag_matop_complex_tri_matrix_sqrt
Complex upper triangular matrix square root

f01fqc 24 nag_matop_complex_gen_matrix_pow
General power of a complex matrix

f01gac 24 nag_matop_real_gen_matrix_actexp
Action of a real matrix exponential on a real matrix

f01gbc 24 nag_matop_real_gen_matrix_actexp_rcomm
Action of a real matrix exponential on a real matrix (reverse
communication)
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f01hac 24 nag_matop_complex_gen_matrix_actexp
Action of a complex matrix exponential on a complex matrix

f01hbc 24 nag_matop_complex_gen_matrix_actexp_rcomm
Action of a complex matrix exponential on a complex matrix (reverse
communication)

f01jac 24 nag_matop_real_gen_matrix_cond_std
Condition number for the exponential, logarithm, sine, cosine, sinh or cosh
of a real matrix

f01jbc 24 nag_matop_real_gen_matrix_cond_num
Condition number for a function of a real matrix (using numerical
differentiation)

f01jcc 24 nag_matop_real_gen_matrix_cond_usd
Condition number for a function of a real matrix (using user-supplied
derivatives)

f01jdc 24 nag_matop_real_gen_matrix_cond_sqrt
Condition number for square root of real matrix

f01jec 24 nag_matop_real_gen_matrix_cond_pow
Condition number for real matrix power

f01jfc 24 nag_matop_real_gen_matrix_frcht_pow
Fréchet derivative of real matrix power

f01jgc 24 nag_matop_real_gen_matrix_cond_exp
Condition number for real matrix exponential

f01jhc 24 nag_matop_real_gen_matrix_frcht_exp
Fréchet derivative of real matrix exponential

f01jjc 24 nag_matop_real_gen_matrix_cond_log
Condition number for real matrix logarithm

f01jkc 24 nag_matop_real_gen_matrix_frcht_log
Fréchet derivative of real matrix logarithm

f01kac 24 nag_matop_complex_gen_matrix_cond_std
Condition number for the exponential, logarithm, sine, cosine, sinh or cosh
of a complex matrix

f01kbc 24 nag_matop_complex_gen_matrix_cond_num
Condition number for a function of a complex matrix (using numerical
differentiation)

f01kcc 24 nag_matop_complex_gen_matrix_cond_usd
Condition number for a function of a complex matrix (using user-supplied
derivatives)

f01kdc 24 nag_matop_complex_gen_matrix_cond_sqrt
Condition number for square root of complex matrix

f01kec 24 nag_matop_complex_gen_matrix_cond_pow
Condition number for complex matrix power

f01kfc 24 nag_matop_complex_gen_matrix_frcht_pow
Fréchet derivative of complex matrix power

f01kgc 24 nag_matop_complex_gen_matrix_cond_exp
Condition number for complex matrix exponential

f01khc 24 nag_matop_complex_gen_matrix_frcht_exp
Fréchet derivative of complex matrix exponential

f01kjc 24 nag_matop_complex_gen_matrix_cond_log
Condition number for complex matrix logarithm

f01kkc 24 nag_matop_complex_gen_matrix_frcht_log
Fréchet derivative of complex matrix logarithm

f01mcc 1 nag_real_cholesky_skyline
LDLT factorization of real symmetric positive definite variable-bandwidth
(skyline) matrix

f01vac 25 nag_dtrttp
Copies a real triangular matrix from full format to packed format

f01vbc 25 nag_ztrttp
Copies a complex triangular matrix from full format to packed format
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f01vcc 25 nag_dtpttr
Copies a real triangular matrix from packed format to full format

f01vdc 25 nag_ztpttr
Copies a complex triangular matrix from packed format to full format

f01vec 25 nag_dtrttf
Copies a real triangular matrix from full format to Rectangular Full Packed
format

f01vfc 25 nag_ztrttf
Copies a complex triangular matrix from full format to Rectangular Full
Packed format

f01vgc 25 nag_dtfttr
Copies a real triangular matrix from Rectangular Full Packed format to full
format

f01vhc 25 nag_ztfttr
Copies a complex triangular matrix from Rectangular Full Packed format to
full format

f01vjc 25 nag_dtpttf
Copies a real triangular matrix from packed format to Rectangular Full
Packed format

f01vkc 25 nag_ztpttf
Copies a complex triangular matrix from packed format to Rectangular Full
Packed format

f01vlc 25 nag_dtfttp
Copies a real triangular matrix from Rectangular Full Packed format to
packed format

f01vmc 25 nag_ztfttp
Copies a complex triangular matrix from Rectangular Full Packed format to
packed format
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1 Scope of the Chapter

This chapter provides facilities for four types of problem:

(i) Matrix Inversion

(ii) Matrix Factorizations

(iii) Matrix Arithmetic and Manipulation

(iv) Matrix Functions

See Sections 2.1, 2.2, 2.3 and 2.4 where these problems are discussed.

2 Background to the Problems

2.1 Matrix Inversion

(i) Nonsingular square matrices of order n.

If A, a square matrix of order n, is nonsingular (has rank n), then its inverse X exists and satisfies
the equations AX ¼ XA ¼ I (the identity or unit matrix).

It is worth noting that if AX � I ¼ R, so that R is the ‘residual’ matrix, then a bound on the
relative error is given by Rk k, i.e.,

X �A�1
�� ��

A�1k k � Rk k:

(ii) General real rectangular matrices.

A real matrix A has no inverse if it is square (n by n) and singular (has rank < n), or if it is of
shape (m by n) with m 6¼ n, but there is a Generalized or Pseudo-inverse Aþ which satisfies the
equations

AAþA ¼ A; AþAAþ ¼ Aþ; AAþð ÞT ¼ AAþ; AþAð ÞT ¼ AþA

(which of course are also satisfied by the inverse X of A if A is square and nonsingular).

(a) if m 	 n and rank Að Þ ¼ n then A can be factorized using a QR factorization, given by

A ¼ Q R
0

� �
;

where Q is an m by m orthogonal matrix and R is an n by n, nonsingular, upper triangular
matrix. The pseudo-inverse of A is then given by

Aþ ¼ R�1 ~QT;

where ~Q consists of the first n columns of Q.

(b) if m � n and rank Að Þ ¼ m then A can be factorized using an RQ factorization, given by

A ¼ R 0ð ÞQT

where Q is an n by n orthogonal matrix and R is an m by m, nonsingular, upper triangular
matrix. The pseudo-inverse of A is then given by

Aþ ¼ ~QR�1;

where ~Q consists of the first m columns of Q.

(c) if m 	 n and rank Að Þ ¼ r � n then A can be factorized using a QR factorization, with
column interchanges, as

A ¼ Q R
0

� �
PT;

where Q is an m by m orthogonal matrix, R is an r by n upper trapezoidal matrix and P is an
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n by n permutation matrix. The pseudo-inverse of A is then given by

Aþ ¼ PRT RRT
� ��1 ~QT;

where ~Q consists of the first r columns of Q.

(d) if rank Að Þ ¼ r � k ¼ min m;nð Þ, then A can be factorized as the singular value decomposi-
tion

A ¼ U�V T;

where U is an m by m orthogonal matrix, V is an n by n orthogonal matrix and � is an m by
n diagonal matrix with non-negative diagonal elements �. The first k columns of U and V are
the left- and right-hand singular vectors of A respectively and the k diagonal elements of �
are the singular values of A. � may be chosen so that

�1 	 �2 	 � � � 	 �k 	 0

and in this case if rank Að Þ ¼ r then

�1 	 �2 	 � � � 	 �r > 0; �rþ1 ¼ � � � ¼ �k ¼ 0:

If ~U and ~V consist of the first r columns of U and V respectively and ~� is an r by r diagonal
matrix with diagonal elements �1; �2; . . . ; �r then A is given by

A ¼ ~U ~� ~V T

and the pseudo-inverse of A is given by

Aþ ¼ ~V ~��1 ~UT:

Notice that

ATA ¼ V �T�
� �

V T

which is the classical eigenvalue (spectral) factorization of ATA.

(e) if A is complex then the above relationships are still true if we use ‘unitary’ in place of
‘orthogonal’ and conjugate transpose in place of transpose. For example, the singular value
decomposition of A is

A ¼ U�V H;

where U and V are unitary, V H the conjugate transpose of V and � is as in (d) above.

2.2 Matrix Factorizations

The functions in this section perform matrix factorizations which are required for the solution of
systems of linear equations with various special structures. A few functions which perform associated
computations are also included.

Other functions for matrix factorizations are to be found in Chapters f07, f08 and f11.

This section also contains a few functions associated with eigenvalue problems (see Chapter f02).
(Historical note: this section used to contain many more such functions, but they have now been
superseded by functions in Chapter f08.)

2.3 Matrix Arithmetic and Manipulation

The intention of functions in this section (sub-chapter f01v) is to cater for some of the commonly
occurring operations in matrix manipulation, i.e., conversion between different storage formats,such as
conversion between rectangular band matrix storage and packed band matrix storage. For vector or
matrix-vector or matrix-matrix operations refer to Chapters f06 and f16.
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2.4 Matrix Functions

Given a square matrix A, the matrix function f Að Þ is a matrix with the same dimensions as A which
provides a generalization of the scalar function f .

If A has a full set of eigenvectors V then A can be factorized as

A ¼ VDV �1;

where D is the diagonal matrix whose diagonal elements, di, are the eigenvalues of A. f Að Þ is given by

f Að Þ ¼ V f Dð ÞV �1;

where f Dð Þ is the diagonal matrix whose ith diagonal element is f dið Þ.
In general, A may not have a full set of eigenvectors. The matrix function can then be defined via a
Cauchy integral. For A 2 C

n�n,

f Að Þ ¼ 1

2	i

Z
�

f zð Þ zI �Að Þ�1dz;

where � is a closed contour surrounding the eigenvalues of A, and f is analytic within � .

Some matrix functions are defined implicitly. A matrix logarithm is a solution X to the equation

eX ¼ A:
In general X is not unique, but if A has no eigenvalues on the closed negative real line then a unique
principal logarithm exists whose eigenvalues have imaginary part between 	 and �	. Similarly, a
matrix square root is a solution X to the equation

X2 ¼ A:
If A has no eigenvalues on the closed negative real line then a unique principal square root exists with
eigenvalues in the right half-plane. If A has a vanishing eigenvalue then log Að Þ cannot be computed. If
the vanishing eigenvalue is defective (its algebraic multiplicity exceeds its geometric multiplicity, or
equivalently it occurs in a Jordan block of size greater than 1) then the square root cannot be computed.
If the vanishing eigenvalue is semisimple (its algebraic and geometric multiplicities are equal, or
equivalently it occurs only in Jordan blocks of size 1) then a square root can be computed.

Algorithms for computing matrix functions are usually tailored to a specific function. Currently Chapter
f01 contains routines for calculating the exponential, logarithm, sine, cosine, sinh, cosh, square root and
general real power of both real and complex matrices. In addition there are routines to compute a
general function of real symmetric and complex Hermitian matrices and a general function of general
real and complex matrices.

The Fréchet derivative of a matrix function f Að Þ in the direction of the matrix E is the linear function
mapping E to Lf A;Eð Þ such that

f Aþ Eð Þ � f Að Þ � Lf A;Eð Þ ¼ O Ek kð Þ:
The Fréchet derivative measures the first-order effect on f Að Þ of perturbations in A. Chapter f01
contains functions for calculating the Fréchet derivative of the exponential, logarithm and real powers
of both real and complex matrices.

The condition number of a matrix function is a measure of its sensitivity to perturbations in the data.
The absolute condition number measures these perturbations in an absolute sense, and is defined by

condabs f; Að Þlim�!0sup Ek k!0f g
f Aþ Eð Þ � f Að Þk k

�
:

The relative condition number, which is usually of more interest, measures these perturbations in a
relative sense, and is defined by

condrel f;Að Þ ¼ condabs f; Að Þ Ak k
f Að Þk k:

The absolute and relative condition numbers can be expressed in terms of the norm of the Fréchet
derivative by
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condabs f; Að Þ ¼ max E 6¼0
L A;Eð Þk k

Ek k ;

condrel f; Að Þ ¼ Ak k
f Að Þk kmax E 6¼0

L A;Eð Þk k
Ek k :

Chapter f01 contains routines for calculating the condition number of the matrix exponential, logarithm,
sine, cosine, sinh, cosh, square root and general real power of both real and complex matrices. It also
contains routines for estimating the condition number of a general function of a real or complex matrix.

3 Recommendations on Choice and Use of Available Functions

3.1 Matrix Inversion

Note: before using any function for matrix inversion, consider carefully whether it is really needed.

Although the solution of a set of linear equations Ax ¼ b can be written as x ¼ A�1b, the solution
should never be computed by first inverting A and then computing A�1b; the functions in Chapters f04
or f07 should always be used to solve such sets of equations directly; they are faster in execution, and
numerically more stable and accurate. Similar remarks apply to the solution of least squares problems
which again should be solved by using the functions in Chapters f04 and f08 rather than by computing
a pseudo-inverse.

(a) Nonsingular square matrices of order n

This chapter describes techniques for inverting a general real matrix A and matrices which are
positive definite (have all eigenvalues positive) and are either real and symmetric or complex and
Hermitian. It is wasteful and uneconomical not to use the appropriate function when a matrix is
known to have one of these special forms. A general function must be used when the matrix is not
known to be positive definite. In most functions the inverse is computed by solving the linear
equations Axi ¼ ei, for i ¼ 1; 2; . . . ; n, where ei is the ith column of the identity matrix.

The residual matrix R ¼ AX � I, where X is a computed inverse of A, conveys useful
information. Firstly Rk k is a bound on the relative error in X and secondly Rk k < 1

2 guarantees the
convergence of the iterative process in the ‘corrected’ inverse functions.

The decision trees for inversion show which functions in Chapter f07 should be used for the
inversion of other special types of matrices not treated in the chapter.

(b) General real rectangular matrices

For real matrices nag_dgeqrf (f08aec) returns the QR factorization of the matrix and nag_dgeqp3
(f08bfc) returns the QR factorization with column interchanges. The corresponding complex
functions are nag_zgeqrf (f08asc) and nag_zgeqp3 (f08btc) respectively. Functions are also
provided to form the orthogonal matrices and transform by the orthogonal matrices following the
use of the above functions.

nag_dgesvd (f08kbc) and nag_zgesvd (f08kpc) compute the singular value decomposition as
described in Section 2 for real and complex matrices respectively. If A has rank r � k ¼ min m;nð Þ
then the k� r smallest singular values will be negligible and the pseudo-inverse of A can be
obtained as Aþ ¼ V��1UT as described in Section 2. If the rank of A is not known in advance it
can be estimated from the singular values (see Section 2.4 in the f04 Chapter Introduction). For
large sparse matrices, leading terms in the singular value decomposition can be computed using
functions from Chapter f12.

3.2 Matrix Factorizations

Each of these functions serves a special purpose required for the solution of sets of simultaneous linear
equations or the eigenvalue problem. For further details you should consult Sections 3 or 4 in the f02
Chapter Introduction or Sections 3 or 4 in the f04 Chapter Introduction.

f01 – Matrix Factorizations Introduction – f01

Mark 26 f01.5



nag_sparse_nsym_fac (f11dac) is provided for factorizing general real sparse matrices. A more recent
algorithm for the same problem is available through nag_superlu_lu_factorize (f11mec). For factorizing
real symmetric positive definite sparse matrices, see nag_sparse_sym_chol_fac (f11jac). These functions
should be used only when A is not banded and when the total number of nonzero elements is less than
10% of the total number of elements. In all other cases either the band functions or the general
functions should be used.

3.3 Matrix Arithmetic and Manipulation

The functions in the f01v (LAPACK) section are designed to allow conversion between full storage
format and one of the packed storage schemes required by some of the functions in Chapters f02, f04,
f06, f07 and f08.

3.3.1 NAG Names and LAPACK Names

Functions with NAG short name beginning f01v may be called either by their NAG short names or by
their NAG long names. The NAG long names for a function is simply the LAPACK name (in lower
case) prepended by nag_, for example, nag_dtrttf is the long name for f01vec.

When using the NAG Library, the double precision form of the LAPACK name must be used
(beginning with d- or z-).

References to Chapter f01 functions in the manual normally include the LAPACK double precision
names, for example, nag_dtrttf (f01vec).

The LAPACK function names follow a simple scheme (which is similar to that used for the BLAS in
Chapter f16). Most names have the structure nag_xyytzz, where the components have the following
meanings:

–the initial letter, x, indicates the data type (real or complex) and precision:

d – real, double precision

z – complex, double precision

–the fourth letter, t, indicates that the function is performing a storage scheme transformation
(conversion)

–the letters yy indicate the original storage scheme used to store a triangular part of the matrix A, while
the letters zz indicate the target storage scheme of the conversion (yy cannot equal zz since this would
do nothing):

tf – Rectangular Full Packed Format (RFP)

tp – Packed Format

tr – Full Format

3.4 Matrix Functions

nag_real_gen_matrix_exp (f01ecc) and nag_matop_complex_gen_matrix_exp (f01fcc) compute the
matrix exponential, eA, of a real and complex square matrix A respectively. If estimates of the condition
number of the matrix exponential are required then nag_matop_real_gen_matrix_cond_exp (f01jgc) and
nag_matop_complex_gen_matrix_cond_exp (f01kgc) should be used. If Fréchet derivatives are required
then nag_matop_real_gen_matrix_frcht_exp (f01jhc) and nag_matop_complex_gen_matrix_frcht_exp
(f01khc) should be used.

nag_real_symm_matrix_exp (f01edc) and nag_matop_complex_herm_matrix_exp (f01fdc) compute the
matrix exponential, eA, of a real symmetric and complex Hermitian matrix respectively. If the matrix is
real symmetric, or complex Hermitian then it is recommended that nag_real_symm_matrix_exp
(f01edc), or nag_matop_complex_herm_matrix_exp (f01fdc) be used as they are more efficient and, in
general, more accurate than nag_real_gen_matrix_exp (f01ecc) and nag_matop_complex_gen_matrix_
exp (f01fcc).

nag_matop_real_gen_matrix_log (f01ejc) and nag_matop_complex_gen_matrix_log (f01fjc) compute
the principal matrix logarithm, log Að Þ, of a real and complex square matrix A respectively. If estimates
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of the condition number of the matrix logarithm are required then nag_matop_real_gen_matrix_con
d_log (f01jjc) and nag_matop_complex_gen_matrix_cond_log (f01kjc) should be used. If Fréchet
derivatives are required then nag_matop_real_gen_matrix_frcht_log (f01jkc) and nag_matop_complex_
gen_matrix_frcht_log (f01kkc) should be used.

nag_matop_real_gen_matrix_fun_std (f01ekc) and nag_matop_complex_gen_matrix_fun_std (f01fkc)
compute the matrix exponential, sine, cosine, sinh or cosh of a real and complex square matrix A
respectively. If the matrix exponential is required then it is recommended that nag_real_gen_matrix_exp
(f01ecc) or nag_matop_complex_gen_matrix_exp (f01fcc) be used as they are, in general, more
accurate than nag_matop_real_gen_matrix_fun_std (f01ekc) and nag_matop_complex_gen_matrix_
fun_std (f01fkc). If estimates of the condition number of the matrix function are required then
nag_matop_real_gen_matrix_cond_std (f01jac) and nag_matop_complex_gen_matrix_cond_std (f01kac)
should be used.

nag_matop_real_gen_matrix_fun_num (f01elc) and nag_matop_real_gen_matrix_fun_usd (f01emc)
compute the matrix function, f Að Þ, of a real square matrix. nag_matop_complex_gen_matrix_fun_num
(f01flc) and nag_matop_complex_gen_matrix_fun_usd (f01fmc) compute the matrix function of a
complex square matrix. The derivatives of f are required for these computations. nag_matop_real_
gen_matrix_fun_num (f01elc) and nag_matop_complex_gen_matrix_fun_num (f01flc) use numerical
differentiation to obtain the derivatives of f . nag_matop_real_gen_matrix_fun_usd (f01emc) and
nag_matop_complex_gen_matrix_fun_usd (f01fmc) use derivatives you have supplied. If estimates of
the condition number are required but you are not supplying derivatives then nag_matop_real_gen_ma
trix_cond_num (f01jbc) and nag_matop_complex_gen_matrix_cond_num (f01kbc) should be used. If
estimates of the condition number of the matrix function are required and you are supplying derivatives
of f , then nag_matop_real_gen_matrix_cond_usd (f01jcc) and nag_matop_complex_gen_matrix_con
d_usd (f01kcc) should be used.

If the matrix A is real symmetric or complex Hermitian then it is recommended that to compute the
matrix function, f Að Þ, nag_matop_real_symm_matrix_fun (f01efc) and nag_matop_complex_herm_ma
trix_fun (f01ffc) are used respectively as they are more efficient and, in general, more accurate than
nag_matop_real_gen_matrix_fun_num (f01elc), nag_matop_real_gen_matrix_fun_usd (f01emc), nag_
matop_complex_gen_matrix_fun_num (f01flc) and nag_matop_complex_gen_matrix_fun_usd (f01fmc).

nag_matop_real_gen_matrix_actexp (f01gac) and nag_matop_complex_gen_matrix_actexp (f01hac)
compute the matrix function etAB for explicitly stored dense real and complex matrices A and B
respectively while nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) and nag_matop_complex_gen_
matrix_actexp_rcomm (f01hbc) compute the same using reverse communication. In the latter case,
control is returned to you. You should calculate any required matrix-matrix products and then call the
function again. See Section 2.3.2 in How to Use the NAG Library and its Documentation for further
information.

nag_matop_real_gen_matrix_sqrt (f01enc) and nag_matop_complex_gen_matrix_sqrt (f01fnc) compute
the principal square root A1=2 of a real and complex square matrix A respectively. If A is complex and
upper triangular then nag_matop_complex_tri_matrix_sqrt (f01fpc) should be used. If A is real and
upper quasi-triangular then nag_matop_real_tri_matrix_sqrt (f01epc) should be used. If estimates of the
condition number of the matrix square root are required then nag_matop_real_gen_matrix_cond_sqrt
(f01jdc) and nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) should be used.

nag_matop_real_gen_matrix_pow (f01eqc) and nag_matop_complex_gen_matrix_pow (f01fqc) compute
the matrix power Ap, where p 2 R, of real and complex matrices respectively. If estimates of the
condition number of the matrix power are required then nag_matop_real_gen_matrix_cond_pow
(f01jec) and nag_matop_complex_gen_matrix_cond_pow (f01kec) should be used. If Fréchet
derivatives are required then nag_matop_real_gen_matrix_frcht_pow (f01jfc) and nag_matop_com
plex_gen_matrix_frcht_pow (f01kfc) should be used.

4 Decision Trees

The decision trees show the functions in this chapter and in Chapter f07 and Chapter f08 that should be
used for inverting matrices of various types. They also show which function should be used to calculate
various matrix functions.
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(i) Matrix Inversion:

Tree 1

Is A an n by n matrix of rank n?
yes

Is A a real matrix?
yes

see Tree 2

no

see Tree 3

no

see Tree 4

Tree 2: Inverse of a real n by n matrix of full rank

Is A a band matrix?
yes

See Note 1.

no

Is A symmetric?
yes

Is A positive definite?
yes

Is one triangle of A stored
as a linear array? yes

f07gdc and f07gjc

no

f07fdc and f07fjc

no

Is one triangle of A stored
as a linear array? yes

f07pdc and f07pjc

no

f07mdc and f07mjc

no

Is A triangular?
yes

Is A stored as a linear array?
yes

f07ujc

no

f07tjc

no

f07adc and f07ajc

Tree 3: Inverse of a complex n by n matrix of full rank

Is A a band matrix?
yes

See Note 1.

no

Is A Hermitian?
yes

Is A positive definite?
yes

Is one triangle of A stored
as a linear array? yes

f07grc and f07gwc

no

f07frc and f07fwc

no

Is one triangle A stored as a
linear array? yes

f07prc and f07pwc

no

f07mrc and f07mwc

no

Is A symmetric?
yes

Is one triangle of A stored
as a linear array? yes

f07qrc and f07qwc

no

f07nrc and f07nwc

no

Is A triangular?
yes

Is A stored as a linear array?
yes

f07uwc

no

f07twc

no

f07anc or f07arc and f07awc
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Tree 4: Pseudo-inverses

Is A a complex matrix?
yes

Is A of full rank?
yes

Is A an m by n matrix with
m < n? yes

f08avc and f08awc or
f08axc

no

f08asc and f08auc or f08atc

no

f08kpc

no

Is A of full rank?
yes

Is A an m by n matrix with
m < n? yes

f08ahc and f08ajc or f08akc

no

f08aec and f08agc or f08afc

no

f08kbc

Note 1: the inverse of a band matrix A does not in general have the same shape as A, and no functions
are provided specifically for finding such an inverse. The matrix must either be treated as a full matrix,
or the equations AX ¼ B must be solved, where B has been initialized to the identity matrix I. In the
latter case, see the decision trees in Section 4 in the f04 Chapter Introduction.

Note 2: by ‘guaranteed accuracy’ we mean that the accuracy of the inverse is improved by use of the
iterative refinement technique using additional precision.

(ii) Matrix Factorizations: see the decision trees in Section 4 in the f02 and f04 Chapter Introductions.

(iii) Matrix Arithmetic and Manipulation: not appropriate.

(iv) Matrix Functions:
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Tree 5: Matrix functions f Að Þ of an n by n real matrix A

Is etAB required? yes
Is A stored in dense format?

yes
f01gac

no

f01gbc

no

Is A real symmetric?
yes Is eA required? yes

f01edc

no

f01efc

no

Is cos Að Þ or cosh Að Þ or sin Að Þ or
sinh Að Þ required? yes

Is the condition number of the matrix
function required? yes

f01jac

no

f01ekc

no

Is log Að Þ required?
yes

Is the condition number of the matrix
logarithm required? yes

f01jjc

no

Is the Fréchet derivative of the matrix
logarithm required? yes

f01jkc

no

f01ejc

no

Is exp Að Þ required?
yes

Is the condition number of the matrix
exponential required? yes

f01jgc

no

Is the Fréchet derivative of the matrix
exponential required? yes

f01jhc

no

f01ecc

no

Is A1=2 required? yes
Is the condition number of the matrix
square root required? yes

f01jdc

no

Is the matrix upper quasi-triangular?
yes

f01epc

no

f01enc

no

Is Ap required?
yes

Is the condition number of the matrix
power required? yes

f01jec

no

Is the Fréchet derivative of the matrix
power required? yes

f01jfc

no

f01eqc

no

f Að Þ will be computed. Will derivatives
of f be supplied by the user? yes

Is the condition number of the matrix
function required? yes

f01jcc

no

f01emc

no

Is the condition number of the matrix
function required? yes

f01jbc

no

f01elc
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Tree 6: Matrix functions f Að Þ of an n by n complex matrix A

Is etAB required? yes
Is A stored in dense format?

yes
f01hac

no

f01hbc

no

Is A complex Hermitian?
yes Is eA required? yes

f01fdc

no

f01ffc

no

Is cos Að Þ or cosh Að Þ or sin Að Þ or
sinh Að Þ required? yes

Is the condition number of the matrix
function required? yes

f01kac

no

f01fkc

no

Is log Að Þ required?
yes

Is the condition number of the matrix
logarithm required? yes

f01kjc

no

Is the Fréchet derivative of the matrix
logarithm required? yes

f01kkc

no

f01fjc

no

Is exp Að Þ required?
yes

Is the condition number of the matrix
exponential required? yes

f01kgc

no

Is the Fréchet derivative of the matrix
exponential required? yes

f01khc

no

f01fcc

no

Is A1=2 required? yes
Is the condition number of the matrix
square root required? yes

f01kdc

no

Is the matrix upper triangular?
yes

f01fpc

no

f01fnc

no

Is Ap required?
yes

Is the condition number of the matrix
power required? yes

f01kec

no

Is the Fréchet derivative of the matrix
power required? yes

f01kfc

no

f01fqc

no

f Að Þ will be computed. Will derivatives
of f be supplied by the user? yes

Is the condition number of the matrix
function required? yes

f01kcc

no

f01fmc

no

Is the condition number of the matrix
function required? yes

f01kbc

no

f01flc
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5 Functionality Index

Action of the matrix exponential on a complex matrix
..... nag_matop_complex_gen_matrix_actexp (f01hac)

Action of the matrix exponential on a complex matrix (reverse communication)
..... nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc)

Action of the matrix exponential on a real matrix ......... nag_matop_real_gen_matrix_actexp (f01gac)

Action of the matrix exponential on a real matrix (reverse communication)
..... nag_matop_real_gen_matrix_actexp_rcomm (f01gbc)

Matrix Arithmetic and Manipulation,
matrix storage conversion,

full to packed triangular storage,
complex matrices ........................................................................................ nag_ztrttp (f01vbc)
real matrices ................................................................................................ nag_dtrttp (f01vac)

full to Rectangular Full Packed storage,
complex matrix ............................................................................................. nag_ztrttf (f01vfc)
real matrix ................................................................................................... nag_dtrttf (f01vec)

packed triangular to full storage,
complex matrices ........................................................................................ nag_ztpttr (f01vdc)
real matrices ................................................................................................ nag_dtpttr (f01vcc)

packed triangular to Rectangular Full Packed storage,
complex matrices ........................................................................................ nag_ztpttf (f01vkc)
real matrices ................................................................................................ nag_dtpttf (f01vjc)

Rectangular Full Packed to full storage,
complex matrices ......................................................................................... nag_ztfttr (f01vhc)
real matrices ................................................................................................ nag_dtfttr (f01vgc)

Rectangular Full Packed to packed triangular storage,
complex matrices ....................................................................................... nag_ztfttp (f01vmc)
real matrices ................................................................................................ nag_dtfttp (f01vlc)

Matrix function,
complex Hermitian n by n matrix,

matrix exponential ............................................. nag_matop_complex_herm_matrix_exp (f01fdc)
matrix function .................................................... nag_matop_complex_herm_matrix_fun (f01ffc)

complex n by n matrix,
condition number for a matrix exponential

..... nag_matop_complex_gen_matrix_cond_exp (f01kgc)
condition number for a matrix exponential, logarithm, sine, cosine, sinh or cosh

..... nag_matop_complex_gen_matrix_cond_std (f01kac)
condition number for a matrix function, using numerical differentiation

..... nag_matop_complex_gen_matrix_cond_num (f01kbc)
condition number for a matrix function, using user-supplied derivatives

..... nag_matop_complex_gen_matrix_cond_usd (f01kcc)
condition number for a matrix logarithm ..... nag_matop_complex_gen_matrix_cond_log (f01kjc)
condition number for a matrix power ...... nag_matop_complex_gen_matrix_cond_pow (f01kec)
condition number for the matrix square root, logarithm, sine, cosine, sinh or cosh

..... nag_matop_complex_gen_matrix_cond_sqrt (f01kdc)
Fréchet derivative

matrix exponential ................................. nag_matop_complex_gen_matrix_frcht_exp (f01khc)
matrix logarithm .................................... nag_matop_complex_gen_matrix_frcht_log (f01kkc)
matrix power ......................................... nag_matop_complex_gen_matrix_frcht_pow (f01kfc)

general power
matrix ............................................................. nag_matop_complex_gen_matrix_pow (f01fqc)

matrix exponential ................................................ nag_matop_complex_gen_matrix_exp (f01fcc)
matrix exponential, sine, cosine, sinh or cosh

..... nag_matop_complex_gen_matrix_fun_std (f01fkc)
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matrix function, using numerical differentiation
..... nag_matop_complex_gen_matrix_fun_num (f01flc)

matrix function, using user-supplied derivatives
..... nag_matop_complex_gen_matrix_fun_usd (f01fmc)

matrix logarithm .................................................... nag_matop_complex_gen_matrix_log (f01fjc)
matrix square root ................................................ nag_matop_complex_gen_matrix_sqrt (f01fnc)
upper triangular

matrix square root ............................................. nag_matop_complex_tri_matrix_sqrt (f01fpc)
real n by n matrix,

condition number for a matrix exponential ....... nag_matop_real_gen_matrix_cond_exp (f01jgc)
condition number for a matrix function, using numerical differentiation

..... nag_matop_real_gen_matrix_cond_num (f01jbc)
condition number for a matrix function, using user-supplied derivatives

..... nag_matop_real_gen_matrix_cond_usd (f01jcc)
condition number for a matrix logarithm ........... nag_matop_real_gen_matrix_cond_log (f01jjc)
condition number for a matrix power ............... nag_matop_real_gen_matrix_cond_pow (f01jec)
condition number for the matrix exponential, logarithm, sine, cosine, sinh or cosh

..... nag_matop_real_gen_matrix_cond_std (f01jac)
condition number for the matrix square root, logarithm, sine, cosine, sinh or cosh

..... nag_matop_real_gen_matrix_cond_sqrt (f01jdc)
Fréchet derivative

matrix exponential ......................................... nag_matop_real_gen_matrix_frcht_exp (f01jhc)
matrix logarithm ............................................. nag_matop_real_gen_matrix_frcht_log (f01jkc)
matrix power ................................................. nag_matop_real_gen_matrix_frcht_pow (f01jfc)

general power
matrix exponential ................................................. nag_matop_real_gen_matrix_pow (f01eqc)

matrix exponential ................................................................... nag_real_gen_matrix_exp (f01ecc)
matrix exponential, sine, cosine, sinh or cosh ..... nag_matop_real_gen_matrix_fun_std (f01ekc)
matrix function, using numerical differentiation

..... nag_matop_real_gen_matrix_fun_num (f01elc)
matrix function, using user-supplied derivatives

..... nag_matop_real_gen_matrix_fun_usd (f01emc)
matrix logarithm ............................................................ nag_matop_real_gen_matrix_log (f01ejc)
matrix square root ....................................................... nag_matop_real_gen_matrix_sqrt (f01enc)
upper quasi-triangular

matrix square root .................................................... nag_matop_real_tri_matrix_sqrt (f01epc)
real symmetric n by n matrix,

matrix exponential ............................................................... nag_real_symm_matrix_exp (f01edc)
matrix function ......................................................... nag_matop_real_symm_matrix_fun (f01efc)

Matrix Transformations,
real band symmetric positive definite matrix,

variable bandwidth, LDLT factorization ............................. nag_real_cholesky_skyline (f01mcc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_complex_cholesky (f01bnc) 25 nag_zpotrf (f07frc)
nag_real_qr (f01qcc) 25 nag_dgeqrf (f08aec)
nag_real_apply_q (f01qdc) 25 nag_dormqr (f08agc)
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nag_real_form_q (f01qec) 25 nag_dorgqr (f08afc)
nag_complex_qr (f01rcc) 25 nag_zgeqrf (f08asc)
nag_complex_apply_q (f01rdc) 25 nag_zunmqr (f08auc)
nag_complex_form_q (f01rec) 25 nag_zungqr (f08atc)
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NAG Library Function Document

nag_real_gen_matrix_exp (f01ecc)

1 Purpose

nag_real_gen_matrix_exp (f01ecc) computes the matrix exponential, eA, of a real n by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_real_gen_matrix_exp (Nag_OrderType order, Integer n, double a[],
Integer pda, NagError *fail)

3 Description

eA is computed using a Padé approximant and the scaling and squaring method described in Al–Mohy
and Higham (2009).

4 References

Al–Mohy A H and Higham N J (2009) A new scaling and squaring algorithm for the matrix
exponential SIAM J. Matrix Anal. 31(3) 970–989

Higham N J (2005) The scaling and squaring method for the matrix exponential revisited SIAM J.
Matrix Anal. Appl. 26(4) 1179–1193

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.
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On exit: the n by n matrix exponential eA.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error has occurred. Please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The linear equations to be solved are nearly singular and the Padé approximant probably has no
correct figures; it is likely that this function has been called incorrectly.

The linear equations to be solved for the Padé approximant are singular; it is likely that this
function has been called incorrectly.

NW_SOME_PRECISION_LOSS

eA has been computed using an IEEE double precision Padé approximant, although the arithmetic
precision is higher than IEEE double precision.
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7 Accuracy

For a normal matrix A (for which ATA ¼ AAT) the computed matrix, eA, is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-normal
matrices. See Al–Mohy and Higham (2009) and Section 10.3 of Higham (2008) for details and further
discussion.

If estimates of the condition number of the matrix exponential are required then nag_matop_real_
gen_matrix_cond_exp (f01jgc) should be used.

8 Parallelism and Performance

nag_real_gen_matrix_exp (f01ecc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_gen_matrix_exp (f01ecc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, and the double allocatable memory required is
approximately 6� n2.

The cost of the algorithm is O n3
� �

; see Section 5 of of Al–Mohy and Higham (2009). The real
allocatable memory required is approximately 6 � n2.
If the Fréchet derivative of the matrix exponential is required then nag_matop_real_gen_matrix_frch
t_exp (f01jhc) should be used.

As well as the excellent book cited above, the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).

10 Example

This example finds the matrix exponential of the matrix

A ¼
1 2 2 2
3 1 1 2
3 2 1 2
3 3 3 1

0B@
1CA:

10.1 Program Text

/* nag_real_gen_matrix_exp (f01ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{
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/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, n;
Integer pda;
NagError fail;
/*Double scalar and array declarations */
double *a = 0;
Nag_OrderType order;

INIT_FAIL(fail);

printf("%s\n", "nag_real_gen_matrix_exp (f01ecc) Example Program Results");
printf("\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else

pda = n;
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */
for (i = 1; i <= n; i++) {

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find exp( A ) */
/*
* nag_real_gen_matrix_exp (f01ecc)
* Real matrix exponential
*/

nag_real_gen_matrix_exp(order, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_gen_matrix_exp (f01ecc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Print solution */
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Exp(A)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}
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END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_real_gen_matrix_exp (f01ecc) Example Program Data

4 :Value of n

1.0 2.0 2.0 2.0
3.0 1.0 1.0 2.0
3.0 2.0 1.0 2.0
3.0 3.0 3.0 1.0 :End of matrix A

10.3 Program Results

nag_real_gen_matrix_exp (f01ecc) Example Program Results

Exp(A)
1 2 3 4

1 740.7038 610.8500 542.2743 549.1753
2 731.2510 603.5524 535.0884 542.2743
3 823.7630 679.4257 603.5524 610.8500
4 998.4355 823.7630 731.2510 740.7038
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NAG Library Function Document

nag_real_symm_matrix_exp (f01edc)

1 Purpose

nag_real_symm_matrix_exp (f01edc) computes the matrix exponential, eA, of a real symmetric n by n
matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_real_symm_matrix_exp (Nag_OrderType order, Nag_UploType uplo,
Integer n, double a[], Integer pda, NagError *fail)

3 Description

eA is computed using a spectral factorization of A

A ¼ QDQT;

where D is the diagonal matrix whose diagonal elements, di, are the eigenvalues of A, and Q is an
orthogonal matrix whose columns are the eigenvectors of A. eA is then given by

eA ¼ QeDQT;

where eD is the diagonal matrix whose ith diagonal element is edi . See for example Section 4.5 of
Higham (2008).

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the upper or lower triangular part of the n by n matrix
exponential, eA.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The computation of the spectral factorization failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when computing the spectral factorization. Please contact NAG.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For a symmetric matrix A, the matrix eA, has the relative condition number

� Að Þ ¼ Ak k2;

which is the minimum possible for the matrix exponential and so the computed matrix exponential is
guaranteed to be close to the exact matrix. See Section 10.2 of Higham (2008) for details and further
discussion.

8 Parallelism and Performance

nag_real_symm_matrix_exp (f01edc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_symm_matrix_exp (f01edc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, and the double allocatable memory required is
approximately nþ nbþ 4ð Þ � n, where nb is the block size required by nag_dsyev (f08fac).

The cost of the algorithm is O n3
� �

.

As well as the excellent book cited above, the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).

10 Example

This example finds the matrix exponential of the symmetric matrix

A ¼
1 2 3 4
2 1 2 3
3 2 1 2
4 3 2 1

0B@
1CA
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10.1 Program Text

/* nag_real_symm_matrix_exp (f01edc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, n, pda;
Nag_MatrixType matrix;
Nag_UploType uploc;
/*Double scalar and array declarations */
double *a = 0;
/*Character scalar and array declarations */
char uplo[10];
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

printf("%s\n", "nag_real_symm_matrix_exp (f01edc) Example Program Results");
printf("\n");

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else

pda = n;
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%9s%*[^\n] ", uplo, (unsigned)_countof(uplo));
#else

scanf("%9s%*[^\n] ", uplo);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
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*/
uploc = (Nag_UploType) nag_enum_name_to_value(uplo);
if (uploc == Nag_Upper) {

matrix = Nag_UpperMatrix;
for (i = 1; i <= n; i++) {

for (j = i; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf ", &A(i, j));
#else

scanf("%lf ", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; i++) {

for (j = 1; j <= i; j++)
#ifdef _WIN32

scanf_s("%lf ", &A(i, j));
#else

scanf("%lf ", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/*
* nag_real_symm_matrix_exp (f01edc)
* Real symmetric matrix exponential
*/

nag_real_symm_matrix_exp(order, uploc, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_matrix_exp (f01edc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Symmetric Exp(A)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}
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10.2 Program Data

nag_real_symm_matrix_exp (f01edc) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo
1.0 2.0 3.0 4.0

1.0 2.0 3.0
1.0 2.0

1.0 :End of matrix A

10.3 Program Results

nag_real_symm_matrix_exp (f01edc) Example Program Results

Symmetric Exp(A)
1 2 3 4

1 2675.3899 2193.0210 2193.2062 2675.2803
2 1798.3297 1797.8497 2193.2062
3 1798.3297 2193.0210
4 2675.3899
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NAG Library Function Document

nag_matop_real_symm_matrix_fun (f01efc)

1 Purpose

nag_matop_real_symm_matrix_fun (f01efc) computes the matrix function, f Að Þ, of a real symmetric n
by n matrix A. f Að Þ must also be a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_symm_matrix_fun (Nag_OrderType order, Nag_UploType uplo,
Integer n, double a[], Integer pda,

void (*f)(Integer *flag, Integer n, const double x[], double fx[],
Nag_Comm *comm),

Nag_Comm *comm, Integer *flag, NagError *fail)

3 Description

f Að Þ is computed using a spectral factorization of A

A ¼ QDQT;

where D is the diagonal matrix whose diagonal elements, di, are the eigenvalues of A, and Q is an
orthogonal matrix whose columns are the eigenvectors of A. f Að Þ is then given by

f Að Þ ¼ Qf Dð ÞQT;

where f Dð Þ is the diagonal matrix whose ith diagonal element is f dið Þ. See for example Section 4.5 of
Higham (2008). f dið Þ is assumed to be real.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the upper or lower triangular part of the n by n matrix
function, f Að Þ.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: f – function, supplied by the user External Function

The function f evaluates f zið Þ at a number of points zi.

The specification of f is:

void f (Integer *flag, Integer n, const double x[], double fx[],
Nag_Comm *comm)

1: flag – Integer * Input/Output

On entry: flag will be zero.

On exit: flag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f xð Þ; for instance
f xð Þ may not be defined, or may be complex. If flag is returned as nonzero then
nag_matop_real_symm_matrix_fun (f01efc) will terminate the computation, with
fail:code ¼ NE_USER_STOP.

2: n – Integer Input

On entry: n, the number of function values required.

3: x½n� – const double Input

On entry: the n points x1; x2; . . . ; xn at which the function f is to be evaluated.

4: fx½n� – double Output

On exit: the n function values. fx½i � 1� should return the value f xið Þ, for
i ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_real_symm_ma
trix_fun (f01efc) you may allocate memory and initialize these pointers with
various quantities for use by f when called from nag_matop_real_symm_ma
trix_fun (f01efc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: flag – Integer * Output

On exit: flag ¼ 0, unless you have set flag nonzero inside f, in which case flag will be the value
you set and fail will be set to fail:code ¼ NE_USER_STOP.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The computation of the spectral factorization failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when computing the spectral factorization. Please contact NAG.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

flag was set to a nonzero value in f.

7 Accuracy

Provided that f Dð Þ can be computed accurately then the computed matrix function will be close to the
exact matrix function. See Section 10.2 of Higham (2008) for details and further discussion.

8 Parallelism and Performance

nag_matop_real_symm_matrix_fun (f01efc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_matop_real_symm_matrix_fun (f01efc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, and the double allocatable memory required is
approximately nþ nbþ 4ð Þ � n, where nb is the block size required by nag_dsyev (f08fac).

The cost of the algorithm is O n3
� �

plus the cost of evaluating f Dð Þ. If �̂i is the ith computed

eigenvalue of A, then the user-supplied function f will be asked to evaluate the function f at f �̂i

� �
,

i ¼ 1; 2; . . . ; n.

For further information on matrix functions, see Higham (2008).

nag_matop_complex_herm_matrix_fun (f01ffc) can be used to find the matrix function f Að Þ for a
complex Hermitian matrix A.

10 Example

This example finds the matrix cosine, cos Að Þ, of the symmetric matrix

A ¼
1 2 3 4
2 1 2 3
3 2 1 2
4 3 2 1

0B@
1CA:

10.1 Program Text

/* nag_matop_real_symm_matrix_fun (f01efc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf01.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer *flag, Integer n, const double x[],
double fx[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double k = 1.0;
Integer i, flag, j, n, pda;

/* Arrays */
char uplo_c[40];
Integer iuser[1];
double user[1];
double *a = 0;
char *outfile = 0;

/* NAG types */
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_Comm comm;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

/* Communicate constant k and initialize function counter through comm */
comm.user = user;
comm.iuser = iuser;
user[0] = k;
iuser[0] = 0;

printf("nag_matop_real_symm_matrix_fun (f01efc) Example Program Results");
printf("\n\n");
fflush(stdout);

/* Read problem parameters from data file */
#ifdef _WIN32

scanf_s("%*[^\n]%" NAG_IFMT "%*[^\n] %39s%*[^\n] ", &n, uplo_c,
(unsigned)_countof(uplo_c));

#else
scanf("%*[^\n]%" NAG_IFMT "%*[^\n] %39s%*[^\n] ", &n, uplo_c);

#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(uplo_c);

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
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#define A(I, J) a[(I-1)*pda + J-1]
order = Nag_RowMajor;

#endif

/* Read A from data file */
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = i; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = i; j <= n; j++)
scanf("%lf", &A(i, j));

#endif
}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= i; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= i; j++)
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* nag_matop_real_symm_matrix_fun (f01efc).
* Function of a real symmetric matrix
*/

nag_matop_real_symm_matrix_fun(order, uplo, n, a, pda, f, &comm, &flag,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_symm_matrix_fun (f01efc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Expected number of function evaluations is n. */
if (iuser[0] != n)

printf("\nNumber of function evaluations = %" NAG_IFMT "\n\n", iuser[0]);

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,
"Symmetric f(A)=cos(kA)", outfile, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}

static void NAG_CALL f(Integer *flag, Integer n, const double x[],
double fx[], Nag_Comm *comm)

{
Integer j;
double k;
if (!comm->user[0]) {
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*flag = -1;
}
else {

k = comm->user[0];

for (j = 0; j < n; j++) {
comm->iuser[0]++;
fx[j] = cos(k * x[j]);

}
}

}

10.2 Program Data

nag_matop_real_symm_matrix_fun (f01efc) Example Program Data

4 : n
Nag_Upper : uplo

1.0 2.0 3.0 4.0
1.0 2.0 3.0

1.0 2.0
1.0 : A

10.3 Program Results

nag_matop_real_symm_matrix_fun (f01efc) Example Program Results

Symmetric f(A)=cos(kA)
1 2 3 4

1 -0.5420 -0.6612 -0.0261 0.1580
2 0.2306 -0.3396 -0.0261
3 0.2306 -0.6612
4 -0.5420

f01 – Matrix Factorizations f01efc

Mark 26 f01efc.7 (last)





NAG Library Function Document

nag_matop_real_gen_matrix_log (f01ejc)

1 Purpose

nag_matop_real_gen_matrix_log (f01ejc) computes the principal matrix logarithm, log Að Þ, of a real n
by n matrix A, with no eigenvalues on the closed negative real line.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_log (Nag_OrderType order, Integer n,
double a[], Integer pda, double *imnorm, NagError *fail)

3 Description

Any nonsingular matrix A has infinitely many logarithms. For a matrix with no eigenvalues on the
closed negative real line, the principal logarithm is the unique logarithm whose spectrum lies in the
strip z : �	 < Im zð Þ < 	f g.
log Að Þ is computed using the inverse scaling and squaring algorithm for the matrix logarithm described
in Al–Mohy and Higham (2011), adapted to real matrices by Al–Mohy et al. (2012).

4 References

Al–Mohy A H and Higham N J (2011) Improved inverse scaling and squaring algorithms for the matrix
logarithm SIAM J. Sci. Comput. 34(4) C152–C169

Al–Mohy A H, Higham N J and Relton S D (2012) Computing the Fréchet derivative of the matrix
logarithm and estimating the condition number SIAM J. Sci. Comput. 35(4) C394–C410

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.
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On entry: the n by n matrix A.

On exit: the n by n principal matrix logarithm, log Að Þ.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: imnorm – double * Output

On exit: if the function has given a reliable answer then imnorm ¼ 0:0. If imnorm differs from
0:0 by more than unit roundoff (as returned by nag_machine_precision (X02AJC)) then the
computed matrix logarithm is unreliable.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A was found to have eigenvalues on the negative real line. The principal logarithm is not defined
in this case. nag_matop_complex_gen_matrix_log (f01fjc) can be used to find a complex non-
principal logarithm.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

A is singular so the logarithm cannot be computed.

NW_SOME_PRECISION_LOSS

log Að Þ has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the algorithm
reduces to evaluating the logarithm of the eigenvalues of A and then constructing log Að Þ using the
Schur vectors. This should give a very accurate result. In general, however, no error bounds are
available for the algorithm. See Al–Mohy and Higham (2011) and Section 9.4 of Higham (2008) for
details and further discussion.

The sensitivity of the computation of log Að Þ is worst when A has an eigenvalue of very small modulus
or has a complex conjugate pair of eigenvalues lying close to the negative real axis.

If estimates of the condition number of the matrix logarithm are required then nag_matop_real_gen_ma
trix_cond_log (f01jjc) should be used.

8 Parallelism and Performance

nag_matop_real_gen_matrix_log (f01ejc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_matop_real_gen_matrix_log (f01ejc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

floating-point operations (see Al–Mohy and Higham (2011)). The
double allocatable memory required is approximately 3 � n2.
If the Fréchet derivative of the matrix logarithm is required then nag_matop_real_gen_matrix_frcht_log
(f01jkc) should be used.

nag_matop_complex_gen_matrix_log (f01fjc) can be used to find the principal logarithm of a complex
matrix. It can also be used to return a complex, non-principal logarithm if a real matrix has no principal
logarithm due to the presence of negative eigenvalues.

10 Example

This example finds the principal matrix logarithm of the matrix

A ¼
3 �3 1 1
2 1 �2 1
1 1 3 �1
2 0 2 0

0B@
1CA:
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10.1 Program Text

/* nag_matop_real_gen_matrix_log (f01ejc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double imnorm;

/* Arrays */
double *a = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_matop_real_gen_matrix_log (f01ejc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;

if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find log(A) using
* nag_matop_real_gen_matrix_log (f01ejc)
* Real matrix logarithm
*/

nag_matop_real_gen_matrix_log(order, n, a, pda, &imnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_log (f01ejc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "log(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_real_gen_matrix_log (f01ejc) Example Program Data
4 :Value of n
3.0 -3.0 1.0 1.0
2.0 1.0 -2.0 1.0
1.0 1.0 3.0 -1.0
2.0 0.0 2.0 0.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_log (f01ejc) Example Program Results

log(A)
1 2 3 4

1 1.1957 -1.2076 -0.5802 1.0872
2 0.8464 1.0133 -0.5985 -0.1641
3 0.4389 0.6701 1.8449 -1.2111
4 1.2792 0.6177 2.1448 -1.9743
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NAG Library Function Document

nag_matop_real_gen_matrix_fun_std (f01ekc)

1 Purpose

nag_matop_real_gen_matrix_fun_std (f01ekc) computes the matrix exponential, sine, cosine, sinh or
cosh, of a real n by n matrix A using the Schur–Parlett algorithm.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_fun_std (Nag_OrderType order,
Nag_MatFunType fun, Integer n, double a[], Integer pda, double *imnorm,
NagError *fail)

3 Description

f Að Þ, where f is either the exponential, sine, cosine, sinh or cosh, is computed using the Schur–Parlett
algorithm described in Higham (2008) and Davies and Higham (2003).

4 References

Davies P I and Higham N J (2003) A Schur–Parlett algorithm for computing matrix functions. SIAM J.
Matrix Anal. Appl. 25(2) 464–485

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fun – Nag_MatFunType Input

On entry: indicates which matrix function will be computed.

fun ¼ Nag Exp
The matrix exponential, eA, will be computed.

fun ¼ Nag Sin
The matrix sine, sin Að Þ, will be computed.

fun ¼ Nag Cos
The matrix cosine, cos Að Þ, will be computed.

fun ¼ Nag Sinh
The hyperbolic matrix sine, sinh Að Þ, will be computed.

fun ¼ Nag Cosh
The hyperbolic matrix cosine, cosh Að Þ, will be computed.

Constraint: fun ¼ Nag Exp, Nag Sin, Nag Cos, Nag Sinh or Nag Cosh.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

6: imnorm – double * Output

On exit: if A has complex eigenvalues, nag_matop_real_gen_matrix_fun_std (f01ekc) will use
complex arithmetic to compute the matrix function. The imaginary part is discarded at the end of
the computation, because it will theoretically vanish. imnorm contains the 1-norm of the
imaginary part, which should be used to check that the routine has given a reliable answer.

If A has real eigenvalues, nag_matop_real_gen_matrix_fun_std (f01ekc) uses real arithmetic and
imnorm ¼ 0.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

A Taylor series failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error occurred when evaluating the function at a point. Please contact
NAG.

An unexpected internal error occurred when ordering the eigenvalues of A. Please contact NAG.

The function was unable to compute the Schur decomposition of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

There was an error whilst reordering the Schur form of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The linear equations to be solved are nearly singular and the Padé approximant used to compute
the exponential may have no correct figures.
Note: this failure should not occur and suggests that the function has been called incorrectly.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the algorithm
reduces to evaluating f at the eigenvalues of A and then constructing f Að Þ using the Schur vectors.
This should give a very accurate result. In general, however, no error bounds are available for the
algorithm.

For further discussion of the Schur–Parlett algorithm see Section 9.4 of Higham (2008).

8 Parallelism and Performance

nag_matop_real_gen_matrix_fun_std (f01ekc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library. In these implementations, this function may make calls
to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas within
the user functions can only be used if you are compiling the user-supplied function and linking the
executable in accordance with the instructions in the Users' Note for your implementation.

nag_matop_real_gen_matrix_fun_std (f01ekc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n. If A has real eigenvalues then up to 9n2 of double
allocatable memory may be required. If A has complex eigenvalues then up to 9n2 of Complex
allocatable memory may be required.

The cost of the Schur–Parlett algorithm depends on the spectrum of A, but is roughly between 28n3

and n4=3 floating-point operations; see Algorithm 9.6 of Higham (2008).
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If the matrix exponential is required then it is recommended that nag_real_gen_matrix_exp (f01ecc) be
used. nag_real_gen_matrix_exp (f01ecc) uses an algorithm which is, in general, more accurate than the
Schur–Parlett algorithm used by nag_matop_real_gen_matrix_fun_std (f01ekc).

If estimates of the condition number of the matrix function are required then nag_matop_real_gen_ma
trix_cond_std (f01jac) should be used.

nag_matop_complex_gen_matrix_fun_std (f01fkc) can be used to find the matrix exponential, sin, cos,
sinh or cosh of a complex matrix.

10 Example

This example finds the matrix cosine of the matrix

A ¼
2 0 1 0
0 2 �2 1
0 2 3 1
1 4 0 0

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_fun_std (f01ekc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double imnorm;

/* Arrays */
double *a = 0;
char nag_enum_arg[100];

/* Nag Types */
Nag_OrderType order;
Nag_MatFunType fun;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_matop_real_gen_matrix_fun_std (f01ekc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

/* Read in the problem size and the required function */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%99s%*[^\n]", &n, nag_enum_arg,
(unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT "%99s%*[^\n]", &n, nag_enum_arg);

#endif

pda = n;

if (!(a = NAG_ALLOC((pda) * (n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/*
* nag_enum_name_to_value (x04nac)
* Converts Nag enum member name to value
*/

fun = (Nag_MatFunType) nag_enum_name_to_value(nag_enum_arg);

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find the matrix function using
* nag_matop_real_gen_matrix_fun_std (f01ekc)
* Real matrix function
*/

nag_matop_real_gen_matrix_fun_std(order, fun, n, a, pda, &imnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_fun_std (f01ekc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
if (fabs(imnorm) > pow(nag_machine_precision, 0.8)) {

printf("\nWARNING: the error estimate returned in imnorm is larger than"
" expected;\n");

printf(" the matrix solution printed below is suspect:\n");
printf(" imnorm = %13.4e.\n\n", imnorm);

}

/* Print solution using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, n, "f(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_real_gen_matrix_fun_std (f01ekc) Example Program Data
4 Nag_Cos :Values of n and fun
2.0 0.0 1.0 0.0
0.0 2.0 -2.0 1.0
0.0 2.0 3.0 1.0
1.0 4.0 0.0 0.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_fun_std (f01ekc) Example Program Results

f(A)
1 2 3 4

1 -0.2998 1.5003 -0.7849 0.4677
2 -0.2385 -3.2657 0.5812 -1.1460
3 0.4677 0.3008 -4.0853 -0.2200
4 -0.2107 -2.8199 -1.2964 -0.8325
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NAG Library Function Document

nag_matop_real_gen_matrix_fun_num (f01elc)

1 Purpose

nag_matop_real_gen_matrix_fun_num (f01elc) computes the matrix function, f Að Þ, of a real n by n
matrix A. Numerical differentiation is used to evaluate the derivatives of f when they are required.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_fun_num (Integer n, double a[], Integer pda,

void (*f)(Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, double *imnorm, NagError *fail)

3 Description

f Að Þ is computed using the Schur–Parlett algorithm described in Higham (2008) and Davies and
Higham (2003). The coefficients of the Taylor series used in the algorithm are evaluated using the
numerical differentiation algorithm of Lyness and Moler (1967).

The scalar function f is supplied via function f which evaluates f zið Þ at a number of points zi.

4 References

Davies P I and Higham N J (2003) A Schur–Parlett algorithm for computing matrix functions. SIAM J.
Matrix Anal. Appl. 25(2) 464–485

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Lyness J N and Moler C B (1967) Numerical differentiation of analytic functions SIAM J. Numer. Anal.
4(2) 202–210

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.
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4: f – function, supplied by the user External Function

The function f evaluates f zið Þ at a number of points zi.

The specification of f is:

void f (Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm)

1: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zið Þ; for instance
f zið Þ may not be defined. If iflag is returned as nonzero then nag_matop_real_gen_ma
trix_fun_num (f01elc) will terminate the computation, with fail:code ¼
NE_USER_STOP.

2: nz – Integer Input

On entry: nz, the number of function values required.

3: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

4: fz½nz� – Complex Output

On exit: the nz function values. fz½i � 1� should return the value f zið Þ, for
i ¼ 1; 2; . . . ; nz. If zi lies on the real line, then so must f zið Þ.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_real_gen_ma
trix_fun_num (f01elc) you may allocate memory and initialize these pointers
with various quantities for use by f when called from nag_matop_real_gen_ma
trix_fun_num (f01elc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

5: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

7: imnorm – double * Output

On exit: if A has complex eigenvalues, nag_matop_real_gen_matrix_fun_num (f01elc) will use
complex arithmetic to compute f Að Þ. The imaginary part is discarded at the end of the
computation, because it will theoretically vanish. imnorm contains the 1-norm of the imaginary
part, which should be used to check that the routine has given a reliable answer.

If a has real eigenvalues, nag_matop_real_gen_matrix_fun_num (f01elc) uses real arithmetic and
imnorm ¼ 0.
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8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

A Taylor series failed to converge after 40 terms. Further Taylor series coefficients can no longer
reliably be obtained by numerical differentiation.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error occurred when ordering the eigenvalues of A. Please contact NAG.

The function was unable to compute the Schur decomposition of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

There was an error whilst reordering the Schur form of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

iflag has been set nonzero by the user.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT) the Schur decomposition is diagonal and the algorithm
reduces to evaluating f at the eigenvalues of A and then constructing f Að Þ using the Schur vectors. See
Section 9.4 of Higham (2008) for further discussion of the Schur–Parlett algorithm, and Lyness and
Moler (1967) for a discussion of numerical differentiation.
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8 Parallelism and Performance

nag_matop_real_gen_matrix_fun_num (f01elc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_real_gen_matrix_fun_num (f01elc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n. If A has real eigenvalues then up to 6n2 of double
allocatable memory may be required. If A has complex eigenvalues then up to 6n2 of Complex
allocatable memory may be required.

The cost of the Schur–Parlett algorithm depends on the spectrum of A, but is roughly between 28n3

and n4=3 floating-point operations. There is an additional cost in numerically differentiating f , in order
to obtain the Taylor series coefficients. If the derivatives of f are known analytically, then
nag_matop_real_gen_matrix_fun_usd (f01emc) can be used to evaluate f Að Þ more accurately. If A is
real symmetric then it is recommended that nag_matop_real_symm_matrix_fun (f01efc) be used as it is
more efficient and, in general, more accurate than nag_matop_real_gen_matrix_fun_num (f01elc).

For any z on the real line, f zð Þ must be real. f must also be complex analytic on the spectrum of A.
These conditions ensure that f Að Þ is real for real A.

For further information on matrix functions, see Higham (2008).

If estimates of the condition number of the matrix function are required then nag_matop_real_gen_ma
trix_cond_num (f01jbc) should be used.

nag_matop_complex_gen_matrix_fun_num (f01flc) can be used to find the matrix function f Að Þ for a
complex matrix A.

10 Example

This example finds cos 2A where

A ¼
3 0 1 2
�1 1 3 1
0 2 2 1
2 1 �1 1

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_fun_num (f01elc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer *iflag, Integer n, const Complex z[],
Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;
double imnorm;

/* Arrays */
static double ruser[1] = { -1.0 };
double *a = 0;

/* Nag Types */
Nag_Comm comm;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;

/* Output preamble */
printf("nag_matop_real_gen_matrix_fun_num (f01elc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)
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scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find the matrix function using
* nag_matop_real_gen_matrix_fun_num (f01elc)
* Function of a real matrix
*/

nag_matop_real_gen_matrix_fun_num(n, a, pda, f, &comm, &iflag, &imnorm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_gen_matrix_fun_num (f01elc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (fabs(imnorm) > pow(nag_machine_precision, 0.8)) {
printf("\nWARNING: the error estimate returned in imnorm is larger than"

" expected;\n");
printf(" the matrix solution printed below is suspect:\n");
printf(" imnorm = %13.4e.\n\n", imnorm);

}

/* Print solution using
* nag_gen_real_mat_print (x04dac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,
pda, "f(A) = cos(2A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer *iflag, Integer n, const Complex z[],
Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}
for (j = 0; j < n; j++) {

/* Complex representation of cos 2z */
fz[j].re = cos(2.0 * z[j].re) * cosh(2.0 * z[j].im);
fz[j].im = -sin(2.0 * z[j].re) * sinh(2.0 * z[j].im);

}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}
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10.2 Program Data

nag_matop_real_gen_matrix_fun_num (f01elc) Example Program Data
4 :Value of n
3.0 0.0 1.0 2.0

-1.0 1.0 3.0 1.0
0.0 2.0 2.0 1.0
2.0 1.0 -1.0 1.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_fun_num (f01elc) Example Program Results

(User-supplied callback f, first invocation.)
f(A) = cos(2A)

1 2 3 4
1 -0.1704 -1.1597 -0.1878 -0.7307
2 -0.3950 -0.4410 0.7606 0.0655
3 -0.0950 -0.0717 0.0619 -0.4351
4 -0.1034 0.6424 -1.3964 0.1042
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NAG Library Function Document

nag_matop_real_gen_matrix_fun_usd (f01emc)

1 Purpose

nag_matop_real_gen_matrix_fun_usd (f01emc) computes the matrix function, f Að Þ, of a real n by n
matrix A, using analytical derivatives of f you have supplied.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_fun_usd (Nag_OrderType order, Integer n,
double a[], Integer pda,

void (*f)(Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, double *imnorm, NagError *fail)

3 Description

f Að Þ is computed using the Schur–Parlett algorithm described in Higham (2008) and Davies and
Higham (2003).

The scalar function f , and the derivatives of f , are returned by the function f which, given an integer
m, should evaluate f mð Þ zið Þ at a number of (generally complex) points zi, for i ¼ 1; 2; . . . ; nz. For any z
on the real line, f zð Þ must also be real. nag_matop_real_gen_matrix_fun_usd (f01emc) is therefore
appropriate for functions that can be evaluated on the complex plane and whose derivatives, of arbitrary
order, can also be evaluated on the complex plane.

4 References

Davies P I and Higham N J (2003) A Schur–Parlett algorithm for computing matrix functions. SIAM J.
Matrix Anal. Appl. 25(2) 464–485

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: f – function, supplied by the user External Function

Given an integer m, the function f evaluates f mð Þ zið Þ at a number of points zi.

The specification of f is:

void f (Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

1: m – Integer Input

On entry: the order, m, of the derivative required.

If m ¼ 0, f zið Þ should be returned. For m > 0, f mð Þ zið Þ should be returned.

2: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zð Þ; for instance
f zið Þ may not be defined for a particular zi. If iflag is returned as nonzero then
nag_matop_real_gen_matrix_fun_usd (f01emc) will terminate the computation, with
fail:code ¼ NE_USER_STOP.

3: nz – Integer Input

On entry: nz, the number of function or derivative values required.

4: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

5: fz½nz� – Complex Output

On exit: the nz function or derivative values. fz½i � 1� should return the value f mð Þ zið Þ,
for i ¼ 1; 2; . . . ; nz. If zi lies on the real line, then so must f mð Þ zið Þ.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_real_gen_matrix_fu
n_usd (f01emc) you may allocate memory and initialize these pointers with
various quantities for use by f when called from nag_matop_real_gen_matrix_fu
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n_usd (f01emc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

8: imnorm – double * Output

On exit: if A has complex eigenvalues, nag_matop_real_gen_matrix_fun_usd (f01emc) will use
complex arithmetic to compute f Að Þ. The imaginary part is discarded at the end of the
computation, because it will theoretically vanish. imnorm contains the 1-norm of the imaginary
part, which should be used to check that the function has given a reliable answer.

If A has real eigenvalues, nag_matop_real_gen_matrix_fun_usd (f01emc) uses real arithmetic and
imnorm ¼ 0.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

A Taylor series failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error occurred when ordering the eigenvalues of A. Please contact NAG.
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There was an error whilst reordering the Schur form of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

The routine was unable to compute the Schur decomposition of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

iflag has been set nonzero by the user.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the algorithm
reduces to evaluating f at the eigenvalues of A and then constructing f Að Þ using the Schur vectors.
This should give a very accurate result. In general, however, no error bounds are available for the
algorithm. See Section 9.4 of Higham (2008) for further discussion of the Schur–Parlett algorithm.

8 Parallelism and Performance

nag_matop_real_gen_matrix_fun_usd (f01emc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_real_gen_matrix_fun_usd (f01emc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If A has real eigenvalues then up to 6n2 of double allocatable memory may be required. If A has
complex eigenvalues then up to 6n2 of Complex allocatable memory may be required.

The cost of the Schur–Parlett algorithm depends on the spectrum of A, but is roughly between 28n3

and n4=3 floating-point operations. There is an additional cost in evaluating f and its derivatives. If the
derivatives of f are not known analytically, then nag_matop_real_gen_matrix_fun_num (f01elc) can be
used to evaluate f Að Þ using numerical differentiation. If A is real symmetric then it is recommended
that nag_matop_real_symm_matrix_fun (f01efc) be used as it is more efficient and, in general, more
accurate than nag_matop_real_gen_matrix_fun_usd (f01emc).

For any z on the real line, f zð Þ must be real. f must also be complex analytic on the spectrum of A.
These conditions ensure that f Að Þ is real for real A.

For further information on matrix functions, see Higham (2008).

If estimates of the condition number of the matrix function are required then nag_matop_real_gen_ma
trix_cond_usd (f01jcc) should be used.

nag_matop_complex_gen_matrix_fun_usd (f01fmc) can be used to find the matrix function f Að Þ for a
complex matrix A.
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10 Example

This example finds the e2A where

A ¼
1 0 �2 1
�1 2 0 1
2 0 1 0
1 0 �1 2

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_fun_usd (f01emc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;
double imnorm;

/* Arrays */
static double ruser[1] = { -1.0 };
double *a = 0;

/* Nag Types */
Nag_Comm comm;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_matop_real_gen_matrix_fun_usd (f01emc) ");
printf("Example Program Results\n\n");

/* For communication with user-supplied functions: */
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comm.user = ruser;

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;

if (!(a = NAG_ALLOC((pda) * (n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find the matrix function using
* nag_matop_real_gen_matrix_fun_usd (f01emc)
* Function of a real matrix
*/

nag_matop_real_gen_matrix_fun_usd(order, n, a, pda, f, &comm, &iflag,
&imnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_gen_matrix_fun_usd (f01emc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
if (fabs(imnorm) > pow(nag_machine_precision, 0.8)) {

printf("\nWARNING: the error estimate returned in imnorm is larger than"
" expected;\n");

printf(" the matrix solution printed below is suspect:\n");
printf(" imnorm = %13.4e.\n\n", imnorm);

}

/* Print solution using
* nag_gen_real_mat_print (x04dac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,
pda, "f(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;
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}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/* The m^th derivative of exp(2z) for complex z */
fz[j].re = pow(2.0, m) * exp(2.0 * z[j].re) * cos(2.0 * z[j].im);
fz[j].im = pow(2.0, m) * exp(2.0 * z[j].re) * sin(2.0 * z[j].im);

}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_real_gen_matrix_fun_usd (f01emc) Example Program Data
4 :Value of n
1.0 0.0 -2.0 1.0

-1.0 2.0 0.0 1.0
2.0 0.0 1.0 0.0
1.0 0.0 -1.0 2.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_fun_usd (f01emc) Example Program Results

(User-supplied callback f, first invocation.)
f(A)

1 2 3 4
1 -12.1880 0.0000 -3.4747 8.3697
2 -13.7274 54.5982 -23.9801 82.8593
3 -9.7900 0.0000 -25.4527 26.5294
4 -18.1597 0.0000 -34.8991 49.2404
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NAG Library Function Document

nag_matop_real_gen_matrix_sqrt (f01enc)

1 Purpose

nag_matop_real_gen_matrix_sqrt (f01enc) computes the principal matrix square root, A1=2, of a real n
by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_sqrt (Integer n, double a[], Integer pda,
NagError *fail)

3 Description

A square root of a matrix A is a solution X to the equation X2 ¼ A. A nonsingular matrix has multiple
square roots. For a matrix with no eigenvalues on the closed negative real line, the principal square
root, denoted by A1=2, is the unique square root whose eigenvalues lie in the open right half-plane.

A1=2 is computed using the algorithm described in Higham (1987). This is a real arithmetic version of
the algorithm of BjÎrck and Hammarling (1983). In addition a blocking scheme described in Deadman
et al. (2013) is used.

4 References

BjÎrck Ð and Hammarling S (1983) A Schur method for the square root of a matrix Linear Algebra
Appl. 52/53 127–140

Deadman E, Higham N J and Ralha R (2013) Blocked Schur Algorithms for Computing the Matrix
Square Root Applied Parallel and Scientific Computing: 11th International Conference, (PARA 2012,
Helsinki, Finland) P. Manninen and P. Úster, Eds Lecture Notes in Computer Science 7782 171–181
Springer–Verlag

Higham N J (1987) Computing real square roots of a real matrix Linear Algebra Appl. 88/89 405–430

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: contains, if fail:code ¼ NE_NOERROR, the n by n principal matrix square root, A1=2.
Alternatively, if fail:code ¼ NE_EIGENVALUES, contains an n by n non-principal square root
of A.
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3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A has a semisimple vanishing eigenvalue. A non-principal square root is returned.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has a negative real eigenvalue. The principal square root is not defined. nag_matop_com
plex_gen_matrix_sqrt (f01fnc) can be used to return a complex, non-principal square root.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A has a defective vanishing eigenvalue. The square root cannot be found in this case.

7 Accuracy

The computed square root X̂ satisfies X̂2 ¼ Aþ�A, where �Ak kF � O �ð Þn3 X̂
�� ��2

F
, where � is

machine precision.
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For further discussion of the condition of the matrix square root see Section 6.1 of Higham (2008).

8 Parallelism and Performance

nag_matop_real_gen_matrix_sqrt (f01enc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_matop_real_gen_matrix_sqrt (f01enc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is 85n3=3 floating-point operations; see Algorithm 6.7 of Higham (2008).
O 2� n2
� �

of real allocatable memory is required by the function.

If condition number and residual bound estimates are required, then nag_matop_real_gen_matrix_
cond_sqrt (f01jdc) should be used.

10 Example

This example finds the principal matrix square root of the matrix

A ¼
507 622 300 �202
237 352 126 �60
751 950 440 �286
�286 �326 �192 150

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_sqrt (f01enc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_sqrt (f01enc) ");
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printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++) {

for (j = 0; j < n; j++) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find matrix square root using
* nag_matop_real_gen_matrix_sqrt (f01enc)
* Real matrix square root
*/

nag_matop_real_gen_matrix_sqrt(n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_sqrt (f01enc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix sqrt(A) using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "sqrt(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_real_gen_matrix_sqrt (f01enc) Example Program Data

4 :Value of n

507.0 622.0 300.0 -202.0
237.0 352.0 126.0 -60.0
751.0 950.0 440.0 -286.0

-286.0 -326.0 -192.0 150.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_sqrt (f01enc) Example Program Results

sqrt(A)
1 2 3 4

1 1.5000e+01 1.4000e+01 8.0000e+00 -6.0000e+00
2 6.0000e+00 1.4000e+01 3.0000e+00 9.6589e-15
3 2.1000e+01 2.4000e+01 1.2000e+01 -8.0000e+00
4 -5.0000e+00 -4.0000e+00 -7.0000e+00 8.0000e+00
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NAG Library Function Document

nag_matop_real_tri_matrix_sqrt (f01epc)

1 Purpose

nag_matop_real_tri_matrix_sqrt (f01epc) computes the principal matrix square root, A1=2, of a real
upper quasi-triangular n by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_tri_matrix_sqrt (Integer n, double a[], Integer pda,
NagError *fail)

3 Description

A square root of a matrix A is a solution X to the equation X2 ¼ A. A nonsingular matrix has multiple
square roots. For a matrix with no eigenvalues on the closed negative real line, the principal square
root, denoted by A1=2, is the unique square root whose eigenvalues lie in the open right half-plane.

nag_matop_real_tri_matrix_sqrt (f01epc) computes A1=2, where A is an upper quasi-triangular matrix,
with 1� 1 and 2� 2 blocks on the diagonal. Such matrices arise from the Schur factorization of a real
general matrix, as computed by nag_dhseqr (f08pec), for example. nag_matop_real_tri_matrix_sqrt
(f01epc) does not require A to be in the canonical Schur form described in nag_dhseqr (f08pec), it
merely requires A to be upper quasi-triangular. A1=2 then has the same block triangular structure as A.

The algorithm used by nag_matop_real_tri_matrix_sqrt (f01epc) is described in Higham (1987). In
addition a blocking scheme described in Deadman et al. (2013) is used.

4 References

BjÎrck Ð and Hammarling S (1983) A Schur method for the square root of a matrix Linear Algebra
Appl. 52/53 127–140

Deadman E, Higham N J and Ralha R (2013) Blocked Schur Algorithms for Computing the Matrix
Square Root Applied Parallel and Scientific Computing: 11th International Conference, (PARA 2012,
Helsinki, Finland) P. Manninen and P. Úster, Eds Lecture Notes in Computer Science 7782 171–181
Springer–Verlag

Higham N J (1987) Computing real square roots of a real matrix Linear Algebra Appl. 88/89 405–430

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
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On entry: the n by n upper quasi-triangular matrix A.

On exit: the n by n principal matrix square root A1=2.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A has negative or vanishing eigenvalues. The principal square root is not defined in this case.
nag_matop_real_gen_matrix_sqrt (f01enc) or nag_matop_complex_gen_matrix_sqrt (f01fnc) may
be able to provide further information.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed square root X̂ satisfies X̂2 ¼ Aþ�A, where �Ak kF � O �ð Þn X̂
�� ��2

F
, where � is

machine precision.
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8 Parallelism and Performance

nag_matop_real_tri_matrix_sqrt (f01epc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_matop_real_tri_matrix_sqrt (f01epc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is n3=3 floating-point operations; see Algorithm 6.7 of Higham (2008). O nð Þ
of integer allocatable memory is required by the function.

If A is a full matrix, then nag_matop_real_gen_matrix_sqrt (f01enc) should be used to compute the
square root. If A has negative real eigenvalues then nag_matop_complex_gen_matrix_sqrt (f01fnc) can
be used to return a complex, non-principal square root.

If condition number and residual bound estimates are required, then nag_matop_real_gen_matrix_
cond_sqrt (f01jdc) should be used. For further discussion of the condition of the matrix square root see
Section 6.1 of Higham (2008).

10 Example

This example finds the principal matrix square root of the matrix

A ¼
6 4 �5 15
8 6 �3 10
0 0 3 �4
0 0 4 3

0B@
1CA:

10.1 Program Text

/* nag_matop_real_tri_matrix_sqrt (f01epc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_tri_matrix_sqrt (f01epc) ");
printf("Example Program Results\n\n");
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fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++) {

for (j = 0; j < n; j++) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find matrix square root using
* nag_matop_real_tri_matrix_sqrt (f01epc)
* Real upper quasi-triangular matrix square root
*/

nag_matop_real_tri_matrix_sqrt(n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_tri_matrix_sqrt (f01epc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix sqrt(A) using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "sqrt(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_real_tri_matrix_sqrt (f01epc) Example Program Data

4 :Value of n

6.0 4.0 -5.0 15.0
8.0 6.0 -3.0 10.0
0.0 0.0 3.0 -4.0
0.0 0.0 4.0 3.0 :End of matrix a

10.3 Program Results

nag_matop_real_tri_matrix_sqrt (f01epc) Example Program Results

sqrt(A)
1 2 3 4

1 2.0000e+00 1.0000e+00 -2.0000e+00 3.0000e+00
2 2.0000e+00 2.0000e+00 3.1721e-16 1.0000e+00
3 0.0000e+00 0.0000e+00 2.0000e+00 -1.0000e+00
4 0.0000e+00 0.0000e+00 1.0000e+00 2.0000e+00
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NAG Library Function Document

nag_matop_real_gen_matrix_pow (f01eqc)

1 Purpose

nag_matop_real_gen_matrix_pow (f01eqc) computes the principal real power Ap, for arbitrary p, of a
real n by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_pow (Integer n, double a[], Integer pda,
double p, NagError *fail)

3 Description

For a matrix A with no eigenvalues on the closed negative real line, Ap (p 2 R) can be defined as

Ap ¼ exp plog Að Þð Þ

where log Að Þ is the principal logarithm of A (the unique logarithm whose spectrum lies in the strip
z : �	 < Im zð Þ < 	f g).
Ap is computed using the real version of the Schur–Padé algorithm described in Higham and Lin (2011)
and Higham and Lin (2013).

The real number p is expressed as p ¼ q þ r where q 2 �1; 1ð Þ and r 2 Z. Then Ap ¼ AqAr. The
integer power Ar is found using a combination of binary powering and, if necessary, matrix inversion.
The fractional power Aq is computed, entirely in real arithmetic, using a real Schur decomposition and
a Padé approximant.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Higham N J and Lin L (2011) A Schur–Padé algorithm for fractional powers of a matrix SIAM J.
Matrix Anal. Appl. 32(3) 1056–1078

Higham N J and Lin L (2013) An improved Schur–Padé algorithm for fractional powers of a matrix
and their Fréchet derivatives SIAM J. Matrix Anal. Appl. 34(3) 1341–1360

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix pth power, Ap.

f01 – Matrix Factorizations f01eqc

Mark 26 f01eqc.1



3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: p – double Input

On entry: the required power of A.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal pth power is not defined.
nag_matop_complex_gen_matrix_pow (f01fqc) can be used to find a complex, non-principal
pth power.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the pth power cannot be computed.

NW_SOME_PRECISION_LOSS

Ap has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.
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7 Accuracy

For positive integer p, the algorithm reduces to a sequence of matrix multiplications. For negative
integer p, the algorithm consists of a combination of matrix inversion and matrix multiplications.

For a normal matrix A (for which ATA ¼ AAT) and non-integer p, the Schur decomposition is diagonal
and the algorithm reduces to evaluating powers of the eigenvalues of A and then constructing Ap using
the Schur vectors. This should give a very accurate result. In general however, no error bounds are
available for the algorithm.

8 Parallelism and Performance

nag_matop_real_gen_matrix_pow (f01eqc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_matop_real_gen_matrix_pow (f01eqc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

. The exact cost depends on the matrix A but if p 2 �1; 1ð Þ then the
cost is independent of p. O 4� n2

� �
of real allocatable memory is required by the function.

If estimates of the condition number of Ap are required then nag_matop_real_gen_matrix_cond_pow
(f01jec) should be used.

10 Example

This example finds Ap where p ¼ 0:2 and

A ¼
3 3 2 1
3 1 0 2
1 1 4 3
3 0 3 1

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_pow (f01eqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double p;
/* Arrays */
double *a = 0;
/* Nag Types */
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Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_pow (f01eqc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required power */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &p);
#else

scanf("%lf", &p);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++) {

for (j = 0; j < n; j++) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find matrix pth power using
* nag_matop_real_gen_matrix_pow (f01eqc)
* General power of a real matrix
*/

nag_matop_real_gen_matrix_pow(n, a, pda, p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_pow (f01eqc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix A^p using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A^p", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
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exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_real_gen_matrix_pow (f01eqc) Example Program Data

4 0.2 : Values of n and p

3.0 3.0 2.0 1.0
3.0 1.0 0.0 2.0
1.0 1.0 4.0 3.0
3.0 0.0 3.0 1.0 : End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_pow (f01eqc) Example Program Results

A^p
1 2 3 4

1 1.2446 0.2375 0.2172 -0.1359
2 0.0925 1.1239 -0.1453 0.3731
3 -0.0769 0.1972 1.3131 0.1837
4 0.3985 -0.2902 0.1085 1.1560
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NAG Library Function Document

nag_matop_complex_gen_matrix_exp (f01fcc)

1 Purpose

nag_matop_complex_gen_matrix_exp (f01fcc) computes the matrix exponential, eA, of a complex n by
n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_exp (Nag_OrderType order, Integer n,
Complex a[], Integer pda, NagError *fail)

3 Description

eA is computed using a Padé approximant and the scaling and squaring method described in Al–Mohy
and Higham (2009).

4 References

Al–Mohy A H and Higham N J (2009) A new scaling and squaring algorithm for the matrix
exponential SIAM J. Matrix Anal. 31(3) 970–989

Higham N J (2005) The scaling and squaring method for the matrix exponential revisited SIAM J.
Matrix Anal. Appl. 26(4) 1179–1193

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.
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On entry: the n by n matrix A.

On exit: the n by n matrix exponential eA.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The linear equations to be solved are nearly singular and the Padé approximant probably has no
correct figures; it is likely that this function has been called incorrectly.

The linear equations to be solved for the Padé approximant are singular; it is likely that this
function has been called incorrectly.

NW_SOME_PRECISION_LOSS

eA has been computed using an IEEE double precision Padé approximant, although the arithmetic
precision is higher than IEEE double precision.
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7 Accuracy

For a normal matrix A (for which AHA ¼ AAH) the computed matrix, eA, is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-normal
matrices. See Al–Mohy and Higham (2009) and Section 10.3 of Higham (2008) for details and further
discussion.

If estimates of the condition number of the matrix exponential are required then nag_matop_complex_
gen_matrix_cond_exp (f01kgc) should be used.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_exp (f01fcc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_exp (f01fcc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, and the Complex allocatable memory required is
approximately 6� n2.

The cost of the algorithm is O n3
� �

; see Section 5 of Al–Mohy and Higham (2009). The complex
allocatable memory required is approximately 6 � n2.
If the Fréchet derivative of the matrix exponential is required then nag_matop_complex_gen_ma
trix_frcht_exp (f01khc) should be used.

As well as the excellent book cited above, the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).

10 Example

This example finds the matrix exponential of the matrix

A ¼
1þ i 2þ i 2þ i 2þ i
3þ 2i 1 1 2þ i
3þ 2i 2þ i 1 2þ i
3þ 2i 3þ 2i 3þ 2i 1þ i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_exp (f01fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
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{
/* Scalars */
Integer exit_status = 0;
Integer pda;
Integer i, j, n;

/* Arrays */
Complex *a = 0;

/* NAG types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

printf("nag_matop_complex_gen_matrix_exp (f01fcc) Example Program Results");
printf("\n\n");
fflush(stdout);

/* Read matrix dimension from data file. */
#ifdef _WIN32

scanf_s("%*[^\n]%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%*[^\n]%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Read A from data file. */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_matop_complex_gen_matrix_exp (f01fcc) - Complex matrix exponential */
nag_matop_complex_gen_matrix_exp(order, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print (x04dac) - Print complex general matrix */
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, a, n, "Exp(A)", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;
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}

END:

NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_matop_complex_gen_matrix_exp (f01fcc) Example Program Data

4 :Value of N

(1.0,1.0) (2.0,1.0) (2.0,1.0) (2.0,1.0)
(3.0,2.0) (1.0,0.0) (1.0,0.0) (2.0,1.0)
(3.0,2.0) (2.0,1.0) (1.0,0.0) (2.0,1.0)
(3.0,2.0) (3.0,2.0) (3.0,2.0) (1.0,1.0) :End of matrix A

10.3 Program Results

nag_matop_complex_gen_matrix_exp (f01fcc) Example Program Results

Exp(A)
1 2 3 4

1 -157.9003 -194.6526 -186.5627 -155.7669
-754.3717 -555.0507 -475.4533 -520.1876

2 -206.8899 -225.4985 -212.4414 -186.5627
-694.7443 -505.3938 -431.0611 -475.4533

3 -208.7476 -238.4962 -225.4985 -194.6526
-808.2090 -590.8045 -505.3938 -555.0507

4 -133.3958 -208.7476 -206.8899 -157.9003
-1085.5496 -808.2090 -694.7443 -754.3717
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NAG Library Function Document

nag_matop_complex_herm_matrix_exp (f01fdc)

1 Purpose

nag_matop_complex_herm_matrix_exp (f01fdc) computes the matrix exponential, eA, of a complex
Hermitian n by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_herm_matrix_exp (Nag_OrderType order,
Nag_UploType uplo, Integer n, Complex a[], Integer pda, NagError *fail)

3 Description

eA is computed using a spectral factorization of A

A ¼ QDQH;

where D is the diagonal matrix whose diagonal elements, di, are the eigenvalues of A, and Q is a
unitary matrix whose columns are the eigenvectors of A. eA is then given by

eA ¼ QeDQH;

where eD is the diagonal matrix whose ith diagonal element is edi . See for example Section 4.5 of
Higham (2008).

4 References

Higham N J (2005) The scaling and squaring method for the matrix exponential revisited SIAM J.
Matrix Anal. Appl. 26(4) 1179–1193

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the upper or lower triangular part of the n by n matrix
exponential, eA.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The computation of the spectral factorization failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For an Hermitian matrix A, the matrix eA, has the relative condition number

� Að Þ ¼ Ak k2;

which is the minimal possible for the matrix exponential and so the computed matrix exponential is
guaranteed to be close to the exact matrix. See Section 10.2 of Higham (2008) for details and further
discussion.

8 Parallelism and Performance

nag_matop_complex_herm_matrix_exp (f01fdc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_herm_matrix_exp (f01fdc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, the double allocatable memory required is n and the
Complex allocatable memory required is approximately nþ nbþ 1ð Þ � n, where nb is the block size
required by nag_zheev (f08fnc).

The cost of the algorithm is O n3
� �

.

As well as the excellent book cited above, the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).

10 Example

This example finds the matrix exponential of the Hermitian matrix

A ¼
1 2þ i 3þ 2i 4þ 3i
2� i 1 2þ i 3þ 2i
3� 2i 2� i 1 2þ i
4� 3i 3� 2i 2� i 1

0B@
1CA:
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10.1 Program Text

/* nag_matop_complex_herm_matrix_exp (f01fdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf01.h>
#include <nagx04.h>
int main(void)
{

/* Scalars */
char *outfile = 0;
Integer exit_status = 0;
Integer i, j, n, pda;

/* Arrays */
char uplo_c[40];
Complex *a = 0;

/* NAG types */
Nag_OrderType order;
NagError fail;
Nag_UploType uplo;
Nag_MatrixType matrix;

INIT_FAIL(fail);

printf("nag_matop_complex_herm_matrix_exp (f01fdc) Example Program Results");
printf("\n\n");
fflush(stdout);

/* Read matrix dimension and storage from data file */
#ifdef _WIN32

scanf_s("%*[^\n]%" NAG_IFMT "%*[^\n] %39s%*[^\n]", &n, uplo_c,
(unsigned)_countof(uplo_c));

#else
scanf("%*[^\n]%" NAG_IFMT "%*[^\n] %39s%*[^\n]", &n, uplo_c);

#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
uplo = (Nag_UploType) nag_enum_name_to_value(uplo_c);

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Read A from data file */
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
for (i = 1; i <= n; i++)

for (j = i; j <= n; j++)
#ifdef _WIN32
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scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; i++)

for (j = 1; j <= i; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_matop_complex_herm_matrix_exp (f01fdc).
* Complex Hermitian matrix exponential
*/

nag_matop_complex_herm_matrix_exp(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print (x04dac).
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,
"Hermitian Exp(A)", outfile, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_matop_complex_herm_matrix_exp (f01fdc) Example Program Data

4 :Value of N
Nag_Upper :Value of UPLO

(1.0, 0.0) (2.0, 1.0) (3.0, 2.0) (4.0, 3.0)
(1.0, 0.0) (2.0, 1.0) (3.0, 2.0)

(1.0, 0.0) (2.0, 1.0)
(1.0, 0.0) :End of matrix A

10.3 Program Results

nag_matop_complex_herm_matrix_exp (f01fdc) Example Program Results

Hermitian Exp(A)
1 2 3 4

1 1.1457e+04 8.7983e+03 7.8120e+03 8.3103e+03
0.0000e+00 2.0776e+03 4.5500e+03 7.8871e+03

2 7.1339e+03 6.8242e+03 7.8120e+03
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0.0000e+00 2.0776e+03 4.5500e+03

3 7.1339e+03 8.7983e+03
0.0000e+00 2.0776e+03

4 1.1457e+04
0.0000e+00
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NAG Library Function Document

nag_matop_complex_herm_matrix_fun (f01ffc)

1 Purpose

nag_matop_complex_herm_matrix_fun (f01ffc) computes the matrix function, f Að Þ, of a complex
Hermitian n by n matrix A. f Að Þ must also be a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_herm_matrix_fun (Nag_OrderType order,
Nag_UploType uplo, Integer n, Complex a[], Integer pda,

void (*f)(Integer *flag, Integer n, const double x[], double fx[],
Nag_Comm *comm),

Nag_Comm *comm, Integer *flag, NagError *fail)

3 Description

f Að Þ is computed using a spectral factorization of A

A ¼ QDQH;

where D is the real diagonal matrix whose diagonal elements, di, are the eigenvalues of A, Q is a
unitary matrix whose columns are the eigenvectors of A. f Að Þ is then given by

f Að Þ ¼ Qf Dð ÞQH;

where f Dð Þ is the diagonal matrix whose ith diagonal element is f dið Þ. See for example Section 4.5 of
Higham (2008). f dið Þ is assumed to be real.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the upper or lower triangular part of the n by n matrix
function, f Að Þ.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: f – function, supplied by the user External Function

The function f evaluates f zið Þ at a number of points zi.

The specification of f is:

void f (Integer *flag, Integer n, const double x[], double fx[],
Nag_Comm *comm)

1: flag – Integer * Input/Output

On entry: flag will be zero.

On exit: flag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f xð Þ; for instance
f xð Þ may not be defined, or may be complex. If flag is returned as nonzero then
nag_matop_complex_herm_matrix_fun (f01ffc) will terminate the computation, with
fail:code ¼ NE_USER_STOP.

2: n – Integer Input

On entry: n, the number of function values required.

3: x½n� – const double Input

On entry: the n points x1; x2; . . . ; xn at which the function f is to be evaluated.

4: fx½n� – double Output

On exit: the n function values. fx½i � 1� should return the value f xið Þ, for
i ¼ 1; 2; . . . ; n.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

f01ffc NAG Library Manual

f01ffc.2 Mark 26



user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_complex_herm_ma
trix_fun (f01ffc) you may allocate memory and initialize these pointers with
various quantities for use by f when called from nag_matop_complex_herm_ma
trix_fun (f01ffc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

8: flag – Integer * Output

On exit: flag ¼ 0, unless you have set flag nonzero inside f, in which case flag will be the value
you set and fail will be set to fail:code ¼ NE_USER_STOP.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The computation of the spectral factorization failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when computing the spectral factorization. Please contact NAG.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

flag was set to a nonzero value in f.

7 Accuracy

Provided that f Dð Þ can be computed accurately then the computed matrix function will be close to the
exact matrix function. See Section 10.2 of Higham (2008) for details and further discussion.

8 Parallelism and Performance

nag_matop_complex_herm_matrix_fun (f01ffc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_herm_matrix_fun (f01ffc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, the double allocatable memory required is 4� n� 2 and
the Complex allocatable memory required is approximately nþ nbþ 1ð Þ � n, where nb is the block size
required by nag_zheev (f08fnc).

The cost of the algorithm is O n3
� �

plus the cost of evaluating f Dð Þ. If �̂i is the ith computed

eigenvalue of A, then the user-supplied function f will be asked to evaluate the function f at f �̂i

� �
, for

i ¼ 1; 2; . . . ; n.

For further information on matrix functions, see Higham (2008).

nag_matop_real_symm_matrix_fun (f01efc) can be used to find the matrix function f Að Þ for a real
symmetric matrix A.

10 Example

This example finds the matrix cosine, cos Að Þ, of the Hermitian matrix

A ¼
1 2þ i 3þ 2i 4þ 3i

2� i 1 2þ i 3þ 2i
3� 2i 2� i 1 2þ i
4� 3i 3� 2i 2� i 1

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_herm_matrix_fun (f01ffc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf01.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer *flag, Integer n, const double x[],
double fx[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
char *outfile = 0;
Integer exit_status = 0;
double k = 1.0;
Integer i, flag, j, n, pda;

/* Arrays */
char uplo_c[40];
Integer iuser[1];
double user[1];
Complex *a = 0;

/* NAG types */
Nag_Comm comm;
NagError fail;
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_OrderType order;

INIT_FAIL(fail);

/* Communicate constant k and initialize function counter through comm */
comm.user = user;
comm.iuser = iuser;
user[0] = k;
iuser[0] = 0;

printf("nag_matop_complex_herm_matrix_fun (f01ffc) Example Program Results");
printf("\n\n");
fflush(stdout);

/* Read matrix dimension and storage from data file */
#ifdef _WIN32

scanf_s("%*[^\n]%" NAG_IFMT "%*[^\n] %39s%*[^\n]", &n, uplo_c,
(unsigned)_countof(uplo_c));

#else
scanf("%*[^\n]%" NAG_IFMT "%*[^\n] %39s%*[^\n]", &n, uplo_c);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(uplo_c);

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]
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order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Read A from data file */
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
for (i = 1; i <= n; i++)

for (j = i; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; i++)

for (j = 1; j <= i; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_matop_complex_herm_matrix_fun (f01ffc).
* Function of a complex Hermitian matrix
*/

nag_matop_complex_herm_matrix_fun(order, uplo, n, a, pda, f, &comm, &flag,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_complex_herm_matrix_fun (f01ffc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (iuser[0] != n) {
printf("\nNumber of function evaluations = %" NAG_IFMT "\n\n", iuser[0]);

}
/* nag_gen_complx_mat_print (x04dac).
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,
"Hermitian f(A)=cos(kA)", outfile, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 2;
goto END;

}
END:

NAG_FREE(a);

return exit_status;
}

static void NAG_CALL f(Integer *flag, Integer n, const double x[],
double fx[], Nag_Comm *comm)

{
/* Scalars */
Integer j;
double k;

f01ffc NAG Library Manual

f01ffc.6 Mark 26



if (!comm->user[0]) {
*flag = -1;

}
else {

k = comm->user[0];

for (j = 0; j < n; j++) {
comm->iuser[0]++;
fx[j] = cos(k * x[j]);

}
}

}

10.2 Program Data

nag_matop_complex_herm_matrix_fun (f01ffc) Example Program Data

4 :Value of N
Nag_Upper :Value of UPLO

(1.0, 0.0) (2.0, 1.0) (3.0, 2.0) (4.0, 3.0)
(1.0, 0.0) (2.0, 1.0) (3.0, 2.0)

(1.0, 0.0) (2.0, 1.0)
(1.0, 0.0) :End of matrix A

10.3 Program Results

nag_matop_complex_herm_matrix_fun (f01ffc) Example Program Results

Hermitian f(A)=cos(kA)
1 2 3 4

1 0.0904 -0.3377 -0.1009 -0.1092
0.0000 -0.0273 -0.0594 -0.1586

2 0.4265 -0.3139 -0.1009
0.0000 -0.0273 -0.0594

3 0.4265 -0.3377
0.0000 -0.0273

4 0.0904
0.0000
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NAG Library Function Document

nag_matop_complex_gen_matrix_log (f01fjc)

1 Purpose

nag_matop_complex_gen_matrix_log (f01fjc) computes the principal matrix logarithm, log Að Þ, of a
complex n by n matrix A, with no eigenvalues on the closed negative real line.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_log (Nag_OrderType order, Integer n,
Complex a[], Integer pda, NagError *fail)

3 Description

Any nonsingular matrix A has infinitely many logarithms. For a matrix with no eigenvalues on the
closed negative real line, the principal logarithm is the unique logarithm whose spectrum lies in the
strip z : �	 < Im zð Þ < 	f g. If A is nonsingular but has eigenvalues on the negative real line, the
principal logarithm is not defined, but nag_matop_complex_gen_matrix_log (f01fjc) will return a non-
principal logarithm.

log Að Þ is computed using the inverse scaling and squaring algorithm for the matrix logarithm described
in Al–Mohy and Higham (2011).

4 References

Al–Mohy A H and Higham N J (2011) Improved inverse scaling and squaring algorithms for the matrix
logarithm SIAM J. Sci. Comput. 34(4) C152–C169

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.
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On entry: the n by n matrix A.

On exit: the n by n principal matrix logarithm, log Að Þ, unless fail:code ¼ NE_EIGENVALUES,
in which case a non-principal logarithm is returned.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A was found to have eigenvalues on the negative real line. The principal logarithm is not defined
in this case, so a non-principal logarithm was returned.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the logarithm cannot be computed.

NW_SOME_PRECISION_LOSS

log Að Þ has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

f01fjc NAG Library Manual

f01fjc.2 Mark 26



7 Accuracy

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the algorithm
reduces to evaluating the logarithm of the eigenvalues of A and then constructing log Að Þ using the
Schur vectors. This should give a very accurate result. In general, however, no error bounds are
available for the algorithm. See Al–Mohy and Higham (2011) and Section 9.4 of Higham (2008) for
details and further discussion.

The sensitivity of the computation of log Að Þ is worst when A has an eigenvalue of very small modulus
or has a complex conjugate pair of eigenvalues lying close to the negative real axis.

If estimates of the condition number of the matrix logarithm are required then nag_matop_complex_
gen_matrix_cond_log (f01kjc) should be used.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_log (f01fjc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_log (f01fjc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

floating-point operations (see Al–Mohy and Higham (2011)). The
Complex allocatable memory required is approximately 3� n2.
If the Fréchet derivative of the matrix logarithm is required then nag_matop_complex_gen_ma
trix_frcht_log (f01kkc) should be used.

nag_matop_real_gen_matrix_log (f01ejc) can be used to find the principal logarithm of a real matrix.

10 Example

This example finds the principal matrix logarithm of the matrix

A ¼
1:0þ 2:0i 0:0þ 1:0i 1:0þ 0:0i 3:0þ 2:0i
0:0þ 3:0i �2:0þ 0:0i 0:0þ 0:0i 1:0þ 0:0i
1:0þ 0:0i �2:0þ 0:0i 3:0þ 2:0i 0:0þ 3:0i
2:0þ 0:0i 0:0þ 1:0i 0:0þ 1:0i 2:0þ 3:0i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_log (f01fjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
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Integer exit_status = 0;
Integer i, j, n, pda;

/* Arrays */
Complex *a = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_matop_complex_gen_matrix_log (f01fjc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;

if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 1; j <= n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find log(A) using
* nag_matop_complex_gen_matrix_log (f01fjc)
* Complex matrix logarithm
*/

nag_matop_complex_gen_matrix_log(order, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_log (f01fjc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy to use)
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*/
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, a, n, "log(A)", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_complex_gen_matrix_log (f01fjc) Example Program Data
4 :Value of n

(1.0, 2.0) ( 0.0, 1.0) (1.0, 0.0) (3.0, 2.0)
(0.0, 3.0) (-2.0, 0.0) (0.0, 0.0) (1.0, 0.0)
(1.0, 0.0) (-2.0, 0.0) (3.0, 2.0) (0.0, 3.0)
(2.0, 0.0) ( 0.0, 1.0) (0.0, 1.0) (2.0, 3.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_log (f01fjc) Example Program Results

log(A)
1 2 3 4

1 1.0390 0.2859 0.0516 0.7586
1.1672 0.3998 -0.2562 -0.4678

2 -2.7481 1.1898 0.1369 2.1771
2.6187 -2.2287 -0.9128 -1.0118

3 -0.8514 -0.2517 1.3839 1.1920
0.3927 -0.4791 0.2129 0.4240

4 1.1970 -0.6813 0.0051 0.7867
-0.1242 0.3969 0.3511 0.7502
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NAG Library Function Document

nag_matop_complex_gen_matrix_fun_std (f01fkc)

1 Purpose

nag_matop_complex_gen_matrix_fun_std (f01fkc) computes the matrix exponential, sine, cosine, sinh
or cosh, of a complex n by n matrix A using the Schur–Parlett algorithm.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_fun_std (Nag_OrderType order,
Nag_MatFunType fun, Integer n, Complex a[], Integer pda, NagError *fail)

3 Description

f Að Þ, where f is either the exponential, sine, cosine, sinh or cosh, is computed using the Schur–Parlett
algorithm described in Higham (2008) and Davies and Higham (2003).

4 References

Davies P I and Higham N J (2003) A Schur–Parlett algorithm for computing matrix functions. SIAM J.
Matrix Anal. Appl. 25(2) 464–485

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fun – Nag_MatFunType Input

On entry: indicates which matrix function will be computed.

fun ¼ Nag Exp
The matrix exponential, eA, will be computed.

fun ¼ Nag Sin
The matrix sine, sin Að Þ, will be computed.

fun ¼ Nag Cos
The matrix cosine, cos Að Þ, will be computed.

fun ¼ Nag Sinh
The hyperbolic matrix sine, sinh Að Þ, will be computed.

fun ¼ Nag Cosh
The hyperbolic matrix cosine, cosh Að Þ, will be computed.

Constraint: fun ¼ Nag Exp, Nag Sin, Nag Cos, Nag Sinh or Nag Cosh.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

A Taylor series failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error occurred when evaluating the function at a point. Please contact
NAG.
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An unexpected internal error occurred when ordering the eigenvalues of A. Please contact NAG.

The function was unable to compute the Schur decomposition of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

There was an error whilst reordering the Schur form of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The linear equations to be solved are nearly singular and the Padé approximant used to compute
the exponential may have no correct figures.
Note: this failure should not occur and suggests that the function has been called incorrectly.

7 Accuracy

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the algorithm
reduces to evaluating f at the eigenvalues of A and then constructing f Að Þ using the Schur vectors.
This should give a very accurate result. In general, however, no error bounds are available for the
algorithm.

For further discussion of the Schur–Parlett algorithm see Section 9.4 of Higham (2008).

8 Parallelism and Performance

nag_matop_complex_gen_matrix_fun_std (f01fkc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation.

nag_matop_complex_gen_matrix_fun_std (f01fkc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, and the Complex allocatable memory required is
approximately 9n2.

The cost of the Schur–Parlett algorithm depends on the spectrum of A, but is roughly between 28n3

and n4=3 floating-point operations; see Algorithm 9.6 of Higham (2008).

If the matrix exponential is required then it is recommended that nag_matop_complex_gen_matrix_exp
(f01fcc) be used. nag_matop_complex_gen_matrix_exp (f01fcc) uses an algorithm which is, in general,
more accurate than the Schur–Parlett algorithm used by nag_matop_complex_gen_matrix_fun_std
(f01fkc).

If estimates of the condition number of the matrix function are required then nag_matop_complex_
gen_matrix_cond_std (f01kac) should be used.

nag_matop_real_gen_matrix_fun_std (f01ekc) can be used to find the matrix exponential, sin, cos, sinh
or cosh of a real matrix A.
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10 Example

This example finds the matrix sinh of the matrix

A ¼
1:0þ 1:0i 0:0þ 0:0i 1:0þ 3:0i 0:0þ 0:0i
0:0þ 0:0i 2:0þ 0:0i 0:0þ 0:0i 1:0þ 2:0i
3:0þ 1:0i 0:0þ 4:0i 1:0þ 1:0i 0:0þ 0:0i
1:0þ 1:0i 0:0þ 2:0i 0:0þ 0:0i 1:0þ 0:0i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_fun_std (f01fkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;

/* Arrays */
Complex *a = 0;
char nag_enum_arg[10];

/* Nag Types */
Nag_OrderType order;
Nag_MatFunType fun;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_matop_complex_gen_matrix_fun_std (f01fkc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and the required function */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%9s%*[^\n]", &n, nag_enum_arg,
(unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT "%9s%*[^\n]", &n, nag_enum_arg);

#endif
pda = n;

/* nag_enum_name_to_value (x04nac)
* Converts Nag enum member name to value
*/

fun = (Nag_MatFunType) nag_enum_name_to_value(nag_enum_arg);
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if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 1; j <= n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find the matrix function using
* nag_matop_complex_gen_matrix_fun_std (f01fkc)
* Complex matrix function
*/

nag_matop_complex_gen_matrix_fun_std(order, fun, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_fun_std (f01fkc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy to use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, n, "f(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_complex_gen_matrix_fun_std (f01fkc) Example Program Data
4 Nag_Sinh :Values of n and fun

(1.0, 1.0) ( 0.0, 0.0) ( 1.0, 3.0) (0.0, 0.0)
(0.0, 0.0) ( 2.0, 0.0) ( 0.0, 0.0) (1.0, 2.0)
(3.0, 1.0) ( 0.0, 4.0) ( 1.0, 1.0) (0.0, 0.0)
(1.0, 1.0) ( 0.0, 2.0) ( 0.0, 0.0) (1.0, 0.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_fun_std (f01fkc) Example Program Results

f(A)
1 2 3 4

1 -4.3015 -1.4918 -4.4242 1.4438
-1.8117 -8.7793 -1.3925 -6.5287

2 -1.7976 1.4211 -1.2712 1.2118
-0.2935 -0.1993 -1.9931 2.8506

3 -4.4968 -5.7934 -4.3015 -3.0082

f01 – Matrix Factorizations f01fkc

Mark 26 f01fkc.5



-0.1964 -4.7166 -1.8117 -4.1821

4 -2.1506 -0.6103 -1.5163 0.0385
-0.3911 -1.4408 -1.9317 -0.2847
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NAG Library Function Document

nag_matop_complex_gen_matrix_fun_num (f01flc)

1 Purpose

nag_matop_complex_gen_matrix_fun_num (f01flc) computes the matrix function, f Að Þ, of a complex n
by n matrix A. Numerical differentiation is used to evaluate the derivatives of f when they are
required.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_fun_num (Integer n, Complex a[],
Integer pda,

void (*f)(Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, NagError *fail)

3 Description

f Að Þ is computed using the Schur–Parlett algorithm described in Higham (2008) and Davies and
Higham (2003). The coefficients of the Taylor series used in the algorithm are evaluated using the
numerical differentiation algorithm of Lyness and Moler (1967).

The scalar function f is supplied via function f which evaluates f zið Þ at a number of points zi.

4 References

Davies P I and Higham N J (2003) A Schur–Parlett algorithm for computing matrix functions. SIAM J.
Matrix Anal. Appl. 25(2) 464–485

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Lyness J N and Moler C B (1967) Numerical differentiation of analytic functions SIAM J. Numer. Anal.
4(2) 202–210

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.
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3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: f – function, supplied by the user External Function

The function f evaluates f zið Þ at a number of points zi.

The specification of f is:

void f (Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm)

1: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zið Þ; for instance
f zið Þ may not be defined. If iflag is returned as nonzero then nag_matop_complex_
gen_matrix_fun_num (f01flc) will terminate the computation, with fail:code ¼
NE_USER_STOP.

2: nz – Integer Input

On entry: nz, the number of function values required.

3: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

4: fz½nz� – Complex Output

On exit: the nz function values. fz½i � 1� should return the value f zið Þ, for
i ¼ 1; 2; . . . ; nz.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_complex_gen_ma
trix_fun_num (f01flc) you may allocate memory and initialize these pointers with
various quantities for use by f when called from nag_matop_complex_gen_ma
trix_fun_num (f01flc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

5: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.
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7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

A Taylor series failed to converge after 40 terms. Further Taylor series coefficients can no longer
reliably be obtained by numerical differentiation.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error occurred when ordering the eigenvalues of A. Please contact NAG.

The function was unable to compute the Schur decomposition of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

There was an error whilst reordering the Schur form of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

iflag has been set nonzero by the user.

7 Accuracy

For a normal matrix A (for which AHA ¼ AAH) Schur decomposition is diagonal and the algorithm
reduces to evaluating f at the eigenvalues of A and then constructing f Að Þ using the Schur vectors. See
Section 9.4 of Higham (2008) for further discussion of the Schur–Parlett algorithm, and Lyness and
Moler (1967) for a discussion of numerical differentiation.
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8 Parallelism and Performance

nag_matop_complex_gen_matrix_fun_num (f01flc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_complex_gen_matrix_fun_num (f01flc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The Integer allocatable memory required is n, and up to 6n2 of Complex allocatable memory is
required.

The cost of the Schur–Parlett algorithm depends on the spectrum of A, but is roughly between 28n3

and n4=3 floating-point operations. There is an additional cost in numerically differentiating f , in order
to obtain the Taylor series coefficients. If the derivatives of f are known analytically, then
nag_matop_complex_gen_matrix_fun_usd (f01fmc) can be used to evaluate f Að Þ more accurately. If A
is complex Hermitian then it is recommended that nag_matop_complex_herm_matrix_fun (f01ffc) be
used as it is more efficient and, in general, more accurate than nag_matop_complex_gen_matrix_fun_
num (f01flc).

Note that f must be analytic in the region of the complex plane containing the spectrum of A.

For further information on matrix functions, see Higham (2008).

If estimates of the condition number of the matrix function are required then nag_matop_complex_
gen_matrix_cond_num (f01kbc) should be used.

nag_matop_real_gen_matrix_fun_num (f01elc) can be used to find the matrix function f Að Þ for a real
matrix A.

10 Example

This example finds sin 2A where

A ¼
1:0þ 0:0i 0:0þ 1:0i 1:0þ 0:0i 0:0þ 1:0i
�1:0þ 0:0i 0:0þ 0:0i 2:0þ 1:0i 0:0þ 0:0i
0:0þ 0:0i 2:0þ 1:0i 0:0þ 2:0i 0:0þ 1:0i
1:0þ 0:0i 1:0þ 1:0i �1:0þ 0:0i 2:0þ 1:0i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_fun_num (f01flc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
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#include <nagx04.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;

/* Arrays */
static double ruser[1] = { -1.0 };
Complex *a = 0;

/* Nag Types */
Nag_Comm comm;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;

/* Output preamble .. */
printf("nag_matop_complex_gen_matrix_fun_num (f01flc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file .. */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;

if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else
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scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find the matrix function using
* nag_matop_complex_gen_matrix_fun_num (f01flc)
* Function of a complex matrix
*/

nag_matop_complex_gen_matrix_fun_num(n, a, pda, f, &comm, &iflag, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_fun_num (f01flc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,
pda, "f(A) = sin(2A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/* Implementation of sin2z for complex z */
fz[j].re = sin(2.0 * z[j].re) * cosh(2.0 * z[j].im);
fz[j].im = cos(2.0 * z[j].re) * sinh(2.0 * z[j].im);

}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_complex_gen_matrix_fun_num (f01flc) Example Program Data
4 :Value of n

( 1.0, 0.0) (0.0, 1.0) ( 1.0, 0.0) (0.0, 1.0)
(-1.0, 0.0) (0.0, 0.0) ( 2.0, 1.0) (0.0, 0.0)
( 0.0, 0.0) (2.0, 1.0) ( 0.0, 2.0) (0.0, 1.0)
( 1.0, 0.0) (1.0, 1.0) (-1.0, 0.0) (2.0, 1.0) :End of matrix a
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10.3 Program Results

nag_matop_complex_gen_matrix_fun_num (f01flc) Example Program Results

(User-supplied callback f, first invocation.)
f(A) = sin(2A)

1 2 3 4
1 1.1960 -21.0733 -15.4159 -12.4279

-3.2270 -9.6441 -14.1977 -11.9638

2 3.2957 -14.6084 -6.7764 -5.1338
-3.6334 -21.4846 -24.1726 -17.0926

3 5.0928 -14.6839 -0.9231 -2.0715
-3.7806 -34.5063 -35.4729 -26.3460

4 -1.8349 -8.2484 -6.0093 -7.1318
0.0808 -0.4014 -1.6831 -1.9396
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NAG Library Function Document

nag_matop_complex_gen_matrix_fun_usd (f01fmc)

1 Purpose

nag_matop_complex_gen_matrix_fun_usd (f01fmc) computes the matrix function, f Að Þ, of a complex
n by n matrix A, using analytical derivatives of f you have supplied.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_fun_usd (Nag_OrderType order, Integer n,
Complex a[], Integer pda,

void (*f)(Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, NagError *fail)

3 Description

f Að Þ is computed using the Schur–Parlett algorithm described in Higham (2008) and Davies and
Higham (2003).

The scalar function f , and the derivatives of f , are returned by the function f which, given an integer
m, should evaluate f mð Þ zið Þ at a number of points zi, for i ¼ 1; 2; . . . ; nz, on the complex plane.
nag_matop_complex_gen_matrix_fun_usd (f01fmc) is therefore appropriate for functions that can be
evaluated on the complex plane and whose derivatives, of arbitrary order, can also be evaluated on the
complex plane.

4 References

Davies P I and Higham N J (2003) A Schur–Parlett algorithm for computing matrix functions. SIAM J.
Matrix Anal. Appl. 25(2) 464–485

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: f – function, supplied by the user External Function

Given an integer m, the function f evaluates f mð Þ zið Þ at a number of points zi.

The specification of f is:

void f (Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

1: m – Integer Input

On entry: the order, m, of the derivative required.

If m ¼ 0, f zið Þ should be returned. For m > 0, f mð Þ zið Þ should be returned.

2: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zð Þ; for instance
f zið Þ may not be defined for a particular zi. If iflag is returned as nonzero then
nag_matop_complex_gen_matrix_fun_usd (f01fmc) will terminate the computation,
with fail:code ¼ NE_USER_STOP.

3: nz – Integer Input

On entry: nz, the number of function or derivative values required.

4: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

5: fz½nz� – Complex Output

On exit: the nz function or derivative values. fz½i � 1� should return the value f mð Þ zið Þ,
for i ¼ 1; 2; . . . ; nz.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_complex_gen_ma
trix_fun_usd (f01fmc) you may allocate memory and initialize these pointers
with various quantities for use by f when called from nag_matop_complex_
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gen_matrix_fun_usd (f01fmc) (see Section 2.3.1.1 in How to Use the NAG
Library and its Documentation).

6: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

A Taylor series failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected internal error occurred when ordering the eigenvalues of A. Please contact NAG.

The function was unable to compute the Schur decomposition of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

There was an error whilst reordering the Schur form of A.
Note: this failure should not occur and suggests that the function has been called incorrectly.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_USER_STOP

iflag has been set nonzero by the user.

7 Accuracy

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the algorithm
reduces to evaluating f at the eigenvalues of A and then constructing f Að Þ using the Schur vectors.
This should give a very accurate result. In general, however, no error bounds are available for the
algorithm. See Section 9.4 of Higham (2008) for further discussion of the Schur–Parlett algorithm.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_fun_usd (f01fmc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_complex_gen_matrix_fun_usd (f01fmc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Up to 6n2 of Complex allocatable memory is required.

The cost of the Schur–Parlett algorithm depends on the spectrum of A, but is roughly between 28n3

and n4=3 floating-point operations. There is an additional cost in evaluating f and its derivatives. If the
derivatives of f are not known analytically, then nag_matop_complex_gen_matrix_fun_num (f01flc)
can be used to evaluate f Að Þ using numerical differentiation. If A is complex Hermitian then it is
recommended that nag_matop_complex_herm_matrix_fun (f01ffc) be used as it is more efficient and, in
general, more accurate than nag_matop_complex_gen_matrix_fun_usd (f01fmc).

Note that f must be analytic in the region of the complex plane containing the spectrum of A.

For further information on matrix functions, see Higham (2008).

If estimates of the condition number of the matrix function are required then nag_matop_complex_
gen_matrix_cond_usd (f01kcc) should be used.

nag_matop_real_gen_matrix_fun_usd (f01emc) can be used to find the matrix function f Að Þ for a real
matrix A.

10 Example

This example finds the e3A where

A ¼
1:0þ 0:0i 0:0þ 0:0i 1:0þ 0:0i 0:0þ 2:0i
0:0þ 1:0i 1:0þ 0:0i �1:0þ 0:0i 1:0þ 0:0i
�1:0þ 0:0i 0:0þ 1:0i 0:0þ 1:0i 0:0þ 1:0i
1:0þ 1:0i 0:0þ 2:0i �1:0þ 0:0i 0:0þ 1:0i

0B@
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10.1 Program Text

/* nag_matop_complex_gen_matrix_fun_usd (f01fmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;

/* Arrays */
static double ruser[1] = { -1.0 };

Complex *a = 0;

/* Nag Types */
Nag_Comm comm;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

printf("nag_matop_complex_gen_matrix_fun_usd (f01fmc) ");
printf("Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
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#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif

pda = n;

if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find matrix function using
* nag_matop_complex_gen_matrix_fun_usd (f01fmc)
* Function of a complex matrix
*/

nag_matop_complex_gen_matrix_fun_usd(order, n, a, pda, f, &comm, &iflag,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_complex_gen_matrix_fun_usd (f01fmc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_complx_mat_print (x04dac).
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,
pda, "f(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
fflush(stdout);
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/* The m^th derivative of exp(3z) for complex z */
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fz[j].re = pow(3.0, m) * exp(3.0 * z[j].re) * cos(3.0 * z[j].im);
fz[j].im = pow(3.0, m) * exp(3.0 * z[j].re) * sin(3.0 * z[j].im);

}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_complex_gen_matrix_fun_usd (f01fmc) Example Program Data
4 :Value of n

( 1.0, 0.0) (0.0, 0.0) ( 1.0, 0.0) (0.0, 2.0)
( 0.0, 1.0) (1.0, 0.0) (-1.0, 0.0) (1.0, 0.0)
(-1.0, 0.0) (0.0, 1.0) ( 0.0, 1.0) (0.0, 1.0)
( 1.0, 1.0) (0.0, 2.0) (-1.0, 0.0) (0.0, 1.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_fun_usd (f01fmc) Example Program Results

(User-supplied callback f, first invocation.)
f(A)

1 2 3 4
1 -10.3264 -1.4883 -12.1206 41.5622

14.8082 74.3369 -47.0956 32.2927

2 63.3909 -21.0117 16.5106 -5.1725
-40.5336 -62.7073 35.2787 17.9413

3 -6.3954 25.4246 -14.4937 -20.3167
56.4708 13.8034 -9.2397 2.8647

4 31.4957 28.6003 -23.8034 23.9841
23.2757 21.4573 -11.6547 18.7737
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NAG Library Function Document

nag_matop_complex_gen_matrix_sqrt (f01fnc)

1 Purpose

nag_matop_complex_gen_matrix_sqrt (f01fnc) computes the principal matrix square root, A1=2, of a
complex n by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_sqrt (Integer n, Complex a[], Integer pda,
NagError *fail)

3 Description

A square root of a matrix A is a solution X to the equation X2 ¼ A. A nonsingular matrix has multiple
square roots. For a matrix with no eigenvalues on the closed negative real line, the principal square
root, denoted by A1=2, is the unique square root whose eigenvalues lie in the open right half-plane.

A1=2 is computed using the algorithm described in BjÎrck and Hammarling (1983). In addition a
blocking scheme described in Deadman et al. (2013) is used.

4 References

BjÎrck Ð and Hammarling S (1983) A Schur method for the square root of a matrix Linear Algebra
Appl. 52/53 127–140

Deadman E, Higham N J and Ralha R (2013) Blocked Schur Algorithms for Computing the Matrix
Square Root Applied Parallel and Scientific Computing: 11th International Conference, (PARA 2012,
Helsinki, Finland) P. Manninen and P. Úster, Eds Lecture Notes in Computer Science 7782 171–181
Springer–Verlag

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: contains, if fail:code ¼ NE_NOERROR, the n by n principal matrix square root, A1=2.
Alternatively, if fail:code ¼ NE_EIGENVALUES, contains an n by n non-principal square root
of A.
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3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A has a negative or semisimple vanishing eigenvalue. A non-principal square root is returned.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A has a defective vanishing eigenvalue. The square root cannot be found in this case.

7 Accuracy

The computed square root X̂ satisfies X̂2 ¼ Aþ�A, where �Ak kF � O �ð Þn3 X̂
�� ��2

F
, where � is

machine precision.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_sqrt (f01fnc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.
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nag_matop_complex_gen_matrix_sqrt (f01fnc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is 85n3=3 complex floating-point operations; see Algorithm 6.3 in Higham
(2008). O 2� n2

� �
of complex allocatable memory is required by the function.

If condition number and residual bound estimates are required, then nag_matop_complex_gen_ma
trix_cond_sqrt (f01kdc) should be used. For further discussion of the condition of the matrix square root
see Section 6.1 of Higham (2008).

10 Example

This example finds the principal matrix square root of the matrix

A ¼
105þ 121i �21þ 157i 42þ 18i �4� 2i
174þ 72i 28þ 236i 51þ 31i 16� 6i
176þ 52i 37þ 177i 23þ 27i 25þ 13i
�9þ 125i �111þ 67i �8þ 30i 8i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_sqrt (f01fnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_sqrt (f01fnc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++) {

for (j = 0; j < n; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find the matrix square root using
* nag_matop_complex_gen_matrix_sqrt (f01fnc)
* Complex matrix square root
*/

nag_matop_complex_gen_matrix_sqrt(n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_sqrt (f01fnc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix sqrt(A) using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "sqrt(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_complex_gen_matrix_sqrt (f01fnc) Example Program Data

4 :Value of n

(105.0, 121.0) ( -21.0, 157.0) ( 42.0, 18.0) ( -4.0, -2.0)
(174.0, 72.0) ( 28.0, 236.0) ( 51.0, 31.0) ( 16.0, -6.0)
(176.0, 52.0) ( 37.0, 177.0) ( 23.0, 27.0) ( 25.0, 13.0)
( -9.0, 125.0) (-111.0, 67.0) ( -8.0, 30.0) ( 0.0, 8.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_sqrt (f01fnc) Example Program Results

sqrt(A)
1 2 3 4

1 10.0000 3.0000 2.0000 -1.0000
5.0000 6.0000 -1.0000 1.0000

2 7.0000 9.0000 3.0000 -0.0000
-1.0000 10.0000 -0.0000 -1.0000

3 7.0000 5.0000 3.0000 4.0000
-4.0000 5.0000 3.0000 -1.0000

4 2.0000 -2.0000 -1.0000 2.0000
5.0000 5.0000 2.0000 -0.0000
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NAG Library Function Document

nag_matop_complex_tri_matrix_sqrt (f01fpc)

1 Purpose

nag_matop_complex_tri_matrix_sqrt (f01fpc) computes the principal matrix square root, A1=2, of a
complex upper triangular n by n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_tri_matrix_sqrt (Integer n, Complex a[], Integer pda,
NagError *fail)

3 Description

A square root of a matrix A is a solution X to the equation X2 ¼ A. A nonsingular matrix has multiple
square roots. For a matrix with no eigenvalues on the closed negative real line, the principal square
root, denoted by A1=2, is the unique square root whose eigenvalues lie in the open right half-plane.

nag_matop_complex_tri_matrix_sqrt (f01fpc) computes A1=2, where A is an upper triangular matrix.
A1=2 is also upper triangular.

The algorithm used by nag_matop_complex_tri_matrix_sqrt (f01fpc) is described in BjÎrck and
Hammarling (1983). In addition a blocking scheme described in Deadman et al. (2013) is used.

4 References

BjÎrck Ð and Hammarling S (1983) A Schur method for the square root of a matrix Linear Algebra
Appl. 52/53 127–140

Deadman E, Higham N J and Ralha R (2013) Blocked Schur Algorithms for Computing the Matrix
Square Root Applied Parallel and Scientific Computing: 11th International Conference, (PARA 2012,
Helsinki, Finland) P. Manninen and P. Úster, Eds Lecture Notes in Computer Science 7782 171–181
Springer–Verlag

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n upper triangular matrix A.

On exit: contains, if fail:code ¼ NE_NOERROR, the n by n principal matrix square root, A1=2.
Alternatively, if fail:code ¼ NE_EIGENVALUES, contains an n by n non-principal square root
of A.
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3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A has negative or semisimple, vanishing eigenvalues. The principal square root is not defined in
this case; a non-principal square root is returned.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A has a defective vanishing eigenvalue. The square root cannot be found in this case.

7 Accuracy

The computed square root X̂ satisfies X̂2 ¼ Aþ�A, where �Aj j � O �ð Þn X̂
		 		2, where � is machine

precision. The order of the change in A is to be interpreted elementwise.
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8 Parallelism and Performance

nag_matop_complex_tri_matrix_sqrt (f01fpc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_matop_complex_tri_matrix_sqrt (f01fpc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is n3=3 complex floating-point operations; see Algorithm 6.3 in Higham
(2008). O 2� n2

� �
of complex allocatable memory is required by the function.

If A is a full matrix, then nag_matop_complex_gen_matrix_sqrt (f01fnc) should be used to compute the
principal square root.

If condition number and residual bound estimates are required, then nag_matop_complex_gen_ma
trix_cond_sqrt (f01kdc) should be used. For further discussion of the condition of the matrix square root
see Section 6.1 of Higham (2008).

10 Example

This example finds the principal matrix square root of the matrix

A ¼
2i 14þ 2i 12þ 3i 6þ 4i

0 �5þ 12i 6þ 18i 9þ 16i
0 0 3� 4i 16� 4i
0 0 0 4

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_tri_matrix_sqrt (f01fpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);
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/* Output preamble */
printf("nag_matop_complex_tri_matrix_sqrt (f01fpc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++) {

for (j = 0; j < i; j++) {
A(i, j).re = 0.0;
A(i, j).im = 0.0;

}
for (j = i; j < n; j++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find matrix square root using
* nag_matop_complex_tri_matrix_sqrt (f01fpc)
* Complex upper triangular matrix square root
*/

nag_matop_complex_tri_matrix_sqrt(n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_tri_matrix_sqrt (f01fpc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix sqrt(A) using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "sqrt(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
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END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_complex_tri_matrix_sqrt (f01fpc) Example Program Data

4 :Value of n

( 0.0, 2.0) ( 14.0, 2.0) ( 12.0, 3.0) ( 6.0, 4.0)
(-5.0, 12.0) ( 6.0, 18.0) ( 9.0, 16.0)
( 3.0, -4.0) ( 16.0, -4.0)
( 4.0, 0.0) :End of matrix a

10.3 Program Results

nag_matop_complex_tri_matrix_sqrt (f01fpc) Example Program Results

sqrt(A)
1 2 3 4

1 1.0000 2.0000 -0.0000 1.0000
1.0000 -2.0000 1.0000 -1.0000

2 0.0000 2.0000 3.0000 0.0000
0.0000 3.0000 3.0000 1.0000

3 0.0000 0.0000 2.0000 4.0000
0.0000 0.0000 -1.0000 0.0000

4 0.0000 0.0000 0.0000 2.0000
0.0000 0.0000 0.0000 0.0000
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NAG Library Function Document

nag_matop_complex_gen_matrix_pow (f01fqc)

1 Purpose

nag_matop_complex_gen_matrix_pow (f01fqc) computes an abitrary real power Ap of a complex n by
n matrix A.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_pow (Integer n, Complex a[], Integer pda,
double p, NagError *fail)

3 Description

For a matrix A with no eigenvalues on the closed negative real line, Ap (p 2 R) can be defined as

Ap ¼ exp plog Að Þð Þ

where log Að Þ is the principal logarithm of A (the unique logarithm whose spectrum lies in the strip
z : �	 < Im zð Þ < 	f g).
Ap is computed using the Schur–Padé algorithm described in Higham and Lin (2011) and Higham and
Lin (2013).

The real number p is expressed as p ¼ q þ r where q 2 �1; 1ð Þ and r 2 Z. Then Ap ¼ AqAr. The
integer power Ar is found using a combination of binary powering and, if necessary, matrix inversion.
The fractional power Aq is computed using a Schur decomposition and a Padé approximant.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Higham N J and Lin L (2011) A Schur–Padé algorithm for fractional powers of a matrix SIAM J.
Matrix Anal. Appl. 32(3) 1056–1078

Higham N J and Lin L (2013) An improved Schur–Padé algorithm for fractional powers of a matrix
and their Fréchet derivatives SIAM J. Matrix Anal. Appl. 34(3) 1341–1360

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: if fail:code ¼ NE_NOERROR, the n by n matrix pth power, Ap. Alternatively, if
fail:code ¼ NE_NEGATIVE_EIGVAL, contains an n by n non-principal power of A.
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3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: p – double Input

On entry: the required power of A.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal pth power is not defined so a non-
principal power is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the pth power cannot be computed.

NW_SOME_PRECISION_LOSS

Ap has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.
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7 Accuracy

For positive integer p, the algorithm reduces to a sequence of matrix multiplications. For negative
integer p, the algorithm consists of a combination of matrix inversion and matrix multiplications.

For a normal matrix A (for which AHA ¼ AAH) and non-integer p, the Schur decomposition is diagonal
and the algorithm reduces to evaluating powers of the eigenvalues of A and then constructing Ap using
the Schur vectors. This should give a very accurate result. In general however, no error bounds are
available for the algorithm.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_pow (f01fqc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_pow (f01fqc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

. The exact cost depends on the matrix A but if p 2 �1; 1ð Þ then the
cost is independent of p. O 4� n2

� �
complex allocatable memory is required by the function.

If estimates of the condition number of Ap are required then nag_matop_complex_gen_matrix_cond_
pow (f01kec) should be used.

10 Example

This example finds Ap where p ¼ 0:2 and

A ¼
2 3 2 1þ 3i
2þ i 1 1 2þ 2i
2þ i 2þ 2i 2i 2þ 4i
3 2þ 2i 3 1

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_pow (f01fqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
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double p;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_pow (f01fqc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required power */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &p);
#else

scanf("%lf", &p);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++) {

for (j = 0; j < n; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find the matrix pth power using
* nag_matop_complex_gen_matrix_pow (f01fqc)
* General power of a complex matrix
*/

nag_matop_complex_gen_matrix_pow(n, a, pda, p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_pow (f01fqc)\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

/* Print matrix A^p using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A^p", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_complex_gen_matrix_pow (f01fqc) Example Program Data

4 0.2 : Values of n and p

(2.0,0.0) (3.0,0.0) (2.0,0.0) (1.0,3.0)
(2.0,1.0) (1.0,0.0) (1.0,0.0) (2.0,2.0)
(2.0,1.0) (2.0,2.0) (0.0,2.0) (2.0,4.0)
(3.0,0.0) (2.0,2.0) (3.0,0.0) (1.0,0.0) : End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_pow (f01fqc) Example Program Results

A^p
1 2 3 4

1 1.1766 0.1375 0.2742 -0.1435
-0.0758 0.2241 -0.2223 0.0816

2 0.2074 1.1118 -0.1343 0.1794
-0.0998 -0.0039 -0.0404 0.3590

3 -0.0859 0.5224 1.0616 0.2308
-0.0824 -0.0530 0.3921 0.1856

4 0.3313 -0.1507 0.2178 1.1710
0.1303 0.0982 -0.0061 -0.2136
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NAG Library Function Document

nag_matop_real_gen_matrix_actexp (f01gac)

1 Purpose

nag_matop_real_gen_matrix_actexp (f01gac) computes the action of the matrix exponential etA, on the
matrix B, where A is a real n by n matrix, B is a real n by m matrix and t is a real scalar.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_actexp (Integer n, Integer m, double a[],
Integer pda, double b[], Integer pdb, double t, NagError *fail)

3 Description

etAB is computed using the algorithm described in Al–Mohy and Higham (2011) which uses a
truncated Taylor series to compute the product etAB without explicitly forming etA.

4 References

Al–Mohy A H and Higham N J (2011) Computing the action of the matrix exponential, with an
application to exponential integrators SIAM J. Sci. Statist. Comput. 33(2) 488-511

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: m – Integer Input

On entry: m, the number of columns of the matrix B.

Constraint: m 	 0.

3: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: A is overwritten during the computation.

4: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.
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5: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least pdb�m.

The i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � pdbþ i� 1�.
On entry: the n by m matrix B.

On exit: the n by m matrix etAB.

6: pdb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: pdb 	 n.

7: t – double Input

On entry: the scalar t.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NW_SOME_PRECISION_LOSS

etAB has been computed using an IEEE double precision Taylor series, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

For a symmetric matrix A (for which AT ¼ A) the computed matrix etAB is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-
symmetric matrices. See Section 4 of Al–Mohy and Higham (2011) for details and further discussion.

8 Parallelism and Performance

nag_matop_real_gen_matrix_actexp (f01gac) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_matop_real_gen_matrix_actexp (f01gac) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The matrix etAB could be computed by explicitly forming etA using nag_real_gen_matrix_exp (f01ecc)
and multiplying B by the result. However, experiments show that it is usually both more accurate and
quicker to use nag_matop_real_gen_matrix_actexp (f01gac).

The cost of the algorithm is O n2m
� �

. The precise cost depends on A since a combination of balancing,
shifting and scaling is used prior to the Taylor series evaluation.

Approximately n2 þ 2mþ 8ð Þn of real allocatable memory is required by nag_matop_real_gen_ma
trix_actexp (f01gac).

nag_matop_complex_gen_matrix_actexp (f01hac) can be used to compute etAB for complex A, B, and
t. nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) provides an implementation of the algorithm
with a reverse communication interface, which returns control to the user when matrix multiplications
are required. This should be used if A is large and sparse.

10 Example

This example computes etAB, where

A ¼
0:7 �0:2 1:0 0:3
0:3 0:7 1:2 1:0
0:9 0:0 0:2 0:7
2:4 0:1 0:0 0:2

0B@
1CA;

B ¼
0:1 1:2
1:3 0:2
0:0 1:0
0:4 �0:9

0B@
1CA

and

t ¼ 1:2:
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10.1 Program Text

/* nag_matop_real_gen_matrix_actexp (f01gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, m, n, lda, ldb;
double t;

/* Arrays */
double *a = 0;
double *b = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#define A(I, J) a[(J-1)*lda + I-1]
#define B(I, J) b[(J-1)*ldb + I-1]

order = Nag_ColMajor;

/* Output preamble */
printf("nag_matop_real_gen_matrix_actexp (f01gac) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and the value of the parameter t */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %lf%*[^\n]", &n, &m, &t);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %lf%*[^\n]", &n, &m, &t);
#endif

lda = n;
ldb = n;

if (!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the matrix b from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= m; j++)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= m; j++)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find exp(tA) B using
* nag_matop_real_gen_matrix_actexp (f01gac)
* Action of the the exponential of a real matrix on a real matrix
*/

nag_matop_real_gen_matrix_actexp(n, m, a, lda, b, ldb, t, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_actexp (f01gac)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,
b, ldb, "exp(tA) B", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_matop_real_gen_matrix_actexp (f01gac) Example Program Data

4 2 1.2 :Values of n, m and t

0.7 -0.2 1.0 0.3
0.3 0.7 1.2 1.0
0.9 0.0 0.2 0.7
2.4 0.1 0.0 0.2 :End of matrix a

0.1 1.2
1.3 0.2
0.0 1.0
0.4 -0.9 :End of matrix b
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10.3 Program Results

nag_matop_real_gen_matrix_actexp (f01gac) Example Program Results

exp(tA) B
1 2

1 0.2138 7.6756
2 4.9980 11.6051
3 0.8307 7.5468
4 1.2406 9.7261
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NAG Library Function Document

nag_matop_real_gen_matrix_actexp_rcomm (f01gbc)

1 Purpose

nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) computes the action of the matrix exponential etA,
on the matrix B, where A is a real n by n matrix, B is a real n by m matrix and t is a real scalar. It
uses reverse communication for evaluating matrix products, so that the matrix A is not accessed
explicitly.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_actexp_rcomm (Integer *irevcm, Integer n,
Integer m, double b[], Integer pdb, double t, double tr, double b2[],
Integer pdb2, double x[], Integer pdx, double y[], Integer pdy,
double p[], double r[], double z[], double comm[], Integer icomm[],
NagError *fail)

3 Description

etAB is computed using the algorithm described in Al–Mohy and Higham (2011) which uses a
truncated Taylor series to compute the etAB without explicitly forming etA.

The algorithm does not explicity need to access the elements of A; it only requires the result of matrix
multiplications of the form AX or ATY . A reverse communication interface is used, in which control is
returned to the calling program whenever a matrix product is required.

4 References

Al–Mohy A H and Higham N J (2011) Computing the action of the matrix exponential, with an
application to exponential integrators SIAM J. Sci. Statist. Comput. 33(2) 488-511

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than b2, x, y, p and r must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must be set to 0.

On intermediate exit: irevcm ¼ 1, 2, 3, 4 or 5. The calling program must:

(a) if irevcm ¼ 1: evaluate B2 ¼ AB, where B2 is an n by m matrix, and store the result in b2;
if irevcm ¼ 2: evaluate Y ¼ AX, where X and Y are n by 2 matrices, and store the result in
y;
if irevcm ¼ 3: evaluate X ¼ ATY and store the result in x;
if irevcm ¼ 4: evaluate p ¼ Az and store the result in p;
if irevcm ¼ 5: evaluate r ¼ ATz and store the result in r.

(b) call nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) again with all other parameters
unchanged.
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On final exit: irevcm ¼ 0.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: m – Integer Input

On entry: the number of columns of the matrix B.

Constraint: m 	 0.

4: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least pdb�m.

The i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � pdbþ i� 1�.
On initial entry: the n by m matrix B.

On intermediate exit: if irevcm ¼ 1, contains the n by m matrix B.

On intermediate re-entry: must not be changed.

On final exit: the n by m matrix etAB.

5: pdb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: pdb 	 n.

6: t – double Input

On entry: the scalar t.

7: tr – double Input

On entry: the trace of A. If this is not available then any number can be supplied (0 is a
reasonable default); however, in the trivial case, n ¼ 1, the result etrtB is immediately returned in
the first row of B. See Section 9.

8: b2½dim� – double Input/Output

Note: the dimension, dim, of the array b2 must be at least pdb2�m.

The i; jð Þth element of the matrix is stored in b2½ j� 1ð Þ � pdb2þ i� 1�.
On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 1, must contain AB.

On final exit: the array is undefined.

9: pdb2 – Integer Input

On entry: the stride separating matrix row elements in the array b2.

Constraint: pdb2 	 n.

10: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least pdx� 2.

The i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On initial entry: need not be set.
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On intermediate exit: if irevcm ¼ 2, contains the current n by 2 matrix X.

On intermediate re-entry: if irevcm ¼ 3, must contain ATY .

On final exit: the array is undefined.

11: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

12: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least pdy� 2.

The i; jð Þth element of the matrix Y is stored in y½ j� 1ð Þ � pdyþ i� 1�.
On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 3, contains the current n by 2 matrix Y .

On intermediate re-entry: if irevcm ¼ 2, must contain AX.

On final exit: the array is undefined.

13: pdy – Integer Input

On entry: the stride separating matrix row elements in the array y.

Constraint: pdy 	 n.

14: p½n� – double Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 4, must contain Az.

On final exit: the array is undefined.

15: r½n� – double Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 5, must contain ATz.

On final exit: the array is undefined.

16: z½n� – double Input/Output

On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 4 or 5, contains the vector z.

On intermediate re-entry: must not be changed.

On final exit: the array is undefined.

17: comm½n�mþ 3� nþ 12� – double Communication Array

18: icomm½2� nþ 40� – Integer Communication Array

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate re-entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 1, 2, 3, 4 or 5.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

On entry, pdb2 ¼ valueh i and n ¼ valueh i.
Constraint: pdb2 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdy ¼ valueh i and n ¼ valueh i.
Constraint: pdy 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_SOME_PRECISION_LOSS

etAB has been computed using an IEEE double precision Taylor series, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

For a symmetric matrix A (for which AT ¼ A) the computed matrix etAB is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-
symmetric matrices. See Section 4 of Al–Mohy and Higham (2011) for details and further discussion.
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8 Parallelism and Performance

nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Use of Tr Að Þ
The elements of A are not explicitly required by nag_matop_real_gen_matrix_actexp_rcomm (f01gbc).
However, the trace of A is used in the preprocessing phase of the algorithm. If Tr Að Þ is not available to
the calling function then any number can be supplied (0 is recommended). This will not affect the
stability of the algorithm, but it may reduce its efficiency.

9.2 When to use nag_matop_real_gen_matrix_actexp_rcomm (f01gbc)

nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) is designed to be used when A is large and
sparse. Whenever a matrix multiplication is required, the function will return control to the calling
program so that the multiplication can be done in the most efficient way possible. Note that etAB will
not, in general, be sparse even if A is sparse.

If A is small and dense then nag_matop_real_gen_matrix_actexp (f01gac) can be used to compute etAB
without the use of a reverse communication interface.

The complex analog of nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) is nag_matop_complex_
gen_matrix_actexp_rcomm (f01hbc).

9.3 Use in Conjunction with NAG C Library Functions

To compute etAB, the following skeleton code can normally be used:

do {
f01gbc(&irevcm,n,m,b,tdb,t,tr,b2,tdb2,x,tdx,y,tdy,p,r,z,comm,icomm,&fail);

if (irevcm == 1) {
.. Code to compute B2=AB ..

}
else if (irevcm == 2){

.. Code to compute Y=AX ..
}
else if (irevcm == 3){

.. Code to compute X=A^T Y ..
}
else if (irevcm == 4){

.. Code to compute P=AZ ..
}
else if (irevcm == 5){

.. Code to compute R=A^T Z ..
}

} (while irevcm !=0)

The code used to compute the matrix products will vary depending on the way A is stored. If all the
elements of A are stored explicitly, then nag_dgemm (f16yac)) can be used. If A is triangular then
nag_dtrmm (f16yfc) should be used. If A is symmetric, then nag_dsymm (f16ycc) should be used. For
sparse A stored in coordinate storage format nag_sparse_nsym_matvec (f11xac) and nag_sparse_sym_
matvec (f11xec) can be used. Alternatively if A is stored in compressed column format
nag_superlu_matrix_product (f11mkc) can be used.
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10 Example

This example computes etAB, where

A ¼
0:4 �0:2 1:3 0:6
0:3 0:8 1:0 1:0
3:0 4:8 0:2 0:7
0:5 0:0 �5:0 0:7

0B@
1CA;

B ¼
0:1 1:1
1:7 �0:2
0:5 1:0
0:4 �0:2

0B@
1CA;

and

t ¼ �0:2:

10.1 Program Text

/* nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf11.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, irevcm = 0;
Integer i, j, m, n, nnz, ldb, ldb2, ldx, ldy;
double one = 1.0, zero = 0.0;
double t, tr;

/* Arrays */
double *a = 0, *b = 0, *b2 = 0, *comm = 0;
double *p = 0, *r = 0, *x = 0, *y = 0, *z = 0;
Integer *icolzp = 0, *irowix = 0, *icomm = 0;

/* Nag Types */
NagError fail, fail2;
Nag_OrderType order = Nag_ColMajor;
Nag_TransType tran = Nag_Trans, notran = Nag_NoTrans;

INIT_FAIL(fail);
INIT_FAIL(fail2);

#define B(I, J) b[(J-1)*ldb + I-1]

/* Output preamble */
printf("nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and the value of the parameter t */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %lf %*[^\n] ", &n, &m, &t);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %lf %*[^\n] ", &n, &m, &t);
#endif

ldb = ldb2 = ldx = ldy = n;

if (!(b = NAG_ALLOC(n * m, double)) ||
!(b2 = NAG_ALLOC(n * m, double)) ||
!(comm = NAG_ALLOC(n * m + 3 * n + 12, double)) ||
!(p = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * 2, double)) ||
!(y = NAG_ALLOC(n * 2, double)) ||
!(z = NAG_ALLOC(n, double)) ||
!(icolzp = NAG_ALLOC(n + 1, Integer)) ||
!(icomm = NAG_ALLOC(2 * n + 40, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the sparse matrix a in compressed column format */
for (i = 0; i < n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &icolzp[i]);

#else
scanf("%" NAG_IFMT "", &icolzp[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

nnz = icolzp[n] - 1;

if (!(a = NAG_ALLOC(nnz, double)) || !(irowix = NAG_ALLOC(nnz, Integer)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

for (i = 0; i < nnz; ++i)
#ifdef _WIN32

scanf_s("%lf %" NAG_IFMT "%*[^\n]", &a[i], &irowix[i]);
#else

scanf("%lf %" NAG_IFMT "%*[^\n]", &a[i], &irowix[i]);
#endif

/* Read in the matrix b from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= m; j++)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= m; j++)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

/* Compute the trace of A */
tr = 0.0;
j = 1;
for (i = 0; i < nnz; ++i) {

/* new column? */
if (icolzp[j] <= i + 1)

j++;
/* diagonal element? */
if (irowix[i] == j)

tr += a[i];
}

/* Find exp(tA) B using
* nag_matop_real_gen_matrix_actexp_rcomm (f01gbc):
* Action of the exponential of a complex matrix on a complex matrix.
*
* Sparse matrix multiplies are performed using
* nag_superlu_matrix_product (f11mkc):
* Real sparse nonsymmetric matrix matrix multiply, compressed column
* storage.
*/

while (1) {
nag_matop_real_gen_matrix_actexp_rcomm(&irevcm, n, m, b, ldb, t, tr, b2,

ldb2, x, ldx, y, ldy, p, r, z,
comm, icomm, &fail);

switch (irevcm) {
case 0:

/* Final exit. */
goto END_REVCM;
break;

case 1:
/* Compute AB and store in B2 */
nag_superlu_matrix_product(order, notran, n, m, one, icolzp, irowix, a,

b, ldb, zero, b2, ldb2, &fail2);
break;

case 2:
/* Compute AX and store in Y */
nag_superlu_matrix_product(order, notran, n, 2, one, icolzp, irowix, a,

x, ldx, zero, y, ldy, &fail2);
case 3:

/* Compute A^T Y and store in X */
nag_superlu_matrix_product(order, tran, n, 2, one, icolzp, irowix, a, y,

ldy, zero, x, ldx, &fail2);
case 4:

/* Compute AZ and store in P */
nag_superlu_matrix_product(order, notran, n, 1, one, icolzp, irowix, a,

z, n, zero, p, n, &fail2);
case 5:

/* Compute A^T Z and store in R */
nag_superlu_matrix_product(order, tran, n, 1, one, icolzp, irowix, a, z,

n, zero, r, n, &fail2);
}
if (fail2.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_product (f11mkc).\n%s\n",
fail2.message);

exit_status = 1;
goto END;

}
}

END_REVCM:

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_gen_matrix_actexp_rcomm (f01gbc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
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/* Print solution using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,
b, ldb, "exp(tA) B", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(b2);
NAG_FREE(p);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(z);
NAG_FREE(comm);
NAG_FREE(icolzp);
NAG_FREE(irowix);
NAG_FREE(icomm);
return exit_status;

}

10.2 Program Data

nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) Example Program Data

4 2 -0.2 : n, m, and t

1 5 8 12 16 : icolzp

0.4 1
0.3 2
3.0 3
0.5 4

-0.2 1
0.8 2
4.8 3
1.3 1
1.0 2
0.2 3

-5.0 4
0.6 1
1.0 2
0.7 3
0.7 4 : (a[i], irowix[i]) i = 0, nnz-1

0.1 1.1
1.7 -0.2
0.5 1.0
0.4 -0.2 : matrix b

10.3 Program Results

nag_matop_real_gen_matrix_actexp_rcomm (f01gbc) Example Program Results

exp(tA) B
1 2

1 0.1933 0.7812
2 1.4423 -0.4055
3 -1.0756 0.6686
4 0.0276 0.4900
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NAG Library Function Document

nag_matop_complex_gen_matrix_actexp (f01hac)

1 Purpose

nag_matop_complex_gen_matrix_actexp (f01hac) computes the action of the matrix exponential etA, on
the matrix B, where A is a complex n by n matrix, B is a complex n by m matrix and t is a complex
scalar.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_actexp (Integer n, Integer m, Complex a[],
Integer pda, Complex b[], Integer pdb, Complex t, NagError *fail)

3 Description

etAB is computed using the algorithm described in Al–Mohy and Higham (2011) which uses a
truncated Taylor series to compute the product etAB without explicitly forming etA.

4 References

Al–Mohy A H and Higham N J (2011) Computing the action of the matrix exponential, with an
application to exponential integrators SIAM J. Sci. Statist. Comput. 33(2) 488-511

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: m – Integer Input

On entry: m, the number of columns of the matrix B.

Constraint: m 	 0.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: A is overwritten during the computation.

4: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.
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5: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least pdb�m.

The i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � pdbþ i� 1�.
On entry: the n by m matrix B.

On exit: the n by m matrix etAB.

6: pdb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: pdb 	 n.

7: t – Complex Input

On entry: the scalar t.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

f01hac NAG Library Manual

f01hac.2 Mark 26



NW_SOME_PRECISION_LOSS

etAB has been computed using an IEEE double precision Taylor series, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

For a Hermitian matrix A (for which AH ¼ A) the computed matrix etAB is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-
Hermitian matrices. See Section 4 of Al–Mohy and Higham (2011) for details and further discussion.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_actexp (f01hac) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_actexp (f01hac) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The matrix etAB could be computed by explicitly forming etA using nag_matop_complex_gen_ma
trix_exp (f01fcc) and multiplying B by the result. However, experiments show that it is usually both
more accurate and quicker to use nag_matop_complex_gen_matrix_actexp (f01hac).

The cost of the algorithm is O n2m
� �

. The precise cost depends on A since a combination of balancing,
shifting and scaling is used prior to the Taylor series evaluation.

Approximately n2 þ 2mþ 8ð Þn of complex allocatable memory is required by nag_matop_complex_
gen_matrix_actexp (f01hac).

nag_matop_real_gen_matrix_actexp (f01gac) can be used to compute etAB for real A, B, and t.
nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) provides an implementation of the algorithm
with a reverse communication interface, which returns control to the user when matrix multiplications
are required. This should be used if A is large and sparse.

10 Example

This example computes etAB, where

A ¼
0:5þ 0:0i �0:2þ 0:0i 1:0þ 0:1i 0:0þ 0:4i
0:3þ 0:0i 0:5þ 1:2i 3:1þ 0:0i 1:0þ 0:2i
0:0þ 2:0i 0:1þ 0:0i 1:2þ 0:2i 0:5þ 0:0i
1:0þ 0:3i 0:0þ 0:2i 0:0þ 0:9i 0:5þ 0:0i

0B@
1CA;

B ¼
0:4þ 0:0i 1:2þ 0:0i
1:3þ 0:0i �0:2þ 0:1i
0:0þ 0:3i 2:1þ 0:0i
0:4þ 0:0i �0:9þ 0:0i

0B@
1CA

and

t ¼ �0:5þ 0:0i:
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10.1 Program Text

/* nag_matop_complex_gen_matrix_actexp (f01hac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, m, n, lda, ldb;
Complex t;

/* Arrays */
Complex *a = 0;
Complex *b = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#define A(I, J) a[(J-1)*lda + I-1]
#define B(I, J) b[(J-1)*ldb + I-1]

order = Nag_ColMajor;

/* Output preamble */
printf("nag_matop_complex_gen_matrix_actexp (f01hac) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and the value of the parameter t */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " (%lf , %lf ) %*[^\n]", &n, &m, &t.re,
&t.im);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " (%lf , %lf ) %*[^\n]", &n, &m, &t.re,

&t.im);
#endif

lda = n;
ldb = n;

if (!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * m, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read in the matrix a from data file */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the matrix b from data file */
for (i = 1; i <= n; i++)

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find exp(tA) B using
* nag_matop_complex_gen_matrix_actexp (f01hac)
* Action of the exponential of a complex matrix on a complex matrix
*/

nag_matop_complex_gen_matrix_actexp(n, m, a, lda, b, ldb, t, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_actexp (f01hac)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,
b, ldb, "exp(tA) B", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04cac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_matop_complex_gen_matrix_actexp (f01hac) Example Program Data

4 2 (-0.5,0.0) :Values of n, m and t

(0.5,0.0) (-0.2,0.0) (1.0,0.1) (0.0,0.4)
(0.3,0.0) ( 0.5,1.2) (3.1,0.0) (1.0,0.2)
(0.0,2.0) ( 0.1,0.0) (1.2,0.2) (0.5,0.0)
(1.0,0.3) ( 0.0,0.2) (0.0,0.9) (0.5,0.0) :End of matrix a
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(0.4,0.0) ( 1.2,0.0)
(1.3,0.0) (-0.2,0.1)
(0.0,0.3) ( 2.1,0.0)
(0.4,0.0) (-0.9,0.0) :End of matrix b

10.3 Program Results

nag_matop_complex_gen_matrix_actexp (f01hac) Example Program Results

exp(tA) B
1 2

1 0.4251 -0.0220
-0.1061 0.3289

2 0.7229 -1.7931
-0.5940 1.4952

3 -0.1394 1.4781
-0.1151 -0.4514

4 0.1054 -1.0059
-0.0786 -0.7079
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NAG Library Function Document

nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc)

1 Purpose

nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) computes the action of the matrix exponen-
tial etA, on the matrix B, where A is a complex n by n matrix, B is a complex n by m matrix and t is a
complex scalar. It uses reverse communication for evaluating matrix products, so that the matrix A is
not accessed explicitly.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_actexp_rcomm (Integer *irevcm, Integer n,
Integer m, Complex b[], Integer pdb, Complex t, Complex tr,
Complex b2[], Integer pdb2, Complex x[], Integer pdx, Complex y[],
Integer pdy, Complex p[], Complex r[], Complex z[], Complex ccomm[],
double comm[], Integer icomm[], NagError *fail)

3 Description

etAB is computed using the algorithm described in Al–Mohy and Higham (2011) which uses a
truncated Taylor series to compute the etAB without explicitly forming etA.

The algorithm does not explicity need to access the elements of A; it only requires the result of matrix
multiplications of the form AX or AHY . A reverse communication interface is used, in which control is
returned to the calling program whenever a matrix product is required.

4 References

Al–Mohy A H and Higham N J (2011) Computing the action of the matrix exponential, with an
application to exponential integrators SIAM J. Sci. Statist. Comput. 33(2) 488-511

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and
re-entries, all arguments other than b2, x, y, p and r must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must be set to 0.

On intermediate exit: irevcm ¼ 1, 2, 3, 4 or 5. The calling program must:

(a) if irevcm ¼ 1: evaluate B2 ¼ AB, where B2 is an n by m matrix, and store the result in b2;
if irevcm ¼ 2: evaluate Y ¼ AX, where X and Y are n by 2 matrices, and store the result in
y;
if irevcm ¼ 3: evaluate X ¼ AHY and store the result in x;
if irevcm ¼ 4: evaluate p ¼ Az and store the result in p;
if irevcm ¼ 5: evaluate r ¼ AHz and store the result in r.

(b) call nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) again with all other para-
meters unchanged.
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On final exit: irevcm ¼ 0.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: m – Integer Input

On entry: the number of columns of the matrix B.

Constraint: m 	 0.

4: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least pdb�m.

The i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � pdbþ i� 1�.
On initial entry: the n by m matrix B.

On intermediate exit: if irevcm ¼ 1, contains the n by m matrix B.

On intermediate re-entry: must not be changed.

On final exit: the n by m matrix etAB.

5: pdb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: pdb 	 n.

6: t – Complex Input

On entry: the scalar t.

7: tr – Complex Input

On entry: the trace of A. If this is not available then any number can be supplied (0 is a
reasonable default); however, in the trivial case, n ¼ 1, the result etrtB is immediately returned in
the first row of B. See Section 9.

8: b2½dim� – Complex Input/Output

Note: the dimension, dim, of the array b2 must be at least pdb2�m.

The i; jð Þth element of the matrix is stored in b2½ j� 1ð Þ � pdb2þ i� 1�.
On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 1, must contain AB.

On final exit: the array is undefined.

9: pdb2 – Integer Input

On entry: the stride separating matrix row elements in the array b2.

Constraint: pdb2 	 n.

10: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least pdx� 2.

The i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On initial entry: need not be set.
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On intermediate exit: if irevcm ¼ 2, contains the current n by 2 matrix X.

On intermediate re-entry: if irevcm ¼ 3, must contain AHY .

On final exit: the array is undefined.

11: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

12: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least pdy� 2.

The i; jð Þth element of the matrix Y is stored in y½ j� 1ð Þ � pdyþ i� 1�.
On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 3, contains the current n by 2 matrix Y .

On intermediate re-entry: if irevcm ¼ 2, must contain AX.

On final exit: the array is undefined.

13: pdy – Integer Input

On entry: the stride separating matrix row elements in the array y.

Constraint: pdy 	 n.

14: p½n� – Complex Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 4, must contain Az.

On final exit: the array is undefined.

15: r½n� – Complex Input/Output

On initial entry: need not be set.

On intermediate re-entry: if irevcm ¼ 5, must contain AHz.

On final exit: the array is undefined.

16: z½n� – Complex Input/Output

On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 4 or 5, contains the vector z.

On intermediate re-entry: must not be changed.

On final exit: the array is undefined.

17: ccomm½n� mþ 2ð Þ� – Complex Communication Array

18: comm½3� nþ 14� – double Communication Array

19: icomm½2� nþ 40� – Integer Communication Array

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate re-entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 1, 2, 3, 4 or 5.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

On entry, pdb2 ¼ valueh i and n ¼ valueh i.
Constraint: pdb2 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdy ¼ valueh i and n ¼ valueh i.
Constraint: pdy 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_SOME_PRECISION_LOSS

etAB has been computed using an IEEE double precision Taylor series, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

For an Hermitian matrix A (for which AH ¼ A) the computed matrix etAB is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-
Hermitian matrices. See Section 4 of Al–Mohy and Higham (2011) for details and further discussion.
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8 Parallelism and Performance

nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Use of Tr Að Þ
The elements of A are not explicitly required by nag_matop_complex_gen_matrix_actexp_rcomm
(f01hbc). However, the trace of A is used in the preprocessing phase of the algorithm. If Tr Að Þ is not
available to the calling function then any number can be supplied (0 is recommended). This will not
affect the stability of the algorithm, but it may reduce its efficiency.

9.2 When to use nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc)

nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) is designed to be used when A is large and
sparse. Whenever a matrix multiplication is required, the function will return control to the calling
program so that the multiplication can be done in the most efficient way possible. Note that etAB will
not, in general, be sparse even if A is sparse.

If A is small and dense then nag_matop_complex_gen_matrix_actexp (f01hac) can be used to compute
etAB without the use of a reverse communication interface.

The real analog of nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) is nag_matop_real_gen_
matrix_actexp_rcomm (f01gbc).

9.3 Use in Conjunction with NAG C Library Functions

To compute etAB, the following skeleton code can normally be used:

do {
f01hbc(&irevcm,n,m,b,tdb,t,tr,b2,tdb2,x,tdx,y,tdy,p,r,z,ccomm,comm, &

icomm,&fail);
if (irevcm == 1) {

.. Code to compute B2=AB ..
}
else if (irevcm == 2){

.. Code to compute Y=AX ..
}
else if (irevcm == 3){

.. Code to compute X=A^H Y ..
}
else if (irevcm == 4){

.. Code to compute P=AZ ..
}
else if (irevcm == 5){

.. Code to compute R=A^H Z ..
}

} (while irevcm !=0)

The code used to compute the matrix products will vary depending on the way A is stored. If all the
elements of A are stored explicitly, then nag_zgemm (f16zac) can be used. If A is triangular then
nag_ztrmm (f16zfc) should be used. If A is Hermitian, then nag_zhemm (f16zcc) should be used. If A
is symmetric, then nag_zsymm (f16ztc) should be used. For sparse A stored in coordinate storage
format nag_sparse_nherm_matvec (f11xnc) and nag_sparse_herm_matvec (f11xsc) can be used. For
sparse A stored in compressed column storage format (CCS) the program text of Section 10 contains
the function matmul to perform matrix products.
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10 Example

This example computes etAB where

A ¼
0:7þ 0:8i �0:2þ 0:0i 1:0þ 0:0i 0:6þ 0:5i
0:3þ 0:7i 0:7þ 0:0i 0:9þ 3:0i 1:0þ 0:8i
0:3þ 3:0i �0:7þ 0:0i 0:2þ 0:6i 0:7þ 0:5i
0:0þ 0:9i 4:0þ 0:0i 0:0þ 0:0i 0:2þ 0:0i

0B@
1CA;

B ¼
0:1þ 0:0i 1:2þ 0:1i
1:3þ 0:9i �0:2þ 2:0i
4:0þ 0:6i �1:0þ 0:8i
0:4þ 0:0i �0:9þ 0:0i

0B@
1CA

and

t ¼ 1:1þ 0:0i:

A is stored in compressed column storage format (CCS) and matrix multiplications are performed using
the function matmul.

10.1 Program Text

/* nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf01.h>
#include <nagf11.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

static void matmul(Nag_TransType tran, Integer n, Integer m, Complex a[],
Integer icolzp[], Integer irowix[], Complex b[],
Complex c[]);

int main(void)
{

/* Scalars */
Integer exit_status = 0, irevcm = 0;
Integer i, j, m, n, nnz, ldb, ldb2, ldx, ldy;
Complex t, tr;

/* Arrays */
Complex *a = 0, *b = 0, *b2 = 0, *ccomm = 0;
Complex *p = 0, *r = 0, *x = 0, *y = 0, *z = 0;
double *comm = 0;
Integer *icolzp = 0, *irowix = 0, *icomm = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order = Nag_ColMajor;
Nag_TransType tran = Nag_ConjTrans, notran = Nag_NoTrans;

INIT_FAIL(fail);

#define B(I, J) b[(J-1)*ldb + I-1]
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/* Output preamble */
printf("nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and the value of the parameter t */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " (%lf , %lf ) %*[^\n]", &n, &m, &t.re,
&t.im);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " (%lf , %lf ) %*[^\n]", &n, &m, &t.re,

&t.im);
#endif

ldb = ldb2 = ldx = ldy = n;

if (!(b = NAG_ALLOC(n * m, Complex)) ||
!(b2 = NAG_ALLOC(n * m, Complex)) ||
!(ccomm = NAG_ALLOC(n * (m + 2), Complex)) ||
!(p = NAG_ALLOC(n, Complex)) ||
!(r = NAG_ALLOC(n, Complex)) ||
!(x = NAG_ALLOC(n * 2, Complex)) ||
!(y = NAG_ALLOC(n * 2, Complex)) ||
!(z = NAG_ALLOC(n, Complex)) ||
!(comm = NAG_ALLOC(3 * n + 14, double)) ||
!(icolzp = NAG_ALLOC(n + 1, Integer)) ||
!(icomm = NAG_ALLOC(2 * n + 40, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the sparse matrix a in compressed column format */
for (i = 0; i < n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &icolzp[i]);

#else
scanf("%" NAG_IFMT "", &icolzp[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

nnz = icolzp[n] - 1;

if (!(a = NAG_ALLOC(nnz, Complex)) || !(irowix = NAG_ALLOC(nnz, Integer)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

for (i = 0; i < nnz; ++i)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%*[^\n]", &a[i].re, &a[i].im,
&irowix[i]);

#else
scanf(" ( %lf , %lf ) %" NAG_IFMT "%*[^\n]", &a[i].re, &a[i].im,

&irowix[i]);
#endif
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/* Read in the matrix b from data file */
for (i = 1; i <= n; i++)

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the trace of A */
tr.re = 0.0;
tr.im = 0.0;
j = 1;
for (i = 0; i < nnz; ++i) {

/* new column? */
if (icolzp[j] <= i + 1)

j++;
/* diagonal element? */
if (irowix[i] == j) {

tr.re += a[i].re;
tr.im += a[i].im;

}
}

/* Find exp(tA) B using
* nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc)
* Action of the exponential of a complex matrix on a complex matrix
*/

while (1) {
nag_matop_complex_gen_matrix_actexp_rcomm(&irevcm, n, m, b, ldb, t, tr,

b2, ldb2, x, ldx, y, ldy, p, r,
z, ccomm, comm, icomm, &fail);

switch (irevcm) {
case 0:

/* Final exit. */
goto END_REVCM;
break;

case 1:
/* Compute AB and store in B2 */
matmul(notran, n, m, a, icolzp, irowix, b, b2);

case 2:
/* Compute AX and store in Y */
matmul(notran, n, 2, a, icolzp, irowix, x, y);

case 3:
/* Compute A^H Y and store in X */
matmul(tran, n, 2, a, icolzp, irowix, y, x);

case 4:
/* Compute AZ and store in P */
matmul(notran, n, 1, a, icolzp, irowix, z, p);

case 5:
/* Compute A^H Z and store in R */
matmul(tran, n, 1, a, icolzp, irowix, z, r);

}
}

END_REVCM:
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc)\n"
"%s\n", fail.message);

exit_status = 2;
goto END;

}

/* Print solution using
* nag_gen_complx_mat_print (x04dac)
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* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,
b, ldb, "exp(tA) B", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(b2);
NAG_FREE(comm);
NAG_FREE(ccomm);
NAG_FREE(p);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(z);
NAG_FREE(icomm);
NAG_FREE(icolzp);
NAG_FREE(irowix);
return exit_status;

}

static void matmul(Nag_TransType tran, Integer n, Integer m, Complex a[],
Integer icolzp[], Integer irowix[], Complex b[],
Complex c[])

{
Integer i, ir, j, k, l;
Complex a1, a2, t1;

for (j = 0; j < m * n; j++) {
c[j].re = 0.0;
c[j].im = 0.0;

}
if (tran == Nag_NoTrans) {

l = -1;
for (j = 0; j < m; j++) {

for (i = 0; i < n; i++) {
l++;
t1.re = b[l].re;
t1.im = b[l].im;
for (k = icolzp[i] - 1; k < icolzp[i + 1] - 1; k++) {

ir = j * n + irowix[k] - 1;
/* Evaluate t1*a[k] using nag_complex_multiply (a02ccc). */
a1 = nag_complex_multiply(t1, a[k]);
c[ir].re += a1.re;
c[ir].im += a1.im;

}
}

}
}
else {

l = -1;
for (j = 0; j < m; j++) {

for (i = 0; i < n; i++) {
l++;
t1.re = 0.0;
t1.im = 0.0;
for (k = icolzp[i] - 1; k < icolzp[i + 1] - 1; k++) {

ir = j * n + irowix[k] - 1;
/* Evaluate conjg(a[k]) using nag_complex_conjg (a02cfc). */
a2 = nag_complex_conjg(a[k]);
/* Evaluate conjg(a[k])*b[ir] using nag_complex_multiply (a02ccc). */
a1 = nag_complex_multiply(a2, b[ir]);
t1.re += a1.re;
t1.im += a1.im;
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}
c[l].re += t1.re;
c[l].im += t1.im;

}
}

}
}

10.2 Program Data

nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) Example Program Data

4 2 (1.1,0.0) : n, m and t

1 5 9 12 16 : icolzp

( 0.7,0.8) 1
( 0.3,0.7) 2
( 0.3,3.0) 3
( 0.0,0.9) 4
(-0.2,0.0) 1
( 0.7,0.0) 2
(-7.0,0.0) 3
( 4.0,0.0) 4
( 1.0,0.0) 1
( 0.9,3.0) 2
( 0.2,0.6) 3
( 0.6,0.5) 1
( 1.0,0.8) 2
( 0.7,0.5) 3
( 0.2,0.0) 4 : (a[i], irowix[i]) i = 0, nnz-1

( 0.1,0.0) ( 1.2,0.1)
( 1.3,0.9) (-0.2,2.0)
( 4.0,0.6) (-1.0,0.8)
( 0.4,0.0) (-0.9,0.0) : matrix b

10.3 Program Results

nag_matop_complex_gen_matrix_actexp_rcomm (f01hbc) Example Program Results

exp(tA) B
1 2

1 -15.3125 -4.5605
5.9123 -2.4288

2 12.3396 9.2005
-50.6993 -10.3632

3 -65.4353 -17.6075
34.3271 -1.0019

4 45.6506 11.3339
-28.3253 0.1127
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_std (f01jac)

1 Purpose

nag_matop_real_gen_matrix_cond_std (f01jac) computes an estimate of the absolute condition number
of a matrix function f at a real n by n matrix A in the 1-norm, where f is either the exponential,
logarithm, sine, cosine, hyperbolic sine (sinh) or hyperbolic cosine (cosh). The evaluation of the matrix
function, f Að Þ, is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_std (Nag_MatFunType fun, Integer n,
double a[], Integer pda, double *conda, double *norma, double *normfa,
NagError *fail)

3 Description

The absolute condition number of f at A, condabs f; Að Þ is given by the norm of the Fréchet derivative
of f , L Að Þ, which is defined by

L Xð Þk k :¼ max E 6¼0
L X;Eð Þk k

Ek k ;

where L X;Eð Þ is the Fréchet derivative in the direction E. L X;Eð Þ is linear in E and can therefore be
written as

vec L X;Eð Þð Þ ¼ K Xð Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Xð Þ is n2 � n2.
nag_matop_real_gen_matrix_cond_std (f01jac) computes an estimate � such that � � K Xð Þk k1, where
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. The relative condition number can then be computed via

condrel f; Að Þ ¼ condabs f; Að Þ Ak k1
f Að Þk k1

:

The algorithm used to find � is detailed in Section 3.4 of Higham (2008).

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: fun – Nag_MatFunType Input

On entry: indicates which matrix function will be used.

fun ¼ Nag Exp
The matrix exponential, eA, will be used.

fun ¼ Nag Sin
The matrix sine, sin Að Þ, will be used.

fun ¼ Nag Cos
The matrix cosine, cos Að Þ, will be used.
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fun ¼ Nag Sinh
The hyperbolic matrix sine, sinh Að Þ, will be used.

fun ¼ Nag Cosh
The hyperbolic matrix cosine, cosh Að Þ, will be used.

fun ¼ Nag Loga
The matrix logarithm, log Að Þ, will be used.

Constraint: fun ¼ Nag Exp, Nag Sin, Nag Cos, Nag Sinh, Nag Cosh or Nag Loga.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

4: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

5: conda – double * Output

On exit: an estimate of the absolute condition number of f at A.

6: norma – double * Output

On exit: the 1-norm of A.

7: normfa – double * Output

On exit: the 1-norm of f Að Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when estimating the norm of the Fréchet derivative of f at A. Please
contact NAG.

An internal error occurred when evaluating the matrix function f Að Þ. You can investigate further
by calling nag_real_gen_matrix_exp (f01ecc), nag_matop_real_gen_matrix_log (f01ejc) or
nag_matop_real_gen_matrix_fun_std (f01ekc) with the matrix A.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

nag_matop_real_gen_matrix_cond_std (f01jac) uses the norm estimation function nag_linsys_real_gen_
n o r m _ r c omm ( f 0 4 y d c ) t o e s t i m a t e a q u a n t i t y �, w h e r e � � K Xð Þk k1 a n d
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. For further details on the accuracy of norm estimation, see

the documentation for nag_linsys_real_gen_norm_rcomm (f04ydc).

8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_std (f01jac) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation.

nag_matop_real_gen_matrix_cond_std (f01jac) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The matrix function is computed using one of three underlying matrix function routines:

if fun ¼ Nag Exp, nag_real_gen_matrix_exp (f01ecc) is used;

if fun ¼ Nag Loga, nag_matop_real_gen_matrix_log (f01ejc) is used;

else, nag_matop_real_gen_matrix_fun_std (f01ekc) is used.

Approximately 6n2 of real allocatable memory is required by the routine, in addition to the memory
used by these underlying matrix function routines.

If only f Að Þ is required, without an estimate of the condition number, then it is far more efficient to use
the appropriate matrix function routine listed above.
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nag_matop_complex_gen_matrix_cond_std (f01kac) can be used to find the condition number of the
exponential, logarithm, sine, cosine, sinh or cosh matrix functions at a complex matrix.

10 Example

This example estimates the absolute and relative condition numbers of the matrix sinh function where

A ¼
2 1 3 1
3 �1 0 2
1 0 3 1
1 2 0 3

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_cond_std (f01jac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#define A(I,J) a[J*lda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, lda;
double conda, cond_rel, eps, norma, normfa;
/* Arrays */
double *a = 0;
char function_name[100];
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
Nag_MatFunType fun;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_std (f01jac) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required function */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%99s%*[^\n]", &n, function_name,
(unsigned)_countof(function_name));

#else
scanf("%" NAG_IFMT "%99s%*[^\n]", &n, function_name);

#endif

lda = n;
if (!(a = NAG_ALLOC((lda) * (n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* nag_enum_name_to_value (x04nac)
* Converts Nag enum member name to value
*/

fun = (Nag_MatFunType) nag_enum_name_to_value(function_name);

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Print matrix A using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, lda, "A", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Find absolute condition number estimate using
* nag_matop_real_gen_matrix_cond_std (f01jac)
* Condition number for the exponential, logarithm, sine, cosine,
* sinh or cosh of a real matrix
*/

nag_matop_real_gen_matrix_cond_std(fun, n, a, lda, &conda,
&norma, &normfa, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_gen_matrix_cond_std (f01jac)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print absolute condition number estimate */
printf("\nf(A) = %s(A)\n", function_name);
printf("Estimated absolute condition number is: %7.2f\n", conda);

/* nag_machine_precision (x02ajc) The machine precision */
eps = nag_machine_precision;

/* Find relative condition number estimate */
if (normfa > eps) {

cond_rel = conda * norma / normfa;
printf("Estimated relative condition number is: %7.2f\n", cond_rel);

}
else {

printf("The estimated norm of f(A) is effectively zero and so\n");
printf("the relative condition number is undefined.\n");

}

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_real_gen_matrix_cond_std (f01jac) Example Program Data

4 Nag_Sinh :Value of n and fun

2.0 1.0 3.0 1.0
3.0 -1.0 0.0 2.0
1.0 0.0 3.0 1.0
1.0 2.0 0.0 3.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_cond_std (f01jac) Example Program Results

A
1 2 3 4

1 2.0000 1.0000 3.0000 1.0000
2 3.0000 -1.0000 0.0000 2.0000
3 1.0000 0.0000 3.0000 1.0000
4 1.0000 2.0000 0.0000 3.0000

f(A) = Nag_Sinh(A)
Estimated absolute condition number is: 204.45
Estimated relative condition number is: 7.90
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_num (f01jbc)

1 Purpose

nag_matop_real_gen_matrix_cond_num (f01jbc) computes an estimate of the absolute condition number
of a matrix function f at a real n by n matrix A in the 1-norm. Numerical differentiation is used to
evaluate the derivatives of f when they are required.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_num (Integer n, double a[], Integer pda,

void (*f)(Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, double *conda, double *norma,
double *normfa, NagError *fail)

3 Description

The absolute condition number of f at A, condabs f; Að Þ is given by the norm of the Fréchet derivative
of f , L Að Þ, which is defined by

L Xð Þk k :¼ max E 6¼0
L X;Eð Þk k

Ek k ;

where L X;Eð Þ is the Fréchet derivative in the direction E. L X;Eð Þ is linear in E and can therefore be
written as

vec L X;Eð Þð Þ ¼ K Xð Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Xð Þ is n2 � n2.
nag_matop_real_gen_matrix_cond_num (f01jbc) computes an estimate � such that � � K Xð Þk k1, where
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. The relative condition number can then be computed via

condrel f; Að Þ ¼ condabs f; Að Þ Ak k1
f Að Þk k1

:

The algorithm used to find � is detailed in Section 3.4 of Higham (2008).

The function f is supplied via function f which evaluates f zið Þ at a number of points zi.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: f – function, supplied by the user External Function

The function f evaluates f zið Þ at a number of points zi.

The specification of f is:

void f (Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm)

1: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zð Þ; for instance
f zð Þ may not be defined. If iflag is returned as nonzero then nag_matop_real_gen_ma
trix_cond_num (f01jbc) will terminate the computation, with fail:code ¼
NE_USER_STOP.

2: nz – Integer Input

On entry: nz, the number of function values required.

3: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

4: fz½nz� – Complex Output

On exit: the nz function values. fz½i � 1� should return the value f zið Þ, for
i ¼ 1; 2; . . . ; nz. If zi lies on the real line, then so must f zið Þ.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_real_gen_ma
trix_cond_num (f01jbc) you may allocate memory and initialize these pointers
with various quantities for use by f when called from nag_matop_real_gen_ma
trix_cond_num (f01jbc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

5: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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6: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

7: conda – double * Output

On exit: an estimate of the absolute condition number of f at A.

8: norma – double * Output

On exit: the 1-norm of A.

9: normfa – double * Output

On exit: the 1-norm of f Að Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when estimating the norm of the Fréchet derivative of f at A. Please
contact NAG.

An internal error occurred when evaluating the matrix function f Að Þ. You can investigate further
by calling nag_matop_real_gen_matrix_fun_num (f01elc) with the matrix A and the function f .

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_USER_STOP

iflag has been set nonzero by the user-supplied function.

7 Accuracy

nag_matop_real_gen_matrix_cond_num (f01jbc) uses the norm estimation function nag_linsys_real_
gen_no rm_ r comm ( f04ydc ) t o e s t ima t e a quan t i t y �, whe r e � � K Xð Þk k1 a nd
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. For further details on the accuracy of norm estimation, see

the documentation for nag_linsys_real_gen_norm_rcomm (f04ydc).

8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_num (f01jbc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_real_gen_matrix_cond_num (f01jbc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The matrix function is computed using the underlying matrix function routine nag_matop_real_gen_ma
trix_fun_num (f01elc). Approximately 6n2 of real allocatable memory is required by the routine, in
addition to the memory used by the underlying matrix function routine.

If only f Að Þ is required, without an estimate of the condition number, then it is far more efficient to use
the underlying matrix function routine.

The complex analogue of this function is nag_matop_complex_gen_matrix_cond_num (f01kbc).

10 Example

This example estimates the absolute and relative condition numbers of the matrix function cos 2A where

A ¼
�1 �1 �2 1
0 1 �1 0
�1 �2 1 �1
0 �1 0 �1

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_cond_num (f01jbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;
double conda, cond_rel, eps, norma, normfa;
/* Arrays */
static double ruser[1] = { -1.0 };
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_num (f01jbc) ");
printf("Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
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scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Print matrix A using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Find absolute condition number estimate of f(A) for a real matrix A using
* nag_matop_real_gen_matrix_cond_num (f01jbc)
* which uses numerical differentiation.
*/

nag_matop_real_gen_matrix_cond_num(n, a, pda, f, &comm, &iflag,
&conda, &norma, &normfa, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_gen_matrix_cond_num (f01jbc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print absolute condition number estimate */
printf("\nf(A) = cos(2A)\n");
printf("Estimated absolute condition number is: %7.2f\n", conda);

/* nag_machine_precision (x02ajc) The machine precision */
eps = nag_machine_precision;

/* Find relative condition number estimate */
if (normfa > eps) {

cond_rel = conda * norma / normfa;
printf("Estimated relative condition number is: %7.2f\n", cond_rel);

}
else {

printf("The estimated norm of f(A) is effectively zero");
printf("and so the relative condition number is undefined.\n");

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/*Complex representation of cos 2z */
fz[j].re = cos(2.0 * z[j].re) * cosh(2.0 * z[j].im);
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fz[j].im = -sin(2.0 * z[j].re) * sinh(2.0 * z[j].im);
}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_real_gen_matrix_cond_num (f01jbc) Example Program Data

4 :Value of n

-1.0 -1.0 -2.0 1.0
0.0 1.0 -1.0 0.0

-1.0 -2.0 1.0 -1.0
0.0 -1.0 0.0 -1.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_cond_num (f01jbc) Example Program Results

A
1 2 3 4

1 -1.0000 -1.0000 -2.0000 1.0000
2 0.0000 1.0000 -1.0000 0.0000
3 -1.0000 -2.0000 1.0000 -1.0000
4 0.0000 -1.0000 0.0000 -1.0000

(User-supplied callback f, first invocation.)

f(A) = cos(2A)
Estimated absolute condition number is: 4.10
Estimated relative condition number is: 14.48
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_usd (f01jcc)

1 Purpose

nag_matop_real_gen_matrix_cond_usd (f01jcc) computes an estimate of the absolute condition number
of a matrix function f at a real n by n matrix A in the 1-norm, using analytical derivatives of f you
have supplied.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_usd (Integer n, double a[], Integer pda,

void (*f)(Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, double *conda, double *norma,
double *normfa, NagError *fail)

3 Description

The absolute condition number of f at A, condabs f; Að Þ is given by the norm of the Fréchet derivative
of f , L Að Þ, which is defined by

L Xð Þk k :¼ max E 6¼0
L X;Eð Þk k

Ek k ;

where L X;Eð Þ is the Fréchet derivative in the direction E. L X;Eð Þ is linear in E and can therefore be
written as

vec L X;Eð Þð Þ ¼ K Xð Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Xð Þ is n2 � n2.
nag_matop_real_gen_matrix_cond_usd (f01jcc) computes an estimate � such that � � K Xð Þk k1, where
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. The relative condition number can then be computed via

condrel f; Að Þ ¼ condabs f; Að Þ Ak k1
f Að Þk k1

:

The algorithm used to find � is detailed in Section 3.4 of Higham (2008).

The function f , and the derivatives of f , are returned by function f which, given an integer m, evaluates
f mð Þ zið Þ at a number of (generally complex) points zi, for i ¼ 1; 2; . . . ; nz. For any z on the real line,
f zð Þ must also be real. nag_matop_real_gen_matrix_cond_usd (f01jcc) is therefore appropriate for
functions that can be evaluated on the complex plane and whose derivatives, of arbitrary order, can also
be evaluated on the complex plane.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: f – function, supplied by the user External Function

Given an integer m, the function f evaluates f mð Þ zið Þ at a number of points zi.

The specification of f is:

void f (Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

1: m – Integer Input

On entry: the order, m, of the derivative required.

If m ¼ 0, f zið Þ should be returned. For m > 0, f mð Þ zið Þ should be returned.

2: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zð Þ; for instance
f zð Þ may not be defined. If iflag is returned as nonzero then nag_matop_real_gen_ma
trix_cond_usd (f01jcc) will terminate the computation, with fail:code ¼
NE_USER_STOP.

3: nz – Integer Input

On entry: nz, the number of function or derivative values required.

4: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

5: fz½nz� – Complex Output

On exit: the nz function or derivative values. fz½i � 1� should return the value f mð Þ zið Þ,
for i ¼ 1; 2; . . . ; nz. If zi lies on the real line, then so must f mð Þ zið Þ.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_real_gen_ma
trix_cond_usd (f01jcc) you may allocate memory and initialize these pointers
with various quantities for use by f when called from nag_matop_real_gen_ma
trix_cond_usd (f01jcc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

5: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

7: conda – double * Output

On exit: an estimate of the absolute condition number of f at A.

8: norma – double * Output

On exit: the 1-norm of A.

9: normfa – double * Output

On exit: the 1-norm of f Að Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An internal error occurred when estimating the norm of the Fréchet derivative of f at A. Please
contact NAG.

An internal error occurred when evaluating the matrix function f Að Þ. You can investigate further
by calling nag_matop_real_gen_matrix_fun_usd (f01emc) with the matrix A and the function f .

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

iflag has been set nonzero by the user-supplied function.

7 Accuracy

nag_matop_real_gen_matrix_cond_usd (f01jcc) uses the norm estimation routine nag_linsys_real_gen_
n o r m _ r c omm ( f 0 4 y d c ) t o e s t i m a t e a q u a n t i t y �, w h e r e � � K Xð Þk k1 a n d
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. For further details on the accuracy of norm estimation, see

the documentation for nag_linsys_real_gen_norm_rcomm (f04ydc).

8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_usd (f01jcc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_real_gen_matrix_cond_usd (f01jcc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The matrix function is computed using the underlying matrix function routine nag_matop_real_gen_ma
trix_fun_usd (f01emc). Approximately 6n2 of real allocatable memory is required by the routine, in
addition to the memory used by the underlying matrix function routine.

If only f Að Þ is required, without an estimate of the condition number, then it is far more efficient to use
the underlying matrix function routine directly.

The complex analogue of this function is nag_matop_complex_gen_matrix_cond_usd (f01kcc).

10 Example

This example estimates the absolute and relative condition numbers of the matrix function e2A where

A ¼
0 �1 �1 1
�2 0 1 �1
2 �1 2 �2
�1 �2 0 �1

0B@
1CA:
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10.1 Program Text

/* nag_matop_real_gen_matrix_cond_usd (f01jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;
double conda, cond_rel, eps, norma, normfa;
/* Arrays */
static double ruser[1] = { -1.0 };
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_usd (f01jcc) ");
printf("Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Print real general matrix A using the easy-to-use function
* nag_gen_real_mat_print (x04cac).
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}
/* Find absolute condition number estimate of f(A) for real matrix A using
* nag_matop_real_gen_matrix_cond_usd (f01jcc),
* which requires user-supplied derivatives.
*/

nag_matop_real_gen_matrix_cond_usd(n, a, pda, f, &comm, &iflag,
&conda, &norma, &normfa, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_real_gen_matrix_cond_usd (f01jcc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print absolute condition number estimate */
printf("\nf(A) = exp(2A)\n");
printf("Estimated absolute condition number is: %7.2f\n", conda);

/* nag_machine_precision (x02ajc) The machine precision */
eps = nag_machine_precision;

/* Find relative condition number estimate */
if (normfa > eps) {

cond_rel = conda * norma / normfa;
printf("Estimated relative condition number is: %7.2f\n", cond_rel);

}
else {

printf("The estimated norm of f(A) is effectively zero");
printf("and so the relative condition number is undefined.\n");

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;
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#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/* The m^th derivative of exp 2z for complex z */
fz[j].re = pow(2.0, m) * exp(2.0 * z[j].re) * cos(2.0 * z[j].im);
fz[j].im = pow(2.0, m) * exp(2.0 * z[j].re) * sin(2.0 * z[j].im);

}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_real_gen_matrix_cond_usd (f01jcc) Example Program Data

4 :Value of n

0.0 -1.0 -1.0 1.0
-2.0 0.0 1.0 -1.0
2.0 -1.0 2.0 -2.0

-1.0 -2.0 0.0 -1.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_cond_usd (f01jcc) Example Program Results

A
1 2 3 4

1 0.0000 -1.0000 -1.0000 1.0000
2 -2.0000 0.0000 1.0000 -1.0000
3 2.0000 -1.0000 2.0000 -2.0000
4 -1.0000 -2.0000 0.0000 -1.0000

(User-supplied callback f, first invocation.)

f(A) = exp(2A)
Estimated absolute condition number is: 183.90
Estimated relative condition number is: 13.90
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_sqrt (f01jdc)

1 Purpose

nag_matop_real_gen_matrix_cond_sqrt (f01jdc) computes an estimate of the relative condition number
�A1=2 and a bound on the relative residual, in the Frobenius norm, for the square root of a real n by n
matrix A. The principal square root, A1=2, of A is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_sqrt (Integer n, double a[],
Integer pda, double *alpha, double *condsa, NagError *fail)

3 Description

For a matrix with no eigenvalues on the closed negative real line, the principal matrix square root, A1=2,
of A is the unique square root with eigenvalues in the right half-plane.

The Fréchet derivative of a matrix function A1=2 in the direction of the matrix E is the linear function
mapping E to L A;Eð Þ such that

Aþ Eð Þ1=2 �A1=2 � L A;Eð Þ ¼ o Ak kð Þ:
The absolute condition number is given by the norm of the Fréchet derivative which is defined by

L Að Þk k :¼ max
E 6¼0

L A;Eð Þk k
Ek k :

The Fréchet derivative is linear in E and can therefore be written as

vec L A;Eð Þð Þ ¼ K Að Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Að Þ is n2 � n2.
nag_matop_real_gen_matrix_cond_sqrt (f01jdc) uses Algorithm 3.20 from Higham (2008) to compute
an estimate � such that � � K Xð Þk kF . The quantity of � provides a good approximation to L Að Þk kF .
The relative condition number, �A1=2 , is then computed via

�A1=2 ¼ L Að Þk kF Ak kF
A1=2k kF

:

�A1=2 is returned in the argument condsa.

A1=2 is computed using the algorithm described in Higham (1987). This is a real arithmetic version of
the algorithm of BjÎrck and Hammarling (1983). In addition, a blocking scheme described in Deadman
et al. (2013) is used.

The computed quantity � is a measure of the stability of the relative residual (see Section 7). It is
computed via

� ¼
A1=2
�� ��2

F

Ak kF
:
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4 References
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Helsinki, Finland) P. Manninen and P. Úster, Eds Lecture Notes in Computer Science 7782 171–181
Springer–Verlag
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: contains, if fail:code ¼ NE_NOERROR, the n by n principal matrix square root, A1=2.
Alternatively, if fail:code ¼ NE_EIGENVALUES, contains an n by n non-principal square root
of A.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: alpha – double * Output

On exit: an estimate of the stability of the relative residual for the computed principal (if
fail:code ¼ NE_NOERROR) or non-principal (if fail:code ¼ NE_EIGENVALUES) matrix
square root, �.

5: condsa – double * Output

On exit: an estimate of the relative condition number, in the Frobenius norm, of the principal (if
fail:code ¼ NE_NOERROR) or non-principal (if fail:code ¼ NE_EIGENVALUES) matrix
square root at A, �A1=2 .

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALG_FAIL

An error occurred when computing the condition number. The matrix square root was still
returned but you should use nag_matop_real_gen_matrix_sqrt (f01enc) to check if it is the
principal matrix square root.
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An error occurred when computing the matrix square root. Consequently, alpha and condsa
could not be computed. It is likely that the function was called incorrectly.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A has a semisimple vanishing eigenvalue. A non-principal square root was returned.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has a negative real eigenvalue. The principal square root is not defined. nag_matop_com
plex_gen_matrix_cond_sqrt (f01kdc) can be used to return a complex, non-principal square root.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A has a defective vanishing eigenvalue. The square root and condition number cannot be found
in this case.

7 Accuracy

If the computed square root is ~X, then the relative residual

A� ~X2
�� ��

F

Ak kF
;

is bounded approximately by n��, where � is machine precision. The relative error in ~X is bounded
approximately by n��A1=2�.
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8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_sqrt (f01jdc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_cond_sqrt (f01jdc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Approximately 3� n2 of real allocatable memory is required by the function.

The cost of computing the matrix square root is 85n3=3 floating-point operations. The cost of
computing the condition number depends on how fast the algorithm converges. It typically takes over
twice as long as computing the matrix square root.

If condition estimates are not required then it is more efficient to use nag_matop_real_gen_matrix_sqrt
(f01enc) to obtain the matrix square root alone. Condition estimates for the square root of a complex
matrix can be obtained via nag_matop_complex_gen_matrix_cond_sqrt (f01kdc).

10 Example

This example estimates the matrix square root and condition number of the matrix

A ¼
�5 2 �1 1
�2 �3 19 27
�9 0 15 24
7 8 11 16

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_cond_sqrt (f01jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double alpha, condsa;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_sqrt (f01jdc) ");
printf("Example Program Results\n\n");
fflush(stdout);
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find matrix square root, condition number and residual bound using
* nag_matop_real_gen_matrix_cond_sqrt (f01jdc)
* Condition number for the square root of a real matrix
*/

nag_matop_real_gen_matrix_cond_sqrt(n, a, pda, &alpha, &condsa, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_cond_sqrt (f01jdc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix sqrt(A) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "sqrt(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print condition number estimates */
printf("Estimated relative condition number is: %7.2f\n", condsa);
printf("Condition number for the relative residual is: %7.2f\n", alpha);

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_real_gen_matrix_cond_sqrt (f01jdc) Example Program Data

4 :Value of n

-5.0 2.0 -1.0 1.0
-2.0 -3.0 19.0 27.0
-9.0 0.0 15.0 24.0
7.0 8.0 11.0 16.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_cond_sqrt (f01jdc) Example Program Results

sqrt(A)
1 2 3 4

1 1.0000 2.0000 -1.0000 -1.0000
2 -3.0000 1.0000 2.0000 4.0000
3 -2.0000 3.0000 1.0000 2.0000
4 2.0000 -1.0000 3.0000 4.0000

Estimated relative condition number is: 77.10
Condition number for the relative residual is: 1.70
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_pow (f01jec)

1 Purpose

nag_matop_real_gen_matrix_cond_pow (f01jec) computes an estimate of the relative condition number
�Ap of the pth power (where p is real) of a real n by n matrix A, in the 1-norm. The principal matrix
power Ap is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_pow (Integer n, double a[], Integer pda,
double p, double *condpa, NagError *fail)

3 Description

For a matrix A with no eigenvalues on the closed negative real line, Ap (p 2 R) can be defined as

Ap ¼ exp plog Að Þð Þ

where log Að Þ is the principal logarithm of A (the unique logarithm whose spectrum lies in the strip
z : �	 < Im zð Þ < 	f g).
The Fréchet derivative of the matrix pth power of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

AþEð Þp �Ap � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the matrix power Ap.

The relative condition number of the matrix pth power can be defined by

�Ap ¼ L Að Þk k Ak k
Apk k ;

where L Að Þk k is the norm of the Fréchet derivative of the matrix power at A.

nag_matop_real_gen_matrix_cond_pow (f01jec) uses the algorithms of Higham and Lin (2011) and
Higham and Lin (2013) to compute �Ap and Ap. The real number p is expressed as p ¼ q þ r where
q 2 �1; 1ð Þ and r 2 Z. Then Ap ¼ AqAr. The integer power Ar is found using a combination of binary
powering and, if necessary, matrix inversion. The fractional power Aq is computed using a Schur
decomposition, a Padé approximant and the scaling and squaring method.

To obtain an estimate of �Ap , nag_matop_real_gen_matrix_cond_pow (f01jec) first estimates L Að Þk k by
computing an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K. This requires

multiple Fréchet derivatives to be computed. Fréchet derivatives of Aq are obtained by differentiating
the Padé approximant. Fréchet derivatives of Ap are then computed using a combination of the chain
rule and the product rule for Fréchet derivatives.
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4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Higham N J and Lin L (2011) A Schur–Padé algorithm for fractional powers of a matrix SIAM J.
Matrix Anal. Appl. 32(3) 1056–1078

Higham N J and Lin L (2013) An improved Schur–Padé algorithm for fractional powers of a matrix
and their Fréchet derivatives SIAM J. Matrix Anal. Appl. 34(3) 1341–1360

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix pth power, Ap.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: p – double Input

On entry: the required power of A.

5: condpa – double * Output

On exit: if fail:code ¼ NE_NOERROR or NW_SOME_PRECISION_LOSS, an estimate of the
relative condition number of the matrix pth power, �Ap . Alternatively, if fail:code ¼ NE_RCOND
, the absolute condition number of the matrix pth power.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal pth power is not defined in this case;
nag_matop_complex_gen_matrix_cond_pow (f01kec) can be used to find a complex, non-
principal pth power.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

The relative condition number is infinite. The absolute condition number was returned instead.

NE_SINGULAR

A is singular so the pth power cannot be computed.

NW_SOME_PRECISION_LOSS

Ap has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

nag_matop_real_gen_matrix_cond_pow (f01jec) uses the norm estimation function nag_linsys_real_
gen_norm_rcomm (f04ydc) to produce an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such

that � � K. For further details on the accuracy of norm estimation, see the documentation for
nag_linsys_real_gen_norm_rcomm (f04ydc).

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the
computation of the fractional part of the matrix power reduces to evaluating powers of the eigenvalues
of A and then constructing Ap using the Schur vectors. This should give a very accurate result. In
general, however, no error bounds are available for the algorithm. See Higham and Lin (2011) and
Higham and Lin (2013) for details and further discussion.

8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_pow (f01jec) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_cond_pow (f01jec) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The amount of real allocatable memory required by the algorithm is typically of the order 10� n2.

The cost of the algorithm is O n3
� �

floating-point operations; see Higham and Lin (2013).

If the matrix pth power alone is required, without an estimate of the condition number, then
nag_matop_real_gen_matrix_pow (f01eqc) should be used. If the Fréchet derivative of the matrix power
is required then nag_matop_real_gen_matrix_frcht_pow (f01jfc) should be used. If A has negative real
eigenvalues then nag_matop_complex_gen_matrix_cond_pow (f01kec) can be used to return a complex,
non-principal pth power and its condition number.

10 Example

This example estimates the relative condition number of the matrix power Ap, where p ¼ 0:2 and

A ¼
3 3 2 1
1 1 0 2
1 4 4 2
3 1 3 1

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_cond_pow (f01jec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double p, condpa;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_pow (f01jec) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required power */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &p);
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#else
scanf("%lf", &p);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find matrix pth power and condition number using
* nag_matop_real_gen_matrix_cond_pow (f01jec)
* Condition number for real matrix power
*/

nag_matop_real_gen_matrix_cond_pow(n, a, pda, p, &condpa, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_cond_pow (f01jec)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix A^p using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A^p", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print relative condition number estimate */
printf("Estimated relative condition number is: %7.2f\n", condpa);

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_real_gen_matrix_cond_pow (f01jec) Example Program Data

4 0.2 :Values of n and p

3.0 3.0 2.0 1.0
1.0 1.0 0.0 2.0
1.0 4.0 4.0 2.0
3.0 1.0 3.0 1.0 :End of matrix a
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10.3 Program Results

nag_matop_real_gen_matrix_cond_pow (f01jec) Example Program Results

A^p
1 2 3 4

1 1.2368 0.1977 0.1749 -0.0314
2 -0.0543 1.1643 -0.0947 0.3145
3 0.0537 0.3514 1.3254 0.0214
4 0.3339 -0.2125 0.1880 1.0581

Estimated relative condition number is: 2.75
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NAG Library Function Document

nag_matop_real_gen_matrix_frcht_pow (f01jfc)

1 Purpose

nag_matop_real_gen_matrix_frcht_pow (f01jfc) computes the Fréchet derivative L A;Eð Þ of the pth
power (where p is real) of the real n by n matrix A applied to the real n by n matrix E. The principal
matrix power Ap is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_frcht_pow (Integer n, double a[],
Integer pda, double e[], Integer pde, double p, NagError *fail)

3 Description

For a matrix A with no eigenvalues on the closed negative real line, Ap (p 2 R) can be defined as

Ap ¼ exp plog Að Þð Þ

where log Að Þ is the principal logarithm of A (the unique logarithm whose spectrum lies in the strip
z : �	 < Im zð Þ < 	f g).
The Fréchet derivative of the matrix pth power of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

AþEð Þp �Ap � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the matrix power Ap.

nag_matop_real_gen_matrix_frcht_pow (f01jfc) uses the algorithms of Higham and Lin (2011) and
Higham and Lin (2013) to compute Ap and L A;Eð Þ. The real number p is expressed as p ¼ q þ r
where q 2 �1; 1ð Þ and r 2 Z. Then Ap ¼ AqAr. The integer power Ar is found using a combination of
binary powering and, if necessary, matrix inversion. The fractional power Aq is computed using a Schur
decomposition, a Padé approximant and the scaling and squaring method. The Padé approximant is
differentiated in order to obtain the Fréchet derivative of Aq and L A;Eð Þ is then computed using a
combination of the chain rule and the product rule for Fréchet derivatives.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Higham N J and Lin L (2011) A Schur–Padé algorithm for fractional powers of a matrix SIAM J.
Matrix Anal. Appl. 32(3) 1056–1078

Higham N J and Lin L (2013) An improved Schur–Padé algorithm for fractional powers of a matrix
and their Fréchet derivatives SIAM J. Matrix Anal. Appl. 34(3) 1341–1360

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix pth power, Ap.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least pde� n.

The i; jð Þth element of the matrix E is stored in e½ j� 1ð Þ � pdeþ i� 1�.
On entry: the n by n matrix E.

On exit: the Fréchet derivative L A;Eð Þ.

5: pde – Integer Input

On entry: the stride separating matrix row elements in the array e.

Constraint: pde 	 n.

6: p – double Input

On entry: the required power of A.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal pth power is not defined in this case;
nag_matop_complex_gen_matrix_frcht_pow (f01kfc) can be used to find a complex, non-
principal pth power.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the pth power cannot be computed.

NW_SOME_PRECISION_LOSS

Ap has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the
computation of the fractional part of the matrix power reduces to evaluating powers of the eigenvalues
of A and then constructing Ap using the Schur vectors. This should give a very accurate result. In
general, however, no error bounds are available for the algorithm. See Higham and Lin (2011) and
Higham and Lin (2013) for details and further discussion.

If the condition number of the matrix power is required then nag_matop_real_gen_matrix_cond_pow
(f01jec) should be used.

8 Parallelism and Performance

nag_matop_real_gen_matrix_frcht_pow (f01jfc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_frcht_pow (f01jfc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real allocatable memory required by the algorithm is approximately 6� n2.

The cost of the algorithm is O n3
� �

floating-point operations; see Higham and Lin (2011) and Higham
and Lin (2013).

If the matrix pth power alone is required, without the Fréchet derivative, then nag_matop_real_gen_ma
trix_pow (f01eqc) should be used. If the condition number of the matrix power is required then
nag_matop_real_gen_matrix_cond_pow (f01jec) should be used. If A has negative real eigenvalues then
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nag_matop_complex_gen_matrix_frcht_pow (f01kfc) can be used to return a complex, non-principal pth
power and its Fréchet derivative L A;Eð Þ.

10 Example

This example finds Ap and the Fréchet derivative of the matrix power L A;Eð Þ, where p ¼ 0:2,

A ¼
3 3 2 1
3 1 0 2
1 1 4 3
3 0 3 1

0B@
1CA and E ¼

1 0 2 1
0 4 5 2
1 0 0 0
2 3 3 0

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_frcht_pow (f01jfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]
#define E(I,J) e[J*pde + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n;
Integer pda, pde;
double p;
/* Arrays */
double *a = 0;
double *e = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_frcht_pow (f01jfc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and required power */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &p);
#else

scanf("%lf", &p);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pde = n;
if (!(e = NAG_ALLOC(pde * n, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix E from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &E(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &E(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find A^p and L(A,E) using
* nag_matop_real_gen_matrix_frcht_pow (f01jfc)
* Frechet derivative of real matrix power
*/

nag_matop_real_gen_matrix_frcht_pow(n, a, pda, e, pde, p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_frcht_pow (f01jfc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix A^p using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "A^p", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;

}

/* Print matrix L(A,E) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
e, pde, "L(A,E)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;

}
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END:
NAG_FREE(a);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_matop_real_gen_matrix_frcht_pow (f01jfc) Example Program Data

4 0.2 :Values of n and p

3.0 3.0 2.0 1.0
3.0 1.0 0.0 2.0
1.0 1.0 4.0 3.0
3.0 0.0 3.0 1.0 :End of matrix a

1.0 0.0 2.0 1.0
0.0 4.0 5.0 2.0
1.0 0.0 0.0 0.0
2.0 3.0 3.0 0.0 :End of matrix e

10.3 Program Results

nag_matop_real_gen_matrix_frcht_pow (f01jfc) Example Program Results

A^p
1 2 3 4

1 1.2446 0.2375 0.2172 -0.1359
2 0.0925 1.1239 -0.1453 0.3731
3 -0.0769 0.1972 1.3131 0.1837
4 0.3985 -0.2902 0.1085 1.1560
L(A,E)

1 2 3 4
1 0.2189 -0.2004 0.0509 0.0290
2 -0.3177 0.4143 0.3044 0.0760
3 -0.0033 -0.1335 -0.2789 0.2699
4 0.1972 0.3333 0.5379 -0.5228
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_exp (f01jgc)

1 Purpose

nag_matop_real_gen_matrix_cond_exp (f01jgc) computes an estimate of the relative condition number
�exp Að Þ of the exponential of a real n by n matrix A, in the 1-norm. The matrix exponential eA is also
returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_exp (Integer n, double a[], Integer pda,
double *condea, NagError *fail)

3 Description

The Fréchet derivative of the matrix exponential of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

eAþE � eA � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the exponential eA.

The relative condition number of the matrix exponential can be defined by

�exp Að Þ ¼
L Að Þk k Ak k
exp Að Þk k ;

where L Að Þk k is the norm of the Fréchet derivative of the matrix exponential at A.

To obtain the estimate of �exp Að Þ, nag_matop_real_gen_matrix_cond_exp (f01jgc) first estimates
L Að Þk k by computing an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K.

The algorithms used to compute �exp Að Þ are detailed in the Al–Mohy and Higham (2009a) and Al–
Mohy and Higham (2009b).

The matrix exponential eA is computed using a Padé approximant and the scaling and squaring method.
The Padé approximant is differentiated to obtain the Fréchet derivatives L A;Eð Þ which are used to
estimate the condition number.

4 References

Al–Mohy A H and Higham N J (2009a) A new scaling and squaring algorithm for the matrix
exponential SIAM J. Matrix Anal. 31(3) 970–989

Al–Mohy A H and Higham N J (2009b) Computing the Fréchet derivative of the matrix exponential,
with an application to condition number estimation SIAM J. Matrix Anal. Appl. 30(4) 1639–1657

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix exponential eA.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: condea – double * Output

On exit: an estimate of the relative condition number of the matrix exponential �exp Að Þ.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The linear equations to be solved for the Padé approximant are singular; it is likely that this
function has been called incorrectly.

NW_SOME_PRECISION_LOSS

eA has been computed using an IEEE double precision Padé approximant, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

nag_matop_real_gen_matrix_cond_exp (f01jgc) uses the norm estimation function nag_linsys_real_
gen_norm_rcomm (f04ydc) to produce an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such

that � � K. For further details on the accuracy of norm estimation, see the documentation for
nag_linsys_real_gen_norm_rcomm (f04ydc).

For a normal matrix A (for which ATA ¼ AAT) the computed matrix, eA, is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-normal
matrices. See Section 10.3 of Higham (2008) for details and further discussion.

For further discussion of the condition of the matrix exponential see Section 10.2 of Higham (2008).

8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_exp (f01jgc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_cond_exp (f01jgc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_matop_real_gen_matrix_cond_std (f01jac) uses a similar algorithm to nag_matop_real_gen_ma
trix_cond_exp (f01jgc) to compute an estimate of the absolute condition number (which is related to the
relative condition number by a factor of Ak k= exp Að Þk k). However, the required Fréchet derivatives are
computed in a more efficient and stable manner by nag_matop_real_gen_matrix_cond_exp (f01jgc) and
so its use is recommended over nag_matop_real_gen_matrix_cond_std (f01jac).

The cost of the algorithm is O n3
� �

and the real allocatable memory required is approximately 15n2; see
Al–Mohy and Higham (2009a) and Al–Mohy and Higham (2009b) for further details.

If the matrix exponential alone is required, without an estimate of the condition number, then
nag_real_gen_matrix_exp (f01ecc) should be used. If the Fréchet derivative of the matrix exponential is
required then nag_matop_real_gen_matrix_frcht_exp (f01jhc) should be used.

As well as the excellent book Higham (2008), the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).
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10 Example

This example estimates the relative condition number of the matrix exponential eA, where

A ¼
2 2 1 2
3 1 4 0
2 3 1 2
0 1 3 3

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_cond_exp (f01jgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n;
Integer pda;
double condea;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_exp (f01jgc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find exp(A) and the condition number using
* nag_matop_real_gen_matrix_cond_exp (f01jgc)
* Condition number for real matrix exponential
*/

nag_matop_real_gen_matrix_cond_exp(n, a, pda, &condea, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_cond_exp (f01jgc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix exp(A) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "exp(A)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;

}

/* Print relative condition number estimate */
printf("Estimated relative condition number is: %7.2f\n", condea);

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_matop_real_gen_matrix_cond_exp (f01jgc) Example Program Data

4 : n

2.0 2.0 1.0 2.0
3.0 1.0 4.0 0.0
2.0 3.0 1.0 2.0
0.0 1.0 3.0 3.0 : a

10.3 Program Results

nag_matop_real_gen_matrix_cond_exp (f01jgc) Example Program Results

exp(A)
1 2 3 4

1 404.4441 412.6036 496.7221 398.3043
2 474.4388 482.8457 579.1310 460.6474
3 466.9764 477.2769 574.3994 458.3804
4 407.7005 420.8935 510.1939 410.4808

Estimated relative condition number is: 9.40
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NAG Library Function Document

nag_matop_real_gen_matrix_frcht_exp (f01jhc)

1 Purpose

nag_matop_real_gen_matrix_frcht_exp (f01jhc) computes the Fréchet derivative L A;Eð Þ of the matrix
exponential of a real n by n matrix A applied to the real n by n matrix E. The matrix exponential eA is
also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_frcht_exp (Integer n, double a[],
Integer pda, double e[], Integer pde, NagError *fail)

3 Description

The Fréchet derivative of the matrix exponential of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

eAþE � eA � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the exponential eA.

nag_matop_real_gen_matrix_frcht_exp (f01jhc) uses the algorithms of Al–Mohy and Higham (2009a)
and Al–Mohy and Higham (2009b) to compute eA and L A;Eð Þ. The matrix exponential eA is
computed using a Padé approximant and the scaling and squaring method. The Padé approximant is
then differentiated in order to obtain the Fréchet derivative L A;Eð Þ.

4 References

Al–Mohy A H and Higham N J (2009a) A new scaling and squaring algorithm for the matrix
exponential SIAM J. Matrix Anal. 31(3) 970–989

Al–Mohy A H and Higham N J (2009b) Computing the Fréchet derivative of the matrix exponential,
with an application to condition number estimation SIAM J. Matrix Anal. Appl. 30(4) 1639–1657

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.
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On exit: the n by n matrix exponential eA.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least pde� n.

The i; jð Þth element of the matrix E is stored in e½ j� 1ð Þ � pdeþ i� 1�.
On entry: the n by n matrix E

On exit: the Fréchet derivative L A;Eð Þ

5: pde – Integer Input

On entry: the stride separating matrix row elements in the array e.

Constraint: pde 	 n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

The linear equations to be solved for the Padé approximant are singular; it is likely that this
function has been called incorrectly.

NW_SOME_PRECISION_LOSS

eA has been computed using an IEEE double precision Padé approximant, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT) the computed matrix, eA, is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-normal
matrices. See Section 10.3 of Higham (2008), Al–Mohy and Higham (2009a) and Al–Mohy and
Higham (2009b) for details and further discussion.

8 Parallelism and Performance

nag_matop_real_gen_matrix_frcht_exp (f01jhc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_frcht_exp (f01jhc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

and the real allocatable memory required is approximately 9n2; see
Al–Mohy and Higham (2009a) and Al–Mohy and Higham (2009b).

If the matrix exponential alone is required, without the Fréchet derivative, then nag_real_gen_matrix_
exp (f01ecc) should be used.

If the condition number of the matrix exponential is required then nag_matop_real_gen_matrix_con
d_exp (f01jgc) should be used.

As well as the excellent book Higham (2008), the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).

10 Example

This example finds the matrix exponential eA and the Fréchet derivative L A;Eð Þ, where

A ¼
1 2 2 2
3 1 1 2
3 2 1 2
3 3 3 1

0B@
1CA and E ¼

1 0 1 2
0 0 0 1
4 2 1 2
0 3 2 1

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_frcht_exp (f01jhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
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#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]
#define E(I,J) e[J*pde + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n;
Integer pda, pde;
/* Arrays */
double *a = 0;
double *e = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_frcht_exp (f01jhc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pde = n;
if (!(e = NAG_ALLOC(pde * n, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix E from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &E(i, j));
#else

scanf("%lf", &E(i, j));
#endif
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Find exp(A) and L(A,E) using
* nag_matop_real_gen_matrix_frcht_exp (f01jhc)
* Frechet derivative of real matrix exponential
*/

nag_matop_real_gen_matrix_frcht_exp(n, a, pda, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_frcht_exp (f01jhc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix exp(A) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "exp(A)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;

}

/* Print matrix L(A,E) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
e, pde, "L(A,E)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;

}

END:
NAG_FREE(a);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_matop_real_gen_matrix_frcht_exp (f01jhc) Example Program Data

4 :Value of n

1.0 2.0 2.0 2.0
3.0 1.0 1.0 2.0
3.0 2.0 1.0 2.0
3.0 3.0 3.0 1.0 :End of matrix a

1.0 0.0 1.0 2.0
0.0 0.0 0.0 1.0
4.0 2.0 1.0 2.0
0.0 3.0 2.0 1.0 :End of matrix e

10.3 Program Results

nag_matop_real_gen_matrix_frcht_exp (f01jhc) Example Program Results

exp(A)
1 2 3 4

1 740.7038 610.8500 542.2743 549.1753
2 731.2510 603.5524 535.0884 542.2743
3 823.7630 679.4257 603.5524 610.8500
4 998.4355 823.7630 731.2510 740.7038
L(A,E)
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1 2 3 4
1 3571.5724 2989.2581 2652.3449 2818.7416
2 3202.0590 2684.2631 2381.4500 2542.7976
3 4341.3950 3628.9329 3219.3516 3408.1831
4 4821.2945 4035.9700 3580.0124 3804.4690
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NAG Library Function Document

nag_matop_real_gen_matrix_cond_log (f01jjc)

1 Purpose

nag_matop_real_gen_matrix_cond_log (f01jjc) computes an estimate of the relative condition number
�log Að Þ of the logarithm of a real n by n matrix A, in the 1-norm. The principal matrix logarithm
log Að Þ is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_cond_log (Integer n, double a[], Integer pda,
double *condla, NagError *fail)

3 Description

For a matrix with no eigenvalues on the closed negative real line, the principal matrix logarithm log Að Þ
is the unique logarithm whose spectrum lies in the strip z : �	 < Im zð Þ < 	f g.
The Fréchet derivative of the matrix logarithm of A is the unique linear mapping E 7!L A;Eð Þ such that
for any matrix E

log Aþ Eð Þ � log Að Þ � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first order effect of perturbations in A on the logarithm log Að Þ.
The relative condition number of the matrix logarithm can be defined by

�log Að Þ ¼
L Að Þk k Ak k
log Að Þk k ;

where L Að Þk k is the norm of the Fréchet derivative of the matrix logarithm at A.

To obtain the estimate of �log Að Þ, nag_matop_real_gen_matrix_cond_log (f01jjc) first estimates L Að Þk k
by computing an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K.

The algorithms used to compute �log Að Þ and log Að Þ are based on a Schur decomposition, the inverse
scaling and squaring method and Padé approximants. Further details can be found in Al–Mohy and
Higham (2011) and Al–Mohy et al. (2012).

4 References

Al–Mohy A H and Higham N J (2011) Improved inverse scaling and squaring algorithms for the matrix
logarithm SIAM J. Sci. Comput. 34(4) C152–C169

Al–Mohy A H, Higham N J and Relton S D (2012) Computing the Fréchet derivative of the matrix
logarithm and estimating the condition number SIAM J. Sci. Comput. 35(4) C394–C410

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix logarithm, log Að Þ.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: condla – double * Output

On exit: with fail:code ¼ NE_NOERROR or NW_SOME_PRECISION_LOSS, an estimate of the
relative condition number of the matrix logarithm, �log Að Þ. Alternatively, if fail:code ¼
NE_RCOND, contains the absolute condition number of the matrix logarithm.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal logarithm is not defined in this case;
nag_matop_complex_gen_matrix_cond_log (f01kjc) can be used to return a complex, non-
principal log.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

The relative condition number is infinite. The absolute condition number was returned instead.

NE_SINGULAR

A is singular so the logarithm cannot be computed.

NW_SOME_PRECISION_LOSS

log Að Þ has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

nag_matop_real_gen_matrix_cond_log (f01jjc) uses the norm estimation function nag_linsys_real_gen_
norm_rcomm (f04ydc) to produce an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that

� � K. For further details on the accuracy of norm estimation, see the documentation for
nag_linsys_real_gen_norm_rcomm (f04ydc).

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the
computation of the matrix logarithm reduces to evaluating the logarithm of the eigenvalues of A and
then constructing log Að Þ using the Schur vectors. This should give a very accurate result. In general,
however, no error bounds are available for the algorithm. The sensitivity of the computation of log Að Þ
is worst when A has an eigenvalue of very small modulus or has a complex conjugate pair of
eigenvalues lying close to the negative real axis. See Al–Mohy and Higham (2011) and Section 11.2 of
Higham (2008) for details and further discussion.

8 Parallelism and Performance

nag_matop_real_gen_matrix_cond_log (f01jjc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_cond_log (f01jjc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_matop_real_gen_matrix_cond_std (f01jac) uses a similar algorithm to nag_matop_real_gen_ma
trix_cond_log (f01jjc) to compute an estimate of the absolute condition number (which is related to the
relative condition number by a factor of Ak k= log Að Þk k). However, the required Fréchet derivatives are
computed in a more efficient and stable manner by nag_matop_real_gen_matrix_cond_log (f01jjc) and
so its use is recommended over nag_matop_real_gen_matrix_cond_std (f01jac).

The amount of real allocatable memory required by the algorithm is typically of the order 10n2.

The cost of the algorithm is O n3
� �

floating-point operations; see Al–Mohy et al. (2012).

If the matrix logarithm alone is required, without an estimate of the condition number, then
nag_matop_real_gen_matrix_log (f01ejc) should be used. If the Fréchet derivative of the matrix
logarithm is required then nag_matop_real_gen_matrix_frcht_log (f01jkc) should be used. If A has
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negative real eigenvalues then nag_matop_complex_gen_matrix_cond_log (f01kjc) can be used to
return a complex, non-principal matrix logarithm and its condition number.

10 Example

This example estimates the relative condition number of the matrix logarithm log Að Þ, where

A ¼
4 �1 0 1
2 5 �2 2
1 1 3 �1
2 0 2 8

0B@
1CA:

10.1 Program Text

/* nag_matop_real_gen_matrix_cond_log (f01jjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n;
Integer pda;
double condla;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_cond_log (f01jjc) ");
printf("Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32
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scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find log(A) and the condition number using
* nag_matop_real_gen_matrix_cond_log (f01jjc)
* Condition number for real matrix logarithm
*/

nag_matop_real_gen_matrix_cond_log(n, a, pda, &condla, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_cond_log (f01jjc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix log(A) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "log(A)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;

}

/* Print relative condition number estimate */
printf("Estimated relative condition number is: %7.2f\n", condla);

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_matop_real_gen_matrix_cond_log (f01jjc) Example Program Data

4 :Value of n

4.0 -1.0 0.0 1.0
2.0 5.0 -2.0 2.0
1.0 1.0 3.0 -1.0
2.0 0.0 2.0 8.0 :End of matrix a

10.3 Program Results

nag_matop_real_gen_matrix_cond_log (f01jjc) Example Program Results

log(A)
1 2 3 4

1 1.4081 -0.2051 -0.1071 0.1904
2 0.4396 1.7096 -0.5147 0.2226
3 0.2560 0.2613 1.2485 -0.2413
4 0.3030 -0.0107 0.3834 2.0891

Estimated relative condition number is: 5.50
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NAG Library Function Document

nag_matop_real_gen_matrix_frcht_log (f01jkc)

1 Purpose

nag_matop_real_gen_matrix_frcht_log (f01jkc) computes the Fréchet derivative L A;Eð Þ of the matrix
logarithm of the real n by n matrix A applied to the real n by n matrix E. The principal matrix
logarithm log Að Þ is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_real_gen_matrix_frcht_log (Integer n, double a[],
Integer pda, double e[], Integer pde, NagError *fail)

3 Description

For a matrix with no eigenvalues on the closed negative real line, the principal matrix logarithm log Að Þ
is the unique logarithm whose spectrum lies in the strip z : �	 < Im zð Þ < 	f g.
The Fréchet derivative of the matrix logarithm of A is the unique linear mapping E 7!L A;Eð Þ such that
for any matrix E

log Aþ Eð Þ � log Að Þ � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first order effect of perturbations in A on the logarithm log Að Þ.
nag_matop_real_gen_matrix_frcht_log (f01jkc) uses the algorithm of Al–Mohy et al. (2012) to
compute log Að Þ and L A;Eð Þ. The principal matrix logarithm log Að Þ is computed using a Schur
decomposition, a Padé approximant and the inverse scaling and squaring method. The Padé
approximant is then differentiated in order to obtain the Fréchet derivative L A;Eð Þ.

4 References

Al–Mohy A H and Higham N J (2011) Improved inverse scaling and squaring algorithms for the matrix
logarithm SIAM J. Sci. Comput. 34(4) C152–C169

Al–Mohy A H, Higham N J and Relton S D (2012) Computing the Fréchet derivative of the matrix
logarithm and estimating the condition number SIAM J. Sci. Comput. 35(4) C394–C410

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix logarithm, log Að Þ.
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3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least pde� n.

The i; jð Þth element of the matrix E is stored in e½ j� 1ð Þ � pdeþ i� 1�.
On entry: the n by n matrix E

On exit: the Fréchet derivative L A;Eð Þ

5: pde – Integer Input

On entry: the stride separating matrix row elements in the array e.

Constraint: pde 	 n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal logarithm is not defined in this case;
nag_matop_complex_gen_matrix_frcht_log (f01kkc) can be used to return a complex, non-
principal log.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the logarithm cannot be computed.

NW_SOME_PRECISION_LOSS

log Að Þ has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which ATA ¼ AAT), the Schur decomposition is diagonal and the
computation of the matrix logarithm reduces to evaluating the logarithm of the eigenvalues of A and
then constructing log Að Þ using the Schur vectors. This should give a very accurate result. In general,
however, no error bounds are available for the algorithm. The sensitivity of the computation of log Að Þ
and L A;Eð Þ is worst when A has an eigenvalue of very small modulus or has a complex conjugate pair
of eigenvalues lying close to the negative real axis. See Al–Mohy and Higham (2011), Al–Mohy et al.
(2012) and Section 11.2 of Higham (2008) for details and further discussion.

8 Parallelism and Performance

nag_matop_real_gen_matrix_frcht_log (f01jkc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_real_gen_matrix_frcht_log (f01jkc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

floating-point operations. The real allocatable memory required is
approximately 5n2; see Al–Mohy et al. (2012) for further details.

If the matrix logarithm alone is required, without the Fréchet derivative, then nag_matop_real_gen_ma
trix_log (f01ejc) should be used. If the condition number of the matrix logarithm is required then
nag_matop_real_gen_matrix_cond_log (f01jjc) should be used. If A has negative real eigenvalues then
nag_matop_complex_gen_matrix_frcht_log (f01kkc) can be used to return a complex, non-principal
matrix logarithm and its Fréchet derivative L A;Eð Þ.

10 Example

This example finds the principal matrix logarithm log Að Þ and the Fréchet derivative L A;Eð Þ, where

A ¼
4 2 0 2
3 3 1 1
3 2 1 0
3 3 1 2

0B@
1CA and E ¼

1 2 2 2
0 0 3 1
1 2 1 2
1 3 1 1

0B@
1CA:
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10.1 Program Text

/* nag_matop_real_gen_matrix_frcht_log (f01jkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]
#define E(I,J) e[J*pde + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n;
Integer pda, pde;
/* Arrays */
double *a = 0;
double *e = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_real_gen_matrix_frcht_log (f01jkc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pde = n;
if (!(e = NAG_ALLOC(pde * n, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

/* Read in the matrix E from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &E(i, j));
#else

scanf("%lf", &E(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find log(A) and L(A,E) using
* nag_matop_real_gen_matrix_frcht_log (f01jkc)
* Frechet derivative of real matrix logarithm
*/

nag_matop_real_gen_matrix_frcht_log(n, a, pda, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_real_gen_matrix_frcht_log (f01jkc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix log(A) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "log(A)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 2;

}

/* Print matrix L(A,E) using nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
e, pde, "L(A,E)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;

}

END:
NAG_FREE(a);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_matop_real_gen_matrix_frcht_log (f01jkc) Example Program Data

4 :Value of n

4.0 2.0 0.0 2.0
3.0 3.0 1.0 1.0
3.0 2.0 1.0 0.0
3.0 3.0 1.0 2.0 :End of matrix a

1.0 2.0 2.0 2.0
0.0 0.0 3.0 1.0
1.0 2.0 1.0 2.0
1.0 3.0 1.0 1.0 :End of matrix e
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10.3 Program Results

nag_matop_real_gen_matrix_frcht_log (f01jkc) Example Program Results

log(A)
1 2 3 4

1 1.1165 0.5296 -0.4079 0.6962
2 0.6996 0.2025 0.8192 0.4745
3 1.3114 1.5867 -0.1433 -1.1720
4 0.5272 1.2856 0.4055 0.2106
L(A,E)

1 2 3 4
1 -0.1211 0.1974 0.1463 0.8268
2 -1.2615 -4.1260 3.4035 2.4651
3 1.2387 5.7968 -3.6489 -2.7203
4 0.6231 3.7059 -1.9334 -1.8540
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NAG Library Function Document

nag_matop_complex_gen_matrix_cond_std (f01kac)

1 Purpose

nag_matop_complex_gen_matrix_cond_std (f01kac) computes an estimate of the absolute condition
number of a matrix function f of a complex n by n matrix A in the 1-norm, where f is either the
exponential, logarithm, sine, cosine, hyperbolic sine (sinh) or hyperbolic cosine (cosh). The evaluation
of the matrix function, f Að Þ, is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_std (Nag_MatFunType fun, Integer n,
Complex a[], Integer pda, double *conda, double *norma, double *normfa,
NagError *fail)

3 Description

The absolute condition number of f at A, condabs f; Að Þ is given by the norm of the Fréchet derivative
of f , L Að Þ, which is defined by

L Xð Þk k :¼ max E 6¼0
L X;Eð Þk k

Ek k ;

where L X;Eð Þ is the Fréchet derivative in the direction E. L X;Eð Þ is linear in E and can therefore be
written as

vec L X;Eð Þð Þ ¼ K Xð Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Xð Þ is n2 � n2.
nag_matop_complex_gen_matrix_cond_std (f01kac) computes an estimate � such that � � K Xð Þk k1,
where K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. The relative condition number can then be computed via

condrel f; Að Þ ¼ condabs f; Að Þ Ak k1
f Að Þk k1

:

The algorithm used to find � is detailed in Section 3.4 of Higham (2008).

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: fun – Nag_MatFunType Input

On entry: indicates which matrix function will be used.

fun ¼ Nag Exp
The matrix exponential, eA, will be used.

fun ¼ Nag Sin
The matrix sine, sin Að Þ, will be used.

fun ¼ Nag Cos
The matrix cosine, cos Að Þ, will be used.
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fun ¼ Nag Sinh
The hyperbolic matrix sine, sinh Að Þ, will be used.

fun ¼ Nag Cosh
The hyperbolic matrix cosine, cosh Að Þ, will be used.

fun ¼ Nag Loga
The matrix logarithm, log Að Þ, will be used.

Constraint: fun ¼ Nag Exp, Nag Sin, Nag Cos, Nag Sinh, Nag Cosh or Nag Loga.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

4: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

5: conda – double * Output

On exit: an estimate of the absolute condition number of f at A.

6: norma – double * Output

On exit: the 1-norm of A.

7: normfa – double * Output

On exit: the 1-norm of f Að Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when estimating the norm of the Fréchet derivative of f at A. Please
contact NAG.

An internal error occurred when evaluating the matrix function f Að Þ. You can investigate further
by calling nag_matop_complex_gen_matrix_exp (f01fcc), nag_matop_complex_gen_matrix_log
(f01fjc) or nag_matop_complex_gen_matrix_fun_std (f01fkc) with the matrix A.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

nag_matop_complex_gen_matrix_cond_std (f01kac) uses the norm estimation function nag_linsys_com
plex_gen_norm_rcomm (f04zdc) to estimate a quantity �, where � � K Xð Þk k1 and
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. For further details on the accuracy of norm estimation, see

the documentation for nag_linsys_complex_gen_norm_rcomm (f04zdc).

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_std (f01kac) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation.

nag_matop_complex_gen_matrix_cond_std (f01kac) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Approximately 6n2 of complex allocatable memory is required by the routine, in addition to the
memory used by the underlying matrix function routines nag_matop_complex_gen_matrix_exp (f01fcc),
nag_matop_complex_gen_matrix_log (f01fjc) or nag_matop_complex_gen_matrix_fun_std (f01fkc).

nag_matop_complex_gen_matrix_cond_std (f01kac) returns the matrix function f Að Þ. This is computed
using nag_matop_complex_gen_matrix_exp (f01fcc) if fun ¼ Nag Exp, nag_matop_complex_gen_ma
trix_log (f01fjc) if fun ¼ Nag Loga and nag_matop_complex_gen_matrix_fun_std (f01fkc) otherwise.
If only f Að Þ is required, without an estimate of the condition number, then it is far more efficient to use
nag_matop_complex_gen_matrix_exp (f01fcc), nag_matop_complex_gen_matrix_log (f01fjc) or nag_
matop_complex_gen_matrix_fun_std (f01fkc) directly.

nag_matop_real_gen_matrix_cond_std (f01jac) can be used to find the condition number of the
exponential, logarithm, sine, cosine, sinh or cosh at a real matrix.
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10 Example

This example estimates the absolute and relative condition numbers of the matrix sinh function for

A ¼
0:0þ 1:0i �1:0þ 0:0i 1:0þ 0:0i 2:0þ 0:0i
2:0þ 1:0i 0:0� 1:0i 0:0þ 0:0i 1:0þ 0:0i
0:0þ 1:0i 0:0þ 0:0i 1:0þ 1:0i 0:0þ 2:0i
1:0þ 0:0i 2:0þ 0:0i �2:0þ 3:0i 0:0þ 1:0i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_std (f01kac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double conda, cond_rel, eps, norma, normfa;
/* Arrays */
Complex *a = 0;
char nag_enum_arg[100];
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
Nag_MatFunType fun;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_cond_std (f01kac) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required function */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%99s%*[^\n]", &n, nag_enum_arg,
(unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT "%99s%*[^\n]", &n, nag_enum_arg);

#endif

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_enum_name_to_value (x04nac)
* Converts Nag enum member name to value
*/
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fun = (Nag_MatFunType) nag_enum_name_to_value(nag_enum_arg);

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 0; j < n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Print matrix A using nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Find absolute condition number estimate using
* nag_matop_complex_gen_matrix_cond_std (f01kac)
* Condition number for the exponential, logarithm, sine, cosine,
* sinh or cosh of a complex matrix
*/

nag_matop_complex_gen_matrix_cond_std(fun, n, a, pda, &conda,
&norma, &normfa, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_complex_gen_matrix_cond_std (f01kac)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print absolute condition number estimate */
printf("\nF(A) = %s(A)\n", nag_enum_arg);
printf("Estimated absolute condition number is: %7.2f\n", conda);

/* nag_machine_precision (x02ajc) The machine precision */
eps = nag_machine_precision;

/* Find relative condition number estimate */
if (normfa > eps) {

cond_rel = conda * norma / normfa;
printf("Estimated relative condition number is: %7.2f\n", cond_rel);

}
else {

printf("The estimated norm of f(A) is effectively zero");
printf("and so the relative condition number is undefined.\n");

}

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_complex_gen_matrix_cond_std (f01kac) Example Program Data

4 Nag_Sinh :Values of n and fun

(0.0, 1.0) (-1.0, 0.0) ( 1.0, 0.0) (2.0, 0.0)
(2.0, 1.0) ( 0.0,-1.0) ( 0.0, 0.0) (1.0, 0.0)
(0.0, 1.0) ( 0.0, 0.0) ( 1.0, 1.0) (0.0, 2.0)
(1.0, 0.0) ( 2.0, 0.0) (-2.0, 3.0) (0.0, 1.0) :End of matrix a
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10.3 Program Results

nag_matop_complex_gen_matrix_cond_std (f01kac) Example Program Results

A
1 2 3 4

1 0.0000 -1.0000 1.0000 2.0000
1.0000 0.0000 0.0000 0.0000

2 2.0000 0.0000 0.0000 1.0000
1.0000 -1.0000 0.0000 0.0000

3 0.0000 0.0000 1.0000 0.0000
1.0000 0.0000 1.0000 2.0000

4 1.0000 2.0000 -2.0000 0.0000
0.0000 0.0000 3.0000 1.0000

F(A) = Nag_Sinh(A)
Estimated absolute condition number is: 7.33
Estimated relative condition number is: 4.94
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NAG Library Function Document

nag_matop_complex_gen_matrix_cond_num (f01kbc)

1 Purpose

nag_matop_complex_gen_matrix_cond_num (f01kbc) computes an estimate of the absolute condition
number of a matrix function f of a complex n by n matrix A in the 1-norm. Numerical differentiation
is used to evaluate the derivatives of f when they are required.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_num (Integer n, Complex a[],
Integer pda,

void (*f)(Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, double *conda, double *norma,
double *normfa, NagError *fail)

3 Description

The absolute condition number of f at A, condabs f; Að Þ is given by the norm of the Fréchet derivative
of f , L Að Þ, which is defined by

L Xð Þk k :¼ max E 6¼0
L X;Eð Þk k

Ek k ;

where L X;Eð Þ is the Fréchet derivative in the direction E. L X;Eð Þ is linear in E and can therefore be
written as

vec L X;Eð Þð Þ ¼ K Xð Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Xð Þ is n2 � n2.
nag_matop_complex_gen_matrix_cond_num (f01kbc) computes an estimate � such that � � K Xð Þk k1,
where K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. The relative condition number can then be computed via

condrel f; Að Þ ¼ condabs f; Að Þ Ak k1
f Að Þk k1

:

The algorithm used to find � is detailed in Section 3.4 of Higham (2008).

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.
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The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: f – function, supplied by the user External Function

The function f evaluates f zið Þ at a number of points zi.

The specification of f is:

void f (Integer *iflag, Integer nz, const Complex z[], Complex fz[],
Nag_Comm *comm)

1: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zð Þ; for instance
f zð Þ may not be defined. If iflag is returned as nonzero then nag_matop_complex_
gen_matrix_cond_num (f01kbc) will terminate the computation, with fail:code ¼
NE_USER_STOP.

2: nz – Integer Input

On entry: nz, the number of function values required.

3: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

4: fz½nz� – Complex Output

On exit: the nz function values. fz½i � 1� should return the value f zið Þ, for
i ¼ 1; 2; . . . ; nz.

5: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_complex_gen_ma
trix_cond_num (f01kbc) you may allocate memory and initialize these pointers
with various quantities for use by f when called from nag_matop_complex_
gen_matrix_cond_num (f01kbc) (see Section 2.3.1.1 in How to Use the NAG
Library and its Documentation).

5: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).
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6: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

7: conda – double * Output

On exit: an estimate of the absolute condition number of f at A.

8: norma – double * Output

On exit: the 1-norm of A.

9: normfa – double * Output

On exit: the 1-norm of f Að Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when estimating the norm of the Fréchet derivative of f at A. Please
contact NAG.

An internal error occurred while evaluating the matrix function f Að Þ. You can investigate further
by calling nag_matop_complex_gen_matrix_fun_num (f01flc) with the matrix A and the function
f .

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_USER_STOP

iflag has been set nonzero by the user-supplied function.

7 Accuracy

nag_matop_complex_gen_matrix_cond_num (f01kbc) uses the norm estimation function nag_linsys_
complex_gen_norm_rcomm (f04zdc) to estimate a quantity �, where � � K Xð Þk k1 and
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. For further details on the accuracy of norm estimation, see

the documentation for nag_linsys_complex_gen_norm_rcomm (f04zdc).

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_num (f01kbc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_complex_gen_matrix_cond_num (f01kbc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Approximately 6n2 of complex allocatable memory is required by the routine, in addition to the
memory used by the underlying matrix function routine nag_matop_complex_gen_matrix_fun_num
(f01flc).

nag_matop_complex_gen_matrix_cond_num (f01kbc) returns the matrix function f Að Þ. This is
computed using nag_matop_complex_gen_matrix_fun_num (f01flc). If only f Að Þ is required, without
an estimate of the condition number, then it is far more efficient to use nag_matop_complex_gen_ma
trix_fun_num (f01flc) directly.

The real analogue of this function is nag_matop_real_gen_matrix_cond_num (f01jbc).

10 Example

This example estimates the absolute and relative condition numbers of the matrix function sin 2A where

A ¼
2:0þ 0:0i 0:0þ 1:0i 1:0þ 1:0i 0:0þ 3:0i
1:0þ 1:0i 0:0þ 2:0i 2:0þ 2:0i 0:0þ 0:0i
0:0þ 0:0i 2:0þ 0:0i 1:0þ 2:0i 1:0þ 0:0i
1:0þ 1:0i 3:0þ 0:0i 0:0þ 0:0i 1:0þ 2:0i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_num (f01kbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;
double conda, cond_rel, eps, norma, normfa;
/* Arrays */
static double ruser[1] = { -1.0 };
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_cond_num (f01kbc) ");
printf("Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

f01 – Matrix Factorizations f01kbc

Mark 26 f01kbc.5



#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Print matrix A using nag_gen_complx_mat_print (x04dac):
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Find absolute condition number estimate of f(A) for a complex matrix A
* using ... nag_matop_complex_gen_matrix_cond_num (f01kbc):
* Condition number for general function of a complex matrix
* using numerical differentiation.
*/

nag_matop_complex_gen_matrix_cond_num(n, a, pda, f, &comm, &iflag,
&conda, &norma, &normfa, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_complex_gen_matrix_cond_num (f01kbc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print absolute condition number estimate */
printf("\nF(A) = sin(2A)\n");
printf("Estimated absolute condition number is: %7.2f\n", conda);

/* nag_machine_precision (x02ajc) The machine precision */
eps = nag_machine_precision;

/* Find relative condition number estimate */
if (normfa > eps) {

cond_rel = conda * norma / normfa;
printf("Estimated relative condition number is: %7.2f\n", cond_rel);

}
else {

printf("The estimated norm of f(A) is effectively zero");
printf("and so the relative condition number is undefined.\n");

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

{
/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/* Complex representation of sin(2z). */
fz[j].re = sin(2.0 * z[j].re) * cosh(2.0 * z[j].im);
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fz[j].im = cos(2.0 * z[j].re) * sinh(2.0 * z[j].im);
}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_complex_gen_matrix_cond_num (f01kbc) Example Program Data

4 :Value of n

(2.0, 0.0) (0.0, 1.0) (1.0, 1.0) (0.0, 3.0)
(1.0, 1.0) (0.0, 2.0) (2.0, 2.0) (0.0, 0.0)
(0.0, 0.0) (2.0, 0.0) (1.0, 2.0) (1.0, 0.0)
(1.0, 1.0) (3.0, 0.0) (0.0, 0.0) (1.0, 2.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_cond_num (f01kbc) Example Program Results

A
1 2 3 4

1 2.0000 0.0000 1.0000 0.0000
0.0000 1.0000 1.0000 3.0000

2 1.0000 0.0000 2.0000 0.0000
1.0000 2.0000 2.0000 0.0000

3 0.0000 2.0000 1.0000 1.0000
0.0000 0.0000 2.0000 0.0000

4 1.0000 3.0000 0.0000 1.0000
1.0000 0.0000 0.0000 2.0000

(User-supplied callback f, first invocation.)

F(A) = sin(2A)
Estimated absolute condition number is: 2016.99
Estimated relative condition number is: 12.86

f01 – Matrix Factorizations f01kbc

Mark 26 f01kbc.7 (last)





NAG Library Function Document

nag_matop_complex_gen_matrix_cond_usd (f01kcc)

1 Purpose

nag_matop_complex_gen_matrix_cond_usd (f01kcc) computes an estimate of the absolute condition
number of a matrix function f of a complex n by n matrix A in the 1-norm, using analytical derivatives
of f you have supplied.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_usd (Integer n, Complex a[],
Integer pda,

void (*f)(Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm),

Nag_Comm *comm, Integer *iflag, double *conda, double *norma,
double *normfa, NagError *fail)

3 Description

The absolute condition number of f at A, condabs f; Að Þ is given by the norm of the Fréchet derivative
of f , L Að Þ, which is defined by

L Xð Þk k :¼ max E 6¼0
L X;Eð Þk k

Ek k ;

where L X;Eð Þ is the Fréchet derivative in the direction E. L X;Eð Þ is linear in E and can therefore be
written as

vec L X;Eð Þð Þ ¼ K Xð Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Xð Þ is n2 � n2.
nag_matop_complex_gen_matrix_cond_usd (f01kcc) computes an estimate � such that � � K Xð Þk k1,
where K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. The relative condition number can then be computed via

condrel f; Að Þ ¼ condabs f; Að Þ Ak k1
f Að Þk k1

:

The algorithm used to find � is detailed in Section 3.4 of Higham (2008).

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.
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The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix, f Að Þ.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: f – function, supplied by the user External Function

Given an integer m, the function f evaluates f mð Þ zið Þ at a number of points zi.

The specification of f is:

void f (Integer m, Integer *iflag, Integer nz, const Complex z[],
Complex fz[], Nag_Comm *comm)

1: m – Integer Input

On entry: the order, m, of the derivative required.

If m ¼ 0, f zið Þ should be returned. For m > 0, f mð Þ zið Þ should be returned.

2: iflag – Integer * Input/Output

On entry: iflag will be zero.

On exit: iflag should either be unchanged from its entry value of zero, or may be set
nonzero to indicate that there is a problem in evaluating the function f zð Þ; for instance
f zð Þ may not be defined. If iflag is returned as nonzero then nag_matop_complex_
gen_matrix_cond_usd (f01kcc) will terminate the computation, with fail:code ¼
NE_USER_STOP.

3: nz – Integer Input

On entry: nz, the number of function or derivative values required.

4: z½nz� – const Complex Input

On entry: the nz points z1; z2; . . . ; znz at which the function f is to be evaluated.

5: fz½nz� – Complex Output

On exit: the nz function or derivative values. fz½i � 1� should return the value f mð Þ zið Þ,
for i ¼ 1; 2; . . . ; nz.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to f.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_matop_complex_gen_ma
trix_cond_usd (f01kcc) you may allocate memory and initialize these pointers
with various quantities for use by f when called from nag_matop_complex_
gen_matrix_cond_usd (f01kcc) (see Section 2.3.1.1 in How to Use the NAG
Library and its Documentation).
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5: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

6: iflag – Integer * Output

On exit: iflag ¼ 0, unless iflag has been set nonzero inside f, in which case iflag will be the value
set and fail will be set to fail:code ¼ NE_USER_STOP.

7: conda – double * Output

On exit: an estimate of the absolute condition number of f at A.

8: norma – double * Output

On exit: the 1-norm of A.

9: normfa – double * Output

On exit: the 1-norm of f Að Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error occurred when estimating the norm of the Fréchet derivative of f at A. Please
contact NAG.

An internal error occurred when evaluating the matrix function f Að Þ. You can investigate further
by calling nag_matop_complex_gen_matrix_fun_usd (f01fmc) with the matrix A and the function
f .

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

iflag has been set nonzero by the user-supplied function.

7 Accuracy

nag_matop_complex_gen_matrix_cond_usd (f01kcc) uses the norm estimation function nag_linsys_
complex_gen_norm_rcomm (f04zdc) to estimate a quantity �, where � � K Xð Þk k1 and
K Xð Þk k1 2 n�1 L Xð Þk k1; n L Xð Þk k1

� �
. For further details on the accuracy of norm estimation, see

the documentation for nag_linsys_complex_gen_norm_rcomm (f04zdc).

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_usd (f01kcc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library. In these implementations, this function may make
calls to the user-supplied functions from within an OpenMP parallel region. Thus OpenMP pragmas
within the user functions can only be used if you are compiling the user-supplied function and linking
the executable in accordance with the instructions in the Users' Note for your implementation. You must
also ensure that you use the NAG communication argument comm in a thread safe manner, which is
best achieved by only using it to supply read-only data to the user functions.

nag_matop_complex_gen_matrix_cond_usd (f01kcc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Approximately 6n2 of complex allocatable memory is required by the routine, in addition to the
memory used by the underlying matrix function routine nag_matop_complex_gen_matrix_fun_usd
(f01fmc).

nag_matop_complex_gen_matrix_cond_usd (f01kcc) returns the matrix function f Að Þ. This is computed
using nag_matop_complex_gen_matrix_fun_usd (f01fmc). If only f Að Þ is required, without an estimate
of the condition number, then it is far more efficient to use nag_matop_complex_gen_matrix_fun_usd
(f01fmc) directly.

The real analogue of this function is nag_matop_real_gen_matrix_cond_usd (f01jcc).

10 Example

This example estimates the absolute and relative condition numbers of the matrix function e3A where

A ¼
1:0þ 1:0i 0:0þ 1:0i 1:0þ 0:0i 2:0þ 0:0i
0:0þ 0:0i 2:0þ 0:0i 0:0þ 2:0i 1:0þ 0:0i
0:0þ 1:0i 0:0þ 1:0i 0:0þ 0:0i 2:0þ 0:0i
1:0þ 0:0i 0:0þ 1:0i 1:0þ 0:0i 0:0þ 1:0i

0B@
1CA:
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10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_usd (f01kcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
const Complex z[], Complex fz[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iflag, j, n, pda;
double conda, cond_rel, eps, norma, normfa;
/* Arrays */
static double ruser[1] = { -1.0 };
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_cond_usd (f01kcc) ");
printf("Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC((pda) * (n), Complex)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s(" (%lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

for (j = 0; j < n; j++)
scanf(" (%lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Print matrix A using
* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Find absolute condition number estimate of f(A) for complex matrix A using
* nag_matop_complex_gen_matrix_cond_usd (f01kcc)
* Condition number for general function of a complex matrix
* using user-supplied derivatives.
*/

nag_matop_complex_gen_matrix_cond_usd(n, a, pda, f, &comm, &iflag,
&conda, &norma, &normfa, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_matop_complex_gen_matrix_cond_usd (f01kcc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print absolute condition number estimate */
printf("\nF(A) = exp(3A)\n");
printf("Estimated absolute condition number is: %7.2f\n", conda);

/* nag_machine_precision (x02ajc) The machine precision */
eps = nag_machine_precision;

/* Find relative condition number estimate */
if (normfa > eps) {

cond_rel = conda * norma / normfa;
printf("Estimated relative condition number is: %7.2f\n", cond_rel);

}
else {

printf("The estimated norm of f(A) is effectively zero");
printf("and so the relative condition number is undefined.\n");

}

END:
NAG_FREE(a);
return exit_status;

}

static void NAG_CALL f(Integer m, Integer *iflag, Integer nz,
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const Complex z[], Complex fz[], Nag_Comm *comm)
{

/* Scalars */
Integer j;

#pragma omp master
if (comm->user[0] == -1.0) {

printf("(User-supplied callback f, first invocation.)\n");
comm->user[0] = 0.0;

}
for (j = 0; j < nz; j++) {

/* The m^th derivative of exp 3z for complex z */
fz[j].re = pow(3.0, m) * exp(3.0 * z[j].re) * cos(3.0 * z[j].im);
fz[j].im = pow(3.0, m) * exp(3.0 * z[j].re) * sin(3.0 * z[j].im);

}
/* Set iflag nonzero to terminate execution for any reason. */
*iflag = 0;

}

10.2 Program Data

nag_matop_complex_gen_matrix_cond_usd (f01kcc) Example Program Data

4 :Value of n

(1.0, 1.0) (0.0, 1.0) (1.0, 0.0) (2.0, 0.0)
(0.0, 0.0) (2.0, 0.0) (0.0, 2.0) (1.0, 0.0)
(0.0, 1.0) (0.0, 1.0) (0.0, 0.0) (2.0, 0.0)
(1.0, 0.0) (0.0, 1.0) (1.0, 0.0) (0.0, 1.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_cond_usd (f01kcc) Example Program Results

A
1 2 3 4

1 1.0000 0.0000 1.0000 2.0000
1.0000 1.0000 0.0000 0.0000

2 0.0000 2.0000 0.0000 1.0000
0.0000 0.0000 2.0000 0.0000

3 0.0000 0.0000 0.0000 2.0000
1.0000 1.0000 0.0000 0.0000

4 1.0000 0.0000 1.0000 0.0000
0.0000 1.0000 0.0000 1.0000

(User-supplied callback f, first invocation.)

F(A) = exp(3A)
Estimated absolute condition number is: 9474.43
Estimated relative condition number is: 13.74
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NAG Library Function Document

nag_matop_complex_gen_matrix_cond_sqrt (f01kdc)

1 Purpose

nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) computes an estimate of the relative condition
number, �A1=2 , and a bound on the relative residual, in the Frobenius norm, for the square root of a
complex n by n matrix A. The principal square root, A1=2, of A is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_sqrt (Integer n, Complex a[],
Integer pda, double *alpha, double *condsa, NagError *fail)

3 Description

For a matrix with no eigenvalues on the closed negative real line, the principal matrix square root, A1=2,
of A is the unique square root with eigenvalues in the right half-plane.

The Fréchet derivative of a matrix function A1=2 in the direction of the matrix E is the linear function
mapping E to L A;Eð Þ such that

Aþ Eð Þ1=2 �A1=2 � L A;Eð Þ ¼ o Ak kð Þ:
The absolute condition number is given by the norm of the Fréchet derivative which is defined by

L Að Þk k :¼ max
E 6¼0

L A;Eð Þk k
Ek k :

The Fréchet derivative is linear in E and can therefore be written as

vec L A;Eð Þð Þ ¼ K Að Þvec Eð Þ;

where the vec operator stacks the columns of a matrix into one vector, so that K Að Þ is n2 � n2.
nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) uses Algorithm 3.20 from Higham (2008) to
compute an estimate � such that � � K Xð Þk kF . The quantity of � provides a good approximation to
L Að Þk kF . The relative condition number, �A1=2 , is then computed via

�A1=2 ¼ L Að Þk kF Ak kF
A1=2k kF

:

�A1=2 is returned in the argument condsa.

A1=2 is computed using the algorithm described in Higham (1987). This is a version of the algorithm of
BjÎrck and Hammarling (1983). In addition, a blocking scheme described in Deadman et al. (2013) is
used.

The computed quantity � is a measure of the stability of the relative residual (see Section 7). It is
computed via

� ¼
A1=2
�� ��2

F

Ak kF
:
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix square root A1=2. Alternatively, if fail:code ¼
NE_EIGENVALUES, contains an n by n non-principal square root of A.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: alpha – double * Output

On exit: an estimate of the stability of the relative residual for the computed principal (if
fail:code ¼ NE_NOERROR) or non-principal (if fail:code ¼ NE_EIGENVALUES) matrix
square root, �.

5: condsa – double * Output

On exit: an estimate of the relative condition number, in the Frobenius norm, of the principal (if
fail:code ¼ NE_NOERROR) or non-principal (if fail:code ¼ NE_EIGENVALUES) matrix
square root at A, �A1=2 .

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALG_FAIL

An error occurred when computing the condition number. The matrix square root was still
returned but you should use nag_matop_complex_gen_matrix_sqrt (f01fnc) to check if it is the
principal matrix square root.
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An error occurred when computing the matrix square root. Consequently, alpha and condsa
could not be computed. It is likely that the function was called incorrectly.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A has a negative or semisimple vanishing eigenvalue. A non-principal square root was returned.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A has a defective vanishing eigenvalue. The square root and condition number cannot be found
in this case.

7 Accuracy

If the computed square root is ~X, then the relative residual

A� ~X2
�� ��

F

Ak kF
;

is bounded approximately by n��, where � is machine precision. The relative error in ~X is bounded
approximately by n��A1=2�.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Approximately 3� n2 of complex allocatable memory is required by the function.

The cost of computing the matrix square root is 85n3=3 floating-point operations. The cost of
computing the condition number depends on how fast the algorithm converges. It typically takes over
twice as long as computing the matrix square root.

If condition estimates are not required then it is more efficient to use nag_matop_complex_gen_ma
trix_sqrt (f01fnc) to obtain the matrix square root alone. Condition estimates for the square root of a
real matrix can be obtained via nag_matop_real_gen_matrix_cond_sqrt (f01jdc).

10 Example

This example estimates the matrix square root and condition number of the matrix

A ¼
29þ 35i 31þ 61i �38þ 49i �17� 6i
52� 59i 58� 29i 97þ 39i �32þ 15i
20� 31i 44� i 37þ 19i �26þ 19i
�70þ 72i �90þ 8i �87� 43i 47� 5i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double alpha, condsa;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 0; j < n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find matrix square root, condition number and residual bound using
* nag_matop_complex_gen_matrix_cond_sqrt (f01kdc)
* Condition number for the square root of a complex matrix
*/

nag_matop_complex_gen_matrix_cond_sqrt(n, a, pda, &alpha, &condsa, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_cond_sqrt (f01kdc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix sqrt(A) using nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "sqrt(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Print condition number estimates */
printf("Estimated relative condition number is: %7.2f\n", condsa);
printf("Condition number for the relative residual is: %7.2f\n", alpha);

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) Example Program Data

4 :Value of n

( 29.0, 35.0) ( 31.0, 61.0) (-38.0, 49.0) (-17.0, -6.0)
( 52.0,-59.0) ( 58.0,-29.0) ( 97.0, 39.0) (-32.0, 15.0)
( 20.0,-31.0) ( 44.0, -1.0) ( 37.0, 19.0) (-26.0, 19.0)
(-70.0, 72.0) (-90.0, 8.0) (-87.0,-43.0) ( 47.0, -5.0) :End of matrix a
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10.3 Program Results

nag_matop_complex_gen_matrix_cond_sqrt (f01kdc) Example Program Results

sqrt(A)
1 2 3 4

1 2.0000e+00 1.0000e+00 -2.0000e+00 -2.0000e+00
3.0000e+00 8.0000e+00 -7.5495e-15 1.0000e+00

2 5.0000e+00 7.0000e+00 7.0000e+00 3.9968e-15
-4.0000e+00 -6.0000e+00 6.0000e+00 3.5527e-15

3 1.0000e+00 2.0000e+00 4.0000e+00 -2.0000e+00
-2.0000e+00 1.0000e+00 1.0000e+00 2.0000e+00

4 -3.0000e+00 -2.0000e+00 -7.0000e+00 6.0000e+00
7.0000e+00 2.0000e+00 -1.0000e+00 2.0000e+00

Estimated relative condition number is: 21.17
Condition number for the relative residual is: 1.86
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NAG Library Function Document

nag_matop_complex_gen_matrix_cond_pow (f01kec)

1 Purpose

nag_matop_complex_gen_matrix_cond_pow (f01kec) computes an estimate of the relative condition
number �Ap of the pth power (where p is real) of a complex n by n matrix A, in the 1-norm. The
principal matrix power Ap is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_pow (Integer n, Complex a[],
Integer pda, double p, double *condpa, NagError *fail)

3 Description

For a matrix A with no eigenvalues on the closed negative real line, Ap (p 2 R) can be defined as

Ap ¼ exp plog Að Þð Þ

where log Að Þ is the principal logarithm of A (the unique logarithm whose spectrum lies in the strip
z : �	 < Im zð Þ < 	f g).
The Fréchet derivative of the matrix pth power of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

AþEð Þp �Ap � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the matrix power Ap.

The relative condition number of the matrix pth power can be defined by

�Ap ¼ L Að Þk k Ak k
Apk k ;

where L Að Þk k is the norm of the Fréchet derivative of the matrix power at A.

nag_matop_complex_gen_matrix_cond_pow (f01kec) uses the algorithms of Higham and Lin (2011)
and Higham and Lin (2013) to compute �Ap and Ap. The real number p is expressed as p ¼ q þ r where
q 2 �1; 1ð Þ and r 2 Z. Then Ap ¼ AqAr. The integer power Ar is found using a combination of binary
powering and, if necessary, matrix inversion. The fractional power Aq is computed using a Schur
decomposition, a Padé approximant and the scaling and squaring method.

To obtain the estimate of �Ap , nag_matop_complex_gen_matrix_cond_pow (f01kec) first estimates
L Að Þk k by computing an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K. This

requires multiple Fréchet derivatives to be computed. Fréchet derivatives of Aq are obtained by
differentiating the Padé approximant. Fréchet derivatives of Ap are then computed using a combination
of the chain rule and the product rule for Fréchet derivatives.

If A is nonsingular but has negative real eigenvalues nag_matop_complex_gen_matrix_cond_pow
(f01kec) will return a non-principal matrix pth power and its condition number.
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix pth power, Ap, unless fail:code ¼ NE_NEGATIVE_EIGVAL
, in which case a non-principal pth power is returned.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: p – double Input

On entry: the required power of A.

5: condpa – double * Output

On exit: if fail:code ¼ NE_NOERROR or NW_SOME_PRECISION_LOSS, an estimate of the
relative condition number of the matrix pth power, �Ap . Alternatively, if fail:code ¼ NE_RCOND
, the absolute condition number of the matrix pth power.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal pth power is not defined in this case,
so a non-principal power was returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

The relative condition number is infinite. The absolute condition number was returned instead.

NE_SINGULAR

A is singular so the pth power cannot be computed.

NW_SOME_PRECISION_LOSS

Ap has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

nag_matop_complex_gen_matrix_cond_pow (f01kec) uses the norm estimation function nag_linsys_
comp lex_gen_no rm_rcomm ( f04zdc ) t o p roduce an es t ima t e � o f a quan t i t y
K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K. For further details on the accuracy of norm

estimation, see the documentation for nag_linsys_complex_gen_norm_rcomm (f04zdc).

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the
computation of the fractional part of the matrix power reduces to evaluating powers of the eigenvalues
of A and then constructing Ap using the Schur vectors. This should give a very accurate result. In
general, however, no error bounds are available for the algorithm. See Higham and Lin (2011) and
Higham and Lin (2013) for details and further discussion.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_pow (f01kec) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_cond_pow (f01kec) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The amount of complex allocatable memory required by the algorithm is typically of the order 10� n2.

The cost of the algorithm is O n3
� �

floating-point operations; see Higham and Lin (2013).

If the matrix pth power alone is required, without an estimate of the condition number, then
nag_matop_complex_gen_matrix_pow (f01fqc) should be used. If the Fréchet derivative of the matrix
power is required then nag_matop_complex_gen_matrix_frcht_pow (f01kfc) should be used. The real
analogue of this function is nag_matop_real_gen_matrix_cond_pow (f01jec).

10 Example

This example estimates the relative condition number of the matrix power Ap, where p ¼ 0:4 and

A ¼
1þ 2i 3 2 1þ 3i
1þ i 1 1 2þ i
1 2 1 2i
3 i 2þ i 1

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_pow (f01kec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
double p, condpa;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_matop_complex_gen_matrix_cond_pow (f01kec) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required power */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
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#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%lf", &p);
#else

scanf("%lf", &p);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 0; j < n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Find the matrix pth power and condition number using
* nag_matop_complex_gen_matrix_cond_pow (f01kec)
* Condition number complex matrix power
*/

nag_matop_complex_gen_matrix_cond_pow(n, a, pda, p, &condpa, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_cond_pow (f01kec)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix A^p using nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "A^p", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Print relative condition number estimate */
printf("Estimated relative condition number is: %7.2f\n", condpa);

END:
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_matop_complex_gen_matrix_cond_pow (f01kec) Example Program Data

4 0.4 :Values of n and p

(1.0,2.0) (3.0,0.0) (2.0,0.0) (1.0,3.0)
(1.0,1.0) (1.0,0.0) (1.0,0.0) (2.0,1.0)
(1.0,0.0) (2.0,0.0) (1.0,0.0) (0.0,2.0)
(3.0,0.0) (0.0,1.0) (2.0,1.0) (1.0,0.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_cond_pow (f01kec) Example Program Results

A^p
1 2 3 4

1 0.9742 0.8977 0.6389 0.0975
0.5211 -0.1170 -0.3900 0.6205

2 0.1586 1.0176 0.0623 0.6431
0.2763 -0.0250 -0.3471 0.2560

3 0.2589 0.5633 1.1470 -0.3771
-0.5817 0.3969 0.4042 0.3113

4 0.8713 -0.5734 0.2816 1.3568
-0.0270 0.0868 0.3739 -0.2709

Estimated relative condition number is: 6.86
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NAG Library Function Document

nag_matop_complex_gen_matrix_frcht_pow (f01kfc)

1 Purpose

nag_matop_complex_gen_matrix_frcht_pow (f01kfc) computes the Fréchet derivative L A;Eð Þ of the
pth power (where p is real) of the complex n by n matrix A applied to the complex n by n matrix E.
The principal matrix power Ap is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_frcht_pow (Integer n, Complex a[],
Integer pda, Complex e[], Integer pde, double p, NagError *fail)

3 Description

For a matrix A with no eigenvalues on the closed negative real line, Ap (p 2 R) can be defined as

Ap ¼ exp plog Að Þð Þ

where log Að Þ is the principal logarithm of A (the unique logarithm whose spectrum lies in the strip
z : �	 < Im zð Þ < 	f g). If A is nonsingular but has negative real eigenvalues, the principal logarithm is
not defined, but a non-principal pth power can be defined by using a non-principal logarithm.

The Fréchet derivative of the matrix pth power of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

AþEð Þp �Ap � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the matrix power Ap.

nag_matop_complex_gen_matrix_frcht_pow (f01kfc) uses the algorithms of Higham and Lin (2011)
and Higham and Lin (2013) to compute Ap and L A;Eð Þ. The real number p is expressed as p ¼ q þ r
where q 2 �1; 1ð Þ and r 2 Z. Then Ap ¼ AqAr. The integer power Ar is found using a combination of
binary powering and, if necessary, matrix inversion. The fractional power Aq is computed using a Schur
decomposition, a Padé approximant and the scaling and squaring method. The Padé approximant is
differentiated in order to obtain the Fréchet derivative of Aq and L A;Eð Þ is then computed using a
combination of the chain rule and the product rule for Fréchet derivatives.

4 References

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Higham N J and Lin L (2011) A Schur–Padé algorithm for fractional powers of a matrix SIAM J.
Matrix Anal. Appl. 32(3) 1056–1078

Higham N J and Lin L (2013) An improved Schur–Padé algorithm for fractional powers of a matrix
and their Fréchet derivatives SIAM J. Matrix Anal. Appl. 34(3) 1341–1360

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix pth power, Ap. Alternatively if fail:code ¼
NE_NEGATIVE_EIGVAL, a non-principal pth power is returned.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: e½dim� – Complex Input/Output

Note: the dimension, dim, of the array e must be at least pde� n.

The i; jð Þth element of the matrix E is stored in e½ j� 1ð Þ � pdeþ i� 1�.
On entry: the n by n matrix E.

On exit: the Fréchet derivative L A;Eð Þ.

5: pde – Integer Input

On entry: the stride separating matrix row elements in the array e.

Constraint: pde 	 n.

6: p – double Input

On entry: the required power of A.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal pth power is not defined in this case,
so a non-principal power was returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the pth power cannot be computed.

NW_SOME_PRECISION_LOSS

Ap has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the
computation of the fractional part of the matrix power reduces to evaluating powers of the eigenvalues
of A and then constructing Ap using the Schur vectors. This should give a very accurate result. In
general, however, no error bounds are available for the algorithm. See Higham and Lin (2011) and
Higham and Lin (2013) for details and further discussion.

If the condition number of the matrix power is required then nag_matop_complex_gen_matrix_cond_
pow (f01kec) should be used.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_frcht_pow (f01kfc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_frcht_pow (f01kfc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex allocatable memory required by the algorithm is approximately 6� n2.

The cost of the algorithm is O n3
� �

floating-point operations; see Higham and Lin (2011) and Higham
and Lin (2013).

If the matrix pth power alone is required, without the Fréchet derivative, then nag_matop_complex_
gen_matrix_pow (f01fqc) should be used. If the condition number of the matrix power is required then
nag_matop_complex_gen_matrix_cond_pow (f01kec) should be used. The real analogue of this function
is nag_matop_real_gen_matrix_frcht_pow (f01jfc).
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10 Example

This example finds Ap and the Fréchet derivative of the matrix power L A;Eð Þ, where p ¼ 0:2,

A ¼
2 3 2 1þ 3i
2þ i 1 1 2þ i
0þ i 2þ 2i 0þ 2i 0þ 4i
3 0þ i 3 1

0B@
1CA and E ¼

0þ i 3 2 1þ 3i
0þ i 1 3þ 3i 0þ i
0þ i 2þ 2i 0þ 2i 0
2 0þ i 1 1

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_frcht_pow (f01kfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]
#define E(I,J) e[J*pde + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pda, pde;
Integer i, j, n;
double p;
/* Arrays */
Complex *a = 0;
Complex *e = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

printf("nag_matop_complex_gen_matrix_frcht_pow (f01kfc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the required power */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &p);
#else

scanf("%lf", &p);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pde = n;
if (!(e = NAG_ALLOC(pde * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the matrix E from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &E(i, j).re, &E(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &E(i, j).re, &E(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find A^p and L(A,E) using
* nag_matop_complex_gen_matrix_frcht_pow (f01kfc)
* Frechet derivative of complex matrix power
*/

nag_matop_complex_gen_matrix_frcht_pow(n, a, pda, e, pde, p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_frcht_pow (f01kfc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix A^p using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "A^p", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print matrix L(A,E) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/
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nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
e, pde, "L(A,E)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 3;
goto END;

}

END:

NAG_FREE(a);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_matop_complex_gen_matrix_frcht_pow (f01kfc) Example Program Data

4 0.2 :Values of n and p

(2.0,0.0) (3.0,0.0) (2.0,0.0) (1.0,3.0)
(2.0,1.0) (1.0,0.0) (1.0,0.0) (2.0,1.0)
(0.0,1.0) (2.0,2.0) (0.0,2.0) (0.0,4.0)
(3.0,0.0) (0.0,1.0) (3.0,0.0) (1.0,0.0) :End of matrix a

(0.0,1.0) (3.0,0.0) (2.0,0.0) (1.0,3.0)
(0.0,1.0) (1.0,0.0) (3.0,3.0) (0.0,1.0)
(0.0,1.0) (2.0,2.0) (0.0,2.0) (0.0,0.0)
(2.0,0.0) (0.0,1.0) (1.0,0.0) (1.0,0.0) :End of matrix e

10.3 Program Results

nag_matop_complex_gen_matrix_frcht_pow (f01kfc) Example Program Results

A^p
1 2 3 4

1 1.2029 0.0810 0.2374 -0.0520
-0.0424 0.0428 -0.1718 0.0976

2 0.1311 1.1054 -0.0757 0.2308
-0.0378 0.1091 0.0066 0.1373

3 -0.0305 0.4878 1.0822 -0.1050
-0.1948 0.2846 0.2620 0.3131

4 0.3401 -0.3005 0.1838 1.2347
0.1792 -0.0857 -0.0261 -0.1571

L(A,E)
1 2 3 4

1 0.0980 -0.0980 0.0410 0.0136
-0.0926 0.2759 -0.2629 0.1853

2 -0.0644 -0.2093 0.4315 0.1337
0.3359 -0.3976 0.0395 -0.0976

3 0.1912 0.2279 -0.0963 -0.0925
0.0032 0.3308 0.1146 -0.3254

4 -0.0907 -0.0153 0.1299 0.2238
0.1255 -0.4022 0.0694 0.1179
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NAG Library Function Document

nag_matop_complex_gen_matrix_cond_exp (f01kgc)

1 Purpose

nag_matop_complex_gen_matrix_cond_exp (f01kgc) computes an estimate of the relative condition
number �exp Að Þ of the exponential of a complex n by n matrix A, in the 1-norm. The matrix
exponential eA is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_exp (Integer n, Complex a[],
Integer pda, double *condea, NagError *fail)

3 Description

The Fréchet derivative of the matrix exponential of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

eAþE � eA � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the exponential eA.

The relative condition number of the matrix exponential can be defined by

�exp Að Þ ¼
L Að Þk k Ak k
exp Að Þk k ;

where L Að Þk k is the norm of the Fréchet derivative of the matrix exponential at A.

To obtain the estimate of �exp Að Þ, nag_matop_complex_gen_matrix_cond_exp (f01kgc) first estimates
L Að Þk k by computing an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K.

The algorithms used to compute �exp Að Þ are detailed in the Al–Mohy and Higham (2009a) and Al–
Mohy and Higham (2009b).

The matrix exponential eA is computed using a Padé approximant and the scaling and squaring method.
The Padé approximant is differentiated to obtain the Fréchet derivatives L A;Eð Þ which are used to
estimate the condition number.

4 References

Al–Mohy A H and Higham N J (2009a) A new scaling and squaring algorithm for the matrix
exponential SIAM J. Matrix Anal. 31(3) 970–989

Al–Mohy A H and Higham N J (2009b) Computing the Fréchet derivative of the matrix exponential,
with an application to condition number estimation SIAM J. Matrix Anal. Appl. 30(4) 1639–1657

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n matrix exponential eA.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: condea – double * Output

On exit: an estimate of the relative condition number of the matrix exponential �exp Að Þ.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The linear equations to be solved for the Padé approximant are singular; it is likely that this
function has been called incorrectly.

NW_SOME_PRECISION_LOSS

eA has been computed using an IEEE double precision Padé approximant, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

nag_matop_complex_gen_matrix_cond_exp (f01kgc) uses the norm estimation function nag_linsys_
comp lex_gen_no rm_rcomm ( f04zdc ) t o p roduce an es t ima t e � o f a quan t i t y
K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K. For further details on the accuracy of norm

estimation, see the documentation for nag_linsys_complex_gen_norm_rcomm (f04zdc).

For a normal matrix A (for which AHA ¼ AAH) the computed matrix, eA, is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-normal
matrices. See Section 10.3 of Higham (2008) for details and further discussion.

For further discussion of the condition of the matrix exponential see Section 10.2 of Higham (2008).

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_exp (f01kgc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_cond_exp (f01kgc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_matop_complex_gen_matrix_cond_std (f01kac) uses a similar algorithm to nag_matop_complex_
gen_matrix_cond_exp (f01kgc) to compute an estimate of the absolute condition number (which is
related to the relative condition number by a factor of Ak k= exp Að Þk k). However, the required Fréchet
derivatives are computed in a more efficient and stable manner by nag_matop_complex_gen_ma
trix_cond_exp (f01kgc) and so its use is recommended over nag_matop_complex_gen_matrix_cond_std
(f01kac).

The cost of the algorithm is O n3
� �

and the complex allocatable memory required is approximately
15n2; see Al–Mohy and Higham (2009a) and Al–Mohy and Higham (2009b) for further details.

If the matrix exponential alone is required, without an estimate of the condition number, then
nag_matop_complex_gen_matrix_exp (f01fcc) should be used. If the Fréchet derivative of the matrix
exponential is required then nag_matop_complex_gen_matrix_frcht_exp (f01khc) should be used.

As well as the excellent book Higham (2008), the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).
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10 Example

This example estimates the relative condition number of the matrix exponential eA, where

A ¼
1þ i 2þ i 2þ i 2þ i
3þ 2i 1 1 2þ i
3þ 2i 2þ i 1 2þ i
3þ 2i 3þ 2i 3þ 2i 1þ i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_exp (f01kgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pda;
Integer i, j, n;
double condea;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

printf("nag_matop_complex_gen_matrix_cond_exp (f01kgc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)
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for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find exp(A) and the condition number using
* nag_matop_complex_gen_matrix_cond_exp (f01kgc)
* Condition number for complex matrix exponential
*/

nag_matop_complex_gen_matrix_cond_exp(n, a, pda, &condea, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_cond_exp (f01kgc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix exp(A) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "exp(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print relative condition number estimate */
printf("Estimated relative condition number is: %7.2f\n", condea);

END:

NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_matop_complex_gen_matrix_cond_exp (f01kgc) Example Program Data

4 :Value of n

(1.0,1.0) (2.0,1.0) (2.0,1.0) (2.0,1.0)
(3.0,2.0) (1.0,0.0) (1.0,0.0) (2.0,1.0)
(3.0,2.0) (2.0,1.0) (1.0,0.0) (2.0,1.0)
(3.0,2.0) (3.0,2.0) (3.0,2.0) (1.0,1.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_cond_exp (f01kgc) Example Program Results

exp(A)
1 2 3 4

1 -157.9003 -194.6526 -186.5627 -155.7669
-754.3717 -555.0507 -475.4533 -520.1876

2 -206.8899 -225.4985 -212.4414 -186.5627
-694.7443 -505.3938 -431.0611 -475.4533

3 -208.7476 -238.4962 -225.4985 -194.6526
-808.2090 -590.8045 -505.3938 -555.0507
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4 -133.3958 -208.7476 -206.8899 -157.9003
-1085.5496 -808.2090 -694.7443 -754.3717

Estimated relative condition number is: 15.29
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NAG Library Function Document

nag_matop_complex_gen_matrix_frcht_exp (f01khc)

1 Purpose

nag_matop_complex_gen_matrix_frcht_exp (f01khc) computes the Fréchet derivative L A;Eð Þ of the
matrix exponential of a complex n by n matrix A applied to the complex n by n matrix E. The matrix
exponential eA is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_frcht_exp (Integer n, Complex a[],
Integer pda, Complex e[], Integer pde, NagError *fail)

3 Description

The Fréchet derivative of the matrix exponential of A is the unique linear mapping E 7!L A;Eð Þ such
that for any matrix E

eAþE � eA � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first-order effect of perturbations in A on the exponential eA.

nag_matop_complex_gen_matrix_frcht_exp (f01khc) uses the algorithms of Al–Mohy and Higham
(2009a) and Al–Mohy and Higham (2009b) to compute eA and L A;Eð Þ. The matrix exponential eA is
computed using a Padé approximant and the scaling and squaring method. The Padé approximant is
then differentiated in order to obtain the Fréchet derivative L A;Eð Þ.

4 References

Al–Mohy A H and Higham N J (2009a) A new scaling and squaring algorithm for the matrix
exponential SIAM J. Matrix Anal. 31(3) 970–989

Al–Mohy A H and Higham N J (2009b) Computing the Fréchet derivative of the matrix exponential,
with an application to condition number estimation SIAM J. Matrix Anal. Appl. 30(4) 1639–1657

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

Moler C B and Van Loan C F (2003) Nineteen dubious ways to compute the exponential of a matrix,
twenty-five years later SIAM Rev. 45 3–49

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.
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On exit: the n by n matrix exponential eA.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: e½dim� – Complex Input/Output

Note: the dimension, dim, of the array e must be at least pde� n.

The i; jð Þth element of the matrix E is stored in e½ j� 1ð Þ � pdeþ i� 1�.
On entry: the n by n matrix E

On exit: the Fréchet derivative L A;Eð Þ

5: pde – Integer Input

On entry: the stride separating matrix row elements in the array e.

Constraint: pde 	 n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

The linear equations to be solved for the Padé approximant are singular; it is likely that this
function has been called incorrectly.

NW_SOME_PRECISION_LOSS

eA has been computed using an IEEE double precision Padé approximant, although the arithmetic
precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which AHA ¼ AAH) the computed matrix, eA, is guaranteed to be close to
the exact matrix, that is, the method is forward stable. No such guarantee can be given for non-normal
matrices. See Section 10.3 of Higham (2008), Al–Mohy and Higham (2009a) and Al–Mohy and
Higham (2009b) for details and further discussion.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_frcht_exp (f01khc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_frcht_exp (f01khc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

and the complex allocatable memory required is approximately 9n2;
see Al–Mohy and Higham (2009a) and Al–Mohy and Higham (2009b).

If the matrix exponential alone is required, without the Fréchet derivative, then nag_matop_complex_
gen_matrix_exp (f01fcc) should be used.

If the condition number of the matrix exponential is required then nag_matop_complex_gen_ma
trix_cond_exp (f01kgc) should be used.

As well as the excellent book Higham (2008), the classic reference for the computation of the matrix
exponential is Moler and Van Loan (2003).

10 Example

This example finds the matrix exponential eA and the Fréchet derivative L A;Eð Þ, where

A ¼
1þ i 2þ i 2þ i 2þ i
3þ 2i 1 1 2þ i
3þ 2i 2þ i 1 2þ i
3þ 2i 3þ 2i 3þ 2i 1þ i

0B@
1CA and E ¼

1 2þ i 2 4þ i
3þ 2i 0 1 0þ i
0þ 2i 0þ i 1 0
1þ i 2þ 2i 0þ 3i 1

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_frcht_exp (f01khc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]
#define E(I,J) e[J*pde + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pda, pde;
Integer i, j, n;
/* Arrays */
Complex *a = 0;
Complex *e = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

printf("nag_matop_complex_gen_matrix_frcht_exp (f01khc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pde = n;
if (!(e = NAG_ALLOC(pde * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the matrix E from data file */
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for (i = 0; i < n; i++)
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &E(i, j).re, &E(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &E(i, j).re, &E(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find exp(A) and L(A,E) using
* nag_matop_complex_gen_matrix_frcht_exp (f01khc)
* Frechet derivative of complex matrix exponential
*/

nag_matop_complex_gen_matrix_frcht_exp(n, a, pda, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_frcht_exp (f01khc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix exp(A) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "exp(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print matrix L(A,E) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, e, pde, "L(A,E)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 3;
goto END;

}

END:

NAG_FREE(a);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_matop_complex_gen_matrix_frcht_exp (f01khc) Example Program Data

4 :Value of n

(1.0,1.0) (2.0,1.0) (2.0,1.0) (2.0,1.0)
(3.0,2.0) (1.0,0.0) (1.0,0.0) (2.0,1.0)
(3.0,2.0) (2.0,1.0) (1.0,0.0) (2.0,1.0)
(3.0,2.0) (3.0,2.0) (3.0,2.0) (1.0,1.0) :End of matrix a

(1.0,0.0) (2.0,1.0) (2.0,0.0) (4.0,1.0)
(3.0,2.0) (0.0,0.0) (1.0,0.0) (0.0,1.0)
(0.0,2.0) (0.0,1.0) (1.0,0.0) (0.0,0.0)
(1.0,1.0) (2.0,2.0) (0.0,3.0) (1.0,0.0) :End of matrix e
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10.3 Program Results

nag_matop_complex_gen_matrix_frcht_exp (f01khc) Example Program Results

exp(A)
1 2 3 4

1 -157.9003 -194.6526 -186.5627 -155.7669
-754.3717 -555.0507 -475.4533 -520.1876

2 -206.8899 -225.4985 -212.4414 -186.5627
-694.7443 -505.3938 -431.0611 -475.4533

3 -208.7476 -238.4962 -225.4985 -194.6526
-808.2090 -590.8045 -505.3938 -555.0507

4 -133.3958 -208.7476 -206.8899 -157.9003
-1085.5496 -808.2090 -694.7443 -754.3717

L(A,E)
1 2 3 4

1 1571.5852 778.4238 500.2085 740.7485
-4640.2429 -3719.8308 -3246.0234 -3424.1963

2 1472.7846 731.6608 473.2569 692.0895
-4273.5048 -3432.5961 -2990.9285 -3148.4635

3 1996.4848 1107.9174 782.1266 1031.5808
-4568.8881 -3714.9923 -3249.1926 -3400.8557

4 3327.1347 2015.2763 1514.3130 1873.9421
-5829.0773 -4810.2591 -4234.6812 -4404.0163
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NAG Library Function Document

nag_matop_complex_gen_matrix_cond_log (f01kjc)

1 Purpose

nag_matop_complex_gen_matrix_cond_log (f01kjc) computes an estimate of the relative condition
number �log Að Þ of the logarithm of a complex n by n matrix A, in the 1-norm. The principal matrix
logarithm log Að Þ is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_cond_log (Integer n, Complex a[],
Integer pda, double *condla, NagError *fail)

3 Description

For a matrix with no eigenvalues on the closed negative real line, the principal matrix logarithm log Að Þ
is the unique logarithm whose spectrum lies in the strip z : �	 < Im zð Þ < 	f g.
The Fréchet derivative of the matrix logarithm of A is the unique linear mapping E 7!L A;Eð Þ such that
for any matrix E

log Aþ Eð Þ � log Að Þ � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first order effect of perturbations in A on the logarithm log Að Þ.
The relative condition number of the matrix logarithm can be defined by

�log Að Þ ¼
L Að Þk k Ak k
log Að Þk k ;

where L Að Þk k is the norm of the Fréchet derivative of the matrix logarithm at A.

To obtain the estimate of �log Að Þ, nag_matop_complex_gen_matrix_cond_log (f01kjc) first estimates
L Að Þk k by computing an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
, such that � � K.

The algorithms used to compute �log Að Þ and log Að Þ are based on a Schur decomposition, the inverse
scaling and squaring method and Padé approximants. Further details can be found in Al–Mohy and
Higham (2011) and Al–Mohy et al. (2012).

If A is nonsingular but has negative real eigenvalues, the principal logarithm is not defined, but
nag_matop_complex_gen_matrix_cond_log (f01kjc) will return a non-principal logarithm and its
condition number.

4 References

Al–Mohy A H and Higham N J (2011) Improved inverse scaling and squaring algorithms for the matrix
logarithm SIAM J. Sci. Comput. 34(4) C152–C169

Al–Mohy A H, Higham N J and Relton S D (2012) Computing the Fréchet derivative of the matrix
logarithm and estimating the condition number SIAM J. Sci. Comput. 35(4) C394–C410

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On exit: the n by n principal matrix logarithm, log Að Þ. Alternatively, if fail:code ¼
NE_NEGATIVE_EIGVAL, a non-principal logarithm is returned.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: condla – double * Output

O n e x i t : w i t h fail:code ¼ NE _NOERROR , NE _NEGAT IVE _ E I GVAL o r
NW_SOME_PRECISION_LOSS, an estimate of the relative condition number of the matrix
logarithm, �log Að Þ. Alternatively, if fail:code ¼ NE_RCOND, contains the absolute condition
number of the matrix logarithm.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal logarithm is not defined in this case, so
a non-principal logarithm was returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

The relative condition number is infinite. The absolute condition number was returned instead.

NE_SINGULAR

A is singular so the logarithm cannot be computed.

NW_SOME_PRECISION_LOSS

log Að Þ has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

nag_matop_complex_gen_matrix_cond_log (f01kjc) uses the norm estimation function nag_linsys_com
plex_gen_norm_rcomm (f04zdc) to produce an estimate � of a quantity K 2 n�1 L Að Þk k1; n L Að Þk k1

� �
,

such that � � K. For further details on the accuracy of norm estimation, see the documentation for
nag_linsys_complex_gen_norm_rcomm (f04zdc).

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the
computation of the matrix logarithm reduces to evaluating the logarithm of the eigenvalues of A and
then constructing log Að Þ using the Schur vectors. This should give a very accurate result. In general,
however, no error bounds are available for the algorithm. The sensitivity of the computation of log Að Þ
is worst when A has an eigenvalue of very small modulus or has a complex conjugate pair of
eigenvalues lying close to the negative real axis. See Al–Mohy and Higham (2011) and Section 11.2 of
Higham (2008) for details and further discussion.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_cond_log (f01kjc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_cond_log (f01kjc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_matop_complex_gen_matrix_cond_std (f01kac) uses a similar algorithm to nag_matop_complex_
gen_matrix_cond_log (f01kjc) to compute an estimate of the absolute condition number (which is
related to the relative condition number by a factor of Ak k= log Að Þk k). However, the required Fréchet
derivatives are computed in a more efficient and stable manner by nag_matop_complex_gen_ma
trix_cond_log (f01kjc) and so its use is recommended over nag_matop_complex_gen_matrix_cond_std
(f01kac).

The amount of complex allocatable memory required by the algorithm is typically of the order 10n2.

The cost of the algorithm is O n3
� �

floating-point operations; see Al–Mohy et al. (2012).
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If the matrix logarithm alone is required, without an estimate of the condition number, then
nag_matop_complex_gen_matrix_log (f01fjc) should be used. If the Fréchet derivative of the matrix
logarithm is required then nag_matop_complex_gen_matrix_frcht_log (f01kkc) should be used. The real
analogue of this function is nag_matop_real_gen_matrix_cond_log (f01jjc).

10 Example

This example estimates the relative condition number of the matrix logarithm log Að Þ, where

A ¼
3þ 2i 1 1 1þ 2i
0þ 2i �4 0 0

1 �2 3þ 2i 0þ i
1 i 1 2þ 3i

0B@
1CA:

10.1 Program Text

/* nag_matop_complex_gen_matrix_cond_log (f01kjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pda;
Integer i, j, n;
double condla;
/* Arrays */
Complex *a = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

printf("nag_matop_complex_gen_matrix_cond_log (f01kjc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A from data file */
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for (i = 0; i < n; i++)
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find log(A) and the condition number using
* nag_matop_complex_gen_matrix_cond_log (f01kjc)
* Condition number for complex matrix logarithm
*/

nag_matop_complex_gen_matrix_cond_log(n, a, pda, &condla, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_cond_log (f01kjc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix log(A) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
a, pda, "log(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print relative condition number estimate */
printf("Estimated relative condition number is: %7.2f\n", condla);

END:

NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_matop_complex_gen_matrix_cond_log (f01kjc) Example Program Data

4 :Value of n

(3.0, 2.0) ( 1.0, 0.0) (1.0, 0.0) (1.0, 2.0)
(0.0, 2.0) (-4.0, 0.0) (0.0, 0.0) (0.0, 0.0)
(1.0, 0.0) (-2.0, 0.0) (3.0, 2.0) (0.0, 1.0)
(1.0, 0.0) ( 0.0, 1.0) (1.0, 0.0) (2.0, 3.0) :End of matrix a

10.3 Program Results

nag_matop_complex_gen_matrix_cond_log (f01kjc) Example Program Results

log(A)
1 2 3 4

1 1.4498 0.3665 0.1358 0.4890
0.5154 0.6955 -0.1097 0.1622

2 -0.9351 1.2908 0.1010 0.3128
0.2859 -2.8365 -0.0672 0.2538

3 -0.1399 -0.3208 1.2738 0.2658
-0.1083 -0.8912 0.5775 0.3127

f01 – Matrix Factorizations f01kjc

Mark 26 f01kjc.5



4 0.3049 -0.4858 0.1797 1.1843
-0.0019 0.3215 -0.1922 0.9427

Estimated relative condition number is: 2.25
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NAG Library Function Document

nag_matop_complex_gen_matrix_frcht_log (f01kkc)

1 Purpose

nag_matop_complex_gen_matrix_frcht_log (f01kkc) computes the Fréchet derivative L A;Eð Þ of the
matrix logarithm of the complex n by n matrix A applied to the complex n by n matrix E. The
principal matrix logarithm log Að Þ is also returned.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_matop_complex_gen_matrix_frcht_log (Integer n, Complex a[],
Integer pda, Complex e[], Integer pde, NagError *fail)

3 Description

For a matrix with no eigenvalues on the closed negative real line, the principal matrix logarithm log Að Þ
is the unique logarithm whose spectrum lies in the strip z : �	 < Im zð Þ < 	f g.
The Fréchet derivative of the matrix logarithm of A is the unique linear mapping E 7!L A;Eð Þ such that
for any matrix E

log Aþ Eð Þ � log Að Þ � L A;Eð Þ ¼ o Ek kð Þ:
The derivative describes the first order effect of perturbations in A on the logarithm log Að Þ.
nag_matop_complex_gen_matrix_frcht_log (f01kkc) uses the algorithm of Al–Mohy et al. (2012) to
compute log Að Þ and L A;Eð Þ. The principal matrix logarithm log Að Þ is computed using a Schur
decomposition, a Padé approximant and the inverse scaling and squaring method. The Padé
approximant is then differentiated in order to obtain the Fréchet derivative L A;Eð Þ. If A is
nonsingular but has negative real eigenvalues, the principal logarithm is not defined, but
nag_matop_complex_gen_matrix_frcht_log (f01kkc) will return a non-principal logarithm and Fréchet
derivative.

4 References

Al–Mohy A H and Higham N J (2011) Improved inverse scaling and squaring algorithms for the matrix
logarithm SIAM J. Sci. Comput. 34(4) C152–C169

Al–Mohy A H, Higham N J and Relton S D (2012) Computing the Fréchet derivative of the matrix
logarithm and estimating the condition number SIAM J. Sci. Comput. 35(4) C394–C410

Higham N J (2008) Functions of Matrices: Theory and Computation SIAM, Philadelphia, PA, USA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
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On entry: the n by n matrix A.

On exit: the n by n principal matrix logarithm, log Að Þ. Alterntively, if fail:code ¼
NE_NEGATIVE_EIGVAL, a non-principal logarithm is returned.

3: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

4: e½dim� – Complex Input/Output

Note: the dimension, dim, of the array e must be at least pde� n.

The i; jð Þth element of the matrix E is stored in e½ j� 1ð Þ � pdeþ i� 1�.
On entry: the n by n matrix E

On e x i t : w i t h fail:code ¼ NE _NOERROR , NE _NEGAT IVE _ E I GVAL o r
NW_SOME_PRECISION_LOSS, the Fréchet derivative L A;Eð Þ

5: pde – Integer Input

On entry: the stride separating matrix row elements in the array e.

Constraint: pde 	 n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NEGATIVE_EIGVAL

A has eigenvalues on the negative real line. The principal logarithm is not defined in this case, so
a non-principal logarithm was returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

A is singular so the logarithm cannot be computed.

NW_SOME_PRECISION_LOSS

log Að Þ has been computed using an IEEE double precision Padé approximant, although the
arithmetic precision is higher than IEEE double precision.

7 Accuracy

For a normal matrix A (for which AHA ¼ AAH), the Schur decomposition is diagonal and the
computation of the matrix logarithm reduces to evaluating the logarithm of the eigenvalues of A and
then constructing log Að Þ using the Schur vectors. This should give a very accurate result. In general,
however, no error bounds are available for the algorithm. The sensitivity of the computation of log Að Þ
and L A;Eð Þ is worst when A has an eigenvalue of very small modulus or has a complex conjugate pair
of eigenvalues lying close to the negative real axis. See Al–Mohy and Higham (2011), Al–Mohy et al.
(2012) and Section 11.2 of Higham (2008) for details and further discussion.

8 Parallelism and Performance

nag_matop_complex_gen_matrix_frcht_log (f01kkc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_matop_complex_gen_matrix_frcht_log (f01kkc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The cost of the algorithm is O n3
� �

floating-point operations. The complex allocatable memory required
is approximately 5n2; see Al–Mohy et al. (2012) for further details.

If the matrix logarithm alone is required, without the Fréchet derivative, then nag_matop_complex_
gen_matrix_log (f01fjc) should be used. If the condition number of the matrix logarithm is required
then nag_matop_complex_gen_matrix_cond_log (f01kjc) should be used. The real analogue of this
function is nag_matop_real_gen_matrix_frcht_log (f01jkc).

10 Example

This example finds the principal matrix logarithm log Að Þ and the Fréchet derivative L A;Eð Þ, where

A ¼
1þ 4i 3i i 2

2i 3 1 1þ i
i 2þ i 2 i

1þ 2i 3þ 2i 1þ 2i 3þ i

0B@
1CA and E ¼

1 1þ 2i 2 2þ i
1þ 3i i 1 0

2i 4þ i 1 1
1 2þ 2i 3i 1

0B@
1CA:
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10.1 Program Text

/* nag_matop_complex_gen_matrix_frcht_log (f01kkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

#define A(I,J) a[J*pda + I]
#define E(I,J) e[J*pde + I]

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pda, pde;
Integer i, j, n;
/* Arrays */
Complex *a = 0;
Complex *e = 0;
/* Nag Types */
Nag_OrderType order = Nag_ColMajor;
NagError fail;

INIT_FAIL(fail);

printf("nag_matop_complex_gen_matrix_frcht_log (f01kkc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pde = n;
if (!(e = NAG_ALLOC(pde * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the matrix A from data file */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
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#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the matrix E from data file. */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &E(i, j).re, &E(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &E(i, j).re, &E(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Find log(A) and L(A,E) using
* nag_matop_complex_gen_matrix_frcht_log (f01kkc)
* Frechet derivative of complex matrix logarithm
*/

nag_matop_complex_gen_matrix_frcht_log(n, a, pda, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_matop_complex_gen_matrix_frcht_log (f01kkc)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print matrix log(A) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, a, pda, "log(A)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print matrix L(A,E) using nag_gen_cmplx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
n, n, e, pde, "L(A,E)", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_cmplx_mat_print (x04dac)\n%s\n", fail.message);
exit_status = 3;
goto END;

}

END:

NAG_FREE(a);
NAG_FREE(e);

return exit_status;
}
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10.2 Program Data

nag_matop_complex_gen_matrix_frcht_log (f01kkc) Example Program Data

4 :Value of n

(1.0,4.0) (0.0,3.0) (0.0,1.0) (2.0,0.0)
(0.0,2.0) (3.0,0.0) (1.0,0.0) (1.0,1.0)
(0.0,1.0) (2.0,1.0) (2.0,0.0) (0.0,1.0)
(1.0,2.0) (3.0,2.0) (1.0,2.0) (3.0,1.0) :End of matrix a

(1.0,0.0) (1.0,2.0) (2.0,0.0) (2.0,1.0)
(1.0,3.0) (0.0,1.0) (1.0,0.0) (0.0,0.0)
(0.0,2.0) (4.0,1.0) (1.0,0.0) (1.0,0.0)
(1.0,0.0) (2.0,2.0) (0.0,3.0) (1.0,0.0) :End of matrix e

10.3 Program Results

nag_matop_complex_gen_matrix_frcht_log (f01kkc) Example Program Results

log(A)
1 2 3 4

1 1.4188 0.2758 -0.2240 0.4528
1.2438 1.0040 0.0826 -0.5887

2 0.2299 1.0702 0.5292 0.1976
0.4825 -0.3306 -0.0422 0.1532

3 0.1328 0.9235 0.6051 -0.1211
-0.0462 0.3060 -0.0973 0.2966

4 0.4704 1.0779 0.2724 0.9612
-0.0891 0.0538 0.7627 0.2680

L(A,E)
1 2 3 4

1 0.1620 -0.0593 -0.1543 0.5534
-0.6532 0.8434 -1.3537 0.0869

2 0.6673 0.0637 0.3421 -0.4639
0.7351 -0.0911 0.1136 -0.3399

3 -0.2500 1.4898 -0.1547 0.3319
-0.0433 0.6186 -0.0495 -0.3078

4 -0.4004 0.5834 -0.5153 0.4407
-0.5893 -0.5926 1.4107 0.1236
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NAG Library Function Document

nag_real_cholesky_skyline (f01mcc)

1 Purpose

nag_real_cholesky_skyline (f01mcc) computes the Cholesky factorization of a real symmetric positive
definite variable-bandwidth matrix.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_real_cholesky_skyline (Integer n, const double a[], Integer lal,
Integer row[], double al[], double d[], NagError *fail)

3 Description

nag_real_cholesky_skyline (f01mcc) determines the unit lower triangular matrix L and the diagonal
matrix D in the Cholesky factorization A ¼ LDLT of a symmetric positive definite variable-bandwidth
matrix A of order n. (Such a matrix is sometimes called a ‘sky-line’ matrix.)

The matrix A is represented by the elements lying within the envelope of its lower triangular part, that
is, between the first nonzero of each row and the diagonal (see Section 10 for an example). The width
row½i� of the ith row is the number of elements between the first nonzero element and the element on
the diagonal, inclusive. Although, of course, any matrix possesses an envelope as defined, this function
is primarily intended for the factorization of symmetric positive definite matrices with an average
bandwidth which is small compared with n (also see Section 9).

The method is based on the property that during Cholesky factorization there is no fill-in outside the
envelope.

The determination of L and D is normally the first of two steps in the solution of the system of
equations Ax ¼ b. The remaining step, viz. the solution of LDLTx ¼ b may be carried out using
nag_real_cholesky_skyline_solve (f04mcc).

4 References

Jennings A (1966) A compact storage scheme for the solution of symmetric linear simultaneous
equations Comput. J. 9 281–285

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: a½lal� – const double Input

On entry: the elements within the envelope of the lower triangle of the positive definite
symmetric matrix A, taken in row by row order. The following code assigns the matrix elements
within the envelope to the correct elements of the array
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k=0;
for(i=0; i<n; ++i)

for(j=i-row[i]+1; j<=i; ++j)
a[k++]=matrix[i][j];

See also Section 9

3: lal – Integer Input

On entry: the smaller of the dimensions of the arrays a and al as declared in the function from
which nag_real_cholesky_skyline (f01mcc) is called.

Constraint: lal 	 row½0� þ row½1� þ � � � þ row½n� 1�.

4: row½n� – Integer Input

On entry: row½i� must contain the width of row i of the matrix A, i.e., the number of elements
between the first (left-most) nonzero element and the element on the diagonal, inclusive.

Constraint: 1 � row½i� � i þ 1, for i ¼ 0; 1; . . . ; n� 1.

5: al½lal� – double Output

On exit: the elements within the envelope of the lower triangular matrix L, taken in row by row
order. The envelope of L is identical to that of the lower triangle of A. The unit diagonal
elements of L are stored explicitly. See also Section 9

6: d½n� – double Output

On exit: the diagonal elements of the diagonal matrix D. Note that the determinant of A is equal
to the product of these diagonal elements. If the value of the determinant is required it should not
be determined by forming the product explicitly, because of the possibility of overflow or
underflow. The logarithm of the determinant may safely be formed from the sum of the
logarithms of the diagonal elements.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, row½ valueh i� ¼ valueh i while i ¼ valueh i. These arguments must satisfy row½i� � iþ 1.

NE_2_INT_ARG_LT

On entry, lal ¼ valueh i while row½0� þ � � � þ row½n� 1� ¼ valueh i. These arguments must satisfy
lal 	 row½0� þ � � � þ row½n� 1�.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, row½ valueh i� must not be less than 1: row½ valueh i� ¼ valueh i.

NE_NOT_POS_DEF

The matrix is not positive definite, possibly due to rounding errors.

f01mcc NAG Library Manual

f01mcc.2 Mark 26



NE_NOT_POS_DEF_FACT

The matrix is not positive definite, possibly due to rounding errors. The factorization has been
completed but may be very inaccurate.

7 Accuracy

On successful exit then the computed L and D satisfy the relation LDLT ¼ Aþ F , where

Fk k2 � km2�max
i
aii

and

Fk k2 � km2� Ak k2;

where k is a constant of order unity, m is the largest value of row½i�, and � is the machine precision.
See pages 25–27 and 54–55 or Wilkinson and Reinsch (1971). If the error NE_NOT_POS_DEF_FACT
is reported then the factorization has been completed although the matrix was not positive definite.
However the factorization may be very inaccurate and should be used only with great caution. For
instance, if it is used to solve a set of equations Ax ¼ b using nag_real_cholesky_skyline_solve
(f04mcc), the residual vector b�Ax should be checked.

8 Parallelism and Performance

nag_real_cholesky_skyline (f01mcc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_real_cholesky_skyline (f01mcc) is approximately proportional to the sum of
squares of the values of row½i�.
The distribution of row widths may be very non-uniform without undue loss of efficiency. Moreover,
the function has been designed to be as competitive as possible in speed with functions designed for full
or uniformly banded matrices, when applied to such matrices.

The function may be called with the same actual array supplied for arguments a and al, in which case L
overwrites the lower triangle of A.

10 Example

To obtain the Cholesky factorization of the symmetric matrix, whose lower triangle is

:

For this matrix, the elements of row must be set to 1, 2, 2, 1, 5, 3, and the elements within the envelope
must be supplied in row order as

1; 2; 5; 3; 13; 16; 5; 14; 18; 8; 55; 24; 17; 77:

10.1 Program Text

/* nag_real_cholesky_skyline (f01mcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagf01.h>
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int main(void)
{

Integer exit_status = 0, i, k, k1, k2, lal, n, *row = 0;
NagError fail;
double *a = 0, *al = 0, *d = 0;

INIT_FAIL(fail);

printf("nag_real_cholesky_skyline (f01mcc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 1) {
if (!(row = NAG_ALLOC(n, Integer)) || !(d = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
lal = 0;
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &row[i]);

#else
scanf("%" NAG_IFMT "", &row[i]);

#endif
lal += row[i];

}
if (!(a = NAG_ALLOC(lal, double)) || !(al = NAG_ALLOC(lal, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

k2 = 0;
for (i = 0; i < n; ++i) {

k1 = k2;
k2 = k2 + row[i];
for (k = k1; k < k2; k++)

#ifdef _WIN32
scanf_s("%lf", &a[k]);

#else
scanf("%lf", &a[k]);

#endif
}
/* nag_real_cholesky_skyline (f01mcc).
* LDL^T factorization of real symmetric positive-definite
* variable-bandwidth (skyline) matrix
*/

nag_real_cholesky_skyline(n, a, lal, row, al, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_cholesky_skyline (f01mcc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}
printf("\n");
printf(" i d[i] Row i of unit lower triangle\n\n");
k2 = 0;
for (i = 0; i < n; ++i) {

k1 = k2;
k2 = k2 + row[i];
printf(" %3" NAG_IFMT "%8.3f", i, d[i]);
for (k = k1; k < k2; k++)

printf("%8.3f", al[k]);
printf("\n");

}
END:

NAG_FREE(row);
NAG_FREE(a);
NAG_FREE(al);
NAG_FREE(d);
return exit_status;

}

10.2 Program Data

nag_real_cholesky_skyline (f01mcc) Example Program Data
6
1 2 2 1 5 3
1.0
2.0 5.0
3.0 13.0

16.0
5.0 14.0 18.0 8.0 55.0

24.0 17.0 77.0

10.3 Program Results

nag_real_cholesky_skyline (f01mcc) Example Program Results

i d[i] Row i of unit lower triangle

0 1.000 1.000
1 1.000 2.000 1.000
2 4.000 3.000 1.000
3 16.000 1.000
4 1.000 5.000 4.000 1.500 0.500 1.000
5 16.000 1.500 5.000 1.000
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NAG Library Function Document

nag_dtrttp (f01vac)

1 Purpose

nag_dtrttp (f01vac) copies a real triangular matrix, stored in a full format array, to a standard packed
format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_dtrttp (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double a[], Integer pda, double ap[], NagError *fail)

3 Description

nag_dtrttp (f01vac) packs a real n by n triangular matrix A, stored conventionally in a full format array,
into an array of length n nþ 1ð Þ=2. The matrix is packed by rows or columns depending on order. This
function is intended for possible use in conjunction with functions from Chapters f06, f07, f08 and f16
where some functions use triangular matrices stored in the packed form. Packed storage format is
described in Section 3.3.2 in the f07 Chapter Introduction.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

f01 – Matrix Factorizations f01vac

Mark 26 f01vac.1



4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ap½dim� – double Output

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On exit: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtrttp (f01vac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix and copies it to packed format.

10.1 Program Text

/* nag_dtrttp (f01vac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80, i, j, pda;
Integer lenap, n;
/* Arrays */
double *a = 0, *ap = 0;
char nag_enum_arg[40], form[] = "%5.2f";
/* Nag Types */
Nag_MatrixType matrix;
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[J*pda + I]

order = Nag_ColMajor;
#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
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#else
#define A(I, J) a[I*pda + J]

order = Nag_RowMajor;
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_dtrttp (f01vac) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
pda = n;
lenap = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, double)) || !(ap = NAG_ALLOC(lenap, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read a triangular matrix of order n. */
for (i = 0; i < n; i++) {

if (uplo == Nag_Upper) {
#ifdef _WIN32

for (j = i; j < n; j++)
scanf_s("%lf", &A(i, j));

scanf_s("%*[^\n] ");
#else

for (j = i; j < n; j++)
scanf("%lf", &A(i, j));

scanf("%*[^\n] ");
#endif

}
else {

#ifdef _WIN32
for (j = 0; j <= i; j++)

scanf_s("%lf", &A(i, j));
scanf_s("%*[^\n] ");

#else
for (j = 0; j <= i; j++)

scanf("%lf", &A(i, j));
scanf("%*[^\n] ");

#endif
}

}

/* Print the unpacked matrix. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

form, "Unpacked Matrix A:", Nag_IntegerLabels,
NULL, Nag_IntegerLabels, NULL, ncols, indent,
NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;
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}
printf("\n");

/* Convert to triangular matrix from full to packed vector form using
* nag_dtrttp (f01vac).
*/

nag_dtrttp(order, uplo, n, a, pda, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrttp (f01vac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the packed vector using macros KL or KU. */
printf(" Packed Array AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

printf(" ");
if (uplo == Nag_Upper) {

for (j = 0; j < i; j++)
printf("%6s", " ");

for (j = i; j < n; j++)
printf("%6.2f", ap[KU(i, j)]);

}
else {

for (j = 0; j <= i; j++)
printf("%6.2f", ap[KL(i, j)]);

}
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_dtrttp (f01vac) Example Program Data
4 : n
Nag_Upper : uplo
1.1 1.2 1.3 1.4

2.2 2.3 2.4
3.3 3.4

4.4 : Unpacked Matrix A

10.3 Program Results

nag_dtrttp (f01vac) Example Program Results

Unpacked Matrix A:
1 2 3 4

1 1.10 1.20 1.30 1.40
2 2.20 2.30 2.40
3 3.30 3.40
4 4.40

Packed Array AP (printed using KL/KU macros):

1.10 1.20 1.30 1.40
2.20 2.30 2.40

3.30 3.40
4.40
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nag_ztrttp (f01vbc)

1 Purpose

nag_ztrttp (f01vbc) copies a complex triangular matrix, stored in a full format array, to a packed format
array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_ztrttp (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex a[], Integer pda, Complex ap[], NagError *fail)

3 Description

nag_ztrttp (f01vbc) packs a complex n by n triangular matrix A, stored conventionally in a full format
array, into an array of length n nþ 1ð Þ=2. The matrix is packed by rows or columns depending on
order. This function is intended for possible use in conjunction with functions from Chapters f06, f07,
f08 and f16 where some functions use triangular matrices stored in the packed form. Packed storage
format is described in Section 3.3.2 in the f07 Chapter Introduction.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ap½dim� – Complex Output

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On exit: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

f01vbc NAG Library Manual

f01vbc.2 Mark 26



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztrttp (f01vbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix and copies it to packed format.

10.1 Program Text

/* nag_ztrttp (f01vbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80, i, j, pda;
Integer lenap, n;
/* Arrays */
Complex *a = 0, *ap = 0;
char nag_enum_arg[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[J*pda + I]

order = Nag_ColMajor;
#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
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#else
#define A(I, J) a[I*pda + J]

order = Nag_RowMajor;
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_ztrttp (f01vbc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
pda = n;
lenap = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, Complex)) || !(ap = NAG_ALLOC(lenap, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read a triangular matrix of order n. */
for (i = 0; i < n; i++) {

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 0; j < n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

/* Print the unpacked matrix. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, form, "Unpacked Matrix A:",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Convert to triangular matrix from full to packed vector form using
* nag_ztrttp (f01vbc).
*/

nag_ztrttp(order, uplo, n, a, pda, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrttp (f01vbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the packed vector */
printf(" Packed Array AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {
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if (uplo == Nag_Upper) {
printf(" ");
for (j = 0; j < i; j++)

printf("%15s", " ");
for (j = i; j < n; j++)

printf(" (%5.2f,%5.2f)", ap[KU(i, j)].re, ap[KU(i, j)].im);
}
else {

for (j = 0; j <= i; j++)
printf(" (%5.2f,%5.2f)", ap[KL(i, j)].re, ap[KL(i, j)].im);

}
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_ztrttp (f01vbc) Example Program Data
4 : n
Nag_Upper : uplo
( 1.1 , 1.1 ) ( 1.2 , 1.2 ) ( 1.3 , 1.3 ) ( 1.4 , 1.4 )
( 0.0 , 0.0 ) ( 2.2 , 2.2 ) ( 2.3 , 2.3 ) ( 2.4 , 2.4 )
( 0.0 , 0.0 ) ( 0.0 , 0.0 ) ( 3.3 , 3.3 ) ( 3.4 , 3.4 )
( 0.0 , 0.0 ) ( 0.0 , 0.0 ) ( 0.0 , 0.0 ) ( 4.4 , 4.4 ) : Unpacked Matrix A

10.3 Program Results

nag_ztrttp (f01vbc) Example Program Results

Unpacked Matrix A:
1 2 3 4

1 ( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 4.40, 4.40)

Packed Array AP (printed using KL/KU macros):

( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)

( 3.30, 3.30) ( 3.40, 3.40)
( 4.40, 4.40)
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NAG Library Function Document

nag_dtpttr (f01vcc)

1 Purpose

nag_dtpttr (f01vcc) unpacks a real triangular matrix, stored in a standard packed format array, to a full
format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_dtpttr (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double ap[], double a[], Integer pda, NagError *fail)

3 Description

nag_dtpttr (f01vcc) unpacks a real n by n triangular matrix A, stored in an array of length n nþ 1ð Þ=2,
to conventional storage in a full format array. This function is intended for possible use in conjunction
with functions from Chapters f06, f07, f08 and f16 where some functions use triangular matrices stored
in the packed form. Packed storage format is described in Section 3.3.2 in the f07 Chapter Introduction.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
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On entry: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least pda� n.

On exit: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array below the diagonal are
not set.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array above the diagonal are
not set.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtpttr (f01vcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix packed by columns and unpacks it to full format.

10.1 Program Text

/* nag_dtpttr (f01vcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80, i, j, pda;
Integer lenap, n;
/* Arrays */
double *a = 0, *ap = 0;
char nag_enum_arg[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
#else
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order = Nag_RowMajor;
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_dtpttr (f01vcc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
pda = n;
lenap = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, double)) || !(ap = NAG_ALLOC(lenap, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the packed vector ap using macros KL or KU. */
for (i = 0; i < n; i++) {

if (uplo == Nag_Upper) {
#ifdef _WIN32

for (j = i; j < n; j++)
scanf_s("%lf ", &ap[KU(i, j)]);

#else
for (j = i; j < n; j++)

scanf("%lf ", &ap[KU(i, j)]);
#endif

}
else {

#ifdef _WIN32
for (j = 0; j <= i; j++)

scanf_s("%lf ", &ap[KL(i, j)]);
#else

for (j = 0; j <= i; j++)
scanf("%lf ", &ap[KL(i, j)]);

#endif
}

}

/* Print the packed vector using macros KL or KU. */
printf(" Packed Array AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

printf(" ");
if (uplo == Nag_Upper) {

for (j = 0; j < i; j++)
printf("%6s", " ");

for (j = i; j < n; j++)
printf("%6.2f", ap[KU(i, j)]);

}
else {

for (j = 0; j <= i; j++)
printf("%6.2f", ap[KL(i, j)]);

}
printf("\n");

}

/* Convert to triangular matrix from packed vector to full form using
* nag_dtpttr (f01vcc).
*/

nag_dtpttr(order, uplo, n, ap, a, pda, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dtpttr (f01vcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the unpacked matrix. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

form, "Unpacked Matrix A:", Nag_IntegerLabels,
NULL, Nag_IntegerLabels, NULL, ncols, indent,
NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_dtpttr (f01vcc) Example Program Data
4 : n
Nag_Upper : uplo
1.1 1.2 1.3 1.4

2.2 2.3 2.4
3.3 3.4

4.4 : ap[]

10.3 Program Results

nag_dtpttr (f01vcc) Example Program Results

Packed Array AP (printed using KL/KU macros):

1.10 1.20 1.30 1.40
2.20 2.30 2.40

3.30 3.40
4.40

Unpacked Matrix A:
1 2 3 4

1 1.10 1.20 1.30 1.40
2 2.20 2.30 2.40
3 3.30 3.40
4 4.40
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NAG Library Function Document

nag_ztpttr (f01vdc)

1 Purpose

nag_ztpttr (f01vdc) unpacks a complex triangular matrix, stored in a standard packed format array, to a
full format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_ztpttr (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex ap[], Complex a[], Integer pda, NagError *fail)

3 Description

nag_ztpttr (f01vdc) unpacks a complex n by n triangular matrix A, stored in an array of length
n nþ 1ð Þ=2, to conventional storage in a full format array. This function is intended for possible use in
conjunction with functions from Chapters f06, f07, f08 and f16 where some functions use triangular
matrices stored in the packed form. Packed storage format is described in Section 3.3.2 in the f07
Chapter Introduction.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On entry: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: a½dim� – Complex Output

Note: the dimension, dim, of the array a must be at least pda� n.

On exit: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array below the diagonal are
not set.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array above the diagonal are
not set.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztpttr (f01vdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix packed by columns and unpacks it to full format.

10.1 Program Text

/* nag_ztpttr (f01vdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80, i, j, pda;
Integer lenap, n;
Complex *a = 0, *ap = 0;
/* Arrays */
char nag_enum_arg[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
#else
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order = Nag_RowMajor;
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_ztpttr (f01vdc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
pda = n;
lenap = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, Complex)) || !(ap = NAG_ALLOC(lenap, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the packed vector ap using macros KL or KU. */
for (i = 0; i < n; i++) {

if (uplo == Nag_Upper) {

#ifdef _WIN32
for (j = i; j < n; j++)

scanf_s(" ( %lf , %lf )", &ap[KU(i, j)].re, &ap[KU(i, j)].im);
#else

for (j = i; j < n; j++)
scanf(" ( %lf , %lf )", &ap[KU(i, j)].re, &ap[KU(i, j)].im);

#endif
}
else {

#ifdef _WIN32
for (j = 0; j <= i; j++)

scanf_s(" ( %lf , %lf )", &ap[KL(i, j)].re, &ap[KL(i, j)].im);
#else

for (j = 0; j <= i; j++)
scanf(" ( %lf , %lf )", &ap[KL(i, j)].re, &ap[KL(i, j)].im);

#endif
}

}

/* Print the packed vector */
printf(" Packed Array AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

if (uplo == Nag_Upper) {
printf(" ");
for (j = 0; j < i; j++)

printf("%15s", " ");
for (j = i; j < n; j++)

printf(" (%5.2f,%5.2f)", ap[KU(i, j)].re, ap[KU(i, j)].im);
}
else {

for (j = 0; j <= i; j++)
printf(" (%5.2f,%5.2f)", ap[KL(i, j)].re, ap[KL(i, j)].im);

}
printf("\n");

}

/* Convert to triangular matrix from packed vector to full form using
* nag_ztpttr (f01vdc).
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*/
nag_ztpttr(order, uplo, n, ap, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztpttr (f01vdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the unpacked matrix. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, form, "Unpacked Matrix A:",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_ztpttr (f01vdc) Example Program Data
4 : n
Nag_Upper : uplo

(1.1,1.1) (1.2,1.2) (1.3,1.3) (1.4,1.4)
(2.2,2.2) (2.3,2.3) (2.4,2.4)

(3.3,3.3) (3.4,3.4)
(4.4,4.4) : ap[]

10.3 Program Results

nag_ztpttr (f01vdc) Example Program Results

Packed Array AP (printed using KL/KU macros):

( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)

( 3.30, 3.30) ( 3.40, 3.40)
( 4.40, 4.40)

Unpacked Matrix A:
1 2 3 4

1 ( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 4.40, 4.40)
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NAG Library Function Document

nag_dtrttf (f01vec)

1 Purpose

nag_dtrttf (f01vec) copies a real triangular matrix, stored in a full format array, to a Rectangular Full
Packed (RFP) format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_dtrttf (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const double a[], Integer pda,
double ar[], NagError *fail)

3 Description

nag_dtrttf (f01vec) packs a real n by n triangular matrix A, stored conventionally in a full format array,
into RFP format. This function is intended for possible use in conjunction with functions from Chapters
f06, f07 and f16 where some functions that use triangular matrices store them in RFP format. The RFP
storage format is described in Section 3.3.3 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its transpose is stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP Trans
The transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.
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uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ar½n� nþ 1ð Þ=2� – double Output

On exit: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal or
transposed RFP format (as specified by transr). The storage format is described in Section 3.3.3
in the f07 Chapter Introduction.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtrttf (f01vec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix and copies it to RFP format.

10.1 Program Text

/* nag_dtrttf (f01vec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, pda, pdar, q, lar1, lar2, lenar, n;
/* Arrays */
double *a = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[J*pda + I]

order = Nag_ColMajor;
#else
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#define A(I, J) a[I*pda + J]
order = Nag_RowMajor;

#endif

INIT_FAIL(fail);

printf("nag_dtrttf (f01vec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
pda = n;
lenar = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, double)) || !(ar = NAG_ALLOC(lenar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);
/* Read a triangular matrix of order n into array A. */
for (i = 0; i < n; i++) {

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 0; j < n; j++)
scanf("%lf", &A(i, j));

#endif
}

/* Print the unpacked matrix A. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

fflush(stdout);
/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

nag_gen_real_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,
form, "Unpacked Matrix A:", Nag_IntegerLabels,
NULL, Nag_IntegerLabels, NULL, ncols, indent,
NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Convert real triangular matrix from full format, a, to
* Rectangular Full Packed form, ar using nag_dtrttf (f01vec).
*/

nag_dtrttf(order, transr, uplo, n, a, pda, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrttf (f01vec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print the Rectangular Full Packed array
* showing how the elements are arranged.
*/

k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, lar1,

lar2, ar, pdar, form,
"RFP Packed Array AR (graphical representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_dtrttf (f01vec) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo
1.1 1.2 1.3 1.4
0.0 2.2 2.3 2.4
0.0 0.0 3.3 3.4
0.0 0.0 0.0 4.4 : Unpacked Matrix A

10.3 Program Results

nag_dtrttf (f01vec) Example Program Results

Unpacked Matrix A:
1 2 3 4

1 1.10 1.20 1.30 1.40
2 2.20 2.30 2.40
3 3.30 3.40
4 4.40

RFP Packed Array AR (graphical representation):
1 2
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1 1.30 1.40
2 2.30 2.40
3 3.30 3.40
4 1.10 4.40
5 1.20 2.20
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NAG Library Function Document

nag_ztrttf (f01vfc)

1 Purpose

nag_ztrttf (f01vfc) copies a complex triangular matrix, stored in a full format array, to a Rectangular
Full Packed (RFP) format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_ztrttf (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const Complex a[], Integer pda,
Complex ar[], NagError *fail)

3 Description

nag_ztrttf (f01vfc) packs a complex n by n triangular matrix A, stored conventionally in a full format
array, into RFP format. This function is intended for possible use in conjunction with functions from
Chapters f06, f07 and f16 where some functions that use triangular matrices store them in RFP format.
The RFP storage format is described in Section 3.3.3 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.

3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.
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uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least pda� n.

On entry: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ar½n� nþ 1ð Þ=2� – Complex Output

On exit: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal or
transposed RFP format (as specified by transr). The storage format is described in Section 3.3.3
in the f07 Chapter Introduction.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztrttf (f01vfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix and copies it to RFP format.

10.1 Program Text

/* nag_ztrttf (f01vfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, pda, pdar, q, lar1, lar2, lenar, n;
/* Arrays */
Complex *a = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_MatrixType matrix;
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[J*pda + I]

order = Nag_ColMajor;
#else
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#define A(I, J) a[I*pda + J]
order = Nag_RowMajor;

#endif

INIT_FAIL(fail);

printf("nag_ztrttf (f01vfc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
pda = n;
lenar = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, Complex)) || !(ar = NAG_ALLOC(lenar, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);
/* Read a triangular matrix of order n. */
for (i = 0; i < n; i++) {

#ifdef _WIN32
for (j = 0; j < n; j++)

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

for (j = 0; j < n; j++)
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

/* Print the unpacked array. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

fflush(stdout);
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,
Nag_BracketForm, form, "Unpacked Matrix A:",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Convert complex triangular matrix from full format, a, to
* Rectangular Full Packed form, ar, using nag_ztrttf (f01vfc).
*/

nag_ztrttf(order, transr, uplo, n, a, pda, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrttf (f01vfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print the Rectangular Full Packed array
* showing how the elements are arranged.
*/

k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, lar1, lar2, ar, pdar,
Nag_BracketForm, form,
"RFP Packed Array AR "
"(graphical representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_ztrttf (f01vfc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo
(1.1,1.1) (1.2,1.2) (1.3,1.3) (1.4,1.4)
(0.0,0.0) (2.2,2.2) (2.3,2.3) (2.4,2.4)
(0.0,0.0) (0.0,0.0) (3.3,3.3) (3.4,3.4)
(0.0,0.0) (0.0,0.0) (0.0,0.0) (4.4,4.4) : Unpacked Matrix A

10.3 Program Results

nag_ztrttf (f01vfc) Example Program Results

Unpacked Matrix A:
1 2 3 4

1 ( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 4.40, 4.40)

RFP Packed Array AR (graphical representation):
1 2
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1 ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 1.10,-1.10) ( 4.40, 4.40)
5 ( 1.20,-1.20) ( 2.20,-2.20)
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NAG Library Function Document

nag_dtfttr (f01vgc)

1 Purpose

nag_dtfttr (f01vgc) unpacks a real triangular matrix, stored in a Rectangular Full Packed (RFP) format
array, to a full format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_dtfttr (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const double ar[], double a[],
Integer pda, NagError *fail)

3 Description

nag_dtfttr (f01vgc) unpacks a real n by n triangular matrix A, stored in RFP format to conventional
storage in a full format array. This function is intended for possible use in conjunction with functions
from Chapters f06, f07 and f16 where some functions that use triangular matrices store them in RFP
format. The RFP storage format is described in Section 3.3.3 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its transpose is stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP Trans
The transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.
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uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – const double Input

On entry: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal
or transposed RFP format (as specified by transr). The storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

6: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least pda� n.

On exit: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array below the diagonal are
not set.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array above the diagonal are
not set.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtfttr (f01vgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix in RFP format and unpacks it to full format.

10.1 Program Text

/* nag_dtfttr (f01vgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, lar1, lar2, lenar, pda, pdar, q, n;
/* Arrays */
double *a = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_MatrixType matrix;
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else
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order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);

printf("nag_dtfttr (f01vgc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
pda = n;
lenar = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, double)) || !(ar = NAG_ALLOC(lenar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);

/* Read an RFP matrix into array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read an RFP matrix into array AR. */
for (i = 0; i < lar1; i++) {

#ifdef _WIN32
for (j = 0; j < lar2; j++)

scanf_s("%lf ", &AR(i, j));
#else

for (j = 0; j < lar2; j++)
scanf("%lf ", &AR(i, j));

#endif
}

/* Print the Rectangular Full Packed array
* showing how the elements are arranged using
* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, lar1,

lar2, ar, pdar, form,
"RFP Packed Array AR (graphical representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
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printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 1;
}
printf("\n");

/* Copy real triangular matrix from Rectangular Full Packed format, ar,
* to full format a using nag_dtfttr (f01vgc).
*/

nag_dtfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtfttr (f01vgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the unpacked array. */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

form, "Unpacked Matrix A:", Nag_IntegerLabels,
NULL, Nag_IntegerLabels, NULL, ncols, indent,
NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_dtfttr (f01vgc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo

1.30 1.40
2.30 2.40
3.30 3.40
1.10 4.40
1.20 2.20 : RFP Matrix ar[]

10.3 Program Results

nag_dtfttr (f01vgc) Example Program Results

RFP Packed Array AR (graphical representation):
1 2

1 1.30 1.40
2 2.30 2.40
3 3.30 3.40
4 1.10 4.40
5 1.20 2.20

Unpacked Matrix A:
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1 2 3 4
1 1.10 1.20 1.30 1.40
2 2.20 2.30 2.40
3 3.30 3.40
4 4.40
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NAG Library Function Document

nag_ztfttr (f01vhc)

1 Purpose

nag_ztfttr (f01vhc) unpacks a complex triangular matrix, stored in a Rectangular Full Packed (RFP)
format array, to a full format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_ztfttr (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const Complex ar[], Complex a[],
Integer pda, NagError *fail)

3 Description

nag_ztfttr (f01vhc) unpacks a complex n by n triangular matrix A, stored in RFP format to
conventional storage in a full format array. This function is intended for possible use in conjunction
with functions from Chapters f06, f07 and f16 where some functions that use triangular matrices store
them in RFP format. The RFP storage format is described in Section 3.3.3 in the f07 Chapter
Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – const Complex Input

On entry: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal
or transposed RFP format (as specified by transr). The storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

6: a½dim� – Complex Output

Note: the dimension, dim, of the array a must be at least pda� n.

On exit: the triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array below the diagonal are
not set.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array above the diagonal are
not set.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztfttr (f01vhc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix in RFP format and unpacks it to full format.

10.1 Program Text

/* nag_ztfttr (f01vhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, lar1, lar2, lenar, pda, pdar, q, n;
/* Arrays */
Complex *a = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
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/* Nag Types */
Nag_MatrixType matrix;
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);

printf("nag_ztfttr (f01vhc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
pda = n;
lenar = (n * (n + 1)) / 2;
if (!(a = NAG_ALLOC(pda * n, Complex)) || !(ar = NAG_ALLOC(lenar, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);
/* Read an RFP matrix into array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
for (i = 0; i < lar1; i++) {

#ifdef _WIN32
for (j = 0; j < lar2; j++)

scanf_s(" ( %lf , %lf )", &AR(i, j).re, &AR(i, j).im);
#else

for (j = 0; j < lar2; j++)
scanf(" ( %lf , %lf )", &AR(i, j).re, &AR(i, j).im);

#endif
}

/* Print the Rectangular Full Packed array
* showing how the elements are arranged using
* nag_gen_complx_mat_print_comp (x04dbc).
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* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, lar1, lar2, ar, pdar,
Nag_BracketForm, form,
"RFP Packed Array AR "
"(graphical representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}
printf("\n");

/* Convert triangular matrix from RFP (ar) to Full format (a) using
* nag_ztfttr (f01vhc).
*/

nag_ztfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztfttr (f01vhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the unpacked array */
matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, form, "Unpacked Matrix A:",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_ztfttr (f01vhc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo
( 1.30, 1.30) ( 1.40, 1.40)
( 2.30, 2.30) ( 2.40, 2.40)
( 3.30, 3.30) ( 3.40, 3.40)
( 1.10,-1.10) ( 4.40, 4.40)
( 1.20,-1.20) ( 2.20,-2.20) : RFP Matrix ar[]

10.3 Program Results

nag_ztfttr (f01vhc) Example Program Results

RFP Packed Array AR (graphical representation):
1 2

1 ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
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4 ( 1.10,-1.10) ( 4.40, 4.40)
5 ( 1.20,-1.20) ( 2.20,-2.20)

Unpacked Matrix A:
1 2 3 4

1 ( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 4.40, 4.40)
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NAG Library Function Document

nag_dtpttf (f01vjc)

1 Purpose

nag_dtpttf (f01vjc) copies a real triangular matrix, stored in a standard packed format array, to a
Rectangular Full Packed (RFP) format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_dtpttf (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const double ap[], double ar[],
NagError *fail)

3 Description

nag_dtpttf (f01vjc) copies a real n by n triangular matrix, A, stored in packed format, to RFP format.
This function is intended for possible use in conjunction with functions from Chapters f06, f07 and f16
where some functions that use triangular matrices store them in RFP format. The RFP storage format is
described in Section 3.3.3 in the f07 Chapter Introduction and the packed storage format is described in
Section 3.3.2 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its transpose is stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP Trans
The transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.
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uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On entry: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: ar½n� nþ 1ð Þ=2� – double Output

On exit: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal or
transposed RFP format (as specified by transr). The storage format is described in Section 3.3.3
in the f07 Chapter Introduction.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtpttf (f01vjc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix in packed format and copies it to RFP format.

10.1 Program Text

/* nag_dtpttf (f01vjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, lar1, lar2, lenap, lenar, n, pdar, q;
/* Arrays */
double *ap = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
#else

order = Nag_RowMajor;
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_dtpttf (f01vjc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
lenap = (n * (n + 1)) / 2;
lenar = lenap;
if (!(ap = NAG_ALLOC(lenap, double)) || !(ar = NAG_ALLOC(lenar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);

/* Read and print the packed vector ap using macros KL or KU. */
printf(" Packed Array ap (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

if (uplo == Nag_Upper) {
#ifdef _WIN32

for (j = i; j < n; j++)
scanf_s("%lf ", &ap[KU(i, j)]);

#else
for (j = i; j < n; j++)

scanf("%lf ", &ap[KU(i, j)]);
#endif

for (j = 0; j < i; j++)
printf("%6s", " ");

for (j = i; j < n; j++)
printf("%6.2f", ap[KU(i, j)]);

}
else {

#ifdef _WIN32
for (j = 0; j <= i; j++)

scanf_s("%lf ", &ap[KL(i, j)]);
#else

for (j = 0; j <= i; j++)
scanf("%lf ", &ap[KL(i, j)]);

#endif
for (j = 0; j <= i; j++)

printf("%6.2f", ap[KL(i, j)]);
}
printf("\n");

}
printf("\n");

/* Convert real triangular matrix from packed to Rectangular Full Packed
* form using nag_dtpttf (f01vjc).
*/

nag_dtpttf(order, transr, uplo, n, ap, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtpttf (f01vjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the Rectangular Full Packed array
* showing how the elements are arranged.
*/

k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {
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lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, lar1,

lar2, ar, pdar, form,
"RFP Packed Array AR "
"(structural representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(ap);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_dtpttf (f01vjc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo

1.1 1.2 1.3 1.4
2.2 2.3 2.4

3.3 3.4
4.4 : ap[]

10.3 Program Results

nag_dtpttf (f01vjc) Example Program Results

Packed Array ap (printed using KL/KU macros):

1.10 1.20 1.30 1.40
2.20 2.30 2.40

3.30 3.40
4.40

RFP Packed Array AR (structural representation):
1 2

1 1.30 1.40
2 2.30 2.40
3 3.30 3.40
4 1.10 4.40
5 1.20 2.20
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NAG Library Function Document

nag_ztpttf (f01vkc)

1 Purpose

nag_ztpttf (f01vkc) copies a complex triangular matrix, stored in a standard packed format array, to a
Rectangular Full Packed (RFP) format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_ztpttf (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const Complex ap[], Complex ar[],
NagError *fail)

3 Description

nag_ztpttf (f01vkc) copies a complex n by n triangular matrix, A, stored in packed format, to RFP
format. This function is intended for possible use in conjunction with functions from Chapters f06, f07
and f16 where some functions that use triangular matrices store them in RFP format. The RFP storage
format is described in Section 3.3.3 in the f07 Chapter Introduction and the packed storage format is
described in Section 3.3.2 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On entry: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: ar½n� nþ 1ð Þ=2� – Complex Output

On exit: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal or
transposed RFP format (as specified by transr). The storage format is described in Section 3.3.3
in the f07 Chapter Introduction.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztpttf (f01vkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix in packed format and copies it to RFP format.

10.1 Program Text

/* nag_ztpttf (f01vkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, lar1, lar2, lenap, lenar, n, pdar, q;
/* Arrays */
Complex *ap = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
#else
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order = Nag_RowMajor;
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_ztpttf (f01vkc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
lenap = (n * (n + 1)) / 2;
lenar = lenap;
if (!(ap = NAG_ALLOC(lenap, Complex)) || !(ar = NAG_ALLOC(lenar, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);

/* Read and print the packed vector ap using macros KL or KU. */
printf(" Packed Array AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

if (uplo == Nag_Upper) {
#ifdef _WIN32

for (j = i; j < n; j++)
scanf_s(" ( %lf , %lf )", &ap[KU(i, j)].re, &ap[KU(i, j)].im);

#else
for (j = i; j < n; j++)

scanf(" ( %lf , %lf )", &ap[KU(i, j)].re, &ap[KU(i, j)].im);
#endif

for (j = 0; j < i; j++)
printf("%15s", " ");

for (j = i; j < n; j++)
printf(" (%5.2f,%5.2f)", ap[KU(i, j)].re, ap[KU(i, j)].im);

} else {
#ifdef _WIN32

for (j = 0; j <= i; j++)
scanf_s(" ( %lf , %lf )", &ap[KL(i, j)].re, &ap[KL(i, j)].im);

#else
for (j = 0; j <= i; j++)

scanf(" ( %lf , %lf )", &ap[KL(i, j)].re, &ap[KL(i, j)].im);
#endif

for (j = 0; j <= i; j++)
printf(" (%5.2f,%5.2f)", ap[KL(i, j)].re, ap[KL(i, j)].im);

}
printf("\n");

}
printf("\n");

/* Convert complex triangular matrix from packed to Rectangular Full Packed
* form using nag_ztpttf (f01vkc).
*/

nag_ztpttf(order, transr, uplo, n, ap, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztpttf (f01vkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print the Rectangular Full Packed array
* showing how the elements are arranged.
*/

k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

lar1, lar2, ar, pdar, Nag_BracketForm, form,
"RFP Packed Array AR "
"(structural representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(ap);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_ztpttf (f01vkc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo

(1.1,1.1) (1.2,1.2) (1.3,1.3) (1.4,1.4)
(2.2,2.2) (2.3,2.3) (2.4,2.4)

(3.3,3.3) (3.4,3.4)
(4.4,4.4) : ap[]

10.3 Program Results

nag_ztpttf (f01vkc) Example Program Results

Packed Array AP (printed using KL/KU macros):

( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)

( 3.30, 3.30) ( 3.40, 3.40)
( 4.40, 4.40)

RFP Packed Array AR (structural representation):
1 2
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1 ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 1.10,-1.10) ( 4.40, 4.40)
5 ( 1.20,-1.20) ( 2.20,-2.20)
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NAG Library Function Document

nag_dtfttp (f01vlc)

1 Purpose

nag_dtfttp (f01vlc) copies a real triangular matrix, stored in a Rectangular Full Packed (RFP) format
array, to a standard packed format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_dtfttp (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const double ar[], double ap[],
NagError *fail)

3 Description

nag_dtfttp (f01vlc) packs a real n by n triangular matrix A, stored in RFP format, to packed format.
This function is intended for possible use in conjunction with functions from Chapters f06, f07 and f16
where some functions that use triangular matrices store them in RFP format. The RFP storage format is
described in Section 3.3.3 in the f07 Chapter Introduction and the packed storage format is described in
Section 3.3.2 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its transpose is stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP Trans
The transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.
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uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – const double Input

On entry: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal
or transposed RFP format (as specified by transr). The storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

6: ap½dim� – double Output

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On exit: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtfttp (f01vlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix in RFP format and copies it to packed format.

10.1 Program Text

/* nag_dtfttp (f01vlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, lar1, lar2, lenap, lenar, n, pdar, q;
/* Arrays */
double *ap = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);
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printf("nag_dtfttp (f01vlc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
lenap = (n * (n + 1)) / 2;
lenar = lenap;
if (!(ap = NAG_ALLOC(lenap, double)) || !(ar = NAG_ALLOC(lenar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);

k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read an RFP matrix into array AR. */
for (i = 0; i < lar1; i++) {

#ifdef _WIN32
for (j = 0; j < lar2; j++)

scanf_s("%lf ", &AR(i, j));
#else

for (j = 0; j < lar2; j++)
scanf("%lf ", &AR(i, j));

#endif
}

/* Print the Rectangular Full Packed array
* showing how the elements are arranged using
* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, lar1,

lar2, ar, pdar, form,
"RFP Packed Array AR (graphical representation):",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}
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/* Convert real triangular matrix from Rectangular Full Packed to
* packed vector form using nag_dtfttp (f01vlc).
*/

nag_dtfttp(order, transr, uplo, n, ar, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtfttp (f01vlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the packed vector using macros KL or KU. */
printf("\n Packed Matrix AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

printf(" ");
if (uplo == Nag_Upper) {

for (j = 0; j < i; j++)
printf("%6s", " ");

for (j = i; j < n; j++)
printf("%6.2f", ap[KU(i, j)]);

}
else {

for (j = 0; j <= i; j++)
printf("%6.2f", ap[KL(i, j)]);

}
printf("\n");

}

END:
NAG_FREE(ap);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_dtfttp (f01vlc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo
1.30 1.40
2.30 2.40
3.30 3.40
1.10 4.40
1.20 2.20 : RFP array ar[]

10.3 Program Results

nag_dtfttp (f01vlc) Example Program Results

RFP Packed Array AR (graphical representation):
1 2

1 1.30 1.40
2 2.30 2.40
3 3.30 3.40
4 1.10 4.40
5 1.20 2.20

Packed Matrix AP (printed using KL/KU macros):

1.10 1.20 1.30 1.40
2.20 2.30 2.40

3.30 3.40
4.40
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NAG Library Function Document

nag_ztfttp (f01vmc)

1 Purpose

nag_ztfttp (f01vmc) copies a complex triangular matrix, stored in a Rectangular Full Packed (RFP)
format array, to a standard packed format array.

2 Specification

#include <nag.h>
#include <nagf01.h>

void nag_ztfttp (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, const Complex ar[], Complex ap[],
NagError *fail)

3 Description

nag_ztfttp (f01vmc) packs a complex n by n triangular matrix A, stored in RFP format, to packed
format. This function is intended for possible use in conjunction with functions from Chapters f06, f07
and f16 where some functions that use triangular matrices store them in RFP format. The RFP storage
format is described in Section 3.3.3 in the f07 Chapter Introduction and the packed storage format is
described in Section 3.3.2 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The RFP representation of the matrix A is stored.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – const Complex Input

On entry: the upper or lower n by n triangular matrix A (as specified by uplo) in either normal
or transposed RFP format (as specified by transr). The storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

6: ap½dim� – Complex Output

Note: the dimension, dim, of the array ap must be at least n� nþ 1ð Þ=2.
On exit: the n by n triangular matrix A, packed by rows or columns depending on order.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztfttp (f01vmc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a triangular matrix in RFP format and copies it to packed format.

10.1 Program Text

/* nag_ztfttp (f01vmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, indent = 0, ncols = 80;
Integer i, j, k, lar1, lar2, lenap, lenar, n, pdar, q;
/* Arrays */
Complex *ap = 0, *ar = 0;
char nag_enum_transr[40], nag_enum_uplo[40], form[] = "%5.2f";
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#define KU(I,J) (I + J*(J+1)/2)
#define KL(I,J) (J*(n-1) - J*(J-1)/2 + I)
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#else
order = Nag_RowMajor;

#define AR(I,J) ar[I*pdar + J]
#define KL(I,J) (J + I*(I+1)/2)
#define KU(I,J) (I*(n-1) - I*(I-1)/2 + J)
#endif

INIT_FAIL(fail);

printf("nag_ztfttp (f01vmc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%39s ", nag_enum_transr, (unsigned)_countof(nag_enum_transr));
scanf_s("%39s %*[^\n] ", nag_enum_uplo,

(unsigned)_countof(nag_enum_uplo));
#else

scanf("%*[^\n] ");
scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%39s ", nag_enum_transr);
scanf("%39s %*[^\n] ", nag_enum_uplo);

#endif
lenap = (n * (n + 1)) / 2;
lenar = lenap;
if (!(ap = NAG_ALLOC(lenap, Complex)) || !(ar = NAG_ALLOC(lenar, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_transr);
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_uplo);

k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read an RFP matrix into array AR. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AR(i, j).re, &AR(i, j).im);
#else

scanf(" ( %lf , %lf )", &AR(i, j).re, &AR(i, j).im);
#endif

}

/* Print the Rectangular Full Packed array
* showing how the elements are arranged using
* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, lar1, lar2, ar, pdar,
Nag_BracketForm, form,
"RFP Packed Array AR "
"(graphical representation):",
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Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, ncols, indent, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}

/* Convert real triangular matrix from Rectangular Full Packed to
* packed vector form using nag_ztfttp (f01vmc).
*/

nag_ztfttp(order, transr, uplo, n, ar, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztfttp (f01vmc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the packed vector using macros KL or KU. */
printf("\n Packed Matrix AP (printed using KL/KU macros):\n\n");
for (i = 0; i < n; i++) {

printf(" ");
if (uplo == Nag_Upper) {

for (j = 0; j < i; j++)
printf("%15s", " ");

for (j = i; j < n; j++)
printf(" (%5.2f,%5.2f)", ap[KU(i, j)].re, ap[KU(i, j)].im);

}
else {

for (j = 0; j <= i; j++)
printf(" (%5.2f,%5.2f)", ap[KL(i, j)].re, ap[KL(i, j)].im);

}
printf("\n");

}

END:
NAG_FREE(ap);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_ztfttp (f01vmc) Example Program Data
4 : n
Nag_RFP_Normal Nag_Upper : transr, uplo
( 1.30, 1.30) ( 1.40, 1.40)
( 2.30, 2.30) ( 2.40, 2.40)
( 3.30, 3.30) ( 3.40, 3.40)
( 1.10,-1.10) ( 4.40, 4.40)
( 1.20,-1.20) ( 2.20,-2.20) : RFP array ar[]

10.3 Program Results

nag_ztfttp (f01vmc) Example Program Results

RFP Packed Array AR (graphical representation):
1 2

1 ( 1.30, 1.30) ( 1.40, 1.40)
2 ( 2.30, 2.30) ( 2.40, 2.40)
3 ( 3.30, 3.30) ( 3.40, 3.40)
4 ( 1.10,-1.10) ( 4.40, 4.40)
5 ( 1.20,-1.20) ( 2.20,-2.20)

Packed Matrix AP (printed using KL/KU macros):
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( 1.10, 1.10) ( 1.20, 1.20) ( 1.30, 1.30) ( 1.40, 1.40)
( 2.20, 2.20) ( 2.30, 2.30) ( 2.40, 2.40)

( 3.30, 3.30) ( 3.40, 3.40)
( 4.40, 4.40)
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NAG Library Chapter Contents

f02 – Eigenvalues and Eigenvectors

f02 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f02ecc 5 nag_real_eigensystem_sel
Computes selected eigenvalues and eigenvectors of a real general matrix

f02ekc 24 nag_eigen_real_gen_sparse_arnoldi
Selected eigenvalues and eigenvectors of a real sparse general matrix

f02fkc 25 nag_eigen_real_symm_sparse_arnoldi
Selected eigenvalues and eigenvectors of a real symmetric sparse matrix

f02gcc 5 nag_complex_eigensystem_sel
Computes selected eigenvalues and eigenvectors of a complex general
matrix

f02jcc 24 nag_eigen_real_gen_quad
Solves the quadratic eigenvalue problem for real matrices

f02jqc 24 nag_eigen_complex_gen_quad
Solves the quadratic eigenvalue problem for complex matrices

f02wgc 9 nag_real_partial_svd
Computes leading terms in the singular value decomposition of a real
general matrix; also computes corresponding left and right singular vectors
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1 Scope of the Chapter

This chapter provides functions for various types of matrix eigenvalue problem:

standard eigenvalue problems (finding eigenvalues and eigenvectors of a square matrix A);

singular value problems (finding singular values and singular vectors of a rectangular matrix A);

generalized eigenvalue problems (finding eigenvalues and eigenvectors of a matrix pencil
A� �B).
quadratic eigenvalue problems (finding eigenvalues and eigenvectors of the quadratic
�2Aþ �Bþ C).

Functions are provided for both real and complex data.

The majority of functions for these problems can be found in Chapter f08 which contains software
derived from LAPACK (see Anderson et al. (1999)). However, you should read the the f02 Chapter
Introduction before turning to Chapter f08, especially if you are a new user. Chapter f12 contains
functions for large sparse eigenvalue problems, although one such function is also available in this
chapter.

Chapters f02 and f08 contain Black Box (or Driver) functions that enable many problems to be solved
by a call to a single function, and the decision trees in Section 4 direct you to the most appropriate
functions in Chapters f02 and f08. The Chapter f02 functions call functions in Chapters f07 and f08
wherever possible to perform the computations, and there are pointers in Section 4 to the relevant
decision trees in Chapter f08.

2 Background to the Problems

Here we describe the different types of problem which can be tackled by the functions in this chapter,
and give a brief outline of the methods used to solve them. If you have one specific type of problem to
solve, you need only read the relevant sub-section and then turn to Section 3. Consult a standard
textbook for a more thorough discussion, for example Golub and Van Loan (1996) or Parlett (1998).

In each sub-section, we first describe the problem in terms of real matrices. The changes needed to
adapt the discussion to complex matrices are usually simple and obvious: a matrix transpose such as QT

must be replaced by its conjugate transpose QH; symmetric matrices must be replaced by Hermitian
matrices, and orthogonal matrices by unitary matrices. Any additional changes are noted at the end of
the sub-section.

2.1 Standard Eigenvalue Problems

Let A be a square matrix of order n. The standard eigenvalue problem is to find eigenvalues, �, and
corresponding eigenvectors, x 6¼ 0, such that

Ax ¼ �x: ð1Þ

(The phrase ‘eigenvalue problem’ is sometimes abbreviated to eigenproblem.)

2.1.1 Standard symmetric eigenvalue problems

If A is real symmetric, the eigenvalue problem has many desirable features, and it is advisable to take
advantage of symmetry whenever possible.

The eigenvalues � are all real, and the eigenvectors can be chosen to be mutually orthogonal. That is,
we can write

Azi ¼ �izi for i ¼ 1; 2; . . . ; n

or equivalently:

AZ ¼ Z� ð2Þ

where � is a real diagonal matrix whose diagonal elements �i are the eigenvalues, and Z is a real
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orthogonal matrix whose columns zi are the eigenvectors. This implies that zTi zj ¼ 0 if i 6¼ j, and
zik k2 ¼ 1.

Equation (2) can be rewritten

A ¼ Z�ZT: ð3Þ

This is known as the eigen-decomposition or spectral factorization of A.

Eigenvalues of a real symmetric matrix are well-conditioned, that is, they are not unduly sensitive to
perturbations in the original matrix A. The sensitivity of an eigenvector depends on how small the gap
is between its eigenvalue and any other eigenvalue: the smaller the gap, the more sensitive the
eigenvector. More details on the accuracy of computed eigenvalues and eigenvectors are given in the
function documents, and in the f08 Chapter Introduction.

For dense or band matrices, the computation of eigenvalues and eigenvectors proceeds in the following
stages:

1. A is reduced to a symmetric tridiagonal matrix T by an orthogonal similarity transformation:
A ¼ QTQT, where Q is orthogonal. (A tridiagonal matrix is zero except for the main diagonal and
the first subdiagonal and superdiagonal on either side.) T has the same eigenvalues as A and is
easier to handle.

2. Eigenvalues and eigenvectors of T are computed as required. If all eigenvalues (and optionally
eigenvectors) are required, they are computed by the QR algorithm, which effectively factorizes T
as T ¼ S�ST, where S is orthogonal, or by the divide-and-conquer method. If only selected
eigenvalues are required, they are computed by bisection, and if selected eigenvectors are required,
they are computed by inverse iteration. If s is an eigenvector of T , then Qs is an eigenvector of A.

All the above remarks also apply – with the obvious changes – to the case when A is a complex
Hermitian matrix. The eigenvectors are complex, but the eigenvalues are all real, and so is the
tridiagonal matrix T .

If A is large and sparse, the methods just described would be very wasteful in both storage and
computing time, and therefore an alternative algorithm, known as subspace iteration, is provided (for
real problems only) to find a (usually small) subset of the eigenvalues and their corresponding
eigenvectors. Chapter f12 contains functions based on the Lanczos method for real symmetric large
sparse eigenvalue problems, and these functions are usually more efficient than subspace iteration.

2.1.2 Standard nonsymmetric eigenvalue problems

A real nonsymmetric matrix A may have complex eigenvalues, occurring as complex conjugate pairs. If
x is an eigenvector corresponding to a complex eigenvalue �, then the complex conjugate vector �x is
the eigenvector corresponding to the complex conjugate eigenvalue ��. Note that the vector x defined in
equation (1) is sometimes called a right eigenvector; a left eigenvector y is defined by

yHA ¼ �yH or ATy ¼ ��y:

Functions in this chapter only compute right eigenvectors (the usual requirement), but functions in
Chapter f08 can compute left or right eigenvectors or both.

The eigenvalue problem can be solved via the Schur factorization of A, defined as

A ¼ ZTZT;

where Z is an orthogonal matrix and T is a real upper quasi-triangular matrix, with the same
eigenvalues as A. T is called the Schur form of A. If all the eigenvalues of A are real, then T is upper
triangular, and its diagonal elements are the eigenvalues of A. If A has complex conjugate pairs of
eigenvalues, then T has 2 by 2 diagonal blocks, whose eigenvalues are the complex conjugate pairs of
eigenvalues of A. (The structure of T is simpler if the matrices are complex – see below.)
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For example, the following matrix is in quasi-triangular form

1 � � �
0 2 �1 �
0 1 2 �
0 0 0 3

0B@
1CA

and has eigenvalues 1, 2
 i, and 3. (The elements indicated by ‘�’ may take any values.)

The columns of Z are called the Schur vectors. For each k 1 � k � nð Þ, the first k columns of Z form an
orthonormal basis for the invariant subspace corresponding to the first k eigenvalues on the diagonal of
T . (An invariant subspace (for A) is a subspace S such that for any vector v in S, Av is also in S.)
Because this basis is orthonormal, it is preferable in many applications to compute Schur vectors rather
than eigenvectors. It is possible to order the Schur factorization so that any desired set of k eigenvalues
occupy the k leading positions on the diagonal of T , and functions for this purpose are provided in
Chapter f08.

Note that if A is symmetric, the Schur vectors are the same as the eigenvectors, but if A is
nonsymmetric, they are distinct, and the Schur vectors, being orthonormal, are often more satisfactory
to work with in numerical computation.

Eigenvalues and eigenvectors of a nonsymmetric matrix may be ill-conditioned, that is, sensitive to
perturbations in A. Chapter f08 contains functions which compute or estimate the condition numbers of
eigenvalues and eigenvectors, and the f08 Chapter Introduction gives more details about the error
analysis of nonsymmetric eigenproblems. The accuracy with which eigenvalues and eigenvectors can be
obtained is often improved by balancing a matrix. This is discussed further in Section 3.4.

Computation of eigenvalues, eigenvectors or the Schur factorization proceeds in the following stages:

1. A is reduced to an upper Hessenberg matrix H by an orthogonal similarity transformation:
A ¼ QHQT, where Q is orthogonal. (An upper Hessenberg matrix is zero below the first
subdiagonal.) H has the same eigenvalues as A, and is easier to handle.

2. The upper Hessenberg matrix H is reduced to Schur form T by the QR algorithm, giving the Schur
factorization H ¼ STST. The eigenvalues of A are obtained from the diagonal blocks of T . The
matrix Z of Schur vectors (if required) is computed as Z ¼ QS.

3. After the eigenvalues have been found, eigenvectors may be computed, if required, in two different
ways. Eigenvectors of H can be computed by inverse iteration, and then pre-multiplied by Q to
give eigenvectors of A; this approach is usually preferred if only a few eigenvectors are required.
Alternatively, eigenvectors of T can be computed by back-substitution, and pre-multiplied by Z to
give eigenvectors of A.

All the above remarks also apply – with the obvious changes – to the case when A is a complex
matrix. The eigenvalues are in general complex, so there is no need for special treatment of complex
conjugate pairs, and the Schur form T is simply a complex upper triangular matrix.

As for the symmetric eigenvalue problem, if A and is large and sparse then it is generally preferable to
use an alternative method. Chapter f12 provides functions based on Arnoldi's method for both real and
complex matrices, intended to find a subset of the eigenvalues and vectors.

2.2 The Singular Value Decomposition

The singular value decomposition (SVD) of a real m by n matrix A is given by

A ¼ U�V T;

where U and V are orthogonal and � is an m by n diagonal matrix with real diagonal elements, �i,
such that

�1 	 �2 	 � � � 	 �min m;nð Þ 	 0:

The �i are the singular values of A and the first min m;nð Þ columns of U and V are, respectively, the
left and right singular vectors of A. The singular values and singular vectors satisfy
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Avi ¼ �iui and ATui ¼ �ivi
where ui and vi are the ith columns of U and V respectively.

The singular value decomposition of A is closely related to the eigen-decompositions of the symmetric
matrices ATA or AAT, because:

ATAvi ¼ �2i vi and AATui ¼ �2i ui:

However, these relationships are not recommended as a means of computing singular values or vectors
unless A is sparse and functions from Chapter f12 are to be used.

If Uk, Vk denote the leading k columns of U and V respectively, and if �k denotes the leading principal
submatrix of �, then

Ak � Uk�kV
T
k

is the best rank-k approximation to A in both the 2-norm and the Frobenius norm.

Singular values are well-conditioned; that is, they are not unduly sensitive to perturbations in A. The
sensitivity of a singular vector depends on how small the gap is between its singular value and any
other singular value: the smaller the gap, the more sensitive the singular vector. More details on the
accuracy of computed singular values and vectors are given in the function documents and in the f08
Chapter Introduction.

The singular value decomposition is useful for the numerical determination of the rank of a matrix, and
for solving linear least squares problems, especially when they are rank-deficient (or nearly so). See
Chapter f04.

Computation of singular values and vectors proceeds in the following stages:

1. A is reduced to an upper bidiagonal matrix B by an orthogonal transformation A ¼ U1BV
T
1 , where

U1 and V1 are orthogonal. (An upper bidiagonal matrix is zero except for the main diagonal and
the first superdiagonal.) B has the same singular values as A, and is easier to handle.

2. The SVD of the bidiagonal matrix B is computed as B ¼ U2�V
T
2 , where U2 and V2 are orthogonal

and � is diagonal as described above. Then in the SVD of A, U ¼ U1U2 and V ¼ V1V2.
All the above remarks also apply – with the obvious changes – to the case when A is a complex
matrix. The singular vectors are complex, but the singular values are real and non-negative, and the
bidiagonal matrix B is also real.

By formulating the problems appropriately, real large sparse singular value problems may be solved
using the symmetric eigenvalue functions in Chapter f12.

2.3 Generalized Eigenvalue Problems

Let A and B be square matrices of order n. The generalized eigenvalue problem is to find eigenvalues,
�, and corresponding eigenvectors, x 6¼ 0, such that

Ax ¼ �Bx: ð4Þ

For given A and B, the set of all matrices of the form A� �B is called a pencil, and � and x are said to
be an eigenvalue and eigenvector of the pencil A� �B.

When B is nonsingular, equation (4) is mathematically equivalent to B�1Að Þx ¼ �x, and when A is
nonsingular, it is equivalent to A�1Bð Þx ¼ 1=�ð Þx. Thus, in theory, if one of the matrices A or B is
known to be nonsingular, the problem could be reduced to a standard eigenvalue problem.

However, for this reduction to be satisfactory from the point of view of numerical stability, it is
necessary not only that B (or A) should be nonsingular, but that it should be well-conditioned with
respect to inversion. The nearer B is to singularity, the more unsatisfactory B�1A will be as a vehicle
for determining the required eigenvalues. Well-determined eigenvalues of the original problem (4) may
be poorly determined even by the correctly rounded version of B�1A.
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We consider first a special class of problems in which B is known to be nonsingular, and then return to
the general case in the following sub-section.

2.3.1 Generalized symmetric-definite eigenvalue problems

If A and B are symmetric and B is positive definite, then the generalized eigenvalue problem has
desirable properties similar to those of the standard symmetric eigenvalue problem. The eigenvalues are
all real, and the eigenvectors, while not orthogonal in the usual sense, satisfy the relations zTi Bzj ¼ 0
for i 6¼ j and can be normalized so that zTi Bzi ¼ 1.

Note that it is not enough for A and B to be symmetric; B must also be positive definite, which implies
nonsingularity. Eigenproblems with these properties are referred to as symmetric-definite problems.

If � is the diagonal matrix whose diagonal elements are the eigenvalues, and Z is the matrix whose
columns are the eigenvectors, then

ZTAZ ¼ � and ZTBZ ¼ I:

To compute eigenvalues and eigenvectors, the problem can be reduced to a standard symmetric
eigenvalue problem, using the Cholesky factorization of B as LLT or UTU (see Chapter f07). Note,
however, that this reduction does implicitly involve the inversion of B, and hence this approach should
not be used if B is ill-conditioned with respect to inversion.

For example, with B ¼ LLT, we have

Az ¼ �Bz, L�1AL�T
� �

LTz
� �

¼ � LTz
� �

:

Hence the eigenvalues of Az ¼ �Bz are those of Cy ¼ �y, where C is the symmetric matrix
C ¼ L�1AL�T and y ¼ LTz. The standard symmetric eigenproblem Cy ¼ �y may be solved by the
methods described in Section 2.1.1. The eigenvectors z of the original problem may be recovered by
computing z ¼ L�Ty.
Most of the functions which solve this class of problems can also solve the closely related problems

ABx ¼ �x or BAx ¼ �x

where again A and B are symmetric and B is positive definite. See the function documents for details.

All the above remarks also apply – with the obvious changes – to the case when A and B are complex
Hermitian matrices. Such problems are called Hermitian-definite. The eigenvectors are complex, but the
eigenvalues are all real.

If A and B are large and sparse, reduction to an equivalent standard eigenproblem as described above
would almost certainly result in a large dense matrix C, and hence would be very wasteful in both
storage and computing time. The methods of subspace iteration and Lanczos type methods, mentioned
in Section 2.1.1, can also be used for large sparse generalized symmetric-definite problems.

2.3.2 Generalized nonsymmetric eigenvalue problems

Any generalized eigenproblem which is not symmetric-definite with well-conditioned B must be
handled as if it were a general nonsymmetric problem.

If B is singular, the problem has infinite eigenvalues. These are not a problem; they are equivalent to
zero eigenvalues of the problem Bx ¼ �Ax. Computationally they appear as very large values.

If A and B are both singular and have a common null space, then A� �B is singular for all �; in other
words, any value � can be regarded as an eigenvalue. Pencils with this property are called singular.

As with standard nonsymmetric problems, a real problem may have complex eigenvalues, occurring as
complex conjugate pairs.

The generalized eigenvalue problem can be solved via the generalized Schur factorization of A and B:

A ¼ QUZT; B ¼ QVZT

where Q and Z are orthogonal, V is upper triangular, and U is upper quasi-triangular (defined just as in
Section 2.1.2).
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If all the eigenvalues are real, then U is upper triangular; the eigenvalues are given by �i ¼ uii=vii. If
there are complex conjugate pairs of eigenvalues, then U has 2 by 2 diagonal blocks.

Eigenvalues and eigenvectors of a generalized nonsymmetric problem may be ill-conditioned; that is,
sensitive to perturbations in A or B.

Particular care must be taken if, for some i, uii ¼ vii ¼ 0, or in practical terms if uii and vii are both
small; this means that the pencil is singular, or approximately so. Not only is the particular value �i
undetermined, but also no reliance can be placed on any of the computed eigenvalues. See also the
function documents.

Computation of eigenvalues and eigenvectors proceeds in the following stages.

1. The pencil A� �B is reduced by an orthogonal transformation to a pencil H � �K in which H is
upper Hessenberg and K is upper triangular: A ¼ Q1HZ

T
1 and B ¼ Q1KZ

T
1 . The pencil H � �K

has the same eigenvalues as A� �B, and is easier to handle.

2. The upper Hessenberg matrix H is reduced to upper quasi-triangular form, while K is maintained
in upper triangular form, using the QZ algorithm. This gives the generalized Schur factorization:
H ¼ Q2UZ2 and K ¼ Q2V Z2.

3. Eigenvectors of the pencil U � �V are computed (if required) by back-substitution, and pre-
multiplied by Z1Z2 to give eigenvectors of A.

All the above remarks also apply – with the obvious changes – to the case when A and B are complex
matrices. The eigenvalues are in general complex, so there is no need for special treatment of complex
conjugate pairs, and the matrix U in the generalized Schur factorization is simply a complex upper
triangular matrix.

As for the generalized symmetric-definite eigenvalue problem, if A and B are large and sparse then it is
generally preferable to use an alternative method. Chapter f12 provides functions based on Arnoldi's
method for both real and complex matrices, intended to find a subset of the eigenvalues and vectors.

2.4 Quadratic eigenvalue problems

Let A, B and C be square matrices of order n. The quadratic eigenvalue problem (QEP) is to find
eigenvalues, �, and corresponding eigenvectors, x 6¼ 0, such that

�2Aþ �Bþ C
� �

x ¼ 0:

More specifically, x is a right eigenvector and a left eigenvector, y, is such that

yH �2Aþ �Bþ C
� �

¼ 0;

where yH is the conjugate transpose of y (transpose when y is real).

In general the QEP has 2n eigenvalues and corresponding eigenvectors.

QEPs are generally solved by linearizing the problem to produce a 2n by 2n generalized eigenvalue
problem. For example,

C1 �ð Þ ¼ B C
�I 0

� �
� � �A 0

0 �I

� �
;

which is called the first companion form and has the same 2n eigenvalues as the QEP.

If

det �2Aþ �Bþ C
� �

6� 0;

then the QEP is said to be regular, or non-singular. For a regular QEP, when C is singular the QEP has
one or more zero eigenvalues and when A is singular the QEP has one or more infinite eigenvalues. As
with the generalized problem particular care must be taken when the problem is singular (see
Section 2.3.2).

As with generalized nonsymmetric problems, a real QEP may have complex eigenvalues, occurring as
complex conjugate pairs.
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For further information on QEPs, see the survey article by Tisseur and Meerbergen (2001), and for
details on solving the dense QEP see Hammarling et al. (2013).

3 Recommendations on Choice and Use of Available Functions

3.1 Black Box Functions and General Purpose Functions

Functions in the NAG C Library for solving eigenvalue problems fall into two categories.

1. Black Box Functions: these are designed to solve a standard type of problem in a single call – for
example, to compute all the eigenvalues and eigenvectors of a real symmetric matrix. You are
recommended to use a black box function if there is one to meet your needs; refer to the decision
tree in Section 4.1 or the index in Section 5.

2. General Purpose Functions: these perform the computational subtasks which make up the
separate stages of the overall task, as described in Section 2 – for example, reducing a real
symmetric matrix to tridiagonal form. General purpose functions are to be found, for historical
reasons, some in this chapter, a few in Chapter f01, but most in Chapter f08. If there is no black
box function that meets your needs, you will need to use one or more general purpose functions.

Here are some of the more likely reasons why you may need to do this:

Your problem is already in one of the reduced forms – for example, your symmetric matrix
is already tridiagonal.

You wish to economize on storage for symmetric matrices (see Section 3.3).

You wish to find selected eigenvalues or eigenvectors of a generalized symmetric-definite
eigenproblem (see also Section 3.2).

The decision trees in Section 4.2 list the combinations of general purpose functions which are needed to
solve many common types of problem.

Sometimes a combination of a black box function and one or more general purpose functions will be
the most convenient way to solve your problem: the black box function can be used to compute most of
the results, and a general purpose function can be used to perform a subsidiary computation, such as
computing condition numbers of eigenvalues and eigenvectors.

3.2 Computing Selected Eigenvalues and Eigenvectors

The decision trees and the function documents make a distinction between functions which compute all
eigenvalues or eigenvectors, and functions which compute selected eigenvalues or eigenvectors; the two
classes of function use different algorithms.

It is difficult to give clear guidance on which of these two classes of function to use in a particular case,
especially with regard to computing eigenvectors. If you only wish to compute a very few eigenvectors,
then a function for selected eigenvectors will be more economical, but if you want to compute a
substantial subset (an old rule of thumb suggested more than 25%), then it may be more economical to
compute all of them. Conversely, if you wish to compute all the eigenvectors of a sufficiently large
symmetric tridiagonal matrix, the function for selected eigenvectors may be faster.

The choice depends on the properties of the matrix and on the computing environment; if it is critical,
you should perform your own timing tests.

For dense nonsymmetric eigenproblems, there are no algorithms provided for computing selected
eigenvalues; it is always necessary to compute all the eigenvalues, but you can then select specific
eigenvectors for computation by inverse iteration.

3.3 Storage Schemes for Symmetric Matrices

Functions which handle symmetric matrices are usually designed to use either the upper or lower
triangle of the matrix; it is not necessary to store the whole matrix. If either the upper or lower triangle
is stored conventionally in the upper or lower triangle of a two-dimensional array, the remaining
elements of the array can be used to store other useful data. However, that is not always convenient,
and if it is important to economize on storage, the upper or lower triangle can be stored in a one-
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dimensional array of length n nþ 1ð Þ=2; in other words, the storage is almost halved. This storage
format is referred to as packed storage.

Functions designed for packed storage are usually less efficient, especially on high-performance
computers, so there is a trade-off between storage and efficiency.

A band matrix is one whose nonzero elements are confined to a relatively small number of subdiagonals
or superdiagonals on either side of the main diagonal. Algorithms can take advantage of bandedness to
reduce the amount of work and storage required.

Functions which take advantage of packed storage or bandedness are provided for both standard
symmetric eigenproblems and generalized symmetric-definite eigenproblems.

3.4 Balancing for Nonsymmmetric Eigenproblems

There are two preprocessing steps which one may perform on a nonsymmetric matrix A in order to
make its eigenproblem easier. Together they are referred to as balancing.

1. Permutation: this involves reordering the rows and columns to make A more nearly upper
triangular (and thus closer to Schur form): A0 ¼ PAPT, where P is a permutation matrix. If A has
a significant number of zero elements, this preliminary permutation can reduce the amount of work
required, and also improve the accuracy of the computed eigenvalues. In the extreme case, if A is
permutable to upper triangular form, then no floating-point operations are needed to reduce it to
Schur form.

2. Scaling: a diagonal matrix D is used to make the rows and columns of A0 more nearly equal in
norm: A00 ¼ DA0D�1. Scaling can make the matrix norm smaller with respect to the eigenvalues,
and so possibly reduce the inaccuracy contributed by roundoff (see Chapter II/11 of Wilkinson and
Reinsch (1971)).

Functions are provided in Chapter f08 for performing either or both of these preprocessing steps, and
also for transforming computed eigenvectors or Schur vectors back to those of the original matrix.

Black box functions in this chapter which compute the Schur factorization perform only the permutation
step, since diagonal scaling is not in general an orthogonal transformation. The black box functions
which compute eigenvectors perform both forms of balancing.

3.5 Non-uniqueness of Eigenvectors and Singular Vectors

Eigenvectors, as defined by equations (1) or (4), are not uniquely defined. If x is an eigenvector, then so
is kx where k is any nonzero scalar. Eigenvectors computed by different algorithms, or on different
computers, may appear to disagree completely, though in fact they differ only by a scalar factor (which
may be complex). These differences should not be significant in any application in which the
eigenvectors will be used, but they can arouse uncertainty about the correctness of computed results.

Even if eigenvectors x are normalized so that xk k2 ¼ 1, this is not sufficient to fix them uniquely, since
they can still be multiplied by a scalar factor k such that kj j ¼ 1. To counteract this inconvenience, most
of the functions in this chapter, and in Chapter f08, normalize eigenvectors (and Schur vectors) so that
xk k2 ¼ 1 and the component of x with largest absolute value is real and positive. (There is still a
possible indeterminacy if there are two components of equal largest absolute value – or in practice if
they are very close – but this is rare.)

In symmetric problems the computed eigenvalues are sorted into ascending order, but in nonsymmetric
problems the order in which the computed eigenvalues are returned is dependent on the detailed
working of the algorithm and may be sensitive to rounding errors. The Schur form and Schur vectors
depend on the ordering of the eigenvalues and this is another possible cause of non-uniqueness when
they are computed. However, it must be stressed again that variations in the results from this cause
should not be significant. (Functions in Chapter f08 can be used to transform the Schur form and Schur
vectors so that the eigenvalues appear in any given order if this is important.)

In singular value problems, the left and right singular vectors u and v which correspond to a singular
value � cannot be normalized independently: if u is multiplied by a factor k such that kj j ¼ 1, then v
must also be multiplied by k.
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Non-uniqueness also occurs among eigenvectors which correspond to a multiple eigenvalue, or among
singular vectors which correspond to a multiple singular value. In practice, this is more likely to be
apparent as the extreme sensitivity of eigenvectors which correspond to a cluster of close eigenvalues
(or of singular vectors which correspond to a cluster of close singular values).

4 Decision Trees

4.1 Black Box Functions

The decision tree for this section is divided into three sub-trees.

Tree 1 Eigenvalues and Eigenvectors of Real Matrices

Tree 2 Eigenvalues and Eigenvectors of Complex Matrices

Tree 3 Singular Values and Singular Vectors

Note: for the Chapter f08 functions there is generally a choice of simple and comprehensive function.
The comprehensive functions return additional information such as condition and/or error estimates.

Tree 1: Eigenvalues and Eigenvectors of Real Matrices

Is this a sparse
eigenproblem Ax ¼ �x or
Ax ¼ �Bx? yes

Is the problem symmetric?
yes

f02fkc

no

f02ekc

no

Is the eigenproblem
�2Aþ �Bþ C
� �

x ¼ 0? yes
f02jcc

no

Is the eigenproblem
Ax ¼ �Bx? yes

Are A and B symmetric
with B positive definite and
well-conditioned w.r.t
inversion?

yes
Are A and B band matrices?

yes
f08uac, f08ubc or f12ffc and

f12agc

no

f08sac or f08sbc

no

Are A and B band matrices?
yes

f12afc and f12agc

no

Is the generalized Schur
factorization required? yes

f08xac

no

f08wac or f08wbc

no

The eigenproblem is
Ax ¼ �x. Is A symmetric? yes

Are all eigenvalues or all
eigenvectors required? yes

f08fac

no

f08fbc

no

Are eigenvalues only
required? yes

f08nac or f08nbc

no

Is the Schur factorization
required? yes

f08pac or f08pbc

no

Are all eigenvectors
required? yes

f08nac or f08nbc

no

f02ecc
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Tree 2: Eigenvalues and Eigenvectors of Complex Matrices

Is this a sparse eigenproblem Ax ¼ �x
or Ax ¼ �Bx? yes

Are A and B banded matrices?
yes

f12atc and f12auc

no

See Chapter f12

no

Is the eigenproblem
�2Aþ �Bþ C
� �

x ¼ 0? yes
f02jqc

no

Is the eigenproblem Ax ¼ �Bx?
yes

Are A and B Hermitian with B positive
definite and well-conditioned w.r.t.
inversion?

yes
f08unc or f08upc

no

Is the generalized Schur factorization
required? yes

f08xnc

no

f08wnc

no

The eigenproblem is Ax ¼ �x. Is A
Hermitian? yes

Are all eigenvalues and eigenvectors
required? yes

f08fnc or f08fpc

no

f08fpc

no

Are eigenvalues only required?
yes

f08nnc or f08npc

no

Is the Schur factorization required?
yes

f08pnc or f08ppc

no

Are all eigenvectors required?
yes

f08nnc or f08npc

no

f02gcc

Tree 3: Singular Values and Singular Vectors

Is A a complex matrix?
yes

f08kpc

no

Are only the leading terms required?
yes

f02wgc

no

f08kbc

4.2 General Purpose Functions (Eigenvalues and Eigenvectors)

Functions for large sparse eigenvalue problems are to be found in Chapter f12, see the f12 Chapter
Introduction.

The decision tree for this section addressing dense problems, is divided into eight sub-trees:

Tree 1 Real Symmetric Eigenvalue Problems in the f08 Chapter Introduction

Tree 2 Real Generalized Symmetric-definite Eigenvalue Problems in the f08 Chapter Introduction

Tree 3 Real Nonsymmetric Eigenvalue Problems in the f08 Chapter Introduction

Tree 4 Real Generalized Nonsymmetric Eigenvalue Problems in the f08 Chapter Introduction

Tree 5 Complex Hermitian Eigenvalue Problems in the f08 Chapter Introduction

Tree 6 Complex Generalized Hermitian-definite Eigenvalue Problems in the f08 Chapter
Introduction

Tree 7 Complex non-Hermitian Eigenvalue Problems in the f08 Chapter Introduction
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Tree 8 Complex Generalized non-Hermitian Eigenvalue Problems in the f08 Chapter Introduction

As it is very unlikely that one of the functions in this section will be called on its own, the other
functions required to solve a given problem are listed in the order in which they should be called.

4.3 General Purpose Functions (Singular Value Decomposition)

See Section 4.2 in the f08 Chapter Introduction. For real sparse matrices where only selected singular
values are required (possibly with their singular vectors), functions from Chapter f12 may be applied to
the symmetric matrix ATA; see Section 10 in nag_real_symm_sparse_eigensystem_iter (f12fbc).

5 Functionality Index

Black Box functions,
complex eigenproblem,

selected eigenvalues and eigenvectors ............................ nag_complex_eigensystem_sel (f02gcc)
complex quadratic eigenproblem,

all eigenvalues and optionally eigenvectors, backward,
errors and eigenvalue condition numbers .................. nag_eigen_complex_gen_quad (f02jqc)

real eigenproblem,
selected eigenvalues and eigenvectors ................................... nag_real_eigensystem_sel (f02ecc)

real quadratic eigenproblem,
all eigenvalues and optionally eigenvectors, backward,

errors and eigenvalue condition numbers .......................... nag_eigen_real_gen_quad (f02jcc)
real sparse eigenproblem,

selected eigenvalues and eigenvectors .................... nag_eigen_real_gen_sparse_arnoldi (f02ekc)
real sparse symmetric matrix,

driver,
selected eigenvalues and eigenvectors ........... nag_eigen_real_symm_sparse_arnoldi (f02fkc)

General Purpose functions (see also Chapter f12),
real m by n matrix, leading terms SVD ........................................... nag_real_partial_svd (f02wgc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_real_symm_eigenvalues (f02aac) 26 nag_dsyev (f08fac)
nag_real_symm_eigensystem (f02abc) 26 nag_dsyev (f08fac)
nag_real_symm_general_eigenvalues (f02adc) 26 nag_dsygv (f08sac)
nag_real_symm_general_eigensystem (f02aec) 26 nag_dsygv (f08sac)
nag_real_eigenvalues (f02afc) 26 nag_dgeev (f08nac)
nag_real_eigensystem (f02agc) 26 nag_dgeev (f08nac)
nag_hermitian_eigenvalues (f02awc) 26 nag_zheev (f08fnc)
nag_hermitian_eigensystem (f02axc) 26 nag_zheev (f08fnc)
nag_real_general_eigensystem (f02bjc) 26 nag_dggev (f08wac)
nag_real_svd (f02wec) 26 nag_dgesvd (f08kbc)
nag_complex_svd (f02xec) 26 nag_zgesvd (f08kpc)
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NAG Library Function Document

nag_real_eigensystem_sel (f02ecc)

1 Purpose

nag_real_eigensystem_sel (f02ecc) computes selected eigenvalues and eigenvectors of a real general
matrix.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_real_eigensystem_sel (Nag_Select_Eigenvalues crit, Integer n,
double a[], Integer tda, double wl, double wu, Integer mest, Integer *m,
Complex w[], Complex v[], Integer tdv, NagError *fail)

3 Description

nag_real_eigensystem_sel (f02ecc) computes selected eigenvalues and the corresponding right
eigenvectors of a real general matrix A:

Axi ¼ �ixi:

Eigenvalues �i may be selected either by modulus, satisfying:

wl � �ij j � wu;

or by real part, satisfying:

wl � Re �ið Þ � wu:

Note that even though A is real, �i and xi may be complex. If xi is an eigenvector corresponding to a
complex eigenvalue �i, then the complex conjugate vector �xi is the eigenvector corresponding to the
complex conjugate eigenvalue ��i. The eigenvalues in a complex conjugate pair �i and ��i are either both
selected or both not selected.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: crit – Nag_Select_Eigenvalues Input

On entry: indicates the criterion for selecting eigenvalues:

if crit ¼ Nag Select Modulus, then eigenvalues are selected according to their moduli:
wl � �ij j � wu.
if crit ¼ Nag Select RealPart, then eigenvalues are selected according to their real parts:
wl � Re �ið Þ � wu.

Constraint: crit ¼ Nag Select Modulus or Nag Select RealPart.
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2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½n� tda� – double Input/Output

Note: the i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
On entry: the n by n general matrix A.

On exit: a contains the Hessenberg form of the balanced input matrix A0 (see Section 9).

4: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: tda 	 max 1; nð Þ.

5: wl – double Input
6: wu – double Input

On entry: wl and wu, the lower and upper bounds on the criterion for the selected eigenvalues.

Constraint: wu > wl.

7: mest – Integer Input

On entry: mest must be an upper bound on m, the number of eigenvalues and eigenvectors
selected. No eigenvectors are computed if mest < m.

Constraint: mest 	 max 1;mð Þ.

8: m – Integer * Output

On exit: m, the number of eigenvalues actually selected.

9: w½max 1; nð Þ� – Complex Output

On exit: the first m elements of w hold the values of the selected eigenvalues; elements from the
index m to n� 1 contain the other eigenvalues. Complex conjugate pairs of eigenvalues are
stored in consecutive elements of the array, with the eigenvalue having the positive imaginary
part first.

10: v½n� tdv� – Complex Output

Note: the i; jð Þth element of the matrix V is stored in v½ i� 1ð Þ � tdvþ j� 1�.
On exit: v contains the selected eigenvectors, with the ith column holding the eigenvector
associated with the eigenvalue �i (stored in w½i� 1�).

11: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 mest.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_REAL_ARG_LE

On entry, wu ¼ valueh i while wl ¼ valueh i. These arguments must satisfy wu > wl.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument crit had an illegal value.

NE_EIGVEC

Inverse iteration failed to compute all the specified eigenvectors. If an eigenvector failed to
converge, the corresponding column of v is set to zero.

NE_INT_2

On entry, tda ¼ valueh i while n ¼ valueh i.
Constraint: tda 	 max 1; nð Þ.
On entry, tdv ¼ valueh i while mest ¼ valueh i.
Constraint: tdv 	 max 1;mestð Þ.

NE_INT_ARG_LT

On entry, mest ¼ valueh i.
Constraint: mest 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_QR_FAIL

The QR algorithm failed to compute all the eigenvalues. No eigenvectors have been computed.

NE_REQD_EIGVAL

There are more than mest eigenvalues in the specified range. The actual number of eigenvalues
in the range is returned in m. No eigenvectors have been computed.

Rerun with the second dimension of v ¼ mest 	 m.

7 Accuracy

If �i is an exact eigenvalue, and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� A0k k2

si
;

where c nð Þ is a modestly increasing function of n, � is the machine precision, and si is the reciprocal
condition number of �i; A0 is the balanced form of the original matrix A, and A0k k � Ak k.
If xi is the corresponding exact eigenvector, and ~xi is the corresponding computed eigenvector, then the
angle � ~xi; xið Þ between them is bounded as follows:

� ~xi; xið Þ � c nð Þ� A
0k k2

sepi

where sepi is the reciprocal condition number of xi.
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8 Parallelism and Performance

nag_real_eigensystem_sel (f02ecc) is not threaded in any implementation.

9 Further Comments

nag_real_eigensystem_sel (f02ecc) first balances the matrix, using a diagonal similarity transformation
to reduce its norm; and then reduces the balanced matrix A0 to upper Hessenberg form H, using an
orthogonal similarity transformation: A0 ¼ QHQT. The function uses the Hessenberg QR algorithm to
compute all the eigenvalues of H, which are the same as the eigenvalues of A. It computes the
eigenvectors of H which correspond to the selected eigenvalues, using inverse iteration. It premultiplies
the eigenvectors by Q to form the eigenvectors of A0; and finally transforms the eigenvectors to those of
the original matrix A.

Each eigenvector x (real or complex) is normalized so that xk k2 ¼ 1, and the element of largest
absolute value is real and positive.

The inverse iteration function may make a small perturbation to the real parts of close eigenvalues, and
this may shift their moduli just outside the specified bounds. If you are relying on eigenvalues being
within the bounds, you should test them on return from nag_real_eigensystem_sel (f02ecc).

The time taken by the function is approximately proportional to n3.

The function can be used to compute all eigenvalues and eigenvectors, by setting wl large and negative,
and wu large and positive.

10 Example

To compute those eigenvalues of the matrix A whose moduli lie in the range 0:2; 0:5½ �, and their
corresponding eigenvectors, where

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA

10.1 Program Text

/* nag_real_eigensystem_sel (f02ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf02.h>

#define MMAX 3
#define A(I, J) a[(I) *tda + J]
#define V(I, J) v[(I) *tdv + J]
int main(void)
{

Complex *v = 0, *w = 0;
Integer exit_status = 0, i, j, m, mest, n, tda, tdv;
double *a = 0, wl, wu;

NagError fail;
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INIT_FAIL(fail);

printf("nag_real_eigensystem_sel (f02ecc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

mest = MMAX;
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf%*[^\n]", &n, &wl, &wu);
#else

scanf("%" NAG_IFMT "%lf%lf%*[^\n]", &n, &wl, &wu);
#endif

if (n >= 0) {
if (!(a = NAG_ALLOC(n * n, double)) ||

!(w = NAG_ALLOC(n, Complex)) || !(v = NAG_ALLOC(n * mest, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;
tdv = mest;

}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
/* Read a from data file */
for (i = 0; i < n; ++i)

for (j = 0; j < n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute selected eigenvalues and eigenvectors of A */

/* nag_real_eigensystem_sel (f02ecc).
* Computes selected eigenvalues and eigenvectors of a real
* general matrix
*/

nag_real_eigensystem_sel(Nag_Select_Modulus, n, a, tda, wl, wu, mest, &m, w,
v, tdv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_eigensystem_sel (f02ecc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n\nEigenvalues\n");
for (i = 0; i < m; ++i)

printf("(%7.4f, %7.4f) ", w[i].re, w[i].im);
printf("\n");

printf(" Eigenvectors\n ");
for (i = 1; i <= m; i++)

printf("%15" NAG_IFMT "%s", i, i % m == 0 ? "\n" : "");
for (i = 0; i < n; i++) {
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printf("%" NAG_IFMT " ", i + 1);
for (j = 0; j < m; j++)

printf("(%8.4f, %8.4f)%s", V(i, j).re,
V(i, j).im, (j + 1) % m == 0 ? "\n" : " ");

}
END:

NAG_FREE(a);
NAG_FREE(w);
NAG_FREE(v);
return exit_status;

}

10.2 Program Data

nag_real_eigensystem_sel (f02ecc) Example Program Data
4 0.2 0.5 :Values of n, wl, wu
0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 :End of matrix a

10.3 Program Results

nag_real_eigensystem_sel (f02ecc) Example Program Results

Eigenvalues
(-0.0994, 0.4008) (-0.0994, -0.4008)
Eigenvectors

1 2
1 ( -0.1933, 0.2546) ( -0.1933, -0.2546)
2 ( 0.2519, -0.5224) ( 0.2519, 0.5224)
3 ( 0.0972, -0.3084) ( 0.0972, 0.3084)
4 ( 0.6760, 0.0000) ( 0.6760, -0.0000)
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NAG Library Function Document

nag_eigen_real_gen_sparse_arnoldi (f02ekc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, you need only read Sections 1 to 10 of this
document. If, however, you wish to reset some or all of the settings this must be done by calling the
option setting function nag_real_sparse_eigensystem_option (f12adc) from the user-supplied function
option. Please refer to Section 11 for a detailed description of the specification of the optional
parameters.

1 Purpose

nag_eigen_real_gen_sparse_arnoldi (f02ekc) computes selected eigenvalues and eigenvectors of a real
sparse general matrix.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_eigen_real_gen_sparse_arnoldi (Integer n, Integer nnz, double a[],
const Integer icolzp[], const Integer irowix[], Integer nev,
Integer ncv, double sigma,

void (*monit)(Integer ncv, Integer niter, Integer nconv,
const Complex w[], const double rzest[], Integer *istat,
Nag_Comm *comm),

void (*option)(Integer icom[], double com[], Integer *istat,
Nag_Comm *comm),

Integer *nconv, Complex w[], double v[], Integer pdv, double resid[],
Nag_Comm *comm, NagError *fail)

3 Description

nag_eigen_real_gen_sparse_arnoldi (f02ekc) computes selected eigenvalues and the corresponding right
eigenvectors of a real sparse general matrix A:

Awi ¼ �iwi:
A specified number, nev, of eigenvalues �i, or the shifted inverses �i ¼ 1= �i � �ð Þ, may be selected
either by largest or smallest modulus, largest or smallest real part, or, largest or smallest imaginary part.
Convergence is generally faster when selecting larger eigenvalues, smaller eigenvalues can always be
selected by choosing a zero inverse shift (� ¼ 0:0). When eigenvalues closest to a given real value are
required then the shifted inverses of largest magnitude should be selected with shift equal to the
required real value.

Note that even though A is real, �i and wi may be complex. If wi is an eigenvector corresponding to a
complex eigenvalue �i, then the complex conjugate vector �wi is the eigenvector corresponding to the
complex conjugate eigenvalue ��i. The eigenvalues in a complex conjugate pair �i and ��i are either both
selected or both not selected.

The sparse matrix A is stored in compressed column storage (CCS) format. See Section 2.1.3 in the f11
Chapter Introduction.

nag_eigen_real_gen_sparse_arnoldi (f02ekc) uses an implicitly restarted Arnoldi iterative method to
converge approximations to a set of required eigenvalues and corresponding eigenvectors. Further
algorithmic information is given in Section 9 while a fuller discussion is provided in the f12 Chapter
Introduction. If shifts are to be performed then operations using shifted inverse matrices are performed
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using a direct sparse solver; further information on the solver used is provided in the f11 Chapter
Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: nnz – Integer Input

On entry: the dimension of the array a.The number of nonzero elements of the matrix A and, if a
nonzero shifted inverse is to be applied, all diagonal elements. Each nonzero is counted once in
the latter case.

Constraint: 0 � nnz � n2.

3: a½nnz� – double Input/Output

On entry: the array of nonzero elements (and diagonal elements if a nonzero inverse shift is to be
applied) of the n by n general matrix A.

On exit: if a nonzero shifted inverse is to be applied then the diagonal elements of A have the
shift value, as supplied in sigma, subtracted.

4: icolzp½nþ 1� – const Integer Input

On entry: icolzp½i� 1� contains the index in a of the start of column i, for i ¼ 1; 2; . . . ; n;
icolzp½n� must contain the value nnzþ 1. Thus the number of nonzero elements in column i of A
is icolzp½i� � icolzp½i� 1�; when shifts are applied this includes diagonal elements irrespective of
value. See Section 2.1.3 in the f11 Chapter Introduction.

5: irowix½nnz� – const Integer Input

On entry: irowix½i� 1� contains the row index for each entry in a. See Section 2.1.3 in the f11
Chapter Introduction.

6: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

7: ncv – Integer Input

On entry: the dimension of the array w. The number of Arnoldi basis vectors to use during the
computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
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the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nevþ 1 < ncv � n.

8: sigma – double Input

On entry: if the Shifted Inverse Real mode has been selected then sigma contains the real shift
used; otherwise sigma is not referenced. This mode can be selected by setting the appropriate
options in the user-supplied function option.

9: monit – function, supplied by the user External Function

monit is used to monitor the progress of nag_eigen_real_gen_sparse_arnoldi (f02ekc). monit
may be specified as NULLFN if no monitoring is actually required. monit is called after the
solution of each eigenvalue sub-problem and also just prior to return from nag_eigen_real_gen_
sparse_arnoldi (f02ekc).

The specification of monit is:

void monit (Integer ncv, Integer niter, Integer nconv,
const Complex w[], const double rzest[], Integer *istat,
Nag_Comm *comm)

1: ncv – Integer Input

On entry: the dimension of the arrays w and rzest. The number of Arnoldi basis vectors
used during the computation.

2: niter – Integer Input

On entry: the number of the current Arnoldi iteration.

3: nconv – Integer Input

On entry: the number of converged eigenvalues so far.

4: w½ncv� – const Complex Input

On entry: the first nconv elements of w contain the converged approximate eigenvalues.

5: rzest½ncv� – const double Input

On entry: the first nconv elements of rzest contain the Ritz estimates (error bounds) on
the converged approximate eigenvalues.

6: istat – Integer * Input/Output

On entry: set to zero.

On exit: if set to a nonzero value nag_eigen_real_gen_sparse_arnoldi (f02ekc) returns
immediately with fail:code ¼ NE_USER_STOP.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monit.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_eigen_real_gen_sparse_ar
noldi (f02ekc) you may allocate memory and initialize these pointers with
various quantities for use by monit when called from nag_eigen_real_gen_spar
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se_arnoldi (f02ekc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

10: option – function, supplied by the user External Function

You can supply non-default options to the Arnoldi eigensolver by repeated calls to
nag_real_sparse_eigensystem_option (f12adc) from within option. (Please note that it is only
necessary to call nag_real_sparse_eigensystem_option (f12adc); no call to nag_real_sparse_ei
gensystem_init (f12aac) is required from within option.) For example, you can set the mode to
Shifted Inverse Real, you can increase the Iteration Limit beyond its default and you can print
varying levels of detail on the iterative process using Print Level.

If only the default options (including that the eigenvalues of largest magnitude are sought) are to
be used then option may be specified as NULLFN. See Section 10 for an example of using
option to set some non-default options.

The specification of option is:

void option (Integer icom[], double com[], Integer *istat,
Nag_Comm *comm)

1: icom½140� – Integer Communication Array

On entry: contains details of the default option set. This array must be passed as
argument icomm in any call to nag_real_sparse_eigensystem_option (f12adc).

On exit: contains data on the current options set which may be altered from the default
set via calls to nag_real_sparse_eigensystem_option (f12adc).

2: com½60� – double Communication Array

On entry: contains details of the default option set. This array must be passed as
argument comm in any call to nag_real_sparse_eigensystem_option (f12adc).

On exit: contains data on the current options set which may be altered from the default
set via calls to nag_real_sparse_eigensystem_option (f12adc).

3: istat – Integer * Input/Output

On entry: set to zero.

On exit: if set to a nonzero value nag_eigen_real_gen_sparse_arnoldi (f02ekc) returns
immediately with fail:code ¼ NE_USER_STOP.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to option.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_eigen_real_gen_sparse_ar
noldi (f02ekc) you may allocate memory and initialize these pointers with
various quantities for use by option when called from nag_eigen_real_gen_
sparse_arnoldi (f02ekc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

11: nconv – Integer * Output

On exit: the number of converged approximations to the selected eigenvalues. On successful exit,
this will normally be either nev or nevþ 1 depending on the number of complex conjugate pairs
of eigenvalues returned.
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12: w½ncv� – Complex Output

On exit: the first nconv elements contain the converged approximations to the selected
eigenvalues. Since complex conjugate pairs of eigenvalues appear together, it is possible (given
an odd number of converged real eigenvalues) for nag_eigen_real_gen_sparse_arnoldi (f02ekc) to
return one more eigenvalue than requested.

13: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least pdv� ncv.

On exit: contains the eigenvectors associated with the eigenvalue �i, for i ¼ 1; 2; . . . ; nconv
(stored in w). For a real eigenvalue, �j, the corresponding eigenvector is real and is stored in
v½ j� 1ð Þ � pdvþ i � 1�, for i ¼ 1; 2; . . . ; n. For complex conjugate pairs of eigenvalues,
wjþ1 ¼ �wj, the real and imaginary parts of the corresponding eigenvectors are stored,
respectively, in v½ j� 1ð Þ � pdvþ i � 1� and v½j� pdvþ i � 1�, for i ¼ 1; 2; . . . ; n. The
imaginary parts stored are for the first of the conjugate pair of eigenvectors; the other
eigenvector in the pair is obtained by negating these imaginary parts.

14: pdv – Integer Input

On entry: the stride separating, in the array v, real and imaginary parts of elements of a conjugate
pair of eigenvectors, or separating the elements of a real eigenvector from the corresponding real
parts of the next eigenvector.

Constraint: pdv 	 n.

15: resid½nevþ 1� – double Output

On exit: the residual Awi � �iwik k2 for the estimates to the eigenpair �i and wi is returned in
resid½i � 1�, for i ¼ 1; 2; . . . ; nconv.

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

On entry, in shifted inverse mode, the jth diagonal element of A is not defined, for j ¼ valueh i.

NE_EIGENVALUES

The number of eigenvalues found to sufficient accuracy is zero.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

On entry, nnz ¼ valueh i.
Constraint: nnz > 0.

NE_INT_2

On entry, ncv ¼ valueh i and n ¼ valueh i.
Constraint: ncv � n.

On entry, ncv ¼ valueh i and nev ¼ valueh i.
Constraint: ncv > nevþ 1.

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� n.

On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 n.

NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix.
Please contact NAG.

NE_INTERNAL_EIGVEC_FAIL

In calculating eigenvectors, an internal call returned with an error.
Please contact NAG.

NE_INTERNAL_ERROR

An internal call to nag_real_sparse_eigensystem_iter (f12abc) returned with fail:code ¼
NE_OPT_INCOMPAT.
This error should not occur. Please contact NAG.

An internal call to nag_real_sparse_eigensystem_sol (f12acc) returned with fail:code ¼
NE_INVALID_OPTION.

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

Internal inconsistency in the number of converged Ritz values. Number counted ¼ valueh i,
number expected ¼ valueh i.

NE_INVALID_OPTION

The maximum number of iterations � 0, the optional parameter Iteration Limit has been set to
valueh i.

NE_NO_ARNOLDI_FAC

Could not build an Arnoldi factorization. The size of the current Arnoldi factorization ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Arnoldi iteration.

NE_SCHUR_EIG_FAIL

During calculation of a real Schur form, there was a failure to compute valueh i eigenvalues in a
total of valueh i iterations.

NE_SCHUR_REORDER

The computed Schur form could not be reordered by an internal call.
This routine returned with fail:code ¼ valueh i.
Please contact NAG.

NE_SINGULAR

On entry, the matrix A� �� I is nearly numerically singular and could not be inverted. Try
perturbing the value of �. Norm of matrix ¼ valueh i, Reciprocal condition number ¼ valueh i.
On entry, the matrix A� �� I is numerically singular and could not be inverted. Try perturbing
the value of �.

NE_SPARSE_COL

On entry, for i ¼ valueh i, icolzp½i� 1� ¼ valueh i and icolzp½i� ¼ valueh i.
Constraint: icolzp½i� 1� < icolzp½i�.
On entry, icolzp½0� ¼ valueh i.
Constraint: icolzp½0� ¼ 1.

On entry, icolzp½n� ¼ valueh i and nnz ¼ valueh i.
Constraint: icolzp½n� ¼ nnzþ 1.

NE_SPARSE_ROW

On entry, in specification of column valueh i, and for j ¼ valueh i, irowix½j� 1� ¼ valueh i and
irowix½j� ¼ valueh i.
Constraint: irowix½j� 1� < irowix½j�.

NE_TOO_MANY_ITER

The maximum number of iterations has been reached.
The maximum number of iterations ¼ valueh i.
The number of converged eigenvalues ¼ valueh i.
See the function document for further details.

NE_USER_STOP

User requested termination in monit, istat ¼ valueh i.
User requested termination in option, istat ¼ valueh i.

NE_ZERO_RESID

An internal call to nag_real_sparse_eigensystem_iter (f12abc) returned with fail:code ¼
NE_ZERO_INIT_RESID.

7 Accuracy

The relative accuracy of a Ritz value (eigenvalue approximation), �, is considered acceptable if its Ritz
estimate � Tolerance� �. The default value for Tolerance is the machine precision given by
nag_machine_precision (X02AJC). The Ritz estimates are available via the monit function at each
iteration in the Arnoldi process, or can be printed by setting option Print Level to a positive value.
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8 Parallelism and Performance

nag_eigen_real_gen_sparse_arnoldi (f02ekc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_eigen_real_gen_sparse_arnoldi (f02ekc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_eigen_real_gen_sparse_arnoldi (f02ekc) calls functions based on the ARPACK suite in Chapter
f12. These functions use an implicitly restarted Arnoldi iterative method to converge to approximations
to a set of required eigenvalues (see the f12 Chapter Introduction).

In the default Regular mode, only matrix-vector multiplications are performed using the sparse matrix
A during the Arnoldi process. Each iteration is therefore cheap computationally, relative to the
alternative, Shifted Inverse Real, mode described below. It is most efficient (i.e., the total number of
iterations required is small) when the eigenvalues of largest magnitude are sought and these are distinct.

Although there is an option for returning the smallest eigenvalues using this mode (see
Smallest Magnitude option), the number of iterations required for convergence will be far greater
or the method may not converge at all. However, where convergence is achieved, Regular mode may
still prove to be the most efficient since no inversions are required. Where smallest eigenvalues are
sought and Regular mode is not suitable, or eigenvalues close to a given real value are sought, the
Shifted Inverse Real mode should be used.

If the Shifted Inverse Real mode is used (via a call to nag_real_sparse_eigensystem_option (f12adc) in
option) then the matrix A� �I is used in linear system solves by the Arnoldi process. This is first
factorized internally using the direct LU factorization function nag_superlu_lu_factorize (f11mec). The
condition number of A� �I is then calculated by a call to nag_superlu_condition_number_lu (f11mgc).
If the condition number is too big then the matrix is considered to be nearly singular, i.e., � is an
approximate eigenvalue of A, and the function exits with an error. In this situation it is normally
sufficient to perturb � by a small amount and call nag_eigen_real_gen_sparse_arnoldi (f02ekc) again.
After successful factorization, subsequent solves are performed by calls to nag_superlu_solve_lu
(f11mfc).

Finally, nag_eigen_real_gen_sparse_arnoldi (f02ekc) transforms the eigenvectors. Each eigenvector w
(real or complex) is normalized so that wk k2 ¼ 1, and the element of largest absolute value is real.

The monitoring function monit provides some basic information on the convergence of the Arnoldi
iterations. Much greater levels of detail on the Arnoldi process are available via option Print Level. If
this is set to a positive value then information will be printed, by default, to standard output. The
Monitoring option may be used to select a monitoring file by setting the option to a file identification
(unit) number associated with Monitoring (see nag_open_file (x04acc)).

10 Example

This example computes the four eigenvalues of the matrix A which lie closest to the value � ¼ 5:5 on
the real line, and their corresponding eigenvectors, where A is the tridiagonal matrix with elements

aij ¼
2þ i; j ¼ i

3; j ¼ i� 1
�1þ �= 2nþ 2ð Þ; j ¼ iþ 1 with � ¼ 10:0:

8<:
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10.1 Program Text

/* nag_eigen_real_gen_sparse_arnoldi (f02ekc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf02.h>
#include <nagf12.h>
#include <nagx02.h>
#include <nagx04.h>

/* User-defined Functions */
#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL myoption(Integer icomm[], double com[], Integer *istat,
Nag_Comm *comm);

static void NAG_CALL mymonit(Integer ncv, Integer niter, Integer nconv,
const Complex w[], const double rzest[],
Integer *istat, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double one = 1.0, two = 2.0, three = 3.0;
double h, rho, s, sigma;
Integer exit_status = 0;
Integer fileid, fmode, i, imon, k, maxit, mode;
Integer n, nconv, ncv, nev, nnz, nx, prtlvl, tdv;

/* Local Arrays */
Complex *w = 0;
double *a = 0, *resid = 0, *v = 0;
double user[1];
Integer *icolzp = 0, *irowix = 0;
Integer iuser[5];
const char *filename = "f02ekce.monit";

/* Nag Types */
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

comm.user = user;
comm.iuser = iuser;
user[0] = 0.0;
iuser[0] = 0;

/* Output preamble */
printf("nag_eigen_real_gen_sparse_arnoldi (f02ekc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read in problem size and parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]%" NAG_IFMT "", &nx, &nev,
&ncv);

#else
scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]%" NAG_IFMT "", &nx, &nev,

&ncv);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]%lf%*[^\n]%lf%*[^\n]", &rho, &sigma);
#else

scanf("%*[^\n]%lf%*[^\n]%lf%*[^\n]", &rho, &sigma);
#endif

n = nx * nx;
nnz = 3 * n - 2;
tdv = n;

if (!(resid = NAG_ALLOC((ncv), double)) ||
!(a = NAG_ALLOC((nnz), double)) ||
!(icolzp = NAG_ALLOC((n + 1), Integer)) ||
!(irowix = NAG_ALLOC((nnz), Integer)) ||
!(w = NAG_ALLOC((ncv), Complex)) ||
!(v = NAG_ALLOC((tdv) * (ncv), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Construct A in compressed column storage (CCS) format where:
* A_{i,i} = 2 + i
* A_{i+1,i) = 3
* A_{i,i+1} = rho/(2n+2) - 1
*/

h = one / (double) (n + 1);
s = rho * h / two - one;
a[0] = two + one;
a[1] = three;
icolzp[0] = 1;
irowix[0] = 1;
irowix[1] = 2;

k = 3;
for (i = 2; i <= n - 1; i++) {

icolzp[i - 1] = k;
irowix[k - 1] = i - 1;
irowix[k] = i;
irowix[k + 1] = i + 1;
a[k - 1] = s;
a[k] = two + (double) (i);
a[k + 1] = three;
k = k + 3;

}

icolzp[n - 1] = k;
icolzp[n] = k + 2;
irowix[k - 1] = n - 1;
irowix[k] = n;
a[k - 1] = s;
a[k] = two + (double) (n);

/* Set some options via iuser array and routine argument OPTION.
* iuser[0] = print level, iuser[1] = iteration limit,
* iuser[2]>0 means shifted-invert mode
* iuser[3]>0 means print monitoring info.
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*/
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &prtlvl, &maxit);
#else

scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &prtlvl, &maxit);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &mode, &imon);
#else

scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &mode, &imon);
#endif

if (imon > 0) {
/* Open the monitoring file for writing using
* nag_open_file (x04acc):
* open unit number for reading, writing or appending, and
* associate unit with named file
*/

/* If prtlvl >=10 internal monitoring information in addition to whatever is
* written to fileid using mymonit.
*/

fmode = 1;
nag_open_file(filename, fmode, &fileid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_open_file (x04acc) %s\n", fail.message);
exit_status = 1;
goto END;

}
iuser[4] = fileid;

}

iuser[0] = prtlvl;
iuser[1] = maxit;
iuser[2] = mode;
iuser[3] = imon;

/* Compute eigenvalues and eigenvectors using
* nag_eigen_real_gen_sparse_arnoldi (f02ekc):
* selected eigenvalues of real general matrix driver.
*/

nag_eigen_real_gen_sparse_arnoldi(n, nnz, a, icolzp, irowix, nev, ncv,
sigma, mymonit, myoption, &nconv, w, v,
tdv, resid, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_eigen_real_gen_sparse_arnoldi (f02ekc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (imon > 0) {
/* Close the monitoring file using
* nag_close_file (x04adc):
* close file associated with given unit number
*/

nag_close_file(fileid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_close_file (x04adc) %s\n", fail.message);
exit_status = 1;
goto END;

}
}

printf(" The %4" NAG_IFMT " ", nconv);
printf(" Ritz values of closest to %13.5e are \n", sigma);
for (i = 1; i <= nconv; i++) {

/* nag_machine_precision (x02ajc) */
if (resid[i - 1] > (double) (100 * n) * nag_machine_precision) {

printf("%7" NAG_IFMT " ( %13.5e, %13.5e) ", i, w[i - 1].re,
w[i - 1].im);

printf("%13.5e\n", resid[i - 1]);
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}
else {

printf("%8" NAG_IFMT " ( %13.5e, %13.5e) \n", i, w[i - 1].re,
w[i - 1].im);

}
}

END:

NAG_FREE(w);
NAG_FREE(a);
NAG_FREE(v);
NAG_FREE(resid);
NAG_FREE(icolzp);
NAG_FREE(irowix);
return exit_status;

}

static void NAG_CALL myoption(Integer icomm[], double com[], Integer *istat,
Nag_Comm *comm)

{
NagError fail1;
char rec[26];

INIT_FAIL(fail1);

if (comm->iuser[0] > 0) {
#ifdef _WIN32

sprintf_s(rec, (unsigned)_countof(rec), "Print Level=%5" NAG_IFMT,
comm->iuser[0]);

#else
sprintf(rec, "Print Level=%5" NAG_IFMT, comm->iuser[0]);

#endif
fail1.code = 1;
/* Set print level using
* nag_real_sparse_eigensystem_option (f12adc)
* Set a single option from a string.
*/

nag_real_sparse_eigensystem_option(rec, icomm, com, &fail1);
*istat = MAX(*istat, fail1.code);

}

if (comm->iuser[1] > 100) {
#ifdef _WIN32

sprintf_s(rec, (unsigned)_countof(rec), "Iteration Limit=%5" NAG_IFMT,
comm->iuser[1]);

#else
sprintf(rec, "Iteration Limit=%5" NAG_IFMT, comm->iuser[1]);

#endif
fail1.code = 1;
/* Set iteration limit using
* nag_real_sparse_eigensystem_option (f12adc)
* Set a single option from a string.
*/

nag_real_sparse_eigensystem_option(rec, icomm, com, &fail1);
*istat = MAX(*istat, fail1.code);

}

if (comm->iuser[2] > 0) {
fail1.code = 1;
/* Set computational mode to shifted inverse real. */
nag_real_sparse_eigensystem_option("Shifted Inverse Real", icomm, com,

&fail1);
*istat = MAX(*istat, fail1.code);

}

if (comm->iuser[3] > 0) {
fail1.code = 1;
/* Switch monitoring on and use the fileid stored in iuser[4]. */

#ifdef _WIN32
sprintf_s(rec, (unsigned)_countof(rec), "Monitoring=%5" NAG_IFMT,
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comm->iuser[4]);
#else

sprintf(rec, "Monitoring=%5" NAG_IFMT, comm->iuser[4]);
#endif

nag_real_sparse_eigensystem_option(rec, icomm, com, &fail1);
*istat = MAX(*istat, fail1.code);

}
}

static void NAG_CALL mymonit(Integer ncv, Integer niter, Integer nconv,
const Complex w[], const double rzest[],
Integer *istat, Nag_Comm *comm)

{
Integer i;
char line[100];

if (comm->iuser[3] > 0) {

/* Write lines to the file we opened for monitoring using
* nag_write_line (x04bac):
* write formatted record to external file.
*/

if (niter == 1 && comm->iuser[2] > 0) {
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line),
" Arnoldi basis vectors used: %4" NAG_IFMT "\n", ncv);

#else
sprintf(line, " Arnoldi basis vectors used: %4" NAG_IFMT "\n", ncv);

#endif
nag_write_line(comm->iuser[4], line);

#ifdef _WIN32
sprintf_s(line, (unsigned)_countof(line),

" The following Ritz values (mu) are related to the\n");
#else

sprintf(line, " The following Ritz values (mu) are related to the\n");
#endif

nag_write_line(comm->iuser[4], line);
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line),
" true eigenvalues (lambda) by lambda = " "sigma + 1/mu\n");

#else
sprintf(line, " true eigenvalues (lambda) by lambda = sigma + 1/mu\n");

#endif
nag_write_line(comm->iuser[4], line);

}

#ifdef _WIN32
sprintf_s(line, (unsigned)_countof(line), "\n Iteration number %4"

NAG_IFMT "\n", niter);
#else

sprintf(line, "\n Iteration number %4" NAG_IFMT "\n", niter);
#endif

nag_write_line(comm->iuser[4], line);
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line),
" Ritz values converged so far (%4" NAG_IFMT
") and their Ritz estimates:\n", nconv);

#else
sprintf(line,

" Ritz values converged so far (%4" NAG_IFMT ") and their Ritz "
"estimates:\n", nconv);

#endif
nag_write_line(comm->iuser[4], line);

for (i = 1; i <= nconv; i++) {
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line),
" %4" NAG_IFMT " (%13.5e,%13.5e) %13.5e\n",
i, w[i - 1].re, w[i - 1].im, rzest[i - 1]);

#else
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sprintf(line,
" %4" NAG_IFMT " (%13.5e,%13.5e) %13.5e\n",
i, w[i - 1].re, w[i - 1].im, rzest[i - 1]);

#endif
nag_write_line(comm->iuser[4], line);

}

#ifdef _WIN32
sprintf_s(line, (unsigned)_countof(line),

" Next (unconverged) Ritz value:\n");
#else

sprintf(line, " Next (unconverged) Ritz value:\n");
#endif

nag_write_line(comm->iuser[4], line);
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line),
" %4" NAG_IFMT " (%13.5e,%13.5e)\n",
nconv + 1, w[nconv].re, w[nconv].im);

#else
sprintf(line,

" %4" NAG_IFMT " (%13.5e,%13.5e)\n",
nconv + 1, w[nconv].re, w[nconv].im);

#endif
nag_write_line(comm->iuser[4], line);

}
*istat = 0;

}

10.2 Program Data

nag_eigen_real_gen_sparse_arnoldi (f02ekc) Example Program Data
10 : nx, matrix order n = nx*nx
4 : nev, number of eigenvalues requested
20 : ncv, size of subspace
10.0 : rho, parameter for determining A
5.5 : sigma, shift (want eigenvalues close to sigma)
0 : print level
500 : maximum number of iterations
1 : mode (0 = regular, 1 = shifted inverse)
0 : imon (0 = no monitoring, 1 = monitoring on)

10.3 Program Results

nag_eigen_real_gen_sparse_arnoldi (f02ekc) Example Program Results

The 5 Ritz values of closest to 5.50000e+00 are
1 ( 6.01781e+00, -8.00277e-01)
2 ( 6.01781e+00, 8.00277e-01)
3 ( 4.34309e+00, -1.94557e+00)
4 ( 4.34309e+00, 1.94557e+00)
5 ( 7.14535e+00, 0.00000e+00)

11 Optional Parameters

Internally nag_eigen_real_gen_sparse_arnoldi (f02ekc) calls functions from the suite nag_real_spar
se_eigensystem_init (f12aac), nag_real_sparse_eigensystem_iter (f12abc), nag_real_sparse_eigensys
tem_sol (f12acc), nag_real_sparse_eigensystem_option (f12adc) and nag_real_sparse_eigensystem_mo
nit (f12aec). Several optional parameters for these computational functions define choices in the
problem specification or the algorithm logic. In order to reduce the number of formal arguments of
nag_eigen_real_gen_sparse_arnoldi (f02ekc) these optional parameters are also used here and have
associated default values that are usually appropriate. Therefore, you need only specify those optional
parameters whose values are to be different from their default values.

Optional parameters may be specified via the user-supplied function option in the call to
nag_eigen_real_gen_sparse_arnoldi (f02ekc). option must be coded such that one call to
nag_real_sparse_eigensystem_option (f12adc) is necessary to set each optional parameter. All optional
parameters you do not specify are set to their default values.
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The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Advisory

Defaults

Iteration Limit

Largest Imaginary

Largest Magnitude

Largest Real

List

Monitoring

Nolist

Print Level

Regular

Shifted Inverse Real

Smallest Imaginary

Smallest Magnitude

Smallest Real

Tolerance

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., Advisory and Monitoring) have type Integer. This
Integer value corresponds with the Nag_FileID as returned by nag_open_file (x04acc). See Section 10
for an example of the use of this facility.

Advisory i Default ¼ 0

If the optional parameter List is set then optional parameter specifications are listed in a List file by
setting the option to a file identification (unit) number associated with Advisory messages (see
nag_open_file (x04acc)).

Defaults

This special keyword may be used to reset all optional parameters to their default values.

Iteration Limit i Default ¼ 300

The limit on the number of Arnoldi iterations that can be performed before nag_eigen_real_gen_
sparse_arnoldi (f02ekc) exits with fail:code ¼ NE_TOO_MANY_ITER.
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Largest Magnitude Default
Largest Imaginary
Largest Real
Smallest Imaginary
Smallest Magnitude
Smallest Real

The Arnoldi iterative method converges on a number of eigenvalues with given properties. The default
is to compute the eigenvalues of largest magnitude using Largest Magnitude. Alternatively,
eigenvalues may be chosen which have Largest Real part , Largest Imaginary part ,
Smallest Magnitude, Smallest Real part or Smallest Imaginary part.

Note that these options select the eigenvalue properties for eigenvalues of OP the linear operator
determined by the computational mode and problem type.

Nolist Default
List

Normally each optional parameter specification is not printed to Advisory as it is supplied. Optional
parameter List may be used to enable printing and optional parameter Nolist may be used to suppress
the printing.

Monitoring i Default ¼ �1
Unless Monitoring is set to �1 (the default), monitoring information is output to the file associated
with Nag_FileID i during the solution of each problem; this may be the same as Advisory. The type of
information produced is dependent on the value of Print Level, see the description of the optional
parameter Print Level in this section for details of the information produced. Please see nag_open_file
(x04acc) to associate a file with a given Nag_FileID (see Section 2.3.1.1 in How to Use the NAG
Library and its Documentation).

Print Level i Default ¼ 0

This controls the amount of printing produced by nag_eigen_real_gen_sparse_arnoldi (f02ekc) as
follows.

¼ 0 No output except error messages.

> 0 The set of selected options.

¼ 2 Problem and timing statistics when all calls to nag_real_sparse_eigensystem_iter (f12abc) have
been completed.

	 5 A single line of summary output at each Arnoldi iteration.

	 10 If Monitoring is set to a valid Nag_FileID then at each iteration, the length and additional
steps of the current Arnoldi factorization and the number of converged Ritz values; during re-
orthogonalization, the norm of initial/restarted starting vector.

	 20 Problem and timing statistics on final exit from nag_real_sparse_eigensystem_iter (f12abc). If
Monitoring is set to a valid Nag_FileID then at each iteration, the number of shifts being
applied, the eigenvalues and estimates of the Hessenberg matrix H, the size of the Arnoldi
basis, the wanted Ritz values and associated Ritz estimates and the shifts applied; vector
norms prior to and following re-orthogonalization.

	 30 If Monitoring is set to a valid Nag_FileID then on final iteration, the norm of the residual;
when computing the Schur form, the eigenvalues and Ritz estimates both before and after
sorting; for each iteration, the norm of residual for compressed factorization and the
compressed upper Hessenberg matrix H; during re-orthogonalization, the initial/restarted
starting vector; during the Arnoldi iteration loop, a restart is flagged and the number of the
residual requiring iterative refinement; while applying shifts, the indices of the shifts being
applied.
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	 40 If Monitoring is set to a valid Nag_FileID then during the Arnoldi iteration loop, the Arnoldi
vector number and norm of the current residual; while applying shifts, key measures of
progress and the order of H; while computing eigenvalues of H, the last rows of the Schur
and eigenvector matrices; when computing implicit shifts, the eigenvalues and Ritz estimates
of H.

	 50 If Monitoring is set to a valid Nag_FileID then during Arnoldi iteration loop: norms of key
components and the active column of H, norms of residuals during iterative refinement, the
final upper Hessenberg matrix H; while applying shifts: number of shifts, shift values, block
indices, updated matrix H; while computing eigenvalues of H: the matrix H, the computed
eigenvalues and Ritz estimates.

Regular Default
Shifted Inverse Real

These options define the computational mode which in turn defines the form of operation OP xð Þ to be
performed.

Given a standard eigenvalue problem in the form Ax ¼ �x then the following modes are available with
the appropriate operator OP xð Þ.

Regular OP ¼ A
Shifted Inverse Real OP ¼ A� �Ið Þ�1 where � is real

Tolerance r Default ¼ �
An approximate eigenvalue has deemed to have converged when the corresponding Ritz estimate is
within Tolerance relative to the magnitude of the eigenvalue.
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NAG Library Function Document

nag_eigen_real_symm_sparse_arnoldi (f02fkc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, you need only read Sections 1 to 10 of this
document. If, however, you wish to reset some or all of the settings this must be done by calling the
option setting function nag_real_symm_sparse_eigensystem_option (f12fdc) from the user-supplied
function option. Please refer to Section 11 for a detailed description of the specification of the optional
parameters.

1 Purpose

nag_eigen_real_symm_sparse_arnoldi (f02fkc) computes selected eigenvalues and eigenvectors of a real
sparse symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_eigen_real_symm_sparse_arnoldi (Integer n, Integer nnz,
const double a[], const Integer irow[], const Integer icol[],
Integer nev, Integer ncv, double sigma,

void (*monit)(Integer ncv, Integer niter, Integer nconv,
const double w[], const double rzest[], Integer *istat,
Nag_Comm *comm),

void (*option)(Integer icom[], double com[], Integer *istat,
Nag_Comm *comm),

Integer *nconv, double w[], double v[], Integer pdv, double resid[],
Nag_Comm *comm, NagError *fail)

3 Description

nag_eigen_real_symm_sparse_arnoldi (f02fkc) computes selected eigenvalues and the corresponding
right eigenvectors of a real sparse symmetric matrix A:

Avi ¼ �ivi:
A specified number, nev, of eigenvalues �i, or the shifted inverses �i ¼ 1= �i � �ð Þ, may be selected
either by largest or smallest modulus, largest or smallest value, or, largest and smallest values (both
ends). Convergence is generally faster when selecting larger eigenvalues, smaller eigenvalues can
always be selected by choosing a zero inverse shift (� ¼ 0:0). When eigenvalues closest to a given
value are required then the shifted inverses of largest magnitude should be selected with shift equal to
the required value.

The sparse matrix A is stored in symmetric coordinate storage (SCS) format. See Section 2.1.2 in the
f11 Chapter Introduction.

nag_eigen_real_symm_sparse_arnoldi (f02fkc) uses an implicitly restarted Arnoldi (Lanczos) iterative
method to converge approximations to a set of required eigenvalues and corresponding eigenvectors.
Further algorithmic information is given in Section 9 while a fuller discussion is provided in the f12
Chapter Introduction. If shifts are to be performed then operations using shifted inverse matrices are
performed using a direct sparse solver.
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

2: nnz – Integer Input

On entry: the dimension of the array a.The number of nonzero elements in the lower triangular
part of the matrix A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

3: a½nnz� – const double Input

On entry: the array of nonzero elements of the lower triangular part of the n by n symmetric
matrix A.

4: irow½nnz� – const Integer Input
5: icol½nnz� – const Integer Input

On entry: the row and column indices of the elements supplied in array a.

If irow½k� 1� ¼ i and icol½k� 1� ¼ j then Aij is stored in a½k� 1�. irow does not need to be
ordered, an internal call to nag_sparse_sym_sort (f11zbc) forces the correct ordering.

Constraint:

irow and icol must satisfy these constraints:1 � irow½i� � n and 1 � icol½i� � irow½i�, for
i ¼ 0; 1; . . . ; nnz� 1.

6: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

7: ncv – Integer Input

On entry: the dimension of the array w. The number of Arnoldi basis vectors to use during the
computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to computation time is problem dependent and must be determined empirically.

Constraint: nev < ncv � n.
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8: sigma – double Input

On entry: if the Shifted Inverse mode has been selected then sigma contains the real shift used;
otherwise sigma is not referenced. This mode can be selected by setting the appropriate options
in the user-supplied function option.

9: monit – function, supplied by the user External Function

monit is used to monitor the progress of nag_eigen_real_symm_sparse_arnoldi (f02fkc). monit
may be specified as NULLFN if no monitoring is actually required. monit is called after the
solution of each eigenvalue sub-problem and also just prior to return from nag_eigen_real_
symm_sparse_arnoldi (f02fkc).

The specification of monit is:

void monit (Integer ncv, Integer niter, Integer nconv,
const double w[], const double rzest[], Integer *istat,
Nag_Comm *comm)

1: ncv – Integer Input

On entry: the dimension of the arrays w and rzest. The number of Arnoldi basis vectors
used during the computation.

2: niter – Integer Input

On entry: the number of the current Arnoldi iteration.

3: nconv – Integer Input

On entry: the number of converged eigenvalues so far.

4: w½ncv� – const double Input

On entry: the first nconv elements of w contain the converged approximate eigenvalues.

5: rzest½ncv� – const double Input

On entry: the first nconv elements of rzest contain the Ritz estimates (error bounds) on
the converged approximate eigenvalues.

6: istat – Integer * Input/Output

On entry: set to zero.

On exit: if set to a nonzero value nag_eigen_real_symm_sparse_arnoldi (f02fkc) returns
immediately with fail:code ¼ NE_USER_STOP.

7: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to monit.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_eigen_real_symm_spar
se_arnoldi (f02fkc) you may allocate memory and initialize these pointers with
various quantities for use by monit when called from nag_eigen_real_symm_
sparse_arnoldi (f02fkc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).
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10: option – function, supplied by the user External Function

You can supply non-default options to the Arnoldi eigensolver by repeated calls to
nag_real_symm_sparse_eigensystem_option (f12fdc) from within option. (Please note that it is
only necessary to call nag_real_symm_sparse_eigensystem_option (f12fdc); no call to
nag_real_symm_sparse_eigensystem_init (f12fac) is required from within option.) For example,
you can set the mode to Shifted Inverse, you can increase the Iteration Limit beyond its default
and you can print varying levels of detail on the iterative process using Print Level.

If only the default options (including that the eigenvalues of largest magnitude are sought) are to
be used then option may be specified as NULLFN. See Section 10 for an example of using
option to set some non-default options.

The specification of option is:

void option (Integer icom[], double com[], Integer *istat,
Nag_Comm *comm)

1: icom½140� – Integer Communication Array

On entry: contains details of the default option set. This array must be passed as
argument icomm in any call to nag_real_symm_sparse_eigensystem_option (f12fdc).

On exit: contains data on the current options set which may be altered from the default
set via calls to nag_real_symm_sparse_eigensystem_option (f12fdc).

2: com½60� – double Communication Array

On entry: contains details of the default option set. This array must be passed as
argument comm in any call to nag_real_symm_sparse_eigensystem_option (f12fdc).

On exit: contains data on the current options set which may be altered from the default
set via calls to nag_real_symm_sparse_eigensystem_option (f12fdc).

3: istat – Integer * Input/Output

On entry: set to zero.

On exit: if set to a nonzero value nag_eigen_real_symm_sparse_arnoldi (f02fkc) returns
immediately with fail:code ¼ NE_USER_STOP.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to option.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_eigen_real_symm_spar
se_arnoldi (f02fkc) you may allocate memory and initialize these pointers with
various quantities for use by option when called from nag_eigen_real_symm_
sparse_arnoldi (f02fkc) (see Section 2.3.1.1 in How to Use the NAG Library and
its Documentation).

11: nconv – Integer * Output

On exit: the number of converged approximations to the selected eigenvalues. On successful exit,
this will normally be nev.

12: w½ncv� – double Output

On exit: the first nconv elements contain the converged approximations to the selected
eigenvalues.
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13: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least pdv� ncv.

On exit: contains the eigenvectors associated with the eigenvalue �i, for i ¼ 1; 2; . . . ; nconv
(stored in w). For eigenvalue, �j, the corresponding eigenvector is stored in
v½ j� 1ð Þ � pdvþ i � 1�, for i ¼ 1; 2; . . . ; n.

14: pdv – Integer Input

On entry: the stride separating, in the array v, the elements of a real eigenvector from the
corresponding elements of the next eigenvector.

Constraint: pdv 	 n.

15: resid½nev� – double Output

On exit: the residual Awi � �iwik k2 for the estimates to the eigenpair �i and wi is returned in
resid½i � 1�, for i ¼ 1; 2; . . . ; nconv.

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOTH_ENDS_1

The option Both Ends has been set but only 1 eigenvalue is requested.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

On entry, nnz ¼ valueh i.
Constraint: nnz > 0.

NE_INT_2

On entry, ncv ¼ valueh i and n ¼ valueh i.
Constraint: ncv � n.

On entry, ncv ¼ valueh i and nev ¼ valueh i.
Constraint: ncv > nev.
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On entry, nev ¼ valueh i and n ¼ valueh i.
Constraint: nev < n� 1ð Þ.
On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2.
On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error, code valueh i, has occurred in an internal call to valueh i. Check all function calls
and array sizes. If the call is correct then please contact NAG for assistance.

NE_INVALID_OPTION

The maximum number of iterations, through the optional parameter Iteration Limit, has been set
to a non-positive value.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

On entry, the matrix A� �Ið Þ is numerically singular and could not be inverted. Try perturbing
the value of �.

NE_SPARSE_COL

On entry, for i ¼ valueh i, icol½i� 1� ¼ valueh i, irow½i� 1� ¼ valueh i.
Constraint: 1 � icol½i� 1� � irow½i� 1�.

NE_SPARSE_ROW

On entry, for i ¼ valueh i, irow½i� 1� ¼ valueh i.
Constraint: 1 � irow½i� 1� � n.

NE_TOO_MANY_ITER

The maximum number of iterations has been reached.
The maximum number of iterations ¼ valueh i.
The number of converged eigenvalues ¼ valueh i.
See the function document for further details.

NE_USER_STOP

User requested termination in monit, istat ¼ valueh i.
User requested termination in option, istat ¼ valueh i.

7 Accuracy

The relative accuracy of a Ritz value (eigenvalue approximation), �, is considered acceptable if its Ritz
estimate � Tolerance� �. The default value for Tolerance is the machine precision given by
nag_machine_precision (X02AJC). The Ritz estimates are available via the monit function at each
iteration in the Arnoldi process, or can be printed by setting option Print Level to a positive value.
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8 Parallelism and Performance

nag_eigen_real_symm_sparse_arnoldi (f02fkc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_eigen_real_symm_sparse_arnoldi (f02fkc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_eigen_real_symm_sparse_arnoldi (f02fkc) calls functions based on the ARPACK suite in Chapter
f12. These functions use an implicitly restarted Lanczos iterative method to converge to approximations
to a set of required eigenvalues (see the f12 Chapter Introduction).

In the default Regular mode, only matrix-vector multiplications are performed using the sparse matrix
A during the Lanczos process; nag_sparse_sym_matvec (f11xec) can be used to perform this task. Each
iteration is therefore cheap computationally, relative to the alternative, Shifted Inverse, mode described
below. It is most efficient (i.e., the total number of iterations required is small) when the eigenvalues of
largest magnitude are sought and these are distinct.

Although there is an option for returning the smallest eigenvalues using this mode (see
Smallest Magnitude option), the number of iterations required for convergence will be far greater
or the method may not converge at all. However, where convergence is achieved, Regular mode may
still prove to be the most efficient since no inversions are required. Where smallest eigenvalues are
sought and Regular mode is not suitable, or eigenvalues close to a given real value are sought, the
Shifted Inverse mode should be used.

If the Shifted Inverse mode is used (via a call to nag_real_symm_sparse_eigensystem_option (f12fdc)
in option) then the matrix A� �I is used in linear system solves by the Lanczos process. This is first
factorized internally using a direct sparse LDLT factorization under the assumption that the matrix is
indefinite. If the factorization determines that the matrix is numerically singular then the function exits
with an error. In this situation it is normally sufficient to perturb � by a small amount and call
nag_eigen_real_symm_sparse_arnoldi (f02fkc) again. After successful factorization, subsequent solves
are performed by backsubstitution using the sparse factorization.

Finally, nag_eigen_real_symm_sparse_arnoldi (f02fkc) transforms the eigenvectors. Each eigenvector w
is normalized so that wk k2 ¼ 1.

The monitoring function monit provides some basic information on the convergence of the Lanczos
iterations. Much greater levels of detail on the Lanczos process are available via option Print Level. If
this is set to a positive value then information will be printed, by default, to standard output. The
destination of monitoring information can be changed using the Monitoring option.

9.1 Additional Licensor

The direct sparse LDLT factorization performed in Shifted Inverse mode is performed by an
implementation of HSL_MA97 (see HSL (2011)).

10 Example

This example solves Ax ¼ �x in Shifted Inverse mode, where A is obtained from the standard central
difference discretization of the one-dimensional Laplacian operator @2u

@x2
on 0; 1½ �, with zero Dirichlet

boundary conditions.
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10.1 Program Text

/* nag_eigen_real_symm_sparse_arnoldi (f02fkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf02.h>
#include <nagf12.h>
#include <nagx02.h>
#include <nagx04.h>

/* User-defined Functions */
#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL myoption(Integer icomm[], double com[], Integer *istat,
Nag_Comm *comm);

static void NAG_CALL mymonit(Integer ncv, Integer niter, Integer nconv,
const double w[], const double rzest[],
Integer *istat, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double h2, sigma;
Integer exit_status = 0;
Integer fileid, fmode, i, imon, j, k, lo, maxit, mode;
Integer n, nconv, ncv, nev, nnz, nx, prtlvl, tdv;

/* Local Arrays */
double *w = 0, *a = 0, *resid = 0, *v = 0;
double user[1];
Integer *icol = 0, *irow = 0;
Integer iuser[5];
const char *filename = "f02fkce.monit";

/* Nag Types */
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

comm.user = user;
comm.iuser = iuser;
user[0] = 0.0;
iuser[0] = 0;

/* Output preamble */
printf(" nag_eigen_real_symm_sparse_arnoldi (f02fkc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

/* Read in problem size and parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]%" NAG_IFMT "", &nx, &nev,
&ncv);

#else
scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]%" NAG_IFMT "", &nx, &nev,

&ncv);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]%lf%*[^\n]", &sigma);
#else

scanf("%*[^\n]%lf%*[^\n]", &sigma);
#endif

n = nx * nx;
nnz = 3 * n - 2 * nx;
tdv = n;

if (!(resid = NAG_ALLOC((ncv), double)) ||
!(a = NAG_ALLOC((nnz), double)) ||
!(icol = NAG_ALLOC((nnz), Integer)) ||
!(irow = NAG_ALLOC((nnz), Integer)) ||
!(w = NAG_ALLOC((ncv), double)) ||
!(v = NAG_ALLOC((tdv) * (ncv), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Construct A in sparse (SCS) format where:
* A_{i,i} = 4/(h*h)
* A_{i+1,i) = -1/(h*h)
* A_{i+nx,i} = -1/(h*h)
*/

h2 = 1.0 / (double) ((nx + 1) * (nx + 1));

/* Main Diagonal of A */
k = 0;
for (i = 1; i <= n; i++) {

irow[k] = i;
icol[k] = i;
a[k] = 4.0 / h2;
k++;

}

/* First subdiagonal of A. */
for (i = 1; i <= nx; i++) {

lo = (i - 1) * nx;
for (j = lo + 1; j <= lo + nx - 1; j++) {

irow[k] = j + 1;
icol[k] = j;
a[k] = -1.0 / h2;
k++;

}
}

/* nx-th subdiagonal of A. */
for (i = 1; i < nx; i++) {

lo = (i - 1) * nx;
for (j = lo + 1; j <= lo + nx; j++) {

irow[k] = j + nx;
icol[k] = j;
a[k] = -1.0 / h2;
k++;

}
}
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/* Set some options via iuser array and routine argument OPTION.
* iuser[0] = print level, iuser[1] = iteration limit,
* iuser[2]>0 means shifted-invert mode
* iuser[3]>0 means print monitoring info.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &prtlvl, &maxit);

#else
scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &prtlvl, &maxit);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &mode, &imon);
#else

scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &mode, &imon);
#endif

if (imon > 0) {
/* Open the monitoring file for writing using
* nag_open_file (x04acc).
* If prtlvl >=10 internal monitoring information is also written.
*/

fmode = 1;
nag_open_file(filename, fmode, &fileid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_open_file (x04acc) %s\n", fail.message);
exit_status = 1;
goto END;

}
iuser[4] = fileid;

}

iuser[0] = prtlvl;
iuser[1] = maxit;
iuser[2] = mode;
iuser[3] = imon;

/* Compute eigenvalues and eigenvectors using
* nag_eigen_real_symm_sparse_arnoldi (f02fkc).
* selected eigenvalues of real general matrix (driver).
*/

nag_eigen_real_symm_sparse_arnoldi(n, nnz, a, irow, icol, nev, ncv, sigma,
mymonit, myoption, &nconv, w, v, tdv,
resid, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_eigen_real_symm_sparse_arnoldi (f02fkc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (imon > 0) {
/* Close the monitoring file using
* nag_close_file (x04adc).
*/

nag_close_file(fileid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_close_file (x04adc) %s\n", fail.message);
exit_status = 1;
goto END;

}
}

printf(" The %4" NAG_IFMT " ", nconv);
printf(" Ritz values of closest to %13.5e are \n", sigma);
for (i = 0; i < nconv; i++) {

/* nag_machine_precision (x02ajc) */
if (resid[i] > (double) (100 * n) * nag_machine_precision) {

printf("%7" NAG_IFMT " %13.5e %13.5e\n", i + 1, w[i], resid[i]);
}
else {
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printf("%8" NAG_IFMT " %13.5e\n", i + 1, w[i]);
}

}

END:

NAG_FREE(w);
NAG_FREE(a);
NAG_FREE(v);
NAG_FREE(resid);
NAG_FREE(icol);
NAG_FREE(irow);
return exit_status;

}

static void NAG_CALL myoption(Integer icomm[], double com[], Integer *istat,
Nag_Comm *comm)

{
NagError fail1;
char rec[26];

INIT_FAIL(fail1);

/* Set options using
* nag_real_symm_sparse_eigensystem_option (f12fdc).
*/

if (comm->iuser[0] > 0) {
#ifdef _WIN32

sprintf_s(rec, (unsigned)_countof(rec), "Print Level=%5" NAG_IFMT,
comm->iuser[0]);

#else
sprintf(rec, "Print Level=%5" NAG_IFMT, comm->iuser[0]);

#endif
fail1.code = 1;
nag_real_symm_sparse_eigensystem_option(rec, icomm, com, &fail1);
*istat = MAX(*istat, fail1.code);

}

if (comm->iuser[1] > 100) {
#ifdef _WIN32

sprintf_s(rec, (unsigned)_countof(rec), "Iteration Limit=%5" NAG_IFMT,
comm->iuser[1]);

#else
sprintf(rec, "Iteration Limit=%5" NAG_IFMT, comm->iuser[1]);

#endif
fail1.code = 1;
nag_real_symm_sparse_eigensystem_option(rec, icomm, com, &fail1);
*istat = MAX(*istat, fail1.code);

}

if (comm->iuser[2] > 0) {
fail1.code = 1;
nag_real_symm_sparse_eigensystem_option("Shifted Inverse", icomm, com,

&fail1);
*istat = MAX(*istat, fail1.code);

}

if (comm->iuser[3] > 0) {
fail1.code = 1;

#ifdef _WIN32
sprintf_s(rec, (unsigned)_countof(rec), "Monitoring=%5" NAG_IFMT,

comm->iuser[4]);
#else

sprintf(rec, "Monitoring=%5" NAG_IFMT, comm->iuser[4]);
#endif

nag_real_symm_sparse_eigensystem_option(rec, icomm, com, &fail1);
*istat = MAX(*istat, fail1.code);

}
}

static void NAG_CALL mymonit(Integer ncv, Integer niter, Integer nconv,
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const double w[], const double rzest[],
Integer *istat, Nag_Comm *comm)

{
Integer i;
char line[100];

if (comm->iuser[3] > 0) {

/* Write lines to the file we opened for monitoring using
* nag_write_line (x04bac).
*/

if (niter == 1 && comm->iuser[2] > 0) {
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line),
" Arnoldi basis vectors used: %4" NAG_IFMT "\n", ncv);

nag_write_line(comm->iuser[4], line);
sprintf_s(line, (unsigned)_countof(line),

" The following Ritz values (mu) are related to the\n");
nag_write_line(comm->iuser[4], line);
sprintf_s(line, (unsigned)_countof(line),

" true eigenvalues (lambda) by lambda = " "sigma + 1/mu\n");
#else

sprintf(line, " Arnoldi basis vectors used: %4" NAG_IFMT "\n", ncv);
nag_write_line(comm->iuser[4], line);
sprintf(line, " The following Ritz values (mu) are related to the\n");
nag_write_line(comm->iuser[4], line);
sprintf(line, " true eigenvalues (lambda) by lambda = sigma + 1/mu\n");

#endif
nag_write_line(comm->iuser[4], line);

}

#ifdef _WIN32
sprintf_s(line, (unsigned)_countof(line), "\n Iteration number %4"

NAG_IFMT "\n", niter);
nag_write_line(comm->iuser[4], line);
sprintf_s(line, (unsigned)_countof(line),

" Ritz values converged so far (%4" NAG_IFMT
") and their Ritz estimates:\n", nconv);

#else
sprintf(line, "\n Iteration number %4" NAG_IFMT "\n", niter);
nag_write_line(comm->iuser[4], line);
sprintf(line,

" Ritz values converged so far (%4" NAG_IFMT ") and their Ritz "
"estimates:\n", nconv);

#endif
nag_write_line(comm->iuser[4], line);

for (i = 0; i < nconv; i++) {
#ifdef _WIN32

sprintf_s(line, (unsigned)_countof(line), " %4" NAG_IFMT
" %13.5e %13.5e\n", i + 1, w[i], rzest[i]);

#else
sprintf(line, " %4" NAG_IFMT " %13.5e %13.5e\n", i + 1, w[i],

rzest[i]);
#endif

nag_write_line(comm->iuser[4], line);
}

#ifdef _WIN32
sprintf_s(line, (unsigned)_countof(line),

" Next (unconverged) Ritz value:\n");
nag_write_line(comm->iuser[4], line);
sprintf_s(line, (unsigned)_countof(line), " %4" NAG_IFMT " %13.5e\n",

nconv + 1, w[nconv]);
#else

sprintf(line, " Next (unconverged) Ritz value:\n");
nag_write_line(comm->iuser[4], line);
sprintf(line, " %4" NAG_IFMT " %13.5e\n", nconv + 1, w[nconv]);
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#endif
nag_write_line(comm->iuser[4], line);

}
*istat = 0;

}

10.2 Program Data

nag_eigen_real_symm_sparse_arnoldi (f02fkc) Example Program Data
20 : nx, matrix order n = nx*nx
8 : nev, number of eigenvalues requested
20 : ncv, size of subspace
1.0 : sigma, shift (want eigenvalues close to sigma)
0 : print level
500 : maximum number of iterations
1 : mode (0 = regular, 1 = shifted inverse)
0 : imon (0 = no monitoring, 1 = monitoring on)

10.3 Program Results

nag_eigen_real_symm_sparse_arnoldi (f02fkc) Example Program Results

The 8 Ritz values of closest to 1.00000e+00 are
1 1.97024e+01
2 4.90360e+01
3 4.90360e+01
4 7.83696e+01
5 9.71967e+01
6 9.71967e+01
7 1.26530e+02
8 1.26530e+02

11 Optional Parameters

Internally nag_eigen_real_symm_sparse_arnoldi (f02fkc) calls functions from the suite nag_real_
symm_sparse_eigensystem_init (f12fac), nag_real_symm_sparse_eigensystem_iter (f12fbc), nag_real_
symm_sparse_eigensystem_sol (f12fcc), nag_real_symm_sparse_eigensystem_option (f12fdc) and
nag_real_symm_sparse_eigensystem_monit (f12fec). Several optional parameters for these computa-
tional functions define choices in the problem specification or the algorithm logic. In order to reduce the
number of formal arguments of nag_eigen_real_symm_sparse_arnoldi (f02fkc) these optional
parameters are also used here and have associated default values that are usually appropriate.
Therefore, you need only specify those optional parameters whose values are to be different from their
default values.

Optional parameters may be specified via the user-supplied function option in the call to
nag_eigen_real_symm_sparse_arnoldi (f02fkc). option must be coded such that one call to
nag_real_symm_sparse_eigensystem_option (f12fdc) is necessary to set each optional parameter. All
optional parameters you do not specify are set to their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Advisory

Both Ends

Defaults

Iteration Limit

Largest Algebraic

Largest Magnitude

List

Monitoring
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Nolist

Print Level

Regular

Regular Inverse

Shifted Inverse

Smallest Algebraic

Smallest Magnitude

Tolerance

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., Advisory and Monitoring) have type Integer. This
Integer value corresponds with the Nag_FileID as returned by nag_open_file (x04acc). See Section 10
for an example of the use of this facility.

Advisory Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

If the optional parameter List is set then optional parameter specifications are listed in a List file by
setting the option to a file identification (unit) number associated with Advisory messages (see
nag_open_file (x04acc)).

Defaults

This special keyword may be used to reset all optional parameters to their default values.

Iteration Limit i Default ¼ 300

The limit on the number of Lanczos iterations that can be performed before nag_real_symm_sparse_ei
gensystem_iter (f12fbc) exits. If not all requested eigenvalues have converged to within Tolerance and
the number of Lanczos iterations has reached this limit then nag_real_symm_sparse_eigensystem_iter
(f12fbc) exits with an error; nag_real_symm_sparse_eigensystem_sol (f12fcc) can still be called
subsequently to return the number of converged eigenvalues, the converged eigenvalues and, if
requested, the corresponding eigenvectors.

Largest Magnitude Default
Both Ends
Largest Algebraic
Smallest Algebraic
Smallest Magnitude

The Lanczos iterative method converges on a number of eigenvalues with given properties. The default
is for nag_real_symm_sparse_eigensystem_iter (f12fbc) to compute the eigenvalues of largest
magnitude using Largest Magnitude. Alternatively, eigenvalues may be chosen which have
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Largest Algebraic part, Smallest Magnitude, or Smallest Algebraic part; or eigenvalues which are
from Both Ends of the algebraic spectrum.

Nolist Default
List

Normally each optional parameter specification is not listed as it is supplied. This behaviour can be
changed using the List and Nolist options.

Monitoring Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Unless Monitoring is set to �1 (the default), monitoring information is output to Nag_FileID
Monitoring during the solution of each problem; this may be the same as Advisory. The type of
information produced is dependent on the value of Print Level, see the description of the optional
parameter Print Level in this section for details of the information produced. Please see nag_open_file
(x04acc) to associate a file with a given Nag_FileID.

Print Level i Default ¼ 0

This controls the amount of printing produced by nag_eigen_real_symm_sparse_arnoldi (f02fkc) as
follows.

¼ 0 No output except error messages. If you want to suppress all output, set Print Level ¼ 0.

> 0 The set of selected options.

¼ 2 Problem and timing statistics on final exit from nag_real_symm_sparse_eigensystem_iter
(f12fbc).

	 5 A single line of summary output at each Lanczos iteration.

	 10 If Monitoring is set, then at each iteration, the length and additional steps of the current
Lanczos factorization and the number of converged Ritz values; during re-orthogonalization,
the norm of initial/restarted starting vector; on a final Lanczos iteration, the number of update
iterations taken, the number of converged eigenvalues, the converged eigenvalues and their
Ritz estimates.

	 20 Problem and timing statistics on final exit from nag_real_symm_sparse_eigensystem_iter
(f12fbc). If Monitoring is set, then at each iteration, the number of shifts being applied, the
eigenvalues and estimates of the symmetric tridiagonal matrix H, the size of the Lanczos
basis, the wanted Ritz values and associated Ritz estimates and the shifts applied; vector
norms prior to and following re-orthogonalization.

	 30 If Monitoring is set, then on final iteration, the norm of the residual; when computing the
Schur form, the eigenvalues and Ritz estimates both before and after sorting; for each
iteration, the norm of residual for compressed factorization and the symmetric tridiagonal
matrix H; during re-orthogonalization, the initial/restarted starting vector; during the Lanczos
iteration loop, a restart is flagged and the number of the residual requiring iterative refinement;
while applying shifts, some indices.

	 40 If Monitoring is set, then during the Lanczos iteration loop, the Lanczos vector number and
norm of the current residual; while applying shifts, key measures of progress and the order of
H; while computing eigenvalues of H, the last rows of the Schur and eigenvector matrices;
when computing implicit shifts, the eigenvalues and Ritz estimates of H.

	 50 If Monitoring is set, then during Lanczos iteration loop: norms of key components and the
active column of H, norms of residuals during iterative refinement, the final symmetric
tridiagonal matrix H; while applying shifts: number of shifts, shift values, block indices,
updated tridiagonal matrix H; while computing eigenvalues of H: the diagonals of H, the
computed eigenvalues and Ritz estimates.

Note that setting Print Level 	 30 can result in very lengthy Monitoring output.
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Regular Default
Regular Inverse
Shifted Inverse

These options define the computational mode which in turn defines the form of operation OP xð Þ to be
performed.

Regular OP ¼ A
Shifted Inverse OP ¼ A� �Ið Þ�1 where � is real
Regular Inverse OP ¼ A�1

Tolerance r Default ¼ �
An approximate eigenvalue has deemed to have converged when the corresponding Ritz estimate is
within Tolerance relative to the magnitude of the eigenvalue.
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NAG Library Function Document

nag_complex_eigensystem_sel (f02gcc)

1 Purpose

nag_complex_eigensystem_sel (f02gcc) computes selected eigenvalues and eigenvectors of a complex
general matrix.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_complex_eigensystem_sel (Nag_Select_Eigenvalues crit, Integer n,
Complex a[], Integer tda, double wl, double wu, Integer mest,
Integer *m, Complex w[], Complex v[], Integer tdv, NagError *fail)

3 Description

nag_complex_eigensystem_sel (f02gcc) computes selected eigenvalues and the corresponding right
eigenvectors of a complex general matrix A:

Axi ¼ �ixi:

Eigenvalues �i may be selected either by modulus, satisfying:

wl � �ij j � wu;

or by real part, satisfying:

wl � Re �ið Þ � wu:

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: crit – Nag_Select_Eigenvalues Input

On entry: indicates the criterion for selecting eigenvalues:

if crit ¼ Nag Select Modulus, then eigenvalues are selected according to their moduli:
wl � �ij j � wu.
if crit ¼ Nag Select RealPart, then eigenvalues are selected according to their real parts:
wl � Re �ið Þ � wu.

Constraint: crit ¼ Nag Select Modulus or Nag Select RealPart.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½n� tda� – Complex Input/Output

Note: the i; jð Þth element of the matrix A is stored in a½ i� 1ð Þ � tdaþ j� 1�.
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On entry: the n by n general matrix A.

On exit: a contains the Hessenberg form of the balanced input matrix A0 (see Section 9).

4: tda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: tda 	 max 1; nð Þ.

5: wl – double Input
6: wu – double Input

On entry: wl and wu, the lower and upper bounds on the criterion for the selected eigenvalues.

Constraint: wu > wl.

7: mest – Integer Input

On entry: mest must be an upper bound on m, the number of eigenvalues and eigenvectors
selected. No eigenvectors are computed if mest < m.

Constraint: mest 	 max 1;mð Þ.

8: m – Integer * Output

On exit: m, the number of eigenvalues actually selected.

9: w½max 1; nð Þ� – Complex Output

On exit: the first m elements of w hold the selected eigenvalues; elements from the index m to
n� 1 contain the other eigenvalues.

10: v½n� tdv� – Complex Output

Note: the i; jð Þth element of the matrix V is stored in v½ i� 1ð Þ � tdvþ j� 1�.
On exit: v contains the selected eigenvectors, with the ith column holding the eigenvector
associated with the eigenvalue �i (stored in w½i� 1�).

11: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 mest.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdv ¼ valueh i while mest ¼ valueh i. These arguments must satisfy tdv 	 mest.

NE_2_REAL_ARG_LE

On entry, wu ¼ valueh i while wl ¼ valueh i. These arguments must satisfy wu > wl.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_BAD_PARAM

On entry, argument crit had an illegal value.

NE_EIGVEC

Inverse iteration failed to compute all the specified eigenvectors. If an eigenvector failed to
converge, the corresponding column of v is set to zero.

NE_INT_2

On entry, tda ¼ valueh i while n ¼ valueh i.
Constraint: tda 	 max 1; nð Þ.

NE_INT_ARG_LT

On entry, mest ¼ valueh i.
Constraint: mest 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_QR_FAIL

The QR algorithm failed to compute all the eigenvalues. No eigenvectors have been computed.

NE_REQD_EIGVAL

There are more than mest eigenvalues in the specified range. The actual number of eigenvalues
in the range is returned in m. No eigenvectors have been computed.

Rerun with the second dimension of v ¼ mest 	 m.

7 Accuracy

If �i is an exact eigenvalue, and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� A0k k2

si
;

where c nð Þ is a modestly increasing function of n, � is the machine precision, and si is the reciprocal
condition number of �i; A0 is the balanced form of the original matrix A, and A0k k � Ak k.
If xi is the corresponding exact eigenvector, and ~xi is the corresponding computed eigenvector, then the
angle � ~xi; xið Þ between them is bounded as follows:

� ~xi; xið Þ � c nð Þ� A
0k k2

sepi

where sepi is the reciprocal condition number of xi.

8 Parallelism and Performance

nag_complex_eigensystem_sel (f02gcc) is not threaded in any implementation.

9 Further Comments

nag_complex_eigensystem_sel (f02gcc) first balances the matrix, using a diagonal similarity
transformation to reduce its norm; and then reduces the balanced matrix A0 to upper Hessenberg
form H, using a unitary similarity transformation: A0 ¼ QHQH . The function uses the Hessenberg QR
algorithm to compute all the eigenvalues of H, which are the same as the eigenvalues of A. It computes
the eigenvectors of H which correspond to the selected eigenvalues, using inverse iteration. It
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premultiplies the eigenvectors by Q to form the eigenvectors of A0; and finally transforms the
eigenvectors to those of the original matrix A.

Each eigenvector x is normalized so that xk k2 ¼ 1, and the element of largest absolute value is real and
positive.

The inverse iteration function may make a small perturbation to the real parts of close eigenvalues, and
this may shift their moduli just outside the specified bounds. If you are relying on eigenvalues being
within the bounds, you should test them on return from nag_complex_eigensystem_sel (f02gcc).

The time taken by the function is approximately proportional to n3.

The function can be used to compute all eigenvalues and eigenvectors, by setting wl large and negative,
and wu large and positive.

10 Example

To compute those eigenvalues of the matrix A whose moduli lie in the range �5:5;þ5:5½ �, and their
corresponding eigenvectors, where

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA

10.1 Program Text

/* nag_complex_eigensystem_sel (f02gcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf02.h>

#define MMAX 3

#define A(I, J) a[(I) *tda + J]
#define V(I, J) v[(I) *tdv + J]

int main(void)
{

Complex *a = 0, *v = 0, *w = 0;
Integer exit_status = 0, i, j, m, mest = MMAX, n, tda, tdv;
NagError fail;
double wl, wu;

INIT_FAIL(fail);

printf("nag_complex_eigensystem_sel (f02gcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf%*[^\n] ", &n, &wl, &wu);
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#else
scanf("%" NAG_IFMT "%lf%lf%*[^\n] ", &n, &wl, &wu);

#endif
if (n >= 0) {

if (!(a = NAG_ALLOC(n * n, Complex)) ||
!(v = NAG_ALLOC(n * mest, Complex)) || !(w = NAG_ALLOC(n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tda = n;
tdv = mest;

}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

/* Read a from data file */
for (i = 0; i < n; ++i)

for (j = 0; j < n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf, %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf, %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

/* Compute selected eigenvalues and eigenvectors of A */

/* nag_complex_eigensystem_sel (f02gcc).
* Computes selected eigenvalues and eigenvectors of a
* complex general matrix
*/

nag_complex_eigensystem_sel(Nag_Select_Modulus, n, a, tda, wl, wu, mest, &m,
w, v, tdv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_complex_eigensystem_sel (f02gcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n\nEigenvalues\n\n");
for (i = 0; i < m; ++i)

printf("(%7.4f, %7.4f)%s", w[i].re, w[i].im,
(i + 1) % 2 == 0 ? "\n" : " ");

printf("\nEigenvectors\n");
for (i = 1; i <= m; i++)

printf("%15" NAG_IFMT "%s", i, i % m == 0 ? "\n" : "");

for (i = 0; i < n; i++) {
printf("%" NAG_IFMT " ", i + 1);
for (j = 0; j < m; j++)

printf("(%8.4f, %8.4f)%s", V(i, j).re,
V(i, j).im, (j + 1) % m == 0 ? "\n" : " ");

}
END:

NAG_FREE(a);
NAG_FREE(v);
NAG_FREE(w);
return exit_status;

}
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10.2 Program Data

nag_complex_eigensystem_sel (f02gcc) Example Program Data
4 -5.5 5.5 :Values of n, wl, wu

(-3.97,-5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29,-0.86)
( 0.34,-1.50) ( 1.52,-0.43) ( 1.88,-5.38) ( 3.36, 0.65)
( 3.31,-3.85) ( 2.50, 3.45) ( 0.88,-1.08) ( 0.64,-1.48)
(-1.10, 0.82) ( 1.81,-1.59) ( 3.25, 1.33) ( 1.57,-3.44) :End of matrix a

10.3 Program Results

nag_complex_eigensystem_sel (f02gcc) Example Program Results

Eigenvalues

(-5.0000, 2.0060) ( 3.0023, -3.9998)

Eigenvectors
1 2

1 ( -0.3865, 0.1732) ( -0.0356, -0.1782)
2 ( -0.3539, 0.4529) ( 0.1264, 0.2666)
3 ( 0.6124, 0.0000) ( 0.0129, -0.2966)
4 ( -0.0859, -0.3284) ( 0.8898, 0.0000)
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NAG Library Function Document

nag_eigen_real_gen_quad (f02jcc)

1 Purpose

nag_eigen_real_gen_quad (f02jcc) solves the quadratic eigenvalue problem

�2Aþ �Bþ C
� �

x ¼ 0;

where A, B and C are real n by n matrices.

The function returns the 2n eigenvalues, �j , for j ¼ 1; 2; . . . ; 2n, and can optionally return the
corresponding right eigenvectors, xj and/or left eigenvectors, yj as well as estimates of the condition
numbers of the computed eigenvalues and backward errors of the computed right and left eigenvectors.
A left eigenvector satisfies the equation

yH �2Aþ �Bþ C
� �

¼ 0;

where yH is the complex conjugate transpose of y.

� is represented as the pair �; �ð Þ, such that � ¼ �=�. Note that the computation of �=� may overflow
and indeed � may be zero.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_eigen_real_gen_quad (Nag_ScaleType scal, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Nag_CondErrType sense, double tol, Integer n,
double a[], Integer pda, double b[], Integer pdb, double c[],
Integer pdc, double alphar[], double alphai[], double beta[],
double vl[], Integer pdvl, double vr[], Integer pdvr, double s[],
double bevl[], double bevr[], Integer *iwarn, NagError *fail)

3 Description

The quadratic eigenvalue problem is solved by linearizing the problem and solving the resulting 2n by
2n generalized eigenvalue problem. The linearization is chosen to have favourable conditioning and
backward stability properties. An initial preprocessing step is performed that reveals and deflates the
zero and infinite eigenvalues contributed by singular leading and trailing matrices.

The algorithm is backward stable for problems that are not too heavily damped, that is
Bk k � 10

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k � Ck k

p
.

Further details on the algorithm are given in Hammarling et al. (2013).

4 References

Fan H -Y, Lin W.-W and Van Dooren P. (2004) Normwise scaling of second order polynomial matrices.
SIAM J. Matrix Anal. Appl. 26, 1 252–256

Gaubert S and Sharify M (2009) Tropical scaling of polynomial matrices Lecture Notes in Control and
Information Sciences Series 389 291–303 Springer–Verlag

Hammarling S, Munro C J and Tisseur F (2013) An algorithm for the complete solution of quadratic
eigenvalue problems. ACM Trans. Math. Software. 39(3):18:1–18:119 http://eprints.ma.man.ac.uk/1815/
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5 Arguments

1: scal – Nag_ScaleType Input

On entry: determines the form of scaling to be performed on A, B and C.

scal ¼ Nag NoScale
No scaling.

scal ¼ Nag CondFanLinVanDooren (the recommended value)

Fan, Lin and Van Dooren scaling if Bk kffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k� Ck k

p < 10 and no scaling otherwise where Zk k is
the Frobenius norm of Z.

scal ¼ Nag FanLinVanDooren
Fan, Lin and Van Dooren scaling.

scal ¼ Nag TropicalLargest
Tropical scaling with largest root.

scal ¼ Nag TropicalSmallest
Tropical scaling with smallest root.

C o n s t r a i n t : scal ¼ Nag NoScale, Nag CondFanLinVanDooren, Nag FanLinVanDooren,
Nag TropicalLargest or Nag TropicalSmallest.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute left eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left eigenvectors.

I f sense ¼ Nag CondOnly, Nag BackErrLeft, Nag BackErrBoth, Nag CondBackErrLeft,
Nag CondBackErrRight or Nag CondBackErrBoth, jobvl must be set to Nag LeftVecs.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute right eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right eigenvectors.

I f sense ¼ Nag CondOnly, Nag BackErrRight, Nag BackErrBoth, Nag CondBackErrLeft,
Nag CondBackErrRight or Nag CondBackErrBoth, jobvr must be set to Nag RightVecs.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: sense – Nag_CondErrType Input

On entry: determines whether, or not, condition numbers and backward errors are computed.

sense ¼ Nag NoCondBackErr
Do not compute condition numbers, or backward errors.

sense ¼ Nag CondOnly
Just compute condition numbers for the eigenvalues.

sense ¼ Nag BackErrLeft
Just compute backward errors for the left eigenpairs.

sense ¼ Nag BackErrRight
Just compute backward errors for the right eigenpairs.

sense ¼ Nag BackErrBoth
Compute backward errors for the left and right eigenpairs.

sense ¼ Nag CondBackErrLeft
Compute condition numbers for the eigenvalues and backward errors for the left
eigenpairs.
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sense ¼ Nag CondBackErrRight
Compute condition numbers for the eigenvalues and backward errors for the right
eigenpairs.

sense ¼ Nag CondBackErrBoth
Compute condition numbers for the eigenvalues and backward errors for the left and right
eigenpairs.

Constraint: sense ¼ Nag NoCondBackErr, Nag CondOnly, Nag BackErrLeft, Nag BackErrRight,
Nag BackErrBoth, Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

5: tol – double Input

On entry: tol is used as the tolerance for making decisions on rank in the deflation procedure. If
tol is zero on entry then n�machine precision is used in place of tol, where machine precision
is as returned by function nag_machine_precision (X02AJC). A diagonal element of a triangular
matrix, R, is regarded as zero if rjj

		 		 � tol� size Xð Þ, or n�machine precision� size Xð Þ when
tol is zero, where size Xð Þ is based on the size of the absolute values of the elements of the
matrix X containing the matrix R. See Hammarling et al. (2013) for the motivation. If tol is
�1:0 on entry then no deflation is attempted. The recommended value for tol is zero.

6: n – Integer Input

On entry: the order of the matrices A, B and C.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On ex i t : a i s u sed as in t e rna l workspace , bu t i f jobvl ¼ Nag LeftVecs o r
jobvr ¼ Nag RightVecs, then a is restored on exit.

8: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � pdbþ i� 1�.
On entry: the n by n matrix B.

On exit: b is used as internal workspace, but is restored on exit.

10: pdb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: pdb 	 n.

11: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least pdc� n.

The i; jð Þth element of the matrix C is stored in c½ j� 1ð Þ � pdcþ i� 1�.
On entry: the n by n matrix C.
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On exit: c is used as internal workspace, but if jobvl ¼ Nag LeftVecs or jobvr ¼ Nag RightVecs,
c is restored on exit.

12: pdc – Integer Input

On entry: the stride separating matrix row elements in the array c.

Constraint: pdc 	 n.

13: alphar½2� n� – double Output

On exit: alphar½j � 1�, for j ¼ 1; 2; . . . ; 2n, contains the real part of �j for the jth eigenvalue pair
�j; �j
� �

of the quadratic eigenvalue problem.

14: alphai½2� n� – double Output

On exit: alphai½j � 1�, for j ¼ 1; 2; . . . ; 2n, contains the imaginary part of �j for the jth
eigenvalue pair �j; �j

� �
of the quadratic eigenvalue problem. If alphai½j� 1� is zero then the jth

eigenvalue is real; if alphai½j� 1� is positive then the jth and jþ 1ð Þth eigenvalues are a
complex conjugate pair, with alphai½j� negative.

15: beta½2� n� – double Output

On exit: beta½j � 1�, for j ¼ 1; 2; . . . ; 2n, contains the second part of the jth eigenvalue pair
�j; �j
� �

of the quadratic eigenvalue problem, with �j 	 0. Infinite eigenvalues have �j set to
zero.

16: vl½dim� – double Output

Note: the dimension, dim, of the array vl must be at least 2� n when jobvl ¼ Nag LeftVecs.

Where VL i; jð Þ appears in this document, it refers to the array element vl½ j� 1ð Þ � pdvlþ i� 1�.
On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors yj are stored one after another in vl, in
the same order as the corresponding eigenvalues. If the jth eigenvalue is real, then yj ¼ VL :; jð Þ,
the jth column of VL. If the jth and jþ 1ð Þth eigenvalues form a complex conjugate pair, then
yj ¼ VL :; jð Þ þ i� VL :; jþ 1ð Þ and yjþ1 ¼ VL :; jð Þ � i� VL :; jþ 1ð Þ. Each eigenvector will be
normalized with length unity and with the element of largest modulus real and positive.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced and may be NULL.

17: pdvl – Integer Input

On entry: the stride separating matrix row elements in the array vl.

Constraint: pdvl 	 n.

18: vr½dim� – double Output

Note: the dimension, dim, of the array vr must be at least 2� n when jobvr ¼ Nag RightVecs.

Where VR i; jð Þ appears in th i s document , i t r e fe r s to the ar ray e lement
vr½ j� 1ð Þ � pdvrþ i� 1�.
On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors xj are stored one after another in vr,
in the same order as the corresponding eigenvalues. If the jth eigenvalue is real, then
xj ¼ VR :; jð Þ, the jth column of VR. If the jth and jþ 1ð Þth eigenvalues form a complex
conjugate pair, then xj ¼ VR :; jð Þ þ i� VR :; jþ 1ð Þ and xjþ1 ¼ VR :; jð Þ � i� VR :; jþ 1ð Þ.
Each eigenvector will be normalized with length unity and with the element of largest modulus
real and positive.

If jobvr ¼ Nag NotRightVecs, vr is not referenced and may be NULL.
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19: pdvr – Integer Input

On entry: the stride separating matrix row elements in the array vr.

Constraint: pdvr 	 n.

20: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least 2� n when sense ¼ Nag CondOnly,
Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

Note: also: computing the condition numbers of the eigenvalues requires that both the left and
right eigenvectors be computed.

On ex i t : i f sense ¼ Nag CondOnly, Nag CondBackErrLeft, Nag CondBackErrRight o r
Nag CondBackErrBoth, s½j� 1� contains the condition number estimate for the jth eigenvalue
(large condition numbers imply that the problem is near one with multiple eigenvalues). Infinite
condition numbers are returned as the largest model double number (nag_real_largest_number
(X02ALC)).

If sense ¼ Nag NoCondBackErr, Nag BackErrLeft, Nag BackErrRight or Nag BackErrBoth, s is
not referenced and may be NULL.

21: bevl½dim� – double Output

Note : the dimension, dim , of the array bevl must be at least 2� n when
sense ¼ Nag BackErrLeft, Nag BackErrBoth, Nag CondBackErrLeft or Nag CondBackErrBoth.

O n e x i t : i f sense ¼ Nag BackErrLeft, Nag BackErrBoth, Nag CondBackErrLeft o r
Nag CondBackErrBoth, bevl½j� 1� contains the backward error estimate for the computed left
eigenpair �j; yj

� �
.

If sense ¼ Nag NoCondBackErr, Nag CondOnly, Nag BackErrRight or Nag CondBackErrRight,
bevl is not referenced and may be NULL.

22: bevr½dim� – double Output

Note : the dimension, dim , of the array bevr must be at least 2� n when
sense ¼ Nag BackErrRight, Nag BackErrBoth, Nag CondBackErrRight o r
Nag CondBackErrBoth.

On e x i t : i f sense ¼ Nag BackErrRight, Nag BackErrBoth, Nag CondBackErrRight o r
Nag CondBackErrBoth, bevr½j� 1� contains the backward error estimate for the computed right
eigenpair �j; xj

� �
.

If sense ¼ Nag NoCondBackErr, Nag CondOnly, Nag BackErrLeft or Nag CondBackErrLeft,
bevr is not referenced and may be NULL.

23: iwarn – Integer * Output

On exit: iwarn will be positive if there are warnings, otherwise iwarn will be 0.

If fail:code ¼ NE_NOERROR then:

if iwarn ¼ 1 then one, or both, of the matrices A and C is zero. In this case no scaling is
performed, even if scal > 0;

if iwarn ¼ 2 then the matrices A and C are singular, or nearly singular, so the problem is
potentially ill-posed;

if iwarn ¼ 3 then both the conditions for iwarn ¼ 1 and iwarn ¼ 2 above, apply. If
iwarn ¼ 4, bk k 	 10

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k � Ck k

p
and backward stability cannot be guaranteed.

If fail:code ¼ NE_ITERATIONS_QZ, nag_dgges (f08xac) has flagged that iwarn eigenvalues are
invalid.
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If fail:code ¼ NE_ITERATIONS_QZ, nag_dggev (f08wac) has flagged that iwarn eigenvalues
are invalid.

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 n.

On entry, pdvl ¼ valueh i, n ¼ valueh i and jobvl ¼ valueh i.
Constraint: when jobvl ¼ Nag LeftVecs, pdvl 	 n.

On entry, pdvr ¼ valueh i, n ¼ valueh i and jobvr ¼ valueh i.
Constraint: when jobvr ¼ Nag RightVecs, pdvr 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_VALUE

On entry, sense ¼ valueh i and jobvl ¼ valueh i.
Constraint: when jobvl ¼ Nag NotLeftVecs, sense ¼ Nag NoCondBackErr or Nag BackErrRight,
when jobvl ¼ Nag LeftVecs, sense ¼ Nag CondOnly, Nag BackErrLeft, Nag BackErrBoth,
Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

On entry, sense ¼ valueh i and jobvr ¼ valueh i.
C o n s t r a i n t : w h e n jobvr ¼ Nag NotRightVecs, sense ¼ Nag NoCondBackErr o r
Nag BackErrLeft,
when jobvr ¼ Nag RightVecs, sense ¼ Nag CondOnly, Nag BackErrRight, Nag BackErrBoth,
Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.
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NE_ITERATIONS_QZ

The QZ iteration failed in nag_dggev (f08wac).
iwarn returns the value of info returned by nag_dggev (f08wac). This failure is unlikely to
happen, but if it does, please contact NAG.

The QZ iteration failed in nag_dgges (f08xac).
iwarn returns the value of info returned by nag_dgges (f08xac). This failure is unlikely to
happen, but if it does, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The quadratic matrix polynomial is nonregular (singular).

7 Accuracy

The algorithm is backward stable for problems that are not too heavily damped, that is
Bk k � 10

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k � Ck k

p
.

8 Parallelism and Performance

nag_eigen_real_gen_quad (f02jcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_eigen_real_gen_quad (f02jcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

To solve the quadratic eigenvalue problem

�2Aþ �Bþ C
� �

x ¼ 0

where

A ¼
1 2 2
3 1 1
3 2 1

0@ 1A; B ¼
3 2 1
2 1 3
1 3 2

0@ 1A and C ¼
1 1 2
2 3 1
3 1 2

0@ 1A:
The example also returns the left eigenvectors, condition numbers for the computed eigenvalues and
backward errors of the computed right and left eigenpairs.
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10.1 Program Text

/* nag_eigen_real_gen_quad (f02jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf02.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>
#include <math.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer i, iwarn, j, pda, pdb, pdc, pdvl, pdvr, n;
Integer exit_status = 0;

/* Nag Types */
NagError fail;
Nag_ScaleType scal;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;
Nag_CondErrType sense;

/* Double scalar and array declarations */
double bmax, inf, tmp;
double tol = 0.0;
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0, *bevl = 0;
double *bevr = 0, *c = 0, *ei = 0, *er = 0, *s = 0, *vl = 0, *vr = 0;

/* Character scalar declarations */
char cjobvl[40], cjobvr[40], cscal[40], csense[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_eigen_real_gen_quad (f02jcc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size, scaling and output required */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%39s%39s%*[^\n] ", &n, cscal,
(unsigned)_countof(cscal), csense,
(unsigned)_countof(csense));

#else
scanf("%" NAG_IFMT "%39s%39s%*[^\n] ", &n, cscal, csense);

#endif
scal = (Nag_ScaleType) nag_enum_name_to_value(cscal);
sense = (Nag_CondErrType) nag_enum_name_to_value(csense);

#ifdef _WIN32
scanf_s("%39s%39s%*[^\n] ", cjobvl, (unsigned)_countof(cjobvl), cjobvr,

(unsigned)_countof(cjobvr));
#else

scanf("%39s%39s%*[^\n] ", cjobvl, cjobvr);
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#endif
jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(cjobvl);
jobvr = (Nag_RightVecsType) nag_enum_name_to_value(cjobvr);

pda = n;
pdb = n;
pdc = n;
pdvl = n;
pdvr = n;

if (!(a = NAG_ALLOC(n * pda, double)) ||
!(b = NAG_ALLOC(n * pdb, double)) ||
!(c = NAG_ALLOC(n * pdc, double)) ||
!(alphai = NAG_ALLOC(2 * n, double)) ||
!(alphar = NAG_ALLOC(2 * n, double)) ||
!(beta = NAG_ALLOC(2 * n, double)) ||
!(ei = NAG_ALLOC(2 * n, double)) ||
!(er = NAG_ALLOC(2 * n, double)) ||
!(vl = NAG_ALLOC(2 * n * pdvl, double)) ||
!(vr = NAG_ALLOC(2 * n * pdvr, double)) ||
!(s = NAG_ALLOC(2 * n, double)) ||
!(bevr = NAG_ALLOC(2 * n, double)) ||
!(bevl = NAG_ALLOC(2 * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &a[j * pda + i]);
#else

scanf("%lf", &a[j * pda + i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix B */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &b[j * pdb + i]);
#else

scanf("%lf", &b[j * pdb + i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix C */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &c[j * pdc + i]);
#else

scanf("%lf", &c[j * pdc + i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* nag_eigen_real_gen_quad (f02jcc): Solve the quadratic eigenvalue problem */
nag_eigen_real_gen_quad(scal, jobvl, jobvr, sense, tol, n, a, pda, b, pdb,

c, pdc, alphar, alphai, beta, vl, pdvl, vr, pdvr, s,
bevl, bevr, &iwarn, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_eigen_real_gen_quad (f02jcc).\n%s\n",

fail.message);
exit_status = -1;
goto END;

}
else if (iwarn != 0) {

printf("Warning from nag_eigen_real_gen_quad (f02jcc).");
printf(" iwarn = %" NAG_IFMT "\n", iwarn);

}

/* Infinity */
inf = X02ALC;

/* Display eigenvalues */
for (j = 0; j < 2 * n; j++) {

if (beta[j] >= 1.0) {
er[j] = alphar[j] / beta[j];
ei[j] = alphai[j] / beta[j];

}
else {

tmp = inf * beta[j];
if ((fabs(alphar[j]) < tmp) && (fabs(alphai[j]) < tmp)) {

er[j] = alphar[j] / beta[j];
ei[j] = alphai[j] / beta[j];

}
else {

er[j] = inf;
ei[j] = 0.0;

}
}
if (er[j] < inf) {

printf("Eigenvalue(%3" NAG_IFMT ") = (%11.4e, %11.4e)\n", j + 1, er[j],
ei[j]);

}
else {

printf("Eigenvalue(%3" NAG_IFMT ") is infinte\n", j + 1);
}

}

if (jobvr == Nag_RightVecs) {
printf("\n");
fflush(stdout);
/* x04cac: Print out the right eigenvectors */
nag_gen_real_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, 2 * n, vr, pdvr,
"Right eigenvectors (matrix VR)", NULL, &fail);

}

if (jobvl == Nag_LeftVecs && fail.code == NE_NOERROR) {
printf("\n");
fflush(stdout);
/* x04cac: Print out the left eigenvectors */
nag_gen_real_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, 2 * n, vl, pdvl,
"Left eigenvectors (matrix VL)", NULL, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Display condition numbers and errors, as required */
if (sense == Nag_CondOnly || sense == Nag_CondBackErrLeft ||

sense == Nag_CondBackErrRight || sense == Nag_CondBackErrBoth) {
printf("\n");
printf("Eigenvalue Condition numbers\n");
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for (j = 0; j < 2 * n; j++)
printf("%2" NAG_IFMT " %11.4e\n", j + 1, s[j]);

}

if (sense == Nag_BackErrRight || sense == Nag_BackErrBoth ||
sense == Nag_CondBackErrRight || sense == Nag_CondBackErrBoth) {

/* nag_dmax_val (f16jnc).
* Get maximum value (bmax) and location of that value (j) of bevr.
*/

nag_dmax_val(2 * n, bevr, 1, &j, &bmax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("Backward errors for eigenvalues and right eigenvectors\n");
if (bmax < 10.0 * X02AJC) {

printf(" All errors are less than 10 times machine precision\n");
}
else {

for (j = 0; j < 2 * n; j++)
printf("%11.4e\n", bevr[j]);

}
}

if (sense == Nag_BackErrLeft || sense == Nag_BackErrBoth ||
sense == Nag_CondBackErrLeft || sense == Nag_CondBackErrBoth) {

/* nag_dmax_val (f16jnc).
* Get maximum value (bmax) and location of that value (j) of bevl.
*/

nag_dmax_val(2 * n, bevl, 1, &j, &bmax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
printf("\n");
printf("Backward errors for eigenvalues and left eigenvectors\n");
if (bmax < 10.0 * X02AJC) {

printf(" All errors are less than 10 times machine precision\n");
}
else {

for (j = 0; j < 2 * n; j++)
printf("%11.4e\n", bevl[j]);

}
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(beta);
NAG_FREE(ei);
NAG_FREE(er);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(s);
NAG_FREE(bevr);
NAG_FREE(bevl);

return (exit_status);
}
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10.2 Program Data

nag_eigen_real_gen_quad (f02jcc) Example Program Data
3 Nag_CondFanLinVanDooren Nag_CondBackErrBoth : n, scal, sense

Nag_LeftVecs Nag_RightVecs : jobvl, jobvr

1.0 2.0 2.0
3.0 1.0 1.0
3.0 2.0 1.0 : a

3.0 2.0 1.0
2.0 1.0 3.0
1.0 3.0 2.0 : b

1.0 1.0 2.0
2.0 3.0 1.0
3.0 1.0 2.0 : c

10.3 Program Results

nag_eigen_real_gen_quad (f02jcc) Example Program Results

Eigenvalue( 1) = (-3.8513e+00, 0.0000e+00)
Eigenvalue( 2) = (-5.9217e-01, 8.0280e-01)
Eigenvalue( 3) = (-5.9217e-01, -8.0280e-01)
Eigenvalue( 4) = ( 5.2326e-01, 6.2251e-01)
Eigenvalue( 5) = ( 5.2326e-01, -6.2251e-01)
Eigenvalue( 6) = ( 7.8909e-01, 0.0000e+00)

Right eigenvectors (matrix VR)
1 2 3 4 5 6

1 -0.2108 0.3751 -0.1877 -0.6593 0.0424 -0.3478
2 0.7695 0.5020 -0.2433 0.0302 0.0197 0.8277
3 -0.6028 0.7162 0.0000 0.7498 0.0000 -0.4405

Left eigenvectors (matrix VL)
1 2 3 4 5 6

1 0.1052 0.7816 0.0000 0.8079 0.0000 0.0358
2 0.7381 0.5075 -0.1352 -0.1124 -0.0314 0.7072
3 -0.6664 0.3202 -0.1038 -0.5704 0.0913 -0.7061

Eigenvalue Condition numbers
1 2.3092e+00
2 7.0275e-01
3 7.0275e-01
4 2.7013e+00
5 2.7013e+00
6 2.0144e+00

Backward errors for eigenvalues and right eigenvectors
All errors are less than 10 times machine precision

Backward errors for eigenvalues and left eigenvectors
All errors are less than 10 times machine precision

f02jcc NAG Library Manual

f02jcc.12 (last) Mark 26



NAG Library Function Document

nag_eigen_complex_gen_quad (f02jqc)

1 Purpose

nag_eigen_complex_gen_quad (f02jqc) solves the quadratic eigenvalue problem

�2Aþ �Bþ C
� �

x ¼ 0;

where A, B and C are complex n by n matrices.

The function returns the 2n eigenvalues, �j , for j ¼ 1; 2; . . . ; 2n, and can optionally return the
corresponding right eigenvectors, xj and/or left eigenvectors, yj as well as estimates of the condition
numbers of the computed eigenvalues and backward errors of the computed right and left eigenvectors.
A left eigenvector satisfies the equation

yH �2Aþ �Bþ C
� �

¼ 0;

where yH is the complex conjugate transpose of y.

� is represented as the pair �; �ð Þ, such that � ¼ �=�. Note that the computation of �=� may overflow
and indeed � may be zero.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_eigen_complex_gen_quad (Nag_ScaleType scal, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Nag_CondErrType sense, double tol, Integer n,
Complex a[], Integer pda, Complex b[], Integer pdb, Complex c[],
Integer pdc, Complex alpha[], Complex beta[], Complex vl[],
Integer pdvl, Complex vr[], Integer pdvr, double s[], double bevl[],
double bevr[], Integer *iwarn, NagError *fail)

3 Description

The quadratic eigenvalue problem is solved by linearizing the problem and solving the resulting 2n by
2n generalized eigenvalue problem. The linearization is chosen to have favourable conditioning and
backward stability properties. An initial preprocessing step is performed that reveals and deflates the
zero and infinite eigenvalues contributed by singular leading and trailing matrices.

The algorithm is backward stable for problems that are not too heavily damped, that is
Bk k � 10

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k � Ck k

p
.

Further details on the algorithm are given in Hammarling et al. (2013).

4 References

Fan H -Y, Lin W.-W and Van Dooren P. (2004) Normwise scaling of second order polynomial matrices.
SIAM J. Matrix Anal. Appl. 26, 1 252–256

Gaubert S and Sharify M (2009) Tropical scaling of polynomial matrices Lecture Notes in Control and
Information Sciences Series 389 291–303 Springer–Verlag

Hammarling S, Munro C J and Tisseur F (2013) An algorithm for the complete solution of quadratic
eigenvalue problems. ACM Trans. Math. Software. 39(3):18:1–18:119 http://eprints.ma.man.ac.uk/1815/

f02 – Eigenvalues and Eigenvectors f02jqc

Mark 26 f02jqc.1

http://eprints.ma.man.ac.uk/1815/


5 Arguments

1: scal – Nag_ScaleType Input

On entry: determines the form of scaling to be performed on A, B and C.

scal ¼ Nag NoScale
No scaling.

scal ¼ Nag CondFanLinVanDooren (the recommended value)

Fan, Lin and Van Dooren scaling if Bk kffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k� Ck k

p < 10 and no scaling otherwise where Zk k is
the Frobenius norm of Z.

scal ¼ Nag FanLinVanDooren
Fan, Lin and Van Dooren scaling.

scal ¼ Nag TropicalLargest
Tropical scaling with largest root.

scal ¼ Nag TropicalSmallest
Tropical scaling with smallest root.

C o n s t r a i n t : scal ¼ Nag NoScale, Nag CondFanLinVanDooren, Nag FanLinVanDooren,
Nag TropicalLargest or Nag TropicalSmallest.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute left eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left eigenvectors.

I f sense ¼ Nag CondOnly, Nag BackErrLeft, Nag BackErrBoth, Nag CondBackErrLeft,
Nag CondBackErrRight or Nag CondBackErrBoth, jobvl must be set to Nag LeftVecs.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute right eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right eigenvectors.

I f sense ¼ Nag CondOnly, Nag BackErrRight, Nag BackErrBoth, Nag CondBackErrLeft,
Nag CondBackErrRight or Nag CondBackErrBoth, jobvr must be set to Nag RightVecs.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: sense – Nag_CondErrType Input

On entry: determines whether, or not, condition numbers and backward errors are computed.

sense ¼ Nag NoCondBackErr
Do not compute condition numbers, or backward errors.

sense ¼ Nag CondOnly
Just compute condition numbers for the eigenvalues.

sense ¼ Nag BackErrLeft
Just compute backward errors for the left eigenpairs.

sense ¼ Nag BackErrRight
Just compute backward errors for the right eigenpairs.

sense ¼ Nag BackErrBoth
Compute backward errors for the left and right eigenpairs.

sense ¼ Nag CondBackErrLeft
Compute condition numbers for the eigenvalues and backward errors for the left
eigenpairs.
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sense ¼ Nag CondBackErrRight
Compute condition numbers for the eigenvalues and backward errors for the right
eigenpairs.

sense ¼ Nag CondBackErrBoth
Compute condition numbers for the eigenvalues and backward errors for the left and right
eigenpairs.

Constraint: sense ¼ Nag NoCondBackErr, Nag CondOnly, Nag BackErrLeft, Nag BackErrRight,
Nag BackErrBoth, Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

5: tol – double Input

On entry: tol is used as the tolerance for making decisions on rank in the deflation procedure. If
tol is zero on entry then n�machine precision is used in place of tol, where machine precision
is as returned by function nag_machine_precision (X02AJC). A diagonal element of a triangular
matrix, R, is regarded as zero if rjj

		 		 � tol� size Xð Þ, or n�machine precision� size Xð Þ when
tol is zero, where size Xð Þ is based on the size of the absolute values of the elements of the
matrix X containing the matrix R. See Hammarling et al. (2013) for the motivation. If tol is
�1:0 on entry then no deflation is attempted. The recommended value for tol is zero.

6: n – Integer Input

On entry: the order of the matrices A, B and C.

Constraint: n 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in a½ j� 1ð Þ � pdaþ i� 1�.
On entry: the n by n matrix A.

On ex i t : a i s u sed as in t e rna l workspace , bu t i f jobvl ¼ Nag LeftVecs o r
jobvr ¼ Nag RightVecs, then a is restored on exit.

8: pda – Integer Input

On entry: the stride separating matrix row elements in the array a.

Constraint: pda 	 n.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in b½ j� 1ð Þ � pdbþ i� 1�.
On entry: the n by n matrix B.

On exit: b is used as internal workspace, but is restored on exit.

10: pdb – Integer Input

On entry: the stride separating matrix row elements in the array b.

Constraint: pdb 	 n.

11: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least pdc� n.

The i; jð Þth element of the matrix C is stored in c½ j� 1ð Þ � pdcþ i� 1�.
On entry: the n by n matrix C.
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On exit: c is used as internal workspace, but if jobvl ¼ Nag LeftVecs or jobvr ¼ Nag RightVecs,
c is restored on exit.

12: pdc – Integer Input

On entry: the stride separating matrix row elements in the array c.

Constraint: pdc 	 n.

13: alpha½2� n� – Complex Output

On exit: alpha½j � 1�, for j ¼ 1; 2; . . . ; 2n, contains the first part of the the jth eigenvalue pair
�j; �j
� �

of the quadratic eigenvalue problem.

14: beta½2� n� – Complex Output

On exit: beta½j � 1�, for j ¼ 1; 2; . . . ; 2n, contains the second part of the jth eigenvalue pair
�j; �j
� �

of the quadratic eigenvalue problem. Although beta is declared complex, it is actually
real and non-negative. Infinite eigenvalues have �j set to zero.

15: vl½dim� – Complex Output

Note: the dimension, dim, of the array vl must be at least 2� n when jobvl ¼ Nag LeftVecs.

Where VL i; jð Þ appears in this document, it refers to the array element vl½ j� 1ð Þ � pdvlþ i� 1�.
On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors yj are stored one after another in vl, in
the same order as the corresponding eigenvalues. Each eigenvector will be normalized with
length unity and with the element of largest modulus real and positive.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced and may be NULL.

16: pdvl – Integer Input

On entry: the stride separating matrix row elements in the array vl.

Constraint: pdvl 	 n.

17: vr½dim� – Complex Output

Note: the dimension, dim, of the array vr must be at least 2� n when jobvr ¼ Nag RightVecs.

Where VR i; jð Þ appears in th i s document , i t r e fe r s to the ar ray e lement
vr½ j� 1ð Þ � pdvrþ i� 1�.
On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors xj are stored one after another in vr,
in the same order as the corresponding eigenvalues. Each eigenvector will be normalized with
length unity and with the element of largest modulus real and positive.

If jobvr ¼ Nag NotRightVecs, vr is not referenced and may be NULL.

18: pdvr – Integer Input

On entry: the stride separating matrix row elements in the array vr.

Constraint: pdvr 	 n.

19: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least 2� n when sense ¼ Nag CondOnly,
Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

Note: also: computing the condition numbers of the eigenvalues requires that both the left and
right eigenvectors be computed.

On ex i t : i f sense ¼ Nag CondOnly, Nag CondBackErrLeft, Nag CondBackErrRight o r
Nag CondBackErrBoth, s½j� 1� contains the condition number estimate for the jth eigenvalue
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(large condition numbers imply that the problem is near one with multiple eigenvalues). Infinite
condition numbers are returned as the largest model real number (nag_real_largest_number
(X02ALC)).

If sense ¼ Nag NoCondBackErr, Nag BackErrLeft, Nag BackErrRight or Nag BackErrBoth, s is
not referenced and may be NULL.

20: bevl½dim� – double Output

Note : the dimension, dim , of the array bevl must be at least 2� n when
sense ¼ Nag BackErrLeft, Nag BackErrBoth, Nag CondBackErrLeft or Nag CondBackErrBoth.

O n e x i t : i f sense ¼ Nag BackErrLeft, Nag BackErrBoth, Nag CondBackErrLeft o r
Nag CondBackErrBoth, bevl½j� 1� contains the backward error estimate for the computed left
eigenpair �j; yj

� �
.

If sense ¼ Nag NoCondBackErr, Nag CondOnly, Nag BackErrRight or Nag CondBackErrRight,
bevl is not referenced and may be NULL.

21: bevr½dim� – double Output

Note : the dimension, dim , of the array bevr must be at least 2� n when
sense ¼ Nag BackErrRight, Nag BackErrBoth, Nag CondBackErrRight o r
Nag CondBackErrBoth.

On e x i t : i f sense ¼ Nag BackErrRight, Nag BackErrBoth, Nag CondBackErrRight o r
Nag CondBackErrBoth, bevr½j� 1� contains the backward error estimate for the computed right
eigenpair �j; xj

� �
.

If sense ¼ Nag NoCondBackErr, Nag CondOnly, Nag BackErrLeft or Nag CondBackErrLeft,
bevr is not referenced and may be NULL.

22: iwarn – Integer * Output

On exit: iwarn will be positive if there are warnings, otherwise iwarn will be 0.

If fail:code ¼ NE_NOERROR then:

if iwarn ¼ 1 then one, or both, of the matrices A and C is zero. In this case no scaling is
performed, even if scal ¼ Nag CondFanLinVanDooren;

if iwarn ¼ 2 then the matrices A and C are singular, or nearly singular, so the problem is
potentially ill-posed;

if iwarn ¼ 3 then both the conditions for iwarn ¼ 1 and iwarn ¼ 2 above, apply. If
iwarn ¼ 4, bk k 	 10

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k � Ck k

p
and backward stability cannot be guaranteed.

If fail:code ¼ NE_ITERATIONS_QZ, nag_zgges (f08xnc) has flagged that iwarn eigenvalues are
invalid.

If fail:code ¼ NE_ITERATIONS_QZ, nag_zggev (f08wnc) has flagged that iwarn eigenvalues
are invalid.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_ARRAY_SIZE

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 n.

On entry, pdvl ¼ valueh i, n ¼ valueh i and jobvl ¼ valueh i.
Constraint: when jobvl ¼ Nag LeftVecs, pdvl 	 n.

On entry, pdvr ¼ valueh i, n ¼ valueh i and jobvr ¼ valueh i.
Constraint: when jobvr ¼ Nag RightVecs, pdvr 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_VALUE

On entry, sense ¼ valueh i and jobvl ¼ valueh i.
Constraint: when jobvl ¼ Nag NotLeftVecs, sense ¼ Nag NoCondBackErr or Nag BackErrRight,
when jobvl ¼ Nag LeftVecs, sense ¼ Nag CondOnly, Nag BackErrLeft, Nag BackErrBoth,
Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

On entry, sense ¼ valueh i and jobvr ¼ valueh i.
C o n s t r a i n t : w h e n jobvr ¼ Nag NotRightVecs, sense ¼ Nag NoCondBackErr o r
Nag BackErrLeft,
when jobvr ¼ Nag RightVecs, sense ¼ Nag CondOnly, Nag BackErrRight, Nag BackErrBoth,
Nag CondBackErrLeft, Nag CondBackErrRight or Nag CondBackErrBoth.

NE_ITERATIONS_QZ

The QZ iteration failed in nag_zggev (f08wnc).
iwarn returns the value of info returned by nag_zggev (f08wnc). This failure is unlikely to
happen, but if it does, please contact NAG.

The QZ iteration failed in nag_zgges (f08xnc).
iwarn returns the value of info returned by nag_zgges (f08xnc). This failure is unlikely to
happen, but if it does, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The quadratic matrix polynomial is nonregular (singular).
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7 Accuracy

The algorithm is backward stable for problems that are not too heavily damped, that is
Bk k �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ak k � Ck k

p
.

8 Parallelism and Performance

nag_eigen_complex_gen_quad (f02jqc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_eigen_complex_gen_quad (f02jqc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

To solve the quadratic eigenvalue problem

�2Aþ �Bþ C
� �

x ¼ 0

where

A ¼
2i 4i 4i
6i 2i 2i
6i 4i 2i

0@ 1A; B ¼
3þ 3i 2þ 2i 1þ i
2þ 2i 1þ i 3þ 3i
1þ i 3þ 3i 2þ 2i

0@ 1A and C ¼
1 1 2
2 3 1
3 1 2

0@ 1A:
The example also returns the left eigenvectors, condition numbers for the computed eigenvalues and the
maximum backward errors of the computed right and left eigenpairs.

10.1 Program Text

/* nag_eigen_complex_gen_quad (f02jqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf02.h>
#include <nagx02.h>
#include <nagx04.h>
#include <nagm01.h>
#include <math.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b);
#ifdef __cplusplus
}
#endif
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#define COMPLEX(A) A.re, A.im

int main(void)
{

/* Integer scalar and array declarations */
Integer i, iwarn, j, pda, pdb, pdc, pdvl, pdvr, n;
Integer exit_status = 0, isinf = 0, cond_errors = 0;

size_t *indices = 0;

/* Nag Types */
NagError fail;
Nag_ScaleType scal;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;
Nag_CondErrType sense;

/* Double scalar and array declarations */
double rbetaj;
double tol = 0.0;
double *bevl = 0, *bevr = 0, *s = 0;

/* Complex scalar and array declarations */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0,

*c = 0, *e = 0, *vl = 0, *vr = 0, *cvr = 0;

/* Character scalar declarations */
char cjobvl[40], cjobvr[40], cscal[40], csense[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_eigen_complex_gen_quad (f02jqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size, scaling and output required */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%39s%39s%*[^\n] ", &n, cscal,
(unsigned)_countof(cscal), csense,
(unsigned)_countof(csense));

#else
scanf("%" NAG_IFMT "%39s%39s%*[^\n] ", &n, cscal, csense);

#endif
scal = (Nag_ScaleType) nag_enum_name_to_value(cscal);
sense = (Nag_CondErrType) nag_enum_name_to_value(csense);

#ifdef _WIN32
scanf_s("%39s%39s%*[^\n] ", cjobvl, (unsigned)_countof(cjobvl), cjobvr,

(unsigned)_countof(cjobvr));
#else

scanf("%39s%39s%*[^\n] ", cjobvl, cjobvr);
#endif

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(cjobvl);
jobvr = (Nag_RightVecsType) nag_enum_name_to_value(cjobvr);

pda = n;
pdb = n;
pdc = n;
pdvl = n;
pdvr = n;

if (!(a = NAG_ALLOC(n * pda, Complex)) ||
!(b = NAG_ALLOC(n * pdb, Complex)) ||
!(c = NAG_ALLOC(n * pdc, Complex)) ||
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!(alpha = NAG_ALLOC(2 * n, Complex)) ||
!(beta = NAG_ALLOC(2 * n, Complex)) ||
!(e = NAG_ALLOC(2 * n, Complex)) ||
!(vl = NAG_ALLOC(2 * n * pdvl, Complex)) ||
!(vr = NAG_ALLOC(2 * n * pdvr, Complex)) ||
!(s = NAG_ALLOC(2 * n, double)) ||
!(bevr = NAG_ALLOC(2 * n, double)) ||
!(bevl = NAG_ALLOC(2 * n, double)) ||
!(cvr = NAG_ALLOC(n, Complex)) ||
!(indices = NAG_ALLOC(2 * n, size_t)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf%lf", COMPLEX(&a[j * pda + i]));
#else

scanf("%lf%lf", COMPLEX(&a[j * pda + i]));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix B */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf%lf", COMPLEX(&b[j * pdb + i]));
#else

scanf("%lf%lf", COMPLEX(&b[j * pdb + i]));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix C */
for (i = 0; i < n; i++)

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf%lf", COMPLEX(&c[j * pdc + i]));
#else

scanf("%lf%lf", COMPLEX(&c[j * pdc + i]));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_eigen_complex_gen_quad (f02jqc):
* Solve the quadratic eigenvalue problem */

nag_eigen_complex_gen_quad(scal, jobvl, jobvr, sense, tol, n, a, pda, b,
pdb, c, pdc, alpha, beta, vl, pdvl, vr, pdvr, s,
bevl, bevr, &iwarn, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_eigen_complex_gen_quad (f02jqc).\n%s\n",

fail.message);
exit_status = -1;
goto END;

}
else if (iwarn != 0) {
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printf("Warning from nag_eigen_complex_gen_quad (f02jqc).");
printf(" iwarn = %" NAG_IFMT "\n", iwarn);

}

/* Display eigenvalues */
for (j = 0; j < 2 * n; j++) {

rbetaj = beta[j].re;
if (rbetaj > 0.0) {

e[j].re = alpha[j].re / rbetaj;
e[j].im = alpha[j].im / rbetaj;

} else {
isinf = j + 1;

}
}
if (isinf) {

printf("Eigenvalue(%3" NAG_IFMT ") is infinite\n", isinf);
} else {

/* Sort eigenvalues by decscending absolute value and then by
* descending real part. Sort requested eigenvectors correspondingly.
*/

nag_rank_sort((Pointer) e, 2*n, (ptrdiff_t) (sizeof(Complex)),
compare, Nag_Descending, indices, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_sort (m01dsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_make_indices (m01zac).
* Inverts a permutation converting a rank vector to an
* index vector or vice versa
*/

nag_make_indices(indices, 2*n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_make_indices (m01zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_reorder_vector (m01esc).
* Reorders set of values of arbitrary data type into the
* order specified by a set of indices
*/

nag_reorder_vector((Pointer) e, 2*n, sizeof(Complex),
(ptrdiff_t) (sizeof(Complex)), indices, &fail);

if (fail.code == NE_NOERROR && jobvl == Nag_LeftVecs) {
for (i = 0; i < n; i++) {

nag_reorder_vector((Pointer) &vl[i], 2*n, sizeof(Complex),
(ptrdiff_t) (n*sizeof(Complex)), indices, &fail);

}
}
if (fail.code == NE_NOERROR && jobvr == Nag_RightVecs) {

for (i = 0; i < n; i++) {
nag_reorder_vector((Pointer) &vr[i], 2*n, sizeof(Complex),

(ptrdiff_t) (n*sizeof(Complex)), indices, &fail);
}

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues as 1 by 2n matrix using
* nag_gen_real_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, 1, 2*n, e, 1,
Nag_BracketForm, "%7.4f", "Eigenvalues:",
Nag_NoLabels, 0, Nag_IntegerLabels, 0,
60, 0, 0, &fail);
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}
printf("\n");

if (fail.code == NE_NOERROR && jobvr == Nag_RightVecs) {
/* Print right eigenvectors using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, 2*n, vr, pdvr,
Nag_BracketForm, "%7.4f",
"Right Eigenvectors:", Nag_NoLabels,
0, Nag_IntegerLabels, 0, 60, 0, 0, &fail);

printf("\n");
}

if (fail.code == NE_NOERROR && jobvl == Nag_LeftVecs) {
/* Print left eigenvectors using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, 2*n, vl, pdvl,
Nag_BracketForm, "%7.4f",
"Left Eigenvectors:", Nag_NoLabels,
0, Nag_IntegerLabels, 0, 60, 0, 0, &fail);

printf("\n");
}

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (!cond_errors)
goto END;

/* Display condition numbers and errors, as required */
if (sense == Nag_CondOnly || sense == Nag_CondBackErrLeft ||

sense == Nag_CondBackErrRight || sense == Nag_CondBackErrBoth) {
/* Print eigenvalue condition numbers as 1 by 2n matrix using
* nag_gen_real_mat_print_comp (x04cbc).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, 1, 2*n, s, 1,
"%17.2f", "Eigenvalue Condition numbers:",
Nag_NoLabels, 0, Nag_IntegerLabels, 0,
60, 0, 0, &fail);

printf("\n");
}

if (sense == Nag_BackErrRight || sense == Nag_BackErrBoth ||
sense == Nag_CondBackErrRight || sense == Nag_CondBackErrBoth) {

if (fail.code == NE_NOERROR) {
fflush(stdout);
nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, 1, 2*n, bevr, 1,
"%17.1e",
"Backward errors for eigenvalues and "
"right eigenvectors:",
Nag_NoLabels, 0, Nag_IntegerLabels, 0,
60, 0, 0, &fail);

printf("\n");
}

}

if (sense == Nag_BackErrLeft || sense == Nag_BackErrBoth ||
sense == Nag_CondBackErrLeft || sense == Nag_CondBackErrBoth) {

f02 – Eigenvalues and Eigenvectors f02jqc

Mark 26 f02jqc.11



if (fail.code == NE_NOERROR) {
fflush(stdout);
nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, 1, 2*n, bevl, 1,
"%17.1e",
"Backward errors for eigenvalues and "
"left eigenvectors:",
Nag_NoLabels, 0, Nag_IntegerLabels, 0,
60, 0, 0, &fail);

printf("\n");
}

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 2;
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(e);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(s);
NAG_FREE(bevr);
NAG_FREE(bevl);
NAG_FREE(cvr);
NAG_FREE(indices);

return (exit_status);
}
static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b)
{

double a_re = (*((const Complex *) a)).re;
double a_im = (*((const Complex *) a)).im;
double b_re = (*((const Complex *) b)).re;
double b_im = (*((const Complex *) b)).im;
double diff;
Integer x;

diff = (a_re*a_re + a_im*a_im)-(b_re*b_re + b_im*b_im);
if (fabs(diff) < 1000.0*x02ajc()) {

if (a_re < b_re) {
x = -1;

} else if (a_re > b_re) {
x = 1;

} else {
x = 0;

}
} else if (diff < 0.0) {

x = -1;
} else {

x = 1;
}
return x;

}

10.2 Program Data

nag_eigen_complex_gen_quad (f02jqc) Example Program Data
3 Nag_CondFanLinVanDooren Nag_CondBackErrBoth : n, scal, sense

Nag_LeftVecs Nag_RightVecs : jobvl, jobvr

0.0 2.0 0.0 4.0 0.0 4.0
0.0 6.0 0.0 2.0 0.0 2.0
0.0 6.0 0.0 4.0 0.0 2.0 : a
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3.0 3.0 2.0 2.0 1.0 1.0
2.0 2.0 1.0 1.0 3.0 3.0
1.0 1.0 3.0 3.0 2.0 2.0 : b

1.0 0.0 1.0 0.0 2.0 0.0
2.0 0.0 3.0 0.0 1.0 0.0
3.0 0.0 1.0 0.0 2.0 0.0 : c

10.3 Program Results

nag_eigen_complex_gen_quad (f02jqc) Example Program Results

Eigenvalues:
1 2 3

(-1.9256, 1.9256) ( 0.1053, 0.6975) (-0.6975,-0.1053)

4 5 6
( 0.5729, 0.0496) (-0.0496,-0.5729) ( 0.3945,-0.3945)

Right Eigenvectors:
1 2 3

(-0.2108, 0.0000) ( 0.3751,-0.1877) ( 0.3751, 0.1877)
( 0.7695, 0.0000) ( 0.5020,-0.2433) ( 0.5020, 0.2433)
(-0.6028,-0.0000) ( 0.7162, 0.0000) ( 0.7162, 0.0000)

4 5 6
(-0.6593, 0.0424) (-0.6593,-0.0424) (-0.3478, 0.0000)
( 0.0302, 0.0197) ( 0.0302,-0.0197) ( 0.8277, 0.0000)
( 0.7498, 0.0000) ( 0.7498, 0.0000) (-0.4405,-0.0000)

Left Eigenvectors:
1 2 3

( 0.1052,-0.0000) ( 0.7816, 0.0000) ( 0.7816, 0.0000)
( 0.7381, 0.0000) ( 0.5075,-0.1352) ( 0.5075, 0.1352)
(-0.6664, 0.0000) ( 0.3202,-0.1038) ( 0.3202, 0.1038)

4 5 6
( 0.8079, 0.0000) ( 0.8079, 0.0000) ( 0.0358, 0.0000)
(-0.1124,-0.0314) (-0.1124, 0.0314) ( 0.7072, 0.0000)
(-0.5704, 0.0913) (-0.5704,-0.0913) (-0.7061,-0.0000)
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NAG Library Function Document

nag_real_partial_svd (f02wgc)

1 Purpose

nag_real_partial_svd (f02wgc) returns leading terms in the singular value decomposition (SVD) of a
real general matrix and computes the corresponding left and right singular vectors.

2 Specification

#include <nag.h>
#include <nagf02.h>

void nag_real_partial_svd (Nag_OrderType order, Integer m, Integer n,
Integer k, Integer ncv,

void (*av)(Integer *iflag, Integer m, Integer n, const double x[],
double ax[], Nag_Comm *comm),

Integer *nconv, double sigma[], double u[], Integer pdu, double v[],
Integer pdv, double resid[], Nag_Comm *comm, NagError *fail)

3 Description

nag_real_partial_svd (f02wgc) computes a few, k, of the largest singular values and corresponding
vectors of an m by n matrix A. The value of k should be small relative to m and n, for example
k � O min m;nð Þð Þ. The full singular value decomposition (SVD) of an m by n matrix A is given by

A ¼ U�V T;

where U and V are orthogonal and � is an m by n diagonal matrix with real diagonal elements, �i,
such that

�1 	 �2 	 � � � 	 �min m;nð Þ 	 0:

The �i are the singular values of A and the first min m;nð Þ columns of U and V are the left and right
singular vectors of A.

If Uk, Vk denote the leading k columns of U and V respectively, and if �k denotes the leading principal
submatrix of �, then

Ak � Uk�kV
T
k

is the best rank-k approximation to A in both the 2-norm and the Frobenius norm.

The singular values and singular vectors satisfy

Avi ¼ �iui and ATui ¼ �ivi so that ATA�i ¼ �2i �i and AATui ¼ �2i ui;

where ui and vi are the ith columns of Uk and Vk respectively.

Thus, for m 	 n, the largest singular values and corresponding right singular vectors are computed by
finding eigenvalues and eigenvectors for the symmetric matrix ATA. For m < n, the largest singular
values and corresponding left singular vectors are computed by finding eigenvalues and eigenvectors for
the symmetric matrix AAT. These eigenvalues and eigenvectors are found using functions from Chapter
f12. You should read the f12 Chapter Introduction for full details of the method used here.

The real matrix A is not explicitly supplied to nag_real_partial_svd (f02wgc). Instead, you are required
to supply a function, av, that must calculate one of the requested matrix-vector products Ax or ATx for
a given real vector x (of length n or m respectively).

f02 – Eigenvalues and Eigenvectors f02wgc

Mark 26 f02wgc.1



4 References

Wilkinson J H (1978) Singular Value Decomposition – Basic Aspects Numerical Software – Needs and
Availability (ed D A H Jacobs) Academic Press

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

If m ¼ 0, an immediate return is effected.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

If n ¼ 0, an immediate return is effected.

4: k – Integer Input

On entry: k, the number of singular values to be computed.

Constraint: 0 < k < min m; nð Þ � 1.

5: ncv – Integer Input

On entry: the dimension of the arrays sigma and resid. This is the number of Lanczos basis
vectors to use during the computation of the largest eigenvalues of ATA (m 	 n) or AAT

(m < n).

At present there is no a priori analysis to guide the selection of ncv relative to k. However, it is
recommended that ncv 	 2� kþ 1. If many problems of the same type are to be solved, you
should experiment with varying ncv while keeping k fixed for a given test problem. This will
usually decrease the required number of matrix-vector operations but it also increases the internal
storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’ with respect
to CPU time is problem dependent and must be determined empirically.

Constraint: k < ncv � min m; nð Þ.

6: av – function, supplied by the user External Function

av must return the vector result of the matrix-vector product Ax or ATx, as indicated by the input
value of iflag, for the given vector x.

The specification of av is:

void av (Integer *iflag, Integer m, Integer n, const double x[],
double ax[], Nag_Comm *comm)
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1: iflag – Integer * Input/Output

On entry: if iflag ¼ 1, ax must return the m-vector result of the matrix-vector product
Ax.

If iflag ¼ 2, ax must return the n-vector result of the matrix-vector product ATx.

On exit: may be used as a flag to indicate a failure in the computation of Ax or ATx. If
iflag is negative on exit from av, nag_real_partial_svd (f02wgc) will exit immediately
with fail set to iflag.

2: m – Integer Input

On entry: the number of rows of the matrix A.

3: n – Integer Input

On entry: the number of columns of the matrix A.

4: x½dim� – const double Input

Note: the dimension of the array x will be

n when iflag ¼ 1;
m when iflag ¼ 2.

On entry: the vector to be pre-multiplied by the matrix A or AT.

5: ax½dim� – double Output

Note: the dimension of the array ax will be

m when iflag ¼ 1;
n when iflag ¼ 2.

On exit: if iflag ¼ 1, contains the m-vector result of the matrix-vector product Ax.

If iflag ¼ 2, contains the n-vector result of the matrix-vector product ATx.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to av.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_real_partial_svd (f02wgc)
you may allocate memory and initialize these pointers with various quantities for
use by av when called from nag_real_partial_svd (f02wgc) (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation).

7: nconv – Integer * Output

On exit: the number of converged singular values found.

8: sigma½ncv� – double Output

On exit: the nconv converged singular values are stored in the first nconv elements of sigma.

9: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu� ncvð Þ when order ¼ Nag ColMajor;
max 1;m� pduð Þ when order ¼ Nag RowMajor.
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Where U i; jð Þ appears in this document, it refers to the array element

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: the left singular vectors corresponding to the singular values stored in sigma.

The ith element of the jth left singular vector uj is stored in U i; jð Þ, for i ¼ 1; 2; . . . ;m and
j ¼ 1; 2; . . . ; nconv.

10: pdu – Integer Input

On entry: the stride used in the array u.

Constraints:

if order ¼ Nag ColMajor, pdu 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdu 	 ncv.

11: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� ncvð Þ when order ¼ Nag ColMajor;
max 1;n� pdvð Þ when order ¼ Nag RowMajor.

Where V i; jð Þ appears in this document, it refers to the array element

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: the right singular vectors corresponding to the singular values stored in sigma.

The ith element of the jth right singular vector vj is stored in V i; jð Þ, for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ; nconv.

12: pdv – Integer Input

On entry: the stride used in the array v.

Constraints:

if order ¼ Nag ColMajor, pdv 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdv 	 ncv.

13: resid½ncv� – double Output

On exit: the residual Avj � �juj
�� ��, for m 	 n, or ATuj � �jvj

�� ��, for m < n, for each of the
converged singular values �j and corresponding left and right singular vectors uj and vj.

14: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

nag_real_partial_svd (f02wgc) returns with fail:code ¼ NE_NOERROR if at least k singular
values have converged and the corresponding left and right singular vectors have been computed.
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

The number of eigenvalues found to sufficient accuracy is zero.

NE_INT

On entry, k ¼ valueh i.
Constraint: k > 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pdu ¼ valueh i and m ¼ valueh i.
Constraint: pdu 	 m.

On entry, pdu ¼ valueh i and ncv ¼ valueh i.
Constraint: pdu 	 ncv.

On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 n.

On entry, pdv ¼ valueh i and ncv ¼ valueh i.
Constraint: pdv 	 ncv.

NE_INT_3

On entry, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: 0 < k < min m; nð Þ � 1.

NE_INT_4

On entry, k ¼ valueh i, ncv ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: k < ncv � min m;nð Þ.

NE_INTERNAL_ERROR

An error occurred during an internal call. Consider increasing the size of ncv relative to k.

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_LANCZOS_ITERATION

No shifts could be applied during a cycle of the implicitly restarted Lanczos iteration.

NE_MAX_ITER

The maximum number of iterations has been reached. The maximum number of iterations
¼ valueh i. The number of converged eigenvalues ¼ valueh i.

NE_NO_LANCZOS_FAC

Could not build a full Lanczos factorization.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_USER_STOP

On output from user-defined function av, iflag was set to a negative value, iflag ¼ valueh i.

7 Accuracy

See Section 2.14.2 in the f08 Chapter Introduction.

8 Parallelism and Performance

nag_real_partial_svd (f02wgc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_partial_svd (f02wgc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example finds the four largest singular values (�) and corresponding right and left singular vectors
for the matrix A, where A is the m by n real matrix derived from the simplest finite difference
discretization of the two-dimensional kernel k s; tð Þdt where

k s; tð Þ ¼ s t� 1ð Þ if 0 � s � t � 1
t s� 1ð Þ if 0 � t < s � 1



:

10.1 Program Text

/* nag_real_partial_svd (f02wgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL av(Integer *iflag, Integer m, Integer n,
const double x[], double ax[], Nag_Comm *comm);

#ifdef __cplusplus
}
#endif
int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, m, n, nconv, ncv, nev;
Integer pdu, pdv;
Nag_Comm comm;
NagError fail;
/*Double scalar and array declarations */
static double ruser[1] = { -1.0 };
double *resid = 0, *sigma = 0, *u = 0, *v = 0;
Nag_OrderType order;

INIT_FAIL(fail);

printf("nag_real_partial_svd (f02wgc) Example Program Results\n\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m,
&n, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n,

&nev, &ncv);
#endif

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pdu = m;
pdv = n;

#else
order = Nag_RowMajor;
pdu = ncv;
pdv = ncv;

#endif

if (!(resid = NAG_ALLOC(m, double)) ||
!(sigma = NAG_ALLOC(ncv, double)) ||
!(u = NAG_ALLOC(m * ncv, double)) || !(v = NAG_ALLOC(n * ncv, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/*
* nag_real_partial_svd (f02wgc)
* Computes leading terms in the singular value decomposition of
* a real general matrix; also computes corresponding left and right
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* singular vectors.
*/

nag_real_partial_svd(order, m, n, nev, ncv, av, &nconv, sigma, u, pdu,
v, pdv, resid, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_partial_svd (f02wgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print computed residuals */
printf("%s\n", " Singular Value Residual");
for (i = 0; i < nconv; i++)

printf("%10.5f %16.2g\n", sigma[i], resid[i]);
printf("\n");

END:
NAG_FREE(resid);
NAG_FREE(sigma);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

static void NAG_CALL av(Integer *iflag, Integer m, Integer n,
const double x[], double ax[], Nag_Comm *comm)

{
Integer i, j;
double one = 1.0, zero = 0.0;
double h, k, s, t;

/* Matrix vector multiply: w <- A*x or w <- Trans(A)*x. */
if (comm->user[0] == -1.0) {

printf("(User-supplied callback av, first invocation.)\n");
comm->user[0] = 0.0;

}
h = one / (double) (m + 1);
k = one / (double) (n + 1);
if (*iflag == 1) {

for (i = 0; i < m; i++)
ax[i] = zero;

t = zero;
for (j = 0; j < n; j++) {

t = t + k;
s = zero;
for (i = 0; i < MIN(j + 1, m); i++) {

s = s + h;
ax[i] = ax[i] + k * s * (t - one) * x[j];

}
for (i = j + 1; i < m; i++) {

s = s + h;
ax[i] = ax[i] + k * t * (s - one) * x[j];

}
}

}
else {

for (i = 0; i < n; i++)
ax[i] = zero;

t = zero;
for (j = 0; j < n; j++) {

t = t + k;
s = zero;
for (i = 0; i < MIN(j + 1, m); i++) {

s = s + h;
ax[j] = ax[j] + k * s * (t - one) * x[i];

}
for (i = j + 1; i < m; i++) {

s = s + h;
ax[j] = ax[j] + k * t * (s - one) * x[i];
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}
}

}
return;

}

10.2 Program Data

nag_real_partial_svd (f02wgc) Example Program Data
100 500 4 10 : Values for m n nev and ncv

10.3 Program Results

nag_real_partial_svd (f02wgc) Example Program Results

(User-supplied callback av, first invocation.)
Singular Value Residual
0.00830 2.7e-19
0.01223 5.9e-18
0.02381 1.2e-17
0.11274 7.8e-17
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NAG Library Chapter Contents

f03 – Determinants

f03 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f03bac 23 nag_det_real_gen
Determinant of real matrix, matrix previously LU factorized

f03bfc 23 nag_det_real_sym
Determinant of real symmetric positive definite matrix previously LLT

factorized
f03bhc 23 nag_det_real_band_sym

Determinant of real symmetric positive definite banded matrix previously
factorized by nag_dpbtrf (f07hdc)

f03bnc 23 nag_det_complex_gen
Determinant of complex matrix previously LU factorized

F03 – Determinants Contents – F03
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NAG Library Chapter Introduction

f03 – Determinants
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1 Scope of the Chapter

This chapter is concerned with the calculation of determinants of square matrices.

2 Background to the Problems

The functions in this chapter compute the determinant of a square matrix A. The matrix is assumed to
have first been decomposed into triangular factors

A ¼ LU;

using functions from Chapter f07.

If A is positive definite, then U ¼ LT, and the determinant is the product of the squares of the diagonal
elements of L. Otherwise, the functions in this chapter use the Dolittle form of the LU decomposition,
where L has unit elements on its diagonal. The determinant is then the product of the diagonal elements
of U , taking account of possible sign changes due to row interchanges.

To avoid overflow or underflow in the computation of the determinant, some scaling is associated with
each multiplication in the product of the relevant diagonal elements. The final value is represented by

detA ¼ d� 2id

where id is an integer and

1
16 � dj j < 1:

For complex valued determinants the real and imaginary parts are scaled separately.

3 Recommendations on Choice and Use of Available Functions

It is extremely wasteful of computer time and storage to use an inappropriate function, for example to
use a function requiring a complex matrix when A is real. Most programmers will know whether their
matrix is real or complex, but may be less certain whether or not a real symmetric matrix A is positive
definite, i.e., all eigenvalues of A > 0. A real symmetric matrix A not known to be positive definite
must be treated as a general real matrix.

4 Decision Trees

Tree 1

Note: if at any stage the answer to a question is ‘Don't know’ this should be read as ‘No’.

Is A a real matrix?
yes

Is A a symmetric positive
definite matrix? yes

Is A a banded matrix?
yes

f07hdc and f03bhc

no

f07fdc and f03bfc

no

f07adc and f03bac

no

f07arc and f03bnc

5 Functionality Index

Determinants of factorized matrices,
complex matrix .................................................................................. nag_det_complex_gen (f03bnc)
real matrix ................................................................................................. nag_det_real_gen (f03bac)
real symmetric band positive definite matrix ................................ nag_det_real_band_sym (f03bhc)
real symmetric positive definite matrix .................................................... nag_det_real_sym (f03bfc)
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6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_real_cholesky (f03aec) 25 nag_dpotrf (f07fdc) and nag_det_real_sym (f03bfc)
nag_real_lu (f03afc) 25 nag_dgetrf (f07adc) and nag_det_real_gen (f03bac)
nag_complex_lu (f03ahc) 25 nag_zgetrf (f07arc) and nag_det_complex_gen (f03bnc)

8 References

Fox L (1964) An Introduction to Numerical Linear Algebra Oxford University Press

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag
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NAG Library Function Document

nag_det_real_gen (f03bac)

1 Purpose

nag_det_real_gen (f03bac) computes the determinant of a real n by n matrix A. nag_dgetrf (f07adc)
must be called first to supply the matrix A in factorized form.

2 Specification

#include <nag.h>
#include <nagf03.h>

void nag_det_real_gen (Nag_OrderType order, Integer n, const double a[],
Integer pda, const Integer ipiv[], double *d, Integer *id,
NagError *fail)

3 Description

nag_det_real_gen (f03bac) computes the determinant of a real n by n matrix A that has been factorized
by a call to nag_dgetrf (f07adc). The determinant of A is the product of the diagonal elements of U
with the correct sign determined by the row interchanges.

4 References

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

3: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the factorized form of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A in factorized form as returned by nag_dgetrf (f07adc).
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4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: ipiv½n� – const Integer Input

On entry: the row interchanges used to factorize matrix A as returned by nag_dgetrf (f07adc).

6: d – double * Output
7: id – Integer * Output

On exit: the determinant of A is given by d� 2:0id. It is given in this form to avoid overflow or
underflow.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The matrix A is approximately singular.
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7 Accuracy

The accuracy of the determinant depends on the conditioning of the original matrix. For a detailed error
analysis, see page 107 of Wilkinson and Reinsch (1971).

8 Parallelism and Performance

nag_det_real_gen (f03bac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_det_real_gen (f03bac) is approximately proportional to n.

10 Example

This example computes the LU factorization with partial pivoting, and calculates the determinant, of
the real matrix

33 16 72
�24 �10 �57
�8 �4 �17

0@ 1A:
10.1 Program Text

/* nag_det_real_gen (f03bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf03.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, id, j, n, pda;
double d;
/* Arrays */
Integer *ipiv = 0;
double *a = 0;
/* NAG types */
NagError fail;
Nag_OrderType order;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;

printf("nag_det_real_gen (f03bac) Example Program Results\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(n * n, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Define matrix element A_ij in terms of elements of array a[k] */
#ifdef NAG_COLUMN_MAJOR

order = Nag_ColMajor;
#define A(I, J) a[(J-1)*pda+(I-1)]
#else

order = Nag_RowMajor;
#define A(J, I) a[(J-1)*pda+(I-1)]
#endif

for (i = 1; i <= n; i++)
for (j = 1; j <= n; j++)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

INIT_FAIL(fail);
/* nag_dgetrf (f07adc) - LU factorization of real m by n matrix */
nag_dgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, n, a, pda,

"Array A after factorization", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\nPivots:\n ");
for (j = 0; j < n; j++)

printf("%11" NAG_IFMT " ", ipiv[j]);
printf("\n");

/* nag_det_real_gen (f03bac).
* LU factorization and determinant of real matrix
*/

nag_det_real_gen(order, n, a, pda, ipiv, &d, &id, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("d = %12.5f id = %12" NAG_IFMT "\n", d, id);
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printf("Value of determinant = %13.5e\n", d * pow((double) 2.0, id));

END:
NAG_FREE(a);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_det_real_gen (f03bac) Example Program Data
3 : n
33 16 72

-24 -10 -57
-8 -4 -17 : A

10.3 Program Results

nag_det_real_gen (f03bac) Example Program Results

Array A after factorization
1 2 3

1 33.0000 16.0000 72.0000
2 -0.7273 1.6364 -4.6364
3 -0.2424 -0.0741 0.1111

Pivots:
1 2 3

d = 0.37500 id = 4
Value of determinant = 6.00000e+00
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NAG Library Function Document

nag_det_real_sym (f03bfc)

1 Purpose

nag_det_real_sym (f03bfc) computes the determinant of a real n by n symmetric positive definite
matrix A. nag_dpotrf (f07fdc) must be called first to supply the symmetric matrix A in Cholesky
factorized form. The storage (upper or lower triangular) used by nag_dpotrf (f07fdc) is not relevant to
nag_det_real_sym (f03bfc) since only the diagonal elements of the factorized A are referenced.

2 Specification

#include <nag.h>
#include <nagf03.h>

void nag_det_real_sym (Nag_OrderType order, Integer n, const double a[],
Integer pda, double *d, Integer *id, NagError *fail)

3 Description

nag_det_real_sym (f03bfc) computes the determinant of a real n by n symmetric positive definite
matrix A that has been factorized as A ¼ UTU , where U is upper triangular, or A ¼ LLT, where L is
lower triangular. The determinant is the product of the squares of the diagonal elements of U or L. The
Cholesky factorized form of the matrix must be supplied; this is returned by a call to nag_dpotrf
(f07fdc).

4 References

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

3: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the Cholesky factorization of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the lower or upper triangle of the Cholesky factorized form of the n by n positive
definite symmetric matrix A. Only the diagonal elements are referenced.
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4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: d – double * Output
6: id – Integer * Output

On exit: the determinant of A is given by d� 2:0id. It is given in this form to avoid overflow or
underflow.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The matrix A is not positive definite.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the determinant depends on the conditioning of the original matrix. For a detailed error
analysis see page 25 of Wilkinson and Reinsch (1971).
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8 Parallelism and Performance

nag_det_real_sym (f03bfc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_det_real_sym (f03bfc) is approximately proportional to n.

10 Example

This example computes a Cholesky factorization and calculates the determinant of the real symmetric
positive definite matrix

6 7 6 5
7 11 8 7
6 8 11 9
5 7 9 11

0B@
1CA:

10.1 Program Text

/* nag_det_real_sym (f03bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf03.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, id, j, n, pda;
double d;
/* Arrays */
char nag_enum_arg[40];
double *a = 0;
/* NAG types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
Nag_MatrixType matrix;
Nag_DiagType diag = Nag_NonUnitDiag;

printf("nag_det_real_sym (f03bfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
pda = n;
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if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Define matrix element A_ij in terms of elements of array a[k] */
#ifdef NAG_COLUMN_MAJOR

order = Nag_ColMajor;
#define A(I, J) a[(J-1)*pda+(I-1)]
#else

order = Nag_RowMajor;
#define A(J, I) a[(J-1)*pda+(I-1)]
#endif

for (i = 1; i <= n; i++)
for (j = 1; j <= n; j++)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Lower) {

matrix = Nag_LowerMatrix;
}
else {

matrix = Nag_UpperMatrix;
}

INIT_FAIL(fail);

/* nag_dpotrf (f07fdc)
* Cholesky factorization of real symmetric positive definite matrix
*/

nag_dpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, n, a, pda,

"Array A after factorization", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_det_real_sym (f03bfc)
* determinant of factorized real symmetric positive definite matrix
*/

nag_det_real_sym(order, n, a, pda, &d, &id, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
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exit_status = 3;
goto END;

}

printf("\nd = %12.5f id = %12" NAG_IFMT "\n", d, id);
printf("Value of determinant = %12.5e\n", d * pow(2.0, id));

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_det_real_sym (f03bfc) Example Program Data
4 : n
6 7 6 5
7 11 8 7
6 8 11 9
5 7 9 11 : a
Nag_Lower : uplo

10.3 Program Results

nag_det_real_sym (f03bfc) Example Program Results

Array A after factorization
1 2 3 4

1 2.4495
2 2.8577 1.6833
3 2.4495 0.5941 2.1557
4 2.0412 0.6931 1.6645 1.8927

d = 0.06909 id = 12
Value of determinant = 2.83000e+02
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NAG Library Function Document

nag_det_real_band_sym (f03bhc)

1 Purpose

nag_det_real_band_sym (f03bhc) computes the determinant of a n by n symmetric positive definite
banded matrix A that has been stored in band-symmetric storage. nag_dpbtrf (f07hdc) must be called
first to supply the Cholesky factorized form. The storage (upper or lower triangular) used by nag_dpbtrf
(f07hdc) is relevant as this determines which elements of the stored factorized form are referenced.

2 Specification

#include <nag.h>
#include <nagf03.h>

void nag_det_real_band_sym (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer kd, const double ab[], Integer pdab, double *d,
Integer *id, NagError *fail)

3 Description

The determinant of A is calculated using the Cholesky factorization A ¼ UTU , where U is an upper
triangular band matrix, or A ¼ LLT, where L is a lower triangular band matrix. The determinant of A is
the product of the squares of the diagonal elements of U or L.

4 References

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A was stored and how it was
factorized. This should not be altered following a call to nag_dpbtrf (f07hdc).

uplo ¼ Nag Upper
The upper triangular part of A was originally stored and A was factorized as UTU where
U is upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A was originally stored and A was factorized as LLT where L
is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpbtrf (f07hdc).

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

7: d – double * Output
8: id – Integer * Output

On exit: the determinant of A is given by d� 2:0id. It is given in this form to avoid overflow or
underflow.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The matrix A is not positive definite.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The accuracy of the determinant depends on the conditioning of the original matrix. For a detailed error
analysis see page 54 of Wilkinson and Reinsch (1971).

8 Parallelism and Performance

nag_det_real_band_sym (f03bhc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_det_real_band_sym (f03bhc) is approximately proportional to n.

This function should only be used when m n since as m approaches n, it becomes less efficient to
take advantage of the band form.

10 Example

This example calculates the determinant of the real symmetric positive definite band matrix

5 �4 1
�4 6 �4 1
1 �4 6 �4 1

1 �4 6 �4 1
1 �4 6 �4 1

1 �4 6 �4
1 �4 5

0BBBBBBB@

1CCCCCCCA
:

10.1 Program Text

/* nag_det_real_band_sym (f03bhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf03.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, id, j, kd, kl, ku, k, n, pdab;
double d;
/* Arrays */
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char nag_enum_arg[40];
double *ab = 0;
/* NAG types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

printf("nag_det_real_band_sym (f03bhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);

#endif
k = kd + 1;
pdab = k;

if (!(ab = NAG_ALLOC(k * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Define matrix element A_ij in terms of elements of array ab[] */
#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

if (uplo == Nag_Upper) {
/* Read in upper triangular banded matrix */
ku = kd;
kl = 0;
for (i = 1; i <= n; i++)

for (j = i; j <= MIN(i + kd, n); j++)
#ifdef _WIN32

scanf_s("%lf", &AB_UPPER(i, j));
#else

scanf("%lf", &AB_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (uplo == Nag_Lower) {

/* Read in lower triangular banded matrix */
ku = 0;
kl = kd;
for (i = 1; i <= n; i++)

for (j = MAX(1, i - kd); j <= i; j++)
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#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

printf("Illegal value read for uplo\n");
exit_status = -4;
goto END;

}

INIT_FAIL(fail);
/* Factorize A using nag_dpbtrf (f07hdc)
* Cholesky factorization of real symmetric positive definite band matrix
*/

nag_dpbtrf(order, uplo, n, kd, ab, pdab, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_band_real_mat_print (x04cec)
* Print real packed banded matrix (easy-to-use)
*/

fflush(stdout);
nag_band_real_mat_print(order, n, n, kl, ku, ab, pdab,

"Array ab after factorization", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_det_real_band_sym (f03bhc)
* Determinant of real symmetric positive definite banded matrix
*/

nag_det_real_band_sym(order, uplo, n, kd, ab, pdab, &d, &id, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("\nd = %12.5f id = %10" NAG_IFMT "\n", d, id);
printf("Value of determinant = %13.5e\n", d * pow(2.0, id));

END:
NAG_FREE(ab);

return exit_status;
}
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10.2 Program Data

nag_det_real_band_sym (f03bhc) Example Program Data
7 2 : n, kd
Nag_Lower : uplo
5

-4 6
1 -4 6

1 -4 6
1 -4 6

1 -4 6
1 -4 5 : ab

10.3 Program Results

nag_det_real_band_sym (f03bhc) Example Program Results

Array ab after factorization
1 2 3 4 5 6 7

1 2.2361
2 -1.7889 1.6733
3 0.4472 -1.9124 1.4639
4 0.5976 -1.9518 1.3540
5 0.6831 -1.9695 1.2863
6 0.7385 -1.9789 1.2403
7 0.7774 -1.9846 0.6761

d = 0.25000 id = 8
Value of determinant = 6.40000e+01
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NAG Library Function Document

nag_det_complex_gen (f03bnc)

1 Purpose

nag_det_complex_gen (f03bnc) computes the determinant of a complex n by n matrix A. nag_zgetrf
(f07arc) must be called first to supply the matrix A in factorized form.

2 Specification

#include <nag.h>
#include <nagf03.h>

void nag_det_complex_gen (Nag_OrderType order, Integer n, const Complex a[],
Integer pda, const Integer ipiv[], Complex *d, Integer id[],
NagError *fail)

3 Description

nag_det_complex_gen (f03bnc) computes the determinant of a complex n by n matrix A that has been
factorized by a call to nag_zgetrf (f07arc). The determinant of A is the product of the diagonal elements
of U with the correct sign determined by the row interchanges.

4 References

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

3: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the factorized form of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A in factorized form as returned by nag_zgetrf (f07arc).
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4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

5: ipiv½n� – const Integer Input

On entry: the row interchanges used to factorize matrix A as returned by nag_zgetrf (f07arc).

6: d – Complex * Output

On exit: the mantissa of the real and imaginary parts of the determinant.

7: id½2� – Integer Output

On exit: the exponents for the real and imaginary parts of the determinant. The determinant,
d ¼ dr; dið Þ, is returned as dr ¼ Dr � 2j and di ¼ Di � 2k, where d ¼ Dr;Dið Þ and j and k are
stored in the first and second elements respectively of the array id on successful exit.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The matrix A is approximately singular.
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7 Accuracy

The accuracy of the determinant depends on the conditioning of the original matrix. For a detailed error
analysis, see page 107 of Wilkinson and Reinsch (1971).

8 Parallelism and Performance

nag_det_complex_gen (f03bnc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_det_complex_gen (f03bnc) is approximately proportional to n.

10 Example

This example calculates the determinant of the complex matrix

1 1þ 2i 2þ 10i
1þ i 3i �5þ 14i
1þ i 5i �8þ 20i

0@ 1A:
10.1 Program Text

/* nag_det_complex_gen (f03bnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf03.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda;
Complex d;
/* Arrays */
Integer *ipiv = 0;
Integer id[2];
Complex *a = 0;
/* NAG types */
NagError fail;
Nag_OrderType order;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;

printf("nag_det_complex_gen (f03bnc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);
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#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
pda = n;

if (!(a = NAG_ALLOC((n) * (n), Complex)) ||
!(ipiv = NAG_ALLOC((n), Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Define matrix element A_ij in terms of elements of array a[k] */
#ifdef NAG_COLUMN_MAJOR

order = Nag_ColMajor;
#define A(I, J) a[(J-1)*pda+(I-1)]
#else

order = Nag_RowMajor;
#define A(J, I) a[(J-1)*pda+(I-1)]
#endif

for (i = 1; i <= n; i++)
for (j = 1; j <= n; j++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

INIT_FAIL(fail);
/* Factorize A using nag_zgetrf (f07arc)
* LU factorization of complex m by n matrix
*/

nag_zgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print (x04dac)
* Print complex general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_complx_mat_print(order, matrix, diag, n, n, a, pda,

"Array A after factorization", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("Pivots:\n ");
for (j = 0; j < n; j++)

printf("%12" NAG_IFMT, ipiv[j]);
printf("\n");

/* nag_det_complex_gen (f03bnc) - Determinant of complex matrix */
nag_det_complex_gen(order, n, a, pda, ipiv, &d, id, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("d = (%9.5f, %9.5f) id = (%2" NAG_IFMT ", %2" NAG_IFMT ")\n",

f03bnc NAG Library Manual

f03bnc.4 Mark 26



d.re, d.im, id[0], id[1]);
printf("Value of determinant = (%12.5e, %12.5e)\n",

pow(2.0, id[0]) * (d.re), pow(2.0, id[1]) * (d.im));

END:
NAG_FREE(a);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_det_complex_gen (f03bnc) Example Program Data

3 : n

( 1.0, 0.0) ( 1.0, 2.0) ( 2.0, 10.0)
( 1.0, 1.0) ( 0.0, 3.0) (-5.0, 14.0)
( 1.0, 1.0) ( 0.0, 5.0) (-8.0, 20.0) : A

10.3 Program Results

nag_det_complex_gen (f03bnc) Example Program Results
Array A after factorization

1 2 3
1 1.0000 0.0000 -5.0000

1.0000 3.0000 14.0000

2 1.0000 0.0000 -3.0000
0.0000 2.0000 6.0000

3 0.5000 0.2500 -0.2500
-0.5000 0.2500 -0.2500

Pivots:
2 3 3

d = ( 0.06250, 0.00000) id = ( 4, 0)
Value of determinant = ( 1.00000e+00, 0.00000e+00)
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NAG Library Chapter Contents

f04 – Simultaneous Linear Equations

f04 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f04bac 8 nag_real_gen_lin_solve
Computes the solution, estimated condition number and error-bound to a
real system of linear equations

f04bbc 8 nag_real_band_lin_solve
Computes the solution, estimated condition number and error-bound to a
real banded system of linear equations

f04bcc 8 nag_real_tridiag_lin_solve
Computes the solution, estimated condition number and error-bound to a
real tridiagonal system of linear equations

f04bdc 8 nag_real_sym_posdef_lin_solve
Computes the solution, estimated condition number and error-bound to a
real symmetric positive definite system of linear equations

f04bec 8 nag_real_sym_posdef_packed_lin_solve
Computes the solution, estimated condition number and error-bound to a
real symmetric positive definite system of linear equations, packed storage

f04bfc 8 nag_real_sym_posdef_band_lin_solve
Computes the solution, estimated condition number and error-bound to a
real symmetric positive definite banded system of linear equations

f04bgc 8 nag_real_sym_posdef_tridiag_lin_solve
Computes the solution, estimated condition number and error-bound to a
real symmetric positive definite tridiagonal system of linear equations

f04bhc 8 nag_real_sym_lin_solve
Computes the solution, estimated condition number and error-bound to a
real symmetric system of linear equations

f04bjc 8 nag_real_sym_packed_lin_solve
Computes the solution, estimated condition number and error-bound to a
real symmetric system of linear equations, packed storage

f04cac 8 nag_complex_gen_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex system of linear equations

f04cbc 8 nag_complex_band_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex banded system of linear equations

f04ccc 8 nag_complex_tridiag_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex tridiagonal system of linear equations

f04cdc 8 nag_herm_posdef_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex Hermitian positive definite system of linear equations

f04cec 8 nag_herm_posdef_packed_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex Hermitian positive definite system of linear equations, packed
storage

f04cfc 8 nag_herm_posdef_band_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex Hermitian positive definite banded system of linear equations
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f04cgc 8 nag_herm_posdef_tridiag_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex Hermitian positive definite tridiagonal system of linear equations

f04chc 8 nag_herm_lin_solve
Computes the solution and error-bound to a complex Hermitian system of
linear equations

f04cjc 8 nag_herm_packed_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex Hermitian system of linear equations, packed storage

f04dhc 8 nag_complex_sym_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex symmetric system of linear equations

f04djc 8 nag_complex_sym_packed_lin_solve
Computes the solution, estimated condition number and error-bound to a
complex symmetric system of linear equations, packed storage

f04mcc 1 nag_real_cholesky_skyline_solve
Approximate solution of real symmetric positive definite variable-
bandwidth simultaneous linear equations (coefficient matrix already
factorized by nag_real_cholesky_skyline (f01mcc))

f04ydc 24 nag_linsys_real_gen_norm_rcomm
Norm estimation (for use in condition estimation), real rectangular matrix

f04zdc 24 nag_linsys_complex_gen_norm_rcomm
Norm estimation (for use in condition estimation), complex rectangular
matrix
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1 Scope of the Chapter

This chapter is concerned with the solution of the matrix equation AX ¼ B, where B may be a single
vector or a matrix of multiple right-hand sides. The matrix A may be real, complex, symmetric,
Hermitian, positive definite or banded. It may also be rectangular, in which case a least squares solution
is obtained.

Much of the functionality of this chapter has been superseded by functions from Chapters f07 and f08
(LAPACK routines) as those chapters have grown and have included driver and expert driver functions.

For a general introduction to sparse systems of equations, see the f11 Chapter Introduction, which
provides functions for large sparse systems.

2 Background to the Problems

A set of linear equations may be written in the form

Ax ¼ b

where the known matrix A, with real or complex coefficients, is of size m by n (m rows and n
columns), the known right-hand vector b has m components (m rows and one column), and the required
solution vector x has n components (n rows and one column). There may also be p vectors bi, for
i ¼ 1; 2; . . . ; p, on the right-hand side and the equations may then be written as

AX ¼ B;

the required matrix X having as its p columns the solutions of Axi ¼ bi, for i ¼ 1; 2; . . . ; p. Some
functions deal with the latter case, but for clarity only the case p ¼ 1 is discussed here.

The most common problem, the determination of the unique solution of Ax ¼ b, occurs when m ¼ n
and A is not singular, that is rank Að Þ ¼ n. This is discussed in Section 2.1 below. The next most
common problem, discussed in Section 2.2 below, is the determination of the least squares solution of
Ax ’ b required when m > n and rank Að Þ ¼ n, i.e., the determination of the vector x which minimizes
the norm of the residual vector r ¼ b� Ax. All other cases are rank deficient, and they are treated in
Section 2.3.

2.1 Unique Solution of Ax ¼ b

Most functions in this chapter solve this particular problem. The computation starts with the triangular
decomposition A ¼ PLU , where L and U are respectively lower and upper triangular matrices and P is
a permutation matrix, chosen so as to ensure that the decomposition is numerically stable. The solution
is then obtained by solving in succession the simpler equations

Ly ¼ PTb
Ux ¼ y

the first by forward-substitution and the second by back-substitution.

If A is real symmetric and positive definite, U ¼ LT, while if A is complex Hermitian and positive
definite, U ¼ LH; in both these cases P is the identity matrix (i.e., no permutations are necessary). In all
other cases either U or L has unit diagonal elements.

Due to rounding errors the computed ‘solution’ x0, say, is only an approximation to the true solution x.
This approximation will sometimes be satisfactory, agreeing with x to several figures, but if the
problem is ill-conditioned then x and x0 may have few or even no figures in common, and at this stage
there is no means of estimating the ‘accuracy’ of x0.

It must be emphasized that the ‘true’ solution x may not be meaningful, that is correct to all figures
quoted, if the elements of A and b are known with certainty only to say p figures, where p is less than
full precision.

One approach to assessing the accuracy of the solution is to compute or estimate the condition number
of A, defined as

� Að Þ ¼ Ak k: A�1
�� ��:
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Roughly speaking, errors or uncertainties in A or b may be amplified in the solution by a factor � Að Þ.
Thus, for example, if the data in A and b are only accurate to 5 digits and � Að Þ � 103, then the solution
cannot be guaranteed to have more than 2 correct digits. If � Að Þ 	 105, the solution may have no
meaningful digits.

To be more precise, suppose that

Ax ¼ b and Aþ �Að Þ xþ �xð Þ ¼ bþ �b:

Here �A and �b represent perturbations to the matrices A and b which cause a perturbation �x in the
solution. We can define measures of the relative sizes of the perturbations in A, b and x as

�A ¼
�Ak k
Ak k ; �b ¼

�bk k
bk k and �x ¼

�xk k
xk k respectively:

Then

�x �
� Að Þ

1� � Að Þ�A
�A þ �bð Þ

provided that � Að Þ�A < 1. Often � Að Þ�A  1 and then the bound effectively simplifies to

�x � � Að Þ �A þ �bð Þ:

Hence, if we know � Að Þ, �A and �b, we can compute a bound on the relative errors in the solution. Note
that �A, �b and �x are defined in terms of the norms of A, b and x. If A, b or x contains elements of
widely differing magnitude, then �A, �b and �x will be dominated by the errors in the larger elements,
and �x will give no information about the relative accuracy of smaller elements of x.

Another way to obtain useful information about the accuracy of a solution is to solve two sets of
equations, one with the given coefficients, which are assumed to be known with certainty to p figures,
and one with the coefficients rounded to (p� 1) figures, and to count the number of figures to which the
two solutions agree. In ill-conditioned problems this can be surprisingly small and even zero.

2.2 The Least Squares Solution of Ax ’ b, m > n, rank Að Þ ¼ n

The least squares solution is the vector x̂ which minimizes the sum of the squares of the residuals,

S ¼ b� Ax̂ð ÞT b�Ax̂ð Þ ¼ b� Ax̂k k22:

The solution is obtained in two steps.

(a) Householder transformations are used to reduce A to ‘simpler form’ via the equation QA ¼ R,
where R has the appearance

R̂

0

 !

with R̂ a nonsingular upper triangular n by n matrix and 0 a zero matrix of shape m� nð Þ by n.
Similar operations convert b to Qb ¼ c, where

c ¼ c1
c2

� �
with c1 having n rows and c2 having (m� n) rows.

(b) The required least squares solution is obtained by back-substitution in the equation

R̂x̂ ¼ c1:
Again due to rounding errors the computed x̂0 is only an approximation to the required x̂.
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2.3 Rank-deficient Cases

If, in the least squares problem just discussed, rank Að Þ < n, then a least squares solution exists but it is
not unique. In this situation it is usual to ask for the least squares solution ‘of minimal length’, i.e., the
vector x which minimizes xk k2, among all those x for which b�Axk k2 is a minimum.

This can be computed from the Singular Value Decomposition (SVD) of A, in which A is factorized as

A ¼ QDPT

where Q is an m by n matrix with orthonormal columns, P is an n by n orthogonal matrix and D is an
n by n diagonal matrix. The diagonal elements of D are called the ‘singular values’ of A; they are non-
negative and can be arranged in decreasing order of magnitude:

d1 	 d2 	 � � � 	 dn 	 0:

The columns of Q and P are called respectively the left and right singular vectors of A. If the singular
values drþ1; . . . ; dn are zero or negligible, but dr is not negligible, then the rank of A is taken to be r
(see also Section 2.4) and the minimal length least squares solution of Ax ’ b is given by

x̂ ¼ DyQTb

where Dy is the diagonal matrix with diagonal elements d�11 ; d�12 ; . . . ; d�1r ; 0; . . . ; 0.

The SVD may also be used to find solutions to the homogeneous system of equations Ax ¼ 0, where A
is m by n. Such solutions exist if and only if rank Að Þ < n, and are given by

x ¼
Xn
i¼rþ1

�ipi

where the �i are arbitrary numbers and the pi are the columns of P which correspond to negligible
elements of D.

The general solution to the rank-deficient least squares problem is given by x̂þ x, where x̂ is the
minimal length least squares solution and x is any solution of the homogeneous system of equations
Ax ¼ 0.

2.4 The Rank of a Matrix

In theory the rank is r if n� r elements of the diagonal matrix D of the singular value decomposition
are exactly zero. In practice, due to rounding and/or experimental errors, some of these elements have
very small values which usually can and should be treated as zero.

For example, the following 5 by 8 matrix has rank 3 in exact arithmetic:

22 14 �1 �3 9 9 2 4
10 7 13 �2 8 1 �6 5
2 10 �1 13 1 �7 6 0
3 0 �11 �2 �2 5 5 �2
7 8 3 4 4 �1 1 2

0BBB@
1CCCA:

On a computer with 7 decimal digits of precision the computed singular values were

3:5� 101; 2:0� 101; 2:0� 101; 1:3� 10�6; 5:5� 10�7

and the rank would be correctly taken to be 3.

It is not, however, always certain that small computed singular values are really zero. With the 7 by 7
Hilbert matrix, for example, where aij ¼ 1= iþ j� 1ð Þ, the singular values are

1:7; 2:7� 10�1; 2:1� 10�2; 1:0� 10�3; 2:9� 10�5; 4:9� 10�7; 3:5� 10�9:

Here there is no clear cut-off between small (i.e., negligible) singular values and larger ones. In fact, in
exact arithmetic, the matrix is known to have full rank and none of its singular values is zero. On a
computer with 7 decimal digits of precision, the matrix is effectively singular, but should its rank be
taken to be 6, or 5, or 4?
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It is therefore impossible to give an infallible rule, but generally the rank can be taken to be the number
of singular values which are neither zero nor very small compared with other singular values. For
example, if there is a sharp decrease in singular values from numbers of order unity to numbers of order
10�7, then the latter will almost certainly be zero in a machine in which 7 significant decimal figures is
the maximum accuracy. Similarly for a least squares problem in which the data is known to about four
significant figures and the largest singular value is of order unity then a singular value of order 10�4 or
less should almost certainly be regarded as zero.

It should be emphasized that rank determination and least squares solutions can be sensitive to the
scaling of the matrix. If at all possible the units of measurement should be chosen so that the elements
of the matrix have data errors of approximately equal magnitude.

2.5 Generalized Linear Least Squares Problems

The simple type of linear least squares problem described in Section 2.2 can be generalized in various
ways.

1. Linear least squares problems with equality constraints:

find x to minimize S ¼ c�Axk k22 subject to Bx ¼ d;

where A is m by n and B is p by n, with p � n � mþ p. The equations Bx ¼ d may be regarded
as a set of equality constraints on the problem of minimizing S. Alternatively the problem may be
regarded as solving an overdetermined system of equations

A
B

� �
x ¼ c

d

� �
;

where some of the equations (those involving B) are to be solved exactly, and the others (those
involving A) are to be solved in a least squares sense. The problem has a unique solution on the

assumptions that B has full row rank p and the matrix A
B

� �
has full column rank n. (For linear

least squares problems with inequality constraints, refer to Chapter e04.)

2. General Gauss–Markov linear model problems:

minimize yk k2 subject to d ¼ AxþBy;

where A is m by n and B is m by p, with n � m � nþ p. When B ¼ I, the problem reduces to an
ordinary linear least squares problem. When B is square and nonsingular, it is equivalent to a
weighted linear least squares problem:

find x to minimize B�1 d�Axð Þ
�� ��

2
:

The problem has a unique solution on the assumptions that A has full column rank n, and the
matrix A;Bð Þ has full row rank m.

2.6 Calculating the Inverse of a Matrix

The functions in this chapter can also be used to calculate the inverse of a square matrix A by solving
the equation

AX ¼ I

where I is the identity matrix. However, solving the equations AX ¼ B by calculation of the inverse of
the coefficient matrix A, i.e., by X ¼ A�1B, is definitely not recommended.

Similar remarks apply to the calculation of the pseudo-inverse of a singular or rectangular matrix.
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2.7 Estimating the 1-norm of a Matrix

The 1-norm of a matrix A is defined to be:

Ak k1 ¼ max
1�j�n

Xm
i¼1

aij
		 		 ð1Þ

Typically it is useful to calculate the condition number of a matrix with respect to the solution of linear
equations, or inversion. The higher the condition number the less accuracy might be expected from a
numerical computation. A condition number for the solution of linear equations is Ak k: A�1

�� ��. Since
this might be a relatively expensive computation it often suffices to estimate the norm of each matrix.

3 Recommendations on Choice and Use of Available Functions

See also Section 3 in the f07 Chapter Introduction for recommendations on the choice of available
functions from that chapter.

3.1 Black Box and General Purpose Functions

Most of the functions in this chapter are categorised either as Black Box functions or general purpose
functions.

Black Box functions solve the equations Axi ¼ bi, for i ¼ 1; 2; . . . ; p, in a single call with the matrix A
and the right-hand sides, bi, being supplied as data. These are the simplest functions to use and are
suitable when all the right-hand sides are known in advance and do not occupy too much storage.

General purpose functions, in general, require a previous call to a function in Chapters f01 or f07 to
factorize the matrix A. This factorization can then be used repeatedly to solve the equations for one or
more right-hand sides which may be generated in the course of the computation. The Black Box
functions simply call a factorization function and then a general purpose function to solve the
equations.

3.2 Systems of Linear Equations

Most of the functions in this chapter solve linear equations Ax ¼ b when A is n by n and a unique
solution is expected (see Section 2.1). The matrix A may be ‘general’ real or complex, or may have
special structure or properties, e.g., it may be banded, tridiagonal, almost block-diagonal, sparse,
symmetric, Hermitian, positive definite (or various combinations of these). For some of the
combinations see Chapter f07. nag_real_cholesky_skyline_solve (f04mcc) (which needs to be preceded
by a call to nag_real_cholesky_skyline (f01mcc)) can be used for the solution of variable band-width
(skyline) positive definite systems.

It must be emphasized that it is a waste of computer time and space to use an inappropriate function,
for example one for the complex case when the equations are real. It is also unsatisfactory to use the
special functions for a positive definite matrix if this property is not known in advance.

A number of the Black Box functions in this chapter return estimates of the condition number and the
forward error, along with the solution of the equations. But for those functions that do not return a
condition estimate two functions are provided – nag_linsys_real_gen_norm_rcomm (f04ydc) for real
matrices, nag_linsys_complex_gen_norm_rcomm (f04zdc) for complex matrices – which can return a
cheap but reliable estimate of A�1

�� ��, and hence an estimate of the condition number � Að Þ (see
Section 2.1). These functions can also be used in conjunction with most of the linear equation solving
functions in Chapter f11: further advice is given in the function documents.

Other functions for solving linear equation systems, computing inverse matrices, and estimating
condition numbers can be found in Chapter f07, which contains LAPACK software.

3.3 Linear Least Squares Problems

The majority of the functions for solving linear least squares problems are to be found in Chapter f08.
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Functions for solving linear least squares problems using the QR factorization or the SVD can be found
in Chapters f01, f02 and f08. When m 	 n and a unique solution is expected, the QR factorization can
be used, otherwise the QR factorization with pivoting, or the SVD should be used. For m� n, the
SVD is not significantly more expensive than the QR factorization. See Chapter f08 for further
discussion.

Problems with linear equality constraints can be solved by nag_dgglse (f08zac) (for real data) or by
nag_zgglse (f08znc) (for complex data), provided that the problems are of full rank. Problems with
linear inequality constraints can be solved by nag_opt_lin_lsq (e04ncc) in Chapter e04.

General Gauss–Markov linear model problems, as formulated in Section 2.5, can be solved by
nag_dggglm (f08zbc) (for real data) or by nag_zggglm (f08zpc) (for complex data).

3.4 Sparse Matrix Functions

Functions specifically for sparse matrices are appropriate only when the number of nonzero elements is
very small, less than, say, 10% of the n2 elements of A, and the matrix does not have a relatively small
band width.

Chapter f11 contains functions for both the direct and iterative solution of sparse linear systems.

4 Decision Trees

The name of the function (if any) that should be used to factorize the matrix A is given in brackets after
the name of the function for solving the equations.

Tree 1: Black Box functions for unique solution of Ax ¼ b (Real matrix)

Is A symmetric?
yes

Is A positive
definite? yes

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07jac, f07jbc or
f04bgc (see Note 1)

no

f07hac, f07hbc or
f04bfc (see Note 1)

no

Is one triangle of A
stored as a linear
array?

yes
f07gac, f07gbc or
f04bec (see Note 1)

no

f07fac, f07fbc or
f04bdc (see Note 1)

no

Is one triangle of A
stored as a linear
array?

yes
f07pac, f07pbc or
f04bjc (see Note 1)

no

f07mac, f07mbc or
f04bhc (see Note 1)

no

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07cac, f07cbc or
f04bcc (see Note 1)

no

f07bac, f07bbc or
f04bbc (see Note 1)

no

f07aac, f07abc or
f04bac
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Tree 2: Black Box functions for unique solution of Ax ¼ b (Complex matrix)

Is A Hermitian?
yes

Is A positive
definite? yes

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07jnc, f07jpc or
f04cgc (see Note 1)

no

f07hnc, f07hpc or
f04cfc (see Note 1)

no

Is one triangle of A
stored as a linear
array?

yes
f07gnc, f07gpc or
f04cec (see Note 1)

no

f07fnc, f07fpc or
f04cdc (see Note 1)

no

Is one triangle of A
stored as a linear
array?

yes
f07pnc, f07ppc or
f04cjc (see Note 1)

no

f07mnc, f07mpc or
f04chc (see Note 1)

no

Is A symmetric?
yes

Is one triangle of A
stored as a linear
array?

yes
f07qnc, f07qpc or
f04djc (see Note 1)

no

f07nnc, f07npc or
f04dhc (see Note 1)

no

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07cnc, f07cpc or
f04ccc (see Note 1)

no

f07bnc, f07bpc or
f04cbc (see Note 1)

no

f07fnc, f07fpc or
f04cac (see Note 1)
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Tree 3: General purpose functions for unique solution of Ax ¼ b (Real matrix)

Is A a sparse matrix
and not banded? yes

Chapter f11

no

Is A symmetric?
yes

Is A positive
definite? yes

Is A band matrix?
yes

Is A tridiagonal?
yes

f07jec (f07jdc)

no

Variable band width?
yes

f04mcc (f01mcc)

no

f07hec (f07hdc)

no

Is one triangle of A
stored as a linear
array?

yes
f07gec (f07gdc)

no

f07fec (f07fdc)

no

Is one triangle of A
stored as a linear
array?

yes
f07pec (f07pdc)

no

f07mec (f07mdc)

no

Is A triangular?
yes

Is A a band matrix?
yes

f07vec

no

Is A stored as a
linear array? yes

f07uec

no

f07tec

no

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07cec (f07cdc)

no

f07bec (f07bdc)

no

f07aec (f07adc)

f04 – Simultaneous Linear Equations Introduction – f04

Mark 26 f04.9



Tree 4: General purpose functions for unique solution of Ax ¼ b (Complex matrix)

Is A a sparse matrix
and not banded? yes

Chapter f11

no

Is A Hermitian?
yes

Is A positive
definite? yes

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07jsc (f07jrc)

no

f07hsc (f07hrc)

no

Is one triangle of A
stored as a linear
array?

yes
f07gsc (f07grc)

no

f07fsc (f07frc)

no

Is one triangle of A
stored as a linear
array?

yes
f07psc (f07prc)

no

f07msc (f07mrc)

no

Is A symmetric?
yes

Is one triangle of A
stored as a linear
array?

yes
f07qsc (f07qrc)

no

f07nsc (f07nrc)

no

Is A triangular?
yes

Is A a band matrix?
yes

f07vsc

no

Is A stored as a
linear array? yes

f07usc

no

f07tsc

no

Is A a band matrix?
yes

Is A tridiagonal?
yes

f07csc (f07crc)

no

f07bsc (f07brc)

no

f07asc (f07arc)

Note 1: also returns an estimate of the condition number and the forward error.

5 Functionality Index

Black Box functions, Ax ¼ b,
complex general band matrix ................................................ nag_complex_band_lin_solve (f04cbc)
complex general matrix ............................................................ nag_complex_gen_lin_solve (f04cac)
complex general tridiagonal matrix .................................... nag_complex_tridiag_lin_solve (f04ccc)
complex Hermitian matrix,

packed matrix format ........................................................... nag_herm_packed_lin_solve (f04cjc)
standard matrix format ..................................................................... nag_herm_lin_solve (f04chc)

complex Hermitian positive definite band matrix .......... nag_herm_posdef_band_lin_solve (f04cfc)
complex Hermitian positive definite matrix,

packed matrix format .............................................. nag_herm_posdef_packed_lin_solve (f04cec)
standard matrix format ........................................................ nag_herm_posdef_lin_solve (f04cdc)
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complex Hermitian positive definite tridiagonal matrix
..... nag_herm_posdef_tridiag_lin_solve (f04cgc)

complex symmetric matrix,
packed matrix format ............................................. nag_complex_sym_packed_lin_solve (f04djc)
standard matrix format ....................................................... nag_complex_sym_lin_solve (f04dhc)

real general band matrix ............................................................... nag_real_band_lin_solve (f04bbc)
real general matrix,

multiple right-hand sides, standard precision ............................ nag_real_gen_lin_solve (f04bac)
real general tridiagonal matrix ................................................... nag_real_tridiag_lin_solve (f04bcc)
real symmetric matrix,

packed matrix format .................................................... nag_real_sym_packed_lin_solve (f04bjc)
standard matrix format .............................................................. nag_real_sym_lin_solve (f04bhc)

real symmetric positive definite band matrix ........... nag_real_sym_posdef_band_lin_solve (f04bfc)
real symmetric positive definite matrix,

multiple right-hand sides, standard precision ............... nag_real_sym_posdef_lin_solve (f04bdc)
packed matrix format ....................................... nag_real_sym_posdef_packed_lin_solve (f04bec)

real symmetric positive definite tridiagonal matrix
..... nag_real_sym_posdef_tridiag_lin_solve (f04bgc)

General Purpose functions, Ax ¼ b,
real band symmetric positive definite matrix, variable bandwidth

..... nag_real_cholesky_skyline_solve (f04mcc)

Service Functions,
complex rectangular matrix,

norm and condition number estimation ........... nag_linsys_complex_gen_norm_rcomm (f04zdc)
real rectangular matrix,

norm and condition number estimation ................... nag_linsys_real_gen_norm_rcomm (f04ydc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_complex_lin_eqn_mult_rhs (f04adc) 25 nag_complex_gen_lin_solve (f04cac)
nag_real_cholesky_solve_mult_rhs (f04agc) 25 nag_dpotrs (f07fec)
nag_real_lu_solve_mult_rhs (f04ajc) 25 nag_dgetrs (f07aec)
nag_complex_lu_solve_mult_rhs (f04akc) 25 nag_zgetrs (f07asc)
nag_real_lin_eqn (f04arc) 25 nag_real_gen_lin_solve (f04bac)
nag_hermitian_lin_eqn_mult_rhs (f04awc) 25 nag_zpotrs (f07fsc)

8 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Lawson C L and Hanson R J (1974) Solving Least Squares Problems Prentice–Hall

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag
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NAG Library Function Document

nag_real_gen_lin_solve (f04bac)

1 Purpose

nag_real_gen_lin_solve (f04bac) computes the solution to a real system of linear equations AX ¼ B,
where A is an n by n matrix and X and B are n by r matrices. An estimate of the condition number of
A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_gen_lin_solve (Nag_OrderType order, Integer n, Integer nrhs,
double a[], Integer pda, Integer ipiv[], double b[], Integer pdb,
double *rcond, double *errbnd, NagError *fail)

3 Description

The LU decomposition with partial pivoting and row interchanges is used to factor A as A ¼ PLU ,
where P is a permutation matrix, L is unit lower triangular, and U is upper triangular. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n coefficient matrix A.

On exit: if fail:code ¼ NE_NOERROR, the factors L and U from the factorization A ¼ PLU .
The unit diagonal elements of L are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
4� n. In this case the factorization and the solution X have been computed, but rcond and
errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal element valueh i of the upper triangular factor is zero. The factorization has been
completed, but the solution could not be computed.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_gen_lin_solve (f04bac) uses the approximation Ek k1 ¼ � Ak k1 to estimate errbnd.
See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_gen_lin_solve (f04bac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_gen_lin_solve (f04bac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
2
3n

3 þ n2r
� �

. The condition number estimation typically requires between four and five solves and never
more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of nag_real_gen_lin_solve (f04bac) is nag_complex_gen_lin_solve (f04cac).

10 Example

This example solves the equations

AX ¼ B;

where

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA and B ¼

9:52 18:47
24:35 2:25
0:77 �13:28
�6:22 �6:21

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.
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10.1 Program Text

/* nag_real_gen_lin_solve (f04bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_gen_lin_solve (f04bac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n >= 0 && nrhs >= 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;
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#else
pda = n;
pdb = nrhs;

#endif
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

/* Read A and B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_real_gen_lin_solve (f04bac).
* Computes the solution and error-bound to a real system of
* linear equations
*/

nag_real_gen_lin_solve(order, n, nrhs, a, pda, ipiv, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n %10.1e\n\n\n", "Estimate of condition number",

1.0 / rcond);
printf("%s\n %10.1e\n\n",

"Estimate of error bound for computed solutions", errbnd);
}
else if (fail.code == NE_RCOND) {

f04bac NAG Library Manual

f04bac.6 Mark 26



/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */
printf("\n%s\n%10.1e\n\n\n",

"Estimate of reciprocal of condition number ", rcond);

/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */
printf("\n");
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n");
printf("%s\n", "Pivot indices");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_real_gen_lin_solve (f04bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_real_gen_lin_solve (f04bac) Example Program Data

4 2 :Values of N and NRHS

1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A

9.52 18.47
24.35 2.25
0.77 -13.28

-6.22 -6.21 :End of matrix B
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10.3 Program Results

nag_real_gen_lin_solve (f04bac) Example Program Results

Solution
1 2

1 1.0000 3.0000
2 -1.0000 2.0000
3 3.0000 4.0000
4 -5.0000 1.0000

Estimate of condition number
1.5e+02

Estimate of error bound for computed solutions
1.7e-14
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NAG Library Function Document

nag_real_band_lin_solve (f04bbc)

1 Purpose

nag_real_band_lin_solve (f04bbc) computes the solution to a real system of linear equations AX ¼ B,
where A is an n by n band matrix, with kl subdiagonals and ku superdiagonals, and X and B are n by r
matrices. An estimate of the condition number of A and an error bound for the computed solution are
also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_band_lin_solve (Nag_OrderType order, Integer n, Integer kl,
Integer ku, Integer nrhs, double ab[], Integer pdab, Integer ipiv[],
double b[], Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The LU decomposition with partial pivoting and row interchanges is used to factor A as A ¼ PLU ,
where P is a permutation matrix, L is the product of permutation matrices and unit lower triangular
matrices with kl subdiagonals, and U is upper triangular with kl þ kuð Þ superdiagonals. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: kl – Integer Input

On entry: the number of subdiagonals kl, within the band of A.

Constraint: kl 	 0.
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4: ku – Integer Input

On entry: the number of superdiagonals ku, within the band of A.

Constraint: ku 	 0.

5: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 for further details.

On exit: ab is overwritten by details of the factorization.

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ; n a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

f04bbc NAG Library Manual

f04bbc.2 Mark 26



Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

12: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
3� n. In this case the factorization and the solution X have been computed, but rcond and
errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal element valueh i of the upper triangular factor is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_band_lin_solve (f04bbc) uses the approximation Ek k1 ¼ � Ak k1 to estimate errbnd.
See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_band_lin_solve (f04bbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_band_lin_solve (f04bbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The band storage scheme for the array ab stored in Nag_ColMajor is illustrated by the following
example, when n ¼ 5, kl ¼ 2, and ku ¼ 1. Storage of the band matrix A in the array ab:
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Band matrix A Band storage in array ab

order ¼ Nag ColMajor order ¼ Nag RowMajor

a11 a12
a21 a22 a23
a31 a32 a33 a34

a42 a43 a44 a45
a53 a54 a55

� � � þ þ
� � þ þ þ
� a12 a23 a34 a45
a11 a22 a33 a44 a55
a21 a32 a43 a54 �
a31 a42 a53 � �

� � a11 a12 þ þ
� a21 a22 a23 þ þ
a31 a32 a33 a34 þ �
a42 a43 a44 a45 � �
a53 a54 a55 � � �

Array elements marked � need not be set and are not referenced by the function. Array elements
marked + need not be set, but are defined on exit from the function and contain the elements u13, u14,
u24, u25 and u35. In this example when order ¼ Nag ColMajor the first referenced element of ab is
ab½3� ¼ a11; while for order ¼ Nag RowMajor the first referenced element is ab½2� ¼ a11.
In general, elements aij are stored as follows:

if order ¼ Nag ColMajor, aij are stored in ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�
if order ¼ Nag RowMajor, aij are stored in ab½ i� 1ð Þ � pdabþ klþ j� i�

where max 1; i� klð Þ � j � min n; iþ kuð Þ.
The total number of floating-point operations required to solve the equations AX ¼ B depends upon the
pivoting required, but if n� kl þ ku then it is approximately bounded by O nkl kl þ kuð Þð Þ for the
factorization and O n 2kl þ kuð Þrð Þ for the solution following the factorization. The condition number
estimation typically requires between four and five solves and never more than eleven solves, following
the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of nag_real_band_lin_solve (f04bbc) is nag_complex_band_lin_solve (f04cbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the band matrix

A ¼
�0:23 2:54 �3:66 0
�6:98 2:46 �2:73 �2:13

0 2:56 2:46 4:07
0 0 �4:78 �3:82

0B@
1CA and B ¼

4:42 �36:01
27:13 �31:67
�6:14 �1:16
10:50 �25:82

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_real_band_lin_solve (f04bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, kl, ku, n, nrhs, pdab, pdb;

/* Arrays */
double *ab = 0, *b = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_band_lin_solve (f04bbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&n, &kl, &ku, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&n, &kl, &ku, &nrhs);

#endif
if (n >= 0 && kl >= 0 && ku >= 0 && nrhs >= 0) {

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif
}
else {

printf("%s\n", "One or more of nmax, kl, ku or nrhs is" " too small");
exit_status = 1;
return exit_status;

}
/* Read A and B from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j) {
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#ifdef _WIN32
scanf_s("%lf", &AB(i, j));

#else
scanf("%lf", &AB(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_real_band_lin_solve (f04bbc).
* Computes the solution and error-bound to a real banded
* system of linear equations
*/

nag_real_band_lin_solve(order, n, kl, ku, nrhs, ab, pdab, ipiv, b,
pdb, &rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n%s\n%6s%10.1e\n\n\n",
"Estimate of condition number", "", 1.0 / rcond);

printf("%s\n%6s%10.1e\n\n",
"Estimate of error bound for computed solutions", "", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */
printf("\n");
printf("%s\n%6s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */
printf("\n");
/* nag_band_real_mat_print (x04cec).
* Print real packed banded matrix (easy-to-use)
*/

fflush(stdout);
nag_band_real_mat_print(order, n, n, kl, kl + ku, ab, pdab,

"Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n%s\n", "Pivot indices");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1],
i % 7 == 0 || i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_real_band_lin_solve (f04bbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_real_band_lin_solve (f04bbc) Example Program Data

4 1 2 2 :Values of N, KL, KU and NRHS

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 :End of matrix A

4.42 -36.01
27.13 -31.67
-6.14 -1.16
10.50 -25.82 :End of matrix B

10.3 Program Results

nag_real_band_lin_solve (f04bbc) Example Program Results

Solution
1 2

1 -2.0000 1.0000
2 3.0000 -4.0000
3 1.0000 7.0000
4 -4.0000 -2.0000
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Estimate of condition number
5.6e+01

Estimate of error bound for computed solutions
6.3e-15
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NAG Library Function Document

nag_real_tridiag_lin_solve (f04bcc)

1 Purpose

nag_real_tridiag_lin_solve (f04bcc) computes the solution to a real system of linear equations AX ¼ B,
where A is an n by n tridiagonal matrix and X and B are n by r matrices. An estimate of the condition
number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_tridiag_lin_solve (Nag_OrderType order, Integer n,
Integer nrhs, double dl[], double d[], double du[], double du2[],
Integer ipiv[], double b[], Integer pdb, double *rcond, double *errbnd,
NagError *fail)

3 Description

The LU decomposition with partial pivoting and row interchanges is used to factor A as A ¼ PLU ,
where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element, and U is an upper triangular band matrix with two superdiagonals. The factored form of A is
then used to solve the system of equations AX ¼ B.

Note that the equations ATX ¼ B may be solved by interchanging the order of the arguments du and
dl.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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4: dl½dim� – double Input/Output

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: if fail:code ¼ NE_NOERROR, dl is overwritten by the n� 1ð Þ multipliers that define
the matrix L from the LU factorization of A.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: if fail:code ¼ NE_NOERROR, d is overwritten by the n diagonal elements of the upper
triangular matrix U from the LU factorization of A.

6: du½dim� – double Input/Output

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A

On exit: if fail:code ¼ NE_NOERROR, du is overwritten by the n� 1ð Þ elements of the first
superdiagonal of U .

7: du2½n� 2� – double Output

On exit: if fail:code ¼ NE_NOERROR, du2 returns the n� 2ð Þ elements of the second
superdiagonal of U .

8: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� will always be
either i or iþ 1ð Þ; ipiv½i� 1� ¼ i indicates a row interchange was not required.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.
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12: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
2� n. In this case the factorization and the solution X have been computed, but rcond and
errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.
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NE_SINGULAR

Diagonal element valueh i of the upper triangular factor is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_tridiag_lin_solve (f04bcc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_tridiag_lin_solve (f04bcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr. The condition number estimation typically requires between four and five solves and never more
than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of nag_real_tridiag_lin_solve (f04bcc) is nag_complex_tridiag_lin_solve
(f04ccc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA and B ¼

2:7 6:6
�0:5 10:8
2:6 �3:2
0:6 �11:2
2:7 19:1

0BBB@
1CCCA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

f04bcc NAG Library Manual

f04bcc.4 Mark 26



10.1 Program Text

/* nag_real_tridiag_lin_solve (f04bcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
double *b = 0, *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_tridiag_lin_solve (f04bcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n >= 0 && nrhs >= 0) {

/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(d = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n - 1, double)) ||
!(du = NAG_ALLOC(n - 1, double)) ||
!(du2 = NAG_ALLOC(n - 2, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else
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pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}
/* Read A and B from data file */
for (i = 1; i <= n - 1; ++i) {

#ifdef _WIN32
scanf_s("%lf", &du[i - 1]);

#else
scanf("%lf", &du[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &d[i - 1]);
#else

scanf("%lf", &d[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n - 1; ++i) {
#ifdef _WIN32

scanf_s("%lf", &dl[i - 1]);
#else

scanf("%lf", &dl[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_real_tridiag_lin_solve (f04bcc).
* Computes the solution and error-bound to a real
* tridiagonal system of linear equations
*/

nag_real_tridiag_lin_solve(order, n, nrhs, dl, d, du, du2, ipiv, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
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/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n %10.1e\n", "Estimate of condition number", 1.0 / rcond);
printf("\n\n");

printf("%s\n %10.1e\n\n",
"Estimate of error bound for computed solutions", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n%s\n%6s%10.1e\n\n\n",
"Estimate of reciprocal of condition number", "", rcond);

/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("%s\n\n", "Details of factorization");
printf("%s\n", " Second superdiagonal of U");

for (i = 1; i <= n - 2; ++i) {
printf("%9.4f%s", du2[i - 1], i % 8 == 0 || i == n - 2 ? "\n" : " ");

}
printf("\n");

printf("\n%s\n", " First superdiagonal of U");
for (i = 1; i <= n - 1; ++i) {

printf("%9.4f%s", du[i - 1], i % 8 == 0 || i == n - 1 ? "\n" : " ");
}
printf("\n\n");

printf("%s\n", " Main diagonal of U");
for (i = 1; i <= n; ++i) {

printf("%9.4f%s", d[i - 1], i % 8 == 0 || i == n ? "\n" : " ");
}
printf("\n\n");

printf("%s\n", " Multipliers");
for (i = 1; i <= n - 1; ++i) {

printf("%9.4f%s", dl[i - 1], i % 8 == 0 || i == n - 1 ? "\n" : " ");
}
printf("\n\n");

printf("%s\n", " Vector of interchanges");
for (i = 1; i <= n; ++i) {

printf("%9" NAG_IFMT "%s", ipiv[i - 1], i % 8 == 0
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|| i == n ? "\n" : " ");
}
printf("\n");

}
else {

printf("Error from nag_real_tridiag_lin_solve (f04bcc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_real_tridiag_lin_solve (f04bcc) Example Program Data

5 2 :Values of N and NRHS

2.1 -1.0 1.9 8.0 :End of superdiagonal DU
3.0 2.3 -5.0 -0.9 7.1 :End of diagonal D
3.4 3.6 7.0 -6.0 :End of subdiagonal DL

2.7 6.6
-0.5 10.8
2.6 -3.2
0.6 -11.2
2.7 19.1 :End of matrix B

10.3 Program Results

nag_real_tridiag_lin_solve (f04bcc) Example Program Results

Solution
1 2

1 -4.0000 5.0000
2 7.0000 -4.0000
3 3.0000 -3.0000
4 -4.0000 -2.0000
5 -3.0000 1.0000

Estimate of condition number
9.3e+01

Estimate of error bound for computed solutions
1.0e-14
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NAG Library Function Document

nag_real_sym_posdef_lin_solve (f04bdc)

1 Purpose

nag_real_sym_posdef_lin_solve (f04bdc) computes the solution to a real system of linear equations
AX ¼ B, where A is an n by n symmetric positive definite matrix and X and B are n by r matrices.
An estimate of the condition number of A and an error bound for the computed solution are also
returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_sym_posdef_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer nrhs, double a[], Integer pda, double b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The Cholesky factorization is used to factor A as A ¼ UTU , if uplo ¼ Nag Upper, or A ¼ LLT, if
uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular matrix. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

f04 – Simultaneous Linear Equations f04bdc

Mark 26 f04bdc.1

http://www.netlib.org/lapack/lug


4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n symmetric matrix A.

If uplo ¼ Nag Upper, the leading n by n upper triangular part of a contains the upper triangular
part of the matrix A, and the strictly lower triangular part of a is not referenced.

If uplo ¼ Nag Lower, the leading n by n lower triangular part of a contains the lower triangular
part of the matrix A, and the strictly upper triangular part of a is not referenced.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
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computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
3� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.
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NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_sym_posdef_lin_solve (f04bdc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_sym_posdef_lin_solve (f04bdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_sym_posdef_lin_solve (f04bdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ n2r
� �

. The condition number estimation typically requires between four and five solves and never
more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of nag_real_sym_posdef_lin_solve (f04bdc) is nag_herm_posdef_lin_solve
(f04cdc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite matrix

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.
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10.1 Program Text

/* nag_real_sym_posdef_lin_solve (f04bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
char nag_enum_arg[40];
double *a = 0, *b = 0;

/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sym_posdef_lin_solve (f04bdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n >= 0 && nrhs >= 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
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pda = n;
pdb = nrhs;

#endif
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

/* Read the lower triangular part of A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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/* Solve the equations AX = B for X */

/* nag_real_sym_posdef_lin_solve (f04bdc).
* Computes the solution and error-bound to a real symmetric
* positive-definite system of linear equations
*/

nag_real_sym_posdef_lin_solve(order, uplo, n, nrhs, a, pda, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n%6s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");

printf("%s\n%6s%10.1e\n\n",
"Estimate of error bound for computed solutions", "", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n%s\n%6s%10.1e\n\n\n",
"Estimate of reciprocal of condition number", "", rcond);

/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

/* The matrix A is not positive definite to working precision */
printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",

fail.errnum, " is not positive definite");
}
else {

printf("Error from nag_real_sym_posdef_lin_solve (f04bdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}
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10.2 Program Data

nag_real_sym_posdef_lin_solve (f04bdc) Example Program Data

4 2 :Values of n and nrhs
Nag_Upper :Value of uplo
4.16 -3.12 0.56 -0.10

5.03 -0.83 1.18
0.76 0.34

1.18 :End of matrix A

8.70 8.30
-13.35 2.13

1.89 1.61
-4.14 5.00 :End of matrix B

10.3 Program Results

nag_real_sym_posdef_lin_solve (f04bdc) Example Program Results

Solution
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000

Estimate of condition number
9.7e+01

Estimate of error bound for computed solutions
1.1e-14
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NAG Library Function Document

nag_real_sym_posdef_packed_lin_solve (f04bec)

1 Purpose

nag_real_sym_posdef_packed_lin_solve (f04bec) computes the solution to a real system of linear
equations AX ¼ B, where A is an n by n symmetric positive definite matrix, stored in packed format,
and X and B are n by r matrices. An estimate of the condition number of A and an error bound for the
computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_sym_posdef_packed_lin_solve (Nag_OrderType order,
Nag_UploType uplo, Integer n, Integer nrhs, double ap[], double b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The Cholesky factorization is used to factor A as A ¼ UTU , if uplo ¼ Nag Upper, or A ¼ LLT, if
uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular matrix. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A. The upper or lower triangular part of the symmetric
matrix is packed column-wise in a linear array. The jth column of A is stored in the array ap as
follows:

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT, in the same storage format as A.

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

9: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

f04bec NAG Library Manual

f04bec.2 Mark 26



10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
3� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_sym_posdef_packed_lin_solve (f04bec) uses the approximation Ek k1 ¼ � Ak k1 to
estimate errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_sym_posdef_packed_lin_solve (f04bec) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_real_sym_posdef_packed_lin_solve (f04bec) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The packed storage scheme is illustrated by the following example when n ¼ 4 and uplo ¼ Nag Upper.
Two-dimensional storage of the symmetric matrix A:

a11 a12 a13 a14
a22 a23 a24

a33 a34
a44

aij ¼ aji
� �

Packed storage of the upper triangle of A:

ap ¼ a11; a12; a22; a13; a23; a33; a14; a24; a34; a44
� �

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ n2r
� �

. The condition number estimation typically requires between four and five solves and never
more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of nag_real_sym_posdef_packed_lin_solve (f04bec) is nag_herm_posdef_pack
ed_lin_solve (f04cec).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite matrix
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A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_real_sym_posdef_packed_lin_solve (f04bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *b = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sym_posdef_packed_lin_solve (f04bec) Example "
"Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

if (n > 0 && nrhs > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper or lower triangular part of the matrix A from */
/* data file */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read B from data file */
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for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_real_sym_posdef_packed_lin_solve (f04bec).
* Computes the solution and error-bound to a real symmetric
* positive-definite system of linear equations, packed
* storage
*/

nag_real_sym_posdef_packed_lin_solve(order, uplo, n, nrhs, ap, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n%6s%10.1e\n\n\n", "Estimate of condition number", "",

1.0 / rcond);
printf("%s\n%6s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */
printf("\n%s\n%6s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);

/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

/* The matrix A is not positive definite to working precision */
printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",

fail.errnum, " is not positive definite");
}
else {

printf("Error from "
"nag_real_sym_posdef_packed_lin_solve (f04bec).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_real_sym_posdef_packed_lin_solve (f04bec) Example Program Data

4 2 :Values of n and nrhs
Nag_Upper :Value of uplo
4.16 -3.12 0.56 -0.10

5.03 -0.83 1.18
0.76 0.34

1.18 :End of matrix A

8.70 8.30
-13.35 2.13

1.89 1.61
-4.14 5.00 :End of matrix B

10.3 Program Results

nag_real_sym_posdef_packed_lin_solve (f04bec) Example Program Results

Solution
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000

Estimate of condition number
9.7e+01

Estimate of error bound for computed solutions
1.1e-14
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NAG Library Function Document

nag_real_sym_posdef_band_lin_solve (f04bfc)

1 Purpose

nag_real_sym_posdef_band_lin_solve (f04bfc) computes the solution to a real system of linear
equations AX ¼ B, where A is an n by n symmetric positive definite band matrix of band width
2kþ 1, and X and B are n by r matrices. An estimate of the condition number of A and an error bound
for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_sym_posdef_band_lin_solve (Nag_OrderType order,
Nag_UploType uplo, Integer n, Integer kd, Integer nrhs, double ab[],
Integer pdab, double b[], Integer pdb, double *rcond, double *errbnd,
NagError *fail)

3 Description

The Cholesky factorization is used to factor A as A ¼ UTU , if uplo ¼ Nag Upper, or A ¼ LLT, if
uplo ¼ Nag Lower, where U is an upper triangular band matrix with k superdiagonals, and L is a lower
triangular band matrix with k subdiagonals. The factored form of A is then used to solve the system of
equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: kd – Integer Input

On entry: the number of superdiagonals k (and the number of subdiagonals) of the band matrix
A.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry:

if uplo ¼ Nag Upper then

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ kdþ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ j� i�,

for max 1; j� kdð Þ � i � j;
if uplo ¼ Nag Lower then

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ kdþ j� i�,

for j � i � min n; jþ kdð Þ,
where pdab 	 kdþ 1 is the stride separating diagonal matrix elements in the array ab.

See Section 9 below for further details.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT, in the same storage format as A.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

11: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
3� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_sym_posdef_band_lin_solve (f04bfc) uses the approximation Ek k1 ¼ � Ak k1 to
estimate errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_sym_posdef_band_lin_solve (f04bfc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_real_sym_posdef_band_lin_solve (f04bfc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The band storage schemes for the array ab are identical to the storage schemesfor symmetric and
Hermitian band matrices in Chapter f07. See Section 3.3.4 in the f07 Chapter Introduction for details of
the storage schemes and an illustrated example.

If uplo ¼ Nag Upper then the elements of the stored upper triangular part of A are overwritten by the
corresponding elements of the upper triangular matrix U . Similarly, if uplo ¼ Nag Lower then the

f04bfc NAG Library Manual

f04bfc.4 Mark 26



elements of the stored lower triangular part of A are overwritten by the corresponding elements of the
lower triangular matrix L.

Assuming that n� k, the total number of floating-point operations required to solve the equations
AX ¼ B is approximately n kþ 1ð Þ2 for the factorization and 4nkr for the solution following the
factorization. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of nag_real_sym_posdef_band_lin_solve (f04bfc) is nag_herm_posdef_ban
d_lin_solve (f04cfc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite band matrix

A ¼
5:49 2:68 0 0
2:68 5:63 �2:39 0

0 �2:39 2:60 �2:22
0 0 �2:22 5:17

0B@
1CA and B ¼

22:09 5:10
9:31 30:81
�5:24 �25:82
11:83 22:90

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_real_sym_posdef_band_lin_solve (f04bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, kd, n, nrhs, pdab, pdb;

/* Arrays */
char nag_enum_arg[20];
double *ab = 0, *b = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_U(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_L(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
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#define AB_U(I, J) ab[(I-1)*pdab + J - I]
#define AB_L(I, J) ab[(I-1)*pdab + kd + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sym_posdef_band_lin_solve (f04bfc)"
" Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);

#endif
if (n > 0 && kd > 0 && nrhs > 0) {

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif
}
else {

printf("%s\n", "One or more of n, kd and nrhs is too small");
exit_status = 1;
return exit_status;

}

/* Read uplo storage name for the matrix A and convert to value. */
#ifdef _WIN32

scanf_s("%19s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%19s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= MIN(n, i + kd); ++j) {
#ifdef _WIN32

scanf_s("%lf", &AB_U(i, j));
#else

scanf("%lf", &AB_U(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s("%lf", &AB_L(i, j));

#else
scanf("%lf", &AB_L(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_real_sym_posdef_band_lin_solve (f04bfc).
* Computes the solution and error-bound to a real symmetric
* positive-definite banded system of linear equations
*/

nag_real_sym_posdef_band_lin_solve(order, uplo, n, kd, nrhs, ab, pdab,
b, pdb, &rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n%s\n%6s%10.1e\n\n", "Estimate of condition number", "",
1.0 / rcond);

printf("\n%s\n%6s%10.1e\n\n",
"Estimate of error bound for computed solutions", "", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n%s\n%6s%10.1e\n\n\n",
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"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

/* The matrix A is not positive definite to working precision */

printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",
fail.errnum, " is not positive definite");

}
else {

printf("Error from nag_real_sym_posdef_band_lin_solve (f04bfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_real_sym_posdef_band_lin_solve (f04bfc) Example Program Data

4 1 2 :Values of n, kd and nrhs
Nag_Upper :Name of uplo
5.49 2.68

5.63 -2.39
2.60 -2.22

5.17 :End of matrix A

22.09 5.10
9.31 30.81

-5.24 -25.82
11.83 22.90 :End of matrix B

10.3 Program Results

nag_real_sym_posdef_band_lin_solve (f04bfc) Example Program Results

Solution
1 2

1 5.0000 -2.0000
2 -2.0000 6.0000
3 -3.0000 -1.0000
4 1.0000 4.0000

Estimate of condition number
7.4e+01

Estimate of error bound for computed solutions
8.2e-15
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NAG Library Function Document

nag_real_sym_posdef_tridiag_lin_solve (f04bgc)

1 Purpose

nag_real_sym_posdef_tridiag_lin_solve (f04bgc) computes the solution to a real system of linear
equations AX ¼ B, where A is an n by n symmetric positive definite tridiagonal matrix and X and B
are n by r matrices. An estimate of the condition number of A and an error bound for the computed
solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_sym_posdef_tridiag_lin_solve (Nag_OrderType order, Integer n,
Integer nrhs, double d[], double e[], double b[], Integer pdb,
double *rcond, double *errbnd, NagError *fail)

3 Description

A is factorized as A ¼ LDLT, where L is a unit lower bidiagonal matrix and D is diagonal, and the
factored form of A is then used to solve the system of equations.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
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On entry: must contain the n diagonal elements of the tridiagonal matrix A.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, d is overwritten by the n diagonal
elements of the diagonal matrix D from the LDLT factorization of A.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, e is overwritten by the n� 1ð Þ
subdiagonal elements of the unit lower bidiagonal matrix L from the LDLT factorization of A. (e
can also be regarded as the superdiagonal of the unit upper bidiagonal factor U from the UTDU
factorization of A.)

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

9: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n. In this case the factorization and the solution X
have been computed, but rcond and errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
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and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_sym_posdef_tridiag_lin_solve (f04bgc) uses the approximation Ek k1 ¼ � Ak k1 to
estimate errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_sym_posdef_tridiag_lin_solve (f04bgc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr. The condition number estimation requires O nð Þ floating-point operations.
See Section 15.3 of Higham (2002) for further details on computing the condition number of tridiagonal
matrices.

The complex analogue of nag_real_sym_posdef_tridiag_lin_solve (f04bgc) is nag_herm_posdef_tridia
g_lin_solve (f04cgc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite tridiagonal matrix

A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0

0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA and B ¼

6:0 10:0
9:0 4:0
2:0 9:0

14:0 65:0
7:0 23:0

0BBB@
1CCCA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_real_sym_posdef_tridiag_lin_solve (f04bgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
double *b, *d = 0, *e = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sym_posdef_tridiag_lin_solve (f04bgc) Example "
"Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

if (n > 0 && nrhs > 0) {
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(d = NAG_ALLOC(n, double)) || !(e = NAG_ALLOC(n - 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &d[i - 1]);

#else
scanf("%lf", &d[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");
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#endif

for (i = 1; i <= n - 1; ++i) {
#ifdef _WIN32

scanf_s("%lf", &e[i - 1]);
#else

scanf("%lf", &e[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_real_sym_posdef_tridiag_lin_solve (f04bgc).
* Computes the solution and error-bound to a real symmetric
* positive-definite tridiagonal system of linear equations
*/

nag_real_sym_posdef_tridiag_lin_solve(order, n, nrhs, d, e, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n%s\n%6s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%6s", "Estimate of error bound for computed solutions", "");
printf("%10.1e\n\n", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */
printf("\n");
printf("%s\n%6s%10.1e\n",

"Estimate of reciprocal of condition number", "", rcond);
printf("\n\n");

/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,
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nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",
fail.errnum, " is not positive definite");

}
else {

printf("Error from nag_real_sym_posdef_tridiag_lin_solve (f04bgc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(e);
return exit_status;

}

10.2 Program Data

nag_real_sym_posdef_tridiag_lin_solve (f04bgc) Example Program Data

5 2 :Values of N and NRHS

4.0 10.0 29.0 25.0 5.0 :End of diagonal D
-2.0 -6.0 15.0 8.0 :End of sub-diagonal E

6.0 10.0
9.0 4.0
2.0 9.0

14.0 65.0
7.0 23.0 :End of matrix B

10.3 Program Results

nag_real_sym_posdef_tridiag_lin_solve (f04bgc) Example Program Results

Solution
1 2

1 2.5000 2.0000
2 2.0000 -1.0000
3 1.0000 -3.0000
4 -1.0000 6.0000
5 3.0000 -5.0000

Estimate of condition number
1.1e+02

Estimate of error bound for computed solutions
1.2e-14
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NAG Library Function Document

nag_real_sym_lin_solve (f04bhc)

1 Purpose

nag_real_sym_lin_solve (f04bhc) computes the solution to a real system of linear equations AX ¼ B,
where A is an n by n symmetric matrix and X and B are n by r matrices. An estimate of the condition
number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_sym_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer nrhs, double a[], Integer pda, Integer ipiv[],
double b[], Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The diagonal pivoting method is used to factor A as A ¼ UDUT, if uplo ¼ Nag Upper, or A ¼ LDLT,
if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower) triangular
matrices, and D is symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n symmetric matrix A.

If uplo ¼ Nag Upper, the leading n by n upper triangular part of the array a contains the upper
triangular part of the matrix A, and the strictly lower triangular part of a is not referenced.

If uplo ¼ Nag Lower, the leading n by n lower triangular part of the array a contains the lower
triangular part of the matrix A, and the strictly upper triangular part of a is not referenced.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed by
nag_dsytrf (f07mdc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, details of the interchanges and the block structure of D,
as determined by nag_dsytrf (f07mdc).

ipiv½k� 1� > 0
Rows and columns k and ipiv½k� 1� were interchanged, and dkk is a 1 by 1 diagonal block.

uplo ¼ Nag Upper and ipiv½k� 1� ¼ ipiv½k� 2� < 0
Rows and columns k� 1 and �ipiv½k� 1� were interchanged and dk�1:k;k�1:k is a 2 by 2
diagonal block.

uplo ¼ Nag Lower and ipiv½k� 1� ¼ ipiv½k� < 0
Rows and columns kþ 1 and �ipiv½k� 1� were interchanged and dk:kþ1;k:kþ1 is a 2 by 2
diagonal block.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.
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9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

11: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
max 2� n; lworkð Þ, where lwork is the optimum workspace required by nag_dsysv (f07mac). If
this failure occurs it may be possible to solve the equations by calling the packed storage version
of nag_real_sym_lin_solve (f04bhc), nag_real_sym_packed_lin_solve (f04bjc), or by calling
nag_dsysv (f07mac) directly with less than the optimum workspace (see Chapter f07).
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal block valueh i of the block diagonal matrix is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_sym_lin_solve (f04bhc) uses the approximation Ek k1 ¼ � Ak k1 to estimate errbnd.
See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_sym_lin_solve (f04bhc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ 2n2r
� �

. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.
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In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogues of nag_real_sym_lin_solve (f04bhc) are nag_herm_lin_solve (f04chc) for
complex Hermitian matrices, and nag_complex_sym_lin_solve (f04dhc) for complex symmetric
matrices.

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric indefinite matrix

A ¼
�1:81 2:06 0:63 �1:15
2:06 1:15 1:87 4:20
0:63 1:87 �0:21 3:87
�1:15 4:20 3:87 2:07

0B@
1CA and B ¼

0:96 3:93
6:07 19:25
8:38 9:90
9:50 27:85

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_real_sym_lin_solve (f04bhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
char nag_enum_arg[40];
double *a = 0, *b = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_real_sym_lin_solve (f04bhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

/* Read the lower triangular part of A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
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#else
scanf("%lf", &A(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_real_sym_lin_solve (f04bhc).
* Computes the solution and error-bound to a real symmetric
* system of linear equations
*/

nag_real_sym_lin_solve(order, uplo, n, nrhs, a, pda, ipiv, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n%s\n%6s%10.1e\n", "Estimate of condition number", "",

1. / rcond);
printf("\n\n");
printf("%s\n%6s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%6s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("\n");
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_UpperMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n%s\n", "Pivot indices");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_real_sym_lin_solve (f04bhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_real_sym_lin_solve (f04bhc) Example Program Data

4 2 :Values of n and nrhs
Nag_Upper :Value of uplo

-1.81 2.06 0.63 -1.15
1.15 1.87 4.20

-0.21 3.87
2.07 :End of matrix A

0.96 3.93
6.07 19.25
8.38 9.90
9.50 27.85 :End of matrix B

10.3 Program Results

nag_real_sym_lin_solve (f04bhc) Example Program Results

Solution
1 2

1 -5.0000 2.0000
2 -2.0000 3.0000
3 1.0000 4.0000
4 4.0000 1.0000

Estimate of condition number
7.6e+01
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Estimate of error bound for computed solutions
8.4e-15
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NAG Library Function Document

nag_real_sym_packed_lin_solve (f04bjc)

1 Purpose

nag_real_sym_packed_lin_solve (f04bjc) computes the solution to a real system of linear equations
AX ¼ B, where A is an n by n symmetric matrix, stored in packed format and X and B are n by r
matrices. An estimate of the condition number of A and an error bound for the computed solution are
also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_sym_packed_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer nrhs, double ap[], Integer ipiv[], double b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The diagonal pivoting method is used to factor A as A ¼ UDUT, if uplo ¼ Nag Upper, or A ¼ LDLT,
if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower) triangular
matrices, and D is symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed column-wise in a linear array. The jth column
of the matrix A is stored in the array ap as follows:

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed by
nag_dsptrf (f07pdc), stored as a packed triangular matrix in the same storage format as A.

6: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, details of the interchanges and the block structure of D,
as determined by nag_dsptrf (f07pdc).

If ipiv½k� 1� > 0, then rows and columns k and ipiv½k� 1� were interchanged, and dkk is a
1 by 1 diagonal block;

if uplo ¼ Nag Upper and ipiv½k� 1� ¼ ipiv½k� 2� < 0, then rows and columns k� 1 and
�ipiv½k� 1� were interchanged and dk�1:k;k�1:k is a 2 by 2 diagonal block;

if uplo ¼ Nag Lower and ipiv½k� 1� ¼ ipiv½k� < 0, then rows and columns kþ 1 and
�ipiv½k� 1� were interchanged and dk:kþ1;k:kþ1 is a 2 by 2 diagonal block.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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9: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Integer allocatable memory required is n, and the double allocatable memory required is
2� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal block valueh i of the block diagonal matrix is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_real_sym_packed_lin_solve (f04bjc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_real_sym_packed_lin_solve (f04bjc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The packed storage scheme is illustrated by the following example when n ¼ 4 and uplo ¼ Nag Upper.
Two-dimensional storage of the symmetric matrix A:

a11 a12 a13 a14
a22 a23 a24

a33 a34
a44

aij ¼ aji
� �

Packed storage of the upper triangle of A:

ap ¼ a11; a12; a22; a13; a23; a33; a14; a24; a34; a44
� �

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ 2n2r
� �

. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogues of nag_real_sym_packed_lin_solve (f04bjc) are nag_herm_packed_lin_solve
(f04cjc) for complex Hermitian matrices, and nag_complex_sym_packed_lin_solve (f04djc) for
complex symmetric matrices.
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10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric indefinite matrix

A ¼
�1:81 2:06 0:63 �1:15
2:06 1:15 1:87 4:20
0:63 1:87 �0:21 3:87
�1:15 4:20 3:87 2:07

0B@
1CA and B ¼

0:96 3:93
6:07 19:25
8:38 9:90
9:50 27:85

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_real_sym_packed_lin_solve (f04bjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sym_packed_lin_solve (f04bjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

if (n > 0 && nrhs > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper or lower triangular part of the matrix A from */
/* data file */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

}

/* Read B from data file */

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_real_sym_packed_lin_solve (f04bjc).
* Computes the solution and error-bound to a real symmetric
* system of linear equations, packed storage
*/

nag_real_sym_packed_lin_solve(order, uplo, n, nrhs, ap, ipiv, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n");
printf("%s\n%6s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%6s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%6s%10.1e\n\n",

"Estimate of reciprocal of condition number", "", rcond);
printf("\n");
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, "Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
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else if (fail.code == NE_SINGULAR) {
/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("\n");
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, Nag_Upper, Nag_NonUnitDiag, n, ap,

"Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n");
printf("%s\n%3s", "Pivot indices", "");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_real_sym_packed_lin_solve (f04bjc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_real_sym_packed_lin_solve (f04bjc) Example Program Data

4 2 :Values of n and nrhs
Nag_Upper :Value of uplo

-1.81 2.06 0.63 -1.15
1.15 1.87 4.20

-0.21 3.87
2.07 :End of matrix A

0.96 3.93
6.07 19.25
8.38 9.90
9.50 27.85 :End of matrix B

10.3 Program Results

nag_real_sym_packed_lin_solve (f04bjc) Example Program Results

Solution
1 2

1 -5.0000 2.0000
2 -2.0000 3.0000
3 1.0000 4.0000
4 4.0000 1.0000

Estimate of condition number
7.6e+01
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Estimate of error bound for computed solutions
8.4e-15
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NAG Library Function Document

nag_complex_gen_lin_solve (f04cac)

1 Purpose

nag_complex_gen_lin_solve (f04cac) computes the solution to a complex system of linear equations
AX ¼ B, where A is an n by n matrix and X and B are n by r matrices. An estimate of the condition
number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_complex_gen_lin_solve (Nag_OrderType order, Integer n,
Integer nrhs, Complex a[], Integer pda, Integer ipiv[], Complex b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The LU decomposition with partial pivoting and row interchanges is used to factor A as A ¼ PLU ,
where P is a permutation matrix, L is unit lower triangular, and U is upper triangular. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n coefficient matrix A.

On exit: if fail:code ¼ NE_NOERROR, the factors L and U from the factorization A ¼ PLU .
The unit diagonal elements of L are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Complex allocatable memory required is 2� n, and the double allocatable memory required
is 2� n. In this case the factorization and the solution X have been computed, but rcond and
errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal element valueh i of the upper triangular factor is zero. The factorization has been
completed, but the solution could not be computed.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_complex_gen_lin_solve (f04cac) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_complex_gen_lin_solve (f04cac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_complex_gen_lin_solve (f04cac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
2
3n

3 þ n2r
� �

. The condition number estimation typically requires between four and five solves and never
more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of nag_complex_gen_lin_solve (f04cac) is nag_real_gen_lin_solve (f04bac).

10 Example

This example solves the equations

AX ¼ B;

where

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA

and

B ¼
26:26þ 51:78i 31:32� 6:70i
6:43� 8:68i 15:86� 1:42i
�5:75þ 25:31i �2:15þ 30:19i
1:16þ 2:57i �2:56þ 7:55i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.
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10.1 Program Text

/* nag_complex_gen_lin_solve (f04cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
char *clabs = 0, *rlabs = 0;
Complex *a = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_gen_lin_solve (f04cac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(a = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(8, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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#ifdef NAG_COLUMN_MAJOR
pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
}
else {

printf("%s\n", "NMAX and/or NRHSMX too small");
exit_status = 1;
return exit_status;

}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_complex_gen_lin_solve (f04cac).
* Computes the solution and error-bound to a complex system
* of linear equations
*/

nag_complex_gen_lin_solve(order, n, nrhs, a, pda, ipiv, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, a, pda, Nag_BracketForm, "%7.4f",
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n");
printf("%s\n", "Pivot indices");
printf("%1s", "");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_complex_gen_lin_solve (f04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

f04 – Simultaneous Linear Equations f04cac

Mark 26 f04cac.7



10.2 Program Data

nag_complex_gen_lin_solve (f04cac) Example Program Data

4 2 :Values of N and NRHS

(-1.34, 2.55) ( 0.28, 3.17) (-6.39, -2.20) ( 0.72, -0.92)
(-0.17, -1.41) ( 3.31, -0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29, -2.39) (-1.91, 4.42) (-0.14, -1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83, -0.69) (-1.96, 0.67) :End of matrix A

(26.26, 51.78) (31.32, -6.70)
( 6.43, -8.68) (15.86, -1.42)
(-5.75, 25.31) (-2.15, 30.19)
( 1.16, 2.57) (-2.56, 7.55) :End of matrix B

10.3 Program Results

nag_complex_gen_lin_solve (f04cac) Example Program Results

Solution
1 2

1 ( 1.0000, 1.0000) (-1.0000,-2.0000)
2 ( 2.0000,-3.0000) ( 5.0000, 1.0000)
3 (-4.0000,-5.0000) (-3.0000, 4.0000)
4 ( 0.0000, 6.0000) ( 2.0000,-3.0000)

Estimate of condition number
1.5e+02

Estimate of error bound for computed solutions
1.7e-14
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NAG Library Function Document

nag_complex_band_lin_solve (f04cbc)

1 Purpose

nag_complex_band_lin_solve (f04cbc) computes the solution to a complex system of linear equations
AX ¼ B, where A is an n by n band matrix, with kl subdiagonals and ku superdiagonals, and X and B
are n by r matrices. An estimate of the condition number of A and an error bound for the computed
solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_complex_band_lin_solve (Nag_OrderType order, Integer n, Integer kl,
Integer ku, Integer nrhs, Complex ab[], Integer pdab, Integer ipiv[],
Complex b[], Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The LU decomposition with partial pivoting and row interchanges is used to factor A as A ¼ PLU ,
where P is a permutation matrix, L is the product of permutation matrices and unit lower triangular
matrices with kl subdiagonals, and U is upper triangular with kl þ kuð Þ superdiagonals. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: kl – Integer Input

On entry: the number of subdiagonals kl, within the band of A.

Constraint: kl 	 0.
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4: ku – Integer Input

On entry: the number of superdiagonals ku, within the band of A.

Constraint: ku 	 0.

5: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 for further details.

On exit: ab is overwritten by details of the factorization.

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ; n a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ Ak k1 A�1
�� ��

1

� �
.

12: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n, and the Complex allocatable memory required is
2� n. In this case the factorization and the solution X have been computed, but rcond and
errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal element valueh i of the upper triangular factor is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_complex_band_lin_solve (f04cbc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_complex_band_lin_solve (f04cbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_complex_band_lin_solve (f04cbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The band storage scheme for the array ab is illustrated by the following example, when n ¼ 5, kl ¼ 2,
and ku ¼ 1. Storage of the band matrix A in the array ab:
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Band matrix A Band storage in array ab

order ¼ Nag ColMajor order ¼ Nag RowMajor

a11 a12
a21 a22 a23
a31 a32 a33 a34

a42 a43 a44 a45
a53 a54 a55

� � � þ þ
� � þ þ þ
� a12 a23 a34 a45
a11 a22 a33 a44 a55
a21 a32 a43 a54 �
a31 a42 a53 � �

� � a11 a12 þ þ
� a21 a22 a23 þ þ
a31 a32 a33 a34 þ �
a42 a43 a44 a45 � �
a53 a54 a55 � � �

Array elements marked � need not be set and are not referenced by the function. Array elements
marked + need not be set, but are defined on exit from the function and contain the elements u13, u14,
u24, u25 and u35. In this example when order ¼ Nag ColMajor the first referenced element of ab is
ab½3� ¼ a11; while for order ¼ Nag RowMajor the first referenced element is ab½2� ¼ a11.
In general, elements aij are stored as follows:

if order ¼ Nag ColMajor, aij are stored in ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�
if order ¼ Nag RowMajor, aij are stored in ab½ i� 1ð Þ � pdabþ klþ j� i�

where max 1; i� klð Þ � j � min n; iþ kuð Þ.
The total number of floating-point operations required to solve the equations AX ¼ B depends upon the
pivoting required, but if n� kl þ ku then it is approximately bounded by O nkl kl þ kuð Þð Þ for the
factorization and O n 2kl þ kuð Þ; rð Þ for the solution following the factorization. The condition number
estimation typically requires between four and five solves and never more than eleven solves, following
the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of nag_complex_band_lin_solve (f04cbc) is nag_real_band_lin_solve (f04bbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the band matrix

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0
0:00þ 6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0 �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0 0 4:48� 1:09i �0:46� 1:72i

0B@
1CA

and

B ¼
�1:06þ 21:50i 12:85þ 2:84i
�22:72� 53:90i �70:22þ 21:57i
28:24� 38:60i �20:73� 1:23i
�34:56þ 16:73i 26:01þ 31:97i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.
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10.1 Program Text

/* nag_complex_band_lin_solve (f04cbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, kl, ku, n, nrhs, pdab, pdb;

/* Arrays */
char *clabs = 0, *rlabs = 0;
Complex *ab = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_band_lin_solve (f04cbc)"
" Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&n, &kl, &ku, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&n, &kl, &ku, &nrhs);

#endif
if (n > 0 && kl > 0 && ku > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
pdab = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif
}
else {

printf("%s\n", "One or more of NMAX, KLMAX, KUMAX or NRHSMX is"
" too small");

exit_status = 1;
return exit_status;

}

/* Read A and B from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X */
/* nag_complex_band_lin_solve (f04cbc).
* Computes the solution and error-bound to a complex banded
* system of linear equations
*/

nag_complex_band_lin_solve(order, n, kl, ku, nrhs, ab, pdab, ipiv, b,
pdb, &rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, nrhs, b, pdb,
Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}

printf("\n%s\n%4s%10.1e\n\n", "Estimate of condition number", "",
1.0 / rcond);

printf("\n%s\n%4s%10.1e\n\n",
"Estimate of error bound for computed solutions", "", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */
printf("\n%s\n%4s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, nrhs, b, pdb,
Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("\n");
/* nag_band_complx_mat_print_comp (x04dfc).
* Print complex packed banded matrix (comprehensive)
*/

fflush(stdout);
nag_band_complx_mat_print_comp(order, n, n, kl, kl + ku, ab, pdab,

Nag_BracketForm, "%7.4f",
"Details of factorization",
Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */

printf("\n%s\n", "Pivot indices");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1],
i % 7 == 0 || i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_complex_band_lin_solve (f04cbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(ab);
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NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_complex_band_lin_solve (f04cbc) Example Program Data

4 1 2 2 :N, KL, KU and NRHS

( -1.65, 2.26) ( -2.05, -0.85) ( 0.97, -2.84)
( 0.00, 6.30) ( -1.48, -1.75) ( -3.99, 4.01) ( 0.59, -0.48)

( -0.77, 2.83) ( -1.06, 1.94) ( 3.33, -1.04)
( 4.48, -1.09) ( -0.46, -1.72) :End matrix A

( -1.06, 21.50) ( 12.85, 2.84)
(-22.72,-53.90) (-70.22, 21.57)
( 28.24,-38.60) (-20.73, -1.23)
(-34.56, 16.73) ( 26.01, 31.97) :End matrix B

10.3 Program Results

nag_complex_band_lin_solve (f04cbc) Example Program Results

Solution
1 2

1 (-3.0000, 2.0000) ( 1.0000, 6.0000)
2 ( 1.0000,-7.0000) (-7.0000,-4.0000)
3 (-5.0000, 4.0000) ( 3.0000, 5.0000)
4 ( 6.0000,-8.0000) (-8.0000, 2.0000)

Estimate of condition number
1.0e+02

Estimate of error bound for computed solutions
1.2e-14
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NAG Library Function Document

nag_complex_tridiag_lin_solve (f04ccc)

1 Purpose

nag_complex_tridiag_lin_solve (f04ccc) computes the solution to a complex system of linear equations
AX ¼ B, where A is an n by n tridiagonal matrix and X and B are n by r matrices. An estimate of the
condition number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_complex_tridiag_lin_solve (Nag_OrderType order, Integer n,
Integer nrhs, Complex dl[], Complex d[], Complex du[], Complex du2[],
Integer ipiv[], Complex b[], Integer pdb, double *rcond, double *errbnd,
NagError *fail)

3 Description

The LU decomposition with partial pivoting and row interchanges is used to factor A as A ¼ PLU ,
where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element, and U is an upper triangular band matrix with two superdiagonals. The factored form of A is
then used to solve the system of equations AX ¼ B.

Note that the equations ATX ¼ B may be solved by interchanging the order of the arguments du and
dl.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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4: dl½dim� – Complex Input/Output

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: if fail:code ¼ NE_NOERROR, dl is overwritten by the n� 1ð Þ multipliers that define
the matrix L from the LU factorization of A.

5: d½dim� – Complex Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: if fail:code ¼ NE_NOERROR, d is overwritten by the n diagonal elements of the upper
triangular matrix U from the LU factorization of A.

6: du½dim� – Complex Input/Output

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A

On exit: if fail:code ¼ NE_NOERROR, du is overwritten by the n� 1ð Þ elements of the first
superdiagonal of U .

7: du2½n� 2� – Complex Output

On exit: if fail:code ¼ NE_NOERROR, du2 returns the n� 2ð Þ elements of the second
superdiagonal of U .

8: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� will always be
either i or iþ 1ð Þ; ipiv½i� 1� ¼ i indicates a row interchange was not required.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.
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12: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The Complex allocatable memory required is 2� n. In this case the factorization and the solution
X have been computed, but rcond and errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.
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NE_SINGULAR

Diagonal element valueh i of the upper triangular factor is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_complex_tridiag_lin_solve (f04ccc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_complex_tridiag_lin_solve (f04ccc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr. The condition number estimation typically requires between four and five solves and never more
than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of nag_complex_tridiag_lin_solve (f04ccc) is nag_real_tridiag_lin_solve (f04bcc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA
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B ¼

2:4� 5:0i 2:7þ 6:9i
3:4þ 18:2i �6:9� 5:3i

�14:7þ 9:7i �6:0� 0:6i
31:9� 7:7i �3:9þ 9:3i
�1:0þ 1:6i �3:0þ 12:2i

0BBB@
1CCCA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_complex_tridiag_lin_solve (f04ccc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char *clabs = 0, *rlabs = 0;
Complex *b = 0, *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_tridiag_lin_solve (f04ccc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
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if (!(clabs = NAG_ALLOC(2, char)) ||
!(rlabs = NAG_ALLOC(2, char)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(d = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n - 1, Complex)) ||
!(du = NAG_ALLOC(n - 1, Complex)) ||
!(du2 = NAG_ALLOC(n - 2, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}
/* Read A and B from data file */

for (i = 1; i <= n - 1; ++i) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &du[i - 1].re, &du[i - 1].im);
#else

scanf(" ( %lf , %lf )", &du[i - 1].re, &du[i - 1].im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &d[i - 1].re, &d[i - 1].im);
#else

scanf(" ( %lf , %lf )", &d[i - 1].re, &d[i - 1].im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n - 1; ++i) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &dl[i - 1].re, &dl[i - 1].im);
#else

scanf(" ( %lf , %lf )", &dl[i - 1].re, &dl[i - 1].im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
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}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_complex_tridiag_lin_solve (f04ccc).
* Computes the solution and error-bound to a complex
* tridiagonal system of linear equations
*/

nag_complex_tridiag_lin_solve(order, n, nrhs, dl, d, du, du2, ipiv, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm,
0, "Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("%s\n\n", "Details of factorization");
printf("%s", " Second superdiagonal of U");
printf("\n");

for (i = 1; i <= n - 2; ++i) {
printf("(%7.4f, %7.4f)%s", du2[i - 1].re,

du2[i - 1].im, i % 4 == 0 || i == n - 2 ? "\n" : " ");
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}

printf("\n\n");

printf("%s\n", " First superdiagonal of U");

for (i = 1; i <= n - 1; ++i) {
printf("(%7.4f, %7.4f)%s", du[i - 1].re, du[i - 1].im,

i % 4 == 0 || i == n - 1 ? "\n" : " ");
}

printf("\n\n");
printf("%s\n", " Main diagonal of U");

for (i = 1; i <= n; ++i) {
printf("(%7.4f, %7.4f)%s", d[i - 1].re, d[i - 1].im,

i % 4 == 0 || i == n ? "\n" : " ");
}
printf("\n\n");
printf("%s\n", " Multipliers");

for (i = 1; i <= n - 1; ++i) {
printf("(%7.4f, %7.4f)%s", dl[i - 1].re, dl[i - 1].im,

i % 4 == 0 || i == n - 1 ? "\n" : " ");
}
printf("\n\n");
printf("%s\n", " Vector of interchanges");

for (i = 1; i <= n; ++i) {
printf("%9" NAG_IFMT "%s", ipiv[i - 1], i % 8 == 0

|| i == n ? "\n" : " ");
}
printf("\n");

}
else {

printf("Error from nag_complex_tridiag_lin_solve (f04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);

return exit_status;
}

#undef B

10.2 Program Data

nag_complex_tridiag_lin_solve (f04ccc) Example Program Data

5 2 :Values of N and NRHS

( 2.0, -1.0) ( 2.0, 1.0) ( -1.0, 1.0) ( 1.0, -1.0) :End of DU

( -1.3, 1.3) ( -1.3, 1.3) ( -1.3, 3.3) ( -0.3, 4.3)
( -3.3, 1.3) :End of D

( 1.0, -2.0) ( 1.0 , 1.0) ( 2.0, -3.0) ( 1.0, 1.0) :End of DL
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( 2.4, -5.0) ( 2.7, 6.9)
( 3.4, 18.2) ( -6.9, -5.3)
(-14.7, 9.7) ( -6.0, -0.6)
( 31.9, -7.7) ( -3.9, 9.3)
( -1.0, 1.6) ( -3.0, 12.2) :End of B

10.3 Program Results

nag_complex_tridiag_lin_solve (f04ccc) Example Program Results

Solution
1 2

1 ( 1.0000, 1.0000) ( 2.0000, -1.0000)
2 ( 3.0000, -1.0000) ( 1.0000, 2.0000)
3 ( 4.0000, 5.0000) ( -1.0000, 1.0000)
4 ( -1.0000, -2.0000) ( 2.0000, 1.0000)
5 ( 1.0000, -1.0000) ( 2.0000, -2.0000)

Estimate of condition number
1.8e+02

Estimate of error bound for computed solutions
2.0e-14
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NAG Library Function Document

nag_herm_posdef_lin_solve (f04cdc)

1 Purpose

nag_herm_posdef_lin_solve (f04cdc) computes the solution to a complex system of linear equations
AX ¼ B, where A is an n by n Hermitian positive definite matrix and X and B are n by r matrices. An
estimate of the condition number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_herm_posdef_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer nrhs, Complex a[], Integer pda, Complex b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The Cholesky factorization is used to factor A as A ¼ UHU , if uplo ¼ Nag Upper, or A ¼ LLH, if
uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular matrix. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n Hermitian matrix A.

If uplo ¼ Nag Upper, the leading n by n upper triangular part of a contains the upper triangular
part of the matrix A, and the strictly lower triangular part of a is not referenced.

If uplo ¼ Nag Lower, the leading n by n lower triangular part of a contains the lower triangular
part of the matrix A, and the strictly upper triangular part of a is not referenced.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
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computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n, and the Complex allocatable memory required is
2� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.
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NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_herm_posdef_lin_solve (f04cdc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_herm_posdef_lin_solve (f04cdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_herm_posdef_lin_solve (f04cdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ n2r
� �

. The condition number estimation typically requires between four and five solves and never
more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of nag_herm_posdef_lin_solve (f04cdc) is nag_real_sym_posdef_lin_solve (f04bdc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite matrix

A ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA

and
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B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_herm_posdef_lin_solve (f04cdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
char nag_enum_arg[40];
char *clabs = 0, *rlabs = 0;
Complex *a = 0, *b = 0;

/* Nag types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_herm_posdef_lin_solve (f04cdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
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if (n > 0 && nrhs > 0) {
/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(a = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Convets NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper triangular part of A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

}
}
/* Read the lower triangular part of A from data file */
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else
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scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_herm_posdef_lin_solve (f04cdc).
* Computes the solution and error-bound to a complex
* Hermitian positive-definite system of linear equations
*/

nag_herm_posdef_lin_solve(order, uplo, n, nrhs, a, pda, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

/* The matrix A is not positive definite to working precision */

printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",
fail.errnum, " is not positive definite");

}
else {

printf("Error from nag_herm_posdef_lin_solve (f04cdc).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_herm_posdef_lin_solve (f04cdc) Example Program Data

4 2 :Values of n and nrhs
Nag_Upper :Value of uplo

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) :End of matrix A

( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) :End of matrix B

10.3 Program Results

nag_herm_posdef_lin_solve (f04cdc) Example Program Results

Solution
1 2

1 ( 1.0000, -1.0000) ( -1.0000, 2.0000)
2 ( -0.0000, 3.0000) ( 3.0000, -4.0000)
3 ( -4.0000, -5.0000) ( -2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000, -5.0000)

Estimate of condition number
1.5e+02

Estimate of error bound for computed solutions
1.7e-14
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NAG Library Function Document

nag_herm_posdef_packed_lin_solve (f04cec)

1 Purpose

nag_herm_posdef_packed_lin_solve (f04cec) computes the solution to a complex system of linear
equations AX ¼ B, where A is an n by n Hermitian positive definite matrix, stored in packed format,
and X and B are n by r matrices. An estimate of the condition number of A and an error bound for the
computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_herm_posdef_packed_lin_solve (Nag_OrderType order,
Nag_UploType uplo, Integer n, Integer nrhs, Complex ap[], Complex b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The Cholesky factorization is used to factor A as A ¼ UHU , if uplo ¼ Nag Upper, or A ¼ LLH, if
uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular matrix. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A. The upper or lower triangular part of the Hermitian
matrix is packed column-wise in a linear array. The jth column of A is stored in the array ap as
follows:

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH, in the same storage format as A.

6: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

9: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.
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10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_herm_posdef_packed_lin_solve (f04cec) uses the approximation Ek k1 ¼ � Ak k1 to
estimate errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_herm_posdef_packed_lin_solve (f04cec) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

nag_herm_posdef_packed_lin_solve (f04cec) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The packed storage scheme is illustrated by the following example when n ¼ 4 and uplo ¼ Nag Upper.
Two-dimensional storage of the Hermitian matrix A:

a11 a12 a13 a14
a22 a23 a24

a33 a34
a44

aij ¼ �aji
� �

Packed storage of the upper triangle of A:

ap ¼ a11; a12; a22; a13; a23; a33; a14; a24; a34; a44
� �

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ n2r
� �

. The condition number estimation typically requires between four and five solves and never
more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of nag_herm_posdef_packed_lin_solve (f04cec) is nag_real_sym_posdef_pack
ed_lin_solve (f04bec).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite matrix
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A ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_herm_posdef_packed_lin_solve (f04cec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char nag_enum_arg[40];
char *clabs = 0, *rlabs = 0;
Complex *ap = 0, *b = 0;

/* Nag types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_herm_posdef_packed_lin_solve (f04cec) Example Program"
" Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper or lower triangular part of the matrix A from */
/* data file */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
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#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_herm_posdef_packed_lin_solve (f04cec).
* Computes the solution and error-bound to a complex
* Hermitian positive-definite system of linear equations,
* packed storage
*/

nag_herm_posdef_packed_lin_solve(order, uplo, n, nrhs, ap, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n%4s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%4s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%4s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,

f04 – Simultaneous Linear Equations f04cec

Mark 26 f04cec.7



Nag_IntegerLabels, 0, 80, 0, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

/* The matrix A is not positive definite to working precision */
printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",

fail.errnum, " is not positive definite");
}
else {

printf("Error from nag_herm_posdef_packed_lin_solve (f04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(ap);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_herm_posdef_packed_lin_solve (f04cec) Example Program Data

4 2 :Values of n and nrhs
Nag_Upper :Value of uplo

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) :End of matrix A

( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) :End of matrix B

10.3 Program Results

nag_herm_posdef_packed_lin_solve (f04cec) Example Program Results

Solution
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)

Estimate of condition number
1.5e+02

Estimate of error bound for computed solutions
1.7e-14
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NAG Library Function Document

nag_herm_posdef_band_lin_solve (f04cfc)

1 Purpose

nag_herm_posdef_band_lin_solve (f04cfc) computes the solution to a complex system of linear
equations AX ¼ B, where A is an n by n Hermitian positive definite band matrix of band width 2kþ 1,
and X and B are n by r matrices. An estimate of the condition number of A and an error bound for the
computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_herm_posdef_band_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer kd, Integer nrhs, Complex ab[], Integer pdab,
Complex b[], Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The Cholesky factorization is used to factor A as A ¼ UHU , if uplo ¼ Nag Upper, or A ¼ LLH, if
uplo ¼ Nag Lower, where U is an upper triangular band matrix with k superdiagonals, and L is a lower
triangular band matrix with k subdiagonals. The factored form of A is then used to solve the system of
equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: kd – Integer Input

On entry: the number of superdiagonals k (and the number of subdiagonals) of the band matrix
A.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry:

if uplo ¼ Nag Upper then

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ kdþ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ j� i�,

for max 1; j� kdð Þ � i � j;
if uplo ¼ Nag Lower then

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ kdþ j� i�,

for j � i � min n; jþ kdð Þ,
where pdab 	 kdþ 1 is the stride separating diagonal matrix elements in the array ab.

See Section 9 below for further details.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH, in the same storage format as A.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

11: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_herm_posdef_band_lin_solve (f04cfc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_herm_posdef_band_lin_solve (f04cfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_herm_posdef_band_lin_solve (f04cfc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The band storage schemes for the array ab are identical to the storage schemes for symmetric and
Hermitian band matrices in Chapter f07. See Section 3.3.4 in the f07 Chapter Introduction for details of
the storage schemes and an illustrated example.

If uplo ¼ Nag Upper then the elements of the stored upper triangular part of A are overwritten by the
corresponding elements of the upper triangular matrix U . Similarly, if uplo ¼ Nag Lower then the
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elements of the stored lower triangular part of A are overwritten by the corresponding elements of the
lower triangular matrix L.

Assuming that n� k, the total number of floating-point operations required to solve the equations
AX ¼ B is approximately n kþ 1ð Þ2 for the factorization and 4nkr for the solution following the
factorization. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of nag_herm_posdef_band_lin_solve (f04cfc) is nag_real_sym_posdef_band_lin_
solve (f04bfc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite band matrix

A ¼
9:39 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29i 0
0 �0:04� 0:29i 2:65 �0:33þ 2:24i
0 0 �0:33� 2:24i 2:17

0B@
1CA

and

B ¼
�12:42þ 68:42i 54:30� 56:56i
�9:93þ 0:88i 18:32þ 4:76i
�27:30� 0:01i �4:40þ 9:97i

5:31þ 23:63i 9:43þ 1:41i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_herm_posdef_band_lin_solve (f04cfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

double errbnd, rcond;
Integer exit_status, i, j, kd, n, nrhs, pdab, pdb;

/* Arrays */
char nag_enum_arg[20];
char *clabs = 0, *rlabs = 0;
Complex *ab = 0, *b = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;
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Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_U(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_L(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_U(I, J) ab[(I-1)*pdab + J - I]
#define AB_L(I, J) ab[(I-1)*pdab + kd + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_herm_posdef_band_lin_solve (f04cfc)"
" Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);

#endif
if (n > 0 && kd > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif
}
else {

printf("%s\n", "One or more of n, kd and nrhs is too small");
exit_status = 1;
return exit_status;

}

/* Read uplo storage name for the matrix A and convert to value. */
#ifdef _WIN32

scanf_s("%19s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%19s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper or lower triangular part of the band matrix A */
/* from data file */
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if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= MIN(n, i + kd); ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_U(i, j).re, &AB_U(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_U(i, j).re, &AB_U(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_L(i, j).re, &AB_L(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_L(i, j).re, &AB_L(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_herm_posdef_band_lin_solve (f04cfc).
* Computes the solution and error-bound to a complex
* Hermitian positive-definite banded system of linear
* equations
*/

nag_herm_posdef_band_lin_solve(order, uplo, n, kd, nrhs, ab, pdab, b,
pdb, &rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate *
* error bound */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, nrhs, b, pdb,
Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
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printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n%s\n%4s%10.1e\n\n", "Estimate of condition number", "",
1.0 / rcond);

printf("\n%s\n%4s%10.1e\n\n",
"Estimate of error bound for computed solutions", "", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution. */

printf("\n");
printf("%s\n%4s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, nrhs, b, pdb,
Nag_BracketForm, "%7.4f",
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

/* The matrix A is not positive definite to working precision */
printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",

fail.errnum, " is not positive definite");
}
else {

printf("Error from nag_herm_posdef_band_lin_solve (f04cfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(ab);
NAG_FREE(b);

return exit_status;
}

#undef AB
#undef B

10.2 Program Data

nag_herm_posdef_band_lin_solve (f04cfc) Example Program Data

4 1 2 :Values of N, KD and NRHS
Nag_Upper

( 9.39, 0.00) ( 1.08, -1.73)
( 1.69, 0.00) ( -0.04, 0.29)

( 2.65, 0.00) ( -0.33, 2.24)
( 2.17, 0.00) :End of A
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(-12.42, 68.42) ( 54.30,-56.56)
( -9.93, 0.88) ( 18.32, 4.76)
(-27.30, -0.01) ( -4.40, 9.97)
( 5.31, 23.63) ( 9.43, 1.41) :End of B

10.3 Program Results

nag_herm_posdef_band_lin_solve (f04cfc) Example Program Results

Solution
1 2

1 (-1.0000, 8.0000) ( 5.0000,-6.0000)
2 ( 2.0000,-3.0000) ( 2.0000, 3.0000)
3 (-4.0000,-5.0000) (-8.0000, 4.0000)
4 ( 7.0000, 6.0000) (-1.0000,-7.0000)

Estimate of condition number
1.3e+02

Estimate of error bound for computed solutions
1.5e-14
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NAG Library Function Document

nag_herm_posdef_tridiag_lin_solve (f04cgc)

1 Purpose

nag_herm_posdef_tridiag_lin_solve (f04cgc) computes the solution to a complex system of linear
equations AX ¼ B, where A is an n by n Hermitian positive definite tridiagonal matrix and X and B
are n by r matrices. An estimate of the condition number of A and an error bound for the computed
solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_herm_posdef_tridiag_lin_solve (Nag_OrderType order, Integer n,
Integer nrhs, double d[], Complex e[], Complex b[], Integer pdb,
double *rcond, double *errbnd, NagError *fail)

3 Description

A is factorized as A ¼ LDLH, where L is a unit lower bidiagonal matrix and D is a real diagonal
matrix, and the factored form of A is then used to solve the system of equations.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
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On entry: must contain the n diagonal elements of the tridiagonal matrix A.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, d is overwritten by the n diagonal
elements of the diagonal matrix D from the LDLH factorization of A.

5: e½dim� – Complex Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, e is overwritten by the n� 1ð Þ
subdiagonal elements of the unit lower bidiagonal matrix L from the LDLH factorization of A. (e
can also be regarded as the conjugate of the superdiagonal of the unit upper bidiagonal factor U
from the UHDU factorization of A.)

6: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: rcond – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the reciprocal of the

condition number of the matrix A, computed as rcond ¼ 1= Ak k1; A�1
�� ��

1

� �
.

9: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n. In this case the factorization and the solution X
have been computed, but rcond and errbnd have not been computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The principal minor of order valueh i of the matrix A is not positive definite. The factorization
has not been completed and the solution could not be computed.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1

f04 – Simultaneous Linear Equations f04cgc

Mark 26 f04cgc.3



and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_herm_posdef_tridiag_lin_solve (f04cgc) uses the approximation Ek k1 ¼ � Ak k1 to
estimate errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_herm_posdef_tridiag_lin_solve (f04cgc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr. The condition number estimation requires O nð Þ floating-point operations.
See Section 15.3 of Higham (2002) for further details on computing the condition number of tridiagonal
matrices.

The real analogue of nag_herm_posdef_tridiag_lin_solve (f04cgc) is nag_real_sym_posdef_tridiag_lin_
solve (f04bgc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite tridiagonal matrix

A ¼
16:0 16:0þ 16:0i 0 0
16:0� 16:0i 41:0 18:0� 9:0i 0
0 18:0þ 9:0i 46:0 1:0� 4:0i
0 0 1:0þ 4:0i 21:0

0B@
1CA

and

B ¼
64:0þ 16:0i �16:0� 32:0i
93:0þ 62:0i 61:0� 66:0i
78:0� 80:0i 71:0� 74:0i
14:0� 27:0i 35:0þ 15:0i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_herm_posdef_tridiag_lin_solve (f04cgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char *clabs = 0, *rlabs = 0;
Complex *b = 0, *e = 0;
double *d__ = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_herm_posdef_tridiag_lin_solve (f04cgc) Example Program"
" Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

if (n > 0 && nrhs > 0) {
/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(e = NAG_ALLOC(n - 1, Complex)) || !(d__ = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
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for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &d__[i - 1]);
#else

scanf("%lf", &d__[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n - 1; ++i) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &e[i - 1].re, &e[i - 1].im);
#else

scanf(" ( %lf , %lf )", &e[i - 1].re, &e[i - 1].im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_herm_posdef_tridiag_lin_solve (f04cgc).
* Computes the solution and error-bound to a complex
* Hermitian positive-definite tridiagonal system of linear
* equations
*/

nag_herm_posdef_tridiag_lin_solve(order, n, nrhs, d__, e, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");

f04cgc NAG Library Manual

f04cgc.6 Mark 26



printf("%s\n%8s%10.1e\n\n",
"Estimate of error bound for computed solutions", "", errbnd);

}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_POS_DEF) {

printf("%s%3" NAG_IFMT "%s\n\n", "The leading minor of order ",
fail.errnum, " is not positive definite");

}
else {

printf("Error from nag_herm_posdef_tridiag_lin_solve (f04cgc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(b);
NAG_FREE(e);
NAG_FREE(d__);

return exit_status;
}

#undef B

10.2 Program Data

nag_herm_posdef_tridiag_lin_solve (f04cgc) Example Program Data

4 2 :Values of N and NRHS

16.0 41.0 46.0 21.0 :End of diagonal D
( 16.0, 16.0) ( 18.0, -9.0) ( 1.0, -4.0) :End of sub-diagonal E

( 64.0, 16.0) (-16.0,-32.0)
( 93.0, 62.0) ( 61.0,-66.0)
( 78.0,-80.0) ( 71.0,-74.0)
( 14.0,-27.0) ( 35.0, 15.0) :End of matrix B

10.3 Program Results

nag_herm_posdef_tridiag_lin_solve (f04cgc) Example Program Results

Solution
1 2

1 ( 2.0000, 1.0000) ( -3.0000, -2.0000)
2 ( 1.0000, 1.0000) ( 1.0000, 1.0000)
3 ( 1.0000, -2.0000) ( 1.0000, -2.0000)
4 ( 1.0000, -1.0000) ( 2.0000, 1.0000)
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Estimate of condition number
9.2e+03

Estimate of error bound for computed solutions
1.0e-12
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NAG Library Function Document

nag_herm_lin_solve (f04chc)

1 Purpose

nag_herm_lin_solve (f04chc) computes the solution to a complex system of linear equations AX ¼ B,
where A is an n by n Hermitian matrix and X and B are n by r matrices. An estimate of the condition
number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_herm_lin_solve (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex a[], Integer pda, Integer ipiv[], Complex b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The diagonal pivoting method is used to factor A as A ¼ UDUH, if uplo ¼ Nag Upper, or A ¼ LDLH,
if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower) triangular
matrices, and D is Hermitian and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n Hermitian matrix A.

If uplo ¼ Nag Upper, the leading n by n upper triangular part of the array a contains the upper
triangular part of the matrix A, and the strictly lower triangular part of a is not referenced.

If uplo ¼ Nag Lower, the leading n by n lower triangular part of the array a contains the lower
triangular part of the matrix A, and the strictly upper triangular part of a is not referenced.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUH or A ¼ LDLH as computed by
nag_zhetrf (f07mrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, details of the interchanges and the block structure of D,
as determined by nag_zhetrf (f07mrc).

If ipiv½k� 1� > 0, then rows and columns k and ipiv½k� 1� were interchanged, and dkk is a
1 by 1 diagonal block;

if uplo ¼ Nag Upper and ipiv½k� 1� ¼ ipiv½k� 2� < 0, then rows and columns k� 1 and
�ipiv½k� 1� were interchanged and dk�1:k;k�1:k is a 2 by 2 diagonal block;

if uplo ¼ Nag Lower and ipiv½k� 1� ¼ ipiv½k� < 0, then rows and columns kþ 1 and
�ipiv½k� 1� were interchanged and dk:kþ1;k:kþ1 is a 2 by 2 diagonal block.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

11: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n, and the Complex allocatable memory required is
max 2� n; lworkð Þ, where lwork is the optimum workspace required by nag_zhesv (f07mnc). If
this failure occurs it may be possible to solve the equations by calling the packed storage version
of nag_herm_lin_solve (f04chc), nag_herm_packed_lin_solve (f04cjc), or by calling nag_zhesv
(f07mnc) directly with less than the optimum workspace (see Chapter f07).
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal block valueh i of the block diagonal matrix is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_herm_lin_solve (f04chc) uses the approximation Ek k1 ¼ � Ak k1 to estimate errbnd. See
Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_herm_lin_solve (f04chc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ 2n2r
� �

. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

Function nag_complex_sym_lin_solve (f04dhc) is for complex symmetric matrices, and the real
analogue of nag_herm_lin_solve (f04chc) is nag_real_sym_lin_solve (f04bhc).
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10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian indefinite matrix

A ¼
�1:84 0:11� 0:11i �1:78� 1:18i 3:91� 1:50i
0:11þ 0:11i �4:63 �1:84þ 0:03i 2:21þ 0:21i
�1:78þ 1:18i �1:84� 0:03i �8:87 1:58� 0:90i
3:91þ 1:50i 2:21� 0:21i 1:58þ 0:90i �1:36

0B@
1CA

and

B ¼
2:98� 10:18i 28:68� 39:89i
�9:58þ 3:88i �24:79� 8:40i
�0:77� 16:05i 4:23� 70:02i
7:79þ 5:48i �35:39þ 18:01i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_herm_lin_solve (f04chc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
char nag_enum_arg[40];
char *clabs = 0, *rlabs = 0;
Complex *a = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_herm_lin_solve (f04chc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(a = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

/* Read the lower triangular part of A from data file */
for (i = 1; i <= n; ++i) {
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for (j = 1; j <= i; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_herm_lin_solve (f04chc).
* Computes the solution and error-bound to a complex
* Hermitian system of linear equations
*/

nag_herm_lin_solve(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
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fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, 0,
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */

printf("\n");
printf("%s\n", "Pivot indices");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_herm_lin_solve (f04chc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_herm_lin_solve (f04chc) Example Program Data

4 2 :n and nrhs
Nag_Upper :uplo

( -1.84, 0.00) ( 0.11, -0.11) ( -1.78, -1.18) ( 3.91, -1.50)
( -4.63 , 0.00) ( -1.84, 0.03) ( 2.21, 0.21)

( -8.87, 0.00) ( 1.58, -0.90)
( -1.36 , 0.00) :End matrix A
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( 2.98,-10.18) ( 28.68,-39.89)
( -9.58, 3.88) (-24.79, -8.40)
( -0.77,-16.05) ( 4.23,-70.02)
( 7.79, 5.48) (-35.39, 18.01) :End matrix B

10.3 Program Results

nag_herm_lin_solve (f04chc) Example Program Results

Solution
1 2

1 ( 2.0000, 1.0000) ( -8.0000, 6.0000)
2 ( 3.0000, -2.0000) ( 7.0000, -2.0000)
3 ( -1.0000, 2.0000) ( -1.0000, 5.0000)
4 ( 1.0000, -1.0000) ( 3.0000, -4.0000)

Estimate of condition number
6.7e+00

Estimate of error bound for computed solutions
7.4e-16

f04 – Simultaneous Linear Equations f04chc

Mark 26 f04chc.9 (last)





NAG Library Function Document

nag_herm_packed_lin_solve (f04cjc)

1 Purpose

nag_herm_packed_lin_solve (f04cjc) computes the solution to a complex system of linear equations
AX ¼ B, where A is an n by n complex Hermitian matrix, stored in packed format and X and B are n
by r matrices. An estimate of the condition number of A and an error bound for the computed solution
are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_herm_packed_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer nrhs, Complex ap[], Integer ipiv[], Complex b[],
Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The diagonal pivoting method is used to factor A as A ¼ UDUH, if uplo ¼ Nag Upper, or A ¼ LDLH,
if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower) triangular
matrices, and D is Hermitian and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.

f04 – Simultaneous Linear Equations f04cjc

Mark 26 f04cjc.1

http://www.netlib.org/lapack/lug


4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed column-wise in a linear array. The jth column
of the matrix A is stored in the array ap as follows:

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUH or A ¼ LDLH as computed by
nag_zhptrf (f07prc), stored as a packed triangular matrix in the same storage format as A.

6: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, details of the interchanges and the block structure of D,
as determined by nag_zhptrf (f07prc).

If ipiv½k� 1� > 0, then rows and columns k and ipiv½k� 1� were interchanged, and dkk is a
1 by 1 diagonal block;

if uplo ¼ Nag Upper and ipiv½k� 1� ¼ ipiv½k� 2� < 0, then rows and columns k� 1 and
�ipiv½k� 1� were interchanged and dk�1:k;k�1:k is a 2 by 2 diagonal block;

if uplo ¼ Nag Lower and ipiv½k� 1� ¼ ipiv½k� < 0, then rows and columns kþ 1 and
�ipiv½k� 1� were interchanged and dk:kþ1;k:kþ1 is a 2 by 2 diagonal block.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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9: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n, and the Complex allocatable memory required is
2� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal block valueh i of the block diagonal matrix is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_herm_packed_lin_solve (f04cjc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_herm_packed_lin_solve (f04cjc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The packed storage scheme is illustrated by the following example when n ¼ 4 and uplo ¼ Nag Upper.
Two-dimensional storage of the Hermitian matrix A:

a11 a12 a13 a14
a22 a23 a24

a33 a34
a44

aij ¼ �aji
� �

:

Packed storage of the upper triangle of A:

ap ¼ a11; a12; a22; a13; a23; a33; a14; a24; a34; a44
� �

:

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ 2n2r
� �

. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

Function nag_complex_sym_packed_lin_solve (f04djc) is for complex symmetric matrices, and the real
analogue of nag_herm_packed_lin_solve (f04cjc) is nag_real_sym_packed_lin_solve (f04bjc).
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10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian indefinite matrix

A ¼
�1:84 0:11� 0:11i �1:78� 1:18i 3:91� 1:50i
0:11þ 0:11i �4:63 �1:84þ 0:03i 2:21þ 0:21i
�1:78þ 1:18i �1:84� 0:03i �8:87 1:58� 0:90i
3:91þ 1:50i 2:21� 0:21i 1:58þ 0:90i �1:36

0B@
1CA

and

B ¼
2:98� 10:18i 28:68� 39:89i
�9:58þ 3:88i �24:79� 8:40i
�0:77� 16:05i 4:23� 70:02i
7:79þ 5:48i �35:39þ 18:01i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_herm_packed_lin_solve (f04cjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char nag_enum_arg[40];
char *clabs = 0, *rlabs = 0;
Complex *ap = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif
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exit_status = 0;
INIT_FAIL(fail);

printf("nag_herm_packed_lin_solve (f04cjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read A and B from data file */
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper or lower triangular part of the matrix A from */
/* data file */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_herm_packed_lin_solve (f04cjc).
* Computes the solution and error-bound to a complex
* Hermitian system of linear equations, packed storage
*/

nag_herm_packed_lin_solve(order, uplo, n, nrhs, ap, ipiv, b, pdb, &rcond,
&errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */
printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
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/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */
printf("\n");
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, Nag_Upper, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, 0,
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n");
printf("%s\n", "Pivot indices");
for (i = 1; i <= n; ++i) {

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

}
printf("\n");

}
else {

printf("Error from nag_herm_packed_lin_solve (f04cjc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef B

10.2 Program Data

nag_herm_packed_lin_solve (f04cjc) Example Program Data

4 2 :n and nrhs
Nag_Upper :uplo

( -1.84, 0.00) ( 0.11, -0.11) ( -1.78, -1.18) ( 3.91, -1.50)
( -4.63 , 0.00) ( -1.84, 0.03) ( 2.21, 0.21)

( -8.87, 0.00) ( 1.58, -0.90)
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( -1.36 , 0.00) :End matrix A

( 2.98,-10.18) ( 28.68,-39.89)
( -9.58, 3.88) (-24.79, -8.40)
( -0.77,-16.05) ( 4.23,-70.02)
( 7.79, 5.48) (-35.39, 18.01) :End matrix B

10.3 Program Results

nag_herm_packed_lin_solve (f04cjc) Example Program Results

Solution
1 2

1 ( 2.0000, 1.0000) ( -8.0000, 6.0000)
2 ( 3.0000, -2.0000) ( 7.0000, -2.0000)
3 ( -1.0000, 2.0000) ( -1.0000, 5.0000)
4 ( 1.0000, -1.0000) ( 3.0000, -4.0000)

Estimate of condition number
6.7e+00

Estimate of error bound for computed solutions
7.4e-16
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NAG Library Function Document

nag_complex_sym_lin_solve (f04dhc)

1 Purpose

nag_complex_sym_lin_solve (f04dhc) computes the solution to a complex system of linear equations
AX ¼ B, where A is an n by n complex symmetric matrix and X and B are n by r matrices. An
estimate of the condition number of A and an error bound for the computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_complex_sym_lin_solve (Nag_OrderType order, Nag_UploType uplo,
Integer n, Integer nrhs, Complex a[], Integer pda, Integer ipiv[],
Complex b[], Integer pdb, double *rcond, double *errbnd, NagError *fail)

3 Description

The diagonal pivoting method is used to factor A as A ¼ UDUT, if uplo ¼ Nag Upper, or A ¼ LDLT,
if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower) triangular
matrices, and D is symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n complex symmetric matrix A.

If uplo ¼ Nag Upper, the leading n by n upper triangular part of the array a contains the upper
triangular part of the matrix A, and the strictly lower triangular part of a is not referenced.

If uplo ¼ Nag Lower, the leading n by n lower triangular part of the array a contains the lower
triangular part of the matrix A, and the strictly upper triangular part of a is not referenced.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed by
nag_zsytrf (f07nrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½n� – Integer Output

On exit: if fail:code ¼ NE_NOERROR, details of the interchanges and the block structure of D,
as determined by nag_zsytrf (f07nrc).

If ipiv½k� 1� > 0, then rows and columns k and ipiv½k� 1� were interchanged, and dkk is a
1 by 1 diagonal block;

if uplo ¼ Nag Upper and ipiv½k� 1� ¼ ipiv½k� 2� < 0, then rows and columns k� 1 and
�ipiv½k� 1� were interchanged and dk�1:k;k�1:k is a 2 by 2 diagonal block;

if uplo ¼ Nag Lower and ipiv½k� 1� ¼ ipiv½k� < 0, then rows and columns kþ 1 and
�ipiv½k� 1� were interchanged and dk:kþ1;k:kþ1 is a 2 by 2 diagonal block.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

11: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n, and the Complex allocatable memory required is
max 2� n; lworkð Þ, where lwork is the optimum workspace required by nag_zsysv (f07nnc). If
this failure occurs it may be possible to solve the equations by calling the packed storage version
of nag_complex_sym_lin_solve (f04dhc), nag_complex_sym_packed_lin_solve (f04djc), or by
calling nag_zsysv (f07nnc) directly with less than the optimum workspace (see Chapter f07).
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal block valueh i of the block diagonal matrix is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_complex_sym_lin_solve (f04dhc) uses the approximation Ek k1 ¼ � Ak k1 to estimate
errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_complex_sym_lin_solve (f04dhc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ 2n2r
� �

. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

Function nag_herm_lin_solve (f04chc) is for complex Hermitian matrices, and the real analogue of
nag_complex_sym_lin_solve (f04dhc) is nag_real_sym_lin_solve (f04bhc).
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10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric indefinite matrix

A ¼
�0:56þ 0:12i �1:54� 2:86i 5:32� 1:59i 3:80þ 0:92i
�1:54� 2:86i �2:83� 0:03i �3:52þ 0:58i �7:86� 2:96i
5:32� 1:59i �3:52þ 0:58i 8:86þ 1:81i 5:14� 0:64i
3:80þ 0:92i �7:86� 2:96i 5:14� 0:64i �0:39� 0:71i

0B@
1CA

and

B ¼
�6:43þ 19:24i �4:59� 35:53i
�0:49� 1:47i 6:95þ 20:49i
�48:18þ 66:00i �12:08� 27:02i
�55:64þ 41:22i �19:09� 35:97i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_complex_sym_lin_solve (f04dhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pda, pdb;

/* Arrays */
char nag_enum_arg[40];
char *clabs = 0, *rlabs = 0;
Complex *a = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_complex_sym_lin_solve (f04dhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

if (n > 0 && nrhs > 0) {
/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(a = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32
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scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_complex_sym_lin_solve (f04dhc).
* Computes the solution and error-bound to a complex
* symmetric system of linear equations
*/

nag_complex_sym_lin_solve(order, uplo, n, nrhs, a, pda, ipiv, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",

1.0 / rcond);
printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
else if (fail.code == NE_RCOND) {

/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
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fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, 0,
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */

printf("\n");
printf("%s\n", "Pivot indices");

for (i = 1; i <= n; ++i) {
printf("%11" NAG_IFMT "%s", ipiv[i - 1],

i % 7 == 0 || i == n ? "\n" : " ");
}
printf("\n");

}
else {

printf("Error from nag_complex_sym_lin_solve (f04dhc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_complex_sym_lin_solve (f04dhc) Example Program Data

4 2 :n and nrhs
Nag_Upper :uplo

( -0.56, 0.12) ( -1.54, -2.86) ( 5.32, -1.59) ( 3.80, 0.92)
( -2.83 ,-0.03) ( -3.52, 0.58) ( -7.86, -2.96)

( 8.86, 1.81) ( 5.14, -0.64)
( -0.39 ,-0.71) :End matrix A

( -6.43, 19.24) ( -4.59,-35.53)
( -0.49, -1.47) ( 6.95, 20.49)
(-48.18, 66.00) (-12.08,-27.02)
(-55.64, 41.22) (-19.09,-35.97) :End matrix B

10.3 Program Results

nag_complex_sym_lin_solve (f04dhc) Example Program Results

Solution
1 2

1 ( -4.0000, 3.0000) ( -1.0000, 1.0000)
2 ( 3.0000, -2.0000) ( 3.0000, 2.0000)
3 ( -2.0000, 5.0000) ( 1.0000, -3.0000)
4 ( 1.0000, -1.0000) ( -2.0000, -1.0000)
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Estimate of condition number
2.1e+01

Estimate of error bound for computed solutions
2.3e-15

f04 – Simultaneous Linear Equations f04dhc

Mark 26 f04dhc.9 (last)





NAG Library Function Document

nag_complex_sym_packed_lin_solve (f04djc)

1 Purpose

nag_complex_sym_packed_lin_solve (f04djc) computes the solution to a complex system of linear
equations AX ¼ B, where A is an n by n complex symmetric matrix, stored in packed format and X
and B are n by r matrices. An estimate of the condition number of A and an error bound for the
computed solution are also returned.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_complex_sym_packed_lin_solve (Nag_OrderType order,
Nag_UploType uplo, Integer n, Integer nrhs, Complex ap[],
Integer ipiv[], Complex b[], Integer pdb, double *rcond, double *errbnd,
NagError *fail)

3 Description

The diagonal pivoting method is used to factor A as A ¼ UDUT, if uplo ¼ Nag Upper, or A ¼ LDLT,
if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower) triangular
matrices, and D is symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of the matrix A is stored.

If uplo ¼ Nag Lower, the lower triangle of the matrix A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: the number of linear equations n, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: the number of right-hand sides r, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed column-wise in a linear array. The jth column
of the matrix A is stored in the array ap as follows:

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed by
nag_zsptrf (f07qrc), stored as a packed triangular matrix in the same storage format as A.

6: ipiv½n� – Integer Output

On exit: if no constraints are violated, details of the interchanges and the block structure of D, as
determined by nag_zsptrf (f07qrc).

If ipiv½k� 1� > 0, then rows and columns k and ipiv½k� 1� were interchanged, and dkk is a
1 by 1 diagonal block;

if uplo ¼ Nag Upper and ipiv½k� 1� ¼ ipiv½k� 2� < 0, then rows and columns k� 1 and
�ipiv½k� 1� were interchanged and dk�1:k;k�1:k is a 2 by 2 diagonal block;

if uplo ¼ Nag Lower and ipiv½k� 1� ¼ ipiv½k� < 0, then rows and columns kþ 1 and
�ipiv½k� 1� were interchanged and dk:kþ1;k:kþ1 is a 2 by 2 diagonal block.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

f04djc NAG Library Manual

f04djc.2 Mark 26



9: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal of the condition number of

the matrix A, computed as rcond ¼ 1= Ak k1 A�1
�� ��

1

� �
.

10: errbnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or NE_RCOND, an estimate of the forward error bound
for a computed solution x̂, such that x̂� xk k1= xk k1 � errbnd, where x̂ is a column of the
computed solution returned in the array b and x is the corresponding column of the exact
solution X. If rcond is less than machine precision, then errbnd is returned as unity.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
The double allocatable memory required is n, and the Complex allocatable memory required is
2� n. Allocation failed before the solution could be computed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_RCOND

A solution has been computed, but rcond is less than machine precision so that the matrix A is
numerically singular.

NE_SINGULAR

Diagonal block valueh i of the block diagonal matrix is zero. The factorization has been
completed, but the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. nag_complex_sym_packed_lin_solve (f04djc) uses the approximation Ek k1 ¼ � Ak k1 to
estimate errbnd. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_complex_sym_packed_lin_solve (f04djc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The packed storage scheme is illustrated by the following example when n ¼ 4 and uplo ¼ Nag Upper.
Two-dimensional storage of the symmetric matrix A:

a11 a12 a13 a14
a22 a23 a24

a33 a34
a44

aij ¼ aji
� �

Packed storage of the upper triangle of A:

ap ¼ a11; a12; a22; a13; a23; a33; a14; a24; a34; a44
� �

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
1
3n

3 þ 2n2r
� �

. The condition number estimation typically requires between four and five solves and
never more than eleven solves, following the factorization.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

Function nag_herm_packed_lin_solve (f04cjc) is for complex Hermitian matrices, and the real analogue
of nag_complex_sym_packed_lin_solve (f04djc) is nag_real_sym_packed_lin_solve (f04bjc).
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10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric indefinite matrix

A ¼
�0:56þ 0:12i �1:54� 2:86i 5:32� 1:59i 3:80þ 0:92i
�1:54� 2:86i �2:83� 0:03i �3:52þ 0:58i �7:86� 2:96i
5:32� 1:59i �3:52þ 0:58i 8:86þ 1:81i 5:14� 0:64i
3:80þ 0:92i �7:86� 2:96i 5:14� 0:64i �0:39� 0:71i

0B@
1CA

and

B ¼
�6:43þ 19:24i �4:59� 35:53i
�0:49� 1:47i 6:95þ 20:49i
�48:18þ 66:00i �12:08� 27:02i
�55:64þ 41:22i �19:09� 35:97i

0B@
1CA:

An estimate of the condition number of A and an approximate error bound for the computed solutions
are also printed.

10.1 Program Text

/* nag_complex_sym_packed_lin_solve (f04djc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double errbnd, rcond;
Integer exit_status, i, j, n, nrhs, pdb;

/* Arrays */
char nag_enum_arg[40];
char *clabs = 0, *rlabs = 0;
Complex *ap = 0, *b = 0;
Integer *ipiv = 0;

/* Nag types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
/*#define A(I,J) a[(J-1)*pda + I - 1] */

#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else

/*#define A(I,J) a[(I-1)*pda + J - 1] */
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
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order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_sym_packed_lin_solve (f04djc) Example Program"
" Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n > 0 && nrhs > 0) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

}
else {

printf("%s\n", "n and/or nrhs too small");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read the upper or lower triangular part of the matrix A from */
/* data file */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Solve the equations AX = B for X */
/* nag_complex_sym_packed_lin_solve (f04djc).
* Computes the solution and error-bound to a complex
* symmetric system of linear equations, packed storage.
*/

nag_complex_sym_packed_lin_solve(order, uplo, n, nrhs, ap, ipiv, b, pdb,
&rcond, &errbnd, &fail);

if (fail.code == NE_NOERROR) {
/* Print solution, estimate of condition number and approximate */
/* error bound */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");

printf("%s\n%8s%10.1e\n", "Estimate of condition number", "",
1.0 / rcond);

printf("\n\n");
printf("%s\n%8s%10.1e\n\n",

"Estimate of error bound for computed solutions", "", errbnd);
}
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else if (fail.code == NE_RCOND) {
/* Matrix A is numerically singular. Print estimate of */
/* reciprocal of condition number and solution */

printf("\n");
printf("%s\n%8s%10.1e\n\n\n",

"Estimate of reciprocal of condition number", "", rcond);
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, 0,
"Solution", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else if (fail.code == NE_SINGULAR) {

/* The upper triangular matrix U is exactly singular. Print */
/* details of factorization */

printf("\n");
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, Nag_Upper, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, 0,
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n");
printf("%s\n", "Pivot indices");

for (i = 1; i <= n; ++i) {
printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0

|| i == n ? "\n" : " ");
}
printf("\n");

}
else {

printf("Error from nag_complex_sym_packed_lin_solve (f04djc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
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10.2 Program Data

nag_complex_sym_packed_lin_solve (f04djc) Example Program Data

4 2 :N and NRHS
Nag_Upper :UPLO

( -0.56, 0.12) ( -1.54, -2.86) ( 5.32, -1.59) ( 3.80, 0.92)
( -2.83 ,-0.03) ( -3.52, 0.58) ( -7.86, -2.96)

( 8.86, 1.81) ( 5.14, -0.64)
( -0.39 ,-0.71) :End matrix A

( -6.43, 19.24) ( -4.59,-35.53)
( -0.49, -1.47) ( 6.95, 20.49)
(-48.18, 66.00) (-12.08,-27.02)
(-55.64, 41.22) (-19.09,-35.97) :End matrix B

10.3 Program Results

nag_complex_sym_packed_lin_solve (f04djc) Example Program Results

Solution
1 2

1 ( -4.0000, 3.0000) ( -1.0000, 1.0000)
2 ( 3.0000, -2.0000) ( 3.0000, 2.0000)
3 ( -2.0000, 5.0000) ( 1.0000, -3.0000)
4 ( 1.0000, -1.0000) ( -2.0000, -1.0000)

Estimate of condition number
2.1e+01

Estimate of error bound for computed solutions
2.3e-15
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NAG Library Function Document

nag_real_cholesky_skyline_solve (f04mcc)

1 Purpose

nag_real_cholesky_skyline_solve (f04mcc) computes the approximate solution of a system of real linear
equations with multiple right-hand sides, AX ¼ B, where A is a symmetric positive definite variable-
bandwidth matrix, which has previously been factorized by nag_real_cholesky_skyline (f01mcc).
Related systems may also be solved.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_real_cholesky_skyline_solve (Nag_SolveSystem selct, Integer n,
Integer nrhs, const double al[], Integer lal, const double d[],
const Integer row[], const double b[], Integer tdb, double x[],
Integer tdx, NagError *fail)

3 Description

The normal use of nag_real_cholesky_skyline_solve (f04mcc) is the solution of the systems AX ¼ B,
following a call of nag_real_cholesky_skyline (f01mcc) to determine the Cholesky factorization
A ¼ LDLT of the symmetric positive definite variable-bandwidth matrix A.

However, the function may be used to solve any one of the following systems of linear algebraic
equations:

LDLTX ¼ B ðusual systemÞ ð1Þ
LDX ¼ B ðlower triangular systemÞ ð2Þ

DLTX ¼ B ðupper triangular systemÞ ð3Þ

LLTX ¼ B ð4Þ
LX ¼ B ðunit lower triangular systemÞ ð5Þ

LTX ¼ B ðunit upper triangular systemÞ ð6Þ

L denotes a unit lower triangular variable-bandwidth matrix of order n, D a diagonal matrix of order n,
and B a set of right-hand sides.

The matrix L is represented by the elements lying within its envelope, i.e., between the first nonzero of
each row and the diagonal (see Section 10 for an example). The width row½i� of the ith row is the
number of elements between the first nonzero element and the element on the diagonal inclusive.

4 References

Wilkinson J H and Reinsch C (1971) Handbook for Automatic Computation II, Linear Algebra
Springer–Verlag

5 Arguments

1: selct – Nag_SolveSystem Input

On entry: selct must specify the type of system to be solved, as follows:
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if selct ¼ Nag LDLTX: solve LDLTX ¼ B;
if selct ¼ Nag LDX: solve LDX ¼ B;

if selct ¼ Nag DLTX: solve DLTX ¼ B;

if selct ¼ Nag LLTX: solve LLTX ¼ B;
if selct ¼ Nag LX: solve LX ¼ B;
if selct ¼ Nag LTX: solve LTX ¼ B.

Constraint: selct ¼ Nag LDLTX, Nag LDX, Nag DLTX, Nag LLTX, Nag LX or Nag LTX.

2: n – Integer Input

On entry: n, the order of the matrix L.

Constraint: n 	 1.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 1.

4: al½lal� – const double Input

On entry: the elements within the envelope of the lower triangular matrix L, taken in row by row
order, as returned by nag_real_cholesky_skyline (f01mcc). The unit diagonal elements of L must
be stored explicitly.

5: lal – Integer Input

On entry: the dimension of the array al.

Constraint: lal 	 row½0� þ row½1� þ � � � þ row½n� 1�.

6: d½n� – const double Input

On entry: the diagonal elements of the diagonal matrix D. d is not referenced if
selct ¼ Nag LLTX, Nag LX or Nag LTX

7: row½n� – const Integer Input

On entry: row½i� must contain the width of row i of L, i.e., the number of elements between the
first (left-most) nonzero element and the element on the diagonal, inclusive.

Constraint: 1 � row½i� � iþ 1 for i ¼ 0; 1; . . . ; n� 1.

8: b½n� tdb� – const double Input

Note: the i; jð Þth element of the matrix B is stored in b½ i� 1ð Þ � tdbþ j� 1�.
On entry: the n by r right-hand side matrix B. See also Section 9.

9: tdb – Integer Input

On entry: the stride separating matrix column elements in the array b.

Constraint: tdb 	 nrhs.

10: x½n� tdx� – double Output

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � tdxþ j� 1�.
On exit: the n by r solution matrix X. See also Section 9.
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11: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 nrhs.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, row½i� ¼ valueh i while i ¼ valueh i. These arguments must satisfy row½i� � iþ 1.

NE_2_INT_ARG_LT

On entry, lal ¼ valueh i while row½0� þ � � � þ row½n� 1� ¼ valueh i. These arguments must satisfy
lal 	 row½0� þ � � � þ row½n� 1�.
On entry, tdb ¼ valueh i while nrhs ¼ valueh i. These arguments must satisfy tdb 	 nrhs.

On entry, tdx ¼ valueh i while nrhs ¼ valueh i. These arguments must satisfy tdx 	 nrhs.

NE_BAD_PARAM

On entry, argument selct had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 1.

On entry, row½ valueh i� must not be less than 1: row½ valueh i� ¼ valueh i.

NE_NOT_UNIT_DIAG

The lower triangular matrix L has at least one diagonal element which is not equal to unity. The
first non-unit element has been located in the array al½ valueh i�.

NE_ZERO_DIAG

The diagonal matrix D is singular as it has at least one zero element. The first zero element has
been located in the array d½ valueh i�.

7 Accuracy

The usual backward error analysis of the solution of triangular system applies: each computed solution
vector is exact for slightly perturbed matrices L and D, as appropriate (see pages 25-27 and 54-55 of
Wilkinson and Reinsch (1971)).

8 Parallelism and Performance

nag_real_cholesky_skyline_solve (f04mcc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_real_cholesky_skyline_solve (f04mcc) is approximately proportional to pr,
where p ¼ row½0� þ row½1� þ � � � þ row½n� 1�.
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The function may be called with the same actual array supplied for the arguments b and x, in which
case the solution matrix will overwrite the right-hand side matrix.

10 Example

To solve the system of equations AX ¼ B, where

A ¼

1 2 0 0 5 0
2 5 3 0 14 0
0 3 13 0 18 0
0 0 0 16 8 24
5 14 18 8 55 17
0 0 0 24 17 77

0BBBBB@

1CCCCCA and B ¼

6 �10
15 �21
11 �3
0 24

51 �39
46 67

0BBBBB@

1CCCCCA:

Here A is symmetric and positive definite and must first be factorized by nag_real_cholesky_skyline
(f01mcc).

10.1 Program Text

/* nag_real_cholesky_skyline_solve (f04mcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf04.h>

#define B(I, J) b[(I) *tdb + J]
#define X(I, J) x[(I) *tdx + J]

int main(void)
{

Integer exit_status = 0, i, k, k1, k2, lal, n, nrhs, *row = 0, tdb, tdx;
Nag_SolveSystem select;
double *a = 0, *al = 0, *b = 0, *d = 0, *x = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_real_cholesky_skyline_solve (f04mcc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= 1) {
if (!(row = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {
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printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

lal = 0;
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &row[i]);

#else
scanf("%" NAG_IFMT "", &row[i]);

#endif
lal += row[i];

}
if (!(a = NAG_ALLOC(lal, double)) || !(al = NAG_ALLOC(lal, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
k2 = 0;
for (i = 0; i < n; ++i) {

k1 = k2;
k2 = k2 + row[i];
for (k = k1; k < k2; ++k)

#ifdef _WIN32
scanf_s("%lf", &a[k]);

#else
scanf("%lf", &a[k]);

#endif
}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nrhs);

#else
scanf("%" NAG_IFMT "", &nrhs);

#endif
if (nrhs >= 1) {

if (!(b = NAG_ALLOC(n * nrhs, double)) ||
!(d = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdb = nrhs;
tdx = nrhs;

}
else {

printf("Invalid nrhs.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; ++i)

for (k = 0; k < nrhs; ++k)
#ifdef _WIN32

scanf_s("%lf", &B(i, k));
#else

scanf("%lf", &B(i, k));
#endif

/* nag_real_cholesky_skyline (f01mcc).
* LDL^T factorization of real symmetric positive-definite
* variable-bandwidth (skyline) matrix
*/

nag_real_cholesky_skyline(n, a, lal, row, al, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_cholesky_skyline (f01mcc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
select = Nag_LDLTX;
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/* nag_real_cholesky_skyline_solve (f04mcc).
* Approximate solution of real symmetric positive-definite
* variable-bandwidth simultaneous linear equations
* (coefficient matrix already factorized by
* nag_real_cholesky_skyline (f01mcc))
*/

nag_real_cholesky_skyline_solve(select, n, nrhs, al, lal, d, row, b, tdb,
x, tdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_cholesky_skyline_solve (f04mcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n Solution\n");
for (i = 0; i < n; ++i) {

for (k = 0; k < nrhs; ++k)
printf("%9.3f", X(i, k));

printf("\n");
}

END:
NAG_FREE(row);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(x);
NAG_FREE(a);
NAG_FREE(al);
return exit_status;

}

10.2 Program Data

nag_real_cholesky_skyline_solve (f04mcc) Example Program Data
6
1 2 2 1 5 3
1.0
2.0 5.0
3.0 13.0

16.0
5.0 14.0 18.0 8.0 55.0

24.0 17.0 77.0
2
6.0 -10.0

15.0 -21.0
11.0 -3.0
0.0 24.0

51.0 -39.0
46.0 67.0

10.3 Program Results

nag_real_cholesky_skyline_solve (f04mcc) Example Program Results

Solution
-3.000 4.000
2.000 -2.000

-1.000 3.000
-2.000 1.000
1.000 -2.000
1.000 1.000
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NAG Library Function Document

nag_linsys_real_gen_norm_rcomm (f04ydc)

1 Purpose

nag_linsys_real_gen_norm_rcomm (f04ydc) estimates the 1-norm of a real rectangular matrix without
accessing the matrix explicitly. It uses reverse communication for evaluating matrix products. The
function may be used for estimating condition numbers of square matrices.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_linsys_real_gen_norm_rcomm (Integer *irevcm, Integer m, Integer n,
double x[], Integer pdx, double y[], Integer pdy, double *estnrm,
Integer t, Integer seed, double work[], Integer iwork[], NagError *fail)

3 Description

nag_linsys_real_gen_norm_rcomm (f04ydc) computes an estimate (a lower bound) for the 1-norm

Ak k1 ¼ max
1�j�n

Xm
i¼1

aij
		 		 ð1Þ

of an m by n real matrix A ¼ aij
� �

. The function regards the matrix A as being defined by a user-
supplied ‘Black Box’ which, given an n� t matrix X (with t n) or an m� t matrix Y , can return
AX or ATY . A reverse communication interface is used; thus control is returned to the calling program
whenever a matrix product is required.

Note: this function is not recommended for use when the elements of A are known explicitly; it is
then more efficient to compute the 1-norm directly from formula (1) above.

The main use of the function is for estimating B�1
�� ��

1
for a square matrix, B, and hence the condition

number �1 Bð Þ ¼ Bk k1 B�1
�� ��

1
, without forming B�1 explicitly (A ¼ B�1 above).

If, for example, an LU factorization of B is available, the matrix products B�1X and B�TY required by
nag_linsys_real_gen_norm_rcomm (f04ydc) may be computed by back- and forward-substitutions,
without computing B�1.

The function can also be used to estimate 1-norms of matrix products such as A�1B and ABC, without
forming the products explicitly. Further applications are described by Higham (1988).

Since Ak k1 ¼ ATk k1, nag_linsys_real_gen_norm_rcomm (f04ydc) can be used to estimate the 1-norm
of A by working with AT instead of A.

The algorithm used is described in Higham and Tisseur (2000).

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

Higham N J and Tisseur F (2000) A block algorithm for matrix 1-norm estimation, with an application
to 1-norm pseudospectra SIAM J. Matrix. Anal. Appl. 21 1185–1201
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5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than x and y must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must be set to 0.

On intermediate exit: irevcm ¼ 1 or 2, and x contains the n� t matrix X and y contains the
m� t matrix Y . The calling program must

(a) if irevcm ¼ 1, evaluate AX and store the result in y
or
if irevcm ¼ 2, evaluate ATY and store the result in x,

(b) call nag_linsys_real_gen_norm_rcomm (f04ydc) once again, with all the other arguments
unchanged.

On intermediate re-entry: irevcm must be unchanged.

On final exit: irevcm ¼ 0.

2: m – Integer Input

On entry: the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least pdx� t.

The i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 1, contains the current matrix X.

On intermediate re-entry: if irevcm ¼ 2, must contain ATY .

On final exit: the array is undefined.

5: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

6: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least pdy� t.

The i; jð Þth element of the matrix Y is stored in y½ j� 1ð Þ � pdyþ i� 1�.
On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 2, contains the current matrix Y .

On intermediate re-entry: if irevcm ¼ 1, must contain AX.

On final exit: the array is undefined.
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7: pdy – Integer Input

On entry: the stride separating matrix row elements in the array y.

Constraint: pdy 	 m.

8: estnrm – double * Input/Output

On initial entry: need not be set.

On intermediate re-entry: must not be changed.

On final exit: an estimate (a lower bound) for Ak k1.

9: t – Integer Input

On entry: the number of columns t of the matrices X and Y . This is an argument that can be
used to control the accuracy and reliability of the estimate and corresponds roughly to the
number of columns of A that are visited during each iteration of the algorithm.

If t 	 2 then a partly random starting matrix is used in the algorithm.

Suggested value: t ¼ 2.

Constraint: 1 � t � m.

10: seed – Integer Input

On entry: the seed used for random number generation.

If t ¼ 1, seed is not used.

Constraint: if t > 1, seed 	 1.

11: work½m� t� – double Communication Array
12: iwork½2� nþ 5� tþ 20� – Integer Communication Array

On initial entry: need not be set.

On intermediate re-entry: must not be changed.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0, 1 or 2.

On entry, m ¼ valueh i.
Constraint: m 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

NE_INT_2

On entry, m ¼ valueh i and t ¼ valueh i.
Constraint: 1 � t � m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdy ¼ valueh i and m ¼ valueh i.
Constraint: pdy 	 m.

On entry, t ¼ valueh i and seed ¼ valueh i.
Constraint: if t > 1, seed 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

In extensive tests on random matrices of size up to m ¼ n ¼ 450 the estimate estnrm has been found
always to be within a factor two of Ak k1; often the estimate has many correct figures. However,
matrices exist for which the estimate is smaller than Ak k1 by an arbitrary factor; such matrices are very
unlikely to arise in practice. See Higham and Tisseur (2000) for further details.

8 Parallelism and Performance

nag_linsys_real_gen_norm_rcomm (f04ydc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

For most problems the time taken during calls to nag_linsys_real_gen_norm_rcomm (f04ydc) will be
negligible compared with the time spent evaluating matrix products between calls to nag_linsys_real_
gen_norm_rcomm (f04ydc).

The number of matrix products required depends on the matrix A. At most six products of the form
Y ¼ AX and five products of the form X ¼ ATY will be required. The number of iterations is
independent of the choice of t.
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9.2 Overflow

It is your responsibility to guard against potential overflows during evaluation of the matrix products. In
particular, when estimating B�1

�� ��
1
using a triangular factorization of B, nag_linsys_real_gen_norm_r

comm (f04ydc) should not be called if one of the factors is exactly singular – otherwise division by
zero may occur in the substitutions.

9.3 Choice of t

The argument t controls the accuracy and reliability of the estimate. For t ¼ 1, the algorithm behaves
similarly to the LAPACK estimator xLACON. Increasing t typically improves the estimate, without
increasing the number of iterations required.

For t 	 2, random matrices are used in the algorithm, so for repeatable results the same value of seed
should be used each time.

A value of t ¼ 2 is recommended for new users.

9.4 Use in Conjunction with NAG Library Routines

To estimate the 1-norm of the inverse of a matrix A, the following skeleton code can normally be used:

do {
f04ydc(&irevcm,m,n,x,pdx,y,pdy,&estnrm,t,seed,work,iwork,&fail);

if (irevcm == 1){
.. Code to compute y = A^(-1) x ..

}
else if (irevcm == 2){

.. Code to compute x = A^(-T) y ..
}

} (while irevcm != 0)

To compute A�1X or A�TY , solve the equation AY ¼ X or ATX ¼ Y , storing the result in y or x
respectively. The code will vary, depending on the type of the matrix A, and the NAG function used to
factorize A.

The factorization will normally have been performed by a suitable function from Chapters f01, f03 or
f07. Note also that many of the ‘Black Box’ functions in Chapter f04 for solving systems of equations
also return a factorization of the matrix. The example program in Section 10 illustrates how
nag_linsys_real_gen_norm_rcomm (f04ydc) can be used in conjunction with NAG C Library functions
for LU factorization of a real matrix nag_dgetrf (f07adc).

It is straightforward to use nag_linsys_real_gen_norm_rcomm (f04ydc) for the following other types of
matrix, using the named functions for factorization and solution:

nonsymmetric band (nag_dgbtrf (f07bdc) and nag_dgbtrs (f07bec));

symmetric positive definite (nag_dpotrf (f07fdc) and nag_dpotrs (f07fec));

symmetric positive definite band (nag_dpbtrf (f07hdc) and nag_dpbtrs (f07hec));

symmetric positive definite tridiagonal (nag_dptsv (f07jac), nag_dpttrf (f07jdc) and nag_dpttrs
(f07jec));

symmetric positive definite variable bandwidth (nag_real_cholesky_skyline (f01mcc) and
nag_real_cholesky_skyline_solve (f04mcc));

symmetric positive definite sparse (nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_pre
con_ichol_solve (f11jbc));

symmetric indefinite (nag_dsptrf (f07pdc) and nag_dsptrs (f07pec));

nonsymmetric sparse (nag_superlu_lu_factorize (f11mec) and nag_superlu_solve_lu (f11mfc);
note that nag_superlu_condition_number_lu (f11mgc) can also be used here).

For upper or lower triangular matrices, no factorization function is needed: Y ¼ A�1X and X ¼ A�TY
may be computed by calls to nag_dtrsv (f16pjc) (or nag_dtbsv (f16pkc) if the matrix is banded, or
nag_dtpsv (f16plc) if the matrix is stored in packed form).
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10 Example

This example estimates the condition number Ak k1 A�1
�� ��

1
of the matrix A given by

A ¼

0:7 �0:2 1:0 0:0 2:0 0:1
0:3 0:7 0:0 1:0 0:9 0:2
0:0 0:0 0:2 0:7 0:0 �1:1
0:0 3:4 �0:7 0:2 0:1 0:1
0:0 �4:0 0:0 1:0 9:0 0:0
0:4 1:2 4:3 0:0 6:2 5:9

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_linsys_real_gen_norm_rcomm (f04ydc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <math.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagf07.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, irevcm = 0, seed = 354;
Integer i, j, m, n, pda, pdx, pdy, t;
double cond = 0.0, nrma = 0.0, nrminv = 0.0;

/* Local Arrays */
Integer *icomm = 0, *ipiv = 0;
double *a = 0, *work = 0, *x = 0, *y = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;
Nag_TransType trans;

INIT_FAIL(fail);

#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;

/* Output preamble */
printf("nag_linsys_real_gen_norm_rcomm (f04ydc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and the value of the parameter t */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %*[^\n] ", &m, &n, &t);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %*[^\n] ", &m, &n, &t);
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#endif

pda = n;
pdx = n;
pdy = m;

if (!(a = NAG_ALLOC(m * n, double)) ||
!(x = NAG_ALLOC(n * t, double)) ||
!(y = NAG_ALLOC(m * t, double)) ||
!(work = NAG_ALLOC(m * t, double)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(icomm = NAG_ALLOC(2 * n + 5 * t + 20, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= m; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s(" %lf ", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf(" %lf ", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the 1-norm of A */
nag_dge_norm(order, Nag_OneNorm, m, n, a, pda, &nrma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Estimated norm of A is: %7.2f\n\n", nrma);

/*
* Estimate the norm of A^(-1) without explicitly forming A^(-1)
*/

/* Compute an LU factorization of A using nag_dgetrf (f07adc) */
nag_dgetrf(order, m, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrf\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Estimate the norm of A^(-1) using the LU factors of A
* nag_linsys_real_gen_norm_rcomm (f04ydc)
* Estimate of the 1-norm of a real matrix
*/

do {
nag_linsys_real_gen_norm_rcomm(&irevcm, m, n, x, pdx, y, pdy,

&nrminv, t, seed, work, icomm, &fail);
if (irevcm == 1) {

/* Compute y = inv(A)*x by solving Ay = x */
trans = Nag_NoTrans;
nag_dgetrs(order, trans, n, t, a, pda, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrs\n%s\n", fail.message);
exit_status = 3;
goto END;

}
for (i = 0; i < n * t; i++)
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y[i] = x[i];
}

else if (irevcm == 2) {
/* Compute x = inv(A)^T y by solving A^T x = y */
trans = Nag_Trans;
nag_dgetrs(order, trans, n, t, a, pda, ipiv, y, pdy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrs\n%s\n", fail.message);
exit_status = 4;
goto END;

}
for (i = 0; i < n * t; i++)

x[i] = y[i];
}

} while (irevcm != 0);

if (fail.code != NE_NOERROR) {
printf("Error from nag_linsys_real_gen_norm_rcomm (f04ydc)\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

printf("Estimated norm of inverse of A is: %7.2f\n\n", nrminv);

/* Compute and print the estimated condition number */
cond = nrma * nrminv;

printf("Estimated condition number of A is: %7.2f\n", cond);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(work);
NAG_FREE(icomm);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_linsys_real_gen_norm_rcomm (f04ydc) Example Program Data

6 6 2 :Values of m, n and t
0.7 -0.2 1.0 0.0 2.0 0.1
0.3 0.7 0.0 1.0 0.9 0.2
0.0 0.0 0.2 0.7 0.0 -1.1
0.0 3.4 -0.7 0.2 0.1 0.1
0.0 -4.0 0.0 1.0 9.0 0.0
0.4 1.2 4.3 0.0 6.2 5.9 :End of matrix a

10.3 Program Results

nag_linsys_real_gen_norm_rcomm (f04ydc) Example Program Results

Estimated norm of A is: 18.20

Estimated norm of inverse of A is: 2.97

Estimated condition number of A is: 54.14
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NAG Library Function Document

nag_linsys_complex_gen_norm_rcomm (f04zdc)

1 Purpose

nag_linsys_complex_gen_norm_rcomm (f04zdc) estimates the 1-norm of a complex rectangular matrix
without accessing the matrix explicitly. It uses reverse communication for evaluating matrix products.
The function may be used for estimating condition numbers of square matrices.

2 Specification

#include <nag.h>
#include <nagf04.h>

void nag_linsys_complex_gen_norm_rcomm (Integer *irevcm, Integer m,
Integer n, Complex x[], Integer pdx, Complex y[], Integer pdy,
double *estnrm, Integer t, Integer seed, Complex work[], double rwork[],
Integer iwork[], NagError *fail)

3 Description

nag_linsys_complex_gen_norm_rcomm (f04zdc) computes an estimate (a lower bound) for the 1-norm

Ak k1 ¼ max
1�j�n

Xm
i¼1

aij
		 		 ð1Þ

of an m by n complex matrix A ¼ aij
� �

. The function regards the matrix A as being defined by a user-
supplied ‘Black Box’ which, given an n� t matrix X (with t n) or an m� t matrix Y , can return
AX or AHY , where AH is the complex conjugate transpose. A reverse communication interface is used;
thus control is returned to the calling program whenever a matrix product is required.

Note: this function is not recommended for use when the elements of A are known explicitly; it is
then more efficient to compute the 1-norm directly from the formula (1) above.

The main use of the function is for estimating B�1
�� ��

1
for a square matrix B, and hence the condition

number �1 Bð Þ ¼ Bk k1 B�1
�� ��

1
, without forming B�1 explicitly (A ¼ B�1 above).

If, for example, an LU factorization of B is available, the matrix products B�1X and B�HY required by
nag_linsys_complex_gen_norm_rcomm (f04zdc) may be computed by back- and forward-substitutions,
without computing B�1.

The function can also be used to estimate 1-norms of matrix products such as A�1B and ABC, without
forming the products explicitly. Further applications are described in Higham (1988).

Since Ak k1 ¼ AHk k1, nag_linsys_complex_gen_norm_rcomm (f04zdc) can be used to estimate the
1-norm of A by working with AH instead of A.

The algorithm used is described in Higham and Tisseur (2000).

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

Higham N J and Tisseur F (2000) A block algorithm for matrix 1-norm estimation, with an application
to 1-norm pseudospectra SIAM J. Matrix. Anal. Appl. 21 1185–1201
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5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than x and y must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: must be set to 0.

On intermediate exit: irevcm ¼ 1 or 2, and x contains the n� t matrix X and y contains the
m� t matrix Y . The calling program must

(a) if irevcm ¼ 1, evaluate AX and store the result in y
or
if irevcm ¼ 2, evaluate AHY and store the result in x, where AH is the complex conjugate
transpose;

(b) call nag_linsys_complex_gen_norm_rcomm (f04zdc) once again, with all the arguments
unchanged.

On intermediate re-entry: irevcm must be unchanged.

On final exit: irevcm ¼ 0.

2: m – Integer Input

On entry: the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On initial entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least pdx� t.

The i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 1, contains the current matrix X.

On intermediate re-entry: if irevcm ¼ 2, must contain AHY .

On final exit: the array is undefined.

5: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

6: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least pdy� t.

The i; jð Þth element of the matrix Y is stored in y½ j� 1ð Þ � pdyþ i� 1�.
On initial entry: need not be set.

On intermediate exit: if irevcm ¼ 2, contains the current matrix Y .

On intermediate re-entry: if irevcm ¼ 1, must contain AX.

On final exit: the array is undefined.

f04zdc NAG Library Manual

f04zdc.2 Mark 26



7: pdy – Integer Input

On entry: the stride separating matrix row elements in the array y.

Constraint: pdy 	 m.

8: estnrm – double * Input/Output

On initial entry: need not be set.

On intermediate re-entry: must not be changed.

On final exit: an estimate (a lower bound) for Ak k1.

9: t – Integer Input

On entry: the number of columns t of the matrices X and Y . This is an argument that can be
used to control the accuracy and reliability of the estimate and corresponds roughly to the
number of columns of A that are visited during each iteration of the algorithm.

If t 	 2 then a partly random starting matrix is used in the algorithm.

Suggested value: t ¼ 2.

Constraint: 1 � t � m.

10: seed – Integer Input

On entry: the seed used for random number generation.

If t ¼ 1, seed is not used.

Constraint: if t > 1, seed 	 1.

11: work½m� t� – Complex Communication Array
12: rwork½2� n� – double Communication Array
13: iwork½2� nþ 5� tþ 20� – Integer Communication Array

On initial entry: need not be set.

On intermediate re-entry: must not be changed.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0, 1 or 2.

On entry, m ¼ valueh i.
Constraint: m 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

NE_INT_2

On entry, m ¼ valueh i and t ¼ valueh i.
Constraint: 1 � t � m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdy ¼ valueh i and m ¼ valueh i.
Constraint: pdy 	 m.

On entry, t ¼ valueh i and seed ¼ valueh i.
Constraint: if t > 1, seed 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

In extensive tests on random matrices of size up to m ¼ n ¼ 450 the estimate estnrm has been found
always to be within a factor two of Ak k1; often the estimate has many correct figures. However,
matrices exist for which the estimate is smaller than Ak k1 by an arbitrary factor; such matrices are very
unlikely to arise in practice. See Higham and Tisseur (2000) for further details.

8 Parallelism and Performance

nag_linsys_complex_gen_norm_rcomm (f04zdc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

For most problems the time taken during calls to nag_linsys_complex_gen_norm_rcomm (f04zdc) will
be negligible compared with the time spent evaluating matrix products between calls to
nag_linsys_complex_gen_norm_rcomm (f04zdc).

The number of matrix products required depends on the matrix A. At most six products of the form
Y ¼ AX and five products of the form X ¼ AHY will be required. The number of iterations is
independent of the choice of t.
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9.2 Overflow

It is your responsibility to guard against potential overflows during evaluation of the matrix products. In
particular, when estimating B�1

�� ��
1
using a triangular factorization of B, nag_linsys_complex_gen_

norm_rcomm (f04zdc) should not be called if one of the factors is exactly singular – otherwise division
by zero may occur in the substitutions.

9.3 Choice of t

The argument t controls the accuracy and reliability of the estimate. For t ¼ 1, the algorithm behaves
similarly to the LAPACK estimator xLACON. Increasing t typically improves the estimate, without
increasing the number of iterations required.

For t 	 2, random matrices are used in the algorithm, so for repeatable results the same value of seed
should be used each time.

A value of t ¼ 2 is recommended for new users.

9.4 Use in Conjunction with NAG Library Routines

To estimate the 1-norm of the inverse of a matrix A, the following skeleton code can normally be used:

do {
f04zdc(&irevcm,m,n,x,pdx,y,pdy,&estnrm,t,seed,work,rwork,iwork,&fail);

if (irevcm == 1){
.. Code to compute y = A^(-1) x ..

}
else if (irevcm == 2){

.. Code to compute x = A^(-H) y ..
}

} (while irevcm != 0)

To compute A�1X or A�HY , solve the equation AY ¼ X or AHX ¼ Y storing the result in y or x
respectively. The code will vary, depending on the type of the matrix A, and the NAG function used to
factorize A.

The example program in Section 10 illustrates how nag_linsys_complex_gen_norm_rcomm (f04zdc)
can be used in conjunction with NAG C Library function for LU factorization of complex matrices
nag_zgetrf (f07arc)).

It is also straightforward to use nag_linsys_complex_gen_norm_rcomm (f04zdc) for Hermitian positive
definite matrices, using nag_zge_copy (f16tfc), nag_zpotrf (f07frc) and nag_zpotrs (f07fsc) for
factorization and solution.

For upper or lower triangular square matrices, no factorization function is needed: Y ¼ A�1X and
X ¼ A�HY may be computed by calls to nag_ztrsv (f16sjc) (or nag_ztbsv (f16skc) if the matrix is
banded, or nag_ztpsv (f16slc) if the matrix is stored in packed form).

10 Example

This example estimates the condition number Ak k1 A�1
�� ��

1
of the matrix A given by

A ¼

0:7þ 0:1i �0:2þ 0:0i 1:0þ 0:0i 0:0þ 0:0i 0:0þ 0:0i 0:1þ 0:0i
0:3þ 0:0i 0:7þ 0:0i 0:0þ 0:0i 1:0þ 0:2i 0:9þ 0:0i 0:2þ 0:0i
0:0þ 5:9i 0:0þ 0:0i 0:2þ 0:0i 0:7þ 0:0i 0:4þ 6:1i 1:1þ 0:4i
0:0þ 0:1i 0:0þ 0:1i �0:7þ 0:0i 0:2þ 0:0i 0:1þ 0:0i 0:1þ 0:0i
0:0þ 0:0i 4:0þ 0:0i 0:0þ 0:0i 1:0þ 0:0i 9:0þ 0:0i 0:0þ 0:1i
4:5þ 6:7i 0:1þ 0:4i 0:0þ 3:2i 1:2þ 0:0i 0:0þ 0:0i 7:8þ 0:2i

0BBBBB@

1CCCCCA:
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10.1 Program Text

/* nag_linsys_complex_gen_norm_rcomm (f04zdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf04.h>
#include <nagf07.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, irevcm = 0, seed = 354;
Integer i, j, m, n, pda, pdx, pdy, t;
double cond = 0.0, nrma = 0.0, nrminv = 0.0;

/* Arrays */
Integer *icomm = 0, *ipiv = 0;
Complex *a = 0, *work = 0, *x = 0, *y = 0;
double *rwork = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;
Nag_TransType trans;

INIT_FAIL(fail);

#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;

/* Output preamble */
printf("nag_linsys_complex_gen_norm_rcomm (f04zdc) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size and the value of the parameter t */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %*[^\n] ", &m, &n, &t);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %*[^\n] ", &m, &n, &t);
#endif

pda = n;
pdx = n;
pdy = m;

if (!(a = NAG_ALLOC(m * n, Complex)) ||
!(x = NAG_ALLOC(n * t, Complex)) ||
!(y = NAG_ALLOC(m * t, Complex)) ||
!(work = NAG_ALLOC(m * t, Complex)) ||
!(rwork = NAG_ALLOC(2 * n, double)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
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!(icomm = NAG_ALLOC(2 * n + 5 * t + 20, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix a from data file */
for (i = 1; i <= m; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the 1-norm of A */
nag_zge_norm(order, Nag_OneNorm, m, n, a, pda, &nrma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Estimated norm of A is: %7.2f\n\n", nrma);

/*
* Estimate the norm of A^(-1) witohut explicitly forming A^(-1)
*/

/* Compute and LU factorization of A using nag_zgetrf (f07arc) */
nag_zgetrf(order, m, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrf\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Estimate the norm of A^(-1) using the LU factors of A
* nag_linsys_complex_gen_norm_rcomm (f04zdc)
* Estimate of the 1-norm of a complex matrix
*/

do {
nag_linsys_complex_gen_norm_rcomm(&irevcm, m, n, x, pdx, y, pdy,

&nrminv, t, seed, work, rwork, icomm,
&fail);

if (irevcm == 1) {
/* Compute y = inv(A)*x by solving Ay = x */
trans = Nag_NoTrans;
nag_zgetrs(order, trans, n, t, a, pda, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrs\n%s\n", fail.message);
exit_status = 3;
goto END;

}
for (i = 0; i < n * t; i++)

y[i] = x[i];
}

else if (irevcm == 2) {
/* Compute x = herm(inv(A))*y by solving A^H x = y */
trans = Nag_ConjTrans;
nag_zgetrs(order, trans, n, t, a, pda, ipiv, y, pdy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrs\n%s\n", fail.message);
exit_status = 4;
goto END;
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}
for (i = 0; i < n * t; i++)

x[i] = y[i];
}

} while (irevcm != 0);

if (fail.code != NE_NOERROR) {
printf("Error from nag_linsys_complex_gen_norm_rcomm (f04zdc) \n%s\n",

fail.message);
exit_status = 5;
goto END;

}

printf("Etimated norm of inverse of A is: %7.2f\n\n", nrminv);

/* Compute and print the estimated condition number */
cond = nrma * nrminv;

printf("Estimated condition number of A is: %7.2f\n", cond);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(work);
NAG_FREE(rwork);
NAG_FREE(icomm);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_linsys_complex_gen_norm_rcomm (f04zdc) Example Program Data

6 6 2 :Values of m, n, t

(0.7,0.1) (-0.2,0.0) ( 1.0,0.0) (0.0,0.0) (0.0,0.0) (0.1,0.0)
(0.3,0.0) ( 0.7,0.0) ( 0.0,0.0) (1.0,0.2) (0.9,0.0) (0.2,0.0)
(0.0,5.9) ( 0.0,0.0) ( 0.2,0.0) (0.7,0.0) (0.4,6.1) (1.1,0.4)
(0.0,0.1) ( 0.0,0.1) (-0.7,0.0) (0.2,0.0) (0.1,0.0) (0.1,0.0)
(0.0,0.0) ( 4.0,0.0) ( 0.0,0.0) (1.0,0.0) (9.0,0.0) (0.0,0.1)
(4.5,6.7) ( 0.1,0.4) ( 0.0,3.2) (1.2,0.0) (0.0,0.0) (7.8,0.2) :End of matrix a

10.3 Program Results

nag_linsys_complex_gen_norm_rcomm (f04zdc) Example Program Results

Estimated norm of A is: 16.11

Etimated norm of inverse of A is: 24.02

Estimated condition number of A is: 387.08
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NAG Library Chapter Contents

f06 – Linear Algebra Support Functions

f06 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f06fec 8 nag_drscl
Multiply real vector by reciprocal of scalar

f06kec 8 nag_zrscl
Multiply complex vector by reciprocal of real scalar
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NAG Library Chapter Introduction

f06 – Linear Algebra Support Functions

Contents
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1 Scope of the Chapter

This chapter is concerned with basic linear algebra functions which perform elementary algebraic
operations involving scalars, vectors and matrices. It includes functions which conform to the
specifications of the BLAS (Basic Linear Algebra Subprograms).

A large number of functions in this chapter have been superseded by equivalent functions in Chapter
f16. Please refer to Section 4 for further information.

2 Functionality Index

Level 1 (Vector) operations,
complex vector(s),

multiply vector by reciprocal of a real scalar ................................................. nag_zrscl (f06kec)
real vector(s),

multiply vector by reciprocal of a scalar ......................................................... nag_drscl (f06fec)

3 Auxiliary Functions Associated with Library Function Arguments

None.

4 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

old_dgemv (f06pac) 23 nag_dgemv (f16pac)
old_dgbmv (f06pbc) 23 nag_dgbmv (f16pbc)
old_dsymv (f06pcc) 23 nag_dsymv (f16pcc)
old_dsbmv (f06pdc) 23 nag_dsbmv (f16pdc)
old_dspmv (f06pec) 23 nag_dspmv (f16pec)
old_dtrmv (f06pfc) 23 nag_dtrmv (f16pfc)
old_dtbmv (f06pgc) 23 nag_dtbmv (f16pgc)
old_dtpmv (f06phc) 23 nag_dtpmv (f16phc)
old_dtrsv (f06pjc) 23 nag_dtrsv (f16pjc)
old_dtbsv (f06pkc) 23 nag_dtbsv (f16pkc)
old_dtpsv (f06plc) 23 nag_dtpsv (f16plc)
old_dger (f06pmc) 23 nag_dger (f16pmc)
old_dsyr (f06ppc) 23 nag_dsyr (f16ppc)
old_dspr (f06pqc) 23 nag_dspr (f16pqc)
old_dsyr2 (f06prc) 23 nag_dsyr2 (f16prc)
old_dspr2 (f06psc) 23 nag_dspr2 (f16psc)
old_zgemv (f06sac) 23 nag_zgemv (f16sac)
old_zgbmv (f06sbc) 23 nag_zgbmv (f16sbc)
old_zhemv (f06scc) 23 nag_zhemv (f16scc)
old_zhbmv (f06sdc) 23 nag_zhbmv (f16sdc)
old_zhpmv (f06sec) 23 nag_zhpmv (f16sec)
old_ztrmv (f06sfc) 23 nag_ztrmv (f16sfc)
old_ztbmv (f06sgc) 23 nag_ztbmv (f16sgc)
old_ztpmv (f06shc) 23 nag_ztpmv (f16shc)
old_ztrsv (f06sjc) 23 nag_ztrsv (f16sjc)
old_ztbsv (f06skc) 23 nag_ztbsv (f16skc)
old_ztpsv (f06slc) 23 nag_ztpsv (f16slc)
old_zgeru (f06smc) 23 nag_zger (f16smc)
old_zgerc (f06snc) 23 nag_zger (f16smc)
old_zher (f06spc) 23 nag_zher (f16spc)
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old_zhpr (f06sqc) 23 nag_zhpr (f16sqc)
old_zher2 (f06src) 23 nag_zher2 (f16src)
old_zhpr2 (f06ssc) 23 nag_zhpr2 (f16ssc)
old_dgemm (f06yac) 23 nag_dgemm (f16yac)
old_dsymm (f06ycc) 23 nag_dsymm (f16ycc)
old_dtrmm (f06yfc) 23 nag_dtrmm (f16yfc)
old_dtrsm (f06yjc) 23 nag_dtrsm (f16yjc)
old_dsyrk (f06ypc) 23 nag_dsyrk (f16ypc)
old_dsyr2k (f06yrc) 23 nag_dsyr2k (f16yrc)
old_zgemm (f06zac) 23 nag_zgemm (f16zac)
old_zhemm (f06zcc) 23 nag_zhemm (f16zcc)
old_ztrmm (f06zfc) 23 nag_ztrmm (f16zfc)
old_ztrsm (f06zjc) 23 nag_ztrsm (f16zjc)
old_zherk (f06zpc) 23 nag_zherk (f16zpc)
old_zher2k (f06zrc) 23 nag_zher2k (f16zrc)
old_zsymm (f06ztc) 23 nag_zsymm (f16ztc)
old_zsyrk (f06zuc) 23 nag_zsyrk (f16zuc)
old_zsyr2k (f06zwc) 23 nag_zsyr2k (f16zwc)
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NAG Library Function Document

nag_drscl (f06fec)

1 Purpose

nag_drscl (f06fec) multiplies a real vector by the reciprocal of a scalar.

2 Specification

#include <nag.h>
#include <nagf06.h>

void nag_drscl (Integer n, double alpha, double x[], Integer incx)

3 Description

nag_drscl (f06fec) performs the operation

x 1

�
x

where x is an n-element real vector scattered with stride incx and � is a real nonzero scalar.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

2: alpha – double Input

On entry: the scalar �.

Constraint: alpha 6¼ 0:0.

3: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxð Þ.
On entry: the n-element vector x. xi must be stored in x½1þ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced.

On exit: the updated vector x, stored in the same array elements used to supply the original
vector.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx > 0.

6 Error Indicators and Warnings

None.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_drscl (f06fec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

None.
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NAG Library Function Document

nag_zrscl (f06kec)

1 Purpose

nag_zrscl (f06kec) multiplies a complex vector by the reciprocal of a real scalar.

2 Specification

#include <nag.h>
#include <nagf06.h>

void nag_zrscl (Integer n, double alpha, Complex x[], Integer incx)

3 Description

nag_zrscl (f06kec) performs the operation

x 1

�
x

where x is an n-element complex vector and � is a real nonzero scalar scattered with stride incx.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

2: alpha – double Input

On entry: the scalar �.

Constraint: alpha 6¼ 0:0.

3: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxð Þ.
On entry: the n-element vector x. xi must be stored in x½1þ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced.

On exit: the updated vector x, stored in the same array elements used to supply the original
vector.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx > 0.

6 Error Indicators and Warnings

None.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_zrscl (f06kec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

None.
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NAG Library Chapter Contents

f07 – Linear Equations (LAPACK)

f07 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f07aac 23 nag_dgesv
Computes the solution to a real system of linear equations

f07abc 23 nag_dgesvx
Uses the LU factorization to compute the solution, error-bound and
condition estimate for a real system of linear equations

f07acc 23 nag_dsgesv
Computes the solution to a real system of linear equations using mixed
precision arithmetic

f07adc 7 nag_dgetrf
LU factorization of real m by n matrix

f07aec 7 nag_dgetrs
Solution of real system of linear equations, multiple right-hand sides,
matrix already factorized by nag_dgetrf (f07adc)

f07afc 23 nag_dgeequ
Computes row and column scalings intended to equilibrate a general real
matrix and reduce its condition number

f07agc 7 nag_dgecon
Estimate condition number of real matrix, matrix already factorized by
nag_dgetrf (f07adc)

f07ahc 7 nag_dgerfs
Refined solution with error bounds of real system of linear equations,
multiple right-hand sides

f07ajc 7 nag_dgetri
Inverse of real matrix, matrix already factorized by nag_dgetrf (f07adc)

f07anc 23 nag_zgesv
Computes the solution to a complex system of linear equations

f07apc 23 nag_zgesvx
Uses the LU factorization to compute the solution, error-bound and
condition estimate for a complex system of linear equations

f07aqc 23 nag_zcgesv
Computes the solution to a complex system of linear equations using mixed
precision arithmetic

f07arc 7 nag_zgetrf
LU factorization of complex m by n matrix

f07asc 7 nag_zgetrs
Solution of complex system of linear equations, multiple right-hand sides,
matrix already factorized by nag_zgetrf (f07arc)

f07atc 23 nag_zgeequ
Computes row and column scalings intended to equilibrate a general
complex matrix and reduce its condition number

f07auc 7 nag_zgecon
Estimate condition number of complex matrix, matrix already factorized by
nag_zgetrf (f07arc)

f07avc 7 nag_zgerfs
Refined solution with error bounds of complex system of linear equations,
multiple right-hand sides

f07awc 7 nag_zgetri
Inverse of complex matrix, matrix already factorized by nag_zgetrf (f07arc)
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f07bac 23 nag_dgbsv
Computes the solution to a real banded system of linear equations

f07bbc 23 nag_dgbsvx
Uses the LU factorization to compute the solution, error-bound and
condition estimate for a real banded system of linear equations

f07bdc 7 nag_dgbtrf
LU factorization of real m by n band matrix

f07bec 7 nag_dgbtrs
Solution of real band system of linear equations, multiple right-hand sides,
matrix already factorized by nag_dgbtrf (f07bdc)

f07bfc 23 nag_dgbequ
Computes row and column scalings intended to equilibrate a real banded
matrix and reduce its condition number

f07bgc 7 nag_dgbcon
Estimate condition number of real band matrix, matrix already factorized
by nag_dgbtrf (f07bdc)

f07bhc 7 nag_dgbrfs
Refined solution with error bounds of real band system of linear equations,
multiple right-hand sides

f07bnc 23 nag_zgbsv
Computes the solution to a complex banded system of linear equations

f07bpc 23 nag_zgbsvx
Uses the LU factorization to compute the solution, error-bound and
condition estimate for a complex banded system of linear equations

f07brc 7 nag_zgbtrf
LU factorization of complex m by n band matrix

f07bsc 7 nag_zgbtrs
Solution of complex band system of linear equations, multiple right-hand
sides, matrix already factorized by nag_zgbtrf (f07brc)

f07btc 23 nag_zgbequ
Computes row and column scalings intended to equilibrate a complex
banded matrix and reduce its condition number

f07buc 7 nag_zgbcon
Estimate condition number of complex band matrix, matrix already
factorized by nag_zgbtrf (f07brc)

f07bvc 7 nag_zgbrfs
Refined solution with error bounds of complex band system of linear
equations, multiple right-hand sides

f07cac 23 nag_dgtsv
Computes the solution to a real tridiagonal system of linear equations

f07cbc 23 nag_dgtsvx
Uses the LU factorization to compute the solution, error-bound and
condition estimate for a real tridiagonal system of linear equations

f07cdc 23 nag_dgttrf
LU factorization of real tridiagonal matrix

f07cec 23 nag_dgttrs
Solves a real tridiagonal system of linear equations using the LU
factorization computed by nag_dgttrf (f07cdc)

f07cgc 23 nag_dgtcon
Estimates the reciprocal of the condition number of a real tridiagonal
matrix using the LU factorization computed by nag_dgttrf (f07cdc)

f07chc 23 nag_dgtrfs
Refined solution with error bounds of real tridiagonal system of linear
equations, multiple right-hand sides

f07cnc 23 nag_zgtsv
Computes the solution to a complex tridiagonal system of linear equations

f07cpc 23 nag_zgtsvx
Uses the LU factorization to compute the solution, error-bound and
condition estimate for a complex tridiagonal system of linear equations
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f07crc 23 nag_zgttrf
LU factorization of complex tridiagonal matrix

f07csc 23 nag_zgttrs
Solves a complex tridiagonal system of linear equations using the LU
factorization computed by nag_dgttrf (f07cdc)

f07cuc 23 nag_zgtcon
Estimates the reciprocal of the condition number of a complex tridiagonal
matrix using the LU factorization computed by nag_dgttrf (f07cdc)

f07cvc 23 nag_zgtrfs
Refined solution with error bounds of complex tridiagonal system of linear
equations, multiple right-hand sides

f07fac 23 nag_dposv
Computes the solution to a real symmetric positive definite system of linear
equations

f07fbc 23 nag_dposvx
Uses the Cholesky factorization to compute the solution, error-bound and
condition estimate for a real symmetric positive definite system of linear
equations

f07fdc 7 nag_dpotrf
Cholesky factorization of real symmetric positive definite matrix

f07fec 7 nag_dpotrs
Solution of real symmetric positive definite system of linear equations,
multiple right-hand sides, matrix already factorized by nag_dpotrf (f07fdc)

f07ffc 23 nag_dpoequ
Computes row and column scalings intended to equilibrate a real symmetric
positive definite matrix and reduce its condition number

f07fgc 7 nag_dpocon
Estimate condition number of real symmetric positive definite matrix,
matrix already factorized by nag_dpotrf (f07fdc)

f07fhc 7 nag_dporfs
Refined solution with error bounds of real symmetric positive definite
system of linear equations, multiple right-hand sides

f07fjc 7 nag_dpotri
Inverse of real symmetric positive definite matrix, matrix already factorized
by nag_dpotrf (f07fdc)

f07fnc 23 nag_zposv
Computes the solution to a complex Hermitian positive definite system of
linear equations

f07fpc 23 nag_zposvx
Uses the Cholesky factorization to compute the solution, error-bound and
condition estimate for a complex Hermitian positive definite system of
linear equations

f07frc 7 nag_zpotrf
Cholesky factorization of complex Hermitian positive definite matrix

f07fsc 7 nag_zpotrs
Solution of complex Hermitian positive definite system of linear equations,
multiple right-hand sides, matrix already factorized by nag_zpotrf (f07frc)

f07ftc 23 nag_zpoequ
Computes row and column scalings intended to equilibrate a complex
Hermitian positive definite matrix and reduce its condition number

f07fuc 7 nag_zpocon
Estimate condition number of complex Hermitian positive definite matrix,
matrix already factorized by nag_zpotrf (f07frc)

f07fvc 7 nag_zporfs
Refined solution with error bounds of complex Hermitian positive definite
system of linear equations, multiple right-hand sides

f07fwc 7 nag_zpotri
Inverse of complex Hermitian positive definite matrix, matrix already
factorized by nag_zpotrf (f07frc)
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f07gac 23 nag_dppsv
Computes the solution to a real symmetric positive definite system of linear
equations, packed storage

f07gbc 23 nag_dppsvx
Uses the Cholesky factorization to compute the solution, error-bound and
condition estimate for a real symmetric positive definite system of linear
equations, packed storage

f07gdc 7 nag_dpptrf
Cholesky factorization of real symmetric positive definite matrix, packed
storage

f07gec 7 nag_dpptrs
Solution of real symmetric positive definite system of linear equations,
multiple right-hand sides, matrix already factorized by nag_dpptrf (f07gdc),
packed storage

f07gfc 23 nag_dppequ
Computes row and column scalings intended to equilibrate a real symmetric
positive definite matrix and reduce its condition number, packed storage

f07ggc 7 nag_dppcon
Estimate condition number of real symmetric positive definite matrix,
matrix already factorized by nag_dpptrf (f07gdc), packed storage

f07ghc 7 nag_dpprfs
Refined solution with error bounds of real symmetric positive definite
system of linear equations, multiple right-hand sides, packed storage

f07gjc 7 nag_dpptri
Inverse of real symmetric positive definite matrix, matrix already factorized
by nag_dpptrf (f07gdc), packed storage

f07gnc 23 nag_zppsv
Computes the solution to a complex Hermitian positive definite system of
linear equations, packed storage

f07gpc 23 nag_zppsvx
Uses the Cholesky factorization to compute the solution, error-bound and
condition estimate for a complex Hermitian positive definite system of
linear equations, packed storage

f07grc 7 nag_zpptrf
Cholesky factorization of complex Hermitian positive definite matrix,
packed storage

f07gsc 7 nag_zpptrs
Solution of complex Hermitian positive definite system of linear equations,
multiple right-hand sides, matrix already factorized by nag_zpptrf (f07grc),
packed storage

f07gtc 23 nag_zppequ
Computes row and column scalings intended to equilibrate a complex
Hermitian positive definite matrix and reduce its condition number, packed
storage

f07guc 7 nag_zppcon
Estimate condition number of complex Hermitian positive definite matrix,
matrix already factorized by nag_zpptrf (f07grc), packed storage

f07gvc 7 nag_zpprfs
Refined solution with error bounds of complex Hermitian positive definite
system of linear equations, multiple right-hand sides, packed storage

f07gwc 7 nag_zpptri
Inverse of complex Hermitian positive definite matrix, matrix already
factorized by nag_zpptrf (f07grc), packed storage

f07hac 23 nag_dpbsv
Computes the solution to a real symmetric positive definite banded system
of linear equations
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f07hbc 23 nag_dpbsvx
Uses the Cholesky factorization to compute the solution, error-bound and
condition estimate for a real symmetric positive definite banded system of
linear equations

f07hdc 7 nag_dpbtrf
Cholesky factorization of real symmetric positive definite band matrix

f07hec 7 nag_dpbtrs
Solution of real symmetric positive definite band system of linear
equations, multiple right-hand sides, matrix already factorized by
nag_dpbtrf (f07hdc)

f07hfc 23 nag_dpbequ
Computes row and column scalings intended to equilibrate a real symmetric
positive definite banded matrix and reduce its condition number

f07hgc 7 nag_dpbcon
Estimate condition number of real symmetric positive definite band matrix,
matrix already factorized by nag_dpbtrf (f07hdc)

f07hhc 7 nag_dpbrfs
Refined solution with error bounds of real symmetric positive definite band
system of linear equations, multiple right-hand sides

f07hnc 23 nag_zpbsv
Computes the solution to a complex Hermitian positive definite banded
system of linear equations

f07hpc 23 nag_zpbsvx
Uses the Cholesky factorization to compute the solution, error-bound and
condition estimate for a complex Hermitian positive definite banded system
of linear equations

f07hrc 7 nag_zpbtrf
Cholesky factorization of complex Hermitian positive definite band matrix

f07hsc 7 nag_zpbtrs
Solution of complex Hermitian positive definite band system of linear
equations, multiple right-hand sides, matrix already factorized by
nag_zpbtrf (f07hrc)

f07htc 23 nag_zpbequ
Computes row and column scalings intended to equilibrate a complex
Hermitian positive definite banded matrix and reduce its condition number

f07huc 7 nag_zpbcon
Estimate condition number of complex Hermitian positive definite band
matrix, matrix already factorized by nag_zpbtrf (f07hrc)

f07hvc 7 nag_zpbrfs
Refined solution with error bounds of complex Hermitian positive definite
band system of linear equations, multiple right-hand sides

f07jac 23 nag_dptsv
Computes the solution to a real symmetric positive definite tridiagonal
system of linear equations

f07jbc 23 nag_dptsvx
Uses the LDLT factorization to compute the solution, error-bound and
condition estimate for a real symmetric positive definite tridiagonal system
of linear equations

f07jdc 23 nag_dpttrf
Computes the LDLT factorization of a real symmetric positive definite
tridiagonal matrix

f07jec 23 nag_dpttrs
Solves a real symmetric positive definite tridiagonal system using the LDLT

factorization computed by nag_dpttrf (f07jdc)
f07jgc 23 nag_dptcon

Computes the reciprocal of the condition number of a real symmetric
positive definite tridiagonal system using the LDLT factorization computed
by nag_dpttrf (f07jdc)
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f07jhc 23 nag_dptrfs
Refined solution with error bounds of real symmetric positive definite
tridiagonal system of linear equations, multiple right-hand sides

f07jnc 23 nag_zptsv
Computes the solution to a complex Hermitian positive definite tridiagonal
system of linear equations

f07jpc 23 nag_zptsvx
Uses the LDLT factorization to compute the solution, error-bound and
condition estimate for a complex Hermitian positive definite tridiagonal
system of linear equations

f07jrc 23 nag_zpttrf
Computes the LDLH factorization of a complex Hermitian positive definite
tridiagonal matrix

f07jsc 23 nag_zpttrs
Solves a complex Hermitian positive definite tridiagonal system using the
LDLH factorization computed by nag_zpttrf (f07jrc)

f07juc 23 nag_zptcon
Computes the reciprocal of the condition number of a complex Hermitian
positive definite tridiagonal system using the LDLH factorization computed
by nag_zpttrf (f07jrc)

f07jvc 23 nag_zptrfs
Refined solution with error bounds of complex Hermitian positive definite
tridiagonal system of linear equations, multiple right-hand sides

f07kdc 25 nag_dpstrf
Cholesky factorization, with complete pivoting, of a real, symmetric,
positive semidefinite matrix

f07krc 25 nag_zpstrf
Cholesky factorization of complex Hermitian positive semidefinite matrix

f07mac 23 nag_dsysv
Computes the solution to a real symmetric system of linear equations

f07mbc 23 nag_dsysvx
Uses the diagonal pivoting factorization to compute the solution to a real
symmetric system of linear equations

f07mdc 7 nag_dsytrf
Bunch–Kaufman factorization of real symmetric indefinite matrix

f07mec 7 nag_dsytrs
Solution of real symmetric indefinite system of linear equations, multiple
right-hand sides, matrix already factorized by nag_dsytrf (f07mdc)

f07mgc 7 nag_dsycon
Estimate condition number of real symmetric indefinite matrix, matrix
already factorized by nag_dsytrf (f07mdc)

f07mhc 7 nag_dsyrfs
Refined solution with error bounds of real symmetric indefinite system of
linear equations, multiple right-hand sides

f07mjc 7 nag_dsytri
Inverse of real symmetric indefinite matrix, matrix already factorized by
nag_dsytrf (f07mdc)

f07mnc 23 nag_zhesv
Computes the solution to a complex Hermitian system of linear equations

f07mpc 23 nag_zhesvx
Uses the diagonal pivoting factorization to compute the solution to a
complex Hermitian system of linear equations

f07mrc 7 nag_zhetrf
Bunch–Kaufman factorization of complex Hermitian indefinite matrix

f07msc 7 nag_zhetrs
Solution of complex Hermitian indefinite system of linear equations,
multiple right-hand sides, matrix already factorized by nag_zhetrf (f07mrc)
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f07muc 7 nag_zhecon
Estimate condition number of complex Hermitian indefinite matrix, matrix
already factorized by nag_zhetrf (f07mrc)

f07mvc 7 nag_zherfs
Refined solution with error bounds of complex Hermitian indefinite system
of linear equations, multiple right-hand sides

f07mwc 7 nag_zhetri
Inverse of complex Hermitian indefinite matrix, matrix already factorized
by nag_zhetrf (f07mrc)

f07nnc 23 nag_zsysv
Computes the solution to a complex symmetric system of linear equations

f07npc 23 nag_zsysvx
Uses the diagonal pivoting factorization to compute the solution to a
complex symmetric system of linear equations

f07nrc 7 nag_zsytrf
Bunch–Kaufman factorization of complex symmetric matrix

f07nsc 7 nag_zsytrs
Solution of complex symmetric system of linear equations, multiple right-
hand sides, matrix already factorized by nag_zsytrf (f07nrc)

f07nuc 7 nag_zsycon
Estimate condition number of complex symmetric matrix, matrix already
factorized by nag_zsytrf (f07nrc)

f07nvc 7 nag_zsyrfs
Refined solution with error bounds of complex symmetric system of linear
equations, multiple right-hand sides

f07nwc 7 nag_zsytri
Inverse of complex symmetric matrix, matrix already factorized by
nag_zsytrf (f07nrc)

f07pac 23 nag_dspsv
Computes the solution to a real symmetric system of linear equations,
packed storage

f07pbc 23 nag_dspsvx
Uses the diagonal pivoting factorization to compute the solution to a real
symmetric system of linear equations, packed storage. Error bounds and a
condition estimate are also computed.

f07pdc 7 nag_dsptrf
Bunch–Kaufman factorization of real symmetric indefinite matrix, packed
storage

f07pec 7 nag_dsptrs
Solution of real symmetric indefinite system of linear equations, multiple
right-hand sides, matrix already factorized by nag_dsptrf (f07pdc), packed
storage

f07pgc 7 nag_dspcon
Estimate condition number of real symmetric indefinite matrix, matrix
already factorized by nag_dsptrf (f07pdc), packed storage

f07phc 7 nag_dsprfs
Refined solution with error bounds of real symmetric indefinite system of
linear equations, multiple right-hand sides, packed storage

f07pjc 7 nag_dsptri
Inverse of real symmetric indefinite matrix, matrix already factorized by
nag_dsptrf (f07pdc), packed storage

f07pnc 23 nag_zhpsv
Computes the solution to a complex Hermitian system of linear equations,
packed storage

f07ppc 23 nag_zhpsvx
Uses the diagonal pivoting factorization to compute the solution to a
complex, Hermitian, system of linear equations, error bounds and condition
estimates. Packed storage
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f07prc 7 nag_zhptrf
Bunch–Kaufman factorization of complex Hermitian indefinite matrix,
packed storage

f07psc 7 nag_zhptrs
Solution of complex Hermitian indefinite system of linear equations,
multiple right-hand sides, matrix already factorized by nag_zhptrf (f07prc),
packed storage

f07puc 7 nag_zhpcon
Estimate condition number of complex Hermitian indefinite matrix, matrix
already factorized by nag_zhptrf (f07prc), packed storage

f07pvc 7 nag_zhprfs
Refined solution with error bounds of complex Hermitian indefinite system
of linear equations, multiple right-hand sides, packed storage

f07pwc 7 nag_zhptri
Inverse of complex Hermitian indefinite matrix, matrix already factorized
by nag_zhptrf (f07prc), packed storage

f07qnc 23 nag_zspsv
Computes the solution to a complex symmetric system of linear equations,
packed storage

f07qpc 23 nag_zspsvx
Uses the diagonal pivoting factorization to compute the solution to a
complex, symmetric, system of linear equations, error bounds and condition
estimates. Packed storage

f07qrc 7 nag_zsptrf
Bunch–Kaufman factorization of complex symmetric matrix, packed
storage

f07qsc 7 nag_zsptrs
Solution of complex symmetric system of linear equations, multiple right-
hand sides, matrix already factorized by nag_zsptrf (f07qrc), packed storage

f07quc 7 nag_zspcon
Estimate condition number of complex symmetric matrix, matrix already
factorized by nag_zsptrf (f07qrc), packed storage

f07qvc 7 nag_zsprfs
Refined solution with error bounds of complex symmetric system of linear
equations, multiple right-hand sides, packed storage

f07qwc 7 nag_zsptri
Inverse of complex symmetric matrix, matrix already factorized by
nag_zsptrf (f07qrc), packed storage

f07tec 7 nag_dtrtrs
Solution of real triangular system of linear equations, multiple right-hand
sides

f07tgc 7 nag_dtrcon
Estimate condition number of real triangular matrix

f07thc 7 nag_dtrrfs
Error bounds for solution of real triangular system of linear equations,
multiple right-hand sides

f07tjc 7 nag_dtrtri
Inverse of real triangular matrix

f07tsc 7 nag_ztrtrs
Solution of complex triangular system of linear equations, multiple right-
hand sides

f07tuc 7 nag_ztrcon
Estimate condition number of complex triangular matrix

f07tvc 7 nag_ztrrfs
Error bounds for solution of complex triangular system of linear equations,
multiple right-hand sides

f07twc 7 nag_ztrtri
Inverse of complex triangular matrix
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f07uec 7 nag_dtptrs
Solution of real triangular system of linear equations, multiple right-hand
sides, packed storage

f07ugc 7 nag_dtpcon
Estimate condition number of real triangular matrix, packed storage

f07uhc 7 nag_dtprfs
Error bounds for solution of real triangular system of linear equations,
multiple right-hand sides, packed storage

f07ujc 7 nag_dtptri
Inverse of real triangular matrix, packed storage

f07usc 7 nag_ztptrs
Solution of complex triangular system of linear equations, multiple right-
hand sides, packed storage

f07uuc 7 nag_ztpcon
Estimate condition number of complex triangular matrix, packed storage

f07uvc 7 nag_ztprfs
Error bounds for solution of complex triangular system of linear equations,
multiple right-hand sides, packed storage

f07uwc 7 nag_ztptri
Inverse of complex triangular matrix, packed storage

f07vec 7 nag_dtbtrs
Solution of real band triangular system of linear equations, multiple right-
hand sides

f07vgc 7 nag_dtbcon
Estimate condition number of real band triangular matrix

f07vhc 7 nag_dtbrfs
Error bounds for solution of real band triangular system of linear equations,
multiple right-hand sides

f07vsc 7 nag_ztbtrs
Solution of complex band triangular system of linear equations, multiple
right-hand sides

f07vuc 7 nag_ztbcon
Estimate condition number of complex band triangular matrix

f07vvc 7 nag_ztbrfs
Error bounds for solution of complex band triangular system of linear
equations, multiple right-hand sides

f07wdc 25 nag_dpftrf
Cholesky factorization of real symmetric positive definite matrix,
Rectangular Full Packed format

f07wec 25 nag_dpftrs
Solution of real symmetric positive definite system of linear equations,
multiple right-hand sides, coefficient matrix already factorized by
nag_dpftrf (f07wdc), Rectangular Full Packed format

f07wjc 25 nag_dpftri
Inverse of real symmetric positive definite matrix, matrix already factorized
by nag_dpftrf (f07wdc), Rectangular Full Packed format

f07wkc 25 nag_dtftri
Inverse of real triangular matrix, Rectangular Full Packed format

f07wrc 25 nag_zpftrf
Cholesky factorization of complex Hermitian positive definite matrix,
Rectangular Full Packed format

f07wsc 25 nag_zpftrs
Solution of complex Hermitian positive definite system of linear equations,
multiple right-hand sides, coefficient matrix already factorized by
nag_zpftrf (f07wrc), Rectangular Full Packed format
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f07wwc 25 nag_zpftri
Inverse of complex Hermitian positive definite matrix, matrix already
factorized by nag_zpftrf (f07wrc), Rectangular Full Packed format

f07wxc 25 nag_ztftri
Inverse of complex triangular matrix, Rectangular Full Packed format
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1 Scope of the Chapter

This chapter provides functions for the solution of systems of simultaneous linear equations, and
associated computations. It provides functions for

matrix factorizations;

solution of linear equations;

estimating matrix condition numbers;

computing error bounds for the solution of linear equations;

matrix inversion.

Functions are provided for both real and complex data.

For a general introduction to the solution of systems of linear equations, you should turn first to the f04
Chapter Introduction. The decision trees, in Section 4 in the f04 Chapter Introduction, direct you to the
most appropriate functions in Chapters f04 or f07 for solving your particular problem. In particular,
Chapters f04 and f07 contain Black Box (or driver) functions which enable some standard types of
problem to be solved by a call to a single function. Where possible, functions in Chapter f04 call
Chapter f07 functions to perform the necessary computational tasks.

There are two types of driver functions in this chapter: simple drivers which just return the solution to
the linear equations; and expert drivers which also return condition and error estimates and, in many
cases, also allow equilibration. The simple drivers for real matrices have names of the form nag_d..sv
(f07.ac) and for complex matrices have names of the form nag_z..sv (f07.nc). The expert drivers for
real matrices have names of the form nag_d..svx (f07.bc) and for complex matrices have names of the
form nag_z..svx (f07.pc).

The functions in this chapter (Chapter f07) handle only dense and band matrices (not matrices with
more specialised structures, or general sparse matrices).

The functions in this chapter have all been derived from the LAPACK project (see Anderson et al.
(1999)). They have been designed to be efficient on a wide range of high-performance computers,
without compromising efficiency on conventional serial machines.

2 Background to the Problems

This section is only a brief introduction to the numerical solution of systems of linear equations.
Consult a standard textbook, for example Golub and Van Loan (1996) for a more thorough discussion.

2.1 Notation

We use the standard notation for a system of simultaneous linear equations:

Ax ¼ b ð1Þ

where A is the coefficient matrix, b is the right-hand side, and x is the solution. A is assumed to be a
square matrix of order n.

If there are several right-hand sides, we write

AX ¼ B ð2Þ

where the columns of B are the individual right-hand sides, and the columns of X are the
corresponding solutions.

We also use the following notation, both here and in the function documents:

x̂ a computed solution to Ax ¼ b, (which usually differs from the exact
solution x because of round-off error)

r ¼ b�Ax̂ the residual corresponding to the computed solution x̂
xk k1 ¼ max

i
xij j the 1-norm of the vector x
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xk k1 ¼
Xn
j¼1

xj
		 		 the 1-norm of the vector x

Ak k1 ¼ max
i

P
j

aij
		 		 the 1-norm of the matrix A

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		 the 1-norm of the matrix A

xj j the vector with elements xij j
Aj j the matrix with elements aij

		 		
Inequalities of the form Aj j � Bj j are interpreted component-wise, that is aij

		 		 � bij
		 		 for all i; j.

2.2 Matrix Factorizations

If A is upper or lower triangular, Ax ¼ b can be solved by a straightforward process of backward or
forward substitution.

Otherwise, the solution is obtained after first factorizing A, as follows.

General matrices (LU factorization with partial pivoting)

A ¼ PLU

where P is a permutation matrix, L is lower-triangular with diagonal elements equal to 1, and U is
upper-triangular; the permutation matrix P (which represents row interchanges) is needed to ensure
numerical stability.

Symmetric positive definite matrices (Cholesky factorization)

A ¼ UTU or A ¼ LLT

where U is upper triangular and L is lower triangular.

Symmetric positive semidefinite matrices (pivoted Cholesky factorization)

A ¼ PUTUPT or A ¼ PLLTPT

where P is a permutation matrix, U is upper triangular and L is lower triangular. The permutation
matrix P (which represents row-and-column interchanges) is needed to ensure numerical stability and to
reveal the numerical rank of A.

Symmetric indefinite matrices (Bunch–Kaufman factorization)

A ¼ PUDUTPT or A ¼ PLDLTPT

where P is a permutation matrix, U is upper triangular, L is lower triangular, and D is a block diagonal
matrix with diagonal blocks of order 1 or 2; U and L have diagonal elements equal to 1, and have 2 by
2 unit matrices on the diagonal corresponding to the 2 by 2 blocks of D. The permutation matrix P
(which represents symmetric row-and-column interchanges) and the 2 by 2 blocks in D are needed to
ensure numerical stability. If A is in fact positive definite, no interchanges are needed and the
factorization reduces to A ¼ UDUT or A ¼ LDLT with diagonal D, which is simply a variant form of
the Cholesky factorization.

2.3 Solution of Systems of Equations

Given one of the above matrix factorizations, it is straightforward to compute a solution to Ax ¼ b by
solving two subproblems, as shown below, first for y and then for x. Each subproblem consists
essentially of solving a triangular system of equations by forward or backward substitution; the
permutation matrix P and the block diagonal matrix D introduce only a little extra complication:

General matrices (LU factorization)

Ly ¼ PTb
Ux ¼ y
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Symmetric positive definite matrices (Cholesky factorization)

UTy ¼ b
Ux ¼ y or Ly ¼ b

LTx ¼ y
Symmetric indefinite matrices (Bunch–Kaufman factorization)

PUDy ¼ b
UTPTx ¼ y or PLDy ¼ b

LTPTx ¼ y

2.4 Sensitivity and Error Analysis

2.4.1 Normwise error bounds

Frequently, in practical problems the data A and b are not known exactly, and it is then important to
understand how uncertainties or perturbations in the data can affect the solution.

If x is the exact solution to Ax ¼ b, and xþ �x is the exact solution to a perturbed problem
Aþ �Að Þ xþ �xð Þ ¼ bþ �bð Þ, then

�xk k
xk k � � Að Þ

�Ak k
Ak k þ

�bk k
bk k

� �
þ � � � second-order termsð Þ

where � Að Þ is the condition number of A defined by

� Að Þ ¼ Ak k: A�1
�� ��: ð3Þ

In other words, relative errors in A or b may be amplified in x by a factor � Að Þ. Section 2.4.2 discusses
how to compute or estimate � Að Þ.
Similar considerations apply when we study the effects of rounding errors introduced by computation
in finite precision. The effects of rounding errors can be shown to be equivalent to perturbations in the

original data, such that
�Ak k
Ak k and

�bk k
bk k are usually at most p nð Þ�, where � is the machine precision and

p nð Þ is an increasing function of n which is seldom larger than 10n (although in theory it can be as
large as 2n�1).

In other words, the computed solution x̂ is the exact solution of a linear system Aþ �Að Þx̂ ¼ bþ �b
which is close to the original system in a normwise sense.

2.4.2 Estimating condition numbers

The previous section has emphasized the usefulness of the quantity � Að Þ in understanding the
sensitivity of the solution of Ax ¼ b. To compute the value of � Að Þ from equation (3) is more
expensive than solving Ax ¼ b in the first place. Hence it is standard practice to estimate � Að Þ, in
either the 1-norm or the 1-norm, by a method which only requires O n2

� �
additional operations,

assuming that a suitable factorization of A is available.

The method used in this chapter is Higham's modification of Hager's method (see Higham (1988)). It
yields an estimate which is never larger than the true value, but which seldom falls short by more than a
factor of 3 (although artificial examples can be constructed where it is much smaller). This is acceptable
since it is the order of magnitude of � Að Þ which is important rather than its precise value.

Because � Að Þ is infinite if A is singular, the functions in this chapter actually return the reciprocal of
� Að Þ.

2.4.3 Scaling and Equilibration

The condition of a matrix and hence the accuracy of the computed solution, may be improved by
scaling; thus if D1 and D2 are diagonal matrices with positive diagonal elements, then

B ¼ D1AD2

is the scaled matrix. A general matrix is said to be equilibrated if it is scaled so that the lengths of its
rows and columns have approximately equal magnitude. Similarly a general matrix is said to be row-
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equilibrated (column-equilibrated) if it is scaled so that the lengths of its rows (columns) have
approximately equal magnitude. Note that row scaling can affect the choice of pivot when partial
pivoting is used in the factorization of A.

A symmetric or Hermitian positive definite matrix is said to be equilibrated if the diagonal elements are
all approximately equal to unity.

For further information on scaling and equilibration see Section 3.5.2 of Golub and Van Loan (1996),
Section 7.2, 7.3 and 9.8 of Higham (1988) and Section 5 of Chapter 4 of Wilkinson (1965).

Functions are provided to return the scaling factors that equilibrate a matrix for general, general band,
symmetric and Hermitian positive definite and symmetric and Hermitian positive definite band matrices.

2.4.4 Componentwise error bounds

A disadvantage of normwise error bounds is that they do not reflect any special structure in the data A
and b – that is, a pattern of elements which are known to be zero – and the bounds are dominated by
the largest elements in the data.

Componentwise error bounds overcome these limitations. Instead of the normwise relative error, we can
bound the relative error in each component of A and b:

max
ijk

�aij
		 		
aij
		 		 ; �bkj j

bkj j

 !
� !

where the component-wise backward error bound ! is given by

! ¼ max
i

rij j
Aj j: x̂j j þ bj jð Þi

:

Functions are provided in this chapter which compute !, and also compute a forward error bound
which is sometimes much sharper than the normwise bound given earlier:

x� x̂k k1
xk k1

�
A�1
		 		: rj j�� ��

1
xk k1

:

Care is taken when computing this bound to allow for rounding errors in computing r. The norm
A�1
		 		: rj j�� ��

1 is estimated cheaply (without computing A�1) by a modification of the method used to
estimate � Að Þ.

2.4.5 Iterative refinement of the solution

If x̂ is an approximate computed solution to Ax ¼ b, and r is the corresponding residual, then a
procedure for iterative refinement of x̂ can be defined as follows, starting with x0 ¼ x̂:

for i ¼ 0; 1; . . . , until convergence

compute ri ¼ b�Axi
solve Adi ¼ ri
compute xiþ1 ¼ xi þ di

In Chapter f04, functions are provided which perform this procedure using additional precision to
compute r, and are thus able to reduce the forward error to the level of machine precision.

The functions in this chapter do not use additional precision to compute r, and cannot guarantee a
small forward error, but can guarantee a small backward error (except in rare cases when A is very ill-
conditioned, or when A and x are sparse in such a way that Aj j: xj j has a zero or very small
component). The iterations continue until the backward error has been reduced as much as possible;
usually only one iteration is needed.
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2.5 Matrix Inversion

It is seldom necessary to compute an explicit inverse of a matrix. In particular, do not attempt to solve
Ax ¼ b by first computing A�1 and then forming the matrix-vector product x ¼ A�1b; the procedure
described in Section 2.3 is more efficient and more accurate.

However, functions are provided for the rare occasions when an inverse is needed, using one of the
factorizations described in Section 2.2.

2.6 Packed Storage Formats

Functions which handle symmetric matrices are usually designed so that they use either the upper or
lower triangle of the matrix; it is not necessary to store the whole matrix. If the upper or lower triangle
is stored conventionally in the upper or lower triangle of a two-dimensional array, the remaining
elements of the array can be used to store other useful data.

However, that is not always convenient, and if it is important to economize on storage, the upper or
lower triangle can be stored in a one-dimensional array of length n nþ 1ð Þ=2 or a two-dimensional
array with n nþ 1ð Þ=2 elements; in other words, the storage is almost halved.

The one-dimensional array storage format is referred to as packed storage; it is described in
Section 3.3.2. The two-dimensional array storage format is referred to as Rectangular Full Packed
(RFP) format; it is described in Section 3.3.3. They may also be used for triangular matrices.

Functions designed for these packed storage formats perform the same number of arithmetic operations
as functions which use conventional storage. Those using a packed one-dimensional array are usually
less efficient, especially on high-performance computers, so there is then a trade-off between storage
and efficiency. The RFP functions are as efficient as for conventional storage, although only a small
subset of functions use this format.

2.7 Band and Tridiagonal Matrices

A band matrix is one whose nonzero elements are confined to a relatively small number of subdiagonals
or superdiagonals on either side of the main diagonal. A tridiagonal matrix is a special case of a band
matrix with just one subdiagonal and one superdiagonal. Algorithms can take advantage of bandedness
to reduce the amount of work and storage required. The storage scheme used for band matrices is
described in Section 3.3.4.

The LU factorization for general matrices, and the Cholesky factorization for symmetric and Hermitian
positive definite matrices both preserve bandedness. Hence functions are provided which take advantage
of the band structure when solving systems of linear equations.

The Cholesky factorization preserves bandedness in a very precise sense: the factor U or L has the
same number of superdiagonals or subdiagonals as the original matrix. In the LU factorization, the row-
interchanges modify the band structure: if A has kl subdiagonals and ku superdiagonals, then L is not a
band matrix but still has at most kl nonzero elements below the diagonal in each column; and U has at
most kl þ ku superdiagonals.

The Bunch–Kaufman factorization does not preserve bandedness, because of the need for symmetric
row-and-column permutations; hence no functions are provided for symmetric indefinite band matrices.

The inverse of a band matrix does not in general have a band structure, so no functions are provided for
computing inverses of band matrices.

2.8 Block Partitioned Algorithms

Many of the functions in this chapter use what is termed a block partitioned algorithm. This means that
at each major step of the algorithm a block of rows or columns is updated, and most of the computation
is performed by matrix-matrix operations on these blocks. The matrix-matrix operations are performed
by calls to the Level 3 BLAS (see Chapter f16), which are the key to achieving high performance on
many modern computers. See Golub and Van Loan (1996) or Anderson et al. (1999) for more about
block partitioned algorithms.
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The performance of a block partitioned algorithm varies to some extent with the block size – that is, the
number of rows or columns per block. This is a machine-dependent argument, which is set to a suitable
value when the library is implemented on each range of machines. You do not normally need to be
aware of what value is being used. Different block sizes may be used for different functions. Values in
the range 16 to 64 are typical.

On some machines there may be no advantage from using a block partitioned algorithm, and then the
functions use an unblocked algorithm (effectively a block size of 1), relying solely on calls to the Level
2 BLAS (see Chapter f16 again).

2.9 Mixed Precision LAPACK Routines

Some LAPACK routines use mixed precision arithmetic in an effort to solve problems more efficiently
on modern hardware. They work by converting a double precision problem into an equivalent single
precision problem, solving it and then using iterative refinement in double precision to find a full
precision solution to the original problem. The method may fail if the problem is too ill-conditioned to
allow the initial single precision solution, in which case the functions fall back to solve the original
problem entirely in double precision. The vast majority of problems are not so ill-conditioned, and in
those cases the technique can lead to significant gains in speed without loss of accuracy. This is
particularly true on machines where double precision arithmetic is significantly slower than single
precision.

3 Recommendations on Choice and Use of Available Functions

3.1 Available Functions

Tables 1 and 8 in Section 3.5 show the functions which are provided for performing different
computations on different types of matrices. Table 1 shows functions for real matrices; Table 8 shows
functions for complex matrices. Each entry in the table gives the NAG function name and the LAPACK
double precision name (see Section 3.2).

Functions are provided for the following types of matrix:

general

general band

symmetric or Hermitian positive definite

symmetric or Hermitian positive definite (packed storage)

symmetric or Hermitian positive definite (RFP storage)

symmetric or Hermitian positive definite band

symmetric or Hermitian positive definite tridiagonal

symmetric or Hermitian indefinite

symmetric or Hermitian indefinite (packed storage)

triangular

triangular (packed storage)

triangular (RFP storage)

triangular band

For each of the above types of matrix (except where indicated), functions are provided to perform the
following computations:

(a) (except for RFP matrices) solve a system of linear equations (driver functions);

(b) (except for RFP matrices) solve a system of linear equations with condition and error estimation
(expert drivers);

(c) (except for triangular matrices) factorize the matrix (see Section 2.2);
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(d) solve a system of linear equations, using the factorization (see Section 2.3);

(e) (except for RFP matrices) estimate the condition number of the matrix, using the factorization (see
Section 2.4.2); these functions also require the norm of the original matrix (except when the matrix
is triangular) which may be computed by a function in Chapter f16;

(f) (except for RFP matrices) refine the solution and compute forward and backward error bounds (see
Sections 2.4.4 and 2.4.5); these functions require the original matrix and right-hand side, as well as
the factorization returned from (a) and the solution returned from (b);

(g) (except for band and tridiagonal matrices) invert the matrix, using the factorization (see
Section 2.5).

Thus, to solve a particular problem, it is usually only necessary to call a single driver function, but
alternatively two or more functions may be called in succession. This is illustrated in the example
programs in the function documents.

3.2 NAG Names and LAPACK Names

As well as the NAG function name (beginning f07), Tables 1 and 8 show the LAPACK routine names
in double precision.

The functions may be called either by their NAG short names or by their NAG long names. The NAG
long names for a function is simply the LAPACK name (in lower case) prepended by nag_, for
example, nag_dpotrf is the long name for f07fdc.

References to Chapter f07 functions in the manual normally include the LAPACK double precision
names, for example, nag_dgetrf (f07adc).

The LAPACK routine names follow a simple scheme. Most names have the structure xyyzzz, where the
components have the following meanings:

– the initial letter x indicates the data type (real or complex) and precision:

s – real, single precision

d – real, double precision

c – complex, single precision

z – complex, double precision

– exceptionally, the mixed precision LAPACK routines described in Section 2.9 replace the initial first
letter by a pair of letters, as:

ds – double precision function using single precision internally

zc – double complex function using single precision complex internally

– the letters yy indicate the type of the matrix A (and in some cases its storage scheme):

ge – general

gb – general band

po – symmetric or Hermitian positive definite

pf – symmetric or Hermitian positive definite (rectangular full packed (RFP) storage)

pp – symmetric or Hermitian positive definite (packed storage)

pb – symmetric or Hermitian positive definite band

sy – symmetric indefinite

sf – symmetric indefinite (rectangular full packed (RFP) storage)

sp – symmetric indefinite (packed storage)

he – (complex) Hermitian indefinite

hf – (complex) Hermitian indefinite (rectangular full packed (RFP) storage)

Introduction – f07 NAG Library Manual

f07.8 Mark 26



hp – (complex) Hermitian indefinite (packed storage)

gt – general tridiagonal

pt – symmetric or Hermitian positive definite tridiagonal

tr – triangular

tf – triangular (rectangular full packed (RFP) storage)

tp – triangular (packed storage)

tb – triangular band

– the last two or three letters zz or zzz indicate the computation performed. Examples are:

trf – triangular factorization

trs – solution of linear equations, using the factorization

con – estimate condition number

rfs – refine solution and compute error bounds

tri – compute inverse, using the factorization

Thus the function nag_dgetrf performs a triangular factorization of a real general matrix in double
precision; the corresponding function for a complex general matrix is nag_zgetrf.

3.3 Matrix Storage Schemes

In this chapter the following different storage schemes are used for matrices:

– conventional storage;

– packed storage for symmetric, Hermitian or triangular matrices;

– rectangular full packed (RFP) storage for symmetric, Hermitian or triangular matrices;

– band storage for band matrices.

These storage schemes are compatible with those used in Chapter f16 (especially in the BLAS) and
Chapter f08, but different schemes for packed or band storage are used in a few older functions in
Chapters f01, f02, f03 and f04.

In the examples below, � indicates an array element which need not be set and is not referenced by the
functions. The examples illustrate only the relevant part of the arrays; array arguments may of course
have additional rows or columns, according to the usual rules for passing array arguments.

3.3.1 Conventional storage

Matrices may be stored column-wise or row-wise as described in Section 2.3.1.4 in How to Use the
NAG Library and its Documentation: a matrix A is stored in a one-dimensional array a, with matrix
element ai;j stored column-wise in array element a½ j� 1ð Þ � pdaþ i� 1� or row-wise in array element
a½ i� 1ð Þ � pdaþ j� 1� where pda is the principle dimension of the array (i.e., the stride separating
row or column elements of the matrix respectively). Most functions in this chapter contain the order
argument which can be set to Nag_ColMajor for column-wise storage or Nag_RowMajor for row-
wise storage of matrices. Where groups of functions are intended to be used together, the value of the
order argument passed must be consistent throughout.

If a matrix is triangular (upper or lower, as specified by the argument uplo), only the elements of the
relevant triangle are stored; the remaining elements of the array need not be set. Such elements are
indicated by * or  in the examples below.

For example, when n ¼ 3:
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order uplo Triangular matrix A Storage in array a

Nag_ColMajor Nag_Upper a11 a12 a13
a22 a23

a33

0@ 1A a11  a12a22 a13a23a33

Nag_RowMajor Nag_Upper a11 a12 a13
a22 a23

a33

0@ 1A a11a12a13 a22a23  a33

Nag_ColMajor Nag_Lower a11
a21 a22
a31 a32 a33

0@ 1A a11a21a31 a22a32  a33

Nag_RowMajor Nag_Lower a11
a21 a22
a31 a32 a33

0@ 1A a11  a21a22 a31a32a33

Functions which handle symmetric or Hermitian matrices allow for either the upper or lower triangle
of the matrix (as specified by uplo) to be stored in the corresponding elements of the array; the
remaining elements of the array need not be set.

For example, when n ¼ 3:

order uplo Hermitian matrix A Storage in array a

Nag_ColMajor Nag_Upper a11 a12 a13
�a12 a22 a23
�a13 �a23 a33

0@ 1A a11  a12a22 a13a23a33

Nag_RowMajor Nag_Upper a11 a12 a13
�a12 a22 a23
�a13 �a23 a33

0@ 1A a11a12a13 a22a23  a33

Nag_ColMajor Nag_Lower a11 �a21 �a31
a21 a22 �a32
a31 a32 a33

0@ 1A a11a21a31 a22a32  a33

Nag_RowMajor Nag_Lower a11 �a21 �a31
a21 a22 �a32
a31 a32 a33

0@ 1A a11  a21a22 a31a32a33

3.3.2 Packed storage

Symmetric, Hermitian or triangular matrices may be stored more compactly, if the relevant triangle
(again as specified by uplo) is packed by columns in a one-dimensional array. In this chapter, as in
Chapters f08 and f16, arrays which hold matrices in packed storage, have names ending in P. For a
matrix of order n, the array must have at least n nþ 1ð Þ=2 elements. So:

if uplo ¼ Nag Upper, aij is stored in ap½i� 1þ j j� 1ð Þ=2� for i � j;
if uplo ¼ Nag Lower, aij is stored in ap½i� 1þ 2n� jð Þ j� 1ð Þ=2� for j � i.

For example:

Introduction – f07 NAG Library Manual

f07.10 Mark 26



Triangle of matrix A Packed storage in array ap

uplo ¼ Nag Upper a11 a12 a13 a14
a22 a23 a24

a33 a34
a44

0B@
1CA a11 a12a22|fflffl{zfflffl} a13a23a33|fflfflfflfflffl{zfflfflfflfflffl} a14a24a34a44|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl}

uplo ¼ Nag Lower a11
a21 a22
a31 a32 a33
a41 a42 a43 a44

0B@
1CA a11a21a31a41|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl} a22a32a42|fflfflfflfflffl{zfflfflfflfflffl} a33a43|fflffl{zfflffl} a44

Note that for real symmetric matrices, packing the upper triangle by columns is equivalent to packing
the lower triangle by rows; packing the lower triangle by columns is equivalent to packing the upper
triangle by rows. (For complex Hermitian matrices, the only difference is that the off-diagonal elements
are conjugated.)

3.3.3 Rectangular Full Packed (RFP) Storage

The rectangular full packed (RFP) storage format offers the same savings in storage as the packed
storage format (described in Section 3.3.2), but is likely to be much more efficient in general since the
block structure of the matrix is maintained. This structure can be exploited using block partition
algorithms (see Section 2.8) in a similar way to matrices that use conventional storage.

A AF

Figure 1 gives a graphical representation of the key idea of RFP for the particular case of a lower
triangular matrix of even dimensions. In all cases the original triangular matrix of stored elements is
separated into a trapezoidal part and a triangular part. The number of columns in these two parts is
equal when the dimension of the matrix is even, n ¼ 2k, while the trapezoidal part has kþ 1 columns
when n ¼ 2kþ 1. The smaller part is then transposed and fitted onto the trapezoidal part forming a
rectangle. The rectangle has dimensions 2kþ 1 and q, where q ¼ k when n is even and q ¼ kþ 1 when
n is odd.

For functions using RFP there is the option of storing the rectangle as described above
(transr ¼ Nag RFP Normal) or its transpose (transr ¼ Nag RFP Trans, for real a) or its conjugate
transpose (transr ¼ Nag RFP ConjTrans, for complex a). It is useful to note that the storage ordering
for Nag_RowMajor is the same as that for Nag_ColMajor with the value of transr ¼ Nag RFP Normal
switched to transr ¼ Nag RFP Trans or vice versa.

As an example, we first consider RFP for the case n ¼ 2k with k ¼ 3.

If transr ¼ Nag RFP Normal, then ar holds a as follows:

For uplo ¼ Nag Upper the upper trapezoid AR 1 : 6; 1 : 3ð Þ consists of the last three columns of a
upper. The lower triangle AR 5 : 7; 1 : 3ð Þ consists of the transpose of the first three columns of a
upper.

For uplo ¼ Nag Lower the lower trapezoid AR 2 : 7; 1 : 3ð Þ consists of the first three columns of
a lower. The upper triangle AR 1 : 3; 1 : 3ð Þ consists of the transpose of the last three columns of
a lower.
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If transr ¼ Nag RFP Trans, then ar in both uplo cases is just the transpose of ar as defined when
transr ¼ Nag RFP Normal.

uplo Triangle of matrix A Rectangular Full Packed matrix AR

transr ¼ Nag RFP Normal transr ¼ Nag RFP Trans

Nag Upper 00 01 02 03 04 05
11 12 13 14 15

22 23 24 25
33 34 35

44 45
55

0BBBBB@

1CCCCCA
03 04 05
13 14 15
23 24 25
33 34 35
00 44 45
01 11 55
02 12 22

03 13 23 33 00 01 02
04 14 24 34 44 11 12
05 15 25 35 45 55 22

Nag Lower 00
10 11
20 21 22
30 31 32 33
40 41 42 43 44
50 51 52 53 54 55

0BBBBB@

1CCCCCA
33 43 53
00 44 54
10 11 55
20 21 22
30 31 32
40 41 42
50 51 52

33 00 10 20 30 40 50
43 44 11 21 31 41 51
53 54 55 22 32 42 52

Now we consider RFP for the case n ¼ 2kþ 1 and k ¼ 2.

If transr ¼ Nag RFP Normal. ar holds a as follows:

if uplo ¼ Nag Upper the upper trapezoid AR 1 : 5; 1 : 3ð Þ consists of the last three columns of a
upper. The lower triangle AR 4 : 5; 1 : 2ð Þ consists of the transpose of the first two columns of a
upper;

if uplo ¼ Nag Lower the lower trapezoid AR 1 : 5; 1 : 3ð Þ consists of the first three columns of a
lower. The upper triangle AR 1 : 2; 2 : 3ð Þ consists of the transpose of the last two columns of a
lower.

If transr ¼ Nag RFP Trans. ar in both uplo cases is just the transpose of ar as defined when
transr ¼ Nag RFP Normal.

uplo Triangle of matrix A Rectangular Full Packed matrix AR

transr ¼ Nag RFP Normal transr ¼ Nag RFP Trans

Nag Upper 00 01 02 03 04
11 12 13 14

22 23 24
33 34

44

0BBB@
1CCCA

02 03 04
12 13 14
22 23 24
00 33 34
01 11 44

02 12 22 00 01
03 13 23 33 11
04 14 24 34 44

Nag Lower 00
10 11
20 21 22
30 31 32 33
40 41 42 43 44

0BBB@
1CCCA

00 33 43
10 11 44
20 21 22
30 31 32
40 41 42

00 10 20 30 40 50
33 11 21 31 41 51
43 44 22 32 42 52

Explicitly, in the real matrix case, ar is a one-dimensional array of length n nþ 1ð Þ=2 and, when
Nag_ColMajor, contains the elements of a as follows:

for uplo ¼ Nag Upper and transr ¼ Nag RFP Normal,
aij is stored in ar½ 2kþ 1ð Þ i � 1ð Þ þ j þ k�, for 1 � j � k and 1 � i � j, and
aij is stored in ar½ 2kþ 1ð Þ j � k� 1ð Þ þ i� 1�, for k < j � n and 1 � i � j;

for uplo ¼ Nag Upper and transr ¼ Nag RFP Trans,
aij is stored in ar½q jþ kð Þ þ i� 1�, for 1 � j � k and 1 � i � j, and
aij is stored in ar½q i� 1ð Þ þ j � k� 1�, for k < j � n and 1 � i � j;

for uplo ¼ Nag Lower and transr ¼ Nag RFP Normal,
aij is stored in ar½ 2kþ 1ð Þ j� 1ð Þ þ iþ k� q�, for 1 � j � q and j � i � n, and
aij is stored in ar½ 2kþ 1ð Þ i� k� 1ð Þ þ j� q � 1�, for q < j � n and j � i � n;

for uplo ¼ Nag Lower and transr ¼ Nag RFP Trans,
aij is stored in ar½q iþ k� qð Þ þ j� 1�, for 1 � j � q and 1 � i � n, and
aij is stored in ar½q j� 1� qð Þ þ i� k� 1�, for q < j � n and 1 � i � n.
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When Nag_RowMajor the above storage formulae can be used by looking up the opposite case for
transr, i.e., when transr ¼ Nag RFP Trans look up the storage order above for the cases when
transr ¼ Nag RFP Normal and vice versa.

In the case of complex matrices, the assumption is that the full matrix, if it existed, would be
Hermitian. Thus, when transr ¼ Nag RFP Normal, the triangular portion of a that is, in the real case,
transposed into the notional 2kþ 1ð Þ by q RFP matrix is also conjugated. When
transr ¼ Nag RFP ConjTrans the notional q by 2kþ 1ð Þ RFP matrix is the conjugate transpose of
the corresponding transr ¼ Nag RFP Normal RFP matrix. Explicitly, for complex a, the array ar
contains the elements (or conjugated elements) of a as follows:

for uplo ¼ Nag Upper and transr ¼ Nag RFP Normal,
�aij is stored in ar½ 2kþ 1ð Þ i � 1ð Þ þ j þ k�, for 1 � j � k and 1 � i � j, and
aij is stored in ar½ 2kþ 1ð Þ j � k� 1ð Þ þ i� 1�, for k < j � n and 1 � i � j;

for uplo ¼ Nag Upper and transr ¼ Nag RFP ConjTrans,
aij is stored in ar½q jþ kð Þ þ i� 1�, for 1 � j � k and 1 � i � j, and
�aij is stored in ar½q i� 1ð Þ þ j � k� 1�, for k < j � n and 1 � i � j;

for uplo ¼ Nag Lower and transr ¼ Nag RFP Normal,
aij is stored in ar½ 2kþ 1ð Þ j� 1ð Þ þ iþ k� q�, for 1 � j � q and j � i � n, and
�aij is stored in ar½ 2kþ 1ð Þ i� k� 1ð Þ þ j� q � 1�, for q < j � n and j � i � n;

for uplo ¼ Nag Lower and transr ¼ Nag RFP ConjTrans,
�aij is stored in ar½q iþ k� qð Þ þ j� 1�, for 1 � j � q and 1 � i � n, and
aij is stored in ar½q j� 1� qð Þ þ i� k� 1�, for q < j � n and 1 � i � n.

When Nag_RowMajor the above storage formulae can be used by looking up the opposite case for
transr, i.e., when transr ¼ Nag RFP ConjTrans look up the storage order above for the cases when
transr ¼ Nag RFP Normal and vice versa.

3.3.4 Band storage

A band matrix with kl subdiagonals and ku superdiagonals may be stored compactly in a notional two-
dimensional array with kl þ ku þ 1 rows and n columns if stored column-wise or n rows and
kl þ ku þ 1 columns if stored row-wise. In column-major order, elements of a column of the matrix are
stored contiguously in the array, and elements of the diagonals of the matrix are stored with constant
stride (i.e., in a row of the two-dimensional array). In row-major order, elements of a row of the matrix
are stored contiguously in the array, and elements of a diagonal of the matrix are stored with constant
stride (i.e., in a column of the two-dimensional array). These storage schemes should only be used in
practice if kl, ku  n, although the functions in Chapters f07 and f08 work correctly for all values of kl
and ku. In Chapters f07 and f08 arrays which hold matrices in band storage have names ending in B.

To be precise, elements of matrix elements aij are stored as follows:

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ ku þ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ kl þ j� i�,

wh e r e pdab 	 kl þ ku þ 1 i s t h e s t r i d e b e twe en d i a g ona l e l emen t s a n d whe r e
max 1; i� klð Þ � j � min n; iþ kuð Þ.
For example, when n ¼ 5, kl ¼ 2 and ku ¼ 1:

Band matrix A Band storage in array ab

order ¼ Nag ColMajor order ¼ Nag RowMajor

a11 a12
a21 a22 a23
a31 a32 a33 a34

a42 a43 a44 a45
a53 a54 a55

� a12 a23 a34 a45
a11 a22 a33 a44 a55
a21 a32 a43 a54 �
a31 a42 a53 � �

� � a11 a12
� a21 a22 a23
a31 a32 a33 a34
a42 a43 a44 a45
a53 a54 a55 �
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The elements marked � in the upper left and lower right corners of the array ab need not be set, and are
not referenced by the functions. In this example, if order ¼ Nag ColMajor and ldab takes the minimum
value of 4, then ab½0� need not be set, ab½1� ¼ a11; ab½2� ¼ a21; . . . ; ab½17� ¼ a55. On the other hand, if
order ¼ Nag RowMajor ( ldab ¼ 4) , t h e n ab½0� a n d ab½1� n e e d n o t b e s e t ,
ab½2� ¼ a11; ab½3� ¼ a12; . . . ; ab½18� ¼ a55.
Note: when a general band matrix is supplied for LU factorization, space must be allowed to store an
additional kl superdiagonals, generated by fill-in as a result of row interchanges. This means that the
matrix is stored according to the above scheme, but with kl þ ku superdiagonals; it also means that the
principal dimension has the constraint ldab 	 2kl þ ku þ 1.

Triangular band matrices are stored in the same format, with either kl ¼ 0 if upper triangular, or ku ¼ 0
if lower triangular.

For symmetric or Hermitian band matrices with k subdiagonals or superdiagonals, only the upper or
lower triangle (as specified by uplo) need be stored:

if uplo ¼ Nag Upper then

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ kþ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ j� i�.

for max 1; j� kð Þ � i � j;
if uplo ¼ Nag Lower then

if order ¼ Nag ColMajor, aij is stored in ab½ j� 1ð Þ � pdabþ i� j�;
if order ¼ Nag RowMajor, aij is stored in ab½ i� 1ð Þ � pdabþ kþ j� i�.

for j � i � min n; jþ kð Þ,
where pdab 	 kþ 1 is the stride separating diagonal matrix elements in the array ab.

For example, when n ¼ 5 and k ¼ 2:

uplo Hermitian band matrix A Band storage in array ab

order ¼ Nag ColMajor order ¼ Nag RowMajor

Nag_Upper a11 a12 a13
�a12 a22 a23 a24
�a13 �a23 a33 a34 a35

�a24 �a34 a44 a45
�a35 �a45 a55

0BBB@
1CCCA
� � a13 a24 a35
� a12 a23 a34 a45
a11 a22 a33 a44 a55

a11 a12 a13
a22 a23 a24
a33 a34 a35
a44 a45 �
a55 � �

Nag_Lower a11 �a21 �a31
a21 a22 �a32 �a42
a31 a32 a33 �a43 �a53

a42 a43 a44 �a54
a53 a54 a55

0BBB@
1CCCA

a11 a22 a33 a44 a55
a21 a32 a43 a54 �
a31 a42 a53 � �

� � a11
� a21 a22
a31 a32 a33
a42 a43 a44
a53 a54 a55

Note that different storage schemes for band matrices are used by some functions in Chapters f01, f02,
f03 and f04. In the above example, if order ¼ Nag ColMajor and pdab ¼ 3, then for
uplo ¼ Nag Upper, ab½2� ¼ a11; ab½4� ¼ a12; . . . ; ab½14� ¼ a55; w h i l e f o r uplo ¼ Nag Lower,
ab½0� ¼ a11; ab½1� ¼ a21; . . . ; ab½12� ¼ a55. I f order ¼ Nag RowMajor ( pdab ¼ 3) , t h e n f o r
uplo ¼ Nag Upper, ab½0� ¼ a11; ab½1� ¼ a12; . . . ; ab½12� ¼ a55; w h i l e f o r uplo ¼ Nag Lower,
ab½2� ¼ a11; ab½4� ¼ a21; . . . ; ab½14� ¼ a55.

3.3.5 Unit triangular matrices

Some functions in this chapter have an option to handle unit triangular matrices (that is, triangular
matrices with diagonal elements ¼ 1). This option is specified by an argument diag. If
diag ¼ Nag UnitDiag (Unit triangular), the diagonal elements of the matrix need not be stored, and
the corresponding array elements are not referenced by the functions. The storage scheme for the rest of
the matrix (whether conventional, packed or band) remains unchanged.
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3.3.6 Real diagonal elements of complex matrices

Complex Hermitian matrices have diagonal elements that are by definition purely real. In addition,
complex triangular matrices which arise in Cholesky factorization are defined by the algorithm to have
real diagonal elements.

If such matrices are supplied as input to functions in Chapters f07 and f08, the imaginary parts of the
diagonal elements are not referenced, but are assumed to be zero. If such matrices are returned as
output by the functions, the computed imaginary parts are explicitly set to zero.

3.4 Parameter Conventions

3.4.1 Option arguments

In addition to the order argument of type Nag_OrderType, most functions in this Chapter have one or
more option arguments of various types; only options of the correct type may be supplied.

For example,

nag_dpotrf(Nag_RowMajor,Nag_Upper,...)

3.4.2 Problem dimensions

It is permissible for the problem dimensions (for example, m in nag_dgetrf (f07adc), n or nrhs in
nag_dgetrs (f07aec)) to be passed as zero, in which case the computation (or part of it) is skipped.
Negative dimensions are regarded as an error.

3.5 Tables of Driver and Computational Functions

3.5.1 Real matrices

Each entry gives:

the NAG function short name

the LAPACK routine name from which the NAG function long name is derived by prepending
nag_.

Type of matrix and storage scheme

Operation general general band general tridiagonal

driver nag_dgesv (f07aac) nag_dgbsv (f07bac) nag_dgtsv (f07cac)

expert driver nag_dgesvx (f07abc) nag_dgbsvx (f07bbc) nag_dgtsvx (f07cbc)

mixed precision driver nag_dsgesv (f07acc)

factorize nag_dgetrf (f07adc) nag_dgbtrf (f07bdc) nag_dgttrf (f07cdc)

solve nag_dgetrs (f07aec) nag_dgbtrs (f07bec) nag_dgttrs (f07cec)

scaling factors nag_dgeequ (f07afc) nag_dgbequ (f07bfc)

condition number nag_dgecon (f07agc) nag_dgbcon (f07bgc) nag_dgtcon (f07cgc)

error estimate nag_dgerfs (f07ahc) nag_dgbrfs (f07bhc) nag_dgtrfs (f07chc)

invert nag_dgetri (f07ajc)

Table 1
Functions for real general matrices
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Type of matrix and storage scheme

Operation symmetric positive
definite

symmetric positive
definite (packed storage)

symmetric positive
definite band

symmetric positive
definite tridiagonal

driver nag_dposv (f07fac) nag_dppsv (f07gac) nag_dpbsv (f07hac) nag_dptsv (f07jac)

expert driver nag_dposvx (f07fbc) nag_dppsvx (f07gbc) nag_dpbsvx (f07hbc) nag_dptsvx (f07jbc)

factorize nag_dpotrf (f07fdc) nag_dpptrf (f07gdc) nag_dpbtrf (f07hdc) nag_dpttrf (f07jdc)

solve nag_dpotrs (f07fec) nag_dpptrs (f07gec) nag_dpbtrs (f07hec) nag_dpttrs (f07jec)

scaling factors nag_dpoequ (f07ffc) nag_dppequ (f07gfc) nag_dpbequ (f07hfc)

condition number nag_dpocon (f07fgc) nag_dppcon (f07ggc) nag_dpbcon (f07hgc) nag_dptcon (f07jgc)

error estimate nag_dporfs (f07fhc) nag_dpprfs (f07ghc) nag_dpbrfs (f07hhc) nag_dptrfs (f07jhc)

invert nag_dpotri (f07fjc) nag_dpptri (f07gjc)

Table 2
Functions for real symmetric positive definite matrices

Type of matrix and storage scheme

Operation symmetric indefinite symmetric indefinite
(packed storage)

driver nag_dsysv (f07mac) nag_dspsv (f07pac)

expert driver nag_dsysvx (f07mbc) nag_dspsvx (f07pbc)

factorize nag_dsytrf (f07mdc) nag_dsptrf (f07pdc)

solve nag_dsytrs (f07mec) nag_dsptrs (f07pec)

condition number nag_dsycon (f07mgc) nag_dspcon (f07pgc)

error estimate nag_dsyrfs (f07mhc) nag_dsprfs (f07phc)

invert nag_dsytri (f07mjc) nag_dsptri (f07pjc)

Table 3
Functions for real symmetric indefinite matrices

Type of matrix and storage scheme

Operation triangular triangular (packed
storage)

triangular band

solve nag_dtrtrs (f07tec) nag_dtptrs (f07uec) nag_dtbtrs (f07vec)

condition number nag_dtrcon (f07tgc) nag_dtpcon (f07ugc) nag_dtbcon (f07vgc)

error estimate nag_dtrrfs (f07thc) nag_dtprfs (f07uhc) nag_dtbrfs (f07vhc)

invert nag_dtrtri (f07tjc) nag_dtptri (f07ujc)

Table 4
Functions for real triangular matrices

3.5.2 Complex matrices

Each entry gives:

the NAG function short name

the LAPACK routine name from which the NAG function long name is derived by prepending
nag_.
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Type of matrix and storage scheme

Operation general general band general tridiagonal

driver nag_zgesv (f07anc) nag_zgbsv (f07bnc) nag_zgtsv (f07cnc)

expert driver nag_zgesvx (f07apc) nag_zgbsvx (f07bpc) nag_zgtsvx (f07cpc)

mixed precision driver nag_zcgesv (f07aqc)

factorize nag_zgetrf (f07arc) nag_zgbtrf (f07brc) nag_zgttrf (f07crc)

solve nag_zgetrs (f07asc) nag_zgbtrs (f07bsc) nag_zgttrs (f07csc)

scaling factors nag_zgeequ (f07atc) nag_zgbequ (f07btc)

condition number nag_zgecon (f07auc) nag_zgbcon (f07buc) nag_zgtcon (f07cuc)

error estimate nag_zgerfs (f07avc) nag_zgbrfs (f07bvc) nag_zgtrfs (f07cvc)

invert nag_zgetri (f07awc)

Table 5
Functions for complex general matrices

Type of matrix and storage scheme

Operation Hermitian positive
definite

Hermitian positive
definite (packed storage)

Hermitian positive
definite band

Hermitian positive
definite tridiagonal

driver nag_zposv (f07fnc) nag_zppsv (f07gnc) nag_zpbsv (f07hnc) nag_zptsv (f07jnc)

expert driver nag_zposvx (f07fpc) nag_zppsvx (f07gpc) nag_zpbsvx (f07hpc) nag_zptsvx (f07jpc)

factorize nag_zpotrf (f07frc) nag_zpptrf (f07grc) nag_zpbtrf (f07hrc) nag_zpttrf (f07jrc)

solve nag_zpotrs (f07fsc) nag_zpptrs (f07gsc) nag_zpbtrs (f07hsc) nag_zpttrs (f07jsc)

scaling factors nag_zpoequ (f07ftc) nag_zppequ (f07gtc)

condition number nag_zpocon (f07fuc) nag_zppcon (f07guc) nag_zpbcon (f07huc) nag_zptcon (f07juc)

error estimate nag_zporfs (f07fvc) nag_zpprfs (f07gvc) nag_zpbrfs (f07hvc) nag_zptrfs (f07jvc)

invert nag_zpotri (f07fwc) nag_zpptri (f07gwc)

Table 6
Functions for complex Hermitian positive definite matrices

Type of matrix and storage scheme

Operation Hermitian indefinite symmetric indefinite
(packed storage)

Hermitian indefinite
band

symmetric indefinite
tridiagonal

driver nag_zhesv (f07mnc) nag_zsysv (f07nnc) nag_zhpsv (f07pnc) nag_zspsv (f07qnc)

expert driver nag_zhesvx (f07mpc) nag_zsysvx (f07npc) nag_zhpsvx (f07ppc) nag_zspsvx (f07qpc)

factorize nag_zhetrf (f07mrc) nag_zsytrf (f07nrc) nag_zhptrf (f07prc) nag_zsptrf (f07qrc)

solve nag_zhetrs (f07msc) nag_zsytrs (f07nsc) nag_zhptrs (f07psc) nag_zsptrs (f07qsc)

condition number nag_zhecon (f07muc) nag_zsycon (f07nuc) nag_zhpcon (f07puc) nag_zspcon (f07quc)

error estimate nag_zherfs (f07mvc) nag_zsyrfs (f07nvc) nag_zhprfs (f07pvc) nag_zsprfs (f07qvc)

invert nag_zhetri (f07mwc) nag_zsytri (f07nwc) nag_zhptri (f07pwc) nag_zsptri (f07qwc)

Table 7
Functions for complex Hermitian and symmetric indefinite matrices
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Type of matrix and storage scheme

Operation triangular triangular (packed
storage)

triangular band

solve nag_ztrtrs (f07tsc) nag_ztptrs (f07usc) nag_ztbtrs (f07vsc)

condition number nag_ztrcon (f07tuc) nag_ztpcon (f07uuc) nag_ztbcon (f07vuc)

error estimate nag_ztrrfs (f07tvc) nag_ztprfs (f07uvc) nag_ztbrfs (f07vvc)

invert nag_ztrtri (f07twc) nag_ztptri (f07uwc)

Table 8
Functions for complex triangular matrices

4 Functionality Index

Apply iterative refinement to the solution and compute error estimates,
after factorizing the matrix of coefficients,

complex band matrix ...................................................................................... nag_zgbrfs (f07bvc)
complex Hermitian indefinite matrix ............................................................ nag_zherfs (f07mvc)
complex Hermitian indefinite matrix, packed storage .................................. nag_zhprfs (f07pvc)
complex Hermitian positive definite band matrix ......................................... nag_zpbrfs (f07hvc)
complex Hermitian positive definite matrix ................................................... nag_zporfs (f07fvc)
complex Hermitian positive definite matrix, packed storage ........................ nag_zpprfs (f07gvc)
complex Hermitian positive definite tridiagonal matrix ................................. nag_zptrfs (f07jvc)
complex matrix ............................................................................................... nag_zgerfs (f07avc)
complex symmetric indefinite matrix ............................................................. nag_zsyrfs (f07nvc)
complex symmetric indefinite matrix, packed storage .................................. nag_zsprfs (f07qvc)
complex tridiagonal matrix ............................................................................. nag_zgtrfs (f07cvc)
real band matrix ............................................................................................. nag_dgbrfs (f07bhc)
real matrix ....................................................................................................... nag_dgerfs (f07ahc)
real symmetric indefinite matrix ................................................................... nag_dsyrfs (f07mhc)
real symmetric indefinite matrix, packed storage .......................................... nag_dsprfs (f07phc)
real symmetric positive definite band matrix ................................................ nag_dpbrfs (f07hhc)
real symmetric positive definite matrix ......................................................... nag_dporfs (f07fhc)
real symmetric positive definite matrix, packed storage .............................. nag_dpprfs (f07ghc)
real symmetric positive definite tridiagonal matrix ........................................ nag_dptrfs (f07jhc)
real tridiagonal matrix ..................................................................................... nag_dgtrfs (f07chc)

Compute error estimates,
complex triangular band matrix ........................................................................... nag_ztbrfs (f07vvc)
complex triangular matrix ...................................................................................... nag_ztrrfs (f07tvc)
complex triangular matrix, packed storage .......................................................... nag_ztprfs (f07uvc)
real triangular band matrix .................................................................................. nag_dtbrfs (f07vhc)
real triangular matrix ............................................................................................. nag_dtrrfs (f07thc)
real triangular matrix, packed storage ................................................................. nag_dtprfs (f07uhc)

Compute row and column scalings,
complex band matrix .......................................................................................... nag_zgbequ (f07btc)
complex Hermitian positive definite band matrix .............................................. nag_zpbequ (f07htc)
complex Hermitian positive definite matrix ....................................................... nag_zpoequ (f07ftc)
complex Hermitian positive definite matrix, packed storage ............................ nag_zppequ (f07gtc)
complex matrix .................................................................................................... nag_zgeequ (f07atc)
real band matrix .................................................................................................. nag_dgbequ (f07bfc)
real matrix ........................................................................................................... nag_dgeequ (f07afc)
real symmetric positive definite band matrix .................................................... nag_dpbequ (f07hfc)
real symmetric positive definite matrix .............................................................. nag_dpoequ (f07ffc)
real symmetric positive definite matrix, packed storage ................................... nag_dppequ (f07gfc)

Condition number estimation,
after factorizing the matrix of coefficients,

complex band matrix .................................................................................... nag_zgbcon (f07buc)
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complex Hermitian indefinite matrix ........................................................... nag_zhecon (f07muc)
complex Hermitian indefinite matrix, packed storage ................................. nag_zhpcon (f07puc)
complex Hermitian positive definite band matrix ....................................... nag_zpbcon (f07huc)
complex Hermitian positive definite matrix ................................................. nag_zpocon (f07fuc)
complex Hermitian positive definite matrix, packed storage ...................... nag_zppcon (f07guc)
complex Hermitian positive definite tridiagonal matrix ................................ nag_zptcon (f07juc)
complex matrix .............................................................................................. nag_zgecon (f07auc)
complex symmetric indefinite matrix ........................................................... nag_zsycon (f07nuc)
complex symmetric indefinite matrix, packed storage ................................. nag_zspcon (f07quc)
complex tridiagonal matrix ............................................................................ nag_zgtcon (f07cuc)
real band matrix ............................................................................................ nag_dgbcon (f07bgc)
real matrix ..................................................................................................... nag_dgecon (f07agc)
real symmetric indefinite matrix .................................................................. nag_dsycon (f07mgc)
real symmetric indefinite matrix, packed storage ........................................ nag_dspcon (f07pgc)
real symmetric positive definite band matrix .............................................. nag_dpbcon (f07hgc)
real symmetric positive definite matrix ........................................................ nag_dpocon (f07fgc)
real symmetric positive definite matrix, packed storage ............................. nag_dppcon (f07ggc)
real symmetric positive definite tridiagonal matrix ...................................... nag_dptcon (f07jgc)
real tridiagonal matrix ................................................................................... nag_dgtcon (f07cgc)

complex triangular band matrix ......................................................................... nag_ztbcon (f07vuc)
complex triangular matrix .................................................................................... nag_ztrcon (f07tuc)
complex triangular matrix, packed storage ........................................................ nag_ztpcon (f07uuc)
real triangular band matrix ................................................................................. nag_dtbcon (f07vgc)
real triangular matrix ............................................................................................ nag_dtrcon (f07tgc)
real triangular matrix, packed storage ............................................................... nag_dtpcon (f07ugc)

LDLT factorization,
complex Hermitian positive definite tridiagonal matrix ....................................... nag_zpttrf (f07jrc)
real symmetric positive definite tridiagonal matrix .............................................. nag_dpttrf (f07jdc)

LLT or UTU factorization,
complex Hermitian positive definite band matrix ............................................... nag_zpbtrf (f07hrc)
complex Hermitian positive definite matrix ......................................................... nag_zpotrf (f07frc)
complex Hermitian positive definite matrix, packed storage .............................. nag_zpptrf (f07grc)
complex Hermitian positive definite matrix, RFP storage .................................. nag_zpftrf (f07wrc)
complex Hermitian positive semidefinite matrix ................................................. nag_zpstrf (f07krc)
real symmetric positive definite band matrix ..................................................... nag_dpbtrf (f07hdc)
real symmetric positive definite matrix ............................................................... nag_dpotrf (f07fdc)
real symmetric positive definite matrix, packed storage .................................... nag_dpptrf (f07gdc)
real symmetric positive definite matrix, RFP storage ........................................ nag_dpftrf (f07wdc)
real symmetric positive semidefinite matrix ....................................................... nag_dpstrf (f07kdc)

LU factorization,
complex band matrix ............................................................................................ nag_zgbtrf (f07brc)
complex matrix ...................................................................................................... nag_zgetrf (f07arc)
complex tridiagonal matrix .................................................................................... nag_zgttrf (f07crc)
real band matrix ................................................................................................... nag_dgbtrf (f07bdc)
real matrix ............................................................................................................ nag_dgetrf (f07adc)
real tridiagonal matrix .......................................................................................... nag_dgttrf (f07cdc)

Matrix inversion,
after factorizing the matrix of coefficients,

complex Hermitian indefinite matrix ............................................................ nag_zhetri (f07mwc)
complex Hermitian indefinite matrix, packed storage .................................. nag_zhptri (f07pwc)
complex Hermitian positive definite matrix ................................................... nag_zpotri (f07fwc)
complex Hermitian positive definite matrix, packed storage ....................... nag_zpptri (f07gwc)
complex Hermitian positive definite matrix, RFP storage ........................... nag_zpftri (f07wwc)
complex matrix ............................................................................................... nag_zgetri (f07awc)
complex symmetric indefinite matrix ............................................................. nag_zsytri (f07nwc)
complex symmetric indefinite matrix, packed storage .................................. nag_zsptri (f07qwc)
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real matrix ........................................................................................................ nag_dgetri (f07ajc)
real symmetric indefinite matrix ..................................................................... nag_dsytri (f07mjc)
real symmetric indefinite matrix, packed storage ........................................... nag_dsptri (f07pjc)
real symmetric positive definite matrix ........................................................... nag_dpotri (f07fjc)
real symmetric positive definite matrix, packed storage ................................ nag_dpptri (f07gjc)
real symmetric positive definite matrix, RFP storage .................................... nag_dpftri (f07wjc)

complex triangular matrix ..................................................................................... nag_ztrtri (f07twc)
complex triangular matrix, packed storage ......................................................... nag_ztptri (f07uwc)
complex triangular matrix, RFP storage,

expert driver ..................................................................................................... nag_ztftri (f07wxc)
real triangular matrix ............................................................................................... nag_dtrtri (f07tjc)
real triangular matrix, packed storage .................................................................. nag_dtptri (f07ujc)
real triangular matrix, RFP storage,

expert driver ..................................................................................................... nag_dtftri (f07wkc)

PLDLTPT or PUDUTPT factorization,
complex Hermitian indefinite matrix .................................................................. nag_zhetrf (f07mrc)
complex Hermitian indefinite matrix, packed storage ......................................... nag_zhptrf (f07prc)
complex symmetric indefinite matrix ................................................................... nag_zsytrf (f07nrc)
complex symmetric indefinite matrix, packed storage ......................................... nag_zsptrf (f07qrc)
real symmetric indefinite matrix ......................................................................... nag_dsytrf (f07mdc)
real symmetric indefinite matrix, packed storage ............................................... nag_dsptrf (f07pdc)

Solution of simultaneous linear equations,
after factorizing the matrix of coefficients,

complex band matrix ...................................................................................... nag_zgbtrs (f07bsc)
complex Hermitian indefinite matrix ............................................................. nag_zhetrs (f07msc)
complex Hermitian indefinite matrix, packed storage ................................... nag_zhptrs (f07psc)
complex Hermitian positive definite band matrix .......................................... nag_zpbtrs (f07hsc)
complex Hermitian positive definite matrix ................................................... nag_zpotrs (f07fsc)
complex Hermitian positive definite matrix, packed storage ........................ nag_zpptrs (f07gsc)
complex Hermitian positive definite matrix, RFP storage ............................ nag_zpftrs (f07wsc)
complex Hermitian positive definite tridiagonal matrix .................................. nag_zpttrs (f07jsc)
complex matrix ................................................................................................ nag_zgetrs (f07asc)
complex symmetric indefinite matrix ............................................................. nag_zsytrs (f07nsc)
complex symmetric indefinite matrix, packed storage ................................... nag_zsptrs (f07qsc)
complex tridiagonal matrix .............................................................................. nag_zgttrs (f07csc)
real band matrix .............................................................................................. nag_dgbtrs (f07bec)
real matrix ....................................................................................................... nag_dgetrs (f07aec)
real symmetric indefinite matrix .................................................................... nag_dsytrs (f07mec)
real symmetric indefinite matrix, packed storage .......................................... nag_dsptrs (f07pec)
real symmetric positive definite band matrix ................................................ nag_dpbtrs (f07hec)
real symmetric positive definite matrix .......................................................... nag_dpotrs (f07fec)
real symmetric positive definite matrix, packed storage ............................... nag_dpptrs (f07gec)
real symmetric positive definite matrix, RFP storage ................................... nag_dpftrs (f07wec)
real symmetric positive definite tridiagonal matrix ........................................ nag_dpttrs (f07jec)
real tridiagonal matrix ..................................................................................... nag_dgttrs (f07cec)

expert drivers (with condition and error estimation):
complex band matrix .................................................................................... nag_zgbsvx (f07bpc)
complex Hermitian indefinite matrix ........................................................... nag_zhesvx (f07mpc)
complex Hermitian indefinite matrix, packed storage ................................. nag_zhpsvx (f07ppc)
complex Hermitian positive definite band matrix ........................................ nag_zpbsvx (f07hpc)
complex Hermitian positive definite matrix ................................................. nag_zposvx (f07fpc)
complex Hermitian positive definite matrix, packed storage ...................... nag_zppsvx (f07gpc)
complex Hermitian positive definite tridiagonal matrix ................................ nag_zptsvx (f07jpc)
complex matrix .............................................................................................. nag_zgesvx (f07apc)
complex symmetric indefinite matrix ............................................................ nag_zsysvx (f07npc)
complex symmetric indefinite matrix, packed storage ................................. nag_zspsvx (f07qpc)
complex tridiagonal matrix ............................................................................ nag_zgtsvx (f07cpc)
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real band matrix ............................................................................................ nag_dgbsvx (f07bbc)
real matrix ..................................................................................................... nag_dgesvx (f07abc)
real symmetric indefinite matrix .................................................................. nag_dsysvx (f07mbc)
real symmetric indefinite matrix, packed storage ........................................ nag_dspsvx (f07pbc)
real symmetric positive definite band matrix .............................................. nag_dpbsvx (f07hbc)
real symmetric positive definite matrix ........................................................ nag_dposvx (f07fbc)
real symmetric positive definite matrix, packed storage ............................. nag_dppsvx (f07gbc)
real symmetric positive definite tridiagonal matrix ....................................... nag_dptsvx (f07jbc)
real tridiagonal matrix ................................................................................... nag_dgtsvx (f07cbc)

simple drivers,
complex band matrix ...................................................................................... nag_zgbsv (f07bnc)
complex Hermitian indefinite matrix ............................................................. nag_zhesv (f07mnc)
complex Hermitian indefinite matrix, packed storage ................................... nag_zhpsv (f07pnc)
complex Hermitian positive definite band matrix .......................................... nag_zpbsv (f07hnc)
complex Hermitian positive definite matrix ................................................... nag_zposv (f07fnc)
complex Hermitian positive definite matrix, packed storage ........................ nag_zppsv (f07gnc)
complex Hermitian positive definite tridiagonal matrix .................................. nag_zptsv (f07jnc)
complex matrix ................................................................................................ nag_zgesv (f07anc)
complex matrix, using mixed precision ........................................................ nag_zcgesv (f07aqc)
complex symmetric indefinite matrix .............................................................. nag_zsysv (f07nnc)
complex symmetric indefinite matrix, packed storage ................................... nag_zspsv (f07qnc)
complex triangular band matrix ...................................................................... nag_ztbtrs (f07vsc)
complex triangular matrix ................................................................................. nag_ztrtrs (f07tsc)
complex triangular matrix, packed storage ..................................................... nag_ztptrs (f07usc)
complex tridiagonal matrix .............................................................................. nag_zgtsv (f07cnc)
real band matrix .............................................................................................. nag_dgbsv (f07bac)
real matrix ........................................................................................................ nag_dgesv (f07aac)
real matrix, using mixed precision ................................................................ nag_dsgesv (f07acc)
real symmetric indefinite matrix .................................................................... nag_dsysv (f07mac)
real symmetric indefinite matrix, packed storage ........................................... nag_dspsv (f07pac)
real symmetric positive definite band matrix ................................................. nag_dpbsv (f07hac)
real symmetric positive definite matrix .......................................................... nag_dposv (f07fac)
real symmetric positive definite matrix, packed storage ............................... nag_dppsv (f07gac)
real symmetric positive definite tridiagonal matrix ......................................... nag_dptsv (f07jac)
real triangular band matrix .............................................................................. nag_dtbtrs (f07vec)
real triangular matrix ........................................................................................ nag_dtrtrs (f07tec)
real triangular matrix, packed storage ............................................................ nag_dtptrs (f07uec)
real tridiagonal matrix ...................................................................................... nag_dgtsv (f07cac)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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Higham N J (1988) Algorithm 674: Fortran codes for estimating the one-norm of a real or complex
matrix, with applications to condition estimation ACM Trans. Math. Software 14 381–396

Wilkinson J H (1965) The Algebraic Eigenvalue Problem Oxford University Press, Oxford
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NAG Library Function Document

nag_dgesv (f07aac)

1 Purpose

nag_dgesv (f07aac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgesv (Nag_OrderType order, Integer n, Integer nrhs, double a[],
Integer pda, Integer ipiv[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dgesv (f07aac) uses the LU decomposition with partial pivoting and row interchanges to factor A
as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular, and U is upper triangular. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n coefficient matrix A.

On exit: the factors L and U from the factorization A ¼ PLU; the unit diagonal elements of L
are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½n� – Integer Output

On exit: if no constraints are violated, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies the equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of nag_dgesv (f07aac), nag_dgecon (f07agc) can be used to estimate the condition
number of A and nag_dgerfs (f07ahc) can be used to obtain approximate error bounds. Alternatives to
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nag_dgesv (f07aac), which return condition and error estimates directly are nag_real_gen_lin_solve
(f04bac) and nag_dgesvx (f07abc).

8 Parallelism and Performance

nag_dgesv (f07aac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgesv (f07aac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 þ 2n2r , where r is the number of
right-hand sides.

The complex analogue of this function is nag_zgesv (f07anc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the general matrix

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA and b ¼

9:52
24:35
0:77
�6:22

0B@
1CA:

Details of the LU factorization of A are also output.

10.1 Program Text

/* nag_dgesv (f07aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
Integer *ipiv = 0;

/* Nag Types */
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NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgesv (f07aac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
return exit_status;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
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for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using
* nag_dgesv (f07aac)
*/

nag_dgesv(order, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgesv (f07aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 || j == nrhs ? "\n" : " ");

/* Print details of factorization using
* nag_gen_real_mat_print (x04cac)
*/

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\nPivot indices\n");
for (i = 1; i <= n; ++i)

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0
|| i == n ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}

#undef A
#undef B

10.2 Program Data

nag_dgesv (f07aac) Example Program Data

4 1 :Value of n, nrhs

1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A

9.52 24.35 0.77 -6.22 :End of vector b
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10.3 Program Results

nag_dgesv (f07aac) Example Program Results

Solution
1.0000

-1.0000
3.0000

-5.0000

Details of factorization
1 2 3 4

1 5.2500 -2.9500 -0.9500 -3.8000
2 0.3429 3.8914 2.3757 0.4129
3 0.3010 -0.4631 -1.5139 0.2948
4 -0.2114 -0.3299 0.0047 0.1314

Pivot indices
2 2 3 4
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NAG Library Function Document

nag_dgesvx (f07abc)

1 Purpose

nag_dgesvx (f07abc) uses the LU factorization to compute the solution to a real system of linear
equations

AX ¼ B or ATX ¼ B;

where A is an n by n matrix and X and B are n by r matrices. Error bounds on the solution and a
condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgesvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_TransType trans, Integer n, Integer nrhs, double a[], Integer pda,
double af[], Integer pdaf, Integer ipiv[], Nag_EquilibrationType *equed,
double r[], double c[], double b[], Integer pdb, double x[],
Integer pdx, double *rcond, double ferr[], double berr[],
double *recip_growth_factor, NagError *fail)

3 Description

nag_dgesvx (f07abc) performs the following steps:

1. Equilibration

The linear system to be solved may be badly scaled. However, the system can be equilibrated as a
first stage by setting fact ¼ Nag EquilibrateAndFactor. In this case, real scaling factors are
computed and these factors then determine whether the system is to be equilibrated. Equilibrated
forms of the systems AX ¼ B and ATX ¼ B are

DRADCð Þ D�1C X
� �

¼ DRB

and

DRADCð ÞT D�1R X
� �

¼ DCB;

respectively, where DR and DC are diagonal matrices, with positive diagonal elements, formed
from the computed scaling factors.

When equilibration is used, A will be overwritten by DRADC and B will be overwritten by DRB
(or DCB when the solution of ATX ¼ B is sought).

2. Factorization

The matrix A, or its scaled form, is copied and factored using the LU decomposition

A ¼ PLU;

where P is a permutation matrix, L is a unit lower triangular matrix, and U is upper triangular.

This stage can be by-passed when a factored matrix (with scaled matrices and scaling factors) are
supplied; for example, as provided by a previous call to nag_dgesvx (f07abc) with the same matrix
A.
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3. Condition Number Estimation

The LU factorization of A determines whether a solution to the linear system exists. If some
diagonal element of U is zero, then U is exactly singular, no solution exists and the function
returns with a failure. Otherwise the factorized form of A is used to estimate the condition number
of the matrix A. If the reciprocal of the condition number is less than machine precision then a
warning code is returned on final exit.

4. Solution

The (equilibrated) system is solved for X (D�1C X or D�1R X) using the factored form of A
(DRADC).

5. Iterative Refinement

Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for the computed solution.

6. Construct Solution Matrix X

If equilibration was used, the matrix X is premultiplied by DC (if trans ¼ Nag NoTrans) or DR (if
trans ¼ Nag Trans or Nag ConjTrans) so that it solves the original system before equilibration.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
af and ipiv contain the factorized form of A. If equed 6¼ Nag NoEquilibration, the matrix
A has been equilibrated with scaling factors given by r and c. a, af and ipiv are not
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to af and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.
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3: trans – Nag_TransType Input

On entry: specifies the form of the system of equations.

trans ¼ Nag NoTrans
AX ¼ B (No transpose).

trans ¼ Nag Trans or Nag ConjTrans
ATX ¼ B (Transpose).

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

If fact ¼ Nag Factored and equed 6¼ Nag NoEquilibration, a must have been equilibrated by the
scaling factors in r and/or c.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, a is not modified.

If fact ¼ Nag EquilibrateAndFactor or equed 6¼ Nag NoEquilibration, A is scaled as follows:

if equed ¼ Nag RowEquilibration, A ¼ DRA;

if equed ¼ Nag ColumnEquilibration, A ¼ ADC ;

if equed ¼ Nag RowAndColumnEquilibration, A ¼ DRADC .

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – double Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the factors L and U from the factorization
A ¼ PLU as computed by nag_dgetrf (f07adc). If equed 6¼ Nag NoEquilibration, af is the
factorized form of the equilibrated matrix A.

If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, af need not be set.
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On exit: if fact ¼ Nag NotFactored, af returns the factors L and U from the factorization
A ¼ PLU of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, af returns the factors L and U from the factorization
A ¼ PLU of the equilibrated matrix A (see the description of a for the form of the equilibrated
matrix).

If fact ¼ Nag Factored, af is unchanged from entry.

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array af.

Constraint: pdaf 	 max 1; nð Þ.

10: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains the pivot indices from the factorization
A ¼ PLU as computed by nag_dgetrf (f07adc); at the ith step row i of the matrix was
interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a row interchange was not required.

If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, ipiv need not be set.

On exit: if fact ¼ Nag NotFactored, ipiv contains the pivot indices from the factorization
A ¼ PLU of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, ipiv contains the pivot indices from the factorization
A ¼ PLU of the equilibrated matrix A.

If fact ¼ Nag Factored, ipiv is unchanged from entry.

11: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag RowEquilibration, row equilibration, i.e., A has been premultiplied by
DR;

if equed ¼ Nag ColumnEquilibration, column equilibration, i.e., A has been postmulti-
plied by DC ;

if equed ¼ Nag RowAndColumnEquilibration, both row and column equilibration, i.e., A
has been replaced by DRADC.

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration, Nag RowEquilibration,
Nag ColumnEquilibration or Nag RowAndColumnEquilibration.

12: r½dim� – double Input/Output

Note: the dimension, dim, of the array r must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, r need not be set.

I f fact ¼ Nag Factored a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, r must contain the row scale factors for A, DR; each
element of r must be positive.
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On exit: if fact ¼ Nag Factored, r is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag RowEquilibration or
Nag RowAndColumnEquilibration, r contains the row scale factors for A, DR, such that A is
multiplied on the left by DR; each element of r is positive.

13: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, c need not be set.

I f fact ¼ Nag Factored o r equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, c must contain the column scale factors for A, DC; each
element of c must be positive.

On exit: if fact ¼ Nag Factored, c is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag ColumnEquilibration or
Nag RowAndColumnEquilibration, c contains the row scale factors for A, DC ; each element
of c is positive.

14: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

I f trans ¼ Nag NoTrans a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DRB.

I f trans ¼ Nag Trans o r Nag ConjTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DCB.

15: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

16: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed 6¼ Nag NoEquilibration, and the solution to the equilibrated system is D�1C X if

f07 – Linear Equations (LAPACK) f07abc

Mark 26 f07abc.5



trans ¼ Nag NoTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, or D�1R X if trans ¼ Nag Trans or Nag ConjTrans and
equed ¼ Nag RowEquilibration or Nag RowAndColumnEquilibration.

17: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

18: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

19: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

20: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

21: recip growth factor – double * Output

On exit: if fail:code ¼ NE_NOERROR, the reciprocal pivot growth factor Ak k= Uk k, where :k k
denotes the maximum absolute element norm. If recip growth factor 1, the stability of the
LU factorization of (equilibrated) A could be poor. This also means that the solution x, condition
estimate rcond, and forward error bound ferr could be unreliable. If the factorization fails with
fail:code ¼ NE_SINGULAR, then recip growth factor contains the reciprocal pivot growth
factor for the leading fail:errnum columns of A.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

U is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 9.3 of Higham (2002)
for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgesvx (f07abc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgesvx (f07abc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 2
3n

3 floating-point operations.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 2n2 operations.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of this function is nag_zgesvx (f07apc).

10 Example

This example solves the equations

AX ¼ B;

where A is the general matrix

A ¼
1:80 2:88 2:05 �0:89

525:00 �295:00 �95:00 �380:00
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 �0:80

0B@
1CA

and

B ¼
9:52 18:47

2435:00 225:00
0:77 �13:28
�6:22 �6:21

0B@
1CA:
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Error estimates for the solutions, information on scaling, an estimate of the reciprocal of the condition
number of the scaled matrix A and an estimate of the reciprocal of the pivot growth factor for the
factorization of A are also output.

10.1 Program Text

/* nag_dgesvx (f07abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double growth_factor, rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;

/* Arrays */
double *a = 0, *af = 0, *b = 0, *berr = 0, *c = 0, *ferr = 0;
double *r = 0, *x = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgesvx (f07abc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
return exit_status;
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}

pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(af = NAG_ALLOC(n * n, double)) ||
!(b = NAG_ALLOC(n * n, double)) ||
!(berr = NAG_ALLOC(n, double)) ||
!(c = NAG_ALLOC(n, double)) ||
!(ferr = NAG_ALLOC(n, double)) ||
!(r = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * n, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X using
* nag_dgesvx (f07abc)
*/

nag_dgesvx(order, Nag_EquilibrateAndFactor, Nag_NoTrans, n, nrhs, a, pda,
af, pdaf, ipiv, &equed, r, c, b, pdb, x, pdx, &rcond, ferr, berr,
&growth_factor, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_dgesvx (f07abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using
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* nag_gen_real_mat_print (x04cac)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds, condition number, the form of equilibration
* and the pivot growth factor
*/

printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 || j == nrhs ? "\n" : " ");
printf("\n\nEstimated forward error bounds (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", ferr[j - 1], j % 7 == 0 || j == nrhs ? "\n" : " ");

printf("\n");

if (equed == Nag_NoEquilibration)
printf("A has not been equilibrated\n");

else if (equed == Nag_RowEquilibration)
printf("A has been row scaled as diag(R)*A\n");

else if (equed == Nag_ColumnEquilibration)
printf("A has been column scaled as A*diag(C)\n");

else if (equed == Nag_RowAndColumnEquilibration)
printf("A has been row and column scaled as diag(R)*A*diag(C)\n");

printf("\nReciprocal condition number estimate of scaled matrix\n");
printf("%11.1e\n\n", rcond);

printf("Estimate of reciprocal pivot growth factor\n");
printf("%11.1e\n", growth_factor);

if (fail.code == NE_SINGULAR) {
printf("Error from nag_dgesvx (f07abc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(c);
NAG_FREE(ferr);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_dgesvx (f07abc) Example Program Data

4 2 :Values of n and nrhs

1.80 2.88 2.05 -0.89
525.00 -295.00 -95.00 -380.00

1.58 -2.69 -2.90 -1.04
-1.11 -0.66 -0.59 0.80 :End of matrix A
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9.52 18.47
2435.00 225.00

0.77 -13.28
-6.22 -6.21 :End of matrix B

10.3 Program Results

nag_dgesvx (f07abc) Example Program Results

Solution(s)
1 2

1 1.0000 3.0000
2 -1.0000 2.0000
3 3.0000 4.0000
4 -5.0000 1.0000

Backward errors (machine-dependent)
6.8e-17 9.1e-17

Estimated forward error bounds (machine-dependent)
2.4e-14 3.6e-14

A has been row scaled as diag(R)*A

Reciprocal condition number estimate of scaled matrix
1.8e-02

Estimate of reciprocal pivot growth factor
7.4e-01

f07abc NAG Library Manual

f07abc.12 (last) Mark 26



NAG Library Function Document

nag_dsgesv (f07acc)

1 Purpose

nag_dsgesv (f07acc) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsgesv (Nag_OrderType order, Integer n, Integer nrhs, double a[],
Integer pda, Integer ipiv[], const double b[], Integer pdb, double x[],
Integer pdx, Integer *iter, NagError *fail)

3 Description

nag_dsgesv (f07acc) first attempts to factorize the matrix in single precision and use this factorization
within an iterative refinement procedure to produce a solution with full double precision accuracy. If the
approach fails the method switches to a double precision factorization and solve.

The iterative refinement process is stopped if

iter > itermax;

where iter is the number of iterations carried out thus far and itermax is the maximum number of
iterations allowed, which is fixed at 30 iterations. The process is also stopped if for all right-hand sides
we have

residk k <
ffiffiffi
n
p

xk k Ak k�;

where residk k is the 1-norm of the residual, xk k is the 1-norm of the solution, Ak k is the
1-operator-norm of the matrix A and � is the machine precision returned by nag_machine_precision
(X02AJC).

The iterative refinement strategy used by nag_dsgesv (f07acc) can be more efficient than the
corresponding direct full precision algorithm. Since this strategy must perform iterative refinement on
each right-hand side, any efficiency gains will reduce as the number of right-hand sides increases.
Conversely, as the matrix size increases the cost of these iterative refinements become less significant
relative to the cost of factorization. Thus, any efficiency gains will be greatest for a very small number
of right-hand sides and for large matrix sizes. The cut-off values for the number of right-hand sides and
matrix size, for which the iterative refinement strategy performs better, depends on the relative
performance of the reduced and full precision factorization and back-substitution. For now, nag_dsgesv
(f07acc) always attempts the iterative refinement strategy first; you are advised to compare the
performance of nag_dsgesv (f07acc) with that of its full precision counterpart nag_dgesv (f07aac) to
determine whether this strategy is worthwhile for your particular problem dimensions.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n coefficient matrix A.

On exit: if iterative refinement has been successfully used (i.e., if fail:code ¼ NE_NOERROR
and iter 	 0), then A is unchanged. If double precision factorization has been used (when
fail:code ¼ NE_NOERROR and iter < 0), A contains the factors L and U from the factorization
A ¼ PLU; the unit diagonal elements of L are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½n� – Integer Output

On exit: if no constraints are violated, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required. ipiv corresponds either to the single precision factorization (if
fail:code ¼ NE_NOERROR and iter 	 0) or to the double precision factorization (if fail:code ¼
NE_NOERROR and iter < 0).
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7: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

10: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

11: iter – Integer * Output

On exit: if iter > 0, iterative refinement has been successfully used and iter is the number of
iterations carried out.

If iter < 0, iterative refinement has failed for one of the reasons given below and double
precision factorization has been carried out instead.

iter ¼ �1
Taking into account machine parameters, and the values of n and nrhs, it is not worth
working in single precision.

iter ¼ �2
Overflow of an entry occurred when moving from double to single precision.

iter ¼ �3
An intermediate single precision factorization failed.

iter ¼ �31
The maximum permitted number of iterations was exceeded.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies the equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsgesv (f07acc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsgesv (f07acc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zcgesv (f07aqc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the general matrix

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA and b ¼

9:52
24:35
0:77
�6:22

0B@
1CA:

10.1 Program Text

/* nag_dsgesv (f07acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iter, j, n, nrhs, pda, pdb, pdx;

/* Arrays */
Integer *ipiv = 0;
double *a = 0, *b = 0, *x = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

INIT_FAIL(fail);

printf("nag_dsgesv (f07acc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
return exit_status;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#define A(I, J) a[(J-1)*pda + I-1]
#define B(I, J) b[(J-1)*pdb + I-1]

order = Nag_ColMajor;
#else

pdb = nrhs;
pdx = nrhs;

#define A(I, J) a[(I-1)*pda + J-1]
#define B(I, J) b[(I-1)*pdb + J-1]

order = Nag_RowMajor;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file */
for (i = 1; i <= n; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
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#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; i++)
#ifdef _WIN32

for (j = 1; j <= nrhs; j++)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; j++)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations Ax = b for x using nag_dsgesv (f07acc)
* Mixed precision real system solver.
*/

nag_dsgesv(order, n, nrhs, a, pda, ipiv, b, pdb, x, pdx, &iter, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsgesv (f07acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using
* nag_gen_real_mat_print (x04cac)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\nPivot indices\n");
for (i = 0; i < n; i++)

printf("%11" NAG_IFMT "%s", ipiv[i], (i + 1) % 7 ? " " : "\n");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef A
#undef B
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10.2 Program Data

nag_dsgesv (f07acc) Example Program Data

4 1 :Value of n and nrhs

1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A

9.52 24.35 0.77 -6.22 :End of vector b

10.3 Program Results

nag_dsgesv (f07acc) Example Program Results

Solution(s)
1

1 1.0000
2 -1.0000
3 3.0000
4 -5.0000

Pivot indices
2 2 3 4
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NAG Library Function Document

nag_dgetrf (f07adc)

1 Purpose

nag_dgetrf (f07adc) computes the LU factorization of a real m by n matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgetrf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, Integer ipiv[], NagError *fail)

3 Description

nag_dgetrf (f07adc) forms the LU factorization of a real m by n matrix A as A ¼ PLU , where P is a
permutation matrix, L is lower triangular with unit diagonal elements (lower trapezoidal if m > n) and
U is upper triangular (upper trapezoidal if m < n). Usually A is square m ¼ nð Þ, and both L and U are
triangular. The function uses partial pivoting, with row interchanges.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: the factors L and U from the factorization A ¼ PLU; the unit diagonal elements of L
are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: ipiv½min m; nð Þ� – Integer Output

On exit: the pivot indices that define the permutation matrix. At the ith step, if ipiv½i � 1� > i
then row i of the matrix A was interchanged with row ipiv½i � 1�, for i ¼ 1; 2; . . . ;min m;nð Þ.
ipiv½i� 1� � i indicates that, at the ith step, a row interchange was not required.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, and division by zero will occur if it is used to solve a system of
equations.

7 Accuracy

The computed factors L and U are the exact factors of a perturbed matrix Aþ E, where
Ej j � c min m;nð Þð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_dgetrf (f07adc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgetrf (f07adc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 if m ¼ n (the usual case),
1
3n

2 3m� nð Þ if m > n and 1
3m

2 3n�mð Þ if m < n.

A call to this function with m ¼ n may be followed by calls to the functions:

nag_dgetrs (f07aec) to solve AX ¼ B or ATX ¼ B;
nag_dgecon (f07agc) to estimate the condition number of A;

nag_dgetri (f07ajc) to compute the inverse of A.

The complex analogue of this function is nag_zgetrf (f07arc).

10 Example

This example computes the LU factorization of the matrix A, where

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA:
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10.1 Program Text

/* nag_dgetrf (f07adc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, m, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgetrf (f07adc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#endif
ipiv_len = MIN(m, n);

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dgetrf (f07adc).
* LU factorization of real m by n matrix
*/

nag_dgetrf(order, m, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrf (f07adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of factorization */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, a,

pda, "Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\nipiv\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%6" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgetrf (f07adc) Example Program Data
4 4 :Values of M and N
1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A
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10.3 Program Results

nag_dgetrf (f07adc) Example Program Results

Details of factorization
1 2 3 4

1 5.2500 -2.9500 -0.9500 -3.8000
2 0.3429 3.8914 2.3757 0.4129
3 0.3010 -0.4631 -1.5139 0.2948
4 -0.2114 -0.3299 0.0047 0.1314

ipiv
2 2 3 4
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NAG Library Function Document

nag_dgetrs (f07aec)

1 Purpose

nag_dgetrs (f07aec) solves a real system of linear equations with multiple right-hand sides,

AX ¼ B or ATX ¼ B;

where A has been factorized by nag_dgetrf (f07adc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgetrs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const double a[], Integer pda, const Integer ipiv[],
double b[], Integer pdb, NagError *fail)

3 Description

nag_dgetrs (f07aec) is used to solve a real system of linear equations AX ¼ B or ATX ¼ B, the
function must be preceded by a call to nag_dgetrf (f07adc) which computes the LU factorization of A
as A ¼ PLU . The solution is computed by forward and backward substitution.

If trans ¼ Nag NoTrans, the solution is computed by solving PLY ¼ B and then UX ¼ Y .
If trans ¼ Nag Trans or Nag ConjTrans, the solution is computed by solving UTY ¼ B and then
LTP TX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
AX ¼ B is solved for X.

trans ¼ Nag Trans or Nag ConjTrans
ATX ¼ B is solved for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_dgetrf (f07adc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_dgetrf (f07adc).

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.
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Note that cond A; xð Þ can be much smaller than cond Að Þ, and cond ATð Þ can be much larger (or smaller)
than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dgerfs (f07ahc), and an estimate
for �1 Að Þ can be obtained by calling nag_dgecon (f07agc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_dgetrs (f07aec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgetrs (f07aec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n2r.

This function may be followed by a call to nag_dgerfs (f07ahc) to refine the solution and return an error
estimate.

The complex analogue of this function is nag_zgetrs (f07asc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA and B ¼

9:52 18:47
24:35 2:25
0:77 �13:28
�6:22 �6:21

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_dgetrf (f07adc).

10.1 Program Text

/* nag_dgetrs (f07aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
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double *a = 0, *b = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgetrs (f07aec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_dgetrf (f07adc).
* LU factorization of real m by n matrix
*/

nag_dgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrf (f07adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute solution */
/* nag_dgetrs (f07aec).
* Solution of real system of linear equations, multiple
* right-hand sides, matrix already factorized by nag_dgetrf
* (f07adc)
*/

nag_dgetrs(order, Nag_NoTrans, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrs (f07aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgetrs (f07aec) Example Program Data
4 2 :Values of N and NRHS
1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A
9.52 18.47

24.35 2.25
0.77 -13.28

-6.22 -6.21 :End of matrix B
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10.3 Program Results

nag_dgetrs (f07aec) Example Program Results

Solution(s)
1 2

1 1.0000 3.0000
2 -1.0000 2.0000
3 3.0000 4.0000
4 -5.0000 1.0000
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NAG Library Function Document

nag_dgeequ (f07afc)

1 Purpose

nag_dgeequ (f07afc) computes diagonal scaling matrices DR and DC intended to equilibrate a real m
by n matrix A and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgeequ (Nag_OrderType order, Integer m, Integer n, const double a[],
Integer pda, double r[], double c[], double *rowcnd, double *colcnd,
double *amax, NagError *fail)

3 Description

nag_dgeequ (f07afc) computes the diagonal scaling matrices. The diagonal scaling matrices are chosen
to try to make the elements of largest absolute value in each row and column of the matrix B given by

B ¼ DRADC

have absolute value 1. The diagonal elements of DR and DC are restricted to lie in the safe range
�; 1=�ð Þ, where � is the value returned by function nag_real_safe_small_number (X02AMC). Use of
these scaling factors is not guaranteed to reduce the condition number of A but works well in practice.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.
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4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A whose scaling factors are to be computed.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: r½m� – double Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, r contains the row
scale factors, the diagonal elements of DR. The elements of r will be positive.

7: c½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, c contains the column scale factors, the diagonal
elements of DC . The elements of c will be positive.

8: rowcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, rowcnd contains
the ratio of the smallest value of r½i� 1� to the largest value of r½i� 1�. If rowcnd 	 0:1 and
amax is neither too large nor too small, it is not worth scaling by DR.

9: colcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR, colcnd contains the ratio of the smallest value of c½i� 1�
to the largest value of c½i� 1�.
If colcnd 	 0:1, it is not worth scaling by DC.

10: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_COL_ZERO

Column valueh i of A is exactly zero.

NE_MAT_ROW_ZERO

Row valueh i of A is exactly zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_dgeequ (f07afc) is not threaded in any implementation.

9 Further Comments

The complex analogue of this function is nag_zgeequ (f07atc).
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10 Example

This example equilibrates the general matrix A given by

A ¼
1:80� 1010 2:88� 1010 2:05 �8:90� 109

5:25 �2:95 �9:50� 10�9 �3:80
1:58 �2:69 �2:90� 10�10 �1:04
�1:11 �0:66 �5:90� 10�11 0:80

0BB@
1CCA:

Details of the scaling factors, and the scaled matrix are output.

10.1 Program Text

/* nag_dgeequ (f07afc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, colcnd, rowcnd, small;
Integer i, j, m, n, pda;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *c = 0, *r = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean scaled = Nag_FALSE;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeequ (f07afc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
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exit_status = 1;
return exit_status;

}

m = n;

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(c = NAG_ALLOC(n, double)) || !(r = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the N by N matrix A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_gen_real_mat_print (x04cac) */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Compute row and column scaling factors using nag_dgeequ (f07afc) */
nag_dgeequ(order, m, n, a, pda, r, c, &rowcnd, &colcnd, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeequ (f07afc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print rowcnd, colcnd, amax and the scale factors */
printf("rowcnd = %10.1e, colcnd = %10.1e, amax = %10.1e\n\n", rowcnd,

colcnd, amax);

printf("Row scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", r[i - 1], i % 7 == 0 ? "\n" : " ");

printf("\n\nColumn scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", c[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
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*/
small = nag_real_safe_small_number / nag_machine_precision * nag_real_base;
big = 1.0 / small;
if (colcnd < 0.1) {

scaled = Nag_TRUE;
/* column scale A */
for (j = 1; j <= n; ++j)

for (i = 1; i <= n; ++i)
A(i, j) = A(i, j) * c[j - 1];

}
if (rowcnd < 0.1 || amax < small || amax > big) {

/* row scale A */
scaled = Nag_TRUE;
for (j = 1; j <= n; ++j)

for (i = 1; i <= n; ++i)
A(i, j) = r[i - 1] * A(i, j);

}
if (scaled) {

/* Print the row and column scaled matrix using
* nag_gen_real_mat_print (x04cac)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Scaled matrix", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(r);

return exit_status;
}

10.2 Program Data

nag_dgeequ (f07afc) Example Program Data

4 :Value of n

1.80e+10 2.88e+10 2.05e+00 -8.90e+09
5.25e+00 -2.95e+00 -9.50e-09 -3.80e+00
1.58e+00 -2.69e+00 -2.90e-10 -1.04e+00

-1.11e+00 -6.60e-01 -5.90e-11 8.00e-01 :End of matrix A

10.3 Program Results

nag_dgeequ (f07afc) Example Program Results

Matrix A
1 2 3 4

1 1.8000e+10 2.8800e+10 2.0500e+00 -8.9000e+09
2 5.2500e+00 -2.9500e+00 -9.5000e-09 -3.8000e+00
3 1.5800e+00 -2.6900e+00 -2.9000e-10 -1.0400e+00
4 -1.1100e+00 -6.6000e-01 -5.9000e-11 8.0000e-01

rowcnd = 3.9e-11, colcnd = 1.8e-09, amax = 2.9e+10

Row scale factors
3.47e-11 1.90e-01 3.72e-01 9.01e-01

Column scale factors
1.00e+00 1.00e+00 5.53e+08 1.38e+00
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Scaled matrix
1 2 3 4

1 0.6250 1.0000 0.0393 -0.4269
2 1.0000 -0.5619 -1.0000 -1.0000
3 0.5874 -1.0000 -0.0596 -0.5341
4 -1.0000 -0.5946 -0.0294 0.9957
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NAG Library Function Document

nag_dgecon (f07agc)

1 Purpose

nag_dgecon (f07agc) estimates the condition number of a real matrix A, where A has been factorized
by nag_dgetrf (f07adc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgecon (Nag_OrderType order, Nag_NormType norm, Integer n,
const double a[], Integer pda, double anorm, double *rcond,
NagError *fail)

3 Description

nag_dgecon (f07agc) estimates the condition number of a real matrix A, in either the 1-norm or the
1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function should be preceded by a call to nag_dge_norm (f16rac) to compute Ak k1 or Ak k1, and a
call to nag_dgetrf (f07adc) to compute the LU factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.
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norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_dgetrf (f07adc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: anorm – double Input

On entry: if norm ¼ Nag OneNorm, the 1-norm of the original matrix A.

If norm ¼ Nag InfNorm, the 1-norm of the original matrix A.

anorm may be computed by calling nag_dge_norm (f16rac) with the same value for the
argument norm.

anorm must be computed either before calling nag_dgetrf (f07adc) or else from a copy of the
original matrix A (see Section 10).

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dgecon (f07agc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dgecon (f07agc) involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 2n2 floating-point operations but takes considerably longer than a call to nag_dgetrs
(f07aec) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The complex analogue of this function is nag_zgecon (f07auc).
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10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_dgetrf (f07adc). The true condition number
in the 1-norm is 152:16.

10.1 Program Text

/* nag_dgecon (f07agc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>
#include <math.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer exit_status = 0;
Integer i, ipiv_len, j, n, pda;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgecon (f07agc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
ipiv_len = n;
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/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute norm of A */
/* nag_dge_norm (f16rac).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, real general matrix
*/

nag_dge_norm(order, Nag_OneNorm, n, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize A */
/* nag_dgetrf (f07adc).
* LU factorization of real m by n matrix
*/

nag_dgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrf (f07adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* Estimate condition number */
/* nag_dgecon (f07agc).
* Estimate condition number of real matrix, matrix already
* factorized by nag_dgetrf (f07adc)
*/

nag_dgecon(order, Nag_OneNorm, n, a, pda, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgecon (f07agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision) {
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

}
else

printf("A is singular to working precision\n");
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END:
NAG_FREE(a);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgecon (f07agc) Example Program Data
4 :Value of N
1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A

10.3 Program Results

nag_dgecon (f07agc) Example Program Results

Estimate of condition number = 1.52e+02
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NAG Library Function Document

nag_dgerfs (f07ahc)

1 Purpose

nag_dgerfs (f07ahc) returns error bounds for the solution of a real system of linear equations with
multiple right-hand sides, AX ¼ B or ATX ¼ B. It improves the solution by iterative refinement, in
order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgerfs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const double a[], Integer pda, const double af[],
Integer pdaf, const Integer ipiv[], const double b[], Integer pdb,
double x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dgerfs (f07ahc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real system of linear equations with multiple right-hand sides AX ¼ B or ATX ¼ B. The
function handles each right-hand side vector (stored as a column of the matrix B) independently, so we
describe the function of nag_dgerfs (f07ahc) in terms of a single right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: trans – Nag_TransType Input

On entry: indicates the form of the linear equations for which X is the computed solution.

trans ¼ Nag NoTrans
The linear equations are of the form AX ¼ B.

trans ¼ Nag Trans or Nag ConjTrans
The linear equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n original matrix A as supplied to nag_dgetrf (f07adc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const double Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_dgetrf (f07adc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array af.

Constraint: pdaf 	 max 1; nð Þ.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_dgetrf (f07adc).
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10: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dgetrs (f07aec).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

f07ahc NAG Library Manual

f07ahc.4 Mark 26



7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dgerfs (f07ahc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgerfs (f07ahc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 2n2 operations.

The complex analogue of this function is nag_zgerfs (f07avc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA and B ¼

9:52 18:47
24:35 2:25
0:77 �13:28
�6:22 �6:21

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_dgetrf (f07adc).

10.1 Program Text

/* nag_dgerfs (f07ahc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer berr_len, i, ipiv_len, ferr_len, j, n, nrhs;
Integer pda, pdaf, pdb, pdx;

f07 – Linear Equations (LAPACK) f07ahc

Mark 26 f07ahc.5



Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0, *af = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgerfs (f07ahc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif

#ifdef NAG_COLUMN_MAJOR
pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif
berr_len = nrhs;
ferr_len = nrhs;
ipiv_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(af = NAG_ALLOC(n * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AF and B to X */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
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#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j)

AF(i, j) = A(i, j);
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}

/* Factorize A in the array AF */
/* nag_dgetrf (f07adc).
* LU factorization of real m by n matrix
*/

nag_dgetrf(order, n, n, af, pdaf, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrf (f07adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* Compute solution in the array X */
/* nag_dgetrs (f07aec).
* Solution of real system of linear equations, multiple
* right-hand sides, matrix already factorized by nag_dgetrf
* (f07adc)
*/

nag_dgetrs(order, Nag_NoTrans, n, nrhs, af, pdaf, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrs (f07aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dgerfs (f07ahc).
* Refined solution with error bounds of real system of
* linear equations, multiple right-hand sides
*/

nag_dgerfs(order, Nag_NoTrans, n, nrhs, a, pda, af, pdaf, ipiv, b, pdb, x,
pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgerfs (f07ahc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\nEstimated forward error bounds (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n");
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgerfs (f07ahc) Example Program Data
4 2 :Values of N and NRHS
1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A
9.52 18.47

24.35 2.25
0.77 -13.28

-6.22 -6.21 :End of matrix B

10.3 Program Results

nag_dgerfs (f07ahc) Example Program Results

Solution(s)
1 2

1 1.0000 3.0000
2 -1.0000 2.0000
3 3.0000 4.0000
4 -5.0000 1.0000

Backward errors (machine-dependent)
9.4e-17 3.7e-17

Estimated forward error bounds (machine-dependent)
2.4e-14 3.3e-14
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NAG Library Function Document

nag_dgetri (f07ajc)

1 Purpose

nag_dgetri (f07ajc) computes the inverse of a real matrix A, where A has been factorized by nag_dgetrf
(f07adc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgetri (Nag_OrderType order, Integer n, double a[], Integer pda,
const Integer ipiv[], NagError *fail)

3 Description

nag_dgetri (f07ajc) is used to compute the inverse of a real matrix A, the function must be preceded by
a call to nag_dgetrf (f07adc), which computes the LU factorization of A as A ¼ PLU . The inverse of
A is computed by forming U�1 and then solving the equation XPL ¼ U�1 for X.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_dgetrf (f07adc).

On exit: the factorization is overwritten by the n by n matrix A�1.
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4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_dgetrf (f07adc).

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is zero. U is singular, and the inverse of A cannot be computed.
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7 Accuracy

The computed inverse X satisfies a bound of the form:

XA� Ij j � c nð Þ� Xj jP Lj j Uj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied. See
Du Croz and Higham (1992).

8 Parallelism and Performance

nag_dgetri (f07ajc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 .

The complex analogue of this function is nag_zgetri (f07awc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
1:80 2:88 2:05 �0:89
5:25 �2:95 �0:95 �3:80
1:58 �2:69 �2:90 �1:04
�1:11 �0:66 �0:59 0:80

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_dgetrf (f07adc).

10.1 Program Text

/* nag_dgetri (f07ajc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
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/* The following line is needed to force the Microsoft linker
to load floating point support */

float force_loading_of_ms_float_support = 0;
#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgetri (f07ajc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = n;

#else
pda = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dgetrf (f07adc).
* LU factorization of real m by n matrix
*/

nag_dgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetrf (f07adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_dgetri (f07ajc).
* Inverse of real matrix, matrix already factorized by
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* nag_dgetrf (f07adc)
*/

nag_dgetri(order, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgetri (f07ajc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print inverse */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_dgetri (f07ajc) Example Program Data
4 :Value of N
1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 :End of matrix A

10.3 Program Results

nag_dgetri (f07ajc) Example Program Results

Inverse
1 2 3 4

1 1.7720 0.5757 0.0843 4.8155
2 -0.1175 -0.4456 0.4114 -1.7126
3 0.1799 0.4527 -0.6676 1.4824
4 2.4944 0.7650 -0.0360 7.6119
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NAG Library Function Document

nag_zgesv (f07anc)

1 Purpose

nag_zgesv (f07anc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgesv (Nag_OrderType order, Integer n, Integer nrhs, Complex a[],
Integer pda, Integer ipiv[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zgesv (f07anc) uses the LU decomposition with partial pivoting and row interchanges to factor A
as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular, and U is upper triangular. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n coefficient matrix A.

On exit: the factors L and U from the factorization A ¼ PLU; the unit diagonal elements of L
are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½n� – Integer Output

On exit: if no constraints are violated, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies the equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of nag_zgesv (f07anc), nag_zgecon (f07auc) can be used to estimate the condition
number of A and nag_zgerfs (f07avc) can be used to obtain approximate error bounds. Alternatives to
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nag_zgesv (f07anc), which return condition and error estimates directly are nag_complex_gen_lin_solve
(f04cac) and nag_zgesvx (f07apc).

8 Parallelism and Performance

nag_zgesv (f07anc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgesv (f07anc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 8
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dgesv (f07aac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the general matrix

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA and b ¼

26:26þ 51:78i
6:43� 8:68i
�5:75þ 25:31i
1:16þ 2:57i

0B@
1CA:

Details of the LU factorization of A are also output.

10.1 Program Text

/* nag_zgesv (f07anc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
Integer *ipiv = 0;
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/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgesv (f07anc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
return exit_status;

}

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read A and B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
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scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using
* nag_zgesv (f07anc).
*/

nag_zgesv(order, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgesv (f07anc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Solution\n");

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

printf("( %7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,
j % 4 == 0 ? "\n" : " ");

printf("\n");
}

/* Print details of factorization using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

printf("\n\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Details of factorization", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\nPivot indices\n");
for (i = 1; i <= n; ++i)

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A
#undef B
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10.2 Program Data

nag_zgesv (f07anc) Example Program Data

4 1 : n, nrhs

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) : matrix A

(26.26,51.78) ( 6.43,-8.68) (-5.75,25.31) ( 1.16, 2.57) : vector b

10.3 Program Results

nag_zgesv (f07anc) Example Program Results

Solution
( 1.0000, 1.0000)
( 2.0000, -3.0000)
( -4.0000, -5.0000)
( 0.0000, 6.0000)

Details of factorization
1 2 3 4

1 (-3.2900,-2.3900) (-1.9100, 4.4200) (-0.1400,-1.3500) ( 1.7200, 1.3500)
2 ( 0.2376, 0.2560) ( 4.8952,-0.7114) (-0.4623, 1.6966) ( 1.2269, 0.6190)
3 (-0.1020,-0.7010) (-0.6691, 0.3689) (-5.1414,-1.1300) ( 0.9983, 0.3850)
4 (-0.5359, 0.2707) (-0.2040, 0.8601) ( 0.0082, 0.1211) ( 0.1482,-0.1252)

Pivot indices
3 2 3 4
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NAG Library Function Document

nag_zgesvx (f07apc)

1 Purpose

nag_zgesvx (f07apc) uses the LU factorization to compute the solution to a complex system of linear
equations

AX ¼ B or ATX ¼ B or AHX ¼ B;

where A is an n by n matrix and X and B are n by r matrices. Error bounds on the solution and a
condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgesvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_TransType trans, Integer n, Integer nrhs, Complex a[], Integer pda,
Complex af[], Integer pdaf, Integer ipiv[],
Nag_EquilibrationType *equed, double r[], double c[], Complex b[],
Integer pdb, Complex x[], Integer pdx, double *rcond, double ferr[],
double berr[], double *recip_growth_factor, NagError *fail)

3 Description

nag_zgesvx (f07apc) performs the following steps:

1. Equilibration

The linear system to be solved may be badly scaled. However, the system can be equilibrated as a
first stage by setting fact ¼ Nag EquilibrateAndFactor. In this case, real scaling factors are
computed and these factors then determine whether the system is to be equilibrated. Equilibrated
forms of the systems AX ¼ B, ATX ¼ B and AHX ¼ B are

DRADCð Þ D�1C X
� �

¼ DRB;

DRADCð ÞT D�1R X
� �

¼ DCB;

and

DRADCð ÞH D�1R X
� �

¼ DCB;

respectively, where DR and DC are diagonal matrices, with positive diagonal elements, formed
from the computed scaling factors.

When equilibration is used, A will be overwritten by DRADC and B will be overwritten by DRB
(or DCB when the solution of ATX ¼ B or AHX ¼ B is sought).

2. Factorization

The matrix A, or its scaled form, is copied and factored using the LU decomposition

A ¼ PLU;

where P is a permutation matrix, L is a unit lower triangular matrix, and U is upper triangular.

This stage can be by-passed when a factored matrix (with scaled matrices and scaling factors) are
supplied; for example, as provided by a previous call to nag_zgesvx (f07apc) with the same matrix
A.
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3. Condition Number Estimation

The LU factorization of A determines whether a solution to the linear system exists. If some
diagonal element of U is zero, then U is exactly singular, no solution exists and the function
returns with a failure. Otherwise the factorized form of A is used to estimate the condition number
of the matrix A. If the reciprocal of the condition number is less than machine precision then a
warning code is returned on final exit.

4. Solution

The (equilibrated) system is solved for X (D�1C X or D�1R X) using the factored form of A
(DRADC).

5. Iterative Refinement

Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for the computed solution.

6. Construct Solution Matrix X

If equilibration was used, the matrix X is premultiplied by DC (if trans ¼ Nag NoTrans) or DR (if
trans ¼ Nag Trans or Nag ConjTrans) so that it solves the original system before equilibration.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
af and ipiv contain the factorized form of A. If equed 6¼ Nag NoEquilibration, the matrix
A has been equilibrated with scaling factors given by r and c. a, af and ipiv are not
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to af and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.
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3: trans – Nag_TransType Input

On entry: specifies the form of the system of equations.

trans ¼ Nag NoTrans
AX ¼ B (No transpose).

trans ¼ Nag Trans
ATX ¼ B (Transpose).

trans ¼ Nag ConjTrans
AHX ¼ B (Conjugate transpose).

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

If fact ¼ Nag Factored and equed 6¼ Nag NoEquilibration, a must have been equilibrated by the
scaling factors in r and/or c.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, a is not modified.

If fact ¼ Nag EquilibrateAndFactor or equed 6¼ Nag NoEquilibration, A is scaled as follows:

if equed ¼ Nag RowEquilibration, A ¼ DRA;

if equed ¼ Nag ColumnEquilibration, A ¼ ADC ;

if equed ¼ Nag RowAndColumnEquilibration, A ¼ DRADC .

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – Complex Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the factors L and U from the factorization
A ¼ PLU as computed by nag_zgetrf (f07arc). If equed 6¼ Nag NoEquilibration, af is the
factorized form of the equilibrated matrix A.
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If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, af need not be set.

On exit: if fact ¼ Nag NotFactored, af returns the factors L and U from the factorization
A ¼ PLU of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, af returns the factors L and U from the factorization
A ¼ PLU of the equilibrated matrix A (see the description of a for the form of the equilibrated
matrix).

If fact ¼ Nag Factored, af is unchanged from entry.

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array af.

Constraint: pdaf 	 max 1; nð Þ.

10: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains the pivot indices from the factorization
A ¼ PLU as computed by nag_zgetrf (f07arc); at the ith step row i of the matrix was
interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a row interchange was not required.

If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, ipiv need not be set.

On exit: if fact ¼ Nag NotFactored, ipiv contains the pivot indices from the factorization
A ¼ PLU of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, ipiv contains the pivot indices from the factorization
A ¼ PLU of the equilibrated matrix A.

If fact ¼ Nag Factored, ipiv is unchanged from entry.

11: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag RowEquilibration, row equilibration, i.e., A has been premultiplied by
DR;

if equed ¼ Nag ColumnEquilibration, column equilibration, i.e., A has been postmulti-
plied by DC ;

if equed ¼ Nag RowAndColumnEquilibration, both row and column equilibration, i.e., A
has been replaced by DRADC.

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration, Nag RowEquilibration,
Nag ColumnEquilibration or Nag RowAndColumnEquilibration.

12: r½dim� – double Input/Output

Note: the dimension, dim, of the array r must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, r need not be set.
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I f fact ¼ Nag Factored a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, r must contain the row scale factors for A, DR; each
element of r must be positive.

On exit: if fact ¼ Nag Factored, r is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag RowEquilibration or
Nag RowAndColumnEquilibration, r contains the row scale factors for A, DR, such that A is
multiplied on the left by DR; each element of r is positive.

13: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, c need not be set.

I f fact ¼ Nag Factored o r equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, c must contain the column scale factors for A, DC; each
element of c must be positive.

On exit: if fact ¼ Nag Factored, c is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag ColumnEquilibration or
Nag RowAndColumnEquilibration, c contains the row scale factors for A, DC ; each element
of c is positive.

14: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

I f trans ¼ Nag NoTrans a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DRB.

I f trans ¼ Nag Trans o r Nag ConjTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DCB.

15: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

16: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.
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On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed 6¼ Nag NoEquilibration, and the solution to the equilibrated system is D�1C X if
trans ¼ Nag NoTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, or D�1R X if trans ¼ Nag Trans or Nag ConjTrans and
equed ¼ Nag RowEquilibration or Nag RowAndColumnEquilibration.

17: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

18: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

19: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

20: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

21: recip growth factor – double * Output

On exit: if fail:code ¼ NE_NOERROR, the reciprocal pivot growth factor Ak k= Uk k, where :k k
denotes the maximum absolute element norm. If recip growth factor 1, the stability of the
LU factorization of (equilibrated) A could be poor. This also means that the solution x, condition
estimate rcond, and forward error bound ferr could be unreliable. If the factorization fails with
fail:code ¼ NE_SINGULAR, then recip growth factor contains the reciprocal pivot growth
factor for the leading fail:errnum columns of A.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

U is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 9.3 of Higham (2002)
for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgesvx (f07apc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgesvx (f07apc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 8
3n

3 floating-point operations.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 8n2 operations.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of this function is nag_dgesvx (f07abc).

10 Example

This example solves the equations

AX ¼ B;

where A is the general matrix

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�1:70� 14:10i 33:10� 1:50i �1:50þ 13:40i 12:90þ 13:80i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA

and

B ¼
26:26þ 51:78i 31:32� 6:70i
64:30� 86:80i 158:60� 14:20i
�5:75þ 25:31i �2:15þ 30:19i
1:16þ 2:57i �2:56þ 7:55i

0B@
1CA:
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Error estimates for the solutions, information on scaling, an estimate of the reciprocal of the condition
number of the scaled matrix A and an estimate of the reciprocal of the pivot growth factor for the
factorization of A are also output.

10.1 Program Text

/* nag_zgesvx (f07apc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double growth_factor, rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;

/* Arrays */
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *c = 0, *ferr = 0, *r = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgesvx (f07apc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
return exit_status;

}
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pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(c = NAG_ALLOC(n, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(r = NAG_ALLOC(n, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations AX = B for X using
* nag_zgesvx (f07apc).
*/

nag_zgesvx(order, Nag_EquilibrateAndFactor, Nag_NoTrans, n, nrhs, a, pda,
af, pdaf, ipiv, &equed, r, c, b, pdb, x, pdx, &rcond, ferr, berr,
&growth_factor, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_zgesvx (f07apc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
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printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print error bounds, condition number, the form of equilibration
* and the pivot growth factor
*/

printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n\n");
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowEquilibration)

printf("A has been row scaled as diag(R)*A\n");
else if (equed == Nag_ColumnEquilibration)

printf("A has been column scaled as A*diag(C)\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(R)*A*diag(C)\n");

printf("\nReciprocal condition number estimate of scaled matrix\n");
printf("%11.1e\n\n", rcond);
printf("Estimate of reciprocal pivot growth factor\n%11.1e\n",

growth_factor);

if (fail.code == NE_SINGULAR) {
printf("Error from nag_zgesvx (f07apc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(c);
NAG_FREE(ferr);
NAG_FREE(r);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_zgesvx (f07apc) Example Program Data

4 2 : n and nrhs

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-1.70,-14.10) ( 33.10, -1.50) (-1.50,13.40) (12.90,13.80)
(-3.29, -2.39) ( -1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) ( -0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) : matrix A

(26.26, 51.78) ( 31.32, -6.70)
(64.30,-86.80) (158.60,-14.20)
(-5.75, 25.31) ( -2.15, 30.19)
( 1.16, 2.57) ( -2.56, 7.55) : matrix B
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10.3 Program Results

nag_zgesvx (f07apc) Example Program Results

Solution(s)
1 2

1 ( 1.0000, 1.0000) (-1.0000,-2.0000)
2 ( 2.0000,-3.0000) ( 5.0000, 1.0000)
3 (-4.0000,-5.0000) (-3.0000, 4.0000)
4 ( 0.0000, 6.0000) ( 2.0000,-3.0000)

Backward errors (machine-dependent)
5.3e-17 4.8e-17

Estimated forward error bounds (machine-dependent)
5.8e-14 7.4e-14

A has been row scaled as diag(R)*A

Reciprocal condition number estimate of scaled matrix
1.0e-02

Estimate of reciprocal pivot growth factor
8.3e-01
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NAG Library Function Document

nag_zcgesv (f07aqc)

1 Purpose

nag_zcgesv (f07aqc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zcgesv (Nag_OrderType order, Integer n, Integer nrhs, Complex a[],
Integer pda, Integer ipiv[], const Complex b[], Integer pdb,
Complex x[], Integer pdx, Integer *iter, NagError *fail)

3 Description

nag_zcgesv (f07aqc) first attempts to factorize the matrix in single precision and use this factorization
within an iterative refinement procedure to produce a solution with double precision accuracy. If the
approach fails the method switches to a double precision factorization and solve.

The iterative refinement process is stopped if

iter > itermax;

where iter is the number of iterations carried out thus far and itermax is the maximum number of
iterations allowed, which is fixed at 30 iterations. The process is also stopped if for all right-hand sides
we have

residk k <
ffiffiffi
n
p

xk k Ak k�;

where residk k is the 1-norm of the residual, xk k is the 1-norm of the solution, Ak k is the
1-operator-norm of the matrix A and � is the machine precision returned by nag_machine_precision
(X02AJC).

The iterative refinement strategy used by nag_zcgesv (f07aqc) can be more efficient than the
corresponding direct full precision algorithm. Since this strategy must perform iterative refinement on
each right-hand side, any efficiency gains will reduce as the number of right-hand sides increases.
Conversely, as the matrix size increases the cost of these iterative refinements become less significant
relative to the cost of factorization. Thus, any efficiency gains will be greatest for a very small number
of right-hand sides and for large matrix sizes. The cut-off values for the number of right-hand sides and
matrix size, for which the iterative refinement strategy performs better, depends on the relative
performance of the reduced and full precision factorization and back-substitution. For now, nag_zcgesv
(f07aqc) always attempts the iterative refinement strategy first; you are advised to compare the
performance of nag_zcgesv (f07aqc) with that of its full precision counterpart nag_zgesv (f07anc) to
determine whether this strategy is worthwhile for your particular problem dimensions.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n coefficient matrix A.

On exit: if iterative refinement has been successfully used (i.e., if fail:code ¼ NE_NOERROR
and iter 	 0), then A is unchanged. If double precision factorization has been used (when
fail:code ¼ NE_NOERROR and iter < 0), A contains the factors L and U from the factorization
A ¼ PLU; the unit diagonal elements of L are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½n� – Integer Output

On exit: if no constraints are violated, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required. ipiv corresponds either to the single precision factorization (if
fail:code ¼ NE_NOERROR and iter 	 0) or to the double precision factorization (if fail:code ¼
NE_NOERROR and iter < 0).
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7: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

10: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

11: iter – Integer * Output

On exit: if iter > 0, iterative refinement has been successfully used and iter is the number of
iterations carried out.

If iter < 0, iterative refinement has failed for one of the reasons given below and double
precision factorization has been carried out instead.

iter ¼ �1
Taking into account machine parameters, and the values of n and nrhs, it is not worth
working in single precision.

iter ¼ �2
Overflow of an entry occurred when moving from double to single precision.

iter ¼ �3
An intermediate single precision factorization failed.

iter ¼ �31
The maximum permitted number of iterations was exceeded.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies the equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zcgesv (f07aqc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zcgesv (f07aqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dsgesv (f07acc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the general matrix

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA and b ¼

26:26þ 51:78i
6:43� 8:68i
�5:75þ 25:31i
1:16þ 2:57i

0B@
1CA:

10.1 Program Text

/* nag_zcgesv (f07aqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, iter, j, n, nrhs, pda, pdb, pdx;

/* Arrays */
Integer *ipiv = 0;
Complex *a = 0, *b = 0, *x = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

INIT_FAIL(fail);

printf("nag_zcgesv (f07aqc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
return exit_status;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;
order = Nag_ColMajor;

#define A(I, J) a[(J-1)*pda + I-1]
#define B(I, J) b[(J-1)*pdb + I-1]
#else

pdb = nrhs;
pdx = nrhs;
order = Nag_RowMajor;

#define A(I, J) a[(I-1)*pda + J-1]
#define B(I, J) b[(I-1)*pdb + J-1]
#endif

if (!(a = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else
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scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; i++)
for (j = 1; j <= nrhs; j++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using
* nag_zcgesv (f07aqc)
* Mixed precision complex system solver
*/

nag_zcgesv(order, n, nrhs, a, pda, ipiv, b, pdb, x, pdx, &iter, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zcgesv (f07aqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\n\nPivot indices\n");
for (i = 0; i < n; i++)

printf("%11" NAG_IFMT "%s", ipiv[i], (i + 1) % 4 ? " " : "\n");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A
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10.2 Program Data

nag_zcgesv (f07aqc) Example Program Data

4 1 : n, nrhs

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) : matrix A

(26.26,51.78) ( 6.43,-8.68) (-5.75,25.31) ( 1.16, 2.57) : vector b

10.3 Program Results

nag_zcgesv (f07aqc) Example Program Results

Solution(s)
1

1 ( 1.0000, 1.0000)
2 ( 2.0000,-3.0000)
3 (-4.0000,-5.0000)
4 ( 0.0000, 6.0000)

Pivot indices
3 2 3 4
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NAG Library Function Document

nag_zgetrf (f07arc)

1 Purpose

nag_zgetrf (f07arc) computes the LU factorization of a complex m by n matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgetrf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Integer ipiv[], NagError *fail)

3 Description

nag_zgetrf (f07arc) forms the LU factorization of a complex m by n matrix A as A ¼ PLU , where P
is a permutation matrix, L is lower triangular with unit diagonal elements (lower trapezoidal if m > n)
and U is upper triangular (upper trapezoidal if m < n). Usually A is square m ¼ nð Þ, and both L and U
are triangular. The function uses partial pivoting, with row interchanges.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: the factors L and U from the factorization A ¼ PLU; the unit diagonal elements of L
are not stored.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: ipiv½min m; nð Þ� – Integer Output

On exit: the pivot indices that define the permutation matrix. At the ith step, if ipiv½i � 1� > i
then row i of the matrix A was interchanged with row ipiv½i � 1�, for i ¼ 1; 2; . . . ;min m;nð Þ.
ipiv½i� 1� � i indicates that, at the ith step, a row interchange was not required.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, and division by zero will occur if it is used to solve a system of
equations.

7 Accuracy

The computed factors L and U are the exact factors of a perturbed matrix Aþ E, where
Ej j � c min m;nð Þð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_zgetrf (f07arc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgetrf (f07arc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 if m ¼ n (the usual case),
4
3n

2 3m� nð Þ if m > n and 4
3m

2 3n�mð Þ if m < n.

A call to this function with m ¼ n may be followed by calls to the functions:

nag_zgetrs (f07asc) to solve AX ¼ B, ATX ¼ B or AHX ¼ B;
nag_zgecon (f07auc) to estimate the condition number of A;

nag_zgetri (f07awc) to compute the inverse of A.

The real analogue of this function is nag_dgetrf (f07adc).

10 Example

This example computes the LU factorization of the matrix A, where

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA:
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10.1 Program Text

/* nag_zgetrf (f07arc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, ipiv_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgetrf (f07arc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
#else

pda = n;
#endif

ipiv_len = MIN(m, n);
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zgetrf (f07arc).
* LU factorization of complex m by n matrix
*/

nag_zgetrf(order, m, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrf (f07arc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print details of factorization */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%7.4f",
"Details of factorization", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\nipiv\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%12" NAG_IFMT "%s", ipiv[i - 1], i % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgetrf (f07arc) Example Program Data
4 4 :Values of M and N

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) :End of matrix A
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10.3 Program Results

nag_zgetrf (f07arc) Example Program Results

Details of factorization
1 2 3 4

1 (-3.2900,-2.3900) (-1.9100, 4.4200) (-0.1400,-1.3500) ( 1.7200, 1.3500)
2 ( 0.2376, 0.2560) ( 4.8952,-0.7114) (-0.4623, 1.6966) ( 1.2269, 0.6190)
3 (-0.1020,-0.7010) (-0.6691, 0.3689) (-5.1414,-1.1300) ( 0.9983, 0.3850)
4 (-0.5359, 0.2707) (-0.2040, 0.8601) ( 0.0082, 0.1211) ( 0.1482,-0.1252)

ipiv
3 2 3 4
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NAG Library Function Document

nag_zgetrs (f07asc)

1 Purpose

nag_zgetrs (f07asc) solves a complex system of linear equations with multiple right-hand sides,

AX ¼ B; ATX ¼ B or AHX ¼ B;

where A has been factorized by nag_zgetrf (f07arc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgetrs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Integer ipiv[],
Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zgetrs (f07asc) is used to solve a complex system of linear equations AX ¼ B, ATX ¼ B or
AHX ¼ B, the function must be preceded by a call to nag_zgetrf (f07arc) which computes the LU
factorization of A as A ¼ PLU . The solution is computed by forward and backward substitution.

If trans ¼ Nag NoTrans, the solution is computed by solving PLY ¼ B and then UX ¼ Y .
If trans ¼ Nag Trans, the solution is computed by solving UTY ¼ B and then LTPTX ¼ Y .

If trans ¼ Nag ConjTrans, the solution is computed by solving UHY ¼ B and then LHPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
AX ¼ B is solved for X.

trans ¼ Nag Trans
ATX ¼ B is solved for X.
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trans ¼ Nag ConjTrans
AHX ¼ B is solved for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_zgetrf (f07arc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_zgetrf (f07arc).

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ, and cond AHð Þ (which is the same as
cond ATð Þ) can be much larger (or smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zgerfs (f07avc), and an estimate
for �1 Að Þ can be obtained by calling nag_zgecon (f07auc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_zgetrs (f07asc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgetrs (f07asc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zgerfs (f07avc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dgetrs (f07aec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA

and

B ¼
26:26þ 51:78i 31:32� 6:70i
6:43� 8:68i 15:86� 1:42i
�5:75þ 25:31i �2:15þ 30:19i
1:16þ 2:57i �2:56þ 7:55i

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_zgetrf (f07arc).

10.1 Program Text

/* nag_zgetrs (f07asc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *b = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgetrs (f07asc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
ipiv_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
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#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_zgetrf (f07arc).
* LU factorization of complex m by n matrix
*/

nag_zgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrf (f07arc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute solution */
/* nag_zgetrs (f07asc).
* Solution of complex system of linear equations, multiple
* right-hand sides, matrix already factorized by nag_zgetrf
* (f07arc)
*/

nag_zgetrs(order, Nag_NoTrans, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrs (f07asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}
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10.2 Program Data

nag_zgetrs (f07asc) Example Program Data
4 2 :Values of N and NRHS

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) :End of matrix A
(26.26, 51.78) (31.32, -6.70)
( 6.43, -8.68) (15.86, -1.42)
(-5.75, 25.31) (-2.15, 30.19)
( 1.16, 2.57) (-2.56, 7.55) :End of matrix B

10.3 Program Results

nag_zgetrs (f07asc) Example Program Results

Solution(s)
1 2

1 ( 1.0000, 1.0000) (-1.0000,-2.0000)
2 ( 2.0000,-3.0000) ( 5.0000, 1.0000)
3 (-4.0000,-5.0000) (-3.0000, 4.0000)
4 ( 0.0000, 6.0000) ( 2.0000,-3.0000)
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NAG Library Function Document

nag_zgeequ (f07atc)

1 Purpose

nag_zgeequ (f07atc) computes real diagonal scaling matrices DR and DC intended to equilibrate a
complex m by n matrix A and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgeequ (Nag_OrderType order, Integer m, Integer n,
const Complex a[], Integer pda, double r[], double c[], double *rowcnd,
double *colcnd, double *amax, NagError *fail)

3 Description

nag_zgeequ (f07atc) computes the diagonal scaling matrices. The diagonal scaling matrices are chosen
to try to make the elements of largest absolute value in each row and column of the matrix B given by

B ¼ DRADC

have absolute value 1. The diagonal elements of DR and DC are restricted to lie in the safe range
�; 1=�ð Þ, where � is the value returned by function nag_real_safe_small_number (X02AMC). Use of
these scaling factors is not guaranteed to reduce the condition number of A but works well in practice.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

f07 – Linear Equations (LAPACK) f07atc

Mark 26 f07atc.1



4: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A whose scaling factors are to be computed.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: r½m� – double Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, r contains the row
scale factors, the diagonal elements of DR. The elements of r will be positive.

7: c½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, c contains the column scale factors, the diagonal
elements of DC . The elements of c will be positive.

8: rowcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, rowcnd contains
the ratio of the smallest value of r½i� 1� to the largest value of r½i� 1�. If rowcnd 	 0:1 and
amax is neither too large nor too small, it is not worth scaling by DR.

9: colcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR, colcnd contains the ratio of the smallest value of c½i� 1�
to the largest value of c½i� 1�.
If colcnd 	 0:1, it is not worth scaling by DC.

10: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_COL_ZERO

Column valueh i of A is exactly zero.

NE_MAT_ROW_ZERO

Row valueh i of A is exactly zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_zgeequ (f07atc) is not threaded in any implementation.

9 Further Comments

The real analogue of this function is nag_dgeequ (f07afc).

10 Example

This example equilibrates the general matrix A given by

A ¼
�1:34þ 2:55i 0:28þ 3:17ið Þ � 1010 �6:39� 2:20i
�1:70� 1:41i 3:31� 0:15ið Þ � 1010 �0:15þ 1:34i
2:41þ 0:39ið Þ � 10�10 �0:56þ 1:47i �0:83� 0:69ið Þ � 10�10

0@ 1A:
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Details of the scaling factors, and the scaled matrix are output.

10.1 Program Text

/* nag_zgeequ (f07atc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, colcnd, rowcnd, small;
Integer i, j, m, n, pda;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0;
double *c = 0, *r = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean scaled = Nag_FALSE;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeequ (f07atc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

m = n;
pda = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||
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!(c = NAG_ALLOC(n, double)) || !(r = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the n by n matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%11.2e",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Compute row and column scaling factors */
nag_zgeequ(order, n, n, a, pda, r, c, &rowcnd, &colcnd, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeequ (f07atc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print rowcnd, colcnd, amax and the scale factors */
printf("rowcnd = %10.1e, colcnd = %10.1e, amax = %10.1e\n\n", rowcnd,

colcnd, amax);
printf("Row scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", r[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n\nColumn scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", c[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1.0 / small;
if (colcnd < 0.1) {

/* column scale A */
scaled = Nag_TRUE;
for (j = 1; j <= n; ++j)

for (i = 1; i <= n; ++i) {
A(i, j).re *= c[j - 1];
A(i, j).im *= c[j - 1];

}
}
if (rowcnd < 0.1 || amax < small || amax > big) {
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/* row scale A */
scaled = Nag_TRUE;
for (j = 1; j <= n; ++j)

for (i = 1; i <= n; ++i) {
A(i, j).re *= r[i - 1];
A(i, j).im *= r[i - 1];

}
}
if (scaled) {

/* Print the scaled matrix using nag_gen_complx_mat_print_comp (x04dbc) */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, a, pda, Nag_BracketForm, 0,
"Scaled matrix", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(r);

return exit_status;
}

10.2 Program Data

nag_zgeequ (f07atc) Example Program Data

3 : n

(-1.34e+00, 2.55e+00) ( 0.28e+10, 3.17e+10) (-6.39e+00,-2.20e+00)
(-1.70e+00,-1.41e+00) ( 3.31e+10,-0.15e+10) (-0.15e+00, 1.34e+00)
( 2.41e-10, 0.39e-10) (-0.56e+00, 1.47e+00) (-0.83e-10,-0.69e-10) : matrix A

10.3 Program Results

nag_zgeequ (f07atc) Example Program Results

Matrix A
1 2

1 ( -1.34e+00, 2.55e+00) ( 2.80e+09, 3.17e+10)
2 ( -1.70e+00, -1.41e+00) ( 3.31e+10, -1.50e+09)
3 ( 2.41e-10, 3.90e-11) ( -5.60e-01, 1.47e+00)

3
1 ( -6.39e+00, -2.20e+00)
2 ( -1.50e-01, 1.34e+00)
3 ( -8.30e-11, -6.90e-11)

rowcnd = 5.9e-11, colcnd = 1.4e-10, amax = 3.5e+10

Row scale factors
2.90e-11 2.89e-11 4.93e-01

Column scale factors
7.25e+09 1.00e+00 4.02e+09
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Scaled matrix
1 2 3

1 ( -0.2816, 0.5359) ( 0.0812, 0.9188) ( -0.7439, -0.2561)
2 ( -0.3562, -0.2954) ( 0.9566, -0.0434) ( -0.0174, 0.1555)
3 ( 0.8607, 0.1393) ( -0.2759, 0.7241) ( -0.1642, -0.1365)
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NAG Library Function Document

nag_zgecon (f07auc)

1 Purpose

nag_zgecon (f07auc) estimates the condition number of a complex matrix A, where A has been
factorized by nag_zgetrf (f07arc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgecon (Nag_OrderType order, Nag_NormType norm, Integer n,
const Complex a[], Integer pda, double anorm, double *rcond,
NagError *fail)

3 Description

nag_zgecon (f07auc) estimates the condition number of a complex matrix A, in either the 1-norm or the
1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 AHð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function should be preceded by a call to nag_zge_norm (f16uac) to compute Ak k1 or Ak k1, and a
call to nag_zgetrf (f07arc) to compute the LU factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.
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norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_zgetrf (f07arc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: anorm – double Input

On entry: if norm ¼ Nag OneNorm, the 1-norm of the original matrix A.

If norm ¼ Nag InfNorm, the 1-norm of the original matrix A.

anorm may be computed by calling nag_zge_norm (f16uac) with the same value for the
argument norm.

anorm must be computed either before calling nag_zgetrf (f07arc) or else from a copy of the
original matrix A (see Section 10).

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zgecon (f07auc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zgecon (f07auc) involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 8n2 real floating-point operations but takes considerably longer than a call to nag_zgetrs
(f07asc) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The real analogue of this function is nag_dgecon (f07agc).
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10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_zgetrf (f07arc). The true condition number
in the 1-norm is 231:86.

10.1 Program Text

/* nag_zgecon (f07auc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>
#include <math.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer exit_status = 0;
Integer i, ipiv_len, j, n, pda;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgecon (f07auc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

#ifdef NAG_COLUMN_MAJOR
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pda = n;
#else

pda = n;
#endif

ipiv_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute norm of A */
/* nag_zge_norm (f16uac).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex general matrix
*/

nag_zge_norm(order, Nag_OneNorm, n, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize A */
/* nag_zgetrf (f07arc).
* LU factorization of complex m by n matrix
*/

nag_zgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrf (f07arc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zgecon (f07auc).
* Estimate condition number of complex matrix, matrix
* already factorized by nag_zgetrf (f07arc)
*/

nag_zgecon(order, Nag_OneNorm, n, a, pda, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgecon (f07auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number = %11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");
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END:
NAG_FREE(a);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgecon (f07auc) Example Program Data
4 :Value of N

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) :End of matrix A

10.3 Program Results

nag_zgecon (f07auc) Example Program Results

Estimate of condition number = 1.50e+02
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NAG Library Function Document

nag_zgerfs (f07avc)

1 Purpose

nag_zgerfs (f07avc) returns error bounds for the solution of a complex system of linear equations with
multiple right-hand sides, AX ¼ B, ATX ¼ B or AHX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgerfs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Complex af[],
Integer pdaf, const Integer ipiv[], const Complex b[], Integer pdb,
Complex x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zgerfs (f07avc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex system of linear equations with multiple right-hand sides AX ¼ B, ATX ¼ B or
AHX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_zgerfs (f07avc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: trans – Nag_TransType Input

On entry: indicates the form of the linear equations for which X is the computed solution as
follows:

trans ¼ Nag NoTrans
The linear equations are of the form AX ¼ B.

trans ¼ Nag Trans
The linear equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The linear equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n original matrix A as supplied to nag_zgetrf (f07arc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const Complex Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_zgetrf (f07arc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array af.

Constraint: pdaf 	 max 1; nð Þ.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_zgetrf (f07arc).
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10: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zgetrs (f07asc).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zgerfs (f07avc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgerfs (f07avc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 8n2 real operations.

The real analogue of this function is nag_dgerfs (f07ahc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA

and

B ¼
26:26þ 51:78i 31:32� 6:70i
6:43� 8:68i 15:86� 1:42i
�5:75þ 25:31i �2:15þ 30:19i
1:16þ 2:57i �2:56þ 7:55i

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_zgetrf (f07arc).

10.1 Program Text

/* nag_zgerfs (f07avc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
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#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer berr_len, i, ferr_len, ipiv_len, j, n, nrhs;
Integer pda, pdaf, pdb, pdx;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgerfs (f07avc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif
ipiv_len = n;
ferr_len = n;
berr_len = nrhs;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * n, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;
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}

/* Read A and B from data file, and copy A to AF and B to X */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AF */
/* nag_zgetrf (f07arc).
* LU factorization of complex m by n matrix
*/

nag_zgetrf(order, n, n, af, pdaf, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrf (f07arc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zgetrs (f07asc).
* Solution of complex system of linear equations, multiple
* right-hand sides, matrix already factorized by nag_zgetrf
* (f07arc)
*/

nag_zgetrs(order, Nag_NoTrans, n, nrhs, af, pdaf, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrs (f07asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zgerfs (f07avc).
* Refined solution with error bounds of complex system of
* linear equations, multiple right-hand sides
*/

nag_zgerfs(order, Nag_NoTrans, n, nrhs, a, pda, af, pdaf, ipiv, b, pdb, x,
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pdx, ferr, berr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgerfs (f07avc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nBackward errors (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");

printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 || j == nrhs ? "\n" : " ");
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgerfs (f07avc) Example Program Data
4 2 :Values of N and NRHS

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) :End of matrix A
(26.26, 51.78) (31.32, -6.70)
( 6.43, -8.68) (15.86, -1.42)
(-5.75, 25.31) (-2.15, 30.19)
( 1.16, 2.57) (-2.56, 7.55) :End of matrix B

10.3 Program Results

nag_zgerfs (f07avc) Example Program Results

Solution(s)
1 2

1 ( 1.0000, 1.0000) (-1.0000,-2.0000)
2 ( 2.0000,-3.0000) ( 5.0000, 1.0000)
3 (-4.0000,-5.0000) (-3.0000, 4.0000)
4 ( 0.0000, 6.0000) ( 2.0000,-3.0000)
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Backward errors (machine-dependent)
4.1e-17 8.7e-17

Estimated forward error bounds (machine-dependent)
5.8e-14 7.8e-14
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NAG Library Function Document

nag_zgetri (f07awc)

1 Purpose

nag_zgetri (f07awc) computes the inverse of a complex matrix A, where A has been factorized by
nag_zgetrf (f07arc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgetri (Nag_OrderType order, Integer n, Complex a[], Integer pda,
const Integer ipiv[], NagError *fail)

3 Description

nag_zgetri (f07awc) is used to compute the inverse of a complex matrix A, the function must be
preceded by a call to nag_zgetrf (f07arc), which computes the LU factorization of A as A ¼ PLU . The
inverse of A is computed by forming U�1 and then solving the equation XPL ¼ U�1 for X.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the LU factorization of A, as returned by nag_zgetrf (f07arc).

On exit: the factorization is overwritten by the n by n matrix A�1.
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4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_zgetrf (f07arc).

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is zero. U is singular, and the inverse of A cannot be computed.
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7 Accuracy

The computed inverse X satisfies a bound of the form:

XA� Ij j � c nð Þ� Xj jP Lj j Uj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied. See
Du Croz and Higham (1992).

8 Parallelism and Performance

nag_zgetri (f07awc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16
3 n

3 .

The real analogue of this function is nag_dgetri (f07ajc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
�1:34þ 2:55i 0:28þ 3:17i �6:39� 2:20i 0:72� 0:92i
�0:17� 1:41i 3:31� 0:15i �0:15þ 1:34i 1:29þ 1:38i
�3:29� 2:39i �1:91þ 4:42i �0:14� 1:35i 1:72þ 1:35i
2:41þ 0:39i �0:56þ 1:47i �0:83� 0:69i �1:96þ 0:67i

0B@
1CA:

Here A is nonsymmetric and must first be factorized by nag_zgetrf (f07arc).

10.1 Program Text

/* nag_zgetri (f07awc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
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/* The following line is needed to force the Microsoft linker
to load floating point support */

float force_loading_of_ms_float_support = 0;
#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgetri (f07awc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

ipiv_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zgetrf (f07arc).
* LU factorization of complex m by n matrix
*/

nag_zgetrf(order, n, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetrf (f07arc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute inverse of A */
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/* nag_zgetri (f07awc).
* Inverse of complex matrix, matrix already factorized by
* nag_zgetrf (f07arc)
*/

nag_zgetri(order, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgetri (f07awc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print inverse */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Inverse", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgetri (f07awc) Example Program Data
4 :Value of N

(-1.34, 2.55) ( 0.28, 3.17) (-6.39,-2.20) ( 0.72,-0.92)
(-0.17,-1.41) ( 3.31,-0.15) (-0.15, 1.34) ( 1.29, 1.38)
(-3.29,-2.39) (-1.91, 4.42) (-0.14,-1.35) ( 1.72, 1.35)
( 2.41, 0.39) (-0.56, 1.47) (-0.83,-0.69) (-1.96, 0.67) :End of matrix A

10.3 Program Results

nag_zgetri (f07awc) Example Program Results

Inverse
1 2 3 4

1 ( 0.0757,-0.4324) ( 1.6512,-3.1342) ( 1.2663, 0.0418) ( 3.8181, 1.1195)
2 (-0.1942, 0.0798) (-1.1900,-0.1426) (-0.2401,-0.5889) (-0.0101,-1.4969)
3 (-0.0957,-0.0491) ( 0.7371,-0.4290) ( 0.3224, 0.0776) ( 0.6887, 0.7891)
4 ( 0.3702,-0.5040) ( 3.7253,-3.1813) ( 1.7014, 0.7267) ( 3.9367, 3.3255)
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NAG Library Function Document

nag_dgbsv (f07bac)

1 Purpose

nag_dgbsv (f07bac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n band matrix, with kl subdiagonals and ku superdiagonals, and X and B are n by r
matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbsv (Nag_OrderType order, Integer n, Integer kl, Integer ku,
Integer nrhs, double ab[], Integer pdab, Integer ipiv[], double b[],
Integer pdb, NagError *fail)

3 Description

nag_dgbsv (f07bac) uses the LU decomposition with partial pivoting and row interchanges to factor A
as A ¼ PLU , where P is a permutation matrix, L is a product of permutation and unit lower triangular
matrices with kl subdiagonals, and U is upper triangular with kl þ kuð Þ superdiagonals. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.
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4: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n coefficient matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 for further details.

On exit: ab is overwritten by details of the factorization.

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ; n a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½n� – Integer Output

On exit: if no constraints are violated, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

f07bac NAG Library Manual

f07bac.2 Mark 26



Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of nag_dgbsv (f07bac), nag_dgbcon (f07bgc) can be used to estimate the condition
number of A and nag_dgbrfs (f07bhc) can be used to obtain approximate error bounds. Alternatives to
nag_dgbsv (f07bac), which return condition and error estimates directly are nag_real_band_lin_solve
(f04bbc) and nag_dgbsvx (f07bbc).

8 Parallelism and Performance

nag_dgbsv (f07bac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgbsv (f07bac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The band storage scheme for the array ab is illustrated by the following example, when n ¼ 6, kl ¼ 1,
and ku ¼ 2. Storage of the band matrix A in the array ab:

order ¼ Nag ColMajor
� � � þ þ þ
� � a13 a24 a35 a46
� a12 a23 a34 a45 a56

a11 a22 a33 a44 a55 a66
a21 a32 a43 a54 a65 �

order ¼ Nag RowMajor
� a11 a12 a13 þ

a21 a22 a23 a24 þ
a32 a33 a34 a35 þ
a43 a44 a45 a46 �
a54 a55 a56 � �
a65 a66 � � �

Array elements marked � need not be set and are not referenced by the function. Array elements
marked þ need not be set, but are defined on exit from the function and contain the elements u14, u25
and u36.
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The total number of floating-point operations required to solve the equations AX ¼ B depends upon the
pivoting required, but if n� kl þ ku then it is approximately bounded by O nkl kl þ kuð Þð Þ for the
factorization and O n 2kl þ kuð Þrð Þ for the solution following the factorization.

The complex analogue of this function is nag_zgbsv (f07bnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the band matrix

A ¼
�0:23 2:54 �3:66 0
�6:98 2:46 �2:73 �2:13
0 2:56 2:46 4:07
0 0 �4:78 �3:82

0B@
1CA and b ¼

4:42
27:13
�6:14
10:50

0B@
1CA:

Details of the LU factorization of A are also output.

10.1 Program Text

/* nag_dgbsv (f07bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, kl, ku, n, nrhs, pdab, pdb;

/* Arrays */
double *ab = 0, *b = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbsv (f07bac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nrhs);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nrhs);
#endif

if (n < 0 || kl < 0 || ku < 0 || nrhs < 0) {
printf("One or more of n, kl, ku or nrhs has illegal value\n");
exit_status = 1;
goto END;

}

pdab = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the band matrix A and the right hand side b from data file */
for (i = 1; i <= n; ++i)

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equations Ax = b for x using nag_dgbsv (f07bac). */
nag_dgbsv(order, n, kl, ku, nrhs, ab, pdab, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgbsv (f07bac).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}

/* Print details of the factorization */
printf("\n");
fflush(stdout);
nag_band_real_mat_print(order, n, n, kl, kl + ku, ab, pdab,

"Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Print pivot indices’ */
printf("\nPivot indices\n");
for (i = 1; i <= n; ++i)

printf("%11" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef AB
#undef B

10.2 Program Data

nag_dgbsv (f07bac) Example Program Data

4 1 2 : n, kl, ku
1 : nrhs

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 : matrix A

4.42
27.13
-6.14
10.50 : vector b

f07 – Linear Equations (LAPACK) f07bac

Mark 26 f07bac.7



10.3 Program Results

nag_dgbsv (f07bac) Example Program Results

Solution
-2.0000
3.0000
1.0000

-4.0000

Details of factorization
1 2 3 4

1 -6.9800 2.4600 -2.7300 -2.1300
2 0.0330 2.5600 2.4600 4.0700
3 0.9605 -5.9329 -3.8391
4 0.8057 -0.7269

Pivot indices
2 3 3 4
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NAG Library Function Document

nag_dgbsvx (f07bbc)

1 Purpose

nag_dgbsvx (f07bbc) uses the LU factorization to compute the solution to a real system of linear
equations

AX ¼ B or ATX ¼ B;

where A is an n by n band matrix with kl subdiagonals and ku superdiagonals, and X and B are n by r
matrices. Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_TransType trans, Integer n, Integer kl, Integer ku, Integer nrhs,
double ab[], Integer pdab, double afb[], Integer pdafb, Integer ipiv[],
Nag_EquilibrationType *equed, double r[], double c[], double b[],
Integer pdb, double x[], Integer pdx, double *rcond, double ferr[],
double berr[], double *recip_growth_factor, NagError *fail)

3 Description

nag_dgbsvx (f07bbc) performs the following steps:

1. Equilibration

The linear system to be solved may be badly scaled. However, the system can be equilibrated as a
first stage by setting fact ¼ Nag EquilibrateAndFactor. In this case, real scaling factors are
computed and these factors then determine whether the system is to be equilibrated. Equilibrated
forms of the systems AX ¼ B and ATX ¼ B are

DRADCð Þ D�1C X
� �

¼ DRB

and

DRADCð ÞT D�1R X
� �

¼ DCB;

respectively, where DR and DC are diagonal matrices, with positive diagonal elements, formed
from the computed scaling factors.

When equilibration is used, A will be overwritten by DRADC and B will be overwritten by DRB
(or DCB when the solution of ATX ¼ B is sought).

2. Factorization

The matrix A, or its scaled form, is copied and factored using the LU decomposition

A ¼ PLU;

where P is a permutation matrix, L is a unit lower triangular matrix, and U is upper triangular.

This stage can be by-passed when a factored matrix (with scaled matrices and scaling factors) are
supplied; for example, as provided by a previous call to nag_dgbsvx (f07bbc) with the same matrix
A.
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3. Condition Number Estimation

The LU factorization of A determines whether a solution to the linear system exists. If some
diagonal element of U is zero, then U is exactly singular, no solution exists and the function
returns with a failure. Otherwise the factorized form of A is used to estimate the condition number
of the matrix A. If the reciprocal of the condition number is less than machine precision then a
warning code is returned on final exit.

4. Solution

The (equilibrated) system is solved for X (D�1C X or D�1R X) using the factored form of A
(DRADC).

5. Iterative Refinement

Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for the computed solution.

6. Construct Solution Matrix X

If equilibration was used, the matrix X is premultiplied by DC (if trans ¼ Nag NoTrans) or DR (if
trans ¼ Nag Trans or Nag ConjTrans) so that it solves the original system before equilibration.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
afb and ipiv contain the factorized form of A. If equed 6¼ Nag NoEquilibration, the matrix
A has been equilibrated with scaling factors given by r and c. ab, afb and ipiv are not
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afb and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to afb and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.
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3: trans – Nag_TransType Input

On entry: specifies the form of the system of equations.

trans ¼ Nag NoTrans
AX ¼ B (No transpose).

trans ¼ Nag Trans or Nag ConjTrans
ATX ¼ B (Transpose).

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

6: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

7: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

8: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n coefficient matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 for further details.

If fact ¼ Nag Factored and equed 6¼ Nag NoEquilibration, A must have been equilibrated by the
scaling factors in r and/or c.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, ab is not modified.

If equed 6¼ Nag NoEquilibration then, if no constraints are violated, A is scaled as follows:

if equed ¼ Nag RowEquilibration, A ¼ DrA;

if equed ¼ Nag ColumnEquilibration, A ¼ ADc;

if equed ¼ Nag RowAndColumnEquilibration, A ¼ DrADc.
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9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

10: afb½dim� – double Input/Output

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, afb need not be set.

If fact ¼ Nag Factored, details of the LU factorization of the n by n band matrix A, as computed
by nag_dgbtrf (f07bdc).

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ; n a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

If equed 6¼ Nag NoEquilibration, afb is the factorized form of the equilibrated matrix A.

On exit: if fact ¼ Nag Factored, afb is unchanged from entry.

Otherwise, if no constraints are violated, then if fact ¼ Nag NotFactored, afb returns details of
the LU factorization of the band matrix A, and if fact ¼ Nag EquilibrateAndFactor, afb returns
details of the LU factorization of the equilibrated band matrix A (see the description of ab for
the form of the equilibrated matrix).

11: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array afb.

Constraint: pdafb 	 2� klþ kuþ 1.

12: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, ipiv need not be set.

If fact ¼ Nag Factored, ipiv contains the pivot indices from the factorization A ¼ LU , as
computed by nag_dgbtrf (f07bdc); row i of the matrix was interchanged with row ipiv½i� 1�.
On exit: if fact ¼ Nag Factored, ipiv is unchanged from entry.

Otherwise, if no constraints are violated, ipiv contains the pivot indices that define the
permutation matrix P ; at the ith step row i of the matrix was interchanged with row ipiv½i� 1�.
ipiv½i� 1� ¼ i indicates a row interchange was not required.

If fact ¼ Nag NotFactored, the pivot indices are those corresponding to the factorization A ¼ LU
of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, the pivot indices are those corresponding to the factorization
of A ¼ LU of the equilibrated matrix A.

13: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag RowEquilibration, row equilibration, i.e., A has been premultiplied by
DR;
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if equed ¼ Nag ColumnEquilibration, column equilibration, i.e., A has been postmulti-
plied by DC ;

if equed ¼ Nag RowAndColumnEquilibration, both row and column equilibration, i.e., A
has been replaced by DRADC.

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration, Nag RowEquilibration,
Nag ColumnEquilibration or Nag RowAndColumnEquilibration.

14: r½dim� – double Input/Output

Note: the dimension, dim, of the array r must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, r need not be set.

I f fact ¼ Nag Factored a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, r must contain the row scale factors for A, DR; each
element of r must be positive.

On exit: if fact ¼ Nag Factored, r is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag RowEquilibration or
Nag RowAndColumnEquilibration, r contains the row scale factors for A, DR, such that A is
multiplied on the left by DR; each element of r is positive.

15: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, c need not be set.

I f fact ¼ Nag Factored o r equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, c must contain the column scale factors for A, DC; each
element of c must be positive.

On exit: if fact ¼ Nag Factored, c is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag ColumnEquilibration or
Nag RowAndColumnEquilibration, c contains the row scale factors for A, DC ; each element
of c is positive.

16: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

I f trans ¼ Nag NoTrans a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DRB.

I f trans ¼ Nag Trans o r Nag ConjTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DCB.
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17: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

18: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed 6¼ Nag NoEquilibration, and the solution to the equilibrated system is D�1C X if
trans ¼ Nag NoTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, or D�1R X if trans ¼ Nag Trans or Nag ConjTrans and
equed ¼ Nag RowEquilibration or Nag RowAndColumnEquilibration.

19: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

20: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

21: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

22: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

23: recip growth factor – double * Output

On exit: if fail:code ¼ NE_NOERROR, the reciprocal pivot growth factor Ak k= Uk k, where :k k
denotes the maximum absolute element norm. If recip growth factor 1, the stability of the
LU factorization of (equilibrated) A could be poor. This also means that the solution x, condition
estimate rcond, and forward error bound ferr could be unreliable. If the factorization fails with
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fail:code ¼ NE_SINGULAR, then recip growth factor contains the reciprocal pivot growth
factor for the leading fail:errnum columns of A.

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.
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On entry, pdafb ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdafb 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

U is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 9.3 of Higham (2002)
for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgbsvx (f07bbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dgbsvx (f07bbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The band storage scheme for the array ab is illustrated by the following example, when n ¼ 6, kl ¼ 1,
and ku ¼ 2. Storage of the band matrix A in the array ab:

order ¼ Nag ColMajor
� � a13 a24 a35 a46
� a12 a23 a34 a45 a56

a11 a22 a33 a44 a55 a66
a21 a32 a43 a54 a65 �

order ¼ Nag RowMajor
� a11 a12 a13

a21 a22 a23 a24
a32 a33 a34 a35
a43 a44 a45 a46
a54 a55 a56 �
a65 a66 � �

The total number of floating-point operations required to solve the equations AX ¼ B depends upon the
pivoting required, but if n� kl þ ku then it is approximately bounded by O nkl kl þ kuð Þð Þ for the
factorization and O n 2kl þ kuð Þrð Þ for the solution following the factorization. The condition number
estimation typically requires between four and five solves and never more than eleven solves, following
the factorization. The solution is then refined, and the errors estimated, using iterative refinement; see
nag_dgbrfs (f07bhc) for information on the floating-point operations required.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of this function is nag_zgbsvx (f07bpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the band matrix

A ¼
�0:23 2:54 �3:66 0
�6:98 2:46 �2:73 �2:13
0 2:56 2:46 4:07
0 0 �4:78 �3:82

0B@
1CA and B ¼

4:42 �36:01
27:13 �31:67
�6:14 �1:16
10:50 �25:82

0B@
1CA:

Estimates for the backward errors, forward errors, condition number and pivot growth are also output,
together with information on the equilibration of A.

10.1 Program Text

/* nag_dgbsvx (f07bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double growth_factor, rcond;
Integer exit_status = 0, i, j, kl, ku, n, nrhs, pdab, pdafb, pdb, pdx;

/* Arrays */
double *ab = 0, *afb = 0, *b = 0, *berr = 0, *c = 0;
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double *ferr = 0, *r = 0, *x = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbsvx (f07bbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n,

&nrhs, &kl, &ku);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n,
&nrhs, &kl, &ku);

#endif
if (n < 0 || kl < 0 || ku < 0 || nrhs < 0) {

printf("Invalid n, kl, ku or nrhs\n");
exit_status = 1;
goto END;

}

pdab = kl + ku + 1;
pdafb = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdx = n;
pdb = n;

#else
pdx = nrhs;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(afb = NAG_ALLOC(pdafb * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(c = NAG_ALLOC(n, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(r = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the band matrix A and B from data file */
for (i = 1; i <= n; ++i)

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32
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scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = B for x using nag_dgbsvx (f07bbc). */
nag_dgbsvx(order, Nag_EquilibrateAndFactor, Nag_NoTrans, n, kl, ku, nrhs,

ab, pdab, afb, pdafb, ipiv, &equed, r, c, b, pdb, x, pdx, &rcond,
ferr, berr, &growth_factor, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_dgbsvx (f07bbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds, condition number, the form of equilibration
* and the pivot growth factor
*/

printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowEquilibration)

printf("A has been row scaled as diag(R)*A\n");
else if (equed == Nag_ColumnEquilibration)

printf("A has been column scaled as A*diag(C)\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(R)*A*diag(C)\n");

printf("\nEstimate of reciprocal pivot growth factor\n%11.1e\n",
growth_factor);

if (fail.code == NE_SINGULAR)
printf("Error from nag_dgbsvx (f07bbc).\n%s\n", fail.message);

END:
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NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(c);
NAG_FREE(ferr);
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef AB
#undef B

10.2 Program Data

nag_dgbsvx (f07bbc) Example Program Data
4 2 1 2 : n, nrhs, kl and ku

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 : matrix A

4.42 -36.01
27.13 -31.67
-6.14 -1.16
10.50 -25.82 : matrix B

10.3 Program Results

nag_dgbsvx (f07bbc) Example Program Results

Solution(s)
1 2

1 -2.0000 1.0000
2 3.0000 -4.0000
3 1.0000 7.0000
4 -4.0000 -2.0000

Backward errors (machine-dependent)
1.1e-16 9.9e-17

Estimated forward error bounds (machine-dependent)
1.6e-14 1.9e-14

Estimate of reciprocal condition number
1.8e-02

A has not been equilibrated

Estimate of reciprocal pivot growth factor
1.0e+00
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NAG Library Function Document

nag_dgbtrf (f07bdc)

1 Purpose

nag_dgbtrf (f07bdc) computes the LU factorization of a real m by n band matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbtrf (Nag_OrderType order, Integer m, Integer n, Integer kl,
Integer ku, double ab[], Integer pdab, Integer ipiv[], NagError *fail)

3 Description

nag_dgbtrf (f07bdc) forms the LU factorization of a real m by n band matrix A using partial pivoting,
with row interchanges. Usually m ¼ n, and then, if A has kl nonzero subdiagonals and ku nonzero
superdiagonals, the factorization has the form A ¼ PLU , where P is a permutation matrix, L is a lower
triangular matrix with unit diagonal elements and at most kl nonzero elements in each column, and U is
an upper triangular band matrix with kl þ ku superdiagonals.

Note that L is not a band matrix, but the nonzero elements of L can be stored in the same space as the
subdiagonal elements of A. U is a band matrix but with kl additional superdiagonals compared with A.
These additional superdiagonals are created by the row interchanges.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.
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4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 in nag_dgbsv (f07bac) for further details.

On exit: ab is overwritten by details of the factorization.

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ;m a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ;m a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½min m; nð Þ� – Integer Output

On exit: the pivot indices that define the permutation matrix. At the ith step, if ipiv½i � 1� > i
then row i of the matrix A was interchanged with row ipiv½i � 1�, for i ¼ 1; 2; . . . ;min m;nð Þ.
ipiv½i� 1� � i indicates that, at the ith step, a row interchange was not required.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, and division by zero will occur if it is used to solve a system of
equations.

7 Accuracy

The computed factors L and U are the exact factors of a perturbed matrix Aþ E, where
Ej j � c kð Þ�P Lj j Uj j;

c kð Þ is a modest linear function of k ¼ kl þ ku þ 1, and � is the machine precision. This assumes
k min m;nð Þ.

8 Parallelism and Performance

nag_dgbtrf (f07bdc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgbtrf (f07bdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations varies between approximately 2nkl ku þ 1ð Þ and
2nkl kl þ ku þ 1ð Þ, depending on the interchanges, assuming m ¼ n� kl and n� ku.

A call to nag_dgbtrf (f07bdc) may be followed by calls to the functions:

nag_dgbtrs (f07bec) to solve AX ¼ B or ATX ¼ B;
nag_dgbcon (f07bgc) to estimate the condition number of A.

The complex analogue of this function is nag_zgbtrf (f07brc).

10 Example

This example computes the LU factorization of the matrix A, where

A ¼
�0:23 2:54 �3:66 0:00
�6:98 2:46 �2:73 �2:13
0:00 2:56 2:46 4:07
0:00 0:00 �4:78 �3:82

0B@
1CA:

Here A is treated as a band matrix with one subdiagonal and two superdiagonals.

10.1 Program Text

/* nag_dgbtrf (f07bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, m, n, pdab;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *ab = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbtrf (f07bdc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m,
&n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m,

&n, &kl, &ku);
#endif

ipiv_len = MIN(m, n);
pdab = 2 * kl + ku + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * MAX(m, n), double)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dgbtrf (f07bdc).
* LU factorization of real m by n band matrix
*/

nag_dgbtrf(order, m, n, kl, ku, ab, pdab, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgbtrf (f07bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of factorization */
/* nag_band_real_mat_print (x04cec).
* Print real packed banded matrix (easy-to-use)
*/

fflush(stdout);
nag_band_real_mat_print(order, m, n, kl, kl + ku, ab, pdab,

"Details of factorization", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print pivot indices */
printf("\nipiv\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%10" NAG_IFMT "%s", ipiv[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n");
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END:
NAG_FREE(ab);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgbtrf (f07bdc) Example Program Data
4 4 1 2 :Values of M, N, KL and KU

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 :End of matrix AB

10.3 Program Results

nag_dgbtrf (f07bdc) Example Program Results

Details of factorization
1 2 3 4

1 -6.9800 2.4600 -2.7300 -2.1300
2 0.0330 2.5600 2.4600 4.0700
3 0.9605 -5.9329 -3.8391
4 0.8057 -0.7269

ipiv
2 3 3 4
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NAG Library Function Document

nag_dgbtrs (f07bec)

1 Purpose

nag_dgbtrs (f07bec) solves a real band system of linear equations with multiple right-hand sides,

AX ¼ B or ATX ¼ B;

where A has been factorized by nag_dgbtrf (f07bdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbtrs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer kl, Integer ku, Integer nrhs, const double ab[], Integer pdab,
const Integer ipiv[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dgbtrs (f07bec) is used to solve a real band system of linear equations AX ¼ B or ATX ¼ B, the
function must be preceded by a call to nag_dgbtrf (f07bdc) which computes the LU factorization of A
as A ¼ PLU . The solution is computed by forward and backward substitution.

If trans ¼ Nag NoTrans, the solution is computed by solving PLY ¼ B and then UX ¼ Y .
If trans ¼ Nag Trans or Nag ConjTrans, the solution is computed by solving UTY ¼ B and then
LTP TX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
AX ¼ B is solved for X.

trans ¼ Nag Trans or Nag ConjTrans
ATX ¼ B is solved for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the LU factorization of A, as returned by nag_dgbtrf (f07bdc).

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_dgbtrf (f07bdc).

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c kð Þ�P Lj j Uj j;

c kð Þ is a modest linear function of k ¼ kl þ ku þ 1, and � is the machine precision. This assumes
k n.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c kð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ, and cond ATð Þ can be much larger (or smaller)
than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dgbrfs (f07bhc), and an estimate
for �1 Að Þ can be obtained by calling nag_dgbcon (f07bgc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_dgbtrs (f07bec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgbtrs (f07bec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n 2kl þ kuð Þr, assuming n� kl and
n� ku.

This function may be followed by a call to nag_dgbrfs (f07bhc) to refine the solution and return an
error estimate.

The complex analogue of this function is nag_zgbtrs (f07bsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�0:23 2:54 �3:66 0:00
�6:98 2:46 �2:73 �2:13
0:00 2:56 2:46 4:07
0:00 0:00 �4:78 �3:82

0B@
1CA and B ¼

4:42 �36:01
27:13 �31:67
�6:14 �1:16
10:50 �25:82

0B@
1CA:

Here A is nonsymmetric and is treated as a band matrix, which must first be factorized by nag_dgbtrf
(f07bdc).
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10.1 Program Text

/* nag_dgbtrs (f07bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, n, nrhs, pdab, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *ab = 0, *b = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbtrs (f07bec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,
&nrhs, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,

&nrhs, &kl, &ku);
#endif

ipiv_len = n;
#ifdef NAG_COLUMN_MAJOR

pdab = 2 * kl + ku + 1;
pdb = n;

#else
pdab = 2 * kl + ku + 1;
pdb = nrhs;

#endif

/* Allocate memory */

f07 – Linear Equations (LAPACK) f07bec

Mark 26 f07bec.5



if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, double)) ||
!(b = NAG_ALLOC(nrhs * n, double)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dgbtrf (f07bdc).
* LU factorization of real m by n band matrix
*/

nag_dgbtrf(order, n, n, kl, ku, ab, pdab, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgbtrf (f07bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dgbtrs (f07bec).
* Solution of real band system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_dgbtrf (f07bdc)
*/

nag_dgbtrs(order, Nag_NoTrans, n, kl, ku, nrhs, ab, pdab, ipiv,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbtrs (f07bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

END:
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgbtrs (f07bec) Example Program Data
4 2 1 2 :Values of N, NRHS, KL and KU

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 :End of matrix A

4.42 -36.01
27.13 -31.67
-6.14 -1.16
10.50 -25.82 :End of matrix B

10.3 Program Results

nag_dgbtrs (f07bec) Example Program Results

Solution(s)
1 2

1 -2.0000 1.0000
2 3.0000 -4.0000
3 1.0000 7.0000
4 -4.0000 -2.0000
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NAG Library Function Document

nag_dgbequ (f07bfc)

1 Purpose

nag_dgbequ (f07bfc) computes diagonal scaling matrices DR and DC intended to equilibrate a real m
by n band matrix A of band width kl þ ku þ 1ð Þ, and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbequ (Nag_OrderType order, Integer m, Integer n, Integer kl,
Integer ku, const double ab[], Integer pdab, double r[], double c[],
double *rowcnd, double *colcnd, double *amax, NagError *fail)

3 Description

nag_dgbequ (f07bfc) computes the diagonal scaling matrices. The diagonal scaling matrices are chosen
to try to make the elements of largest absolute value in each row and column of the matrix B given by

B ¼ DRADC

have absolute value 1. The diagonal elements of DR and DC are restricted to lie in the safe range
�; 1=�ð Þ, where � is the value returned by function nag_real_safe_small_number (X02AMC). Use of
these scaling factors is not guaranteed to reduce the condition number of A but works well in practice.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals of the matrix A.

Constraint: kl 	 0.
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5: ku – Integer Input

On entry: ku, the number of superdiagonals of the matrix A.

Constraint: ku 	 0.

6: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n band matrix A whose scaling factors are to be computed.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 in nag_dgbsv (f07bac) for further details.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

8: r½m� – double Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, r contains the row
scale factors, the diagonal elements of DR. The elements of r will be positive.

9: c½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, c contains the column scale factors, the diagonal
elements of DC . The elements of c will be positive.

10: rowcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, rowcnd contains
the ratio of the smallest value of r½i� 1� to the largest value of r½i� 1�. If rowcnd 	 0:1 and
amax is neither too large nor too small, it is not worth scaling by DR.

11: colcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR, colcnd contains the ratio of the smallest value of c½i� 1�
to the largest value of c½i� 1�.
If colcnd 	 0:1, it is not worth scaling by DC.

12: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_COL_ZERO

Column valueh i of A is exactly zero.

NE_MAT_ROW_ZERO

Row valueh i of A is exactly zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_dgbequ (f07bfc) is not threaded in any implementation.
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9 Further Comments

The complex analogue of this function is nag_zgbequ (f07btc).

10 Example

This example equilibrates the band matrix A given by

A ¼
�0:23 2:54 �3:66� 10�10 0
�6:98� 1010 2:46� 1010 �2:73 �2:13� 1010

0 2:56 2:46� 10�10 4:07
0 0 �4:78� 10�10 �3:82

0BB@
1CCA:

Details of the scaling factors, and the scaled matrix are output.

10.1 Program Text

/* nag_dgbequ (f07bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, colcnd, rowcnd, small;
Integer exit_status = 0, i, j, kl, ku, n, pdab;

/* Arrays */
double *ab = 0, *c = 0, *r = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean scaled = Nag_FALSE;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbequ (f07bfc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);

#endif
if (n < 0 || kl < 0 || ku < 0) {

printf("Invalid n or kl or ku\n");
exit_status = 1;
goto END;

}
/* Allocate arrays */
pdab = kl + ku + 1;
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(c = NAG_ALLOC(n, double)) || !(r = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the band matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_band_real_mat_print (x04cec). */
fflush(stdout);
nag_band_real_mat_print(order, n, n, kl, ku, ab, pdab, "Matrix A", 0,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n");
/* Compute row and column scaling factors using nag_dgbequ (f07bfc). */
nag_dgbequ(order, n, n, kl, ku, ab, pdab, r, c, &rowcnd, &colcnd, &amax,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgbequ (f07bfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print rowcnd, colcnd, amax and the scale factors */
printf("rowcnd = %10.1e, colcnd = %10.1e, amax = %10.1e\n\n", rowcnd,

colcnd, amax);
printf("Row scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", r[i - 1], i % 7 == 0 ? "\n" : " ");

printf("\n\nColumn scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", c[i - 1], i % 7 == 0 ? "\n" : " ");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / nag_machine_precision * nag_real_base;
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big = 1.0 / small;
if (colcnd < 0.1) {

scaled = Nag_TRUE;
/* column scale A */
for (j = 1; j <= n; ++j)

for (i = MAX(1, j - ku); i <= MIN(n, j + kl); ++i)
AB(i, j) *= c[j - 1];

}
if (rowcnd < 0.1 || amax < small || amax > big) {

/* row scale A */
scaled = Nag_TRUE;
for (j = 1; j <= n; ++j)

for (i = MAX(1, j - ku); i <= MIN(n, j + kl); ++i)
AB(i, j) *= r[i - 1];

}
if (scaled) {

/* Print the row and column scaled matrix using
* nag_band_real_mat_print (x04cec).
*/

printf("\n\n");
fflush(stdout);
nag_band_real_mat_print(order, n, n, kl, ku, ab, pdab, "Scaled matrix",

0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(ab);
NAG_FREE(c);
NAG_FREE(r);

return exit_status;
}

10.2 Program Data

nag_dgbequ (f07bfc) Example Program Data
4 1 2 : n, kl and ku

-2.30e-01 2.54e+00 -3.66e-10
-6.98e+10 2.46e+10 -2.73e+00 -2.13e+10

2.56e+00 2.46e-10 4.07e+00
-4.78e-10 -3.82e+00 : matrix A

10.3 Program Results

nag_dgbequ (f07bfc) Example Program Results

Matrix A
1 2 3 4

1 -2.3000e-01 2.5400e+00 -3.6600e-10
2 -6.9800e+10 2.4600e+10 -2.7300e+00 -2.1300e+10
3 2.5600e+00 2.4600e-10 4.0700e+00
4 -4.7800e-10 -3.8200e+00

rowcnd = 3.6e-11, colcnd = 1.4e-10, amax = 7.0e+10

Row scale factors
3.94e-01 1.43e-11 2.46e-01 2.62e-01

Column scale factors
1.00e+00 1.00e+00 6.94e+09 1.00e+00

Scaled matrix
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1 2 3 4
1 -0.0906 1.0000 -1.0000
2 -1.0000 0.3524 -0.2714 -0.3052
3 0.6290 0.4195 1.0000
4 -0.8684 -1.0000
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NAG Library Function Document

nag_dgbcon (f07bgc)

1 Purpose

nag_dgbcon (f07bgc) estimates the condition number of a real band matrix A, where A has been
factorized by nag_dgbtrf (f07bdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbcon (Nag_OrderType order, Nag_NormType norm, Integer n,
Integer kl, Integer ku, const double ab[], Integer pdab,
const Integer ipiv[], double anorm, double *rcond, NagError *fail)

3 Description

nag_dgbcon (f07bgc) estimates the condition number of a real band matrix A, in either the 1-norm or
the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function should be preceded by a call to nag_dgb_norm (f16rbc) to compute Ak k1 or Ak k1, and a
call to nag_dgbtrf (f07bdc) to compute the LU factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

f07 – Linear Equations (LAPACK) f07bgc

Mark 26 f07bgc.1



norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the LU factorization of A, as returned by nag_dgbtrf (f07bdc).

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_dgbtrf (f07bdc).

9: anorm – double Input

On entry: if norm ¼ Nag OneNorm, the 1-norm of the original matrix A.

If norm ¼ Nag InfNorm, the 1-norm of the original matrix A.

anorm may be computed by calling nag_dgb_norm (f16rbc) with the same value for the
argument norm.

anorm must be computed either before calling nag_dgbtrf (f07bdc) or else from a copy of the
original matrix A (see Section 10).

Constraint: anorm 	 0:0.

10: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f07bgc NAG Library Manual

f07bgc.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dgbcon (f07bgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

A call to nag_dgbcon (f07bgc) involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 2n 2kl þ kuð Þ floating-point operations (assuming n� kl and n� ku) but takes
considerably longer than a call to nag_dgbtrs (f07bec) with one right-hand side, because extra care
is taken to avoid overflow when A is approximately singular.

The complex analogue of this function is nag_zgbcon (f07buc).

10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
�0:23 2:54 �3:66 0:00
�6:98 2:46 �2:73 �2:13
0:00 2:56 2:46 4:07
0:00 0:00 �4:78 �3:82

0B@
1CA:

Here A is nonsymmetric and is treated as a band matrix, which must first be factorized by nag_dgbtrf
(f07bdc). The true condition number in the 1-norm is 56:40.

10.1 Program Text

/* nag_dgbcon (f07bgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, n, pdab;
Integer exit_status = 0;
double anorm, rcond, sum;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *ab = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbcon (f07bgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);
#endif

ipiv_len = n;
pdab = 2 * kl + ku + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, double)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read AB from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute norm of A */
anorm = 0.0;
for (j = 1; j <= n; ++j) {

sum = 0.0;
for (i = MAX(j - ku, 1); i <= MIN(j + kl, n); ++i)

sum = sum + ABS(AB(i, j));
anorm = MAX(anorm, sum);

}
/* Factorize A */
/* nag_dgbtrf (f07bdc).
* LU factorization of real m by n band matrix
*/

nag_dgbtrf(order, n, n, kl, ku, ab, pdab, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgbtrf (f07bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_dgbcon (f07bgc).
* Estimate condition number of real band matrix, matrix
* already factorized by nag_dgbtrf (f07bdc)
*/

nag_dgbcon(order, Nag_OneNorm, n, kl, ku, ab, pdab, ipiv,
anorm, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbcon (f07bgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print condition number */
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond > nag_machine_precision)
printf("Estimate of condition number = %11.2e\n", 1.0 / rcond);

else

f07 – Linear Equations (LAPACK) f07bgc

Mark 26 f07bgc.5



printf("A is singular to working precision\n");
END:

NAG_FREE(ab);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgbcon (f07bgc) Example Program Data
4 1 2 :Values of N, KL and KU

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 :End of matrix A

10.3 Program Results

nag_dgbcon (f07bgc) Example Program Results

Estimate of condition number = 5.64e+01
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NAG Library Function Document

nag_dgbrfs (f07bhc)

1 Purpose

nag_dgbrfs (f07bhc) returns error bounds for the solution of a real band system of linear equations with
multiple right-hand sides, AX ¼ B or ATX ¼ B. It improves the solution by iterative refinement, in
order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgbrfs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer kl, Integer ku, Integer nrhs, const double ab[], Integer pdab,
const double afb[], Integer pdafb, const Integer ipiv[],
const double b[], Integer pdb, double x[], Integer pdx, double ferr[],
double berr[], NagError *fail)

3 Description

nag_dgbrfs (f07bhc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real band system of linear equations with multiple right-hand sides AX ¼ B or ATX ¼ B.
The function handles each right-hand side vector (stored as a column of the matrix B) independently, so
we describe the function of nag_dgbrfs (f07bhc) in terms of a single right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: trans – Nag_TransType Input

On entry: indicates the form of the linear equations for which X is the computed solution.

trans ¼ Nag NoTrans
The linear equations are of the form AX ¼ B.

trans ¼ Nag Trans or Nag ConjTrans
The linear equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the original n by n band matrix A as supplied to nag_dgbtrf (f07bdc) but with reduced
requirements since the matrix is not factorized.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 in nag_dgbsv (f07bac) for further details.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

9: afb½dim� – const double Input

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: the LU factorization of A, as returned by nag_dgbtrf (f07bdc).
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10: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array afb.

Constraint: pdafb 	 2� klþ kuþ 1.

11: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_dgbtrf (f07bdc).

12: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

14: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dgbtrs (f07bec).

On exit: the improved solution matrix X.

15: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

16: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.
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17: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.
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On entry, pdafb ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdafb 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dgbrfs (f07bhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgbrfs (f07bhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 4n kl þ kuð Þ
floating-point operations. Each step of iterative refinement involves an additional 2n 4kl þ 3kuð Þ
operations. This assumes n� kl and n� ku. At most five steps of iterative refinement are performed,
but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 2n 2kl þ kuð Þ operations.
The complex analogue of this function is nag_zgbrfs (f07bvc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�0:23 2:54 �3:66 0:00
�6:98 2:46 �2:73 �2:13
0:00 2:56 2:46 4:07
0:00 0:00 �4:78 �3:82

0B@
1CA and B ¼

4:42 �36:01
27:13 �31:67
�6:14 �1:16
10:50 �25:82

0B@
1CA:

Here A is nonsymmetric and is treated as a band matrix, which must first be factorized by nag_dgbtrf
(f07bdc).
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10.1 Program Text

/* nag_dgbrfs (f07bhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, n, nrhs, pdab, pdafb, pdb, pdx;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *ab = 0, *afb = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]
#define AFB(I, J) afb[(J-1)*pdafb + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define AFB(I, J) afb[(I-1)*pdafb + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbrfs (f07bhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,
&nrhs, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,

&nrhs, &kl, &ku);
#endif

ipiv_len = n;
pdab = kl + ku + 1;
pdafb = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif
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/* Allocate memory */
if (!(ab = NAG_ALLOC((kl + ku + 1) * n, double)) ||

!(afb = NAG_ALLOC((2 * kl + ku + 1) * n, double)) ||
!(b = NAG_ALLOC(nrhs * n, double)) ||
!(x = NAG_ALLOC(nrhs * n, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Set A to zero to avoid referencing unitialized elements */
for (i = 0; i < n * (kl + ku + 1); ++i)

ab[i] = 0.0;
/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AFB and B to X */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
AFB(i, j) = AB(i, j);

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}
/* Factorize A in the array AFB */
/* nag_dgbtrf (f07bdc).
* LU factorization of real m by n band matrix
*/

nag_dgbtrf(order, n, n, kl, ku, afb, pdafb, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgbtrf (f07bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_dgbtrs (f07bec).
* Solution of real band system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_dgbtrf (f07bdc)
*/

nag_dgbtrs(order, Nag_NoTrans, n, kl, ku, nrhs, afb, pdafb, ipiv,
x, pdx, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbtrs (f07bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dgbrfs (f07bhc).
* Refined solution with error bounds of real band system of
* linear equations, multiple right-hand sides
*/

nag_dgbrfs(order, Nag_NoTrans, n, kl, ku, nrhs, ab, pdab, afb, pdafb,
ipiv, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbrfs (f07bhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print forward and backward errors */
printf("\nBackward errors (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\nEstimated forward error bounds (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n");
END:

NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgbrfs (f07bhc) Example Program Data
4 2 1 2 :Values of N, NRHS, KL and KU

-0.23 2.54 -3.66
-6.98 2.46 -2.73 -2.13

2.56 2.46 4.07
-4.78 -3.82 :End of matrix A

4.42 -36.01
27.13 -31.67
-6.14 -1.16
10.50 -25.82 :End of matrix B

f07bhc NAG Library Manual

f07bhc.8 Mark 26



10.3 Program Results

nag_dgbrfs (f07bhc) Example Program Results

Solution(s)
1 2

1 -2.0000 1.0000
2 3.0000 -4.0000
3 1.0000 7.0000
4 -4.0000 -2.0000

Backward errors (machine-dependent)
1.1e-16 9.9e-17

Estimated forward error bounds (machine-dependent)
1.6e-14 1.9e-14
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NAG Library Function Document

nag_zgbsv (f07bnc)

1 Purpose

nag_zgbsv (f07bnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n band matrix, with kl subdiagonals and ku superdiagonals, and X and B are n by r
matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbsv (Nag_OrderType order, Integer n, Integer kl, Integer ku,
Integer nrhs, Complex ab[], Integer pdab, Integer ipiv[], Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zgbsv (f07bnc) uses the LU decomposition with partial pivoting and row interchanges to factor A
as A ¼ PLU , where P is a permutation matrix, L is a product of permutation and unit lower triangular
matrices with kl subdiagonals, and U is upper triangular with kl þ kuð Þ superdiagonals. The factored
form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.
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4: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n coefficient matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 for further details.

On exit: ab is overwritten by details of the factorization.

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ; n a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½n� – Integer Output

On exit: if no constraints are violated, the pivot indices that define the permutation matrix P ; at
the ith step row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� ¼ i indicates a
row interchange was not required.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of nag_zgbsv (f07bnc), nag_zgbcon (f07buc) can be used to estimate the condition
number of A and nag_zgbrfs (f07bvc) can be used to obtain approximate error bounds. Alternatives to
nag_zgbsv (f07bnc), which return condition and error estimates directly are nag_complex_band_lin_
solve (f04cbc) and nag_zgbsvx (f07bpc).

8 Parallelism and Performance

nag_zgbsv (f07bnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgbsv (f07bnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The band storage scheme for the array ab is illustrated by the following example, when n ¼ 6, kl ¼ 1,
and ku ¼ 2. Storage of the band matrix A in the array ab:

order ¼ Nag ColMajor
� � � þ þ þ
� � a13 a24 a35 a46
� a12 a23 a34 a45 a56

a11 a22 a33 a44 a55 a66
a21 a32 a43 a54 a65 �

order ¼ Nag RowMajor
� a11 a12 a13 þ

a21 a22 a23 a24 þ
a32 a33 a34 a35 þ
a43 a44 a45 a46 �
a54 a55 a56 � �
a65 a66 � � �

Array elements marked � need not be set and are not referenced by the function. Array elements
marked þ need not be set, but are defined on exit from the function and contain the elements u14, u25
and u36.
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The total number of floating-point operations required to solve the equations AX ¼ B depends upon the
pivoting required, but if n� kl þ ku then it is approximately bounded by O nkl kl þ kuð Þð Þ for the
factorization and O n 2kl þ kuð Þrð Þ for the solution following the factorization.

The real analogue of this function is nag_dgbsv (f07bac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the band matrix

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0

6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0 �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0 0 4:48� 1:09i �0:46� 1:72i

0B@
1CA

and

b ¼
�1:06þ 21:50i
�22:72� 53:90i
28:24� 38:60i
�34:56þ 16:73i

0B@
1CA:

Details of the LU factorization of A are also output.

10.1 Program Text

/* nag_zgbsv (f07bnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, kl, ku, n, nrhs, pdab, pdb;

/* Arrays */
Complex *ab = 0, *b = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_zgbsv (f07bnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kl, &ku);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nrhs);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nrhs);
#endif

if (n < 0 || kl < 0 || ku < 0 || nrhs < 0) {
printf("Invalid n, kl, ku or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdab = 2 * kl + ku + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the band matrix A and the right hand side b from data file */
for (i = 1; i <= n; ++i)

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_zgbsv (f07bnc). */
nag_zgbsv(order, n, kl, ku, nrhs, ab, pdab, ipiv, b, pdb, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbsv (f07bnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}
printf("\n");

/* Print details of the factorization using
* nag_band_complx_mat_print_comp (x04dfc).
*/

fflush(stdout);
nag_band_complx_mat_print_comp(order, n, n, kl, kl + ku, ab, pdab,

Nag_BracketForm, "%7.4f",
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Print pivot indices’ */
printf("\nPivot indices\n");
for (i = 1; i <= n; ++i)

printf("%11" NAG_IFMT "", ipiv[i - 1]);
printf("\n");

END:
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}

#undef AB
#undef B

10.2 Program Data

nag_zgbsv (f07bnc) Example Program Data
4 1 2 : n, kl, ku
1 : nrhs

( -1.65, 2.26) ( -2.05, -0.85) ( 0.97, -2.84)
( 0.00, 6.30) ( -1.48, -1.75) ( -3.99, 4.01) ( 0.59, -0.48)

( -0.77, 2.83) ( -1.06, 1.94) ( 3.33, -1.04)
( 4.48, -1.09) ( -0.46, -1.72) : matrix A

( -1.06, 21.50)
(-22.72,-53.90)
( 28.24,-38.60)
(-34.56, 16.73) : vector b

10.3 Program Results

nag_zgbsv (f07bnc) Example Program Results

Solution
(-3.0000, 2.0000)
( 1.0000, -7.0000)
(-5.0000, 4.0000)
( 6.0000, -8.0000)

Details of factorization
1 2 3 4
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1 ( 0.0000, 6.3000) (-1.4800,-1.7500) (-3.9900, 4.0100) ( 0.5900,-0.4800)
2 ( 0.3587, 0.2619) (-0.7700, 2.8300) (-1.0600, 1.9400) ( 3.3300,-1.0400)
3 ( 0.2314, 0.6358) ( 4.9303,-3.0086) (-1.7692,-1.8587)
4 ( 0.7604, 0.2429) ( 0.4338, 0.1233)

Pivot indices
2 3 3 4
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NAG Library Function Document

nag_zgbsvx (f07bpc)

1 Purpose

nag_zgbsvx (f07bpc) uses the LU factorization to compute the solution to a complex system of linear
equations

AX ¼ B; ATX ¼ B or AHX ¼ B;

where A is an n by n band matrix with kl subdiagonals and ku superdiagonals, and X and B are n by r
matrices. Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_TransType trans, Integer n, Integer kl, Integer ku, Integer nrhs,
Complex ab[], Integer pdab, Complex afb[], Integer pdafb,
Integer ipiv[], Nag_EquilibrationType *equed, double r[], double c[],
Complex b[], Integer pdb, Complex x[], Integer pdx, double *rcond,
double ferr[], double berr[], double *recip_growth_factor,
NagError *fail)

3 Description

nag_zgbsvx (f07bpc) performs the following steps:

1. Equilibration

The linear system to be solved may be badly scaled. However, the system can be equilibrated as a
first stage by setting fact ¼ Nag EquilibrateAndFactor. In this case, real scaling factors are
computed and these factors then determine whether the system is to be equilibrated. Equilibrated
forms of the systems AX ¼ B, ATX ¼ B and AHX ¼ B are

DRADCð Þ D�1C X
� �

¼ DRB;

DRADCð ÞT D�1R X
� �

¼ DCB;

and

DRADCð ÞH D�1R X
� �

¼ DCB;

respectively, where DR and DC are diagonal matrices, with positive diagonal elements, formed
from the computed scaling factors.

When equilibration is used, A will be overwritten by DRADC and B will be overwritten by DRB
(or DCB when the solution of ATX ¼ B or AHX ¼ B is sought).

2. Factorization

The matrix A, or its scaled form, is copied and factored using the LU decomposition

A ¼ PLU;

where P is a permutation matrix, L is a unit lower triangular matrix, and U is upper triangular.

This stage can be by-passed when a factored matrix (with scaled matrices and scaling factors) are
supplied; for example, as provided by a previous call to nag_zgbsvx (f07bpc) with the same matrix
A.

f07 – Linear Equations (LAPACK) f07bpc

Mark 26 f07bpc.1



3. Condition Number Estimation

The LU factorization of A determines whether a solution to the linear system exists. If some
diagonal element of U is zero, then U is exactly singular, no solution exists and the function
returns with a failure. Otherwise the factorized form of A is used to estimate the condition number
of the matrix A. If the reciprocal of the condition number is less than machine precision then a
warning code is returned on final exit.

4. Solution

The (equilibrated) system is solved for X (D�1C X or D�1R X) using the factored form of A
(DRADC).

5. Iterative Refinement

Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for the computed solution.

6. Construct Solution Matrix X

If equilibration was used, the matrix X is premultiplied by DC (if trans ¼ Nag NoTrans) or DR (if
trans ¼ Nag Trans or Nag ConjTrans) so that it solves the original system before equilibration.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
afb and ipiv contain the factorized form of A. If equed 6¼ Nag NoEquilibration, the matrix
A has been equilibrated with scaling factors given by r and c. ab, afb and ipiv are not
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afb and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to afb and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.
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3: trans – Nag_TransType Input

On entry: specifies the form of the system of equations.

trans ¼ Nag NoTrans
AX ¼ B (No transpose).

trans ¼ Nag Trans
ATX ¼ B (Transpose).

trans ¼ Nag ConjTrans
AHX ¼ B (Conjugate transpose).

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

6: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

7: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

8: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n coefficient matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 for further details.

If fact ¼ Nag Factored and equed 6¼ Nag NoEquilibration, A must have been equilibrated by the
scaling factors in r and/or c.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, ab is not modified.

If equed 6¼ Nag NoEquilibration then, if no constraints are violated, A is scaled as follows:

if equed ¼ Nag RowEquilibration, A ¼ DrA;

if equed ¼ Nag ColumnEquilibration, A ¼ ADc;

if equed ¼ Nag RowAndColumnEquilibration, A ¼ DrADc.
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9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

10: afb½dim� – Complex Input/Output

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, afb need not be set.

If fact ¼ Nag Factored, details of the LU factorization of the n by n band matrix A, as computed
by nag_zgbtrf (f07brc).

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ; n a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

If equed 6¼ Nag NoEquilibration, afb is the factorized form of the equilibrated matrix A.

On exit: if fact ¼ Nag Factored, afb is unchanged from entry.

Otherwise, if no constraints are violated, then if fact ¼ Nag NotFactored, afb returns details of
the LU factorization of the band matrix A, and if fact ¼ Nag EquilibrateAndFactor, afb returns
details of the LU factorization of the equilibrated band matrix A (see the description of ab for
the form of the equilibrated matrix).

11: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array afb.

Constraint: pdafb 	 2� klþ kuþ 1.

12: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, ipiv need not be set.

If fact ¼ Nag Factored, ipiv contains the pivot indices from the factorization A ¼ LU , as
computed by nag_dgbtrf (f07bdc); row i of the matrix was interchanged with row ipiv½i� 1�.
On exit: if fact ¼ Nag Factored, ipiv is unchanged from entry.

Otherwise, if no constraints are violated, ipiv contains the pivot indices that define the
permutation matrix P ; at the ith step row i of the matrix was interchanged with row ipiv½i� 1�.
ipiv½i� 1� ¼ i indicates a row interchange was not required.

If fact ¼ Nag NotFactored, the pivot indices are those corresponding to the factorization A ¼ LU
of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, the pivot indices are those corresponding to the factorization
of A ¼ LU of the equilibrated matrix A.

13: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag RowEquilibration, row equilibration, i.e., A has been premultiplied by
DR;
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if equed ¼ Nag ColumnEquilibration, column equilibration, i.e., A has been postmulti-
plied by DC ;

if equed ¼ Nag RowAndColumnEquilibration, both row and column equilibration, i.e., A
has been replaced by DRADC.

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration, Nag RowEquilibration,
Nag ColumnEquilibration or Nag RowAndColumnEquilibration.

14: r½dim� – double Input/Output

Note: the dimension, dim, of the array r must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, r need not be set.

I f fact ¼ Nag Factored a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, r must contain the row scale factors for A, DR; each
element of r must be positive.

On exit: if fact ¼ Nag Factored, r is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag RowEquilibration or
Nag RowAndColumnEquilibration, r contains the row scale factors for A, DR, such that A is
multiplied on the left by DR; each element of r is positive.

15: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, c need not be set.

I f fact ¼ Nag Factored o r equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, c must contain the column scale factors for A, DC; each
element of c must be positive.

On exit: if fact ¼ Nag Factored, c is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag ColumnEquilibration or
Nag RowAndColumnEquilibration, c contains the row scale factors for A, DC ; each element
of c is positive.

16: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

I f trans ¼ Nag NoTrans a n d equed ¼ Nag RowEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DRB.

I f trans ¼ Nag Trans o r Nag ConjTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, b is overwritten by DCB.
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17: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

18: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed 6¼ Nag NoEquilibration, and the solution to the equilibrated system is D�1C X if
trans ¼ Nag NoTrans a n d equed ¼ Nag ColumnEquilibration o r
Nag RowAndColumnEquilibration, or D�1R X if trans ¼ Nag Trans or Nag ConjTrans and
equed ¼ Nag RowEquilibration or Nag RowAndColumnEquilibration.

19: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

20: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

21: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

22: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

23: recip growth factor – double * Output

On exit: if fail:code ¼ NE_NOERROR, the reciprocal pivot growth factor Ak k= Uk k, where :k k
denotes the maximum absolute element norm. If recip growth factor 1, the stability of the
LU factorization of (equilibrated) A could be poor. This also means that the solution x, condition
estimate rcond, and forward error bound ferr could be unreliable. If the factorization fails with
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fail:code ¼ NE_SINGULAR, then recip growth factor contains the reciprocal pivot growth
factor for the leading fail:errnum columns of A.

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.
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On entry, pdafb ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdafb 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

U is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ�P Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 9.3 of Higham (2002)
for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgbsvx (f07bpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zgbsvx (f07bpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The band storage scheme for the array ab is illustrated by the following example, when n ¼ 6, kl ¼ 1,
and ku ¼ 2. Storage of the band matrix A in the array ab:

order ¼ Nag ColMajor
� � a13 a24 a35 a46
� a12 a23 a34 a45 a56

a11 a22 a33 a44 a55 a66
a21 a32 a43 a54 a65 �

order ¼ Nag RowMajor
� a11 a12 a13

a21 a22 a23 a24
a32 a33 a34 a35
a43 a44 a45 a46
a54 a55 a56 �
a65 a66 � �

The total number of floating-point operations required to solve the equations AX ¼ B depends upon the
pivoting required, but if n� kl þ ku then it is approximately bounded by O nkl kl þ kuð Þð Þ for the
factorization and O n 2kl þ kuð Þrð Þ for the solution following the factorization. The condition number
estimation typically requires between four and five solves and never more than eleven solves, following
the factorization. The solution is then refined, and the errors estimated, using iterative refinement; see
nag_zgbrfs (f07bvc) for information on the floating-point operations required.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of this function is nag_dgbsvx (f07bbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the band matrix

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0

6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0 �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0 0 4:48� 1:09i �0:46� 1:72i

0B@
1CA

and

B ¼
�1:06þ 21:50i 12:85þ 2:84i
�22:72� 53:90i �70:22þ 21:57i
28:24� 38:60i �20:73� 1:23i
�34:56þ 16:73i 26:01þ 31:97i

0B@
1CA:

Estimates for the backward errors, forward errors, condition number and pivot growth are also output,
together with information on the equilibration of A.

10.1 Program Text

/* nag_zgbsvx (f07bpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
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{

/* Scalars */
double growth_factor, rcond;
Integer exit_status = 0, i, j, kl, ku, n, nrhs, pdab, pdafb, pdb, pdx;

/* Arrays */
Complex *ab = 0, *afb = 0, *b = 0, *x = 0;
double *berr = 0, *c = 0, *ferr = 0, *r = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbsvx (f07bpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n,

&nrhs, &kl, &ku);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n,
&nrhs, &kl, &ku);

#endif

if (n < 0 || kl < 0 || ku < 0 || nrhs < 0) {
printf("Invalid n or kl or ku or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(ab = NAG_ALLOC((kl + ku + 1) * n, Complex)) ||

!(afb = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(c = NAG_ALLOC(n, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(r = NAG_ALLOC(n, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = kl + ku + 1;
pdafb = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
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pdx = nrhs;
#endif

/* Read the band matrix A and B from data file */
for (i = 1; i <= n; ++i)

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zgbsvx (f07bpc). */
nag_zgbsvx(order, Nag_EquilibrateAndFactor, Nag_NoTrans, n, kl, ku, nrhs,

ab, pdab, afb, pdafb, ipiv, &equed, r, c, b, pdb, x, pdx, &rcond,
ferr, berr, &growth_factor, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_zgbsvx (f07bpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution usbing nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds, condition number, the form of equilibration
* and the pivot growth factor
*/

printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowEquilibration)

printf("A has been row scaled as diag(R)*A\n");
else if (equed == Nag_ColumnEquilibration)

printf("A has been column scaled as A*diag(C)\n");
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else if (equed == Nag_RowAndColumnEquilibration)
printf("A has been row and column scaled as diag(R)*A*diag(C)\n");

printf("\nEstimate of reciprocal pivot growth factor\n%11.1e\n",
growth_factor);

if (fail.code == NE_SINGULAR)
printf("Error from nag_zgbsvx (f07bpc).\n%s\n", fail.message);

END:
NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(c);
NAG_FREE(ferr);
NAG_FREE(r);
NAG_FREE(ipiv);

return exit_status;
}

#undef AB
#undef B

10.2 Program Data

nag_zgbsvx (f07bpc) Example Program Data
4 2 1 2 : n, nrhs, kl and ku

(-1.65, 2.26) (-2.05,-0.85) ( 0.97,-2.84)
( 0.00, 6.30) (-1.48,-1.75) (-3.99, 4.01) ( 0.59,-0.48)

(-0.77, 2.83) (-1.06, 1.94) ( 3.33,-1.04)
( 4.48,-1.09) (-0.46,-1.72) : matrix A

( -1.06, 21.50) ( 12.85, 2.84)
(-22.72,-53.90) (-70.22, 21.57)
( 28.24,-38.60) (-20.73, -1.23)
(-34.56, 16.73) ( 26.01, 31.97) : matrix B

10.3 Program Results

nag_zgbsvx (f07bpc) Example Program Results

Solution(s)
1 2

1 (-3.0000, 2.0000) ( 1.0000, 6.0000)
2 ( 1.0000,-7.0000) (-7.0000,-4.0000)
3 (-5.0000, 4.0000) ( 3.0000, 5.0000)
4 ( 6.0000,-8.0000) (-8.0000, 2.0000)

Backward errors (machine-dependent)
1.8e-17 6.7e-17

Estimated forward error bounds (machine-dependent)
3.5e-14 4.3e-14

Estimate of reciprocal condition number
9.6e-03

A has not been equilibrated

Estimate of reciprocal pivot growth factor
1.0e+00
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NAG Library Function Document

nag_zgbtrf (f07brc)

1 Purpose

nag_zgbtrf (f07brc) computes the LU factorization of a complex m by n band matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbtrf (Nag_OrderType order, Integer m, Integer n, Integer kl,
Integer ku, Complex ab[], Integer pdab, Integer ipiv[], NagError *fail)

3 Description

nag_zgbtrf (f07brc) forms the LU factorization of a complex m by n band matrix A using partial
pivoting, with row interchanges. Usually m ¼ n, and then, if A has kl nonzero subdiagonals and ku
nonzero superdiagonals, the factorization has the form A ¼ PLU , where P is a permutation matrix, L
is a lower triangular matrix with unit diagonal elements and at most kl nonzero elements in each
column, and U is an upper triangular band matrix with kl þ ku superdiagonals.

Note that L is not a band matrix, but the nonzero elements of L can be stored in the same space as the
subdiagonal elements of A. U is a band matrix but with kl additional superdiagonals compared with A.
These additional superdiagonals are created by the row interchanges.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.
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4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ klþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 in nag_zgbsv (f07bnc) for further details.

On exit: ab is overwritten by details of the factorization.

The elements, uij, of the upper triangular band factor U with kl þ ku super-diagonals, and the
multipliers, lij, used to form the lower triangular factor L are stored. The elements uij, for
i ¼ 1; . . . ;m a n d j ¼ i; . . . ;min n; iþ kl þ kuð Þ, a n d lij, f o r i ¼ 1; . . . ;m a n d
j ¼ max 1; i� klð Þ; . . . ; i, are stored where Aij is stored on entry.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½min m; nð Þ� – Integer Output

On exit: the pivot indices that define the permutation matrix. At the ith step, if ipiv½i � 1� > i
then row i of the matrix A was interchanged with row ipiv½i � 1�, for i ¼ 1; 2; . . . ;min m;nð Þ.
ipiv½i� 1� � i indicates that, at the ith step, a row interchange was not required.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, and division by zero will occur if it is used to solve a system of
equations.

7 Accuracy

The computed factors L and U are the exact factors of a perturbed matrix Aþ E, where
Ej j � c kð Þ�P Lj j Uj j;

c kð Þ is a modest linear function of k ¼ kl þ ku þ 1, and � is the machine precision. This assumes
k min m;nð Þ.

8 Parallelism and Performance

nag_zgbtrf (f07brc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgbtrf (f07brc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of real floating-point operations varies between approximately 8nkl ku þ 1ð Þ and
8nkl kl þ ku þ 1ð Þ, depending on the interchanges, assuming m ¼ n� kl and n� ku.

A call to nag_zgbtrf (f07brc) may be followed by calls to the functions:

nag_zgbtrs (f07bsc) to solve AX ¼ B, ATX ¼ B or AHX ¼ B;
nag_zgbcon (f07buc) to estimate the condition number of A.

The real analogue of this function is nag_dgbtrf (f07bdc).

10 Example

This example computes the LU factorization of the matrix A, where

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0:00þ 0:00i
0:00þ 6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0:00þ 0:00i �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0:00þ 0:00i 0:00þ 0:00i 4:48� 1:09i �0:46� 1:72i

0B@
1CA:

Here A is treated as a band matrix with one subdiagonal and two superdiagonals.

10.1 Program Text

/* nag_zgbtrf (f07brc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, m, n, pdab;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
Complex *ab = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbtrf (f07brc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m,
&n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m,

&n, &kl, &ku);
#endif

ipiv_len = MIN(m, n);
pdab = 2 * kl + ku + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zgbtrf (f07brc).
* LU factorization of complex m by n band matrix
*/

nag_zgbtrf(order, m, n, kl, ku, ab, pdab, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgbtrf (f07brc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of factorization */
/* nag_band_complx_mat_print_comp (x04dfc).
* Print complex packed banded matrix (comprehensive)
*/

fflush(stdout);
nag_band_complx_mat_print_comp(order, m, n, kl, kl + ku, ab, pdab,

Nag_BracketForm, "%7.4f",
"Details of factorization",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Print pivot indices */
printf("\nipiv\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%3" NAG_IFMT "%s", ipiv[i - 1],
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i % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ab);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgbtrf (f07brc) Example Program Data
4 4 1 2 :Values of M, N, KL and KU

(-1.65, 2.26) (-2.05,-0.85) ( 0.97,-2.84)
( 0.00, 6.30) (-1.48,-1.75) (-3.99, 4.01) ( 0.59,-0.48)

(-0.77, 2.83) (-1.06, 1.94) ( 3.33,-1.04)
( 4.48,-1.09) (-0.46,-1.72) :End of matrix A

10.3 Program Results

nag_zgbtrf (f07brc) Example Program Results

Details of factorization
1 2 3 4

1 ( 0.0000, 6.3000) (-1.4800,-1.7500) (-3.9900, 4.0100) ( 0.5900,-0.4800)
2 ( 0.3587, 0.2619) (-0.7700, 2.8300) (-1.0600, 1.9400) ( 3.3300,-1.0400)
3 ( 0.2314, 0.6358) ( 4.9303,-3.0086) (-1.7692,-1.8587)
4 ( 0.7604, 0.2429) ( 0.4338, 0.1233)

ipiv
2 3 3 4
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NAG Library Function Document

nag_zgbtrs (f07bsc)

1 Purpose

nag_zgbtrs (f07bsc) solves a complex band system of linear equations with multiple right-hand sides,

AX ¼ B; ATX ¼ B or AHX ¼ B;

where A has been factorized by nag_zgbtrf (f07brc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbtrs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer kl, Integer ku, Integer nrhs, const Complex ab[], Integer pdab,
const Integer ipiv[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zgbtrs (f07bsc) is used to solve a complex band system of linear equations AX ¼ B, ATX ¼ B or
AHX ¼ B, the function must be preceded by a call to nag_zgbtrf (f07brc) which computes the LU
factorization of A as A ¼ PLU . The solution is computed by forward and backward substitution.

If trans ¼ Nag NoTrans, the solution is computed by solving PLY ¼ B and then UX ¼ Y .
If trans ¼ Nag Trans, the solution is computed by solving UTY ¼ B and then LTPTX ¼ Y .

If trans ¼ Nag ConjTrans, the solution is computed by solving UHY ¼ B and then LHPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
AX ¼ B is solved for X.

trans ¼ Nag Trans
ATX ¼ B is solved for X.
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trans ¼ Nag ConjTrans
AHX ¼ B is solved for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the LU factorization of A, as returned by nag_zgbtrf (f07brc).

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_zgbtrf (f07brc).

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c kð Þ� Lj j Uj j;

c kð Þ is a modest linear function of k ¼ kl þ ku þ 1, and � is the machine precision. This assumes
k n.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c kð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ, and cond AHð Þ (which is the same as
cond ATð Þ) can be much larger (or smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zgbrfs (f07bvc), and an estimate
for �1 Að Þ can be obtained by calling nag_zgbcon (f07buc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_zgbtrs (f07bsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgbtrs (f07bsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n 2kl þ kuð Þr, assuming n� kl and
n� ku.

This function may be followed by a call to nag_zgbrfs (f07bvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dgbtrs (f07bec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0:00þ 0:00i
0:00þ 6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0:00þ 0:00i �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0:00þ 0:00i 0:00þ 0:00i 4:48� 1:09i �0:46� 1:72i

0B@
1CA

and
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B ¼
�1:06þ 21:50i 12:85þ 2:84i
�22:72� 53:90i �70:22þ 21:57i
28:24� 38:60i �20:7 � 31:23i
�34:56þ 16:73i 26:01þ 31:97i

0B@
1CA:

Here A is nonsymmetric and is treated as a band matrix, which must first be factorized by nag_zgbtrf
(f07brc).

10.1 Program Text

/* nag_zgbtrs (f07bsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, n, nrhs, pdab, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
Complex *ab = 0, *b = 0;
Integer *ipiv = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbtrs (f07bsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,
&nrhs, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,

&nrhs, &kl, &ku);
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#endif
ipiv_len = n;
pdab = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||

!(b = NAG_ALLOC(nrhs * n, Complex)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zgbtrf (f07brc).
* LU factorization of complex m by n band matrix
*/

nag_zgbtrf(order, n, n, kl, ku, ab, pdab, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgbtrf (f07brc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zgbtrs (f07bsc).
* Solution of complex band system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zgbtrf (f07brc)
*/

nag_zgbtrs(order, Nag_NoTrans, n, kl, ku, nrhs, ab, pdab, ipiv,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbtrs (f07bsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgbtrs (f07bsc) Example Program Data
4 2 1 2 :Values of N, NRHS, KL and KU

(-1.65, 2.26) (-2.05,-0.85) ( 0.97,-2.84)
( 0.00, 6.30) (-1.48,-1.75) (-3.99, 4.01) ( 0.59,-0.48)

(-0.77, 2.83) (-1.06, 1.94) ( 3.33,-1.04)
( 4.48,-1.09) (-0.46,-1.72) :End of matrix A

( -1.06, 21.50) ( 12.85, 2.84)
(-22.72,-53.90) (-70.22, 21.57)
( 28.24,-38.60) (-20.73, -1.23)
(-34.56, 16.73) ( 26.01, 31.97) :End of matrix B

10.3 Program Results

nag_zgbtrs (f07bsc) Example Program Results

Solution(s)
1 2

1 (-3.0000, 2.0000) ( 1.0000, 6.0000)
2 ( 1.0000,-7.0000) (-7.0000,-4.0000)
3 (-5.0000, 4.0000) ( 3.0000, 5.0000)
4 ( 6.0000,-8.0000) (-8.0000, 2.0000)
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NAG Library Function Document

nag_zgbequ (f07btc)

1 Purpose

nag_zgbequ (f07btc) computes diagonal scaling matrices DR and DC intended to equilibrate a complex
m by n band matrix A of band width kl þ ku þ 1ð Þ, and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbequ (Nag_OrderType order, Integer m, Integer n, Integer kl,
Integer ku, const Complex ab[], Integer pdab, double r[], double c[],
double *rowcnd, double *colcnd, double *amax, NagError *fail)

3 Description

nag_zgbequ (f07btc) computes the diagonal scaling matrices. The diagonal scaling matrices are chosen
to try to make the elements of largest absolute value in each row and column of the matrix B given by

B ¼ DRADC

have absolute value 1. The diagonal elements of DR and DC are restricted to lie in the safe range
�; 1=�ð Þ, where � is the value returned by function nag_real_safe_small_number (X02AMC). Use of
these scaling factors is not guaranteed to reduce the condition number of A but works well in practice.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals of the matrix A.

Constraint: kl 	 0.
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5: ku – Integer Input

On entry: ku, the number of superdiagonals of the matrix A.

Constraint: ku 	 0.

6: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n band matrix A whose scaling factors are to be computed.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 in nag_zgbsv (f07bnc) for further details.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

8: r½m� – double Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, r contains the row
scale factors, the diagonal elements of DR. The elements of r will be positive.

9: c½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, c contains the column scale factors, the diagonal
elements of DC . The elements of c will be positive.

10: rowcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR or fail:code ¼ NE_MAT_COL_ZERO, rowcnd contains
the ratio of the smallest value of r½i� 1� to the largest value of r½i� 1�. If rowcnd 	 0:1 and
amax is neither too large nor too small, it is not worth scaling by DR.

11: colcnd – double * Output

On exit: if fail:code ¼ NE_NOERROR, colcnd contains the ratio of the smallest value of c½i� 1�
to the largest value of c½i� 1�.
If colcnd 	 0:1, it is not worth scaling by DC.

12: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_COL_ZERO

Column valueh i of A is exactly zero.

NE_MAT_ROW_ZERO

Row valueh i of A is exactly zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_zgbequ (f07btc) is not threaded in any implementation.
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9 Further Comments

The real analogue of this function is nag_dgbequ (f07bfc).

10 Example

This example equilibrates the complex band matrix A given by

A ¼
�1:65þ 2:26i �2:05� 0:85ið Þ � 10�10 0:97� 2:84i 0
0:00þ 6:30i �1:48� 1:75ið Þ � 10�10 �3:99þ 4:01i 0:59� 0:48i
0 �0:77þ 2:83i �1:06þ 1:94ið Þ � 1010 3:33� 1:04ið Þ � 1010

0 0 0:48� 1:09i �0:46� 1:72i

0BB@
1CCA:

Details of the scaling factors, and the scaled matrix are output.

10.1 Program Text

/* nag_zgbequ (f07btc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, colcnd, rowcnd, small;
Integer exit_status = 0, i, j, kl, ku, n, pdab;

/* Arrays */
Complex *ab = 0;
double *c = 0, *r = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean scaled = Nag_FALSE;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbequ (f07btc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kl, &ku);

#endif
if (n < 0 || kl < 0 || ku < 0) {

printf("Invalid n or kl or ku\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(ab = NAG_ALLOC((kl + ku + 1) * n, Complex)) ||

!(c = NAG_ALLOC(n, double)) || !(r = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = kl + ku + 1;

/* Read the band matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_band_complx_mat_print (x04dec). */
fflush(stdout);
nag_band_complx_mat_print(order, n, n, kl, ku, ab, pdab, "Matrix A", 0,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_complx_mat_print (x04dec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");

/* Compute row and column scaling factors using nag_zgbequ (f07btc). */
nag_zgbequ(order, n, n, kl, ku, ab, pdab, r, c, &rowcnd, &colcnd, &amax,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgbequ (f07btc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print rowcnd, colcnd, amax and the scale factors */
printf("rowcnd = %10.1e, colcnd = %10.1e, amax = %10.1e\n\n", rowcnd,

colcnd, amax);
printf("Row scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", r[i - 1], i % 7 == 0 ? "\n" : " ");

printf("\n\nColumn scale factors\n");
for (i = 1; i <= n; ++i)

printf("%11.2e%s", c[i - 1], i % 7 == 0 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/
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small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1. / small;

if (colcnd < 0.1) {
scaled = Nag_TRUE;
/* column scale A */
for (j = 1; j <= n; ++j)

for (i = MAX(1, j - ku); i <= MIN(n, j + kl); ++i) {
AB(i, j).re *= c[j - 1];
AB(i, j).im *= c[j - 1];

}
}
if (rowcnd < 0.1 || amax < small || amax > big) {

/* row scale A */
scaled = Nag_TRUE;
for (j = 1; j <= n; ++j)

for (i = MAX(1, j - ku); i <= MIN(n, j + kl); ++i) {
AB(i, j).re *= r[i - 1];
AB(i, j).im *= r[i - 1];

}
}
if (scaled) {

/* Print the row and column scaled matrix using
* nag_band_complx_mat_print (x04dec).
*/

fflush(stdout);
nag_band_complx_mat_print(order, n, n, kl, ku, ab, pdab, "Scaled matrix",

0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_complx_mat_print (x04dec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(ab);
NAG_FREE(c);
NAG_FREE(r);

return exit_status;
}

#undef AB

10.2 Program Data

nag_zgbequ (f07btc) Example Program Data
4 1 2 : n, kl and ku

(-1.65, 2.26) (-2.05e-10,-8.50e-11) ( 9.70e-01,-2.84e+00)
( 0.00, 6.30) (-1.48e-10,-1.75e-10) (-3.99e+00, 4.01e+00)

( 0.59e+00,-0.48e+00)
(-7.70e-01, 2.83e+00) (-1.06e+10, 1.94e+10)

( 3.33e+10,-1.04e+10)
( 4.48e+00,-1.09e+00)
(-0.46e+00,-1.72e+00) : matrix A

10.3 Program Results

nag_zgbequ (f07btc) Example Program Results

Matrix A
1 2 3 4

1 -1.6500e+00 -2.0500e-10 9.7000e-01
2.2600e+00 -8.5000e-11 -2.8400e+00

2 0.0000e+00 -1.4800e-10 -3.9900e+00 5.9000e-01
6.3000e+00 -1.7500e-10 4.0100e+00 -4.8000e-01
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3 -7.7000e-01 -1.0600e+10 3.3300e+10
2.8300e+00 1.9400e+10 -1.0400e+10

4 4.4800e+00 -4.6000e-01
-1.0900e+00 -1.7200e+00

rowcnd = 8.9e-11, colcnd = 8.2e-11, amax = 4.4e+10

Row scale factors
2.56e-01 1.25e-01 2.29e-11 1.80e-01

Column scale factors
1.00e+00 1.21e+10 1.00e+00 1.00e+00

Scaled matrix
1 2 3 4

1 -0.4220 -0.6364 0.2481
0.5780 -0.2639 -0.7263

2 0.0000 -0.2246 -0.4988 0.0737
0.7875 -0.2655 0.5012 -0.0600

3 -0.2139 -0.2426 0.7620
0.7861 0.4439 -0.2380

4 0.8043 -0.0826
-0.1957 -0.3088
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NAG Library Function Document

nag_zgbcon (f07buc)

1 Purpose

nag_zgbcon (f07buc) estimates the condition number of a complex band matrix A, where A has been
factorized by nag_zgbtrf (f07brc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbcon (Nag_OrderType order, Nag_NormType norm, Integer n,
Integer kl, Integer ku, const Complex ab[], Integer pdab,
const Integer ipiv[], double anorm, double *rcond, NagError *fail)

3 Description

nag_zgbcon (f07buc) estimates the condition number of a complex band matrix A, in either the 1-norm
or the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 AHð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function should be preceded by a call to nag_zgb_norm (f16ubc) to compute Ak k1 or Ak k1, and a
call to nag_zgbtrf (f07brc) to compute the LU factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.
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norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the LU factorization of A, as returned by nag_zgbtrf (f07brc).

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 2� klþ kuþ 1.

8: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_zgbtrf (f07brc).

9: anorm – double Input

On entry: if norm ¼ Nag OneNorm, the 1-norm of the original matrix A.

If norm ¼ Nag InfNorm, the 1-norm of the original matrix A.

anorm may be computed by calling nag_zgb_norm (f16ubc) with the same value for the
argument norm.

anorm must be computed either before calling nag_zgbtrf (f07brc) or else from a copy of the
original matrix A (see Section 10).

Constraint: anorm 	 0:0.

10: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zgbcon (f07buc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

A call to nag_zgbcon (f07buc) involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 8n 2kl þ kuð Þ real floating-point operations (assuming n� kl and n� ku) but takes
considerably longer than a call to nag_zgbtrs (f07bsc) with one right-hand side, because extra care is
taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dgbcon (f07bgc).

10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0:00þ 0:00i
0:00þ 6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0:00þ 0:00i �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0:00þ 0:00i 0:00þ 0:00i 4:48� 1:09i �0:46� 1:72i

0B@
1CA:

10.1 Program Text

/* nag_zgbcon (f07buc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, n, pdab;
Integer exit_status = 0;
double anorm, rcond, sum;
NagError fail;
Nag_OrderType order;

/* Arrays */
Complex *ab = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbcon (f07buc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kl, &ku);

#endif
ipiv_len = n;
pdab = 2 * kl + ku + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||

!(ipiv = NAG_ALLOC(ipiv_len, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute norm of A */
anorm = 0.0;
for (j = 1; j <= n; ++j) {

sum = 0.0;
for (i = MAX(j - ku, 1); i <= MIN(j + kl, n); ++i)

/* nag_complex_abs (a02dbc).
* Modulus of a complex number
*/

sum = sum + nag_complex_abs(AB(i, j));
anorm = MAX(anorm, sum);

}
/* Factorize A */
/* nag_zgbtrf (f07brc).
* LU factorization of complex m by n band matrix
*/

nag_zgbtrf(order, n, n, kl, ku, ab, pdab, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgbtrf (f07brc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zgbcon (f07buc).
* Estimate condition number of complex band matrix, matrix
* already factorized by nag_zgbtrf (f07brc)
*/

nag_zgbcon(order, Nag_OneNorm, n, kl, ku, ab, pdab, ipiv,
anorm, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbcon (f07buc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print condition number */
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond > nag_machine_precision)
printf("Estimate of condition number = %11.2e\n", 1.0 / rcond);

else
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printf("A is singular to working precision\n");
END:

NAG_FREE(ab);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgbcon (f07buc) Example Program Data
4 1 2 :Values of N, KL and KU

(-1.65, 2.26) (-2.05,-0.85) ( 0.97,-2.84)
( 0.00, 6.30) (-1.48,-1.75) (-3.99, 4.01) ( 0.59,-0.48)

(-0.77, 2.83) (-1.06, 1.94) ( 3.33,-1.04)
( 4.48,-1.09) (-0.46,-1.72) :End of matrix A

10.3 Program Results

nag_zgbcon (f07buc) Example Program Results

Estimate of condition number = 1.04e+02
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NAG Library Function Document

nag_zgbrfs (f07bvc)

1 Purpose

nag_zgbrfs (f07bvc) returns error bounds for the solution of a complex band system of linear equations
with multiple right-hand sides, AX ¼ B, ATX ¼ B or AHX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgbrfs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer kl, Integer ku, Integer nrhs, const Complex ab[], Integer pdab,
const Complex afb[], Integer pdafb, const Integer ipiv[],
const Complex b[], Integer pdb, Complex x[], Integer pdx, double ferr[],
double berr[], NagError *fail)

3 Description

nag_zgbrfs (f07bvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex band system of linear equations with multiple right-hand sides AX ¼ B,
ATX ¼ B or AHX ¼ B. The function handles each right-hand side vector (stored as a column of the
matrix B) independently, so we describe the function of nag_zgbrfs (f07bvc) in terms of a single right-
hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: indicates the form of the linear equations for which X is the computed solution as
follows:

trans ¼ Nag NoTrans
The linear equations are of the form AX ¼ B.

trans ¼ Nag Trans
The linear equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The linear equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of the matrix A.

Constraint: kl 	 0.

5: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of the matrix A.

Constraint: ku 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the original n by n band matrix A as supplied to nag_zgbtrf (f07brc) but with reduced
requirements since the matrix is not factorized.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ; n and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

See Section 9 in nag_zgbsv (f07bnc) for further details.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.
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9: afb½dim� – const Complex Input

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: the LU factorization of A, as returned by nag_zgbtrf (f07brc).

10: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array afb.

Constraint: pdafb 	 2� klþ kuþ 1.

11: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: the pivot indices, as returned by nag_zgbtrf (f07brc).

12: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

14: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zgbtrs (f07bsc).

On exit: the improved solution matrix X.

15: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.
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16: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

17: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

f07bvc NAG Library Manual

f07bvc.4 Mark 26



NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

On entry, pdafb ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdafb 	 2� klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zgbrfs (f07bvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgbrfs (f07bvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n kl þ kuð Þ real
floating-point operations. Each step of iterative refinement involves an additional 8n 4kl þ 3kuð Þ real
operations. This assumes n� kl and n� ku. At most five steps of iterative refinement are performed,
but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 8n 2kl þ kuð Þ real operations.
The real analogue of this function is nag_dgbrfs (f07bhc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�1:65þ 2:26i �2:05� 0:85i 0:97� 2:84i 0:00þ 0:00i
0:00þ 6:30i �1:48� 1:75i �3:99þ 4:01i 0:59� 0:48i
0:00þ 0:00i �0:77þ 2:83i �1:06þ 1:94i 3:33� 1:04i
0:00þ 0:00i 0:00þ 0:00i 4:48� 1:09i �0:46� 1:72i

0B@
1CA

and
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B ¼
�1:06þ 21:50i 12:85þ 2:84i
�22:72� 53:90i �70:22þ 21:57i
28:24� 38:60i �20:73� 1:23i
�34:56þ 16:73i 26:01þ 31:97i

0B@
1CA:

Here A is nonsymmetric and is treated as a band matrix, which must first be factorized by nag_zgbtrf
(f07brc).

10.1 Program Text

/* nag_zgbrfs (f07bvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ipiv_len, j, kl, ku, n, nrhs, pdab, pdafb, pdb, pdx;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;

/* Arrays */
Complex *ab = 0, *afb = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]
#define AFB(I, J) afb[(J-1)*pdafb + kl + ku + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]
#define AFB(I, J) afb[(I-1)*pdafb + kl + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbrfs (f07bvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,
&nrhs, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,

&nrhs, &kl, &ku);
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#endif
ipiv_len = n;
pdab = kl + ku + 1;
pdafb = 2 * kl + ku + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((kl + ku + 1) * n, Complex)) ||

!(afb = NAG_ALLOC((2 * kl + ku + 1) * n, Complex)) ||
!(b = NAG_ALLOC(nrhs * n, Complex)) ||
!(x = NAG_ALLOC(nrhs * n, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(ipiv = NAG_ALLOC(ipiv_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Set A to zero to avoid referencing unitialized elements */
for (i = 0; i < n * (kl + ku + 1); ++i) {

ab[i].re = 0.0;
ab[i].im = 0.0;

}
/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AFB and B to X */
for (i = 1; i <= n; ++i) {

for (j = MAX(i - kl, 1); j <= MIN(i + ku, n); ++j) {
AFB(i, j).re = AB(i, j).re;
AFB(i, j).im = AB(i, j).im;

}
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
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/* Factorize A in the array AFB */
/* nag_zgbtrf (f07brc).
* LU factorization of complex m by n band matrix
*/

nag_zgbtrf(order, n, n, kl, ku, afb, pdafb, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgbtrf (f07brc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zgbtrs (f07bsc).
* Solution of complex band system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zgbtrf (f07brc)
*/

nag_zgbtrs(order, Nag_NoTrans, n, kl, ku, nrhs, afb, pdafb, ipiv,
x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbtrs (f07bsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zgbrfs (f07bvc).
* Refined solution with error bounds of complex band system
* of linear equations, multiple right-hand sides
*/

nag_zgbrfs(order, Nag_NoTrans, n, kl, ku, nrhs, ab, pdab, afb, pdafb,
ipiv, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbrfs (f07bvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Print forward and backward errors */
printf("\nBackward errors (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\nEstimated forward error bounds (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\n");
END:

NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(x);
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NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_zgbrfs (f07bvc) Example Program Data
4 2 1 2 :Values of N, NRHS, KL and KU

(-1.65, 2.26) (-2.05,-0.85) ( 0.97,-2.84)
( 0.00, 6.30) (-1.48,-1.75) (-3.99, 4.01) ( 0.59,-0.48)

(-0.77, 2.83) (-1.06, 1.94) ( 3.33,-1.04)
( 4.48,-1.09) (-0.46,-1.72) :End of matrix A

( -1.06, 21.50) ( 12.85, 2.84)
(-22.72,-53.90) (-70.22, 21.57)
( 28.24,-38.60) (-20.73, -1.23)
(-34.56, 16.73) ( 26.01, 31.97) :End of matrix B

10.3 Program Results

nag_zgbrfs (f07bvc) Example Program Results

Solution(s)
1 2

1 (-3.0000, 2.0000) ( 1.0000, 6.0000)
2 ( 1.0000,-7.0000) (-7.0000,-4.0000)
3 (-5.0000, 4.0000) ( 3.0000, 5.0000)
4 ( 6.0000,-8.0000) (-8.0000, 2.0000)

Backward errors (machine-dependent)
1.8e-17 6.7e-17

Estimated forward error bounds (machine-dependent)
3.5e-14 4.3e-14
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NAG Library Function Document

nag_dgtsv (f07cac)

1 Purpose

nag_dgtsv (f07cac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n tridiagonal matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgtsv (Nag_OrderType order, Integer n, Integer nrhs, double dl[],
double d[], double du[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dgtsv (f07cac) uses Gaussian elimination with partial pivoting and row interchanges to solve the
equations AX ¼ B. The matrix A is factorized as A ¼ PLU , where P is a permutation matrix, L is unit
lower triangular with at most one nonzero subdiagonal element per column, and U is an upper
triangular band matrix, with two superdiagonals.

Note that equations ATX ¼ B may be solved by interchanging the order of the arguments du and dl.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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4: dl½dim� – double Input/Output

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: if no constraints are violated, dl is overwritten by the (n� 2) elements of the second
superdiagonal of the upper triangular matrix U from the LU factorization of A, in
dl½0�;dl½1�; . . . ;dl½n� 3�.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: if no constraints are violated, d is overwritten by the n diagonal elements of the upper
triangular matrix U from the LU factorization of A.

6: du½dim� – double Input/Output

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A.

On exit: if no constraints are violated, du is overwritten by the n� 1ð Þ elements of the first
superdiagonal of U .

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero, and the solution has not been computed. The
factorization has not been completed unless n ¼ valueh i.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Alternatives to nag_dgtsv (f07cac), which return condition and error estimates are nag_real_tridia
g_lin_solve (f04bcc) and nag_dgtsvx (f07cbc).

8 Parallelism and Performance

nag_dgtsv (f07cac) is not threaded in any implementation.
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9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr.

The complex analogue of this function is nag_zgtsv (f07cnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the tridiagonal matrix

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA and b ¼

2:7
�0:5
2:6
0:6
2:7

0BBB@
1CCCA:

10.1 Program Text

/* nag_dgtsv (f07cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
double *b = 0, *d = 0, *dl = 0, *du = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgtsv (f07cac) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(d = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n - 1, double)) || !(du = NAG_ALLOC(n - 1, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Read the tridiagonal matrix A and the right hand side B from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &du[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &du[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &dl[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &dl[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_dgtsv (f07cac). */
nag_dgtsv(order, n, nrhs, dl, d, du, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgtsv (f07cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}

END:
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
return exit_status;

}

10.2 Program Data

nag_dgtsv (f07cac) Example Program Data

5 1 : n, nrhs
2.1 -1.0 1.9 8.0 : superdiag of A

3.0 2.3 -5.0 -0.9 7.1 : main diag of A
3.4 3.6 7.0 -6.0 : subdiag of A

2.7
-0.5
2.6
0.6
2.7 : vector b

10.3 Program Results

nag_dgtsv (f07cac) Example Program Results

Solution
-4.0000
7.0000
3.0000

-4.0000
-3.0000
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NAG Library Function Document

nag_dgtsvx (f07cbc)

1 Purpose

nag_dgtsvx (f07cbc) uses the LU factorization to compute the solution to a real system of linear
equations

AX ¼ B or ATX ¼ B;

where A is a tridiagonal matrix of order n and X and B are n by r matrices. Error bounds on the
solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgtsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_TransType trans, Integer n, Integer nrhs, const double dl[],
const double d[], const double du[], double dlf[], double df[],
double duf[], double du2[], Integer ipiv[], const double b[],
Integer pdb, double x[], Integer pdx, double *rcond, double ferr[],
double berr[], NagError *fail)

3 Description

nag_dgtsvx (f07cbc) performs the following steps:

1. If fact ¼ Nag NotFactored, the LU decomposition is used to factor the matrix A as A ¼ LU ,
where L is a product of permutation and unit lower bidiagonal matrices and U is upper triangular
with nonzeros in only the main diagonal and first two superdiagonals.

2. If some uii ¼ 0, so that U is exactly singular, then the function returns with fail:errnum ¼ i.
Otherwise, the factored form of A is used to estimate the condition number of the matrix A. If the
reciprocal of the condition number is less than machine precision , fail:code ¼
NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve for X and
compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
dlf, df, duf, du2 and ipiv contain the factorized form of the matrix A. dlf, df, duf, du2
and ipiv will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to dlf, df and duf and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: trans – Nag_TransType Input

On entry: specifies the form of the system of equations.

trans ¼ Nag NoTrans
AX ¼ B (No transpose).

trans ¼ Nag Trans or Nag ConjTrans
ATX ¼ B (Transpose).

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: dl½dim� – const double Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of A.

7: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of A.

8: du½dim� – const double Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: the n� 1ð Þ superdiagonal elements of A.
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9: dlf½dim� – double Input/Output

Note: the dimension, dim, of the array dlf must be at least max 1; n� 1ð Þ.
On entry: if fact ¼ Nag Factored, dlf contains the n� 1ð Þ multipliers that define the matrix L
from the LU factorization of A.

On exit: if fact ¼ Nag NotFactored, dlf contains the n� 1ð Þ multipliers that define the matrix L
from the LU factorization of A.

10: df½dim� – double Input/Output

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: if fact ¼ Nag Factored, df contains the n diagonal elements of the upper triangular
matrix U from the LU factorization of A.

On exit: if fact ¼ Nag NotFactored, df contains the n diagonal elements of the upper triangular
matrix U from the LU factorization of A.

11: duf½dim� – double Input/Output

Note: the dimension, dim, of the array duf must be at least max 1; n� 1ð Þ.
On entry: if fact ¼ Nag Factored, duf contains the n� 1ð Þ elements of the first superdiagonal of
U .

On exit: if fact ¼ Nag NotFactored, duf contains the n� 1ð Þ elements of the first superdiagonal
of U .

12: du2½dim� – double Input/Output

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: if fact ¼ Nag Factored, du2 contains the (n� 2) elements of the second superdiagonal
of U .

On exit: if fact ¼ Nag NotFactored, du2 contains the (n� 2) elements of the second
superdiagonal of U .

13: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains the pivot indices from the LU factorization of A.

On exit: if fact ¼ Nag NotFactored, ipiv contains the pivot indices from the LU factorization of
A; row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� will always be either i
or iþ 1; ipiv½i� 1� ¼ i indicates a row interchange was not required.

14: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

15: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

16: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

17: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

18: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

19: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

20: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

Element valueh i of the diagonal is exactly zero. The factorization has not been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

U is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ� Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 9.3 of Higham (2002)
for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgtsvx (f07cbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgtsvx (f07cbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr.

The condition number estimation typically requires between four and five solves and never more than
eleven solves, following the factorization. The solution is then refined, and the errors estimated, using
iterative refinement.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The complex analogue of this function is nag_zgtsvx (f07cpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA

and
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B ¼

2:7 6:6
�0:5 10:8
2:6 �3:2
0:6 �11:2
2:7 19:1

0BBB@
1CCCA:

Estimates for the backward errors, forward errors and condition number are also output.

10.1 Program Text

/* nag_dgtsvx (f07cbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
double *b = 0, *berr = 0, *d = 0, *df = 0, *dl = 0, *dlf = 0, *du = 0;
double *du2 = 0, *duf = 0, *ferr = 0, *x = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgtsvx (f07cbc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;
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}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(berr = NAG_ALLOC(nrhs, double)) ||
!(d = NAG_ALLOC(n, double)) ||
!(df = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n - 1, double)) ||
!(dlf = NAG_ALLOC(n - 1, double)) ||
!(du = NAG_ALLOC(n - 1, double)) ||
!(du2 = NAG_ALLOC(n - 2, double)) ||
!(duf = NAG_ALLOC(n - 1, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif
/* Read the tridiagonal matrix A from data file */

#ifdef _WIN32
for (i = 0; i < n - 1; ++i)

scanf_s("%lf", &du[i]);
#else

for (i = 0; i < n - 1; ++i)
scanf("%lf", &du[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &dl[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &dl[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)
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scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B using nag_dgtsvx (f07cbc). */
nag_dgtsvx(order, Nag_NotFactored, Nag_NoTrans, n, nrhs, dl, d, du, dlf, df,

duf, du2, ipiv, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_dgtsvx (f07cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution, error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n", rcond);
if (fail.code == NE_SINGULAR)

printf("Error from nag_dgtsvx (f07cbc).\n%s\n", fail.message);
END:

NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(dl);
NAG_FREE(dlf);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(duf);
NAG_FREE(ferr);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef B

10.2 Program Data

nag_dgtsvx (f07cbc) Example Program Data
5 2 : n and nrhs

2.1 -1.0 1.9 8.0
3.0 2.3 -5.0 -0.9 7.1
3.4 3.6 7.0 -6.0 : matrix A (super, main, sub)-diags
2.7 6.6

-0.5 10.8
2.6 -3.2
0.6 -11.2
2.7 19.1 : matrix B
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10.3 Program Results

nag_dgtsvx (f07cbc) Example Program Results

Solution(s)
1 2

1 -4.0000 5.0000
2 7.0000 -4.0000
3 3.0000 -3.0000
4 -4.0000 -2.0000
5 -3.0000 1.0000

Backward errors (machine-dependent)
7.2e-17 5.9e-17

Estimated forward error bounds (machine-dependent)
9.4e-15 1.4e-14

Estimate of reciprocal condition number
1.1e-02
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NAG Library Function Document

nag_dgttrf (f07cdc)

1 Purpose

nag_dgttrf (f07cdc) computes the LU factorization of a real n by n tridiagonal matrix A.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgttrf (Integer n, double dl[], double d[], double du[],
double du2[], Integer ipiv[], NagError *fail)

3 Description

nag_dgttrf (f07cdc) uses Gaussian elimination with partial pivoting and row interchanges to factorize
the matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: dl½dim� – double Input/Output

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: is overwritten by the n� 1ð Þ multipliers that define the matrix L of the LU factorization
of A.

3: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: is overwritten by the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

4: du½dim� – double Input/Output

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
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On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A.

On exit: is overwritten by the n� 1ð Þ elements of the first superdiagonal of U .

5: du2½n� 2� – double Output

On exit: contains the n� 2ð Þ elements of the second superdiagonal of U .

6: ipiv½n� – Integer Output

On exit: contains the n pivot indices that define the permutation matrix P . At the ith step, row i
of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� will always be either i or iþ 1ð Þ,
ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, and division by zero will occur if it is used to solve a system of
equations.

7 Accuracy

The computed factorization satisfies an equation of the form

Aþ E ¼ PLU;

where
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Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision.

Following the use of this function, nag_dgttrs (f07cec) can be used to solve systems of equations
AX ¼ B or ATX ¼ B, and nag_dgtcon (f07cgc) can be used to estimate the condition number of A.

8 Parallelism and Performance

nag_dgttrf (f07cdc) is not threaded in any implementation.

9 Further Comments

The total number of floating-point operations required to factorize the matrix A is proportional to n.

The complex analogue of this function is nag_zgttrf (f07crc).

10 Example

This example factorizes the tridiagonal matrix A given by

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA:

10.1 Program Text

/* nag_dgttrf (f07cdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;

/* Arrays */
double *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_dgttrf (f07cdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(dl = NAG_ALLOC(n - 1, double)) ||
!(du = NAG_ALLOC(n - 1, double)) ||
!(du2 = NAG_ALLOC(n - 2, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &du[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &du[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &dl[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &dl[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_dgttrf (f07cdc). */
nag_dgttrf(n, dl, d, du, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgttrf (f07cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of the factorization */
printf("Details of factorization\n\n");
printf(" Second superdiagonal of U\n");
for (i = 0; i < n - 2; ++i)
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printf("%9.4f%s", du2[i], i % 8 == 7 ? "\n" : " ");
printf("\n\n First superdiagonal of U\n");
for (i = 0; i < n - 1; ++i)

printf("%9.4f%s", du[i], i % 8 == 7 ? "\n" : " ");
printf("\n\n Main diagonal of U\n");
for (i = 0; i < n; ++i)

printf("%9.4f%s", d[i], i % 8 == 7 ? "\n" : " ");

printf("\n\n Multipliers\n");
for (i = 0; i < n - 1; ++i)

printf("%9.4f%s", dl[i], i % 8 == 7 ? "\n" : " ");
printf("\n\n Vector of interchanges\n");
for (i = 0; i < n; ++i)

printf("%9" NAG_IFMT "%s", ipiv[i], i % 5 == 4 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);
return exit_status;

}

10.2 Program Data

nag_dgttrf (f07cdc) Example Program Data
5 : n

2.1 -1.0 1.9 8.0
3.0 2.3 -5.0 -0.9 7.1
3.4 3.6 7.0 -6.0 : matrix A

10.3 Program Results

nag_dgttrf (f07cdc) Example Program Results

Details of factorization

Second superdiagonal of U
-1.0000 1.9000 8.0000

First superdiagonal of U
2.3000 -5.0000 -0.9000 7.1000

Main diagonal of U
3.4000 3.6000 7.0000 -6.0000 -1.0154

Multipliers
0.8824 0.0196 0.1401 -0.0148

Vector of interchanges
2 3 4 5 5
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NAG Library Function Document

nag_dgttrs (f07cec)

1 Purpose

nag_dgttrs (f07cec) computes the solution to a real system of linear equations AX ¼ B or ATX ¼ B,
where A is an n by n tridiagonal matrix and X and B are n by r matrices, using the LU factorization
returned by nag_dgttrf (f07cdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgttrs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const double dl[], const double d[], const double du[],
const double du2[], const Integer ipiv[], double b[], Integer pdb,
NagError *fail)

3 Description

nag_dgttrs (f07cec) should be preceded by a call to nag_dgttrf (f07cdc), which uses Gaussian
elimination with partial pivoting and row interchanges to factorize the matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals. nag_dgttrs
(f07cec) then utilizes the factorization to solve the required equations.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the equations to be solved as follows:

trans ¼ Nag NoTrans
Solve AX ¼ B for X.

trans ¼ Nag Trans or Nag ConjTrans
Solve ATX ¼ B for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: dl½dim� – const double Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ multipliers that define the matrix L of the LU factorization of
A.

6: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

7: du½dim� – const double Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ elements of the first superdiagonal of U .

8: du2½dim� – const double Input

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: must contain the n� 2ð Þ elements of the second superdiagonal of U .

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: must contain the n pivot indices that define the permutation matrix P . At the ith step,
row i of the matrix was interchanged with row ipiv½i� 1�, and ipiv½i� 1� must always be either i
or iþ 1ð Þ, ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: the n by r solution matrix X.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by
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x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of this function nag_dgtcon (f07cgc) can be used to estimate the condition number of
A and nag_dgtrfs (f07chc) can be used to obtain approximate error bounds.

8 Parallelism and Performance

nag_dgttrs (f07cec) is not threaded in any implementation.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B or ATX ¼ B is
proportional to nr.

The complex analogue of this function is nag_zgttrs (f07csc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA and B ¼

2:7 6:6
�0:5 10:8
2:6 �3:2
0:6 �11:2
2:7 19:1

0BBB@
1CCCA:

10.1 Program Text

/* nag_dgttrs (f07cec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
double *b = 0, *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR

f07cec NAG Library Manual

f07cec.4 Mark 26



#define B(I, J) b[(J-1)*pdb + I - 1]
order = Nag_ColMajor;

#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgttrs (f07cec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(d = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n - 1, double)) ||
!(du = NAG_ALLOC(n - 1, double)) ||
!(du2 = NAG_ALLOC(n - 2, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &du[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &du[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &dl[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &dl[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_dgttrf (f07cdc). */
nag_dgttrf(n, dl, d, du, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgttrf (f07cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the equations AX = B using nag_dgttrs (f07cec). */
nag_dgttrs(order, Nag_NoTrans, n, nrhs, dl, d, du, du2, ipiv, b, pdb,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgttrs (f07cec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution usbing nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);
return exit_status;

}

#undef B
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10.2 Program Data

nag_dgttrs (f07cec) Example Program Data
5 2 : n and nrhs

2.1 -1.0 1.9 8.0
3.0 2.3 -5.0 -0.9 7.1
3.4 3.6 7.0 -6.0 : matrix A
2.7 6.6

-0.5 10.8
2.6 -3.2
0.6 -11.2
2.7 19.1 : matrix B

10.3 Program Results

nag_dgttrs (f07cec) Example Program Results

Solution(s)
1 2

1 -4.0000 5.0000
2 7.0000 -4.0000
3 3.0000 -3.0000
4 -4.0000 -2.0000
5 -3.0000 1.0000

f07 – Linear Equations (LAPACK) f07cec

Mark 26 f07cec.7 (last)





NAG Library Function Document

nag_dgtcon (f07cgc)

1 Purpose

nag_dgtcon (f07cgc) estimates the reciprocal condition number of a real n by n tridiagonal matrix A,
using the LU factorization returned by nag_dgttrf (f07cdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgtcon (Nag_NormType norm, Integer n, const double dl[],
const double d[], const double du[], const double du2[],
const Integer ipiv[], double anorm, double *rcond, NagError *fail)

3 Description

nag_dgtcon (f07cgc) should be preceded by a call to nag_dgttrf (f07cdc), which uses Gaussian
elimination with partial pivoting and row interchanges to factorize the matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals. nag_dgtcon
(f07cgc) then utilizes the factorization to estimate either A�1

�� ��
1
or A�1
�� ��

1, from which the estimate
of the reciprocal of the condition number of A, 1=� Að Þ is computed as either

1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
or

1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
:

1=� Að Þ is returned, rather than � Að Þ, since when A is singular � Að Þ is infinite.

Note that �1 Að Þ ¼ �1 ATð Þ.

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: norm – Nag_NormType Input

On entry: specifies the norm to be used to estimate � Að Þ.
norm ¼ Nag OneNorm

Estimate �1 Að Þ.
norm ¼ Nag InfNorm

Estimate �1 Að Þ.
Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: dl½dim� – const double Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ multipliers that define the matrix L of the LU factorization of
A.

4: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

5: du½dim� – const double Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ elements of the first superdiagonal of U .

6: du2½dim� – const double Input

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: must contain the n� 2ð Þ elements of the second superdiagonal of U .

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: must contain the n pivot indices that define the permutation matrix P . At the ith step,
row i of the matrix was interchanged with row ipiv½i� 1�, and ipiv½i� 1� must always be either i
or iþ 1ð Þ, ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

8: anorm – double Input

On entry: if norm ¼ Nag OneNorm, the 1-norm of the original matrix A.

If norm ¼ Nag InfNorm, the 1-norm of the original matrix A.

anorm may be computed as demonstrated in Section 10 for the 1-norm. The 1-norm may be
similarly computed by swapping the dl and du arrays in the code for the 1-norm.

anorm must be computed either before calling nag_dgttrf (f07cdc) or else from a copy of the
original matrix A (see Section 10).

Constraint: anorm 	 0:0.

9: rcond – double * Output

On exit: contains an estimate of the reciprocal condition number.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

8 Parallelism and Performance

nag_dgtcon (f07cgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The condition number estimation typically requires between four and five solves and never more than
eleven solves, following the factorization. The total number of floating-point operations required to
perform a solve is proportional to n.

The complex analogue of this function is nag_zgtcon (f07cuc).
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10 Example

This example estimates the condition number in the 1-norm of the tridiagonal matrix A given by

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA:

10.1 Program Text

/* nag_dgtcon (f07cgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer exit_status = 0, i, n;

/* Arrays */
double *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_dgtcon (f07cgc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(dl = NAG_ALLOC(n - 1, double)) ||
!(du = NAG_ALLOC(n - 1, double)) ||
!(du2 = NAG_ALLOC(n - 2, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
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exit_status = -1;
goto END;

}

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &du[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &du[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &dl[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &dl[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the 1-norm of A */
if (n == 1) {

anorm = ABS(d[0]);
}
else {

anorm = MAX(ABS(d[0]) + ABS(dl[0]), ABS(d[n - 1]) + ABS(du[n - 2]));
for (i = 1; i < n - 1; ++i)

anorm = MAX(anorm, ABS(d[i]) + ABS(dl[i]) + ABS(du[i - 1]));
}

/* Factorize the tridiagonal matrix A using nag_dgttrf (f07cdc). */
nag_dgttrf(n, dl, d, du, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgttrf (f07cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate the condition number of A using nag_dgtcon (f07cgc). */
nag_dgtcon(Nag_OneNorm, n, dl, d, du, du2, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgtcon (f07cgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the estimated condition number if A non-singular */
if (rcond >= nag_machine_precision)

printf("Estimate of condition number = %11.2e\n\n", 1.0 / rcond);
else

f07 – Linear Equations (LAPACK) f07cgc

Mark 26 f07cgc.5



printf("A is singular to working precision. rcond = %11.2e\n\n", rcond);

END:
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_dgtcon (f07cgc) Example Program Data
5 : n

2.1 -1.0 1.9 8.0
3.0 2.3 -5.0 -0.9 7.1
3.4 3.6 7.0 -6.0 : matrix A

10.3 Program Results

nag_dgtcon (f07cgc) Example Program Results

Estimate of condition number = 9.27e+01
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NAG Library Function Document

nag_dgtrfs (f07chc)

1 Purpose

nag_dgtrfs (f07chc) computes error bounds and refines the solution to a real system of linear equations
AX ¼ B or ATX ¼ B, where A is an n by n tridiagonal matrix and X and B are n by r matrices, using
the LU factorization returned by nag_dgttrf (f07cdc) and an initial solution returned by nag_dgttrs
(f07cec). Iterative refinement is used to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dgtrfs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const double dl[], const double d[], const double du[],
const double dlf[], const double df[], const double duf[],
const double du2[], const Integer ipiv[], const double b[], Integer pdb,
double x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dgtrfs (f07chc) should normally be preceded by calls to nag_dgttrf (f07cdc) and nag_dgttrs
(f07cec). nag_dgttrf (f07cdc) uses Gaussian elimination with partial pivoting and row interchanges to
factorize the matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals. nag_dgttrs
(f07cec) then utilizes the factorization to compute a solution, X̂, to the required equations. Letting x̂
denote a column of X̂, nag_dgtrfs (f07chc) computes a component-wise backward error, �, the smallest
relative perturbation in each element of A and b such that x̂ is the exact solution of a perturbed system

Aþ Eð Þx̂ ¼ bþ f; with eij
		 		 � � aij		 		; and fj

		 		 � � bj		 		:
The function also estimates a bound for the component-wise forward error in the computed solution
defined by max xi � x̂ij j=max x̂ij j, where x is the corresponding column of the exact solution, X.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: trans – Nag_TransType Input

On entry: specifies the equations to be solved as follows:

trans ¼ Nag NoTrans
Solve AX ¼ B for X.

trans ¼ Nag Trans or Nag ConjTrans
Solve ATX ¼ B for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: dl½dim� – const double Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

6: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

7: du½dim� – const double Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A.

8: dlf½dim� – const double Input

Note: the dimension, dim, of the array dlf must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ multipliers that define the matrix L of the LU factorization of
A.

9: df½dim� – const double Input

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

10: duf½dim� – const double Input

Note: the dimension, dim, of the array duf must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ elements of the first superdiagonal of U .

11: du2½dim� – const double Input

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: must contain the n� 2ð Þ elements of the second superdiagonal of U .

f07chc NAG Library Manual

f07chc.2 Mark 26



12: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: must contain the n pivot indices that define the permutation matrix P . At the ith step,
row i of the matrix was interchanged with row ipiv½i� 1�, and ipiv½i� 1� must always be either i
or iþ 1ð Þ, ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

13: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

15: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r initial solution matrix X.

On exit: the n by r refined solution matrix X.

16: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

17: ferr½nrhs� – double Output

On exit: estimate of the forward error bound for each computed solution vector, such that
x̂j � xj
�� ��

1= x̂j
�� ��

1 � ferr½j� 1�, where x̂j is the jth column of the computed solution returned
in the array x and xj is the corresponding column of the exact solution X. The estimate is almost
always a slight overestimate of the true error.
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18: berr½nrhs� – double Output

On exit: estimate of the component-wise relative backward error of each computed solution
vector x̂j (i.e., the smallest relative change in any element of A or B that makes x̂j an exact
solution).

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1 Ak k1, the condition number of A with respect to the solution of the linear
equations. See Section 4.4 of Anderson et al. (1999) for further details.

Function nag_dgtcon (f07cgc) can be used to estimate the condition number of A.

8 Parallelism and Performance

nag_dgtrfs (f07chc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgtrfs (f07chc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B or ATX ¼ B is
proportional to nr. At most five steps of iterative refinement are performed, but usually only one or two
steps are required.

The complex analogue of this function is nag_zgtrfs (f07cvc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

3:0 2:1 0 0 0
3:4 2:3 �1:0 0 0
0 3:6 �5:0 1:9 0
0 0 7:0 �0:9 8:0
0 0 0 �6:0 7:1

0BBB@
1CCCA and B ¼

2:7 6:6
�0:5 10:8
2:6 �3:2
0:6 �11:2
2:7 19:1

0BBB@
1CCCA:

Estimates for the backward errors and forward errors are also output.
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10.1 Program Text

/* nag_dgtrfs (f07chc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
double *b = 0, *berr = 0, *d = 0, *df = 0, *dl = 0, *dlf = 0, *du = 0;
double *du2 = 0, *duf = 0, *ferr = 0, *x = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgtrfs (f07chc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(berr = NAG_ALLOC(nrhs, double)) ||
!(d = NAG_ALLOC(n, double)) ||
!(df = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n - 1, double)) ||
!(dlf = NAG_ALLOC(n - 1, double)) ||
!(du = NAG_ALLOC(n - 1, double)) ||
!(du2 = NAG_ALLOC(n - 2, double)) ||
!(duf = NAG_ALLOC(n - 1, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
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!(x = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the tridiagonal matrix A from data file */

#ifdef _WIN32
for (i = 0; i < n - 1; ++i)

scanf_s("%lf", &du[i]);
#else

for (i = 0; i < n - 1; ++i)
scanf("%lf", &du[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &dl[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &dl[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A into arrays duf, df and dlf. */
for (i = 0; i < n - 1; ++i) {
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duf[i] = du[i], df[i] = d[i], dlf[i] = dl[i];
}
df[n - 1] = d[n - 1];

/* Copy B into X using nag_dge_copy (f16qfc). */
nag_dge_copy(order, Nag_NoTrans, n, nrhs, b, pdb, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize the copy of the tridiagonal matrix A
* using nag_dgttrf (f07cdc).
*/

nag_dgttrf(n, dlf, df, duf, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgttrf (f07cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the equations AX = B using nag_dgttrs (f07cec). */
nag_dgttrs(order, Nag_NoTrans, n, nrhs, dlf, df, duf, du2, ipiv, x,

pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgttrs (f07cec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Improve the solution and compute error estimates using
* nag_dgtrfs (f07chc).
*/

nag_dgtrfs(order, Nag_NoTrans, n, nrhs, dl, d, du, dlf, df, duf, du2,
ipiv, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgtrfs (f07chc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the forward and backward error estimates */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(dl);
NAG_FREE(dlf);
NAG_FREE(du);
NAG_FREE(du2);
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NAG_FREE(duf);
NAG_FREE(ferr);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef B

10.2 Program Data

nag_dgtrfs (f07chc) Example Program Data
5 2 : n and nrhs

2.1 -1.0 1.9 8.0
3.0 2.3 -5.0 -0.9 7.1
3.4 3.6 7.0 -6.0 : matrix A
2.7 6.6

-0.5 10.8
2.6 -3.2
0.6 -11.2
2.7 19.1 : matrix B

10.3 Program Results

nag_dgtrfs (f07chc) Example Program Results

Solution(s)
1 2

1 -4.0000 5.0000
2 7.0000 -4.0000
3 3.0000 -3.0000
4 -4.0000 -2.0000
5 -3.0000 1.0000

Backward errors (machine-dependent)
7.2e-17 5.9e-17

Estimated forward error bounds (machine-dependent)
1.4e-14 0.0e+00
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NAG Library Function Document

nag_zgtsv (f07cnc)

1 Purpose

nag_zgtsv (f07cnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n tridiagonal matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgtsv (Nag_OrderType order, Integer n, Integer nrhs, Complex dl[],
Complex d[], Complex du[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zgtsv (f07cnc) uses Gaussian elimination with partial pivoting and row interchanges to solve the
equations AX ¼ B. The matrix A is factorized as A ¼ PLU , where P is a permutation matrix, L is unit
lower triangular with at most one nonzero subdiagonal element per column, and U is an upper
triangular band matrix, with two superdiagonals.

Note that the equations ATX ¼ B may be solved by interchanging the order of the arguments du and
dl.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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4: dl½dim� – Complex Input/Output

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: if no constraints are violated, dl is overwritten by the (n� 2) elements of the second
superdiagonal of the upper triangular matrix U from the LU factorization of A, in
dl½0�;dl½1�; . . . ;dl½n� 3�.

5: d½dim� – Complex Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: if no constraints are violated, d is overwritten by the n diagonal elements of the upper
triangular matrix U from the LU factorization of A.

6: du½dim� – Complex Input/Output

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A.

On exit: if no constraints are violated, du is overwritten by the n� 1ð Þ elements of the first
superdiagonal of U .

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero, and the solution has not been computed. The
factorization has not been completed unless n ¼ valueh i.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Alternatives to nag_zgtsv (f07cnc), which return condition and error estimates are nag_complex_
tridiag_lin_solve (f04ccc) and nag_zgtsvx (f07cpc).

8 Parallelism and Performance

nag_zgtsv (f07cnc) is not threaded in any implementation.
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9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr.

The real analogue of this function is nag_dgtsv (f07cac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the tridiagonal matrix

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA

and

b ¼

2:4� 5:0i
3:4þ 18:2i

�14:7þ 9:7i
31:9� 7:7i
�1:0þ 1:6i

0BBB@
1CCCA:

10.1 Program Text

/* nag_zgtsv (f07cnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
Complex *b = 0, *d = 0, *dl = 0, *du = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgtsv (f07cnc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(d = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n - 1, Complex)) || !(du = NAG_ALLOC(n - 1, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Read the tridiagonal matrix A and the right hand side B from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &du[i].re, &du[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &du[i].re, &du[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &dl[i].re, &dl[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &dl[i].re, &dl[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_zgtsv (f07cnc). */
nag_zgtsv(order, n, nrhs, dl, d, du, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgtsv (f07cnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%8.4f, %8.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}

END:
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);

return exit_status;
}

10.2 Program Data

nag_zgtsv (f07cnc) Example Program Data
5 1 : n, nrhs

( 2.0, -1.0) ( 2.0, 1.0) ( -1.0, 1.0) ( 1.0, -1.0) : du
( -1.3, 1.3) ( -1.3, 1.3) ( -1.3, 3.3) ( -0.3, 4.3) ( -3.3, 1.3) : d
( 1.0, -2.0) ( 1.0 , 1.0) ( 2.0, -3.0) ( 1.0, 1.0) : dl
( 2.4, -5.0) ( 3.4, 18.2) (-14.7, 9.7) ( 31.9, -7.7) ( -1.0, 1.6) : B

10.3 Program Results

nag_zgtsv (f07cnc) Example Program Results

Solution
( 1.0000, 1.0000)
( 3.0000, -1.0000)
( 4.0000, 5.0000)
( -1.0000, -2.0000)
( 1.0000, -1.0000)
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NAG Library Function Document

nag_zgtsvx (f07cpc)

1 Purpose

nag_zgtsvx (f07cpc) uses the LU factorization to compute the solution to a complex system of linear
equations

AX ¼ B; ATX ¼ B or AHX ¼ B;

where A is a tridiagonal matrix of order n and X and B are n by r matrices. Error bounds on the
solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgtsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_TransType trans, Integer n, Integer nrhs, const Complex dl[],
const Complex d[], const Complex du[], Complex dlf[], Complex df[],
Complex duf[], Complex du2[], Integer ipiv[], const Complex b[],
Integer pdb, Complex x[], Integer pdx, double *rcond, double ferr[],
double berr[], NagError *fail)

3 Description

nag_zgtsvx (f07cpc) performs the following steps:

1. If fact ¼ Nag NotFactored, the LU decomposition is used to factor the matrix A as A ¼ LU ,
where L is a product of permutation and unit lower bidiagonal matrices and U is upper triangular
with nonzeros in only the main diagonal and first two superdiagonals.

2. If some uii ¼ 0, so that U is exactly singular, then the function returns with fail:errnum ¼ i.
Otherwise, the factored form of A is used to estimate the condition number of the matrix A. If the
reciprocal of the condition number is less than machine precision , fail:code ¼
NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve for X and
compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
dlf, df, duf, du2 and ipiv contain the factorized form of the matrix A. dlf, df, duf, du2
and ipiv will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to dlf, df and duf and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: trans – Nag_TransType Input

On entry: specifies the form of the system of equations.

trans ¼ Nag NoTrans
AX ¼ B (No transpose).

trans ¼ Nag Trans
ATX ¼ B (Transpose).

trans ¼ Nag ConjTrans
AHX ¼ B (Conjugate transpose).

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: dl½dim� – const Complex Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of A.

7: d½dim� – const Complex Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of A.

8: du½dim� – const Complex Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: the n� 1ð Þ superdiagonal elements of A.
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9: dlf½dim� – Complex Input/Output

Note: the dimension, dim, of the array dlf must be at least max 1; n� 1ð Þ.
On entry: if fact ¼ Nag Factored, dlf contains the n� 1ð Þ multipliers that define the matrix L
from the LU factorization of A.

On exit: if fact ¼ Nag NotFactored, dlf contains the n� 1ð Þ multipliers that define the matrix L
from the LU factorization of A.

10: df½dim� – Complex Input/Output

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: if fact ¼ Nag Factored, df contains the n diagonal elements of the upper triangular
matrix U from the LU factorization of A.

On exit: if fact ¼ Nag NotFactored, df contains the n diagonal elements of the upper triangular
matrix U from the LU factorization of A.

11: duf½dim� – Complex Input/Output

Note: the dimension, dim, of the array duf must be at least max 1; n� 1ð Þ.
On entry: if fact ¼ Nag Factored, duf contains the n� 1ð Þ elements of the first superdiagonal of
U .

On exit: if fact ¼ Nag NotFactored, duf contains the n� 1ð Þ elements of the first superdiagonal
of U .

12: du2½dim� – Complex Input/Output

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: if fact ¼ Nag Factored, du2 contains the (n� 2) elements of the second superdiagonal
of U .

On exit: if fact ¼ Nag NotFactored, du2 contains the (n� 2) elements of the second
superdiagonal of U .

13: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains the pivot indices from the LU factorization of A.

On exit: if fact ¼ Nag NotFactored, ipiv contains the pivot indices from the LU factorization of
A; row i of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� will always be either i
or iþ 1; ipiv½i� 1� ¼ i indicates a row interchange was not required.

14: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

15: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

16: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

17: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

18: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

19: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

20: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

Element valueh i of the diagonal is exactly zero. The factorization has not been completed, but the
factor U is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

U is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ� Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 9.3 of Higham (2002)
for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgtsvx (f07cpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgtsvx (f07cpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr.

The condition number estimation typically requires between four and five solves and never more than
eleven solves, following the factorization. The solution is then refined, and the errors estimated, using
iterative refinement.

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

The real analogue of this function is nag_dgtsvx (f07cbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA

and
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B ¼

2:4� 5:0i 2:7þ 6:9i
3:4þ 18:2i �6:9� 5:3i

�14:7þ 9:7i �6:0� 0:6i
31:9� 7:7i �3:9þ 9:3i
�1:0þ 1:6i �3:0þ 12:2i

0BBB@
1CCCA:

Estimates for the backward errors, forward errors and condition number are also output.

10.1 Program Text

/* nag_zgtsvx (f07cpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
Complex *b = 0, *d = 0, *df = 0, *dl = 0, *dlf = 0, *du = 0, *du2 = 0;
Complex *duf = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgtsvx (f07cpc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;
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}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(d = NAG_ALLOC(n, Complex)) ||
!(df = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n - 1, Complex)) ||
!(dlf = NAG_ALLOC(n - 1, Complex)) ||
!(du = NAG_ALLOC(n - 1, Complex)) ||
!(du2 = NAG_ALLOC(n - 2, Complex)) ||
!(duf = NAG_ALLOC(n - 1, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &du[i].re, &du[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &du[i].re, &du[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &dl[i].re, &dl[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &dl[i].re, &dl[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else
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scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B using nag_zgtsvx (f07cpc). */
nag_zgtsvx(order, Nag_NotFactored, Nag_NoTrans, n, nrhs, dl, d, du, dlf, df,

duf, du2, ipiv, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_zgtsvx (f07cpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print solution, error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n", rcond);
if (fail.code == NE_SINGULAR)

printf("Error from nag_zgtsvx (f07cpc).\n%s\n", fail.message);
END:

NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(dl);
NAG_FREE(dlf);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(duf);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
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10.2 Program Data

nag_zgtsvx (f07cpc) Example Program Data
5 2 : n, nrhs

( 2.0, -1.0) ( 2.0, 1.0) ( -1.0, 1.0) ( 1.0, -1.0) : du
( -1.3, 1.3) ( -1.3, 1.3) ( -1.3, 3.3) ( -0.3, 4.3) ( -3.3, 1.3) : d
( 1.0, -2.0) ( 1.0 , 1.0) ( 2.0, -3.0) ( 1.0, 1.0) : dl
( 2.4, -5.0) ( 2.7, 6.9)
( 3.4, 18.2) ( -6.9, -5.3)
(-14.7, 9.7) ( -6.0, -0.6)
( 31.9, -7.7) ( -3.9, 9.3)
( -1.0, 1.6) ( -3.0, 12.2) : B

10.3 Program Results

nag_zgtsvx (f07cpc) Example Program Results

Solution(s)
1 2

1 ( 1.0000, 1.0000) ( 2.0000,-1.0000)
2 ( 3.0000,-1.0000) ( 1.0000, 2.0000)
3 ( 4.0000, 5.0000) (-1.0000, 1.0000)
4 (-1.0000,-2.0000) ( 2.0000, 1.0000)
5 ( 1.0000,-1.0000) ( 2.0000,-2.0000)

Backward errors (machine-dependent)
3.7e-17 6.7e-17

Estimated forward error bounds (machine-dependent)
5.4e-14 7.3e-14

Estimate of reciprocal condition number
5.4e-03
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NAG Library Function Document

nag_zgttrf (f07crc)

1 Purpose

nag_zgttrf (f07crc) computes the LU factorization of a complex n by n tridiagonal matrix A.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgttrf (Integer n, Complex dl[], Complex d[], Complex du[],
Complex du2[], Integer ipiv[], NagError *fail)

3 Description

nag_zgttrf (f07crc) uses Gaussian elimination with partial pivoting and row interchanges to factorize the
matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: dl½dim� – Complex Input/Output

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: is overwritten by the n� 1ð Þ multipliers that define the matrix L of the LU factorization
of A.

3: d½dim� – Complex Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: is overwritten by the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

4: du½dim� – Complex Input/Output

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.

f07 – Linear Equations (LAPACK) f07crc

Mark 26 f07crc.1

http://www.netlib.org/lapack/lug


On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A.

On exit: is overwritten by the n� 1ð Þ elements of the first superdiagonal of U .

5: du2½n� 2� – Complex Output

On exit: contains the n� 2ð Þ elements of the second superdiagonal of U .

6: ipiv½n� – Integer Output

On exit: contains the n pivot indices that define the permutation matrix P . At the ith step, row i
of the matrix was interchanged with row ipiv½i� 1�. ipiv½i� 1� will always be either i or iþ 1ð Þ,
ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor U is exactly singular, and division by zero will occur if it is used to solve a system of
equations.

7 Accuracy

The computed factorization satisfies an equation of the form

Aþ E ¼ PLU;

where
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Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision.

Following the use of this function, nag_zgttrs (f07csc) can be used to solve systems of equations
AX ¼ B or ATX ¼ B or AHX ¼ B, and nag_zgtcon (f07cuc) can be used to estimate the condition
number of A.

8 Parallelism and Performance

nag_zgttrf (f07crc) is not threaded in any implementation.

9 Further Comments

The total number of floating-point operations required to factorize the matrix A is proportional to n.

The real analogue of this function is nag_dgttrf (f07cdc).

10 Example

This example factorizes the tridiagonal matrix A given by

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA:

10.1 Program Text

/* nag_zgttrf (f07crc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;

/* Arrays */
Complex *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_zgttrf (f07crc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
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scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
if (!(d = NAG_ALLOC(n, Complex)) ||

!(dl = NAG_ALLOC(n - 1, Complex)) ||
!(du = NAG_ALLOC(n - 1, Complex)) ||
!(du2 = NAG_ALLOC(n - 2, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &du[i].re, &du[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &du[i].re, &du[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &dl[i].re, &dl[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &dl[i].re, &dl[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_zgttrf (f07crc). */
nag_zgttrf(n, dl, d, du, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgttrf (f07crc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print details of the factorization */
printf("Details of factorization (U)\n\n");

printf("%17s%24s%22s\n", "Main diagonal", "First superdiagonal",
"Second superdiagonal");

for (i = 0; i < n; ++i) {
printf("(%8.4f, %8.4f)", d[i].re, d[i].im);
if (i < n - 1)

printf(" (%8.4f, %8.4f)", du[i].re, du[i].im);
if (i < n - 2)

printf(" (%8.4f, %8.4f)", du2[i].re, du2[i].im);
printf("\n");

}

printf("\n Multipliers\n");
for (i = 0; i < n - 1; ++i)

printf("(%8.4f, %8.4f)\n", dl[i].re, dl[i].im);

printf("\n Vector of interchanges\n");
for (i = 0; i < n; ++i)

printf("%7" NAG_IFMT "%s", ipiv[i], i % 5 == 4 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_zgttrf (f07crc) Example Program Data
5 : n

( 2.0,-1.0) ( 2.0, 1.0) (-1.0, 1.0) ( 1.0,-1.0) : du
(-1.3, 1.3) (-1.3, 1.3) (-1.3, 3.3) (-0.3, 4.3) (-3.3, 1.3) : d
( 1.0,-2.0) ( 1.0, 1.0) ( 2.0,-3.0) ( 1.0, 1.0) : dl

10.3 Program Results

nag_zgttrf (f07crc) Example Program Results

Details of factorization (U)

Main diagonal First superdiagonal Second superdiagonal
( 1.0000, -2.0000) ( -1.3000, 1.3000) ( 2.0000, 1.0000)
( 1.0000, 1.0000) ( -1.3000, 3.3000) ( -1.0000, 1.0000)
( 2.0000, -3.0000) ( -0.3000, 4.3000) ( 1.0000, -1.0000)
( 1.0000, 1.0000) ( -3.3000, 1.3000)
( -1.3399, 0.2875)

Multipliers
( -0.7800, -0.2600)
( 0.1620, -0.4860)
( -0.0452, -0.0010)
( -0.3979, -0.0562)

Vector of interchanges
2 3 4 5 5
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NAG Library Function Document

nag_zgttrs (f07csc)

1 Purpose

nag_zgttrs (f07csc) computes the solution to a complex system of linear equations AX ¼ B or
ATX ¼ B or AHX ¼ B, where A is an n by n tridiagonal matrix and X and B are n by r matrices,
using the LU factorization returned by nag_zgttrf (f07crc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgttrs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const Complex dl[], const Complex d[], const Complex du[],
const Complex du2[], const Integer ipiv[], Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zgttrs (f07csc) should be preceded by a call to nag_zgttrf (f07crc), which uses Gaussian
elimination with partial pivoting and row interchanges to factorize the matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals. nag_zgttrs
(f07csc) then utilizes the factorization to solve the required equations.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the equations to be solved as follows:

trans ¼ Nag NoTrans
Solve AX ¼ B for X.

trans ¼ Nag Trans
Solve ATX ¼ B for X.
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trans ¼ Nag ConjTrans
Solve AHX ¼ B for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: dl½dim� – const Complex Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ multipliers that define the matrix L of the LU factorization of
A.

6: d½dim� – const Complex Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

7: du½dim� – const Complex Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ elements of the first superdiagonal of U .

8: du2½dim� – const Complex Input

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: must contain the n� 2ð Þ elements of the second superdiagonal of U .

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: must contain the n pivot indices that define the permutation matrix P . At the ith step,
row i of the matrix was interchanged with row ipiv½i� 1�, and ipiv½i� 1� must always be either i
or iþ 1ð Þ, ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: the n by r solution matrix X.
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11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of this function nag_zgtcon (f07cuc) can be used to estimate the condition number of
A and nag_zgtrfs (f07cvc) can be used to obtain approximate error bounds.

8 Parallelism and Performance

nag_zgttrs (f07csc) is not threaded in any implementation.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B or ATX ¼ B or
AHX ¼ B is proportional to nr.

The real analogue of this function is nag_dgttrs (f07cec).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA

and

B ¼

2:4� 5:0i 2:7þ 6:9i
3:4þ 18:2i �6:9� 5:3i

�14:7þ 9:7i �6:0� 0:6i
31:9� 7:7i �3:9þ 9:3i
�1:0þ 1:6i �3:0þ 12:2i

0BBB@
1CCCA:

10.1 Program Text

/* nag_zgttrs (f07csc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
Complex *b = 0, *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgttrs (f07csc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(d = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n - 1, Complex)) ||
!(du = NAG_ALLOC(n - 1, Complex)) ||
!(du2 = NAG_ALLOC(n - 2, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &du[i].re, &du[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &du[i].re, &du[i].im);
#endif
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &dl[i].re, &dl[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &dl[i].re, &dl[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_zgttrf (f07crc). */
nag_zgttrf(n, dl, d, du, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgttrf (f07crc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve the equations AX = B using nag_zgttrs (f07csc). */
nag_zgttrs(order, Nag_NoTrans, n, nrhs, dl, d, du, du2, ipiv, b, pdb,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgttrs (f07csc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;
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}
END:

NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_zgttrs (f07csc) Example Program Data
5 2 : n, nrhs

( 2.0, -1.0) ( 2.0, 1.0) ( -1.0, 1.0) ( 1.0, -1.0) : du
( -1.3, 1.3) ( -1.3, 1.3) ( -1.3, 3.3) ( -0.3, 4.3) ( -3.3, 1.3) : d
( 1.0, -2.0) ( 1.0 , 1.0) ( 2.0, -3.0) ( 1.0, 1.0) : dl
( 2.4, -5.0) ( 2.7, 6.9)
( 3.4, 18.2) ( -6.9, -5.3)
(-14.7, 9.7) ( -6.0, -0.6)
( 31.9, -7.7) ( -3.9, 9.3)
( -1.0, 1.6) ( -3.0, 12.2) : B

10.3 Program Results

nag_zgttrs (f07csc) Example Program Results

Solution(s)
1 2

1 ( 1.0000, 1.0000) ( 2.0000,-1.0000)
2 ( 3.0000,-1.0000) ( 1.0000, 2.0000)
3 ( 4.0000, 5.0000) (-1.0000, 1.0000)
4 (-1.0000,-2.0000) ( 2.0000, 1.0000)
5 ( 1.0000,-1.0000) ( 2.0000,-2.0000)
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NAG Library Function Document

nag_zgtcon (f07cuc)

1 Purpose

nag_zgtcon (f07cuc) estimates the reciprocal condition number of a complex n by n tridiagonal matrix
A, using the LU factorization returned by nag_zgttrf (f07crc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgtcon (Nag_NormType norm, Integer n, const Complex dl[],
const Complex d[], const Complex du[], const Complex du2[],
const Integer ipiv[], double anorm, double *rcond, NagError *fail)

3 Description

nag_zgtcon (f07cuc) should be preceded by a call to nag_zgttrf (f07crc), which uses Gaussian
elimination with partial pivoting and row interchanges to factorize the matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals. nag_zgtcon
(f07cuc) then utilizes the factorization to estimate either A�1

�� ��
1
or A�1
�� ��

1, from which the estimate
of the reciprocal of the condition number of A, 1=� Að Þ is computed as either

1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
or

1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
:

1=� Að Þ is returned, rather than � Að Þ, since when A is singular � Að Þ is infinite.

Note that �1 Að Þ ¼ �1 ATð Þ.

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: norm – Nag_NormType Input

On entry: specifies the norm to be used to estimate � Að Þ.
norm ¼ Nag OneNorm

Estimate �1 Að Þ.
norm ¼ Nag InfNorm

Estimate �1 Að Þ.
Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: dl½dim� – const Complex Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ multipliers that define the matrix L of the LU factorization of
A.

4: d½dim� – const Complex Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

5: du½dim� – const Complex Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ elements of the first superdiagonal of U .

6: du2½dim� – const Complex Input

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
On entry: must contain the n� 2ð Þ elements of the second superdiagonal of U .

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: must contain the n pivot indices that define the permutation matrix P . At the ith step,
row i of the matrix was interchanged with row ipiv½i� 1�, and ipiv½i� 1� must always be either i
or iþ 1ð Þ, ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

8: anorm – double Input

On entry: if norm ¼ Nag OneNorm, the 1-norm of the original matrix A.

If norm ¼ Nag InfNorm, the 1-norm of the original matrix A.

anorm may be computed as demonstrated in Section 10 for the 1-norm. The 1-norm may be
similarly computed by swapping the dl and du arrays in the code for the 1-norm.

anorm must be computed either before calling nag_zgttrf (f07crc) or else from a copy of the
original matrix A (see Section 10).

Constraint: anorm 	 0:0.

9: rcond – double * Output

On exit: contains an estimate of the reciprocal condition number.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

In practice the condition number estimator is very reliable, but it can underestimate the true condition
number; see Section 15.3 of Higham (2002) for further details.

8 Parallelism and Performance

nag_zgtcon (f07cuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The condition number estimation typically requires between four and five solves and never more than
eleven solves, following the factorization. The total number of floating-point operations required to
perform a solve is proportional to n.

The real analogue of this function is nag_dgtcon (f07cgc).
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10 Example

This example estimates the condition number in the 1-norm of the tridiagonal matrix A given by

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA:

10.1 Program Text

/* nag_zgtcon (f07cuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer exit_status = 0, i, n;

/* Arrays */
Complex *d = 0, *dl = 0, *du = 0, *du2 = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;

#define CABS(dl) sqrt(dl.re * dl.re + dl.im * dl.im)

INIT_FAIL(fail);

printf("nag_zgtcon (f07cuc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = -2;
goto END;

}
/* Allocate memory */
if (!(d = NAG_ALLOC(n, Complex)) ||

!(dl = NAG_ALLOC(n - 1, Complex)) ||
!(du = NAG_ALLOC(n - 1, Complex)) ||
!(du2 = NAG_ALLOC(n - 2, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &du[i].re, &du[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &du[i].re, &du[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &dl[i].re, &dl[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &dl[i].re, &dl[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the 1-norm of A */

if (n == 1) {
anorm = CABS(d[0]);

}
else {

anorm = MAX(CABS(d[0]) + CABS(dl[0]), CABS(d[n - 1]) + CABS(du[n - 2]));
for (i = 1; i < n - 1; ++i)

anorm = MAX(anorm, CABS(d[i]) + CABS(dl[i]) + CABS(du[i - 1]));
}
/* nag_zgttrf (f07crc)
* LU factorization of complex tridiagonal matrix A
*/

nag_zgttrf(n, dl, d, du, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgttrf (f07crc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate the condition number of A using
* nag_zgtcon (f07cuc).
* Estimates the reciprocal of the condition number of a LU factorized
* complex tridiagonal matrix.
*/

nag_zgtcon(Nag_OneNorm, n, dl, d, du, du2, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgtcon (f07cuc).\n%s\n", fail.message);
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exit_status = 2;
goto END;

}

/* Print the estimated condition number */
if (rcond >= nag_machine_precision)

printf("Estimate of condition number = %11.2e\n\n", 1.0 / rcond);
else

printf("A is singular to working precision. RCOND = %11.2e\n\n", rcond);
END:

NAG_FREE(d);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(ipiv);

return exit_status;
}

10.2 Program Data

nag_zgtcon (f07cuc) Example Program Data
5 : n

( 2.0,-1.0) ( 2.0, 1.0) (-1.0, 1.0) ( 1.0,-1.0) : du
(-1.3, 1.3) (-1.3, 1.3) (-1.3, 3.3) (-0.3, 4.3) (-3.3, 1.3) : d
( 1.0,-2.0) ( 1.0, 1.0) ( 2.0,-3.0) ( 1.0, 1.0) : dl

10.3 Program Results

nag_zgtcon (f07cuc) Example Program Results

Estimate of condition number = 1.84e+02
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NAG Library Function Document

nag_zgtrfs (f07cvc)

1 Purpose

nag_zgtrfs (f07cvc) computes error bounds and refines the solution to a complex system of linear
equations AX ¼ B or ATX ¼ B or AHX ¼ B, where A is an n by n tridiagonal matrix and X and B
are n by r matrices, using the LU factorization returned by nag_zgttrf (f07crc) and an initial solution
returned by nag_zgttrs (f07csc). Iterative refinement is used to reduce the backward error as much as
possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zgtrfs (Nag_OrderType order, Nag_TransType trans, Integer n,
Integer nrhs, const Complex dl[], const Complex d[], const Complex du[],
const Complex dlf[], const Complex df[], const Complex duf[],
const Complex du2[], const Integer ipiv[], const Complex b[],
Integer pdb, Complex x[], Integer pdx, double ferr[], double berr[],
NagError *fail)

3 Description

nag_zgtrfs (f07cvc) should normally be preceded by calls to nag_zgttrf (f07crc) and nag_zgttrs (f07csc).
nag_zgttrf (f07crc) uses Gaussian elimination with partial pivoting and row interchanges to factorize the
matrix A as

A ¼ PLU;

where P is a permutation matrix, L is unit lower triangular with at most one nonzero subdiagonal
element in each column, and U is an upper triangular band matrix, with two superdiagonals. nag_zgttrs
(f07csc) then utilizes the factorization to compute a solution, X̂, to the required equations. Letting x̂
denote a column of X̂, nag_zgtrfs (f07cvc) computes a component-wise backward error, �, the smallest
relative perturbation in each element of A and b such that x̂ is the exact solution of a perturbed system

Aþ Eð Þx̂ ¼ bþ f; with eij
		 		 � � aij		 		; and fj

		 		 � � bj		 		:
The function also estimates a bound for the component-wise forward error in the computed solution
defined by max xi � x̂ij j=max x̂ij j, where x is the corresponding column of the exact solution, X.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

f07 – Linear Equations (LAPACK) f07cvc

Mark 26 f07cvc.1

http://www.netlib.org/lapack/lug


2: trans – Nag_TransType Input

On entry: specifies the equations to be solved as follows:

trans ¼ Nag NoTrans
Solve AX ¼ B for X.

trans ¼ Nag Trans
Solve ATX ¼ B for X.

trans ¼ Nag ConjTrans
Solve AHX ¼ B for X.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: dl½dim� – const Complex Input

Note: the dimension, dim, of the array dl must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

6: d½dim� – const Complex Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

7: du½dim� – const Complex Input

Note: the dimension, dim, of the array du must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ superdiagonal elements of the matrix A.

8: dlf½dim� – const Complex Input

Note: the dimension, dim, of the array dlf must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ multipliers that define the matrix L of the LU factorization of
A.

9: df½dim� – const Complex Input

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the upper triangular matrix U from the LU
factorization of A.

10: duf½dim� – const Complex Input

Note: the dimension, dim, of the array duf must be at least max 1; n� 1ð Þ.
On entry: must contain the n� 1ð Þ elements of the first superdiagonal of U .

11: du2½dim� – const Complex Input

Note: the dimension, dim, of the array du2 must be at least max 1; n� 2ð Þ.
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On entry: must contain the n� 2ð Þ elements of the second superdiagonal of U .

12: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: must contain the n pivot indices that define the permutation matrix P . At the ith step,
row i of the matrix was interchanged with row ipiv½i� 1�, and ipiv½i� 1� must always be either i
or iþ 1ð Þ, ipiv½i� 1� ¼ i indicating that a row interchange was not performed.

13: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

15: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r initial solution matrix X.

On exit: the n by r refined solution matrix X.

16: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

17: ferr½nrhs� – double Output

On exit: estimate of the forward error bound for each computed solution vector, such that
x̂j � xj
�� ��

1= x̂j
�� ��

1 � ferr½j� 1�, where x̂j is the jth column of the computed solution returned
in the array x and xj is the corresponding column of the exact solution X. The estimate is almost
always a slight overestimate of the true error.
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18: berr½nrhs� – double Output

On exit: estimate of the component-wise relative backward error of each computed solution
vector x̂j (i.e., the smallest relative change in any element of A or B that makes x̂j an exact
solution).

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1 Ak k1, the condition number of A with respect to the solution of the linear
equations. See Section 4.4 of Anderson et al. (1999) for further details.

Function nag_zgtcon (f07cuc) can be used to estimate the condition number of A.

8 Parallelism and Performance

nag_zgtrfs (f07cvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgtrfs (f07cvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B or ATX ¼ B or
AHX ¼ B is proportional to nr. At most five steps of iterative refinement are performed, but usually
only one or two steps are required.

The real analogue of this function is nag_dgtrfs (f07chc).

10 Example

This example solves the equations

AX ¼ B;

where A is the tridiagonal matrix

A ¼

�1:3þ 1:3i 2:0� 1:0i 0 0 0
1:0� 2:0i �1:3þ 1:3i 2:0þ 1:0i 0 0
0 1:0þ 1:0i �1:3þ 3:3i �1:0þ 1:0i 0
0 0 2:0� 3:0i �0:3þ 4:3i 1:0� 1:0i
0 0 0 1:0þ 1:0i �3:3þ 1:3i

0BBB@
1CCCA

and

B ¼

2:4� 5:0i 2:7þ 6:9i
3:4þ 18:2i �6:9� 5:3i

�14:7þ 9:7i �6:0� 0:6i
31:9� 7:7i �3:9þ 9:3i
�1:0þ 1:6i �3:0þ 12:2i

0BBB@
1CCCA:

Estimates for the backward errors and forward errors are also output.
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10.1 Program Text

/* nag_zgtrfs (f07cvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
Complex *b = 0, *d = 0, *df = 0, *dl = 0, *dlf = 0, *du = 0,

*du2 = 0, *duf = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgtrfs (f07cvc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}

if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(d = NAG_ALLOC(n, Complex)) ||
!(df = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n - 1, Complex)) ||
!(dlf = NAG_ALLOC(n - 1, Complex)) ||
!(du = NAG_ALLOC(n - 1, Complex)) ||
!(du2 = NAG_ALLOC(n - 2, Complex)) ||
!(duf = NAG_ALLOC(n - 1, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
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!(ferr = NAG_ALLOC(nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the tridiagonal matrix A from data file */
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &du[i].re, &du[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &du[i].re, &du[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &dl[i].re, &dl[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &dl[i].re, &dl[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A into duf, df and dlf */
for (i = 0; i < n - 1; ++i) {

duf[i].re = du[i].re, duf[i].im = du[i].im;
df[i].re = d[i].re, df[i].im = d[i].im;
dlf[i].re = dl[i].re, dlf[i].im = dl[i].im;
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}
df[n - 1].re = d[n - 1].re, df[n - 1].im = d[n - 1].im;

/* copy B into X using nag_zge_copy (f16tfc). */
nag_zge_copy(order, Nag_NoTrans, n, nrhs, b, pdb, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize the copy of the tridiagonal matrix A using
* nag_zgttrf (f07crc).
*/

nag_zgttrf(n, dlf, df, duf, du2, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgttrf (f07crc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve the equations AX = B using nag_zgttrs (f07csc). */
nag_zgttrs(order, Nag_NoTrans, n, nrhs, dlf, df, duf, du2, ipiv, x,

pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgttrs (f07csc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Improve the solution and compute error estimates using
* nag_zgtrfs (f07cvc).
*/

nag_zgtrfs(order, Nag_NoTrans, n, nrhs, dl, d, du, dlf, df, duf, du2,
ipiv, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgtrfs (f07cvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print the forward and backward error estimates */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(dl);
NAG_FREE(dlf);
NAG_FREE(du);
NAG_FREE(du2);
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NAG_FREE(duf);
NAG_FREE(ferr);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef B

10.2 Program Data

nag_zgtrfs (f07cvc) Example Program Data
5 2 : n, nrhs

( 2.0, -1.0) ( 2.0, 1.0) ( -1.0, 1.0) ( 1.0, -1.0) : du
( -1.3, 1.3) ( -1.3, 1.3) ( -1.3, 3.3) ( -0.3, 4.3) ( -3.3, 1.3) : d
( 1.0, -2.0) ( 1.0 , 1.0) ( 2.0, -3.0) ( 1.0, 1.0) : dl
( 2.4, -5.0) ( 2.7, 6.9)
( 3.4, 18.2) ( -6.9, -5.3)
(-14.7, 9.7) ( -6.0, -0.6)
( 31.9, -7.7) ( -3.9, 9.3)
( -1.0, 1.6) ( -3.0, 12.2) : B

10.3 Program Results

nag_zgtrfs (f07cvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000, 1.0000) ( 2.0000,-1.0000)
2 ( 3.0000,-1.0000) ( 1.0000, 2.0000)
3 ( 4.0000, 5.0000) (-1.0000, 1.0000)
4 (-1.0000,-2.0000) ( 2.0000, 1.0000)
5 ( 1.0000,-1.0000) ( 2.0000,-2.0000)

Backward errors (machine-dependent)
3.7e-17 6.7e-17

Estimated forward error bounds (machine-dependent)
5.4e-14 7.3e-14
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NAG Library Function Document

nag_dposv (f07fac)

1 Purpose

nag_dposv (f07fac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dposv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, double a[], Integer pda, double b[], Integer pdb,
NagError *fail)

3 Description

nag_dposv (f07fac) uses the Cholesky decomposition to factor A as A ¼ UTU if uplo ¼ Nag Upper or
A ¼ LLT if uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular
matrix. The factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UTU or A ¼ LLT.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by
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x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_dposvx (f07fbc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_real_sym_posdef_lin_solve
(f04bdc) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_real_sym_posde
f_lin_solve (f04bdc) calls nag_dposv (f07fac) to solve the equations.

8 Parallelism and Performance

nag_dposv (f07fac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dposv (f07fac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 þ 2n2r , where r is the number of
right-hand sides.

The complex analogue of this function is nag_zposv (f07fnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric positive definite matrix

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and b ¼

8:70
�13:35

1:89
�4:14

0B@
1CA:

Details of the Cholesky factorization of A are also output.

10.1 Program Text

/* nag_dposv (f07fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
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int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;
/* Arrays */
double *a = 0, *b = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dposv (f07fac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = i; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_dposv (f07fac). */
nag_dposv(order, Nag_Upper, n, nrhs, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dposv (f07fac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Solution\n");

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");
printf("\n");

}

/* Print details of factorization using nag_gen_real_mat_print (x04cac). */
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_UpperMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Cholesky factor U", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dposv (f07fac) Example Program Data
4 1 : n, nrhs
4.16 -3.12 0.56 -0.10

5.03 -0.83 1.18
0.76 0.34

1.18 : matrix A
8.70 -13.35 1.89 -4.14 : vector b
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10.3 Program Results

nag_dposv (f07fac) Example Program Results

Solution
1.0000

-1.0000
2.0000

-3.0000

Cholesky factor U
1 2 3 4

1 2.0396 -1.5297 0.2746 -0.0490
2 1.6401 -0.2500 0.6737
3 0.7887 0.6617
4 0.5347
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NAG Library Function Document

nag_dposvx (f07fbc)

1 Purpose

nag_dposvx (f07fbc) uses the Cholesky factorization

A ¼ UTU or A ¼ LLT

to compute the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite matrix and X and B are n by r matrices. Error
bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dposvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, double a[], Integer pda,
double af[], Integer pdaf, Nag_EquilibrationType *equed, double s[],
double b[], Integer pdb, double x[], Integer pdx, double *rcond,
double ferr[], double berr[], NagError *fail)

3 Description

nag_dposvx (f07fbc) performs the following steps:

1. If fact ¼ Nag EquilibrateAndFactor, real diagonal scaling factors, DS , are computed to equilibrate
the system:

DSADSð Þ D�1S X
� �

¼ DSB:

Whether or not the system will be equilibrated depends on the scaling of the matrix A, but if
equilibration is used, A is overwritten by DSADS and B by DSB.

2. If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, the Cholesky decomposition is used to
factor the matrix A (after equilibration if fact ¼ Nag EquilibrateAndFactor) as A ¼ UTU if
uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U is an upper triangular matrix and L
is a lower triangular matrix.

3. If the leading i by i principal minor of A is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

4. The system of equations is solved for X using the factored form of A.

5. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

6. If equilibration was used, the matrix X is premultiplied by DS so that it solves the original system
before equilibration.
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
af contains the factorized form of A. If equed ¼ Nag Equilibrated, the matrix A has been
equilibrated with scaling factors given by s. a and af will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to af and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, a must have been equilibrated by the
scaling factor in s as DSADS .
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If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, a is not modified.

If fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, a is overwritten by DSADS.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – double Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the triangular factor U or L from the Cholesky
fac to r i z a t i on A ¼ UTU o r A ¼ LLT, i n t he same s to r age fo rma t a s a . I f
equed 6¼ Nag NoEquilibration, af is the factorized form of the equilibrated matrix DSADS .

On exit: if fact ¼ Nag NotFactored, af returns the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, af returns the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT of the equilibrated matrix A (see the description of a for the
form of the equilibrated matrix).

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array af.

Constraint: pdaf 	 max 1; nð Þ.

10: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag Equilibrated, equilibration was performed, i.e., A has been replaced by
DSADS .

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of the equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration or Nag Equilibrated.
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11: s½dim� – double Input/Output

Note: the dimension, dim, of the array s must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, s need not be set.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, s must contain the scale factors, DS , for
A; each element of s must be positive.

On exit: if fact ¼ Nag Factored, s is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag Equilibrated, s contains the scale
factors, DS , for A; each element of s is positive.

12: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

If equed ¼ Nag Equilibrated, b is overwritten by DSB.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

14: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed ¼ Nag Equilibrated, and the solution to the equilibrated system is D�1S X.

15: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.
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16: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

17: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

18: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
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On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR_WP

U (or L) is nonsingular, but rcond is less than machine precision, meaning that the matrix is
singular to working precision. Nevertheless, the solution and error bounds are computed because
there are a number of situations where the computed solution can be more accurate than the value
of rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UTj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LTj j,

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dposvx (f07fbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_dposvx (f07fbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 1
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 2n2 operations.

The complex analogue of this function is nag_zposvx (f07fpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite matrix

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA

and

B ¼
8:70 8:30

�13:35 2:13
1:89 1:61
�4:14 5:00

0B@
1CA:

Error estimates for the solutions, information on equilibration and an estimate of the reciprocal of the
condition number of the scaled matrix A are also output.

10.1 Program Text

/* nag_dposvx (f07fbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;
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/* Arrays */
double *a = 0, *af = 0, *b = 0, *berr = 0, *ferr = 0, *s = 0;
double *x = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dposvx (f07fbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}

pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(af = NAG_ALLOC(n * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(n, double)) ||
!(ferr = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = i; j <= n; ++j)
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scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_dposvx (f07fbc). */
nag_dposvx(order, Nag_EquilibrateAndFactor, Nag_Upper, n, nrhs, a, pda, af,

pdaf, &equed, s, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_dposvx (f07fbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds, condition number and the form of equilibration */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(S)*A*diag(S)\n");
if (fail.code == NE_SINGULAR) {

printf("Error from nag_dposvx (f07fbc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(s);
NAG_FREE(x);
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return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dposvx (f07fbc) Example Program Data
4 2 : n, nrhs
4.16 -3.12 0.56 -0.10

5.03 -0.83 1.18
0.76 0.34

1.18 : matrix A
8.70 8.30

-13.35 2.13
1.89 1.61

-4.14 5.00 : matrix B

10.3 Program Results

nag_dposvx (f07fbc) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000

Backward errors (machine-dependent)
6.7e-17 7.9e-17

Estimated forward error bounds (machine-dependent)
2.3e-14 2.3e-14

Estimate of reciprocal condition number
1.0e-02

A has not been equilibrated

f07fbc NAG Library Manual

f07fbc.10 (last) Mark 26



NAG Library Function Document

nag_dpotrf (f07fdc)

1 Purpose

nag_dpotrf (f07fdc) computes the Cholesky factorization of a real symmetric positive definite matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpotrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, NagError *fail)

3 Description

nag_dpotrf (f07fdc) forms the Cholesky factorization of a real symmetric positive definite matrix A
either as A ¼ UTU if uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U is an upper
triangular matrix and L is lower triangular.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric positive definite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of A is overwritten by the Cholesky factor U or L as
specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. To factorize a symmetric matrix which is not positive definite, call nag_dsytrf
(f07mdc) instead.

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c nð Þ� UT
		 		 Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. If uplo ¼ Nag Lower, a similar
statement holds for the computed factor L. It follows that eij

		 		 � c nð Þ� ffiffiffiffiffiffiffiffiffiffiffi
aiiajj
p

.

8 Parallelism and Performance

nag_dpotrf (f07fdc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpotrf (f07fdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 .

A call to nag_dpotrf (f07fdc) may be followed by calls to the functions:

nag_dpotrs (f07fec) to solve AX ¼ B;
nag_dpocon (f07fgc) to estimate the condition number of A;

nag_dpotri (f07fjc) to compute the inverse of A.

The complex analogue of this function is nag_zpotrf (f07frc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA:
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10.1 Program Text

/* nag_dpotrf (f07fdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpotrf (f07fdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_dpotrf (f07fdc).
* Cholesky factorization of real symmetric
* positive-definite matrix
*/

nag_dpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrf (f07fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print factor */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Factor", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_dpotrf (f07fdc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A

10.3 Program Results

nag_dpotrf (f07fdc) Example Program Results

Factor
1 2 3 4

1 2.0396
2 -1.5297 1.6401
3 0.2746 -0.2500 0.7887
4 -0.0490 0.6737 0.6617 0.5347
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NAG Library Function Document

nag_dpotrs (f07fec)

1 Purpose

nag_dpotrs (f07fec) solves a real symmetric positive definite system of linear equations with multiple
right-hand sides,

AX ¼ B;

where A has been factorized by nag_dpotrf (f07fdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpotrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double a[], Integer pda, double b[], Integer pdb,
NagError *fail)

3 Description

nag_dpotrs (f07fec) is used to solve a real symmetric positive definite system of linear equations
AX ¼ B, this function must be preceded by a call to nag_dpotrf (f07fdc) which computes the Cholesky
factorization of A. The solution X is computed by forward and backward substitution.

If uplo ¼ Nag Upper, A ¼ UTU , where U is upper triangular; the solution X is computed by solving
UTY ¼ B and then UX ¼ Y .

If uplo ¼ Nag Lower, A ¼ LLT, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpotrf (f07fdc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f07fec NAG Library Manual

f07fec.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UTj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LTj j,

c nð Þ is a modest linear function of n, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dporfs (f07fhc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_dpocon (f07fgc).

8 Parallelism and Performance

nag_dpotrs (f07fec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpotrs (f07fec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n2r.

This function may be followed by a call to nag_dporfs (f07fhc) to refine the solution and return an error
estimate.

The complex analogue of this function is nag_zpotrs (f07fsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

Here A is symmetric positive definite and must first be factorized by nag_dpotrf (f07fdc).

10.1 Program Text

/* nag_dpotrs (f07fec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
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Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpotrs (f07fec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else
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scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_dpotrf (f07fdc).
* Cholesky factorization of real symmetric
* positive-definite matrix
*/

nag_dpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrf (f07fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dpotrs (f07fec).
* Solution of real symmetric positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_dpotrf (f07fdc)
*/

nag_dpotrs(order, uplo, n, nrhs, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrs (f07fec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dpotrs (f07fec) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
8.70 8.30

-13.35 2.13
1.89 1.61

-4.14 5.00 :End of matrix B

10.3 Program Results

nag_dpotrs (f07fec) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000
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NAG Library Function Document

nag_dpoequ (f07ffc)

1 Purpose

nag_dpoequ (f07ffc) computes a diagonal scaling matrix S intended to equilibrate a real n by n
symmetric positive definite matrix A and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpoequ (Nag_OrderType order, Integer n, const double a[],
Integer pda, double s[], double *scond, double *amax, NagError *fail)

3 Description

nag_dpoequ (f07ffc) computes a diagonal scaling matrix S chosen so that

sj ¼ 1=
ffiffiffiffiffiffi
ajj
p

:

This means that the matrix B given by

B ¼ SAS;

has diagonal elements equal to unity. This in turn means that the condition number of B, �2 Bð Þ, is
within a factor n of the matrix of smallest possible condition number over all possible choices of
diagonal scalings (see Corollary 7.6 of Higham (2002)).

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.
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On entry: the matrix A whose scaling factors are to be computed. Only the diagonal elements of
the array a are referenced.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

5: s½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, s contains the diagonal elements of the scaling matrix S.

6: scond – double * Output

On exit: if fail:code ¼ NE_NOERROR, scond contains the ratio of the smallest value of s to the
largest value of s. If scond 	 0:1 and amax is neither too large nor too small, it is not worth
scaling by S.

7: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

The valueh ith diagonal element of A is not positive (and hence A cannot be positive definite).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_dpoequ (f07ffc) is not threaded in any implementation.

9 Further Comments

The complex analogue of this function is nag_zpoequ (f07ftc).

10 Example

This example equilibrates the symmetric positive definite matrix A given by

A ¼
4:16 �3:12� 105 0:56 �0:10
�3:12� 105 5:03� 1010 �0:83� 105 1:18� 105

0:56 �0:83� 105 0:76 0:34
�0:10 1:18� 105 0:34 1:18

0BB@
1CCA:

Details of the scaling factors and the scaled matrix are output.

10.1 Program Text

/* nag_dpoequ (f07ffc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, scond, small;
Integer i, j, n, pda;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
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#define A(I, J) a[(J-1)*pda + I - 1]
order = Nag_ColMajor;

#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpoequ (f07ffc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}

pda = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(s = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper triangular part of the matrix A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = i; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_UpperMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* Compute diagonal scaling factors using nag_dpoequ (f07ffc). */
nag_dpoequ(order, n, a, pda, s, &scond, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpoequ (f07ffc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print scond, amax and the scale factors */
printf("scond = %10.1e, amax = %10.1e\n\n", scond, amax);
printf("Diagonal scaling factors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", s[i], i % 7 == 6 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1.0 / small;
if (scond < 0.1 || amax < small || amax > big) {

/* Scale A */
for (j = 1; j <= n; ++j)

for (i = 1; i <= j; ++i)
A(i, j) *= s[i - 1] * s[j - 1];

/* Print the scaled matrix using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_UpperMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Scaled matrix", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(a);
NAG_FREE(s);

return exit_status;
}

#undef A

10.2 Program Data

nag_dpoequ (f07ffc) Example Program Data
4 : n
4.16 -3.12e+05 0.56 -0.10

5.03e+10 -0.83e+05 1.18e+05
0.76 0.34

1.18 : matrix A

10.3 Program Results

nag_dpoequ (f07ffc) Example Program Results

Matrix A
1 2 3 4

1 4.1600e+00 -3.1200e+05 5.6000e-01 -1.0000e-01
2 5.0300e+10 -8.3000e+04 1.1800e+05
3 7.6000e-01 3.4000e-01
4 1.1800e+00

scond = 3.9e-06, amax = 5.0e+10

Diagonal scaling factors
4.9e-01 4.5e-06 1.1e+00 9.2e-01

Scaled matrix
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1 2 3 4
1 1.0000 -0.6821 0.3149 -0.0451
2 1.0000 -0.4245 0.4843
3 1.0000 0.3590
4 1.0000
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NAG Library Function Document

nag_dpocon (f07fgc)

1 Purpose

nag_dpocon (f07fgc) estimates the condition number of a real symmetric positive definite matrix A,
where A has been factorized by nag_dpotrf (f07fdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpocon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double a[], Integer pda, double anorm, double *rcond,
NagError *fail)

3 Description

nag_dpocon (f07fgc) estimates the condition number (in the 1-norm) of a real symmetric positive
definite matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_dsy_norm (f16rcc) to compute Ak k1 and a call to
nag_dpotrf (f07fdc) to compute the Cholesky factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpotrf (f07fdc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_dsy_norm (f16rcc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_dpotrf (f07fdc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dpocon (f07fgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dpocon (f07fgc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 floating-point operations but takes considerably longer than a call to nag_dpotrs (f07fec) with one
right-hand side, because extra care is taken to avoid overflow when A is approximately singular.

The complex analogue of this function is nag_zpocon (f07fuc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA:

Here A is symmetric positive definite and must first be factorized by nag_dpotrf (f07fdc). The true
condition number in the 1-norm is 97:32.
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10.1 Program Text

/* nag_dpocon (f07fgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpocon (f07fgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute norm of A */
/* nag_dsy_norm (f16rcc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, real symmetric matrix
*/

nag_dsy_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsy_norm (f16rcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_dpotrf (f07fdc).
* Cholesky factorization of real symmetric
* positive-definite matrix
*/

nag_dpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrf (f07fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_dpocon (f07fgc).
* Estimate condition number of real symmetric
* positive-definite matrix, matrix already factorized by
* nag_dpotrf (f07fdc)
*/

nag_dpocon(order, uplo, n, a, pda, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpocon (f07fgc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number = %11.2e\n\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_dpocon (f07fgc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A

10.3 Program Results

nag_dpocon (f07fgc) Example Program Results

Estimate of condition number = 9.73e+01

f07fgc NAG Library Manual

f07fgc.6 (last) Mark 26



NAG Library Function Document

nag_dporfs (f07fhc)

1 Purpose

nag_dporfs (f07fhc) returns error bounds for the solution of a real symmetric positive definite system of
linear equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dporfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double a[], Integer pda, const double af[],
Integer pdaf, const double b[], Integer pdb, double x[], Integer pdx,
double ferr[], double berr[], NagError *fail)

3 Description

nag_dporfs (f07fhc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real symmetric positive definite system of linear equations with multiple right-hand sides
AX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_dporfs (f07fhc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n original symmetric positive definite matrix A as supplied to nag_dpotrf
(f07fdc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const double Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpotrf (f07fdc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array af.

Constraint: pdaf 	 max 1; nð Þ.

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.
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10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dpotrs (f07fec).

On exit: the improved solution matrix X.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

14: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dporfs (f07fhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dporfs (f07fhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 operations.

The complex analogue of this function is nag_zporfs (f07fvc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

Here A is symmetric positive definite and must first be factorized by nag_dpotrf (f07fdc).

10.1 Program Text

/* nag_dporfs (f07fhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer berr_len, ferr_len, i, j, n, nrhs, pda, pdaf, pdb, pdx;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
double *a = 0, *af = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
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#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dporfs (f07fhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif
ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(af = NAG_ALLOC(n * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AF and B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

AF(i, j) = A(i, j);
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

AF(i, j) = A(i, j);
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}
/* Factorize A in the array AF */
/* nag_dpotrf (f07fdc).
* Cholesky factorization of real symmetric
* positive-definite matrix
*/

nag_dpotrf(order, uplo, n, af, pdaf, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrf (f07fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_dpotrs (f07fec).
* Solution of real symmetric positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_dpotrf (f07fdc)
*/

nag_dpotrs(order, uplo, n, nrhs, af, pdaf, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrs (f07fec).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dporfs (f07fhc).
* Refined solution with error bounds of real symmetric
* positive-definite system of linear equations, multiple
* right-hand sides
*/

nag_dporfs(order, uplo, n, nrhs, a, pda, af, pdaf, b, pdb, x, pdx,
ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dporfs (f07fhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 || j == nrhs ? "\n" : " ");
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dporfs (f07fhc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
8.70 8.30

-13.35 2.13
1.89 1.61

-4.14 5.00 :End of matrix B

10.3 Program Results

nag_dporfs (f07fhc) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000
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Backward errors (machine-dependent)
6.7e-17 7.9e-17

Estimated forward error bounds (machine-dependent)
2.3e-14 2.3e-14
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NAG Library Function Document

nag_dpotri (f07fjc)

1 Purpose

nag_dpotri (f07fjc) computes the inverse of a real symmetric positive definite matrix A, where A has
been factorized by nag_dpotrf (f07fdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpotri (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, NagError *fail)

3 Description

nag_dpotri (f07fjc) is used to compute the inverse of a real symmetric positive definite matrix A, the
function must be preceded by a call to nag_dpotrf (f07fdc), which computes the Cholesky factorization
of A.

If uplo ¼ Nag Upper, A ¼ UTU and A�1 is computed by first inverting U and then forming U�1ð ÞU�T.

If uplo ¼ Nag Lower, A ¼ LLT and A�1 is computed by first inverting L and then forming L�T L�1ð Þ.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the upper triangular matrix U if uplo ¼ Nag Upper or the lower triangular matrix L if
uplo ¼ Nag Lower, as returned by nag_dpotrf (f07fdc).

On exit: U is overwritten by the upper triangle of A�1 if uplo ¼ Nag Upper; L is overwritten by
the lower triangle of A�1 if uplo ¼ Nag Lower.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Diagonal element valueh i of the Cholesky factor is zero; the Cholesky factor is singular and the
inverse of A cannot be computed.
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7 Accuracy

The computed inverse X satisfies

XA� Ik k2 � c nð Þ��2 Að Þ and AX � Ik k2 � c nð Þ��2 Að Þ;

where c nð Þ is a modest function of n, � is the machine precision and �2 Að Þ is the condition number of
A defined by

�2 Að Þ ¼ Ak k2 A�1
�� ��

2
:

8 Parallelism and Performance

nag_dpotri (f07fjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 .

The complex analogue of this function is nag_zpotri (f07fwc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA:

Here A is symmetric positive definite and must first be factorized by nag_dpotrf (f07fdc).

10.1 Program Text

/* nag_dpotri (f07fjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;
Nag_OrderType order;
/* Arrays */
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char nag_enum_arg[40];
double *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpotri (f07fjc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_dpotrf (f07fdc).
* Cholesky factorization of real symmetric
* positive-definite matrix
*/

nag_dpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrf (f07fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_dpotri (f07fjc).
* Inverse of real symmetric positive-definite matrix,
* matrix already factorized by nag_dpotrf (f07fdc)
*/

nag_dpotri(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotri (f07fjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_dpotri (f07fjc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
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10.3 Program Results

nag_dpotri (f07fjc) Example Program Results

Inverse
1 2 3 4

1 0.6995
2 0.7769 1.4239
3 0.7508 1.8255 4.0688
4 -0.9340 -1.8841 -2.9342 3.4978
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NAG Library Function Document

nag_zposv (f07fnc)

1 Purpose

nag_zposv (f07fnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zposv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex a[], Integer pda, Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zposv (f07fnc) uses the Cholesky decomposition to factor A as A ¼ UHU if uplo ¼ Nag Upper or
A ¼ LLH if uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular
matrix. The factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UHU or A ¼ LLH.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

f07 – Linear Equations (LAPACK) f07fnc

Mark 26 f07fnc.3



x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_zposvx (f07fpc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_herm_posdef_lin_solve (f04cdc)
solves Ax ¼ b and returns a forward error bound and condition estimate. nag_herm_posdef_lin_solve
(f04cdc) calls nag_zposv (f07fnc) to solve the equations.

8 Parallelism and Performance

nag_zposv (f07fnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zposv (f07fnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dposv (f07fac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric positive definite matrix

A ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA

and

b ¼
3:93� 6:14i
6:17þ 9:42i
�7:17� 21:83i
1:99� 14:38i

0B@
1CA:

Details of the Cholesky factorization of A are also output.

10.1 Program Text

/* nag_zposv (f07fnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zposv (f07fnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper triangular part of A from data file */

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x nag_zposv (f07fnc). */
nag_zposv(order, Nag_Upper, n, nrhs, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zposv (f07fnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 3 ? "\n" : " ");
printf("\n");

}

/* Print details of factorization using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, n, n,

a, pda, Nag_BracketForm, "%7.4f",
"Cholesky factor U", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

#undef A
#undef B
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10.2 Program Data

nag_zposv (f07fnc) Example Program Data
4 1 : n, nrhs

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix A

( 3.93, -6.14) ( 6.17, 9.42) (-7.17,-21.83) ( 1.99,-14.38) : vector b

10.3 Program Results

nag_zposv (f07fnc) Example Program Results

Solution
( 1.0000, -1.0000)
(-0.0000, 3.0000)
(-4.0000, -5.0000)
( 2.0000, 1.0000)

Cholesky factor U
1 2 3 4

1 ( 1.7972, 0.0000) ( 0.8402,-1.0683) ( 1.0572, 0.4674) ( 0.2337, 1.3910)
2 ( 1.3164, 0.0000) (-0.4702,-0.3131) ( 0.0834,-0.0368)
3 ( 1.5604, 0.0000) ( 0.9360,-0.9900)
4 ( 0.6603, 0.0000)
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NAG Library Function Document

nag_zposvx (f07fpc)

1 Purpose

nag_zposvx (f07fpc) uses the Cholesky factorization

A ¼ UHU or A ¼ LLH

to compute the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite matrix and X and B are n by r matrices. Error bounds
on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zposvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, Complex a[], Integer pda,
Complex af[], Integer pdaf, Nag_EquilibrationType *equed, double s[],
Complex b[], Integer pdb, Complex x[], Integer pdx, double *rcond,
double ferr[], double berr[], NagError *fail)

3 Description

nag_zposvx (f07fpc) performs the following steps:

1. If fact ¼ Nag EquilibrateAndFactor, real diagonal scaling factors, DS , are computed to equilibrate
the system:

DSADSð Þ D�1S X
� �

¼ DSB:

Whether or not the system will be equilibrated depends on the scaling of the matrix A, but if
equilibration is used, A is overwritten by DSADS and B by DSB.

2. If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, the Cholesky decomposition is used to
factor the matrix A (after equilibration if fact ¼ Nag EquilibrateAndFactor) as A ¼ UHU if
uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U is an upper triangular matrix and L
is a lower triangular matrix.

3. If the leading i by i principal minor of A is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

4. The system of equations is solved for X using the factored form of A.

5. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

6. If equilibration was used, the matrix X is premultiplied by DS so that it solves the original system
before equilibration.
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
af contains the factorized form of A. If equed ¼ Nag Equilibrated, the matrix A has been
equilibrated with scaling factors given by s. a and af will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to af and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, a must have been equilibrated by the
scaling factor in s as DSADS .
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If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, a is not modified.

If fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, a is overwritten by DSADS.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – Complex Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the triangular factor U or L from the Cholesky
fac to r i z a t i on A ¼ UHU or A ¼ LLH, in the same s to rage fo rma t a s a . I f
equed 6¼ Nag NoEquilibration, af is the factorized form of the equilibrated matrix DSADS .

On exit: if fact ¼ Nag NotFactored, af returns the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor, af returns the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH of the equilibrated matrix A (see the description of a for the
form of the equilibrated matrix).

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array af.

Constraint: pdaf 	 max 1; nð Þ.

10: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag Equilibrated, equilibration was performed, i.e., A has been replaced by
DSADS .

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of the equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration or Nag Equilibrated.
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11: s½dim� – double Input/Output

Note: the dimension, dim, of the array s must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, s need not be set.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, s must contain the scale factors, DS , for
A; each element of s must be positive.

On exit: if fact ¼ Nag Factored, s is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag Equilibrated, s contains the scale
factors, DS , for A; each element of s is positive.

12: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

If equed ¼ Nag Equilibrated, b is overwritten by DSB.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

14: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed ¼ Nag Equilibrated, and the solution to the equilibrated system is D�1S X.

15: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.
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16: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

17: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

18: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
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On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR_WP

U (or L) is nonsingular, but rcond is less than machine precision, meaning that the matrix is
singular to working precision. Nevertheless, the solution and error bounds are computed because
there are a number of situations where the computed solution can be more accurate than the value
of rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UHj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LHj j,

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zposvx (f07fpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_zposvx (f07fpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 4
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 16n2 floating-point
operations. Each step of iterative refinement involves an additional 24n2 operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 8n2 operations.

The real analogue of this function is nag_dposvx (f07fbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite matrix

A ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:64� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Error estimates for the solutions, information on equilibration and an estimate of the reciprocal of the
condition number of the scaled matrix A are also output.

10.1 Program Text

/* nag_zposvx (f07fpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;
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/* Arrays */
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0, *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zposvx (f07fpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}

pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(s = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper triangular part of A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zposvx (f07fpc). */
nag_zposvx(order, Nag_EquilibrateAndFactor, Nag_Upper, n, nrhs, a, pda, af,

pdaf, &equed, s, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_zposvx (f07fpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Print error bounds, condition number and the form of equilibration */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(S)*A*diag(S)\n");
if (fail.code == NE_SINGULAR) {

printf("Error from nag_zposvx (f07fpc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(s);
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return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_zposvx (f07fpc) Example Program Data
4 2 : n, nrhs

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix A

( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) : matrix B

10.3 Program Results

nag_zposvx (f07fpc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)

Backward errors (machine-dependent)
5.9e-17 4.8e-17

Estimated forward error bounds (machine-dependent)
6.0e-14 7.2e-14

Estimate of reciprocal condition number
6.6e-03

A has not been equilibrated

f07fpc NAG Library Manual

f07fpc.10 (last) Mark 26



NAG Library Function Document

nag_zpotrf (f07frc)

1 Purpose

nag_zpotrf (f07frc) computes the Cholesky factorization of a complex Hermitian positive definite
matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpotrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, NagError *fail)

3 Description

nag_zpotrf (f07frc) forms the Cholesky factorization of a complex Hermitian positive definite matrix A
either as A ¼ UHU if uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U is an upper
triangular matrix and L is lower triangular.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian positive definite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of A is overwritten by the Cholesky factor U or L as
specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. To factorize a Hermitian matrix which is not positive definite, call nag_zhetrf (f07mrc)
instead.

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c nð Þ� UH
		 		 Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. If uplo ¼ Nag Lower, a similar
statement holds for the computed factor L. It follows that eij

		 		 � c nð Þ� ffiffiffiffiffiffiffiffiffiffiffi
aiiajj
p

.

8 Parallelism and Performance

nag_zpotrf (f07frc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpotrf (f07frc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zpotrf (f07frc) may be followed by calls to the functions:

nag_zpotrs (f07fsc) to solve AX ¼ B;
nag_zpocon (f07fuc) to estimate the condition number of A;

nag_zpotri (f07fwc) to compute the inverse of A.

The real analogue of this function is nag_dpotrf (f07fdc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:
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10.1 Program Text

/* nag_zpotrf (f07frc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpotrf (f07frc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zpotrf (f07frc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix
*/

nag_zpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrf (f07frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print factor */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Factor",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;
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}
END:

NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_zpotrf (f07frc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A

10.3 Program Results

nag_zpotrf (f07frc) Example Program Results

Factor
1 2 3 4

1 ( 1.7972, 0.0000)
2 ( 0.8402, 1.0683) ( 1.3164, 0.0000)
3 ( 1.0572,-0.4674) (-0.4702, 0.3131) ( 1.5604, 0.0000)
4 ( 0.2337,-1.3910) ( 0.0834, 0.0368) ( 0.9360, 0.9900) ( 0.6603, 0.0000)
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NAG Library Function Document

nag_zpotrs (f07fsc)

1 Purpose

nag_zpotrs (f07fsc) solves a complex Hermitian positive definite system of linear equations with
multiple right-hand sides,

AX ¼ B;

where A has been factorized by nag_zpotrf (f07frc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpotrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex a[], Integer pda, Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zpotrs (f07fsc) is used to solve a complex Hermitian positive definite system of linear equations
AX ¼ B, this function must be preceded by a call to nag_zpotrf (f07frc) which computes the Cholesky
factorization of A. The solution X is computed by forward and backward substitution.

If uplo ¼ Nag Upper, A ¼ UHU , where U is upper triangular; the solution X is computed by solving
UHY ¼ B and then UX ¼ Y .

If uplo ¼ Nag Lower, A ¼ LLH, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LHX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_zpotrf (f07frc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UHj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LHj j,

c nð Þ is a modest linear function of n, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zporfs (f07fvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zpocon (f07fuc).

8 Parallelism and Performance

nag_zpotrs (f07fsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpotrs (f07fsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zporfs (f07fvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dpotrs (f07fec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Here A is Hermitian positive definite and must first be factorized by nag_zpotrf (f07frc).

10.1 Program Text

/* nag_zpotrs (f07fsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
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#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpotrs (f07fsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_zpotrf (f07frc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix
*/

nag_zpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrf (f07frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zpotrs (f07fsc).
* Solution of complex Hermitian positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_zpotrf (f07frc)
*/

nag_zpotrs(order, uplo, n, nrhs, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrs (f07fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zpotrs (f07fsc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) :End of matrix B

10.3 Program Results

nag_zpotrs (f07fsc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)
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NAG Library Function Document

nag_zpoequ (f07ftc)

1 Purpose

nag_zpoequ (f07ftc) computes a diagonal scaling matrix S intended to equilibrate a complex n by n
Hermitian positive definite matrix A and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpoequ (Nag_OrderType order, Integer n, const Complex a[],
Integer pda, double s[], double *scond, double *amax, NagError *fail)

3 Description

nag_zpoequ (f07ftc) computes a diagonal scaling matrix S chosen so that

sj ¼ 1=
ffiffiffiffiffiffi
ajj
p

:

This means that the matrix B given by

B ¼ SAS;

has diagonal elements equal to unity. This in turn means that the condition number of B, �2 Bð Þ, is
within a factor n of the matrix of smallest possible condition number over all possible choices of
diagonal scalings (see Corollary 7.6 of Higham (2002)).

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

f07 – Linear Equations (LAPACK) f07ftc

Mark 26 f07ftc.1



On entry: the matrix A whose scaling factors are to be computed. Only the diagonal elements of
the array a are referenced.

4: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

5: s½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, s contains the diagonal elements of the scaling matrix S.

6: scond – double * Output

On exit: if fail:code ¼ NE_NOERROR, scond contains the ratio of the smallest value of s to the
largest value of s. If scond 	 0:1 and amax is neither too large nor too small, it is not worth
scaling by S.

7: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

The valueh ith diagonal element of A is not positive (and hence A cannot be positive definite).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_zpoequ (f07ftc) is not threaded in any implementation.

9 Further Comments

The real analogue of this function is nag_dpoequ (f07ffc).

10 Example

This example equilibrates the Hermitian positive definite matrix A given by

A ¼
3:23 1:51� 1:92i 1:90þ 0:84ið Þ � 105 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11ið Þ � 105 �1:18þ 1:37i
1:90� 0:84ið Þ � 105 �0:23� 1:11ið Þ � 105 4:09� 1010 2:33� 0:14ið Þ � 105

0:42� 2:50i �1:18� 1:37i 2:33þ 0:14ið Þ � 105 4:29

0BB@
1CCA:

Details of the scaling factors and the scaled matrix are output.

10.1 Program Text

/* nag_zpoequ (f07ftc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, scond, small;
Integer i, j, n, pda;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0;
double *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
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#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpoequ (f07ftc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) || !(s = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper triangular part of the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, n, n,

a, pda, Nag_BracketForm, "%11.2e", "Matrix A",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Compute diagonal scaling factors using nag_zpoequ (f07ftc). */
nag_zpoequ(order, n, a, pda, s, &scond, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpoequ (f07ftc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print scond, amax and the scale factors */
printf("scond = %10.1e, amax = %10.1e\n", scond, amax);
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printf("\nDiagonal scaling factors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", s[i], i % 7 == 6 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1.0 / small;
if (scond < 0.1 || amax < small || amax > big) {

/* Scale A */
for (j = 1; j <= n; ++j)

for (i = 1; i <= j; ++i) {
A(i, j).re *= s[i - 1] * s[j - 1];
A(i, j).im *= s[i - 1] * s[j - 1];

}

/* Print the scaled matrix using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, 0,
"Scaled matrix", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

END:
NAG_FREE(a);
NAG_FREE(s);

return exit_status;
}

#undef A

10.2 Program Data

nag_zpoequ (f07ftc) Example Program Data
4 : n

( 3.23, 0.00) ( 1.51,-1.92) ( 1.90e+05, 0.84e+05) ( 0.42 , 2.50 )
( 3.58, 0.00) (-0.23e+05, 1.11e+05) (-1.18 , 1.37 )

( 4.09e+10, 0.00 ) ( 2.33e+05,-0.14e+05)
( 4.29 , 0.00 ) : A

10.3 Program Results

nag_zpoequ (f07ftc) Example Program Results

Matrix A
1 2

1 ( 3.23e+00, 0.00e+00) ( 1.51e+00, -1.92e+00)
2 ( 3.58e+00, 0.00e+00)
3
4

3 4
1 ( 1.90e+05, 8.40e+04) ( 4.20e-01, 2.50e+00)
2 ( -2.30e+04, 1.11e+05) ( -1.18e+00, 1.37e+00)
3 ( 4.09e+10, 0.00e+00) ( 2.33e+05, -1.40e+04)
4 ( 4.29e+00, 0.00e+00)
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scond = 8.9e-06, amax = 4.1e+10

Diagonal scaling factors
5.6e-01 5.3e-01 4.9e-06 4.8e-01

Scaled matrix
1 2 3

1 ( 1.0000, 0.0000) ( 0.4441, -0.5646) ( 0.5227, 0.2311)
2 ( 1.0000, 0.0000) ( -0.0601, 0.2901)
3 ( 1.0000, 0.0000)
4

4
1 ( 0.1128, 0.6716)
2 ( -0.3011, 0.3496)
3 ( 0.5562, -0.0334)
4 ( 1.0000, 0.0000)
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NAG Library Function Document

nag_zpocon (f07fuc)

1 Purpose

nag_zpocon (f07fuc) estimates the condition number of a complex Hermitian positive definite matrix A,
where A has been factorized by nag_zpotrf (f07frc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpocon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex a[], Integer pda, double anorm, double *rcond,
NagError *fail)

3 Description

nag_zpocon (f07fuc) estimates the condition number (in the 1-norm) of a complex Hermitian positive
definite matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is Hermitian, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zhe_norm (f16ucc) to compute Ak k1 and a call to
nag_zpotrf (f07frc) to compute the Cholesky factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_zpotrf (f07frc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_zhe_norm (f16ucc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_zpotrf (f07frc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zpocon (f07fuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zpocon (f07fuc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
floating-point operations but takes considerably longer than a call to nag_zpotrs (f07fsc) with one right-
hand side, because extra care is taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dpocon (f07fgc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

Here A is Hermitian positive definite and must first be factorized by nag_zpotrf (f07frc). The true
condition number in the 1-norm is 201:92.
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10.1 Program Text

/* nag_zpocon (f07fuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpocon (f07fuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

f07fuc NAG Library Manual

f07fuc.4 Mark 26



scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute norm of A */
/* nag_zhe_norm (f16ucc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex Hermitian matrix
*/

nag_zhe_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhe_norm (f16ucc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize A */

/* nag_zpotrf (f07frc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix
*/

nag_zpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrf (f07frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zpocon (f07fuc).
* Estimate condition number of complex Hermitian
* positive-definite matrix, matrix already factorized by
* nag_zpotrf (f07frc)
*/

nag_zpocon(order, uplo, n, a, pda, anorm, &rcond, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zpocon (f07fuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_zpocon (f07fuc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A

10.3 Program Results

nag_zpocon (f07fuc) Example Program Results

Estimate of condition number = 1.51e+02
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NAG Library Function Document

nag_zporfs (f07fvc)

1 Purpose

nag_zporfs (f07fvc) returns error bounds for the solution of a complex Hermitian positive definite
system of linear equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zporfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Complex af[],
Integer pdaf, const Complex b[], Integer pdb, Complex x[], Integer pdx,
double ferr[], double berr[], NagError *fail)

3 Description

nag_zporfs (f07fvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex Hermitian positive definite system of linear equations with multiple right-hand
sides AX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_zporfs (f07fvc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

f07 – Linear Equations (LAPACK) f07fvc

Mark 26 f07fvc.1



2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n original Hermitian positive definite matrix A as supplied to nag_zpotrf
(f07frc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const Complex Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
On entry: the Cholesky factor of A, as returned by nag_zpotrf (f07frc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array af.

Constraint: pdaf 	 max 1; nð Þ.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.
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10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zpotrs (f07fsc).

On exit: the improved solution matrix X.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

14: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zporfs (f07fvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zporfs (f07fvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
operations.

The real analogue of this function is nag_dporfs (f07fhc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Here A is Hermitian positive definite and must first be factorized by nag_zpotrf (f07frc).

10.1 Program Text

/* nag_zporfs (f07fvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdaf, pdb, pdx, ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
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#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zporfs (f07fvc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AF and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}

/* Factorize A in the array AF */
/* nag_zpotrf (f07frc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix
*/

nag_zpotrf(order, uplo, n, af, pdaf, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_zpotrf (f07frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zpotrs (f07fsc).
* Solution of complex Hermitian positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_zpotrf (f07frc)
*/

nag_zpotrs(order, uplo, n, nrhs, af, pdaf, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrs (f07fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zporfs (f07fvc).
* Refined solution with error bounds of complex Hermitian
* positive-definite system of linear equations, multiple
* right-hand sides
*/

nag_zporfs(order, uplo, n, nrhs, a, pda, af, pdaf, b, pdb, x, pdx,
ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zporfs (f07fvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
return exit_status;

}

10.2 Program Data

nag_zporfs (f07fvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
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(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) :End of matrix B

10.3 Program Results

nag_zporfs (f07fvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)

Backward errors (machine-dependent)
5.9e-17 4.8e-17

Estimated forward error bounds (machine-dependent)
6.0e-14 7.2e-14
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NAG Library Function Document

nag_zpotri (f07fwc)

1 Purpose

nag_zpotri (f07fwc) computes the inverse of a complex Hermitian positive definite matrix A, where A
has been factorized by nag_zpotrf (f07frc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpotri (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, NagError *fail)

3 Description

nag_zpotri (f07fwc) is used to compute the inverse of a complex Hermitian positive definite matrix A,
the function must be preceded by a call to nag_zpotrf (f07frc), which computes the Cholesky
factorization of A.

If uplo ¼ Nag Upper, A ¼ UHU and A�1 is computed by first inverting U and then forming U�1ð ÞU�H.

If uplo ¼ Nag Lower, A ¼ LLH and A�1 is computed by first inverting L and then forming L�H L�1ð Þ.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the upper triangular matrix U if uplo ¼ Nag Upper or the lower triangular matrix L if
uplo ¼ Nag Lower, as returned by nag_zpotrf (f07frc).

On exit: U is overwritten by the upper triangle of A�1 if uplo ¼ Nag Upper; L is overwritten by
the lower triangle of A�1 if uplo ¼ Nag Lower.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Diagonal element valueh i of the Cholesky factor is zero; the Cholesky factor is singular and the
inverse of A cannot be computed.

f07fwc NAG Library Manual

f07fwc.2 Mark 26



7 Accuracy

The computed inverse X satisfies

XA� Ik k2 � c nð Þ��2 Að Þ and AX � Ik k2 � c nð Þ��2 Að Þ;

where c nð Þ is a modest function of n, � is the machine precision and �2 Að Þ is the condition number of
A defined by

�2 Að Þ ¼ Ak k2 A�1
�� ��

2
:

8 Parallelism and Performance

nag_zpotri (f07fwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dpotri (f07fjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

Here A is Hermitian positive definite and must first be factorized by nag_zpotrf (f07frc).

10.1 Program Text

/* nag_zpotri (f07fwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_OrderType order;
/* Arrays */
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char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpotri (f07fwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zpotrf (f07frc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix
*/

nag_zpotrf(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrf (f07frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_zpotri (f07fwc).
* Inverse of complex Hermitian positive-definite matrix,
* matrix already factorized by nag_zpotrf (f07frc)
*/

nag_zpotri(order, uplo, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotri (f07fwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_zpotri (f07fwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
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10.3 Program Results

nag_zpotri (f07fwc) Example Program Results

Inverse
1 2 3 4

1 ( 5.4691, 0.0000)
2 (-1.2624,-1.5491) ( 1.1024, 0.0000)
3 (-2.9746,-0.9616) ( 0.8989,-0.5672) ( 2.1589, 0.0000)
4 ( 1.1962, 2.9772) (-0.9826,-0.2566) (-1.3756,-1.4550) ( 2.2934,-0.0000)

f07fwc NAG Library Manual

f07fwc.6 (last) Mark 26



NAG Library Function Document

nag_dppsv (f07gac)

1 Purpose

nag_dppsv (f07gac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite matrix stored in packed format and X and B are n by
r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dppsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, double ap[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dppsv (f07gac) uses the Cholesky decomposition to factor A as A ¼ UTU if uplo ¼ Nag Upper or
A ¼ LLT if uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular
matrix. The factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

f07 – Linear Equations (LAPACK) f07gac

Mark 26 f07gac.1

http://www.netlib.org/lapack/lug


4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UTU or A ¼ LLT, in the same storage format as A.

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_dppsvx (f07gbc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_real_sym_posdef_packed_lin_solve
(f04bec) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_real_sym_pos
def_packed_lin_solve (f04bec) calls nag_dppsv (f07gac) to solve the equations.
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8 Parallelism and Performance

nag_dppsv (f07gac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dppsv (f07gac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 þ 2n2r , where r is the number of
right-hand sides.

The complex analogue of this function is nag_zppsv (f07gnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric positive definite matrix

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and b ¼

8:70
�13:35

1:89
�4:14

0B@
1CA:

Details of the Cholesky factorization of A are also output.

10.1 Program Text

/* nag_dppsv (f07gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;
Nag_OrderType order;

/* Arrays */
double *ap = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
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#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dppsv (f07gac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the upper or lower triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif

else if (uplo == Nag_Lower)
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= i; ++j)
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scanf_s("%lf", &A_LOWER(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_dppsv (f07gac). */
nag_dppsv(order, uplo, n, nrhs, ap, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dppsv (f07gac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}
/* Print details of factorization using nag_pack_real_mat_print (x04ccc). */
printf("\n");
fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Cholesky factor", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B
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10.2 Program Data

nag_dppsv (f07gac) Example Program Data
4 1 : n, nrhs
Nag_Upper : uplo
4.16 -3.12 0.56 -0.10

5.03 -0.83 1.18
0.76 0.34

1.18 : matrix A
8.70 -13.35 1.89 -4.14 : vector b

10.3 Program Results

nag_dppsv (f07gac) Example Program Results

Solution
1.0000

-1.0000
2.0000

-3.0000

Cholesky factor
1 2 3 4

1 2.0396 -1.5297 0.2746 -0.0490
2 1.6401 -0.2500 0.6737
3 0.7887 0.6617
4 0.5347
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NAG Library Function Document

nag_dppsvx (f07gbc)

1 Purpose

nag_dppsvx (f07gbc) uses the Cholesky factorization

A ¼ UTU or A ¼ LLT

to compute the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite matrix stored in packed format and X and B are n by
r matrices. Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dppsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, double ap[], double afp[],
Nag_EquilibrationType *equed, double s[], double b[], Integer pdb,
double x[], Integer pdx, double *rcond, double ferr[], double berr[],
NagError *fail)

3 Description

nag_dppsvx (f07gbc) performs the following steps:

1. If fact ¼ Nag EquilibrateAndFactor, real diagonal scaling factors, DS , are computed to equilibrate
the system:

DSADSð Þ D�1S X
� �

¼ DSB:

Whether or not the system will be equilibrated depends on the scaling of the matrix A, but if
equilibration is used, A is overwritten by DSADS and B by DSB.

2. If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, the Cholesky decomposition is used to
factor the matrix A (after equilibration if fact ¼ Nag EquilibrateAndFactor) as A ¼ UTU if
uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U is an upper triangular matrix and L
is a lower triangular matrix.

3. If the leading i by i principal minor of A is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

4. The system of equations is solved for X using the factored form of A.

5. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

6. If equilibration was used, the matrix X is premultiplied by DS so that it solves the original system
before equilibration.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
afp contains the factorized form of A. If equed ¼ Nag Equilibrated, the matrix A has been
equilibrated with scaling factors given by s. ap and afp will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afp and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to afp and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: if fact ¼ Nag Factored and equed ¼ Nag Equilibrated, ap must contain the
equilibrated matrix DSADS; otherwise, ap must contain the n by n symmetric matrix A,
packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:
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if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, ap is not modified.

If fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, ap is overwritten by
DSADS .

7: afp½dim� – double Input/Output

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: if fact ¼ Nag Factored, afp contains the triangular factor U or L from the Cholesky
fac tor iza t ion A ¼ UTU or A ¼ LLT, in the same s torage format as ap . I f
equed ¼ Nag Equilibrated, afp is the factorized form of the equilibrated matrix DSADS .

O n e x i t : i f fact ¼ Nag NotFactored o r i f fact ¼ Nag EquilibrateAndFactor a n d
equed ¼ Nag NoEquilibration, afp returns the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, afp returns the triangular
factor U or L from the Cholesky factorization A ¼ UTU or A ¼ LLT of the equilibrated matrix
A (see the description of ap for the form of the equilibrated matrix).

8: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag Equilibrated, equilibration was performed, i.e., A has been replaced by
DSADS .

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of the equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration or Nag Equilibrated.

9: s½dim� – double Input/Output

Note: the dimension, dim, of the array s must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, s need not be set.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, s must contain the scale factors, DS , for
A; each element of s must be positive.

On exit: if fact ¼ Nag Factored, s is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag Equilibrated, s contains the scale
factors, DS , for A; each element of s is positive.
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10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

If equed ¼ Nag Equilibrated, b is overwritten by DSB.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed ¼ Nag Equilibrated, and the solution to the equilibrated system is D�1S X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

15: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.
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16: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR_WP

U (or L) is nonsingular, but rcond is less than machine precision, meaning that the matrix is
singular to working precision. Nevertheless, the solution and error bounds are computed because
there are a number of situations where the computed solution can be more accurate than the value
of rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UTj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LTj j,

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ;

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dppsvx (f07gbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dppsvx (f07gbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 1
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 2n2 operations.

The complex analogue of this function is nag_zppsvx (f07gpc).
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10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite matrix

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA

and

B ¼
8:70 8:30

�13:35 2:13
1:89 1:61
�4:14 5:00

0B@
1CA:

Error estimates for the solutions, information on equilibration and an estimate of the reciprocal of the
condition number of the scaled matrix A are also output.

10.1 Program Text

/* nag_dppsvx (f07gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
double *afp = 0, *ap = 0, *b = 0, *berr = 0, *ferr = 0;
double *s = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_dppsvx (f07gbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(afp = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(s = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif

else if (uplo == Nag_Lower)
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= i; ++j)

scanf_s("%lf", &A_LOWER(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A_LOWER(i, j));

f07gbc NAG Library Manual

f07gbc.8 Mark 26



#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_dppsvx (f07gbc). */
nag_dppsvx(order, Nag_EquilibrateAndFactor, uplo, n, nrhs, ap, afp, &equed,

s, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_dppsvx (f07gbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print error bounds, condition number and the form of equilibration */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);

if (equed == Nag_NoEquilibration)
printf("A has not been equilibrated\n");

else if (equed == Nag_RowAndColumnEquilibration)
printf("A has been row and column scaled as diag(S)*A*diag(S)\n");

if (fail.code == NE_SINGULAR) {
printf("Error from nag_dppsvx (f07gbc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(s);
NAG_FREE(x);

return exit_status;
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}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_dppsvx (f07gbc) Example Program Data
4 2 : n, nrhs
Nag_Upper : uplo
4.16 -3.12 0.56 -0.10

5.03 -0.83 1.18
0.76 0.34

1.18 : matrix A
8.70 8.30

-13.35 2.13
1.89 1.61

-4.14 5.00 : matrix B

10.3 Program Results

nag_dppsvx (f07gbc) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000

Backward errors (machine-dependent)
6.7e-17 7.9e-17

Estimated forward error bounds (machine-dependent)
2.3e-14 2.3e-14

Estimate of reciprocal condition number
1.0e-02

A has not been equilibrated

f07gbc NAG Library Manual

f07gbc.10 (last) Mark 26



NAG Library Function Document

nag_dpptrf (f07gdc)

1 Purpose

nag_dpptrf (f07gdc) computes the Cholesky factorization of a real symmetric positive definite matrix,
using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpptrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
double ap[], NagError *fail)

3 Description

nag_dpptrf (f07gdc) forms the Cholesky factorization of a real symmetric positive definite matrix A
either as A ¼ UTU if uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U is an upper
triangular matrix and L is lower triangular, using packed storage.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UTU or A ¼ LLT, in the same storage format as A.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. To factorize a symmetric matrix which is not positive definite, call nag_dsptrf (f07pdc)
instead.

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c nð Þ� UT
		 		 Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factor L. It follows that
eij
		 		 � c nð Þ� ffiffiffiffiffiffiffiffiffiffiffi

aiiajj
p

.

8 Parallelism and Performance

nag_dpptrf (f07gdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 .

A call to nag_dpptrf (f07gdc) may be followed by calls to the functions:

nag_dpptrs (f07gec) to solve AX ¼ B;
nag_dppcon (f07ggc) to estimate the condition number of A;

nag_dpptri (f07gjc) to compute the inverse of A.

The complex analogue of this function is nag_zpptrf (f07grc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_dpptrf (f07gdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
double *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpptrf (f07gdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {
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for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Factorize A */
/* nag_dpptrf (f07gdc).
* Cholesky factorization of real symmetric
* positive-definite matrix, packed storage
*/

nag_dpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print factor */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Factor", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_dpptrf (f07gdc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
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10.3 Program Results

nag_dpptrf (f07gdc) Example Program Results

Factor
1 2 3 4

1 2.0396
2 -1.5297 1.6401
3 0.2746 -0.2500 0.7887
4 -0.0490 0.6737 0.6617 0.5347
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NAG Library Function Document

nag_dpptrs (f07gec)

1 Purpose

nag_dpptrs (f07gec) solves a real symmetric positive definite system of linear equations with multiple
right-hand sides,

AX ¼ B;

where A has been factorized by nag_dpptrf (f07gdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpptrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double ap[], double b[], Integer pdb,
NagError *fail)

3 Description

nag_dpptrs (f07gec) is used to solve a real symmetric positive definite system of linear equations
AX ¼ B, the function must be preceded by a call to nag_dpptrf (f07gdc) which computes the Cholesky
factorization of A, using packed storage. The solution X is computed by forward and backward
substitution.

If uplo ¼ Nag Upper, A ¼ UTU , where U is upper triangular; the solution X is computed by solving
UTY ¼ B and then UX ¼ Y .
If uplo ¼ Nag Lower, A ¼ LLT, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_dpptrf (f07gdc).

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UTj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LTj j,

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dpprfs (f07ghc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_dppcon (f07ggc).

8 Parallelism and Performance

nag_dpptrs (f07gec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpptrs (f07gec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n2r.

This function may be followed by a call to nag_dpprfs (f07ghc) to refine the solution and return an
error estimate.

The complex analogue of this function is nag_zpptrs (f07gsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

Here A is symmetric positive definite, stored in packed form, and must first be factorized by nag_dpptrf
(f07gdc).

10.1 Program Text

/* nag_dpptrs (f07gec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
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#define B(I, J) b[(I-1)*pdb + J - 1]
order = Nag_RowMajor;

#endif

INIT_FAIL(fail);

printf("nag_dpptrs (f07gec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dpptrf (f07gdc).
* Cholesky factorization of real symmetric
* positive-definite matrix, packed storage
*/

nag_dpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dpptrs (f07gec).
* Solution of real symmetric positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_dpptrf (f07gdc), packed storage
*/

nag_dpptrs(order, uplo, n, nrhs, ap, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrs (f07gec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dpptrs (f07gec) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76
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-0.10 1.18 0.34 1.18 :End of matrix A
8.70 8.30

-13.35 2.13
1.89 1.61

-4.14 5.00 :End of matrix B

10.3 Program Results

nag_dpptrs (f07gec) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000
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NAG Library Function Document

nag_dppequ (f07gfc)

1 Purpose

nag_dppequ (f07gfc) computes a diagonal scaling matrix S intended to equilibrate a real n by n
symmetric positive definite matrix A, stored in packed format, and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dppequ (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double ap[], double s[], double *scond, double *amax,
NagError *fail)

3 Description

nag_dppequ (f07gfc) computes a diagonal scaling matrix S chosen so that

sj ¼ 1=
ffiffiffiffiffiffi
ajj
p

:

This means that the matrix B given by

B ¼ SAS;

has diagonal elements equal to unity. This in turn means that the condition number of B, �2 Bð Þ, is
within a factor n of the matrix of smallest possible condition number over all possible choices of
diagonal scalings (see Corollary 7.6 of Higham (2002)).

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored in the array ap, as
follows:

uplo ¼ Nag Upper
The upper triangle of A is stored.

uplo ¼ Nag Lower
The lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

Only the elements of ap corresponding to the diagonal elements A are referenced.

5: s½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, s contains the diagonal elements of the scaling matrix S.

6: scond – double * Output

On exit: if fail:code ¼ NE_NOERROR, scond contains the ratio of the smallest value of s to the
largest value of s. If scond 	 0:1 and amax is neither too large nor too small, it is not worth
scaling by S.

7: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The valueh ith diagonal element of A is not positive (and hence A cannot be positive definite).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_dppequ (f07gfc) is not threaded in any implementation.

9 Further Comments

The complex analogue of this function is nag_zppequ (f07gtc).

10 Example

This example equilibrates the symmetric positive definite matrix A given by

A ¼
4:16 �3:12� 105 0:56 �0:10
�3:12� 105 5:03� 1010 �0:83� 105 1:18� 105

0:56 �0:83� 105 0:76 0:34
�0:10 1:18� 105 0:34 1:18

0BB@
1CCA:

Details of the scaling factors and the scaled matrix are output.

10.1 Program Text

/* nag_dppequ (f07gfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, scond, small;
Integer exit_status = 0, i, j, n;

/* Arrays */
double *ap = 0, *s = 0;
char nag_enum_arg[40];

/* Nag Types */
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NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dppequ (f07gfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(s = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif

else if (uplo == Nag_Lower)
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= i; ++j)

scanf_s("%lf", &A_LOWER(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A_LOWER(i, j));
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_pack_real_mat_print (x04ccc). */
fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");

/* Compute diagonal scaling factors using nag_dppequ (f07gfc). */
nag_dppequ(order, uplo, n, ap, s, &scond, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dppequ (f07gfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print scond, amax and the scale factors */
printf("scond = %10.1e, amax = %10.1e\n\n", scond, amax);
printf("Diagonal scaling factors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", s[i], i % 7 == 6 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1. / small;
if (scond < 0.1 || amax < small || amax > big) {

/* Scale A */
if (uplo == Nag_Upper)

for (j = 1; j <= n; ++j)
for (i = 1; i <= j; ++i)

A_UPPER(i, j) *= s[i - 1] * s[j - 1];
else

for (j = 1; j <= n; ++j)
for (i = j; i <= n; ++i)

A_LOWER(i, j) *= s[i - 1] * s[j - 1];

/* Print the scaled matrix using nag_pack_real_mat_print (x04ccc). */
fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Scaled matrix", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(ap);
NAG_FREE(s);
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return exit_status;
}

#undef A_UPPER
#undef A_LOWER

10.2 Program Data

nag_dppequ (f07gfc) Example Program Data
4 : n
Nag_Upper : uplo
4.16 -3.12e+05 0.56 -0.10

5.03e+10 -0.83e+05 1.18e+05
0.76 0.34

1.18 : matrix A

10.3 Program Results

nag_dppequ (f07gfc) Example Program Results

Matrix A
1 2 3 4

1 4.1600e+00 -3.1200e+05 5.6000e-01 -1.0000e-01
2 5.0300e+10 -8.3000e+04 1.1800e+05
3 7.6000e-01 3.4000e-01
4 1.1800e+00

scond = 3.9e-06, amax = 5.0e+10

Diagonal scaling factors
4.9e-01 4.5e-06 1.1e+00 9.2e-01

Scaled matrix
1 2 3 4

1 1.0000 -0.6821 0.3149 -0.0451
2 1.0000 -0.4245 0.4843
3 1.0000 0.3590
4 1.0000
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NAG Library Function Document

nag_dppcon (f07ggc)

1 Purpose

nag_dppcon (f07ggc) estimates the condition number of a real symmetric positive definite matrix A,
where A has been factorized by nag_dpptrf (f07gdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dppcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double ap[], double anorm, double *rcond, NagError *fail)

3 Description

nag_dppcon (f07ggc) estimates the condition number (in the 1-norm) of a real symmetric positive
definite matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_dsp_norm (f16rdc) to compute Ak k1 and a call to
nag_dpptrf (f07gdc) to compute the Cholesky factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

f07 – Linear Equations (LAPACK) f07ggc

Mark 26 f07ggc.1



3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_dpptrf (f07gdc).

5: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_dsp_norm (f16rdc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_dpptrf (f07gdc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

6: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.
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7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dppcon (f07ggc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dppcon (f07ggc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 floating-point operations but takes considerably longer than a call to nag_dpptrs (f07gec) with one
right-hand side, because extra care is taken to avoid overflow when A is approximately singular.

The complex analogue of this function is nag_zppcon (f07guc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA:

Here A is symmetric positive definite, stored in packed form, and must first be factorized by nag_dpptrf
(f07gdc). The true condition number in the 1-norm is 97:32.

10.1 Program Text

/* nag_dppcon (f07ggc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
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double *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dppcon (f07ggc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute norm of A */
/* nag_dsp_norm (f16rdc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, real symmetric matrix, packed storage
*/

nag_dsp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsp_norm (f16rdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_dpptrf (f07gdc).
* Cholesky factorization of real symmetric
* positive-definite matrix, packed storage
*/

nag_dpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_dppcon (f07ggc).
* Estimate condition number of real symmetric
* positive-definite matrix, matrix already factorized by
* nag_dpptrf (f07gdc), packed storage
*/

nag_dppcon(order, uplo, n, ap, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dppcon (f07ggc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_dppcon (f07ggc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
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10.3 Program Results

nag_dppcon (f07ggc) Example Program Results

Estimate of condition number = 9.73e+01
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NAG Library Function Document

nag_dpprfs (f07ghc)

1 Purpose

nag_dpprfs (f07ghc) returns error bounds for the solution of a real symmetric positive definite system of
linear equations with multiple right-hand sides, AX ¼ B, using packed storage. It improves the solution
by iterative refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpprfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double ap[], const double afp[], const double b[],
Integer pdb, double x[], Integer pdx, double ferr[], double berr[],
NagError *fail)

3 Description

nag_dpprfs (f07ghc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real symmetric positive definite system of linear equations with multiple right-hand sides
AX ¼ B, using packed storage. The function handles each right-hand side vector (stored as a column of
the matrix B) independently, so we describe the function of nag_dpprfs (f07ghc) in terms of a single
right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n original symmetric positive definite matrix A as supplied to nag_dpptrf
(f07gdc).

6: afp½dim� – const double Input

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_dpptrf (f07gdc).

7: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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9: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dpptrs (f07gec).

On exit: the improved solution matrix X.

10: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

11: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

12: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dpprfs (f07ghc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpprfs (f07ghc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only 1 or 2 steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 operations.

The complex analogue of this function is nag_zpprfs (f07gvc).
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10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

Here A is symmetric positive definite, stored in packed form, and must first be factorized by nag_dpptrf
(f07gdc).

10.1 Program Text

/* nag_dpprfs (f07ghc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, ap_len, afp_len, pdb, pdx, ferr_len, berr_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *afp = 0, *ap = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpprfs (f07ghc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
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#endif
ap_len = n * (n + 1) / 2;
afp_len = n * (n + 1) / 2;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(afp = NAG_ALLOC(ap_len, double)) ||

!(ap = NAG_ALLOC(afp_len, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AFP and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
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#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < n * (n + 1) / 2; ++i)

afp[i] = ap[i];
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}
/* Factorize A in the array AFP */
/* nag_dpptrf (f07gdc).
* Cholesky factorization of real symmetric
* positive-definite matrix, packed storage
*/

nag_dpptrf(order, uplo, n, afp, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_dpptrs (f07gec).
* Solution of real symmetric positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_dpptrf (f07gdc), packed storage
*/

nag_dpptrs(order, uplo, n, nrhs, afp, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrs (f07gec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dpprfs (f07ghc).
* Refined solution with error bounds of real symmetric
* positive-definite system of linear equations, multiple
* right-hand sides, packed storage
*/

nag_dpprfs(order, uplo, n, nrhs, ap, afp, b, pdb, x, pdx, ferr, berr,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dpprfs (f07ghc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)
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printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dpprfs (f07ghc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
8.70 8.30

-13.35 2.13
1.89 1.61

-4.14 5.00 :End of matrix B

10.3 Program Results

nag_dpprfs (f07ghc) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000

Backward errors (machine-dependent)
6.7e-17 7.9e-17

Estimated forward error bounds (machine-dependent)
2.3e-14 2.3e-14
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NAG Library Function Document

nag_dpptri (f07gjc)

1 Purpose

nag_dpptri (f07gjc) computes the inverse of a real symmetric positive definite matrix A, where A has
been factorized by nag_dpptrf (f07gdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpptri (Nag_OrderType order, Nag_UploType uplo, Integer n,
double ap[], NagError *fail)

3 Description

nag_dpptri (f07gjc) is used to compute the inverse of a real symmetric positive definite matrix A, the
function must be preceded by a call to nag_dpptrf (f07gdc), which computes the Cholesky factorization
of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ UTU and A�1 is computed by first inverting U and then forming U�1ð ÞU�T.

If uplo ¼ Nag Lower, A ¼ LLT and A�1 is computed by first inverting L and then forming L�T L�1ð Þ.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_dpptrf (f07gdc).

On exit: the factorization is overwritten by the n by n matrix A�1.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Diagonal element valueh i of the Cholesky factor is zero; the Cholesky factor is singular and the
inverse of A cannot be computed.

f07gjc NAG Library Manual

f07gjc.2 Mark 26



7 Accuracy

The computed inverse X satisfies

XA� Ik k2 � c nð Þ��2 Að Þ and AX � Ik k2 � c nð Þ��2 Að Þ;

where c nð Þ is a modest function of n, � is the machine precision and �2 Að Þ is the condition number of
A defined by

�2 Að Þ ¼ Ak k2 A�1
�� ��

2
:

8 Parallelism and Performance

nag_dpptri (f07gjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 .

The complex analogue of this function is nag_zpptri (f07gwc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA:

Here A is symmetric positive definite, stored in packed form, and must first be factorized by nag_dpptrf
(f07gdc).

10.1 Program Text

/* nag_dpptri (f07gjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
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char nag_enum_arg[40];
double *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpptri (f07gjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
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for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_LOWER(i, j));
#else

scanf("%lf", &A_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_dpptrf (f07gdc).
* Cholesky factorization of real symmetric
* positive-definite matrix, packed storage
*/

nag_dpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_dpptri (f07gjc).
* Inverse of real symmetric positive-definite matrix,
* matrix already factorized by nag_dpptrf (f07gdc), packed
* storage
*/

nag_dpptri(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptri (f07gjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_dpptri (f07gjc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 :End of matrix A
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10.3 Program Results

nag_dpptri (f07gjc) Example Program Results

Inverse
1 2 3 4

1 0.6995
2 0.7769 1.4239
3 0.7508 1.8255 4.0688
4 -0.9340 -1.8841 -2.9342 3.4978
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NAG Library Function Document

nag_zppsv (f07gnc)

1 Purpose

nag_zppsv (f07gnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite matrix stored in packed format and X and B are n by
r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zppsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex ap[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zppsv (f07gnc) uses the Cholesky decomposition to factor A as A ¼ UHU if uplo ¼ Nag Upper or
A ¼ LLH if uplo ¼ Nag Lower, where U is an upper triangular matrix and L is a lower triangular
matrix. The factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.
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4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UHU or A ¼ LLH, in the same storage format as A.

6: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_zppsvx (f07gpc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_herm_posdef_packed_lin_solve
(f04cec) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_herm_posdef_
packed_lin_solve (f04cec) calls nag_zppsv (f07gnc) to solve the equations.
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8 Parallelism and Performance

nag_zppsv (f07gnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zppsv (f07gnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dppsv (f07gac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the Hermitian positive definite matrix

A ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA

and

b ¼
3:93� 6:14i
6:17þ 9:42i
�7:17� 21:83i
1:99� 14:38i

0B@
1CA:

Details of the Cholesky factorization of A are also output.

10.1 Program Text

/* nag_zppsv (f07gnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
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Complex *ap = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

printf("nag_zppsv (f07gnc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(b = NAG_ALLOC(n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the upper or lower triangular part of the matrix A from data file */

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
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#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
else if (uplo == Nag_Lower)

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_zppsv (f07gnc). */
nag_zppsv(order, uplo, n, nrhs, ap, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zppsv (f07gnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}
/* Print details of factorization using
* nag_pack_complx_mat_print_comp (x04ddc).
*/

printf("\n");
fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%7.4f", "Cholesky factor",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);

return exit_status;
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}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_zppsv (f07gnc) Example Program Data
4 1 : n, nrhs
Nag_Upper : uplo

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix A

( 3.93, -6.14) ( 6.17, 9.42) (-7.17,-21.83) ( 1.99,-14.38) : vector b

10.3 Program Results

nag_zppsv (f07gnc) Example Program Results

Solution
( 1.0000, -1.0000)
(-0.0000, 3.0000)
(-4.0000, -5.0000)
( 2.0000, 1.0000)

Cholesky factor
1 2 3 4

1 ( 1.7972, 0.0000) ( 0.8402,-1.0683) ( 1.0572, 0.4674) ( 0.2337, 1.3910)
2 ( 1.3164, 0.0000) (-0.4702,-0.3131) ( 0.0834,-0.0368)
3 ( 1.5604, 0.0000) ( 0.9360,-0.9900)
4 ( 0.6603, 0.0000)
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NAG Library Function Document

nag_zppsvx (f07gpc)

1 Purpose

nag_zppsvx (f07gpc) uses the Cholesky factorization

A ¼ UHU or A ¼ LLH

to compute the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite matrix stored in packed format and X and B are n by
r matrices. Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zppsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, Complex ap[], Complex afp[],
Nag_EquilibrationType *equed, double s[], Complex b[], Integer pdb,
Complex x[], Integer pdx, double *rcond, double ferr[], double berr[],
NagError *fail)

3 Description

nag_zppsvx (f07gpc) performs the following steps:

1. If fact ¼ Nag EquilibrateAndFactor, real diagonal scaling factors, DS , are computed to equilibrate
the system:

DSADSð Þ D�1S X
� �

¼ DSB:

Whether or not the system will be equilibrated depends on the scaling of the matrix A, but if
equilibration is used, A is overwritten by DSADS and B by DSB.

2. If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, the Cholesky decomposition is used to
factor the matrix A (after equilibration if fact ¼ Nag EquilibrateAndFactor) as A ¼ UHU if
uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U is an upper triangular matrix and L
is a lower triangular matrix.

3. If the leading i by i principal minor of A is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

4. The system of equations is solved for X using the factored form of A.

5. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

6. If equilibration was used, the matrix X is premultiplied by DS so that it solves the original system
before equilibration.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
afp contains the factorized form of A. If equed ¼ Nag Equilibrated, the matrix A has been
equilibrated with scaling factors given by s. ap and afp will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afp and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to afp and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: if fact ¼ Nag Factored and equed ¼ Nag Equilibrated, ap must contain the
equilibrated matrix DSADS; otherwise, ap must contain the n by n Hermitian matrix A, packed
by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

f07gpc NAG Library Manual

f07gpc.2 Mark 26

http://www.netlib.org/lapack/lug


if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fact ¼ Nag Factored or Nag NotFactored, or if fact ¼ Nag EquilibrateAndFactor and
equed ¼ Nag NoEquilibration, ap is not modified.

If fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, ap is overwritten by
DSADS .

7: afp½dim� – Complex Input/Output

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: if fact ¼ Nag Factored, afp contains the triangular factor U or L from the Cholesky
fac tor iza t ion A ¼ UHU or A ¼ LLH, in the same storage format as ap . I f
equed ¼ Nag Equilibrated, afp is the factorized form of the equilibrated matrix DSADS .

O n e x i t : i f fact ¼ Nag NotFactored o r i f fact ¼ Nag EquilibrateAndFactor a n d
equed ¼ Nag NoEquilibration, afp returns the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH of the original matrix A.

If fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, afp returns the triangular
factor U or L from the Cholesky factorization A ¼ UHU or A ¼ LLH of the equilibrated matrix
A (see the description of ap for the form of the equilibrated matrix).

8: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:

if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag Equilibrated, equilibration was performed, i.e., A has been replaced by
DSADS .

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of the equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration or Nag Equilibrated.

9: s½dim� – double Input/Output

Note: the dimension, dim, of the array s must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, s need not be set.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, s must contain the scale factors, DS , for
A; each element of s must be positive.

On exit: if fact ¼ Nag Factored, s is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag Equilibrated, s contains the scale
factors, DS , for A; each element of s is positive.
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10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

If equed ¼ Nag Equilibrated, b is overwritten by DSB.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed ¼ Nag Equilibrated, and the solution to the equilibrated system is D�1S X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

15: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.
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16: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR_WP

U (or L) is nonsingular, but rcond is less than machine precision, meaning that the matrix is
singular to working precision. Nevertheless, the solution and error bounds are computed because
there are a number of situations where the computed solution can be more accurate than the value
of rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UHj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LHj j,

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ;

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zppsvx (f07gpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zppsvx (f07gpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 4
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 16n2 floating-point
operations. Each step of iterative refinement involves an additional 24n2 operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 8n2 operations.

The real analogue of this function is nag_dppsvx (f07gbc).

f07gpc NAG Library Manual

f07gpc.6 Mark 26



10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite matrix

A ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Error estimates for the solutions, information on equilibration and an estimate of the reciprocal of the
condition number of the scaled matrix A are also output.

10.1 Program Text

/* nag_zppsvx (f07gpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
Complex *afp = 0, *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0, *s = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_EquilibrationType equed;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_zppsvx (f07gpc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(afp = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(s = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the upper or lower triangular part of the matrix A from data file */

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

else if (uplo == Nag_Lower)
for (i = 1; i <= n; ++i)

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zppsvx (f07gpc). */
nag_zppsvx(order, Nag_EquilibrateAndFactor, uplo, n, nrhs, ap, afp,

&equed, s, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_zppsvx (f07gpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds, condition number and the form of equilibration */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(S)*A*diag(S)\n");
if (fail.code == NE_SINGULAR) {

printf("Error from nag_zppsvx (f07gpc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(s);

return exit_status;
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}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_zppsvx (f07gpc) Example Program Data
4 2 : n, nrhs
Nag_Upper : uplo

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix A

( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) : matrix B

10.3 Program Results

nag_zppsvx (f07gpc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)

Backward errors (machine-dependent)
1.1e-16 7.9e-17

Estimated forward error bounds (machine-dependent)
6.1e-14 7.4e-14

Estimate of reciprocal condition number
6.6e-03

A has not been equilibrated
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NAG Library Function Document

nag_zpptrf (f07grc)

1 Purpose

nag_zpptrf (f07grc) computes the Cholesky factorization of a complex Hermitian positive definite
matrix, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpptrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], NagError *fail)

3 Description

nag_zpptrf (f07grc) forms the Cholesky factorization of a complex Hermitian positive definite matrix A
either as A ¼ UHU if uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U is an upper
triangular matrix and L is lower triangular, using packed storage.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UHU or A ¼ LLH, in the same storage format as A.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. To factorize a Hermitian matrix which is not positive definite, call nag_zhptrf (f07prc)
instead.

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c nð Þ� UH
		 		 Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factor L. It follows that
eij
		 		 � c nð Þ� ffiffiffiffiffiffiffiffiffiffiffi

aiiajj
p

.

8 Parallelism and Performance

nag_zpptrf (f07grc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zpptrf (f07grc) may be followed by calls to the functions:

nag_zpptrs (f07gsc) to solve AX ¼ B;
nag_zppcon (f07guc) to estimate the condition number of A;

nag_zpptri (f07gwc) to compute the inverse of A.

The real analogue of this function is nag_dpptrf (f07gdc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

using packed storage.

10.1 Program Text

/* nag_zpptrf (f07grc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpptrf (f07grc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Factorize A */
/* nag_zpptrf (f07grc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix, packed storage
*/

nag_zpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrf (f07grc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of factorization */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%7.4f", "Factor",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_zpptrf (f07grc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
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10.3 Program Results

nag_zpptrf (f07grc) Example Program Results

Factor
1 2 3 4

1 ( 1.7972, 0.0000)
2 ( 0.8402, 1.0683) ( 1.3164, 0.0000)
3 ( 1.0572,-0.4674) (-0.4702, 0.3131) ( 1.5604, 0.0000)
4 ( 0.2337,-1.3910) ( 0.0834, 0.0368) ( 0.9360, 0.9900) ( 0.6603, 0.0000)
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NAG Library Function Document

nag_zpptrs (f07gsc)

1 Purpose

nag_zpptrs (f07gsc) solves a complex Hermitian positive definite system of linear equations with
multiple right-hand sides,

AX ¼ B;

where A has been factorized by nag_zpptrf (f07grc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpptrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex ap[], Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zpptrs (f07gsc) is used to solve a complex Hermitian positive definite system of linear equations
AX ¼ B, the function must be preceded by a call to nag_zpptrf (f07grc) which computes the Cholesky
factorization of A, using packed storage. The solution X is computed by forward and backward
substitution.

If uplo ¼ Nag Upper, A ¼ UHU , where U is upper triangular; the solution X is computed by solving
UHY ¼ B and then UX ¼ Y .
If uplo ¼ Nag Lower, A ¼ LLH, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LHX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_zpptrf (f07grc).

6: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UHj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LHj j,

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zpprfs (f07gvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zppcon (f07guc).

8 Parallelism and Performance

nag_zpptrs (f07gsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpptrs (f07gsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zpprfs (f07gvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dpptrs (f07gec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Here A is Hermitian positive definite, stored in packed form, and must first be factorized by nag_zpptrf
(f07grc).

10.1 Program Text

/* nag_zpptrs (f07gsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */
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#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpptrs (f07gsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
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for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zpptrf (f07grc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix, packed storage
*/

nag_zpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrf (f07grc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zpptrs (f07gsc).
* Solution of complex Hermitian positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_zpptrf (f07grc), packed storage
*/

nag_zpptrs(order, uplo, n, nrhs, ap, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrs (f07gsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);
return exit_status;

}
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10.2 Program Data

nag_zpptrs (f07gsc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) :End of matrix B

10.3 Program Results

nag_zpptrs (f07gsc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)
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NAG Library Function Document

nag_zppequ (f07gtc)

1 Purpose

nag_zppequ (f07gtc) computes a diagonal scaling matrix S intended to equilibrate a complex n by n
Hermitian positive definite matrix A, stored in packed format, and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zppequ (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex ap[], double s[], double *scond, double *amax,
NagError *fail)

3 Description

nag_zppequ (f07gtc) computes a diagonal scaling matrix S chosen so that

sj ¼ 1=
ffiffiffiffiffiffi
ajj
p

:

This means that the matrix B given by

B ¼ SAS;

has diagonal elements equal to unity. This in turn means that the condition number of B, �2 Bð Þ, is
within a factor n of the matrix of smallest possible condition number over all possible choices of
diagonal scalings (see Corollary 7.6 of Higham (2002)).

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored in the array ap, as
follows:

uplo ¼ Nag Upper
The upper triangle of A is stored.

uplo ¼ Nag Lower
The lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

Only the elements of ap corresponding to the diagonal elements A are referenced.

5: s½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, s contains the diagonal elements of the scaling matrix S.

6: scond – double * Output

On exit: if fail:code ¼ NE_NOERROR, scond contains the ratio of the smallest value of s to the
largest value of s. If scond 	 0:1 and amax is neither too large nor too small, it is not worth
scaling by S.

7: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The valueh ith diagonal element of A is not positive (and hence A cannot be positive definite).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_zppequ (f07gtc) is not threaded in any implementation.

9 Further Comments

The real analogue of this function is nag_dppequ (f07gfc).

10 Example

This example equilibrates the Hermitian positive definite matrix A given by

A ¼
3:23 1:51� 1:92i 1:90þ 0:84ið Þ � 105 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11ið Þ � 105 �1:18þ 1:37i
1:90� 0:84ið Þ � 105 �0:23� 1:11ið Þ � 105 4:09� 1010 2:33� 0:14ið Þ � 105

0:42� 2:50i �1:18� 1:37i 2:33þ 0:14ið Þ � 105 4:29

0BB@
1CCA:

Details of the scaling factors and the scaled matrix are output.

10.1 Program Text

/* nag_zppequ (f07gtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, scond, small;
Integer exit_status = 0, i, j, n;

/* Arrays */
Complex *ap = 0;
double *s = 0;
char nag_enum_arg[40];
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zppequ (f07gtc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(s = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the upper or lower triangular part of the matrix A from data file */

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

else if (uplo == Nag_Lower)
for (i = 1; i <= n; ++i)

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_pack_complx_mat_print_comp (x04ddc). */
fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%11.2e", "Matrix A",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Compute diagonal scaling factors using nag_zppequ (f07gtc). */

nag_zppequ(order, uplo, n, ap, s, &scond, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zppequ (f07gtc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print scond, amax and the scale factors */
printf("scond = %10.1e, amax = %10.1e\n", scond, amax);
printf("\nDiagonal scaling factors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", s[i], i % 6 == 5 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1.0 / small;
if (scond < 0.1 || amax < small || amax > big) {

/* Scale A */
if (uplo == Nag_Upper)

for (j = 1; j <= n; ++j)
for (i = 1; i <= j; ++i) {

A_UPPER(i, j).re *= s[i - 1] * s[j - 1];
A_UPPER(i, j).im *= s[i - 1] * s[j - 1];

}
else

for (j = 1; j <= n; ++j)
for (i = j; i <= n; ++i) {

A_LOWER(i, j).re *= s[i - 1] * s[j - 1];
A_LOWER(i, j).im *= s[i - 1] * s[j - 1];

}

/* Print the scaled matrix using
* nag_pack_complx_mat_print_comp (x04ddc).
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, 0, "Scaled matrix",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}

}
END:

NAG_FREE(ap);
NAG_FREE(s);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER

10.2 Program Data

nag_zppequ (f07gtc) Example Program Data
4 : n
Nag_Upper : uplo

( 3.23, 0.00) ( 1.51,-1.92) ( 1.90e+05, 0.84e+05) ( 0.42 , 2.50 )
( 3.58, 0.00) (-0.23e+05, 1.11e+05) (-1.18 , 1.37 )

( 4.09e+10, 0.00 ) ( 2.33e+05,-0.14e+05)
( 4.29 , 0.00 ) : A

10.3 Program Results

nag_zppequ (f07gtc) Example Program Results

Matrix A
1 2

1 ( 3.23e+00, 0.00e+00) ( 1.51e+00, -1.92e+00)
2 ( 3.58e+00, 0.00e+00)
3
4

3 4
1 ( 1.90e+05, 8.40e+04) ( 4.20e-01, 2.50e+00)
2 ( -2.30e+04, 1.11e+05) ( -1.18e+00, 1.37e+00)
3 ( 4.09e+10, 0.00e+00) ( 2.33e+05, -1.40e+04)
4 ( 4.29e+00, 0.00e+00)

scond = 8.9e-06, amax = 4.1e+10

Diagonal scaling factors
5.6e-01 5.3e-01 4.9e-06 4.8e-01

Scaled matrix
1 2 3

1 ( 1.0000, 0.0000) ( 0.4441, -0.5646) ( 0.5227, 0.2311)
2 ( 1.0000, 0.0000) ( -0.0601, 0.2901)
3 ( 1.0000, 0.0000)
4

4
1 ( 0.1128, 0.6716)
2 ( -0.3011, 0.3496)
3 ( 0.5562, -0.0334)
4 ( 1.0000, 0.0000)
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NAG Library Function Document

nag_zppcon (f07guc)

1 Purpose

nag_zppcon (f07guc) estimates the condition number of a complex Hermitian positive definite matrix A,
where A has been factorized by nag_zpptrf (f07grc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zppcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex ap[], double anorm, double *rcond, NagError *fail)

3 Description

nag_zppcon (f07guc) estimates the condition number (in the 1-norm) of a complex Hermitian positive
definite matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is Hermitian, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zhp_norm (f16udc) to compute Ak k1 and a call to
nag_zpptrf (f07grc) to compute the Cholesky factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_zpptrf (f07grc).

5: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_zhp_norm (f16udc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_zpptrf (f07grc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

6: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.
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7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zppcon (f07guc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zppcon (f07guc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
floating-point operations but takes considerably longer than a call to nag_zpptrs (f07gsc) with one right-
hand side, because extra care is taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dppcon (f07ggc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

Here A is Hermitian positive definite, stored in packed form, and must first be factorized by nag_zpptrf
(f07grc). The true condition number in the 1-norm is 201:92.

10.1 Program Text

/* nag_zppcon (f07guc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
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/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zppcon (f07guc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute norm of A */
/* nag_zhp_norm (f16udc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex Hermitian matrix, packed storage
*/

nag_zhp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhp_norm (f16udc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_zpptrf (f07grc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix, packed storage
*/

nag_zpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrf (f07grc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zppcon (f07guc).
* Estimate condition number of complex Hermitian
* positive-definite matrix, matrix already factorized by
* nag_zpptrf (f07grc), packed storage
*/

nag_zppcon(order, uplo, n, ap, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zppcon (f07guc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else {
printf("A is singular to working precision\n");

}
END:

NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_zppcon (f07guc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
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10.3 Program Results

nag_zppcon (f07guc) Example Program Results

Estimate of condition number = 1.51e+02
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NAG Library Function Document

nag_zpprfs (f07gvc)

1 Purpose

nag_zpprfs (f07gvc) returns error bounds for the solution of a complex Hermitian positive definite
system of linear equations with multiple right-hand sides, AX ¼ B, using packed storage. It improves
the solution by iterative refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpprfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex ap[], const Complex afp[],
const Complex b[], Integer pdb, Complex x[], Integer pdx, double ferr[],
double berr[], NagError *fail)

3 Description

nag_zpprfs (f07gvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex Hermitian positive definite system of linear equations with multiple right-hand
sides AX ¼ B, using packed storage. The function handles each right-hand side vector (stored as a
column of the matrix B) independently, so we describe the function of nag_zpprfs (f07gvc) in terms of
a single right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n original Hermitian positive definite matrix A as supplied to nag_zpptrf
(f07grc).

6: afp½dim� – const Complex Input

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_zpptrf (f07grc).

7: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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9: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zpptrs (f07gsc).

On exit: the improved solution matrix X.

10: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

11: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

12: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zpprfs (f07gvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpprfs (f07gvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
operations.

The real analogue of this function is nag_dpprfs (f07ghc).
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10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Here A is Hermitian positive definite, stored in packed form, and must first be factorized by nag_zpptrf
(f07grc).

10.1 Program Text

/* nag_zpprfs (f07gvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, ap_len, afp_len;
Integer berr_len, ferr_len, pdb, pdx;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *afp = 0, *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpprfs (f07gvc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
afp_len = n * (n + 1) / 2;
berr_len = nrhs;
ferr_len = nrhs;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(afp = NAG_ALLOC(afp_len, Complex)) ||

!(ap = NAG_ALLOC(ap_len, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file, and copy A to AFP and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n * (n + 1) / 2; ++i) {
afp[i - 1].re = ap[i - 1].re;
afp[i - 1].im = ap[i - 1].im;

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AFP */
/* nag_zpptrf (f07grc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix, packed storage
*/

nag_zpptrf(order, uplo, n, afp, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrf (f07grc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zpptrs (f07gsc).
* Solution of complex Hermitian positive-definite system of
* linear equations, multiple right-hand sides, matrix
* already factorized by nag_zpptrf (f07grc), packed storage
*/

nag_zpptrs(order, uplo, n, nrhs, afp, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrs (f07gsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zpprfs (f07gvc).
* Refined solution with error bounds of complex Hermitian
* positive-definite system of linear equations, multiple
* right-hand sides, packed storage
*/

nag_zpprfs(order, uplo, n, nrhs, ap, afp, b, pdb, x, pdx, ferr, berr,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zpprfs (f07gvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/
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fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);

return exit_status;
}

10.2 Program Data

nag_zpprfs (f07gvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) :End of matrix B

10.3 Program Results

nag_zpprfs (f07gvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)

Backward errors (machine-dependent)
1.1e-16 7.9e-17

Estimated forward error bounds (machine-dependent)
6.1e-14 7.4e-14
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NAG Library Function Document

nag_zpptri (f07gwc)

1 Purpose

nag_zpptri (f07gwc) computes the inverse of a complex Hermitian positive definite matrix A, where A
has been factorized by nag_zpptrf (f07grc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpptri (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], NagError *fail)

3 Description

nag_zpptri (f07gwc) is used to compute the inverse of a complex Hermitian positive definite matrix A,
the function must be preceded by a call to nag_zpptrf (f07grc), which computes the Cholesky
factorization of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ UHU and A�1 is computed by first inverting U and then forming U�1ð ÞU�H.

If uplo ¼ Nag Lower, A ¼ LLH and A�1 is computed by first inverting L and then forming L�H L�1ð Þ.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of A stored in packed form, as returned by nag_zpptrf (f07grc).

On exit: the factorization is overwritten by the n by n matrix A�1.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Diagonal element valueh i of the Cholesky factor is zero; the Cholesky factor is singular and the
inverse of A cannot be computed.
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7 Accuracy

The computed inverse X satisfies

XA� Ik k2 � c nð Þ��2 Að Þ and AX � Ik k2 � c nð Þ��2 Að Þ;

where c nð Þ is a modest function of n, � is the machine precision and �2 Að Þ is the condition number of
A defined by

�2 Að Þ ¼ Ak k2 A�1
�� ��

2
:

8 Parallelism and Performance

nag_zpptri (f07gwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dpptri (f07gjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

Here A is Hermitian positive definite, stored in packed form, and must first be factorized by nag_zpptrf
(f07grc).

10.1 Program Text

/* nag_zpptri (f07gwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
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char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpptri (f07gwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
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for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zpptrf (f07grc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix, packed storage
*/

nag_zpptrf(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptrf (f07grc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_zpptri (f07gwc).
* Inverse of complex Hermitian positive-definite matrix,
* matrix already factorized by nag_zpptrf (f07grc), packed
* storage
*/

nag_zpptri(order, uplo, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpptri (f07gwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_zpptri (f07gwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(3.23, 0.00)
(1.51, 1.92) ( 3.58, 0.00)
(1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
(0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix A
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10.3 Program Results

nag_zpptri (f07gwc) Example Program Results

Inverse
1 2 3 4

1 ( 5.4691, 0.0000)
2 (-1.2624,-1.5491) ( 1.1024, 0.0000)
3 (-2.9746,-0.9616) ( 0.8989,-0.5672) ( 2.1589, 0.0000)
4 ( 1.1962, 2.9772) (-0.9826,-0.2566) (-1.3756,-1.4550) ( 2.2934,-0.0000)
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NAG Library Function Document

nag_dpbsv (f07hac)

1 Purpose

nag_dpbsv (f07hac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite band matrix of bandwidth 2kd þ 1ð Þ and X and B are
n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Integer nrhs, double ab[], Integer pdab, double b[],
Integer pdb, NagError *fail)

3 Description

nag_dpbsv (f07hac) uses the Cholesky decomposition to factor A as A ¼ UTU if uplo ¼ Nag Upper or
A ¼ LLT if uplo ¼ Nag Lower, where U is an upper triangular band matrix, and L is a lower triangular
band matrix, with the same number of superdiagonals or subdiagonals as A. The factored form of A is
then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: if fail:code ¼ NE_NOERROR, the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT of the band matrix A, in the same storage format as A.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.
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9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_dpbsvx (f07hbc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_real_sym_posdef_band_lin_solve
(f04bfc) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_real_sym_pos
def_band_lin_solve (f04bfc) calls nag_dpbsv (f07hac) to solve the equations.

8 Parallelism and Performance

nag_dpbsv (f07hac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpbsv (f07hac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When n� k, the total number of floating-point operations is approximately n kþ 1ð Þ2 þ 4nkr, where k
is the number of superdiagonals and r is the number of right-hand sides.

The complex analogue of this function is nag_zpbsv (f07hnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric positive definite band matrix
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A ¼
5:49 2:68 0 0
2:68 5:63 �2:39 0
0 �2:39 2:60 �2:22
0 0 �2:22 5:17

0B@
1CA and b ¼

22:09
9:31
�5:24
11:83

0B@
1CA:

Details of the Cholesky factorization of A are also output.

10.1 Program Text

/* nag_dpbsv (f07hac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, kd, n, nrhs, pdb, pdab;

/* Arrays */
double *ab = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbsv (f07hac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#endif
if (n < 0 || nrhs < 0 || kd < 0) {

printf("Invalid n, kd or nrhs\n");
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exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the upper or lower triangular part of the band matrix A from
* data file.
*/

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= MIN(n, i + kd); ++j)

scanf_s("%lf", &AB_UPPER(i, j));
#else

for (j = i; j <= MIN(n, i + kd); ++j)
scanf("%lf", &AB_UPPER(i, j));

#endif
else

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = MAX(1, i - kd); j <= i; ++j)
scanf_s("%lf", &AB_LOWER(i, j));

#else
for (j = MAX(1, i - kd); j <= i; ++j)

scanf("%lf", &AB_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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/* Solve the equations Ax = b for x using nag_dpbsv (f07hac). */
nag_dpbsv(order, uplo, n, kd, nrhs, ab, pdab, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbsv (f07hac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}

/* Print details of factorization */
printf("\n");
fflush(stdout);
if (uplo == Nag_Upper)

nag_band_real_mat_print(order, n, n, 0, kd, ab, pdab, "Cholesky factor U",
0, &fail);

else
nag_band_real_mat_print(order, n, n, kd, 0, ab, pdab, "Cholesky factor L",

0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
}

END:
NAG_FREE(ab);
NAG_FREE(b);

return exit_status;
}

#undef AB_LOWER
#undef AB_UPPER
#undef B

10.2 Program Data

nag_dpbsv (f07hac) Example Program Data
4 1 1 : n, kd and nrhs
Nag_Upper : uplo
5.49 2.68

5.63 -2.39
2.60 -2.22

5.17 : matrix A
22.09 9.31 -5.24 11.83 : vector b

10.3 Program Results

nag_dpbsv (f07hac) Example Program Results

Solution
5.0000

-2.0000
-3.0000
1.0000

Cholesky factor U
1 2 3 4

1 2.3431 1.1438
2 2.0789 -1.1497
3 1.1306 -1.9635
4 1.1465
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NAG Library Function Document

nag_dpbsvx (f07hbc)

1 Purpose

nag_dpbsvx (f07hbc) uses the Cholesky factorization

A ¼ UTU or A ¼ LLT

to compute the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite band matrix of bandwidth 2kd þ 1ð Þ and X and B are
n by r matrices. Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer kd, Integer nrhs, double ab[],
Integer pdab, double afb[], Integer pdafb, Nag_EquilibrationType *equed,
double s[], double b[], Integer pdb, double x[], Integer pdx,
double *rcond, double ferr[], double berr[], NagError *fail)

3 Description

nag_dpbsvx (f07hbc) performs the following steps:

1. If fact ¼ Nag EquilibrateAndFactor, real diagonal scaling factors, DS , are computed to equilibrate
the system:

DSADSð Þ D�1S X
� �

¼ DSB:

Whether or not the system will be equilibrated depends on the scaling of the matrix A, but if
equilibration is used, A is overwritten by DSADS and B by DSB.

2. If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, the Cholesky decomposition is used to
factor the matrix A (after equilibration if fact ¼ Nag EquilibrateAndFactor) as A ¼ UTU if
uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U is an upper triangular matrix and L
is a lower triangular matrix.

3. If the leading i by i principal minor of A is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

4. The system of equations is solved for X using the factored form of A.

5. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

6. If equilibration was used, the matrix X is premultiplied by DS so that it solves the original system
before equilibration.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
afb contains the factorized form of A. If equed ¼ Nag Equilibrated, the matrix A has been
equilibrated with scaling factors given by s. ab and afb will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afb and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to afb and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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7: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the symmetric band matrix A, except if
fact ¼ Nag Factored and equed ¼ Nag Equilibrated, in which case ab must contain the
equilibrated matrix DSADS .

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: if fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, ab is overwritten by
DSADS .

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

9: afb½dim� – double Input/Output

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: if fact ¼ Nag Factored, afb contains the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT of the band matrix A, in the same storage format as A. If
equed ¼ Nag Equilibrated, afb is the factorized form of the equilibrated matrix A.

On exit: if fact ¼ Nag NotFactored, afb returns the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT.

If fact ¼ Nag EquilibrateAndFactor, afb returns the triangular factor U or L from the Cholesky
factorization A ¼ UTU or A ¼ LLT of the equilibrated matrix A (see the description of ab for
the form of the equilibrated matrix).

10: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array afb.

Constraint: pdafb 	 kdþ 1.

11: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:
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if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag Equilibrated, equilibration was performed, i.e., A has been replaced by
DSADS .

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of the equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration or Nag Equilibrated.

12: s½dim� – double Input/Output

Note: the dimension, dim, of the array s must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, s need not be set.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, s must contain the scale factors, DS , for
A; each element of s must be positive.

On exit: if fact ¼ Nag Factored, s is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag Equilibrated, s contains the scale
factors, DS , for A; each element of s is positive.

13: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

If equed ¼ Nag Equilibrated, b is overwritten by DSB.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

15: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed ¼ Nag Equilibrated, and the solution to the equilibrated system is D�1S X.
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16: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

17: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

18: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

19: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdafb ¼ valueh i and kd ¼ valueh i.
Constraint: pdafb 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR_WP

U (or L) is nonsingular, but rcond is less than machine precision, meaning that the matrix is
singular to working precision. Nevertheless, the solution and error bounds are computed because
there are a number of situations where the computed solution can be more accurate than the value
of rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UTj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LTj j,

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

f07hbc NAG Library Manual

f07hbc.6 Mark 26



If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dpbsvx (f07hbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dpbsvx (f07hbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When n� k, the factorization of A requires approximately n kþ 1ð Þ2 floating-point operations, where k
is the number of superdiagonals.

For each right-hand side, computation of the backward error involves a minimum of 8nk floating-point
operations. Each step of iterative refinement involves an additional 12nk operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 4nk operations.

The complex analogue of this function is nag_zpbsvx (f07hpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite band matrix

A ¼
5:49 2:68 0 0
2:68 5:63 �2:39 0
0 �2:39 2:60 �2:22
0 0 �2:22 5:17

0B@
1CA

and

B ¼
22:09 5:10
9:31 30:81
�5:24 �25:82
11:83 22:90

0B@
1CA:

Error estimates for the solutions, information on equilibration and an estimate of the reciprocal of the
condition number of the scaled matrix A are also output.
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10.1 Program Text

/* nag_dpbsvx (f07hbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0;
Integer i, j, kd, n, nrhs, pdab, pdafb, pdb, pdx;

/* Arrays */
double *ab = 0, *afb = 0, *b = 0, *berr = 0, *ferr = 0;
double *s = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbsvx (f07hbc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#endif
if (n < 0 || nrhs < 0 || kd < 0) {

printf("Invalid n, kd or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(afb = NAG_ALLOC((kd + 1) * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(s = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdab = kd + 1;
pdafb = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the upper or lower triangular part of the band matrix A from
* data file.
*/

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= MIN(n, i + kd); ++j)

scanf_s("%lf", &AB_UPPER(i, j));
#else

for (j = i; j <= MIN(n, i + kd); ++j)
scanf("%lf", &AB_UPPER(i, j));

#endif
else

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = MAX(1, i - kd); j <= i; ++j)
scanf_s("%lf", &AB_LOWER(i, j));

#else
for (j = MAX(1, i - kd); j <= i; ++j)

scanf("%lf", &AB_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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/* Solve the equations AX = B for X using nag_dpbsvx (f07hbc). */
fflush(stdout);
nag_dpbsvx(order, Nag_EquilibrateAndFactor, uplo, n, kd, nrhs, ab, pdab,

afb, pdafb, &equed, s, b, pdb, x, pdx, &rcond, ferr, berr,
&fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_dpbsvx (f07hbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("\nError from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print error bounds, condition number and the form of equilibration */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(S)*A*diag(S)\n");
if (fail.code == NE_SINGULAR) {

printf("Error from nag_dpbsvx (f07hbc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(s);
NAG_FREE(x);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef B

10.2 Program Data

nag_dpbsvx (f07hbc) Example Program Data
4 1 2 : n, kd and nrhs
Nag_Upper : uplo
5.49 2.68

5.63 -2.39
2.60 -2.22

5.17 : matrix A
22.09 5.10
9.31 30.81

-5.24 -25.82
11.83 22.90 : matrix B

f07hbc NAG Library Manual

f07hbc.10 Mark 26



10.3 Program Results

nag_dpbsvx (f07hbc) Example Program Results

Solution(s)
1 2

1 5.0000 -2.0000
2 -2.0000 6.0000
3 -3.0000 -1.0000
4 1.0000 4.0000

Backward errors (machine-dependent)
1.1e-16 1.1e-16

Estimated forward error bounds (machine-dependent)
2.1e-14 3.0e-14

Estimate of reciprocal condition number
1.3e-02

A has not been equilibrated
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NAG Library Function Document

nag_dpbtrf (f07hdc)

1 Purpose

nag_dpbtrf (f07hdc) computes the Cholesky factorization of a real symmetric positive definite band
matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbtrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, double ab[], Integer pdab, NagError *fail)

3 Description

nag_dpbtrf (f07hdc) forms the Cholesky factorization of a real symmetric positive definite band matrix
A either as A ¼ UTU if uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U (or L) is an
upper (or lower) triangular band matrix with the same number of superdiagonals (or subdiagonals) as A.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n symmetric positive definite band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: the upper or lower triangle of A is overwritten by the Cholesky factor U or L as
specified by uplo, using the same storage format as described above.

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. There is no function specifically designed to factorize a symmetric band matrix which
is not positive definite; the matrix must be treated either as a nonsymmetric band matrix, by
calling nag_dgbtrf (f07bdc) or as a full symmetric matrix, by calling nag_dsytrf (f07mdc).

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c kþ 1ð Þ� UT
		 		 Uj j;

c kþ 1ð Þ is a modest linear function of kþ 1, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factor L. It follows that
eij
		 		 � c kþ 1ð Þ� ffiffiffiffiffiffiffiffiffiffiffi

aiiajj
p

.

8 Parallelism and Performance

nag_dpbtrf (f07hdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately n kþ 1ð Þ2, assuming n� k.

A call to nag_dpbtrf (f07hdc) may be followed by calls to the functions:
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nag_dpbtrs (f07hec) to solve AX ¼ B;
nag_dpbcon (f07hgc) to estimate the condition number of A.

The complex analogue of this function is nag_zpbtrf (f07hrc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
5:49 2:68 0:00 0:00
2:68 5:63 �2:39 0:00
0:00 �2:39 2:60 �2:22
0:00 0:00 �2:22 5:17

0B@
1CA:

10.1 Program Text

/* nag_dpbtrf (f07hdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbtrf (f07hdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);

#endif
pdab = kd + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Factorize A */
/* nag_dpbtrf (f07hdc).
* Cholesky factorization of real symmetric
* positive-definite band matrix
*/

fflush(stdout);
nag_dpbtrf(order, uplo, n, kd, ab, pdab, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbtrf (f07hdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of factorization */
if (uplo == Nag_Upper)
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/* nag_band_real_mat_print (x04cec).
* Print real packed banded matrix (easy-to-use)
*/

nag_band_real_mat_print(order, n, n, 0, kd, ab, pdab, "Factor", 0, &fail);
else

/* nag_band_real_mat_print (x04cec), see above. */
fflush(stdout);

nag_band_real_mat_print(order, n, n, kd, 0, ab, pdab, "Factor", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
return exit_status;

}

10.2 Program Data

nag_dpbtrf (f07hdc) Example Program Data
4 1 :Values of n and kd
Nag_Lower :Value of uplo
5.49
2.68 5.63

-2.39 2.60
-2.22 5.17 :End of matrix A

10.3 Program Results

nag_dpbtrf (f07hdc) Example Program Results

Factor
1 2 3 4

1 2.3431
2 1.1438 2.0789
3 -1.1497 1.1306
4 -1.9635 1.1465
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NAG Library Function Document

nag_dpbtrs (f07hec)

1 Purpose

nag_dpbtrs (f07hec) solves a real symmetric positive definite band system of linear equations with
multiple right-hand sides,

AX ¼ B;

where A has been factorized by nag_dpbtrf (f07hdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbtrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Integer nrhs, const double ab[], Integer pdab, double b[],
Integer pdb, NagError *fail)

3 Description

nag_dpbtrs (f07hec) is used to solve a real symmetric positive definite band system of linear equations
AX ¼ B, the function must be preceded by a call to nag_dpbtrf (f07hdc) which computes the Cholesky
factorization of A. The solution X is computed by forward and backward substitution.

If uplo ¼ Nag Upper, A ¼ UTU , where U is upper triangular; the solution X is computed by solving
UTY ¼ B and then UX ¼ Y .

If uplo ¼ Nag Lower, A ¼ LLT, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

6: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpbtrf (f07hdc).

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c kþ 1ð Þ� UTj j Uj j;

if uplo ¼ Nag Lower, Ej j � c kþ 1ð Þ� Lj j LTj j,
c kþ 1ð Þ is a modest linear function of kþ 1, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c kþ 1ð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. Note that cond A; xð Þ
can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dpbrfs (f07hhc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_dpbcon (f07hgc).

8 Parallelism and Performance

nag_dpbtrs (f07hec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpbtrs (f07hec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4nkr, assuming n� k.

This function may be followed by a call to nag_dpbrfs (f07hhc) to refine the solution and return an
error estimate.

The complex analogue of this function is nag_zpbtrs (f07hsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
5:49 2:68 0:00 0:00
2:68 5:63 �2:39 0:00
0:00 �2:39 2:60 �2:22
0:00 0:00 �2:22 5:17

0B@
1CA and B ¼

22:09 5:10
9:31 30:81
�5:24 �25:82
11:83 22:90

0B@
1CA:

Here A is symmetric and positive definite, and is treated as a band matrix, which must first be
factorized by nag_dpbtrf (f07hdc).

10.1 Program Text

/* nag_dpbtrs (f07hec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
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Integer i, j, k, kd, n, nrhs, pdab, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbtrs (f07hec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {
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for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_dpbtrf (f07hdc).
* Cholesky factorization of real symmetric
* positive-definite band matrix
*/

nag_dpbtrf(order, uplo, n, kd, ab, pdab, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbtrf (f07hdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dpbtrs (f07hec).
* Solution of real symmetric positive-definite band system
* of linear equations, multiple right-hand sides, matrix
* already factorized by nag_dpbtrf (f07hdc)
*/

nag_dpbtrs(order, uplo, n, kd, nrhs, ab, pdab, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbtrs (f07hec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/
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fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ab);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_dpbtrs (f07hec) Example Program Data
4 1 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo
5.49
2.68 5.63

-2.39 2.60
-2.22 5.17 :End of matrix A

22.09 5.10
9.31 30.81

-5.24 -25.82
11.83 22.90 :End of matrix B

10.3 Program Results

nag_dpbtrs (f07hec) Example Program Results

Solution(s)
1 2

1 5.0000 -2.0000
2 -2.0000 6.0000
3 -3.0000 -1.0000
4 1.0000 4.0000

f07 – Linear Equations (LAPACK) f07hec

Mark 26 f07hec.7 (last)





NAG Library Function Document

nag_dpbequ (f07hfc)

1 Purpose

nag_dpbequ (f07hfc) computes a diagonal scaling matrix S intended to equilibrate a real n by n
symmetric positive definite band matrix A, with bandwidth 2kd þ 1ð Þ, and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbequ (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, const double ab[], Integer pdab, double s[], double *scond,
double *amax, NagError *fail)

3 Description

nag_dpbequ (f07hfc) computes a diagonal scaling matrix S chosen so that

sj ¼ 1=
ffiffiffiffiffiffi
ajj
p

:

This means that the matrix B given by

B ¼ SAS;

has diagonal elements equal to unity. This in turn means that the condition number of B, �2 Bð Þ, is
within a factor n of the matrix of smallest possible condition number over all possible choices of
diagonal scalings (see Corollary 7.6 of Higham (2002)).

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored in the array ab, as
follows:

uplo ¼ Nag Upper
The upper triangle of A is stored.

uplo ¼ Nag Lower
The lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

5: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the symmetric positive definite band matrix A whose
scaling factors are to be computed.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

Only the elements of the array ab corresponding to the diagonal elements of A are referenced.
(Row kd þ 1ð Þ of ab when uplo ¼ Nag Upper, row 1 of ab when uplo ¼ Nag Lower.)

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

7: s½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, s contains the diagonal elements of the scaling matrix S.

8: scond – double * Output

On exit: if fail:code ¼ NE_NOERROR, scond contains the ratio of the smallest value of s to the
largest value of s. If scond 	 0:1 and amax is neither too large nor too small, it is not worth
scaling by S.

9: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The valueh ith diagonal element of A is not positive (and hence A cannot be positive definite).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_dpbequ (f07hfc) is not threaded in any implementation.

9 Further Comments

The complex analogue of this function is nag_zpbequ (f07htc).
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10 Example

This example equilibrates the symmetric positive definite matrix A given by

A ¼
5:49 2:68� 1010 0 0
2:68� 1010 5:63� 1020 �2:39� 1010 0
0 �2:39� 1010 2:60 �2:22
0 0 �2:22 5:17

0BB@
1CCA:

Details of the scaling factors and the scaled matrix are output.

10.1 Program Text

/* nag_dpbequ (f07hfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, scond, small;
Integer exit_status = 0, i, j, kd, kd1, kd2, n, pdab;

/* Arrays */
double *ab = 0, *s = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbequ (f07hfc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
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#endif
if (n < 0 || kd < 0) {

printf("Invalid n or kd\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pdab = kd + 1;
/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) || !(s = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the band matrix A
* from data file.
*/

if (uplo == Nag_Upper) {
kd1 = 0;
kd2 = kd;
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= MIN(n, i + kd); ++j)

scanf_s("%lf", &AB_UPPER(i, j));
#else

for (j = i; j <= MIN(n, i + kd); ++j)
scanf("%lf", &AB_UPPER(i, j));

#endif
}
else {

kd1 = kd;
kd2 = 0;
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = MAX(1, i - kd); j <= i; ++j)

scanf_s("%lf", &AB_LOWER(i, j));
#else

for (j = MAX(1, i - kd); j <= i; ++j)
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Print the matrix A using nag_band_real_mat_print (x04cec). */

fflush(stdout);
nag_band_real_mat_print(order, n, n, kd1, kd2, ab, pdab, "Matrix A", 0,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
printf("\n");
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/* Compute diagonal scaling factors using nag_dpbequ (f07hfc). */
nag_dpbequ(order, uplo, n, kd, ab, pdab, s, &scond, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbequ (f07hfc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}
/* Print scond, amax and the scale factors */
printf("scond = %10.1e, amax = %10.1e\n", scond, amax);
printf("\nDiagonal scaling factors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", s[i], i % 7 == 6 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1.0 / small;
if (scond < 0.1 || amax < small || amax > big) {

/* Scale A */
if (uplo == Nag_Upper)

for (j = 1; j <= n; ++j)
for (i = MAX(1, j - kd); i <= j; ++i)

AB_UPPER(i, j) *= s[i - 1] * s[j - 1];
else

for (j = 1; j <= n; ++j)
for (i = j; i <= MIN(n, j + kd); ++i)

AB_LOWER(i, j) *= s[i - 1] * s[j - 1];

/* Print the scaled matrix using nag_band_real_mat_print (x04cec). */
fflush(stdout);
nag_band_real_mat_print(order, n, n, kd1, kd2, ab, pdab, "Scaled matrix",

0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}
}

END:
NAG_FREE(ab);
NAG_FREE(s);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER

10.2 Program Data

nag_dpbequ (f07hfc) Example Program Data
4 1 : n and kd
Nag_Upper : uplo
5.49 2.68e+10

5.63e+20 -2.39e+10
2.60 -2.22

5.17 : matrix A
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10.3 Program Results

nag_dpbequ (f07hfc) Example Program Results

Matrix A
1 2 3 4

1 5.4900e+00 2.6800e+10
2 5.6300e+20 -2.3900e+10
3 2.6000e+00 -2.2200e+00
4 5.1700e+00

scond = 6.8e-11, amax = 5.6e+20

Diagonal scaling factors
4.3e-01 4.2e-11 6.2e-01 4.4e-01

Scaled matrix
1 2 3 4

1 1.0000 0.4821
2 1.0000 -0.6247
3 1.0000 -0.6055
4 1.0000
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NAG Library Function Document

nag_dpbcon (f07hgc)

1 Purpose

nag_dpbcon (f07hgc) estimates the condition number of a real symmetric positive definite band matrix
A, where A has been factorized by nag_dpbtrf (f07hdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, const double ab[], Integer pdab, double anorm,
double *rcond, NagError *fail)

3 Description

nag_dpbcon (f07hgc) estimates the condition number (in the 1-norm) of a real symmetric positive
definite band matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_dsb_norm (f16rec) to compute Ak k1 and a call to
nag_dpbtrf (f07hdc) to compute the Cholesky factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.

f07 – Linear Equations (LAPACK) f07hgc

Mark 26 f07hgc.1



uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpbtrf (f07hdc).

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

7: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_dsb_norm (f16rec) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_dpbtrf (f07hdc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dpbcon (f07hgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dpbcon (f07hgc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
4nk floating-point operations (assuming n� k) but takes considerably longer than a call to nag_dpbtrs
(f07hec) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The complex analogue of this function is nag_zpbcon (f07huc).
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10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
5:49 2:68 0:00 0:00
2:68 5:63 �2:39 0:00
0:00 �2:39 2:60 �2:22
0:00 0:00 �2:22 5:17

0B@
1CA:

Here A is symmetric and positive definite, and is treated as a band matrix, which must first be
factorized by nag_dpbtrf (f07hdc). The true condition number in the 1-norm is 74:15.

10.1 Program Text

/* nag_dpbcon (f07hgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab;
Integer exit_status = 0;
double anorm, rcond;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbcon (f07hgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

pdab = kd + 1;
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/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute norm of A */
/* nag_dsb_norm (f16rec).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, real symmetric band matrix
*/

nag_dsb_norm(order, Nag_OneNorm, uplo, n, kd, ab, pdab, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsb_norm (f16rec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_dpbtrf (f07hdc).
* Cholesky factorization of real symmetric
* positive-definite band matrix
*/

nag_dpbtrf(order, uplo, n, kd, ab, pdab, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbtrf (f07hdc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}
/* Estimate condition number */
/* nag_dpbcon (f07hgc).
* Estimate condition number of real symmetric
* positive-definite band matrix, matrix already factorized
* by nag_dpbtrf (f07hdc)
*/

nag_dpbcon(order, uplo, n, kd, ab, pdab, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbcon (f07hgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ab);
return exit_status;

}

10.2 Program Data

nag_dpbcon (f07hgc) Example Program Data
4 1 :Values of n and kd
Nag_Lower :Value of uplo
5.49
2.68 5.63

-2.39 2.60
-2.22 5.17 :End of matrix A

10.3 Program Results

nag_dpbcon (f07hgc) Example Program Results

Estimate of condition number = 7.42e+01
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NAG Library Function Document

nag_dpbrfs (f07hhc)

1 Purpose

nag_dpbrfs (f07hhc) returns error bounds for the solution of a real symmetric positive definite band
system of linear equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpbrfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Integer nrhs, const double ab[], Integer pdab,
const double afb[], Integer pdafb, const double b[], Integer pdb,
double x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dpbrfs (f07hhc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real symmetric positive definite band system of linear equations with multiple right-hand
sides AX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_dpbrfs (f07hhc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

6: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n original symmetric positive definite band matrix A as supplied to
nag_dpbtrf (f07hdc).

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

8: afb½dim� – const double Input

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_dpbtrf (f07hdc).

9: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array afb.

Constraint: pdafb 	 kdþ 1.

10: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dpbtrs (f07hec).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdafb ¼ valueh i and kd ¼ valueh i.
Constraint: pdafb 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.
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8 Parallelism and Performance

nag_dpbrfs (f07hhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpbrfs (f07hhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 8nk floating-point
operations. Each step of iterative refinement involves an additional 12nk operations. This assumes
n� k. At most five steps of iterative refinement are performed, but usually only one or two steps are
required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
4nk operations.

The complex analogue of this function is nag_zpbrfs (f07hvc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
5:49 2:68 0:00 0:00
2:68 5:63 �2:39 0:00
0:00 �2:39 2:60 �2:22
0:00 0:00 �2:22 5:17

0B@
1CA and B ¼

22:09 5:10
9:31 30:81
�5:24 �25:82
11:83 22:90

0B@
1CA:

Here A is symmetric and positive definite, and is treated as a band matrix, which must first be
factorized by nag_dpbtrf (f07hdc).

10.1 Program Text

/* nag_dpbrfs (f07hhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdafb, pdb, pdx;
Integer ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
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/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *afb = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define AFB_UPPER(I, J) afb[(J-1)*pdafb + k + I - J - 1]
#define AFB_LOWER(I, J) afb[(J-1)*pdafb + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define AFB_UPPER(I, J) afb[(I-1)*pdafb + J - I]
#define AFB_LOWER(I, J) afb[(I-1)*pdafb + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpbrfs (f07hhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
pdafb = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(berr = NAG_ALLOC(berr_len, double)) ||

!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(ab = NAG_ALLOC((kd + 1) * n, double)) ||
!(afb = NAG_ALLOC((kd + 1) * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
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*/
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

AFB_UPPER(i, j) = AB_UPPER(i, j);
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

AFB_LOWER(i, j) = AB_LOWER(i, j);
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}
/* Factorize A in the array AFP */
/* nag_dpbtrf (f07hdc).
* Cholesky factorization of real symmetric
* positive-definite band matrix
*/

nag_dpbtrf(order, uplo, n, kd, afb, pdafb, &fail);

f07 – Linear Equations (LAPACK) f07hhc

Mark 26 f07hhc.7



if (fail.code != NE_NOERROR) {
printf("Error from nag_dpbtrf (f07hdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_dpbtrs (f07hec).
* Solution of real symmetric positive-definite band system
* of linear equations, multiple right-hand sides, matrix
* already factorized by nag_dpbtrf (f07hdc)
*/

nag_dpbtrs(order, uplo, n, kd, nrhs, afb, pdafb, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbtrs (f07hec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dpbrfs (f07hhc).
* Refined solution with error bounds of real symmetric
* positive-definite band system of linear equations,
* multiple right-hand sides
*/

nag_dpbrfs(order, uplo, n, kd, nrhs, ab, pdab, afb, pdafb,
b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dpbrfs (f07hhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of solution */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dpbrfs (f07hhc) Example Program Data
4 1 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo
5.49
2.68 5.63

-2.39 2.60
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-2.22 5.17 :End of matrix A
22.09 5.10
9.31 30.81

-5.24 -25.82
11.83 22.90 :End of matrix B

10.3 Program Results

nag_dpbrfs (f07hhc) Example Program Results

Solution(s)
1 2

1 5.0000 -2.0000
2 -2.0000 6.0000
3 -3.0000 -1.0000
4 1.0000 4.0000

Backward errors (machine-dependent)
1.1e-16 1.1e-16

Estimated forward error bounds (machine-dependent)
2.1e-14 3.0e-14
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NAG Library Function Document

nag_zpbsv (f07hnc)

1 Purpose

nag_zpbsv (f07hnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite band matrix of bandwidth 2kd þ 1ð Þ and X and B are
n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Integer nrhs, Complex ab[], Integer pdab, Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zpbsv (f07hnc) uses the Cholesky decomposition to factor A as A ¼ UHU if uplo ¼ Nag Upper or
A ¼ LLH if uplo ¼ Nag Lower, where U is an upper triangular band matrix, and L is a lower triangular
band matrix, with the same number of superdiagonals or subdiagonals as A. The factored form of A is
then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: if fail:code ¼ NE_NOERROR, the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH of the band matrix A, in the same storage format as A.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.
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9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_zpbsvx (f07hpc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_herm_posdef_band_lin_solve
(f04cfc) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_herm_posdef_
band_lin_solve (f04cfc) calls nag_zpbsv (f07hnc) to solve the equations.

8 Parallelism and Performance

nag_zpbsv (f07hnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpbsv (f07hnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When n� k, the total number of floating-point operations is approximately 4n kþ 1ð Þ2 þ 16nkr, where
k is the number of superdiagonals and r is the number of right-hand sides.

The real analogue of this function is nag_dpbsv (f07hac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the Hermitian positive definite band matrix
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A ¼
9:39 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29i 0
0 �0:04� 0:29i 2:65 �0:33þ 2:24i
0 0 �0:33� 2:24i 2:17

0B@
1CA

and

b ¼
�12:42þ 68:42i
�9:93þ 0:88i
�27:30� 0:01i

5:31þ 23:63i

0B@
1CA:

Details of the Cholesky factorization of A are also output.

10.1 Program Text

/* nag_zpbsv (f07hnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, kd, n, nrhs, pdab, pdb;

/* Arrays */
Complex *ab = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbsv (f07hnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

f07 – Linear Equations (LAPACK) f07hnc

Mark 26 f07hnc.5



#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#endif
if (n < 0 || kd < 0 || nrhs < 0) {

printf("Invalid n, kd or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Read the upper or lower triangular part of the band matrix A
* from data file
*/

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

for (j = i; j <= MIN(n, i + kd); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#endif

else
for (i = 1; i <= n; ++i)

for (j = MAX(1, i - kd); j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif

/* Solve the equations Ax = b for x using nag_zpbsv (f07hnc). */
nag_zpbsv(order, uplo, n, kd, nrhs, ab, pdab, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbsv (f07hnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}
printf("\n");

/* Print details of factorization using
* nag_band_complx_mat_print_comp (x04dfc).
*/

fflush(stdout);
if (uplo == Nag_Upper)

nag_band_complx_mat_print_comp(order, n, n, 0, kd, ab, pdab,
Nag_BracketForm, "%7.4f",
"Cholesky factor U", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

else
nag_band_complx_mat_print_comp(order, n, n, kd, 0, ab, pdab,

Nag_BracketForm, "%7.4f",
"Cholesky factor L", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(b);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef B

10.2 Program Data

nag_zpbsv (f07hnc) Example Program Data
4 1 1 : n kd nrhs
Nag_Upper : uplo

( 9.39, 0.00) ( 1.08,-1.73)
( 1.69, 0.00) ( -0.04, 0.29)

( 2.65, 0.00) (-0.33, 2.24)
( 2.17, 0.00) : matrix A

(-12.42,68.42) (-9.93, 0.88) (-27.30,-0.01) ( 5.31,23.63) : vector b
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10.3 Program Results

nag_zpbsv (f07hnc) Example Program Results

Solution
(-1.0000, 8.0000)
( 2.0000, -3.0000)
(-4.0000, -5.0000)
( 7.0000, 6.0000)

Cholesky factor U
1 2 3 4

1 ( 3.0643, 0.0000) ( 0.3524,-0.5646)
2 ( 1.1167, 0.0000) (-0.0358, 0.2597)
3 ( 1.6066, 0.0000) (-0.2054, 1.3942)
4 ( 0.4289, 0.0000)
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NAG Library Function Document

nag_zpbsvx (f07hpc)

1 Purpose

nag_zpbsvx (f07hpc) uses the Cholesky factorization

A ¼ UHU or A ¼ LLH

to compute the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite band matrix of bandwidth 2kd þ 1ð Þ and X and B are
n by r matrices. Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer kd, Integer nrhs, Complex ab[],
Integer pdab, Complex afb[], Integer pdafb,
Nag_EquilibrationType *equed, double s[], Complex b[], Integer pdb,
Complex x[], Integer pdx, double *rcond, double ferr[], double berr[],
NagError *fail)

3 Description

nag_zpbsvx (f07hpc) performs the following steps:

1. If fact ¼ Nag EquilibrateAndFactor, real diagonal scaling factors, DS , are computed to equilibrate
the system:

DSADSð Þ D�1S X
� �

¼ DSB:

Whether or not the system will be equilibrated depends on the scaling of the matrix A, but if
equilibration is used, A is overwritten by DSADS and B by DSB.

2. If fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, the Cholesky decomposition is used to
factor the matrix A (after equilibration if fact ¼ Nag EquilibrateAndFactor) as A ¼ UHU if
uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U is an upper triangular matrix and L
is a lower triangular matrix.

3. If the leading i by i principal minor of A is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

4. The system of equations is solved for X using the factored form of A.

5. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

6. If equilibration was used, the matrix X is premultiplied by DS so that it solves the original system
before equilibration.
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A is supplied on entry, and if
not, whether the matrix A should be equilibrated before it is factorized.

fact ¼ Nag Factored
afb contains the factorized form of A. If equed ¼ Nag Equilibrated, the matrix A has been
equilibrated with scaling factors given by s. ab and afb will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afb and factorized.

fact ¼ Nag EquilibrateAndFactor
The matrix A will be equilibrated if necessary, then copied to afb and factorized.

Constraint: fact ¼ Nag Factored, Nag NotFactored or Nag EquilibrateAndFactor.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.
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7: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the Hermitian band matrix A, except if
fact ¼ Nag Factored and equed ¼ Nag Equilibrated, in which case ab must contain the
equilibrated matrix DSADS .

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: if fact ¼ Nag EquilibrateAndFactor and equed ¼ Nag Equilibrated, ab is overwritten by
DSADS .

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

9: afb½dim� – Complex Input/Output

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: if fact ¼ Nag Factored, afb contains the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH of the band matrix A, in the same storage format as A. If
equed ¼ Nag Equilibrated, afb is the factorized form of the equilibrated matrix A.

On exit: if fact ¼ Nag NotFactored, afb returns the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH.

If fact ¼ Nag EquilibrateAndFactor, afb returns the triangular factor U or L from the Cholesky
factorization A ¼ UHU or A ¼ LLH of the equilibrated matrix A (see the description of ab for
the form of the equilibrated matrix).

10: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array afb.

Constraint: pdafb 	 kdþ 1.

11: equed – Nag_EquilibrationType * Input/Output

On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, equed need not be set.

If fact ¼ Nag Factored, equed must specify the form of the equilibration that was performed as
follows:
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if equed ¼ Nag NoEquilibration, no equilibration;

if equed ¼ Nag Equilibrated, equilibration was performed, i.e., A has been replaced by
DSADS .

On exit: if fact ¼ Nag Factored, equed is unchanged from entry.

Otherwise, if no constraints are violated, equed specifies the form of the equilibration that was
performed as specified above.

Constraint: if fact ¼ Nag Factored, equed ¼ Nag NoEquilibration or Nag Equilibrated.

12: s½dim� – double Input/Output

Note: the dimension, dim, of the array s must be at least max 1;nð Þ.
On entry: if fact ¼ Nag NotFactored or Nag EquilibrateAndFactor, s need not be set.

If fact ¼ Nag Factored and equed ¼ Nag Equilibrated, s must contain the scale factors, DS , for
A; each element of s must be positive.

On exit: if fact ¼ Nag Factored, s is unchanged from entry.

Otherwise, if no constraints are violated and equed ¼ Nag Equilibrated, s contains the scale
factors, DS , for A; each element of s is positive.

13: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if equed ¼ Nag NoEquilibration, b is not modified.

If equed ¼ Nag Equilibrated, b is overwritten by DSB.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

15: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X to
the original system of equations. Note that the arrays A and B are modified on exit if
equed ¼ Nag Equilibrated, and the solution to the equilibrated system is D�1S X.
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16: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

17: rcond – double * Output

On exit: if no constraints are violated, an estimate of the reciprocal condition number of the

matrix A (after equilibration if that is performed), computed as rcond ¼ 1:0= Ak k1 A�1
�� ��

1

� �
.

18: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

19: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdafb ¼ valueh i and kd ¼ valueh i.
Constraint: pdafb 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR_WP

U (or L) is nonsingular, but rcond is less than machine precision, meaning that the matrix is
singular to working precision. Nevertheless, the solution and error bounds are computed because
there are a number of situations where the computed solution can be more accurate than the value
of rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UHj j Uj j;
if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LHj j,

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zpbsvx (f07hpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zpbsvx (f07hpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When n� k, the factorization of A requires approximately 4n kþ 1ð Þ2 floating-point operations, where
k is the number of superdiagonals.

For each right-hand side, computation of the backward error involves a minimum of 32nk floating-point
operations. Each step of iterative refinement involves an additional 48nk operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 16nk operations.

The real analogue of this function is nag_dpbsvx (f07hbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite band matrix

A ¼
9:39 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29i 0
0 �0:04� 0:29i 2:65 �0:33þ 2:24i
0 0 �0:33� 2:24i 2:17

0B@
1CA

and

B ¼
�12:42þ 68:42i 54:30� 56:56i
�9:93þ 0:88i 18:32þ 4:76i
�27:30� 0:01i �4:40þ 9:97i

5:31þ 23:63i 9:43þ 1:41i

0B@
1CA:

Error estimates for the solutions, information on equilibration and an estimate of the reciprocal of the
condition number of the scaled matrix A are also output.
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10.1 Program Text

/* nag_zpbsvx (f07hpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, kd, n, nrhs, pdab, pdafb, pdb, pdx;

/* Arrays */
Complex *ab = 0, *afb = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0, *s = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
Nag_EquilibrationType equed;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbsvx (f07hpc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd, &nrhs);

#endif
if (n < 0 || kd < 0 || nrhs < 0) {

printf("%s\n", "Invalid n or kd or nrhs");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(afb = NAG_ALLOC((kd + 1) * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(s = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdab = kd + 1;
pdafb = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the upper or lower triangular part of the band matrix A */
/* from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(n, i + kd); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
else

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zpbsvx (f07hpc). */
nag_zpbsvx(order, Nag_EquilibrateAndFactor, uplo, n, kd, nrhs, ab, pdab,

afb, pdafb, &equed, s, b, pdb, x, pdx, &rcond, ferr, berr,
&fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_zpbsvx (f07hpc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds, condition number and the form of equilibration */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (equed == Nag_NoEquilibration)

printf("A has not been equilibrated\n");
else if (equed == Nag_RowAndColumnEquilibration)

printf("A has been row and column scaled as diag(S)*A*diag(S)\n");
if (fail.code == NE_SINGULAR) {

printf("Error from nag_zpbsvx (f07hpc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(s);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef B

10.2 Program Data

nag_zpbsvx (f07hpc) Example Program Data
4 1 2 : n kd nrhs
Nag_Upper : uplo

( 9.39, 0.00) ( 1.08, -1.73)
( 1.69, 0.00) ( -0.04, 0.29)

( 2.65, 0.00) ( -0.33, 2.24)
( 2.17, 0.00) : matrix A

(-12.42,68.42) ( 54.30,-56.56)
( -9.93, 0.88) ( 18.32, 4.76)
(-27.30,-0.01) ( -4.40, 9.97)
( 5.31,23.63) ( 9.43, 1.41) : matrix B
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10.3 Program Results

nag_zpbsvx (f07hpc) Example Program Results

Solution(s)
1 2

1 (-1.0000, 8.0000) ( 5.0000,-6.0000)
2 ( 2.0000,-3.0000) ( 2.0000, 3.0000)
3 (-4.0000,-5.0000) (-8.0000, 4.0000)
4 ( 7.0000, 6.0000) (-1.0000,-7.0000)

Backward errors (machine-dependent)
8.2e-17 5.4e-17

Estimated forward error bounds (machine-dependent)
3.6e-14 3.0e-14

Estimate of reciprocal condition number
7.6e-03

A has not been equilibrated
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NAG Library Function Document

nag_zpbtrf (f07hrc)

1 Purpose

nag_zpbtrf (f07hrc) computes the Cholesky factorization of a complex Hermitian positive definite band
matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbtrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Complex ab[], Integer pdab, NagError *fail)

3 Description

nag_zpbtrf (f07hrc) forms the Cholesky factorization of a complex Hermitian positive definite band
matrix A either as A ¼ UHU if uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U (or L)
is an upper (or lower) triangular band matrix with the same number of superdiagonals (or subdiagonals)
as A.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n Hermitian positive definite band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: the upper or lower triangle of A is overwritten by the Cholesky factor U or L as
specified by uplo, using the same storage format as described above.

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. There is no function specifically designed to factorize a Hermitian band matrix which
is not positive definite; the matrix must be treated either as a nonsymmetric band matrix, by
calling nag_zgbtrf (f07brc) or as a full Hermitian matrix, by calling nag_zhetrf (f07mrc).

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c kþ 1ð Þ� UH
		 		 Uj j;

c kþ 1ð Þ is a modest linear function of kþ 1, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factor L. It follows that
eij
		 		 � c kþ 1ð Þ� ffiffiffiffiffiffiffiffiffiffiffi

aiiajj
p

.

8 Parallelism and Performance

nag_zpbtrf (f07hrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4n kþ 1ð Þ2, assuming n� k.

A call to nag_zpbtrf (f07hrc) may be followed by calls to the functions:
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nag_zpbtrs (f07hsc) to solve AX ¼ B;
nag_zpbcon (f07huc) to estimate the condition number of A.

The real analogue of this function is nag_dpbtrf (f07hdc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
9:39þ 0:00i 1:08� 1:73i 0:00þ 0:00i 0:00þ 0:00i
1:08þ 1:73i 1:69þ 0:00i �0:04þ 0:29i 0:00þ 0:00i
0:00þ 0:00i �0:04� 0:29i 2:65þ 0:00i �0:33þ 2:24i
0:00þ 0:00i 0:00þ 0:00i �0:33� 2:24i 2:17þ 0:00i

0B@
1CA:

10.1 Program Text

/* nag_zpbtrf (f07hrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbtrf (f07hrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

pdab = kd + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Factorize A */
/* nag_zpbtrf (f07hrc).
* Cholesky factorization of complex Hermitian
* positive-definite band matrix
*/

nag_zpbtrf(order, uplo, n, kd, ab, pdab, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbtrf (f07hrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of factorization */
if (uplo == Nag_Upper) {
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/* nag_band_complx_mat_print_comp (x04dfc).
* Print complex packed banded matrix (comprehensive)
*/

fflush(stdout);
nag_band_complx_mat_print_comp(order, n, n, 0, kd, ab, pdab,

Nag_BracketForm, "%7.4f", "Factor",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

}
else {

/* nag_band_complx_mat_print_comp (x04dfc), see above. */
fflush(stdout);
nag_band_complx_mat_print_comp(order, n, n, kd, 0, ab, pdab,

Nag_BracketForm, "%7.4f", "Factor",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(ab);
return exit_status;

}

10.2 Program Data

nag_zpbtrf (f07hrc) Example Program Data
4 1 :Values of n and kd
Nag_Lower :Value of uplo

( 9.39, 0.00)
( 1.08, 1.73) ( 1.69, 0.00)

(-0.04,-0.29) ( 2.65, 0.00)
(-0.33,-2.24) ( 2.17, 0.00) :End of matrix A

10.3 Program Results

nag_zpbtrf (f07hrc) Example Program Results

Factor
1 2 3 4

1 ( 3.0643, 0.0000)
2 ( 0.3524, 0.5646) ( 1.1167, 0.0000)
3 (-0.0358,-0.2597) ( 1.6066, 0.0000)
4 (-0.2054,-1.3942) ( 0.4289, 0.0000)
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NAG Library Function Document

nag_zpbtrs (f07hsc)

1 Purpose

nag_zpbtrs (f07hsc) solves a complex Hermitian positive definite band system of linear equations with
multiple right-hand sides,

AX ¼ B;

where A has been factorized by nag_zpbtrf (f07hrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbtrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Integer nrhs, const Complex ab[], Integer pdab, Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zpbtrs (f07hsc) is used to solve a complex Hermitian positive definite band system of linear
equations AX ¼ B, the function must be preceded by a call to nag_zpbtrf (f07hrc) which computes the
Cholesky factorization of A. The solution X is computed by forward and backward substitution.

If uplo ¼ Nag Upper, A ¼ UHU , where U is upper triangular; the solution X is computed by solving
UHY ¼ B and then UX ¼ Y .

If uplo ¼ Nag Lower, A ¼ LLH, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LHX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

6: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_zpbtrf (f07hrc).

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c kþ 1ð Þ� UHj j Uj j;

if uplo ¼ Nag Lower, Ej j � c kþ 1ð Þ� Lj j LHj j,
c kþ 1ð Þ is a modest linear function of kþ 1, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c kþ 1ð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. Note that cond A; xð Þ
can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zpbrfs (f07hvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zpbcon (f07huc).

8 Parallelism and Performance

nag_zpbtrs (f07hsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpbtrs (f07hsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16nkr, assuming n� k.

This function may be followed by a call to nag_zpbrfs (f07hvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dpbtrs (f07hec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
9:39þ 0:00i 1:08� 1:73i 0:00þ 0:00i 0:00þ 0:00i
1:08þ 1:73i 1:69þ 0:00i �0:04þ 0:29i 0:00þ 0:00i
0:00þ 0:00i �0:04� 0:29i 2:65þ 0:00i �0:33þ 2:24i
0:00þ 0:00i 0:00þ 0:00i �0:33� 2:24i 2:17þ 0:00i

0B@
1CA

and

B ¼
�12:42þ 68:42i 54:30� 56:56i
�9:93þ 0:88i 18:32þ 4:76i
�27:30� 0:01i �4:40þ 9:97i

5:31þ 23:63i 9:43þ 1:41i

0B@
1CA:

Here A is Hermitian positive definite, and is treated as a band matrix, which must first be factorized by
nag_zpbtrf (f07hrc).

10.1 Program Text

/* nag_zpbtrs (f07hsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbtrs (f07hsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zpbtrf (f07hrc).
* Cholesky factorization of complex Hermitian
* positive-definite band matrix
*/

nag_zpbtrf(order, uplo, n, kd, ab, pdab, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbtrf (f07hrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute solution */
/* nag_zpbtrs (f07hsc).
* Solution of complex Hermitian positive-definite band
* system of linear equations, multiple right-hand sides,
* matrix already factorized by nag_zpbtrf (f07hrc)
*/

nag_zpbtrs(order, uplo, n, kd, nrhs, ab, pdab, b, pdb, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zpbtrs (f07hsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zpbtrs (f07hsc) Example Program Data
4 1 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo

( 9.39, 0.00)
( 1.08, 1.73) ( 1.69, 0.00)

(-0.04,-0.29) ( 2.65, 0.00)
(-0.33,-2.24) ( 2.17, 0.00) :End of matrix A

(-12.42,68.42) (54.30,-56.56)
( -9.93, 0.88) (18.32, 4.76)
(-27.30,-0.01) (-4.40, 9.97)
( 5.31,23.63) ( 9.43, 1.41) :End of matrix B

10.3 Program Results

nag_zpbtrs (f07hsc) Example Program Results

Solution(s)
1 2

1 (-1.0000, 8.0000) ( 5.0000,-6.0000)
2 ( 2.0000,-3.0000) ( 2.0000, 3.0000)
3 (-4.0000,-5.0000) (-8.0000, 4.0000)
4 ( 7.0000, 6.0000) (-1.0000,-7.0000)
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NAG Library Function Document

nag_zpbequ (f07htc)

1 Purpose

nag_zpbequ (f07htc) computes a diagonal scaling matrix S intended to equilibrate a complex n by n
Hermitian positive definite band matrix A, with bandwidth 2kd þ 1ð Þ, and reduce its condition number.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbequ (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, const Complex ab[], Integer pdab, double s[], double *scond,
double *amax, NagError *fail)

3 Description

nag_zpbequ (f07htc) computes a diagonal scaling matrix S chosen so that

sj ¼ 1=
ffiffiffiffiffiffi
ajj
p

:

This means that the matrix B given by

B ¼ SAS;

has diagonal elements equal to unity. This in turn means that the condition number of B, �2 Bð Þ, is
within a factor n of the matrix of smallest possible condition number over all possible choices of
diagonal scalings (see Corollary 7.6 of Higham (2002)).

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored in the array ab, as
follows:

uplo ¼ Nag Upper
The upper triangle of A is stored.

uplo ¼ Nag Lower
The lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

5: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the Hermitian positive definite band matrix A whose
scaling factors are to be computed.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

Only the elements of the array ab corresponding to the diagonal elements of A are referenced.
(Row kd þ 1ð Þ of ab when uplo ¼ Nag Upper, row 1 of ab when uplo ¼ Nag Lower.)

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

7: s½n� – double Output

On exit: if fail:code ¼ NE_NOERROR, s contains the diagonal elements of the scaling matrix S.

8: scond – double * Output

On exit: if fail:code ¼ NE_NOERROR, scond contains the ratio of the smallest value of s to the
largest value of s. If scond 	 0:1 and amax is neither too large nor too small, it is not worth
scaling by S.

9: amax – double * Output

On exit: max aij
		 		. If amax is very close to overflow or underflow, the matrix A should be scaled.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f07htc NAG Library Manual

f07htc.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The valueh ith diagonal element of A is not positive (and hence A cannot be positive definite).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed scale factors will be close to the exact scale factors.

8 Parallelism and Performance

nag_zpbequ (f07htc) is not threaded in any implementation.

9 Further Comments

The real analogue of this function is nag_dpbequ (f07hfc).
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10 Example

This example equilibrates the Hermitian positive definite matrix A given by

A ¼

9:39 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29ið Þ � 1010 0
0 �0:04� 0:29ið Þ � 1010 2:65� 1020 �0:33þ 2:24ið Þ � 1010

0 0 �0:33� 2:24ið Þ � 1010 2:17

0BB@
1CCA:

Details of the scaling factors and the scaled matrix are output.

10.1 Program Text

/* nag_zpbequ (f07htc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double amax, big, scond, small;
Integer pd1, pd2, exit_status = 0, i, j, kd, n, pdab;

/* Arrays */
Complex *ab = 0;
double *s = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbequ (f07htc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);

#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

if (n < 0 || kd < 0) {
printf("%s\n", "Invalid n or kd");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
pdab = kd + 1;
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) || !(s = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the band matrix A */
/* from data file */
if (uplo == Nag_Upper) {

pd1 = 0;
pd2 = kd;
for (i = 1; i <= n; ++i)

for (j = i; j <= MIN(n, i + kd); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#endif

}
else {

pd1 = kd;
pd2 = 0;
for (i = 1; i <= n; ++i)

for (j = MAX(1, i - kd); j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Print the matrix A using nag_band_complx_mat_print_comp (x04dfc). */
fflush(stdout);
nag_band_complx_mat_print_comp(order, n, n, pd1, pd2, ab, pdab,

Nag_BracketForm, "%11.2e", "Matrix A",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Compute diagonal scaling factors using nag_zpbequ (f07htc). */
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nag_zpbequ(order, uplo, n, kd, ab, pdab, s, &scond, &amax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbequ (f07htc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("scond = %10.1e, amax = %10.1e\n", scond, amax);
printf("\nDiagonal scaling factors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", s[i], i % 7 == 6 ? "\n" : " ");
printf("\n\n");

/* Compute values close to underflow and overflow using
* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) and
* nag_real_base (x02bhc)
*/

small = nag_real_safe_small_number / (nag_machine_precision *
nag_real_base);

big = 1.0 / small;
if (scond < 0.1 || amax < small || amax > big) {

/* Scale A */
if (uplo == Nag_Upper)

for (j = 1; j <= n; ++j)
for (i = MAX(1, j - kd); i <= j; ++i) {

AB_UPPER(i, j).re *= s[i - 1] * s[j - 1];
AB_UPPER(i, j).im *= s[i - 1] * s[j - 1];

}
else

for (j = 1; j <= n; ++j)
for (i = j; i <= MIN(n, j + kd); ++i) {

AB_LOWER(i, j).re *= s[i - 1] * s[j - 1];
AB_LOWER(i, j).im *= s[i - 1] * s[j - 1];

}

/* Print the scaled matrix using
* nag_band_complx_mat_print_comp (x04dfc).
*/

fflush(stdout);
nag_band_complx_mat_print_comp(order, n, n, pd1, pd2, ab, pdab,

Nag_BracketForm, "%7.4f", "Scaled matrix",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_band_complx_mat_print_comp (x04dfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

END:
NAG_FREE(ab);
NAG_FREE(s);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER

10.2 Program Data

nag_zpbequ (f07htc) Example Program Data
4 1 : n kd
Nag_Upper : uplo

( 9.39, 0.00) ( 1.08,-1.73)
( 1.69, 0.00) (-0.04e+10, 0.29e+10)

( 2.64e+20, 0.00 ) (-0.33e+10, 2.24e+10)
( 2.17, 0.00 ) : A
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10.3 Program Results

nag_zpbequ (f07htc) Example Program Results

Matrix A
1 2

1 ( 9.39e+00, 0.00e+00) ( 1.08e+00, -1.73e+00)
2 ( 1.69e+00, 0.00e+00)
3
4

3 4
1
2 ( -4.00e+08, 2.90e+09)
3 ( 2.64e+20, 0.00e+00) ( -3.30e+09, 2.24e+10)
4 ( 2.17e+00, 0.00e+00)

scond = 8.0e-11, amax = 2.6e+20

Diagonal scaling factors
3.3e-01 7.7e-01 6.2e-11 6.8e-01

Scaled matrix
1 2 3 4

1 ( 1.0000, 0.0000) ( 0.2711,-0.4343)
2 ( 1.0000, 0.0000) (-0.0189, 0.1373)
3 ( 1.0000, 0.0000) (-0.1379, 0.9359)
4 ( 1.0000, 0.0000)
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NAG Library Function Document

nag_zpbcon (f07huc)

1 Purpose

nag_zpbcon (f07huc) estimates the condition number of a complex Hermitian positive definite band
matrix A, where A has been factorized by nag_zpbtrf (f07hrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, const Complex ab[], Integer pdab, double anorm,
double *rcond, NagError *fail)

3 Description

nag_zpbcon (f07huc) estimates the condition number (in the 1-norm) of a complex Hermitian positive
definite band matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is Hermitian, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zhb_norm (f16uec) to compute Ak k1 and a call to
nag_zpbtrf (f07hrc) to compute the Cholesky factorization of A. The function then uses Higham's
implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_zpbtrf (f07hrc).

6: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

7: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_zhb_norm (f16uec) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_zpbtrf (f07hrc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zpbcon (f07huc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zpbcon (f07huc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 16nk
real floating-point operations (assuming n� k) but takes considerably longer than a call to nag_zpbtrs
(f07hsc) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The real analogue of this function is nag_dpbcon (f07hgc).
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10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
9:39þ 0:00i 1:08� 1:73i 0:00þ 0:00i 0:00þ 0:00i
1:08þ 1:73i 1:69þ 0:00i �0:04þ 0:29i 0:00þ 0:00i
0:00þ 0:00i �0:04� 0:29i 2:65þ 0:00i �0:33þ 2:24i
0:00þ 0:00i 0:00þ 0:00i �0:33� 2:24i 2:17þ 0:00i

0B@
1CA:

Here A is Hermitian positive definite, and is treated as a band matrix, which must first be factorized by
nag_zpbtrf (f07hrc). The true condition number in the 1-norm is 153:45.

10.1 Program Text

/* nag_zpbcon (f07huc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab;
Integer exit_status = 0;
double anorm, rcond;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbcon (f07huc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

f07huc NAG Library Manual

f07huc.4 Mark 26



pdab = kd + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Compute norm of A */
/* nag_zhb_norm (f16uec).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex Hermitian band matrix
*/

nag_zhb_norm(order, Nag_OneNorm, uplo, n, kd, ab, pdab, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhb_norm (f16uec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_zpbtrf (f07hrc).
* Cholesky factorization of complex Hermitian
* positive-definite band matrix
*/

nag_zpbtrf(order, uplo, n, kd, ab, pdab, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zpbtrf (f07hrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zpbcon (f07huc).
* Estimate condition number of complex Hermitian
* positive-definite band matrix, matrix already factorized
* by nag_zpbtrf (f07hrc)
*/

nag_zpbcon(order, uplo, n, kd, ab, pdab, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbcon (f07huc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ab);
return exit_status;

}

10.2 Program Data

nag_zpbcon (f07huc) Example Program Data
4 1 :Values of n and kd
Nag_Lower :Value of uplo

( 9.39, 0.00)
( 1.08, 1.73) ( 1.69, 0.00)

(-0.04,-0.29) ( 2.65, 0.00)
(-0.33,-2.24) ( 2.17, 0.00) :End of matrix A

10.3 Program Results

nag_zpbcon (f07huc) Example Program Results

Estimate of condition number = 1.32e+02
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NAG Library Function Document

nag_zpbrfs (f07hvc)

1 Purpose

nag_zpbrfs (f07hvc) returns error bounds for the solution of a complex Hermitian positive definite band
system of linear equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpbrfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kd, Integer nrhs, const Complex ab[], Integer pdab,
const Complex afb[], Integer pdafb, const Complex b[], Integer pdb,
Complex x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zpbrfs (f07hvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex Hermitian positive definite band system of linear equations with multiple right-
hand sides AX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix
B) independently, so we describe the function of nag_zpbrfs (f07hvc) in terms of a single right-hand
side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: kd – Integer Input

On entry: kd, the number of superdiagonals or subdiagonals of the matrix A.

Constraint: kd 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

6: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n original Hermitian positive definite band matrix A as supplied to nag_zpbtrf
(f07hrc).

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array ab.

Constraint: pdab 	 kdþ 1.

8: afb½dim� – const Complex Input

Note: the dimension, dim, of the array afb must be at least max 1;pdafb� nð Þ.
On entry: the Cholesky factor of A, as returned by nag_zpbtrf (f07hrc).

9: pdafb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array afb.

Constraint: pdafb 	 kdþ 1.

10: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zpbtrs (f07hsc).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdafb ¼ valueh i.
Constraint: pdafb > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdafb ¼ valueh i and kd ¼ valueh i.
Constraint: pdafb 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.
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8 Parallelism and Performance

nag_zpbrfs (f07hvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpbrfs (f07hvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 32nk real floating-
point operations. Each step of iterative refinement involves an additional 48nk real operations. This
assumes n� k. At most five steps of iterative refinement are performed, but usually only one or two
steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 16nk
real operations.

The real analogue of this function is nag_dpbrfs (f07hhc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
9:39þ 0:00i 1:08� 1:73i 0:00þ 0:00i 0:00þ 0:00i
1:08þ 1:73i 1:69þ 0:00i �0:04þ 0:29i 0:00þ 0:00i
0:00þ 0:00i �0:04� 0:29i 2:65þ 0:00i �0:33þ 2:24i
0:00þ 0:00i 0:00þ 0:00i �0:33� 2:24i 2:17þ 0:00i

0B@
1CA

and

B ¼
�12:42þ 68:42i 54:30� 56:56i
�9:93þ 0:88i 18:32þ 4:76i
�27:30� 0:01i �4:40þ 9:97i

5:31þ 23:63i 9:43þ 1:41i

0B@
1CA:

Here A is Hermitian positive definite, and is treated as a band matrix, which must first be factorized by
nag_zpbtrf (f07hrc).

10.1 Program Text

/* nag_zpbrfs (f07hvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{
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/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdafb, pdb, pdx;
Integer ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *afb = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define AFB_UPPER(I, J) afb[(J-1)*pdafb + k + I - J - 1]
#define AFB_LOWER(I, J) afb[(J-1)*pdafb + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define AFB_UPPER(I, J) afb[(I-1)*pdafb + J - I]
#define AFB_LOWER(I, J) afb[(I-1)*pdafb + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpbrfs (f07hvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
pdafb = kd + 1;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(berr = NAG_ALLOC(berr_len, double)) ||

!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||
!(afb = NAG_ALLOC((kd + 1) * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

f07hvc NAG Library Manual

f07hvc.6 Mark 26



/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j) {

AFB_UPPER(i, j).re = AB_UPPER(i, j).re;
AFB_UPPER(i, j).im = AB_UPPER(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {
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AFB_LOWER(i, j).re = AB_LOWER(i, j).re;
AFB_LOWER(i, j).im = AB_LOWER(i, j).im;

}
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AFP */
/* nag_zpbtrf (f07hrc).
* Cholesky factorization of complex Hermitian
* positive-definite band matrix
*/

nag_zpbtrf(order, uplo, n, kd, afb, pdafb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbtrf (f07hrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zpbtrs (f07hsc).
* Solution of complex Hermitian positive-definite band
* system of linear equations, multiple right-hand sides,
* matrix already factorized by nag_zpbtrf (f07hrc)
*/

nag_zpbtrs(order, uplo, n, kd, nrhs, afb, pdafb, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbtrs (f07hsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zpbrfs (f07hvc).
* Refined solution with error bounds of complex Hermitian
* positive-definite band system of linear equations,
* multiple right-hand sides
*/

nag_zpbrfs(order, uplo, n, kd, nrhs, ab, pdab, afb, pdafb,
b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zpbrfs (f07hvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of solution */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");
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END:
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ab);
NAG_FREE(afb);
NAG_FREE(b);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_zpbrfs (f07hvc) Example Program Data
4 1 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo

( 9.39, 0.00)
( 1.08, 1.73) ( 1.69, 0.00)

(-0.04,-0.29) ( 2.65, 0.00)
(-0.33,-2.24) ( 2.17, 0.00) :End of matrix A

(-12.42,68.42) (54.30,-56.56)
( -9.93, 0.88) (18.32, 4.76)
(-27.30,-0.01) (-4.40, 9.97)
( 5.31,23.63) ( 9.43, 1.41) :End of matrix B

10.3 Program Results

nag_zpbrfs (f07hvc) Example Program Results

Solution(s)
1 2

1 (-1.0000, 8.0000) ( 5.0000,-6.0000)
2 ( 2.0000,-3.0000) ( 2.0000, 3.0000)
3 (-4.0000,-5.0000) (-8.0000, 4.0000)
4 ( 7.0000, 6.0000) (-1.0000,-7.0000)

Backward errors (machine-dependent)
8.2e-17 5.4e-17

Estimated forward error bounds (machine-dependent)
3.6e-14 3.0e-14
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NAG Library Function Document

nag_dptsv (f07jac)

1 Purpose

nag_dptsv (f07jac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite tridiagonal matrix, and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dptsv (Nag_OrderType order, Integer n, Integer nrhs, double d[],
double e[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dptsv (f07jac) factors A as A ¼ LDLT. The factored form of A is then used to solve the system of
equations.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
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On entry: the n diagonal elements of the tridiagonal matrix A.

On exit: the n diagonal elements of the diagonal matrix D from the factorization A ¼ LDLT.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

On exit: the n� 1ð Þ subdiagonal elements of the unit bidiagonal factor L from the LDLT

factorization of A. (e can also be regarded as the superdiagonal of the unit bidiagonal factor U
from the UTDU factorization of A.)

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i is not positive definite, and the solution has not been
computed. The factorization has not been completed unless n ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_dptsvx (f07jbc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_real_sym_posdef_tridiag_lin_solve
(f04bgc) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_real_sym_pos
def_tridiag_lin_solve (f04bgc) calls nag_dptsv (f07jac) to solve the equations.

8 Parallelism and Performance

nag_dptsv (f07jac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of floating-point operations required for the factorization of A is proportional to n, and the
number of floating-point operations required for the solution of the equations is proportional to nr,
where r is the number of right-hand sides.
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The complex analogue of this function is nag_zptsv (f07jnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric positive definite tridiagonal matrix

A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0

0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA and b ¼

6:0
9:0
2:0

14:0
7:0

0BBB@
1CCCA:

Details of the LDLT factorization of A are also output.

10.1 Program Text

/* nag_dptsv (f07jac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;
Nag_OrderType order;

/* Arrays */
double *b = 0, *d = 0, *e = 0;

/* Nag Types */
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dptsv (f07jac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(d = NAG_ALLOC(n, double)) || !(e = NAG_ALLOC(n - 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the lower bidiagonal part of the tridiagonal matrix A and the
* right hand side b from data file.
*/

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_dptsv (f07jac). */
nag_dptsv(order, n, nrhs, d, e, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dptsv (f07jac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}

/* Print details of factorization */
printf("\nDiagonal elements of the diagonal matrix D\n");
for (i = 0; i < n; ++i)

printf("%11.4f%s", d[i], i % 7 == 6 ? "\n" : " ");

printf("\n\nSubdiagonal elements of the Cholesky factor L\n");
for (i = 0; i < n - 1; ++i)

printf("%11.4f%s", e[i], i % 7 == 6 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_dptsv (f07jac) Example Program Data
5 1 : n nrhs
4.0 10.0 29.0 25.0 5.0 : diagonal d

-2.0 -6.0 15.0 8.0 : sub-diagonal e
6.0 9.0 2.0 14.0 7.0 : vector b

10.3 Program Results

nag_dptsv (f07jac) Example Program Results

Solution
2.5000
2.0000
1.0000

-1.0000
3.0000

Diagonal elements of the diagonal matrix D
4.0000 9.0000 25.0000 16.0000 1.0000

Subdiagonal elements of the Cholesky factor L
-0.5000 -0.6667 0.6000 0.5000
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NAG Library Function Document

nag_dptsvx (f07jbc)

1 Purpose

nag_dptsvx (f07jbc) uses the factorization

A ¼ LDLT

to compute the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric positive definite tridiagonal matrix and X and B are n by r matrices.
Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dptsvx (Nag_OrderType order, Nag_FactoredFormType fact, Integer n,
Integer nrhs, const double d[], const double e[], double df[],
double ef[], const double b[], Integer pdb, double x[], Integer pdx,
double *rcond, double ferr[], double berr[], NagError *fail)

3 Description

nag_dptsvx (f07jbc) performs the following steps:

1. If fact ¼ Nag NotFactored, the matrix A is factorized as A ¼ LDLT, where L is a unit lower
bidiagonal matrix and D is diagonal. The factorization can also be regarded as having the form
A ¼ UTDU .

2. If the leading i by i principal minor is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
df and ef contain the factorized form of the matrix A. df and ef will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to df and ef and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix A.

6: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

7: df½dim� – double Input/Output

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: if fact ¼ Nag Factored, df must contain the n diagonal elements of the diagonal matrix
D from the LDLT factorization of A.

On exit: if fact ¼ Nag NotFactored, df contains the n diagonal elements of the diagonal matrix
D from the LDLT factorization of A.

8: ef½dim� – double Input/Output

Note: the dimension, dim, of the array ef must be at least max 1; n� 1ð Þ.
On entry: if fact ¼ Nag Factored, ef must contain the n� 1ð Þ subdiagonal elements of the unit
bidiagonal factor L from the LDLT factorization of A.

On exit: if fact ¼ Nag NotFactored, ef contains the n� 1ð Þ subdiagonal elements of the unit
bidiagonal factor L from the LDLT factorization of A.
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9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: rcond – double * Output

On exit: the reciprocal condition number of the matrix A. If rcond is less than the machine
precision (in particular, if rcond ¼ 0:0), the matrix is singular to working precision. This
condition is indicated by a return code of fail:code ¼ NE_SINGULAR_WP.

14: ferr½nrhs� – double Output

On exit: the forward error bound for each solution vector x̂j (the jth column of the solution
matrix X). If xj is the true solution corresponding to x̂j, ferr½j� 1� is an estimated upper bound
for the magnitude of the largest element in (x̂j � xj) divided by the magnitude of the largest
element in x̂j.

15: berr½nrhs� – double Output

On exit: the component-wise relative backward error of each solution vector x̂j (i.e., the smallest
relative change in any element of A or B that makes x̂j an exact solution).
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16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ� Rj j RT
		 		; where R ¼ LD1

2;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dptsvx (f07jbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dptsvx (f07jbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of floating-point operations required for the factorization, and for the estimation of the
condition number of A is proportional to n. The number of floating-point operations required for the
solution of the equations, and for the estimation of the forward and backward error is proportional to
nr, where r is the number of right-hand sides.

The condition estimation is based upon Equation (15.11) of Higham (2002). For further details of the
error estimation, see Section 4.4 of Anderson et al. (1999).

The complex analogue of this function is nag_zptsvx (f07jpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite tridiagonal matrix
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A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0

0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA

and

B ¼

6:0 10:0
9:0 4:0
2:0 9:0

14:0 65:0
7:0 23:0

0BBB@
1CCCA:

Error estimates for the solutions and an estimate of the reciprocal of the condition number of A are also
output.

10.1 Program Text

/* nag_dptsvx (f07jbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;
Nag_OrderType order;

/* Arrays */
double *b = 0, *berr = 0, *d = 0, *df = 0, *e = 0, *ef = 0, *ferr = 0;
double *work = 0, *x = 0;

/* Nag Types */
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dptsvx (f07jbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(berr = NAG_ALLOC(nrhs, double)) ||
!(d = NAG_ALLOC(n, double)) ||
!(df = NAG_ALLOC(n, double)) ||
!(e = NAG_ALLOC(n - 1, double)) ||
!(ef = NAG_ALLOC(n - 1, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(work = NAG_ALLOC(2 * n, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the lower bidiagonal part of the tridiagonal matrix A and the */
/* right hand side b from data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

f07 – Linear Equations (LAPACK) f07jbc

Mark 26 f07jbc.7



scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_dptsvx (f07jbc). */
nag_dptsvx(order, Nag_NotFactored, n, nrhs, d, e, df, ef, b, pdb, x, pdx,

&rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_dptsvx (f07jbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n", rcond);
if (fail.code == NE_SINGULAR) {

printf("Error from nag_dptsvx (f07jbc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(e);
NAG_FREE(ef);
NAG_FREE(ferr);
NAG_FREE(work);
NAG_FREE(x);

return exit_status;
}

#undef B

10.2 Program Data

nag_dptsvx (f07jbc) Example Program Data
5 2 : n and nrhs
4.0 10.0 29.0 25.0 5.0 : diagonal d

-2.0 -6.0 15.0 8.0 : sub-diagonal e
6.0 10.0
9.0 4.0
2.0 9.0

14.0 65.0
7.0 23.0 : matrix B

f07jbc NAG Library Manual

f07jbc.8 Mark 26



10.3 Program Results

nag_dptsvx (f07jbc) Example Program Results

Solution(s)
1 2

1 2.5000 2.0000
2 2.0000 -1.0000
3 1.0000 -3.0000
4 -1.0000 6.0000
5 3.0000 -5.0000

Backward errors (machine-dependent)
0.0e+00 7.4e-17

Estimated forward error bounds (machine-dependent)
2.4e-14 4.7e-14

Estimate of reciprocal condition number
9.5e-03
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NAG Library Function Document

nag_dpttrf (f07jdc)

1 Purpose

nag_dpttrf (f07jdc) computes the modified Cholesky factorization of a real n by n symmetric positive
definite tridiagonal matrix A.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpttrf (Integer n, double d[], double e[], NagError *fail)

3 Description

nag_dpttrf (f07jdc) factorizes the matrix A as

A ¼ LDLT;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix with positive diagonal elements.
The factorization may also be regarded as having the form UTDU , where U is a unit upper bidiagonal
matrix.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: is overwritten by the n diagonal elements of the diagonal matrix D from the LDLT

factorization of A.

3: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: is overwritten by the n� 1ð Þ subdiagonal elements of the lower bidiagonal matrix L. (e
can also be regarded as containing the n� 1ð Þ superdiagonal elements of the upper bidiagonal
matrix U .)
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order n is not positive definite, the factorization was completed, but
d½n� 1� � 0.

The leading minor of order valueh i is not positive definite, the factorization could not be
completed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization satisfies an equation of the form

Aþ E ¼ LDLT;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision.

Following the use of this function, nag_dpttrs (f07jec) can be used to solve systems of equations
AX ¼ B, and nag_dptcon (f07jgc) can be used to estimate the condition number of A.

8 Parallelism and Performance

nag_dpttrf (f07jdc) is not threaded in any implementation.
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9 Further Comments

The total number of floating-point operations required to factorize the matrix A is proportional to n.

The complex analogue of this function is nag_zpttrf (f07jrc).

10 Example

This example factorizes the symmetric positive definite tridiagonal matrix A given by

A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0
0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA:

10.1 Program Text

/* nag_dpttrf (f07jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;

/* Arrays */
double *d = 0, *e = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_dpttrf (f07jdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) || !(e = NAG_ALLOC(n - 1, double)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower bidiagonal part of the tridiagonal matrix A from
* data file
*/

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_dpttrf (f07jdc). */
nag_dpttrf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpttrf (f07jdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print details of the factorization */
printf("Details of factorization\n\n");
printf(" The diagonal elements of D\n");
for (i = 0; i < n; ++i)

printf("%9.4f%s", d[i], i % 8 == 7 ? "\n" : " ");

printf("\n\n Subdiagonal elements of the Cholesky factor L\n");
for (i = 0; i < n - 1; ++i)

printf("%9.4f%s", e[i], i % 8 == 7 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_dpttrf (f07jdc) Example Program Data
5 : n
4.0 10.0 29.0 25.0 5.0 : diagonal D

-2.0 -6.0 15.0 8.0 : sub-diagonal E
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10.3 Program Results

nag_dpttrf (f07jdc) Example Program Results

Details of factorization

The diagonal elements of D
4.0000 9.0000 25.0000 16.0000 1.0000

Subdiagonal elements of the Cholesky factor L
-0.5000 -0.6667 0.6000 0.5000
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NAG Library Function Document

nag_dpttrs (f07jec)

1 Purpose

nag_dpttrs (f07jec) computes the solution to a real system of linear equations AX ¼ B, where A is an n
by n symmetric positive definite tridiagonal matrix and X and B are n by r matrices, using the LDLT

factorization returned by nag_dpttrf (f07jdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpttrs (Nag_OrderType order, Integer n, Integer nrhs,
const double d[], const double e[], double b[], Integer pdb,
NagError *fail)

3 Description

nag_dpttrs (f07jec) should be preceded by a call to nag_dpttrf (f07jdc), which computes a modified
Cholesky factorization of the matrix A as

A ¼ LDLT;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix, with positive diagonal elements.
nag_dpttrs (f07jec) then utilizes the factorization to solve the required equations. Note that the
factorization may also be regarded as having the form UTDU , where U is a unit upper bidiagonal
matrix.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

f07 – Linear Equations (LAPACK) f07jec

Mark 26 f07jec.1

http://www.netlib.org/lapack/lug


4: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the diagonal matrix D from the LDLT

factorization of A.

5: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the unit lower bidiagonal matrix L.
(e can also be regarded as the superdiagonal of the unit upper bidiagonal matrix U from the
UTDU factorization of A.)

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of this function nag_dptcon (f07jgc) can be used to estimate the condition number of
A and nag_dptrfs (f07jhc) can be used to obtain approximate error bounds.

8 Parallelism and Performance

nag_dpttrs (f07jec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr.

The complex analogue of this function is nag_zpttrs (f07jsc).
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10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite tridiagonal matrix

A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0
0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA and B ¼

6:0 10:0
9:0 4:0
2:0 9:0

14:0 65:0
7:0 23:0

0BBB@
1CCCA:

10.1 Program Text

/* nag_dpttrs (f07jec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
double *b = 0, *d = 0, *e = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpttrs (f07jec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
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goto END;
}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(d = NAG_ALLOC(n, double)) || !(e = NAG_ALLOC(n - 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the upper bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
for (i = 0; i < n - 1; ++i)

scanf_s("%lf", &e[i]);
#else

for (i = 0; i < n - 1; ++i)
scanf("%lf", &e[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_dpttrf (f07jdc). */
nag_dpttrf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpttrf (f07jdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the equations AX = B using nag_dpttrs (f07jec). */
nag_dpttrs(order, n, nrhs, d, e, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpttrs (f07jec).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Print the solution using nag_gen_real_mat_print (x04cac). */

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

#undef B

10.2 Program Data

nag_dpttrs (f07jec) Example Program Data
5 2 : n and nrhs

-2.0 -6.0 15.0 8.0 : super-diagonal e
4.0 10.0 29.0 25.0 5.0 : diagonal d
6.0 10.0
9.0 4.0
2.0 9.0

14.0 65.0
7.0 23.0 : matrix b

10.3 Program Results

nag_dpttrs (f07jec) Example Program Results

Solution(s)
1 2

1 2.5000 2.0000
2 2.0000 -1.0000
3 1.0000 -3.0000
4 -1.0000 6.0000
5 3.0000 -5.0000
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NAG Library Function Document

nag_dptcon (f07jgc)

1 Purpose

nag_dptcon (f07jgc) computes the reciprocal condition number of a real n by n symmetric positive
definite tridiagonal matrix A, using the LDLT factorization returned by nag_dpttrf (f07jdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dptcon (Integer n, const double d[], const double e[], double anorm,
double *rcond, NagError *fail)

3 Description

nag_dptcon (f07jgc) should be preceded by a call to nag_dpttrf (f07jdc), which computes a modified
Cholesky factorization of the matrix A as

A ¼ LDLT;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix, with positive diagonal elements.
nag_dptcon (f07jgc) then utilizes the factorization to compute A�1

�� ��
1
by a direct method, from which

the reciprocal of the condition number of A, 1=� Að Þ is computed as

1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
:

1=� Að Þ is returned, rather than � Að Þ, since when A is singular � Að Þ is infinite.

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the diagonal matrix D from the LDLT

factorization of A.

3: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the unit lower bidiagonal matrix L.
(e can also be regarded as the superdiagonal of the unit upper bidiagonal matrix U from the
UTDU factorization of A.)
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4: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed as shown in Section 10.
anorm must be computed either before calling nag_dpttrf (f07jdc) or else from a copy of the
original matrix A.

Constraint: anorm 	 0:0.

5: rcond – double * Output

On exit: the reciprocal condition number, 1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed condition number will be the exact condition number for a closely neighbouring matrix.

8 Parallelism and Performance

nag_dptcon (f07jgc) is not threaded in any implementation.
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9 Further Comments

The condition number estimation requires O nð Þ floating-point operations.
See Section 15.6 of Higham (2002) for further details on computing the condition number of tridiagonal
matrices.

The complex analogue of this function is nag_zptcon (f07juc).

10 Example

This example computes the condition number of the symmetric positive definite tridiagonal matrix A
given by

A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0

0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA:

10.1 Program Text

/* nag_dptcon (f07jgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
* UNFINISHED - replace commented out climp calls
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer exit_status = 0, i, n;

/* Arrays */
double *d = 0, *e = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_dptcon (f07jgc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
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goto END;
}
/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) || !(e = NAG_ALLOC(n - 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the 1-norm of A */
anorm = MAX(ABS(d[0]) + ABS(e[0]), ABS(e[n - 2]) + ABS(d[n - 1]));
for (i = 1; i < n - 1; ++i)

anorm = MAX(anorm, ABS(d[i]) + ABS(e[i]) + ABS(e[i - 1]));

/* Factorize the tridiagonal matrix A using nag_dgbsv (f07bac). */
nag_dpttrf(n, d, e, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbsv (f07bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate the condition number of A using nag_dptcon (f07jgc). */
nag_dptcon(n, d, e, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dptcon (f07jgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the estimated condition number */
if (rcond >= nag_machine_precision)

printf("Estimate of condition number = %11.2e\n\n", 1.0 / rcond);
else

printf("A is singular to working precision. RCOND = %11.2e\n\n", rcond);

END:
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NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_dptcon (f07jgc) Example Program Data
5 : n
4.0 10.0 29.0 25.0 5.0 : diagonal d

-2.0 -6.0 15.0 8.0 : sub-diagonal e

10.3 Program Results

nag_dptcon (f07jgc) Example Program Results

Estimate of condition number = 1.05e+02
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NAG Library Function Document

nag_dptrfs (f07jhc)

1 Purpose

nag_dptrfs (f07jhc) computes error bounds and refines the solution to a real system of linear equations
AX ¼ B, where A is an n by n symmetric positive definite tridiagonal matrix and X and B are n by r
matrices, using the modified Cholesky factorization returned by nag_dpttrf (f07jdc) and an initial
solution returned by nag_dpttrs (f07jec). Iterative refinement is used to reduce the backward error as
much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dptrfs (Nag_OrderType order, Integer n, Integer nrhs,
const double d[], const double e[], const double df[],
const double ef[], const double b[], Integer pdb, double x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dptrfs (f07jhc) should normally be preceded by calls to nag_dpttrf (f07jdc) and nag_dpttrs (f07jec).
nag_dpttrf (f07jdc) computes a modified Cholesky factorization of the matrix A as

A ¼ LDLT;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix, with positive diagonal elements.
nag_dpttrs (f07jec) then utilizes the factorization to compute a solution, X̂, to the required equations.
Letting x̂ denote a column of X̂, nag_dptrfs (f07jhc) computes a component-wise backward error, �, the
smallest relative perturbation in each element of A and b such that x̂ is the exact solution of a perturbed
system

Aþ Eð Þx̂ ¼ bþ f; with eij
		 		 � � aij		 		; and fj

		 		 � � bj		 		:
The function also estimates a bound for the component-wise forward error in the computed solution
defined by max xi � x̂ij j=max x̂ij j, where x is the corresponding column of the exact solution, X.

Note that the modified Cholesky factorization of A can also be expressed as

A ¼ UTDU;

where U is unit upper bidiagonal.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by

f07 – Linear Equations (LAPACK) f07jhc

Mark 26 f07jhc.1

http://www.netlib.org/lapack/lug


order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix of A.

5: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

6: df½dim� – const double Input

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the diagonal matrix D from the LDLT

factorization of A.

7: ef½dim� – const double Input

Note: the dimension, dim, of the array ef must be at least max 1; nð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the unit bidiagonal matrix L from the
LDLT factorization of A.

8: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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10: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r initial solution matrix X.

On exit: the n by r refined solution matrix X.

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

12: ferr½nrhs� – double Output

On exit: estimate of the forward error bound for each computed solution vector, such that
x̂j � xj
�� ��

1= x̂j
�� ��

1 � ferr½j� 1�, where x̂j is the jth column of the computed solution returned
in the array x and xj is the corresponding column of the exact solution X. The estimate is almost
always a slight overestimate of the true error.

13: berr½nrhs� – double Output

On exit: estimate of the component-wise relative backward error of each computed solution
vector x̂j (i.e., the smallest relative change in any element of A or B that makes x̂j an exact
solution).

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1 Ak k1, the condition number of A with respect to the solution of the linear
equations. See Section 4.4 of Anderson et al. (1999) for further details.

Function nag_dptcon (f07jgc) can be used to compute the condition number of A.

8 Parallelism and Performance

nag_dptrfs (f07jhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dptrfs (f07jhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr. At most five steps of iterative refinement are performed, but usually only one or two steps are
required.

The complex analogue of this function is nag_zptrfs (f07jvc).

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric positive definite tridiagonal matrix

A ¼

4:0 �2:0 0 0 0
�2:0 10:0 �6:0 0 0

0 �6:0 29:0 15:0 0
0 0 15:0 25:0 8:0
0 0 0 8:0 5:0

0BBB@
1CCCA and B ¼

6:0 10:0
9:0 4:0
2:0 9:0

14:0 65:0
7:0 23:0

0BBB@
1CCCA:

Estimates for the backward errors and forward errors are also output.

10.1 Program Text

/* nag_dptrfs (f07jhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;
Nag_OrderType order;

/* Arrays */
double *b = 0, *berr = 0, *d = 0, *df = 0, *e = 0, *ef = 0, *ferr = 0;
double *x = 0;

/* Nag Types */
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dptrfs (f07jhc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, double)) ||

!(berr = NAG_ALLOC(nrhs, double)) ||
!(d = NAG_ALLOC(n, double)) ||
!(df = NAG_ALLOC(n, double)) ||
!(e = NAG_ALLOC(n - 1, double)) ||
!(ef = NAG_ALLOC(n - 1, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the lower bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else
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for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A into DF and EF */
for (i = 0; i < n; ++i)

df[i] = d[i];
for (i = 0; i < n - 1; ++i)

ef[i] = e[i];

/* Copy B into X using nag_dge_copy (f16qfc). */
nag_dge_copy(order, Nag_NoTrans, n, nrhs, b, pdb, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize the copy of the tridiagonal matrix A using
* nag_dpttrf (f07jdc).
*/

nag_dpttrf(n, df, ef, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpttrf (f07jdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve the equations AX = B using nag_dpttrs (f07jec). */
nag_dpttrs(order, n, nrhs, df, ef, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpttrs (f07jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Improve the solution and compute error estimates
* using nag_dptrfs (f07jhc).
*/

nag_dptrfs(order, n, nrhs, d, e, df, ef, b, pdb, x, pdx, ferr, berr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dptrfs (f07jhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution and the forward and backward error estimates
* using nag_gen_real_mat_print (x04cac).
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n");
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END:
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(e);
NAG_FREE(ef);
NAG_FREE(ferr);
NAG_FREE(x);

return exit_status;
}

#undef B

10.2 Program Data

nag_dptrfs (f07jhc) Example Program Data
5 2 : n and nrhs
4.0 10.0 29.0 25.0 5.0 : diagonal d

-2.0 -6.0 15.0 8.0 : super-diagonal e
6.0 10.0
9.0 4.0
2.0 9.0

14.0 65.0
7.0 23.0 : matrix b

10.3 Program Results

nag_dptrfs (f07jhc) Example Program Results

Solution(s)
1 2

1 2.5000 2.0000
2 2.0000 -1.0000
3 1.0000 -3.0000
4 -1.0000 6.0000
5 3.0000 -5.0000

Backward errors (machine-dependent)
0.0e+00 7.4e-17

Estimated forward error bounds (machine-dependent)
2.4e-14 4.7e-14
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NAG Library Function Document

nag_zptsv (f07jnc)

1 Purpose

nag_zptsv (f07jnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite tridiagonal matrix, and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zptsv (Nag_OrderType order, Integer n, Integer nrhs, double d[],
Complex e[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zptsv (f07jnc) factors A as A ¼ LDLH. The factored form of A is then used to solve the system of
equations.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
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On entry: the n diagonal elements of the tridiagonal matrix A.

On exit: the n diagonal elements of the diagonal matrix D from the factorization A ¼ LDLH.

5: e½dim� – Complex Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

On exit: the n� 1ð Þ subdiagonal elements of the unit bidiagonal factor L from the LDLH

factorization of A. (e can also be regarded as the superdiagonal of the unit bidiagonal factor U
from the UHDU factorization of A.)

6: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i is not positive definite, and the solution has not been
computed. The factorization has not been completed unless n ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_zptsvx (f07jpc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_herm_posdef_tridiag_lin_solve
(f04cgc) solves Ax ¼ b and returns a forward error bound and condition estimate. nag_herm_posdef_
tridiag_lin_solve (f04cgc) calls nag_zptsv (f07jnc) to solve the equations.

8 Parallelism and Performance

nag_zptsv (f07jnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of floating-point operations required for the factorization of A is proportional to n, and the
number of floating-point operations required for the solution of the equations is proportional to nr,
where r is the number of right-hand sides.
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The real analogue of this function is nag_dptsv (f07jac).

10 Example

This example solves the equations

Ax ¼ b;

where A is the Hermitian positive definite tridiagonal matrix

A ¼
16:0 16:0� 16:0i 0 0
16:0þ 16:0i 41:0 18:0þ 9:0i 0
0 18:0� 9:0i 46:0 1:0þ 4:0i
0 0 1:0� 4:0i 21:0

0B@
1CA

and

b ¼
64:0þ 16:0i
93:0þ 62:0i
78:0� 80:0i
14:0� 27:0i

0B@
1CA:

Details of the LDLH factorization of A are also output.

10.1 Program Text

/* nag_zptsv (f07jnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
Complex *b = 0, *e = 0;
double *d = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zptsv (f07jnc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(e = NAG_ALLOC(n - 1, Complex)) || !(d = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Read the lower bidiagonal part of the tridiagonal matrix A and */
/* the right hand side b from data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &e[i].re, &e[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &e[i].re, &e[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_zptsv (f07jnc). */
nag_zptsv(order, n, nrhs, d, e, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zptsv (f07jnc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Print solution */
printf("Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%8.4f, %8.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}

/* Print details of factorization */
printf("\nDiagonal elements of the diagonal matrix D\n");
for (i = 0; i < n; ++i)

printf("%7.4f%s", d[i], i % 8 == 7 ? "\n" : " ");

printf("\n\nSubdiagonal elements of the Cholesky factor L\n");
for (i = 0; i < n - 1; ++i)

printf("(%8.4f, %8.4f)%s", e[i].re, e[i].im, i % 8 == 7 ? "\n" : " ");

END:
NAG_FREE(b);
NAG_FREE(e);
NAG_FREE(d);

return exit_status;
}

10.2 Program Data

nag_zptsv (f07jnc) Example Program Data
4 1 : n, nrhs

16.0 41.0 46.0 21.0 : diagonal d
( 16.0, 16.0) ( 18.0, -9.0) ( 1.0, -4.0) : sub-diagonal e
( 64.0, 16.0) ( 93.0, 62.0) ( 78.0,-80.0) ( 14.0,-27.0) : vector b

10.3 Program Results

nag_zptsv (f07jnc) Example Program Results

Solution
( 2.0000, 1.0000)
( 1.0000, 1.0000)
( 1.0000, -2.0000)
( 1.0000, -1.0000)

Diagonal elements of the diagonal matrix D
16.0000 9.0000 1.0000 4.0000

Subdiagonal elements of the Cholesky factor L
( 1.0000, 1.0000) ( 2.0000, -1.0000) ( 1.0000, -4.0000)
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NAG Library Function Document

nag_zptsvx (f07jpc)

1 Purpose

nag_zptsvx (f07jpc) uses the factorization

A ¼ LDLH

to compute the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian positive definite tridiagonal matrix and X and B are n by r matrices.
Error bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zptsvx (Nag_OrderType order, Nag_FactoredFormType fact, Integer n,
Integer nrhs, const double d[], const Complex e[], double df[],
Complex ef[], const Complex b[], Integer pdb, Complex x[], Integer pdx,
double *rcond, double ferr[], double berr[], NagError *fail)

3 Description

nag_zptsvx (f07jpc) performs the following steps:

1. If fact ¼ Nag NotFactored, the matrix A is factorized as A ¼ LDLH, where L is a unit lower
bidiagonal matrix and D is diagonal. The factorization can also be regarded as having the form
A ¼ UHDU .

2. If the leading i by i principal minor is not positive definite, then the function returns with
fail:errnum ¼ i and fail:code ¼ NE_MAT_NOT_POS_DEF. Otherwise, the factored form of A is
used to estimate the condition number of the matrix A. If the reciprocal of the condition number is
less than machine precision, fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the
function still goes on to solve for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

f07 – Linear Equations (LAPACK) f07jpc

Mark 26 f07jpc.1

http://www.netlib.org/lapack/lug


5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
df and ef contain the factorized form of the matrix A. df and ef will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to df and ef and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix A.

6: e½dim� – const Complex Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

7: df½dim� – double Input/Output

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: if fact ¼ Nag Factored, df must contain the n diagonal elements of the diagonal matrix
D from the LDLH factorization of A.

On exit: if fact ¼ Nag NotFactored, df contains the n diagonal elements of the diagonal matrix
D from the LDLH factorization of A.

8: ef½dim� – Complex Input/Output

Note: the dimension, dim, of the array ef must be at least max 1; n� 1ð Þ.
On entry: if fact ¼ Nag Factored, ef must contain the n� 1ð Þ subdiagonal elements of the unit
bidiagonal factor L from the LDLH factorization of A.

On exit: if fact ¼ Nag NotFactored, ef contains the n� 1ð Þ subdiagonal elements of the unit
bidiagonal factor L from the LDLH factorization of A.
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9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: rcond – double * Output

On exit: the reciprocal condition number of the matrix A. If rcond is less than the machine
precision (in particular, if rcond ¼ 0:0), the matrix is singular to working precision. This
condition is indicated by a return code of fail:code ¼ NE_SINGULAR_WP.

14: ferr½nrhs� – double Output

On exit: the forward error bound for each solution vector x̂j (the jth column of the solution
matrix X). If xj is the true solution corresponding to x̂j, ferr½j� 1� is an estimated upper bound
for the magnitude of the largest element in (x̂j � xj) divided by the magnitude of the largest
element in x̂j.

15: berr½nrhs� – double Output

On exit: the component-wise relative backward error of each solution vector x̂j (i.e., the smallest
relative change in any element of A or B that makes x̂j an exact solution).
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16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i of A is not positive definite, so the factorization could not be
completed, and the solution has not been computed. rcond ¼ 0:0 is returned.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ej j � c nð Þ� RT
		 		 Rj j; where R ¼ D1

2U;

c nð Þ is a modest linear function of n, and � is the machine precision. See Section 10.1 of Higham
(2002) for further details.

If x is the true solution, then the computed solution x̂ satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zptsvx (f07jpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zptsvx (f07jpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of floating-point operations required for the factorization, and for the estimation of the
condition number of A is proportional to n. The number of floating-point operations required for the
solution of the equations, and for the estimation of the forward and backward error is proportional to
nr, where r is the number of right-hand sides.

The condition estimation is based upon Equation (15.11) of Higham (2002). For further details of the
error estimation, see Section 4.4 of Anderson et al. (1999).

The real analogue of this function is nag_dptsvx (f07jbc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite tridiagonal matrix

A ¼
16:0 16:0� 16:0i 0 0
16:0þ 16:0i 41:0 18:0þ 9:0i 0
0 18:0� 9:0i 46:0 1:0þ 4:0i
0 0 1:0� 4:0i 21:0

0B@
1CA
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and

B ¼
64:0þ 16:0i �16:0� 32:0i
93:0þ 62:0i 61:0� 66:0i
78:0� 80:0i 71:0� 74:0i
14:0� 27:0i 35:0þ 15:0i

0B@
1CA:

Error estimates for the solutions and an estimate of the reciprocal of the condition number of A are also
output.

10.1 Program Text

/* nag_zptsvx (f07jpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
Complex *b = 0, *e = 0, *ef = 0, *x = 0;
double *berr = 0, *d = 0, *df = 0, *ferr = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zptsvx (f07jpc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
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/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(e = NAG_ALLOC(n - 1, Complex)) ||
!(ef = NAG_ALLOC(n - 1, Complex)) ||
!(d = NAG_ALLOC(n, double)) ||
!(df = NAG_ALLOC(n, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) || !(ferr = NAG_ALLOC(nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the lower bidiagonal part of the tridiagonal matrix A and */
/* the right hand side b from data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &e[i].re, &e[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &e[i].re, &e[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zptsvx (f07jpc). */
nag_zptsvx(order, Nag_NotFactored, n, nrhs, d, e, df, ef, b, pdb, x, pdx,

&rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_zptsvx (f07jpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution, error bounds and condition number using
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* nag_gen_complx_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\nEstimate of reciprocal condition number\n%11.1e\n", rcond);
if (fail.code == NE_SINGULAR) {

printf("Error from nag_zptsvx (f07jpc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(e);
NAG_FREE(ef);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(berr);
NAG_FREE(ferr);

return exit_status;
}

#undef B

10.2 Program Data

nag_zptsvx (f07jpc) Example Program Data
4 2 : n, nrhs

16.0 41.0 46.0 21.0 : diagonal d
( 16.0, 16.0) ( 18.0, -9.0) ( 1.0, -4.0) : sub-diagonal e
( 64.0, 16.0) (-16.0,-32.0)
( 93.0, 62.0) ( 61.0,-66.0)
( 78.0,-80.0) ( 71.0,-74.0)
( 14.0,-27.0) ( 35.0, 15.0) : matrix b

10.3 Program Results

nag_zptsvx (f07jpc) Example Program Results

Solution(s)
1 2

1 ( 2.0000, 1.0000) (-3.0000,-2.0000)
2 ( 1.0000, 1.0000) ( 1.0000, 1.0000)
3 ( 1.0000,-2.0000) ( 1.0000,-2.0000)
4 ( 1.0000,-1.0000) ( 2.0000, 1.0000)

Backward errors (machine-dependent)
0.0e+00 0.0e+00
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Estimated forward error bounds (machine-dependent)
9.0e-12 6.1e-12

Estimate of reciprocal condition number
1.1e-04
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NAG Library Function Document

nag_zpttrf (f07jrc)

1 Purpose

nag_zpttrf (f07jrc) computes the modified Cholesky factorization of a complex n by n Hermitian
positive definite tridiagonal matrix A.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpttrf (Integer n, double d[], Complex e[], NagError *fail)

3 Description

nag_zpttrf (f07jrc) factorizes the matrix A as

A ¼ LDLH;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix with positive diagonal elements.
The factorization may also be regarded as having the form UHDU , where U is a unit upper bidiagonal
matrix.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix A.

On exit: is overwritten by the n diagonal elements of the diagonal matrix D from the LDLH

factorization of A.

3: e½dim� – Complex Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the matrix A.

On exit: is overwritten by the n� 1ð Þ subdiagonal elements of the lower bidiagonal matrix L. (e
can also be regarded as containing the n� 1ð Þ superdiagonal elements of the upper bidiagonal
matrix U .)
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order n is not positive definite, the factorization was completed, but
d½n� 1� � 0.

The leading minor of order valueh i is not positive definite, the factorization could not be
completed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization satisfies an equation of the form

Aþ E ¼ LDLH;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision.

Following the use of this function, nag_zpttrs (f07jsc) can be used to solve systems of equations
AX ¼ B, and nag_zptcon (f07juc) can be used to estimate the condition number of A.

8 Parallelism and Performance

nag_zpttrf (f07jrc) is not threaded in any implementation.
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9 Further Comments

The total number of floating-point operations required to factorize the matrix A is proportional to n.

The real analogue of this function is nag_dpttrf (f07jdc).

10 Example

This example factorizes the Hermitian positive definite tridiagonal matrix A given by

A ¼
16:0 16:0� 16:0i 0 0
16:0þ 16:0i 41:0 18:0þ 9:0i 0
0 18:0� 9:0i 46:0 1:0þ 4:0i
0 0 1:0� 4:0i 21:0

0B@
1CA:

10.1 Program Text

/* nag_zpttrf (f07jrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;

/* Arrays */
Complex *e = 0;
double *d = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_zpttrf (f07jrc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(e = NAG_ALLOC(n - 1, Complex)) || !(d = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}

/* Read the lower bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &e[i].re, &e[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &e[i].re, &e[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Factorize the tridiagonal matrix A using nag_zpttrf (f07jrc). */
nag_zpttrf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpttrf (f07jrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print details of the factorization */
printf("Details of factorization\n\n");
printf(" The diagonal elements of D\n");
for (i = 0; i < n; ++i)

printf("%9.4f%s", d[i], i % 8 == 7 ? "\n" : " ");

printf("\n\n Subdiagonal elements of the Cholesky factor L\n");
for (i = 0; i < n - 1; ++i)

printf("(%8.4f, %8.4f)%s", e[i].re, e[i].im, i % 8 == 7 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(e);
NAG_FREE(d);

return exit_status;
}

10.2 Program Data

nag_zpttrf (f07jrc) Example Program Data
4 : n

16.0 41.0 46.0 21.0 : diagonal d
( 16.0, 16.0) ( 18.0, -9.0) ( 1.0, -4.0) : sub-diagonal e
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10.3 Program Results

nag_zpttrf (f07jrc) Example Program Results

Details of factorization

The diagonal elements of D
16.0000 9.0000 1.0000 4.0000

Subdiagonal elements of the Cholesky factor L
( 1.0000, 1.0000) ( 2.0000, -1.0000) ( 1.0000, -4.0000)
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NAG Library Function Document

nag_zpttrs (f07jsc)

1 Purpose

nag_zpttrs (f07jsc) computes the solution to a complex system of linear equations AX ¼ B, where A is
an n by n Hermitian positive definite tridiagonal matrix and X and B are n by r matrices, using the
LDLH factorization returned by nag_zpttrf (f07jrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpttrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double d[], const Complex e[], Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zpttrs (f07jsc) should be preceded by a call to nag_zpttrf (f07jrc), which computes a modified
Cholesky factorization of the matrix A as

A ¼ LDLH;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix, with positive diagonal elements.
nag_zpttrs (f07jsc) then utilizes the factorization to solve the required equations. Note that the
factorization may also be regarded as having the form UHDU , where U is a unit upper bidiagonal
matrix.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies the form of the factorization as follows:

uplo ¼ Nag Upper
A ¼ UHDU .

uplo ¼ Nag Lower
A ¼ LDLH.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the diagonal matrix D from the LDLH or
UHDU factorization of A.

6: e½dim� – const Complex Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: if uplo ¼ Nag Upper, e must contain the n� 1ð Þ superdiagonal elements of the unit
upper bidiagonal matrix U from the UHDU factorization of A.

If uplo ¼ Nag Lower, e must contain the n� 1ð Þ subdiagonal elements of the unit lower
bidiagonal matrix L from the LDLH factorization of A.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

Following the use of this function nag_zptcon (f07juc) can be used to estimate the condition number of
A and nag_zptrfs (f07jvc) can be used to obtain approximate error bounds.

8 Parallelism and Performance

nag_zpttrs (f07jsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr.

The real analogue of this function is nag_dpttrs (f07jec).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite tridiagonal matrix

A ¼
16:0 16:0� 16:0i 0 0
16:0þ 16:0i 41:0 18:0þ 9:0i 0:0
0 18:0� 9:0i 46:0 1:0þ 4:0i
0 0 1:0� 4:0i 21:0

0B@
1CA

and

B ¼
64:0þ 16:0i �16:0� 32:0i
93:0þ 62:0i 61:0� 66:0i
78:0� 80:0i 71:0� 74:0i
14:0� 27:0i 35:0þ 15:0i

0B@
1CA:

10.1 Program Text

/* nag_zpttrs (f07jsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;
Nag_OrderType order;

/* Arrays */
Complex *b = 0, *e = 0;
double *d = 0;

/* Nag Types */
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_zpttrs (f07jsc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
/* Allocate memory */
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(e = NAG_ALLOC(n - 1, Complex)) || !(d = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the upper bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
for (i = 0; i < n - 1; ++i)

scanf_s(" ( %lf , %lf )", &e[i].re, &e[i].im);
#else

for (i = 0; i < n - 1; ++i)
scanf(" ( %lf , %lf )", &e[i].re, &e[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif

/* Factorize the tridiagonal matrix A using nag_zpttrf (f07jrc). */
nag_zpttrf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpttrf (f07jrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the equations AX = B using nag_zpttrs (f07jsc). */
nag_zpttrs(order, Nag_Upper, n, nrhs, d, e, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpttrs (f07jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(b);
NAG_FREE(e);
NAG_FREE(d);

return exit_status;
}

#undef B

10.2 Program Data

nag_zpttrs (f07jsc) Example Program Data
4 2 : n, nrhs

( 16.0,-16.0) ( 18.0, 9.0) ( 1.0, 4.0) : sub-diagonal e
16.0 41.0 46.0 21.0 : diagonal D

( 64.0, 16.0) (-16.0,-32.0)
( 93.0, 62.0) ( 61.0,-66.0)
( 78.0,-80.0) ( 71.0,-74.0)
( 14.0,-27.0) ( 35.0, 15.0) : matrix B

10.3 Program Results

nag_zpttrs (f07jsc) Example Program Results

Solution(s)
1 2

1 ( 2.0000, 1.0000) (-3.0000,-2.0000)
2 ( 1.0000, 1.0000) ( 1.0000, 1.0000)
3 ( 1.0000,-2.0000) ( 1.0000,-2.0000)
4 ( 1.0000,-1.0000) ( 2.0000, 1.0000)
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NAG Library Function Document

nag_zptcon (f07juc)

1 Purpose

nag_zptcon (f07juc) computes the reciprocal condition number of a complex n by n Hermitian positive
definite tridiagonal matrix A, using the LDLH factorization returned by nag_zpttrf (f07jrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zptcon (Integer n, const double d[], const Complex e[],
double anorm, double *rcond, NagError *fail)

3 Description

nag_zptcon (f07juc) should be preceded by a call to nag_zpttrf (f07jrc), which computes a modified
Cholesky factorization of the matrix A as

A ¼ LDLH;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix, with positive diagonal elements.
nag_zptcon (f07juc) then utilizes the factorization to compute A�1

�� ��
1
by a direct method, from which

the reciprocal of the condition number of A, 1=� Að Þ is computed as

1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
:

1=� Að Þ is returned, rather than � Að Þ, since when A is singular � Að Þ is infinite.

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the diagonal matrix D from the LDLH

factorization of A.

3: e½dim� – const Complex Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: must contain the n� 1ð Þ subdiagonal elements of the unit lower bidiagonal matrix L.
(e can also be regarded as the superdiagonal of the unit upper bidiagonal matrix U from the
UHDU factorization of A.)

f07 – Linear Equations (LAPACK) f07juc

Mark 26 f07juc.1



4: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed as shown in Section 10.
anorm must be computed either before calling nag_zpttrf (f07jrc) or else from a copy of the
original matrix A.

Constraint: anorm 	 0:0.

5: rcond – double * Output

On exit: the reciprocal condition number, 1=�1 Að Þ ¼ 1= Ak k1 A�1
�� ��

1

� �
.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed condition number will be the exact condition number for a closely neighbouring matrix.

8 Parallelism and Performance

nag_zptcon (f07juc) is not threaded in any implementation.

f07juc NAG Library Manual

f07juc.2 Mark 26



9 Further Comments

The condition number estimation requires O nð Þ floating-point operations.
See Section 15.6 of Higham (2002) for further details on computing the condition number of tridiagonal
matrices.

The real analogue of this function is nag_dptcon (f07jgc).

10 Example

This example computes the condition number of the Hermitian positive definite tridiagonal matrix A
given by

A ¼
16:0 16:0� 16:0i 0 0
16:0þ 16:0i 41:0 18:0þ 9:0i 0
0 18:0� 9:0i 46:0 1:0þ 4:0i
0 0 1:0� 4:0i 21:0

0B@
1CA:

10.1 Program Text

/* nag_zptcon (f07juc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
* UNFINISHED - replace commented out climp calls
*/

#include <math.h>
#include <nag.h>
#include <nagf07.h>
#include <nag_stdlib.h>
#include <nagx02.h>

int main(void)
{
#define CABS(e) sqrt(e.re * e.re + e.im * e.im)

/* Scalars */
double anorm, rcond;
Integer exit_status = 0, i, n;

/* Arrays */
Complex *e = 0;
double *d = 0;

/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_zptcon (f07juc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
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if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
if (!(e = NAG_ALLOC(n - 1, Complex)) || !(d = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &e[i].re, &e[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &e[i].re, &e[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the 1-norm of A */
anorm = MAX(ABS(d[0]) + CABS(e[0]), CABS(e[n - 2]) + ABS(d[n - 1]));
for (i = 1; i < n - 1; ++i)

anorm = MAX(anorm, ABS(d[i]) + CABS(e[i]) + CABS(e[i - 1]));

/* Factorize A using nag_zpttrf (f07jrc). */
nag_zpttrf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpttrf (f07jrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate the condition number of A using nag_zptcon (f07juc). */
nag_zptcon(n, d, e, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zptcon (f07juc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the estimated condition number */
if (rcond >= nag_machine_precision)

printf("Estimate of condition number = %11.2e\n\n", 1.0 / rcond);
else

printf("A is singular to working precision. RCOND = %11.2e\n\n", rcond);

END:
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NAG_FREE(e);
NAG_FREE(d);

return exit_status;
}

10.2 Program Data

nag_zptcon (f07juc) Example Program Data
4 : n

16.0 41.0 46.0 21.0 : diagonal d
( 16.0, 16.0) ( 18.0, -9.0) ( 1.0, -4.0) : sub-diagonal e

10.3 Program Results

nag_zptcon (f07juc) Example Program Results

Estimate of condition number = 9.21e+03
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NAG Library Function Document

nag_zptrfs (f07jvc)

1 Purpose

nag_zptrfs (f07jvc) computes error bounds and refines the solution to a complex system of linear
equations AX ¼ B, where A is an n by n Hermitian positive definite tridiagonal matrix and X and B
are n by r matrices, using the modified Cholesky factorization returned by nag_zpttrf (f07jrc) and an
initial solution returned by nag_zpttrs (f07jsc). Iterative refinement is used to reduce the backward error
as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zptrfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double d[], const Complex e[], const double df[],
const Complex ef[], const Complex b[], Integer pdb, Complex x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zptrfs (f07jvc) should normally be preceded by calls to nag_zpttrf (f07jrc) and nag_zpttrs (f07jsc).
nag_zpttrf (f07jrc) computes a modified Cholesky factorization of the matrix A as

A ¼ LDLH;

where L is a unit lower bidiagonal matrix and D is a diagonal matrix, with positive diagonal elements.
nag_zpttrs (f07jsc) then utilizes the factorization to compute a solution, X̂, to the required equations.
Letting x̂ denote a column of X̂, nag_zptrfs (f07jvc) computes a component-wise backward error, �, the
smallest relative perturbation in each element of A and b such that x̂ is the exact solution of a perturbed
system

Aþ Eð Þx̂ ¼ bþ f; with eij
		 		 � � aij		 		; and fj

		 		 � � bj		 		:
The function also estimates a bound for the component-wise forward error in the computed solution
defined by max xi � x̂ij j=max x̂ij j, where x is the corresponding column of the exact solution, X.

Note that the modified Cholesky factorization of A can also be expressed as

A ¼ UHDU;

where U is unit upper bidiagonal.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies the form of the factorization as follows:

uplo ¼ Nag Upper
A ¼ UHDU .

uplo ¼ Nag Lower
A ¼ LDLH.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the matrix of A.

6: e½dim� – const Complex Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: if uplo ¼ Nag Upper, e must contain the n� 1ð Þ superdiagonal elements of the matrix
A.

If uplo ¼ Nag Lower, e must contain the n� 1ð Þ subdiagonal elements of the matrix A.

7: df½dim� – const double Input

Note: the dimension, dim, of the array df must be at least max 1;nð Þ.
On entry: must contain the n diagonal elements of the diagonal matrix D from the LDLT

factorization of A.

8: ef½dim� – const Complex Input

Note: the dimension, dim, of the array ef must be at least max 1; n� 1ð Þ.
On entry: if uplo ¼ Nag Upper, ef must contain the n� 1ð Þ superdiagonal elements of the unit
upper bidiagonal matrix U from the UHDU factorization of A.

If uplo ¼ Nag Lower, ef must contain the n� 1ð Þ subdiagonal elements of the unit lower
bidiagonal matrix L from the LDLH factorization of A.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r matrix of right-hand sides B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r initial solution matrix X.

On exit: the n by r refined solution matrix X.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: ferr½nrhs� – double Output

On exit: estimate of the forward error bound for each computed solution vector, such that
x̂j � xj
�� ��

1= x̂j
�� ��

1 � ferr½j� 1�, where x̂j is the jth column of the computed solution returned
in the array x and xj is the corresponding column of the exact solution X. The estimate is almost
always a slight overestimate of the true error.

14: berr½nrhs� – double Output

On exit: estimate of the component-wise relative backward error of each computed solution
vector x̂j (i.e., the smallest relative change in any element of A or B that makes x̂j an exact
solution).

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

f07jvc NAG Library Manual

f07jvc.4 Mark 26



x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1 Ak k1, the condition number of A with respect to the solution of the linear
equations. See Section 4.4 of Anderson et al. (1999) for further details.

Function nag_zptcon (f07juc) can be used to compute the condition number of A.

8 Parallelism and Performance

nag_zptrfs (f07jvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zptrfs (f07jvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to solve the equations AX ¼ B is proportional to
nr. At most five steps of iterative refinement are performed, but usually only one or two steps are
required.

The real analogue of this function is nag_dptrfs (f07jhc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian positive definite tridiagonal matrix

A ¼
16:0 16:0� 16:0i 0 0
16:0þ 16:0i 41:0 18:0þ 9:0i 0
0 18:0� 9:0i 46:0 1:0þ 4:0i
0 0 1:0� 4:0i 21:0

0B@
1CA

and

B ¼
64:0þ 16:0i �16:0� 32:0i
93:0þ 62:0i 61:0� 66:0i
78:0� 80:0i 71:0� 74:0i
14:0� 27:0i 35:0þ 15:0i

0B@
1CA:

Estimates for the backward errors and forward errors are also output.

10.1 Program Text

/* nag_zptrfs (f07jvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>

f07 – Linear Equations (LAPACK) f07jvc

Mark 26 f07jvc.5



#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;
Nag_OrderType order;

/* Arrays */
Complex *b = 0, *e = 0, *ef = 0, *x = 0;
double *berr = 0, *d = 0, *df = 0, *ferr = 0;

/* Nag Types */
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zptrfs (f07jvc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
if (!(b = NAG_ALLOC(n * nrhs, Complex)) ||

!(e = NAG_ALLOC(n - 1, Complex)) ||
!(ef = NAG_ALLOC(n - 1, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(d = NAG_ALLOC(n, double)) ||
!(df = NAG_ALLOC(n, double)) || !(ferr = NAG_ALLOC(nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the lower bidiagonal part of the tridiagonal matrix A from */
/* data file */

#ifdef _WIN32
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for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s(" ( %lf , %lf )", &e[i].re, &e[i].im);

#else
for (i = 0; i < n - 1; ++i)

scanf(" ( %lf , %lf )", &e[i].re, &e[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the right hand matrix B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A into DF and EF, and copy B into X */
for (i = 0; i < n; ++i)

df[i] = d[i];
for (i = 0; i < n - 1; ++i) {

ef[i].re = e[i].re;
ef[i].im = e[i].im;

}

/* Copy B into X using nag_zge_copy (f16tfc). */
nag_zge_copy(order, Nag_NoTrans, n, nrhs, b, pdb, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Factorize the copy of the tridiagonal matrix A
* using nag_zpttrf (f07jrc).
*/

nag_zpttrf(n, df, ef, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpttrf (f07jrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the equations AX = B using nag_zpttrs (f07jsc). */
nag_zpttrs(order, Nag_Lower, n, nrhs, df, ef, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpttrs (f07jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Improve the solution and compute error estimates
* using nag_zptrfs (f07jvc).
*/

nag_zptrfs(order, Nag_Lower, n, nrhs, d, e, df, ef, b, pdb, x, pdx,
ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zptrfs (f07jvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print the the forward and backward error estimates */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

END:
NAG_FREE(b);
NAG_FREE(e);
NAG_FREE(ef);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(d);
NAG_FREE(df);
NAG_FREE(ferr);

return exit_status;
}

#undef B

10.2 Program Data

nag_zptrfs (f07jvc) Example Program Data
4 2 : n, nrhs

16.0 41.0 46.0 21.0 : diagonal d
( 16.0, 16.0) ( 18.0, -9.0) ( 1.0, -4.0) : sub-diagonal e
( 64.0, 16.0) (-16.0,-32.0)
( 93.0, 62.0) ( 61.0,-66.0)
( 78.0,-80.0) ( 71.0,-74.0)
( 14.0,-27.0) ( 35.0, 15.0) : matrix B

10.3 Program Results

nag_zptrfs (f07jvc) Example Program Results

Solution(s)
1 2

1 ( 2.0000, 1.0000) (-3.0000,-2.0000)
2 ( 1.0000, 1.0000) ( 1.0000, 1.0000)
3 ( 1.0000,-2.0000) ( 1.0000,-2.0000)
4 ( 1.0000,-1.0000) ( 2.0000, 1.0000)
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Backward errors (machine-dependent)
0.0e+00 0.0e+00

Estimated forward error bounds (machine-dependent)
9.0e-12 6.1e-12
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NAG Library Function Document

nag_dpstrf (f07kdc)

1 Purpose

nag_dpstrf (f07kdc) computes the Cholesky factorization with complete pivoting of a real symmetric
positive semidefinite matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpstrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, Integer piv[], Integer *rank, double tol,
NagError *fail)

3 Description

nag_dpstrf (f07kdc) forms the Cholesky factorization of a real symmetric positive semidefinite matrix A
either as PTAP ¼ UTU if uplo ¼ Nag Upper or PTAP ¼ LLT if uplo ¼ Nag Lower, where P is a
permutation matrix, U is an upper triangular matrix and L is lower triangular.

This algorithm does not attempt to check that A is positive semidefinite.

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

Lucas C (2004) LAPACK-style codes for Level 2 and 3 pivoted Cholesky factorizations LAPACK
Working Note No. 161. Technical Report CS-04-522 Department of Computer Science, University of
Tennessee, 107 Ayres Hall, Knoxville, TN 37996-1301, USA http://www.netlib.org/lapack/lawnspdf/
lawn161.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric positive semidefinite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if uplo ¼ Nag Upper, the first rank rows of the upper triangle of A are overwritten with
the nonzero elements of the Cholesky factor U, and the remaining rows of the triangle are
destroyed.

If uplo ¼ Nag Lower, the first rank columns of the lower triangle of A are overwritten with the
nonzero elements of the Cholesky factor L, and the remaining columns of the triangle are
destroyed.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: piv½n� – Integer Output

On exit: piv is such that the nonzero entries of P are P piv½k � 1�; kð Þ ¼ 1, for k ¼ 1; 2; . . . ; n.

7: rank – Integer * Output

On exit: the computed rank of A given by the number of steps the algorithm completed.

8: tol – double Input

On entry: user defined tolerance. If tol < 0, then n� max
k¼1;n

Akkj j �machine precision will be

used. The algorithm terminates at the rth step if the rþ 1ð Þth step pivot < tol.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_NOT_POS_DEF

The matrix A is not positive definite. It is either positive semidefinite with computed rank as
returned in rank and less than n, or it may be indefinite, see Section 9.

7 Accuracy

If uplo ¼ Nag Lower and rank ¼ r, the computed Cholesky factor L and permutation matrix P satisfy
the following upper bound

A� PLLTP Tk k2
Ak k2

� 2rc rð Þ� Wk k2 þ 1
� �2 þO �2

� �
;

where

W ¼ L�111 L12; L ¼ L11 0
L12 0

� �
; L11 2 R

r�r;

c rð Þ is a modest linear function of r, � is machine precision, and

Wk k2 �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

3
n� rð Þ 4r � 1ð Þ

r
:

So there is no guarantee of stability of the algorithm for large n and r, although Wk k2 is generally
small in practice.

8 Parallelism and Performance

nag_dpstrf (f07kdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately nr2 � 2=3r3, where r is the computed
rank of A.
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This algorithm does not attempt to check that A is positive semidefinite, and in particular the rank
detection criterion in the algorithm is based on A being positive semidefinite. If there is doubt over
semidefiniteness then you should use the indefinite factorization nag_dsytrf (f07mdc). See Lucas (2004)
for further information.

The complex analogue of this function is nag_zpstrf (f07krc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼

2:51 4:04 3:34 1:34 1:29
4:04 8:22 7:38 2:68 2:44
3:34 7:38 7:06 2:24 2:14
1:34 2:68 2:24 0:96 0:80
1:29 2:44 2:14 0:80 0:74

0BBB@
1CCCA:

10.1 Program Text

/* nag_dpstrf (f07kdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda, rank;
double tol;
/* Arrays */
double *a = 0;
Integer *piv = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_UploType uplo;
Nag_OrderType order;
Nag_MatrixType matrix;
NagError fail;

INIT_FAIL(fail);

printf("nag_dpstrf (f07kdc) Example Program Results\n");
/* Skip heading in data file and retrieve data */

#ifdef _WIN32
scanf_s("%*[^\n]%" NAG_IFMT "%39s%*[^\n]", &n, nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n]%" NAG_IFMT "%39s%*[^\n]", &n, nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (!(a = NAG_ALLOC(n * n, double)) || !(piv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
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#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define A(I, J) a[(J-1)*pda + I-1]
#else

order = Nag_RowMajor;
#define A(I, J) a[(I-1)*pda + J-1]
#endif

/* Read triangular part of A from data file */
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
for (i = 1; i <= n; i++)

for (j = i; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
else if (uplo == Nag_Lower) {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; i++)

for (j = 1; j <= i; j++)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
else {

printf("Invalid uplo.\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

tol = -1.0;

/* Factorize A using nag_dpstrf (f07kdc) which performs a Cholesky
* factorization of real symmetric positive semidefinite matrix.
*/

nag_dpstrf(order, uplo, n, a, pda, piv, &rank, tol, &fail);

if (fail.code == NW_NOT_POS_DEF) {
/* A is not of full rank.
* Zero out columns rank+1 to n.
*/

if (uplo == Nag_Upper)
for (j = rank + 1; j <= n; j++)

for (i = rank + 1; i <= j; i++)
A(i, j) = 0.0;

else if (uplo == Nag_Lower)
for (j = rank + 1; j <= n; j++)

for (i = j; i <= n; i++)
A(i, j) = 0.0;

}
else if (fail.code != NE_NOERROR) {

printf("Error from nag_dpstrf (f07kdc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print rank of A. */
printf("\nComputed rank: %" NAG_IFMT "\n\n", rank);

/* Print factorization using
* nag_gen_real_mat_print (x04cac).
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* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Factor", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices. */
printf("\nPivots:\n");
for (i = 0; i < n; i++)

printf("%11" NAG_IFMT "", piv[i]);
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(piv);
return exit_status;

}

10.2 Program Data

nag_dpstrf (f07kdc) Example Program Data
5 Nag_Lower : n, uplo
2.51
4.04 8.22
3.34 7.38 7.06
1.34 2.68 2.24 0.96
1.29 2.44 2.14 0.80 0.74 : matrix A

10.3 Program Results

nag_dpstrf (f07kdc) Example Program Results

Computed rank: 3

Factor
1 2 3 4 5

1 2.8671
2 1.4091 0.7242
3 2.5741 -0.3965 0.5262
4 0.9348 0.0315 -0.2920 0.0000
5 0.8510 0.1254 -0.0018 0.0000 0.0000

Pivots:
2 1 3 4 5
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NAG Library Function Document

nag_zpstrf (f07krc)

1 Purpose

nag_zpstrf (f07krc) computes the Cholesky factorization with complete pivoting of a complex
Hermitian positive semidefinite matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpstrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, Integer piv[], Integer *rank, double tol,
NagError *fail)

3 Description

nag_zpstrf (f07krc) forms the Cholesky factorization of a complex Hermitian positive semidefinite
matrix A either as PTAP ¼ UHU if uplo ¼ Nag Upper or PTAP ¼ LLH if uplo ¼ Nag Lower, where
P is a permutation matrix, U is an upper triangular matrix and L is lower triangular.

This algorithm does not attempt to check that A is positive semidefinite.

4 References

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

Lucas C (2004) LAPACK-style codes for Level 2 and 3 pivoted Cholesky factorizations LAPACK
Working Note No. 161. Technical Report CS-04-522 Department of Computer Science, University of
Tennessee, 107 Ayres Hall, Knoxville, TN 37996-1301, USA http://www.netlib.org/lapack/lawnspdf/
lawn161.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian positive semidefinite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if uplo ¼ Nag Upper, the first rank rows of the upper triangle of A are overwritten with
the nonzero elements of the Cholesky factor U, and the remaining rows of the triangle are
destroyed.

If uplo ¼ Nag Lower, the first rank columns of the lower triangle of A are overwritten with the
nonzero elements of the Cholesky factor L, and the remaining columns of the triangle are
destroyed.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: piv½n� – Integer Output

On exit: piv is such that the nonzero entries of P are P piv½k � 1�; kð Þ ¼ 1, for k ¼ 1; 2; . . . ; n.

7: rank – Integer * Output

On exit: the computed rank of A given by the number of steps the algorithm completed.

8: tol – double Input

On entry: user defined tolerance. If tol < 0, then n� max
k¼1;n

Akkj j �machine precision will be

used. The algorithm terminates at the rth step if the rþ 1ð Þth step pivot < tol.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_NOT_POS_DEF

The matrix A is not positive definite. It is either positive semidefinite with computed rank as
returned in rank and less than n, or it may be indefinite, see Section 9.

7 Accuracy

If uplo ¼ Nag Lower and rank ¼ r, the computed Cholesky factor L and permutation matrix P satisfy
the following upper bound

A� PLLHPTk k2
Ak k2

� 2rc rð Þ� Wk k2 þ 1
� �2 þO �2

� �
;

where

W ¼ L�111 L12; L ¼ L11 0
L12 0

� �
; L11 2 C

r�r;

c rð Þ is a modest linear function of r, � is machine precision, and

Wk k2 �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

3
n� rð Þ 4r � 1ð Þ

r
:

So there is no guarantee of stability of the algorithm for large n and r, although Wk k2 is generally
small in practice.

8 Parallelism and Performance

nag_zpstrf (f07krc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4nr2 � 8=3r3, where r is the
computed rank of A.
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This algorithm does not attempt to check that A is positive semidefinite, and in particular the rank
detection criterion in the algorithm is based on A being positive semidefinite. If there is doubt over
semidefiniteness then you should use the indefinite factorization nag_zhetrf (f07mrc). See Lucas (2004)
for further information.

The real analogue of this function is nag_dpstrf (f07kdc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼

12:40þ 0:00i 2:39þ 0:00i 5:50þ 0:05i 4:47þ 0:00i 11:89þ 0:00i
2:39þ 0:00i 1:63þ 0:00i 1:04þ 0:10i 1:14þ 0:00i 1:81þ 0:00i
5:50þ 0:05i 1:04þ 0:10i 2:45þ 0:00i 1:98� 0:03i 5:28� 0:02i
4:47þ 0:00i 1:14þ 0:00i 1:98� 0:03i 1:71þ 0:00i 4:14þ 0:00i

11:89þ 0:00i 1:81þ 0:00i 5:28� 0:02i 4:14þ 0:00i 11:63þ 0:00i

0BBB@
1CCCA:

10.1 Program Text

/* nag_zpstrf (f07krc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, pda, rank;
double tol;
/* Arrays */
Complex *a = 0;
Integer *piv = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_UploType uplo;
Nag_OrderType order;
Nag_MatrixType matrix;
NagError fail;

INIT_FAIL(fail);

printf("nag_zpstrf (f07krc) Example Program Results\n");
/* Skip heading in data file and retrieve data */

#ifdef _WIN32
scanf_s("%*[^\n]%" NAG_IFMT "%39s%*[^\n]", &n, nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n]%" NAG_IFMT "%39s%*[^\n]", &n, nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (!(a = NAG_ALLOC(n * n, Complex)) || !(piv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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pda = n;
#ifdef NAG_COLUMN_MAJOR

order = Nag_ColMajor;
#define A(I, J) a[(J-1)*pda + I-1]
#else

order = Nag_RowMajor;
#define A(I, J) a[(I-1)*pda + J-1]
#endif

/* Read triangular part of A from data file */
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
for (i = 1; i <= n; i++)

for (j = i; j <= n; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
else if (uplo == Nag_Lower) {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; i++)

for (j = 1; j <= i; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
else {

printf("Invalid uplo.\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

tol = -1.0;

/* Factorize A using nag_zpstrf (f07krc) which performs a Cholesky
* factorization of complex Hermitian positive semidefinite matrix.
*/

nag_zpstrf(order, uplo, n, a, pda, piv, &rank, tol, &fail);

if (fail.code == NW_NOT_POS_DEF) {
/* A is not of full rank.
* Zero out columns rank+1 to n.
*/

if (uplo == Nag_Upper)
for (j = rank + 1; j <= n; j++)

for (i = rank + 1; i <= j; i++)
A(i, j) = nag_complex(0.0, 0.0);

else if (uplo == Nag_Lower)
for (j = rank + 1; j <= n; j++)

for (i = j; i <= n; i++)
A(i, j) = nag_complex(0.0, 0.0);

}
else if (fail.code != NE_NOERROR) {

printf("Error from nag_zpstrf (f07krc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print rank of A. */
printf("\nComputed rank: %" NAG_IFMT "\n\n", rank);

/* Print factorization using
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* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n,

a, n, Nag_BracketForm, "%5.2f", "Factor",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print pivot indices. */
printf("\nPivots:\n");
for (i = 0; i < n; i++)

printf("%11" NAG_IFMT "", piv[i]);
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(piv);
return exit_status;

}

10.2 Program Data

nag_zpstrf (f07krc) Example Program Data
5 Nag_Lower : n, uplo

(12.40, 0.00)
( 2.39, 0.00) ( 1.63, 0.00)
( 5.50, 0.05) ( 1.04, 0.10) ( 2.45, 0.00)
( 4.47, 0.00) ( 1.14, 0.00) ( 1.98,-0.03) ( 1.71, 0.00)
(11.89, 0.00) ( 1.81, 0.00) ( 5.28,-0.02) ( 4.14, 0.00) (11.63, 0.00) : A

10.3 Program Results

nag_zpstrf (f07krc) Example Program Results

Computed rank: 3

Factor
1 2 3 4 5

1 ( 3.52, 0.00)
2 ( 0.68, 0.00) ( 1.08, 0.00)
3 ( 1.27, 0.00) ( 0.26, 0.00) ( 0.18, 0.00)
4 ( 1.56, 0.01) (-0.02, 0.08) ( 0.01,-0.05) ( 0.00, 0.00)
5 ( 3.38, 0.00) (-0.45, 0.00) (-0.17, 0.00) ( 0.00, 0.00) ( 0.00, 0.00)

Pivots:
1 2 4 3 5
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NAG Library Function Document

nag_dsysv (f07mac)

1 Purpose

nag_dsysv (f07mac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsysv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, double a[], Integer pda, Integer ipiv[], double b[],
Integer pdb, NagError *fail)

3 Description

nag_dsysv (f07mac) uses the diagonal pivoting method to factor A as

order uplo A
Nag_ColMajor Nag_Upper UDUT

Nag_ColMajor Nag_Lower LDLT

Nag_RowMajor Nag_Upper UTDU
Nag_RowMajor Nag_Lower LTDL

where U (or L) is a product of permutation and unit upper (lower) triangular matrices, and D is
symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored form of A is then
used to solve the system of equations AX ¼ B.
Note that, in general, different permutations (pivot sequences) and diagonal block structures are
obtained for uplo ¼ Nag Upper or Nag Lower

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUT, A ¼ LDLT, A ¼ UTDU or
A ¼ LTDL as computed by nag_dsytrf (f07mdc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – Integer Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.
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8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_dsysvx (f07mbc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_real_sym_lin_solve (f04bhc) solves
Ax ¼ b and returns a forward error bound and condition estimate. nag_real_sym_lin_solve (f04bhc)
calls nag_dsysv (f07mac) to solve the equations.

8 Parallelism and Performance

nag_dsysv (f07mac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 þ 2n2r , where r is the number of
right-hand sides.

The complex analogues of nag_dsysv (f07mac) are nag_zhesv (f07mnc) for Hermitian matrices, and
nag_zsysv (f07nnc) for symmetric matrices.
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10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric matrix

A ¼
�1:81 2:06 0:63 �1:15
2:06 1:15 1:87 4:20
0:63 1:87 �0:21 3:87
�1:15 4:20 3:87 2:07

0B@
1CA and b ¼

0:96
6:07
8:38
9:50

0B@
1CA:

Details of the factorization of A are also output.

10.1 Program Text

/* nag_dsysv (f07mac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsysv (f07mac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

f07 – Linear Equations (LAPACK) f07mac

Mark 26 f07mac.5



#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif

else
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= i; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_dsysv (f07mac). */
nag_dsysv(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsysv (f07mac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf(" Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" %10.4f%s", B(i, j), j % 7 == 0 ? "\n" : "");

printf("\n");
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dsysv (f07mac) Example Program Data
4 1 : n, nrhs
Nag_Lower : uplo

-1.81
2.06 1.15
0.63 1.87 -0.21

-1.15 4.20 3.87 2.07 : matrix A
0.96 6.07 8.38 9.50 : vector b

10.3 Program Results

nag_dsysv (f07mac) Example Program Results

Solution
-5.0000
-2.0000
1.0000
4.0000
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NAG Library Function Document

nag_dsysvx (f07mbc)

1 Purpose

nag_dsysvx (f07mbc) uses the diagonal pivoting factorization to compute the solution to a real system
of linear equations

AX ¼ B;

where A is an n by n symmetric matrix and X and B are n by r matrices. Error bounds on the solution
and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsysvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, const double a[],
Integer pda, double af[], Integer pdaf, Integer ipiv[],
const double b[], Integer pdb, double x[], Integer pdx, double *rcond,
double ferr[], double berr[], NagError *fail)

3 Description

nag_dsysvx (f07mbc) performs the following steps:

1. If fact ¼ Nag NotFactored, the diagonal pivoting method is used to factor A. The form of the
factorization is A ¼ UDUT if uplo ¼ Nag Upper or A ¼ LDLT if uplo ¼ Nag Lower, where U (or
L) is a product of permutation and unit upper (lower) triangular matrices, and D is symmetric and
block diagonal with 1 by 1 and 2 by 2 diagonal blocks.

2. If some dii ¼ 0, so that D is exactly singular, then the function returns with fail:errnum ¼ i and
fail:code ¼ NE_SINGULAR. Otherwise, the factored form of A is used to estimate the condition
number of the matrix A. If the reciprocal of the condition number is less than machine precision,
fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve
for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
af and ipiv contain the factorized form of the matrix A. af and ipiv will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – double Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
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The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization a ¼ UDUT or a ¼ LDLT as computed by
nag_dsytrf (f07mdc).

On exit: if fact ¼ Nag NotFactored, af returns the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization a ¼ UDUT or a ¼ LDLT.

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array af.

Constraint: pdaf 	 max 1; nð Þ.

10: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains details of the interchanges and the block structure
of D, as determined by nag_dsytrf (f07mdc).

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

On exit: if fact ¼ Nag NotFactored, ipiv contains details of the interchanges and the block
structure of D, as determined by nag_dsytrf (f07mdc), as described above.

11: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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13: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

14: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

15: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

16: ferr½dim� – double Output

Note: the dimension, dim, of the array ferr must be at least max 1;nrhsð Þ.
On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

17: berr½dim� – double Output

Note: the dimension, dim, of the array berr must be at least max 1;nrhsð Þ.
On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor D is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ek k1 ¼ O �ð Þ Ak k1;

where � is the machine precision. See Chapter 11 of Higham (2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsysvx (f07mbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dsysvx (f07mbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 1
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 2n2 operations.

The complex analogues of this function are nag_zhesvx (f07mpc) for Hermitian matrices, and
nag_zsysvx (f07npc) for symmetric matrices.

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric matrix

A ¼
�1:81 2:06 0:63 �1:15
2:06 1:15 1:87 4:20
0:63 1:87 �0:21 3:87
�1:15 4:20 3:87 2:07

0B@
1CA and B ¼

0:96 3:93
6:07 19:25
8:38 9:90
9:50 27:85

0B@
1CA:

Error estimates for the solutions, and an estimate of the reciprocal of the condition number of the
matrix A are also output.
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10.1 Program Text

/* nag_dsysvx (f07mbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;

/* Arrays */
double *a = 0, *af = 0, *b = 0, *berr = 0, *ferr = 0;
double *x = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsysvx (f07mbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(af = NAG_ALLOC(n * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif

else
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= i; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_dsysvx (f07mbc). */
nag_dsysvx(order, Nag_NotFactored, uplo, n, nrhs, a, pda, af, pdaf,

ipiv, b, pdb, x, pdx, &rcond, ferr, berr, &fail);
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if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_dsysvx (f07mbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);

if (fail.code == NE_SINGULAR) {
printf("Error from nag_dsysvx (f07mbc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_dsysvx (f07mbc) Example Program Data
4 2 : n and nrhs
Nag_Upper : uplo

-1.81 2.06 0.63 -1.15
1.15 1.87 4.20

-0.21 3.87
2.07 : matrix A

0.96 3.93
6.07 19.25
8.38 9.90
9.50 27.85 : matrix B

10.3 Program Results

nag_dsysvx (f07mbc) Example Program Results

Solution(s)
1 2

1 -5.0000 2.0000
2 -2.0000 3.0000
3 1.0000 4.0000
4 4.0000 1.0000
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Backward errors (machine-dependent)
1.4e-16 1.0e-16

Estimated forward error bounds (machine-dependent)
2.5e-14 3.2e-14

Estimate of reciprocal condition number
1.3e-02
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NAG Library Function Document

nag_dsytrf (f07mdc)

1 Purpose

nag_dsytrf (f07mdc) computes the Bunch–Kaufman factorization of a real symmetric indefinite matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsytrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, Integer ipiv[], NagError *fail)

3 Description

nag_dsytrf (f07mdc) factorizes a real symmetric matrix A, using the Bunch–Kaufman diagonal pivoting
method. A is factorized as either A ¼ PUDUTP T if uplo ¼ Nag Upper or A ¼ PLDLTPT if
uplo ¼ Nag Lower, where P is a permutation matrix, U (or L) is a unit upper (or lower) triangular
matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 diagonal blocks; U (or L)
has 2 by 2 unit diagonal blocks corresponding to the 2 by 2 blocks of D. Row and column interchanges
are performed to ensure numerical stability while preserving symmetry.

This method is suitable for symmetric matrices which are not known to be positive definite. If A is in
fact positive definite, no interchanges are performed and no 2 by 2 blocks occur in D.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric indefinite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of A is overwritten by details of the block diagonal matrix D
and the multipliers used to obtain the factor U or L as specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – Integer Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, and division by zero will occur if it is used to solve
a system of equations.

7 Accuracy

If uplo ¼ Nag Upper, the computed factors U and D are the exact factors of a perturbed matrix Aþ E,
where

Ej j � c nð Þ�P Uj j Dj j UT
		 		PT;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factors L and D.

8 Parallelism and Performance

nag_dsytrf (f07mdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The elements of D overwrite the corresponding elements of A; if D has 2 by 2 blocks, only the upper
or lower triangle is stored, as specified by uplo.

The unit diagonal elements of U or L and the 2 by 2 unit diagonal blocks are not stored. The remaining
elements of U or L are stored in the corresponding columns of the array a, but additional row
interchanges must be applied to recover U or L explicitly (this is seldom necessary). If ipiv½i � 1� ¼ i,
for i ¼ 1; 2; . . . ; n (as is the case when A is positive definite), then U or L is stored explicitly (except
for its unit diagonal elements which are equal to 1).
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The total number of floating-point operations is approximately 1
3n

3 .

A call to nag_dsytrf (f07mdc) may be followed by calls to the functions:

nag_dsytrs (f07mec) to solve AX ¼ B;
nag_dsycon (f07mgc) to estimate the condition number of A;

nag_dsytri (f07mjc) to compute the inverse of A.

The complex analogues of this function are nag_zhetrf (f07mrc) for Hermitian matrices and nag_zsytrf
(f07nrc) for symmetric matrices.

10 Example

This example computes the Bunch–Kaufman factorization of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

10.1 Program Text

/* nag_dsytrf (f07mdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *ipiv = 0;
double *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_dsytrf (f07mdc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
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for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_dsytrf (f07mdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix
*/

nag_dsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrf (f07mdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dsytrs (f07mec).
* Solution of real symmetric indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_dsytrf (f07mdc)
*/

nag_dsytrs(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrs (f07mec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dsytrf (f07mdc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
-9.50 27.85
-8.38 9.90
-6.07 19.25
-0.96 3.93 :End of matrix B
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10.3 Program Results

nag_dsytrf (f07mdc) Example Program Results

Solution(s)
1 2

1 -4.0000 1.0000
2 -1.0000 4.0000
3 2.0000 3.0000
4 5.0000 2.0000
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NAG Library Function Document

nag_dsytrs (f07mec)

1 Purpose

nag_dsytrs (f07mec) solves a real symmetric indefinite system of linear equations with multiple right-
hand sides,

AX ¼ B;

where A has been factorized by nag_dsytrf (f07mdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsytrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double a[], Integer pda, const Integer ipiv[],
double b[], Integer pdb, NagError *fail)

3 Description

nag_dsytrs (f07mec) is used to solve a real symmetric indefinite system of linear equations AX ¼ B,
this function must be preceded by a call to nag_dsytrf (f07mdc) which computes the Bunch–Kaufman
factorization of A.

If uplo ¼ Nag Upper, A ¼ PUDUTPT, where P is a permutation matrix, U is an upper triangular
matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 blocks; the solution X is
computed by solving PUDY ¼ B and then UTP TX ¼ Y .
If uplo ¼ Nag Lower, A ¼ PLDLTPT, where L is a lower triangular matrix; the solution X is
computed by solving PLDY ¼ B and then LTPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_dsytrf (f07mdc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsytrf
(f07mdc).

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ�P Uj j Dj j UTj jPT;

if uplo ¼ Nag Lower, Ej j � c nð Þ�P Lj j Dj j LTj jPT,

c nð Þ is a modest linear function of n, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dsyrfs (f07mhc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_dsycon (f07mgc).

8 Parallelism and Performance

nag_dsytrs (f07mec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n2r.

This function may be followed by a call to nag_dsyrfs (f07mhc) to refine the solution and return an
error estimate.

The complex analogues of this function are nag_zhetrs (f07msc) for Hermitian matrices and nag_zsytrs
(f07nsc) for symmetric matrices.

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA and B ¼

�9:50 27:85
�8:38 9:90
�6:07 19:25
�0:96 3:93

0B@
1CA:

Here A is symmetric indefinite and must first be factorized by nag_dsytrf (f07mdc).

10.1 Program Text

/* nag_dsytrs (f07mec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
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NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *ipiv = 0;
double *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsytrs (f07mec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif
/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else
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scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_dsytrf (f07mdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix
*/

nag_dsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrf (f07mdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dsytrs (f07mec).
* Solution of real symmetric indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_dsytrf (f07mdc)
*/

nag_dsytrs(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrs (f07mec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dsytrs (f07mec) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
-9.50 27.85
-8.38 9.90
-6.07 19.25
-0.96 3.93 :End of matrix B

10.3 Program Results

nag_dsytrs (f07mec) Example Program Results

Solution(s)
1 2

1 -4.0000 1.0000
2 -1.0000 4.0000
3 2.0000 3.0000
4 5.0000 2.0000
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NAG Library Function Document

nag_dsycon (f07mgc)

1 Purpose

nag_dsycon (f07mgc) estimates the condition number of a real symmetric indefinite matrix A, where A
has been factorized by nag_dsytrf (f07mdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsycon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double a[], Integer pda, const Integer ipiv[], double anorm,
double *rcond, NagError *fail)

3 Description

nag_dsycon (f07mgc) estimates the condition number (in the 1-norm) of a real symmetric indefinite
matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_dsy_norm (f16rcc) to compute Ak k1 and a call to
nag_dsytrf (f07mdc) to compute the Bunch–Kaufman factorization of A. The function then uses
Higham's implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_dsytrf (f07mdc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsytrf
(f07mdc).

7: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_dsy_norm (f16rcc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_dsytrf (f07mdc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dsycon (f07mgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dsycon (f07mgc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 floating-point operations but takes considerably longer than a call to nag_dsytrs (f07mec) with one
right-hand side, because extra care is taken to avoid overflow when A is approximately singular.

The complex analogues of this function are nag_zhecon (f07muc) for Hermitian matrices and
nag_zsycon (f07nuc) for symmetric matrices.
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10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

Here A is symmetric indefinite and must first be factorized by nag_dsytrf (f07mdc). The true condition
number in the 1-norm is 75:68.

10.1 Program Text

/* nag_dsycon (f07mgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *ipiv = 0;
double *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsycon (f07mgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
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#else
pda = n;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute norm of A */
/* nag_dsy_norm (f16rcc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, real symmetric matrix
*/

nag_dsy_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsy_norm (f16rcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_dsytrf (f07mdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix
*/

nag_dsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_dsytrf (f07mdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_dsycon (f07mgc).
* Estimate condition number of real symmetric indefinite
* matrix, matrix already factorized by nag_dsytrf (f07mdc)
*/

nag_dsycon(order, uplo, n, a, pda, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsycon (f07mgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number = %11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ipiv);
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_dsycon (f07mgc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A

10.3 Program Results

nag_dsycon (f07mgc) Example Program Results

Estimate of condition number = 7.57e+01
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NAG Library Function Document

nag_dsyrfs (f07mhc)

1 Purpose

nag_dsyrfs (f07mhc) returns error bounds for the solution of a real symmetric indefinite system of
linear equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsyrfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double a[], Integer pda, const double af[],
Integer pdaf, const Integer ipiv[], const double b[], Integer pdb,
double x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dsyrfs (f07mhc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real symmetric indefinite system of linear equations with multiple right-hand sides
AX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_dsyrfs (f07mhc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n original symmetric matrix A as supplied to nag_dsytrf (f07mdc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const double Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
On entry: details of the factorization of A, as returned by nag_dsytrf (f07mdc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array af.

Constraint: pdaf 	 max 1; nð Þ.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsytrf
(f07mdc).

10: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dsytrs (f07mec).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dsyrfs (f07mhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_dsyrfs (f07mhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 operations.

The complex analogues of this function are nag_zherfs (f07mvc) for Hermitian matrices and nag_zsyrfs
(f07nvc) for symmetric matrices.

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA and B ¼

�9:50 27:85
�8:38 9:90
�6:07 19:25
�0:96 3:93

0B@
1CA:

Here A is symmetric indefinite and must first be factorized by nag_dsytrf (f07mdc).

10.1 Program Text

/* nag_dsyrfs (f07mhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer berr_len, ferr_len, i, j, n, nrhs;
Integer pda, pdaf, pdb, pdx;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *ipiv = 0;
double *a = 0, *af = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
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#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsyrfs (f07mhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif
ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, double)) ||
!(af = NAG_ALLOC(n * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AF and B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
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#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

AF(i, j) = A(i, j);
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

AF(i, j) = A(i, j);
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}
/* Factorize A in the array AF */
/* nag_dsytrf (f07mdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix
*/

nag_dsytrf(order, uplo, n, af, pdaf, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrf (f07mdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_dsytrs (f07mec).
* Solution of real symmetric indefinite system of linear
* equations, multiple right-hand sides, matrix already
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* factorized by nag_dsytrf (f07mdc)
*/

nag_dsytrs(order, uplo, n, nrhs, af, pdaf, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrs (f07mec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dsyrfs (f07mhc).
* Refined solution with error bounds of real symmetric
* indefinite system of linear equations, multiple
* right-hand sides
*/

nag_dsyrfs(order, uplo, n, nrhs, a, pda, af, pdaf, ipiv,
b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsyrfs (f07mhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds" "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 || j == nrhs ? "\n" : " ");
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dsyrfs (f07mhc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
-9.50 27.85
-8.38 9.90
-6.07 19.25
-0.96 3.93 :End of matrix B
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10.3 Program Results

nag_dsyrfs (f07mhc) Example Program Results

Solution(s)
1 2

1 -4.0000 1.0000
2 -1.0000 4.0000
3 2.0000 3.0000
4 5.0000 2.0000

Backward errors (machine-dependent)
5.7e-17 1.0e-16

Estimated forward error bounds(machine-dependent)
2.3e-14 3.4e-14
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NAG Library Function Document

nag_dsytri (f07mjc)

1 Purpose

nag_dsytri (f07mjc) computes the inverse of a real symmetric indefinite matrix A, where A has been
factorized by nag_dsytrf (f07mdc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsytri (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, const Integer ipiv[], NagError *fail)

3 Description

nag_dsytri (f07mjc) is used to compute the inverse of a real symmetric indefinite matrix A, the function
must be preceded by a call to nag_dsytrf (f07mdc), which computes the Bunch–Kaufman factorization
of A.

If uplo ¼ Nag Upper, A ¼ PUDUTPT and A�1 is computed by solving UTPTXPU ¼ D�1 for X.

If uplo ¼ Nag Lower, A ¼ PLDLTPT and A�1 is computed by solving LTPTXPL ¼ D�1 for X.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_dsytrf (f07mdc).

On exit: the factorization is overwritten by the n by n symmetric matrix A�1.

If uplo ¼ Nag Upper, the upper triangle of A�1 is stored in the upper triangular part of the array.

If uplo ¼ Nag Lower, the lower triangle of A�1 is stored in the lower triangular part of the array.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsytrf
(f07mdc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. D is singular and the inverse of A cannot be
computed.

7 Accuracy

The computed inverse X satisfies a bound of the form

if uplo ¼ Nag Upper, DUTPTXPU � Ij j � c nð Þ� Dj j UTj jPT Xj jP Uj j þ Dj j D�1
		 		� �

;

if uplo ¼ Nag Lower, DLTPTXPL� Ij j � c nð Þ� Dj j LTj jPT Xj jP Lj j þ Dj j D�1
		 		� �

,

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_dsytri (f07mjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 .

The complex analogues of this function are nag_zhetri (f07mwc) for Hermitian matrices and nag_zsytri
(f07nwc) for symmetric matrices.

10 Example

This example computes the inverse of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

Here A is symmetric indefinite and must first be factorized by nag_dsytrf (f07mdc).

10.1 Program Text

/* nag_dsytri (f07mjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *ipiv = 0;
double *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsytri (f07mjc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_dsytrf (f07mdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix
*/

nag_dsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrf (f07mdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_dsytri (f07mjc).
* Inverse of real symmetric indefinite matrix, matrix
* already factorized by nag_dsytrf (f07mdc)
*/

nag_dsytri(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytri (f07mjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_dsytri (f07mjc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A

10.3 Program Results

nag_dsytri (f07mjc) Example Program Results

Inverse
1 2 3 4

1 0.7485
2 0.5221 -0.1605
3 -1.0058 -0.3131 1.3501
4 -1.4386 -0.7440 2.0667 2.4547
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NAG Library Function Document

nag_zhesv (f07mnc)

1 Purpose

nag_zhesv (f07mnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhesv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex a[], Integer pda, Integer ipiv[], Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zhesv (f07mnc) uses the diagonal pivoting method to factor A as

order uplo A
Nag_ColMajor Nag_Upper UDUH

Nag_ColMajor Nag_Lower LDLH

Nag_RowMajor Nag_Upper UHDU
Nag_RowMajor Nag_Lower LHDL

where U (or L) is a product of permutation and unit upper (lower) triangular matrices, and D is
Hermitian and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored form of A is then
used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.
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If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUH, A ¼ LDLH, A ¼ UHDU or
A ¼ LHDL as computed by nag_zhetrf (f07mrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – Integer Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) for further details.

nag_zhesvx (f07mpc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_herm_lin_solve (f04chc) solves
Ax ¼ b and returns a forward error bound and condition estimate. nag_herm_lin_solve (f04chc) calls
nag_zhesv (f07mnc) to solve the equations.

8 Parallelism and Performance

nag_zhesv (f07mnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dsysv (f07mac). The complex symmetric analogue of this
function is nag_zsysv (f07nnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the Hermitian matrix
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A ¼
�1:84 0:11� 0:11i �1:78� 1:18i 3:91� 1:50i
0:11þ 0:11i �4:63 �1:84þ 0:03i 2:21þ 0:21i
�1:78þ 1:18i �1:84� 0:03i �8:87 1:58� 0:90i
3:91þ 1:50i 2:21� 0:21i 1:58þ 0:90i �1:36

0B@
1CA

and

b ¼
2:98� 10:18i
�9:58þ 3:88i
�0:77� 16:05i
7:79þ 5:48i

0B@
1CA:

Details of the factorization of A are also output.

10.1 Program Text

/* nag_zhesv (f07mnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhesv (f07mnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
else

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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/* Solve the equations Ax = b for x using nag_zhesv (f07mnc). */
nag_zhesv(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhesv (f07mnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf(" Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" (%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : "");
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zhesv (f07mnc) Example Program Data
4 1 : n, nrhs
Nag_Lower : uplo

( -1.84, 0.00)
( 0.11, 0.11) ( -4.63 , 0.00)
( -1.78, 1.18) ( -1.84, -0.03) ( -8.87, 0.00)
( 3.91, 1.50) ( 2.21, -0.21) ( 1.58, 0.90) ( -1.36 , 0.00) : matrix A
( 2.98,-10.18) ( -9.58, 3.88) ( -0.77,-16.05) ( 7.79, 5.48) : vector b

10.3 Program Results

nag_zhesv (f07mnc) Example Program Results

Solution
( 2.0000, 1.0000)
( 3.0000, -2.0000)
(-1.0000, 2.0000)
( 1.0000, -1.0000)
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NAG Library Function Document

nag_zhesvx (f07mpc)

1 Purpose

nag_zhesvx (f07mpc) uses the diagonal pivoting factorization to compute the solution to a complex
system of linear equations

AX ¼ B;

where A is an n by n Hermitian matrix and X and B are n by r matrices. Error bounds on the solution
and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhesvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, const Complex a[],
Integer pda, Complex af[], Integer pdaf, Integer ipiv[],
const Complex b[], Integer pdb, Complex x[], Integer pdx, double *rcond,
double ferr[], double berr[], NagError *fail)

3 Description

nag_zhesvx (f07mpc) performs the following steps:

1. If fact ¼ Nag NotFactored, the diagonal pivoting method is used to factor A. The form of the
factorization is A ¼ UDUH if uplo ¼ Nag Upper or A ¼ LDLH if uplo ¼ Nag Lower, where U
(or L) is a product of permutation and unit upper (lower) triangular matrices, and D is Hermitian
and block diagonal with 1 by 1 and 2 by 2 diagonal blocks.

2. If some dii ¼ 0, so that D is exactly singular, then the function returns with fail:errnum ¼ i and
fail:code ¼ NE_SINGULAR. Otherwise, the factored form of A is used to estimate the condition
number of the matrix A. If the reciprocal of the condition number is less than machine precision,
fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve
for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
af and ipiv contain the factorized form of the matrix A. af and ipiv will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – Complex Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
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The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization a ¼ UDUH or a ¼ LDLH as computed by
nag_zhetrf (f07mrc).

On exit: if fact ¼ Nag NotFactored, af returns the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization a ¼ UDUH or a ¼ LDLH.

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array af.

Constraint: pdaf 	 max 1; nð Þ.

10: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains details of the interchanges and the block structure
of D, as determined by nag_zhetrf (f07mrc).

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

On exit: if fact ¼ Nag NotFactored, ipiv contains details of the interchanges and the block
structure of D, as determined by nag_zhetrf (f07mrc), as described above.

11: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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13: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

14: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

15: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

16: ferr½dim� – double Output

Note: the dimension, dim, of the array ferr must be at least max 1;nrhsð Þ.
On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

17: berr½dim� – double Output

Note: the dimension, dim, of the array berr must be at least max 1;nrhsð Þ.
On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor D is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ek k1 ¼ O �ð Þ Ak k1;

where � is the machine precision. See Chapter 11 of Higham (2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhesvx (f07mpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhesvx (f07mpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 4
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 16n2 floating-point
operations. Each step of iterative refinement involves an additional 24n2 operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 8n2 operations.

The real analogue of this function is nag_dsysvx (f07mbc). The complex symmetric analogue of this
function is nag_zsysvx (f07npc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian matrix

A ¼
�1:84 0:11� 0:11i �1:78� 1:18i 3:91� 1:50i
0:11þ 0:11i �4:63 �1:84þ 0:03i 2:21þ 0:21i
�1:78þ 1:18i �1:84� 0:03i �8:87 1:58� 0:90i
3:91þ 1:50i 2:21� 0:21i 1:58þ 0:90i �1:36

0B@
1CA

and

B ¼
2:98� 10:18i 28:68� 39:89i
�9:58þ 3:88i �24:79� 8:40i
�0:77� 16:05i 4:23� 70:02i
7:79þ 5:48i �35:39þ 18:01i

0B@
1CA:
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Error estimates for the solutions, and an estimate of the reciprocal of the condition number of the
matrix A are also output.

10.1 Program Text

/* nag_zhesvx (f07mpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;

/* Arrays */
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhesvx (f07mpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

f07 – Linear Equations (LAPACK) f07mpc

Mark 26 f07mpc.7



#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the triangular part of A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
else

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zhesvx (f07mpc). */
nag_zhesvx(order, Nag_NotFactored, uplo, n, nrhs, a, pda, af, pdaf, ipiv,

b, pdb, x, pdx, &rcond, ferr, berr, &fail);
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if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_zhesvx (f07mpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);
if (fail.code == NE_SINGULAR) {

printf("Error from nag_zhesvx (f07mpc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_zhesvx (f07mpc) Example Program Data
4 2 : n, nrhs
Nag_Upper : uplo

( -1.84, 0.00) ( 0.11, -0.11) ( -1.78, -1.18) ( 3.91, -1.50)
( -4.63 , 0.00) ( -1.84, 0.03) ( 2.21, 0.21)

( -8.87, 0.00) ( 1.58, -0.90)
( -1.36 , 0.00) : matrix A

( 2.98,-10.18) ( 28.68,-39.89)
( -9.58, 3.88) (-24.79, -8.40)
( -0.77,-16.05) ( 4.23,-70.02)
( 7.79, 5.48) (-35.39, 18.01) : matrix B
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10.3 Program Results

nag_zhesvx (f07mpc) Example Program Results

Solution(s)
1 2

1 ( 2.0000, 1.0000) (-8.0000, 6.0000)
2 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
3 (-1.0000, 2.0000) (-1.0000, 5.0000)
4 ( 1.0000,-1.0000) ( 3.0000,-4.0000)

Backward errors (machine-dependent)
5.1e-17 5.9e-17

Estimated forward error bounds (machine-dependent)
2.5e-15 3.0e-15

Estimate of reciprocal condition number
1.5e-01
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NAG Library Function Document

nag_zhetrf (f07mrc)

1 Purpose

nag_zhetrf (f07mrc) computes the Bunch–Kaufman factorization of a complex Hermitian indefinite
matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhetrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, Integer ipiv[], NagError *fail)

3 Description

nag_zhetrf (f07mrc) factorizes a complex Hermitian matrix A, using the Bunch–Kaufman diagonal
pivoting method. A is factorized either as A ¼ PUDUHPT if uplo ¼ Nag Upper or A ¼ PLDLHPT if
uplo ¼ Nag Lower, where P is a permutation matrix, U (or L) is a unit upper (or lower) triangular
matrix and D is an Hermitian block diagonal matrix with 1 by 1 and 2 by 2 diagonal blocks; U (or L)
has 2 by 2 unit diagonal blocks corresponding to the 2 by 2 blocks of D. Row and column interchanges
are performed to ensure numerical stability while keeping the matrix Hermitian.

This method is suitable for Hermitian matrices which are not known to be positive definite. If A is in
fact positive definite, no interchanges are performed and no 2 by 2 blocks occur in D.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUHPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLHPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian indefinite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of A is overwritten by details of the block diagonal matrix D
and the multipliers used to obtain the factor U or L as specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – Integer Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, and division by zero will occur if it is used to solve
a system of equations.

7 Accuracy

If uplo ¼ Nag Upper, the computed factors U and D are the exact factors of a perturbed matrix Aþ E,
where

Ej j � c nð Þ�P Uj j Dj j UH
		 		P T;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factors L and D.

8 Parallelism and Performance

nag_zhetrf (f07mrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The elements of D overwrite the corresponding elements of A; if D has 2 by 2 blocks, only the upper
or lower triangle is stored, as specified by uplo.

The unit diagonal elements of U or L and the 2 by 2 unit diagonal blocks are not stored. The remaining
elements of U or L are stored in the corresponding columns of the array a, but additional row
interchanges must be applied to recover U or L explicitly (this is seldom necessary). If ipiv½i � 1� ¼ i,
for i ¼ 1; 2; . . . ; n (as is the case when A is positive definite), then U or L is stored explicitly (except
for its unit diagonal elements which are equal to 1).
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The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zhetrf (f07mrc) may be followed by calls to the functions:

nag_zhetrs (f07msc) to solve AX ¼ B;
nag_zhecon (f07muc) to estimate the condition number of A;

nag_zhetri (f07mwc) to compute the inverse of A.

The real analogue of this function is nag_dsytrf (f07mdc).

10 Example

This example computes the Bunch–Kaufman factorization of the matrix A, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA:

10.1 Program Text

/* nag_zhetrf (f07mrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_zhetrf (f07mrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

f07 – Linear Equations (LAPACK) f07mrc

Mark 26 f07mrc.5



}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_zhetrf (f07mrc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix
*/

nag_zhetrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrf (f07mrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zhetrs (f07msc).
* Solution of complex Hermitian indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_zhetrf (f07mrc)
*/

nag_zhetrs(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrs (f07msc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zhetrf (f07mrc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
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( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
( 7.79, 5.48) (-35.39, 18.01)
(-0.77,-16.05) ( 4.23,-70.02)
(-9.58, 3.88) (-24.79, -8.40)
( 2.98,-10.18) ( 28.68,-39.89) :End of matrix B

10.3 Program Results

nag_zhetrf (f07mrc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) ( 3.0000,-4.0000)
2 (-1.0000, 2.0000) (-1.0000, 5.0000)
3 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
4 ( 2.0000, 1.0000) (-8.0000, 6.0000)
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NAG Library Function Document

nag_zhetrs (f07msc)

1 Purpose

nag_zhetrs (f07msc) solves a complex Hermitian indefinite system of linear equations with multiple
right-hand sides,

AX ¼ B;

where A has been factorized by nag_zhetrf (f07mrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhetrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Integer ipiv[],
Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zhetrs (f07msc) is used to solve a complex Hermitian indefinite system of linear equations
AX ¼ B, this function must be preceded by a call to nag_zhetrf (f07mrc) which computes the Bunch–
Kaufman factorization of A.

If uplo ¼ Nag Upper, A ¼ PUDUHP T, where P is a permutation matrix, U is an upper triangular
matrix and D is an Hermitian block diagonal matrix with 1 by 1 and 2 by 2 blocks; the solution X is
computed by solving PUDY ¼ B and then UHPTX ¼ Y .
If uplo ¼ Nag Lower, A ¼ PLDLHPT, where L is a lower triangular matrix; the solution X is
computed by solving PLDY ¼ B and then LHPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUHPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLHPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_zhetrf (f07mrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhetrf
(f07mrc).

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ�P Uj j Dj j UHj jPT;

if uplo ¼ Nag Lower, Ej j � c nð Þ�P Lj j Dj j LHj jPT,

c nð Þ is a modest linear function of n, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zherfs (f07mvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zhecon (f07muc).

8 Parallelism and Performance

nag_zhetrs (f07msc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zherfs (f07mvc) to refine the solution and return an
error estimate.

The real analogue of this function is nag_dsytrs (f07mec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA

and

B ¼
7:79þ 5:48i �35:39þ 18:01i
�0:77� 16:05i 4:23� 70:02i
�9:58þ 3:88i �24:79� 8:40i
2:98� 10:18i 28:68� 39:89i

0B@
1CA:

Here A is Hermitian indefinite and must first be factorized by nag_zhetrf (f07mrc).

10.1 Program Text

/* nag_zhetrs (f07msc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhetrs (f07msc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
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*/
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_zhetrf (f07mrc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix
*/

nag_zhetrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrf (f07mrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zhetrs (f07msc).
* Solution of complex Hermitian indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_zhetrf (f07mrc)
*/

nag_zhetrs(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrs (f07msc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zhetrs (f07msc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
( 7.79, 5.48) (-35.39, 18.01)
(-0.77,-16.05) ( 4.23,-70.02)
(-9.58, 3.88) (-24.79, -8.40)
( 2.98,-10.18) ( 28.68,-39.89) :End of matrix B

10.3 Program Results

nag_zhetrs (f07msc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) ( 3.0000,-4.0000)
2 (-1.0000, 2.0000) (-1.0000, 5.0000)
3 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
4 ( 2.0000, 1.0000) (-8.0000, 6.0000)
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NAG Library Function Document

nag_zhecon (f07muc)

1 Purpose

nag_zhecon (f07muc) estimates the condition number of a complex Hermitian indefinite matrix A,
where A has been factorized by nag_zhetrf (f07mrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhecon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex a[], Integer pda, const Integer ipiv[], double anorm,
double *rcond, NagError *fail)

3 Description

nag_zhecon (f07muc) estimates the condition number (in the 1-norm) of a complex Hermitian indefinite
matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is Hermitian, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zhe_norm (f16ucc) to compute Ak k1 and a call to
nag_zhetrf (f07mrc) to compute the Bunch–Kaufman factorization of A. The function then uses
Higham's implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUHPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLHPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_zhetrf (f07mrc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhetrf
(f07mrc).

7: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_zhe_norm (f16ucc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_zhetrf (f07mrc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zhecon (f07muc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zhecon (f07muc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
floating-point operations but takes considerably longer than a call to nag_zhetrs (f07msc) with one
right-hand side, because extra care is taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dsycon (f07mgc).
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10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA:

Here A is Hermitian indefinite and must first be factorized by nag_zhetrf (f07mrc). The true condition
number in the 1-norm is 9:10.

10.1 Program Text

/* nag_zhecon (f07muc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhecon (f07muc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR
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pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute norm of A */
/* nag_zhe_norm (f16ucc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex Hermitian matrix
*/

nag_zhe_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhe_norm (f16ucc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */

/* nag_zhetrf (f07mrc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix
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*/
nag_zhetrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrf (f07mrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zhecon (f07muc).
* Estimate condition number of complex Hermitian indefinite
* matrix, matrix already factorized by nag_zhetrf (f07mrc)
*/

nag_zhecon(order, uplo, n, a, pda, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhecon (f07muc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ipiv);
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_zhecon (f07muc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A

10.3 Program Results

nag_zhecon (f07muc) Example Program Results

Estimate of condition number = 6.68e+00
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NAG Library Function Document

nag_zherfs (f07mvc)

1 Purpose

nag_zherfs (f07mvc) returns error bounds for the solution of a complex Hermitian indefinite system of
linear equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative
refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zherfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Complex af[],
Integer pdaf, const Integer ipiv[], const Complex b[], Integer pdb,
Complex x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zherfs (f07mvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex Hermitian indefinite system of linear equations with multiple right-hand sides
AX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_zherfs (f07mvc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUHPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLHPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n original Hermitian matrix A as supplied to nag_zhetrf (f07mrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const Complex Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
On entry: details of the factorization of A, as returned by nag_zhetrf (f07mrc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array af.

Constraint: pdaf 	 max 1; nð Þ.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhetrf
(f07mrc).

10: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zhetrs (f07msc).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zherfs (f07mvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_zherfs (f07mvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
operations.

The real analogue of this function is nag_dsyrfs (f07mhc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA

and

B ¼
7:79þ 5:48i �35:39þ 18:01i
�0:77� 16:05i 4:23� 70:02i
�9:58þ 3:88i �24:79� 8:40i
2:98� 10:18i 28:68� 39:89i

0B@
1CA:

Here A is Hermitian indefinite and must first be factorized by nag_zhetrf (f07mrc).

10.1 Program Text

/* nag_zherfs (f07mvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdaf, pdb, pdx;
Integer ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
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/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zherfs (f07mvc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, Complex)) ||
!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AF and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AF */
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/* nag_zhetrf (f07mrc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix
*/

nag_zhetrf(order, uplo, n, af, pdaf, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrf (f07mrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zhetrs (f07msc).
* Solution of complex Hermitian indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_zhetrf (f07mrc)
*/

nag_zhetrs(order, uplo, n, nrhs, af, pdaf, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrs (f07msc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zherfs (f07mvc).
* Refined solution with error bounds of complex Hermitian
* indefinite system of linear equations, multiple
* right-hand sides
*/

nag_zherfs(order, uplo, n, nrhs, a, pda, af, pdaf, ipiv,
b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zherfs (f07mvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
return exit_status;

}
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10.2 Program Data

nag_zherfs (f07mvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
( 7.79, 5.48) (-35.39, 18.01)
(-0.77,-16.05) ( 4.23,-70.02)
(-9.58, 3.88) (-24.79, -8.40)
( 2.98,-10.18) ( 28.68,-39.89) :End of matrix B

10.3 Program Results

nag_zherfs (f07mvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) ( 3.0000,-4.0000)
2 (-1.0000, 2.0000) (-1.0000, 5.0000)
3 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
4 ( 2.0000, 1.0000) (-8.0000, 6.0000)

Backward errors (machine-dependent)
5.7e-17 5.8e-17

Estimated forward error bounds (machine-dependent)
2.5e-15 3.1e-15
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NAG Library Function Document

nag_zhetri (f07mwc)

1 Purpose

nag_zhetri (f07mwc) computes the inverse of a complex Hermitian indefinite matrix A, where A has
been factorized by nag_zhetrf (f07mrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhetri (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, const Integer ipiv[], NagError *fail)

3 Description

nag_zhetri (f07mwc) is used to compute the inverse of a complex Hermitian indefinite matrix A, the
function must be preceded by a call to nag_zhetrf (f07mrc), which computes the Bunch–Kaufman
factorization of A.

If uplo ¼ Nag Upper, A ¼ PUDUHPT and A�1 is computed by solving UHPTXPU ¼ D�1 for X.

If uplo ¼ Nag Lower, A ¼ PLDLHPT and A�1 is computed by solving LHPTXPL ¼ D�1 for X.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUHPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLHPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_zhetrf (f07mrc).

On exit: the factorization is overwritten by the n by n Hermitian matrix A�1.

If uplo ¼ Nag Upper, the upper triangle of A�1 is stored in the upper triangular part of the array.

If uplo ¼ Nag Lower, the lower triangle of A�1 is stored in the lower triangular part of the array.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhetrf
(f07mrc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

f07mwc NAG Library Manual

f07mwc.2 Mark 26



NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. D is singular and the inverse of A cannot be
computed.

7 Accuracy

The computed inverse X satisfies a bound of the form

if uplo ¼ Nag Upper, DUHPTXPU � Ij j � c nð Þ� Dj j UHj jPT Xj jP Uj j þ Dj j D�1
		 		� �

;

if uplo ¼ Nag Lower, DLHPTXPL� Ij j � c nð Þ� Dj j LHj jPT Xj jP Lj j þ Dj j D�1
		 		� �

,

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_zhetri (f07mwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dsytri (f07mjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA:

Here A is Hermitian indefinite and must first be factorized by nag_zhetrf (f07mrc).

10.1 Program Text

/* nag_zhetri (f07mwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhetri (f07mwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zhetrf (f07mrc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix
*/

nag_zhetrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrf (f07mrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_zhetri (f07mwc).
* Inverse of complex Hermitian indefinite matrix, matrix
* already factorized by nag_zhetrf (f07mrc)
*/

nag_zhetri(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetri (f07mwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_zhetri (f07mwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A

10.3 Program Results

nag_zhetri (f07mwc) Example Program Results

Inverse
1 2 3 4

1 ( 0.0826, 0.0000)
2 (-0.0335, 0.0440) (-0.1408, 0.0000)
3 ( 0.0603,-0.0105) ( 0.0422,-0.0222) (-0.2007,-0.0000)
4 ( 0.2391,-0.0926) ( 0.0304, 0.0203) ( 0.0982,-0.0635) ( 0.0073, 0.0000)
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NAG Library Function Document

nag_zsysv (f07nnc)

1 Purpose

nag_zsysv (f07nnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsysv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex a[], Integer pda, Integer ipiv[], Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zsysv (f07nnc) uses the diagonal pivoting method to factor A as

order uplo A
Nag_ColMajor Nag_Upper UDUT

Nag_ColMajor Nag_Lower LDLT

Nag_RowMajor Nag_Upper UTDU
Nag_RowMajor Nag_Lower LTDL

where U (or L) is a product of permutation and unit upper (lower) triangular matrices, and D is
symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The factored form of A is then
used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR, the block diagonal matrix D and the multipliers used to
obtain the factor U or L from the factorization A ¼ UDUT, A ¼ LDLT, A ¼ UTDU or
A ¼ LTDL as computed by nag_zsytrf (f07nrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – Integer Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.
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8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, so the solution could not be computed.

7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) and Chapter 11 of Higham (2002) for further
details.

nag_zsysvx (f07npc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_complex_sym_lin_solve (f04dhc)
solves Ax ¼ b and returns a forward error bound and condition estimate. nag_complex_sym_lin_solve
(f04dhc) calls nag_zsysv (f07nnc) to solve the equations.

8 Parallelism and Performance

nag_zsysv (f07nnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dsysv (f07mac). The complex Hermitian analogue of this
function is nag_zhesv (f07mnc).
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10 Example

This example solves the equations

Ax ¼ b;

where A is the complex symmetric matrix

A ¼
�0:56þ 0:12i �1:54� 2:86i 5:32� 1:59i 3:80þ 0:92i
�1:54� 2:86i �2:83� 0:03i �3:52þ 0:58i �7:86� 2:96i
5:32� 1:59i �3:52þ 0:58i 8:86þ 1:81i 5:14� 0:64i
3:80þ 0:92i �7:86� 2:96i 5:14� 0:64i �0:39� 0:71i

0B@
1CA

and

b ¼
�6:43þ 19:24i
�0:49� 1:47i
�48:18þ 66:00i
�55:64þ 41:22i

0B@
1CA:

Details of the factorization of A are also output.

10.1 Program Text

/* nag_zsysv (f07nnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsysv (f07nnc) Example Program Results\n\n");

/* Skip heading in data file */
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
else

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else
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scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_zsysv (f07nnc). */
nag_zsysv(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsysv (f07nnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf(" Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" (%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : "");
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zsysv (f07nnc) Example Program Data
4 1 : n, nrhs
Nag_Lower : uplo

( -0.56, 0.12)
( -1.54, -2.86) ( -2.83 ,-0.03)
( 5.32, -1.59) ( -3.52, 0.58) ( 8.86, 1.81)
( 3.80, 0.92) ( -7.86, -2.96) ( 5.14, -0.64) ( -0.39 ,-0.71) : matrix A
( -6.43, 19.24) ( -0.49, -1.47) (-48.18, 66.00) (-55.64, 41.22) : vector b

10.3 Program Results

nag_zsysv (f07nnc) Example Program Results

Solution
(-4.0000, 3.0000)
( 3.0000, -2.0000)
(-2.0000, 5.0000)
( 1.0000, -1.0000)
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NAG Library Function Document

nag_zsysvx (f07npc)

1 Purpose

nag_zsysvx (f07npc) uses the diagonal pivoting factorization to compute the solution to a complex
system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix and X and B are n by r matrices. Error bounds on the solution
and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsysvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, const Complex a[],
Integer pda, Complex af[], Integer pdaf, Integer ipiv[],
const Complex b[], Integer pdb, Complex x[], Integer pdx, double *rcond,
double ferr[], double berr[], NagError *fail)

3 Description

nag_zsysvx (f07npc) performs the following steps:

1. If fact ¼ Nag NotFactored, the diagonal pivoting method is used to factor A. The form of the
factorization is A ¼ UDUT if uplo ¼ Nag Upper or A ¼ LDLT if uplo ¼ Nag Lower, where U (or
L) is a product of permutation and unit upper (lower) triangular matrices, and D is symmetric and
block diagonal with 1 by 1 and 2 by 2 diagonal blocks.

2. If some dii ¼ 0, so that D is exactly singular, then the function returns with fail:errnum ¼ i and
fail:code ¼ NE_SINGULAR. Otherwise, the factored form of A is used to estimate the condition
number of the matrix A. If the reciprocal of the condition number is less than machine precision,
fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve
for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
af and ipiv contain the factorized form of the matrix A. af and ipiv will not be modified.

fact ¼ Nag NotFactored
The matrix A will be copied to af and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: af½dim� – Complex Input/Output

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
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The i; jð Þth element of the matrix is stored in

af½ j� 1ð Þ � pdaf þ i� 1� when order ¼ Nag ColMajor;
af½ i� 1ð Þ � pdaf þ j� 1� when order ¼ Nag RowMajor.

On entry: if fact ¼ Nag Factored, af contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization a ¼ UDUT or a ¼ LDLT as computed by
nag_zsytrf (f07nrc).

On exit: if fact ¼ Nag NotFactored, af returns the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization a ¼ UDUT or a ¼ LDLT.

9: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array af.

Constraint: pdaf 	 max 1; nð Þ.

10: ipiv½dim� – Integer Input/Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: if fact ¼ Nag Factored, ipiv contains details of the interchanges and the block structure
of D, as determined by nag_zsytrf (f07nrc).

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

On exit: if fact ¼ Nag NotFactored, ipiv contains details of the interchanges and the block
structure of D, as determined by nag_zsytrf (f07nrc), as described above.

11: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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13: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.

14: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

15: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

16: ferr½dim� – double Output

Note: the dimension, dim, of the array ferr must be at least max 1;nrhsð Þ.
On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

17: berr½dim� – double Output

Note: the dimension, dim, of the array berr must be at least max 1;nrhsð Þ.
On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor D is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.
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7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ek k1 ¼ O �ð Þ Ak k1;

where � is the machine precision. See Chapter 11 of Higham (2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zsysvx (f07npc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zsysvx (f07npc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 4
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 16n2 floating-point
operations. Each step of iterative refinement involves an additional 24n2 operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 8n2 operations.

The real analogue of this function is nag_dsysvx (f07mbc). The complex Hermitian analogue of this
function is nag_zhesvx (f07mpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the complex symmetric matrix

A ¼
�0:56þ 0:12i �1:54� 2:86i 5:32� 1:59i 3:80þ 0:92i
�1:54� 2:86i �2:83� 0:03i �3:52þ 0:58i �7:86� 2:96i
5:32� 1:59i �3:52þ 0:58i 8:86þ 1:81i 5:14� 0:64i
3:80þ 0:92i �7:86� 2:96i 5:14� 0:64i �0:39� 0:71i

0B@
1CA

and

B ¼
�6:43þ 19:24i �4:59� 35:53i
�0:49� 1:47i 6:95þ 20:49i
�48:18þ 66:00i �12:08� 27:02i
�55:64þ 41:22i �19:09� 35:97i

0B@
1CA:
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Error estimates for the solutions, and an estimate of the reciprocal of the condition number of the
matrix A are also output.

10.1 Program Text

/* nag_zsysvx (f07npc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pda, pdaf, pdb, pdx;

/* Arrays */
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsysvx (f07npc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32
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scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
pdaf = n;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the triangular part of A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zsysvx (f07npc). */

nag_zsysvx(order, Nag_NotFactored, uplo, n, nrhs, a, pda, af, pdaf,
ipiv, b, pdb, x, pdx, &rcond, ferr, berr, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {
printf("Error from nag_zsysvx (f07npc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
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fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n\n", rcond);

if (fail.code == NE_SINGULAR) {
printf("Error from nag_zsysvx (f07npc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zsysvx (f07npc) Example Program Data
4 2 : n, nrhs
Nag_Upper : uplo

( -0.56, 0.12) ( -1.54, -2.86) ( 5.32, -1.59) ( 3.80, 0.92)
( -2.83 ,-0.03) ( -3.52, 0.58) ( -7.86, -2.96)

( 8.86, 1.81) ( 5.14, -0.64)
( -0.39 ,-0.71) : matrix A

( -6.43, 19.24) ( -4.59,-35.53)
( -0.49, -1.47) ( 6.95, 20.49)
(-48.18, 66.00) (-12.08,-27.02)
(-55.64, 41.22) (-19.09,-35.97) : matrix B

10.3 Program Results

nag_zsysvx (f07npc) Example Program Results

Solution(s)
1 2

1 (-4.0000, 3.0000) (-1.0000, 1.0000)
2 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
3 (-2.0000, 5.0000) ( 1.0000,-3.0000)
4 ( 1.0000,-1.0000) (-2.0000,-1.0000)

Backward errors (machine-dependent)
8.1e-17 3.0e-17
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Estimated forward error bounds (machine-dependent)
1.2e-14 1.2e-14

Estimate of reciprocal condition number
4.9e-02
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NAG Library Function Document

nag_zsytrf (f07nrc)

1 Purpose

nag_zsytrf (f07nrc) computes the Bunch–Kaufman factorization of a complex symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsytrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, Integer ipiv[], NagError *fail)

3 Description

nag_zsytrf (f07nrc) factorizes a complex symmetric matrix A, using the Bunch–Kaufman diagonal
pivoting method. A is factorized as either A ¼ PUDUTPT if uplo ¼ Nag Upper or A ¼ PLDLTPT if
uplo ¼ Nag Lower, where P is a permutation matrix, U (or L) is a unit upper (or lower) triangular
matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 diagonal blocks; U (or L)
has 2 by 2 unit diagonal blocks corresponding to the 2 by 2 blocks of D. Row and column interchanges
are performed to ensure numerical stability while preserving symmetry.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric indefinite matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of A is overwritten by details of the block diagonal matrix D
and the multipliers used to obtain the factor U or L as specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – Integer Output

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, and division by zero will occur if it is used to solve
a system of equations.

7 Accuracy

If uplo ¼ Nag Upper, the computed factors U and D are the exact factors of a perturbed matrix Aþ E,
where

Ej j � c nð Þ�P Uj j Dj j UT
		 		PT;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factors L and D.

8 Parallelism and Performance

nag_zsytrf (f07nrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The elements of D overwrite the corresponding elements of A; if D has 2 by 2 blocks, only the upper
or lower triangle is stored, as specified by uplo.

The unit diagonal elements of U or L and the 2 by 2 unit diagonal blocks are not stored. The remaining
elements of U or L are stored in the corresponding columns of the array a, but additional row
interchanges must be applied to recover U or L explicitly (this is seldom necessary). If ipiv½i � 1� ¼ i,
for i ¼ 1; 2; . . . ; n, then U or L is stored explicitly (except for its unit diagonal elements which are
equal to 1).
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The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zsytrf (f07nrc) may be followed by calls to the functions:

nag_zsytrs (f07nsc) to solve AX ¼ B;
nag_zsycon (f07nuc) to estimate the condition number of A;

nag_zsytri (f07nwc) to compute the inverse of A.

The real analogue of this function is nag_dsytrf (f07mdc).

10 Example

This example computes the Bunch–Kaufman factorization of the matrix A, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
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10.1 Program Text

/* nag_zsytrf (f07nrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_zsytrf (f07nrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_zsytrf (f07nrc).
* Bunch-Kaufman factorization of complex symmetric matrix
*/

nag_zsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrf (f07nrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zsytrs (f07nsc).
* Solution of complex symmetric system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zsytrf (f07nrc)
*/

nag_zsytrs(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrs (f07nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zsytrf (f07nrc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)

f07nrc NAG Library Manual

f07nrc.6 Mark 26



( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
(-55.64, 41.22) (-19.09,-35.97)
(-48.18, 66.00) (-12.08,-27.02)
( -0.49, -1.47) ( 6.95, 20.49)
( -6.43, 19.24) ( -4.59,-35.53) :End of matrix B

10.3 Program Results

nag_zsytrf (f07nrc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-2.0000,-1.0000)
2 (-2.0000, 5.0000) ( 1.0000,-3.0000)
3 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
4 (-4.0000, 3.0000) (-1.0000, 1.0000)
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NAG Library Function Document

nag_zsytrs (f07nsc)

1 Purpose

nag_zsytrs (f07nsc) solves a complex symmetric system of linear equations with multiple right-hand
sides,

AX ¼ B;

where A has been factorized by nag_zsytrf (f07nrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsytrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Integer ipiv[],
Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zsytrs (f07nsc) is used to solve a complex symmetric system of linear equations AX ¼ B, this
function must be preceded by a call to nag_zsytrf (f07nrc) which computes the Bunch–Kaufman
factorization of A.

If uplo ¼ Nag Upper, A ¼ PUDUTPT, where P is a permutation matrix, U is an upper triangular
matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 blocks; the solution X is
computed by solving PUDY ¼ B and then UTP TX ¼ Y .
If uplo ¼ Nag Lower, A ¼ PLDLTPT, where L is a lower triangular matrix; the solution X is
computed by solving PLDY ¼ B and then LTPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_zsytrf (f07nrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsytrf
(f07nrc).

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ�P Uj j Dj j UTj jPT;

if uplo ¼ Nag Lower, Ej j � c nð Þ�P Lj j Dj j LTj jPT,

c nð Þ is a modest linear function of n, and � is the machine precision.
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If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zsyrfs (f07nvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zsycon (f07nuc).

8 Parallelism and Performance

nag_zsytrs (f07nsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zsyrfs (f07nvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dsytrs (f07mec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA

and

B ¼
�55:64þ 41:22i �19:09� 35:97i
�48:18þ 66:00i �12:08� 27:02i
�0:49� 1:47i 6:95þ 20:49i
�6:43þ 19:24i �4:59� 35:53i

0B@
1CA:

Here A is symmetric and must first be factorized by nag_zsytrf (f07nrc).

10.1 Program Text

/* nag_zsytrs (f07nsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsytrs (f07nsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
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*/
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Factorize A */
/* nag_zsytrf (f07nrc).
* Bunch-Kaufman factorization of complex symmetric matrix
*/

nag_zsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrf (f07nrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zsytrs (f07nsc).
* Solution of complex symmetric system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zsytrf (f07nrc)
*/

nag_zsytrs(order, uplo, n, nrhs, a, pda, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrs (f07nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zsytrs (f07nsc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
(-55.64, 41.22) (-19.09,-35.97)
(-48.18, 66.00) (-12.08,-27.02)
( -0.49, -1.47) ( 6.95, 20.49)
( -6.43, 19.24) ( -4.59,-35.53) :End of matrix B

10.3 Program Results

nag_zsytrs (f07nsc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-2.0000,-1.0000)
2 (-2.0000, 5.0000) ( 1.0000,-3.0000)
3 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
4 (-4.0000, 3.0000) (-1.0000, 1.0000)
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NAG Library Function Document

nag_zsycon (f07nuc)

1 Purpose

nag_zsycon (f07nuc) estimates the condition number of a complex symmetric matrix A, where A has
been factorized by nag_zsytrf (f07nrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsycon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex a[], Integer pda, const Integer ipiv[], double anorm,
double *rcond, NagError *fail)

3 Description

nag_zsycon (f07nuc) estimates the condition number (in the 1-norm) of a complex symmetric matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zsy_norm (f16ufc) to compute Ak k1 and a call to
nag_zsytrf (f07nrc) to compute the Bunch–Kaufman factorization of A. The function then uses
Higham's implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_zsytrf (f07nrc).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsytrf
(f07nrc).

7: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling nag_zsy_norm
(f16ufc) with its argument norm ¼ Nag OneNorm. anorm must be computed either before
calling nag_zsytrf (f07nrc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zsycon (f07nuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zsycon (f07nuc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
floating-point operations but takes considerably longer than a call to nag_zsytrs (f07nsc) with one right-
hand side, because extra care is taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dsycon (f07mgc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA:

Here A is symmetric and must first be factorized by nag_zsytrf (f07nrc). The true condition number in
the 1-norm is 32:92.

f07 – Linear Equations (LAPACK) f07nuc

Mark 26 f07nuc.3



10.1 Program Text

/* nag_zsycon (f07nuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsycon (f07nuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
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#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute norm of A */
/* nag_zsy_norm (f16ufc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex symmetric matrix
*/

nag_zsy_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsy_norm (f16ufc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */

/* nag_zsytrf (f07nrc).
* Bunch-Kaufman factorization of complex symmetric matrix
*/

nag_zsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrf (f07nrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zsycon (f07nuc).
* Estimate condition number of complex symmetric matrix,
* matrix already factorized by nag_zsytrf (f07nrc)
*/

nag_zsycon(order, uplo, n, a, pda, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsycon (f07nuc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ipiv);
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_zsycon (f07nuc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A

10.3 Program Results

nag_zsycon (f07nuc) Example Program Results

Estimate of condition number = 2.06e+01
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NAG Library Function Document

nag_zsyrfs (f07nvc)

1 Purpose

nag_zsyrfs (f07nvc) returns error bounds for the solution of a complex symmetric system of linear
equations with multiple right-hand sides, AX ¼ B. It improves the solution by iterative refinement, in
order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsyrfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex a[], Integer pda, const Complex af[],
Integer pdaf, const Integer ipiv[], const Complex b[], Integer pdb,
Complex x[], Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zsyrfs (f07nvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex symmetric system of linear equations with multiple right-hand sides AX ¼ B.
The function handles each right-hand side vector (stored as a column of the matrix B) independently, so
we describe the function of nag_zsyrfs (f07nvc) in terms of a single right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n original symmetric matrix A as supplied to nag_zsytrf (f07nrc).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

7: af½dim� – const Complex Input

Note: the dimension, dim, of the array af must be at least max 1; pdaf � nð Þ.
On entry: details of the factorization of A, as returned by nag_zsytrf (f07nrc).

8: pdaf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array af.

Constraint: pdaf 	 max 1; nð Þ.

9: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsytrf
(f07nrc).

10: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zsytrs (f07nsc).

On exit: the improved solution matrix X.

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdaf ¼ valueh i.
Constraint: pdaf > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdaf ¼ valueh i and n ¼ valueh i.
Constraint: pdaf 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zsyrfs (f07nvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_zsyrfs (f07nvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
operations.

The real analogue of this function is nag_dsyrfs (f07mhc).

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA

and

B ¼
�55:64þ 41:22i �19:09� 35:97i
�48:18þ 66:00i �12:08� 27:02i
�0:49� 1:47i 6:95þ 20:49i
�6:43þ 19:24i �4:59� 35:53i

0B@
1CA:

Here A is symmetric and must first be factorized by nag_zsytrf (f07nrc).

10.1 Program Text

/* nag_zsyrfs (f07nvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdaf, pdb, pdx;
Integer ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
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/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0, *af = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define AF(I, J) af[(J-1)*pdaf + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define AF(I, J) af[(I-1)*pdaf + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsyrfs (f07nvc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdaf = n;
pdb = n;
pdx = n;

#else
pda = n;
pdaf = n;
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(a = NAG_ALLOC(n * n, Complex)) ||
!(af = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AF and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A to AF and B to X */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

AF(i, j).re = A(i, j).re;
AF(i, j).im = A(i, j).im;

}
}

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AF */
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/* nag_zsytrf (f07nrc).
* Bunch-Kaufman factorization of complex symmetric matrix
*/

nag_zsytrf(order, uplo, n, af, pdaf, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrf (f07nrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zsytrs (f07nsc).
* Solution of complex symmetric system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zsytrf (f07nrc)
*/

nag_zsytrs(order, uplo, n, nrhs, af, pdaf, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrs (f07nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zsyrfs (f07nvc).
* Refined solution with error bounds of complex symmetric
* system of linear equations, multiple right-hand sides
*/

nag_zsyrfs(order, uplo, n, nrhs, a, pda, af, pdaf, ipiv,
b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zsyrfs (f07nvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ipiv);
NAG_FREE(a);
NAG_FREE(af);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
return exit_status;

}
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10.2 Program Data

nag_zsyrfs (f07nvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
(-55.64, 41.22) (-19.09,-35.97)
(-48.18, 66.00) (-12.08,-27.02)
( -0.49, -1.47) ( 6.95, 20.49)
( -6.43, 19.24) ( -4.59,-35.53) :End of matrix B

10.3 Program Results

nag_zsyrfs (f07nvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-2.0000,-1.0000)
2 (-2.0000, 5.0000) ( 1.0000,-3.0000)
3 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
4 (-4.0000, 3.0000) (-1.0000, 1.0000)

Backward errors (machine-dependent)
8.2e-17 4.9e-17

Estimated forward error bounds (machine-dependent)
1.2e-14 1.2e-14
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NAG Library Function Document

nag_zsytri (f07nwc)

1 Purpose

nag_zsytri (f07nwc) computes the inverse of a complex symmetric matrix A, where A has been
factorized by nag_zsytrf (f07nrc).

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsytri (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, const Integer ipiv[], NagError *fail)

3 Description

nag_zsytri (f07nwc) is used to compute the inverse of a complex symmetric matrix A, the function must
be preceded by a call to nag_zsytrf (f07nrc), which computes the Bunch–Kaufman factorization of A.

If uplo ¼ Nag Upper, A ¼ PUDUTPT and A�1 is computed by solving UTPTXPU ¼ D�1 for X.

If uplo ¼ Nag Lower, A ¼ PLDLTPT and A�1 is computed by solving LTPTXPL ¼ D�1 for X.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the factorization of A, as returned by nag_zsytrf (f07nrc).

On exit: the factorization is overwritten by the n by n symmetric matrix A�1.

If uplo ¼ Nag Upper, the upper triangle of A�1 is stored in the upper triangular part of the array.

If uplo ¼ Nag Lower, the lower triangle of A�1 is stored in the lower triangular part of the array.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array a.

Constraint: pda 	 max 1; nð Þ.

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsytrf
(f07nrc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. D is singular and the inverse of A cannot be
computed.

7 Accuracy

The computed inverse X satisfies a bound of the form

if uplo ¼ Nag Upper, DUTPTXPU � Ij j � c nð Þ� Dj j UTj jPT Xj jP Uj j þ Dj j D�1
		 		� �

;

if uplo ¼ Nag Lower, DLTPTXPL� Ij j � c nð Þ� Dj j LTj jPT Xj jP Lj j þ Dj j D�1
		 		� �

,

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_zsytri (f07nwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dsytri (f07mjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA:

Here A is symmetric and must first be factorized by nag_zsytrf (f07nrc).

10.1 Program Text

/* nag_zsytri (f07nwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsytri (f07nwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {
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for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zsytrf (f07nrc).
* Bunch-Kaufman factorization of complex symmetric matrix
*/

nag_zsytrf(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytrf (f07nrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_zsytri (f07nwc).
* Inverse of complex symmetric matrix, matrix already
* factorized by nag_zsytrf (f07nrc)
*/

nag_zsytri(order, uplo, n, a, pda, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsytri (f07nwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_zsytri (f07nwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A

10.3 Program Results

nag_zsytri (f07nwc) Example Program Results

Inverse
1 2 3 4

1 (-0.1562,-0.1014)
2 ( 0.0400, 0.1527) ( 0.0946,-0.1475)
3 ( 0.0550, 0.0845) (-0.0326,-0.1370) (-0.1320,-0.0102)
4 ( 0.2162,-0.0742) (-0.0995,-0.0461) (-0.1793, 0.1183) (-0.2269, 0.2383)
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NAG Library Function Document

nag_dspsv (f07pac)

1 Purpose

nag_dspsv (f07pac) computes the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix stored in packed format and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dspsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, double ap[], Integer ipiv[], double b[], Integer pdb,
NagError *fail)

3 Description

nag_dspsv (f07pac) uses the diagonal pivoting method to factor A as A ¼ UDUT if uplo ¼ Nag Upper
or A ¼ LDLT if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower)
triangular matrices, D is symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the block diagonal matrix D and the multipliers used to obtain the factor U or L from
the factorization A ¼ UDUT or A ¼ LDLT as computed by nag_dsptrf (f07pdc), stored as a
packed triangular matrix in the same storage format as A.

6: ipiv½n� – Integer Output

On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.
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8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, so the solution could not be computed.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) and Chapter 11 of Higham (2002) for further
details.

nag_dspsvx (f07pbc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_real_sym_packed_lin_solve
(f04bjc) solves AX ¼ B and returns a forward error bound and condition estimate. nag_real_sym_pack
ed_lin_solve (f04bjc) calls nag_dspsv (f07pac) to solve the equations.

8 Parallelism and Performance

nag_dspsv (f07pac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 þ 2n2r , where r is the number of
right-hand sides.

The complex analogues of nag_dspsv (f07pac) are nag_zhpsv (f07pnc) for Hermitian matrices, and
nag_zspsv (f07qnc) for symmetric matrices.

10 Example

This example solves the equations

Ax ¼ b;

where A is the symmetric matrix

A ¼
�1:81 2:06 0:63 �1:15
2:06 1:15 1:87 4:20
0:63 1:87 �0:21 3:87
�1:15 4:20 3:87 2:07

0B@
1CA and b ¼

0:96
6:07
8:38
9:50

0B@
1CA:

Details of the factorization of A are also output.
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10.1 Program Text

/* nag_dspsv (f07pac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
double *ap = 0, *b = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspsv (f07pac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif

else
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= i; ++j)

scanf_s("%lf", &A_LOWER(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_dspsv (f07pac). */
nag_dspsv(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspsv (f07pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf(" Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
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printf(" %10.4f%s", B(i, j), j % 7 == 0 ? "\n" : "");
printf("\n");

}

END:
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_dspsv (f07pac) Example Program Data
4 1 : n, nrhs
Nag_Lower : uplo

-1.81
2.06 1.15
0.63 1.87 -0.21

-1.15 4.20 3.87 2.07 : matrix A
0.96 6.07 8.38 9.50 : vector b

10.3 Program Results

nag_dspsv (f07pac) Example Program Results

Solution
-5.0000
-2.0000
1.0000
4.0000

f07 – Linear Equations (LAPACK) f07pac

Mark 26 f07pac.7 (last)





NAG Library Function Document

nag_dspsvx (f07pbc)

1 Purpose

nag_dspsvx (f07pbc) uses the diagonal pivoting factorization

A ¼ UDUT or A ¼ LDLT

to compute the solution to a real system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix stored in packed format and X and B are n by r matrices. Error
bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dspsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, const double ap[],
double afp[], Integer ipiv[], const double b[], Integer pdb, double x[],
Integer pdx, double *rcond, double ferr[], double berr[],
NagError *fail)

3 Description

nag_dspsvx (f07pbc) performs the following steps:

1. If fact ¼ Nag NotFactored, the diagonal pivoting method is used to factor A as A ¼ UDUT if
uplo ¼ Nag Upper or A ¼ LDLT if uplo ¼ Nag Lower, where U (or L) is a product of
permutation and unit upper (lower) triangular matrices and D is symmetric and block diagonal with
1 by 1 and 2 by 2 diagonal blocks.

2. If some dii ¼ 0, so that D is exactly singular, then the function returns with fail:errnum ¼ i and
fail:code ¼ NE_SINGULAR. Otherwise, the factored form of A is used to estimate the condition
number of the matrix A. If the reciprocal of the condition number is less than machine precision,
fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve
for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
afp and ipiv contain the factorized form of the matrix A. afp and ipiv will not be
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afp and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: afp½dim� – double Input/Output

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
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On entry: if fact ¼ Nag Factored, afp contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed
by nag_dsptrf (f07pdc), stored as a packed triangular matrix in the same storage format as A.

On exit: if fact ¼ Nag NotFactored, afp contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed
by nag_dsptrf (f07pdc), stored as a packed triangular matrix in the same storage format as A.

8: ipiv½n� – Integer Input/Output

On entry: if fact ¼ Nag Factored, ipiv contains details of the interchanges and the block structure
of D, as determined by nag_dsptrf (f07pdc).

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

On exit: if fact ¼ Nag NotFactored, ipiv contains details of the interchanges and the block
structure of D, as determined by nag_dsptrf (f07pdc), as described above.

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.
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12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

14: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

15: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor D is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ek k1 ¼ O �ð Þ Ak k1;

where � is the machine precision. See Chapter 11 of Higham (2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dspsvx (f07pbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_dspsvx (f07pbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 1
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 2n2 operations.

The complex analogues of this function are nag_zhpsvx (f07ppc) for Hermitian matrices, and
nag_zspsvx (f07qpc) for symmetric matrices.

10 Example

This example solves the equations

AX ¼ B;

where A is the symmetric matrix

A ¼
�1:81 2:06 0:63 �1:15
2:06 1:15 1:87 4:20
0:63 1:87 �0:21 3:87
�1:15 4:20 3:87 2:07

0B@
1CA and B ¼

0:96 3:93
6:07 19:25
8:38 9:90
9:50 27:85

0B@
1CA:

Error estimates for the solutions, and an estimate of the reciprocal of the condition number of the
matrix A are also output.

10.1 Program Text

/* nag_dspsvx (f07pbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
double *afp = 0, *ap = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspsvx (f07pbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);
#endif

if (n < 0 || nrhs < 0) {
printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(afp = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
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#ifdef _WIN32
for (j = i; j <= n; ++j)

scanf_s("%lf", &A_UPPER(i, j));
#else

for (j = i; j <= n; ++j)
scanf("%lf", &A_UPPER(i, j));

#endif
else if (uplo == Nag_Lower)

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &A_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &A_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= nrhs; ++j)

scanf_s("%lf", &B(i, j));
#else

for (j = 1; j <= nrhs; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_dspsvx (f07pbc). */
nag_dspsvx(order, Nag_NotFactored, uplo, n, nrhs, ap, afp, ipiv, b, pdb,

x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_dspsvx (f07pbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n", rcond);
if (fail.code == NE_SINGULAR) {

printf("Error from nag_dspsvx (f07pbc).\n%s\n", fail.message);
exit_status = 1;

}
END:
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NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
NAG_FREE(ipiv);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_dspsvx (f07pbc) Example Program Data
4 2 : n, nrhs
Nag_Upper : uplo

-1.81 2.06 0.63 -1.15
1.15 1.87 4.20

-0.21 3.87
2.07 : matrix A

0.96 3.93
6.07 19.25
8.38 9.90
9.50 27.85 : matrix B

10.3 Program Results

nag_dspsvx (f07pbc) Example Program Results

Solution(s)
1 2

1 -5.0000 2.0000
2 -2.0000 3.0000
3 1.0000 4.0000
4 4.0000 1.0000

Backward errors (machine-dependent)
1.4e-16 1.0e-16

Estimated forward error bounds (machine-dependent)
2.5e-14 3.2e-14

Estimate of reciprocal condition number
1.3e-02
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NAG Library Function Document

nag_dsptrf (f07pdc)

1 Purpose

nag_dsptrf (f07pdc) computes the Bunch–Kaufman factorization of a real symmetric indefinite matrix,
using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsptrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
double ap[], Integer ipiv[], NagError *fail)

3 Description

nag_dsptrf (f07pdc) factorizes a real symmetric matrix A, using the Bunch–Kaufman diagonal pivoting
method and packed storage. A is factorized as either A ¼ PUDUTPT if uplo ¼ Nag Upper or
A ¼ PLDLTPT if uplo ¼ Nag Lower, where P is a permutation matrix, U (or L) is a unit upper (or
lower) triangular matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 diagonal
blocks; U (or L) has 2 by 2 unit diagonal blocks corresponding to the 2 by 2 blocks of D. Row and
column interchanges are performed to ensure numerical stability while preserving symmetry.

This method is suitable for symmetric matrices which are not known to be positive definite. If A is in
fact positive definite, no interchanges are performed and no 2 by 2 blocks occur in D.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: A is overwritten by details of the block diagonal matrix D and the multipliers used to
obtain the factor U or L as specified by uplo.

5: ipiv½n� – Integer Output

On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, and division by zero will occur if it is used to solve
a system of equations.

7 Accuracy

If uplo ¼ Nag Upper, the computed factors U and D are the exact factors of a perturbed matrix Aþ E,
where

Ej j � c nð Þ�P Uj j Dj j UT
		 		PT;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factors L and D.

8 Parallelism and Performance

nag_dsptrf (f07pdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The elements of D overwrite the corresponding elements of A; if D has 2 by 2 blocks, only the upper
or lower triangle is stored, as specified by uplo.

The unit diagonal elements of U or L and the 2 by 2 unit diagonal blocks are not stored. The remaining
elements of U or L overwrite elements in the corresponding columns of A, but additional row
interchanges must be applied to recover U or L explicitly (this is seldom necessary). If ipiv½i � 1� ¼ i,
for i ¼ 1; 2; . . . ; n (as is the case when A is positive definite), then U or L are stored explicitly in
packed form (except for their unit diagonal elements which are equal to 1).

The total number of floating-point operations is approximately 1
3n

3 .

A call to nag_dsptrf (f07pdc) may be followed by calls to the functions:

nag_dsptrs (f07pec) to solve AX ¼ B;
nag_dspcon (f07pgc) to estimate the condition number of A;

nag_dsptri (f07pjc) to compute the inverse of A.

The complex analogues of this function are nag_zhptrf (f07prc) for Hermitian matrices and nag_zsptrf
(f07qrc) for symmetric matrices.
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10 Example

This example computes the Bunch–Kaufman factorization of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_dsptrf (f07pdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
double *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsptrf (f07pdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
ap_len = n * (n + 1) / 2;

#ifdef NAG_COLUMN_MAJOR
pdb = n;

#else
pdb = nrhs;

#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(ipiv = NAG_ALLOC(n, Integer)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dsptrf (f07pdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix, packed storage
*/

nag_dsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrf (f07pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dsptrs (f07pec).
* Solution of real symmetric indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_dsptrf (f07pdc), packed storage
*/

nag_dsptrs(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrs (f07pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(ipiv);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dsptrf (f07pdc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
-9.50 27.85
-8.38 9.90
-6.07 19.25
-0.96 3.93 :End of matrix B
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10.3 Program Results

nag_dsptrf (f07pdc) Example Program Results

Solution(s)
1 2

1 -4.0000 1.0000
2 -1.0000 4.0000
3 2.0000 3.0000
4 5.0000 2.0000
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NAG Library Function Document

nag_dsptrs (f07pec)

1 Purpose

nag_dsptrs (f07pec) solves a real symmetric indefinite system of linear equations with multiple right-
hand sides,

AX ¼ B;

where A has been factorized by nag_dsptrf (f07pdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsptrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double ap[], const Integer ipiv[], double b[],
Integer pdb, NagError *fail)

3 Description

nag_dsptrs (f07pec) is used to solve a real symmetric indefinite system of linear equations AX ¼ B, the
function must be preceded by a call to nag_dsptrf (f07pdc) which computes the Bunch–Kaufman
factorization of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ PUDUTPT, where P is a permutation matrix, U is an upper triangular
matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 blocks; the solution X is
computed by solving PUDY ¼ B and then UTP TX ¼ Y .
If uplo ¼ Nag Lower, A ¼ PLDLTPT, where L is a lower triangular matrix; the solution X is
computed by solving PLDY ¼ B and then LTPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_dsptrf (f07pdc).

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsptrf
(f07pdc).

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ�P Uj j Dj j UTj jPT;

if uplo ¼ Nag Lower, Ej j � c nð Þ�P Lj j Dj j LTj jPT,

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dsprfs (f07phc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_dspcon (f07pgc).
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8 Parallelism and Performance

nag_dsptrs (f07pec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n2r.

This function may be followed by a call to nag_dsprfs (f07phc) to refine the solution and return an error
estimate.

The complex analogues of this function are nag_zhptrs (f07psc) for Hermitian matrices and nag_zsptrs
(f07qsc) for symmetric matrices.

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA and B ¼

�9:50 27:85
�8:38 9:90
�6:07 19:25
�0:96 3:93

0B@
1CA:

Here A is symmetric indefinite, stored in packed form, and must first be factorized by nag_dsptrf
(f07pdc).

10.1 Program Text

/* nag_dsptrs (f07pec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
double *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;
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#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsptrs (f07pec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(ipiv = NAG_ALLOC(n, Integer)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
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else {
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_LOWER(i, j));
#else

scanf("%lf", &A_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_dsptrf (f07pdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix, packed storage
*/

nag_dsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrf (f07pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_dsptrs (f07pec).
* Solution of real symmetric indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_dsptrf (f07pdc), packed storage
*/

nag_dsptrs(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrs (f07pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(ipiv);
NAG_FREE(b);
return exit_status;

}
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10.2 Program Data

nag_dsptrs (f07pec) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
-9.50 27.85
-8.38 9.90
-6.07 19.25
-0.96 3.93 :End of matrix B

10.3 Program Results

nag_dsptrs (f07pec) Example Program Results

Solution(s)
1 2

1 -4.0000 1.0000
2 -1.0000 4.0000
3 2.0000 3.0000
4 5.0000 2.0000
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NAG Library Function Document

nag_dspcon (f07pgc)

1 Purpose

nag_dspcon (f07pgc) estimates the condition number of a real symmetric indefinite matrix A, where A
has been factorized by nag_dsptrf (f07pdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dspcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double ap[], const Integer ipiv[], double anorm, double *rcond,
NagError *fail)

3 Description

nag_dspcon (f07pgc) estimates the condition number (in the 1-norm) of a real symmetric indefinite
matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_dsp_norm (f16rdc) to compute Ak k1 and a call to
nag_dsptrf (f07pdc) to compute the Bunch–Kaufman factorization of A. The function then uses
Higham's implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_dsptrf (f07pdc).

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsptrf
(f07pdc).

6: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_dsp_norm (f16rdc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_dsptrf (f07pdc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dspcon (f07pgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dspcon (f07pgc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 floating-point operations but takes considerably longer than a call to nag_dsptrs (f07pec) with one
right-hand side, because extra care is taken to avoid overflow when A is approximately singular.

The complex analogues of this function are nag_zhpcon (f07puc) for Hermitian matrices and
nag_zspcon (f07quc) for symmetric matrices.

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

Here A is symmetric indefinite, stored in packed form, and must first be factorized by nag_dsptrf
(f07pdc). The true condition number in the 1-norm is 75:68.

10.1 Program Text

/* nag_dspcon (f07pgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
double *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspcon (f07pgc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(ap = NAG_ALLOC(ap_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else
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scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute norm of A */
/* nag_dsp_norm (f16rdc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, real symmetric matrix, packed storage
*/

nag_dsp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsp_norm (f16rdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_dsptrf (f07pdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix, packed storage
*/

nag_dsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrf (f07pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_dspcon (f07pgc).
* Estimate condition number of real symmetric indefinite
* matrix, matrix already factorized by nag_dsptrf (f07pdc),
* packed storage
*/

nag_dspcon(order, uplo, n, ap, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspcon (f07pgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ipiv);
NAG_FREE(ap);
return exit_status;

}
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10.2 Program Data

nag_dspcon (f07pgc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A

10.3 Program Results

nag_dspcon (f07pgc) Example Program Results

Estimate of condition number = 7.57e+01
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NAG Library Function Document

nag_dsprfs (f07phc)

1 Purpose

nag_dsprfs (f07phc) returns error bounds for the solution of a real symmetric indefinite system of linear
equations with multiple right-hand sides, AX ¼ B, using packed storage. It improves the solution by
iterative refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsprfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const double ap[], const double afp[],
const Integer ipiv[], const double b[], Integer pdb, double x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dsprfs (f07phc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real symmetric indefinite system of linear equations with multiple right-hand sides
AX ¼ B, using packed storage. The function handles each right-hand side vector (stored as a column of
the matrix B) independently, so we describe the function of nag_dsprfs (f07phc) in terms of a single
right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n original symmetric matrix A as supplied to nag_dsptrf (f07pdc).

6: afp½dim� – const double Input

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_dsptrf (f07pdc).

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsptrf
(f07pdc).

8: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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10: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dsptrs (f07pec).

On exit: the improved solution matrix X.

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

12: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

13: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dsprfs (f07phc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsprfs (f07phc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 4n2 floating-point
operations. Each step of iterative refinement involves an additional 6n2 operations. At most five steps of
iterative refinement are performed, but usually only 1 or 2 steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves approximately
2n2 operations.

The complex analogues of this function are nag_zhprfs (f07pvc) for Hermitian matrices and nag_zsprfs
(f07qvc) for symmetric matrices.
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10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA and B ¼

�9:50 27:85
�8:38 9:90
�6:07 19:25
�0:96 3:93

0B@
1CA:

Here A is symmetric indefinite, stored in packed form, and must first be factorized by nag_dsptrf
(f07pdc).

10.1 Program Text

/* nag_dsprfs (f07phc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, ap_len, afp_len, pdb, pdx, ferr_len, berr_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
double *afp = 0, *ap = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsprfs (f07phc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
afp_len = n * (n + 1) / 2;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(afp = NAG_ALLOC(ap_len, double)) ||
!(ap = NAG_ALLOC(afp_len, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy A to AFP and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
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for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n * (n + 1) / 2; ++i)
afp[i - 1] = ap[i - 1];

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

X(i, j) = B(i, j);
}
/* Factorize A in the array AFP */
/* nag_dsptrf (f07pdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix, packed storage
*/

nag_dsptrf(order, uplo, n, afp, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrf (f07pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_dsptrs (f07pec).
* Solution of real symmetric indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_dsptrf (f07pdc), packed storage
*/

nag_dsptrs(order, uplo, n, nrhs, afp, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrs (f07pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dsprfs (f07phc).
* Refined solution with error bounds of real symmetric
* indefinite system of linear equations, multiple
* right-hand sides, packed storage
*/

nag_dsprfs(order, uplo, n, nrhs, ap, afp, ipiv, b, pdb,
x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsprfs (f07phc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)
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printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ipiv);
NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dsprfs (f07phc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
-9.50 27.85
-8.38 9.90
-6.07 19.25
-0.96 3.93 :End of matrix B

10.3 Program Results

nag_dsprfs (f07phc) Example Program Results

Solution(s)
1 2

1 -4.0000 1.0000
2 -1.0000 4.0000
3 2.0000 3.0000
4 5.0000 2.0000

Backward errors (machine-dependent)
5.7e-17 1.0e-16

Estimated forward error bounds (machine-dependent)
2.3e-14 3.4e-14
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NAG Library Function Document

nag_dsptri (f07pjc)

1 Purpose

nag_dsptri (f07pjc) computes the inverse of a real symmetric indefinite matrix A, where A has been
factorized by nag_dsptrf (f07pdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dsptri (Nag_OrderType order, Nag_UploType uplo, Integer n,
double ap[], const Integer ipiv[], NagError *fail)

3 Description

nag_dsptri (f07pjc) is used to compute the inverse of a real symmetric indefinite matrix A, the function
must be preceded by a call to nag_dsptrf (f07pdc), which computes the Bunch–Kaufman factorization
of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ PUDUTPT and A�1 is computed by solving UTPTXPU ¼ D�1.

If uplo ¼ Nag Lower, A ¼ PLDLTPT and A�1 is computed by solving LTPTXPL ¼ D�1.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_dsptrf (f07pdc).

On exit: the factorization is overwritten by the n by n matrix A�1.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_dsptrf
(f07pdc).

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. D is singular and the inverse of A cannot be
computed.
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7 Accuracy

The computed inverse X satisfies a bound of the form

if uplo ¼ Nag Upper, DUTPTXPU � Ij j � c nð Þ� Dj j UTj jPT Xj jP Uj j þ Dj j D�1
		 		� �

;

if uplo ¼ Nag Lower, DLTPTXPL� Ij j � c nð Þ� Dj j LTj jPT Xj jP Lj j þ Dj j D�1
		 		� �

,

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_dsptri (f07pjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 .

The complex analogues of this function are nag_zhptri (f07pwc) for Hermitian matrices and nag_zsptri
(f07qwc) for symmetric matrices.

10 Example

This example computes the inverse of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

Here A is symmetric indefinite, stored in packed form, and must first be factorized by nag_dsptrf
(f07pdc).

10.1 Program Text

/* nag_dsptri (f07pjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
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Integer *ipiv = 0;
char nag_enum_arg[40];
double *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsptri (f07pjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
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else {
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_LOWER(i, j));
#else

scanf("%lf", &A_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_dsptrf (f07pdc).
* Bunch-Kaufman factorization of real symmetric indefinite
* matrix, packed storage
*/

nag_dsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrf (f07pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_dsptri (f07pjc).
* Inverse of real symmetric indefinite matrix, matrix
* already factorized by nag_dsptrf (f07pdc), packed storage
*/

nag_dsptri(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptri (f07pjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(ap);
return exit_status;

}

10.2 Program Data

nag_dsptri (f07pjc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
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10.3 Program Results

nag_dsptri (f07pjc) Example Program Results

Inverse
1 2 3 4

1 0.7485
2 0.5221 -0.1605
3 -1.0058 -0.3131 1.3501
4 -1.4386 -0.7440 2.0667 2.4547
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NAG Library Function Document

nag_zhpsv (f07pnc)

1 Purpose

nag_zhpsv (f07pnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian matrix stored in packed format and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhpsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex ap[], Integer ipiv[], Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zhpsv (f07pnc) uses the diagonal pivoting method to factor A as A ¼ UDUH if uplo ¼ Nag Upper
or A ¼ LDLH if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower)
triangular matrices, D is Hermitian and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the block diagonal matrix D and the multipliers used to obtain the factor U or L from
the factorization A ¼ UDUH or A ¼ LDLH as computed by nag_zhptrf (f07prc), stored as a
packed triangular matrix in the same storage format as A.

6: ipiv½n� – Integer Output

On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.
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8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, so the solution could not be computed.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) and Chapter 11 of Higham (2002) for further
details.

nag_zhpsvx (f07ppc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_herm_packed_lin_solve (f04cjc)
solves AX ¼ B and returns a forward error bound and condition estimate. nag_herm_packed_lin_solve
(f04cjc) calls nag_zhpsv (f07pnc) to solve the equations.

8 Parallelism and Performance

nag_zhpsv (f07pnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dspsv (f07pac). The complex symmetric analogue of this
function is nag_zspsv (f07qnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the Hermitian matrix

A ¼
�1:84 0:11� 0:11i �1:78� 1:18i 3:91� 1:50i
0:11þ 0:11i �4:63 �1:84þ 0:03i 2:21þ 0:21i
�1:78þ 1:18i �1:84� 0:03i �8:87 1:58� 0:90i
3:91þ 1:50i 2:21� 0:21i 1:58þ 0:90i �1:36

0B@
1CA

and

b ¼
2:98� 10:18i
�9:58þ 3:88i
�0:77� 16:05i
7:79þ 5:48i

0B@
1CA:

Details of the factorization of A are also output.
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10.1 Program Text

/* nag_zhpsv (f07pnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
Complex *ap = 0, *b = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpsv (f07pnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).

f07 – Linear Equations (LAPACK) f07pnc

Mark 26 f07pnc.5



* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
else if (uplo == Nag_Lower)

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using nag_zhpsv (f07pnc). */
nag_zhpsv(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpsv (f07pnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf(" Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" (%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : "");
printf("\n");

}
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END:
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_zhpsv (f07pnc) Example Program Data
4 1 : n, nrhs
Nag_Lower : uplo

( -1.84, 0.00)
( 0.11, 0.11) ( -4.63, 0.00)
( -1.78, 1.18) ( -1.84, -0.03) ( -8.87, 0.00)
( 3.91, 1.50) ( 2.21, -0.21) ( 1.58, 0.90) ( -1.36 , 0.00) : matrix A
( 2.98,-10.18) ( -9.58, 3.88) ( -0.77,-16.05) ( 7.79, 5.48) : vector b

10.3 Program Results

nag_zhpsv (f07pnc) Example Program Results

Solution
( 2.0000, 1.0000)
( 3.0000, -2.0000)
(-1.0000, 2.0000)
( 1.0000, -1.0000)
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NAG Library Function Document

nag_zhpsvx (f07ppc)

1 Purpose

nag_zhpsvx (f07ppc) uses the diagonal pivoting factorization

A ¼ UDUH or A ¼ LDLH

to compute the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n Hermitian matrix stored in packed format and X and B are n by r matrices. Error
bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhpsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, const Complex ap[],
Complex afp[], Integer ipiv[], const Complex b[], Integer pdb,
Complex x[], Integer pdx, double *rcond, double ferr[], double berr[],
NagError *fail)

3 Description

nag_zhpsvx (f07ppc) performs the following steps:

1. If fact ¼ Nag NotFactored, the diagonal pivoting method is used to factor A as A ¼ UDUH if
uplo ¼ Nag Upper or A ¼ LDLH if uplo ¼ Nag Lower, where U (or L) is a product of
permutation and unit upper (lower) triangular matrices and D is Hermitian and block diagonal with
1 by 1 and 2 by 2 diagonal blocks.

2. If some dii ¼ 0, so that D is exactly singular, then the function returns with fail:errnum ¼ i and
fail:code ¼ NE_SINGULAR. Otherwise, the factored form of A is used to estimate the condition
number of the matrix A. If the reciprocal of the condition number is less than machine precision,
fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve
for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
afp and ipiv contain the factorized form of the matrix A. afp and ipiv will not be
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afp and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: afp½dim� – Complex Input/Output

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
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On entry: if fact ¼ Nag Factored, afp contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization A ¼ UDUH or A ¼ LDLH as computed
by nag_zhptrf (f07prc), stored as a packed triangular matrix in the same storage format as A.

On exit: if fact ¼ Nag NotFactored, afp contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization A ¼ UDUH or A ¼ LDLH as computed
by nag_zhptrf (f07prc), stored as a packed triangular matrix in the same storage format as A.

8: ipiv½n� – Integer Input/Output

On entry: if fact ¼ Nag Factored, ipiv contains details of the interchanges and the block structure
of D, as determined by nag_zhptrf (f07prc).

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

On exit: if fact ¼ Nag NotFactored, ipiv contains details of the interchanges and the block
structure of D, as determined by nag_zhptrf (f07prc), as described above.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.
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12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

14: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

15: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor D is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ek k1 ¼ O �ð Þ Ak k1;

where � is the machine precision. See Chapter 11 of Higham (2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhpsvx (f07ppc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.
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nag_zhpsvx (f07ppc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 4
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 16n2 floating-point
operations. Each step of iterative refinement involves an additional 24n2 operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 8n2 operations.

The real analogue of this function is nag_dspsvx (f07pbc). The complex symmetric analogue of this
function is nag_zspsvx (f07qpc).

10 Example

This example solves the equations

AX ¼ B;

where A is the Hermitian matrix

A ¼
�1:84 0:11� 0:11i �1:78� 1:18i 3:91� 1:50i
0:11þ 0:11i �4:63 �1:84þ 0:03i 2:21þ 0:21i
�1:78þ 1:18i �1:84� 0:03i �8:87 1:58� 0:90i
3:91þ 1:50i 2:21� 0:21i 1:58þ 0:90i �1:36

0B@
1CA

and

B ¼
2:98� 10:18i 28:68� 39:89i
�9:58þ 3:88i �24:79� 8:40i
�0:77� 16:05i 4:23� 70:02i
7:79þ 5:48i �35:39þ 18:01i

0B@
1CA:

Error estimates for the solutions, and an estimate of the reciprocal of the condition number of the
matrix A are also output.

10.1 Program Text

/* nag_zhpsvx (f07ppc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
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double rcond;
Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
Complex *afp = 0, *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpsvx (f07ppc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(afp = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
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pdx = n;
#else

pdb = nrhs;
pdx = nrhs;

#endif

/* Read the triangular part of the matrix A from data file */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
else if (uplo == Nag_Lower)

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zhpsvx (f07ppc). */
nag_zhpsvx(order, Nag_NotFactored, uplo, n, nrhs, ap, afp, ipiv, b, pdb, x,

pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_zhpsvx (f07ppc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimated forward error bounds (machine-dependent)\n");
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for (j = 0; j < nrhs; ++j)
printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n", rcond);
if (fail.code == NE_SINGULAR) {

printf("Error from nag_zhpsvx (f07ppc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_zhpsvx (f07ppc) Example Program Data
4 2 : n, nrhs
Nag_Upper

( -1.84, 0.00) ( 0.11, -0.11) ( -1.78, -1.18) ( 3.91, -1.50)
( -4.63 , 0.00) ( -1.84, 0.03) ( 2.21, 0.21)

( -8.87, 0.00) ( 1.58, -0.90)
( -1.36 , 0.00) : matrix A

( 2.98,-10.18) ( 28.68,-39.89)
( -9.58, 3.88) (-24.79, -8.40)
( -0.77,-16.05) ( 4.23,-70.02)
( 7.79, 5.48) (-35.39, 18.01) : matrix B

10.3 Program Results

nag_zhpsvx (f07ppc) Example Program Results

Solution(s)
1 2

1 ( 2.0000, 1.0000) (-8.0000, 6.0000)
2 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
3 (-1.0000, 2.0000) (-1.0000, 5.0000)
4 ( 1.0000,-1.0000) ( 3.0000,-4.0000)

Backward errors (machine-dependent)
5.1e-17 5.9e-17

Estimated forward error bounds (machine-dependent)
2.5e-15 3.0e-15

Estimate of reciprocal condition number
1.5e-01
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NAG Library Function Document

nag_zhptrf (f07prc)

1 Purpose

nag_zhptrf (f07prc) computes the Bunch–Kaufman factorization of a complex Hermitian indefinite
matrix, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhptrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], Integer ipiv[], NagError *fail)

3 Description

nag_zhptrf (f07prc) factorizes a complex Hermitian matrix A, using the Bunch–Kaufman diagonal
pivoting method and packed storage. A is factorized as either A ¼ PUDUHPT if uplo ¼ Nag Upper or
A ¼ PLDLHPT if uplo ¼ Nag Lower, where P is a permutation matrix, U (or L) is a unit upper (or
lower) triangular matrix and D is an Hermitian block diagonal matrix with 1 by 1 and 2 by 2 diagonal
blocks; U (or L) has 2 by 2 unit diagonal blocks corresponding to the 2 by 2 blocks of D. Row and
column interchanges are performed to ensure numerical stability while keeping the matrix Hermitian.

This method is suitable for Hermitian matrices which are not known to be positive definite. If A is in
fact positive definite, no interchanges are performed and no 2 by 2 blocks occur in D.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUHPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLHPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: A is overwritten by details of the block diagonal matrix D and the multipliers used to
obtain the factor U or L as specified by uplo.

5: ipiv½n� – Integer Output

On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, and division by zero will occur if it is used to solve
a system of equations.

7 Accuracy

If uplo ¼ Nag Upper, the computed factors U and D are the exact factors of a perturbed matrix Aþ E,
where

Ej j � c nð Þ�P Uj j Dj j UH
		 		P T;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factors L and D.

8 Parallelism and Performance

nag_zhptrf (f07prc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The elements of D overwrite the corresponding elements of A; if D has 2 by 2 blocks, only the upper
or lower triangle is stored, as specified by uplo.

The unit diagonal elements of U or L and the 2 by 2 unit diagonal blocks are not stored. The remaining
elements of U and L are stored in the corresponding columns of the array ap, but additional row
interchanges must be applied to recover U or L explicitly (this is seldom necessary). If ipiv½i � 1� ¼ i,
for i ¼ 1; 2; . . . ; n (as is the case when A is positive definite), then U or L are stored explicitly in
packed form (except for their unit diagonal elements which are equal to 1).

The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zhptrf (f07prc) may be followed by calls to the functions:

nag_zhptrs (f07psc) to solve AX ¼ B;
nag_zhpcon (f07puc) to estimate the condition number of A;

nag_zhptri (f07pwc) to compute the inverse of A.

The real analogue of this function is nag_dsptrf (f07pdc).
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10 Example

This example computes the Bunch–Kaufman factorization of the matrix A, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_zhptrf (f07prc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhptrf (f07prc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zhptrf (f07prc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix, packed storage
*/

nag_zhptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrf (f07prc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zhptrs (f07psc).
* Solution of complex Hermitian indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_zhptrf (f07prc), packed storage
*/

nag_zhptrs(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrs (f07psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(ap);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zhptrf (f07prc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
( 7.79, 5.48) (-35.39, 18.01)
(-0.77,-16.05) ( 4.23,-70.02)
(-9.58, 3.88) (-24.79, -8.40)
( 2.98,-10.18) ( 28.68,-39.89) :End of matrix B
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10.3 Program Results

nag_zhptrf (f07prc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) ( 3.0000,-4.0000)
2 (-1.0000, 2.0000) (-1.0000, 5.0000)
3 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
4 ( 2.0000, 1.0000) (-8.0000, 6.0000)
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NAG Library Function Document

nag_zhptrs (f07psc)

1 Purpose

nag_zhptrs (f07psc) solves a complex Hermitian indefinite system of linear equations with multiple
right-hand sides,

AX ¼ B;

where A has been factorized by nag_zhptrf (f07prc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhptrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex ap[], const Integer ipiv[], Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zhptrs (f07psc) is used to solve a complex Hermitian indefinite system of linear equations
AX ¼ B, the function must be preceded by a call to nag_zhptrf (f07prc) which computes the Bunch–
Kaufman factorization of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ PUDUHP T, where P is a permutation matrix, U is an upper triangular
matrix and D is an Hermitian block diagonal matrix with 1 by 1 and 2 by 2 blocks; the solution X is
computed by solving PUDY ¼ B and then UHPTX ¼ Y .
If uplo ¼ Nag Lower, A ¼ PLDLHPT, where L is a lower triangular matrix; the solution X is
computed by solving PLDY ¼ B and then LHPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUHPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLHPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zhptrf (f07prc).

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhptrf
(f07prc).

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ�P Uj j Dj j UHj jPT;

if uplo ¼ Nag Lower, Ej j � c nð Þ�P Lj j Dj j LHj jPT,

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zhprfs (f07pvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zhpcon (f07puc).
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8 Parallelism and Performance

nag_zhptrs (f07psc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zhprfs (f07pvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dsptrs (f07pec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA

and

B ¼
7:79þ 5:48i �35:39þ 18:01i
�0:77� 16:05i 4:23� 70:02i
�9:58þ 3:88i �24:79� 8:40i
2:98� 10:18i 28:68� 39:89i

0B@
1CA:

Here A is Hermitian indefinite, stored in packed form, and must first be factorized by nag_zhptrf
(f07prc).

10.1 Program Text

/* nag_zhptrs (f07psc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
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Complex *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhptrs (f07psc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zhptrf (f07prc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix, packed storage
*/

nag_zhptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrf (f07prc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zhptrs (f07psc).
* Solution of complex Hermitian indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_zhptrf (f07prc), packed storage
*/

nag_zhptrs(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrs (f07psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}

END:
NAG_FREE(ipiv);
NAG_FREE(ap);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zhptrs (f07psc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
( 7.79, 5.48) (-35.39, 18.01)
(-0.77,-16.05) ( 4.23,-70.02)
(-9.58, 3.88) (-24.79, -8.40)
( 2.98,-10.18) ( 28.68,-39.89) :End of matrix B

10.3 Program Results

nag_zhptrs (f07psc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) ( 3.0000,-4.0000)
2 (-1.0000, 2.0000) (-1.0000, 5.0000)
3 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
4 ( 2.0000, 1.0000) (-8.0000, 6.0000)
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NAG Library Function Document

nag_zhpcon (f07puc)

1 Purpose

nag_zhpcon (f07puc) estimates the condition number of a complex Hermitian indefinite matrix A,
where A has been factorized by nag_zhptrf (f07prc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhpcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex ap[], const Integer ipiv[], double anorm, double *rcond,
NagError *fail)

3 Description

nag_zhpcon (f07puc) estimates the condition number (in the 1-norm) of a complex Hermitian indefinite
matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is Hermitian, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zhp_norm (f16udc) to compute Ak k1 and a call to
nag_zhptrf (f07prc) to compute the Bunch–Kaufman factorization of A. The function then uses
Higham's implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUHPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLHPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zhptrf (f07prc).

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhptrf
(f07prc).

6: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling
nag_zhp_norm (f16udc) with its argument norm ¼ Nag OneNorm. anorm must be computed
either before calling nag_zhptrf (f07prc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zhpcon (f07puc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zhpcon (f07puc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
floating-point operations but takes considerably longer than a call to nag_zhptrs (f07psc) with one right-
hand side, because extra care is taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dspcon (f07pgc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA:

Here A is Hermitian indefinite, stored in packed form, and must first be factorized by nag_zhptrf
(f07prc). The true condition number in the 1-norm is 9:10.

10.1 Program Text

/* nag_zhpcon (f07puc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpcon (f07puc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute norm of A */
/* nag_zhp_norm (f16udc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex Hermitian matrix, packed storage
*/

nag_zhp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhp_norm (f16udc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_zhptrf (f07prc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix, packed storage
*/

nag_zhptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrf (f07prc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zhpcon (f07puc).
* Estimate condition number of complex Hermitian indefinite
* matrix, matrix already factorized by nag_zhptrf (f07prc),
* packed storage
*/

nag_zhpcon(order, uplo, n, ap, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpcon (f07puc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ipiv);
NAG_FREE(ap);
return exit_status;

}
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10.2 Program Data

nag_zhpcon (f07puc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A

10.3 Program Results

nag_zhpcon (f07puc) Example Program Results

Estimate of condition number = 6.68e+00
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NAG Library Function Document

nag_zhprfs (f07pvc)

1 Purpose

nag_zhprfs (f07pvc) returns error bounds for the solution of a complex Hermitian indefinite system of
linear equations with multiple right-hand sides, AX ¼ B, using packed storage. It improves the solution
by iterative refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhprfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex ap[], const Complex afp[],
const Integer ipiv[], const Complex b[], Integer pdb, Complex x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zhprfs (f07pvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex Hermitian indefinite system of linear equations with multiple right-hand sides
AX ¼ B, using packed storage. The function handles each right-hand side vector (stored as a column of
the matrix B) independently, so we describe the function of nag_zhprfs (f07pvc) in terms of a single
right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUHPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLHPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n original Hermitian matrix A as supplied to nag_zhptrf (f07prc).

6: afp½dim� – const Complex Input

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zhptrf (f07prc).

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhptrf
(f07prc).

8: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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10: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zhptrs (f07psc).

On exit: the improved solution matrix X.

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

12: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

13: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

f07 – Linear Equations (LAPACK) f07pvc

Mark 26 f07pvc.3



NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zhprfs (f07pvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhprfs (f07pvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only 1 or 2 steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
operations.

The real analogue of this function is nag_dsprfs (f07phc).

f07pvc NAG Library Manual

f07pvc.4 Mark 26



10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA

and

B ¼
7:79þ 5:48i �35:39þ 18:01i
�0:77� 16:05i 4:23� 70:02i
�9:58þ 3:88i �24:79� 8:40i
2:98� 10:18i 28:68� 39:89i

0B@
1CA:

Here A is Hermitian indefinite, stored in packed form, and must first be factorized by nag_zhptrf
(f07prc).

10.1 Program Text

/* nag_zhprfs (f07pvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, ap_len, afp_len;
Integer berr_len, ferr_len, pdb, pdx;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *afp = 0, *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_zhprfs (f07pvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
afp_len = n * (n + 1) / 2;
berr_len = nrhs;
ferr_len = nrhs;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(afp = NAG_ALLOC(afp_len, Complex)) ||
!(ap = NAG_ALLOC(ap_len, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file, and copy A to AFP and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n * (n + 1) / 2; ++i) {
afp[i - 1].re = ap[i - 1].re;
afp[i - 1].im = ap[i - 1].im;

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AFP */
/* nag_zhptrf (f07prc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix, packed storage
*/

nag_zhptrf(order, uplo, n, afp, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrf (f07prc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zhptrs (f07psc).
* Solution of complex Hermitian indefinite system of linear
* equations, multiple right-hand sides, matrix already
* factorized by nag_zhptrf (f07prc), packed storage
*/

nag_zhptrs(order, uplo, n, nrhs, afp, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrs (f07psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zhprfs (f07pvc).
* Refined solution with error bounds of complex Hermitian
* indefinite system of linear equations, multiple
* right-hand sides, packed storage
*/

nag_zhprfs(order, uplo, n, nrhs, ap, afp, ipiv, b, pdb,
x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhprfs (f07pvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
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* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ipiv);
NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
return exit_status;

}

10.2 Program Data

nag_zhprfs (f07pvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
( 7.79, 5.48) (-35.39, 18.01)
(-0.77,-16.05) ( 4.23,-70.02)
(-9.58, 3.88) (-24.79, -8.40)
( 2.98,-10.18) ( 28.68,-39.89) :End of matrix B

10.3 Program Results

nag_zhprfs (f07pvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) ( 3.0000,-4.0000)
2 (-1.0000, 2.0000) (-1.0000, 5.0000)
3 ( 3.0000,-2.0000) ( 7.0000,-2.0000)
4 ( 2.0000, 1.0000) (-8.0000, 6.0000)

Backward errors (machine-dependent)
5.7e-17 5.8e-17

Estimated forward error bounds (machine-dependent)
2.5e-15 3.1e-15
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NAG Library Function Document

nag_zhptri (f07pwc)

1 Purpose

nag_zhptri (f07pwc) computes the inverse of a complex Hermitian indefinite matrix A, where A has
been factorized by nag_zhptrf (f07prc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zhptri (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], const Integer ipiv[], NagError *fail)

3 Description

nag_zhptri (f07pwc) is used to compute the inverse of a complex Hermitian indefinite matrix A, the
function must be preceded by a call to nag_zhptrf (f07prc), which computes the Bunch–Kaufman
factorization of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ PUDUHPT and A�1 is computed by solving UHPTXPU ¼ D�1 for X.

If uplo ¼ Nag Lower, A ¼ PLDLHPT and A�1 is computed by solving LHPTXPL ¼ D�1 for X.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUHPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLHPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zhptrf (f07prc).

On exit: the factorization is overwritten by the n by n matrix A�1.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zhptrf
(f07prc).

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. D is singular and the inverse of A cannot be
computed.
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7 Accuracy

The computed inverse X satisfies a bound of the form

if uplo ¼ Nag Upper, DUTPTXPU � Ij j � c nð Þ� Dj j UTj jPT Xj jP Uj j þ Dj j D�1
		 		� �

;

if uplo ¼ Nag Lower, DLTPTXPL� Ij j � c nð Þ� Dj j LTj jPT Xj jP Lj j þ Dj j D�1
		 		� �

,

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_zhptri (f07pwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dsptri (f07pjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
�1:36þ 0:00i 1:58þ 0:90i 2:21� 0:21i 3:91þ 1:50i
1:58� 0:90i �8:87þ 0:00i �1:84� 0:03i �1:78þ 1:18i
2:21þ 0:21i �1:84þ 0:03i �4:63þ 0:00i 0:11þ 0:11i
3:91� 1:50i �1:78� 1:18i 0:11� 0:11i �1:84þ 0:00i

0B@
1CA:

Here A is Hermitian indefinite, stored in packed form, and must first be factorized by nag_zhptrf
(f07prc).

10.1 Program Text

/* nag_zhptri (f07pwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
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char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhptri (f07pwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
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for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zhptrf (f07prc).
* Bunch-Kaufman factorization of complex Hermitian
* indefinite matrix, packed storage
*/

nag_zhptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrf (f07prc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_zhptri (f07pwc).
* Inverse of complex Hermitian indefinite matrix, matrix
* already factorized by nag_zhptrf (f07prc), packed storage
*/

nag_zhptri(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptri (f07pwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_zhptri (f07pwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-1.36, 0.00)
( 1.58,-0.90) (-8.87, 0.00)
( 2.21, 0.21) (-1.84, 0.03) (-4.63, 0.00)
( 3.91,-1.50) (-1.78,-1.18) ( 0.11,-0.11) (-1.84, 0.00) :End of matrix A
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10.3 Program Results

nag_zhptri (f07pwc) Example Program Results

Inverse
1 2 3 4

1 ( 0.0826, 0.0000)
2 (-0.0335, 0.0440) (-0.1408, 0.0000)
3 ( 0.0603,-0.0105) ( 0.0422,-0.0222) (-0.2007,-0.0000)
4 ( 0.2391,-0.0926) ( 0.0304, 0.0203) ( 0.0982,-0.0635) ( 0.0073, 0.0000)
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NAG Library Function Document

nag_zspsv (f07qnc)

1 Purpose

nag_zspsv (f07qnc) computes the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix stored in packed format and X and B are n by r matrices.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zspsv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, Complex ap[], Integer ipiv[], Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zspsv (f07qnc) uses the diagonal pivoting method to factor A as A ¼ UDUT if uplo ¼ Nag Upper
or A ¼ LDLT if uplo ¼ Nag Lower, where U (or L) is a product of permutation and unit upper (lower)
triangular matrices, D is symmetric and block diagonal with 1 by 1 and 2 by 2 diagonal blocks. The
factored form of A is then used to solve the system of equations AX ¼ B.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the block diagonal matrix D and the multipliers used to obtain the factor U or L from
the factorization A ¼ UDUT or A ¼ LDLT as computed by nag_zsptrf (f07qrc), stored as a
packed triangular matrix in the same storage format as A.

6: ipiv½n� – Integer Output

On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: if fail:code ¼ NE_NOERROR, the n by r solution matrix X.
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8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, so the solution could not be computed.
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7 Accuracy

The computed solution for a single right-hand side, x̂, satisfies an equation of the form

Aþ Eð Þx̂ ¼ b;

where

Ek k1 ¼ O �ð Þ Ak k1
and � is the machine precision. An approximate error bound for the computed solution is given by

x̂� xk k1
xk k1

� � Að Þ Ek k1
Ak k1

;

where � Að Þ ¼ A�1
�� ��

1
Ak k1, the condition number of A with respect to the solution of the linear

equations. See Section 4.4 of Anderson et al. (1999) and Chapter 11 of Higham (2002) for further
details.

nag_zspsvx (f07qpc) is a comprehensive LAPACK driver that returns forward and backward error
bounds and an estimate of the condition number. Alternatively, nag_complex_sym_packed_lin_solve
(f04djc) solves AX ¼ B and returns a forward error bound and condition estimate. nag_complex_
sym_packed_lin_solve (f04djc) calls nag_zspsv (f07qnc) to solve the equations.

8 Parallelism and Performance

nag_zspsv (f07qnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 þ 8n2r , where r is the number of
right-hand sides.

The real analogue of this function is nag_dspsv (f07pac). The complex Hermitian analogue of this
function is nag_zhpsv (f07pnc).

10 Example

This example solves the equations

Ax ¼ b;

where A is the complex symmetric matrix

A ¼
�0:56þ 0:12i �1:54� 2:86i 5:32� 1:59i 3:80þ 0:92i
�1:54� 2:86i �2:83� 0:03i �3:52þ 0:58i �7:86� 2:96i
5:32� 1:59i �3:52þ 0:58i 8:86þ 1:81i 5:14� 0:64i
3:80þ 0:92i �7:86� 2:96i 5:14� 0:64i �0:39� 0:71i

0B@
1CA

and

b ¼
�6:43þ 19:24i
�0:49� 1:47i
�48:18þ 66:00i
�55:64þ 41:22i

0B@
1CA:

Details of the factorization of A are also output.
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10.1 Program Text

/* nag_zspsv (f07qnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, nrhs, pdb;

/* Arrays */
Complex *ap = 0, *b = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zspsv (f07qnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) || !(ipiv = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Read the triangular part of the matrix A from data file. */
if (uplo == Nag_Upper)

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
else if (uplo == Nag_Lower)

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read b from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations Ax = b for x using
* nag_zspsv (f07qnc).
*/

nag_zspsv(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zspsv (f07qnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf(" Solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" (%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : "");
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printf("\n");
}

END:
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(ipiv);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_zspsv (f07qnc) Example Program Data
4 1 : n, nrhs
Nag_Lower : uplo

( -0.56, 0.12)
( -1.54, -2.86) ( -2.83 ,-0.03)
( 5.32, -1.59) ( -3.52, 0.58) ( 8.86, 1.81)
( 3.80, 0.92) ( -7.86, -2.96) ( 5.14, -0.64) ( -0.39 ,-0.71) : matrix A
( -6.43, 19.24) ( -0.49, -1.47) (-48.18, 66.00) (-55.64, 41.22) : vector b

10.3 Program Results

nag_zspsv (f07qnc) Example Program Results

Solution
(-4.0000, 3.0000)
( 3.0000, -2.0000)
(-2.0000, 5.0000)
( 1.0000, -1.0000)
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NAG Library Function Document

nag_zspsvx (f07qpc)

1 Purpose

nag_zspsvx (f07qpc) uses the diagonal pivoting factorization

A ¼ UDUT or A ¼ LDLT

to compute the solution to a complex system of linear equations

AX ¼ B;

where A is an n by n symmetric matrix stored in packed format and X and B are n by r matrices. Error
bounds on the solution and a condition estimate are also provided.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zspsvx (Nag_OrderType order, Nag_FactoredFormType fact,
Nag_UploType uplo, Integer n, Integer nrhs, const Complex ap[],
Complex afp[], Integer ipiv[], const Complex b[], Integer pdb,
Complex x[], Integer pdx, double *rcond, double ferr[], double berr[],
NagError *fail)

3 Description

nag_zspsvx (f07qpc) performs the following steps:

1. If fact ¼ Nag NotFactored, the diagonal pivoting method is used to factor A as A ¼ UDUT if
uplo ¼ Nag Upper or A ¼ LDLT if uplo ¼ Nag Lower, where U (or L) is a product of
permutation and unit upper (lower) triangular matrices and D is symmetric and block diagonal with
1 by 1 and 2 by 2 diagonal blocks.

2. If some dii ¼ 0, so that D is exactly singular, then the function returns with fail:errnum ¼ i and
fail:code ¼ NE_SINGULAR. Otherwise, the factored form of A is used to estimate the condition
number of the matrix A. If the reciprocal of the condition number is less than machine precision,
fail:code ¼ NE_SINGULAR_WP is returned as a warning, but the function still goes on to solve
for X and compute error bounds as described below.

3. The system of equations is solved for X using the factored form of A.

4. Iterative refinement is applied to improve the computed solution matrix and to calculate error
bounds and backward error estimates for it.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (2002) Accuracy and Stability of Numerical Algorithms (2nd Edition) SIAM, Philadelphia
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: fact – Nag_FactoredFormType Input

On entry: specifies whether or not the factorized form of the matrix A has been supplied.

fact ¼ Nag Factored
afp and ipiv contain the factorized form of the matrix A. afp and ipiv will not be
modified.

fact ¼ Nag NotFactored
The matrix A will be copied to afp and factorized.

Constraint: fact ¼ Nag Factored or Nag NotFactored.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangle of A is stored.

If uplo ¼ Nag Lower, the lower triangle of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the number of linear equations, i.e., the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrix B.

Constraint: nrhs 	 0.

6: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

7: afp½dim� – Complex Input/Output

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
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On entry: if fact ¼ Nag Factored, afp contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed
by nag_zsptrf (f07qrc), stored as a packed triangular matrix in the same storage format as A.

On exit: if fact ¼ Nag NotFactored, afp contains the block diagonal matrix D and the multipliers
used to obtain the factor U or L from the factorization A ¼ UDUT or A ¼ LDLT as computed
by nag_zsptrf (f07qrc), stored as a packed triangular matrix in the same storage format as A.

8: ipiv½n� – Integer Input/Output

On entry: if fact ¼ Nag Factored, ipiv contains details of the interchanges and the block structure
of D, as determined by nag_zsptrf (f07qrc).

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

On exit: if fact ¼ Nag NotFactored, ipiv contains details of the interchanges and the block
structure of D, as determined by nag_zsptrf (f07qrc), as described above.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, the n by r solution matrix X.
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12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: rcond – double * Output

On exit: the estimate of the reciprocal condition number of the matrix A. If rcond ¼ 0:0, the
matrix may be exactly singular. This condition is indicated by fail:code ¼ NE_SINGULAR.
Otherwise, if rcond is less than the machine precision, the matrix is singular to working
precision. This condition is indicated by fail:code ¼ NE_SINGULAR_WP.

14: ferr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the forward error
bound for each computed solution vector, such that x̂j � xj

�� ��
1= xj
�� ��

1 � ferr½j� 1� where x̂j is
the jth column of the computed solution returned in the array x and xj is the corresponding
column of the exact solution X. The estimate is as reliable as the estimate for rcond, and is
almost always a slight overestimate of the true error.

15: berr½nrhs� – double Output

On exit: if fail:code ¼ NE_NOERROR or NE_SINGULAR_WP, an estimate of the component-
wise relative backward error of each computed solution vector x̂j (i.e., the smallest relative
change in any element of A or B that makes x̂j an exact solution).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
factor D is exactly singular, so the solution and error bounds could not be computed.
rcond ¼ 0:0 is returned.

NE_SINGULAR_WP

D is nonsingular, but rcond is less than machine precision, meaning that the matrix is singular
to working precision. Nevertheless, the solution and error bounds are computed because there are
a number of situations where the computed solution can be more accurate than the value of
rcond would suggest.

7 Accuracy

For each right-hand side vector b, the computed solution x̂ is the exact solution of a perturbed system of
equations Aþ Eð Þx̂ ¼ b, where

Ek k1 ¼ O �ð Þ Ak k1;

where � is the machine precision. See Chapter 11 of Higham (2002) for further details.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
x̂k k1

� wc cond A; x̂; bð Þ

where cond A; x̂; bð Þ ¼ A�1
		 		 Aj j x̂j j þ bj jð Þ
�� ��

1= x̂k k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. If x̂ is the
jth column of X, then wc is returned in berr½j� 1� and a bound on x� x̂k k1= x̂k k1 is returned in
ferr½j� 1�. See Section 4.4 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zspsvx (f07qpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_zspsvx (f07qpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The factorization of A requires approximately 4
3n

3 floating-point operations.

For each right-hand side, computation of the backward error involves a minimum of 16n2 floating-point
operations. Each step of iterative refinement involves an additional 24n2 operations. At most five steps
of iterative refinement are performed, but usually only one or two steps are required. Estimating the
forward error involves solving a number of systems of equations of the form Ax ¼ b; the number is
usually 4 or 5 and never more than 11. Each solution involves approximately 8n2 operations.

The real analogue of this function is nag_dspsvx (f07pbc). The complex Hermitian analogue of this
function is nag_zhpsvx (f07ppc).

10 Example

This example solves the equations

AX ¼ B;

where A is the complex symmetric matrix

A ¼
�0:56þ 0:12i �1:54� 2:86i 5:32� 1:59i 3:80þ 0:92i
�1:54� 2:86i �2:83� 0:03i �3:52þ 0:58i �7:86� 2:96i
5:32� 1:59i �3:52þ 0:58i 8:86þ 1:81i 5:14� 0:64i
3:80þ 0:92i �7:86� 2:96i 5:14� 0:64i �0:39� 0:71i

0B@
1CA

and

B ¼
�6:43þ 19:24i �4:59� 35:53i
�0:49� 1:47i 6:95þ 20:49i
�48:18þ 66:00i �12:08� 27:02i
�55:64þ 41:22i �19:09� 35:97i

0B@
1CA:

Error estimates for the solutions, and an estimate of the reciprocal of the condition number of the
matrix A are also output.

10.1 Program Text

/* nag_zspsvx (f07qpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>

int main(void)
{

/* Scalars */
double rcond;
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Integer exit_status = 0, i, j, n, nrhs, pdb, pdx;

/* Arrays */
Complex *afp = 0, *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
Integer *ipiv = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zspsvx (f07qpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &nrhs);

#endif
if (n < 0 || nrhs < 0) {

printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(afp = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
!(ferr = NAG_ALLOC(nrhs, double)) || !(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdb = n;
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pdx = n;
#else

pdb = nrhs;
pdx = nrhs;

#endif

/* Read the triangular part of the matrix A from data file */

if (uplo == Nag_Upper)
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

else if (uplo == Nag_Lower)
for (i = 1; i <= n; ++i)

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the equations AX = B for X using nag_zspsvx (f07qpc). */
nag_zspsvx(order, Nag_NotFactored, uplo, n, nrhs, ap, afp, ipiv, b,

pdb, x, pdx, &rcond, ferr, berr, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_SINGULAR) {

printf("Error from nag_zspsvx (f07qpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution using nag_gen_complx_mat_print_comp (x04dbc). */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print error bounds and condition number */
printf("\nBackward errors (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", berr[j], j % 7 == 6 ? "\n" : " ");
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printf("\n\nEstimated forward error bounds (machine-dependent)\n");
for (j = 0; j < nrhs; ++j)

printf("%11.1e%s", ferr[j], j % 7 == 6 ? "\n" : " ");

printf("\n\nEstimate of reciprocal condition number\n%11.1e\n", rcond);

if (fail.code == NE_SINGULAR) {
printf("Error from nag_zspsvx (f07qpc).\n%s\n", fail.message);
exit_status = 1;

}
END:

NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ipiv);

return exit_status;
}

#undef A_UPPER
#undef A_LOWER
#undef B

10.2 Program Data

nag_zspsvx (f07qpc) Example Program Data
4 2 : n, nrhs
Nag_Upper : uplo

( -0.56, 0.12) ( -1.54, -2.86) ( 5.32, -1.59) ( 3.80, 0.92)
( -2.83 ,-0.03) ( -3.52, 0.58) ( -7.86, -2.96)

( 8.86, 1.81) ( 5.14, -0.64)
( -0.39 ,-0.71) : matrix A

( -6.43, 19.24) ( -4.59,-35.53)
( -0.49, -1.47) ( 6.95, 20.49)
(-48.18, 66.00) (-12.08,-27.02)
(-55.64, 41.22) (-19.09,-35.97) : matrix B

10.3 Program Results

nag_zspsvx (f07qpc) Example Program Results

Solution(s)
1 2

1 (-4.0000, 3.0000) (-1.0000, 1.0000)
2 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
3 (-2.0000, 5.0000) ( 1.0000,-3.0000)
4 ( 1.0000,-1.0000) (-2.0000,-1.0000)

Backward errors (machine-dependent)
8.1e-17 3.0e-17

Estimated forward error bounds (machine-dependent)
1.2e-14 1.2e-14

Estimate of reciprocal condition number
4.9e-02
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NAG Library Function Document

nag_zsptrf (f07qrc)

1 Purpose

nag_zsptrf (f07qrc) computes the Bunch–Kaufman factorization of a complex symmetric matrix, using
packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsptrf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], Integer ipiv[], NagError *fail)

3 Description

nag_zsptrf (f07qrc) factorizes a complex symmetric matrix A, using the Bunch–Kaufman diagonal
pivoting method and packed storage. A is factorized as either A ¼ PUDUTPT if uplo ¼ Nag Upper or
A ¼ PLDLTPT if uplo ¼ Nag Lower, where P is a permutation matrix, U (or L) is a unit upper (or
lower) triangular matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 diagonal
blocks; U (or L) has 2 by 2 unit diagonal blocks corresponding to the 2 by 2 blocks of D. Row and
column interchanges are performed to ensure numerical stability while preserving symmetry.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: A is overwritten by details of the block diagonal matrix D and the multipliers used to
obtain the factor U or L as specified by uplo.

5: ipiv½n� – Integer Output

On exit: details of the interchanges and the block structure of D. More precisely,

if ipiv½i� 1� ¼ k > 0, dii is a 1 by 1 pivot block and the ith row and column of A were
interchanged with the kth row and column;

if uplo ¼ Nag Upper and ipiv½i� 2� ¼ ipiv½i� 1� ¼ �l < 0, di�1;i�1 �di;i�1
�di;i�1 dii

� �
is a 2 by

2 pivot block and the i� 1ð Þth row and column of A were interchanged with the lth row
and column;

if uplo ¼ Nag Lower and ipiv½i� 1� ¼ ipiv½i� ¼ �m < 0, dii diþ1;i
diþ1;i diþ1;iþ1

� �
is a 2 by 2

pivot block and the iþ 1ð Þth row and column of A were interchanged with the mth row
and column.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. The factorization has been completed, but the
block diagonal matrix D is exactly singular, and division by zero will occur if it is used to solve
a system of equations.

7 Accuracy

If uplo ¼ Nag Upper, the computed factors U and D are the exact factors of a perturbed matrix Aþ E,
where

Ej j � c nð Þ�P Uj j Dj j UT
		 		PT;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factors L and D.

8 Parallelism and Performance

nag_zsptrf (f07qrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The elements of D overwrite the corresponding elements of A; if D has 2 by 2 blocks, only the upper
or lower triangle is stored, as specified by uplo.

The unit diagonal elements of U or L and the 2 by 2 unit diagonal blocks are not stored. The remaining
elements of U or L overwrite elements in the corresponding columns of A, but additional row
interchanges must be applied to recover U or L explicitly (this is seldom necessary). If ipiv½i � 1� ¼ i,
for i ¼ 1; 2; . . . ; n, then U or L are stored explicitly in packed form (except for their unit diagonal
elements which are equal to 1).

The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zsptrf (f07qrc) may be followed by calls to the functions:

nag_zsptrs (f07qsc) to solve AX ¼ B;
nag_zspcon (f07quc) to estimate the condition number of A;

nag_zsptri (f07qwc) to compute the inverse of A.

The real analogue of this function is nag_dsptrf (f07pdc).
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10 Example

This example computes the Bunch–Kaufman factorization of the matrix A, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_zsptrf (f07qrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsptrf (f07qrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zsptrf (f07qrc).
* Bunch-Kaufman factorization of complex symmetric matrix,
* packed storage
*/

nag_zsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrf (f07qrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zsptrs (f07qsc).
* Solution of complex symmetric system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zsptrf (f07qrc), packed storage
*/

nag_zsptrs(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrs (f07qsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(ap);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zsptrf (f07qrc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
(-55.64, 41.22) (-19.09,-35.97)
(-48.18, 66.00) (-12.08,-27.02)
( -0.49, -1.47) ( 6.95, 20.49)
( -6.43, 19.24) ( -4.59,-35.53) :End of matrix B
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10.3 Program Results

nag_zsptrf (f07qrc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-2.0000,-1.0000)
2 (-2.0000, 5.0000) ( 1.0000,-3.0000)
3 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
4 (-4.0000, 3.0000) (-1.0000, 1.0000)
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NAG Library Function Document

nag_zsptrs (f07qsc)

1 Purpose

nag_zsptrs (f07qsc) solves a complex symmetric system of linear equations with multiple right-hand
sides,

AX ¼ B;

where A has been factorized by nag_zsptrf (f07qrc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsptrs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex ap[], const Integer ipiv[], Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_zsptrs (f07qsc) is used to solve a complex symmetric system of linear equations AX ¼ B, the
function must be preceded by a call to nag_zsptrf (f07qrc) which computes the Bunch–Kaufman
factorization of A, using packed storage.

If uplo ¼ Nag Upper, A ¼ PUDUTPT, where P is a permutation matrix, U is an upper triangular
matrix and D is a symmetric block diagonal matrix with 1 by 1 and 2 by 2 blocks; the solution X is
computed by solving PUDY ¼ B and then UTP TX ¼ Y .
If uplo ¼ Nag Lower, A ¼ PLDLTPT, where L is a lower triangular matrix; the solution X is
computed by solving PLDY ¼ B and then LTPTX ¼ Y .

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.
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uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zsptrf (f07qrc).

6: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsptrf
(f07qrc).

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ�P Uj j Dj j UTj jPT;

if uplo ¼ Nag Lower, Ej j � c nð Þ�P Lj j Dj j LTj jPT,

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_zsprfs (f07qvc), and an estimate
for �1 Að Þ ( ¼ �1 Að Þ) can be obtained by calling nag_zspcon (f07quc).
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8 Parallelism and Performance

nag_zsptrs (f07qsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

This function may be followed by a call to nag_zsprfs (f07qvc) to refine the solution and return an error
estimate.

The real analogue of this function is nag_dsptrs (f07pec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA

and

B ¼
�55:64þ 41:22i �19:09� 35:97i
�48:18þ 66:00i �12:08� 27:02i
�0:49� 1:47i 6:95þ 20:49i
�6:43þ 19:24i �4:59� 35:53i

0B@
1CA:

Here A is symmetric, stored in packed form, and must first be factorized by nag_zsptrf (f07qrc).

10.1 Program Text

/* nag_zsptrs (f07qsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pdb;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *ap = 0, *b = 0;
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#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsptrs (f07qsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= n; ++i)

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Factorize A */
/* nag_zsptrf (f07qrc).
* Bunch-Kaufman factorization of complex symmetric matrix,
* packed storage
*/

nag_zsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrf (f07qrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution */
/* nag_zsptrs (f07qsc).
* Solution of complex symmetric system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zsptrf (f07qrc), packed storage
*/

nag_zsptrs(order, uplo, n, nrhs, ap, ipiv, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrs (f07qsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:
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NAG_FREE(ipiv);
NAG_FREE(ap);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zsptrs (f07qsc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
(-55.64, 41.22) (-19.09,-35.97)
(-48.18, 66.00) (-12.08,-27.02)
( -0.49, -1.47) ( 6.95, 20.49)
( -6.43, 19.24) ( -4.59,-35.53) :End of matrix B

10.3 Program Results

nag_zsptrs (f07qsc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-2.0000,-1.0000)
2 (-2.0000, 5.0000) ( 1.0000,-3.0000)
3 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
4 (-4.0000, 3.0000) (-1.0000, 1.0000)
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NAG Library Function Document

nag_zspcon (f07quc)

1 Purpose

nag_zspcon (f07quc) estimates the condition number of a complex symmetric matrix A, where A has
been factorized by nag_zsptrf (f07qrc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zspcon (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex ap[], const Integer ipiv[], double anorm, double *rcond,
NagError *fail)

3 Description

nag_zspcon (f07quc) estimates the condition number (in the 1-norm) of a complex symmetric matrix A:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
:

Since A is symmetric, �1 Að Þ ¼ �1 Að Þ ¼ Ak k1 A�1
�� ��

1.

Because �1 Að Þ is infinite if A is singular, the function actually returns an estimate of the reciprocal of
�1 Að Þ.
The function should be preceded by a call to nag_zsp_norm (f16ugc) to compute Ak k1 and a call to
nag_zsptrf (f07qrc) to compute the Bunch–Kaufman factorization of A. The function then uses
Higham's implementation of Hager's method (see Higham (1988)) to estimate A�1

�� ��
1
.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zsptrf (f07qrc).

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsptrf
(f07qrc).

6: anorm – double Input

On entry: the 1-norm of the original matrix A, which may be computed by calling nag_zsp_norm
(f16ugc) with its argument norm ¼ Nag OneNorm. anorm must be computed either before
calling nag_zsptrf (f07qrc) or else from a copy of the original matrix A.

Constraint: anorm 	 0:0.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_zspcon (f07quc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_zspcon (f07quc) involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
floating-point operations but takes considerably longer than a call to nag_zsptrs (f07qsc) with one right-
hand side, because extra care is taken to avoid overflow when A is approximately singular.

The real analogue of this function is nag_dspcon (f07pgc).

10 Example

This example estimates the condition number in the 1-norm (or 1-norm) of the matrix A, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA:

Here A is symmetric, stored in packed form, and must first be factorized by nag_zsptrf (f07qrc). The
true condition number in the 1-norm is 32:92.

10.1 Program Text

/* nag_zspcon (f07quc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf16.h>
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#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, rcond;
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zspcon (f07quc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute norm of A */
/* nag_zsp_norm (f16ugc).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex symmetric matrix, packed storage
*/

nag_zsp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsp_norm (f16ugc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Factorize A */
/* nag_zsptrf (f07qrc).
* Bunch-Kaufman factorization of complex symmetric matrix,
* packed storage
*/

nag_zsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrf (f07qrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Estimate condition number */
/* nag_zspcon (f07quc).
* Estimate condition number of complex symmetric matrix,
* matrix already factorized by nag_zsptrf (f07qrc), packed
* storage
*/

nag_zspcon(order, uplo, n, ap, ipiv, anorm, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zspcon (f07quc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else {
printf("A is singular to working precision\n");

}
END:

NAG_FREE(ipiv);
NAG_FREE(ap);
return exit_status;

}

f07 – Linear Equations (LAPACK) f07quc

Mark 26 f07quc.5



10.2 Program Data

nag_zspcon (f07quc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A

10.3 Program Results

nag_zspcon (f07quc) Example Program Results

Estimate of condition number = 2.06e+01
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NAG Library Function Document

nag_zsprfs (f07qvc)

1 Purpose

nag_zsprfs (f07qvc) returns error bounds for the solution of a complex symmetric system of linear
equations with multiple right-hand sides, AX ¼ B, using packed storage. It improves the solution by
iterative refinement, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsprfs (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer nrhs, const Complex ap[], const Complex afp[],
const Integer ipiv[], const Complex b[], Integer pdb, Complex x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_zsprfs (f07qvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex symmetric system of linear equations with multiple right-hand sides AX ¼ B,
using packed storage. The function handles each right-hand side vector (stored as a column of the
matrix B) independently, so we describe the function of nag_zsprfs (f07qvc) in terms of a single right-
hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored and how A is to be
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and A is factorized as PUDUTPT, where U is
upper triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored and A is factorized as PLDLTPT, where L is
lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n original symmetric matrix A as supplied to nag_zsptrf (f07qrc).

6: afp½dim� – const Complex Input

Note: the dimension, dim, of the array afp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zsptrf (f07qrc).

7: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsptrf
(f07qrc).

8: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.
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10: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_zsptrs (f07qsc).

On exit: the improved solution matrix X.

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

12: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

13: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.
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NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_zsprfs (f07qvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zsprfs (f07qvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For each right-hand side, computation of the backward error involves a minimum of 16n2 real floating-
point operations. Each step of iterative refinement involves an additional 24n2 real operations. At most
five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b; the number is usually 5 and never more than 11. Each solution involves approximately 8n2 real
operations.

The real analogue of this function is nag_dsprfs (f07phc).
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10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA

and

B ¼
�55:64þ 41:22i �19:09� 35:97i
�48:18þ 66:00i �12:08� 27:02i
�0:49� 1:47i 6:95þ 20:49i
�6:43þ 19:24i �4:59� 35:53i

0B@
1CA:

Here A is symmetric, stored in packed form, and must first be factorized by nag_zsptrf (f07qrc).

10.1 Program Text

/* nag_zsprfs (f07qvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, ap_len, afp_len;
Integer berr_len, ferr_len, pdb, pdx;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *afp = 0, *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsprfs (f07qvc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
afp_len = n * (n + 1) / 2;
berr_len = nrhs;
ferr_len = nrhs;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) ||

!(afp = NAG_ALLOC(afp_len, Complex)) ||
!(ap = NAG_ALLOC(ap_len, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file, and copy A to AFP and B to X */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n * (n + 1) / 2; ++i) {
afp[i - 1].re = ap[i - 1].re;
afp[i - 1].im = ap[i - 1].im;

}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Factorize A in the array AFP */
/* nag_zsptrf (f07qrc).
* Bunch-Kaufman factorization of complex symmetric matrix,
* packed storage
*/

nag_zsptrf(order, uplo, n, afp, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrf (f07qrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute solution in the array X */
/* nag_zsptrs (f07qsc).
* Solution of complex symmetric system of linear equations,
* multiple right-hand sides, matrix already factorized by
* nag_zsptrf (f07qrc), packed storage
*/

nag_zsptrs(order, uplo, n, nrhs, afp, ipiv, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrs (f07qsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_zsprfs (f07qvc).
* Refined solution with error bounds of complex symmetric
* system of linear equations, multiple right-hand sides,
* packed storage
*/

nag_zsprfs(order, uplo, n, nrhs, ap, afp, ipiv, b, pdb,
x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zsprfs (f07qvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/
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fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ipiv);
NAG_FREE(afp);
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);
return exit_status;

}

10.2 Program Data

nag_zsprfs (f07qvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
(-55.64, 41.22) (-19.09,-35.97)
(-48.18, 66.00) (-12.08,-27.02)
( -0.49, -1.47) ( 6.95, 20.49)
( -6.43, 19.24) ( -4.59,-35.53) :End of matrix B

10.3 Program Results

nag_zsprfs (f07qvc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-2.0000,-1.0000)
2 (-2.0000, 5.0000) ( 1.0000,-3.0000)
3 ( 3.0000,-2.0000) ( 3.0000, 2.0000)
4 (-4.0000, 3.0000) (-1.0000, 1.0000)

Backward errors (machine-dependent)
8.2e-17 4.9e-17

Estimated forward error bounds (machine-dependent)
1.2e-14 1.2e-14
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NAG Library Function Document

nag_zsptri (f07qwc)

1 Purpose

nag_zsptri (f07qwc) computes the inverse of a complex symmetric matrix A, where A has been
factorized by nag_zsptrf (f07qrc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zsptri (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], const Integer ipiv[], NagError *fail)

3 Description

nag_zsptri (f07qwc) is used to compute the inverse of a complex symmetric matrix A, the function must
be preceded by a call to nag_zsptrf (f07qrc), which computes the Bunch–Kaufman factorization of A,
using packed storage.

If uplo ¼ Nag Upper, A ¼ PUDUTPT and A�1 is computed by solving UTPTXPU ¼ D�1.

If uplo ¼ Nag Lower, A ¼ PLDLTPT and A�1 is computed by solving LTPTXPL ¼ D�1.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ PUDUTPT, where U is upper triangular.

uplo ¼ Nag Lower
A ¼ PLDLTPT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the factorization of A stored in packed form, as returned by nag_zsptrf (f07qrc).

On exit: the factorization is overwritten by the n by n matrix A�1.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

5: ipiv½dim� – const Integer Input

Note: the dimension, dim, of the array ipiv must be at least max 1; nð Þ.
On entry: details of the interchanges and the block structure of D, as returned by nag_zsptrf
(f07qrc).

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. D is singular and the inverse of A cannot be
computed.
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7 Accuracy

The computed inverse X satisfies a bound of the form

if uplo ¼ Nag Upper, DUTPTXPU � Ij j � c nð Þ� Dj j UTj jPT Xj jP Uj j þ Dj j D�1
		 		� �

;

if uplo ¼ Nag Lower, DLTPTXPL� Ij j � c nð Þ� Dj j LTj jPT Xj jP Lj j þ Dj j D�1
		 		� �

,

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_zsptri (f07qwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dsptri (f07pjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
�0:39� 0:71i 5:14� 0:64i �7:86� 2:96i 3:80þ 0:92i
5:14� 0:64i 8:86þ 1:81i �3:52þ 0:58i 5:32� 1:59i
�7:86� 2:96i �3:52þ 0:58i �2:83� 0:03i �1:54� 2:86i
3:80þ 0:92i 5:32� 1:59i �1:54� 2:86i �0:56þ 0:12i

0B@
1CA:

Here A is symmetric, stored in packed form, and must first be factorized by nag_zsptrf (f07qrc).

10.1 Program Text

/* nag_zsptri (f07qwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
Integer *ipiv = 0;
char nag_enum_arg[40];
Complex *ap = 0;
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#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zsptri (f07qwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ipiv = NAG_ALLOC(n, Integer)) || !(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
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scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Factorize A */
/* nag_zsptrf (f07qrc).
* Bunch-Kaufman factorization of complex symmetric matrix,
* packed storage
*/

nag_zsptrf(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptrf (f07qrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Compute inverse of A */
/* nag_zsptri (f07qwc).
* Inverse of complex symmetric matrix, matrix already
* factorized by nag_zsptrf (f07qrc), packed storage
*/

nag_zsptri(order, uplo, n, ap, ipiv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsptri (f07qwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print inverse */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ipiv);
NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_zsptri (f07qwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-0.39,-0.71)
( 5.14,-0.64) ( 8.86, 1.81)
(-7.86,-2.96) (-3.52, 0.58) (-2.83,-0.03)
( 3.80, 0.92) ( 5.32,-1.59) (-1.54,-2.86) (-0.56, 0.12) :End of matrix A
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10.3 Program Results

nag_zsptri (f07qwc) Example Program Results

Inverse
1 2 3 4

1 (-0.1562,-0.1014)
2 ( 0.0400, 0.1527) ( 0.0946,-0.1475)
3 ( 0.0550, 0.0845) (-0.0326,-0.1370) (-0.1320,-0.0102)
4 ( 0.2162,-0.0742) (-0.0995,-0.0461) (-0.1793, 0.1183) (-0.2269, 0.2383)
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NAG Library Function Document

nag_dtrtrs (f07tec)

1 Purpose

nag_dtrtrs (f07tec) solves a real triangular system of linear equations with multiple right-hand sides,
AX ¼ B or ATX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtrtrs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const double a[], Integer pda, double b[], Integer pdb, NagError *fail)

3 Description

nag_dtrtrs (f07tec) solves a real triangular system of linear equations AX ¼ B or ATX ¼ B.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1989) The accuracy of solutions to triangular systems SIAM J. Numer. Anal. 26 1252–
1265

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.
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trans ¼ Nag Trans or Nag ConjTrans
The equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.
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10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular and the solution has not been
computed.

7 Accuracy

The solutions of triangular systems of equations are usually computed to high accuracy. See Higham
(1989).

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ� Aj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�; provided c nð Þ cond A; xð Þ� < 1;

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1.

Note that cond A; xð Þ � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ; cond A; xð Þ can be much smaller than

cond Að Þ and it is also possible for cond ATð Þ to be much larger (or smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dtrrfs (f07thc), and an estimate
for �1 Að Þ can be obtained by calling nag_dtrcon (f07tgc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_dtrtrs (f07tec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately n2r.

The complex analogue of this function is nag_ztrtrs (f07tsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA and B ¼

�12:90 �21:50
16:75 14:93
�17:55 6:33
�11:04 8:09

0B@
1CA:

10.1 Program Text

/* nag_dtrtrs (f07tec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrtrs (f07tec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute solution */
/* nag_dtrtrs (f07tec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides
*/

nag_dtrtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);

f07tec NAG Library Manual

f07tec.6 Mark 26



if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_dtrtrs (f07tec) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90 -21.50
16.75 14.93

-17.55 6.33
-11.04 8.09 :End of matrix B

10.3 Program Results

nag_dtrtrs (f07tec) Example Program Results

Solution(s)
1 2

1 -3.0000 -5.0000
2 -1.0000 1.0000
3 2.0000 -1.0000
4 1.0000 6.0000

f07 – Linear Equations (LAPACK) f07tec

Mark 26 f07tec.7 (last)





NAG Library Function Document

nag_dtrcon (f07tgc)

1 Purpose

nag_dtrcon (f07tgc) estimates the condition number of a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtrcon (Nag_OrderType order, Nag_NormType norm, Nag_UploType uplo,
Nag_DiagType diag, Integer n, const double a[], Integer pda,
double *rcond, NagError *fail)

3 Description

nag_dtrcon (f07tgc) estimates the condition number of a real triangular matrix A, in either the 1-norm
or the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function computes Ak k1 or Ak k1 exactly, and uses Higham's implementation of Hager's method
(see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or if the estimate underflows. If rcond is less than machine precision, then
A is singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dtrcon (f07tgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dtrcon (f07tgc) involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately n2 floating-point operations but takes considerably longer than a call to nag_dtrtrs
(f07tec) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The complex analogue of this function is nag_ztrcon (f07tuc).
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10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA:

The true condition number in the 1-norm is 116:41.

10.1 Program Text

/* nag_dtrcon (f07tgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrcon (f07tgc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

f07tgc NAG Library Manual

f07tgc.4 Mark 26



/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Estimate condition number */
/* nag_dtrcon (f07tgc).
* Estimate condition number of real triangular matrix
*/

nag_dtrcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n,
a, pda, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrcon (f07tgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision) {
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

}
else
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printf("A is singular to working precision\n");
END:

NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_dtrcon (f07tgc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A

10.3 Program Results

nag_dtrcon (f07tgc) Example Program Results

Estimate of condition number = 1.16e+02
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NAG Library Function Document

nag_dtrrfs (f07thc)

1 Purpose

nag_dtrrfs (f07thc) returns error bounds for the solution of a real triangular system of linear equations
with multiple right-hand sides, AX ¼ B or ATX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtrrfs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const double a[], Integer pda, const double b[], Integer pdb,
const double x[], Integer pdx, double ferr[], double berr[],
NagError *fail)

3 Description

nag_dtrrfs (f07thc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real triangular system of linear equations with multiple right-hand sides AX ¼ B or
ATX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_dtrrfs (f07thc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans or Nag ConjTrans
The equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.
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8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dtrtrs (f07tec).

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

14: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.
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15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dtrrfs (f07thc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dtrrfs (f07thc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dtrrfs (f07thc), for each right-hand side, involves solving a number of systems of linear
equations of the form Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each
solution involves approximately n2 floating-point operations.

The complex analogue of this function is nag_ztrrfs (f07tvc).

10 Example

This example solves the system of equations AX ¼ B and to compute forward and backward error
bounds, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA and B ¼

�12:90 �21:50
16:75 14:93
�17:55 6:33
�11:04 8:09

0B@
1CA:

10.1 Program Text

/* nag_dtrrfs (f07thc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, berr_len, ferr_len;
Integer pda, pdb, pdx;
Integer exit_status = 0;
Nag_UploType uplo;

NagError fail;
Nag_OrderType order;
/* Arrays */
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char nag_enum_arg[40];
double *a = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrrfs (f07thc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

berr_len = nrhs;
ferr_len = nrhs;

#ifdef NAG_COLUMN_MAJOR
pda = n;
pdb = n;
pdx = n;

#else
pda = n;
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else
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scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

X(i, j) = B(i, j);
}

/* Compute solution in the array X */
/* nag_dtrtrs (f07tec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides
*/

nag_dtrtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, a, pda, x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute backward errors and estimated bounds on the */
/* forward errors */

/* nag_dtrrfs (f07thc).
* Error bounds for solution of real triangular system of
* linear equations, multiple right-hand sides
*/

nag_dtrrfs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, a, pda, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrrfs (f07thc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
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printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dtrrfs (f07thc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90 -21.50
16.75 14.93

-17.55 6.33
-11.04 8.09 :End of matrix B

10.3 Program Results

nag_dtrrfs (f07thc) Example Program Results

Solution(s)
1 2

1 -3.0000 -5.0000
2 -1.0000 1.0000
3 2.0000 -1.0000
4 1.0000 6.0000

Backward errors (machine-dependent)
6.9e-17 0.0e+00

Estimated forward error bounds (machine-dependent)
8.3e-14 2.6e-14
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NAG Library Function Document

nag_dtrtri (f07tjc)

1 Purpose

nag_dtrtri (f07tjc) computes the inverse of a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtrtri (Nag_OrderType order, Nag_UploType uplo, Nag_DiagType diag,
Integer n, double a[], Integer pda, NagError *fail)

3 Description

nag_dtrtri (f07tjc) forms the inverse of a real triangular matrix A. Note that the inverse of an upper
(lower) triangular matrix is also upper (lower) triangular.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.
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4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

On exit: A is overwritten by A�1, using the same storage format as described above.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular its inverse cannot be computed.

7 Accuracy

The computed inverse X satisfies

XA� Ij j � c nð Þ� Xj j Aj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied.

The computed inverse satisfies the forward error bound

X �A�1
		 		 � c nð Þ� A�1		 		 Aj j Xj j:

See Du Croz and Higham (1992).

8 Parallelism and Performance

nag_dtrtri (f07tjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 .

The complex analogue of this function is nag_ztrtri (f07twc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA:

10.1 Program Text

/* nag_dtrtri (f07tjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrtri (f07tjc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */

#ifdef _WIN32
scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
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matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Compute inverse of A */
/* nag_dtrtri (f07tjc).
* Inverse of real triangular matrix
*/

nag_dtrtri(order, uplo, Nag_NonUnitDiag, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrtri (f07tjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print inverse */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_dtrtri (f07tjc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
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10.3 Program Results

nag_dtrtri (f07tjc) Example Program Results

Inverse
1 2 3 4

1 0.2326
2 -0.1891 -0.2053
3 0.0043 -0.0079 -0.1247
4 0.8463 -0.2738 -6.1825 8.3333
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NAG Library Function Document

nag_ztrtrs (f07tsc)

1 Purpose

nag_ztrtrs (f07tsc) solves a complex triangular system of linear equations with multiple right-hand
sides, AX ¼ B, ATX ¼ B or AHX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztrtrs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const Complex a[], Integer pda, Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_ztrtrs (f07tsc) solves a complex triangular system of linear equations AX ¼ B, ATX ¼ B or
AHX ¼ B.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1989) The accuracy of solutions to triangular systems SIAM J. Numer. Anal. 26 1252–
1265

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans
The equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.
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9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular and the solution has not been
computed.

7 Accuracy

The solutions of triangular systems of equations are usually computed to high accuracy. See Higham
(1989).

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ� Aj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�; provided c nð Þ cond A; xð Þ� < 1;

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1.

Note that cond A; xð Þ � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ; cond A; xð Þ can be much smaller than

cond Að Þ and it is also possible for cond AHð Þ, which is the same as cond ATð Þ, to be much larger (or
smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_ztrrfs (f07tvc), and an estimate for
�1 Að Þ can be obtained by calling nag_ztrcon (f07tuc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_ztrtrs (f07tsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4n2r.

The real analogue of this function is nag_dtrtrs (f07tec).
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10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and

B ¼
�14:78� 32:36i �18:02þ 28:46i

2:98� 2:14i 14:22þ 15:42i
�20:96þ 17:06i 5:62þ 35:89i

9:54þ 9:91i �16:46� 1:73i

0B@
1CA:

10.1 Program Text

/* nag_ztrtrs (f07tsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, pda, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztrtrs (f07tsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute solution */
/* nag_ztrtrs (f07tsc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztrtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_ztrtrs (f07tsc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36) (-18.02, 28.46)
( 2.98, -2.14) ( 14.22, 15.42)
(-20.96, 17.06) ( 5.62, 35.89)
( 9.54, 9.91) (-16.46, -1.73) :End of matrix B

10.3 Program Results

nag_ztrtrs (f07tsc) Example Program Results

Solution(s)
1 2

1 (-5.0000,-2.0000) ( 1.0000, 5.0000)
2 (-3.0000,-1.0000) (-2.0000,-2.0000)
3 ( 2.0000, 1.0000) ( 3.0000, 4.0000)
4 ( 4.0000, 3.0000) ( 4.0000,-3.0000)
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NAG Library Function Document

nag_ztrcon (f07tuc)

1 Purpose

nag_ztrcon (f07tuc) estimates the condition number of a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztrcon (Nag_OrderType order, Nag_NormType norm, Nag_UploType uplo,
Nag_DiagType diag, Integer n, const Complex a[], Integer pda,
double *rcond, NagError *fail)

3 Description

nag_ztrcon (f07tuc) estimates the condition number of a complex triangular matrix A, in either the
1-norm or the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function computes Ak k1 or Ak k1 exactly, and uses Higham's implementation of Hager's method
(see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.

f07 – Linear Equations (LAPACK) f07tuc

Mark 26 f07tuc.1



3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_ztrcon (f07tuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_ztrcon (f07tuc) involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 4n2 real floating-point operations but takes considerably longer than a call to nag_ztrtrs
(f07tsc) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The real analogue of this function is nag_dtrcon (f07tgc).
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10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA:

The true condition number in the 1-norm is 70:27.

10.1 Program Text

/* nag_ztrcon (f07tuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double rcond;
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztrcon (f07tuc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif
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/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Estimate condition number */
/* nag_ztrcon (f07tuc).
* Estimate condition number of complex triangular matrix
*/

nag_ztrcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n,
a, pda, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrcon (f07tuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision) {
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

}
else

printf("A is singular to working precision\n");
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END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_ztrcon (f07tuc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A

10.3 Program Results

nag_ztrcon (f07tuc) Example Program Results

Estimate of condition number = 3.74e+01
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NAG Library Function Document

nag_ztrrfs (f07tvc)

1 Purpose

nag_ztrrfs (f07tvc) returns error bounds for the solution of a complex triangular system of linear
equations with multiple right-hand sides, AX ¼ B, ATX ¼ B or AHX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztrrfs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
const Complex x[], Integer pdx, double ferr[], double berr[],
NagError *fail)

3 Description

nag_ztrrfs (f07tvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex triangular system of linear equations with multiple right-hand sides AX ¼ B,
ATX ¼ B or AHX ¼ B. The function handles each right-hand side vector (stored as a column of the
matrix B) independently, so we describe the function of nag_ztrrfs (f07tvc) in terms of a single right-
hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans
The equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.
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8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

11: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_ztrtrs (f07tsc).

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

13: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

14: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.
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15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_ztrrfs (f07tvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_ztrrfs (f07tvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_ztrrfs (f07tvc), for each right-hand side, involves solving a number of systems of linear
equations of the form Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each
solution involves approximately 4n2 real floating-point operations.

The real analogue of this function is nag_dtrrfs (f07thc).

10 Example

This example solves the system of equations AX ¼ B and to compute forward and backward error
bounds, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and

B ¼
�14:78� 32:36i �18:02þ 28:46i

2:98� 2:14i 14:22þ 15:42i
�20:96þ 17:06i 5:62þ 35:89i

9:54þ 9:91i �16:46� 1:73i

0B@
1CA:

10.1 Program Text

/* nag_ztrrfs (f07tvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, nrhs, berr_len, ferr_len, pda, pdb, pdx;
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Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztrrfs (f07tvc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

berr_len = nrhs;
ferr_len = nrhs;

#ifdef NAG_COLUMN_MAJOR
pda = n;
pdb = n;
pdx = n;

#else
pda = n;
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
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for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Compute solution in the array X */
/* nag_ztrtrs (f07tsc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztrtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, a, pda, x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute backward errors and estimated bounds on the */
/* forward errors */
/* nag_ztrrfs (f07tvc).
* Error bounds for solution of complex triangular system of
* linear equations, multiple right-hand sides
*/

nag_ztrrfs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, a, pda, b, pdb, x, pdx, ferr, berr, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrrfs (f07tvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);

return exit_status;
}

10.2 Program Data

nag_ztrrfs (f07tvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36) (-18.02, 28.46)
( 2.98, -2.14) ( 14.22, 15.42)
(-20.96, 17.06) ( 5.62, 35.89)
( 9.54, 9.91) (-16.46, -1.73) :End of matrix B
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10.3 Program Results

nag_ztrrfs (f07tvc) Example Program Results

Solution(s)
1 2

1 (-5.0000,-2.0000) ( 1.0000, 5.0000)
2 (-3.0000,-1.0000) (-2.0000,-2.0000)
3 ( 2.0000, 1.0000) ( 3.0000, 4.0000)
4 ( 4.0000, 3.0000) ( 4.0000,-3.0000)

Backward errors (machine-dependent)
6.2e-17 2.7e-17

Estimated forward error bounds (machine-dependent)
2.9e-14 3.2e-14
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NAG Library Function Document

nag_ztrtri (f07twc)

1 Purpose

nag_ztrtri (f07twc) computes the inverse of a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztrtri (Nag_OrderType order, Nag_UploType uplo, Nag_DiagType diag,
Integer n, Complex a[], Integer pda, NagError *fail)

3 Description

nag_ztrtri (f07twc) forms the inverse of a complex triangular matrix A. Note that the inverse of an
upper (lower) triangular matrix is also upper (lower) triangular.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.
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4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

On exit: A is overwritten by A�1, using the same storage format as described above.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular its inverse cannot be computed.

7 Accuracy

The computed inverse X satisfies

XA� Ij j � c nð Þ� Xj j Aj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied.

The computed inverse satisfies the forward error bound

X �A�1
		 		 � c nð Þ� A�1		 		 Aj j Xj j:

See Du Croz and Higham (1992).

8 Parallelism and Performance

nag_ztrtri (f07twc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4
3n

3 .

The real analogue of this function is nag_dtrtri (f07tjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA:

10.1 Program Text

/* nag_ztrtri (f07twc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda;
Integer exit_status = 0;
Nag_UploType uplo;
Nag_MatrixType matrix;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztrtri (f07twc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

matrix = Nag_LowerMatrix;
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Compute inverse of A */
/* nag_ztrtri (f07twc).
* Inverse of complex triangular matrix
*/

nag_ztrtri(order, uplo, Nag_NonUnitDiag, n, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrtri (f07twc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print inverse */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);

return exit_status;
}
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10.2 Program Data

nag_ztrtri (f07twc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A

10.3 Program Results

nag_ztrtri (f07twc) Example Program Results

Inverse
1 2 3 4

1 ( 0.1095,-0.1045)
2 ( 0.0582,-0.0411) (-0.2227,-0.0677)
3 ( 0.0032, 0.1905) ( 0.1538,-0.2192) ( 0.2323,-0.0448)
4 ( 0.7602, 0.2814) ( 1.6184,-1.4346) ( 0.1289,-0.2250) ( 1.8697, 1.4731)
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NAG Library Function Document

nag_dtptrs (f07uec)

1 Purpose

nag_dtptrs (f07uec) solves a real triangular system of linear equations with multiple right-hand sides,
AX ¼ B or ATX ¼ B, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtptrs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const double ap[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dtptrs (f07uec) solves a real triangular system of linear equations AX ¼ B or ATX ¼ B, using
packed storage.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1989) The accuracy of solutions to triangular systems SIAM J. Numer. Anal. 26 1252–
1265

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.
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trans ¼ Nag Trans or Nag ConjTrans
The equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.
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9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular and the solution has not been
computed.

f07 – Linear Equations (LAPACK) f07uec

Mark 26 f07uec.3



7 Accuracy

The solutions of triangular systems of equations are usually computed to high accuracy. See Higham
(1989).

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ� Aj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�; provided c nð Þ cond A; xð Þ� < 1;

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1.

Note that cond A; xð Þ � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ; cond A; xð Þ can be much smaller than

cond Að Þ and it is also possible for cond ATð Þ to be much larger (or smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dtprfs (f07uhc), and an estimate
for �1 Að Þ can be obtained by calling nag_dtpcon (f07ugc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_dtptrs (f07uec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dtptrs (f07uec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately n2r.

The complex analogue of this function is nag_ztptrs (f07usc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA and B ¼

�12:90 �21:50
16:75 14:93
�17:55 6:33
�11:04 8:09

0B@
1CA;

using packed storage for A.

10.1 Program Text

/* nag_dtptrs (f07uec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtptrs (f07uec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else
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scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute solution */
/* nag_dtptrs (f07uec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides, packed storage
*/

nag_dtptrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, ap, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtptrs (f07uec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_dtptrs (f07uec) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90 -21.50
16.75 14.93

-17.55 6.33
-11.04 8.09 :End of matrix B

10.3 Program Results

nag_dtptrs (f07uec) Example Program Results

Solution(s)
1 2

1 -3.0000 -5.0000
2 -1.0000 1.0000
3 2.0000 -1.0000
4 1.0000 6.0000
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NAG Library Function Document

nag_dtpcon (f07ugc)

1 Purpose

nag_dtpcon (f07ugc) estimates the condition number of a real triangular matrix, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtpcon (Nag_OrderType order, Nag_NormType norm, Nag_UploType uplo,
Nag_DiagType diag, Integer n, const double ap[], double *rcond,
NagError *fail)

3 Description

nag_dtpcon (f07ugc) estimates the condition number of a real triangular matrix A, in either the 1-norm
or the 1-norm, using packed storage:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function computes Ak k1 or Ak k1 exactly, and uses Higham's implementation of Hager's method
(see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_dtpcon (f07ugc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dtpcon (f07ugc) involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately n2 floating-point operations but takes considerably longer than a call to nag_dtptrs
(f07uec) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The complex analogue of this function is nag_ztpcon (f07uuc).
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10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA;

using packed storage. The true condition number in the 1-norm is 116:41.

10.1 Program Text

/* nag_dtpcon (f07ugc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double rcond;
Integer ap_len, i, j, n;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtpcon (f07ugc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory */
ap_len = n * (n + 1) / 2;
if (!(ap = NAG_ALLOC(ap_len, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Estimate condition number */
/* nag_dtpcon (f07ugc).
* Estimate condition number of real triangular matrix,
* packed storage
*/

nag_dtpcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, ap, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtpcon (f07ugc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");
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END:
NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_dtpcon (f07ugc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A

10.3 Program Results

nag_dtpcon (f07ugc) Example Program Results

Estimate of condition number = 1.16e+02
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NAG Library Function Document

nag_dtprfs (f07uhc)

1 Purpose

nag_dtprfs (f07uhc) returns error bounds for the solution of a real triangular system of linear equations
with multiple right-hand sides, AX ¼ B or ATX ¼ B, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtprfs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const double ap[], const double b[], Integer pdb, const double x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_dtprfs (f07uhc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real triangular system of linear equations with multiple right-hand sides AX ¼ B or
ATX ¼ B, using packed storage. The function handles each right-hand side vector (stored as a column
of the matrix B) independently, so we describe the function of nag_dtprfs (f07uhc) in terms of a single
right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans or Nag ConjTrans
The equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.
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If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dtptrs (f07uec).

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

12: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

13: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dtprfs (f07uhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_dtprfs (f07uhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dtprfs (f07uhc), for each right-hand side, involves solving a number of systems of linear
equations of the form Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each
solution involves approximately n2 floating-point operations.

The complex analogue of this function is nag_ztprfs (f07uvc).

10 Example

This example solves the system of equations AX ¼ B and to compute forward and backward error
bounds, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA and B ¼

�12:90 �21:50
16:75 14:93
�17:55 6:33
�11:04 8:09

0B@
1CA;

using packed storage for A.

10.1 Program Text

/* nag_dtprfs (f07uhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, berr_len, ferr_len;
Integer pdb, pdx;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]

f07 – Linear Equations (LAPACK) f07uhc

Mark 26 f07uhc.5



#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtprfs (f07uhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

berr_len = nrhs;
ferr_len = nrhs;
ap_len = n * (n + 1) / 2;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {
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for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

X(i, j) = B(i, j);
}
/* Compute solution in the array X */
/* nag_dtptrs (f07uec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides, packed storage
*/

nag_dtptrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, ap, x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtptrs (f07uec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute backward errors and estimated bounds on the */
/* forward errors */

/* nag_dtprfs (f07uhc).
* Error bounds for solution of real triangular system of
* linear equations, multiple right-hand sides, packed
* storage
*/

nag_dtprfs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, ap, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtprfs (f07uhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */

printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");

for (j = 1; j <= nrhs; ++j)
printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");

printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], (j % 7 == 0 || j == nrhs) ? "\n" : " ");
END:

NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dtprfs (f07uhc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90 -21.50
16.75 14.93

-17.55 6.33
-11.04 8.09 :End of matrix B

10.3 Program Results

nag_dtprfs (f07uhc) Example Program Results

Solution(s)
1 2

1 -3.0000 -5.0000
2 -1.0000 1.0000
3 2.0000 -1.0000
4 1.0000 6.0000

Backward errors (machine-dependent)
6.9e-17 0.0e+00

Estimated forward error bounds (machine-dependent)
8.3e-14 2.6e-14
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NAG Library Function Document

nag_dtptri (f07ujc)

1 Purpose

nag_dtptri (f07ujc) computes the inverse of a real triangular matrix, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtptri (Nag_OrderType order, Nag_UploType uplo, Nag_DiagType diag,
Integer n, double ap[], NagError *fail)

3 Description

nag_dtptri (f07ujc) forms the inverse of a real triangular matrix A, using packed storage. Note that the
inverse of an upper (lower) triangular matrix is also upper (lower) triangular.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.
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4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

On exit: A is overwritten by A�1, using the same storage format as described above.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular its inverse cannot be computed.

7 Accuracy

The computed inverse X satisfies

XA� Ij j � c nð Þ� Xj j Aj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied.

The computed inverse satisfies the forward error bound

X �A�1
		 		 � c nð Þ� A�1		 		 Aj j Xj j:

See Du Croz and Higham (1992).

8 Parallelism and Performance

nag_dtptri (f07ujc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 .

The complex analogue of this function is nag_ztptri (f07uwc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_dtptri (f07ujc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
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{
/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtptri (f07ujc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute inverse of A */
/* nag_dtptri (f07ujc).
* Inverse of real triangular matrix, packed storage
*/

nag_dtptri(order, uplo, Nag_NonUnitDiag, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtptri (f07ujc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print inverse */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_dtptri (f07ujc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
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10.3 Program Results

nag_dtptri (f07ujc) Example Program Results

Inverse
1 2 3 4

1 0.2326
2 -0.1891 -0.2053
3 0.0043 -0.0079 -0.1247
4 0.8463 -0.2738 -6.1825 8.3333
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NAG Library Function Document

nag_ztptrs (f07usc)

1 Purpose

nag_ztptrs (f07usc) solves a complex triangular system of linear equations with multiple right-hand
sides, AX ¼ B, ATX ¼ B or AHX ¼ B, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztptrs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const Complex ap[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_ztptrs (f07usc) solves a complex triangular system of linear equations AX ¼ B, ATX ¼ B or
AHX ¼ B, using packed storage.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1989) The accuracy of solutions to triangular systems SIAM J. Numer. Anal. 26 1252–
1265

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.
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trans ¼ Nag Trans
The equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.
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On exit: the n by r solution matrix X.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular and the solution has not been
computed.
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7 Accuracy

The solutions of triangular systems of equations are usually computed to high accuracy. See Higham
(1989).

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ� Aj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�; provided c nð Þ cond A; xð Þ� < 1;

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1.

Note that cond A; xð Þ � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ; cond A; xð Þ can be much smaller than

cond Að Þ and it is also possible for cond AHð Þ, which is the same as cond ATð Þ, to be much larger (or
smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_ztprfs (f07uvc), and an estimate
for �1 Að Þ can be obtained by calling nag_ztpcon (f07uuc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_ztptrs (f07usc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_ztptrs (f07usc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4n2r.

The real analogue of this function is nag_dtptrs (f07uec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and

B ¼
�14:78� 32:36i �18:02þ 28:46i

2:98� 2:14i 14:22þ 15:42i
�20:96þ 17:06i 5:62þ 35:89i

9:54þ 9:91i �16:46� 1:73i

0B@
1CA;

using packed storage for A.
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10.1 Program Text

/* nag_ztptrs (f07usc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztptrs (f07usc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

ap_len = n * (n + 1) / 2;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||
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!(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute solution */
/* nag_ztptrs (f07usc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides, packed storage
*/

nag_ztptrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, ap, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztptrs (f07usc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ap);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_ztptrs (f07usc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36) (-18.02, 28.46)
( 2.98, -2.14) ( 14.22, 15.42)
(-20.96, 17.06) ( 5.62, 35.89)
( 9.54, 9.91) (-16.46, -1.73) :End of matrix B

10.3 Program Results

nag_ztptrs (f07usc) Example Program Results

Solution(s)
1 2

1 (-5.0000,-2.0000) ( 1.0000, 5.0000)
2 (-3.0000,-1.0000) (-2.0000,-2.0000)
3 ( 2.0000, 1.0000) ( 3.0000, 4.0000)
4 ( 4.0000, 3.0000) ( 4.0000,-3.0000)
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NAG Library Function Document

nag_ztpcon (f07uuc)

1 Purpose

nag_ztpcon (f07uuc) estimates the condition number of a complex triangular matrix, using packed
storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztpcon (Nag_OrderType order, Nag_NormType norm, Nag_UploType uplo,
Nag_DiagType diag, Integer n, const Complex ap[], double *rcond,
NagError *fail)

3 Description

nag_ztpcon (f07uuc) estimates the condition number of a complex triangular matrix A, in either the
1-norm or the 1-norm, using packed storage:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function computes Ak k1 or Ak k1 exactly, and uses Higham's implementation of Hager's method
(see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

7: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_ztpcon (f07uuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_ztpcon (f07uuc) involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 4n2 real floating-point operations but takes considerably longer than a call to nag_ztptrs
(f07usc) with one right-hand side, because extra care is taken to avoid overflow when A is
approximately singular.

The real analogue of this function is nag_dtpcon (f07ugc).
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10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA;

using packed storage. The true condition number in the 1-norm is 70:27.

10.1 Program Text

/* nag_ztpcon (f07uuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double rcond;
Integer i, j, n;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztpcon (f07uuc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * n, Complex)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Estimate condition number */
/* nag_ztpcon (f07uuc).
* Estimate condition number of complex triangular matrix,
* packed storage
*/

nag_ztpcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, ap, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztpcon (f07uuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");
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END:
NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_ztpcon (f07uuc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A

10.3 Program Results

nag_ztpcon (f07uuc) Example Program Results

Estimate of condition number = 3.74e+01
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NAG Library Function Document

nag_ztprfs (f07uvc)

1 Purpose

nag_ztprfs (f07uvc) returns error bounds for the solution of a complex triangular system of linear
equations with multiple right-hand sides, AX ¼ B, ATX ¼ B or AHX ¼ B, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztprfs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer nrhs,
const Complex ap[], const Complex b[], Integer pdb, const Complex x[],
Integer pdx, double ferr[], double berr[], NagError *fail)

3 Description

nag_ztprfs (f07uvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex triangular system of linear equations with multiple right-hand sides AX ¼ B,
ATX ¼ B or AHX ¼ B, using packed storage. The function handles each right-hand side vector (stored
as a column of the matrix B) independently, so we describe the function of nag_ztprfs (f07uvc) in terms
of a single right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans
The equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

7: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.
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If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_ztptrs (f07usc).

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

12: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

13: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f07 – Linear Equations (LAPACK) f07uvc

Mark 26 f07uvc.3



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_ztprfs (f07uvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

f07uvc NAG Library Manual

f07uvc.4 Mark 26



nag_ztprfs (f07uvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_ztprfs (f07uvc), for each right-hand side, involves solving a number of systems of linear
equations of the form Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each
solution involves approximately 4n2 real floating-point operations.

The real analogue of this function is nag_dtprfs (f07uhc).

10 Example

This example solves the system of equations AX ¼ B and to compute forward and backward error
bounds, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and

B ¼
�14:78� 32:36i �18:02þ 28:46i

2:98� 2:14i 14:22þ 15:42i
�20:96þ 17:06i 5:62þ 35:89i

9:54þ 9:91i �16:46� 1:73i

0B@
1CA;

using packed storage for A.

10.1 Program Text

/* nag_ztprfs (f07uvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, nrhs;
Integer berr_len, ferr_len, pdb, pdx;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;
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#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztprfs (f07uvc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

berr_len = nrhs;
ferr_len = nrhs;
ap_len = n * (n + 1) / 2;

#ifdef NAG_COLUMN_MAJOR
pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)) ||
!(berr = NAG_ALLOC(berr_len, double)) ||
!(ferr = NAG_ALLOC(ferr_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* Compute solution in the array X */
/* nag_ztptrs (f07usc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides, packed storage
*/

nag_ztptrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, ap, x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztptrs (f07usc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute backward errors and estimated bounds on the */
/* forward errors */
/* nag_ztprfs (f07uvc).
* Error bounds for solution of complex triangular system of
* linear equations, multiple right-hand sides, packed
* storage
*/

nag_ztprfs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
nrhs, ap, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztprfs (f07uvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
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* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 4 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(berr);
NAG_FREE(ferr);

return exit_status;
}

10.2 Program Data

nag_ztprfs (f07uvc) Example Program Data
4 2 :Values of n and nrhs
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36) (-18.02, 28.46)
( 2.98, -2.14) ( 14.22, 15.42)
(-20.96, 17.06) ( 5.62, 35.89)
( 9.54, 9.91) (-16.46, -1.73) :End of matrix B

10.3 Program Results

nag_ztprfs (f07uvc) Example Program Results

Solution(s)
1 2

1 (-5.0000,-2.0000) ( 1.0000, 5.0000)
2 (-3.0000,-1.0000) (-2.0000,-2.0000)
3 ( 2.0000, 1.0000) ( 3.0000, 4.0000)
4 ( 4.0000, 3.0000) ( 4.0000,-3.0000)

Backward errors (machine-dependent)
6.2e-17 2.7e-17

Estimated forward error bounds (machine-dependent)
2.9e-14 3.2e-14
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NAG Library Function Document

nag_ztptri (f07uwc)

1 Purpose

nag_ztptri (f07uwc) computes the inverse of a complex triangular matrix, using packed storage.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztptri (Nag_OrderType order, Nag_UploType uplo, Nag_DiagType diag,
Integer n, Complex ap[], NagError *fail)

3 Description

nag_ztptri (f07uwc) forms the inverse of a complex triangular matrix A, using packed storage. Note that
the inverse of an upper (lower) triangular matrix is also upper (lower) triangular.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.
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4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

On exit: A is overwritten by A�1, using the same storage format as described above.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular its inverse cannot be computed.

7 Accuracy

The computed inverse X satisfies

XA� Ij j � c nð Þ� Xj j Aj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied.

The computed inverse satisfies the forward error bound

X �A�1
		 		 � c nð Þ� A�1		 		 Aj j Xj j:

See Du Croz and Higham (1992).

8 Parallelism and Performance

nag_ztptri (f07uwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4
3n

3 .

The real analogue of this function is nag_dtptri (f07ujc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_ztptri (f07uwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
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{
/* Scalars */
Integer ap_len, i, j, n;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztptri (f07uwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Compute inverse of A */
/* nag_ztptri (f07uwc).
* Inverse of complex triangular matrix, packed storage
*/

nag_ztptri(order, uplo, Nag_NonUnitDiag, n, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztptri (f07uwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print inverse */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);

return exit_status;
}

10.2 Program Data

nag_ztptri (f07uwc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
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10.3 Program Results

nag_ztptri (f07uwc) Example Program Results

Inverse
1 2 3 4

1 ( 0.1095,-0.1045)
2 ( 0.0582,-0.0411) (-0.2227,-0.0677)
3 ( 0.0032, 0.1905) ( 0.1538,-0.2192) ( 0.2323,-0.0448)
4 ( 0.7602, 0.2814) ( 1.6184,-1.4346) ( 0.1289,-0.2250) ( 1.8697, 1.4731)

f07uwc NAG Library Manual

f07uwc.6 (last) Mark 26



NAG Library Function Document

nag_dtbtrs (f07vec)

1 Purpose

nag_dtbtrs (f07vec) solves a real triangular band system of linear equations with multiple right-hand
sides, AX ¼ B or ATX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtbtrs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer kd,
Integer nrhs, const double ab[], Integer pdab, double b[], Integer pdb,
NagError *fail)

3 Description

nag_dtbtrs (f07vec) solves a real triangular band system of linear equations AX ¼ B or ATX ¼ B.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1989) The accuracy of solutions to triangular systems SIAM J. Numer. Anal. 26 1252–
1265

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.
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trans ¼ Nag Trans or Nag ConjTrans
The equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

7: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

8: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.
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9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular and the solution has not been
computed.

7 Accuracy

The solutions of triangular systems of equations are usually computed to high accuracy. See Higham
(1989).

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c kð Þ� Aj j;

c kð Þ is a modest linear function of k, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c kð Þ cond A; xð Þ�; provided c kð Þ cond A; xð Þ� < 1;

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1.

Note that cond A; xð Þ � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ; cond A; xð Þ can be much smaller than

cond Að Þ and it is also possible for cond ATð Þ to be much larger (or smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_dtbrfs (f07vhc), and an estimate
for �1 Að Þ can be obtained by calling nag_dtbcon (f07vgc) with norm ¼ Nag InfNorm.

8 Parallelism and Performance

nag_dtbtrs (f07vec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dtbtrs (f07vec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 2nkr if k n.

The complex analogue of this function is nag_ztbtrs (f07vsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�4:16 0:00 0:00 0:00
�2:25 4:78 0:00 0:00
0:00 5:86 6:32 0:00
0:00 0:00 �4:82 0:16

0B@
1CA and B ¼

�16:64 �4:16
�13:78 �16:59
13:10 �4:94
�14:14 �9:96

0B@
1CA:

Here A is treated as a lower triangular band matrix with one subdiagonal.

10.1 Program Text

/* nag_dtbtrs (f07vec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *b = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtbtrs (f07vec) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read B from data file */
for (i = 1; i <= n; ++i) {
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for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Compute solution */
/* nag_dtbtrs (f07vec).
* Solution of real band triangular system of linear
* equations, multiple right-hand sides
*/

nag_dtbtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
kd, nrhs, ab, pdab, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtbtrs (f07vec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dtbtrs (f07vec) Example Program Data
4 1 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo

-4.16
-2.25 4.78

5.86 6.32
-4.82 0.16 :End of matrix A

-16.64 -4.16
-13.78 -16.59
13.10 -4.94

-14.14 -9.96 :End of matrix B

10.3 Program Results

nag_dtbtrs (f07vec) Example Program Results

Solution(s)
1 2

1 4.0000 1.0000
2 -1.0000 -3.0000
3 3.0000 2.0000
4 2.0000 -2.0000
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NAG Library Function Document

nag_dtbcon (f07vgc)

1 Purpose

nag_dtbcon (f07vgc) estimates the condition number of a real triangular band matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtbcon (Nag_OrderType order, Nag_NormType norm, Nag_UploType uplo,
Nag_DiagType diag, Integer n, Integer kd, const double ab[],
Integer pdab, double *rcond, NagError *fail)

3 Description

nag_dtbcon (f07vgc) estimates the condition number of a real triangular band matrix A, in either the
1-norm or the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function computes Ak k1 or Ak k1 exactly, and uses Higham's implementation of Hager's method
(see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

7: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.
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8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

9: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.
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8 Parallelism and Performance

nag_dtbcon (f07vgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dtbcon (f07vgc) involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each solution involves
approximately 2nk floating-point operations (assuming n� k) but takes considerably longer than a call
to nag_dtbtrs (f07vec) with one right-hand side, because extra care is taken to avoid overflow when A
is approximately singular.

The complex analogue of this function is nag_ztbcon (f07vuc).

10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
�4:16 0:00 0:00 0:00
�2:25 4:78 0:00 0:00
0:00 5:86 6:32 0:00
0:00 0:00 �4:82 0:16

0B@
1CA:

Here A is treated as a lower triangular band matrix with one subdiagonal. The true condition number in
the 1-norm is 69:62.

10.1 Program Text

/* nag_dtbcon (f07vgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab;
Integer exit_status = 0;
double rcond;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
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#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtbcon (f07vgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

pdab = kd + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");
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#endif
}
/* Estimate condition number */
/* nag_dtbcon (f07vgc).
* Estimate condition number of real band triangular matrix
*/

nag_dtbcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n,
kd, ab, pdab, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtbcon (f07vgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision) {
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

}
else

printf("A is singular to working precision\n");
END:

NAG_FREE(ab);
return exit_status;

}

10.2 Program Data

nag_dtbcon (f07vgc) Example Program Data
4 1 :Values of n and kd
Nag_Lower :Value of uplo

-4.16
-2.25 4.78

5.86 6.32
-4.82 0.16 :End of matrix A

10.3 Program Results

nag_dtbcon (f07vgc) Example Program Results

Estimate of condition number = 6.96e+01
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NAG Library Function Document

nag_dtbrfs (f07vhc)

1 Purpose

nag_dtbrfs (f07vhc) returns error bounds for the solution of a real triangular band system of linear
equations with multiple right-hand sides, AX ¼ B or ATX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtbrfs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer kd,
Integer nrhs, const double ab[], Integer pdab, const double b[],
Integer pdb, const double x[], Integer pdx, double ferr[],
double berr[], NagError *fail)

3 Description

nag_dtbrfs (f07vhc) returns the backward errors and estimated bounds on the forward errors for the
solution of a real triangular band system of linear equations with multiple right-hand sides AX ¼ B or
ATX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_dtbrfs (f07vhc) in terms of a single right-hand side b
and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans or Nag ConjTrans
The equations are of the form ATX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

7: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

8: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:
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if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

10: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_dtbtrs (f07vec).

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.
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Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
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On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_dtbrfs (f07vhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dtbrfs (f07vhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_dtbrfs (f07vhc), for each right-hand side, involves solving a number of systems of linear
equations of the form Ax ¼ b or ATx ¼ b; the number is usually 4 or 5 and never more than 11. Each
solution involves approximately 2nk floating-point operations (assuming n� k).

The complex analogue of this function is nag_ztbrfs (f07vvc).

10 Example

This example solves the system of equations AX ¼ B and to compute forward and backward error
bounds, where

A ¼
�4:16 0:00 0:00 0:00
�2:25 4:78 0:00 0:00
0:00 5:86 6:32 0:00
0:00 0:00 �4:82 0:16

0B@
1CA and B ¼

�16:64 �4:16
�13:78 �16:59
13:10 �4:94
�14:14 �9:96

0B@
1CA:

10.1 Program Text

/* nag_dtbrfs (f07vhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdb, pdx;
Integer ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *b = 0, *berr = 0, *ferr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtbrfs (f07vhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;

/* Allocate memory */
if (!(berr = NAG_ALLOC(berr_len, double)) ||

!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(ab = NAG_ALLOC((kd + 1) * n, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read A and B from data file, and copy B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Copy B to X */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(i, j) = B(i, j);

}
/* Compute solution in the array X */
/* nag_dtbtrs (f07vec).
* Solution of real band triangular system of linear
* equations, multiple right-hand sides
*/

nag_dtbtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
kd, nrhs, ab, pdab, x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtbtrs (f07vec).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_dtbrfs (f07vhc).
* Error bounds for solution of real band triangular system
* of linear equations, multiple right-hand sides
*/

nag_dtbrfs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
kd, nrhs, ab, pdab, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtbrfs (f07vhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print details of solution */

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds " "(machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dtbrfs (f07vhc) Example Program Data
4 1 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo

-4.16
-2.25 4.78

5.86 6.32
-4.82 0.16 :End of matrix A

-16.64 -4.16
-13.78 -16.59
13.10 -4.94

-14.14 -9.96 :End of matrix B

10.3 Program Results

nag_dtbrfs (f07vhc) Example Program Results

Solution(s)
1 2

1 4.0000 1.0000
2 -1.0000 -3.0000
3 3.0000 2.0000
4 2.0000 -2.0000
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Backward errors (machine-dependent)
4.7e-17 2.5e-17

Estimated forward error bounds (machine-dependent)
5.4e-14 5.8e-14
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NAG Library Function Document

nag_ztbtrs (f07vsc)

1 Purpose

nag_ztbtrs (f07vsc) solves a complex triangular band system of linear equations with multiple right-
hand sides, AX ¼ B, ATX ¼ B or AHX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztbtrs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer kd,
Integer nrhs, const Complex ab[], Integer pdab, Complex b[],
Integer pdb, NagError *fail)

3 Description

nag_ztbtrs (f07vsc) solves a complex triangular band system of linear equations AX ¼ B, ATX ¼ B or
AHX ¼ B.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1989) The accuracy of solutions to triangular systems SIAM J. Numer. Anal. 26 1252–
1265

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans
The equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

7: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

8: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;
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if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Element valueh i of the diagonal is exactly zero. A is singular and the solution has not been
computed.

7 Accuracy

The solutions of triangular systems of equations are usually computed to high accuracy. See Higham
(1989).

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c kð Þ� Aj j;

c kð Þ is a modest linear function of k, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c kð Þ cond A; xð Þ�; provided c kð Þ cond A; xð Þ� < 1;

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1.

Note that cond A; xð Þ � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ; cond A; xð Þ can be much smaller than

cond Að Þ and it is also possible for cond AHð Þ, which is the same as cond ATð Þ, to be much larger (or
smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_ztbrfs (f07vvc), and an estimate
for �1 Að Þ can be obtained by calling nag_ztbcon (f07vuc) with norm ¼ Nag InfNorm.
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8 Parallelism and Performance

nag_ztbtrs (f07vsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_ztbtrs (f07vsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8nkr if k n.

The real analogue of this function is nag_dtbtrs (f07vec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
�1:94þ 4:43i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
�3:39þ 3:44i 4:12� 4:27i 0:00þ 0:00i 0:00þ 0:00i
1:62þ 3:68i �1:84þ 5:53i 0:43� 2:66i 0:00þ 0:00i
0:00þ 0:00i �2:77� 1:93i 1:74� 0:04i 0:44þ 0:10i

0B@
1CA

and

B ¼
�8:86� 3:88i �24:09� 5:27i
�15:57� 23:41i �57:97þ 8:14i
�7:63þ 22:78i 19:09� 29:51i
�14:74� 2:40i 19:17þ 21:33i

0B@
1CA:

Here A is treated as a lower triangular band matrix with two subdiagonals.

10.1 Program Text

/* nag_ztbtrs (f07vsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdb;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *b = 0;
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#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztbtrs (f07vsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
#else

pdb = nrhs;
#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

#ifdef _WIN32

f07vsc NAG Library Manual

f07vsc.6 Mark 26



scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute solution */
/* nag_ztbtrs (f07vsc).
* Solution of complex band triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztbtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
kd, nrhs, ab, pdab, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztbtrs (f07vsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(b);
return exit_status;

}
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10.2 Program Data

nag_ztbtrs (f07vsc) Example Program Data
4 2 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo

(-1.94, 4.43)
(-3.39, 3.44) ( 4.12,-4.27)
( 1.62, 3.68) (-1.84, 5.53) ( 0.43,-2.66)

(-2.77,-1.93) ( 1.74,-0.04) ( 0.44, 0.10) :End of matrix A
( -8.86, -3.88) (-24.09, -5.27)
(-15.57,-23.41) (-57.97, 8.14)
( -7.63, 22.78) ( 19.09,-29.51)
(-14.74, -2.40) ( 19.17, 21.33) :End of matrix B

10.3 Program Results

nag_ztbtrs (f07vsc) Example Program Results

Solution(s)
1 2

1 ( 0.0000, 2.0000) ( 1.0000, 5.0000)
2 ( 1.0000,-3.0000) (-7.0000,-2.0000)
3 (-4.0000,-5.0000) ( 3.0000, 4.0000)
4 ( 2.0000,-1.0000) (-6.0000,-9.0000)
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NAG Library Function Document

nag_ztbcon (f07vuc)

1 Purpose

nag_ztbcon (f07vuc) estimates the condition number of a complex triangular band matrix.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztbcon (Nag_OrderType order, Nag_NormType norm, Nag_UploType uplo,
Nag_DiagType diag, Integer n, Integer kd, const Complex ab[],
Integer pdab, double *rcond, NagError *fail)

3 Description

nag_ztbcon (f07vuc) estimates the condition number of a complex triangular band matrix A, in either
the 1-norm or the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function computes Ak k1 or Ak k1 exactly, and uses Higham's implementation of Hager's method
(see Higham (1988)) to estimate A�1

�� ��
1
or A�1
�� ��

1.

4 References

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is estimated.

norm ¼ Nag OneNorm
�1 Að Þ is estimated.

norm ¼ Nag InfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag OneNorm or Nag InfNorm.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

7: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.
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8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

9: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.
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8 Parallelism and Performance

nag_ztbcon (f07vuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_ztbcon (f07vuc) involves solving a number of systems of linear equations of the form
Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each solution involves
approximately 8nk real floating-point operations (assuming n� k) but takes considerably longer than a
call to nag_ztbtrs (f07vsc) with one right-hand side, because extra care is taken to avoid overflow when
A is approximately singular.

The real analogue of this function is nag_dtbcon (f07vgc).

10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼
�1:94þ 4:43i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
�3:39þ 3:44i 4:12� 4:27i 0:00þ 0:00i 0:00þ 0:00i
1:62þ 3:68i �1:84þ 5:53i 0:43� 2:66i 0:00þ 0:00i
0:00þ 0:00i �2:77� 1:93i 1:74� 0:04i 0:44þ 0:10i

0B@
1CA:

Here A is treated as a lower triangular band matrix with two subdiagonals. The true condition number
in the 1-norm is 71:51.

10.1 Program Text

/* nag_ztbcon (f07vuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab;
Integer exit_status = 0;
double rcond;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
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#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztbcon (f07vuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

pdab = kd + 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
}
/* Estimate condition number */
/* nag_ztbcon (f07vuc).
* Estimate condition number of complex band triangular
* matrix
*/

nag_ztbcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n,
kd, ab, pdab, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztbcon (f07vuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

if (rcond >= nag_machine_precision)
printf("Estimate of condition number =%11.2e\n\n", 1.0 / rcond);

else
printf("A is singular to working precision\n");

END:
NAG_FREE(ab);
return exit_status;

}

10.2 Program Data

nag_ztbcon (f07vuc) Example Program Data
4 2 :Values of n and kd
Nag_Lower :Value of uplo

(-1.94, 4.43)
(-3.39, 3.44) ( 4.12,-4.27)
( 1.62, 3.68) (-1.84, 5.53) ( 0.43,-2.66)

(-2.77,-1.93) ( 1.74,-0.04) ( 0.44, 0.10) :End of matrix A

10.3 Program Results

nag_ztbcon (f07vuc) Example Program Results

Estimate of condition number = 3.35e+01
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NAG Library Function Document

nag_ztbrfs (f07vvc)

1 Purpose

nag_ztbrfs (f07vvc) returns error bounds for the solution of a complex triangular band system of linear
equations with multiple right-hand sides, AX ¼ B, ATX ¼ B or AHX ¼ B.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztbrfs (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, Integer kd,
Integer nrhs, const Complex ab[], Integer pdab, const Complex b[],
Integer pdb, const Complex x[], Integer pdx, double ferr[],
double berr[], NagError *fail)

3 Description

nag_ztbrfs (f07vvc) returns the backward errors and estimated bounds on the forward errors for the
solution of a complex triangular band system of linear equations with multiple right-hand sides
AX ¼ B, ATX ¼ B or AHX ¼ B. The function handles each right-hand side vector (stored as a column
of the matrix B) independently, so we describe the function of nag_ztbrfs (f07vvc) in terms of a single
right-hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that x is the exact solution of
a perturbed system

Aþ �Að Þx ¼ bþ �b
�aij
		 		 � � aij		 		 and �bij j � � bij j:

Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max
i
xi � x̂ij j=max

i
xij j

where x̂ is the true solution.

For details of the method, see the f07 Chapter Introduction.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: indicates the form of the equations.

trans ¼ Nag NoTrans
The equations are of the form AX ¼ B.

trans ¼ Nag Trans
The equations are of the form ATX ¼ B.

trans ¼ Nag ConjTrans
The equations are of the form AHX ¼ B.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: kd, the number of superdiagonals of the matrix A if uplo ¼ Nag Upper, or the number
of subdiagonals if uplo ¼ Nag Lower.

Constraint: kd 	 0.

7: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

8: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:
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if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

10: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r solution matrix X, as returned by nag_ztbtrs (f07vsc).

13: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.
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Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

14: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ; r.

15: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; r.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
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On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_ztbrfs (f07vvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_ztbrfs (f07vvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_ztbrfs (f07vvc), for each right-hand side, involves solving a number of systems of linear
equations of the form Ax ¼ b or AHx ¼ b; the number is usually 5 and never more than 11. Each
solution involves approximately 8nk real floating-point operations (assuming n� k).

The real analogue of this function is nag_dtbrfs (f07vhc).

10 Example

This example solves the system of equations AX ¼ B and to compute forward and backward error
bounds, where

A ¼
�1:94þ 4:43i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
�3:39þ 3:44i 4:12� 4:27i 0:00þ 0:00i 0:00þ 0:00i
1:62þ 3:68i �1:84þ 5:53i 0:43� 2:66i 0:00þ 0:00i
0:00þ 0:00i �2:77� 1:93i 1:74� 0:04i 0:44þ 0:10i

0B@
1CA

and

B ¼
�8:86� 3:88i �24:09� 5:27i
�15:57� 23:41i �57:97þ 8:14i
�7:63þ 22:78i 19:09� 29:51i
�14:74� 2:40i 19:17þ 21:33i

0B@
1CA:
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10.1 Program Text

/* nag_ztbrfs (f07vvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, nrhs, pdab, pdb, pdx;
Integer ferr_len, berr_len;
Integer exit_status = 0;
Nag_UploType uplo;
NagError fail;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *b = 0, *x = 0;
double *berr = 0, *ferr = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztbrfs (f07vvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd, &nrhs);
#endif

pdab = kd + 1;
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdx = n;

#else
pdb = nrhs;
pdx = nrhs;

#endif

ferr_len = nrhs;
berr_len = nrhs;
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/* Allocate memory */
if (!(berr = NAG_ALLOC(berr_len, double)) ||

!(ferr = NAG_ALLOC(ferr_len, double)) ||
!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||
!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(x = NAG_ALLOC(n * nrhs, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file, and copy B to X */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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/* Copy B to X */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(i, j).re = B(i, j).re;
X(i, j).im = B(i, j).im;

}
}
/* nag_ztbtrs (f07vsc).
* Solution of complex band triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztbtrs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
kd, nrhs, ab, pdab, x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztbtrs (f07vsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Improve solution, and compute backward errors and */
/* estimated bounds on the forward errors */
/* nag_ztbrfs (f07vvc).
* Error bounds for solution of complex band triangular
* system of linear equations, multiple right-hand sides
*/

nag_ztbrfs(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n,
kd, nrhs, ab, pdab, b, pdb, x, pdx, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztbrfs (f07vvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Solution(s)", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nBackward errors (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", berr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\nEstimated forward error bounds (machine-dependent)\n");
for (j = 1; j <= nrhs; ++j)

printf("%11.1e%s", ferr[j - 1], j % 7 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(x);
return exit_status;

}
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10.2 Program Data

nag_ztbrfs (f07vvc) Example Program Data
4 2 2 :Values of n, kd and nrhs
Nag_Lower :Value of uplo

(-1.94, 4.43)
(-3.39, 3.44) ( 4.12,-4.27)
( 1.62, 3.68) (-1.84, 5.53) ( 0.43,-2.66)

(-2.77,-1.93) ( 1.74,-0.04) ( 0.44, 0.10) :End of matrix A
( -8.86, -3.88) (-24.09, -5.27)
(-15.57,-23.41) (-57.97, 8.14)
( -7.63, 22.78) ( 19.09,-29.51)
(-14.74, -2.40) ( 19.17, 21.33) :End of matrix B

10.3 Program Results

nag_ztbrfs (f07vvc) Example Program Results

Solution(s)
1 2

1 ( 0.0000, 2.0000) ( 1.0000, 5.0000)
2 ( 1.0000,-3.0000) (-7.0000,-2.0000)
3 (-4.0000,-5.0000) ( 3.0000, 4.0000)
4 ( 2.0000,-1.0000) (-6.0000,-9.0000)

Backward errors (machine-dependent)
4.1e-17 4.2e-17

Estimated forward error bounds (machine-dependent)
1.8e-14 2.2e-14
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NAG Library Function Document

nag_dpftrf (f07wdc)

1 Purpose

nag_dpftrf (f07wdc) computes the Cholesky factorization of a real symmetric positive definite matrix
stored in Rectangular Full Packed (RFP) format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpftrf (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, double ar[], NagError *fail)

3 Description

nag_dpftrf (f07wdc) forms the Cholesky factorization of a real symmetric positive definite matrix A
either as A ¼ UTU if uplo ¼ Nag Upper or A ¼ LLT if uplo ¼ Nag Lower, where U is an upper
triangular matrix and L is a lower triangular, stored in RFP format. The RFP storage format is
described in Section 3.3.3 in the f07 Chapter Introduction.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of A is normal or transposed.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP Trans
The matrix A is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.
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3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored, and A is factorized as UTU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored, and A is factorized as LLT, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – double Input/Output

On entry: the upper or lower triangular part (as specified by uplo) of the n by n symmetric
matrix A, in either normal or transposed RFP format (as specified by transr). The storage format
is described in detail in Section 3.3.3 in the f07 Chapter Introduction.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UTU or A ¼ LLT, in the same storage format as A.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. There is no function specifically designed to factorize a symmetric matrix stored in
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RFP format which is not positive definite; the matrix must be treated as a full symmetric matrix,
by calling nag_dsytrf (f07mdc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c nð Þ� UT
		 		 Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factor L. It follows that
eij
		 		 � c nð Þ� ffiffiffiffiffiffiffiffiffiffiffi

aiiajj
p

.

8 Parallelism and Performance

nag_dpftrf (f07wdc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpftrf (f07wdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 .

A call to nag_dpftrf (f07wdc) may be followed by calls to the functions:

nag_dpftrs (f07wec) to solve AX ¼ B;
nag_dpftri (f07wjc) to compute the inverse of A.

The complex analogue of this function is nag_zpftrf (f07wrc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA;

and is stored using RFP format.

10.1 Program Text

/* nag_dpftrf (f07wdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, pdar, pda, q;
/* Arrays */
double *ar = 0, *a = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_OrderType order;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);

printf("nag_dpftrf (f07wdc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
pda = n;
if (!(ar = NAG_ALLOC(lenar, double)) || !(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Setup dimensions for RFP array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {
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lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s("%lf ", &AR(i, j));
#else

scanf("%lf ", &AR(i, j));
#endif

}
}

/* Factorize A using nag_dpftrf (f07wdc) which performs a
* Cholesky factorization of real symmetric positive definite matrix in
* Rectangular Full Packed format.
*/

nag_dpftrf(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpftrf (f07wdc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Convert factor to full array form for printing using nag_dtfttr (f01vgc).
* Copies a real triangular matrix from Rectangular Full Packed format
* to full matrix format
*/

nag_dtfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtfttr (f01vgc)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

matrix = (uplo == Nag_Lower ? Nag_LowerMatrix : Nag_UpperMatrix);
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

"Factor", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;

}

END:
NAG_FREE(ar);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_dpftrf (f07wdc) Example Program Data
4 Nag_Lower Nag_RFP_Normal : n, uplo, transr

0.76 0.34
4.16 1.18

-3.12 5.03
0.56 -0.83

-0.10 1.18 : matrix A in RFP, ar[]

10.3 Program Results

nag_dpftrf (f07wdc) Example Program Results

Factor
1 2 3 4

1 2.0396
2 -1.5297 1.6401
3 0.2746 -0.2500 0.7887
4 -0.0490 0.6737 0.6617 0.5347
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NAG Library Function Document

nag_dpftrs (f07wec)

1 Purpose

nag_dpftrs (f07wec) solves a real symmetric positive definite system of linear equations with multiple
right-hand sides,

AX ¼ B;

using the Cholesky factorization computed by nag_dpftrf (f07wdc) stored in Rectangular Full Packed
(RFP) format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpftrs (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, Integer nrhs, const double ar[],
double b[], Integer pdb, NagError *fail)

3 Description

nag_dpftrs (f07wec) is used to solve a real symmetric positive definite system of linear equations
AX ¼ B, the function must be preceded by a call to nag_dpftrf (f07wdc) which computes the Cholesky
factorization of A, stored in RFP format. The RFP storage format is described in Section 3.3.3 in the
f07 Chapter Introduction. The solution X is computed by forward and backward substitution.

If uplo ¼ Nag Upper, A ¼ UTU , where U is upper triangular; the solution X is computed by solving
UTY ¼ B and then UX ¼ Y .
If uplo ¼ Nag Lower, A ¼ LLT, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LTX ¼ Y .

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of A is normal or transposed.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.
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transr ¼ Nag RFP Trans
The matrix A is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

6: ar½n� nþ 1ð Þ=2� – const double Input

On entry: the Cholesky factorization of A stored in RFP format, as returned by nag_dpftrf
(f07wdc).

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UTj j Uj j;

if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LTj j,
c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ and �1 Að Þ is the
condition number when using the 1-norm.

Note that cond A; xð Þ can be much smaller than cond Að Þ.

f07 – Linear Equations (LAPACK) f07wec

Mark 26 f07wec.3



8 Parallelism and Performance

nag_dpftrs (f07wec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2n2r.

The complex analogue of this function is nag_zpftrs (f07wsc).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA and B ¼

8:70 8:30
�13:35 2:13

1:89 1:61
�4:14 5:00

0B@
1CA:

Here A is symmetric positive definite, stored in RFP format, and must first be factorized by nag_dpftrf
(f07wdc).

10.1 Program Text

/* nag_dpftrs (f07wec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, nrhs, pdar, pdb, q;
/* Arrays */
double *ar = 0, *b = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#define B(I, J) b[J*pdb + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#define B(I, J) b[I*pdb + J]
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#endif

INIT_FAIL(fail);
printf("nag_dpftrs (f07wec) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &nrhs);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
if (!(ar = NAG_ALLOC(lenar, double)) || !(b = NAG_ALLOC(n * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Setup dimensions for RFP array ar and for b. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
pdb = nrhs;

}
else {

pdar = lar1;
pdb = n;

}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s("%lf ", &AR(i, j));
#else

scanf("%lf ", &AR(i, j));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read B */
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for (i = 0; i < n; i++)
for (j = 0; j < nrhs; j++)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif

/* Factorize A using nag_dpftrf (f07wdc) which peforms a Cholesky
* factorization of a real symmetric positive definite matrix in
* Rectangular Full Packed format
*/

nag_dpftrf(order, transr, uplo, n, ar, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpftrf (f07wdc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute solution of Ax = B using nag_dpftrs (f07wec) which
* Solves a real symmetric positive definite system of linear equations,
* for a factorized matrix in Rectangular Full Packed format
*/

nag_dpftrs(order, transr, uplo, n, nrhs, ar, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpftrs (f07wec)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;

}

END:
NAG_FREE(ar);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dpftrs (f07wec) Example Program Data
4 2 Nag_Lower Nag_RFP_Normal : n, nrhs, uplo, transr

0.76 0.34
4.16 1.18

-3.12 5.03
0.56 -0.83

-0.10 1.18 : ar[]

8.70 8.30
-13.35 2.13

1.89 1.61
-4.14 5.00 : b
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10.3 Program Results

nag_dpftrs (f07wec) Example Program Results

Solution(s)
1 2

1 1.0000 4.0000
2 -1.0000 3.0000
3 2.0000 2.0000
4 -3.0000 1.0000
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NAG Library Function Document

nag_dpftri (f07wjc)

1 Purpose

nag_dpftri (f07wjc) computes the inverse of a real symmetric positive definite matrix using the
Cholesky factorization computed by nag_dpftrf (f07wdc) stored in Rectangular Full Packed (RFP)
format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dpftri (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, double ar[], NagError *fail)

3 Description

nag_dpftri (f07wjc) is used to compute the inverse of a real symmetric positive definite matrix A, stored
in RFP format. The RFP storage format is described in Section 3.3.3 in the f07 Chapter Introduction.
The function must be preceded by a call to nag_dpftrf (f07wdc), which computes the Cholesky
factorization of A.

If uplo ¼ Nag Upper, A ¼ UTU and A�1 is computed by first inverting U and then forming U�1ð ÞU�T.
If uplo ¼ Nag Lower, A ¼ LLT and A�1 is computed by first inverting L and then forming L�T L�1ð Þ.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of A is normal or transposed.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP Trans
The matrix A is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.
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3: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UTU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLT, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – double Input/Output

On entry: the Cholesky factorization of A stored in RFP format, as returned by nag_dpftrf
(f07wdc).

On exit: the factorization is overwritten by the n by n matrix A�1 stored in RFP format.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. There is no function specifically designed to invert a symmetric matrix stored in RFP
format which is not positive definite; the matrix must be treated as a full symmetric matrix, by
calling nag_dsytri (f07mjc).
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed inverse X satisfies

XA� Ik k2 � c nð Þ��2 Að Þ and AX � Ik k2 � c nð Þ��2 Að Þ;

where c nð Þ is a modest function of n, � is the machine precision and �2 Að Þ is the condition number of
A defined by

�2 Að Þ ¼ Ak k2 A�1
�� ��

2
:

8 Parallelism and Performance

nag_dpftri (f07wjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

3 .

The complex analogue of this function is nag_zpftri (f07wwc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:18
0:56 �0:83 0:76 0:34
�0:10 1:18 0:34 1:18

0B@
1CA:

Here A is symmetric positive definite, stored in RFP format, and must first be factorized by nag_dpftrf
(f07wdc).

10.1 Program Text

/* nag_dpftri (f07wjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
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Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, pdar, pda, q;
/* Arrays */
double *ar = 0, *a = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);

printf("nag_dpftri (f07wjc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
pda = n;
if (!(ar = NAG_ALLOC(lenar, double)) || !(a = NAG_ALLOC(pda * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Setup dimensions for RFP array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;

f07wjc NAG Library Manual

f07wjc.4 Mark 26



}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s("%lf ", &AR(i, j));
#else

scanf("%lf ", &AR(i, j));
#endif

}
}

/* Factorize A using nag_dpftrf (f07wdc) which performs a Cholesky
* factorization of a real symmetric positive definite matrix in
* Rectangular Full Packed format
*/

nag_dpftrf(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpftrf (f07wdc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute inverse of A using nag_dpftri (f07wjc) */
nag_dpftri(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpftri (f07wjc)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Convert inverse to full array form using nag_dtfttr (f01vgc). */
nag_dtfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtfttr (f01vgc)\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_LowerMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Inverse", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 4;

}

END:
NAG_FREE(ar);
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_dpftri (f07wjc) Example Program Data
4 Nag_Lower Nag_RFP_Normal : n, uplo, transr

0.76 0.34
4.16 1.18

-3.12 5.03
0.56 -0.83

-0.10 1.18 : ar[]
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10.3 Program Results

nag_dpftri (f07wjc) Example Program Results

Inverse
1 2 3 4

1 0.6995
2 0.7769 1.4239
3 0.7508 1.8255 4.0688
4 -0.9340 -1.8841 -2.9342 3.4978
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NAG Library Function Document

nag_dtftri (f07wkc)

1 Purpose

nag_dtftri (f07wkc) computes the inverse of a real triangular matrix stored in Rectangular Full Packed
(RFP) format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_dtftri (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Nag_DiagType diag, Integer n, double ar[],
NagError *fail)

3 Description

nag_dtftri (f07wkc) forms the inverse of a real triangular matrix A, stored using RFP format. The RFP
storage format is described in Section 3.3.3 in the f07 Chapter Introduction. Note that the inverse of an
upper (lower) triangular matrix is also upper (lower) triangular.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of A is normal or transposed.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP Trans
The matrix A is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: ar½n� nþ 1ð Þ=2� – double Input/Output

On entry: the upper or lower triangular part (as specified by uplo) of the n by n symmetric
matrix A, in either normal or transposed RFP format (as specified by transr). The storage format
is described in detail in Section 3.3.3 in the f07 Chapter Introduction.

On exit: A is overwritten by A�1, in the same storage format as A.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Diagonal element valueh i of A is exactly zero. A is singular its inverse cannot be computed.

7 Accuracy

The computed inverse X satisfies

XA� Ij j � c nð Þ� Xj j Aj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied.

The computed inverse satisfies the forward error bound

X �A�1
		 		 � c nð Þ� A�1		 		 Aj j Xj j:

See Du Croz and Higham (1992).

8 Parallelism and Performance

nag_dtftri (f07wkc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 1
3n

3 .

The complex analogue of this function is nag_ztftri (f07wxc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:30 0:00 0:00 0:00
�3:96 �4:87 0:00 0:00
0:40 0:31 �8:02 0:00
�0:27 0:07 �5:95 0:12

0B@
1CA

and is stored using RFP format.

10.1 Program Text

/* nag_dtftri (f07wkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, pdar, pda, q;
/* Arrays */
double *ar = 0, *a = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_DiagType diag;
Nag_OrderType order;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);

printf("nag_dtftri (f07wkc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
if (!(ar = NAG_ALLOC((lenar), double)) ||

!(a = NAG_ALLOC((n) * (n), double)))
{

printf("Allocation failure\n");

f07wkc NAG Library Manual

f07wkc.4 Mark 26



exit_status = -1;
goto END;

}
pda = n;

/* Setup dimensions of RFP array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s("%lf ", &AR(i, j));
#else

scanf("%lf ", &AR(i, j));
#endif

}
}

/* Compute inverse of A using nag_dtftri (f07wkc) which Inverts a real
* triangular matrix in Rectangular Full Packed format.
*/

nag_dtftri(order, transr, uplo, diag, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Convert inverse to full array form using nag_dtfttr (f01vgc). */
nag_dtfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

if (uplo == Nag_Lower)
matrix = Nag_LowerMatrix;

else
matrix = Nag_UpperMatrix;

fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, n, a, pda, "Inverse", 0,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac)\n%s\n", fail.message);
exit_status = 3;

}
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END:
NAG_FREE(ar);
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_dtftri (f07wkc) Example Program Data
4 Nag_Lower
Nag_RFP_Normal
Nag_NonUnitDiag : n, uplo, transr, diag

-8.02 -5.95
4.30 0.12

-3.96 -4.87
0.40 0.31

-0.27 0.07 : ar[]

10.3 Program Results

nag_dtftri (f07wkc) Example Program Results

Inverse
1 2 3 4

1 0.2326
2 -0.1891 -0.2053
3 0.0043 -0.0079 -0.1247
4 0.8463 -0.2738 -6.1825 8.3333
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NAG Library Function Document

nag_zpftrf (f07wrc)

1 Purpose

nag_zpftrf (f07wrc) computes the Cholesky factorization of a complex Hermitian positive definite
matrix stored in Rectangular Full Packed (RFP) format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpftrf (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, Complex ar[], NagError *fail)

3 Description

nag_zpftrf (f07wrc) forms the Cholesky factorization of a complex Hermitian positive definite matrix A
either as A ¼ UHU if uplo ¼ Nag Upper or A ¼ LLH if uplo ¼ Nag Lower, where U is an upper
triangular matrix and L is a lower triangular, stored in RFP format. The RFP storage format is
described in Section 3.3.3 in the f07 Chapter Introduction.

4 References

Demmel J W (1989) On floating-point errors in Cholesky LAPACK Working Note No. 14 University of
Tennessee, Knoxville http://www.netlib.org/lapack/lawnspdf/lawn14.pdf

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.
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3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored, and A is factorized as UHU , where U is upper
triangular.

uplo ¼ Nag Lower
The lower triangular part of A is stored, and A is factorized as LLH, where L is lower
triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – Complex Input/Output

On entry: the upper or lower triangular part (as specified by uplo) of the n by n Hermitian matrix
A, in either normal or transposed RFP format (as specified by transr). The storage format is
described in detail in Section 3.3.3 in the f07 Chapter Introduction.

On exit: if fail:code ¼ NE_NOERROR, the factor U or L from the Cholesky factorization
A ¼ UHU or A ¼ LLH, in the same storage format as A.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. There is no function specifically designed to factorize a Hermitian matrix stored in
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RFP format which is not positive definite; the matrix must be treated as a full Hermitian matrix,
by calling nag_zhetrf (f07mrc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If uplo ¼ Nag Upper, the computed factor U is the exact factor of a perturbed matrix Aþ E, where

Ej j � c nð Þ� UH
		 		 Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision.

If uplo ¼ Nag Lower, a similar statement holds for the computed factor L. It follows that
eij
		 		 � c nð Þ� ffiffiffiffiffiffiffiffiffiffiffi

aiiajj
p

.

8 Parallelism and Performance

nag_zpftrf (f07wrc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpftrf (f07wrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4
3n

3 .

A call to nag_zpftrf (f07wrc) may be followed by calls to the functions:

nag_zpftrs (f07wsc) to solve AX ¼ B;
nag_zpftri (f07wwc) to compute the inverse of A.

The real analogue of this function is nag_dpftrf (f07wdc).

10 Example

This example computes the Cholesky factorization of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

and is stored using RFP format.

10.1 Program Text

/* nag_zpftrf (f07wrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, pdar, pda, q;
/* Arrays */
Complex *ar = 0, *a = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_OrderType order;
Nag_MatrixType matrix;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);
printf("nag_zpftrf (f07wrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
pda = n;
if (!(ar = NAG_ALLOC(lenar, Complex)) || !(a = NAG_ALLOC(pda * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Setup dimensions for RFP array ar. */
k = n / 2;
q = n - k;
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if (transr == Nag_RFP_Normal) {
lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#endif

}
}

/* Factorize A using nag_zpftrf (f07wrc) which performs a Cholesky
* factorization of a complex Hermitian positive definite matrix in
* Rectangular Full Packed format
*/

nag_zpftrf(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpftrf (f07wrc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Convert factorized matrix to full matrix format using
* nag_ztfttr (f01vhc)
*/

nag_ztfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztfttr (f01vhc)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

matrix = (uplo == Nag_Lower ? Nag_LowerMatrix : Nag_UpperMatrix);

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, diag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Factor",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)\n%s\n",

fail.message);
exit_status = 3;

}

END:
NAG_FREE(ar);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_zpftrf (f07wrc) Example Program Data
4
Nag_Lower
Nag_RFP_Normal : n, uplo, transr

( 4.09, 0.00) ( 2.33, 0.14)
( 3.23, 0.00) ( 4.29, 0.00)
( 1.51, 1.92) ( 3.58, 0.00)
( 1.90,-0.84) (-0.23,-1.11)
( 0.42,-2.50) (-1.18,-1.37) : ar[]

10.3 Program Results

nag_zpftrf (f07wrc) Example Program Results

Factor
1 2 3 4

1 ( 1.7972, 0.0000)
2 ( 0.8402, 1.0683) ( 1.3164, 0.0000)
3 ( 1.0572,-0.4674) (-0.4702, 0.3131) ( 1.5604,-0.0000)
4 ( 0.2337,-1.3910) ( 0.0834, 0.0368) ( 0.9360, 0.8105) ( 0.8713,-0.0000)
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NAG Library Function Document

nag_zpftrs (f07wsc)

1 Purpose

nag_zpftrs (f07wsc) solves a complex Hermitian positive definite system of linear equations with
multiple right-hand sides,

AX ¼ B;

using the Cholesky factorization computed by nag_zpftrf (f07wrc) stored in Rectangular Full Packed
(RFP) format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpftrs (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, Integer nrhs, const Complex ar[],
Complex b[], Integer pdb, NagError *fail)

3 Description

nag_zpftrs (f07wsc) is used to solve a complex Hermitian positive definite system of linear equations
AX ¼ B, the function must be preceded by a call to nag_zpftrf (f07wrc) which computes the Cholesky
factorization of A, stored in RFP format. The RFP storage format is described in Section 3.3.3 in the
f07 Chapter Introduction. The solution X is computed by forward and backward substitution.

If uplo ¼ Nag Upper, A ¼ UHU , where U is upper triangular; the solution X is computed by solving
UHY ¼ B and then UX ¼ Y .
If uplo ¼ Nag Lower, A ¼ LLH, where L is lower triangular; the solution X is computed by solving
LY ¼ B and then LHX ¼ Y .

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.
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transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.

3: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides.

Constraint: nrhs 	 0.

6: ar½n� nþ 1ð Þ=2� – const Complex Input

On entry: the Cholesky factorization of A stored in RFP format, as returned by nag_zpftrf
(f07wrc).

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by r right-hand side matrix B.

On exit: the n by r solution matrix X.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

if uplo ¼ Nag Upper, Ej j � c nð Þ� UHj j Uj j;

if uplo ¼ Nag Lower, Ej j � c nð Þ� Lj j LHj j,
c nð Þ is a modest linear function of n, and � is the machine precision.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ and �1 Að Þ is the
condition number when using the 1-norm.

Note that cond A; xð Þ can be much smaller than cond Að Þ.
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8 Parallelism and Performance

nag_zpftrs (f07wsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8n2r.

The real analogue of this function is nag_dpftrs (f07wec).

10 Example

This example solves the system of equations AX ¼ B, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA

and

B ¼
3:93� 6:14i 1:48þ 6:58i
6:17þ 9:42i 4:65� 4:75i
�7:17� 21:83i �4:91þ 2:29i
1:99� 14:38i 7:64� 10:79i

0B@
1CA:

Here A is Hermitian positive definite, stored in RFP format, and must first be factorized by nag_zpftrf
(f07wrc).

10.1 Program Text

/* nag_zpftrs (f07wsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, nrhs, pdar, pdb, q;
/* Arrays */
Complex *ar = 0, *b = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_OrderType order;
NagError fail;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
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#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#define B(I, J) b[J*pdb + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#define B(I, J) b[I*pdb + J]
#endif

INIT_FAIL(fail);

printf("nag_zpftrs (f07wsc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &nrhs);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
if (!(ar = NAG_ALLOC(lenar, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Setup dimensions for RFP array ar and aray b. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
pdb = nrhs;

}
else {

pdar = lar1;
pdb = n;

}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#else
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scanf(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read B */
for (i = 0; i < n; i++)

for (j = 0; j < nrhs; j++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#endif

/* Factorize A using nag_zpftrf (f07wrc) which performs a Cholesky
* factorization of a complex Hermitian positive definite matrix in
* Rectangular Full Packed format.
*/

nag_zpftrf(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpftrf (f07wrc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute solution Ax = B using nag_zpftrs (f07wsc). */
nag_zpftrs(order, transr, uplo, n, nrhs, ar, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpftrs (f07wsc)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, diag, n, nrhs, b, pdb,

Nag_BracketForm, "%7.4f", "Solution(s)",
Nag_IntegerLabels, NULL,
Nag_IntegerLabels, NULL, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)\n%s\n",

fail.message);
exit_status = 3;

}

END:
NAG_FREE(ar);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_zpftrs (f07wsc) Example Program Data
4 2
Nag_Lower
Nag_RFP_Normal : n, nrhs, uplo, transr

( 4.09, 0.00) ( 2.33, -0.14)
( 3.23, 0.00) ( 4.29, 0.00)
( 1.51, 1.92) ( 3.58, 0.00)
( 1.90, -0.84) (-0.23, -1.11)
( 0.42, -2.50) (-1.18, -1.37) : ar[]
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( 3.93, -6.14) ( 1.48, 6.58)
( 6.17, 9.42) ( 4.65, -4.75)
(-7.17,-21.83) (-4.91, 2.29)
( 1.99,-14.38) ( 7.64,-10.79) : B

10.3 Program Results

nag_zpftrs (f07wsc) Example Program Results

Solution(s)
1 2

1 ( 1.0000,-1.0000) (-1.0000, 2.0000)
2 (-0.0000, 3.0000) ( 3.0000,-4.0000)
3 (-4.0000,-5.0000) (-2.0000, 3.0000)
4 ( 2.0000, 1.0000) ( 4.0000,-5.0000)
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NAG Library Function Document

nag_zpftri (f07wwc)

1 Purpose

nag_zpftri (f07wwc) computes the inverse of a complex Hermitian positive definite matrix using the
Cholesky factorization computed by nag_zpftrf (f07wrc) stored in Rectangular Full Packed (RFP)
format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_zpftri (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Integer n, Complex ar[], NagError *fail)

3 Description

nag_zpftri (f07wwc) is used to compute the inverse of a complex Hermitian positive definite matrix A,
stored in RFP format. The RFP storage format is described in Section 3.3.3 in the f07 Chapter
Introduction. The function must be preceded by a call to nag_zpftrf (f07wrc), which computes the
Cholesky factorization of A.

If uplo ¼ Nag Upper, A ¼ UHU and A�1 is computed by first inverting U and then forming U�1ð ÞU�H.
If uplo ¼ Nag Lower, A ¼ LLH and A�1 is computed by first inverting L and then forming L�H L�1ð Þ.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.

f07 – Linear Equations (LAPACK) f07wwc

Mark 26 f07wwc.1



3: uplo – Nag_UploType Input

On entry: specifies how A has been factorized.

uplo ¼ Nag Upper
A ¼ UHU , where U is upper triangular.

uplo ¼ Nag Lower
A ¼ LLH, where L is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ar½n� nþ 1ð Þ=2� – Complex Input/Output

On entry: the Cholesky factorization of A stored in RFP format, as returned by nag_zpftrf
(f07wrc).

On exit: the factorization is overwritten by the n by n matrix A�1 stored in RFP format.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The leading minor of order valueh i is not positive definite and the factorization could not be
completed. Hence A itself is not positive definite. This may indicate an error in forming the
matrix A. There is no function specifically designed to invert a Hermitian matrix stored in RFP
format which is not positive definite; the matrix must be treated as a full Hermitian matrix, by
calling nag_zhetri (f07mwc).
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed inverse X satisfies

XA� Ik k2 � c nð Þ��2 Að Þ and AX � Ik k2 � c nð Þ��2 Að Þ;

where c nð Þ is a modest function of n, � is the machine precision and �2 Að Þ is the condition number of
A defined by

�2 Að Þ ¼ Ak k2 A�1
�� ��

2
:

8 Parallelism and Performance

nag_zpftri (f07wwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

3 .

The real analogue of this function is nag_dpftri (f07wjc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

Here A is Hermitian positive definite, stored in RFP format, and must first be factorized by nag_zpftrf
(f07wrc).

10.1 Program Text

/* nag_zpftri (f07wwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
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Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, pdar, pda, q;
/* Arrays */
Complex *ar = 0, *a = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_OrderType order;
Nag_MatrixType matrix;
Nag_DiagType diag = Nag_NonUnitDiag;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);
printf("nag_zpftri (f07wwc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
if (!(ar = NAG_ALLOC(lenar, Complex)) || !(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pda = n;

/* Setup dimensions for RFP array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {
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pdar = lar1;
}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#endif

}
}

/* Factorize A using nag_zpftrf (f07wrc) which performs a Cholesky
* factorization of a complex Hermitian positive definite matrix in
* Rectangular Full Packed format
*/

nag_zpftrf(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpftrf (f07wrc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute inverse of A using nag_zpftri (f07wwc). */
nag_zpftri(order, transr, uplo, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpftri (f07wwc)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Convert A to full matrix format using nag_ztfttr (f01vhc). */
nag_ztfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztfttr (f01vhc)\n%s\n", fail.message);
exit_status = 3;
goto END;

}

matrix = (uplo == Nag_Lower ? Nag_LowerMatrix : Nag_UpperMatrix);

fflush(stdout);
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive).
*/

nag_gen_complx_mat_print_comp(order, matrix, diag, n, n, a, pda,
Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)\n%s\n",

fail.message);
exit_status = 4;

}

END:
NAG_FREE(ar);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_zpftri (f07wwc) Example Program Data
4 Nag_Lower Nag_RFP_Normal : n, uplo, transr

( 4.09, 0.00) ( 2.33,-0.14)
( 3.23, 0.00) ( 4.29, 0.00)
( 1.51, 1.92) ( 3.58, 0.00)
( 1.90,-0.84) (-0.23,-1.11)
( 0.42,-2.50) (-1.18,-1.37) : ar[]

10.3 Program Results

nag_zpftri (f07wwc) Example Program Results

Inverse
1 2 3 4

1 ( 5.4691, 0.0000)
2 (-1.2624,-1.5491) ( 1.1024, 0.0000)
3 (-2.9746,-0.9616) ( 0.8989,-0.5672) ( 2.1589,-0.0000)
4 ( 1.1962, 2.9772) (-0.9826,-0.2566) (-1.3756,-1.4550) ( 2.2934, 0.0000)
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NAG Library Function Document

nag_ztftri (f07wxc)

1 Purpose

nag_ztftri (f07wxc) computes the inverse of a complex triangular matrix stored in Rectangular Full
Packed (RFP) format.

2 Specification

#include <nag.h>
#include <nagf07.h>

void nag_ztftri (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Nag_DiagType diag, Integer n, Complex ar[],
NagError *fail)

3 Description

nag_ztftri (f07wxc) forms the inverse of a complex triangular matrix A, stored using RFP format. The
RFP storage format is described in Section 3.3.3 in the f07 Chapter Introduction. Note that the inverse
of an upper (lower) triangular matrix is also upper (lower) triangular.

4 References

Du Croz J J and Higham N J (1992) Stability of methods for matrix inversion IMA J. Numer. Anal. 12
1–19

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: diag – Nag_DiagType Input

On entry: indicates whether A is a nonunit or unit triangular matrix.

diag ¼ Nag NonUnitDiag
A is a nonunit triangular matrix.

diag ¼ Nag UnitDiag
A is a unit triangular matrix; the diagonal elements are not referenced and are assumed to
be 1.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: ar½n� nþ 1ð Þ=2� – Complex Input/Output

On entry: the upper or lower triangular part (as specified by uplo) of the n by n Hermitian matrix
A, in either normal or transposed RFP format (as specified by transr). The storage format is
described in detail in Section 3.3.3 in the f07 Chapter Introduction.

On exit: A is overwritten by A�1, in the same storage format as A.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

Diagonal element valueh i of A is exactly zero. A is singular its inverse cannot be computed.

7 Accuracy

The computed inverse X satisfies

XA� Ij j � c nð Þ� Xj j Aj j;

where c nð Þ is a modest linear function of n, and � is the machine precision.

Note that a similar bound for AX � Ij j cannot be guaranteed, although it is almost always satisfied.

The computed inverse satisfies the forward error bound

X �A�1
		 		 � c nð Þ� A�1		 		 Aj j Xj j:

See Du Croz and Higham (1992).

8 Parallelism and Performance

nag_ztftri (f07wxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4
3n

3 .

The real analogue of this function is nag_dtftri (f07wkc).

10 Example

This example computes the inverse of the matrix A, where

A ¼
4:78þ 4:56i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
2:00� 0:30i �4:11þ 1:25i 0:00þ 0:00i 0:00þ 0:00i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i 0:00þ 0:00i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and is stored using RFP format.

10.1 Program Text

/* nag_ztftri (f07wxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.

f07 – Linear Equations (LAPACK) f07wxc

Mark 26 f07wxc.3



*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf01.h>
#include <nagf07.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, k, lar1, lar2, lenar, n, pdar, pda, q;
/* Arrays */
Complex *ar = 0, *a = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_DiagType diag;
Nag_OrderType order;
Nag_MatrixType matrix;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#define AR(I,J) ar[J*pdar + I]
#else

order = Nag_RowMajor;
#define AR(I,J) ar[I*pdar + J]
#endif

INIT_FAIL(fail);
printf("nag_ztftri (f07wxc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

lenar = (n * (n + 1)) / 2;
pda = n;
if (!(ar = NAG_ALLOC(lenar, Complex)) ||

!(a = NAG_ALLOC((pda) * (n), Complex))
)
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Setup dimensions for RFP array ar. */
k = n / 2;
q = n - k;
if (transr == Nag_RFP_Normal) {

lar1 = 2 * k + 1;
lar2 = q;

}
else {

lar1 = q;
lar2 = 2 * k + 1;

}
if (order == Nag_RowMajor) {

pdar = lar2;
}
else {

pdar = lar1;
}
/* Read matrix into RFP array ar. */
for (i = 0; i < lar1; i++) {

for (j = 0; j < lar2; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &AR(i, j).re, &AR(i, j).im);
#endif

}
}

/* Compute inverse of A using nag_ztftri (f07wxc). */
nag_ztftri(order, transr, uplo, diag, n, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Convert inverse to full matrix format using nag_ztfttr (f01vhc). */
nag_ztfttr(order, transr, uplo, n, ar, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

if (uplo == Nag_Lower)
matrix = Nag_LowerMatrix;

else
matrix = Nag_UpperMatrix;

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, diag, n, n, a, pda,

Nag_BracketForm, "%7.4f", "Inverse",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)\n%s\n",

fail.message);
exit_status = 3;

}

f07 – Linear Equations (LAPACK) f07wxc

Mark 26 f07wxc.5



END:
NAG_FREE(ar);
NAG_FREE(a);
return exit_status;

}

10.2 Program Data

nag_ztftri (f07wxc) Example Program Data
4
Nag_Lower
Nag_RFP_Normal
Nag_NonUnitDiag : n, uplo, transr, diag

( 4.15,-0.80) (-0.02,-0.46)
( 4.78, 4.56) ( 0.33, 0.26)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25)
(-1.89, 1.15) ( 0.04,-3.69) : ar[]

10.3 Program Results

nag_ztftri (f07wxc) Example Program Results

Inverse
1 2 3 4

1 ( 0.1095,-0.1045)
2 ( 0.0582,-0.0411) (-0.2227,-0.0677)
3 ( 0.0032, 0.1905) ( 0.1538,-0.2192) ( 0.2323,-0.0448)
4 ( 0.7602, 0.2814) ( 1.6184,-1.4346) ( 0.1289,-0.2250) ( 1.8697, 1.4731)
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NAG Library Chapter Contents

f08 – Least Squares and Eigenvalue Problems (LAPACK)

f08 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f08aac 23 nag_dgels
Solves a real linear least squares problem of full rank

f08abc 24 nag_dgeqrt
Performs a QR factorization of real general rectangular matrix, with
explicit blocking

f08acc 24 nag_dgemqrt
Applies the orthogonal transformation determined by nag_dgeqrt (f08abc)

f08aec 7 nag_dgeqrf
Performs a QR factorization of real general rectangular matrix

f08afc 7 nag_dorgqr
Forms all or part of orthogonal Q from QR factorization determined by
nag_dgeqrf (f08aec), nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc)

f08agc 7 nag_dormqr
Applies an orthogonal transformation determined by nag_dgeqrf (f08aec),
nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc)

f08ahc 7 nag_dgelqf
Performs a LQ factorization of real general rectangular matrix

f08ajc 7 nag_dorglq
Forms all or part of orthogonal Q from LQ factorization determined by
nag_dgelqf (f08ahc)

f08akc 7 nag_dormlq
Applies the orthogonal transformation determined by nag_dgelqf (f08ahc)

f08anc 23 nag_zgels
Solves a complex linear least problem of full rank

f08apc 24 nag_zgeqrt
Performs a QR factorization of complex general rectangular matrix using
recursive algorithm

f08aqc 24 nag_zgemqrt
Applies the unitary transformation determined by nag_zgeqrt (f08apc)

f08asc 7 nag_zgeqrf
Performs a QR factorization of complex general rectangular matrix

f08atc 7 nag_zungqr
Forms all or part of unitary Q from QR factorization determined by
nag_zgeqrf (f08asc), nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc)

f08auc 7 nag_zunmqr
Applies a unitary transformation determined by nag_zgeqrf (f08asc),
nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc)

f08avc 7 nag_zgelqf
Performs a LQ factorization of complex general rectangular matrix

f08awc 7 nag_zunglq
Forms all or part of unitary Q from LQ factorization determined by
nag_zgelqf (f08avc)

f08axc 7 nag_zunmlq
Applies the unitary transformation determined by nag_zgelqf (f08avc)

f08bac 23 nag_dgelsy
Computes the minimum-norm solution to a real linear least squares problem

f08bbc 24 nag_dtpqrt
QR factorization of real general triangular-pentagonal matrix
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f08bcc 24 nag_dtpmqrt
Applies the orthogonal transformation determined by nag_dtpqrt (f08bbc)

f08bec 7 nag_dgeqpf
QR factorization, with column pivoting, of real general rectangular matrix

f08bfc 23 nag_dgeqp3
QR factorization, with column pivoting, using BLAS-3, of real general
rectangular matrix

f08bhc 23 nag_dtzrzf
Reduces a real upper trapezoidal matrix to upper triangular form

f08bkc 23 nag_dormrz
Applies the orthogonal transformation determined by nag_dtzrzf (f08bhc)

f08bnc 23 nag_zgelsy
Computes the minimum-norm solution to a complex linear least squares
problem

f08bpc 24 nag_ztpqrt
QR factorization of complex triangular-pentagonal matrix

f08bqc 24 nag_ztpmqrt
Applies the unitary transformation determined by nag_ztpqrt (f08bpc)

f08bsc 7 nag_zgeqpf
QR factorization, with column pivoting, of complex general rectangular
matrix

f08btc 23 nag_zgeqp3
QR factorization, with column pivoting, using BLAS-3, of complex general
rectangular matrix

f08bvc 23 nag_ztzrzf
Reduces a complex upper trapezoidal matrix to upper triangular form

f08bxc 23 nag_zunmrz
Applies the unitary transformation determined by nag_ztzrzf (f08bvc)

f08cec 23 nag_dgeqlf
QL factorization of real general rectangular matrix

f08cfc 23 nag_dorgql
Form all or part of orthogonal Q from QL factorization determined by
nag_dgeqlf (f08cec)

f08cgc 23 nag_dormql
Applies the orthogonal transformation determined by nag_dgeqlf (f08cec)

f08chc 23 nag_dgerqf
RQ factorization of real general rectangular matrix

f08cjc 23 nag_dorgrq
Form all or part of orthogonal Q from RQ factorization determined by
nag_dgerqf (f08chc)

f08ckc 23 nag_dormrq
Applies the orthogonal transformation determined by nag_dgerqf (f08chc)

f08csc 23 nag_zgeqlf
QL factorization of complex general rectangular matrix

f08ctc 23 nag_zungql
Form all or part of unitary Q from QL factorization determined by
nag_zgeqlf (f08csc)

f08cuc 23 nag_zunmql
Applies the unitary transformation determined by nag_zgeqlf (f08csc)

f08cvc 23 nag_zgerqf
RQ factorization of complex general rectangular matrix

f08cwc 23 nag_zungrq
Form all or part of unitary Q from RQ factorization determined by
nag_zgerqf (f08cvc)

f08cxc 23 nag_zunmrq
Applies the unitary transformation determined by nag_zgerqf (f08cvc)

f08fac 23 nag_dsyev
Computes all eigenvalues and, optionally, eigenvectors of a real symmetric
matrix
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f08fbc 23 nag_dsyevx
Computes selected eigenvalues and, optionally, eigenvectors of a real
symmetric matrix

f08fcc 7 nag_dsyevd
Computes all eigenvalues and, optionally, all eigenvectors of real
symmetric matrix (divide-and-conquer)

f08fdc 23 nag_dsyevr
Computes selected eigenvalues and, optionally, eigenvectors of a real
symmetric matrix (Relatively Robust Representations)

f08fec 7 nag_dsytrd
Orthogonal reduction of real symmetric matrix to symmetric tridiagonal
form

f08ffc 7 nag_dorgtr
Generate orthogonal transformation matrix from reduction to tridiagonal
form determined by nag_dsytrd (f08fec)

f08fgc 7 nag_dormtr
Applies the orthogonal transformation determined by nag_dsytrd (f08fec)

f08flc 23 nag_ddisna
Computes the reciprocal condition numbers for the eigenvectors of a real
symmetric or complex Hermitian matrix or for the left or right singular
vectors of a general matrix

f08fnc 23 nag_zheev
Computes all eigenvalues and, optionally, eigenvectors of a complex
Hermitian matrix

f08fpc 23 nag_zheevx
Computes selected eigenvalues and, optionally, eigenvectors of a complex
Hermitian matrix

f08fqc 7 nag_zheevd
Computes all eigenvalues and, optionally, all eigenvectors of complex
Hermitian matrix (divide-and-conquer)

f08frc 23 nag_zheevr
Computes selected eigenvalues and, optionally, eigenvectors of a complex
Hermitian matrix (Relatively Robust Representations)

f08fsc 7 nag_zhetrd
Unitary reduction of complex Hermitian matrix to real symmetric
tridiagonal form

f08ftc 7 nag_zungtr
Generate unitary transformation matrix from reduction to tridiagonal form
determined by nag_zhetrd (f08fsc)

f08fuc 7 nag_zunmtr
Applies the unitary transformation matrix determined by nag_zhetrd
(f08fsc)

f08gac 23 nag_dspev
Computes all eigenvalues and, optionally, eigenvectors of a real symmetric
matrix, packed storage

f08gbc 23 nag_dspevx
Computes selected eigenvalues and, optionally, eigenvectors of a real
symmetric matrix, packed storage

f08gcc 7 nag_dspevd
Computes all eigenvalues and, optionally, all eigenvectors of real
symmetric matrix, packed storage (divide-and-conquer or Pal–Walker–
Kahan variant of the QL or QR algorithm)

f08gec 7 nag_dsptrd
Orthogonal reduction of real symmetric matrix to symmetric tridiagonal
form, packed storage

f08gfc 7 nag_dopgtr
Generate orthogonal transformation matrix from reduction to tridiagonal
form determined by nag_dsptrd (f08gec)
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f08ggc 7 nag_dopmtr
Applies the orthogonal transformation determined by nag_dsptrd (f08gec)

f08gnc 23 nag_zhpev
Computes all eigenvalues and, optionally, eigenvectors of a complex
Hermitian matrix, packed storage

f08gpc 23 nag_zhpevx
Computes selected eigenvalues and, optionally, eigenvectors of a complex
Hermitian matrix, packed storage

f08gqc 7 nag_zhpevd
Computes all eigenvalues and, optionally, all eigenvectors of complex
Hermitian matrix, packed storage (divide-and-conquer or Pal–Walker–
Kahan variant of the QL or QR algorithm)

f08gsc 7 nag_zhptrd
Performs a unitary reduction of complex Hermitian matrix to real
symmetric tridiagonal form, packed storage

f08gtc 7 nag_zupgtr
Generates a unitary transformation matrix from reduction to tridiagonal
form determined by nag_zhptrd (f08gsc)

f08guc 7 nag_zupmtr
Applies the unitary transformation matrix determined by nag_zhptrd
(f08gsc)

f08hac 23 nag_dsbev
Computes all eigenvalues and, optionally, eigenvectors of a real symmetric
band matrix

f08hbc 23 nag_dsbevx
Computes selected eigenvalues and, optionally, eigenvectors of a real
symmetric band matrix

f08hcc 7 nag_dsbevd
Computes all eigenvalues and, optionally, all eigenvectors of real
symmetric band matrix (divide-and-conquer or Pal–Walker–Kahan variant
of the QL or QR algorithm)

f08hec 7 nag_dsbtrd
Performs an orthogonal reduction of real symmetric band matrix to
symmetric tridiagonal form

f08hnc 23 nag_zhbev
Computes all eigenvalues and, optionally, eigenvectors of a complex
Hermitian band matrix

f08hpc 23 nag_zhbevx
Computes selected eigenvalues and, optionally, eigenvectors of a complex
Hermitian band matrix

f08hqc 7 nag_zhbevd
Computes all eigenvalues and, optionally, all eigenvectors of complex
Hermitian band matrix (divide-and-conquer)

f08hsc 7 nag_zhbtrd
Performs a unitary reduction of complex Hermitian band matrix to real
symmetric tridiagonal form

f08jac 23 nag_dstev
Computes all eigenvalues and, optionally, eigenvectors of a real symmetric
tridiagonal matrix

f08jbc 23 nag_dstevx
Computes selected eigenvalues and, optionally, eigenvectors of a real
symmetric tridiagonal matrix

f08jcc 7 nag_dstevd
Computes all eigenvalues and, optionally, all eigenvectors of real
symmetric tridiagonal matrix (divide-and-conquer)

f08jdc 23 nag_dstevr
Computes selected eigenvalues and, optionally, eigenvectors of a real
symmetric tridiagonal matrix (Relatively Robust Representations)
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f08jec 7 nag_dsteqr
Computes all eigenvalues and eigenvectors of real symmetric tridiagonal
matrix, reduced from real symmetric matrix using the implicit QL or QR
algorithm

f08jfc 7 nag_dsterf
Computes all eigenvalues of real symmetric tridiagonal matrix, root-free
variant of the QL or QR algorithm

f08jgc 7 nag_dpteqr
Computes all eigenvalues and eigenvectors of real symmetric positive
definite tridiagonal matrix, reduced from real symmetric positive definite
matrix

f08jhc 23 nag_dstedc
Computes all eigenvalues and, optionally, eigenvectors of a real symmetric
tridiagonal matrix or a matrix reduced to this form (divide-and-conquer)

f08jjc 7 nag_dstebz
Computes selected eigenvalues of real symmetric tridiagonal matrix by
bisection

f08jkc 7 nag_dstein
Computes selected eigenvectors of real symmetric tridiagonal matrix by
inverse iteration, storing eigenvectors in real array

f08jlc 23 nag_dstegr
Computes selected eigenvalues and, optionally, the corresponding
eigenvectors of a real symmetric tridiagonal matrix or a symmetric matrix
reduced to this form (Relatively Robust Representations)

f08jsc 7 nag_zsteqr
Computes all eigenvalues and eigenvectors of real symmetric tridiagonal
matrix, reduced from complex Hermitian matrix, using the implicit QL or
QR algorithm

f08juc 7 nag_zpteqr
Computes all eigenvalues and eigenvectors of real symmetric positive
definite tridiagonal matrix, reduced from complex Hermitian positive
definite matrix

f08jvc 23 nag_zstedc
Computes all eigenvalues and, optionally, eigenvectors of a real symmetric
tridiagonal matrix or a complex Hermitian matrix reduced to this form
(divide-and-conquer)

f08jxc 7 nag_zstein
Computes selected eigenvectors of real symmetric tridiagonal matrix by
inverse iteration, storing eigenvectors in complex array

f08jyc 23 nag_zstegr
Computes selected eigenvalues and, optionally, the corresponding
eigenvectors of a real symmetric tridiagonal matrix or a complex Hermitian
matrix reduced to this form (Relatively Robust Representations)

f08kac 23 nag_dgelss
Computes the minimum-norm solution to a real linear least squares problem
using singular value decomposition

f08kbc 23 nag_dgesvd
Computes the singular value decomposition of a real matrix, optionally
computing the left and/or right singular vectors

f08kcc 23 nag_dgelsd
Computes the minimum-norm solution to a real linear least squares problem
using singular value decomposition (divide-and-conquer)

f08kdc 23 nag_dgesdd
Computes the singular value decomposition of a real matrix, optionally
computing the left and/or right singular vectors (divide-and-conquer)

f08kec 7 nag_dgebrd
Performs an orthogonal reduction of real general rectangular matrix to
bidiagonal form
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f08kfc 7 nag_dorgbr
Generates an orthogonal transformation matrices from reduction to
bidiagonal form determined by nag_dgebrd (f08kec)

f08kgc 7 nag_dormbr
Applies the orthogonal transformations from reduction to bidiagonal form
determined by nag_dgebrd (f08kec)

f08khc 23 nag_dgejsv
Computes the singular value decomposition of a real matrix, optionally
computing the left and/or right singular vectors (preconditioned Jacobi)

f08kjc 23 nag_dgesvj
Computes the singular value decomposition of a real matrix, optionally
computing the left and/or right singular vectors (fast Jacobi)

f08knc 23 nag_zgelss
Computes the minimum-norm solution to a complex linear least squares
problem using singular value decomposition

f08kpc 23 nag_zgesvd
Computes the singular value decomposition of a complex matrix, optionally
computing the left and/or right singular vectors

f08kqc 23 nag_zgelsd
Computes the minimum-norm solution to a complex linear least squares
problem using singular value decomposition (divide-and-conquer)

f08krc 23 nag_zgesdd
Computes the singular value decomposition of a complex matrix, optionally
computing the left and/or right singular vectors (divide-and-conquer)

f08ksc 7 nag_zgebrd
Performs a unitary reduction of complex general rectangular matrix to
bidiagonal form

f08ktc 7 nag_zungbr
Generates unitary transformation matrices from the reduction to bidiagonal
form determined by nag_zgebrd (f08ksc)

f08kuc 7 nag_zunmbr
Applies the unitary transformations from reduction to bidiagonal form
determined by nag_zgebrd (f08ksc)

f08lec 7 nag_dgbbrd
Performs a reduction of real rectangular band matrix to upper bidiagonal
form

f08lsc 7 nag_zgbbrd
Reduction of complex rectangular band matrix to upper bidiagonal form

f08mdc 23 nag_dbdsdc
Computes the singular value decomposition of a real bidiagonal matrix,
optionally computing the singular vectors (divide-and-conquer)

f08mec 7 nag_dbdsqr
Performs an SVD of real bidiagonal matrix reduced from real general
matrix

f08msc 7 nag_zbdsqr
Performs an SVD of real bidiagonal matrix reduced from complex general
matrix

f08nac 23 nag_dgeev
Computes all eigenvalues and, optionally, left and/or right eigenvectors of a
real nonsymmetric matrix

f08nbc 23 nag_dgeevx
Computes all eigenvalues and, optionally, left and/or right eigenvectors of a
real nonsymmetric matrix; also, optionally, the balancing transformation,
the reciprocal condition numbers for the eigenvalues and for the right
eigenvectors

f08nec 7 nag_dgehrd
Performs an orthogonal reduction of real general matrix to upper
Hessenberg form
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f08nfc 7 nag_dorghr
Generates an orthogonal transformation matrix from reduction to
Hessenberg form determined by nag_dgehrd (f08nec)

f08ngc 7 nag_dormhr
Applies the orthogonal transformation matrix from reduction to Hessenberg
form determined by nag_dgehrd (f08nec)

f08nhc 7 nag_dgebal
Balances a real general matrix

f08njc 7 nag_dgebak
Transforms eigenvectors of real balanced matrix to those of original matrix
supplied to nag_dgebal (f08nhc)

f08nnc 23 nag_zgeev
Computes all eigenvalues and, optionally, left and/or right eigenvectors of a
complex nonsymmetric matrix

f08npc 23 nag_zgeevx
Computes all eigenvalues and, optionally, left and/or right eigenvectors of a
complex nonsymmetric matrix; also, optionally, the balancing
transformation, the reciprocal condition numbers for the eigenvalues and
for the right eigenvectors

f08nsc 7 nag_zgehrd
Performs a unitary reduction of complex general matrix to upper
Hessenberg form

f08ntc 7 nag_zunghr
Generates a unitary transformation matrix from reduction to Hessenberg
form determined by nag_zgehrd (f08nsc)

f08nuc 7 nag_zunmhr
Applies the unitary transformation matrix from reduction to Hessenberg
form determined by nag_zgehrd (f08nsc)

f08nvc 7 nag_zgebal
Balances a complex general matrix

f08nwc 7 nag_zgebak
Transforms eigenvectors of complex balanced matrix to those of original
matrix supplied to nag_zgebal (f08nvc)

f08pac 23 nag_dgees
Computes for real square nonsymmetric matrix, the eigenvalues, the real
Schur form, and, optionally, the matrix of Schur vectors

f08pbc 23 nag_dgeesx
Computes for real square nonsymmetric matrix, the eigenvalues, the real
Schur form, and, optionally, the matrix of Schur vectors; also, optionally,
computes reciprocal condition numbers for selected eigenvalues

f08pec 7 nag_dhseqr
Computes the eigenvalues and Schur factorization of real upper Hessenberg
matrix reduced from real general matrix

f08pkc 7 nag_dhsein
Computes selected right and/or left eigenvectors of real upper Hessenberg
matrix by inverse iteration

f08pnc 23 nag_zgees
Computes for complex square nonsymmetric matrix, the eigenvalues, the
Schur form, and, optionally, the matrix of Schur vectors

f08ppc 23 nag_zgeesx
Computes for real square nonsymmetric matrix, the eigenvalues, the Schur
form, and, optionally, the matrix of Schur vectors; also computes a
reciprocal condition number for the average of the selected eigenvalues and
for the right invariant subspace corresponding to these eigenvalues

f08psc 7 nag_zhseqr
Computes the eigenvalues and Schur factorization of complex upper
Hessenberg matrix reduced from complex general matrix
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f08pxc 7 nag_zhsein
Computes selected right and/or left eigenvectors of complex upper
Hessenberg matrix by inverse iteration

f08qfc 7 nag_dtrexc
Reorders a Schur factorization of real matrix using orthogonal similarity
transformation

f08qgc 7 nag_dtrsen
Reorders a Schur factorization of real matrix, form orthonormal basis of
right invariant subspace for selected eigenvalues, with estimates of
sensitivities

f08qhc 7 nag_dtrsyl
Solves the real Sylvester matrix equation AX þXB ¼ C, A and B are
upper quasi-triangular or transposes

f08qkc 7 nag_dtrevc
Computes left and right eigenvectors of real upper quasi-triangular matrix

f08qlc 7 nag_dtrsna
Computes estimates of sensitivities of selected eigenvalues and
eigenvectors of real upper quasi-triangular matrix

f08qtc 7 nag_ztrexc
Reorders a Schur factorization of complex matrix using unitary similarity
transformation

f08quc 7 nag_ztrsen
Reorders a Schur factorization of complex matrix, form orthonormal basis
of right invariant subspace for selected eigenvalues, with estimates of
sensitivities

f08qvc 7 nag_ztrsyl
Solves the complex Sylvester matrix equation AX þXB ¼ C, A and B are
upper triangular or conjugate-transposes

f08qxc 7 nag_ztrevc
Computes left and right eigenvectors of complex upper triangular matrix

f08qyc 7 nag_ztrsna
Computes estimates of sensitivities of selected eigenvalues and
eigenvectors of complex upper triangular matrix

f08rac 24 nag_dorcsd
Computes the CS decomposition of an orthogonal matrix partitioned into
four real submatrices

f08rnc 24 nag_zuncsd
Computes the CS decomposition of a unitary matrix partitioned into four
complex submatrices

f08sac 23 nag_dsygv
Computes all the eigenvalues, and optionally, the eigenvectors of a real
generalized symmetric-definite eigenproblem

f08sbc 23 nag_dsygvx
Computes selected eigenvalues, and optionally, the eigenvectors of a real
generalized symmetric-definite eigenproblem

f08scc 23 nag_dsygvd
Computes all the eigenvalues, and optionally, the eigenvectors of a real
generalized symmetric-definite eigenproblem (divide-and-conquer)

f08sec 7 nag_dsygst
Performs a reduction to standard form of real symmetric-definite
generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x, B
factorized by nag_dpotrf (f07fdc)

f08snc 23 nag_zhegv
Computes all the eigenvalues, and optionally, the eigenvectors of a complex
generalized Hermitian-definite eigenproblem

f08spc 23 nag_zhegvx
Computes selected eigenvalues, and optionally, the eigenvectors of a
complex generalized Hermitian-definite eigenproblem
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f08sqc 23 nag_zhegvd
Computes all the eigenvalues, and optionally, the eigenvectors of a complex
generalized Hermitian-definite eigenproblem (divide-and-conquer)

f08ssc 7 nag_zhegst
Performs a reduction to standard form of complex Hermitian-definite
generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x, B
factorized by nag_zpotrf (f07frc)

f08tac 23 nag_dspgv
Computes all the eigenvalues, and optionally, the eigenvectors of a real
generalized symmetric-definite eigenproblem, packed storage

f08tbc 23 nag_dspgvx
Computes selected eigenvalues, and optionally, the eigenvectors of a real
generalized symmetric-definite eigenproblem, packed storage

f08tcc 23 nag_dspgvd
Computes all the eigenvalues, and optionally, the eigenvectors of a real
generalized symmetric-definite eigenproblem, packed storage (divide-and-
conquer)

f08tec 7 nag_dspgst
Performs a reduction to standard form of real symmetric-definite
generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x, packed
storage, B factorized by nag_dpptrf (f07gdc)

f08tnc 23 nag_zhpgv
Computes all the eigenvalues, and optionally, the eigenvectors of a complex
generalized Hermitian-definite eigenproblem, packed storage

f08tpc 23 nag_zhpgvx
Computes selected eigenvalues, and optionally, the eigenvectors of a
complex generalized Hermitian-definite eigenproblem, packed storage

f08tqc 23 nag_zhpgvd
Computes selected eigenvalues, and optionally, the eigenvectors of a
complex generalized Hermitian-definite eigenproblem, packed storage
(divide-and-conquer)

f08tsc 7 nag_zhpgst
Performs a reduction to standard form of complex Hermitian-definite
generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x, packed
storage, B factorized by nag_zpptrf (f07grc)

f08uac 23 nag_dsbgv
Computes all the eigenvalues, and optionally, the eigenvectors of a real
banded generalized symmetric-definite eigenproblem

f08ubc 23 nag_dsbgvx
Computes selected eigenvalues, and optionally, the eigenvectors of a real
banded generalized symmetric-definite eigenproblem

f08ucc 23 nag_dsbgvd
Computes all the eigenvalues, and optionally, the eigenvectors of a real
banded generalized symmetric-definite eigenproblem (divide-and-conquer)

f08uec 7 nag_dsbgst
Performs a reduction of real symmetric-definite banded generalized
eigenproblem Ax ¼ �Bx to standard form Cy ¼ �y, such that C has the
same bandwidth as A

f08ufc 7 nag_dpbstf
Computes a split Cholesky factorization of real symmetric positive definite
band matrix A

f08unc 23 nag_zhbgv
Computes all the eigenvalues, and optionally, the eigenvectors of a complex
banded generalized Hermitian-definite eigenproblem

f08upc 23 nag_zhbgvx
Computes selected eigenvalues, and optionally, the eigenvectors of a
complex banded generalized Hermitian-definite eigenproblem
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f08uqc 23 nag_zhbgvd
Computes all the eigenvalues, and optionally, the eigenvectors of a complex
banded generalized Hermitian-definite eigenproblem (divide-and-conquer)

f08usc 7 nag_zhbgst
Performs a reduction of complex Hermitian-definite banded generalized
eigenproblem Ax ¼ �Bx to standard form Cy ¼ �y, such that C has the
same bandwidth as A

f08utc 7 nag_zpbstf
Computes a split Cholesky factorization of complex Hermitian positive
definite band matrix A

f08vac 9 nag_dggsvd
Computes the generalized singular value decomposition of a real matrix
pair

f08vcc 26.0 nag_dggsvd3
Computes, using BLAS-3, the generalized singular value decomposition of
a real matrix pair

f08vec 23 nag_dggsvp
Produces orthogonal matrices that simultaneously reduce the m by n matrix
A and the p by n matrix B to upper triangular form

f08vgc 26.0 nag_dggsvp3
Produces orthogonal matrices, using BLAS-3, that simultaneously reduce
the m by n matrix A and the p by n matrix B to upper triangular form

f08vnc 9 nag_zggsvd
Computes the generalized singular value decomposition of a complex
matrix pair

f08vqc 26.0 nag_zggsvd3
Computes, using BLAS-3, the generalized singular value decomposition of
a complex matrix pair

f08vsc 23 nag_zggsvp
Produces unitary matrices that simultaneously reduce the complex, m by n,
matrix A and the complex, p by n, matrix B to upper triangular form

f08vuc 26.0 nag_zggsvp3
Produces unitary matrices, using BLAS-3, that simultaneously reduce the
complex, m by n, matrix A and the complex, p by n, matrix B to upper
triangular form

f08wac 23 nag_dggev
Computes, for a real nonsymmetric matrix pair, the generalized
eigenvalues, and optionally, the left and/or right generalized eigenvectors

f08wbc 23 nag_dggevx
Computes, for a real nonsymmetric matrix pair, the generalized
eigenvalues, and optionally, the left and/or right generalized eigenvectors;
also, optionally, the balancing transformation, the reciprocal condition
numbers for the eigenvalues and for the right eigenvectors

f08wcc 26.0 nag_dggev3
Computes, for a real nonsymmetric matrix pair, using BLAS-3, the
generalized eigenvalues, and optionally, the left and/or right generalized
eigenvectors

f08wec 7 nag_dgghrd
Performs an orthogonal reduction of a pair of real general matrices to
generalized upper Hessenberg form

f08wfc 26.0 nag_dgghd3
Performs, using BLAS-3, an orthogonal reduction of a pair of real general
matrices to generalized upper Hessenberg form

f08whc 7 nag_dggbal
Balances a pair of real, square, matrices

f08wjc 7 nag_dggbak
Transforms eigenvectors of a pair of real balanced matrices to those of
original matrix pair supplied to nag_dggbal (f08whc)

Contents – F08 NAG Library Manual

f08conts.10 Mark 26.1



f08wnc 23 nag_zggev
Computes, for a complex nonsymmetric matrix pair, the generalized
eigenvalues, and optionally, the left and/or right generalized eigenvectors

f08wpc 23 nag_zggevx
Computes, for a complex nonsymmetric matrix pair, the generalized
eigenvalues, and optionally, the left and/or right generalized eigenvectors;
also, optionally, the balancing transformation, the reciprocal condition
numbers for the eigenvalues and for the right eigenvectors

f08wqc 26.0 nag_zggev3
Computes, for a complex nonsymmetric matrix pair, using BLAS-3, the
generalized eigenvalues, and optionally, the left and/or right generalized
eigenvectors

f08wsc 7 nag_zgghrd
Performs a unitary reduction of a pair of complex general matrices to
generalized upper Hessenberg form

f08wtc 26.0 nag_zgghd3
Performs, using BLAS-3, a unitary reduction of a pair of complex general
matrices to generalized upper Hessenberg form

f08wvc 7 nag_zggbal
Balances a pair of complex, square, matrices

f08wwc 7 nag_zggbak
Transforms eigenvectors of a pair of complex balanced matrices to those of
original matrix pair supplied to nag_zggbal (f08wvc)

f08xac 23 nag_dgges
Computes, for a real nonsymmetric matrix pair, the generalized
eigenvalues, the generalized real Schur form and, optionally, the left and/or
right matrices of Schur vectors

f08xbc 23 nag_dggesx
Computes, for a real nonsymmetric matrix pair, the generalized
eigenvalues, the generalized real Schur form and, optionally, the left and/or
right matrices of Schur vectors; also, optionally, computes reciprocal
condition numbers for selected eigenvalues

f08xcc 26.0 nag_dgges3
Computes, for a real nonsymmetric matrix pair, using BLAS-3, the
generalized eigenvalues, the generalized real Schur form and, optionally,
the left and/or right matrices of Schur vectors

f08xec 7 nag_dhgeqz
Computes eigenvalues and generalized Schur factorization of real
generalized upper Hessenberg form reduced from a pair of real general
matrices

f08xnc 23 nag_zgges
Computes, for a complex nonsymmetric matrix pair, the generalized
eigenvalues, the generalized complex Schur form and, optionally, the left
and/or right matrices of Schur vectors

f08xpc 23 nag_zggesx
Computes, for a complex nonsymmetric matrix pair, the generalized
eigenvalues, the generalized complex Schur form and, optionally, the left
and/or right matrices of Schur vectors; also, optionally, computes reciprocal
condition numbers for selected eigenvalues

f08xqc 26.0 nag_zgges3
Computes, for a complex nonsymmetric matrix pair, using BLAS-3, the
generalized eigenvalues, the generalized complex Schur form and,
optionally, the left and/or right matrices of Schur vectors

f08xsc 7 nag_zhgeqz
Eigenvalues and generalized Schur factorization of complex generalized
upper Hessenberg form reduced from a pair of complex, square, matrices

f08yec 23 nag_dtgsja
Computes the generalized singular value decomposition of a real upper
triangular (or trapezoidal) matrix pair
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f08yfc 23 nag_dtgexc
Reorders the generalized real Schur decomposition of a real matrix pair
using an orthogonal equivalence transformation

f08ygc 23 nag_dtgsen
Reorders the generalized real Schur decomposition of a real matrix pair
using an orthogonal equivalence transformation, computes the generalized
eigenvalues of the reordered pair and, optionally, computes the estimates of
reciprocal condition numbers for eigenvalues and eigenspaces

f08yhc 23 nag_dtgsyl
Solves the real-valued, generalized, quasi-trangular, Sylvester equation

f08ykc 7 nag_dtgevc
Computes right and left generalized eigenvectors of the matrix pair A;Bð Þ
which is assumed to be in generalized upper Schur form

f08ylc 23 nag_dtgsna
Estimates reciprocal condition numbers for specified eigenvalues and/or
eigenvectors of a real matrix pair in generalized real Schur canonical form

f08ysc 23 nag_ztgsja
Computes the generalized singular value decomposition of a complex upper
triangular (or trapezoidal) matrix pair

f08ytc 23 nag_ztgexc
Reorders the generalized Schur decomposition of a complex matrix pair
using an unitary equivalence transformation

f08yuc 23 nag_ztgsen
Reorders the generalized Schur decomposition of a complex matrix pair
using an unitary equivalence transformation, computes the generalized
eigenvalues of the reordered pair and, optionally, computes the estimates of
reciprocal condition numbers for eigenvalues and eigenspaces

f08yvc 23 nag_ztgsyl
Solves the complex generalized Sylvester equation

f08yxc 7 nag_ztgevc
Computes left and right eigenvectors of a pair of complex upper triangular
matrices

f08yyc 23 nag_ztgsna
Estimates reciprocal condition numbers for specified eigenvalues and/or
eigenvectors of a complex matrix pair in generalized Schur canonical form

f08zac 9 nag_dgglse
Solves the real linear equality-constrained least squares (LSE) problem

f08zbc 9 nag_dggglm
Solves a real general Gauss–Markov linear model (GLM) problem

f08zec 23 nag_dggqrf
Computes a generalized QR factorization of a real matrix pair

f08zfc 23 nag_dggrqf
Computes a generalized RQ factorization of a real matrix pair

f08znc 9 nag_zgglse
Solves the complex linear equality-constrained least squares (LSE) problem

f08zpc 9 nag_zggglm
Solves a complex general Gauss–Markov linear model (GLM) problem

f08zsc 23 nag_zggqrf
Computes a generalized QR factorization of a complex matrix pair

f08ztc 23 nag_zggrqf
Computes a generalized RQ factorization of a complex matrix pair
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1 Scope of the Chapter

This chapter provides functions for the solution of linear least squares problems, eigenvalue problems
and singular value problems, as well as associated computations. It provides functions for:

solution of linear least squares problems

solution of symmetric eigenvalue problems

solution of nonsymmetric eigenvalue problems

solution of singular value problems

solution of generalized linear least squares problems

solution of generalized symmetric-definite eigenvalue problems

solution of generalized nonsymmetric eigenvalue problems

solution of generalized singular value problems

matrix factorizations associated with the above problems

estimating condition numbers of eigenvalue and eigenvector problems

estimating the numerical rank of a matrix

solution of the Sylvester matrix equation

Functions are provided for both real and complex data.

For a general introduction to the solution of linear least squares problems, you should turn first to
Chapter f04. The decision trees, at the end of Chapter f04, direct you to the most appropriate functions
in Chapters f04 or f08. Chapters f04 and f08 contain Black Box (or driver) functions which enable
standard linear least squares problems to be solved by a call to a single function.

For a general introduction to eigenvalue and singular value problems, you should turn first to Chapter
f02. The decision trees, at the end of Chapter f02, direct you to the most appropriate functions in
Chapters f02 or f08. Chapters f02 and f08 contain Black Box (or driver) functions which enable
standard types of problem to be solved by a call to a single function. Often functions in Chapter f02 call
Chapter f08 functions to perform the necessary computational tasks.

The functions in this chapter (Chapter f08) handle only dense, band, tridiagonal and Hessenberg
matrices (not matrices with more specialised structures, or general sparse matrices). The tables in
Section 3 and the decision trees in Section 4 direct you to the most appropriate functions in Chapter
f08.

The functions in this chapter have all been derived from the LAPACK project (see Anderson et al.
(1999)). They have been designed to be efficient on a wide range of high-performance computers,
without compromising efficiency on conventional serial machines.

2 Background to the Problems

This section is only a brief introduction to the numerical solution of linear least squares problems,
eigenvalue and singular value problems. Consult a standard textbook for a more thorough discussion,
for example Golub and Van Loan (2012).

2.1 Linear Least Squares Problems

The linear least squares problem is

minimize
x

b�Axk k2; ð1Þ

where A is an m by n matrix, b is a given m element vector and x is an n-element solution vector.

In the most usual case m 	 n and rank Að Þ ¼ n, so that A has full rank and in this case the solution to
problem (1) is unique; the problem is also referred to as finding a least squares solution to an
overdetermined system of linear equations.
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When m < n and rank Að Þ ¼ m, there are an infinite number of solutions x which exactly satisfy
b�Ax ¼ 0. In this case it is often useful to find the unique solution x which minimizes xk k2, and the
problem is referred to as finding a minimum norm solution to an underdetermined system of linear
equations.

In the general case when we may have rank Að Þ < min m;nð Þ – in other words, A may be rank-deficient
– we seek the minimum norm least squares solution x which minimizes both xk k2 and b�Axk k2.
This chapter (Chapter f08) contains driver functions to solve these problems with a single call, as well
as computational functions that can be combined with functions in Chapter f07 to solve these linear
least squares problems. The next two sections discuss the factorizations that can be used in the solution
of linear least squares problems.

2.2 Orthogonal Factorizations and Least Squares Problems

A number of functions are provided for factorizing a general rectangular m by n matrix A, as the
product of an orthogonal matrix (unitary if complex) and a triangular (or possibly trapezoidal) matrix.

A real matrix Q is orthogonal if QTQ ¼ I; a complex matrix Q is unitary if QHQ ¼ I. Orthogonal or
unitary matrices have the important property that they leave the 2-norm of a vector invariant, so that

xk k2 ¼ Qxk k2;

if Q is orthogonal or unitary. They usually help to maintain numerical stability because they do not
amplify rounding errors.

Orthogonal factorizations are used in the solution of linear least squares problems. They may also be
used to perform preliminary steps in the solution of eigenvalue or singular value problems, and are
useful tools in the solution of a number of other problems.

2.2.1 QR factorization

The most common, and best known, of the factorizations is the QR factorization given by

A ¼ Q R
0

� �
; if m 	 n;

where R is an n by n upper triangular matrix and Q is an m by m orthogonal (or unitary) matrix. If A
is of full rank n, then R is nonsingular. It is sometimes convenient to write the factorization as

A ¼ Q1Q2ð Þ R
0

� �
which reduces to

A ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

A ¼ Q R1R2ð Þ; if m < n;

where R1 is upper triangular and R2 is rectangular.

The QR factorization can be used to solve the linear least squares problem (1) when m 	 n and A is of
full rank, since

b�Axk k2 ¼ QTb�QTAx
�� ��

2
¼ c1 �Rx

c2

� ����� ����
2

;

where

c � c1
c2

� �
¼

QT
1b

QT
2b

0@ 1A ¼ QTb;
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and c1 is an n-element vector. Then x is the solution of the upper triangular system

Rx ¼ c1:
The residual vector r is given by

r ¼ b� Ax ¼ Q 0
c2

� �
:

The residual sum of squares rk k22 may be computed without forming r explicitly, since

rk k2 ¼ b�Axk k2 ¼ c2k k2:

2.2.2 LQ factorization

The LQ factorization is given by

A ¼ L 0ð ÞQ ¼ L 0ð Þ Q1
Q2

� �
¼ LQ1; if m � n;

where L is m by m lower triangular, Q is n by n orthogonal (or unitary), Q1 consists of the first m
rows of Q, and Q2 the remaining n�m rows.

The LQ factorization of A is essentially the same as the QR factorization of AT (AH if A is complex),
since

A ¼ L 0ð ÞQ, AT ¼ QT LT

0

� �
:

The LQ factorization may be used to find a minimum norm solution of an underdetermined system of
linear equations Ax ¼ b where A is m by n with m < n and has rank m. The solution is given by

x ¼ QT L�1b
0

� �
:

2.2.3 QR factorization with column pivoting

To solve a linear least squares problem (1) when A is not of full rank, or the rank of A is in doubt, we
can perform either a QR factorization with column pivoting or a singular value decomposition.

The QR factorization with column pivoting is given by

A ¼ Q R
0

� �
PT; m 	 n;

where Q and R are as before and P is a (real) permutation matrix, chosen (in general) so that

r11j j 	 r22j j 	 � � � 	 rnnj j

and moreover, for each k,

rkkj j 	 Rk:j;j

�� ��
2
; j ¼ kþ 1; . . . ; n:

If we put

R ¼ R11 R12
0 R22

� �
where R11 is the leading k by k upper triangular sub-matrix of R then, in exact arithmetic, if
rank Að Þ ¼ k, the whole of the sub-matrix R22 in rows and columns kþ 1 to n would be zero. In
numerical computation, the aim must be to determine an index k, such that the leading sub-matrix R11

is well-conditioned, and R22 is negligible, so that

R ¼ R11 R12
0 R22

� �
’ R11 R12

0 0

� �
:
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Then k is the effective rank of A. See Golub and Van Loan (2012) for a further discussion of numerical
rank determination.

The so-called basic solution to the linear least squares problem (1) can be obtained from this
factorization as

x ¼ P R�111 ĉ1
0

� �
;

where ĉ1 consists of just the first k elements of c ¼ QTb.

2.2.4 Complete orthogonal factorization

The QR factorization with column pivoting does not enable us to compute a minimum norm solution to
a rank-deficient linear least squares problem, unless R12 ¼ 0. However, by applying for further
orthogonal (or unitary) transformations from the right to the upper trapezoidal matrix R11 R12

� �
, R12

can be eliminated:

R11 R12

� �
Z ¼ T11 0

� �
:

This gives the complete orthogonal factorization

AP ¼ Q T11 0
0 0

� �
ZT

from which the minimum norm solution can be obtained as

x ¼ PZ T�111 ĉ1
0

� �
:

2.2.5 Updating a QR factorization

Section 2.2.1 gave the forms of the QR factorization of an m by n matrix A for the two cases m 	 n
and m < n. Taking first the case m 	 n, the least squares solution of

Ax ¼ b ¼
��

n b1
m� n b2

is the solution of

Rx ¼ QT
1b:

If the original system is now augmented by the addition of p rows so that we require the solution of

A
B

� �
x ¼

��
m b
p b3

where B is p by n, then this is equivalent to finding the least squares solution of

Âx ¼
�� n

n R
p B

x ¼ QT
1b
b3

� �
¼ b̂:

This now requires the QR factorization of the nþ p by n triangular-rectangular matrix Â.

For the case m < n � mþ p, the least squares solution of the augmented system reduces to

Âx ¼ B
R1 R2

� �
x ¼ b3

QTb

� �
¼ b̂;

where Â is pentagonal.

In both cases Â can be written as a special case of a triangular-pentagonal matrix consisting of an upper
triangular part on top of a rectangular part which is itself on top of a trapezoidal part. In the first case
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there is no trapezoidal part, in the second case a zero upper triangular part can be added, and more
generally the two cases can be combined.

2.2.6 Other factorizations

The QL and RQ factorizations are given by

A ¼ Q 0
L

� �
; if m 	 n;

and

A ¼ 0 R
� �

Q; if m � n:
The factorizations are less commonly used than either the QR or LQ factorizations described above,
but have applications in, for example, the computation of generalized QR factorizations.

2.3 The Singular Value Decomposition

The singular value decomposition (SVD) of an m by n matrix A is given by

A ¼ U�V T; A ¼ U�V Hin the complex case
� �

where U and V are orthogonal (unitary) and � is an m by n diagonal matrix with real diagonal
elements, �i, such that

�1 	 �2 	 � � � 	 �min m;nð Þ 	 0:

The �i are the singular values of A and the first min m;nð Þ columns of U and V are the left and right
singular vectors of A. The singular values and singular vectors satisfy

Avi ¼ �iui and ATui ¼ �ivi or AHui ¼ �ivi
� �

where ui and vi are the ith columns of U and V respectively.

The computation proceeds in the following stages.

1. The matrix A is reduced to bidiagonal form A ¼ U1BV
T
1 if A is real (A ¼ U1BV

H
1 if A is

complex), where U1 and V1 are orthogonal (unitary if A is complex), and B is real and upper
bidiagonal when m 	 n and lower bidiagonal when m < n, so that B is nonzero only on the main
diagonal and either on the first superdiagonal (if m 	 n) or the first subdiagonal (if m < n).

2. The SVD of the bidiagonal matrix B is computed as B ¼ U2�V
T
2 , where U2 and V2 are orthogonal

and � is diagonal as described above. The singular vectors of A are then U ¼ U1U2 and V ¼ V1V2.
If m� n, it may be more efficient to first perform a QR factorization of A, and then compute the SVD
of the n by n matrix R, since if A ¼ QR and R ¼ U�V T, then the SVD of A is given by
A ¼ QUð Þ�V T.

Similarly, if m n, it may be more efficient to first perform an LQ factorization of A.

This chapter supports two primary algorithms for computing the SVD of a bidiagonal matrix. They are:

(i) the divide and conquer algorithm;

(ii) the QR algorithm.

The divide and conquer algorithm is much faster than the QR algorithm if singular vectors of large
matrices are required.

2.4 The Singular Value Decomposition and Least Squares Problems

The SVD may be used to find a minimum norm solution to a (possibly) rank-deficient linear least
squares problem (1). The effective rank, k, of A can be determined as the number of singular values
which exceed a suitable threshold. Let �̂ be the leading k by k sub-matrix of �, and V̂ be the matrix
consisting of the first k columns of V . Then the solution is given by
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x ¼ V̂ �̂�1ĉ1;

where ĉ1 consists of the first k elements of c ¼ UTb ¼ UT
2 U

T
1 b.

2.5 Generalized Linear Least Squares Problems

The simple type of linear least squares problem described in Section 2.1 can be generalized in various
ways.

1. Linear least squares problems with equality constraints:

find x to minimize S ¼ c�Axk k22 subject to Bx ¼ d;

where A is m by n and B is p by n, with p � n � mþ p. The equations Bx ¼ d may be regarded
as a set of equality constraints on the problem of minimizing S. Alternatively the problem may be
regarded as solving an overdetermined system of equations

A
B

� �
x ¼ c

d

� �
;

where some of the equations (those involving B) are to be solved exactly, and the others (those
involving A) are to be solved in a least squares sense. The problem has a unique solution on the

assumptions that B has full row rank p and the matrix A
B

� �
has full column rank n. (For linear

least squares problems with inequality constraints, refer to Chapter e04.)

2. General Gauss–Markov linear model problems:

minimize yk k2 subject to d ¼ AxþBy;

where A is m by n and B is m by p, with n � m � nþ p. When B ¼ I, the problem reduces to an
ordinary linear least squares problem. When B is square and nonsingular, it is equivalent to a
weighted linear least squares problem:

find x to minimize B�1 d�Axð Þ
�� ��

2
:

The problem has a unique solution on the assumptions that A has full column rank n, and the
matrix A;Bð Þ has full row rank m. Unless B is diagonal, for numerical stability it is generally
preferable to solve a weighted linear least squares problem as a general Gauss–Markov linear
model problem.

2.6 Generalized Orthogonal Factorization and Generalized Linear Least Squares
Problems

2.6.1 Generalized QR Factorization

The generalized QR (GQR) factorization of an n by m matrix A and an n by p matrix B is given by
the pair of factorizations

A ¼ QR and B ¼ QTZ;

where Q and Z are respectively n by n and p by p orthogonal matrices (or unitary matrices if A and B
are complex). R has the form

R ¼
�� m

m R11
n�m 0

; if n 	 m;

or

R ¼
�� n m� n

n R11 R12 ; if n < m;
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where R11 is upper triangular. T has the form

T ¼
�� p� n n

n 0 T12 ; if n � p;

or

T ¼
�� p

n� p T11
p T21

; if n > p;

where T12 or T21 is upper triangular.

Note that if B is square and nonsingular, the GQR factorization of A and B implicitly gives the QR
factorization of the matrix B�1A:

B�1A ¼ ZT T�1R
� �

without explicitly computing the matrix inverse B�1 or the product B�1A (remembering that the inverse
of an invertible upper triangular matrix and the product of two upper triangular matrices is an upper
triangular matrix).

The GQR factorization can be used to solve the general (Gauss–Markov) linear model problem (GLM)
(see Section 2.5, but note that A and B are dimensioned differently there as m by n and p by n
respectively). Using the GQR factorization of A and B, we rewrite the equation d ¼ AxþBy as

QTd ¼ QTAxþQTBy
¼ Rxþ TZy:

We partition this as

d1
d2

� �
¼

�� m

m R11
n�m 0

xþ
�� p� nþm n�m

m T11 T12
n�m 0 T22

y1
y2

� �
where

d1
d2

� �
� QTd; and y1

y2

� �
� Zy:

The GLM problem is solved by setting

y1 ¼ 0 and y2 ¼ T�122 d2

from which we obtain the desired solutions

x ¼ R�111 d1 � T12y2ð Þ and y ¼ ZT 0
y2

� �
:

2.6.2 Generalized RQ Factorization

The generalized RQ (GRQ) factorization of an m by n matrix A and a p by n matrix B is given by
the pair of factorizations

A ¼ RQ; B ¼ ZTQ

where Q and Z are respectively n by n and p by p orthogonal matrices (or unitary matrices if A and B
are complex). R has the form

R ¼
��n�m m

m 0 R12 ; if m � n;

or

f08 – Least-squares and Eigenvalue Problems (LAPACK) Introduction – f08

Mark 26.1 f08.9



R ¼
�� n

m� n R11
n R21

; if m > n;

where R12 or R21 is upper triangular. T has the form

T ¼
�� n

n T11
p� n 0

; if p 	 n;

or

T ¼
�� p n� p

p T11 T12 ; if p < n;

where T11 is upper triangular.

Note that if B is square and nonsingular, the GRQ factorization of A and B implicitly gives the RQ
factorization of the matrix AB�1:

AB�1 ¼ RT�1
� �

ZT

without explicitly computing the matrix B�1 or the product AB�1 (remembering that the inverse of an
invertible upper triangular matrix and the product of two upper triangular matrices is an upper
triangular matrix).

The GRQ factorization can be used to solve the linear equality-constrained least squares problem (LSE)
(see Section 2.5). We use the GRQ factorization of B and A (note that B and A have swapped roles),
written as

B ¼ TQ and A ¼ ZRQ:
We write the linear equality constraints Bx ¼ d as

TQx ¼ d;

which we partition as:

��n� p p

p 0 T12
x1
x2

� �
¼ d where x1

x2

� �
� Qx:

Therefore x2 is the solution of the upper triangular system

T12x2 ¼ d:
Furthermore,

Ax� ck k2 ¼ ZTAx� ZTck k2
¼ RQx� ZTck k2

:

We partition this expression as:

��n� p p

n� p R11 R12
pþm� n 0 R22

x1
x2

� �
� c1

c2

� �
;

where c1
c2

� �
� ZTc.

To solve the LSE problem, we set

R11x1 þ R12x2 � c1 ¼ 0

which gives x1 as the solution of the upper triangular system

R11x1 ¼ c1 �R12x2:
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Finally, the desired solution is given by

x ¼ QT x1
x2

� �
:

2.6.3 Generalized Singular Value Decomposition (GSVD)

The generalized (or quotient) singular value decomposition of an m by n matrix A and a p by n
matrix B is given by the pair of factorizations

A ¼ U�1 0; R½ �QT and B ¼ V�2 0; R½ �QT:

The matrices in these factorizations have the following properties:

– U is m by m, V is p by p, Q is n by n, and all three matrices are orthogonal. If A and B are
complex, these matrices are unitary instead of orthogonal, and QT should be replaced by QH in the
pair of factorizations.

– R is r by r, upper triangular and nonsingular. 0; R½ � is r by n (in other words, the 0 is an r by n� r

zero matrix). The integer r is the rank of A
B

� �
, and satisfies r � n.

– �1 is m by r, �2 is p by r, both are real, non-negative and diagonal, and �T
1�1 þ�T

2�2 ¼ I. Write
�T

1�1 ¼ diag �2
1; . . . ; �

2
r

� �
and �T

2�2 ¼ diag �21; . . . ; �
2
r

� �
, where �i and �i lie in the interval from 0

to 1. The ratios �1=�1; . . . ; �r=�r are called the generalized singular values of the pair A, B. If
�i ¼ 0, then the generalized singular value �i=�i is infinite.

�1 and �2 have the following detailed structures, depending on whether m 	 r or m < r. In the first
case, m 	 r, then

�1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0
and �2 ¼

�� k l

l 0 S
p� l 0 0

:

Here l is the rank of B, k ¼ r� l, C and S are diagonal matrices satisfying C2 þ S2 ¼ I, and S is
nonsingular. We may also identify �1 ¼ � � � ¼ �k ¼ 1, �kþi ¼ cii, for i ¼ 1; 2; . . . ; l, �1 ¼ � � � ¼ �k ¼ 0,
and �kþi ¼ sii, for i ¼ 1; 2; . . . ; l. Thus, the first k generalized singular values �1=�1; . . . ; �k=�k are
infinite, and the remaining l generalized singular values are finite.

In the second case, when m < r,

�1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

and

�2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0
:

Again, l is the rank of B, k ¼ r� l, C and S are diagonal matrices satisfying C2 þ S2 ¼ I, and S is
nonsingular, and we may identify �1 ¼ � � � ¼ �k ¼ 1, �kþi ¼ cii, for i ¼ 1; 2; . . . ;m� k,
�mþ1 ¼ � � � ¼ �r ¼ 0, �1 ¼ � � � ¼ �k ¼ 0, �kþi ¼ sii, for i ¼ 1; 2; . . . ;m� k and �mþ1 ¼ � � � ¼ �r ¼ 1.
Thus, the first k generalized singular values �1=�1; . . . ; �k=�k are infinite, and the remaining l
generalized singular values are finite.

Here are some important special cases of the generalized singular value decomposition. First, if B is
square and nonsingular, then r ¼ n and the generalized singular value decomposition of A and B is
equivalent to the singular value decomposition of AB�1, where the singular values of AB�1 are equal
to the generalized singular values of the pair A, B:
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AB�1 ¼ U�1RQ
T

� �
V �2RQ

T
� ��1 ¼ U �1�

�1
2

� �
V T:

Second, for the matrix C, where

C � A
B

� �
if the columns of C are orthonormal, then r ¼ n, R ¼ I and the generalized singular value
decomposition of A and B is equivalent to the CS (Cosine–Sine) decomposition of C:

A
B

� �
¼ U 0

0 V

� �
�1
�2

� �
QT:

Third, the generalized eigenvalues and eigenvectors of ATA� �BTB can be expressed in terms of the
generalized singular value decomposition: Let

X ¼ Q I 0
0 R�1

� �
:

Then

XTATAX ¼ 0 0
0 �T

1�1

� �
and XTBTBX ¼ 0 0

0 �T
2�2

� �
:

Therefore, the columns of X are the eigenvectors of ATA� �BTB, and ‘nontrivial’ eigenvalues are the
squares of the generalized singular values (see also Section 2.8). ‘Trivial’ eigenvalues are those
corresponding to the leading n� r columns of X, which span the common null space of ATA and BTB.
The ‘trivial eigenvalues’ are not well defined.

2.6.4 The Full CS Decomposition of Orthogonal Matrices

In Section 2.6.3 the CS (Cosine-Sine) decomposition of an orthogonal matrix partitioned into two
submatrices A and B was given by

A
B

� �
¼ U 0

0 V

� �
�1
�2

� �
QT:

The full CS decomposition of an m by m orthogonal matrix X partitions X into four submatrices and
factorizes as

X11 X12
X21 X22

� �
¼ U1 0

0 U2

� �
�11 ��12
�21 �22

� �
V1 0
0 V2

� �T

where, X11 is a p by q submatrix (which implies the dimensions of X12, X21 and X22); U1, U2, V1 and
V2 are orthogonal matrices of dimensions p, m� p, q and m� q respectively; �11 is the p by q single-
diagonal matrix

�11 ¼

1A0@
k11 � r r q � k11

k11 � r I 0 0
r 0 C 0

p� k11 0 0
; k11 ¼ min p; qð Þ

�12 is the p by m� q single-diagonal matrix

�12 ¼

1A0@
m� q � k12 r k12 � r

p� k12 0 0
r 0 S 0

k12 � r 0 0 I

; k12 ¼ min p;m� qð Þ;

�21 is the m� p by q single-diagonal matrix
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�21 ¼

1A0@
q � k21 r k21 � r

m� p� k21 0 0
r 0 S 0

k21 � r 0 0 I

; k21 ¼ min m� p; qð Þ;

and, �21 is the m� p by q single-diagonal matrix

�22 ¼

1A0@
k22 � r r m� q � k22

k22 � r I 0 0
r 0 C 0

m� p� k22 0 0
; k22 ¼ min m� p;m� qð Þ

where r ¼ min p;m� p; q;m� qð Þ and the missing zeros remind us that either the column or the row is
missing. The r by r diagonal matrices C and S are such that C2 þ S2 ¼ I.
This is equivalent to the simultaneous singular value decomposition of the four submatrices X11, X12,
X21 and X22.

2.7 Symmetric Eigenvalue Problems

The symmetric eigenvalue problem is to find the eigenvalues, �, and corresponding eigenvectors, z 6¼ 0,
such that

Az ¼ �z; A ¼ AT; where A is real:

For the Hermitian eigenvalue problem we have

Az ¼ �z; A ¼ AH; where A is complex:

For both problems the eigenvalues � are real.

When all eigenvalues and eigenvectors have been computed, we write

A ¼ Z�ZT or A ¼ Z�ZH if complex
� �

;

where � is a diagonal matrix whose diagonal elements are the eigenvalues, and Z is an orthogonal (or
unitary) matrix whose columns are the eigenvectors. This is the classical spectral factorization of A.

The basic task of the symmetric eigenproblem functions is to compute values of � and, optionally,
corresponding vectors z for a given matrix A. This computation proceeds in the following stages.

1. The real symmetric or complex Hermitian matrix A is reduced to real tridiagonal form T . If A is
real symmetric this decomposition is A ¼ QTQT with Q orthogonal and T symmetric tridiagonal.
If A is complex Hermitian, the decomposition is A ¼ QTQH with Q unitary and T , as before, real
symmetric tridiagonal.

2. Eigenvalues and eigenvectors of the real symmetric tridiagonal matrix T are computed. If all
eigenvalues and eigenvectors are computed, this is equivalent to factorizing T as T ¼ S�ST, where
S is orthogonal and � is diagonal. The diagonal entries of � are the eigenvalues of T , which are
also the eigenvalues of A, and the columns of S are the eigenvectors of T ; the eigenvectors of A
are the columns of Z ¼ QS, so that A ¼ Z�ZT (Z�ZH when A is complex Hermitian).

This chapter supports four primary algorithms for computing eigenvalues and eigenvectors of real
symmetric matrices and complex Hermitian matrices. They are:

(i) the divide-and-conquer algorithm;

(ii) the QR algorithm;

(iii) bisection followed by inverse iteration;

(iv) the Relatively Robust Representation (RRR).

The divide-and-conquer algorithm is generally more efficient than the traditional QR algorithm for
computing all eigenvalues and eigenvectors, but the RRR algorithm tends to be fastest of all. For
further information and references see Anderson et al. (1999).
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2.8 Generalized Symmetric-definite Eigenvalue Problems

This section is concerned with the solution of the generalized eigenvalue problems Az ¼ �Bz,
ABz ¼ �z, and BAz ¼ �z, where A and B are real symmetric or complex Hermitian and B is positive
definite. Each of these problems can be reduced to a standard symmetric eigenvalue problem, using a
Cholesky factorization of B as either B ¼ LLT or B ¼ UTU (LLH or UHU in the Hermitian case).

With B ¼ LLT, we have

Az ¼ �Bz) L�1AL�T
� �

LTz
� �

¼ � LTz
� �

:

Hence the eigenvalues of Az ¼ �Bz are those of Cy ¼ �y, where C is the symmetric matrix
C ¼ L�1AL�T and y ¼ LTz. In the complex case C is Hermitian with C ¼ L�1AL�H and y ¼ LHz.

Table 1 summarises how each of the three types of problem may be reduced to standard form Cy ¼ �y,
and how the eigenvectors z of the original problem may be recovered from the eigenvectors y of the
reduced problem. The table applies to real problems; for complex problems, transposed matrices must
be replaced by conjugate-transposes.

Type of problem Factorization of B Reduction Recovery of eigenvectors

1. Az ¼ �Bz B ¼ LLT,
B ¼ UTU

C ¼ L�1AL�T,
C ¼ U�TAU�1

z ¼ L�Ty,
z ¼ U�1y

2. ABz ¼ �z B ¼ LLT,
B ¼ UTU

C ¼ LTAL,
C ¼ UAUT

z ¼ L�Ty,
z ¼ U�1y

3. BAz ¼ �z B ¼ LLT,
B ¼ UTU

C ¼ LTAL,
C ¼ UAUT

z ¼ Ly,
z ¼ UTy

Table 1
Reduction of generalized symmetric-definite eigenproblems to standard problems

When the generalized symmetric-definite problem has been reduced to the corresponding standard
problem Cy ¼ �y, this may then be solved using the functions described in the previous section. No
special functions are needed to recover the eigenvectors z of the generalized problem from the
eigenvectors y of the standard problem, because these computations are simple applications of Level 2
or Level 3 BLAS (see Chapter f16).

2.9 Packed Storage for Symmetric Matrices

Functions which handle symmetric matrices are usually designed so that they use either the upper or
lower triangle of the matrix; it is not necessary to store the whole matrix. If either the upper or lower
triangle is stored conventionally in the upper or lower triangle of a two-dimensional array, the
remaining elements of the array can be used to store other useful data. However, that is not always
convenient, and if it is important to economize on storage, the upper or lower triangle can be stored in a
one-dimensional array of length n nþ 1ð Þ=2; that is, the storage is almost halved.

This storage format is referred to as packed storage; it is described in Section 3.3.2 in the f07 Chapter
Introduction.

Functions designed for packed storage are usually less efficient, especially on high-performance
computers, so there is a trade-off between storage and efficiency.

2.10 Band Matrices

A band matrix is one whose elements are confined to a relatively small number of subdiagonals or
superdiagonals on either side of the main diagonal. Algorithms can take advantage of bandedness to
reduce the amount of work and storage required. The storage scheme for band matrices is described in
Section 3.3.4 in the f07 Chapter Introduction.
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If the problem is the generalized symmetric definite eigenvalue problem Az ¼ �Bz and the matrices A
and B are additionally banded, the matrix C as defined in Section 2.8 is, in general, full. We can reduce
the problem to a banded standard problem by modifying the definition of C thus:

C ¼ XTAX; where X ¼ U�1Q or L�TQ;

where Q is an orthogonal matrix chosen to ensure that C has bandwidth no greater than that of A.

A further refinement is possible when A and B are banded, which halves the amount of work required
to form C. Instead of the standard Cholesky factorization of B as UTU or LLT, we use a split Cholesky
factorization B ¼ STS, where

S ¼ U11
M21 L22

� �
with U11 upper triangular and L22 lower triangular of order approximately n=2; S has the same
bandwidth as B.

2.11 Nonsymmetric Eigenvalue Problems

The nonsymmetric eigenvalue problem is to find the eigenvalues, �, and corresponding eigenvectors,
v 6¼ 0, such that

Av ¼ �v:

More precisely, a vector v as just defined is called a right eigenvector of A, and a vector u 6¼ 0
satisfying

uTA ¼ �uT uHA ¼ �uH when u is complex
� �

is called a left eigenvector of A.

A real matrix A may have complex eigenvalues, occurring as complex conjugate pairs.

This problem can be solved via the Schur factorization of A, defined in the real case as

A ¼ ZTZT;

where Z is an orthogonal matrix and T is an upper quasi-triangular matrix with 1 by 1 and 2 by 2
diagonal blocks, the 2 by 2 blocks corresponding to complex conjugate pairs of eigenvalues of A. In the
complex case, the Schur factorization is

A ¼ ZTZH;

where Z is unitary and T is a complex upper triangular matrix.

The columns of Z are called the Schur vectors. For each k (1 � k � n), the first k columns of Z form
an orthonormal basis for the invariant subspace corresponding to the first k eigenvalues on the diagonal
of T . Because this basis is orthonormal, it is preferable in many applications to compute Schur vectors
rather than eigenvectors. It is possible to order the Schur factorization so that any desired set of k
eigenvalues occupy the k leading positions on the diagonal of T .

The two basic tasks of the nonsymmetric eigenvalue functions are to compute, for a given matrix A, all
n values of � and, if desired, their associated right eigenvectors v and/or left eigenvectors u, and the
Schur factorization.

These two basic tasks can be performed in the following stages.

1. A general matrix A is reduced to upper Hessenberg form H which is zero below the first
subdiagonal. The reduction may be written A ¼ QHQT with Q orthogonal if A is real, or
A ¼ QHQH with Q unitary if A is complex.

2. The upper Hessenberg matrix H is reduced to Schur form T , giving the Schur factorization
H ¼ STST (for H real) or H ¼ STSH (for H complex). The matrix S (the Schur vectors of H)
may optionally be computed as well. Alternatively S may be postmultiplied into the matrix Q
determined in stage 1, to give the matrix Z ¼ QS, the Schur vectors of A. The eigenvalues are
obtained from the diagonal elements or diagonal blocks of T .
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3. Given the eigenvalues, the eigenvectors may be computed in two different ways. Inverse iteration
can be performed on H to compute the eigenvectors of H, and then the eigenvectors can be
multiplied by the matrix Q in order to transform them to eigenvectors of A. Alternatively the
eigenvectors of T can be computed, and optionally transformed to those of H or A if the matrix S
or Z is supplied.

The accuracy with which eigenvalues can be obtained can often be improved by balancing a matrix.
This is discussed further in Section 2.14.6 below.

2.12 Generalized Nonsymmetric Eigenvalue Problem

The generalized nonsymmetric eigenvalue problem is to find the eigenvalues, �, and corresponding
eigenvectors, v 6¼ 0, such that

Av ¼ �Bv:
More precisely, a vector v as just defined is called a right eigenvector of the matrix pair A;Bð Þ, and a
vector u 6¼ 0 satisfying

uTA ¼ �uTB uHA ¼ �uHB when u is complex
� �

is called a left eigenvector of the matrix pair A;Bð Þ.
If B is singular then the problem has one or more infinite eigenvalues � ¼ 1, corresponding to Bv ¼ 0.
Note that if A is nonsingular, then the equivalent problem �Av ¼ Bv is perfectly well defined and an
infinite eigenvalue corresponds to � ¼ 0. To deal with both finite (including zero) and infinite
eigenvalues, the functions in this chapter do not compute � explicitly, but rather return a pair of
numbers �; �ð Þ such that if � 6¼ 0

� ¼ �=�

and if � 6¼ 0 and � ¼ 0 then � ¼ 1. � is always returned as real and non-negative. Of course,
computationally an infinite eigenvalue may correspond to a small � rather than an exact zero.

For a given pair A;Bð Þ the set of all the matrices of the form A� �Bð Þ is called a matrix pencil and �
and v are said to be an eigenvalue and eigenvector of the pencil A� �Bð Þ. If A and B are both singular
and share a common null space then

det A� �Bð Þ � 0

so that the pencil A� �Bð Þ is singular for all �. In other words any � can be regarded as an
eigenvalue. In exact arithmetic a singular pencil will have � ¼ � ¼ 0 for some �; �ð Þ. Computationally
if some pair �; �ð Þ is small then the pencil is singular, or nearly singular, and no reliance can be placed
on any of the computed eigenvalues. Singular pencils can also manifest themselves in other ways; see,
in particular, Sections 2.3.5.2 and 4.11.1.4 of Anderson et al. (1999) for further details.

The generalized eigenvalue problem can be solved via the generalized Schur factorization of the pair
A;Bð Þ defined in the real case as

A ¼ QSZT; B ¼ QTZT;

where Q and Z are orthogonal, T is upper triangular with non-negative diagonal elements and S is
upper quasi-triangular with 1 by 1 and 2 by 2 diagonal blocks, the 2 by 2 blocks corresponding to
complex conjugate pairs of eigenvalues. In the complex case, the generalized Schur factorization is

A ¼ QSZH; B ¼ QTZH;

where Q and Z are unitary and S and T are upper triangular, with T having real non-negative diagonal
elements. The columns of Q and Z are called respectively the left and right generalized Schur vectors
and span pairs of deflating subspaces of A and B, which are a generalization of invariant subspaces.

It is possible to order the generalized Schur factorization so that any desired set of k eigenvalues
correspond to the k leading positions on the diagonals of the pair S; Tð Þ.
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The two basic tasks of the generalized nonsymmetric eigenvalue functions are to compute, for a given
pair A;Bð Þ, all n values of � and, if desired, their associated right eigenvectors v and/or left
eigenvectors u, and the generalized Schur factorization.

These two basic tasks can be performed in the following stages.

1. The matrix pair A;Bð Þ is reduced to generalized upper Hessenberg form H;Rð Þ, where H is upper
Hessenberg (zero below the first subdiagonal) and R is upper triangular. The reduction may be
written as A ¼ Q1HZ

T
1 ; B ¼ Q1RZ

T
1 in the real case with Q1 and Z1 orthogonal, and

A ¼ Q1HZ
H
1 ; B ¼ Q1RZ

H
1 in the complex case with Q1 and Z1 unitary.

2. The generalized upper Hessenberg form H;Rð Þ is reduced to the generalized Schur form S; Tð Þ
using the generalized Schur factorization H ¼ Q2SZ

T
2 , R ¼ Q2TZ

T
2 in the real case with Q2 and

Z2 orthogonal, and H ¼ Q2SZ
H
2 ; R ¼ Q2TZ

H
2 in the complex case. The generalized Schur vectors

of A;Bð Þ are given by Q ¼ Q1Q2, Z ¼ Z1Z2. The eigenvalues are obtained from the diagonal
elements (or blocks) of the pair S; Tð Þ.

3. Given the eigenvalues, the eigenvectors of the pair S; Tð Þ can be computed, and optionally
transformed to those of H;Rð Þ or A;Bð Þ.

The accuracy with which eigenvalues can be obtained can often be improved by balancing a matrix
pair. This is discussed further in Section 2.14.8 below.

2.13 The Sylvester Equation and the Generalized Sylvester Equation

The Sylvester equation is a matrix equation of the form

AX þXB ¼ C;

where A, B, and C are given matrices with A being m by m, B an n by n matrix and C, and the
solution matrix X, m by n matrices. The solution of a special case of this equation occurs in the
computation of the condition number for an invariant subspace, but a combination of functions in this
chapter allows the solution of the general Sylvester equation.

Functions are also provided for solving a special case of the generalized Sylvester equations

AR� LB ¼ C; DR� LE ¼ F;

where A;Dð Þ, B;Eð Þ and C; Fð Þ are given matrix pairs, and R and L are the solution matrices.

2.14 Error and Perturbation Bounds and Condition Numbers

In this section we discuss the effects of rounding errors in the solution process and the effects of
uncertainties in the data, on the solution to the problem. A number of the functions in this chapter
return information, such as condition numbers, that allow these effects to be assessed. First we discuss
some notation used in the error bounds of later sections.

The bounds usually contain the factor p nð Þ (or p m; nð Þ), which grows as a function of the matrix
dimension n (or matrix dimensions m and n). It measures how errors can grow as a function of the
matrix dimension, and represents a potentially different function for each problem. In practice, it
usually grows just linearly; p nð Þ � 10n is often true, although generally only much weaker bounds can
be actually proved. We normally describe p nð Þ as a ‘modestly growing’ function of n. For detailed
derivations of various p nð Þ, see Golub and Van Loan (2012) and Wilkinson (1965).

For linear equation (see Chapter f07) and least squares solvers, we consider bounds on the relative error
x� x̂k k= xk k in the computed solution x̂, where x is the true solution. For eigenvalue problems we
consider bounds on the error �i � �̂i

		 		 in the ith computed eigenvalue �̂i, where �i is the true ith
eigenvalue. For singular value problems we similarly consider bounds �i � �̂ij j.
Bounding the error in computed eigenvectors and singular vectors v̂i is more subtle because these
vectors are not unique: even though we restrict v̂ik k2 ¼ 1 and vik k2 ¼ 1, we may still multiply them by
arbitrary constants of absolute value 1. So to avoid ambiguity we bound the angular difference between
v̂i and the true vector vi, so that
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� vi; v̂ið Þ ¼ acute angle between vi and v̂i
¼ arccos vHi v̂i

		 		: ð2Þ

Here arccos �ð Þ is in the standard range: 0 � arccos �ð Þ < 	. When � vi; v̂ið Þ is small, we can choose a
constant � with absolute value 1 so that �vi � v̂ik k2 � � vi; v̂ið Þ.
In addition to bounds for individual eigenvectors, bounds can be obtained for the spaces spanned by
collections of eigenvectors. These may be much more accurately determined than the individual
eigenvectors which span them. These spaces are called invariant subspaces in the case of eigenvectors,
because if v is any vector in the space, Av is also in the space, where A is the matrix. Again, we will
use angle to measure the difference between a computed space Ŝ and the true space S:

� S; Ŝ
� �

¼ acute angle between S and Ŝ

¼ max
s2S
s6¼0

min
ŝ2Ŝ
ŝ6¼0

� s; ŝð Þ or max
ŝ2Ŝ
ŝ6¼0

min
s2S
s6¼0

� s; ŝð Þ ð3Þ

� S; Ŝ
� �

may be computed as follows. Let S be a matrix whose columns are orthonormal and spanS.

Similarly let Ŝ be an orthonormal matrix with columns spanning Ŝ. Then

� S; Ŝ
� �

¼ arccos�min SHŜ
� �

:

Finally, we remark on the accuracy of the bounds when they are large. Relative errors like x̂� xk k= xk k
and angular errors like � v̂i; við Þ are only of interest when they are much less than 1. Some stated bounds
are not strictly true when they are close to 1, but rigorous bounds are much more complicated and
supply little extra information in the interesting case of small errors. These bounds are indicated by
using the symbol �< , or ‘approximately less than’, instead of the usual �. Thus, when these bounds are
close to 1 or greater, they indicate that the computed answer may have no significant digits at all, but do
not otherwise bound the error.

A number of functions in this chapter return error estimates and/or condition number estimates directly.
In other cases Anderson et al. (1999) gives code fragments to illustrate the computation of these
estimates, and a number of the Chapter f08 example programs, for the driver functions, implement these
code fragments.

2.14.1Least squares problems

The conventional error analysis of linear least squares problems goes as follows. The problem is to find
the x minimizing Ax� bk k2. Let x̂ be the solution computed using one of the methods described above.
We discuss the most common case, where A is overdetermined (i.e., has more rows than columns) and
has full rank.

Then the computed solution x̂ has a small normwise backward error. In other words x̂ minimizes
Aþ Eð Þx̂� bþ fð Þk k2, where

max
Ek k2
Ak k2

;
fk k2
bk k2

� �
� p nð Þ�

and p nð Þ is a modestly growing function of n and � is the machine precision. Let
�2 Að Þ ¼ �max Að Þ=�min Að Þ, � ¼ Ax� bk k2, and sin �ð Þ ¼ �= bk k2. Then if p nð Þ� is small enough, the
error x̂� x is bounded by

x� x̂k k2
xk k2 �< p nð Þ� 2�2 Að Þ

cos �ð Þ þ tan �ð Þ�22 Að Þ

 �

:

If A is rank-deficient, the problem can be regularized by treating all singular values less than a user-
specified threshold as exactly zero. See Golub and Van Loan (2012) for error bounds in this case, as
well as for the underdetermined case.

The solution of the overdetermined, full-rank problem may also be characterised as the solution of the
linear system of equations
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I A
AT 0

� �
r
x

� �
¼ b

0

� �
:

By solving this linear system (see Chapter f07) component-wise error bounds can also be obtained (see
Arioli et al. (1989)).

2.14.2The singular value decomposition

The usual error analysis of the SVD algorithm is as follows (see Golub and Van Loan (2012)).

The computed SVD, Û�̂V̂ T, is nearly the exact SVD of Aþ E, i.e., Aþ E ¼ Û þ �Û
� �

�̂ V̂ þ �V̂
� �

is

the true SVD, so that Û þ �Û and V̂ þ �V̂ are both orthogonal, where Ek k2= Ak k2 � p m; nð Þ�,
�Û
�� �� � p m; nð Þ�, and �V̂

�� �� � p m; nð Þ�. Here p m; nð Þ is a modestly growing function of m and n and
� is the machine precision. Each computed singular value �̂i differs from the true �i by an amount
satisfying the bound

�̂i � �ij j � p m; nð Þ��1:

Thus large singular values (those near �1) are computed to high relative accuracy and small ones may
not be.

The angular difference between the computed left singular vector ûi and the true ui satisfies the
approximate bound

� ûi; uið Þ �<
p m; nð Þ� Ak k2

gapi

where

gapi ¼ min
j 6¼i

�i � �j
		 		

is the absolute gap between �i and the nearest other singular value. Thus, if �i is close to other singular
values, its corresponding singular vector ui may be inaccurate. The same bound applies to the computed
right singular vector v̂i and the true vector vi. The gaps may be easily obtained from the computed
singular values.

Let Ŝ be the space spanned by a collection of computed left singular vectors ûi; i 2 If g, where I is a
subset of the integers from 1 to n. Let S be the corresponding true space. Then

� Ŝ; S
� �

�<
p m; nð Þ� Ak k2

gapI
:

where

gapI ¼ min �i � �j
		 		 for i 2 I; j =2 I
� 

is the absolute gap between the singular values in I and the nearest other singular value. Thus, a cluster
of close singular values which is far away from any other singular value may have a well determined
space Ŝ even if its individual singular vectors are ill-conditioned. The same bound applies to a set of
right singular vectors v̂i; i 2 If g.
In the special case of bidiagonal matrices, the singular values and singular vectors may be computed
much more accurately (see Demmel and Kahan (1990)). A bidiagonal matrix B has nonzero entries only
on the main diagonal and the diagonal immediately above it (or immediately below it). Reduction of a
dense matrix to bidiagonal form B can introduce additional errors, so the following bounds for the
bidiagonal case do not apply to the dense case.

Using the functions in this chapter, each computed singular value of a bidiagonal matrix is accurate to
nearly full relative accuracy, no matter how tiny it is, so that

�̂i � �ij j � p m; nð Þ��i:
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The computed left singular vector ûi has an angular error at most about

� ûi; uið Þ �<
p m; nð Þ�
relgapi

where

relgapi ¼ min
j6¼i

�i � �j
		 		= �i þ �j� �

is the relative gap between �i and the nearest other singular value. The same bound applies to the right
singular vector v̂i and vi. Since the relative gap may be much larger than the absolute gap, this error
bound may be much smaller than the previous one. The relative gaps may be easily obtained from the
computed singular values.

2.14.3The symmetric eigenproblem

The usual error analysis of the symmetric eigenproblem is as follows (see Parlett (1998)).

The computed eigendecomposition Ẑ�̂ẐT is nearly the exact eigendecomposition of Aþ E, i.e.,

Aþ E ¼ Ẑ þ �Ẑ
� �

�̂ Ẑ þ �Ẑ
� �T

is the true eigendecomposition so that Ẑ þ �Ẑ is orthogonal, where

Ek k2= Ak k2 � p nð Þ� and �Ẑ
�� ��

2
� p nð Þ� and p nð Þ is a modestly growing function of n and � is the

machine precision. Each computed eigenvalue �̂i differs from the true �i by an amount satisfying the
bound

�̂i � �i
		 		 � p nð Þ� Ak k2:

Thus large eigenvalues (those near max
i
�ij j ¼ Ak k2) are computed to high relative accuracy and small

ones may not be.

The angular difference between the computed unit eigenvector ẑi and the true zi satisfies the
approximate bound

� ẑi; zið Þ �<
p nð Þ� Ak k2

gapi

if p nð Þ� is small enough, where

gapi ¼ min
j 6¼i

�i � �j
		 		

is the absolute gap between �i and the nearest other eigenvalue. Thus, if �i is close to other
eigenvalues, its corresponding eigenvector zi may be inaccurate. The gaps may be easily obtained from
the computed eigenvalues.

Let Ŝ be the invariant subspace spanned by a collection of eigenvectors ẑi; i 2 If g, where I is a subset
of the integers from 1 to n. Let S be the corresponding true subspace. Then

� Ŝ; S
� �

�<
p nð Þ� Ak k2

gapI

where

gapI ¼ min �i � �j
		 		 for i 2 I; j =2 I
� 

is the absolute gap between the eigenvalues in I and the nearest other eigenvalue. Thus, a cluster of
close eigenvalues which is far away from any other eigenvalue may have a well determined invariant
subspace Ŝ even if its individual eigenvectors are ill-conditioned.

In the special case of a real symmetric tridiagonal matrix T , functions in this chapter can compute the
eigenvalues and eigenvectors much more accurately. See Anderson et al. (1999) for further details.
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2.14.4The generalized symmetric-definite eigenproblem

The three types of problem to be considered are A� �B, AB� �I and BA� �I. In each case A and B
are real symmetric (or complex Hermitian) and B is positive definite. We consider each case in turn,
assuming that functions in this chapter are used to transform the generalized problem to the standard
symmetric problem, followed by the solution of the symmetric problem. In all cases

gapi ¼ min
j 6¼i

�i � �j
		 		

is the absolute gap between �i and the nearest other eigenvalue.

1. A� �B. The computed eigenvalues �̂i can differ from the true eigenvalues �i by an amount

�̂i � �i
		 		 �< p nð Þ� B�1

�� ��
2
Ak k2:

The angular difference between the computed eigenvector ẑi and the true eigenvector zi is

� ẑi; zið Þ �<
p nð Þ� B�1

�� ��
2
Ak k2 �2 Bð Þð Þ1=2

gapi
:

2. AB� �I or BA� �I. The computed eigenvalues �̂i can differ from the true eigenvalues �i by an
amount

�̂i � �i
		 		 �< p nð Þ� Bk k2 Ak k2:

The angular difference between the computed eigenvector ẑi and the true eigenvector zi is

� ẑi; zið Þ �<
p nð Þ� Bk k2 Ak k2 �2 Bð Þð Þ1=2

gapi
:

These error bounds are large when B is ill-conditioned with respect to inversion (�2 Bð Þ is large). It is
often the case that the eigenvalues and eigenvectors are much better conditioned than indicated here.
One way to get tighter bounds is effective when the diagonal entries of B differ widely in magnitude, as
for example with a graded matrix.

1. A� �B. Let D ¼ diag b
�1=2
11 ; . . . ; b�1=2nn

� �
be a diagonal matrix. Then replace B by DBD and A by

DAD in the above bounds.

2. AB� �I or BA� �I. Let D ¼ diag b
�1=2
11 ; . . . ; b�1=2nn

� �
be a diagonal matrix. Then replace B by

DBD and A by D�1AD�1 in the above bounds.

Further details can be found in Anderson et al. (1999).

2.14.5The nonsymmetric eigenproblem

The nonsymmetric eigenvalue problem is more complicated than the symmetric eigenvalue problem. In
this section, we just summarise the bounds. Further details can be found in Anderson et al. (1999).

We let �̂i be the ith computed eigenvalue and �i the ith true eigenvalue. Let v̂i be the corresponding
computed right eigenvector, and vi the true right eigenvector (so Avi ¼ �ivi). If I is a subset of the

integers from 1 to n, we let �I denote the average of the selected eigenvalues: �I ¼
P
i2I
�i

� �
=
P
i2I

1

� �
,

and similarly for �̂I. We also let SI denote the subspace spanned by vi; i 2 If g; it is called a right
invariant subspace because if v is any vector in SI then Av is also in SI . ŜI is the corresponding
computed subspace.

The algorithms for the nonsymmetric eigenproblem are normwise backward stable: they compute the
exact eigenvalues, eigenvectors and invariant subspaces of slightly perturbed matrices Aþ Eð Þ, where
Ek k � p nð Þ� Ak k. Some of the bounds are stated in terms of Ek k2 and others in terms of Ek kF ; one
may use p nð Þ� for either quantity.
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Functions are provided so that, for each (�̂i; v̂i) pair the two values si and sepi, or for a selected subset
I of eigenvalues the values sI and sepI can be obtained, for which the error bounds in Table 2 are true
for sufficiently small Ek k, (which is why they are called asymptotic):

Simple eigenvalue �̂i � �i
		 		 �< Ek k2=si

Eigenvalue cluster �̂I � �I
		 		 �< Ek k2=sI

Eigenvector � v̂i; við Þ �< Ek kF=sepi

Invariant subspace � ŜI ; SI

� �
�< Ek kF=sepI

Table 2
Asymptotic error bounds for the nonsymmetric

eigenproblem

If the problem is ill-conditioned, the asymptotic bounds may only hold for extremely small Ek k. The
global error bounds of Table 3 are guaranteed to hold for all Ek kF < s� sep=4:

Simple
eigenvalue

�̂i � �i
		 		 � n Ek k2=si Holds for all E

Eigenvalue
cluster

�̂I � �I
		 		 � 2 Ek k2=sI Requires Ek kF < sI � sepI=4

Eigenvector � v̂i; við Þ � arctan 2 Ek kF= sepi � 4 Ek kF=si
� �� �

Requires Ek kF < si � sepi=4

Invariant
subspace

� ŜI ; SI

� �
� arctan 2 Ek kF= sepI � 4 Ek kF=sI

� �� � Requires Ek kF < sI � sepI=4

Table 3
Global error bounds for the nonsymmetric eigenproblem

2.14.6Balancing and condition for the nonsymmetric eigenproblem

There are two preprocessing steps one may perform on a matrix A in order to make its eigenproblem
easier. The first is permutation, or reordering the rows and columns to make A more nearly upper
triangular (closer to Schur form): A0 ¼ PAPT, where P is a permutation matrix. If A0 is permutable to
upper triangular form (or close to it), then no floating-point operations (or very few) are needed to
reduce it to Schur form. The second is scaling by a diagonal matrix D to make the rows and columns of
A0 more nearly equal in norm: A00 ¼ DA0D�1. Scaling can make the matrix norm smaller with respect
to the eigenvalues, and so possibly reduce the inaccuracy contributed by roundoff (see Chapter 11 of
Wilkinson and Reinsch (1971)). We refer to these two operations as balancing.

Permuting has no effect on the condition numbers or their interpretation as described previously.
Scaling, however, does change their interpretation and further details can be found in Anderson et al.
(1999).

2.14.7The generalized nonsymmetric eigenvalue problem

The algorithms for the generalized nonsymmetric eigenvalue problem are normwise backward stable:
they compute the exact eigenvalues (as the pairs �; �ð Þ), eigenvectors and deflating subspaces of
slightly perturbed pairs Aþ E;Bþ Fð Þ, where

E;Fð Þk kF � p nð Þ� A;Bð Þk kF :
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Asymptotic and global error bounds can be obtained, which are generalizations of those given in
Tables 2 and 3. See Section 4.11 of Anderson et al. (1999) for details. Functions are provided to
compute estimates of reciprocal conditions numbers for eigenvalues and eigenspaces.

2.14.8Balancing the generalized eigenvalue problem

As with the standard nonsymmetric eigenvalue problem, there are two preprocessing steps one may
perform on a matrix pair A;Bð Þ in order to make its eigenproblem easier; permutation and scaling,
which together are referred to as balancing, as indicated in the following two steps.

1. The balancing function first attempts to permute A and B to block upper triangular form by a
similarity transformation:

PAPT ¼ F ¼
F11 F12 F13

F22 F23
F33

0@ 1A;

PBPT ¼ G ¼
G11 G12 G13

G22 G23
G33

0@ 1A;
where P is a permutation matrix, F11, F33, G11 and G33 are upper triangular. Then the diagonal
elements of the matrix F11; G11ð Þ and G33; H33ð Þ are generalized eigenvalues of A;Bð Þ. The rest of
the generalized eigenvalues are given by the matrix pair F22; G22ð Þ. Subsequent operations to
compute the eigenvalues of A;Bð Þ need only be applied to the matrix F22; G22ð Þ; this can save a
significant amount of work if F22; G22ð Þ is smaller than the original matrix pair A;Bð Þ. If no
suitable permutation exists (as is often the case), then there is no gain in efficiency or accuracy.

2. The balancing function applies a diagonal similarity transformation to F;Gð Þ, to make the rows
and columns of F22; G22ð Þ as close as possible in the norm:

DFD�1 ¼
I

D22
I

0@ 1A F11 F12 F13
F22 F23

F33

0@ 1A I
D�122

I

0@ 1A;

DGD�1 ¼
I

D22
I

0@ 1A G11 G12 G13
G22 G23

G33

0@ 1A I
D�122

I

0@ 1A:
This transformation usually improves the accuracy of computed generalized eigenvalues and
eigenvectors. However, there are exceptional occasions when this transformation increases the
norm of the pencil; in this case accuracy could be lower with diagonal balancing.

See Anderson et al. (1999) for further details.

2.14.9Other problems

Error bounds for other problems such as the generalized linear least squares problem and generalized
singular value decomposition can be found in Anderson et al. (1999).

2.15 Block Partitioned Algorithms

A number of the functions in this chapter use what is termed a block partitioned algorithm. This means
that at each major step of the algorithm a block of rows or columns is updated, and much of the
computation is performed by matrix-matrix operations on these blocks. These matrix-matrix operations
make efficient use of computer memory and are key to achieving high performance. See Golub and Van
Loan (2012) or Anderson et al. (1999) for more about block partitioned algorithms.
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The performance of a block partitioned algorithm varies to some extent with the block size – that is, the
number of rows or columns per block. This is a machine-dependent constant, which is set to a suitable
value when the library is implemented on each range of machines.

3 Recommendations on Choice and Use of Available Functions

3.1 Available Functions

The tables in the following sub-sections show the functions which are provided for performing different
computations on different types of matrices. Each entry in the table gives the NAG function short name.

Black box (or driver) functions are provided for the solution of most problems. In a number of cases
there are simple drivers, which just return the solution to the problem, as well as expert drivers, which
return additional information, such as condition number estimates, and may offer additional facilities
such as balancing. The following sub-sections give tables for the driver functions.

3.1.1 Driver functions

3.1.1.1 Linear least squares problems (LLS)

Operation real complex

solve LLS using QR or LQ factorization
solve LLS using complete orthogonal factorization
solve LLS using SVD
solve LLS using divide-and-conquer SVD

f08aac
f08bac
f08kac
f08kcc

f08anc
f08bnc
f08knc
f08kqc

3.1.1.2 Generalized linear least squares problems (LSE and GLM)

Operation real complex

solve LSE problem using GRQ
solve GLM problem using GQR

f08zac
f08zbc

f08znc
f08zpc

3.1.1.3 Symmetric eigenvalue problems (SEP)

Function and storage scheme real complex

simple driver
divide-and-conquer driver
expert driver
RRR driver

f08fac
f08fcc
f08fbc
f08fdc

f08fnc
f08fqc
f08fpc
f08frc

packed storage
simple driver
divide-and-conquer driver
expert driver

f08gac
f08gcc
f08gbc

f08gnc
f08gqc
f08gpc
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band matrix
simple driver
divide-and-conquer driver
expert driver

f08hac
f08hcc
f08hbc

f08hnc
f08hqc
f08hpc

tridiagonal matrix
simple driver
divide-and-conquer driver
expert driver
RRR driver

f08jac
f08jcc
f08jbc
f08jdc

3.1.1.4 Nonsymmetric eigenvalue problem (NEP)

Function and storage scheme real complex

simple driver for Schur factorization
expert driver for Schur factorization
simple driver for eigenvalues/vectors
expert driver for eigenvalues/vectors

f08pac
f08pbc
f08nac
f08nbc

f08pnc
f08ppc
f08nnc
f08npc

3.1.1.5 Singular value decomposition (SVD)

Function and storage scheme real complex

simple driver
divide-and-conquer driver
simple driver for one-sided Jacobi SVD
expert driver for one-sided Jacobi SVD

f08kbc
f08kdc
f08kjc
f08khc

f08kpc
f08krc

3.1.1.6 Generalized symmetric definite eigenvalue problems (GSEP)

Function and storage scheme real complex

simple driver
divide-and-conquer driver
expert driver

f08sac
f08scc
f08sbc

f08snc
f08sqc
f08spc

packed storage
simple driver
divide-and-conquer driver
expert driver

f08tac
f08tcc
f08tbc

f08tnc
f08tqc
f08tpc

band matrix
simple driver
divide-and-conquer driver
expert driver

f08uac
f08ucc
f08ubc

f08unc
f08uqc
f08upc
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3.1.1.7 Generalized nonsymmetric eigenvalue problem (GNEP)

Function and storage scheme real complex

simple driver for Schur factorization
expert driver for Schur factorization
simple driver for eigenvalues/vectors
expert driver for eigenvalues/vectors

f08xcc
f08xbc
f08wcc
f08wbc

f08xqc
f08xpc
f08wqc
f08wpc

3.1.1.8 Generalized singular value decomposition (GSVD)

Function and storage scheme real complex

singular values/vectors f08vcc f08vqc

3.1.2 Computational functions

It is possible to solve problems by calling two or more functions in sequence. Some common sequences
of functions are indicated in the tables in the following sub-sections; an asterisk (�) against a function
name means that the sequence of calls is illustrated in the example program for that function.

3.1.2.1 Orthogonal factorizations

Functions are provided for QR factorization (with and without column pivoting), and for LQ, QL and
RQ factorizations (without pivoting only), of a general real or complex rectangular matrix. A function
is also provided for the RQ factorization of a real or complex upper trapezoidal matrix. (LAPACK
refers to this as the RZ factorization.)

The factorization functions do not form the matrix Q explicitly, but represent it as a product of
elementary reflectors (see Section 3.3.6). Additional functions are provided to generate all or part of Q
explicitly if it is required, or to apply Q in its factored form to another matrix (specifically to compute
one of the matrix products QC, QTC, CQ or CQT with QT replaced by QH if C and Q are complex).

Factorize
without
pivoting

Factorize
with
pivoting

Factorize
(blocked)

Generate
matrix Q

Apply
matrix Q

Apply
Q (blocked)

QR factorization,
real matrices

f08aec f08bfc f08abc f08afc f08agc f08acc

QR factorization,
real triangular-pentagonal

f08bbc f08bcc

LQ factorization,
real matrices

f08ahc f08ajc f08akc

QL factorization,
real matrices

f08cec f08cfc f08cgc

RQ factorization,
real matrices

f08chc f08cjc f08ckc

RQ factorization,
real upper trapezoidal matrices

f08bhc f08bkc

QR factorization,
complex matrices

f08asc f08btc f08apc f08atc f08auc f08aqc

QR factorization,
complex triangular-pentagonal

f08bpc f08bqc

LQ factorization,
complex matrices

f08avc f08awc f08axc

QL factorization,
complex matrices

f08csc f08ctc f08cuc
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RQ factorization,
complex matrices

f08cvc f08cwc f08cxc

RQ factorization,
complex upper trapezoidal matrices

f08bvc f08bxc

To solve linear least squares problems, as described in Sections 2.2.1 or 2.2.3, functions based on the
QR factorization can be used:

real data, full-rank problem f08aac, f08aec and f08agc,
f08abc and f08acc, f16yjc

complex data, full-rank problem f08anc, f08asc and f08auc,
f08apc and f08aqc, f16zjc

real data, rank-deficient problem f08bfc*, f16yjc, f08agc
complex data, rank-deficient problem f08btc*, f16zjc, f08auc

To find the minimum norm solution of under-determined systems of linear equations, as described in
Section 2.2.2, functions based on the LQ factorization can be used:

real data, full-rank problem f08ahc*, f16yjc, f08akc
complex data, full-rank problem f08avc*, f16zjc, f08axc

3.1.2.2 Generalized orthogonal factorizations

Functions are provided for the generalized QR and RQ factorizations of real and complex matrix pairs.

Factorize

Generalized QR factorization, real matrices f08zec

Generalized RQ factorization, real matrices f08zfc

Generalized QR factorization, complex matrices f08zsc

Generalized RQ factorization, complex matrices f08ztc

3.1.2.3 Singular value problems

Functions are provided to reduce a general real or complex rectangular matrix A to real bidiagonal form
B by an orthogonal transformation A ¼ QBPT (or by a unitary transformation A ¼ QBPH if A is
complex). Different functions allow a full matrix A to be stored conventionally (see Section 3.3.1), or a
band matrix to use band storage (see Section 3.3.4 in the f07 Chapter Introduction).

The functions for reducing full matrices do not form the matrix Q or P explicitly; additional functions
are provided to generate all or part of them, or to apply them to another matrix, as with the functions
for orthogonal factorizations. Explicit generation of Q or P is required before using the bidiagonal QR
algorithm to compute left or right singular vectors of A.

The functions for reducing band matrices have options to generate Q or P if required.

Further functions are provided to compute all or part of the singular value decomposition of a real
bidiagonal matrix; the same functions can be used to compute the singular value decomposition of a
real or complex matrix that has been reduced to bidiagonal form.

Reduce to
bidiagonal
form

Generate
matrix Q
or PT

Apply
matrix Q
or P

Reduce band
matrix to
bidiagonal
form

SVD of
bidiagonal
form (QR
algorithm)

SVD of
bidiagonal
form (divide and
conquer)

real matrices f08kec f08kfc f08kgc f08lec f08mec f08mdc

complex matrices f08ksc f08ktc f08kuc f08lsc f08msc
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Given the singular values, f08flc is provided to compute the reciprocal condition numbers for the left or
right singular vectors of a real or complex matrix.

To compute the singular values and vectors of a rectangular matrix, as described in Section 2.3, use the
following sequence of calls:

Rectangular matrix (standard storage)

real matrix, singular values and vectors f08kec, f08kfc*, f08mec
complex matrix, singular values and vectors f08ksc, f08ktc*, f08msc

Rectangular matrix (banded)

real matrix, singular values and vectors f08lec, f08kfc, f08mec
complex matrix, singular values and vectors f08lsc, f08ktc, f08msc

To use the singular value decomposition to solve a linear least squares problem, as described in
Section 2.4, the following functions are required:

real data f16yac, f08kec, f08kfc,
f08kgc, f08mec

complex data f16zac, f08ksc, f08ktc,
f08kuc, f08msc

3.1.2.4 Generalized singular value decomposition

Functions are provided to compute the generalized SVD of a real or complex matrix pair A;Bð Þ in
upper trapezoidal form. Functions are also provided to reduce a general real or complex matrix pair to
the required upper trapezoidal form.

Reduce to
trapezoidal form

Generalized SVD
of trapezoidal form

real matrices f08vgc f08yec

complex matrices f08vuc f08ysc

Functions are provided for the full CS decomposition of orthogonal and unitary matrices expressed as 2
by 2 partitions of submatrices. For real orthogonal matrices the CS decomposition is performed by
f08rac, while for unitary matrices the equivalent function is f08rnc.

3.1.2.5 Symmetric eigenvalue problems

Functions are provided to reduce a real symmetric or complex Hermitian matrix A to real tridiagonal
form T by an orthogonal similarity transformation A ¼ QTQT (or by a unitary transformation
A ¼ QTQH if A is complex). Different functions allow a full matrix A to be stored conventionally (see
Section 3.3.1 in the f07 Chapter Introduction) or in packed storage (see Section 3.3.2 in the f07 Chapter
Introduction); or a band matrix to use band storage (see Section 3.3.4 in the f07 Chapter Introduction).

The functions for reducing full matrices do not form the matrix Q explicitly; additional functions are
provided to generate Q, or to apply it to another matrix, as with the functions for orthogonal
factorizations. Explicit generation of Q is required before using the QR algorithm to find all the
eigenvectors of A; application of Q to another matrix is required after eigenvectors of T have been
found by inverse iteration, in order to transform them to eigenvectors of A.

The functions for reducing band matrices have an option to generate Q if required.
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Reduce to
tridiagonal
form

Generate
matrix Q

Apply
matrix Q

real symmetric matrices f08fec f08ffc f08fgc

real symmetric matrices (packed storage) f08gec f08gfc f08ggc

real symmetric band matrices f08hec

complex Hermitian
matrices

f08fsc f08ftc f08fuc

complex Hermitian matrices (packed storage) f08gsc f08gtc f08guc

complex Hermitian band matrices f08hsc

Given the eigenvalues, f08flc is provided to compute the reciprocal condition numbers for the
eigenvectors of a real symmetric or complex Hermitian matrix.

A variety of functions are provided to compute eigenvalues and eigenvectors of the real symmetric
tridiagonal matrix T , some computing all eigenvalues and eigenvectors, some computing selected
eigenvalues and eigenvectors. The same functions can be used to compute eigenvalues and eigenvectors
of a real symmetric or complex Hermitian matrix which has been reduced to tridiagonal form.

Eigenvalues and eigenvectors of real symmetric tridiagonal matrices:

The original (non-reduced) matrix is Real Symmetric or Complex Hermitian

all eigenvalues (root-free QR algorithm) f08jfc
all eigenvalues (root-free QR algorithm called by divide-and-conquer) f08jcc or f08jhc
selected eigenvalues (bisection) f08jjc
selected eigenvalues (RRR) f08jlc

The original (non-reduced) matrix is Real Symmetric

all eigenvalues and eigenvectors (QR algorithm) f08jec
all eigenvalues and eigenvectors (divide-and-conquer) f08jcc or f08jhc
all eigenvalues and eigenvectors (positive definite case) f08jgc
selected eigenvectors (inverse iteration) f08jkc
selected eigenvalues and eigenvectors (RRR) f08jlc

The original (non-reduced) matrix is Complex Hermitian

all eigenvalues and eigenvectors (QR algorithm) f08jsc
all eigenvalues and eigenvectors (divide and conquer) f08jvc
all eigenvalues and eigenvectors (positive definite case) f08juc
selected eigenvectors (inverse iteration) f08jxc
selected eigenvalues and eigenvectors (RRR) f08jyc

The following sequences of calls may be used to compute various combinations of eigenvalues and
eigenvectors, as described in Section 2.7.

Sequences for computing eigenvalues and eigenvectors

Real Symmetric matrix (standard storage)

all eigenvalues and eigenvectors (using divide-and-conquer) f08fcc
all eigenvalues and eigenvectors (using QR algorithm) f08fec, f08ffc*, f08jec
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selected eigenvalues and eigenvectors (bisection and inverse iteration) f08fec, f08fgc, f08jjc,
f08jkc*

selected eigenvalues and eigenvectors (RRR) f08fec, f08fgc, f08jlc

Real Symmetric matrix (packed storage)

all eigenvalues and eigenvectors (using divide-and-conquer) f08gcc
all eigenvalues and eigenvectors (using QR algorithm) f08gec, f08gfc and f08jec
selected eigenvalues and eigenvectors (bisection and inverse iteration) f08gec, f08ggc, f08jjc,

f08jkc*
selected eigenvalues and eigenvectors (RRR) f08gec, f08ggc, f08jlc

Real Symmetric banded matrix

all eigenvalues and eigenvectors (using divide-and-conquer) f08hcc
all eigenvalues and eigenvectors (using QR algorithm) f08hec*, f08jec

Complex Hermitian matrix (standard storage)

all eigenvalues and eigenvectors (using divide-and-conquer) f08fqc
all eigenvalues and eigenvectors (using QR algorithm) f08fsc, f08ftc*, f08jsc
selected eigenvalues and eigenvectors (bisection and inverse iteration) f08fsc, f08fuc, f08jjc,

f08jxc*
selected eigenvalues and eigenvectors (RRR) f08fsc, f08fuc, f08jyc

Complex Hermitian matrix (packed storage)

all eigenvalues and eigenvectors (using divide-and-conquer) f08gqc
all eigenvalues and eigenvectors (using QR algorithm) f08gsc, f08gtc*, f08jsc
selected eigenvalues and eigenvectors (bisection and inverse iteration) f08gsc, f08guc, f08jjc,

f08jxc*
selected eigenvalues and eigenvectors (RRR) f08gsc, f08guc and f08jyc

Complex Hermitian banded matrix

all eigenvalues and eigenvectors (using divide-and-conquer) f08hqc
all eigenvalues and eigenvectors (using QR algorithm) f08hsc*, f08jsc

3.1.2.6 Generalized symmetric-definite eigenvalue problems

Functions are provided for reducing each of the problems Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x to an
equivalent standard eigenvalue problem Cy ¼ �y. Different functions allow the matrices to be stored
either conventionally or in packed storage. The positive definite matrix B must first be factorized using
a function from Chapter f07. There is also a function which reduces the problem Ax ¼ �Bx where A
and B are banded, to an equivalent banded standard eigenvalue problem; this uses a split Cholesky
factorization for which a function in Chapter f08 is provided.

Reduce to
standard problem

Reduce to
standard problem
(packed storage)

Reduce to
standard problem
(band matrices)

real symmetric matrices f08sec f08tec f08uec

complex Hermitian matrices f08ssc f08tsc f08usc

The equivalent standard problem can then be solved using the functions discussed in Section 3.1.2.5.
For example, to compute all the eigenvalues, the following functions must be called:
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real symmetric-definite problem f07fdc, f08sec*, f08fec,
f08jfc

real symmetric-definite problem, packed storage f07gdc, f08tec*, f08gec,
f08jfc

real symmetric-definite banded problem f08ufc*, f08uec*, f08hec,
f08jfc

complex Hermitian-definite problem f07frc, f08ssc*, f08fsc, f08jfc
complex Hermitian-definite problem, packed storage f07grc, f08tsc*, f08gsc,

f08jfc
complex Hermitian-definite banded problem f08utc*, f08usc*, f08hsc,

f08jfc

If eigenvectors are computed, the eigenvectors of the equivalent standard problem must be transformed
back to those of the original generalized problem, as indicated in Section 2.8; functions from Chapter
f16 may be used for this.

3.1.2.7 Nonsymmetric eigenvalue problems

Functions are provided to reduce a general real or complex matrix A to upper Hessenberg form H by an
orthogonal similarity transformation A ¼ QHQT (or by a unitary transformation A ¼ QHQH if A is
complex).

These functions do not form the matrix Q explicitly; additional functions are provided to generate Q, or
to apply it to another matrix, as with the functions for orthogonal factorizations. Explicit generation of
Q is required before using the QR algorithm on H to compute the Schur vectors; application of Q to
another matrix is needed after eigenvectors of H have been computed by inverse iteration, in order to
transform them to eigenvectors of A.

Functions are also provided to balance the matrix before reducing it to Hessenberg form, as described in
Section 2.14.6. Companion functions are required to transform Schur vectors or eigenvectors of the
balanced matrix to those of the original matrix.

Reduce to
Hessenberg
form

Generate
matrix Q

Apply
matrix Q

Balance Back-
transform
vectors after
balancing

real matrices f08nec f08nfc f08ngc f08nhc f08njc

complex matrices f08nsc f08ntc f08nuc f08nvc f08nwc

Functions are provided to compute the eigenvalues and all or part of the Schur factorization of an upper
Hessenberg matrix. Eigenvectors may be computed either from the upper Hessenberg form by inverse
iteration, or from the Schur form by back-substitution; these approaches are equally satisfactory for
computing individual eigenvectors, but the latter may provide a more accurate basis for a subspace
spanned by several eigenvectors.

Additional functions estimate the sensitivities of computed eigenvalues and eigenvectors, as discussed
in Section 2.14.5.

Eigenvalues and
Schur factorization
(QR algorithm)

Eigenvectors from
Hessenberg form
(inverse iteration)

Eigenvectors from
Schur factorization

Sensitivities of
eigenvalues and
eigenvectors

real matrices f08pec f08pkc f08qkc f08qlc

complex matrices f08psc f08pxc f08qxc f08qyc

Finally functions are provided for reordering the Schur factorization, so that eigenvalues appear in any
desired order on the diagonal of the Schur form. The functions f08qfc and f08qtc simply swap two
diagonal elements or blocks, and may need to be called repeatedly to achieve a desired order. The
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functions f08qgc and f08quc perform the whole reordering process for the important special case where
a specified cluster of eigenvalues is to appear at the top of the Schur form; if the Schur vectors are
reordered at the same time, they yield an orthonormal basis for the invariant subspace corresponding to
the specified cluster of eigenvalues. These functions can also compute the sensitivities of the cluster of
eigenvalues and the invariant subspace.

Reorder
Schur factorization

Reorder
Schur factorization,
find basis for invariant
subspace and estimate
sensitivities

real matrices f08qfc f08qgc

complex matrices f08qtc f08quc

The following sequences of calls may be used to compute various combinations of eigenvalues, Schur
vectors and eigenvectors, as described in Section 2.11:

real matrix, all eigenvalues and Schur factorization f08nec, f08nfc*, f08pec
real matrix, all eigenvalues and selected eigenvectors f08nec, f08ngc, f08pec,

f08pkc
real matrix, all eigenvalues and eigenvectors (with balancing) f08nhc*, f08nec, f08nfc,

f08njc, f08pec, f08pkc
complex matrix, all eigenvalues and Schur factorization f08nsc, f08ntc*, f08psc
complex matrix, all eigenvalues and selected eigenvectors f08nsc, f08nuc, f08psc,

f08pxc*
complex matrix, all eigenvalues and eigenvectors (with balancing) f08nvc*, f08nsc, f08ntc,

f08nwc, f08psc, f08pxc

3.1.2.8 Generalized nonsymmetric eigenvalue problems

Functions are provided to reduce a real or complex matrix pair A1; R1ð Þ, where A1 is general and R1 is
upper triangular, to generalized upper Hessenberg form by orthogonal transformations A1 ¼ Q1HZ

T
1 ,

R1 ¼ Q1RZ
T
1 , (or by unitary transformations A1 ¼ Q1HZ

H
1 , R ¼ Q1R1Z

H
1 , in the complex case). These

functions can optionally return Q1 and/or Z1. Note that to transform a general matrix pair A;Bð Þ to the
form A1; R1ð Þ a QR factorization of B (B ¼ ~QR1) should first be performed and the matrix A1 obtained
as A1 ¼ ~QTA (see Section 3.1.2.1 above).

Functions are also provided to balance a general matrix pair before reducing it to generalized
Hessenberg form, as described in Section 2.14.8. Companion functions are provided to transform
vectors of the balanced pair to those of the original matrix pair.

Reduce to
generalized
Hessenberg form

Balance Backtransform
vectors after
balancing

real matrices f08wfc f08whc f08wjc

complex matrices f08wtc f08wvc f08wwc

Functions are provided to compute the eigenvalues (as the pairs �; �ð Þ) and all or part of the
generalized Schur factorization of a generalized upper Hessenberg matrix pair. Eigenvectors may be
computed from the generalized Schur form by back-substitution.

Additional functions estimate the sensitivities of computed eigenvalues and eigenvectors.
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Eigenvalues and
generalized Schur
factorization
(QZ algorithm)

Eigenvectors from
generalized Schur
factorization

Sensitivities of
eigenvalues and
eigenvectors

real matrices f08xec f08ykc f08ylc

complex matrices f08xsc f08yxc f08yyc

Finally, functions are provided for reordering the generalized Schur factorization so that eigenvalues
appear in any desired order on the diagonal of the generalized Schur form. f08yfc and f08ytc simply
swap two diagonal elements or blocks, and may need to be called repeatedly to achieve a desired order.
f08ygc and f08yuc perform the whole reordering process for the important special case where a
specified cluster of eigenvalues is to appear at the top of the generalized Schur form; if the Schur
vectors are reordered at the same time, they yield an orthonormal basis for the deflating subspace
corresponding to the specified cluster of eigenvalues. These functions can also compute the sensitivities
of the cluster of eigenvalues and the deflating subspace.

Reorder generalized Schur
factorization

Reorder generalized Schur
factorization, find basis for
deflating subspace and
estimate sensitivites

real matrices f08yfc f08ygc

complex matrices f08ytc f08yuc

The following sequences of calls may be used to compute various combinations of eigenvalues,
generalized Schur vectors and eigenvectors

real matrix pair, all eigenvalues (with balancing) f08aec, f08agc (or f08abc,
f08acc), f08wfc, f08whc,
f08xec*

real matrix pair, all eigenvalues and generalized Schur factorization f08aec, f08afc, f08agc (or
f08abc, f08acc), f08wfc,
f08xec

real matrix pair, all eigenvalues and eigenvectors (with balancing) f16qfc, f16qhc, f08aec,
f08afc, f08agc (or f08abc,
f08acc), f08wfc, f08whc,
f08xec, f08ykc*, f08wjc

complex matrix pair, all eigenvalues (with balancing) f08asc, f08auc (or f08apc,
f08aqc), f08wtc, f08wvc,
f08xsc*

complex matrix pair, all eigenvalues and generalized Schur factoriza-
tion

f08asc, f08atc, f08auc (or
f08apc, f08aqc), f08wtc,
f08xsc

complex matrix pair, all eigenvalues and eigenvectors (with balancing) f16tfc, f16thc, f08asc, f08atc,
f08auc (or f08apc, f08aqc),
f08wtc, f08wvc, f08xsc,
f08yxc*, f08wwc

3.1.2.9 The Sylvester equation and the generalized Sylvester equation

Functions are provided to solve the real or complex Sylvester equation AX 
XB ¼ C, where A and B
are upper quasi-triangular if real, or upper triangular if complex. To solve the general form of the
Sylvester equation in which A and B are general square matrices, A and B must be reduced to upper
(quasi-) triangular form by the Schur factorization, using functions described in Section 3.1.2.7. For
more details, see the documents for the functions listed below.
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Solve the Sylvester equation

real matrices f08qhc

complex matrices f08qvc

Functions are also provided to solve the real or complex generalized Sylvester equations

AR� LB ¼ C; DR� LE ¼ F;

where the pairs A;Dð Þ and B;Eð Þ are in generalized Schur form. To solve the general form of the
generalized Sylvester equation in which A;Dð Þ and B;Eð Þ are general matrix pairs, A;Dð Þ and B;Eð Þ
must first be reduced to generalized Schur form.

Solve the generalized Sylvester equation

real matrices f08yhc

complex matrices f08yvc

3.2 NAG Names and LAPACK Names

The functions may be called either by their NAG short names or by their NAG long names which
contain their double precision LAPACK names.

References to Chapter f08 functions in the manual normally include the LAPACK double precision
names, for example nag_dgeqrf (f08aec). The LAPACK routine names follow a simple scheme. Each
name has the structure xyyzzz, where the components have the following meanings:

– the initial letter x indicates the data type (real or complex) and precision:

s – real, single precision

d – real, double precision

c – complex, single precision

z – complex, double precision

– the second and third letters yy indicate the type of the matrix A or matrix pair A;Bð Þ (and in some
cases the storage scheme):

bd – bidiagonal

di – diagonal

gb – general band

ge – general

gg – general pair (B may be triangular)

hb – (complex) Hermitian band

he – Hermitian

hg – generalized upper Hessenberg

hp – Hermitian (packed storage)

hs – upper Hessenberg

op – (real) orthogonal (packed storage)

or – (real) orthogonal

pt – symmetric or Hermitian positive definite tridiagonal
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sb – (real) symmetric band

sp – symmetric (packed storage)

st – (real) symmetric tridiagonal

sy – symmetric

tg – triangular pair (one may be quasi-triangular)

tp – triangular-pentagonal

tr – triangular (or quasi-triangular)

un – (complex) unitary

up – (complex) unitary (packed storage)

– the last three letters zzz indicate the computation performed. For example, qrf is a QR factorization.

Thus the function nag_dgeqrf performs a QR factorization of a real general matrix; the corresponding
function for a complex general matrix is nag_zgeqrf.

3.3 Matrix Storage Schemes

In this chapter the following storage schemes are used for matrices:

– conventional storage in a two-dimensional array;

– packed storage for symmetric or Hermitian matrices;

– packed storage for orthogonal or unitary matrices;

– band storage for general, symmetric or Hermitian band matrices;

– storage of bidiagonal, symmetric or Hermitian tridiagonal matrices in two one-dimensional
arrays.

These storage schemes are compatible with those used in Chapters f07 and f16, but different schemes
for packed, band and tridiagonal storage are used in a few older functions in Chapters f01, f02, f03 and
f04.

3.3.1 Conventional storage

Please see Section 3.3.1 in the f07 Chapter Introduction for full details.

3.3.2 Packed storage

Please see Section 3.3.2 in the f07 Chapter Introduction for full details.

3.3.3 Band storage

Please see Section 3.3.4 in the f07 Chapter Introduction for full details.

3.3.4 Tridiagonal and bidiagonal matrices

A symmetric tridiagonal or bidiagonal matrix is stored in two one-dimensional arrays, one of length n
containing the diagonal elements, and one of length n� 1 containing the off-diagonal elements. (Older
functions in Chapter f02 store the off-diagonal elements in elements 2 : n of a vector of length n.)

3.3.5 Real diagonal elements of complex matrices

Please see Section 3.3.6 in the f07 Chapter Introduction for full details.

f08 – Least-squares and Eigenvalue Problems (LAPACK) Introduction – f08

Mark 26.1 f08.35



3.3.6 Representation of orthogonal or unitary matrices

A real orthogonal or complex unitary matrix (usually denoted Q) is often represented in the NAG C
Library as a product of elementary reflectors – also referred to as elementary Householder matrices
(usually denoted Hi). For example,

Q ¼ H1H2 � � �Hk:

You need not be aware of the details, because functions are provided to work with this representation,
either to generate all or part of Q explicitly, or to multiply a given matrix by Q or QT (QH in the
complex case) without forming Q explicitly.

Nevertheless, the following further details may occasionally be useful.

An elementary reflector (or elementary Householder matrix) H of order n is a unitary matrix of the
form

H ¼ I � �vvH ð4Þ

where � is a scalar, and v is an n-element vector, with �j j2 vk k22 ¼ 2� Re �ð Þ; v is often referred to as the
Householder vector. Often v has several leading or trailing zero elements, but for the purpose of this
discussion assume that H has no such special structure.

There is some redundancy in the representation 4ð Þ, which can be removed in various ways. The
representation used in Chapter f08 and in LAPACK (which differs from those used in some of the
functions in Chapters f01, f02 and f04) sets v1 ¼ 1; hence v1 need not be stored. In real arithmetic,
1 � � � 2, except that � ¼ 0 implies H ¼ I.
In complex arithmetic, � may be complex, and satisfies 1 � Re �ð Þ � 2 and � � 1j j � 1. Thus a complex
H is not Hermitian (as it is in other representations), but it is unitary, which is the important property.
The advantage of allowing � to be complex is that, given an arbitrary complex vector x;H can be
computed so that

HHx ¼ � 1; 0; . . . ; 0ð ÞT

with real �. This is useful, for example, when reducing a complex Hermitian matrix to real symmetric
tridiagonal form, or a complex rectangular matrix to real bidiagonal form.

3.4 Argument Conventions

3.4.1 Option Arguments

In addition to the order argument of type Nag_OrderType, most functions in this Chapter have one or
more option arguments of various types; only options of the correct type may be supplied.

For example,

nnaagg__ddssyyttrrdd(Nag_RowMajor,Nag_Upper,...)

3.4.2 Problem dimensions

It is permissible for the problem dimensions (for example, m or n) to be passed as zero, in which case
the computation (or part of it) is skipped. Negative dimensions are regarded as an error.

3.5 Normalizing Output Vectors

In cases where a function computes a set of orthogonal or unitary vectors, e.g., eigenvectors or an
orthogonal matrix factorization, it is possible for these vectors to differ between implementations, but
still be correct. Under a strict normalization that enforces uniqueness of solution, these different
solutions can be shown to be the same under that normalization. For example, an eigenvector v is
computed such that vj j2 ¼ 1. However, the vector �v, where � is a scalar such that �j j2 ¼ 1, is also an
eigenvector. So for symmetric eigenproblems where eigenvectors are real valued, � ¼ 1, or �1; and for
complex eigenvectors, � can lie anywhere on the unit circle on the complex plane, � ¼ exp i�ð Þ.
Another example is in the computation of the singular valued decomposition of a matrix. Consider the
factorization
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A ¼ UK�KHV H;

where K is a diagonal matrix with elements on the unit circle. Then UK and VK are corresponding left
and right singular vectors of A for any such choice of K.

The example programs for functions in Chapter f08 take care to perform post-processing
normalizations, in such cases as those highlighted above, so that a unique set of results can be
displayed over many implementations of the NAG Library (see Section 10 in nag_ztgevc (f08yxc)).
Similar care should be taken to obtain unique vectors and matrices when calling functions in Chapter
f08, particularly when these are used in equivalence tests.
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4 Decision Trees

The following decision trees are principally for the computation (general purpose) functions.

4.1 General Purpose Functions (eigenvalues and eigenvectors)

Tree 1: Real Symmetric Eigenvalue Problems

Are eigenvalues only
required? yes

Are all the eigenvalues
required? yes

Is A tridiagonal?
yes

f08jcc or f08jfc

no

Is A band matrix?
yes

(f08hec and f08jfc) or
f08hcc

no

Is one triangle of A stored
as a linear array? yes

(f08gec and f08jfc) or
f08gcc

no

(f08fec and f08jfc) or f08fac
or f08fcc

no

Is A tridiagonal?
yes

f08jjc

no

Is A a band matrix?
yes

f08hec and f08jjc

no

Is one triangle of A stored
as a linear array? yes

f08gec and f08jjc

no

(f08fec and f08jjc) or f08fbc

no

Are all eigenvalues and
eigenvectors required? yes

Is A tridiagonal?
yes

f08jec, f08jcc, f08jhc or
f08jlc

no

Is A a band matrix?
yes

(f08hec and f08jec) or
f08hcc

no

Is one triangle of A stored
as a linear array? yes

(f08gec, f08gfc and f08jec)
or f08gcc

no

(f08fec, f08ffc and f08jec)
or f08fac or f08fcc

no

Is A tridiagonal?
yes

f08jjc, f08jkc or f08jlc

no

Is one triangle of A stored
as a linear array? yes

f08gec, f08jjc, f08jkc and
f08ggc

no

(f08fec, f08jjc, f08jkc and
f08fgc) or f08fbc
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Tree 2: Real Generalized Symmetric-definite Eigenvalue Problems

Are eigenvalues only
required? yes

Are all the eigenvalues
required? yes

Are A and B band matrices?
yes

f08ufc, f08uec, f08hec and
f08jfc

no

Are A and B stored with
one triangle as a linear
array?

yes
f07gdc, f08tec, f08gec and

f08jfc

no

f07fdc, f08sec, f08fec and
f08jfc

no

Are A and B band matrices?
yes

f08ufc, f08uec, f08hec and
f08jjc

no

Are A and B stored with
one triangle as a linear
array?

yes
f07gdc, f08tec, f08gec and

f08jjc

no

f07fdc, f08sec, f08gec and
f08jjc

no

Are all eigenvalues and
eigenvectors required? yes

Are A and B stored with
one triangle as a linear
array?

yes
f07gdc, f08tec, f08gec,

f08gfc, f08jec and f16plc

no

f07fdc, f08sec, f08fec,
f08ffc, f08jec and f16yjc

no

Are A and B band matrices?
yes

f08ufc, f08uec, f08hec,
f08jkc and f16yjc

no

Are A and B stored with
one triangle as a linear
array?

yes

f07gdc, f08tec, f08gec,
f08jjc, f08jkc, f08ggc and

f16plc

no

f07fdc, f08sec, f08fec,
f08jjc, f08jkc, f08fgc and

f16yjc

Note: the functions for band matrices only handle the problem Ax ¼ �Bx; the other functions handle
all three types of problems (Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x) except that, if the problem is
BAx ¼ �x and eigenvectors are required, f16phc must be used instead of f16plc and f16yfc instead of
f16yjc.
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Tree 3: Real Nonsymmetric Eigenvalue Problems

Are eigenvalues required?
yes

Is A an upper Hessenberg matrix?
yes

f08pec

no

f08nac or f08nbc or (f08nhc, f08nec and
f08pec)

no

Is the Schur factorization of A required?
yes

Is A an upper Hessenberg matrix?
yes

f08pec

no

f08nbc or (f08nec, f08nfc, f08pec or
f08njc)

no

Are all eigenvectors required?
yes

Is A an upper Hessenberg matrix?
yes

f08pec or f08qkc

no

f08nac or f08nbc or (f08nhc, f08nec,
f08nfc, f08pec, f08qkc or f08njc)

no

Is A an upper Hessenberg matrix?
yes

f08pec or f08pkc

no

f08nhc, f08nec, f08pec, f08pkc, f08ngc
or f08njc

Tree 4: Real Generalized Nonsymmetric Eigenvalue Problems

Are eigenvalues only required?
yes

Are A and B in generalized upper
Hessenberg form? yes

f08xec

no

f08wbc, or f08whc and f08wcc

no

Is the generalized Schur factorization of
A and B required? yes

Are A and B in generalized upper
Hessenberg form? yes

f08xec

no

f08xbc or f08xcc

no

Are A and B in generalized upper
Hessenberg form? yes

f08xec and f08ykc

no

f08wbc, or f08whc, f08wcc and f08wjc
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Tree 5: Complex Hermitian Eigenvalue Problems

Are eigenvalues only
required? yes

Are all the eigenvalues
required? yes

Is A a band matrix?
yes

(f08hsc and f08jfc) or
f08hqc

no

Is one triangle of A stored
as a linear array? yes

(f08gsc and f08jfc) or
f08gqc

no

(f08fsc and f08jfc) or f08fqc

no

Is A a band matrix?
yes

f08hsc and f08jjc

no

Is one triangle of A stored
as a linear array? yes

f08gsc and f08jjc

no

f08fsc and f08jjc

no

Are all eigenvalues and
eigenvectors required? yes

Is A a band matrix?
yes

(f08hsc and f08jsc) or
f08hqc

no

Is one triangle of A stored
as a linear array? yes

(f08gsc, f08gtc and f08jsc)
or f08gqc

no

(f08fsc, f08ftc and f08jsc) or
f08fqc

no

Is one triangle of A stored
as a linear array? yes

f08gsc, f08jjc, f08jxc and
f08guc

no

f08fsc, f08jjc, f08jxc and
f08fuc
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Tree 6: Complex Generalized Hermitian-definite Eigenvalue Problems

Are eigenvalues only
required? yes

Are all eigenvalues
required? yes

Are A and B stored with
one triangle as a linear
array?

yes
f07grc, f08tsc, f08gsc and

f08jfc

no

f07frc, f08ssc, f08fsc and
f08jfc

no

Are A and B stored with
one triangle as a linear
array?

yes
f07grc, f08tsc, f08gsc and

f08jjc

no

f07frc, f08ssc, f08gsc and
f08jjc

no

Are all eigenvalues and
eigenvectors required? yes

Are A and B stored with
one triangle as a linear
array?

yes
f07grc, f08tsc, f08gsc,
f08gtc and f16psc

no

f07frc, f08ssc, f08fsc,
f08ftc, f08jsc and f16zjc

no

Are A and B stored with
one triangle as a linear
array?

yes

f07grc, f08tsc, f08gsc,
f08jjc, f08jxc, f08guc and

f16slc

no

f07frc, f08ssc, f08fsc, f08jjc,
f08jxc, f08fuc and f16zjc

Tree 7: Complex non-Hermitian Eigenvalue Problems

Are eigenvalues only required?
yes

Is A an upper Hessenberg matrix?
yes

f08psc

no

f08nvc, f08nsc and f08psc

no

Is the Schur factorization of A required?
yes

Is A an upper Hessenberg matrix?
yes

f08psc

no

f08nsc, f08ntc, f08psc and f08nwc

no

Are all eigenvectors required?
yes

Is A an upper Hessenberg matrix?
yes

f08psc and f08qxc

no

f08nvc, f08nsc, f08ntc, f08psc, f08qxc
and f08nwc

no

Is A an upper Hessenberg matrix?
yes

f08psc and f08pxc

no

f08nvc, f08nsc, f08psc, f08pxc, f08nuc
and f08nwc

Introduction – f08 NAG Library Manual

f08.42 Mark 26.1



Tree 8: Complex Generalized non-Hermitian Eigenvalue Problems

Are eigenvalues only required?
yes

Are A and B in generalized upper
Hessenberg form? yes

f08xsc

no

f08wpc, or f08wqc and f08wvc

no

Is the generalized Schur factorization of
A and B required? yes

Are A and B in generalized upper
Hessenberg form? yes

f08xsc

no

f08xpc or f08xqc

no

Are A and B in generalized upper
Hessenberg form? yes

f08xsc and f08yxc

no

f08wpc, or f08wvc, f08wqc and f08wwc

4.2 General Purpose Functions (singular value decomposition)

Tree 9: Singular Value Decomposition of a Matrix

Is A a complex matrix?
yes

Is A banded?
yes

f08lsc and f08msc

no

Are singular values only required?
yes

f08ksc and f08msc

no

f08ksc, f08ktc and f08msc

no

Is A bidiagonal?
yes

f08mec

no

Is A banded?
yes

f08lec and f08mec

no

Are singular values only required?
yes

f08kec and f08mec

no

f08kec, f08kfc and f08mec

Tree 10: Singular Value Decompositon of a Matrix Pair

Are A and B complex matrices?
yes

f08vqc

no

f08vcc

5 Functionality Index

Backtransformation of eigenvectors from those of balanced forms,
complex matrix .................................................................................................. nag_zgebak (f08nwc)
real matrix ........................................................................................................... nag_dgebak (f08njc)

Backtransformation of generalized eigenvectors from those of balanced forms,
complex matrix ................................................................................................. nag_zggbak (f08wwc)
real matrix .......................................................................................................... nag_dggbak (f08wjc)

Balancing,
complex general matrix ....................................................................................... nag_zgebal (f08nvc)
complex general matrix pair .............................................................................. nag_zggbal (f08wvc)
real general matrix .............................................................................................. nag_dgebal (f08nhc)
real general matrix pair ..................................................................................... nag_dggbal (f08whc)
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Eigenvalue problems for condensed forms of matrices,
complex Hermitian matrix,

eigenvalues and eigenvectors,
band matrix,

all/selected eigenvalues and eigenvectors by root-free QR algorithm
..... nag_zhbevx (f08hpc)

all eigenvalues and eigenvectors by a divide-and-conquer algorithm, using packed storage
..... nag_zhbevd (f08hqc)

all eigenvalues and eigenvectors by root-free QR algorithm ............. nag_zhbev (f08hnc)
general matrix,

all/selected eigenvalues and eigenvectors by root-free QR algorithm
..... nag_zheevx (f08fpc)

all/selected eigenvalues and eigenvectors by root-free QR algorithm, using packed storage
..... nag_zhpevx (f08gpc)

all/selected eigenvalues and eigenvectors using Relatively Robust Representations
..... nag_zheevr (f08frc)

all eigenvalues and eigenvectors by a divide-and-conquer algorithm
..... nag_zheevd (f08fqc)

all eigenvalues and eigenvectors by a divide-and-conquer algorithm, using packed storage
..... nag_zhpevd (f08gqc)

all eigenvalues and eigenvectors by root-free QR algorithm ............. nag_zheev (f08fnc)
all eigenvalues and eigenvectors by root-free QR algorithm, using packed storage

..... nag_zhpev (f08gnc)
eigenvalues only,

band matrix,
all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_zhbevx (f08hpc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_zhbev (f08hnc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm, using
packed storage .................................................................................... nag_zhbevd (f08hqc)

general matrix,
all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_zheevx (f08fpc)
all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm,
using packed storage .......................................................................... nag_zhpevx (f08gpc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_zheev (f08fnc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm, using
packed storage ...................................................................................... nag_zhpev (f08gnc)

complex upper Hessenberg matrix, reduced from complex general matrix,
eigenvalues and Schur factorization .............................................................. nag_zhseqr (f08psc)
selected right and/or left eigenvectors by inverse iteration ......................... nag_zhsein (f08pxc)

real bidiagonal matrix,
singular value decomposition,

after reduction from complex general matrix ......................................... nag_zbdsqr (f08msc)
after reduction from real general matrix ................................................ nag_dbdsqr (f08mec)
after reduction from real general matrix, using divide-and-conquer ..... nag_dbdsdc (f08mdc)

real symmetric matrix,
eigenvalues and eigenvectors,

band matrix,
all/selected eigenvalues and eigenvectors by root-free QR algorithm

..... nag_dsbevx (f08hbc)
all eigenvalues and eigenvectors by a divide-and-conquer algorithm

..... nag_dsbevd (f08hcc)
all eigenvalues and eigenvectors by root-free QR algorithm ............. nag_dsbev (f08hac)
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general matrix,
all/selected eigenvalues and eigenvectors by root-free QR algorithm

..... nag_dsyevx (f08fbc)
all/selected eigenvalues and eigenvectors by root-free QR algorithm, using packed storage

..... nag_dspevx (f08gbc)
all/selected eigenvalues and eigenvectors using Relatively Robust Representations

..... nag_dsyevr (f08fdc)
all eigenvalues and eigenvectors by a divide-and-conquer algorithm

..... nag_dsyevd (f08fcc)
all eigenvalues and eigenvectors by a divide-and-conquer algorithm, using packed storage

..... nag_dspevd (f08gcc)
all eigenvalues and eigenvectors by root-free QR algorithm .............. nag_dsyev (f08fac)
all eigenvalues and eigenvectors by root-free QR algorithm, using packed storage

..... nag_dspev (f08gac)
eigenvalues only,

band matrix,
all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_dsbevx (f08hbc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_dsbev (f08hac)
general matrix,

all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm
..... nag_dsyevx (f08fbc)

all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm,
using packed storage .......................................................................... nag_dspevx (f08gbc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_dsyev (f08fac)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm, using
packed storage ....................................................................................... nag_dspev (f08gac)

real symmetric tridiagonal matrix,
eigenvalues and eigenvectors,

after reduction from complex Hermitian matrix,
all/selected eigenvalues and eigenvectors, using Relatively Robust Representations

..... nag_zstegr (f08jyc)
all eigenvalues and eigenvectors ........................................................... nag_zsteqr (f08jsc)
all eigenvalues and eigenvectors, positive definite matrix .................. nag_zpteqr (f08juc)
all eigenvalues and eigenvectors, using divide-and-conquer ............... nag_zstedc (f08jvc)
selected eigenvectors by inverse iteration ............................................ nag_zstein (f08jxc)

all/selected eigenvalues and eigenvectors, using Relatively Robust Representations
..... nag_dstegr (f08jlc)

all/selected eigenvalues and eigenvectors by root-free QR algorithm ..... nag_dstevx (f08jbc)
all/selected eigenvalues and eigenvectors using Relatively Robust Representations

..... nag_dstevr (f08jdc)
all eigenvalues and eigenvectors ................................................................ nag_dsteqr (f08jec)
all eigenvalues and eigenvectors, by divide-and-conquer ........................ nag_dstedc (f08jhc)
all eigenvalues and eigenvectors, positive definite matrix ....................... nag_dpteqr (f08jgc)
all eigenvalues and eigenvectors by a divide-and-conquer algorithm ..... nag_dstevd (f08jcc)
all eigenvalues and eigenvectors by root-free QR algorithm .................... nag_dstev (f08jac)
selected eigenvectors by inverse iteration ................................................. nag_dstein (f08jkc)

eigenvalues only,
all/selected eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_dstevx (f08jbc)
all eigenvalues by root-free QR algorithm ................................................ nag_dsterf (f08jfc)
all eigenvalues by the Pal–Walker–Kahan variant of the QL or QR algorithm

..... nag_dstev (f08jac)
selected eigenvalues only ................................................................................. nag_dstebz (f08jjc)

real upper Hessenberg matrix, reduced from real general matrix,
eigenvalues and Schur factorization .............................................................. nag_dhseqr (f08pec)
selected right and/or left eigenvectors by inverse iteration ......................... nag_dhsein (f08pkc)
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Eigenvalue problems for nonsymmetric matrices,
complex matrix,

all eigenvalues, Schur form, Schur vectors and reciprocal condition numbers
..... nag_zgeesx (f08ppc)

all eigenvalues, Schur form and Schur vectors .............................................. nag_zgees (f08pnc)
all eigenvalues and left/right eigenvectors ..................................................... nag_zgeev (f08nnc)
all eigenvalues and left/right eigenvectors, plus balancing transformation and reciprocal condition
numbers ......................................................................................................... nag_zgeevx (f08npc)

real matrix,
all eigenvalues, real Schur form, Schur vectors and reciprocal condition numbers

..... nag_dgeesx (f08pbc)
all eigenvalues, real Schur form and Schur vectors ...................................... nag_dgees (f08pac)
all eigenvalues and left/right eigenvectors ..................................................... nag_dgeev (f08nac)
all eigenvalues and left/right eigenvectors, plus balancing transformation and reciprocal condition
numbers ......................................................................................................... nag_dgeevx (f08nbc)

Eigenvalues and generalized Schur factorization,
complex generalized upper Hessenberg form .................................................... nag_zhgeqz (f08xsc)
real generalized upper Hessenberg form ........................................................... nag_dhgeqz (f08xec)

General Gauss–Markov linear model,
solves a complex general Gauss–Markov linear model problem .................... nag_zggglm (f08zpc)
solves a real general Gauss–Markov linear model problem ........................... nag_dggglm (f08zbc)

Generalized eigenvalue problems for condensed forms of matrices,
complex Hermitian-definite eigenproblems,

banded matrices,
all eigenvalues and eigenvectors by a divide-and-conquer algorithm ..... nag_zhbgvd (f08uqc)
all eigenvalues and eigenvectors by reduction to tridiagonal form ........ nag_zhbgv (f08unc)
selected eigenvalues and eigenvectors by reduction to tridiagonal form

..... nag_zhbgvx (f08upc)
general matrices,

all eigenvalues and eigenvectors by a divide-and-conquer algorithm ..... nag_zhegvd (f08sqc)
all eigenvalues and eigenvectors by a divide-and-conquer algorithm, packed storage format

..... nag_zhpgvd (f08tqc)
all eigenvalues and eigenvectors by reduction to tridiagonal form ......... nag_zhegv (f08snc)
all eigenvalues and eigenvectors by reduction to tridiagonal form, packed storage format

..... nag_zhpgv (f08tnc)
selected eigenvalues and eigenvectors by reduction to tridiagonal form

..... nag_zhegvx (f08spc)
selected eigenvalues and eigenvectors by reduction to tridiagonal form, packed storage format

..... nag_zhpgvx (f08tpc)
real symmetric-definite eigenproblems,

banded matrices,
all eigenvalues and eigenvectors by a divide-and-conquer algorithm ..... nag_dsbgvd (f08ucc)
all eigenvalues and eigenvectors by reduction to tridiagonal form ......... nag_dsbgv (f08uac)
selected eigenvalues and eigenvectors by reduction to tridiagonal form

..... nag_dsbgvx (f08ubc)
general matrices,

all eigenvalues and eigenvectors by a divide-and-conquer algorithm ..... nag_dsygvd (f08scc)
all eigenvalues and eigenvectors by a divide-and-conquer algorithm, packed storage format

..... nag_dspgvd (f08tcc)
all eigenvalues and eigenvectors by reduction to tridiagonal form ......... nag_dsygv (f08sac)
all eigenvalues and eigenvectors by reduction to tridiagonal form, packed storage format

..... nag_dspgv (f08tac)
selected eigenvalues and eigenvectors by reduction to tridiagonal form

..... nag_dsygvx (f08sbc)
selected eigenvalues and eigenvectors by reduction to tridiagonal form, packed storage format

..... nag_dspgvx (f08tbc)

Introduction – f08 NAG Library Manual

f08.46 Mark 26.1



Generalized eigenvalue problems for nonsymmetric matrix pairs,
complex nonsymmetric matrix pairs,

all eigenvalues, generalized Schur form, Schur vectors and reciprocal condition numbers
..... nag_zggesx (f08xpc)

all eigenvalues, generalized Schur form and Schur vectors, deprecated ...... nag_zgges (f08xnc)
all eigenvalues, generalized Schur form and Schur vectors, using level 3 BLAS

..... nag_zgges3 (f08xqc)
all eigenvalues and left/right eigenvectors, deprecated ................................ nag_zggev (f08wnc)
all eigenvalues and left/right eigenvectors, plus the balancing transformation and reciprocal
condition numbers ........................................................................................ nag_zggevx (f08wpc)
all eigenvalues and left/right eigenvectors, using level 3 BLAS ............... nag_zggev3 (f08wqc)

real nonsymmetric matrix pairs,
all eigenvalues, generalized real Schur form and left/right Schur vectors, deprecated

..... nag_dgges (f08xac)
all eigenvalues, generalized real Schur form and left/right Schur vectors, plus reciprocal
condition numbers ......................................................................................... nag_dggesx (f08xbc)
all eigenvalues, generalized real Schur form and left/right Schur vectors, using level 3 BLAS

..... nag_dgges3 (f08xcc)
all eigenvalues and left/right eigenvectors, deprecated ................................ nag_dggev (f08wac)
all eigenvalues and left/right eigenvectors, plus the balancing transformation and reciprocal
condition numbers ........................................................................................ nag_dggevx (f08wbc)
all eigenvalues and left/right eigenvectors, using level 3 BLAS ............... nag_dggev3 (f08wcc)

Generalized QR factorization,
complex matrices ................................................................................................. nag_zggqrf (f08zsc)
real matrices ........................................................................................................ nag_dggqrf (f08zec)

Generalized RQ factorization,
complex matrices .................................................................................................. nag_zggrqf (f08ztc)
real matrices ......................................................................................................... nag_dggrqf (f08zfc)

Generalized singular value decomposition,
after reduction from complex general matrix,

complex triangular or trapezoidal matrix pair ................................................ nag_ztgsja (f08ysc)
after reduction from real general matrix,

real triangular or trapezoidal matrix pair ....................................................... nag_dtgsja (f08yec)
complex matrix pair, deprecated ........................................................................ nag_zggsvd (f08vnc)
complex matrix pair, using level 3 BLAS ...................................................... nag_zggsvd3 (f08vqc)
partitioned orthogonal matrix (CS decomposition) ............................................. nag_dorcsd (f08rac)
partitioned unitary matrix (CS decomposition) .................................................. nag_zuncsd (f08rnc)
real matrix pair, deprecated ............................................................................... nag_dggsvd (f08vac)
real matrix pair, using level 3 BLAS .............................................................. nag_dggsvd3 (f08vcc)
reduction of a pair of general matrices to triangular or trapezoidal form,

complex matrices, deprecated ....................................................................... nag_zggsvp (f08vsc)
complex matrices, using level 3 BLAS ..................................................... nag_zggsvp3 (f08vuc)
real matrices, deprecated ............................................................................... nag_dggsvp (f08vec)
real matrices, using level 3 BLAS ............................................................. nag_dggsvp3 (f08vgc)

least squares problems,
complex matrices,

apply orthogonal matrix ............................................................................... nag_zunmrz (f08bxc)
minimum norm solution using a complete orthogonal factorization ........... nag_zgelsy (f08bnc)
minimum norm solution using the singular value decomposition ................ nag_zgelss (f08knc)
minimum norm solution using the singular value decomposition (divide-and-conquer)

..... nag_zgelsd (f08kqc)
reduction of upper trapezoidal matrix to upper triangular form ................... nag_ztzrzf (f08bvc)

real matrices,
apply orthogonal matrix ................................................................................ nag_dormrz (f08bkc)
minimum norm solution using a complete orthogonal factorization ........... nag_dgelsy (f08bac)
minimum norm solution using the singular value decomposition ................ nag_dgelss (f08kac)
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minimum norm solution using the singular value decomposition (divide-and-conquer)
..... nag_dgelsd (f08kcc)

reduction of upper trapezoidal matrix to upper triangular form ................... nag_dtzrzf (f08bhc)

least squares problems with linear equality constraints,
complex matrices,

minimum norm solution subject to linear equality constraints using a generalized RQ
factorization .................................................................................................... nag_zgglse (f08znc)

real matrices,
minimum norm solution subject to linear equality constraints using a generalized RQ
factorization .................................................................................................... nag_dgglse (f08zac)

Left and right eigenvectors of a pair of matrices,
complex upper triangular matrices ..................................................................... nag_ztgevc (f08yxc)
real quasi-triangular matrices .............................................................................. nag_dtgevc (f08ykc)

LQ factorization and related operations,
complex matrices,

apply unitary matrix ..................................................................................... nag_zunmlq (f08axc)
factorization ..................................................................................................... nag_zgelqf (f08avc)
form all or part of unitary matrix ................................................................ nag_zunglq (f08awc)

real matrices,
apply orthogonal matrix ................................................................................ nag_dormlq (f08akc)
factorization .................................................................................................... nag_dgelqf (f08ahc)
form all or part of orthogonal matrix ............................................................ nag_dorglq (f08ajc)

Operations on eigenvectors of a real symmetric or complex Hermitian matrix, or singular vectors of a
general matrix,

estimate condition numbers .................................................................................. nag_ddisna (f08flc)

Operations on generalized Schur factorization of a general matrix pair,
complex matrix,

estimate condition numbers of eigenvalues and/or eigenvectors .................. nag_ztgsna (f08yyc)
re-order Schur factorization ............................................................................ nag_ztgexc (f08ytc)
re-order Schur factorization, compute generalized eigenvalues and condition numbers

..... nag_ztgsen (f08yuc)
real matrix,

estimate condition numbers of eigenvalues and/or eigenvectors .................. nag_dtgsna (f08ylc)
re-order Schur factorization ........................................................................... nag_dtgexc (f08yfc)
re-order Schur factorization, compute generalized eigenvalues and condition numbers

..... nag_dtgsen (f08ygc)

Operations on Schur factorization of a general matrix,
complex matrix,

compute left and/or right eigenvectors .......................................................... nag_ztrevc (f08qxc)
estimate sensitivities of eigenvalues and/or eigenvectors ............................. nag_ztrsna (f08qyc)
re-order Schur factorization ............................................................................ nag_ztrexc (f08qtc)
re-order Schur factorization, compute basis of invariant subspace, and estimate sensitivities

..... nag_ztrsen (f08quc)
real matrix,

compute left and/or right eigenvectors .......................................................... nag_dtrevc (f08qkc)
estimate sensitivities of eigenvalues and/or eigenvectors .............................. nag_dtrsna (f08qlc)
re-order Schur factorization ............................................................................ nag_dtrexc (f08qfc)
re-order Schur factorization, compute basis of invariant subspace, and estimate sensitivities

..... nag_dtrsen (f08qgc)

Overdetermined and underdetermined linear systems,
complex matrices,

solves an overdetermined or undetermined complex linear system ............... nag_zgels (f08anc)
real matrices,

solves an overdetermined or undetermined real linear system ....................... nag_dgels (f08aac)
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Performs a reduction of eigenvalue problems to condensed forms, and related operations,
real rectangular band matrix to upper bidiagonal form ..................................... nag_dgbbrd (f08lec)

QL factorization and related operations,
complex matrices,

apply unitary matrix ..................................................................................... nag_zunmql (f08cuc)
factorization ..................................................................................................... nag_zgeqlf (f08csc)
form all or part of unitary matrix .................................................................. nag_zungql (f08ctc)

real matrices,
apply orthogonal matrix ................................................................................ nag_dormql (f08cgc)
factorization ..................................................................................................... nag_dgeqlf (f08cec)
form all or part of orthogonal matrix ............................................................ nag_dorgql (f08cfc)

QR factorization and related operations,
complex matrices,

general matrices,
apply unitary matrix ................................................................................ nag_zunmqr (f08auc)
apply unitary matrix, explicitly blocked ................................................ nag_zgemqrt (f08aqc)
factorization ................................................................................................ nag_zgeqrf (f08asc)
factorization,

with column pivoting, using BLAS-3 ................................................ nag_zgeqp3 (f08btc)
factorization, explicitly blocked ................................................................ nag_zgeqrt (f08apc)
factorization, with column pivoting ......................................................... nag_zgeqpf (f08bsc)
form all or part of unitary matrix ............................................................ nag_zungqr (f08atc)

triangular-pentagonal matrices,
apply unitary matrix ............................................................................... nag_ztpmqrt (f08bqc)
factorization ................................................................................................ nag_ztpqrt (f08bpc)

real matrices,
general matrices,

apply orthogonal matrix .......................................................................... nag_dormqr (f08agc)
apply orthogonal matrix, explicitly blocked .......................................... nag_dgemqrt (f08acc)
factorization,

with column pivoting, using BLAS-3 ................................................ nag_dgeqp3 (f08bfc)
factorization, orthogonal matrix ................................................................ nag_dgeqrf (f08aec)
factorization, with column pivoting ......................................................... nag_dgeqpf (f08bec)
factorization, with explicit blocking ......................................................... nag_dgeqrt (f08abc)
form all or part of orthogonal matrix ...................................................... nag_dorgqr (f08afc)

triangular-pentagonal matrices,
apply orthogonal matrix ............................................................................ nag_dtpqrt (f08bbc)
factorization ............................................................................................. nag_dtpmqrt (f08bcc)

Reduction of a pair of general matrices to generalized upper Hessenberg form,
orthogonal reduction, real matrices, deprecated ............................................... nag_dgghrd (f08wec)
orthogonal reduction, real matrices, using level 3 BLAS ............................... nag_dgghd3 (f08wfc)
unitary reduction, complex matrices, deprecated .............................................. nag_zgghrd (f08wsc)
unitary reduction, complex matrices, using level 3 BLAS .............................. nag_zgghd3 (f08wtc)

Reduction of eigenvalue problems to condensed forms, and related operations,
complex general matrix to upper Hessenberg form,

apply orthogonal matrix ............................................................................... nag_zunmhr (f08nuc)
form orthogonal matrix .................................................................................. nag_zunghr (f08ntc)
reduce to Hessenberg form ............................................................................ nag_zgehrd (f08nsc)

complex Hermitian band matrix to real symmetric tridiagonal form ................ nag_zhbtrd (f08hsc)
complex Hermitian matrix to real symmetric tridiagonal form,

apply unitary matrix ...................................................................................... nag_zunmtr (f08fuc)
apply unitary matrix, packed storage ........................................................... nag_zupmtr (f08guc)
form unitary matrix ......................................................................................... nag_zungtr (f08ftc)
form unitary matrix, packed storage .............................................................. nag_zupgtr (f08gtc)
reduce to tridiagonal form .............................................................................. nag_zhetrd (f08fsc)
reduce to tridiagonal form, packed storage ................................................... nag_zhptrd (f08gsc)
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complex rectangular band matrix to real upper bidiagonal form ...................... nag_zgbbrd (f08lsc)
complex rectangular matrix to real bidiagonal form,

apply unitary matrix ..................................................................................... nag_zunmbr (f08kuc)
form unitary matrix ........................................................................................ nag_zungbr (f08ktc)
reduce to bidiagonal form ............................................................................. nag_zgebrd (f08ksc)

real general matrix to upper Hessenberg form,
apply orthogonal matrix ............................................................................... nag_dormhr (f08ngc)
form orthogonal matrix .................................................................................. nag_dorghr (f08nfc)
reduce to Hessenberg form ........................................................................... nag_dgehrd (f08nec)

real rectangular matrix to bidiagonal form,
apply orthogonal matrix ............................................................................... nag_dormbr (f08kgc)
form orthogonal matrix .................................................................................. nag_dorgbr (f08kfc)
reduce to bidiagonal form ............................................................................. nag_dgebrd (f08kec)

real symmetric band matrix to symmetric tridiagonal form .............................. nag_dsbtrd (f08hec)
real symmetric matrix to symmetric tridiagonal form,

apply orthogonal matrix ................................................................................. nag_dormtr (f08fgc)
apply orthogonal matrix, packed storage ..................................................... nag_dopmtr (f08ggc)
form orthogonal matrix .................................................................................... nag_dorgtr (f08ffc)
form orthogonal matrix, packed storage ........................................................ nag_dopgtr (f08gfc)
reduce to tridiagonal form .............................................................................. nag_dsytrd (f08fec)
reduce to tridiagonal form, packed storage ................................................... nag_dsptrd (f08gec)

Reduction of generalized eigenproblems to standard eigenproblems,
complex Hermitian-definite banded generalized eigenproblem Ax ¼ �Bx ....... nag_zhbgst (f08usc)
complex Hermitian-definite generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x

..... nag_zhegst (f08ssc)
complex Hermitian-definite generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x, packed
storage ................................................................................................................... nag_zhpgst (f08tsc)
real symmetric-definite banded generalized eigenproblem Ax ¼ �Bx .............. nag_dsbgst (f08uec)
real symmetric-definite generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x

..... nag_dsygst (f08sec)
real symmetric-definite generalized eigenproblem Ax ¼ �Bx, ABx ¼ �x or BAx ¼ �x, packed
storage ................................................................................................................... nag_dspgst (f08tec)

RQ factorization and related operations,
complex matrices,

apply unitary matrix ..................................................................................... nag_zunmrq (f08cxc)
factorization .................................................................................................... nag_zgerqf (f08cvc)
form all or part of unitary matrix ................................................................ nag_zungrq (f08cwc)

real matrices,
apply orthogonal matrix ................................................................................ nag_dormrq (f08ckc)
factorization .................................................................................................... nag_dgerqf (f08chc)
form all or part of orthogonal matrix ............................................................ nag_dorgrq (f08cjc)

Singular value decomposition,
complex matrix,

using a divide-and-conquer algorithm ........................................................... nag_zgesdd (f08krc)
using bidiagonal QR iteration ...................................................................... nag_zgesvd (f08kpc)

real matrix,
preconditioned Jacobi SVD using fast scaled rotations and de Rijks pivoting

..... nag_dgejsv (f08khc)
using a divide-and-conquer algorithm .......................................................... nag_dgesdd (f08kdc)
using bidiagonal QR iteration ...................................................................... nag_dgesvd (f08kbc)
using fast scaled rotation and de Rijks pivoting ........................................... nag_dgesvj (f08kjc)

Solve generalized Sylvester equation,
complex matrices .................................................................................................. nag_ztgsyl (f08yvc)
real matrices ......................................................................................................... nag_dtgsyl (f08yhc)

Solve reduced form of Sylvester matrix equation,
complex matrices .................................................................................................. nag_ztrsyl (f08qvc)
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real matrices .......................................................................................................... nag_dtrsyl (f08qhc)

Split Cholesky factorization,
complex Hermitian positive definite band matrix ............................................... nag_zpbstf (f08utc)
real symmetric positive definite band matrix ...................................................... nag_dpbstf (f08ufc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_dgels (f08aac)

1 Purpose

nag_dgels (f08aac) solves linear least squares problems of the form

min
x

b�Axk k2 or min
x

b�ATx
�� ��

2
;

where A is an m by n real matrix of full rank, using a QR or LQ factorization of A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgels (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, Integer nrhs, double a[], Integer pda, double b[],
Integer pdb, NagError *fail)

3 Description

The following options are provided:

1. If trans ¼ Nag NoTrans and m 	 n: find the least squares solution of an overdetermined system, i.
e., solve the least squares problem

min
x

b�Axk k2:

2. If trans ¼ Nag NoTrans and m < n: find the minimum norm solution of an underdetermined
system Ax ¼ b.

3. If trans ¼ Nag Trans and m 	 n: find the minimum norm solution of an undetermined system
ATx ¼ b.

4. If trans ¼ Nag Trans and m < n: find the least squares solution of an overdetermined system, i.e.,
solve the least squares problem

min
x

b�ATx
�� ��

2
:

Several right-hand side vectors b and solution vectors x can be handled in a single call; they are stored
as the columns of the m by r right-hand side matrix B and the n by r solution matrix X.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: if trans ¼ Nag NoTrans, the linear system involves A.

If trans ¼ Nag Trans, the linear system involves AT.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, a is overwritten by details of its QR factorization, as returned by nag_dgeqrf
(f08aec).

If m < n, a is overwritten by details of its LQ factorization, as returned by nag_dgelqf (f08ahc).

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B of right-hand side vectors, stored in rows or columns; b is m by r if
trans ¼ Nag NoTrans, or n by r if trans ¼ Nag Trans.

On exit: b is overwritten by the solution vectors, x, stored in rows or columns:

if trans ¼ Nag NoTrans and m 	 n, or trans ¼ Nag Trans and m < n, elements 1 to
min m;nð Þ in each column of b contain the least squares solution vectors; the residual sum
of squares for the solution is given by the sum of squares of the modulus of elements
min m;nð Þ þ 1ð Þ to max m;nð Þ in that column;

otherwise, elements 1 to max m;nð Þ in each column of b contain the minimum norm
solution vectors.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FULL_RANK

Diagonal element valueh i of the triangular factor of A is zero, so that A does not have full rank;
the least squares solution could not be computed.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details of error bounds.

8 Parallelism and Performance

nag_dgels (f08aac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgels (f08aac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to factorize A is approximately 2
3n

2 3m� nð Þ if
m 	 n and 2

3m
2 3n�mð Þ otherwise. Following the factorization the solution for a single vector x

requires O min m2; n2
� �� �

operations.

The complex analogue of this function is nag_zgels (f08anc).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2;

where
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A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA and b ¼

�2:67
�0:55
3:34
�0:77
0:48
4:10

0BBBBB@

1CCCCCA:
The square root of the residual sum of squares is also output.

10.1 Program Text

/* nag_dgels (f08aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer exit_status = 0, i, j, m, n, nrhs, pda, pdb;
/* Arrays */
double *a = 0, *b = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgels (f08aac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * m, double)) || !(b = NAG_ALLOC(m * nrhs, double)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgels (f08aac).
* Solve the least squares problem min( norm2(b - Ax) ) for x.
*/

nag_dgels(order, Nag_NoTrans, m, n, nrhs, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgels (f08aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}

/* nag_dge_norm (f16rac).
* Compute and print estimate of the square root of the residual
* sum of squares.
*/

nag_dge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, 1), pdb, &rnorm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);
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END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dgels (f08aac) Example Program Data

6 4 1 :Values of m, n and nrhs

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A

-2.67
-0.55
3.34

-0.77
0.48
4.10 :End of vector b

10.3 Program Results

nag_dgels (f08aac) Example Program Results

Least squares solution
1.5339
1.8707

-1.5241
0.0392

Square root of the residual sum of squares
2.22e-02
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NAG Library Function Document

nag_dgeqrt (f08abc)

1 Purpose

nag_dgeqrt (f08abc) recursively computes, with explicit blocking, the QR factorization of a real m by n
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeqrt (Nag_OrderType order, Integer m, Integer n, Integer nb,
double a[], Integer pda, double t[], Integer pdt, NagError *fail)

3 Description

nag_dgeqrt (f08abc) forms the QR factorization of an arbitrary rectangular real m by n matrix. No
pivoting is performed.

It differs from nag_dgeqrf (f08aec) in that it: requires an explicit block size; stores reflector factors that
are upper triangular matrices of the chosen block size (rather than scalars); and recursively computes
the QR factorization based on the algorithm of Elmroth and Gustavson (2000).

If m 	 n, the factorization is given by:

A ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix and Q is an m by m orthogonal matrix. It is sometimes
more convenient to write the factorization as

A ¼ Q1 Q2

� � R
0

� �
;

which reduces to

A ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is upper trapezoidal, and the factorization can be written

A ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned represents a QR factorization of the first k
columns of the original matrix A.
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4 References

Elmroth E and Gustavson F (2000) Applying Recursion to Serial and Parallel QR Factorization Leads
to Better Performance IBM Journal of Research and Development. (Volume 44) 4 605–624

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nb – Integer Input

On entry: the explicitly chosen block size to be used in computing the QR factorization. See
Section 9 for details.

Constraints:

nb 	 1;
if min m;nð Þ > 0, nb � min m;nð Þ.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the orthogonal
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the orthogonal matrix Q
and the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: t½dim� – double Output

Note: the dimension, dim, of the array t must be at least

max 1;pdt�min m; nð Þð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On exit: further details of the orthogonal matrix Q. The number of blocks is b ¼ k
nb

� �
, where

k ¼ min m;nð Þ and each block is of order nb except for the last block, which is of order
k� b� 1ð Þ � nb. For each of the blocks, an upper triangular block reflector factor is computed:
T1;T2; . . . ;Tb. These are stored in the nb by n matrix T as T ¼ T1jT2j . . . jTb½ �.

8: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 max 1;min m; nð Þð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

NE_INT_3

On entry, nb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: nb 	 1 and
if min m;nð Þ > 0, nb � min m;nð Þ.
On entry, pdt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;min m; nð Þð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dgeqrt (f08abc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

To apply Q to an arbitrary real rectangular matrix C, nag_dgeqrt (f08abc) may be followed by a call to
nag_dgemqrt (f08acc). For example,

nag_dgemqrt(order,Nag_LeftSide,Nag_Trans,m,p,MIN(m,n),nb,a,pda,t,pdt,
c,pdc,&fail)

forms C ¼ QTC, where C is m by p.

To form the orthogonal matrix Q explicitly, simply initialize the m by m matrix C to the identity matrix
and form C ¼ QC using nag_dgemqrt (f08acc) as above.

The block size, nb, used by nag_dgeqrt (f08abc) is supplied explicitly through the interface. For
moderate and large sizes of matrix, the block size can have a marked effect on the efficiency of the
algorithm with the optimal value being dependent on problem size and platform. A value of
nb ¼ 64 min m;nð Þ is likely to achieve good efficiency and it is unlikely that an optimal value would
exceed 340.
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To compute a QR factorization with column pivoting, use nag_dtpqrt (f08bbc) or nag_dgeqpf (f08bec).

The complex analogue of this function is nag_zgeqrt (f08apc).

10 Example

This example solves the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA and B ¼

�2:67 0:41
�0:55 �3:10
3:34 �4:01
�0:77 2:76
0:48 �6:17
4:10 0:21

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_dgeqrt (f08abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer exit_status = 0;
Integer pda, pdb, pdt;
Integer i, j, m, n, nb, nrhs;
/* Arrays */
double *a = 0, *b = 0, *t = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I,J) a[(J-1)*pda + I-1]
#define B(I,J) b[(J-1)*pdb + I-1]

order = Nag_ColMajor;
#else
#define A(I,J) a[(I-1)*pda + J-1]
#define B(I,J) b[(I-1)*pdb + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeqrt (f08abc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

nb = MIN(m, n);
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(t = NAG_ALLOC(nb * MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;
pdt = nb;

#else
pda = n;
pdb = nrhs;
pdt = MIN(m, n);

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgeqrt (f08abc).
* Compute the QR factorization of A by recursive algorithm.
*/

nag_dgeqrt(order, m, n, nb, a, pda, t, pdt, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrt (f08abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemqrt (f08acc).
* Compute C = (C1) = (Q^T)*B, storing the result in B
* (C2)
* by applying Q^T from left.
*/

nag_dgemqrt(order, Nag_LeftSide, Nag_Trans, m, nrhs, n, nb, a, pda, t, pdt,
b, pdb, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemqrt (f08acc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_dtrtrs (f07tec).
* Compute least squares solutions by back-substitution in R*X = C1.
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print least squares solutions.
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,
b, pdb, "Least squares solution(s)", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

printf("\n Square root(s) of the residual sum(s) of squares\n");
for (j = 1; j <= nrhs; j++) {

/* nag_dge_norm (f16rac).
* Compute and print estimate of the square root of the residual
* sum of squares.
*/

nag_dge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, j), pdb,
&rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("\nError from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}
printf(" %11.2e ", rnorm);

}
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(t);

return exit_status;
}

10.2 Program Data

nag_dgeqrt (f08abc) Example Program Data

6 4 2 : m, n and nrhs

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 : matrix A

-2.67 0.41
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-0.55 -3.10
3.34 -4.01

-0.77 2.76
0.48 -6.17
4.10 0.21 : matrix B

10.3 Program Results

nag_dgeqrt (f08abc) Example Program Results

Least squares solution(s)
1 2

1 1.5339 -1.5753
2 1.8707 0.5559
3 -1.5241 1.3119
4 0.0392 2.9585

Square root(s) of the residual sum(s) of squares
2.22e-02 1.38e-02
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NAG Library Function Document

nag_dgemqrt (f08acc)

1 Purpose

nag_dgemqrt (f08acc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q from a QR
factorization computed by nag_dgeqrt (f08abc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgemqrt (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Integer nb,
const double v[], Integer pdv, const double t[], Integer pdt,
double c[], Integer pdc, NagError *fail)

3 Description

nag_dgemqrt (f08acc) is intended to be used after a call to nag_dgeqrt (f08abc) which performs a QR
factorization of a real matrix A. The orthogonal matrix Q is represented as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC;QTC;CQ or CQT;

overwriting the result on C (which may be any real rectangular matrix).

A common application of this function is in solving linear least squares problems, as described in the
f08 Chapter Introduction and illustrated in Section 10 in nag_dgeqrt (f08abc).

4 References

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.

side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q. Usually
k ¼ min mA; nAð Þ where mA, nA are the dimensions of the matrix A supplied in a previous call to
nag_dgeqrt (f08abc).

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: nb – Integer Input

On entry: the block size used in the QR factorization performed in a previous call to nag_dgeqrt
(f08abc); this value must remain unchanged from that call.

Constraints:

nb 	 1;
if k > 0, nb � k.

8: v½dim� – const double Input

Note: the dimension, dim, of the array v must be at least

max 1;pdv� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgeqrt
(f08abc) in the first k columns of its array argument a.

9: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pdv 	 max 1; kð Þ.
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10: t½dim� – const double Input

Note: the dimension, dim, of the array t must be at least

max 1;pdt� kð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: further details of the orthogonal matrix Q as returned by nag_dgeqrt (f08abc). The
number of blocks is b ¼ k

nb

� �
, where k ¼ min m;nð Þ and each block is of order nb except for the

last block, which is of order k� b� 1ð Þ � nb. For the b blocks the upper triangular block
reflector factors T1;T2; . . . ;Tb are stored in the nb by n matrix T as T ¼ T1jT2j . . . jTb½ �.

11: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 max 1; kð Þ.

12: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08acc

Mark 26 f08acc.3



NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pdv ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, nb ¼ valueh i and k ¼ valueh i.
Constraint: nb 	 1 and
if k > 0, nb � k.

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.
On entry, pdt ¼ valueh i and k ¼ valueh i.
Constraint: pdt 	 max 1;kð Þ.
On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

On entry, pdv ¼ valueh i and k ¼ valueh i.
Constraint: pdv 	 max 1;kð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.
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8 Parallelism and Performance

nag_dgemqrt (f08acc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The complex analogue of this function is nag_zgemqrt (f08aqc).

10 Example

See Section 10 in nag_dgeqrt (f08abc).
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NAG Library Function Document

nag_dgeqrf (f08aec)

1 Purpose

nag_dgeqrf (f08aec) computes the QR factorization of a real m by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeqrf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, double tau[], NagError *fail)

3 Description

nag_dgeqrf (f08aec) forms the QR factorization of an arbitrary rectangular real m by n matrix. No
pivoting is performed.

If m 	 n, the factorization is given by:

A ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix and Q is an m by m orthogonal matrix. It is sometimes
more convenient to write the factorization as

A ¼ Q1 Q2

� � R
0

� �
;

which reduces to

A ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

A ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned in the first k columns of the array a represents a
QR factorization of the first k columns of the original matrix A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the orthogonal
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the orthogonal matrix Q
and the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: further details of the orthogonal matrix Q.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dgeqrf (f08aec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgeqrf (f08aec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

To form the orthogonal matrix Q nag_dgeqrf (f08aec) may be followed by a call to nag_dorgqr
(f08afc):

nag_dorgqr(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_dgeqrf (f08aec).

When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_dorgqr(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary real rectangular matrix C, nag_dgeqrf (f08aec) may be followed by a call to
nag_dormqr (f08agc). For example,

nag_dormqr(order,Nag_LeftSide,Nag_Trans,m,p,MIN(m,n),&a,pda,tau,
+ &c,pdc,&fail)

forms C ¼ QTC, where C is m by p.

To compute a QR factorization with column pivoting, use nag_dtpqrt (f08bbc) or nag_dgeqpf (f08bec).

The complex analogue of this function is nag_zgeqrf (f08asc).

10 Example

This example solves the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA and B ¼

�3:15 2:19
�0:11 �3:64
1:99 0:57
�2:70 8:23
0:26 �6:35
4:50 �1:48

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_dgeqrf (f08aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb, tau_len;
Integer exit_status = 0;
NagError fail;
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Nag_OrderType order;
/* Arrays */
double *a = 0, *b = 0, *tau = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeqrf (f08aec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif
tau_len = MIN(m, n);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(tau = NAG_ALLOC(tau_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
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scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the QR factorization of A */
/* nag_dgeqrf (f08aec).
* QR factorization of real general rectangular matrix
*/

nag_dgeqrf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrf (f08aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute C = (Q^T)*B, storing the result in B */
/* nag_dormqr (f08agc).
* Apply orthogonal transformation determined by nag_dgeqrf (f08aec)
* or nag_dgeqpf (f08bec)
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, m, nrhs, n, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute least squares solution by back-substitution in R*X = C */
/* nag_dtrtrs (f07tec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs,
a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print least squares solution(s) */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Least squares solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
return exit_status;

}
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10.2 Program Data

nag_dgeqrf (f08aec) Example Program Data
6 4 2 :Values of M, N and NRHS

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A
-3.15 2.19
-0.11 -3.64
1.99 0.57

-2.70 8.23
0.26 -6.35
4.50 -1.48 :End of matrix B

10.3 Program Results

nag_dgeqrf (f08aec) Example Program Results

Least squares solution(s)
1 2

1 1.5146 -1.5838
2 1.8621 0.5536
3 -1.4467 1.3491
4 0.0396 2.9600
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NAG Library Function Document

nag_dorgqr (f08afc)

1 Purpose

nag_dorgqr (f08afc) generates all or part of the real orthogonal matrix Q from a QR factorization
computed by nag_dgeqrf (f08aec), nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorgqr (Nag_OrderType order, Integer m, Integer n, Integer k,
double a[], Integer pda, const double tau[], NagError *fail)

3 Description

nag_dorgqr (f08afc) is intended to be used after a call to nag_dgeqrf (f08aec), nag_dgeqpf (f08bec) or
nag_dgeqp3 (f08bfc). which perform a QR factorization of a real matrix A. The orthogonal matrix Q is
represented as a product of elementary reflectors.

This function may be used to generate Q explicitly as a square matrix, or to form only its leading
columns.

Usually Q is determined from the QR factorization of an m by p matrix A with m 	 p. The whole of Q
may be computed by:

nag_dorgqr(order,m,m,p,a,pda,tau,&fail)

(note that the array a must have at least m columns) or its leading p columns by:

nag_dorgqr(order,m,p,p,a,pda,tau,&fail)

The columns of Q returned by the last call form an orthonormal basis for the space spanned by the
columns of A; thus nag_dgeqrf (f08aec) followed by nag_dorgqr (f08afc) can be used to orthogonalize
the columns of A.

The information returned by the QR factorization functions also yields the QR factorization of the
leading k columns of A, where k < p. The orthogonal matrix arising from this factorization can be
computed by:

nag_dorgqr(order,m,m,k,a,pda,tau,&fail)

or its leading k columns by:

nag_dorgqr(order,m,k,k,a,pda,tau,&fail)

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the order of the orthogonal matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: m 	 n 	 0.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: n 	 k 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgeqrf
(f08aec), nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgeqrf (f08aec),
nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n 	 0.

On entry, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 k 	 0.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dorgqr (f08afc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dorgqr (f08afc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4mnk� 2 mþ nð Þk2 þ 4
3k

3 ; when n ¼ k,
the number is approximately 2

3n
2 3m� nð Þ .

The complex analogue of this function is nag_zungqr (f08atc).

10 Example

This example forms the leading 4 columns of the orthogonal matrix Q from the QR factorization of the
matrix A, where

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA:

The columns of Q form an orthonormal basis for the space spanned by the columns of A.

10.1 Program Text

/* nag_dorgqr (f08afc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
char *title = 0;
double *a = 0, *tau = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_dorgqr (f08afc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
#else

pda = n;
#endif

tau_len = MIN(m, n);

/* Allocate memory */
if (!(title = NAG_ALLOC(31, char)) ||

!(a = NAG_ALLOC(m * n, double)) || !(tau = NAG_ALLOC(tau_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the QR factorization of A */
/* nag_dgeqrf (f08aec).
* QR factorization of real general rectangular matrix
*/

nag_dgeqrf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrf (f08aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Form the leading N columns of Q explicitly */
/* nag_dorgqr (f08afc).
* Form all or part of orthogonal Q from QR factorization
* determined by nag_dgeqrf (f08aec) or nag_dgeqpf (f08bec)
*/

nag_dorgqr(order, m, n, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgqr (f08afc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print the leading N columns of Q only */

#ifdef _WIN32
sprintf_s(title, 31, "The leading %2" NAG_IFMT " columns of Q\n", n);
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#else
sprintf(title, "The leading %2" NAG_IFMT " columns of Q\n", n);

#endif
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, a,

pda, title, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_dorgqr (f08afc) Example Program Data
6 4 :Values of M and N

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A

10.3 Program Results

nag_dorgqr (f08afc) Example Program Results

The leading 4 columns of Q

1 2 3 4
1 -0.1576 0.6744 -0.4571 0.4489
2 -0.5335 -0.3861 0.2583 0.3898
3 0.6358 -0.2928 0.0165 0.1930
4 -0.5335 -0.1692 -0.0834 -0.2350
5 0.0415 -0.1593 0.1475 0.7436
6 -0.0055 -0.5064 -0.8339 0.0335
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NAG Library Function Document

nag_dormqr (f08agc)

1 Purpose

nag_dormqr (f08agc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q from a QR
factorization computed by nag_dgeqrf (f08aec), nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormqr (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const double a[],
Integer pda, const double tau[], double c[], Integer pdc,
NagError *fail)

3 Description

nag_dormqr (f08agc) is intended to be used after a call to nag_dgeqrf (f08aec), nag_dgeqpf (f08bec) or
nag_dgeqp3 (f08bfc) which perform a QR factorization of a real matrix A. The orthogonal matrix Q is
represented as a product of elementary reflectors.

This function may be used to form one of the matrix products

QC;QTC;CQ or CQT;

overwriting the result on c (which may be any real rectangular matrix).

A common application of this function is in solving linear least squares problems, as described in the
f08 Chapter Introduction and illustrated in Section 10 in nag_dgeqrf (f08aec).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.

side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgeqrf
(f08aec), nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pda 	 max 1; kð Þ.

9: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgeqrf (f08aec),
nag_dgeqpf (f08bec) or nag_dgeqp3 (f08bfc).
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10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08agc

Mark 26 f08agc.3



NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dormqr (f08agc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dormqr (f08agc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The complex analogue of this function is nag_zunmqr (f08auc).

10 Example

See Section 10 in nag_dgeqrf (f08aec).
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NAG Library Function Document

nag_dgelqf (f08ahc)

1 Purpose

nag_dgelqf (f08ahc) computes the LQ factorization of a real m by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgelqf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, double tau[], NagError *fail)

3 Description

nag_dgelqf (f08ahc) forms the LQ factorization of an arbitrary rectangular real m by n matrix. No
pivoting is performed.

If m � n, the factorization is given by:

A ¼ L 0
� �

Q

where L is an m by m lower triangular matrix and Q is an n by n orthogonal matrix. It is sometimes
more convenient to write the factorization as

A ¼ L 0
� � Q1

Q2

� �
which reduces to

A ¼ LQ1;

where Q1 consists of the first m rows of Q, and Q2 the remaining n�m rows.

If m > n, L is trapezoidal, and the factorization can be written

A ¼ L1
L2

� �
Q

where L1 is lower triangular and L2 is rectangular.

The LQ factorization of A is essentially the same as the QR factorization of AT, since

A ¼ L 0
� �

Q, AT ¼ QT LT

0

� �
:

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < m, the information returned in the first k rows of the array a represents an
LQ factorization of the first k rows of the original matrix A.

4 References

None.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m � n, the elements above the diagonal are overwritten by details of the orthogonal
matrix Q and the lower triangle is overwritten by the corresponding elements of the m by m
lower triangular matrix L.

If m > n, the strictly upper triangular part is overwritten by details of the orthogonal matrix Q
and the remaining elements are overwritten by the corresponding elements of the m by n lower
trapezoidal matrix L.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: further details of the orthogonal matrix Q.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dgelqf (f08ahc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 2
3m

2 3n�mð Þ if m � n or 2
3n

2 3m� nð Þ
if m > n.

To form the orthogonal matrix Q nag_dgelqf (f08ahc) may be followed by a call to nag_dorglq (f08ajc):

nag_dorglq(order,n,n,MIN(m,n),&a,pda,tau,&fail)

but note that the first dimension of the array a, specified by the argument pda, must be at least n, which
may be larger than was required by nag_dgelqf (f08ahc).

When m � n, it is often only the first m rows of Q that are required, and they may be formed by the
call:

nag_dorglq(order,m,n,m,&a,pda,tau,&fail)

To apply Q to an arbitrary real rectangular matrix C, nag_dgelqf (f08ahc) may be followed by a call to
nag_dormlq (f08akc). For example,

nag_dormlq(order,Nag_LeftSide,Nag_Trans,m,p,MIN(m,n),&a,pda,
tau,&c,pdc,&fail)

forms the matrix product C ¼ QTC, where C is m by p.

The complex analogue of this function is nag_zgelqf (f08avc).

10 Example

This example finds the minimum norm solutions of the under-determined systems of linear equations

Ax1 ¼ b1 and Ax2 ¼ b2
where b1 and b2 are the columns of the matrix B,

A ¼
�5:42 3:28 �3:68 0:27 2:06 0:46
�1:65 �3:40 �3:20 �1:03 �4:06 �0:01
�0:37 2:35 1:90 4:31 �1:76 1:13
�3:15 �0:11 1:99 �2:70 0:26 4:50

0B@
1CA and B ¼

�2:87 �5:23
1:63 0:29
�3:52 4:76
0:45 �8:41

0B@
1CA:

10.1 Program Text

/* nag_dgelqf (f08ahc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *b = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
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#define B(I, J) b[(J - 1) * pdb + I - 1]
order = Nag_ColMajor;

#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgelqf (f08ahc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

tau_len = MIN(m, n);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(n * nrhs, double)) ||
!(tau = NAG_ALLOC(tau_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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/* Compute the LQ factorization of A */
/* nag_dgelqf (f08ahc).
* LQ factorization of real general rectangular matrix
*/

nag_dgelqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgelqf (f08ahc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve L*Y = B, storing the result in B */
/* nag_dtrtrs (f07tec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides
*/

nag_dtrtrs(order, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, m,
nrhs, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Set rows (M+1) to N of B to zero */
if (m < n) {

for (i = m + 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j)

B(i, j) = 0.0;
}

}

/* Compute minimum-norm solution X = (Q^T)*B in B */
/* nag_dormlq (f08akc).
* Apply orthogonal transformation determined by nag_dgelqf (f08ahc)
*/

nag_dormlq(order, Nag_LeftSide, Nag_Trans, n, nrhs, m, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormlq (f08akc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print minimum-norm solution(s) */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Minimum-norm solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
return exit_status;

}
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10.2 Program Data

nag_dgelqf (f08ahc) Example Program Data
4 6 2 :Values of M, N and NRHS

-5.42 3.28 -3.68 0.27 2.06 0.46
-1.65 -3.40 -3.20 -1.03 -4.06 -0.01
-0.37 2.35 1.90 4.31 -1.76 1.13
-3.15 -0.11 1.99 -2.70 0.26 4.50 :End of matrix A
-2.87 -5.23
1.63 0.29

-3.52 4.76
0.45 -8.41 :End of matrix B

10.3 Program Results

nag_dgelqf (f08ahc) Example Program Results

Minimum-norm solution(s)
1 2

1 0.2371 0.7383
2 -0.4575 0.0158
3 -0.0085 -0.0161
4 -0.5192 1.0768
5 0.0239 -0.6436
6 -0.0543 -0.6613
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NAG Library Function Document

nag_dorglq (f08ajc)

1 Purpose

nag_dorglq (f08ajc) generates all or part of the real orthogonal matrix Q from an LQ factorization
computed by nag_dgelqf (f08ahc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorglq (Nag_OrderType order, Integer m, Integer n, Integer k,
double a[], Integer pda, const double tau[], NagError *fail)

3 Description

nag_dorglq (f08ajc) is intended to be used after a call to nag_dgelqf (f08ahc), which performs an LQ
factorization of a real matrix A. The orthogonal matrix Q is represented as a product of elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix, or to form only its leading rows.

Usually Q is determined from the LQ factorization of a p by n matrix A with p � n. The whole of Q
may be computed by:

nag_dorglq(order,n,n,p,a,pda,tau,&fail)

(note that the array a must have at least n rows) or its leading p rows by:

nag_dorglq(order,p,n,p,a,pda,tau,&fail)

The rows of Q returned by the last call form an orthonormal basis for the space spanned by the rows of
A; thus nag_dgelqf (f08ahc) followed by nag_dorglq (f08ajc) can be used to orthogonalize the rows of
A.

The information returned by the LQ factorization functions also yields the LQ factorization of the
leading k rows of A, where k < p. The orthogonal matrix arising from this factorization can be
computed by:

nag_dorglq(order,n,n,k,a,pda,tau,&fail)

or its leading k rows by:

nag_dorglq(order,k,n,k,a,pda,tau,&fail)

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: m – Integer Input

On entry: m, the number of rows of the matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: n 	 m.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: m 	 k 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgelqf
(f08ahc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgelqf (f08ahc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and k ¼ valueh i.
Constraint: m 	 k 	 0.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dorglq (f08ajc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4mnk� 2 mþ nð Þk2 þ 4
3k

3 ; when
m ¼ k, the number is approximately 2

3m
2 3n�mð Þ .

The complex analogue of this function is nag_zunglq (f08awc).
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10 Example

This example forms the leading 4 rows of the orthogonal matrix Q from the LQ factorization of the
matrix A, where

A ¼
�5:42 3:28 �3:68 0:27 2:06 0:46
�1:65 �3:40 �3:20 �1:03 �4:06 �0:01
�0:37 2:35 1:90 4:31 �1:76 1:13
�3:15 �0:11 1:99 �2:70 0:26 4:50

0B@
1CA:

The rows of Q form an orthonormal basis for the space spanned by the rows of A.

10.1 Program Text

/* nag_dorglq (f08ajc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
char *title = 0;
double *a = 0, *tau = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorglq (f08ajc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR
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pda = m;
#else

pda = n;
#endif

/* Allocate memory */
if (!(title = NAG_ALLOC(31, char)) ||

!(a = NAG_ALLOC(m * n, double)) || !(tau = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the LQ factorization of A */
/* nag_dgelqf (f08ahc).
* LQ factorization of real general rectangular matrix
*/

nag_dgelqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgelqf (f08ahc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Form the leading M rows of Q explicitly */
/* nag_dorglq (f08ajc).
* Form all or part of orthogonal Q from LQ factorization
* determined by nag_dgelqf (f08ahc)
*/

nag_dorglq(order, m, n, m, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorglq (f08ajc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the leading M rows of Q only */
#ifdef _WIN32

sprintf_s(title, 31, "The leading %2" NAG_IFMT " rows of Q\n", m);
#else

sprintf(title, "The leading %2" NAG_IFMT " rows of Q\n", m);
#endif

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

a, pda, title, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
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NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_dorglq (f08ajc) Example Program Data
4 6 :Values of M and N

-5.42 3.28 -3.68 0.27 2.06 0.46
-1.65 -3.40 -3.20 -1.03 -4.06 -0.01
-0.37 2.35 1.90 4.31 -1.76 1.13
-3.15 -0.11 1.99 -2.70 0.26 4.50 :End of matrix A

10.3 Program Results

nag_dorglq (f08ajc) Example Program Results

The leading 4 rows of Q

1 2 3 4 5 6
1 -0.7104 0.4299 -0.4824 0.0354 0.2700 0.0603
2 -0.2412 -0.5323 -0.4845 -0.1595 -0.6311 -0.0027
3 0.1287 -0.2619 -0.2108 -0.7447 0.5227 -0.2063
4 -0.3403 -0.0921 0.4546 -0.3869 -0.0465 0.7191
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NAG Library Function Document

nag_dormlq (f08akc)

1 Purpose

nag_dormlq (f08akc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q from an LQ
factorization computed by nag_dgelqf (f08ahc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormlq (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const double a[],
Integer pda, const double tau[], double c[], Integer pdc,
NagError *fail)

3 Description

nag_dormlq (f08akc) is intended to be used after a call to nag_dgelqf (f08ahc), which performs an LQ
factorization of a real matrix A. The orthogonal matrix Q is represented as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC;QTC;CQ or CQT;

overwriting the result on C (which may be any real rectangular matrix).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.

side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pda� nð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgelqf
(f08ahc).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; kð Þ;
if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ..

9: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgelqf (f08ahc).
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10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.
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NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dormlq (f08akc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The complex analogue of this function is nag_zunmlq (f08axc).

10 Example

See Section 10 in nag_dgelqf (f08ahc).
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NAG Library Function Document

nag_zgels (f08anc)

1 Purpose

nag_zgels (f08anc) solves linear least squares problems of the form

min
x

b�Axk k2 or min
x

b�AHx
�� ��

2
;

where A is an m by n complex matrix of full rank, using a QR or LQ factorization of A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgels (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, Integer nrhs, Complex a[], Integer pda, Complex b[],
Integer pdb, NagError *fail)

3 Description

The following options are provided:

1. If trans ¼ Nag NoTrans and m 	 n: find the least squares solution of an overdetermined system, i.
e., solve the least squares problem

min
x

b�Axk k2:

2. If trans ¼ Nag NoTrans and m < n: find the minimum norm solution of an underdetermined
system Ax ¼ b.

3. If trans ¼ Nag ConjTrans and m 	 n: find the minimum norm solution of an undetermined system
AHx ¼ b.

4. If trans ¼ Nag ConjTrans and m < n: find the least squares solution of an overdetermined system,
i.e., solve the least squares problem

min
x

b�AHx
�� ��

2
:

Several right-hand side vectors b and solution vectors x can be handled in a single call; they are stored
as the columns of the m by r right-hand side matrix B and the n by r solution matrix X.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: if trans ¼ Nag NoTrans, the linear system involves A.

If trans ¼ Nag ConjTrans, the linear system involves AH.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, a is overwritten by details of its QR factorization, as returned by nag_zgeqrf
(f08asc).

If m < n, a is overwritten by details of its LQ factorization, as returned by nag_zgelqf (f08avc).

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B of right-hand side vectors, stored in rows or columns; b is m by r if
trans ¼ Nag NoTrans, or n by r if trans ¼ Nag ConjTrans.

On exit: b is overwritten by the solution vectors, x, stored in rows or columns:

if trans ¼ Nag NoTrans and m 	 n, or trans ¼ Nag ConjTrans and m < n, elements 1 to
min m;nð Þ in each column of b contain the least squares solution vectors; the residual sum
of squares for the solution is given by the sum of squares of the modulus of elements
min m;nð Þ þ 1ð Þ to max m;nð Þ in that column;

otherwise, elements 1 to max m;nð Þ in each column of b contain the minimum norm
solution vectors.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FULL_RANK

Diagonal element valueh i of the triangular factor of A is zero, so that A does not have full rank;
the least squares solution could not be computed.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details of error bounds.

8 Parallelism and Performance

nag_zgels (f08anc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgels (f08anc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to factorize A is approximately 8
3n

2 3m� nð Þ if
m 	 n and 8

3m
2 3n�mð Þ otherwise. Following the factorization the solution for a single vector x

requires O min m2; n2
� �� �

operations.

The real analogue of this function is nag_dgels (f08aac).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2;

where
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A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

b ¼

�2:09þ 1:93i
3:34� 3:53i
�4:94� 2:04i
0:17þ 4:23i
�5:19þ 3:63i
0:98þ 2:53i

0BBBBB@

1CCCCCA:
The square root of the residual sum of squares is also output.

10.1 Program Text

/* nag_zgels (f08anc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer exit_status = 0, i, j, m, n, nrhs, pda, pdb;
/* Arrays */
Complex *a = 0, *b = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgels (f08anc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) || !(b = NAG_ALLOC(m * nrhs, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zgels (f08anc).
* Solve the least squares problem min( norm2(b - Ax) ) for x.
*/

nag_zgels(order, Nag_NoTrans, m, n, nrhs, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgels (f08anc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}

/* nag_zge_norm (f16uac).
* Compute and print estimate of the square root of the residual
* sum of squares.
*/
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nag_zge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, 1), pdb, &rnorm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zgels (f08anc) Example Program Data

6 4 1 :Values of m, n and nrhs

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

(-2.09, 1.93)
( 3.34,-3.53)
(-4.94,-2.04)
( 0.17, 4.23)
(-5.19, 3.63)
( 0.98, 2.53) :End of vector b

10.3 Program Results

nag_zgels (f08anc) Example Program Results

Least squares solution
(-0.5044, -1.2179)
(-2.4281, 2.8574)
( 1.4872, -2.1955)
( 0.4537, 2.6904)

Square root of the residual sum of squares
6.88e-02
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NAG Library Function Document

nag_zgeqrt (f08apc)

1 Purpose

nag_zgeqrt (f08apc) recursively computes, with explicit blocking, the QR factorization of a complex m
by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeqrt (Nag_OrderType order, Integer m, Integer n, Integer nb,
Complex a[], Integer pda, Complex t[], Integer pdt, NagError *fail)

3 Description

nag_zgeqrt (f08apc) forms the QR factorization of an arbitrary rectangular complex m by n matrix. No
pivoting is performed.

It differs from nag_zgeqrf (f08asc) in that it: requires an explicit block size; stores reflector factors that
are upper triangular matrices of the chosen block size (rather than scalars); and recursively computes
the QR factorization based on the algorithm of Elmroth and Gustavson (2000).

If m 	 n, the factorization is given by:

A ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix (with real diagonal elements) and Q is an m by m unitary
matrix. It is sometimes more convenient to write the factorization as

A ¼ Q1 Q2

� � R
0

� �
;

which reduces to

A ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is upper trapezoidal, and the factorization can be written

A ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned represents a QR factorization of the first k
columns of the original matrix A.
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4 References

Elmroth E and Gustavson F (2000) Applying Recursion to Serial and Parallel QR Factorization Leads
to Better Performance IBM Journal of Research and Development. (Volume 44) 4 605–624

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nb – Integer Input

On entry: the explicitly chosen block size to be used in computing the QR factorization. See
Section 9 for details.

Constraints:

nb 	 1;
if min m;nð Þ > 0, nb � min m;nð Þ.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the unitary
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the unitary matrix Q and
the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

The diagonal elements of R are real.
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6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: t½dim� – Complex Output

Note: the dimension, dim, of the array t must be at least

max 1;pdt�min m; nð Þð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On exit: further details of the unitary matrix Q. The number of blocks is b ¼ k
nb

� �
, where

k ¼ min m;nð Þ and each block is of order nb except for the last block, which is of order
k� b� 1ð Þ � nb. For each of the blocks, an upper triangular block reflector factor is computed:
T1;T2; . . . ;Tb. These are stored in the nb by n matrix T as T ¼ T1jT2j . . . jTb½ �.

8: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 max 1;min m; nð Þð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
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On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

NE_INT_3

On entry, nb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: nb 	 1 and
if min m;nð Þ > 0, nb � min m;nð Þ.
On entry, pdt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;min m; nð Þð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zgeqrt (f08apc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

2 3m� nð Þ if m 	 n or
8
3m

2 3n�mð Þ if m < n.

To apply Q to an arbitrary complex rectangular matrix C, nag_zgeqrt (f08apc) may be followed by a
call to nag_zgemqrt (f08aqc). For example,

nag_zgemqrt(order,Nag_LeftSide,Nag_ConjTrans,m,p,MIN(m,n),nb,a,pda,
t,pdt,c,pdc,&fail)

forms C ¼ QHC, where C is m by p.

To form the unitary matrix Q explicitly, simply initialize the m by m matrix C to the identity matrix
and form C ¼ QC using nag_zgemqrt (f08aqc) as above.

The block size, nb, used by nag_zgeqrt (f08apc) is supplied explicitly through the interface. For
moderate and large sizes of matrix, the block size can have a marked effect on the efficiency of the
algorithm with the optimal value being dependent on problem size and platform. A value of
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nb ¼ 64 min m;nð Þ is likely to achieve good efficiency and it is unlikely that an optimal value would
exceed 340.

To compute a QR factorization with column pivoting, use nag_ztpqrt (f08bpc) or nag_zgeqpf (f08bsc).

The real analogue of this function is nag_dgeqrt (f08abc).

10 Example

This example solves the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼

�2:09þ 1:93i 3:26� 2:70i
3:34� 3:53i �6:22þ 1:16i
�4:94� 2:04i 7:94� 3:13i
0:17þ 4:23i 1:04� 4:26i
�5:19þ 3:63i �2:31� 2:12i
0:98þ 2:53i �1:39� 4:05i

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_zgeqrt (f08apc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer exit_status = 0;
Integer pda, pdb, pdt;
Integer i, j, m, n, nb, nrhs;
/* Arrays */
Complex *a = 0, *b = 0, *t = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I,J) a[(J-1)*pda + I-1]
#define B(I,J) b[(J-1)*pdb + I-1]

order = Nag_ColMajor;
#else
#define A(I,J) a[(I-1)*pda + J-1]
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#define B(I,J) b[(I-1)*pdb + J-1]
order = Nag_RowMajor;

#endif

INIT_FAIL(fail);

printf("nag_zgeqrt (f08apc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

nb = MIN(m, n);
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(t = NAG_ALLOC(nb * MIN(m, n), Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;
pdt = nb;

#else
pda = n;
pdb = nrhs;
pdt = MIN(m, n);

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zgeqrt (f08apc).
* Compute the QR factorization of A by recursive algorithm.
*/

nag_zgeqrt(order, m, n, nb, a, pda, t, pdt, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_zgeqrt (f08apc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgemqrt (f08aqc).
* Compute C = (C1) = (Q^H)*B, storing the result in B.
* (C2)
* by applying Q^H from left.
*/

nag_zgemqrt(order, Nag_LeftSide, Nag_ConjTrans, m, nrhs, n, nb, a, pda, t,
pdt, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgemqrt (f08aqc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* nag_ztrtrs (f07tsc).
* Compute least squares solutions by back-substitution in R*X = C1.
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions.
*/

nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,
nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Least squares solution(s)",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}

printf("\n Square root(s) of the residual sum(s) of squares\n");
for (j = 1; j <= nrhs; j++) {

/* nag_zge_norm (f16uac).
* Compute and print estimate of the square root of the residual
* sum of squares.
*/

nag_zge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, j), pdb,
&rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("\nError from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}
printf(" %11.2e ", rnorm);

}
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(t);

return exit_status;
}
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10.2 Program Data

nag_zgeqrt (f08apc) Example Program Data

6 4 2 : m, n and nrhs

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) : matrix A

(-2.09, 1.93) ( 3.26,-2.70)
( 3.34,-3.53) (-6.22, 1.16)
(-4.94,-2.04) ( 7.94,-3.13)
( 0.17, 4.23) ( 1.04,-4.26)
(-5.19, 3.63) (-2.31,-2.12)
( 0.98, 2.53) (-1.39,-4.05) : matrix B

10.3 Program Results

nag_zgeqrt (f08apc) Example Program Results

Least squares solution(s)
1 2

1 (-0.5044,-1.2179) ( 0.7629, 1.4529)
2 (-2.4281, 2.8574) ( 5.1570,-3.6089)
3 ( 1.4872,-2.1955) (-2.6518, 2.1203)
4 ( 0.4537, 2.6904) (-2.7606, 0.3318)

Square root(s) of the residual sum(s) of squares
6.88e-02 1.87e-01
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NAG Library Function Document

nag_zgemqrt (f08aqc)

1 Purpose

nag_zgemqrt (f08aqc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q from
a QR factorization computed by nag_zgeqrt (f08apc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgemqrt (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Integer nb,
const Complex v[], Integer pdv, const Complex t[], Integer pdt,
Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zgemqrt (f08aqc) is intended to be used after a call to nag_zgeqrt (f08apc), which performs a QR
factorization of a complex matrix A. The unitary matrix Q is represented as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC;QHC;CQ or CQH;

overwriting the result on C (which may be any complex rectangular matrix).

A common application of this function is in solving linear least squares problems, as described in the
f08 Chapter Introduction and illustrated in Section 10 in nag_zgeqrt (f08apc).

4 References

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.

side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q. Usually
k ¼ min mA; nAð Þ where mA, nA are the dimensions of the matrix A supplied in a previous call to
nag_zgeqrt (f08apc).

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: nb – Integer Input

On entry: the block size used in the QR factorization performed in a previous call to nag_zgeqrt
(f08apc); this value must remain unchanged from that call.

Constraints:

nb 	 1;
if k > 0, nb � k.

8: v½dim� – const Complex Input

Note: the dimension, dim, of the array v must be at least

max 1;pdv� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgeqrt
(f08apc) in the first k columns of its array argument a.

9: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pdv 	 max 1; kð Þ.
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10: t½dim� – const Complex Input

Note: the dimension, dim, of the array t must be at least

max 1;pdt� kð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: further details of the unitary matrix Q as returned by nag_zgeqrt (f08apc). The number
of blocks is b ¼ k

nb

� �
, where k ¼ min m;nð Þ and each block is of order nb except for the last

block, which is of order k� b� 1ð Þ � nb. For the b blocks the upper triangular block reflector
factors T1;T2; . . . ;Tb are stored in the nb by n matrix T as T ¼ T1jT2j . . . jTb½ �.

11: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 max 1; kð Þ.

12: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pdv ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, nb ¼ valueh i and k ¼ valueh i.
Constraint: nb 	 1 and
if k > 0, nb � k.

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.
On entry, pdt ¼ valueh i and k ¼ valueh i.
Constraint: pdt 	 max 1;kð Þ.
On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

On entry, pdv ¼ valueh i and k ¼ valueh i.
Constraint: pdv 	 max 1;kð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.
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8 Parallelism and Performance

nag_zgemqrt (f08aqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8nk 2m� kð Þ if side ¼ Nag LeftSide
and 8mk 2n� kð Þ if side ¼ Nag RightSide.

The real analogue of this function is nag_dgemqrt (f08acc).

10 Example

See Section 10 in nag_zgeqrt (f08apc).
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NAG Library Function Document

nag_zgeqrf (f08asc)

1 Purpose

nag_zgeqrf (f08asc) computes the QR factorization of a complex m by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeqrf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Complex tau[], NagError *fail)

3 Description

nag_zgeqrf (f08asc) forms the QR factorization of an arbitrary rectangular complex m by n matrix. No
pivoting is performed.

If m 	 n, the factorization is given by:

A ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix (with real diagonal elements) and Q is an m by m unitary
matrix. It is sometimes more convenient to write the factorization as

A ¼ Q1 Q2

� � R
0

� �
;

which reduces to

A ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

A ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned in the first k columns of the array a represents a
QR factorization of the first k columns of the original matrix A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the unitary
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the unitary matrix Q and
the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

The diagonal elements of R are real.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: further details of the unitary matrix Q.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zgeqrf (f08asc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgeqrf (f08asc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of real floating-point operations is approximately 8
3n

2 3m� nð Þ if m 	 n or
8
3m

2 3n�mð Þ if m < n.

To form the unitary matrix Q nag_zgeqrf (f08asc) may be followed by a call to nag_zungqr (f08atc):

nag_zungqr(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_zgeqrf (f08asc).

When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_zungqr(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary complex rectangular matrix C, nag_zgeqrf (f08asc) may be followed by a
call to nag_zunmqr (f08auc). For example,

nag_zunmqr(order,Nag_LeftSide,Nag_ConjTrans,m,p,MIN(m,n),&a,pda,
tau,&c,pdc,&fail)

forms C ¼ QHC, where C is m by p.

To compute a QR factorization with column pivoting, use nag_zgeqpf (f08bsc).

The real analogue of this function is nag_dgeqrf (f08aec).

10 Example

This example solves the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼

�1:54þ 0:76i 3:17� 2:09i
0:12� 1:92i �6:53þ 4:18i
�9:08� 4:31i 7:28þ 0:73i
7:49þ 3:65i 0:91� 3:97i
�5:63� 2:12i �5:46� 1:64i
2:37þ 8:03i �2:84� 5:86i

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_zgeqrf (f08asc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
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#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeqrf (f08asc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif
tau_len = MIN(m, n);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Compute the QR factorization of A */
/* nag_zgeqrf (f08asc).
* QR factorization of complex general rectangular matrix
*/

nag_zgeqrf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqrf (f08asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute C = (Q^H)*B, storing the result in B */
/* nag_zunmqr (f08auc).
* Apply unitary transformation determined by nag_zgeqrf (f08asc)
* or nag_zgeqpf (f08bsc)
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, m, nrhs, n, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute least squares solution by back-substitution in R*X = C */
/* nag_ztrtrs (f07tsc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs,
a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print least squares solution(s) */
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Least squares solution(s)",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:
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NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
return exit_status;

}

10.2 Program Data

nag_zgeqrf (f08asc) Example Program Data
6 4 2 :Values of M, N and NRHS

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A
(-1.54, 0.76) ( 3.17,-2.09)
( 0.12,-1.92) (-6.53, 4.18)
(-9.08,-4.31) ( 7.28, 0.73)
( 7.49, 3.65) ( 0.91,-3.97)
(-5.63,-2.12) (-5.46,-1.64)
( 2.37, 8.03) (-2.84,-5.86) :End of matrix B

10.3 Program Results

nag_zgeqrf (f08asc) Example Program Results

Least squares solution(s)
1 2

1 (-0.4936,-1.1993) ( 0.7535, 1.4404)
2 (-2.4708, 2.8373) ( 5.1726,-3.6235)
3 ( 1.5060,-2.1830) (-2.6609, 2.1334)
4 ( 0.4459, 2.6848) (-2.6966, 0.2711)
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NAG Library Function Document

nag_zungqr (f08atc)

1 Purpose

nag_zungqr (f08atc) generates all or part of the complex unitary matrix Q from a QR factorization
computed by nag_zgeqrf (f08asc), nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zungqr (Nag_OrderType order, Integer m, Integer n, Integer k,
Complex a[], Integer pda, const Complex tau[], NagError *fail)

3 Description

nag_zungqr (f08atc) is intended to be used after a call to nag_zgeqrf (f08asc), nag_zgeqpf (f08bsc) or
nag_zgeqp3 (f08btc), which perform a QR factorization of a complex matrix A. The unitary matrix Q
is represented as a product of elementary reflectors.

This function may be used to generate Q explicitly as a square matrix, or to form only its leading
columns.

Usually Q is determined from the QR factorization of an m by p matrix A with m 	 p. The whole of Q
may be computed by:

nag_zungqr(order,m,m,p,a,pda,tau,&fail)

(note that the array a must have at least m columns) or its leading p columns by:

nag_zungqr(order,m,p,p,a,pda,tau,&fail)

The columns of Q returned by the last call form an orthonormal basis for the space spanned by the
columns of A; thus nag_zgeqrf (f08asc) followed by nag_zungqr (f08atc) can be used to orthogonalize
the columns of A.

The information returned by the QR factorization functions also yields the QR factorization of the
leading k columns of A, where k < p. The unitary matrix arising from this factorization can be
computed by:

nag_zungqr(order,m,m,k,a,pda,tau,&fail)

or its leading k columns by:

nag_zungqr(order,m,k,k,a,pda,tau,&fail)

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the order of the unitary matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: m 	 n 	 0.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: n 	 k 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgeqrf
(f08asc), nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgeqrf (f08asc),
nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n 	 0.

On entry, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 k 	 0.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zungqr (f08atc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zungqr (f08atc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16mnk� 8 mþ nð Þk2 þ 16
3 k

3 ; when
n ¼ k, the number is approximately 8

3n
2 3m� nð Þ .

The real analogue of this function is nag_dorgqr (f08afc).

10 Example

This example forms the leading 4 columns of the unitary matrix Q from the QR factorization of the
matrix A, where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA:

The columns of Q form an orthonormal basis for the space spanned by the columns of A.

10.1 Program Text

/* nag_zungqr (f08atc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
char *title = 0;
Complex *a = 0, *tau = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_zungqr (f08atc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
#else

pda = n;
#endif

tau_len = MIN(m, n);

/* Allocate memory */
if (!(title = NAG_ALLOC(31, char)) ||

!(a = NAG_ALLOC(m * n, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the QR factorization of A */
/* nag_zgeqrf (f08asc).
* QR factorization of complex general rectangular matrix
*/

nag_zgeqrf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqrf (f08asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Form the leading N columns of Q explicitly */
/* nag_zungqr (f08atc).
* Form all or part of unitary Q from QR factorization
* determined by nag_zgeqrf (f08asc) or nag_zgeqpf (f08bsc)
*/

nag_zungqr(order, m, n, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungqr (f08atc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the leading N columns of Q only */
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#ifdef _WIN32
sprintf_s(title, 31, "The leading %2" NAG_IFMT " columns of Q\n", n);

#else
sprintf(title, "The leading %2" NAG_IFMT " columns of Q\n", n);

#endif
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%7.4f", title,
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_zungqr (f08atc) Example Program Data
6 4 :Values of M and N

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

10.3 Program Results

nag_zungqr (f08atc) Example Program Results

The leading 4 columns of Q

1 2 3 4
1 (-0.3110, 0.2624) (-0.3175, 0.4835) ( 0.4966,-0.2997) (-0.0072,-0.3718)
2 ( 0.3175,-0.6414) (-0.2062, 0.1577) (-0.0793,-0.3094) (-0.0282,-0.1491)
3 (-0.2008, 0.1490) ( 0.4892,-0.0900) ( 0.0357,-0.0219) ( 0.5625,-0.0710)
4 ( 0.1199,-0.1231) ( 0.2566,-0.3055) ( 0.4489,-0.2141) (-0.1651, 0.1800)
5 (-0.2689,-0.1652) ( 0.1697,-0.2491) (-0.0496, 0.1158) (-0.4885,-0.4540)
6 (-0.3499, 0.0907) (-0.0491,-0.3133) (-0.1256,-0.5300) ( 0.1039, 0.0450)
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NAG Library Function Document

nag_zunmqr (f08auc)

1 Purpose

nag_zunmqr (f08auc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q from a
QR factorization computed by nag_zgeqrf (f08asc), nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmqr (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const Complex a[],
Integer pda, const Complex tau[], Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zunmqr (f08auc) is intended to be used after a call to nag_zgeqrf (f08asc), nag_zgeqpf (f08bsc) or
nag_zgeqp3 (f08btc), which perform a QR factorization of a complex matrix A. The unitary matrix Q
is represented as a product of elementary reflectors.

This function may be used to form one of the matrix products

QC;QHC;CQ or CQH;

overwriting the result on c (which may be any complex rectangular matrix).

A common application of this function is in solving linear least squares problems, as described in the
f08 Chapter Introduction and illustrated in Section 10 in nag_zgeqrf (f08asc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.

side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgeqrf
(f08asc), nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pda 	 max 1; kð Þ.

9: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgeqrf (f08asc),
nag_zgeqpf (f08bsc) or nag_zgeqp3 (f08btc).
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10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.
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NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_zunmqr (f08auc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zunmqr (f08auc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8nk 2m� kð Þ if side ¼ Nag LeftSide
and 8mk 2n� kð Þ if side ¼ Nag RightSide.

The real analogue of this function is nag_dormqr (f08agc).

10 Example

See Section 10 in nag_zgeqrf (f08asc).
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NAG Library Function Document

nag_zgelqf (f08avc)

1 Purpose

nag_zgelqf (f08avc) computes the LQ factorization of a complex m by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgelqf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Complex tau[], NagError *fail)

3 Description

nag_zgelqf (f08avc) forms the LQ factorization of an arbitrary rectangular complex m by n matrix. No
pivoting is performed.

If m � n, the factorization is given by:

A ¼ L 0
� �

Q

where L is an m by m lower triangular matrix (with real diagonal elements) and Q is an n by n unitary
matrix. It is sometimes more convenient to write the factorization as

A ¼ L 0
� � Q1

Q2

� �
which reduces to

A ¼ LQ1;

where Q1 consists of the first m rows of Q, and Q2 the remaining n�m rows.

If m > n, L is trapezoidal, and the factorization can be written

A ¼ L1
L2

� �
Q

where L1 is lower triangular and L2 is rectangular.

The LQ factorization of A is essentially the same as the QR factorization of AH, since

A ¼ L 0
� �

Q, AH ¼ QH LH

0

� �
:

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < m, the information returned in the first k rows of the array a represents an
LQ factorization of the first k rows of the original matrix A.

4 References

None.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m � n, the elements above the diagonal are overwritten by details of the unitary
matrix Q and the lower triangle is overwritten by the corresponding elements of the m by m
lower triangular matrix L.

If m > n, the strictly upper triangular part is overwritten by details of the unitary matrix Q and
the remaining elements are overwritten by the corresponding elements of the m by n lower
trapezoidal matrix L.

The diagonal elements of L are real.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: further details of the unitary matrix Q.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zgelqf (f08avc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of real floating-point operations is approximately 8
3m

2 3n�mð Þ if m � n or
8
3n

2 3m� nð Þ if m > n.

To form the unitary matrix Q nag_zgelqf (f08avc) may be followed by a call to nag_zunglq (f08awc):

nag_zunglq(order,n,n,MIN(m,n),&a,pda,tau,&fail)

but note that the first dimension of the array a, specified by the argument pda, must be at least n, which
may be larger than was required by nag_zgelqf (f08avc).

When m � n, it is often only the first m rows of Q that are required, and they may be formed by the
call:

nag_zunglq(order,m,n,m,&a,pda,tau,&fail)

To apply Q to an arbitrary complex rectangular matrix C, nag_zgelqf (f08avc) may be followed by a
call to nag_zunmlq (f08axc). For example,

nag_zunmlq(order,Nag_LeftSide,Nag_ConjTrans,m,p,MIN(m,n),&a,pda,
tau,&c,pdc,&fail)

forms the matrix product C ¼ QHC, where C is m by p.

The real analogue of this function is nag_dgelqf (f08ahc).

10 Example

This example finds the minimum norm solutions of the under-determined systems of linear equations

Ax1 ¼ b1 and Ax2 ¼ b2
where b1 and b2 are the columns of the matrix B,

A ¼
0:28� 0:36i 0:50� 0:86i �0:77� 0:48i 1:58þ 0:66i
�0:50� 1:10i �1:21þ 0:76i �0:32� 0:24i �0:27� 1:15i
0:36� 0:51i �0:07þ 1:33i �0:75þ 0:47i �0:08þ 1:01i

0@ 1A
and

B ¼
�1:35þ 0:19i 4:83� 2:67i
9:41� 3:56i �7:28þ 3:34i
�7:57þ 6:93i 0:62þ 4:53i

0@ 1A:
10.1 Program Text

/* nag_zgelqf (f08avc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb, tau_len;
Integer exit_status = 0;
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NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgelqf (f08avc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = n;

#else
pda = n;
pdb = nrhs;

#endif

tau_len = MIN(m, n);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(n * nrhs, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Compute the LQ factorization of A */
/* nag_zgelqf (f08avc).
* LQ factorization of complex general rectangular matrix
*/

nag_zgelqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgelqf (f08avc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve L*Y = B, storing the result in B */
/* nag_ztrtrs (f07tsc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztrtrs(order, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, m,
nrhs, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Set rows (M+1) to N of B to zero */
if (m < n) {

for (i = m + 1; i <= n; ++i) {
for (j = 1; j <= nrhs; ++j) {

B(i, j).re = 0.0;
B(i, j).im = 0.0;

}
}

}

/* Compute minimum-norm solution X = (Q^H)*B in B */
/* nag_zunmlq (f08axc).
* Apply unitary transformation determined by nag_zgelqf (f08avc)
*/

nag_zunmlq(order, Nag_LeftSide, Nag_ConjTrans, n, nrhs, m, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmlq (f08axc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print minimum-norm solution(s) */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Minimum-norm solution(s)",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:
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NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
return exit_status;

}

10.2 Program Data

nag_zgelqf (f08avc) Example Program Data
3 4 2 :Values of M, N and NRHS

( 0.28,-0.36) ( 0.50,-0.86) (-0.77,-0.48) ( 1.58, 0.66)
(-0.50,-1.10) (-1.21, 0.76) (-0.32,-0.24) (-0.27,-1.15)
( 0.36,-0.51) (-0.07, 1.33) (-0.75, 0.47) (-0.08, 1.01) :End of matrix A
(-1.35, 0.19) ( 4.83,-2.67)
( 9.41,-3.56) (-7.28, 3.34)
(-7.57, 6.93) ( 0.62, 4.53) :End of matrix B

10.3 Program Results

nag_zgelqf (f08avc) Example Program Results

Minimum-norm solution(s)
1 2

1 (-2.8501, 6.4683) (-1.1682,-1.8886)
2 ( 1.6264,-0.7799) ( 2.8377, 0.7654)
3 ( 6.9290, 4.6481) (-1.7610,-0.7041)
4 ( 1.4048, 3.2400) ( 1.0518,-1.6365)
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NAG Library Function Document

nag_zunglq (f08awc)

1 Purpose

nag_zunglq (f08awc) generates all or part of the complex unitary matrix Q from an LQ factorization
computed by nag_zgelqf (f08avc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunglq (Nag_OrderType order, Integer m, Integer n, Integer k,
Complex a[], Integer pda, const Complex tau[], NagError *fail)

3 Description

nag_zunglq (f08awc) is intended to be used after a call to nag_zgelqf (f08avc), which performs an LQ
factorization of a complex matrix A. The unitary matrix Q is represented as a product of elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix, or to form only its leading rows.

Usually Q is determined from the LQ factorization of a p by n matrix A with p � n. The whole of Q
may be computed by:

nag_zunglq(order,n,n,p,&a,pda,tau,&fail)

(note that the array a must have at least n rows) or its leading p rows by:

nag_zunglq(order,p,n,p,&a,pda,tau,&fail)

The rows of Q returned by the last call form an orthonormal basis for the space spanned by the rows of
A; thus nag_zgelqf (f08avc) followed by nag_zunglq (f08awc) can be used to orthogonalize the rows of
A.

The information returned by the LQ factorization functions also yields the LQ factorization of the
leading k rows of A, where k < p. The unitary matrix arising from this factorization can be computed
by:

nag_zunglq(order,n,n,k,&a,pda,tau,&fail)

or its leading k rows by:

nag_zunglq(order,k,n,k,&a,pda,tau,&fail)

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: m – Integer Input

On entry: m, the number of rows of the matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: n 	 m.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: m 	 k 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgelqf
(f08avc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgelqf (f08avc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and k ¼ valueh i.
Constraint: m 	 k 	 0.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zunglq (f08awc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16mnk� 8 mþ nð Þk2 þ 16
3 k

3 ; when
m ¼ k, the number is approximately 8

3m
2 3n�mð Þ .

The real analogue of this function is nag_dorglq (f08ajc).
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10 Example

This example forms the leading 4 rows of the unitary matrix Q from the LQ factorization of the matrix
A, where

A ¼
0:28� 0:36i 0:50� 0:86i �0:77� 0:48i 1:58þ 0:66i
�0:50� 1:10i �1:21þ 0:76i �0:32� 0:24i �0:27� 1:15i
0:36� 0:51i �0:07þ 1:33i �0:75þ 0:47i �0:08þ 1:01i

0@ 1A:
The rows of Q form an orthonormal basis for the space spanned by the rows of A.

10.1 Program Text

/* nag_zunglq (f08awc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
char *title = 0;
Complex *a = 0, *tau = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zunglq (f08awc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
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#else
pda = n;

#endif
tau_len = m;

/* Allocate memory */
if (!(title = NAG_ALLOC(31, char)) ||

!(a = NAG_ALLOC(m * n, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the LQ factorization of A */
/* nag_zgelqf (f08avc).
* LQ factorization of complex general rectangular matrix
*/

nag_zgelqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgelqf (f08avc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Form the leading M rows of Q explicitly */
/* nag_zunglq (f08awc).
* Form all or part of unitary Q from LQ factorization
* determined by nag_zgelqf (f08avc)
*/

nag_zunglq(order, m, n, m, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunglq (f08awc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the leading M rows of Q only */
#ifdef _WIN32

sprintf_s(title, 31, "The leading %2" NAG_IFMT " rows of Q\n", m);
#else

sprintf(title, "The leading %2" NAG_IFMT " rows of Q\n", m);
#endif

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%7.4f", title,
Nag_IntegerLabels, 0, Nag_IntegerLabels,
0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}

END:
NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_zunglq (f08awc) Example Program Data
3 4 :Values of M and N

( 0.28,-0.36) ( 0.50,-0.86) (-0.77,-0.48) ( 1.58, 0.66)
(-0.50,-1.10) (-1.21, 0.76) (-0.32,-0.24) (-0.27,-1.15)
( 0.36,-0.51) (-0.07, 1.33) (-0.75, 0.47) (-0.08, 1.01) :End of matrix A

10.3 Program Results

nag_zunglq (f08awc) Example Program Results

The leading 3 rows of Q

1 2 3 4
1 (-0.1258, 0.1618) (-0.2247, 0.3864) ( 0.3460, 0.2157) (-0.7099,-0.2966)
2 (-0.1163,-0.6380) (-0.3240, 0.4272) (-0.1995,-0.5009) (-0.0323,-0.0162)
3 (-0.4607, 0.1090) ( 0.2171,-0.4062) ( 0.2733,-0.6106) (-0.0994,-0.3261)
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NAG Library Function Document

nag_zunmlq (f08axc)

1 Purpose

nag_zunmlq (f08axc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q from
an LQ factorization computed by nag_zgelqf (f08avc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmlq (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const Complex a[],
Integer pda, const Complex tau[], Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zunmlq (f08axc) is intended to be used after a call to nag_zgelqf (f08avc), which performs an LQ
factorization of a complex matrix A. The unitary matrix Q is represented as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC;QHC;CQ or CQH;

overwriting the result on C (which may be any complex rectangular matrix).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.

side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pda� nð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgelqf
(f08avc).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; kð Þ;
if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ..

9: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgelqf (f08avc).
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10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.
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NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_zunmlq (f08axc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8nk 2m� kð Þ if side ¼ Nag LeftSide
and 8mk 2n� kð Þ if side ¼ Nag RightSide.

The real analogue of this function is nag_dormlq (f08akc).

10 Example

See Section 10 in nag_zgelqf (f08avc).
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NAG Library Function Document

nag_dgelsy (f08bac)

1 Purpose

nag_dgelsy (f08bac) computes the minimum norm solution to a real linear least squares problem

min
x

b�Axk k2

using a complete orthogonal factorization of A. A is an m by n matrix which may be rank-deficient.
Several right-hand side vectors b and solution vectors x can be handled in a single call.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgelsy (Nag_OrderType order, Integer m, Integer n, Integer nrhs,
double a[], Integer pda, double b[], Integer pdb, Integer jpvt[],
double rcond, Integer *rank, NagError *fail)

3 Description

The right-hand side vectors are stored as the columns of the m by r matrix B and the solution vectors
in the n by r matrix X.

nag_dgelsy (f08bac) first computes a QR factorization with column pivoting

AP ¼ Q R11 R12
0 R22

� �
;

with R11 defined as the largest leading sub-matrix whose estimated condition number is less than
1=rcond. The order of R11, rank, is the effective rank of A.

Then, R22 is considered to be negligible, and R12 is annihilated by orthogonal transformations from the
right, arriving at the complete orthogonal factorization

AP ¼ Q T11 0
0 0

� �
Z:

The minimum norm solution is then

X ¼ PZT T�111 Q
T
1b

0

� �
where Q1 consists of the first rank columns of Q.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: a has been overwritten by details of its complete orthogonal factorization.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by r right-hand side matrix B.

On exit: the n by r solution matrix X.
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8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: jpvt½dim� – Integer Input/Output

Note: the dimension, dim, of the array jpvt must be at least max 1; nð Þ.
On entry: if jpvt½i� 1� 6¼ 0, the ith column of A is permuted to the front of AP , otherwise
column i is a free column.

On exit: if jpvt½i� 1� ¼ k, then the ith column of AP was the kth column of A.

10: rcond – double Input

On entry: used to determine the effective rank of A, which is defined as the order of the largest
leading triangular sub-matrix R11 in the QR factorization of A, whose estimated condition
number is < 1=rcond.

Suggested value: if the condition number of a is not known then rcond ¼
ffiffiffiffiffiffiffiffiffiffiffi
�ð Þ=2

p
(where � is

machine precision, see nag_machine_precision (X02AJC)) is a good choice. Negative values or
values less than machine precision should be avoided since this will cause a to have an effective
rank ¼ min m;nð Þ that could be larger than its actual rank, leading to meaningless results.

11: rank – Integer * Output

On exit: the effective rank of A, i.e., the order of the sub-matrix R11. This is the same as the
order of the sub-matrix T11 in the complete orthogonal factorization of A.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details of error bounds.

8 Parallelism and Performance

nag_dgelsy (f08bac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgelsy (f08bac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zgelsy (f08bnc).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2

for the solution, x, of minimum norm, where
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A ¼

�0:09 0:14 �0:46 0:68 1:29
�1:56 0:20 0:29 1:09 0:51
�1:48 �0:43 0:89 �0:71 �0:96
�1:09 0:84 0:77 2:11 �1:27
0:08 0:55 �1:13 0:14 1:74
�1:59 �0:72 1:06 1:24 0:34

0BBBBB@

1CCCCCA and b ¼

7:4
4:2
�8:3
1:8
8:6
2:1

0BBBBB@

1CCCCCA:
A tolerance of 0:01 is used to determine the effective rank of A.

10.1 Program Text

/* nag_dgelsy (f08bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, m, n, nrhs, rank, pda, pdb;
/* Arrays */
double *a = 0, *b = 0;
Integer *jpvt = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgelsy (f08bac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) || !(jpvt = NAG_ALLOC(n, Integer)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_iload (f16dbc).
* Initialize jpvt to be zero so that all columns are free.
*/

nag_iload(n, 0, jpvt, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_iload (f16dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose rcond to reflect the relative accuracy of the input data */
rcond = 0.01;

/* nag_dgelsy (f08bac).
* Solve the least squares problem min( norm2(b - Ax) ) for the x
* of minimum norm.
*/

nag_dgelsy(order, m, n, nrhs, a, pda, b, pdb, jpvt, rcond, &rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgelsy (f08bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("%11.4f%s", B(i, j), j % 7 == 0 ? "\n" : " ");

printf("\n");
}
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/* Print the effective rank of A */
printf("\nTolerance used to estimate the rank of A\n");
printf("%11.2e\n", rcond);
printf("Estimated rank of A\n%6" NAG_IFMT "\n", rank);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(jpvt);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dgelsy (f08bac) Example Program Data

6 5 1 :Values of m, n and nrhs

-0.09 0.14 -0.46 0.68 1.29
-1.56 0.20 0.29 1.09 0.51
-1.48 -0.43 0.89 -0.71 -0.96
-1.09 0.84 0.77 2.11 -1.27
0.08 0.55 -1.13 0.14 1.74

-1.59 -0.72 1.06 1.24 0.34 :End of matrix A

7.4
4.2

-8.3
1.8
8.6
2.1 :End of vector b

10.3 Program Results

nag_dgelsy (f08bac) Example Program Results

Least squares solution
0.6344
0.9699

-1.4402
3.3678
3.3992

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
4
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NAG Library Function Document

nag_dtpqrt (f08bbc)

1 Purpose

nag_dtpqrt (f08bbc) computes the QR factorization of a real mþ nð Þ by n triangular-pentagonal
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtpqrt (Nag_OrderType order, Integer m, Integer n, Integer l,
Integer nb, double a[], Integer pda, double b[], Integer pdb,
double t[], Integer pdt, NagError *fail)

3 Description

nag_dtpqrt (f08bbc) forms the QR factorization of a real mþ nð Þ by n triangular-pentagonal matrix C,

C ¼ A
B

� �
where A is an upper triangular n by n matrix and B is an m by n pentagonal matrix consisting of an
m� lð Þ by n rectangular matrix B1 on top of an l by n upper trapezoidal matrix B2:

B ¼ B1
B2

� �
:

The upper trapezoidal matrix B2 consists of the first l rows of an n by n upper triangular matrix, where
0 � l � min m;nð Þ. If l ¼ 0, B is m by n rectangular; if l ¼ n and m ¼ n, B is upper triangular.

A recursive, explicitly blocked, QR factorization (see nag_dgeqrt (f08abc)) is performed on the matrix
C. The upper triangular matrix R, details of the orthogonal matrix Q, and further details (the block
reflector factors) of Q are returned.

Typically the matrix A or B2 contains the matrix R from the QR factorization of a subproblem and
nag_dtpqrt (f08bbc) performs the QR update operation from the inclusion of matrix B1.

For example, consider the QR factorization of an l by n matrix B̂ with l < n: B̂ ¼ Q̂R̂,
R̂ ¼ R̂1 R̂2

� �
, where R̂1 is l by l upper triangular and R̂2 is n� lð Þ by n rectangular (this can be

performed by nag_dgeqrt (f08abc)). Given an initial least-squares problem B̂X̂ ¼ Ŷ where X and Y are
l by nrhs matrices, we have R̂X̂ ¼ Q̂TŶ .

Now, adding an additional m� l rows to the original system gives the augmented least squares problem

BX ¼ Y

where B is an m by n matrix formed by adding m� l rows on top of R̂ and Y is an m by nrhs matrix
formed by adding m� l rows on top of Q̂TŶ .

nag_dtpqrt (f08bbc) can then be used to perform the QR factorization of the pentagonal matrix B; the n
by n matrix A will be zero on input and contain R on output.

In the case where B̂ is r by n, r 	 n, R̂ is n by n upper triangular (forming A) on top of r� n rows of
zeros (forming first r� n rows of B). Augmentation is then performed by adding rows to the bottom of
B with l ¼ 0.
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4 References

Elmroth E and Gustavson F (2000) Applying Recursion to Serial and Parallel QR Factorization Leads
to Better Performance IBM Journal of Research and Development. (Volume 44) 4 605–624

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix B.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix B and the order of the upper triangular matrix
A.

Constraint: n 	 0.

4: l – Integer Input

On entry: l, the number of rows of the trapezoidal part of B (i.e., B2).

Constraint: 0 � l � min m; nð Þ.

5: nb – Integer Input

On entry: the explicitly chosen block-size to be used in the algorithm for computing the QR
factorization. See Section 9 for details.

Constraints:

nb 	 1;
if n > 0, nb � n.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix A.

On exit: the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n pentagonal matrix B composed of an m� lð Þ by n rectangular matrix B1

above an l by n upper trapezoidal matrix B2.

On exit: details of the orthogonal matrix Q.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

10: t½dim� – double Output

Note: the dimension, dim, of the array t must be at least

max 1;pdt� nð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On exit: further details of the orthogonal matrix Q. The number of blocks is b ¼ k
nb

� �
, where

k ¼ min m;nð Þ and each block is of order nb except for the last block, which is of order
k� b� 1ð Þ � nb. For each of the blocks, an upper triangular block reflector factor is computed:
T1;T2; . . . ;Tb. These are stored in the nb by n matrix T as T ¼ T1jT2j . . . jTb½ �.

11: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 n.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, nb ¼ valueh i and n ¼ valueh i.
Constraint: nb 	 1 and
if n > 0, nb � n.

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 n.

On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

NE_INT_3

On entry, l ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � l � min m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.
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8 Parallelism and Performance

nag_dtpqrt (f08bbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

The block size, nb, used by nag_dtpqrt (f08bbc) is supplied explicitly through the interface. For
moderate and large sizes of matrix, the block size can have a marked effect on the efficiency of the
algorithm with the optimal value being dependent on problem size and platform. A value of
nb ¼ 64 min m;nð Þ is likely to achieve good efficiency and it is unlikely that an optimal value would
exceed 340.

To apply Q to an arbitrary real rectangular matrix C, nag_dtpqrt (f08bbc) may be followed by a call to
nag_dtpmqrt (f08bcc). For example,

nag_dtpmqrt(Nag_ColMajor,Nag_LeftSide,Nag_Trans,m,p,n,l,nb,b,pdb,
t,pdt,c,pdc,&c(n+1,1),ldc,&fail)

forms C ¼ QTC, where C is mþ nð Þ by p.
To form the orthogonal matrix Q explicitly set p ¼ mþ n, initialize C to the identity matrix and make
a call to nag_dtpmqrt (f08bcc) as above.

10 Example

This example finds the basic solutions for the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA and B ¼

�2:67 0:41
�0:55 �3:10
3:34 �4:01
�0:77 2:76
0:48 �6:17
4:10 0:21

0BBBBB@

1CCCCCA:

A QR factorization is performed on the first 4 rows of A using nag_dgeqrt (f08abc) after which the first
4 rows of B are updated by applying QT using nag_dgemqrt (f08acc). The remaining row is added by
performing a QR update using nag_dtpqrt (f08bbc); B is updated by applying the new QT using
nag_dtpmqrt (f08bcc); the solution is finally obtained by triangular solve using R from the updated QR.

10.1 Program Text

/* nag_dtpqrt (f08bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer exit_status = 0;
Integer pda, pdb, pdt;
Integer i, j, m, n, nb, nrhs;
/* Arrays */
double *a = 0, *b = 0, *c = 0, *t = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I,J) a[(J-1)*pda + I-1]
#define B(I,J) b[(J-1)*pdb + I-1]
#define C(I,J) c[(J-1)*pdb + I-1]

order = Nag_ColMajor;
#else
#define A(I,J) a[(I-1)*pda + J-1]
#define B(I,J) b[(I-1)*pdb + J-1]
#define C(I,J) c[(I-1)*pdb + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtpqrt (f08bbc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

nb = MIN(m, n);
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(c = NAG_ALLOC(m * nrhs, double)) ||
!(t = NAG_ALLOC(nb * MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;
pdt = nb;

#else
pda = n;
pdb = nrhs;
pdt = MIN(m, n);

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
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#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

C(i, j) = B(i, j);

/* nag_dgeqrt (f08abc).
* Compute the QR factorization of first n rows of A by recursive algorithm.
*/

nag_dgeqrt(order, n, n, nb, a, pda, t, pdt, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrt (f08abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemqrt (f08acc).
* Compute C = (C1) = (Q^T)*B, storing the result in C
* (C2)
* by applying Q^T from left.
*/

nag_dgemqrt(order, Nag_LeftSide, Nag_Trans, n, nrhs, n, nb, a, pda, t, pdt,
c, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemqrt (f08acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

B(i, j) = C(i, j);

/* nag_dtrtrs (f07tec).
* Compute least squares solutions for first n rows
* by back-substitution in R*X = C1.
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs, a, pda,
c, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print least squares solutions using first n rows.
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,
c, pdb, "Solution(s) for n rows", 0, &fail);

if (fail.code != NE_NOERROR) {

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08bbc

Mark 26 f08bbc.7



printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dtpqrt (f08bbc).
* Now add the remaining rows and perform QR update.
*/

nag_dtpqrt(order, m - n, n, 0, nb, a, pda, &A(n + 1, 1), pda, t, pdt,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtpqrt (f08bbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dtpmqrt (f08bcc).
* Apply orthogonal transformations to C.
*/

nag_dtpmqrt(order, Nag_LeftSide, Nag_Trans, m - n, nrhs, n, 0, nb,
&A(n + 1, 1), pda, t, pdt, b, pdb, &B(5, 1), pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtpmqrt (f08bcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dtrtrs (f07tec).
* Compute least squares solutions for first n rows
* by back-substitution in R*X = C1.
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print least squares solutions.
*/

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Least squares solution(s) for all rows", 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n Square root(s) of the residual sum(s) of squares\n");
for (j = 1; j <= nrhs; j++) {

/* nag_dge_norm (f16rac).
* Compute and print estimate of the square root of the residual
* sum of squares.
*/

nag_dge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, j), pdb,
&rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("\nError from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %11.2e ", rnorm);

}
printf("\n");

END:

f08bbc NAG Library Manual

f08bbc.8 Mark 26



NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(t);

return exit_status;
}

10.2 Program Data

nag_dtpqrt (f08bbc) Example Program Data

6 4 2 : m, n and nrhs

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 : matrix A

-2.67 0.41
-0.55 -3.10
3.34 -4.01

-0.77 2.76
0.48 -6.17
4.10 0.21 : matrix B

10.3 Program Results

nag_dtpqrt (f08bbc) Example Program Results

Solution(s) for n rows
1 2

1 1.5179 -1.5850
2 1.8629 0.5531
3 -1.4608 1.3485
4 0.0398 2.9619

Least squares solution(s) for all rows
1 2

1 1.5339 -1.5753
2 1.8707 0.5559
3 -1.5241 1.3119
4 0.0392 2.9585

Square root(s) of the residual sum(s) of squares
2.22e-02 1.38e-02
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NAG Library Function Document

nag_dtpmqrt (f08bcc)

1 Purpose

nag_dtpmqrt (f08bcc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q from a QR
factorization computed by nag_dtpqrt (f08bbc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtpmqrt (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Integer l,
Integer nb, const double v[], Integer pdv, const double t[],
Integer pdt, double c1[], Integer pdc1, double c2[], Integer pdc2,
NagError *fail)

3 Description

nag_dtpmqrt (f08bcc) is intended to be used after a call to nag_dtpqrt (f08bbc) which performs a QR
factorization of a triangular-pentagonal matrix containing an upper triangular matrix A over a
pentagonal matrix B. The orthogonal matrix Q is represented as a product of elementary reflectors.

This function may be used to form the matrix products

QC;QTC;CQ or CQT;

where the real rectangular mc by nc matrix C is split into component matrices C1 and C2.

If Q is being applied from the left (QC or QTC) then

C ¼ C1
C2

� �
where C1 is k by nc, C2 is mv by nc, mc ¼ kþmv is fixed and mv is the number of rows of the matrix
V containing the elementary reflectors (i.e., m as passed to nag_dtpqrt (f08bbc)); the number of
columns of V is nv (i.e., n as passed to nag_dtpqrt (f08bbc)).

If Q is being applied from the right (CQ or CQT) then

C ¼ C1 C2

� �
where C1 is mc by k, and C2 is mc by mv and nc ¼ kþmv is fixed.

The matrices C1 and C2 are overwriten by the result of the matrix product.

A common application of this routine is in updating the solution of a linear least squares problem as
illustrated in Section 10 in nag_dtpqrt (f08bbc).

4 References

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.

side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: the number of rows of the matrix C2, that is,

if side ¼ Nag LeftSide
then mv, the number of rows of the matrix V ;

if side ¼ Nag RightSide
then mc, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: the number of columns of the matrix C2, that is,

if side ¼ Nag LeftSide
then nc, the number of columns of the matrix C;

if side ¼ Nag RightSide
then nv, the number of columns of the matrix V .

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: k 	 0.

f08bcc NAG Library Manual

f08bcc.2 Mark 26



7: l – Integer Input

On entry: l, the number of rows of the upper trapezoidal part of the pentagonal composite matrix
V , passed (as b) in a previous call to nag_dtpqrt (f08bbc). This must be the same value used in
the previous call to nag_dtpqrt (f08bbc) (see l in nag_dtpqrt (f08bbc)).

Constraint: 0 � l � k.

8: nb – Integer Input

On entry: nb, the blocking factor used in a previous call to nag_dtpqrt (f08bbc) to compute the
QR factorization of a triangular-pentagonal matrix containing composite matrices A and B.

Constraints:

nb 	 1;
if k > 0, nb � k.

9: v½dim� – const double Input

Note: the dimension, dim, of the array v must be at least

max 1;pdv� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: the mv by nv matrix V ; this should remain unchanged from the array b returned by a
previous call to nag_dtpqrt (f08bbc).

10: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pdv 	 max 1; kð Þ.

11: t½dim� – const double Input

Note: the dimension, dim, of the array t must be at least

max 1;pdt� kð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: this must remain unchanged from a previous call to nag_dtpqrt (f08bbc) (see t in
nag_dtpqrt (f08bbc)).

12: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.
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Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 max 1; kð Þ.

13: c1½dim� – double Input/Output

Note: the dimension, dim, of the array c1 must be at least

max 1;pdc1� nð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdc1ð Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pdc1� kð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;m� pdc1ð Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

On entry: C1, the first part of the composite matrix C:

if side ¼ Nag LeftSide
then c1 contains the first k rows of C;

if side ¼ Nag RightSide
then c1 contains the first k columns of C.

On exit: c1 is overwritten by the corresponding block of QC or QTC or CQ or CQT.

14: pdc1 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c1.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pdc1 	 max 1;kð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1;mð Þ.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pdc1 	 max 1;nð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1; kð Þ..

15: c2½dim� – double Input/Output

Note: the dimension, dim, of the array c2 must be at least

max 1;pdc2� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdc2ð Þ when order ¼ Nag RowMajor.

On entry: C2, the second part of the composite matrix C.

if side ¼ Nag LeftSide
then c2 contains the remaining mv rows of C;

if side ¼ Nag RightSide
then c2 contains the remaining mv columns of C;

On exit: c2 is overwritten by the corresponding block of QC or QTC or CQ or CQT.

16: pdc2 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c2.

Constraints:

if order ¼ Nag ColMajor, pdc2 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc2 	 max 1;nð Þ.
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17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, k ¼ valueh i, m ¼ valueh i and pdc1 ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdc1 	 max 1;kð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1;mð Þ.
On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pdv ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.
On entry, side ¼ valueh i, pdc1 ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdc1 	 max 1;nð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1; kð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, l ¼ valueh i and k ¼ valueh i.
Constraint: 0 � l � k.

On entry, m ¼ valueh i and pdc2 ¼ valueh i.
Constraint: pdc2 	 max 1;mð Þ.
On entry, nb ¼ valueh i and k ¼ valueh i.
Constraint: nb 	 1 and
if k > 0, nb � k.

On entry, pdc2 ¼ valueh i and n ¼ valueh i.
Constraint: pdc2 	 max 1; nð Þ.
On entry, pdt ¼ valueh i and k ¼ valueh i.
Constraint: pdt 	 max 1;kð Þ.
On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

On entry, pdv ¼ valueh i and k ¼ valueh i.
Constraint: pdv 	 max 1;kð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dtpmqrt (f08bcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The complex analogue of this function is nag_ztpmqrt (f08bqc).

10 Example

See Section 10 in nag_dtpqrt (f08bbc).
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NAG Library Function Document

nag_dgeqpf (f08bec)

1 Purpose

nag_dgeqpf (f08bec) computes the QR factorization, with column pivoting, of a real m by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeqpf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, Integer jpvt[], double tau[], NagError *fail)

3 Description

nag_dgeqpf (f08bec) forms the QR factorization, with column pivoting, of an arbitrary rectangular real
m by n matrix.

If m 	 n, the factorization is given by:

AP ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix, Q is an m by m orthogonal matrix and P is an n by n
permutation matrix. It is sometimes more convenient to write the factorization as

AP ¼ Q1 Q2

� � R
0

� �
;

which reduces to

AP ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

AP ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned in the first k columns of the array a represents a
QR factorization of the first k columns of the permuted matrix AP .

The function allows specified columns of A to be moved to the leading columns of AP at the start of
the factorization and fixed there. The remaining columns are free to be interchanged so that at the ith
stage the pivot column is chosen to be the column which maximizes the 2-norm of elements i to m over
columns i to n.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the orthogonal
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the orthogonal matrix Q
and the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: jpvt½dim� – Integer Input/Output

Note: the dimension, dim, of the array jpvt must be at least max 1; nð Þ.
On entry: if jpvt½i� 1� 6¼ 0, then the i th column of A is moved to the beginning of AP before
the decomposition is computed and is fixed in place during the computation. Otherwise, the i th
column of A is a free column (i.e., one which may be interchanged during the computation with
any other free column).

On exit: details of the permutation matrix P . More precisely, if jpvt½i� 1� ¼ k, then the kth
column of A is moved to become the i th column of AP ; in other words, the columns of AP are
the columns of A in the order jpvt½0�; jpvt½1�; . . . ; jpvt½n� 1�.
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7: tau½min m; nð Þ� – double Output

On exit: further details of the orthogonal matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.
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8 Parallelism and Performance

nag_dgeqpf (f08bec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

To form the orthogonal matrix Q nag_dgeqpf (f08bec) may be followed by a call to nag_dorgqr
(f08afc):

nag_dorgqr(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_dgeqpf (f08bec).

When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_dorgqr(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary real rectangular matrix C, nag_dgeqpf (f08bec) may be followed by a call to
nag_dormqr (f08agc). For example,

nag_dormqr(order,Nag_LeftSide,Nag_Trans,m,p,MIN(m,n),&a,pda,tau,
+ &c,pdc,&fail)

forms C ¼ QTC, where C is m by p.

To compute a QR factorization without column pivoting, use nag_dgeqrf (f08aec).

The complex analogue of this function is nag_zgeqpf (f08bsc).

10 Example

This example finds the basic solutions for the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

�0:09 0:14 �0:46 0:68 1:29
�1:56 0:20 0:29 1:09 0:51
�1:48 �0:43 0:89 �0:71 �0:96
�1:09 0:84 0:77 2:11 �1:27
0:08 0:55 �1:13 0:14 1:74
�1:59 �0:72 1:06 1:24 0:34

0BBBBB@

1CCCCCA and B ¼

�0:01 �0:04
0:04 �0:03
0:05 0:01
�0:03 �0:02
0:02 0:05
�0:06 0:07

0BBBBB@

1CCCCCA:

Here A is approximately rank-deficient, and hence it is preferable to use nag_dgeqpf (f08bec) rather
than nag_dgeqrf (f08aec).

10.1 Program Text

/* nag_dgeqpf (f08bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double tol;
Integer i, j, jpvt_len, k, m, n, nrhs;
Integer pda, pdb, pdx, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *b = 0, *tau = 0, *x = 0;
Integer *jpvt = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]
#define X(I, J) x[(J - 1) * pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]
#define X(I, J) x[(I - 1) * pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeqpf (f08bec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;
pdx = m;

#else
pda = n;
pdb = nrhs;
pdx = nrhs;

#endif
tau_len = MIN(m, n);
jpvt_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) ||
!(x = NAG_ALLOC(m * nrhs, double)) ||
!(jpvt = NAG_ALLOC(jpvt_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

/* Read A and B from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Initialize JPVT to be zero so that all columns are free */
/* nag_iload (f16dbc).
* Broadcast scalar into integer vector
*/

nag_iload(n, 0, jpvt, 1, &fail);
/* Compute the QR factorization of A */
/* nag_dgeqpf (f08bec).
* QR factorization of real general rectangular matrix with
* column pivoting
*/

nag_dgeqpf(order, m, n, a, pda, jpvt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqpf (f08bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose TOL to reflect the relative accuracy of the input data */
tol = 0.01;

/* Determine which columns of R to use */
for (k = 1; k <= n; ++k) {

if (ABS(A(k, k)) <= tol * ABS(A(1, 1)))
break;

}
--k;

/* Compute C = (Q^T)*B, storing the result in B */

/* nag_dormqr (f08agc).
* Apply orthogonal transformation determined by nag_dgeqrf
* (f08aec) or nag_dgeqpf (f08bec)
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, m, nrhs, n, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Compute least squares solution by back-substitution in R*B = C */

/* nag_dtrtrs (f07tec).
* Solution of real triangular system of linear equations,
* multiple right-hand sides
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, k, nrhs,
a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = k + 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
B(i, j) = 0.0;

}

/* Unscramble the least squares solution stored in B */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
X(jpvt[i - 1], j) = B(i, j);

}

/* Print least squares solution */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

x, pdx, "Least squares solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(x);
NAG_FREE(jpvt);
return exit_status;

}

10.2 Program Data

nag_dgeqpf (f08bec) Example Program Data
6 5 2 :Values of M, N and NRHS

-0.09 0.14 -0.46 0.68 1.29
-1.56 0.20 0.29 1.09 0.51
-1.48 -0.43 0.89 -0.71 -0.96
-1.09 0.84 0.77 2.11 -1.27
0.08 0.55 -1.13 0.14 1.74

-1.59 -0.72 1.06 1.24 0.34 :End of matrix A
-0.01 -0.04
0.04 -0.03
0.05 0.01

-0.03 -0.02
0.02 0.05

-0.06 0.07 :End of matrix B
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10.3 Program Results

nag_dgeqpf (f08bec) Example Program Results

Least squares solution
1 2

1 -0.0370 -0.0044
2 0.0647 -0.0335
3 0.0000 0.0000
4 -0.0515 0.0018
5 0.0066 0.0102
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NAG Library Function Document

nag_dgeqp3 (f08bfc)

1 Purpose

nag_dgeqp3 (f08bfc) computes the QR factorization, with column pivoting, of a real m by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeqp3 (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, Integer jpvt[], double tau[], NagError *fail)

3 Description

nag_dgeqp3 (f08bfc) forms the QR factorization, with column pivoting, of an arbitrary rectangular real
m by n matrix.

If m 	 n, the factorization is given by:

AP ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix, Q is an m by m orthogonal matrix and P is an n by n
permutation matrix. It is sometimes more convenient to write the factorization as

AP ¼ Q1 Q2

� � R
0

� �
;

which reduces to

AP ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

AP ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned in the first k columns of the array a represents a
QR factorization of the first k columns of the permuted matrix AP .

The function allows specified columns of A to be moved to the leading columns of AP at the start of
the factorization and fixed there. The remaining columns are free to be interchanged so that at the ith
stage the pivot column is chosen to be the column which maximizes the 2-norm of elements i to m over
columns i to n.
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the orthogonal
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the orthogonal matrix Q
and the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: jpvt½dim� – Integer Input/Output

Note: the dimension, dim, of the array jpvt must be at least max 1; nð Þ.
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On entry: if jpvt½j� 1� 6¼ 0, then the j th column of A is moved to the beginning of AP before
the decomposition is computed and is fixed in place during the computation. Otherwise, the j th
column of A is a free column (i.e., one which may be interchanged during the computation with
any other free column).

On exit: details of the permutation matrix P . More precisely, if jpvt½j� 1� ¼ k, then the kth
column of A is moved to become the j th column of AP ; in other words, the columns of AP are
the columns of A in the order jpvt½0�; jpvt½1�; . . . ; jpvt½n� 1�.

7: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: the scalar factors of the elementary reflectors.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dgeqp3 (f08bfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgeqp3 (f08bfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

To form the orthogonal matrix Q nag_dgeqp3 (f08bfc) may be followed by a call to nag_dorgqr
(f08afc):

nag_dorgqr(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_dgeqp3 (f08bfc).

When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_dorgqr(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary real rectangular matrix C, nag_dgeqp3 (f08bfc) may be followed by a call to
nag_dormqr (f08agc). For example,

nag_dormqr(order,Nag_LeftSide,Nag_Trans,m,p,MIN(m,n),&a,pda,tau,
&c,pdc,&fail)

forms C ¼ QTC, where C is m by p.

To compute a QR factorization without column pivoting, use nag_dgeqrf (f08aec).

The complex analogue of this function is nag_zgeqp3 (f08btc).

10 Example

This example solves the linear least squares problems

min
x

bj �Axj
�� ��

2
; j ¼ 1; 2

for the basic solutions x1 and x2, where

A ¼

�0:09 0:14 �0:46 0:68 1:29
�1:56 0:20 0:29 1:09 0:51
�1:48 �0:43 0:89 �0:71 �0:96
�1:09 0:84 0:77 2:11 �1:27
0:08 0:55 �1:13 0:14 1:74
�1:59 �0:72 1:06 1:24 0:34

0BBBBB@

1CCCCCA and B ¼

7:4 2:7
4:2 �3:0
�8:3 �9:6
1:8 1:1
8:6 4:0
2:1 �5:7

0BBBBB@

1CCCCCA
and bj is the jth column of the matrix B. The solution is obtained by first obtaining a QR factorization
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with column pivoting of the matrix A. A tolerance of 0:01 is used to estimate the rank of A from the
upper triangular factor, R.

10.1 Program Text

/* nag_dgeqp3 (f08bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double d, f, tol;
Integer i, j, k, m, n, nrhs, pda, pdb;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *rnorm = 0, *tau = 0, *work = 0;
Integer *jpvt = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeqp3 (f08bfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
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if (!(a = NAG_ALLOC(m * n, double)) ||
!(b = NAG_ALLOC(m * nrhs, double)) ||
!(rnorm = NAG_ALLOC(nrhs, double)) ||
!(tau = NAG_ALLOC(n, double)) ||
!(work = NAG_ALLOC(n, double)) || !(jpvt = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_iload (f16dbc).
* Initialize jpvt to be zero so that all columns are free.
*/

nag_iload(n, 0, jpvt, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_iload (f16dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgeqp3 (f08bfc).
* Compute the QR factorization of A.
*/

nag_dgeqp3(order, m, n, a, pda, jpvt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqp3 (f08bfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dormqr (f08agc).
* Compute C = (C1) = (Q^T)*B, storing the result in B.
* (C2)
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, m, nrhs, n, a, pda, tau, b, pdb,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose tol to reflect the relative accuracy of the input data */
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tol = 0.01;

/* Determine and print the rank, k, of R relative to tol */
for (k = 1; k <= n; ++k)

if ((d = A(k, k), fabs(d)) <= tol * (f = A(1, 1), fabs(f)))
break;

--k;

printf("Tolerance used to estimate the rank of A\n");
printf("%11.2e\n", tol);

printf("Estimated rank of A\n");
printf("%8" NAG_IFMT "\n\n", k);

/* nag_dtrsm (f16yjc).
* Compute least squares solutions by back-substitution in
* R(1:k,1:k)*Y = C1, storing the result in B.
*/

nag_dtrsm(order, Nag_LeftSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, k,
nrhs, 1.0, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrsm (f16yjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac).
* Compute estimates of the square roots of the residual sums of
* squares (2-norm of each of the columns of C2).
*/

for (j = 1; j <= nrhs; ++j) {
nag_dge_norm(order, Nag_FrobeniusNorm, m - k, 1, &B(k + 1, j), pdb,

&rnorm[j - 1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_dge_load (f16qhc).
* Set the remaining elements of the solutions to zero (to give
* the basic solutions).
*/

nag_dge_load(order, n - k, nrhs, 0.0, 0.0, &B(k + 1, 1), pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_load (f16qhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Permute the least squares solutions stored in B to give X = P*Y */
for (j = 1; j <= nrhs; ++j) {

for (i = 1; i <= n; ++i)
work[jpvt[i - 1] - 1] = B(i, j);

for (i = 1; i <= n; ++i)
B(i, j) = work[i - 1];

}

/* nag_gen_real_mat_print (x04cac).
* Print least squares solutions.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Least squares solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print the square roots of the residual sums of squares */
printf("\nSquare root(s) of the residual sum(s) of squares\n");
for (j = 0; j < nrhs; ++j)

printf("%11.2e%s", rnorm[j], (j + 1) % 6 == 0 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(rnorm);
NAG_FREE(tau);
NAG_FREE(work);
NAG_FREE(jpvt);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dgeqp3 (f08bfc) Example Program Data

6 5 2 :Values of m, n and nrhs

-0.09 0.14 -0.46 0.68 1.29
-1.56 0.20 0.29 1.09 0.51
-1.48 -0.43 0.89 -0.71 -0.96
-1.09 0.84 0.77 2.11 -1.27
0.08 0.55 -1.13 0.14 1.74

-1.59 -0.72 1.06 1.24 0.34 :End of matrix A

7.4 2.7
4.2 -3.0

-8.3 -9.6
1.8 1.1
8.6 4.0
2.1 -5.7 :End of matrix B

10.3 Program Results

nag_dgeqp3 (f08bfc) Example Program Results

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
4

Least squares solution(s)
1 2

1 0.9767 4.0159
2 1.9861 2.9867
3 0.0000 0.0000
4 2.9927 2.0032
5 4.0272 0.9976

Square root(s) of the residual sum(s) of squares
2.54e-02 3.65e-02
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NAG Library Function Document

nag_dtzrzf (f08bhc)

1 Purpose

nag_dtzrzf (f08bhc) reduces the m by n (m � n) real upper trapezoidal matrix A to upper triangular
form by means of orthogonal transformations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtzrzf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, double tau[], NagError *fail)

3 Description

The m by n (m � n) real upper trapezoidal matrix A given by

A ¼ R1 R2

� �
;

where R1 is an m by m upper triangular matrix and R2 is an m by n�mð Þ matrix, is factorized as

A ¼ R 0
� �

Z;

where R is also an m by m upper triangular matrix and Z is an n by n orthogonal matrix.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.
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4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the leading m by n upper trapezoidal part of the array a must contain the matrix to be
factorized.

On exit: the leading m by m upper triangular part of a contains the upper triangular matrix R,
and elements mþ 1 to n of the first m rows of a, with the array tau, represent the orthogonal
matrix Z as a product of m elementary reflectors (see Section 3.3.6 in the f08 Chapter
Introduction).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1;mð Þ.
On exit: the scalar factors of the elementary reflectors.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

f08bhc NAG Library Manual

f08bhc.2 Mark 26



NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ E, where
Ek k2 ¼ O � Ak k2

and � is the machine precision.

8 Parallelism and Performance

nag_dtzrzf (f08bhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4m2 n�mð Þ.
The complex analogue of this function is nag_ztzrzf (f08bvc).

10 Example

This example solves the linear least squares problems

min
x

bj �Axj
�� ��

2
; j ¼ 1; 2

for the minimum norm solutions x1 and x2, where bj is the jth column of the matrix B,

A ¼

�0:09 0:14 �0:46 0:68 1:29
�1:56 0:20 0:29 1:09 0:51
�1:48 �0:43 0:89 �0:71 �0:96
�1:09 0:84 0:77 2:11 �1:27
0:08 0:55 �1:13 0:14 1:74
�1:59 �0:72 1:06 1:24 0:34

0BBBBB@

1CCCCCA and B ¼

7:4 2:7
4:2 �3:0
�8:3 �9:6
1:8 1:1
8:6 4:0
2:1 �5:7

0BBBBB@

1CCCCCA:
The solution is obtained by first obtaining a QR factorization with column pivoting of the matrix A,
and then the RZ factorization of the leading k by k part of R is computed, where k is the estimated
rank of A. A tolerance of 0:01 is used to estimate the rank of A from the upper triangular factor, R.
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10.1 Program Text

/* nag_dtzrzf (f08bhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double d, f, tol;
Integer i, j, k, m, n, nrhs, pda, pdb;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *rnorm = 0, *tau = 0, *work = 0;
Integer *jpvt = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtzrzf (f08bhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(rnorm = NAG_ALLOC(nrhs, double)) ||
!(tau = NAG_ALLOC(n, double)) ||
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!(work = NAG_ALLOC(n, double)) || !(jpvt = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_iload (f16dbc).
* Initialize jpvt to be zero so that all columns are free.
*/

nag_iload(n, 0, jpvt, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_iload (f16dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgeqp3 (f08bfc).
* Compute the QR factorization of A with column pivoting as
* A = Q*(R11 R12)*(P^T)
* ( 0 R22)
*/

nag_dgeqp3(order, m, n, a, pda, jpvt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqp3 (f08bfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dormqr (f08ckc).
* Compute C = (C1) = (Q^T)*B, storing the result in b.
* (C2)
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, m, nrhs, n, a, pda, tau, b, pdb,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08ckc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose tol to reflect the relative accuracy of the input data */
tol = 0.01;
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/* Determine and print the rank, k, of R relative to tol */
for (k = 1; k <= n; ++k)

if ((f = A(k, k), fabs(f)) <= tol * (d = A(1, 1), fabs(d)))
break;

--k;

printf("Tolerance used to estimate the rank of A\n");
printf("%11.2e\n", tol);
printf("Estimated rank of A\n");
printf("%8" NAG_IFMT "\n\n", k);

/* nag_dtzrzf (f08bhc).
* Compute the RZ factorization of the k by k part of R as
* (R11 R12) = (T 0)*Z
*/

nag_dtzrzf(order, k, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtzrzf (f08bhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dtrsm (f16yjc).
* Compute least squares solutions of triangular problems by
* back substitution in T*Y1 = C1, storing the result in b.
*/

nag_dtrsm(order, Nag_LeftSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag,
k, nrhs, 1.0, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrsm (f16yjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac).
* Compute estimates of the square roots of the residual sums of
* squares (2-norm of each of the columns of C2).
*/

for (j = 1; j <= nrhs; ++j) {
nag_dge_norm(order, Nag_FrobeniusNorm, m - k, 1, &B(k + 1, j), pdb,

&rnorm[j - 1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_dge_load (f16qhc).
* Set the remaining elements of the solutions to zero (to give
* the minimum-norm solutions), Y2 = 0.
*/

nag_dge_load(order, n - k, nrhs, 0.0, 0.0, &B(k + 1, 1), pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_load (f16qhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dormrz (f08bkc).
* Form W = (Z^T)*Y.
*/

nag_dormrz(order, Nag_LeftSide, Nag_Trans, n, nrhs, k, n - k, a, pda, tau,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormrz (f08bkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Permute the least squares solutions stored in B to give X = P*W */
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for (j = 1; j <= nrhs; ++j) {
for (i = 1; i <= n; ++i)

work[jpvt[i - 1] - 1] = B(i, j);
for (i = 1; i <= n; ++i)

B(i, j) = work[i - 1];
}

/* nag_gen_real_mat_print (x04cac).
* Print least squares solutions.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

b, pdb, "Least squares solution(s)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the square roots of the residual sums of squares */
printf("\nSquare root(s) of the residual sum(s) of squares\n");

for (j = 0; j < nrhs; ++j)
printf("%11.2e%s", rnorm[j], j % 6 == 5 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(rnorm);
NAG_FREE(tau);
NAG_FREE(work);
NAG_FREE(jpvt);
return exit_status;

}

#undef A
#undef B

10.2 Program Data

nag_dtzrzf (f08bhc) Example Program Data

6 5 2 :Values of m, n and nrhs

-0.09 0.14 -0.46 0.68 1.29
-1.56 0.20 0.29 1.09 0.51
-1.48 -0.43 0.89 -0.71 -0.96
-1.09 0.84 0.77 2.11 -1.27
0.08 0.55 -1.13 0.14 1.74

-1.59 -0.72 1.06 1.24 0.34 :End of matrix A

7.4 2.7
4.2 -3.0

-8.3 -9.6
1.8 1.1
8.6 4.0
2.1 -5.7 :End of matrix B

10.3 Program Results

nag_dtzrzf (f08bhc) Example Program Results

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
4

Least squares solution(s)
1 2

1 0.6344 3.6258
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2 0.9699 1.8284
3 -1.4402 -1.6416
4 3.3678 2.4307
5 3.3992 0.2818

Square root(s) of the residual sum(s) of squares
2.54e-02 3.65e-02
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NAG Library Function Document

nag_dormrz (f08bkc)

1 Purpose

nag_dormrz (f08bkc) multiplies a general real m by n matrix C by the real orthogonal matrix Z from
an RZ factorization computed by nag_dtzrzf (f08bhc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormrz (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Integer l,
const double a[], Integer pda, const double tau[], double c[],
Integer pdc, NagError *fail)

3 Description

nag_dormrz (f08bkc) is intended to be used following a call to nag_dtzrzf (f08bhc), which performs an
RZ factorization of a real upper trapezoidal matrix A and represents the orthogonal matrix Z as a
product of elementary reflectors.

This function may be used to form one of the matrix products

ZC; ZTC; CZ; CZT;

overwriting the result on C, which may be any real rectangular m by n matrix.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Z or ZT is to be applied to C.

side ¼ Nag LeftSide
Z or ZT is applied to C from the left.

side ¼ Nag RightSide
Z or ZT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Z or ZT is to be applied to C.

trans ¼ Nag NoTrans
Z is applied to C.

trans ¼ Nag Trans
ZT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Z.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: l – Integer Input

On entry: l, the number of columns of the matrix A containing the meaningful part of the
Householder reflectors.

Constraints:

if side ¼ Nag LeftSide, m 	 l 	 0;
if side ¼ Nag RightSide, n 	 l 	 0.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pda� nð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the ith row of a must contain the vector which defines the elementary reflector Hi, for
i ¼ 1; 2; . . . ; k, as returned by nag_dtzrzf (f08bhc).

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; kð Þ;
if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ..

10: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: tau½i� 1� must contain the scalar factor of the elementary reflector Hi, as returned by
nag_dtzrzf (f08bhc).

11: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by ZC or ZTC or CZ or ZTC as specified by side and trans.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.
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On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and l ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 l 	 0;
if side ¼ Nag RightSide, n 	 l 	 0.

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O � Ck k2
where � is the machine precision.

8 Parallelism and Performance

nag_dormrz (f08bkc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 4nlk if side ¼ Nag LeftSide and 4mlk if
side ¼ Nag RightSide.

The complex analogue of this function is nag_zunmrz (f08bxc).

10 Example

See Section 10 in nag_dtzrzf (f08bhc).
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NAG Library Function Document

nag_zgelsy (f08bnc)

1 Purpose

nag_zgelsy (f08bnc) computes the minimum norm solution to a complex linear least squares problem

min
x

b�Axk k2

using a complete orthogonal factorization of A. A is an m by n matrix which may be rank-deficient.
Several right-hand side vectors b and solution vectors x can be handled in a single call.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgelsy (Nag_OrderType order, Integer m, Integer n, Integer nrhs,
Complex a[], Integer pda, Complex b[], Integer pdb, Integer jpvt[],
double rcond, Integer *rank, NagError *fail)

3 Description

The right-hand side vectors are stored as the columns of the m by r matrix B and the solution vectors
in the n by r matrix X.

nag_zgelsy (f08bnc) first computes a QR factorization with column pivoting

AP ¼ Q R11 R12
0 R22

� �
;

with R11 defined as the largest leading sub-matrix whose estimated condition number is less than
1=rcond. The order of R11, rank, is the effective rank of A.

Then, R22 is considered to be negligible, and R12 is annihilated by orthogonal transformations from the
right, arriving at the complete orthogonal factorization

AP ¼ Q T11 0
0 0

� �
Z:

The minimum norm solution is then

X ¼ PZH T�111 Q
H
1 b

0

� �
where Q1 consists of the first rank columns of Q.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: a has been overwritten by details of its complete orthogonal factorization.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by r right-hand side matrix B.

On exit: the n by r solution matrix X.
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8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: jpvt½dim� – Integer Input/Output

Note: the dimension, dim, of the array jpvt must be at least max 1; nð Þ.
On entry: if jpvt½i� 1� 6¼ 0, the ith column of A is permuted to the front of AP , otherwise
column i is a free column.

On exit: if jpvt½i� 1� ¼ k, then the ith column of AP was the kth column of A.

10: rcond – double Input

On entry: used to determine the effective rank of A, which is defined as the order of the largest
leading triangular sub-matrix R11 in the QR factorization of A, whose estimated condition
number is < 1=rcond.

Suggested value: if the condition number of a is not known then rcond ¼
ffiffiffiffiffiffiffiffiffiffiffi
�ð Þ=2

p
(where � is

machine precision, see nag_machine_precision (X02AJC)) is a good choice. Negative values or
values less than machine precision should be avoided since this will cause a to have an effective
rank ¼ min m;nð Þ that could be larger than its actual rank, leading to meaningless results.

11: rank – Integer * Output

On exit: the effective rank of A, i.e., the order of the sub-matrix R11. This is the same as the
order of the sub-matrix T11 in the complete orthogonal factorization of A.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details of error bounds.

8 Parallelism and Performance

nag_zgelsy (f08bnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgelsy (f08bnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dgelsy (f08bac).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2

for the solution, x, of minimum norm, where
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A ¼

0:47� 0:34i �0:40þ 0:54i 0:60þ 0:01i 0:80� 1:02i
�0:32� 0:23i �0:05þ 0:20i �0:26� 0:44i �0:43þ 0:17i
0:35� 0:60i �0:52� 0:34i 0:87� 0:11i �0:34� 0:09i
0:89þ 0:71i �0:45� 0:45i �0:02� 0:57i 1:14� 0:78i
�0:19þ 0:06i 0:11� 0:85i 1:44þ 0:80i 0:07þ 1:14i

0BBB@
1CCCA

and

b ¼

�1:08� 2:59i
�2:61� 1:49i
3:13� 3:61i
7:33� 8:01i
9:12þ 7:63i

0BBB@
1CCCA:

A tolerance of 0:01 is used to determine the effective rank of A.

10.1 Program Text

/* nag_zgelsy (f08bnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, m, n, nrhs, pda, pdb, rank;
/* Arrays */
Complex *a = 0, *b = 0;
Integer *jpvt = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgelsy (f08bnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
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#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) || !(jpvt = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_iload (f16dbc).
* Initialize jpvt to be zero so that all columns are free.
*/

nag_iload(n, 0, jpvt, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_iload (f16dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose rcond to reflect the relative accuracy of the input data */
rcond = 0.01;

/* nag_zgelsy (f08bnc).
* Solve the least squares problem min( norm2(b - Ax) ) for the x
* of minimum norm.
*/

nag_zgelsy(order, m, n, nrhs, a, pda, b, pdb, jpvt, rcond, &rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgelsy (f08bnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

f08bnc NAG Library Manual

f08bnc.6 Mark 26



/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}

/* Print the effective rank of A */
printf("\nTolerance used to estimate the rank of A\n");
printf("%11.2e\n", rcond);
printf("Estimated rank of A\n");
printf("%6" NAG_IFMT "\n", rank);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(jpvt);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zgelsy (f08bnc) Example Program Data

5 4 1 :Values of m, n and nrhs

( 0.47,-0.34) (-0.40, 0.54) ( 0.60, 0.01) ( 0.80,-1.02)
(-0.32,-0.23) (-0.05, 0.20) (-0.26,-0.44) (-0.43, 0.17)
( 0.35,-0.60) (-0.52,-0.34) ( 0.87,-0.11) (-0.34,-0.09)
( 0.89, 0.71) (-0.45,-0.45) (-0.02,-0.57) ( 1.14,-0.78)
(-0.19, 0.06) ( 0.11,-0.85) ( 1.44, 0.80) ( 0.07, 1.14) :End of matrix A

(-1.08,-2.59)
(-2.61,-1.49)
( 3.13,-3.61)
( 7.33,-8.01)
( 9.12, 7.63) :End of vector b

10.3 Program Results

nag_zgelsy (f08bnc) Example Program Results

Least squares solution
( 1.1669, -3.3224)
( 1.3486, 5.5027)
( 4.1764, 2.3435)
( 0.6467, 0.0107)

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
3
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NAG Library Function Document

nag_ztpqrt (f08bpc)

1 Purpose

nag_ztpqrt (f08bpc) computes the QR factorization of a complex mþ nð Þ by n triangular-pentagonal
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztpqrt (Nag_OrderType order, Integer m, Integer n, Integer l,
Integer nb, Complex a[], Integer pda, Complex b[], Integer pdb,
Complex t[], Integer pdt, NagError *fail)

3 Description

nag_ztpqrt (f08bpc) forms the QR factorization of a complex mþ nð Þ by n triangular-pentagonal
matrix C,

C ¼ A
B

� �
where A is an upper triangular n by n matrix and B is an m by n pentagonal matrix consisting of an
m� lð Þ by n rectangular matrix B1 on top of an l by n upper trapezoidal matrix B2:

B ¼ B1
B2

� �
:

The upper trapezoidal matrix B2 consists of the first l rows of an n by n upper triangular matrix, where
0 � l � min m;nð Þ. If l ¼ 0, B is m by n rectangular; if l ¼ n and m ¼ n, B is upper triangular.

A recursive, explicitly blocked, QR factorization (see nag_zgeqrt (f08apc)) is performed on the matrix
C. The upper triangular matrix R, details of the unitary matrix Q, and further details (the block reflector
factors) of Q are returned.

Typically the matrix A or B2 contains the matrix R from the QR factorization of a subproblem and
nag_ztpqrt (f08bpc) performs the QR update operation from the inclusion of matrix B1.

For example, consider the QR factorization of an l by n matrix B̂ with l < n: B̂ ¼ Q̂R̂,
R̂ ¼ R̂1 R̂2

� �
, where R̂1 is l by l upper triangular and R̂2 is n� lð Þ by n rectangular (this can be

performed by nag_zgeqrt (f08apc)). Given an initial least-squares problem B̂X̂ ¼ Ŷ where X and Y are
l by nrhs matrices, we have R̂X̂ ¼ Q̂HŶ .

Now, adding an additional m� l rows to the original system gives the augmented least squares problem

BX ¼ Y

where B is an m by n matrix formed by adding m� l rows on top of R̂ and Y is an m by nrhs matrix
formed by adding m� l rows on top of Q̂HŶ .

nag_ztpqrt (f08bpc) can then be used to perform the QR factorization of the pentagonal matrix B; the n
by n matrix A will be zero on input and contain R on output.

In the case where B̂ is r by n, r 	 n, R̂ is n by n upper triangular (forming A) on top of r� n rows of
zeros (forming first r� n rows of B). Augmentation is then performed by adding rows to the bottom of
B with l ¼ 0.
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4 References
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix B.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix B and the order of the upper triangular matrix
A.

Constraint: n 	 0.

4: l – Integer Input

On entry: l, the number of rows of the trapezoidal part of B (i.e., B2).

Constraint: 0 � l � min m; nð Þ.

5: nb – Integer Input

On entry: the explicitly chosen block-size to be used in the algorithm for computing the QR
factorization. See Section 9 for details.

Constraints:

nb 	 1;
if n > 0, nb � n.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix A.

On exit: the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n pentagonal matrix B composed of an m� lð Þ by n rectangular matrix B1

above an l by n upper trapezoidal matrix B2.

On exit: details of the unitary matrix Q.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

10: t½dim� – Complex Output

Note: the dimension, dim, of the array t must be at least

max 1;pdt� nð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On exit: further details of the unitary matrix Q. The number of blocks is b ¼ k
nb

� �
, where

k ¼ min m;nð Þ and each block is of order nb except for the last block, which is of order
k� b� 1ð Þ � nb. For each of the blocks, an upper triangular block reflector factor is computed:
T1;T2; . . . ;Tb. These are stored in the nb by n matrix T as T ¼ T1jT2j . . . jTb½ �.

11: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 n.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, nb ¼ valueh i and n ¼ valueh i.
Constraint: nb 	 1 and
if n > 0, nb � n.

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 n.

On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

NE_INT_3

On entry, l ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � l � min m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.
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8 Parallelism and Performance

nag_ztpqrt (f08bpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

The block size, nb, used by nag_ztpqrt (f08bpc) is supplied explicitly through the interface. For
moderate and large sizes of matrix, the block size can have a marked effect on the efficiency of the
algorithm with the optimal value being dependent on problem size and platform. A value of
nb ¼ 64 min m;nð Þ is likely to achieve good efficiency and it is unlikely that an optimal value would
exceed 340.

To apply Q to an arbitrary complex rectangular matrix C, nag_ztpqrt (f08bpc) may be followed by a
call to nag_ztpmqrt (f08bqc). For example,

nag_ztpmqrt(Nag_ColMajor,Nag_LeftSide,Nag_Trans,m,p,n,l,nb,b,pdb,
t,pdt,c,pdc,&c(n+1,1),ldc,&fail)

forms C ¼ QHC, where C is mþ nð Þ by p.
To form the unitary matrix Q explicitly set p ¼ mþ n, initialize C to the identity matrix and make a
call to nag_ztpmqrt (f08bqc) as above.

10 Example

This example finds the basic solutions for the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA and

B ¼

�2:09þ 1:93i 3:26� 2:70i
3:34� 3:53i �6:22þ 1:16i
�4:94� 2:04i 7:94� 3:13i
0:17þ 4:23i 1:04� 4:26i
�5:19þ 3:63i �2:31� 2:12i
0:98þ 2:53i �1:39� 4:05i

0BBBBB@

1CCCCCA:

A QR factorization is performed on the first 4 rows of A using nag_zgeqrt (f08apc) after which the first
4 rows of B are updated by applying QT using nag_zgemqrt (f08aqc). The remaining row is added by
performing a QR update using nag_ztpqrt (f08bpc); B is updated by applying the new QT using
nag_ztpmqrt (f08bqc); the solution is finally obtained by triangular solve using R from the updated QR.
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10.1 Program Text

/* nag_ztpqrt (f08bpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer exit_status = 0;
Integer pda, pdb, pdt;
Integer i, j, m, n, nb, nrhs;
/* Arrays */
Complex *a = 0, *b = 0, *c = 0, *t = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I,J) a[(J-1)*pda + I-1]
#define B(I,J) b[(J-1)*pdb + I-1]
#define C(I,J) c[(J-1)*pdb + I-1]

order = Nag_ColMajor;
#else
#define A(I,J) a[(I-1)*pda + J-1]
#define B(I,J) b[(I-1)*pdb + J-1]
#define C(I,J) c[(I-1)*pdb + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztpqrt (f08bpc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

nb = MIN(m, n);
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(c = NAG_ALLOC(m * nrhs, Complex)) ||
!(t = NAG_ALLOC(nb * MIN(m, n), Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
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pdb = m;
pdt = nb;

#else
pda = n;
pdb = nrhs;
pdt = MIN(m, n);

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

C(i, j) = B(i, j);

/* nag_zgeqrt (f08apc).
* Compute the QR factorization of first n rows of A by recursive algorithm.
*/

nag_zgeqrt(order, n, n, nb, a, pda, t, pdt, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqrt (f08apc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgemqrt (f08aqc).
* Compute C = (C1) = (Q^H)*B, storing the result in C
* (C2)
* by applying Q^H from left.
*/

nag_zgemqrt(order, Nag_LeftSide, Nag_ConjTrans, n, nrhs, n, nb, a, pda, t,
pdt, c, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgemqrt (f08aqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

for (i = 1; i <= n; ++i)
for (j = 1; j <= nrhs; ++j)

B(i, j) = C(i, j);

/* nag_ztrtrs (f07tsc).
* Compute least squares solutions for first n rows
* by back-substitution in R*X = C1.
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs, a, pda,
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c, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions using first n rows.
*/

nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,
nrhs, c, pdb, Nag_BracketForm, "%7.4f",
"Solution(s) for n rows", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_ztpqrt (f08bpc).
* Now add the remaining rows and perform QR update.
*/

nag_ztpqrt(order, m - n, n, 0, nb, a, pda, &A(n + 1, 1), pda, t, pdt,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztpqrt (f08bpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_ztpmqrt (f08bqc).
* Apply orthogonal transformations to C.
*/

nag_ztpmqrt(order, Nag_LeftSide, Nag_ConjTrans, m - n, nrhs, n, 0, nb,
&A(n + 1, 1), pda, t, pdt, b, pdb, &B(5, 1), pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztpmqrt (f08bqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_ztrtrs (f07tsc).
* Compute least squares solutions for first n rows
* by back-substitution in R*X = C1.
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions.
*/

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Least squares solution(s) for all rows",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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printf("\n Square root(s) of the residual sum(s) of squares\n");
for (j = 1; j <= nrhs; j++) {

/* nag_zge_norm (f16uac).
* Compute and print estimate of the square root of the residual
* sum of squares.
*/

nag_zge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, j), pdb,
&rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("\nError from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %11.2e ", rnorm);

}
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(t);

return exit_status;
}

10.2 Program Data

nag_ztpqrt (f08bpc) Example Program Data

6 4 2 : m, n and nrhs

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) : matrix A

(-2.09, 1.93) ( 3.26,-2.70)
( 3.34,-3.53) (-6.22, 1.16)
(-4.94,-2.04) ( 7.94,-3.13)
( 0.17, 4.23) ( 1.04,-4.26)
(-5.19, 3.63) (-2.31,-2.12)
( 0.98, 2.53) (-1.39,-4.05) : matrix B

10.3 Program Results

nag_ztpqrt (f08bpc) Example Program Results

Solution(s) for n rows
1 2

1 (-0.5091,-1.2428) ( 0.7569, 1.4384)
2 (-2.3789, 2.8651) ( 5.1727,-3.6193)
3 ( 1.4634,-2.2064) (-2.6613, 2.1339)
4 ( 0.4701, 2.6964) (-2.6933, 0.2724)

Least squares solution(s) for all rows
1 2

1 (-0.5044,-1.2179) ( 0.7629, 1.4529)
2 (-2.4281, 2.8574) ( 5.1570,-3.6089)
3 ( 1.4872,-2.1955) (-2.6518, 2.1203)
4 ( 0.4537, 2.6904) (-2.7606, 0.3318)

Square root(s) of the residual sum(s) of squares
6.88e-02 1.87e-01
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NAG Library Function Document

nag_ztpmqrt (f08bqc)

1 Purpose

nag_ztpmqrt (f08bqc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q from a
QR factorization computed by nag_ztpqrt (f08bpc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztpmqrt (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Integer l,
Integer nb, const Complex v[], Integer pdv, const Complex t[],
Integer pdt, Complex c1[], Integer pdc1, Complex c2[], Integer pdc2,
NagError *fail)

3 Description

nag_ztpmqrt (f08bqc) is intended to be used after a call to nag_ztpqrt (f08bpc) which performs a QR
factorization of a triangular-pentagonal matrix containing an upper triangular matrix A over a
pentagonal matrix B. The unitary matrix Q is represented as a product of elementary reflectors.

This function may be used to form the matrix products

QC;QHC;CQ or CQH;

where the complex rectangular mc by nc matrix C is split into component matrices C1 and C2.

If Q is being applied from the left (QC or QHC) then

C ¼ C1
C2

� �
where C1 is k by nc, C2 is mv by nc, mc ¼ kþmv is fixed and mv is the number of rows of the matrix
V containing the elementary reflectors (i.e., m as passed to nag_ztpqrt (f08bpc)); the number of
columns of V is nv (i.e., n as passed to nag_ztpqrt (f08bpc)).

If Q is being applied from the right (CQ or CQH) then

C ¼ C1 C2

� �
where C1 is mc by k, and C2 is mc by mv and nc ¼ kþmv is fixed.

The matrices C1 and C2 are overwriten by the result of the matrix product.

A common application of this routine is in updating the solution of a linear least squares problem as
illustrated in Section 10 in nag_ztpqrt (f08bpc).

4 References

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.

side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: the number of rows of the matrix C2, that is,

if side ¼ Nag LeftSide
then mv, the number of rows of the matrix V ;

if side ¼ Nag RightSide
then mc, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: the number of columns of the matrix C2, that is,

if side ¼ Nag LeftSide
then nc, the number of columns of the matrix C;

if side ¼ Nag RightSide
then nv, the number of columns of the matrix V .

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: k 	 0.
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7: l – Integer Input

On entry: l, the number of rows of the upper trapezoidal part of the pentagonal composite matrix
V , passed (as b) in a previous call to nag_ztpqrt (f08bpc). This must be the same value used in
the previous call to nag_ztpqrt (f08bpc) (see l in nag_ztpqrt (f08bpc)).

Constraint: 0 � l � k.

8: nb – Integer Input

On entry: nb, the blocking factor used in a previous call to nag_ztpqrt (f08bpc) to compute the
QR factorization of a triangular-pentagonal matrix containing composite matrices A and B.

Constraints:

nb 	 1;
if k > 0, nb � k.

9: v½dim� – const Complex Input

Note: the dimension, dim, of the array v must be at least

max 1;pdv� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdvð Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: the mv by nv matrix V ; this should remain unchanged from the array b returned by a
previous call to nag_ztpqrt (f08bpc).

10: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pdv 	 max 1; kð Þ.

11: t½dim� – const Complex Input

Note: the dimension, dim, of the array t must be at least

max 1;pdt� kð Þ when order ¼ Nag ColMajor;
max 1;nb� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: this must remain unchanged from a previous call to nag_ztpqrt (f08bpc) (see t in
nag_ztpqrt (f08bpc)).

12: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.
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Constraints:

if order ¼ Nag ColMajor, pdt 	 nb;
if order ¼ Nag RowMajor, pdt 	 max 1; kð Þ.

13: c1½dim� – Complex Input/Output

Note: the dimension, dim, of the array c1 must be at least

max 1;pdc1� nð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdc1ð Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pdc1� kð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;m� pdc1ð Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

On entry: C1, the first part of the composite matrix C:

if side ¼ Nag LeftSide
then c1 contains the first k rows of C;

if side ¼ Nag RightSide
then c1 contains the first k columns of C.

On exit: c1 is overwritten by the corresponding block of QC or QHC or CQ or CQH.

14: pdc1 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c1.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pdc1 	 max 1;kð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1;mð Þ.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pdc1 	 max 1;nð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1; kð Þ..

15: c2½dim� – Complex Input/Output

Note: the dimension, dim, of the array c2 must be at least

max 1;pdc2� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdc2ð Þ when order ¼ Nag RowMajor.

On entry: C2, the second part of the composite matrix C.

if side ¼ Nag LeftSide
then c2 contains the remaining mv rows of C;

if side ¼ Nag RightSide
then c2 contains the remaining mv columns of C;

On exit: c2 is overwritten by the corresponding block of QC or QHC or CQ or CQH.

16: pdc2 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c2.

Constraints:

if order ¼ Nag ColMajor, pdc2 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc2 	 max 1;nð Þ.
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17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, k ¼ valueh i, m ¼ valueh i and pdc1 ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdc1 	 max 1;kð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1;mð Þ.
On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pdv ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdv 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdv 	 max 1;nð Þ.
On entry, side ¼ valueh i, pdc1 ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pdc1 	 max 1;nð Þ;
if side ¼ Nag RightSide, pdc1 	 max 1; kð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, l ¼ valueh i and k ¼ valueh i.
Constraint: 0 � l � k.

On entry, m ¼ valueh i and pdc2 ¼ valueh i.
Constraint: pdc2 	 max 1;mð Þ.
On entry, nb ¼ valueh i and k ¼ valueh i.
Constraint: nb 	 1 and
if k > 0, nb � k.

On entry, pdc2 ¼ valueh i and n ¼ valueh i.
Constraint: pdc2 	 max 1; nð Þ.
On entry, pdt ¼ valueh i and k ¼ valueh i.
Constraint: pdt 	 max 1;kð Þ.
On entry, pdt ¼ valueh i and nb ¼ valueh i.
Constraint: pdt 	 nb.

On entry, pdv ¼ valueh i and k ¼ valueh i.
Constraint: pdv 	 max 1;kð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_ztpmqrt (f08bqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The real analogue of this function is nag_dtpmqrt (f08bcc).

10 Example

See Section 10 in nag_ztpqrt (f08bpc).
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NAG Library Function Document

nag_zgeqpf (f08bsc)

1 Purpose

nag_zgeqpf (f08bsc) computes the QR factorization, with column pivoting, of a complex m by n
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeqpf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Integer jpvt[], Complex tau[], NagError *fail)

3 Description

nag_zgeqpf (f08bsc) forms the QR factorization, with column pivoting, of an arbitrary rectangular
complex m by n matrix.

If m 	 n, the factorization is given by:

AP ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix (with real diagonal elements), Q is an m by m unitary
matrix and P is an n by n permutation matrix. It is sometimes more convenient to write the
factorization as

AP ¼ Q1 Q2

� � R
0

� �
;

which reduces to

AP ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

AP ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned in the first k columns of the array a represents a
QR factorization of the first k columns of the permuted matrix AP .

The function allows specified columns of A to be moved to the leading columns of AP at the start of
the factorization and fixed there. The remaining columns are free to be interchanged so that at the ith
stage the pivot column is chosen to be the column which maximizes the 2-norm of elements i to m over
columns i to n.
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4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the unitary
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the unitary matrix Q and
the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

The diagonal elements of R are real.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: jpvt½dim� – Integer Input/Output

Note: the dimension, dim, of the array jpvt must be at least max 1; nð Þ.
On entry: if jpvt½i� 1� 6¼ 0, then the i th column of A is moved to the beginning of AP before
the decomposition is computed and is fixed in place during the computation. Otherwise, the i th
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column of A is a free column (i.e., one which may be interchanged during the computation with
any other free column).

On exit: details of the permutation matrix P . More precisely, if jpvt½i� 1� ¼ k, then the kth
column of A is moved to become the i th column of AP ; in other words, the columns of AP are
the columns of A in the order jpvt½0�; jpvt½1�; . . . ; jpvt½n� 1�.

7: tau½min m; nð Þ� – Complex Output

On exit: further details of the unitary matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zgeqpf (f08bsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

2 3m� nð Þ if m 	 n or
8
3m

2 3n�mð Þ if m < n.

To form the unitary matrix Q nag_zgeqpf (f08bsc) may be followed by a call to nag_zungqr (f08atc):

nag_zungqr(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_zgeqpf (f08bsc).

When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_zungqr(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary complex rectangular matrix C, nag_zgeqpf (f08bsc) may be followed by a
call to nag_zunmqr (f08auc). For example,

nag_zunmqr(order,Nag_LeftSide,Nag_ConjTrans,m,p,MIN(m,n),&a,pda,
tau,&c,pdc,&fail)

forms C ¼ QHC, where C is m by p.

To compute a QR factorization without column pivoting, use nag_zgeqrf (f08asc).

The real analogue of this function is nag_dgeqpf (f08bec).

10 Example

This example solves the linear least squares problems

minimize Axi � bik k2; i ¼ 1; 2

where b1 and b2 are the columns of the matrix B,

A ¼

0:47� 0:34i �0:40þ 0:54i 0:60þ 0:01i 0:80� 1:02i
�0:32� 0:23i �0:05þ 0:20i �0:26� 0:44i �0:43þ 0:17i
0:35� 0:60i �0:52� 0:34i 0:87� 0:11i �0:34� 0:09i
0:89þ 0:71i �0:45� 0:45i �0:02� 0:57i 1:14� 0:78i
�0:19þ 0:06i 0:11� 0:85i 1:44þ 0:80i 0:07þ 1:14i

0BBB@
1CCCA

and
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B ¼

�0:85� 1:63i 2:49þ 4:01i
�2:16þ 3:52i �0:14þ 7:98i
4:57� 5:71i 8:36� 0:28i
6:38� 7:40i �3:55þ 1:29i
8:41þ 9:39i �6:72þ 5:03i

0BBB@
1CCCA:

Here A is approximately rank-deficient, and hence it is preferable to use nag_zgeqpf (f08bsc) rather
than nag_zgeqrf (f08asc).

10.1 Program Text

/* nag_zgeqpf (f08bsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double tol;
Integer i, j, jpvt_len, k, m, n, nrhs;
Integer pda, pdb, pdx, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0, *x = 0;
Integer *jpvt = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]
#define X(I, J) x[(J - 1) * pdx + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]
#define X(I, J) x[(I - 1) * pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeqpf (f08bsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &nrhs);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = m;
pdx = m;

#else
pda = n;
pdb = nrhs;
pdx = nrhs;

#endif

tau_len = MIN(m, n);
jpvt_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(x = NAG_ALLOC(m * nrhs, Complex)) ||
!(jpvt = NAG_ALLOC(jpvt_len, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i) {
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Initialize JPVT to be zero so that all columns are free */
/* nag_iload (f16dbc).
* Broadcast scalar into integer vector
*/

nag_iload(n, 0, jpvt, 1, &fail);
/* Compute the QR factorization of A */
/* nag_zgeqpf (f08bsc).
* QR factorization of complex general rectangular matrix
* with column pivoting
*/

nag_zgeqpf(order, m, n, a, pda, jpvt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqpf (f08bsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Choose TOL to reflect the relative accuracy of the input data */
tol = 0.01;

/* Determine which columns of R to use */
for (k = 1; k <= n; ++k) {

/* nag_complex_abs (a02dbc).
* Modulus of a complex number
*/

if (nag_complex_abs(A(k, k)) <= tol * nag_complex_abs(A(1, 1)))
break;

}
--k;

/* Compute C = (Q^H)*B, storing the result in B */

/* nag_zunmqr (f08auc).
* Apply unitary transformation determined by nag_zgeqrf
* (f08asc) or nag_zgeqpf (f08bsc)
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, m, nrhs, n, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute least squares solution by back-substitution in R*B = C */

/* nag_ztrtrs (f07tsc).
* Solution of complex triangular system of linear
* equations, multiple right-hand sides
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, k, nrhs,
a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = k + 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
B(i, j).re = 0.0;
B(i, j).im = 0.0;

}
}

/* Unscramble the least squares solution stored in B */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j) {
X(jpvt[i - 1], j).re = B(i, j).re;
X(jpvt[i - 1], j).im = B(i, j).im;

}
}

/* Print least squares solution */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, x, pdx, Nag_BracketForm, "%7.4f",
"Least squares solution",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;
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}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(x);
NAG_FREE(jpvt);
return exit_status;

}

10.2 Program Data

nag_zgeqpf (f08bsc) Example Program Data
5 4 2 :Values of M, N and NRHS

( 0.47,-0.34) (-0.40, 0.54) ( 0.60, 0.01) ( 0.80,-1.02)
(-0.32,-0.23) (-0.05, 0.20) (-0.26,-0.44) (-0.43, 0.17)
( 0.35,-0.60) (-0.52,-0.34) ( 0.87,-0.11) (-0.34,-0.09)
( 0.89, 0.71) (-0.45,-0.45) (-0.02,-0.57) ( 1.14,-0.78)
(-0.19, 0.06) ( 0.11,-0.85) ( 1.44, 0.80) ( 0.07, 1.14) :End of matrix A
(-0.85,-1.63) ( 2.49, 4.01)
(-2.16, 3.52) (-0.14, 7.98)
( 4.57,-5.71) ( 8.36,-0.28)
( 6.38,-7.40) (-3.55, 1.29)
( 8.41, 9.39) (-6.72, 5.03) :End of matrix B

10.3 Program Results

nag_zgeqpf (f08bsc) Example Program Results

Least squares solution
1 2

1 ( 0.0000, 0.0000) ( 0.0000, 0.0000)
2 ( 2.6925, 8.0446) (-2.0563,-2.9759)
3 ( 2.7602, 2.5455) ( 1.0588, 1.4635)
4 ( 2.7383, 0.5123) (-1.4150, 0.2982)
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NAG Library Function Document

nag_zgeqp3 (f08btc)

1 Purpose

nag_zgeqp3 (f08btc) computes the QR factorization, with column pivoting, of a complex m by n
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeqp3 (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Integer jpvt[], Complex tau[], NagError *fail)

3 Description

nag_zgeqp3 (f08btc) forms the QR factorization, with column pivoting, of an arbitrary rectangular
complex m by n matrix.

If m 	 n, the factorization is given by:

AP ¼ Q R
0

� �
;

where R is an n by n upper triangular matrix (with real diagonal elements), Q is an m by m unitary
matrix and P is an n by n permutation matrix. It is sometimes more convenient to write the
factorization as

AP ¼ Q1 Q2

� � R
0

� �
;

which reduces to

AP ¼ Q1R;

where Q1 consists of the first n columns of Q, and Q2 the remaining m� n columns.

If m < n, R is trapezoidal, and the factorization can be written

AP ¼ Q R1 R2

� �
;

where R1 is upper triangular and R2 is rectangular.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

Note also that for any k < n, the information returned in the first k columns of the array a represents a
QR factorization of the first k columns of the permuted matrix AP .

The function allows specified columns of A to be moved to the leading columns of AP at the start of
the factorization and fixed there. The remaining columns are free to be interchanged so that at the ith
stage the pivot column is chosen to be the column which maximizes the 2-norm of elements i to m over
columns i to n.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the elements below the diagonal are overwritten by details of the unitary
matrix Q and the upper triangle is overwritten by the corresponding elements of the n by n upper
triangular matrix R.

If m < n, the strictly lower triangular part is overwritten by details of the unitary matrix Q and
the remaining elements are overwritten by the corresponding elements of the m by n upper
trapezoidal matrix R.

The diagonal elements of R are real.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.
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6: jpvt½dim� – Integer Input/Output

Note: the dimension, dim, of the array jpvt must be at least max 1; nð Þ.
On entry: if jpvt½j� 1� 6¼ 0, then the j th column of A is moved to the beginning of AP before
the decomposition is computed and is fixed in place during the computation. Otherwise, the j th
column of A is a free column (i.e., one which may be interchanged during the computation with
any other free column).

On exit: details of the permutation matrix P . More precisely, if jpvt½j� 1� ¼ k, then the kth
column of A is moved to become the j th column of AP ; in other words, the columns of AP are
the columns of A in the order jpvt½0�; jpvt½1�; . . . ; jpvt½n� 1�.

7: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: further details of the unitary matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zgeqp3 (f08btc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgeqp3 (f08btc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

2 3m� nð Þ if m 	 n or
8
3m

2 3n�mð Þ if m < n.

To form the unitary matrix Q nag_zgeqp3 (f08btc) may be followed by a call to nag_zungqr (f08atc):

nag_zungqr(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_zgeqp3 (f08btc).

When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_zungqr(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary complex rectangular matrix C, nag_zgeqp3 (f08btc) may be followed by a
call to nag_zunmqr (f08auc). For example,

nag_zunmqr(order,Nag_LeftSide,Nag_ConjTrans,m,p,MIN(m,n),&a,pda,
tau,&c,pdc,&fail)

forms C ¼ QHC, where C is m by p.

To compute a QR factorization without column pivoting, use nag_zgeqrf (f08asc).

The real analogue of this function is nag_dgeqp3 (f08bfc).

10 Example

This example solves the linear least squares problems

min
x

bj �Axj
�� ��

2
; j ¼ 1; 2

for the basic solutions x1 and x2, where
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A ¼

0:47� 0:34i �0:40þ 0:54i 0:60þ 0:01i 0:80� 1:02i
�0:32� 0:23i �0:05þ 0:20i �0:26� 0:44i �0:43þ 0:17i
0:35� 0:60i �0:52� 0:34i 0:87� 0:11i �0:34� 0:09i
0:89þ 0:71i �0:45� 0:45i �0:02� 0:57i 1:14� 0:78i
�0:19þ 0:06i 0:11� 0:85i 1:44þ 0:80i 0:07þ 1:14i

0BBB@
1CCCA

and

B ¼

�1:08� 2:59i 2:22þ 2:35i
�2:61� 1:49i 1:62� 1:48i
3:13� 3:61i 1:65þ 3:43i
7:33� 8:01i �0:98þ 3:08i
9:12þ 7:63i �2:84þ 2:78i

0BBB@
1CCCA:

and bj is the jth column of the matrix B. The solution is obtained by first obtaining a QR factorization
with column pivoting of the matrix A. A tolerance of 0:01 is used to estimate the rank of A from the
upper triangular factor, R.

10.1 Program Text

/* nag_zgeqp3 (f08btc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex one = { 1.0, 0.0 };
Complex zero = { 0.0, 0.0 };
double tol;
Integer i, j, k, m, n, nrhs, pda, pdb, pdw;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0, *work = 0;
double *rnorm = 0;
Integer *jpvt = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeqp3 (f08btc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;
pdw = m;

#else
pda = n;
pdb = nrhs;
pdw = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(tau = NAG_ALLOC(n, Complex)) ||
!(work = NAG_ALLOC(n, Complex)) ||
!(rnorm = NAG_ALLOC(nrhs, double)) || !(jpvt = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_iload (f16dbc).
* Initialize jpvt to be zero so that all columns are free.
*/

nag_iload(n, 0, jpvt, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_iload (f16dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* nag_zgeqp3 (f08btc).
* Compute the QR factorization of A.
*/

nag_zgeqp3(order, m, n, a, pda, jpvt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqp3 (f08btc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zunmqr (f08auc).
* Compute C = (C1) = (Q^H)*B, storing the result in B.
* (C2)
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, m, nrhs, n, a, pda, tau,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose tol to reflect the relative accuracy of the input data */
tol = 0.01;

/* nag_complex_abs (a02dbc).
* Determine and print the rank, k, of R relative to tol.
*/

for (k = 1; k <= n; ++k)
if (nag_complex_abs(A(k, k)) <= tol * nag_complex_abs(A(1, 1)))

break;
--k;

printf("Tolerance used to estimate the rank of A\n");
printf("%11.2e\n", tol);
printf("Estimated rank of A\n");
printf("%8" NAG_IFMT "\n\n", k);

/* nag_ztrsm (f16zjc).
* Compute least squares solutions by back-substitution in
* R(1:k,1:k)*Y = C1, storing the result in B.
*/

nag_ztrsm(order, Nag_LeftSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, k,
nrhs, one, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrsm (f16zjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac).
* Compute estimates of the square roots of the residual sums of
* squares (2-norm of each of the columns of C2).
*/

for (j = 1; j <= nrhs; ++j) {
nag_zge_norm(order, Nag_FrobeniusNorm, m - k, 1, &B(k + 1, j), pdb,

&rnorm[j - 1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_zge_load (f16thc).
* Set the remaining elements of the solutions to zero (to give
* the basic solutions).
*/

nag_zge_load(order, n - k, nrhs, zero, zero, &B(k + 1, 1), pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_load (f16thc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

/* Permute the least squares solutions stored in B to give X = P*Y */
for (j = 1; j <= nrhs; ++j) {

for (i = 1; i <= n; ++i) {
work[jpvt[i - 1] - 1].re = B(i, j).re;
work[jpvt[i - 1] - 1].im = B(i, j).im;

}
/* nag_zge_copy (f16tfc).
* Copy matrix.
*/

nag_zge_copy(order, Nag_NoTrans, n, 1, work, pdw, &B(1, j), pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions.
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Least squares solution(s)",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print the square roots of the residual sums of squares */
printf("\nSquare root(s) of the residual sum(s) of squares\n");

for (j = 0; j < nrhs; ++j)
printf("%11.2e%s", rnorm[j], (j + 1) % 7 == 0 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(work);
NAG_FREE(rnorm);
NAG_FREE(jpvt);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zgeqp3 (f08btc) Example Program Data

5 4 2 :Values of m, n and nrhs

( 0.47,-0.34) (-0.40, 0.54) ( 0.60, 0.01) ( 0.80,-1.02)
(-0.32,-0.23) (-0.05, 0.20) (-0.26,-0.44) (-0.43, 0.17)
( 0.35,-0.60) (-0.52,-0.34) ( 0.87,-0.11) (-0.34,-0.09)
( 0.89, 0.71) (-0.45,-0.45) (-0.02,-0.57) ( 1.14,-0.78)
(-0.19, 0.06) ( 0.11,-0.85) ( 1.44, 0.80) ( 0.07, 1.14) :End of matrix A

f08btc NAG Library Manual

f08btc.8 Mark 26



(-1.08,-2.59) ( 2.22, 2.35)
(-2.61,-1.49) ( 1.62,-1.48)
( 3.13,-3.61) ( 1.65, 3.43)
( 7.33,-8.01) (-0.98, 3.08)
( 9.12, 7.63) (-2.84, 2.78) :End of matrix B

10.3 Program Results

nag_zgeqp3 (f08btc) Example Program Results

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
3

Least squares solution(s)
1 2

1 ( 0.0000, 0.0000) ( 0.0000, 0.0000)
2 ( 2.7020, 8.0911) (-2.2682,-2.9884)
3 ( 2.8888, 2.5012) ( 0.9779, 1.3565)
4 ( 2.7100, 0.4791) (-1.3734, 0.2212)

Square root(s) of the residual sum(s) of squares
2.51e-01 8.10e-02
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NAG Library Function Document

nag_ztzrzf (f08bvc)

1 Purpose

nag_ztzrzf (f08bvc) reduces the m by n (m � n) complex upper trapezoidal matrix A to upper
triangular form by means of unitary transformations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztzrzf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Complex tau[], NagError *fail)

3 Description

The m by n (m � n) complex upper trapezoidal matrix A given by

A ¼ R1 R2

� �
;

where R1 is an m by m upper triangular matrix and R2 is an m by n�mð Þ matrix, is factorized as

A ¼ R 0
� �

Z;

where R is also an m by m upper triangular matrix and Z is an n by n unitary matrix.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.
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4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the leading m by n upper trapezoidal part of the array a must contain the matrix to be
factorized.

On exit: the leading m by m upper triangular part of a contains the upper triangular matrix R,
and elements mþ 1 to n of the first m rows of a, with the array tau, represent the unitary matrix
Z as a product of m elementary reflectors (see Section 3.3.6 in the f08 Chapter Introduction).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1;mð Þ.
On exit: the scalar factors of the elementary reflectors.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
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On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ E, where
Ek k2 ¼ O � Ak k2

and � is the machine precision.

8 Parallelism and Performance

nag_ztzrzf (f08bvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 16m2 n�mð Þ.
The real analogue of this function is nag_dtzrzf (f08bhc).

10 Example

This example solves the linear least squares problems

min
x

bj �Axj
�� ��

2
; j ¼ 1; 2

for the minimum norm solutions x1 and x2, where bj is the jth column of the matrix B,

A ¼

0:47� 0:34i �0:40þ 0:54i 0:60þ 0:01i 0:80� 1:02i
�0:32� 0:23i �0:05þ 0:20i �0:26� 0:44i �0:43þ 0:17i
0:35� 0:60i �0:52� 0:34i 0:87� 0:11i �0:34� 0:09i
0:89þ 0:71i �0:45� 0:45i �0:02� 0:57i 1:14� 0:78i
�0:19þ 0:06i 0:11� 0:85i 1:44þ 0:80i 0:07þ 1:14i

0BBB@
1CCCA

and

B ¼

�1:08� 2:59i 2:22þ 2:35i
�2:61� 1:49i 1:62� 1:48i
3:13� 3:61i 1:65þ 3:43i
7:33� 8:01i �0:98þ 3:08i
9:12þ 7:63i �2:84þ 2:78i

0BBB@
1CCCA:
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The solution is obtained by first obtaining a QR factorization with column pivoting of the matrix A,
and then the RZ factorization of the leading k by k part of R is computed, where k is the estimated
rank of A. A tolerance of 0:01 is used to estimate the rank of A from the upper triangular factor, R.

10.1 Program Text

/* nag_ztzrzf (f08bvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex one = { 1.0, 0.0 };
Complex zero = { 0.0, 0.0 };
double tol;
Integer i, j, k, m, n, nrhs, pda, pdb, pdw;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0, *work = 0;
double *rnorm = 0;
Integer *jpvt = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztzrzf (f08bvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;
pdw = m;
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#else
pda = n;
pdb = nrhs;
pdw = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(tau = NAG_ALLOC(n, Complex)) ||
!(work = NAG_ALLOC(n, Complex)) ||
!(rnorm = NAG_ALLOC(nrhs, double)) || !(jpvt = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_iload (f16dbc).
* Initialize jpvt to be zero so that all columns are free.
*/

nag_iload(n, 0, jpvt, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_iload (f16dbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgeqp3 (f08btc).
* Compute the QR factorization of A with column pivoting as
* A = Q*(R11 R12)*(P^T)
* ( 0 R22)
*/

nag_zgeqp3(order, m, n, a, pda, jpvt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqp3 (f08btc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zunmqr (f08auc).
* Compute C = (C1) = (Q^H)*B, storing the result in b.
* (C2)
*/
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nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, m, nrhs, n, a, pda, tau,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Choose tol to reflect the relative accuracy of the input data */
tol = 0.01;

/* nag_complex_abs (a02dbc).
* Determine and print the rank, k, of R relative to tol.
*/

for (k = 1; k <= n; ++k)
if (nag_complex_abs(A(k, k)) <= tol * nag_complex_abs(A(1, 1)))

break;
--k;

printf("Tolerance used to estimate the rank of A\n");
printf("%11.2e\n", tol);
printf("Estimated rank of A\n");
printf("%6" NAG_IFMT "\n\n", k);

/* nag_ztzrzf (f08bvc).
* Compute the RZ factorization of the k by k part of R as
* (R1 R2) = (T 0)*Z.
*/

nag_ztzrzf(order, k, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztzrzf (f08bvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_ztrsm (f16zjc).
* Compute least squares solutions of triangular problems by
* back substitution in T*Y1 = C1, storing the result in b.
*/

nag_ztrsm(order, Nag_LeftSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, k,
nrhs, one, a, pda, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrsm (f16zjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac).
* Compute estimates of the square roots of the residual sums of
* squares (2-norm of each of the columns of C2).
*/

for (j = 1; j <= nrhs; ++j) {
nag_zge_norm(order, Nag_FrobeniusNorm, m - k, 1, &B(k + 1, j), pdb,

&rnorm[j - 1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_zge_load (f16thc).
* Set the remaining elements of the solutions to zero (to give
* the minimum-norm solutions), Y2 = 0.
*/

nag_zge_load(order, n - k, nrhs, zero, zero, &B(k + 1, 1), pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_load (f16thc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* nag_zurmrz (f08bxc).
* Form W = (Z^H)*Y.
*/

nag_zunmrz(order, Nag_LeftSide, Nag_ConjTrans, n, nrhs, k, n - k, a, pda,
tau, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zurmrz (f08bxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Permute the least squares solutions stored in B to give X = P*W */
for (j = 1; j <= nrhs; ++j) {

for (i = 1; i <= n; ++i) {
work[jpvt[i - 1] - 1].re = B(i, j).re;
work[jpvt[i - 1] - 1].im = B(i, j).im;

}
/* nag_zge_copy (f16tfc).
* Copy matrix.
*/

nag_zge_copy(order, Nag_NoTrans, n, 1, work, pdw, &B(1, j), pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions.
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, b, pdb, Nag_BracketForm, "%7.4f",
"Least squares solution(s)",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print the square roots of the residual sums of squares */
printf("\nSquare root(s) of the residual sum(s) of squares\n");

for (j = 0; j < nrhs; ++j)
printf("%11.2e%s", rnorm[j], j % 7 == 6 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(work);
NAG_FREE(rnorm);
NAG_FREE(jpvt);

return exit_status;
}

#undef A
#undef B
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10.2 Program Data

nag_ztzrzf (f08bvc) Example Program Data

5 4 2 :Values of m, n and nrhs

( 0.47,-0.34) (-0.40, 0.54) ( 0.60, 0.01) ( 0.80,-1.02)
(-0.32,-0.23) (-0.05, 0.20) (-0.26,-0.44) (-0.43, 0.17)
( 0.35,-0.60) (-0.52,-0.34) ( 0.87,-0.11) (-0.34,-0.09)
( 0.89, 0.71) (-0.45,-0.45) (-0.02,-0.57) ( 1.14,-0.78)
(-0.19, 0.06) ( 0.11,-0.85) ( 1.44, 0.80) ( 0.07, 1.14) :End of matrix A

(-1.08,-2.59) ( 2.22, 2.35)
(-2.61,-1.49) ( 1.62,-1.48)
( 3.13,-3.61) ( 1.65, 3.43)
( 7.33,-8.01) (-0.98, 3.08)
( 9.12, 7.63) (-2.84, 2.78) :End of matrix B

10.3 Program Results

nag_ztzrzf (f08bvc) Example Program Results

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
3

Least squares solution(s)
1 2

1 ( 1.1669,-3.3224) (-0.5023, 1.8323)
2 ( 1.3486, 5.5027) (-1.4418,-1.6465)
3 ( 4.1764, 2.3435) ( 0.2908, 1.4900)
4 ( 0.6467, 0.0107) (-0.2453, 0.3951)

Square root(s) of the residual sum(s) of squares
2.51e-01 8.10e-02
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NAG Library Function Document

nag_zunmrz (f08bxc)

1 Purpose

nag_zunmrz (f08bxc) multiplies a general complex m by n matrix C by the complex unitary matrix Z
from an RZ factorization computed by nag_ztzrzf (f08bvc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmrz (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Integer l,
const Complex a[], Integer pda, const Complex tau[], Complex c[],
Integer pdc, NagError *fail)

3 Description

nag_zunmrz (f08bxc) is intended to be used following a call to nag_ztzrzf (f08bvc), which performs an
RZ factorization of a real upper trapezoidal matrix A and represents the unitary matrix Z as a product
of elementary reflectors.

This function may be used to form one of the matrix products

ZC; ZHC; CZ; CZH;

overwriting the result on C, which may be any complex rectangular m by n matrix.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Z or ZH is to be applied to C.

side ¼ Nag LeftSide
Z or ZH is applied to C from the left.

side ¼ Nag RightSide
Z or ZH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: trans – Nag_TransType Input

On entry: indicates whether Z or ZH is to be applied to C.

trans ¼ Nag NoTrans
Z is applied to C.

trans ¼ Nag ConjTrans
ZH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Z.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: l – Integer Input

On entry: l, the number of columns of the matrix A containing the meaningful part of the
Householder reflectors.

Constraints:

if side ¼ Nag LeftSide, m 	 l 	 0;
if side ¼ Nag RightSide, n 	 l 	 0.

8: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pda� nð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the ith row of a must contain the vector which defines the elementary reflector Hi, for
i ¼ 1; 2; . . . ; k, as returned by nag_ztzrzf (f08bvc).

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; kð Þ;
if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ..

10: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: tau½i� 1� must contain the scalar factor of the elementary reflector Hi, as returned by
nag_ztzrzf (f08bvc).

11: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by ZC or ZHC or CZ or ZHC as specified by side and trans.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.
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On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and l ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 l 	 0;
if side ¼ Nag RightSide, n 	 l 	 0.

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O � Ck k2
where � is the machine precision.

8 Parallelism and Performance

nag_zunmrz (f08bxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 16nlk if side ¼ Nag LeftSide and 16mlk
if side ¼ Nag RightSide.

The real analogue of this function is nag_dormrz (f08bkc).

10 Example

See Section 10 in nag_ztzrzf (f08bvc).
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NAG Library Function Document

nag_dgeqlf (f08cec)

1 Purpose

nag_dgeqlf (f08cec) computes a QL factorization of a real m by n matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeqlf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, double tau[], NagError *fail)

3 Description

nag_dgeqlf (f08cec) forms the QL factorization of an arbitrary rectangular real m by n matrix.

If m 	 n, the factorization is given by:

A ¼ Q 0
L

� �
;

where L is an n by n lower triangular matrix and Q is an m by m orthogonal matrix. If m < n the
factorization is given by

A ¼ QL;

where L is an m by n lower trapezoidal matrix and Q is again an m by m orthogonal matrix. In the
case where m > n the factorization can be expressed as

A ¼ Q1 Q2

� � 0
L

� �
¼ Q2L;

where Q1 consists of the first m� n columns of Q, and Q2 the remaining n columns.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see Section 3.3.6 in the f08 Chapter Introduction for details). Functions are provided to work with Q in
this representation (see Section 9).

Note also that for any k < n, the information returned in the last k columns of the array a represents a
QL factorization of the last kendgroup columns of the original matrix A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the lower triangle of the subarray A m� nþ 1 : m; 1 : nð Þ contains the n by n
lower triangular matrix L.

If m � n, the elements on and below the n�mð Þth superdiagonal contain the m by n lower
trapezoidal matrix L. The remaining elements, with the array tau, represent the orthogonal matrix
Q as a product of elementary reflectors (see Section 3.3.6 in the f08 Chapter Introduction).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: the scalar factors of the elementary reflectors (see Section 9).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dgeqlf (f08cec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3n

2 3m� nð Þ if m 	 n or 2
3m

2 3n�mð Þ
if m < n.

To form the orthogonal matrix Q nag_dgeqlf (f08cec) may be followed by a call to nag_dorgql (f08cfc):

nag_dorgql(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_dgeqlf (f08cec).
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When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_dorgql(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary real rectangular matrix C, nag_dgeqlf (f08cec) may be followed by a call to
nag_dormql (f08cgc). For example,

nag_dormql(order,Nag_LeftSide,Nag_Trans,m,p,MIN(m,n),&a,pda,tau,
&c,pdc,&fail)

forms C ¼ QTC, where C is m by p.

The complex analogue of this function is nag_zgeqlf (f08csc).

10 Example

This example solves the linear least squares problems

min
x

bj �Axj
�� ��

2
; j ¼ 1; 2

for x1 and x2, where bj is the jth column of the matrix B,

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA and B ¼

�2:67 0:41
�0:55 �3:10
3:34 �4:01
�0:77 2:76
0:48 �6:17
4:10 0:21

0BBBBB@

1CCCCCA:
The solution is obtained by first obtaining a QL factorization of the matrix A.

10.1 Program Text

/* nag_dgeqlf (f08cec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *rnorm = 0, *tau = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]
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order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeqlf (f08cec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(rnorm = NAG_ALLOC(nrhs, double)) || !(tau = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgeqlf (f08cec).
* Compute the QL factorization of A.
*/

nag_dgeqlf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqlf (f08cec).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* nag_dormql (f08cgc).
* Compute C = (C1) = (Q^T)*B, storing the result in B.
* (C2)
*/

nag_dormql(order, Nag_LeftSide, Nag_Trans, m, nrhs, n, a, pda, tau, b, pdb,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormql (f08cgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dtrtrs (f07tec).
* Compute least squares solutions by back-substitution in
* L*X = C2.
*/

nag_dtrtrs(order, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs,
&A(m - n + 1, 1), pda, &B(m - n + 1, 1), pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print least squares solution(s).
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, nrhs,

&B(m - n + 1, 1), pdb, "Least squares solution(s)",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac).
* Compute and print estimates of the square roots of the residual
* sums of squares.
*/

for (j = 1; j <= nrhs; ++j) {
nag_dge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(1, j), pdb,

&rnorm[j - 1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

printf("\nSquare root(s) of the residual sum(s) of squares\n");
for (j = 0; j < nrhs; ++j)

printf("%11.2e%s", rnorm[j], (j + 1) % 7 == 0 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(rnorm);
NAG_FREE(tau);

return exit_status;
}

#undef A
#undef B
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10.2 Program Data

nag_dgeqlf (f08cec) Example Program Data

6 4 2 :Values of m, n and nrhs

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A

-2.67 0.41
-0.55 -3.10
3.34 -4.01

-0.77 2.76
0.48 -6.17
4.10 0.21 :End of matrix B

10.3 Program Results

nag_dgeqlf (f08cec) Example Program Results

Least squares solution(s)
1 2

1 1.5339 -1.5753
2 1.8707 0.5559
3 -1.5241 1.3119
4 0.0392 2.9585

Square root(s) of the residual sum(s) of squares
2.22e-02 1.38e-02
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NAG Library Function Document

nag_dorgql (f08cfc)

1 Purpose

nag_dorgql (f08cfc) generates all or part of the real m by m orthogonal matrix Q from a QL
factorization computed by nag_dgeqlf (f08cec).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorgql (Nag_OrderType order, Integer m, Integer n, Integer k,
double a[], Integer pda, const double tau[], NagError *fail)

3 Description

nag_dorgql (f08cfc) is intended to be used after a call to nag_dgeqlf (f08cec), which performs a QL
factorization of a real matrix A. The orthogonal matrix Q is represented as a product of elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix, or to form only its trailing
columns.

Usually Q is determined from the QL factorization of an m by p matrix A with m 	 p. The whole of Q
may be computed by:

nag_dorgql(order,m,m,p,a,pda,tau,&fail)

(note that the array a must have at least m columns) or its trailing p columns by:

nag_dorgql(order,m,p,p,a,pda,tau,&fail)

The columns of Q returned by the last call form an orthonormal basis for the space spanned by the
columns of A; thus nag_dgeqlf (f08cec) followed by nag_dorgql (f08cfc) can be used to orthogonalize
the columns of A.

The information returned by nag_dgeqlf (f08cec) also yields the QL factorization of the trailing k
columns of A, where k < p. The orthogonal matrix arising from this factorization can be computed by:

nag_dorgql(order,m,m,k,a,pda,tau,&fail)

or its trailing k columns by:

nag_dorgql(order,m,k,k,a,pda,tau,&fail)

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: m 	 n 	 0.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: n 	 k 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgeqlf
(f08cec).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgeqlf (f08cec).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n 	 0.

On entry, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 k 	 0.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dorgql (f08cfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 4mnk� 2 mþ nð Þk2 þ 4
3k

3 ; when n ¼ k,
the number is approximately 2

3n
2 3m� nð Þ .

The complex analogue of this function is nag_zungql (f08ctc).

10 Example

This example generates the first four columns of the matrix Q of the QL factorization of A as returned
by nag_dgeqlf (f08cec), where

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_dorgql (f08cfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda;
Integer exit_status = 0;
/* Arrays */
char *title = 0;
double *a = 0, *tau = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorgql (f08cfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

/* Allocate memory */
if (!(title = NAG_ALLOC(31, char)) ||

!(a = NAG_ALLOC(m * n, double)) || !(tau = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgeqlf (f08cec).
* Compute the QL factorization of A .
*/

nag_dgeqlf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqlf (f08cec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dorgql (f08cfc).
* Form the leading n columns of Q explicitly.
*/

nag_dorgql(order, m, n, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgql (f08cfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Form the heading for x04cac */
#ifdef _WIN32

sprintf_s(title, 31, "The leading %4" NAG_IFMT " columns of Q", n);
#else

sprintf(title, "The leading %4" NAG_IFMT " columns of Q", n);
#endif

/* nag_gen_real_mat_print (x04cac).
* Print the leading n columns of Q.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, a,

pda, title, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}
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END:
NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

#undef A

10.2 Program Data

nag_dorgql (f08cfc) Example Program Data

6 4 :Values of m and n

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A

10.3 Program Results

nag_dorgql (f08cfc) Example Program Results

The leading 4 columns of Q
1 2 3 4

1 -0.0833 0.9100 -0.2202 -0.0809
2 0.2972 -0.1080 -0.2706 0.6922
3 -0.6404 -0.2351 0.2220 0.1132
4 0.4461 -0.1620 -0.3866 -0.0259
5 -0.2938 0.2022 0.0015 0.6890
6 -0.4575 -0.1946 -0.8243 -0.1617
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NAG Library Function Document

nag_dormql (f08cgc)

1 Purpose

nag_dormql (f08cgc) multiplies a general real m by n matrix C by the real orthogonal matrix Q from a
QL factorization computed by nag_dgeqlf (f08cec).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormql (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const double a[],
Integer pda, const double tau[], double c[], Integer pdc,
NagError *fail)

3 Description

nag_dormql (f08cgc) is intended to be used following a call to nag_dgeqlf (f08cec), which performs a
QL factorization of a real matrix A and represents the orthogonal matrix Q as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC; QTC; CQ; CQT;

overwriting the result on C, which may be any real rectangular m by n matrix.

A common application of this function is in solving linear least squares problems, as described in the
f08 Chapter Introduction, and illustrated in Section 10 in nag_dgeqlf (f08cec).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.
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side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgeqlf
(f08cec).

On exit: is modified by nag_dormql (f08cgc) but restored on exit.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pda 	 max 1; kð Þ.

9: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgeqlf (f08cec).
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10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.
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NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O � Ck k2
where � is the machine precision.

8 Parallelism and Performance

nag_dormql (f08cgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The complex analogue of this function is nag_zunmql (f08cuc).

10 Example

See Section 10 in nag_dgeqlf (f08cec).
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NAG Library Function Document

nag_dgerqf (f08chc)

1 Purpose

nag_dgerqf (f08chc) computes an RQ factorization of a real m by n matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgerqf (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, double tau[], NagError *fail)

3 Description

nag_dgerqf (f08chc) forms the RQ factorization of an arbitrary rectangular real m by n matrix. If
m � n, the factorization is given by

A ¼ 0 R
� �

Q;

where R is an m by m lower triangular matrix and Q is an n by n orthogonal matrix. If m > n the
factorization is given by

A ¼ RQ;

where R is an m by n upper trapezoidal matrix and Q is again an n by n orthogonal matrix. In the case
where m < n the factorization can be expressed as

A ¼ 0 R
� � Q1

Q2

� �
¼ RQ2;

where Q1 consists of the first n�mð Þ rows of Q and Q2 the remaining m rows.

The matrix Q is not formed explicitly, but is represented as a product of min m;nð Þ elementary
reflectors (see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m � n, the upper triangle of the subarray A 1 : m;n�mþ 1 : nð Þ contains the m by
m upper triangular matrix R.

If m 	 n, the elements on and above the m� nð Þth subdiagonal contain the m by n upper
trapezoidal matrix R; the remaining elements, with the array tau, represent the orthogonal matrix
Q as a product of min m;nð Þ elementary reflectors (see Section 3.3.6 in the f08 Chapter
Introduction).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: the scalar factors of the elementary reflectors.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ E, where
Ek k2 ¼ O � Ak k2

and � is the machine precision.

8 Parallelism and Performance

nag_dgerqf (f08chc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3m

2 3n�mð Þ if m � n, or 2
3n

2 3m� nð Þ
if m > n.

To form the orthogonal matrix Q nag_dgerqf (f08chc) may be followed by a call to nag_dorgrq
(f08cjc):

nag_dorgrq(order, n, n, minmn, a, pda, tau, &fail)

where minmn ¼ min m;nð Þ, but note that the first dimension of the array a must be at least n, which
may be larger than was required by nag_dgerqf (f08chc). When m � n, it is often only the first m rows
of Q that are required and they may be formed by the call:

nag_dorgrq(order, m, n, m, a, pda, tau, c, pdc, &fail)
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To apply Q to an arbitrary real rectangular matrix C, nag_dgerqf (f08chc) may be followed by a call to
nag_dormrq (f08ckc). For example:

nag_dormrq(Nag_LeftSide, Nag_Trans, n, p, minmn, a, pda, tau, c, pdc, &fail)

forms C ¼ QTC, where C is n by p.

The complex analogue of this function is nag_zgerqf (f08cvc).

10 Example

This example finds the minimum norm solution to the underdetermined equations

Ax ¼ b

where

A ¼
�5:42 3:28 �3:68 0:27 2:06 0:46
�1:65 �3:40 �3:20 �1:03 �4:06 �0:01
�0:37 2:35 1:90 4:31 �1:76 1:13
�3:15 �0:11 1:99 �2:70 0:26 4:50

0B@
1CA and b ¼

�2:87
1:63
�3:52
0:45

0B@
1CA:

The solution is obtained by first obtaining an RQ factorization of the matrix A.

10.1 Program Text

/* nag_dgerqf (f08chc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb, pdx;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *tau = 0, *x = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgerqf (f08chc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;
pdx = n;

#else
pda = n;
pdb = nrhs;
pdx = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(m * nrhs, double)) ||
!(tau = NAG_ALLOC(MAX(1, MIN(m, n)), double)) ||
!(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A and the vectors b from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgerqf (f08chc).
* Compute the RQ factorization of A.
*/

nag_dgerqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgerqf (f08chc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_copy (f16qfc).
* Copy the m element vector b into x2, where x2 is the vector
* containing the elements x(n-m+1), ..., x(n) of x.
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*/
nag_dge_copy(order, Nag_NoTrans, m, 1, &B(1, 1), pdb, &x[n - m], pdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dtrtrs (f07tec).
* Solve R*y2 = b, storing the result in x2.
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, m, 1,
&A(1, n - m + 1), pda, &x[n - m], pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dload (f16fbc).
* Set y1 to zero (stored in rows 1 to (n-m) of x).
*/

nag_dload(n - m, 0.0, x, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dload (f16fbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dormrq (f08ckc).
* Compute the minimum-norm solution x = (Q^T)*y.
*/

nag_dormrq(order, Nag_LeftSide, Nag_Trans, n, 1, m, a, pda, tau, x, pdx,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormrq (f08ckc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print minimum-norm solution */
printf("Minimum-norm solution\n");
for (i = 0; i < n; ++i)

printf("%9.4f%s", x[i], (i + 1) % 8 == 0 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(x);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dgerqf (f08chc) Example Program Data

4 6 1 :Values of m, n and nrhs

-5.42 3.28 -3.68 0.27 2.06 0.46
-1.65 -3.40 -3.20 -1.03 -4.06 -0.01
-0.37 2.35 1.90 4.31 -1.76 1.13
-3.15 -0.11 1.99 -2.70 0.26 4.50 :End of matrix A
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-2.87
1.63

-3.52
0.45 :End of vector b

10.3 Program Results

nag_dgerqf (f08chc) Example Program Results

Minimum-norm solution
0.2371 -0.4575 -0.0085 -0.5192 0.0239 -0.0543
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NAG Library Function Document

nag_dorgrq (f08cjc)

1 Purpose

nag_dorgrq (f08cjc) generates all or part of the real n by n orthogonal matrix Q from an RQ
factorization computed by nag_dgerqf (f08chc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorgrq (Nag_OrderType order, Integer m, Integer n, Integer k,
double a[], Integer pda, const double tau[], NagError *fail)

3 Description

nag_dorgrq (f08cjc) is intended to be used following a call to nag_dgerqf (f08chc), which performs an
RQ factorization of a real matrix A and represents the orthogonal matrix Q as a product of k
elementary reflectors of order n.

This function may be used to generate Q explicitly as a square matrix, or to form only its trailing rows.

Usually Q is determined from the RQ factorization of a p by n matrix A with p � n. The whole of Q
may be computed by:

nag_dorgrq(order,n,n,p,a,pda,tau,info)

(note that the matrix A must have at least n rows), or its trailing p rows as:

nag_dorgrq(order,p,n,p,a,pda,tau,info)

The rows of Q returned by the last call form an orthonormal basis for the space spanned by the rows of
A; thus nag_dgerqf (f08chc) followed by nag_dorgrq (f08cjc) can be used to orthogonalize the rows of
A.

The information returned by nag_dgerqf (f08chc) also yields the RQ factorization of the trailing k rows
of A, where k < p. The orthogonal matrix arising from this factorization can be computed by:

nag_dorgrq(order,n,n,k,a,pda,tau,info)

or its leading k columns by:

nag_dorgrq(order,k,n,k,a,pda,tau,info)

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: n 	 m.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: m 	 k 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgerqf
(f08chc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: tau½i� 1� must contain the scalar factor of the elementary reflector Hi, as returned by
nag_dgerqf (f08chc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and k ¼ valueh i.
Constraint: m 	 k 	 0.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �

and � is the machine precision.

8 Parallelism and Performance

nag_dorgrq (f08cjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 4mnk�2 mþ nð Þk2 þ 4
3k

3 ; when m ¼ k
this becomes 2

3m
2 3n�mð Þ .

The complex analogue of this function is nag_zungrq (f08cwc).

10 Example

This example generates the first four rows of the matrix Q of the RQ factorization of A as returned by
nag_dgerqf (f08chc), where

A ¼
�0:57 �1:93 2:30 �1:93 0:15 �0:02
�1:28 1:08 0:24 0:64 0:30 1:03
�0:39 �0:31 0:40 �0:66 0:15 �1:43
0:25 �2:14 �0:35 0:08 �2:13 0:50

0B@
1CA:

10.1 Program Text

/* nag_dorgrq (f08cjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda;
Integer exit_status = 0;
/* Arrays */
char *title = 0;
double *a = 0, *tau = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorgrq (f08cjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
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#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

/* Allocate memory */
if (!(title = NAG_ALLOC(27, char)) ||

!(a = NAG_ALLOC(m * n, double)) || !(tau = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgerqf (f08chc).
* Compute the RQ factorization of A.
*/

nag_dgerqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgerqf (f08chc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dorgrq (f08cjc).
* Form the leading m rows of Q explicitly.
*/

nag_dorgrq(order, m, n, m, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgrq (f08cjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Form the heading for x04cac */
#ifdef _WIN32

sprintf_s(title, 27, "The leading %4" NAG_IFMT " rows of Q", m);
#else

sprintf(title, "The leading %4" NAG_IFMT " rows of Q", m);
#endif

/* nag_gen_real_mat_print (x04cac).
* Print the leading m rows of Q.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, a,

pda, title, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(title);
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NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

#undef A

10.2 Program Data

nag_dorgrq (f08cjc) Example Program Data

4 6 :Values of m and n

-0.57 -1.93 2.30 -1.93 0.15 -0.02
-1.28 1.08 0.24 0.64 0.30 1.03
-0.39 -0.31 0.40 -0.66 0.15 -1.43
0.25 -2.14 -0.35 0.08 -2.13 0.50 :End of matrix A

10.3 Program Results

nag_dorgrq (f08cjc) Example Program Results

The leading 4 rows of Q
1 2 3 4 5 6

1 -0.0833 0.2972 -0.6404 0.4461 -0.2938 -0.4575
2 0.9100 -0.1080 -0.2351 -0.1620 0.2022 -0.1946
3 -0.2202 -0.2706 0.2220 -0.3866 0.0015 -0.8243
4 -0.0809 0.6922 0.1132 -0.0259 0.6890 -0.1617
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NAG Library Function Document

nag_dormrq (f08ckc)

1 Purpose

nag_dormrq (f08ckc) multiplies a general real m by n matrix C by the real orthogonal matrix Q from
an RQ factorization computed by nag_dgerqf (f08chc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormrq (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, double a[],
Integer pda, const double tau[], double c[], Integer pdc,
NagError *fail)

3 Description

nag_dormrq (f08ckc) is intended to be used following a call to nag_dgerqf (f08chc), which performs an
RQ factorization of a real matrix A and represents the orthogonal matrix Q as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC; QTC; CQ; CQT;

overwriting the result on C, which may be any real rectangular m by n matrix.

A common application of this function is in solving underdetermined linear least squares problems, as
described in the f08 Chapter Introduction, and illustrated in Section 10 in nag_dgerqf (f08chc).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.
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side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pda� nð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the ith row of a must contain the vector which defines the elementary reflector Hi, for
i ¼ 1; 2; . . . ; k, as returned by nag_dgerqf (f08chc).

On exit: is modified by nag_dormrq (f08ckc) but restored on exit.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; kð Þ;
if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ..
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9: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: tau½i� 1� must contain the scalar factor of the elementary reflector Hi, as returned by
nag_dgerqf (f08chc).

10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O � Ck k2
where � is the machine precision.

8 Parallelism and Performance

nag_dormrq (f08ckc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nk 2m� kð Þ if side ¼ Nag LeftSide and
2mk 2n� kð Þ if side ¼ Nag RightSide.

The complex analogue of this function is nag_zunmrq (f08cxc).

10 Example

See Section 10 in nag_dgerqf (f08chc).
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NAG Library Function Document

nag_zgeqlf (f08csc)

1 Purpose

nag_zgeqlf (f08csc) computes a QL factorization of a complex m by n matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeqlf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Complex tau[], NagError *fail)

3 Description

nag_zgeqlf (f08csc) forms the QL factorization of an arbitrary rectangular complex m by n matrix.

If m 	 n, the factorization is given by:

A ¼ Q 0
L

� �
;

where L is an n by n lower triangular matrix and Q is an m by m unitary matrix. If m < n the
factorization is given by

A ¼ QL;

where L is an m by n lower trapezoidal matrix and Q is again an m by m unitary matrix. In the case
where m > n the factorization can be expressed as

A ¼ Q1 Q2

� � 0
L

� �
¼ Q2L;

where Q1 consists of the first m� n columns of Q, and Q2 the remaining n columns.

The matrix Q is not formed explicitly but is represented as a product of min m;nð Þ elementary reflectors
(see Section 3.3.6 in the f08 Chapter Introduction for details). Functions are provided to work with Q in
this representation (see Section 9).

Note also that for any k < n, the information returned in the last k columns of the array a represents a
QL factorization of the last kendgroup columns of the original matrix A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the lower triangle of the subarray A m� nþ 1 : m; 1 : nð Þ contains the n by n
lower triangular matrix L.

If m � n, the elements on and below the n�mð Þth superdiagonal contain the m by n lower
trapezoidal matrix L. The remaining elements, with the array tau, represent the unitary matrix Q
as a product of elementary reflectors (see Section 3.3.6 in the f08 Chapter Introduction).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: the scalar factors of the elementary reflectors (see Section 9).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zgeqlf (f08csc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3n

2 3m� nð Þ if m 	 n or
8
3m

2 3n�mð Þ if m < n.

To form the unitary matrix Q nag_zgeqlf (f08csc) may be followed by a call to nag_zungql (f08ctc):

nag_zungql(order,m,m,MIN(m,n),&a,pda,tau,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_zgeqlf (f08csc).
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When m 	 n, it is often only the first n columns of Q that are required, and they may be formed by the
call:

nag_zungql(order,m,n,n,&a,pda,tau,&fail)

To apply Q to an arbitrary complex rectangular matrix C, nag_zgeqlf (f08csc) may be followed by a
call to nag_zunmql (f08cuc). For example,

nag_zunmql(order,Nag_LeftSide,Nag_ConjTrans,m,p,MIN(m,n),&a,pda,
tau,&c,pdc,&fail)

forms C ¼ QHC, where C is m by p.

The real analogue of this function is nag_dgeqlf (f08cec).

10 Example

This example solves the linear least squares problems

min
x

bj �Axj
�� ��

2
; j ¼ 1; 2

for x1 and x2, where bj is the jth column of the matrix B,

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼

�2:09þ 1:93i 3:26� 2:70i
3:34� 3:53i �6:22þ 1:16i
�4:94� 2:04i 7:94� 3:13i
0:17þ 4:23i 1:04� 4:26i
�5:19þ 3:63i �2:31� 2:12i
0:98þ 2:53i �1:39� 4:05i

0BBBBB@

1CCCCCA:
The solution is obtained by first obtaining a QL factorization of the matrix A.

10.1 Program Text

/* nag_zgeqlf (f08csc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nrhs, pda, pdb;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0;
double *rnorm = 0;
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/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeqlf (f08csc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(tau = NAG_ALLOC(n, Complex)) || !(rnorm = NAG_ALLOC(nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif

/* nag_zgeqlf (f08csc).
* Compute the QL factorization of A.
*/

nag_zgeqlf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqlf (f08csc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zunmql (f08cuc).
* Compute C = (C1) = (Q^H)*B, storing the result in B.
* (C2)
*/

nag_zunmql(order, Nag_LeftSide, Nag_ConjTrans, m, nrhs, n, a, pda, tau,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmql (f08cuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_ztrtrs (f07tsc).
* Compute least squares solutions by back-substitution in
* L*X = C2.
*/

nag_ztrtrs(order, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, n, nrhs,
&A(m - n + 1, 1), pda, &B(m - n + 1, 1), pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solution(s).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

nrhs, &B(m - n + 1, 1), pdb, Nag_BracketForm,
"%7.4f", "Least squares solution(s)",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac).
* Compute and print estimates of the square roots of the residual
* sums of squares.
*/

for (j = 1; j <= nrhs; ++j) {
nag_zge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(1, j), pdb,

&rnorm[j - 1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

printf("\nSquare root(s) of the residual sum(s) of squares\n");
for (j = 0; j < nrhs; ++j)

printf("%11.2e%s", rnorm[j], (j + 1) % 7 == 0 ? "\n" : " ");
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END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(rnorm);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zgeqlf (f08csc) Example Program Data
6 4 2 :Values of M, N and NRHS

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

(-2.09, 1.93) ( 3.26,-2.70)
( 3.34,-3.53) (-6.22, 1.16)
(-4.94,-2.04) ( 7.94,-3.13)
( 0.17, 4.23) ( 1.04,-4.26)
(-5.19, 3.63) (-2.31,-2.12)
( 0.98, 2.53) (-1.39,-4.05) :End of matrix B

10.3 Program Results

nag_zgeqlf (f08csc) Example Program Results

Least squares solution(s)
1 2

1 (-0.5044,-1.2179) ( 0.7629, 1.4529)
2 (-2.4281, 2.8574) ( 5.1570,-3.6089)
3 ( 1.4872,-2.1955) (-2.6518, 2.1203)
4 ( 0.4537, 2.6904) (-2.7606, 0.3318)

Square root(s) of the residual sum(s) of squares
6.88e-02 1.87e-01
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NAG Library Function Document

nag_zungql (f08ctc)

1 Purpose

nag_zungql (f08ctc) generates all or part of the complex m by m unitary matrix Q from a QL
factorization computed by nag_zgeqlf (f08csc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zungql (Nag_OrderType order, Integer m, Integer n, Integer k,
Complex a[], Integer pda, const Complex tau[], NagError *fail)

3 Description

nag_zungql (f08ctc) is intended to be used after a call to nag_zgeqlf (f08csc), which performs a QL
factorization of a complex matrix A. The unitary matrix Q is represented as a product of elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix, or to form only its trailing
columns.

Usually Q is determined from the QL factorization of an m by p matrix A with m 	 p. The whole of Q
may be computed by:

nag_zungql(order,m,m,p,a,pda,tau,&fail)

(note that the array a must have at least m columns) or its trailing p columns by:

nag_zungql(order,m,p,p,a,pda,tau,&fail)

The columns of Q returned by the last call form an orthonormal basis for the space spanned by the
columns of A; thus nag_zgeqlf (f08csc) followed by nag_zungql (f08ctc) can be used to orthogonalize
the columns of A.

The information returned by nag_zgeqlf (f08csc) also yields the QL factorization of the trailing k
columns of A, where k < p. The unitary matrix arising from this factorization can be computed by:

nag_zungql(order,m,m,k,a,pda,tau,&fail)

or its trailing k columns by:

nag_zungql(order,m,k,k,a,pda,tau,&fail)

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: m 	 n 	 0.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: n 	 k 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgeqlf
(f08csc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgeqlf (f08csc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n 	 0.

On entry, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 k 	 0.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zungql (f08ctc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of real floating-point operations is approximately 16mnk� 8 mþ nð Þk2 þ 16
3 k

3 ; when
n ¼ k, the number is approximately 8

3n
2 3m� nð Þ .

The real analogue of this function is nag_dorgql (f08cfc).

10 Example

This example generates the first four columns of the matrix Q of the QL factorization of A as returned
by nag_zgeqlf (f08csc), where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_zungql (f08ctc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda;
Integer exit_status = 0;
/* Arrays */
char *title = 0;
Complex *a = 0, *tau = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zungql (f08ctc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

/* Allocate memory */
if (!(title = NAG_ALLOC(31, char)) ||

!(a = NAG_ALLOC(m * n, Complex)) || !(tau = NAG_ALLOC(n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zgeqlf (f08csc).
* Compute the QL factorization of A.
*/

nag_zgeqlf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqlf (f08csc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zungql (f08ctc).
* Form the leading n columns of Q explicitly.
*/

nag_zungql(order, m, n, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungql (f08ctc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

#ifdef _WIN32
sprintf_s(title, 31, "The leading %4" NAG_IFMT " columns of Q", n);

#else
sprintf(title, "The leading %4" NAG_IFMT " columns of Q", n);

#endif

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print the leading n columns of Q.
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%7.4f", title,
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
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exit_status = 1;
}

END:
NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

#undef A

10.2 Program Data

nag_zungql (f08ctc) Example Program Data

6 4 :Values of M and N

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

10.3 Program Results

nag_zungql (f08ctc) Example Program Results

The leading 4 columns of Q
1 2 3 4

1 ( 0.2810, 0.5020) (-0.2051,-0.1092) ( 0.3083,-0.6874) ( 0.0181,-0.1483)
2 ( 0.2707,-0.3296) ( 0.5711, 0.0432) ( 0.2251,-0.1313) ( 0.2930,-0.2025)
3 (-0.2864,-0.0094) (-0.5416, 0.0454) (-0.2062, 0.0691) ( 0.4015,-0.2170)
4 ( 0.2262,-0.3854) (-0.3387, 0.2228) ( 0.3259, 0.1178) (-0.0796, 0.0723)
5 ( 0.0341,-0.0760) ( 0.0098,-0.0712) ( 0.0753, 0.1412) (-0.5317,-0.5751)
6 (-0.3936,-0.2083) (-0.1296, 0.3691) ( 0.0264,-0.4134) (-0.0940,-0.0940)
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NAG Library Function Document

nag_zunmql (f08cuc)

1 Purpose

nag_zunmql (f08cuc) multiplies a general complex m by n matrix C by the complex unitary matrix Q
from a QL factorization computed by nag_zgeqlf (f08csc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmql (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const Complex a[],
Integer pda, const Complex tau[], Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zunmql (f08cuc) is intended to be used following a call to nag_zgeqlf (f08csc), which performs a
QL factorization of a complex matrix A and represents the unitary matrix Q as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC; QHC; CQ; CQH;

overwriting the result on C, which may be any complex rectangular m by n matrix.

A common application of this function is in solving linear least squares problems, as described in the
f08 Chapter Introduction, and illustrated in Section 10 in nag_zgeqlf (f08csc).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.
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side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag LeftSide;
max 1;n� pdað Þ when order ¼ Nag RowMajor and side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgeqlf
(f08csc).

On exit: is modified by nag_zunmql (f08cuc) but restored on exit.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.;

if order ¼ Nag RowMajor, pda 	 max 1; kð Þ.

9: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgeqlf (f08csc).
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10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.
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NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O � Ck k2
where � is the machine precision.

8 Parallelism and Performance

nag_zunmql (f08cuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 8nk 2m� kð Þ if side ¼ Nag LeftSide and
8mk 2n� kð Þ if side ¼ Nag RightSide.

The real analogue of this function is nag_dormql (f08cgc).

10 Example

See Section 10 in nag_zgeqlf (f08csc).
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NAG Library Function Document

nag_zgerqf (f08cvc)

1 Purpose

nag_zgerqf (f08cvc) computes an RQ factorization of a complex m by n matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgerqf (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, Complex tau[], NagError *fail)

3 Description

nag_zgerqf (f08cvc) forms the RQ factorization of an arbitrary rectangular real m by n matrix. If
m � n, the factorization is given by

A ¼ 0 R
� �

Q;

where R is an m by m lower triangular matrix and Q is an n by n unitary matrix. If m > n the
factorization is given by

A ¼ RQ;

where R is an m by n upper trapezoidal matrix and Q is again an n by n unitary matrix. In the case
where m < n the factorization can be expressed as

A ¼ 0 R
� � Q1

Q2

� �
¼ RQ2;

where Q1 consists of the first n�mð Þ rows of Q and Q2 the remaining m rows.

The matrix Q is not formed explicitly, but is represented as a product of min m;nð Þ elementary
reflectors (see the f08 Chapter Introduction for details). Functions are provided to work with Q in this
representation (see Section 9).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m � n, the upper triangle of the subarray A 1 : m;n�mþ 1 : nð Þ contains the m by
m upper triangular matrix R.

If m 	 n, the elements on and above the m� nð Þth subdiagonal contain the m by n upper
trapezoidal matrix R; the remaining elements, with the array tau, represent the unitary matrix Q
as a product of min m;nð Þ elementary reflectors (see Section 3.3.6 in the f08 Chapter
Introduction).

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1;min m; nð Þð Þ.
On exit: the scalar factors of the elementary reflectors.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is the exact factorization of a nearby matrix Aþ E, where
Ek k2 ¼ O � Ak k2

and � is the machine precision.

8 Parallelism and Performance

nag_zgerqf (f08cvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3m

2 3n�mð Þ if m � n, or 2
3n

2 3m� nð Þ
if m > n.

To form the unitary matrix Q nag_zgerqf (f08cvc) may be followed by a call to nag_zungrq (f08cwc):

nag_zungrq(order, n, n, minmn, a, pda, tau, &fail)

where minmn ¼ min m;nð Þ, but note that the first dimension of the array a must be at least n, which
may be larger than was required by nag_zgerqf (f08cvc). When m � n, it is often only the first m rows
of Q that are required and they may be formed by the call:

nag_zungrq(order, m, n, m, a, pda, tau, c, pdc, &fail)
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To apply Q to an arbitrary real rectangular matrix C, nag_zgerqf (f08cvc) may be followed by a call to
nag_zunmrq (f08cxc). For example:

nag_zunmrq(Nag_LeftSide, Nag_ConjTrans, n, p, minmn, a, pda, tau, c, pdc,
&fail)

forms C ¼ QHC, where C is n by p.

The real analogue of this function is nag_dgerqf (f08chc).

10 Example

This example finds the minimum norm solution to the underdetermined equations

Ax ¼ b

where

A ¼
0:28� 0:36i 0:50� 0:86i �0:77� 0:48i 1:58þ 0:66i
�0:50� 1:10i �1:21þ 0:76i �0:32� 0:24i �0:27� 1:15i
0:36� 0:51i �0:07þ 1:33i �0:75þ 0:47i �0:08þ 1:01i

0@ 1A
and

b ¼
�1:35þ 0:19i
9:41� 3:56i
�7:57þ 6:93i

0@ 1A:
The solution is obtained by first obtaining an RQ factorization of the matrix A.

10.1 Program Text

/* nag_zgerqf (f08cvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex zero = { 0.0, 0.0 };
Integer i, j, m, n, nrhs, pda, pdb, pdx;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *b = 0, *tau = 0, *x = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_zgerqf (f08cvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;
pdx = n;

#else
pda = n;
pdb = nrhs;
pdx = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(m * nrhs, Complex)) ||
!(tau = NAG_ALLOC(m, Complex)) || !(x = NAG_ALLOC(n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A and the vectors b from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zgerqf (f08cvc).
* Compute the RQ factorization of A.
*/

nag_zgerqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgerqf (f08cvc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* nag_zge_copy (f16tfc).
* Copy the m*nrhs element vector b into x2, where x2 is
* the vector containing the elements x(n-m+1), ..., x(n) of x.
*/

nag_zge_copy(order, Nag_NoTrans, m, 1, &B(1, 1), pdb, &x[n - m], pdx,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_ztrtrs (f07tsc).
* Solve R*y2 = b, storing the result in x2.
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, m, 1,
&A(1, n - m + 1), pda, &x[n - m], pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zload (f16hbc).
* Set y1 to zero (stored in rows 1 to (n-m) of x).
*/

nag_zload(n - m, zero, x, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zload (f16hbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zunmrq (f08cxc).
* Compute minimum-norm solution x = (Q^H)*y.
*/

nag_zunmrq(order, Nag_LeftSide, Nag_ConjTrans, n, 1, m, a, pda, tau, x, pdx,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmrq (f08cxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print minimum-norm solution */
printf("Minimum-norm solution\n");
for (i = 0; i < n; ++i)

printf("(%8.4f, %8.4f)\n", x[i].re, x[i].im);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(tau);
NAG_FREE(x);

return exit_status;
}

#undef A
#undef B
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10.2 Program Data

nag_zgerqf (f08cvc) Example Program Data

3 4 1 :Values of m, n and nrhs

( 0.28,-0.36) ( 0.50,-0.86) (-0.77,-0.48) ( 1.58, 0.66)
(-0.50,-1.10) (-1.21, 0.76) (-0.32,-0.24) (-0.27,-1.15)
( 0.36,-0.51) (-0.07, 1.33) (-0.75, 0.47) (-0.08, 1.01) :End of matrix A

(-1.35, 0.19)
( 9.41,-3.56)
(-7.57, 6.93) :End of vector b

10.3 Program Results

nag_zgerqf (f08cvc) Example Program Results

Minimum-norm solution
( -2.8501, 6.4683)
( 1.6264, -0.7799)
( 6.9290, 4.6481)
( 1.4048, 3.2400)
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NAG Library Function Document

nag_zungrq (f08cwc)

1 Purpose

nag_zungrq (f08cwc) generates all or part of the complex n by n unitary matrix Q from an RQ
factorization computed by nag_zgerqf (f08cvc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zungrq (Nag_OrderType order, Integer m, Integer n, Integer k,
Complex a[], Integer pda, const Complex tau[], NagError *fail)

3 Description

nag_zungrq (f08cwc) is intended to be used following a call to nag_zgerqf (f08cvc), which performs an
RQ factorization of a complex matrix A and represents the unitary matrix Q as a product of k
elementary reflectors of order n.

This function may be used to generate Q explicitly as a square matrix, or to form only its trailing rows.

Usually Q is determined from the RQ factorization of a p by n matrix A with p � n. The whole of Q
may be computed by:

nag_zungrq(order,n,n,p,a,pda,tau,info)

(note that the matrix A must have at least n rows), or its trailing p rows as:

nag_zungrq(order,p,n,p,a,pda,tau,info)

The rows of Q returned by the last call form an orthonormal basis for the space spanned by the rows of
A; thus nag_zgerqf (f08cvc) followed by nag_zungrq (f08cwc) can be used to orthogonalize the rows of
A.

The information returned by nag_zgerqf (f08cvc) also yields the RQ factorization of the trailing k rows
of A, where k < p. The unitary matrix arising from this factorization can be computed by:

nag_zungrq(order,n,n,k,a,pda,tau,info)

or its leading k columns by:

nag_zungrq(order,k,n,k,a,pda,tau,info)

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix Q.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix Q.

Constraint: n 	 m.

4: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraint: m 	 k 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgerqf
(f08cvc).

On exit: the m by n matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: tau½i� 1� must contain the scalar factor of the elementary reflector Hi, as returned by
nag_zgerqf (f08cvc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, m ¼ valueh i and k ¼ valueh i.
Constraint: m 	 k 	 0.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �

and � is the machine precision.

8 Parallelism and Performance

nag_zungrq (f08cwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 16mnk�8 mþ nð Þk2 þ 16
3 k

3 ; when
m ¼ k this becomes 8

3m
2 3n�mð Þ .

The real analogue of this function is nag_dorgrq (f08cjc).

10 Example

This example generates the first four rows of the matrix Q of the RQ factorization of A as returned by
nag_zgerqf (f08cvc), where

A ¼
0:96� 0:81i �0:98þ 1:98i 0:62� 0:46i �0:37þ 0:38i 0:83þ 0:51i 1:08� 0:28i
�0:03þ 0:96i �1:20þ 0:19i 1:01þ 0:02i 0:19� 0:54i 0:20þ 0:01i 0:20� 0:12i
�0:91þ 2:06i �0:66þ 0:42i 0:63� 0:17i �0:98� 0:36i �0:17� 0:46i �0:07þ 1:23i
�0:05þ 0:41i �0:81þ 0:56i �1:11þ 0:60i 0:22� 0:20i 1:47þ 1:59i 0:26þ 0:26i

0B@
1CA:

10.1 Program Text

/* nag_zungrq (f08cwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda;
Integer exit_status = 0;
/* Arrays */
char *title = 0;
Complex *a = 0, *tau = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zungrq (f08cwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
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#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

/* Allocate memory */
if (!(title = NAG_ALLOC(27, char)) ||

!(a = NAG_ALLOC(m * n, Complex)) || !(tau = NAG_ALLOC(n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zgerqf (f08cvc).
* Compute the RQ factorization of A.
*/

nag_zgerqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgerqf (f08cvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zungrq (f08cwc).
* Form the leading m rows of Q explicitly.
*/

nag_zungrq(order, m, n, m, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungrq (f08cwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

#ifdef _WIN32
sprintf_s(title, 27, "The leading %4" NAG_IFMT " rows of Q", m);

#else
sprintf(title, "The leading %4" NAG_IFMT " rows of Q", m);

#endif

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print the leading m rows of Q.
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%7.4f", title,
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;

}
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END:
NAG_FREE(title);
NAG_FREE(a);
NAG_FREE(tau);

return exit_status;
}

#undef A

10.2 Program Data

nag_zungrq (f08cwc) Example Program Data

4 6 :Values of M and N

( 0.96,-0.81) (-0.98, 1.98) ( 0.62,-0.46) (-0.37, 0.38) ( 0.83, 0.51)
( 1.08,-0.28)
(-0.03, 0.96) (-1.20, 0.19) ( 1.01, 0.02) ( 0.19,-0.54) ( 0.20, 0.01)
( 0.20,-0.12)
(-0.91, 2.06) (-0.66, 0.42) ( 0.63,-0.17) (-0.98,-0.36) (-0.17,-0.46)
(-0.07, 1.23)
(-0.05, 0.41) (-0.81, 0.56) (-1.11, 0.60) ( 0.22,-0.20) ( 1.47, 1.59)
( 0.26, 0.26) :End of matrix A

10.3 Program Results

nag_zungrq (f08cwc) Example Program Results

The leading 4 rows of Q
1 2 3 4

1 ( 0.2810, 0.5020) ( 0.2707,-0.3296) (-0.2864,-0.0094) ( 0.2262,-0.3854)
2 (-0.2051,-0.1092) ( 0.5711, 0.0432) (-0.5416, 0.0454) (-0.3387, 0.2228)
3 ( 0.3083,-0.6874) ( 0.2251,-0.1313) (-0.2062, 0.0691) ( 0.3259, 0.1178)
4 ( 0.0181,-0.1483) ( 0.2930,-0.2025) ( 0.4015,-0.2170) (-0.0796, 0.0723)

5 6
1 ( 0.0341,-0.0760) (-0.3936,-0.2083)
2 ( 0.0098,-0.0712) (-0.1296, 0.3691)
3 ( 0.0753, 0.1412) ( 0.0264,-0.4134)
4 (-0.5317,-0.5751) (-0.0940,-0.0940)
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NAG Library Function Document

nag_zunmrq (f08cxc)

1 Purpose

nag_zunmrq (f08cxc) multiplies a general complex m by n matrix C by the complex unitary matrix Q
from an RQ factorization computed by nag_zgerqf (f08cvc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmrq (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, Complex a[],
Integer pda, const Complex tau[], Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zunmrq (f08cxc) is intended to be used following a call to nag_zgerqf (f08cvc), which performs an
RQ factorization of a complex matrix A and represents the unitary matrix Q as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC; QHC; CQ; CQH;

overwriting the result on C, which may be any complex rectangular m by n matrix.

A common application of this function is in solving underdetermined linear least squares problems, as
described in the f08 Chapter Introduction, and illustrated in Section 10 in nag_zgerqf (f08cvc).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.
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side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of elementary reflectors whose product defines the matrix Q.

Constraints:

if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag LeftSide and order ¼ Nag RowMajor;
max 1;pda� nð Þ when side ¼ Nag RightSide and order ¼ Nag ColMajor;
max 1;k � pdað Þ when side ¼ Nag RightSide and order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the ith row of a must contain the vector which defines the elementary reflector Hi, for
i ¼ 1; 2; . . . ; k, as returned by nag_zgerqf (f08cvc).

On exit: is modified by nag_zunmrq (f08cxc) but restored on exit.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; kð Þ;
if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ..
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9: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; kð Þ.
On entry: tau½i� 1� must contain the scalar factor of the elementary reflector Hi, as returned by
nag_zgerqf (f08cvc).

10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m 	 k 	 0;
if side ¼ Nag RightSide, n 	 k 	 0.

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pda ¼ valueh i and k ¼ valueh i.
Constraint: pda 	 max 1;kð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O � Ck k2
where � is the machine precision.

8 Parallelism and Performance

nag_zunmrq (f08cxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 8nk 2m� kð Þ if side ¼ Nag LeftSide and
8mk 2n� kð Þ if side ¼ Nag RightSide.

The real analogue of this function is nag_dormrq (f08ckc).

10 Example

See Section 10 in nag_zgerqf (f08cvc).
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NAG Library Function Document

nag_dsyev (f08fac)

1 Purpose

nag_dsyev (f08fac) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsyev (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, double a[], Integer pda, double w[], NagError *fail)

3 Description

The symmetric matrix A is first reduced to tridiagonal form, using orthogonal similarity
transformations, and then the QR algorithm is applied to the tridiagonal matrix to compute the
eigenvalues and (optionally) the eigenvectors.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.
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If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag DoBoth, then a contains the orthonormal eigenvectors of the matrix A.

If job ¼ Nag EigVals, then on exit the lower triangle (if uplo ¼ Nag Lower) or the upper
triangle (if uplo ¼ Nag Upper) of a, including the diagonal, is overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: w½n� – double Output

On exit: the eigenvalues in ascending order.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsyev (f08fac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsyev (f08fac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zheev (f08fnc).

10 Example

This example finds all the eigenvalues and eigenvectors of the symmetric matrix

A ¼
1 2 3 4
2 2 3 4
3 3 3 4
4 4 4 4

0B@
1CA;

together with approximate error bounds for the computed eigenvalues and eigenvectors.
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10.1 Program Text

/* nag_dsyev (f08fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer i, j, n, pda;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *rcondz = 0, *w = 0, *zerrbd = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsyev (f08fac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerrbd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pda = n;

/* Read the upper triangular part of the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
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#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dsyev (f08fac).
* Solve the symmetric eigenvalue problem.
*/

nag_dsyev(order, Nag_DoBoth, Nag_Upper, n, a, pda, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyev (f08fac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++)

for (i = n; i >= 1; i--)
A(i, j) = A(i, j) / A(1, j);

/* Print solution */
printf("Eigenvalues\n");
for (j = 0; j < n; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max {|w[i]|, i=0..n-1}, and since
* the eigenvalues are in ascending order ||A|| = max( |w[0]|, |w[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(w[0]), fabs(w[n - 1]));

/* nag_ddisna (f08flc).
* Estimate reciprocal condition numbers for the eigenvectors.
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvectors */
for (i = 0; i < n; ++i)

zerrbd[i] = eerrbd / rcondz[i];

/* Print the approximate error bounds for the eigenvalues and vectors */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n\n", eerrbd);
printf("Error estimates for the eigenvectors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", zerrbd[i], (i + 1) % 6 == 0 ? "\n" : " ");
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END:
NAG_FREE(a);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerrbd);

return exit_status;
}

#undef A

10.2 Program Data

nag_dsyev (f08fac) Example Program Data

4 :Value of n

1.0 2.0 3.0 4.0
2.0 3.0 4.0

3.0 4.0
4.0 :End of matrix A

10.3 Program Results

nag_dsyev (f08fac) Example Program Results

Eigenvalues
-2.0531 -0.5146 -0.2943 12.8621

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 0.5129 -0.9431 -2.3976 1.0777
3 -0.2240 -1.0537 2.3508 1.2393
4 -0.8518 0.8831 -0.8879 1.4972

Error estimate for the eigenvalues
1.4e-15

Error estimates for the eigenvectors
9.3e-16 6.5e-15 6.5e-15 1.1e-16
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NAG Library Function Document

nag_dsyevx (f08fbc)

1 Purpose

nag_dsyevx (f08fbc) computes selected eigenvalues and, optionally, eigenvectors of a real n by n
symmetric matrix A. Eigenvalues and eigenvectors can be selected by specifying either a range of
values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsyevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, double a[], Integer pda, double vl,
double vu, Integer il, Integer iu, double abstol, Integer *m,
double w[], double z[], Integer pdz, Integer jfail[], NagError *fail)

3 Description

The symmetric matrix A is first reduced to tridiagonal form, using orthogonal similarity
transformations. The required eigenvalues and eigenvectors are then computed from the tridiagonal
matrix; the method used depends upon whether all, or selected, eigenvalues and eigenvectors are
required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.
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job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the lower triangle (if uplo ¼ Nag Lower) or the upper triangle (if uplo ¼ Nag Upper) of
a, including the diagonal, is overwritten.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: vl – double Input
9: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.
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10: il – Integer Input
11: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

12: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small number, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small number. See Demmel and Kahan (1990).

13: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

14: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the first m elements contain the selected eigenvalues in ascending order.

15: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The ith element of the jth vector Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

16: pdz – Integer Input

On entry: the stride used in the array z.
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Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

17: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsyevx (f08fbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsyevx (f08fbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zheevx (f08fpc).

10 Example

This example finds the eigenvalues in the half-open interval �1; 1ð �, and the corresponding
eigenvectors, of the symmetric matrix

A ¼
1 2 3 4
2 2 3 4
3 3 3 4
4 4 4 4

0B@
1CA:
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10.1 Program Text

/* nag_dsyevx (f08fbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer i, il = 0, iu = 0, j, m, n, pda, pdz;
Integer exit_status = 0;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *w = 0, *z = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
Nag_RangeType range;
Nag_UploType uplo;
Nag_JobType job;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsyevx (f08fbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Read uplo, range and job */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
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#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
range = (Nag_RangeType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
pdz = n;

/* Read the lower and upper bounds of the interval to be searched,
* and read the upper triangular part of the matrix A from data file
*/

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &vl, &vu);

#else
scanf("%lf%lf%*[^\n]", &vl, &vu);

#endif
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Set the absolute error tolerance for eigenvalues. With abstol
* set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_dsyevx (f08fbc).
* Solve the symmetric eigenvalue problem.
*/

nag_dsyevx(order, job, range, uplo, n, a, pda, vl, vu, il, iu, abstol, &m,
w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_dsyevx (f08fbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);
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printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail_print.message);

exit_status = 1;
goto END;

}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
}

END:
NAG_FREE(a);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);

return exit_status;
}

#undef A
#undef Z

10.2 Program Data

nag_dsyevx (f08fbc) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo
Nag_Interval :Value of range
Nag_DoBoth :Value of job

-1.0 1.0 :Values of vl and vu
1.0 2.0 3.0 4.0

2.0 3.0 4.0
3.0 4.0

4.0 :End of matrix A

10.3 Program Results

nag_dsyevx (f08fbc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-0.5146 -0.2943

Selected eigenvectors
1 2

1 1.0000 1.0000
2 -0.9431 -2.3976
3 -1.0537 2.3508
4 0.8831 -0.8879
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NAG Library Function Document

nag_dsyevd (f08fcc)

1 Purpose

nag_dsyevd (f08fcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric matrix. If the eigenvectors are requested, then it uses a divide-and-conquer algorithm to
compute eigenvalues and eigenvectors. However, if only eigenvalues are required, then it uses the
Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsyevd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, double a[], Integer pda, double w[], NagError *fail)

3 Description

nag_dsyevd (f08fcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric matrix A. In other words, it can compute the spectral factorization of A as

A ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Azi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.
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job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag EigVecs, a is overwritten by the orthogonal matrix Z which contains the
eigenvectors of A.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues of the matrix A in ascending order.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

f08fcc NAG Library Manual

f08fcc.2 Mark 26



NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If fail:errnum ¼ valueh i and job ¼ Nag DoNothing, the algorithm failed to converge; valueh i
elements of an intermediate tridiagonal form did not converge to zero; if fail:errnum ¼ valueh i
and job ¼ Nag EigVecs, then the algorithm failed to compute an eigenvalue while working on
the submatrix lying in rows and column valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsyevd (f08fcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsyevd (f08fcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zheevd (f08fqc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the symmetric matrix A, where

A ¼
1:0 2:0 3:0 4:0
2:0 2:0 3:0 4:0
3:0 3:0 3:0 4:0
4:0 4:0 4:0 4:0

0B@
1CA:

10.1 Program Text

/* nag_dsyevd (f08fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, w_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *w = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsyevd (f08fcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
w_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(w = NAG_ALLOC(w_len, double)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read type of job to be performed */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_dsyevd (f08fcc).
* All eigenvalues and optionally all eigenvectors of real
* symmetric matrix (divide-and-conquer)
*/

nag_dsyevd(order, job, uplo, n, a, pda, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyevd (f08fcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
A(i, j) = A(i, j) / A(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 0; i < n; ++i)
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printf(" %8.4lf", w[i]);
printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(w);
return exit_status;

}

10.2 Program Data

nag_dsyevd (f08fcc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0 :End of matrix A
Nag_EigVecs :Value of job

10.3 Program Results

nag_dsyevd (f08fcc) Example Program Results

Eigenvalues
-2.0531 -0.5146 -0.2943 12.8621

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 0.5129 -0.9431 -2.3976 1.0777
3 -0.2240 -1.0537 2.3508 1.2393
4 -0.8518 0.8831 -0.8879 1.4972
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NAG Library Function Document

nag_dsyevr (f08fdc)

1 Purpose

nag_dsyevr (f08fdc) computes selected eigenvalues and, optionally, eigenvectors of a real n by n
symmetric matrix A. Eigenvalues and eigenvectors can be selected by specifying either a range of
values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsyevr (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, double a[], Integer pda, double vl,
double vu, Integer il, Integer iu, double abstol, Integer *m,
double w[], double z[], Integer pdz, Integer isuppz[], NagError *fail)

3 Description

The symmetric matrix is first reduced to a tridiagonal matrix T , using orthogonal similarity
transformations. Then whenever possible, nag_dsyevr (f08fdc) computes the eigenspectrum using
Relatively Robust Representations. nag_dsyevr (f08fdc) computes eigenvalues by the dqds algorithm,
while orthogonal eigenvectors are computed from various ‘good’ LDLT representations (also known as
Relatively Robust Representations). Gram–Schmidt orthogonalization is avoided as far as possible.
More specifically, the various steps of the algorithm are as follows. For the ith unreduced block of T :

(a) compute T � �iI ¼ LiDiL
T
i , such that LiDiL

T
i is a relatively robust representation,

(b) compute the eigenvalues, �j, of LiDiL
T
i to high relative accuracy by the dqds algorithm,

(c) if there is a cluster of close eigenvalues, ‘choose’ �i close to the cluster, and go to (a),

(d) given the approximate eigenvalue �j of LiDiL
T
i , compute the corresponding eigenvector by

forming a rank-revealing twisted factorization.

The desired accuracy of the output can be specified by the argument abstol. For more details, see
Dhillon (1997) and Parlett and Dhillon (2000).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Dhillon I (1997) A new O n2
� �

algorithm for the symmetric tridiagonal eigenvalue/eigenvector problem
Computer Science Division Technical Report No. UCB//CSD-97-971 UC Berkeley

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Parlett B N and Dhillon I S (2000) Relatively robust representations of symmetric tridiagonals Linear
Algebra Appl. 309 121–151
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

For range ¼ Nag Interval or Nag Indices and iu� il < n� 1, nag_dstebz (f08jjc) and nag_dstein
(f08jkc) are called.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the lower triangle (if uplo ¼ Nag Lower) or the upper triangle (if uplo ¼ Nag Upper) of
a, including the diagonal, is overwritten.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: vl – double Input
9: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

10: il – Integer Input
11: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

12: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form. See
Demmel and Kahan (1990).

If high relative accuracy is important, set abstol to nag real safe small numberð Þ, although doing
so does not currently guarantee that eigenvalues are computed to high relative accuracy. See
Barlow and Demmel (1990) for a discussion of which matrices can define their eigenvalues to
high relative accuracy.

13: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

14: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the first m elements contain the selected eigenvalues in ascending order.

15: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the first m columns of Z contain the orthonormal eigenvectors of
the matrix A corresponding to the selected eigenvalues, with the ith column of Z holding the
eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

16: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

17: isuppz½dim� – Integer Output

Note: the dimension, dim, of the array isuppz must be at least max 1; 2�mð Þ.
On exit: the support of the eigenvectors in z, i.e., the indices indicating the nonzero elements in
z. The ith eigenvector is nonzero only in elements isuppz½2� i� 2� through isuppz½2� i� 1�.
Implemented only for range ¼ Nag AllValues or Nag Indices and iu� il ¼ n� 1.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

nag_dsyevr (f08fdc) failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.
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NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsyevr (f08fdc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsyevr (f08fdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zheevr (f08frc).
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10 Example

This example finds the eigenvalues with indices in the range 2; 3½ �, and the corresponding eigenvectors,
of the symmetric matrix

A ¼
1 2 3 4
2 2 3 4
3 3 3 4
4 4 4 4

0B@
1CA:

10.1 Program Text

/* nag_dsyevr (f08fdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl = 0.0, vu = 0.0;
Integer exit_status = 0, i, il, iu, j, m, n;
Integer pda, pdz;
/* Arrays */
double *a = 0, *w = 0, *z = 0;
Integer *isuppz = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsyevr (f08fdc) Example Program Results\n\n");

/* Skip heading in data file and read n and the lower and upper
* indices of the smallest and largest eigenvalues to be found
*/

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &il, &iu);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &il, &iu);
#endif

m = iu - il + 1;
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/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * n, double)) ||
!(isuppz = NAG_ALLOC(m * 2, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
pdz = n;

/* Read the upper triangular part of the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Set the absolute error tolerance for eigenvalues. With abstol
* set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_dsyevr (f08fdc).
* Solve the symmetric eigenvalue problem.
*/

nag_dsyevr(order, Nag_DoBoth, Nag_Indices, Nag_Upper, n, a, pda, vl, vu, il,
iu, abstol, &m, w, z, pdz, isuppz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsyevr (f08fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print solution */
printf("Selected eigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_real_mat_print (x04cac).
* Print selected eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(isuppz);
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return exit_status;
}

#undef A
#undef Z

10.2 Program Data

nag_dsyevr (f08fdc) Example Program Data

4 2 3 :Values of n, il and iu

1.0 2.0 3.0 4.0
2.0 3.0 4.0

3.0 4.0
4.0 :End of matrix A

10.3 Program Results

nag_dsyevr (f08fdc) Example Program Results

Selected eigenvalues
-0.5146 -0.2943
Selected eigenvectors

1 2
1 1.0000 1.0000
2 -0.9431 -2.3976
3 -1.0537 2.3508
4 0.8831 -0.8879
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NAG Library Function Document

nag_dsytrd (f08fec)

1 Purpose

nag_dsytrd (f08fec) reduces a real symmetric matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsytrd (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, double d[], double e[], double tau[],
NagError *fail)

3 Description

nag_dsytrd (f08fec) reduces a real symmetric matrix A to symmetric tridiagonal form T by an
orthogonal similarity transformation: A ¼ QTQT.

The matrix Q is not formed explicitly but is represented as a product of n� 1 elementary reflectors (see
the f08 Chapter Introduction for details). Functions are provided to work with Q in this representation
(see Section 9).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: a is overwritten by the tridiagonal matrix T and details of the orthogonal matrix Q as
specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On exit: the diagonal elements of the tridiagonal matrix T .

7: e½dim� – double Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On exit: the off-diagonal elements of the tridiagonal matrix T .

8: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On exit: further details of the orthogonal matrix Q.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed tridiagonal matrix T is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of T themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues and eigenvectors.

8 Parallelism and Performance

nag_dsytrd (f08fec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsytrd (f08fec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 .

To form the orthogonal matrix Q nag_dsytrd (f08fec) may be followed by a call to nag_dorgtr (f08ffc):

nag_dorgtr(order,uplo,n,&a,pda,tau,&fail)

To apply Q to an n by p real matrix C nag_dsytrd (f08fec) may be followed by a call to nag_dormtr
(f08fgc). For example,

nag_dormtr(order,Nag_LeftSide,uplo,Nag_NoTrans,n,p,&a,pda,
tau,&c,pdc,&fail)

forms the matrix product QC.

The complex analogue of this function is nag_zhetrd (f08fsc).
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10 Example

This example reduces the matrix A to tridiagonal form, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

10.1 Program Text

/* nag_dsytrd (f08fec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *d = 0, *e = 0, *tau = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsytrd (f08fec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdz = n;
tau_len = n - 1;
d_len = n;

f08fec NAG Library Manual

f08fec.4 Mark 26



e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^T)*A*Q */
/* nag_dsytrd (f08fec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form
*/

nag_dsytrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrd (f08fec).\n%s\n", fail.message);
exit_status = 1;

}

/* Copy A into Z using nag_dtr_copy (f16qec). */
nag_dtr_copy(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n, a, pda, z, pdz,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from dtr_copy.\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Form Q explicitly, storing the result in z using nag_dorgtr (f08ffc). */
nag_dorgtr(order, uplo, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgtr (f08ffc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of matrix A */
nag_dsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsteqr (f08jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}

/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dsytrd (f08fec) Example Program Data
4 :Value of N
Nag_Lower :Value of UPLO
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
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10.3 Program Results

nag_dsytrd (f08fec) Example Program Results

Eigenvalues
-5.0034 -1.9987 0.2013 8.0008

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.6148 -3.4333 0.4489 0.6668
3 -0.8378 1.7553 -1.3572 0.8248
4 1.0219 -1.6052 -1.8213 0.0988
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NAG Library Function Document

nag_dorgtr (f08ffc)

1 Purpose

nag_dorgtr (f08ffc) generates the real orthogonal matrix Q, which was determined by nag_dsytrd
(f08fec) when reducing a symmetric matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorgtr (Nag_OrderType order, Nag_UploType uplo, Integer n,
double a[], Integer pda, const double tau[], NagError *fail)

3 Description

nag_dorgtr (f08ffc) is intended to be used after a call to nag_dsytrd (f08fec), which reduces a real
symmetric matrix A to symmetric tridiagonal form T by an orthogonal similarity transformation:
A ¼ QTQT. nag_dsytrd (f08fec) represents the orthogonal matrix Q as a product of n� 1 elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_dsytrd (f08fec).

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix Q.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the vectors which define the elementary reflectors, as returned by nag_dsytrd
(f08fec).
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On exit: the n by n orthogonal matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dsytrd (f08fec).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dorgtr (f08ffc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dorgtr (f08ffc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 .

The complex analogue of this function is nag_zungtr (f08ftc).

10 Example

This example computes all the eigenvalues and eigenvectors of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

Here A is symmetric and must first be reduced to tridiagonal form by nag_dsytrd (f08fec). The program
then calls nag_dorgtr (f08ffc) to form Q, and passes this matrix to nag_dsteqr (f08jec) which computes
the eigenvalues and eigenvectors of A.

10.1 Program Text

/* nag_dorgtr (f08ffc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
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Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *d = 0, *e = 0, *tau = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorgtr (f08ffc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdz = n;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^T)*A*Q */
/* nag_dsytrd (f08fec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form
*/

nag_dsytrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrd (f08fec).\n%s\n", fail.message);
exit_status = 1;

}

/* Copy A into Z using nag_dtr_copy (f16qec). */
nag_dtr_copy(order, uplo, Nag_NoTrans, Nag_NonUnitDiag, n, a, pda, z, pdz,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from dtr_copy.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Form Q explicitly, storing the result in z using nag_dorgtr (f08ffc). */
nag_dorgtr(order, uplo, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgtr (f08ffc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of matrix A */
nag_dsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsteqr (f08jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}

/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
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nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
z, pdz, "Eigenvectors", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dorgtr (f08ffc) Example Program Data
4 :Value of N
Nag_Lower :Value of UPLO
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A

10.3 Program Results

nag_dorgtr (f08ffc) Example Program Results

Eigenvalues
-5.0034 -1.9987 0.2013 8.0008

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.6148 -3.4333 0.4489 0.6668
3 -0.8378 1.7553 -1.3572 0.8248
4 1.0219 -1.6052 -1.8213 0.0988
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NAG Library Function Document

nag_dormtr (f08fgc)

1 Purpose

nag_dormtr (f08fgc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q which was
determined by nag_dsytrd (f08fec) when reducing a real symmetric matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormtr (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Integer m, Integer n, const double a[],
Integer pda, const double tau[], double c[], Integer pdc,
NagError *fail)

3 Description

nag_dormtr (f08fgc) is intended to be used after a call to nag_dsytrd (f08fec), which reduces a real
symmetric matrix A to symmetric tridiagonal form T by an orthogonal similarity transformation:
A ¼ QTQT. nag_dsytrd (f08fec) represents the orthogonal matrix Q as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC;QTC;CQ or CQT;

overwriting the result on C (which may be any real rectangular matrix).

A common application of this function is to transform a matrix Z of eigenvectors of T to the matrix
QZ of eigenvectors of A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.
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side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_dsytrd (f08fec).

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

5: m – Integer Input

On entry: m, the number of rows of the matrix C; m is also the order of Q if
side ¼ Nag LeftSide.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix C; n is also the order of Q if
side ¼ Nag RightSide.

Constraint: n 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dsytrd
(f08fec).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

9: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least

max 1;m� 1ð Þ when side ¼ Nag LeftSide;
max 1;n� 1ð Þ when side ¼ Nag RightSide.

On entry: further details of the elementary reflectors, as returned by nag_dsytrd (f08fec).
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10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
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On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dormtr (f08fgc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dormtr (f08fgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2m2n if side ¼ Nag LeftSide and 2mn2

if side ¼ Nag RightSide.

The complex analogue of this function is nag_zunmtr (f08fuc).

10 Example

This example computes the two smallest eigenvalues, and the associated eigenvectors, of the matrix A,
where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA:

Here A is symmetric and must first be reduced to tridiagonal form T by nag_dsytrd (f08fec). The
program then calls nag_dstebz (f08jjc) to compute the requested eigenvalues and nag_dstein (f08jkc) to
compute the associated eigenvectors of T . Finally nag_dormtr (f08fgc) is called to transform the
eigenvectors to those of A.
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10.1 Program Text

/* nag_dormtr (f08fgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nsplit, pda, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
double vl = 0.0, vu = 0.0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *iblock = 0, *ifailv = 0, *isplit = 0;
double *a = 0, *d = 0, *e = 0, *tau = 0, *w = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dormtr (f08fgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdz = n;

tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(iblock = NAG_ALLOC(n, Integer)) ||
!(ifailv = NAG_ALLOC(n, Integer)) ||
!(isplit = NAG_ALLOC(n, Integer)) ||
!(w = NAG_ALLOC(n, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(n * n, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^T)*A*Q */
/* nag_dsytrd (f08fec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form
*/

nag_dsytrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrd (f08fec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the two smallest eigenvalues of T (same as A) */
/* nag_dstebz (f08jjc).
* Selected eigenvalues of real symmetric tridiagonal matrix
* by bisection
*/

nag_dstebz(Nag_Indices, Nag_ByBlock, n, vl, vu, 1, 2, 0.0,
d, e, &m, &nsplit, w, iblock, isplit, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dstebz (f08jjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 0; i < m; ++i)

printf("%8.4f%s", w[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* Calculate the eigenvectors of T storing the result in Z */
/* nag_dstein (f08jkc).
* Selected eigenvectors of real symmetric tridiagonal
* matrix by inverse iteration, storing eigenvectors in real
* array
*/

nag_dstein(order, n, d, e, m, w, iblock, isplit, z, pdz, ifailv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dstein (f08jkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate all the eigenvectors of A = Q*(eigenvectors of T) */
/* nag_dormtr (f08fgc).
* Apply orthogonal transformation determined by nag_dsytrd
* (f08fec)
*/

nag_dormtr(order, Nag_LeftSide, uplo, Nag_NoTrans, n, m, a, pda,
tau, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormtr (f08fgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= m; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvectors */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(iblock);
NAG_FREE(ifailv);
NAG_FREE(isplit);
NAG_FREE(tau);
NAG_FREE(w);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dormtr (f08fgc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A
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10.3 Program Results

nag_dormtr (f08fgc) Example Program Results

Eigenvalues
-5.0034 -1.9987

Eigenvectors
1 2

1 1.0000 1.0000
2 -0.6148 -3.4333
3 -0.8378 1.7553
4 1.0219 -1.6052
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NAG Library Function Document

nag_ddisna (f08flc)

1 Purpose

nag_ddisna (f08flc) computes the reciprocal condition numbers for the eigenvectors of a real symmetric
or complex Hermitian m by m matrix A, or for the left or right singular vectors of a general m by n
matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ddisna (Nag_JobType job, Integer m, Integer n, const double d[],
double sep[], NagError *fail)

3 Description

The bound on the error, measured by the angle in radians, for the ith computed vector is given by
� Ak k2=sepi, where � is the machine precision and sepi is the reciprocal condition number for the
vectors, returned in the array element sep½i� 1�. sep½i� 1� is restricted to be at least � Ak k2 in order to
limit the size of the error bound.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: job – Nag_JobType Input

On entry: specifies for which problem the reciprocal condition number should be computed.

job ¼ Nag EigVecs
The eigenvectors of a symmetric or Hermitian matrix.

job ¼ Nag LeftSingVecs
The left singular vectors of a general matrix.

job ¼ Nag RightSingVecs
The right singular vectors of a general matrix.

Constraint: job ¼ Nag EigVecs, Nag LeftSingVecs or Nag RightSingVecs.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix when job ¼ Nag LeftSingVecs or
Nag RightSingVecs.

If job ¼ Nag EigVecs, n is not referenced.

Constraint: if job ¼ Nag LeftSingVecs or Nag RightSingVecs, n 	 0.
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4: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least

max 1;mð Þ when job ¼ Nag EigVecs;
max 1;min m;nð Þð Þ when job ¼ Nag LeftSingVecs or Nag RightSingVecs.

On entry: the eigenvalues if job ¼ Nag EigVecs, or singular values if job ¼ Nag LeftSingVecs
or Nag RightSingVecs of the matrix A.

Constraints:

the elements of the array d must be in either increasing or decreasing order;
if job ¼ Nag LeftSingVecs or Nag RightSingVecs the elements of d must be non-
negative.

5: sep½dim� – double Output

Note: the dimension, dim, of the array sep must be at least

max 1;mð Þ when job ¼ Nag EigVecs;
max 1;min m;nð Þð Þ when job ¼ Nag LeftSingVecs or Nag RightSingVecs.

On exit: the reciprocal condition numbers of the vectors.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, job ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag LeftSingVecs or Nag RightSingVecs, n 	 0.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

f08flc NAG Library Manual

f08flc.2 Mark 26



NE_NOT_MONOTONIC

Constraint: the elements of the array d must be in either increasing or decreasing order.
if job ¼ Nag LeftSingVecs or Nag RightSingVecs the elements of d must be non-negative.

7 Accuracy

The reciprocal condition numbers are computed to machine precision relative to the size of the
eigenvalues, or singular values.

8 Parallelism and Performance

nag_ddisna (f08flc) is not threaded in any implementation.

9 Further Comments

nag_ddisna (f08flc) may also be used towards computing error bounds for the eigenvectors of the
generalized symmetric or Hermitian definite eigenproblem. See Golub and Van Loan (1996) for further
details on the error bounds.

10 Example

The use of nag_ddisna (f08flc) in computing error bounds for eigenvectors of the symmetric eigenvalue
problem is illustrated in Section 10 in nag_dsyev (f08fac); its use in computing error bounds for
singular vectors is illustrated in Section 10 in nag_dgesvd (f08kbc); and its use in computing error
bounds for eigenvectors of the generalized symmetric definite eigenvalue problem is illustrated in
Section 10 in nag_dsygv (f08sac).
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NAG Library Function Document

nag_zheev (f08fnc)

1 Purpose

nag_zheev (f08fnc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex n by
n Hermitian matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zheev (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Complex a[], Integer pda, double w[], NagError *fail)

3 Description

The Hermitian matrix A is first reduced to real tridiagonal form, using unitary similarity
transformations, and then the QR algorithm is applied to the tridiagonal matrix to compute the
eigenvalues and (optionally) the eigenvectors.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.
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If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag DoBoth, then a contains the orthonormal eigenvectors of the matrix A.

If job ¼ Nag EigVals, then on exit the lower triangle (if uplo ¼ Nag Lower) or the upper
triangle (if uplo ¼ Nag Upper) of a, including the diagonal, is overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: w½n� – double Output

On exit: the eigenvalues in ascending order.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zheev (f08fnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zheev (f08fnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Each eigenvector is normalized so that the element of largest absolute value is real.

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dsyev (f08fac).
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10 Example

This example finds all the eigenvalues and eigenvectors of the Hermitian matrix

A ¼
1 2� i 3� i 4� i
2þ i 2 3� 2i 4� 2i
3þ i 3þ 2i 3 4� 3i
4þ i 4þ 2i 4þ 3i 4

0B@
1CA;

together with approximate error bounds for the computed eigenvalues and eigenvectors.

10.1 Program Text

/* nag_zheev (f08fnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer exit_status = 0, i, j, n, pda;
/* Arrays */
Complex *a = 0;
double *rcondz = 0, *w = 0, *zerrbd = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zheev (f08fnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||
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!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerrbd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = n;

#else
pda = n;

#endif

/* Read the upper triangular part of the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zheev (f08fnc).
* Solve the Hermitian eigenvalue problem.
*/

nag_zheev(order, Nag_DoBoth, Nag_Upper, n, a, pda, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zheev (f08fnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/

for (j = 1; j <= n; j++)
for (i = n; i >= 1; i--)

A(i, j) = nag_complex_divide(A(i, j), A(1, j));

/* Print solution */
printf("Eigenvalues\n");
for (j = 0; j < n; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_complx_mat_print (x04dac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max {|w[i]|, i=0..n-1}, and since
* the eigenvalues are in ascending order ||A|| = max( |w[0]|, |w[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(w[0]), fabs(w[n - 1]));
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/* nag_ddisna (f08flc).
* Estimate reciprocal condition numbers for the eigenvectors.
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvectors */
for (i = 0; i < n; ++i)

zerrbd[i] = eerrbd / rcondz[i];

/* Print the approximate error bounds for the eigenvalues and vectors */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n\n", eerrbd);

printf("Error estimates for the eigenvectors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", zerrbd[i], (i + 1) % 6 == 0 ? "\n" : " ");

END:
NAG_FREE(a);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerrbd);

return exit_status;
}

#undef A

10.2 Program Data

nag_zheev (f08fnc) Example Program Data

4 :Value of n

(1.0, 0.0) (2.0, -1.0) (3.0, -1.0) (4.0, -1.0)
(2.0, 0.0) (3.0, -2.0) (4.0, -2.0)

(3.0, 0.0) (4.0, -3.0)
(4.0, 0.0) :End of matrix A

10.3 Program Results

nag_zheev (f08fnc) Example Program Results

Eigenvalues
-4.2443 -0.6886 1.1412 13.7916

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
-0.0000 0.0000 -0.0000 0.0000

2 0.6022 -0.7703 0.0516 1.1508
-0.7483 -0.1746 1.2795 -0.0404

3 -0.6540 0.4559 -1.1962 1.3404
-0.7642 0.4892 -0.2954 0.2188

4 -0.9197 -0.3464 0.7876 1.3674
0.7044 -0.4448 -0.5075 0.8207
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Error estimate for the eigenvalues
1.5e-15

Error estimates for the eigenvectors
4.3e-16 8.4e-16 8.4e-16 1.2e-16
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NAG Library Function Document

nag_zheevx (f08fpc)

1 Purpose

nag_zheevx (f08fpc) computes selected eigenvalues and, optionally, eigenvectors of a complex n by n
Hermitian matrix A. Eigenvalues and eigenvectors can be selected by specifying either a range of
values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zheevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Complex a[], Integer pda, double vl,
double vu, Integer il, Integer iu, double abstol, Integer *m,
double w[], Complex z[], Integer pdz, Integer jfail[], NagError *fail)

3 Description

The Hermitian matrix A is first reduced to real tridiagonal form, using unitary similarity
transformations. The required eigenvalues and eigenvectors are then computed from the tridiagonal
matrix; the method used depends upon whether all, or selected, eigenvalues and eigenvectors are
required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.
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job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the lower triangle (if uplo ¼ Nag Lower) or the upper triangle (if uplo ¼ Nag Upper) of
a, including the diagonal, is overwritten.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: vl – double Input
9: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.
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10: il – Integer Input
11: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

12: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small number, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small number. See Demmel and Kahan (1990).

13: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

14: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the first m elements contain the selected eigenvalues in ascending order.

15: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The ith element of the jth vector Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

16: pdz – Integer Input

On entry: the stride used in the array z.
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Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

17: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zheevx (f08fpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zheevx (f08fpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dsyevx (f08fbc).

10 Example

This example finds the eigenvalues in the half-open interval �2; 2ð �, and the corresponding
eigenvectors, of the Hermitian matrix

A ¼
1 2� i 3� i 4� i
2þ i 2 3� 2i 4� 2i
3þ i 3þ 2i 3 4� 3i
4þ i 4þ 2i 4þ 3i 4

0B@
1CA:
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10.1 Program Text

/* nag_zheevx (f08fpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, i, il = 0, iu = 0, j, m, n, pda, pdz;
/* Arrays */
Complex *a = 0, *z = 0;
double *w = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zheevx (f08fpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

m = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(z = NAG_ALLOC(n * m, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
#ifdef NAG_COLUMN_MAJOR
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pdz = n;
#else

pdz = m;
#endif

/* Read the lower and upper bounds of the interval to be searched,
* and read the upper triangular part of the matrix A from data file.
*/

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &vl, &vu);

#else
scanf("%lf%lf%*[^\n]", &vl, &vu);

#endif
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_zheevx (f08fpc).
* Solve the Hermitian eigenvalue problem.
*/

nag_zheevx(order, Nag_DoBoth, Nag_Interval, Nag_Upper, n, a, pda, vl,
vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_zheevx (f08fpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/

for (j = 1; j <= m; j++)
for (i = n; i >= 1; i--)

Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);

printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_complx_mat_print (x04dac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail_print.message);

exit_status = 1;
goto END;

}
if (fail.code == NE_CONVERGENCE) {
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printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
}

END:
NAG_FREE(a);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(index);

return exit_status;
}

#undef A
#undef Z

10.2 Program Data

nag_zheevx (f08fpc) Example Program Data
4 :Value of n

-2.0 2.0 :Values of vl and vu
(1.0, 0.0) (2.0, -1.0) (3.0, -1.0) (4.0, -1.0)

(2.0, 0.0) (3.0, -2.0) (4.0, -2.0)
(3.0, 0.0) (4.0, -3.0)

(4.0, 0.0) :End of matrix A

10.3 Program Results

nag_zheevx (f08fpc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-0.6886 1.1412

Selected eigenvectors
1 2

1 1.0000 1.0000
0.0000 -0.0000

2 -0.7703 0.0516
-0.1746 1.2795

3 0.4559 -1.1962
0.4892 -0.2954

4 -0.3464 0.7876
-0.4448 -0.5075
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NAG Library Function Document

nag_zheevd (f08fqc)

1 Purpose

nag_zheevd (f08fqc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian matrix. If the eigenvectors are requested, then it uses a divide-and-conquer algorithm to
compute eigenvalues and eigenvectors. However, if only eigenvalues are required, then it uses the
Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zheevd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Complex a[], Integer pda, double w[], NagError *fail)

3 Description

nag_zheevd (f08fqc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian matrix A. In other words, it can compute the spectral factorization of A as

A ¼ Z�ZH;

where � is a real diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the
(complex) unitary matrix whose columns are the eigenvectors zi. Thus

Azi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.
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job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag EigVecs, a is overwritten by the unitary matrix Z which contains the
eigenvectors of A.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues of the matrix A in ascending order.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If fail:errnum ¼ valueh i and job ¼ Nag DoNothing, the algorithm failed to converge; valueh i
elements of an intermediate tridiagonal form did not converge to zero; if fail:errnum ¼ valueh i
and job ¼ Nag EigVecs, then the algorithm failed to compute an eigenvalue while working on
the submatrix lying in rows and column valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zheevd (f08fqc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zheevd (f08fqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dsyevd (f08fcc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the Hermitian matrix A, where

A ¼
1:0þ 0:0i 2:0� 1:0i 3:0� 1:0i 4:0� 1:0i
2:0þ 1:0i 2:0þ 0:0i 3:0� 2:0i 4:0� 2:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 0:0i 4:0� 3:0i
4:0þ 1:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 0:0i

0B@
1CA:

The example program for nag_zheevd (f08fqc) illustrates the computation of error bounds for the
eigenvalues and eigenvectors.

10.1 Program Text

/* nag_zheevd (f08fqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, w_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *w = 0;
Complex *a = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zheevd (f08fqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
w_len = n;
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/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) || !(w = NAG_ALLOC(w_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read type of job to be performed */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);

/* Calculate all the eigenvalues and eigenvectors of A using
* nag_zheevd (f08fqc).
* All eigenvalues and optionally all eigenvectors of
* complex Hermitian matrix (divide-and-conquer)
*/

nag_zheevd(order, job, uplo, n, a, pda, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zheevd (f08fqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
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A(i, j) = nag_complex_divide(A(i, j), A(1, j));
}

}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %5" NAG_IFMT " %8.4f\n", i + 1, w[i]);
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_AboveForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(w);
return exit_status;

}

10.2 Program Data

nag_zheevd (f08fqc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
(1.0, 0.0)
(2.0, 1.0) (2.0, 0.0)
(3.0, 1.0) (3.0, 2.0) (3.0, 0.0)
(4.0, 1.0) (4.0, 2.0) (4.0, 3.0) (4.0, 0.0) :End of matrix A
Nag_EigVecs :Value of job

10.3 Program Results

nag_zheevd (f08fqc) Example Program Results

Eigenvalues
1 -4.2443
2 -0.6886
3 1.1412
4 13.7916

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
0.0000 0.0000 -0.0000 -0.0000

2 0.6022 -0.7703 0.0516 1.1508
-0.7483 -0.1746 1.2795 -0.0404

3 -0.6540 0.4559 -1.1962 1.3404
-0.7642 0.4892 -0.2954 0.2188

4 -0.9197 -0.3464 0.7876 1.3674
0.7044 -0.4448 -0.5075 0.8207
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NAG Library Function Document

nag_zheevr (f08frc)

1 Purpose

nag_zheevr (f08frc) computes selected eigenvalues and, optionally, eigenvectors of a complex n by n
Hermitian matrix A. Eigenvalues and eigenvectors can be selected by specifying either a range of
values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zheevr (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Complex a[], Integer pda, double vl,
double vu, Integer il, Integer iu, double abstol, Integer *m,
double w[], Complex z[], Integer pdz, Integer isuppz[], NagError *fail)

3 Description

The Hermitian matrix is first reduced to a real tridiagonal matrix T , using unitary similarity
transformations. Then whenever possible, nag_zheevr (f08frc) computes the eigenspectrum using
Relatively Robust Representations. nag_zheevr (f08frc) computes eigenvalues by the dqds algorithm,
while orthogonal eigenvectors are computed from various ‘good’ LDLT representations (also known as
Relatively Robust Representations). Gram–Schmidt orthogonalization is avoided as far as possible.
More specifically, the various steps of the algorithm are as follows. For the ith unreduced block of T :

(a) compute T � �iI ¼ LiDiL
T
i , such that LiDiL

T
i is a relatively robust representation,

(b) compute the eigenvalues, �j, of LiDiL
T
i to high relative accuracy by the dqds algorithm,

(c) if there is a cluster of close eigenvalues, ‘choose’ �i close to the cluster, and go to (a),

(d) given the approximate eigenvalue �j of LiDiL
T
i , compute the corresponding eigenvector by

forming a rank-revealing twisted factorization.

The desired accuracy of the output can be specified by the argument abstol. For more details, see
Dhillon (1997) and Parlett and Dhillon (2000).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Dhillon I (1997) A new O n2
� �

algorithm for the symmetric tridiagonal eigenvalue/eigenvector problem
Computer Science Division Technical Report No. UCB//CSD-97-971 UC Berkeley

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Parlett B N and Dhillon I S (2000) Relatively robust representations of symmetric tridiagonals Linear
Algebra Appl. 309 121–151
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

For range ¼ Nag Interval or Nag Indices and iu� il < n� 1, nag_dstebz (f08jjc) and nag_zstein
(f08jxc) are called.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the lower triangle (if uplo ¼ Nag Lower) or the upper triangle (if uplo ¼ Nag Upper) of
a, including the diagonal, is overwritten.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: vl – double Input
9: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

10: il – Integer Input
11: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

12: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the real tridiagonal matrix obtained by reducing A to tridiagonal form.
See Demmel and Kahan (1990).

If high relative accuracy is important, set abstol to nag real safe small numberð Þ, although doing
so does not currently guarantee that eigenvalues are computed to high relative accuracy. See
Barlow and Demmel (1990) for a discussion of which matrices can define their eigenvalues to
high relative accuracy.

13: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

14: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the first m elements contain the selected eigenvalues in ascending order.

15: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the first m columns of Z contain the orthonormal eigenvectors of
the matrix A corresponding to the selected eigenvalues, with the ith column of Z holding the
eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

16: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

17: isuppz½dim� – Integer Output

Note: the dimension, dim, of the array isuppz must be at least max 1; 2�mð Þ.
On exit: the support of the eigenvectors in z, i.e., the indices indicating the nonzero elements in
z. The ith eigenvector is nonzero only in elements isuppz½2� i� 2� through isuppz½2� i� 1�.
Implemented only for range ¼ Nag AllValues or Nag Indices and iu� il ¼ n� 1.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

nag_zheevr (f08frc) failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.
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NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zheevr (f08frc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zheevr (f08frc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dsyevr (f08fdc).
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10 Example

This example finds the eigenvalues with indices in the range 2; 3½ �, and the corresponding eigenvectors,
of the Hermitian matrix

A ¼
1 2� i 3� i 4� i
2þ i 2 3� 2i 4� 2i
3þ i 3þ 2i 3 4� 3i
4þ i 4þ 2i 4þ 3i 4

0B@
1CA:

10.1 Program Text

/* nag_zheevr (f08frc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl = 0.0, vu = 0.0;
Integer i, il, iu, j, m, n, pda, pdz;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *z = 0;
double *w = 0;
Integer *isuppz = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zheevr (f08frc) Example Program Results\n\n");

/* Skip heading in data file and read n and the lower and upper
* indices of the smallest and largest eigenvalues to be found.
*/

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &il, &iu);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &il, &iu);
#endif
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m = iu - il + 1;
pda = n;
pdz = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(z = NAG_ALLOC(n * pdz, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(isuppz = NAG_ALLOC(2 * pdz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper triangular part of the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_zheevr (f08frc).
* Solve the symmetric eigenvalue problem.
*/

nag_zheevr(order, Nag_DoBoth, Nag_Indices, Nag_Upper, n, a, pda, vl, vu, il,
iu, abstol, &m, w, z, pdz, isuppz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zheevr (f08frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/

for (j = 1; j <= m; j++)
for (i = n; i >= 1; i--)

Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print solution */
printf("Selected eigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_complx_mat_print (x04dac).
* Print selected eigenvectors.
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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END:
NAG_FREE(a);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(isuppz);

return exit_status;
}

#undef A
#undef Z

10.2 Program Data

nag_zheevr (f08frc) Example Program Data

4 2 3 :Values of n, il and iu

(1.0, 0.0) (2.0,-1.0) (3.0,-1.0) (4.0,-1.0)
(2.0, 0.0) (3.0,-2.0) (4.0,-2.0)

(3.0, 0.0) (4.0,-3.0)
(4.0, 0.0) :End of matrix A

10.3 Program Results

nag_zheevr (f08frc) Example Program Results

Selected eigenvalues
-0.6886 1.1412
Selected eigenvectors

1 2
1 1.0000 1.0000

0.0000 -0.0000

2 -0.7703 0.0516
-0.1746 1.2795

3 0.4559 -1.1962
0.4892 -0.2954

4 -0.3464 0.7876
-0.4448 -0.5075
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NAG Library Function Document

nag_zhetrd (f08fsc)

1 Purpose

nag_zhetrd (f08fsc) reduces a complex Hermitian matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhetrd (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, double d[], double e[], Complex tau[],
NagError *fail)

3 Description

nag_zhetrd (f08fsc) reduces a complex Hermitian matrix A to real symmetric tridiagonal form T by a
unitary similarity transformation: A ¼ QTQH.

The matrix Q is not formed explicitly but is represented as a product of n� 1 elementary reflectors (see
the f08 Chapter Introduction for details). Functions are provided to work with Q in this representation
(see Section 9).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: a is overwritten by the tridiagonal matrix T and details of the unitary matrix Q as
specified by uplo.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On exit: the diagonal elements of the tridiagonal matrix T .

7: e½dim� – double Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On exit: the off-diagonal elements of the tridiagonal matrix T .

8: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On exit: further details of the unitary matrix Q.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed tridiagonal matrix T is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of T themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues and eigenvectors.

8 Parallelism and Performance

nag_zhetrd (f08fsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhetrd (f08fsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16
3 n

3 .

To form the unitary matrix Q nag_zhetrd (f08fsc) may be followed by a call to nag_zungtr (f08ftc):

nag_zungtr(order,uplo,n,&a,pda,tau,&fail)

To apply Q to an n by p complex matrix C nag_zhetrd (f08fsc) may be followed by a call to
nag_zunmtr (f08fuc). For example,

nag_zunmtr(order,Nag_LeftSide,uplo,Nag_NoTrans,n,p,&a,pda,
tau,&c,pdc,&fail)

forms the matrix product QC.

The real analogue of this function is nag_dsytrd (f08fec).
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10 Example

This example reduces the matrix A to tridiagonal form, where

A ¼
�2:28þ 0:00i 1:78� 2:03i 2:26þ 0:10i �0:12þ 2:53i
1:78þ 2:03i �1:12þ 0:00i 0:01þ 0:43i �1:07þ 0:86i
2:26� 0:10i 0:01� 0:43i �0:37þ 0:00i 2:31� 0:92i
�0:12� 2:53i �1:07� 0:86i 2:31þ 0:92i �0:73þ 0:00i

0B@
1CA:

10.1 Program Text

/* nag_zhetrd (f08fsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhetrd (f08fsc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdz = n;

#else
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pda = n;
pdz = n;

#endif

tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhetrd (f08fsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form
*/

nag_zhetrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrd (f08fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Copy A into Z */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}

}
/* Form Q explicitly, storing the result in Z */
/* nag_zungtr (f08ftc).
* Generate unitary transformation matrix from reduction to
* tridiagonal form determined by nag_zhetrd (f08fsc)
*/

nag_zungtr(order, uplo, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungtr (f08ftc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zsteqr (f08jsc).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from complex Hermitian
* matrix, using implicit QL or QR
*/

nag_zsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsteqr (f08jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf("\nEigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%9.4f%s", d[i - 1], i % 4 == 0 ? "\n" : " ");
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_NoLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(tau);
NAG_FREE(z);
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NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_zhetrd (f08fsc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-2.28, 0.00)
( 1.78, 2.03) (-1.12, 0.00)
( 2.26,-0.10) ( 0.01,-0.43) (-0.37, 0.00)
(-0.12,-2.53) (-1.07,-0.86) ( 2.31, 0.92) (-0.73, 0.00) :End of matrix A

10.3 Program Results

nag_zhetrd (f08fsc) Example Program Results

Eigenvalues
-6.0002 -3.0030 0.5036 3.9996

Eigenvectors
1 2 3 4

( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000) ( 1.0000, 0.0000)
(-0.2278,-0.2824) (-2.2999,-1.6237) ( 1.0792, 0.4997) ( 0.4876, 0.7282)
(-0.5706,-0.1941) ( 1.1424, 0.5807) ( 0.5013, 1.7896) ( 0.6025,-0.6924)
( 0.2388, 0.5702) (-1.3415,-1.5739) (-1.0810, 0.4883) ( 0.4257,-1.0093)
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NAG Library Function Document

nag_zungtr (f08ftc)

1 Purpose

nag_zungtr (f08ftc) generates the complex unitary matrix Q, which was determined by nag_zhetrd
(f08fsc) when reducing a Hermitian matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zungtr (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex a[], Integer pda, const Complex tau[], NagError *fail)

3 Description

nag_zungtr (f08ftc) is intended to be used after a call to nag_zhetrd (f08fsc), which reduces a complex
Hermitian matrix A to real symmetric tridiagonal form T by a unitary similarity transformation:
A ¼ QTQH. nag_zhetrd (f08fsc) represents the unitary matrix Q as a product of n� 1 elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_zhetrd (f08fsc).

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix Q.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the vectors which define the elementary reflectors, as returned by nag_zhetrd
(f08fsc).
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On exit: the n by n unitary matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

6: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zhetrd (f08fsc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zungtr (f08ftc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zungtr (f08ftc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16
3 n

3 .

The real analogue of this function is nag_dorgtr (f08ffc).

10 Example

This example computes all the eigenvalues and eigenvectors of the matrix A, where

A ¼
�2:28þ 0:00i 1:78� 2:03i 2:26þ 0:10i �0:12þ 2:53i
1:78þ 2:03i �1:12þ 0:00i 0:01þ 0:43i �1:07þ 0:86i
2:26� 0:10i 0:01� 0:43i �0:37þ 0:00i 2:31� 0:92i
�0:12� 2:53i �1:07� 0:86i 2:31þ 0:92i �0:73þ 0:00i

0B@
1CA:

Here A is Hermitian and must first be reduced to tridiagonal form by nag_zhetrd (f08fsc). The program
then calls nag_zungtr (f08ftc) to form Q, and passes this matrix to nag_zsteqr (f08jsc) which computes
the eigenvalues and eigenvectors of A.

10.1 Program Text

/* nag_zungtr (f08ftc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08ftc

Mark 26 f08ftc.3



Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zungtr (f08ftc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdz = n;

#else
pda = n;
pdz = n;

#endif

tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhetrd (f08fsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form
*/

nag_zhetrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrd (f08fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A into Z */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}

}
/* Form Q explicitly, storing the result in Z */
/* nag_zungtr (f08ftc).
* Generate unitary transformation matrix from reduction to
* tridiagonal form determined by nag_zhetrd (f08fsc)
*/

nag_zungtr(order, uplo, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungtr (f08ftc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zsteqr (f08jsc).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from complex Hermitian
* matrix, using implicit QL or QR
*/

nag_zsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zsteqr (f08jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf("\nEigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%9.4f%s", d[i - 1], i % 4 == 0 ? "\n" : " ");
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(tau);
NAG_FREE(z);
NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_zungtr (f08ftc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-2.28, 0.00)
( 1.78, 2.03) (-1.12, 0.00)
( 2.26,-0.10) ( 0.01,-0.43) (-0.37, 0.00)
(-0.12,-2.53) (-1.07,-0.86) ( 2.31, 0.92) (-0.73, 0.00) :End of matrix A

10.3 Program Results

nag_zungtr (f08ftc) Example Program Results

Eigenvalues
-6.0002 -3.0030 0.5036 3.9996

Eigenvectors
1 2 3 4

1 ( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000) ( 1.0000, 0.0000)
2 (-0.2278,-0.2824) (-2.2999,-1.6237) ( 1.0792, 0.4997) ( 0.4876, 0.7282)
3 (-0.5706,-0.1941) ( 1.1424, 0.5807) ( 0.5013, 1.7896) ( 0.6025,-0.6924)
4 ( 0.2388, 0.5702) (-1.3415,-1.5739) (-1.0810, 0.4883) ( 0.4257,-1.0093)
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NAG Library Function Document

nag_zunmtr (f08fuc)

1 Purpose

nag_zunmtr (f08fuc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q which
was determined by nag_zhetrd (f08fsc) when reducing a complex Hermitian matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmtr (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Integer m, Integer n, const Complex a[],
Integer pda, const Complex tau[], Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zunmtr (f08fuc) is intended to be used after a call to nag_zhetrd (f08fsc), which reduces a complex
Hermitian matrix A to real symmetric tridiagonal form T by a unitary similarity transformation:
A ¼ QTQH. nag_zhetrd (f08fsc) represents the unitary matrix Q as a product of elementary reflectors.

This function may be used to form one of the matrix products

QC;QHC;CQ or CQH;

overwriting the result on C (which may be any complex rectangular matrix).

A common application of this function is to transform a matrix Z of eigenvectors of T to the matrix
QZ of eigenvectors of A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.

side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_zhetrd (f08fsc).

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

5: m – Integer Input

On entry: m, the number of rows of the matrix C; m is also the order of Q if
side ¼ Nag LeftSide.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix C; n is also the order of Q if
side ¼ Nag RightSide.

Constraint: n 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zhetrd
(f08fsc).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

9: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least

max 1;m� 1ð Þ when side ¼ Nag LeftSide;
max 1;n� 1ð Þ when side ¼ Nag RightSide.

On entry: further details of the elementary reflectors, as returned by nag_zhetrd (f08fsc).

10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08fuc

Mark 26 f08fuc.3



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_zunmtr (f08fuc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zunmtr (f08fuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8m2n if side ¼ Nag LeftSide and
8mn2 if side ¼ Nag RightSide.

The real analogue of this function is nag_dormtr (f08fgc).

10 Example

This example computes the two smallest eigenvalues, and the associated eigenvectors, of the matrix A,
where

A ¼
�2:28þ 0:00i 1:78� 2:03i 2:26þ 0:10i �0:12þ 2:53i
1:78þ 2:03i �1:12þ 0:00i 0:01þ 0:43i �1:07þ 0:86i
2:26� 0:10i 0:01� 0:43i �0:37þ 0:00i 2:31� 0:92i
�0:12� 2:53i �1:07� 0:86i 2:31þ 0:92i �0:73þ 0:00i

0B@
1CA:

Here A is Hermitian and must first be reduced to tridiagonal form T by nag_zhetrd (f08fsc). The
program then calls nag_dstebz (f08jjc) to compute the requested eigenvalues and nag_zstein (f08jxc) to
compute the associated eigenvectors of T . Finally nag_zunmtr (f08fuc) is called to transform the
eigenvectors to those of A.
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10.1 Program Text

/* nag_zunmtr (f08fuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, nsplit, pda, pdz, d_len, e_len;
Integer exit_status = 0;
double vl = 0.0, vu = 0.0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *iblock = 0, *ifailv = 0, *isplit = 0;
Complex *a = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0, *w = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zunmtr (f08fuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdz = n;

d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(iblock = NAG_ALLOC(n, Integer)) ||
!(ifailv = NAG_ALLOC(n, Integer)) ||
!(isplit = NAG_ALLOC(n, Integer)) ||
!(w = NAG_ALLOC(n, double)) ||
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!(tau = NAG_ALLOC(n - 1, Complex)) || !(z = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhetrd (f08fsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form
*/

nag_zhetrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrd (f08fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the two smallest eigenvalues of T (same as A) */
/* nag_dstebz (f08jjc).
* Selected eigenvalues of real symmetric tridiagonal matrix
* by bisection
*/

nag_dstebz(Nag_Indices, Nag_ByBlock, n, vl, vu, 1, 2, 0.0,
d, e, &m, &nsplit, w, iblock, isplit, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dstebz (f08jjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 0; i < m; ++i)

printf("%8.4f%s", w[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* Calculate the eigenvectors of T storing the result in Z */
/* nag_zstein (f08jxc).
* Selected eigenvectors of real symmetric tridiagonal
* matrix by inverse iteration, storing eigenvectors in
* complex array
*/

nag_zstein(order, n, d, e, m, w, iblock, isplit, z, pdz, ifailv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zstein (f08jxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate all the eigenvectors of A = Q*(eigenvectors of T) */
/* nag_zunmtr (f08fuc).
* Apply unitary transformation matrix determined by
* nag_zhetrd (f08fsc)
*/

nag_zunmtr(order, Nag_LeftSide, uplo, Nag_NoTrans, n, m, a, pda,
tau, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmtr (f08fuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= m; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvectors */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(iblock);
NAG_FREE(ifailv);
NAG_FREE(isplit);
NAG_FREE(tau);
NAG_FREE(w);
NAG_FREE(z);

return exit_status;
}
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10.2 Program Data

nag_zunmtr (f08fuc) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo

(-2.28, 0.00) ( 1.78,-2.03) ( 2.26, 0.10) (-0.12, 2.53)
(-1.12, 0.00) ( 0.01, 0.43) (-1.07, 0.86)

(-0.37, 0.00) ( 2.31,-0.92)
(-0.73, 0.00) :End of matrix A

10.3 Program Results

nag_zunmtr (f08fuc) Example Program Results

Eigenvalues
-6.0002 -3.0030

Eigenvectors
1 2

1 ( 1.0000, 0.0000) ( 1.0000,-0.0000)
2 (-0.2278,-0.2824) (-2.2999,-1.6237)
3 (-0.5706,-0.1941) ( 1.1424, 0.5807)
4 ( 0.2388, 0.5702) (-1.3415,-1.5739)

f08fuc NAG Library Manual

f08fuc.8 (last) Mark 26



NAG Library Function Document

nag_dspev (f08gac)

1 Purpose

nag_dspev (f08gac) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric matrix A in packed storage.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspev (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, double ap[], double w[], double z[], Integer pdz,
NagError *fail)

3 Description

The symmetric matrix A is first reduced to tridiagonal form, using orthogonal similarity
transformations, and then the QR algorithm is applied to the tridiagonal matrix to compute the
eigenvalues and (optionally) the eigenvectors.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.
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If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the values generated during the reduction to tridiagonal form. The
elements of the diagonal and the off-diagonal of the tridiagonal matrix overwrite the
corresponding elements of A.

6: w½n� – double Output

On exit: the eigenvalues in ascending order.

7: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the orthonormal eigenvectors of the matrix A, with the
ith column of Z holding the eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

8: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dspev (f08gac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dspev (f08gac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhpev (f08gnc).

10 Example

This example finds all the eigenvalues of the symmetric matrix

A ¼
1 2 3 4
2 2 3 4
3 3 3 4
4 4 4 4

0B@
1CA;

together with approximate error bounds for the computed eigenvalues.

10.1 Program Text

/* nag_dspev (f08gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer exit_status = 0, i, j, n;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *dummy = 0, *w = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define AP_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define AP_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]

order = Nag_ColMajor;
#else
#define AP_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define AP_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspev (f08gac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(dummy = NAG_ALLOC(1, double)) || !(w = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the matrix A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &AP_UPPER(i, j));

#else
scanf("%lf", &AP_UPPER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AP_LOWER(i, j));

#else
scanf("%lf", &AP_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* nag_dspev (f08gac).
* Solve the symmetric eigenvalue problem.
*/

nag_dspev(order, Nag_EigVals, uplo, n, ap, w, dummy, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspev (f08gac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Eigenvalues\n");
for (j = 0; j < n; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
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printf("\n");

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max {|w[i]|, i=0..n-1}, and since
* the eigenvalues are in ascending order ||A|| = max( |w[0]|, |w[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(w[0]), fabs(w[n - 1]));

/* Print the approximate error bound for the eigenvalues */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n", eerrbd);

END:
NAG_FREE(ap);
NAG_FREE(dummy);
NAG_FREE(w);

return exit_status;
}

#undef AP_UPPER
#undef AP_LOWER

10.2 Program Data

nag_dspev (f08gac) Example Program Data

4 :Value of n
Nag_Upper :Value of uplo

1.0 2.0 3.0 4.0
2.0 3.0 4.0

3.0 4.0
4.0 :End of matrix A

10.3 Program Results

nag_dspev (f08gac) Example Program Results

Eigenvalues
-2.0531 -0.5146 -0.2943 12.8621

Error estimate for the eigenvalues
1.4e-15
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NAG Library Function Document

nag_dspevx (f08gbc)

1 Purpose

nag_dspevx (f08gbc) computes selected eigenvalues and, optionally, eigenvectors of a real n by n
symmetric matrix A in packed storage. Eigenvalues and eigenvectors can be selected by specifying
either a range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, double ap[], double vl, double vu,
Integer il, Integer iu, double abstol, Integer *m, double w[],
double z[], Integer pdz, Integer jfail[], NagError *fail)

3 Description

The symmetric matrix A is first reduced to tridiagonal form, using orthogonal similarity
transformations. The required eigenvalues and eigenvectors are then computed from the tridiagonal
matrix; the method used depends upon whether all, or selected, eigenvalues and eigenvectors are
required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.
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job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the values generated during the reduction to tridiagonal form. The
elements of the diagonal and the off-diagonal of the tridiagonal matrix overwrite the
corresponding elements of A.

7: vl – double Input
8: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

9: il – Integer Input
10: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.
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Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

11: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small number, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small number. See Demmel and Kahan (1990).

12: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

13: w½n� – double Output

On exit: the selected eigenvalues in ascending order.

14: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

15: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

16: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
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On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dspevx (f08gbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dspevx (f08gbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhpevx (f08gpc).

10 Example

This example finds the eigenvalues in the half-open interval �1; 1ð �, and the corresponding
eigenvectors, of the symmetric matrix

A ¼
1 2 3 4
2 2 3 4
3 3 3 4
4 4 4 4

0B@
1CA:

10.1 Program Text

/* nag_dspevx (f08gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, i, il = 0, iu = 0, j, m, n, pdz;
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/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *w = 0, *z = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
#define AP_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define AP_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AP_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define AP_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspevx (f08gbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pdz = n;
m = n;
/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * m, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched,
* and read the upper or lower triangular part of the matrix A
* from data file.
*/

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &vl, &vu);

#else
scanf("%lf%lf%*[^\n]", &vl, &vu);

#endif
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
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for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &AP_UPPER(i, j));
#else

scanf("%lf", &AP_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AP_LOWER(i, j));

#else
scanf("%lf", &AP_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_dspevx (f08gbc).
* Solve the symmetric eigenvalue problem.
*/

nag_dspevx(order, Nag_DoBoth, Nag_Interval, uplo, n, ap, vl, vu, il, iu,
abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_dspevx (f08gbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);

printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail_print.message);

exit_status = 1;
goto END;

}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
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printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
}

END:
NAG_FREE(ap);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);

return exit_status;
}

#undef AP_UPPER
#undef AP_LOWER
#undef Z

10.2 Program Data

nag_dspevx (f08gbc) Example Program Data

4 :Value of n
Nag_Upper :Value of uplo

-1.0 1.0 :Values of vl and vu

1.0 2.0 3.0 4.0
2.0 3.0 4.0

3.0 4.0
4.0 :End of matrix A

10.3 Program Results

nag_dspevx (f08gbc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-0.5146 -0.2943

Selected eigenvectors
1 2

1 1.0000 1.0000
2 -0.9431 -2.3976
3 -1.0537 2.3508
4 0.8831 -0.8879
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NAG Library Function Document

nag_dspevd (f08gcc)

1 Purpose

nag_dspevd (f08gcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric matrix held in packed storage. If the eigenvectors are requested, then it uses a divide-and-
conquer algorithm to compute eigenvalues and eigenvectors. However, if only eigenvalues are required,
then it uses the Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspevd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, double ap[], double w[], double z[], Integer pdz,
NagError *fail)

3 Description

nag_dspevd (f08gcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric matrix A (held in packed storage). In other words, it can compute the spectral factorization
of A as

A ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Azi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.

job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the values generated during the reduction to tridiagonal form. The
elements of the diagonal and the off-diagonal of the tridiagonal matrix overwrite the
corresponding elements of A.

6: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues of the matrix A in ascending order.

7: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag EigVecs;
1 when job ¼ Nag DoNothing.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.
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On exit: if job ¼ Nag EigVecs, z is overwritten by the orthogonal matrix Z which contains the
eigenvectors of A.

If job ¼ Nag DoNothing, z is not referenced.

8: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If fail:errnum ¼ valueh i and job ¼ Nag DoNothing, the algorithm failed to converge; valueh i
elements of an intermediate tridiagonal form did not converge to zero; if fail:errnum ¼ valueh i
and job ¼ Nag EigVecs, then the algorithm failed to compute an eigenvalue while working on
the submatrix lying in rows and column valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dspevd (f08gcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dspevd (f08gcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zhpevd (f08gqc).

10 Example

This example computes all the eigenvalues and eigenvectors of the symmetric matrix A, where

A ¼
1:0 2:0 3:0 4:0
2:0 2:0 3:0 4:0
3:0 3:0 3:0 4:0
4:0 4:0 4:0 4:0

0B@
1CA:

10.1 Program Text

/* nag_dspevd (f08gcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, ap_len, pdz, w_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *w = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
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#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspevd (f08gcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;
w_len = n;
pdz = n;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(z = NAG_ALLOC(n * n, double)) || !(w = NAG_ALLOC(w_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_UPPER(i, j));

#else
scanf("%lf", &A_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read type of job to be performed */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_dspevd (f08gcc).
* All eigenvalues and optionally all eigenvectors of real
* symmetric matrix, packed storage (divide-and-conquer)
*/

nag_dspevd(order, job, uplo, n, ap, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspevd (f08gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues \n");
for (i = 0; i < n; ++i)

printf(" %8.4lf", w[i]);
printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(w);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_dspevd (f08gcc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0 :End of matrix A
Nag_EigVecs :Value of job
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10.3 Program Results

nag_dspevd (f08gcc) Example Program Results

Eigenvalues
-2.0531 -0.5146 -0.2943 12.8621

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 0.5129 -0.9431 -2.3976 1.0777
3 -0.2240 -1.0537 2.3508 1.2393
4 -0.8518 0.8831 -0.8879 1.4972
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NAG Library Function Document

nag_dsptrd (f08gec)

1 Purpose

nag_dsptrd (f08gec) reduces a real symmetric matrix to tridiagonal form, using packed storage.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsptrd (Nag_OrderType order, Nag_UploType uplo, Integer n,
double ap[], double d[], double e[], double tau[], NagError *fail)

3 Description

nag_dsptrd (f08gec) reduces a real symmetric matrix A, held in packed storage, to symmetric
tridiagonal form T by an orthogonal similarity transformation: A ¼ QTQT.

The matrix Q is not formed explicitly but is represented as a product of n� 1 elementary reflectors (see
the f08 Chapter Introduction for details). Functions are provided to work with Q in this representation
(see Section 9).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the tridiagonal matrix T and details of the orthogonal matrix Q.

5: d½n� – double Output

On exit: the diagonal elements of the tridiagonal matrix T .

6: e½n� 1� – double Output

On exit: the off-diagonal elements of the tridiagonal matrix T .

7: tau½n� 1� – double Output

On exit: further details of the orthogonal matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed tridiagonal matrix T is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of T themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues and eigenvectors.

8 Parallelism and Performance

nag_dsptrd (f08gec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 .

To form the orthogonal matrix Q nag_dsptrd (f08gec) may be followed by a call to nag_dopgtr
(f08gfc):

nag_dopgtr(order,uplo,n,ap,tau,&q,pdq,&fail)

To apply Q to an n by p real matrix C nag_dsptrd (f08gec) may be followed by a call to nag_dopmtr
(f08ggc). For example,

nag_dopmtr(order,Nag_LeftSide,uplo,Nag_NoTrans,n,p,ap,tau,&c,
pdc,&fail)

forms the matrix product QC.

The complex analogue of this function is nag_zhptrd (f08gsc).

10 Example

This example reduces the matrix A to tridiagonal form, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_dsptrd (f08gec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *d = 0, *e = 0, *tau = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsptrd (f08gec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdz = n;
#else

pdz = n;
#endif

ap_len = n * (n + 1) / 2;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_UPPER(i, j));

#else
scanf("%lf", &A_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^T)*A*Q */
/* nag_dsptrd (f08gec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form, packed storage
*/

nag_dsptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrd (f08gec).\n%s\n", fail.message);
exit_status = 1;

}

/* Form Q explicitly, storing the result in Z */
/* nag_dopgtr (f08gfc).
* Generate orthogonal transformation matrix from reduction
* to tridiagonal form determined by nag_dsptrd (f08gec)
*/

nag_dopgtr(order, uplo, n, ap, tau, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dopgtr (f08gfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_dsteqr (f08jec).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from real symmetric matrix
* using implicit QL or QR
*/

nag_dsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsteqr (f08jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08gec

Mark 26 f08gec.5



/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dsptrd (f08gec) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A

10.3 Program Results

nag_dsptrd (f08gec) Example Program Results

Eigenvalues
-5.0034 -1.9987 0.2013 8.0008

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.6148 -3.4333 0.4489 0.6668
3 -0.8378 1.7553 -1.3572 0.8248
4 1.0219 -1.6052 -1.8213 0.0988
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NAG Library Function Document

nag_dopgtr (f08gfc)

1 Purpose

nag_dopgtr (f08gfc) generates the real orthogonal matrix Q, which was determined by nag_dsptrd
(f08gec) when reducing a symmetric matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dopgtr (Nag_OrderType order, Nag_UploType uplo, Integer n,
const double ap[], const double tau[], double q[], Integer pdq,
NagError *fail)

3 Description

nag_dopgtr (f08gfc) is intended to be used after a call to nag_dsptrd (f08gec), which reduces a real
symmetric matrix A to symmetric tridiagonal form T by an orthogonal similarity transformation:
A ¼ QTQT. nag_dsptrd (f08gec) represents the orthogonal matrix Q as a product of n� 1 elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_dsptrd (f08gec).

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix Q.

Constraint: n 	 0.

4: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
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On entry: details of the vectors which define the elementary reflectors, as returned by nag_dsptrd
(f08gec).

5: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dsptrd (f08gec).

6: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least max 1; pdq� nð Þ.
The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: the n by n orthogonal matrix Q.

7: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraint: pdq 	 max 1;nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

NE_INT_2

On entry, pdq ¼ valueh i and n ¼ valueh i.
Constraint: pdq 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dopgtr (f08gfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dopgtr (f08gfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

3 .

The complex analogue of this function is nag_zupgtr (f08gtc).

10 Example

This example computes all the eigenvalues and eigenvectors of the matrix A, where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA;

using packed storage. Here A is symmetric and must first be reduced to tridiagonal form by nag_dsptrd
(f08gec). The program then calls nag_dopgtr (f08gfc) to form Q, and passes this matrix to nag_dsteqr
(f08jec) which computes the eigenvalues and eigenvectors of A.

10.1 Program Text

/* nag_dopgtr (f08gfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{
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/* Scalars */
Integer ap_len, i, j, n, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *d = 0, *e = 0, *tau = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dopgtr (f08gfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdz = n;
#else

pdz = n;
#endif

ap_len = n * (n + 1) / 2;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
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scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^T)*A*Q */
/* nag_dsptrd (f08gec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form, packed storage
*/

nag_dsptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrd (f08gec).\n%s\n", fail.message);
exit_status = 1;

}

/* Form Q explicitly, storing the result in Z */
/* nag_dopgtr (f08gfc).
* Generate orthogonal transformation matrix from reduction
* to tridiagonal form determined by nag_dsptrd (f08gec)
*/

nag_dopgtr(order, uplo, n, ap, tau, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dopgtr (f08gfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_dsteqr (f08jec).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from real symmetric matrix
* using implicit QL or QR
*/

nag_dsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsteqr (f08jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)
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printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dopgtr (f08gfc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
2.07
3.87 -0.21
4.20 1.87 1.15

-1.15 0.63 2.06 -1.81 :End of matrix A

10.3 Program Results

nag_dopgtr (f08gfc) Example Program Results

Eigenvalues
-5.0034 -1.9987 0.2013 8.0008

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.6148 -3.4333 0.4489 0.6668
3 -0.8378 1.7553 -1.3572 0.8248
4 1.0219 -1.6052 -1.8213 0.0988
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NAG Library Function Document

nag_dopmtr (f08ggc)

1 Purpose

nag_dopmtr (f08ggc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q which was
determined by nag_dsptrd (f08gec) when reducing a real symmetric matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dopmtr (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Integer m, Integer n, double ap[],
const double tau[], double c[], Integer pdc, NagError *fail)

3 Description

nag_dopmtr (f08ggc) is intended to be used after a call to nag_dsptrd (f08gec), which reduces a real
symmetric matrix A to symmetric tridiagonal form T by an orthogonal similarity transformation:
A ¼ QTQT. nag_dsptrd (f08gec) represents the orthogonal matrix Q as a product of elementary
reflectors.

This function may be used to form one of the matrix products

QC;QTC;CQ or CQT;

overwriting the result on C (which may be any real rectangular matrix).

A common application of this function is to transform a matrix Z of eigenvectors of T to the matrix
QZ of eigenvectors of A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.
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side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_dsptrd (f08gec).

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

5: m – Integer Input

On entry: m, the number of rows of the matrix C; m is also the order of Q if
side ¼ Nag LeftSide.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix C; n is also the order of Q if
side ¼ Nag RightSide.

Constraint: n 	 0.

7: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least

max 1;m� mþ 1ð Þ=2ð Þ when side ¼ Nag LeftSide;
max 1;n� nþ 1ð Þ=2ð Þ when side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dsptrd
(f08gec).

On exit: is used as internal workspace prior to being restored and hence is unchanged.

8: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least

max 1;m� 1ð Þ when side ¼ Nag LeftSide;
max 1;n� 1ð Þ when side ¼ Nag RightSide.

On entry: further details of the elementary reflectors, as returned by nag_dsptrd (f08gec).

9: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.
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On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

10: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dopmtr (f08ggc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2m2n if side ¼ Nag LeftSide and 2mn2

if side ¼ Nag RightSide.

The complex analogue of this function is nag_zupmtr (f08guc).

10 Example

This example computes the two smallest eigenvalues, and the associated eigenvectors, of the matrix A,
where

A ¼
2:07 3:87 4:20 �1:15
3:87 �0:21 1:87 0:63
4:20 1:87 1:15 2:06
�1:15 0:63 2:06 �1:81

0B@
1CA;

using packed storage. Here A is symmetric and must first be reduced to tridiagonal form T by
nag_dsptrd (f08gec). The program then calls nag_dstebz (f08jjc) to compute the requested eigenvalues
and nag_dstein (f08jkc) to compute the associated eigenvectors of T . Finally nag_dopmtr (f08ggc) is
called to transform the eigenvectors to those of A.

10.1 Program Text

/* nag_dopmtr (f08ggc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, m, n, nsplit, pdz, d_len, e_len;
Integer tau_len;
Integer exit_status = 0;
double vl = 0.0, vu = 0.0;
NagError fail;
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Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *iblock = 0, *ifailv = 0, *isplit = 0;
double *ap = 0, *d = 0, *e = 0, *tau = 0, *w = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dopmtr (f08ggc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pdz = n;

ap_len = n * (n + 1) / 2;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(iblock = NAG_ALLOC(n, Integer)) ||
!(ifailv = NAG_ALLOC(n, Integer)) ||
!(isplit = NAG_ALLOC(n, Integer)) ||
!(w = NAG_ALLOC(n, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_UPPER(i, j));

#else
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scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^T)*A*Q */
/* nag_dsptrd (f08gec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form, packed storage
*/

nag_dsptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrd (f08gec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the two smallest eigenvalues of T (same as A) */
/* nag_dstebz (f08jjc).
* Selected eigenvalues of real symmetric tridiagonal matrix
* by bisection
*/

nag_dstebz(Nag_Indices, Nag_ByBlock, n, vl, vu, 1, 2, 0.0,
d, e, &m, &nsplit, w, iblock, isplit, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dstebz (f08jjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 0; i < m; ++i)

printf("%8.4f%s", w[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* Calculate the eigenvectors of T storing the result in Z */
/* nag_dstein (f08jkc).
* Selected eigenvectors of real symmetric tridiagonal
* matrix by inverse iteration, storing eigenvectors in real
* array
*/

nag_dstein(order, n, d, e, m, w, iblock, isplit, z, pdz, ifailv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dstein (f08jkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate all the eigenvectors of A = Q*(eigenvectors of T) */
/* nag_dopmtr (f08ggc).
* Apply orthogonal transformation determined by nag_dsptrd
* (f08gec)
*/
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nag_dopmtr(order, Nag_LeftSide, uplo, Nag_NoTrans, n, m, ap,
tau, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dopmtr (f08ggc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= m; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvectors */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(iblock);
NAG_FREE(ifailv);
NAG_FREE(isplit);
NAG_FREE(tau);
NAG_FREE(w);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dopmtr (f08ggc) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo
2.07 3.87 4.20 -1.15

-0.21 1.87 0.63
1.15 2.06

-1.81 :End of matrix A

10.3 Program Results

nag_dopmtr (f08ggc) Example Program Results

Eigenvalues
-5.0034 -1.9987

Eigenvectors
1 2

1 1.0000 1.0000
2 -0.6148 -3.4333
3 -0.8378 1.7553
4 1.0219 -1.6052
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NAG Library Function Document

nag_zhpev (f08gnc)

1 Purpose

nag_zhpev (f08gnc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex n
by n Hermitian matrix A in packed storage.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpev (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Complex ap[], double w[], Complex z[], Integer pdz,
NagError *fail)

3 Description

The Hermitian matrix A is first reduced to real tridiagonal form, using unitary similarity
transformations, and then the QR algorithm is applied to the tridiagonal matrix to compute the
eigenvalues and (optionally) the eigenvectors.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.
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If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the values generated during the reduction to tridiagonal form. The
elements of the diagonal and the off-diagonal of the tridiagonal matrix overwrite the
corresponding elements of A.

6: w½n� – double Output

On exit: the eigenvalues in ascending order.

7: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the orthonormal eigenvectors of the matrix A, with the
ith column of Z holding the eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

8: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhpev (f08gnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhpev (f08gnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

Each eigenvector is normalized so that the element of largest absolute value is real.

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dspev (f08gac).

10 Example

This example finds all the eigenvalues of the Hermitian matrix

A ¼
1 2� i 3� i 4� i
2þ i 2 3� 2i 4� 2i
3þ i 3þ 2i 3 4� 3i
4þ i 4þ 2i 4þ 3i 4

0B@
1CA;

together with approximate error bounds for the computed eigenvalues.

10.1 Program Text

/* nag_zhpev (f08gnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer exit_status = 0, i, j, n;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *dummy = 0;
double *w = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define AP_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define AP_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]

order = Nag_ColMajor;
#else
#define AP_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define AP_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpev (f08gnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(dummy = NAG_ALLOC(1, Complex)) || !(w = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the matrix A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AP_UPPER(i, j).re, &AP_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AP_UPPER(i, j).re, &AP_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AP_LOWER(i, j).re, &AP_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AP_LOWER(i, j).re, &AP_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* nag_zhpev (f08gnc).
* Solve the Hermitian eigenvalue problem.
*/

nag_zhpev(order, Nag_EigVals, uplo, n, ap, w, dummy, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpev (f08gnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Eigenvalues\n");
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for (j = 0; j < n; ++j)
printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");

printf("\n");

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max{|w[i]|,i=0..n-1}), and since
* the eigenvalues are in ascending order: ||A|| = max(|w[0]|,|w[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(w[0]), fabs(w[n - 1]));

/* Print the approximate error bound for the eigenvalues */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n", eerrbd);

END:
NAG_FREE(ap);
NAG_FREE(dummy);
NAG_FREE(w);

return exit_status;
}

#undef AP_UPPER
#undef AP_LOWER

10.2 Program Data

nag_zhpev (f08gnc) Example Program Data

4 :Value of n
Nag_Upper :Value of uplo

(1.0, 0.0) (2.0, -1.0) (3.0, -1.0) (4.0, -1.0)
(2.0, 0.0) (3.0, -2.0) (4.0, -2.0)

(3.0, 0.0) (4.0, -3.0)
(4.0, 0.0) :End of matrix A

10.3 Program Results

nag_zhpev (f08gnc) Example Program Results

Eigenvalues
-4.2443 -0.6886 1.1412 13.7916

Error estimate for the eigenvalues
1.5e-15
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NAG Library Function Document

nag_zhpevx (f08gpc)

1 Purpose

nag_zhpevx (f08gpc) computes selected eigenvalues and, optionally, eigenvectors of a complex n by n
Hermitian matrix A in packed storage. Eigenvalues and eigenvectors can be selected by specifying
either a range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Complex ap[], double vl, double vu,
Integer il, Integer iu, double abstol, Integer *m, double w[],
Complex z[], Integer pdz, Integer jfail[], NagError *fail)

3 Description

The Hermitian matrix A is first reduced to real tridiagonal form, using unitary similarity
transformations. The required eigenvalues and eigenvectors are then computed from the tridiagonal
matrix; the method used depends upon whether all, or selected, eigenvalues and eigenvectors are
required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.
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job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the values generated during the reduction to tridiagonal form. The
elements of the diagonal and the off-diagonal of the tridiagonal matrix overwrite the
corresponding elements of A.

7: vl – double Input
8: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

9: il – Integer Input
10: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.
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Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

11: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small number, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small number. See Demmel and Kahan (1990).

12: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

13: w½n� – double Output

On exit: the selected eigenvalues in ascending order.

14: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

15: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

16: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
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On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhpevx (f08gpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhpevx (f08gpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dspevx (f08gbc).

10 Example

This example finds the eigenvalues in the half-open interval �2; 2ð �, and the corresponding
eigenvectors, of the Hermitian matrix

A ¼
1 2� i 3� i 4� i
2þ i 2 3� 2i 4� 2i
3þ i 3þ 2i 3 4� 3i
4þ i 4þ 2i 4þ 3i 4

0B@
1CA:

10.1 Program Text

/* nag_zhpevx (f08gpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
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Integer exit_status = 0, i, il = 0, iu = 0, j, m, n, pdz;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *z = 0;
double *w = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
#define AP_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define AP_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AP_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define AP_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpevx (f08gpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(z = NAG_ALLOC(n * n, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdz = n;

/* Read the lower and upper bounds of the interval to be searched, and
* read the upper or lower triangular part of the matrix A from data file.
*/

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &vl, &vu);

#else
scanf("%lf%lf%*[^\n]", &vl, &vu);

#endif
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
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for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AP_UPPER(i, j).re, &AP_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AP_UPPER(i, j).re, &AP_UPPER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AP_LOWER(i, j).re, &AP_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AP_LOWER(i, j).re, &AP_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_zhpevx (f08gpc).
* Solve the Hermitian eigenvalue problem.
*/

nag_zhpevx(order, Nag_DoBoth, Nag_Interval, uplo, n, ap, vl, vu, il, iu,
abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_zhpevx (f08gpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/

for (j = 1; j <= m; j++)
for (i = n; i >= 1; i--)

Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);

printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_complx_mat_print (x04dac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail_print.message);

exit_status = 1;
goto END;

}
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if (fail.code == NE_CONVERGENCE) {
printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
}

END:
NAG_FREE(ap);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(index);

return exit_status;
}

#undef AP_UPPER
#undef AP_LOWER
#undef Z

10.2 Program Data

nag_zhpevx (f08gpc) Example Program Data

4 :Value of n
Nag_Lower :Value of uplo

-2.0 2.0 :Values of vl and vu

(1.0, 0.0)
(2.0, 1.0) (2.0, 0.0)
(3.0, 1.0) (3.0, 2.0) (3.0, 0.0)
(4.0, 1.0) (4.0, 2.0) (4.0, 3.0) (4.0, 0.0) :End of matrix A

10.3 Program Results

nag_zhpevx (f08gpc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-0.6886 1.1412

Selected eigenvectors
1 2

1 1.0000 1.0000
0.0000 -0.0000

2 -0.7703 0.0516
-0.1746 1.2795

3 0.4559 -1.1962
0.4892 -0.2954

4 -0.3464 0.7876
-0.4448 -0.5075
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NAG Library Function Document

nag_zhpevd (f08gqc)

1 Purpose

nag_zhpevd (f08gqc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian matrix held in packed storage. If the eigenvectors are requested, then it uses a divide-and-
conquer algorithm to compute eigenvalues and eigenvectors. However, if only eigenvalues are required,
then it uses the Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpevd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Complex ap[], double w[], Complex z[], Integer pdz,
NagError *fail)

3 Description

nag_zhpevd (f08gqc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian matrix A (held in packed storage). In other words, it can compute the spectral factorization
of A as

A ¼ Z�ZH;

where � is a real diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the
(complex) unitary matrix whose columns are the eigenvectors zi. Thus

Azi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.

job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the values generated during the reduction to tridiagonal form. The
elements of the diagonal and the off-diagonal of the tridiagonal matrix overwrite the
corresponding elements of A.

6: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues of the matrix A in ascending order.

7: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag EigVecs;
1 when job ¼ Nag DoNothing.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.
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On exit: if job ¼ Nag EigVecs, z is overwritten by the unitary matrix Z which contains the
eigenvectors of A.

If job ¼ Nag DoNothing, z is not referenced.

8: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If fail:errnum ¼ valueh i and job ¼ Nag DoNothing, the algorithm failed to converge; valueh i
elements of an intermediate tridiagonal form did not converge to zero; if fail:errnum ¼ valueh i
and job ¼ Nag EigVecs, then the algorithm failed to compute an eigenvalue while working on
the submatrix lying in rows and column valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhpevd (f08gqc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhpevd (f08gqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dspevd (f08gcc).

10 Example

This example computes all the eigenvalues and eigenvectors of the Hermitian matrix A, where

A ¼
1:0þ 0:0i 2:0� 1:0i 3:0� 1:0i 4:0� 1:0i
2:0þ 1:0i 2:0þ 0:0i 3:0� 2:0i 4:0� 2:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 0:0i 4:0� 3:0i
4:0þ 1:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 0:0i

0B@
1CA:

10.1 Program Text

/* nag_zhpevd (f08gqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer i, j, n, ap_len, pdz, w_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *z = 0;
double *w = 0;
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#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpevd (f08gqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;
w_len = n;
pdz = n;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(z = NAG_ALLOC(n * n, Complex)) || !(w = NAG_ALLOC(w_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
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#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read type of job to be performed */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zhpevd (f08gqc).
* All eigenvalues and optionally all eigenvectors of
* complex Hermitian matrix, packed storage
* (divide-and-conquer)
*/

nag_zhpevd(order, job, uplo, n, ap, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpevd (f08gqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %5" NAG_IFMT " %8.4f\n", i + 1, w[i]);
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_AboveForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(w);
NAG_FREE(z);
return exit_status;

}
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10.2 Program Data

nag_zhpevd (f08gqc) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo
(1.0, 0.0) (2.0,-1.0) (3.0,-1.0) (4.0,-1.0)

(2.0, 0.0) (3.0,-2.0) (4.0,-2.0)
(3.0, 0.0) (4.0,-3.0)

(4.0, 0.0) :End of matrix A
Nag_EigVecs :Value of job

10.3 Program Results

nag_zhpevd (f08gqc) Example Program Results

Eigenvalues
1 -4.2443
2 -0.6886
3 1.1412
4 13.7916

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
0.0000 0.0000 -0.0000 -0.0000

2 0.6022 -0.7703 0.0516 1.1508
-0.7483 -0.1746 1.2795 -0.0404

3 -0.6540 0.4559 -1.1962 1.3404
-0.7642 0.4892 -0.2954 0.2188

4 -0.9197 -0.3464 0.7876 1.3674
0.7044 -0.4448 -0.5075 0.8207

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08gqc

Mark 26 f08gqc.7 (last)





NAG Library Function Document

nag_zhptrd (f08gsc)

1 Purpose

nag_zhptrd (f08gsc) reduces a complex Hermitian matrix to tridiagonal form, using packed storage.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhptrd (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex ap[], double d[], double e[], Complex tau[], NagError *fail)

3 Description

nag_zhptrd (f08gsc) reduces a complex Hermitian matrix A, held in packed storage, to real symmetric
tridiagonal form T by a unitary similarity transformation: A ¼ QTQH.

The matrix Q is not formed explicitly but is represented as a product of n� 1 elementary reflectors (see
the f08 Chapter Introduction for details). Functions are provided to work with Q in this representation
(see Section 9).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: ap is overwritten by the tridiagonal matrix T and details of the unitary matrix Q.

5: d½n� – double Output

On exit: the diagonal elements of the tridiagonal matrix T .

6: e½n� 1� – double Output

On exit: the off-diagonal elements of the tridiagonal matrix T .

7: tau½n� 1� – Complex Output

On exit: further details of the unitary matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed tridiagonal matrix T is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of T themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues and eigenvectors.

8 Parallelism and Performance

nag_zhptrd (f08gsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16
3 n

3 .

To form the unitary matrix Q nag_zhptrd (f08gsc) may be followed by a call to nag_zupgtr (f08gtc):

nag_zupgtr(order,uplo,n,ap,tau,&q,pdq,&fail)

To apply Q to an n by p complex matrix C nag_zhptrd (f08gsc) may be followed by a call to
nag_zupmtr (f08guc). For example,

nag_zupmtr(order,Nag_LeftSide,uplo,Nag_NoTrans,n,p,ap,tau,&c,
pdc,&fail)

forms the matrix product QC.

The real analogue of this function is nag_dsptrd (f08gec).

10 Example

This example reduces the matrix A to tridiagonal form, where

A ¼
�2:28þ 0:00i 1:78� 2:03i 2:26þ 0:10i �0:12þ 2:53i
1:78þ 2:03i �1:12þ 0:00i 0:01þ 0:43i �1:07þ 0:86i
2:26� 0:10i 0:01� 0:43i �0:37þ 0:00i 2:31� 0:92i
�0:12� 2:53i �1:07� 0:86i 2:31þ 0:92i �0:73þ 0:00i

0B@
1CA;

using packed storage.

10.1 Program Text

/* nag_zhptrd (f08gsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, n, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhptrd (f08gsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdz = n;
#else

pdz = n;
#endif

ap_len = n * (n + 1) / 2;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhptrd (f08gsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form, packed storage
*/

nag_zhptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrd (f08gsc).\n%s\n", fail.message);
exit_status = 1;

}

/* Form Q explicitly, storing the result in Z */
/* nag_zupgtr (f08gtc).
* Generate unitary transformation matrix from reduction to
* tridiagonal form determined by nag_zhptrd (f08gsc)
*/

nag_zupgtr(order, uplo, n, ap, tau, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zupgtr (f08gtc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zsteqr (f08jsc).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from complex Hermitian
* matrix, using implicit QL or QR
*/

nag_zsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_zsteqr (f08jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_NoLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_zhptrd (f08gsc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-2.28, 0.00)
( 1.78, 2.03) (-1.12, 0.00)
( 2.26,-0.10) ( 0.01,-0.43) (-0.37, 0.00)
(-0.12,-2.53) (-1.07,-0.86) ( 2.31, 0.92) (-0.73, 0.00) :End of matrix A

10.3 Program Results

nag_zhptrd (f08gsc) Example Program Results

Eigenvalues
-6.0002 -3.0030 0.5036 3.9996

Eigenvectors
1 2 3 4

( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000) ( 1.0000, 0.0000)
(-0.2278,-0.2824) (-2.2999,-1.6237) ( 1.0792, 0.4997) ( 0.4876, 0.7282)
(-0.5706,-0.1941) ( 1.1424, 0.5807) ( 0.5013, 1.7896) ( 0.6025,-0.6924)
( 0.2388, 0.5702) (-1.3415,-1.5739) (-1.0810, 0.4883) ( 0.4257,-1.0093)
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NAG Library Function Document

nag_zupgtr (f08gtc)

1 Purpose

nag_zupgtr (f08gtc) generates the complex unitary matrix Q, which was determined by nag_zhptrd
(f08gsc) when reducing a Hermitian matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zupgtr (Nag_OrderType order, Nag_UploType uplo, Integer n,
const Complex ap[], const Complex tau[], Complex q[], Integer pdq,
NagError *fail)

3 Description

nag_zupgtr (f08gtc) is intended to be used after a call to nag_zhptrd (f08gsc), which reduces a complex
Hermitian matrix A to real symmetric tridiagonal form T by a unitary similarity transformation:
A ¼ QTQH. nag_zhptrd (f08gsc) represents the unitary matrix Q as a product of n� 1 elementary
reflectors.

This function may be used to generate Q explicitly as a square matrix.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_zhptrd (f08gsc).

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix Q.

Constraint: n 	 0.

4: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
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On entry: details of the vectors which define the elementary reflectors, as returned by nag_zhptrd
(f08gsc).

5: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zhptrd (f08gsc).

6: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least max 1; pdq� nð Þ.
The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: the n by n unitary matrix Q.

7: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraint: pdq 	 max 1;nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

NE_INT_2

On entry, pdq ¼ valueh i and n ¼ valueh i.
Constraint: pdq 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zupgtr (f08gtc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zupgtr (f08gtc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16
3 n

3 .

The real analogue of this function is nag_dopgtr (f08gfc).

10 Example

This example computes all the eigenvalues and eigenvectors of the matrix A, where

A ¼
�2:28þ 0:00i 1:78� 2:03i 2:26þ 0:10i �0:12þ 2:53i
1:78þ 2:03i �1:12þ 0:00i 0:01þ 0:43i �1:07þ 0:86i
2:26� 0:10i 0:01� 0:43i �0:37þ 0:00i 2:31� 0:92i
�0:12� 2:53i �1:07� 0:86i 2:31þ 0:92i �0:73þ 0:00i

0B@
1CA;

using packed storage. Here A is Hermitian and must first be reduced to tridiagonal form by nag_zhptrd
(f08gsc). The program then calls nag_zupgtr (f08gtc) to form Q, and passes this matrix to nag_zsteqr
(f08jsc) which computes the eigenvalues and eigenvectors of A.

10.1 Program Text

/* nag_zupgtr (f08gtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
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{
/* Scalars */
Integer ap_len, i, j, n, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zupgtr (f08gtc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdz = n;
#else

pdz = n;
#endif

ap_len = n * (n + 1) / 2;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {
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for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhptrd (f08gsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form, packed storage
*/

nag_zhptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrd (f08gsc).\n%s\n", fail.message);
exit_status = 1;

}

/* Form Q explicitly, storing the result in Z */
/* nag_zupgtr (f08gtc).
* Generate unitary transformation matrix from reduction to
* tridiagonal form determined by nag_zhptrd (f08gsc)
*/

nag_zupgtr(order, uplo, n, ap, tau, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zupgtr (f08gtc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zsteqr (f08jsc).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from complex Hermitian
* matrix, using implicit QL or QR
*/

nag_zsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsteqr (f08jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));
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}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_zupgtr (f08gtc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-2.28, 0.00)
( 1.78, 2.03) (-1.12, 0.00)
( 2.26,-0.10) ( 0.01,-0.43) (-0.37, 0.00)
(-0.12,-2.53) (-1.07,-0.86) ( 2.31, 0.92) (-0.73, 0.00) :End of matrix A

10.3 Program Results

nag_zupgtr (f08gtc) Example Program Results

Eigenvalues
-6.0002 -3.0030 0.5036 3.9996

Eigenvectors
1 2 3 4

1 ( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000) ( 1.0000, 0.0000)
2 (-0.2278,-0.2824) (-2.2999,-1.6237) ( 1.0792, 0.4997) ( 0.4876, 0.7282)
3 (-0.5706,-0.1941) ( 1.1424, 0.5807) ( 0.5013, 1.7896) ( 0.6025,-0.6924)
4 ( 0.2388, 0.5702) (-1.3415,-1.5739) (-1.0810, 0.4883) ( 0.4257,-1.0093)
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NAG Library Function Document

nag_zupmtr (f08guc)

1 Purpose

nag_zupmtr (f08guc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q which
was determined by nag_zhptrd (f08gsc) when reducing a complex Hermitian matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zupmtr (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Integer m, Integer n, Complex ap[],
const Complex tau[], Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zupmtr (f08guc) is intended to be used after a call to nag_zhptrd (f08gsc), which reduces a
complex Hermitian matrix A to real symmetric tridiagonal form T by a unitary similarity
transformation: A ¼ QTQH. nag_zhptrd (f08gsc) represents the unitary matrix Q as a product of
elementary reflectors.

This function may be used to form one of the matrix products

QC;QHC;CQ or CQH;

overwriting the result on C (which may be any complex rectangular matrix).

A common application of this function is to transform a matrix Z of eigenvectors of T to the matrix
QZ of eigenvectors of A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.
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side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: uplo – Nag_UploType Input

On entry: this must be the same argument uplo as supplied to nag_zhptrd (f08gsc).

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

5: m – Integer Input

On entry: m, the number of rows of the matrix C; m is also the order of Q if
side ¼ Nag LeftSide.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix C; n is also the order of Q if
side ¼ Nag RightSide.

Constraint: n 	 0.

7: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least

max 1;m� mþ 1ð Þ=2ð Þ when side ¼ Nag LeftSide;
max 1;n� nþ 1ð Þ=2ð Þ when side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zhptrd
(f08gsc).

On exit: is used as internal workspace prior to being restored and hence is unchanged.

8: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least

max 1;m� 1ð Þ when side ¼ Nag LeftSide;
max 1;n� 1ð Þ when side ¼ Nag RightSide.

On entry: further details of the elementary reflectors, as returned by nag_zhptrd (f08gsc).

9: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.
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On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

10: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_zupmtr (f08guc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8m2n if side ¼ Nag LeftSide and
8mn2 if side ¼ Nag RightSide.

The real analogue of this function is nag_dopmtr (f08ggc).

10 Example

This example computes the two smallest eigenvalues, and the associated eigenvectors, of the matrix A,
where

A ¼
�2:28þ 0:00i 1:78� 2:03i 2:26þ 0:10i �0:12þ 2:53i
1:78þ 2:03i �1:12þ 0:00i 0:01þ 0:43i �1:07þ 0:86i
2:26� 0:10i 0:01� 0:43i �0:37þ 0:00i 2:31� 0:92i
�0:12� 2:53i �1:07� 0:86i 2:31þ 0:92i �0:73þ 0:00i

0B@
1CA;

using packed storage. Here A is Hermitian and must first be reduced to tridiagonal form T by
nag_zhptrd (f08gsc). The program then calls nag_dstebz (f08jjc) to compute the requested eigenvalues
and nag_zstein (f08jxc) to compute the associated eigenvectors of T . Finally nag_zupmtr (f08guc) is
called to transform the eigenvectors to those of A.

10.1 Program Text

/* nag_zupmtr (f08guc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer ap_len, i, j, m, n, nsplit, pdz, d_len, e_len;
Integer tau_len;
Integer exit_status = 0;
double vl = 0.0, vu = 0.0;
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NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Integer *iblock = 0, *ifailv = 0, *isplit = 0;
Complex *ap = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0, *w = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J * (J - 1) / 2 + I - 1]
#define A_LOWER(I, J) ap[(2 * n - J) * (J - 1) / 2 + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I * (I - 1) / 2 + J - 1]
#define A_UPPER(I, J) ap[(2 * n - I) * (I - 1) / 2 + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zupmtr (f08guc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pdz = n;

ap_len = n * (n + 1) / 2;
tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(iblock = NAG_ALLOC(n, Integer)) ||
!(ifailv = NAG_ALLOC(n, Integer)) ||
!(isplit = NAG_ALLOC(n, Integer)) ||
!(w = NAG_ALLOC(n, double)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhptrd (f08gsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form, packed storage
*/

nag_zhptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrd (f08gsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the two smallest eigenvalues of T (same as A) */
/* nag_dstebz (f08jjc).
* Selected eigenvalues of real symmetric tridiagonal matrix
* by bisection
*/

nag_dstebz(Nag_Indices, Nag_ByBlock, n, vl, vu, 1, 2, 0.0,
d, e, &m, &nsplit, w, iblock, isplit, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dstebz (f08jjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 0; i < m; ++i)

printf("%8.4f%s", w[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* Calculate the eigenvectors of T storing the result in Z */
/* nag_zstein (f08jxc).
* Selected eigenvectors of real symmetric tridiagonal
* matrix by inverse iteration, storing eigenvectors in
* complex array
*/

nag_zstein(order, n, d, e, m, w, iblock, isplit, z, pdz, ifailv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zstein (f08jxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Calculate all the eigenvectors of A = Q*(eigenvectors of T) */
/* nag_zupmtr (f08guc).
* Apply unitary transformation matrix determined by
* nag_zhptrd (f08gsc)
*/

nag_zupmtr(order, Nag_LeftSide, uplo, Nag_NoTrans, n, m, ap,
tau, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zupmtr (f08guc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= m; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvectors */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(iblock);
NAG_FREE(ifailv);
NAG_FREE(isplit);
NAG_FREE(tau);
NAG_FREE(w);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_zupmtr (f08guc) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo

(-2.28, 0.00) ( 1.78,-2.03) ( 2.26, 0.10) (-0.12, 2.53)
(-1.12, 0.00) ( 0.01, 0.43) (-1.07, 0.86)

(-0.37, 0.00) ( 2.31,-0.92)
(-0.73, 0.00) :End of matrix A

10.3 Program Results

nag_zupmtr (f08guc) Example Program Results

Eigenvalues
-6.0002 -3.0030

Eigenvectors
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1 2
1 ( 1.0000, 0.0000) ( 1.0000,-0.0000)
2 (-0.2278,-0.2824) (-2.2999,-1.6237)
3 (-0.5706,-0.1941) ( 1.1424, 0.5807)
4 ( 0.2388, 0.5702) (-1.3415,-1.5739)
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NAG Library Function Document

nag_dsbev (f08hac)

1 Purpose

nag_dsbev (f08hac) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric band matrix A of bandwidth 2kd þ 1ð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbev (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer kd, double ab[], Integer pdab, double w[],
double z[], Integer pdz, NagError *fail)

3 Description

The symmetric band matrix A is first reduced to tridiagonal form, using orthogonal similarity
transformations, and then the QR algorithm is applied to the tridiagonal matrix to compute the
eigenvalues and (optionally) the eigenvectors.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.
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If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

8: w½n� – double Output

On exit: the eigenvalues in ascending order.

9: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the orthonormal eigenvectors of the matrix A, with the
ith column of Z holding the eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08hac

Mark 26 f08hac.3



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsbev (f08hac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsbev (f08hac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and is
proportional to kdn2 otherwise.

The complex analogue of this function is nag_zhbev (f08hnc).

10 Example

This example finds all the eigenvalues and eigenvectors of the symmetric band matrix

A ¼

1 2 3 0 0
2 2 3 4 0
3 3 3 4 5
0 4 4 4 5
0 0 5 5 5

0BBB@
1CCCA;

together with approximate error bounds for the computed eigenvalues and eigenvectors.

10.1 Program Text

/* nag_dsbev (f08hac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer exit_status = 0, i, j, kd, n, pdab, pdz;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *rcondz = 0, *w = 0, *z = 0, *zerrbd = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + kd + J - I]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbev (f08hac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * n, double)) || !(zerrbd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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pdab = kd + 1;
pdz = n;

/* Read the upper or lower triangular part of the symmetric band
* matrix A from data file.
*/

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i)

for (j = i; j <= MIN(n, i + kd); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB_UPPER(i, j));
#else

scanf("%lf", &AB_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* nag_dsbev (f08hac).
* Solve the band symmetric eigenvalue problem.
*/

nag_dsbev(order, Nag_DoBoth, uplo, n, kd, ab, pdab, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsbev (f08hac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print solution */
printf("Eigenvalues\n");
for (j = 0; j < n; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_real_mat_print (x04cac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max {|w[i]|, i=0..n-1}, and since
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* the eigenvalues are in ascending order ||A|| = max( |w[0]|, |w[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(w[0]), fabs(w[n - 1]));

/* nag_ddisna (f08flc).
* Estimate reciprocal condition numbers for eigenvectors.
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvectors. */
for (i = 0; i < n; ++i)

zerrbd[i] = eerrbd / rcondz[i];

/* Print the approximate error bounds for the eigenvalues and vectors. */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n", eerrbd);

printf("\nError estimates for the eigenvectors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", zerrbd[i], (i + 1) % 6 == 0 ? "\n" : " ");

END:
NAG_FREE(ab);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(zerrbd);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef Z

10.2 Program Data

nag_dsbev (f08hac) Example Program Data

5 2 :Values of n and kd
Nag_Upper :Value of uplo

1.0 2.0 3.0
2.0 3.0 4.0

3.0 4.0 5.0
4.0 5.0

5.0 :End of matrix A

10.3 Program Results

nag_dsbev (f08hac) Example Program Results

Eigenvalues
-3.2474 -2.6633 1.7511 4.1599 14.9997
Eigenvectors

1 2 3 4 5
1 1.0000 1.0000 1.0000 1.0000 1.0000
2 14.5267 -0.4128 -0.6915 1.1530 1.9975
3 -11.1002 -0.9459 0.7113 0.2847 3.3349
4 -11.2315 0.6907 -0.9905 -0.0909 3.4904
5 13.5387 0.1665 0.4296 -1.1530 3.4128
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Error estimate for the eigenvalues
1.7e-15

Error estimates for the eigenvectors
2.9e-15 2.9e-15 6.9e-16 6.9e-16 1.5e-16
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NAG Library Function Document

nag_dsbevx (f08hbc)

1 Purpose

nag_dsbevx (f08hbc) computes selected eigenvalues and, optionally, eigenvectors of a real n by n
symmetric band matrix A of bandwidth 2kd þ 1ð Þ. Eigenvalues and eigenvectors can be selected by
specifying either a range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Integer kd, double ab[], Integer pdab,
double q[], Integer pdq, double vl, double vu, Integer il, Integer iu,
double abstol, Integer *m, double w[], double z[], Integer pdz,
Integer jfail[], NagError *fail)

3 Description

The symmetric band matrix A is first reduced to tridiagonal form, using orthogonal similarity
transformations. The required eigenvalues and eigenvectors are then computed from the tridiagonal
matrix; the method used depends upon whether all, or selected, eigenvalues and eigenvectors are
required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.
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job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

7: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.
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8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

9: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the n by n orthogonal matrix used in the reduction to tridiagonal
form.

If job ¼ Nag EigVals, q is not referenced.

10: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if job ¼ Nag DoBoth, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

11: vl – double Input
12: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

13: il – Integer Input
14: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

15: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small number, not zero. If this function returns with fail:code ¼
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NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small number. See Demmel and Kahan (1990).

16: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

17: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

18: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

19: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

20: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsbevx (f08hbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dsbevx (f08hbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to kdn
2 if job ¼ Nag EigVals, and is

proportional to n3 if job ¼ Nag DoBoth and range ¼ Nag AllValues, otherwise the number of floating-
point operations will depend upon the number of computed eigenvectors.

The complex analogue of this function is nag_zhbevx (f08hpc).

10 Example

This example finds the eigenvalues in the half-open interval �3; 3ð �, and the corresponding
eigenvectors, of the symmetric band matrix

A ¼

1 2 3 0 0
2 2 3 4 0
3 3 3 4 5
0 4 4 4 5
0 0 5 5 5

0BBB@
1CCCA:

10.1 Program Text

/* nag_dsbevx (f08hbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
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#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, i, il = 0, iu = 0, j, kd, m, n, pdab, pdq, pdz;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *q = 0, *w = 0, *z = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + kd + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbevx (f08hbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, double)) ||

!(q = NAG_ALLOC(n * n, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdab = kd + 1;
pdq = n;
pdz = n;

/* Read the lower and upper bounds of the interval to be searched,
* and read the upper or lower triangular part of the matrix A
* from data file.
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*/
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i)

for (j = i; j <= MIN(n, i + kd); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB_UPPER(i, j));
#else

scanf("%lf", &AB_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_dsbevx (f08hbc).
* Solve the band symmetric eigenvalue problem.
*/

nag_dsbevx(order, Nag_DoBoth, Nag_Interval, uplo, n, kd, ab, pdab, q,
pdq, vl, vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_dsbevx (f08hbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);

printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail_print.message);

exit_status = 1;
goto END;
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}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
}

END:
NAG_FREE(ab);
NAG_FREE(q);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER

10.2 Program Data

nag_dsbevx (f08hbc) Example Program Data

5 2 :Values of n and kd
Nag_Upper :Value of uplo

-3.0 3.0 :Values of vl and vu

1.0 2.0 3.0
2.0 3.0 4.0

3.0 4.0 5.0
4.0 5.0

5.0 :End of matrix A

10.3 Program Results

nag_dsbevx (f08hbc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-2.6633 1.7511

Selected eigenvectors
1 2

1 -0.6238 -0.5635
2 0.2575 0.3896
3 0.5900 -0.4008
4 -0.4308 0.5581
5 -0.1039 -0.2421
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NAG Library Function Document

nag_dsbevd (f08hcc)

1 Purpose

nag_dsbevd (f08hcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric band matrix. If the eigenvectors are requested, then it uses a divide-and-conquer algorithm to
compute eigenvalues and eigenvectors. However, if only eigenvalues are required, then it uses the
Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbevd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer kd, double ab[], Integer pdab, double w[],
double z[], Integer pdz, NagError *fail)

3 Description

nag_dsbevd (f08hcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric band matrix A. In other words, it can compute the spectral factorization of A as

A ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Azi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.
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job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.
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8: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues of the matrix A in ascending order.

9: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag EigVecs;
1 when job ¼ Nag DoNothing.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag EigVecs, z is overwritten by the orthogonal matrix Z which contains the
eigenvectors of A. The ith column of Z contains the eigenvector which corresponds to the
eigenvalue w½i� 1�.
If job ¼ Nag DoNothing, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If fail:errnum ¼ valueh i and job ¼ Nag DoNothing, the algorithm failed to converge; valueh i
elements of an intermediate tridiagonal form did not converge to zero; if fail:errnum ¼ valueh i
and job ¼ Nag EigVecs, then the algorithm failed to compute an eigenvalue while working on
the submatrix lying in rows and column valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.
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NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dsbevd (f08hcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsbevd (f08hcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zhbevd (f08hqc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the symmetric band matrix A, where

A ¼

1 2 3 0 0
2 2 3 4 0
3 3 3 4 5
0 4 4 4 5
0 0 5 5 5

0BBB@
1CCCA:

10.1 Program Text

/* nag_dsbevd (f08hcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab, pdz, w_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *w = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + k + J - I - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbevd (f08hcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

pdab = kd + 1;
pdz = n;
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w_len = n;

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(w = NAG_ALLOC(w_len, double)) || !(z = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A from data file */
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Read type of job to be performed */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_dsbevd (f08hcc).
* All eigenvalues and optionally all eigenvectors of real
* symmetric band matrix (divide-and-conquer)
*/

nag_dsbevd(order, job, uplo, n, kd, ab, pdab, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsbevd (f08hcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
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for (j = 1; j <= n; j++) {
for (i = n; i >= 1; i--) {

Z(i, j) = Z(i, j) / Z(1, j);
}

}
/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %8.4lf", w[i]);
printf("\n\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(w);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_dsbevd (f08hcc) Example Program Data
5 2 :Values of n and kd
Nag_Lower :Value of uplo
1.0
2.0 2.0
3.0 3.0 3.0

4.0 4.0 4.0
5.0 5.0 5.0 :End of matrix A

Nag_EigVecs :Value of job

10.3 Program Results

nag_dsbevd (f08hcc) Example Program Results

Eigenvalues
-3.2474 -2.6633 1.7511 4.1599 14.9997

Eigenvectors
1 2 3 4 5

1 1.0000 1.0000 1.0000 1.0000 1.0000
2 14.5267 -0.4128 -0.6915 1.1530 1.9975
3 -11.1002 -0.9459 0.7113 0.2847 3.3349
4 -11.2315 0.6907 -0.9905 -0.0909 3.4904
5 13.5387 0.1665 0.4296 -1.1530 3.4128
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NAG Library Function Document

nag_dsbtrd (f08hec)

1 Purpose

nag_dsbtrd (f08hec) reduces a real symmetric band matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbtrd (Nag_OrderType order, Nag_VectType vect, Nag_UploType uplo,
Integer n, Integer kd, double ab[], Integer pdab, double d[],
double e[], double q[], Integer pdq, NagError *fail)

3 Description

nag_dsbtrd (f08hec) reduces a symmetric band matrix A to symmetric tridiagonal form T by an
orthogonal similarity transformation:

T ¼ QTAQ:

The orthogonal matrix Q is determined as a product of Givens rotation matrices, and may be formed
explicitly by the function if required.

The function uses a vectorizable form of the reduction, due to Kaufman (1984).

4 References

Kaufman L (1984) Banded eigenvalue solvers on vector machines ACM Trans. Math. Software 10 73–
86

Parlett B N (1998) The Symmetric Eigenvalue Problem SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether Q is to be returned.

vect ¼ Nag FormQ
Q is returned.

vect ¼ Nag UpdateQ
Q is updated (and the array q must contain a matrix on entry).

vect ¼ Nag DoNotForm
Q is not required.

Constraint: vect ¼ Nag FormQ, Nag UpdateQ or Nag DoNotForm.
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3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

6: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 max 1;kdþ 1ð Þ.

8: d½n� – double Output

On exit: the diagonal elements of the tridiagonal matrix T .
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9: e½n� 1� – double Output

On exit: the off-diagonal elements of the tridiagonal matrix T .

10: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when vect ¼ Nag FormQ or Nag UpdateQ;
1 when vect ¼ Nag DoNotForm.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if vect ¼ Nag UpdateQ, q must contain the matrix formed in a previous stage of the
reduction (for example, the reduction of a banded symmetric-definite generalized eigenproblem);
otherwise q need not be set.

On exit: if vect ¼ Nag FormQ or Nag UpdateQ, the n by n matrix Q.

If vect ¼ Nag DoNotForm, q is not referenced.

11: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if vect ¼ Nag FormQ or Nag UpdateQ, pdq 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdq 	 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, vect ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if vect ¼ Nag FormQ or Nag UpdateQ, pdq 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdq 	 1.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.
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On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 max 1; kdþ 1ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed tridiagonal matrix T is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of T themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues and eigenvectors.

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dsbtrd (f08hec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsbtrd (f08hec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 6n2k if vect ¼ Nag DoNotForm with
3n3 k� 1ð Þ=k additional operations if vect ¼ Nag FormQ.

The complex analogue of this function is nag_zhbtrd (f08hsc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the matrix A, where

A ¼
4:99 0:04 0:22 0:00
0:04 1:05 �0:79 1:04
0:22 �0:79 �2:31 �1:30
0:00 1:04 �1:30 �0:43

0B@
1CA:

Here A is symmetric and is treated as a band matrix. The program first calls nag_dsbtrd (f08hec) to
reduce A to tridiagonal form T , and to form the orthogonal matrix Q; the results are then passed to
nag_dsteqr (f08jec) which computes the eigenvalues and eigenvectors of A.

10.1 Program Text

/* nag_dsbtrd (f08hec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab, pdz, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *d = 0, *e = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + k + J - I - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbtrd (f08hec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif
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pdab = kd + 1;
pdz = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(z = NAG_ALLOC(pdz * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form */
/* nag_dsbtrd (f08hec).
* Orthogonal reduction of real symmetric band matrix to
* symmetric tridiagonal form
*/

nag_dsbtrd(order, Nag_FormQ, uplo, n, kd, ab, pdab, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsbtrd (f08hec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_dsteqr (f08jec).
* All eigenvalues and eigenvectors of real symmetric
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* tridiagonal matrix, reduced from real symmetric matrix
* using implicit QL or QR
*/

nag_dsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsteqr (f08jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dsbtrd (f08hec) Example Program Data
4 2 :Values of n and kd
Nag_Lower :Value of uplo
4.99
0.04 1.05
0.22 -0.79 -2.31

1.04 -1.30 -0.43 :End of matrix A

10.3 Program Results

nag_dsbtrd (f08hec) Example Program Results

Eigenvalues
-2.9943 -0.7000 1.9974 4.9969

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -2.6092 -36.0739 71.4695 0.0020
3 -35.8180 -19.3048 -26.5971 0.0311
4 -17.1000 45.9991 44.8645 -0.0071
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NAG Library Function Document

nag_zhbev (f08hnc)

1 Purpose

nag_zhbev (f08hnc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex n
by n Hermitian band matrix A of bandwidth 2kd þ 1ð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbev (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer kd, Complex ab[], Integer pdab, double w[],
Complex z[], Integer pdz, NagError *fail)

3 Description

The Hermitian band matrix A is first reduced to real tridiagonal form, using unitary similarity
transformations, and then the QR algorithm is applied to the tridiagonal matrix to compute the
eigenvalues and (optionally) the eigenvectors.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.
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If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

8: w½n� – double Output

On exit: the eigenvalues in ascending order.

9: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the orthonormal eigenvectors of the matrix A, with the
ith column of Z holding the eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhbev (f08hnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhbev (f08hnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and is
proportional to kdn2 otherwise.

The real analogue of this function is nag_dsbev (f08hac).

10 Example

This example finds all the eigenvalues and eigenvectors of the Hermitian band matrix

A ¼

1 2� i 3� i 0 0
2þ i 2 3� 2i 4� 2i 0
3þ i 3þ 2i 3 4� 3i 5� 3i
0 4þ 2i 4þ 3i 4 5� 4i
0 0 5þ 3i 5þ 4i 5

0BBB@
1CCCA;

together with approximate error bounds for the computed eigenvalues and eigenvectors.

10.1 Program Text

/* nag_zhbev (f08hnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer exit_status = 0, i, j, kd, n, pdab, pdz;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *z = 0;
double *rcondz = 0, *w = 0, *zerrbd = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + kd + J - I]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbev (f08hnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(z = NAG_ALLOC(n * n, Complex)) ||
!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerrbd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;
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}

pdab = kd + 1;
pdz = n;

/* Read the upper or lower triangular part of the symmetric band
* matrix A from data file.
*/

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i)

for (j = i; j <= MIN(n, i + kd); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* nag_zhbev (f08hnc).
* Solve the band Hermitian eigenvalue problem.
*/

nag_zhbev(order, Nag_DoBoth, uplo, n, kd, ab, pdab, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhbev (f08hnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/

for (j = 1; j <= n; j++)
for (i = n; i >= 1; i--)

Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print solution */
printf("Eigenvalues\n");
for (j = 0; j < n; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_complx_mat_print (x04dac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max {|w[i]|, i=0..n-1}, and since
* the eigenvalues are in ascending order ||A|| = max( |w[0]|, |w[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(w[0]), fabs(w[n - 1]));

/* nag_ddisna (f08flc).
* Estimate reciprocal condition numbers for the eigenvectors.
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvectors */
for (i = 0; i < n; ++i)

zerrbd[i] = eerrbd / rcondz[i];

/* Print the approximate error bounds for the eigenvalues and vectors */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n", eerrbd);

printf("Error estimates for the eigenvectors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", zerrbd[i], (i + 1) % 6 == 0 ? "\n" : " ");

END:
NAG_FREE(ab);
NAG_FREE(z);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerrbd);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef Z

10.2 Program Data

nag_zhbev (f08hnc) Example Program Data

5 2 :Values of n and kd
Nag_Upper :Value of uplo

(1.0, 0.0) (2.0,-1.0) (3.0,-1.0)
(2.0, 0.0) (3.0,-2.0) (4.0,-2.0)

(3.0, 0.0) (4.0,-3.0) (5.0,-3.0)
(4.0, 0.0) (5.0,-4.0)

(5.0, 0.0) :End of matrix A

10.3 Program Results

nag_zhbev (f08hnc) Example Program Results

Eigenvalues
-6.4185 -1.4094 1.4421 4.4856 16.9002
Eigenvectors

1 2 3 4 5
1 1.0000 1.0000 1.0000 1.0000 1.0000

-0.0000 0.0000 0.0000 0.0000 0.0000
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2 -0.0946 -0.4049 -0.6707 0.8697 2.1263
-1.6770 0.3789 -0.9748 0.5014 0.2858

3 -1.9916 -0.4773 0.6996 0.3868 3.2531
0.4226 -0.5467 0.6595 0.0846 1.6026

4 -0.0014 0.5418 -0.9052 -0.3102 2.8478
1.9659 -0.1307 -0.7115 0.0364 2.6633

5 1.6725 -0.3878 0.0451 0.0318 1.2641
-0.5221 0.4137 0.5008 -1.0197 3.5697

Error estimate for the eigenvalues
1.9e-15

Error estimates for the eigenvectors
3.7e-16 6.6e-16 6.6e-16 6.2e-16 1.5e-16
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NAG Library Function Document

nag_zhbevx (f08hpc)

1 Purpose

nag_zhbevx (f08hpc) computes selected eigenvalues and, optionally, eigenvectors of a complex n by n
Hermitian band matrix A of bandwidth 2kd þ 1ð Þ. Eigenvalues and eigenvectors can be selected by
specifying either a range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Integer kd, Complex ab[], Integer pdab,
Complex q[], Integer pdq, double vl, double vu, Integer il, Integer iu,
double abstol, Integer *m, double w[], Complex z[], Integer pdz,
Integer jfail[], NagError *fail)

3 Description

The Hermitian band matrix A is first reduced to real tridiagonal form, using unitary similarity
transformations. The required eigenvalues and eigenvectors are then computed from the tridiagonal
matrix; the method used depends upon whether all, or selected, eigenvalues and eigenvectors are
required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.
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job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangular part of A is stored.

If uplo ¼ Nag Lower, the lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

7: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.
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8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.

9: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the n by n unitary matrix used in the reduction to tridiagonal
form.

If job ¼ Nag EigVals, q is not referenced.

10: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if job ¼ Nag DoBoth, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

11: vl – double Input
12: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

13: il – Integer Input
14: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

15: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing A to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small number, not zero. If this function returns with fail:code ¼
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NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small number. See Demmel and Kahan (1990).

16: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

17: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

18: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

19: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

20: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhbevx (f08hpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhbevx (f08hpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to kdn
2 if job ¼ Nag EigVals, and is

proportional to n3 if job ¼ Nag DoBoth and range ¼ Nag AllValues, otherwise the number of floating-
point operations will depend upon the number of computed eigenvectors.

The real analogue of this function is nag_dsbevx (f08hbc).

10 Example

This example finds the eigenvalues in the half-open interval �2; 2ð �, and the corresponding
eigenvectors, of the Hermitian band matrix

A ¼

1 2� i 3� i 0 0
2þ i 2 3� 2i 4� 2i 0
3þ i 3þ 2i 3 4� 3i 5� 3i
0 4þ 2i 4þ 3i 4 5� 4i
0 0 5þ 3i 5þ 4i 5

0BBB@
1CCCA:

10.1 Program Text

/* nag_zhbevx (f08hpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
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#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, i, il = 0, iu = 0, j, kd, m, n, pdab, pdq, pdz;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *q = 0, *z = 0;
double *w = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + kd + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbevx (f08hpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(q = NAG_ALLOC(n * n, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdab = kd + 1;
pdq = n;
pdz = n;

/* Read the lower and upper bounds of the interval to be searched,
* and read the upper or lower triangular part of the matrix A
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* from data file.
*/

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &vl, &vu);

#else
scanf("%lf%lf%*[^\n]", &vl, &vu);

#endif
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(n, i + kd); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;

/* nag_zhbevx (f08hpc).
* Solve the band symmetric eigenvalue problem.
*/

nag_zhbevx(order, Nag_DoBoth, Nag_Interval, uplo, n, kd, ab, pdab, q, pdq,
vl, vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_zhbevx (f08hpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);

printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_complx_mat_print (x04dac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail_print.message);

exit_status = 1;
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goto END;
}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
}

END:
NAG_FREE(ab);
NAG_FREE(q);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(index);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER

10.2 Program Data

nag_zhbevx (f08hpc) Example Program Data

5 2 :Values of n and kd
Nag_Upper :Value of uplo

-2.0 2.0 :Values of vl and vu

(1.0, 0.0) (2.0,-1.0) (3.0,-1.0)
(2.0, 0.0) (3.0,-2.0) (4.0,-2.0)

(3.0, 0.0) (4.0,-3.0) (5.0,-3.0)
(4.0, 0.0) (5.0,-4.0)

(5.0, 0.0) :End of matrix A

10.3 Program Results

nag_zhbevx (f08hpc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-1.4094 1.4421
Selected eigenvectors

1 2
1 0.6367 0.4516

-0.0000 -0.0000

2 -0.2578 -0.3029
0.2413 -0.4402

3 -0.3039 0.3160
-0.3481 0.2978

4 0.3450 -0.4088
-0.0832 -0.3213

5 -0.2469 0.0204
0.2634 0.2262
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NAG Library Function Document

nag_zhbevd (f08hqc)

1 Purpose

nag_zhbevd (f08hqc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian band matrix. If the eigenvectors are requested, then it uses a divide-and-conquer algorithm to
compute eigenvalues and eigenvectors. However, if only eigenvalues are required, then it uses the
Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbevd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer kd, Complex ab[], Integer pdab, double w[],
Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zhbevd (f08hqc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian band matrix A. In other words, it can compute the spectral factorization of A as

A ¼ Z�ZH;

where � is a real diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the
(complex) unitary matrix whose columns are the eigenvectors zi. Thus

Azi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.
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job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kdþ 1.
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8: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues of the matrix A in ascending order.

9: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag EigVecs;
1 when job ¼ Nag DoNothing.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag EigVecs, z is overwritten by the unitary matrix Z which contains the
eigenvectors of A. The ith column of Z contains the eigenvector which corresponds to the
eigenvalue w½i� 1�.
If job ¼ Nag DoNothing, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If fail:errnum ¼ valueh i and job ¼ Nag DoNothing, the algorithm failed to converge; valueh i
elements of an intermediate tridiagonal form did not converge to zero; if fail:errnum ¼ valueh i
and job ¼ Nag EigVecs, then the algorithm failed to compute an eigenvalue while working on
the submatrix lying in rows and column valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.
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NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 kdþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zhbevd (f08hqc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhbevd (f08hqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dsbevd (f08hcc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the Hermitian band matrix A, where

A ¼

1þ 0i 2� 1i 3� 1i 0þ 0i 0þ 0i
2þ 1i 2þ 0i 3� 2i 4� 2i 0þ 0i
3þ 1i 3þ 2i 3þ 0i 4� 3i 5� 3i
0þ 0i 4þ 2i 4þ 3i 4þ 0i 5� 4i
0þ 0i 0þ 0i 5þ 3i 5þ 4i 5þ 0i

0BBB@
1CCCA:

10.1 Program Text

/* nag_zhbevd (f08hqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab, pdz, w_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *z = 0;
double *w = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + k + J - I - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbevd (f08hqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif
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pdab = kd + 1;
pdz = n;
w_len = n;

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(w = NAG_ALLOC(w_len, double)) || !(z = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A from data file */
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read type of job to be performed */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zhbevd (f08hqc).
* All eigenvalues and optionally all eigenvectors of
* complex Hermitian band matrix (divide-and-conquer)
*/

nag_zhbevd(order, job, uplo, n, kd, ab, pdab, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhbevd (f08hqc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %5" NAG_IFMT " %8.4f\n", i + 1, w[i]);
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_AboveForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(w);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_zhbevd (f08hqc) Example Program Data
5 2 :Values of n and kd
Nag_Lower :Value of uplo
(1.0, 0.0)
(2.0, 1.0) (2.0, 0.0)
(3.0, 1.0) (3.0, 2.0) (3.0, 0.0)

(4.0, 2.0) (4.0, 3.0) (4.0, 0.0)
(5.0, 3.0) (5.0, 4.0) (5.0, 0.0) :End of matrix A

Nag_EigVecs :Value of job
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10.3 Program Results

nag_zhbevd (f08hqc) Example Program Results

Eigenvalues
1 -6.4185
2 -1.4094
3 1.4421
4 4.4856
5 16.9002

Eigenvectors
1 2 3 4 5

1 1.0000 1.0000 1.0000 1.0000 1.0000
-0.0000 0.0000 0.0000 0.0000 0.0000

2 -0.0946 -0.4049 -0.6707 0.8697 2.1263
-1.6770 0.3789 -0.9748 0.5014 0.2858

3 -1.9916 -0.4773 0.6996 0.3868 3.2531
0.4226 -0.5467 0.6595 0.0846 1.6026

4 -0.0014 0.5418 -0.9052 -0.3102 2.8478
1.9659 -0.1307 -0.7115 0.0364 2.6633

5 1.6725 -0.3878 0.0451 0.0318 1.2641
-0.5221 0.4137 0.5008 -1.0197 3.5697
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NAG Library Function Document

nag_zhbtrd (f08hsc)

1 Purpose

nag_zhbtrd (f08hsc) reduces a complex Hermitian band matrix to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbtrd (Nag_OrderType order, Nag_VectType vect, Nag_UploType uplo,
Integer n, Integer kd, Complex ab[], Integer pdab, double d[],
double e[], Complex q[], Integer pdq, NagError *fail)

3 Description

nag_zhbtrd (f08hsc) reduces a Hermitian band matrix A to real symmetric tridiagonal form T by a
unitary similarity transformation:

T ¼ QHAQ:

The unitary matrix Q is determined as a product of Givens rotation matrices, and may be formed
explicitly by the function if required.

The function uses a vectorizable form of the reduction, due to Kaufman (1984).

4 References

Kaufman L (1984) Banded eigenvalue solvers on vector machines ACM Trans. Math. Software 10 73–
86

Parlett B N (1998) The Symmetric Eigenvalue Problem SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether Q is to be returned.

vect ¼ Nag FormQ
Q is returned.

vect ¼ Nag UpdateQ
Q is updated (and the array q must contain a matrix on entry).

vect ¼ Nag DoNotForm
Q is not required.

Constraint: vect ¼ Nag FormQ, Nag UpdateQ or Nag DoNotForm.
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3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: kd – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kd, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, kd, of the matrix A.

Constraint: kd 	 0.

6: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kd þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kdð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kdð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kd þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kdð Þ; . . . ; i.

On exit: ab is overwritten by values generated during the reduction to tridiagonal form.

The first superdiagonal or subdiagonal and the diagonal of the tridiagonal matrix T are returned
in ab using the same storage format as described above.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 max 1;kdþ 1ð Þ.

8: d½n� – double Output

On exit: the diagonal elements of the tridiagonal matrix T .
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9: e½n� 1� – double Output

On exit: the off-diagonal elements of the tridiagonal matrix T .

10: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when vect ¼ Nag FormQ or Nag UpdateQ;
1 when vect ¼ Nag DoNotForm.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if vect ¼ Nag UpdateQ, q must contain the matrix formed in a previous stage of the
reduction (for example, the reduction of a banded Hermitian-definite generalized eigenproblem);
otherwise q need not be set.

On exit: if vect ¼ Nag FormQ or Nag UpdateQ, the n by n matrix Q.

If vect ¼ Nag DoNotForm, q is not referenced.

11: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if vect ¼ Nag FormQ or Nag UpdateQ, pdq 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdq 	 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, vect ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if vect ¼ Nag FormQ or Nag UpdateQ, pdq 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdq 	 1.

NE_INT

On entry, kd ¼ valueh i.
Constraint: kd 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.
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On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

NE_INT_2

On entry, pdab ¼ valueh i and kd ¼ valueh i.
Constraint: pdab 	 max 1; kdþ 1ð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed tridiagonal matrix T is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of T themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues and eigenvectors.

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zhbtrd (f08hsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhbtrd (f08hsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 20n2k if vect ¼ Nag DoNotForm
with 10n3 k� 1ð Þ=k additional operations if vect ¼ Nag FormQ.

The real analogue of this function is nag_dsbtrd (f08hec).
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10 Example

This example computes all the eigenvalues and eigenvectors of the matrix A, where

A ¼
�3:13þ 0:00i 1:94� 2:10i �3:40þ 0:25i 0:00þ 0:00i
1:94þ 2:10i �1:91þ 0:00i �0:82� 0:89i �0:67þ 0:34i
�3:40� 0:25i �0:82þ 0:89i �2:87þ 0:00i �2:10� 0:16i
0:00þ 0:00i �0:67� 0:34i �2:10þ 0:16i 0:50þ 0:00i

0B@
1CA:

Here A is Hermitian and is treated as a band matrix. The program first calls nag_zhbtrd (f08hsc) to
reduce A to tridiagonal form T , and to form the unitary matrix Q; the results are then passed to
nag_zsteqr (f08jsc) which computes the eigenvalues and eigenvectors of A.

10.1 Program Text

/* nag_zhbtrd (f08hsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab, pdz, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *z = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + k + J - I - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbtrd (f08hsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

pdab = kd + 1;
pdz = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(z = NAG_ALLOC(pdz * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form */
/* nag_zhbtrd (f08hsc).
* Unitary reduction of complex Hermitian band matrix to
* real symmetric tridiagonal form
*/

nag_zhbtrd(order, Nag_FormQ, uplo, n, kd, ab, pdab, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhbtrd (f08hsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate all the eigenvalues and eigenvectors of A */
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/* nag_zsteqr (f08jsc).
* All eigenvalues and eigenvectors of real symmetric
* tridiagonal matrix, reduced from complex Hermitian
* matrix, using implicit QL or QR
*/

nag_zsteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsteqr (f08jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_zhbtrd (f08hsc) Example Program Data
4 2 :Values of n and kd
Nag_Lower :Value of uplo

(-3.13, 0.00)
( 1.94, 2.10) (-1.91, 0.00)
(-3.40,-0.25) (-0.82, 0.89) (-2.87, 0.00)

(-0.67,-0.34) (-2.10, 0.16) ( 0.50, 0.00) :End of matrix A

10.3 Program Results

nag_zhbtrd (f08hsc) Example Program Results

Eigenvalues
-7.0042 -4.0038 0.5968 3.0012

Eigenvectors
1 2 3 4

1 ( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000)
2 (-0.2268,-0.2805) (-2.2857,-1.6226) ( 1.0765, 0.5028) ( 0.4873, 0.7267)
3 ( 0.8338, 0.0413) (-2.0739, 0.3334) (-0.1427,-0.3885) (-1.0790, 0.0343)
4 ( 0.2267,-0.0415) (-1.1727,-0.1848) (-1.9460, 0.9305) ( 0.8719,-0.3587)
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NAG Library Function Document

nag_dstev (f08jac)

1 Purpose

nag_dstev (f08jac) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric tridiagonal matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstev (Nag_OrderType order, Nag_JobType job, Integer n, double d[],
double e[], double z[], Integer pdz, NagError *fail)

3 Description

nag_dstev (f08jac) computes all the eigenvalues and, optionally, all the eigenvectors of A using a
combination of the QR and QL algorithms, with an implicit shift.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: n – Integer Input

On entry: n, the order of the matrix.

Constraint: n 	 0.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08jac

Mark 26 f08jac.1

http://www.netlib.org/lapack/lug


4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix A.

On exit: if fail:code ¼ NE_NOERROR, the eigenvalues in ascending order.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

On exit: the contents of e are destroyed.

6: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then if fail:code ¼ NE_NOERROR, z contains the orthonormal
eigenvectors of the matrix A, with the ith column of Z holding the eigenvector associated with
d½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of e did not converge to zero.
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NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dstev (f08jac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstev (f08jac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n2 if job ¼ Nag EigVals and is
proportional to n3 if job ¼ Nag DoBoth.

10 Example

This example finds all the eigenvalues and eigenvectors of the symmetric tridiagonal matrix

A ¼
1 1 0 0
1 4 2 0
0 2 9 3
0 0 3 16

0B@
1CA;

together with approximate error bounds for the computed eigenvalues and eigenvectors.
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10.1 Program Text

/* nag_dstev (f08jac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eerrbd, eps;
Integer exit_status = 0, i, j, n, pdz;
/* Arrays */
double *d = 0, *e = 0, *rcondz = 0, *z = 0, *zerrbd = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dstev (f08jac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(e = NAG_ALLOC(n, double)) ||
!(rcondz = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * n, double)) || !(zerrbd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdz = n;
/* Read the diagonal and off-diagonal elements of the matrix A
* from data file.
*/

for (i = 0; i < n; ++i)
#ifdef _WIN32
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scanf_s("%lf", &d[i]);
#else

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n - 1; ++i)
#ifdef _WIN32

scanf_s("%lf", &e[i]);
#else

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dstev (f08jac).
* Solve the symmetric tridiagonal eigenvalue problem.
*/

nag_dstev(order, Nag_DoBoth, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dstev (f08jac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print solution */
printf("Eigenvalues\n");
for (i = 0; i < n; ++i)

printf("%8.4f%s", d[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_real_mat_print (x04cac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, eps, using nag_machine_precision (X02AJC)
* and compute the approximate error bound for the computed eigenvalues.
* Note that for the 2-norm, ||A|| = max {|d[i]|, i=0..n-1}, and since
* the eigenvalues are in ascending order ||A|| = max( |d[0]|, |d[n-1]|).
*/

eps = nag_machine_precision;
eerrbd = eps * MAX(fabs(d[0]), fabs(d[n - 1]));

/* nag_ddisna (f08flc).
* Estimate reciprocal condition numbers for the eigenvectors.
*/

nag_ddisna(Nag_EigVecs, n, n, d, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* Compute the error estimates for the eigenvectors */
for (i = 0; i < n; ++i)

zerrbd[i] = eerrbd / rcondz[i];

/* Print the approximate error bounds for the eigenvalues and vectors */
printf("\nError estimate for the eigenvalues\n");
printf("%11.1e\n", eerrbd);
printf("\nError estimates for the eigenvectors\n");
for (i = 0; i < n; ++i)

printf("%11.1e%s", zerrbd[i], (i + 1) % 6 == 0 ? "\n" : " ");

END:
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(rcondz);
NAG_FREE(z);
NAG_FREE(zerrbd);

return exit_status;
}

#undef Z

10.2 Program Data

nag_dstev (f08jac) Example Program Data

4 :Value of n

1.0 4.0 9.0 16.0 :End of diagonal elements
1.0 2.0 3.0 :End of off-diagonal elements

10.3 Program Results

nag_dstev (f08jac) Example Program Results

Eigenvalues
0.6476 3.5470 8.6578 17.1477

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.3524 2.5470 7.6578 16.1477
3 0.0908 -1.0769 17.3340 105.6521
4 -0.0177 0.2594 -7.0826 276.1742

Error estimate for the eigenvalues
1.9e-15

Error estimates for the eigenvectors
6.6e-16 6.6e-16 3.7e-16 2.2e-16

f08jac NAG Library Manual

f08jac.6 (last) Mark 26



NAG Library Function Document

nag_dstevx (f08jbc)

1 Purpose

nag_dstevx (f08jbc) computes selected eigenvalues and, optionally, eigenvectors of a real symmetric
tridiagonal matrix A. Eigenvalues and eigenvectors can be selected by specifying either a range of
values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstevx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Integer n, double d[], double e[], double vl, double vu, Integer il,
Integer iu, double abstol, Integer *m, double w[], double z[],
Integer pdz, Integer jfail[], NagError *fail)

3 Description

nag_dstevx (f08jbc) computes the required eigenvalues and eigenvectors of A by reducing the
tridiagonal matrix to diagonal form using the QR algorithm. Bisection is used to determine selected
eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08jbc
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3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: n – Integer Input

On entry: n, the order of the matrix.

Constraint: n 	 0.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix A.

On exit: may be multiplied by a constant factor chosen to avoid over/underflow in computing the
eigenvalues.

6: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix A.

On exit: may be multiplied by a constant factor chosen to avoid over/underflow in computing the
eigenvalues.

7: vl – double Input
8: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

9: il – Integer Input
10: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

11: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Ak k1 will be used
in its place. Eigenvalues will be computed most accurately when abstol is set to twice the
underflow threshold 2� nag real safe small numberð Þ, not zero. If this function returns with
fail:code ¼ NE_CONVERGENCE, indicating that some eigenvectors did not converge, try
setting abstol to 2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

f08jbc NAG Library Manual

f08jbc.2 Mark 26



12: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

13: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

14: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

15: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

16: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.
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8 Parallelism and Performance

nag_dstevx (f08jbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstevx (f08jbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n2 if job ¼ Nag EigVals and is
proportional to n3 if job ¼ Nag DoBoth and range ¼ Nag AllValues, otherwise the number of floating-
point operations will depend upon the number of computed eigenvectors.

10 Example

This example finds the eigenvalues in the half-open interval 0; 5ð �, and the corresponding eigenvectors,
of the symmetric tridiagonal matrix

A ¼
1 1 0 0
1 4 2 0
0 2 9 3
0 0 3 16

0B@
1CA:

10.1 Program Text

/* nag_dstevx (f08jbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, i, il = 0, iu = 0, j, m, n, pdz;
/* Arrays */
double *d = 0, *e = 0, *w = 0, *z = 0;
Integer *index = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail, fail_print;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

INIT_FAIL(fail);
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printf("nag_dstevx (f08jbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pdz = n;
/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(e = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(pdz * n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched,
* and read the diagonal and off-diagonal elements of the matrix
* A from data file.
*/

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n]", &vl, &vu);

#else
scanf("%lf%lf%*[^\n]", &vl, &vu);

#endif
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i]);

#else
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n - 1; ++i)
#ifdef _WIN32

scanf_s("%lf", &e[i]);
#else

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_real_safe_small_number (X02AMC).
* Set the absolute error tolerance for eigenvalues. With abstol
* set to zero, the default value would be used instead.
*/

abstol = nag_real_safe_small_number * 2;

/* nag_dstevx (f08jbc).
* Solve the symmetric eigenvalue problem.
*/

nag_dstevx(order, Nag_DoBoth, Nag_Interval, n, d, e, vl, vu, il, iu,
abstol, &m, w, z, pdz, index, &fail);
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if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_dstevx (f08jbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n", m);
printf("\nEigenvalues\n");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print selected eigenvectors.
*/

INIT_FAIL(fail_print);
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, z,

pdz, "Selected eigenvectors", 0, &fail_print);
if (fail_print.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail_print.message);

exit_status = 1;
goto END;

}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n");

}

END:
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);
return exit_status;

}

10.2 Program Data

nag_dstevx (f08jbc) Example Program Data

4 :Value of n

0.0 5.0 :Values of vl and vu

1.0 4.0 9.0 16.0 :End of diagonal elements
1.0 2.0 3.0 :End of off-diagonal elements

10.3 Program Results

nag_dstevx (f08jbc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
0.6476 3.5470

Selected eigenvectors
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1 2
1 0.9396 0.3388
2 -0.3311 0.8628
3 0.0853 -0.3648
4 -0.0167 0.0879
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NAG Library Function Document

nag_dstevd (f08jcc)

1 Purpose

nag_dstevd (f08jcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric tridiagonal matrix. If the eigenvectors are requested, then it uses a divide-and-conquer
algorithm to compute eigenvalues and eigenvectors. However, if only eigenvalues are required, then it
uses the Pal–Walker–Kahan variant of the QL or QR algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstevd (Nag_OrderType order, Nag_JobType job, Integer n, double d[],
double e[], double z[], Integer pdz, NagError *fail)

3 Description

nag_dstevd (f08jcc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric tridiagonal matrix T . In other words, it can compute the spectral factorization of T as

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag DoNothing
Only eigenvalues are computed.

job ¼ Nag EigVecs
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag DoNothing or Nag EigVecs.
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3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix T .

On exit: the eigenvalues of the matrix T in ascending order.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;nð Þ.
On entry: the n� 1 off-diagonal elements of the tridiagonal matrix T . The nth element of this
array is used as workspace.

On exit: e is overwritten with intermediate results.

6: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag EigVecs;
1 when job ¼ Nag DoNothing.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag EigVecs, z is overwritten by the orthogonal matrix Z which contains the
eigenvectors of T .

If job ¼ Nag DoNothing, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVecs, pdz 	 max 1; nð Þ;
if job ¼ Nag DoNothing, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

If �i is an exact eigenvalue and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Tk k2;

where c nð Þ is a modestly increasing function of n.

If zi is the corresponding exact eigenvector, and ~zi is the corresponding computed eigenvector, then the
angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ� Tk k2
min
i6¼j

�i � �j
		 		:

Thus the accuracy of a computed eigenvector depends on the gap between its eigenvalue and all the
other eigenvalues.

8 Parallelism and Performance

nag_dstevd (f08jcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstevd (f08jcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

There is no complex analogue of this function.

10 Example

This example computes all the eigenvalues and eigenvectors of the symmetric tridiagonal matrix T ,
where

T ¼
1:0 1:0 0:0 0:0
1:0 4:0 2:0 0:0
0:0 2:0 9:0 3:0
0:0 0:0 3:0 16:0

0B@
1CA:

10.1 Program Text

/* nag_dstevd (f08jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pdz, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_JobType job;
Nag_OrderType order;
/* Arrays */
char nag_job_arg[40];
double *z = 0, *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dstevd (f08jcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
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#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
pdz = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(z = NAG_ALLOC(n * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read T from data file */
for (i = 0; i < d_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i]);

#else
scanf("%lf", &d[i]);

#endif
for (i = 0; i < e_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &e[i]);

#else
scanf("%lf", &e[i]);

#endif
/* Read type of job to be performed */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s(" %39s%*[^\n] ", nag_job_arg, (unsigned)_countof(nag_job_arg));
#else

scanf(" %39s%*[^\n] ", nag_job_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

job = (Nag_JobType) nag_enum_name_to_value(nag_job_arg);

/* Calculate all the eigenvalues and eigenvectors of T using using */
/* nag_dstevd (f08jcc) */
nag_dstevd(order, job, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dstevd (f08jcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %7.4lf", d[i]);
printf("\n\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
END:

NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_dstevd (f08jcc) Example Program Data
4 :Value of n
1.0 4.0 9.0 16.0
1.0 2.0 3.0 :End of t
Nag_EigVecs :Value of job

10.3 Program Results

nag_dstevd (f08jcc) Example Program Results

Eigenvalues
0.6476 3.5470 8.6578 17.1477

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.3524 2.5470 7.6578 16.1477
3 0.0908 -1.0769 17.3340 105.6521
4 -0.0177 0.2594 -7.0826 276.1742
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NAG Library Function Document

nag_dstevr (f08jdc)

1 Purpose

nag_dstevr (f08jdc) computes selected eigenvalues and, optionally, eigenvectors of a real n by n
symmetric tridiagonal matrix T . Eigenvalues and eigenvectors can be selected by specifying either a
range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstevr (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Integer n, double d[], double e[], double vl, double vu, Integer il,
Integer iu, double abstol, Integer *m, double w[], double z[],
Integer pdz, Integer isuppz[], NagError *fail)

3 Description

Whenever possible nag_dstevr (f08jdc) computes the eigenspectrum using Relatively Robust
Representations. nag_dstevr (f08jdc) computes eigenvalues by the dqds algorithm, while orthogonal
eigenvectors are computed from various ‘good’ LDLT representations (also known as Relatively Robust
Representations). Gram–Schmidt orthogonalization is avoided as far as possible. More specifically, the
various steps of the algorithm are as follows. For the ith unreduced block of T :

(a) compute T � �iI ¼ LiDiL
T
i , such that LiDiL

T
i is a relatively robust representation,

(b) compute the eigenvalues, �j, of LiDiL
T
i to high relative accuracy by the dqds algorithm,

(c) if there is a cluster of close eigenvalues, ‘choose’ �i close to the cluster, and go to (a),

(d) given the approximate eigenvalue �j of LiDiL
T
i , compute the corresponding eigenvector by

forming a rank-revealing twisted factorization.

The desired accuracy of the output can be specified by the argument abstol. For more details, see
Dhillon (1997) and Parlett and Dhillon (2000).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Dhillon I (1997) A new O n2
� �

algorithm for the symmetric tridiagonal eigenvalue/eigenvector problem
Computer Science Division Technical Report No. UCB//CSD-97-971 UC Berkeley

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Parlett B N and Dhillon I S (2000) Relatively robust representations of symmetric tridiagonals Linear
Algebra Appl. 309 121–151
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: n – Integer Input

On entry: n, the order of the matrix.

Constraint: n 	 0.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix T .

On exit: may be multiplied by a constant factor chosen to avoid over/underflow in computing the
eigenvalues.

6: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ subdiagonal elements of the tridiagonal matrix T .

On exit: may be multiplied by a constant factor chosen to avoid over/underflow in computing the
eigenvalues.

7: vl – double Input
8: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.
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9: il – Integer Input
10: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

11: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place. See Demmel and Kahan (1990).

If high relative accuracy is important, set abstol to nag real safe small numberð Þ, although doing
so does not currently guarantee that eigenvalues are computed to high relative accuracy. See
Barlow and Demmel (1990) for a discussion of which matrices can define their eigenvalues to
high relative accuracy.

12: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

13: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the first m elements contain the selected eigenvalues in ascending order.

14: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the first m columns of Z contain the orthonormal eigenvectors of
the matrix A corresponding to the selected eigenvalues, with the ith column of Z holding the
eigenvector associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

15: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.
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16: isuppz½dim� – Integer Output

Note: the dimension, dim, of the array isuppz must be at least max 1; 2�mð Þ.
On exit: the support of the eigenvectors in z, i.e., the indices indicating the nonzero elements in
z. The ith eigenvector is nonzero only in elements isuppz½2� i� 2� through isuppz½2� i� 1�.
Implemented only for range ¼ Nag AllValues or Nag Indices and iu� il ¼ n� 1.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An internal error has occurred in this function. Please refer to fail in nag_dstebz (f08jjc).

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.7 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dstevr (f08jdc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstevr (f08jdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n2 if job ¼ Nag EigVals and is
proportional to n3 if job ¼ Nag DoBoth and range ¼ Nag AllValues, otherwise the number of floating-
point operations will depend upon the number of computed eigenvectors.

10 Example

This example finds the eigenvalues with indices in the range 2; 3½ �, and the corresponding eigenvectors,
of the symmetric tridiagonal matrix

T ¼
1 1 0 0
1 4 2 0
0 2 9 3
0 0 3 16

0B@
1CA:

10.1 Program Text

/* nag_dstevr (f08jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl = 0.0, vu = 0.0;
Integer exit_status = 0, i, il, iu, j, m, n, pdz;
/* Arrays */
double *d = 0, *e = 0, *w = 0, *z = 0;
Integer *isuppz = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;
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#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

INIT_FAIL(fail);

printf("nag_dstevr (f08jdc) Example Program Results\n\n");

/* Skip heading in data file and read n and the lower and upper
* indices of the eigenvalues to be found.
*/

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &il, &iu);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &il, &iu);
#endif

m = iu - il + 1;
pdz = n;

/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(e = NAG_ALLOC(n - 1, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * n, double)) || !(isuppz = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the diagonal and off-diagonal elements of the matrix A
* from data file.
*/

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &d[i]);
#else

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n - 1; ++i)
#ifdef _WIN32

scanf_s("%lf", &e[i]);
#else

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Set the absolute error tolerance for eigenvalues.
* With abstol set to zero, the default value is used instead.
*/

abstol = 0.0;
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/* nag_dstevr (f08jdc).
* Solve the symmetric tridiagonal eigenvalue problem.
*/

nag_dstevr(order, Nag_DoBoth, Nag_Indices, n, d, e, vl, vu, il, iu, abstol,
&m, w, z, pdz, isuppz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dstevr (f08jdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Selected eigenvalues\n ");
for (j = 0; j < m; ++j)

printf("%8.4f%s", w[j], (j + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print selected eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(isuppz);

return exit_status;
}

10.2 Program Data

nag_dstevr (f08jdc) Example Program Data

4 2 3 :Values of n, il and iu

1.0 4.0 9.0 16.0 :End of diagonal elements
1.0 2.0 3.0 :End of off-diagonal elements

10.3 Program Results

nag_dstevr (f08jdc) Example Program Results

Selected eigenvalues
3.5470 8.6578

Selected eigenvectors
1 2

1 0.3388 0.0494
2 0.8628 0.3781
3 -0.3648 0.8558
4 0.0879 -0.3497
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NAG Library Function Document

nag_dsteqr (f08jec)

1 Purpose

nag_dsteqr (f08jec) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric tridiagonal matrix, or of a real symmetric matrix which has been reduced to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsteqr (Nag_OrderType order, Nag_ComputeZType compz, Integer n,
double d[], double e[], double z[], Integer pdz, NagError *fail)

3 Description

nag_dsteqr (f08jec) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric tridiagonal matrix T . In other words, it can compute the spectral factorization of T as

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function may also be used to compute all the eigenvalues and eigenvectors of a real symmetric
matrix A which has been reduced to tridiagonal form T :

A ¼ QTQT; where Q is orthogonal
¼ QZð Þ� QZð ÞT:

In this case, the matrix Q must be formed explicitly and passed to nag_dsteqr (f08jec), which must be
called with compz ¼ Nag UpdateZ. The functions which must be called to perform the reduction to
tridiagonal form and form Q are:

full matrix nag_dsytrd (f08fec) and nag_dorgtr (f08ffc)
full matrix, packed storage nag_dsptrd (f08gec) and nag_dopgtr (f08gfc)
band matrix nag_dsbtrd (f08hec) with vect ¼ Nag FormQ.

nag_dsteqr (f08jec) uses the implicitly shifted QR algorithm, switching between the QR and QL
variants in order to handle graded matrices effectively (see Greenbaum and Dongarra (1980)). The
eigenvectors are normalized so that zik k2 ¼ 1, but are determined only to within a factor 
1.
If only the eigenvalues of T are required, it is more efficient to call nag_dsterf (f08jfc) instead. If T is
positive definite, small eigenvalues can be computed more accurately by nag_dpteqr (f08jgc).
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4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Greenbaum A and Dongarra J J (1980) Experiments with QR/QL methods for the symmetric triangular
eigenproblem LAPACK Working Note No. 17 (Technical Report CS-89-92) University of Tennessee,
Knoxville http://www.netlib.org/lapack/lawnspdf/lawn17.pdf

Parlett B N (1998) The Symmetric Eigenvalue Problem SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compz – Nag_ComputeZType Input

On entry: indicates whether the eigenvectors are to be computed.

compz ¼ Nag NotZ
Only the eigenvalues are computed (and the array z is not referenced).

compz ¼ Nag UpdateZ
The eigenvalues and eigenvectors of A are computed (and the array z must contain the
matrix Q on entry).

compz ¼ Nag InitZ
The eigenvalues and eigenvectors of T are computed (and the array z is initialized by the
function).

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

On exit: the n eigenvalues in ascending order, unless fail:code ¼ NE_CONVERGENCE (in
which case see Section 6).

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

On exit: e is overwritten.

6: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least pdz� n when compz ¼ Nag UpdateZ
or Nag InitZ.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain the orthogonal matrix Q from the reduction
to tridiagonal form.

If compz ¼ Nag InitZ, z must be allocated, but its contents need not be set.

If compz ¼ Nag NotZ, z is not referenced and may be NULL.

On exit: if compz ¼ Nag UpdateZ or Nag InitZ, the n required orthonormal eigenvectors stored
as columns of Z; the ith column corresponds to the ith eigenvalue, where i ¼ 1; 2; . . . ; n, unless
fail:errnum > 0.

z is not changed if compz ¼ Nag NotZ.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 n;
if compz ¼ Nag NotZ, z may be NULL.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm has failed to find all the eigenvalues after a total of 30� n iterations. In this case,
d and e contain on exit the diagonal and off-diagonal elements, respectively, of a tridiagonal
matrix orthogonally similar to T . valueh i off-diagonal elements have not converged to zero.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

If �i is an exact eigenvalue and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Tk k2;

where c nð Þ is a modestly increasing function of n.

If zi is the corresponding exact eigenvector, and ~zi is the corresponding computed eigenvector, then the
angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ� Tk k2
min
i6¼j

�i � �j
		 		:

Thus the accuracy of a computed eigenvector depends on the gap between its eigenvalue and all the
other eigenvalues.

8 Parallelism and Performance

nag_dsteqr (f08jec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsteqr (f08jec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is typically about 24n2 if compz ¼ Nag NotZ and about
7n3 if compz ¼ Nag UpdateZ or Nag InitZ, but depends on how rapidly the algorithm converges. When
compz ¼ Nag NotZ, the operations are all performed in scalar mode; the additional operations to
compute the eigenvectors when compz ¼ Nag UpdateZ or Nag InitZ can be vectorized and on some
machines may be performed much faster.

The complex analogue of this function is nag_zsteqr (f08jsc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the symmetric tridiagonal matrix T ,
where

T ¼
�6:99 �0:44 0:00 0:00
�0:44 7:92 �2:63 0:00
0:00 �2:63 2:34 �1:18
0:00 0:00 �1:18 0:32

0B@
1CA:

See also the examples for nag_dorgtr (f08ffc), nag_dopgtr (f08gfc) or nag_dsbtrd (f08hec), which
illustrate the use of this function to compute the eigenvalues and eigenvectors of a full or band
symmetric matrix.

10.1 Program Text

/* nag_dsteqr (f08jec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pdz, d_len, e_len;
Integer exit_status = 0;
/* Arrays */
double *z = 0, *d = 0, *e = 0;
/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsteqr (f08jec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pdz = n;
d_len = n;
e_len = n - 1;
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/* Allocate memory */
if (!(z = NAG_ALLOC(n * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read T from data file */
for (i = 0; i < d_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i]);

#else
scanf("%lf", &d[i]);

#endif
for (i = 0; i < e_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &e[i]);

#else
scanf("%lf", &e[i]);

#endif
/* Calculate all the eigenvalues and eigenvectors of tridiagonal matrix T,
* reduced from real symmetric matrix using nag_dsteqr (f08jec).
*/

nag_dsteqr(order, Nag_InitZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsteqr (f08jec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Standardize the eigenvectors so that first elements are non-negative. */
for (j = 1; j <= n; j++) {

if (Z(1,j) < 0.0) {
for (i = 1; i <= n; i++)

Z(i, j) = -Z(i, j);
}

}

/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %7.4lf", d[i]);
printf("\n\n");

/* Print real general matrix Z using easy-to-use
* nag_gen_real_mat_print (x04cac).
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, z,

pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_dsteqr (f08jec) Example Program Data
4 :Value of N

-6.99 7.92 2.34 0.32
-0.44 -2.63 -1.18 :End of matrix T
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10.3 Program Results

nag_dsteqr (f08jec) Example Program Results

Eigenvalues
-7.0037 -0.4059 2.0028 8.9968

Eigenvectors
1 2 3 4

1 0.9995 0.0109 0.0167 0.0255
2 0.0310 -0.1627 -0.3408 -0.9254
3 0.0089 -0.5170 -0.7696 0.3746
4 0.0014 -0.8403 0.5397 -0.0509
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NAG Library Function Document

nag_dsterf (f08jfc)

1 Purpose

nag_dsterf (f08jfc) computes all the eigenvalues of a real symmetric tridiagonal matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsterf (Integer n, double d[], double e[], NagError *fail)

3 Description

nag_dsterf (f08jfc) computes all the eigenvalues of a real symmetric tridiagonal matrix, using a square-
root-free variant of the QR algorithm.

The function uses an explicit shift, and, like nag_dsteqr (f08jec), switches between the QR and QL
variants in order to handle graded matrices effectively (see Greenbaum and Dongarra (1980)).

4 References

Greenbaum A and Dongarra J J (1980) Experiments with QR/QL methods for the symmetric triangular
eigenproblem LAPACK Working Note No. 17 (Technical Report CS-89-92) University of Tennessee,
Knoxville http://www.netlib.org/lapack/lawnspdf/lawn17.pdf

Parlett B N (1998) The Symmetric Eigenvalue Problem SIAM, Philadelphia

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

2: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

On exit: the n eigenvalues in ascending order, unless fail:code ¼ NE_CONVERGENCE (in
which case see Section 6).

3: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

On exit: e is overwritten.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm has failed to find all the eigenvalues after a total of 30� n iterations; valueh i
elements of e have not converged to zero.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues are exact for a nearby matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

If �i is an exact eigenvalue and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Tk k2;

where c nð Þ is a modestly increasing function of n.

8 Parallelism and Performance

nag_dsterf (f08jfc) is not threaded in any implementation.

9 Further Comments

The total number of floating-point operations is typically about 14n2, but depends on how rapidly the
algorithm converges. The operations are all performed in scalar mode.

There is no complex analogue of this function.
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10 Example

This example computes all the eigenvalues of the symmetric tridiagonal matrix T , where

T ¼
�6:99 �0:44 0:00 0:00
�0:44 7:92 �2:63 0:00
0:00 �2:63 2:34 �1:18
0:00 0:00 �1:18 0:32

0B@
1CA:

10.1 Program Text

/* nag_dsterf (f08jfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, n, d_len, e_len;
Integer exit_status = 0;
NagError fail;
/* Arrays */
double *d = 0, *e = 0;

INIT_FAIL(fail);

printf("nag_dsterf (f08jfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read T from data file */
for (i = 0; i < d_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i]);

#else
scanf("%lf", &d[i]);

#endif
for (i = 0; i < e_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &e[i]);
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#else
scanf("%lf", &e[i]);

#endif
/* Calculate all the eigenvalues of T */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/

nag_dsterf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %7.4lf", d[i]);
printf("\n");

END:
NAG_FREE(d);
NAG_FREE(e);
return exit_status;

}

10.2 Program Data

nag_dsterf (f08jfc) Example Program Data
4 :Value of N

-6.99 7.92 2.34 0.32
-0.44 -2.63 -1.18 :End of matrix T

10.3 Program Results

nag_dsterf (f08jfc) Example Program Results

Eigenvalues
-7.0037 -0.4059 2.0028 8.9968
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NAG Library Function Document

nag_dpteqr (f08jgc)

1 Purpose

nag_dpteqr (f08jgc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric positive definite tridiagonal matrix, or of a real symmetric positive definite matrix which has
been reduced to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dpteqr (Nag_OrderType order, Nag_ComputeZType compz, Integer n,
double d[], double e[], double z[], Integer pdz, NagError *fail)

3 Description

nag_dpteqr (f08jgc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric positive definite tridiagonal matrix T . In other words, it can compute the spectral
factorization of T as

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function may also be used to compute all the eigenvalues and eigenvectors of a real symmetric
positive definite matrix A which has been reduced to tridiagonal form T :

A ¼ QTQT; where Q is orthogonal
¼ QZð Þ� QZð ÞT:

In this case, the matrix Q must be formed explicitly and passed to nag_dpteqr (f08jgc), which must be
called with compz ¼ Nag UpdateZ. The functions which must be called to perform the reduction to
tridiagonal form and form Q are:

full matrix nag_dsytrd (f08fec) and nag_dorgtr (f08ffc)
full matrix, packed storage nag_dsptrd (f08gec) and nag_dopgtr (f08gfc)
band matrix nag_dsbtrd (f08hec) with vect ¼ Nag FormQ.

nag_dpteqr (f08jgc) first factorizes T as LDLT where L is unit lower bidiagonal and D is diagonal. It
forms the bidiagonal matrix B ¼ LD1

2 , and then calls nag_dbdsqr (f08mec) to compute the singular
values of B which are the same as the eigenvalues of T . The method used by the function allows high
relative accuracy to be achieved in the small eigenvalues of T . The eigenvectors are normalized so that
zik k2 ¼ 1, but are determined only to within a factor 
1.

4 References

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compz – Nag_ComputeZType Input

On entry: indicates whether the eigenvectors are to be computed.

compz ¼ Nag NotZ
Only the eigenvalues are computed (and the array z is not referenced).

compz ¼ Nag UpdateZ
The eigenvalues and eigenvectors of A are computed (and the array z must contain the
matrix Q on entry).

compz ¼ Nag InitZ
The eigenvalues and eigenvectors of T are computed (and the array z is initialized by the
function).

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

On exit: the n eigenvalues in descending order, unless fail:code ¼ NE_CONVERGENCE or
NE_POS_DEF, in which case d is overwritten.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

On exit: e is overwritten.

6: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain the orthogonal matrix Q from the reduction
to tridiagonal form.

If compz ¼ Nag InitZ, z need not be set.
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On exit: if compz ¼ Nag UpdateZ or Nag InitZ, the n required orthonormal eigenvectors stored
as columns of Z; the ith column corresponds to the ith eigenvalue, where i ¼ 1; 2; . . . ; n, unless
fail:code ¼ NE_CONVERGENCE or NE_POS_DEF.

If compz ¼ Nag NotZ, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm to compute the singular values of the Cholesky factor B failed to converge;
valueh i off-diagonal elements did not converge to zero.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_POS_DEF

The leading minor of order valueh i is not positive definite and the Cholesky factorization of T
could not be completed. Hence T itself is not positive definite.

7 Accuracy

The eigenvalues and eigenvectors of T are computed to high relative accuracy which means that if they
vary widely in magnitude, then any small eigenvalues (and corresponding eigenvectors) will be
computed more accurately than, for example, with the standard QR method. However, the reduction to
tridiagonal form (prior to calling the function) may exclude the possibility of obtaining high relative
accuracy in the small eigenvalues of the original matrix if its eigenvalues vary widely in magnitude.

To be more precise, let H be the tridiagonal matrix defined by H ¼ DTD, where D is diagonal with

dii ¼ t
�12
ii , and hii ¼ 1 for all i. If �i is an exact eigenvalue of T and ~�i is the corresponding computed

value, then

~�i � �i
		 		 � c nð Þ��2 Hð Þ�i

where c nð Þ is a modestly increasing function of n, � is the machine precision, and �2 Hð Þ is the
condition number of H with respect to inversion defined by: �2 Hð Þ ¼ Hk k � H�1

�� ��.
If zi is the corresponding exact eigenvector of T , and ~zi is the corresponding computed eigenvector,
then the angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ��2 Hð Þ
relgapi

where relgapi is the relative gap between �i and the other eigenvalues, defined by

relgapi ¼ min
i6¼j

�i � �j
		 		
�i þ �j
� �:

8 Parallelism and Performance

nag_dpteqr (f08jgc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dpteqr (f08jgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is typically about 30n2 if compz ¼ Nag NotZ and about
6n3 if compz ¼ Nag UpdateZ or Nag InitZ, but depends on how rapidly the algorithm converges. When
compz ¼ Nag NotZ, the operations are all performed in scalar mode; the additional operations to
compute the eigenvectors when compz ¼ Nag UpdateZ or Nag InitZ can be vectorized and on some
machines may be performed much faster.

The complex analogue of this function is nag_zpteqr (f08juc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the symmetric positive definite
tridiagonal matrix T , where

T ¼
4:16 3:17 0:00 0:00
3:17 5:25 �0:97 0:00
0:00 �0:97 1:09 0:55
0:00 0:00 0:55 0:62

0B@
1CA:

10.1 Program Text

/* nag_dpteqr (f08jgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pdz, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *z = 0, *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dpteqr (f08jgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pdz = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(z = NAG_ALLOC(n * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
/* Read T from data file */
for (i = 0; i < d_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i]);

#else
scanf("%lf", &d[i]);

#endif
for (i = 0; i < e_len; ++i)

#ifdef _WIN32
scanf_s("%lf", &e[i]);

#else
scanf("%lf", &e[i]);

#endif
/* Calculate all the eigenvalues and eigenvectors of T */
/* nag_dpteqr (f08jgc).
* All eigenvalues and eigenvectors of real symmetric
* positive-definite tridiagonal matrix, reduced from real
* symmetric positive-definite matrix
*/

nag_dpteqr(order, Nag_InitZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpteqr (f08jgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = Z(i, j) / Z(1, j);

}
}
/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %7.4lf", d[i]);
printf("\n\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(z);
return exit_status;

}

10.2 Program Data

nag_dpteqr (f08jgc) Example Program Data
4 :Value of N
4.16 5.25 1.09 0.62
3.17 -0.97 0.55 :End of matrix T
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10.3 Program Results

nag_dpteqr (f08jgc) Example Program Results

Eigenvalues
8.0023 1.9926 1.0014 0.1237

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 1.2121 -0.6837 -0.9964 -1.2733
3 -0.1711 0.9721 -1.0962 -3.4611
4 -0.0127 0.3895 -1.5807 3.8354
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NAG Library Function Document

nag_dstedc (f08jhc)

1 Purpose

nag_dstedc (f08jhc) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric tridiagonal matrix, or of a real full or banded symmetric matrix which has been reduced to
tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstedc (Nag_OrderType order, Nag_ComputeEigVecsType compz,
Integer n, double d[], double e[], double z[], Integer pdz,
NagError *fail)

3 Description

nag_dstedc (f08jhc) computes all the eigenvalues and, optionally, the eigenvectors of a real symmetric
tridiagonal matrix T . That is, the function computes the spectral factorization of T given by

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues, �i, of T and Z is an
orthogonal matrix whose columns are the eigenvectors, zi, of T . Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function may also be used to compute all the eigenvalues and vectors of a real full, or banded,
symmetric matrix A which has been reduced to tridiagonal form T as

A ¼ QTQT;

where Q is orthogonal. The spectral factorization of A is then given by

A ¼ QZð Þ� QZð ÞT:

In this case Q must be formed explicitly and passed to nag_dstedc (f08jhc) in the array z, and the
function called with compz ¼ Nag OrigEigVecs. Functions which may be called to form T and Q are

full matrix nag_dsytrd (f08fec) and nag_dorgtr (f08ffc)
full matrix, packed storage nag_dsptrd (f08gec) and nag_dopgtr (f08gfc)
band matrix nag_dsbtrd (f08hec), with vect ¼ Nag FormQ

When only eigenvalues are required then this function calls nag_dsterf (f08jfc) to compute the
eigenvalues of the tridiagonal matrix T , but when eigenvectors of T are also required and the matrix is
not too small, then a divide and conquer method is used, which can be much faster than nag_dsteqr
(f08jec), although more storage is required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compz – Nag_ComputeEigVecsType Input

On entry: indicates whether the eigenvectors are to be computed.

compz ¼ Nag NotEigVecs
Only the eigenvalues are computed (and the array z is not referenced).

compz ¼ Nag OrigEigVecs
The eigenvalues and eigenvectors of A are computed (and the array z must contain the
matrix Q on entry).

compz ¼ Nag TridiagEigVecs
The eigenvalues and eigenvectors of T are computed (and the array z is initialized by the
function).

Constraint: compz ¼ Nag NotEigVecs, Nag OrigEigVecs or Nag TridiagEigVecs.

3: n – Integer Input

On entry: n, the order of the symmetric tridiagonal matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix.

On exit: if fail:code ¼ NE_NOERROR, the eigenvalues in ascending order.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the subdiagonal elements of the tridiagonal matrix.

On exit: e is overwritten.

6: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag OrigEigVecs or Nag TridiagEigVecs;
1 otherwise.

If compz ¼ Nag OrigEigVecs then the i; jð Þth element of the matrix Q is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag OrigEigVecs, z must contain the orthogonal matrix Q used in the
reduction to tridiagonal form.

On exit: if compz ¼ Nag OrigEigVecs, z contains the orthonormal eigenvectors of the original
symmetric matrix A, and if compz ¼ Nag TridiagEigVecs, z contains the orthonormal
eigenvectors of the symmetric tridiagonal matrix T .

f08jhc NAG Library Manual

f08jhc.2 Mark 26



If compz ¼ Nag NotEigVecs, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag OrigEigVecs or Nag TridiagEigVecs, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to compute an eigenvalue while working on the submatrix lying in rows and
columns valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag OrigEigVecs or Nag TridiagEigVecs, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

If �i is an exact eigenvalue and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Tk k2;

where c nð Þ is a modestly increasing function of n.

If zi is the corresponding exact eigenvector, and ~zi is the corresponding computed eigenvector, then the
angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ� Tk k2
min
i6¼j

�i � �j
		 		:

Thus the accuracy of a computed eigenvector depends on the gap between its eigenvalue and all the
other eigenvalues.

See Section 4.7 of Anderson et al. (1999) for further details. See also nag_ddisna (f08flc).

8 Parallelism and Performance

nag_dstedc (f08jhc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstedc (f08jhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If only eigenvalues are required, the total number of floating-point operations is approximately
proportional to n2. When eigenvectors are required the number of operations is bounded above by
approximately the same number of operations as nag_dsteqr (f08jec), but for large matrices nag_dstedc
(f08jhc) is usually much faster.

The complex analogue of this function is nag_zstedc (f08jvc).

10 Example

This example finds all the eigenvalues and eigenvectors of the symmetric band matrix

A ¼
4:99 0:04 0:22 0
0:04 1:05 �0:79 1:04
0:22 �0:79 �2:31 �1:30
0 1:04 �1:30 �0:43

0B@
1CA:

A is first reduced to tridiagonal form by a call to nag_dsbtrd (f08hec).
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10.1 Program Text

/* nag_dstedc (f08jhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n, pdab, pdq;
Integer exit_status = 0;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *d = 0, *e = 0, *q = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Q(I, J) q[(J - 1) * pdq + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + k + J - I - 1]
#define Q(I, J) q[(I - 1) * pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dstedc (f08jhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pdab = kd + 1;
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#ifdef NAG_COLUMN_MAJOR
pdq = n;

#else
pdq = n;

#endif

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(d = NAG_ALLOC(n, double)) ||
!(e = NAG_ALLOC(n - 1, double)) || !(q = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the band matrix A
* from data file.
*/

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(n, i + kd); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* nag_dsbtrd (f08hec).
* Reduce A to tridiagonal form T = (Q^T)*A*Q, and form Q.
*/

nag_dsbtrd(order, Nag_FormQ, uplo, n, kd, ab, pdab, d, e, q, pdq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsbtrd (f08hec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dstedc (f08jhc)
* Calculate all the eigenvalues and eigenvectors of A,
* from T and Q.
*/

nag_dstedc(order, Nag_OrigEigVecs, n, d, e, q, pdq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dstedc (f08jhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
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for (j = 1; j <= n; j++)
for (i = n; i >= 1; i--)

Q(i, j) = Q(i, j) / Q(1, j);

/* Print eigenvalues and eigenvectors */
printf("%s\n", "Eigenvalues");
for (i = 0; i < n; ++i)

printf("%8.4f%s", d[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, q, pdq, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ab);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(q);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef Q

10.2 Program Data

nag_dstedc (f08jhc) Example Program Data

4 2 :Values of n and kd
Nag_Upper :Value of uplo

4.99 0.04 0.22
1.05 -0.79 1.04

-2.31 -1.30
-0.43 :End of matrix A

10.3 Program Results

nag_dstedc (f08jhc) Example Program Results

Eigenvalues
-2.9943 -0.7000 1.9974 4.9969

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -2.6092 -36.0739 71.4695 0.0020
3 -35.8180 -19.3048 -26.5971 0.0311
4 -17.1000 45.9991 44.8645 -0.0071
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NAG Library Function Document

nag_dstebz (f08jjc)

1 Purpose

nag_dstebz (f08jjc) computes some (or all) of the eigenvalues of a real symmetric tridiagonal matrix, by
bisection.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstebz (Nag_RangeType range, Nag_EigValRankType rank, Integer n,
double vl, double vu, Integer il, Integer iu, double abstol,
const double d[], const double e[], Integer *m, Integer *nsplit,
double w[], Integer iblock[], Integer isplit[], NagError *fail)

3 Description

nag_dstebz (f08jjc) uses bisection to compute some or all of the eigenvalues of a real symmetric
tridiagonal matrix T .

It searches for zero or negligible off-diagonal elements of T to see if the matrix splits into block
diagonal form:

T ¼

T1
T2

:
:
:
Tp

0BBBBB@

1CCCCCA:

It performs bisection on each of the blocks Ti and returns the block index of each computed eigenvalue,
so that a subsequent call to nag_dstein (f08jkc) to compute eigenvectors can also take advantage of the
block structure.

4 References

Kahan W (1966) Accurate eigenvalues of a symmetric tridiagonal matrix Report CS41 Stanford
University

5 Arguments

1: range – Nag_RangeType Input

On entry: indicates which eigenvalues are required.

range ¼ Nag AllValues
All the eigenvalues are required.

range ¼ Nag Interval
All the eigenvalues in the half-open interval (vl,vu] are required.

range ¼ Nag Indices
Eigenvalues with indices il to iu are required.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.
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2: rank – Nag_EigValRankType Input

On entry: indicates the order in which the eigenvalues and their block numbers are to be stored.

rank ¼ Nag ByBlock
The eigenvalues are to be grouped by split-off block and ordered from smallest to largest
within each block.

rank ¼ Nag Entire
The eigenvalues for the entire matrix are to be ordered from smallest to largest.

Constraint: rank ¼ Nag ByBlock or Nag Entire.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

4: vl – double Input
5: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds, respectively, of the half-open
interval (vl,vu] within which the required eigenvalues lie.

If range ¼ Nag AllValues or Nag Indices, vl is not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

6: il – Integer Input
7: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices of the first and last eigenvalues, respectively, to be
computed (assuming that the eigenvalues are in ascending order).

If range ¼ Nag AllValues or Nag Interval, il is not referenced.

Constraint: if range ¼ Nag Indices, 1 � il � iu � n.

8: abstol – double Input

On entry: the absolute tolerance to which each eigenvalue is required. An eigenvalue (or cluster)
is considered to have converged if it lies in an interval of width � abstol. If abstol � 0:0, then
the tolerance is taken as machine precision� Tk k1.

9: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

10: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

11: m – Integer * Output

On exit: m, the actual number of eigenvalues found.

12: nsplit – Integer * Output

On exit: the number of diagonal blocks which constitute the tridiagonal matrix T .

13: w½n� – double Output

On exit: the required eigenvalues of the tridiagonal matrix T stored in w½0� to w½m� 1�.
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14: iblock½n� – Integer Output

On exit: at each row/column j where e½j� 1� is zero or negligible, T is considered to split into a
block diagonal matrix and iblock½i � 1� contains the block number of the eigenvalue stored in
w½i � 1�, for i ¼ 1; 2; . . . ;m. Note that iblock½i � 1� < 0 for some i whenever fail:code ¼
NE_CONVERGENCE (see Section 6) and range ¼ Nag AllValues or Nag Interval.

15: isplit½n� – Integer Output

On exit: the leading nsplit elements contain the points at which T splits up into sub-matrices as
follows. The first sub-matrix consists of rows/columns 1 to isplit½0�, the second sub-matrix
consists of rows/columns isplit½0� þ 1 to isplit½1�, . . ., and the nsplit(th) sub-matrix consists of
rows/columns isplit½nsplit� 2� þ 1 to isplit½nsplit� 1� ( ¼ n).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If range ¼ Nag AllValues or Nag Interval, the algorithm failed to compute some (or all) of the
required eigenvalues to the required accuracy. More precisely, iblock½ valueh i� < 0 indicates that
eigenvalue valueh i (stored in w½ valueh i�) failed to converge.

If range ¼ Nag Indices, the algorithm failed to compute some (or all) of the required
eigenvalues. Try calling the function again with range ¼ Nag AllValues.

If range ¼ Nag Indices, the algorithm failed to compute some (or all) of the required
e igenva lues . Try ca l l i ng the func t ion aga in wi th range ¼ Nag AllValues. I f
range ¼ Nag AllValues or Nag Interval, the algorithm failed to compute some (or all) of the
required eigenvalues to the required accuracy. More precisely, iblock½ valueh i� < 0 indicates that
eigenvalue valueh i (stored in w½ valueh i�) failed to converge.

No eigenvalues have been computed. The floating-point arithmetic on the computer is not
behaving as expected.

NE_ENUM_INT_3

On entry, range ¼ valueh i, n ¼ valueh i, il ¼ valueh i and iu ¼ valueh i.
Constraint: if range ¼ Nag Indices, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The eigenvalues of T are computed to high relative accuracy which means that if they vary widely in
magnitude, then any small eigenvalues will be computed more accurately than, for example, with the
standard QR method. However, the reduction to tridiagonal form (prior to calling the function) may
exclude the possibility of obtaining high relative accuracy in the small eigenvalues of the original
matrix if its eigenvalues vary widely in magnitude.

8 Parallelism and Performance

nag_dstebz (f08jjc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

There is no complex analogue of this function.

10 Example

See Section 10 in nag_dormtr (f08fgc).
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NAG Library Function Document

nag_dstein (f08jkc)

1 Purpose

nag_dstein (f08jkc) computes the eigenvectors of a real symmetric tridiagonal matrix corresponding to
specified eigenvalues, by inverse iteration.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstein (Nag_OrderType order, Integer n, const double d[],
const double e[], Integer m, const double w[], const Integer iblock[],
const Integer isplit[], double z[], Integer pdz, Integer ifailv[],
NagError *fail)

3 Description

nag_dstein (f08jkc) computes the eigenvectors of a real symmetric tridiagonal matrix T corresponding
to specified eigenvalues, by inverse iteration (see Jessup and Ipsen (1992)). It is designed to be used in
particular after the specified eigenvalues have been computed by nag_dstebz (f08jjc) with
rank ¼ Nag ByBlock, but may also be used when the eigenvalues have been computed by other
functions in Chapters f02 or f08.

If T has been formed by reduction of a full real symmetric matrix A to tridiagonal form, then
eigenvectors of T may be transformed to eigenvectors of A by a call to nag_dormtr (f08fgc) or
nag_dopmtr (f08ggc).

nag_dstebz (f08jjc) determines whether the matrix T splits into block diagonal form:

T ¼

T1
T2

:
:
:
Tp

0BBBBB@

1CCCCCA
and passes details of the block structure to this function in the arrays iblock and isplit. This function
can then take advantage of the block structure by performing inverse iteration on each block Ti
separately, which is more efficient than using the whole matrix.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Jessup E and Ipsen I C F (1992) Improving the accuracy of inverse iteration SIAM J. Sci. Statist.
Comput. 13 550–572

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

3: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

4: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

5: m – Integer Input

On entry: m, the number of eigenvectors to be returned.

Constraint: 0 � m � n.

6: w½dim� – const double Input

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On entry: the eigenvalues of the tridiagonal matrix T stored in w½0� to w½m� 1�, as returned by
nag_dstebz (f08jjc) with rank ¼ Nag ByBlock. Eigenvalues associated with the first sub-matrix
must be supplied first, in nondecreasing order; then those associated with the second sub-matrix,
again in nondecreasing order; and so on.

Constraint: if iblock½i� ¼ iblock½i þ 1�, w½i� � w½i þ 1�, for i ¼ 0; 1; . . . ;m� 2.

7: iblock½dim� – const Integer Input

Note: the dimension, dim, of the array iblock must be at least max 1; nð Þ.
On entry: the first m elements must contain the sub-matrix indices associated with the specified
eigenvalues, as returned by nag_dstebz (f08jjc) with rank ¼ Nag ByBlock. If the eigenvalues
were not computed by nag_dstebz (f08jjc) with rank ¼ Nag ByBlock, set iblock½i � 1� to 1, for
i ¼ 1; 2; . . . ;m.

Constraint: iblock½i� � iblock½i þ 1�, for i ¼ 0; 1; . . . ;m� 2.

8: isplit½dim� – const Integer Input

Note: the dimension, dim, of the array isplit must be at least max 1;nð Þ.
On entry: the points at which T breaks up into sub-matrices, as returned by nag_dstebz (f08jjc)
with rank ¼ Nag ByBlock. If the eigenvalues were not computed by nag_dstebz (f08jjc) with
rank ¼ Nag ByBlock, set isplit½0� to n.

9: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdzð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: the m eigenvectors, stored as columns of Z; the ith column corresponds to the ith
specified eigenvalue, unless fail:code ¼ NE_CONVERGENCE (in which case see Section 6).

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor, pdz 	 max 1;nð Þ;
if order ¼ Nag RowMajor, pdz 	 max 1;mð Þ.

11: ifailv½m� – Integer Output

On exit: if fail:errnum ¼ i > 0, the first i elements of ifailv contain the indices of any
eigenvectors which have failed to converge. The rest of the first m elements of ifailv are set to 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, m ¼ valueh i, iblock½i�iblock½i þ 1� ¼ valueh i and w½i�w½i þ 1� ¼ valueh i.
Constraint: , for i ¼ 0; 1; . . . ;m� 2

NE_CONVERGENCE

valueh i eigenvectors (as indicated by argument ifailv) each failed to converge in five iterations.
The current iterate after five iterations is stored in the corresponding column of z.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � m � n.

On entry, pdz ¼ valueh i and m ¼ valueh i.
Constraint: pdz 	 max 1;mð Þ.
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On entry, pdz ¼ valueh i and n ¼ valueh i.
Constraint: pdz 	 max 1; nð Þ.

NE_INT_ARRAY

On entry, m ¼ valueh i and iblock½i�iblock½i þ 1� ¼ valueh i.
Constraint: iblock½i� � iblock½i þ 1�, for i ¼ 0; 1; . . . ;m� 2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Each computed eigenvector zi is the exact eigenvector of a nearby matrix Aþ Ei, such that

Eik k ¼ O �ð Þ Ak k;

where � is the machine precision. Hence the residual is small:

Azi � �izik k ¼ O �ð Þ Ak k:

However, a set of eigenvectors computed by this function may not be orthogonal to so high a degree of
accuracy as those computed by nag_dsteqr (f08jec).

8 Parallelism and Performance

nag_dstein (f08jkc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstein (f08jkc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zstein (f08jxc).

10 Example

See Section 10 in nag_dormtr (f08fgc).

f08jkc NAG Library Manual

f08jkc.4 (last) Mark 26



NAG Library Function Document

nag_dstegr (f08jlc)

1 Purpose

nag_dstegr (f08jlc) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric tridiagonal matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dstegr (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Integer n, double d[], double e[], double vl, double vu, Integer il,
Integer iu, Integer *m, double w[], double z[], Integer pdz,
Integer isuppz[], NagError *fail)

3 Description

nag_dstegr (f08jlc) computes all the eigenvalues and, optionally, the eigenvectors, of a real symmetric
tridiagonal matrix T . That is, the function computes the spectral factorization of T given by

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues, �i, of T and Z is an
orthogonal matrix whose columns are the eigenvectors, zi, of T . Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function may also be used to compute all the eigenvalues and eigenvectors of a real symmetric
matrix A which has been reduced to tridiagonal form T :

A ¼ QTQT; where Q is orthogonal
¼ QZð Þ� QZð ÞT:

In this case, the matrix Q must be explicitly applied to the output matrix Z. The functions which must
be called to perform the reduction to tridiagonal form and apply Q are:

full matrix nag_dsytrd (f08fec) and nag_dormtr (f08fgc)
full matrix, packed storage nag_dsptrd (f08gec) and nag_dopmtr (f08ggc)
band matrix nag_dsbtrd (f08hec) with vect ¼ Nag FormQ and nag_dgemm (f16yac).

This function uses the dqds and the Relatively Robust Representation algorithms to compute the
eigenvalues and eigenvectors respectively; see for example Parlett and Dhillon (2000) and Dhillon and
Parlett (2004) for further details. nag_dstegr (f08jlc) can usually compute all the eigenvalues and
eigenvectors in O n2

� �
floating-point operations and so, for large matrices, is often considerably faster

than the other symmetric tridiagonal functions in this chapter when all the eigenvectors are required,
particularly so compared to those functions that are based on the QR algorithm.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791
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Dhillon I S and Parlett B N (2004) Orthogonal eigenvectors and relative gaps. SIAM J. Appl. Math. 25
858–899

Parlett B N and Dhillon I S (2000) Relatively robust representations of symmetric tridiagonals Linear
Algebra Appl. 309 121–151

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: indicates which eigenvalues should be returned.

range ¼ Nag AllValues
All eigenvalues will be found.

range ¼ Nag Interval
All eigenvalues in the half-open interval vl; vuð � will be found.

range ¼ Nag Indices
The ilth through iuth eigenvectors will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix T .

On exit: d is overwritten.

6: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;nð Þ.
On entry: e½0� to e½n� 2� are the subdiagonal elements of the tridiagonal matrix T . e½n� 1� need
not be set.

On exit: e is overwritten.
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7: vl – double Input
8: vu – double Input

On entry: if range ¼ Nag Interval, vl and vu contain the lower and upper bounds respectively of
the interval to be searched for eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

9: il – Integer Input
10: iu – Integer Input

On entry: if range ¼ Nag Indices, il and iu contains the indices (in ascending order) of the
smallest and largest eigenvalues to be returned, respectively.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n > 0, 1 � il � iu � n;
if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0.

11: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

12: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues in ascending order.

13: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then if fail:code ¼ NE_NOERROR, the columns of z contain the
orthonormal eigenvectors of the matrix T , with the ith column of Z holding the eigenvector
associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

14: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

15: isuppz½dim� – Integer Output

Note: the dimension, dim, of the array isuppz must be at least max 1; 2�mð Þ.
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On exit: the support of the eigenvectors in Z, i.e., the indices indicating the nonzero elements in
Z. The ith eigenvector is nonzero only in elements isuppz½2� i� 2� through isuppz½2� i� 1�.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Inverse iteration failed to converge.

The dqds algorithm failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n > 0, 1 � il � iu � n;
if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

See Section 4.7 of Anderson et al. (1999) and Barlow and Demmel (1990) for further details.

8 Parallelism and Performance

nag_dstegr (f08jlc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dstegr (f08jlc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to compute all the eigenvalues and eigenvectors
is approximately proportional to n2.

The complex analogue of this function is nag_zstegr (f08jyc).

10 Example

This example finds all the eigenvalues and eigenvectors of the symmetric tridiagonal matrix

T ¼
1:0 1:0 0 0
1:0 4:0 2:0 0
0 2:0 9:0 3:0
0 0 3:0 16:0

0B@
1CA:

10.1 Program Text

/* nag_dstegr (f08jlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double vl = 0.0, vu = 0.0;
Integer i, j, m, n, pdz;
Integer exit_status = 0;
/* Arrays */
char nag_enum_arg[40];
double *d = 0, *e = 0, *w = 0, *z = 0;
Integer *isuppz = 0;
/* Nag Types */
Nag_OrderType order;
Nag_JobType job;
Nag_RangeType range;
NagError fail;
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#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dstegr (f08jlc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

m = n;

/* Read job and range */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
range = (Nag_RangeType) nag_enum_name_to_value(nag_enum_arg);

#ifdef NAG_COLUMN_MAJOR
pdz = n;

#else
pdz = m;

#endif

/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(e = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * m, double)) ||
!(isuppz = NAG_ALLOC(2 * m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the symmetric tridiagonal matrix T from data file, first
* the diagonal elements, then the off diagonal elements.
*/

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &d[i]);
#else

scanf("%lf", &d[i]);
#endif
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

for (i = 0; i < n - 1; ++i)
#ifdef _WIN32

scanf_s("%lf", &e[i]);
#else

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dstegr (f08jlc).
* Calculate all the eigenvalues of T.
*/

nag_dstegr(order, job, range, n, d, e, vl, vu, 0, 0, &m, w, z,
pdz, isuppz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dstegr (f08jlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print eigenvalues and eigenvectors */
printf(" %s\n", "Eigenvalues");
for (i = 0; i < m; ++i)

printf("%8.4f%s", w[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(isuppz);

return exit_status;
}

#undef Z
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10.2 Program Data

nag_dstegr (f08jlc) Example Program Data

4 :Value of n
Nag_DoBoth :Value of job
Nag_AllValues :Value of range

1.0 4.0 9.0 16.0 :End of d
1.0 2.0 3.0 :End of e

10.3 Program Results

nag_dstegr (f08jlc) Example Program Results

Eigenvalues
0.6476 3.5470 8.6578 17.1477

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -0.3524 2.5470 7.6578 16.1477
3 0.0908 -1.0769 17.3340 105.6521
4 -0.0177 0.2594 -7.0826 276.1742
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NAG Library Function Document

nag_zsteqr (f08jsc)

1 Purpose

nag_zsteqr (f08jsc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian matrix which has been reduced to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zsteqr (Nag_OrderType order, Nag_ComputeZType compz, Integer n,
double d[], double e[], Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zsteqr (f08jsc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric tridiagonal matrix T . In other words, it can compute the spectral factorization of T as

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function stores the real orthogonal matrix Z in a complex array, so that it may also be used to
compute all the eigenvalues and eigenvectors of a complex Hermitian matrix A which has been reduced
to tridiagonal form T :

A ¼ QTQH; where Q is unitary
¼ QZð Þ� QZð ÞH:

In this case, the matrix Q must be formed explicitly and passed to nag_zsteqr (f08jsc), which must be
called with compz ¼ Nag UpdateZ. The functions which must be called to perform the reduction to
tridiagonal form and form Q are:

full matrix nag_zhetrd (f08fsc) and nag_zungtr (f08ftc)
full matrix, packed storage nag_zhptrd (f08gsc) and nag_zupgtr (f08gtc)
band matrix nag_zhbtrd (f08hsc) with vect ¼ Nag FormQ.

nag_zsteqr (f08jsc) uses the implicitly shifted QR algorithm, switching between the QR and QL
variants in order to handle graded matrices effectively (see Greenbaum and Dongarra (1980)). The
eigenvectors are normalized so that zik k2 ¼ 1, but are determined only to within a complex factor of
absolute value 1.

If only the eigenvalues of T are required, it is more efficient to call nag_dsterf (f08jfc) instead. If T is
positive definite, small eigenvalues can be computed more accurately by nag_zpteqr (f08juc).

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08jsc

Mark 26 f08jsc.1



4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Greenbaum A and Dongarra J J (1980) Experiments with QR/QL methods for the symmetric triangular
eigenproblem LAPACK Working Note No. 17 (Technical Report CS-89-92) University of Tennessee,
Knoxville http://www.netlib.org/lapack/lawnspdf/lawn17.pdf

Parlett B N (1998) The Symmetric Eigenvalue Problem SIAM, Philadelphia

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compz – Nag_ComputeZType Input

On entry: indicates whether the eigenvectors are to be computed.

compz ¼ Nag NotZ
Only the eigenvalues are computed (and the array z is not referenced).

compz ¼ Nag UpdateZ
The eigenvalues and eigenvectors of A are computed (and the array z must contain the
matrix Q on entry).

compz ¼ Nag InitZ
The eigenvalues and eigenvectors of T are computed (and the array z is initialized by the
function).

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

On exit: the n eigenvalues in ascending order, unless fail:code ¼ NE_CONVERGENCE (in
which case see Section 6).

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

On exit: e is overwritten.

6: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

f08jsc NAG Library Manual

f08jsc.2 Mark 26

http://www.netlib.org/lapack/lawnspdf/lawn17.pdf


The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain the unitary matrix Q from the reduction to
tridiagonal form.

If compz ¼ Nag InitZ, z need not be set.

On exit: if compz ¼ Nag UpdateZ or Nag InitZ, the n required orthonormal eigenvectors stored
as columns of Z; the ith column corresponds to the ith eigenvalue, where i ¼ 1; 2; . . . ; n, unless
fail:code ¼ NE_CONVERGENCE.

If compz ¼ Nag NotZ, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm has failed to find all the eigenvalues after a total of 30� n iterations. In this case,
d and e contain on exit the diagonal and off-diagonal elements, respectively, of a tridiagonal
matrix unitarily similar to T . valueh i off-diagonal elements have not converged to zero.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

If �i is an exact eigenvalue and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Tk k2;

where c nð Þ is a modestly increasing function of n.

If zi is the corresponding exact eigenvector, and ~zi is the corresponding computed eigenvector, then the
angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ� Tk k2
min
i6¼j

�i � �j
		 		:

Thus the accuracy of a computed eigenvector depends on the gap between its eigenvalue and all the
other eigenvalues.

8 Parallelism and Performance

nag_zsteqr (f08jsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zsteqr (f08jsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is typically about 24n2 if compz ¼ Nag NotZ and
about 14n3 if compz ¼ Nag UpdateZ or Nag InitZ, but depends on how rapidly the algorithm
converges. When compz ¼ Nag NotZ, the operations are all performed in scalar mode; the additional
operations to compute the eigenvectors when compz ¼ Nag UpdateZ or Nag InitZ can be vectorized
and on some machines may be performed much faster.

The real analogue of this function is nag_dsteqr (f08jec).
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10 Example

See Section 10 in nag_zungtr (f08ftc), nag_zupgtr (f08gtc) or nag_zhbtrd (f08hsc), which illustrate the
use of this function to compute the eigenvalues and eigenvectors of a full or band Hermitian matrix.
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NAG Library Function Document

nag_zpteqr (f08juc)

1 Purpose

nag_zpteqr (f08juc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
Hermitian positive definite matrix which has been reduced to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zpteqr (Nag_OrderType order, Nag_ComputeZType compz, Integer n,
double d[], double e[], Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zpteqr (f08juc) computes all the eigenvalues and, optionally, all the eigenvectors of a real
symmetric positive definite tridiagonal matrix T . In other words, it can compute the spectral
factorization of T as

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues �i, and Z is the orthogonal
matrix whose columns are the eigenvectors zi. Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function stores the real orthogonal matrix Z in a complex array, so that it may be used to compute
all the eigenvalues and eigenvectors of a complex Hermitian positive definite matrix A which has been
reduced to tridiagonal form T :

A ¼ QTQH; where Q is unitary
¼ QZð Þ� QZð ÞH:

In this case, the matrix Q must be formed explicitly and passed to nag_zpteqr (f08juc), which must be
called with compz ¼ Nag UpdateZ. The functions which must be called to perform the reduction to
tridiagonal form and form Q are:

full matrix nag_zhetrd (f08fsc) and nag_zungtr (f08ftc)
full matrix, packed storage nag_zhptrd (f08gsc) and nag_zupgtr (f08gtc)
band matrix nag_zhbtrd (f08hsc) with vect ¼ Nag FormQ.

nag_zpteqr (f08juc) first factorizes T as LDLH where L is unit lower bidiagonal and D is diagonal. It
forms the bidiagonal matrix B ¼ LD1

2 , and then calls nag_zbdsqr (f08msc) to compute the singular
values of B which are the same as the eigenvalues of T . The method used by the function allows high
relative accuracy to be achieved in the small eigenvalues of T . The eigenvectors are normalized so that
zik k2 ¼ 1, but are determined only to within a complex factor of absolute value 1.

4 References

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compz – Nag_ComputeZType Input

On entry: indicates whether the eigenvectors are to be computed.

compz ¼ Nag NotZ
Only the eigenvalues are computed (and the array z is not referenced).

compz ¼ Nag UpdateZ
The eigenvalues and eigenvectors of A are computed (and the array z must contain the
matrix Q on entry).

compz ¼ Nag InitZ
The eigenvalues and eigenvectors of T are computed (and the array z is initialized by the
function).

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

On exit: the n eigenvalues in descending order, unless fail:code ¼ NE_CONVERGENCE or
NE_POS_DEF, in which case d is overwritten.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

On exit: e is overwritten.

6: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain the unitary matrix Q from the reduction to
tridiagonal form.

If compz ¼ Nag InitZ, z need not be set.
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On exit: if compz ¼ Nag UpdateZ or Nag InitZ, the n required orthonormal eigenvectors stored
as columns of Z; the ith column corresponds to the ith eigenvalue, where i ¼ 1; 2; . . . ; n, unless
fail:code ¼ NE_CONVERGENCE or NE_POS_DEF.

If compz ¼ Nag NotZ, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm to compute the singular values of the Cholesky factor B failed to converge;
valueh i off-diagonal elements did not converge to zero.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_POS_DEF

The leading minor of order valueh i is not positive definite and the Cholesky factorization of T
could not be completed. Hence T itself is not positive definite.

7 Accuracy

The eigenvalues and eigenvectors of T are computed to high relative accuracy which means that if they
vary widely in magnitude, then any small eigenvalues (and corresponding eigenvectors) will be
computed more accurately than, for example, with the standard QR method. However, the reduction to
tridiagonal form (prior to calling the function) may exclude the possibility of obtaining high relative
accuracy in the small eigenvalues of the original matrix if its eigenvalues vary widely in magnitude.

To be more precise, let H be the tridiagonal matrix defined by H ¼ DTD, where D is diagonal with

dii ¼ t
�12
ii , and hii ¼ 1 for all i. If �i is an exact eigenvalue of T and ~�i is the corresponding computed

value, then

~�i � �i
		 		 � c nð Þ��2 Hð Þ�i

where c nð Þ is a modestly increasing function of n, � is the machine precision, and �2 Hð Þ is the
condition number of H with respect to inversion defined by: �2 Hð Þ ¼ Hk k � H�1

�� ��.
If zi is the corresponding exact eigenvector of T , and ~zi is the corresponding computed eigenvector,
then the angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ��2 Hð Þ
relgapi

where relgapi is the relative gap between �i and the other eigenvalues, defined by

relgapi ¼ min
i6¼j

�i � �j
		 		
�i þ �j
� �:

8 Parallelism and Performance

nag_zpteqr (f08juc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zpteqr (f08juc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is typically about 30n2 if compz ¼ Nag NotZ and
about 12n3 if compz ¼ Nag UpdateZ or Nag InitZ, but depends on how rapidly the algorithm
converges. When compz ¼ Nag NotZ, the operations are all performed in scalar mode; the additional
operations to compute the eigenvectors when compz ¼ Nag UpdateZ or Nag InitZ can be vectorized
and on some machines may be performed much faster.

The real analogue of this function is nag_dpteqr (f08jgc).
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10 Example

This example computes all the eigenvalues and eigenvectors of the complex Hermitian positive definite
matrix A, where

A ¼
6:02þ 0:00i �0:45þ 0:25i �1:30þ 1:74i 1:45� 0:66i
�0:45� 0:25i 2:91þ 0:00i 0:05þ 1:56i �1:04þ 1:27i
�1:30� 1:74i 0:05� 1:56i 3:29þ 0:00i 0:14þ 1:70i
1:45þ 0:66i �1:04� 1:27i 0:14� 1:70i 4:18þ 0:00i

0B@
1CA:

10.1 Program Text

/* nag_zpteqr (f08juc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdz, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *tau = 0, *z = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zpteqr (f08juc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdz = n;
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tau_len = n - 1;
d_len = n;
e_len = n - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Reduce A to tridiagonal form T = (Q^H)*A*Q */
/* nag_zhetrd (f08fsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form
*/

nag_zhetrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrd (f08fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A into Z */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {
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Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}

}

/* Form Q explicitly, storing the result in Z */
/* nag_zungtr (f08ftc).
* Generate unitary transformation matrix from reduction to
* tridiagonal form determined by nag_zhetrd (f08fsc)
*/

nag_zungtr(order, uplo, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungtr (f08ftc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate all the eigenvalues and eigenvectors of A */
/* nag_zpteqr (f08juc).
* All eigenvalues and eigenvectors of real symmetric
* positive-definite tridiagonal matrix, reduced from
* complex Hermitian positive-definite matrix
*/

nag_zpteqr(order, Nag_UpdateZ, n, d, e, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpteqr (f08juc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= n; j++) {

for (i = n; i >= 1; i--) {
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

}
}
/* Print eigenvalues and eigenvectors */
printf(" Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%7.4f%s", d[i - 1], i % 4 == 0 ? "\n" : " ");
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, z, pdz, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(tau);
NAG_FREE(z);

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08juc

Mark 26 f08juc.7



NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_zpteqr (f08juc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

( 6.02, 0.00)
(-0.45,-0.25) ( 2.91, 0.00)
(-1.30,-1.74) ( 0.05,-1.56) ( 3.29, 0.00)
( 1.45, 0.66) (-1.04,-1.27) ( 0.14,-1.70) ( 4.18, 0.00) :End of matrix A

10.3 Program Results

nag_zpteqr (f08juc) Example Program Results

Eigenvalues
7.9995 5.9976 2.0003 0.4026

Eigenvectors
1 2 3 4

1 ( 1.0000, 0.0000) ( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000)
2 (-0.2266,-0.2836) ( 0.4845, 0.7262) (-2.2948,-1.6115) ( 1.0810, 0.5013)
3 (-0.5720,-0.1938) ( 0.6015,-0.6927) ( 1.1345, 0.5760) ( 0.4983, 1.7895)
4 ( 0.2398, 0.5728) ( 0.4264,-1.0069) (-1.3433,-1.5609) (-1.0786, 0.4847)

f08juc NAG Library Manual

f08juc.8 (last) Mark 26



NAG Library Function Document

nag_zstedc (f08jvc)

1 Purpose

nag_zstedc (f08jvc) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric tridiagonal matrix, or of a complex full or banded Hermitian matrix which has been reduced
to tridiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zstedc (Nag_OrderType order, Nag_ComputeEigVecsType compz,
Integer n, double d[], double e[], Complex z[], Integer pdz,
NagError *fail)

3 Description

nag_zstedc (f08jvc) computes all the eigenvalues and, optionally, the eigenvectors of a real symmetric
tridiagonal matrix T . That is, the function computes the spectral factorization of T given by

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues, �i, of T and Z is an
orthogonal matrix whose columns are the eigenvectors, zi, of T . Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function may also be used to compute all the eigenvalues and eigenvectors of a complex full, or
banded, Hermitian matrix A which has been reduced to real tridiagonal form T as

A ¼ QTQH;

where Q is unitary. The spectral factorization of A is then given by

A ¼ QZð Þ� QZð ÞH:

In this case Q must be formed explicitly and passed to nag_zstedc (f08jvc) in the array z, and the
function called with compz ¼ Nag OrigEigVecs. Functions which may be called to form T and Q are

full matrix nag_zhetrd (f08fsc) and nag_zungtr (f08ftc)
full matrix, packed storage nag_zhptrd (f08gsc) and nag_zupgtr (f08gtc)
band matrix nag_zhbtrd (f08hsc), with vect ¼ Nag FormQ

When only eigenvalues are required then this function calls nag_dsterf (f08jfc) to compute the
eigenvalues of the tridiagonal matrix T , but when eigenvectors of T are also required and the matrix is
not too small, then a divide and conquer method is used, which can be much faster than nag_zsteqr
(f08jsc), although more storage is required.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compz – Nag_ComputeEigVecsType Input

On entry: indicates whether the eigenvectors are to be computed.

compz ¼ Nag NotEigVecs
Only the eigenvalues are computed (and the array z is not referenced).

compz ¼ Nag OrigEigVecs
The eigenvalues and eigenvectors of A are computed (and the array z must contain the
matrix Q on entry).

compz ¼ Nag TridiagEigVecs
The eigenvalues and eigenvectors of T are computed (and the array z is initialized by the
function).

Constraint: compz ¼ Nag NotEigVecs, Nag OrigEigVecs or Nag TridiagEigVecs.

3: n – Integer Input

On entry: n, the order of the symmetric tridiagonal matrix T .

Constraint: n 	 0.

4: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix.

On exit: if fail:code ¼ NE_NOERROR, the eigenvalues in ascending order.

5: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the subdiagonal elements of the tridiagonal matrix.

On exit: e is overwritten.

6: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag OrigEigVecs or Nag TridiagEigVecs;
1 otherwise.

If compz ¼ Nag OrigEigVecs then the i; jð Þth element of the matrix Q is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag OrigEigVecs, z must contain the unitary matrix Q used in the
reduction to tridiagonal form.

On exit: if compz ¼ Nag OrigEigVecs, z contains the orthonormal eigenvectors of the original
Hermitian matrix A, and if compz ¼ Nag TridiagEigVecs, z contains the orthonormal
eigenvectors of the symmetric tridiagonal matrix T .
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If compz ¼ Nag NotEigVecs, z is not referenced.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag OrigEigVecs or Nag TridiagEigVecs, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to compute an eigenvalue while working on the submatrix lying in rows and
columns valueh i= nþ 1ð Þ through valueh i mod nþ 1ð Þ.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag OrigEigVecs or Nag TridiagEigVecs, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

If �i is an exact eigenvalue and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Tk k2;

where c nð Þ is a modestly increasing function of n.

If zi is the corresponding exact eigenvector, and ~zi is the corresponding computed eigenvector, then the
angle � ~zi; zið Þ between them is bounded as follows:

� ~zi; zið Þ � c nð Þ� Tk k2
min
i6¼j

�i � �j
		 		:

Thus the accuracy of a computed eigenvector depends on the gap between its eigenvalue and all the
other eigenvalues.

See Section 4.7 of Anderson et al. (1999) for further details. See also nag_ddisna (f08flc).

8 Parallelism and Performance

nag_zstedc (f08jvc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zstedc (f08jvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If only eigenvalues are required, the total number of floating-point operations is approximately
proportional to n2. When eigenvectors are required the number of operations is bounded above by
approximately the same number of operations as nag_zsteqr (f08jsc), but for large matrices nag_zstedc
(f08jvc) is usually much faster.

The real analogue of this function is nag_dstedc (f08jhc).

10 Example

This example finds all the eigenvalues and eigenvectors of the Hermitian band matrix

A ¼
�3:13 1:94� 2:10i �3:40þ 0:25i 0
1:94þ 2:10i �1:91 �0:82� 0:89i �0:67þ 0:34i
�3:40� 0:25i �0:82þ 0:89i �2:87 �2:10� 0:16i
0 �0:67� 0:34i �2:10þ 0:16i 0:50

0B@
1CA:

A is first reduced to tridiagonal form by a call to nag_zhbtrd (f08hsc).
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10.1 Program Text

/* nag_zstedc (f08jvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, kd, n;
Integer exit_status = 0;
Integer pdab, pdq;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *q = 0;
double *d = 0, *e = 0;
/* Nag Types */
Nag_OrderType order;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J - 1) * pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J - 1) * pdab + I - J]
#define Q(I, J) q[(J - 1) * pdq + I - 1]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I - 1) * pdab + J - I]
#define AB_LOWER(I, J) ab[(I - 1) * pdab + k + J - I - 1]
#define Q(I, J) q[(I - 1) * pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zstedc (f08jvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
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pdab = kd + 1;
pdq = n;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kd + 1) * n, Complex)) ||

!(q = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n, double)) || !(e = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the upper or lower triangular part of the band matrix A
* from data file.
*/

k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(n, i + kd); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* nag_zhbtrd (f08hsc).
* Reduce A to tridiagonal form T = (Q^T)*A*Q, and form Q.
*/

nag_zhbtrd(order, Nag_FormQ, uplo, n, kd, ab, pdab, d, e, q, pdq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhbtrd (f08hsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zstedc (f08jvc).
* Calculate all the eigenvalues and eigenvectors of A,
* from T and Q.
*/

nag_zstedc(order, Nag_OrigEigVecs, n, d, e, q, pdq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zstedc (f08jvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/
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for (j = 1; j <= n; j++)
for (i = n; i >= 1; i--)

Q(i, j) = nag_complex_divide(Q(i, j), Q(1, j));

/* Print eigenvalues and eigenvectors */
printf("%s\n", "Eigenvalues");
for (i = 0; i < n; ++i)

printf("%8.4f%s", d[i], (i + 1) % 4 == 0 ? "\n" : " ");
printf("\n");

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, q, pdq, Nag_BracketForm, "%7.4f",
"Eigenvectors", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ab);
NAG_FREE(q);
NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

#undef AB_UPPER
#undef AB_LOWER
#undef Q

10.2 Program Data

nag_zstedc (f08jvc) Example Program Data

4 2 :Values of n and kd
Nag_Upper :Value of uplo

( -3.13 , 0.00) ( 1.94, -2.10) ( -3.40, 0.25)
( -1.91, 0.00) ( -0.82, -0.89) ( -0.67, 0.34)

( -2.87, 0.00) ( -2.10, -0.16)
( 0.50, 0.00) :End matrix A

10.3 Program Results

nag_zstedc (f08jvc) Example Program Results

Eigenvalues
-7.0042 -4.0038 0.5968 3.0012

Eigenvectors
1 2 3 4

1 ( 1.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000) ( 1.0000,-0.0000)
2 (-0.2268,-0.2805) (-2.2857,-1.6226) ( 1.0765, 0.5028) ( 0.4873, 0.7267)
3 ( 0.8338, 0.0413) (-2.0739, 0.3334) (-0.1427,-0.3885) (-1.0790, 0.0343)
4 ( 0.2267,-0.0415) (-1.1727,-0.1848) (-1.9460, 0.9305) ( 0.8719,-0.3587)
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NAG Library Function Document

nag_zstein (f08jxc)

1 Purpose

nag_zstein (f08jxc) computes the eigenvectors of a real symmetric tridiagonal matrix corresponding to
specified eigenvalues, by inverse iteration, storing the eigenvectors in a complex array.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zstein (Nag_OrderType order, Integer n, const double d[],
const double e[], Integer m, const double w[], const Integer iblock[],
const Integer isplit[], Complex z[], Integer pdz, Integer ifailv[],
NagError *fail)

3 Description

nag_zstein (f08jxc) computes the eigenvectors of a real symmetric tridiagonal matrix T corresponding
to specified eigenvalues, by inverse iteration (see Jessup and Ipsen (1992)). It is designed to be used in
particular after the specified eigenvalues have been computed by nag_dstebz (f08jjc) with
rank ¼ Nag ByBlock, but may also be used when the eigenvalues have been computed by other
functions in Chapters f02 or f08.

The eigenvectors of T are real, but are stored by this function in a complex array. If T has been formed
by reduction of a full complex Hermitian matrix A to tridiagonal form, then eigenvectors of T may be
transformed to (complex) eigenvectors of A by a call to nag_zunmtr (f08fuc) or nag_zupmtr (f08guc).

nag_dstebz (f08jjc) determines whether the matrix T splits into block diagonal form:

T ¼

T1
T2

:
:
:
Tp

0BBBBB@

1CCCCCA
and passes details of the block structure to this function in the arrays iblock and isplit. This function
can then take advantage of the block structure by performing inverse iteration on each block Ti
separately, which is more efficient than using the whole matrix.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Jessup E and Ipsen I C F (1992) Improving the accuracy of inverse iteration SIAM J. Sci. Statist.
Comput. 13 550–572

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

3: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the tridiagonal matrix T .

4: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the tridiagonal matrix T .

5: m – Integer Input

On entry: m, the number of eigenvectors to be returned.

Constraint: 0 � m � n.

6: w½dim� – const double Input

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On entry: the eigenvalues of the tridiagonal matrix T stored in w½0� to w½m� 1�, as returned by
nag_dstebz (f08jjc) with rank ¼ Nag ByBlock. Eigenvalues associated with the first sub-matrix
must be supplied first, in nondecreasing order; then those associated with the second sub-matrix,
again in nondecreasing order; and so on.

Constraint: if iblock½i� ¼ iblock½i þ 1�, w½i� � w½i þ 1�, for i ¼ 0; 1; . . . ;m� 2.

7: iblock½dim� – const Integer Input

Note: the dimension, dim, of the array iblock must be at least max 1; nð Þ.
On entry: the first m elements must contain the sub-matrix indices associated with the specified
eigenvalues, as returned by nag_dstebz (f08jjc) with rank ¼ Nag ByBlock. If the eigenvalues
were not computed by nag_dstebz (f08jjc) with rank ¼ Nag ByBlock, set iblock½i � 1� to 1, for
i ¼ 1; 2; . . . ;m.

Constraint: iblock½i� � iblock½i þ 1�, for i ¼ 0; 1; . . . ;m� 2.

8: isplit½dim� – const Integer Input

Note: the dimension, dim, of the array isplit must be at least max 1;nð Þ.
On entry: the points at which T breaks up into sub-matrices, as returned by nag_dstebz (f08jjc)
with rank ¼ Nag ByBlock. If the eigenvalues were not computed by nag_dstebz (f08jjc) with
rank ¼ Nag ByBlock, set isplit½0� to n.

9: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdzð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: the m eigenvectors, stored as columns of Z; the ith column corresponds to the ith
specified eigenvalue, unless fail:code ¼ NE_CONVERGENCE (in which case see Section 6).

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor, pdz 	 max 1;nð Þ;
if order ¼ Nag RowMajor, pdz 	 max 1;mð Þ.

11: ifailv½m� – Integer Output

On exit: if fail:errnum ¼ i > 0, the first i elements of ifailv contain the indices of any
eigenvectors which have failed to converge. The rest of the first m elements of ifailv are set to 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, m ¼ valueh i, iblock½i�iblock½i þ 1� ¼ valueh i and w½i�w½i þ 1� ¼ valueh i.
Constraint: , for i ¼ 0; 1; . . . ;m� 2

NE_CONVERGENCE

valueh i eigenvectors (as indicated by argument ifailv) each failed to converge in five iterations.
The current iterate after five iterations is stored in the corresponding column of z.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � m � n.

On entry, pdz ¼ valueh i and m ¼ valueh i.
Constraint: pdz 	 max 1;mð Þ.
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On entry, pdz ¼ valueh i and n ¼ valueh i.
Constraint: pdz 	 max 1; nð Þ.

NE_INT_ARRAY

On entry, m ¼ valueh i and iblock½i�iblock½i þ 1� ¼ valueh i.
Constraint: iblock½i� � iblock½i þ 1�, for i ¼ 0; 1; . . . ;m� 2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Each computed eigenvector zi is the exact eigenvector of a nearby matrix Aþ Ei, such that

Eik k ¼ O �ð Þ Ak k;

where � is the machine precision. Hence the residual is small:

Azi � �izik k ¼ O �ð Þ Ak k:

However, a set of eigenvectors computed by this function may not be orthogonal to so high a degree of
accuracy as those computed by nag_zsteqr (f08jsc).

8 Parallelism and Performance

nag_zstein (f08jxc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zstein (f08jxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dstein (f08jkc).

10 Example

See Section 10 in nag_zunmtr (f08fuc).
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NAG Library Function Document

nag_zstegr (f08jyc)

1 Purpose

nag_zstegr (f08jyc) computes all the eigenvalues and, optionally, all the eigenvectors of a real n by n
symmetric tridiagonal matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zstegr (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Integer n, double d[], double e[], double vl, double vu, Integer il,
Integer iu, Integer *m, double w[], Complex z[], Integer pdz,
Integer isuppz[], NagError *fail)

3 Description

nag_zstegr (f08jyc) computes all the eigenvalues and, optionally, the eigenvectors, of a real symmetric
tridiagonal matrix T . That is, the function computes the spectral factorization of T given by

T ¼ Z�ZT;

where � is a diagonal matrix whose diagonal elements are the eigenvalues, �i, of T and Z is an
orthogonal matrix whose columns are the eigenvectors, zi, of T . Thus

Tzi ¼ �izi; i ¼ 1; 2; . . . ; n:

The function stores the real orthogonal matrix Z in a complex array, so that it may also be used to
compute all the eigenvalues and eigenvectors of a complex Hermitian matrix A which has been reduced
to tridiagonal form T :

A ¼ QTQH; where Q is unitary
¼ QZð Þ� QZð ÞH:

In this case, the matrix Q must be explicitly applied to the output matrix Z. The functions which must
be called to perform the reduction to tridiagonal form and apply Q are:

full matrix nag_zhetrd (f08fsc) and nag_zunmtr (f08fuc)
full matrix, packed storage nag_zhptrd (f08gsc) and nag_zupmtr (f08guc)
band matrix nag_zhbtrd (f08hsc) with vect ¼ Nag FormQ and nag_zgemm (f16zac).

This function uses the dqds and the Relatively Robust Representation algorithms to compute the
eigenvalues and eigenvectors respectively; see for example Parlett and Dhillon (2000) and Dhillon and
Parlett (2004) for further details. nag_zstegr (f08jyc) can usually compute all the eigenvalues and
eigenvectors in O n2

� �
floating-point operations and so, for large matrices, is often considerably faster

than the other symmetric tridiagonal functions in this chapter when all the eigenvectors are required,
particularly so compared to those functions that are based on the QR algorithm.
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Barlow J and Demmel J W (1990) Computing accurate eigensystems of scaled diagonally dominant
matrices SIAM J. Numer. Anal. 27 762–791

Dhillon I S and Parlett B N (2004) Orthogonal eigenvectors and relative gaps. SIAM J. Appl. Math. 25
858–899

Parlett B N and Dhillon I S (2000) Relatively robust representations of symmetric tridiagonals Linear
Algebra Appl. 309 121–151

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: indicates which eigenvalues should be returned.

range ¼ Nag AllValues
All eigenvalues will be found.

range ¼ Nag Interval
All eigenvalues in the half-open interval vl; vuð � will be found.

range ¼ Nag Indices
The ilth through iuth eigenvectors will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the tridiagonal matrix T .

On exit: d is overwritten.
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6: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;nð Þ.
On entry: e½0� to e½n� 2� are the subdiagonal elements of the tridiagonal matrix T . e½n� 1� need
not be set.

On exit: e is overwritten.

7: vl – double Input
8: vu – double Input

On entry: if range ¼ Nag Interval, vl and vu contain the lower and upper bounds respectively of
the interval to be searched for eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

9: il – Integer Input
10: iu – Integer Input

On entry: if range ¼ Nag Indices, il and iu contains the indices (in ascending order) of the
smallest and largest eigenvalues to be returned, respectively.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n > 0, 1 � il � iu � n;
if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0.

11: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

12: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the eigenvalues in ascending order.

13: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then if fail:code ¼ NE_NOERROR, the columns of z contain the
orthonormal eigenvectors of the matrix T , with the ith column of Z holding the eigenvector
associated with w½i� 1�.
If job ¼ Nag EigVals, z is not referenced.

14: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.
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Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

15: isuppz½dim� – Integer Output

Note: the dimension, dim, of the array isuppz must be at least max 1; 2�mð Þ.
On exit: the support of the eigenvectors in Z, i.e., the indices indicating the nonzero elements in
Z. The ith eigenvector is nonzero only in elements isuppz½2� i� 2� through isuppz½2� i� 1�.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Inverse iteration failed to converge.

The dqds algorithm failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n > 0, 1 � il � iu � n;
if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.7 of Anderson et al. (1999) and Barlow and Demmel (1990) for further details.

8 Parallelism and Performance

nag_zstegr (f08jyc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zstegr (f08jyc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to compute all the eigenvalues and eigenvectors
is approximately proportional to n2.

The real analogue of this function is nag_dstegr (f08jlc).

10 Example

This example finds all the eigenvalues and eigenvectors of the symmetric tridiagonal matrix

T ¼
1:0 1:0 0 0
1:0 4:0 2:0 0
0 2:0 9:0 3:0
0 0 3:0 16:0

0B@
1CA:

10.1 Program Text

/* nag_zstegr (f08jyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double vl = 0.0, vu = 0.0;
Integer i, j, il = 0, iu = 0, m, n, pdz;
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Integer exit_status = 0;
/* Arrays */
char nag_enum_arg[40];
Complex *z = 0;
double *d = 0, *e = 0, *w = 0;
Integer *isuppz = 0;
/* Nag Types */
Nag_OrderType order;
Nag_JobType job;
Nag_RangeType range;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zstegr (f08jyc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

m = n;

/* Read job and range */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value.
*/

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
range = (Nag_RangeType) nag_enum_name_to_value(nag_enum_arg);

#ifdef NAG_COLUMN_MAJOR
pdz = n;

#else
pdz = n;

#endif

/* Allocate memory */
if (!(z = NAG_ALLOC(n * m, Complex)) ||

!(d = NAG_ALLOC(n, double)) ||
!(e = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(isuppz = NAG_ALLOC(2 * m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read the symmetric tridiagonal matrix T from data file, first
* the diagonal elements, then the off diagonal elements.
*/

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &d[i]);
#else

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n - 1; ++i)
#ifdef _WIN32

scanf_s("%lf", &e[i]);
#else

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_zstegr (f08jyc).
* Calculate all the eigenvalues of T.
*/

nag_zstegr(order, job, range, n, d, e, vl, vu, il, iu, &m, w, z, pdz,
isuppz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zstegr (f08jyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_complex_divide (a02cdc).
* Normalize the eigenvectors.
*/

for (j = 1; j <= m; j++)
for (i = n; i >= 1; i--)

Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print eigenvalues and eigenvectors */
printf("%s\n", "Eigenvalues");
for (i = 0; i < m; ++i)

printf("%8.4f%s", w[i], (i + 1) % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_complx_mat_print (x04dac).
* Print eigenvectors.
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(z);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(w);
NAG_FREE(isuppz);
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return exit_status;
}

#undef Z

10.2 Program Data

nag_zstegr (f08jyc) Example Program Data

4 :Value of n
Nag_DoBoth :Value of job
Nag_AllValues :Value of range

1.0 4.0 9.0 16.0 :End of d
1.0 2.0 3.0 :End of e

10.3 Program Results

nag_zstegr (f08jyc) Example Program Results

Eigenvalues
0.6476 3.5470 8.6578 17.1477

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
0.0000 0.0000 0.0000 0.0000

2 -0.3524 2.5470 7.6578 16.1477
0.0000 0.0000 0.0000 0.0000

3 0.0908 -1.0769 17.3340 105.6521
0.0000 0.0000 0.0000 0.0000

4 -0.0177 0.2594 -7.0826 276.1742
0.0000 0.0000 0.0000 0.0000

f08jyc NAG Library Manual

f08jyc.8 (last) Mark 26



NAG Library Function Document

nag_dgelss (f08kac)

1 Purpose

nag_dgelss (f08kac) computes the minimum norm solution to a real linear least squares problem

min
x

b�Axk k2:

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgelss (Nag_OrderType order, Integer m, Integer n, Integer nrhs,
double a[], Integer pda, double b[], Integer pdb, double s[],
double rcond, Integer *rank, NagError *fail)

3 Description

nag_dgelss (f08kac) uses the singular value decomposition (SVD) of A, where A is an m by n matrix
which may be rank-deficient.

Several right-hand side vectors b and solution vectors x can be handled in a single call; they are stored
as the columns of the m by r right-hand side matrix B and the n by r solution matrix X.

The effective rank of A is determined by treating as zero those singular values which are less than
rcond times the largest singular value.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: the first min m;nð Þ rows of A are overwritten with its right singular vectors, stored row-
wise.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by r right-hand side matrix B.

On exit: b is overwritten by the n by r solution matrix X. If m 	 n and rank ¼ n, the residual
sum of squares for the solution in the ith column is given by the sum of squares of elements
nþ 1; . . . ;m in that column.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least max 1;min m; nð Þð Þ.
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On exit: the singular values of A in decreasing order.

10: rcond – double Input

On entry: used to determine the effective rank of A. Singular values s½i� 1� � rcond� s½0� are
treated as zero. If rcond < 0, machine precision is used instead.

11: rank – Integer * Output

On exit: the effective rank of A, i.e., the number of singular values which are greater than
rcond� s½0�.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm for computing the SVD failed to converge; valueh i off-diagonal elements of an
intermediate bidiagonal form did not converge to zero.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details.

8 Parallelism and Performance

nag_dgelss (f08kac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgelss (f08kac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zgelss (f08knc).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2

for the solution, x, of minimum norm, where

A ¼

�0:09 0:14 �0:46 0:68 1:29
�1:56 0:20 0:29 1:09 0:51
�1:48 �0:43 0:89 �0:71 �0:96
�1:09 0:84 0:77 2:11 �1:27
0:08 0:55 �1:13 0:14 1:74
�1:59 �0:72 1:06 1:24 0:34

0BBBBB@

1CCCCCA and b ¼

7:4
4:2
�8:3
1:8
8:6
2:1

0BBBBB@

1CCCCCA:
A tolerance of 0:01 is used to determine the effective rank of A.
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10.1 Program Text

/* nag_dgelss (f08kac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
double rcond, rnorm;
Integer exit_status = 0, i, j, m, n, nrhs, rank, pda, pdb;

/* Arrays */
double *a = 0, *b = 0, *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgelss (f08kac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#endif
if (m < 0 || n < 0 || nrhs < 0) {

printf("Invalid m, n or nrhs\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = nrhs;

#endif
/* Allocate memory */
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if (!(a = NAG_ALLOC(m * n, double)) ||
!(b = NAG_ALLOC(MAX(m, n) * nrhs, double)) ||
!(s = NAG_ALLOC(MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Choose rcond to reflect the relative accuracy of the input data */
rcond = 0.01;

/* Solve the least squares problem min( norm2(b - Ax) ) for the x
* of minimum norm using nag_dgelss (f08kac).
*/

nag_dgelss(order, m, n, nrhs, a, pda, b, pdb, s, rcond, &rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgelss (f08kac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" %10.4f%s", B(i, j), j % 7 == 0 ? "\n" : "");

printf("\n");
}

/* Print the effective rank of A */
printf("\nTolerance used to estimate the rank of A\n%11.2e\n", rcond);
printf("\nEstimated rank of A\n%6" NAG_IFMT "\n", rank);

/* Print singular values of A */
printf("\nSingular values of A\n");
for (i = 0; i < n; ++i)

printf(" %10.4f%s", s[i], i % 7 == 6 ? "\n" : "");
printf("\n");

/* Compute and print estimate of the square root of the
* residual sum of squares using nag_dge_norm (f16rac).
*/
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if (rank == n) {
nag_dge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, 1), pdb,

&rnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nSquare root of the residual sum of squares\n%11.2e\n", rnorm);

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(s);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dgelss (f08kac) Example Program Data

6 5 1 : m, n, nrhs

-0.09 0.14 -0.46 0.68 1.29
-1.56 0.20 0.29 1.09 0.51
-1.48 -0.43 0.89 -0.71 -0.96
-1.09 0.84 0.77 2.11 -1.27
0.08 0.55 -1.13 0.14 1.74

-1.59 -0.72 1.06 1.24 0.34 : matrix A

7.4
4.2

-8.3
1.8
8.6
2.1 : vector b

10.3 Program Results

nag_dgelss (f08kac) Example Program Results

Least squares solution
0.6344
0.9699

-1.4403
3.3678
3.3992

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
4

Singular values of A
3.9997 2.9962 2.0001 0.9988 0.0025
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NAG Library Function Document

nag_dgesvd (f08kbc)

1 Purpose

nag_dgesvd (f08kbc) computes the singular value decomposition (SVD) of a real m by n matrix A,
optionally computing the left and/or right singular vectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgesvd (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVTType jobvt, Integer m, Integer n, double a[], Integer pda,
double s[], double u[], Integer pdu, double vt[], Integer pdvt,
double work[], NagError *fail)

3 Description

The SVD is written as

A ¼ U�V T;

where � is an m by n matrix which is zero except for its min m;nð Þ diagonal elements, U is an m by m
orthogonal matrix, and V is an n by n orthogonal matrix. The diagonal elements of � are the singular
values of A; they are real and non-negative, and are returned in descending order. The first min m;nð Þ
columns of U and V are the left and right singular vectors of A.

Note that the function returns V T, not V .

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: specifies options for computing all or part of the matrix U .

jobu ¼ Nag AllU
All m columns of U are returned in array u.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08kbc

Mark 26 f08kbc.1

http://www.netlib.org/lapack/lug


jobu ¼ Nag SingularVecsU
The first min m;nð Þ columns of U (the left singular vectors) are returned in the array u.

jobu ¼ Nag Overwrite
The first min m;nð Þ columns of U (the left singular vectors) are overwritten on the array a.

jobu ¼ Nag NotU
No columns of U (no left singular vectors) are computed.

Constraint: jobu ¼ Nag AllU, Nag SingularVecsU, Nag Overwrite or Nag NotU.

3: jobvt – Nag_ComputeVTType Input

On entry: specifies options for computing all or part of the matrix V T.

jobvt ¼ Nag AllVT
All n rows of V T are returned in the array vt.

jobvt ¼ Nag SingularVecsVT
The first min m;nð Þ rows of V T (the right singular vectors) are returned in the array vt.

jobvt ¼ Nag OverwriteVT
The first min m;nð Þ rows of V T (the right singular vectors) are overwritten on the array a.

jobvt ¼ Nag NotVT
No rows of V T (no right singular vectors) are computed.

Constraints:

jobvt ¼ Nag AllVT, Nag SingularVecsVT, Nag OverwriteVT or Nag NotVT;
If jobu ¼ Nag Overwrite, jobvt cannot be Nag OverwriteVT.

4: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if jobu ¼ Nag Overwrite, a is overwritten with the first min m;nð Þ columns of U (the
left singular vectors, stored column-wise).

If jobvt ¼ Nag OverwriteVT, a is overwritten with the first min m;nð Þ rows of V T (the right
singular vectors, stored row-wise).

If jobu 6¼ Nag Overwrite and jobvt 6¼ Nag OverwriteVT, the contents of a are destroyed.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least max 1;min m; nð Þð Þ.
On exit: the singular values of A, sorted so that s½i� 1� 	 s½i�.

9: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
max 1;pdu�min m; nð Þð Þ when jobu ¼ Nag SingularVecsU and order ¼ Nag ColMajor;
max 1;m� pduð Þ when jobu ¼ Nag SingularVecsU and order ¼ Nag RowMajor;
max 1;mð Þ otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the m by m orthogonal matrix U .

If jobu ¼ Nag SingularVecsU, u contains the first min m;nð Þ columns of U (the left singular
vectors, stored column-wise).

If jobu ¼ Nag NotU or Nag Overwrite, u is not referenced.

10: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor,

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.;

if order ¼ Nag RowMajor,

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1..

11: vt½dim� – double Output

Note: the dimension, dim, of the array vt must be at least

max 1;pdvt� nð Þ when jobvt ¼ Nag AllVT;
max 1;pdvt� nð Þ when jobvt ¼ Nag SingularVecsVT and order ¼ Nag ColMajor;
max 1;min m;nð Þ � pdvtð Þ when jobvt ¼ Nag SingularVecsVT and
order ¼ Nag RowMajor;
max 1;min m;nð Þð Þ otherwise.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.
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On exit: if jobvt ¼ Nag AllVT, vt contains the n by n orthogonal matrix V T.

If jobvt ¼ Nag SingularVecsVT, vt contains the first min m;nð Þ rows of V T (the right singular
vectors, stored row-wise).

If jobvt ¼ Nag NotVT or Nag OverwriteVT, vt is not referenced.

12: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if order ¼ Nag ColMajor,

if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1;min m; nð Þð Þ;
otherwise pdvt 	 1.;

if order ¼ Nag RowMajor,

if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1..

13: work½min m; nð Þ� – double Output

On exit: if fail:code ¼ NE_CONVERGENCE, WORK 2 : min m; nð Þð Þ (using the notation
described in Section 2.3.1.4 in How to Use the NAG Library and its Documentation) contains
the unconverged superdiagonal elements of an upper bidiagonal matrix B whose diagonal is in s
(not necessarily sorted). B satisfies A ¼ UBV T, so it has the same singular values as A, and
singular vectors related by U and V T.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

If nag_dgesvd (f08kbc) did not converge, fail:errnum specifies how many superdiagonals of an
intermediate bidiagonal form did not converge to zero.

NE_ENUM_INT_2

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobvt ¼ valueh i, pdvt ¼ valueh i, n ¼ valueh i.
Constraint: if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;

f08kbc NAG Library Manual

f08kbc.4 Mark 26



if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.

NE_ENUM_INT_3

On entry, jobu ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1.

On entry, jobvt ¼ valueh i, pdvt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1;min m; nð Þð Þ;
otherwise pdvt 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. In addition, the computed singular vectors are nearly orthogonal to
working precision. See Section 4.9 of Anderson et al. (1999) for further details.
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8 Parallelism and Performance

nag_dgesvd (f08kbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dgesvd (f08kbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately proportional to mn2 when m > n and
m2n otherwise.

The singular values are returned in descending order.

The complex analogue of this function is nag_zgesvd (f08kpc).

10 Example

This example finds the singular values and left and right singular vectors of the 6 by 4 matrix

A ¼

2:27 �1:54 1:15 �1:94
0:28 �1:67 0:94 �0:78
�0:48 �3:09 0:99 �0:21
1:07 1:22 0:79 0:63
�2:35 2:93 �1:45 2:30
0:62 �7:39 1:03 �2:57

0BBBBB@

1CCCCCA;

together with approximate error bounds for the computed singular values and vectors.

The example program for nag_dgesdd (f08kdc) illustrates finding a singular value decomposition for the
case m � n.

10.1 Program Text

/* nag_dgesvd (f08kbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta, eps, norm, serrbd;
Integer exit_status = 0, i, j, m, n, pda, pdd, pdu, pdvt;

/* Arrays */
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double *a = 0, *d = 0, *rcondu = 0, *rcondv = 0;
double *s = 0, *u = 0, *uerrbd = 0, *verrbd = 0, *vt = 0, *work = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define U(I, J) u[(J - 1) * pdu + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define U(I, J) u[(I - 1) * pdu + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgesvd (f08kbc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#endif
if (m < 0 || n < 0) {

printf("Invalid m or n\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(d = NAG_ALLOC(m * n, double)) ||
!(rcondu = NAG_ALLOC(n, double)) ||
!(rcondv = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(MIN(m, n), double)) ||
!(u = NAG_ALLOC(m * m, double)) ||
!(uerrbd = NAG_ALLOC(n, double)) ||
!(verrbd = NAG_ALLOC(n, double)) ||
!(vt = NAG_ALLOC(n * n, double)) ||
!(work = NAG_ALLOC(MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pdu = m;
pdvt = n;

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdd = m;

#else
pda = n;
pdd = n;

#endif

/* Read the m by n matrix A from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else
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for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy a into d */
for (i = 0; i < m * n; i++)

d[i] = a[i];

/* nag_gen_real_mat_print (x04cac)
* Print real general matrix A.
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, a,

pda, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgesvd (f08kbc).
* Compute the singular values and left and right singular vectors
* of A (A = U*S*(V^T), m.ge.n)
*/

nag_dgesvd(order, Nag_AllU, Nag_AllVT, m, n, a, pda, s, u, pdu, vt, pdvt,
work, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgesvd (f08kbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* U <- U*S */
for (i = 1; i <= m; i++)

for (j = 1; j <= n; j++)
U(i, j) *= s[j - 1];

/* nag_dgemm (f16yac):
* Compute D = D - U*S*V^T from the factorization of A
* and store in d */

alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, n, alpha, u, pdu, vt, pdvt,

beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac)
* Find norm of matrix D and print warning if it is too large.
*/

nag_dge_norm(order, Nag_OneNorm, m, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_machine_precision (x02ajc): the machine precision. */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8)) {

printf("\nNorm of A-(U*S*V^T) is much greater than 0.\n"
"Schur factorization has failed.\n");
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exit_status = 1;
goto END;

}
/* Get the machine precision, eps and compute the approximate
* error bound for the computed singular values.
* Note that for the 2-norm, s[0] = norm(A).
*/

serrbd = eps * s[0];

/* Estimate reciprocal condition numbers for the singular vectors using
* nag_ddisna (f08flc).
*/

nag_ddisna(Nag_LeftSingVecs, m, n, s, rcondu, &fail);
nag_ddisna(Nag_RightSingVecs, m, n, s, rcondv, &fail);

/* Compute the error estimates for the singular vectors */
for (i = 0; i < n; ++i) {

uerrbd[i] = serrbd / rcondu[i];
verrbd[i] = serrbd / rcondv[i];

}

/* Print the approximate error bounds for the singular values and vectors */
printf("Error estimate for the singular values\n%11.1e\n", serrbd);

printf("\nError estimates for the left singular vectors\n");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", uerrbd[i], i % 6 == 5 ? "\n" : "");

printf("\n\nError estimates for the right singular vectors\n");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", verrbd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(rcondu);
NAG_FREE(rcondv);
NAG_FREE(s);
NAG_FREE(u);
NAG_FREE(uerrbd);
NAG_FREE(verrbd);
NAG_FREE(vt);
NAG_FREE(work);

return exit_status;
}

#undef A
#undef U

10.2 Program Data

nag_dgesvd (f08kbc) Example Program Data

6 4 : m and n

2.27 -1.54 1.15 -1.94
0.28 -1.67 0.94 -0.78

-0.48 -3.09 0.99 -0.21
1.07 1.22 0.79 0.63

-2.35 2.93 -1.45 2.30
0.62 -7.39 1.03 -2.57 : matrix A
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10.3 Program Results

nag_dgesvd (f08kbc) Example Program Results

Matrix A
1 2 3 4

1 2.2700 -1.5400 1.1500 -1.9400
2 0.2800 -1.6700 0.9400 -0.7800
3 -0.4800 -3.0900 0.9900 -0.2100
4 1.0700 1.2200 0.7900 0.6300
5 -2.3500 2.9300 -1.4500 2.3000
6 0.6200 -7.3900 1.0300 -2.5700

Error estimate for the singular values
1.1e-15

Error estimates for the left singular vectors
1.8e-16 4.8e-16 1.3e-15 2.2e-15

Error estimates for the right singular vectors
1.8e-16 4.8e-16 1.3e-15 1.3e-15
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NAG Library Function Document

nag_dgelsd (f08kcc)

1 Purpose

nag_dgelsd (f08kcc) computes the minimum norm solution to a real linear least squares problem

min
x

b�Axk k2:

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgelsd (Nag_OrderType order, Integer m, Integer n, Integer nrhs,
double a[], Integer pda, double b[], Integer pdb, double s[],
double rcond, Integer *rank, NagError *fail)

3 Description

nag_dgelsd (f08kcc) uses the singular value decomposition (SVD) of A, where A is a real m by n
matrix which may be rank-deficient.

Several right-hand side vectors b and solution vectors x can be handled in a single call; they are stored
as the columns of the m by r right-hand side matrix B and the n by r solution matrix X.

The problem is solved in three steps:

1. reduce the coefficient matrix A to bidiagonal form with Householder transformations, reducing the
original problem into a ‘bidiagonal least squares problem’ (BLS);

2. solve the BLS using a divide-and-conquer approach;

3. apply back all the Householder transformations to solve the original least squares problem.

The effective rank of A is determined by treating as zero those singular values which are less than
rcond times the largest singular value.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n coefficient matrix A.

On exit: the contents of a are destroyed.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by r right-hand side matrix B.

On exit: b is overwritten by the n by r solution matrix X. If m 	 n and rank ¼ n, the residual
sum of squares for the solution in the ith column is given by the sum of squares of elements
nþ 1; . . . ;m in that column.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least max 1;min m; nð Þð Þ.
On exit: the singular values of A in decreasing order.

10: rcond – double Input

On entry: used to determine the effective rank of A. Singular values s½i� 1� � rcond� s½0� are
treated as zero. If rcond < 0, machine precision is used instead.

11: rank – Integer * Output

On exit: the effective rank of A, i.e., the number of singular values which are greater than
rcond� s½0�.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm for computing the SVD failed to converge; valueh i off-diagonal elements of an
intermediate bidiagonal form did not converge to zero.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
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On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details.

8 Parallelism and Performance

nag_dgelsd (f08kcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgelsd (f08kcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zgelsd (f08kqc).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2

for the solution, x, of minimum norm, where

A ¼

�0:09 �1:56 �1:48 �1:09 0:08 �1:59
0:14 0:20 �0:43 0:84 0:55 �0:72
�0:46 0:29 0:89 0:77 �1:13 1:06
0:68 1:09 �0:71 2:11 0:14 1:24
1:29 0:51 �0:96 �1:27 1:74 0:34

0BBB@
1CCCA and b ¼

7:4
4:3
�8:1
1:8
8:7

0BBB@
1CCCA:

A tolerance of 0:01 is used to determine the effective rank of A.
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10.1 Program Text

/* nag_dgelsd (f08kcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nag_stdlib.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, m, n, nrhs, rank, pda, pdb;

/* Arrays */
double *a = 0, *b = 0, *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgelsd (f08kcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#endif
if (m < 0 || n < 0 || nrhs < 0) {

printf("Invalid m, n or nrhs\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(MAX(m, n) * nrhs, double)) ||
!(s = NAG_ALLOC(MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = MAX(m, n);

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

for (j = 1; j <= nrhs; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= nrhs; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

rcond = 0.01;
nag_dgelsd(order, m, n, 1, a, pda, b, pdb, s, rcond, &rank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgelsd (f08kcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf(" %10.4f%s", B(i, j), j % 7 == 0 ? "\n" : "");

printf("\n");
}

/* Print the effective rank of A */
printf("\n\nTolerance used to estimate the rank of A\n%11.2e\n", rcond);
printf("\nEstimated rank of A\n%6" NAG_IFMT "\n", rank);

/* Print singular values of A */
printf("\nSingular values of A\n");
for (i = 0; i < m; ++i)

printf(" %10.4f%s", s[i], i % 7 == 6 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(s);
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return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_dgelsd (f08kcc) Example Program Data

5 6 1 : m, n, nrhs

-0.09 -1.56 -1.48 -1.09 0.08 -1.59
0.14 0.20 -0.43 0.84 0.55 -0.72

-0.46 0.29 0.89 0.77 -1.13 1.06
0.68 1.09 -0.71 2.11 0.14 1.24
1.29 0.51 -0.96 -1.27 1.74 0.34 : matrix A

7.4
4.3

-8.1
1.8
8.7 : vector b

10.3 Program Results

nag_dgelsd (f08kcc) Example Program Results

Least squares solution
1.5938

-0.1180
-3.1501
0.1554
2.5529

-1.6730

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
4

Singular values of A
3.9997 2.9962 2.0001 0.9988 0.0025
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NAG Library Function Document

nag_dgesdd (f08kdc)

1 Purpose

nag_dgesdd (f08kdc) computes the singular value decomposition (SVD) of a real m by n matrix A,
optionally computing the left and/or right singular vectors, by using a divide-and-conquer method.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgesdd (Nag_OrderType order, Nag_JobType job, Integer m, Integer n,
double a[], Integer pda, double s[], double u[], Integer pdu,
double vt[], Integer pdvt, NagError *fail)

3 Description

The SVD is written as

A ¼ U�V T;

where � is an m by n matrix which is zero except for its min m;nð Þ diagonal elements, U is an m by m
orthogonal matrix, and V is an n by n orthogonal matrix. The diagonal elements of � are the singular
values of A; they are real and non-negative, and are returned in descending order. The first min m;nð Þ
columns of U and V are the left and right singular vectors of A.

Note that the function returns V T, not V .

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies options for computing all or part of the matrix U .

job ¼ Nag DoAll
All m columns of U and all n rows of V T are returned in the arrays u and vt.
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job ¼ Nag DoSquare
The first min m;nð Þ columns of U and the first min m;nð Þ rows of V T are returned in the
arrays u and vt.

job ¼ Nag DoOverwrite
If m 	 n, the first n columns of U are overwritten on the array a and all rows of V T are
returned in the array vt. Otherwise, all columns of U are returned in the array u and the
first m rows of V T are overwritten in the array vt.

job ¼ Nag DoNothing
No columns of U or rows of V T are computed.

Constraint: job ¼ Nag DoAll, Nag DoSquare, Nag DoOverwrite or Nag DoNothing.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if job ¼ Nag DoOverwrite, a is overwritten with the first n columns of U (the left
singular vectors, stored column-wise) if m 	 n; a is overwritten with the first m rows of V T (the
right singular vectors, stored row-wise) otherwise.

If job 6¼ Nag DoOverwrite, the contents of a are destroyed.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: s½min m;nð Þ� – double Output

On exit: the singular values of A, sorted so that s½i� 1� 	 s½i�.

8: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n;
max 1;pdu�min m; nð Þð Þ when job ¼ Nag DoSquare and order ¼ Nag ColMajor;
max 1;m� pduð Þ when job ¼ Nag DoSquare and order ¼ Nag RowMajor;
max 1;mð Þ otherwise.
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The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit:

If job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, u contains the m by m orthogonal
matrix U .

If job ¼ Nag DoSquare, u contains the first min m;nð Þ columns of U (the left singular vectors,
stored column-wise).

If job ¼ Nag DoOverwrite and m 	 n, or job ¼ Nag DoNothing, u is not referenced.

9: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.;

if order ¼ Nag RowMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1..

10: vt½dim� – double Output

Note: the dimension, dim, of the array vt must be at least

max 1;pdvt� nð Þ when job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n;
max 1;pdvt� nð Þ when job ¼ Nag DoSquare and order ¼ Nag ColMajor;
max 1;min m;nð Þ � pdvtð Þ when job ¼ Nag DoSquare and order ¼ Nag RowMajor;
max 1;min m;nð Þð Þ otherwise.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, vt contains the n by n
orthogonal matrix V T.

If job ¼ Nag DoSquare, vt contains the first min m;nð Þ rows of V T (the right singular vectors,
stored row-wise).

If job ¼ Nag DoOverwrite and m < n, or job ¼ Nag DoNothing, vt is not referenced.

11: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;min m;nð Þð Þ;
otherwise pdvt 	 1.;
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if order ¼ Nag RowMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;nð Þ;
otherwise pdvt 	 1..

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

nag_dgesdd (f08kdc) did not converge, the updating process failed.

NE_ENUM_INT_3

On entry, job ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, job ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1.

On entry, job ¼ valueh i, pdvt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;min m;nð Þð Þ;
otherwise pdvt 	 1.

On entry, job ¼ valueh i, pdvt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;nð Þ;
otherwise pdvt 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. In addition, the computed singular vectors are nearly orthogonal to
working precision. See Section 4.9 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgesdd (f08kdc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dgesdd (f08kdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately proportional to mn2 when m > n and
m2n otherwise.

The singular values are returned in descending order.

The complex analogue of this function is nag_zgesdd (f08krc).

10 Example

This example finds the singular values and left and right singular vectors of the 4 by 6 matrix

A ¼
2:27 0:28 �0:48 1:07 �2:35 0:62
�1:54 �1:67 �3:09 1:22 2:93 �7:39
1:15 0:94 0:99 0:79 �1:45 1:03
�1:94 �0:78 �0:21 0:63 2:30 �2:57

0B@
1CA;

together with approximate error bounds for the computed singular values and vectors.
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The example program for nag_dgesvd (f08kbc) illustrates finding a singular value decomposition for the
case m 	 n.

10.1 Program Text

/* nag_dgesdd (f08kdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double eps, serrbd;
Integer exit_status = 0, i, j, m, n, pda, pdu;

/* Arrays */
double *a = 0, *rcondu = 0, *rcondv = 0, *s = 0, *u = 0;
double *uerrbd = 0, *verrbd = 0;
double dummy[1];

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define U(I, J) u[(J - 1) * pdu + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define U(I, J) u[(I - 1) * pdu + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgesdd (f08kdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#endif
if (m < 0 && n < 0) {

printf("Invalid m or n\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
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if (!(a = NAG_ALLOC(m * n, double)) ||
!(rcondu = NAG_ALLOC(m, double)) ||
!(rcondv = NAG_ALLOC(m, double)) ||
!(s = NAG_ALLOC(MIN(m, n), double)) ||
!(u = NAG_ALLOC(m * m, double)) ||
!(uerrbd = NAG_ALLOC(m, double)) || !(verrbd = NAG_ALLOC(m, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdu = m;

#else
pda = n;
pdu = MIN(m, n);

#endif

/* Read the m by n matrix A from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgesdd (f08kdc).
* Compute the singular values and left and right singular vectors
* of A (A = U*S*(V^T), m.le.n)
*/

nag_dgesdd(order, Nag_DoOverwrite, m, n, a, pda, s, u, pdu, dummy, 1,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgesdd (f08kdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print singular values */
printf("Singular values\n");
for (i = 0; i < m; ++i)

printf(" %7.4f%s", s[i], i % 8 == 7 ? "\n" : "");
printf("\n\n");

/* Normalize so that first elements of singular vectors u >= 0 */
for (i = 1; i <= m; ++i) {

if (U(1,i)<0.0) {
for (j = 1; j <= m; ++j)

U(j,i) = -U(j,i);
for (j = 1; j <= n; ++j)

A(i,j) = -A(i,j);
}

}
/* Print left and right singular vectors using
* nag_gen_real_mat_print (x04cac).
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, m, u,

pdu, "Left singular vectors", 0, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, a,

pda, "Right singular vectors by row", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, eps using nag_machine_precision (x02ajc). */
eps = nag_machine_precision;

/* compute the approximate error bound for the computed singular values.
* Note that for the 2-norm, s[0] = ||A||
*/

serrbd = eps * s[0];

/* Call nag_ddisna (f08flc) to estimate reciprocal condition numbers for
* the singular vectors.
*/

nag_ddisna(Nag_LeftSingVecs, m, n, s, rcondu, &fail);
nag_ddisna(Nag_RightSingVecs, m, n, s, rcondv, &fail);

/* Compute the error estimates for the singular vectors. */
for (i = 0; i < m; ++i) {

uerrbd[i] = serrbd / rcondu[i];
verrbd[i] = serrbd / rcondv[i];

}

/* Print the approximate error bounds for the singular values and vectors */
printf("\nError estimate for the singular values\n%11.1e\n", serrbd);

printf("\nError estimates for the left singular vectors\n");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", uerrbd[i], i % 6 == 5 ? "\n" : "");

printf("\n\nError estimates for the right singular vectors\n");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", verrbd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(rcondu);
NAG_FREE(rcondv);
NAG_FREE(s);
NAG_FREE(u);
NAG_FREE(uerrbd);
NAG_FREE(verrbd);

return exit_status;
}

#undef A
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10.2 Program Data

nag_dgesdd (f08kdc) Example Program Data

4 6 : m and n

2.27 0.28 -0.48 1.07 -2.35 0.62
-1.54 -1.67 -3.09 1.22 2.93 -7.39
1.15 0.94 0.99 0.79 -1.45 1.03

-1.94 -0.78 -0.21 0.63 2.30 -2.57 : matrix A

10.3 Program Results

nag_dgesdd (f08kdc) Example Program Results

Singular values
9.9966 3.6831 1.3569 0.5000

Left singular vectors
1 2 3 4

1 0.1921 0.8030 0.0041 0.5642
2 -0.8794 0.3926 -0.0752 -0.2587
3 0.2140 0.2980 0.7827 -0.5027
4 -0.3795 -0.3351 0.6178 0.6017

Right singular vectors by row
1 2 3 4 5 6

1 0.2774 0.2020 0.2918 -0.0938 -0.4213 0.7816
2 0.6003 0.0301 -0.3348 0.3699 -0.5266 -0.3353
3 -0.1277 0.2805 0.6453 0.6781 0.0413 -0.1645
4 -0.1323 -0.7034 -0.1906 0.5399 0.0575 0.3957

Error estimate for the singular values
1.1e-15

Error estimates for the left singular vectors
1.8e-16 4.8e-16 1.3e-15 1.3e-15

Error estimates for the right singular vectors
1.8e-16 4.8e-16 1.3e-15 2.2e-15
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NAG Library Function Document

nag_dgebrd (f08kec)

1 Purpose

nag_dgebrd (f08kec) reduces a real m by n matrix to bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgebrd (Nag_OrderType order, Integer m, Integer n, double a[],
Integer pda, double d[], double e[], double tauq[], double taup[],
NagError *fail)

3 Description

nag_dgebrd (f08kec) reduces a real m by n matrix A to bidiagonal form B by an orthogonal
transformation: A ¼ QBPT, where Q and PT are orthogonal matrices of order m and n respectively.

If m 	 n, the reduction is given by:

A ¼ Q B1
0

� �
PT ¼ Q1B1P

T;

where B1 is an n by n upper bidiagonal matrix and Q1 consists of the first n columns of Q.

If m < n, the reduction is given by

A ¼ Q B1 0
� �

PT ¼ QB1P
T
1 ;

where B1 is an m by m lower bidiagonal matrix and PT
1 consists of the first m rows of PT.

The orthogonal matrices Q and P are not formed explicitly but are represented as products of
elementary reflectors (see the f08 Chapter Introduction for details). Functions are provided to work with
Q and P in this representation (see Section 9).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the diagonal and first superdiagonal are overwritten by the upper bidiagonal
matrix B, elements below the diagonal are overwritten by details of the orthogonal matrix Q and
elements above the first superdiagonal are overwritten by details of the orthogonal matrix P .

If m < n, the diagonal and first subdiagonal are overwritten by the lower bidiagonal matrix B,
elements below the first subdiagonal are overwritten by details of the orthogonal matrix Q and
elements above the diagonal are overwritten by details of the orthogonal matrix P .

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least max 1;min m;nð Þð Þ.
On exit: the diagonal elements of the bidiagonal matrix B.

7: e½dim� – double Output

Note: the dimension, dim, of the array e must be at least max 1;min m; nð Þ � 1ð Þ.
On exit: the off-diagonal elements of the bidiagonal matrix B.

8: tauq½dim� – double Output

Note: the dimension, dim, of the array tauq must be at least max 1;min m;nð Þð Þ.
On exit: further details of the orthogonal matrix Q.

9: taup½dim� – double Output

Note: the dimension, dim, of the array taup must be at least max 1;min m;nð Þð Þ.
On exit: further details of the orthogonal matrix P .

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed bidiagonal form B satisfies QBPT ¼ Aþ E, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of B themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the singular values and vectors.

8 Parallelism and Performance

nag_dgebrd (f08kec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgebrd (f08kec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3n

2 3m� nð Þ if m 	 n or 4
3m

2 3n�mð Þ
if m < n.

If m� n, it can be more efficient to first call nag_dgeqrf (f08aec) to perform a QR factorization of A,
and then to call nag_dgebrd (f08kec) to reduce the factor R to bidiagonal form. This requires
approximately 2n2 mþ nð Þ floating-point operations.
If m n, it can be more efficient to first call nag_dgelqf (f08ahc) to perform an LQ factorization of A,
and then to call nag_dgebrd (f08kec) to reduce the factor L to bidiagonal form. This requires
approximately 2m2 mþ nð Þ operations.

To form the orthogonal matrices PT and/or Q nag_dgebrd (f08kec) may be followed by calls to
nag_dorgbr (f08kfc):

to form the m by m orthogonal matrix Q

nag_dorgbr(order,Nag_FormQ,m,m,n,&a,pda,tauq,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_dgebrd (f08kec);

to form the n by n orthogonal matrix P T

nag_dorgbr(order,Nag_FormP,n,n,m,&a,pda,taup,&fail)

but note that the first dimension of the array a, specified by the argument pda, must be at least n, which
may be larger than was required by nag_dgebrd (f08kec).

To apply Q or P to a real rectangular matrix C, nag_dgebrd (f08kec) may be followed by a call to
nag_dormbr (f08kgc).

The complex analogue of this function is nag_zgebrd (f08ksc).

10 Example

This example reduces the matrix A to bidiagonal form, where

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_dgebrd (f08kec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
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{
/* Scalars */
Integer i, j, m, n, pda, d_len, e_len, tauq_len, taup_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *d = 0, *e = 0, *taup = 0, *tauq = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgebrd (f08kec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

d_len = MIN(m, n);
e_len = MIN(m, n) - 1;
tauq_len = MIN(m, n);
taup_len = MIN(m, n);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(taup = NAG_ALLOC(taup_len, double)) ||
!(tauq = NAG_ALLOC(tauq_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Reduce A to bidiagonal form */
/* nag_dgebrd (f08kec).
* Orthogonal reduction of real general rectangular matrix
* to bidiagonal form
*/

nag_dgebrd(order, m, n, a, pda, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgebrd (f08kec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print bidiagonal form */
printf("\nDiagonal\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%9.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
if (m >= n)

printf("\nSuperdiagonal\n");
else

printf("\nSubdiagonal\n");
for (i = 1; i <= MIN(m, n) - 1; ++i)

printf("%9.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(taup);
NAG_FREE(tauq);

return exit_status;
}

#undef A

10.2 Program Data

nag_dgebrd (f08kec) Example Program Data
6 4 :Values of M and N

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A

10.3 Program Results

nag_dgebrd (f08kec) Example Program Results

Diagonal
3.6177 2.4161 -1.9213 -1.4265

Superdiagonal
1.2587 1.5262 -1.1895
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NAG Library Function Document

nag_dorgbr (f08kfc)

1 Purpose

nag_dorgbr (f08kfc) generates one of the real orthogonal matrices Q or P T which were determined by
nag_dgebrd (f08kec) when reducing a real matrix to bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorgbr (Nag_OrderType order, Nag_VectType vect, Integer m,
Integer n, Integer k, double a[], Integer pda, const double tau[],
NagError *fail)

3 Description

nag_dorgbr (f08kfc) is intended to be used after a call to nag_dgebrd (f08kec), which reduces a real
rectangular matrix A to bidiagonal form B by an orthogonal transformation: A ¼ QBPT. nag_dgebrd
(f08kec) represents the matrices Q and PT as products of elementary reflectors.

This function may be used to generate Q or PT explicitly as square matrices, or in some cases just the
leading columns of Q or the leading rows of PT.

The various possibilities are specified by the arguments vect, m, n and k. The appropriate values to
cover the most likely cases are as follows (assuming that A was an m by n matrix):

1. To form the full m by m matrix Q:

nag_dorgbr(order,Nag_FormQ,m,m,n,...)

(note that the array a must have at least m columns).

2. If m > n, to form the n leading columns of Q:

nag_dorgbr(order,Nag_FormQ,m,n,n,...)

3. To form the full n by n matrix PT:

nag_dorgbr(order,Nag_FormP,n,n,m,...)

(note that the array a must have at least n rows).

4. If m < n, to form the m leading rows of PT:

nag_dorgbr(order,Nag_FormP,m,n,m,...)

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether the orthogonal matrix Q or P T is generated.

vect ¼ Nag FormQ
Q is generated.

vect ¼ Nag FormP
PT is generated.

Constraint: vect ¼ Nag FormQ or Nag FormP.

3: m – Integer Input

On entry: m, the number of rows of the orthogonal matrix Q or PT to be returned.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the orthogonal matrix Q or PT to be returned.

Constraints:

n 	 0;
if vect ¼ Nag FormQ and m > k, m 	 n 	 k;
if vect ¼ Nag FormQ and m � k, m ¼ n;
if vect ¼ Nag FormP and n > k, n 	 m 	 k;
if vect ¼ Nag FormP and n � k, n ¼ m.

5: k – Integer Input

On entry: if vect ¼ Nag FormQ, the number of columns in the original matrix A.

If vect ¼ Nag FormP, the number of rows in the original matrix A.

Constraint: k 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgebrd
(f08kec).

On exit: the orthogonal matrix Q or PT, or the leading rows or columns thereof, as specified by
vect, m and n.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least

max 1;min m;kð Þð Þ when vect ¼ Nag FormQ;
max 1;min n;kð Þð Þ when vect ¼ Nag FormP.

On entry: further details of the elementary reflectors, as returned by nag_dgebrd (f08kec) in its
argument tauq if vect ¼ Nag FormQ, or in its argument taup if vect ¼ Nag FormP.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, vect ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 0 and
if vect ¼ Nag FormQ and m > k, m 	 n 	 k;
if vect ¼ Nag FormQ and m � k, m ¼ n;
if vect ¼ Nag FormP and n > k, n 	 m 	 k;
if vect ¼ Nag FormP and n � k, n ¼ m.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision. A similar statement holds for the computed matrix PT.

8 Parallelism and Performance

nag_dorgbr (f08kfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dorgbr (f08kfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations for the cases listed in Section 3 are approximately as
follows:

1. To form the whole of Q:

4
3n 3m2 � 3mnþ n2
� �

if m > n,

4
3m

3 if m � n;

2. To form the n leading columns of Q when m > n:

2
3n

2 3m� nð Þ ;

3. To form the whole of PT:

4
3n

3 if m 	 n,
4
3m 3n2 � 3mnþm2
� �

if m < n;

4. To form the m leading rows of PT when m < n:

2
3m

2 3n�mð Þ .

The complex analogue of this function is nag_zungbr (f08ktc).
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10 Example

For this function two examples are presented, both of which involve computing the singular value
decomposition of a matrix A, where

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA
in the first example and

A ¼
�5:42 3:28 �3:68 0:27 2:06 0:46
�1:65 �3:40 �3:20 �1:03 �4:06 �0:01
�0:37 2:35 1:90 4:31 �1:76 1:13
�3:15 �0:11 1:99 �2:70 0:26 4:50

0B@
1CA

in the second. A must first be reduced to tridiagonal form by nag_dgebrd (f08kec). The program then
calls nag_dorgbr (f08kfc) twice to form Q and PT, and passes these matrices to nag_dbdsqr (f08mec),
which computes the singular value decomposition of A.

10.1 Program Text

/* nag_dorgbr (f08kfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ic, j, m, n, pda, pdc, pdu, pdvt, d_len;
Integer e_len, tauq_len, taup_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *c = 0, *d = 0, *e = 0, *taup = 0, *tauq = 0, *u = 0;
double *vt = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define VT(I, J) vt[(J-1)*pdvt + I - 1]
#define U(I, J) u[(J-1)*pdu + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define VT(I, J) vt[(I-1)*pdvt + J - 1]
#define U(I, J) u[(I-1)*pdu + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorgbr (f08kfc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (ic = 1; ic <= 2; ++ic) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdu = m;
pdvt = m;

#else
pda = n;
pdu = n;
pdvt = n;

#endif
pdc = n;
d_len = n;
e_len = n - 1;
tauq_len = n;
taup_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(taup = NAG_ALLOC(taup_len, double)) ||
!(tauq = NAG_ALLOC(tauq_len, double)) ||
!(u = NAG_ALLOC(m * n, double)) || !(vt = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Reduce A to bidiagonal form using nag_dgebrd (f08kec). */
nag_dgebrd(order, m, n, a, pda, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgebrd (f08kec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (m >= n) {

/* Example 1 */
/* Copy A to VT and U */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
VT(i, j) = A(i, j);

}
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for (i = 1; i <= m; ++i) {
for (j = 1; j <= MIN(i, n); ++j)

U(i, j) = A(i, j);
}
/* nag_dorgbr (f08kfc): */
/* Form P^T explicitly, storing the result in VT */
nag_dorgbr(order, Nag_FormP, n, n, m, vt, pdvt, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgbr (f08kfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dorgbr (f08kfc): */
/* Form Q explicitly, storing the result in U */
nag_dorgbr(order, Nag_FormQ, m, n, n, u, pdu, tauq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgbr (f08kfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dbdsqr (f08mec): Compute the SVD of A. */
nag_dbdsqr(order, Nag_Upper, n, n, m, 0, d, e, vt, pdvt, u,

pdu, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dbdsqr (f08mec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print singular values, left & right singular vectors */
printf("\n Example 1: singular values\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac): Print VT. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, vt, pdvt,
"Example 1: right singular vectors, by row",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* nag_gen_real_mat_print (x04cac): Print U. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, u, pdu,
"Example 1: left singular vectors, by column",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else {

/* Example 2 */
/* Copy A to VT and U */
for (i = 1; i <= m; ++i) {

for (j = i; j <= n; ++j)
VT(i, j) = A(i, j);

}
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for (i = 1; i <= m; ++i) {
for (j = 1; j <= i; ++j)

U(i, j) = A(i, j);
}
/* nag_dorgbr (f08kfc): */
/* Form P^T explicitly, storing the result in VT */
nag_dorgbr(order, Nag_FormP, m, n, m, vt, pdvt, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgbr (f08kfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dorgbr (f08kfc): */
/* Form Q explicitly, storing the result in U */
nag_dorgbr(order, Nag_FormQ, m, m, n, u, pdu, tauq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgbr (f08kfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dbdsqr (f08mec): Compute the SVD of A */
nag_dbdsqr(order, Nag_Lower, m, n, m, 0, d, e, vt, pdvt, u,

pdu, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dbdsqr (f08mec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print singular values, left & right singular vectors */
printf("\n Example 2: singular values\n");
for (i = 1; i <= m; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_real_mat_print (x04cac): Print VT */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, vt, pdvt,
"Example 2: right singular vectors, by row",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* nag_gen_real_mat_print (x04cac): print U */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, m, u, pdu,
"Example 2: left singular vectors, by column",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(taup);
NAG_FREE(tauq);
NAG_FREE(u);
NAG_FREE(vt);

}
return exit_status;
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}

#undef A
#undef U
#undef VT

10.2 Program Data

nag_dorgbr (f08kfc) Example Program Data
6 4 :Values of M and N, Example 1

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A
4 6 :Values of M and N, Example 2

-5.42 3.28 -3.68 0.27 2.06 0.46
-1.65 -3.40 -3.20 -1.03 -4.06 -0.01
-0.37 2.35 1.90 4.31 -1.76 1.13
-3.15 -0.11 1.99 -2.70 0.26 4.50 :End of matrix A

10.3 Program Results

nag_dorgbr (f08kfc) Example Program Results

Example 1: singular values
3.9987 3.0005 1.9967 0.9999

Example 1: right singular vectors, by row
1 2 3 4

1 0.8251 -0.2794 0.2048 0.4463
2 -0.4530 -0.2121 -0.2622 0.8252
3 -0.2829 -0.7961 0.4952 -0.2026
4 0.1841 -0.4931 -0.8026 -0.2807

Example 1: left singular vectors, by column
1 2 3 4

1 -0.0203 0.2794 0.4690 0.7692
2 -0.7284 -0.3464 -0.0169 -0.0383
3 0.4393 -0.4955 -0.2868 0.0822
4 -0.4678 0.3258 -0.1536 -0.1636
5 -0.2200 -0.6428 0.1125 0.3572
6 -0.0935 0.1927 -0.8132 0.4957

Example 2: singular values
7.9987 7.0059 5.9952 4.9989

Example 2: right singular vectors, by row
1 2 3 4 5 6

1 -0.7933 0.3163 -0.3342 -0.1514 0.2142 0.3001
2 0.1002 0.6442 0.4371 0.4890 0.3771 0.0501
3 0.0111 0.1724 -0.6367 0.4354 -0.0430 -0.6111
4 0.2361 0.0216 -0.1025 -0.5286 0.7460 -0.3120

Example 2: left singular vectors, by column
1 2 3 4

1 0.8884 0.1275 0.4331 0.0838
2 0.0733 -0.8264 0.1943 -0.5234
3 -0.0361 0.5435 0.0756 -0.8352
4 0.4518 -0.0733 -0.8769 -0.1466
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NAG Library Function Document

nag_dormbr (f08kgc)

1 Purpose

nag_dormbr (f08kgc) multiplies an arbitrary real m by n matrix C by one of the real orthogonal
matrices Q or P which were determined by nag_dgebrd (f08kec) when reducing a real matrix to
bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormbr (Nag_OrderType order, Nag_VectType vect, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const double a[],
Integer pda, const double tau[], double c[], Integer pdc,
NagError *fail)

3 Description

nag_dormbr (f08kgc) is intended to be used after a call to nag_dgebrd (f08kec), which reduces a real
rectangular matrix A to bidiagonal form B by an orthogonal transformation: A ¼ QBPT. nag_dgebrd
(f08kec) represents the matrices Q and PT as products of elementary reflectors.

This function may be used to form one of the matrix products

QC;QTC;CQ;CQT; PC; PTC;CP or CP T;

overwriting the result on C (which may be any real rectangular matrix).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

Note: in the descriptions below, r denotes the order of Q or PT: if side ¼ Nag LeftSide, r ¼ m and if
side ¼ Nag RightSide, r ¼ n.

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether Q or QT or P or PT is to be applied to C.

vect ¼ Nag ApplyQ
Q or QT is applied to C.
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vect ¼ Nag ApplyP
P or PT is applied to C.

Constraint: vect ¼ Nag ApplyQ or Nag ApplyP.

3: side – Nag_SideType Input

On entry: indicates how Q or QT or P or P T is to be applied to C.

side ¼ Nag LeftSide
Q or QT or P or PT is applied to C from the left.

side ¼ Nag RightSide
Q or QT or P or PT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: trans – Nag_TransType Input

On entry: indicates whether Q or P or QT or PT is to be applied to C.

trans ¼ Nag NoTrans
Q or P is applied to C.

trans ¼ Nag Trans
QT or PT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

5: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

7: k – Integer Input

On entry: if vect ¼ Nag ApplyQ, the number of columns in the original matrix A.

If vect ¼ Nag ApplyP, the number of rows in the original matrix A.

Constraint: k 	 0.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�min r ; kð Þð Þ when vect ¼ Nag ApplyQ and order ¼ Nag ColMajor;
max 1; r � pdað Þ when vect ¼ Nag ApplyQ and order ¼ Nag RowMajor;
max 1;pda� rð Þ when vect ¼ Nag ApplyP and order ¼ Nag ColMajor;
max 1;min r ; kð Þ � pdað Þ when vect ¼ Nag ApplyP and order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgebrd
(f08kec).

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor,

if vect ¼ Nag ApplyQ, pda 	 max 1; rð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1;min r ; kð Þð Þ.;

if order ¼ Nag RowMajor,

if vect ¼ Nag ApplyQ, pda 	 max 1;min r ; kð Þð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1; rð Þ..

10: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1;min r ;kð Þð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgebrd (f08kec) in its
argument tauq if vect ¼ Nag ApplyQ, or in its argument taup if vect ¼ Nag ApplyP.

11: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix C.

On exit: c is overwritten by QC or QTC or CQ or CTQ or PC or PTC or CP or CTP as
specified by vect, side and trans.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08kgc

Mark 26 f08kgc.3



NE_ENUM_INT_2

On entry, vect ¼ valueh i, pda ¼ valueh i, k ¼ valueh i.
Constraint: if vect ¼ Nag ApplyQ, pda 	 max 1;min r ; kð Þð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1; rð Þ.
On entry, vect ¼ valueh i, pda ¼ valueh i and k ¼ valueh i.
Constraint: if vect ¼ Nag ApplyQ, pda 	 max 1; rð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1;min r ; kð Þð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dormbr (f08kgc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dormbr (f08kgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately

if side ¼ Nag LeftSide and m 	 k, 2nk 2m� kð Þ;
if side ¼ Nag RightSide and n 	 k, 2mk 2n� kð Þ;

if side ¼ Nag LeftSide and m < k, 2m2n;

if side ¼ Nag RightSide and n < k, 2mn2,

where k is the value of the argument k.

The complex analogue of this function is nag_zunmbr (f08kuc).

10 Example

For this function two examples are presented. Both illustrate how the reduction to bidiagonal form of a
matrix A may be preceded by a QR or LQ factorization of A.

In the first example, m > n, and

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA:

The function first performs a QR factorization of A as A ¼ QaR and then reduces the factor R to
bidiagonal form B: R ¼ QbBP

T. Finally it forms Qa and calls nag_dormbr (f08kgc) to form
Q ¼ QaQb.

In the second example, m < n, and

A ¼
�5:42 3:28 �3:68 0:27 2:06 0:46
�1:65 �3:40 �3:20 �1:03 �4:06 �0:01
�0:37 2:35 1:90 4:31 �1:76 1:13
�3:15 �0:11 1:99 �2:70 0:26 4:50

0B@
1CA:

The function first performs an LQ factorization of A as A ¼ LPT
a and then reduces the factor L to

bidiagonal form B: L ¼ QBPT
b . Finally it forms PT

b and calls nag_dormbr (f08kgc) to form
PT ¼ P T

b P
T
a .

10.1 Program Text

/* nag_dormbr (f08kgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, ic, j, m, n, pda, pdpt, pdu;
Integer d_len, e_len, tau_len, tauq_len, taup_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *d = 0, *e = 0, *pt = 0, *tau = 0, *taup = 0, *tauq = 0;
double *u = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define U(I, J) u[(J - 1) * pdu + I - 1]
#define PT(I, J) pt[(J - 1) * pdpt + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define U(I, J) u[(I - 1) * pdu + J - 1]
#define PT(I, J) pt[(I - 1) * pdpt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dormbr (f08kgc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (ic = 1; ic <= 2; ++ic) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif
pdu = m;
pdpt = n;
taup_len = n;
tauq_len = n;
tau_len = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(pt = NAG_ALLOC(n * n, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) ||
!(taup = NAG_ALLOC(taup_len, double)) ||
!(tauq = NAG_ALLOC(tauq_len, double)) ||
!(u = NAG_ALLOC(m * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */
for (i = 1; i <= m; ++i) {
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for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (m >= n) {
/* Example 1. */

/* nag_dgeqrf (f08aec): Compute the QR factorization of A */
nag_dgeqrf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrf (f08aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Copy A to U */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= MIN(i, n); ++j)
U(i, j) = A(i, j);

}
/* nag_dorgqr (f08afc): */
/* Form Q explicitly, storing the result in U */
nag_dorgqr(order, m, m, n, u, pdu, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("order=%d\n", order);
printf("Error from nag_dorgqr (f08afc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Copy R to PT (used as workspace) */
nag_dtr_copy(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n, a,

pda, pt, pdpt, &fail);
/* Set the strictly lower triangular part of R to zero */
for (i = 2; i <= n; ++i) {

for (j = 1; j <= MIN(i - 1, n - 1); ++j)
PT(i, j) = 0.0;

}
/* nag_dgebrd (f08kec): Bidiagonalize R. */
nag_dgebrd(order, n, n, pt, pdpt, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgebrd (f08kec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dormbr (f08kgc): Update Q, storing the result in U. */
nag_dormbr(order, Nag_ApplyQ, Nag_RightSide, Nag_NoTrans,

m, n, n, pt, pdpt, tauq, u, pdu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dormbr (f08kgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print bidiagonal form and matrix Q */
printf("\nExample 1: bidiagonal matrix B\nDiagonal\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\nSuperdiagonal\n");
for (i = 1; i <= n - 1; ++i)

printf("%8.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_real_mat_print (x04cac): Print Q as stored in u. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, u, pdu, "Example 1: matrix Q", 0, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else {

/* Example 2. */

/* nag_dgelqf (f08ahc): Compute the LQ factorization of A. */
nag_dgelqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgelqf (f08ahc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Copy A to PT */
for (i = 1; i <= m; ++i) {

for (j = i; j <= n; ++j)
PT(i, j) = A(i, j);

}
/* nag_dorglq (f08ajc): */
/* Form Q explicitly, storing the result in PT. */
nag_dorglq(order, n, n, m, pt, pdpt, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorglq (f08ajc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Copy L to U (used as workspace) */
nag_dtr_copy(order, Nag_Lower, Nag_NoTrans, Nag_NonUnitDiag, m, a,

pda, u, pdu, &fail);
/* Set the strictly upper triangular part of L to zero */
for (i = 1; i <= m - 1; ++i) {

for (j = i + 1; j <= m; ++j)
U(i, j) = 0.0;

}
/* nag_dgebrd (f08kec): Bidiagonalize L. */
nag_dgebrd(order, m, m, u, pdu, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgebrd (f08kec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dormbr (f08kgc):Update P^T, storing the result in PT. */
nag_dormbr(order, Nag_ApplyP, Nag_LeftSide, Nag_Trans, m, n, m, u,

pdu, taup, pt, pdpt, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dormbr (f08kgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print bidiagonal form and matrix P^T */
printf("\nExample 2: bidiagonal matrix B\n%s\n", "Diagonal\n");
for (i = 1; i <= m; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\nSuperdiagonal\n");
for (i = 1; i <= m - 1; ++i)

printf("%8.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac), Print pt. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, pt, pdpt, "Example 2: matrix P^T",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
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exit_status = 1;
goto END;

}
}

END:
NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(pt);
NAG_FREE(tau);
NAG_FREE(taup);
NAG_FREE(tauq);
NAG_FREE(u);

}
return exit_status;

}

#undef A
#undef U
#undef PT

10.2 Program Data

nag_dormbr (f08kgc) Example Program Data
6 4 :Values of M and N, Example 1

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A
4 6 :Values of M and N, Example 2

-5.42 3.28 -3.68 0.27 2.06 0.46
-1.65 -3.40 -3.20 -1.03 -4.06 -0.01
-0.37 2.35 1.90 4.31 -1.76 1.13
-3.15 -0.11 1.99 -2.70 0.26 4.50 :End of matrix A

10.3 Program Results

nag_dormbr (f08kgc) Example Program Results

Example 1: bidiagonal matrix B
Diagonal

3.6177 -2.4161 1.9213 -1.4265
Superdiagonal

1.2587 -1.5262 1.1895

Example 1: matrix Q
1 2 3 4

1 -0.1576 -0.2690 0.2612 0.8513
2 -0.5335 0.5311 -0.2922 0.0184
3 0.6358 0.3495 -0.0250 -0.0210
4 -0.5335 0.0035 0.1537 -0.2592
5 0.0415 0.5572 -0.2917 0.4523
6 -0.0055 0.4614 0.8585 -0.0532

Example 2: bidiagonal matrix B
Diagonal

-7.7724 6.1573 -6.0576 5.7933
Superdiagonal

1.1926 0.5734 -1.9143

Example 2: matrix P^T
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1 2 3 4 5 6
1 -0.7104 0.4299 -0.4824 0.0354 0.2700 0.0603
2 0.3583 0.1382 -0.4110 0.4044 0.0951 -0.7148
3 -0.0507 0.4244 0.3795 0.7402 -0.2773 0.2203
4 0.2442 0.4016 0.4158 -0.1354 0.7666 -0.0137
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NAG Library Function Document

nag_dgejsv (f08khc)

1 Purpose

nag_dgejsv (f08khc) computes the singular value decomposition (SVD) of a real m by n matrix A
where m 	 n, and optionally computes the left and/or right singular vectors. nag_dgejsv (f08khc)
implements the preconditioned Jacobi SVD of Drmac and Veselic. This is the expert driver function that
calls nag_dgesvj (f08kjc) after certain preconditioning. In most cases nag_dgesvd (f08kbc) or
nag_dgesdd (f08kdc) is sufficient to obtain the SVD of a real matrix. These are much simpler to use
and also handle the case m < n.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgejsv (Nag_OrderType order, Nag_Preprocess joba,
Nag_LeftVecsType jobu, Nag_RightVecsType jobv, Nag_ZeroCols jobr,
Nag_TransType jobt, Nag_Perturb jobp, Integer m, Integer n, double a[],
Integer pda, double sva[], double u[], Integer pdu, double v[],
Integer pdv, double work[], Integer iwork[], NagError *fail)

3 Description

The SVD is written as

A ¼ U�V T;

where � is an m by n matrix which is zero except for its n diagonal elements, U is an m by m
orthogonal matrix, and V is an n by n orthogonal matrix. The diagonal elements of � are the singular
values of A in descending order of magnitude. The columns of U and V are the left and the right
singular vectors of A. The diagonal of � is computed and stored in the array sva.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Drmac Z and Veselic K (2008a) New fast and accurate Jacobi SVD algorithm I SIAM J. Matrix Anal.
Appl. 29 4

Drmac Z and Veselic K (2008b) New fast and accurate Jacobi SVD algorithm II SIAM J. Matrix Anal.
Appl. 29 4

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 3.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: joba – Nag_Preprocess Input

On entry: specifies the form of pivoting for the QR factorization stage; whether an estimate of
the condition number of the scaled matrix is required; and the form of rank reduction that is
performed.

joba ¼ Nag ColpivRrank
The initial QR factorization of the input matrix is performed with column pivoting; no
estimate of condition number is computed; and, the rank is reduced by only the
underflowed part of the triangular factor R. This option works well (high relative accuracy)
if A ¼ BD, with well-conditioned B and arbitrary diagonal matrix D. The accuracy cannot
be spoiled by column scaling. The accuracy of the computed output depends on the
condition of B, and the procedure aims at the best theoretical accuracy.

joba ¼ Nag ColpivRrankCond
Computation as with joba ¼ Nag ColpivRrank with an additional estimate of the condition
number of B. It provides a realistic error bound.

joba ¼ Nag FullpivRrank
The initial QR factorization of the input matrix is performed with full row and column
pivoting; no estimate of condition number is computed; and, the rank is reduced by only
the underflowed part of the triangular factor R. If A ¼ D1 � C �D2 with ill-conditioned
diagonal scalings D1, D2, and well-conditioned matrix C, this option gives higher
accuracy than the joba ¼ Nag ColpivRrank option. If the structure of the input matrix is
not known, and relative accuracy is desirable, then this option is advisable.

joba ¼ Nag FullpivRrankCond
Computation as with joba ¼ Nag FullpivRrank with an additional estimate of the
condition number of B, where A ¼ DB (i.e., B ¼ C �D2). If A has heavily weighted
rows, then using this condition number gives too pessimistic an error bound.

joba ¼ Nag ColpivSVrankAbs
Computation as with joba ¼ Nag ColpivRrank except in the treatment of rank reduction.
In this case, small singular values are to be considered as noise and, if found, the matrix is
treated as numerically rank deficient. The computed SVD A ¼ U�V T restores A up to
f m; nð Þ � �� Ak k, where � is machine precision. This gives the procedure licence to
discard (set to zero) all singular values below n� �� Ak k.

joba ¼ Nag ColpivSVrankRel
Similar to joba ¼ Nag ColpivSVrankAbs. The rank revealing property of the initial QR
factorization is used to reveal (using the upper triangular factor) a gap �rþ1 < ��r in which
case the numerical rank is declared to be r. The SVD is computed with absolute error
bounds, but more accurately than with joba ¼ Nag ColpivSVrankAbs.

C o n s t r a i n t : joba ¼ Nag ColpivRrank, Nag ColpivRrankCond, Nag FullpivRrank,
Nag FullpivRrankCond, Nag ColpivSVrankAbs or Nag ColpivSVrankRel.

3: jobu – Nag_LeftVecsType Input

On entry: specifies options for computing the left singular vectors U .

jobu ¼ Nag LeftSpan
The first n left singular vectors (columns of U) are computed and returned in the array u.

jobu ¼ Nag LeftVecs
All m left singular vectors are computed and returned in the array u.

jobu ¼ Nag NotLeftWork
No left singular vectors are computed, but the array u (with pdu 	 m and second
dimension at least n) is available as workspace for computing right singular values. See
the description of u.
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jobu ¼ Nag NotLeftVecs
No left singular vectors are computed. u is not referenced when jobv ¼ Nag NotRightVecs
or Nag NotRightWork.

Constraint: jobu ¼ Nag LeftSpan, Nag LeftVecs, Nag NotLeftWork or Nag NotLeftVecs.

4: jobv – Nag_RightVecsType Input

On entry: specifies options for computing the right singular vectors V .

jobv ¼ Nag RightVecs
the n right singular vectors (columns of V ) are computed and returned in the array v;
Jacobi rotations are not explicitly accumulated.

jobv ¼ Nag RightVecsJRots
the n right singular vectors (columns of V ) are computed and returned in the array v, but
they are computed as the product of Jacobi rotations. This option is allowed only if
jobu ¼ Nag LeftSpan or Nag LeftVecs, i.e., in computing the full SVD.

This is equivalent to multiplying the input matrix, on the right, by the matrix V .

jobv ¼ Nag NotRightWork
No right singular values are computed, but the array v (with pdv 	 n and second
dimension at least n) is available as workspace for computing left singular values. See the
description of v.

jobv ¼ Nag NotRightVecs
No right singular vectors are computed. v is not referenced when jobu ¼ Nag NotLeftVecs
or Nag NotLeftWork or jobt ¼ Nag NoTrans or m 6¼ n.

Constraints:

jobv ¼ Nag RightVecs, Nag RightVecsJRots, Nag NotRightWork or Nag NotRightVecs;
if jobu ¼ Nag NotLeftWork or Nag NotLeftVecs, jobv 6¼ Nag RightVecsJRots.

5: jobr – Nag_ZeroCols Input

On entry: specifies the conditions under which columns of A are to be set to zero. This
effectively specifies a lower limit on the range of singular values; any singular values below this
limit are (through column zeroing) set to zero. If A 6¼ 0 is scaled so that the largest column (in
the Euclidean norm) of cA is equal to the square root of the overflow threshold, then jobr allows
the function to kill columns of A whose norm in cA is less than

ffiffiffiffiffiffiffiffiffiffiffiffi
sfmin
p

(for
jobr ¼ Nag ZeroColsRestrict), or less than sfmin=� (otherwise). sfmin is the safe range
argument, as returned by function nag_real_safe_small_number (X02AMC).

jobr ¼ Nag ZeroColsNormal
Only set to zero those columns of A for which the norm of corresponding column of
cA < sfmin=�, that is, those columns that are effectively zero (to machine precision)
anyway. If the condition number of A is greater than the overflow threshold �, where � is
the value returned by nag_real_largest_number (X02ALC), you are recommended to use
function nag_dgesvj (f08kjc).

jobr ¼ Nag ZeroColsRestrict
Set to zero those columns of A for which the norm of the corresponding column of
cA <

ffiffiffiffiffiffiffiffiffiffiffiffi
sfmin
p

. This approximately represents a restricted range for � cAð Þ offfiffiffiffiffiffiffiffiffiffiffiffi
sfmin
p

;
ffiffiffi
�
p� �

.

For computing the singular values in the full range from the safe minimum up to the overflow
threshold use nag_dgesvj (f08kjc).

Suggested value: jobr ¼ Nag ZeroColsRestrict.

Constraint: jobr ¼ Nag ZeroColsNormal or Nag ZeroColsRestrict.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08khc

Mark 27.1 f08khc.3



6: jobt – Nag_TransType Input

On entry: specifies, in the case n ¼ m, whether the function is permitted to use the transpose of
A for improved efficiency. If the matrix is square then the procedure may use transposed A if AT

seems to be better with respect to convergence. If the matrix is not square, jobt is ignored. The
decision is based on two values of entropy over the adjoint orbit of ATA. See the descriptions of
work½5� and work½6�.
jobt ¼ Nag Trans

If n ¼ m, perform an entropy test and then transpose if the test indicates possibly faster
convergence of the Jacobi process if AT is taken as input. If A is replaced with AT, then
the row pivoting is included automatically.

jobt ¼ Nag NoTrans
No entropy test and no transposition is performed.

The option jobt ¼ Nag Trans can be used to compute only the singular values, or the full SVD
(U , � and V ). In the case where only one set of singular vectors (U or V ) is required, the caller
must still provide both u and v, as one of the matrices is used as workspace if the matrix A is
transposed. See the descriptions of u and v.

Constraint: jobt ¼ Nag Trans or Nag NoTrans.

7: jobp – Nag_Perturb Input

On entry: specifies whether the function should be allowed to introduce structured perturbations
to drown denormalized numbers. For details see Drmac and Veselic (2008a) and Drmac and
Veselic (2008b). For the sake of simplicity, these perturbations are included only when the full
SVD or only the singular values are requested.

jobp ¼ Nag PerturbOn
Introduce perturbation if A is found to be very badly scaled (introducing denormalized
numbers).

jobp ¼ Nag PerturbOff
Do not perturb.

Constraint: jobp ¼ Nag PerturbOn or Nag PerturbOff.

8: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

9: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: m 	 n 	 0.

10: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: the contents of a are overwritten.
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11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: sva½n� – double Output

On exit: the, possibly scaled, singular values of A.

The singular values of A are �i ¼ �sva½i � 1�, for i ¼ 1; 2; . . . ; n, where � ¼ work½0�=work½1�.
Normally � ¼ 1 and no scaling is required to obtain the singular values. However, if the largest
singular value of A overflows or if small singular values have been saved from underflow by
scaling the input matrix A, then � 6¼ 1.

If jobr ¼ Nag ZeroColsRestrict then some of the singular values may be returned as exact zeros
because they are below the numerical rank threshold or are denormalized numbers.

13: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag LeftVecs;
max 1;pdu� nð Þ when jobu ¼ Nag LeftSpan or Nag NotLeftWork and
order ¼ Nag ColMajor;
max 1;m� pduð Þ when jobu ¼ Nag LeftSpan or Nag NotLeftWork and
order ¼ Nag RowMajor;
max 1;mð Þ otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag LeftSpan, u contains the m by n matrix of the left singular vectors.

If jobu ¼ Nag LeftVecs, u contains the m by m matrix of the left singular vectors, including an
orthonormal basis of the orthogonal complement of Range(A).

u is not referenced when jobu ¼ Nag NotLeftWork or Nag NotLeftVecs and one of the
following is satisfied:

jobv ¼ Nag NotRightWork or Nag NotRightVecs, or

n ¼ 1, or

A is the zero matrix.

14: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor,

if jobu ¼ Nag LeftVecs, pdu 	 max 1;mð Þ;
if jobu ¼ Nag LeftSpan or Nag NotLeftWork, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.;

if order ¼ Nag RowMajor,

if jobu ¼ Nag LeftVecs, pdu 	 max 1;mð Þ;
if jobu ¼ Nag LeftSpan or Nag NotLeftWork, pdu 	 max 1; nð Þ;
otherwise pdu 	 1..
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15: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� nð Þ when jobv ¼ Nag RightVecs, Nag RightVecsJRots or
Nag NotRightWork;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag RightVecs or Nag RightVecsJRots, v contains the n by n matrix of the
right singular vectors.

v is not referenced when jobv ¼ Nag NotRightWork or Nag NotRightVecs and one of the
following is satisfied:

jobu ¼ Nag LeftSpan or Nag LeftVecs and jobt ¼ Nag Trans, or

n ¼ 1, or

A is the zero matrix.

16: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag RightVecs, Nag RightVecsJRots or Nag NotRightWork, pdv 	 max 1; nð Þ;
otherwise pdv 	 1.

17: work½7� – double Output

On exit: contains information about the completed job.

work½0�
� ¼ work½0�=work½1� is the scaling factor such that �i ¼ �sva½i � 1�, for i ¼ 1; 2; . . . ; n
are the computed singular values of A. (See the description of sva.)

work½1�
See the description of work½0�.

work½2�
sconda, an estimate for the condition number of column equilibrated A (if
joba ¼ Nag ColpivRrankCond or Nag FullpivRrankCond). sconda is an estimate offfiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

RTRð Þ�1
��� ���

1

� �r
. It is computed using nag_dpocon (f07fgc) . It satisfies

n�
1
4 � sconda � R�1

�� ��
2
� n1

4 � sconda where R is the triangular factor from the QR

factorization of A. However, if R is truncated and the numerical rank is determined to be
strictly smaller than n, sconda is returned as �1, thus indicating that the smallest singular
values might be lost.

If full SVD is needed, and you are familiar with the details of the method, the following two
condition numbers are useful for the analysis of the algorithm.

work½3�
An estimate of the scaled condition number of the triangular factor in the first QR
factorization.

work½4�
An estimate of the scaled condition number of the triangular factor in the second QR
factorization.
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The following two parameters are computed if jobt ¼ Nag Trans.

work½5�
The entropy of ATA: this is the Shannon entropy of diagATA= traceATA taken as a point
in the probability simplex.

work½6�
The entropy of AAT.

18: iwork½3� – Integer Output

On exit: contains information about the completed job.

iwork½0�
The numerical rank of A determined after the initial QR factorization with pivoting. See
the descriptions of joba and jobr.

iwork½1�
The number of computed nonzero singular values.

iwork½2�
If nonzero, a warning message: If iwork½2� ¼ 1 then some of the column norms of A were
denormalized (tiny) numbers. The requested high accuracy is not warranted by the data.

19: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, jobv ¼ valueh i and jobu ¼ valueh i.
C o n s t r a i n t : jobv ¼ Nag RightVecs, Nag RightVecsJRots, Nag NotRightWork o r
Nag NotRightVecs and
if jobu ¼ Nag NotLeftWork or Nag NotLeftVecs, jobv 6¼ Nag RightVecsJRots.

NE_CONVERGENCE

nag_dgejsv (f08khc) did not converge in the allowed number of iterations (30). The computed
values might be inaccurate.

NE_ENUM_INT_2

On entry, jobu ¼ valueh i, m ¼ valueh i and pdu ¼ valueh i.
Constraint: if jobu ¼ Nag LeftVecs, pdu 	 max 1;mð Þ;
if jobu ¼ Nag LeftSpan or Nag NotLeftWork, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and n ¼ valueh i.
C o n s t r a i n t : i f jobv ¼ Nag RightVecs, Nag RightVecsJRots o r Nag NotRightWork,
pdv 	 max 1; nð Þ;
otherwise pdv 	 1.
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NE_ENUM_INT_3

On entry, jobu ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if jobu ¼ Nag LeftVecs, pdu 	 max 1;mð Þ;
if jobu ¼ Nag LeftSpan or Nag NotLeftWork, pdu 	 max 1; nð Þ;
otherwise pdu 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n 	 0.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. In addition, the computed singular vectors are nearly orthogonal to
working precision. See Section 4.9 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgejsv (f08khc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dgejsv (f08khc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

nag_dgejsv (f08khc) implements a preconditioned Jacobi SVD algorithm. It uses nag_dgeqrf (f08aec),
nag_dgelqf (f08ahc) and nag_dgeqp3 (f08bfc) as preprocessors and preconditioners. Optionally, an
additional row pivoting can be used as a preprocessor, which in some cases results in much higher
accuracy. An example is matrix A with the structure A ¼ D1CD2, where D1, D2 are arbitrarily ill-
conditioned diagonal matrices and C is a well-conditioned matrix. In that case, complete pivoting in the
first QR factorizations provides accuracy dependent on the condition number of C, and independent of
D1, D2. Such higher accuracy is not completely understood theoretically, but it works well in practice.
Further, if A can be written as A ¼ BD, with well-conditioned B and some diagonal D, then the high
accuracy is guaranteed, both theoretically and in software, independent of D.

10 Example

This example finds the singular values and left and right singular vectors of the 6 by 4 matrix

A ¼

2:27 �1:54 1:15 �1:94
0:28 �1:67 0:94 �0:78
�0:48 �3:09 0:99 �0:21
1:07 1:22 0:79 0:63
�2:35 2:93 �1:45 2:30
0:62 �7:39 1:03 �2:57

0BBBBB@

1CCCCCA;

together with the condition number of A and approximate error bounds for the computed singular
values and vectors.

10.1 Program Text

/* nag_dgejsv (f08khc) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eps, serrbd;
Integer exit_status = 0;
Integer pda, pdu, pdv;
Integer i, j, m, n, n_uvecs, n_vvecs;
/* Arrays */
double *a = 0, *rcondu = 0, *rcondv = 0, *s = 0, *u = 0, *v = 0;
double work[7];
Integer iwork[3];
char nag_enum_arg[40];

/* Nag Types */
Nag_OrderType order;
Nag_Preprocess joba;
Nag_LeftVecsType jobu;
Nag_RightVecsType jobv;
Nag_ZeroCols jobr;
Nag_TransType jobt;
Nag_Perturb jobp;
NagError fail;
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#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgejsv (f08khc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (n < 0 || m < n) {
printf("Invalid n or nrhs\n");
exit_status = 1;
goto END;;

}

/* Read Nag type arguments by name and convert to value */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

joba = (Nag_Preprocess) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobu = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobv = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobr = (Nag_ZeroCols) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobt = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobp = (Nag_Perturb) nag_enum_name_to_value(nag_enum_arg);
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/* Size of u and v depends on some of the above Nag type arguments. */
n_uvecs = 1;
if (jobu == Nag_LeftVecs) {

n_uvecs = m;
}
else if (jobu == Nag_LeftSpan) {

n_uvecs = n;
}
else if (jobu == Nag_NotLeftWork && jobv == Nag_RightVecs &&

jobt == Nag_Trans && m == n) {
n_uvecs = m;

}
if (jobv == Nag_NotRightVecs) {

n_vvecs = 1;
}
else {

n_vvecs = n;
}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdu = m;
pdv = n;

#else
pda = n;
pdu = n_uvecs;
pdv = n_vvecs;

#endif

if (!(a = NAG_ALLOC(m * n, double)) ||
!(rcondu = NAG_ALLOC(m, double)) ||
!(rcondv = NAG_ALLOC(m, double)) ||
!(s = NAG_ALLOC(n, double)) ||
!(u = NAG_ALLOC(m * n_uvecs, double)) ||
!(v = NAG_ALLOC(n_vvecs * n_vvecs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A from data file */
for (i = 1; i <= m; i++)

#ifdef _WIN32
for (j = 1; j <= n; j++)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; j++)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_dgejsv (f08khc)
* Compute the singular values and left and right singular vectors
* of A (A = U*S*V^T, m>=n).
*/

nag_dgejsv(order, joba, jobu, jobv, jobr, jobt, jobp, m, n, a, pda, s, u,
pdu, v, pdv, work, iwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgejsv (f08khc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, eps and compute the approximate
* error bound for the computed singular values. Note that for
* the 2-norm, s[0] = norm(A).
*/
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eps = nag_machine_precision;
serrbd = eps * s[0];

/* Print (possibly scaled) singular values. */
if (fabs(work[0] - work[1]) < 2.0 * eps) {

/* No scaling required */
printf("Singular values\n");
for (j = 0; j < n; j++)

printf("%8.4f", s[j]);
}
else {

printf("Scaled singular values\n");
for (j = 0; j < n; j++)

printf("%8.4f", s[j]);
printf("\nFor true singular values, multiply by a/b,\n");
printf("where a = %f and b = %f", work[0], work[1]);

}
printf("\n\n");

/* Print left and right (spanning) singular vectors, if requested. using
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

if (jobu == Nag_LeftVecs || jobu == Nag_LeftSpan) {
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, u,

pdu, "Left singular vectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
if (jobv == Nag_RightVecs || jobv == Nag_RightVecsJRots) {

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, v,

pdv, "Right singular vectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

/* nag_ddisna (f08flc)
* Estimate reciprocal condition numbers for the singular vectors.
*/

nag_ddisna(Nag_LeftSingVecs, m, n, s, rcondu, &fail);
if (fail.code == NE_NOERROR)

nag_ddisna(Nag_RightSingVecs, m, n, s, rcondv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (joba == Nag_ColpivRrankCond || joba == Nag_FullpivRrankCond) {
printf("\n\nEstimate of the condition number of column equilibrated A\n");
printf("%11.1e", work[2]);

}

/* Print the approximate error bounds for the singular values and vectors. */
printf("\n\nError estimate for the singular values\n%11.1e", serrbd);

printf("\n\nError estimates for left singular vectors\n");
for (i = 0; i < n; i++)

printf("%11.1e", serrbd / rcondu[i]);
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printf("\n\nError estimates for right singular vectors\n");
for (i = 0; i < n; i++)

printf("%11.1e", serrbd / rcondv[i]);
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(rcondu);
NAG_FREE(rcondv);
NAG_FREE(s);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_dgejsv (f08khc) Example Program Data

6 4 : m and n

Nag_ColpivRrankCond : joba
Nag_LeftSpan : jobu
Nag_RightVecs : jobv
Nag_ZeroColsRestrict : jobr
Nag_NoTrans : jobt
Nag_PerturbOff : jobp

2.27 -1.54 1.15 -1.94
0.28 -1.67 0.94 -0.78

-0.48 -3.09 0.99 -0.21
1.07 1.22 0.79 0.63

-2.35 2.93 -1.45 2.30
0.62 -7.39 1.03 -2.57 : matrix a

10.3 Program Results

nag_dgejsv (f08khc) Example Program Results

Singular values
9.9966 3.6831 1.3569 0.5000

Left singular vectors
1 2 3 4

1 0.2774 -0.6003 -0.1277 0.1323
2 0.2020 -0.0301 0.2805 0.7034
3 0.2918 0.3348 0.6453 0.1906
4 -0.0938 -0.3699 0.6781 -0.5399
5 -0.4213 0.5266 0.0413 -0.0575
6 0.7816 0.3353 -0.1645 -0.3957

Right singular vectors
1 2 3 4

1 0.1921 -0.8030 0.0041 -0.5642
2 -0.8794 -0.3926 -0.0752 0.2587
3 0.2140 -0.2980 0.7827 0.5027
4 -0.3795 0.3351 0.6178 -0.6017

Estimate of the condition number of column equilibrated A
9.0e+00

Error estimate for the singular values
1.1e-15
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Error estimates for left singular vectors
1.8e-16 4.8e-16 1.3e-15 2.2e-15

Error estimates for right singular vectors
1.8e-16 4.8e-16 1.3e-15 1.3e-15
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NAG Library Function Document

nag_dgesvj (f08kjc)

1 Purpose

nag_dgesvj (f08kjc) computes the one-sided Jacobi singular value decomposition (SVD) of a real m by
n matrix A, m 	 n, with fast scaled rotations and de Rijk's pivoting, optionally computing the left and/
or right singular vectors. For m < n, the functions nag_dgesvd (f08kbc) or nag_dgesdd (f08kdc) may
be used.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgesvj (Nag_OrderType order, Nag_MatrixType joba,
Nag_LeftVecsType jobu, Nag_RightVecsType jobv, Integer m, Integer n,
double a[], Integer pda, double sva[], Integer mv, double v[],
Integer pdv, double ctol, double work[], NagError *fail)

3 Description

The SVD is written as

A ¼ U�V T;

where � is an n by n diagonal matrix, U is an m by n orthonormal matrix, and V is an n by n
orthogonal matrix. The diagonal elements of � are the singular values of A in descending order of
magnitude. The columns of U and V are the left and the right singular vectors of A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Drmac Z and Veselic K (2008a) New fast and accurate Jacobi SVD algorithm I SIAM J. Matrix Anal.
Appl. 29 4

Drmac Z and Veselic K (2008b) New fast and accurate Jacobi SVD algorithm II SIAM J. Matrix Anal.
Appl. 29 4

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: joba – Nag_MatrixType Input

On entry: specifies the structure of matrix A.

joba ¼ Nag LowerMatrix
The input matrix A is lower triangular.

joba ¼ Nag UpperMatrix
The input matrix A is upper triangular.

joba ¼ Nag GeneralMatrix
The input matrix A is a general m by n matrix, m 	 n.

Constraint: joba ¼ Nag LowerMatrix, Nag UpperMatrix or Nag GeneralMatrix.

3: jobu – Nag_LeftVecsType Input

On entry: specifies whether to compute the left singular vectors and if so whether you want to
control their numerical orthogonality threshold.

jobu ¼ Nag LeftSpan
The left singular vectors corresponding to the nonzero singular values are computed and
returned in the leading columns of a. See more details in the description of a. The
numerical orthogonality threshold is set to approximately tol ¼ ctol � �, where � is the
machine precision and ctol ¼ ffiffiffiffiffi

m
p

.

jobu ¼ Nag LeftVecsCtol
Analogous to jobu ¼ Nag LeftSpan, except that you can control the level of numerical
orthogonality of the computed left singular vectors. The orthogonality threshold is set to
tol ¼ ctol � �, w h e r e ctol i s g i v e n o n i n p u t i n work½0�. T h e o p t i o n
jobu ¼ Nag LeftVecsCtol can be used if m� � is a satisfactory orthogonality of the
computed left singular vectors, so ctol ¼ m could save a few sweeps of Jacobi rotations.
See the descriptions of a and work½0�.

jobu ¼ Nag NotLeftVecs
The matrix U is not computed. However, see the description of a.

Constraint: jobu ¼ Nag LeftSpan, Nag LeftVecsCtol or Nag NotLeftVecs.

4: jobv – Nag_RightVecsType Input

On entry: specifies whether and how to compute the right singular vectors.

jobv ¼ Nag RightVecs
The matrix V is computed and returned in the array v.

jobv ¼ Nag RightVecsMV
The Jacobi rotations are applied to the leading mv by n part of the array v. In other words,
the right singular vector matrix V is not computed explicitly, instead it is applied to an mv

by n matrix initially stored in the first mv rows of v.

jobv ¼ Nag NotRightVecs
The matrix V is not computed and the array v is not referenced.

Constraint: jobv ¼ Nag RightVecs, Nag RightVecsMV or Nag NotRightVecs.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: m 	 n 	 0.
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7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: the matrix U containing the left singular vectors of A.

If jobu ¼ Nag LeftSpan or Nag LeftVecsCtol

if fail:errnum ¼ 0
rank Að Þ orthonormal columns of U are returned in the leading rank Að Þ columns of
the array a. Here rank Að Þ � n is the number of computed singular values of A that
are above the safe range parameter, as returned by nag_real_safe_small_number
(X02AMC). The singular vectors corresponding to underflowed or zero singular
values are not computed. The value of rank Að Þ is returned by rounding work½1� to
the nearest whole number. Also see the descriptions of sva and work. The computed
columns of U are mutually numerically orthogonal up to approximately
tol ¼ ffiffiffiffiffi

m
p � �; or tol ¼ ctol � � (jobu ¼ Nag LeftVecsCtol), where � is the

machine precision and ctol is supplied on entry in work½0�, see the description
of jobu.

If fail:errnum > 0
nag_dgesvj (f08kjc) did not converge in 30 iterations (sweeps). In this case, the
computed columns of U may not be orthogonal up to tol. The output U (stored in
a), � (given by the computed singular values in sva) and V is still a decomposition
of the input matrix A in the sense that the residual A� �� U �� � V Tk k2= Ak k2
is small, where � is the value returned in work½0�.

If jobu ¼ Nag NotLeftVecs

if fail:errnum ¼ 0
Note that the left singular vectors are ‘for free’ in the one-sided Jacobi SVD
algorithm. However, if only the singular values are needed, the level of numerical
orthogonality of U is not an issue and iterations are stopped when the columns of
the iterated matrix are numerically orthogonal up to approximately m� �. Thus, on
exit, a contains the columns of U scaled with the corresponding singular values.

If fail:errnum > 0
nag_dgesvj (f08kjc) did not converge in 30 iterations (sweeps).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

9: sva½n� – double Output

On exit: the, possibly scaled, singular values of A.

If fail:errnum ¼ 0
The singular values of A are �i ¼ �sva½i � 1�, for i ¼ 1; 2; . . . ; n, where � is the scale
factor stored in work½0�. Normally � ¼ 1, however, if some of the singular values of A
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might underflow or overflow, then � 6¼ 1 and the scale factor needs to be applied to obtain
the singular values.

If fail:errnum > 0
nag_dgesvj (f08kjc) did not converge in 30 iterations and �� sva may not be accurate.

10: mv – Integer Input

On entry: if jobv ¼ Nag RightVecsMV, the product of Jacobi rotations is applied to the first mv

rows of v.

If jobv 6¼ Nag RightVecsMV, mv is ignored. See the description of jobv.

11: v½dim� – double Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� nð Þ when jobv ¼ Nag RightVecs;
max 1;pdv� nð Þ when jobv ¼ Nag RightVecsMV and order ¼ Nag ColMajor;
max 1;mv� pdvð Þ when jobv ¼ Nag RightVecsMV and order ¼ Nag RowMajor;
max 1;mvð Þ otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobv ¼ Nag RightVecsMV, v must contain an mv by n matrix to be premultiplied by
the matrix V of right singular vectors.

On exit: the right singular vectors of A.

If jobv ¼ Nag RightVecs, v contains the n by n matrix of the right singular vectors.

If jobv ¼ Nag RightVecsMV, v contains the product of the computed right singular vector
matrix and the initial matrix in the array v.

If jobv ¼ Nag NotRightVecs, v is not referenced.

12: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor,

if jobv ¼ Nag RightVecs, pdv 	 max 1; nð Þ;
if jobv ¼ Nag RightVecsMV, pdv 	 max 1;mvð Þ;
otherwise pdv 	 1.;

if order ¼ Nag RowMajor,

if jobv ¼ Nag RightVecs, pdv 	 max 1; nð Þ;
if jobv ¼ Nag RightVecsMV, pdv 	 max 1; nð Þ;
otherwise pdv 	 1..

13: ctol – double Input

On entry: if jobu ¼ Nag LeftVecsCtol, ctol ¼ ctol, the threshold for convergence. The process
stops if all columns of A are mutually orthogonal up to ctol � �. It is required that ctol 	 1, i.e.,
it is not possible to force the function to obtain orthogonality below �. ctol greater than 1=� is
meaningless, where � is the machine precision.

Constraint: if jobu ¼ Nag LeftVecsCtol, ctol 	 1:0.
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14: work½6� – double Output

On exit: contains information about the completed job.

work½0�
the scaling factor, �, such that �i ¼ �sva½i � 1�, for i ¼ 1; 2; . . . ; n are the computed
singular values of A. (See description of sva.)

work½1�
nint work½1�ð Þgives the number of the computed nonzero singular values.

work½2�
nint work½2�ð Þ gives the number of the computed singular values that are larger than the
underflow threshold.

work½3�
nint work½3�ð Þ gives the number of iterations (sweeps of Jacobi rotations) needed for
numerical convergence.

work½4�
max i6¼j cos A :; ið Þ; A :; jð Þð Þj j in the last iteration (sweep). This is useful information in cases
when nag_dgesvj (f08kjc) did not converge, as it can be used to estimate whether the
output is still useful and for subsequent analysis.

work½5�
The largest absolute value over all sines of the Jacobi rotation angles in the last sweep. It
can be useful for subsequent analysis.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

nag_dgesvj (f08kjc) did not converge in the allowed number of iterations (30), but its output
might still be useful.

NE_ENUM_INT_2

On entry, jobv ¼ valueh i, pdv ¼ valueh i, n ¼ valueh i.
Constraint: if jobv ¼ Nag RightVecs, pdv 	 max 1;nð Þ;
if jobv ¼ Nag RightVecsMV, pdv 	 max 1; nð Þ;
otherwise pdv 	 1.

NE_ENUM_INT_3

On entry, jobv ¼ valueh i, n ¼ valueh i, mv ¼ valueh i and pdv ¼ valueh i.
Constraint: if jobv ¼ Nag RightVecs, pdv 	 max 1;nð Þ;
if jobv ¼ Nag RightVecsMV, pdv 	 max 1;mvð Þ;
otherwise pdv 	 1.
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NE_ENUM_REAL_1

On entry, jobu ¼ valueh i and ctol ¼ valueh i.
Constraint: if jobu ¼ Nag LeftVecsCtol, ctol 	 1:0.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 n 	 0.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. In addition, the computed singular vectors are nearly orthogonal to
working precision. See Section 4.9 of Anderson et al. (1999) for further details.

See Section 6 of Drmac and Veselic (2008a) for a detailed discussion of the accuracy of the computed
SVD.

8 Parallelism and Performance

nag_dgesvj (f08kjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

This SVD algorithm is numerically superior to the bidiagonalization based QR algorithm implemented
by nag_dgesvd (f08kbc) and the divide and conquer algorithm implemented by nag_dgesdd (f08kdc)
algorithms and is considerably faster than previous implementations of the (equally accurate) Jacobi
SVD method. Moreover, this algorithm can compute the SVD faster than nag_dgesvd (f08kbc) and not
much slower than nag_dgesdd (f08kdc). See Section 3.3 of Drmac and Veselic (2008b) for the details.

10 Example

This example finds the singular values and left and right singular vectors of the 6 by 4 matrix

A ¼

2:27 �1:54 1:15 �1:94
0:28 �1:67 0:94 �0:78
�0:48 �3:09 0:99 �0:21
1:07 1:22 0:79 0:63
�2:35 2:93 �1:45 2:30
0:62 �7:39 1:03 �2:57

0BBBBB@

1CCCCCA;

together with approximate error bounds for the computed singular values and vectors.

10.1 Program Text

/* nag_dgesvj (f08kjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eps, serrbd, ctol;
Integer exit_status = 0;
Integer i, j, lwork, m, mv, n, n_vrows, n_vcols, pda, pdv, ranka;

/* Arrays */
double *a = 0, *rcondu = 0, *rcondv = 0, *s = 0, *v = 0, *work = 0;
char nag_enum_arg[40];

/* Nag Types */
Nag_OrderType order;
Nag_MatrixType joba;
Nag_LeftVecsType jobu;
Nag_RightVecsType jobv;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]
#define V(I, J) v[(J-1)*pdv + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]
#define V(I, J) v[(I-1)*pdv + J-1]

order = Nag_RowMajor;
#endif

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08kjc

Mark 26 f08kjc.7



INIT_FAIL(fail);

printf("nag_dgesvj (f08kjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (n < 0 || m < n) {
printf("Invalid m or n\n");
exit_status = 1;
goto END;;

}

/* Read Nag type arguments by name and convert to value */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

joba = (Nag_MatrixType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobu = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobv = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

n_vcols = n;
n_vrows = n;
mv = 0;
if (jobv == Nag_RightVecsMV) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT, &mv);

#else
scanf("%" NAG_IFMT, &mv);

#endif
n_vrows = mv;

}
else if (jobv == Nag_NotRightVecs) {

n_vrows = 1;
n_vcols = 1;

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef NAG_COLUMN_MAJOR
pda = m;
pdv = n_vrows;

#else
pda = n;
pdv = n_vcols;

#endif
lwork = 6;

if (!(a = NAG_ALLOC(m * n, double)) ||
!(rcondu = NAG_ALLOC(m, double)) ||
!(rcondv = NAG_ALLOC(m, double)) ||
!(s = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n_vrows * n_vcols, double)) ||
!(work = NAG_ALLOC(lwork, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A from data file */
if (joba == Nag_GeneralMatrix) {

for (i = 1; i <= m; i++)
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &A(i, j));
#endif

}
else if (joba == Nag_UpperMatrix) {

for (i = 1; i <= m; i++)
#ifdef _WIN32

for (j = i; j <= n; j++)
scanf_s("%lf", &A(i, j));

#else
for (j = i; j <= n; j++)

scanf("%lf", &A(i, j));
#endif

}
else {

for (i = 1; i <= m; i++)
#ifdef _WIN32

for (j = 1; j <= i; j++)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= i; j++)

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* jobv==Nag_RightVecsMV means that the first mv rows of v must be set. */
if (jobv == Nag_RightVecsMV) {

for (i = 1; i <= mv; i++)
#ifdef _WIN32

for (j = 1; j <= n; j++)
scanf_s("%lf", &V(i, j));

#else
for (j = 1; j <= n; j++)

scanf("%lf", &V(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

}
ctol = 10.0;
/* nag_dgesvj (f08kjc)
* Compute the singular values and left and right singular vectors
* of A (A = U*S*V, m>=n).
*/

nag_dgesvj(order, joba, jobu, jobv, m, n, a, pda, s, mv, v, pdv, ctol,
work, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgesvj (f08kjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, eps and compute the approximate
* error bound for the computed singular values. Note that for
* the 2-norm, s[0] = norm(A).
*/

eps = nag_machine_precision;
serrbd = eps * s[0];

/* Print solution */
printf("Singular values\n ");
for (j = 0; j < n; j++)

printf("%8.4f", s[j]);
printf("\n\n");
if (fabs(work[0] - 1.0) > eps)

printf("Values need scaling by factor = %13.5e\n\n", work[0]);

ranka = (Integer) work[1];
printf("Rank of A = %5" NAG_IFMT "\n\n", ranka);
if (jobu != Nag_NotLeftVecs) {

/* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

ranka, a, pda, "Left spanning singular vectors", 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

if (jobv == Nag_RightVecs) {
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, v,

pdv, "Right singular vectors", 0, &fail);
}
else if (jobv == Nag_RightVecsMV) {

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, mv, n,

v, pdv,
"Right singular vectors applied to input V", 0,
&fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_ddisna (f08flc)
* Estimate reciprocal condition numbers for the singular vectors.
*/
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nag_ddisna(Nag_LeftSingVecs, m, n, s, rcondu, &fail);
nag_ddisna(Nag_RightSingVecs, m, n, s, rcondv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the approximate error bounds for the singular values and vectors. */
printf("\nError estimate for the singular values\n");
printf("%11.1e", serrbd);

printf("\n\nError estimates for left singular vectors\n");
for (i = 0; i < n; i++)

printf("%11.1e", serrbd / rcondu[i]);

printf("\n\nError estimates for right singular vectors\n");
for (i = 0; i < n; i++)

printf("%11.1e", serrbd / rcondv[i]);
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(rcondu);
NAG_FREE(rcondv);
NAG_FREE(s);
NAG_FREE(v);
NAG_FREE(work);

return exit_status;
}

10.2 Program Data

nag_dgesvj (f08kjc) Example Program Data

6 4 : m and n

Nag_GeneralMatrix : joba
Nag_LeftSpan : jobu
Nag_RightVecs : jobv

: mv if jobv==Nag_RightVecsMV

2.27 -1.54 1.15 -1.94
0.28 -1.67 0.94 -0.78

-0.48 -3.09 0.99 -0.21
1.07 1.22 0.79 0.63

-2.35 2.93 -1.45 2.30
0.62 -7.39 1.03 -2.57 : matrix a

: mv by n matrix v if jobv==Nag_RightVecsMV

10.3 Program Results

nag_dgesvj (f08kjc) Example Program Results

Singular values
9.9966 3.6831 1.3569 0.5000

Rank of A = 4

Left spanning singular vectors
1 2 3 4

1 -0.2774 0.6003 -0.1277 0.1323
2 -0.2020 0.0301 0.2805 0.7034
3 -0.2918 -0.3348 0.6453 0.1906
4 0.0938 0.3699 0.6781 -0.5399
5 0.4213 -0.5266 0.0413 -0.0575
6 -0.7816 -0.3353 -0.1645 -0.3957

Right singular vectors
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1 2 3 4
1 -0.1921 0.8030 0.0041 -0.5642
2 0.8794 0.3926 -0.0752 0.2587
3 -0.2140 0.2980 0.7827 0.5027
4 0.3795 -0.3351 0.6178 -0.6017

Error estimate for the singular values
1.1e-15

Error estimates for left singular vectors
1.8e-16 4.8e-16 1.3e-15 2.2e-15

Error estimates for right singular vectors
1.8e-16 4.8e-16 1.3e-15 1.3e-15
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NAG Library Function Document

nag_zgelss (f08knc)

1 Purpose

nag_zgelss (f08knc) computes the minimum norm solution to a complex linear least squares problem

min
x

b�Axk k2:

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgelss (Nag_OrderType order, Integer m, Integer n, Integer nrhs,
Complex a[], Integer pda, Complex b[], Integer pdb, double s[],
double rcond, Integer *rank, NagError *fail)

3 Description

nag_zgelss (f08knc) uses the singular value decomposition (SVD) of A, where A is an m by n matrix
which may be rank-deficient.

Several right-hand side vectors b and solution vectors x can be handled in a single call; they are stored
as the columns of the m by r right-hand side matrix B and the n by r solution matrix X.

The effective rank of A is determined by treating as zero those singular values which are less than
rcond times the largest singular value.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: the first min m;nð Þ rows of A are overwritten with its right singular vectors, stored row-
wise.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by r right-hand side matrix B.

On exit: b is overwritten by the n by r solution matrix X. If m 	 n and rank ¼ n, the residual
sum of squares for the solution in the ith column is given by the sum of squares of the modulus
of elements nþ 1; . . . ;m in that column.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least max 1;min m; nð Þð Þ.
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On exit: the singular values of A in decreasing order.

10: rcond – double Input

On entry: used to determine the effective rank of A. Singular values s½i� 1� � rcond� s½0� are
treated as zero. If rcond < 0, machine precision is used instead.

11: rank – Integer * Output

On exit: the effective rank of A, i.e., the number of singular values which are greater than
rcond� s½0�.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm for computing the SVD failed to converge; valueh i off-diagonal elements of an
intermediate bidiagonal form did not converge to zero.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
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NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details.

8 Parallelism and Performance

nag_zgelss (f08knc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgelss (f08knc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dgelss (f08kac).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2

for the solution, x, of minimum norm, where

A ¼

0:47� 0:34i �0:40þ 0:54i 0:60þ 0:01i 0:80� 1:02i
�0:32� 0:23i �0:05þ 0:20i �0:26� 0:44i �0:43þ 0:17i
0:35� 0:60i �0:52� 0:34i 0:87� 0:11i �0:34� 0:09i
0:89þ 0:71i �0:45� 0:45i �0:02� 0:57i 1:14� 0:78i
�0:19þ 0:06i 0:11� 0:85i 1:44þ 0:80i 0:07þ 1:14i

0BBB@
1CCCA

and

b ¼

�1:08� 2:59i
�2:61� 1:49i
3:13� 3:61i
7:33� 8:01i
9:12þ 7:63i

0BBB@
1CCCA:

A tolerance of 0:01 is used to determine the effective rank of A.
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10.1 Program Text

/* nag_zgelss (f08knc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rcond, rnorm;
Integer exit_status = 0, i, j, m, n, nrhs, rank, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
double *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgelss (f08knc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#endif
if (m < 0 || n < 0 || nrhs < 0) {

printf("Invalid m, n or nrhs\n");
exit_status = 1;
goto END;

}

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(MAX(m, n) * nrhs, Complex)) ||
!(s = NAG_ALLOC(MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = MAX(m, n);

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Choose rcond to reflect the relative accuracy of the input data */
rcond = 0.01;

/* Solve the least squares problem min( norm2(b - Ax) ) for the x
* of minimum norm.
* nag_zgelss (f08knc).
*/

nag_zgelss(order, m, n, nrhs, a, pda, b, pdb, s, rcond, &rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgelss (f08knc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 0 ? "\n" : " ");
printf("\n");

}

/* Print the effective rank of A */
printf("\nTolerance used to estimate the rank of A\n%11.2e\n", rcond);

printf("Estimated rank of A\n%6" NAG_IFMT "\n", rank);

/* Print singular values of A */
printf("\nSingular values of A\n");
for (i = 0; i < n; ++i)

printf(" %10.4f%s", s[i], i % 7 == 6 ? "\n" : "");
printf("\n");
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/* Compute and print estimate of the square root of the residual sum of
* squares using nag_zge_norm (f16uac) with Frobenius norm.*/

if (rank == n) {
nag_zge_norm(order, Nag_FrobeniusNorm, m - n, 1, &B(n + 1, 1), pdb,

&rnorm, &fail);
printf("\nSquare root of the residual sum of squares\n%11.2e\n", rnorm);

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(s);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zgelss (f08knc) Example Program Data

5 4 1 : m, n, nrhs

( 0.47,-0.34) (-0.40, 0.54) ( 0.60, 0.01) ( 0.80,-1.02)
(-0.32,-0.23) (-0.05, 0.20) (-0.26,-0.44) (-0.43, 0.17)
( 0.35,-0.60) (-0.52,-0.34) ( 0.87,-0.11) (-0.34,-0.09)
( 0.89, 0.71) (-0.45,-0.45) (-0.02,-0.57) ( 1.14,-0.78)
(-0.19, 0.06) ( 0.11,-0.85) ( 1.44, 0.80) ( 0.07, 1.14) : matrix A

(-1.08,-2.59)
(-2.61,-1.49)
( 3.13,-3.61)
( 7.33,-8.01)
( 9.12, 7.63) : vector b

10.3 Program Results

nag_zgelss (f08knc) Example Program Results

Least squares solution
( 1.1673, -3.3222)
( 1.3480, 5.5028)
( 4.1762, 2.3434)
( 0.6465, 0.0105)

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
3

Singular values of A
2.9979 1.9983 1.0044 0.0064
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NAG Library Function Document

nag_zgesvd (f08kpc)

1 Purpose

nag_zgesvd (f08kpc) computes the singular value decomposition (SVD) of a complex m by n matrix A,
optionally computing the left and/or right singular vectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgesvd (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVTType jobvt, Integer m, Integer n, Complex a[], Integer pda,
double s[], Complex u[], Integer pdu, Complex vt[], Integer pdvt,
double rwork[], NagError *fail)

3 Description

The SVD is written as

A ¼ U�V H;

where � is an m by n matrix which is zero except for its min m;nð Þ diagonal elements, U is an m by m
unitary matrix, and V is an n by n unitary matrix. The diagonal elements of � are the singular values
of A; they are real and non-negative, and are returned in descending order. The first min m;nð Þ columns
of U and V are the left and right singular vectors of A.

Note that the function returns V H, not V .

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: specifies options for computing all or part of the matrix U .

jobu ¼ Nag AllU
All m columns of U are returned in array u.
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jobu ¼ Nag SingularVecsU
The first min m;nð Þ columns of U (the left singular vectors) are returned in the array u.

jobu ¼ Nag Overwrite
The first min m;nð Þ columns of U (the left singular vectors) are overwritten on the array a.

jobu ¼ Nag NotU
No columns of U (no left singular vectors) are computed.

Constraint: jobu ¼ Nag AllU, Nag SingularVecsU, Nag Overwrite or Nag NotU.

3: jobvt – Nag_ComputeVTType Input

On entry: specifies options for computing all or part of the matrix V H.

jobvt ¼ Nag AllVT
All n rows of V H are returned in the array vt.

jobvt ¼ Nag SingularVecsVT
The first min m;nð Þ rows of V H (the right singular vectors) are returned in the array vt.

jobvt ¼ Nag OverwriteVT
The first min m;nð Þ rows of V H (the right singular vectors) are overwritten on the array a.

jobvt ¼ Nag NotVT
No rows of V H (no right singular vectors) are computed.

Constraints:

jobvt ¼ Nag AllVT, Nag SingularVecsVT, Nag OverwriteVT or Nag NotVT;
if jobu ¼ Nag Overwrite, jobvt 6¼ Nag OverwriteVT.

4: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if jobu ¼ Nag Overwrite, a is overwritten with the first min m;nð Þ columns of U (the
left singular vectors, stored column-wise).

If jobvt ¼ Nag OverwriteVT, a is overwritten with the first min m;nð Þ rows of V H (the right
singular vectors, stored row-wise).

If jobu 6¼ Nag Overwrite and jobvt 6¼ Nag OverwriteVT, the contents of a are destroyed.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least max 1;min m; nð Þð Þ.
On exit: the singular values of A, sorted so that s½i� 1� 	 s½i�.

9: u½dim� – Complex Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
max 1;pdu�min m; nð Þð Þ when jobu ¼ Nag SingularVecsU and order ¼ Nag ColMajor;
max 1;m� pduð Þ when jobu ¼ Nag SingularVecsU and order ¼ Nag RowMajor;
max 1;mð Þ otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the m by m unitary matrix U .

If jobu ¼ Nag SingularVecsU, u contains the first min m;nð Þ columns of U (the left singular
vectors, stored column-wise).

If jobu ¼ Nag NotU or Nag Overwrite, u is not referenced.

10: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor,

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.;

if order ¼ Nag RowMajor,

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1..

11: vt½dim� – Complex Output

Note: the dimension, dim, of the array vt must be at least

max 1;pdvt� nð Þ when jobvt ¼ Nag AllVT;
max 1;pdvt� nð Þ when jobvt ¼ Nag SingularVecsVT and order ¼ Nag ColMajor;
max 1;min m;nð Þ � pdvtð Þ when jobvt ¼ Nag SingularVecsVT and
order ¼ Nag RowMajor;
max 1;min m;nð Þð Þ otherwise.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.
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On exit: if jobvt ¼ Nag AllVT, vt contains the n by n unitary matrix V H.

If jobvt ¼ Nag SingularVecsVT, vt contains the first min m;nð Þ rows of V H (the right singular
vectors, stored row-wise).

If jobvt ¼ Nag NotVT or Nag OverwriteVT, vt is not referenced.

12: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if order ¼ Nag ColMajor,

if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1;min m; nð Þð Þ;
otherwise pdvt 	 1.;

if order ¼ Nag RowMajor,

if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1..

13: rwork½min m; nð Þ� – double Output

On exit: if fail:code ¼ NE_CONVERGENCE, RWORK 1 : min m;nð Þ � 1ð Þ (using the notation
described in Section 2.3.1.4 in How to Use the NAG Library and its Documentation) contains the
unconverged superdiagonal elements of an upper bidiagonal matrix B whose diagonal is in S (not
necessarily sorted). B satisfies A ¼ UBV T, so it has the same singular values as A, and singular
vectors related by U and V T.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, jobvt ¼ valueh i and jobu ¼ valueh i.
Constraint: jobvt ¼ Nag AllVT, Nag SingularVecsVT, Nag OverwriteVT or Nag NotVT and
and
if jobu ¼ Nag Overwrite, jobvt 6¼ Nag OverwriteVT.

NE_CONVERGENCE

If nag_zgesvd (f08kpc) did not converge, fail:errnum specifies how many superdiagonals of an
intermediate bidiagonal form did not converge to zero.
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NE_ENUM_INT_2

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobvt ¼ valueh i, pdvt ¼ valueh i, n ¼ valueh i.
Constraint: if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.

NE_ENUM_INT_3

On entry, jobu ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
if jobu ¼ Nag SingularVecsU, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1.

On entry, jobvt ¼ valueh i, pdvt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if jobvt ¼ Nag AllVT, pdvt 	 max 1; nð Þ;
if jobvt ¼ Nag SingularVecsVT, pdvt 	 max 1;min m; nð Þð Þ;
otherwise pdvt 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. In addition, the computed singular vectors are nearly orthogonal to
working precision. See Section 4.9 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgesvd (f08kpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgesvd (f08kpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately proportional to mn2 when m > n and
m2n otherwise.

The singular values are returned in descending order.

The real analogue of this function is nag_dgesvd (f08kbc).

10 Example

This example finds the singular values and left and right singular vectors of the 6 by 4 matrix

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA;

together with approximate error bounds for the computed singular values and vectors.

The example program for nag_zgesdd (f08krc) illustrates finding a singular value decomposition for the
case m � n.

10.1 Program Text

/* nag_zgesvd (f08kpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
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#include <nagx02.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
double eps, norm, serrbd;
Integer exit_status = 0, i, j, m, n, pda, pdd, pdu, pdvt;

/* Arrays */
Complex *a = 0, *d = 0, *u = 0, *vt = 0;
double *rcondu = 0, *rcondv = 0, *s = 0, *uerrbd = 0, *verrbd = 0;
double *rwork = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgesvd (f08kpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif

if (m < 0 || n < 0) {
printf("Invalid m or n\n");
exit_status = 1;
goto END;

}

/* Allocate memory: these assume that A is overwritten by U, and
* all of VT is required.
*/

if (!(a = NAG_ALLOC(m * n, Complex)) ||
!(d = NAG_ALLOC(m * n, Complex)) ||
!(u = NAG_ALLOC(1, Complex)) ||
!(vt = NAG_ALLOC(MIN(m, n) * n, Complex)) ||
!(rcondu = NAG_ALLOC(MIN(m, n), double)) ||
!(rcondv = NAG_ALLOC(MIN(m, n), double)) ||
!(s = NAG_ALLOC(MIN(m, n), double)) ||
!(uerrbd = NAG_ALLOC(MIN(m, n), double)) ||
!(verrbd = NAG_ALLOC(MIN(m, n), double)) ||
!(rwork = NAG_ALLOC(MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
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#else
pda = n;

#endif
pdu = 1;
pdvt = n;
pdd = pda;

/* Read the m by n matrix A from data file. */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A to D: nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
*/

nag_zge_copy(order, Nag_NoTrans, m, n, a, pda, d, pdd, &fail);

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix A */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* nag_zgesvd (f08kpc)
* Compute the singular values and left and right singular vectors
* of A (A = U*S*(V^H), m.ge.n)
*/

nag_zgesvd(order, Nag_Overwrite, Nag_AllVT, m, n, a, pda, s, u, pdu, vt,
pdvt, rwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgesvd (f08kpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct A from its decomposition and subtract from original A:
* first, A <- U(A)*S, then D <- D - U*S*V^H using
* nag_zgemm (f16zac).
*/

for (i = 1; i <= m; i++)
for (j = 1; j <= MIN(m, n); j++)

A(i, j).re *= s[j - 1], A(i, j).im *= s[j - 1];

alpha = nag_complex(-1.0, 0.0);
beta = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, n, alpha, a, pda, vt, pdvt,

beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Find norm of difference matrix D and print warning if it is too large:
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* nag_zge_norm (f16uac) using one-norm.
*/

nag_zge_norm(order, Nag_OneNorm, m, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8)) {

printf("Norm of A-(U*S*V^H) is much greater than 0.\n"
" Schur factorization has failed.\n");

exit_status = 1;
goto END;

}
/* Print singular values and error estimates on values and vectors. */
printf("\nSingular values\n");
for (i = 0; i < n; ++i)

printf("%10.4f%s", s[i], i % 8 == 7 ? "\n" : " ");
printf("\n\n");

/* Approximate error bound for the computed singular values.
* Note that for the 2-norm, s[0] = norm(A).
*/

serrbd = eps * s[0];

/* Call nag_ddisna (f08flc) to estimate reciprocal condition numbers for the
* singular vectors.
*/

nag_ddisna(Nag_LeftSingVecs, m, n, s, rcondu, &fail);
nag_ddisna(Nag_RightSingVecs, m, n, s, rcondv, &fail);

/* Compute the error estimates for the singular vectors */
for (i = 0; i < n; ++i) {

uerrbd[i] = serrbd / rcondu[i];
verrbd[i] = serrbd / rcondv[i];

}
printf("Error estimate for the singular values\n%11.1e\n", serrbd);

printf("\nError estimates for the left singular vectors\n");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", uerrbd[i], i % 6 == 5 ? "\n" : "");

printf("\n\nError estimates for the right singular vectors\n");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", verrbd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(u);
NAG_FREE(vt);
NAG_FREE(rcondu);
NAG_FREE(rcondv);
NAG_FREE(s);
NAG_FREE(uerrbd);
NAG_FREE(verrbd);
NAG_FREE(rwork);

return exit_status;
}

#undef A
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10.2 Program Data

nag_zgesvd (f08kpc) Example Program Data

6 4 :Values of M and N

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

10.3 Program Results

nag_zgesvd (f08kpc) Example Program Results

Matrix A
1 2 3 4

1 ( 0.9600,-0.8100) (-0.0300, 0.9600) (-0.9100, 2.0600) (-0.0500, 0.4100)
2 (-0.9800, 1.9800) (-1.2000, 0.1900) (-0.6600, 0.4200) (-0.8100, 0.5600)
3 ( 0.6200,-0.4600) ( 1.0100, 0.0200) ( 0.6300,-0.1700) (-1.1100, 0.6000)
4 (-0.3700, 0.3800) ( 0.1900,-0.5400) (-0.9800,-0.3600) ( 0.2200,-0.2000)
5 ( 0.8300, 0.5100) ( 0.2000, 0.0100) (-0.1700,-0.4600) ( 1.4700, 1.5900)
6 ( 1.0800,-0.2800) ( 0.2000,-0.1200) (-0.0700, 1.2300) ( 0.2600, 0.2600)

Singular values
3.9994 3.0003 1.9944 0.9995

Error estimate for the singular values
4.4e-16

Error estimates for the left singular vectors
4.4e-16 4.4e-16 4.5e-16 4.5e-16

Error estimates for the right singular vectors
4.4e-16 4.4e-16 4.5e-16 4.5e-16
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NAG Library Function Document

nag_zgelsd (f08kqc)

1 Purpose

nag_zgelsd (f08kqc) computes the minimum norm solution to a complex linear least squares problem

min
x

b�Axk k2:

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgelsd (Nag_OrderType order, Integer m, Integer n, Integer nrhs,
Complex a[], Integer pda, Complex b[], Integer pdb, double s[],
double rcond, Integer *rank, NagError *fail)

3 Description

nag_zgelsd (f08kqc) uses the singular value decomposition (SVD) of A, where A is a complex m by n
matrix which may be rank-deficient.

Several right-hand side vectors b and solution vectors x can be handled in a single call; they are stored
as the columns of the m by r right-hand side matrix B and the n by r solution matrix X.

The problem is solved in three steps:

1. reduce the coefficient matrix A to bidiagonal form with Householder transformations, reducing the
original problem into a ‘bidiagonal least squares problem’ (BLS);

2. solve the BLS using a divide-and-conquer approach;

3. apply back all the Householder transformations to solve the original least squares problem.

The effective rank of A is determined by treating as zero those singular values which are less than
rcond times the largest singular value.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: nrhs – Integer Input

On entry: r, the number of right-hand sides, i.e., the number of columns of the matrices B and X.

Constraint: nrhs 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n coefficient matrix A.

On exit: the contents of a are destroyed.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;max 1;m; nð Þ � pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by r right-hand side matrix B.

On exit: b is overwritten by the n by r solution matrix X. If m 	 n and rank ¼ n, the residual
sum of squares for the solution in the ith column is given by the sum of squares of the modulus
of elements nþ 1; . . . ;m in that column.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.
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Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;m;nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

9: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least max 1;min m; nð Þð Þ.
On exit: the singular values of A in decreasing order.

10: rcond – double Input

On entry: used to determine the effective rank of A. Singular values s½i� 1� � rcond� s½0� are
treated as zero. If rcond < 0, machine precision is used instead.

11: rank – Integer * Output

On exit: the effective rank of A, i.e., the number of singular values which are greater than
rcond� s½0�.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm for computing the SVD failed to converge; valueh i off-diagonal elements of an
intermediate bidiagonal form did not converge to zero.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
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On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INT_3

On entry, pdb ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1;m; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See Section 4.5 of Anderson et al. (1999) for details.

8 Parallelism and Performance

nag_zgelsd (f08kqc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgelsd (f08kqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dgelsd (f08kcc).

10 Example

This example solves the linear least squares problem

min
x

b�Axk k2

for the solution, x, of minimum norm, where

A ¼
0:47� 0:34i �0:32� 0:23i 0:35� 0:60i 0:89þ 0:71i �0:19þ 0:06i
�0:40þ 0:54i �0:05þ 0:20i �0:52� 0:34i �0:45� 0:45i 0:11� 0:85i
0:60þ 0:01i �0:26� 0:44i 0:87� 0:11i �0:02� 0:57i 1:44þ 0:80i
0:80� 1:02i �0:43þ 0:17i �0:34� 0:09i 1:14� 0:78i 0:07þ 1:14i

0B@
1CA

and
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b ¼
2:15� 0:20i
�2:24þ 1:82i
4:45� 4:28i
5:70� 6:25i

0B@
1CA:

A tolerance of 0:01 is used to determine the effective rank of A.

10.1 Program Text

/* nag_zgelsd (f08kqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nag_stdlib.h>

int main(void)
{

/* Scalars */
double rcond;
Integer exit_status = 0, i, j, m, n, nrhs, pda, pdb, rank;

/* Arrays */
Complex *a = 0, *b = 0;
double *s = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define B(I, J) b[(J - 1) * pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define B(I, J) b[(I - 1) * pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgelsd (f08kqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &nrhs);

#endif
if (m < 0 || n < 0 || nrhs < 0) {

printf("Invalid m, n or nrhs\n");
exit_status = 1;
goto END;
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}

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(MAX(m, n) * nrhs, Complex)) ||
!(s = NAG_ALLOC(MIN(m, n), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = MAX(m, n);

#else
pda = n;
pdb = nrhs;

#endif

/* Read A and B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= nrhs; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Choose rcond to reflect the relative accuracy of the input data. */
rcond = 0.01;

nag_zgelsd(order, m, n, nrhs, a, pda, b, pdb, s, rcond, &rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgelsd (f08kqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Least squares solution\n");
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nrhs; ++j)
printf("(%7.4f, %7.4f)%s", B(i, j).re, B(i, j).im,

j % 4 == 3 ? "\n" : " ");
printf("\n");

}

/* Print the effective rank of A */
printf("\nTolerance used to estimate the rank of A\n%11.2e\n", rcond);
printf("Estimated rank of A\n%6" NAG_IFMT "\n", rank);

/* Print singular values of A */
printf("\nSingular values of A\n");
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for (i = 0; i < m; ++i)
printf(" %10.4f%s", s[i], i % 7 == 6 ? "\n" : "");

printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(s);

return exit_status;
}

#undef A
#undef B

10.2 Program Data

nag_zgelsd (f08kqc) Example Program Data

4 5 1 : m, n, nrhs

( 0.47,-0.34) (-0.32,-0.23) ( 0.35,-0.60) ( 0.89, 0.71) (-0.19, 0.06)
(-0.40, 0.54) (-0.05, 0.20) (-0.52,-0.34) (-0.45,-0.45) ( 0.11,-0.85)
( 0.60, 0.01) (-0.26,-0.44) ( 0.87,-0.11) (-0.02,-0.57) ( 1.44, 0.80)
( 0.80,-1.02) (-0.43, 0.17) (-0.34,-0.09) ( 1.14,-0.78) ( 0.07, 1.14) : A

( 2.15,-0.20)
(-2.24, 1.82)
( 4.45,-4.28)
( 5.70,-6.25) : B

10.3 Program Results

nag_zgelsd (f08kqc) Example Program Results

Least squares solution
( 3.9747, -1.8377)
(-0.9186, 0.8253)
(-0.3105, 0.1477)
( 1.0050, 0.8626)
(-0.2256, -1.9425)

Tolerance used to estimate the rank of A
1.00e-02

Estimated rank of A
3

Singular values of A
2.9979 1.9983 1.0044 0.0064

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08kqc

Mark 26 f08kqc.7 (last)





NAG Library Function Document

nag_zgesdd (f08krc)

1 Purpose

nag_zgesdd (f08krc) computes the singular value decomposition (SVD) of a complex m by n matrix A,
optionally computing the left and/or right singular vectors, by using a divide-and-conquer method.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgesdd (Nag_OrderType order, Nag_JobType job, Integer m, Integer n,
Complex a[], Integer pda, double s[], Complex u[], Integer pdu,
Complex vt[], Integer pdvt, NagError *fail)

3 Description

The SVD is written as

A ¼ U�V H;

where � is an m by n matrix which is zero except for its min m;nð Þ diagonal elements, U is an m by m
unitary matrix, and V is an n by n unitary matrix. The diagonal elements of � are the singular values
of A; they are real and non-negative, and are returned in descending order. The first min m;nð Þ columns
of U and V are the left and right singular vectors of A.

Note that the function returns V H, not V .

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies options for computing all or part of the matrix U .

job ¼ Nag DoAll
All m columns of U and all n rows of V H are returned in the arrays u and vt.
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job ¼ Nag DoSquare
The first min m;nð Þ columns of U and the first min m;nð Þ rows of V H are returned in the
arrays u and vt.

job ¼ Nag DoOverwrite
If m 	 n, the first n columns of U are overwritten on the array a and all rows of V H are
returned in the array vt. Otherwise, all columns of U are returned in the array u and the
first m rows of V H are overwritten in the array vt.

job ¼ Nag DoNothing
No columns of U or rows of V H are computed.

Constraint: job ¼ Nag DoAll, Nag DoSquare, Nag DoOverwrite or Nag DoNothing.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if job ¼ Nag DoOverwrite, a is overwritten with the first n columns of U (the left
singular vectors, stored column-wise) if m 	 n; a is overwritten with the first m rows of V H (the
right singular vectors, stored row-wise) otherwise.

If job 6¼ Nag DoOverwrite, the contents of a are destroyed.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: s½min m;nð Þ� – double Output

On exit: the singular values of A, sorted so that s½i� 1� 	 s½i�.

8: u½dim� – Complex Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n;
max 1;pdu�min m; nð Þð Þ when job ¼ Nag DoSquare and order ¼ Nag ColMajor;
max 1;m� pduð Þ when job ¼ Nag DoSquare and order ¼ Nag RowMajor;
max 1;mð Þ otherwise.
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The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit:

If job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, u contains the m by m unitary
matrix U .

If job ¼ Nag DoSquare, u contains the first min m;nð Þ columns of U (the left singular vectors,
stored column-wise).

If job ¼ Nag DoOverwrite and m 	 n, or job ¼ Nag DoNothing, u is not referenced.

9: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.;

if order ¼ Nag RowMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1..

10: vt½dim� – Complex Output

Note: the dimension, dim, of the array vt must be at least

max 1;pdvt� nð Þ when job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n;
max 1;pdvt� nð Þ when job ¼ Nag DoSquare and order ¼ Nag ColMajor;
max 1;min m;nð Þ � pdvtð Þ when job ¼ Nag DoSquare and order ¼ Nag RowMajor;
max 1;min m;nð Þð Þ otherwise.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, vt contains the n by n
unitary matrix V H.

If job ¼ Nag DoSquare, vt contains the first min m;nð Þ rows of V H (the right singular vectors,
stored row-wise).

If job ¼ Nag DoOverwrite and m < n, or job ¼ Nag DoNothing, vt is not referenced.

11: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;min m;nð Þð Þ;
otherwise pdvt 	 1.;
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if order ¼ Nag RowMajor,

if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;nð Þ;
otherwise pdvt 	 1..

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

nag_zgesdd (f08krc) did not converge, the updating process failed.

NE_ENUM_INT_3

On entry, job ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, job ¼ valueh i, pdu ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m < n, pdu 	 max 1;mð Þ;
if job ¼ Nag DoSquare, pdu 	 max 1;min m; nð Þð Þ;
otherwise pdu 	 1.

On entry, job ¼ valueh i, pdvt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;min m;nð Þð Þ;
otherwise pdvt 	 1.

On entry, job ¼ valueh i, pdvt ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoAll or job ¼ Nag DoOverwrite and m 	 n, pdvt 	 max 1; nð Þ;
if job ¼ Nag DoSquare, pdvt 	 max 1;nð Þ;
otherwise pdvt 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. In addition, the computed singular vectors are nearly orthogonal to
working precision. See Section 4.9 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgesdd (f08krc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgesdd (f08krc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately proportional to mn2 when m > n and
m2n otherwise.

The singular values are returned in descending order.

The real analogue of this function is nag_dgesdd (f08kdc).

10 Example

This example finds the singular values and left and right singular vectors of the 4 by 6 matrix

A ¼
0:96þ 0:81i �0:98� 1:98i 0:62þ 0:46i �0:37� 0:38i 0:83� 0:51i 1:08þ 0:28i
�0:03� 0:96i �1:20� 0:19i 1:01� 0:02i 0:19þ 0:54i 0:20� 0:01i 0:20þ 0:12i
�0:91� 2:06i �0:66� 0:42i 0:63þ 0:17i �0:98þ 0:36i �0:17þ 0:46i �0:07� 1:23i
�0:05� 0:41i �0:81� 0:56i �1:11� 0:60i 0:22þ 0:20i 1:47� 1:59i 0:26� 0:26i

0B@
1CA;

together with approximate error bounds for the computed singular values and vectors.
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The example program for nag_zgesvd (f08kpc) illustrates finding a singular value decomposition for the
case m 	 n.

10.1 Program Text

/* nag_zgesdd (f08krc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
double eps, norm, serrbd;
Integer exit_status = 0, i, j, m, minmn, n, pda, pdd, pdu, pdvt;

/* Arrays */
Complex *a = 0, *d = 0, *u = 0, *vt = 0;
double *rcondu = 0, *rcondv = 0, *s = 0, *uerrbd = 0, *verrbd = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define U(I, J) u[(J - 1) * pdu + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define U(I, J) u[(I - 1) * pdu + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgesdd (f08krc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#endif
if (m < 0 || n < 0) {

printf("Invalid m or n\n");
exit_status = 1;
goto END;
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}

minmn = MIN(m, n);
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(d = NAG_ALLOC(m * n, Complex)) ||
!(vt = NAG_ALLOC(n * n, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) ||
!(rcondu = NAG_ALLOC(minmn, double)) ||
!(rcondv = NAG_ALLOC(minmn, double)) ||
!(s = NAG_ALLOC(minmn, double)) ||
!(uerrbd = NAG_ALLOC(minmn, double)) ||
!(verrbd = NAG_ALLOC(minmn, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif
pdd = pda;
pdu = m;
pdvt = n;

/* Read the m by n matrix A from data file. */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A to D: nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
*/

nag_zge_copy(order, Nag_NoTrans, m, n, a, pda, d, pdd, &fail);

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix A */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, Nag_BracketForm, "%5.2f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Compute the singular values and left and right singular vectors */
/* of A (A = U*S*(V^H), m.le.n) */
nag_zgesdd(order, Nag_DoAll, m, n, a, pda, s, u, pdu, vt, pdvt, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgesdd (f08krc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct A from its decomposition and subtract from original A:
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* first, U <- U*S, then D <- D - U*S*V^H using
* nag_zgemm (f16zac).
*/

for (i = 1; i <= m; i++)
for (j = 1; j <= minmn; j++)

U(i, j).re *= s[j - 1], U(i, j).im *= s[j - 1];

alpha = nag_complex(-1.0, 0.0);
beta = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, minmn, alpha, u, pdu,

vt, pdvt, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Find norm of difference matrix D and print warning if it is too large.
* nag_zge_norm (f16uac) using one-norm.
*/

nag_zge_norm(order, Nag_OneNorm, m, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8)) {

printf("Norm of A-(U*S*V^H) is much greater than 0.\n"
" Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print singular values and error estimates on values and vectors. */
printf("\nSingular values\n");
for (i = 0; i < minmn; ++i)

printf("%10.4f%s", s[i], i % 8 == 7 ? "\n" : " ");
printf("\n");

/* Approximate error bound for the computed singular values.
* Note that for the 2-norm, s[0] = norm(A).
*/

serrbd = eps * s[0];

/* Call nag_ddisna (f08flc) to estimate reciprocal condition numbers for the
* singular vectors.
*/

nag_ddisna(Nag_LeftSingVecs, m, n, s, rcondu, &fail);
nag_ddisna(Nag_RightSingVecs, m, n, s, rcondv, &fail);

/* Compute the error estimates for the singular vectors */
for (i = 0; i < m; ++i) {

uerrbd[i] = serrbd / rcondu[i];
verrbd[i] = serrbd / rcondv[i];

}

printf("\nError estimate for the singular values\n%11.1e\n", serrbd);
printf("\nError estimates for the left singular vectors\n");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", uerrbd[i], i % 6 == 5 ? "\n" : "");

printf("\n\nError estimates for the right singular vectors\n");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", verrbd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(d);
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NAG_FREE(vt);
NAG_FREE(u);
NAG_FREE(rcondu);
NAG_FREE(rcondv);
NAG_FREE(s);
NAG_FREE(uerrbd);
NAG_FREE(verrbd);

return exit_status;
}

#undef A
#undef U

10.2 Program Data

nag_zgesdd (f08krc) Example Program Data

4 6 : m and n

( 0.96, 0.81) (-0.98,-1.98) ( 0.62, 0.46)
(-0.37,-0.38) ( 0.83,-0.51) ( 1.08, 0.28)

(-0.03,-0.96) (-1.20,-0.19) ( 1.01,-0.02)
( 0.19, 0.54) ( 0.20,-0.01) ( 0.20, 0.12)

(-0.91,-2.06) (-0.66,-0.42) ( 0.63, 0.17)
(-0.98, 0.36) (-0.17, 0.46) (-0.07,-1.23)

(-0.05,-0.41) (-0.81,-0.56) (-1.11,-0.60)
( 0.22, 0.20) ( 1.47,-1.59) ( 0.26,-0.26) : matrix A

10.3 Program Results

nag_zgesdd (f08krc) Example Program Results

Matrix A
1 2 3 4 5

1 ( 0.96, 0.81) (-0.98,-1.98) ( 0.62, 0.46) (-0.37,-0.38) ( 0.83,-0.51)
2 (-0.03,-0.96) (-1.20,-0.19) ( 1.01,-0.02) ( 0.19, 0.54) ( 0.20,-0.01)
3 (-0.91,-2.06) (-0.66,-0.42) ( 0.63, 0.17) (-0.98, 0.36) (-0.17, 0.46)
4 (-0.05,-0.41) (-0.81,-0.56) (-1.11,-0.60) ( 0.22, 0.20) ( 1.47,-1.59)

6
1 ( 1.08, 0.28)
2 ( 0.20, 0.12)
3 (-0.07,-1.23)
4 ( 0.26,-0.26)

Singular values
3.9994 3.0003 1.9944 0.9995

Error estimate for the singular values
4.4e-16

Error estimates for the left singular vectors
4.4e-16 4.4e-16 4.5e-16 4.5e-16

Error estimates for the right singular vectors
4.4e-16 4.4e-16 4.5e-16 4.5e-16

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08krc

Mark 26 f08krc.9 (last)





NAG Library Function Document

nag_zgebrd (f08ksc)

1 Purpose

nag_zgebrd (f08ksc) reduces a complex m by n matrix to bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgebrd (Nag_OrderType order, Integer m, Integer n, Complex a[],
Integer pda, double d[], double e[], Complex tauq[], Complex taup[],
NagError *fail)

3 Description

nag_zgebrd (f08ksc) reduces a complex m by n matrix A to real bidiagonal form B by a unitary
transformation: A ¼ QBPH, where Q and PH are unitary matrices of order m and n respectively.

If m 	 n, the reduction is given by:

A ¼ Q B1
0

� �
PH ¼ Q1B1P

H;

where B1 is a real n by n upper bidiagonal matrix and Q1 consists of the first n columns of Q.

If m < n, the reduction is given by

A ¼ Q B1 0
� �

PH ¼ QB1P
H
1 ;

where B1 is a real m by m lower bidiagonal matrix and PH
1 consists of the first m rows of PH.

The unitary matrices Q and P are not formed explicitly but are represented as products of elementary
reflectors (see the f08 Chapter Introduction for details). Functions are provided to work with Q and P
in this representation (see Section 9).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m 	 n, the diagonal and first superdiagonal are overwritten by the upper bidiagonal
matrix B, elements below the diagonal are overwritten by details of the unitary matrix Q and
elements above the first superdiagonal are overwritten by details of the unitary matrix P .

If m < n, the diagonal and first subdiagonal are overwritten by the lower bidiagonal matrix B,
elements below the first subdiagonal are overwritten by details of the unitary matrix Q and
elements above the diagonal are overwritten by details of the unitary matrix P .

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

6: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least max 1;min m;nð Þð Þ.
On exit: the diagonal elements of the bidiagonal matrix B.

7: e½dim� – double Output

Note: the dimension, dim, of the array e must be at least max 1;min m; nð Þ � 1ð Þ.
On exit: the off-diagonal elements of the bidiagonal matrix B.

8: tauq½dim� – Complex Output

Note: the dimension, dim, of the array tauq must be at least max 1;min m;nð Þð Þ.
On exit: further details of the unitary matrix Q.

9: taup½dim� – Complex Output

Note: the dimension, dim, of the array taup must be at least max 1;min m;nð Þð Þ.
On exit: further details of the unitary matrix P .

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed bidiagonal form B satisfies QBPH ¼ Aþ E, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of B themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the singular values and vectors.

8 Parallelism and Performance

nag_zgebrd (f08ksc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgebrd (f08ksc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16n2 3m� nð Þ=3 if m 	 n or
16m2 3n�mð Þ=3 if m < n.

If m� n, it can be more efficient to first call nag_zgeqrf (f08asc) to perform a QR factorization of A,
and then to call nag_zgebrd (f08ksc) to reduce the factor R to bidiagonal form. This requires
approximately 8n2 mþ nð Þ floating-point operations.
If m n, it can be more efficient to first call nag_zgelqf (f08avc) to perform an LQ factorization of A,
and then to call nag_zgebrd (f08ksc) to reduce the factor L to bidiagonal form. This requires
approximately 8m2 mþ nð Þ operations.
To form the unitary matrices PH and/or Q nag_zgebrd (f08ksc) may be followed by calls to nag_zungbr
(f08ktc):

to form the m by m unitary matrix Q

nag_zungbr(order,Nag_FormQ,m,m,n,&a,pda,tauq,&fail)

but note that the second dimension of the array a must be at least m, which may be larger than was
required by nag_zgebrd (f08ksc);

to form the n by n unitary matrix PH

nag_zungbr(order,Nag_FormP,n,n,m,&a,pda,taup,&fail)

but note that the first dimension of the array a, specified by the argument pda, must be at least n, which
may be larger than was required by nag_zgebrd (f08ksc).

To apply Q or P to a complex rectangular matrix C, nag_zgebrd (f08ksc) may be followed by a call to
nag_zunmbr (f08kuc).

The real analogue of this function is nag_dgebrd (f08kec).

10 Example

This example reduces the matrix A to bidiagonal form, where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_zgebrd (f08ksc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
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{
/* Scalars */
Integer i, j, m, n, pda, d_len, e_len, tauq_len, taup_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *taup = 0, *tauq = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgebrd (f08ksc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
#else

pda = n;
#endif

d_len = MIN(m, n);
e_len = MIN(m, n) - 1;
tauq_len = MIN(m, n);
taup_len = MIN(m, n);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(taup = NAG_ALLOC(taup_len, Complex)) ||
!(tauq = NAG_ALLOC(tauq_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Reduce A to bidiagonal form */
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/* nag_zgebrd (f08ksc).
* Unitary reduction of complex general rectangular matrix
* to bidiagonal form
*/

nag_zgebrd(order, m, n, a, pda, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgebrd (f08ksc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print bidiagonal form */
printf("\nDiagonal\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%9.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
if (m >= n)

printf("\nSuperdiagonal\n");
else

printf("\nSubdiagonal\n");
for (i = 1; i <= MIN(m, n) - 1; ++i)

printf("%9.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(taup);
NAG_FREE(tauq);

return exit_status;
}

10.2 Program Data

nag_zgebrd (f08ksc) Example Program Data
6 4 :Values of M and N

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

10.3 Program Results

nag_zgebrd (f08ksc) Example Program Results

Diagonal
-3.0870 2.0660 1.8731 2.0022

Superdiagonal
2.1126 1.2628 -1.6126
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NAG Library Function Document

nag_zungbr (f08ktc)

1 Purpose

nag_zungbr (f08ktc) generates one of the complex unitary matrices Q or PH which were determined by
nag_zgebrd (f08ksc) when reducing a complex matrix to bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zungbr (Nag_OrderType order, Nag_VectType vect, Integer m,
Integer n, Integer k, Complex a[], Integer pda, const Complex tau[],
NagError *fail)

3 Description

nag_zungbr (f08ktc) is intended to be used after a call to nag_zgebrd (f08ksc), which reduces a
complex rectangular matrix A to real bidiagonal form B by a unitary transformation: A ¼ QBPH.
nag_zgebrd (f08ksc) represents the matrices Q and PH as products of elementary reflectors.

This function may be used to generate Q or PH explicitly as square matrices, or in some cases just the
leading columns of Q or the leading rows of PH.

The various possibilities are specified by the arguments vect, m, n and k. The appropriate values to
cover the most likely cases are as follows (assuming that A was an m by n matrix):

1. To form the full m by m matrix Q:

nag_zungbr(order,Nag_FormQ,m,m,n,...)

(note that the array a must have at least m columns).

2. If m > n, to form the n leading columns of Q:

nag_zungbr(order,Nag_FormQ,m,n,n,...)

3. To form the full n by n matrix PH:

nag_zungbr(order,Nag_FormP,n,n,m,...)

(note that the array a must have at least n rows).

4. If m < n, to form the m leading rows of PH:

nag_zungbr(order,Nag_FormP,m,n,m,...)

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether the unitary matrix Q or PH is generated.

vect ¼ Nag FormQ
Q is generated.

vect ¼ Nag FormP
PH is generated.

Constraint: vect ¼ Nag FormQ or Nag FormP.

3: m – Integer Input

On entry: m, the number of rows of the unitary matrix Q or PH to be returned.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the unitary matrix Q or PH to be returned.

Constraints:

n 	 0;
if vect ¼ Nag FormQ and m > k, m 	 n 	 k;
if vect ¼ Nag FormQ and m � k, m ¼ n;
if vect ¼ Nag FormP and n > k, n 	 m 	 k;
if vect ¼ Nag FormP and n � k, n ¼ m.

5: k – Integer Input

On entry: if vect ¼ Nag FormQ, the number of columns in the original matrix A.

If vect ¼ Nag FormP, the number of rows in the original matrix A.

Constraint: k 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgebrd
(f08ksc).

On exit: the unitary matrix Q or PH, or the leading rows or columns thereof, as specified by vect,
m and n.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1;mð Þ.
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8: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least

max 1;min m;kð Þð Þ when vect ¼ Nag FormQ;
max 1;min n;kð Þð Þ when vect ¼ Nag FormP.

On entry: further details of the elementary reflectors, as returned by nag_zgebrd (f08ksc) in its
argument tauq if vect ¼ Nag FormQ, or in its argument taup if vect ¼ Nag FormP.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, vect ¼ valueh i, m ¼ valueh i, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 0 and
if vect ¼ Nag FormQ and m > k, m 	 n 	 k;
if vect ¼ Nag FormQ and m � k, m ¼ n;
if vect ¼ Nag FormP and n > k, n 	 m 	 k;
if vect ¼ Nag FormP and n � k, n ¼ m.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision. A similar statement holds for the computed matrix PH.

8 Parallelism and Performance

nag_zungbr (f08ktc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zungbr (f08ktc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations for the cases listed in Section 3 are approximately as
follows:

1. To form the whole of Q:

16
3 n 3m2 � 3mnþ n2
� �

if m > n,

16
3m

3 if m � n;

2. To form the n leading columns of Q when m > n:

8
3n

2 3m� nð Þ ;

3. To form the whole of PH:

16
3 n

3 if m 	 n,
16
3m

3 3n2 � 3mnþm2
� �

if m < n;

4. To form the m leading rows of PH when m < n:

8
3m

2 3n�mð Þ .

The real analogue of this function is nag_dorgbr (f08kfc).

10 Example

For this function two examples are presented, both of which involve computing the singular value
decomposition of a matrix A, where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
in the first example and

A ¼
0:28� 0:36i 0:50� 0:86i �0:77� 0:48i 1:58þ 0:66i
�0:50� 1:10i �1:21þ 0:76i �0:32� 0:24i �0:27� 1:15i
0:36� 0:51i �0:07þ 1:33i �0:75þ 0:47i �0:08þ 1:01i

0@ 1A
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in the second. A must first be reduced to tridiagonal form by nag_zgebrd (f08ksc). The program then
calls nag_zungbr (f08ktc) twice to form Q and PH, and passes these matrices to nag_zbdsqr (f08msc),
which computes the singular value decomposition of A.

10.1 Program Text

/* nag_zungbr (f08ktc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
int main(void)
{

/* Scalars */
Integer i, ic, j, m, n, pda, pdc, pdu, pdvt, d_len;
Integer e_len, tauq_len, taup_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *c = 0, *taup = 0, *tauq = 0, *u = 0, *vt = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define VT(I, J) vt[(J-1)*pdvt + I - 1]
#define U(I, J) u[(J-1)*pdu + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define VT(I, J) vt[(I-1)*pdvt + J - 1]
#define U(I, J) u[(I-1)*pdu + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zungbr (f08ktc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (ic = 1; ic <= 2; ++ic) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

d_len = n;
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdc = n;
pdu = m;
pdvt = m;
e_len = n - 1;
tauq_len = n;
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taup_len = n;
#else

pda = n;
pdc = n;
pdu = n;
pdvt = n;
e_len = n - 1;
tauq_len = n;
taup_len = n;

#endif
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(c = NAG_ALLOC(n * n, Complex)) ||
!(taup = NAG_ALLOC(taup_len, Complex)) ||
!(tauq = NAG_ALLOC(tauq_len, Complex)) ||
!(u = NAG_ALLOC(m * n, Complex)) ||
!(vt = NAG_ALLOC(m * n, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto ENDL;

}
/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Reduce A to bidiagonal form */
/* nag_zgebrd (f08ksc).
* Unitary reduction of complex general rectangular matrix
* to bidiagonal form
*/

nag_zgebrd(order, m, n, a, pda, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgebrd (f08ksc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
if (m >= n) {

/* Copy A to VT and U */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
VT(i, j).re = A(i, j).re;
VT(i, j).im = A(i, j).im;

}
}
for (i = 1; i <= m; ++i) {

for (j = 1; j <= MIN(i, n); ++j) {
U(i, j).re = A(i, j).re;
U(i, j).im = A(i, j).im;

}
}
/* Form P^H explicitly, storing the result in VT */
/* nag_zungbr (f08ktc).
* Generate unitary transformation matrices from reduction
* to bidiagonal form determined by nag_zgebrd (f08ksc)
*/

nag_zungbr(order, Nag_FormP, n, n, m, vt, pdvt, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungbr (f08ktc).\n%s\n", fail.message);
exit_status = 1;
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goto ENDL;
}

/* Form Q explicitly, storing the result in U */
/* nag_zungbr (f08ktc), see above. */
nag_zungbr(order, Nag_FormQ, m, n, n, u, pdu, tauq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungbr (f08ktc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Compute the SVD of A */
/* nag_zbdsqr (f08msc).
* SVD of real bidiagonal matrix reduced from complex
* general matrix
*/

nag_zbdsqr(order, Nag_Upper, n, n, m, 0, d, e, vt, pdvt, u,
pdu, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zbdsqr (f08msc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}

/* Print singular values, left & right singular vectors */
printf("\nExample 1: singular values\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, n, n, vt, pdvt,
Nag_BracketForm, "%7.4f",
"Example 1: right singular vectors, "
"by row", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)."

"\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, m, n, u, pdu,
Nag_BracketForm, "%7.4f",
"Example 1: left singular vectors, "
"by column", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)."

"\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
}
else {

/* Copy A to VT and U */
for (i = 1; i <= m; ++i) {

for (j = i; j <= n; ++j) {
VT(i, j).re = A(i, j).re;
VT(i, j).im = A(i, j).im;

}
}
for (i = 1; i <= m; ++i) {

for (j = 1; j <= i; ++j) {
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U(i, j).re = A(i, j).re;
U(i, j).im = A(i, j).im;

}
}
/* Form P^H explicitly, storing the result in VT */
/* nag_zungbr (f08ktc), see above. */
nag_zungbr(order, Nag_FormP, m, n, m, vt, pdvt, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungbr (f08ktc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Form Q explicitly, storing the result in U */
/* nag_zungbr (f08ktc), see above. */
nag_zungbr(order, Nag_FormQ, m, m, n, u, pdu, tauq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungbr (f08ktc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Compute the SVD of A */
/* nag_zbdsqr (f08msc), see above. */
nag_zbdsqr(order, Nag_Lower, m, n, m, 0, d, e, vt, pdvt, u,

pdu, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zbdsqr (f08msc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Print singular values, left & right singular vectors */
printf("\nExample 2: singular values\n");
for (i = 1; i <= m; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, m, n, vt, pdvt,
Nag_BracketForm, "%7.4f",
"Example 2: right singular vectors, "
"by row", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)."

"\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, m, m, u, pdu,
Nag_BracketForm, "%7.4f",
"Example 2: left singular vectors, "
"by column", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)."

"\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
}

ENDL:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(taup);
NAG_FREE(tauq);
NAG_FREE(u);
NAG_FREE(vt);
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NAG_FREE(d);
NAG_FREE(e);

}
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(taup);
NAG_FREE(tauq);
NAG_FREE(u);
NAG_FREE(vt);
NAG_FREE(d);
NAG_FREE(e);

return exit_status;
}

10.2 Program Data

nag_zungbr (f08ktc) Example Program Data
6 4 :Values of M and N, Example 1

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A
3 4 :Values of M and N, Example 2

( 0.28,-0.36) ( 0.50,-0.86) (-0.77,-0.48) ( 1.58, 0.66)
(-0.50,-1.10) (-1.21, 0.76) (-0.32,-0.24) (-0.27,-1.15)
( 0.36,-0.51) (-0.07, 1.33) (-0.75, 0.47) (-0.08, 1.01) :End of matrix A

10.3 Program Results

nag_zungbr (f08ktc) Example Program Results

Example 1: singular values
3.9994 3.0003 1.9944 0.9995

Example 1: right singular vectors, by row
1 2 3 4

1 (-0.6971,-0.0000) (-0.0867,-0.3548) ( 0.0560,-0.5400) (-0.1878,-0.2253)
2 ( 0.2403, 0.0000) ( 0.0725,-0.2336) (-0.2477,-0.5291) ( 0.7026, 0.2177)
3 (-0.5123, 0.0000) (-0.3030,-0.1735) ( 0.0678, 0.5162) ( 0.4418, 0.3864)
4 (-0.4403, 0.0000) ( 0.5294, 0.6361) (-0.3027,-0.0346) ( 0.1667, 0.0258)

Example 1: left singular vectors, by column
1 2 3 4

1 (-0.5634, 0.0016) (-0.2687,-0.2749) ( 0.2451, 0.4657) ( 0.3787, 0.2987)
2 ( 0.1205,-0.6108) (-0.2909, 0.1085) ( 0.4329,-0.1758) (-0.0182,-0.0437)
3 (-0.0816, 0.1613) (-0.1660, 0.3885) (-0.4667, 0.3821) (-0.0800,-0.2276)
4 ( 0.1441,-0.1532) ( 0.1984,-0.1737) (-0.0034, 0.1555) ( 0.2608,-0.5382)
5 (-0.2487,-0.0926) ( 0.6253, 0.3304) ( 0.2643,-0.0194) ( 0.1002, 0.0140)
6 (-0.3758, 0.0793) (-0.0307,-0.0816) ( 0.1266, 0.1747) (-0.4175,-0.4058)

Example 2: singular values
3.0004 1.9967 0.9973

Example 2: right singular vectors, by row
1 2 3 4

1 ( 0.2454,-0.0001) ( 0.2942,-0.5843) ( 0.0162,-0.0810) ( 0.6794, 0.2083)
2 (-0.1692, 0.5194) ( 0.1915,-0.4374) ( 0.5205,-0.0244) (-0.3149,-0.3208)
3 (-0.5553, 0.1403) ( 0.1438,-0.1507) (-0.5684,-0.5505) (-0.0318,-0.0378)

Example 2: left singular vectors, by column
1 2 3

1 ( 0.6518, 0.0000) (-0.4312, 0.0000) ( 0.6239, 0.0000)
2 (-0.4437,-0.5027) (-0.3794, 0.1026) ( 0.2014, 0.5961)
3 (-0.2012, 0.2916) (-0.8122, 0.0030) (-0.3511,-0.3026)
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NAG Library Function Document

nag_zunmbr (f08kuc)

1 Purpose

nag_zunmbr (f08kuc) multiplies an arbitrary complex m by n matrix C by one of the complex unitary
matrices Q or P which were determined by nag_zgebrd (f08ksc) when reducing a complex matrix to
bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmbr (Nag_OrderType order, Nag_VectType vect, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer k, const Complex a[],
Integer pda, const Complex tau[], Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zunmbr (f08kuc) is intended to be used after a call to nag_zgebrd (f08ksc), which reduces a
complex rectangular matrix A to real bidiagonal form B by a unitary transformation: A ¼ QBPH.
nag_zgebrd (f08ksc) represents the matrices Q and PH as products of elementary reflectors.

This function may be used to form one of the matrix products

QC;QHC;CQ;CQH; PC; PHC;CP or CPH;

overwriting the result on C (which may be any complex rectangular matrix).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

Note: in the descriptions below, r denotes the order of Q or PH: if side ¼ Nag LeftSide, r ¼ m and if
side ¼ Nag RightSide, r ¼ n.

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether Q or QH or P or PH is to be applied to C.

vect ¼ Nag ApplyQ
Q or QH is applied to C.
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vect ¼ Nag ApplyP
P or PH is applied to C.

Constraint: vect ¼ Nag ApplyQ or Nag ApplyP.

3: side – Nag_SideType Input

On entry: indicates how Q or QH or P or PH is to be applied to C.

side ¼ Nag LeftSide
Q or QH or P or PH is applied to C from the left.

side ¼ Nag RightSide
Q or QH or P or PH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: trans – Nag_TransType Input

On entry: indicates whether Q or P or QH or PH is to be applied to C.

trans ¼ Nag NoTrans
Q or P is applied to C.

trans ¼ Nag ConjTrans
QH or PH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

5: m – Integer Input

On entry: m, the number of rows of the matrix C.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrix C.

Constraint: n 	 0.

7: k – Integer Input

On entry: if vect ¼ Nag ApplyQ, the number of columns in the original matrix A.

If vect ¼ Nag ApplyP, the number of rows in the original matrix A.

Constraint: k 	 0.

8: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�min r ; kð Þð Þ when vect ¼ Nag ApplyQ and order ¼ Nag ColMajor;
max 1; r � pdað Þ when vect ¼ Nag ApplyQ and order ¼ Nag RowMajor;
max 1;pda� rð Þ when vect ¼ Nag ApplyP and order ¼ Nag ColMajor;
max 1;min r ; kð Þ � pdað Þ when vect ¼ Nag ApplyP and order ¼ Nag RowMajor.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgebrd
(f08ksc).

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor,

if vect ¼ Nag ApplyQ, pda 	 max 1; rð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1;min r ; kð Þð Þ.;

if order ¼ Nag RowMajor,

if vect ¼ Nag ApplyQ, pda 	 max 1;min r ; kð Þð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1; rð Þ..

10: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1;min r ;kð Þð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgebrd (f08ksc) in its
argument tauq if vect ¼ Nag ApplyQ, or in its argument taup if vect ¼ Nag ApplyP.

11: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix C.

On exit: c is overwritten by QC or QHC or CQ or CHQ or PC or PHC or CP or CHP as
specified by vect, side and trans.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, vect ¼ valueh i, pda ¼ valueh i, k ¼ valueh i.
Constraint: if vect ¼ Nag ApplyQ, pda 	 max 1;min r ; kð Þð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1; rð Þ.
On entry, vect ¼ valueh i, pda ¼ valueh i and k ¼ valueh i.
Constraint: if vect ¼ Nag ApplyQ, pda 	 max 1; rð Þ;
if vect ¼ Nag ApplyP, pda 	 max 1;min r ; kð Þð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_zunmbr (f08kuc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zunmbr (f08kuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately

if side ¼ Nag LeftSide and m 	 k, 8nk 2m� kð Þ;
if side ¼ Nag RightSide and n 	 k, 8mk 2n� kð Þ;

if side ¼ Nag LeftSide and m < k, 8m2n;

if side ¼ Nag RightSide and n < k, 8mn2,

where k is the value of the argument k.

The real analogue of this function is nag_dormbr (f08kgc).

10 Example

For this function two examples are presented. Both illustrate how the reduction to bidiagonal form of a
matrix A may be preceded by a QR or LQ factorization of A.

In the first example, m > n, and

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
�0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA:

The function first performs a QR factorization of A as A ¼ QaR and then reduces the factor R to
bidiagonal form B: R ¼ QbBP

H. Finally it forms Qa and calls nag_zunmbr (f08kuc) to form
Q ¼ QaQb.

In the second example, m < n, and

A ¼
0:28� 0:36i 0:50� 0:86i �0:77� 0:48i 1:58þ 0:66i
�0:50� 1:10i �1:21þ 0:76i �0:32� 0:24i �0:27� 1:15i
0:36� 0:51i �0:07þ 1:33i �0:75þ 0:47i �0:08þ 1:01i

0@ 1A:
The function first performs an LQ factorization of A as A ¼ LPH

a and then reduces the factor L to
bidiagonal form B: L ¼ QBPH

b . Finally it forms PH
b and calls nag_zunmbr (f08kuc) to form

PH ¼ PH
b P

H
a .

10.1 Program Text

/* nag_zunmbr (f08kuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
Integer i, ic, j, m, n, pda, pdph, pdu;
Integer d_len, e_len, tau_len, tauq_len, taup_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *ph = 0, *tau = 0, *taup = 0, *tauq = 0, *u = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define U(I, J) u[(J-1)*pdu + I - 1]
#define PH(I, J) ph[(J-1)*pdph + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define U(I, J) u[(I-1)*pdu + J - 1]
#define PH(I, J) ph[(I-1)*pdph + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zunmbr (f08kuc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (ic = 1; ic <= 2; ++ic) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdph = n;
pdu = m;

#else
pda = n;
pdph = n;
pdu = m;

#endif
tau_len = n;
taup_len = n;
tauq_len = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(ph = NAG_ALLOC(n * n, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(taup = NAG_ALLOC(taup_len, Complex)) ||
!(tauq = NAG_ALLOC(tauq_len, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) || !(e = NAG_ALLOC(e_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto ENDL;

}

/* Read A from data file */
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for (i = 1; i <= m; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
if (m >= n) {

/* Compute the QR factorization of A */
/* nag_zgeqrf (f08asc).
* QR factorization of complex general rectangular matrix
*/

nag_zgeqrf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqrf (f08asc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Copy A to U */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j) {
U(i, j).re = A(i, j).re;
U(i, j).im = A(i, j).im;

}
}
/* Form Q explicitly, storing the result in U */
/* nag_zungqr (f08atc).
* Form all or part of unitary Q from QR factorization
* determined by nag_zgeqrf (f08asc) or nag_zgeqpf (f08bsc)
*/

nag_zungqr(order, m, n, n, u, pdu, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungqr (f08atc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Copy R to PH (used as workspace) */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j) {
PH(i, j).re = A(i, j).re;
PH(i, j).im = A(i, j).im;

}
}
/* Set the strictly lower triangular part of R to zero */
for (i = 2; i <= n; ++i) {

for (j = 1; j <= MIN(i - 1, n - 1); ++j) {
PH(i, j).re = 0.0;
PH(i, j).im = 0.0;

}
}
/* Bidiagonalize R */
/* nag_zgebrd (f08ksc).
* Unitary reduction of complex general rectangular matrix
* to bidiagonal form
*/

nag_zgebrd(order, n, n, ph, pdph, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgebrd (f08ksc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Update Q, storing the result in U */
/* nag_zunmbr (f08kuc).
* Apply unitary transformations from reduction to
* bidiagonal form determined by nag_zgebrd (f08ksc)
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*/
nag_zunmbr(order, Nag_ApplyQ, Nag_RightSide, Nag_NoTrans,

m, n, n, ph, pdph, tauq, u, pdu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunmbr (f08kuc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Print bidiagonal form and matrix Q */
printf("\nExample 1: bidiagonal matrix B\nDiagonal\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\nSuperdiagonal\n");
for (i = 1; i <= n - 1; ++i)

printf("%8.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order,

Nag_GeneralMatrix,
Nag_NonUnitDiag,
m,
n,
u,
pdu,
Nag_BracketForm,
"%7.4f",
"Example 1: matrix Q",
Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)."

"\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
}
else {

/* Compute the LQ factorization of A */
/* nag_zgelqf (f08avc).
* LQ factorization of complex general rectangular matrix
*/

nag_zgelqf(order, m, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgelqf (f08avc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Copy A to PH */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j) {
PH(i, j).re = A(i, j).re;
PH(i, j).im = A(i, j).im;

}
}
/* Form Q explicitly, storing the result in PH */
/* nag_zunglq (f08awc).
* Form all or part of unitary Q from LQ factorization
* determined by nag_zgelqf (f08avc)
*/

nag_zunglq(order, m, n, m, ph, pdph, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunglq (f08awc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Copy L to U (used as workspace) */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= i; ++j) {
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U(i, j).re = A(i, j).re;
U(i, j).im = A(i, j).im;

}
}
/* Set the strictly upper triangular part of L to zero */
for (i = 1; i <= m - 1; ++i) {

for (j = i + 1; j <= m; ++j) {
U(i, j).re = 0.0;
U(i, j).im = 0.0;

}
}
/* Bidiagonalize L */
/* nag_zgebrd (f08ksc), see above. */
nag_zgebrd(order, m, m, u, pdu, d, e, tauq, taup, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgebrd (f08ksc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
/* Update P^H, storing the result in PH */
/* nag_zunmbr (f08kuc), see above. */
nag_zunmbr(order, Nag_ApplyP, Nag_LeftSide, Nag_ConjTrans,

m, n, m, u, pdu, taup, ph, pdph, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunmbr (f08kuc).\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}

/* Print bidiagonal form and matrix P^H */
printf("\nExample 2: bidiagonal matrix B\n%s\n", "Diagonal");
for (i = 1; i <= m; ++i)

printf("%8.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\nSuperdiagonal\n");
for (i = 1; i <= m - 1; ++i)

printf("%8.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n\n");
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order,

Nag_GeneralMatrix,
Nag_NonUnitDiag,
m,
n,
ph,
pdph,
Nag_BracketForm,
"%7.4f",
"Example 2: matrix P^H",
Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc)."

"\n%s\n", fail.message);
exit_status = 1;
goto ENDL;

}
}

ENDL:
NAG_FREE(a);
NAG_FREE(ph);
NAG_FREE(tau);
NAG_FREE(taup);
NAG_FREE(tauq);
NAG_FREE(u);
NAG_FREE(d);
NAG_FREE(e);

}
NAG_FREE(a);
NAG_FREE(ph);
NAG_FREE(tau);
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NAG_FREE(taup);
NAG_FREE(tauq);
NAG_FREE(u);
NAG_FREE(d);
NAG_FREE(e);
return exit_status;

}

10.2 Program Data

nag_zunmbr (f08kuc) Example Program Data
6 4 :Values of M and N, Example 1

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
(-0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A
3 4 :Values of M and N, Example 2

( 0.28,-0.36) ( 0.50,-0.86) (-0.77,-0.48) ( 1.58, 0.66)
(-0.50,-1.10) (-1.21, 0.76) (-0.32,-0.24) (-0.27,-1.15)
( 0.36,-0.51) (-0.07, 1.33) (-0.75, 0.47) (-0.08, 1.01) :End of matrix A

10.3 Program Results

nag_zunmbr (f08kuc) Example Program Results

Example 1: bidiagonal matrix B
Diagonal
-3.0870 -2.0660 -1.8731 -2.0022

Superdiagonal
2.1126 -1.2628 1.6126

Example 1: matrix Q
1 2 3 4

1 (-0.3110, 0.2624) ( 0.6521, 0.5532) ( 0.0427, 0.0361) (-0.2634,-0.0741)
2 ( 0.3175,-0.6414) ( 0.3488, 0.0721) ( 0.2287, 0.0069) ( 0.1101,-0.0326)
3 (-0.2008, 0.1490) (-0.3103, 0.0230) ( 0.1855,-0.1817) (-0.2956, 0.5648)
4 ( 0.1199,-0.1231) (-0.0046,-0.0005) (-0.3305, 0.4821) (-0.0675, 0.3464)
5 (-0.2689,-0.1652) ( 0.1794,-0.0586) (-0.5235,-0.2580) ( 0.3927, 0.1450)
6 (-0.3499, 0.0907) ( 0.0829,-0.0506) ( 0.3202, 0.3038) ( 0.3174, 0.3241)

Example 2: bidiagonal matrix B
Diagonal

2.7615 1.6298 -1.3275
Superdiagonal
-0.9500 -1.0183

Example 2: matrix P^H
1 2 3 4

1 (-0.1258, 0.1618) (-0.2247, 0.3864) ( 0.3460, 0.2157) (-0.7099,-0.2966)
2 ( 0.4148, 0.1795) ( 0.1368,-0.3976) ( 0.6885, 0.3386) ( 0.1667,-0.0494)
3 ( 0.4575,-0.4807) (-0.2733, 0.4981) (-0.0230, 0.3861) ( 0.1730, 0.2395)
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NAG Library Function Document

nag_dgbbrd (f08lec)

1 Purpose

nag_dgbbrd (f08lec) reduces a real m by n band matrix to upper bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgbbrd (Nag_OrderType order, Nag_VectType vect, Integer m,
Integer n, Integer ncc, Integer kl, Integer ku, double ab[],
Integer pdab, double d[], double e[], double q[], Integer pdq,
double pt[], Integer pdpt, double c[], Integer pdc, NagError *fail)

3 Description

nag_dgbbrd (f08lec) reduces a real m by n band matrix to upper bidiagonal form B by an orthogonal
transformation: A ¼ QBPT. The orthogonal matrices Q and P T, of order m and n respectively, are
determined as a product of Givens rotation matrices, and may be formed explicitly by the function if
required. A matrix C may also be updated to give ~C ¼ QTC.

The function uses a vectorizable form of the reduction.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether the matrices Q and/or PT are generated.

vect ¼ Nag DoNotForm
Neither Q nor PT is generated.

vect ¼ Nag FormQ
Q is generated.

vect ¼ Nag FormP
PT is generated.

vect ¼ Nag FormBoth
Both Q and PT are generated.

Constraint: vect ¼ Nag DoNotForm, Nag FormQ, Nag FormP or Nag FormBoth.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: ncc – Integer Input

On entry: nC , the number of columns of the matrix C.

Constraint: ncc 	 0.

6: kl – Integer Input

On entry: the number of subdiagonals, kl, within the band of A.

Constraint: kl 	 0.

7: ku – Integer Input

On entry: the number of superdiagonals, ku, within the band of A.

Constraint: ku 	 0.

8: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the original m by n band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

On exit: ab is overwritten by values generated during the reduction.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

10: d½min m;nð Þ� – double Output

On exit: the diagonal elements of the bidiagonal matrix B.

11: e½min m; nð Þ � 1� – double Output

On exit: the superdiagonal elements of the bidiagonal matrix B.
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12: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq�mð Þ when vect ¼ Nag FormQ or Nag FormBoth;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if vect ¼ Nag FormQ or Nag FormBoth, contains the m by m orthogonal matrix Q.

If vect ¼ Nag DoNotForm or Nag FormP, q is not referenced.

13: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if vect ¼ Nag FormQ or Nag FormBoth, pdq 	 max 1;mð Þ;
otherwise pdq 	 1.

14: pt½dim� – double Output

Note: the dimension, dim, of the array pt must be at least

max 1;pdpt� nð Þ when vect ¼ Nag FormP or Nag FormBoth;
1 otherwise.

The i; jð Þth element of the matrix is stored in

pt½ j� 1ð Þ � pdptþ i� 1� when order ¼ Nag ColMajor;
pt½ i� 1ð Þ � pdptþ j� 1� when order ¼ Nag RowMajor.

On exit: the n by n orthogonal matrix PT, if vect ¼ Nag FormP or Nag FormBoth. If
vect ¼ Nag DoNotForm or Nag FormQ, pt is not referenced.

15: pdpt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array pt.

Constraints:

if vect ¼ Nag FormP or Nag FormBoth, pdpt 	 max 1; nð Þ;
otherwise pdpt 	 1.

16: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nccð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: an m by nC matrix C.

On exit: c is overwritten by QTC. If ncc ¼ 0, c is not referenced.
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17: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor,

if ncc > 0, pdc 	 max 1;mð Þ;
if ncc ¼ 0, pdc 	 1.;

if order ¼ Nag RowMajor, pdc 	 max 1;nccð Þ.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, vect ¼ valueh i, pdpt ¼ valueh i and n ¼ valueh i.
Constraint: if vect ¼ Nag FormP or Nag FormBoth, pdpt 	 max 1;nð Þ;
otherwise pdpt 	 1.

On entry, vect ¼ valueh i, pdq ¼ valueh i and m ¼ valueh i.
Constraint: if vect ¼ Nag FormQ or Nag FormBoth, pdq 	 max 1;mð Þ;
otherwise pdq 	 1.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, ncc ¼ valueh i.
Constraint: ncc 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdpt ¼ valueh i.
Constraint: pdpt > 0.
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On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

NE_INT_2

On entry, pdc ¼ valueh i and ncc ¼ valueh i.
Constraint: pdc 	 max 1; nccð Þ.

NE_INT_3

On entry, ncc ¼ valueh i, pdc ¼ valueh i and m ¼ valueh i.
Constraint: if ncc > 0, pdc 	 max 1;mð Þ;
if ncc ¼ 0, pdc 	 1.

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed bidiagonal form B satisfies QBPT ¼ Aþ E, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of B themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the singular values and vectors.

The computed matrix Q differs from an exactly orthogonal matrix by a matrix F such that

Fk k2 ¼ O �ð Þ:

A similar statement holds for the computed matrix P T.

8 Parallelism and Performance

nag_dgbbrd (f08lec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately the sum of:

6n2k, if vect ¼ Nag DoNotForm and ncc ¼ 0, and

3n2nC k� 1ð Þ=k, if C is updated, and
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3n3 k� 1ð Þ=k, if either Q or PT is generated (double this if both),

where k ¼ kl þ ku, assuming n� k. For this section we assume that m ¼ n.
The complex analogue of this function is nag_zgbbrd (f08lsc).

10 Example

This example reduces the matrix A to upper bidiagonal form, where

A ¼

�0:57 �1:28 0:00 0:00
�1:93 1:08 �0:31 0:00
2:30 0:24 0:40 �0:35
0:00 0:64 �0:66 0:08
0:00 0:00 0:15 �2:13
�0:00 0:00 0:00 0:50

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_dgbbrd (f08lec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta, norm;
Integer i, j, kl, ku, m, n, ncc, pdab, pdaw, pdc, pdf, pdq;
Integer pdpt, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *ab = 0, *aw = 0, *c = 0, *d = 0, *e = 0, *f = 0, *pt = 0, *q = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J - 1) * pdab + ku + I - J]
#define AW(I, J) aw[(J - 1) * pdaw + I - 1]
#define F(I, J) f[(J - 1) * pdf + I - 1]
#define Q(I, J) q[(J - 1) * pdq + I - 1]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I - 1) * pdab + kl + J - I]
#define AW(I, J) aw[(I - 1) * pdaw + J - 1]
#define F(I, J) f[(I - 1) * pdf + J - 1]
#define Q(I, J) q[(I - 1) * pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgbbrd (f08lec) Example Program Results\n");

/* Skip heading in data file */

f08lec NAG Library Manual

f08lec.6 Mark 26



#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
"%*[^\n] ", &m, &n, &kl, &ku, &ncc);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &m, &n, &kl, &ku, &ncc);
#endif
#ifdef NAG_COLUMN_MAJOR

pdab = kl + ku + 1;
pdaw = m;
pdf = m;
pdq = m;
pdpt = n;
pdc = m;

#else
pdab = kl + ku + 1;
pdaw = n;
pdf = n;
pdq = m;
pdpt = n;
pdc = MAX(1, ncc);

#endif
d_len = MIN(m, n);
e_len = MIN(m, n) - 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kl + ku + 1) * m, double)) ||

!(aw = NAG_ALLOC(m * n, double)) ||
!(f = NAG_ALLOC(m * n, double)) ||
!(c = NAG_ALLOC(m * MAX(1, ncc), double)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(pt = NAG_ALLOC(n * n, double)) || !(q = NAG_ALLOC(m * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = MAX(1, i - kl); j <= MIN(n, i + ku); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB(i, j));
#else

scanf("%lf", &AB(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy AB into AW */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j) {
if (j >= MAX(1, i - kl) && j <= MIN(n, i + ku))

AW(i, j) = AB(i, j);
else

AW(i, j) = 0;
}

}

/* nag_gen_real_mat_print (x04cac): Print Matrix A. */
fflush(stdout);
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nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,
aw, pdaw, "Matrix A", 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reduce A to bidiagonal form */
/* nag_dgbbrd (f08lec).
* Reduction of real rectangular band matrix to upper
* bidiagonal form
*/

nag_dgbbrd(order, Nag_FormBoth, m, n, ncc, kl, ku, ab,
pdab, d, e, q, pdq, pt, pdpt, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbbrd (f08lec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* F = Q*B */
for (i = 1; i <= m; i++) {

F(i, 1) = Q(i, 1) * d[0];
for (j = 2; j <= n; j++) {

F(i, j) = (Q(i, j) * d[j - 1]) + (Q(i, j - 1) * e[j - 2]);
}

}

/* nag_dgemm (f16yac): Compute A - Q*B*P^T from the factorization of A */
/* and store in matrix AW */
alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, n, alpha, f, pdf,

pt, pdpt, beta, aw, pdaw, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norm of matrix AW and print warning if */
/* it is too large */
nag_dge_norm(order, Nag_OneNorm, m, n, aw, pdaw, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n", "Norm of A-(Q*B*P^T) is much greater than 0.",
"Schur factorization has failed.");

}

END:
NAG_FREE(ab);
NAG_FREE(aw);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(f);
NAG_FREE(pt);
NAG_FREE(q);

return exit_status;
}
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10.2 Program Data

nag_dgbbrd (f08lec) Example Program Data
6 4 2 1 0 :Values of M, N, KL, KU and NCC

-0.57 -1.28
-1.93 1.08 -0.31
2.30 0.24 0.40 -0.35

0.64 -0.66 0.08
0.15 -2.13

0.50 :End of matrix A

10.3 Program Results

nag_dgbbrd (f08lec) Example Program Results
Matrix A

1 2 3 4
1 -0.5700 -1.2800 0.0000 0.0000
2 -1.9300 1.0800 -0.3100 0.0000
3 2.3000 0.2400 0.4000 -0.3500
4 0.0000 0.6400 -0.6600 0.0800
5 0.0000 0.0000 0.1500 -2.1300
6 0.0000 0.0000 0.0000 0.5000
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NAG Library Function Document

nag_zgbbrd (f08lsc)

1 Purpose

nag_zgbbrd (f08lsc) reduces a complex m by n band matrix to real upper bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgbbrd (Nag_OrderType order, Nag_VectType vect, Integer m,
Integer n, Integer ncc, Integer kl, Integer ku, Complex ab[],
Integer pdab, double d[], double e[], Complex q[], Integer pdq,
Complex pt[], Integer pdpt, Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zgbbrd (f08lsc) reduces a complex m by n band matrix to real upper bidiagonal form B by a
unitary transformation: A ¼ QBPH. The unitary matrices Q and PH, of order m and n respectively, are
determined as a product of Givens rotation matrices, and may be formed explicitly by the function if
required. A matrix C may also be updated to give ~C ¼ QHC.

The function uses a vectorizable form of the reduction.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether the matrices Q and/or PH are generated.

vect ¼ Nag DoNotForm
Neither Q nor PH is generated.

vect ¼ Nag FormQ
Q is generated.

vect ¼ Nag FormP
PH is generated.

vect ¼ Nag FormBoth
Both Q and PH are generated.

Constraint: vect ¼ Nag DoNotForm, Nag FormQ, Nag FormP or Nag FormBoth.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: ncc – Integer Input

On entry: nC , the number of columns of the matrix C.

Constraint: ncc 	 0.

6: kl – Integer Input

On entry: the number of subdiagonals, kl, within the band of A.

Constraint: kl 	 0.

7: ku – Integer Input

On entry: the number of superdiagonals, ku, within the band of A.

Constraint: ku 	 0.

8: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the original m by n band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

On exit: ab is overwritten by values generated during the reduction.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

10: d½min m;nð Þ� – double Output

On exit: the diagonal elements of the bidiagonal matrix B.

11: e½min m; nð Þ � 1� – double Output

On exit: the superdiagonal elements of the bidiagonal matrix B.
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12: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq�mð Þ when vect ¼ Nag FormQ or Nag FormBoth;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if vect ¼ Nag FormQ or Nag FormBoth, contains the m by m unitary matrix Q.

If vect ¼ Nag DoNotForm or Nag FormP, q is not referenced.

13: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if vect ¼ Nag FormQ or Nag FormBoth, pdq 	 max 1;mð Þ;
otherwise pdq 	 1.

14: pt½dim� – Complex Output

Note: the dimension, dim, of the array pt must be at least

max 1;pdpt� nð Þ when vect ¼ Nag FormP or Nag FormBoth;
1 otherwise.

The i; jð Þth element of the matrix is stored in

pt½ j� 1ð Þ � pdptþ i� 1� when order ¼ Nag ColMajor;
pt½ i� 1ð Þ � pdptþ j� 1� when order ¼ Nag RowMajor.

On exit: the n by n unitary matrix PH, if vect ¼ Nag FormP or Nag FormBoth. If
vect ¼ Nag DoNotForm or Nag FormQ, pt is not referenced.

15: pdpt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array pt.

Constraints:

if vect ¼ Nag FormP or Nag FormBoth, pdpt 	 max 1; nð Þ;
otherwise pdpt 	 1.

16: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nccð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: an m by nC matrix C.

On exit: c is overwritten by QHC. If ncc ¼ 0, c is not referenced.
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17: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor,

if ncc > 0, pdc 	 max 1;mð Þ;
if ncc ¼ 0, pdc 	 1.;

if order ¼ Nag RowMajor, pdc 	 max 1;nccð Þ.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, vect ¼ valueh i, pdpt ¼ valueh i and n ¼ valueh i.
Constraint: if vect ¼ Nag FormP or Nag FormBoth, pdpt 	 max 1;nð Þ;
otherwise pdpt 	 1.

On entry, vect ¼ valueh i, pdq ¼ valueh i and m ¼ valueh i.
Constraint: if vect ¼ Nag FormQ or Nag FormBoth, pdq 	 max 1;mð Þ;
otherwise pdq 	 1.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, ncc ¼ valueh i.
Constraint: ncc 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdpt ¼ valueh i.
Constraint: pdpt > 0.
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On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

NE_INT_2

On entry, pdc ¼ valueh i and ncc ¼ valueh i.
Constraint: pdc 	 max 1; nccð Þ.

NE_INT_3

On entry, ncc ¼ valueh i, pdc ¼ valueh i and m ¼ valueh i.
Constraint: if ncc > 0, pdc 	 max 1;mð Þ;
if ncc ¼ 0, pdc 	 1.

On entry, pdab ¼ valueh i, kl ¼ valueh i and ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed bidiagonal form B satisfies QBPH ¼ Aþ E, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of B themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the singular values and vectors.

The computed matrix Q differs from an exactly unitary matrix by a matrix F such that

Fk k2 ¼ O �ð Þ:

A similar statement holds for the computed matrix PH.

8 Parallelism and Performance

nag_zgbbrd (f08lsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately the sum of:

20n2k, if vect ¼ Nag DoNotForm and ncc ¼ 0, and

10n2nC k� 1ð Þ=k, if C is updated, and
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10n3 k� 1ð Þ=k, if either Q or PH is generated (double this if both),

where k ¼ kl þ ku, assuming n� k. For this section we assume that m ¼ n.
The real analogue of this function is nag_dgbbrd (f08lec).

10 Example

This example reduces the matrix A to upper bidiagonal form, where

A ¼

0:96� 0:81i �0:03þ 0:96i 0:00þ 0:00i 0:00þ 0:00i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i 0:00þ 0:00i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:00þ 0:00i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:00þ 0:00i 0:00þ 0:00i �0:17� 0:46i 1:47þ 1:59i
0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i 0:26þ 0:26i

0BBBBB@

1CCCCCA:

10.1 Program Text

/* nag_zgbbrd (f08lsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, kl, ku, m, n, ncc, pdab, pdc, pdq, pdpt;
Integer d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *ab = 0, *c = 0, *pt = 0, *q = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J - 1) * pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I - 1) * pdab + kl + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgbbrd (f08lsc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
"%*[^\n] ", &m, &n, &kl, &ku, &ncc);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
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"%*[^\n] ", &m, &n, &kl, &ku, &ncc);
#endif
#ifdef NAG_COLUMN_MAJOR

pdab = kl + ku + 1;
pdq = m;
pdpt = n;
pdc = m;

#else
pdab = kl + ku + 1;
pdq = m;
pdpt = n;
pdc = MAX(1, ncc);

#endif
d_len = MIN(m, n);
e_len = MIN(m, n) - 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC((kl + ku + 1) * m, Complex)) ||

!(c = NAG_ALLOC(m * MAX(1, ncc), Complex)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) ||
!(pt = NAG_ALLOC(n * n, Complex)) || !(q = NAG_ALLOC(m * m, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = MAX(1, i - kl); j <= MIN(n, i + ku); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Reduce A to bidiagonal form */
/* nag_zgbbrd (f08lsc).
* Reduction of complex rectangular band matrix to upper
* bidiagonal form
*/

nag_zgbbrd(order, Nag_DoNotForm, m, n, ncc, kl, ku, ab,
pdab, d, e, q, pdq, pt, pdpt, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbbrd (f08lsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print bidiagonal form */
printf("\nDiagonal\n");
for (i = 1; i <= MIN(m, n); ++i)

printf("%9.4f%s", d[i - 1], i % 8 == 0 ? "\n" : " ");
if (m >= n)

printf("\nSuperdiagonal\n");
else

printf("\nSubdiagonal\n");
for (i = 1; i <= MIN(m, n) - 1; ++i)

printf("%9.4f%s", e[i - 1], i % 8 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ab);
NAG_FREE(c);
NAG_FREE(d);
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NAG_FREE(e);
NAG_FREE(pt);
NAG_FREE(q);

return exit_status;
}

10.2 Program Data

nag_zgbbrd (f08lsc) Example Program Data
6 4 2 1 0 :Values of M, N, KL, KU and NCC

( 0.96,-0.81) (-0.03, 0.96)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)

( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
(-0.17,-0.46) ( 1.47, 1.59)

( 0.26, 0.26) :End of matrix A

10.3 Program Results

nag_zgbbrd (f08lsc) Example Program Results

Diagonal
2.6560 1.7501 2.0607 0.8658

Superdiagonal
1.7033 1.2800 0.1467
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NAG Library Function Document

nag_dbdsdc (f08mdc)

1 Purpose

nag_dbdsdc (f08mdc) computes the singular values and, optionally, the left and right singular vectors of
a real n by n (upper or lower) bidiagonal matrix B.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dbdsdc (Nag_OrderType order, Nag_UploType uplo,
Nag_ComputeSingularVecsType compq, Integer n, double d[], double e[],
double u[], Integer pdu, double vt[], Integer pdvt, double q[],
Integer iq[], NagError *fail)

3 Description

nag_dbdsdc (f08mdc) computes the singular value decomposition (SVD) of the (upper or lower)
bidiagonal matrix B as

B ¼ USV T;

where S is a diagonal matrix with non-negative diagonal elements sii ¼ si, such that

s1 	 s2 	 � � � 	 sn 	 0;

and U and V are orthogonal matrices. The diagonal elements of S are the singular values of B and the
columns of U and V are respectively the corresponding left and right singular vectors of B.

When only singular values are required the function uses the QR algorithm, but when singular vectors
are required a divide and conquer method is used. The singular values can optionally be returned in
compact form, although currently no function is available to apply U or V when stored in compact
form.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: uplo – Nag_UploType Input

On entry: indicates whether B is upper or lower bidiagonal.

uplo ¼ Nag Upper
B is upper bidiagonal.

uplo ¼ Nag Lower
B is lower bidiagonal.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: compq – Nag_ComputeSingularVecsType Input

On entry: specifies whether singular vectors are to be computed.

compq ¼ Nag NotSingularVecs
Compute singular values only.

compq ¼ Nag PackedSingularVecs
Compute singular values and compute singular vectors in compact form.

compq ¼ Nag SingularVecs
Compute singular values and singular vectors.

Constraint: compq ¼ Nag NotSingularVecs, Nag PackedSingularVecs or Nag SingularVecs.

4: n – Integer Input

On entry: n, the order of the matrix B.

Constraint: n 	 0.

5: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the n diagonal elements of the bidiagonal matrix B.

On exit: if fail:code ¼ NE_NOERROR, the singular values of B.

6: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the n� 1ð Þ off-diagonal elements of the bidiagonal matrix B.

On exit: the contents of e are destroyed.

7: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu� nð Þ when compq ¼ Nag SingularVecs;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if compq ¼ Nag SingularVecs, then if fail:code ¼ NE_NOERROR, u contains the left
singular vectors of the bidiagonal matrix B.

If compq 6¼ Nag SingularVecs, u is not referenced.

8: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.
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Constraints:

if compq ¼ Nag SingularVecs, pdu 	 max 1;nð Þ;
otherwise pdu 	 1.

9: vt½dim� – double Output

Note: the dimension, dim, of the array vt must be at least

max 1;pdvt� nð Þ when compq ¼ Nag SingularVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.

On exit: if compq ¼ Nag SingularVecs, then if fail:code ¼ NE_NOERROR, the rows of vt
contain the right singular vectors of the bidiagonal matrix B.

If compq 6¼ Nag SingularVecs, vt is not referenced.

10: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if compq ¼ Nag SingularVecs, pdvt 	 max 1;nð Þ;
otherwise pdvt 	 1.

11: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least max 1; n2 þ 5n; ldq
� �

.

On exit: if compq ¼ Nag PackedSingularVecs, then if fail:code ¼ NE_NOERROR, q and iq
contain the left and right singular vectors in a compact form, requiring O nlog2 nð Þ space instead
o f 2� n2. I n p a r t i c u l a r , q c o n t a i n s a l l t h e r e a l d a t a i n t h e fi r s t
ldq ¼ n� 11þ 2� smlsiz þ 8� int log2 n= smlsiz þ 1ð Þð Þð Þð Þ elements of q, where smlsiz is
equal to the maximum size of the subproblems at the bottom of the computation tree (usually
about 25).

If compq 6¼ Nag PackedSingularVecs, q is not referenced.

12: iq½dim� – Integer Output

Note: the dimension, dim, of the array iq must be at least max 1; ldiqð Þ.
On exit: if compq ¼ Nag PackedSingularVecs, then if fail:code ¼ NE_NOERROR, q and iq
contain the left and right singular vectors in a compact form, requiring O nlog2 nð Þ space instead
o f 2� n2. I n p a r t i c u l a r , i q c o n t a i n s a l l i n t e g e r d a t a i n t h e fi r s t
ldiq ¼ n� 3þ 3� int log2 n= smlsiz þ 1ð Þð Þð Þð Þ elements of iq, where smlsiz is equal to the
maximum size of the subproblems at the bottom of the computation tree (usually about 25).

If compq 6¼ Nag PackedSingularVecs, iq is not referenced.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdu ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag SingularVecs, pdu 	 max 1; nð Þ;
otherwise pdu 	 1.

On entry, compq ¼ valueh i, pdvt ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag SingularVecs, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The algorithm failed to compute a singular value. The update process of divide-and-conquer
failed.

7 Accuracy

Each computed singular value of B is accurate to nearly full relative precision, no matter how tiny the
singular value. The ith computed singular value, ŝi, satisfies the bound

ŝi � sij j � p nð Þ�si
where � is the machine precision and p nð Þ is a modest function of n.

For bounds on the computed singular values, see Section 4.9.1 of Anderson et al. (1999). See also
nag_ddisna (f08flc).
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8 Parallelism and Performance

nag_dbdsdc (f08mdc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dbdsdc (f08mdc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If only singular values are required, the total number of floating-point operations is approximately
proportional to n2. When singular vectors are required the number of operations is bounded above by
approximately the same number of operations as nag_dbdsqr (f08mec), but for large matrices
nag_dbdsdc (f08mdc) is usually much faster.

There is no complex analogue of nag_dbdsdc (f08mdc).

10 Example

This example computes the singular value decomposition of the upper bidiagonal matrix

B ¼
3:62 1:26 0 0
0 �2:41 �1:53 0
0 0 1:92 1:19
0 0 0 �1:43

0B@
1CA:

10.1 Program Text

/* nag_dbdsdc (f08mdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nagx02.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta, eps, norm;
Integer abi, i, j, k1, k2, leniq, lenq, mlvl, n, pdab, pdb, pdu, pdvt;
Integer exit_status = 0, smlsiz = 25;

/* Arrays */
double *ab = 0, *b = 0, *d = 0, *e = 0, *q = 0, *u = 0, *vt = 0;
Integer *iq = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
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Nag_UploType uplo;
Nag_ComputeSingularVecsType compq;

#ifdef NAG_COLUMN_MAJOR
#define B(I, J) b[(J - 1) * pdb + I - 1]
#define U(I, J) u[(J - 1) * pdu + I - 1]

order = Nag_ColMajor;
#else
#define B(I, J) b[(I - 1) * pdb + J - 1]
#define U(I, J) u[(I - 1) * pdu + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dbdsdc (f08mdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* Starting index for main diagonal in banded storage format = abi. */
if ((order == Nag_ColMajor && uplo == Nag_Lower) ||

(order == Nag_RowMajor && uplo == Nag_Upper)) {
abi = 0;

}
else {

abi = 1;
}

compq = (Nag_ComputeSingularVecsType) nag_enum_name_to_value(nag_enum_arg);
/* size of u, vt, q and iq depends on value of compq input */
if (compq == Nag_SingularVecs) {

pdu = n;
pdvt = n;

}
else {

pdu = 1;
pdvt = 1;

}
if (compq == Nag_PackedSingularVecs) {

mlvl = (Integer) (log(n / (smlsiz + 1.0)) / log(2.0)) + 1;
if (mlvl < 1)

mlvl = 1;
lenq = MAX(n * n + 5 * n, n * (3 + 2 * smlsiz + 8 * mlvl));
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leniq = n * 3 * mlvl;
}
else {

lenq = 1;
leniq = 1;

}

pdb = n;
pdab = 2;
/* Allocate memory */
if (!(b = NAG_ALLOC(n * n, double)) ||

!(ab = NAG_ALLOC(pdab * n, double)) ||
!(d = NAG_ALLOC(n, double)) ||
!(e = NAG_ALLOC(n - 1, double)) ||
!(q = NAG_ALLOC(lenq, double)) ||
!(u = NAG_ALLOC(pdu * pdu, double)) ||
!(vt = NAG_ALLOC(pdvt * pdvt, double)) ||
!(iq = NAG_ALLOC(leniq, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the bidiagonal matrix B from data file,
* first the diagonal elements, and then the off-diagonal elements.
*/

#ifdef _WIN32
for (i = 0; i < n; ++i)

scanf_s("%lf", &d[i]);
#else

for (i = 0; i < n; ++i)
scanf("%lf", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Store diagonal arrays in banded format in ab for printing */
for (i = 0; i < n; i++)

ab[2 * i + abi] = d[i];
for (i = 0; i < n - 1; i++)

ab[2 * i + abi + 1] = e[i];

/* k1 = lower bandwidth, k2 = upper bandwidth */
k1 = (uplo == Nag_Upper ? 0 : 1);
k2 = 1 - k1;

/* Print Bidiagonal Matrix B stored in ab.
* nag_band_real_mat_print (x04cec).
* Print real packed banded matrix (easy-to-use)
*/

fflush(stdout);
nag_band_real_mat_print(order, n, n, k1, k2, ab, 2, "Matrix B", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_band_real_mat_print (x04cec).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}

/* Calculate the singular values and left and right singular vectors of B
* using nag_dbdsdc (f08mdc).
*/

nag_dbdsdc(order, uplo, compq, n, d, e, u, pdu, vt, pdvt, q, iq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dbdsdc (f08mdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSingular values\n");
for (i = 0; i < n; ++i)

printf(" %8.4f%s", d[i], i % 8 == 7 ? "\n" : "");
printf("\n\n");

if (compq == Nag_SingularVecs) {
/* Reconstruct bidiagonal matrix from decomposition:
* first, U <- U*S, then Compute B = U*S*V^T.
* nag_dgemm (f16yac).
*/

for (i = 1; i <= n; i++)
for (j = 1; j <= n; j++)

U(i, j) = U(i, j) * d[j - 1];
alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, u, pdu,

vt, pdvt, beta, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Subtract original bidiagonal matrix:
* this should give a matrix close to zero.
*/

for (i = 1; i <= n; i++)
B(i, i) -= ab[2 * i - 2 + abi];

if (uplo == Nag_Upper)
for (i = 1; i <= n - 1; i++)

B(i, i + 1) -= ab[2 * i - 1 + abi];
else

for (i = 1; i <= n - 1; i++)
B(i + 1, i) -= ab[2 * i - 1 + abi];

/* nag_dge_norm (f16rac): Find norm of matrix B and print warning if
* it is too large.
*/

nag_dge_norm(order, Nag_OneNorm, n, n, b, pdb, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8)) {

printf("Norm of B-(U*S*V^T) is much greater than 0.\nSchur "
"factorization has failed.\n norm = %13.4e\n", norm);

}
}

END:
NAG_FREE(ab);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(q);
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NAG_FREE(u);
NAG_FREE(vt);
NAG_FREE(iq);

return exit_status;
}

10.2 Program Data

nag_dbdsdc (f08mdc) Example Program Data

4 : n
Nag_Upper : uplo
Nag_SingularVecs : compq
3.62 -2.41 1.92 -1.43 : diagonal elements
1.26 -1.53 1.19 : off-diagonal elements

10.3 Program Results

nag_dbdsdc (f08mdc) Example Program Results

Matrix B
1 2 3 4

1 3.6200 1.2600
2 -2.4100 -1.5300
3 1.9200 1.1900
4 -1.4300

Singular values
4.0001 3.0006 1.9960 0.9998
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NAG Library Function Document

nag_dbdsqr (f08mec)

1 Purpose

nag_dbdsqr (f08mec) computes the singular value decomposition of a real upper or lower bidiagonal
matrix, or of a real general matrix which has been reduced to bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dbdsqr (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer ncvt, Integer nru, Integer ncc, double d[], double e[],
double vt[], Integer pdvt, double u[], Integer pdu, double c[],
Integer pdc, NagError *fail)

3 Description

nag_dbdsqr (f08mec) computes the singular values and, optionally, the left or right singular vectors of a
real upper or lower bidiagonal matrix B. In other words, it can compute the singular value
decomposition (SVD) of B as

B ¼ U�V T:

Here � is a diagonal matrix with real diagonal elements �i (the singular values of B), such that

�1 	 �2 	 � � � 	 �n 	 0;

U is an orthogonal matrix whose columns are the left singular vectors ui; V is an orthogonal matrix
whose rows are the right singular vectors vi. Thus

Bui ¼ �ivi and BTvi ¼ �iui; i ¼ 1; 2; . . . ; n:

To compute U and/or V T, the arrays u and/or vt must be initialized to the unit matrix before
nag_dbdsqr (f08mec) is called.

The function may also be used to compute the SVD of a real general matrix A which has been reduced
to bidiagonal form by an orthogonal transformation: A ¼ QBPT. If A is m by n with m 	 n, then Q is
m by n and P T is n by n; if A is n by p with n < p, then Q is n by n and PT is n by p. In this case,
the matrices Q and/or PT must be formed explicitly by nag_dorgbr (f08kfc) and passed to nag_dbdsqr
(f08mec) in the arrays u and/or vt respectively.

nag_dbdsqr (f08mec) also has the capability of forming UTC, where C is an arbitrary real matrix; this
is needed when using the SVD to solve linear least squares problems.

nag_dbdsqr (f08mec) uses two different algorithms. If any singular vectors are required (i.e., if
ncvt > 0 or nru > 0 or ncc > 0), the bidiagonal QR algorithm is used, switching between zero-shift
and implicitly shifted forms to preserve the accuracy of small singular values, and switching between
QR and QL variants in order to handle graded matrices effectively (see Demmel and Kahan (1990)). If
only singular values are required (i.e., if ncvt ¼ nru ¼ ncc ¼ 0), they are computed by the differential
qd algorithm (see Fernando and Parlett (1994)), which is faster and can achieve even greater accuracy.

The singular vectors are normalized so that uik k ¼ vik k ¼ 1, but are determined only to within a factor

1.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether B is an upper or lower bidiagonal matrix.

uplo ¼ Nag Upper
B is an upper bidiagonal matrix.

uplo ¼ Nag Lower
B is a lower bidiagonal matrix.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix B.

Constraint: n 	 0.

4: ncvt – Integer Input

On entry: ncvt, the number of columns of the matrix V T of right singular vectors. Set ncvt ¼ 0 if
no right singular vectors are required.

Constraint: ncvt 	 0.

5: nru – Integer Input

On entry: nru, the number of rows of the matrix U of left singular vectors. Set nru ¼ 0 if no left
singular vectors are required.

Constraint: nru 	 0.

6: ncc – Integer Input

On entry: ncc, the number of columns of the matrix C. Set ncc ¼ 0 if no matrix C is supplied.

Constraint: ncc 	 0.

7: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the bidiagonal matrix B.
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On exit: the singular values in decreasing order of magnitude, unless fail:code ¼
NE_CONVERGENCE (in which case see Section 6).

8: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the bidiagonal matrix B.

On exit: e is overwritten, but if fail:code ¼ NE_CONVERGENCE see Section 6.

9: vt½dim� – double Input/Output

Note: the dimension, dim, of the array vt must be at least max 1; pdvt� ncvtð Þ when
order ¼ Nag ColMajor and at least max 1;pdvt� nð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.

On entry: if ncvt > 0, vt must contain an n by ncvt matrix. If the right singular vectors of B are
required, ncvt ¼ n and vt must contain the unit matrix; if the right singular vectors of A are
required, vt must contain the orthogonal matrix PT returned by nag_dorgbr (f08kfc) with
vect ¼ Nag FormP.

On exit: the n by ncvt matrix V T or V TPT of right singular vectors, stored by rows.

If ncvt ¼ 0, vt is not referenced.

10: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if order ¼ Nag ColMajor,

if ncvt > 0, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.;

if order ¼ Nag RowMajor,

if ncvt > 0, pdvt 	 ncvt;
otherwise pdvt 	 1..

11: u½dim� – double Input/Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu� nð Þ when order ¼ Nag ColMajor;
max 1;nru� pduð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On entry: if nru > 0, u must contain an nru by n matrix. If the left singular vectors of B are
required, nru ¼ n and u must contain the unit matrix; if the left singular vectors of A are
required, u must contain the orthogonal matrix Q returned by nag_dorgbr (f08kfc) with
vect ¼ Nag FormQ.

On exit: the nru by n matrix U or QU of left singular vectors, stored as columns of the matrix.

If nru ¼ 0, u is not referenced.
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12: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor, pdu 	 max 1; nruð Þ;
if order ¼ Nag RowMajor, pdu 	 max 1; nð Þ.

13: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nccð Þ when
order ¼ Nag ColMajor and at least max 1;pdc� nð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by ncc matrix C if ncc > 0.

On exit: c is overwritten by the matrix UTC. If ncc ¼ 0, c is not referenced.

14: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor,

if ncc > 0, pdc 	 max 1; nð Þ;
otherwise pdc 	 1.;

if order ¼ Nag RowMajor, pdc 	 max 1;nccð Þ.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

valueh i off-diagonals did not converge. The arrays d and e contain the diagonal and off-diagonal
elements, respectively, of a bidiagonal matrix orthogonally equivalent to B.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, ncc ¼ valueh i.
Constraint: ncc 	 0.
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On entry, ncvt ¼ valueh i.
Constraint: ncvt > 0.

On entry, ncvt ¼ valueh i.
Constraint: ncvt 	 0.

On entry, nru ¼ valueh i.
Constraint: nru 	 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.

NE_INT_2

On entry, pdc ¼ valueh i and ncc ¼ valueh i.
Constraint: pdc 	 max 1; nccð Þ.
On entry, pdu ¼ valueh i and n ¼ valueh i.
Constraint: pdu 	 max 1; nð Þ.
On entry, pdu ¼ valueh i and nru ¼ valueh i.
Constraint: pdu 	 max 1; nruð Þ.
On entry, pdvt ¼ valueh i and ncvt ¼ valueh i.
Constraint: if ncvt > 0, pdvt 	 ncvt;
otherwise pdvt 	 1.

NE_INT_3

On entry, ncc ¼ valueh i, pdc ¼ valueh i and n ¼ valueh i.
Constraint: if ncc > 0, pdc 	 max 1; nð Þ;
otherwise pdc 	 1.

On entry, pdvt ¼ valueh i, ncvt ¼ valueh i and n ¼ valueh i.
Constraint: if ncvt > 0, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Each singular value and singular vector is computed to high relative accuracy. However, the reduction
to bidiagonal form (prior to calling the function) may exclude the possibility of obtaining high relative
accuracy in the small singular values of the original matrix if its singular values vary widely in
magnitude.

If �i is an exact singular value of B and ~�i is the corresponding computed value, then

~�i � �ij j � p m; nð Þ��i

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08mec

Mark 26 f08mec.5



where p m; nð Þ is a modestly increasing function of m and n, and � is the machine precision. If only
singular values are computed, they are computed more accurately (i.e., the function p m; nð Þ is smaller),
than when some singular vectors are also computed.

If ui is the corresponding exact left singular vector of B, and ~ui is the corresponding computed left
singular vector, then the angle � ~ui; uið Þ between them is bounded as follows:

� ~ui; uið Þ � p m; nð Þ�
relgapi

where relgapi is the relative gap between �i and the other singular values, defined by

relgapi ¼ min
i6¼j

�i � �j
		 		
�i þ �j
� �:

A similar error bound holds for the right singular vectors.

8 Parallelism and Performance

nag_dbdsqr (f08mec) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dbdsqr (f08mec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is roughly proportional to n2 if only the singular values
are computed. About 6n2 � nru additional operations are required to compute the left singular vectors
and about 6n2 � ncvt to compute the right singular vectors. The operations to compute the singular
values must all be performed in scalar mode; the additional operations to compute the singular vectors
can be vectorized and on some machines may be performed much faster.

The complex analogue of this function is nag_zbdsqr (f08msc).

10 Example

This example computes the singular value decomposition of the upper bidiagonal matrix B, where

B ¼
3:62 1:26 0:00 0:00
0:00 �2:41 �1:53 0:00
0:00 0:00 1:92 1:19
0:00 0:00 0:00 �1:43

0B@
1CA:

See also the example for nag_dorgbr (f08kfc), which illustrates the use of the function to compute the
singular value decomposition of a general matrix.

10.1 Program Text

/* nag_dbdsqr (f08mec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, n, pdvt, pdu;
Integer exit_status = 0, ncc = 0, ldc = 1;
double zero = 0.0, one = 1.0;
/* Arrays */
char nag_enum_arg[40];
double c[1];
double *d = 0, *e = 0, *u = 0, *vt = 0;

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

INIT_FAIL(fail);

printf("nag_dbdsqr (f08mec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif
pdu = n;
pdvt = n;

/* Allocate memory */
if (!(d = NAG_ALLOC(n, double)) ||

!(e = NAG_ALLOC(n - 1, double)) ||
!(u = NAG_ALLOC(n * n, double)) || !(vt = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read B from data file */
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n - 1; ++i)
scanf_s("%lf", &e[i]);

#else
for (i = 0; i < n - 1; ++i)

scanf("%lf", &e[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Initialize U and VT to be the unit matrix to obtain SVD of input
* bidiagonal matrix nag_dge_load (f16qhc).
* General matrix initialization.
*/

nag_dge_load(order, n, n, zero, one, u, pdu, &fail);
nag_dge_load(order, n, n, zero, one, vt, pdvt, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_load (f16qhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dbdsqr (f08mec).
* SVD of real bidiagonal matrix reduced from real general
* matrix.
*/

nag_dbdsqr(order, uplo, n, n, n, ncc, d, e, vt, pdvt, u, pdu, c, ldc,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dbdsqr (f08mec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print singular values, left & right singular vectors */
printf("\nSingular values\n ");
for (i = 0; i < n; ++i)

printf(" %7.4f%s", d[i], i % 8 == 7 ? "\n" : "");
printf("\n\n");

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

vt, pdvt, "Right singular vectors, by row", 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
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nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,
u, pdu, "Left singular vectors, by column", 0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(u);
NAG_FREE(vt);

return exit_status;
}

10.2 Program Data

nag_dbdsqr (f08mec) Example Program Data
4 : n
3.62 -2.41 1.92 -1.43 : main diagonal
1.26 -1.53 1.19 : off diagonal
Nag_Upper : uplo

10.3 Program Results

nag_dbdsqr (f08mec) Example Program Results

Singular values
4.0001 3.0006 1.9960 0.9998

Right singular vectors, by row
1 2 3 4

1 0.8261 0.5246 0.2024 0.0369
2 0.4512 -0.4056 -0.7350 -0.3030
3 0.2823 -0.5644 0.1731 0.7561
4 0.1852 -0.4916 0.6236 -0.5789

Left singular vectors, by column
1 2 3 4

1 0.9129 0.3740 0.1556 0.0512
2 -0.3935 0.7005 0.5489 0.2307
3 0.1081 -0.5904 0.6173 0.5086
4 -0.0132 0.1444 -0.5417 0.8280
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NAG Library Function Document

nag_zbdsqr (f08msc)

1 Purpose

nag_zbdsqr (f08msc) computes the singular value decomposition of a complex general matrix which has
been reduced to bidiagonal form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zbdsqr (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer ncvt, Integer nru, Integer ncc, double d[], double e[],
Complex vt[], Integer pdvt, Complex u[], Integer pdu, Complex c[],
Integer pdc, NagError *fail)

3 Description

nag_zbdsqr (f08msc) computes the singular values and, optionally, the left or right singular vectors of a
real upper or lower bidiagonal matrix B. In other words, it can compute the singular value
decomposition (SVD) of B as

B ¼ U�V T:

Here � is a diagonal matrix with real diagonal elements �i (the singular values of B), such that

�1 	 �2 	 � � � 	 �n 	 0;

U is an orthogonal matrix whose columns are the left singular vectors ui; V is an orthogonal matrix
whose rows are the right singular vectors vi. Thus

Bui ¼ �ivi and BTvi ¼ �iui; i ¼ 1; 2; . . . ; n:

To compute U and/or V T, the arrays u and/or vt must be initialized to the unit matrix before nag_zbdsqr
(f08msc) is called.

The function stores the real orthogonal matrices U and V T in complex arrays u and vt, so that it may
also be used to compute the SVD of a complex general matrix A which has been reduced to bidiagonal
form by a unitary transformation: A ¼ QBPH. If A is m by n with m 	 n, then Q is m by n and PH is
n by n; if A is n by p with n < p, then Q is n by n and PH is n by p. In this case, the matrices Q and/
or PH must be formed explicitly by nag_zungbr (f08ktc) and passed to nag_zbdsqr (f08msc) in the
arrays u and/or vt respectively.

nag_zbdsqr (f08msc) also has the capability of forming UHC, where C is an arbitrary complex matrix;
this is needed when using the SVD to solve linear least squares problems.

nag_zbdsqr (f08msc) uses two different algorithms. If any singular vectors are required (i.e., if ncvt > 0
or nru > 0 or ncc > 0), the bidiagonal QR algorithm is used, switching between zero-shift and
implicitly shifted forms to preserve the accuracy of small singular values, and switching between QR
and QL variants in order to handle graded matrices effectively (see Demmel and Kahan (1990)). If only
singular values are required (i.e., if ncvt ¼ nru ¼ ncc ¼ 0), they are computed by the differential qd
algorithm (see Fernando and Parlett (1994)), which is faster and can achieve even greater accuracy.

The singular vectors are normalized so that uik k ¼ vik k ¼ 1, but are determined only to within a
complex factor of absolute value 1.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08msc

Mark 26 f08msc.1



4 References

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Fernando K V and Parlett B N (1994) Accurate singular values and differential qd algorithms Numer.
Math. 67 191–229

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether B is an upper or lower bidiagonal matrix.

uplo ¼ Nag Upper
B is an upper bidiagonal matrix.

uplo ¼ Nag Lower
B is a lower bidiagonal matrix.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix B.

Constraint: n 	 0.

4: ncvt – Integer Input

On entry: ncvt, the number of columns of the matrix V H of right singular vectors. Set ncvt ¼ 0
of right singular vectors. Set ncvt ¼ 0 if no right singular vectors are required.

Constraint: ncvt 	 0.

5: nru – Integer Input

On entry: nru, the number of rows of the matrix U of left singular vectors. Set nru ¼ 0 if no left
singular vectors are required.

Constraint: nru 	 0.

6: ncc – Integer Input

On entry: ncc, the number of columns of the matrix C. Set ncc ¼ 0 if no matrix C is supplied.

Constraint: ncc 	 0.

7: d½dim� – double Input/Output

Note: the dimension, dim, of the array d must be at least max 1;nð Þ.
On entry: the diagonal elements of the bidiagonal matrix B.
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On exit: the singular values in decreasing order of magnitude, unless fail:code ¼
NE_CONVERGENCE (in which case see Section 6).

8: e½dim� – double Input/Output

Note: the dimension, dim, of the array e must be at least max 1;n� 1ð Þ.
On entry: the off-diagonal elements of the bidiagonal matrix B.

On exit: e is overwritten, but if fail:code ¼ NE_CONVERGENCE see Section 6.

9: vt½dim� – Complex Input/Output

Note: the dimension, dim, of the array vt must be at least max 1; pdvt� ncvtð Þ when
order ¼ Nag ColMajor and at least max 1;pdvt� nð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix is stored in

vt½ j� 1ð Þ � pdvtþ i� 1� when order ¼ Nag ColMajor;
vt½ i� 1ð Þ � pdvtþ j� 1� when order ¼ Nag RowMajor.

On entry: if ncvt > 0, vt must contain an n by ncvt matrix. If the right singular vectors of B are
required, ncvt ¼ n and vt must contain the unit matrix; if the right singular vectors of A are
required, vt must contain the unitary matrix PH returned by nag_zungbr (f08ktc) with
vect ¼ Nag FormP.

On exit: the n by ncvt matrix V H or V H of right singular vectors, stored by rows.

If ncvt ¼ 0, vt is not referenced.

10: pdvt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vt.

Constraints:

if order ¼ Nag ColMajor,

if ncvt > 0, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.;

if order ¼ Nag RowMajor,

if ncvt > 0, pdvt 	 ncvt;
otherwise pdvt 	 1..

11: u½dim� – Complex Input/Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu� nð Þ when order ¼ Nag ColMajor;
max 1;nru� pduð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On entry: if nru > 0, u must contain an nru by n matrix. If the left singular vectors of B are
required, nru ¼ n and u must contain the unit matrix; if the left singular vectors of A are
required, u must contain the unitary matrix Q returned by nag_zungbr (f08ktc) with
vect ¼ Nag FormQ.

On exit: the nru by n matrix U or QU of left singular vectors, stored as columns of the matrix.

If nru ¼ 0, u is not referenced.
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12: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor, pdu 	 max 1; nruð Þ;
if order ¼ Nag RowMajor, pdu 	 max 1; nð Þ.

13: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nccð Þ when
order ¼ Nag ColMajor and at least max 1;pdc� nð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by ncc matrix C if ncc > 0.

On exit: c is overwritten by the matrix UHC. If ncc ¼ 0, c is not referenced.

14: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor,

if ncc > 0, pdc 	 max 1; nð Þ;
otherwise pdc 	 1.;

if order ¼ Nag RowMajor, pdc 	 max 1;nccð Þ.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

valueh i off-diagonals did not converge. The arrays d and e contain the diagonal and off-diagonal
elements, respectively, of a bidiagonal matrix orthogonally equivalent to B.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, ncc ¼ valueh i.
Constraint: ncc 	 0.
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On entry, ncvt ¼ valueh i.
Constraint: ncvt > 0.

On entry, ncvt ¼ valueh i.
Constraint: ncvt 	 0.

On entry, nru ¼ valueh i.
Constraint: nru 	 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdvt ¼ valueh i.
Constraint: pdvt > 0.

NE_INT_2

On entry, pdc ¼ valueh i and ncc ¼ valueh i.
Constraint: pdc 	 max 1; nccð Þ.
On entry, pdu ¼ valueh i and n ¼ valueh i.
Constraint: pdu 	 max 1; nð Þ.
On entry, pdu ¼ valueh i and nru ¼ valueh i.
Constraint: pdu 	 max 1; nruð Þ.
On entry, pdvt ¼ valueh i and ncvt ¼ valueh i.
Constraint: if ncvt > 0, pdvt 	 ncvt;
otherwise pdvt 	 1.

NE_INT_3

On entry, ncc ¼ valueh i, pdc ¼ valueh i and n ¼ valueh i.
Constraint: if ncc > 0, pdc 	 max 1; nð Þ;
otherwise pdc 	 1.

On entry, pdvt ¼ valueh i, ncvt ¼ valueh i and n ¼ valueh i.
Constraint: if ncvt > 0, pdvt 	 max 1; nð Þ;
otherwise pdvt 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Each singular value and singular vector is computed to high relative accuracy. However, the reduction
to bidiagonal form (prior to calling the function) may exclude the possibility of obtaining high relative
accuracy in the small singular values of the original matrix if its singular values vary widely in
magnitude.

If �i is an exact singular value of B and ~�i is the corresponding computed value, then

~�i � �ij j � p m; nð Þ��i

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08msc

Mark 26 f08msc.5



where p m; nð Þ is a modestly increasing function of m and n, and � is the machine precision. If only
singular values are computed, they are computed more accurately (i.e., the function p m; nð Þ is smaller),
than when some singular vectors are also computed.

If ui is an exact left singular vector of B, and ~ui is the corresponding computed left singular vector,
then the angle � ~ui; uið Þ between them is bounded as follows:

� ~ui; uið Þ � p m; nð Þ�
relgapi

where relgapi is the relative gap between �i and the other singular values, defined by

relgapi ¼ min
i6¼j

�i � �j
		 		
�i þ �j
� �:

A similar error bound holds for the right singular vectors.

8 Parallelism and Performance

nag_zbdsqr (f08msc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zbdsqr (f08msc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is roughly proportional to n2 if only the singular
values are computed. About 12n2 � nru additional operations are required to compute the left singular
vectors and about 12n2 � ncvt to compute the right singular vectors. The operations to compute the
singular values must all be performed in scalar mode; the additional operations to compute the singular
vectors can be vectorized and on some machines may be performed much faster.

The real analogue of this function is nag_dbdsqr (f08mec).

10 Example

See Section 10 in nag_zungbr (f08ktc), which illustrates the use of the function to compute the singular
value decomposition of a general matrix.
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NAG Library Function Document

nag_dgeev (f08nac)

1 Purpose

nag_dgeev (f08nac) computes the eigenvalues and, optionally, the left and/or right eigenvectors for an n
by n real nonsymmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeev (Nag_OrderType order, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Integer n, double a[], Integer pda,
double wr[], double wi[], double vl[], Integer pdvl, double vr[],
Integer pdvr, NagError *fail)

3 Description

The right eigenvector vj of A satisfies

Avj ¼ �jvj
where �j is the jth eigenvalue of A. The left eigenvector uj of A satisfies

uHj A ¼ �juHj

where uHj denotes the conjugate transpose of uj.

The matrix A is first reduced to upper Hessenberg form by means of orthogonal similarity
transformations, and the QR algorithm is then used to further reduce the matrix to upper quasi-
triangular Schur form, T , with 1 by 1 and 2 by 2 blocks on the main diagonal. The eigenvalues are
computed from T , the 2 by 2 blocks corresponding to complex conjugate pairs and, optionally, the
eigenvectors of T are computed and backtransformed to the eigenvectors of A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, the left eigenvectors of A are not computed.
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If jobvl ¼ Nag LeftVecs, the left eigenvectors of A are computed.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, the right eigenvectors of A are not computed.

If jobvr ¼ Nag RightVecs, the right eigenvectors of A are computed.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a has been overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: wr½dim� – double Output
8: wi½dim� – double Output

Note: the dimension, dim, of the arrays wr and wi must be at least max 1; nð Þ.
On exit: wr and wi contain the real and imaginary parts, respectively, of the computed
eigenvalues. Complex conjugate pairs of eigenvalues appear consecutively with the eigenvalue
having the positive imaginary part first.

9: vl½dim� – double Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

Where VL i; jð Þ appears in this document, it refers to the array element

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors uj are stored one after another in vl, in
the same order as their corresponding eigenvalues. If the jth eigenvalue is real, then
uj ¼ VL i; jð Þ, for i ¼ 1; 2; . . . ; n. If the jth and jþ 1ð Þst eigenvalues form a complex conjugate
p a i r , t h e n uj ¼ VL i; jð Þ þ i � VL i; jþ 1ð Þ a n d ujþ1 ¼ VL i; jð Þ � i � VL i; jþ 1ð Þ, f o r
i ¼ 1; 2; . . . ;n.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.
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10: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

11: vr½dim� – double Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

Where VR i; jð Þ appears in this document, it refers to the array element

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors vj are stored one after another in vr, in
the same order as their corresponding eigenvalues. If the jth eigenvalue is real, then
vj ¼ VR i; jð Þ, for i ¼ 1; 2; . . . ; n. If the jth and jþ 1ð Þst eigenvalues form a complex conjugate
p a i r , t h e n vj ¼ VR i; jð Þ þ i � VR i; jþ 1ð Þ a n d vjþ1 ¼ VR i; jð Þ � i � VR i; jþ 1ð Þ, f o r
i ¼ 1; 2; . . . ;n.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

12: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues, and no eigenvectors have been
computed; elements valueh i to n of wr and wi contain eigenvalues which have converged.
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NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgeev (f08nac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgeev (f08nac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

Each eigenvector is normalized to have Euclidean norm equal to unity and the element of largest
absolute value real.

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zgeev (f08nnc).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA:

10.1 Program Text

/* nag_dgeev (f08nac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdvr;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *vr = 0, *wi = 0, *wr = 0;
double dummy[1];

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define VR(I, J) vr[(J)*pdvr + I]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define VR(I, J) vr[(I)*pdvr + J]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeev (f08nac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}

pda = n;
pdvr = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(vr = NAG_ALLOC(n * n, double)) ||
!(wi = NAG_ALLOC(n, double)) || !(wr = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the eigenvalues and right eigenvectors only of A
* using nag_dgeev (f08nac).
*/

nag_dgeev(order, Nag_NotLeftVecs, Nag_RightVecs, n, a, pda, wr, wi,
dummy, 1, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgeev (f08nac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues and right eigenvectors. */
for (j = 0; j < n; ++j) {

printf("\nEigenvalue %3" NAG_IFMT " = ", j + 1);
if (wi[j] == 0.0)

printf("%13.4e\n", wr[j]);
else

printf(" (%13.4e, %13.4e)\n", wr[j], wi[j]);

printf("\nEigenvector %2" NAG_IFMT "\n", j + 1);
if (wi[j] == 0.0)

for (i = 0; i < n; ++i)
printf("%17s%13.4e\n", "", VR(i, j));

else if (wi[j] > 0.0)
for (i = 0; i < n; ++i)

printf("%18s(%13.4e, %13.4e)\n", "", VR(i, j), VR(i, j + 1));
else

for (i = 0; i < n; ++i)
printf("%18s(%13.4e, %13.4e)\n", "", VR(i, j - 1), -VR(i, j));

printf("\n");
}
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END:
NAG_FREE(a);
NAG_FREE(vr);
NAG_FREE(wi);
NAG_FREE(wr);

return exit_status;
}

#undef A
#undef VR

10.2 Program Data

nag_dgeev (f08nac) Example Program Data

4 : n

0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 : matrix A

10.3 Program Results

nag_dgeev (f08nac) Example Program Results

Eigenvalue 1 = 7.9948e-01

Eigenvector 1
-6.5509e-01
-5.2363e-01
5.3622e-01

-9.5607e-02

Eigenvalue 2 = ( -9.9412e-02, 4.0079e-01)

Eigenvector 2
( -1.9330e-01, 2.5463e-01)
( 2.5186e-01, -5.2240e-01)
( 9.7182e-02, -3.0838e-01)
( 6.7595e-01, 0.0000e+00)

Eigenvalue 3 = ( -9.9412e-02, -4.0079e-01)

Eigenvector 3
( -1.9330e-01, -2.5463e-01)
( 2.5186e-01, 5.2240e-01)
( 9.7182e-02, 3.0838e-01)
( 6.7595e-01, -0.0000e+00)

Eigenvalue 4 = -1.0066e-01

Eigenvector 4
1.2533e-01
3.3202e-01
5.9384e-01
7.2209e-01
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NAG Library Function Document

nag_dgeevx (f08nbc)

1 Purpose

nag_dgeevx (f08nbc) computes the eigenvalues and, optionally, the left and/or right eigenvectors for an
n by n real nonsymmetric matrix A.

Optionally, it also computes a balancing transformation to improve the conditioning of the eigenvalues
and eigenvectors, reciprocal condition numbers for the eigenvalues, and reciprocal condition numbers
for the right eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeevx (Nag_OrderType order, Nag_BalanceType balanc,
Nag_LeftVecsType jobvl, Nag_RightVecsType jobvr, Nag_RCondType sense,
Integer n, double a[], Integer pda, double wr[], double wi[],
double vl[], Integer pdvl, double vr[], Integer pdvr, Integer *ilo,
Integer *ihi, double scale[], double *abnrm, double rconde[],
double rcondv[], NagError *fail)

3 Description

The right eigenvector vj of A satisfies

Avj ¼ �jvj
where �j is the jth eigenvalue of A. The left eigenvector uj of A satisfies

uHj A ¼ �juHj

where uHj denotes the conjugate transpose of uj.

Balancing a matrix means permuting the rows and columns to make it more nearly upper triangular, and
applying a diagonal similarity transformation DAD�1, where D is a diagonal matrix, with the aim of
making its rows and columns closer in norm and the condition numbers of its eigenvalues and
eigenvectors smaller. The computed reciprocal condition numbers correspond to the balanced matrix.
Permuting rows and columns will not change the condition numbers (in exact arithmetic) but diagonal
scaling will. For further explanation of balancing, see Section 4.8.1.2 of Anderson et al. (1999).

Following the optional balancing, the matrix A is first reduced to upper Hessenberg form by means of
unitary similarity transformations, and the QR algorithm is then used to further reduce the matrix to
upper triangular Schur form, T , from which the eigenvalues are computed. Optionally, the eigenvectors
of T are also computed and backtransformed to those of A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: balanc – Nag_BalanceType Input

On entry: indicates how the input matrix should be diagonally scaled and/or permuted to improve
the conditioning of its eigenvalues.

balanc ¼ Nag NoBalancing
Do not diagonally scale or permute.

balanc ¼ Nag BalancePermute
Perform permutations to make the matrix more nearly upper triangular. Do not diagonally
scale.

balanc ¼ Nag BalanceScale
Diagonally scale the matrix, i.e., replace A by DAD�1, where D is a diagonal matrix
chosen to make the rows and columns of A more equal in norm. Do not permute.

balanc ¼ Nag BalanceBoth
Both diagonally scale and permute A.

Computed reciprocal condition numbers will be for the matrix after balancing and/or permuting.
Permuting does not change condition numbers (in exact arithmetic), but balancing does.

C o n s t r a i n t : balanc ¼ Nag NoBalancing, Nag BalancePermute, Nag BalanceScale o r
Nag BalanceBoth.

3: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, the left eigenvectors of A are not computed.

If jobvl ¼ Nag LeftVecs, the left eigenvectors of A are computed.

If sense ¼ Nag RCondEigVals or Nag RCondBoth, jobvl must be set to jobvl ¼ Nag LeftVecs.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

4: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, the right eigenvectors of A are not computed.

If jobvr ¼ Nag RightVecs, the right eigenvectors of A are computed.

I f sense ¼ Nag RCondEigVals o r Nag RCondBoth, j o b v r m u s t b e s e t t o
jobvr ¼ Nag RightVecs.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

5: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for right eigenvectors only.
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sense ¼ Nag RCondBoth
Computed for eigenvalues and right eigenvectors.

If sense ¼ Nag RCondEigVals or Nag RCondBoth, both left and right eigenvectors must also be
computed (jobvl ¼ Nag LeftVecs and jobvr ¼ Nag RightVecs).

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

6: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a has been overwritten. If jobvl ¼ Nag LeftVecs or jobvr ¼ Nag RightVecs, A contains
the real Schur form of the balanced version of the input matrix A.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: wr½dim� – double Output
10: wi½dim� – double Output

Note: the dimension, dim, of the arrays wr and wi must be at least max 1; nð Þ.
On exit: wr and wi contain the real and imaginary parts, respectively, of the computed
eigenvalues. Complex conjugate pairs of eigenvalues appear consecutively with the eigenvalue
having the positive imaginary part first.

11: vl½dim� – double Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

Where VL i; jð Þ appears in this document, it refers to the array element

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors uj are stored one after another in vl, in
the same order as their corresponding eigenvalues. If the jth eigenvalue is real, then
uj ¼ VL i; jð Þ, for i ¼ 1; 2; . . . ; n. If the jth and jþ 1ð Þst eigenvalues form a complex conjugate
p a i r , t h e n uj ¼ VL i; jð Þ þ i � VL i; jþ 1ð Þ a n d ujþ1 ¼ VL i; jð Þ � i � VL i; jþ 1ð Þ, f o r
i ¼ 1; 2; . . . ;n.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.
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12: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

13: vr½dim� – double Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

Where VR i; jð Þ appears in this document, it refers to the array element

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors vj are stored one after another in vr, in
the same order as their corresponding eigenvalues. If the jth eigenvalue is real, then
vj ¼ VR i; jð Þ, for i ¼ 1; 2; . . . ; n. If the jth and jþ 1ð Þst eigenvalues form a complex conjugate
p a i r , t h e n vj ¼ VR i; jð Þ þ i � VR i; jþ 1ð Þ a n d vjþ1 ¼ VR i; jð Þ � i � VR i; jþ 1ð Þ, f o r
i ¼ 1; 2; . . . ;n.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

14: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

15: ilo – Integer * Output
16: ihi – Integer * Output

On exit: ilo and ihi are integer values determined when A was balanced. The balanced A has
aij ¼ 0 if i > j and j ¼ 1; 2; . . . ; ilo� 1 or i ¼ ihiþ 1; . . . ;n.

17: scale½dim� – double Output

Note: the dimension, dim, of the array scale must be at least max 1; nð Þ.
On exit: details of the permutations and scaling factors applied when balancing A.

If pj is the index of the row and column interchanged with row and column j, and dj is the
scaling factor applied to row and column j, then

scale½j � 1� ¼ pj , for j ¼ 1; 2; . . . ; ilo� 1;

scale½j � 1� ¼ dj , for j ¼ ilo; . . . ; ihi;

scale½j � 1� ¼ pj , for j ¼ ihiþ 1; . . . ; n.

The order in which the interchanges are made is n to ihiþ 1, then 1 to ilo� 1.

18: abnrm – double * Output

On exit: the 1-norm of the balanced matrix (the maximum of the sum of absolute values of
elements of any column).
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19: rconde½dim� – double Output

Note: the dimension, dim, of the array rconde must be at least max 1; nð Þ.
On exit: rconde½j� 1� is the reciprocal condition number of the jth eigenvalue.

20: rcondv½dim� – double Output

Note: the dimension, dim, of the array rcondv must be at least max 1;nð Þ.
On exit: rcondv½j� 1� is the reciprocal condition number of the jth right eigenvector.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues, and no eigenvectors or condition
numbers have been computed; elements 1 to ilo� 1 and valueh i to n of wr and wi contain
eigenvalues which have converged.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgeevx (f08nbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dgeevx (f08nbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Each eigenvector is normalized to have Euclidean norm equal to unity and the element of largest
absolute value real.

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zgeevx (f08npc).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA;

together with estimates of the condition number and forward error bounds for each eigenvalue and
eigenvector. The option to balance the matrix is used. In order to compute the condition numbers of the
eigenvalues, the left eigenvectors also have to be computed, but they are not printed out in this
example.
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10.1 Program Text

/* nag_dgeevx (f08nbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
double abnrm, eps, rcnd, tol;
Integer exit_status = 0, i, ihi, ilo, j, n, pda, pdvr, pdvl;
Complex eig;

/* Arrays */
double *a = 0, *rconde = 0, *rcondv = 0, *scale = 0, *vl = 0, *vr = 0;
double *wi = 0, *wr = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define VR(I, J) vr[(J) * pdvr + I]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define VR(I, J) vr[(I) * pdvr + J]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeevx (f08nbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif

pda = n;
pdvr = n;
pdvl = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(rconde = NAG_ALLOC(n, double)) ||
!(rcondv = NAG_ALLOC(n, double)) ||
!(scale = NAG_ALLOC(n, double)) ||
!(vl = NAG_ALLOC(n * n, double)) ||
!(vr = NAG_ALLOC(n * n, double)) ||
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!(wi = NAG_ALLOC(n, double)) || !(wr = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the eigenvalue problem using nag_dgeevx (f08nbc). */
nag_dgeevx(order, Nag_BalanceBoth, Nag_LeftVecs, Nag_RightVecs,

Nag_RCondBoth, n, a, pda, wr, wi, vl, pdvl, vr, pdvr, &ilo, &ihi,
scale, &abnrm, rconde, rcondv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgeevx (f08nbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the machine precision */
eps = nag_machine_precision;
tol = eps * abnrm;

/* Print the eigenvalues/vectors, associated condition number and bounds. */
for (j = 0; j < n; ++j) {

/* Print information on j-th eigenvalue */
printf("\n\nEigenvalue %3" NAG_IFMT "%14s= ", j + 1, "");
if (wi[j] == 0.)

printf("%12.4e\n", wr[j]);
else

printf("(%13.4e, %13.4e)\n", wr[j], wi[j]);

rcnd = rconde[j];
printf("\nReciprocal condition number = %9.1e\n", rcnd);
if (rcnd > 0.0)

printf("Error bound = %9.1e\n", tol / rcnd);
else

printf("Error bound is infinite\n");

/* Normalize and print information on j-th eigenvector */
printf("\nEigenvector %2" NAG_IFMT "\n", j + 1);
if (wi[j] == 0.0)

for (i = 0; i < n; ++i)
printf("%29s%13.4e\n", "", VR(i, j) / VR(n - 1, j));

else if (wi[j] > 0.)
for (i = 0; i < n; ++i) {

eig = nag_complex_divide(nag_complex(VR(i, j), VR(i, j + 1)),
nag_complex(VR(n - 1, j), VR(n - 1, j + 1)));

printf("%30s(%13.4e, %13.4e)\n", "", eig.re, eig.im);
}

else
for (i = 0; i < n; ++i) {

eig = nag_complex_divide(nag_complex(VR(i, j - 1), VR(i, j)),
nag_complex(VR(n - 1, j - 1), VR(n - 1, j)));

printf("%30s(%13.4e, %13.4e)\n", "", eig.re, -eig.im);
}

rcnd = rcondv[j];
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printf("\nReciprocal condition number = %9.1e\n", rcnd);
if (rcnd > 0.0)

printf("Error bound = %9.1e\n", tol / rcnd);
else

printf("Error bound is infinite\n");
}

END:
NAG_FREE(a);
NAG_FREE(rconde);
NAG_FREE(rcondv);
NAG_FREE(scale);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(wi);
NAG_FREE(wr);

return exit_status;
}

#undef A
#undef VR

10.2 Program Data

nag_dgeevx (f08nbc) Example Program Data

4 : n

0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 : matrix A

10.3 Program Results

nag_dgeevx (f08nbc) Example Program Results

Eigenvalue 1 = 7.9948e-01

Reciprocal condition number = 9.9e-01
Error bound = 1.3e-16

Eigenvector 1
6.8519e+00
5.4769e+00

-5.6086e+00
1.0000e+00

Reciprocal condition number = 6.3e-01
Error bound = 2.1e-16

Eigenvalue 2 = ( -9.9412e-02, 4.0079e-01)

Reciprocal condition number = 7.0e-01
Error bound = 1.8e-16

Eigenvector 2
( -2.8597e-01, 3.7670e-01)
( 3.7259e-01, -7.7284e-01)
( 1.4377e-01, -4.5622e-01)
( 1.0000e+00, 0.0000e+00)

Reciprocal condition number = 4.0e-01
Error bound = 3.3e-16

Eigenvalue 3 = ( -9.9412e-02, -4.0079e-01)
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Reciprocal condition number = 7.0e-01
Error bound = 1.8e-16

Eigenvector 3
( -2.8597e-01, -3.7670e-01)
( 3.7259e-01, 7.7284e-01)
( 1.4377e-01, 4.5622e-01)
( 1.0000e+00, -0.0000e+00)

Reciprocal condition number = 4.0e-01
Error bound = 3.3e-16

Eigenvalue 4 = -1.0066e-01

Reciprocal condition number = 5.7e-01
Error bound = 2.3e-16

Eigenvector 4
1.7357e-01
4.5981e-01
8.2239e-01
1.0000e+00

Reciprocal condition number = 3.1e-01
Error bound = 4.2e-16
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NAG Library Function Document

nag_dgehrd (f08nec)

1 Purpose

nag_dgehrd (f08nec) reduces a real general matrix to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgehrd (Nag_OrderType order, Integer n, Integer ilo, Integer ihi,
double a[], Integer pda, double tau[], NagError *fail)

3 Description

nag_dgehrd (f08nec) reduces a real general matrix A to upper Hessenberg form H by an orthogonal
similarity transformation: A ¼ QHQT.

The matrix Q is not formed explicitly, but is represented as a product of elementary reflectors (see the
f08 Chapter Introduction for details). Functions are provided to work with Q in this representation (see
Section 9).

The function can take advantage of a previous call to nag_dgebal (f08nhc), which may produce a matrix
with the structure:

A11 A12 A13
A22 A23

A33

0@ 1A
where A11 and A33 are upper triangular. If so, only the central diagonal block A22, in rows and columns
ilo to ihi, needs to be reduced to Hessenberg form (the blocks A12 and A23 will also be affected by the
reduction). Therefore the values of ilo and ihi determined by nag_dgebal (f08nhc) can be supplied to the
function directly. If nag_dgebal (f08nhc) has not previously been called however, then ilo must be set to
1 and ihi to n.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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3: ilo – Integer Input
4: ihi – Integer Input

On entry: if A has been output by nag_dgebal (f08nhc), then ilo and ihi must contain the values
returned by that function. Otherwise, ilo must be set to 1 and ihi to n.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n general matrix A.

On exit: a is overwritten by the upper Hessenberg matrix H and details of the orthogonal matrix
Q.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: tau½dim� – double Output

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On exit: further details of the orthogonal matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed Hessenberg matrix H is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of H themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues, eigenvectors or Schur
factorization.

8 Parallelism and Performance

nag_dgehrd (f08nec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgehrd (f08nec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2
3q

2 2q þ 3nð Þ , where q ¼ ihi � ilo; if
ilo ¼ 1 and ihi ¼ n, the number is approximately 10

3n
3 .

To form the orthogonal matrix Q nag_dgehrd (f08nec) may be followed by a call to nag_dorghr
(f08nfc):

nag_dorghr(order,n,ilo,ihi,&a,pda,tau,&fail)

To apply Q to an m by n real matrix C nag_dgehrd (f08nec) may be followed by a call to nag_dormhr
(f08ngc). For example,

nag_dormhr(order,Nag_LeftSide,Nag_NoTrans,m,n,ilo,ihi,&a,pda,
tau,&c,pdc,&fail)
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forms the matrix product QC.

The complex analogue of this function is nag_zgehrd (f08nsc).

10 Example

This example computes the upper Hessenberg form of the matrix A, where

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA:

10.1 Program Text

/* nag_dgehrd (f08nec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgehrd (f08nec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
tau_len = n - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) || !(tau = NAG_ALLOC(tau_len, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_dgehrd (f08nec): Reduce A to upper Hessenberg form */
nag_dgehrd(order, n, 1, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgehrd (f08nec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Set the elements below the first subdiagonal to zero */
for (i = 1; i <= n - 2; ++i) {

for (j = i + 2; j <= n; ++j)
A(j, i) = 0.0;

}

/* nag_gen_real_mat_print (x04cac): Print upper Hessenberg form. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Upper Hessenberg form", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(tau);
return exit_status;

}

#undef A

10.2 Program Data

nag_dgehrd (f08nec) Example Program Data
4 :Value of N
0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 :End of matrix A
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10.3 Program Results

nag_dgehrd (f08nec) Example Program Results

Upper Hessenberg form
1 2 3 4

1 0.3500 -0.1160 -0.3886 -0.2942
2 -0.5140 0.1225 0.1004 0.1126
3 0.0000 0.6443 -0.1357 -0.0977
4 0.0000 0.0000 0.4262 0.1632
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NAG Library Function Document

nag_dorghr (f08nfc)

1 Purpose

nag_dorghr (f08nfc) generates the real orthogonal matrix Q which was determined by nag_dgehrd
(f08nec) when reducing a real general matrix A to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorghr (Nag_OrderType order, Integer n, Integer ilo, Integer ihi,
double a[], Integer pda, const double tau[], NagError *fail)

3 Description

nag_dorghr (f08nfc) is intended to be used following a call to nag_dgehrd (f08nec), which reduces a
real general matrix A to upper Hessenberg form H by an orthogonal similarity transformation:
A ¼ QHQT. nag_dgehrd (f08nec) represents the matrix Q as a product of ihi � ilo elementary reflectors.
Here ilo and ihi are values determined by nag_dgebal (f08nhc) when balancing the matrix; if the matrix
has not been balanced, ilo ¼ 1 and ihi ¼ n.
This function may be used to generate Q explicitly as a square matrix. Q has the structure:

Q ¼
I 0 0
0 Q22 0
0 0 I

0@ 1A
where Q22 occupies rows and columns ilo to ihi.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix Q.

Constraint: n 	 0.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08nfc
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3: ilo – Integer Input
4: ihi – Integer Input

On entry: these must be the same arguments ilo and ihi, respectively, as supplied to nag_dgehrd
(f08nec).

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgehrd
(f08nec).

On exit: the n by n orthogonal matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On entry: further details of the elementary reflectors, as returned by nag_dgehrd (f08nec).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly orthogonal matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_dorghr (f08nfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dorghr (f08nfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4
3q

3 , where q ¼ ihi � ilo.

The complex analogue of this function is nag_zunghr (f08ntc).

10 Example

This example computes the Schur factorization of the matrix A, where

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA:

Here A is general and must first be reduced to Hessenberg form by nag_dgehrd (f08nec). The program
then calls nag_dorghr (f08nfc) to form Q, and passes this matrix to nag_dhseqr (f08pec) which
computes the Schur factorization of A.
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10.1 Program Text

/* nag_dorghr (f08nfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double norm, alpha, beta;
Integer i, j, n, pda, pdc, pdd, pdz, tau_len, wi_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *c = 0, *d = 0, *tau = 0, *wi = 0, *wr = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define D(I, J) d[(J - 1) * pdd + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define D(I, J) d[(I - 1) * pdd + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorghr (f08nfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdc = n;
pdd = n;
pdz = n;
tau_len = n - 1;
wi_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) ||
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!(wi = NAG_ALLOC(wi_len, double)) ||
!(wr = NAG_ALLOC(wi_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A into D */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
D(i, j) = A(i, j);

}

/* nag_gen_real_mat_print (x04cac): Print Matrix A. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgehrd (f08nec): Reduce A to upper Hessenberg form H = (Q^T)*A*Q */
nag_dgehrd(order, n, 1, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgehrd (f08nec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A into Z */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
Z(i, j) = A(i, j);

}

/* nag_dorghr (f08nfc): Form Q explicitly, storing the result in Z */
nag_dorghr(order, n, 1, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorghr (f08nfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dhseqr (f08pec):
* Calculate the Schur factorization of H = Y*T*(Y^T) and form
* Z=Q*Y explicitly. Note that A = Z*T*(Z^T).
*/

nag_dhseqr(order, Nag_Schur, Nag_UpdateZ, n, 1, n, a, pda,
wr, wi, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dhseqr (f08pec).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* nag_dgemm (f16yac): Compute A - Z*T*Z^T from the factorization of */
/* A and store in matrix D */
alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, z, pdz,

a, pda, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, alpha, c, pdc, z,

pdz, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norm of matrix D and print warning if */
/* it is too large */
nag_dge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n", "Norm of A-(Z*T*Z^T) is much greater than 0.",
"Schur factorization has failed.");

}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(tau);
NAG_FREE(wi);
NAG_FREE(wr);
NAG_FREE(z);

return exit_status;
}

#undef A
#undef D
#undef Z

10.2 Program Data

nag_dorghr (f08nfc) Example Program Data
4 :Value of N
0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 :End of matrix A
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10.3 Program Results

nag_dorghr (f08nfc) Example Program Results

Matrix A
1 2 3 4

1 0.3500 0.4500 -0.1400 -0.1700
2 0.0900 0.0700 -0.5400 0.3500
3 -0.4400 -0.3300 -0.0300 0.1700
4 0.2500 -0.3200 -0.1300 0.1100

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08nfc
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NAG Library Function Document

nag_dormhr (f08ngc)

1 Purpose

nag_dormhr (f08ngc) multiplies an arbitrary real matrix C by the real orthogonal matrix Q which was
determined by nag_dgehrd (f08nec) when reducing a real general matrix to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dormhr (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer ilo, Integer ihi,
const double a[], Integer pda, const double tau[], double c[],
Integer pdc, NagError *fail)

3 Description

nag_dormhr (f08ngc) is intended to be used following a call to nag_dgehrd (f08nec), which reduces a
real general matrix A to upper Hessenberg form H by an orthogonal similarity transformation:
A ¼ QHQT. nag_dgehrd (f08nec) represents the matrix Q as a product of ihi � ilo elementary reflectors.
Here ilo and ihi are values determined by nag_dgebal (f08nhc) when balancing the matrix; if the matrix
has not been balanced, ilo ¼ 1 and ihi ¼ n.
This function may be used to form one of the matrix products

QC;QTC;CQ or CQT;

overwriting the result on C (which may be any real rectangular matrix).

A common application of this function is to transform a matrix V of eigenvectors of H to the matrix
QV of eigenvectors of A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QT is to be applied to C.

side ¼ Nag LeftSide
Q or QT is applied to C from the left.
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side ¼ Nag RightSide
Q or QT is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QT is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag Trans
QT is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C; m is also the order of Q if
side ¼ Nag LeftSide.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C; n is also the order of Q if
side ¼ Nag RightSide.

Constraint: n 	 0.

6: ilo – Integer Input
7: ihi – Integer Input

On entry: these must be the same arguments ilo and ihi, respectively, as supplied to nag_dgehrd
(f08nec).

Constraints:

if side ¼ Nag LeftSide and m > 0, 1 � ilo � ihi � m;
if side ¼ Nag LeftSide and m ¼ 0, ilo ¼ 1 and ihi ¼ 0;
if side ¼ Nag RightSide and n > 0, 1 � ilo � ihi � n;
if side ¼ Nag RightSide and n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_dgehrd
(f08nec).

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.
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10: tau½dim� – const double Input

Note: the dimension, dim, of the array tau must be at least

max 1;m� 1ð Þ when side ¼ Nag LeftSide;
max 1;n� 1ð Þ when side ¼ Nag RightSide.

On entry: further details of the elementary reflectors, as returned by nag_dgehrd (f08nec).

11: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QTC or CQ or CQT as specified by side and trans.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.
On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_ENUM_INT_4

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if side ¼ Nag LeftSide and m > 0, 1 � ilo � ihi � m;
if side ¼ Nag LeftSide and m ¼ 0, ilo ¼ 1 and ihi ¼ 0;
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if side ¼ Nag RightSide and n > 0, 1 � ilo � ihi � n;
if side ¼ Nag RightSide and n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_dormhr (f08ngc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dormhr (f08ngc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 2nq2 if side ¼ Nag LeftSide and 2mq2 if
side ¼ Nag RightSide, where q ¼ ihi � ilo.
The complex analogue of this function is nag_zunmhr (f08nuc).
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10 Example

This example computes all the eigenvalues of the matrix A, where

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA;

and those eigenvectors which correspond to eigenvalues � such that Re �ð Þ < 0. Here A is general and
must first be reduced to upper Hessenberg form H by nag_dgehrd (f08nec). The program then calls
nag_dhseqr (f08pec) to compute the eigenvalues, and nag_dhsein (f08pkc) to compute the required
eigenvectors of H by inverse iteration. Finally nag_dormhr (f08ngc) is called to transform the
eigenvectors of H back to eigenvectors of the original matrix A.

10.1 Program Text

/* nag_dormhr (f08ngc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, k, m, n, pda, pdh, pdvl, pdvr, pdz;
Integer tau_len, ifaill_len, select_len, w_len;
Integer exit_status = 0;
double thresh;
Complex eig, eig1;
/* Arrays */
double *a = 0, *h = 0, *vl = 0, *vr = 0, *z = 0, *wi = 0, *wr = 0;
double *tau = 0;
Integer *ifaill = 0, *ifailr = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define H(I, J) h[(J - 1) * pdh + I - 1]
#define VR(I, J) vr[(J - 1) * pdvr + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define H(I, J) h[(I - 1) * pdh + J - 1]
#define VR(I, J) vr[(I - 1) * pdvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dormhr (f08ngc) Example Program Results\n\n");

/* Skip heading in data file */
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdh = n;
pdvl = n;
pdvr = n;
pdz = 1;
tau_len = n;
w_len = n;
ifaill_len = n;
select_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(h = NAG_ALLOC(n * n, double)) ||
!(vl = NAG_ALLOC(n * n, double)) ||
!(vr = NAG_ALLOC(n * n, double)) ||
!(z = NAG_ALLOC(1 * 1, double)) ||
!(wi = NAG_ALLOC(w_len, double)) ||
!(wr = NAG_ALLOC(w_len, double)) ||
!(ifaill = NAG_ALLOC(ifaill_len, Integer)) ||
!(ifailr = NAG_ALLOC(ifaill_len, Integer)) ||
!(select = NAG_ALLOC(select_len, Nag_Boolean)) ||
!(tau = NAG_ALLOC(tau_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &thresh);
#else

scanf("%lf%*[^\n]", &thresh);
#endif

/* Reduce A to upper Hessenberg form */
/* nag_dgehrd (f08nec).
* Orthogonal reduction of real general matrix to upper
* Hessenberg form
*/

nag_dgehrd(order, n, 1, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgehrd (f08nec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A to H */
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for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

H(i, j) = A(i, j);

/* Calculate the eigenvalues of H (same as A) */
/* nag_dhseqr (f08pec).
* Eigenvalues and Schur factorization of real upper
* Hessenberg matrix reduced from real general matrix
*/

nag_dhseqr(order, Nag_EigVals, Nag_NotZ, n, 1, n, h, pdh, wr,
wi, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dhseqr (f08pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" (%8.4f,%8.4f)\n", wr[i], wi[i]);
printf("\n");
for (i = 0; i < n; ++i)

select[i] = wr[i] < thresh ? Nag_TRUE : Nag_FALSE;
/* Calculate the eigenvectors of H (as specified by SELECT), */
/* storing the result in VR */
/* nag_dhsein (f08pkc).
* Selected right and/or left eigenvectors of real upper
* Hessenberg matrix by inverse iteration
*/

nag_dhsein(order, Nag_RightSide, Nag_HSEQRSource, Nag_NoVec, select,
n, a, pda, wr, wi, vl, pdvl, vr, pdvr, n, &m, ifaill,
ifailr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dhsein (f08pkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the eigenvectors of A = Q * VR */
/* nag_dormhr (f08ngc).
* Apply orthogonal transformation matrix from reduction to
* Hessenberg form determined by nag_dgehrd (f08nec)
*/

nag_dormhr(order, Nag_LeftSide, Nag_NoTrans, n, m, 1, n, a, pda,
tau, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormhr (f08ngc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Scale selected eigenvectors */
j = 0;
for (k = 0; k < n; k++) {

if (select[k]) {
j++;
if (wi[k] == 0.0) {

for (i = 2; i <= n; i++)
VR(i, j) = VR(i, j) / VR(1, j);

VR(1, j) = 1.0;
}
else {

eig1 = nag_complex(VR(1, j), VR(1, j + 1));
for (i = 1; i <= n; i++) {

eig = nag_complex(VR(i, j), VR(i, j + 1));
eig = nag_complex_divide(eig, eig1);
VR(i, j) = eig.re;
VR(i, j + 1) = eig.im;

}
j++;
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k++;
}

}
}
/* Print Eigenvectors */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, vr,

pdvr, "Contents of array VR", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(h);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(z);
NAG_FREE(wi);
NAG_FREE(wr);
NAG_FREE(ifaill);
NAG_FREE(ifailr);
NAG_FREE(select);
NAG_FREE(tau);
return exit_status;

}

10.2 Program Data

nag_dormhr (f08ngc) Example Program Data
4 :Value of N
0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 :End of matrix A
0.0 :Value of THRESH

10.3 Program Results

nag_dormhr (f08ngc) Example Program Results

Eigenvalues
( 0.7995, 0.0000)
( -0.0994, 0.4008)
( -0.0994, -0.4008)
( -0.1007, 0.0000)

Contents of array VR
1 2 3

1 1.0000 0.0000 1.0000
2 -1.7779 0.3606 2.6491
3 -0.9521 0.3411 4.7381
4 -1.2785 -1.6841 5.7614
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NAG Library Function Document

nag_dgebal (f08nhc)

1 Purpose

nag_dgebal (f08nhc) balances a real general matrix in order to improve the accuracy of computed
eigenvalues and/or eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgebal (Nag_OrderType order, Nag_JobType job, Integer n, double a[],
Integer pda, Integer *ilo, Integer *ihi, double scale[], NagError *fail)

3 Description

nag_dgebal (f08nhc) balances a real general matrix A. The term ‘balancing’ covers two steps, each of
which involves a similarity transformation of A. The function can perform either or both of these steps.

1. The function first attempts to permute A to block upper triangular form by a similarity
transformation:

PAPT ¼ A0 ¼
A011 A012 A013
0 A022 A023
0 0 A033

0@ 1A
where P is a permutation matrix, and A011 and A

0
33 are upper triangular. Then the diagonal elements

of A011 and A033 are eigenvalues of A. The rest of the eigenvalues of A are the eigenvalues of the
central diagonal block A022, in rows and columns ilo to ihi. Subsequent operations to compute the
eigenvalues of A (or its Schur factorization) need only be applied to these rows and columns; this
can save a significant amount of work if ilo > 1 and ihi < n. If no suitable permutation exists (as is
often the case), the function sets ilo ¼ 1 and ihi ¼ n, and A022 is the whole of A.

2. The function applies a diagonal similarity transformation to A0, to make the rows and columns of
A022 as close in norm as possible:

A00 ¼ DA0D�1 ¼
I 0 0
0 D22 0
0 0 I

0@ 1A A011 A012 A013
0 A022 A023
0 0 A033

0@ 1A I 0 0
0 D�122 0
0 0 I

0@ 1A:
This scaling can reduce the norm of the matrix (i.e., A0022

�� �� < A022
�� ��) and hence reduce the effect

of rounding errors on the accuracy of computed eigenvalues and eigenvectors.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether A is to be permuted and/or scaled (or neither).

job ¼ Nag DoNothing
A is neither permuted nor scaled (but values are assigned to ilo, ihi and scale).

job ¼ Nag Permute
A is permuted but not scaled.

job ¼ Nag Scale
A is scaled but not permuted.

job ¼ Nag DoBoth
A is both permuted and scaled.

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by the balanced matrix. If job ¼ Nag DoNothing, a is not referenced.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ilo – Integer * Output
7: ihi – Integer * Output

On exit: the values ilo and ihi such that on exit A i; jð Þ is zero if i > j and 1 � j < ilo or
ihi < i � n.
If job ¼ Nag DoNothing or Nag Scale, ilo ¼ 1 and ihi ¼ n.

8: scale½n� – double Output

On exit: details of the permutations and scaling factors applied to A. More precisely, if pj is the
index of the row and column interchanged with row and column j and dj is the scaling factor
used to balance row and column j then

scale½j� 1� ¼
pj; j ¼ 1; 2; . . . ; ilo � 1
dj; j ¼ ilo; ilo þ 1; . . . ; ihi and
pj; j ¼ ihi þ 1; ihi þ 2; . . . ; n:

8<:
The order in which the interchanges are made is n to ihi þ 1 then 1 to ilo � 1.
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The errors are negligible.

8 Parallelism and Performance

nag_dgebal (f08nhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If the matrix A is balanced by nag_dgebal (f08nhc), then any eigenvectors computed subsequently are
eigenvectors of the matrix A00 (see Section 3) and hence nag_dgebak (f08njc) must then be called to
transform them back to eigenvectors of A.
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If the Schur vectors of A are required, then this function must not be called with job ¼ Nag Scale or
Nag DoBoth, because then the balancing transformation is not orthogonal. If this function is called with
job ¼ Nag Permute, then any Schur vectors computed subsequently are Schur vectors of the matrix A00,
and nag_dgebak (f08njc) must be called (with side ¼ Nag RightSide) to transform them back to Schur
vectors of A.

The total number of floating-point operations is approximately proportional to n2.

The complex analogue of this function is nag_zgebal (f08nvc).

10 Example

This example computes all the eigenvalues and right eigenvectors of the matrix A, where

A ¼
5:14 0:91 0:00 �32:80
0:91 0:20 0:00 34:50
1:90 0:80 �0:40 �3:00
�0:33 0:35 0:00 0:66

0B@
1CA:

The program first calls nag_dgebal (f08nhc) to balance the matrix; it then computes the Schur
factorization of the balanced matrix, by reduction to Hessenberg form and the QR algorithm. Then it
calls nag_dtrevc (f08qkc) to compute the right eigenvectors of the balanced matrix, and finally calls
nag_dgebak (f08njc) to transform the eigenvectors back to eigenvectors of the original matrix A.

10.1 Program Text

/* nag_dgebal (f08nhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer firstnz, i, ihi, ilo, j, m, n, pda, pdh, pdvr;
Integer scale_len, tau_len, wi_len, wr_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *h = 0, *scale = 0, *tau = 0, *vl = 0, *vr = 0;
double *wi = 0, *wr = 0;
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define H(I, J) h[(J-1)*pdh + I - 1]
#define VR(I, J) vr[(J-1)*pdvr + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define H(I, J) h[(I-1)*pdh + J - 1]
#define VR(I, J) vr[(I-1)*pdvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_dgebal (f08nhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdh = n;
pdvr = n;
scale_len = n;
tau_len = n;
wi_len = n;
wr_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(h = NAG_ALLOC(n * n, double)) ||
!(scale = NAG_ALLOC(scale_len, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) ||
!(vl = NAG_ALLOC(1 * 1, double)) ||
!(vr = NAG_ALLOC(n * n, double)) ||
!(wi = NAG_ALLOC(wi_len, double)) ||
!(wr = NAG_ALLOC(wr_len, double)) ||
!(select = NAG_ALLOC(1, Nag_Boolean)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Balance A */
/* nag_dgebal (f08nhc).
* Balance real general matrix
*/

nag_dgebal(order, Nag_DoBoth, n, a, pda, &ilo, &ihi, scale, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgebal (f08nhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reduce A to upper Hessenberg form H = (Q^T)*A*Q */
/* nag_dgehrd (f08nec).
* Orthogonal reduction of real general matrix to upper
* Hessenberg form
*/

nag_dgehrd(order, n, ilo, ihi, a, pda, tau, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dgehrd (f08nec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A to H and VR */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
H(i, j) = A(i, j);
VR(i, j) = A(i, j);

}
}

/* Form Q explicitly, storing the result in VR */
/* nag_dorghr (f08nfc).
* Generate orthogonal transformation matrix from reduction
* to Hessenberg form determined by nag_dgehrd (f08nec)
*/

nag_dorghr(order, n, 1, n, vr, pdvr, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorghr (f08nfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the eigenvalues and Schur factorization of A */
/* nag_dhseqr (f08pec).
* Eigenvalues and Schur factorization of real upper
* Hessenberg matrix reduced from real general matrix
*/

nag_dhseqr(order, Nag_Schur, Nag_UpdateZ, n, ilo, ihi, h, pdh,
wr, wi, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dhseqr (f08pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("(%8.4f,%8.4f)\n", wr[i - 1], wi[i - 1]);
/* Calculate the eigenvectors of A, storing the result in VR */
/* nag_dtrevc (f08qkc).
* Left and right eigenvectors of real upper
* quasi-triangular matrix
*/

nag_dtrevc(order, Nag_RightSide, Nag_BackTransform, select, n,
h, pdh, vl, 1, vr, pdvr, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrevc (f08qkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dgebak (f08njc).
* Transform eigenvectors of real balanced matrix to those
* of original matrix supplied to nag_dgebal (f08nhc)
*/

nag_dgebak(order, Nag_DoBoth, Nag_RightSide, n, ilo, ihi, scale,
m, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgebak (f08njc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the left eigenvectors */
for (j = 1; j <= n; j++) {

firstnz = n;
for (i = n; i >= 1; i--) {

if (VR(i, j) != 0) {
firstnz = i;
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}
}
for (i = n; i >= 1; i--) {

VR(i, j) = VR(i, j) / VR(firstnz, j);
}

}

/* Print eigenvectors */
printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m, vr,

pdvr, "Contents of array VR", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(h);
NAG_FREE(scale);
NAG_FREE(tau);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(wi);
NAG_FREE(wr);
NAG_FREE(select);

return exit_status;
}

10.2 Program Data

nag_dgebal (f08nhc) Example Program Data
4 :Value of N

5.14 0.91 0.00 -32.80
0.91 0.20 0.00 34.50
1.90 0.80 -0.40 -3.00

-0.33 0.35 0.00 0.66 :End of matrix A

10.3 Program Results

nag_dgebal (f08nhc) Example Program Results

Eigenvalues
( -0.4000, 0.0000)
( -4.0208, 0.0000)
( 3.0136, 0.0000)
( 7.0072, 0.0000)

Contents of array VR
1 2 3 4

1 0.0000 1.0000 1.0000 1.0000
2 0.0000 -2.0366 1.6950 -0.1802
3 1.0000 0.1098 0.8555 0.2621
4 0.0000 0.2228 0.1119 -0.0619

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08nhc

Mark 26 f08nhc.7 (last)





NAG Library Function Document

nag_dgebak (f08njc)

1 Purpose

nag_dgebak (f08njc) transforms eigenvectors of a balanced matrix to those of the original real
nonsymmetric matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgebak (Nag_OrderType order, Nag_JobType job, Nag_SideType side,
Integer n, Integer ilo, Integer ihi, const double scale[], Integer m,
double v[], Integer pdv, NagError *fail)

3 Description

nag_dgebak (f08njc) is intended to be used after a real nonsymmetric matrix A has been balanced by
nag_dgebal (f08nhc), and eigenvectors of the balanced matrix A0022 have subsequently been computed.

For a description of balancing, see the document for nag_dgebal (f08nhc). The balanced matrix A00 is
obtained as A00 ¼ DPAPTD�1, where P is a permutation matrix and D is a diagonal scaling matrix.
This function transforms left or right eigenvectors as follows:

if x is a right eigenvector of A00, PTD�1x is a right eigenvector of A;

if y is a left eigenvector of A00, PTDy is a left eigenvector of A.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: this must be the same argument job as supplied to nag_dgebal (f08nhc).

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: side – Nag_SideType Input

On entry: indicates whether left or right eigenvectors are to be transformed.

side ¼ Nag LeftSide
The left eigenvectors are transformed.
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side ¼ Nag RightSide
The right eigenvectors are transformed.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: n – Integer Input

On entry: n, the number of rows of the matrix of eigenvectors.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: the values ilo and ihi, as returned by nag_dgebal (f08nhc).

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: scale½dim� – const double Input

Note: the dimension, dim, of the array scale must be at least max 1; nð Þ.
On entry: details of the permutations and/or the scaling factors used to balance the original real
nonsymmetric matrix, as returned by nag_dgebal (f08nhc).

8: m – Integer Input

On entry: m, the number of columns of the matrix of eigenvectors.

Constraint: m 	 0.

9: v½dim� – double Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdvð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix of left or right eigenvectors to be transformed.

On exit: the transformed eigenvectors.

10: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor, pdv 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdv 	 max 1;mð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pdv ¼ valueh i and m ¼ valueh i.
Constraint: pdv 	 max 1;mð Þ.
On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The errors are negligible.

8 Parallelism and Performance

nag_dgebak (f08njc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately proportional to nm.

The complex analogue of this function is nag_zgebak (f08nwc).

10 Example

See Section 10 in nag_dgebal (f08nhc).
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NAG Library Function Document

nag_zgeev (f08nnc)

1 Purpose

nag_zgeev (f08nnc) computes the eigenvalues and, optionally, the left and/or right eigenvectors for an n
by n complex nonsymmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeev (Nag_OrderType order, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Integer n, Complex a[], Integer pda,
Complex w[], Complex vl[], Integer pdvl, Complex vr[], Integer pdvr,
NagError *fail)

3 Description

The right eigenvector vj of A satisfies

Avj ¼ �jvj
where �j is the jth eigenvalue of A. The left eigenvector uj of A satisfies

uHj A ¼ �juHj

where uHj denotes the conjugate transpose of uj.

The matrix A is first reduced to upper Hessenberg form by means of unitary similarity transformations,
and the QR algorithm is then used to further reduce the matrix to upper triangular Schur form, T , from
which the eigenvalues are computed. Optionally, the eigenvectors of T are also computed and
backtransformed to those of A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, the left eigenvectors of A are not computed.
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If jobvl ¼ Nag LeftVecs, the left eigenvectors of A are computed.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, the right eigenvectors of A are not computed.

If jobvr ¼ Nag RightVecs, the right eigenvectors of A are computed.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a has been overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: contains the computed eigenvalues.

8: vl½dim� – Complex Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

Where VL i; jð Þ appears in this document, it refers to the array element

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors uj are stored one after another in vl, in
the same order as their corresponding eigenvalues; that is uj ¼ VL i; jð Þ, for i ¼ 1; 2; . . . ; n.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

9: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.
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10: vr½dim� – Complex Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

Where VR i; jð Þ appears in this document, it refers to the array element

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors vj are stored one after another in vr, in
the same order as their corresponding eigenvalues; that is vj ¼ VR i; jð Þ, for i ¼ 1; 2; . . . ;n.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

11: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues, and no eigenvectors have been
computed; elements valueh i to n of w contain eigenvalues which have converged.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgeev (f08nnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgeev (f08nnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Each eigenvector is normalized to have Euclidean norm equal to unity and the element of largest
absolute value real.

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dgeev (f08nac).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA:
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10.1 Program Text

/* nag_zgeev (f08nnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, n, pda, pdvr;

/* Arrays */
Complex *a = 0, *vr = 0, *w = 0;
Complex dummy[1];

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define VR(I, J) vr[(J)*pdvr + I]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define VR(I, J) vr[(I)*pdvr + J]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeev (f08nnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
pdvr = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(vr = NAG_ALLOC(n * n, Complex)) || !(w = NAG_ALLOC(n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32
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scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the eigenvalues and right eigenvectors of A
using nag_zgeev (f08nnc). */

nag_zgeev(order, Nag_NotLeftVecs, Nag_RightVecs, n, a, pda, w, dummy, 1,
vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgeev (f08nnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues and right eigenvectors. */
for (j = 0; j < n; ++j) {

printf("\nEigenvalue %3" NAG_IFMT " = ", j + 1);
if (w[j].im == 0.0)

printf("%13.4e\n", w[j].re);
else

printf(" (%13.4e, %13.4e)\n", w[j].re, w[j].im);

printf("\nEigenvector %2" NAG_IFMT "\n", j + 1);
for (i = 0; i < n; ++i)

printf("%18s(%13.4e, %13.4e)\n", "", VR(i, j).re, VR(i, j).im);
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(vr);
NAG_FREE(w);

return exit_status;
}

#undef A

10.2 Program Data

nag_zgeev (f08nnc) Example Program Data

4 : n

(-3.97, -5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29, -0.86)
( 0.34, -1.50) ( 1.52, -0.43) ( 1.88, -5.38) ( 3.36, 0.65)
( 3.31, -3.85) ( 2.50, 3.45) ( 0.88, -1.08) ( 0.64, -1.48)
(-1.10, 0.82) ( 1.81, -1.59) ( 3.25, 1.33) ( 1.57, -3.44) : matrix A

10.3 Program Results

nag_zgeev (f08nnc) Example Program Results

Eigenvalue 1 = ( -6.0004e+00, -6.9998e+00)

Eigenvector 1
( 8.4572e-01, 0.0000e+00)
( -1.7723e-02, 3.0361e-01)
( 8.7521e-02, 3.1145e-01)
( -5.6147e-02, -2.9060e-01)
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Eigenvalue 2 = ( -5.0000e+00, 2.0060e+00)

Eigenvector 2
( -3.8655e-01, 1.7323e-01)
( -3.5393e-01, 4.5288e-01)
( 6.1237e-01, 0.0000e+00)
( -8.5928e-02, -3.2836e-01)

Eigenvalue 3 = ( 7.9982e+00, -9.9637e-01)

Eigenvector 3
( -1.7297e-01, 2.6690e-01)
( 6.9242e-01, 0.0000e+00)
( 3.3240e-01, 4.9598e-01)
( 2.5039e-01, -1.4655e-02)

Eigenvalue 4 = ( 3.0023e+00, -3.9998e+00)

Eigenvector 4
( -3.5614e-02, -1.7822e-01)
( 1.2637e-01, 2.6663e-01)
( 1.2933e-02, -2.9657e-01)
( 8.8982e-01, 0.0000e+00)

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08nnc

Mark 26 f08nnc.7 (last)





NAG Library Function Document

nag_zgeevx (f08npc)

1 Purpose

nag_zgeevx (f08npc) computes the eigenvalues and, optionally, the left and/or right eigenvectors for an
n by n complex nonsymmetric matrix A.

Optionally, it also computes a balancing transformation to improve the conditioning of the eigenvalues
and eigenvectors, reciprocal condition numbers for the eigenvalues, and reciprocal condition numbers
for the right eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeevx (Nag_OrderType order, Nag_BalanceType balanc,
Nag_LeftVecsType jobvl, Nag_RightVecsType jobvr, Nag_RCondType sense,
Integer n, Complex a[], Integer pda, Complex w[], Complex vl[],
Integer pdvl, Complex vr[], Integer pdvr, Integer *ilo, Integer *ihi,
double scale[], double *abnrm, double rconde[], double rcondv[],
NagError *fail)

3 Description

The right eigenvector vj of A satisfies

Avj ¼ �jvj
where �j is the jth eigenvalue of A. The left eigenvector uj of A satisfies

uHj A ¼ �juHj

where uHj denotes the conjugate transpose of uj.

Balancing a matrix means permuting the rows and columns to make it more nearly upper triangular, and
applying a diagonal similarity transformation DAD�1, where D is a diagonal matrix, with the aim of
making its rows and columns closer in norm and the condition numbers of its eigenvalues and
eigenvectors smaller. The computed reciprocal condition numbers correspond to the balanced matrix.
Permuting rows and columns will not change the condition numbers (in exact arithmetic) but diagonal
scaling will. For further explanation of balancing, see Section 4.8.1.2 of Anderson et al. (1999).

Following the optional balancing, the matrix A is first reduced to upper Hessenberg form by means of
unitary similarity transformations, and the QR algorithm is then used to further reduce the matrix to
upper triangular Schur form, T , from which the eigenvalues are computed. Optionally, the eigenvectors
of T are also computed and backtransformed to those of A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: balanc – Nag_BalanceType Input

On entry: indicates how the input matrix should be diagonally scaled and/or permuted to improve
the conditioning of its eigenvalues.

balanc ¼ Nag NoBalancing
Do not diagonally scale or permute.

balanc ¼ Nag BalancePermute
Perform permutations to make the matrix more nearly upper triangular. Do not diagonally
scale.

balanc ¼ Nag BalanceScale
Diagonally scale the matrix, i.e., replace A by DAD�1, where D is a diagonal matrix
chosen to make the rows and columns of A more equal in norm. Do not permute.

balanc ¼ Nag BalanceBoth
Both diagonally scale and permute A.

Computed reciprocal condition numbers will be for the matrix after balancing and/or permuting.
Permuting does not change condition numbers (in exact arithmetic), but balancing does.

C o n s t r a i n t : balanc ¼ Nag NoBalancing, Nag BalancePermute, Nag BalanceScale o r
Nag BalanceBoth.

3: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, the left eigenvectors of A are not computed.

If jobvl ¼ Nag LeftVecs, the left eigenvectors of A are computed.

If sense ¼ Nag RCondEigVals or Nag RCondBoth, jobvl must be set to jobvl ¼ Nag LeftVecs.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

4: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, the right eigenvectors of A are not computed.

If jobvr ¼ Nag RightVecs, the right eigenvectors of A are computed.

I f sense ¼ Nag RCondEigVals o r Nag RCondBoth, j o b v r m u s t b e s e t t o
jobvr ¼ Nag RightVecs.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

5: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for right eigenvectors only.
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sense ¼ Nag RCondBoth
Computed for eigenvalues and right eigenvectors.

If sense ¼ Nag RCondEigVals or Nag RCondBoth, both left and right eigenvectors must also be
computed (jobvl ¼ Nag LeftVecs and jobvr ¼ Nag RightVecs).

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

6: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a has been overwritten. If jobvl ¼ Nag LeftVecs or jobvr ¼ Nag RightVecs, A contains
the Schur form of the balanced version of the matrix A.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: contains the computed eigenvalues.

10: vl½dim� – Complex Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

Where VL i; jð Þ appears in this document, it refers to the array element

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors uj are stored one after another in vl, in
the same order as their corresponding eigenvalues; that is uj ¼ VL i; jð Þ, for i ¼ 1; 2; . . . ; n.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

11: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.
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12: vr½dim� – Complex Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

Where VR i; jð Þ appears in this document, it refers to the array element

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors vj are stored one after another in vr, in
the same order as their corresponding eigenvalues; that is vj ¼ VR i; jð Þ, for i ¼ 1; 2; . . . ;n.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

13: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

14: ilo – Integer * Output
15: ihi – Integer * Output

On exit: ilo and ihi are integer values determined when A was balanced. The balanced A has
aij ¼ 0 if i > j and j ¼ 1; 2; . . . ; ilo� 1 or i ¼ ihiþ 1; . . . ;n.

16: scale½dim� – double Output

Note: the dimension, dim, of the array scale must be at least max 1; nð Þ.
On exit: details of the permutations and scaling factors applied when balancing A.

If pj is the index of the row and column interchanged with row and column j, and dj is the
scaling factor applied to row and column j, then

scale½j � 1� ¼ pj , for j ¼ 1; 2; . . . ; ilo� 1;

scale½j � 1� ¼ dj , for j ¼ ilo; . . . ; ihi;

scale½j � 1� ¼ pj , for j ¼ ihiþ 1; . . . ; n.

The order in which the interchanges are made is n to ihiþ 1, then 1 to ilo� 1.

17: abnrm – double * Output

On exit: the 1-norm of the balanced matrix (the maximum of the sum of absolute values of
elements of any column).

18: rconde½dim� – double Output

Note: the dimension, dim, of the array rconde must be at least max 1; nð Þ.
On exit: rconde½j� 1� is the reciprocal condition number of the jth eigenvalue.

19: rcondv½dim� – double Output

Note: the dimension, dim, of the array rcondv must be at least max 1;nð Þ.
On exit: rcondv½j� 1� is the reciprocal condition number of the jth right eigenvector.
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20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues, and no eigenvectors or condition
numbers have been computed; elements 1 to ilo� 1 and valueh i to n of w contain eigenvalues
which have converged.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed eigenvalues and eigenvectors are exact for a nearby matrix Aþ Eð Þ, where
Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgeevx (f08npc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zgeevx (f08npc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Each eigenvector is normalized to have Euclidean norm equal to unity and the element of largest
absolute value real.

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dgeevx (f08nbc).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA;

together with estimates of the condition number and forward error bounds for each eigenvalue and
eigenvector. The option to balance the matrix is used. In order to compute the condition numbers of the
eigenvalues, the left eigenvectors also have to be computed, but they are not printed out in this
example.

10.1 Program Text

/* nag_zgeevx (f08npc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
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double abnrm, eps, rcnd, tol;
Integer i, ihi, ilo, j, n, pda, pdvl, pdvr;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *vl = 0, *vr = 0, *w = 0;
double *rconde = 0, *rcondv = 0, *scale = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define VR(I, J) vr[(J)*pdvr + I]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define VR(I, J) vr[(I)*pdvr + J]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeevx (f08npc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
pdvl = n;
pdvr = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(vl = NAG_ALLOC(n * n, Complex)) ||
!(vr = NAG_ALLOC(n * n, Complex)) ||
!(w = NAG_ALLOC(n, Complex)) ||
!(rconde = NAG_ALLOC(n, double)) ||
!(rcondv = NAG_ALLOC(n, double)) || !(scale = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the eigenvalue problem using nag_zgeevx (f08npc). */
nag_zgeevx(order, Nag_BalanceBoth, Nag_LeftVecs, Nag_RightVecs,

Nag_RCondBoth, n, a, pda, w, vl, pdvl, vr, pdvr, &ilo, &ihi,
scale, &abnrm, rconde, rcondv, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zgeevx (f08npc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the machine precision */
eps = nag_machine_precision;
tol = eps * abnrm;

/* Normalize the eigenvectors */
for (j = 0; j < n; j++)

for (i = n - 1; i >= 0; i--)
VR(i, j) = nag_complex_divide(VR(i, j), VR(0, j));

/* Print the eigenvalues/vectors, associated condition number and bounds. */
for (j = 0; j < n; ++j) {

/* Print information on j-th eigenvalue */
printf("\n\nEigenvalue %3" NAG_IFMT "%14s= ", j + 1, "");
if (w[j].im == 0.)

printf("%12.4e\n", w[j].re);
else

printf("(%13.4e, %13.4e)\n", w[j].re, w[j].im);

rcnd = rconde[j];
printf("\nReciprocal condition number = %9.1e\n", rcnd);
if (rcnd > 0.0)

printf("Error bound = %9.1e\n", tol / rcnd);
else

printf("Error bound is infinite\n");

/* Print information on j-th eigenvector */
printf("\nEigenvector %2" NAG_IFMT "\n", j + 1);
for (i = 0; i < n; ++i)

printf("%30s(%13.4e, %13.4e)\n", "", VR(i, j).re, VR(i, j).im);

rcnd = rcondv[j];
printf("\nReciprocal condition number = %9.1e\n", rcnd);
if (rcnd > 0.0)

printf("Error bound = %9.1e\n", tol / rcnd);
else

printf("Error bound is infinite\n");
}

END:
NAG_FREE(a);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(w);
NAG_FREE(rconde);
NAG_FREE(rcondv);
NAG_FREE(scale);

return exit_status;
}

#undef A
#undef VR

10.2 Program Data

nag_zgeevx (f08npc) Example Program Data

4 : n

(-3.97, -5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29, -0.86)
( 0.34, -1.50) ( 1.52, -0.43) ( 1.88, -5.38) ( 3.36, 0.65)
( 3.31, -3.85) ( 2.50, 3.45) ( 0.88, -1.08) ( 0.64, -1.48)
(-1.10, 0.82) ( 1.81, -1.59) ( 3.25, 1.33) ( 1.57, -3.44) : matrix A
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10.3 Program Results

nag_zgeevx (f08npc) Example Program Results

Eigenvalue 1 = ( -6.0004e+00, -6.9998e+00)

Reciprocal condition number = 9.9e-01
Error bound = 1.6e-15

Eigenvector 1
( 1.0000e+00, 0.0000e+00)
( -2.0956e-02, 3.5899e-01)
( 1.0349e-01, 3.6827e-01)
( -6.6390e-02, -3.4361e-01)

Reciprocal condition number = 8.4e+00
Error bound = 1.9e-16

Eigenvalue 2 = ( -5.0000e+00, 2.0060e+00)

Reciprocal condition number = 1.0e+00
Error bound = 1.6e-15

Eigenvector 2
( 1.0000e+00, -0.0000e+00)
( 1.1997e+00, -6.3394e-01)
( -1.3192e+00, -5.9122e-01)
( -1.3191e-01, 7.9036e-01)

Reciprocal condition number = 8.0e+00
Error bound = 2.0e-16

Eigenvalue 3 = ( 7.9982e+00, -9.9637e-01)

Reciprocal condition number = 9.8e-01
Error bound = 1.6e-15

Eigenvector 3
( 1.0000e+00, 0.0000e+00)
( -1.1841e+00, -1.8270e+00)
( 7.4024e-01, -1.7252e+00)
( -4.6684e-01, -6.3560e-01)

Reciprocal condition number = 5.8e+00
Error bound = 2.7e-16

Eigenvalue 4 = ( 3.0023e+00, -3.9998e+00)

Reciprocal condition number = 9.8e-01
Error bound = 1.6e-15

Eigenvector 4
( 1.0000e+00, -0.0000e+00)
( -1.5749e+00, 3.9438e-01)
( 1.5862e+00, 3.8955e-01)
( -9.5943e-01, 4.8012e+00)

Reciprocal condition number = 5.8e+00
Error bound = 2.7e-16
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NAG Library Function Document

nag_zgehrd (f08nsc)

1 Purpose

nag_zgehrd (f08nsc) reduces a complex general matrix to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgehrd (Nag_OrderType order, Integer n, Integer ilo, Integer ihi,
Complex a[], Integer pda, Complex tau[], NagError *fail)

3 Description

nag_zgehrd (f08nsc) reduces a complex general matrix A to upper Hessenberg form H by a unitary
similarity transformation: A ¼ QHQH. H has real subdiagonal elements.

The matrix Q is not formed explicitly, but is represented as a product of elementary reflectors (see the
f08 Chapter Introduction for details). Functions are provided to work with Q in this representation (see
Section 9).

The function can take advantage of a previous call to nag_zgebal (f08nvc), which may produce a matrix
with the structure:

A11 A12 A13
A22 A23

A33

0@ 1A
where A11 and A33 are upper triangular. If so, only the central diagonal block A22, in rows and columns
ilo to ihi, needs to be reduced to Hessenberg form (the blocks A12 and A23 will also be affected by the
reduction). Therefore the values of ilo and ihi determined by nag_zgebal (f08nvc) can be supplied to the
function directly. If nag_zgebal (f08nvc) has not previously been called however, then ilo must be set to
1 and ihi to n.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08nsc
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3: ilo – Integer Input
4: ihi – Integer Input

On entry: if A has been output by nag_zgebal (f08nvc), then ilo and ihi must contain the values
returned by that function. Otherwise, ilo must be set to 1 and ihi to n.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n general matrix A.

On exit: a is overwritten by the upper Hessenberg matrix H and details of the unitary matrix Q.
The subdiagonal elements of H are real.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: tau½dim� – Complex Output

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On exit: further details of the unitary matrix Q.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed Hessenberg matrix H is exactly similar to a nearby matrix Aþ Eð Þ, where
Ek k2 � c nð Þ� Ak k2;

c nð Þ is a modestly increasing function of n, and � is the machine precision.

The elements of H themselves may be sensitive to small perturbations in A or to rounding errors in the
computation, but this does not affect the stability of the eigenvalues, eigenvectors or Schur
factorization.

8 Parallelism and Performance

nag_zgehrd (f08nsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8
3q

2 2q þ 3nð Þ , where q ¼ ihi � ilo; if
ilo ¼ 1 and ihi ¼ n, the number is approximately 40

3n
3 .

To form the unitary matrix Q nag_zgehrd (f08nsc) may be followed by a call to nag_zunghr (f08ntc):

nag_zunghr(order,n,ilo,ihi,&a,pda,tau,&fail)

To apply Q to an m by n complex matrix C nag_zgehrd (f08nsc) may be followed by a call to
nag_zunmhr (f08nuc). For example,

nag_zunmhr(order,Nag_LeftSide,Nag_NoTrans,m,n,ilo,ihi,&a,pda,
tau,&c,pdc,&fail)

forms the matrix product QC.

The real analogue of this function is nag_dgehrd (f08nec).
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10 Example

This example computes the upper Hessenberg form of the matrix A, where

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA:

10.1 Program Text

/* nag_zgehrd (f08nsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgehrd (f08nsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
#else

pda = n;
#endif

tau_len = n - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(tau = NAG_ALLOC(tau_len, Complex)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Reduce A to upper Hessenberg form */
/* nag_zgehrd (f08nsc).
* Unitary reduction of complex general matrix to upper
* Hessenberg form
*/

nag_zgehrd(order, n, 1, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgehrd (f08nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Set the elements below the first subdiagonal to zero */
for (i = 1; i <= n - 2; ++i) {

for (j = i + 2; j <= n; ++j)
A(j, i).re = 0.0, A(j, i).im = 0.0;

}

/* Print upper Hessenberg form */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Upper Hessenberg form", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(tau);
return exit_status;

}

10.2 Program Data

nag_zgehrd (f08nsc) Example Program Data
4 :Value of N

(-3.97,-5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29,-0.86)
( 0.34,-1.50) ( 1.52,-0.43) ( 1.88,-5.38) ( 3.36, 0.65)
( 3.31,-3.85) ( 2.50, 3.45) ( 0.88,-1.08) ( 0.64,-1.48)
(-1.10, 0.82) ( 1.81,-1.59) ( 3.25, 1.33) ( 1.57,-3.44) :End of matrix A
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10.3 Program Results

nag_zgehrd (f08nsc) Example Program Results

Upper Hessenberg form
1 2 3 4

1 (-3.9700,-5.0400) (-1.1318,-2.5693) (-4.6027,-0.1426) (-1.4249, 1.7330)
2 (-5.4797, 0.0000) ( 1.8585,-1.5502) ( 4.4145,-0.7638) (-0.4805,-1.1976)
3 ( 0.0000, 0.0000) ( 6.2673, 0.0000) (-0.4504,-0.0290) (-1.3467, 1.6579)
4 ( 0.0000, 0.0000) ( 0.0000, 0.0000) (-3.5000, 0.0000) ( 2.5619,-3.3708)
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NAG Library Function Document

nag_zunghr (f08ntc)

1 Purpose

nag_zunghr (f08ntc) generates the complex unitary matrix Q which was determined by nag_zgehrd
(f08nsc) when reducing a complex general matrix A to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunghr (Nag_OrderType order, Integer n, Integer ilo, Integer ihi,
Complex a[], Integer pda, const Complex tau[], NagError *fail)

3 Description

nag_zunghr (f08ntc) is intended to be used following a call to nag_zgehrd (f08nsc), which reduces a
complex general matrix A to upper Hessenberg form H by a unitary similarity transformation:
A ¼ QHQH. nag_zgehrd (f08nsc) represents the matrix Q as a product of ihi � ilo elementary reflectors.
Here ilo and ihi are values determined by nag_zgebal (f08nvc) when balancing the matrix; if the matrix
has not been balanced, ilo ¼ 1 and ihi ¼ n.
This function may be used to generate Q explicitly as a square matrix. Q has the structure:

Q ¼
I 0 0
0 Q22 0
0 0 I

0@ 1A
where Q22 occupies rows and columns ilo to ihi.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the order of the matrix Q.

Constraint: n 	 0.
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3: ilo – Integer Input
4: ihi – Integer Input

On entry: these must be the same arguments ilo and ihi, respectively, as supplied to nag_zgehrd
(f08nsc).

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgehrd
(f08nsc).

On exit: the n by n unitary matrix Q.

If order ¼ Nag ColMajor, the i; jð Þth element of the matrix is stored in a½ j� 1ð Þ � pdaþ i� 1�.
I f order ¼ Nag RowMajor, t h e i; jð Þt h e l emen t o f t h e ma t r i x i s s t o r e d i n
a½ i� 1ð Þ � pdaþ j� 1�.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least max 1; n� 1ð Þ.
On entry: further details of the elementary reflectors, as returned by nag_zgehrd (f08nsc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix Q differs from an exactly unitary matrix by a matrix E such that

Ek k2 ¼ O �ð Þ;

where � is the machine precision.

8 Parallelism and Performance

nag_zunghr (f08ntc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zunghr (f08ntc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 16
3 q

3 , where q ¼ ihi � ilo.

The real analogue of this function is nag_dorghr (f08nfc).

10 Example

This example computes the Schur factorization of the matrix A, where

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA:

Here A is general and must first be reduced to Hessenberg form by nag_zgehrd (f08nsc). The program
then calls nag_zunghr (f08ntc) to form Q, and passes this matrix to nag_zhseqr (f08psc) which
computes the Schur factorization of A.
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10.1 Program Text

/* nag_zunghr (f08ntc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
double norm;
Integer i, j, n, pda, pdc, pdd, pdz, tau_len, w_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *c = 0, *d = 0, *tau = 0, *w = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define D(I, J) d[(J - 1) * pdd + I - 1]
#define Z(I, J) z[(J - 1) * pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define D(I, J) d[(I - 1) * pdd + J - 1]
#define Z(I, J) z[(I - 1) * pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zunghr (f08ntc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdc = n;
pdd = n;
pdz = n;

#else
pda = n;
pdc = n;
pdd = n;
pdz = n;

#endif
tau_len = n - 1;
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w_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(c = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n * n, Complex)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(w = NAG_ALLOC(w_len, Complex)) || !(z = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy A into D */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
D(i, j).re = A(i, j).re;
D(i, j).im = A(i, j).im;

}
}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix A */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Reduce A to upper Hessenberg form H = (Q^T)*A*Q */
/* nag_zgehrd (f08nsc).
* Unitary reduction of complex general matrix to upper
* Hessenberg form
*/

nag_zgehrd(order, n, 1, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgehrd (f08nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A into Z */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
Z(i, j).re = A(i, j).re;
Z(i, j).im = A(i, j).im;

}
}
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/* Form Q explicitly, storing the result in Z */
/* nag_zunghr (f08ntc).
* Generate unitary transformation matrix from reduction to
* Hessenberg form determined by nag_zgehrd (f08nsc)
*/

nag_zunghr(order, n, 1, n, z, pdz, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunghr (f08ntc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the Schur factorization of H = Y*T*(Y^T) and form */
/* Q*Y explicitly, storing the result in Z */

/* Note that A = Z*T*(Z^T), where Z = Q*Y */
/* nag_zhseqr (f08psc).
* Eigenvalues and Schur factorization of complex upper
* Hessenberg matrix reduced from complex general matrix
*/

nag_zhseqr(order, Nag_Schur, Nag_UpdateZ, n, 1, n, a, pda,
w, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhseqr (f08psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgemm (f16zac): Compute A - Z*T*Z^H from the factorization of */
/* A and store in matrix D */
alpha.re = 1.0;
alpha.im = 0.0;
beta.re = 0.0;
beta.im = 0.0;
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, z, pdz,

a, pda, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alpha.re = -1.0;
beta.re = 1.0;
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alpha, c, pdc,

z, pdz, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norm of matrix D and print warning if */
/* it is too large */
nag_zge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n", "Norm of A-(Z*T*Z^H) is much greater than 0.",
"Schur factorization has failed.");

}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(tau);
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NAG_FREE(w);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_zunghr (f08ntc) Example Program Data
4 :Value of N

(-3.97,-5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29,-0.86)
( 0.34,-1.50) ( 1.52,-0.43) ( 1.88,-5.38) ( 3.36, 0.65)
( 3.31,-3.85) ( 2.50, 3.45) ( 0.88,-1.08) ( 0.64,-1.48)
(-1.10, 0.82) ( 1.81,-1.59) ( 3.25, 1.33) ( 1.57,-3.44) :End of matrix A

10.3 Program Results

nag_zunghr (f08ntc) Example Program Results

Matrix A
1 2 3 4

1 (-3.9700,-5.0400) (-4.1100, 3.7000) (-0.3400, 1.0100) ( 1.2900,-0.8600)
2 ( 0.3400,-1.5000) ( 1.5200,-0.4300) ( 1.8800,-5.3800) ( 3.3600, 0.6500)
3 ( 3.3100,-3.8500) ( 2.5000, 3.4500) ( 0.8800,-1.0800) ( 0.6400,-1.4800)
4 (-1.1000, 0.8200) ( 1.8100,-1.5900) ( 3.2500, 1.3300) ( 1.5700,-3.4400)
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NAG Library Function Document

nag_zunmhr (f08nuc)

1 Purpose

nag_zunmhr (f08nuc) multiplies an arbitrary complex matrix C by the complex unitary matrix Q which
was determined by nag_zgehrd (f08nsc) when reducing a complex general matrix to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zunmhr (Nag_OrderType order, Nag_SideType side,
Nag_TransType trans, Integer m, Integer n, Integer ilo, Integer ihi,
const Complex a[], Integer pda, const Complex tau[], Complex c[],
Integer pdc, NagError *fail)

3 Description

nag_zunmhr (f08nuc) is intended to be used following a call to nag_zgehrd (f08nsc), which reduces a
complex general matrix A to upper Hessenberg form H by a unitary similarity transformation:
A ¼ QHQH. nag_zgehrd (f08nsc) represents the matrix Q as a product of ihi � ilo elementary reflectors.
Here ilo and ihi are values determined by nag_zgebal (f08nvc) when balancing the matrix; if the matrix
has not been balanced, ilo ¼ 1 and ihi ¼ n.
This function may be used to form one of the matrix products

QC;QHC;CQ or CQH;

overwriting the result on C (which may be any complex rectangular matrix).

A common application of this function is to transform a matrix V of eigenvectors of H to the matrix
QV of eigenvectors of A.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates how Q or QH is to be applied to C.

side ¼ Nag LeftSide
Q or QH is applied to C from the left.
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side ¼ Nag RightSide
Q or QH is applied to C from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: trans – Nag_TransType Input

On entry: indicates whether Q or QH is to be applied to C.

trans ¼ Nag NoTrans
Q is applied to C.

trans ¼ Nag ConjTrans
QH is applied to C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C; m is also the order of Q if
side ¼ Nag LeftSide.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C; n is also the order of Q if
side ¼ Nag RightSide.

Constraint: n 	 0.

6: ilo – Integer Input
7: ihi – Integer Input

On entry: these must be the same arguments ilo and ihi, respectively, as supplied to nag_zgehrd
(f08nsc).

Constraints:

if side ¼ Nag LeftSide and m > 0, 1 � ilo � ihi � m;
if side ¼ Nag LeftSide and m ¼ 0, ilo ¼ 1 and ihi ¼ 0;
if side ¼ Nag RightSide and n > 0, 1 � ilo � ihi � n;
if side ¼ Nag RightSide and n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

8: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: details of the vectors which define the elementary reflectors, as returned by nag_zgehrd
(f08nsc).

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.
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10: tau½dim� – const Complex Input

Note: the dimension, dim, of the array tau must be at least

max 1;m� 1ð Þ when side ¼ Nag LeftSide;
max 1;n� 1ð Þ when side ¼ Nag RightSide.

On entry: further details of the elementary reflectors, as returned by nag_zgehrd (f08nsc).

11: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix C.

On exit: c is overwritten by QC or QHC or CQ or CQH as specified by side and trans.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_3

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i and pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.
On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_ENUM_INT_4

On entry, side ¼ valueh i, m ¼ valueh i, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if side ¼ Nag LeftSide and m > 0, 1 � ilo � ihi � m;
if side ¼ Nag LeftSide and m ¼ 0, ilo ¼ 1 and ihi ¼ 0;
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if side ¼ Nag RightSide and n > 0, 1 � ilo � ihi � n;
if side ¼ Nag RightSide and n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed result differs from the exact result by a matrix E such that

Ek k2 ¼ O �ð Þ Ck k2;

where � is the machine precision.

8 Parallelism and Performance

nag_zunmhr (f08nuc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zunmhr (f08nuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 8nq2 if side ¼ Nag LeftSide and
8mq2 if side ¼ Nag RightSide, where q ¼ ihi � ilo.
The real analogue of this function is nag_dormhr (f08ngc).
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10 Example

This example computes all the eigenvalues of the matrix A, where

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA;

and those eigenvectors which correspond to eigenvalues � such that Re �ð Þ < 0. Here A is general and
must first be reduced to upper Hessenberg form H by nag_zgehrd (f08nsc). The program then calls
nag_zhseqr (f08psc) to compute the eigenvalues, and nag_zhsein (f08pxc) to compute the required
eigenvectors of H by inverse iteration. Finally nag_zunmhr (f08nuc) is called to transform the
eigenvectors of H back to eigenvectors of the original matrix A.

10.1 Program Text

/* nag_zunmhr (f08nuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>
int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, pdh, pdvl, pdvr, pdz;
Integer tau_len, ifaill_len, select_len, w_len;
Integer exit_status = 0;
double thresh;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *h = 0, *vl = 0, *vr = 0, *z = 0, *w = 0, *tau = 0;
Integer *ifaill = 0, *ifailr = 0;
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J - 1) * pda + I - 1]
#define H(I, J) h[(J - 1) * pdh + I - 1]
#define VR(I, J) vr[(J - 1) * pdvr + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I - 1) * pda + J - 1]
#define H(I, J) h[(I - 1) * pdh + J - 1]
#define VR(I, J) vr[(I - 1) * pdvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zunmhr (f08nuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif

pda = n;
pdh = n;
pdvl = n;
pdvr = n;
pdz = 1;
tau_len = n;
w_len = n;
ifaill_len = n;
select_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(h = NAG_ALLOC(n * n, Complex)) ||
!(vl = NAG_ALLOC(n * n, Complex)) ||
!(vr = NAG_ALLOC(n * n, Complex)) ||
!(z = NAG_ALLOC(1 * 1, Complex)) ||
!(w = NAG_ALLOC(w_len, Complex)) ||
!(ifaill = NAG_ALLOC(ifaill_len, Integer)) ||
!(ifailr = NAG_ALLOC(ifaill_len, Integer)) ||
!(select = NAG_ALLOC(select_len, Nag_Boolean)) ||
!(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &thresh);
#else

scanf("%lf%*[^\n] ", &thresh);
#endif

/* Reduce A to upper Hessenberg form */
/* nag_zgehrd (f08nsc).
* Unitary reduction of complex general matrix to upper
* Hessenberg form
*/

nag_zgehrd(order, n, 1, n, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgehrd (f08nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A to H */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
H(i, j).re = A(i, j).re;
H(i, j).im = A(i, j).im;

}
}
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/* Calculate the eigenvalues of H (same as A) */
/* nag_zhseqr (f08psc).
* Eigenvalues and Schur factorization of complex upper
* Hessenberg matrix reduced from complex general matrix
*/

nag_zhseqr(order, Nag_EigVals, Nag_NotZ, n, 1, n, h, pdh, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhseqr (f08psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigenvalues */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" (%7.4f,%7.4f)", w[i].re, w[i].im);
printf("\n");
for (i = 0; i < n; ++i)

select[i] = w[i].re < thresh ? Nag_TRUE : Nag_FALSE;
/* Calculate the eigenvectors of H (as specified by SELECT), */
/* storing the result in VR */
/* nag_zhsein (f08pxc).
* Selected right and/or left eigenvectors of complex upper
* Hessenberg matrix by inverse iteration
*/

nag_zhsein(order, Nag_RightSide, Nag_HSEQRSource, Nag_NoVec, select,
n, a, pda, w, vl, pdvl, vr, pdvr, n, &m, ifaill, ifailr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhsein (f08pxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the eigenvectors of A = Q * VR */
/* nag_zunmhr (f08nuc).
* Apply unitary transformation matrix from reduction to
* Hessenberg form determined by nag_zgehrd (f08nsc)
*/

nag_zunmhr(order, Nag_LeftSide, Nag_NoTrans, n, m, 1, n, a, pda,
tau, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmhr (f08nuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++) {

for (i = n; i >= 1; i--) {
VR(i, j) = nag_complex_divide(VR(i, j), VR(1, j));

}
}

/* Print Eigenvectors */
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, vr, pdvr, Nag_BracketForm, "%7.4f",
"Contents of array VR", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:
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NAG_FREE(a);
NAG_FREE(h);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(ifaill);
NAG_FREE(ifailr);
NAG_FREE(select);
NAG_FREE(tau);
return exit_status;

}

10.2 Program Data

nag_zunmhr (f08nuc) Example Program Data
4 :Value of N

(-3.97,-5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29,-0.86)
( 0.34,-1.50) ( 1.52,-0.43) ( 1.88,-5.38) ( 3.36, 0.65)
( 3.31,-3.85) ( 2.50, 3.45) ( 0.88,-1.08) ( 0.64,-1.48)
(-1.10, 0.82) ( 1.81,-1.59) ( 3.25, 1.33) ( 1.57,-3.44) :End of matrix A
0.0 :Value of THRESH

10.3 Program Results

nag_zunmhr (f08nuc) Example Program Results

Eigenvalues
(-6.0004,-6.9998) (-5.0000, 2.0060) ( 7.9982,-0.9964) ( 3.0023,-3.9998)

Contents of array VR
1 2

1 ( 1.0000, 0.0000) ( 1.0000, 0.0000)
2 (-0.0210, 0.3590) ( 1.1997,-0.6339)
3 ( 0.1035, 0.3683) (-1.3192,-0.5912)
4 (-0.0664,-0.3436) (-0.1319, 0.7904)
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NAG Library Function Document

nag_zgebal (f08nvc)

1 Purpose

nag_zgebal (f08nvc) balances a complex general matrix in order to improve the accuracy of computed
eigenvalues and/or eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgebal (Nag_OrderType order, Nag_JobType job, Integer n,
Complex a[], Integer pda, Integer *ilo, Integer *ihi, double scale[],
NagError *fail)

3 Description

nag_zgebal (f08nvc) balances a complex general matrix A. The term ‘balancing’ covers two steps, each
of which involves a similarity transformation of A. The function can perform either or both of these
steps.

1. The function first attempts to permute A to block upper triangular form by a similarity
transformation:

PAPT ¼ A0 ¼
A011 A012 A013
0 A022 A023
0 0 A033

0@ 1A
where P is a permutation matrix, and A011 and A

0
33 are upper triangular. Then the diagonal elements

of A011 and A033 are eigenvalues of A. The rest of the eigenvalues of A are the eigenvalues of the
central diagonal block A022, in rows and columns ilo to ihi. Subsequent operations to compute the
eigenvalues of A (or its Schur factorization) need only be applied to these rows and columns; this
can save a significant amount of work if ilo > 1 and ihi < n. If no suitable permutation exists (as is
often the case), the function sets ilo ¼ 1 and ihi ¼ n, and A022 is the whole of A.

2. The function applies a diagonal similarity transformation to A0, to make the rows and columns of
A022 as close in norm as possible:

A00 ¼ DA0D�1 ¼
I 0 0
0 D22 0
0 0 I

0@ 1A A011 A012 A013
0 A022 A023
0 0 A033

0@ 1A I 0 0
0 D�122 0
0 0 I

0@ 1A:
This scaling can reduce the norm of the matrix (i.e., A0022

�� �� < A022
�� ��) and hence reduce the effect

of rounding errors on the accuracy of computed eigenvalues and eigenvectors.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether A is to be permuted and/or scaled (or neither).

job ¼ Nag DoNothing
A is neither permuted nor scaled (but values are assigned to ilo, ihi and scale).

job ¼ Nag Permute
A is permuted but not scaled.

job ¼ Nag Scale
A is scaled but not permuted.

job ¼ Nag DoBoth
A is both permuted and scaled.

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by the balanced matrix. If job ¼ Nag DoNothing, a is not referenced.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: ilo – Integer * Output
7: ihi – Integer * Output

On exit: the values ilo and ihi such that on exit A i; jð Þ is zero if i > j and 1 � j < ilo or
ihi < i � n.
If job ¼ Nag DoNothing or Nag Scale, ilo ¼ 1 and ihi ¼ n.

8: scale½n� – double Output

On exit: details of the permutations and scaling factors applied to A. More precisely, if pj is the
index of the row and column interchanged with row and column j and dj is the scaling factor
used to balance row and column j then
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scale½j� 1� ¼
pj; j ¼ 1; 2; . . . ; ilo � 1
dj; j ¼ ilo; ilo þ 1; . . . ; ihi and
pj; j ¼ ihi þ 1; ihi þ 2; . . . ; n:

8<:
The order in which the interchanges are made is n to ihi þ 1 then 1 to ilo � 1.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The errors are negligible, compared with those in subsequent computations.

8 Parallelism and Performance

nag_zgebal (f08nvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If the matrix A is balanced by nag_zgebal (f08nvc), then any eigenvectors computed subsequently are
eigenvectors of the matrix A00 (see Section 3) and hence nag_zgebak (f08nwc) must then be called to
transform them back to eigenvectors of A.

If the Schur vectors of A are required, then this function must not be called with job ¼ Nag Scale or
Nag DoBoth, because then the balancing transformation is not unitary. If this function is called with
job ¼ Nag Permute, then any Schur vectors computed subsequently are Schur vectors of the matrix A00,
and nag_zgebak (f08nwc) must be called (with side ¼ Nag RightSide) to transform them back to Schur
vectors of A.

The total number of real floating-point operations is approximately proportional to n2.

The real analogue of this function is nag_dgebal (f08nhc).

10 Example

This example computes all the eigenvalues and right eigenvectors of the matrix A, where

A ¼
1:50� 2:75i 0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i
�8:06� 1:24i �2:50� 0:50i 0:00þ 0:00i �0:75þ 0:50i
�2:09þ 7:56i 1:39þ 3:97i �1:25þ 0:75i �4:82� 5:67i
6:18þ 9:79i �0:92� 0:62i 0:00þ 0:00i �2:50� 0:50i

0B@
1CA:

The program first calls nag_zgebal (f08nvc) to balance the matrix; it then computes the Schur
factorization of the balanced matrix, by reduction to Hessenberg form and the QR algorithm. Then it
calls nag_ztrevc (f08qxc) to compute the right eigenvectors of the balanced matrix, and finally calls
nag_zgebak (f08nwc) to transform the eigenvectors back to eigenvectors of the original matrix A.

10.1 Program Text

/* nag_zgebal (f08nvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Integer firstnz, i, ihi, ilo, j, m, n, pda, pdh, pdvr;
Integer scale_len, tau_len, w_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *h = 0, *tau = 0, *vl = 0, *vr = 0, *w = 0;
double *scale = 0;
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
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#define A(I, J) a[(J-1)*pda + I - 1]
#define H(I, J) h[(J-1)*pdh + I - 1]
#define VR(I, J) vr[(J-1)*pdvr + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define H(I, J) h[(I-1)*pdh + J - 1]
#define VR(I, J) vr[(I-1)*pdvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgebal (f08nvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdh = n;
pdvr = n;
scale_len = n;
tau_len = n;
w_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(h = NAG_ALLOC(n * n, Complex)) ||
!(scale = NAG_ALLOC(scale_len, double)) ||
!(tau = NAG_ALLOC(tau_len, Complex)) ||
!(vl = NAG_ALLOC(1 * 1, Complex)) ||
!(vr = NAG_ALLOC(n * n, Complex)) ||
!(w = NAG_ALLOC(w_len, Complex)) ||
!(select = NAG_ALLOC(1, Nag_Boolean)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Balance A */
/* nag_zgebal (f08nvc).
* Balance complex general matrix
*/

nag_zgebal(order, Nag_DoBoth, n, a, pda, &ilo, &ihi, scale, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgebal (f08nvc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

/* Reduce A to upper Hessenberg form H = (Q^H)*A*Q */
/* nag_zgehrd (f08nsc).
* Unitary reduction of complex general matrix to upper
* Hessenberg form
*/

nag_zgehrd(order, n, ilo, ihi, a, pda, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgehrd (f08nsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy A to H and VR */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
H(i, j).re = A(i, j).re;
H(i, j).im = A(i, j).im;
VR(i, j).re = A(i, j).re;
VR(i, j).im = A(i, j).im;

}
}

/* Form Q explicitly, storing the result in VR */
/* nag_zunghr (f08ntc).
* Generate unitary transformation matrix from reduction to
* Hessenberg form determined by nag_zgehrd (f08nsc)
*/

nag_zunghr(order, n, 1, n, vr, pdvr, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunghr (f08ntc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the eigenvalues and Schur factorization of A */
/* nag_zhseqr (f08psc).
* Eigenvalues and Schur factorization of complex upper
* Hessenberg matrix reduced from complex general matrix
*/

nag_zhseqr(order, Nag_Schur, Nag_UpdateZ, n, ilo, ihi, h, pdh,
w, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhseqr (f08psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" (%7.4f,%7.4f)", w[i].re, w[i].im);
printf("\n");
/* Calculate the eigenvectors of A, storing the result in VR */
/* nag_ztrevc (f08qxc).
* Left and right eigenvectors of complex upper triangular
* matrix
*/

nag_ztrevc(order, Nag_RightSide, Nag_BackTransform, select, n,
h, pdh, vl, 1, vr, pdvr, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrevc (f08qxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_zgebak (f08nwc).
* Transform eigenvectors of complex balanced matrix to
* those of original matrix supplied to nag_zgebal (f08nvc)
*/

nag_zgebak(order, Nag_DoBoth, Nag_RightSide, n, ilo, ihi, scale,
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m, vr, pdvr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgebak (f08nwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the eigenvectors */
for (j = 1; j <= m; j++) {

firstnz = n;
for (i = n; i >= 1; i--) {

if (VR(i, j).re != 0 || VR(i, j).im != 0) {
firstnz = i;

}
}
for (i = n; i >= 1; i--) {

VR(i, j) = nag_complex_divide(VR(i, j), VR(firstnz, j));
}

}
/* Print eigenvectors */
printf("\n");
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

m, vr, pdvr, Nag_BracketForm, "%7.4f",
"Contents of array VR", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(h);
NAG_FREE(scale);
NAG_FREE(tau);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(w);
NAG_FREE(select);

return exit_status;
}

10.2 Program Data

nag_zgebal (f08nvc) Example Program Data
4 :Value of N

( 1.50,-2.75) ( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00)
(-8.06,-1.24) (-2.50,-0.50) ( 0.00, 0.00) (-0.75, 0.50)
(-2.09, 7.56) ( 1.39, 3.97) (-1.25, 0.75) (-4.82,-5.67)
( 6.18, 9.79) (-0.92,-0.62) ( 0.00, 0.00) (-2.50,-0.50) :End of matrix A

10.3 Program Results

nag_zgebal (f08nvc) Example Program Results

Eigenvalues
(-1.2500, 0.7500) (-1.5000,-0.4975) (-3.5000,-0.5025) ( 1.5000,-2.7500)

Contents of array VR
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1 2 3 4
1 ( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 1.0000, 0.0000)
2 ( 0.0000, 0.0000) ( 1.0000,-0.0000) ( 1.0000, 0.0000) (-1.4269,-1.6873)
3 ( 1.0000, 0.0000) (-9.7405,-0.0846) ( 0.6466, 1.5212) ( 5.3497, 1.5369)
4 ( 0.0000, 0.0000) (-0.9215,-0.6177) ( 0.9215, 0.6177) (-0.0819, 3.0107)
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NAG Library Function Document

nag_zgebak (f08nwc)

1 Purpose

nag_zgebak (f08nwc) transforms eigenvectors of a balanced matrix to those of the original complex
general matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgebak (Nag_OrderType order, Nag_JobType job, Nag_SideType side,
Integer n, Integer ilo, Integer ihi, const double scale[], Integer m,
Complex v[], Integer pdv, NagError *fail)

3 Description

nag_zgebak (f08nwc) is intended to be used after a complex general matrix A has been balanced by
nag_zgebal (f08nvc), and eigenvectors of the balanced matrix A0022 have subsequently been computed.

For a description of balancing, see the document for nag_zgebal (f08nvc). The balanced matrix A00 is
obtained as A00 ¼ DPAPTD�1, where P is a permutation matrix and D is a diagonal scaling matrix.
This function transforms left or right eigenvectors as follows:

if x is a right eigenvector of A00, PTD�1x is a right eigenvector of A;

if y is a left eigenvector of A00, PTDy is a left eigenvector of A.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: this must be the same argument job as supplied to nag_zgebal (f08nvc).

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: side – Nag_SideType Input

On entry: indicates whether left or right eigenvectors are to be transformed.

side ¼ Nag LeftSide
The left eigenvectors are transformed.
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side ¼ Nag RightSide
The right eigenvectors are transformed.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: n – Integer Input

On entry: n, the number of rows of the matrix of eigenvectors.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: the values ilo and ihi, as returned by nag_zgebal (f08nvc).

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: scale½dim� – const double Input

Note: the dimension, dim, of the array scale must be at least max 1; nð Þ.
On entry: details of the permutations and/or the scaling factors used to balance the original
complex general matrix, as returned by nag_zgebal (f08nvc).

8: m – Integer Input

On entry: m, the number of columns of the matrix of eigenvectors.

Constraint: m 	 0.

9: v½dim� – Complex Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdvð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix of left or right eigenvectors to be transformed.

On exit: the transformed eigenvectors.

10: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor, pdv 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdv 	 max 1;mð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pdv ¼ valueh i and m ¼ valueh i.
Constraint: pdv 	 max 1;mð Þ.
On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The errors are negligible.

8 Parallelism and Performance

nag_zgebak (f08nwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of real floating-point operations is approximately proportional to nm.

The real analogue of this function is nag_dgebak (f08njc).

10 Example

See Section 10 in nag_zgebal (f08nvc).
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NAG Library Function Document

nag_dgees (f08pac)

1 Purpose

nag_dgees (f08pac) computes the eigenvalues, the real Schur form T , and, optionally, the matrix of
Schur vectors Z for an n by n real nonsymmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgees (Nag_OrderType order, Nag_JobType jobvs,
Nag_SortEigValsType sort,

Nag_Boolean (*select)(double wr, double wi),

Integer n, double a[], Integer pda, Integer *sdim, double wr[],
double wi[], double vs[], Integer pdvs, NagError *fail)

3 Description

The real Schur factorization of A is given by

A ¼ ZTZT;

where Z, the matrix of Schur vectors, is orthogonal and T is the real Schur form. A matrix is in real
Schur form if it is upper quasi-triangular with 1 by 1 and 2 by 2 blocks. 2 by 2 blocks will be
standardized in the form

a b
c a

� �
where bc < 0. The eigenvalues of such a block are a


ffiffiffiffiffi
bc
p

.

Optionally, nag_dgees (f08pac) also orders the eigenvalues on the diagonal of the real Schur form so
that selected eigenvalues are at the top left. The leading columns of Z form an orthonormal basis for
the invariant subspace corresponding to the selected eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: jobvs – Nag_JobType Input

On entry: if jobvs ¼ Nag DoNothing, Schur vectors are not computed.

If jobvs ¼ Nag Schur, Schur vectors are computed.

Constraint: jobvs ¼ Nag DoNothing or Nag Schur.

3: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see select).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

4: select – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, select is used to select eigenvalues to sort to the top left of the Schur
form.

If sort ¼ Nag NoSortEigVals, select is not referenced and nag_dgees (f08pac) may be specified
as NULLFN.

An eigenvalue wr½j� 1� þ
ffiffiffiffiffiffiffi
�1
p

� wi½j� 1� is selected if select wr½j� 1�;wi½j� 1�ð Þ is
Nag_TRUE. If either one of a complex conjugate pair of eigenvalues is selected, then both
a r e . No t e t h a t a s e l e c t e d c omp l ex e i g e nv a l u e may no l ong e r s a t i s f y
select wr½j� 1�;wi½j� 1�ð Þ ¼ Nag TRUE after ordering, since ordering may change the value
of complex eigenvalues (especially if the eigenvalue is ill-conditioned); in this case fail:errnum
is set to nþ 2.

The specification of select is:

Nag_Boolean select (double wr, double wi)

1: wr – double Input
2: wi – double Input

On entry: the real and imaginary parts of the eigenvalue.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by its real Schur form T .

f08pac NAG Library Manual

f08pac.2 Mark 26



7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which select is
Nag_TRUE. (Complex conjugate pairs for which select is Nag_TRUE for either eigenvalue count
as 2.)

9: wr½dim� – double Output

Note: the dimension, dim, of the array wr must be at least max 1; nð Þ.
On exit: see the description of wi.

10: wi½dim� – double Output

Note: the dimension, dim, of the array wi must be at least max 1; nð Þ.
On exit: wr and wi contain the real and imaginary parts, respectively, of the computed
eigenvalues in the same order that they appear on the diagonal of the output Schur form T .
Complex conjugate pairs of eigenvalues will appear consecutively with the eigenvalue having the
positive imaginary part first.

11: vs½dim� – double Output

Note: the dimension, dim, of the array vs must be at least

max 1;pdvs� nð Þ when jobvs ¼ Nag Schur;
1 otherwise.

The ith element of the jth vector is stored in

vs½ j� 1ð Þ � pdvsþ i� 1� when order ¼ Nag ColMajor;
vs½ i� 1ð Þ � pdvsþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvs ¼ Nag Schur, vs contains the orthogonal matrix Z of Schur vectors.

If jobvs ¼ Nag DoNothing, vs is not referenced.

12: pdvs – Integer Input

On entry: the stride used in the array vs.

Constraints:

if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues.

NE_ENUM_INT_2

On entry, jobvs ¼ valueh i, pdvs ¼ valueh i and n ¼ valueh i.
Constraint: if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdvs ¼ valueh i.
Constraint: pdvs > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the Schur form no longer satisfy select ¼ Nag TRUE. This could also be caused
by underflow due to scaling.

7 Accuracy

The computed Schur factorization satisfies

Aþ E ¼ ZTZT;

where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.
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8 Parallelism and Performance

nag_dgees (f08pac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgees (f08pac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zgees (f08pnc).

10 Example

This example finds the Schur factorization of the matrix

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA;

such that the real positive eigenvalues of A are the top left diagonal elements of the Schur form, T .

10.1 Program Text

/* nag_dgees (f08pac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL select_fun(const double wr, const double wi);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double alpha, anorm, beta, eps, norm;
Integer i, j, n, pda, pdc, pdd, pdvs, sdim;
Integer exit_status = 0;
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/* Arrays */
double *a = 0, *c = 0, *d = 0, *vs = 0, *wi = 0, *wr = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgees (f08pac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

pda = n;
pdc = n;
pdd = n;
pdvs = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(vs = NAG_ALLOC(n * n, double)) ||
!(wi = NAG_ALLOC(n, double)) || !(wr = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A to D: nag_dge_copy (f16qfc),
* real valued general matrix copy.
*/

nag_dge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dge_norm (f16rac): Find norm of matrix A for use later
* in relative error test.
*/

nag_dge_norm(order, Nag_OneNorm, n, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac): Print Matrix A. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Find the Schur factorization of A using nag_dgees (f08pac). */
nag_dgees(order, Nag_Schur, Nag_SortEigVals, select_fun, n, a, pda, &sdim,

wr, wi, vs, pdvs, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_dgees (f08pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct A from Schur Factorization Z*T*Trans(Z) where T is upper
* triangular and stored in A. This can be done using the following steps:
* i. C = Z*T (nag_dgemm, f16yac),
* ii. D = D-C*trans(Z) (nag_dgemm, f16yac).
*/

alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, vs, pdvs, a, pda,

beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemm (f16yac):
* Compute D = A - C*Z^T.
*/

alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, alpha, c, pdc, vs,

pdvs, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norm of difference matrix D and print
* warning if it is too large relative to norm of A.
*/

nag_dge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8) * MAX(anorm, 1.0)) {

printf("||A-(Z*T*Z^T)||/||A|| is larger than expected.\n"
"Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Number of eigenvalues for which select is true = %4" NAG_IFMT

"\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf(" ** Note that rounding errors mean that leading eigenvalues in the"
" Schur form\n no longer satisfy select(lambda) = Nag_TRUE\n\n");

} else {
printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++)

printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n", i + 1, wr[i], wi[i]);
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(vs);
NAG_FREE(wi);
NAG_FREE(wr);

return exit_status;
}

static Nag_Boolean NAG_CALL select_fun(const double ar, const double ai)
{

/* Boolean function select for use with nag_dgees (f08pac)
* Returns the value Nag_TRUE if the eigenvalue is real and positive
*/

return (ar > 0.0 && ai == 0.0 ? Nag_TRUE : Nag_FALSE);
}

10.2 Program Data

nag_dgees (f08pac) Example Program Data

4 : n

0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 : matrix A

10.3 Program Results

nag_dgees (f08pac) Example Program Results

Matrix A
1 2 3 4

1 0.3500 0.4500 -0.1400 -0.1700
2 0.0900 0.0700 -0.5400 0.3500
3 -0.4400 -0.3300 -0.0300 0.1700
4 0.2500 -0.3200 -0.1300 0.1100
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Number of eigenvalues for which select is true = 1

The selected eigenvalues are:
1 ( 7.9948e-01, 0.0000e+00)
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NAG Library Function Document

nag_dgeesx (f08pbc)

1 Purpose

nag_dgeesx (f08pbc) computes the eigenvalues, the real Schur form T , and, optionally, the matrix of
Schur vectors Z for an n by n real nonsymmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgeesx (Nag_OrderType order, Nag_JobType jobvs,
Nag_SortEigValsType sort,

Nag_Boolean (*select)(double wr, double wi),

Nag_RCondType sense, Integer n, double a[], Integer pda, Integer *sdim,
double wr[], double wi[], double vs[], Integer pdvs, double *rconde,
double *rcondv, NagError *fail)

3 Description

The real Schur factorization of A is given by

A ¼ ZTZT;

where Z, the matrix of Schur vectors, is orthogonal and T is the real Schur form. A matrix is in real
Schur form if it is upper quasi-triangular with 1 by 1 and 2 by 2 blocks. 2 by 2 blocks will be
standardized in the form

a b
c a

� �
where bc < 0. The eigenvalues of such a block are a


ffiffiffiffiffi
bc
p

.

Optionally, nag_dgeesx (f08pbc) also orders the eigenvalues on the diagonal of the real Schur form so
that selected eigenvalues are at the top left; computes a reciprocal condition number for the average of
the selected eigenvalues (rconde); and computes a reciprocal condition number for the right invariant
subspace corresponding to the selected eigenvalues (rcondv). The leading columns of Z form an
orthonormal basis for this invariant subspace.

For further explanation of the reciprocal condition numbers rconde and rcondv, see Section 4.8 of
Anderson et al. (1999) (where these quantities are called s and sep respectively).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvs – Nag_JobType Input

On entry: if jobvs ¼ Nag DoNothing, Schur vectors are not computed.

If jobvs ¼ Nag Schur, Schur vectors are computed.

Constraint: jobvs ¼ Nag DoNothing or Nag Schur.

3: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see select).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

4: select – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, select is used to select eigenvalues to sort to the top left of the Schur
form.

If sort ¼ Nag NoSortEigVals, select is not referenced and nag_dgeesx (f08pbc) may be specified
as NULLFN.

An eigenvalue wr½j� 1� þ
ffiffiffiffiffiffiffi
�1
p

� wi½j� 1� is selected if select wr½j� 1�;wi½j� 1�ð Þ is
Nag_TRUE. If either one of a complex conjugate pair of eigenvalues is selected, then both
a r e . No t e t h a t a s e l e c t e d c omp l ex e i g e nv a l u e may no l ong e r s a t i s f y
select wr½j� 1�;wi½j� 1�ð Þ ¼ Nag TRUE after ordering, since ordering may change the value
of complex eigenvalues (especially if the eigenvalue is ill-conditioned); in this case fail:errnum
is set to nþ 2.

The specification of select is:

Nag_Boolean select (double wr, double wi)

1: wr – double Input
2: wi – double Input

On entry: the real and imaginary parts of the eigenvalue.

5: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for average of selected eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for selected right invariant subspace only.
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sense ¼ Nag RCondBoth
Computed for both.

I f sense ¼ Nag RCondEigVals, Nag RCondEigVecs o r Nag RCondBoth,
sort ¼ Nag SortEigVals.

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

6: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by its real Schur form T .

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which select is
Nag_TRUE. (Complex conjugate pairs for which select is Nag_TRUE for either eigenvalue count
as 2.)

10: wr½dim� – double Output

Note: the dimension, dim, of the array wr must be at least max 1; nð Þ.
On exit: see the description of wi.

11: wi½dim� – double Output

Note: the dimension, dim, of the array wi must be at least max 1; nð Þ.
On exit: wr and wi contain the real and imaginary parts, respectively, of the computed
eigenvalues in the same order that they appear on the diagonal of the output Schur form T .
Complex conjugate pairs of eigenvalues will appear consecutively with the eigenvalue having the
positive imaginary part first.

12: vs½dim� – double Output

Note: the dimension, dim, of the array vs must be at least

max 1;pdvs� nð Þ when jobvs ¼ Nag Schur;
1 otherwise.
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The ith element of the jth vector is stored in

vs½ j� 1ð Þ � pdvsþ i� 1� when order ¼ Nag ColMajor;
vs½ i� 1ð Þ � pdvsþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvs ¼ Nag Schur, vs contains the orthogonal matrix Z of Schur vectors.

If jobvs ¼ Nag DoNothing, vs is not referenced.

13: pdvs – Integer Input

On entry: the stride used in the array vs.

Constraints:

if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

14: rconde – double * Output

On exit: if sense ¼ Nag RCondEigVals or Nag RCondBoth, contains the reciprocal condition
number for the average of the selected eigenvalues.

If sense ¼ Nag NotRCond or Nag RCondEigVecs, rconde is not referenced.

15: rcondv – double * Output

On exit: if sense ¼ Nag RCondEigVecs or Nag RCondBoth, rcondv contains the reciprocal
condition number for the selected right invariant subspace.

If sense ¼ Nag NotRCond or Nag RCondEigVals, rcondv is not referenced.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues.

NE_ENUM_INT_2

On entry, jobvs ¼ valueh i, pdvs ¼ valueh i and n ¼ valueh i.
Constraint: if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdvs ¼ valueh i.
Constraint: pdvs > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the Schur form no longer satisfy select ¼ Nag TRUE. This could also be caused
by underflow due to scaling.

7 Accuracy

The computed Schur factorization satisfies

Aþ E ¼ ZTZT;

where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgeesx (f08pbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgeesx (f08pbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zgeesx (f08ppc).
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10 Example

This example finds the Schur factorization of the matrix

A ¼
0:35 0:45 �0:14 �0:17
0:09 0:07 �0:54 0:35
�0:44 �0:33 �0:03 0:17
0:25 �0:32 �0:13 0:11

0B@
1CA;

such that the real positive eigenvalues of A are the top left diagonal elements of the Schur form, T .
Estimates of the condition numbers for the selected eigenvalue cluster and corresponding invariant
subspace are also returned.

10.1 Program Text

/* nag_dgeesx (f08pbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL select_fun(const double wr, const double wi);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double alpha, anorm, beta, eps, norm, rconde, rcondv;
Integer i, j, n, pda, pdc, pdd, pdvs, sdim;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *c = 0, *d = 0, *vs = 0, *wi = 0, *wr = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgeesx (f08pbc) Example Program Results\n\n");

f08pbc NAG Library Manual

f08pbc.6 Mark 26



/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

pda = n;
pdc = n;
pdd = n;
pdvs = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(vs = NAG_ALLOC(n * n, double)) ||
!(wi = NAG_ALLOC(n, double)) || !(wr = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A to D: nag_dge_copy (f16qfc),
* real valued general matrix copy.
*/

nag_dge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_dge_norm (f16rac): Find norm of matrix A for use later
* in relative error test.
*/

nag_dge_norm(order, Nag_OneNorm, n, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac): Print Matrix A. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Matrix A", 0, &fail);
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printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Find the Schur factorization of A using nag_dgeesx (f08pbc). */
nag_dgeesx(order, Nag_Schur, Nag_SortEigVals, select_fun, Nag_RCondBoth, n,

a, pda, &sdim, wr, wi, vs, pdvs, &rconde, &rcondv, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_dgeesx (f08pbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct A from Schur Factorization Z*T*Trans(Z) where T is upper
* triangular and stored in A. This can be done using the following steps:
* i. C = Z*T (nag_dgemm, f16yac),
* ii. D = D-C*trans(Z) (nag_dgemm, f16yac).
*/

alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, vs, pdvs, a, pda,

beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemm (f16yac):
* Compute D = A - C*Z^T.
*/

alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, alpha, c, pdc, vs,

pdvs, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norm of difference matrix D and print
* warning if it is too large relative to norm of A.
*/

nag_dge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8) * MAX(anorm, 1.0)) {

printf("||A-(Z*T*Z^T)||/||A|| is larger than expected.\n"
"Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Number of eigenvalues for which select is true = %4" NAG_IFMT

"\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf(" ** Note that rounding errors mean that leading eigenvalues in the"
" Schur form\n no longer satisfy select(lambda) = Nag_TRUE\n\n");

} else {
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printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++)

printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n", i + 1, wr[i], wi[i]);
}

/* Print out the reciprocal condition numbers */
printf("\nReciprocal of projection norm onto the invariant subspace\n");
printf("%26sfor the selected eigenvalues rconde = %8.1e\n\n", "", rconde);
printf("Reciprocal condition number for the invariant subspace rcondv = "

"%8.1e\n\n", rcondv);

/* Compute the approximate asymptotic error bound on the average absolute
* error of the selected eigenvalues given by eps*norm(A)/rconde.
*/

printf("Approximate asymptotic error bound for selected eigenvalues = "
"%8.1e\n\n", eps * anorm / rconde);

/* Compute an approximate asymptotic bound on the maximum angular error in
* the computed invariant subspace given by eps*norm(A)/rcondv
*/

printf("Approximate asymptotic error bound for the invariant subspace = "
"%8.1e\n", eps * anorm / rcondv);

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(vs);
NAG_FREE(wi);
NAG_FREE(wr);

return exit_status;
}

static Nag_Boolean NAG_CALL select_fun(const double ar, const double ai)
{

/* Boolean function select for use with nag_dgees (f08pac)
* Returns the value Nag_TRUE if the eigenvalue is real and positive
*/

return (ar > 0.0 && ai == 0.0 ? Nag_TRUE : Nag_FALSE);
}

10.2 Program Data

nag_dgeesx (f08pbc) Example Program Data

4 : n

0.35 0.45 -0.14 -0.17
0.09 0.07 -0.54 0.35

-0.44 -0.33 -0.03 0.17
0.25 -0.32 -0.13 0.11 : matrix A

10.3 Program Results

nag_dgeesx (f08pbc) Example Program Results

Matrix A
1 2 3 4

1 0.3500 0.4500 -0.1400 -0.1700
2 0.0900 0.0700 -0.5400 0.3500
3 -0.4400 -0.3300 -0.0300 0.1700
4 0.2500 -0.3200 -0.1300 0.1100

Number of eigenvalues for which select is true = 1

The selected eigenvalues are:
1 ( 7.9948e-01, 0.0000e+00)
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Reciprocal of projection norm onto the invariant subspace
for the selected eigenvalues rconde = 9.9e-01

Reciprocal condition number for the invariant subspace rcondv = 8.2e-01

Approximate asymptotic error bound for selected eigenvalues = 1.3e-16

Approximate asymptotic error bound for the invariant subspace = 1.6e-16
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NAG Library Function Document

nag_dhseqr (f08pec)

1 Purpose

nag_dhseqr (f08pec) computes all the eigenvalues and, optionally, the Schur factorization of a real
Hessenberg matrix or a real general matrix which has been reduced to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dhseqr (Nag_OrderType order, Nag_JobType job,
Nag_ComputeZType compz, Integer n, Integer ilo, Integer ihi, double h[],
Integer pdh, double wr[], double wi[], double z[], Integer pdz,
NagError *fail)

3 Description

nag_dhseqr (f08pec) computes all the eigenvalues and, optionally, the Schur factorization of a real
upper Hessenberg matrix H:

H ¼ ZTZT;

where T is an upper quasi-triangular matrix (the Schur form of H), and Z is the orthogonal matrix
whose columns are the Schur vectors zi. See Section 9 for details of the structure of T .

The function may also be used to compute the Schur factorization of a real general matrix A which has
been reduced to upper Hessenberg form H:

A ¼ QHQT; where Q is orthogonal;
¼ QZð ÞT QZð ÞT:

In this case, after nag_dgehrd (f08nec) has been called to reduce A to Hessenberg form, nag_dorghr
(f08nfc) must be called to form Q explicitly; Q is then passed to nag_dhseqr (f08pec), which must be
called with compz ¼ Nag UpdateZ.

The function can also take advantage of a previous call to nag_dgebal (f08nhc) which may have
balanced the original matrix before reducing it to Hessenberg form, so that the Hessenberg matrix H
has the structure:

H11 H12 H13
H22 H23

H33

0@ 1A
where H11 and H33 are upper triangular. If so, only the central diagonal block H22 (in rows and
columns ilo to ihi) needs to be further reduced to Schur form (the blocks H12 and H23 are also affected).
Therefore the values of ilo and ihi can be supplied to nag_dhseqr (f08pec) directly. Also, nag_dgebak
(f08njc) must be called after this function to permute the Schur vectors of the balanced matrix to those
of the original matrix. If nag_dgebal (f08nhc) has not been called however, then ilo must be set to 1 and
ihi to n. Note that if the Schur factorization of A is required, nag_dgebal (f08nhc) must not be called
with job ¼ Nag Scale or Nag DoBoth, because the balancing transformation is not orthogonal.

nag_dhseqr (f08pec) uses a multishift form of the upper Hessenberg QR algorithm, due to Bai and
Demmel (1989). The Schur vectors are normalized so that zik k2 ¼ 1, but are determined only to within
a factor 
1.
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4 References

Bai Z and Demmel J W (1989) On a block implementation of Hessenberg multishift QR iteration
Internat. J. High Speed Comput. 1 97–112

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvalues only or the Schur form T is required.

job ¼ Nag EigVals
Eigenvalues only are required.

job ¼ Nag Schur
The Schur form T is required.

Constraint: job ¼ Nag EigVals or Nag Schur.

3: compz – Nag_ComputeZType Input

On entry: indicates whether the Schur vectors are to be computed.

compz ¼ Nag NotZ
No Schur vectors are computed (and the array z is not referenced).

compz ¼ Nag UpdateZ
The Schur vectors of A are computed (and the array z must contain the matrix Q on
entry).

compz ¼ Nag InitZ
The Schur vectors of H are computed (and the array z is initialized by the function).

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

4: n – Integer Input

On entry: n, the order of the matrix H.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: if the matrix A has been balanced by nag_dgebal (f08nhc), then ilo and ihi must
contain the values returned by that function. Otherwise, ilo must be set to 1 and ihi to n.

Constraint: ilo 	 1 and min ilo; nð Þ � ihi � n.

7: h½dim� – double Input/Output

Note: the dimension, dim, of the array h must be at least max 1; pdh� nð Þ.
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Where H i; jð Þ appears in this document, it refers to the array element

h½ j� 1ð Þ � pdhþ i� 1� when order ¼ Nag ColMajor;
h½ i� 1ð Þ � pdhþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper Hessenberg matrix H, as returned by nag_dgehrd (f08nec).

On exit: if job ¼ Nag EigVals, the array contains no useful information.

If job ¼ Nag Schur, h is overwritten by the upper quasi-triangular matrix T from the Schur
decomposition (the Schur form) unless fail:code ¼ NE_CONVERGENCE.

8: pdh – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array h.

Constraint: pdh 	 max 1;nð Þ.

9: wr½dim� – double Output
10: wi½dim� – double Output

Note: the dimension, dim, of the arrays wr and wi must be at least max 1; nð Þ.
On exit: the real and imaginary parts, respectively, of the computed eigenvalues, unless
fail:code ¼ NE_CONVERGENCE (in which case see Section 6). Complex conjugate pairs of
eigenvalues appear consecutively with the eigenvalue having positive imaginary part first. The
eigenvalues are stored in the same order as on the diagonal of the Schur form T (if computed);
see Section 9 for details.

11: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain the orthogonal matrix Q from the reduction
to Hessenberg form.

If compz ¼ Nag InitZ, z need not be set.

On exit: if compz ¼ Nag UpdateZ or Nag InitZ, z contains the orthogonal matrix of the required
Schur vectors, unless fail:code ¼ NE_CONVERGENCE.

If compz ¼ Nag NotZ, z is not referenced.

12: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm has failed to find all the eigenvalues after a total of 30 ihi� iloþ 1ð Þ iterations.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdh ¼ valueh i.
Constraint: pdh > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdh ¼ valueh i and n ¼ valueh i.
Constraint: pdh 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: ilo 	 1 and min ilo; nð Þ � ihi � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed Schur factorization is the exact factorization of a nearby matrix H þ Eð Þ, where
Ek k2 ¼ O �ð Þ Hk k2;

and � is the machine precision.
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If �i is an exact eigenvalue, and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Hk k2

si
;

where c nð Þ is a modestly increasing function of n, and si is the reciprocal condition number of �i. The
condition numbers si may be computed by calling nag_dtrsna (f08qlc).

8 Parallelism and Performance

nag_dhseqr (f08pec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dhseqr (f08pec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations depends on how rapidly the algorithm converges, but is
typically about:

7n3 if only eigenvalues are computed;

10n3 if the Schur form is computed;

20n3 if the full Schur factorization is computed.

The Schur form T has the following structure (referred to as canonical Schur form).

If all the computed eigenvalues are real, T is upper triangular, and the diagonal elements of T are the
eigenvalues; wr½i � 1� ¼ tii, for i ¼ 1; 2; . . . ; n, and wi½i� 1� ¼ 0:0.

If some of the computed eigenvalues form complex conjugate pairs, then T has 2 by 2 diagonal blocks.
Each diagonal block has the form

tii ti;iþ1
tiþ1;i tiþ1;iþ1

� �
¼ � �

� �

� �
whe r e �� < 0. The co r r e spond i ng e i g enva l u e s a r e �


ffiffiffiffiffiffi
��
p

; wr½i� 1� ¼ wr½i� ¼ �;
wi½i� 1� ¼ þ

ffiffiffiffiffiffiffiffiffi
��j j

p
; wi½i� ¼ �wi½i� 1�.

The complex analogue of this function is nag_zhseqr (f08psc).

10 Example

This example computes all the eigenvalues and the Schur factorization of the upper Hessenberg matrix
H, where

H ¼
0:3500 �0:1160 �0:3886 �0:2942
�0:5140 0:1225 0:1004 0:1126
0:0000 0:6443 �0:1357 �0:0977
0:0000 0:0000 0:4262 0:1632

0B@
1CA:

See also Section 10 in nag_dorghr (f08nfc), which illustrates the use of this function to compute the
Schur factorization of a general matrix.
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10.1 Program Text

/* nag_dhseqr (f08pec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta, norm;
Integer i, j, n, pdc, pdd, pdh, pdz, wi_len, wr_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *c = 0, *d = 0, *h = 0, *wi = 0, *wr = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define H(I, J) h[(J-1)*pdh + I - 1]
#define D(I, J) d[(J-1)*pdd + I - 1]

order = Nag_ColMajor;
#else
#define H(I, J) h[(I-1)*pdh + J - 1]
#define D(I, J) d[(I-1)*pdd + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dhseqr (f08pec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdc = n;
pdd = n;
pdh = n;
pdz = n;

#else
pdc = n;
pdd = n;
pdh = n;
pdz = n;

#endif
wr_len = n;
wi_len = n;

/* Allocate memory */
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if (!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(h = NAG_ALLOC(n * n, double)) ||
!(wi = NAG_ALLOC(wi_len, double)) ||
!(wr = NAG_ALLOC(wr_len, double)) || !(z = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read H from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &H(i, j));
#else

scanf("%lf", &H(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy H into D */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
D(i, j) = H(i, j);

}

/* nag_gen_real_mat_print (x04cac): Print Matrix H. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

h, pdh, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the eigenvalues and Schur factorization of H */
/* nag_dhseqr (f08pec).
* Eigenvalues and Schur factorization of real upper
* Hessenberg matrix reduced from real general matrix
*/

nag_dhseqr(order, Nag_Schur, Nag_InitZ, n, 1, n, h, pdh, wr,
wi, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dhseqr (f08pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemm (f16yac): Compute H - Z*T*Z^T from the factorization of */
/* H and store in matrix D */
alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, z, pdz,

h, pdh, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, alpha, c, pdc, z,

pdz, beta, d, pdd, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norm of matrix D and print warning if */
/* it is too large */
nag_dge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("\n%s\n%s\n", "Norm of H-(Z*T*Z^H) is much greater than 0.",
"Schur factorization has failed.");

}
else {

printf(" Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf(" (%8.4f,%8.4f)", wr[i - 1], wi[i - 1]);
printf("\n");

}

END:
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(h);
NAG_FREE(wi);
NAG_FREE(wr);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dhseqr (f08pec) Example Program Data
4 :Value of N
0.3500 -0.1160 -0.3886 -0.2942

-0.5140 0.1225 0.1004 0.1126
0.0000 0.6443 -0.1357 -0.0977
0.0000 0.0000 0.4262 0.1632 :End of matrix H

10.3 Program Results

nag_dhseqr (f08pec) Example Program Results

Matrix A
1 2 3 4

1 0.3500 -0.1160 -0.3886 -0.2942
2 -0.5140 0.1225 0.1004 0.1126
3 0.0000 0.6443 -0.1357 -0.0977
4 0.0000 0.0000 0.4262 0.1632

Eigenvalues
( 0.7995, 0.0000) ( -0.0994, 0.4008) ( -0.0994, -0.4008) ( -0.1007, 0.0000)
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NAG Library Function Document

nag_dhsein (f08pkc)

1 Purpose

nag_dhsein (f08pkc) computes selected left and/or right eigenvectors of a real upper Hessenberg matrix
corresponding to specified eigenvalues, by inverse iteration.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dhsein (Nag_OrderType order, Nag_SideType side,
Nag_EigValsSourceType eig_source, Nag_InitVeenumtype initv,
Nag_Boolean select[], Integer n, const double h[], Integer pdh,
double wr[], const double wi[], double vl[], Integer pdvl, double vr[],
Integer pdvr, Integer mm, Integer *m, Integer ifaill[],
Integer ifailr[], NagError *fail)

3 Description

nag_dhsein (f08pkc) computes left and/or right eigenvectors of a real upper Hessenberg matrix H,
corresponding to selected eigenvalues.

The right eigenvector x, and the left eigenvector y, corresponding to an eigenvalue �, are defined by:

Hx ¼ �x and yHH ¼ �yH or HTy ¼ ��y
� �

:

Note that even though H is real, �, x and y may be complex. If x is an eigenvector corresponding to a
complex eigenvalue �, then the complex conjugate vector �x is the eigenvector corresponding to the
complex conjugate eigenvalue ��.

The eigenvectors are computed by inverse iteration. They are scaled so that, for a real eigenvector x,
max xij jð Þ ¼ 1, and for a complex eigenvector, max Re xið Þj j þ Imxij jð Þ ¼ 1.

If H has been formed by reduction of a real general matrix A to upper Hessenberg form, then the
eigenvectors of H may be transformed to eigenvectors of A by a call to nag_dormhr (f08ngc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: side – Nag_SideType Input

On entry: indicates whether left and/or right eigenvectors are to be computed.

side ¼ Nag RightSide
Only right eigenvectors are computed.

side ¼ Nag LeftSide
Only left eigenvectors are computed.

side ¼ Nag BothSides
Both left and right eigenvectors are computed.

Constraint: side ¼ Nag RightSide, Nag LeftSide or Nag BothSides.

3: eig source – Nag_EigValsSourceType Input

On entry: indicates whether the eigenvalues of H (stored in wr and wi) were found using
nag_dhseqr (f08pec).

eig source ¼ Nag HSEQRSource
The eigenvalues of H were found using nag_dhseqr (f08pec); thus if H has any zero
subdiagonal elements (and so is block triangular), then the jth eigenvalue can be assumed
to be an eigenvalue of the block containing the jth row/column. This property allows the
function to perform inverse iteration on just one diagonal block.

eig source ¼ Nag NotKnown
No such assumption is made and the function performs inverse iteration using the whole
matrix.

Constraint: eig source ¼ Nag HSEQRSource or Nag NotKnown.

4: initv – Nag_InitVeenumtype Input

On entry: indicates whether you are supplying initial estimates for the selected eigenvectors.

initv ¼ Nag NoVec
No initial estimates are supplied.

initv ¼ Nag UserVec
Initial estimates are supplied in vl and/or vr.

Constraint: initv ¼ Nag NoVec or Nag UserVec.

5: select½dim� – Nag_Boolean Input/Output

Note: the dimension, dim, of the array select must be at least max 1; nð Þ.
On entry: specifies which eigenvectors are to be computed. To obtain the real eigenvector
corresponding to the real eigenvalue wr½j� 1�, select½j� 1� must be set Nag_TRUE. To select
the complex eigenvector corresponding to the complex eigenvalue wr½j� 1�;wi½j� 1�ð Þ with
complex conjugate (wr½j�;wi½j�), select½j� 1� and/or select½j� must be set Nag_TRUE; the
eigenvector corresponding to the first eigenvalue in the pair is computed.

On exit: if a complex eigenvector was selected as specified above, then select½j� 1� is set to
Nag_TRUE and select½j� to Nag_FALSE.

6: n – Integer Input

On entry: n, the order of the matrix H.

Constraint: n 	 0.

7: h½dim� – const double Input

Note: the dimension, dim, of the array h must be at least max 1; pdh� nð Þ.
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The i; jð Þth element of the matrix H is stored in

h½ j� 1ð Þ � pdhþ i� 1� when order ¼ Nag ColMajor;
h½ i� 1ð Þ � pdhþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper Hessenberg matrix H. If a NaN is detected in h, the function will
return with fail:code ¼ NE_BAD_PARAM.

Constraint: No element of h is equal to NaN.

8: pdh – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array h.

Constraint: pdh 	 max 1;nð Þ.

9: wr½dim� – double Input/Output
10: wi½dim� – const double Input

Note: the dimension, dim, of the arrays wr and wi must be at least max 1; nð Þ.
On entry: the real and imaginary parts, respectively, of the eigenvalues of the matrix H. Complex
conjugate pairs of values must be stored in consecutive elements of the arrays. If
eig source ¼ Nag HSEQRSource, the arrays must be exactly as returned by nag_dhseqr
(f08pec).

On exit: some elements of wr may be modified, as close eigenvalues are perturbed slightly in
searching for independent eigenvectors.

11: vl½dim� – double Input/Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl�mmð Þ when side ¼ Nag LeftSide or Nag BothSides and
order ¼ Nag ColMajor;
max 1;n� pdvlð Þ when side ¼ Nag LeftSide or Nag BothSides and
order ¼ Nag RowMajor;
1 when side ¼ Nag RightSide.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if initv ¼ Nag UserVec and side ¼ Nag LeftSide or Nag BothSides, vl must contain
starting vectors for inverse iteration for the left eigenvectors. Each starting vector must be stored
in the same rows or columns as will be used to store the corresponding eigenvector (see below).

If initv ¼ Nag NoVec, vl need not be set.

On exit: if side ¼ Nag LeftSide or Nag BothSides, vl contains the computed left eigenvectors (as
specified by select). The eigenvectors are stored consecutively in the rows or columns of the
array (depending on the value of order), in the same order as their eigenvalues. Corresponding to
each selected real eigenvalue is a real eigenvector, occupying one row or column. Corresponding
to each selected complex eigenvalue is a complex eigenvector, occupying two rows or columns:
the first row or column holds the real part and the second row or column holds the imaginary
part.

If side ¼ Nag RightSide, vl is not referenced.

12: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08pkc

Mark 26 f08pkc.3



Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, pdvl 	 1.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 max 1;mmð Þ;
if side ¼ Nag RightSide, pdvl 	 1..

13: vr½dim� – double Input/Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr�mmð Þ when side ¼ Nag RightSide or Nag BothSides and
order ¼ Nag ColMajor;
max 1;n� pdvrð Þ when side ¼ Nag RightSide or Nag BothSides and
order ¼ Nag RowMajor;
1 when side ¼ Nag LeftSide.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if initv ¼ Nag UserVec and side ¼ Nag RightSide or Nag BothSides, vr must contain
starting vectors for inverse iteration for the right eigenvectors. Each starting vector must be
stored in the same rows or columns as will be used to store the corresponding eigenvector (see
below).

If initv ¼ Nag NoVec, vr need not be set.

On exit: if side ¼ Nag RightSide or Nag BothSides, vr contains the computed right eigenvectors
(as specified by select). The eigenvectors are stored consecutively in the rows or columns of the
array (depending on the order argument), in the same order as their eigenvalues. Corresponding
to each selected real eigenvalue is a real eigenvector, occupying one row or column.
Corresponding to each selected complex eigenvalue is a complex eigenvector, occupying two
rows or columns: the first row or column holds the real part and the second row or column holds
the imaginary part.

If side ¼ Nag LeftSide, vr is not referenced.

14: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, pdvr 	 1.;

if order ¼ Nag RowMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 max 1;mmð Þ;
if side ¼ Nag LeftSide, pdvr 	 1..

15: mm – Integer Input

On entry: the number of columns in the arrays vl and/or vr if order ¼ Nag ColMajor or the
number of rows in the arrays if order ¼ Nag RowMajor. The actual number of rows or columns
required, requiredrowcol, is obtained by counting 1 for each selected real eigenvector and 2 for
each selected complex eigenvector (see select); 0 � requiredrowcol � n.
Constraint: mm 	 requiredrowcol.
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16: m – Integer * Output

On exit: requiredrowcol, the number of rows or columns of vl and/or vr required to store the
selected eigenvectors.

17: ifaill½dim� – Integer Output

Note: the dimension, dim, of the array ifaill must be at least

max 1;mmð Þ when side ¼ Nag LeftSide or Nag BothSides;
1 when side ¼ Nag RightSide.

On exit: if side ¼ Nag LeftSide or Nag BothSides, then ifaill½i� 1� ¼ 0 if the selected left
eigenvector converged and ifaill½i� 1� ¼ j 	 0 if the eigenvector stored in the ith row or column
of vl (corresponding to the jth eigenvalue as held in wr½j� 1�;wi½j� 1�ð Þ failed to converge. If
the ith and iþ 1ð Þth rows or columns of vl contain a selected complex eigenvector, then
ifaill½i� 1� and ifaill½i� are set to the same value.

If side ¼ Nag RightSide, ifaill is not referenced.

18: ifailr½dim� – Integer Output

Note: the dimension, dim, of the array ifailr must be at least

max 1;mmð Þ when side ¼ Nag RightSide or Nag BothSides;
1 when side ¼ Nag LeftSide.

On exit: if side ¼ Nag RightSide or Nag BothSides, then ifailr½i� 1� ¼ 0 if the selected right
eigenvector converged and ifailr½i� 1� ¼ j 	 0 if the eigenvector stored in the ith row or column
of vr (corresponding to the jth eigenvalue as held in wr½j� 1�;wi½j� 1�ð Þ) failed to converge. If
the ith and iþ 1ð Þth rows or columns of vr contain a selected complex eigenvector, then
ifailr½i� 1� and ifailr½i� are set to the same value.

If side ¼ Nag LeftSide, ifailr is not referenced.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

Constraint: No element of h is equal to NaN.

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

valueh i eigenvectors (as indicated by arguments ifaill and/or ifailr) failed to converge. The
corresponding columns of vl and/or vr contain no useful information.

NE_ENUM_INT_2

On entry, side ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 max 1;mmð Þ;
if side ¼ Nag RightSide, pdvl 	 1.
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On entry, side ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, pdvl 	 1.

On entry, side ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 max 1;mmð Þ;
if side ¼ Nag LeftSide, pdvr 	 1.

On entry, side ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, pdvr 	 1.

NE_INT

On entry, mm ¼ valueh i.
Constraint: mm 	 requiredrowcol, where requiredrowcol is obtained by counting 1 for each
selected real eigenvector and 2 for each selected complex eigenvector.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdh ¼ valueh i.
Constraint: pdh > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pdh ¼ valueh i and n ¼ valueh i.
Constraint: pdh 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Each computed right eigenvector xi is the exact eigenvector of a nearby matrix Aþ Ei, such that
Eik k ¼ O �ð Þ Ak k. Hence the residual is small:

Axi � �ixik k ¼ O �ð Þ Ak k:

However, eigenvectors corresponding to close or coincident eigenvalues may not accurately span the
relevant subspaces.

Similar remarks apply to computed left eigenvectors.

8 Parallelism and Performance

nag_dhsein (f08pkc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_dhsein (f08pkc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zhsein (f08pxc).

10 Example

See Section 10 in nag_dormhr (f08ngc).
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NAG Library Function Document

nag_zgees (f08pnc)

1 Purpose

nag_zgees (f08pnc) computes the eigenvalues, the Schur form T , and, optionally, the matrix of Schur
vectors Z for an n by n complex nonsymmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgees (Nag_OrderType order, Nag_JobType jobvs,
Nag_SortEigValsType sort,

Nag_Boolean (*select)(Complex w),

Integer n, Complex a[], Integer pda, Integer *sdim, Complex w[],
Complex vs[], Integer pdvs, NagError *fail)

3 Description

The Schur factorization of A is given by

A ¼ ZTZH;

where Z, the matrix of Schur vectors, is unitary and T is the Schur form. A complex matrix is in Schur
form if it is upper triangular.

Optionally, nag_zgees (f08pnc) also orders the eigenvalues on the diagonal of the Schur form so that
selected eigenvalues are at the top left. The leading columns of Z form an orthonormal basis for the
invariant subspace corresponding to the selected eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvs – Nag_JobType Input

On entry: if jobvs ¼ Nag DoNothing, Schur vectors are not computed.
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If jobvs ¼ Nag Schur, Schur vectors are computed.

Constraint: jobvs ¼ Nag DoNothing or Nag Schur.

3: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see select).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

4: select – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, select is used to select eigenvalues to sort to the top left of the Schur
form.

If sort ¼ Nag NoSortEigVals, select is not referenced and nag_zgees (f08pnc) may be specified
as NULLFN.

An eigenvalue w½j� 1� is selected if select w½j� 1�ð Þ is Nag_TRUE.

The specification of select is:

Nag_Boolean select (Complex w)

1: w – Complex Input

On entry: the real and imaginary parts of the eigenvalue.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by its Schur form T .

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues for which select is Nag_TRUE.

9: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
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On exit: contains the computed eigenvalues, in the same order that they appear on the diagonal of
the output Schur form T .

10: vs½dim� – Complex Output

Note: the dimension, dim, of the array vs must be at least

max 1;pdvs� nð Þ when jobvs ¼ Nag Schur;
1 otherwise.

The ith element of the jth vector is stored in

vs½ j� 1ð Þ � pdvsþ i� 1� when order ¼ Nag ColMajor;
vs½ i� 1ð Þ � pdvsþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvs ¼ Nag Schur, vs contains the unitary matrix Z of Schur vectors.

If jobvs ¼ Nag DoNothing, vs is not referenced.

11: pdvs – Integer Input

On entry: the stride used in the array vs.

Constraints:

if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues.

NE_ENUM_INT_2

On entry, jobvs ¼ valueh i, pdvs ¼ valueh i and n ¼ valueh i.
Constraint: if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdvs ¼ valueh i.
Constraint: pdvs > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the Schur form no longer satisfy select ¼ Nag TRUE. This could also be caused
by underflow due to scaling.

7 Accuracy

The computed Schur factorization satisfies

Aþ E ¼ ZTZH;

where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgees (f08pnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgees (f08pnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dgees (f08pac).
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10 Example

This example finds the Schur factorization of the matrix

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA:

10.1 Program Text

/* nag_zgees (f08pnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
double anorm, eps, norm;
Integer i, j, n, pda, pdc, pdd, pdvs, sdim;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *c = 0, *d = 0, *vs = 0, *w = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgees (f08pnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
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if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

pda = n;
pdc = n;
pdd = n;
pdvs = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(c = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n * n, Complex)) ||
!(vs = NAG_ALLOC(n * n, Complex)) || !(w = NAG_ALLOC(n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A to D: nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
*/

nag_zge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_zge_norm (f16uac): Find norm of matrix A for use later
* in relative error test.
*/

nag_zge_norm(order, Nag_OneNorm, n, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix A. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Find the Schur factorization of A using nag_zgees (f08pnc). */
nag_zgees(order, Nag_Schur, Nag_NoSortEigVals, NULLFN, n, a, pda, &sdim, w,

vs, pdvs, &fail);

f08pnc NAG Library Manual

f08pnc.6 Mark 26



if (fail.code != NE_NOERROR) {
printf("Error from nag_zgees (f08pnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct A from Schur Factorization Z*T*ConjTrans(Z) where T is upper
* triangular and stored in A. This can be done using the following steps:
* i. C = Z*T (nag_zgemm, f16zac),
* ii. D = D-C*ConjTrans(Z) (nag_zgemm, f16zac).
*/

alpha = nag_complex(1.0, 0.0);
beta = nag_complex(0.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, vs, pdvs, a, pda,

beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgemm (f16zac):
* Compute D = A - C*Z^H.
*/

alpha = nag_complex(-1.0, 0.0);
beta = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alpha, c, pdc, vs,

pdvs, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norm of difference matrix D and print
* warning if it is too large relative to norm of A.
*/

nag_zge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8) * MAX(anorm, 1.0)) {

printf("||A-(Z*T*Z^H)||/||A|| is larger than expected.\n"
"Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Eigenvalues\n");
for (i = 0; i < n; i++)

printf("%4" NAG_IFMT " (%7.4f,%7.4f)\n", i + 1, w[i].re, w[i].im);

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(vs);
NAG_FREE(w);

return exit_status;
}
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10.2 Program Data

nag_zgees (f08pnc) Example Program Data

4 : n

(-3.97, -5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29, -0.86)
( 0.34, -1.50) ( 1.52, -0.43) ( 1.88, -5.38) ( 3.36, 0.65)
( 3.31, -3.85) ( 2.50, 3.45) ( 0.88, -1.08) ( 0.64, -1.48)
(-1.10, 0.82) ( 1.81, -1.59) ( 3.25, 1.33) ( 1.57, -3.44) : matrix A

10.3 Program Results

nag_zgees (f08pnc) Example Program Results

Matrix A
1 2 3 4

1 (-3.9700,-5.0400) (-4.1100, 3.7000) (-0.3400, 1.0100) ( 1.2900,-0.8600)
2 ( 0.3400,-1.5000) ( 1.5200,-0.4300) ( 1.8800,-5.3800) ( 3.3600, 0.6500)
3 ( 3.3100,-3.8500) ( 2.5000, 3.4500) ( 0.8800,-1.0800) ( 0.6400,-1.4800)
4 (-1.1000, 0.8200) ( 1.8100,-1.5900) ( 3.2500, 1.3300) ( 1.5700,-3.4400)

Eigenvalues
1 (-6.0004,-6.9998)
2 (-5.0000, 2.0060)
3 ( 7.9982,-0.9964)
4 ( 3.0023,-3.9998)
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NAG Library Function Document

nag_zgeesx (f08ppc)

1 Purpose

nag_zgeesx (f08ppc) computes the eigenvalues, the Schur form T , and, optionally, the matrix of Schur
vectors Z for an n by n complex nonsymmetric matrix A.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgeesx (Nag_OrderType order, Nag_JobType jobvs,
Nag_SortEigValsType sort,

Nag_Boolean (*select)(Complex w),

Nag_RCondType sense, Integer n, Complex a[], Integer pda, Integer *sdim,
Complex w[], Complex vs[], Integer pdvs, double *rconde, double *rcondv,
NagError *fail)

3 Description

The Schur factorization of A is given by

A ¼ ZTZH;

where Z, the matrix of Schur vectors, is unitary and T is the Schur form. A complex matrix is in Schur
form if it is upper triangular.

Optionally, nag_zgeesx (f08ppc) also orders the eigenvalues on the diagonal of the Schur form so that
selected eigenvalues are at the top left; computes a reciprocal condition number for the average of the
selected eigenvalues (rconde); and computes a reciprocal condition number for the right invariant
subspace corresponding to the selected eigenvalues (rcondv). The leading columns of Z form an
orthonormal basis for this invariant subspace.

For further explanation of the reciprocal condition numbers rconde and rcondv, see Section 4.8 of
Anderson et al. (1999) (where these quantities are called s and sep respectively).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: jobvs – Nag_JobType Input

On entry: if jobvs ¼ Nag DoNothing, Schur vectors are not computed.

If jobvs ¼ Nag Schur, Schur vectors are computed.

Constraint: jobvs ¼ Nag DoNothing or Nag Schur.

3: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see select).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

4: select – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, select is used to select eigenvalues to sort to the top left of the Schur
form.

If sort ¼ Nag NoSortEigVals, select is not referenced and nag_zgeesx (f08ppc) may be specified
as NULLFN.

An eigenvalue w½j� 1� is selected if select w½j� 1�ð Þ is Nag_TRUE.

The specification of select is:

Nag_Boolean select (Complex w)

1: w – Complex Input

On entry: the real and imaginary parts of the eigenvalue.

5: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for average of selected eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for selected right invariant subspace only.

sense ¼ Nag RCondBoth
Computed for both.

I f sense ¼ Nag RCondEigVals, Nag RCondEigVecs o r Nag RCondBoth,
sort ¼ Nag SortEigVals.

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

6: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by its Schur form T .

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues for which select is Nag_TRUE.

10: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: contains the computed eigenvalues, in the same order that they appear on the diagonal of
the output Schur form T .

11: vs½dim� – Complex Output

Note: the dimension, dim, of the array vs must be at least

max 1;pdvs� nð Þ when jobvs ¼ Nag Schur;
1 otherwise.

The ith element of the jth vector is stored in

vs½ j� 1ð Þ � pdvsþ i� 1� when order ¼ Nag ColMajor;
vs½ i� 1ð Þ � pdvsþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvs ¼ Nag Schur, vs contains the unitary matrix Z of Schur vectors.

If jobvs ¼ Nag DoNothing, vs is not referenced.

12: pdvs – Integer Input

On entry: the stride used in the array vs.

Constraints:

if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

13: rconde – double * Output

On exit: if sense ¼ Nag RCondEigVals or Nag RCondBoth, contains the reciprocal condition
number for the average of the selected eigenvalues.

If sense ¼ Nag NotRCond or Nag RCondEigVecs, rconde is not referenced.

14: rcondv – double * Output

On exit: if sense ¼ Nag RCondEigVecs or Nag RCondBoth, rcondv contains the reciprocal
condition number for the selected right invariant subspace.

If sense ¼ Nag NotRCond or Nag RCondEigVals, rcondv is not referenced.
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15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The QR algorithm failed to compute all the eigenvalues.

NE_ENUM_INT_2

On entry, jobvs ¼ valueh i, pdvs ¼ valueh i and n ¼ valueh i.
Constraint: if jobvs ¼ Nag Schur, pdvs 	 max 1; nð Þ;
otherwise pdvs 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdvs ¼ valueh i.
Constraint: pdvs > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).
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NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the Schur form no longer satisfy select ¼ Nag TRUE. This could also be caused
by underflow due to scaling.

7 Accuracy

The computed Schur factorization satisfies

Aþ E ¼ ZTZH;

where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision. See Section 4.8 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgeesx (f08ppc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgeesx (f08ppc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dgeesx (f08pbc).

10 Example

This example finds the Schur factorization of the matrix

A ¼
�3:97� 5:04i �4:11þ 3:70i �0:34þ 1:01i 1:29� 0:86i
0:34� 1:50i 1:52� 0:43i 1:88� 5:38i 3:36þ 0:65i
3:31� 3:85i 2:50þ 3:45i 0:88� 1:08i 0:64� 1:48i
�1:10þ 0:82i 1:81� 1:59i 3:25þ 1:33i 1:57� 3:44i

0B@
1CA;

such that the eigenvalues of A with positive real part of are the top left diagonal elements of the Schur
form, T . Estimates of the condition numbers for the selected eigenvalue cluster and corresponding
invariant subspace are also returned.

10.1 Program Text

/* nag_zgeesx (f08ppc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
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#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL select_fun(const Complex w);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Complex alpha, beta;
double anorm, eps, norm, rconde, rcondv;
Integer i, j, n, pda, pdc, pdd, pdvs, sdim;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *c = 0, *d = 0, *vs = 0, *w = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgeesx (f08ppc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

pda = n;
pdc = n;
pdd = n;
pdvs = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(c = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n * n, Complex)) ||
!(vs = NAG_ALLOC(n * n, Complex)) || !(w = NAG_ALLOC(n, Complex)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix A */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A to D: nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
*/

nag_zge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_zge_norm (f16uac): Find norm of matrix A for use later
* in relative error test.
*/

nag_zge_norm(order, Nag_OneNorm, n, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix A */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Find the Schur factorization of A using nag_zgeesx (f08ppc). */
nag_zgeesx(order, Nag_Schur, Nag_SortEigVals, select_fun, Nag_RCondBoth,

n, a, pda, &sdim, w, vs, pdvs, &rconde, &rcondv, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_zgeesx (f08ppc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct A from Schur Factorization Z*T*ConjTrans(Z) where T is upper
* triangular and stored in A. This can be done using the following steps:
* i. C = Z*T (nag_zgemm, f16zac),
* ii. D = D-C*ConjTrans(Z) (nag_zgemm, f16zac).
*/

alpha = nag_complex(1.0, 0.0);
beta = nag_complex(0.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, vs, pdvs, a, pda,

beta, c, pdc, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgemm (f16zac):
* Compute D = A - C*Z^H.
*/

alpha = nag_complex(-1.0, 0.0);
beta = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alpha, c, pdc,

vs, pdvs, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norm of difference matrix D and print
* warning if it is too large relative to norm of A.
*/

nag_zge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (norm > pow(eps, 0.8) * MAX(anorm, 1.0)) {

printf("||A-(Z*T*Z^H)||/||A|| is larger than expected.\n"
"Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Number of eigenvalues for which select is true = %4" NAG_IFMT

"\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf(" ** Note that rounding errors mean that leading eigenvalues in the"
" Schur form\n no longer satisfy select(lambda) = Nag_TRUE\n\n");

} else {
printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++)

printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n", i + 1, w[i].re, w[i].im);
}

/* Print out the reciprocal condition numbers */
printf("\nReciprocal of projection norm onto the invariant subspace\n");
printf("%26sfor the selected eigenvalues rconde = %8.1e\n\n", "", rconde);
printf("Reciprocal condition number for the invariant subspace rcondv = "

"%8.1e\n\n", rcondv);

/* Compute the approximate asymptotic error bound on the average absolute
* error of the selected eigenvalues given by eps*norm(A)/rconde.
*/

printf("Approximate asymptotic error bound for selected eigenvalues = "
"%8.1e\n\n", eps * anorm / rconde);

/* Compute an approximate asymptotic bound on the maximum angular error in
* the computed invariant subspace given by eps*norm(A)/rcondv
*/

printf("Approximate asymptotic error bound for the invariant subspace = "
"%8.1e\n", eps * anorm / rcondv);

END:
NAG_FREE(a);
NAG_FREE(c);
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NAG_FREE(d);
NAG_FREE(vs);
NAG_FREE(w);

return exit_status;
}

static Nag_Boolean NAG_CALL select_fun(const Complex w)
{

/* Boolean function select for use with nag_zgeesx (f08ppc)
* Returns the value Nag_TRUE if the real part of the eigenvalue w
* is positive.
*/

return (w.re > 0.0 ? Nag_TRUE : Nag_FALSE);
}

10.2 Program Data

nag_zgeesx (f08ppc) Example Program Data

4 : n

(-3.97, -5.04) (-4.11, 3.70) (-0.34, 1.01) ( 1.29, -0.86)
( 0.34, -1.50) ( 1.52, -0.43) ( 1.88, -5.38) ( 3.36, 0.65)
( 3.31, -3.85) ( 2.50, 3.45) ( 0.88, -1.08) ( 0.64, -1.48)
(-1.10, 0.82) ( 1.81, -1.59) ( 3.25, 1.33) ( 1.57, -3.44) : matrix A

10.3 Program Results

nag_zgeesx (f08ppc) Example Program Results

Matrix A
1 2 3 4

1 (-3.9700,-5.0400) (-4.1100, 3.7000) (-0.3400, 1.0100) ( 1.2900,-0.8600)
2 ( 0.3400,-1.5000) ( 1.5200,-0.4300) ( 1.8800,-5.3800) ( 3.3600, 0.6500)
3 ( 3.3100,-3.8500) ( 2.5000, 3.4500) ( 0.8800,-1.0800) ( 0.6400,-1.4800)
4 (-1.1000, 0.8200) ( 1.8100,-1.5900) ( 3.2500, 1.3300) ( 1.5700,-3.4400)

Number of eigenvalues for which select is true = 2

The selected eigenvalues are:
1 ( 7.9982e+00, -9.9637e-01)
2 ( 3.0023e+00, -3.9998e+00)

Reciprocal of projection norm onto the invariant subspace
for the selected eigenvalues rconde = 9.9e-01

Reciprocal condition number for the invariant subspace rcondv = 8.4e+00

Approximate asymptotic error bound for selected eigenvalues = 1.6e-15

Approximate asymptotic error bound for the invariant subspace = 1.9e-16
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NAG Library Function Document

nag_zhseqr (f08psc)

1 Purpose

nag_zhseqr (f08psc) computes all the eigenvalues and, optionally, the Schur factorization of a complex
Hessenberg matrix or a complex general matrix which has been reduced to Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhseqr (Nag_OrderType order, Nag_JobType job,
Nag_ComputeZType compz, Integer n, Integer ilo, Integer ihi,
Complex h[], Integer pdh, Complex w[], Complex z[], Integer pdz,
NagError *fail)

3 Description

nag_zhseqr (f08psc) computes all the eigenvalues and, optionally, the Schur factorization of a complex
upper Hessenberg matrix H:

H ¼ ZTZH;

where T is an upper triangular matrix (the Schur form of H), and Z is the unitary matrix whose
columns are the Schur vectors zi. The diagonal elements of T are the eigenvalues of H.

The function may also be used to compute the Schur factorization of a complex general matrix A which
has been reduced to upper Hessenberg form H:

A ¼ QHQH; where Q is unitary;
¼ QZð ÞT QZð ÞH:

In this case, after nag_zgehrd (f08nsc) has been called to reduce A to Hessenberg form, nag_zunghr
(f08ntc) must be called to form Q explicitly; Q is then passed to nag_zhseqr (f08psc), which must be
called with compz ¼ Nag UpdateZ.

The function can also take advantage of a previous call to nag_zgebal (f08nvc) which may have
balanced the original matrix before reducing it to Hessenberg form, so that the Hessenberg matrix H
has the structure:

H11 H12 H13
H22 H23

H33

0@ 1A
where H11 and H33 are upper triangular. If so, only the central diagonal block H22 (in rows and
columns ilo to ihi) needs to be further reduced to Schur form (the blocks H12 and H23 are also affected).
Therefore the values of ilo and ihi can be supplied to nag_zhseqr (f08psc) directly. Also, nag_zgebak
(f08nwc) must be called after this function to permute the Schur vectors of the balanced matrix to those
of the original matrix. If nag_zgebal (f08nvc) has not been called however, then ilo must be set to 1 and
ihi to n. Note that if the Schur factorization of A is required, nag_zgebal (f08nvc) must not be called
with job ¼ Nag Scale or Nag DoBoth, because the balancing transformation is not unitary.

nag_zhseqr (f08psc) uses a multishift form of the upper Hessenberg QR algorithm, due to Bai and
Demmel (1989). The Schur vectors are normalized so that zik k2 ¼ 1, but are determined only to within
a complex factor of absolute value 1.
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4 References

Bai Z and Demmel J W (1989) On a block implementation of Hessenberg multishift QR iteration
Internat. J. High Speed Comput. 1 97–112

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvalues only or the Schur form T is required.

job ¼ Nag EigVals
Eigenvalues only are required.

job ¼ Nag Schur
The Schur form T is required.

Constraint: job ¼ Nag EigVals or Nag Schur.

3: compz – Nag_ComputeZType Input

On entry: indicates whether the Schur vectors are to be computed.

compz ¼ Nag NotZ
No Schur vectors are computed (and the array z is not referenced).

compz ¼ Nag UpdateZ
The Schur vectors of A are computed (and the array z must contain the matrix Q on
entry).

compz ¼ Nag InitZ
The Schur vectors of H are computed (and the array z is initialized by the function).

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

4: n – Integer Input

On entry: n, the order of the matrix H.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: if the matrix A has been balanced by nag_zgebal (f08nvc), then ilo and ihi must
contain the values returned by that function. Otherwise, ilo must be set to 1 and ihi to n.

Constraint: ilo 	 1 and min ilo; nð Þ � ihi � n.

7: h½dim� – Complex Input/Output

Note: the dimension, dim, of the array h must be at least max 1; pdh� nð Þ.
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Where H i; jð Þ appears in this document, it refers to the array element

h½ j� 1ð Þ � pdhþ i� 1� when order ¼ Nag ColMajor;
h½ i� 1ð Þ � pdhþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper Hessenberg matrix H, as returned by nag_zgehrd (f08nsc).

On exit: if job ¼ Nag EigVals, the array contains no useful information.

If job ¼ Nag Schur, h is overwritten by the upper triangular matrix T from the Schur
decomposition (the Schur form) unless fail:code ¼ NE_CONVERGENCE.

8: pdh – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array h.

Constraint: pdh 	 max 1;nð Þ.

9: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On exit: the computed eigenvalues, unless fail:code ¼ NE_CONVERGENCE (in which case see
Section 6). The eigenvalues are stored in the same order as on the diagonal of the Schur form T
(if computed).

10: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain the unitary matrix Q from the reduction to
Hessenberg form.

If compz ¼ Nag InitZ, z need not be set.

On exit: if compz ¼ Nag UpdateZ or Nag InitZ, z contains the unitary matrix of the required
Schur vectors, unless fail:code ¼ NE_CONVERGENCE.

If compz ¼ Nag NotZ, z is not referenced.

11: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm has failed to find all the eigenvalues after a total of 30 ihi� iloþ 1ð Þ iterations.

NE_ENUM_INT_2

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdh ¼ valueh i.
Constraint: pdh > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdh ¼ valueh i and n ¼ valueh i.
Constraint: pdh 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: ilo 	 1 and min ilo; nð Þ � ihi � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed Schur factorization is the exact factorization of a nearby matrix H þ Eð Þ, where
Ek k2 ¼ O �ð Þ Hk k2;

and � is the machine precision.
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If �i is an exact eigenvalue, and ~�i is the corresponding computed value, then

~�i � �i
		 		 � c nð Þ� Hk k2

si
;

where c nð Þ is a modestly increasing function of n, and si is the reciprocal condition number of �i. The
condition numbers si may be computed by calling nag_ztrsna (f08qyc).

8 Parallelism and Performance

nag_zhseqr (f08psc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhseqr (f08psc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations depends on how rapidly the algorithm converges, but
is typically about:

25n3 if only eigenvalues are computed;

35n3 if the Schur form is computed;

70n3 if the full Schur factorization is computed.

The real analogue of this function is nag_dhseqr (f08pec).

10 Example

This example computes all the eigenvalues and the Schur factorization of the upper Hessenberg matrix
H, where

H ¼
�3:9700� 5:0400i �1:1318� 2:5693i �4:6027� 0:1426i �1:4249þ 1:7330i
�5:4797þ 0:0000i 1:8585� 1:5502i 4:4145� 0:7638i �0:4805� 1:1976i
0:0000þ 0:0000i 6:2673þ 0:0000i �0:4504� 0:0290i �1:3467þ 1:6579i
0:0000þ 0:0000i 0:0000þ 0:0000i �3:5000þ 0:0000i 2:5619� 3:3708i

0B@
1CA:

See also Section 10 in nag_zunghr (f08ntc), which illustrates the use of this function to compute the
Schur factorization of a general matrix.

10.1 Program Text

/* nag_zhseqr (f08psc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nagf16.h>
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#include <nagx02.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
double norm;
Integer i, j, n, pdc, pdd, pdh, pdz, w_len;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *c = 0, *d = 0, *h = 0, *w = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define H(I, J) h[(J-1)*pdh + I - 1]
#define D(I, J) d[(J-1)*pdd + I - 1]

order = Nag_ColMajor;
#else
#define H(I, J) h[(I-1)*pdh + J - 1]
#define D(I, J) d[(I-1)*pdd + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhseqr (f08psc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdc = n;
pdd = n;
pdh = n;
pdz = n;

#else
pdc = n;
pdd = n;
pdh = n;
pdz = n;

#endif
w_len = n;

/* Allocate memory */
if (!(c = NAG_ALLOC(n * n, Complex)) ||

!(d = NAG_ALLOC(n * n, Complex)) ||
!(h = NAG_ALLOC(n * n, Complex)) ||
!(w = NAG_ALLOC(w_len, Complex)) || !(z = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read H from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &H(i, j).re, &H(i, j).im);
#else

scanf(" ( %lf , %lf )", &H(i, j).re, &H(i, j).im);
#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy H into D */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j) {
D(i, j).re = H(i, j).re;
D(i, j).im = H(i, j).im;

}
}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix H */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, h, pdh, Nag_BracketForm, "%7.4f",
"Matrix H", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the eigenvalues and Schur factorization of H */
/* nag_zhseqr (f08psc).
* Eigenvalues and Schur factorization of complex upper
* Hessenberg matrix reduced from complex general matrix
*/

nag_zhseqr(order, Nag_Schur, Nag_InitZ, n, 1, n, h, pdh, w, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhseqr (f08psc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_zgemm (f16zac): Compute A - Z*T*Z^H from the factorization of */
/* A and store in matrix D */
alpha.re = 1.0;
alpha.im = 0.0;
beta.re = 0.0;
beta.im = 0.0;
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, z, pdz,

h, pdh, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alpha.re = -1.0;
beta.re = 1.0;
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alpha, c, pdc,

z, pdz, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norm of matrix D and print warning if */
/* it is too large */
nag_zge_norm(order, Nag_OneNorm, n, n, d, pdd, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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if (norm > pow(x02ajc(), 0.8)) {
printf("%s\n%s\n", " Norm of H-(Z*T*Z^H) is much greater than 0.",

" Schur factorization has failed.");
}
else {

printf(" Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("(%7.4f,%7.4f) ", w[i - 1].re, w[i - 1].im);
printf("\n\n");

}

END:
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(h);
NAG_FREE(w);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_zhseqr (f08psc) Example Program Data
4 :Value of N

(-3.9700,-5.0400) (-1.1318,-2.5693) (-4.6027,-0.1426) (-1.4249, 1.7330)
(-5.4797, 0.0000) ( 1.8585,-1.5502) ( 4.4145,-0.7638) (-0.4805,-1.1976)
( 0.0000, 0.0000) ( 6.2673, 0.0000) (-0.4504,-0.0290) (-1.3467, 1.6579)
( 0.0000, 0.0000) ( 0.0000, 0.0000) (-3.5000, 0.0000) ( 2.5619,-3.3708)

:End of matrix H

10.3 Program Results

nag_zhseqr (f08psc) Example Program Results

Matrix H
1 2 3 4

1 (-3.9700,-5.0400) (-1.1318,-2.5693) (-4.6027,-0.1426) (-1.4249, 1.7330)
2 (-5.4797, 0.0000) ( 1.8585,-1.5502) ( 4.4145,-0.7638) (-0.4805,-1.1976)
3 ( 0.0000, 0.0000) ( 6.2673, 0.0000) (-0.4504,-0.0290) (-1.3467, 1.6579)
4 ( 0.0000, 0.0000) ( 0.0000, 0.0000) (-3.5000, 0.0000) ( 2.5619,-3.3708)

Eigenvalues
(-6.0004,-6.9998) (-5.0000, 2.0060) ( 7.9982,-0.9964) ( 3.0023,-3.9998)
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NAG Library Function Document

nag_zhsein (f08pxc)

1 Purpose

nag_zhsein (f08pxc) computes selected left and/or right eigenvectors of a complex upper Hessenberg
matrix corresponding to specified eigenvalues, by inverse iteration.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhsein (Nag_OrderType order, Nag_SideType side,
Nag_EigValsSourceType eig_source, Nag_InitVeenumtype initv,
const Nag_Boolean select[], Integer n, const Complex h[], Integer pdh,
Complex w[], Complex vl[], Integer pdvl, Complex vr[], Integer pdvr,
Integer mm, Integer *m, Integer ifaill[], Integer ifailr[],
NagError *fail)

3 Description

nag_zhsein (f08pxc) computes left and/or right eigenvectors of a complex upper Hessenberg matrix H,
corresponding to selected eigenvalues.

The right eigenvector x, and the left eigenvector y, corresponding to an eigenvalue �, are defined by:

Hx ¼ �x and yHH ¼ �yH or HHy ¼ ��y
� �

:

The eigenvectors are computed by inverse i te ra t ion . They are sca led so tha t
max Re xið Þj j þ Im xij jð Þ ¼ 1.

If H has been formed by reduction of a complex general matrix A to upper Hessenberg form, then the
eigenvectors of H may be transformed to eigenvectors of A by a call to nag_zunmhr (f08nuc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates whether left and/or right eigenvectors are to be computed.

side ¼ Nag RightSide
Only right eigenvectors are computed.

side ¼ Nag LeftSide
Only left eigenvectors are computed.
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side ¼ Nag BothSides
Both left and right eigenvectors are computed.

Constraint: side ¼ Nag RightSide, Nag LeftSide or Nag BothSides.

3: eig source – Nag_EigValsSourceType Input

On entry: indicates whether the eigenvalues of H (stored in w) were found using nag_zhseqr
(f08psc).

eig source ¼ Nag HSEQRSource
The eigenvalues of H were found using nag_zhseqr (f08psc); thus if H has any zero
subdiagonal elements (and so is block triangular), then the jth eigenvalue can be assumed
to be an eigenvalue of the block containing the jth row/column. This property allows the
function to perform inverse iteration on just one diagonal block.

eig source ¼ Nag NotKnown
No such assumption is made and the function performs inverse iteration using the whole
matrix.

Constraint: eig source ¼ Nag HSEQRSource or Nag NotKnown.

4: initv – Nag_InitVeenumtype Input

On entry: indicates whether you are supplying initial estimates for the selected eigenvectors.

initv ¼ Nag NoVec
No initial estimates are supplied.

initv ¼ Nag UserVec
Initial estimates are supplied in vl and/or vr.

Constraint: initv ¼ Nag NoVec or Nag UserVec.

5: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least max 1; nð Þ.
On entry: specifies which eigenvectors are to be computed. To select the eigenvector
corresponding to the eigenvalue w½j� 1�, select½j� 1� must be set to Nag_TRUE.

6: n – Integer Input

On entry: n, the order of the matrix H.

Constraint: n 	 0.

7: h½dim� – const Complex Input

Note: the dimension, dim, of the array h must be at least max 1; pdh� nð Þ.
The i; jð Þth element of the matrix H is stored in

h½ j� 1ð Þ � pdhþ i� 1� when order ¼ Nag ColMajor;
h½ i� 1ð Þ � pdhþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper Hessenberg matrix H. If a NaN is detected in h, the function will
return with fail:code ¼ NE_BAD_PARAM.

Constraint: No element of h is equal to NaN.

8: pdh – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array h.

Constraint: pdh 	 max 1;nð Þ.
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9: w½dim� – Complex Input/Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.
On entry: the eigenvalues of the matrix H. If eig source ¼ Nag HSEQRSource, the array must
be exactly as returned by nag_zhseqr (f08psc).

On exit: the real parts of some elements of w may be modified, as close eigenvalues are
perturbed slightly in searching for independent eigenvectors.

10: vl½dim� – Complex Input/Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl�mmð Þ when side ¼ Nag LeftSide or Nag BothSides and
order ¼ Nag ColMajor;
max 1;n� pdvlð Þ when side ¼ Nag LeftSide or Nag BothSides and
order ¼ Nag RowMajor;
1 when side ¼ Nag RightSide.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if initv ¼ Nag UserVec and side ¼ Nag LeftSide or Nag BothSides, vl must contain
starting vectors for inverse iteration for the left eigenvectors. Each starting vector must be stored
in the same row or column as will be used to store the corresponding eigenvector (see below).

If initv ¼ Nag NoVec, vl need not be set.

On exit: if side ¼ Nag LeftSide or Nag BothSides, vl contains the computed left eigenvectors (as
specified by select). The eigenvectors are stored consecutively in the rows or columns of the
array (depending on the value of order), in the same order as their eigenvalues.

If side ¼ Nag RightSide, vl is not referenced.

11: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, pdvl 	 1.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 max 1;mmð Þ;
if side ¼ Nag RightSide, pdvl 	 1.

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdvl 	 1..

12: vr½dim� – Complex Input/Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr�mmð Þ when side ¼ Nag RightSide or Nag BothSides and
order ¼ Nag ColMajor;
max 1;n� pdvrð Þ when side ¼ Nag RightSide or Nag BothSides and
order ¼ Nag RowMajor;
1 when side ¼ Nag LeftSide.
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The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if initv ¼ Nag UserVec and side ¼ Nag RightSide or Nag BothSides, vr must contain
starting vectors for inverse iteration for the right eigenvectors. Each starting vector must be
stored in the same row or column as will be used to store the corresponding eigenvector (see
below).

If initv ¼ Nag NoVec, vr need not be set.

On exit: if side ¼ Nag RightSide or Nag BothSides, vr contains the computed right eigenvectors
(as specified by select). The eigenvectors are stored consecutively in the rows or columns of the
array (depending on the value of order), in the same order as their eigenvalues.

If side ¼ Nag LeftSide, vr is not referenced.

13: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, pdvr 	 1.;

if order ¼ Nag RowMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 max 1;mmð Þ;
if side ¼ Nag LeftSide, pdvr 	 1.

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 max 1;mð Þ;
if side ¼ Nag LeftSide, pdvr 	 1..

14: mm – Integer Input

On entry: the number of columns in the arrays vl and/or vr if order ¼ Nag ColMajor or the
number of rows in the arrays if order ¼ Nag RowMajor. The actual number of rows or columns
required, requiredrowcol, is obtained by counting 1 for each selected real eigenvector and 2 for
each selected complex eigenvector (see select); 0 � requiredrowcol � n.
Constraint: mm 	 requiredrowcol.

15: m – Integer * Output

On exit: requiredrowcol, the number of selected eigenvectors.

16: ifaill½dim� – Integer Output

Note: the dimension, dim, of the array ifaill must be at least

max 1;mmð Þ when side ¼ Nag LeftSide or Nag BothSides;
1 when side ¼ Nag RightSide.

On exit: if side ¼ Nag LeftSide or Nag BothSides, then ifaill½i� 1� ¼ 0 if the selected left
eigenvector converged and ifaill½i� 1� ¼ j 	 0 if the eigenvector stored in the ith row or column
of vl (corresponding to the jth eigenvalue) failed to converge.

If side ¼ Nag RightSide, ifaill is not referenced.
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17: ifailr½dim� – Integer Output

Note: the dimension, dim, of the array ifailr must be at least

max 1;mmð Þ when side ¼ Nag RightSide or Nag BothSides;
1 when side ¼ Nag LeftSide.

On exit: if side ¼ Nag RightSide or Nag BothSides, then ifailr½i� 1� ¼ 0 if the selected right
eigenvector converged and ifailr½i� 1� ¼ j 	 0 if the eigenvector stored in the ith column of vr
(corresponding to the jth eigenvalue) failed to converge.

If side ¼ Nag LeftSide, ifailr is not referenced.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

Constraint: No element of h is equal to NaN.

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

valueh i eigenvectors (as indicated by arguments ifaill and/or ifailr) failed to converge. The
corresponding columns of vl and/or vr contain no useful information.

NE_ENUM_INT_2

On entry, side ¼ valueh i, pdvl ¼ valueh i, m ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 max 1;mð Þ;
if side ¼ Nag RightSide, pdvl 	 1.

On entry, side ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 max 1;mmð Þ;
if side ¼ Nag RightSide, pdvl 	 1.

On entry, side ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, pdvl 	 1.

On entry, side ¼ valueh i, pdvr ¼ valueh i, m ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 max 1;mð Þ;
if side ¼ Nag LeftSide, pdvr 	 1.

On entry, side ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 max 1;mmð Þ;
if side ¼ Nag LeftSide, pdvr 	 1.

On entry, side ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, pdvr 	 1.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08pxc

Mark 26 f08pxc.5



NE_INT

On entry, mm ¼ valueh i.
Constraint: mm 	 requiredrowcol, where requiredrowcol is the number of selected eigenvectors.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdh ¼ valueh i.
Constraint: pdh > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pdh ¼ valueh i and n ¼ valueh i.
Constraint: pdh 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Each computed right eigenvector xi is the exact eigenvector of a nearby matrix Aþ Ei, such that
Eik k ¼ O �ð Þ Ak k. Hence the residual is small:

Axi � �ixik k ¼ O �ð Þ Ak k:

However, eigenvectors corresponding to close or coincident eigenvalues may not accurately span the
relevant subspaces.

Similar remarks apply to computed left eigenvectors.

8 Parallelism and Performance

nag_zhsein (f08pxc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhsein (f08pxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dhsein (f08pkc).
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10 Example

See Section 10 in nag_zunmhr (f08nuc).
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NAG Library Function Document

nag_dtrexc (f08qfc)

1 Purpose

nag_dtrexc (f08qfc) reorders the Schur factorization of a real general matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtrexc (Nag_OrderType order, Nag_ComputeQType compq, Integer n,
double t[], Integer pdt, double q[], Integer pdq, Integer *ifst,
Integer *ilst, NagError *fail)

3 Description

nag_dtrexc (f08qfc) reorders the Schur factorization of a real general matrix A ¼ QTQT, so that the
diagonal element or block of T with row index ifst is moved to row ilst.

The reordered Schur form ~T is computed by an orthogonal similarity transformation: ~T ¼ ZTTZ.
Optionally the updated matrix ~Q of Schur vectors is computed as ~Q ¼ QZ, giving A ¼ ~Q ~T ~QT.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compq – Nag_ComputeQType Input

On entry: indicates whether the matrix Q of Schur vectors is to be updated.

compq ¼ Nag UpdateSchur
The matrix Q of Schur vectors is updated.

compq ¼ Nag NotQ
No Schur vectors are updated.

Constraint: compq ¼ Nag UpdateSchur or Nag NotQ.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08qfc

Mark 26 f08qfc.1



4: t½dim� – double Input/Output

Note: the dimension, dim, of the array t must be at least max 1; pdt� nð Þ.
The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper quasi-triangular matrix T in canonical Schur form, as returned by
nag_dhseqr (f08pec).

On exit: t is overwritten by the updated matrix ~T . See also Section 9.

5: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.

6: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain the n by n orthogonal matrix Q of
Schur vectors.

On exit: if compq ¼ Nag UpdateSchur, q contains the updated matrix of Schur vectors.

If compq ¼ Nag NotQ, q is not referenced.

7: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

8: ifst – Integer * Input/Output
9: ilst – Integer * Input/Output

On entry: ifst and ilst must specify the reordering of the diagonal elements or blocks of T . The
element or block with row index ifst is moved to row ilst by a sequence of exchanges between
adjacent elements or blocks.

On exit: if ifst pointed to the second row of a 2 by 2 block on entry, it is changed to point to the
first row. ilst always points to the first row of the block in its final position (which may differ
from its input value by 
1).
Constraint: 1 � ifst � n and 1 � ilst � n.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f08qfc NAG Library Manual

f08qfc.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

NE_EXCHANGE

Two adjacent diagonal elements or blocks could not be successfully exchanged. This error can
only occur if the exchange involves at least one 2 by 2 block; it implies that the problem is very
ill-conditioned, and that the eigenvalues of the two blocks are very close. On exit, T may have
been partially reordered, and ilst points to the first row of the current position of the block being
moved; Q (if requested) is updated consistently with T .

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ifst ¼ valueh i and ilst ¼ valueh i.
Constraint: 1 � ifst � n and 1 � ilst � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed matrix ~T is exactly similar to a matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

Note that if a 2 by 2 diagonal block is involved in the reordering, its off-diagonal elements are in
general changed; the diagonal elements and the eigenvalues of the block are unchanged unless the block
is sufficiently ill-conditioned, in which case they may be noticeably altered. It is possible for a 2 by 2
block to break into two 1 by 1 blocks, i.e., for a pair of complex eigenvalues to become purely real. The
values of real eigenvalues however are never changed by the reordering.

8 Parallelism and Performance

nag_dtrexc (f08qfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 6nr if compq ¼ Nag NotQ, and 12nr if
compq ¼ Nag UpdateSchur, where r ¼ ifst� ilstj j.

The input matrix T must be in canonical Schur form, as is the output matrix ~T . This has the following
structure.

If all the computed eigenvalues are real, T is upper triangular and its diagonal elements are the
eigenvalues.

If some of the computed eigenvalues form complex conjugate pairs, then T has 2 by 2 diagonal blocks.
Each diagonal block has the form

tii ti;iþ1
tiþ1;i tiþ1;iþ1

� �
¼ � �

� �

� �
where �� < 0. The corresponding eigenvalues are �


ffiffiffiffiffiffi
��
p

.

The complex analogue of this function is nag_ztrexc (f08qtc).

10 Example

This example reorders the Schur factorization of the matrix T so that the 2 by 2 block with row index 2
is moved to row 1, where

T ¼
0:80 �0:11 0:01 0:03
0:00 �0:10 0:25 0:35
0:00 �0:65 �0:10 0:20
0:00 0:00 0:00 �0:10

0B@
1CA:

10.1 Program Text

/* nag_dtrexc (f08qfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ifst, ilst, j, n, pdq, pdt;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *q = 0, *t = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrexc (f08qfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdq = 1;
pdt = n;

#else
pdq = 1;
pdt = n;

#endif

/* Allocate memory */
if (!(q = NAG_ALLOC(1 * 1, double)) || !(t = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read T from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &T(i, j));
#else

scanf("%lf", &T(i, j));
#endif

}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ifst, &ilst);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ifst, &ilst);
#endif

/* Reorder the Schur factorization T */
/* nag_dtrexc (f08qfc).
* Reorder Schur factorization of real matrix using
* orthogonal similarity transformation
*/

nag_dtrexc(order, Nag_NotQ, n, t, pdt, q, pdq, &ifst, &ilst, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrexc (f08qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print reordered Schur form */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

t, pdt, "Reordered Schur form", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(q);
NAG_FREE(t);

return exit_status;
}

10.2 Program Data

nag_dtrexc (f08qfc) Example Program Data
4 :Value of N
0.80 -0.11 0.01 0.03
0.00 -0.10 0.25 0.35
0.00 -0.65 -0.10 0.20
0.00 0.00 0.00 -0.10 :End of matrix T
2 1 :Values of IFST and ILST

10.3 Program Results

nag_dtrexc (f08qfc) Example Program Results

Reordered Schur form
1 2 3 4

1 -0.1000 -0.6463 0.0874 0.2010
2 0.2514 -0.1000 0.0927 0.3505
3 0.0000 0.0000 0.8000 -0.0117
4 0.0000 0.0000 0.0000 -0.1000
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NAG Library Function Document

nag_dtrsen (f08qgc)

1 Purpose

nag_dtrsen (f08qgc) reorders the Schur factorization of a real general matrix so that a selected cluster of
eigenvalues appears in the leading elements or blocks on the diagonal of the Schur form. The function
also optionally computes the reciprocal condition numbers of the cluster of eigenvalues and/or the
invariant subspace.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtrsen (Nag_OrderType order, Nag_JobType job,
Nag_ComputeQType compq, const Nag_Boolean select[], Integer n,
double t[], Integer pdt, double q[], Integer pdq, double wr[],
double wi[], Integer *m, double *s, double *sep, NagError *fail)

3 Description

nag_dtrsen (f08qgc) reorders the Schur factorization of a real general matrix A ¼ QTQT, so that a
selected cluster of eigenvalues appears in the leading diagonal elements or blocks of the Schur form.

The reordered Schur form ~T is computed by an orthogonal similarity transformation: ~T ¼ ZTTZ.
Optionally the updated matrix ~Q of Schur vectors is computed as ~Q ¼ QZ, giving A ¼ ~Q ~T ~QT.

Let ~T ¼ T11 T12
0 T22

� �
, where the selected eigenvalues are precisely the eigenvalues of the leading m by

m sub-matrix T11. Let ~Q be correspondingly partitioned as Q1 Q2

� �
where Q1 consists of the first m

columns of Q. Then AQ1 ¼ Q1T11, and so the m columns of Q1 form an orthonormal basis for the
invariant subspace corresponding to the selected cluster of eigenvalues.

Optionally the function also computes estimates of the reciprocal condition numbers of the average of
the cluster of eigenvalues and of the invariant subspace.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: job – Nag_JobType Input

On entry: indicates whether condition numbers are required for the cluster of eigenvalues and/or
the invariant subspace.

job ¼ Nag DoNothing
No condition numbers are required.

job ¼ Nag EigVals
Only the condition number for the cluster of eigenvalues is computed.

job ¼ Nag Subspace
Only the condition number for the invariant subspace is computed.

job ¼ Nag DoBoth
Condition numbers for both the cluster of eigenvalues and the invariant subspace are
computed.

Constraint: job ¼ Nag DoNothing, Nag EigVals, Nag Subspace or Nag DoBoth.

3: compq – Nag_ComputeQType Input

On entry: indicates whether the matrix Q of Schur vectors is to be updated.

compq ¼ Nag UpdateSchur
The matrix Q of Schur vectors is updated.

compq ¼ Nag NotQ
No Schur vectors are updated.

Constraint: compq ¼ Nag UpdateSchur or Nag NotQ.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least max 1; nð Þ.
On entry: the eigenvalues in the selected cluster. To select a real eigenvalue �j, select½j� 1� must
be set Nag_TRUE. To select a complex conjugate pair of eigenvalues �j and �jþ1 (corresponding
to a 2 by 2 diagonal block), select½j� 1� and/or select½j� must be set to Nag_TRUE. A complex
conjugate pair of eigenvalues must be either both included in the cluster or both excluded. See
also Section 9.

5: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

6: t½dim� – double Input/Output

Note: the dimension, dim, of the array t must be at least max 1; pdt� nð Þ.
The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper quasi-triangular matrix T in canonical Schur form, as returned by
nag_dhseqr (f08pec). See also Section 9.

On exit: t is overwritten by the updated matrix ~T .

7: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.
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8: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain the n by n orthogonal matrix Q of
Schur vectors, as returned by nag_dhseqr (f08pec).

On exit: if compq ¼ Nag UpdateSchur, q contains the updated matrix of Schur vectors; the first
m columns of Q form an orthonormal basis for the specified invariant subspace.

If compq ¼ Nag NotQ, q is not referenced.

9: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

10: wr½dim� – double Output
11: wi½dim� – double Output

Note: the dimension, dim, of the arrays wr and wi must be at least max 1; nð Þ.

On exit: the real and imaginary parts, respectively, of the reordered eigenvalues of ~T . The
eigenvalues are stored in the same order as on the diagonal of ~T ; see Section 9 for details. Note
that if a complex eigenvalue is sufficiently ill-conditioned, then its value may differ significantly
from its value before reordering.

12: m – Integer * Output

On exit: m, the dimension of the specified invariant subspace. The value of m is obtained by
counting 1 for each selected real eigenvalue and 2 for each selected complex conjugate pair of
eigenvalues (see select); 0 � m � n.

13: s – double * Output

On exit: if job ¼ Nag EigVals or Nag DoBoth, s is a lower bound on the reciprocal condition
number of the average of the selected cluster of eigenvalues. If m ¼ 0 or n, s ¼ 1; if fail:code ¼
NE_REORDER (see Section 6), s is set to zero.

If job ¼ Nag DoNothing or Nag Subspace, s is not referenced.

14: sep – double * Output

On exit: if job ¼ Nag Subspace or Nag DoBoth, sep is the estimated reciprocal condition number
of the specified invariant subspace. If m ¼ 0 or n, sep ¼ Tk k; if fail:code ¼ NE_REORDER (see
Section 6), sep is set to zero.

If job ¼ Nag DoNothing or Nag EigVals, sep is not referenced.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REORDER

The reordering of T failed because a selected eigenvalue was too close to an unselected
eigenvalue.

The reordering of T failed because a selected eigenvalue was too close to an eigenvalue which
was not selected; this error exit can only occur if at least one of the eigenvalues involved was
complex. The problem is too ill-conditioned: consider modifying the selection of eigenvalues so
that eigenvalues which are very close together are either all included in the cluster or all
excluded. On exit, T may have been partially reordered, but wr, wi and Q (if requested) are
updated consistently with T ; s and sep (if requested) are both set to zero.
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7 Accuracy

The computed matrix ~T is similar to a matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

s cannot underestimate the true reciprocal condition number by more than a factor of
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
min m;n�mð Þ

p
.

sep may differ from the true value by
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m n�mð Þ

p
. The angle between the computed invariant subspace

and the true subspace is
O �ð Þ Ak k2

sep
.

Note that if a 2 by 2 diagonal block is involved in the reordering, its off-diagonal elements are in
general changed; the diagonal elements and the eigenvalues of the block are unchanged unless the block
is sufficiently ill-conditioned, in which case they may be noticeably altered. It is possible for a 2 by 2
block to break into two 1 by 1 blocks, i.e., for a pair of complex eigenvalues to become purely real. The
values of real eigenvalues however are never changed by the reordering.

8 Parallelism and Performance

nag_dtrsen (f08qgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The input matrix T must be in canonical Schur form, as is the output matrix ~T . This has the following
structure.

If all the computed eigenvalues are real, ~T is upper triangular, and the diagonal elements of ~T are the
eigenvalues; wr½i � 1� ¼ ~tii, for i ¼ 1; 2; . . . ; n and wi½i� 1� ¼ 0:0.

If some of the computed eigenvalues form complex conjugate pairs, then ~T has 2 by 2 diagonal blocks.
Each diagonal block has the form

~tii ~ti;iþ1
~tiþ1;i ~tiþ1;iþ1

� �
¼ � �

� �

� �
whe r e �� < 0. The co r r e spond i ng e i g enva l u e s a r e �


ffiffiffiffiffiffi
��
p

; wr½i� 1� ¼ wr½i� ¼ �;
wi½i� 1� ¼ þ

ffiffiffiffiffiffiffiffiffi
��j j

p
; wi½i� ¼ �wi½i� 1�.

The complex analogue of this function is nag_ztrsen (f08quc).

10 Example

This example reorders the Schur factorization of the matrix A ¼ QTQT such that the two real
eigenvalues appear as the leading elements on the diagonal of the reordered matrix ~T , where

T ¼
0:7995 �0:1144 0:0060 0:0336
0:0000 �0:0994 0:2478 0:3474
0:0000 �0:6483 �0:0994 0:2026
0:0000 0:0000 0:0000 �0:1007

0B@
1CA

and
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Q ¼
0:6551 0:1037 0:3450 0:6641
0:5236 �0:5807 �0:6141 �0:1068
�0:5362 �0:3073 �0:2935 0:7293
0:0956 0:7467 �0:6463 0:1249

0B@
1CA:

The example program for nag_dtrsen (f08qgc) illustrates the computation of error bounds for the
eigenvalues.

The original matrix A is given in Section 10 in nag_dorghr (f08nfc).

10.1 Program Text

/* nag_dtrsen (f08qgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, pdc, pdq, pdt, select_len, w_len;
Integer exit_status = 0;
double alpha, beta, norm, s, sep;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *c = 0, *q = 0, *t = 0, *wi = 0, *wr = 0;
char nag_enum_arg[40];
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
#define T(I, J) t[(J-1)*pdt + I - 1]
#define Q(I, J) q[(J-1)*pdq + I - 1]

order = Nag_ColMajor;
#else
#define T(I, J) t[(I-1)*pdt + J - 1]
#define Q(I, J) q[(I-1)*pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrsen (f08qgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
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#ifdef NAG_COLUMN_MAJOR
pda = n;
pdc = n;
pdq = n;
pdt = n;

#else
pda = n;
pdc = n;
pdq = n;
pdt = n;

#endif
w_len = n;
select_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(c = NAG_ALLOC(n * n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(wi = NAG_ALLOC(w_len, double)) ||
!(wr = NAG_ALLOC(w_len, double)) ||
!(select = NAG_ALLOC(select_len, Nag_Boolean)) ||
!(t = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read T and Q from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &T(i, j));
#else

scanf("%lf", &T(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &Q(i, j));

#else
scanf("%lf", &Q(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

select[i] = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08qgc

Mark 26 f08qgc.7



/* nag_dgemm (f16yac): Compute Q*T*QT and store in matrix A */
alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, q, pdq,

t, pdt, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, alpha, c, pdc, q,

pdq, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac): Print Matrix A. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Reorder the Schur factorization T */
/* nag_dtrsen (f08qgc).
* Reorder Schur factorization of real matrix, form
* orthonormal basis of right invariant subspace for
* selected eigenvalues, with estimates of sensitivities
*/

nag_dtrsen(order, Nag_DoBoth, Nag_UpdateSchur, select, n, t, pdt,
q, pdq, wr, wi, &m, &s, &sep, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrsen (f08qgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemm (f16yac): Compute A = Q*T*Q^T - Qt*Tt*Qt^T */
alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, q, pdq,

t, pdt, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alpha = -1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, alpha, c, pdc, q,

pdq, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norm of matrix A and print warning if */
/* it is too large */
nag_dge_norm(order, Nag_OneNorm, n, n, a, pda, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n",
"Norm of Q*T*Q^H - (Qt*Tt*Qt^H) is much greater than 0.",
"Schur factorization has failed.");

}
else {

/* Print condition number estimates */
printf(" Condition number estimate of the selected cluster of"

" eigenvalues = %11.2e\n", 1.0 / s);
printf("\n Condition number estimate of the specified invariant"

" subspace = %11.2e\n", 1.0 / sep);
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(q);
NAG_FREE(t);
NAG_FREE(wi);
NAG_FREE(wr);
NAG_FREE(select);

return exit_status;
}

10.2 Program Data

nag_dtrsen (f08qgc) Example Program Data
4 :Value of n
0.7995 -0.1144 0.0060 0.0336
0.0000 -0.0994 0.2478 0.3474
0.0000 -0.6483 -0.0994 0.2026
0.0000 0.0000 0.0000 -0.1007 :End of matrix T
0.6551 0.1037 0.3450 0.6641
0.5236 -0.5807 -0.6141 -0.1068

-0.5362 -0.3073 -0.2935 0.7293
0.0956 0.7467 -0.6463 0.1249 :End of matrix Q
Nag_TRUE Nag_FALSE Nag_FALSE Nag_TRUE :End of select

10.3 Program Results

nag_dtrsen (f08qgc) Example Program Results

Matrix A
1 2 3 4

1 0.3500 0.4500 -0.1400 -0.1700
2 0.0900 0.0700 -0.5399 0.3500
3 -0.4400 -0.3300 -0.0300 0.1700
4 0.2500 -0.3200 -0.1300 0.1100

Condition number estimate of the selected cluster of eigenvalues = 1.75e+00

Condition number estimate of the specified invariant subspace = 3.22e+00
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NAG Library Function Document

nag_dtrsyl (f08qhc)

1 Purpose

nag_dtrsyl (f08qhc) solves the real quasi-triangular Sylvester matrix equation.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtrsyl (Nag_OrderType order, Nag_TransType trana,
Nag_TransType tranb, Nag_SignType sign, Integer m, Integer n,
const double a[], Integer pda, const double b[], Integer pdb,
double c[], Integer pdc, double *scale, NagError *fail)

3 Description

nag_dtrsyl (f08qhc) solves the real Sylvester matrix equation

op Að ÞX 
X op Bð Þ ¼ �C;

where op Að Þ ¼ A or AT, and the matrices A and B are upper quasi-triangular matrices in canonical
Schur form (as returned by nag_dhseqr (f08pec)); � is a scale factor ( � 1) determined by the function
to avoid overflow in X; A is m by m and B is n by n while the right-hand side matrix C and the
solution matrix X are both m by n. The matrix X is obtained by a straightforward process of back-
substitution (see Golub and Van Loan (1996)).

Note that the equation has a unique solution if and only if �i 
 �j 6¼ 0, where �if g and �j
� 

are the
eigenvalues of A and B respectively and the sign (þ or �) is the same as that used in the equation to be
solved.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1992) Perturbation theory and backward error for AX �XB ¼ C Numerical Analysis
Report University of Manchester

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trana – Nag_TransType Input

On entry: specifies the option op Að Þ.
trana ¼ Nag NoTrans

op Að Þ ¼ A.
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trana ¼ Nag Trans or Nag ConjTrans
op Að Þ ¼ AT.

Constraint: trana ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: tranb – Nag_TransType Input

On entry: specifies the option op Bð Þ.
tranb ¼ Nag NoTrans

op Bð Þ ¼ B.
tranb ¼ Nag Trans or Nag ConjTrans

op Bð Þ ¼ BT.

Constraint: tranb ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: sign – Nag_SignType Input

On entry: indicates the form of the Sylvester equation.

sign ¼ Nag Plus
The equation is of the form op Að ÞX þX op Bð Þ ¼ �C.

sign ¼ Nag Minus
The equation is of the form op Að ÞX �X op Bð Þ ¼ �C.

Constraint: sign ¼ Nag Plus or Nag Minus.

5: m – Integer Input

On entry: m, the order of the matrix A, and the number of rows in the matrices X and C.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the order of the matrix B, and the number of columns in the matrices X and C.

Constraint: n 	 0.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda�mð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by m upper quasi-triangular matrix A in canonical Schur form, as returned by
nag_dhseqr (f08pec).

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1;mð Þ.

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.
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On entry: the n by n upper quasi-triangular matrix B in canonical Schur form, as returned by
nag_dhseqr (f08pec).

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n right-hand side matrix C.

On exit: c is overwritten by the solution matrix X.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: scale – double * Output

On exit: the value of the scale factor �.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PERTURBED

A and B have common or close eigenvalues, perturbed values of which were used to solve the
equation.

7 Accuracy

Consider the equation AX �XB ¼ C. (To apply the remarks to the equation AX þXB ¼ C, simply
replace B by �B.)

Let ~X be the computed solution and R the residual matrix:

R ¼ C � A ~X � ~XB
� �

:

Then the residual is always small:

Rk kF ¼ O �ð Þ Ak kF þ Bk kF
� �

~X
�� ��

F
:

However, ~X is not necessarily the exact solution of a slightly perturbed equation; in other words, the
solution is not backwards stable.

For the forward error, the following bound holds:

~X �X
�� ��

F
� Rk kF

sep A;Bð Þ

but this may be a considerable over estimate. See Golub and Van Loan (1996) for a definition of
sep A;Bð Þ, and Higham (1992) for further details.

These remarks also apply to the solution of a general Sylvester equation, as described in Section 9.
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8 Parallelism and Performance

nag_dtrsyl (f08qhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately mn mþ nð Þ.
To solve the general real Sylvester equation

AX 
XB ¼ C

where A and B are general nonsymmetric matrices, A and B must first be reduced to Schur form :

A ¼ Q1
~AQT

1 and B ¼ Q2
~BQT

2

where ~A and ~B are upper quasi-triangular and Q1 and Q2 are orthogonal. The original equation may
then be transformed to:

~A ~X 
 ~X ~B ¼ ~C

where ~X ¼ QT
1XQ2 and ~C ¼ QT

1CQ2. ~C may be computed by matrix multiplication; nag_dtrsyl
(f08qhc) may be used to solve the transformed equation; and the solution to the original equation can be
obtained as X ¼ Q1

~XQT
2 .

The complex analogue of this function is nag_ztrsyl (f08qvc).

10 Example

This example solves the Sylvester equation AX þXB ¼ C, where

A ¼
0:10 0:50 0:68 �0:21
�0:50 0:10 �0:24 0:67
0:00 0:00 0:19 �0:35
0:00 0:00 0:00 �0:72

0B@
1CA;

B ¼
�0:99 �0:17 0:39 0:58
0:00 0:48 �0:84 �0:15
0:00 0:00 0:75 0:25
0:00 0:00 �0:25 0:75

0B@
1CA

and

C ¼
0:63 �0:56 0:08 �0:23
�0:45 �0:31 0:27 1:21
0:20 �0:35 0:41 0:84
0:49 �0:05 �0:52 �0:08

0B@
1CA:

10.1 Program Text

/* nag_dtrsyl (f08qhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, pdb, pdc, pdd, pde, pdf;
Integer exit_status = 0;
double alpha, beta, norm, scale;
Nag_SignType sign = Nag_Minus;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *b = 0, *c = 0, *d = 0, *e = 0, *f = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]
#define D(I, J) d[(J-1)*pdd + I - 1]
#define E(I, J) e[(J-1)*pde + I - 1]
#define F(I, J) f[(J-1)*pdf + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]
#define D(I, J) d[(I-1)*pdd + J - 1]
#define E(I, J) e[(I-1)*pde + J - 1]
#define F(I, J) f[(I-1)*pdf + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrsyl (f08qhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = n;
pdc = m;
pdd = m;
pde = m;
pdf = m;

#else
pda = m;
pdb = n;
pdc = n;
pdd = n;
pde = n;
pdf = n;

#endif

/* Allocate memory */
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if (!(a = NAG_ALLOC(m * m, double)) ||
!(b = NAG_ALLOC(n * m, double)) ||
!(c = NAG_ALLOC(m * n, double)) ||
!(d = NAG_ALLOC(m * n, double)) ||
!(e = NAG_ALLOC(m * n, double)) || !(f = NAG_ALLOC(m * n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B and C from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &C(i, j));
#else

scanf("%lf", &C(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy C into F */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= m; ++j)
F(i, j) = C(i, j);

}

/* nag_gen_real_mat_print (x04cac): Print Matrix C. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

c, pdc, "Matrix C", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reorder the Schur factorization T */
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/* nag_dtrsyl (f08qhc).
* Solve real Sylvester matrix equation AX + XB = C, A and B
* are upper quasi-triangular or transposes
*/

nag_dtrsyl(order, Nag_NoTrans, Nag_NoTrans, sign, m, n, a, pda,
b, pdb, c, pdc, &scale, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrsyl (f08qhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dgemm (f16yac): Compute aC - (A*X + X*B*sign) from solution */
/* and store in matrix E */
alpha = 1.0;
beta = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, m, alpha, a, pda,

c, pdc, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (sign == Nag_Minus)

alpha = -1.0;
else

alpha = 1.0;
beta = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, n, alpha, c, pdc, b,

pdb, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = 1; i <= m; i++) {

for (j = 1; j <= n; j++)
E(i, j) = scale * F(i, j) - D(i, j);

}

/* nag_dge_norm (f16rac): Find norm of matrix E and print warning if */
/* it is too large */
nag_dge_norm(order, Nag_OneNorm, n, n, e, pde, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n",
"Norm of aC - (A*X + X*B*sign) is much greater than 0.",
"nag_dtrsyl (f08qhc) has failed.");

}
else {

printf(" SCALE = %11.2e\n", scale);
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(f);

return exit_status;
}
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10.2 Program Data

nag_dtrsyl (f08qhc) Example Program Data
4 4 :Values of M and N
0.10 0.50 0.68 -0.21

-0.50 0.10 -0.24 0.67
0.00 0.00 0.19 -0.35
0.00 0.00 0.00 -0.72 :End of matrix A

-0.99 -0.17 0.39 0.58
0.00 0.48 -0.84 -0.15
0.00 0.00 0.75 0.25
0.00 0.00 -0.25 0.75 :End of matrix B
0.63 -0.56 0.08 -0.23

-0.45 -0.31 0.27 1.21
0.20 -0.35 0.41 0.84
0.49 -0.05 -0.52 -0.08 :End of matrix C

10.3 Program Results

nag_dtrsyl (f08qhc) Example Program Results

Matrix C
1 2 3 4

1 0.6300 -0.5600 0.0800 -0.2300
2 -0.4500 -0.3100 0.2700 1.2100
3 0.2000 -0.3500 0.4100 0.8400
4 0.4900 -0.0500 -0.5200 -0.0800

SCALE = 1.00e+00
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NAG Library Function Document

nag_dtrevc (f08qkc)

1 Purpose

nag_dtrevc (f08qkc) computes selected left and/or right eigenvectors of a real upper quasi-triangular
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtrevc (Nag_OrderType order, Nag_SideType side,
Nag_HowManyType how_many, Nag_Boolean select[], Integer n,
const double t[], Integer pdt, double vl[], Integer pdvl, double vr[],
Integer pdvr, Integer mm, Integer *m, NagError *fail)

3 Description

nag_dtrevc (f08qkc) computes left and/or right eigenvectors of a real upper quasi-triangular matrix T in
canonical Schur form. Such a matrix arises from the Schur factorization of a real general matrix, as
computed by nag_dhseqr (f08pec), for example.

The right eigenvector x, and the left eigenvector y, corresponding to an eigenvalue �, are defined by:

Tx ¼ �x and yHT ¼ �yH or TTy ¼ ��y
� �

:

Note that even though T is real, �, x and y may be complex. If x is an eigenvector corresponding to a
complex eigenvalue �, then the complex conjugate vector �x is the eigenvector corresponding to the
complex conjugate eigenvalue ��.

The function can compute the eigenvectors corresponding to selected eigenvalues, or it can compute all
the eigenvectors. In the latter case the eigenvectors may optionally be pre-multiplied by an input matrix
Q. Normally Q is an orthogonal matrix from the Schur factorization of a matrix A as A ¼ QTQT; if x
is a (left or right) eigenvector of T , then Qx is an eigenvector of A.

The eigenvectors are computed by forward or backward substitution. They are scaled so that, for a real
eigenvector x, max xij jð Þ ¼ 1, and for a complex eigenvector, max Re xið Þj j þ Im xið Þj jð Þ ¼ 1.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: side – Nag_SideType Input

On entry: indicates whether left and/or right eigenvectors are to be computed.

side ¼ Nag RightSide
Only right eigenvectors are computed.

side ¼ Nag LeftSide
Only left eigenvectors are computed.

side ¼ Nag BothSides
Both left and right eigenvectors are computed.

Constraint: side ¼ Nag RightSide, Nag LeftSide or Nag BothSides.

3: how many – Nag_HowManyType Input

On entry: indicates how many eigenvectors are to be computed.

how many ¼ Nag ComputeAll
All eigenvectors (as specified by side) are computed.

how many ¼ Nag BackTransform
All eigenvectors (as specified by side) are computed and then pre-multiplied by the matrix
Q (which is overwritten).

how many ¼ Nag ComputeSelected
Selected eigenvectors (as specified by side and select) are computed.

Constraint: how many ¼ Nag ComputeAll, Nag BackTransform or Nag ComputeSelected.

4: select½dim� – Nag_Boolean Input/Output

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.

O n e n t r y : s p e c i fi e s w h i c h e i g e n v e c t o r s a r e t o b e c o m p u t e d i f
how many ¼ Nag ComputeSelected. To obtain the real eigenvector corresponding to the real
eigenvalue �j, select½j� 1� must be set Nag_TRUE. To select the complex eigenvector
corresponding to a complex conjugate pair of eigenvalues �j and �jþ1, select½j� 1� and/or
select½j� must be set Nag_TRUE; the eigenvector corresponding to the first eigenvalue in the pair
is computed.

On exit: if a complex eigenvector was selected as specified above, then select½j� 1� is set to
Nag_TRUE and select½j� to Nag_FALSE.

If how many ¼ Nag ComputeAll or Nag BackTransform, select is not referenced and may be
NULL.

5: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

6: t½dim� – const double Input

Note: the dimension, dim, of the array t must be at least pdt� n.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper quasi-triangular matrix T in canonical Schur form, as returned by
nag_dhseqr (f08pec).
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7: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.

8: vl½dim� – double Input/Output

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvl when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag LeftSide or Nag BothSides, vl
must contain an n by n matrix Q (usually the matrix of Schur vectors returned by nag_dhseqr
(f08pec)).

If how many ¼ Nag ComputeAll or Nag ComputeSelected, vl need not be set.

On exit: if side ¼ Nag LeftSide or Nag BothSides, vl contains the computed left eigenvectors (as
specified by how_many and select). The eigenvectors are stored consecutively in the rows or
columns of the array, in the same order as their eigenvalues. Corresponding to each real
eigenvalue is a real eigenvector, occupying one row or column. Corresponding to each complex
conjugate pair of eigenvalues, is a complex eigenvector occupying two rows or columns; the first
row or column holds the real part and the second row or column holds the imaginary part.

If side ¼ Nag RightSide, vl is not referenced and may be NULL.

9: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, vl may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm;
if side ¼ Nag RightSide, vl may be NULL..

10: vr½dim� – double Input/Output

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvr when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag RightSide or Nag BothSides, vr
must contain an n by n matrix Q (usually the matrix of Schur vectors returned by nag_dhseqr
(f08pec)).

If how many ¼ Nag ComputeAll or Nag ComputeSelected, vr need not be set.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08qkc

Mark 26 f08qkc.3



On exit: if side ¼ Nag RightSide or Nag BothSides, vr contains the computed right eigenvectors
(as specified by how_many and select). The eigenvectors are stored consecutively in the rows or
columns of the array, in the same order as their eigenvalues. Corresponding to each real
eigenvalue is a real eigenvector, occupying one row or column. Corresponding to each complex
conjugate pair of eigenvalues, is a complex eigenvector occupying two rows or columns; the first
row or column holds the real part and the second row or column holds the imaginary part.

If side ¼ Nag LeftSide, vr is not referenced and may be NULL.

11: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, vr may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm;
if side ¼ Nag LeftSide, vr may be NULL..

12: mm – Integer Input

On entry: the number of rows or columns in the arrays vl and/or vr. The precise number of rows
or columns required (depending on the value of order), requiredrowcol, is n if
how many ¼ Nag ComputeAll or Nag BackTransform; if how many ¼ Nag ComputeSelected,
requiredrowcol is obtained by counting 1 for each selected real eigenvector and 2 for each
selected complex eigenvector (see select), in which case 0 � requiredrowcol � n.
Constraints:

if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
otherwise mm 	 requiredrowcol.

13: m – Integer * Output

On exit: requiredrowcol, the number of rows or columns of vl and/or vr actually used to store
the computed eigenvectors. If how many ¼ Nag ComputeAll or Nag BackTransform, m is set to
n.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, how many ¼ valueh i, mm ¼ valueh i and n ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
otherwise mm 	 requiredrowcol.

On entry, side ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm.

On entry, side ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n.

On entry, side ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm.

On entry, side ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If xi is an exact right eigenvector, and ~xi is the corresponding computed eigenvector, then the angle
� ~xi; xið Þ between them is bounded as follows:

� ~xi; xið Þ � c nð Þ� Tk k2
sepi

where sepi is the reciprocal condition number of xi.

The condition number sepi may be computed by calling nag_dtrsna (f08qlc).
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8 Parallelism and Performance

nag_dtrevc (f08qkc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For a description of canonical Schur form, see the document for nag_dhseqr (f08pec).

The complex analogue of this function is nag_ztrevc (f08qxc).

10 Example

See Section 10 in nag_dgebal (f08nhc).
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NAG Library Function Document

nag_dtrsna (f08qlc)

1 Purpose

nag_dtrsna (f08qlc) estimates condition numbers for specified eigenvalues and/or right eigenvectors of a
real upper quasi-triangular matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtrsna (Nag_OrderType order, Nag_JobType job,
Nag_HowManyType how_many, const Nag_Boolean select[], Integer n,
const double t[], Integer pdt, const double vl[], Integer pdvl,
const double vr[], Integer pdvr, double s[], double sep[], Integer mm,
Integer *m, NagError *fail)

3 Description

nag_dtrsna (f08qlc) estimates condition numbers for specified eigenvalues and/or right eigenvectors of a
real upper quasi-triangular matrix T in canonical Schur form. These are the same as the condition
numbers of the eigenvalues and right eigenvectors of an original matrix A ¼ ZTZT (with orthogonal
Z), from which T may have been derived.

nag_dtrsna (f08qlc) computes the reciprocal of the condition number of an eigenvalue �i as

si ¼
vHuj j

uk kE vk kE
;

where u and v are the right and left eigenvectors of T , respectively, corresponding to �i. This reciprocal
condition number always lies between zero (i.e., ill-conditioned) and one (i.e., well-conditioned).

An approximate error estimate for a computed eigenvalue �i is then given by

� Tk k
si

;

where � is the machine precision.

To estimate the reciprocal of the condition number of the right eigenvector corresponding to �i, the
function first calls nag_dtrexc (f08qfc) to reorder the eigenvalues so that �i is in the leading position:

T ¼ Q �i cT

0 T22

� �
QT:

The reciprocal condition number of the eigenvector is then estimated as sepi, the smallest singular value
of the matrix T22 � �iIð Þ. This number ranges from zero (i.e., ill-conditioned) to very large (i.e., well-
conditioned).

An approximate error estimate for a computed right eigenvector u corresponding to �i is then given by

� Tk k
sepi

:

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether condition numbers are required for eigenvalues and/or eigenvectors.

job ¼ Nag EigVals
Condition numbers for eigenvalues only are computed.

job ¼ Nag EigVecs
Condition numbers for eigenvectors only are computed.

job ¼ Nag DoBoth
Condition numbers for both eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals, Nag EigVecs or Nag DoBoth.

3: how many – Nag_HowManyType Input

On entry: indicates how many condition numbers are to be computed.

how many ¼ Nag ComputeAll
Condition numbers for all eigenpairs are computed.

how many ¼ Nag ComputeSelected
Condition numbers for selected eigenpairs (as specified by select) are computed.

Constraint: how many ¼ Nag ComputeAll or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.

On entry: specifies the eigenpairs for which condition numbers are to be computed if
how many ¼ Nag ComputeSelected. To select condition numbers for the eigenpair correspond-
ing to the real eigenvalue �j, select½j� 1� must be set Nag_TRUE. To select condition numbers
corresponding to a complex conjugate pair of eigenvalues �j and �jþ1, select½j� 1� and/or
select½j� must be set to Nag_TRUE.

If how many ¼ Nag ComputeAll, select is not referenced and may be NULL.

5: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

6: t½dim� – const double Input

Note: the dimension, dim, of the array t must be at least pdt� n.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.
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On entry: the n by n upper quasi-triangular matrix T in canonical Schur form, as returned by
nag_dhseqr (f08pec).

7: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.

8: vl½dim� – const double Input

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvl when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vl must contain the left eigenvectors of T (or of
any matrix QTQT with Q orthogonal) corresponding to the eigenpairs specified by how_many
and select. The eigenvectors must be stored in consecutive rows or columns of vl, as returned by
nag_dhsein (f08pkc) or nag_dtrevc (f08qkc).

If job ¼ Nag EigVecs, vl is not referenced and may be NULL.

9: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n;
if job ¼ Nag EigVecs, vl may be NULL.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm;
if job ¼ Nag EigVecs, vl may be NULL..

10: vr½dim� – const double Input

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvr when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vr must contain the right eigenvectors of T (or
of any matrix QTQT with Q orthogonal) corresponding to the eigenpairs specified by how_many
and select. The eigenvectors must be stored in consecutive rows or columns of vr, as returned by
nag_dhsein (f08pkc) or nag_dtrevc (f08qkc).

If job ¼ Nag EigVecs, vr is not referenced and may be NULL.
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11: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n;
if job ¼ Nag EigVecs, vr may be NULL.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm;
if job ¼ Nag EigVecs, vr may be NULL..

12: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least

mm when job ¼ Nag EigVals or Nag DoBoth;
otherwise s may be NULL.

On exit: the reciprocal condition numbers of the selected eigenvalues if job ¼ Nag EigVals or
Nag DoBoth, stored in consecutive elements of the array. Thus s½j� 1�, sep½j� 1� and the jth
rows or columns of vl and vr all correspond to the same eigenpair (but not in general the jth
eigenpair unless all eigenpairs have been selected). For a complex conjugate pair of eigenvalues,
two consecutive elements of s are set to the same value.

If job ¼ Nag EigVecs, s is not referenced and may be NULL.

13: sep½dim� – double Output

Note: the dimension, dim, of the array sep must be at least

mm when job ¼ Nag EigVecs or Nag DoBoth;
otherwise sep may be NULL.

On exit: the estimated reciprocal condition numbers of the selected right eigenvectors if
job ¼ Nag EigVecs or Nag DoBoth, stored in consecutive elements of the array. For a complex
eigenvector, two consecutive elements of sep are set to the same value. If the eigenvalues cannot
be reordered to compute sep½j�, then sep½j� is set to zero; this can only occur when the true value
would be very small anyway.

If job ¼ Nag EigVals, sep is not referenced and may be NULL.

14: mm – Integer Input

On entry: the number of elements in the arrays s and sep, and the number of rows or columns
(depending on the value of order) in the arrays vl and vr (if used). The precise number required,
m, is n if how many ¼ Nag ComputeAll; if how many ¼ Nag ComputeSelected, m is obtained
by counting 1 for each selected real eigenvalue, and 2 for each selected complex conjugate pair
of eigenvalues (see select), in which case 0 � m � n.
Constraint: mm 	 m.

Constraint: if how many ¼ Nag ComputeAll, mm 	 n.

15: m – Integer * Output

On exit: m, the number of elements of s and/or sep actually used to store the estimated condition
numbers. If how many ¼ Nag ComputeAll, m is set to n.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, how many ¼ valueh i, mm ¼ valueh i and n ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll, mm 	 n.

On entry, job ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm.

On entry, job ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n.

On entry, job ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm.

On entry, job ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, mm ¼ valueh i and m ¼ valueh i.
Constraint: mm 	 m.

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The computed values sepi may over estimate the true value, but seldom by a factor of more than 3.

8 Parallelism and Performance

nag_dtrsna (f08qlc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For a description of canonical Schur form, see the document for nag_dhseqr (f08pec).

The complex analogue of this function is nag_ztrsna (f08qyc).

10 Example

This example computes approximate error estimates for all the eigenvalues and right eigenvectors of the
matrix T , where

T ¼
0:7995 �0:1144 0:0060 0:0336
0:0000 �0:0994 0:2478 0:3474
0:0000 �0:6483 �0:0994 0:2026
0:0000 0:0000 0:0000 �0:1007

0B@
1CA:

10.1 Program Text

/* nag_dtrsna (f08qlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pdt, pdvl, pdvr;
Integer s_len;
Integer exit_status = 0;
double eps, tnorm;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *s = 0, *sep = 0, *t = 0, *vl = 0, *vr = 0;

#ifdef NAG_COLUMN_MAJOR
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define T(I, J) t[(I-1)*pdt + J - 1]
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order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtrsna (f08qlc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdt = n;
pdvl = n;
pdvr = n;

#else
pdt = n;
pdvl = n;
pdvr = n;

#endif
s_len = n;

/* Allocate memory */
if (!(t = NAG_ALLOC(n * n, double)) ||

!(vl = NAG_ALLOC(n * n, double)) ||
!(vr = NAG_ALLOC(n * n, double)) ||
!(s = NAG_ALLOC(s_len, double)) || !(sep = NAG_ALLOC(s_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read T from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &T(i, j));
#else

scanf("%lf", &T(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Calculate right and left eigrnvectors of real upper quasi-triangular
* matrix T using nag_dtrevc (f08qkc).
*/

nag_dtrevc(order, Nag_BothSides, Nag_ComputeAll, NULL, n, t, pdt,
vl, pdvl, vr, pdvr, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrevc (f08qkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate condition numbers for all the eigenvalues and
* right eigenvectors of real upper quasi-triangular matrix T using
* nag_dtrsna (f08qlc).
*/

nag_dtrsna(order, Nag_DoBoth, Nag_ComputeAll, NULL, n, t, pdt,
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vl, pdvl, vr, pdvr, s, sep, n, &m, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrsna (f08qlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print condition numbers of eigenvalues and right eigenvectors */
printf("\nS\n");
for (i = 0; i < n; ++i)

printf("%11.1e", s[i]);
printf("\n\nSep\n");
for (i = 0; i < n; ++i)

printf("%11.1e", sep[i]);
printf("\n");
/* Calculate approximate error estimates which depends on the 1-norm)
* of matrix T. The 1-norm of T is calculated using nag_dge_norm (f16rac).
*/

nag_dge_norm(order, Nag_OneNorm, n, n, t, pdt, &tnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* error estimates also depend on nag_machine_precision (x02ajc). */
eps = nag_machine_precision;
printf("\nApproximate error estimates for eigenvalues"

"of T (machine dependent)\n");
for (i = 0; i < m; ++i)

printf("%11.1e", eps * tnorm / s[i]);
printf("\n\nApproximate error estimates for right eigenvectors"

"of T (machine dependent)\n");
for (i = 0; i < m; ++i)

printf("%11.1e", eps * tnorm / sep[i]);
printf("\n");

END:
NAG_FREE(t);
NAG_FREE(s);
NAG_FREE(sep);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}

10.2 Program Data

nag_dtrsna (f08qlc) Example Program Data
4 :Value of N
0.7995 -0.1144 0.0060 0.0336
0.0000 -0.0994 0.2478 0.3474
0.0000 -0.6483 -0.0994 0.2026
0.0000 0.0000 0.0000 -0.1007 :End of matrix T

10.3 Program Results

nag_dtrsna (f08qlc) Example Program Results

S
9.9e-01 7.0e-01 7.0e-01 5.7e-01

Sep
6.3e-01 3.7e-01 3.7e-01 3.1e-01
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Approximate error estimates for eigenvaluesof T (machine dependent)
9.6e-17 1.4e-16 1.4e-16 1.7e-16

Approximate error estimates for right eigenvectorsof T (machine dependent)
1.5e-16 2.6e-16 2.6e-16 3.1e-16
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NAG Library Function Document

nag_ztrexc (f08qtc)

1 Purpose

nag_ztrexc (f08qtc) reorders the Schur factorization of a complex general matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztrexc (Nag_OrderType order, Nag_ComputeQType compq, Integer n,
Complex t[], Integer pdt, Complex q[], Integer pdq, Integer ifst,
Integer ilst, NagError *fail)

3 Description

nag_ztrexc (f08qtc) reorders the Schur factorization of a complex general matrix A ¼ QTQH, so that
the diagonal element of T with row index ifst is moved to row ilst.

The reordered Schur form ~T is computed by a unitary similarity transformation: ~T ¼ ZHTZ. Optionally
the updated matrix ~Q of Schur vectors is computed as ~Q ¼ QZ, giving A ¼ ~Q ~T ~QH.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compq – Nag_ComputeQType Input

On entry: indicates whether the matrix Q of Schur vectors is to be updated.

compq ¼ Nag UpdateSchur
The matrix Q of Schur vectors is updated.

compq ¼ Nag NotQ
No Schur vectors are updated.

Constraint: compq ¼ Nag UpdateSchur or Nag NotQ.

3: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.
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4: t½dim� – Complex Input/Output

Note: the dimension, dim, of the array t must be at least max 1; pdt� nð Þ.
The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix T , as returned by nag_zhseqr (f08psc).

On exit: t is overwritten by the updated matrix ~T .

5: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.

6: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain the n by n unitary matrix Q of Schur
vectors.

On exit: if compq ¼ Nag UpdateSchur, q contains the updated matrix of Schur vectors.

If compq ¼ Nag NotQ, q is not referenced.

7: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

8: ifst – Integer Input
9: ilst – Integer Input

On entry: ifst and ilst must specify the reordering of the diagonal elements of T . The element
with row index ifst is moved to row ilst by a sequence of exchanges between adjacent elements.

Constraint: 1 � ifst � n and 1 � ilst � n.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ifst ¼ valueh i and ilst ¼ valueh i.
Constraint: 1 � ifst � n and 1 � ilst � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix ~T is exactly similar to a matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

The values of the eigenvalues are never changed by the reordering.
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8 Parallelism and Performance

nag_ztrexc (f08qtc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 20nr if compq ¼ Nag NotQ, and
40nr if compq ¼ Nag UpdateSchur, where r ¼ ifst� ilstj j.
The real analogue of this function is nag_dtrexc (f08qfc).

10 Example

This example reorders the Schur factorization of the matrix T so that element t11 is moved to t44, where

T ¼
�6:00� 7:00i 0:36� 0:36i �0:19þ 0:48i 0:88� 0:25i
0:00þ 0:00i �5:00þ 2:00i �0:03� 0:72i �0:23þ 0:13i
0:00þ 0:00i 0:00þ 0:00i 8:00� 1:00i 0:94þ 0:53i
0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i 3:00� 4:00i

0B@
1CA:

10.1 Program Text

/* nag_ztrexc (f08qtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ifst, ilst, j, n, pdq, pdt;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *q = 0, *t = 0;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_ztrexc (f08qtc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdq = 1;
pdt = n;

#else
pdq = 1;
pdt = n;

#endif

/* Allocate memory */
if (!(q = NAG_ALLOC(1 * 1, Complex)) || !(t = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read T from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);
#else

scanf(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ifst, &ilst);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ifst, &ilst);
#endif

/* Reorder the Schur factorization T */
/* nag_ztrexc (f08qtc).
* Reorder Schur factorization of complex matrix using
* unitary similarity transformation
*/

nag_ztrexc(order, Nag_NotQ, n, t, pdt, q, pdq, ifst, ilst, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrexc (f08qtc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print reordered Schur form */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, t, pdt, Nag_BracketForm, "%7.4f",
"Reordered Schur form", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(q);
NAG_FREE(t);

return exit_status;
}

10.2 Program Data

nag_ztrexc (f08qtc) Example Program Data
4 :Value of N

(-6.00,-7.00) ( 0.36,-0.36) (-0.19, 0.48) ( 0.88,-0.25)
( 0.00, 0.00) (-5.00, 2.00) (-0.03,-0.72) (-0.23, 0.13)
( 0.00, 0.00) ( 0.00, 0.00) ( 8.00,-1.00) ( 0.94, 0.53)
( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 3.00,-4.00) :End of matrix T
1 4 :Values of IFST and ILST

10.3 Program Results

nag_ztrexc (f08qtc) Example Program Results

Reordered Schur form
1 2 3 4

1 (-5.0000, 2.0000) (-0.1574, 0.7143) ( 0.1781,-0.1913) ( 0.3950, 0.3861)
2 ( 0.0000, 0.0000) ( 8.0000,-1.0000) ( 1.0742, 0.1447) ( 0.2515,-0.3397)
3 ( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 3.0000,-4.0000) ( 0.2264, 0.8962)
4 ( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 0.0000, 0.0000) (-6.0000,-7.0000)
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NAG Library Function Document

nag_ztrsen (f08quc)

1 Purpose

nag_ztrsen (f08quc) reorders the Schur factorization of a complex general matrix so that a selected
cluster of eigenvalues appears in the leading elements on the diagonal of the Schur form. The function
also optionally computes the reciprocal condition numbers of the cluster of eigenvalues and/or the
invariant subspace.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztrsen (Nag_OrderType order, Nag_JobType job,
Nag_ComputeQType compq, const Nag_Boolean select[], Integer n,
Complex t[], Integer pdt, Complex q[], Integer pdq, Complex w[],
Integer *m, double *s, double *sep, NagError *fail)

3 Description

nag_ztrsen (f08quc) reorders the Schur factorization of a complex general matrix A ¼ QTQH, so that a
selected cluster of eigenvalues appears in the leading diagonal elements of the Schur form.

The reordered Schur form ~T is computed by a unitary similarity transformation: ~T ¼ ZHTZ. Optionally
the updated matrix ~Q of Schur vectors is computed as ~Q ¼ QZ, giving A ¼ ~Q ~T ~QH.

Let ~T ¼ T11 T12
0 T22

� �
, where the selected eigenvalues are precisely the eigenvalues of the leading m by

m sub-matrix T11. Let ~Q be correspondingly partitioned as Q1 Q2

� �
where Q1 consists of the first m

columns of Q. Then AQ1 ¼ Q1T11, and so the m columns of Q1 form an orthonormal basis for the
invariant subspace corresponding to the selected cluster of eigenvalues.

Optionally the function also computes estimates of the reciprocal condition numbers of the average of
the cluster of eigenvalues and of the invariant subspace.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: job – Nag_JobType Input

On entry: indicates whether condition numbers are required for the cluster of eigenvalues and/or
the invariant subspace.

job ¼ Nag DoNothing
No condition numbers are required.

job ¼ Nag EigVals
Only the condition number for the cluster of eigenvalues is computed.

job ¼ Nag Subspace
Only the condition number for the invariant subspace is computed.

job ¼ Nag DoBoth
Condition numbers for both the cluster of eigenvalues and the invariant subspace are
computed.

Constraint: job ¼ Nag DoNothing, Nag EigVals, Nag Subspace or Nag DoBoth.

3: compq – Nag_ComputeQType Input

On entry: indicates whether the matrix Q of Schur vectors is to be updated.

compq ¼ Nag UpdateSchur
The matrix Q of Schur vectors is updated.

compq ¼ Nag NotQ
No Schur vectors are updated.

Constraint: compq ¼ Nag UpdateSchur or Nag NotQ.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least max 1; nð Þ.
On entry: specifies the eigenvalues in the selected cluster. To select a complex eigenvalue �j,
select½j� 1� must be set Nag_TRUE.

5: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

6: t½dim� – Complex Input/Output

Note: the dimension, dim, of the array t must be at least max 1; pdt� nð Þ.
The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix T , as returned by nag_zhseqr (f08psc).

On exit: t is overwritten by the updated matrix ~T .

7: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.
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8: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain the n by n unitary matrix Q of Schur
vectors, as returned by nag_zhseqr (f08psc).

On exit: if compq ¼ Nag UpdateSchur, q contains the updated matrix of Schur vectors; the first
m columns of Q form an orthonormal basis for the specified invariant subspace.

If compq ¼ Nag NotQ, q is not referenced.

9: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

10: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; nð Þ.

On exit: the reordered eigenvalues of ~T . The eigenvalues are stored in the same order as on the
diagonal of ~T .

11: m – Integer * Output

On exit: m, the dimension of the specified invariant subspace, which is the same as the number
of selected eigenvalues (see select); 0 � m � n.

12: s – double * Output

On exit: if job ¼ Nag EigVals or Nag DoBoth, s is a lower bound on the reciprocal condition
number of the average of the selected cluster of eigenvalues. If m ¼ 0 or n, s ¼ 1.

If job ¼ Nag DoNothing or Nag Subspace, s is not referenced.

13: sep – double * Output

On exit: if job ¼ Nag Subspace or Nag DoBoth, sep is the estimated reciprocal condition number
of the specified invariant subspace. If m ¼ 0 or n, sep ¼ Tk k.
If job ¼ Nag DoNothing or Nag EigVals, sep is not referenced.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed matrix ~T is similar to a matrix T þ Eð Þ, where
Ek k2 ¼ O �ð Þ Tk k2;

and � is the machine precision.

s cannot underestimate the true reciprocal condition number by more than a factor of
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
min m;n�mð Þ

p
.

sep may differ from the true value by
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m n�mð Þ

p
. The angle between the computed invariant subspace

and the true subspace is
O �ð Þ Ak k2

sep
.

The values of the eigenvalues are never changed by the reordering.
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8 Parallelism and Performance

nag_ztrsen (f08quc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dtrsen (f08qgc).

10 Example

This example reorders the Schur factorization of the matrix A ¼ QTQH such that the eigenvalues stored
in elements t11 and t44 appear as the leading elements on the diagonal of the reordered matrix ~T , where

T ¼
�6:0004� 6:9999i 0:3637� 0:3656i �0:1880þ 0:4787i 0:8785� 0:2539i
0:0000þ 0:0000i �5:0000þ 2:0060i �0:0307� 0:7217i �0:2290þ 0:1313i
0:0000þ 0:0000i 0:0000þ 0:0000i 7:9982� 0:9964i 0:9357þ 0:5359i
0:0000þ 0:0000i 0:0000þ 0:0000i 0:0000þ 0:0000i 3:0023� 3:9998i

0B@
1CA

and

Q ¼
�0:8347� 0:1364i �0:0628þ 0:3806i 0:2765� 0:0846i 0:0633� 0:2199i
0:0664� 0:2968i 0:2365þ 0:5240i �0:5877� 0:4208i 0:0835þ 0:2183i
�0:0362� 0:3215i 0:3143� 0:5473i 0:0576� 0:5736i 0:0057� 0:4058i
0:0086þ 0:2958i �0:3416� 0:0757i �0:1900� 0:1600i 0:8327� 0:1868i

0B@
1CA:

The original matrix A is given in Section 10 in nag_zunghr (f08ntc).

10.1 Program Text

/* nag_ztrsen (f08quc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pda, pdc, pdq, pdt, select_len, w_len;
Integer exit_status = 0;
double norm, s, sep;
Complex alpha, beta;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *c = 0, *q = 0, *t = 0, *w = 0;
char nag_enum_arg[40];
Nag_Boolean *select = 0;
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#ifdef NAG_COLUMN_MAJOR
#define T(I, J) t[(J-1)*pdt + I - 1]
#define Q(I, J) q[(J-1)*pdq + I - 1]

order = Nag_ColMajor;
#else
#define T(I, J) t[(I-1)*pdt + J - 1]
#define Q(I, J) q[(I-1)*pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztrsen (f08quc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdc = n;
pdq = n;
pdt = n;

#else
pda = n;
pdc = n;
pdq = n;
pdt = n;

#endif
w_len = n;
select_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(c = NAG_ALLOC(n * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(w = NAG_ALLOC(w_len, Complex)) ||
!(select = NAG_ALLOC(select_len, Nag_Boolean)) ||
!(t = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read T and Q from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &T(i, j).re, &T(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &T(i, j).re, &T(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &Q(i, j).re, &Q(i, j).im);
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#else
scanf(" ( %lf , %lf ) ", &Q(i, j).re, &Q(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 0; i < n; ++i) {

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

select[i] = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_zgemm (f16zac): Compute A = Q*T*Q^H */
alpha.re = 1.0;
alpha.im = 0.0;
beta.re = 0.0;
beta.im = 0.0;
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, q, pdq,

t, pdt, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alpha, c, pdc,

q, pdq, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix A */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Reorder the Schur factorization T */
/* nag_ztrsen (f08quc).
* Reorder Schur factorization of complex matrix, form
* orthonormal basis of right invariant subspace for
* selected eigenvalues, with estimates of sensitivities
*/

nag_ztrsen(order, Nag_DoBoth, Nag_UpdateSchur, select, n, t, pdt,
q, pdq, w, &m, &s, &sep, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrsen (f08quc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* nag_zgemm (f16zac): Compute A - Qt*Tt*Qt^H from the reordered */
/* Q and T */
alpha.re = 1.0;
alpha.im = 0.0;
beta.re = 0.0;
beta.im = 0.0;
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, alpha, q, pdq,

t, pdt, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alpha.re = -1.0;
beta.re = 1.0;
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alpha, c, pdc,

q, pdq, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norm of matrix A and print warning if */
/* it is too large */
nag_zge_norm(order, Nag_OneNorm, n, n, a, pda, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n", "Norm of A-(Qt*Tt*Qt^H) is much greater than 0.",
"Schur factorization has failed.");

}
else {

/* Print condition number estimates */
printf(" Condition number estimate of the selected cluster of"

" eigenvalues = %11.2e\n", 1.0 / s);
printf("\n Condition number estimate of the specified invariant"

" subspace = %11.2e\n", 1.0 / sep);
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(q);
NAG_FREE(t);
NAG_FREE(w);
NAG_FREE(select);

return exit_status;
}

10.2 Program Data

nag_ztrsen (f08quc) Example Program Data
4 :Value of n

(-6.0004,-6.9999) ( 0.3637,-0.3656) (-0.1880, 0.4787) ( 0.8785,-0.2539)
( 0.0000, 0.0000) (-5.0000, 2.0060) (-0.0307,-0.7217) (-0.2290, 0.1313)
( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 7.9982,-0.9964) ( 0.9357, 0.5359)
( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 3.0023,-3.9998)

:End of matrix T
(-0.8347,-0.1364) (-0.0628, 0.3806) ( 0.2765,-0.0846) ( 0.0633,-0.2199)
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( 0.0664,-0.2968) ( 0.2365, 0.5240) (-0.5877,-0.4208) ( 0.0835, 0.2183)
(-0.0362,-0.3215) ( 0.3143,-0.5473) ( 0.0576,-0.5736) ( 0.0057,-0.4058)
( 0.0086, 0.2958) (-0.3416,-0.0757) (-0.1900,-0.1600) ( 0.8327,-0.1868)

:End of matrix Q
Nag_TRUE Nag_FALSE Nag_FALSE Nag_TRUE :End of select

10.3 Program Results

nag_ztrsen (f08quc) Example Program Results

Matrix A
1 2 3 4

1 (-3.9702,-5.0406) (-4.1108, 3.7002) (-0.3403, 1.0098) ( 1.2899,-0.8590)
2 ( 0.3397,-1.5006) ( 1.5201,-0.4301) ( 1.8797,-5.3804) ( 3.3606, 0.6498)
3 ( 3.3101,-3.8506) ( 2.4996, 3.4504) ( 0.8802,-1.0802) ( 0.6401,-1.4800)
4 (-1.0999, 0.8199) ( 1.8103,-1.5905) ( 3.2502, 1.3297) ( 1.5701,-3.4397)

Condition number estimate of the selected cluster of eigenvalues = 1.02e+00

Condition number estimate of the specified invariant subspace = 1.82e-01
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NAG Library Function Document

nag_ztrsyl (f08qvc)

1 Purpose

nag_ztrsyl (f08qvc) solves the complex triangular Sylvester matrix equation.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztrsyl (Nag_OrderType order, Nag_TransType trana,
Nag_TransType tranb, Nag_SignType sign, Integer m, Integer n,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
Complex c[], Integer pdc, double *scal, NagError *fail)

3 Description

nag_ztrsyl (f08qvc) solves the complex Sylvester matrix equation

op Að ÞX 
X op Bð Þ ¼ �C;

where op Að Þ ¼ A or AH, and the matrices A and B are upper triangular; � is a scale factor ( � 1)
determined by the function to avoid overflow in X; A is m by m and B is n by n while the right-hand
side matrix C and the solution matrix X are both m by n. The matrix X is obtained by a
straightforward process of back-substitution (see Golub and Van Loan (1996)).

Note that the equation has a unique solution if and only if �i 
 �j 6¼ 0, where �if g and �j
� 

are the
eigenvalues of A and B respectively and the sign (þ or �) is the same as that used in the equation to be
solved.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Higham N J (1992) Perturbation theory and backward error for AX �XB ¼ C Numerical Analysis
Report University of Manchester

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trana – Nag_TransType Input

On entry: specifies the option op Að Þ.
trana ¼ Nag NoTrans

op Að Þ ¼ A.
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trana ¼ Nag ConjTrans
op Að Þ ¼ AH.

Constraint: trana ¼ Nag NoTrans or Nag ConjTrans.

3: tranb – Nag_TransType Input

On entry: specifies the option op Bð Þ.
tranb ¼ Nag NoTrans

op Bð Þ ¼ B.
tranb ¼ Nag ConjTrans

op Bð Þ ¼ BH.

Constraint: tranb ¼ Nag NoTrans or Nag ConjTrans.

4: sign – Nag_SignType Input

On entry: indicates the form of the Sylvester equation.

sign ¼ Nag Plus
The equation is of the form op Að ÞX þX op Bð Þ ¼ �C.

sign ¼ Nag Minus
The equation is of the form op Að ÞX �X op Bð Þ ¼ �C.

Constraint: sign ¼ Nag Plus or Nag Minus.

5: m – Integer Input

On entry: m, the order of the matrix A, and the number of rows in the matrices X and C.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the order of the matrix B, and the number of columns in the matrices X and C.

Constraint: n 	 0.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda�mð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by m upper triangular matrix A.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1;mð Þ.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix B.
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10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n right-hand side matrix C.

On exit: c is overwritten by the solution matrix X.

12: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

13: scal – double * Output

On exit: the value of the scale factor �.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.
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On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PERTURBED

A and B have common or close eigenvalues, perturbed values of which were used to solve the
equation.

7 Accuracy

Consider the equation AX �XB ¼ C. (To apply the remarks to the equation AX þXB ¼ C, simply
replace B by �B.)

Let ~X be the computed solution and R the residual matrix:

R ¼ C � A ~X � ~XB
� �

:

Then the residual is always small:

Rk kF ¼ O �ð Þ Ak kF þ Bk kF
� �

~X
�� ��

F
:

However, ~X is not necessarily the exact solution of a slightly perturbed equation; in other words, the
solution is not backwards stable.

For the forward error, the following bound holds:

~X �X
�� ��

F
� Rk kF

sep A;Bð Þ

but this may be a considerable over estimate. See Golub and Van Loan (1996) for a definition of
sep A;Bð Þ, and Higham (1992) for further details.

These remarks also apply to the solution of a general Sylvester equation, as described in Section 9.

f08qvc NAG Library Manual

f08qvc.4 Mark 26



8 Parallelism and Performance

nag_ztrsyl (f08qvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4mn mþ nð Þ.
To solve the general complex Sylvester equation

AX 
XB ¼ C

where A and B are general matrices, A and B must first be reduced to Schur form :

A ¼ Q1
~AQH

1 and B ¼ Q2
~BQH

2

where ~A and ~B are upper triangular and Q1 and Q2 are unitary. The original equation may then be
transformed to:

~A ~X 
 ~X ~B ¼ ~C

where ~X ¼ QH
1XQ2 and ~C ¼ QH

1CQ2. ~C may be computed by matrix multiplication; nag_ztrsyl
(f08qvc) may be used to solve the transformed equation; and the solution to the original equation can be
obtained as X ¼ Q1

~XQH
2 .

The real analogue of this function is nag_dtrsyl (f08qhc).

10 Example

This example solves the Sylvester equation AX þXB ¼ C, where

A ¼
�6:00� 7:00i 0:36� 0:36i �0:19þ 0:48i 0:88� 0:25i
0:00þ 0:00i �5:00þ 2:00i �0:03� 0:72i �0:23þ 0:13i
0:00þ 0:00i 0:00þ 0:00i 8:00� 1:00i 0:94þ 0:53i
0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i 3:00� 4:00i

0B@
1CA;

B ¼
0:50� 0:20i �0:29� 0:16i �0:37þ 0:84i �0:55þ 0:73i
0:00þ 0:00i �0:40þ 0:90i 0:06þ 0:22i �0:43þ 0:17i
0:00þ 0:00i 0:00þ 0:00i �0:90� 0:10i �0:89� 0:42i
0:00þ 0:00i 0:00þ 0:00i 0:00þ 0:00i 0:30� 0:70i

0B@
1CA

and

C ¼
0:63þ 0:35i 0:45� 0:56i 0:08� 0:14i �0:17� 0:23i
�0:17þ 0:09i �0:07� 0:31i 0:27� 0:54i 0:35þ 1:21i
�0:93� 0:44i �0:33� 0:35i 0:41� 0:03i 0:57þ 0:84i
0:54þ 0:25i �0:62� 0:05i �0:52� 0:13i 0:11� 0:08i

0B@
1CA:

10.1 Program Text

/* nag_ztrsyl (f08qvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer i, j, m, n, pda, pdb, pdc, pdd, pde, pdf;
Integer exit_status = 0;
double norm, scale;
NagError fail;
Nag_OrderType order;
Nag_SignType sign = Nag_Minus;
/* Arrays */
Complex *a = 0, *b = 0, *c = 0, *d = 0, *e = 0, *f = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]
#define D(I, J) d[(J-1)*pdd + I - 1]
#define E(I, J) e[(J-1)*pde + I - 1]
#define F(I, J) f[(J-1)*pdf + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]
#define D(I, J) d[(I-1)*pdd + J - 1]
#define E(I, J) e[(I-1)*pde + J - 1]
#define F(I, J) f[(I-1)*pdf + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztrsyl (f08qvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

pda = m;
pdb = n;

#ifdef NAG_COLUMN_MAJOR
pdc = m;
pdd = m;
pde = m;
pdf = m;

#else
pdc = n;
pdd = n;
pde = n;
pdf = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * m, Complex)) ||
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!(b = NAG_ALLOC(n * m, Complex)) ||
!(c = NAG_ALLOC(m * n, Complex)) ||
!(d = NAG_ALLOC(m * n, Complex)) ||
!(e = NAG_ALLOC(m * n, Complex)) || !(f = NAG_ALLOC(m * n, Complex))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B and C from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &C(i, j).re, &C(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &C(i, j).re, &C(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Copy C into F */
for (i = 1; i <= m; i++) {

for (j = 1; j <= m; j++) {
F(i, j).re = C(i, j).re;
F(i, j).im = C(i, j).im;

}
}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrix C */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, c, pdc, Nag_BracketForm, "%7.4f",
"Matrix C", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

/* Reorder the Schur factorization T */
/* nag_ztrsyl (f08qvc).
* Solve complex Sylvester matrix equation AX + XB = C, A
* and B are upper triangular or conjugate-transposes
*/

nag_ztrsyl(order, Nag_NoTrans, Nag_NoTrans, sign, m, n, a, pda,
b, pdb, c, pdc, &scale, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrsyl (f08qvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zgemm (f16zac): Compute aC - (A*X + X*B*sign) from the solution */
/* and store in matrix E */
alpha.re = 1.0;
alpha.im = 0.0;
beta.re = 0.0;
beta.im = 0.0;
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, m, alpha, a, pda,

c, pdc, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (sign == Nag_Minus)

alpha.re = -1.0;
else

alpha.re = 1.0;
beta.re = 1.0;
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, m, n, n, alpha, c, pdc,

b, pdb, beta, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = 1; i <= m; i++) {

for (j = 1; j <= n; j++) {
E(i, j).re = scale * F(i, j).re - D(i, j).re;
E(i, j).im = scale * F(i, j).im - D(i, j).im;

}
}

/* nag_zge_norm (f16uac): Find norm of matrix E and print warning if */
/* it is too large */
nag_zge_norm(order, Nag_OneNorm, m, n, e, pde, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (norm > pow(x02ajc(), 0.8)) {

printf("%s\n%s\n",
"Norm of aC - (A*X + X*B*sign) is much greater than 0.",
"Schur factorization has failed.");

}
else {

printf(" SCALE = %11.2e\n", scale);
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
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NAG_FREE(e);
NAG_FREE(f);

return exit_status;
}

10.2 Program Data

nag_ztrsyl (f08qvc) Example Program Data
4 4 :Values of M and N

(-6.00,-7.00) ( 0.36,-0.36) (-0.19, 0.48) ( 0.88,-0.25)
( 0.00, 0.00) (-5.00, 2.00) (-0.03,-0.72) (-0.23, 0.13)
( 0.00, 0.00) ( 0.00, 0.00) ( 8.00,-1.00) ( 0.94, 0.53)
( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 3.00,-4.00) :End of matrix A
( 0.50,-0.20) (-0.29,-0.16) (-0.37, 0.84) (-0.55, 0.73)
( 0.00, 0.00) (-0.40, 0.90) ( 0.06, 0.22) (-0.43, 0.17)
( 0.00, 0.00) ( 0.00, 0.00) (-0.90,-0.10) (-0.89,-0.42)
( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 0.30,-0.70) :End of matrix B
( 0.63, 0.35) ( 0.45,-0.56) ( 0.08,-0.14) (-0.17,-0.23)
(-0.17, 0.09) (-0.07,-0.31) ( 0.27,-0.54) ( 0.35, 1.21)
(-0.93,-0.44) (-0.33,-0.35) ( 0.41,-0.03) ( 0.57, 0.84)
( 0.54, 0.25) (-0.62,-0.05) (-0.52,-0.13) ( 0.11,-0.08) :End of matrix C

10.3 Program Results

nag_ztrsyl (f08qvc) Example Program Results

Matrix C
1 2 3 4

1 ( 0.6300, 0.3500) ( 0.4500,-0.5600) ( 0.0800,-0.1400) (-0.1700,-0.2300)
2 (-0.1700, 0.0900) (-0.0700,-0.3100) ( 0.2700,-0.5400) ( 0.3500, 1.2100)
3 (-0.9300,-0.4400) (-0.3300,-0.3500) ( 0.4100,-0.0300) ( 0.5700, 0.8400)
4 ( 0.5400, 0.2500) (-0.6200,-0.0500) (-0.5200,-0.1300) ( 0.1100,-0.0800)

SCALE = 1.00e+00
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NAG Library Function Document

nag_ztrevc (f08qxc)

1 Purpose

nag_ztrevc (f08qxc) computes selected left and/or right eigenvectors of a complex upper triangular
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztrevc (Nag_OrderType order, Nag_SideType side,
Nag_HowManyType how_many, const Nag_Boolean select[], Integer n,
Complex t[], Integer pdt, Complex vl[], Integer pdvl, Complex vr[],
Integer pdvr, Integer mm, Integer *m, NagError *fail)

3 Description

nag_ztrevc (f08qxc) computes left and/or right eigenvectors of a complex upper triangular matrix T .
Such a matrix arises from the Schur factorization of a complex general matrix, as computed by
nag_zhseqr (f08psc), for example.

The right eigenvector x, and the left eigenvector y, corresponding to an eigenvalue �, are defined by:

Tx ¼ �x and yHT ¼ �yH or THy ¼ ��y
� �

:

The function can compute the eigenvectors corresponding to selected eigenvalues, or it can compute all
the eigenvectors. In the latter case the eigenvectors may optionally be pre-multiplied by an input matrix
Q. Normally Q is a unitary matrix from the Schur factorization of a matrix A as A ¼ QTQH; if x is a
(left or right) eigenvector of T , then Qx is an eigenvector of A.

The eigenvectors are computed by forward or backward substitution. They are scaled so that
max Re xið Þj j þ Im xij jð Þ ¼ 1.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: indicates whether left and/or right eigenvectors are to be computed.

side ¼ Nag RightSide
Only right eigenvectors are computed.
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side ¼ Nag LeftSide
Only left eigenvectors are computed.

side ¼ Nag BothSides
Both left and right eigenvectors are computed.

Constraint: side ¼ Nag RightSide, Nag LeftSide or Nag BothSides.

3: how many – Nag_HowManyType Input

On entry: indicates how many eigenvectors are to be computed.

how many ¼ Nag ComputeAll
All eigenvectors (as specified by side) are computed.

how many ¼ Nag BackTransform
All eigenvectors (as specified by side) are computed and then pre-multiplied by the matrix
Q (which is overwritten).

how many ¼ Nag ComputeSelected
Selected eigenvectors (as specified by side and select) are computed.

Constraint: how many ¼ Nag ComputeAll, Nag BackTransform or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.

O n e n t r y : s p e c i fi e s w h i c h e i g e n v e c t o r s a r e t o b e c o m p u t e d i f
how many ¼ Nag ComputeSelected. To obtain the eigenvector corresponding to the eigenvalue
�j, select½j� 1� must be set Nag_TRUE.

If how many ¼ Nag ComputeAll or Nag BackTransform, select is not referenced and may be
NULL.

5: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

6: t½dim� – Complex Input/Output

Note: the dimension, dim, of the array t must be at least pdt� n.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix T , as returned by nag_zhseqr (f08psc).

On exit: is used as internal workspace prior to being restored and hence is unchanged.

7: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdt 	 n.

f08qxc NAG Library Manual

f08qxc.2 Mark 26



8: vl½dim� – Complex Input/Output

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvl when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag LeftSide or Nag BothSides, vl
must contain an n by n matrix Q (usually the matrix of Schur vectors returned by nag_zhseqr
(f08psc)).

If how many ¼ Nag ComputeAll or Nag ComputeSelected, vl need not be set.

On exit: if side ¼ Nag LeftSide or Nag BothSides, vl contains the computed left eigenvectors (as
specified by how_many and select). The eigenvectors are stored consecutively in the rows or
columns (depending on the value of order) of the array, in the same order as their eigenvalues.

If side ¼ Nag RightSide, vl is not referenced and may be NULL.

9: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, vl may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm;
if side ¼ Nag RightSide, vl may be NULL..

10: vr½dim� – Complex Input/Output

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvr when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag RightSide or Nag BothSides, vr
must contain an n by n matrix Q (usually the matrix of Schur vectors returned by nag_zhseqr
(f08psc)).

If how many ¼ Nag ComputeAll or Nag ComputeSelected, vr need not be set.

On exit: if side ¼ Nag RightSide or Nag BothSides, vr contains the computed right eigenvectors
(as specified by how_many and select). The eigenvectors are stored consecutively in the rows or
columns (depending on the value of order) of the array, in the same order as their eigenvalues.

If side ¼ Nag LeftSide, vr is not referenced and may be NULL.
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11: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, vr may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm;
if side ¼ Nag LeftSide, vr may be NULL..

12: mm – Integer Input

On entry: the number of rows or columns (depending on the value of order) in the arrays vl and/
or vr. The precise number of rows or columns required, requiredrowcol, is n if
how many ¼ Nag ComputeAll or Nag BackTransform; if how many ¼ Nag ComputeSelected,
requiredrowcol is the number of selected eigenvectors (see select), in which case
0 � requiredrowcol � n.
Constraints:

if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
otherwise mm 	 requiredrowcol.

13: m – Integer * Output

On exit: requiredrowcol, the number of selected eigenvectors. If how many ¼ Nag ComputeAll
or Nag BackTransform, m is set to n.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, side ¼ valueh i and mm ¼ valueh i.
Constraint: mm > 0.

NE_ENUM_INT_2

On entry, how many ¼ valueh i, mm ¼ valueh i and n ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
otherwise mm 	 requiredrowcol.

On entry, side ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm.
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On entry, side ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n.

On entry, side ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm.

On entry, side ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.
On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If xi is an exact right eigenvector, and ~xi is the corresponding computed eigenvector, then the angle
� ~xi; xið Þ between them is bounded as follows:

� ~xi; xið Þ � c nð Þ� Tk k2
sepi

where sepi is the reciprocal condition number of xi.

The condition number sepi may be computed by calling nag_ztrsna (f08qyc).

8 Parallelism and Performance

nag_ztrevc (f08qxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dtrevc (f08qkc).

10 Example

See Section 10 in nag_zgebal (f08nvc).
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NAG Library Function Document

nag_ztrsna (f08qyc)

1 Purpose

nag_ztrsna (f08qyc) estimates condition numbers for specified eigenvalues and/or right eigenvectors of
a complex upper triangular matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztrsna (Nag_OrderType order, Nag_JobType job,
Nag_HowManyType how_many, const Nag_Boolean select[], Integer n,
const Complex t[], Integer pdt, const Complex vl[], Integer pdvl,
const Complex vr[], Integer pdvr, double s[], double sep[], Integer mm,
Integer *m, NagError *fail)

3 Description

nag_ztrsna (f08qyc) estimates condition numbers for specified eigenvalues and/or right eigenvectors of
a complex upper triangular matrix T . These are the same as the condition numbers of the eigenvalues
and right eigenvectors of an original matrix A ¼ ZTZH (with unitary Z), from which T may have been
derived.

nag_ztrsna (f08qyc) computes the reciprocal of the condition number of an eigenvalue �i as

si ¼
vHuj j

uk kE vk kE
;

where u and v are the right and left eigenvectors of T , respectively, corresponding to �i. This reciprocal
condition number always lies between zero (i.e., ill-conditioned) and one (i.e., well-conditioned).

An approximate error estimate for a computed eigenvalue �i is then given by

� Tk k
si

;

where � is the machine precision.

To estimate the reciprocal of the condition number of the right eigenvector corresponding to �i, the
function first calls nag_ztrexc (f08qtc) to reorder the eigenvalues so that �i is in the leading position:

T ¼ Q �i cH

0 T22

� �
QH:

The reciprocal condition number of the eigenvector is then estimated as sepi, the smallest singular value
of the matrix T22 � �iIð Þ. This number ranges from zero (i.e., ill-conditioned) to very large (i.e., well-
conditioned).

An approximate error estimate for a computed right eigenvector u corresponding to �i is then given by

� Tk k
sepi

:

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether condition numbers are required for eigenvalues and/or eigenvectors.

job ¼ Nag EigVals
Condition numbers for eigenvalues only are computed.

job ¼ Nag EigVecs
Condition numbers for eigenvectors only are computed.

job ¼ Nag DoBoth
Condition numbers for both eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals, Nag EigVecs or Nag DoBoth.

3: how many – Nag_HowManyType Input

On entry: indicates how many condition numbers are to be computed.

how many ¼ Nag ComputeAll
Condition numbers for all eigenpairs are computed.

how many ¼ Nag ComputeSelected
Condition numbers for selected eigenpairs (as specified by select) are computed.

Constraint: how many ¼ Nag ComputeAll or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.

On entry: specifies the eigenpairs for which condition numbers are to be computed if
how many ¼ Nag ComputeSelected. To select condition numbers for the eigenpair correspond-
ing to the eigenvalue �j, select½j� 1� must be set to Nag_TRUE.

If how many ¼ Nag ComputeAll, select is not referenced and may be NULL.

5: n – Integer Input

On entry: n, the order of the matrix T .

Constraint: n 	 0.

6: t½dim� – const Complex Input

Note: the dimension, dim, of the array t must be at least pdt� n.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix T , as returned by nag_zhseqr (f08psc).
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7: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraint: pdt 	 max 1;nð Þ.

8: vl½dim� – const Complex Input

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvl when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vl must contain the left eigenvectors of T (or of
any matrix QTQH with Q unitary) corresponding to the eigenpairs specified by how_many and
select. The eigenvectors must be stored in consecutive rows or columns (depending on the value
of order) of vl, as returned by nag_zhsein (f08pxc) or nag_ztrevc (f08qxc).

If job ¼ Nag EigVecs, vl is not referenced and may be NULL.

9: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n;
if job ¼ Nag EigVecs, vl may be NULL.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm;
if job ¼ Nag EigVecs, vl may be NULL..

10: vr½dim� – const Complex Input

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvr when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vr must contain the right eigenvectors of T (or
of any matrix QTQH with Q unitary) corresponding to the eigenpairs specified by how_many
and select. The eigenvectors must be stored in consecutive rows or columns (depending on the
value of order) of vr, as returned by nag_zhsein (f08pxc) or nag_ztrevc (f08qxc).

If job ¼ Nag EigVecs, vr is not referenced and may be NULL.

11: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08qyc

Mark 26 f08qyc.3



Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n;
if job ¼ Nag EigVecs, vr may be NULL.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm;
if job ¼ Nag EigVecs, vr may be NULL..

12: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least

mm when job ¼ Nag EigVals or Nag DoBoth;
otherwise s may be NULL.

On exit: the reciprocal condition numbers of the selected eigenvalues if job ¼ Nag EigVals or
Nag DoBoth, stored in consecutive elements of the array. Thus s½j� 1�, sep½j� 1� and the jth
rows or columns of vl and vr all correspond to the same eigenpair (but not in general the jth
eigenpair unless all eigenpairs have been selected).

If job ¼ Nag EigVecs, s is not referenced and may be NULL.

13: sep½dim� – double Output

Note: the dimension, dim, of the array sep must be at least

mm when job ¼ Nag EigVecs or Nag DoBoth;
otherwise sep may be NULL.

On exit: the estimated reciprocal condition numbers of the selected right eigenvectors if
job ¼ Nag EigVecs or Nag DoBoth, stored in consecutive elements of the array.

If job ¼ Nag EigVals, sep is not referenced and may be NULL.

14: mm – Integer Input

On entry: the number of elements in the arrays s and sep, and the number of rows or columns
(depending on the value of order) in the arrays vl and vr (if used). The precise number required,
requiredrowcol, is n if how many ¼ Nag ComputeAll; if how many ¼ Nag ComputeSelected,
requiredrowcol is the number of selected eigenpairs (see select), in which case
0 � requiredrowcol � n.
Constraints:

if how many ¼ Nag ComputeAll, mm 	 n;
otherwise mm 	 requiredrowcol.

15: m – Integer * Output

On exit: requiredrowcol, the number of selected eigenpairs. If how many ¼ Nag ComputeAll, m
is set to n.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, how many ¼ valueh i, mm ¼ valueh i and n ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll, mm 	 n;
otherwise mm 	 requiredrowcol.

On entry, job ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm.

On entry, job ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n.

On entry, job ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm.

On entry, job ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed values sepi may over estimate the true value, but seldom by a factor of more than 3.
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8 Parallelism and Performance

nag_ztrsna (f08qyc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dtrsna (f08qlc).

10 Example

This example computes approximate error estimates for all the eigenvalues and right eigenvectors of the
matrix T , where

T ¼
�6:0004� 6:9999i 0:3637� 0:3656i �0:1880þ 0:4787i 0:8785� 0:2539i
0:0000þ 0:0000i �5:0000þ 2:0060i �0:0307� 0:7217i �0:2290þ 0:1313i
0:0000þ 0:0000i 0:0000þ 0:0000i 7:9982� 0:9964i 0:9357þ 0:5359i
0:0000þ 0:0000i 0:0000þ 0:0000i 0:0000þ 0:0000i 3:0023� 3:9998i

0B@
1CA:

10.1 Program Text

/* nag_ztrsna (f08qyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer i, j, m, n, pdt, pdvl, pdvr;
Integer s_len;
Integer exit_status = 0;
double eps, tnorm;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *s = 0, *sep = 0;
Complex *t = 0, *vl = 0, *vr = 0;

#ifdef NAG_COLUMN_MAJOR
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_ztrsna (f08qyc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pdt = n;
pdvl = n;
pdvr = n;

#else
pdt = n;
pdvl = n;
pdvr = n;

#endif
s_len = n;

/* Allocate memory */
if (!(t = NAG_ALLOC(n * n, Complex)) ||

!(vl = NAG_ALLOC(n * n, Complex)) ||
!(vr = NAG_ALLOC(n * n, Complex)) ||
!(s = NAG_ALLOC(s_len, double)) || !(sep = NAG_ALLOC(s_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read T from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &T(i, j).re, &T(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &T(i, j).re, &T(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Calculate right and left eigrnvectors of T */
/* nag_ztrevc (f08qxc).
* Left and right eigenvectors of complex upper triangular
* matrix
*/

nag_ztrevc(order, Nag_BothSides, Nag_ComputeAll, NULL, n, t, pdt,
vl, pdvl, vr, pdvr, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrevc (f08qxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate condition numbers for all the eigenvalues and */
/* right eigenvectors of T */
/* nag_ztrsna (f08qyc).
* Estimates of sensitivities of selected eigenvalues and
* eigenvectors of complex upper triangular matrix
*/

nag_ztrsna(order, Nag_DoBoth, Nag_ComputeAll, NULL, n, t, pdt,
vl, pdvl, vr, pdvr, s, sep, n, &m, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrsna (f08qyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print condition numbers of eigenvalues and right eigenvectors */
printf("\nS\n");
for (i = 0; i < n; ++i)

printf("%11.1e", s[i]);
printf("\n\nSep\n");
for (i = 0; i < n; ++i)

printf("%11.1e", sep[i]);
printf("\n");
/* Calculate approximate error estimates (using the 1-norm) */
/* nag_zge_norm (f16uac).
* 1-norm, infinity-norm, Frobenius norm, largest absolute
* element, complex general matrix
*/

nag_zge_norm(order, Nag_OneNorm, n, n, t, pdt, &tnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_machine_precision (x02ajc).
* The machine precision
*/

eps = nag_machine_precision;
printf("\nApproximate error estimates for eigenvalues"

"of T (machine dependent)\n");
for (i = 0; i < m; ++i)

printf("%11.1e", eps * tnorm / s[i]);
printf("\n\nApproximate error estimates for right eigenvectors"

"of T (machine dependent)\n");
for (i = 0; i < m; ++i)

printf("%11.1e", eps * tnorm / sep[i]);
printf("\n");

END:
NAG_FREE(t);
NAG_FREE(s);
NAG_FREE(sep);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}

10.2 Program Data

nag_ztrsna (f08qyc) Example Program Data
4 :Value of N

(-6.0004,-6.9999) ( 0.3637,-0.3656) (-0.1880, 0.4787) ( 0.8785,-0.2539)
( 0.0000, 0.0000) (-5.0000, 2.0060) (-0.0307,-0.7217) (-0.2290, 0.1313)
( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 7.9982,-0.9964) ( 0.9357, 0.5359)
( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 0.0000, 0.0000) ( 3.0023,-3.9998)

:End of matrix T

10.3 Program Results

nag_ztrsna (f08qyc) Example Program Results

S
9.9e-01 1.0e+00 9.8e-01 9.8e-01

Sep
8.4e+00 8.0e+00 5.8e+00 5.8e+00

f08qyc NAG Library Manual

f08qyc.8 Mark 26



Approximate error estimates for eigenvaluesof T (machine dependent)
1.0e-15 1.0e-15 1.1e-15 1.1e-15

Approximate error estimates for right eigenvectorsof T (machine dependent)
1.2e-16 1.3e-16 1.8e-16 1.8e-16
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NAG Library Function Document

nag_dorcsd (f08rac)

1 Purpose

nag_dorcsd (f08rac) computes the CS decomposition of a real m by m orthogonal matrix X, partitioned
into a 2 by 2 array of submatrices.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dorcsd (Nag_OrderType order, Nag_ComputeUType jobu1,
Nag_ComputeUType jobu2, Nag_ComputeVTType jobv1t,
Nag_ComputeVTType jobv2t, Nag_SignsType signs, Integer m, Integer p,
Integer q, double x11[], Integer pdx11, double x12[], Integer pdx12,
double x21[], Integer pdx21, double x22[], Integer pdx22,
double theta[], double u1[], Integer pdu1, double u2[], Integer pdu2,
double v1t[], Integer pdv1t, double v2t[], Integer pdv2t,
NagError *fail)

3 Description

The m by m orthogonal matrix X is partitioned as

X ¼ X11 X12
X21 X22

� �
where X11 is a p by q submatrix and the dimensions of the other submatrices X12, X21 and X22 are such
that X remains m by m.

The CS decomposition of X is X ¼ U�pV
T where U , V and �p are m by m matrices, such that

U ¼ U1 0
0 U2

� �
is an orthogonal matrix containing the p by p orthogonal matrix U1 and the m� pð Þ by m� pð Þ
orthogonal matrix U2;

V ¼ V1 0
0 V2

� �
is an orthogonal matrix containing the q by q orthogonal matrix V1 and the m� qð Þ by m� qð Þ
orthogonal matrix V2; and

�p ¼

I11 0 0 0

C 0 0 �S
0 0 0 �I12

0 0 I22 0

0 S C 0

0 I21 0 0

0BBBBBBBBB@

1CCCCCCCCCA
contains the r by r non-negative diagonal submatrices C and S satisfying C2 þ S2 ¼ I, where
r ¼ min p;m� p; q;m� qð Þ and the top left partition is p by q.

The identity matrix I11 is of order min p; qð Þ � r and vanishes if min p; qð Þ ¼ r.
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The identity matrix I12 is of order min p;m� qð Þ � r and vanishes if min p;m� qð Þ ¼ r.
The identity matrix I21 is of order min m� p; qð Þ � r and vanishes if min m� p; qð Þ ¼ r.
The identity matrix I22 is of order min m� p;m� qð Þ � r and vanishes if min m� p;m� qð Þ ¼ r.
In each of the four cases r ¼ p; q;m� p;m� q at least two of the identity matrices vanish.

The indicated zeros represent augmentations by additional rows or columns (but not both) to the square
diagonal matrices formed by Iij and C or S.

�p does not need to be stored in full; it is sufficient to return only the values �i for i ¼ 1; 2; . . . ; r where
Cii ¼ cos �ið Þ and Sii ¼ sin �ið Þ.
The algorithm used to perform the complete CS decomposition is described fully in Sutton (2009)
including discussions of the stability and accuracy of the algorithm.

4 References
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Press, Baltimore

Sutton B D (2009) Computing the complete CS decomposition Numerical Algorithms (Volume 50)
1017–1398 Springer US 33–65 http://dx.doi.org/10.1007/s11075-008-9215-6

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu1 – Nag_ComputeUType Input

On entry:

if jobu1 ¼ Nag AllU, U1 is computed;

if jobu1 ¼ Nag NotU, U1 is not computed.

Constraint: jobu1 ¼ Nag AllU or Nag NotU.

3: jobu2 – Nag_ComputeUType Input

On entry:

if jobu2 ¼ Nag AllU, U2 is computed;

if jobu2 ¼ Nag NotU, U2 is not computed.

Constraint: jobu2 ¼ Nag AllU or Nag NotU.

4: jobv1t – Nag_ComputeVTType Input

On entry:

if jobv1t ¼ Nag AllVT, V T
1 is computed;

if jobv1t ¼ Nag NotVT, V T
1 is not computed.

Constraint: jobv1t ¼ Nag AllVT or Nag NotVT.
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5: jobv2t – Nag_ComputeVTType Input

On entry:

if jobv2t ¼ Nag AllVT, V T
2 is computed;

if jobv2t ¼ Nag NotVT, V T
2 is not computed.

Constraint: jobv2t ¼ Nag AllVT or Nag NotVT.

6: signs – Nag_SignsType Input

On entry:

if signs ¼ Nag LowerMinus, the lower-left block is made nonpositive (the other
convention);

if signs ¼ Nag UpperMinus, the upper-right block is made nonpositive (the default
convention).

Constraint: signs ¼ Nag LowerMinus or Nag UpperMinus.

7: m – Integer Input

On entry: m, the number of rows and columns in the orthogonal matrix X.

Constraint: m 	 0.

8: p – Integer Input

On entry: p, the number of rows in X11 and X12.

Constraint: 0 � p � m.

9: q – Integer Input

On entry: q, the number of columns in X11 and X21.

Constraint: 0 � q � m.

10: x11½dim� – double Input/Output

Note: the dimension, dim, of the array x11 must be at least

max 1;pdx11� pð Þ when order ¼ Nag RowMajor;
max 1;pdx11� qð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x11½ j� 1ð Þ � pdx11þ i� 1� when order ¼ Nag ColMajor;
x11½ i� 1ð Þ � pdx11þ j� 1� when order ¼ Nag RowMajor.

On entry: the upper left partition of the orthogonal matrix X whose CSD is desired.

On exit: contains details of the orthogonal matrix used in a simultaneous bidiagonalization
process.

11: pdx11 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x11.

Constraints:

if order ¼ Nag RowMajor, pdx11 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx11 	 max 1; pð Þ.
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12: x12½dim� – double Input/Output

Note: the dimension, dim, of the array x12 must be at least

max 1;pdx12� pð Þ when order ¼ Nag RowMajor;
max 1;pdx12� ðm� qÞð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x12½ j� 1ð Þ � pdx12þ i� 1� when order ¼ Nag ColMajor;
x12½ i� 1ð Þ � pdx12þ j� 1� when order ¼ Nag RowMajor.

On entry: the upper right partition of the orthogonal matrix X whose CSD is desired.

On exit: contains details of the orthogonal matrix used in a simultaneous bidiagonalization
process.

13: pdx12 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x12.

Constraints:

if order ¼ Nag RowMajor, pdx12 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx12 	 max 1; pð Þ.

14: x21½dim� – double Input/Output

Note: the dimension, dim, of the array x21 must be at least

max 1;pdx21� ðm� pÞð Þ when order ¼ Nag RowMajor;
max 1;pdx21� qð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x21½ j� 1ð Þ � pdx21þ i� 1� when order ¼ Nag ColMajor;
x21½ i� 1ð Þ � pdx21þ j� 1� when order ¼ Nag RowMajor.

On entry: the lower left partition of the orthogonal matrix X whose CSD is desired.

On exit: contains details of the orthogonal matrix used in a simultaneous bidiagonalization
process.

15: pdx21 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x21.

Constraints:

if order ¼ Nag RowMajor, pdx21 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx21 	 max 1;m� pð Þ.

16: x22½dim� – double Input/Output

Note: the dimension, dim, of the array x22 must be at least

max 1;pdx22� ðm� pÞð Þ when order ¼ Nag RowMajor;
max 1;pdx22� ðm� qÞð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x22½ j� 1ð Þ � pdx22þ i� 1� when order ¼ Nag ColMajor;
x22½ i� 1ð Þ � pdx22þ j� 1� when order ¼ Nag RowMajor.

On entry: the lower right partition of the orthogonal matrix X CSD is desired.

On exit: contains details of the orthogonal matrix used in a simultaneous bidiagonalization
process.
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17: pdx22 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x22.

Constraints:

if order ¼ Nag RowMajor, pdx22 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx22 	 max 1;m� pð Þ.

18: theta½dim� – double Output

Note: the dimension, dim, of the array theta must be at least min p;m� p;q;m� qð Þ.
On exit: the values �i for i ¼ 1; 2; . . . ; r where r ¼ min p;m� p; q;m� qð Þ. The diagonal
submatrices C and S of �p are constructed from these values as

C ¼ diag cos theta½0�ð Þ; . . . ; cos theta½r� 1�ð Þð Þ and
S ¼ diag sin theta½0�ð Þ; . . . ; sin theta½r� 1�ð Þð Þ.

19: u1½dim� – double Output

Note: the dimension, dim, of the array u1 must be at least

max 1;pdu1� pð Þ when jobu1 ¼ Nag AllU;
otherwise u1 may be NULL.

The i; jð Þth element of the matrix is stored in

u1½ j� 1ð Þ � pdu1þ i� 1� when order ¼ Nag ColMajor;
u1½ i� 1ð Þ � pdu1þ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu1 ¼ Nag AllU, u1 contains the p by p orthogonal matrix U1.

20: pdu1 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u1.

Constraint: if jobu1 ¼ Nag AllU, pdu1 	 max 1; pð Þ

21: u2½dim� – double Output

Note: the dimension, dim, of the array u2 must be at least

max 1;pdu2� ðm� pÞð Þ when jobu2 ¼ Nag AllU;
otherwise u2 may be NULL.

The i; jð Þth element of the matrix is stored in

u2½ j� 1ð Þ � pdu2þ i� 1� when order ¼ Nag ColMajor;
u2½ i� 1ð Þ � pdu2þ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu2 ¼ Nag AllU, u2 contains the m� p by m� p orthogonal matrix U2.

22: pdu2 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u2.

Constraint: if jobu2 ¼ Nag AllU, pdu2 	 max 1;m� pð Þ

23: v1t½dim� – double Output

Note: the dimension, dim, of the array v1t must be at least

max 1;pdv1t� qð Þ when jobv1t ¼ Nag AllVT;
otherwise v1t may be NULL.
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The i; jð Þth element of the matrix is stored in

v1t½ j� 1ð Þ � pdv1tþ i� 1� when order ¼ Nag ColMajor;
v1t½ i� 1ð Þ � pdv1tþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv1t ¼ Nag AllVT, v1t contains the q by q orthogonal matrix V1
T.

24: pdv1t – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v1t.

Constraint: if jobv1t ¼ Nag AllVT, pdv1t 	 max 1; qð Þ

25: v2t½dim� – double Output

Note: the dimension, dim, of the array v2t must be at least

max 1;pdv2t� ðm� qÞð Þ when jobv2t ¼ Nag AllVT;
otherwise v2t may be NULL.

The i; jð Þth element of the matrix is stored in

v2t½ j� 1ð Þ � pdv2tþ i� 1� when order ¼ Nag ColMajor;
v2t½ i� 1ð Þ � pdv2tþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv2t ¼ Nag AllVT, v2t contains the m� q by m� q orthogonal matrix V2
T.

26: pdv2t – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v2t.

Constraint: if jobv2t ¼ Nag AllVT, pdv2t 	 max 1;m� qð Þ

27: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The Jacobi-type procedure failed to converge during an internal reduction to bidiagonal-block
form. The process requires convergence to min p;m� p; q;m� qð Þ values, the value of
fail:errnum gives the number of converged values.

NE_ENUM_INT_2

On entry, jobu1 ¼ valueh i, pdu1 ¼ valueh i and p ¼ valueh i.
Constraint: if jobu1 ¼ Nag AllU, pdu1 	 max 1; pð Þ.
On entry, jobu1 ¼ valueh i, pdu1 ¼ valueh i, p ¼ valueh i.
Constraint: if jobu1 ¼ Nag AllU, pdu1 	 p.
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On entry, jobv1t ¼ valueh i, pdv1t ¼ valueh i and q ¼ valueh i.
Constraint: if jobv1t ¼ Nag AllVT, pdv1t 	 max 1;qð Þ.
On entry, jobv1t ¼ valueh i, pdv1t ¼ valueh i, q ¼ valueh i.
Constraint: if jobv1t ¼ Nag AllVT, pdv1t 	 q.

NE_ENUM_INT_3

On entry, jobu2 ¼ valueh i, pdu2 ¼ valueh i, m ¼ valueh i and p ¼ valueh i.
Constraint: if jobu2 ¼ Nag AllU, pdu2 	 max 1;m� pð Þ.
On entry, jobu2 ¼ valueh i, pdu2 ¼ valueh i, m ¼ valueh i and p ¼ valueh i.
Constraint: if jobu2 ¼ Nag AllU, pdu2 	 m� p.

On entry, jobv2t ¼ valueh i, pdv2t ¼ valueh i, m ¼ valueh i and q ¼ valueh i.
Constraint: if jobv2t ¼ Nag AllVT, pdv2t 	 max 1;m� qð Þ.
On entry, jobv2t ¼ valueh i, pdv2t ¼ valueh i, m ¼ valueh i and q ¼ valueh i.
Constraint: if jobv2t ¼ Nag AllVT, pdv2t 	 m� q.

On entry, order ¼ valueh i, pdx11 ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx11 	 max 1; pð Þ;
if order ¼ Nag ColMajor, pdx11 	 max 1; qð Þ.
On entry, order ¼ valueh i, pdx11 ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx11 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx11 	 max 1; pð Þ.

NE_ENUM_INT_4

On entry, order ¼ valueh i, pdx12 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx12 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx12 	 max 1; pð Þ.
On entry, order ¼ valueh i, pdx12 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx12 	 max 1; pð Þ;
if order ¼ Nag ColMajor, pdx12 	 max 1;m� qð Þ.
On entry, order ¼ valueh i, pdx21 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx21 	 max 1;m� pð Þ;
if order ¼ Nag ColMajor, pdx21 	 max 1; qð Þ.
On entry, order ¼ valueh i, pdx21 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx21 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx21 	 max 1;m� pð Þ.
On entry, order ¼ valueh i, pdx22 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx22 	 max 1;m� pð Þ;
if order ¼ Nag ColMajor, pdx22 	 max 1;m� qð Þ.
On entry, order ¼ valueh i, pdx22 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx22 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx22 	 max 1;m� pð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

NE_INT_2

On entry, m ¼ valueh i and p ¼ valueh i.
Constraint: 0 � p � m.

On entry, m ¼ valueh i and q ¼ valueh i.
Constraint: 0 � q � m.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed CS decomposition is nearly the exact CS decomposition for the nearby matrix X þ Eð Þ,
where

Ek k2 ¼ O �ð Þ;

and � is the machine precision.

8 Parallelism and Performance

nag_dorcsd (f08rac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dorcsd (f08rac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to perform the full CS decomposition is
approximately 2m3.

The complex analogue of this function is nag_zuncsd (f08rnc).

10 Example

This example finds the full CS decomposition of

X ¼

�0:7576 0:3697 0:3838 0:2126 �0:3112
�0:4077 �0:1552 �0:1129 0:2676 0:8517
�0:0488 0:7240 �0:6730 �0:1301 0:0602
�0:2287 0:0088 0:2235 �0:9235 0:2120
0:4530 0:5612 0:5806 0:1162 0:3595

0BBB@
1CCCA

partitioned so that the top left block is 3 by 2.

The decomposition is performed both on submatrices of the orthogonal matrix X and on separated
partition matrices. Code is also provided to perform a recombining check if required.
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10.1 Program Text

/* nag_dorcsd (f08rac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pdx, pdu, pdv, pdx11, pdx12, pdx21, pdx22, pdu1, pdu2, pdv1t;
Integer pdv2t, pdw;
Integer i, j, m, p, q, n11, n12, n21, n22, r;
Integer recombine = 1, reprint = 0;
double alpha, beta;
/* Arrays */
double *theta = 0, *u = 0, *u1 = 0, *u2 = 0, *v = 0, *v1t = 0, *w = 0,

*v2t = 0, *x = 0, *x11 = 0, *x12 = 0, *x21 = 0, *x22 = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define X(I,J) x[(J-1)*pdx + I-1]
#define U(I,J) u[(J-1)*pdu + I-1]
#define V(I,J) v[(J-1)*pdv + I-1]
#define W(I,J) w[(J-1)*pdw + I-1]
#define X11(I,J) x11[(J-1)*pdx11 + I-1]
#define X12(I,J) x12[(J-1)*pdx12 + I-1]
#define X21(I,J) x21[(J-1)*pdx21 + I-1]
#define X22(I,J) x22[(J-1)*pdx22 + I-1]

order = Nag_ColMajor;
#else
#define X(I,J) x[(I-1)*pdx + J-1]
#define U(I,J) u[(I-1)*pdu + J-1]
#define V(I,J) v[(I-1)*pdv + J-1]
#define W(I,J) w[(I-1)*pdw + J-1]
#define X11(I,J) x11[(I-1)*pdx11 + J-1]
#define X12(I,J) x12[(I-1)*pdx12 + J-1]
#define X21(I,J) x21[(I-1)*pdx21 + J-1]
#define X22(I,J) x22[(I-1)*pdx22 + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dorcsd (f08rac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &p, &q);
#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &p, &q);
#endif

r = MIN(MIN(p, q), MIN(m - p, m - q));

if (!(x = NAG_ALLOC(m * m, double)) ||
!(u = NAG_ALLOC(m * m, double)) ||
!(v = NAG_ALLOC(m * m, double)) ||
!(w = NAG_ALLOC(m * m, double)) ||
!(theta = NAG_ALLOC(r, double)) ||
!(x11 = NAG_ALLOC(p * q, double)) ||
!(x12 = NAG_ALLOC(p * (m - q), double)) ||
!(x21 = NAG_ALLOC((m - p) * q, double)) ||
!(x22 = NAG_ALLOC((m - p) * (m - q), double)) ||
!(u1 = NAG_ALLOC(p * p, double)) ||
!(u2 = NAG_ALLOC((m - p) * (m - p), double)) ||
!(v1t = NAG_ALLOC(q * q, double)) ||
!(v2t = NAG_ALLOC((m - q) * (m - q), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdx = m;
pdu = m;
pdv = m;
pdw = m;
pdu1 = p;
pdu2 = m - p;
pdv1t = q;
pdv2t = m - q;

#ifdef NAG_COLUMN_MAJOR
pdx11 = p;
pdx12 = p;
pdx21 = m - p;
pdx22 = m - p;

#else
pdx11 = q;
pdx12 = m - q;
pdx21 = q;
pdx22 = m - q;

#endif
/* Read and print orthogonal X from data file
* (as, say, generated by a generalized singular value decomposition).
*/

for (i = 1; i <= m; i++)
for (j = 1; j <= m; j++)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
/* nag_gen_real_mat_print (x04cac).
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, m,
&X(1, 1), pdx, " Orthogonal matrix X", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
fflush(stdout);

/* nag_dorcsd (f08rac).
* Compute the complete CS factorization of X:
* X11 is stored in X(1:p, 1:q), X12 is stored in X(1:p, q+1:m)
* X21 is stored in X(p+1:m, 1:q), X22 is stored in X(p+1:m, q+1:m)
* U1 is stored in U(1:p, 1:p), U2 is stored in U(p+1:m, p+1:m)
* V1 is stored in V(1:q, 1:q), V2 is stored in V(q+1:m, q+1:m)
*/
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for (j = 1; j <= p; j++) {
for (i = 1; i <= q; i++)

X11(j, i) = X(j, i);
for (i = 1; i <= m - q; i++)

X12(j, i) = X(j, i + q);
}
for (j = 1; j <= m - p; j++) {

for (i = 1; i <= q; i++)
X21(j, i) = X(j + p, i);

for (i = 1; i <= m - q; i++)
X22(j, i) = X(j + p, i + q);

}
for (i = 1; i <= m; i++)

for (j = 1; j <= m; j++) {
U(i, j) = 0.0;
V(i, j) = 0.0;

}

/* This is how you might pass partitions as sub-matrices */
nag_dorcsd(order, Nag_AllU, Nag_AllU, Nag_AllVT, Nag_AllVT, Nag_UpperMinus,

m, p, q, &X(1, 1), pdx, &X(1, q + 1), pdx, &X(p + 1, 1), pdx,
&X(p + 1, q + 1), pdx, theta, &U(1, 1), pdu, &U(p + 1, p + 1),
pdu, &V(1, 1), pdv, &V(q + 1, q + 1), pdv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dorcsd (f08rac).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
/* Print Theta, U1, U2, V1T, V2T
* using matrix printing routine nag_gen_real_mat_print (x04cac).
*/

printf("Components of CS factorization of X:\n");
fflush(stdout);
nag_gen_real_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

r, 1, theta, r, " Theta", 0, &fail);
printf("\n");
/* By changes of sign, elements 1:r of row 1 of U1 are made positive. */
for (i = 1; i <= r; ++i) {

if (U(1,i)<0.0) {
for (j = 1; j <= p; ++j)

U(j,i) = -U(j,i);
for (j = p+1; j <= m; ++j)

U(j,p+i) = -U(j,p+i);
for (j = 1; j <= q; ++j)

V(i,j) = -V(i,j);
for (j = q+1; j <= m; ++j)

V(q+i,j) = -V(q+i,j);
}

}
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

p, p, &U(1, 1), pdu, " U1", 0, &fail);
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m - p, m - p, &U(p + 1, p + 1), pdu, " U2", 0,
&fail);

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

q, q, &V(1, 1), pdv, " V1T", 0, &fail);
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m - q, m - q, &V(q + 1, q + 1), pdv, " V2T", 0,
&fail);

printf("\n");
fflush(stdout);

/* And this is how you might pass partitions as separate matrices. */
nag_dorcsd(order, Nag_AllU, Nag_AllU, Nag_AllVT, Nag_AllVT, Nag_UpperMinus,
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m, p, q,
x11, pdx11, x12, pdx12, x21, pdx21, x22, pdx22, theta,
u1, pdu1, u2, pdu2, v1t, pdv1t, v2t, pdv2t, &fail);

if (fail.code != NE_NOERROR) {
printf("Error second from nag_dorcsd (f08rac).\n%s\n", fail.message);
exit_status = 3;
goto END;

}
/* Print Theta, U1, U2, V1T, V2T
* using matrix printing routine nag_gen_real_mat_print (x04cac).
*/

if (reprint != 0) {
printf("Components of CS factorization of X:\n");
fflush(stdout);
nag_gen_real_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

r, 1, theta, r, " Theta", 0, &fail);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

p, p, u1, pdu1, " U1", 0, &fail);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m - p, m - p, u2, pdu2, " U2", 0, &fail);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

q, q, v1t, pdv1t, " V1T", 0, &fail);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m - q, m - q, v2t, pdv2t, " V2T", 0, &fail);
}
if (recombine != 0) {

/* Recombining should return the original matrix.
Assemble Sigma_p into X

*/
for (i = 1; i <= m; i++)

for (j = 1; j <= m; j++)
X(i, j) = 0.0;

n11 = MIN(p, q) - r;
n12 = MIN(p, m - q) - r;
n21 = MIN(m - p, q) - r;
n22 = MIN(m - p, m - q) - r;

/* top half */
for (j = 1; j <= n11; j++)

X(j, j) = 1.0;
for (j = 1; j <= r; j++) {

X(j + n11, j + n11) = cos(theta[j - 1]);
X(j + n11, j + n11 + r + n21 + n22) = -sin(theta[j - 1]);

}
for (j = 1; j <= n12; j++)

X(j + n11 + r, j + n11 + r + n21 + n22 + r) = -1.0;
/* bottom half */
for (j = 1; j <= n22; j++)

X(p + j, q + j) = 1.0;
for (j = 1; j <= r; j++) {

X(p + n22 + j, j + n11) = sin(theta[j - 1]);
X(p + n22 + j, j + r + n21 + n22) = cos(theta[j - 1]);

}
for (j = 1; j <= n21; j++)

X(p + n22 + r + j, n11 + r + j) = 1.0;

alpha = 1.0;
beta = 0.0;
/* multiply U * Sigma_p into w */
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, m, m, m, alpha,

&U(1, 1), pdu, &X(1, 1), pdx, beta, &W(1, 1), pdw, &fail);
/* form U * Sigma_p * V^T into u */
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, m, m, m, alpha,

&W(1, 1), pdw, &V(1, 1), pdv, beta, &U(1, 1), pdu, &fail);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, m, &U(1, 1), pdu, " U * Sigma_p * V^T", 0,
&fail);

}
END:

NAG_FREE(x);
NAG_FREE(u);
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NAG_FREE(v);
NAG_FREE(w);
NAG_FREE(theta);
NAG_FREE(x11);
NAG_FREE(x12);
NAG_FREE(x21);
NAG_FREE(x22);
NAG_FREE(u1);
NAG_FREE(u2);
NAG_FREE(v1t);
NAG_FREE(v2t);
return exit_status;

}

10.2 Program Data

nag_dorcsd (f08rac) Example Program Data
5 3 2 : m, p, q

-0.7576 0.3697 0.3838 0.2126 -0.3112
-0.4077 -0.1552 -0.1129 0.2676 0.8517
-0.0488 0.7240 -0.6730 -0.1301 0.0602
-0.2287 0.0088 0.2235 -0.9235 0.2120
0.4530 0.5612 0.5806 0.1162 0.3595 : orthogonal matrix X

10.3 Program Results

nag_dorcsd (f08rac) Example Program Results

Orthogonal matrix X
1 2 3 4 5

1 -0.7576 0.3697 0.3838 0.2126 -0.3112
2 -0.4077 -0.1552 -0.1129 0.2676 0.8517
3 -0.0488 0.7240 -0.6730 -0.1301 0.0602
4 -0.2287 0.0088 0.2235 -0.9235 0.2120
5 0.4530 0.5612 0.5806 0.1162 0.3595

Components of CS factorization of X:
Theta

1
1 0.1811
2 0.8255

U1
1 2 3

1 0.8249 0.3370 -0.4538
2 0.2042 0.5710 0.7952
3 0.5271 -0.7486 0.4022

U2
1 2

1 0.9802 0.1982
2 0.1982 -0.9802

V1T
1 2

1 -0.7461 0.6658
2 -0.6658 -0.7461

V2T
1 2 3

1 0.3397 -0.8967 0.2837
2 -0.7738 -0.4379 -0.4576
3 0.5346 -0.0640 -0.8427

U * Sigma_p * V^T
1 2 3 4 5
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1 -0.7576 0.3697 0.3838 0.2126 -0.3112
2 -0.4077 -0.1551 -0.1129 0.2677 0.8517
3 -0.0488 0.7240 -0.6730 -0.1300 0.0602
4 -0.2287 0.0088 0.2235 -0.9234 0.2120
5 0.4530 0.5612 0.5806 0.1162 0.3595
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NAG Library Function Document

nag_zuncsd (f08rnc)

1 Purpose

nag_zuncsd (f08rnc) computes the CS decomposition of a complex m by m unitary matrix X,
partitioned into a 2 by 2 array of submatrices.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zuncsd (Nag_OrderType order, Nag_ComputeUType jobu1,
Nag_ComputeUType jobu2, Nag_ComputeVTType jobv1t,
Nag_ComputeVTType jobv2t, Nag_SignsType signs, Integer m, Integer p,
Integer q, Complex x11[], Integer pdx11, Complex x12[], Integer pdx12,
Complex x21[], Integer pdx21, Complex x22[], Integer pdx22,
double theta[], Complex u1[], Integer pdu1, Complex u2[], Integer pdu2,
Complex v1t[], Integer pdv1t, Complex v2t[], Integer pdv2t,
NagError *fail)

3 Description

The m by m unitary matrix X is partitioned as

X ¼ X11 X12
X21 X22

� �
where X11 is a p by q submatrix and the dimensions of the other submatrices X12, X21 and X22 are such
that X remains m by m.

The CS decomposition of X is X ¼ U�pV
T where U , V and �p are m by m matrices, such that

U ¼ U1 0
0 U2

� �
is a unitary matrix containing the p by p unitary matrix U1 and the m� pð Þ by m� pð Þ unitary matrix
U2;

V ¼ V1 0
0 V2

� �
is a unitary matrix containing the q by q unitary matrix V1 and the m� qð Þ by m� qð Þ unitary matrix
V2; and

�p ¼

I11 0 0 0

C 0 0 �S
0 0 0 �I12

0 0 I22 0

0 S C 0

0 I21 0 0

0BBBBBBBBB@

1CCCCCCCCCA
contains the r by r non-negative diagonal submatrices C and S satisfying C2 þ S2 ¼ I, where
r ¼ min p;m� p; q;m� qð Þ and the top left partition is p by q.

The identity matrix I11 is of order min p; qð Þ � r and vanishes if min p; qð Þ ¼ r.
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The identity matrix I12 is of order min p;m� qð Þ � r and vanishes if min p;m� qð Þ ¼ r.
The identity matrix I21 is of order min m� p; qð Þ � r and vanishes if min m� p; qð Þ ¼ r.
The identity matrix I22 is of order min m� p;m� qð Þ � r and vanishes if min m� p;m� qð Þ ¼ r.
In each of the four cases r ¼ p; q;m� p;m� q at least two of the identity matrices vanish.

The indicated zeros represent augmentations by additional rows or columns (but not both) to the square
diagonal matrices formed by Iij and C or S.

�p does not need to be stored in full; it is sufficient to return only the values �i for i ¼ 1; 2; . . . ; r where
Cii ¼ cos �ið Þ and Sii ¼ sin �ið Þ.
The algorithm used to perform the complete CS decomposition is described fully in Sutton (2009)
including discussions of the stability and accuracy of the algorithm.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

Sutton B D (2009) Computing the complete CS decomposition Numerical Algorithms (Volume 50)
1017–1398 Springer US 33–65 http://dx.doi.org/10.1007/s11075-008-9215-6

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu1 – Nag_ComputeUType Input

On entry:

if jobu1 ¼ Nag AllU, U1 is computed;

if jobu1 ¼ Nag NotU, U1 is not computed.

Constraint: jobu1 ¼ Nag AllU or Nag NotU.

3: jobu2 – Nag_ComputeUType Input

On entry:

if jobu2 ¼ Nag AllU, U2 is computed;

if jobu2 ¼ Nag NotU, U2 is not computed.

Constraint: jobu2 ¼ Nag AllU or Nag NotU.

4: jobv1t – Nag_ComputeVTType Input

On entry:

if jobv1t ¼ Nag AllVT, V T
1 is computed;

if jobv1t ¼ Nag NotVT, V T
1 is not computed.

Constraint: jobv1t ¼ Nag AllVT or Nag NotVT.
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5: jobv2t – Nag_ComputeVTType Input

On entry:

if jobv2t ¼ Nag AllVT, V T
2 is computed;

if jobv2t ¼ Nag NotVT, V T
2 is not computed.

Constraint: jobv2t ¼ Nag AllVT or Nag NotVT.

6: signs – Nag_SignsType Input

On entry:

if signs ¼ Nag LowerMinus, the lower-left block is made nonpositive (the other
convention);

if signs ¼ Nag UpperMinus, the upper-right block is made nonpositive (the default
convention).

Constraint: signs ¼ Nag LowerMinus or Nag UpperMinus.

7: m – Integer Input

On entry: m, the number of rows and columns in the unitary matrix X.

Constraint: m 	 0.

8: p – Integer Input

On entry: p, the number of rows in X11 and X12.

Constraint: 0 � p � m.

9: q – Integer Input

On entry: q, the number of columns in X11 and X21.

Constraint: 0 � q � m.

10: x11½dim� – Complex Input/Output

Note: the dimension, dim, of the array x11 must be at least

max 1;pdx11� pð Þ when order ¼ Nag RowMajor;
max 1;pdx11� qð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x11½ j� 1ð Þ � pdx11þ i� 1� when order ¼ Nag ColMajor;
x11½ i� 1ð Þ � pdx11þ j� 1� when order ¼ Nag RowMajor.

On entry: the upper left partition of the unitary matrix X whose CSD is desired.

On exit: contains details of the unitary matrix used in a simultaneous bidiagonalization process.

11: pdx11 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x11.

Constraints:

if order ¼ Nag RowMajor, pdx11 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx11 	 max 1; pð Þ.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08rnc

Mark 26 f08rnc.3



12: x12½dim� – Complex Input/Output

Note: the dimension, dim, of the array x12 must be at least

max 1;pdx12� pð Þ when order ¼ Nag RowMajor;
max 1;pdx12� ðm� qÞð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x12½ j� 1ð Þ � pdx12þ i� 1� when order ¼ Nag ColMajor;
x12½ i� 1ð Þ � pdx12þ j� 1� when order ¼ Nag RowMajor.

On entry: the upper right partition of the unitary matrix X whose CSD is desired.

On exit: contains details of the unitary matrix used in a simultaneous bidiagonalization process.

13: pdx12 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x12.

Constraints:

if order ¼ Nag RowMajor, pdx12 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx12 	 max 1; pð Þ.

14: x21½dim� – Complex Input/Output

Note: the dimension, dim, of the array x21 must be at least

max 1;pdx21� ðm� pÞð Þ when order ¼ Nag RowMajor;
max 1;pdx21� qð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x21½ j� 1ð Þ � pdx21þ i� 1� when order ¼ Nag ColMajor;
x21½ i� 1ð Þ � pdx21þ j� 1� when order ¼ Nag RowMajor.

On entry: the lower left partition of the unitary matrix X whose CSD is desired.

On exit: contains details of the unitary matrix used in a simultaneous bidiagonalization process.

15: pdx21 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x21.

Constraints:

if order ¼ Nag RowMajor, pdx21 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx21 	 max 1;m� pð Þ.

16: x22½dim� – Complex Input/Output

Note: the dimension, dim, of the array x22 must be at least

max 1;pdx22� ðm� pÞð Þ when order ¼ Nag RowMajor;
max 1;pdx22� ðm� qÞð Þ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix is stored in

x22½ j� 1ð Þ � pdx22þ i� 1� when order ¼ Nag ColMajor;
x22½ i� 1ð Þ � pdx22þ j� 1� when order ¼ Nag RowMajor.

On entry: the lower right partition of the unitary matrix X CSD is desired.

On exit: contains details of the unitary matrix used in a simultaneous bidiagonalization process.
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17: pdx22 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x22.

Constraints:

if order ¼ Nag RowMajor, pdx22 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx22 	 max 1;m� pð Þ.

18: theta½dim� – double Output

Note: the dimension, dim, of the array theta must be at least min p;m� p;q;m� qð Þ.
On exit: the values �i for i ¼ 1; 2; . . . ; r where r ¼ min p;m� p; q;m� qð Þ. The diagonal
submatrices C and S of �p are constructed from these values as

C ¼ diag cos theta½0�ð Þ; . . . ; cos theta½r� 1�ð Þð Þ and
S ¼ diag sin theta½0�ð Þ; . . . ; sin theta½r� 1�ð Þð Þ.

19: u1½dim� – Complex Output

Note: the dimension, dim, of the array u1 must be at least

max 1;pdu1� pð Þ when jobu1 ¼ Nag AllU;
otherwise u1 may be NULL.

The i; jð Þth element of the matrix is stored in

u1½ j� 1ð Þ � pdu1þ i� 1� when order ¼ Nag ColMajor;
u1½ i� 1ð Þ � pdu1þ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu1 ¼ Nag AllU, u1 contains the p by p unitary matrix U1.

20: pdu1 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u1.

Constraint: if jobu1 ¼ Nag AllU, pdu1 	 max 1; pð Þ

21: u2½dim� – Complex Output

Note: the dimension, dim, of the array u2 must be at least

max 1;pdu2� ðm� pÞð Þ when jobu2 ¼ Nag AllU;
otherwise u2 may be NULL.

The i; jð Þth element of the matrix is stored in

u2½ j� 1ð Þ � pdu2þ i� 1� when order ¼ Nag ColMajor;
u2½ i� 1ð Þ � pdu2þ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu2 ¼ Nag AllU, u2 contains the m� p by m� p unitary matrix U2.

22: pdu2 – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u2.

Constraint: if jobu2 ¼ Nag AllU, pdu2 	 max 1;m� pð Þ

23: v1t½dim� – Complex Output

Note: the dimension, dim, of the array v1t must be at least

max 1;pdv1t� qð Þ when jobv1t ¼ Nag AllVT;
otherwise v1t may be NULL.
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The i; jð Þth element of the matrix is stored in

v1t½ j� 1ð Þ � pdv1tþ i� 1� when order ¼ Nag ColMajor;
v1t½ i� 1ð Þ � pdv1tþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv1t ¼ Nag AllVT, v1t contains the q by q unitary matrix V1
H.

24: pdv1t – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v1t.

Constraint: if jobv1t ¼ Nag AllVT, pdv1t 	 max 1; qð Þ

25: v2t½dim� – Complex Output

Note: the dimension, dim, of the array v2t must be at least

max 1;pdv2t� ðm� qÞð Þ when jobv2t ¼ Nag AllVT;
otherwise v2t may be NULL.

The i; jð Þth element of the matrix is stored in

v2t½ j� 1ð Þ � pdv2tþ i� 1� when order ¼ Nag ColMajor;
v2t½ i� 1ð Þ � pdv2tþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv2t ¼ Nag AllVT, v2t contains the m� q by m� q unitary matrix V2
H.

26: pdv2t – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v2t.

Constraint: if jobv2t ¼ Nag AllVT, pdv2t 	 max 1;m� qð Þ

27: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The Jacobi-type procedure failed to converge during an internal reduction to bidiagonal-block
form. The process requires convergence to min p;m� p; q;m� qð Þ values, the value of
fail:errnum gives the number of converged values.

NE_ENUM_INT_2

On entry, jobu1 ¼ valueh i, pdu1 ¼ valueh i and p ¼ valueh i.
Constraint: if jobu1 ¼ Nag AllU, pdu1 	 max 1; pð Þ.
On entry, jobu1 ¼ valueh i, pdu1 ¼ valueh i, p ¼ valueh i.
Constraint: if jobu1 ¼ Nag AllU, pdu1 	 p.
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On entry, jobv1t ¼ valueh i, pdv1t ¼ valueh i and q ¼ valueh i.
Constraint: if jobv1t ¼ Nag AllVT, pdv1t 	 max 1;qð Þ.
On entry, jobv1t ¼ valueh i, pdv1t ¼ valueh i, q ¼ valueh i.
Constraint: if jobv1t ¼ Nag AllVT, pdv1t 	 q.

NE_ENUM_INT_3

On entry, jobu2 ¼ valueh i, pdu2 ¼ valueh i, m ¼ valueh i and p ¼ valueh i.
Constraint: if jobu2 ¼ Nag AllU, pdu2 	 max 1;m� pð Þ.
On entry, jobu2 ¼ valueh i, pdu2 ¼ valueh i, m ¼ valueh i and p ¼ valueh i.
Constraint: if jobu2 ¼ Nag AllU, pdu2 	 m� p.

On entry, jobv2t ¼ valueh i, pdv2t ¼ valueh i, m ¼ valueh i and q ¼ valueh i.
Constraint: if jobv2t ¼ Nag AllVT, pdv2t 	 max 1;m� qð Þ.
On entry, jobv2t ¼ valueh i, pdv2t ¼ valueh i, m ¼ valueh i and q ¼ valueh i.
Constraint: if jobv2t ¼ Nag AllVT, pdv2t 	 m� q.

On entry, order ¼ valueh i, pdx11 ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx11 	 max 1; pð Þ;
if order ¼ Nag ColMajor, pdx11 	 max 1; qð Þ.
On entry, order ¼ valueh i, pdx11 ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx11 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx11 	 max 1; pð Þ.

NE_ENUM_INT_4

On entry, order ¼ valueh i, pdx12 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx12 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx12 	 max 1; pð Þ.
On entry, order ¼ valueh i, pdx12 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx12 	 max 1; pð Þ;
if order ¼ Nag ColMajor, pdx12 	 max 1;m� qð Þ.
On entry, order ¼ valueh i, pdx21 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx21 	 max 1;m� pð Þ;
if order ¼ Nag ColMajor, pdx21 	 max 1; qð Þ.
On entry, order ¼ valueh i, pdx21 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx21 	 max 1; qð Þ;
if order ¼ Nag ColMajor, pdx21 	 max 1;m� pð Þ.
On entry, order ¼ valueh i, pdx22 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx22 	 max 1;m� pð Þ;
if order ¼ Nag ColMajor, pdx22 	 max 1;m� qð Þ.
On entry, order ¼ valueh i, pdx22 ¼ valueh i, m ¼ valueh i, p ¼ valueh i and q ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdx22 	 max 1;m� qð Þ;
if order ¼ Nag ColMajor, pdx22 	 max 1;m� pð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

NE_INT_2

On entry, m ¼ valueh i and p ¼ valueh i.
Constraint: 0 � p � m.

On entry, m ¼ valueh i and q ¼ valueh i.
Constraint: 0 � q � m.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed CS decomposition is nearly the exact CS decomposition for the nearby matrix X þ Eð Þ,
where

Ek k2 ¼ O �ð Þ;

and � is the machine precision.

8 Parallelism and Performance

nag_zuncsd (f08rnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zuncsd (f08rnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations required to perform the full CS decomposition is
approximately 2m3.

The real analogue of this function is nag_dorcsd (f08rac).

10 Example

This example finds the full CS decomposition of a unitary 6 by 6 matrix X (see Section 10.2)
partitioned so that the top left block is 2 by 3.

The decomposition is performed both on submatrices of the unitary matrix X and on separated partition
matrices. Code is also provided to perform a recombining check if required.

10.1 Program Text

/* nag_zuncsd (f08rnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
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#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer pdx, pdu, pdv, pdx11, pdx12, pdx21, pdx22, pdw;
Integer i, j, m, p, q, n11, n12, n21, n22, r;
Integer recombine = 0, reprint = 0;
Complex cone = { 1.0, 0.0 }, czero = {
0.0, 0.0};
/* Arrays */
Complex *u = 0, *u1 = 0, *u2 = 0, *v = 0, *v1t = 0, *v2t = 0, *w = 0,

*x = 0, *x11 = 0, *x12 = 0, *x21 = 0, *x22 = 0;
double *theta = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define X(I,J) x[(J-1)*pdx + I-1]
#define U(I,J) u[(J-1)*pdu + I-1]
#define V(I,J) v[(J-1)*pdv + I-1]
#define W(I,J) w[(J-1)*pdw + I-1]
#define X11(I,J) x11[(J-1)*pdx11 + I-1]
#define X12(I,J) x12[(J-1)*pdx12 + I-1]
#define X21(I,J) x21[(J-1)*pdx21 + I-1]
#define X22(I,J) x22[(J-1)*pdx22 + I-1]

order = Nag_ColMajor;
#else
#define X(I,J) x[(I-1)*pdx + J-1]
#define U(I,J) u[(I-1)*pdu + J-1]
#define V(I,J) v[(I-1)*pdv + J-1]
#define W(I,J) w[(I-1)*pdw + J-1]
#define X11(I,J) x11[(I-1)*pdx11 + J-1]
#define X12(I,J) x12[(I-1)*pdx12 + J-1]
#define X21(I,J) x21[(I-1)*pdx21 + J-1]
#define X22(I,J) x22[(I-1)*pdx22 + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zuncsd (f08rnc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &p, &q);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &p, &q);
#endif

r = MIN(MIN(p, q), MIN(m - p, m - q));

if (!(x = NAG_ALLOC(m * m, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) ||
!(v = NAG_ALLOC(m * m, Complex)) ||
!(w = NAG_ALLOC(m * m, Complex)) ||
!(theta = NAG_ALLOC(r, double)) ||
!(x11 = NAG_ALLOC(p * q, Complex)) ||
!(x12 = NAG_ALLOC(p * (m - q), Complex)) ||
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!(x21 = NAG_ALLOC((m - p) * q, Complex)) ||
!(x22 = NAG_ALLOC((m - p) * (m - q), Complex)) ||
!(u1 = NAG_ALLOC(p * p, Complex)) ||
!(u2 = NAG_ALLOC((m - p) * (m - p), Complex)) ||
!(v1t = NAG_ALLOC(q * q, Complex)) ||
!(v2t = NAG_ALLOC((m - q) * (m - q), Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pdx = m;
pdu = m;
pdv = m;
pdw = m;

#ifdef NAG_COLUMN_MAJOR
pdx11 = p;
pdx12 = p;
pdx21 = m - p;
pdx22 = m - p;

#else
pdx11 = q;
pdx12 = m - q;
pdx21 = q;
pdx22 = m - q;

#endif

/* Read (by column) and print unitary X from data file
* (as, say, generated by a generalized singular value decomposition).
*/

for (i = 1; i <= m; i++) {
for (j = 1; j <= m; j++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &X(j, i).re, &X(j, i).im);

#else
scanf(" ( %lf , %lf ) ", &X(j, i).re, &X(j, i).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Store partitions of X in separate matrices */
for (j = 1; j <= p; j++) {

for (i = 1; i <= q; i++)
X11(j, i) = X(j, i);

for (i = 1; i <= m - q; i++)
X12(j, i) = X(j, i + q);

}
for (j = 1; j <= m - p; j++) {

for (i = 1; i <= q; i++)
X21(j, i) = X(j + p, i);

for (i = 1; i <= m - q; i++)
X22(j, i) = X(j + p, i + q);

}

/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions.
*/

nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,
m, x, pdx, Nag_BracketForm, "%7.4f",
"Unitary matrix X", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
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fflush(stdout);

/* nag_zuncsd (f08rnc).
* Compute the complete CS factorization of X:
* X11 is stored in X(1:p, 1:q), X12 is stored in X(1:p, q+1:m)
* X21 is stored in X(p+1:m, 1:q), X22 is stored in X(p+1:m, q+1:m)
* U1 is stored in U(1:p, 1:p), U2 is stored in U(p+1:m, p+1:m)
* V1 is stored in V(1:q, 1:q), V2 is stored in V(q+1:m, q+1:m)
*/

/* This is how you might pass partitions as sub-matrices */
nag_zuncsd(order, Nag_AllU, Nag_AllU, Nag_AllVT, Nag_AllVT, Nag_UpperMinus,

m, p, q, x, pdx, &X(1, q + 1), pdx, &X(p + 1, 1), pdx, &X(p + 1,
q + 1),

pdx, theta, u, pdu, &U(p + 1, p + 1), pdu, v, pdv, &V(q + 1,
q + 1),

pdv, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zuncsd (f08rnc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Print Theta using matrix printing routine
* nag_gen_real_mat_print (x04cac).
* Note: U1, U2, V1T, V2T not printed since these may differ by a sign
* change in columns of U1, U2 and corresponding rows of V1T, V2T.
*/

printf(" Component of CS factorization of X:\n\n");
fflush(stdout);
nag_gen_real_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, r,

1, theta, r, " Theta", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 3;
goto END;

}
printf("\n");
fflush(stdout);

/* And this is how you might pass partitions as separate matrices. */
nag_zuncsd(order, Nag_AllU, Nag_AllU, Nag_AllVT, Nag_AllVT, Nag_UpperMinus,

m, p, q, x11, pdx11, x12, pdx12, x21, pdx21, x22, pdx22, theta,
u1, p, u2, m - p, v1t, q, v2t, m - q, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zuncsd (f08rnc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}
if (reprint != 0) {

printf("Component of CS factorization of X using separate matrices:\n");
fflush(stdout);
nag_gen_real_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

r, 1, theta, r, " Theta", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 5;
goto END;

}
printf("\n");
fflush(stdout);

}

if (recombine != 0) {
/* Recombining should return the original matrix.

Assemble Sigma_p into X
*/

for (i = 1; i <= m; i++) {
for (j = 1; j <= m; j++) {

X(i, j) = czero;
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}
}
n11 = MIN(p, q) - r;
n12 = MIN(p, m - q) - r;
n21 = MIN(m - p, q) - r;
n22 = MIN(m - p, m - q) - r;

/* top half */
for (j = 1; j <= n11; j++) {

X(j, j) = cone;
}
for (j = 1; j <= r; j++) {

X(j + n11, j + n11).re = cos(theta[j - 1]);
X(j + n11, j + n11).im = 0.0;
X(j + n11, j + n11 + r + n21 + n22).re = -sin(theta[j - 1]);
X(j + n11, j + n11 + r + n21 + n22).im = 0.0;

}
for (j = 1; j <= n12; j++) {

X(j + n11 + r, j + n11 + r + n21 + n22 + r).re = -1.0;
X(j + n11 + r, j + n11 + r + n21 + n22 + r).im = 0.0;

}
/* bottom half */
for (j = 1; j <= n22; j++) {

X(p + j, q + j) = cone;
}
for (j = 1; j <= r; j++) {

X(p + n22 + j, j + n11).re = sin(theta[j - 1]);
X(p + n22 + j, j + n11).im = 0.0;
X(p + n22 + j, j + r + n21 + n22).re = cos(theta[j - 1]);
X(p + n22 + j, j + r + n21 + n22).im = 0.0;

}
for (j = 1; j <= n21; j++) {

X(p + n22 + r + j, n11 + r + j) = cone;
}

/* multiply U * Sigma_p into w */
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, m, m, m, cone,

&U(1, 1), pdu, &X(1, 1), pdx, czero, &W(1, 1), pdw, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 6;
goto END;

}
/* form U * Sigma_p * V^T into u */
nag_zgemm(order, Nag_NoTrans, Nag_NoTrans, m, m, m, cone,

&W(1, 1), pdw, &V(1, 1), pdv, czero, &U(1, 1), pdu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 7;
goto END;

}
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print least squares solutions.
*/

nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,
m, m, &U(1, 1), pdu, Nag_BracketForm,
"%7.4f", " U * Sigma_p * V^T",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 8;
goto END;

}
printf("\n");
fflush(stdout);

}

END:
NAG_FREE(x);
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NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(w);
NAG_FREE(theta);
NAG_FREE(x11);
NAG_FREE(x12);
NAG_FREE(x21);
NAG_FREE(x22);
NAG_FREE(u1);
NAG_FREE(u2);
NAG_FREE(v1t);
NAG_FREE(v2t);
return exit_status;

}

10.2 Program Data

nag_zuncsd (f08rnc) Example Program Data

6 2 3 : m, p, q

( -1.3038e-02, -3.2595e-01)
( 4.2764e-01, -6.2582e-01)
( -3.2595e-01, 1.6428e-01)
( 1.5906e-01, -5.2151e-03)
( -1.7210e-01, -1.3038e-02)
( -2.6336e-01, -2.4772e-01) : column 1 of unitary matrix X

( -1.4039e-01, -2.6167e-01)
( 8.6298e-02, -3.8174e-02)
( 3.8163e-01, -1.8219e-01)
( -2.8207e-01, 1.9732e-01)
( -5.0942e-01, -5.0319e-01)
( -1.0861e-01, 2.8474e-01) : column 2 of unitary matrix X

( 2.5177e-01, -7.9789e-01)
( -3.2188e-01, 1.6112e-01)
( 1.3231e-01, -1.4565e-02)
( 2.1598e-01, 1.8813e-01)
( 3.6488e-02, 2.0316e-01)
( 1.0906e-01, -1.2712e-01) : column 3 of unitary matrix X

( -5.0956e-02, -2.1750e-01)
( 1.1979e-01, 1.6319e-01)
( -5.0671e-01, 1.8615e-01)
( -4.0163e-01, 2.6787e-01)
( 1.9271e-01, 1.5574e-01)
( -8.8159e-02, 5.6169e-01) : column 4 of unitary matrix X

( -4.5947e-02, 1.4052e-04)
( -8.0311e-02, -4.3605e-01)
( 5.9714e-02, -5.8974e-01)
( -4.6443e-02, 3.0864e-01)
( 5.7843e-01, -1.2439e-01)
( 1.5763e-02, 4.7130e-02) : column 5 of unitary matrix X

( -5.2773e-02, -2.2492e-01)
( -3.8117e-02, -2.1907e-01)
( -1.3850e-01, -9.0941e-02)
( -3.7354e-01, -5.5148e-01)
( -1.8815e-02, -5.5686e-02)
( 6.5007e-01, 4.9173e-03) : column 6 of unitary matrix X
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10.3 Program Results

nag_zuncsd (f08rnc) Example Program Results

Unitary matrix X
1 2 3 4

1 (-0.0130,-0.3260) (-0.1404,-0.2617) ( 0.2518,-0.7979) (-0.0510,-0.2175)
2 ( 0.4276,-0.6258) ( 0.0863,-0.0382) (-0.3219, 0.1611) ( 0.1198, 0.1632)
3 (-0.3260, 0.1643) ( 0.3816,-0.1822) ( 0.1323,-0.0146) (-0.5067, 0.1862)
4 ( 0.1591,-0.0052) (-0.2821, 0.1973) ( 0.2160, 0.1881) (-0.4016, 0.2679)
5 (-0.1721,-0.0130) (-0.5094,-0.5032) ( 0.0365, 0.2032) ( 0.1927, 0.1557)
6 (-0.2634,-0.2477) (-0.1086, 0.2847) ( 0.1091,-0.1271) (-0.0882, 0.5617)

5 6
1 (-0.0459, 0.0001) (-0.0528,-0.2249)
2 (-0.0803,-0.4360) (-0.0381,-0.2191)
3 ( 0.0597,-0.5897) (-0.1385,-0.0909)
4 (-0.0464, 0.3086) (-0.3735,-0.5515)
5 ( 0.5784,-0.1244) (-0.0188,-0.0557)
6 ( 0.0158, 0.0471) ( 0.6501, 0.0049)

Component of CS factorization of X:

Theta
1

1 0.3146
2 0.5760
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NAG Library Function Document

nag_dsygv (f08sac)

1 Purpose

nag_dsygv (f08sac) computes all the eigenvalues and, optionally, the eigenvectors of a real generalized
symmetric-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are symmetric and B is also positive definite.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsygv (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, double a[], Integer pda, double b[],
Integer pdb, double w[], NagError *fail)

3 Description

nag_dsygv (f08sac) first performs a Cholesky factorization of the matrix B as B ¼ UTU , when
uplo ¼ Nag Upper or B ¼ LLT, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, z,
satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�T ¼ � and ZTBZ ¼ I;

and for BAz ¼ �z we have

ZTAZ ¼ � and ZTB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag DoBoth, a contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:
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if itype ¼ 1 or 2, ZTBZ ¼ I;

if itype ¼ 3, ZTB�1Z ¼ I.
If job ¼ Nag EigVals, the upper triangle (if uplo ¼ Nag Upper) or the lower triangle (if
uplo ¼ Nag Lower) of a, including the diagonal, is overwritten.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the n by n symmetric positive definite matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of B must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of B must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR or NE_CONVERGENCE, the part of b containing the
matrix is overwritten by the triangular factor U or L from the Cholesky factorization B ¼ UTU
or B ¼ LLT.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: w½n� – double Output

On exit: the eigenvalues in ascending order.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.
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NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.

8 Parallelism and Performance

nag_dsygv (f08sac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsygv (f08sac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhegv (f08snc).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized symmetric eigenproblem
Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA;

together with and estimate of the condition number of B, and approximate error bounds for the
computed eigenvalues and eigenvectors.

The example program for nag_dsygvd (f08scc) illustrates solving a generalized symmetric
eigenproblem of the form ABz ¼ �z.

10.1 Program Text

/* nag_dsygv (f08sac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1, t2, t3;
Integer exit_status = 0, i, j, n, pda, pdb;

/* Arrays */
double *a = 0, *b = 0, *eerbnd = 0, *rcondz = 0, *w = 0, *zerbnd = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda+ J - 1]
#define B(I, J) b[(I-1)*pdb+ J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_dsygv (f08sac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(eerbnd = NAG_ALLOC(n, double)) ||
!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerbnd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif

}
else {

for (i = 1; i <= n; ++i)
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#ifdef _WIN32
for (j = 1; j <= i; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= i; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the one-norms of the symmetric matrices A and B */
nag_dsy_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsy_norm (f16rcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

nag_dsy_norm(order, Nag_OneNorm, uplo, n, b, pdb, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsy_norm (f16rcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized symmetric eigenvalue problem A*x = lambda*B*x
* using nag_dsygv (f08sac).
*/

nag_dsygv(order, 1, Nag_DoBoth, uplo, n, a, pda, b, pdb, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsygv (f08sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++)

for (i = n; i >= 1; i--)
A(i, j) = A(i, j) / A(1, j);

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %10.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n\n");

/* Print the normalized eigenvectors using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* Estimate the reciprocal condition number of the Cholesky factor of B.
* nag_dtrcon (f07tgc)
* Note that: cond(B) = 1.0/(rcond*rcond)
*/

nag_dtrcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, b, pdb, &rcond,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrcon (f07tgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
rcondb = rcond * rcond;
printf("\nEstimate of reciprocal condition number for B\n%15.1e\n", rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been "
"computed\n");

goto END;
}

/* Estimate reciprocal condition numbers for the eigenvectors of A-lambda*B
* nag_ddisna (f08flc).
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvalues and eigenvectors */
t1 = eps / rcondb;
t2 = anorm / bnorm;
t3 = t2 / rcond;
for (i = 0; i < n; ++i) {

eerbnd[i] = t1 * (t2 + fabs(w[i]));
zerbnd[i] = t1 * (t3 + fabs(w[i])) / rcondz[i];

}

/* Print the approximate error bounds for the eigenvalues and vectors */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");

printf("\n\nError estimates for the eigenvectors\n ");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", zerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(eerbnd);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerbnd);

return exit_status;
}
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10.2 Program Data

nag_dsygv (f08sac) Example Program Data

4 : n
Nag_Upper : uplo

0.24 0.39 0.42 -0.16
-0.11 0.79 0.63

-0.25 0.48
-0.03 : matrix A

4.16 -3.12 0.56 -0.10
5.03 -0.83 1.09

0.76 0.34
1.18 : matrix B

10.3 Program Results

nag_dsygv (f08sac) Example Program Results

Eigenvalues
-2.2254 -0.4548 0.1001 1.1270

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 8.3184 1.7303 0.0830 1.2240
3 22.3569 -1.1354 -0.1129 1.6780
4 -20.2941 -2.0169 -1.0611 -0.4540

Estimate of reciprocal condition number for B
5.8e-03

Error estimates for the eigenvalues
4.2e-14 3.7e-15 3.7e-15 2.3e-14

Error estimates for the eigenvectors
4.9e-14 8.8e-14 8.8e-14 6.6e-14

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08sac

Mark 26 f08sac.9 (last)





NAG Library Function Document

nag_dsygvx (f08sbc)

1 Purpose

nag_dsygvx (f08sbc) computes selected eigenvalues and, optionally, eigenvectors of a real generalized
symmetric-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are symmetric and B is also positive definite. Eigenvalues and eigenvectors can be
selected by specifying either a range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsygvx (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_RangeType range, Nag_UploType uplo, Integer n, double a[],
Integer pda, double b[], Integer pdb, double vl, double vu, Integer il,
Integer iu, double abstol, Integer *m, double w[], double z[],
Integer pdz, Integer jfail[], NagError *fail)

3 Description

nag_dsygvx (f08sbc) first performs a Cholesky factorization of the matrix B as B ¼ UTU , when
uplo ¼ Nag Upper or B ¼ LLT, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the desired eigenvalues and eigenvectors; the eigenvectors are then backtransformed
to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, Z,
satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�T ¼ � and ZTBZ ¼ I;

and for BAz ¼ �z we have

ZTAZ ¼ � and ZTB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

5: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
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If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the lower triangle (if uplo ¼ Nag Lower) or the upper triangle (if uplo ¼ Nag Upper) of
a, including the diagonal, is overwritten.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the n by n symmetric matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of B must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of B must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UTU or B ¼ LLT.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: vl – double Input
12: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

13: il – Integer Input
14: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.
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15: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing C to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small numberð Þ, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

16: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

17: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

18: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZTBZ ¼ I;

if itype ¼ 3, ZTB�1Z ¼ I;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

19: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

20: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
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On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_dsygvx (f08sbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsygvx (f08sbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhegvx (f08spc).

10 Example

This example finds the eigenvalues in the half-open interval �1:0; 1:0ð �, and corresponding
eigenvectors, of the generalized symmetric eigenproblem Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA:
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The example program for nag_dsygvd (f08scc) illustrates solving a generalized symmetric
eigenproblem of the form ABz ¼ �z.

10.1 Program Text

/* nag_dsygvx (f08sbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer i, il = 0, iu = 0, j, m, n, pda, pdb, pdz;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *w = 0, *z = 0;
Integer *index = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsygvx (f08sbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
if (n < 0) {

printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32
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scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

m = n;
pda = n;
pdb = n;
pdz = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * m, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched. */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

/* Read the triangular parts of the matrices A and B. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32
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for (j = 1; j <= i; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Use default value for the absolute error tolerance for eigenvalues. */
abstol = 0.0;

/* Solve the generalized symmetric eigenvalue problem A*x = lambda*B*x
* using nag_dsygvx (f08sbc).
*/

nag_dsygvx(order, 1, Nag_DoBoth, Nag_Interval, uplo, n, a, pda,
b, pdb, vl, vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsygvx (f08sbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print eigensolution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n\n", m);
printf(" Eigenvalues\n ");
for (j = 0; j < m; ++j)

printf(" %10.4f%s", w[j], j % 8 == 7 ? "\n" : "");
printf("\n\n");

/* Print eigenvalues using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);

return exit_status;
}

10.2 Program Data

nag_dsygvx (f08sbc) Example Program Data

4 : n

Nag_Upper : uplo

-1.0 1.0 : vl and vu

0.24 0.39 0.42 -0.16
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-0.11 0.79 0.63
-0.25 0.48

-0.03 : matrix A

4.16 -3.12 0.56 -0.10
5.03 -0.83 1.09

0.76 0.34
1.18 : matrix B

10.3 Program Results

nag_dsygvx (f08sbc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-0.4548 0.1001

Selected eigenvectors
1 2

1 1.0000 1.0000
2 1.7303 0.0830
3 -1.1354 -0.1129
4 -2.0169 -1.0611
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NAG Library Function Document

nag_dsygvd (f08scc)

1 Purpose

nag_dsygvd (f08scc) computes all the eigenvalues and, optionally, the eigenvectors of a real generalized
symmetric-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are symmetric and B is also positive definite. If eigenvectors are desired, it uses a
divide-and-conquer algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsygvd (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, double a[], Integer pda, double b[],
Integer pdb, double w[], NagError *fail)

3 Description

nag_dsygvd (f08scc) first performs a Cholesky factorization of the matrix B as B ¼ UTU , when
uplo ¼ Nag Upper or B ¼ LLT, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, z,
satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�T ¼ � and ZTBZ ¼ I;

and for BAz ¼ �z we have

ZTAZ ¼ � and ZTB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag DoBoth, a contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:
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if itype ¼ 1 or 2, ZTBZ ¼ I;

if itype ¼ 3, ZTB�1Z ¼ I.
If job ¼ Nag EigVals, the upper triangle (if uplo ¼ Nag Upper) or the lower triangle (if
uplo ¼ Nag Lower) of a, including the diagonal, is overwritten.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the n by n symmetric matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of B must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of B must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UTU or B ¼ LLT.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: w½n� – double Output

On exit: the eigenvalues in ascending order.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.
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NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.

8 Parallelism and Performance

nag_dsygvd (f08scc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsygvd (f08scc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhegvd (f08sqc).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized symmetric eigenproblem
ABz ¼ �z, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA;

together with an estimate of the condition number of B, and approximate error bounds for the computed
eigenvalues and eigenvectors.

The example program for nag_dsygv (f08sac) illustrates solving a generalized symmetric eigenproblem
of the form Az ¼ �Bz.

10.1 Program Text

/* nag_dsygvd (f08scc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1, t2, t3;
Integer i, j, n, pda, pdb;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *eerbnd = 0, *rcondz = 0, *w = 0, *zerbnd = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_dsygvd (f08scc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(eerbnd = NAG_ALLOC(n, double)) ||
!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerbnd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32
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for (j = 1; j <= i; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Compute the one-norms of the symmetric matrices A and B using
* nag_dsy_norm (f16rcc).
*/

nag_dsy_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
nag_dsy_norm(order, Nag_OneNorm, uplo, n, b, pdb, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsy_norm (f16rcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized symmetric eigenvalue problem A*B*x = lambda*x
* using nag_dsygvd (f08scc).
*/

nag_dsygvd(order, 2, Nag_DoBoth, uplo, n, a, pda, b, pdb, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsygvd (f08scc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++)

for (i = n; i >= 1; i--)
A(i, j) = A(i, j) / A(1, j);

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %10.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n\n");

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate the reciprocal condition number of the Cholesky factor of B.
* nag_dtrcon (f07tgc)
* Note that: cond(B) = 1.0/(rcond*rcond).
*/
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nag_dtrcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, b, pdb, &rcond,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrcon (f07tgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;
printf("\nEstimate of reciprocal condition number for B\n %11.1e\n",

rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been"
" computed\n");

goto END;
}

/* Estimate reciprocal condition numbers for the eigenvectors of A - lambda*B
* nag_ddisna (f08flc)
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvalues and eigenvectors. */
t1 = 1.0 / rcond;
t2 = eps * t1;
t3 = anorm * bnorm;
for (i = 0; i < n; ++i) {

eerbnd[i] = eps * (t3 + fabs(w[i]) / rcondb);
zerbnd[i] = t2 * (t3 / rcondz[i] + t1);

}

/* Print the approximate error bounds for the eigenvalues and vectors. */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n\nError estimates for the eigenvectors\n ");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", zerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(eerbnd);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerbnd);

return exit_status;
}

10.2 Program Data

nag_dsygvd (f08scc) Example Program Data

4 : n

Nag_Upper : uplo

0.24 0.39 0.42 -0.16
-0.11 0.79 0.63
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-0.25 0.48
-0.03 : matrix A

4.16 -3.12 0.56 -0.10
5.03 -0.83 1.09

0.76 0.34
1.18 : matrix B

10.3 Program Results

nag_dsygvd (f08scc) Example Program Results

Eigenvalues
-3.5411 -0.3347 0.2983 2.2544

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -10.6846 -4.1593 1.0517 1.8547
3 8.2568 -15.0567 0.9577 2.9680
4 8.9384 10.2472 -1.4993 2.0218

Estimate of reciprocal condition number for B
5.8e-03

Error estimates for the eigenvalues
6.0e-14 2.2e-15 2.2e-15 4.1e-14

Error estimates for the eigenvectors
2.8e-14 6.4e-14 6.4e-14 3.4e-14
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NAG Library Function Document

nag_dsygst (f08sec)

1 Purpose

nag_dsygst (f08sec) reduces a real symmetric-definite generalized eigenproblem Az ¼ �Bz, ABz ¼ �z
or BAz ¼ �z to the standard form Cy ¼ �y, where A is a real symmetric matrix and B has been
factorized by nag_dpotrf (f07fdc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsygst (Nag_OrderType order, Nag_ComputeType comp_type,
Nag_UploType uplo, Integer n, double a[], Integer pda, const double b[],
Integer pdb, NagError *fail)

3 Description

To reduce the real symmetric-definite generalized eigenproblem Az ¼ �Bz, ABz ¼ �z or BAz ¼ �z to
the standard form Cy ¼ �y, nag_dsygst (f08sec) must be preceded by a call to nag_dpotrf (f07fdc)
which computes the Cholesky factorization of B; B must be positive definite.

The different problem types are specified by the argument comp_type, as indicated in the table below.
The table shows how C is computed by the function, and also how the eigenvectors z of the original
problem can be recovered from the eigenvectors of the standard form.

order ¼ Nag ColMajor order ¼ Nag RowMajor

comp_type Problem uplo B C z B C z

1 Az ¼ �Bz Nag Upper
Nag Lower

UTU
LLT

U�TAU�1

L�1AL�T
U�1y
L�Ty

UUT

LTL
U�1AU�T

L�TAL�1
U�Ty
L�1y

2 ABz ¼ �z Nag Upper
Nag Lower

UTU
LLT

UAUT

LTAL
U�1y
L�Ty

UUT

LTL
UTAU
LALT

U�Ty
L�1y

3 BAz ¼ �z Nag Upper
Nag Lower

UTU
LLT

UAUT

LTAL
UTy
Ly

UUT

LTL
UTAU
LALT

Uy
LTy

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: comp type – Nag_ComputeType Input

On entry: indicates how the standard form is computed.

comp type ¼ Nag Compute 1

i f uplo ¼ Nag Upper, C ¼ U�TAU�1 w h e n order ¼ Nag ColMajor a n d
C ¼ U�1AU�T when order ¼ Nag RowMajor;

i f uplo ¼ Nag Lower, C ¼ L�1AL�T w h e n order ¼ Nag ColMajor a n d
C ¼ L�TAL�1 when order ¼ Nag RowMajor.

comp type ¼ Nag Compute 2 or Nag Compute 3

if uplo ¼ Nag Upper, C ¼ UAUT when order ¼ Nag ColMajor and C ¼ UTAU
when order ¼ Nag RowMajor;

if uplo ¼ Nag Lower, C ¼ LTAL when order ¼ Nag ColMajor and C ¼ LALT

when order ¼ Nag RowMajor.

Constraint: comp type ¼ Nag Compute 1, Nag Compute 2 or Nag Compute 3.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored and how B has been
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and B ¼ UTU when order ¼ Nag ColMajor and
B ¼ UUT when order ¼ Nag RowMajor.

uplo ¼ Nag Lower
The lower triangular part of A is stored and B ¼ LLT when order ¼ Nag ColMajor and
B ¼ LTL when order ¼ Nag RowMajor.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of a is overwritten by the corresponding upper or lower
triangle of C as specified by comp_type and uplo.
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6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the Cholesky factor of B as specified by uplo and returned by nag_dpotrf (f07fdc).

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array b.

Constraint: pdb 	 max 1;nð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Forming the reduced matrix C is a stable procedure. However it involves implicit multiplication by B�1

(if comp type ¼ Nag Compute 1) or B (if comp type ¼ Nag Compute 2 or Nag Compute 3). When
nag_dsygst (f08sec) is used as a step in the computation of eigenvalues and eigenvectors of the original
problem, there may be a significant loss of accuracy if B is ill-conditioned with respect to inversion.

8 Parallelism and Performance

nag_dsygst (f08sec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately n3.

The complex analogue of this function is nag_zhegst (f08ssc).

10 Example

This example computes all the eigenvalues of Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA:

Here B is symmetric positive definite and must first be factorized by nag_dpotrf (f07fdc). The program
calls nag_dsygst (f08sec) to reduce the problem to the standard form Cy ¼ �y; then nag_dsytrd (f08fec)
to reduce C to tridiagonal form, and nag_dsterf (f08jfc) to compute the eigenvalues.

10.1 Program Text

/* nag_dsygst (f08sec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdb, d_len, e_len, tau_len;
Integer exit_status = 0;
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NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *a = 0, *b = 0, *d = 0, *e = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsygst (f08sec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = n;

#endif
d_len = n;
e_len = n - 1;
tau_len = n - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(tau = NAG_ALLOC(tau_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Compute the Cholesky factorization of B */
/* nag_dpotrf (f07fdc).
* Cholesky factorization of real symmetric
* positive-definite matrix
*/

nag_dpotrf(order, uplo, n, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpotrf (f07fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce the problem to standard form C*y = lambda*y, storing */
/* the result in A */
/* nag_dsygst (f08sec).
* Reduction to standard form of real symmetric-definite
* generalized eigenproblem Ax = lambda Bx, ABx = lambda x
* or BAx = lambda x, B factorized by nag_dpotrf (f07fdc)
*/

nag_dsygst(order, Nag_Compute_1, uplo, n, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsygst (f08sec).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}
/* Reduce C to tridiagonal form T = (Q^T)*C*Q */
/* nag_dsytrd (f08fec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form
*/

nag_dsytrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsytrd (f08fec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the eigenvalues of T (same as C) */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/

nag_dsterf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 9 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_dsygst (f08sec) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
0.24
0.39 -0.11
0.42 0.79 -0.25

-0.16 0.63 0.48 -0.03 :End of matrix A
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.09 0.34 1.18 :End of matrix B

10.3 Program Results

nag_dsygst (f08sec) Example Program Results

Eigenvalues
-2.2254 -0.4548 0.1001 1.1270
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NAG Library Function Document

nag_zhegv (f08snc)

1 Purpose

nag_zhegv (f08snc) computes all the eigenvalues and, optionally, the eigenvectors of a complex
generalized Hermitian-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are Hermitian and B is also positive definite.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhegv (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, Complex a[], Integer pda, Complex b[],
Integer pdb, double w[], NagError *fail)

3 Description

nag_zhegv (f08snc) first performs a Cholesky factorization of the matrix B as B ¼ UHU , when
uplo ¼ Nag Upper or B ¼ LLH, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, z,
satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�H ¼ � and ZHBZ ¼ I;

and for BAz ¼ �z we have

ZHAZ ¼ � and ZHB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag DoBoth, a contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:
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if itype ¼ 1 or 2, ZHBZ ¼ I;

if itype ¼ 3, ZHB�1Z ¼ I.
If job ¼ Nag EigVals, the upper triangle (if uplo ¼ Nag Upper) or the lower triangle (if
uplo ¼ Nag Lower) of a, including the diagonal, is overwritten.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the n by n Hermitian positive definite matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of B must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of B must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if fail:code ¼ NE_NOERROR or NE_CONVERGENCE, the part of b containing the
matrix is overwritten by the triangular factor U or L from the Cholesky factorization B ¼ UHU
or B ¼ LLH.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: w½n� – double Output

On exit: the eigenvalues in ascending order.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.
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NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.

8 Parallelism and Performance

nag_zhegv (f08snc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhegv (f08snc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dsygv (f08sac).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized Hermitian eigenproblem
Az ¼ �Bz, where

A ¼
�7:36 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54

0B@
1CA

and

B ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA;

together with and estimate of the condition number of B, and approximate error bounds for the
computed eigenvalues and eigenvectors.

The example program for nag_zhegvd (f08sqc) illustrates solving a generalized Hermitian eigenproblem
of the form ABz ¼ �z.

10.1 Program Text

/* nag_zhegv (f08snc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Complex scal;
double anorm, bnorm, eps, r, rcond, rcondb, t1, t2, t3;
Integer i, j, k, n, pda, pdb;
Integer exit_status = 0, inc = 1;
/* Arrays */
Complex *a = 0, *b = 0;
double *eerbnd = 0, *rcondz = 0, *w = 0, *zerbnd = 0, *temp = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
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#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhegv (f08snc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(eerbnd = NAG_ALLOC(n, double)) ||
!(rcondz = NAG_ALLOC(n, double)) ||
!(temp = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerbnd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}
else {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Compute the one-norms of the symmetric matrices A and B
* using nag_zhe_norm (f16ucc).
*/

nag_zhe_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
nag_zhe_norm(order, Nag_OneNorm, uplo, n, b, pdb, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhe_norm (f16ucc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized Hermitian eigenvalue problem A*x = lambda*B*x
* using nag_zhegv (f08snc).
*/

nag_zhegv(order, 1, Nag_DoBoth, uplo, n, a, pda, b, pdb, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhegv (f08snc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %11.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n");

/* Normalize the eigenvectors, largest element real
* (normalization w.r.t B unaffected: Z^HBZ = I).
*/

for (j = 1; j <= n; j++) {
for (i = 1; i <= n; i++) {

/* nag_complex_abs (a02dbc).
* Modulus of a complex number
*/

temp[i-1] = nag_complex_abs(A(i,j));
}
/* nag_dmax_val (f16jnc).
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* Get maximum value (r) and location of that value (k) of double array.
*/

nag_dmax_val(n, temp, inc, &k, &r, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
k = k + 1;
scal.re = A(k,j).re/r;
scal.im = -A(k,j).im/r;
for (i = 1; i <= n; i++)

A(i, j) = nag_complex_multiply(A(i, j), scal);
A(k, j).im = 0.0;

}
/* Print normalized vectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Estimate the reciprocal condition number of the Cholesky factor of B.
* nag_ztrcon (f07tuc)
* Note that: cond(B) = 1/(rcond*rcond)
*/

nag_ztrcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, b, pdb, &rcond,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrcon (f07tuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;
printf("\nEstimate of reciprocal condition number for B\n %11.1e\n",

rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been"
" computed\n");

goto END;
}

/* Call nag_ddisna (f08flc) to estimate reciprocal condition numbers for the
* eigenvectors of (A - lambda*B)
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvalues and eigenvectors. */
t1 = eps / rcondb;
t2 = anorm / bnorm;
t3 = t2 / rcond;
for (i = 0; i < n; ++i) {

eerbnd[i] = t1 * (t2 + fabs(w[i]));
zerbnd[i] = t1 * (t3 + fabs(w[i])) / rcondz[i];

}

/* Print the approximate error bounds for the eigenvalues and vectors. */
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printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");

printf("\n\nError estimates for the eigenvectors\n ");
for (i = 0; i < n; ++i)

printf(" %10.1e%s", zerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(eerbnd);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerbnd);
NAG_FREE(temp);

return exit_status;
}

10.2 Program Data

nag_zhegv (f08snc) Example Program Data

4 : n

Nag_Upper : uplo

(-7.36, 0.00) ( 0.77, -0.43) (-0.64, -0.92) ( 3.01, -6.97)
( 3.49, 0.00) ( 2.19, 4.45) ( 1.90, 3.73)

( 0.12, 0.00) ( 2.88, -3.17)
(-2.54, 0.00) : matrix A

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix B

10.3 Program Results

nag_zhegv (f08snc) Example Program Results

Eigenvalues
-5.9990 -2.9936 0.5047 3.9990

Eigenvectors
1 2 3 4

1 1.7405 -0.6626 0.2835 1.2378
0.0000 0.2258 -0.5806 0.0000

2 -0.4136 -0.1164 -0.3769 -0.5608
-0.4689 -0.0178 -0.3194 -0.3729

3 -0.8404 0.9098 -0.3338 -0.6643
-0.2483 0.0000 -0.0134 -0.1021

4 0.3021 -0.6120 0.6663 0.1589
0.6103 -0.5348 0.0000 0.8366

Estimate of reciprocal condition number for B
2.5e-03

Error estimates for the eigenvalues
3.4e-13 2.0e-13 9.6e-14 2.5e-13

Error estimates for the eigenvectors
5.8e-13 5.3e-13 4.3e-13 4.7e-13
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NAG Library Function Document

nag_zhegvx (f08spc)

1 Purpose

nag_zhegvx (f08spc) computes selected eigenvalues and, optionally, eigenvectors of a complex
generalized Hermitian-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are Hermitian and B is also positive definite. Eigenvalues and eigenvectors can be
selected by specifying either a range of values or a range of indices for the desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhegvx (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_RangeType range, Nag_UploType uplo, Integer n, Complex a[],
Integer pda, Complex b[], Integer pdb, double vl, double vu, Integer il,
Integer iu, double abstol, Integer *m, double w[], Complex z[],
Integer pdz, Integer jfail[], NagError *fail)

3 Description

nag_zhegvx (f08spc) first performs a Cholesky factorization of the matrix B as B ¼ UHU , when
uplo ¼ Nag Upper or B ¼ LLH, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the desired eigenvalues and eigenvectors; the eigenvectors are then backtransformed
to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, Z,
satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�H ¼ � and ZHBZ ¼ I;

and for BAz ¼ �z we have

ZHAZ ¼ � and ZHB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08spc

Mark 26 f08spc.1

http://www.netlib.org/lapack/lug


5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

5: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
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If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the lower triangle (if uplo ¼ Nag Lower) or the upper triangle (if uplo ¼ Nag Upper) of
a, including the diagonal, is overwritten.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the n by n Hermitian matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of B must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of B must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UHU or B ¼ LLH.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: vl – double Input
12: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

13: il – Integer Input
14: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.
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15: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing C to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small numberð Þ, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

16: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

17: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

18: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZHBZ ¼ I;

if itype ¼ 3, ZHB�1Z ¼ I;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

19: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

20: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
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On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_zhegvx (f08spc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhegvx (f08spc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dsygvx (f08sbc).

10 Example

This example finds the eigenvalues in the half-open interval �3; 3ð �, and corresponding eigenvectors, of
the generalized Hermitian eigenproblem Az ¼ �Bz, where

A ¼
�7:36 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54

0B@
1CA
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and

B ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA:

The example program for nag_zhegvd (f08sqc) illustrates solving a generalized Hermitian eigenproblem
of the form ABz ¼ �z.

10.1 Program Text

/* nag_zhegvx (f08spc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer i, il = 0, iu = 0, j, m, n, pda, pdb, pdz;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *z = 0;
double *w = 0;
Integer *index = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhegvx (f08spc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

m = n;
pda = n;
pdb = n;
pdz = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(z = NAG_ALLOC(n * m, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched. */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

/* Read the upper triangular parts of the matrices A and B */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}
else {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Use default value for the absolute error tolerance for eigenvalues. */
abstol = 0.0;

/* Solve the generalized Hermitian eigenvalue problem A*x = lambda*B*x
* using nag_zhegvx (f08spc).
*/

nag_zhegvx(order, 1, Nag_DoBoth, Nag_Interval, uplo, n, a, pda,
b, pdb, vl, vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhegvx (f08spc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print eigensolution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n\n", m);

printf(" Eigenvalues\n ");
for (j = 0; j < m; ++j)

printf(" %7.4f%s", w[j], j % 8 == 7 ? "\n" : "");
printf("\n\n");

/* Print eigenvalues using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(index);

return exit_status;
}
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10.2 Program Data

nag_zhegvx (f08spc) Example Program Data

4 : n

Nag_Upper : uplo

-3.0 3.0 : VL and VU

(-7.36, 0.00) ( 0.77, -0.43) (-0.64, -0.92) ( 3.01, -6.97)
( 3.49, 0.00) ( 2.19, 4.45) ( 1.90, 3.73)

( 0.12, 0.00) ( 2.88, -3.17)
(-2.54, 0.00) : matrix A

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix B

10.3 Program Results

nag_zhegvx (f08spc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-2.9936 0.5047

Selected eigenvectors
1 2

1 1.0000 1.0000
0.0000 -0.0000

2 0.1491 0.1882
0.0777 -0.7410

3 -1.2303 -0.2080
-0.4192 -0.4733

4 0.5811 0.4524
1.0051 0.9265
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NAG Library Function Document

nag_zhegvd (f08sqc)

1 Purpose

nag_zhegvd (f08sqc) computes all the eigenvalues and, optionally, the eigenvectors of a complex
generalized Hermitian-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are Hermitian and B is also positive definite. If eigenvectors are desired, it uses a
divide-and-conquer algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhegvd (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, Complex a[], Integer pda, Complex b[],
Integer pdb, double w[], NagError *fail)

3 Description

nag_zhegvd (f08sqc) first performs a Cholesky factorization of the matrix B as B ¼ UHU , when
uplo ¼ Nag Upper or B ¼ LLH, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, z,
satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�H ¼ � and ZHBZ ¼ I;

and for BAz ¼ �z we have

ZHAZ ¼ � and ZHB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: if job ¼ Nag DoBoth, a contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:
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if itype ¼ 1 or 2, ZHBZ ¼ I;

if itype ¼ 3, ZHB�1Z ¼ I.
If job ¼ Nag EigVals, the upper triangle (if uplo ¼ Nag Upper) or the lower triangle (if
uplo ¼ Nag Lower) of a, including the diagonal, is overwritten.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the n by n Hermitian matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of B must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of B must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UHU or B ¼ LLH.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: w½n� – double Output

On exit: the eigenvalues in ascending order.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.
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NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.

8 Parallelism and Performance

nag_zhegvd (f08sqc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhegvd (f08sqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dsygvd (f08scc).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized Hermitian eigenproblem
ABz ¼ �z, where

A ¼
�7:36 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54

0B@
1CA

and

B ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA;

together with an estimate of the condition number of B, and approximate error bounds for the computed
eigenvalues and eigenvectors.

The example program for nag_zhegv (f08snc) illustrates solving a generalized Hermitian eigenproblem
of the form Az ¼ �Bz.

10.1 Program Text

/* nag_zhegvd (f08sqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1, t2, t3;
Integer i, j, n, pda, pdb;
Integer exit_status = 0;
/* Arrays */
Complex *a = 0, *b = 0;
double *eerbnd = 0, *rcondz = 0, *w = 0, *zerbnd = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08sqc

Mark 26 f08sqc.5



#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhegvd (f08sqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(eerbnd = NAG_ALLOC(n, double)) ||
!(rcondz = NAG_ALLOC(n, double)) ||
!(w = NAG_ALLOC(n, double)) || !(zerbnd = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
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#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}
else {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Compute the one-norms of the symmetric matrices A and B
* using nag_zhe_norm (f16ucc).
*/

nag_zhe_norm(order, Nag_OneNorm, uplo, n, a, pda, &anorm, &fail);
nag_zhe_norm(order, Nag_OneNorm, uplo, n, b, pdb, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhe_norm (f16ucc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized Hermitian eigenvalue problem A*B*x = lambda*x
* using nag_zhegvd (f08sqc).
*/

nag_zhegvd(order, 2, Nag_DoBoth, uplo, n, a, pda, b, pdb, w, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhegvd (f08sqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= n; j++)

for (i = n; i >= 1; i--)
A(i, j) = nag_complex_divide(A(i, j), A(1, j));

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %11.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n");

/* Prnit normalized vectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

/* Estimate the reciprocal condition number of the Cholesky factor of B.
* to estimate the reciprocal condition.
* nag_ztrcon (f07tuc)
* Note that: cond(B) = 1/rcond**2
*/

nag_ztrcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, b, pdb,
&rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrcon (f07tuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;

printf("\nEstimate of reciprocal condition number for B\n %11.1e\n",
rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been "
"computed\n");

goto END;
}

/* Estimate reciprocal condition numbers for the eigenvectors of A*B-lambda*I
* nag_ddisna (f08flc)
*/

nag_ddisna(Nag_EigVecs, n, n, w, rcondz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddisna (f08flc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the error estimates for the eigenvalues and eigenvectors. */
t1 = 1.0 / rcond;
t2 = eps * t1;
t3 = anorm * bnorm;
for (i = 0; i < n; ++i) {

eerbnd[i] = eps * (t3 + fabs(w[i]) / rcondb);
zerbnd[i] = t2 * (t3 / rcondz[i] + t1);

}

/* Print the approximate error bounds for the eigenvalues and vectors. */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %11.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n\nError estimates for the eigenvectors\n ");
for (i = 0; i < n; ++i)

printf(" %11.1e%s", zerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(eerbnd);
NAG_FREE(rcondz);
NAG_FREE(w);
NAG_FREE(zerbnd);

return exit_status;
}
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10.2 Program Data

nag_zhegvd (f08sqc) Example Program Data

4 : n

Nag_Upper : uplo

(-7.36, 0.00) ( 0.77, -0.43) (-0.64, -0.92) ( 3.01, -6.97)
( 3.49, 0.00) ( 2.19, 4.45) ( 1.90, 3.73)

( 0.12, 0.00) ( 2.88, -3.17)
(-2.54, 0.00) : matrix A

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix B

10.3 Program Results

nag_zhegvd (f08sqc) Example Program Results

Eigenvalues
-61.7321 -6.6195 0.0725 43.1883

Eigenvectors
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
0.0000 -0.0000 -0.0000 0.0000

2 -0.4648 1.5001 -0.2201 -1.7750
0.0291 1.9518 -0.3108 0.6305

3 0.1123 -3.2220 -0.5544 0.0399
0.0866 0.8343 -0.1985 1.0638

4 -0.5690 1.0723 0.2491 -1.2264
-0.5820 0.9277 0.5732 0.7828

Estimate of reciprocal condition number for B
2.5e-03

Error estimates for the eigenvalues
2.7e-12 2.8e-13 2.3e-14 1.9e-12

Error estimates for the eigenvectors
5.2e-14 1.1e-13 1.1e-13 5.4e-14
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NAG Library Function Document

nag_zhegst (f08ssc)

1 Purpose

nag_zhegst (f08ssc) reduces a complex Hermitian-definite generalized eigenproblem Az ¼ �Bz,
ABz ¼ �z or BAz ¼ �z to the standard form Cy ¼ �y, where A is a complex Hermitian matrix and
B has been factorized by nag_zpotrf (f07frc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhegst (Nag_OrderType order, Nag_ComputeType comp_type,
Nag_UploType uplo, Integer n, Complex a[], Integer pda,
const Complex b[], Integer pdb, NagError *fail)

3 Description

To reduce the complex Hermitian-definite generalized eigenproblem Az ¼ �Bz, ABz ¼ �z or
BAz ¼ �z to the standard form Cy ¼ �y, nag_zhegst (f08ssc) must be preceded by a call to
nag_zpotrf (f07frc) which computes the Cholesky factorization of B; B must be positive definite.

The different problem types are specified by the argument comp_type, as indicated in the table below.
The table shows how C is computed by the function, and also how the eigenvectors z of the original
problem can be recovered from the eigenvectors of the standard form.

order ¼ Nag ColMajor order ¼ Nag RowMajor

comp_type Problem uplo B C z B C z

1 Az ¼ �Bz Nag Upper
Nag Lower

UHU
LLH

U�HAU�1

L�1AL�H
U�1y
L�Hy

UUH

LHL
U�1AU�H

L�HAL�1
U�Hy
L�1y

2 ABz ¼ �z Nag Upper
Nag Lower

UHU
LLH

UAUH

LHAL
U�1y
L�Hy

UUH

LHL
UHAU
LALH

U�Hy
L�1y

3 BAz ¼ �z Nag Upper
Nag Lower

UHU
LLH

UAUH

LHAL
UHy
Ly

UUH

LHL
UHAU
LALH

Uy
LHy

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: comp type – Nag_ComputeType Input

On entry: indicates how the standard form is computed.

comp type ¼ Nag Compute 1

i f uplo ¼ Nag Upper, C ¼ U�HAU�1 w h e n order ¼ Nag ColMajor a n d
C ¼ U�1AU�H when order ¼ Nag RowMajor;

i f uplo ¼ Nag Lower, C ¼ L�1AL�H w h e n order ¼ Nag ColMajor a n d
C ¼ L�HAL�1 when order ¼ Nag RowMajor.

comp type ¼ Nag Compute 2 or Nag Compute 3

if uplo ¼ Nag Upper, C ¼ UAUH when order ¼ Nag ColMajor and C ¼ UHAU
when order ¼ Nag RowMajor;

if uplo ¼ Nag Lower, C ¼ LHAL when order ¼ Nag ColMajor and C ¼ LALH

when order ¼ Nag RowMajor.

Constraint: comp type ¼ Nag Compute 1, Nag Compute 2 or Nag Compute 3.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored and how B has been
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and B ¼ UHU when order ¼ Nag ColMajor and
B ¼ UUH when order ¼ Nag RowMajor.

uplo ¼ Nag Lower
The lower triangular part of A is stored and B ¼ LLH when order ¼ Nag ColMajor and
B ¼ LHL when order ¼ Nag RowMajor.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the upper or lower triangle of a is overwritten by the corresponding upper or lower
triangle of C as specified by comp_type and uplo.

f08ssc NAG Library Manual

f08ssc.2 Mark 26



6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On entry: the Cholesky factor of B as specified by uplo and returned by nag_zpotrf (f07frc).

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array b.

Constraint: pdb 	 max 1;nð Þ.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Forming the reduced matrix C is a stable procedure. However it involves implicit multiplication by B�1

(if comp type ¼ Nag Compute 1) or B (if comp type ¼ Nag Compute 2 or Nag Compute 3). When
nag_zhegst (f08ssc) is used as a step in the computation of eigenvalues and eigenvectors of the original
problem, there may be a significant loss of accuracy if B is ill-conditioned with respect to inversion.

8 Parallelism and Performance

nag_zhegst (f08ssc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4n3.

The real analogue of this function is nag_dsygst (f08sec).

10 Example

This example computes all the eigenvalues of Az ¼ �Bz, where

A ¼
�7:36þ 0:00i 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49þ 0:00i 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12þ 0:00i 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54þ 0:00i

0B@
1CA

and

B ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA:

Here B is Hermitian positive definite and must first be factorized by nag_zpotrf (f07frc). The program
calls nag_zhegst (f08ssc) to reduce the problem to the standard form Cy ¼ �y; then nag_zhetrd (f08fsc)
to reduce C to tridiagonal form, and nag_dsterf (f08jfc) to compute the eigenvalues.

10.1 Program Text

/* nag_zhegst (f08ssc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
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#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, n, pda, pdb, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *d = 0, *e = 0;
Complex *a = 0, *b = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhegst (f08ssc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef NAG_COLUMN_MAJOR

pda = n;
pdb = n;

#else
pda = n;
pdb = n;

#endif
d_len = n;
e_len = n - 1;
tau_len = n - 1;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read A and B from data file */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
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if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Compute the Cholesky factorization of B */
/* nag_zpotrf (f07frc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix
*/

nag_zpotrf(order, uplo, n, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpotrf (f07frc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce the problem to standard form C*y = lambda*y, storing */
/* the result in A */
/* nag_zhegst (f08ssc).
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* Reduction to standard form of complex Hermitian-definite
* generalized eigenproblem Ax = lambda Bx, ABx = lambda x
* or BAx = lambda x, B factorized by nag_zpotrf (f07frc)
*/

nag_zhegst(order, Nag_Compute_1, uplo, n, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhegst (f08ssc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce C to tridiagonal form T = (Q^T)*C*Q */
/* nag_zhetrd (f08fsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form
*/

nag_zhetrd(order, uplo, n, a, pda, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhetrd (f08fsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the eigenvalues of T (same as C) */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/

nag_dsterf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 9 == 0 ? "\n" : " ");
printf("\n");

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_zhegst (f08ssc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-7.36, 0.00)
( 0.77, 0.43) ( 3.49, 0.00)
(-0.64, 0.92) ( 2.19,-4.45) ( 0.12, 0.00)
( 3.01, 6.97) ( 1.90,-3.73) ( 2.88, 3.17) (-2.54, 0.00) :End of matrix A
( 3.23, 0.00)
( 1.51, 1.92) ( 3.58, 0.00)
( 1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
( 0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix B

10.3 Program Results

nag_zhegst (f08ssc) Example Program Results

Eigenvalues
-5.9990 -2.9936 0.5047 3.9990
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NAG Library Function Document

nag_dspgv (f08tac)

1 Purpose

nag_dspgv (f08tac) computes all the eigenvalues and, optionally, all the eigenvectors of a real
generalized symmetric-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are symmetric, stored in packed format, and B is also positive definite.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspgv (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, double ap[], double bp[], double w[],
double z[], Integer pdz, NagError *fail)

3 Description

nag_dspgv (f08tac) first performs a Cholesky factorization of the matrix B as B ¼ UTU , when
uplo ¼ Nag Upper or B ¼ LLT, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, Z,
satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�T ¼ � and ZTBZ ¼ I;

and for BAz ¼ �z we have

ZTAZ ¼ � and ZTB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;
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if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the contents of ap are destroyed.

7: bp½dim� – double Input/Output

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix B, packed by rows or
columns.

The storage of elements Bij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UTU or B ¼ LLT, in
the same storage format as B.

8: w½n� – double Output

On exit: the eigenvalues in ascending order.

9: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZTBZ ¼ I;

if itype ¼ 3, ZTB�1Z ¼ I.
If job ¼ Nag EigVals, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.
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8 Parallelism and Performance

nag_dspgv (f08tac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dspgv (f08tac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhpgv (f08tnc).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized symmetric eigenproblem
Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA;

together with an estimate of the condition number of B, and approximate error bounds for the computed
eigenvalues and eigenvectors.

The example program for nag_dspgvd (f08tcc) illustrates solving a generalized symmetric eigenproblem
of the form ABz ¼ �z.

10.1 Program Text

/* nag_dspgv (f08tac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1, t2;
Integer i, j, n;
Integer exit_status = 0;

/* Arrays */
double *ap = 0, *bp = 0, *dummy = 0, *eerbnd = 0, *w = 0;
char nag_enum_arg[40];
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspgv (f08tac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(bp = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(dummy = NAG_ALLOC(1 * 1, double)) ||
!(eerbnd = NAG_ALLOC(n, double)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &B_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &B_UPPER(i, j));
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &A_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &A_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &B_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &B_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the one-norms of the symmetric matrices A and B
* using nag_dsp_norm (f16rdc).
*/

nag_dsp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
nag_dsp_norm(order, Nag_OneNorm, uplo, n, bp, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsp_norm (f16rdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized symmetric eigenvalue problem A*x = lambda*B*x
* using nag_dspgv (f08tac).
*/

nag_dspgv(order, 1, Nag_EigVals, uplo, n, ap, bp, w, dummy, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dspgv (f08tac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %11.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n");

/* Estimate the reciprocal condition number of the Cholesky factor of B.
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* nag_dtpcon (f07ugc)
* Note that: cond(B) = 1/(rcond*rcond).
*/

nag_dtpcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, bp, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtpcon (f07ugc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;
printf("\nEstimate of reciprocal condition number for B\n %11.1e\n",

rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been "
"computed\n");

}
t1 = eps / rcondb;
t2 = anorm / bnorm;
for (i = 0; i < n; ++i)

eerbnd[i] = t1 * (t2 + fabs(w[i]));

/* Print the approximate error bounds for the eigenvalues */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %11.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(dummy);
NAG_FREE(eerbnd);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_dspgv (f08tac) Example Program Data

4 : n

Nag_Upper : uplo

0.24 0.39 0.42 -0.16
-0.11 0.79 0.63

-0.25 0.48
-0.03 : matrix A

4.16 -3.12 0.56 -0.10
5.03 -0.83 1.09

0.76 0.34
1.18 : matrix B
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10.3 Program Results

nag_dspgv (f08tac) Example Program Results

Eigenvalues
-2.2254 -0.4548 0.1001 1.1270

Estimate of reciprocal condition number for B
5.8e-03

Error estimates for the eigenvalues
4.2e-14 3.7e-15 3.7e-15 2.3e-14
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NAG Library Function Document

nag_dspgvx (f08tbc)

1 Purpose

nag_dspgvx (f08tbc) computes selected eigenvalues and, optionally, eigenvectors of a real generalized
symmetric-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are symmetric, stored in packed storage, and B is also positive definite. Eigenvalues
and eigenvectors can be selected by specifying either a range of values or a range of indices for the
desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspgvx (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_RangeType range, Nag_UploType uplo, Integer n, double ap[],
double bp[], double vl, double vu, Integer il, Integer iu,
double abstol, Integer *m, double w[], double z[], Integer pdz,
Integer jfail[], NagError *fail)

3 Description

nag_dspgvx (f08tbc) first performs a Cholesky factorization of the matrix B as B ¼ UTU , when
uplo ¼ Nag Upper or B ¼ LLT, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the desired eigenvalues and eigenvectors; the eigenvectors are then backtransformed
to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, Z,
satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�T ¼ � and ZTBZ ¼ I;

and for BAz ¼ �z we have

ZTAZ ¼ � and ZTB�1Z ¼ I:
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

5: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

f08tbc NAG Library Manual

f08tbc.2 Mark 26

http://www.netlib.org/lapack/lug


6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the contents of ap are destroyed.

8: bp½dim� – double Input/Output

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix B, packed by rows or
columns.

The storage of elements Bij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UTU or B ¼ LLT, in
the same storage format as B.

9: vl – double Input
10: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

11: il – Integer Input
12: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.
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Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

13: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing C to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small numberð Þ, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

14: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

15: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

16: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZTBZ ¼ I;

if itype ¼ 3, ZTB�1Z ¼ I;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

17: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.
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Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

18: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_dspgvx (f08tbc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dspgvx (f08tbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhpgvx (f08tpc).

10 Example

This example finds the eigenvalues in the half-open interval �1:0; 1:0ð �, and corresponding
eigenvectors, of the generalized symmetric eigenproblem Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA:

The example program for nag_dspgvd (f08tcc) illustrates solving a generalized symmetric eigenproblem
of the form ABz ¼ �z.
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10.1 Program Text

/* nag_dspgvx (f08tbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer i, il = 0, iu = 0, j, m, n, pdz;
Integer exit_status = 0;
/* Arrays */
double *ap = 0, *bp = 0, *w = 0, *z = 0;
Integer *index = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspgvx (f08tbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

m = n;
pdz = n;
/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(bp = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(n * m, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched. */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

/* Read the triangular parts of the matrices A and B from data file. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &B_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &B_UPPER(i, j));
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &A_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &A_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &B_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)
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scanf("%lf", &B_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* use the default absolute error tolerance for eigenvalues. */
abstol = 0.0;

/* Solve the generalized symmetric eigenvalue problem A*x = lambda*B*x
* using nag_dspgvx (f08tbc).
*/

nag_dspgvx(order, 1, Nag_DoBoth, Nag_Interval, uplo, n, ap, bp, vl, vu, il,
iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dspgvx (f08tbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = Z(i, j) / Z(1, j);

/* Print eigensolution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n\n", m);
printf(" Eigenvalues\n ");
for (j = 0; j < m; ++j)

printf(" %8.4f%s", w[j], j % 8 == 7 ? "\n" : "");
printf("\n");

/* Print normalized vectors using nag_gen_real_mat_print (x04cac). */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);

return exit_status;
}

10.2 Program Data

nag_dspgvx (f08tbc) Example Program Data

4 : n

Nag_Upper : uplo

-1.0 1.0 : VL and VU

0.24 0.39 0.42 -0.16
-0.11 0.79 0.63

-0.25 0.48
-0.03 : matrix A
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4.16 -3.12 0.56 -0.10
5.03 -0.83 1.09

0.76 0.34
1.18 : matrix B

10.3 Program Results

nag_dspgvx (f08tbc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-0.4548 0.1001

Selected eigenvectors
1 2

1 1.0000 1.0000
2 1.7303 0.0830
3 -1.1354 -0.1129
4 -2.0169 -1.0611
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NAG Library Function Document

nag_dspgvd (f08tcc)

1 Purpose

nag_dspgvd (f08tcc) computes all the eigenvalues and, optionally, the eigenvectors of a real generalized
symmetric-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are symmetric, stored in packed format, and B is also positive definite. If eigenvectors
are desired, it uses a divide-and-conquer algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspgvd (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, double ap[], double bp[], double w[],
double z[], Integer pdz, NagError *fail)

3 Description

nag_dspgvd (f08tcc) first performs a Cholesky factorization of the matrix B as B ¼ UTU , when
uplo ¼ Nag Upper or B ¼ LLT, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, z,
satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�T ¼ � and ZTBZ ¼ I;

and for BAz ¼ �z we have

ZTAZ ¼ � and ZTB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;
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if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the contents of ap are destroyed.

7: bp½dim� – double Input/Output

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix B, packed by rows or
columns.

The storage of elements Bij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UTU or B ¼ LLT, in
the same storage format as B.

8: w½n� – double Output

On exit: the eigenvalues in ascending order.

9: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZTBZ ¼ I;

if itype ¼ 3, ZTB�1Z ¼ I.
If job ¼ Nag EigVals, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, n ¼ valueh i and pdz ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

On entry, job ¼ valueh i, pdz ¼ valueh i, n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.
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8 Parallelism and Performance

nag_dspgvd (f08tcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dspgvd (f08tcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zhpgvd (f08tqc).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized symmetric eigenproblem
ABz ¼ �z, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA;

together with an estimate of the condition number of B, and approximate error bounds for the computed
eigenvalues and eigenvectors.

The example program for nag_dspgv (f08tac) illustrates solving a generalized symmetric eigenproblem
of the form Az ¼ �Bz.

10.1 Program Text

/* nag_dspgvd (f08tcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1;
Integer i, j, n;
Integer exit_status = 0;
/* Arrays */
double *ap = 0, *bp = 0, *eerbnd = 0, *w = 0;
double dummy[1];
char nag_enum_arg[40];
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspgvd (f08tcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, double)) ||

!(bp = NAG_ALLOC(n * (n + 1) / 2, double)) ||
!(eerbnd = NAG_ALLOC(n, double)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= n; ++j)
scanf_s("%lf", &A_UPPER(i, j));

#else
for (j = i; j <= n; ++j)

scanf("%lf", &A_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = i; j <= n; ++j)

scanf_s("%lf", &B_UPPER(i, j));
#else

for (j = i; j <= n; ++j)
scanf("%lf", &B_UPPER(i, j));

#endif
}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &A_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &A_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= i; ++j)
scanf_s("%lf", &B_LOWER(i, j));

#else
for (j = 1; j <= i; ++j)

scanf("%lf", &B_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the one-norms of the symmetric matrices A and B
* using nag_dsp_norm (f16rdc).
*/

nag_dsp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
nag_dsp_norm(order, Nag_OneNorm, uplo, n, bp, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsp_norm (f16rdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized symmetric eigenvalue problem A*B*x = lambda*x
* using nag_dspgvd (f08tcc).
* In the following call the 9th argument is set to n rather than 1 to
* avoid an incorrect error message in some vendor versions of LAPACK.
*/

nag_dspgvd(order, 2, Nag_EigVals, uplo, n, ap, bp, w, dummy, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspgvd (f08tcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf("Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %11.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n");

/* Estimate the reciprocal condition number of the Cholesky factor of B.
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* nag_dtpcon (f07ugc).
* Note that: cond(B) = 1/(rcond*rcond).
*/

nag_dtpcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, bp, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtpcon (f07ugc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;
printf("\nEstimate of reciprocal condition number for B\n %11.1e\n",

rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been"
" computed\n");

goto END;
}

t1 = anorm * bnorm;
for (i = 0; i < n; ++i)

eerbnd[i] = eps * (t1 + fabs(w[i]) / rcondb);

/* Print the approximate error bounds for the eigenvalues */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %11.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(eerbnd);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_dspgvd (f08tcc) Example Program Data

4 : n

Nag_Upper : uplo

0.24 0.39 0.42 -0.16
-0.11 0.79 0.63

-0.25 0.48
-0.03 : matrix A

4.16 -3.12 0.56 -0.10
5.03 -0.83 1.09

0.76 0.34
1.18 : matrix B
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10.3 Program Results

nag_dspgvd (f08tcc) Example Program Results

Eigenvalues
-3.5411 -0.3347 0.2983 2.2544

Estimate of reciprocal condition number for B
5.8e-03

Error estimates for the eigenvalues
7.0e-14 8.6e-15 7.9e-15 4.6e-14
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NAG Library Function Document

nag_dspgst (f08tec)

1 Purpose

nag_dspgst (f08tec) reduces a real symmetric-definite generalized eigenproblem Az ¼ �Bz, ABz ¼ �z
or BAz ¼ �z to the standard form Cy ¼ �y, where A is a real symmetric matrix and B has been
factorized by nag_dpptrf (f07gdc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dspgst (Nag_OrderType order, Nag_ComputeType comp_type,
Nag_UploType uplo, Integer n, double ap[], const double bp[],
NagError *fail)

3 Description

To reduce the real symmetric-definite generalized eigenproblem Az ¼ �Bz, ABz ¼ �z or BAz ¼ �z to
the standard form Cy ¼ �y using packed storage, nag_dspgst (f08tec) must be preceded by a call to
nag_dpptrf (f07gdc) which computes the Cholesky factorization of B; B must be positive definite.

The different problem types are specified by the argument comp_type, as indicated in the table below.
The table shows how C is computed by the function, and also how the eigenvectors z of the original
problem can be recovered from the eigenvectors of the standard form.

comp_type Problem uplo B C z

Nag Compute 1 Az ¼ �Bz Nag Upper
Nag Lower

UTU
LLT

U�TAU�1

L�1AL�T
U�1y
L�Ty

Nag Compute 2 ABz ¼ �z Nag Upper
Nag Lower

UTU
LLT

UAUT

LTAL
U�1y
L�Ty

Nag Compute 3 BAz ¼ �z Nag Upper
Nag Lower

UTU
LLT

UAUT

LTAL
UTy
Ly

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: comp type – Nag_ComputeType Input

On entry: indicates how the standard form is computed.

comp type ¼ Nag Compute 1

if uplo ¼ Nag Upper, C ¼ U�TAU�1;

if uplo ¼ Nag Lower, C ¼ L�1AL�T.
comp type ¼ Nag Compute 2 or Nag Compute 3

if uplo ¼ Nag Upper, C ¼ UAUT;

if uplo ¼ Nag Lower, C ¼ LTAL.

Constraint: comp type ¼ Nag Compute 1, Nag Compute 2 or Nag Compute 3.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored and how B has been
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and B ¼ UTU .

uplo ¼ Nag Lower
The lower triangular part of A is stored and B ¼ LLT.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n symmetric matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the upper or lower triangle of ap is overwritten by the corresponding upper or lower
triangle of C as specified by comp_type and uplo, using the same packed storage format as
described above.

6: bp½dim� – const double Input

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of B as specified by uplo and returned by nag_dpptrf (f07gdc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Forming the reduced matrix C is a stable procedure. However it involves implicit multiplication by B�1

if (comp type ¼ Nag Compute 1) or B (if comp type ¼ Nag Compute 2 or Nag Compute 3). When
nag_dspgst (f08tec) is used as a step in the computation of eigenvalues and eigenvectors of the original
problem, there may be a significant loss of accuracy if B is ill-conditioned with respect to inversion.

8 Parallelism and Performance

nag_dspgst (f08tec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately n3.

The complex analogue of this function is nag_zhpgst (f08tsc).
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10 Example

This example computes all the eigenvalues of Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 �0:16
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
�0:16 0:63 0:48 �0:03

0B@
1CA and B ¼

4:16 �3:12 0:56 �0:10
�3:12 5:03 �0:83 1:09
0:56 �0:83 0:76 0:34
�0:10 1:09 0:34 1:18

0B@
1CA;

using packed storage. Here B is symmetric positive definite and must first be factorized by nag_dpptrf
(f07gdc). The program calls nag_dspgst (f08tec) to reduce the problem to the standard form Cy ¼ �y;
then nag_dsptrd (f08gec) to reduce C to tridiagonal form, and nag_dsterf (f08jfc) to compute the
eigenvalues.

10.1 Program Text

/* nag_dspgst (f08tec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, n, ap_len, bp_len, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
double *ap = 0, *bp = 0, *d = 0, *e = 0, *tau = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dspgst (f08tec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;
bp_len = n * (n + 1) / 2;
d_len = n;
e_len = n - 1;
tau_len = n;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(bp = NAG_ALLOC(bp_len, double)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(tau = NAG_ALLOC(tau_len, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_UPPER(i, j));

#else
scanf("%lf", &A_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &B_UPPER(i, j));
#else

scanf("%lf", &B_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
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scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &B_LOWER(i, j));

#else
scanf("%lf", &B_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute the Cholesky factorization of B */
/* nag_dpptrf (f07gdc).
* Cholesky factorization of real symmetric
* positive-definite matrix, packed storage
*/

nag_dpptrf(order, uplo, n, bp, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce the problem to standard form C*y = lambda*y, storing */
/* the result in A */
/* nag_dspgst (f08tec).
* Reduction to standard form of real symmetric-definite
* generalized eigenproblem Ax = lambda Bx, ABx = lambda x
* or BAx = lambda x, packed storage, B factorized by
* nag_dpptrf (f07gdc)
*/

nag_dspgst(order, Nag_Compute_1, uplo, n, ap, bp, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspgst (f08tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce C to tridiagonal form T = (Q^T)*C*Q */
/* nag_dsptrd (f08gec).
* Orthogonal reduction of real symmetric matrix to
* symmetric tridiagonal form, packed storage
*/

nag_dsptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsptrd (f08gec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the eigenvalues of T (same as C) */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/

nag_dsterf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 9 == 0 || i == n ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(bp);
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NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_dspgst (f08tec) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
0.24
0.39 -0.11
0.42 0.79 -0.25

-0.16 0.63 0.48 -0.03 :End of matrix A
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.09 0.34 1.18 :End of matrix B

10.3 Program Results

nag_dspgst (f08tec) Example Program Results

Eigenvalues
-2.2254 -0.4548 0.1001 1.1270
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NAG Library Function Document

nag_zhpgv (f08tnc)

1 Purpose

nag_zhpgv (f08tnc) computes all the eigenvalues and, optionally, all the eigenvectors of a complex
generalized Hermitian-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are Hermitian, stored in packed format, and B is also positive definite.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpgv (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, Complex ap[], Complex bp[], double w[],
Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zhpgv (f08tnc) first performs a Cholesky factorization of the matrix B as B ¼ UHU , when
uplo ¼ Nag Upper or B ¼ LLH, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, Z,
satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�H ¼ � and ZHBZ ¼ I;

and for BAz ¼ �z we have

ZHAZ ¼ � and ZHB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;
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if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the contents of ap are destroyed.

7: bp½dim� – Complex Input/Output

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix B, packed by rows or
columns.

The storage of elements Bij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UHU or B ¼ LLH, in
the same storage format as B.

8: w½n� – double Output

On exit: the eigenvalues in ascending order.

9: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZHBZ ¼ I;

if itype ¼ 3, ZHB�1Z ¼ I.
If job ¼ Nag EigVals, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.
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8 Parallelism and Performance

nag_zhpgv (f08tnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhpgv (f08tnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dspgv (f08tac).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized Hermitian eigenproblem
Az ¼ �Bz, where

A ¼
�7:36 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54

0B@
1CA

and

B ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA;

together with an estimate of the condition number of B, and approximate error bounds for the computed
eigenvalues and eigenvectors.

The example program for nag_zhpgvd (f08tqc) illustrates solving a generalized symmetric
eigenproblem of the form ABz ¼ �z.

10.1 Program Text

/* nag_zhpgv (f08tnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1, t2;
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Integer i, j, n;
Integer exit_status = 0;
/* Arrays */
Complex *ap = 0, *bp = 0;
Complex dummy[1];
double *eerbnd = 0, *w = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpgv (f08tnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(bp = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(eerbnd = NAG_ALLOC(n, double)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
for (i = 1; i <= n; ++i)

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);
#endif

}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Compute the one-norms of the symmetric matrices A and B
* using nag_zhp_norm (f16udc). */

nag_zhp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
nag_zhp_norm(order, Nag_OneNorm, uplo, n, bp, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhp_norm (f16udc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized symmetric eigenvalue problem
* A*x = lambda*B*x (itype = 1)
*/

nag_zhpgv(order, 1, Nag_EigVals, uplo, n, ap, bp, w, dummy, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpgv (f08tnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf("Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %11.4f%s", w[j], j % 6 == 5 ? "\n" : "");
printf("\n\n");

/* Estimate the reciprocal condition number of the Cholesky factor of B.
* nag_ztpcon (f07uuc).
* Note that: cond(B) = 1/rcond**2
*/

nag_ztpcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, bp, &rcond, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_ztpcon (f07uuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;
printf("Estimate of reciprocal condition number for B\n %11.1e\n",

rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been"
" computed\n");

goto END;
}

t1 = eps / rcondb;
t2 = anorm / bnorm;
for (i = 0; i < n; ++i)

eerbnd[i] = t1 * (t2 + fabs(w[i]));

/* Print the approximate error bounds for the eigenvalues */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf("%11.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(eerbnd);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_zhpgv (f08tnc) Example Program Data

4 : n

Nag_Upper : uplo

(-7.36, 0.00) ( 0.77, -0.43) (-0.64, -0.92) ( 3.01, -6.97)
( 3.49, 0.00) ( 2.19, 4.45) ( 1.90, 3.73)

( 0.12, 0.00) ( 2.88, -3.17)
(-2.54, 0.00) : matrix A

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix B
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10.3 Program Results

nag_zhpgv (f08tnc) Example Program Results

Eigenvalues
-5.9990 -2.9936 0.5047 3.9990

Estimate of reciprocal condition number for B
2.5e-03

Error estimates for the eigenvalues
3.4e-13 2.0e-13 9.6e-14 2.5e-13
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NAG Library Function Document

nag_zhpgvx (f08tpc)

1 Purpose

nag_zhpgvx (f08tpc) computes selected eigenvalues and, optionally, eigenvectors of a complex
generalized Hermitian-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are Hermitian, stored in packed format, and B is also positive definite. Eigenvalues and
eigenvectors can be selected by specifying either a range of values or a range of indices for the desired
eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpgvx (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_RangeType range, Nag_UploType uplo, Integer n, Complex ap[],
Complex bp[], double vl, double vu, Integer il, Integer iu,
double abstol, Integer *m, double w[], Complex z[], Integer pdz,
Integer jfail[], NagError *fail)

3 Description

nag_zhpgvx (f08tpc) first performs a Cholesky factorization of the matrix B as B ¼ UHU , when
uplo ¼ Nag Upper or B ¼ LLH, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the desired eigenvalues and eigenvectors; the eigenvectors are then backtransformed
to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, Z,
satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�H ¼ � and ZHBZ ¼ I;

and for BAz ¼ �z we have

ZHAZ ¼ � and ZHB�1Z ¼ I:
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

5: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the contents of ap are destroyed.

8: bp½dim� – Complex Input/Output

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix B, packed by rows or
columns.

The storage of elements Bij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UHU or B ¼ LLH, in
the same storage format as B.

9: vl – double Input
10: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

11: il – Integer Input
12: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.
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Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

13: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing C to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small numberð Þ, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

14: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.

If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

15: w½n� – double Output

On exit: the first m elements contain the selected eigenvalues in ascending order.

16: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m columns of Z contain the orthonormal
eigenvectors of the matrix A corresponding to the selected eigenvalues, with the ith
column of Z holding the eigenvector associated with w½i� 1�. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZHBZ ¼ I;

if itype ¼ 3, ZHB�1Z ¼ I;
if an eigenvector fails to converge (fail:code ¼ NE_CONVERGENCE), then that column
of Z contains the latest approximation to the eigenvector, and the index of the eigenvector
is returned in jfail.

If job ¼ Nag EigVals, z is not referenced.

17: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.
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Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

18: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors failed to converge.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_zhpgvx (f08tpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhpgvx (f08tpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dspgvx (f08tbc).

10 Example

This example finds the eigenvalues in the half-open interval �3; 3ð �, and corresponding eigenvectors, of
the generalized Hermitian eigenproblem Az ¼ �Bz, where

A ¼
�7:36 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54

0B@
1CA

and

B ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA:
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The example program for nag_zhpgvd (f08tqc) illustrates solving a generalized symmetric
eigenproblem of the form ABz ¼ �z.

10.1 Program Text

/* nag_zhpgvx (f08tpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer i, il = 0, iu = 0, j, m, n, pdz;
Integer exit_status = 0;

/* Arrays */
Complex *ap = 0, *bp = 0, *z = 0;
double *w = 0;
Integer *index = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpgvx (f08tpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
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if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

m = n;
#ifdef NAG_COLUMN_MAJOR

pdz = n;
#else

pdz = m;
#endif

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(bp = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(z = NAG_ALLOC(n * m, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched. */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

/* Read the triangular parts of the matrices A and B from data file. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);

#endif
}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Use the default absolute error tolerance for eigenvalues. */
abstol = 0.0;

/* Solve the generalized Hermitian eigenvalue problem
* A*x = lambda*B*x (itype = 1). using nag_zhpgvx (f08tpc).
*/

nag_zhpgvx(order, 1, Nag_DoBoth, Nag_Interval, uplo, n, ap, bp, vl, vu,
il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhpgvx (f08tpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize the eigenvectors */
for (j = 1; j <= m; j++)

for (i = n; i >= 1; i--)
Z(i, j) = nag_complex_divide(Z(i, j), Z(1, j));

/* Print eigensolution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n\n", m);
printf(" Eigenvalues\n ");
for (j = 0; j < m; ++j)

printf(" %11.4f%s", w[j], j % 8 == 7 ? "\n" : "");
printf("\n");

/* Print normalized vectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
}

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(z);
NAG_FREE(w);
NAG_FREE(index);

return exit_status;
}

10.2 Program Data

nag_zhpgvx (f08tpc) Example Program Data

4 : n

Nag_Upper : uplo
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-3.0 3.0 : VL and VU

(-7.36, 0.00) ( 0.77, -0.43) (-0.64, -0.92) ( 3.01, -6.97)
( 3.49, 0.00) ( 2.19, 4.45) ( 1.90, 3.73)

( 0.12, 0.00) ( 2.88, -3.17)
(-2.54, 0.00) : matrix A

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix B

10.3 Program Results

nag_zhpgvx (f08tpc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
-2.9936 0.5047

Selected eigenvectors
1 2

1 1.0000 1.0000
0.0000 -0.0000

2 0.1491 0.1882
0.0777 -0.7410

3 -1.2303 -0.2080
-0.4192 -0.4733

4 0.5811 0.4524
1.0051 0.9265
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NAG Library Function Document

nag_zhpgvd (f08tqc)

1 Purpose

nag_zhpgvd (f08tqc) computes all the eigenvalues and, optionally, the eigenvectors of a complex
generalized Hermitian-definite eigenproblem, of the form

Az ¼ �Bz; ABz ¼ �z or BAz ¼ �z;

where A and B are Hermitian, stored in packed format, and B is also positive definite. If eigenvectors
are desired, it uses a divide-and-conquer algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpgvd (Nag_OrderType order, Integer itype, Nag_JobType job,
Nag_UploType uplo, Integer n, Complex ap[], Complex bp[], double w[],
Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zhpgvd (f08tqc) first performs a Cholesky factorization of the matrix B as B ¼ UHU , when
uplo ¼ Nag Upper or B ¼ LLH, when uplo ¼ Nag Lower. The generalized problem is then reduced to
a standard symmetric eigenvalue problem

Cx ¼ �x;

which is solved for the eigenvalues and, optionally, the eigenvectors; the eigenvectors are then
backtransformed to give the eigenvectors of the original problem.

For the problem Az ¼ �Bz, the eigenvectors are normalized so that the matrix of eigenvectors, z,
satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues. For the problem
ABz ¼ �z we correspondingly have

Z�1AZ�H ¼ � and ZHBZ ¼ I;

and for BAz ¼ �z we have

ZHAZ ¼ � and ZHB�1Z ¼ I:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: itype – Integer Input

On entry: specifies the problem type to be solved.

itype ¼ 1
Az ¼ �Bz.

itype ¼ 2
ABz ¼ �z.

itype ¼ 3
BAz ¼ �z.

Constraint: itype ¼ 1, 2 or 3.

3: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;
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if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the contents of ap are destroyed.

7: bp½dim� – Complex Input/Output

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix B, packed by rows or
columns.

The storage of elements Bij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij is stored in bp½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij is stored in bp½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the triangular factor U or L from the Cholesky factorization B ¼ UHU or B ¼ LLH, in
the same storage format as B.

8: w½n� – double Output

On exit: the eigenvalues in ascending order.

9: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors. The eigenvectors are
normalized as follows:

if itype ¼ 1 or 2, ZHBZ ¼ I;

if itype ¼ 3, ZHB�1Z ¼ I.
If job ¼ Nag EigVals, z is not referenced.

10: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, itype ¼ valueh i.
Constraint: itype ¼ 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then the leading minor of order valueh i of B
is not positive definite. The factorization of B could not be completed and no eigenvalues or
eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

The example program below illustrates the computation of approximate error bounds.

f08tqc NAG Library Manual

f08tqc.4 Mark 26



8 Parallelism and Performance

nag_zhpgvd (f08tqc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhpgvd (f08tqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dspgvd (f08tcc).

10 Example

This example finds all the eigenvalues and eigenvectors of the generalized Hermitian eigenproblem
ABz ¼ �z, where

A ¼
�7:36 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54

0B@
1CA

and

B ¼
3:23 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58 �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29

0B@
1CA;

together with an estimate of the condition number of B, and approximate error bounds for the computed
eigenvalues and eigenvectors.

The example program for nag_zhpgv (f08tnc) illustrates solving a generalized Hermitian eigenproblem
of the form Az ¼ �Bz.

10.1 Program Text

/* nag_zhpgvd (f08tqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double anorm, bnorm, eps, rcond, rcondb, t1;
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Integer i, j, n;
Integer exit_status = 0;
/* Arrays */
Complex *ap = 0, *bp = 0;
Complex dummy[1];
double *eerbnd = 0, *w = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhpgvd (f08tqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(ap = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||

!(bp = NAG_ALLOC(n * (n + 1) / 2, Complex)) ||
!(eerbnd = NAG_ALLOC(n, double)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);

#endif
}
else if (uplo == Nag_Lower) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Compute the one-norms of the symmetric matrices A and B
* using nag_zhp_norm (f16udc).
*/

nag_zhp_norm(order, Nag_OneNorm, uplo, n, ap, &anorm, &fail);
nag_zhp_norm(order, Nag_OneNorm, uplo, n, bp, &bnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhp_norm (f16udc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve the generalized symmetric eigenvalue problem
* A*B*x = lambda*x (itype = 2) using nag_zhpgvd (f08tqc).
*/

nag_zhpgvd(order, 2, Nag_EigVals, uplo, n, ap, bp, w, dummy, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhpgvd (f08tqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf("Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %11.4f%s", w[j], j % 6 == 5 ? "\n" : "");
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printf("\n\n");

/* Estimate the reciprocal condition number of the Cholesky factor of B.
* nag_ztpcon (f07uuc).
* Note that: cond(B) = 1/(rcond*rcond).
*/

nag_ztpcon(order, Nag_OneNorm, uplo, Nag_NonUnitDiag, n, bp, &rcond, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztpcon (f07uuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the reciprocal condition number of B */
rcondb = rcond * rcond;
printf("Estimate of reciprocal condition number for B\n %12.1e\n",

rcondb);

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (rcond < eps) {

printf("\nB is very ill-conditioned, error estimates have not been"
" computed.\n");

goto END;
}

t1 = anorm * bnorm;
for (i = 0; i < n; ++i)

eerbnd[i] = eps * (t1 + fabs(w[i]) / rcondb);

/* Print the approximate error bounds for the eigenvalues */
printf("\nError estimates for the eigenvalues\n ");
for (i = 0; i < n; ++i)

printf(" %11.1e%s", eerbnd[i], i % 6 == 5 ? "\n" : "");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(eerbnd);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_zhpgvd (f08tqc) Example Program Data

4 : n

Nag_Upper : uplo

(-7.36, 0.00) ( 0.77, -0.43) (-0.64, -0.92) ( 3.01, -6.97)
( 3.49, 0.00) ( 2.19, 4.45) ( 1.90, 3.73)

( 0.12, 0.00) ( 2.88, -3.17)
(-2.54, 0.00) : matrix A

( 3.23, 0.00) ( 1.51, -1.92) ( 1.90, 0.84) ( 0.42, 2.50)
( 3.58, 0.00) (-0.23, 1.11) (-1.18, 1.37)

( 4.09, 0.00) ( 2.33, -0.14)
( 4.29, 0.00) : matrix B
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10.3 Program Results

nag_zhpgvd (f08tqc) Example Program Results

Eigenvalues
-61.7321 -6.6195 0.0725 43.1883

Estimate of reciprocal condition number for B
2.5e-03

Error estimates for the eigenvalues
2.7e-12 3.1e-13 2.6e-14 1.9e-12
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NAG Library Function Document

nag_zhpgst (f08tsc)

1 Purpose

nag_zhpgst (f08tsc) reduces a complex Hermitian-definite generalized eigenproblem Az ¼ �Bz,
ABz ¼ �z or BAz ¼ �z to the standard form Cy ¼ �y, where A is a complex Hermitian matrix and
B has been factorized by nag_zpptrf (f07grc), using packed storage.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhpgst (Nag_OrderType order, Nag_ComputeType comp_type,
Nag_UploType uplo, Integer n, Complex ap[], const Complex bp[],
NagError *fail)

3 Description

To reduce the complex Hermitian-definite generalized eigenproblem Az ¼ �Bz, ABz ¼ �z or
BAz ¼ �z to the standard form Cy ¼ �y using packed storage, nag_zhpgst (f08tsc) must be preceded
by a call to nag_zpptrf (f07grc) which computes the Cholesky factorization of B; B must be positive
definite.

The different problem types are specified by the argument comp_type, as indicated in the table below.
The table shows how C is computed by the function, and also how the eigenvectors z of the original
problem can be recovered from the eigenvectors of the standard form.

comp_type Problem uplo B C z

Nag Compute 1 Az ¼ �Bz Nag Upper
Nag Lower

UHU
LLH

U�HAU�1

L�1AL�H
U�1y
L�Hy

Nag Compute 2 ABz ¼ �z Nag Upper
Nag Lower

UHU
LLH

UAUH

LHAL
U�1y
L�Hy

Nag Compute 3 BAz ¼ �z Nag Upper
Nag Lower

UHU
LLH

UAUH

LHAL
UHy
Ly

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: comp type – Nag_ComputeType Input

On entry: indicates how the standard form is computed.

comp type ¼ Nag Compute 1

if uplo ¼ Nag Upper, C ¼ U�HAU�1;

if uplo ¼ Nag Lower, C ¼ L�1AL�H.
comp type ¼ Nag Compute 2 or Nag Compute 3

if uplo ¼ Nag Upper, C ¼ UAUH;

if uplo ¼ Nag Lower, C ¼ LHAL.

Constraint: comp type ¼ Nag Compute 1, Nag Compute 2 or Nag Compute 3.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored and how B has been
factorized.

uplo ¼ Nag Upper
The upper triangular part of A is stored and B ¼ UHU .

uplo ¼ Nag Lower
The lower triangular part of A is stored and B ¼ LLH.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the upper or lower triangle of the n by n Hermitian matrix A, packed by rows or
columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the upper or lower triangle of ap is overwritten by the corresponding upper or lower
triangle of C as specified by comp_type and uplo, using the same packed storage format as
described above.

6: bp½dim� – const Complex Input

Note: the dimension, dim, of the array bp must be at least max 1; n� nþ 1ð Þ=2ð Þ.
On entry: the Cholesky factor of B as specified by uplo and returned by nag_zpptrf (f07grc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Forming the reduced matrix C is a stable procedure. However it involves implicit multiplication by B�1

if (comp type ¼ Nag Compute 1) or B (if comp type ¼ Nag Compute 2 or Nag Compute 3). When
nag_zhpgst (f08tsc) is used as a step in the computation of eigenvalues and eigenvectors of the original
problem, there may be a significant loss of accuracy if B is ill-conditioned with respect to inversion.

8 Parallelism and Performance

nag_zhpgst (f08tsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of real floating-point operations is approximately 4n3.

The real analogue of this function is nag_dspgst (f08tec).
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10 Example

This example computes all the eigenvalues of Az ¼ �Bz, where

A ¼
�7:36þ 0:00i 0:77� 0:43i �0:64� 0:92i 3:01� 6:97i
0:77þ 0:43i 3:49þ 0:00i 2:19þ 4:45i 1:90þ 3:73i
�0:64þ 0:92i 2:19� 4:45i 0:12þ 0:00i 2:88� 3:17i
3:01þ 6:97i 1:90� 3:73i 2:88þ 3:17i �2:54þ 0:00i

0B@
1CA

and

B ¼
3:23þ 0:00i 1:51� 1:92i 1:90þ 0:84i 0:42þ 2:50i
1:51þ 1:92i 3:58þ 0:00i �0:23þ 1:11i �1:18þ 1:37i
1:90� 0:84i �0:23� 1:11i 4:09þ 0:00i 2:33� 0:14i
0:42� 2:50i �1:18� 1:37i 2:33þ 0:14i 4:29þ 0:00i

0B@
1CA;

using packed storage. Here B is Hermitian positive definite and must first be factorized by nag_zpptrf
(f07grc). The program calls nag_zhpgst (f08tsc) to reduce the problem to the standard form Cy ¼ �y;
then nag_zhptrd (f08gsc) to reduce C to tridiagonal form, and nag_dsterf (f08jfc) to compute the
eigenvalues.

10.1 Program Text

/* nag_zhpgst (f08tsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, n, ap_len, bp_len, d_len, e_len, tau_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;

/* Arrays */
char nag_enum_arg[40];
Complex *ap = 0, *bp = 0, *tau = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]
#define B_UPPER(I, J) bp[J*(J-1)/2 + I - 1]
#define B_LOWER(I, J) bp[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]
#define B_LOWER(I, J) bp[I*(I-1)/2 + J - 1]
#define B_UPPER(I, J) bp[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);
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printf("nag_zhpgst (f08tsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

ap_len = n * (n + 1) / 2;
bp_len = n * (n + 1) / 2;
d_len = n;
e_len = n - 1;
tau_len = n;

/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) ||

!(bp = NAG_ALLOC(bp_len, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(tau = NAG_ALLOC(tau_len, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A and B from data file */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_UPPER(i, j).re, &B_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {
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for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &B_LOWER(i, j).re, &B_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Compute the Cholesky factorization of B */
/* nag_zpptrf (f07grc).
* Cholesky factorization of complex Hermitian
* positive-definite matrix, packed storage
*/

nag_zpptrf(order, uplo, n, bp, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpptrf (f07gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce the problem to standard form C*y = lambda*y, storing */
/* the result in A */
/* nag_zhpgst (f08tsc).
* Reduction to standard form of complex Hermitian-definite
* generalized eigenproblem Ax = lambda Bx, ABx = lambda x
* or BAx = lambda x, packed storage, B factorized by
* nag_zpptrf (f07grc)
*/

nag_zhpgst(order, Nag_Compute_1, uplo, n, ap, bp, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpgst (f08tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce C to tridiagonal form T = (Q^T)*C*Q */
/* nag_zhptrd (f08gsc).
* Unitary reduction of complex Hermitian matrix to real
* symmetric tridiagonal form, packed storage
*/

nag_zhptrd(order, uplo, n, ap, d, e, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhptrd (f08gsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the eigenvalues of T (same as C) */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/

nag_dsterf(n, d, e, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf("Eigenvalues\n");
for (i = 1; i <= n; ++i)

printf("%8.4f%s", d[i - 1], i % 9 == 0 || i == n ? "\n" : " ");
printf("\n");

END:
NAG_FREE(ap);
NAG_FREE(bp);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(tau);

return exit_status;
}

10.2 Program Data

nag_zhpgst (f08tsc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo

(-7.36, 0.00)
( 0.77, 0.43) ( 3.49, 0.00)
(-0.64, 0.92) ( 2.19,-4.45) ( 0.12, 0.00)
( 3.01, 6.97) ( 1.90,-3.73) ( 2.88, 3.17) (-2.54, 0.00) :End of matrix A
( 3.23, 0.00)
( 1.51, 1.92) ( 3.58, 0.00)
( 1.90,-0.84) (-0.23,-1.11) ( 4.09, 0.00)
( 0.42,-2.50) (-1.18,-1.37) ( 2.33, 0.14) ( 4.29, 0.00) :End of matrix B

10.3 Program Results

nag_zhpgst (f08tsc) Example Program Results

Eigenvalues
-5.9990 -2.9936 0.5047 3.9990
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NAG Library Function Document

nag_dsbgv (f08uac)

1 Purpose

nag_dsbgv (f08uac) computes all the eigenvalues and, optionally, the eigenvectors of a real generalized
symmetric-definite banded eigenproblem, of the form

Az ¼ �Bz;

where A and B are symmetric and banded, and B is also positive definite.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbgv (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer ka, Integer kb, double ab[], Integer pdab,
double bb[], Integer pdbb, double w[], double z[], Integer pdz,
NagError *fail)

3 Description

The generalized symmetric-definite band problem

Az ¼ �Bz

is first reduced to a standard band symmetric problem

Cx ¼ �x;

where C is a symmetric band matrix, using Wilkinson's modification to Crawford's algorithm (see
Crawford (1973) and Wilkinson (1977)). The symmetric eigenvalue problem is then solved for the
eigenvalues and the eigenvectors, if required, which are then backtransformed to the eigenvectors of the
original problem.

The eigenvectors are normalized so that the matrix of eigenvectors, Z, satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1977) Some recent advances in numerical linear algebra The State of the Art in
Numerical Analysis (ed D A H Jacobs) Academic Press

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08uac

Mark 26 f08uac.1

http://www.netlib.org/lapack/lug


5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

6: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

7: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;
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if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the contents of ab are overwritten.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

9: bb½dim� – double Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: the factor S from the split Cholesky factorization B ¼ STS, as returned by nag_dpbstf
(f08ufc).

10: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.

11: w½n� – double Output

On exit: the eigenvalues in ascending order.

12: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.
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On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors, with the ith column of Z
holding the eigenvector associated with w½i� 1�. The eigenvectors are normalized so that
ZTBZ ¼ I.
If job ¼ Nag EigVals, z is not referenced.

13: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.
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On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then nag_dpbstf (f08ufc) returned
fail:errnum ¼ valueh i: B is not positive definite. The factorization of B could not be completed
and no eigenvalues or eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_dsbgv (f08uac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsbgv (f08uac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and, assuming
that n� ka, is approximately proportional to n2ka otherwise.

The complex analogue of this function is nag_zhbgv (f08unc).

10 Example

This example finds all the eigenvalues of the generalized band symmetric eigenproblem Az ¼ �Bz,
where

A ¼
0:24 0:39 0:42 0
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
0 0:63 0:48 �0:03

0B@
1CA and B ¼

2:07 0:95 0 0
0:95 1:69 �0:29 0
0 �0:29 0:65 �0:33
0 0 �0:33 1:17

0B@
1CA:
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10.1 Program Text

/* nag_dsbgv (f08uac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, ka, kb, n, pdab, pdbb, pdz, zsize;
Integer exit_status = 0;

/* Arrays */
double *ab = 0, *bb = 0, *w = 0, *z = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
Nag_JobType job;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + ka + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + kb + I - J]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + ka + J - I]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + kb + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbgv (f08uac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#endif

if (n < 0 || ka < kb || kb < 0) {
printf("Invalid n, ka or kb\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
if (job == Nag_EigVals) {

zsize = 1;
pdz = 1;

}
else {

zsize = n * n;
pdz = n;

}

pdab = ka + 1;
pdbb = kb + 1;
/* Allocate memory */
if (!(ab = NAG_ALLOC((ka + 1) * n, double)) ||

!(bb = NAG_ALLOC((kb + 1) * n, double)) ||
!(z = NAG_ALLOC(zsize, double)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= MIN(i + ka, n); ++j)
scanf_s("%lf", &AB_UPPER(i, j));

#else
for (j = i; j <= MIN(i + ka, n); ++j)

scanf("%lf", &AB_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= MIN(i + kb, n); ++j)
scanf_s("%lf", &BB_UPPER(i, j));

#else
for (j = i; j <= MIN(i + kb, n); ++j)

scanf("%lf", &BB_UPPER(i, j));
#endif

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = MAX(1, i - ka); j <= i; ++j)
scanf_s("%lf", &AB_LOWER(i, j));

#else
for (j = MAX(1, i - ka); j <= i; ++j)

scanf("%lf", &AB_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
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#ifdef _WIN32
for (j = MAX(1, i - kb); j <= i; ++j)

scanf_s("%lf", &BB_LOWER(i, j));
#else

for (j = MAX(1, i - kb); j <= i; ++j)
scanf("%lf", &BB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Solve the generalized symmetric band eigenvalue problem A*x = lambda*B*x
* using nag_dsbgv (f08uac).
*/

nag_dsbgv(order, job, uplo, n, ka, kb, ab, pdab, bb, pdbb, w, z, pdz,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsbgv (f08uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %9.4f%s", w[j], j % 6 == 5 ? "\n" : " ");
printf("\n");

if (job == Nag_DoBoth) {
/* nag_gen_real_mat_print (x04cac): Print Matrix of eigenvectors Z. */
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors (by Column)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
}

}

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(z);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_dsbgv (f08uac) Example Program Data

4 2 1 : n, ka and kb

Nag_Upper : uplo
Nag_EigVals : job (=Nag_DoBoth for eigenvectors)

0.24 0.39 0.42
-0.11 0.79 0.63

-0.25 0.48
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-0.03 : matrix A
2.07 0.95

1.69 -0.29
0.65 -0.33

1.17 : matrix B

10.3 Program Results

nag_dsbgv (f08uac) Example Program Results

Eigenvalues
-0.8305 -0.6401 0.0992 1.8525
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NAG Library Function Document

nag_dsbgvx (f08ubc)

1 Purpose

nag_dsbgvx (f08ubc) computes selected eigenvalues and, optionally, eigenvectors of a real generalized
symmetric-definite banded eigenproblem, of the form

Az ¼ �Bz;

where A and B are symmetric and banded, and B is also positive definite. Eigenvalues and eigenvectors
can be selected by specifying either all eigenvalues, a range of values or a range of indices for the
desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbgvx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Integer ka, Integer kb, double ab[],
Integer pdab, double bb[], Integer pdbb, double q[], Integer pdq,
double vl, double vu, Integer il, Integer iu, double abstol, Integer *m,
double w[], double z[], Integer pdz, Integer jfail[], NagError *fail)

3 Description

The generalized symmetric-definite band problem

Az ¼ �Bz

is first reduced to a standard band symmetric problem

Cx ¼ �x;

where C is a symmetric band matrix, using Wilkinson's modification to Crawford's algorithm (see
Crawford (1973) and Wilkinson (1977)). The symmetric eigenvalue problem is then solved for the
required eigenvalues and eigenvectors, and the eigenvectors are then backtransformed to the
eigenvectors of the original problem.

The eigenvectors are normalized so that

zTAz ¼ � and zTBz ¼ 1:

4 References
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Philadelphia http://www.netlib.org/lapack/lug

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1977) Some recent advances in numerical linear algebra The State of the Art in
Numerical Analysis (ed D A H Jacobs) Academic Press
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

7: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

8: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.
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This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the contents of ab are overwritten.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

10: bb½dim� – double Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric positive definite band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: the factor S from the split Cholesky factorization B ¼ STS, as returned by nag_dpbstf
(f08ufc).

11: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.
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12: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the n by n matrix, Q used in the reduction of the standard form, i.
e., Cx ¼ �x, from symmetric banded to tridiagonal form.

If job ¼ Nag EigVals, q is not referenced.

13: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if job ¼ Nag DoBoth, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

14: vl – double Input
15: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

16: il – Integer Input
17: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

18: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing C to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small numberð Þ, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

19: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.
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If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

20: w½n� – double Output

On exit: the eigenvalues in ascending order.

21: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors, with the ith column of Z
holding the eigenvector associated with w½i� 1�. The eigenvectors are normalized so that
ZTBZ ¼ I.
If job ¼ Nag EigVals, z is not referenced.

22: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

23: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.

On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then nag_dpbstf (f08ufc) returned
fail:errnum ¼ valueh i: B is not positive definite. The factorization of B could not be completed
and no eigenvalues or eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_dsbgvx (f08ubc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dsbgvx (f08ubc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and
range ¼ Nag AllValues, and assuming that n� ka, is approximately proportional to n2ka if
job ¼ Nag EigVals. Otherwise the number of floating-point operations depends upon the number of
eigenvectors computed.

The complex analogue of this function is nag_zhbgvx (f08upc).

10 Example

This example finds the eigenvalues in the half-open interval 0:0; 1:0ð �, and corresponding eigenvectors,
of the generalized band symmetric eigenproblem Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 0
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
0 0:63 0:48 �0:03

0B@
1CA and B ¼

2:07 0:95 0 0
0:95 1:69 �0:29 0
0 �0:29 0:65 �0:33
0 0 �0:33 1:17

0B@
1CA:

10.1 Program Text

/* nag_dsbgvx (f08ubc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, il = 1, iu = 1;
Integer i, j, ka, kb, m, n, pdab, pdbb, pdq, pdz, zsize;

/* Arrays */
double *ab = 0, *bb = 0, *q = 0, *w = 0, *z = 0;
Integer *index = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_JobType job;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + ka + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + kb + I - J]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + ka + J - I]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + kb + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbgvx (f08ubc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#endif

if (n < 0 || ka < kb || kb < 0) {
printf("Invalid n, ka or kb\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);
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#endif
job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
if (job == Nag_EigVals) {

zsize = 1;
pdz = 1;

}
else {

zsize = n * n;
pdz = n;

}

pdab = ka + 1;
pdbb = kb + 1;
pdq = n;
/* Allocate memory */
if (!(ab = NAG_ALLOC((ka + 1) * n, double)) ||

!(bb = NAG_ALLOC((kb + 1) * n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(w = NAG_ALLOC(n, double)) ||
!(z = NAG_ALLOC(zsize, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched. */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

/* Read the triangular parts of the matrices A and B from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= MIN(i + ka, n); ++j)
scanf_s("%lf", &AB_UPPER(i, j));

#else
for (j = i; j <= MIN(i + ka, n); ++j)

scanf("%lf", &AB_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= MIN(i + kb, n); ++j)
scanf_s("%lf", &BB_UPPER(i, j));

#else
for (j = i; j <= MIN(i + kb, n); ++j)

scanf("%lf", &BB_UPPER(i, j));
#endif

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = MAX(1, i - ka); j <= i; ++j)
scanf_s("%lf", &AB_LOWER(i, j));

#else
for (j = MAX(1, i - ka); j <= i; ++j)

scanf("%lf", &AB_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = MAX(1, i - kb); j <= i; ++j)
scanf_s("%lf", &BB_LOWER(i, j));

#else
for (j = MAX(1, i - kb); j <= i; ++j)

scanf("%lf", &BB_LOWER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Use the default absolute error tolerance for eigenvalues. */
abstol = 0.0;

/* Solve the generalized symmetric eigenvalue problem A*x = lambda*B*x
* using nag_dsbgvx (f08ubc).
*/

nag_dsbgvx(order, job, Nag_Interval, uplo, n, ka, kb, ab, pdab, bb, pdbb, q,
pdq, vl, vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from in nag_dsbgvx (f08ubc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf("Number of eigenvalues found = %8" NAG_IFMT "\n\n", m);
printf(" Eigenvalues\n ");
for (j = 0; j < m; ++j)

printf(" %7.4f%s", w[j], j % 6 == 5 ? "\n" : " ");
printf("\n");

if (job == Nag_DoBoth) {
/* nag_gen_real_mat_print (x04cac): Print Matrix of eigenvectors Z. */
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Selected eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n ");
for (j = 0; j < n; ++j)

printf("%8" NAG_IFMT "%s", index[j], j % 6 == 5 ? "\n" : "");
}

}

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(q);
NAG_FREE(w);
NAG_FREE(z);
NAG_FREE(index);

return exit_status;
}
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10.2 Program Data

nag_dsbgvx (f08ubc) Example Program Data
4 2 1 : n, ka and kb

Nag_Upper : uplo
Nag_DoBoth : job

0.0 1.0 : vl and vu
0.24 0.39 0.42

-0.11 0.79 0.63
-0.25 0.48

-0.03 : matrix A
2.07 0.95

1.69 -0.29
0.65 -0.33

1.17 : matrix B

10.3 Program Results

nag_dsbgvx (f08ubc) Example Program Results

Number of eigenvalues found = 1

Eigenvalues
0.0992

Selected eigenvectors
1

1 0.6729
2 -0.1009
3 0.0155
4 -0.3806
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NAG Library Function Document

nag_dsbgvd (f08ucc)

1 Purpose

nag_dsbgvd (f08ucc) computes all the eigenvalues and, optionally, the eigenvectors of a real
generalized symmetric-definite banded eigenproblem, of the form

Az ¼ �Bz;

where A and B are symmetric and banded, and B is also positive definite. If eigenvectors are desired, it
uses a divide-and-conquer algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbgvd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer ka, Integer kb, double ab[], Integer pdab,
double bb[], Integer pdbb, double w[], double z[], Integer pdz,
NagError *fail)

3 Description

The generalized symmetric-definite band problem

Az ¼ �Bz

is first reduced to a standard band symmetric problem

Cx ¼ �x;

where C is a symmetric band matrix, using Wilkinson's modification to Crawford's algorithm (see
Crawford (1973) and Wilkinson (1977)). The symmetric eigenvalue problem is then solved for the
eigenvalues and the eigenvectors, if required, which are then backtransformed to the eigenvectors of the
original problem.

The eigenvectors are normalized so that the matrix of eigenvectors, Z, satisfies

ZTAZ ¼ � and ZTBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1977) Some recent advances in numerical linear algebra The State of the Art in
Numerical Analysis (ed D A H Jacobs) Academic Press
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

6: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

7: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;
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if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the contents of ab are overwritten.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

9: bb½dim� – double Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: the factor S from the split Cholesky factorization B ¼ STS, as returned by nag_dpbstf
(f08ufc).

10: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.

11: w½n� – double Output

On exit: the eigenvalues in ascending order.

12: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08ucc

Mark 26 f08ucc.3



On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors, with the ith column of Z
holding the eigenvector associated with w½i� 1�. The eigenvectors are normalized so that
ZTBZ ¼ I.
If job ¼ Nag EigVals, z is not referenced.

13: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.
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On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then nag_dpbstf (f08ufc) returned
fail:errnum ¼ valueh i: B is not positive definite. The factorization of B could not be completed
and no eigenvalues or eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_dsbgvd (f08ucc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dsbgvd (f08ucc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and, assuming
that n� ka, is approximately proportional to n2ka otherwise.

The complex analogue of this function is nag_zhbgvd (f08uqc).

10 Example

This example finds all the eigenvalues of the generalized band symmetric eigenproblem Az ¼ �Bz,
where

A ¼
0:24 0:39 0:42 0
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
0 0:63 0:48 �0:03

0B@
1CA and B ¼

2:07 0:95 0 0
0:95 1:69 �0:29 0
0 �0:29 0:65 �0:33
0 0 �0:33 1:17

0B@
1CA:
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10.1 Program Text

/* nag_dsbgvd (f08ucc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nag_stdlib.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, j, ka, kb, n, pdab, pdbb, pdz, zsize;

/* Arrays */
double *ab = 0, *bb = 0, *w = 0, *z = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_JobType job;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + ka + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + kb + I - J]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + ka + J - I]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + kb + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbgvd (f08ucc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#endif

if (n < 0 || ka < kb || kb < 0) {
printf("Invalid n, ka or kb\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
if (job == Nag_EigVals) {

zsize = 1;
pdz = 1;

}
else {

zsize = n * n;
pdz = n;

}

pdab = ka + 1;
pdbb = kb + 1;
/* Allocate memory */
if (!(ab = NAG_ALLOC((ka + 1) * n, double)) ||

!(bb = NAG_ALLOC((kb + 1) * n, double)) ||
!(z = NAG_ALLOC(zsize, double)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= MIN(i + ka, n); ++j)
scanf_s("%lf", &AB_UPPER(i, j));

#else
for (j = i; j <= MIN(i + ka, n); ++j)

scanf("%lf", &AB_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = i; j <= MIN(i + kb, n); ++j)
scanf_s("%lf", &BB_UPPER(i, j));

#else
for (j = i; j <= MIN(i + kb, n); ++j)

scanf("%lf", &BB_UPPER(i, j));
#endif

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = MAX(1, i - ka); j <= i; ++j)
scanf_s("%lf", &AB_LOWER(i, j));

#else
for (j = MAX(1, i - ka); j <= i; ++j)

scanf("%lf", &AB_LOWER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
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#ifdef _WIN32
for (j = MAX(1, i - kb); j <= i; ++j)

scanf_s("%lf", &BB_LOWER(i, j));
#else

for (j = MAX(1, i - kb); j <= i; ++j)
scanf("%lf", &BB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Solve the generalized symmetric band eigenvalue problem A*x = lambda*B*x
* using nag_dsbgvd (f08ucc).
*/

nag_dsbgvd(order, job, uplo, n, ka, kb, ab, pdab, bb, pdbb, w,
z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsbgvd (f08ucc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %9.4f%s", w[j], j % 6 == 5 ? "\n" : " ");
printf("\n");

if (job == Nag_DoBoth) {
/* nag_gen_real_mat_print (x04cac): Print Matrix of eigenvectors Z. */
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors (by Column)", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
}

}

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(z);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_dsbgvd (f08ucc) Example Program Data

4 2 1 : n, ka and kb

Nag_Upper : uplo
Nag_EigVals : job (Nag_DoBoth for eigenvectors)

0.24 0.39 0.42
-0.11 0.79 0.63

-0.25 0.48
-0.03 : matrix A

2.07 0.95
1.69 -0.29

0.65 -0.33
1.17 : matrix B
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10.3 Program Results

nag_dsbgvd (f08ucc) Example Program Results

Eigenvalues
-0.8305 -0.6401 0.0992 1.8525
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NAG Library Function Document

nag_dsbgst (f08uec)

1 Purpose

nag_dsbgst (f08uec) reduces a real symmetric-definite generalized eigenproblem Az ¼ �Bz to the
standard form Cy ¼ �y, where A and B are band matrices, A is a real symmetric matrix, and B has
been factorized by nag_dpbstf (f08ufc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dsbgst (Nag_OrderType order, Nag_VectType vect, Nag_UploType uplo,
Integer n, Integer ka, Integer kb, double ab[], Integer pdab,
const double bb[], Integer pdbb, double x[], Integer pdx,
NagError *fail)

3 Description

To reduce the real symmetric-definite generalized eigenproblem Az ¼ �Bz to the standard form
Cy ¼ �y, where A, B and C are banded, nag_dsbgst (f08uec) must be preceded by a call to nag_dpbstf
(f08ufc) which computes the split Cholesky factorization of the positive definite matrix B: B ¼ STS.
The split Cholesky factorization, compared with the ordinary Cholesky factorization, allows the work to
be approximately halved.

This function overwrites A with C ¼ XTAX, where X ¼ S�1Q and Q is a orthogonal matrix chosen
(implicitly) to preserve the bandwidth of A. The function also has an option to allow the accumulation
of X, and then, if z is an eigenvector of C, Xz is an eigenvector of the original system.

4 References

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Kaufman L (1984) Banded eigenvalue solvers on vector machines ACM Trans. Math. Software 10 73–
86

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether X is to be returned.

vect ¼ Nag DoNotForm
X is not returned.
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vect ¼ Nag FormX
X is returned.

Constraint: vect ¼ Nag DoNotForm or Nag FormX.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

6: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

7: ab½dim� – double Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the upper or lower triangle of ab is overwritten by the corresponding upper or lower
triangle of C as specified by uplo.
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8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

9: bb½dim� – const double Input

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the banded split Cholesky factor of B as specified by uplo, n and kb and returned by
nag_dpbstf (f08ufc).

10: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array bb.

Constraint: pdbb 	 kbþ 1.

11: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nð Þ when vect ¼ Nag FormX;
1 when vect ¼ Nag DoNotForm.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the n by n matrix X ¼ S�1Q, if vect ¼ Nag FormX.

If vect ¼ Nag DoNotForm, x is not referenced.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if vect ¼ Nag FormX, pdx 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdx 	 1.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, vect ¼ valueh i, pdx ¼ valueh i and n ¼ valueh i.
Constraint: if vect ¼ Nag FormX, pdx 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdx 	 1.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.

On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Forming the reduced matrix C is a stable procedure. However it involves implicit multiplication by
B�1. When nag_dsbgst (f08uec) is used as a step in the computation of eigenvalues and eigenvectors of
the original problem, there may be a significant loss of accuracy if B is ill-conditioned with respect to
inversion.

8 Parallelism and Performance

nag_dsbgst (f08uec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is approximately 6n2kB, when vect ¼ Nag DoNotForm,
assuming n� kA; kB; there are an additional 3=2ð Þn3 kB=kAð Þ operations when vect ¼ Nag FormX.

The complex analogue of this function is nag_zhbgst (f08usc).

10 Example

This example computes all the eigenvalues of Az ¼ �Bz, where

A ¼
0:24 0:39 0:42 0:00
0:39 �0:11 0:79 0:63
0:42 0:79 �0:25 0:48
0:00 0:63 0:48 �0:03

0B@
1CA and B ¼

2:07 0:95 0:00 0:00
0:95 1:69 �0:29 0:00
0:00 �0:29 0:65 �0:33
0:00 0:00 �0:33 1:17

0B@
1CA:

Here A is symmetric, B is symmetric positive definite, and A and B are treated as band matrices. B
must first be factorized by nag_dpbstf (f08ufc). The program calls nag_dsbgst (f08uec) to reduce the
problem to the standard form Cy ¼ �y, then nag_dsbtrd (f08hec) to reduce C to tridiagonal form, and
nag_dsterf (f08jfc) to compute the eigenvalues.

10.1 Program Text

/* nag_dsbgst (f08uec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, k1, k2, ka, kb, n, pdab, pdbb, pdx, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
double *ab = 0, *bb = 0, *d = 0, *e = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k1 + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + k2 + I - J - 1]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k1 + J - I - 1]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + k2 + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsbgst (f08uec) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &ka, &kb);
#endif

pdab = ka + 1;
pdbb = kb + 1;
pdx = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(bb = NAG_ALLOC(pdbb * n, double)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(x = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A and B from data file */
k1 = ka + 1;
k2 = kb + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + ka, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - ka); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
if (uplo == Nag_Upper) {
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for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kb, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &BB_UPPER(i, j));

#else
scanf("%lf", &BB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kb); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &BB_LOWER(i, j));

#else
scanf("%lf", &BB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Compute the split Cholesky factorization of B */
/* nag_dpbstf (f08ufc).
* Computes a split Cholesky factorization of real symmetric
* positive-definite band matrix A
*/

nag_dpbstf(order, uplo, n, kb, bb, pdbb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dpbstf (f08ufc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce the problem to standard form C*y = lambda*y, */
/* storing the result in A */
/* nag_dsbgst (f08uec).
* Reduction of real symmetric-definite banded generalized
* eigenproblem Ax = lambda Bx to standard form
* Cy = lambda y, such that C has the same bandwidth as A
*/

nag_dsbgst(order, Nag_DoNotForm, uplo, n, ka, kb, ab, pdab, bb, pdbb,
x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsbgst (f08uec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce C to tridiagonal form T = (Q^T)*C*Q */
/* nag_dsbtrd (f08hec).
* Orthogonal reduction of real symmetric band matrix to
* symmetric tridiagonal form
*/

nag_dsbtrd(order, Nag_DoNotForm, uplo, n, ka, ab, pdab, d, e,
x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsbtrd (f08hec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the eigenvalues of T (same as C) */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/
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nag_dsterf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %8.4lf", d[i]);
printf("\n");

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_dsbgst (f08uec) Example Program Data
4 2 1 :Values of n, ka and kb
Nag_Lower :Value of uplo
0.24
0.39 -0.11
0.42 0.79 -0.25

0.63 0.48 -0.03 :End of matrix A
2.07
0.95 1.69

-0.29 0.65
-0.33 1.17 :End of matrix B

10.3 Program Results

nag_dsbgst (f08uec) Example Program Results

Eigenvalues
-0.8305 -0.6401 0.0992 1.8525
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NAG Library Function Document

nag_dpbstf (f08ufc)

1 Purpose

nag_dpbstf (f08ufc) computes a split Cholesky factorization of a real symmetric positive definite band
matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dpbstf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kb, double bb[], Integer pdbb, NagError *fail)

3 Description

nag_dpbstf (f08ufc) computes a split Cholesky factorization of a real symmetric positive definite band
matrix B. It is designed to be used in conjunction with nag_dsbgst (f08uec).

The factorization has the form B ¼ STS, where S is a band matrix of the same bandwidth as B and the
following structure: S is upper triangular in the first nþ kð Þ=2 rows, and transposed — hence, lower
triangular — in the remaining rows. For example, if n ¼ 9 and k ¼ 2, then

S ¼

s11 s12 s13
s22 s23 s24

s33 s34 s35
s44 s45

s55
s64 s65 s66

s75 s76 s77
s86 s87 s88

s97 s98 s99

0BBBBBBBBBB@

1CCCCCCCCCCA
:

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of B is stored.

uplo ¼ Nag Upper
The upper triangular part of B is stored.
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uplo ¼ Nag Lower
The lower triangular part of B is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix B.

Constraint: n 	 0.

4: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: kb 	 0.

5: bb½dim� – double Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the n by n symmetric positive definite band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: B is overwritten by the elements of its split Cholesky factor S.

6: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kb ¼ valueh i.
Constraint: kb 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

NE_INT_2

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The factorization could not be completed, because the updated element b valueh i; valueh ið Þ would
be the square root of a negative number. Hence B is not positive definite. This may indicate an
error in forming the matrix B.

7 Accuracy

The computed factor S is the exact factor of a perturbed matrix Bþ Eð Þ, where

Ej j � c kþ 1ð Þ� ST
		 		 Sj j;

c kþ 1ð Þ is a modest linear function of kþ 1, and � is the machine precision. It follows that

eij
		 		 � c kþ 1ð Þ�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
biibjj
� �q

.

8 Parallelism and Performance

nag_dpbstf (f08ufc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately n kþ 1ð Þ2, assuming n� k.
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A call to nag_dpbstf (f08ufc) may be followed by a call to nag_dsbgst (f08uec) to solve the generalized
eigenproblem Az ¼ �Bz, where A and B are banded and B is positive definite.

The complex analogue of this function is nag_zpbstf (f08utc).

10 Example

See Section 10 in nag_dsbgst (f08uec).
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NAG Library Function Document

nag_zhbgv (f08unc)

1 Purpose

nag_zhbgv (f08unc) computes all the eigenvalues and, optionally, the eigenvectors of a complex
generalized Hermitian-definite banded eigenproblem, of the form

Az ¼ �Bz;

where A and B are Hermitian and banded, and B is also positive definite.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbgv (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer ka, Integer kb, Complex ab[], Integer pdab,
Complex bb[], Integer pdbb, double w[], Complex z[], Integer pdz,
NagError *fail)

3 Description

The generalized Hermitian-definite band problem

Az ¼ �Bz

is first reduced to a standard band Hermitian problem

Cx ¼ �x;

where C is a Hermitian band matrix, using Wilkinson's modification to Crawford's algorithm (see
Crawford (1973) and Wilkinson (1977)). The Hermitian eigenvalue problem is then solved for the
eigenvalues and the eigenvectors, if required, which are then backtransformed to the eigenvectors of the
original problem.

The eigenvectors are normalized so that the matrix of eigenvectors, Z, satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1977) Some recent advances in numerical linear algebra The State of the Art in
Numerical Analysis (ed D A H Jacobs) Academic Press
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

6: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

7: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;

f08unc NAG Library Manual

f08unc.2 Mark 26



if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the contents of ab are overwritten.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

9: bb½dim� – Complex Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: the factor S from the split Cholesky factorization B ¼ SHS, as returned by nag_zpbstf
(f08utc).

10: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.

11: w½n� – double Output

On exit: the eigenvalues in ascending order.

12: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08unc

Mark 26 f08unc.3



On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors, with the ith column of Z
holding the eigenvector associated with w½i� 1�. The eigenvectors are normalized so that
ZHBZ ¼ I.
If job ¼ Nag EigVals, z is not referenced.

13: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.
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On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then nag_zpbstf (f08utc) returned
fail:errnum ¼ valueh i: B is not positive definite. The factorization of B could not be completed
and no eigenvalues or eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_zhbgv (f08unc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zhbgv (f08unc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and, assuming
that n� ka, is approximately proportional to n2ka otherwise.

The real analogue of this function is nag_dsbgv (f08uac).

10 Example

This example finds all the eigenvalues of the generalized band Hermitian eigenproblem Az ¼ �Bz,
where

A ¼
�1:13 1:94� 2:10i �1:40þ 0:25i 0
1:94þ 2:10i �1:91 �0:82� 0:89i �0:67þ 0:34i
�1:40� 0:25i �0:82þ 0:89i �1:87 �1:10� 0:16i
0 �0:67� 0:34i �1:10þ 0:16i 0:50

0B@
1CA
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and

B ¼
9:89 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29i 0
0 �0:04� 0:29i 2:65 �0:33þ 2:24i
0 0 �0:33� 2:24i 2:17

0B@
1CA:

10.1 Program Text

/* nag_zhbgv (f08unc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, ka, kb, n, pdab, pdbb, pdz, zsize;
Integer exit_status = 0;

/* Arrays */
Complex *ab = 0, *bb = 0, *z = 0;
double *w = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
Nag_JobType job;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + ka + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + kb + I - J]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + ka + J - I]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + kb + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbgv (f08unc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
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#endif
if (n < 0 || ka < kb || kb < 0) {

printf("Invalid n, ka or kb\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
if (job == Nag_EigVals) {

zsize = 1;
pdz = 1;

}
else {

zsize = n * n;
pdz = n;

}

pdab = ka + 1;
pdbb = kb + 1;
/* Allocate memory */
if (!(ab = NAG_ALLOC((ka + 1) * n, Complex)) ||

!(bb = NAG_ALLOC((kb + 1) * n, Complex)) ||
!(z = NAG_ALLOC(zsize, Complex)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(i + ka, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(i + kb, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#endif
}
else {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - ka); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08unc

Mark 26 f08unc.7



#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kb); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Solve the generalized Hermitian band eigenvalue problem A*x = lambda*B*x
* using nag_zhbgv (f08unc).
*/

nag_zhbgv(order, job, uplo, n, ka, kb, ab, pdab, bb, pdbb, w, z, pdz,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhbgv (f08unc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %10.4f%s", w[j], j % 6 == 5 ? "\n" : " ");
printf("\n");

if (job == Nag_DoBoth) {
/* nag_gen_complx_mat_print (x04dac): Print Matrix of eigenvectors Z. */
printf("\n");
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
}

}

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(z);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_zhbgv (f08unc) Example Program Data

4 2 1 : n, ka and kb

Nag_Upper : uplo
Nag_EigVals : job (or Nag_DoBoth)

(-1.13, 0.00) ( 1.94,-2.10) (-1.40, 0.25)
(-1.91, 0.00) (-0.82,-0.89) (-0.67, 0.34)

(-1.87, 0.00) (-1.10,-0.16)
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( 0.50, 0.00) : matrix A

( 9.89, 0.00) ( 1.08,-1.73)
( 1.69, 0.00) (-0.04, 0.29)

( 2.65, 0.00) (-0.33, 2.24)
( 2.17, 0.00) : matrix B

10.3 Program Results

nag_zhbgv (f08unc) Example Program Results

Eigenvalues
-6.6089 -2.0416 0.1603 1.7712
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NAG Library Function Document

nag_zhbgvx (f08upc)

1 Purpose

nag_zhbgvx (f08upc) computes selected the eigenvalues and, optionally, the eigenvectors of a complex
generalized Hermitian-definite banded eigenproblem, of the form

Az ¼ �Bz;

where A and B are Hermitian and banded, and B is also positive definite. Eigenvalues and eigenvectors
can be selected by specifying either all eigenvalues, a range of values or a range of indices for the
desired eigenvalues.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbgvx (Nag_OrderType order, Nag_JobType job, Nag_RangeType range,
Nag_UploType uplo, Integer n, Integer ka, Integer kb, Complex ab[],
Integer pdab, Complex bb[], Integer pdbb, Complex q[], Integer pdq,
double vl, double vu, Integer il, Integer iu, double abstol, Integer *m,
double w[], Complex z[], Integer pdz, Integer jfail[], NagError *fail)

3 Description

The generalized Hermitian-definite band problem

Az ¼ �Bz

is first reduced to a standard band Hermitian problem

Cx ¼ �x;

where C is a Hermitian band matrix, using Wilkinson's modification to Crawford's algorithm (see
Crawford (1973) and Wilkinson (1977)). The Hermitian eigenvalue problem is then solved for the
required eigenvalues and eigenvectors, and the eigenvectors are then backtransformed to the
eigenvectors of the original problem.

The eigenvectors are normalized so that

zHAz ¼ � and zHBz ¼ 1:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Demmel J W and Kahan W (1990) Accurate singular values of bidiagonal matrices SIAM J. Sci. Statist.
Comput. 11 873–912

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1977) Some recent advances in numerical linear algebra The State of the Art in
Numerical Analysis (ed D A H Jacobs) Academic Press
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: range – Nag_RangeType Input

On entry: if range ¼ Nag AllValues, all eigenvalues will be found.

If range ¼ Nag Interval, all eigenvalues in the half-open interval vl; vuð � will be found.

If range ¼ Nag Indices, the ilth to iuth eigenvalues will be found.

Constraint: range ¼ Nag AllValues, Nag Interval or Nag Indices.

4: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

7: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

8: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.
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This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the contents of ab are overwritten.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

10: bb½dim� – Complex Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian positive definite band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: the factor S from the split Cholesky factorization B ¼ SHS, as returned by nag_zpbstf
(f08utc).

11: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.
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12: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, the n by n matrix, Q used in the reduction of the standard form, i.
e., Cx ¼ �x, from symmetric banded to tridiagonal form.

If job ¼ Nag EigVals, q is not referenced.

13: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if job ¼ Nag DoBoth, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

14: vl – double Input
15: vu – double Input

On entry: if range ¼ Nag Interval, the lower and upper bounds of the interval to be searched for
eigenvalues.

If range ¼ Nag AllValues or Nag Indices, vl and vu are not referenced.

Constraint: if range ¼ Nag Interval, vl < vu.

16: il – Integer Input
17: iu – Integer Input

On entry: if range ¼ Nag Indices, the indices (in ascending order) of the smallest and largest
eigenvalues to be returned.

If range ¼ Nag AllValues or Nag Interval, il and iu are not referenced.

Constraints:

if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

18: abstol – double Input

On entry: the absolute error tolerance for the eigenvalues. An approximate eigenvalue is accepted
as converged when it is determined to lie in an interval a; b½ � of width less than or equal to

abstolþ �max aj j; bj jð Þ;

where � is the machine precision. If abstol is less than or equal to zero, then � Tk k1 will be used
in its place, where T is the tridiagonal matrix obtained by reducing C to tridiagonal form.
Eigenvalues will be computed most accurately when abstol is set to twice the underflow
threshold 2� nag real safe small numberð Þ, not zero. If this function returns with fail:code ¼
NE_CONVERGENCE, indicating that some eigenvectors did not converge, try setting abstol to
2� nag real safe small numberð Þ. See Demmel and Kahan (1990).

19: m – Integer * Output

On exit: the total number of eigenvalues found. 0 � m � n.
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If range ¼ Nag AllValues, m ¼ n.

If range ¼ Nag Indices, m ¼ iu� ilþ 1.

20: w½n� – double Output

On exit: the eigenvalues in ascending order.

21: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors, with the ith column of Z
holding the eigenvector associated with w½i� 1�. The eigenvectors are normalized so that
ZHBZ ¼ I.
If job ¼ Nag EigVals, z is not referenced.

22: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

23: jfail½dim� – Integer Output

Note: the dimension, dim, of the array jfail must be at least max 1; nð Þ.
On exit: if job ¼ Nag DoBoth, then

if fail:code ¼ NE_NOERROR, the first m elements of jfail are zero;

if fail:code ¼ NE_CONVERGENCE, jfail contains the indices of the eigenvectors that
failed to converge.

If job ¼ Nag EigVals, jfail is not referenced.

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONVERGENCE

The algorithm failed to converge; valueh i eigenvectors did not converge. Their indices are stored
in array jfail.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_ENUM_INT_3

On entry, range ¼ valueh i, il ¼ valueh i, iu ¼ valueh i and n ¼ valueh i.
Constraint: if range ¼ Nag Indices and n ¼ 0, il ¼ 1 and iu ¼ 0;
if range ¼ Nag Indices and n > 0, 1 � il � iu � n.

NE_ENUM_REAL_2

On entry, range ¼ valueh i, vl ¼ valueh i and vu ¼ valueh i.
Constraint: if range ¼ Nag Interval, vl < vu.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.

On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then nag_zpbstf (f08utc) returned
fail:errnum ¼ valueh i: B is not positive definite. The factorization of B could not be completed
and no eigenvalues or eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_zhbgvx (f08upc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhbgvx (f08upc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and
range ¼ Nag AllValues, and assuming that n� ka, is approximately proportional to n2ka if
job ¼ Nag EigVals. Otherwise the number of floating-point operations depends upon the number of
eigenvectors computed.

The real analogue of this function is nag_dsbgvx (f08ubc).

10 Example

This example finds the eigenvalues in the half-open interval 0:0; 2:0ð �, and corresponding eigenvectors,
of the generalized band Hermitian eigenproblem Az ¼ �Bz, where

A ¼
�1:13 1:94� 2:10i �1:40þ 0:25i 0
1:94þ 2:10i �1:91 �0:82� 0:89i �0:67þ 0:34i
�1:40� 0:25i �0:82þ 0:89i �1:87 �1:10� 0:16i
0 �0:67� 0:34i �1:10þ 0:16i 0:50

0B@
1CA

and

B ¼
9:89 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29i 0
0 �0:04� 0:29i 2:65 �0:33þ 2:24i
0 0 �0:33� 2:24i 2:17

0B@
1CA:
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10.1 Program Text

/* nag_zhbgvx (f08upc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nag_stdlib.h>

int main(void)
{

/* Scalars */
double abstol, vl, vu;
Integer exit_status = 0, il = 1, iu = 1;
Integer i, j, ka, kb, m, n, pdab, pdbb, pdq, pdz, zsize;

/* Arrays */
Complex *ab = 0, *bb = 0, *q = 0, *z = 0;
double *w = 0;
Integer *index = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail, failp;
Nag_OrderType order;
Nag_UploType uplo;
Nag_JobType job;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + ka + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + kb + I - J]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + ka + J - I]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + kb + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbgvx (f08upc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#endif

if (n < 0 || ka < kb || kb < 0) {
printf("Invalid n, ka or kb\n");
exit_status = 1;
goto END;

}
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#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
if (job == Nag_EigVals) {

zsize = 1;
pdz = 1;

}
else {

zsize = n * n;
pdz = n;

}

pdab = ka + 1;
pdbb = kb + 1;
m = n;
pdq = n;
/* Allocate memory */
if (!(ab = NAG_ALLOC((ka + 1) * n, Complex)) ||

!(bb = NAG_ALLOC((kb + 1) * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(z = NAG_ALLOC(zsize, Complex)) ||
!(w = NAG_ALLOC(n, double)) || !(index = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the lower and upper bounds of the interval to be searched. */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &vl, &vu);
#else

scanf("%lf%lf%*[^\n]", &vl, &vu);
#endif

/* Read the triangular parts of the matrices A and B from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(i + ka, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(i + kb, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#endif
}
else {

for (i = 1; i <= n; ++i)
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for (j = MAX(1, i - ka); j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - kb); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Use the default absolute error tolerance for eigenvalues. */
abstol = 0.;

/* Solve the generalized symmetric eigenvalue problem A*x = lambda*B*x
* using nag_zhbgvx (f08upc).
*/

nag_zhbgvx(order, job, Nag_Interval, uplo, n, ka, kb, ab, pdab, bb, pdbb, q,
pdq, vl, vu, il, iu, abstol, &m, w, z, pdz, index, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CONVERGENCE) {
printf("Error from nag_zhbgvx (f08upc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf("Number of eigenvalues found =%5" NAG_IFMT "\n\n", m);
printf(" Eigenvalues\n ");
for (j = 0; j < m; ++j)

printf(" %10.4f%s", w[j], j % 6 == 5 ? "\n" : " ");
printf("\n");

if (job == Nag_DoBoth) {
/* nag_gen_complx_mat_print (x04dac): Print Matrix of eigenvectors Z. */
printf("\n");
fflush(stdout);
INIT_FAIL(failp);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

z, pdz, "Eigenvectors", 0, &failp);
if (failp.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
}
if (fail.code == NE_CONVERGENCE) {

printf("eigenvectors failed to converge\n");
printf("Indices of eigenvectors that did not converge\n ");
for (j = 0; j < m; ++j)

printf("%8" NAG_IFMT "%s", index[j], j % 6 == 5 ? "\n" : "");
printf("\n");

}
}

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(q);
NAG_FREE(z);

f08upc NAG Library Manual

f08upc.10 Mark 26



NAG_FREE(w);
NAG_FREE(index);

return exit_status;
}

10.2 Program Data

nag_zhbgvx (f08upc) Example Program Data

4 2 1 : n, ka and kb

Nag_Upper : uplo
Nag_DoBoth : job

0.0 2.0 : vl and vu

(-1.13, 0.00) ( 1.94,-2.10) (-1.40, 0.25)
(-1.91, 0.00) (-0.82,-0.89) (-0.67, 0.34)

(-1.87, 0.00) (-1.10,-0.16)
( 0.50, 0.00) : matrix A

( 9.89, 0.00) ( 1.08,-1.73)
( 1.69, 0.00) (-0.04, 0.29)

( 2.65, 0.00) (-0.33, 2.24)
( 2.17, 0.00) : matrix B

10.3 Program Results

nag_zhbgvx (f08upc) Example Program Results

Number of eigenvalues found = 2

Eigenvalues
0.1603 1.7712

Eigenvectors
1 2

1 0.1908 0.0494
0.0137 -0.0045

2 0.1413 0.2505
0.1012 0.4427

3 -0.0437 -0.9705
-0.0905 0.0679

4 -0.2135 0.0606
0.2880 -1.3227
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NAG Library Function Document

nag_zhbgvd (f08uqc)

1 Purpose

nag_zhbgvd (f08uqc) computes all the eigenvalues and, optionally, the eigenvectors of a complex
generalized Hermitian-definite banded eigenproblem, of the form

Az ¼ �Bz;

where A and B are Hermitian and banded, and B is also positive definite. If eigenvectors are desired, it
uses a divide-and-conquer algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbgvd (Nag_OrderType order, Nag_JobType job, Nag_UploType uplo,
Integer n, Integer ka, Integer kb, Complex ab[], Integer pdab,
Complex bb[], Integer pdbb, double w[], Complex z[], Integer pdz,
NagError *fail)

3 Description

The generalized Hermitian-definite band problem

Az ¼ �Bz

is first reduced to a standard band Hermitian problem

Cx ¼ �x;

where C is a Hermitian band matrix, using Wilkinson's modification to Crawford's algorithm (see
Crawford (1973) and Wilkinson (1977)). The Hermitian eigenvalue problem is then solved for the
eigenvalues and the eigenvectors, if required, which are then backtransformed to the eigenvectors of the
original problem.

The eigenvectors are normalized so that the matrix of eigenvectors, Z, satisfies

ZHAZ ¼ � and ZHBZ ¼ I;

where � is the diagonal matrix whose diagonal elements are the eigenvalues.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1977) Some recent advances in numerical linear algebra The State of the Art in
Numerical Analysis (ed D A H Jacobs) Academic Press
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether eigenvectors are computed.

job ¼ Nag EigVals
Only eigenvalues are computed.

job ¼ Nag DoBoth
Eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals or Nag DoBoth.

3: uplo – Nag_UploType Input

On entry: if uplo ¼ Nag Upper, the upper triangles of A and B are stored.

If uplo ¼ Nag Lower, the lower triangles of A and B are stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

6: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

7: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;
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if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the contents of ab are overwritten.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

9: bb½dim� – Complex Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: the factor S from the split Cholesky factorization B ¼ SHS, as returned by nag_zpbstf
(f08utc).

10: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.

11: w½n� – double Output

On exit: the eigenvalues in ascending order.

12: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when job ¼ Nag DoBoth;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08uqc

Mark 26 f08uqc.3



On exit: if job ¼ Nag DoBoth, z contains the matrix Z of eigenvectors, with the ith column of Z
holding the eigenvector associated with w½i� 1�. The eigenvectors are normalized so that
ZHBZ ¼ I.
If job ¼ Nag EigVals, z is not referenced.

13: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if job ¼ Nag DoBoth, pdz 	 max 1;nð Þ;
otherwise pdz 	 1.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The algorithm failed to converge; valueh i off-diagonal elements of an intermediate tridiagonal
form did not converge to zero.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag DoBoth, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.
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On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

If fail:errnum ¼ nþ valueh i, for 1 � valueh i � n, then nag_zpbstf (f08utc) returned
fail:errnum ¼ valueh i: B is not positive definite. The factorization of B could not be completed
and no eigenvalues or eigenvectors were computed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

If B is ill-conditioned with respect to inversion, then the error bounds for the computed eigenvalues and
vectors may be large, although when the diagonal elements of B differ widely in magnitude the
eigenvalues and eigenvectors may be less sensitive than the condition of B would suggest. See Section
4.10 of Anderson et al. (1999) for details of the error bounds.

8 Parallelism and Performance

nag_zhbgvd (f08uqc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zhbgvd (f08uqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3 if job ¼ Nag DoBoth and, assuming
that n� ka, is approximately proportional to n2ka otherwise.

The real analogue of this function is nag_dsbgvd (f08ucc).

10 Example

This example finds all the eigenvalues of the generalized band Hermitian eigenproblem Az ¼ �Bz,
where

A ¼
�1:13 1:94� 2:10i �1:40þ 0:25i 0
1:94þ 2:10i �1:91 �0:82� 0:89i �0:67þ 0:34i
�1:40� 0:25i �0:82þ 0:89i �1:87 �1:10� 0:16i
0 �0:67� 0:34i �1:10þ 0:16i 0:50

0B@
1CA
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and

B ¼
9:89 1:08� 1:73i 0 0
1:08þ 1:73i 1:69 �0:04þ 0:29i 0
0 �0:04� 0:29i 2:65 �0:33þ 2:24i
0 0 �0:33� 2:24i 2:17

0B@
1CA:

10.1 Program Text

/* nag_zhbgvd (f08uqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, j, ka, kb, n, pdab, pdbb, pdz, zsize;
Integer exit_status = 0;
/* Arrays */
Complex *ab = 0, *bb = 0, *z = 0;
double *w = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
Nag_JobType job;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + ka + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + kb + I - J]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + ka + J - I]
#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + kb + J - I]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbgvd (f08uqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ka, &kb);
#endif

f08uqc NAG Library Manual
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if (n < 0 || ka < kb || kb < 0) {
printf("Invalid n, ka or kb\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

job = (Nag_JobType) nag_enum_name_to_value(nag_enum_arg);
if (job == Nag_EigVals) {

zsize = 1;
pdz = 1;

}
else {

zsize = n * n;
pdz = n;

}

pdab = ka + 1;
pdbb = kb + 1;
/* Allocate memory */
if (!(ab = NAG_ALLOC((ka + 1) * n, Complex)) ||

!(bb = NAG_ALLOC((kb + 1) * n, Complex)) ||
!(z = NAG_ALLOC(zsize, Complex)) || !(w = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the triangular parts of the matrices A and B from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(i + ka, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = i; j <= MIN(i + kb, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#endif
}
else {

for (i = 1; i <= n; ++i)
for (j = MAX(1, i - ka); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
for (i = 1; i <= n; ++i)

for (j = MAX(1, i - kb); j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);
#else

scanf(" ( %lf , %lf )", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized Hermitian band eigenvalue problem A*x = lambda*B*x
* using nag_zhbgvd (f08uqc).
*/

nag_zhbgvd(order, job, uplo, n, ka, kb, ab, pdab, bb, pdbb, w, z, pdz,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhbgvd (f08uqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print eigensolution */
printf(" Eigenvalues\n ");
for (j = 0; j < n; ++j)

printf(" %10.4f%s", w[j], j % 6 == 5 ? "\n" : " ");
printf("\n");
if (job == Nag_DoBoth) {

/* nag_gen_complx_mat_print (x04dac): Print Matrix of eigenvectors Z. */
printf("\n");
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

z, pdz, "Eigenvectors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
}

}

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(z);
NAG_FREE(w);

return exit_status;
}

10.2 Program Data

nag_zhbgvd (f08uqc) Example Program Data

4 2 1 : n, ka and kb

Nag_Upper : uplo
Nag_EigVals : job

(-1.13, 0.00) ( 1.94,-2.10) (-1.40, 0.25)
(-1.91, 0.00) (-0.82,-0.89) (-0.67, 0.34)

(-1.87, 0.00) (-1.10,-0.16)
( 0.50, 0.00) : matrix A
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( 9.89, 0.00) ( 1.08,-1.73)
( 1.69, 0.00) (-0.04, 0.29)

( 2.65, 0.00) (-0.33, 2.24)
( 2.17, 0.00) : matrix B

10.3 Program Results

nag_zhbgvd (f08uqc) Example Program Results

Eigenvalues
-6.6089 -2.0416 0.1603 1.7712
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NAG Library Function Document

nag_zhbgst (f08usc)

1 Purpose

nag_zhbgst (f08usc) reduces a complex Hermitian-definite generalized eigenproblem Az ¼ �Bz to the
standard form Cy ¼ �y, where A and B are band matrices, A is a complex Hermitian matrix, and B has
been factorized by nag_zpbstf (f08utc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhbgst (Nag_OrderType order, Nag_VectType vect, Nag_UploType uplo,
Integer n, Integer ka, Integer kb, Complex ab[], Integer pdab,
const Complex bb[], Integer pdbb, Complex x[], Integer pdx,
NagError *fail)

3 Description

To reduce the complex Hermitian-definite generalized eigenproblem Az ¼ �Bz to the standard form
Cy ¼ �y, where A, B and C are banded, nag_zhbgst (f08usc) must be preceded by a call to nag_zpbstf
(f08utc) which computes the split Cholesky factorization of the positive definite matrix B: B ¼ SHS.
The split Cholesky factorization, compared with the ordinary Cholesky factorization, allows the work to
be approximately halved.

This function overwrites A with C ¼ XHAX, where X ¼ S�1Q and Q is a unitary matrix chosen
(implicitly) to preserve the bandwidth of A. The function also has an option to allow the accumulation
of X, and then, if z is an eigenvector of C, Xz is an eigenvector of the original system.

4 References

Crawford C R (1973) Reduction of a band-symmetric generalized eigenvalue problem Comm. ACM 16
41–44

Kaufman L (1984) Banded eigenvalue solvers on vector machines ACM Trans. Math. Software 10 73–
86

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: vect – Nag_VectType Input

On entry: indicates whether X is to be returned.

vect ¼ Nag DoNotForm
X is not returned.
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vect ¼ Nag FormX
X is returned.

Constraint: vect ¼ Nag DoNotForm or Nag FormX.

3: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ka – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, ka, of the matrix A.

If uplo ¼ Nag Lower, the number of subdiagonals, ka, of the matrix A.

Constraint: ka 	 0.

6: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: ka 	 kb 	 0.

7: ab½dim� – Complex Input/Output

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the upper or lower triangle of the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½ka þ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kað Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kað Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½ka þ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kað Þ; . . . ; i.

On exit: the upper or lower triangle of ab is overwritten by the corresponding upper or lower
triangle of C as specified by uplo.
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8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kaþ 1.

9: bb½dim� – const Complex Input

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the banded split Cholesky factor of B as specified by uplo, n and kb and returned by
nag_zpbstf (f08utc).

10: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix in the array bb.

Constraint: pdbb 	 kbþ 1.

11: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nð Þ when vect ¼ Nag FormX;
1 when vect ¼ Nag DoNotForm.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the n by n matrix X ¼ S�1Q, if vect ¼ Nag FormX.

If vect ¼ Nag DoNotForm, x is not referenced.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if vect ¼ Nag FormX, pdx 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdx 	 1.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, vect ¼ valueh i, pdx ¼ valueh i and n ¼ valueh i.
Constraint: if vect ¼ Nag FormX, pdx 	 max 1; nð Þ;
if vect ¼ Nag DoNotForm, pdx 	 1.

NE_INT

On entry, ka ¼ valueh i.
Constraint: ka 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdab ¼ valueh i.
Constraint: pdab > 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, ka ¼ valueh i and kb ¼ valueh i.
Constraint: ka 	 kb 	 0.

On entry, pdab ¼ valueh i and ka ¼ valueh i.
Constraint: pdab 	 kaþ 1.

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Forming the reduced matrix C is a stable procedure. However it involves implicit multiplication by
B�1. When nag_zhbgst (f08usc) is used as a step in the computation of eigenvalues and eigenvectors of
the original problem, there may be a significant loss of accuracy if B is ill-conditioned with respect to
inversion.

8 Parallelism and Performance

nag_zhbgst (f08usc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of real floating-point operations is approximately 20n2kB, when
vect ¼ Nag DoNotForm, assuming n� kA; kB; there are an additional 5n3 kB=kAð Þ operations when
vect ¼ Nag FormX.

The real analogue of this function is nag_dsbgst (f08uec).

10 Example

This example computes all the eigenvalues of Az ¼ �Bz, where

A ¼
�1:13þ 0:00i 1:94� 2:10i �1:40þ 0:25i 0:00þ 0:00i
1:94þ 2:10i �1:91þ 0:00i �0:82� 0:89i �0:67þ 0:34i
�1:40� 0:25i �0:82þ 0:89i �1:87þ 0:00i �1:10� 0:16i
0:00þ 0:00i �0:67� 0:34i �1:10þ 0:16i 0:50þ 0:00i

0B@
1CA

and

B ¼
9:89þ 0:00i 1:08� 1:73i 0:00þ 0:00i 0:00þ 0:00i
1:08þ 1:73i 1:69þ 0:00i �0:04þ 0:29i 0:00þ 0:00i
0:00þ 0:00i �0:04� 0:29i 2:65þ 0:00i �0:33þ 2:24i
0:00þ 0:00i 0:00þ 0:00i �0:33� 2:24i 2:17þ 0:00i

0B@
1CA:

Here A is Hermitian, B is Hermitian positive definite, and A and B are treated as band matrices. B
must first be factorized by nag_zpbstf (f08utc). The program calls nag_zhbgst (f08usc) to reduce the
problem to the standard form Cy ¼ �y, then nag_zhbtrd (f08hsc) to reduce C to tridiagonal form, and
nag_dsterf (f08jfc) to compute the eigenvalues.

10.1 Program Text

/* nag_zhbgst (f08usc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, j, k1, k2, ka, kb, n, pdab, pdbb, pdx, d_len, e_len;
Integer exit_status = 0;
NagError fail;
Nag_UploType uplo;
Nag_OrderType order;
/* Arrays */
char nag_enum_arg[40];
Complex *ab = 0, *bb = 0, *x = 0;
double *d = 0, *e = 0;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k1 + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
#define BB_UPPER(I, J) bb[(J-1)*pdbb + k2 + I - J - 1]
#define BB_LOWER(I, J) bb[(J-1)*pdbb + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k1 + J - I - 1]
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#define BB_UPPER(I, J) bb[(I-1)*pdbb + J - I]
#define BB_LOWER(I, J) bb[(I-1)*pdbb + k2 + J - I - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhbgst (f08usc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &ka, &kb);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &ka, &kb);
#endif

pdab = ka + 1;
pdbb = kb + 1;
pdx = n;
d_len = n;
e_len = n - 1;

/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(bb = NAG_ALLOC(pdbb * n, Complex)) ||
!(d = NAG_ALLOC(d_len, double)) ||
!(e = NAG_ALLOC(e_len, double)) || !(x = NAG_ALLOC(n * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read whether Upper or Lower part of A is stored */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read A and B from data file */
k1 = ka + 1;
k2 = kb + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + ka, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - ka); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
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scanf(" ( %lf , %lf ) ", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kb, n); ++j) {

#ifdef _WIN32
scanf_s(" ( %lf, %lf ) ", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#else
scanf(" ( %lf, %lf ) ", &BB_UPPER(i, j).re, &BB_UPPER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kb); j <= i; ++j) {

#ifdef _WIN32
scanf_s(" ( %lf, %lf ) ", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);

#else
scanf(" ( %lf, %lf ) ", &BB_LOWER(i, j).re, &BB_LOWER(i, j).im);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Compute the split Cholesky factorization of B */
/* nag_zpbstf (f08utc).
* Computes a split Cholesky factorization of complex
* Hermitian positive-definite band matrix A
*/

nag_zpbstf(order, uplo, n, kb, bb, pdbb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zpbstf (f08utc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce the problem to standard form C*y = lambda*y, */
/* storing the result in A */
/* nag_zhbgst (f08usc).
* Reduction of complex Hermitian-definite banded
* generalized eigenproblem Ax = lambda Bx to standard form
* Cy = lambda y, such that C has the same bandwidth as A
*/

nag_zhbgst(order, Nag_DoNotForm, uplo, n, ka, kb, ab, pdab, bb, pdbb,
x, pdx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhbgst (f08usc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reduce C to tridiagonal form T = (Q^T)*C*Q */
/* nag_zhbtrd (f08hsc).
* Unitary reduction of complex Hermitian band matrix to
* real symmetric tridiagonal form
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*/
nag_zhbtrd(order, Nag_DoNotForm, uplo, n, ka, ab, pdab, d, e,

x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhbtrd (f08hsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Calculate the eigenvalues of T (same as C) */
/* nag_dsterf (f08jfc).
* All eigenvalues of real symmetric tridiagonal matrix,
* root-free variant of QL or QR
*/

nag_dsterf(n, d, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsterf (f08jfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print eigenvalues */
printf(" Eigenvalues\n");
for (i = 0; i < n; ++i)

printf(" %8.4lf", d[i]);
printf("\n");

END:
NAG_FREE(ab);
NAG_FREE(bb);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_zhbgst (f08usc) Example Program Data
4 2 1 :Values of n, ka and kb
Nag_Lower :Value of uplo

(-1.13, 0.00)
( 1.94, 2.10) (-1.91, 0.00)
(-1.40,-0.25) (-0.82, 0.89) (-1.87, 0.00)

(-0.67,-0.34) (-1.10, 0.16) ( 0.50, 0.00) :End of matrix A
( 9.89, 0.00)
( 1.08, 1.73) ( 1.69, 0.00)

(-0.04,-0.29) ( 2.65, 0.00)
(-0.33,-2.24) ( 2.17, 0.00) :End of matrix B

10.3 Program Results

nag_zhbgst (f08usc) Example Program Results

Eigenvalues
-6.6089 -2.0416 0.1603 1.7712
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NAG Library Function Document

nag_zpbstf (f08utc)

1 Purpose

nag_zpbstf (f08utc) computes a split Cholesky factorization of a complex Hermitian positive definite
band matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zpbstf (Nag_OrderType order, Nag_UploType uplo, Integer n,
Integer kb, Complex bb[], Integer pdbb, NagError *fail)

3 Description

nag_zpbstf (f08utc) computes a split Cholesky factorization of a complex Hermitian positive definite
band matrix B. It is designed to be used in conjunction with nag_zhbgst (f08usc).

The factorization has the form B ¼ SHS, where S is a band matrix of the same bandwidth as B and the
following structure: S is upper triangular in the first nþ kð Þ=2 rows, and transposed — hence, lower
triangular — in the remaining rows. For example, if n ¼ 9 and k ¼ 2, then

S ¼

s11 s12 s13
s22 s23 s24

s33 s34 s35
s44 s45

s55
s64 s65 s66

s75 s76 s77
s86 s87 s88

s97 s98 s99

0BBBBBBBBBB@

1CCCCCCCCCCA
:

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: indicates whether the upper or lower triangular part of B is stored.

uplo ¼ Nag Upper
The upper triangular part of B is stored.
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uplo ¼ Nag Lower
The lower triangular part of B is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix B.

Constraint: n 	 0.

4: kb – Integer Input

On entry: if uplo ¼ Nag Upper, the number of superdiagonals, kb, of the matrix B.

If uplo ¼ Nag Lower, the number of subdiagonals, kb, of the matrix B.

Constraint: kb 	 0.

5: bb½dim� – Complex Input/Output

Note: the dimension, dim, of the array bb must be at least max 1; pdbb� nð Þ.
On entry: the n by n Hermitian positive definite band matrix B.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Bij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½kb þ i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kbð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½i� jþ j� 1ð Þ � pdbb�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Bij i s s t o r e d i n bb½j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kbð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Bij i s s t o r e d i n bb½kb þ j� iþ i� 1ð Þ � pdbb�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kbð Þ; . . . ; i.

On exit: B is overwritten by the elements of its split Cholesky factor S.

6: pdbb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix B in the array bb.

Constraint: pdbb 	 kbþ 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kb ¼ valueh i.
Constraint: kb 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdbb ¼ valueh i.
Constraint: pdbb > 0.

NE_INT_2

On entry, pdbb ¼ valueh i and kb ¼ valueh i.
Constraint: pdbb 	 kbþ 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

The factorization could not be completed, because the updated element b valueh i; valueh ið Þ would
be the square root of a negative number. Hence B is not positive definite. This may indicate an
error in forming the matrix B.

7 Accuracy

The computed factor S is the exact factor of a perturbed matrix Bþ Eð Þ, where

Ej j � c kþ 1ð Þ� SH
		 		 Sj j;

c kþ 1ð Þ is a modest linear function of kþ 1, and � is the machine precision. It follows that

eij
		 		 � c kþ 1ð Þ�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
biibjj
� �q

.

8 Parallelism and Performance

nag_zpbstf (f08utc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is approximately 4n kþ 1ð Þ2, assuming n� k.
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A call to nag_zpbstf (f08utc) may be followed by a call to nag_zhbgst (f08usc) to solve the generalized
eigenproblem Az ¼ �Bz, where A and B are banded and B is positive definite.

The real analogue of this function is nag_dpbstf (f08ufc).

10 Example

See Section 10 in nag_zhbgst (f08usc).
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NAG Library Function Document

nag_dggsvd (f08vac)

1 Purpose

nag_dggsvd (f08vac) computes the generalized singular value decomposition (GSVD) of an m by n real
matrix A and a p by n real matrix B. nag_dggsvd (f08vac) is marked as deprecated by LAPACK; the
replacement routine is nag_dggsvd3 (f08vcc) which makes better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggsvd (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer n,
Integer p, Integer *k, Integer *l, double a[], Integer pda, double b[],
Integer pdb, double alpha[], double beta[], double u[], Integer pdu,
double v[], Integer pdv, double q[], Integer pdq, Integer iwork[],
NagError *fail)

3 Description

The generalized singular value decomposition is given by

UTAQ ¼ D1 0 R
� �

; V TBQ ¼ D2 0 R
� �

;

where U , V and Q are orthogonal matrices. Let kþ lð Þ be the effective numerical rank of the matrix
A
B

� �
, then R is a kþ lð Þ by kþ lð Þ nonsingular upper triangular matrix, D1 and D2 are m by kþ lð Þ

and p by kþ lð Þ ‘diagonal’ matrices structured as follows:

if m� k� l 	 0,

D1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0

D2 ¼
�� k l

l 0 S
p� l 0 0

0 R
� �

¼
��n� k� l k l

k 0 R11 R12
l 0 0 R22

where

C ¼ diag �kþ1; . . . ; �kþlð Þ;
S ¼ diag �kþ1; . . . ; �kþlð Þ;

and

C2 þ S2 ¼ I:

R is stored as a submatrix of A with elements Rij stored as Ai;n�k�lþj on exit.
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If m� k� l < 0,

D1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

D2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0

0 R
� �

¼

1A0@
n� k� l k m� k kþ l�m

k 0 R11 R12 R13
m� k 0 0 R22 R23

kþ l�m 0 0 0 R33

where

C ¼ diag �kþ1; . . . ; �mð Þ;
S ¼ diag �kþ1; . . . ; �mð Þ;

and

C2 þ S2 ¼ I:

R11 R12 R13
0 R22 R23

� �
is stored as a submatrix of A with Rij stored as Ai;n�k�lþj, and R33 is stored as a

submatrix of B with R33ð Þij stored as Bm�kþi;nþm�k�lþj.

The function computes C, S, R and, optionally, the orthogonal transformation matrices U , V and Q.

In particular, if B is an n by n nonsingular matrix, then the GSVD of A and B implicitly gives the SVD
of AB�1:

AB�1 ¼ U D1D
�1
2

� �
V T:

If A
B

� �
has orthonormal columns, then the GSVD of A and B is also equal to the CS decomposition

of A and B. Furthermore, the GSVD can be used to derive the solution of the eigenvalue problem:

ATAx ¼ �BTBx:

In some literature, the GSVD of A and B is presented in the form

UTAX ¼ 0 D1

� �
; V TBX ¼ 0 D2

� �
;

where U and V are orthogonal and X is nonsingular, and D1 and D2 are ‘diagonal’. The former GSVD
form can be converted to the latter form by taking the nonsingular matrix X as

X ¼ Q I 0
0 R�1

� �
:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the orthogonal matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the orthogonal matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the orthogonal matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

7: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

8: k – Integer * Output
9: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ

is the effective numerical rank of A
B

� �
.

10: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular matrix R, or part of R. See Section 3 for details.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix R if m� k� l < 0. See Section 3 for details.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

14: alpha½n� – double Output

On exit: see the description of beta.

15: beta½n� – double Output

On exit: alpha and beta contain the generalized singular value pairs of A and B, �i and �i;

ALPHA 1 : kð Þ ¼ 1,

BETA 1 : kð Þ ¼ 0,

and if m� k� l 	 0,

ALPHA k þ 1 : k þ lð Þ ¼ C,
BETA kþ 1 : kþ lð Þ ¼ S,

or if m� k� l < 0,

ALPHA k þ 1 : mð Þ ¼ C,
ALPHA mþ 1 : kþ lð Þ ¼ 0,

BETA kþ 1 : mð Þ ¼ S,
BETA mþ 1 : k þ lð Þ ¼ 1, and
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ALPHA k þ lþ 1 : nð Þ ¼ 0,

BETA kþ lþ 1 : nð Þ ¼ 0.

The notation ALPHA k : nð Þ above refers to consecutive elements alpha½i � 1�, for i ¼ k; . . . ; n.

16: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the m by m orthogonal matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the p by p orthogonal matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the n by n orthogonal matrix Q.
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If jobq ¼ Nag NotQ, q is not referenced.

21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: iwork½n� – Integer Output

On exit: stores the sorting information. More precisely, the following loop will sort alpha such
that alpha½0� 	 alpha½1� 	 � � � 	 alpha½n� 1�.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The Jacobi-type procedure failed to converge.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized singular value decomposition is nearly the exact generalized singular value
decomposition for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision. See Section 4.12 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dggsvd (f08vac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zggsvd (f08vnc).
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10 Example

This example finds the generalized singular value decomposition

A ¼ U�1 0 R
� �

QT; B ¼ V�2 0 R
� �

QT;

where

A ¼
1 2 3
3 2 1
4 5 6
7 8 8

0B@
1CA and B ¼ �2 �3 3

4 6 5

� �
;

together with estimates for the condition number of R and the error bound for the computed generalized
singular values.

The example program assumes that m 	 n, and would need slight modification if this is not the case.

10.1 Program Text

/* nag_dggsvd (f08vac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double d, eps, rcond, serrbd;
Integer exit_status = 0, i, irank, j, k, l, m, n, p,

pda, pdb, pdq, pdu, pdv;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0, *alpha = 0, *b = 0, *beta = 0, *q = 0, *u = 0, *v = 0;
Integer *iwork = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggsvd (f08vac) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");
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#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#endif
if (m <= 10 && n <= 10 && p <= 10) {

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(alpha = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(p * n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(u = NAG_ALLOC(m * m, double)) ||
!(v = NAG_ALLOC(p * p, double)) || !(iwork = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = p;
pdq = n;
pdu = m;
pdv = p;

#else
pda = n;
pdb = n;
pdq = n;
pdu = m;
pdv = p;

#endif
}
else {

printf("m and/or n too small\n");
goto END;

}
/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_dggsvd (f08vac)
* Compute the generalized singular value decomposition of (A, B)
* (A = U*D1*(0 R)*(Q^T), B = V*D2*(0 R)*(Q^T), m.ge.n)
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*/

nag_dggsvd(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, n, p, &k, &l, a,
pda, b, pdb, alpha, beta, u, pdu, v, pdv, q, pdq, iwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggsvd (f08vac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
irank = k + l;

printf("Number of infinite generalized singular values (k)\n");
printf("%5" NAG_IFMT "\n", k);
printf("\nNumber of finite generalized singular values (l)\n");
printf("%5" NAG_IFMT "\n", l);
printf("Numerical rank of ( A^T B^T)^T (k+l)\n");
printf("%5" NAG_IFMT "\n", irank);

printf("\nFinite generalized singular values\n");
for (j = k; j < irank; ++j) {

d = alpha[j] / beta[j];
printf("%13.4e%s", d, (j + 1) % 8 == 0 || (j + 1) == irank ? "\n" : " ");

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

m, u, pdu, "%13.4e", "Orthogonal matrix U",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, p,

p, v, pdv, "%13.4e", "Orthogonal matrix V",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, q, pdq, "%13.4e", "Orthogonal matrix Q",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, irank,

irank, &A(1, n - irank + 1), pda, "%13.4e",
"Nonsingular upper triangular matrix R",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_dtrcon (f07tgc)
* estimate the reciprocal condition number of R
*/

nag_dtrcon(order, Nag_InfNorm, Nag_Upper, Nag_NonUnitDiag, irank,
&A(1, n - irank + 1), pda, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrcon (f07tgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nEstimate of reciprocal condition number for R\n");
printf("%11.1e\n\n", rcond);

/* So long as irank = n, get the machine precision, eps, and compute the
* approximate error bound for the computed generalized singular values
*/

if (irank == n) {
eps = nag_machine_precision;
serrbd = eps / rcond;
printf("Error estimate for the generalized singular values");
printf("\n%11.1e\n", serrbd);

}
else {

printf("( A^T B^T)^T is not of full rank\n");
}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(iwork);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_dggsvd (f08vac) Example Program Data

4 3 2 :Values of M, N and P

1.0 2.0 3.0
3.0 2.0 1.0
4.0 5.0 6.0
7.0 8.0 8.0 :End of matrix A

-2.0 -3.0 3.0
4.0 6.0 5.0 :End of matrix B
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10.3 Program Results

nag_dggsvd (f08vac) Example Program Results

Number of infinite generalized singular values (k)
1

Number of finite generalized singular values (l)
2

Numerical rank of ( A^T B^T)^T (k+l)
3

Finite generalized singular values
1.3151e+00 8.0185e-02

Orthogonal matrix U
1 2 3 4

1 -1.3484e-01 5.2524e-01 -2.0924e-01 8.1373e-01
2 6.7420e-01 -5.2213e-01 -3.8886e-01 3.4874e-01
3 2.6968e-01 5.2757e-01 -6.5782e-01 -4.6499e-01
4 6.7420e-01 4.1615e-01 6.1014e-01 1.5127e-15

Orthogonal matrix V
1 2

1 3.5539e-01 -9.3472e-01
2 9.3472e-01 3.5539e-01

Orthogonal matrix Q
1 2 3

1 -8.3205e-01 -9.4633e-02 -5.4657e-01
2 5.5470e-01 -1.4195e-01 -8.1985e-01
3 0.0000e+00 -9.8534e-01 1.7060e-01

Nonsingular upper triangular matrix R
1 2 3

1 -2.0569e+00 -9.0121e+00 -9.3705e+00
2 -1.0882e+01 -7.2688e+00
3 -6.0405e+00

Estimate of reciprocal condition number for R
4.2e-02

Error estimate for the generalized singular values
2.6e-15
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NAG Library Function Document

nag_dggsvd3 (f08vcc)

1 Purpose

nag_dggsvd3 (f08vcc) computes the generalized singular value decomposition (GSVD) of an m by n
real matrix A and a p by n real matrix B.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggsvd3 (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer n,
Integer p, Integer *k, Integer *l, double a[], Integer pda, double b[],
Integer pdb, double alpha[], double beta[], double u[], Integer pdu,
double v[], Integer pdv, double q[], Integer pdq, Integer iwork[],
NagError *fail)

3 Description

Given an m by n real matrix A and a p by n real matrix B, the generalized singular value
decomposition is given by

UTAQ ¼ D1 0 R
� �

; V TBQ ¼ D2 0 R
� �

;

where U , V and Q are orthogonal matrices. Let l be the effective numerical rank of B and kþ lð Þ be

the effective numerical rank of the matrix A
B

� �
, then the first k generalized singular values are infinite

and the remaining l are finite. R is a kþ lð Þ by kþ lð Þ nonsingular upper triangular matrix, D1 and D2

are m by kþ lð Þ and p by kþ lð Þ ‘diagonal’ matrices structured as follows:

if m� k� l 	 0,

D1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0

D2 ¼
�� k l

l 0 S
p� l 0 0

0 R
� �

¼
��n� k� l k l

k 0 R11 R12
l 0 0 R22

where

C ¼ diag �kþ1; . . . ; �kþlð Þ;
S ¼ diag �kþ1; . . . ; �kþlð Þ;

and

C2 þ S2 ¼ I:

R is stored as a submatrix of A with elements Rij stored as Ai;n�k�lþj on exit.
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If m� k� l < 0,

D1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

D2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0

0 R
� �

¼

1A0@
n� k� l k m� k kþ l�m

k 0 R11 R12 R13
m� k 0 0 R22 R23

kþ l�m 0 0 0 R33

where

C ¼ diag �kþ1; . . . ; �mð Þ;
S ¼ diag �kþ1; . . . ; �mð Þ;

and

C2 þ S2 ¼ I:

R11 R12 R13
0 R22 R23

� �
is stored as a submatrix of A with Rij stored as Ai;n�k�lþj, and R33 is stored as a

submatrix of B with R33ð Þij stored as Bm�kþi;nþm�k�lþj.

The function computes C, S, R and, optionally, the orthogonal transformation matrices U , V and Q.

In particular, if B is an n by n nonsingular matrix, then the GSVD of A and B implicitly gives the SVD
of AB�1:

AB�1 ¼ U D1D
�1
2

� �
V T:

If A
B

� �
has orthonormal columns, then the GSVD of A and B is also equal to the CS decomposition

of A and B. Furthermore, the GSVD can be used to derive the solution of the eigenvalue problem:

ATAx ¼ �BTBx:

In some literature, the GSVD of A and B is presented in the form

UTAX ¼ 0 D1

� �
; V TBX ¼ 0 D2

� �
;

where U and V are orthogonal and X is nonsingular, and D1 and D2 are ‘diagonal’. The former GSVD
form can be converted to the latter form by setting

X ¼ Q I 0
0 R�1

� �
:

A two stage process is used to compute the GSVD of the matrix pair A;Bð Þ. The pair is first reduced to
upper triangular form by orthogonal transformations using nag_dggsvp3 (f08vgc). The GSVD of the
resulting upper triangular matrix pair is then performed by nag_dtgsja (f08yec) which uses a variant of
the Kogbetliantz algorithm (a cyclic Jacobi method).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the orthogonal matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the orthogonal matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the orthogonal matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

7: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

8: k – Integer * Output
9: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ

is the effective numerical rank of A
B

� �
.

10: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08vcc

Mark 26 f08vcc.3



The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular matrix R, or part of R. See Section 3 for details.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix R if m� k� l < 0. See Section 3 for details.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

14: alpha½n� – double Output

On exit: see the description of beta.

15: beta½n� – double Output

On exit: alpha and beta contain the generalized singular value pairs of A and B, �i and �i;

ALPHA 1 : kð Þ ¼ 1,

BETA 1 : kð Þ ¼ 0,

and if m� k� l 	 0,

ALPHA k þ 1 : k þ lð Þ ¼ C,
BETA kþ 1 : kþ lð Þ ¼ S,

or if m� k� l < 0,

ALPHA k þ 1 : mð Þ ¼ C,
ALPHA mþ 1 : kþ lð Þ ¼ 0,

BETA kþ 1 : mð Þ ¼ S,
BETA mþ 1 : k þ lð Þ ¼ 1, and
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ALPHA k þ lþ 1 : nð Þ ¼ 0,

BETA kþ lþ 1 : nð Þ ¼ 0.

The notation ALPHA k : nð Þ above refers to consecutive elements alpha½i � 1�, for i ¼ k; . . . ; n.

16: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the m by m orthogonal matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the p by p orthogonal matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the n by n orthogonal matrix Q.
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If jobq ¼ Nag NotQ, q is not referenced.

21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: iwork½n� – Integer Output

On exit: stores the sorting information. More precisely, if I is the ordered set of indices of alpha
containing C (denote as alpha½I�, see beta), then the corresponding elements iwork½I� � 1
contain the swap pivots, J , that sorts I such that alpha½I� is in descending numerical order.

The following pseudocode sorts the set I:

for i 2 I
j ¼ Ji
swap Ii and Ij

end

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The Jacobi-type procedure failed to converge.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized singular value decomposition is nearly the exact generalized singular value
decomposition for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision. See Section 4.12 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dggsvd3 (f08vcc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dggsvd3 (f08vcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function replaces the deprecated function nag_dggsvd (f08vac) which used an unblocked algorithm
and therefore did not make best use of level 3 BLAS functions.

The complex analogue of this function is nag_zggsvd3 (f08vqc).

10 Example

This example finds the generalized singular value decomposition

A ¼ U�1 0 R
� �

QT; B ¼ V�2 0 R
� �

QT;

where

A ¼
1 2 3
3 2 1
4 5 6
7 8 8

0B@
1CA and B ¼ �2 �3 3

4 6 5

� �
;

together with estimates for the condition number of R and the error bound for the computed generalized
singular values.

The example program assumes that m 	 n, and would need slight modification if this is not the case.

10.1 Program Text

/* nag_dggsvd3 (f08vcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double d, eps, rcond, serrbd;
Integer i, irank, j, k, l, m, n, p, pda, pdb, pdq, pdu, pdv;

/* Arrays */
double *a = 0, *alpha = 0, *b = 0, *beta = 0, *q = 0, *u = 0, *v = 0;
Integer *iwork = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
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order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggsvd3 (f08vcc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#endif
if (m <= 10 && n <= 10 && p <= 10) {

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(alpha = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(p * n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(u = NAG_ALLOC(m * m, double)) ||
!(v = NAG_ALLOC(p * p, double)) || !(iwork = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = p;
pdq = n;
pdu = m;
pdv = p;

#else
pda = n;
pdb = n;
pdq = n;
pdu = m;
pdv = p;

#endif
}
else {

printf("m and/or n too small\n");
goto END;

}
/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32
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for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_dggsvd3 (f08vcc)
* Compute the generalized singular value decomposition of (A, B)
* (A = U*D1*(0 R)*(Q^T), B = V*D2*(0 R)*(Q^T), m.ge.n)
*/

nag_dggsvd3(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, n, p, &k, &l, a,
pda, b, pdb, alpha, beta, u, pdu, v, pdv, q, pdq, iwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggsvd3 (f08vcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
irank = k + l;

printf("Number of infinite generalized singular values (k)\n");
printf("%5" NAG_IFMT "\n", k);
printf("\nNumber of finite generalized singular values (l)\n");
printf("%5" NAG_IFMT "\n", l);
printf("Numerical rank of ( A^T B^T)^T (k+l)\n");
printf("%5" NAG_IFMT "\n", irank);

printf("\nFinite generalized singular values\n");
for (j = k; j < irank; ++j) {

d = alpha[j] / beta[j];
printf("%13.4e%s", d, (j + 1) % 8 == 0 || (j + 1) == irank ? "\n" : " ");

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

m, u, pdu, "%13.4e", "Orthogonal matrix U",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, p,

p, v, pdv, "%13.4e", "Orthogonal matrix V",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, q, pdq, "%13.4e", "Orthogonal matrix Q",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
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80, 0, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 4;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, irank,

irank, &A(1, n - irank + 1), pda, "%13.4e",
"Nonsingular upper triangular matrix R",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

/* nag_dtrcon (f07tgc)
* estimate the reciprocal condition number of R
*/

nag_dtrcon(order, Nag_InfNorm, Nag_Upper, Nag_NonUnitDiag, irank,
&A(1, n - irank + 1), pda, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrcon (f07tgc).\n%s\n", fail.message);
exit_status = 6;
goto END;

}

printf("\nEstimate of reciprocal condition number for R\n");
printf("%11.1e\n\n", rcond);

/* So long as irank = n, get the machine precision, eps, and compute the
* approximate error bound for the computed generalized singular values
*/

if (irank == n) {
eps = nag_machine_precision;
serrbd = eps / rcond;
printf("Error estimate for the generalized singular values");
printf("\n%11.1e\n", serrbd);

}
else {

printf("( A^T B^T)^T is not of full rank\n");
}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(iwork);

return exit_status;
}

#undef B
#undef A
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10.2 Program Data

nag_dggsvd3 (f08vcc) Example Program Data

4 3 2 :Values of M, N and P

1.0 2.0 3.0
3.0 2.0 1.0
4.0 5.0 6.0
7.0 8.0 8.0 :End of matrix A

-2.0 -3.0 3.0
4.0 6.0 5.0 :End of matrix B

10.3 Program Results

nag_dggsvd3 (f08vcc) Example Program Results

Number of infinite generalized singular values (k)
1

Number of finite generalized singular values (l)
2

Numerical rank of ( A^T B^T)^T (k+l)
3

Finite generalized singular values
1.3151e+00 8.0185e-02

Orthogonal matrix U
1 2 3 4

1 -1.3484e-01 5.2524e-01 -2.0924e-01 8.1373e-01
2 6.7420e-01 -5.2213e-01 -3.8886e-01 3.4874e-01
3 2.6968e-01 5.2757e-01 -6.5782e-01 -4.6499e-01
4 6.7420e-01 4.1615e-01 6.1014e-01 1.5127e-15

Orthogonal matrix V
1 2

1 3.5539e-01 -9.3472e-01
2 9.3472e-01 3.5539e-01

Orthogonal matrix Q
1 2 3

1 -8.3205e-01 -9.4633e-02 -5.4657e-01
2 5.5470e-01 -1.4195e-01 -8.1985e-01
3 0.0000e+00 -9.8534e-01 1.7060e-01

Nonsingular upper triangular matrix R
1 2 3

1 -2.0569e+00 -9.0121e+00 -9.3705e+00
2 -1.0882e+01 -7.2688e+00
3 -6.0405e+00

Estimate of reciprocal condition number for R
4.2e-02

Error estimate for the generalized singular values
2.6e-15
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NAG Library Function Document

nag_dggsvp (f08vec)

1 Purpose

nag_dggsvp (f08vec) uses orthogonal transformations to simultaneously reduce the m by n matrix A
and the p by n matrix B to upper triangular form. This factorization is usually used as a preprocessing
step for computing the generalized singular value decomposition (GSVD). nag_dggsvp (f08vec) is
marked as deprecated by LAPACK; the replacement routine is nag_dggsvp3 (f08vgc) which makes
better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggsvp (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer p,
Integer n, double a[], Integer pda, double b[], Integer pdb,
double tola, double tolb, Integer *k, Integer *l, double u[],
Integer pdu, double v[], Integer pdv, double q[], Integer pdq,
NagError *fail)

3 Description

nag_dggsvp (f08vec) computes orthogonal matrices U , V and Q such that

UTAQ ¼

1CCCCA
0BBBB@
n� k� l k l

k 0 A12 A13

l 0 0 A23

m� k� l 0 0 0

; if m� k� l 	 0;

1CA
0B@
n� k� l k l

k 0 A12 A13

m� k 0 0 A23

; if m� k� l < 0;

8>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>:

V TBQ ¼

1CA
0B@
n� k� l k l

l 0 0 B13

p� l 0 0 0

where the k by k matrix A12 and l by l matrix B13 are nonsingular upper triangular; A23 is l by l upper
triangular if m� k� l 	 0 and is m� kð Þ by l upper trapezoidal otherwise. kþ lð Þ is the effective

numerical rank of the mþ pð Þ by n matrix AT BT
� �T

.

This decomposition is usually used as the preprocessing step for computing the Generalized Singular
Value Decomposition (GSVD), see function nag_dggsvd (f08vac).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the orthogonal matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the orthogonal matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the orthogonal matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

8: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular (or trapezoidal) matrix described in Section 3.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix described in Section 3.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

12: tola – double Input
13: tolb – double Input

On entry: tola and tolb are the thresholds to determine the effective numerical rank of matrix B
and a subblock of A. Generally, they are set to

tola ¼ max m; nð Þ Ak k�;
tolb ¼ max p; nð Þ Bk k�;

where � is the machine precision.

The size of tola and tolb may affect the size of backward errors of the decomposition.

14: k – Integer * Output
15: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ
is the effective numerical rank of aT bT

� �T
.
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16: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the orthogonal matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the orthogonal matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the orthogonal matrix Q.

If jobq ¼ Nag NotQ, q is not referenced.
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21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is nearly the exact factorization for nearby matrices Aþ Eð Þ and Bþ Fð Þ,
where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dggsvp (f08vec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_zggsvp (f08vsc).

10 Example

This example finds the generalized factorization

A ¼ U�1 0 S
� �

QT; B ¼ V�2 0 T
� �

QT;

of the matrix pair A B
� �

, where

A ¼
1 2 3
3 2 1
4 5 6
7 8 8

0B@
1CA and B ¼ �2 �3 3

4 6 5

� �
:
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10.1 Program Text

/* nag_dggsvp (f08vec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eps, norm, tola, tolb;
Integer i, irank, j, k, l, m, n, nrows, p, pda, pdb, pdq, pdu, pdv;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *q = 0, *u = 0, *v = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggsvp (f08vec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;
pdv = p;

#else
pda = n;
pdb = n;
pdv = m;
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#endif
pdq = n;
pdu = m;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(p * n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(u = NAG_ALLOC(m * m, double)) || !(v = NAG_ALLOC(p * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* get norms of A and B using nag_dge_norm (f16rac). */
nag_dge_norm(order, Nag_OneNorm, m, n, a, pda, &norm, &fail);
nag_dge_norm(order, Nag_OneNorm, p, n, b, pdb, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;

tola = MAX(m, n) * norm * eps;
tolb = MAX(p, n) * norm * eps;

/* Compute the factorization of (A, B) (A = U*S*(Q^T), B = V*T*(Q^T))
* using nag_dggsvp (f08vec).
*/

nag_dggsvp(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, p, n, a, pda, b,
pdb, tola, tolb, &k, &l, u, pdu, v, pdv, q, pdq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggsvp (f08vec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print details of the generalizeed SVD */
irank = k + l;
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printf("Numerical rank of ( A^T B^T)^T (k+l)\n%5" NAG_IFMT "\n\n", irank);
nrows = MIN(m, irank);
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, nrows,

irank, &A(1, n - irank + 1), pda, "%13.4e",
"Matrix S", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, l, l,

&B(1, n - l + 1), pdb, "%13.4e",
"Upper triangular matrix T", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

m, u, pdu, "%13.4e", "Orthogonal matrix U",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, p, p,

v, pdv, "%13.4e", "Orthogonal matrix V",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0, 80,
0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

q, pdq, "%13.4e", "Orthogonal matrix Q",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0, 80,
0, 0, &fail);

FAIL:
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_dggsvp (f08vec) Example Program Data

4 3 2 : m, n and p

1.0 2.0 3.0
3.0 2.0 1.0
4.0 5.0 6.0
7.0 8.0 8.0 : matrix A

-2.0 -3.0 3.0
4.0 6.0 5.0 : matrix B
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10.3 Program Results

nag_dggsvp (f08vec) Example Program Results

Numerical rank of ( A^T B^T)^T (k+l)
3

Matrix S
1 2 3

1 -2.0569e+00 1.0771e+01 -7.2814e+00
2 7.1947e+00 -7.5262e+00
3 5.8129e-01

Upper triangular matrix T
1 2

1 8.0623e+00 -3.1305e+00
2 -4.9193e+00

Orthogonal matrix U
1 2 3 4

1 -1.3484e-01 5.1025e-01 -2.4351e-01 8.1373e-01
2 6.7420e-01 -5.4670e-01 -3.5349e-01 3.4874e-01
3 2.6968e-01 4.8292e-01 -6.9127e-01 -4.6499e-01
4 6.7420e-01 4.5558e-01 5.8129e-01 1.5127e-15

Orthogonal matrix V
1 2

1 -4.4721e-01 8.9443e-01
2 8.9443e-01 4.4721e-01

Orthogonal matrix Q
1 2 3

1 -8.3205e-01 5.5470e-01 0.0000e+00
2 5.5470e-01 8.3205e-01 0.0000e+00
3 0.0000e+00 0.0000e+00 -1.0000e+00
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NAG Library Function Document

nag_dggsvp3 (f08vgc)

1 Purpose

nag_dggsvp3 (f08vgc) uses orthogonal transformations to simultaneously reduce the m by n matrix A
and the p by n matrix B to upper triangular form. This factorization is usually used as a preprocessing
step for computing the generalized singular value decomposition (GSVD). For sufficiently large
problems, a blocked algorithm is used to make best use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggsvp3 (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer p,
Integer n, double a[], Integer pda, double b[], Integer pdb,
double tola, double tolb, Integer *k, Integer *l, double u[],
Integer pdu, double v[], Integer pdv, double q[], Integer pdq,
NagError *fail)

3 Description

nag_dggsvp3 (f08vgc) computes orthogonal matrices U , V and Q such that

UTAQ ¼

1CCCCA
0BBBB@
n� k� l k l

k 0 A12 A13

l 0 0 A23

m� k� l 0 0 0

; if m� k� l 	 0;

1CA
0B@
n� k� l k l

k 0 A12 A13

m� k 0 0 A23

; if m� k� l < 0;

8>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>:

V TBQ ¼

1CA
0B@
n� k� l k l

l 0 0 B13

p� l 0 0 0

where the k by k matrix A12 and l by l matrix B13 are nonsingular upper triangular; A23 is l by l upper
triangular if m� k� l 	 0 and is m� kð Þ by l upper trapezoidal otherwise. kþ lð Þ is the effective

numerical rank of the mþ pð Þ by n matrix AT BT
� �T

.

This decomposition is usually used as the preprocessing step for computing the Generalized Singular
Value Decomposition (GSVD), see function nag_dtgsja (f08yec); the two steps are combined in
nag_dggsvd3 (f08vcc).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the orthogonal matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the orthogonal matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the orthogonal matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

8: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular (or trapezoidal) matrix described in Section 3.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix described in Section 3.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

12: tola – double Input
13: tolb – double Input

On entry: tola and tolb are the thresholds to determine the effective numerical rank of matrix B
and a subblock of A. Generally, they are set to

tola ¼ max m; nð Þ Ak k�;
tolb ¼ max p; nð Þ Bk k�;

where � is the machine precision.

The size of tola and tolb may affect the size of backward errors of the decomposition.

14: k – Integer * Output
15: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ
is the effective numerical rank of aT bT

� �T
.
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16: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the orthogonal matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the orthogonal matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – double Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the orthogonal matrix Q.

If jobq ¼ Nag NotQ, q is not referenced.
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21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is nearly the exact factorization for nearby matrices Aþ Eð Þ and Bþ Fð Þ,
where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dggsvp3 (f08vgc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dggsvp3 (f08vgc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function replaces the deprecated function nag_dggsvp (f08vec) which used an unblocked algorithm
and therefore did not make best use of level 3 BLAS functions.

The complex analogue of this function is nag_zggsvp3 (f08vuc).

10 Example

This example finds the generalized factorization

A ¼ U�1 0 S
� �

QT; B ¼ V�2 0 T
� �

QT;

of the matrix pair A B
� �

, where
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A ¼
1 2 3
3 2 1
4 5 6
7 8 8

0B@
1CA and B ¼ �2 �3 3

4 6 5

� �
:

10.1 Program Text

/* nag_dggsvp3 (f08vgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eps, norm, tola, tolb;
Integer i, irank, j, k, l, m, n, ncycle, p, pda, pdb, pdq,

pdu, pdv;
Integer printq, printr, printu, printv;
Integer exit_status = 0;
/* Arrays */
double *a = 0, *b = 0, *q = 0, *u = 0, *v = 0, *alpha = 0, *beta = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_MatrixType genmat = Nag_GeneralMatrix, upmat = Nag_UpperMatrix;
Nag_LabelType intlab = Nag_IntegerLabels;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggsvp3 (f08vgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
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printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;
pdv = p;

#else
pda = n;
pdb = n;
pdv = m;

#endif
pdq = n;
pdu = m;

/* Read in 0s or 1s to determine whether matrices U, V, Q or R are to be
* printed.
*/

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&printu, &printv, &printq, &printr);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(p * n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(u = NAG_ALLOC(m * m, double)) ||
!(v = NAG_ALLOC(n * n, double)) ||
!(alpha = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* get norms of A and B using nag_dge_norm (f16rac). */
nag_dge_norm(order, Nag_OneNorm, m, n, a, pda, &norm, &fail);
nag_dge_norm(order, Nag_OneNorm, p, n, b, pdb, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;

tola = MAX(m, n) * norm * eps;
tolb = MAX(p, n) * norm * eps;

/* Compute the factorization of (A, B) (A = U*S*(Q^T), B = V*T*(Q^T))
* using nag_dggsvp3 (f08vgc).
*/

nag_dggsvp3(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, p, n, a, pda, b,
pdb, tola, tolb, &k, &l, u, pdu, v, pdv, q, pdq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggsvp3 (f08vgc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Compute the generalized singular value decomposition of preprocessed (A,B)
* (A = U*D1*(0 R)*(Q^T), B = V*D2*(0 R)*(Q^T))
* using nag_dtgsja (f08yec). */

nag_dtgsja(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, p, n, k, l, a,
pda, b, pdb, tola, tolb, alpha, beta, u, pdu, v, pdv, q, pdq,
&ncycle, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgsja (f08yec).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Print the generalized singular value pairs alpha, beta */
irank = MIN(k + l, m);
printf("Number of infinite generalized singular values (k): %5" NAG_IFMT

"\n", k);
printf("Number of finite generalized singular values (l): %5" NAG_IFMT

"\n", l);
printf("Effective Numerical rank of ( A^T B^T)^T (k+l): %5" NAG_IFMT

"\n", irank);
printf("\nFinite generalized singular values:\n");

for (j = k; j < irank; ++j)
printf("%45s%12.4e\n", "", alpha[j] / beta[j]);

printf("\nNumber of cycles of the Kogbetliantz method: %12" NAG_IFMT "\n\n",
ncycle);

if (printu) {
fflush(stdout);
nag_gen_real_mat_print_comp(order, genmat, diag, m, m, u, pdu, "%13.4e",

"Orthogonal matrix U", intlab, NULL, intlab,
NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

printf("\n");
}
if (printv) {

fflush(stdout);
nag_gen_real_mat_print_comp(order, genmat, diag, p, p, v, pdv, "%13.4e",

"Orthogonal matrix V", intlab, NULL, intlab,
NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

printf("\n");
}
if (printq) {

fflush(stdout);
nag_gen_real_mat_print_comp(order, genmat, diag, n, n, q, pdq, "%13.4e",

"Orthogonal matrix Q", intlab, NULL, intlab,
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NULL, 80, 0, NULL, &fail);
if (fail.code != NE_NOERROR)

goto PRINTERR;
printf("\n");

}
if (printr) {

fflush(stdout);
nag_gen_real_mat_print_comp(order, upmat, diag, irank, irank,

&A(1, n - irank + 1), pda, "%13.4e",
"Nonsingular upper triangular matrix R",
intlab, NULL, intlab, NULL, 80, 0, NULL,
&fail);

}
PRINTERR:

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 4;

}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_dggsvp3 (f08vgc) Example Program Data

4 3 2 : m, n and p

0 0 0 0 : printing u, v, q, r?

1.0 2.0 3.0
3.0 2.0 1.0
4.0 5.0 6.0
7.0 8.0 8.0 : matrix A

-2.0 -3.0 3.0
4.0 6.0 5.0 : matrix B

10.3 Program Results

nag_dggsvp3 (f08vgc) Example Program Results

Number of infinite generalized singular values (k): 1
Number of finite generalized singular values (l): 2
Effective Numerical rank of ( A^T B^T)^T (k+l): 3

Finite generalized singular values:
1.3151e+00
8.0185e-02

Number of cycles of the Kogbetliantz method: 2

f08vgc NAG Library Manual

f08vgc.10 (last) Mark 26



NAG Library Function Document

nag_zggsvd (f08vnc)

1 Purpose

nag_zggsvd (f08vnc) computes the generalized singular value decomposition (GSVD) of an m by n
complex matrix A and a p by n complex matrix B. nag_zggsvd (f08vnc) is marked as deprecated by
LAPACK; the replacement routine is nag_zggsvd3 (f08vqc) which makes better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggsvd (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer n,
Integer p, Integer *k, Integer *l, Complex a[], Integer pda,
Complex b[], Integer pdb, double alpha[], double beta[], Complex u[],
Integer pdu, Complex v[], Integer pdv, Complex q[], Integer pdq,
Integer iwork[], NagError *fail)

3 Description

The generalized singular value decomposition is given by

UHAQ ¼ D1 0 R
� �

; V HBQ ¼ D2 0 R
� �

;

where U , V and Q are unitary matrices. Let kþ lð Þ be the effective numerical rank of the matrix A
B

� �
,

then R is a kþ lð Þ by kþ lð Þ nonsingular upper triangular matrix, D1 and D2 are m by kþ lð Þ and p by
kþ lð Þ ‘diagonal’ matrices structured as follows:

if m� k� l 	 0,

D1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0

D2 ¼
�� k l

l 0 S
p� l 0 0

0 R
� �

¼
��n� k� l k l

k 0 R11 R12
l 0 0 R22

where

C ¼ diag �kþ1; . . . ; �kþlð Þ;
S ¼ diag �kþ1; . . . ; �kþlð Þ;

and

C2 þ S2 ¼ I:

R is stored as a submatrix of A with elements Rij stored as Ai;n�k�lþj on exit.
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If m� k� l < 0,

D1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

D2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0

0 R
� �

¼

1A0@
n� k� l k m� k kþ l�m

k 0 R11 R12 R13
m� k 0 0 R22 R23

kþ l�m 0 0 0 R33

where

C ¼ diag �kþ1; . . . ; �mð Þ;
S ¼ diag �kþ1; . . . ; �mð Þ;

and

C2 þ S2 ¼ I:

R11 R12 R13
0 R22 R23

� �
is stored as a submatrix of A with Rij stored as Ai;n�k�lþj, and R33 is stored as a

submatrix of B with R33ð Þij stored as Bm�kþi;nþm�k�lþj.

The function computes C, S, R and, optionally, the unitary transformation matrices U , V and Q.

In particular, if B is an n by n nonsingular matrix, then the GSVD of A and B implicitly gives the SVD
of A� B�1:

AB�1 ¼ U D1D
�1
2

� �
V H:

If A
B

� �
has orthonormal columns, then the GSVD of A and B is also equal to the CS decomposition

of A and B. Furthermore, the GSVD can be used to derive the solution of the eigenvalue problem:

AHAx ¼ �BHBx:

In some literature, the GSVD of A and B is presented in the form

UHAX ¼ 0 D1

� �
; V HBX ¼ 0 D2

� �
;

where U and V are orthogonal and X is nonsingular, and D1 and D2 are ‘diagonal’. The former GSVD
form can be converted to the latter form by taking the nonsingular matrix X as

X ¼ Q I 0
0 R�1

� �
:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the unitary matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the unitary matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the unitary matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

7: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

8: k – Integer * Output
9: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ

is the effective numerical rank of A
B

� �
.

10: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular matrix R, or part of R. See Section 3 for details.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix R if m� k� l < 0. See Section 3 for details.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

14: alpha½n� – double Output

On exit: see the description of beta.

15: beta½n� – double Output

On exit: alpha and beta contain the generalized singular value pairs of A and B, �i and �i;

ALPHA 1 : kð Þ ¼ 1,

BETA 1 : kð Þ ¼ 0,

and if m� k� l 	 0,

ALPHA k þ 1 : k þ lð Þ ¼ C,
BETA kþ 1 : kþ lð Þ ¼ S,

or if m� k� l < 0,

ALPHA k þ 1 : mð Þ ¼ C,
ALPHA mþ 1 : kþ lð Þ ¼ 0,

BETA kþ 1 : mð Þ ¼ S,
BETA mþ 1 : k þ lð Þ ¼ 1, and
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ALPHA k þ lþ 1 : nð Þ ¼ 0,

BETA kþ lþ 1 : nð Þ ¼ 0.

The notation ALPHA k : nð Þ above refers to consecutive elements alpha½i � 1�, for i ¼ k; . . . ; n.

16: u½dim� – Complex Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the m by m unitary matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – Complex Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the p by p unitary matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the n by n unitary matrix Q.
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If jobq ¼ Nag NotQ, q is not referenced.

21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: iwork½n� – Integer Output

On exit: stores the sorting information. More precisely, the following loop will sort alpha such
that alpha½0� 	 alpha½1� 	 � � � 	 alpha½n� 1�.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The Jacobi-type procedure failed to converge.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized singular value decomposition is nearly the exact generalized singular value
decomposition for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision. See Section 4.12 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zggsvd (f08vnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The diagonal elements of the matrix R are real.

The real analogue of this function is nag_dggsvd (f08vac).
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10 Example

This example finds the generalized singular value decomposition

A ¼ U�1 0 R
� �

QH; B ¼ V�2 0 R
� �

QH;

where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼ 1 0 �1 0
0 1 0 �1

� �
;

together with estimates for the condition number of R and the error bound for the computed generalized
singular values.

The example program assumes that m 	 n, and would need slight modification if this is not the case.

10.1 Program Text

/* nag_zggsvd (f08vnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double d, eps, rcond, serrbd;
Integer exit_status = 0, i, irank, j, k, l, m, n, p,

pda, pdb, pdq, pdu, pdv;
NagError fail;
Nag_OrderType order;

/* Arrays */
char *clabs = 0, *rlabs = 0;
Complex *a = 0, *b = 0, *q = 0, *u = 0, *v = 0;
double *alpha = 0, *beta = 0;
Integer *iwork = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

printf("nag_zggsvd (f08vnc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#endif
if (m <= 10 && n <= 10 && p <= 10) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(a = NAG_ALLOC(m * n, Complex)) ||
!(b = NAG_ALLOC(p * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) ||
!(v = NAG_ALLOC(p * p, Complex)) ||
!(alpha = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) || !(iwork = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = p;
pdq = n;
pdu = m;
pdv = p;

#else
pda = n;
pdb = n;
pdq = n;
pdu = m;
pdv = p;

#endif
}
else {

printf("m and/or n too small\n");
goto END;

}
/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_zggsvd (f08vnc)
* Compute the generalized singular value decomposition of (A, B)
* (A = U*D1*(0 R)*(Q^H), B = V*D2*(0 R)*(Q^H), m.ge.n)
*/

nag_zggsvd(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, n, p, &k, &l, a,
pda, b, pdb, alpha, beta, u, pdu, v, pdv, q, pdq, iwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggsvd (f08vnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
irank = k + l;
printf("Number of infinite generalized singular values (k)\n");
printf("%5" NAG_IFMT "\n", k);
printf("Number of finite generalized singular values (l)\n");
printf("%5" NAG_IFMT "\n", l);
printf("Numerical rank of ( A^H B^H)^H (k+l)\n");
printf("%5" NAG_IFMT "\n\n", irank);
printf("Finite generalized singular values\n");

for (j = k; j < irank; ++j) {
d = alpha[j] / beta[j];
printf("%13.4e%s", d, (j + 1) % 8 == 0 || (j + 1) == irank ? "\n" : " ");

}
printf("\n");

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, m, u, pdu, Nag_BracketForm, "%13.4e",
"Unitary matrix U", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

p, p, v, pdv, Nag_BracketForm, "%13.4e",
"Unitary matrix V", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, q, pdq, Nag_BracketForm, "%13.4e",
"Unitary matrix Q", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag,

irank, irank, &A(1, n - irank + 1), pda,
Nag_BracketForm, "%13.4e",
"Nonsingular upper triangular matrix R",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_ztrcon (f07tuc)
* estimate the reciprocal condition number of R
*/

nag_ztrcon(order, Nag_InfNorm, Nag_Upper, Nag_NonUnitDiag, irank,
&A(1, n - irank + 1), pda, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrcon (f07tuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nEstimate of reciprocal condition number for R\n");
printf("%11.1e\n\n", rcond);

/* So long as irank = n, get the machine precision, eps, and compute the
* approximate error bound for the computed generalized singular values
*/

if (irank == n) {
eps = nag_machine_precision;
serrbd = eps / rcond;

printf("Error estimate for the generalized singular values\n");
printf("%11.1e\n", serrbd);

}
else {

printf("(A^H B^H)^H is not of full rank\n");
}

END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(iwork);

return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_zggsvd (f08vnc) Example Program Data

6 4 2 :Values of M, N and P

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
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( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) :End of matrix B

10.3 Program Results

nag_zggsvd (f08vnc) Example Program Results

Number of infinite generalized singular values (k)
2

Number of finite generalized singular values (l)
2

Numerical rank of ( A^H B^H)^H (k+l)
4

Finite generalized singular values
2.0720e+00 1.1058e+00

Unitary matrix U
1 2

1 ( -1.3038e-02, -3.2595e-01) ( -1.4039e-01, -2.6167e-01)
2 ( 4.2764e-01, -6.2582e-01) ( 8.6298e-02, -3.8174e-02)
3 ( -3.2595e-01, 1.6428e-01) ( 3.8163e-01, -1.8219e-01)
4 ( 1.5906e-01, -5.2151e-03) ( -2.8207e-01, 1.9732e-01)
5 ( -1.7210e-01, -1.3038e-02) ( -5.0942e-01, -5.0319e-01)
6 ( -2.6336e-01, -2.4772e-01) ( -1.0861e-01, 2.8474e-01)

3 4
1 ( 2.5177e-01, -7.9789e-01) ( -5.0956e-02, -2.1750e-01)
2 ( -3.2188e-01, 1.6112e-01) ( 1.1979e-01, 1.6319e-01)
3 ( 1.3231e-01, -1.4565e-02) ( -5.0671e-01, 1.8615e-01)
4 ( 2.1598e-01, 1.8813e-01) ( -4.0163e-01, 2.6787e-01)
5 ( 3.6488e-02, 2.0316e-01) ( 1.9271e-01, 1.5574e-01)
6 ( 1.0906e-01, -1.2712e-01) ( -8.8159e-02, 5.6169e-01)

5 6
1 ( -4.5947e-02, 1.4052e-04) ( -5.2773e-02, -2.2492e-01)
2 ( -8.0311e-02, -4.3605e-01) ( -3.8117e-02, -2.1907e-01)
3 ( 5.9714e-02, -5.8974e-01) ( -1.3850e-01, -9.0941e-02)
4 ( -4.6443e-02, 3.0864e-01) ( -3.7354e-01, -5.5148e-01)
5 ( 5.7843e-01, -1.2439e-01) ( -1.8815e-02, -5.5686e-02)
6 ( 1.5763e-02, 4.7130e-02) ( 6.5007e-01, 4.9173e-03)

Unitary matrix V
1 2

1 ( 9.8930e-01, 1.0471e-19) ( -1.1461e-01, 9.0250e-02)
2 ( -1.1461e-01, -9.0250e-02) ( -9.8930e-01, 1.0471e-19)

Unitary matrix Q
1 2

1 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
2 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)
3 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
4 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)

3 4
1 ( 6.9954e-01, -1.1784e-18) ( 8.1044e-02, -6.3817e-02)
2 ( -8.1044e-02, -6.3817e-02) ( 6.9954e-01, 1.1784e-18)
3 ( -6.9954e-01, 1.1784e-18) ( -8.1044e-02, 6.3817e-02)
4 ( 8.1044e-02, 6.3817e-02) ( -6.9954e-01, -1.1784e-18)

Nonsingular upper triangular matrix R
1 2

1 ( -2.7118e+00, 0.0000e+00) ( -1.4390e+00, -1.0315e+00)
2 ( -1.8583e+00, 0.0000e+00)
3
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4

3 4
1 ( -7.6930e-02, 1.3613e+00) ( -2.8137e-01, -3.2425e-02)
2 ( -1.0760e+00, 3.1016e-02) ( 1.3292e+00, 3.6772e-01)
3 ( 3.2537e+00, 0.0000e+00) ( -6.3858e-17, 3.4216e-33)
4 ( -2.1084e+00, 0.0000e+00)

Estimate of reciprocal condition number for R
1.3e-01

Error estimate for the generalized singular values
8.3e-16
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NAG Library Function Document

nag_zggsvd3 (f08vqc)

1 Purpose

nag_zggsvd3 (f08vqc) computes the generalized singular value decomposition (GSVD) of an m by n
complex matrix A and a p by n complex matrix B.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggsvd3 (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer n,
Integer p, Integer *k, Integer *l, Complex a[], Integer pda,
Complex b[], Integer pdb, double alpha[], double beta[], Complex u[],
Integer pdu, Complex v[], Integer pdv, Complex q[], Integer pdq,
Integer iwork[], NagError *fail)

3 Description

Given an m by n complex matrix A and a p by n complex matrix B, the generalized singular value
decomposition is given by

UHAQ ¼ D1 0 R
� �

; V HBQ ¼ D2 0 R
� �

;

where U , V and Q are unitary matrices. Let l be the effective numerical rank of B and kþ lð Þ be the

effective numerical rank of the matrix A
B

� �
, then the first k generalized singular values are infinite and

the remaining l are finite. R is a kþ lð Þ by kþ lð Þ nonsingular upper triangular matrix, D1 and D2 are
m by kþ lð Þ and p by kþ lð Þ ‘diagonal’ matrices structured as follows:

if m� k� l 	 0,

D1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0

D2 ¼
�� k l

l 0 S
p� l 0 0

0 R
� �

¼
��n� k� l k l

k 0 R11 R12
l 0 0 R22

where

C ¼ diag �kþ1; . . . ; �kþlð Þ;
S ¼ diag �kþ1; . . . ; �kþlð Þ;

and

C2 þ S2 ¼ I:

R is stored as a submatrix of A with elements Rij stored as Ai;n�k�lþj on exit.
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If m� k� l < 0,

D1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

D2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0

0 R
� �

¼

1A0@
n� k� l k m� k kþ l�m

k 0 R11 R12 R13
m� k 0 0 R22 R23

kþ l�m 0 0 0 R33

where

C ¼ diag �kþ1; . . . ; �mð Þ;
S ¼ diag �kþ1; . . . ; �mð Þ;

and

C2 þ S2 ¼ I:

R11 R12 R13
0 R22 R23

� �
is stored as a submatrix of A with Rij stored as Ai;n�k�lþj, and R33 is stored as a

submatrix of B with R33ð Þij stored as Bm�kþi;nþm�k�lþj.

The function computes C, S, R and, optionally, the unitary transformation matrices U , V and Q.

In particular, if B is an n by n nonsingular matrix, then the GSVD of A and B implicitly gives the SVD
of A� B�1:

AB�1 ¼ U D1D
�1
2

� �
V H:

If A
B

� �
has orthonormal columns, then the GSVD of A and B is also equal to the CS decomposition

of A and B. Furthermore, the GSVD can be used to derive the solution of the eigenvalue problem:

AHAx ¼ �BHBx:

In some literature, the GSVD of A and B is presented in the form

UHAX ¼ 0 D1

� �
; V HBX ¼ 0 D2

� �
;

where U and V are orthogonal and X is nonsingular, and D1 and D2 are ‘diagonal’. The former GSVD
form can be converted to the latter form by setting

X ¼ Q I 0
0 R�1

� �
:

A two stage process is used to compute the GSVD of the matrix pair A;Bð Þ. The pair is first reduced to
upper triangular form by unitary transformations using nag_zggsvp3 (f08vuc). The GSVD of the
resulting upper triangular matrix pair is then performed by nag_ztgsja (f08ysc) which uses a variant of
the Kogbetliantz algorithm (a cyclic Jacobi method).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the unitary matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the unitary matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the unitary matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

7: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

8: k – Integer * Output
9: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ

is the effective numerical rank of A
B

� �
.

10: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular matrix R, or part of R. See Section 3 for details.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix R if m� k� l < 0. See Section 3 for details.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

14: alpha½n� – double Output

On exit: see the description of beta.

15: beta½n� – double Output

On exit: alpha and beta contain the generalized singular value pairs of A and B, �i and �i;

ALPHA 1 : kð Þ ¼ 1,

BETA 1 : kð Þ ¼ 0,

and if m� k� l 	 0,

ALPHA k þ 1 : k þ lð Þ ¼ C,
BETA kþ 1 : kþ lð Þ ¼ S,

or if m� k� l < 0,

ALPHA k þ 1 : mð Þ ¼ C,
ALPHA mþ 1 : kþ lð Þ ¼ 0,

BETA kþ 1 : mð Þ ¼ S,
BETA mþ 1 : k þ lð Þ ¼ 1, and
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ALPHA k þ lþ 1 : nð Þ ¼ 0,

BETA kþ lþ 1 : nð Þ ¼ 0.

The notation ALPHA k : nð Þ above refers to consecutive elements alpha½i � 1�, for i ¼ k; . . . ; n.

16: u½dim� – Complex Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the m by m unitary matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – Complex Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the p by p unitary matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the n by n unitary matrix Q.
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If jobq ¼ Nag NotQ, q is not referenced.

21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: iwork½n� – Integer Output

On exit: stores the sorting information. More precisely, if I is the ordered set of indices of alpha
containing C (denote as alpha½I�, see beta), then the corresponding elements iwork½I� � 1
contain the swap pivots, J , that sorts I such that alpha½I� is in descending numerical order.

The following pseudocode sorts the set I:

for i 2 I
j ¼ Ji
swap Ii and Ij

end

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The Jacobi-type procedure failed to converge.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized singular value decomposition is nearly the exact generalized singular value
decomposition for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision. See Section 4.12 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zggsvd3 (f08vqc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zggsvd3 (f08vqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function replaces the deprecated function nag_zggsvd (f08vnc) which used an unblocked algorithm
and therefore did not make best use of level 3 BLAS functions.

The diagonal elements of the matrix R are real.

The real analogue of this function is nag_dggsvd3 (f08vcc).

10 Example

This example finds the generalized singular value decomposition

A ¼ U�1 0 R
� �

QH; B ¼ V�2 0 R
� �

QH;

where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼ 1 0 �1 0
0 1 0 �1

� �
;

together with estimates for the condition number of R and the error bound for the computed generalized
singular values.

The example program assumes that m 	 n, and would need slight modification if this is not the case.

10.1 Program Text

/* nag_zggsvd3 (f08vqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagf08.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double d, eps, rcond, serrbd;
Integer exit_status = 0, i, irank, j, k, l, m, n, p,

pda, pdb, pdq, pdu, pdv;
NagError fail;
Nag_OrderType order;
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/* Arrays */
char *clabs = 0, *rlabs = 0;
Complex *a = 0, *b = 0, *q = 0, *u = 0, *v = 0;
double *alpha = 0, *beta = 0;
Integer *iwork = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggsvd3 (f08vqc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#endif
if (m <= 10 && n <= 10 && p <= 10) {

/* Allocate memory */
if (!(clabs = NAG_ALLOC(2, char)) ||

!(rlabs = NAG_ALLOC(2, char)) ||
!(a = NAG_ALLOC(m * n, Complex)) ||
!(b = NAG_ALLOC(p * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) ||
!(v = NAG_ALLOC(p * p, Complex)) ||
!(alpha = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) || !(iwork = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pda = m;
pdb = p;
pdq = n;
pdu = m;
pdv = p;

#else
pda = n;
pdb = n;
pdq = n;
pdu = m;
pdv = p;

#endif
}
else {

printf("m and/or n too small\n");
goto END;

}
/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
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#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_zggsvd3 (f08vqc)
* Compute the generalized singular value decomposition of (A, B)
* (A = U*D1*(0 R)*(Q^H), B = V*D2*(0 R)*(Q^H), m.ge.n)
*/

nag_zggsvd3(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, n, p, &k, &l, a,
pda, b, pdb, alpha, beta, u, pdu, v, pdv, q, pdq, iwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggsvd3 (f08vqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print solution */
irank = k + l;
printf("Number of infinite generalized singular values (k)\n");
printf("%5" NAG_IFMT "\n", k);
printf("Number of finite generalized singular values (l)\n");
printf("%5" NAG_IFMT "\n", l);
printf("Numerical rank of ( A^T B^T)^T (k+l)\n");
printf("%5" NAG_IFMT "\n\n", irank);
printf("Finite generalized singular values\n");

for (j = k; j < irank; ++j) {
d = alpha[j] / beta[j];
printf("%13.4e%s", d, (j + 1) % 8 == 0 || (j + 1) == irank ? "\n" : " ");

}
printf("\n");

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, m, u, pdu, Nag_BracketForm, "%13.4e",
"Unitary matrix U", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

p, p, v, pdv, Nag_BracketForm, "%13.4e",
"Unitary matrix V", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 3;
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goto END;
}

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, q, pdq, Nag_BracketForm, "%13.4e",
"Unitary matrix Q", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag,

irank, irank, &A(1, n - irank + 1), pda,
Nag_BracketForm, "%13.4e",
"Nonsingular upper triangular matrix R",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 5;
goto END;

}

/* nag_ztrcon (f07tuc)
* estimate the reciprocal condition number of R
*/

nag_ztrcon(order, Nag_InfNorm, Nag_Upper, Nag_NonUnitDiag, irank,
&A(1, n - irank + 1), pda, &rcond, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrcon (f07tuc).\n%s\n", fail.message);
exit_status = 6;
goto END;

}

printf("\nEstimate of reciprocal condition number for R\n");
printf("%11.1e\n\n", rcond);

/* So long as irank = n, get the machine precision, eps, and compute the
* approximate error bound for the computed generalized singular values
*/

if (irank == n) {
eps = nag_machine_precision;
serrbd = eps / rcond;

printf("Error estimate for the generalized singular values\n");
printf("%11.1e\n", serrbd);

}
else {

printf("(A^T B^T)^T is not of full rank\n");
}

END:

NAG_FREE(clabs);
NAG_FREE(rlabs);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(iwork);
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return exit_status;
}

#undef B
#undef A

10.2 Program Data

nag_zggsvd3 (f08vqc) Example Program Data

6 4 2 :Values of M, N and P

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) :End of matrix B

10.3 Program Results

nag_zggsvd3 (f08vqc) Example Program Results

Number of infinite generalized singular values (k)
2

Number of finite generalized singular values (l)
2

Numerical rank of ( A^T B^T)^T (k+l)
4

Finite generalized singular values
2.0720e+00 1.1058e+00

Unitary matrix U
1 2

1 ( -1.3038e-02, -3.2595e-01) ( -1.4039e-01, -2.6167e-01)
2 ( 4.2764e-01, -6.2582e-01) ( 8.6298e-02, -3.8174e-02)
3 ( -3.2595e-01, 1.6428e-01) ( 3.8163e-01, -1.8219e-01)
4 ( 1.5906e-01, -5.2151e-03) ( -2.8207e-01, 1.9732e-01)
5 ( -1.7210e-01, -1.3038e-02) ( -5.0942e-01, -5.0319e-01)
6 ( -2.6336e-01, -2.4772e-01) ( -1.0861e-01, 2.8474e-01)

3 4
1 ( 2.5177e-01, -7.9789e-01) ( -5.0956e-02, -2.1750e-01)
2 ( -3.2188e-01, 1.6112e-01) ( 1.1979e-01, 1.6319e-01)
3 ( 1.3231e-01, -1.4565e-02) ( -5.0671e-01, 1.8615e-01)
4 ( 2.1598e-01, 1.8813e-01) ( -4.0163e-01, 2.6787e-01)
5 ( 3.6488e-02, 2.0316e-01) ( 1.9271e-01, 1.5574e-01)
6 ( 1.0906e-01, -1.2712e-01) ( -8.8159e-02, 5.6169e-01)

5 6
1 ( -4.5947e-02, 1.4052e-04) ( -5.2773e-02, -2.2492e-01)
2 ( -8.0311e-02, -4.3605e-01) ( -3.8117e-02, -2.1907e-01)
3 ( 5.9714e-02, -5.8974e-01) ( -1.3850e-01, -9.0941e-02)
4 ( -4.6443e-02, 3.0864e-01) ( -3.7354e-01, -5.5148e-01)
5 ( 5.7843e-01, -1.2439e-01) ( -1.8815e-02, -5.5686e-02)
6 ( 1.5763e-02, 4.7130e-02) ( 6.5007e-01, 4.9173e-03)

Unitary matrix V
1 2

1 ( 9.8930e-01, 1.0471e-19) ( -1.1461e-01, 9.0250e-02)
2 ( -1.1461e-01, -9.0250e-02) ( -9.8930e-01, 1.0471e-19)

Unitary matrix Q
1 2

1 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
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2 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)
3 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
4 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)

3 4
1 ( 6.9954e-01, -1.1784e-18) ( 8.1044e-02, -6.3817e-02)
2 ( -8.1044e-02, -6.3817e-02) ( 6.9954e-01, 1.1784e-18)
3 ( -6.9954e-01, 1.1784e-18) ( -8.1044e-02, 6.3817e-02)
4 ( 8.1044e-02, 6.3817e-02) ( -6.9954e-01, -1.1784e-18)

Nonsingular upper triangular matrix R
1 2

1 ( -2.7118e+00, 0.0000e+00) ( -1.4390e+00, -1.0315e+00)
2 ( -1.8583e+00, 0.0000e+00)
3
4

3 4
1 ( -7.6930e-02, 1.3613e+00) ( -2.8137e-01, -3.2425e-02)
2 ( -1.0760e+00, 3.1016e-02) ( 1.3292e+00, 3.6772e-01)
3 ( 3.2537e+00, 0.0000e+00) ( -6.3858e-17, 3.4216e-33)
4 ( -2.1084e+00, 0.0000e+00)

Estimate of reciprocal condition number for R
1.3e-01

Error estimate for the generalized singular values
8.3e-16
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NAG Library Function Document

nag_zggsvp (f08vsc)

1 Purpose

nag_zggsvp (f08vsc) uses unitary transformations to simultaneously reduce the m by n matrix A and
the p by n matrix B to upper triangular form. This factorization is usually used as a preprocessing step
for computing the generalized singular value decomposition (GSVD). nag_zggsvp (f08vsc) is marked as
deprecated by LAPACK; the replacement routine is nag_zggsvp3 (f08vuc) which makes better use of
level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggsvp (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer p,
Integer n, Complex a[], Integer pda, Complex b[], Integer pdb,
double tola, double tolb, Integer *k, Integer *l, Complex u[],
Integer pdu, Complex v[], Integer pdv, Complex q[], Integer pdq,
NagError *fail)

3 Description

nag_zggsvp (f08vsc) computes unitary matrices U , V and Q such that

UHAQ ¼

1CCCCA
0BBBB@
n� k� l k l

k 0 A12 A13

l 0 0 A23

m� k� l 0 0 0

; if m� k� l 	 0;

1CA
0B@
n� k� l k l

k 0 A12 A13

m� k 0 0 A23

; if m� k� l < 0;

8>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>:

V HBQ ¼

1CA
0B@
n� k� l k l

l 0 0 B13

p� l 0 0 0

where the k by k matrix A12 and l by l matrix B13 are nonsingular upper triangular; A23 is l by l upper
triangular if m� k� l 	 0 and is m� kð Þ by l upper trapezoidal otherwise. kþ lð Þ is the effective

numerical rank of the mþ pð Þ by n matrix AH BH
� �H

.

This decomposition is usually used as the preprocessing step for computing the Generalized Singular
Value Decomposition (GSVD), see function nag_zggsvd (f08vnc).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the unitary matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the unitary matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the unitary matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

8: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular (or trapezoidal) matrix described in Section 3.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix described in Section 3.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

12: tola – double Input
13: tolb – double Input

On entry: tola and tolb are the thresholds to determine the effective numerical rank of matrix B
and a subblock of A. Generally, they are set to

tola ¼ max m; nð Þ Ak k�;
tolb ¼ max p; nð Þ Bk k�;

where � is the machine precision.

The size of tola and tolb may affect the size of backward errors of the decomposition.

14: k – Integer * Output
15: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ
is the effective numerical rank of aT bT

� �T
.
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16: u½dim� – Complex Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the unitary matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – Complex Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the unitary matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the unitary matrix Q.

If jobq ¼ Nag NotQ, q is not referenced.
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21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is nearly the exact factorization for nearby matrices Aþ Eð Þ and Bþ Fð Þ,
where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zggsvp (f08vsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dggsvp (f08vec).

10 Example

This example finds the generalized factorization

A ¼ U�1 0 S
� �

QH; B ¼ V�2 0 T
� �

QH;

of the matrix pair A B
� �

, where
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A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼ 1 0 �1 0
0 1 0 �1

� �
:

10.1 Program Text

/* nag_zggsvp (f08vsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double norm, eps, tola, tolb;
Integer i, irank, j, k, l, m, n, nrows, p, pda, pdb, pdq, pdu, pdv;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *q = 0, *u = 0, *v = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggsvp (f08vsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
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#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);

#endif
if (n < 0 || m < 0 || p < 0) {

printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;
pdv = p;

#else
pda = n;
pdb = n;
pdv = m;

#endif
pdq = n;
pdu = m;

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(p * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) || !(v = NAG_ALLOC(p * m, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
/* Compute one-norm of A nad B using nag_zge_norm (f16uac). */
nag_zge_norm(order, Nag_OneNorm, m, n, a, pda, &norm, &fail);
nag_zge_norm(order, Nag_OneNorm, p, n, b, pdb, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
tola = MAX(m, n) * norm * eps;
tolb = MAX(p, n) * norm * eps;

f08vsc NAG Library Manual

f08vsc.8 Mark 26



/* Compute the factorization of (A, B) A = U*S*(Q^H), B = V*T*(Q^H))
* using using nag_zggsvp (f08vsc).
*/

nag_zggsvp(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, p, n, a, pda, b,
pdb, tola, tolb, &k, &l, u, pdu, v, pdv, q, pdq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggsvp (f08vsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print details of the generalizeed SVD */
irank = k + l;
printf("Numerical rank of ( A^H B^H)^H (k+l)\n%5" NAG_IFMT "\n\n", irank);
nrows = MIN(m, irank);
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag,

nrows, irank, &A(1, n - irank + 1), pda,
Nag_BracketForm, "%13.4e", "Matrix S",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_UpperMatrix, Nag_NonUnitDiag, l, l,

&B(1, n - l + 1), pdb, Nag_BracketForm,
"%13.4e", "Upper triangular matrix T",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, m, u, pdu, Nag_BracketForm, "%13.4e",
"Unitary matrix U", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

p, p, v, pdv, Nag_BracketForm, "%13.4e",
"Unitary matrix V", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR)
goto FAIL;

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, q, pdq, Nag_BracketForm, "%13.4e",
"Unitary matrix Q", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

FAIL:
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}
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10.2 Program Data

nag_zggsvp (f08vsc) Example Program Data

6 4 2 : m, n and p

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) : matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) : matrix B

10.3 Program Results

nag_zggsvp (f08vsc) Example Program Results

Numerical rank of ( A^H B^H)^H (k+l)
4

Matrix S
1 2

1 ( -2.7118e+00, 0.0000e+00) ( -1.4390e+00, -1.0315e+00)
2 ( -1.8583e+00, 0.0000e+00)
3
4

3 4
1 ( -1.0543e-01, 1.3176e+00) ( -3.9240e-01, -1.9504e-01)
2 ( -9.4529e-01, 1.9279e-01) ( 1.4355e+00, 2.6313e-01)
3 ( 2.9079e+00, 0.0000e+00) ( -2.3946e-01, 1.8856e-01)
4 ( -1.5759e+00, 0.0000e+00)

Upper triangular matrix T
1 2

1 ( 1.4142e+00, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
2 ( 1.4142e+00, 0.0000e+00)

Unitary matrix U
1 2

1 ( -1.3038e-02, -3.2595e-01) ( -1.4039e-01, -2.6167e-01)
2 ( 4.2764e-01, -6.2582e-01) ( 8.6298e-02, -3.8174e-02)
3 ( -3.2595e-01, 1.6428e-01) ( 3.8163e-01, -1.8219e-01)
4 ( 1.5906e-01, -5.2151e-03) ( -2.8207e-01, 1.9732e-01)
5 ( -1.7210e-01, -1.3038e-02) ( -5.0942e-01, -5.0319e-01)
6 ( -2.6336e-01, -2.4772e-01) ( -1.0861e-01, 2.8474e-01)

3 4
1 ( 2.4357e-01, -7.7956e-01) ( -7.4007e-02, -2.7823e-01)
2 ( -3.2035e-01, 1.4475e-01) ( 1.0740e-01, 1.8824e-01)
3 ( 1.7217e-01, -1.4009e-03) ( -4.9770e-01, 1.7826e-01)
4 ( 2.5307e-01, 1.9053e-01) ( -3.7794e-01, 2.6816e-01)
5 ( 3.2057e-02, 1.8358e-01) ( 2.0422e-01, 1.6601e-01)
6 ( 1.4142e-01, -1.5707e-01) ( -8.7335e-02, 5.4683e-01)

5 6
1 ( -4.5947e-02, 1.4052e-04) ( -5.2773e-02, -2.2492e-01)
2 ( -8.0311e-02, -4.3605e-01) ( -3.8117e-02, -2.1907e-01)
3 ( 5.9714e-02, -5.8974e-01) ( -1.3850e-01, -9.0941e-02)
4 ( -4.6443e-02, 3.0864e-01) ( -3.7354e-01, -5.5148e-01)
5 ( 5.7843e-01, -1.2439e-01) ( -1.8815e-02, -5.5686e-02)
6 ( 1.5763e-02, 4.7130e-02) ( 6.5007e-01, 4.9173e-03)

Unitary matrix V
1 2

1 ( 1.0000e+00, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
2 ( 0.0000e+00, 0.0000e+00) ( 1.0000e+00, 0.0000e+00)
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Unitary matrix Q
1 2

1 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
2 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)
3 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
4 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)

3 4
1 ( 7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
2 ( 0.0000e+00, 0.0000e+00) ( 7.0711e-01, 0.0000e+00)
3 ( -7.0711e-01, 0.0000e+00) ( 0.0000e+00, 0.0000e+00)
4 ( 0.0000e+00, 0.0000e+00) ( -7.0711e-01, 0.0000e+00)
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NAG Library Function Document

nag_zggsvp3 (f08vuc)

1 Purpose

nag_zggsvp3 (f08vuc) uses unitary transformations to simultaneously reduce the m by n matrix A and
the p by n matrix B to upper triangular form. This factorization is usually used as a preprocessing step
for computing the generalized singular value decomposition (GSVD). For sufficiently large problems, a
blocked algorithm is used to make best use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggsvp3 (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer p,
Integer n, Complex a[], Integer pda, Complex b[], Integer pdb,
double tola, double tolb, Integer *k, Integer *l, Complex u[],
Integer pdu, Complex v[], Integer pdv, Complex q[], Integer pdq,
NagError *fail)

3 Description

nag_zggsvp3 (f08vuc) computes unitary matrices U , V and Q such that

UHAQ ¼

1CCCCA
0BBBB@
n� k� l k l

k 0 A12 A13

l 0 0 A23

m� k� l 0 0 0

; if m� k� l 	 0;

1CA
0B@
n� k� l k l

k 0 A12 A13

m� k 0 0 A23

; if m� k� l < 0;

8>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>:

V HBQ ¼

1CA
0B@
n� k� l k l

l 0 0 B13

p� l 0 0 0

where the k by k matrix A12 and l by l matrix B13 are nonsingular upper triangular; A23 is l by l upper
triangular if m� k� l 	 0 and is m� kð Þ by l upper trapezoidal otherwise. kþ lð Þ is the effective

numerical rank of the mþ pð Þ by n matrix AH BH
� �H

.

This decomposition is usually used as the preprocessing step for computing the Generalized Singular
Value Decomposition (GSVD), see function nag_ztgsja (f08ysc); the two steps are combined in
nag_zggsvd3 (f08vqc).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, the unitary matrix U is computed.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, the unitary matrix V is computed.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, the unitary matrix Q is computed.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

8: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: contains the triangular (or trapezoidal) matrix described in Section 3.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: contains the triangular matrix described in Section 3.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

12: tola – double Input
13: tolb – double Input

On entry: tola and tolb are the thresholds to determine the effective numerical rank of matrix B
and a subblock of A. Generally, they are set to

tola ¼ max m; nð Þ Ak k�;
tolb ¼ max p; nð Þ Bk k�;

where � is the machine precision.

The size of tola and tolb may affect the size of backward errors of the decomposition.

14: k – Integer * Output
15: l – Integer * Output

On exit: k and l specify the dimension of the subblocks k and l as described in Section 3; kþ lð Þ
is the effective numerical rank of aT bT

� �T
.

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08vuc

Mark 26 f08vuc.3



16: u½dim� – Complex Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobu ¼ Nag AllU, u contains the unitary matrix U .

If jobu ¼ Nag NotU, u is not referenced.

17: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

18: v½dim� – Complex Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobv ¼ Nag ComputeV, v contains the unitary matrix V .

If jobv ¼ Nag NotV, v is not referenced.

19: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

20: q½dim� – Complex Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobq ¼ Nag ComputeQ, q contains the unitary matrix Q.

If jobq ¼ Nag NotQ, q is not referenced.
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21: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.
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NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed factorization is nearly the exact factorization for nearby matrices Aþ Eð Þ and Bþ Fð Þ,
where

Ek k2 ¼ O �ð Þ Ak k2 and Fk k2 ¼ O �ð Þ Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zggsvp3 (f08vuc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zggsvp3 (f08vuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function replaces the deprecated function nag_zggsvp (f08vsc) which used an unblocked algorithm
and therefore did not make best use of level 3 BLAS functions.

The real analogue of this function is nag_dggsvp3 (f08vgc).

10 Example

This example finds the generalized factorization

A ¼ U�1 0 S
� �

QH; B ¼ V�2 0 T
� �

QH;

of the matrix pair A B
� �

, where
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A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼ 1 0 �1 0
0 1 0 �1

� �
:

10.1 Program Text

/* nag_zggsvp3 (f08vuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double norm, eps, tola, tolb;
Integer i, irank, j, k, l, m, n, ncycle, p, pda, pdb, pdq, pdu, pdv;
Integer printq, printr, printu, printv;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *q = 0, *u = 0, *v = 0;
double *alpha = 0, *beta = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_MatrixType genmat = Nag_GeneralMatrix, upmat = Nag_UpperMatrix;
Nag_LabelType intlab = Nag_IntegerLabels;
Nag_ComplexFormType brac = Nag_BracketForm;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggsvp3 (f08vuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;
pdv = p;

#else
pda = n;
pdb = n;
pdv = m;

#endif
pdq = n;
pdu = m;

/* Read in 0s or 1s to determine whether matrices U, V, Q or R are to be
* printed.
*/

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&printu, &printv, &printq, &printr);

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(p * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(u = NAG_ALLOC(m * m, Complex)) ||
!(v = NAG_ALLOC(p * m, Complex)) ||
!(alpha = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
/* Compute one-norm of A nad B using nag_zge_norm (f16uac). */
nag_zge_norm(order, Nag_OneNorm, m, n, a, pda, &norm, &fail);
nag_zge_norm(order, Nag_OneNorm, p, n, b, pdb, &norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
tola = MAX(m, n) * norm * eps;
tolb = MAX(p, n) * norm * eps;

/* Compute the factorization of (A, B) A = U*S*(Q^H), B = V*T*(Q^H))
* using using nag_zggsvp3 (f08vuc).
*/

nag_zggsvp3(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, p, n, a, pda, b,
pdb, tola, tolb, &k, &l, u, pdu, v, pdv, q, pdq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggsvp3 (f08vuc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Compute the generalized singular value decomposition of preprocessed (A, B)
* (A = U*D1*(0 R)*(Q^H), B = V*D2*(0 R)*(Q^H))
* using nag_ztgsja (f08ysc).
*/

nag_ztgsja(order, Nag_AllU, Nag_ComputeV, Nag_ComputeQ, m, p, n, k, l, a,
pda, b, pdb, tola, tolb, alpha, beta, u, pdu, v, pdv, q, pdq,
&ncycle, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztgsja (f08ysc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

/* Print the generalized singular value pairs alpha, beta */
irank = MIN(k + l, m);
printf("Number of infinite generalized singular values (k): %5" NAG_IFMT

"\n", k);
printf("Number of finite generalized singular values (l): %5" NAG_IFMT

"\n", l);
printf("Effective Numerical rank of (A^T B^T)^T (k+l): %5" NAG_IFMT

"\n", irank);
printf("\nFinite generalized singular values:\n");

for (j = k; j < irank; ++j)
printf("%45s%12.4e\n", "", alpha[j] / beta[j]);

printf("\nNumber of cycles of the Kogbetliantz method: %12" NAG_IFMT "\n\n",
ncycle);

if (printu) {
fflush(stdout);
nag_gen_complx_mat_print_comp(order, genmat, diag, m, m, u, pdu, brac,

"%13.4e", "Unitary matrix U", intlab,
NULL, intlab, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

}
if (printv) {

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, genmat, diag, p, p, v, pdv, brac,

"%13.4e", "Unitary matrix V", intlab,
NULL, intlab, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08vuc

Mark 26 f08vuc.9



goto PRINTERR;
}
if (printq) {

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, genmat, diag, n, n, q, pdq, brac,

"%13.4e", "Unitary matrix Q", intlab,
NULL, intlab, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

}
if (printr) {

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, upmat, diag, irank, irank,

&A(1, n - irank + 1), pda, brac, "%13.4e",
"Nonsingular upper triangular matrix R",
intlab, NULL, intlab, NULL, 80, 0, NULL,
&fail);

}
PRINTERR:

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 5;

}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_zggsvp3 (f08vuc) Example Program Data

6 4 2 : m, n and p

0 0 0 0 : print u, v, q, r?

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) : matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) : matrix B

10.3 Program Results

nag_zggsvp3 (f08vuc) Example Program Results

Number of infinite generalized singular values (k): 2
Number of finite generalized singular values (l): 2
Effective Numerical rank of (A^T B^T)^T (k+l): 4

Finite generalized singular values:
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2.0720e+00
1.1058e+00

Number of cycles of the Kogbetliantz method: 2
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NAG Library Function Document

nag_dggev (f08wac)

1 Purpose

nag_dggev (f08wac) computes for a pair of n by n real nonsymmetric matrices A;Bð Þ the generalized
eigenvalues and, optionally, the left and/or right generalized eigenvectors using the QZ algorithm.
nag_dggev (f08wac) is marked as deprecated by LAPACK; the replacement routine is nag_dggev3
(f08wcc) which makes better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggev (Nag_OrderType order, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Integer n, double a[], Integer pda, double b[],
Integer pdb, double alphar[], double alphai[], double beta[],
double vl[], Integer pdvl, double vr[], Integer pdvr, NagError *fail)

3 Description

A generalized eigenvalue for a pair of matrices A;Bð Þ is a scalar � or a ratio �=� ¼ �, such that
A� �B is singular. It is usually represented as the pair �; �ð Þ, as there is a reasonable interpretation for
� ¼ 0, and even for both being zero.

The right eigenvector vj corresponding to the eigenvalue �j of A;Bð Þ satisfies

Avj ¼ �jBvj:
The left eigenvector uj corresponding to the eigenvalue �j of A;Bð Þ satisfies

uHj A ¼ �juHj B;

where uHj is the conjugate-transpose of uj.

All the eigenvalues and, if required, all the eigenvectors of the generalized eigenproblem Ax ¼ �Bx,
where A and B are real, square matrices, are determined using the QZ algorithm. The QZ algorithm
consists of four stages:

1. A is reduced to upper Hessenberg form and at the same time B is reduced to upper triangular form.

2. A is further reduced to quasi-triangular form while the triangular form of B is maintained. This is
the real generalized Schur form of the pair A;Bð Þ.

3. The quasi-triangular form of A is reduced to triangular form and the eigenvalues extracted. This
function does not actually produce the eigenvalues �j, but instead returns �j and �j such that

�j ¼ �j=�j; j ¼ 1; 2; . . . ; n:

The division by �j becomes your responsibility, since �j may be zero, indicating an infinite
eigenvalue. Pairs of complex eigenvalues occur with �j=�j and �jþ1=�jþ1 complex conjugates,
even though �j and �jþ1 are not conjugate.

4. If the eigenvectors are required they are obtained from the triangular matrices and then transformed
back into the original coordinate system.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute the left generalized eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left generalized eigenvectors.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute the right generalized eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right generalized eigenvectors.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A in the pair A;Bð Þ.
On exit: a has been overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B in the pair A;Bð Þ.
On exit: b has been overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

9: alphar½n� – double Output

On exit: the element alphar½j� 1� contains the real part of �j.

10: alphai½n� – double Output

On exit: the element alphai½j� 1� contains the imaginary part of �j.

11: beta½n� – double Output

On exit: alphar½j � 1� þ alphai½j � 1� � ið Þ=beta½j � 1�, for j ¼ 1; 2; . . . ;n, will be the general-
ized eigenvalues.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive, then the jth and jþ 1ð Þst
eigenvalues are a complex conjugate pair, with alphai½j� negative.
Note: the quotients alphar½j� 1�=beta½j� 1� and alphai½j� 1�=beta½j� 1� may easily overflow
or underflow, and beta½j� 1� may even be zero. Thus, you should avoid naively computing the
ratio �j=�j. However, max �j

		 		� �
will always be less than and usually comparable with Ak k2 in

magnitude, and max �j
		 		� �

will always be less than and usually comparable with Bk k2.

12: vl½dim� – double Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

Where VL i; jð Þ appears in this document, it refers to the array element

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors uj are stored one after another in the
columns of vl, in the same order as the corresponding eigenvalues.

If the jth eigenvalue is real, then uj ¼ VL :; jð Þ, the jth column of vl.

I f the jth and jþ 1ð Þth eigenvalues form a complex conjugate pai r, then
uj ¼ VL :; jð Þ þ i� VL :; jþ 1ð Þ and u jþ 1ð Þ ¼ VL :; jð Þ � i� VL :; jþ 1ð Þ. Each eigenvector
will be scaled so the largest component has real partj j þ imag: partj j ¼ 1.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

13: pdvl – Integer Input

On entry: the stride used in the array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.
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14: vr½dim� – double Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

Where VR i; jð Þ appears in this document, it refers to the array element

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors vj are stored one after another in the
columns of vr, in the same order as the corresponding eigenvalues.

If the jth eigenvalue is real, then vj ¼ VR :; jð Þ, the jth column of VR.

If the jth and jþ 1ð Þth eigenvalues form a complex conjugate pai r, then
vj ¼ VR :; jð Þ þ i� VR :; jþ 1ð Þ and vjþ1 ¼ VR :; jð Þ � i� VR :; jþ 1ð Þ. Each eigenvector will
be scaled so the largest component has real partj j þ imag: partj j ¼ 1.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

15: pdvr – Integer Input

On entry: the stride used in the array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVECTORS

A failure occurred in nag_dtgevc (f08ykc) while computing generalized eigenvectors.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alphar½j�, alphai½j� and
beta½j� should be correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where
E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF ;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

Note: interpretation of results obtained with the QZ algorithm often requires a clear understanding of
the effects of small changes in the original data. These effects are reviewed in Wilkinson (1979), in
relation to the significance of small values of �j and �j. It should be noted that if �j and �j are both
small for any j, it may be that no reliance can be placed on any of the computed eigenvalues
�i ¼ �i=�i. You are recommended to study Wilkinson (1979) and, if in difficulty, to seek expert advice
on determining the sensitivity of the eigenvalues to perturbations in the data.

8 Parallelism and Performance

nag_dggev (f08wac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dggev (f08wac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zggev (f08wnc).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix pair A;Bð Þ, where

A ¼
3:9 12:5 �34:5 �0:5
4:3 21:5 �47:5 7:5
4:3 21:5 �43:5 3:5
4:4 26:0 �46:0 6:0

0B@
1CA and B ¼

1:0 2:0 �3:0 1:0
1:0 3:0 �5:0 4:0
1:0 3:0 �4:0 3:0
1:0 3:0 �4:0 4:0

0B@
1CA:

10.1 Program Text

/* nag_dggev (f08wac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>
#include <naga02.h>

int main(void)
{

/* Scalars */
Complex eig, eigl, eigr;
double sign, small;
Integer i, j, k, n, pda, pdb, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *vl = 0, *vr = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define VL(I, J) vl[(J-1)*pdvl + I - 1]
#define VR(I, J) vr[(J-1)*pdvr + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

f08wac NAG Library Manual

f08wac.6 Mark 26



#define VL(I, J) vl[(I-1)*pdvl + J - 1]
#define VR(I, J) vr[(I-1)*pdvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggev (f08wac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
pda = n;
pdb = n;
pdvl = (jobvl == Nag_LeftVecs ? n : 1);
pdvr = (jobvr == Nag_RightVecs ? n : 1);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(n * n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(vl = NAG_ALLOC(pdvl * pdvl, double)) ||
!(vr = NAG_ALLOC(pdvr * pdvr, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized eigenvalue problem */
nag_dggev(order, jobvl, jobvr, n, a, pda, b, pdb, alphar, alphai, beta, vl,

pdvl, vr, pdvr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dggev (f08wac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

small = nag_real_safe_small_number;
for (j = 0; j < n; ++j) {

printf("\n");
if ((fabs(alphar[j]) + fabs(alphai[j])) * small >= fabs(beta[j])) {

printf("Eigenvalue %2" NAG_IFMT " is numerically infinite or "
"undetermined\n", j + 1);

printf("alpha = (%13.4e, %13.4e), beta = %13.4e\n", alphar[j],
alphai[j], beta[j]);

}
else if (alphai[j] == 0.0) {

printf("Eigenvalue %2" NAG_IFMT " = %13.4e\n", j + 1,
alphar[j] / beta[j]);

}
else {

eig.re = alphar[j] / beta[j], eig.im = alphai[j] / beta[j];
printf("Eigenvalue %2" NAG_IFMT " = (%13.4e, %13.4e)\n", j + 1, eig.re,

eig.im);
}
printf("\n");
if (jobvl == Nag_LeftVecs)

printf("%20s%8s", "Left Eigenvector", "");
if (jobvr == Nag_RightVecs)

printf("%20s", "Right Eigenvector");
printf(" %2" NAG_IFMT "\n", j + 1);
if (alphai[j] == 0.0)

for (i = 1; i <= n; ++i) {
if (jobvl == Nag_LeftVecs)

printf("%6s%13.4e%12s", "", VL(i, j + 1) / VL(n, j + 1), "");
if (jobvr == Nag_RightVecs)

printf("%6s%13.4e", "", VR(i, j + 1) / VR(n, j + 1));
printf("\n");

}
else {

k = (alphai[j] > 0.0 ? j + 1 : j);
sign = (alphai[j] > 0.0 ? 1.0 : -1.0);
if (jobvl == Nag_LeftVecs)

eigl = nag_complex(VL(n, k), VL(n, k + 1));
if (jobvr == Nag_RightVecs)

eigr = nag_complex(VR(n, k), VR(n, k + 1));
for (i = 1; i <= n; ++i) {

if (jobvl == Nag_LeftVecs) {
eig = nag_complex_divide(nag_complex(VL(i, k), VL(i, k + 1)), eigl);
printf("(%13.4e,%13.4e) ", eig.re, sign * eig.im);

}
if (jobvr == Nag_RightVecs) {

eig = nag_complex_divide(nag_complex(VR(i, k), VR(i, k + 1)), eigr);
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printf("(%13.4e,%13.4e)", eig.re, sign * eig.im);
}
printf("\n");

}
}

}

END:
NAG_FREE(a);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}

10.2 Program Data

nag_dggev (f08wac) Example Program Data
4 : n

Nag_NotLeftVecs : jobvl
Nag_RightVecs : jobvr

3.9 12.5 -34.5 -0.5
4.3 21.5 -47.5 7.5
4.3 21.5 -43.5 3.5
4.4 26.0 -46.0 6.0 : matrix A
1.0 2.0 -3.0 1.0
1.0 3.0 -5.0 4.0
1.0 3.0 -4.0 3.0
1.0 3.0 -4.0 4.0 : matrix B

10.3 Program Results

nag_dggev (f08wac) Example Program Results

Eigenvalue 1 = 2.0000e+00

Right Eigenvector 1
1.5909e+01
9.0909e-02
1.0000e+00
1.0000e+00

Eigenvalue 2 = ( 3.0000e+00, 4.0000e+00)

Right Eigenvector 2
( 3.0000e+00, 4.0000e+00)
( 6.0000e-01, 8.0000e-01)
( 1.0000e+00, -7.6096e-17)
( 1.0000e+00, -0.0000e+00)

Eigenvalue 3 = ( 3.0000e+00, -4.0000e+00)

Right Eigenvector 3
( 3.0000e+00, -4.0000e+00)
( 6.0000e-01, -8.0000e-01)
( 1.0000e+00, 7.6096e-17)
( 1.0000e+00, 0.0000e+00)

Eigenvalue 4 = 4.0000e+00
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Right Eigenvector 4
6.4286e+00
7.1429e-02

-2.1429e-01
1.0000e+00
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NAG Library Function Document

nag_dggevx (f08wbc)

1 Purpose

nag_dggevx (f08wbc) computes for a pair of n by n real nonsymmetric matrices A;Bð Þ the generalized
eigenvalues and, optionally, the left and/or right generalized eigenvectors using the QZ algorithm.

Optionally it also computes a balancing transformation to improve the conditioning of the eigenvalues
and eigenvectors, reciprocal condition numbers for the eigenvalues, and reciprocal condition numbers
for the right eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggevx (Nag_OrderType order, Nag_BalanceType balanc,
Nag_LeftVecsType jobvl, Nag_RightVecsType jobvr, Nag_RCondType sense,
Integer n, double a[], Integer pda, double b[], Integer pdb,
double alphar[], double alphai[], double beta[], double vl[],
Integer pdvl, double vr[], Integer pdvr, Integer *ilo, Integer *ihi,
double lscale[], double rscale[], double *abnrm, double *bbnrm,
double rconde[], double rcondv[], NagError *fail)

3 Description

A generalized eigenvalue for a pair of matrices A;Bð Þ is a scalar � or a ratio �=� ¼ �, such that
A� �B is singular. It is usually represented as the pair �; �ð Þ, as there is a reasonable interpretation for
� ¼ 0, and even for both being zero.

The right eigenvector vj corresponding to the eigenvalue �j of A;Bð Þ satisfies

Avj ¼ �jBvj:
The left eigenvector uj corresponding to the eigenvalue �j of A;Bð Þ satisfies

uHj A ¼ �juHj B;

where uHj is the conjugate-transpose of uj.

All the eigenvalues and, if required, all the eigenvectors of the generalized eigenproblem Ax ¼ �Bx,
where A and B are real, square matrices, are determined using the QZ algorithm. The QZ algorithm
consists of four stages:

1. A is reduced to upper Hessenberg form and at the same time B is reduced to upper triangular form.

2. A is further reduced to quasi-triangular form while the triangular form of B is maintained. This is
the real generalized Schur form of the pair A;Bð Þ.

3. The quasi-triangular form of A is reduced to triangular form and the eigenvalues extracted. This
function does not actually produce the eigenvalues �j, but instead returns �j and �j such that

�j ¼ �j=�j; j ¼ 1; 2; . . . ; n:

The division by �j becomes your responsibility, since �j may be zero, indicating an infinite
eigenvalue. Pairs of complex eigenvalues occur with �j=�j and �jþ1=�jþ1 complex conjugates,
even though �j and �jþ1 are not conjugate.

4. If the eigenvectors are required they are obtained from the triangular matrices and then transformed
back into the original coordinate system.
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For details of the balancing option, see Section 3 in nag_dggbal (f08whc).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1979) Kronecker's canonical form and the QZ algorithm Linear Algebra Appl. 28 285–
303

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: balanc – Nag_BalanceType Input

On entry: specifies the balance option to be performed.

balanc ¼ Nag NoBalancing
Do not diagonally scale or permute.

balanc ¼ Nag BalancePermute
Permute only.

balanc ¼ Nag BalanceScale
Scale only.

balanc ¼ Nag BalanceBoth
Both permute and scale.

Computed reciprocal condition numbers will be for the matrices after permuting and/or
balancing. Permuting does not change condition numbers (in exact arithmetic), but balancing
does. In the absence of other information, balanc ¼ Nag BalanceBoth is recommended.

C o n s t r a i n t : balanc ¼ Nag NoBalancing, Nag BalancePermute, Nag BalanceScale o r
Nag BalanceBoth.

3: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute the left generalized eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left generalized eigenvectors.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

4: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute the right generalized eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right generalized eigenvectors.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.
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5: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for eigenvectors only.

sense ¼ Nag RCondBoth
Computed for eigenvalues and eigenvectors.

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A in the pair A;Bð Þ.
On exit: a has been overwritten. If jobvl ¼ Nag LeftVecs or jobvr ¼ Nag RightVecs or both,
then A contains the first part of the real Schur form of the ‘balanced’ versions of the input A and
B.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B in the pair A;Bð Þ.
On exit: b has been overwritten.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: alphar½n� – double Output

On exit: the element alphar½j� 1� contains the real part of �j.
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12: alphai½n� – double Output

On exit: the element alphai½j� 1� contains the imaginary part of �j.

13: beta½n� – double Output

On exit: alphar½j � 1� þ alphai½j � 1� � ið Þ=beta½j � 1�, for j ¼ 1; 2; . . . ;n, will be the general-
ized eigenvalues.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive, then the jth and jþ 1ð Þst
eigenvalues are a complex conjugate pair, with alphai½j� negative.
Note: the quotients alphar½j� 1�=beta½j� 1� and alphai½j� 1�=beta½j� 1� may easily overflow
or underflow, and beta½j� 1� may even be zero. Thus, you should avoid naively computing the
ratio �j=�j. However, max �j

		 		� �
will always be less than and usually comparable with Ak k2 in

magnitude, and max �j
		 		� �

will always be less than and usually comparable with Bk k2.

14: vl½dim� – double Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left generalized eigenvectors uj are stored one after
another in the columns of vl, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

15: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

16: vr½dim� – double Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right generalized eigenvectors vj are stored one after
another in the columns of vr, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

17: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.
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Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

18: ilo – Integer * Output
19: ihi – Integer * Output

On exit: ilo and ihi are integer values such that A i; jð Þ ¼ 0 and B i; jð Þ ¼ 0 if i > j and
j ¼ 1; 2; . . . ; ilo� 1 or i ¼ ihiþ 1; . . . ; n.

If balanc ¼ Nag NoBalancing or Nag BalanceScale, ilo ¼ 1 and ihi ¼ n.

20: lscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the left side of A and B.

If plj is the index of the row interchanged with row j, and dlj is the scaling factor applied to row
j, then:

lscale½j � 1� ¼ plj , for j ¼ 1; 2; . . . ; ilo� 1;

lscale ¼ dlj , for j ¼ ilo; . . . ; ihi;

lscale ¼ plj , for j ¼ ihiþ 1; . . . ; n.

The order in which the interchanges are made is n to ihiþ 1, then 1 to ilo� 1.

21: rscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the right side of A and B.

If prj is the index of the column interchanged with column j, and drj is the scaling factor
applied to column j, then:

rscale½j � 1� ¼ prj , for j ¼ 1; 2; . . . ; ilo� 1;

if rscale ¼ drj , for j ¼ ilo; . . . ; ihi;

if rscale ¼ prj , for j ¼ ihiþ 1; . . . ;n.

The order in which the interchanges are made is n to ihiþ 1, then 1 to ilo� 1.

22: abnrm – double * Output

On exit: the 1-norm of the balanced matrix A.

23: bbnrm – double * Output

On exit: the 1-norm of the balanced matrix B.

24: rconde½dim� – double Output

Note: the dimension, dim, of the array rconde must be at least max 1; nð Þ.
On exit: if sense ¼ Nag RCondEigVals or Nag RCondBoth, the reciprocal condition numbers of
the eigenvalues, stored in consecutive elements of the array. For a complex conjugate pair of
eigenvalues two consecutive elements of rconde are set to the same value. Thus rconde½j� 1�,
rcondv½j� 1�, and the jth columns of vl and vr all correspond to the jth eigenpair.

If sense ¼ Nag RCondEigVecs, rconde is not referenced.

25: rcondv½dim� – double Output

Note: the dimension, dim, of the array rcondv must be at least max 1;nð Þ.
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On exit: if sense ¼ Nag RCondEigVecs or Nag RCondBoth, the estimated reciprocal condition
numbers of the eigenvectors, stored in consecutive elements of the array. For a complex
eigenvector two consecutive elements of rcondv are set to the same value.

If sense ¼ Nag RCondEigVals, rcondv is not referenced.

26: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVECTORS

A failure occurred in nag_dtgevc (f08ykc) while computing generalized eigenvectors.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alphar½j�, alphai½j� and
beta½j� should be correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where
E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF ;

and � is the machine precision.

An approximate error bound on the chordal distance between the ith computed generalized eigenvalue
w and the corresponding exact eigenvalue � is

�� abnrm; bbnrmk k2=rconde½i� 1�:
An approximate error bound for the angle between the ith computed eigenvector uj or vj is given by

�� abnrm; bbnrmk k2=rcondv½i� 1�:
For further explanation of the reciprocal condition numbers rconde and rcondv, see Section 4.11 of
Anderson et al. (1999).

Note: interpretation of results obtained with the QZ algorithm often requires a clear understanding of
the effects of small changes in the original data. These effects are reviewed in Wilkinson (1979), in
relation to the significance of small values of �j and �j. It should be noted that if �j and �j are both
small for any j, it may be that no reliance can be placed on any of the computed eigenvalues
�i ¼ �i=�i. You are recommended to study Wilkinson (1979) and, if in difficulty, to seek expert advice
on determining the sensitivity of the eigenvalues to perturbations in the data.

8 Parallelism and Performance

nag_dggevx (f08wbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dggevx (f08wbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zggevx (f08wpc).
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10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix pair A;Bð Þ, where

A ¼
3:9 12:5 �34:5 �0:5
4:3 21:5 �47:5 7:5
4:3 21:5 �43:5 3:5
4:4 26:0 �46:0 6:0

0B@
1CA and B ¼

1:0 2:0 �3:0 1:0
1:0 3:0 �5:0 4:0
1:0 3:0 �4:0 3:0
1:0 3:0 �4:0 4:0

0B@
1CA;

together with estimates of the condition number and forward error bounds for each eigenvalue and
eigenvector. The option to balance the matrix pair is used.

10.1 Program Text

/* nag_dggevx (f08wbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <naga02.h>
int main(void)
{

/* Scalars */
Complex eig, eigl, eigr;
double abnorm, abnrm, bbnrm, eps, sign, small, tol;
Integer i, ihi, ilo, j, k, n, pda, pdb, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *lscale = 0, *rconde = 0, *rcondv = 0, *rscale = 0;
double *vl = 0, *vr = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;
Nag_RCondType sense;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define VL(I, J) vl[(J-1)*pdvl + I - 1]
#define VR(I, J) vr[(J-1)*pdvr + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define VL(I, J) vl[(I-1)*pdvl + J - 1]
#define VR(I, J) vr[(I-1)*pdvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggevx (f08wbc) Example Program Results\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

sense = (Nag_RCondType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
pdvl = (jobvl == Nag_LeftVecs ? n : 1);
pdvr = (jobvr == Nag_RightVecs ? n : 1);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(n * n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(lscale = NAG_ALLOC(n, double)) ||
!(rconde = NAG_ALLOC(n, double)) ||
!(rcondv = NAG_ALLOC(n, double)) ||
!(rscale = NAG_ALLOC(n, double)) ||
!(vl = NAG_ALLOC(pdvl * pdvl, double)) ||
!(vr = NAG_ALLOC(pdvr * pdvr, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08wbc

Mark 26 f08wbc.9



scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized eigenvalue problem using nag_dggevx (f08wbc). */
nag_dggevx(order, Nag_BalanceBoth, jobvl, jobvr, sense, n, a, pda, b, pdb,

alphar, alphai, beta, vl, pdvl, vr, pdvr, &ilo, &ihi, lscale,
rscale, &abnrm, &bbnrm, rconde, rcondv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggevx (f08wbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
small = nag_real_safe_small_number;
if (abnrm == 0.0)

abnorm = ABS(bbnrm);
else if (bbnrm == 0.0)

abnorm = ABS(abnrm);
else if (ABS(abnrm) >= ABS(bbnrm))

abnorm = ABS(abnrm) * sqrt(1.0 + (bbnrm / abnrm) * (bbnrm / abnrm));
else

abnorm = ABS(bbnrm) * sqrt(1.0 + (abnrm / bbnrm) * (abnrm / bbnrm));

tol = eps * abnorm;

/* Print out eigenvalues and vectors and associated condition
* number and bounds.
*/

for (j = 0; j < n; ++j) {
/* Print out information on the j-th eigenvalue */
printf("\n");
if ((fabs(alphar[j]) + fabs(alphai[j])) * small >= fabs(beta[j])) {

printf("Eigenvalue %2" NAG_IFMT " is numerically infinite or "
"undetermined\n", j + 1);

printf("alpha = (%13.4e, %13.4e), beta = %13.4e\n", alphar[j],
alphai[j], beta[j]);

}
else if (alphai[j] == 0.0) {

printf("Eigenvalue %2" NAG_IFMT " = %13.4e\n", j + 1,
alphar[j] / beta[j]);

}
else {

eig.re = alphar[j] / beta[j], eig.im = alphai[j] / beta[j];
printf("Eigenvalue %2" NAG_IFMT " = (%13.4e, %13.4e)\n", j + 1, eig.re,

eig.im);
}
if (sense == Nag_RCondEigVals || sense == Nag_RCondBoth) {

printf("\n Reciprocal condition number = %10.1e\n", rconde[j]);

if (rconde[j] > 0.0)
printf(" Error bound = %10.1e\n", tol / rconde[j]);

else
printf(" Error bound is infinite\n");

}
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printf("\n\n");
/* Normalize and print out information on the j-th eigenvector(s) */
if (jobvl == Nag_LeftVecs)

printf("%21s%8s", "Left Eigenvector", "");
if (jobvr == Nag_RightVecs)

printf("%21s", "Right Eigenvector");
printf(" %2" NAG_IFMT "\n", j + 1);
if (alphai[j] == 0.0)

for (i = 1; i <= n; ++i) {
if (jobvl == Nag_LeftVecs)

printf("%7s%13.4e%12s", "", VL(i, j + 1) / VL(n, j + 1), "");
if (jobvr == Nag_RightVecs)

printf("%7s%13.4e", "", VR(i, j + 1) / VR(n, j + 1));
printf("\n");

}
else {

k = (alphai[j] > 0.0 ? j + 1 : j);
sign = (alphai[j] > 0.0 ? 1.0 : -1.0);
if (jobvl == Nag_LeftVecs)

eigl = nag_complex(VL(n, k), VL(n, k + 1));
if (jobvr == Nag_RightVecs)

eigr = nag_complex(VR(n, k), VR(n, k + 1));
for (i = 1; i <= n; ++i) {

if (jobvl == Nag_LeftVecs) {
eig = nag_complex_divide(nag_complex(VL(i, k), VL(i, k + 1)), eigl);
printf(" (%13.4e,%13.4e) ", eig.re, sign * eig.im);

}
if (jobvr == Nag_RightVecs) {

eig = nag_complex_divide(nag_complex(VR(i, k), VR(i, k + 1)), eigr);
printf(" (%13.4e,%13.4e)", eig.re, sign * eig.im);

}
printf("\n");

}
}

if (sense == Nag_RCondEigVecs || sense == Nag_RCondBoth) {
printf("\n Reciprocal condition number = %10.1e\n", rcondv[j]);

if (rcondv[j] > 0.0)
printf(" Error bound = %10.1e\n\n", tol / rcondv[j]);

else
printf(" Error bound is infinite\n\n");

}
}

END:
NAG_FREE(a);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(lscale);
NAG_FREE(rconde);
NAG_FREE(rcondv);
NAG_FREE(rscale);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}

10.2 Program Data

nag_dggevx (f08wbc) Example Program Data
4 : n

Nag_NotLeftVecs : jobvl
Nag_RightVecs : jobvr
Nag_RCondBoth : sense
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3.9 12.5 -34.5 -0.5
4.3 21.5 -47.5 7.5
4.3 21.5 -43.5 3.5
4.4 26.0 -46.0 6.0 : matrix A

1.0 2.0 -3.0 1.0
1.0 3.0 -5.0 4.0
1.0 3.0 -4.0 3.0
1.0 3.0 -4.0 4.0 : matrix B

10.3 Program Results

nag_dggevx (f08wbc) Example Program Results

Eigenvalue 1 = 2.0000e+00

Reciprocal condition number = 9.5e-02
Error bound = 2.5e-14

Right Eigenvector 1
1.5909e+01
9.0909e-02
1.0000e+00
1.0000e+00

Reciprocal condition number = 1.3e-01
Error bound = 1.9e-14

Eigenvalue 2 = ( 3.0000e+00, 4.0000e+00)

Reciprocal condition number = 1.7e-01
Error bound = 1.4e-14

Right Eigenvector 2
( 3.0000e+00, 4.0000e+00)
( 6.0000e-01, 8.0000e-01)
( 1.0000e+00, 3.9126e-16)
( 1.0000e+00, -0.0000e+00)

Reciprocal condition number = 3.8e-02
Error bound = 6.2e-14

Eigenvalue 3 = ( 3.0000e+00, -4.0000e+00)

Reciprocal condition number = 1.7e-01
Error bound = 1.4e-14

Right Eigenvector 3
( 3.0000e+00, -4.0000e+00)
( 6.0000e-01, -8.0000e-01)
( 1.0000e+00, -3.9126e-16)
( 1.0000e+00, 0.0000e+00)

Reciprocal condition number = 3.8e-02
Error bound = 6.2e-14

Eigenvalue 4 = 4.0000e+00

Reciprocal condition number = 5.1e-01
Error bound = 4.6e-15

Right Eigenvector 4
6.4286e+00

f08wbc NAG Library Manual

f08wbc.12 Mark 26



7.1429e-02
-2.1429e-01
1.0000e+00

Reciprocal condition number = 7.1e-02
Error bound = 3.3e-14
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NAG Library Function Document

nag_dggev3 (f08wcc)

1 Purpose

nag_dggev3 (f08wcc) computes for a pair of n by n real nonsymmetric matrices A;Bð Þ the generalized
eigenvalues and, optionally, the left and/or right generalized eigenvectors using the QZ algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggev3 (Nag_OrderType order, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Integer n, double a[], Integer pda, double b[],
Integer pdb, double alphar[], double alphai[], double beta[],
double vl[], Integer pdvl, double vr[], Integer pdvr, NagError *fail)

3 Description

A generalized eigenvalue for a pair of matrices A;Bð Þ is a scalar � or a ratio �=� ¼ �, such that
A� �B is singular. It is usually represented as the pair �; �ð Þ, as there is a reasonable interpretation for
� ¼ 0, and even for both being zero.

The right eigenvector vj corresponding to the eigenvalue �j of A;Bð Þ satisfies

Avj ¼ �jBvj:
The left eigenvector uj corresponding to the eigenvalue �j of A;Bð Þ satisfies

uHj A ¼ �juHj B;

where uHj is the conjugate-transpose of uj.

All the eigenvalues and, if required, all the eigenvectors of the generalized eigenproblem Ax ¼ �Bx,
where A and B are real, square matrices, are determined using the QZ algorithm. The QZ algorithm
consists of four stages:

1. A is reduced to upper Hessenberg form and at the same time B is reduced to upper triangular form.

2. A is further reduced to quasi-triangular form while the triangular form of B is maintained. This is
the real generalized Schur form of the pair A;Bð Þ.

3. The quasi-triangular form of A is reduced to triangular form and the eigenvalues extracted. This
function does not actually produce the eigenvalues �j, but instead returns �j and �j such that

�j ¼ �j=�j; j ¼ 1; 2; . . . ; n:

The division by �j becomes your responsibility, since �j may be zero, indicating an infinite
eigenvalue. Pairs of complex eigenvalues occur with �j=�j and �jþ1=�jþ1 complex conjugates,
even though �j and �jþ1 are not conjugate.

4. If the eigenvectors are required they are obtained from the triangular matrices and then transformed
back into the original coordinate system.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute the left generalized eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left generalized eigenvectors.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute the right generalized eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right generalized eigenvectors.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A in the pair A;Bð Þ.
On exit: a has been overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B in the pair A;Bð Þ.
On exit: b has been overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

9: alphar½n� – double Output

On exit: the element alphar½j� 1� contains the real part of �j.

10: alphai½n� – double Output

On exit: the element alphai½j� 1� contains the imaginary part of �j.

11: beta½n� – double Output

On exit: alphar½j � 1� þ alphai½j � 1� � ið Þ=beta½j � 1�, for j ¼ 1; 2; . . . ;n, will be the general-
ized eigenvalues.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive, then the jth and jþ 1ð Þst
eigenvalues are a complex conjugate pair, with alphai½j� negative.
Note: the quotients alphar½j� 1�=beta½j� 1� and alphai½j� 1�=beta½j� 1� may easily overflow
or underflow, and beta½j� 1� may even be zero. Thus, you should avoid naively computing the
ratio �j=�j. However, max �j

		 		� �
will always be less than and usually comparable with Ak k2 in

magnitude, and max �j
		 		� �

will always be less than and usually comparable with Bk k2.

12: vl½dim� – double Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

Where VL i; jð Þ appears in this document, it refers to the array element

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left eigenvectors uj are stored one after another in the
columns of vl, in the same order as the corresponding eigenvalues.

If the jth eigenvalue is real, then uj ¼ VL :; jð Þ, the jth column of vl.

I f the jth and jþ 1ð Þth eigenvalues form a complex conjugate pai r, then
uj ¼ VL :; jð Þ þ i� VL :; jþ 1ð Þ and u jþ 1ð Þ ¼ VL :; jð Þ � i� VL :; jþ 1ð Þ. Each eigenvector
will be scaled so the largest component has real partj j þ imag: partj j ¼ 1.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

13: pdvl – Integer Input

On entry: the stride used in the array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.
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14: vr½dim� – double Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

Where VR i; jð Þ appears in this document, it refers to the array element

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right eigenvectors vj are stored one after another in the
columns of vr, in the same order as the corresponding eigenvalues.

If the jth eigenvalue is real, then vj ¼ VR :; jð Þ, the jth column of VR.

If the jth and jþ 1ð Þth eigenvalues form a complex conjugate pai r, then
vj ¼ VR :; jð Þ þ i� VR :; jþ 1ð Þ and vjþ1 ¼ VR :; jð Þ � i� VR :; jþ 1ð Þ. Each eigenvector will
be scaled so the largest component has real partj j þ imag: partj j ¼ 1.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

15: pdvr – Integer Input

On entry: the stride used in the array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVECTORS

A failure occurred in nag_dtgevc (f08ykc) while computing generalized eigenvectors.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alphar½j�, alphai½j� and
beta½j� should be correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where
E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF ;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

Note: interpretation of results obtained with the QZ algorithm often requires a clear understanding of
the effects of small changes in the original data. These effects are reviewed in Wilkinson (1979), in
relation to the significance of small values of �j and �j. It should be noted that if �j and �j are both
small for any j, it may be that no reliance can be placed on any of the computed eigenvalues
�i ¼ �i=�i. You are recommended to study Wilkinson (1979) and, if in difficulty, to seek expert advice
on determining the sensitivity of the eigenvalues to perturbations in the data.

8 Parallelism and Performance

nag_dggev3 (f08wcc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dggev3 (f08wcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zggev3 (f08wqc).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix pair A;Bð Þ, where

A ¼
3:9 12:5 �34:5 �0:5
4:3 21:5 �47:5 7:5
4:3 21:5 �43:5 3:5
4:4 26:0 �46:0 6:0

0B@
1CA and B ¼

1:0 2:0 �3:0 1:0
1:0 3:0 �5:0 4:0
1:0 3:0 �4:0 3:0
1:0 3:0 �4:0 4:0

0B@
1CA:

10.1 Program Text

/* nag_dggev3 (f08wcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>
#include <nagm01.h>
#include <naga02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b);
static Integer normalize_vectors(Integer n, double alphai[], double v[],

Complex w[], size_t rank[],
const char *title);

static Integer sort_values (Integer n, Complex alpha[], size_t rank[],
double temp[]);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer i, isinf, j, n, pda, pdb, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
Complex *eval=0, *evec=0;
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *vl = 0, *vr = 0, *ea = 0;
char nag_enum_arg[40];
size_t *rank = 0;
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggev3 (f08wcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, _countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, _countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
pda = n;
pdb = n;
pdvl = (jobvl == Nag_LeftVecs ? n : 1);
pdvr = (jobvr == Nag_RightVecs ? n : 1);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(n * n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(vl = NAG_ALLOC(pdvl * pdvl, double)) ||
!(vr = NAG_ALLOC(pdvr * pdvr, double)) ||
!(ea = NAG_ALLOC(n, double)) ||
!(eval = NAG_ALLOC(n, Complex)) ||
!(evec = NAG_ALLOC(n * n, Complex)) ||
!(rank = NAG_ALLOC(n, size_t)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized eigenvalue problem Ax = lambda Bx using the
* level 3 blocked routine nag_dggev3 (f08wcc) which returns:
* - eigenvalues as (alphar[] + i*alphai[])./beta[];
* - left and right eigenvectors in vl and vr respectively.
*/

nag_dggev3(order, jobvl, jobvr, n, a, pda, b, pdb, alphar, alphai, beta, vl,
pdvl, vr, pdvr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggev3 (f08wcc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

isinf = 0;
for (j = 0; j < n; ++j) {

/* Check for infinite, real and complex eigenvalues in that order */
if (fabs(beta[j]) < x02ajc()) {

isinf = j + 1;
} else {

eval[j].re = alphar[j]/beta[j];
eval[j].im = alphai[j]/beta[j] + 10.0*x02ajc();

}
}
if (isinf) {

printf("Eigenvalue %2" NAG_IFMT " is numerically infinite.\n",isinf);
} else {

/* Print the ordered (finite) eigenvalues. */
exit_status = sort_values(n, eval, rank, ea);
if (exit_status) {

goto END;
}

}

if (jobvl == Nag_LeftVecs) {
/* Normalize and print the left eigenvectors */
exit_status = normalize_vectors(n, alphai, vl, evec, rank,

"Left eigenvectors:");
printf("\n");

}
if (jobvr == Nag_RightVecs) {
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/* Normalize and print the right eigenvectors */
exit_status = normalize_vectors(n, alphai, vr, evec, rank,

"Right eigenvectors:");
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(ea);
NAG_FREE(eval);
NAG_FREE(evec);
NAG_FREE(rank);

return exit_status;
}

static Integer normalize_vectors(Integer n, double alphai[], double v[],
Complex w[], size_t rank[],
const char *title)

{
/* Each complex eigenvector is normalized so that the element of largest
* magnitude is scaled to be real and positive.
*/

Complex scal;
double r, rr;
Integer i, j, jj, k, errors = 0;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define V(I, J) v[(J-1)*n + I - 1]
#else
#define V(I, J) v[(I-1)*n + J - 1]
#endif
#define W(I, J) w[(I-1)*n + J - 1]

/* Re-normalize the eigenvectors, largest absolute element real. */
k = 0;
for (i = 1; i<=n; i++) {

if (fabs(alphai[i-1])<x02ajc()) {
jj = 1;
r = 0.0;
for (j = 1; j <= n; j++) {

W(j,i).re = V(j,i);
W(j,i).im = 0.0;
rr = fabs(V(j,i));
if (rr>r) {

r = rr;
jj = j;

}
}

} else if (k==0) {
jj = 1;
r = 0.0;
for (j = 1; j <= n; j++) {

W(j,i).re = V(j,i);
W(j,i).im = V(j,i+1);
rr = sqrt(V(j,i)*V(j,i) + V(j,i+1)*V(j,i+1));
if (rr>r) {

r = rr;
jj = j;

}
}
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k = 1;
} else {

for (j = 1; j <= n; j++) {
W(j,i) = nag_complex_conjg(W(j,i-1));

}
k = 0;

}
scal = nag_complex_conjg(W(jj,i));
scal.re = scal.re/r;
scal.im = scal.im/r;
for (j = 1; j <= n; j++) {

/* nag_complex_multiply (a02ccc), multiply two complex numbers */
W(j,i) = nag_complex_multiply(W(j,i),scal);

}
}
for (j = 1; j <=n; j++) {

/* Sort eigenvectors by eigenvalue rank using
* nag_reorder_vector (m01esc).
*/

nag_reorder_vector((Pointer) &W(j,1), (size_t) n, sizeof(Complex),
(ptrdiff_t) sizeof(Complex), rank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
errors = 2;
goto END;

}
}
/* Print the normalized eigenvectors using
* nag_gen_complx_mat_print_comp (x04dbc)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(Nag_RowMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag,
n, n, w, n, Nag_BracketForm, "%7.4f",
title, Nag_NoLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
errors = 3;

}
END:
#undef V
#undef W

return errors;
}

static Integer sort_values (Integer n, Complex vec[], size_t rank[],
double temp[])

{
Integer i, errors = 0;
NagError fail;

INIT_FAIL(fail);

/* Accumulate eigenvalue modulii in temp. */
for (i = 0; i < n; ++i) {

/* nag_complex_abs (a02cdc) - modulus of complex number. */
temp[i] = nag_complex_abs(vec[i]);

}
/* Rank sort eigenvalues by absolute values using nag_rank_sort (m01dsc). */
nag_rank_sort((Pointer) temp, (size_t) n, (ptrdiff_t) (sizeof(double)),

compare, Nag_Descending, rank, &fail);
/* Turn ranks into indices using nag_make_indices (m01zac). */
nag_make_indices(rank, (size_t) n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_make_indices (m01zac).\n%s\n", fail.message);
errors = 1;
goto END;

}
/* Sort eigenvalues using nag_reorder_vector (m01esc). */
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nag_reorder_vector((Pointer) vec, (size_t) n, sizeof(Complex),
(ptrdiff_t) sizeof(Complex), rank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
errors = 2;
goto END;

}
printf("\n Eigenvalues:\n");
for (i = 0; i < n; ++i) {

printf(" %4" NAG_IFMT " (%7.3f,%7.3f)\n", i + 1, vec[i].re, vec[i].im);
}
printf("\n");

END:
return errors;

}

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b)
{

double x = *((const double *) a) - *((const double *) b);
return (x < 0.0 ? -1 : (x == 0.0 ? 0 : 1));

}

10.2 Program Data

nag_dggev3 (f08wcc) Example Program Data
4 : n

Nag_NotLeftVecs : jobvl
Nag_RightVecs : jobvr

3.9 12.5 -34.5 -0.5
4.3 21.5 -47.5 7.5
4.3 21.5 -43.5 3.5
4.4 26.0 -46.0 6.0 : matrix A
1.0 2.0 -3.0 1.0
1.0 3.0 -5.0 4.0
1.0 3.0 -4.0 3.0
1.0 3.0 -4.0 4.0 : matrix B

10.3 Program Results

nag_dggev3 (f08wcc) Example Program Results

Eigenvalues:
1 ( 3.000, 4.000)
2 ( 3.000, -4.000)
3 ( 4.000, 0.000)
4 ( 2.000, 0.000)

Right eigenvectors:
1 2 3 4

( 0.7122, 0.0000) ( 0.7122, 0.0000) ( 1.0000, 0.0000) ( 1.0000, 0.0000)
( 0.1424, 0.0000) ( 0.1424,-0.0000) ( 0.0111, 0.0000) ( 0.0057, 0.0000)
( 0.0855,-0.1140) ( 0.0855, 0.1140) (-0.0333,-0.0000) ( 0.0629, 0.0000)
( 0.0855,-0.1140) ( 0.0855, 0.1140) ( 0.1556, 0.0000) ( 0.0629, 0.0000)

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08wcc

Mark 26 f08wcc.11 (last)





NAG Library Function Document

nag_dgghrd (f08wec)

1 Purpose

nag_dgghrd (f08wec) reduces a pair of real matrices A;Bð Þ, where B is upper triangular, to the
generalized upper Hessenberg form using orthogonal transformations. nag_dgghrd (f08wec) is marked
as deprecated by LAPACK; the replacement routine is nag_dgghd3 (f08wfc) which makes better use of
level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgghrd (Nag_OrderType order, Nag_ComputeQType compq,
Nag_ComputeZType compz, Integer n, Integer ilo, Integer ihi, double a[],
Integer pda, double b[], Integer pdb, double q[], Integer pdq,
double z[], Integer pdz, NagError *fail)

3 Description

nag_dgghrd (f08wec) is the third step in the solution of the real generalized eigenvalue problem

Ax ¼ �Bx:

The (optional) first step balances the two matrices using nag_dggbal (f08whc). In the second step,
matrix B is reduced to upper triangular form using the QR factorization function nag_dgeqrf (f08aec)
and this orthogonal transformation Q is applied to matrix A by calling nag_dormqr (f08agc).

nag_dgghrd (f08wec) reduces a pair of real matrices A;Bð Þ, where B is upper triangular, to the
generalized upper Hessenberg form using orthogonal transformations. This two-sided transformation is
of the form

QTAZ ¼ H
QTBZ ¼ T

where H is an upper Hessenberg matrix, T is an upper triangular matrix and Q and Z are orthogonal
matrices determined as products of Givens rotations. They may either be formed explicitly, or they may
be postmultiplied into input matrices Q1 and Z1, so that

Q1AZ
T
1 ¼ Q1Qð ÞH Z1Zð ÞT;

Q1BZ
T
1 ¼ Q1Qð ÞT Z1Zð ÞT:

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compq – Nag_ComputeQType Input

On entry: specifies the form of the computed orthogonal matrix Q.

compq ¼ Nag NotQ
Do not compute Q.

compq ¼ Nag InitQ
The orthogonal matrix Q is returned.

compq ¼ Nag UpdateSchur
q must contain an orthogonal matrix Q1, and the product Q1Q is returned.

Constraint: compq ¼ Nag NotQ, Nag InitQ or Nag UpdateSchur.

3: compz – Nag_ComputeZType Input

On entry: specifies the form of the computed orthogonal matrix Z.

compz ¼ Nag NotZ
Do not compute Z.

compz ¼ Nag InitZ
The orthogonal matrix Z is returned.

compz ¼ Nag UpdateZ
z must contain an orthogonal matrix Z1, and the product Z1Z is returned.

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: ilo and ihi as determined by a previous call to nag_dggbal (f08whc). Otherwise, they
should be set to 1 and n, respectively.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A of the matrix pair A;Bð Þ. Usually, this is the matrix A returned by
nag_dormqr (f08agc).

On exit: a is overwritten by the upper Hessenberg matrix H.
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8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix B of the matrix pair A;Bð Þ. Usually, this is the matrix B
returned by the QR factorization function nag_dgeqrf (f08aec).

On exit: b is overwritten by the upper triangular matrix T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag InitQ or Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain an orthogonal matrix Q1.

If compq ¼ Nag NotQ, q is not referenced.

On exit: if compq ¼ Nag InitQ, q contains the orthogonal matrix Q.

If compq ¼ Nag UpdateSchur, q is overwritten by Q1Q.

12: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

13: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least max 1; pdz� nð Þ when
compz ¼ Nag UpdateZ or Nag InitZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain an orthogonal matrix Z1.

If compz ¼ Nag NotZ, z is not referenced.
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On exit: if compz ¼ Nag InitZ, z contains the orthogonal matrix Z.

If compz ¼ Nag UpdateZ, z is overwritten by Z1Z.

14: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The reduction to the generalized Hessenberg form is implemented using orthogonal transformations
which are backward stable.

8 Parallelism and Performance

nag_dgghrd (f08wec) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function is usually followed by nag_dhgeqz (f08xec) which implements the QZ algorithm for
computing generalized eigenvalues of a reduced pair of matrices.

The complex analogue of this function is nag_zgghrd (f08wsc).

10 Example

See Section 10 in nag_dhgeqz (f08xec) and nag_dtgevc (f08ykc).
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NAG Library Function Document

nag_dgghd3 (f08wfc)

1 Purpose

nag_dgghd3 (f08wfc) reduces a pair of real matrices A;Bð Þ, where B is upper triangular, to the
generalized upper Hessenberg form using orthogonal transformations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgghd3 (Nag_OrderType order, Nag_ComputeQType compq,
Nag_ComputeZType compz, Integer n, Integer ilo, Integer ihi, double a[],
Integer pda, double b[], Integer pdb, double q[], Integer pdq,
double z[], Integer pdz, NagError *fail)

3 Description

nag_dgghd3 (f08wfc) is the third step in the solution of the real generalized eigenvalue problem

Ax ¼ �Bx:

The (optional) first step balances the two matrices using nag_dggbal (f08whc). In the second step,
matrix B is reduced to upper triangular form using the QR factorization function nag_dgeqrf (f08aec)
and this orthogonal transformation Q is applied to matrix A by calling nag_dormqr (f08agc). The
driver, nag_dggev3 (f08wcc), solves the real generalized eigenvalue problem by combining all the
required steps including those just listed.

nag_dgghd3 (f08wfc) reduces a pair of real matrices A;Bð Þ, where B is upper triangular, to the
generalized upper Hessenberg form using orthogonal transformations. This two-sided transformation is
of the form

QTAZ ¼ H;
QTBZ ¼ T

where H is an upper Hessenberg matrix, T is an upper triangular matrix and Q and Z are orthogonal
matrices determined as products of Givens rotations. They may either be formed explicitly, or they may
be postmultiplied into input matrices Q1 and Z1, so that

Q1AZ
T
1 ¼ Q1Qð ÞH Z1Zð ÞT;

Q1BZ
T
1 ¼ Q1Qð ÞT Z1Zð ÞT:

4 References

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compq – Nag_ComputeQType Input

On entry: specifies the form of the computed orthogonal matrix Q.

compq ¼ Nag NotQ
Do not compute Q.

compq ¼ Nag InitQ
The orthogonal matrix Q is returned.

compq ¼ Nag UpdateSchur
q must contain an orthogonal matrix Q1, and the product Q1Q is returned.

Constraint: compq ¼ Nag NotQ, Nag InitQ or Nag UpdateSchur.

3: compz – Nag_ComputeZType Input

On entry: specifies the form of the computed orthogonal matrix Z.

compz ¼ Nag NotZ
Do not compute Z.

compz ¼ Nag InitZ
The orthogonal matrix Z is returned.

compz ¼ Nag UpdateZ
z must contain an orthogonal matrix Z1, and the product Z1Z is returned.

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: ilo and ihi as determined by a previous call to nag_dggbal (f08whc). Otherwise, they
should be set to 1 and n, respectively.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A of the matrix pair A;Bð Þ. Usually, this is the matrix A returned by
nag_dormqr (f08agc).

On exit: a is overwritten by the upper Hessenberg matrix H.
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8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix B of the matrix pair A;Bð Þ. Usually, this is the matrix B
returned by the QR factorization function nag_dgeqrf (f08aec).

On exit: b is overwritten by the upper triangular matrix T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag InitQ or Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain an orthogonal matrix Q1.

If compq ¼ Nag NotQ, q is not referenced.

On exit: if compq ¼ Nag InitQ, q contains the orthogonal matrix Q.

If compq ¼ Nag UpdateSchur, q is overwritten by Q1Q.

12: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

13: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain an orthogonal matrix Z1.
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If compz ¼ Nag NotZ, z is not referenced.

On exit: if compz ¼ Nag InitZ, z contains the orthogonal matrix Z.

If compz ¼ Nag UpdateZ, z is overwritten by Z1Z.

14: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The reduction to the generalized Hessenberg form is implemented using orthogonal transformations
which are backward stable.

8 Parallelism and Performance

nag_dgghd3 (f08wfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function is usually followed by nag_dhgeqz (f08xec) which implements the QZ algorithm for
computing generalized eigenvalues of a reduced pair of matrices.

The complex analogue of this function is nag_zgghd3 (f08wtc).

10 Example

See Section 10 in nag_dhgeqz (f08xec) and nag_dtgevc (f08ykc).
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NAG Library Function Document

nag_dggbal (f08whc)

1 Purpose

nag_dggbal (f08whc) balances a pair of real square matrices A;Bð Þ of order n. Balancing usually
improves the accuracy of computed generalized eigenvalues and eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggbal (Nag_OrderType order, Nag_JobType job, Integer n, double a[],
Integer pda, double b[], Integer pdb, Integer *ilo, Integer *ihi,
double lscale[], double rscale[], NagError *fail)

3 Description

Balancing may reduce the 1-norms of the matrices and improve the accuracy of the computed
eigenvalues and eigenvectors in the real generalized eigenvalue problem

Ax ¼ �Bx:

nag_dggbal (f08whc) is usually the first step in the solution of the above generalized eigenvalue
problem. Balancing is optional but it is highly recommended.

The term ‘balancing’ covers two steps, each of which involves similarity transformations on A and B.
The function can perform either or both of these steps. Both steps are optional.

1. The function first attempts to permute A and B to block upper triangular form by a similarity
transformation:

PAPT ¼ F ¼
F11 F12 F13

F22 F23
F33

0@ 1A
PBPT ¼ G ¼

G11 G12 G13
G22 G23

G33

0@ 1A
where P is a permutation matrix, F11, F33, G11 and G33 are upper triangular. Then the diagonal
elements of the matrix pairs F11; G11ð Þ and F33; G33ð Þ are generalized eigenvalues of A;Bð Þ. The
rest of the generalized eigenvalues are given by the matrix pair F22; G22ð Þ which are in rows and
columns ilo to ihi. Subsequent operations to compute the generalized eigenvalues of A;Bð Þ need
only be applied to the matrix pair F22; G22ð Þ; this can save a significant amount of work if ilo > 1
and ihi < n. If no suitable permutation exists (as is often the case), the function sets ilo ¼ 1 and
ihi ¼ n.

2. The function applies a diagonal similarity transformation to F;Gð Þ, to make the rows and columns
of F22; G22ð Þ as close in norm as possible:

DFD̂ ¼
I 0 0
0 D22 0
0 0 I

0@ 1A F11 F12 F13
F22 F23

F33

0@ 1A I 0 0
0 D̂22 0
0 0 I

0@ 1A
DGD̂ ¼

I 0 0
0 D22 0
0 0 I

0@ 1A G11 G12 G13
G22 G23

G33

0@ 1A I 0 0
0 D̂22 0
0 0 I

0@ 1A
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This transformation usually improves the accuracy of computed generalized eigenvalues and
eigenvectors.

4 References

Ward R C (1981) Balancing the generalized eigenvalue problem SIAM J. Sci. Stat. Comp. 2 141–152

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies the operations to be performed on matrices A and B.

job ¼ Nag DoNothing
No ba l anc i ng i s done . I n i t i a l i z e ilo ¼ 1, ihi ¼ n, lscale½i � 1� ¼ 1:0 and
rscale½i � 1� ¼ 1:0, for i ¼ 1; 2; . . . ; n.

job ¼ Nag Permute
Only permutations are used in balancing.

job ¼ Nag Scale
Only scalings are are used in balancing.

job ¼ Nag DoBoth
Both permutations and scalings are used in balancing.

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

4: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by the balanced matrix. If job ¼ Nag DoNothing, a is not referenced.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
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Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix B.

On exit: b is overwritten by the balanced matrix. If job ¼ Nag DoNothing, b is not referenced.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

8: ilo – Integer * Output
9: ihi – Integer * Output

On exit: ilo and ihi are set such that A i; jð Þ ¼ 0 and B i; jð Þ ¼ 0 if i > j and 1 � j < ilo or
ihi < i � n.
If job ¼ Nag DoNothing or Nag Scale, ilo ¼ 1 and ihi ¼ n.

10: lscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the left side of the matrices A
and B. If Pi is the index of the row interchanged with row i and di is the scaling factor applied to
row i, then

lscale½i � 1� ¼ Pi, for i ¼ 1; 2; . . . ; ilo � 1;

lscale½i � 1� ¼ di, for i ¼ ilo; . . . ; ihi;

lscale½i � 1� ¼ Pi, for i ¼ ihi þ 1; . . . ; n.

The order in which the interchanges are made is n to ihi þ 1, then 1 to ilo � 1.

11: rscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the right side of the matrices A
and B.

If Pj is the index of the column interchanged with column j and d̂j is the scaling factor applied to
column j, then

rscale½j � 1� ¼ Pj , for j ¼ 1; 2; . . . ; ilo � 1;

rscale½j � 1� ¼ d̂j , for j ¼ ilo; . . . ; ihi;
rscale½j � 1� ¼ Pj , for j ¼ ihi þ 1; . . . ; n.

The order in which the interchanges are made is n to ihi þ 1, then 1 to ilo � 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The errors are negligible, compared to those in subsequent computations.

8 Parallelism and Performance

nag_dggbal (f08whc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_dggbal (f08whc) is usually the first step in computing the real generalized eigenvalue problem but
it is an optional step. The matrix B is reduced to the upper triangular form using the QR factorization
function nag_dgeqrf (f08aec) and this orthogonal transformation Q is applied to the matrix A by calling
nag_dormqr (f08agc). This is followed by nag_dgghrd (f08wec) which reduces the matrix pair into the
generalized Hessenberg form.

If the matrix pair A;Bð Þ is balanced by this function, then any generalized eigenvectors computed
subsequently are eigenvectors of the balanced matrix pair. In that case, to compute the generalized
eigenvectors of the original matrix, nag_dggbak (f08wjc) must be called.

The total number of floating-point operations is approximately proportional to n2.
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The complex analogue of this function is nag_zggbal (f08wvc).

10 Example

See Section 10 in nag_dhgeqz (f08xec) and nag_dtgevc (f08ykc).
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NAG Library Function Document

nag_dggbak (f08wjc)

1 Purpose

nag_dggbak (f08wjc) forms the right or left eigenvectors of the real generalized eigenvalue problem
Ax ¼ �Bx, by backward transformation on the computed eigenvectors given by nag_dtgevc (f08ykc). It
is necessary to call this function only if the optional balancing function nag_dggbal (f08whc) was
previously called to balance the matrix pair A;Bð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggbak (Nag_OrderType order, Nag_JobType job, Nag_SideType side,
Integer n, Integer ilo, Integer ihi, const double lscale[],
const double rscale[], Integer m, double v[], Integer pdv,
NagError *fail)

3 Description

If the matrix pair has been previously balanced using the function nag_dggbal (f08whc) then
nag_dggbak (f08wjc) backtransforms the eigenvector solution given by nag_dtgevc (f08ykc). This is
usually the sixth and last step in the solution of the generalized eigenvalue problem.

For a description of balancing, see the document for nag_dggbal (f08whc).

4 References

Ward R C (1981) Balancing the generalized eigenvalue problem SIAM J. Sci. Stat. Comp. 2 141–152

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies the backward transformation step required.

job ¼ Nag DoNothing
No transformations are done.

job ¼ Nag Permute
Only do backward transformations based on permutations.

job ¼ Nag Scale
Only do backward transformations based on scaling.

job ¼ Nag DoBoth
Do backward transformations for both permutations and scaling.
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Note: this must be the same argument job as supplied to nag_dggbal (f08whc).

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: side – Nag_SideType Input

On entry: indicates whether left or right eigenvectors are to be transformed.

side ¼ Nag LeftSide
The left eigenvectors are transformed.

side ¼ Nag RightSide
The right eigenvectors are transformed.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: n – Integer Input

On entry: n, the order of the matrices A and B of the generalized eigenvalue problem.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: ilo and ihi as determined by a previous call to nag_dggbal (f08whc).

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: lscale½dim� – const double Input

Note: the dimension, dim, of the array lscale must be at least max 1;nð Þ.
On entry: details of the permutations and scaling factors applied to the left side of the matrices A
and B, as returned by a previous call to nag_dggbal (f08whc).

8: rscale½dim� – const double Input

Note: the dimension, dim, of the array rscale must be at least max 1; nð Þ.
On entry: details of the permutations and scaling factors applied to the right side of the matrices
A and B, as returned by a previous call to nag_dggbal (f08whc).

9: m – Integer Input

On entry: m, the required number of left or right eigenvectors.

Constraint: 0 � m � n.

10: v½dim� – double Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdvð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix of right or left eigenvectors, as returned by nag_dggbal (f08whc).

On exit: the transformed right or left eigenvectors.
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11: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor, pdv 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdv 	 max 1;mð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � m � n.

On entry, pdv ¼ valueh i and m ¼ valueh i.
Constraint: pdv 	 max 1;mð Þ.
On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The errors are negligible, compared with the previous computations.

8 Parallelism and Performance

nag_dggbak (f08wjc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations is proportional to n2.

The complex analogue of this function is nag_zggbak (f08wwc).

10 Example

See Section 10 in nag_dhgeqz (f08xec) and nag_dtgevc (f08ykc).
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NAG Library Function Document

nag_zggev (f08wnc)

1 Purpose

nag_zggev (f08wnc) computes for a pair of n by n complex nonsymmetric matrices A;Bð Þ the
generalized eigenvalues and, optionally, the left and/or right generalized eigenvectors using the QZ
algorithm. nag_zggev (f08wnc) is marked as deprecated by LAPACK; the replacement routine is
nag_zggev3 (f08wqc) which makes better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggev (Nag_OrderType order, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Integer n, Complex a[], Integer pda,
Complex b[], Integer pdb, Complex alpha[], Complex beta[], Complex vl[],
Integer pdvl, Complex vr[], Integer pdvr, NagError *fail)

3 Description

A generalized eigenvalue for a pair of matrices A;Bð Þ is a scalar � or a ratio �=� ¼ �, such that
A� �B is singular. It is usually represented as the pair �; �ð Þ, as there is a reasonable interpretation for
� ¼ 0, and even for both being zero.

The right generalized eigenvector vj corresponding to the generalized eigenvalue �j of A;Bð Þ satisfies

Avj ¼ �jBvj:
The left generalized eigenvector uj corresponding to the generalized eigenvalue �j of A;Bð Þ satisfies

uHj A ¼ �juHj B;

where uHj is the conjugate-transpose of uj.

All the eigenvalues and, if required, all the eigenvectors of the complex generalized eigenproblem
Ax ¼ �Bx, where A and B are complex, square matrices, are determined using the QZ algorithm. The
complex QZ algorithm consists of three stages:

1. A is reduced to upper Hessenberg form (with real, non-negative subdiagonal elements) and at the
same time B is reduced to upper triangular form.

2. A is further reduced to triangular form while the triangular form of B is maintained and the
diagonal elements of B are made real and non-negative. This is the generalized Schur form of the
pair A;Bð Þ.
This function does not actually produce the eigenvalues �j, but instead returns �j and �j such that

�j ¼ �j=�j; j ¼ 1; 2; . . . ; n:

The division by �j becomes your responsibility, since �j may be zero, indicating an infinite
eigenvalue.

3. If the eigenvectors are required they are obtained from the triangular matrices and then transformed
back into the original coordinate system.
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4 References
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute the left generalized eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left generalized eigenvectors.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute the right generalized eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right generalized eigenvectors.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A in the pair A;Bð Þ.
On exit: a has been overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B in the pair A;Bð Þ.
On exit: b has been overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

9: alpha½n� – Complex Output

On exit: see the description of beta.

10: beta½n� – Complex Output

On exit: alpha½j � 1�=beta½j � 1�, for j ¼ 1; 2; . . . ; n, will be the generalized eigenvalues.

Note: the quotients alpha½j� 1�=beta½j� 1� may easily overflow or underflow, and beta½j� 1�
may even be zero. Thus, you should avoid naively computing the ratio �j=�j. However,
max �j

		 		� �
will always be less than and usually comparable with Ak k2 in magnitude, and

max �j
		 		� �

will always be less than and usually comparable with Bk k2.

11: vl½dim� – Complex Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

The ith element of the jth vector is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left generalized eigenvectors uj are stored one after
another in the columns of vl, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

12: pdvl – Integer Input

On entry: the stride used in the array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

13: vr½dim� – Complex Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

The ith element of the jth vector is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.
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On exit: if jobvr ¼ Nag RightVecs, the right generalized eigenvectors vj are stored one after
another in the columns of vr, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

14: pdvr – Integer Input

On entry: the stride used in the array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVECTORS

A failure occurred in nag_ztgevc (f08yxc) while computing generalized eigenvectors.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alpha and beta should be
correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where
E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF ;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

Note: interpretation of results obtained with the QZ algorithm often requires a clear understanding of
the effects of small changes in the original data. These effects are reviewed in Wilkinson (1979), in
relation to the significance of small values of �j and �j. It should be noted that if �j and �j are both
small for any j, it may be that no reliance can be placed on any of the computed eigenvalues
�i ¼ �i=�i. You are recommended to study Wilkinson (1979) and, if in difficulty, to seek expert advice
on determining the sensitivity of the eigenvalues to perturbations in the data.

8 Parallelism and Performance

nag_zggev (f08wnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zggev (f08wnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dggev (f08wac).
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10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix pair A;Bð Þ, where

A ¼
�21:10� 22:50i 53:50� 50:50i �34:50þ 127:50i 7:50þ 0:50i
�0:46� 7:78i �3:50� 37:50i �15:50þ 58:50i �10:50� 1:50i
4:30� 5:50i 39:70� 17:10i �68:50þ 12:50i �7:50� 3:50i
5:50þ 4:40i 14:40þ 43:30i �32:50� 46:00i �19:00� 32:50i

0B@
1CA

and

B ¼
1:00� 5:00i 1:60þ 1:20i �3:00þ 0:00i 0:00� 1:00i
0:80� 0:60i 3:00� 5:00i �4:00þ 3:00i �2:40� 3:20i
1:00þ 0:00i 2:40þ 1:80i �4:00� 5:00i 0:00� 3:00i
0:00þ 1:00i �1:80þ 2:40i 0:00� 4:00i 4:00� 5:00i

0B@
1CA:

10.1 Program Text

/* nag_zggev (f08wnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagm01.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b);
static Integer normalize_vectors(Integer n, Complex v[], Complex e[],

size_t rank[], const char *title);
static Integer sort_values (Integer n, Complex alpha[],

Complex beta[], Complex e[],
size_t rank[], double emod[]);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer i, j, n, ninf, pda, pdb, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *vl = 0, *vr = 0;
Complex *e = 0;
double *emod = 0;
size_t *rank = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;
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#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggev (f08wnc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
pdvl = (jobvl == Nag_LeftVecs ? n : 1);
pdvr = (jobvr == Nag_RightVecs ? n : 1);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(alpha = NAG_ALLOC(n, Complex)) ||
!(b = NAG_ALLOC(n * n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(vl = NAG_ALLOC(pdvl * pdvl, Complex)) ||
!(e = NAG_ALLOC(n, Complex)) ||
!(emod = NAG_ALLOC(n, double)) ||
!(rank = NAG_ALLOC(n, size_t)) ||
!(vr = NAG_ALLOC(pdvr * pdvr, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized eigenvalue problem using nag_zggev (f08wnc). */
nag_zggev(order, jobvl, jobvr, n, a, pda, b, pdb, alpha, beta, vl, pdvl, vr,

pdvr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zggev (f08wnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n Eigenvalues\n");
ninf = 0;
for (i = 0; i < n; ++i) {

if (beta[i].re == 0.0) {
ninf = ninf + 1;
printf(" %4" NAG_IFMT " Infinite eigenvalue\n", i + 1);

}
}
if (ninf==0) {

/* Sort values by decreasing modulus and store in e[] */
exit_status=sort_values (n, alpha, beta, e, rank, emod);
for (i = 0; i < n; ++i) {

printf(" %4" NAG_IFMT " (%7.3f,%7.3f)\n", i + 1, e[i].re, e[i].im);
}
if (jobvl == Nag_LeftVecs) {

exit_status = normalize_vectors(n, vl, e, rank,
" Left eigenvectors (columns)");

}
if (jobvr == Nag_RightVecs && exit_status == 0) {

exit_status = normalize_vectors(n, vr, e, rank,
" Right eigenvectors (columns)");

}
}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(e);
NAG_FREE(emod);
NAG_FREE(rank);

return exit_status;
}
static Integer normalize_vectors(Integer n, Complex v[], Complex e[],

size_t rank[], const char *title)
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{

Complex scal;
double r, rr;
Integer errors = 0, i, j, k;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define V(I, J) v[(J-1)*n + I - 1]

order = Nag_ColMajor;
#else
#define V(I, J) v[(I-1)*n + J - 1]

order = Nag_RowMajor;
#endif

/* Re-normalize the eigenvectors, largest absolute element real */
for (i=1; i<=n; i++) {

k = 0;
r = -1.0;
for (j=1; j<=n; j++) {

rr = nag_complex_abs(V(j,i));
if (rr>r) {

r = rr;
k = j;

}
}
scal.re = V(k,i).re/(r*r);
scal.im = -V(k,i).im/(r*r);
for (j=1; j<=n; j++) {

V(j,i) = nag_complex_multiply(V(j,i),scal);
}
V(k,i).re = 1.0;
V(k,i).im = 0.0;

}
/* Sort eigenvectors according to rank */
for (i=1; i<=n; i++) {

for (j=1; j<=n; j++)
e[j-1] = V(i,j);

/* Sort eigenvector row i using nag_reorder_vector (m01esc). */
nag_reorder_vector((Pointer) e, (size_t) n, sizeof(Complex),

(ptrdiff_t) sizeof(Complex), rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
errors = 5;
goto END;

}
for (j=1; j<=n; j++)

V(i,j) = e[j-1];
}

printf("\n");
/* Print eigenvectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, v, n, title, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

errors = 6;
}

#undef V
END:
return errors;

}
static Integer sort_values (Integer n, Complex alpha[], Complex beta[],

Complex e[], size_t rank[], double emod[])
{

Integer i, exit_status = 0;
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NagError fail;

INIT_FAIL(fail);

for (i = 0; i < n; ++i) {
/* nag_complex_divide (a02cdc): Quotient of two complex numbers;
* nag_complex_abs (a02ddc): Moduli of complex number.
*/

e[i] = nag_complex_divide(alpha[i], beta[i]);
emod[i] = nag_complex_abs(e[i]);

}
/* Rank sort eigenvalues by absolute values using
* nag_rank_sort (m01dsc).
*/

nag_rank_sort((Pointer) emod, (size_t) n, (ptrdiff_t) (sizeof(double)),
compare, Nag_Descending, rank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_sort (m01dsc).\n%s\n", fail.message);
exit_status = 10;
goto END;

}
/* Turn ranks into indices using nag_make_indices (m01zac). */
nag_make_indices(rank, (size_t) n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_make_indices (m01zac).\n%s\n", fail.message);
exit_status = 11;
goto END;

}
/* Sort eigenvalues using nag_reorder_vector (m01esc). */
nag_reorder_vector((Pointer) e, (size_t) n, sizeof(Complex),

(ptrdiff_t) sizeof(Complex), rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
exit_status = 12;
goto END;

}
END:
return exit_status;

}
static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b)
{

double x = *((const double *) a) - *((const double *) b);
return (x < 0.0 ? -1 : (x == 0.0 ? 0 : 1));

}

10.2 Program Data

nag_zggev (f08wnc) Example Program Data

4 : n

Nag_NotLeftVecs : jobvl
Nag_RightVecs : jobvr

(-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50) : A

( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00) : B
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10.3 Program Results

nag_zggev (f08wnc) Example Program Results

Eigenvalues
1 ( 3.000, -9.000)
2 ( 4.000, -5.000)
3 ( 2.000, -5.000)
4 ( 3.000, -1.000)

Right eigenvectors (columns)
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
0.0000 0.0000 0.0000 0.0000

2 0.1600 0.0089 0.0046 0.1600
-0.1200 -0.0067 -0.0034 -0.1200

3 0.1200 -0.0333 0.0629 0.1200
0.1600 -0.0000 0.0000 -0.1600

4 -0.1600 -0.0000 -0.0000 0.1600
0.1200 0.1556 0.0629 0.1200
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NAG Library Function Document

nag_zggevx (f08wpc)

1 Purpose

nag_zggevx (f08wpc) computes for a pair of n by n complex nonsymmetric matrices A;Bð Þ the
generalized eigenvalues and, optionally, the left and/or right generalized eigenvectors using the QZ
algorithm.

Optionally it also computes a balancing transformation to improve the conditioning of the eigenvalues
and eigenvectors, reciprocal condition numbers for the eigenvalues, and reciprocal condition numbers
for the right eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggevx (Nag_OrderType order, Nag_BalanceType balanc,
Nag_LeftVecsType jobvl, Nag_RightVecsType jobvr, Nag_RCondType sense,
Integer n, Complex a[], Integer pda, Complex b[], Integer pdb,
Complex alpha[], Complex beta[], Complex vl[], Integer pdvl,
Complex vr[], Integer pdvr, Integer *ilo, Integer *ihi, double lscale[],
double rscale[], double *abnrm, double *bbnrm, double rconde[],
double rcondv[], NagError *fail)

3 Description

A generalized eigenvalue for a pair of matrices A;Bð Þ is a scalar � or a ratio �=� ¼ �, such that
A� �B is singular. It is usually represented as the pair �; �ð Þ, as there is a reasonable interpretation for
� ¼ 0, and even for both being zero.

The right generalized eigenvector vj corresponding to the generalized eigenvalue �j of A;Bð Þ satisfies

Avj ¼ �jBvj:
The left generalized eigenvector uj corresponding to the generalized eigenvalue �j of A;Bð Þ satisfies

uHj A ¼ �juHj B;

where uHj is the conjugate-transpose of uj.

All the eigenvalues and, if required, all the eigenvectors of the complex generalized eigenproblem
Ax ¼ �Bx, where A and B are complex, square matrices, are determined using the QZ algorithm. The
complex QZ algorithm consists of three stages:

1. A is reduced to upper Hessenberg form (with real, non-negative subdiagonal elements) and at the
same time B is reduced to upper triangular form.

2. A is further reduced to triangular form while the triangular form of B is maintained and the
diagonal elements of B are made real and non-negative. This is the generalized Schur form of the
pair A;Bð Þ.
This function does not actually produce the eigenvalues �j, but instead returns �j and �j such that

�j ¼ �j=�j; j ¼ 1; 2; . . . ; n:

The division by �j becomes your responsibility, since �j may be zero, indicating an infinite
eigenvalue.

3. If the eigenvectors are required they are obtained from the triangular matrices and then transformed
back into the original coordinate system.
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For details of the balancing option, see Section 3 in nag_zggbal (f08wvc).

4 References
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Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

Wilkinson J H (1979) Kronecker's canonical form and the QZ algorithm Linear Algebra Appl. 28 285–
303

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: balanc – Nag_BalanceType Input

On entry: specifies the balance option to be performed.

balanc ¼ Nag NoBalancing
Do not diagonally scale or permute.

balanc ¼ Nag BalancePermute
Permute only.

balanc ¼ Nag BalanceScale
Scale only.

balanc ¼ Nag BalanceBoth
Both permute and scale.

Computed reciprocal condition numbers will be for the matrices after permuting and/or
balancing. Permuting does not change condition numbers (in exact arithmetic), but balancing
does. In the absence of other information, balanc ¼ Nag BalanceBoth is recommended.

C o n s t r a i n t : balanc ¼ Nag NoBalancing, Nag BalancePermute, Nag BalanceScale o r
Nag BalanceBoth.

3: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute the left generalized eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left generalized eigenvectors.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

4: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute the right generalized eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right generalized eigenvectors.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.
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5: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for eigenvectors only.

sense ¼ Nag RCondBoth
Computed for eigenvalues and eigenvectors.

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A in the pair A;Bð Þ.
On exit: a has been overwritten. If jobvl ¼ Nag LeftVecs or jobvr ¼ Nag RightVecs or both,
then A contains the first part of the Schur form of the ‘balanced’ versions of the input A and B.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B in the pair A;Bð Þ.
On exit: b has been overwritten.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: alpha½n� – Complex Output

On exit: see the description of beta.
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12: beta½n� – Complex Output

On exit: alpha½j � 1�=beta½j � 1�, for j ¼ 1; 2; . . . ; n, will be the generalized eigenvalues.

Note: the quotients alpha½j� 1�=beta½j� 1� may easily overflow or underflow, and beta½j� 1�
may even be zero. Thus, you should avoid naively computing the ratio �j=�j. However,
max �j

		 		� �
will always be less than and usually comparable with Ak k2 in magnitude, and

max �j
		 		� �

will always be less than and usually comparable with Bk k2.

13: vl½dim� – Complex Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left generalized eigenvectors uj are stored one after
another in the columns of vl, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

14: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

15: vr½dim� – Complex Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvr ¼ Nag RightVecs, the right generalized eigenvectors vj are stored one after
another in the columns of vr, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

16: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

f08wpc NAG Library Manual

f08wpc.4 Mark 26



17: ilo – Integer * Output
18: ihi – Integer * Output

On exit: ilo and ihi are integer values such that A i; jð Þ ¼ 0 and B i; jð Þ ¼ 0 if i > j and
j ¼ 1; 2; . . . ; ilo� 1 or i ¼ ihiþ 1; . . . ; n.

If balanc ¼ Nag NoBalancing or Nag BalanceScale, ilo ¼ 1 and ihi ¼ n.

19: lscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the left side of A and B.

If plj is the index of the row interchanged with row j, and dlj is the scaling factor applied to row
j, then:

lscale½j � 1� ¼ plj , for j ¼ 1; 2; . . . ; ilo� 1;

lscale ¼ dlj , for j ¼ ilo; . . . ; ihi;

lscale ¼ plj , for j ¼ ihiþ 1; . . . ; n.

The order in which the interchanges are made is n to ihiþ 1, then 1 to ilo� 1.

20: rscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the right side of A and B.

If prj is the index of the column interchanged with column j, and drj is the scaling factor
applied to column j, then:

rscale½j � 1� ¼ prj , for j ¼ 1; 2; . . . ; ilo� 1;

if rscale ¼ drj , for j ¼ ilo; . . . ; ihi;

if rscale ¼ prj , for j ¼ ihiþ 1; . . . ;n.

The order in which the interchanges are made is n to ihiþ 1, then 1 to ilo� 1.

21: abnrm – double * Output

On exit: the 1-norm of the balanced matrix A.

22: bbnrm – double * Output

On exit: the 1-norm of the balanced matrix B.

23: rconde½dim� – double Output

Note: the dimension, dim, of the array rconde must be at least max 1; nð Þ.
On exit: if sense ¼ Nag RCondEigVals or Nag RCondBoth, the reciprocal condition numbers of
the eigenvalues, stored in consecutive elements of the array.

If sense ¼ Nag NotRCond or Nag RCondEigVecs, rconde is not referenced.

24: rcondv½dim� – double Output

Note: the dimension, dim, of the array rcondv must be at least max 1;nð Þ.
On exit: if sense ¼ Nag RCondEigVecs or Nag RCondBoth, the estimated reciprocal condition
numbers of the selected eigenvectors, stored in consecutive elements of the array.

If sense ¼ Nag NotRCond or Nag RCondEigVals, rcondv is not referenced.

25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVECTORS

A failure occurred in nag_ztgevc (f08yxc) while computing generalized eigenvectors.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alpha and beta should be
correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where
E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF ;

and � is the machine precision.

An approximate error bound on the chordal distance between the ith computed generalized eigenvalue
w and the corresponding exact eigenvalue � is

�� abnrm; bbnrmk k2=rconde½i� 1�:
An approximate error bound for the angle between the ith computed eigenvector uj or vj is given by

�� abnrm; bbnrmk k2=rcondv½i� 1�:
For further explanation of the reciprocal condition numbers rconde and rcondv, see Section 4.11 of
Anderson et al. (1999).

Note: interpretation of results obtained with the QZ algorithm often requires a clear understanding of
the effects of small changes in the original data. These effects are reviewed in Wilkinson (1979), in
relation to the significance of small values of �j and �j. It should be noted that if �j and �j are both
small for any j, it may be that no reliance can be placed on any of the computed eigenvalues
�i ¼ �i=�i. You are recommended to study Wilkinson (1979) and, if in difficulty, to seek expert advice
on determining the sensitivity of the eigenvalues to perturbations in the data.

8 Parallelism and Performance

nag_zggevx (f08wpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zggevx (f08wpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dggevx (f08wbc).

10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix pair A;Bð Þ, where

A ¼
�21:10� 22:50i 53:50� 50:50i �34:50þ 127:50i 7:50þ 0:50i
�0:46� 7:78i �3:50� 37:50i �15:50þ 58:50i �10:50� 1:50i
4:30� 5:50i 39:70� 17:10i �68:50þ 12:50i �7:50� 3:50i
5:50þ 4:40i 14:40þ 43:30i �32:50� 46:00i �19:00� 32:50i

0B@
1CA

and
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B ¼
1:00� 5:00i 1:60þ 1:20i �3:00þ 0:00i 0:00� 1:00i
0:80� 0:60i 3:00� 5:00i �4:00þ 3:00i �2:40� 3:20i
1:00þ 0:00i 2:40þ 1:80i �4:00� 5:00i 0:00� 3:00i
0:00þ 1:00i �1:80þ 2:40i 0:00� 4:00i 4:00� 5:00i

0B@
1CA;

together with estimates of the condition number and forward error bounds for each eigenvalue and
eigenvector. The option to balance the matrix pair is used.

10.1 Program Text

/* nag_zggevx (f08wpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
Complex z;
double abnorm, abnrm, bbnrm, eps, small, tol;
Integer i, ihi, ilo, j, n, pda, pdb, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *vl = 0, *vr = 0;
double *lscale = 0, *rconde = 0, *rcondv = 0, *rscale = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;
Nag_RCondType sense;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggevx (f08wpc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

sense = (Nag_RCondType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
pdvl = (jobvl == Nag_LeftVecs ? n : 1);
pdvr = (jobvr == Nag_RightVecs ? n : 1);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(vl = NAG_ALLOC(pdvl * pdvl, Complex)) ||
!(vr = NAG_ALLOC(pdvr * pdvr, Complex)) ||
!(lscale = NAG_ALLOC(n, double)) ||
!(rconde = NAG_ALLOC(n, double)) ||
!(rcondv = NAG_ALLOC(n, double)) || !(rscale = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized eigenvalue problem using nag_zggevx (f08wpc). */
nag_zggevx(order, Nag_BalanceBoth, jobvl, jobvr, sense, n, a, pda, b, pdb,

alpha, beta, vl, pdvl, vr, pdvr, &ilo, &ihi, lscale, rscale,
&abnrm, &bbnrm, rconde, rcondv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggevx (f08wpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_real_safe_small_number (x02amc), nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
small = nag_real_safe_small_number;
if (abnrm == 0.0)

abnorm = ABS(bbnrm);
else if (bbnrm == 0.0)

abnorm = ABS(abnrm);
else if (ABS(abnrm) >= ABS(bbnrm))

abnorm = ABS(abnrm) * sqrt(1.0 + (bbnrm / abnrm) * (bbnrm / abnrm));
else

abnorm = ABS(bbnrm) * sqrt(1.0 + (abnrm / bbnrm) * (abnrm / bbnrm));

tol = eps * abnorm;

/* Print out eigenvalues and associated condition number and bounds */
if (sense != Nag_NotRCond)

printf("\n R = Reciprocal condition number, E = Error bound\n\n");
printf("%22s", "Eigenvalues");
if (sense == Nag_RCondEigVals || sense == Nag_RCondBoth)

printf("%15s%10s", "R", "E");
printf("\n");
for (j = 0; j < n; ++j) {

/* Print out information on the j-th eigenvalue */
if (nag_complex_abs(alpha[j]) * small >= nag_complex_abs(beta[j])) {

printf("%2" NAG_IFMT " is numerically infinite or undetermined\n",
j + 1);

printf(" alpha = (%9.4f, %9.4f), beta = (%9.4f, %9.4f)\n",
alpha[j].re, alpha[j].im, beta[j].re, beta[j].im);

}
else {

z = nag_complex_divide(alpha[j], beta[j]);
printf("%2" NAG_IFMT " (%13.4e, %13.4e)", j + 1, z.re, z.im);
if (sense == Nag_RCondEigVals || sense == Nag_RCondBoth) {

printf(" %10.1e", rconde[j]);
if (rconde[j] > 0.0)

printf(" %9.1e", tol / rconde[j]);
else

printf(" infinite");
}
printf("\n");

}
}

/* Print out information on the eigenvectors as requested */
if (jobvl == Nag_LeftVecs) {

printf("\n");
/* Print left eigenvectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, vl, pdvl, " Left eigenvectors (columns)",
0, &fail);

}
if (jobvr == Nag_RightVecs && fail.code == NE_NOERROR) {

printf("\n");
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/* Print rightt eigenvectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, vr, pdvr, " Right eigenvectors (columns)",
0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
if (sense == Nag_RCondEigVecs || sense == Nag_RCondBoth) {

printf("%2s", "R");
for (j = 0; j < n; ++j)

printf(" %8.1e", rcondv[j]);
printf("\n%2s", "E");
for (j = 0; j < n; ++j) {

if (rcondv[j] > 0.0)
printf(" %8.1e", tol / rcondv[j]);

else
printf(" infinite");

}
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(vl);
NAG_FREE(vr);
NAG_FREE(lscale);
NAG_FREE(rconde);
NAG_FREE(rcondv);
NAG_FREE(rscale);

return exit_status;
}

10.2 Program Data

nag_zggevx (f08wpc) Example Program Data

4 : n

Nag_NotLeftVecs : jobvl
Nag_RightVecs : jobvr
Nag_RCondBoth : sense

(-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50) : A

( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00) : B

10.3 Program Results

nag_zggevx (f08wpc) Example Program Results

R = Reciprocal condition number, E = Error bound

Eigenvalues R E
1 ( 3.0000e+00, -9.0000e+00) 5.1e-01 3.1e-15
2 ( 2.0000e+00, -5.0000e+00) 3.8e-01 4.3e-15
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3 ( 3.0000e+00, -1.0000e+00) 1.3e-01 1.2e-14
4 ( 4.0000e+00, -5.0000e+00) 6.2e-01 2.6e-15

Right eigenvectors (columns)
1 2 3 4

1 -0.7396 0.6237 0.4880 -0.3660
-0.2604 0.3763 0.5120 0.6340

2 -0.1496 0.0041 0.1395 0.0010
0.0471 -0.0004 0.0233 0.0081

3 -0.0471 0.0392 0.1405 0.0122
-0.1496 0.0237 -0.0167 -0.0211

4 0.1496 -0.0237 0.0167 -0.0986
-0.0471 0.0392 0.1405 -0.0569

R 4.7e-02 6.6e-02 1.7e-01 3.5e-02
E 3.4e-14 2.4e-14 9.3e-15 4.6e-14
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NAG Library Function Document

nag_zggev3 (f08wqc)

1 Purpose

nag_zggev3 (f08wqc) computes for a pair of n by n complex nonsymmetric matrices A;Bð Þ the
generalized eigenvalues and, optionally, the left and/or right generalized eigenvectors using the QZ
algorithm.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggev3 (Nag_OrderType order, Nag_LeftVecsType jobvl,
Nag_RightVecsType jobvr, Integer n, Complex a[], Integer pda,
Complex b[], Integer pdb, Complex alpha[], Complex beta[], Complex vl[],
Integer pdvl, Complex vr[], Integer pdvr, NagError *fail)

3 Description

A generalized eigenvalue for a pair of matrices A;Bð Þ is a scalar � or a ratio �=� ¼ �, such that
A� �B is singular. It is usually represented as the pair �; �ð Þ, as there is a reasonable interpretation for
� ¼ 0, and even for both being zero.

The right generalized eigenvector vj corresponding to the generalized eigenvalue �j of A;Bð Þ satisfies

Avj ¼ �jBvj:
The left generalized eigenvector uj corresponding to the generalized eigenvalue �j of A;Bð Þ satisfies

uHj A ¼ �juHj B;

where uHj is the conjugate-transpose of uj.

All the eigenvalues and, if required, all the eigenvectors of the complex generalized eigenproblem
Ax ¼ �Bx, where A and B are complex, square matrices, are determined using the QZ algorithm. The
complex QZ algorithm consists of three stages:

1. A is reduced to upper Hessenberg form (with real, non-negative subdiagonal elements) and at the
same time B is reduced to upper triangular form.

2. A is further reduced to triangular form while the triangular form of B is maintained and the
diagonal elements of B are made real and non-negative. This is the generalized Schur form of the
pair A;Bð Þ.
This function does not actually produce the eigenvalues �j, but instead returns �j and �j such that

�j ¼ �j=�j; j ¼ 1; 2; . . . ; n:

The division by �j becomes your responsibility, since �j may be zero, indicating an infinite
eigenvalue.

3. If the eigenvectors are required they are obtained from the triangular matrices and then transformed
back into the original coordinate system.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvl – Nag_LeftVecsType Input

On entry: if jobvl ¼ Nag NotLeftVecs, do not compute the left generalized eigenvectors.

If jobvl ¼ Nag LeftVecs, compute the left generalized eigenvectors.

Constraint: jobvl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvr – Nag_RightVecsType Input

On entry: if jobvr ¼ Nag NotRightVecs, do not compute the right generalized eigenvectors.

If jobvr ¼ Nag RightVecs, compute the right generalized eigenvectors.

Constraint: jobvr ¼ Nag NotRightVecs or Nag RightVecs.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A in the pair A;Bð Þ.
On exit: a has been overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B in the pair A;Bð Þ.
On exit: b has been overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

9: alpha½n� – Complex Output

On exit: see the description of beta.

10: beta½n� – Complex Output

On exit: alpha½j � 1�=beta½j � 1�, for j ¼ 1; 2; . . . ; n, will be the generalized eigenvalues.

Note: the quotients alpha½j� 1�=beta½j� 1� may easily overflow or underflow, and beta½j� 1�
may even be zero. Thus, you should avoid naively computing the ratio �j=�j. However,
max �j

		 		� �
will always be less than and usually comparable with Ak k2 in magnitude, and

max �j
		 		� �

will always be less than and usually comparable with Bk k2.

11: vl½dim� – Complex Output

Note: the dimension, dim, of the array vl must be at least

max 1;pdvl� nð Þ when jobvl ¼ Nag LeftVecs;
1 otherwise.

The ith element of the jth vector is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvl ¼ Nag LeftVecs, the left generalized eigenvectors uj are stored one after
another in the columns of vl, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvl ¼ Nag NotLeftVecs, vl is not referenced.

12: pdvl – Integer Input

On entry: the stride used in the array vl.

Constraints:

if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

13: vr½dim� – Complex Output

Note: the dimension, dim, of the array vr must be at least

max 1;pdvr� nð Þ when jobvr ¼ Nag RightVecs;
1 otherwise.

The ith element of the jth vector is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.
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On exit: if jobvr ¼ Nag RightVecs, the right generalized eigenvectors vj are stored one after
another in the columns of vr, in the same order as the corresponding eigenvalues. Each
eigenvector will be scaled so the largest component will have real partj j þ imag: partj j ¼ 1.

If jobvr ¼ Nag NotRightVecs, vr is not referenced.

14: pdvr – Integer Input

On entry: the stride used in the array vr.

Constraints:

if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVECTORS

A failure occurred in nag_ztgevc (f08yxc) while computing generalized eigenvectors.

NE_ENUM_INT_2

On entry, jobvl ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvl ¼ Nag LeftVecs, pdvl 	 max 1; nð Þ;
otherwise pdvl 	 1.

On entry, jobvr ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvr ¼ Nag RightVecs, pdvr 	 max 1; nð Þ;
otherwise pdvr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alpha and beta should be
correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed eigenvalues and eigenvectors are exact for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where
E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF ;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

Note: interpretation of results obtained with the QZ algorithm often requires a clear understanding of
the effects of small changes in the original data. These effects are reviewed in Wilkinson (1979), in
relation to the significance of small values of �j and �j. It should be noted that if �j and �j are both
small for any j, it may be that no reliance can be placed on any of the computed eigenvalues
�i ¼ �i=�i. You are recommended to study Wilkinson (1979) and, if in difficulty, to seek expert advice
on determining the sensitivity of the eigenvalues to perturbations in the data.

8 Parallelism and Performance

nag_zggev3 (f08wqc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zggev3 (f08wqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dggev3 (f08wcc).
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10 Example

This example finds all the eigenvalues and right eigenvectors of the matrix pair A;Bð Þ, where

A ¼
�21:10� 22:50i 53:50� 50:50i �34:50þ 127:50i 7:50þ 0:50i
�0:46� 7:78i �3:50� 37:50i �15:50þ 58:50i �10:50� 1:50i
4:30� 5:50i 39:70� 17:10i �68:50þ 12:50i �7:50� 3:50i
5:50þ 4:40i 14:40þ 43:30i �32:50� 46:00i �19:00� 32:50i

0B@
1CA

and

B ¼
1:00� 5:00i 1:60þ 1:20i �3:00þ 0:00i 0:00� 1:00i
0:80� 0:60i 3:00� 5:00i �4:00þ 3:00i �2:40� 3:20i
1:00þ 0:00i 2:40þ 1:80i �4:00� 5:00i 0:00� 3:00i
0:00þ 1:00i �1:80þ 2:40i 0:00� 4:00i 4:00� 5:00i

0B@
1CA:

10.1 Program Text

/* nag_zggev3 (f08wqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Integer normalize_vectors(Integer n, Complex v[], const char *title);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer i, isinf, j, n, pda, pdb, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *vl = 0, *vr = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvl;
Nag_RightVecsType jobvr;

INIT_FAIL(fail);

printf("nag_zggev3 (f08wqc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;
pdvl = (jobvl == Nag_LeftVecs ? n : 1);
pdvr = (jobvr == Nag_RightVecs ? n : 1);

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(alpha = NAG_ALLOC(n, Complex)) ||
!(b = NAG_ALLOC(n * n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(vl = NAG_ALLOC(pdvl * pdvl, Complex)) ||
!(vr = NAG_ALLOC(pdvr * pdvr, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the generalized eigenvalue problem Ax = lambda Bx using the
* level 3 blocked routine nag_zggev3 (f08wqc) which returns:
* - eigenvalues as alpha[]./beta[];
* - left and right eigenvectors in vl and vr respectively.
*/

/* Solve the generalized eigenvalue problem using nag_zggev3 (f08wqc). */
nag_zggev3(order, jobvl, jobvr, n, a, pda, b, pdb, alpha, beta, vl, pdvl, vr,

pdvr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zggev3 (f08wqc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

isinf = 0;
for (j = 0; j < n; ++j) {

/* Check for infinite eigenvalues */
if (nag_complex_abs(beta[j]) < x02ajc()) {

isinf = j + 1;
} else {

alpha[j] = nag_complex_divide(alpha[j],beta[j]);
}

}
if (isinf) {

printf("Eigenvalue %2" NAG_IFMT " is numerically infinite.\n",isinf);
} else {

/* Print the (finite) eigenvalues
* using nag_gen_complx_mat_print (x04dac).
*/

fflush(stdout);
printf("\n");
nag_gen_complx_mat_print(Nag_ColMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

1, n, alpha, 1, "Eigenvalues:", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}
}

/* Re-normalize the eigenvectors and print */
if (jobvl == Nag_LeftVecs) {

exit_status = normalize_vectors(n, vl, "Left Eigenvectors:");
if (exit_status) goto END;

}
if (jobvr == Nag_RightVecs) {

exit_status = normalize_vectors(n, vr, "Right Eigenvectors:");
}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}
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static Integer normalize_vectors(Integer n, Complex v[], const char *title)
{

Complex scal;
double r, rr;
Integer errors = 0, i, j, k;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define V(I, J) v[(J-1)*n + I - 1]

order = Nag_ColMajor;
#else
#define V(I, J) v[(I-1)*n + J - 1]

order = Nag_RowMajor;
#endif

/* Re-normalize the eigenvectors, largest absolute element real */
for (i=1; i<=n; i++) {

k = 0;
r = -1.0;
for (j=1; j<=n; j++) {

rr = nag_complex_abs(V(j,i));
if (rr>r) {

r = rr;
k = j;

}
}
scal.re = V(k,i).re/r;
scal.im = -V(k,i).im/r;
for (j=1; j<=n; j++) {

V(j,i) = nag_complex_multiply(V(j,i),scal);
}
V(k,i).im = 0.0;

}
printf("\n");
/* Print eigenvectors using nag_gen_complx_mat_print (x04dac). */
fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, v, n, title, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

errors = 5;
}

#undef V
return errors;

}

10.2 Program Data

nag_zggev3 (f08wqc) Example Program Data

4 : n

Nag_NotLeftVecs : jobvl
Nag_RightVecs : jobvr

(-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50) : A

( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00) : B
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10.3 Program Results

nag_zggev3 (f08wqc) Example Program Results

Eigenvalues:
1 2 3 4

1 3.0000 2.0000 3.0000 4.0000
-9.0000 -5.0000 -1.0000 -5.0000

Right Eigenvectors:
1 2 3 4

1 0.8424 0.7342 0.9778 0.9111
0.0000 0.0000 0.0000 0.0000

2 0.1348 0.0034 0.1564 0.0081
-0.1011 -0.0025 -0.1173 -0.0061

3 0.1011 0.0461 0.1173 -0.0304
0.1348 0.0000 -0.1564 -0.0000

4 -0.1348 -0.0000 0.1564 -0.0000
0.1011 0.0461 0.1173 0.1417
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NAG Library Function Document

nag_zgghrd (f08wsc)

1 Purpose

nag_zgghrd (f08wsc) reduces a pair of complex matrices A;Bð Þ, where B is upper triangular, to the
generalized upper Hessenberg form using unitary transformations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgghrd (Nag_OrderType order, Nag_ComputeQType compq,
Nag_ComputeZType compz, Integer n, Integer ilo, Integer ihi,
Complex a[], Integer pda, Complex b[], Integer pdb, Complex q[],
Integer pdq, Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zgghrd (f08wsc) is usually the third step in the solution of the complex generalized eigenvalue
problem

Ax ¼ �Bx:

The (optional) first step balances the two matrices using nag_zggbal (f08wvc). In the second step,
matrix B is reduced to upper triangular form using the QR factorization function nag_zgeqrf (f08asc)
and this unitary transformation Q is applied to matrix A by calling nag_zunmqr (f08auc).

nag_zgghrd (f08wsc) reduces a pair of complex matrices A;Bð Þ, where B is triangular, to the
generalized upper Hessenberg form using unitary transformations. This two-sided transformation is of
the form

QHAZ ¼ H
QHBZ ¼ T

where H is an upper Hessenberg matrix, T is an upper triangular matrix and Q and Z are unitary
matrices determined as products of Givens rotations. They may either be formed explicitly, or they may
be postmultiplied into input matrices Q1 and Z1, so that

Q1AZ
H
1 ¼ Q1Qð ÞH Z1Zð ÞH;

Q1BZ
H
1 ¼ Q1Qð ÞT Z1Zð ÞH:

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compq – Nag_ComputeQType Input

On entry: specifies the form of the computed unitary matrix Q.

compq ¼ Nag NotQ
Do not compute Q.

compq ¼ Nag InitQ
The unitary matrix Q is returned.

compq ¼ Nag UpdateSchur
q must contain a unitary matrix Q1, and the product Q1Q is returned.

Constraint: compq ¼ Nag NotQ, Nag InitQ or Nag UpdateSchur.

3: compz – Nag_ComputeZType Input

On entry: specifies the form of the computed unitary matrix Z.

compz ¼ Nag NotZ
Do not compute Z.

compz ¼ Nag UpdateZ
z must contain a unitary matrix Z1, and the product Z1Z is returned.

compz ¼ Nag InitZ
The unitary matrix Z is returned.

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: ilo and ihi as determined by a previous call to nag_zggbal (f08wvc). Otherwise, they
should be set to 1 and n, respectively.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A of the matrix pair A;Bð Þ. Usually, this is the matrix A returned by
nag_zunmqr (f08auc).

On exit: a is overwritten by the upper Hessenberg matrix H.
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8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix B of the matrix pair A;Bð Þ. Usually, this is the matrix B
returned by the QR factorization function nag_zgeqrf (f08asc).

On exit: b is overwritten by the upper triangular matrix T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag InitQ or Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain a unitary matrix Q1.

If compq ¼ Nag NotQ, q is not referenced.

On exit: if compq ¼ Nag InitQ, q contains the unitary matrix Q.

Iif compq ¼ Nag UpdateSchur, q is overwritten by Q1Q.

12: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

13: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain a unitary matrix Z1.
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If compz ¼ Nag NotZ, z is not referenced.

On exit: if compz ¼ Nag InitZ, z contains the unitary matrix Z.

If compz ¼ Nag UpdateZ, z is overwritten by Z1Z.

14: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

f08wsc NAG Library Manual

f08wsc.4 Mark 26



On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The reduction to the generalized Hessenberg form is implemented using unitary transformations which
are backward stable.

8 Parallelism and Performance

nag_zgghrd (f08wsc) is not threaded in any implementation.

9 Further Comments

This function is usually followed by nag_zhgeqz (f08xsc) which implements the QZ algorithm for
computing generalized eigenvalues of a reduced pair of matrices.

The real analogue of this function is nag_dgghrd (f08wec).

10 Example

See Section 10 in nag_zhgeqz (f08xsc) and nag_ztgevc (f08yxc).
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NAG Library Function Document

nag_zgghd3 (f08wtc)

1 Purpose

nag_zgghd3 (f08wtc) reduces a pair of complex matrices A;Bð Þ, where B is upper triangular, to the
generalized upper Hessenberg form using unitary transformations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgghd3 (Nag_OrderType order, Nag_ComputeQType compq,
Nag_ComputeZType compz, Integer n, Integer ilo, Integer ihi,
Complex a[], Integer pda, Complex b[], Integer pdb, Complex q[],
Integer pdq, Complex z[], Integer pdz, NagError *fail)

3 Description

nag_zgghd3 (f08wtc) is usually the third step in the solution of the complex generalized eigenvalue
problem

Ax ¼ �Bx:

The (optional) first step balances the two matrices using nag_zggbal (f08wvc). In the second step,
matrix B is reduced to upper triangular form using the QR factorization function nag_zgeqrf (f08asc)
and this unitary transformation Q is applied to matrix A by calling nag_zunmqr (f08auc). The driver,
nag_zggev3 (f08wqc), solves the complex generalized eigenvalue problem by combining all the
required steps including those just listed.

nag_zgghd3 (f08wtc) reduces a pair of complex matrices A;Bð Þ, where B is triangular, to the
generalized upper Hessenberg form using unitary transformations. This two-sided transformation is of
the form

QHAZ ¼ H;
QHBZ ¼ T

where H is an upper Hessenberg matrix, T is an upper triangular matrix and Q and Z are unitary
matrices determined as products of Givens rotations. They may either be formed explicitly, or they may
be postmultiplied into input matrices Q1 and Z1, so that

Q1AZ
H
1 ¼ Q1Qð ÞH Z1Zð ÞH;

Q1BZ
H
1 ¼ Q1Qð ÞT Z1Zð ÞH:

4 References

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore

Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: compq – Nag_ComputeQType Input

On entry: specifies the form of the computed unitary matrix Q.

compq ¼ Nag NotQ
Do not compute Q.

compq ¼ Nag InitQ
The unitary matrix Q is returned.

compq ¼ Nag UpdateSchur
q must contain a unitary matrix Q1, and the product Q1Q is returned.

Constraint: compq ¼ Nag NotQ, Nag InitQ or Nag UpdateSchur.

3: compz – Nag_ComputeZType Input

On entry: specifies the form of the computed unitary matrix Z.

compz ¼ Nag NotZ
Do not compute Z.

compz ¼ Nag UpdateZ
z must contain a unitary matrix Z1, and the product Z1Z is returned.

compz ¼ Nag InitZ
The unitary matrix Z is returned.

Constraint: compz ¼ Nag NotZ, Nag UpdateZ or Nag InitZ.

4: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: ilo and ihi as determined by a previous call to nag_zggbal (f08wvc). Otherwise, they
should be set to 1 and n, respectively.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A of the matrix pair A;Bð Þ. Usually, this is the matrix A returned by
nag_zunmqr (f08auc).
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On exit: a is overwritten by the upper Hessenberg matrix H.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix B of the matrix pair A;Bð Þ. Usually, this is the matrix B
returned by the QR factorization function nag_zgeqrf (f08asc).

On exit: b is overwritten by the upper triangular matrix T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag InitQ or Nag UpdateSchur;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag UpdateSchur, q must contain a unitary matrix Q1.

If compq ¼ Nag NotQ, q is not referenced.

On exit: if compq ¼ Nag InitQ, q contains the unitary matrix Q.

Iif compq ¼ Nag UpdateSchur, q is overwritten by Q1Q.

12: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

13: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag UpdateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag UpdateZ, z must contain a unitary matrix Z1.

If compz ¼ Nag NotZ, z is not referenced.

On exit: if compz ¼ Nag InitZ, z contains the unitary matrix Z.

If compz ¼ Nag UpdateZ, z is overwritten by Z1Z.

14: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag InitQ or Nag UpdateSchur, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag UpdateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The reduction to the generalized Hessenberg form is implemented using unitary transformations which
are backward stable.

8 Parallelism and Performance

nag_zgghd3 (f08wtc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

This function is usually followed by nag_zhgeqz (f08xsc) which implements the QZ algorithm for
computing generalized eigenvalues of a reduced pair of matrices.

The real analogue of this function is nag_dgghd3 (f08wfc).

10 Example

See Section 10 in nag_zhgeqz (f08xsc) and nag_ztgevc (f08yxc).
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nag_zggbal (f08wvc)

1 Purpose

nag_zggbal (f08wvc) balances a pair of complex square matrices A;Bð Þ of order n. Balancing usually
improves the accuracy of computed generalized eigenvalues and eigenvectors.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggbal (Nag_OrderType order, Nag_JobType job, Integer n,
Complex a[], Integer pda, Complex b[], Integer pdb, Integer *ilo,
Integer *ihi, double lscale[], double rscale[], NagError *fail)

3 Description

Balancing may reduce the 1-norm of the matrices and improve the accuracy of the computed
eigenvalues and eigenvectors in the complex generalized eigenvalue problem

Ax ¼ �Bx:

nag_zggbal (f08wvc) is usually the first step in the solution of the above generalized eigenvalue
problem. Balancing is optional but it is highly recommended.

The term ‘balancing’ covers two steps, each of which involves similarity transformations on A and B.
The function can perform either or both of these steps. Both steps are optional.

1. The function first attempts to permute A and B to block upper triangular form by a similarity
transformation:

PAPT ¼ F ¼
F11 F12 F13

F22 F23
F33

0@ 1A
PBPT ¼ G ¼

G11 G12 G13
G22 G23

G33

0@ 1A
where P is a permutation matrix, F11, F33, G11 and G33 are upper triangular. Then the diagonal
elements of the matrix pairs F11; G11ð Þ and F33; G33ð Þ are generalized eigenvalues of A;Bð Þ. The
rest of the generalized eigenvalues are given by the matrix pair F22; G22ð Þ which are in rows and
columns ilo to ihi. Subsequent operations to compute the generalized eigenvalues of A;Bð Þ need
only be applied to the matrix pair F22; G22ð Þ; this can save a significant amount of work if ilo > 1
and ihi < n. If no suitable permutation exists (as is often the case), the function sets ilo ¼ 1 and
ihi ¼ n.

2. The function applies a diagonal similarity transformation to F;Gð Þ, to make the rows and columns
of F22; G22ð Þ as close in norm as possible:

DFD̂ ¼
I 0 0
0 D22 0
0 0 I

0@ 1A F11 F12 F13
F22 F23

F33

0@ 1A I 0 0
0 D̂22 0
0 0 I

0@ 1A
DGD�1 ¼

I 0 0
0 D22 0
0 0 I

0@ 1A G11 G12 G13
G22 G23

G33

0@ 1A I 0 0
0 D̂22 0
0 0 I

0@ 1A
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This transformation usually improves the accuracy of computed generalized eigenvalues and
eigenvectors.

4 References

Ward R C (1981) Balancing the generalized eigenvalue problem SIAM J. Sci. Stat. Comp. 2 141–152

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies the operations to be performed on matrices A and B.

job ¼ Nag DoNothing
No ba l anc i ng i s done . I n i t i a l i z e ilo ¼ 1, ihi ¼ n, lscale½i � 1� ¼ 1:0 and
rscale½i � 1� ¼ 1:0, for i ¼ 1; 2; . . . ; n.

job ¼ Nag Permute
Only permutations are used in balancing.

job ¼ Nag Scale
Only scalings are are used in balancing.

job ¼ Nag DoBoth
Both permutations and scalings are used in balancing.

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

4: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix A.

On exit: a is overwritten by the balanced matrix. If job ¼ Nag DoNothing, a is not referenced.

5: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

6: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
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Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n matrix B.

On exit: b is overwritten by the balanced matrix. If job ¼ Nag DoNothing, b is not referenced.

7: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

8: ilo – Integer * Output
9: ihi – Integer * Output

On exit: ilo and ihi are set such that A i; jð Þ ¼ 0 and B i; jð Þ ¼ 0 if i > j and 1 � j < ilo or
ihi < i � n.
If job ¼ Nag DoNothing or Nag Scale, ilo ¼ 1 and ihi ¼ n.

10: lscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the left side of the matrices A
and B. If Pi is the index of the row interchanged with row i and di is the scaling factor applied to
row i, then

lscale½i � 1� ¼ Pi, for i ¼ 1; 2; . . . ; ilo � 1;

lscale½i � 1� ¼ di, for i ¼ ilo; . . . ; ihi;

lscale½i � 1� ¼ Pi, for i ¼ ihi þ 1; . . . ; n.

The order in which the interchanges are made is n to ihi þ 1, then 1 to ilo � 1.

11: rscale½n� – double Output

On exit: details of the permutations and scaling factors applied to the right side of the matrices A
and B.

If Pj is the index of the column interchanged with column j and d̂j is the scaling factor applied to
column j, then

rscale½j � 1� ¼ Pj , for j ¼ 1; 2; . . . ; ilo � 1;

rscale½j � 1� ¼ d̂j , for j ¼ ilo; . . . ; ihi;
rscale½j � 1� ¼ Pj , for j ¼ ihi þ 1; . . . ; n.

The order in which the interchanges are made is n to ihi þ 1, then 1 to ilo � 1.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The errors are negligible, compared to those in subsequent computations.

8 Parallelism and Performance

nag_zggbal (f08wvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_zggbal (f08wvc) is usually the first step in computing the complex generalized eigenvalue problem
but it is an optional step. The matrix B is reduced to the triangular form using the QR factorization
function nag_zgeqrf (f08asc) and the unitary transformation Q is applied to the matrix A by calling
nag_zunmqr (f08auc). This is followed by nag_zgghrd (f08wsc) which reduces the matrix pair into the
generalized Hessenberg form.

If the matrix pair A;Bð Þ is balanced by this function, then any generalized eigenvectors computed
subsequently are eigenvectors of the balanced matrix pair. In that case, to compute the generalized
eigenvectors of the original matrix, nag_zggbak (f08wwc) must be called.

The total number of floating-point operations is approximately proportional to n2.
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The real analogue of this function is nag_dggbal (f08whc).

10 Example

See Section 10 in nag_zhgeqz (f08xsc) and nag_ztgevc (f08yxc).
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nag_zggbak (f08wwc)

1 Purpose

nag_zggbak (f08wwc) forms the right or left eigenvectors of the real generalized eigenvalue problem
Ax ¼ �Bx, by backward transformation on the computed eigenvectors given by nag_ztgevc (f08yxc). It
is necessary to call this function only if the optional balancing function nag_zggbal (f08wvc) was
previously called to balance the matrix pair A;Bð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggbak (Nag_OrderType order, Nag_JobType job, Nag_SideType side,
Integer n, Integer ilo, Integer ihi, const double lscale[],
const double rscale[], Integer m, Complex v[], Integer pdv,
NagError *fail)

3 Description

If the matrix pair has been previously balanced using the function nag_zggbal (f08wvc) then
nag_zggbak (f08wwc) backtransforms the eigenvector solution given by nag_ztgevc (f08yxc). This is
usually the sixth and last step in the solution of the generalized eigenvalue problem.

For a description of balancing, see the document for nag_zggbal (f08wvc).

4 References

Ward R C (1981) Balancing the generalized eigenvalue problem SIAM J. Sci. Stat. Comp. 2 141–152

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies the backtransformation step required.

job ¼ Nag DoNothing
No transformations are done.

job ¼ Nag Permute
Only do backward transformations based on permutations.

job ¼ Nag Scale
Only do backward transformations based on scaling.

job ¼ Nag DoBoth
Do backward transformations for both permutations and scaling.
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Note: this must be identical to the argument job as supplied to nag_zggbal (f08wvc).

Constraint: job ¼ Nag DoNothing, Nag Permute, Nag Scale or Nag DoBoth.

3: side – Nag_SideType Input

On entry: indicates whether left or right eigenvectors are to be transformed.

side ¼ Nag LeftSide
The left eigenvectors are transformed.

side ¼ Nag RightSide
The right eigenvectors are transformed.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: n – Integer Input

On entry: n, the order of the matrices A and B of the generalized eigenvalue problem.

Constraint: n 	 0.

5: ilo – Integer Input
6: ihi – Integer Input

On entry: ilo and ihi as determined by a previous call to nag_zggbal (f08wvc).

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

7: lscale½dim� – const double Input

Note: the dimension, dim, of the array lscale must be at least max 1;nð Þ.
On entry: details of the permutations and scaling factors applied to the left side of the matrices A
and B, as returned by a previous call to nag_zggbal (f08wvc).

8: rscale½dim� – const double Input

Note: the dimension, dim, of the array rscale must be at least max 1; nð Þ.
On entry: details of the permutations and scaling factors applied to the right side of the matrices
A and B, as returned by a previous call to nag_zggbal (f08wvc).

9: m – Integer Input

On entry: m, the required number of left or right eigenvectors.

Constraint: 0 � m � n.

10: v½dim� – Complex Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdvð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix of right or left eigenvectors, as returned by nag_zggbal (f08wvc).

On exit: the transformed right or left eigenvectors.

f08wwc NAG Library Manual

f08wwc.2 Mark 26



11: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if order ¼ Nag ColMajor, pdv 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdv 	 max 1;mð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � m � n.

On entry, pdv ¼ valueh i and m ¼ valueh i.
Constraint: pdv 	 max 1;mð Þ.
On entry, pdv ¼ valueh i and n ¼ valueh i.
Constraint: pdv 	 max 1;nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The errors are negligible.

8 Parallelism and Performance

nag_zggbak (f08wwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations is proportional to n2.

The real analogue of this function is nag_dggbak (f08wjc).

10 Example

See Section 10 in nag_zhgeqz (f08xsc) and nag_ztgevc (f08yxc).
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NAG Library Function Document

nag_dgges (f08xac)

1 Purpose

nag_dgges (f08xac) computes the generalized eigenvalues, the generalized real Schur form S; Tð Þ and,
optionally, the left and/or right generalized Schur vectors for a pair of n by n real nonsymmetric
matrices A;Bð Þ. nag_dgges (f08xac) is marked as deprecated by LAPACK; the replacement routine is
nag_dgges3 (f08xcc) which makes better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgges (Nag_OrderType order, Nag_LeftVecsType jobvsl,
Nag_RightVecsType jobvsr, Nag_SortEigValsType sort,

Nag_Boolean (*selctg)(double ar, double ai, double b),

Integer n, double a[], Integer pda, double b[], Integer pdb,
Integer *sdim, double alphar[], double alphai[], double beta[],
double vsl[], Integer pdvsl, double vsr[], Integer pdvsr,
NagError *fail)

3 Description

The generalized Schur factorization for a pair of real matrices A;Bð Þ is given by

A ¼ QSZT; B ¼ QTZT;

where Q and Z are orthogonal, T is upper triangular and S is upper quasi-triangular with 1 by 1 and 2
by 2 diagonal blocks. The generalized eigenvalues, �, of A;Bð Þ are computed from the diagonals of S
and T and satisfy

Az ¼ �Bz;

where z is the corresponding generalized eigenvector. � is actually returned as the pair �; �ð Þ such that

� ¼ �=�

since �, or even both � and � can be zero. The columns of Q and Z are the left and right generalized
Schur vectors of A;Bð Þ.
Optionally, nag_dgges (f08xac) can order the generalized eigenvalues on the diagonals of S; Tð Þ so that
selected eigenvalues are at the top left. The leading columns of Q and Z then form an orthonormal
basis for the corresponding eigenspaces, the deflating subspaces.

nag_dgges (f08xac) computes T to have non-negative diagonal elements, and the 2 by 2 blocks of S
correspond to complex conjugate pairs of generalized eigenvalues. The generalized Schur factorization,
before reordering, is computed by the QZ algorithm.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvsl – Nag_LeftVecsType Input

On entry: if jobvsl ¼ Nag NotLeftVecs, do not compute the left Schur vectors.

If jobvsl ¼ Nag LeftVecs, compute the left Schur vectors.

Constraint: jobvsl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvsr – Nag_RightVecsType Input

On entry: if jobvsr ¼ Nag NotRightVecs, do not compute the right Schur vectors.

If jobvsr ¼ Nag RightVecs, compute the right Schur vectors.

Constraint: jobvsr ¼ Nag NotRightVecs or Nag RightVecs.

4: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the generalized
Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see selctg).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

5: selctg – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, selctg is used to select generalized eigenvalues to be moved to the
top left of the generalized Schur form.

If sort ¼ Nag NoSortEigVals, selctg is not referenced by nag_dgges (f08xac), and may be
specified as NULLFN.

The specification of selctg is:

Nag_Boolean selctg (double ar, double ai, double b)

1: ar – double Input
2: ai – double Input
3: b – double Input

On entry: an eigenvalue ar½j� 1� þ
ffiffiffiffiffiffiffi
�1
p

� ai½j� 1�
� �

=b½j� 1� is selected if
selctg ar½j� 1�; ai½j� 1�; b½j� 1�ð Þ ¼ Nag TRUE. If either one of a complex conjugate
pair is selected, then both complex generalized eigenvalues are selected.

Note that in the ill-conditioned case, a selected complex generalized eigenvalue may no
longer satisfy selctg ar½j� 1�; ai½j� 1�; b½j� 1�ð Þ ¼ Nag TRUE after ordering.
fail:code ¼ NE_SCHUR_REORDER_SELECT in this case.
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6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the first of the pair of matrices, A.

On exit: a has been overwritten by its generalized Schur form S.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the second of the pair of matrices, B.

On exit: b has been overwritten by its generalized Schur form T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which selctg is
Nag_TRUE. (Complex conjugate pairs for which selctg is Nag_TRUE for either eigenvalue
count as 2.)

12: alphar½n� – double Output

On exit: see the description of beta.

13: alphai½n� – double Output

On exit: see the description of beta.

14: beta½n� – double Output

On exit: alphar½j � 1� þ alphai½j � 1� � ið Þ=beta½j � 1�, for j ¼ 1; 2; . . . ;n, will be the general-
ized eigenvalues. alphar½j � 1� þ alphai½j � 1� � i, and beta½j � 1�, for j ¼ 1; 2; . . . ; n, are the
diagonals of the complex Schur form S; Tð Þ that would result if the 2 by 2 diagonal blocks of the
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real Schur form of A;Bð Þ were further reduced to triangular form using 2 by 2 complex unitary
transformations.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive, then the jth and jþ 1ð Þst
eigenvalues are a complex conjugate pair, with alphai½j� negative.
Note: the quotients alphar½j� 1�=beta½j� 1� and alphai½j� 1�=beta½j� 1� may easily overflow
or underflow, and beta½j� 1� may even be zero. Thus, you should avoid naively computing the
ratio �=�. However, alphar and alphai will always be less than and usually comparable with
Ak k2 in magnitude, and beta will always be less than and usually comparable with Bk k2.

15: vsl½dim� – double Output

Note: the dimension, dim, of the array vsl must be at least

max 1;pdvsl� nð Þ when jobvsl ¼ Nag LeftVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsl½ j� 1ð Þ � pdvslþ i� 1� when order ¼ Nag ColMajor;
vsl½ i� 1ð Þ � pdvslþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsl ¼ Nag LeftVecs, vsl will contain the left Schur vectors, Q.

If jobvsl ¼ Nag NotLeftVecs, vsl is not referenced.

16: pdvsl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsl.

Constraints:

if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

17: vsr½dim� – double Output

Note: the dimension, dim, of the array vsr must be at least

max 1;pdvsr� nð Þ when jobvsr ¼ Nag RightVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsr½ j� 1ð Þ � pdvsrþ i� 1� when order ¼ Nag ColMajor;
vsr½ i� 1ð Þ � pdvsrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsr ¼ Nag RightVecs, vsr will contain the right Schur vectors, Z.

If jobvsr ¼ Nag NotRightVecs, vsr is not referenced.

18: pdvsr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsr.

Constraints:

if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobvsl ¼ valueh i, pdvsl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

On entry, jobvsr ¼ valueh i, pdvsr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvsl ¼ valueh i.
Constraint: pdvsl > 0.

On entry, pdvsr ¼ valueh i.
Constraint: pdvsr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alphar½j�, alphai½j� and
beta½j� should be correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the generalized Schur form no longer satisfy selctg ¼ Nag TRUE. This could also
be caused by underflow due to scaling.

7 Accuracy

The computed generalized Schur factorization satisfies

Aþ E ¼ QSZT; Bþ F ¼ QTZT;

where

E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF
and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgges (f08xac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgges (f08xac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zgges (f08xnc).

10 Example

This example finds the generalized Schur factorization of the matrix pair A;Bð Þ, where

A ¼
3:9 12:5 �34:5 �0:5
4:3 21:5 �47:5 7:5
4:3 21:5 �43:5 3:5
4:4 26:0 �46:0 6:0

0B@
1CA and B ¼

1:0 2:0 �3:0 1:0
1:0 3:0 �5:0 4:0
1:0 3:0 �4:0 3:0
1:0 3:0 �4:0 4:0

0B@
1CA;

such that the real positive eigenvalues of A;Bð Þ correspond to the top left diagonal elements of the
generalized Schur form, S; Tð Þ.

10.1 Program Text

/* nag_dgges (f08xac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL selctg(const double ar, const double ai,
const double b);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double dg_a, dg_b, eps, norma, normb, normd, norme;
Integer i, j, n, sdim, pda, pdb, pdc, pdd, pde, pdvsl, pdvsr;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *c = 0, *d = 0, *e = 0, *vsl = 0, *vsr = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvsl;
Nag_RightVecsType jobvsr;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgges (f08xac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvsl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvsr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);

pdvsl = (jobvsl == Nag_LeftVecs ? n : 1);
pdvsr = (jobvsr == Nag_RightVecs ? n : 1);
pda = n;
pdb = n;
pdc = n;
pdd = n;
pde = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(e = NAG_ALLOC(n * n, double)) ||
!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(vsl = NAG_ALLOC(pdvsl * pdvsl, double)) ||
!(vsr = NAG_ALLOC(pdvsr * pdvsr, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy matrices A and B to matrices D and E using nag_dge_copy (f16qfc),
* real valued general matrix copy.
* The copies will be used as comparison against reconstructed matrices.
*/

nag_dge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dge_copy(order, Nag_NoTrans, n, n, b, pdb, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norms of input matrices A and B. */
nag_dge_norm(order, Nag_OneNorm, n, n, a, pda, &norma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dge_norm(order, Nag_OneNorm, n, n, b, pdb, &normb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac): Print Matrices A and B. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

b, pdb, "Matrix B", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Find the generalized Schur form using nag_dgges (f08xac). */
nag_dgges(order, jobvsl, jobvsr, Nag_SortEigVals, selctg, n, a, pda, b, pdb,

&sdim, alphar, alphai, beta, vsl, pdvsl, vsr, pdvsr, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_dgges (f08xac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check generalized Schur Form by reconstruction of Schur vectors are
* available.
*/

if (jobvsl == Nag_NotLeftVecs || jobvsr == Nag_NotRightVecs) {
/* Cannot check factorization by reconstruction Schur vectors. */
goto END;

}

/* Reconstruct A as Q*S*Z^T and subtract from original (D) using the steps
* C = Q*S (Q in vsl, S in a) using nag_dgemm (f16yac).
* Note: not nag_dtrmm since S may not be strictly triangular.
* D = D - C*Z^T (Z in vsr) using nag_dgemm (f16yac).
*/

dg_a = 1.0;
dg_b = 0.0;
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nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, dg_a, vsl, pdvsl, a,
pda, dg_b, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
dg_a = -1.0;
dg_b = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, dg_a, c, pdc, vsr, pdvsr,

dg_b, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct B as Q*T*Z^T and subtract from original (E) using the steps
* C = Q*T (Q in vsl, T in b) using nag_dgemm (f16yac).
* E = E - C*Z^T (Z in vsr) using nag_dgemm (f16yac).
*/

dg_a = 1.0;
dg_b = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, dg_a, vsl, pdvsl, b,

pdb, dg_b, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
dg_a = -1.0;
dg_b = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, dg_a, c, pdc, vsr, pdvsr,

dg_b, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norms of difference matrices D and E. */
nag_dge_norm(order, Nag_OneNorm, n, n, d, pdd, &normd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dge_norm(order, Nag_OneNorm, n, n, e, pde, &norme, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (MAX(normd, norme) > pow(eps, 0.8) * MAX(norma, normb)) {

printf("The norm of the error in the reconstructed matrices is greater "
"than expected.\nThe Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Number of sorted eigenvalues = %4" NAG_IFMT "\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf("*** Note that rounding errors mean that leading eigenvalues in the"
" generalized\n"
" Schur form no longer satisfy selctg = Nag_TRUE" "\n\n");

}
else {
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printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++) {

if (beta[i] != 0.0)
printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n",

i + 1, alphar[i] / beta[i], alphai[i] / beta[i]);
else

printf("%3" NAG_IFMT " Eigenvalue is infinite\n", i + 1);
}

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(beta);
NAG_FREE(vsl);
NAG_FREE(vsr);

return exit_status;
}

#undef B
#undef A

static Nag_Boolean NAG_CALL selctg(const double ar, const double ai,
const double b)

{
/* Logical function selctg for use with nag_dgges (f08xac).
* Returns the value Nag_TRUE if the eigenvalue is real and positive.
*/

return (ar > 0.0 && ai == 0.0 && b != 0.0 ? Nag_TRUE : Nag_FALSE);
}

10.2 Program Data

nag_dgges (f08xac) Example Program Data

4 : n

Nag_LeftVecs : jobvsl
Nag_RightVecs : jobvsr

3.9 12.5 -34.5 -0.5
4.3 21.5 -47.5 7.5
4.3 21.5 -43.5 3.5
4.4 26.0 -46.0 6.0 : A

1.0 2.0 -3.0 1.0
1.0 3.0 -5.0 4.0
1.0 3.0 -4.0 3.0
1.0 3.0 -4.0 4.0 : B

10.3 Program Results

nag_dgges (f08xac) Example Program Results

Matrix A
1 2 3 4

1 3.9000 12.5000 -34.5000 -0.5000
2 4.3000 21.5000 -47.5000 7.5000
3 4.3000 21.5000 -43.5000 3.5000
4 4.4000 26.0000 -46.0000 6.0000

Matrix B
1 2 3 4
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1 1.0000 2.0000 -3.0000 1.0000
2 1.0000 3.0000 -5.0000 4.0000
3 1.0000 3.0000 -4.0000 3.0000
4 1.0000 3.0000 -4.0000 4.0000

Number of sorted eigenvalues = 2

The selected eigenvalues are:
1 ( 2.0000e+00, 0.0000e+00)
2 ( 4.0000e+00, 0.0000e+00)
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NAG Library Function Document

nag_dggesx (f08xbc)

1 Purpose

nag_dggesx (f08xbc) computes the generalized eigenvalues, the generalized real Schur form S; Tð Þ and,
optionally, the left and/or right generalized Schur vectors for a pair of n by n real nonsymmetric
matrices A;Bð Þ.
Estimates of condition numbers for selected generalized eigenvalue clusters and Schur vectors are also
computed.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggesx (Nag_OrderType order, Nag_LeftVecsType jobvsl,
Nag_RightVecsType jobvsr, Nag_SortEigValsType sort,

Nag_Boolean (*selctg)(double ar, double ai, double b),

Nag_RCondType sense, Integer n, double a[], Integer pda, double b[],
Integer pdb, Integer *sdim, double alphar[], double alphai[],
double beta[], double vsl[], Integer pdvsl, double vsr[], Integer pdvsr,
double rconde[], double rcondv[], NagError *fail)

3 Description

The generalized real Schur factorization of A;Bð Þ is given by

A ¼ QSZT; B ¼ QTZT;

where Q and Z are orthogonal, T is upper triangular and S is upper quasi-triangular with 1 by 1 and 2
by 2 diagonal blocks. The generalized eigenvalues, �, of A;Bð Þ are computed from the diagonals of T
and S and satisfy

Az ¼ �Bz;

where z is the corresponding generalized eigenvector. � is actually returned as the pair �; �ð Þ such that

� ¼ �=�

since �, or even both � and � can be zero. The columns of Q and Z are the left and right generalized
Schur vectors of A;Bð Þ.
Optionally, nag_dggesx (f08xbc) can order the generalized eigenvalues on the diagonals of S; Tð Þ so
that selected eigenvalues are at the top left. The leading columns of Q and Z then form an orthonormal
basis for the corresponding eigenspaces, the deflating subspaces.

nag_dggesx (f08xbc) computes T to have non-negative diagonal elements, and the 2 by 2 blocks of S
correspond to complex conjugate pairs of generalized eigenvalues. The generalized Schur factorization,
before reordering, is computed by the QZ algorithm.

The reciprocals of the condition estimates, the reciprocal values of the left and right projection norms,
are returned in rconde½0� and rconde½1� respectively, for the selected generalized eigenvalues, together
with reciprocal condition estimates for the corresponding left and right deflating subspaces, in
rcondv½0� and rcondv½1�. See Section 4.11 of Anderson et al. (1999) for further information.
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4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvsl – Nag_LeftVecsType Input

On entry: if jobvsl ¼ Nag NotLeftVecs, do not compute the left Schur vectors.

If jobvsl ¼ Nag LeftVecs, compute the left Schur vectors.

Constraint: jobvsl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvsr – Nag_RightVecsType Input

On entry: if jobvsr ¼ Nag NotRightVecs, do not compute the right Schur vectors.

If jobvsr ¼ Nag RightVecs, compute the right Schur vectors.

Constraint: jobvsr ¼ Nag NotRightVecs or Nag RightVecs.

4: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the generalized
Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see selctg).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

5: selctg – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, selctg is used to select generalized eigenvalues to be moved to the
top left of the generalized Schur form.

If sort ¼ Nag NoSortEigVals, selctg is not referenced by nag_dggesx (f08xbc), and may be
specified as NULLFN.

The specification of selctg is:

Nag_Boolean selctg (double ar, double ai, double b)
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1: ar – double Input
2: ai – double Input
3: b – double Input

On entry: an eigenvalue ar½j� 1� þ
ffiffiffiffiffiffiffi
�1
p

� ai½j� 1�
� �

=b½j� 1� is selected if
selctg ar½j� 1�; ai½j� 1�; b½j� 1�ð Þ is Nag_TRUE. If either one of a complex conjugate
pair is selected, then both complex generalized eigenvalues are selected.

Note that in the ill-conditioned case, a selected complex generalized eigenvalue may no
longer satisfy selctg ar½j� 1�; ai½j� 1�; b½j� 1�ð Þ ¼ Nag TRUE after ordering.
fail:code ¼ NE_SCHUR_REORDER_SELECT in this case.

6: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for average of selected eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for selected deflating subspaces only.

sense ¼ Nag RCondBoth
Computed for both.

I f sense ¼ Nag RCondEigVals, Nag RCondEigVecs o r Nag RCondBoth,
sort ¼ Nag SortEigVals.

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

7: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

8: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the first of the pair of matrices, A.

On exit: a has been overwritten by its generalized Schur form S.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.
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On entry: the second of the pair of matrices, B.

On exit: b has been overwritten by its generalized Schur form T .

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

12: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which selctg is
Nag_TRUE. (Complex conjugate pairs for which selctg is Nag_TRUE for either eigenvalue
count as 2.)

13: alphar½n� – double Output

On exit: see the description of beta.

14: alphai½n� – double Output

On exit: see the description of beta.

15: beta½n� – double Output

On exit: alphar½j � 1� þ alphai½j � 1� � ið Þ=beta½j � 1�, for j ¼ 1; 2; . . . ;n, will be the general-
ized eigenvalues. alphar½j � 1� þ alphai½j � 1� � i, and beta½j � 1�, for j ¼ 1; 2; . . . ; n, are the
diagonals of the complex Schur form S; Tð Þ that would result if the 2 by 2 diagonal blocks of the
real Schur form of A;Bð Þ were further reduced to triangular form using 2 by 2 complex unitary
transformations.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive, then the jth and jþ 1ð Þst
eigenvalues are a complex conjugate pair, with alphai½j� negative.
Note: the quotients alphar½j� 1�=beta½j� 1� and alphai½j� 1�=beta½j� 1� may easily overflow
or underflow, and beta½j� 1� may even be zero. Thus, you should avoid naively computing the
ratio �=�. However, alphar and alphai will always be less than and usually comparable with
Ak k2 in magnitude, and beta will always be less than and usually comparable with Bk k2.

16: vsl½dim� – double Output

Note: the dimension, dim, of the array vsl must be at least

max 1;pdvsl� nð Þ when jobvsl ¼ Nag LeftVecs;
1 otherwise.

The ith element of the jth vector is stored in

vsl½ j� 1ð Þ � pdvslþ i� 1� when order ¼ Nag ColMajor;
vsl½ i� 1ð Þ � pdvslþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsl ¼ Nag LeftVecs, vsl will contain the left Schur vectors, Q.

If jobvsl ¼ Nag NotLeftVecs, vsl is not referenced.

17: pdvsl – Integer Input

On entry: the stride used in the array vsl.

Constraints:

if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.
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18: vsr½dim� – double Output

Note: the dimension, dim, of the array vsr must be at least

max 1;pdvsr� nð Þ when jobvsr ¼ Nag RightVecs;
1 otherwise.

The ith element of the jth vector is stored in

vsr½ j� 1ð Þ � pdvsrþ i� 1� when order ¼ Nag ColMajor;
vsr½ i� 1ð Þ � pdvsrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsr ¼ Nag RightVecs, vsr will contain the right Schur vectors, Z.

If jobvsr ¼ Nag NotRightVecs, vsr is not referenced.

19: pdvsr – Integer Input

On entry: the stride used in the array vsr.

Constraints:

if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

20: rconde½2� – double Output

On exit: if sense ¼ Nag RCondEigVals or Nag RCondBoth, rconde½0� and rconde½1� contain the
reciprocal condition numbers for the average of the selected eigenvalues.

If sense ¼ Nag NotRCond or Nag RCondEigVecs, rconde is not referenced.

21: rcondv½2� – double Output

On exit: if sense ¼ Nag RCondEigVecs or Nag RCondBoth, rcondv½0� and rcondv½1� contain the
reciprocal condition numbers for the selected deflating subspaces.

if sense ¼ Nag NotRCond or Nag RCondEigVals, rcondv is not referenced.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobvsl ¼ valueh i, pdvsl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

On entry, jobvsr ¼ valueh i, pdvsr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvsl ¼ valueh i.
Constraint: pdvsl > 0.

On entry, pdvsr ¼ valueh i.
Constraint: pdvsr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alphar½j�, alphai½j� and
beta½j� should be correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the generalized Schur form no longer satisfy selctg ¼ Nag TRUE. This could also
be caused by underflow due to scaling.

7 Accuracy

The computed generalized Schur factorization satisfies

Aþ E ¼ QSZT; Bþ F ¼ QTZT;

where

E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF
and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.
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8 Parallelism and Performance

nag_dggesx (f08xbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dggesx (f08xbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zggesx (f08xpc).

10 Example

This example finds the generalized Schur factorization of the matrix pair A;Bð Þ, where

A ¼
3:9 12:5 �34:5 �0:5
4:3 21:5 �47:5 7:5
4:3 21:5 �43:5 3:5
4:4 26:0 �46:0 6:0

0B@
1CA and B ¼

1:0 2:0 �3:0 1:0
1:0 3:0 �5:0 4:0
1:0 3:0 �4:0 3:0
1:0 3:0 �4:0 4:0

0B@
1CA;

such that the real positive eigenvalues of A;Bð Þ correspond to the top left diagonal elements of the
generalized Schur form, S; Tð Þ. Estimates of the condition numbers for the selected eigenvalue cluster
and corresponding deflating subspaces are also returned.

10.1 Program Text

/* nag_dggesx (f08xbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL selctg(const double ar, const double ai,
const double b);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
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double abnorm, dg_a, dg_b, eps, norma, normb, normd, norme, tol;
Integer i, j, n, sdim, pda, pdb, pdc, pdd, pde, pdvsl, pdvsr;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *c = 0, *d = 0, *e = 0, *vsl = 0, *vsr = 0;
double rconde[2], rcondv[2];
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvsl;
Nag_RightVecsType jobvsr;
Nag_SortEigValsType sort = Nag_SortEigVals;
Nag_RCondType sense = Nag_RCondBoth;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggesx (f08xbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvsl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvsr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

sense = (Nag_RCondType) nag_enum_name_to_value(nag_enum_arg);

pdvsl = (jobvsl == Nag_LeftVecs ? n : 1);
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pdvsr = (jobvsr == Nag_RightVecs ? n : 1);
pda = n;
pdb = n;
pdc = n;
pdd = n;
pde = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(e = NAG_ALLOC(n * n, double)) ||
!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(vsl = NAG_ALLOC(pdvsl * pdvsl, double)) ||
!(vsr = NAG_ALLOC(pdvsr * pdvsr, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy matrices A and B to matrices D and E using nag_dge_copy (f16qfc),
* real valued general matrix copy.
* The copies will be used as comparison against reconstructed matrices.
*/

nag_dge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dge_copy(order, Nag_NoTrans, n, n, b, pdb, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norms of input matrices A and B. */
nag_dge_norm(order, Nag_FrobeniusNorm, n, n, a, pda, &norma, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dge_norm(order, Nag_FrobeniusNorm, n, n, b, pdb, &normb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac): Print Matrices A and B. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

b, pdb, "Matrix B", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Find the generalized Schur form using nag_dggesx (f08xbc). */
nag_dggesx(order, jobvsl, jobvsr, sort, selctg, sense, n, a, pda, b, pdb,

&sdim, alphar, alphai, beta, vsl, pdvsl, vsr, pdvsr, rconde,
rcondv, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_dggesx (f08xbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check generalized Schur Form by reconstruction of Schur vectors are
* available.
*/

if (jobvsl == Nag_NotLeftVecs || jobvsr == Nag_NotRightVecs) {
/* Cannot check factorization by reconstruction Schur vectors. */
goto END;

}

/* Reconstruct A as Q*S*Z^T and subtract from original (D) using the steps
* C = Q*S (Q in vsl, S in a) using nag_dgemm (f16yac).
* Note: not nag_dtrmm since S may not be strictly triangular.
* D = D - C*Z^T (Z in vsr) using nag_dgemm (f16yac).
*/

dg_a = 1.0;
dg_b = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, dg_a, vsl, pdvsl, a,

pda, dg_b, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
dg_a = -1.0;
dg_b = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, dg_a, c, pdc, vsr, pdvsr,

dg_b, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Reconstruct B as Q*T*Z^T and subtract from original (E) using the steps
* C = Q*T (Q in vsl, T in b) using nag_dgemm (f16yac).
* E = E - C*Z^T (Z in vsr) using nag_dgemm (f16yac).
*/

dg_a = 1.0;
dg_b = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, dg_a, vsl, pdvsl, b,

pdb, dg_b, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
dg_a = -1.0;
dg_b = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, dg_a, c, pdc, vsr, pdvsr,

dg_b, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_dge_norm (f16rac): Find norms of difference matrices D and E. */
nag_dge_norm(order, Nag_FrobeniusNorm, n, n, d, pdd, &normd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_dge_norm(order, Nag_FrobeniusNorm, n, n, e, pde, &norme, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (MAX(normd, norme) > pow(eps, 0.8) * MAX(norma, normb)) {

printf("The norm of the error in the reconstructed matrices is greater "
"than expected.\nThe Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Number of sorted eigenvalues = %4" NAG_IFMT "\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf("*** Note that rounding errors mean that leading eigenvalues in the"
" generalized\n Schur form no longer satisfy selctg = Nag_TRUE"
"\n\n");

}
else {

printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++) {

if (beta[i] != 0.0)
printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n",

i + 1, alphar[i] / beta[i], alphai[i] / beta[i]);
else

printf("%3" NAG_IFMT " Eigenvalue is infinite\n", i + 1);
}

}

abnorm = sqrt(pow(norma, 2) + pow(normb, 2));
tol = eps * abnorm;

if (sense == Nag_RCondEigVals || sense == Nag_RCondBoth) {
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/* Print out the reciprocal condition number and error bound */
printf("\n");
printf("For the selected eigenvalues,\nthe reciprocals of projection "

"norms onto the deflating subspaces are\n");
printf(" for left subspace, rcond = %10.1e\n for right subspace, rcond = "

"%10.1e\n\n", rconde[0], rconde[1]);
printf(" asymptotic error bound = %10.1e\n\n", tol / rconde[0]);

}
if (sense == Nag_RCondEigVecs || sense == Nag_RCondBoth) {

/* Print out the reciprocal condition numbers and error bound. */
printf("For the left and right deflating subspaces,\n");
printf("reciprocal condition numbers are:\n");
printf(" for left subspace, rcond = %10.1e\n for right subspace, rcond = "

"%10.1e\n\n", rcondv[0], rcondv[1]);
printf(" approximate error bound = %10.1e\n", tol / rcondv[1]);

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(beta);
NAG_FREE(vsl);
NAG_FREE(vsr);

return exit_status;
}

static Nag_Boolean NAG_CALL selctg(const double ar, const double ai,
const double b)

{
/* Boolean function selctg for use with nag_dggesx (f08xbc)
* Returns the value Nag_TRUE if the eigenvalue is real and positive.
*/

return (ar > 0.0 && ai == 0.0 && b != 0.0 ? Nag_TRUE : Nag_FALSE);
}

10.2 Program Data

nag_dggesx (f08xbc) Example Program Data

4 : n

Nag_LeftVecs : jobvsl
Nag_RightVecs : jobvsr
Nag_RCondBoth : sense

3.9 12.5 -34.5 -0.5
4.3 21.5 -47.5 7.5
4.3 21.5 -43.5 3.5
4.4 26.0 -46.0 6.0 : matrix A

1.0 2.0 -3.0 1.0
1.0 3.0 -5.0 4.0
1.0 3.0 -4.0 3.0
1.0 3.0 -4.0 4.0 : matrix B

10.3 Program Results

nag_dggesx (f08xbc) Example Program Results

Matrix A
1 2 3 4

1 3.9000 12.5000 -34.5000 -0.5000
2 4.3000 21.5000 -47.5000 7.5000
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3 4.3000 21.5000 -43.5000 3.5000
4 4.4000 26.0000 -46.0000 6.0000

Matrix B
1 2 3 4

1 1.0000 2.0000 -3.0000 1.0000
2 1.0000 3.0000 -5.0000 4.0000
3 1.0000 3.0000 -4.0000 3.0000
4 1.0000 3.0000 -4.0000 4.0000

Number of sorted eigenvalues = 2

The selected eigenvalues are:
1 ( 2.0000e+00, 0.0000e+00)
2 ( 4.0000e+00, 0.0000e+00)

For the selected eigenvalues,
the reciprocals of projection norms onto the deflating subspaces are
for left subspace, rcond = 1.9e-01
for right subspace, rcond = 1.8e-02

asymptotic error bound = 5.7e-14

For the left and right deflating subspaces,
reciprocal condition numbers are:
for left subspace, rcond = 5.4e-02
for right subspace, rcond = 9.0e-02

approximate error bound = 1.2e-13
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NAG Library Function Document

nag_dgges3 (f08xcc)

1 Purpose

nag_dgges3 (f08xcc) computes the generalized eigenvalues, the generalized real Schur form S; Tð Þ and,
optionally, the left and/or right generalized Schur vectors for a pair of n by n real nonsymmetric
matrices A;Bð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgges3 (Nag_OrderType order, Nag_LeftVecsType jobvsl,
Nag_RightVecsType jobvsr, Nag_SortEigValsType sort,

Nag_Boolean (*selctg)(double ar, double ai, double b),

Integer n, double a[], Integer pda, double b[], Integer pdb,
Integer *sdim, double alphar[], double alphai[], double beta[],
double vsl[], Integer pdvsl, double vsr[], Integer pdvsr,
NagError *fail)

3 Description

The generalized Schur factorization for a pair of real matrices A;Bð Þ is given by

A ¼ QSZT; B ¼ QTZT;

where Q and Z are orthogonal, T is upper triangular and S is upper quasi-triangular with 1 by 1 and 2
by 2 diagonal blocks. The generalized eigenvalues, �, of A;Bð Þ are computed from the diagonals of S
and T and satisfy

Az ¼ �Bz;

where z is the corresponding generalized eigenvector. � is actually returned as the pair �; �ð Þ such that

� ¼ �=�

since �, or even both � and � can be zero. The columns of Q and Z are the left and right generalized
Schur vectors of A;Bð Þ.
Optionally, nag_dgges3 (f08xcc) can order the generalized eigenvalues on the diagonals of S; Tð Þ so
that selected eigenvalues are at the top left. The leading columns of Q and Z then form an orthonormal
basis for the corresponding eigenspaces, the deflating subspaces.

nag_dgges3 (f08xcc) computes T to have non-negative diagonal elements, and the 2 by 2 blocks of S
correspond to complex conjugate pairs of generalized eigenvalues. The generalized Schur factorization,
before reordering, is computed by the QZ algorithm.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvsl – Nag_LeftVecsType Input

On entry: if jobvsl ¼ Nag NotLeftVecs, do not compute the left Schur vectors.

If jobvsl ¼ Nag LeftVecs, compute the left Schur vectors.

Constraint: jobvsl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvsr – Nag_RightVecsType Input

On entry: if jobvsr ¼ Nag NotRightVecs, do not compute the right Schur vectors.

If jobvsr ¼ Nag RightVecs, compute the right Schur vectors.

Constraint: jobvsr ¼ Nag NotRightVecs or Nag RightVecs.

4: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the generalized
Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see selctg).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

5: selctg – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, selctg is used to select generalized eigenvalues to be moved to the
top left of the generalized Schur form.

If sort ¼ Nag NoSortEigVals, selctg is not referenced by nag_dgges3 (f08xcc), and may be
specified as NULLFN.

The specification of selctg is:

Nag_Boolean selctg (double ar, double ai, double b)

1: ar – double Input
2: ai – double Input
3: b – double Input

On entry: an eigenvalue ar½j� 1� þ
ffiffiffiffiffiffiffi
�1
p

� ai½j� 1�
� �

=b½j� 1� is selected if
selctg ar½j� 1�; ai½j� 1�; b½j� 1�ð Þ ¼ Nag TRUE. If either one of a complex conjugate
pair is selected, then both complex generalized eigenvalues are selected.

Note that in the ill-conditioned case, a selected complex generalized eigenvalue may no
longer satisfy selctg ar½j� 1�; ai½j� 1�; b½j� 1�ð Þ ¼ Nag TRUE after ordering.
fail:code ¼ NE_SCHUR_REORDER_SELECT in this case.
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6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the first of the pair of matrices, A.

On exit: a has been overwritten by its generalized Schur form S.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the second of the pair of matrices, B.

On exit: b has been overwritten by its generalized Schur form T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which selctg is
Nag_TRUE. (Complex conjugate pairs for which selctg is Nag_TRUE for either eigenvalue
count as 2.)

12: alphar½n� – double Output

On exit: see the description of beta.

13: alphai½n� – double Output

On exit: see the description of beta.

14: beta½n� – double Output

On exit: alphar½j � 1� þ alphai½j � 1� � ið Þ=beta½j � 1�, for j ¼ 1; 2; . . . ;n, will be the general-
ized eigenvalues. alphar½j � 1� þ alphai½j � 1� � i, and beta½j � 1�, for j ¼ 1; 2; . . . ; n, are the
diagonals of the complex Schur form S; Tð Þ that would result if the 2 by 2 diagonal blocks of the
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real Schur form of A;Bð Þ were further reduced to triangular form using 2 by 2 complex unitary
transformations.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive, then the jth and jþ 1ð Þst
eigenvalues are a complex conjugate pair, with alphai½j� negative.
Note: the quotients alphar½j� 1�=beta½j� 1� and alphai½j� 1�=beta½j� 1� may easily overflow
or underflow, and beta½j� 1� may even be zero. Thus, you should avoid naively computing the
ratio �=�. However, alphar and alphai will always be less than and usually comparable with
Ak k2 in magnitude, and beta will always be less than and usually comparable with Bk k2.

15: vsl½dim� – double Output

Note: the dimension, dim, of the array vsl must be at least

max 1;pdvsl� nð Þ when jobvsl ¼ Nag LeftVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsl½ j� 1ð Þ � pdvslþ i� 1� when order ¼ Nag ColMajor;
vsl½ i� 1ð Þ � pdvslþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsl ¼ Nag LeftVecs, vsl will contain the left Schur vectors, Q.

If jobvsl ¼ Nag NotLeftVecs, vsl is not referenced.

16: pdvsl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsl.

Constraints:

if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

17: vsr½dim� – double Output

Note: the dimension, dim, of the array vsr must be at least

max 1;pdvsr� nð Þ when jobvsr ¼ Nag RightVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsr½ j� 1ð Þ � pdvsrþ i� 1� when order ¼ Nag ColMajor;
vsr½ i� 1ð Þ � pdvsrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsr ¼ Nag RightVecs, vsr will contain the right Schur vectors, Z.

If jobvsr ¼ Nag NotRightVecs, vsr is not referenced.

18: pdvsr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsr.

Constraints:

if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobvsl ¼ valueh i, pdvsl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

On entry, jobvsr ¼ valueh i, pdvsr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvsl ¼ valueh i.
Constraint: pdvsl > 0.

On entry, pdvsr ¼ valueh i.
Constraint: pdvsr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. No eigenvectors have been calculated but alphar½j�, alphai½j� and
beta½j� should be correct from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the generalized Schur form no longer satisfy selctg ¼ Nag TRUE. This could also
be caused by underflow due to scaling.

7 Accuracy

The computed generalized Schur factorization satisfies

Aþ E ¼ QSZT; Bþ F ¼ QTZT;

where

E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF
and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_dgges3 (f08xcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgges3 (f08xcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The complex analogue of this function is nag_zgges3 (f08xqc).

10 Example

This example finds the generalized Schur factorization of the matrix pair A;Bð Þ, where

A ¼
3:9 12:5 �34:5 �0:5
4:3 21:5 �47:5 7:5
4:3 21:5 �43:5 3:5
4:4 26:0 �46:0 6:0

0B@
1CA and B ¼

1:0 2:0 �3:0 1:0
1:0 3:0 �5:0 4:0
1:0 3:0 �4:0 3:0
1:0 3:0 �4:0 4:0

0B@
1CA;

such that the real positive eigenvalues of A;Bð Þ correspond to the top left diagonal elements of the
generalized Schur form, S; Tð Þ.

10.1 Program Text

/* nag_dgges3 (f08xcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL selctg(const double ar, const double ai,
const double b);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double dg_a, dg_b, eps, norma, normb, normd, norme;
Integer i, j, n, sdim, pda, pdb, pdc, pdd, pde, pdvsl, pdvsr;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *c = 0, *d = 0, *e = 0, *vsl = 0, *vsr = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvsl;
Nag_RightVecsType jobvsr;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgges3 (f08xcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvsl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvsr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);

pdvsl = (jobvsl == Nag_LeftVecs ? n : 1);
pdvsr = (jobvsr == Nag_RightVecs ? n : 1);
pda = n;
pdb = n;
pdc = n;
pdd = n;
pde = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(c = NAG_ALLOC(n * n, double)) ||
!(d = NAG_ALLOC(n * n, double)) ||
!(e = NAG_ALLOC(n * n, double)) ||
!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(vsl = NAG_ALLOC(pdvsl * pdvsl, double)) ||
!(vsr = NAG_ALLOC(pdvsr * pdvsr, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy matrices A and B to matrices D and E using nag_dge_copy (f16qfc),
* real valued general matrix copy.
* The copies will be used as comparison against reconstructed matrices.
*/

nag_dge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
nag_dge_copy(order, Nag_NoTrans, n, n, b, pdb, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* nag_dge_norm (f16rac): Find norms of input matrices A and B. */
nag_dge_norm(order, Nag_OneNorm, n, n, a, pda, &norma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 4;
goto END;

}
nag_dge_norm(order, Nag_OneNorm, n, n, b, pdb, &normb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* nag_gen_real_mat_print (x04cac): Print Matrices A and B. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "Matrix A", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 6;
goto END;

}
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

b, pdb, "Matrix B", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 7;
goto END;

}

/* Find the generalized Schur form using nag_dgges3 (f08xcc). */
nag_dgges3(order, jobvsl, jobvsr, Nag_SortEigVals, selctg, n, a, pda, b, pdb,

&sdim, alphar, alphai, beta, vsl, pdvsl, vsr, pdvsr, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_dgges3 (f08xcc).\n%s\n", fail.message);
exit_status = 8;
goto END;

}

/* Check generalized Schur Form by reconstruction of Schur vectors are
* available.
*/

if (jobvsl == Nag_NotLeftVecs || jobvsr == Nag_NotRightVecs) {
/* Cannot check factorization by reconstruction Schur vectors. */
goto END;

}

/* Reconstruct A as Q*S*Z^T and subtract from original (D) using the steps
* C = Q*S (Q in vsl, S in a) using nag_dgemm (f16yac).
* Note: not nag_dtrmm since S may not be strictly triangular.
* D = D - C*Z^T (Z in vsr) using nag_dgemm (f16yac).
*/

dg_a = 1.0;
dg_b = 0.0;
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nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, dg_a, vsl, pdvsl, a,
pda, dg_b, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 9;
goto END;

}
dg_a = -1.0;
dg_b = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, dg_a, c, pdc, vsr, pdvsr,

dg_b, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 10;
goto END;

}

/* Reconstruct B as Q*T*Z^T and subtract from original (E) using the steps
* C = Q*T (Q in vsl, T in b) using nag_dgemm (f16yac).
* E = E - C*Z^T (Z in vsr) using nag_dgemm (f16yac).
*/

dg_a = 1.0;
dg_b = 0.0;
nag_dgemm(order, Nag_NoTrans, Nag_NoTrans, n, n, n, dg_a, vsl, pdvsl, b,

pdb, dg_b, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 11;
goto END;

}
dg_a = -1.0;
dg_b = 1.0;
nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, n, dg_a, c, pdc, vsr, pdvsr,

dg_b, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemm (f16yac).\n%s\n", fail.message);
exit_status = 12;
goto END;

}

/* nag_dge_norm (f16rac): Find norms of difference matrices D and E. */
nag_dge_norm(order, Nag_OneNorm, n, n, d, pdd, &normd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 13;
goto END;

}
nag_dge_norm(order, Nag_OneNorm, n, n, e, pde, &norme, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 14;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (MAX(normd, norme) > pow(eps, 0.8) * MAX(norma, normb)) {

printf("The norm of the error in the reconstructed matrices is greater "
"than expected.\nThe Schur factorization has failed.\n");

exit_status = 15;
goto END;

}

/* Print details on eigenvalues */
printf("Number of sorted eigenvalues = %4" NAG_IFMT "\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf("*** Note that rounding errors mean that leading eigenvalues in the"
" generalized\n"
" Schur form no longer satisfy selctg = Nag_TRUE\n\n");

}
else {
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printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++) {

if (beta[i] != 0.0)
printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n",

i + 1, alphar[i] / beta[i], alphai[i] / beta[i]);
else

printf("%3" NAG_IFMT " Eigenvalue is infinite\n", i + 1);
}

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(beta);
NAG_FREE(vsl);
NAG_FREE(vsr);

return exit_status;
}

#undef B
#undef A

static Nag_Boolean NAG_CALL selctg(const double ar, const double ai,
const double b)

{
/* Logical function selctg for use with nag_dgges3 (f08xcc).
* Returns the value Nag_TRUE if the eigenvalue is real and positive.
*/

return (ar > 0.0 && ai == 0.0 && b != 0.0 ? Nag_TRUE : Nag_FALSE);
}

10.2 Program Data

nag_dgges3 (f08xcc) Example Program Data

4 : n

Nag_LeftVecs : jobvsl
Nag_RightVecs : jobvsr

3.9 12.5 -34.5 -0.5
4.3 21.5 -47.5 7.5
4.3 21.5 -43.5 3.5
4.4 26.0 -46.0 6.0 : A

1.0 2.0 -3.0 1.0
1.0 3.0 -5.0 4.0
1.0 3.0 -4.0 3.0
1.0 3.0 -4.0 4.0 : B

10.3 Program Results

nag_dgges3 (f08xcc) Example Program Results

Matrix A
1 2 3 4

1 3.9000 12.5000 -34.5000 -0.5000
2 4.3000 21.5000 -47.5000 7.5000
3 4.3000 21.5000 -43.5000 3.5000
4 4.4000 26.0000 -46.0000 6.0000

Matrix B
1 2 3 4
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1 1.0000 2.0000 -3.0000 1.0000
2 1.0000 3.0000 -5.0000 4.0000
3 1.0000 3.0000 -4.0000 3.0000
4 1.0000 3.0000 -4.0000 4.0000

Number of sorted eigenvalues = 2

The selected eigenvalues are:
1 ( 2.0000e+00, 0.0000e+00)
2 ( 4.0000e+00, 0.0000e+00)
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NAG Library Function Document

nag_dhgeqz (f08xec)

1 Purpose

nag_dhgeqz (f08xec) implements the QZ method for finding generalized eigenvalues of the real matrix
pair A;Bð Þ of order n, which is in the generalized upper Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dhgeqz (Nag_OrderType order, Nag_JobType job,
Nag_ComputeQType compq, Nag_ComputeZType compz, Integer n, Integer ilo,
Integer ihi, double a[], Integer pda, double b[], Integer pdb,
double alphar[], double alphai[], double beta[], double q[],
Integer pdq, double z[], Integer pdz, NagError *fail)

3 Description

nag_dhgeqz (f08xec) implements a single-double-shift version of the QZ method for finding the
generalized eigenvalues of the real matrix pair A;Bð Þ which is in the generalized upper Hessenberg
form. If the matrix pair A;Bð Þ is not in the generalized upper Hessenberg form, then the function
nag_dgghrd (f08wec) should be called before invoking nag_dhgeqz (f08xec).

This problem is mathematically equivalent to solving the equation

det A� �Bð Þ ¼ 0:

Note that, to avoid underflow, overflow and other arithmetic problems, the generalized eigenvalues �j
are never computed explicitly by this function but defined as ratios between two computed values, �j
and �j:

�j ¼ �j=�j:
The arguments �j, in general, are finite complex values and �j are finite real non-negative values.

If desired, the matrix pair A;Bð Þ may be reduced to generalized Schur form. That is, the transformed
matrix B is upper triangular and the transformed matrix A is block upper triangular, where the diagonal
blocks are either 1 by 1 or 2 by 2. The 1 by 1 blocks provide generalized eigenvalues which are real and
the 2 by 2 blocks give complex generalized eigenvalues.

The argument job specifies two options. If job ¼ Nag Schur then the matrix pair A;Bð Þ is
simultaneously reduced to Schur form by applying one orthogonal transformation (usually called Q)
on the left and another (usually called Z) on the right. That is,

A QTAZ
B QTBZ

The 2 by 2 upper-triangular diagonal blocks of B corresponding to 2 by 2 blocks of a will be reduced to
non-negative diagonal matrices. That is, if A jþ 1; jð Þ is nonzero, then B jþ 1; jð Þ ¼ B j; jþ 1ð Þ ¼ 0 and
B j; jð Þ and B jþ 1; jþ 1ð Þ will be non-negative.

If job ¼ Nag EigVals, then at each iteration the same transformations are computed but they are only
applied to those parts of A and B which are needed to compute � and �. This option could be used if
generalized eigenvalues are required but not generalized eigenvectors.

If job ¼ Nag Schur and compq ¼ Nag AccumulateQ or Nag InitQ, and compz ¼ Nag AccumulateZ or
Nag InitZ, then the orthogonal transformations used to reduce the pair A;Bð Þ are accumulated into the
input arrays q and z. If generalized eigenvectors are required then job must be set to job ¼ Nag Schur
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and if left (right) generalized eigenvectors are to be computed then compq (compz) must be set to
compq ¼ Nag AccumulateQ or Nag InitQ and not compq 6¼ Nag NotQ.

If compq ¼ Nag InitQ, then eigenvectors are accumulated on the identity matrix and on exit the array q
contains the left eigenvector matrix Q. However, if compq ¼ Nag AccumulateQ then the transforma-
tions are accumulated on the user-supplied matrix Q0 in array q on entry and thus on exit q contains the
matrix product QQ0. A similar convention is used for compz.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256

Stewart G W and Sun J-G (1990) Matrix Perturbation Theory Academic Press, London

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies the operations to be performed on A;Bð Þ.
job ¼ Nag EigVals

The matrix pair A;Bð Þ on exit might not be in the generalized Schur form.

job ¼ Nag Schur
The matrix pair A;Bð Þ on exit will be in the generalized Schur form.

Constraint: job ¼ Nag EigVals or Nag Schur.

3: compq – Nag_ComputeQType Input

On entry: specifies the operations to be performed on Q:

compq ¼ Nag NotQ
The array q is unchanged.

compq ¼ Nag AccumulateQ
The left transformation Q is accumulated on the array q.

compq ¼ Nag InitQ
The array q is initialized to the identity matrix before the left transformation Q is
accumulated in q.

Constraint: compq ¼ Nag NotQ, Nag AccumulateQ or Nag InitQ.
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4: compz – Nag_ComputeZType Input

On entry: specifies the operations to be performed on Z.

compz ¼ Nag NotZ
The array z is unchanged.

compz ¼ Nag AccumulateZ
The right transformation Z is accumulated on the array z.

compz ¼ Nag InitZ
The array z is initialized to the identity matrix before the right transformation Z is
accumulated in z.

Constraint: compz ¼ Nag NotZ, Nag AccumulateZ or Nag InitZ.

5: n – Integer Input

On entry: n, the order of the matrices A, B, Q and Z.

Constraint: n 	 0.

6: ilo – Integer Input
7: ihi – Integer Input

On entry: the indices ilo and ihi, respectively which define the upper triangular parts of A. The
submatrices A 1 : ilo � 1; 1 : ilo � 1ð Þ and A ihi þ 1 : n; ihi þ 1 : nð Þ are then upper triangular.
These arguments are provided by nag_dggbal (f08whc) if the matrix pair was previously
balanced; otherwise, ilo ¼ 1 and ihi ¼ n.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

8: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper Hessenberg matrix A. The elements below the first subdiagonal must
be set to zero.

On exit: if job ¼ Nag Schur, the matrix pair A;Bð Þ will be simultaneously reduced to
generalized Schur form.

If job ¼ Nag EigVals, the 1 by 1 and 2 by 2 diagonal blocks of the matrix pair A;Bð Þ will give
generalized eigenvalues but the remaining elements will be irrelevant.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.
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On entry: the n by n upper triangular matrix B. The elements below the diagonal must be zero.

On exit: if job ¼ Nag Schur, the matrix pair A;Bð Þ will be simultaneously reduced to
generalized Schur form.

If job ¼ Nag EigVals, the 1 by 1 and 2 by 2 diagonal blocks of the matrix pair A;Bð Þ will give
generalized eigenvalues but the remaining elements will be irrelevant.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

12: alphar½n� – double Output

On exit: the real parts of �j , for j ¼ 1; 2; . . . ; n.

13: alphai½n� – double Output

On exit: the imaginary parts of �j , for j ¼ 1; 2; . . . ; n.

14: beta½n� – double Output

On exit: �j , for j ¼ 1; 2; . . . ; n.

15: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag AccumulateQ or Nag InitQ;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag AccumulateQ, the matrix Q0. The matrix Q0 is usually the matrix Q
returned by nag_dgghrd (f08wec).

If compq ¼ Nag NotQ, q is not referenced.

On exit: if compq ¼ Nag AccumulateQ, q contains the matrix product QQ0.

If compq ¼ Nag InitQ, q contains the transformation matrix Q.

16: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if order ¼ Nag ColMajor,

if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 n;
if compq ¼ Nag NotQ, pdq 	 1.;

if order ¼ Nag RowMajor,

if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1..
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17: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag AccumulateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag AccumulateZ, the matrix Z0. The matrix Z0 is usually the matrix Z
returned by nag_dgghrd (f08wec).

If compz ¼ Nag NotZ, z is not referenced.

On exit: if compz ¼ Nag AccumulateZ, z contains the matrix product ZZ0.

If compz ¼ Nag InitZ, z contains the transformation matrix Z.

18: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor,

if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 n;
if compz ¼ Nag NotZ, pdz 	 1.;

if order ¼ Nag RowMajor,

if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1..

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i, n ¼ valueh i.
Constraint: if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 n;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i, n ¼ valueh i.
Constraint: if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.
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On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 n;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected Library error has occurred.

NE_ITERATION_QZ

The QZ iteration did not converge and the matrix pair A;Bð Þ is not in the generalized Schur
form. The computed �i and �i should be correct for i ¼ valueh i; . . . ; valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR

The computation of shifts failed and the matrix pair A;Bð Þ is not in the generalized Schur form.
The computed �i and �i should be correct for i ¼ valueh i; . . . ; valueh i.

7 Accuracy

Please consult Section 4.11 of the LAPACK Users' Guide (see Anderson et al. (1999)) and Chapter 6 of
Stewart and Sun (1990), for more information.
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8 Parallelism and Performance

nag_dhgeqz (f08xec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_dhgeqz (f08xec) is the fifth step in the solution of the real generalized eigenvalue problem and is
called after nag_dgghrd (f08wec).

The complex analogue of this function is nag_zhgeqz (f08xsc).

10 Example

This example computes the � and � arguments, which defines the generalized eigenvalues, of the
matrix pair A;Bð Þ given by

A ¼

1:0 1:0 1:0 1:0 1:0
2:0 4:0 8:0 16:0 32:0
3:0 9:0 27:0 81:0 243:0
4:0 16:0 64:0 256:0 1024:0
5:0 25:0 125:0 625:0 3125:0

0BBB@
1CCCA

B ¼

1:0 2:0 3:0 4:0 5:0
1:0 4:0 9:0 16:0 25:0
1:0 8:0 27:0 64:0 125:0
1:0 16:0 81:0 256:0 625:0
1:0 32:0 243:0 1024:0 3125:0

0BBB@
1CCCA:

This requires calls to five functions: nag_dggbal (f08whc) to balance the matrix, nag_dgeqrf (f08aec) to
perform the QR factorization of B, nag_dormqr (f08agc) to apply Q to A, nag_dgghrd (f08wec) to
reduce the matrix pair to the generalized Hessenberg form and nag_dhgeqz (f08xec) to compute the
eigenvalues using the QZ algorithm.

10.1 Program Text

/* nag_dhgeqz (f08xec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer i, ihi, ilo, irows, j, n, pda, pdb;
Integer alpha_len, beta_len, scale_len, tau_len;
Integer exit_status = 0;

NagError fail;
Nag_OrderType order;
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/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *lscale = 0, *q = 0, *rscale = 0, *tau = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dhgeqz (f08xec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdb = n;
alpha_len = n;
beta_len = n;
scale_len = n;
tau_len = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(alphai = NAG_ALLOC(alpha_len, double)) ||
!(alphar = NAG_ALLOC(alpha_len, double)) ||
!(b = NAG_ALLOC(n * n, double)) ||
!(beta = NAG_ALLOC(beta_len, double)) ||
!(lscale = NAG_ALLOC(scale_len, double)) ||
!(q = NAG_ALLOC(1 * 1, double)) ||
!(rscale = NAG_ALLOC(scale_len, double)) ||
!(tau = NAG_ALLOC(tau_len, double)) || !(z = NAG_ALLOC(1 * 1, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* READ matrix A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* READ matrix B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
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#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Balance matrix pair (A,B) */
/* nag_dggbal (f08whc).
* Balance a pair of real general matrices
*/

nag_dggbal(order, Nag_DoBoth, n, a, pda, b, pdb, &ilo, &ihi, lscale,
rscale, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggbal (f08whc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Matrix A after balancing */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Matrix A after balancing", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Matrix B after balancing */
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, b,

pdb, "Matrix B after balancing", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");

/* Reduce B to triangular form using QR */
irows = ihi + 1 - ilo;
/* nag_dgeqrf (f08aec).
* QR factorization of real general rectangular matrix
*/

nag_dgeqrf(order, irows, irows, &B(ilo, ilo), pdb, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrf (f08aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Apply the orthogonal transformation to matrix A */
/* nag_dormqr (f08agc).
* Apply orthogonal transformation determined by nag_dgeqrf
* (f08aec) or nag_dgeqpf (f08bec)
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, irows, irows, irows,
&B(ilo, ilo), pdb, tau, &A(ilo, ilo), pda, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Compute the generalized Hessenberg form of (A,B) */
/* nag_dgghd3 (f08wfc).
* Orthogonal reduction of a pair of real general matrices
* to generalized upper Hessenberg form
*/

nag_dgghd3(order, Nag_NotQ, Nag_NotZ, irows, 1, irows, &A(ilo, ilo), pda,
&B(ilo, ilo), pdb, q, 1, z, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgghd3 (f08wfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Matrix A in generalized Hessenberg form */
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,

pda, "Matrix A in Hessenberg form", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/* Matrix B in generalized Hessenberg form */
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, b,

pdb, "Matrix B is triangular", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the generalized Schur form */
/* nag_dhgeqz (f08xec).
* Eigenvalues and generalized Schur factorization of real
* generalized upper Hessenberg form reduced from a pair of
* real general matrices
*/

nag_dhgeqz(order, Nag_EigVals, Nag_NotQ, Nag_NotZ, n, ilo, ihi, a, pda,
b, pdb, alphar, alphai, beta, q, 1, z, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dhgeqz (f08xec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the generalized eigenvalues */
printf("\n Generalized eigenvalues\n");
for (i = 1; i <= n; ++i) {

if (beta[i - 1] != 0.0) {
printf(" %4" NAG_IFMT " (%7.3f,%7.3f)\n", i,

alphar[i - 1] / beta[i - 1], alphai[i - 1] / beta[i - 1]);
}
else

printf(" %4" NAG_IFMT "Eigenvalue is infinite\n", i);
}

END:
NAG_FREE(a);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(lscale);
NAG_FREE(q);
NAG_FREE(rscale);
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NAG_FREE(tau);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dhgeqz (f08xec) Example Program Data
5 :Value of N

1.00 1.00 1.00 1.00 1.00
2.00 4.00 8.00 16.00 32.00
3.00 9.00 27.00 81.00 243.00
4.00 16.00 64.00 256.00 1024.00
5.00 25.00 125.00 625.00 3125.00 :End of matrix A
1.00 2.00 3.00 4.00 5.00
1.00 4.00 9.00 16.00 25.00
1.00 8.00 27.00 64.00 125.00
1.00 16.00 81.00 256.00 625.00
1.00 32.00 243.00 1024.00 3125.00 :End of matrix B

10.3 Program Results

nag_dhgeqz (f08xec) Example Program Results

Matrix A after balancing
1 2 3 4 5

1 1.0000 1.0000 0.1000 0.1000 0.1000
2 2.0000 4.0000 0.8000 1.6000 3.2000
3 0.3000 0.9000 0.2700 0.8100 2.4300
4 0.4000 1.6000 0.6400 2.5600 10.2400
5 0.5000 2.5000 1.2500 6.2500 31.2500

Matrix B after balancing
1 2 3 4 5

1 1.0000 2.0000 0.3000 0.4000 0.5000
2 1.0000 4.0000 0.9000 1.6000 2.5000
3 0.1000 0.8000 0.2700 0.6400 1.2500
4 0.1000 1.6000 0.8100 2.5600 6.2500
5 0.1000 3.2000 2.4300 10.2400 31.2500

Matrix A in Hessenberg form
1 2 3 4 5

1 -2.1898 -0.3181 2.0547 4.7371 -4.6249
2 -0.8395 -0.0426 1.7132 7.5194 -17.1850
3 0.0000 -0.2846 -1.0101 -7.5927 26.4499
4 0.0000 0.0000 0.0376 1.4070 -3.3643
5 0.0000 0.0000 0.0000 0.3813 -0.9937

Matrix B is triangular
1 2 3 4 5

1 -1.4248 -0.3476 2.1175 5.5813 -3.9269
2 0.0000 -0.0782 0.1189 8.0940 -15.2928
3 0.0000 0.0000 1.0021 -10.9356 26.5971
4 0.0000 0.0000 0.0000 0.5820 -0.0730
5 0.0000 0.0000 0.0000 0.0000 0.5321

Generalized eigenvalues
1 ( -2.437, 0.000)
2 ( 0.607, 0.795)
3 ( 0.607, -0.795)
4 ( 1.000, 0.000)
5 ( -0.410, 0.000)
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NAG Library Function Document

nag_zgges (f08xnc)

1 Purpose

nag_zgges (f08xnc) computes the generalized eigenvalues, the generalized Schur form S; Tð Þ and,
optionally, the left and/or right generalized Schur vectors for a pair of n by n complex nonsymmetric
matrices A;Bð Þ. nag_zgges (f08xnc) is marked as deprecated by LAPACK; the replacement routine is
nag_zgges3 (f08xqc) which makes better use of level 3 BLAS.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgges (Nag_OrderType order, Nag_LeftVecsType jobvsl,
Nag_RightVecsType jobvsr, Nag_SortEigValsType sort,

Nag_Boolean (*selctg)(Complex a, Complex b),

Integer n, Complex a[], Integer pda, Complex b[], Integer pdb,
Integer *sdim, Complex alpha[], Complex beta[], Complex vsl[],
Integer pdvsl, Complex vsr[], Integer pdvsr, NagError *fail)

3 Description

The generalized Schur factorization for a pair of complex matrices A;Bð Þ is given by

A ¼ QSZH; B ¼ QTZH;

where Q and Z are unitary, T and S are upper triangular. The generalized eigenvalues, �, of A;Bð Þ are
computed from the diagonals of T and S and satisfy

Az ¼ �Bz;

where z is the corresponding generalized eigenvector. � is actually returned as the pair �; �ð Þ such that

� ¼ �=�

since �, or even both � and � can be zero. The columns of Q and Z are the left and right generalized
Schur vectors of A;Bð Þ.
Optionally, nag_zgges (f08xnc) can order the generalized eigenvalues on the diagonals of S; Tð Þ so that
selected eigenvalues are at the top left. The leading columns of Q and Z then form an orthonormal
basis for the corresponding eigenspaces, the deflating subspaces.

nag_zgges (f08xnc) computes T to have real non-negative diagonal entries. The generalized Schur
factorization, before reordering, is computed by the QZ algorithm.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvsl – Nag_LeftVecsType Input

On entry: if jobvsl ¼ Nag NotLeftVecs, do not compute the left Schur vectors.

If jobvsl ¼ Nag LeftVecs, compute the left Schur vectors.

Constraint: jobvsl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvsr – Nag_RightVecsType Input

On entry: if jobvsr ¼ Nag NotRightVecs, do not compute the right Schur vectors.

If jobvsr ¼ Nag RightVecs, compute the right Schur vectors.

Constraint: jobvsr ¼ Nag NotRightVecs or Nag RightVecs.

4: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the generalized
Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see selctg).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

5: selctg – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, selctg is used to select generalized eigenvalues to be moved to the
top left of the generalized Schur form.

If sort ¼ Nag NoSortEigVals, selctg is not referenced by nag_zgges (f08xnc), and may be
specified as NULLFN.

The specification of selctg is:

Nag_Boolean selctg (Complex a, Complex b)

1: a – Complex Input
2: b – Complex Input

On entry: an eigenvalue a½j� 1�=b½j� 1� is selected if selctg a½j� 1�;b½j� 1�ð Þ is
Nag_TRUE.

Note that in the ill-conditioned case, a selected generalized eigenvalue may no longer
s a t i s f y selctg a½j� 1�;b½j� 1�ð Þ ¼ Nag TRUE a f t e r o r d e r i n g . fail:code ¼
NE_SCHUR_REORDER_SELECT in this case.

6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.
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7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the first of the pair of matrices, A.

On exit: a has been overwritten by its generalized Schur form S.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the second of the pair of matrices, B.

On exit: b has been overwritten by its generalized Schur form T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which selctg is
Nag_TRUE.

12: alpha½n� – Complex Output

On exit: see the description of beta.

13: beta½n� – Complex Output

On exit: alpha½j � 1�=beta½j � 1�, for j ¼ 1; 2; . . . ; n, will be the generalized eigenvalues.
alpha½j � 1�, for j ¼ 1; 2; . . . ;n and beta½j � 1�, for j ¼ 1; 2; . . . ; n, are the diagonals of the
complex Schur form A;Bð Þ output by nag_zgges (f08xnc). The beta½j� 1� will be non-negative
real.

Note: the quotients alpha½j� 1�=beta½j� 1� may easily overflow or underflow, and beta½j� 1�
may even be zero. Thus, you should avoid naively computing the ratio �=�. However, alpha will
always be less than and usually comparable with Ak k2 in magnitude, and beta will always be
less than and usually comparable with Bk k2.
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14: vsl½dim� – Complex Output

Note: the dimension, dim, of the array vsl must be at least

max 1;pdvsl� nð Þ when jobvsl ¼ Nag LeftVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsl½ j� 1ð Þ � pdvslþ i� 1� when order ¼ Nag ColMajor;
vsl½ i� 1ð Þ � pdvslþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsl ¼ Nag LeftVecs, vsl will contain the left Schur vectors, Q.

If jobvsl ¼ Nag NotLeftVecs, vsl is not referenced.

15: pdvsl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsl.

Constraints:

if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

16: vsr½dim� – Complex Output

Note: the dimension, dim, of the array vsr must be at least

max 1;pdvsr� nð Þ when jobvsr ¼ Nag RightVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsr½ j� 1ð Þ � pdvsrþ i� 1� when order ¼ Nag ColMajor;
vsr½ i� 1ð Þ � pdvsrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsr ¼ Nag RightVecs, vsr will contain the right Schur vectors, Z.

If jobvsr ¼ Nag NotRightVecs, vsr is not referenced.

17: pdvsr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsr.

Constraints:

if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, jobvsl ¼ valueh i, pdvsl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

On entry, jobvsr ¼ valueh i, pdvsr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvsl ¼ valueh i.
Constraint: pdvsl > 0.

On entry, pdvsr ¼ valueh i.
Constraint: pdvsr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration did not converge and the matrix pair A;Bð Þ is not in the generalized Schur
form. The computed �i and �i should be correct for i ¼ valueh i; . . . ; valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the generalized Schur form no longer satisfy selctg ¼ Nag TRUE. This could also
be caused by underflow due to scaling.
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7 Accuracy

The computed generalized Schur factorization satisfies

Aþ E ¼ QSZH; Bþ F ¼ QTZH;

where

E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF
and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgges (f08xnc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgges (f08xnc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dgges (f08xac).

10 Example

This example finds the generalized Schur factorization of the matrix pair A;Bð Þ, where

A ¼
�21:10� 22:50i 53:50� 50:50i �34:50þ 127:50i 7:50þ 0:50i
�0:46� 7:78i �3:50� 37:50i �15:50þ 58:50i �10:50� 1:50i
4:30� 5:50i 39:70� 17:10i �68:50þ 12:50i �7:50� 3:50i
5:50þ 4:40i 14:40þ 43:30i �32:50� 46:00i �19:00� 32:50i

0B@
1CA

and

B ¼
1:00� 5:00i 1:60þ 1:20i �3:00þ 0:00i 0:00� 1:00i
0:80� 0:60i 3:00� 5:00i �4:00þ 3:00i �2:40� 3:20i
1:00þ 0:00i 2:40þ 1:80i �4:00� 5:00i 0:00� 3:00i
0:00þ 1:00i �1:80þ 2:40i 0:00� 4:00i 4:00� 5:00i

0B@
1CA:

10.1 Program Text

/* nag_zgges (f08xnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
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#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alph, bet, z;
double norma, normb, normd, norme, eps;
Integer i, j, n, sdim, pda, pdb, pdc, pdd, pde, pdvsl, pdvsr;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *c = 0;
Complex *d = 0, *e = 0, *vsl = 0, *vsr = 0;
Nag_LeftVecsType jobvsl;
Nag_RightVecsType jobvsr;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgges (f08xnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvsl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvsr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);

pdvsl = (jobvsl == Nag_LeftVecs ? n : 1);
pdvsr = (jobvsr == Nag_RightVecs ? n : 1);
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pda = n;
pdb = n;
pdc = n;
pdd = n;
pde = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(c = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n * n, Complex)) ||
!(e = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(vsl = NAG_ALLOC(pdvsl * pdvsl, Complex)) ||
!(vsr = NAG_ALLOC(pdvsr * pdvsr, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A and B to D and E respectively: nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
*/

nag_zge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zge_copy(order, Nag_NoTrans, n, n, b, pdb, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_zge_norm (f16uac): Find norms of input matrices A and B. */
nag_zge_norm(order, Nag_OneNorm, n, n, a, pda, &norma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zge_norm(order, Nag_OneNorm, n, n, b, pdb, &normb, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrices A and B. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%6.2f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, b, pdb, Nag_BracketForm, "%6.2f",
"Matrix B", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Find the generalized Schur form using nag_zgges (f08xnc). */
nag_zgges(order, jobvsl, jobvsr, Nag_NoSortEigVals, NULLFN, n, a, pda, b,

pdb, &sdim, alpha, beta, vsl, pdvsl, vsr, pdvsr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgges (f08xnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check generalized Schur Form by reconstruction of Schur vectors are
* available.
*/

if (jobvsl == Nag_NotLeftVecs || jobvsr == Nag_NotRightVecs) {
/* Cannot check factorization by reconstruction Schur vectors. */
goto END;

}

/* Reconstruct A as Q*S*Z^H and subtract from original (D) using the steps
* C = Q (Q in vsl) using nag_zge_copy (f16tfc).
* C = C*S (S in a, upper triangular) using nag_ztrmm (f16zfc).
* D = D - C*Z^H (Z in vsr) using nag_zgemm (f16zac).
*/

nag_zge_copy(order, Nag_NoTrans, n, n, vsl, pdvsl, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alph = nag_complex(1.0, 0.0);
/* nag_ztrmm (f16zfc) Triangular complex matrix-matrix multiply. */
nag_ztrmm(order, Nag_RightSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,

n, alph, a, pda, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alph = nag_complex(-1.0, 0.0);
bet = nag_complex(1.0, 0.0);

f08 – Least-squares and Eigenvalue Problems (LAPACK) f08xnc

Mark 26 f08xnc.9



nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alph, c, pdc, vsr,
pdvsr, bet, d, pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Reconstruct B as Q*T*Z^H and subtract from original (E) using the steps
* Q = Q*T (Q in vsl, T in b, upper triangular) using nag_ztrmm (f16zfc).
* E = E - Q*Z^H (Z in vsr) using nag_zgemm (f16zac).
*/

alph = nag_complex(1.0, 0.0);
nag_ztrmm(order, Nag_RightSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,

n, alph, b, pdb, vsl, pdvsl, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alph = nag_complex(-1.0, 0.0);
bet = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alph, vsl, pdvsl, vsr,

pdvsr, bet, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norms of difference matrices D and E. */
nag_zge_norm(order, Nag_OneNorm, n, n, d, pdd, &normd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zge_norm(order, Nag_OneNorm, n, n, e, pde, &norme, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (MAX(normd, norme) > pow(eps, 0.8) * MAX(norma, normb)) {

printf("The norm of the error in the reconstructed matrices is greater "
"than expected.\nThe Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Generalized eigenvalues are:\n");
for (i = 0; i < n; i++) {

if (beta[i].re != 0.0 || beta[i].im != 0.0) {
z = nag_complex_divide(alpha[i], beta[i]);
printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n", i + 1, z.re, z.im);

}
else

printf("%3" NAG_IFMT " Eigenvalue is infinite\n", i + 1);
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(alpha);
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NAG_FREE(beta);
NAG_FREE(vsl);
NAG_FREE(vsr);

return exit_status;
}

10.2 Program Data

nag_zgges (f08xnc) Example Program Data

4 : n

Nag_LeftVecs : jobvsl
Nag_RightVecs : jobvsr

(-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50) : A

( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00) : B

10.3 Program Results

nag_zgges (f08xnc) Example Program Results

Matrix A
1 2 3 4

1 (-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
2 ( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
3 ( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
4 ( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50)

Matrix B
1 2 3 4

1 ( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
2 ( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
3 ( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
4 ( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00)

Generalized eigenvalues are:
1 ( 3.0000e+00, -9.0000e+00)
2 ( 2.0000e+00, -5.0000e+00)
3 ( 3.0000e+00, -1.0000e+00)
4 ( 4.0000e+00, -5.0000e+00)
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NAG Library Function Document

nag_zggesx (f08xpc)

1 Purpose

nag_zggesx (f08xpc) computes the generalized eigenvalues, the generalized Schur form S; Tð Þ and,
optionally, the left and/or right generalized Schur vectors for a pair of n by n complex nonsymmetric
matrices A;Bð Þ.
Estimates of condition numbers for selected generalized eigenvalue clusters and Schur vectors are also
computed.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggesx (Nag_OrderType order, Nag_LeftVecsType jobvsl,
Nag_RightVecsType jobvsr, Nag_SortEigValsType sort,

Nag_Boolean (*selctg)(Complex a, Complex b),

Nag_RCondType sense, Integer n, Complex a[], Integer pda, Complex b[],
Integer pdb, Integer *sdim, Complex alpha[], Complex beta[],
Complex vsl[], Integer pdvsl, Complex vsr[], Integer pdvsr,
double rconde[], double rcondv[], NagError *fail)

3 Description

The generalized Schur factorization for a pair of complex matrices A;Bð Þ is given by

A ¼ QSZH; B ¼ QTZH;

where Q and Z are unitary, T and S are upper triangular. The generalized eigenvalues, �, of A;Bð Þ are
computed from the diagonals of T and S and satisfy

Az ¼ �Bz;

where z is the corresponding generalized eigenvector. � is actually returned as the pair �; �ð Þ such that

� ¼ �=�

since �, or even both � and � can be zero. The columns of Q and Z are the left and right generalized
Schur vectors of A;Bð Þ.
Optionally, nag_zggesx (f08xpc) can order the generalized eigenvalues on the diagonals of S; Tð Þ so
that selected eigenvalues are at the top left. The leading columns of Q and Z then form an orthonormal
basis for the corresponding eigenspaces, the deflating subspaces.

nag_zggesx (f08xpc) computes T to have real non-negative diagonal entries. The generalized Schur
factorization, before reordering, is computed by the QZ algorithm.

The reciprocals of the condition estimates, the reciprocal values of the left and right projection norms,
are returned in rconde½0� and rconde½1� respectively, for the selected generalized eigenvalues, together
with reciprocal condition estimates for the corresponding left and right deflating subspaces, in
rcondv½0� and rcondv½1�. See Section 4.11 of Anderson et al. (1999) for further information.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvsl – Nag_LeftVecsType Input

On entry: if jobvsl ¼ Nag NotLeftVecs, do not compute the left Schur vectors.

If jobvsl ¼ Nag LeftVecs, compute the left Schur vectors.

Constraint: jobvsl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvsr – Nag_RightVecsType Input

On entry: if jobvsr ¼ Nag NotRightVecs, do not compute the right Schur vectors.

If jobvsr ¼ Nag RightVecs, compute the right Schur vectors.

Constraint: jobvsr ¼ Nag NotRightVecs or Nag RightVecs.

4: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the generalized
Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see selctg).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

5: selctg – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, selctg is used to select generalized eigenvalues to be moved to the
top left of the generalized Schur form.

If sort ¼ Nag NoSortEigVals, selctg is not referenced by nag_zggesx (f08xpc), and may be
specified as NULLFN.

The specification of selctg is:

Nag_Boolean selctg (Complex a, Complex b)

1: a – Complex Input
2: b – Complex Input

On entry: an eigenvalue a½j� 1�=b½j� 1� is selected if selctg a½j� 1�;b½j� 1�ð Þ is
Nag_TRUE.
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Note that in the ill-conditioned case, a selected generalized eigenvalue may no longer
s a t i s f y selctg a½j� 1�;b½j� 1�ð Þ ¼ Nag TRUE a f t e r o r d e r i n g . fail:code ¼
NE_SCHUR_REORDER_SELECT in this case.

6: sense – Nag_RCondType Input

On entry: determines which reciprocal condition numbers are computed.

sense ¼ Nag NotRCond
None are computed.

sense ¼ Nag RCondEigVals
Computed for average of selected eigenvalues only.

sense ¼ Nag RCondEigVecs
Computed for selected deflating subspaces only.

sense ¼ Nag RCondBoth
Computed for both.

I f sense ¼ Nag RCondEigVals, Nag RCondEigVecs o r Nag RCondBoth,
sort ¼ Nag SortEigVals.

C o n s t r a i n t : sense ¼ Nag NotRCond, Nag RCondEigVals, Nag RCondEigVecs o r
Nag RCondBoth.

7: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

8: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the first of the pair of matrices, A.

On exit: a has been overwritten by its generalized Schur form S.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the second of the pair of matrices, B.

On exit: b has been overwritten by its generalized Schur form T .
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11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

12: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which selctg is
Nag_TRUE.

13: alpha½n� – Complex Output

On exit: see the description of beta.

14: beta½n� – Complex Output

On exit: alpha½j � 1�=beta½j � 1�, for j ¼ 1; 2; . . . ; n, will be the generalized eigenvalues.
alpha½j� 1� and beta½j� 1�; j ¼ 1; 2; . . . ; n are the diagonals of the complex Schur form S; Tð Þ.
beta½j� 1� will be non-negative real.

Note: the quotients alpha½j� 1�=beta½j� 1� may easily overflow or underflow, and beta½j� 1�
may even be zero. Thus, you should avoid naively computing the ratio �=�. However, alpha will
always be less than and usually comparable with ak k in magnitude, and beta will always be less
than and usually comparable with bk k.

15: vsl½dim� – Complex Output

Note: the dimension, dim, of the array vsl must be at least

max 1;pdvsl� nð Þ when jobvsl ¼ Nag LeftVecs;
1 otherwise.

The ith element of the jth vector is stored in

vsl½ j� 1ð Þ � pdvslþ i� 1� when order ¼ Nag ColMajor;
vsl½ i� 1ð Þ � pdvslþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsl ¼ Nag LeftVecs, vsl will contain the left Schur vectors, Q.

If jobvsl ¼ Nag NotLeftVecs, vsl is not referenced.

16: pdvsl – Integer Input

On entry: the stride used in the array vsl.

Constraints:

if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

17: vsr½dim� – Complex Output

Note: the dimension, dim, of the array vsr must be at least

max 1;pdvsr� nð Þ when jobvsr ¼ Nag RightVecs;
1 otherwise.

The ith element of the jth vector is stored in

vsr½ j� 1ð Þ � pdvsrþ i� 1� when order ¼ Nag ColMajor;
vsr½ i� 1ð Þ � pdvsrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsr ¼ Nag RightVecs, vsr will contain the right Schur vectors, Z.

If jobvsr ¼ Nag NotRightVecs, vsr is not referenced.
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18: pdvsr – Integer Input

On entry: the stride used in the array vsr.

Constraints:

if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

19: rconde½2� – double Output

On exit: if sense ¼ Nag RCondEigVals or Nag RCondBoth, rconde½0� and rconde½1� contain the
reciprocal condition numbers for the average of the selected eigenvalues.

If sense ¼ Nag NotRCond or Nag RCondEigVecs, rconde is not referenced.

20: rcondv½2� – double Output

On exit: if sense ¼ Nag RCondEigVecs or Nag RCondBoth, rcondv½0� and rcondv½1� contain the
reciprocal condition numbers for the selected deflating subspaces.

if sense ¼ Nag NotRCond or Nag RCondEigVals, rcondv is not referenced.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, jobvsl ¼ valueh i, pdvsl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

On entry, jobvsr ¼ valueh i, pdvsr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvsl ¼ valueh i.
Constraint: pdvsl > 0.

On entry, pdvsr ¼ valueh i.
Constraint: pdvsr > 0.
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NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration failed. A;Bð Þ are not in Schur form, but alpha½j� and beta½j� should be correct
from element valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the generalized Schur form no longer satisfy selctg ¼ Nag TRUE. This could also
be caused by underflow due to scaling.

7 Accuracy

The computed generalized Schur factorization satisfies

Aþ E ¼ QSZT; Bþ F ¼ QTZT;

where

E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF
and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zggesx (f08xpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zggesx (f08xpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dggesx (f08xbc).

10 Example

This example finds the generalized Schur factorization of the matrix pair A;Bð Þ, where

A ¼
�21:10� 22:50i 53:50� 50:50i �34:50þ 127:50i 7:50þ 0:50i
�0:46� 7:78i �3:50� 37:50i �15:50þ 58:50i �10:50� 1:50i
4:30� 5:50i 39:70� 17:10i �68:50þ 12:50i �7:50� 3:50i
5:50þ 4:40i 14:40þ 43:30i �32:50� 46:00i �19:00� 32:50i

0B@
1CA

and

B ¼
1:00� 5:00i 1:60þ 1:20i �3:00þ 0:00i 0:00� 1:00i
0:80� 0:60i 3:00� 5:00i �4:00þ 3:00i �2:40� 3:20i
1:00þ 0:00i 2:40þ 1:80i �4:00� 5:00i 0:00� 3:00i
0:00þ 1:00i �1:80þ 2:40i 0:00� 4:00i 4:00� 5:00i

0B@
1CA;

such that the eigenvalues of A;Bð Þ for which �j j < 6 correspond to the top left diagonal elements of the
generalized Schur form, S; Tð Þ. Estimates of the condition numbers for the selected eigenvalue cluster
and corresponding deflating subspaces are also returned.

10.1 Program Text

/* nag_zggesx (f08xpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Nag_Boolean NAG_CALL selctg(const Complex a, const Complex b);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Complex alph, bet, z;
double abnorm, norma, normb, normd, norme, eps, tol;
Integer i, j, n, sdim, pda, pdb, pdc, pdd, pde, pdvsl, pdvsr;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *c = 0, *d = 0;
Complex *e = 0, *vsl = 0, *vsr = 0;
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double rconde[2], rcondv[2];
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_LeftVecsType jobvsl;
Nag_RightVecsType jobvsr;
Nag_SortEigValsType sort = Nag_SortEigVals;
Nag_RCondType sense;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggesx (f08xpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvsl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvsr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

sense = (Nag_RCondType) nag_enum_name_to_value(nag_enum_arg);

pdvsl = (jobvsl == Nag_LeftVecs ? n : 1);
pdvsr = (jobvsr == Nag_RightVecs ? n : 1);
pda = n;
pdb = n;
pdc = n;
pdd = n;
pde = n;
/* Allocate memory */
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if (!(a = NAG_ALLOC(n * n, Complex)) ||
!(b = NAG_ALLOC(n * n, Complex)) ||
!(c = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n * n, Complex)) ||
!(e = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(vsl = NAG_ALLOC(pdvsl * pdvsl, Complex)) ||
!(vsr = NAG_ALLOC(pdvsr * pdvsr, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy matrices A and B to matrices D and E using nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
* The copies will be used as comparison against reconstructed matrices.
*/

nag_zge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zge_copy(order, Nag_NoTrans, n, n, b, pdb, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norms of input matrices A and B. */
nag_zge_norm(order, Nag_FrobeniusNorm, n, n, a, pda, &norma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zge_norm(order, Nag_FrobeniusNorm, n, n, b, pdb, &normb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* nag_gen_complx_mat_print_comp (x04dbc): Print matrices A and B. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%6.2f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, b, pdb, Nag_BracketForm, "%6.2f",
"Matrix B", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Find the generalized Schur form using nag_zggesx (f08xpc). */
nag_zggesx(order, jobvsl, jobvsr, sort, selctg, sense, n, a, pda, b, pdb,

&sdim, alpha, beta, vsl, pdvsl, vsr, pdvsr, rconde, rcondv,
&fail);

if (fail.code != NE_NOERROR && fail.code != NE_SCHUR_REORDER_SELECT) {
printf("Error from nag_zggesx (f08xpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check generalized Schur Form by reconstruction of Schur vectors are
* available.
*/

if (jobvsl == Nag_NotLeftVecs || jobvsr == Nag_NotRightVecs) {
/* Cannot check factorization by reconstruction Schur vectors. */
goto END;

}

/* Reconstruct A as Q*S*Z^H and subtract from original (D) using the steps
* C = Q (Q in vsl) using nag_zge_copy (f16tfc).
* C = C*S (S in a, upper triangular) using nag_ztrmm (f16zfc).
* D = D - C*Z^H (Z in vsr) using nag_zgemm (f16zac).
*/

nag_zge_copy(order, Nag_NoTrans, n, n, vsl, pdvsl, c, pdc, &fail);
alph = nag_complex(1.0, 0.0);
/* nag_ztrmm (f16zfc) Triangular complex matrix-matrix multiply. */
nag_ztrmm(order, Nag_RightSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,

n, alph, a, pda, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

alph = nag_complex(-1.0, 0.0);
bet = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alph, c, pdc, vsr,

pdvsr, bet, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Reconstruct B as Q*T*Z^H and subtract from original (E) using the steps
* Q = Q*T (Q in vsl, T in b, upper triangular) using nag_ztrmm (f16zfc).
* E = E - Q*Z^H (Z in vsr) using nag_zgemm (f16zac).
*/

alph = nag_complex(1.0, 0.0);
/* nag_ztrmm (f16zfc) Triangular complex matrix-matrix multiply. */
nag_ztrmm(order, Nag_RightSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,

n, alph, b, pdb, vsl, pdvsl, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
alph = nag_complex(-1.0, 0.0);
bet = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alph, vsl, pdvsl, vsr,

pdvsr, bet, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_zge_norm (f16uac): Find norms of difference matrices D and E. */
nag_zge_norm(order, Nag_FrobeniusNorm, n, n, d, pdd, &normd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_zge_norm(order, Nag_FrobeniusNorm, n, n, e, pde, &norme, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (MAX(normd, norme) > pow(eps, 0.8) * MAX(norma, normb)) {

printf("The norm of the error in the reconstructed matrices is greater "
"than expected.\nThe Schur factorization has failed.\n");

exit_status = 1;
goto END;

}

/* Print details on eigenvalues */
printf("Number of sorted eigenvalues = %4" NAG_IFMT "\n\n", sdim);
if (fail.code == NE_SCHUR_REORDER_SELECT) {

printf("*** Note that rounding errors mean that leading eigenvalues in the"
" generalized\n Schur form no longer satisfy selctg = Nag_TRUE"
"\n\n");

}
else {

printf("The selected eigenvalues are:\n");
for (i = 0; i < sdim; i++) {

if (beta[i].re != 0.0 || beta[i].im != 0.0) {
z = nag_complex_divide(alpha[i], beta[i]);
printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n", i + 1, z.re, z.im);

}
else

printf("%3" NAG_IFMT " Eigenvalue is infinite\n", i + 1);
}

}

abnorm = sqrt(pow(norma, 2) + pow(normb, 2));
tol = eps * abnorm;

if (sense == Nag_RCondEigVals || sense == Nag_RCondBoth) {
/* Print out the reciprocal condition number and error bound */
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printf("\n");
printf("For the selected eigenvalues,\nthe reciprocals of projection "

"norms onto the deflating subspaces are\n");
printf(" for left subspace, rcond = %10.1e\n for right subspace, rcond = "

"%10.1e\n\n", rconde[0], rconde[1]);
printf(" asymptotic error bound = %10.1e\n\n", tol / rconde[0]);

}
if (sense == Nag_RCondEigVecs || sense == Nag_RCondBoth) {

/* Print out the reciprocal condition numbers and error bound. */
printf("For the left and right deflating subspaces,\n");
printf("reciprocal condition numbers are:\n");
printf(" for left subspace, rcond = %10.1e\n for right subspace, rcond = "

"%10.1e\n\n", rcondv[0], rcondv[1]);
printf(" approximate error bound = %10.1e\n", tol / rcondv[1]);

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(vsl);
NAG_FREE(vsr);

return exit_status;
}

static Nag_Boolean NAG_CALL selctg(const Complex a, const Complex b)
{

/* Boolean function selctg for use with nag_zggesx (f08xpc)
* Returns the value Nag_TRUE if the absolute value of the eigenvalue
* a/b < 6.0
*/

return (nag_complex_abs(a) <
6.0 * nag_complex_abs(b) ? Nag_TRUE : Nag_FALSE);

}

10.2 Program Data

nag_zggesx (f08xpc) Example Program Data

4 : n

Nag_LeftVecs : jobvsl
Nag_RightVecs : jobvsr
Nag_RCondBoth : sense

(-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50) : A

( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00) : B

10.3 Program Results

nag_zggesx (f08xpc) Example Program Results

Matrix A
1 2 3 4

1 (-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
2 ( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
3 ( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
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4 ( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50)

Matrix B
1 2 3 4

1 ( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
2 ( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
3 ( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
4 ( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00)

Number of sorted eigenvalues = 2

The selected eigenvalues are:
1 ( 2.0000e+00, -5.0000e+00)
2 ( 3.0000e+00, -1.0000e+00)

For the selected eigenvalues,
the reciprocals of projection norms onto the deflating subspaces are
for left subspace, rcond = 1.2e-01
for right subspace, rcond = 1.6e-01

asymptotic error bound = 1.9e-13

For the left and right deflating subspaces,
reciprocal condition numbers are:
for left subspace, rcond = 4.8e-01
for right subspace, rcond = 4.7e-01

approximate error bound = 4.9e-14
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NAG Library Function Document

nag_zgges3 (f08xqc)

1 Purpose

nag_zgges3 (f08xqc) computes the generalized eigenvalues, the generalized Schur form S; Tð Þ and,
optionally, the left and/or right generalized Schur vectors for a pair of n by n complex nonsymmetric
matrices A;Bð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgges3 (Nag_OrderType order, Nag_LeftVecsType jobvsl,
Nag_RightVecsType jobvsr, Nag_SortEigValsType sort,

Nag_Boolean (*selctg)(Complex a, Complex b),

Integer n, Complex a[], Integer pda, Complex b[], Integer pdb,
Integer *sdim, Complex alpha[], Complex beta[], Complex vsl[],
Integer pdvsl, Complex vsr[], Integer pdvsr, NagError *fail)

3 Description

The generalized Schur factorization for a pair of complex matrices A;Bð Þ is given by

A ¼ QSZH; B ¼ QTZH;

where Q and Z are unitary, T and S are upper triangular. The generalized eigenvalues, �, of A;Bð Þ are
computed from the diagonals of T and S and satisfy

Az ¼ �Bz;

where z is the corresponding generalized eigenvector. � is actually returned as the pair �; �ð Þ such that

� ¼ �=�

since �, or even both � and � can be zero. The columns of Q and Z are the left and right generalized
Schur vectors of A;Bð Þ.
Optionally, nag_zgges3 (f08xqc) can order the generalized eigenvalues on the diagonals of S; Tð Þ so
that selected eigenvalues are at the top left. The leading columns of Q and Z then form an orthonormal
basis for the corresponding eigenspaces, the deflating subspaces.

nag_zgges3 (f08xqc) computes T to have real non-negative diagonal entries. The generalized Schur
factorization, before reordering, is computed by the QZ algorithm.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (2012) Matrix Computations (4th Edition) Johns Hopkins University
Press, Baltimore
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobvsl – Nag_LeftVecsType Input

On entry: if jobvsl ¼ Nag NotLeftVecs, do not compute the left Schur vectors.

If jobvsl ¼ Nag LeftVecs, compute the left Schur vectors.

Constraint: jobvsl ¼ Nag NotLeftVecs or Nag LeftVecs.

3: jobvsr – Nag_RightVecsType Input

On entry: if jobvsr ¼ Nag NotRightVecs, do not compute the right Schur vectors.

If jobvsr ¼ Nag RightVecs, compute the right Schur vectors.

Constraint: jobvsr ¼ Nag NotRightVecs or Nag RightVecs.

4: sort – Nag_SortEigValsType Input

On entry: specifies whether or not to order the eigenvalues on the diagonal of the generalized
Schur form.

sort ¼ Nag NoSortEigVals
Eigenvalues are not ordered.

sort ¼ Nag SortEigVals
Eigenvalues are ordered (see selctg).

Constraint: sort ¼ Nag NoSortEigVals or Nag SortEigVals.

5: selctg – function, supplied by the user External Function

If sort ¼ Nag SortEigVals, selctg is used to select generalized eigenvalues to be moved to the
top left of the generalized Schur form.

If sort ¼ Nag NoSortEigVals, selctg is not referenced by nag_zgges3 (f08xqc), and may be
specified as NULLFN.

The specification of selctg is:

Nag_Boolean selctg (Complex a, Complex b)

1: a – Complex Input
2: b – Complex Input

On entry: an eigenvalue a½j� 1�=b½j� 1� is selected if selctg a½j� 1�;b½j� 1�ð Þ is
Nag_TRUE.

Note that in the ill-conditioned case, a selected generalized eigenvalue may no longer
s a t i s f y selctg a½j� 1�;b½j� 1�ð Þ ¼ Nag TRUE a f t e r o r d e r i n g . fail:code ¼
NE_SCHUR_REORDER_SELECT in this case.

6: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.
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7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the first of the pair of matrices, A.

On exit: a has been overwritten by its generalized Schur form S.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the second of the pair of matrices, B.

On exit: b has been overwritten by its generalized Schur form T .

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: sdim – Integer * Output

On exit: if sort ¼ Nag NoSortEigVals, sdim ¼ 0.

If sort ¼ Nag SortEigVals, sdim ¼ number of eigenvalues (after sorting) for which selctg is
Nag_TRUE.

12: alpha½n� – Complex Output

On exit: see the description of beta.

13: beta½n� – Complex Output

On exit: alpha½j � 1�=beta½j � 1�, for j ¼ 1; 2; . . . ; n, will be the generalized eigenvalues.
alpha½j � 1�, for j ¼ 1; 2; . . . ;n and beta½j � 1�, for j ¼ 1; 2; . . . ; n, are the diagonals of the
complex Schur form A;Bð Þ output by nag_zgges3 (f08xqc). The beta½j� 1� will be non-negative
real.

Note: the quotients alpha½j� 1�=beta½j� 1� may easily overflow or underflow, and beta½j� 1�
may even be zero. Thus, you should avoid naively computing the ratio �=�. However, alpha will
always be less than and usually comparable with Ak k2 in magnitude, and beta will always be
less than and usually comparable with Bk k2.
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14: vsl½dim� – Complex Output

Note: the dimension, dim, of the array vsl must be at least

max 1;pdvsl� nð Þ when jobvsl ¼ Nag LeftVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsl½ j� 1ð Þ � pdvslþ i� 1� when order ¼ Nag ColMajor;
vsl½ i� 1ð Þ � pdvslþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsl ¼ Nag LeftVecs, vsl will contain the left Schur vectors, Q.

If jobvsl ¼ Nag NotLeftVecs, vsl is not referenced.

15: pdvsl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsl.

Constraints:

if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

16: vsr½dim� – Complex Output

Note: the dimension, dim, of the array vsr must be at least

max 1;pdvsr� nð Þ when jobvsr ¼ Nag RightVecs;
1 otherwise.

The i; jð Þth element of the matrix is stored in

vsr½ j� 1ð Þ � pdvsrþ i� 1� when order ¼ Nag ColMajor;
vsr½ i� 1ð Þ � pdvsrþ j� 1� when order ¼ Nag RowMajor.

On exit: if jobvsr ¼ Nag RightVecs, vsr will contain the right Schur vectors, Z.

If jobvsr ¼ Nag NotRightVecs, vsr is not referenced.

17: pdvsr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vsr.

Constraints:

if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, jobvsl ¼ valueh i, pdvsl ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsl ¼ Nag LeftVecs, pdvsl 	 max 1; nð Þ;
otherwise pdvsl 	 1.

On entry, jobvsr ¼ valueh i, pdvsr ¼ valueh i and n ¼ valueh i.
Constraint: if jobvsr ¼ Nag RightVecs, pdvsr 	 max 1; nð Þ;
otherwise pdvsr 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvsl ¼ valueh i.
Constraint: pdvsl > 0.

On entry, pdvsr ¼ valueh i.
Constraint: pdvsr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_ITERATION_QZ

The QZ iteration did not converge and the matrix pair A;Bð Þ is not in the generalized Schur
form. The computed �i and �i should be correct for i ¼ valueh i; . . . ; valueh i.
The QZ iteration failed with an unexpected error, please contact NAG.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR_REORDER

The eigenvalues could not be reordered because some eigenvalues were too close to separate (the
problem is very ill-conditioned).

NE_SCHUR_REORDER_SELECT

After reordering, roundoff changed values of some complex eigenvalues so that leading
eigenvalues in the generalized Schur form no longer satisfy selctg ¼ Nag TRUE. This could also
be caused by underflow due to scaling.
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7 Accuracy

The computed generalized Schur factorization satisfies

Aþ E ¼ QSZH; Bþ F ¼ QTZH;

where

E;Fð Þk kF ¼ O �ð Þ A;Bð Þk kF
and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details.

8 Parallelism and Performance

nag_zgges3 (f08xqc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgges3 (f08xqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations is proportional to n3.

The real analogue of this function is nag_dgges3 (f08xcc).

10 Example

This example finds the generalized Schur factorization of the matrix pair A;Bð Þ, where

A ¼
�21:10� 22:50i 53:50� 50:50i �34:50þ 127:50i 7:50þ 0:50i
�0:46� 7:78i �3:50� 37:50i �15:50þ 58:50i �10:50� 1:50i
4:30� 5:50i 39:70� 17:10i �68:50þ 12:50i �7:50� 3:50i
5:50þ 4:40i 14:40þ 43:30i �32:50� 46:00i �19:00� 32:50i

0B@
1CA

and

B ¼
1:00� 5:00i 1:60þ 1:20i �3:00þ 0:00i 0:00� 1:00i
0:80� 0:60i 3:00� 5:00i �4:00þ 3:00i �2:40� 3:20i
1:00þ 0:00i 2:40þ 1:80i �4:00� 5:00i 0:00� 3:00i
0:00þ 1:00i �1:80þ 2:40i 0:00� 4:00i 4:00� 5:00i

0B@
1CA:

10.1 Program Text

/* nag_zgges3 (f08xqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagf16.h>
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#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alph, bet, z;
double norma, normb, normd, norme, eps;
Integer i, j, n, sdim, pda, pdb, pdc, pdd, pde, pdvsl, pdvsr;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *c = 0;
Complex *d = 0, *e = 0, *vsl = 0, *vsr = 0;
Nag_LeftVecsType jobvsl;
Nag_RightVecsType jobvsr;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgges3 (f08xqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobvsl = (Nag_LeftVecsType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobvsr = (Nag_RightVecsType) nag_enum_name_to_value(nag_enum_arg);

pdvsl = (jobvsl == Nag_LeftVecs ? n : 1);
pdvsr = (jobvsr == Nag_RightVecs ? n : 1);
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pda = n;
pdb = n;
pdc = n;
pdd = n;
pde = n;
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(c = NAG_ALLOC(n * n, Complex)) ||
!(d = NAG_ALLOC(n * n, Complex)) ||
!(e = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(vsl = NAG_ALLOC(pdvsl * pdvsl, Complex)) ||
!(vsr = NAG_ALLOC(pdvsr * pdvsr, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrices A and B */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Copy A and B to D and E respectively: nag_zge_copy (f16tfc),
* Complex valued general matrix copy.
*/

nag_zge_copy(order, Nag_NoTrans, n, n, a, pda, d, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}
nag_zge_copy(order, Nag_NoTrans, n, n, b, pdb, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}
/* nag_zge_norm (f16uac): Find norms of input matrices A and B. */
nag_zge_norm(order, Nag_OneNorm, n, n, a, pda, &norma, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 4;
goto END;

}
nag_zge_norm(order, Nag_OneNorm, n, n, b, pdb, &normb, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* nag_gen_complx_mat_print_comp (x04dbc): Print matrices A and B. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%6.2f",
"Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 6;
goto END;

}
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, b, pdb, Nag_BracketForm, "%6.2f",
"Matrix B", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

printf("\n");
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 7;
goto END;

}

/* Find the generalized Schur form using nag_zgges3 (f08xqc). */
nag_zgges3(order, jobvsl, jobvsr, Nag_NoSortEigVals, NULLFN, n, a, pda, b,

pdb, &sdim, alpha, beta, vsl, pdvsl, vsr, pdvsr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgges3 (f08xqc).\n%s\n", fail.message);
exit_status = 8;
goto END;

}

/* Check generalized Schur Form by reconstruction of Schur vectors are
* available.
*/

if (jobvsl == Nag_NotLeftVecs || jobvsr == Nag_NotRightVecs) {
/* Cannot check factorization by reconstruction Schur vectors. */
goto END;

}

/* Reconstruct A as Q*S*Z^H and subtract from original (D) using the steps
* C = Q (Q in vsl) using nag_zge_copy (f16tfc).
* C = C*S (S in a, upper triangular) using nag_ztrmm (f16zfc).
* D = D - C*Z^H (Z in vsr) using nag_zgemm (f16zac).
*/

nag_zge_copy(order, Nag_NoTrans, n, n, vsl, pdvsl, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 9;
goto END;

}
alph = nag_complex(1.0, 0.0);
/* nag_ztrmm (f16zfc) Triangular complex matrix-matrix multiply. */
nag_ztrmm(order, Nag_RightSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,

n, alph, a, pda, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 10;
goto END;

}
alph = nag_complex(-1.0, 0.0);
bet = nag_complex(1.0, 0.0);
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nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alph, c, pdc, vsr,
pdvsr, bet, d, pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 11;
goto END;

}

/* Reconstruct B as Q*T*Z^H and subtract from original (E) using the steps
* Q = Q*T (Q in vsl, T in b, upper triangular) using nag_ztrmm (f16zfc).
* E = E - Q*Z^H (Z in vsr) using nag_zgemm (f16zac).
*/

alph = nag_complex(1.0, 0.0);
nag_ztrmm(order, Nag_RightSide, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, n,

n, alph, b, pdb, vsl, pdvsl, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 12;
goto END;

}
alph = nag_complex(-1.0, 0.0);
bet = nag_complex(1.0, 0.0);
nag_zgemm(order, Nag_NoTrans, Nag_ConjTrans, n, n, n, alph, vsl, pdvsl, vsr,

pdvsr, bet, e, pde, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemm (f16zac).\n%s\n", fail.message);
exit_status = 13;
goto END;

}

/* nag_zge_norm (f16uac): Find norms of difference matrices D and E. */
nag_zge_norm(order, Nag_OneNorm, n, n, d, pdd, &normd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 14;
goto END;

}
nag_zge_norm(order, Nag_OneNorm, n, n, e, pde, &norme, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 15;
goto END;

}

/* Get the machine precision, using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
if (MAX(normd, norme) > pow(eps, 0.8) * MAX(norma, normb)) {

printf("The norm of the error in the reconstructed matrices is greater "
"than expected.\nThe Schur factorization has failed.\n");

exit_status = 16;
goto END;

}

/* Print details on eigenvalues */
printf("Generalized eigenvalues are:\n");
for (i = 0; i < n; i++) {

if (beta[i].re != 0.0 || beta[i].im != 0.0) {
z = nag_complex_divide(alpha[i], beta[i]);
printf("%3" NAG_IFMT " (%13.4e, %13.4e)\n", i + 1, z.re, z.im);

}
else

printf("%3" NAG_IFMT " Eigenvalue is infinite\n", i + 1);
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(alpha);
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NAG_FREE(beta);
NAG_FREE(vsl);
NAG_FREE(vsr);

return exit_status;
}

10.2 Program Data

nag_zgges3 (f08xqc) Example Program Data

4 : n

Nag_LeftVecs : jobvsl
Nag_RightVecs : jobvsr

(-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50) : A

( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00) : B

10.3 Program Results

nag_zgges3 (f08xqc) Example Program Results

Matrix A
1 2 3 4

1 (-21.10,-22.50) ( 53.50,-50.50) (-34.50,127.50) ( 7.50, 0.50)
2 ( -0.46, -7.78) ( -3.50,-37.50) (-15.50, 58.50) (-10.50, -1.50)
3 ( 4.30, -5.50) ( 39.70,-17.10) (-68.50, 12.50) ( -7.50, -3.50)
4 ( 5.50, 4.40) ( 14.40, 43.30) (-32.50,-46.00) (-19.00,-32.50)

Matrix B
1 2 3 4

1 ( 1.00, -5.00) ( 1.60, 1.20) ( -3.00, 0.00) ( 0.00, -1.00)
2 ( 0.80, -0.60) ( 3.00, -5.00) ( -4.00, 3.00) ( -2.40, -3.20)
3 ( 1.00, 0.00) ( 2.40, 1.80) ( -4.00, -5.00) ( 0.00, -3.00)
4 ( 0.00, 1.00) ( -1.80, 2.40) ( 0.00, -4.00) ( 4.00, -5.00)

Generalized eigenvalues are:
1 ( 3.0000e+00, -9.0000e+00)
2 ( 2.0000e+00, -5.0000e+00)
3 ( 3.0000e+00, -1.0000e+00)
4 ( 4.0000e+00, -5.0000e+00)
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NAG Library Function Document

nag_zhgeqz (f08xsc)

1 Purpose

nag_zhgeqz (f08xsc) implements the QZ method for finding generalized eigenvalues of the complex
matrix pair A;Bð Þ of order n, which is in the generalized upper Hessenberg form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zhgeqz (Nag_OrderType order, Nag_JobType job,
Nag_ComputeQType compq, Nag_ComputeZType compz, Integer n, Integer ilo,
Integer ihi, Complex a[], Integer pda, Complex b[], Integer pdb,
Complex alpha[], Complex beta[], Complex q[], Integer pdq, Complex z[],
Integer pdz, NagError *fail)

3 Description

nag_zhgeqz (f08xsc) implements a single-shift version of the QZ method for finding the generalized
eigenvalues of the complex matrix pair A;Bð Þ which is in the generalized upper Hessenberg form. If
the matrix pair A;Bð Þ is not in the generalized upper Hessenberg form, then the function nag_zgghrd
(f08wsc) should be called before invoking nag_zhgeqz (f08xsc).

This problem is mathematically equivalent to solving the matrix equation

det A� �Bð Þ ¼ 0:

Note that, to avoid underflow, overflow and other arithmetic problems, the generalized eigenvalues �j
are never computed explicitly by this function but defined as ratios between two computed values, �j
and �j:

�j ¼ �j=�j:
The arguments �j, in general, are finite complex values and �j are finite real non-negative values.

If desired, the matrix pair A;Bð Þ may be reduced to generalized Schur form. That is, the transformed
matrices A and B are upper triangular and the diagonal values of A and B provide � and �.

The argument job specifies two options. If job ¼ Nag Schur then the matrix pair A;Bð Þ is
simultaneously reduced to Schur form by applying one unitary transformation (usually called Q) on
the left and another (usually called Z) on the right. That is,

A QHAZ
B QHBZ

If job ¼ Nag EigVals, then at each iteration the same transformations are computed but they are only
applied to those parts of A and B which are needed to compute � and �. This option could be used if
generalized eigenvalues are required but not generalized eigenvectors.

If job ¼ Nag Schur and compq ¼ Nag AccumulateQ or Nag InitQ, and compz ¼ Nag AccumulateZ or
Nag InitZ, then the unitary transformations used to reduce the pair A;Bð Þ are accumulated into the
input arrays q and z. If generalized eigenvectors are required then job must be set to job ¼ Nag Schur
and if left (right) generalized eigenvectors are to be computed then compq (compz) must be set to
compq ¼ Nag AccumulateQ or Nag InitQ rather than compq ¼ Nag NotQ.

If compq ¼ Nag InitQ, then eigenvectors are accumulated on the identity matrix and on exit the array q
contains the left eigenvector matrix Q. However, if compq ¼ Nag AccumulateQ then the
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transformations are accumulated in the user-supplied matrix Q0 in array q on entry and thus on exit q
contains the matrix product QQ0. A similar convention is used for compz.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256

Stewart G W and Sun J-G (1990) Matrix Perturbation Theory Academic Press, London

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: specifies the operations to be performed on A;Bð Þ.
job ¼ Nag EigVals

The matrix pair A;Bð Þ on exit might not be in the generalized Schur form.

job ¼ Nag Schur
The matrix pair A;Bð Þ on exit will be in the generalized Schur form.

Constraint: job ¼ Nag EigVals or Nag Schur.

3: compq – Nag_ComputeQType Input

On entry: specifies the operations to be performed on Q:

compq ¼ Nag NotQ
The array q is unchanged.

compq ¼ Nag AccumulateQ
The left transformation Q is accumulated on the array q.

compq ¼ Nag InitQ
The array q is initialized to the identity matrix before the left transformation Q is
accumulated in q.

Constraint: compq ¼ Nag NotQ, Nag AccumulateQ or Nag InitQ.

4: compz – Nag_ComputeZType Input

On entry: specifies the operations to be performed on Z.

compz ¼ Nag NotZ
The array z is unchanged.

compz ¼ Nag AccumulateZ
The right transformation Z is accumulated on the array z.
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compz ¼ Nag InitZ
The array z is initialized to the identity matrix before the right transformation Z is
accumulated in z.

Constraint: compz ¼ Nag NotZ, Nag AccumulateZ or Nag InitZ.

5: n – Integer Input

On entry: n, the order of the matrices A, B, Q and Z.

Constraint: n 	 0.

6: ilo – Integer Input
7: ihi – Integer Input

On entry: the indices ilo and ihi, respectively which define the upper triangular parts of A. The
submatrices A 1 : ilo � 1; 1 : ilo � 1ð Þ and A ihi þ 1 : n; ihi þ 1 : nð Þ are then upper triangular.
These arguments are provided by nag_zggbal (f08wvc) if the matrix pair was previously
balanced; otherwise, ilo ¼ 1 and ihi ¼ n.

Constraints:

if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

8: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper Hessenberg matrix A. The elements below the first subdiagonal must
be set to zero.

On exit: if job ¼ Nag Schur, the matrix pair A;Bð Þ will be simultaneously reduced to
generalized Schur form.

If job ¼ Nag EigVals, the 1 by 1 and 2 by 2 diagonal blocks of the matrix pair A;Bð Þ will give
generalized eigenvalues but the remaining elements will be irrelevant.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

10: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n upper triangular matrix B. The elements below the diagonal must be zero.

On exit: if job ¼ Nag Schur, the matrix pair A;Bð Þ will be simultaneously reduced to
generalized Schur form.

If job ¼ Nag EigVals, the 1 by 1 and 2 by 2 diagonal blocks of the matrix pair A;Bð Þ will give
generalized eigenvalues but the remaining elements will be irrelevant.
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11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

12: alpha½n� – Complex Output

On exit: �j , for j ¼ 1; 2; . . . ; n.

13: beta½n� – Complex Output

On exit: �j , for j ¼ 1; 2; . . . ; n.

14: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when compq ¼ Nag AccumulateQ or Nag InitQ;
1 when compq ¼ Nag NotQ.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if compq ¼ Nag AccumulateQ, the matrix Q0. The matrix Q0 is usually the matrix Q
returned by nag_zgghrd (f08wsc).

If compq ¼ Nag NotQ, q is not referenced.

On exit: if compq ¼ Nag AccumulateQ, q contains the matrix product QQ0.

If compq ¼ Nag InitQ, q contains the transformation matrix Q.

15: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if order ¼ Nag ColMajor,

if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 n;
if compq ¼ Nag NotQ, pdq 	 1.;

if order ¼ Nag RowMajor,

if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1..

16: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when compz ¼ Nag AccumulateZ or Nag InitZ;
1 when compz ¼ Nag NotZ.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if compz ¼ Nag AccumulateZ, the matrix Z0. The matrix Z0 is usually the matrix Z
returned by nag_zgghrd (f08wsc).

If compz ¼ Nag NotZ, z is not referenced.

On exit: if compz ¼ Nag AccumulateZ, z contains the matrix product ZZ0.
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If compz ¼ Nag InitZ, z contains the transformation matrix Z.

17: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor,

if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 n;
if compz ¼ Nag NotZ, pdz 	 1.;

if order ¼ Nag RowMajor,

if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1..

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, compq ¼ valueh i, pdq ¼ valueh i, n ¼ valueh i.
Constraint: if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 max 1; nð Þ;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if compq ¼ Nag AccumulateQ or Nag InitQ, pdq 	 n;
if compq ¼ Nag NotQ, pdq 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i, n ¼ valueh i.
Constraint: if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 max 1;nð Þ;
if compz ¼ Nag NotZ, pdz 	 1.

On entry, compz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if compz ¼ Nag AccumulateZ or Nag InitZ, pdz 	 n;
if compz ¼ Nag NotZ, pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.
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On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, n ¼ valueh i, ilo ¼ valueh i and ihi ¼ valueh i.
Constraint: if n > 0, 1 � ilo � ihi � n;
if n ¼ 0, ilo ¼ 1 and ihi ¼ 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

An unexpected Library error has occurred.

NE_ITERATION_QZ

The QZ iteration did not converge and the matrix pair A;Bð Þ is not in the generalized Schur
form. The computed �i and �i should be correct for i ¼ valueh i; . . . ; valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR

The computation of shifts failed and the matrix pair A;Bð Þ is not in the generalized Schur form.
The computed �i and �i should be correct for i ¼ valueh i; . . . ; valueh i.

7 Accuracy

Please consult Section 4.11 of the LAPACK Users' Guide (see Anderson et al. (1999)) and Chapter 6 of
Stewart and Sun (1990), for more information.

8 Parallelism and Performance

nag_zhgeqz (f08xsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_zhgeqz (f08xsc) is the fifth step in the solution of the complex generalized eigenvalue problem and
is called after nag_zgghrd (f08wsc).

The number of floating-point operations taken by this function is proportional to n3.
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The real analogue of this function is nag_dhgeqz (f08xec).

10 Example

This example computes the � and � arguments, which defines the generalized eigenvalues, of the
matrix pair A;Bð Þ given by

A ¼
1:0þ 3:0i 1:0þ 4:0i 1:0þ 5:0i 1:0þ 6:0i
2:0þ 2:0i 4:0þ 3:0i 8:0þ 4:0i 16:0þ 5:0i
3:0þ 1:0i 9:0þ 2:0i 27:0þ 3:0i 81:0þ 4:0i
4:0þ 0:0i 16:0þ 1:0i 64:0þ 2:0i 256:0þ 3:0i

0B@
1CA

and

B ¼
1:0þ 0:0i 2:0þ 1:0i 3:0þ 2:0i 4:0þ 3:0i
1:0þ 1:0i 4:0þ 2:0i 9:0þ 3:0i 16:0þ 4:0i
1:0þ 2:0i 8:0þ 3:0i 27:0þ 4:0i 64:0þ 5:0i
1:0þ 3:0i 16:0þ 4:0i 81:0þ 5:0i 256:0þ 6:0i

0B@
1CA:

This requires calls to five functions: nag_zggbal (f08wvc) to balance the matrix, nag_zgeqrf (f08asc) to
perform the QR factorization of B, nag_zunmqr (f08auc) to apply Q to A, nag_zgghrd (f08wsc) to
reduce the matrix pair to the generalized Hessenberg form and nag_zhgeqz (f08xsc) to compute the
eigenvalues using the QZ algorithm.

10.1 Program Text

/* nag_zhgeqz (f08xsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagm01.h>
#include <nagf08.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b);
static Integer sort_values (Integer n, Complex alpha[], Complex beta[],

Complex e[], size_t rank[], double emod[]);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer i, ihi, ilo, irows, j, n, pda, pdb, ninf;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *q = 0, *tau = 0;
Complex *z = 0, *e = 0;
double *lscale = 0, *rscale = 0, *emod = 0;
size_t *rank = 0;

/* Nag Types */
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NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhgeqz (f08xsc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdb = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(q = NAG_ALLOC(1 * 1, Complex)) ||
!(tau = NAG_ALLOC(n, Complex)) ||
!(lscale = NAG_ALLOC(n, double)) ||
!(rscale = NAG_ALLOC(n, double)) ||
!(rank = NAG_ALLOC(n, size_t)) ||
!(emod = NAG_ALLOC(n, double)) ||
!(e = NAG_ALLOC(n, Complex)) ||
!(z = NAG_ALLOC(1 * 1, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* READ matrix A from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf, %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf, %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* READ matrix B from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf, %lf ) ", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf, %lf ) ", &B(i, j).re, &B(i, j).im);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Balance matrix pair (A,B) */
/* nag_zggbal (f08wvc).
* Balance a pair of complex general matrices
*/

nag_zggbal(order, Nag_DoBoth, n, a, pda, b, pdb, &ilo, &ihi, lscale,
rscale, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggbal (f08wvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Matrix A after balancing */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A after balancing",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
printf("\n");

/* Matrix B after balancing */
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, b, pdb, Nag_BracketForm, "%7.4f",
"Matrix B after balancing",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}
printf("\n");

/* Reduce B to triangular form using QR */
irows = ihi + 1 - ilo;
/* nag_zgeqrf (f08asc).
* QR factorization of complex general rectangular matrix
*/

nag_zgeqrf(order, irows, irows, &B(ilo, ilo), pdb, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqrf (f08asc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

/* Apply the orthogonal transformation to matrix A */
/* nag_zunmqr (f08auc).
* Apply unitary transformation determined by nag_zgeqrf
* (f08asc) or nag_zgeqpf (f08bsc)
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, irows, irows, irows,
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&B(ilo, ilo), pdb, tau, &A(ilo, ilo), pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

/* Compute the generalized Hessenberg form of (A,B) */
/* nag_zgghd3 (f08wtc).
* Unitary reduction of a pair of complex general matrices
* to generalized upper Hessenberg form
*/

nag_zgghd3(order, Nag_NotQ, Nag_NotZ, irows, 1, irows, &A(ilo, ilo),
pda, &B(ilo, ilo), pdb, q, 1, z, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgghd3 (f08wtc).\n%s\n", fail.message);
exit_status = 6;
goto END;

}

/* Matrix A in generalized Hessenberg form */
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.3f",
"Matrix A in Hessenberg form",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 7;
goto END;

}
printf("\n");
/* Matrix B in generalized Hessenberg form */
/* nag_gen_complx_mat_print_comp (x04dbc), see above. */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, b, pdb, Nag_BracketForm, "%7.3f",
"Matrix B is triangular",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 8;
goto END;

}

/* Compute the generalized Schur form */
/* nag_zhgeqz (f08xsc).
* Eigenvalues and generalized Schur factorization of
* complex generalized upper Hessenberg form reduced from a
* pair of complex general matrices
*/

nag_zhgeqz(order, Nag_EigVals, Nag_NotQ, Nag_NotZ, n, ilo, ihi, a,
pda, b, pdb, alpha, beta, q, 1, z, 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhgeqz (f08xsc).\n%s\n", fail.message);
exit_status = 9;
goto END;

}

/* Print the generalized eigenvalues */
printf("\n Generalized eigenvalues\n");
ninf = 0;
for (i = 0; i < n; ++i) {

if (beta[i].re == 0.0) {
ninf = ninf + 1;
printf(" %4" NAG_IFMT " Infinite eigenvalue\n", i + 1);
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}
}
if (ninf==0) {

/* Sort values by decreasing modulus and store in e[] */
exit_status=sort_values (n, alpha, beta, e, rank, emod);
for (i = 0; i < n; ++i) {

printf(" %4" NAG_IFMT " (%7.3f,%7.3f)\n", i + 1, e[i].re, e[i].im);
}

}
END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(lscale);
NAG_FREE(q);
NAG_FREE(rank);
NAG_FREE(rscale);
NAG_FREE(tau);
NAG_FREE(e);
NAG_FREE(emod);
NAG_FREE(z);

return exit_status;
}
static Integer sort_values (Integer n, Complex alpha[], Complex beta[],

Complex e[], size_t rank[], double emod[])
{

Integer i, exit_status = 0;
NagError fail;

INIT_FAIL(fail);

for (i = 0; i < n; ++i) {
/* nag_complex_divide (a02cdc): Quotient of two complex numbers;
* nag_complex_abs (a02ddc): Moduli of complex number.
*/

e[i] = nag_complex_divide(alpha[i], beta[i]);
emod[i] = nag_complex_abs(e[i]);

}
/* Rank sort eigenvalues by absolute values using
* nag_rank_sort (m01dsc).
*/

nag_rank_sort((Pointer) emod, (size_t) n, (ptrdiff_t) (sizeof(double)),
compare, Nag_Descending, rank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_sort (m01dsc).\n%s\n", fail.message);
exit_status = 10;
goto END;

}
/* Turn ranks into indices using nag_make_indices (m01zac). */
nag_make_indices(rank, (size_t) n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_make_indices (m01zac).\n%s\n", fail.message);
exit_status = 11;
goto END;

}
/* Sort eigenvalues using nag_reorder_vector (m01esc). */
nag_reorder_vector((Pointer) e, (size_t) n, sizeof(Complex),

(ptrdiff_t) sizeof(Complex), rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
exit_status = 12;
goto END;

}
END:
return exit_status;

}
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static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b)
{

double x = *((const double *) a) - *((const double *) b);
return (x < 0.0 ? -1 : (x == 0.0 ? 0 : 1));

}

10.2 Program Data

nag_zhgeqz (f08xsc) Example Program Data
4 :Value of N

( 1.00, 3.00) ( 1.00, 4.00) ( 1.00, 5.00) ( 1.00, 6.00)
( 2.00, 2.00) ( 4.00, 3.00) ( 8.00, 4.00) ( 16.00, 5.00)
( 3.00, 1.00) ( 9.00, 2.00) ( 27.00, 3.00) ( 81.00, 4.00)
( 4.00, 0.00) ( 16.00, 1.00) ( 64.00, 2.00) (256.00, 3.00) :End of matrix A
( 1.00, 0.00) ( 2.00, 1.00) ( 3.00, 2.00) ( 4.00, 3.00)
( 1.00, 1.00) ( 4.00, 2.00) ( 9.00, 3.00) ( 16.00, 4.00)
( 1.00, 2.00) ( 8.00, 3.00) ( 27.00, 4.00) ( 64.00, 5.00)
( 1.00, 3.00) ( 16.00, 4.00) ( 81.00, 5.00) (256.00, 6.00) :End of matrix B

10.3 Program Results

nag_zhgeqz (f08xsc) Example Program Results

Matrix A after balancing
1 2 3 4

1 ( 1.0000, 3.0000) ( 1.0000, 4.0000) ( 0.1000, 0.5000) ( 0.1000, 0.6000)
2 ( 2.0000, 2.0000) ( 4.0000, 3.0000) ( 0.8000, 0.4000) ( 1.6000, 0.5000)
3 ( 0.3000, 0.1000) ( 0.9000, 0.2000) ( 0.2700, 0.0300) ( 0.8100, 0.0400)
4 ( 0.4000, 0.0000) ( 1.6000, 0.1000) ( 0.6400, 0.0200) ( 2.5600, 0.0300)

Matrix B after balancing
1 2 3 4

1 ( 1.0000, 0.0000) ( 2.0000, 1.0000) ( 0.3000, 0.2000) ( 0.4000, 0.3000)
2 ( 1.0000, 1.0000) ( 4.0000, 2.0000) ( 0.9000, 0.3000) ( 1.6000, 0.4000)
3 ( 0.1000, 0.2000) ( 0.8000, 0.3000) ( 0.2700, 0.0400) ( 0.6400, 0.0500)
4 ( 0.1000, 0.3000) ( 1.6000, 0.4000) ( 0.8100, 0.0500) ( 2.5600, 0.0600)

Matrix A in Hessenberg form
1 2 3 4

1 ( -2.868, -1.595) ( -0.809, -0.328) ( -4.900, -0.987) ( -0.048, 1.163)
2 ( -2.672, 0.595) ( -0.790, 0.049) ( -4.955, -0.163) ( -0.439, -0.574)
3 ( 0.000, 0.000) ( -0.098, -0.011) ( -1.168, -0.137) ( -1.756, -0.205)
4 ( 0.000, 0.000) ( 0.000, 0.000) ( 0.087, 0.004) ( 0.032, 0.001)

Matrix B is triangular
1 2 3 4

1 ( -1.775, 0.000) ( -0.721, 0.043) ( -5.021, 1.190) ( -0.145, 0.726)
2 ( 0.000, 0.000) ( -0.218, 0.035) ( -2.541, -0.146) ( -0.823, -0.418)
3 ( 0.000, 0.000) ( 0.000, 0.000) ( -1.396, -0.163) ( -1.747, -0.204)
4 ( 0.000, 0.000) ( 0.000, 0.000) ( 0.000, 0.000) ( -0.100, -0.004)

Generalized eigenvalues
1 ( -0.635, 1.653)
2 ( 0.493, 0.910)
3 ( 0.458, -0.843)
4 ( 0.674, -0.050)
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NAG Library Function Document

nag_dtgsja (f08yec)

1 Purpose

nag_dtgsja (f08yec) computes the generalized singular value decomposition (GSVD) of two real upper
trapezoidal matrices A and B, where A is an m by n matrix and B is a p by n matrix.

A and B are assumed to be in the form returned by nag_dggsvp (f08vec) or nag_dggsvp3 (f08vgc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtgsja (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer p,
Integer n, Integer k, Integer l, double a[], Integer pda, double b[],
Integer pdb, double tola, double tolb, double alpha[], double beta[],
double u[], Integer pdu, double v[], Integer pdv, double q[],
Integer pdq, Integer *ncycle, NagError *fail)

3 Description

nag_dtgsja (f08yec) computes the GSVD of the matrices A and B which are assumed to have the form
as returned by nag_dggsvp (f08vec) or nag_dggsvp3 (f08vgc)

A ¼

1CCCCA
0BBBB@
n� k� l k l

k 0 A12 A13

l 0 0 A23

m� k� l 0 0 0

; if m� k� l 	 0;

1CA
0B@
n� k� l k l

k 0 A12 A13

m� k 0 0 A23

; if m� k� l < 0;

8>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>:

B ¼

1CA
0B@
n� k� l k l

l 0 0 B13

p� l 0 0 0

;

where the k by k matrix A12 and the l by l matrix B13 are nonsingular upper triangular, A23 is l by l
upper triangular if m� k� l 	 0 and is m� kð Þ by l upper trapezoidal otherwise.
nag_dtgsja (f08yec) computes orthogonal matrices Q, U and V , diagonal matrices D1 and D2, and an
upper triangular matrix R such that

UTAQ ¼ D1 0 R
� �

; V TBQ ¼ D2 0 R
� �

:

Optionally Q, U and V may or may not be computed, or they may be premultiplied by matrices Q1, U1

and V1 respectively.
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If m� k� lð Þ 	 0 then D1, D2 and R have the form

D1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0
;

D2 ¼
�� k l

l 0 S
p� l 0 0

;

R ¼
�� k l

k R11 R12
l 0 R22

;

where C ¼ diag �kþ1; ; ; . . . ; ; ; �kþlð Þ; S ¼ diag �kþ1; ; ; . . . ; ; ; �kþlð Þ.
If m� k� lð Þ < 0 then D1, D2 and R have the form

D1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

;

D2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0
;

R ¼

1A0@
k m� k kþ l�m

k R11 R12 R13
m� k 0 R22 R23

kþ l�m 0 0 R33

;

where C ¼ diag �kþ1; ; ; . . . ; ; ; �mð Þ; S ¼ diag �kþ1; ; ; . . . ; ; ; �mð Þ.
In both cases the diagonal matrix C has non-negative diagonal elements, the diagonal matrix S has
positive diagonal elements, so that S is nonsingular, and C2 þ S2 ¼ 1. See Section 2.3.5.3 of Anderson
et al. (1999) for further information.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, u must contain an orthogonal matrix U1 on entry, and the product
U1U is returned.
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If jobu ¼ Nag InitU, u is initialized to the unit matrix, and the orthogonal matrix U is returned.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU, Nag InitU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, v must contain an orthogonal matrix V1 on entry, and the
product V1V is returned.

If jobv ¼ Nag InitV, v is initialized to the unit matrix, and the orthogonal matrix V is returned.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV, Nag InitV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, q must contain an orthogonal matrix Q1 on entry, and the
product Q1Q is returned.

If jobq ¼ Nag InitQ, q is initialized to the unit matrix, and the orthogonal matrix Q is returned.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ, Nag InitQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

8: k – Integer Input
9: l – Integer Input

On entry: k and l specify the sizes, k and l, of the subblocks of A and B, whose GSVD is to be
computed by nag_dtgsja (f08yec).

10: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m� k� l 	 0, A 1 : kþ l; n� k� lþ 1 : nð Þ contains the kþ lð Þ by kþ lð Þ upper
triangular matrix R.
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If m� k� l < 0, A 1 : m;n� k� lþ 1 : nð Þ contains the first m rows of the kþ lð Þ by kþ lð Þ
u p p e r t r i a n g u l a r m a t r i x R, a n d t h e s u bm a t r i x R33 i s r e t u r n e d i n
B m� kþ 1 : l; nþm� k� lþ 1 : nð Þ.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: if m� k� l < 0, B m� kþ 1 : l; nþm� k� lþ 1 : nð Þ contains the submatrix R33 of
R.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

14: tola – double Input
15: tolb – double Input

On entry: tola and tolb are the convergence criteria for the Jacobi–Kogbetliantz iteration
procedure. Generally, they should be the same as used in the preprocessing step performed by
nag_dggsvp (f08vec) or nag_dggsvp3 (f08vgc), say

tola ¼ max m; nð Þ Ak k�;
tolb ¼ max p; nð Þ Bk k�;

where � is the machine precision.

16: alpha½n� – double Output

On exit: see the description of beta.

17: beta½n� – double Output

On exit: alpha and beta contain the generalized singular value pairs of A and B;

alpha½i� ¼ 1, beta½i� ¼ 0, for i ¼ 0; 1; . . . ; k� 1, and

if m� k� l 	 0, alpha½i� ¼ �i, beta½i� ¼ �i, for i ¼ k; . . . ; kþ l� 1, or

if m� k� l < 0, alpha½i� ¼ �i, beta½i� ¼ �i, for i ¼ k; . . . ;m� 1 and alpha½i� ¼ 0,
beta½i� ¼ 1, for i ¼ m; . . . ; kþ l� 1.
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Furthermore, if kþ l < n, alpha½i� ¼ beta½i� ¼ 0, for i ¼ kþ l; . . . ; n� 1.

18: u½dim� – double Input/Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU or Nag InitU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobu ¼ Nag AllU, u must contain an m by m matrix U1 (usually the orthogonal
matrix returned by nag_dggsvp (f08vec) or nag_dggsvp3 (f08vgc)).

On exit: if jobu ¼ Nag AllU, u contains the product U1U .

If jobu ¼ Nag InitU, u contains the orthogonal matrix U .

If jobu ¼ Nag NotU, u is not referenced.

19: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU or Nag InitU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

20: v½dim� – double Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV or Nag InitV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobv ¼ Nag ComputeV, v must contain an p by p matrix V1 (usually the orthogonal
matrix returned by nag_dggsvp (f08vec) or nag_dggsvp3 (f08vgc)).

On exit: if jobv ¼ Nag InitV, v contains the orthogonal matrix V .

If jobv ¼ Nag ComputeV, v contains the product V1V .

If jobv ¼ Nag NotV, v is not referenced.

21: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV or Nag InitV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

22: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ or Nag InitQ;
1 otherwise.
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The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobq ¼ Nag ComputeQ, q must contain an n by n matrix Q1 (usually the orthogonal
matrix returned by nag_dggsvp (f08vec) or nag_dggsvp3 (f08vgc)).

On exit: if jobq ¼ Nag InitQ, q contains the orthogonal matrix Q.

If jobq ¼ Nag ComputeQ, q contains the product Q1Q.

If jobq ¼ Nag NotQ, q is not referenced.

23: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ or Nag InitQ, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

24: ncycle – Integer * Output

On exit: the number of cycles required for convergence.

25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The procedure does not converge after 40 cycles.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ or Nag InitQ, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU or Nag InitU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV or Nag InitV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized singular value decomposition is nearly the exact generalized singular value
decomposition for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where

Ek k2 ¼ O � Ak k2 and Fk k2 ¼ O � Bk k2;

and � is the machine precision. See Section 4.12 of Anderson et al. (1999) for further details.
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8 Parallelism and Performance

nag_dtgsja (f08yec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_ztgsja (f08ysc).

10 Example

This example finds the generalized singular value decomposition

A ¼ U�1 0 R
� �

QT; B ¼ V�2 0 R
� �

QT;

of the matrix pair A;Bð Þ, where

A ¼
1 2 3
3 2 1
4 5 6
7 8 8

0B@
1CA and B ¼ �2 �3 3

4 6 5

� �
:

10.1 Program Text

/* nag_dtgsja (f08yec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagx02.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double norma, normb, eps, tola, tolb;
Integer i, irank, j, k, l, m, n, ncycle, p, pda, pdb, pdq, pdu, pdv;
Integer printq, printr, printu, printv, vsize;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *alpha = 0, *b = 0, *beta = 0, *q = 0, *u = 0, *v = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_ComputeUType jobu;
Nag_ComputeVType jobv;
Nag_ComputeQType jobq;
Nag_MatrixType genmat = Nag_GeneralMatrix, upmat = Nag_UpperMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
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Nag_LabelType intlab = Nag_IntegerLabels;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtgsja (f08yec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (m < 0 || n < 0 || p < 0) {
printf("Invalid m, n or p\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobu = (Nag_ComputeUType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobv = (Nag_ComputeVType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobq = (Nag_ComputeQType) nag_enum_name_to_value(nag_enum_arg);

pdu = (jobu != Nag_NotU ? m : 1);
pdv = (jobv != Nag_NotV ? p : 1);
pdq = (jobq != Nag_NotQ ? n : 1);
vsize = (jobv != Nag_NotV ? p * m : 1);

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;

#else
pda = n;
pdb = n;

#endif

/* Read in 0s or 1s to determine whether matrices U, V, Q or R are to be
* printed.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
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&printu, &printv, &printq, &printr);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&printu, &printv, &printq, &printr);

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(p * n, double)) ||
!(alpha = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(q = NAG_ALLOC(pdq * pdq, double)) ||
!(u = NAG_ALLOC(pdu * pdu, double)) || !(v = NAG_ALLOC(vsize, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

nag_dge_norm(order, Nag_FrobeniusNorm, m, n, a, pda, &norma, &fail);
nag_dge_norm(order, Nag_FrobeniusNorm, p, n, b, pdb, &normb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute tola and tolb using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
tola = MAX(m, n) * norma * eps;
tolb = MAX(p, n) * normb * eps;

/* Preprocess step:
* compute transformations to reduce (A, B) to upper triangular form
* (A = U1*S*(Q1^T), B = V1*T*(Q1^T))
* using nag_dggsvp (f08vec).
*/

nag_dggsvp(order, jobu, jobv, jobq, m, p, n, a, pda, b, pdb, tola, tolb, &k,
&l, u, pdu, v, pdv, q, pdq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggsvp (f08vec).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* Compute the generalized singular value decomposition of preprocessed (A,B)
* (A = U*D1*(0 R)*(Q^T), B = V*D2*(0 R)*(Q^T))
* using nag_dtgsja (f08yec). */

nag_dtgsja(order, jobu, jobv, jobq, m, p, n, k, l, a, pda, b, pdb, tola,
tolb, alpha, beta, u, pdu, v, pdv, q, pdq, &ncycle, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgsja (f08yec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the generalized singular value pairs alpha, beta */
irank = MIN(k + l, m);
printf("Number of infinite generalized singular values (k): %5" NAG_IFMT

"\n", k);
printf("Number of finite generalized singular values (l): %5" NAG_IFMT

"\n", l);
printf("Effective Numerical rank of ( A^T B^T)^T (k+l): %5" NAG_IFMT

"\n", irank);
printf("\nFinite generalized singular values:\n");

for (j = k; j < irank; ++j)
printf("%45s%12.4e\n", "", alpha[j] / beta[j]);

printf("\nNumber of cycles of the Kogbetliantz method: %12" NAG_IFMT "\n\n",
ncycle);

if (printu && jobu != Nag_NotU) {
fflush(stdout);
nag_gen_real_mat_print_comp(order, genmat, diag, m, m, u, pdu, "%13.4e",

"Orthogonal matrix U", intlab, NULL, intlab,
NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

printf("\n");
}
if (printv && jobv != Nag_NotV) {

fflush(stdout);
nag_gen_real_mat_print_comp(order, genmat, diag, p, p, v, pdv, "%13.4e",

"Orthogonal matrix V", intlab, NULL, intlab,
NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

printf("\n");
}
if (printq && jobq != Nag_NotQ) {

fflush(stdout);
nag_gen_real_mat_print_comp(order, genmat, diag, n, n, q, pdq, "%13.4e",

"Orthogonal matrix Q", intlab, NULL, intlab,
NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

printf("\n");
}
if (printr) {

fflush(stdout);
nag_gen_real_mat_print_comp(order, upmat, diag, irank, irank,

&A(1, n - irank + 1), pda, "%13.4e",
"Nonsingular upper triangular matrix R",
intlab, NULL, intlab, NULL, 80, 0, NULL,
&fail);

}
PRINTERR:

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}
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END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_dtgsja (f08yec) Example Program Data

4 3 2 : m, n and p

Nag_AllU : jobu
Nag_ComputeV : jobv
Nag_ComputeQ : jobq

0 0 0 0 : printing u, v, q, r?

1.0 2.0 3.0
3.0 2.0 1.0
4.0 5.0 6.0
7.0 8.0 8.0 : matrix A

-2.0 -3.0 3.0
4.0 6.0 5.0 : matrix B

10.3 Program Results

nag_dtgsja (f08yec) Example Program Results

Number of infinite generalized singular values (k): 1
Number of finite generalized singular values (l): 2
Effective Numerical rank of ( A^T B^T)^T (k+l): 3

Finite generalized singular values:
1.3151e+00
8.0185e-02

Number of cycles of the Kogbetliantz method: 2
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NAG Library Function Document

nag_dtgexc (f08yfc)

1 Purpose

nag_dtgexc (f08yfc) reorders the generalized Schur factorization of a matrix pair in real generalized
Schur form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtgexc (Nag_OrderType order, Nag_Boolean wantq, Nag_Boolean wantz,
Integer n, double a[], Integer pda, double b[], Integer pdb, double q[],
Integer pdq, double z[], Integer pdz, Integer *ifst, Integer *ilst,
NagError *fail)

3 Description

nag_dtgexc (f08yfc) reorders the generalized real n by n matrix pair S; Tð Þ in real generalized Schur
form, so that the diagonal element or block of S; Tð Þ with row index i1 is moved to row i2, using an
orthogonal equivalence transformation. That is, S and T are factorized as

S ¼ Q̂ŜẐT; T ¼ Q̂T̂ ẐT;

where Ŝ; T̂
� �

are also in real generalized Schur form.

The pair S; Tð Þ are in real generalized Schur form if S is block upper triangular with 1 by 1 and 2 by 2
diagonal blocks and T is upper triangular as returned, for example, by nag_dgges (f08xac), or
nag_dhgeqz (f08xec) with job ¼ Nag Schur.

If S and T are the result of a generalized Schur factorization of a matrix pair A;Bð Þ

A ¼ QSZT; B ¼ QTZT

then, optionally, the matrices Q and Z can be updated as QQ̂ and ZẐ.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: wantq – Nag_Boolean Input

On entry: if wantq ¼ Nag TRUE, update the left transformation matrix Q.

If wantq ¼ Nag FALSE, do not update Q.

3: wantz – Nag_Boolean Input

On entry: if wantz ¼ Nag TRUE, update the right transformation matrix Z.

If wantz ¼ Nag FALSE, do not update Z.

4: n – Integer Input

On entry: n, the order of the matrices S and T .

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix S in the pair S; Tð Þ.

On exit: the updated matrix Ŝ.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix T , in the pair S; Tð Þ.

On exit: the updated matrix T̂

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

9: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when wantq ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.
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On entry: if wantq ¼ Nag TRUE, the orthogonal matrix Q.

On exit: if wantq ¼ Nag TRUE, the updated matrix QQ̂.

If wantq ¼ Nag FALSE, q is not referenced.

10: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if wantq ¼ Nag TRUE, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

11: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when wantz ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantz ¼ Nag TRUE, the orthogonal matrix Z.

On exit: if wantz ¼ Nag TRUE, the updated matrix ZẐ.

If wantz ¼ Nag FALSE, z is not referenced.

12: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

13: ifst – Integer * Input/Output
14: ilst – Integer * Input/Output

On entry: the indices i1 and i2 that specify the reordering of the diagonal blocks of S; Tð Þ. The
block with row index ifst is moved to row ilst, by a sequence of swapping between adjacent
blocks.

On exit: if ifst pointed on entry to the second row of a 2 by 2 block, it is changed to point to the
first row; ilst always points to the first row of the block in its final position (which may differ
from its input value by þ1 or �1).
Constraint: 1 � ifst � n and 1 � ilst � n.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, wantq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if wantq ¼ Nag TRUE, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, wantz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, ifst ¼ valueh i, ilst ¼ valueh i and n ¼ valueh i.
Constraint: 1 � ifst � n and 1 � ilst � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SCHUR

The transformed matrix pair would be too far from generalized Schur form; the problem is ill-
conditioned. S; Tð Þ may have been partially reordered, and ilst points to the first row of the
current position of the block being moved.

7 Accuracy

The computed generalized Schur form is nearly the exact generalized Schur form for nearby matrices
S þ Eð Þ and T þ Fð Þ, where

Ek k2 ¼ O � Sk k2 and Fk k2 ¼ O � Tk k2;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details of error
bounds for the generalized nonsymmetric eigenproblem.

8 Parallelism and Performance

nag_dtgexc (f08yfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_ztgexc (f08ytc).

10 Example

This example exchanges blocks 2 and 1 of the matrix pair S; Tð Þ, where

S ¼
4:0 1:0 1:0 2:0
0 3:0 4:0 1:0
0 1:0 3:0 1:0
0 0 0 6:0

0B@
1CA and T ¼

2:0 1:0 1:0 3:0
0 1:0 2:0 1:0
0 0 1:0 1:0
0 0 0 2:0

0B@
1CA:

10.1 Program Text

/* nag_dtgexc (f08yfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer i, ifst, ilst, j, n, pdq, pds;
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Integer pdt, pdz, exit_status = 0;
/* Arrays */
double *q = 0, *s = 0, *t = 0, *z = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean wantq, wantz;

#ifdef NAG_COLUMN_MAJOR
#define S(I, J) s[(J-1)*pds + I - 1]
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define S(I, J) s[(I-1)*pds + J - 1]
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtgexc (f08yfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wantq = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

wantz = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

pds = n;
pdt = n;

pdq = (wantq ? n : 1);
pdz = (wantz ? n : 1);

/* Allocate memory */
if (!(s = NAG_ALLOC(n * n, double)) ||

!(t = NAG_ALLOC(n * n, double)) ||
!(q = NAG_ALLOC(pdq * pdq, double)) ||
!(z = NAG_ALLOC(pdz * pdz, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;
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}

/* Read S and T from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &S(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &S(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &T(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &T(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Initialize Q an Z to identity matrices using nag_dge_load (f16qhc). */
alpha = 0.0;
beta = 1.0;
if (wantq)

nag_dge_load(order, n, n, alpha, beta, q, pdq, &fail);
if (wantz)

nag_dge_load(order, n, n, alpha, beta, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_load (f16qhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Read the row indices of diagonal elements or blocks to be swapped. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &ifst, &ilst);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &ifst, &ilst);
#endif

/* Reorder S and T */
nag_dtgexc(order, wantq, wantz, n, s, pds, t, pdt, q, pdq, z, pdz, &ifst,

&ilst, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtgexc (f08yfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* normalize signs so that last column and diagonal of T is positive. */
for (i = 1; i<=n; i++) {

if (T(i,n)<0.0) {
for (j = i; j<=n; j++) {

S(i,j) = -S(i,j);
T(i,j) = -T(i,j);

}
if (i>1 && fabs(S(i,i-1))>0.0) {

S(i,i-1) = -S(i,i-1);
}

}
}
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for (j = 1; j<=n-1; j++) {
if (T(j,j)<0.0) {

for (i = 1; i<=j; i++) {
S(i,j) = -S(i,j);
T(i,j) = -T(i,j);

}
if (fabs(S(j+1,j))>0.0) {

S(j+1,j) = -S(j+1,j);
}

}
}

/* nag_gen_real_mat_print (x04cac): Print reordered S and T. */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

s, pds, "Reordered matrix S", 0, &fail);
printf("\n");
if (fail.code != NE_NOERROR)

goto PRERR;
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

t, pdt, "Reordered matrix T", 0, &fail);
printf("\n");

PRERR:
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(q);
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dtgexc (f08yfc) Example Program Data

4 : n

Nag_TRUE : wantp
Nag_TRUE : wantz

4.0 1.0 1.0 2.0
0.0 3.0 4.0 1.0
0.0 1.0 3.0 1.0
0.0 0.0 0.0 6.0 : matrix S

2.0 1.0 1.0 3.0
0.0 1.0 2.0 1.0
0.0 0.0 1.0 1.0
0.0 0.0 0.0 2.0 : matrix T

2 1 : ifst and ilst

10.3 Program Results

nag_dtgexc (f08yfc) Example Program Results

Reordered matrix S
1 2 3 4

1 4.1926 1.2591 2.5578 0.4520
2 -0.8712 0.8627 2.7912 1.1383
3 0.0000 0.0000 4.2426 2.1213
4 0.0000 0.0000 0.0000 6.0000
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Reordered matrix T
1 2 3 4

1 1.7439 0.0000 0.7533 0.0661
2 0.0000 0.5406 1.8972 1.7308
3 0.0000 0.0000 2.1213 2.8284
4 0.0000 0.0000 0.0000 2.0000
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NAG Library Function Document

nag_dtgsen (f08ygc)

1 Purpose

nag_dtgsen (f08ygc) reorders the generalized Schur factorization of a matrix pair in real generalized
Schur form, so that a selected cluster of eigenvalues appears in the leading elements, or blocks on the
diagonal of the generalized Schur form. The function also, optionally, computes the reciprocal condition
numbers of the cluster of eigenvalues and/or corresponding deflating subspaces.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtgsen (Nag_OrderType order, Integer ijob, Nag_Boolean wantq,
Nag_Boolean wantz, const Nag_Boolean select[], Integer n, double a[],
Integer pda, double b[], Integer pdb, double alphar[], double alphai[],
double beta[], double q[], Integer pdq, double z[], Integer pdz,
Integer *m, double *pl, double *pr, double dif[], NagError *fail)

3 Description

nag_dtgsen (f08ygc) factorizes the generalized real n by n matrix pair S; Tð Þ in real generalized Schur
form, using an orthogonal equivalence transformation as

S ¼ Q̂ŜẐT; T ¼ Q̂T̂ ẐT;

where Ŝ; T̂
� �

are also in real generalized Schur form and have the selected eigenvalues as the leading

diagonal elements, or diagonal blocks. The leading columns of Q and Z are the generalized Schur
vectors corresponding to the selected eigenvalues and form orthonormal subspaces for the left and right
eigenspaces (deflating subspaces) of the pair S; Tð Þ.
The pair S; Tð Þ are in real generalized Schur form if S is block upper triangular with 1 by 1 and 2 by 2
diagonal blocks and T is upper triangular as returned, for example, by nag_dgges (f08xac), or
nag_dhgeqz (f08xec) with job ¼ Nag Schur. The diagonal elements, or blocks, define the generalized
eigenvalues �i; �ið Þ, for i ¼ 1; 2; . . . ; n, of the pair S; Tð Þ. The eigenvalues are given by

�i ¼ �i=�i;

but are returned as the pair �i; �ið Þ in order to avoid possible overflow in computing �i. Optionally, the
function returns reciprocals of condition number estimates for the selected eigenvalue cluster, p and q,
the right and left projection norms, and of deflating subspaces, Difu and Dif l. For more information see
Sections 2.4.8 and 4.11 of Anderson et al. (1999).

If S and T are the result of a generalized Schur factorization of a matrix pair A;Bð Þ

A ¼ QSZT; B ¼ QTZT

then, optionally, the matrices Q and Z can be updated as QQ̂ and ZẐ. Note that the condition numbers
of the pair S; Tð Þ are the same as those of the pair A;Bð Þ.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ijob – Integer Input

On entry: specifies whether condition numbers are required for the cluster of eigenvalues (p and
q) or the deflating subspaces (Difu and Dif l).

ijob ¼ 0
Only reorder with respect to select. No extras.

ijob ¼ 1
Reciprocal of norms of ‘projections’ onto left and right eigenspaces with respect to the
selected cluster (p and q).

ijob ¼ 2
The upper bounds on Difu and Dif l. F -norm-based estimate (stored in dif½0� and dif½1�
respectively).

ijob ¼ 3
Estimate of Difu and Dif l. 1-norm-based estimate (stored in dif½0� and dif½1� respectively).
About five times as expensive as ijob ¼ 2.

ijob ¼ 4
Compute pl, pr and dif as in ijob ¼ 0, 1 and 2. Economic version to get it all.

ijob ¼ 5
Compute pl, pr and dif as in ijob ¼ 0, 1 and 3.

Constraint: 0 � ijob � 5.

3: wantq – Nag_Boolean Input

On entry: if wantq ¼ Nag TRUE, update the left transformation matrix Q.

If wantq ¼ Nag FALSE, do not update Q.

4: wantz – Nag_Boolean Input

On entry: if wantz ¼ Nag TRUE, update the right transformation matrix Z.

If wantz ¼ Nag FALSE, do not update Z.

5: select½n� – const Nag_Boolean Input

On entry: specifies the eigenvalues in the selected cluster. To select a real eigenvalue �j,
select½j� 1� must be set to Nag_TRUE.

To select a complex conjugate pair of eigenvalues �j and �jþ1, corresponding to a 2 by 2
diagonal block, either select½j� 1� or select½j� or both must be set to Nag_TRUE; a complex
conjugate pair of eigenvalues must be either both included in the cluster or both excluded.

6: n – Integer Input

On entry: n, the order of the matrices S and T .

Constraint: n 	 0.
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7: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix S in the pair S; Tð Þ.

On exit: the updated matrix Ŝ.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix T , in the pair S; Tð Þ.

On exit: the updated matrix T̂

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: alphar½n� – double Output

On exit: see the description of beta.

12: alphai½n� – double Output

On exit: see the description of beta.

13: beta½n� – double Output

On exit: alphar½j � 1�=beta½j � 1� and alphai½j � 1�=beta½j � 1� are the real and imaginary parts
respectively of the jth eigenvalue, for j ¼ 1; 2; . . . ;n.

If alphai½j� 1� is zero, then the jth eigenvalue is real; if positive then alphai½j� is negative, and
the jth and jþ 1ð Þst eigenvalues are a complex conjugate pair.

Conjugate pairs of eigenvalues correspond to the 2 by 2 diagonal blocks of Ŝ. These 2 by 2

blocks can be reduced by applying complex unitary transformations to Ŝ; T̂
� �

to obtain the

complex Schur form ~S; ~T
� �

, where ~S is triangular (and complex). In this form alpharþ ialphai
and beta are the diagonals of ~S and ~T respectively.

14: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when wantq ¼ Nag TRUE;
1 otherwise.
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The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantq ¼ Nag TRUE, the n by n matrix Q.

On exit: if wantq ¼ Nag TRUE, the updated matrix QQ̂.

If wantq ¼ Nag FALSE, q is not referenced.

15: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if wantq ¼ Nag TRUE, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

16: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when wantz ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantz ¼ Nag TRUE, the n by n matrix Z.

On exit: if wantz ¼ Nag TRUE, the updated matrix ZẐ.

If wantz ¼ Nag FALSE, z is not referenced.

17: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

18: m – Integer * Output

On exit: the dimension of the specified pair of left and right eigenspaces (deflating subspaces).

19: pl – double * Output
20: pr – double * Output

On exit: if ijob ¼ 1, 4 or 5, pl and pr are lower bounds on the reciprocal of the norm of
‘projections’ p and q onto left and right eigenspaces with respect to the selected cluster. 0 < pl,
pr � 1.

If m ¼ 0 or m ¼ n, pl ¼ pr ¼ 1.

If ijob ¼ 0, 2 or 3, pl and pr are not referenced.

21: dif½dim� – double Output

Note: the dimension, dim, of the array dif must be at least 2.

On exit: if ijob 	 2, dif½0� and dif½1� store the estimates of Difu and Dif l.
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If ijob ¼ 2 or 4, dif½0� and dif½1� are F -norm-based upper bounds on Difu and Dif l.

If ijob ¼ 3 or 5, dif½0� and dif½1� are 1-norm-based estimates of Difu and Dif l.

If m ¼ 0 or n, dif½0� and dif½1� ¼ A;Bð Þk kF .
If ijob ¼ 0 or 1, dif is not referenced.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, wantq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if wantq ¼ Nag TRUE, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, wantz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, ijob ¼ valueh i.
Constraint: 0 � ijob � 5.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR

Reordering of S; Tð Þ failed because the transformed matrix pair would be too far from
generalized Schur form; the problem is very ill-conditioned. S; Tð Þ may have been partially
reordered. If requested, 0 is returned in dif½0� and dif½1�, pl and pr.

7 Accuracy

The computed generalized Schur form is nearly the exact generalized Schur form for nearby matrices
S þ Eð Þ and T þ Fð Þ, where

Ek k2 ¼ O � Sk k2 and Fk k2 ¼ O � Tk k2;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details of error
bounds for the generalized nonsymmetric eigenproblem, and for information on the condition numbers
returned.

8 Parallelism and Performance

nag_dtgsen (f08ygc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The complex analogue of this function is nag_ztgsen (f08yuc).

10 Example

This example reorders the generalized Schur factors S and T and update the matrices Q and Z given by

S ¼
4:0 1:0 1:0 2:0
0 3:0 4:0 1:0
0 1:0 3:0 1:0
0 0 0 6:0

0B@
1CA; T ¼

2:0 1:0 1:0 3:0
0 1:0 2:0 1:0
0 0 1:0 1:0
0 0 0 2:0

0B@
1CA;

Q ¼
1:0 0 0 0
0 1:0 0 0
0 0 1:0 0
0 0 0 1:0

0B@
1CA and Z ¼

1:0 0 0 0
0 1:0 0 0
0 0 1:0 0
0 0 0 1:0

0B@
1CA;

selecting the first and fourth generalized eigenvalues to be moved to the leading positions. Bases for the
left and right deflating subspaces, and estimates of the condition numbers for the eigenvalues and
Frobenius norm based bounds on the condition numbers for the deflating subspaces are also output.
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10.1 Program Text

/* nag_dtgsen (f08ygc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double pl, pr, small;
Integer i, ijob, j, m, n, pdq, pds, pdt, pdz;
Integer exit_status = 0;

/* Arrays */
double *alphai = 0, *alphar = 0, *beta = 0, *q = 0, *s = 0, *t = 0, *z = 0;
double dif[2];
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean wantq, wantz;
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
#define S(I, J) s[(J-1)*pds + I - 1]
#define T(I, J) t[(J-1)*pdt + I - 1]
#define Q(I, J) q[(J-1)*pdq + I - 1]
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define S(I, J) s[(I-1)*pds + J - 1]
#define T(I, J) t[(I-1)*pdt + J - 1]
#define Q(I, J) q[(I-1)*pdq + J - 1]
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtgsen (f08ygc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ijob);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ijob);
#endif

if (n < 0 || ijob < 0 || ijob > 5) {
printf("Invalid n or ijob\n");
exit_status = 1;
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goto END;
}

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wantq = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

wantz = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

pds = n;
pdt = n;
pdq = (wantq ? n : 1);
pdz = (wantz ? n : 1);

/* Allocate memory */
if (!(s = NAG_ALLOC(n * n, double)) ||

!(t = NAG_ALLOC(n * n, double)) ||
!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(select = NAG_ALLOC(n, Nag_Boolean)) ||
!(q = NAG_ALLOC(pdq * pdq, double)) ||
!(z = NAG_ALLOC(pdz * pdz, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

select[i] = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Read S, T, Q, Z and the logical array select from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &S(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &S(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32
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for (j = 1; j <= n; ++j)
scanf_s("%lf", &T(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &T(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

if (wantq) {
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &Q(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &Q(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
if (wantz) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &Z(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &Z(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Reorder the Schur factors S and T and update the matrices Q and Z */
nag_dtgsen(order, ijob, wantq, wantz, select, n, s, pds, t, pdt, alphar,

alphai, beta, q, pdq, z, pdz, &m, &pl, &pr, dif, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgsen (f08ygc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_real_safe_small_number (x02amc). */
small = nag_real_safe_small_number;

/* Print the eigenvalues */
printf("Selected Eigenvalues\n");
for (j = 0; j < m; ++j) {

printf("%2" NAG_IFMT " ", j + 1);
if ((fabs(alphar[j]) + fabs(alphai[j])) * small >= fabs(beta[j]))

printf(" infinite or undetermined, alpha = (%13.4e, %13.4e), "
"beta = %13.4e\n", alphar[j], alphai[j], beta[j]);

else if (alphai[j] == 0.0)
printf(" %12.4e\n", alphar[j] / beta[j]);

else
printf(" (%13.4e, %13.4e)\n", alphar[j] / beta[j],

alphai[j] / beta[j]);
}

if (ijob == 1 || ijob == 4 || ijob == 5) {
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printf("\n");
printf("For the selected eigenvalues,\nthe reciprocals of projection "

"norms onto the deflating subspaces are\n");
printf(" for left subspace, pl = %11.2e\n for right subspace, pr = "

"%11.2e\n\n", pl, pr);
}
if (ijob > 1) {

printf(" upper bound on Difu = %11.2e\n", dif[0]);
printf(" upper bound on Difl = %11.2e\n", dif[1]);
if (ijob == 2 || ijob == 4) {

printf("\nUpper bounds on Difl, Difu are based on the Frobenius norm\n");
}
if (ijob == 3 || ijob == 5) {

printf("\nUpper bounds on Difl, Difu are based on the one norm.\n");
}

}

END:
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(beta);
NAG_FREE(select);
NAG_FREE(q);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_dtgsen (f08ygc) Example Program Data

4 4 : n and ijob

Nag_TRUE : wantq
Nag_TRUE : wantz

Nag_TRUE Nag_FALSE
Nag_FALSE Nag_TRUE : select[i], i = 0, n-1

4.0 1.0 1.0 2.0
0.0 3.0 4.0 1.0
0.0 1.0 3.0 1.0
0.0 0.0 0.0 6.0 : S

2.0 1.0 1.0 3.0
0.0 1.0 2.0 1.0
0.0 0.0 1.0 1.0
0.0 0.0 0.0 2.0 : T

1.0 0.0 0.0 0.0
0.0 1.0 0.0 0.0
0.0 0.0 1.0 0.0
0.0 0.0 0.0 1.0 : Q

1.0 0.0 0.0 0.0
0.0 1.0 0.0 0.0
0.0 0.0 1.0 0.0
0.0 0.0 0.0 1.0 : Z
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10.3 Program Results

nag_dtgsen (f08ygc) Example Program Results

Selected Eigenvalues
1 2.0000e+00
2 3.0000e+00

For the selected eigenvalues,
the reciprocals of projection norms onto the deflating subspaces are
for left subspace, pl = 3.71e-01
for right subspace, pr = 6.67e-01

upper bound on Difu = 2.52e-01
upper bound on Difl = 2.45e-01

Upper bounds on Difl, Difu are based on the Frobenius norm
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NAG Library Function Document

nag_dtgsyl (f08yhc)

1 Purpose

nag_dtgsyl (f08yhc) solves the generalized real quasi-triangular Sylvester equations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtgsyl (Nag_OrderType order, Nag_TransType trans, Integer ijob,
Integer m, Integer n, const double a[], Integer pda, const double b[],
Integer pdb, double c[], Integer pdc, const double d[], Integer pdd,
const double e[], Integer pde, double f[], Integer pdf, double *scale,
double *dif, NagError *fail)

3 Description

nag_dtgsyl (f08yhc) solves either the generalized real Sylvester equations

AR� LB ¼ �C
DR� LE ¼ �F; ð1Þ

or the equations

ATRþDTL ¼ �C
RBT þ LET ¼ ��F; ð2Þ

where the pair A;Dð Þ are given m by m matrices in real generalized Schur form, B;Eð Þ are given n by
n matrices in real generalized Schur form and C; Fð Þ are given m by n matrices. The pair R;Lð Þ are
the m by n solution matrices, and � is an output scaling factor determined by the function to avoid
overflow in computing R;Lð Þ.
Equations (1) are equivalent to equations of the form

Zx ¼ �b;

where

Z ¼ I �A�BT � I
I �D� ET � I

� �
and � is the Kronecker product. Equations (2) are then equivalent to

ZTy ¼ �b:
The pair S; Tð Þ are in real generalized Schur form if S is block upper triangular with 1 by 1 and 2 by 2
diagonal blocks on the diagonal and T is upper triangular as returned, for example, by nag_dgges
(f08xac), or nag_dhgeqz (f08xec) with job ¼ Nag Schur.

Optionally, the function estimates Dif A;Dð Þ; B;Eð Þ½ �, the separation between the matrix pairs A;Dð Þ
and B;Eð Þ, which is the smallest singular value of Z. The estimate can be based on either the
Frobenius norm, or the 1-norm. The 1-norm estimate can be three to ten times more expensive than the
Frobenius norm estimate, but makes the condition estimation uniform with the nonsymmetric
eigenproblem. The Frobenius norm estimate provides a low cost, but equally reliable estimate. For more
information see Sections 2.4.8.3 and 4.11.1.3 of Anderson et al. (1999) and KÔgstrÎm and Poromaa
(1996).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: if trans ¼ Nag NoTrans, solve the generalized Sylvester equation (1).

If trans ¼ Nag Trans, solve the ‘transposed’ system (2).

Constraint: trans ¼ Nag NoTrans or Nag Trans.

3: ijob – Integer Input

On entry: specifies what kind of functionality is to be performed when trans ¼ Nag NoTrans.

ijob ¼ 0
Solve (1) only.

ijob ¼ 1
The functionality of ijob ¼ 0 and 3.

ijob ¼ 2
The functionality of ijob ¼ 0 and 4.

ijob ¼ 3
Only an estimate of Dif A;Dð Þ; B;Eð Þ½ � is computed based on the Frobenius norm.

ijob ¼ 4
Only an estimate of Dif A;Dð Þ; B;Eð Þ½ � is computed based on the 1-norm.

If trans ¼ Nag Trans, ijob is not referenced.

Constraint: if trans ¼ Nag NoTrans, 0 � ijob � 4.

4: m – Integer Input

On entry: m, the order of the matrices A and D, and the row dimension of the matrices C, F , R
and L.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the order of the matrices B and E, and the column dimension of the matrices C, F ,
R and L.

Constraint: n 	 0.
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6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda�mð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper quasi-triangular matrix A.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1;mð Þ.

8: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper quasi-triangular matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: contains the right-hand-side matrix C.

On exit: if ijob ¼ 0, 1 or 2, c is overwritten by the solution matrix R.

If trans ¼ Nag NoTrans and ijob ¼ 3 or 4, c holds R, the solution achieved during the
computation of the Dif estimate.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least max 1; pdd�mð Þ.
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The i; jð Þth element of the matrix D is stored in

d½ j� 1ð Þ � pddþ i� 1� when order ¼ Nag ColMajor;
d½ i� 1ð Þ � pddþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix D.

13: pdd – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array d.

Constraint: pdd 	 max 1;mð Þ.

14: e½dim� – const double Input

Note: the dimension, dim, of the array e must be at least max 1;pde� nð Þ.
The i; jð Þth element of the matrix E is stored in

e½ j� 1ð Þ � pdeþ i� 1� when order ¼ Nag ColMajor;
e½ i� 1ð Þ � pdeþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix E.

15: pde – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array e.

Constraint: pde 	 max 1; nð Þ.

16: f½dim� – double Input/Output

Note: the dimension, dim, of the array f must be at least

max 1;pdf � nð Þ when order ¼ Nag ColMajor;
max 1;m� pdfð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix F is stored in

f½ j� 1ð Þ � pdf þ i� 1� when order ¼ Nag ColMajor;
f½ i� 1ð Þ � pdf þ j� 1� when order ¼ Nag RowMajor.

On entry: contains the right-hand side matrix F .

On exit: if ijob ¼ 0, 1 or 2, f is overwritten by the solution matrix L.

If trans ¼ Nag NoTrans and ijob ¼ 3 or 4, f holds L, the solution achieved during the
computation of the Dif estimate.

17: pdf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array f.

Constraints:

if order ¼ Nag ColMajor, pdf 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdf 	 max 1; nð Þ.

18: scale – double * Output

On exit: �, the scaling factor in (1) or (2).

If 0 < scale < 1, c and f hold the solutions R and L, respectively, to a slightly perturbed system
but the input arrays a, b, d and e have not been changed.

If scale ¼ 0, c and f hold the solutions R and L, respectively, to the homogeneous system with
C ¼ F ¼ 0. In this case dif is not referenced.
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Normally, scale ¼ 1.

19: dif – double * Output

On exit: the estimate of Dif . If ijob ¼ 0, dif is not referenced.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A;Dð Þ and B;Eð Þ have common or close eigenvalues and so no solution could be computed.

NE_ENUM_INT

On entry, trans ¼ valueh i and ijob ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, 0 � ijob � 4.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdd ¼ valueh i.
Constraint: pdd > 0.

On entry, pde ¼ valueh i.
Constraint: pde > 0.

On entry, pdf ¼ valueh i.
Constraint: pdf > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.
On entry, pdd ¼ valueh i and m ¼ valueh i.
Constraint: pdd 	 max 1;mð Þ.
On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 max 1; nð Þ.
On entry, pdf ¼ valueh i and m ¼ valueh i.
Constraint: pdf 	 max 1;mð Þ.
On entry, pdf ¼ valueh i and n ¼ valueh i.
Constraint: pdf 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See KÔgstrÎm (1994) for a perturbation analysis of the generalized Sylvester equation.

8 Parallelism and Performance

nag_dtgsyl (f08yhc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations needed to solve the generalized Sylvester equations is
approximately 2mn nþmð Þ. The Frobenius norm estimate of Dif does not require additional significant
computation, but the 1-norm estimate is typically five times more expensive.

The complex analogue of this function is nag_ztgsyl (f08yvc).

10 Example

This example solves the generalized Sylvester equations

AR� LB ¼ �C
DR� LE ¼ �F;

where
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A ¼
4:0 1:0 1:0 2:0
0 3:0 4:0 1:0
0 1:0 3:0 1:0
0 0 0 6:0

0B@
1CA; B ¼

1:0 1:0 1:0 1:0
0 3:0 4:0 1:0
0 1:0 3:0 1:0
0 0 0 4:0

0B@
1CA;

D ¼
2:0 1:0 1:0 3:0
0 1:0 2:0 1:0
0 0 1:0 1:0
0 0 0 2:0

0B@
1CA; E ¼

1:0 1:0 1:0 2:0
0 1:0 4:0 1:0
0 0 1:0 1:0
0 0 0 1:0

0B@
1CA;

C ¼
�4:0 7:0 1:0 12:0
�9:0 2:0 �2:0 �2:0
�4:0 2:0 �2:0 8:0
�7:0 7:0 �6:0 19:0

0B@
1CA and F ¼

�7:0 5:0 0:0 7:0
�5:0 1:0 �8:0 0:0
�1:0 2:0 �3:0 5:0
�3:0 2:0 0:0 5:0

0B@
1CA:

10.1 Program Text

/* nag_dtgsyl (f08yhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double dif, scale;
Integer i, ijob, j, m, n, pda, pdb, pdc, pdd, pde, pdf;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *b = 0, *c = 0, *d = 0, *e = 0, *f = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

/* K(I,J) maps matrix element (I,J) to array storage element k */
#ifdef NAG_COLUMN_MAJOR
#define K(I, J, PD) (J-1)*PD + I - 1

order = Nag_ColMajor;
#else
#define K(I, J, PD) (I-1)*PD + J - 1

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtgsyl (f08yhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &ijob);
#else

scanf("%" NAG_IFMT "%*[^\n]", &ijob);
#endif

if (m < 0 || n < 0 || ijob < 0 || ijob > 4) {
printf("Invalid m, n or ijob\n");
exit_status = 1;
goto END;

}

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

pda = m;
pdb = n;
pdd = m;
pde = n;

#ifdef NAG_COLUMN_MAJOR
pdc = m;
pdf = m;

#else
pdc = n;
pdf = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * m, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(c = NAG_ALLOC(m * n, double)) ||
!(d = NAG_ALLOC(m * m, double)) ||
!(e = NAG_ALLOC(n * n, double)) || !(f = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B, D, E, C and F from data file */
for (i = 1; i <= m; ++i)

#ifdef _WIN32
for (j = 1; j <= m; ++j)

scanf_s("%lf", &a[K(i, j, pda)]);
#else

for (j = 1; j <= m; ++j)
scanf("%lf", &a[K(i, j, pda)]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &b[K(i, j, pdb)]);

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &b[K(i, j, pdb)]);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

for (j = 1; j <= m; ++j)
scanf_s("%lf", &d[K(i, j, pdd)]);

#else
for (j = 1; j <= m; ++j)

scanf("%lf", &d[K(i, j, pdd)]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &e[K(i, j, pde)]);

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &e[K(i, j, pde)]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &c[K(i, j, pdc)]);

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &c[K(i, j, pdc)]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &f[K(i, j, pdf)]);

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &f[K(i, j, pdf)]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve the Sylvester equations:
* A*R - L*B = scale*C
* D*R - L*E = scale*F
* for R and L using nag_dtgsyl (f08yhc).
*/

nag_dtgsyl(order, trans, ijob, m, n, a, pda, b, pdb, c, pdc, d, pdd, e, pde,
f, pdf, &scale, &dif, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgsyl (f08yhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print the solution matrices R and L */
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

c, pdc, "Solution matrix R", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n,

f, pdf, "Solution matrix L", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nscale = %11.2e\n", scale);

if (ijob > 0 && scale > 0.0) {
printf("\ndif = %11.2e\n\n", dif);
printf("This estimate of Dif((A,D),(B,E)) was computed based on the ");
if (ijob == 1 || ijob == 3) {

printf("Frobenius norm.\n");
}
else {

printf("one norm.\n");
}

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(f);

return exit_status;
}

10.2 Program Data

nag_dtgsyl (f08yhc) Example Program Data

4 4 : m and n
0 : ijob
Nag_NoTrans : trans

4.0 1.0 1.0 2.0
0.0 3.0 4.0 1.0
0.0 1.0 3.0 1.0
0.0 0.0 0.0 6.0 : matrix A

1.0 1.0 1.0 1.0
0.0 3.0 4.0 1.0
0.0 1.0 3.0 1.0
0.0 0.0 0.0 4.0 : matrix B

2.0 1.0 1.0 3.0
0.0 1.0 2.0 1.0
0.0 0.0 1.0 1.0
0.0 0.0 0.0 2.0 : matrix D

1.0 1.0 1.0 2.0
0.0 1.0 4.0 1.0
0.0 0.0 1.0 1.0
0.0 0.0 0.0 1.0 : matrix E
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-4.0 7.0 1.0 12.0
-9.0 2.0 -2.0 -2.0
-4.0 2.0 -2.0 8.0
-7.0 7.0 -6.0 19.0 : matrix C

-7.0 5.0 0.0 7.0
-5.0 1.0 -8.0 0.0
-1.0 2.0 -3.0 5.0
-3.0 2.0 0.0 5.0 : matrix F

10.3 Program Results

nag_dtgsyl (f08yhc) Example Program Results

Solution matrix R
1 2 3 4

1 1.0000 1.0000 1.0000 1.0000
2 -1.0000 2.0000 -1.0000 -1.0000
3 -1.0000 1.0000 3.0000 1.0000
4 -1.0000 1.0000 -1.0000 4.0000

Solution matrix L
1 2 3 4

1 4.0000 -1.0000 1.0000 -1.0000
2 1.0000 3.0000 -1.0000 1.0000
3 -1.0000 1.0000 2.0000 -1.0000
4 1.0000 -1.0000 1.0000 1.0000

scale = 1.00e+00
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NAG Library Function Document

nag_dtgevc (f08ykc)

1 Purpose

nag_dtgevc (f08ykc) computes some or all of the right and/or left generalized eigenvectors of a pair of
real matrices A;Bð Þ which are in generalized real Schur form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtgevc (Nag_OrderType order, Nag_SideType side,
Nag_HowManyType how_many, const Nag_Boolean select[], Integer n,
const double a[], Integer pda, const double b[], Integer pdb,
double vl[], Integer pdvl, double vr[], Integer pdvr, Integer mm,
Integer *m, NagError *fail)

3 Description

nag_dtgevc (f08ykc) computes some or all of the right and/or left generalized eigenvectors of the
matrix pair A;Bð Þ which is assumed to be in generalized upper Schur form. If the matrix pair A;Bð Þ is
not in the generalized upper Schur form, then nag_dhgeqz (f08xec) should be called before invoking
nag_dtgevc (f08ykc).

The right generalized eigenvector x and the left generalized eigenvector y of A;Bð Þ corresponding to a
generalized eigenvalue � are defined by

A� �Bð Þx ¼ 0

and

yH A� �Bð Þ ¼ 0:

If a generalized eigenvalue is determined as 0=0, which is due to zero diagonal elements at the same
locations in both A and B, a unit vector is returned as the corresponding eigenvector.

Note that the generalized eigenvalues are computed using nag_dhgeqz (f08xec) but nag_dtgevc (f08ykc)
does not explicitly require the generalized eigenvalues to compute eigenvectors. The ordering of the
eigenvectors is based on the ordering of the eigenvalues as computed by nag_dtgevc (f08ykc).

If all eigenvectors are requested, the function may either return the matrices X and/or Y of right or left
eigenvectors of A;Bð Þ, or the products ZX and/or QY , where Z and Q are two matrices supplied by
you. Usually, Q and Z are chosen as the orthogonal matrices returned by nag_dhgeqz (f08xec).
Equivalently, Q and Z are the left and right Schur vectors of the matrix pair supplied to nag_dhgeqz
(f08xec). In that case, QY and ZX are the left and right generalized eigenvectors, respectively, of the
matrix pair supplied to nag_dhgeqz (f08xec).

A must be block upper triangular; with 1 by 1 and 2 by 2 diagonal blocks. Corresponding to each 2 by
2 diagonal block is a complex conjugate pair of eigenvalues and eigenvectors; only one eigenvector of
the pair is computed, namely the one corresponding to the eigenvalue with positive imaginary part.
Each 1 by 1 block gives a real generalized eigenvalue and a corresponding eigenvector.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies the required sets of generalized eigenvectors.

side ¼ Nag RightSide
Only right eigenvectors are computed.

side ¼ Nag LeftSide
Only left eigenvectors are computed.

side ¼ Nag BothSides
Both left and right eigenvectors are computed.

Constraint: side ¼ Nag BothSides, Nag LeftSide or Nag RightSide.

3: how many – Nag_HowManyType Input

On entry: specifies further details of the required generalized eigenvectors.

how many ¼ Nag ComputeAll
All right and/or left eigenvectors are computed.

how many ¼ Nag BackTransform
All right and/or left eigenvectors are computed; they are backtransformed using the input
matrices supplied in arrays vr and/or vl.

how many ¼ Nag ComputeSelected
Selected right and/or left eigenvectors, defined by the array select, are computed.

Constraint: how many ¼ Nag ComputeAll, Nag BackTransform or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.

On entry: specifies the eigenvectors to be computed if how many ¼ Nag ComputeSelected. To
select the generalized eigenvector corresponding to the jth generalized eigenvalue, the jth
element of select should be set to Nag_TRUE; if the eigenvalue corresponds to a complex
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conjugate pair, then real and imaginary parts of eigenvectors corresponding to the complex
conjugate eigenvalue pair will be computed.

If how many ¼ Nag ComputeAll or Nag BackTransform, select is not referenced and may be
NULL.

Constraint: if how many ¼ Nag ComputeSelected, select½j� ¼ Nag TRUE or Nag FALSE, for
j ¼ 0; 1; . . . ; n� 1.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix pair A;Bð Þ must be in the generalized Schur form. Usually, this is the
matrix A returned by nag_dhgeqz (f08xec).

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix pair A;Bð Þ must be in the generalized Schur form. If A has a 2 by 2
diagonal block then the corresponding 2 by 2 block of B must be diagonal with positive
elements. Usually, this is the matrix B returned by nag_dhgeqz (f08xec).

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: vl½dim� – double Input/Output

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvl when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.
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On entry: if how many ¼ Nag BackTransform and side ¼ Nag LeftSide or Nag BothSides, vl
must be initialized to an n by n matrix Q. Usually, this is the orthogonal matrix Q of left Schur
vectors returned by nag_dhgeqz (f08xec).

On exit: if side ¼ Nag LeftSide or Nag BothSides, vl contains:

if how many ¼ Nag ComputeAll, the matrix Y of left eigenvectors of A;Bð Þ;
if how many ¼ Nag BackTransform, the matrix QY ;

if how many ¼ Nag ComputeSelected, the left eigenvectors of A;Bð Þ specified by select,
stored consecutively in the rows or columns (depending on the value of order) of the array
vl, in the same order as their corresponding eigenvalues.

A complex eigenvector corresponding to a complex eigenvalue is stored in two consecutive rows
or columns, the first holding the real part, and the second the imaginary part.

If side ¼ Nag RightSide, vl is not referenced and may be NULL.

11: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, vl may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm;
if side ¼ Nag RightSide, vl may be NULL..

12: vr½dim� – double Input/Output

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvr when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag RightSide or Nag BothSides, vr
must be initialized to an n by n matrix Z. Usually, this is the orthogonal matrix Z of right Schur
vectors returned by nag_dhgeqz (f08xec).

On exit: if side ¼ Nag RightSide or Nag BothSides, vr contains:

if how many ¼ Nag ComputeAll, the matrix X of right eigenvectors of A;Bð Þ;
if how many ¼ Nag BackTransform, the matrix ZX;

if how many ¼ Nag ComputeSelected, the right eigenvectors of A;Bð Þ specified by
select, stored consecutively in the rows or columns (depending on the value of order) of
the array vr, in the same order as their corresponding eigenvalues.

A complex eigenvector corresponding to a complex eigenvalue is stored in two consecutive rows
or columns, the first holding the real part, and the second the imaginary part.

If side ¼ Nag LeftSide, vr is not referenced and may be NULL.
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13: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, vr may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm;
if side ¼ Nag LeftSide, vr may be NULL..

14: mm – Integer Input

On entry: the number of columns in the arrays vl and/or vr.

Constraints:

if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
if how many ¼ Nag ComputeSelected, mm must not be less than the number of requested
eigenvectors.

15: m – Integer * Output

On exit: the number of columns in the arrays vl and/or vr actually used to store the eigenvectors.
If how many ¼ Nag ComputeAll or Nag BackTransform, m is set to n. Each selected real
eigenvector occupies one row or column and each selected complex eigenvector occupies two
rows or columns.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, how many ¼ valueh i and select½j� ¼ valueh i.
Constraint: if how many ¼ Nag ComputeSelected, select½j� ¼ Nag TRUE or Nag FALSE, for
j ¼ 0; 1; . . . ; n� 1.

NE_ENUM_INT_2

On entry, how many ¼ valueh i, n ¼ valueh i and mm ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
if how many ¼ Nag ComputeSelected, mm must not be less than the number of requested
eigenvectors.

On entry, side ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm.
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On entry, side ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n.

On entry, side ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm.

On entry, side ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_COMPLEX

The 2 by 2 block valueh i : valueh i þ 1ð Þ does not have complex eigenvalues.

7 Accuracy

It is beyond the scope of this manual to summarise the accuracy of the solution of the generalized
eigenvalue problem. Interested readers should consult Section 4.11 of the LAPACK Users' Guide (see
Anderson et al. (1999)) and Chapter 6 of Stewart and Sun (1990).

8 Parallelism and Performance

nag_dtgevc (f08ykc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

f08ykc NAG Library Manual

f08ykc.6 Mark 26



Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_dtgevc (f08ykc) is the sixth step in the solution of the real generalized eigenvalue problem and is
called after nag_dhgeqz (f08xec).

The complex analogue of this function is nag_ztgevc (f08yxc).

10 Example

This example computes the � and � arguments, which defines the generalized eigenvalues and the
corresponding left and right eigenvectors, of the matrix pair A;Bð Þ given by

A ¼

1:0 1:0 1:0 1:0 1:0
2:0 4:0 8:0 16:0 32:0
3:0 9:0 27:0 81:0 243:0
4:0 16:0 64:0 256:0 1024:0
5:0 25:0 125:0 625:0 3125:0

0BBB@
1CCCA and B ¼

1:0 2:0 3:0 4:0 5:0
1:0 4:0 9:0 16:0 25:0
1:0 8:0 27:0 64:0 125:0
1:0 16:0 81:0 256:0 625:0
1:0 32:0 243:0 1024:0 3125:0

0BBB@
1CCCA:

To compute generalized eigenvalues, it is required to call five functions: nag_dggbal (f08whc) to
balance the matrix, nag_dgeqrf (f08aec) to perform the QR factorization of B, nag_dormqr (f08agc) to
apply Q to A, nag_dgghrd (f08wec) to reduce the matrix pair to the generalized Hessenberg form and
nag_dhgeqz (f08xec) to compute the eigenvalues via the QZ algorithm.

The computation of generalized eigenvectors is done by calling nag_dtgevc (f08ykc) to compute the
eigenvectors of the balanced matrix pair. The function nag_dggbak (f08wjc) is called to backward
transform the eigenvectors to the user-supplied matrix pair. If both left and right eigenvectors are
required then nag_dggbak (f08wjc) must be called twice.

10.1 Program Text

/* nag_dtgevc (f08ykc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf06.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx04.h>

static Integer normalize_vectors(Nag_OrderType order, Integer n, double qz[],
double alphai[], const char *title);

int main(void)
{

/* Scalars */
Integer i, icols, ihi, ilo, irows, j, m, n, pda, pdb, pdq, pdz;
Integer exit_status = 0;
Nag_Boolean ileft, iright;

NagError fail;
Nag_OrderType order;
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/* Arrays */
double *a = 0, *alphai = 0, *alphar = 0, *b = 0, *beta = 0;
double *lscale = 0, *q = 0, *rscale = 0, *tau = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define Q(I, J) q[(J-1)*pdq + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define Q(I, J) q[(I-1)*pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtgevc (f08ykc) Example Program Results\n\n");

/* ileft is Nag_TRUE if left eigenvectors are required */
/* iright is Nag_TRUE if right eigenvectors are required */
ileft = Nag_TRUE;
iright = Nag_TRUE;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n] ", &n);
#else

scanf("%" NAG_IFMT " %*[^\n] ", &n);
#endif

pda = n;
pdb = n;
pdq = n;
pdz = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(q = NAG_ALLOC(n * n, double)) ||
!(z = NAG_ALLOC(n * n, double)) ||
!(alphai = NAG_ALLOC(n, double)) ||
!(alphar = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(lscale = NAG_ALLOC(n, double)) ||
!(rscale = NAG_ALLOC(n, double)) || !(tau = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* READ matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* READ matrix B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Balance the real general matrix pair (A,B) using nag_dggbal (f08whc). */
nag_dggbal(order, Nag_DoBoth, n, a, pda, b, pdb, &ilo, &ihi, lscale,

rscale, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dggbal (f08whc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print matrices A and B after balancing using
* nag_gen_real_mat_print_comp (x04cbc).
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "%8.4f", "Matrix A after balancing",
Nag_IntegerLabels, NULL, Nag_IntegerLabels, NULL,
80, 0, 0, &fail);

if (fail.code == NE_NOERROR) {
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

b, pdb, "%8.4f", "Matrix B after balancing",
Nag_IntegerLabels, NULL, Nag_IntegerLabels,
NULL, 80, 0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
printf("\n");

/* Reduce B to triangular form using QR and multipling both sides by Q^T */
irows = ihi + 1 - ilo;
icols = n + 1 - ilo;
/* nag_dgeqrf (f08aec).
* QR factorization of real general rectangular matrix
*/

nag_dgeqrf(order, irows, icols, &B(ilo, ilo), pdb, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgeqrf (f08aec).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

/* Apply the Q to matrix A - nag_dormqr (f08agc)
* as determined by nag_dgeqrf (f08aec).
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, irows, icols, irows,
&B(ilo, ilo), pdb, tau, &A(ilo, ilo), pda, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 4;
goto END;

}
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/* Initialize Q (if left eigenvectors are required) */
if (ileft) {

/* Q = I. */
nag_dge_load(order, n, n, 0.0, 1.0, q, pdq, &fail);
/* Copy B to Q using nag_dge_copy (f16qfc). */
nag_dge_copy(order, Nag_NoTrans, irows - 1, irows - 1, &B(ilo + 1, ilo),

pdb, &Q(ilo + 1, ilo), pdq, &fail);
/* nag_dorgqr (f08afc).
* Form all or part of orthogonal Q from QR factorization
* determined by nag_dgeqrf (f08aec) or nag_dgeqpf (f08bec)
*/

nag_dorgqr(order, irows, irows, irows, &Q(ilo, ilo), pdq, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dorgqr (f08afc).\n%s\n", fail.message);
exit_status = 5;
goto END;

}
}

/* Initialize Z (if right eigenvectors are required) */
if (iright) {

/* Z = I. */
nag_dge_load(order, n, n, 0.0, 1.0, z, pdz, &fail);

}

/* Compute the generalized Hessenberg form of (A,B) */
/* nag_dgghrd (f08wec).
* Orthogonal reduction of a pair of real general matrices
* to generalized upper Hessenberg form
*/

nag_dgghrd(order, Nag_UpdateSchur, Nag_UpdateZ, n, ilo, ihi, a, pda,
b, pdb, q, pdq, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgghrd (f08wec).\n%s\n", fail.message);
exit_status = 6;
goto END;

}

/* Matrix A in generalized Hessenberg form */
/* nag_gen_real_mat_print_comp (x04cbc), see above. */
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

a, pda, "%8.4f", "Matrix A in Hessenberg form",
Nag_IntegerLabels, NULL, Nag_IntegerLabels, NULL,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 7;
goto END;

}
printf("\n");

/* Matrix B in generalized Hessenberg form */
/* nag_gen_real_mat_print_comp (x04cbc), see above. */
fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

b, pdb, "%8.4f", "Matrix B in Hessenberg form",
Nag_IntegerLabels, NULL, Nag_IntegerLabels, NULL,
80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_dhgeqz (f08xec).
* Eigenvalues and generalized Schur factorization of real
* generalized upper Hessenberg form reduced from a pair of
* real general matrices.
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*/
nag_dhgeqz(order, Nag_Schur, Nag_AccumulateQ, Nag_AccumulateZ, n, ilo, ihi,

a, pda, b, pdb, alphar, alphai, beta, q, pdq, z, pdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dhgeqz (f08xec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the generalized eigenvalue parameters */
printf("\n Generalized eigenvalues\n");
for (i = 0; i < n; ++i) {

if (beta[i] != 0.0) {
printf(" %4" NAG_IFMT " (%8.4f,%8.4f)\n", i + 1,

alphar[i] / beta[i], alphai[i] / beta[i]);
}
else

printf(" %4" NAG_IFMT "Eigenvalue is infinite\n", i + 1);
}
printf("\n");

/* Compute left and right generalized eigenvectors
* of the balanced matrix - nag_dtgevc (f08ykc).
*/

nag_dtgevc(order, Nag_BothSides, Nag_BackTransform, NULL, n, a, pda,
b, pdb, q, pdq, z, pdz, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgevc (f08ykc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (iright) {

/* Compute right eigenvectors of the original matrix pair
* supplied tonag_dggbal (f08whc) using nag_dggbak (f08wjc).
*/

nag_dggbak(order, Nag_DoBoth, Nag_RightSide, n, ilo, ihi, lscale,
rscale, n, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dggbak (f08wjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize and print the right eigenvectors */
exit_status =

normalize_vectors(order, n, z, alphai, "Right eigenvectors");
}
printf("\n");

/* Compute left eigenvectors of the original matrix */
if (ileft) {

/* nag_dggbak (f08wjc), see above. */
nag_dggbak(order, Nag_DoBoth, Nag_LeftSide, n, ilo, ihi, lscale, rscale,

n, q, pdq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dggbak (f08wjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Normalize the left eigenvectors */
exit_status = normalize_vectors(order, n, q, alphai, "Left eigenvectors");

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(q);
NAG_FREE(z);
NAG_FREE(alphai);
NAG_FREE(alphar);
NAG_FREE(beta);
NAG_FREE(lscale);
NAG_FREE(rscale);
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NAG_FREE(tau);

return exit_status;
}

static Integer normalize_vectors(Nag_OrderType order, Integer n, double qz[],
double alphai[], const char *title)

{
/* Real eigenvectors are scaled so that the maximum value of elements is 1.0;
* each complex eigenvector z[] is normalized so that the element of largest
* magnitude is scaled to be (1.0,0.0).
*/

double a, b, u, v, r, ri, rr;
Integer colinc, rowinc, i, ii, j, k, indqz, errors = 0;
NagError fail;

INIT_FAIL(fail);

if (order == Nag_ColMajor) {
rowinc = 1;
colinc = n;

}
else {

rowinc = n;
colinc = 1;

}
indqz = 0;
for (j = 0; j < n; j++) {

if (alphai[j] >= 0.0) {
if (alphai[j] == 0.0) {

/* The 2-norm of Q is calculated using nag_dge_norm (f16rac). */
nag_dge_norm(order, Nag_FrobeniusNorm, n, 1, &qz[indqz],

n, &r, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
errors = 1;
goto END;

}
for (i = 0; i < n * rowinc; i += rowinc) {

qz[indqz + i] = qz[indqz + i] / r;
}

}
else {

/* norm of j-th complex eigenvector using nag_dge_norm (f16rac),
* stored as two arrays of length n.
*/

k = 0;
rr = 0.0;
r = -1.0;
for (i = 0; i < n * rowinc; i += rowinc) {

ii = indqz + i;
ri = qz[ii]*qz[ii] + qz[ii + colinc]*qz[ii + colinc];
rr = rr + ri;
if (ri > r) {

k = i;
r = ri;

}
}
a = qz[indqz + k];
b = qz[indqz + colinc + k];
r = sqrt(r*rr);

for (i = 0; i < n * rowinc; i += rowinc) {
u = qz[indqz + i];
v = qz[indqz + colinc + i];
qz[indqz + i] = (u * a + v * b) / r;
qz[indqz + colinc + i] = (v * a - u * b) / r;

}
indqz += colinc;

}
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indqz += colinc;
}

}
/* Print the normalized eigenvectors using
* nag_gen_real_mat_print_comp (x04cbc)
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n,

qz, n, "%8.4f", title, Nag_IntegerLabels, NULL,
Nag_IntegerLabels, NULL, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
errors = 1;

}
END:

return errors;
}

10.2 Program Data

nag_dtgevc (f08ykc) Example Program Data
5 :Value of N

1.00 1.00 1.00 1.00 1.00
2.00 4.00 8.00 16.00 32.00
3.00 9.00 27.00 81.00 243.00
4.00 16.00 64.00 256.00 1024.00
5.00 25.00 125.00 625.00 3125.00 :End of matrix A
1.00 2.00 3.00 4.00 5.00
1.00 4.00 9.00 16.00 25.00
1.00 8.00 27.00 64.00 125.00
1.00 16.00 81.00 256.00 625.00
1.00 32.00 243.00 1024.00 3125.00 :End of matrix B

10.3 Program Results

nag_dtgevc (f08ykc) Example Program Results

Matrix A after balancing
1 2 3 4 5

1 1.0000 1.0000 0.1000 0.1000 0.1000
2 2.0000 4.0000 0.8000 1.6000 3.2000
3 0.3000 0.9000 0.2700 0.8100 2.4300
4 0.4000 1.6000 0.6400 2.5600 10.2400
5 0.5000 2.5000 1.2500 6.2500 31.2500
Matrix B after balancing

1 2 3 4 5
1 1.0000 2.0000 0.3000 0.4000 0.5000
2 1.0000 4.0000 0.9000 1.6000 2.5000
3 0.1000 0.8000 0.2700 0.6400 1.2500
4 0.1000 1.6000 0.8100 2.5600 6.2500
5 0.1000 3.2000 2.4300 10.2400 31.2500

Matrix A in Hessenberg form
1 2 3 4 5

1 -2.1898 -0.3181 2.0547 4.7371 -4.6249
2 -0.8395 -0.0426 1.7132 7.5194 -17.1850
3 0.0000 -0.2846 -1.0101 -7.5927 26.4499
4 0.0000 0.0000 0.0376 1.4070 -3.3643
5 0.0000 0.0000 0.0000 0.3813 -0.9937

Matrix B in Hessenberg form
1 2 3 4 5

1 -1.4248 -0.3476 2.1175 5.5813 -3.9269
2 0.0000 -0.0782 0.1189 8.0940 -15.2928
3 0.0000 0.0000 1.0021 -10.9356 26.5971
4 0.0000 0.0000 0.0000 0.5820 -0.0730
5 0.0000 0.0000 0.0000 0.0000 0.5321

Generalized eigenvalues
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1 ( -2.4367, 0.0000)
2 ( 0.6069, 0.7948)
3 ( 0.6069, -0.7948)
4 ( 1.0000, 0.0000)
5 ( -0.4104, 0.0000)

Right eigenvectors
1 2 3 4 5

1 -0.3083 0.7026 0.0000 -0.3985 -0.3747
2 0.6622 -0.5582 -0.3678 0.7287 0.7339
3 -0.6244 0.1600 0.1763 -0.5380 -0.5394
4 0.2732 -0.0211 -0.0492 0.1423 0.1720
5 -0.0438 0.0010 0.0072 -0.0199 -0.0192

Left eigenvectors
1 2 3 4 5

1 -0.3747 0.7026 0.0000 -0.3985 0.3083
2 0.7339 -0.5582 -0.3678 0.7287 -0.6622
3 -0.5394 0.1600 0.1763 -0.5380 0.6244
4 0.1720 -0.0211 -0.0492 0.1423 -0.2732
5 -0.0192 0.0010 0.0072 -0.0199 0.0438
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NAG Library Function Document

nag_dtgsna (f08ylc)

1 Purpose

nag_dtgsna (f08ylc) estimates condition numbers for specified eigenvalues and/or eigenvectors of a
matrix pair in generalized real Schur form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dtgsna (Nag_OrderType order, Nag_JobType job,
Nag_HowManyType howmny, const Nag_Boolean select[], Integer n,
const double a[], Integer pda, const double b[], Integer pdb,
const double vl[], Integer pdvl, const double vr[], Integer pdvr,
double s[], double dif[], Integer mm, Integer *m, NagError *fail)

3 Description

nag_dtgsna (f08ylc) estimates condition numbers for specified eigenvalues and/or right eigenvectors of
an n by n matrix pair S; Tð Þ in real generalized Schur form. The function actually returns estimates of
the reciprocals of the condition numbers in order to avoid possible overflow.

The pair S; Tð Þ are in real generalized Schur form if S is block upper triangular with 1 by 1 and 2 by 2
diagonal blocks and T is upper triangular as returned, for example, by nag_dgges (f08xac) or
nag_dggesx (f08xbc), or nag_dhgeqz (f08xec) with job ¼ Nag Schur. The diagonal elements, or blocks,
define the generalized eigenvalues �i; �ið Þ, for i ¼ 1; 2; . . . ; n, of the pair S; Tð Þ and the eigenvalues are
given by

�i ¼ �i=�i;

so that

�iSxi ¼ �iTxi or Sxi ¼ �iTxi;

where xi is the corresponding (right) eigenvector.

If S and T are the result of a generalized Schur factorization of a matrix pair A;Bð Þ

A ¼ QSZT; B ¼ QTZT

then the eigenvalues and condition numbers of the pair S; Tð Þ are the same as those of the pair A;Bð Þ.
Let �; �ð Þ 6¼ 0; 0ð Þ be a simple generalized eigenvalue of A;Bð Þ. Then the reciprocal of the condition
number of the eigenvalue � ¼ �=� is defined as

s �ð Þ ¼
yTAxj j2 þ yTBxj j2

� �1=2
xk k2 yk k2

� � ;

where x and y are the right and left eigenvectors of A;Bð Þ corresponding to �. If both � and � are zero,
then A;Bð Þ is singular and s �ð Þ ¼ �1 is returned.

The definition of the reciprocal of the estimated condition number of the right eigenvector x and the left
eigenvector y corresponding to the simple eigenvalue � depends upon whether � is a real eigenvalue, or
one of a complex conjugate pair.
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If the eigenvalue � is real and U and V are orthogonal transformations such that

UT A;Bð ÞV ¼ S; Tð Þ ¼ � �
0 S22

� �
� �
0 T22

� �
;

where S22 and T22 are n� 1ð Þ by n� 1ð Þ matrices, then the reciprocal condition number is given by

Dif xð Þ � Dif yð Þ ¼ Dif �; �ð Þ; S22; T22ð Þð Þ ¼ �min Zð Þ;

where �min Zð Þ denotes the smallest singular value of the 2 n� 1ð Þ by 2 n� 1ð Þ matrix

Z ¼ �� I �1� S22
� � I �1� T22

� �
and � is the Kronecker product.

If � is part of a complex conjugate pair and U and V are orthogonal transformations such that

UT A;Bð ÞV ¼ S; Tð Þ ¼ S11 �
0 S22

� �
T11 �
0 T22

� �
;

where S11 and T11 are two by two matrices, S22 and T22 are n� 2ð Þ by n� 2ð Þ matrices, and S11; T11ð Þ
corresponds to the complex conjugate eigenvalue pair �, ��, then there exist unitary matrices U1 and V1
such that

UH
1 S11V1 ¼ s11 s12

0 s22

� �
and UH

1 T11V1 ¼
t11 t12
0 t22

� �
:

The eigenvalues are given by � ¼ s11=t11 and �� ¼ s22=t22. Then the Frobenius norm-based, estimated
reciprocal condition number is bounded by

Dif xð Þ � Dif yð Þ � min d1;max 1; Re s11ð Þ=Re s22ð Þj jð Þ; d2ð Þ

where Re zð Þ denotes the real part of z, d1 ¼ Dif s11; t11ð Þ; s22; t22ð Þð Þ ¼ �min Z1ð Þ, Z1 is the complex two
by two matrix

Z1 ¼ s11 �s22
t11 �t22

� �
;

and d2 is an upper bound on Dif S11; T11ð Þ; S22; T22ð Þð Þ; i.e., an upper bound on �min Z2ð Þ, where Z2 is
the 2n� 2ð Þ by 2n� 2ð Þ matrix

Z2 ¼ ST11 � I �I � S22
TT11 � I �I � T22

� �
:

See Sections 2.4.8 and 4.11 of Anderson et al. (1999) and KÔgstrÎm and Poromaa (1996) for further
details and information.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

KÔgstrÎm B and Poromaa P (1996) LAPACK-style algorithms and software for solving the generalized
Sylvester equation and estimating the separation between regular matrix pairs ACM Trans. Math.
Software 22 78–103

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether condition numbers are required for eigenvalues and/or eigenvectors.

job ¼ Nag EigVals
Condition numbers for eigenvalues only are computed.

job ¼ Nag EigVecs
Condition numbers for eigenvectors only are computed.

job ¼ Nag DoBoth
Condition numbers for both eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals, Nag EigVecs or Nag DoBoth.

3: howmny – Nag_HowManyType Input

On entry: indicates how many condition numbers are to be computed.

howmny ¼ Nag ComputeAll
Condition numbers for all eigenpairs are computed.

howmny ¼ Nag ComputeSelected
Condition numbers for selected eigenpairs (as specified by select) are computed.

Constraint: howmny ¼ Nag ComputeAll or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when howmny ¼ Nag ComputeSelected;
otherwise select may be NULL.

On entry: specifies the eigenpairs for which condition numbers are to be computed if
howmny ¼ Nag ComputeSelected. To select condition numbers for the eigenpair corresponding
to the real eigenvalue �j, select½j� 1� must be set Nag_TRUE. To select condition numbers
corresponding to a complex conjugate pair of eigenvalues �j and �jþ1, select½j� 1� and/or
select½j� must be set to Nag_TRUE.

If howmny ¼ Nag ComputeAll, select is not referenced and may be NULL.

5: n – Integer Input

On entry: n, the order of the matrix pair S; Tð Þ.
Constraint: n 	 0.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper quasi-triangular matrix S.
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7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix T .

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: vl½dim� – const double Input

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvl when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The i; jð Þth element of the matrix is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vl must contain left eigenvectors of S; Tð Þ,
corresponding to the eigenpairs specified by howmny and select. The eigenvectors must be
stored in consecutive columns of vl, as returned by nag_dggev (f08wac) or nag_dtgevc (f08ykc).

If job ¼ Nag EigVecs, vl is not referenced and may be NULL.

11: pdvl – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vl.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n;
otherwise pdvl 	 1.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm;
otherwise vl may be NULL..

12: vr½dim� – const double Input

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvr when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vr may be NULL.
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The i; jð Þth element of the matrix is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vr must contain right eigenvectors of S; Tð Þ,
corresponding to the eigenpairs specified by howmny and select. The eigenvectors must be
stored in consecutive columns of vr, as returned by nag_dggev (f08wac) or nag_dtgevc (f08ykc).

If job ¼ Nag EigVecs, vr is not referenced and may be NULL.

13: pdvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vr.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n;
otherwise pdvr 	 1.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm;
otherwise vr may be NULL..

14: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least

mm when job ¼ Nag EigVals or Nag DoBoth;
otherwise s may be NULL.

On exit: if job ¼ Nag EigVals or Nag DoBoth, the reciprocal condition numbers of the selected
eigenvalues, stored in consecutive elements of the array. For a complex conjugate pair of
eigenvalues two consecutive elements of s are set to the same value. Thus s½j� 1�, dif½j� 1�, and
the jth columns of VL and VR all correspond to the same eigenpair (but not in general the jth
eigenpair, unless all eigenpairs are selected).

If job ¼ Nag EigVecs, s is not referenced and may be NULL.

15: dif½dim� – double Output

Note: the dimension, dim, of the array dif must be at least

mm when job ¼ Nag EigVecs or Nag DoBoth;
otherwise dif may be NULL.

On exit: if job ¼ Nag EigVecs or Nag DoBoth, the estimated reciprocal condition numbers of the
selected eigenvectors, stored in consecutive elements of the array. For a complex eigenvector two
consecutive elements of dif are set to the same value. If the eigenvalues cannot be reordered to
compute dif½j� 1�, dif½j� 1� is set to 0; this can only occur when the true value would be very
small anyway.

If job ¼ Nag EigVals, dif is not referenced and may be NULL.

16: mm – Integer Input

On entry: the number of elements in the arrays s and dif.

Constraints:

if howmny ¼ Nag ComputeAll, mm 	 n;
otherwise mm 	 m.
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17: m – Integer * Output

On exit: the number of elements of the arrays s and dif used to store the specified condition
numbers; for each selected real eigenvalue one element is used, and for each selected complex
conjugate pair of eigenvalues, two elements are used. If howmny ¼ Nag ComputeAll, m is set to
n.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, job ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm.

On entry, job ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n.

On entry, job ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm.

On entry, job ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n.

NE_ENUM_INT_3

On entry, howmny ¼ valueh i, n ¼ valueh i, mm ¼ valueh i and m ¼ valueh i.
Constraint: if howmny ¼ Nag ComputeAll, mm 	 n;
otherwise mm 	 m.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
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On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

None.

8 Parallelism and Performance

nag_dtgsna (f08ylc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

An approximate asymptotic error bound on the chordal distance between the computed eigenvalue ~�
and the corresponding exact eigenvalue � is

� ~�; �
� �

� � A;Bð Þk kF=S �ð Þ

where � is the machine precision.

An approximate asymptotic error bound for the right or left computed eigenvectors ~x or ~y
corresponding to the right and left eigenvectors x and y is given by

� ~z; zð Þ � � A;Bð Þk kF=Dif :
The complex analogue of this function is nag_ztgsna (f08yyc).

10 Example

This example estimates condition numbers and approximate error estimates for all the eigenvalues and
eigenvalues and right eigenvectors of the pair S; Tð Þ given by

S ¼
4:0 1:0 1:0 2:0
0 3:0 �1:0 1:0
0 1:0 3:0 1:0
0 0 0 6:0

0B@
1CA and T ¼

2:0 1:0 1:0 3:0
0 1:0 0:0 1:0
0 0 1:0 1:0
0 0 0 2:0

0B@
1CA:

The eigenvalues and eigenvectors are computed by calling nag_dtgevc (f08ykc).
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10.1 Program Text

/* nag_dtgsna (f08ylc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagx02.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double eps, snorm, stnrm, tnorm, tol;
Integer i, j, m, n, pds, pdt, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
double *dif = 0, *s = 0, *scon = 0, *t = 0, *vl = 0, *vr = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define S(I, J) s[(J-1)*pds + I - 1]
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define S(I, J) s[(I-1)*pds + J - 1]
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dtgsna (f08ylc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
m = n;
pds = n;
pdt = n;
pdvl = n;
pdvr = n;

/* Allocate memory */
if (!(dif = NAG_ALLOC(n, double)) ||
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!(scon = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(n * n, double)) ||
!(t = NAG_ALLOC(n * n, double)) ||
!(vl = NAG_ALLOC(n * m, double)) || !(vr = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read S and T from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= n; ++j)

scanf_s("%lf", &S(i, j));
#else

for (j = 1; j <= n; ++j)
scanf("%lf", &S(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &T(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &T(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Calculate the left and right generalized eigenvectors of the
* matrix pair (S,T) using nag_dtgevc (f08ykc).
* NULL may be passed here in place of the select array since all
* eigenvectors are requested.
*/

nag_dtgevc(order, Nag_BothSides, Nag_ComputeAll, NULL, n, s, pds, t, pdt,
vl, pdvl, vr, pdvr, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgevc (f08ykc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate condition numbers for all the generalized eigenvalues and right
* eigenvectors of the pair (S,T) using nag_dtgsna (f08ylc).
* NULL may be passed here in place of the select array since all
* eigenvectors are requested.
*/

nag_dtgsna(order, Nag_DoBoth, Nag_ComputeAll, NULL, n, s, pds, t, pdt,
vl, pdvl, vr, pdvr, scon, dif, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtgsna (f08ylc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print condition numbers of eigenvalues and right eigenvectors */
printf("Condition numbers of eigenvalues (scon) and right eigenvectors "

"(diff),\n");
printf("scon: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", scon[i], i % 7 == 6 ? "\n " : "");
printf("\ndif: ");
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for (i = 0; i < m; ++i)
printf(" %10.1e%s", dif[i], i % 7 == 6 ? "\n " : "");

/* Compute the norm of (S,T) using nag_dge_norm (f16rac). */
eps = nag_machine_precision;
nag_dge_norm(order, Nag_OneNorm, n, n, s, pds, &snorm, &fail);
nag_dge_norm(order, Nag_OneNorm, n, n, t, pdt, &tnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (snorm == 0.0)
stnrm = ABS(tnorm);

else if (tnorm == 0.0)
stnrm = ABS(snorm);

else if (ABS(snorm) >= ABS(tnorm))
stnrm = ABS(snorm) * sqrt(1.0 + (tnorm / snorm) * (tnorm / snorm));

else
stnrm = ABS(tnorm) * sqrt(1.0 + (snorm / tnorm) * (snorm / tnorm));

/* Calculate approximate error estimates */
tol = eps * stnrm;

printf("\n\nError estimates for eigenvalues (errval) and right eigenvectors"
" (errvec),\n");

printf("errval: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", tol / scon[i], i % 7 == 6 ? "\n " : "");
printf("\nerrvec: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", tol / dif[i], i % 7 == 6 ? "\n " : "");

END:
NAG_FREE(dif);
NAG_FREE(scon);
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}

10.2 Program Data

nag_dtgsna (f08ylc) Example Program Data

4 : n

4.0 1.0 1.0 2.0
0.0 3.0 -1.0 1.0
0.0 1.0 3.0 1.0
0.0 0.0 0.0 6.0 : matrix S

2.0 1.0 1.0 3.0
0.0 1.0 0.0 1.0
0.0 0.0 1.0 1.0
0.0 0.0 0.0 2.0 : matrix T
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10.3 Program Results

nag_dtgsna (f08ylc) Example Program Results

Condition numbers of eigenvalues (scon) and right eigenvectors (diff),
scon: 1.6e+00 1.7e+00 1.7e+00 1.4e+00
dif: 5.4e-01 1.5e-01 1.5e-01 1.2e-01

Error estimates for eigenvalues (errval) and right eigenvectors (errvec),
errval: 8.7e-16 7.8e-16 7.8e-16 9.9e-16
errvec: 2.5e-15 9.0e-15 9.0e-15 1.1e-14
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NAG Library Function Document

nag_ztgsja (f08ysc)

1 Purpose

nag_ztgsja (f08ysc) computes the generalized singular value decomposition (GSVD) of two complex
upper trapezoidal matrices A and B, where A is an m by n matrix and B is a p by n matrix.

A and B are assumed to be in the form returned by nag_zggsvp (f08vsc) or nag_zggsvp3 (f08vuc).

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztgsja (Nag_OrderType order, Nag_ComputeUType jobu,
Nag_ComputeVType jobv, Nag_ComputeQType jobq, Integer m, Integer p,
Integer n, Integer k, Integer l, Complex a[], Integer pda, Complex b[],
Integer pdb, double tola, double tolb, double alpha[], double beta[],
Complex u[], Integer pdu, Complex v[], Integer pdv, Complex q[],
Integer pdq, Integer *ncycle, NagError *fail)

3 Description

nag_ztgsja (f08ysc) computes the GSVD of the matrices A and B which are assumed to have the form
as returned by nag_zggsvp (f08vsc) or nag_zggsvp3 (f08vuc)

A ¼

1CCCCA
0BBBB@
n� k� l k l

k 0 A12 A13

l 0 0 A23

m� k� l 0 0 0

; if m� k� l 	 0;

1CA
0B@
n� k� l k l

k 0 A12 A13

m� k 0 0 A23

; if m� k� l < 0;

8>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>:

B ¼

1CA
0B@
n� k� l k l

l 0 0 B13

p� l 0 0 0

;

where the k by k matrix A12 and the l by l matrix B13 are nonsingular upper triangular, A23 is l by l
upper triangular if m� k� l 	 0 and is m� kð Þ by l upper trapezoidal otherwise.
nag_ztgsja (f08ysc) computes unitary matrices Q, U and V , diagonal matrices D1 and D2, and an upper
triangular matrix R such that

UHAQ ¼ D1 0 R
� �

; V HBQ ¼ D2 0 R
� �

:

Optionally Q, U and V may or may not be computed, or they may be premultiplied by matrices Q1, U1

and V1 respectively.
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If m� k� lð Þ 	 0 then D1, D2 and R have the form

D1 ¼

1A0@
k l

k I 0
l 0 C

m� k� l 0 0
;

D2 ¼
�� k l

l 0 S
p� l 0 0

;

R ¼
�� k l

k R11 R12
l 0 R22

;

where C ¼ diag �kþ1; ; ; . . . ; ; ; �kþlð Þ; S ¼ diag �kþ1; ; ; . . . ; ; ; �kþlð Þ.
If m� k� lð Þ < 0 then D1, D2 and R have the form

D1 ¼
�� k m� k kþ l�m

k I 0 0
m� k 0 C 0

;

D2 ¼

1A0@
k m� k kþ l�m

m� k 0 S 0
kþ l�m 0 0 I

p� l 0 0 0
;

R ¼

1A0@
k m� k kþ l�m

k R11 R12 R13
m� k 0 R22 R23

kþ l�m 0 0 R33

;

where C ¼ diag �kþ1; ; ; . . . ; ; ; �mð Þ; S ¼ diag �kþ1; ; ; . . . ; ; ; �mð Þ.
In both cases the diagonal matrix C has real non-negative diagonal elements, the diagonal matrix S has
real positive diagonal elements, so that S is nonsingular, and C2 þ S2 ¼ 1. See Section 2.3.5.3 of
Anderson et al. (1999) for further information.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: jobu – Nag_ComputeUType Input

On entry: if jobu ¼ Nag AllU, u must contain a unitary matrix U1 on entry, and the product U1U
is returned.
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If jobu ¼ Nag InitU, u is initialized to the unit matrix, and the unitary matrix U is returned.

If jobu ¼ Nag NotU, U is not computed.

Constraint: jobu ¼ Nag AllU, Nag InitU or Nag NotU.

3: jobv – Nag_ComputeVType Input

On entry: if jobv ¼ Nag ComputeV, v must contain a unitary matrix V1 on entry, and the product
V1V is returned.

If jobv ¼ Nag InitV, v is initialized to the unit matrix, and the unitary matrix V is returned.

If jobv ¼ Nag NotV, V is not computed.

Constraint: jobv ¼ Nag ComputeV, Nag InitV or Nag NotV.

4: jobq – Nag_ComputeQType Input

On entry: if jobq ¼ Nag ComputeQ, q must contain a unitary matrix Q1 on entry, and the
product Q1Q is returned.

If jobq ¼ Nag InitQ, q is initialized to the unit matrix, and the unitary matrix Q is returned.

If jobq ¼ Nag NotQ, Q is not computed.

Constraint: jobq ¼ Nag ComputeQ, Nag InitQ or Nag NotQ.

5: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

6: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

8: k – Integer Input
9: l – Integer Input

On entry: k and l specify the sizes, k and l, of the subblocks of A and B, whose GSVD is to be
computed by nag_ztgsja (f08ysc).

10: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m� k� l 	 0, A 1 : kþ l; n� k� lþ 1 : nð Þ contains the kþ lð Þ by kþ lð Þ upper
triangular matrix R.
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If m� k� l < 0, A 1 : m;n� k� lþ 1 : nð Þ contains the first m rows of the kþ lð Þ by kþ lð Þ
u p p e r t r i a n g u l a r m a t r i x R, a n d t h e s u bm a t r i x R33 i s r e t u r n e d i n
B m� kþ 1 : l; nþm� k� lþ 1 : nð Þ.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

12: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: if m� k� l < 0, B m� kþ 1 : l; nþm� k� lþ 1 : nð Þ contains the submatrix R33 of
R.

13: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

14: tola – double Input
15: tolb – double Input

On entry: tola and tolb are the convergence criteria for the Jacobi–Kogbetliantz iteration
procedure. Generally, they should be the same as used in the preprocessing step performed by
nag_zggsvp (f08vsc) or nag_zggsvp3 (f08vuc), say

tola ¼ max m; nð Þ Ak k�;
tolb ¼ max p; nð Þ Bk k�;

where � is the machine precision.

16: alpha½n� – double Output

On exit: see the description of beta.

17: beta½n� – double Output

On exit: alpha and beta contain the generalized singular value pairs of A and B;

alpha½i� ¼ 1, beta½i� ¼ 0, for i ¼ 0; 1; . . . ; k� 1, and

if m� k� l 	 0, alpha½i� ¼ �i, beta½i� ¼ �i, for i ¼ k; . . . ; kþ l� 1, or

if m� k� l < 0, alpha½i� ¼ �i, beta½i� ¼ �i, for i ¼ k; . . . ;m� 1 and alpha½i� ¼ 0,
beta½i� ¼ 1, for i ¼ m; . . . ; kþ l� 1.
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Furthermore, if kþ l < n, alpha½i� ¼ beta½i� ¼ 0, for i ¼ kþ l; . . . ; n� 1.

18: u½dim� – Complex Input/Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�mð Þ when jobu ¼ Nag AllU or Nag InitU;
1 otherwise.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobu ¼ Nag AllU, u must contain an m by m matrix U1 (usually the unitary matrix
returned by nag_zggsvp (f08vsc) or nag_zggsvp3 (f08vuc)).

On exit: if jobu ¼ Nag AllU, u contains the product U1U .

If jobu ¼ Nag InitU, u contains the unitary matrix U .

If jobu ¼ Nag NotU, u is not referenced.

19: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if jobu ¼ Nag AllU or Nag InitU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

20: v½dim� – Complex Input/Output

Note: the dimension, dim, of the array v must be at least

max 1;pdv� pð Þ when jobv ¼ Nag ComputeV or Nag InitV;
1 otherwise.

The i; jð Þth element of the matrix V is stored in

v½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
v½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobv ¼ Nag ComputeV, v must contain an p by p matrix V1 (usually the unitary
matrix returned by nag_zggsvp (f08vsc) or nag_zggsvp3 (f08vuc)).

On exit: if jobv ¼ Nag InitV, v contains the unitary matrix V .

If jobv ¼ Nag ComputeV, v contains the product V1V .

If jobv ¼ Nag NotV, v is not referenced.

21: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array v.

Constraints:

if jobv ¼ Nag ComputeV or Nag InitV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.

22: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when jobq ¼ Nag ComputeQ or Nag InitQ;
1 otherwise.
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The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if jobq ¼ Nag ComputeQ, q must contain an n by n matrix Q1 (usually the unitary
matrix returned by nag_zggsvp (f08vsc) or nag_zggsvp3 (f08vuc)).

On exit: if jobq ¼ Nag InitQ, q contains the unitary matrix Q.

If jobq ¼ Nag ComputeQ, q contains the product Q1Q.

If jobq ¼ Nag NotQ, q is not referenced.

23: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if jobq ¼ Nag ComputeQ or Nag InitQ, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

24: ncycle – Integer * Output

On exit: the number of cycles required for convergence.

25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The procedure does not converge after 40 cycles.

NE_ENUM_INT_2

On entry, jobq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if jobq ¼ Nag ComputeQ or Nag InitQ, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

On entry, jobu ¼ valueh i, pdu ¼ valueh i and m ¼ valueh i.
Constraint: if jobu ¼ Nag AllU or Nag InitU, pdu 	 max 1;mð Þ;
otherwise pdu 	 1.

On entry, jobv ¼ valueh i, pdv ¼ valueh i and p ¼ valueh i.
Constraint: if jobv ¼ Nag ComputeV or Nag InitV, pdv 	 max 1; pð Þ;
otherwise pdv 	 1.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized singular value decomposition is nearly the exact generalized singular value
decomposition for nearby matrices Aþ Eð Þ and Bþ Fð Þ, where

Ek k2 ¼ O � Ak k2 and Fk k2 ¼ O � Bk k2;

and � is the machine precision. See Section 4.12 of Anderson et al. (1999) for further details.
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8 Parallelism and Performance

nag_ztgsja (f08ysc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dtgsja (f08yec).

10 Example

This example finds the generalized singular value decomposition

A ¼ U�1 0 R
� �

QH; B ¼ V�2 0 R
� �

QH;

of the matrix pair A;Bð Þ, where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA
and

B ¼ 1 0 �1 0
0 1 0 �1

� �
:

10.1 Program Text

/* nag_ztgsja (f08ysc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double eps, norma, normb, tola, tolb;
Integer i, irank, j, k, l, m, n, ncycle, p, pda, pdb, pdu, pdv;
Integer pdq, printq, printr, printu, printv, vsize;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *q = 0, *u = 0, *v = 0;
double *alpha = 0, *beta = 0;
char nag_enum_arg[40];
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_ComputeUType jobu;
Nag_ComputeVType jobv;
Nag_ComputeQType jobq;
Nag_MatrixType genmat = Nag_GeneralMatrix, upmat = Nag_UpperMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_LabelType intlab = Nag_IntegerLabels;
Nag_ComplexFormType brac = Nag_BracketForm;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztgsja (f08ysc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (m < 0 || n < 0 || p < 0) {
printf("Invalid m, n or p\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

jobu = (Nag_ComputeUType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobv = (Nag_ComputeVType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

jobq = (Nag_ComputeQType) nag_enum_name_to_value(nag_enum_arg);

pdu = (jobu != Nag_NotU ? m : 1);
pdv = (jobv != Nag_NotV ? p : 1);
pdq = (jobq != Nag_NotQ ? n : 1);
vsize = (jobv != Nag_NotV ? p * m : 1);

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;

#else
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pda = n;
pdb = n;

#endif

/* Read in 0s or 1s to determine whether matrices U, V, Q or R are to be
* printed.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

&printu, &printv, &printq, &printr);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&printu, &printv, &printq, &printr);

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(p * n, Complex)) ||
!(alpha = NAG_ALLOC(n, double)) ||
!(beta = NAG_ALLOC(n, double)) ||
!(q = NAG_ALLOC(pdq * pdq, Complex)) ||
!(u = NAG_ALLOC(pdu * pdu, Complex)) ||
!(v = NAG_ALLOC(vsize, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the m by n matrix A and p by n matrix B from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute tola and tolb as */
/* tola = max(m,n)*norm(A)*macheps */
/* tolb = max(p,n)*norm(B)*macheps */
nag_zge_norm(order, Nag_OneNorm, m, n, a, pda, &norma, &fail);
nag_zge_norm(order, Nag_OneNorm, p, n, b, pdb, &normb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute tola and tolb using nag_machine_precision (x02ajc) */
eps = nag_machine_precision;
tola = MAX(m, n) * norma * eps;
tolb = MAX(p, n) * normb * eps;
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/* Preprocess step:
* compute transformations to reduce (A, B) to upper triangular form
* (A = U1*S*(Q1^H), B = V1*T*(Q1^H))
* using nag_zggsvp (f08vsc).
*/

nag_zggsvp(order, jobu, jobv, jobq, m, p, n, a, pda, b, pdb, tola, tolb, &k,
&l, u, pdu, v, pdv, q, pdq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggsvp (f08vsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the generalized singular value decomposition of preprocessed (A, B)
* (A = U*D1*(0 R)*(Q^H), B = V*D2*(0 R)*(Q^H))
* using nag_ztgsja (f08ysc).
*/

nag_ztgsja(order, jobu, jobv, jobq, m, p, n, k, l, a, pda, b, pdb, tola,
tolb, alpha, beta, u, pdu, v, pdv, q, pdq, &ncycle, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztgsja (f08ysc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the generalized singular value pairs alpha, beta */
irank = MIN(k + l, m);
printf("Number of infinite generalized singular values (k): %5" NAG_IFMT

"\n", k);
printf("Number of finite generalized singular values (l): %5" NAG_IFMT

"\n", l);
printf("Effective Numerical rank of (A^H B^HT)^H (k+l): %5" NAG_IFMT

"\n", irank);
printf("\nFinite generalized singular values:\n");

for (j = k; j < irank; ++j)
printf("%45s%12.4e\n", "", alpha[j] / beta[j]);

printf("\nNumber of cycles of the Kogbetliantz method: %12" NAG_IFMT "\n\n",
ncycle);

if (printu && jobu != Nag_NotU) {
fflush(stdout);
nag_gen_complx_mat_print_comp(order, genmat, diag, m, m, u, pdu, brac,

"%13.4e", "Unitary matrix U", intlab,
NULL, intlab, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

}
if (printv && jobv != Nag_NotV) {

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, genmat, diag, p, p, v, pdv, brac,

"%13.4e", "Unitary matrix V", intlab,
NULL, intlab, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

}
if (printq && jobq != Nag_NotQ) {

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, genmat, diag, n, n, q, pdq, brac,

"%13.4e", "Unitary matrix Q", intlab,
NULL, intlab, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR)
goto PRINTERR;

}
if (printr) {

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, upmat, diag, irank, irank,
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&A(1, n - irank + 1), pda, brac, "%13.4e",
"Nonsingular upper triangular matrix R",
intlab, NULL, intlab, NULL, 80, 0, NULL,
&fail);

}
PRINTERR:

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(q);
NAG_FREE(u);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_ztgsja (f08ysc) Example Program Data

6 4 2 : m, n and p

Nag_AllU : jobu
Nag_ComputeV : jobv
Nag_ComputeQ : jobq

0 0 0 0 : print u, v, q, r?

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) : matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) : matrix B

10.3 Program Results

nag_ztgsja (f08ysc) Example Program Results

Number of infinite generalized singular values (k): 2
Number of finite generalized singular values (l): 2
Effective Numerical rank of (A^H B^HT)^H (k+l): 4

Finite generalized singular values:
2.0720e+00
1.1058e+00

Number of cycles of the Kogbetliantz method: 2
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NAG Library Function Document

nag_ztgexc (f08ytc)

1 Purpose

nag_ztgexc (f08ytc) reorders the generalized Schur factorization of a complex matrix pair in generalized
Schur form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztgexc (Nag_OrderType order, Nag_Boolean wantq, Nag_Boolean wantz,
Integer n, Complex a[], Integer pda, Complex b[], Integer pdb,
Complex q[], Integer pdq, Complex z[], Integer pdz, Integer ifst,
Integer *ilst, NagError *fail)

3 Description

nag_ztgexc (f08ytc) reorders the generalized complex n by n matrix pair S; Tð Þ in generalized Schur
form, so that the diagonal element of S; Tð Þ with row index i1 is moved to row i2, using a unitary
equivalence transformation. That is, S and T are factorized as

S ¼ Q̂ŜẐH; T ¼ Q̂T̂ ẐH;

where Ŝ; T̂
� �

are also in generalized Schur form.

The pair S; Tð Þ are in generalized Schur form if S and T are upper triangular as returned, for example,
by nag_zgges (f08xnc), or nag_zhgeqz (f08xsc) with job ¼ Nag Schur.

If S and T are the result of a generalized Schur factorization of a matrix pair A;Bð Þ

A ¼ QSZH; B ¼ QTZH

then, optionally, the matrices Q and Z can be updated as QQ̂ and ZẐ.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: wantq – Nag_Boolean Input

On entry: if wantq ¼ Nag TRUE, update the left transformation matrix Q.

If wantq ¼ Nag FALSE, do not update Q.
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3: wantz – Nag_Boolean Input

On entry: if wantz ¼ Nag TRUE, update the right transformation matrix Z.

If wantz ¼ Nag FALSE, do not update Z.

4: n – Integer Input

On entry: n, the order of the matrices S and T .

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix S in the pair S; Tð Þ.

On exit: the updated matrix Ŝ.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix T , in the pair S; Tð Þ.

On exit: the updated matrix T̂

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

9: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when wantq ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantq ¼ Nag TRUE, the unitary matrix Q.

On exit: if wantq ¼ Nag TRUE, the updated matrix QQ̂.

If wantq ¼ Nag FALSE, q is not referenced.
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10: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if wantq ¼ Nag TRUE, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

11: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when wantz ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantz ¼ Nag TRUE, the unitary matrix Z.

On exit: if wantz ¼ Nag TRUE, the updated matrix ZẐ.

If wantz ¼ Nag FALSE, z is not referenced.

12: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

13: ifst – Integer Input
14: ilst – Integer * Input/Output

On entry: the indices i1 and i2 that specify the reordering of the diagonal elements of S; Tð Þ. The
element with row index ifst is moved to row ilst, by a sequence of swapping between adjacent
diagonal elements.

On exit: ilst points to the row in its final position.

Constraint: 1 � ifst � n and 1 � ilst � n.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONSTRAINT

On entry, wantq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if wantq ¼ Nag TRUE, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, wantz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INT_3

On entry, ifst ¼ valueh i, ilst ¼ valueh i and n ¼ valueh i.
Constraint: 1 � ifst � n and 1 � ilst � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SCHUR

The transformed matrix pair would be too far from generalized Schur form; the problem is ill-
conditioned. S; Tð Þ may have been partially reordered, and ilst points to the first row of the
current position of the block being moved.

7 Accuracy

The computed generalized Schur form is nearly the exact generalized Schur form for nearby matrices
S þ Eð Þ and T þ Fð Þ, where

Ek k2 ¼ O � Sk k2 and Fk k2 ¼ O � Tk k2;
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and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details of error
bounds for the generalized nonsymmetric eigenproblem.

8 Parallelism and Performance

nag_ztgexc (f08ytc) is not threaded in any implementation.

9 Further Comments

The real analogue of this function is nag_dtgexc (f08yfc).

10 Example

This example exchanges rows 4 and 1 of the matrix pair S; Tð Þ, where

S ¼
4:0þ 4:0i 1:0þ 1:0i 1:0þ 1:0i 2:0� 1:0i
0 2:0þ 1:0i 1:0þ 1:0i 1:0þ 1:0i
0 0 2:0� 1:0i 1:0þ 1:0i
0 0 0 6:0� 2:0i

0B@
1CA

and

T ¼
2:0 1:0þ 1:0i 1:0þ 1:0i 3:0� 1:0i
0 1:0 2:0þ 1:0i 1:0þ 1:0i
0 0 1:0 1:0þ 1:0i
0 0 0 2:0

0B@
1CA:

10.1 Program Text

/* nag_ztgexc (f08ytc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
Integer i, ifst, ilst, j, n, pdq, pds, pdt, pdz;
Integer exit_status = 0;

/* Arrays */
Complex *q = 0, *s = 0, *t = 0, *z = 0;
char nag_enum_arg[40];

NagError fail;
Nag_OrderType order;
Nag_Boolean wantq, wantz;
Nag_MatrixType upmat = Nag_UpperMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_LabelType intlab = Nag_IntegerLabels;
Nag_ComplexFormType brac = Nag_BracketForm;

#ifdef NAG_COLUMN_MAJOR
#define S(I, J) s[(J-1)*pds + I - 1]
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
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#else
#define S(I, J) s[(I-1)*pds + J - 1]
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztgexc (f08ytc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

wantq = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

wantz = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

pds = n;
pdt = n;
pdq = (wantq ? n : 1);
pdz = (wantz ? n : 1);

/* Allocate memory */
if (!(s = NAG_ALLOC(n * n, Complex)) ||

!(t = NAG_ALLOC(n * n, Complex)) ||
!(q = NAG_ALLOC(pdq * pdq, Complex)) ||
!(z = NAG_ALLOC(pdz * pdz, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read S and T from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &S(i, j).re, &S(i, j).im);
#else

scanf(" ( %lf , %lf )", &S(i, j).re, &S(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);

#else
scanf(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read the row indices */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &ifst, &ilst);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &ifst, &ilst);
#endif

/* Reorder the S and T */
nag_ztgexc(order, wantq, wantz, n, s, pds, t, pdt, q, pdq, z, pdz, ifst,

&ilst, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztgexc (f08ytc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print reordered generalized Schur form */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, upmat, diag, n, n, s, pds, brac,

"%7.4f", "Reordered Schur matrix S",
intlab, NULL, intlab, NULL, 80, 0, NULL,
&fail);

if (fail.code != NE_NOERROR)
goto PRERR;

printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, upmat, diag, n, n, t, pdt, brac,

"%7.4f", "Reordered Schur matrix T",
intlab, NULL, intlab, NULL, 80, 0, NULL,
&fail);

PRERR:
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
}

END:
NAG_FREE(q);
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_ztgexc (f08ytc) Example Program Data

4 : n

Nag_FALSE : wantq
Nag_FALSE : wantz

( 4.0, 4.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 2.0,-1.0)
( 0.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0) ( 1.0, 1.0)
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( 0.0, 0.0) ( 0.0, 0.0) ( 2.0,-1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 6.0,-2.0) : matrix S

( 2.0, 0.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 3.0,-1.0)
( 0.0, 0.0) ( 1.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 0.0) : matrix T

1 4 : ifst and ilst

10.3 Program Results

nag_ztgexc (f08ytc) Example Program Results

Reordered Schur matrix S
1 2 3 4

1 ( 3.7081, 3.7081) (-2.0834,-0.5688) ( 2.6374, 1.0772) ( 0.2845, 0.7991)
2 ( 1.6097, 1.5656) (-0.0634, 1.9234) (-0.0301, 0.9720)
3 ( 4.7029,-2.1187) ( 1.1379,-3.1199)
4 ( 2.3085,-1.8289)

Reordered Schur matrix T
1 2 3 4

1 ( 2.2249, 0.7416) (-1.1631, 1.5347) ( 2.2608, 2.0851) ( 1.1094,-0.3205)
2 ( 0.3308, 0.9482) ( 0.3919, 1.8172) (-0.6305, 1.6053)
3 ( 1.6227,-0.1653) ( 0.9966,-0.9074)
4 ( 0.1199,-1.0343)
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NAG Library Function Document

nag_ztgsen (f08yuc)

1 Purpose

nag_ztgsen (f08yuc) reorders the generalized Schur factorization of a complex matrix pair in
generalized Schur form, so that a selected cluster of eigenvalues appears in the leading elements on the
diagonal of the generalized Schur form. The function also, optionally, computes the reciprocal condition
numbers of the cluster of eigenvalues and/or corresponding deflating subspaces.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztgsen (Nag_OrderType order, Integer ijob, Nag_Boolean wantq,
Nag_Boolean wantz, const Nag_Boolean select[], Integer n, Complex a[],
Integer pda, Complex b[], Integer pdb, Complex alpha[], Complex beta[],
Complex q[], Integer pdq, Complex z[], Integer pdz, Integer *m,
double *pl, double *pr, double dif[], NagError *fail)

3 Description

nag_ztgsen (f08yuc) factorizes the generalized complex n by n matrix pair S; Tð Þ in generalized Schur
form, using a unitary equivalence transformation as

S ¼ Q̂ŜẐH; T ¼ Q̂T̂ ẐH;

where Ŝ; T̂
� �

are also in generalized Schur form and have the selected eigenvalues as the leading

diagonal elements. The leading columns of Q and Z are the generalized Schur vectors corresponding to
the selected eigenvalues and form orthonormal subspaces for the left and right eigenspaces (deflating
subspaces) of the pair S; Tð Þ.
The pair S; Tð Þ are in generalized Schur form if S and T are upper triangular as returned, for example,
by nag_zgges (f08xnc), or nag_zhgeqz (f08xsc) with job ¼ Nag Schur. The diagonal elements define
the generalized eigenvalues �i; �ið Þ, for i ¼ 1; 2; . . . ; n, of the pair S; Tð Þ. The eigenvalues are given by

�i ¼ �i=�i;

but are returned as the pair �i; �ið Þ in order to avoid possible overflow in computing �i. Optionally, the
function returns reciprocals of condition number estimates for the selected eigenvalue cluster, p and q,
the right and left projection norms, and of deflating subspaces, Difu and Dif l. For more information see
Sections 2.4.8 and 4.11 of Anderson et al. (1999).

If S and T are the result of a generalized Schur factorization of a matrix pair A;Bð Þ

A ¼ QSZH; B ¼ QTZH

then, optionally, the matrices Q and Z can be updated as QQ̂ and ZẐ. Note that the condition numbers
of the pair S; Tð Þ are the same as those of the pair A;Bð Þ.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ijob – Integer Input

On entry: specifies whether condition numbers are required for the cluster of eigenvalues (p and
q) or the deflating subspaces (Difu and Dif l).

ijob ¼ 0
Only reorder with respect to select. No extras.

ijob ¼ 1
Reciprocal of norms of ‘projections’ onto left and right eigenspaces with respect to the
selected cluster (p and q).

ijob ¼ 2
The upper bounds on Difu and Dif l. F -norm-based estimate (stored in dif½0� and dif½1�
respectively).

ijob ¼ 3
Estimate of Difu and Dif l. 1-norm-based estimate (stored in dif½0� and dif½1� respectively).
About five times as expensive as ijob ¼ 2.

ijob ¼ 4
Compute pl, pr and dif as in ijob ¼ 0, 1 and 2. Economic version to get it all.

ijob ¼ 5
Compute pl, pr and dif as in ijob ¼ 0, 1 and 3.

Constraint: 0 � ijob � 5.

3: wantq – Nag_Boolean Input

On entry: if wantq ¼ Nag TRUE, update the left transformation matrix Q.

If wantq ¼ Nag FALSE, do not update Q.

4: wantz – Nag_Boolean Input

On entry: if wantz ¼ Nag TRUE, update the right transformation matrix Z.

If wantz ¼ Nag FALSE, do not update Z.

5: select½n� – const Nag_Boolean Input

On entry: specifies the eigenvalues in the selected cluster. To select an eigenvalue �j,
select½j� 1� must be set to Nag_TRUE.

6: n – Integer Input

On entry: n, the order of the matrices S and T .

Constraint: n 	 0.

7: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
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The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix S in the pair S; Tð Þ.

On exit: the updated matrix Ŝ.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

9: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix T , in the pair S; Tð Þ.

On exit: the updated matrix T̂

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

11: alpha½n� – Complex Output
12: beta½n� – Complex Output

On exit: alpha and beta contain diagonal elements of Ŝ and T̂ , respectively, when the pair S; Tð Þ
has been reduced to generalized Schur form. alpha½i � 1�=beta½i � 1�, for i ¼ 1; 2; . . . ; n, are the
eigenvalues.

13: q½dim� – Complex Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq� nð Þ when wantq ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantq ¼ Nag TRUE, the n by n matrix Q.

On exit: if wantq ¼ Nag TRUE, the updated matrix QQ̂.

If wantq ¼ Nag FALSE, q is not referenced.

14: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.
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Constraints:

if wantq ¼ Nag TRUE, pdq 	 max 1;nð Þ;
otherwise pdq 	 1.

15: z½dim� – Complex Input/Output

Note: the dimension, dim, of the array z must be at least

max 1;pdz� nð Þ when wantz ¼ Nag TRUE;
1 otherwise.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: if wantz ¼ Nag TRUE, the n by n matrix Z.

On exit: if wantz ¼ Nag TRUE, the updated matrix ZẐ.

If wantz ¼ Nag FALSE, z is not referenced.

16: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

17: m – Integer * Output

On exit: the dimension of the specified pair of left and right eigenspaces (deflating subspaces).

Constraint: 0 � m � n.

18: pl – double * Output
19: pr – double * Output

On exit: if ijob ¼ 1, 4 or 5, pl and pr are lower bounds on the reciprocal of the norm of
‘projections’ p and q onto left and right eigenspace with respect to the selected cluster. 0 < pl,
pr � 1.

If m ¼ 0 or m ¼ n, pl ¼ pr ¼ 1.

If ijob ¼ 0, 2 or 3, pl and pr are not referenced.

20: dif½dim� – double Output

Note: the dimension, dim, of the array dif must be at least 2.

On exit: if ijob 	 2, dif½0� and dif½1� store the estimates of Difu and Dif l.

If ijob ¼ 2 or 4, dif½0� and dif½1� are F -norm-based upper bounds on Difu and Dif l.

If ijob ¼ 3 or 5, dif½0� and dif½1� are 1-norm-based estimates of Difu and Dif l.

If m ¼ 0 or n, dif½0� and dif½1� ¼ A;Bð Þk kF .
If ijob ¼ 0 or 1, dif is not referenced.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, wantq ¼ valueh i, pdq ¼ valueh i and n ¼ valueh i.
Constraint: if wantq ¼ Nag TRUE, pdq 	 max 1; nð Þ;
otherwise pdq 	 1.

On entry, wantz ¼ valueh i, pdz ¼ valueh i and n ¼ valueh i.
Constraint: if wantz ¼ Nag TRUE, pdz 	 max 1; nð Þ;
otherwise pdz 	 1.

NE_INT

On entry, ijob ¼ valueh i.
Constraint: 0 � ijob � 5.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_SCHUR

Reordering of S; Tð Þ failed because the transformed matrix pair would be too far from
generalized Schur form; the problem is very ill-conditioned. S; Tð Þ may have been partially
reordered. If requested, 0 is returned in dif½0� and dif½1�, pl and pr.

7 Accuracy

The computed generalized Schur form is nearly the exact generalized Schur form for nearby matrices
S þ Eð Þ and T þ Fð Þ, where

Ek k2 ¼ O � Sk k2 and Fk k2 ¼ O � Tk k2;

and � is the machine precision. See Section 4.11 of Anderson et al. (1999) for further details of error
bounds for the generalized nonsymmetric eigenproblem, and for information on the condition numbers
returned.

8 Parallelism and Performance

nag_ztgsen (f08yuc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The real analogue of this function is nag_dtgsen (f08ygc).

10 Example

This example reorders the generalized Schur factors S and T and update the matrices Q and Z given by

S ¼
4:0þ 4:0i 1:0þ 1:0i 1:0þ 1:0i 2:0� 1:0i
0 2:0þ 1:0i 1:0þ 1:0i 1:0þ 1:0i
0 0 2:0� 1:0i 1:0þ 1:0i
0 0 0 6:0� 2:0i

0B@
1CA;

T ¼
2:0 1:0þ 1:0i 1:0þ 1:0i 3:0� 1:0i
0 1:0 2:0þ 1:0i 1:0þ 1:0i
0 0 1:0 1:0þ 1:0i
0 0 0 2:0

0B@
1CA;

Q ¼
1:0 0 0 0
0 1:0 0 0
0 0 1:0 0
0 0 0 1:0

0B@
1CA and Z ¼

1:0 0 0 0
0 1:0 0 0
0 0 1:0 0
0 0 0 1:0

0B@
1CA;

selecting the second and third generalized eigenvalues to be moved to the leading positions. Bases for
the left and right deflating subspaces, and estimates of the condition numbers for the eigenvalues and
Frobenius norm based bounds on the condition numbers for the deflating subspaces are also output.

10.1 Program Text

/* nag_ztgsen (f08yuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf08.h>
#include <nagx02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double abs_a, abs_b, pl, pr, small;
Complex eig;
Integer i, ijob, j, m, n, pds, pdt, pdq, pdz;
Integer exit_status = 0;

/* Arrays */
Complex *alpha = 0, *beta = 0, *q = 0, *s = 0, *t = 0, *z = 0;
double dif[2];
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_Boolean wantq, wantz;
Nag_Boolean *select = 0;

#ifdef NAG_COLUMN_MAJOR
#define Q(I, J) q[(J-1)*pdq + I - 1]
#define Z(I, J) z[(J-1)*pdz + I - 1]
#define S(I, J) s[(J-1)*pds + I - 1]
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define Q(I, J) q[(I-1)*pdq + J - 1]
#define Z(I, J) z[(I-1)*pdz + J - 1]
#define S(I, J) s[(I-1)*pds + J - 1]
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztgsen (f08yuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ijob);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &ijob);
#endif

if (n < 0 || ijob < 0 || ijob > 5) {
printf("Invalid n or ijob\n");
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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wantq = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

wantz = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

pds = n;
pdt = n;
pdq = (wantq ? n : 1);
pdz = (wantz ? n : 1);

/* Allocate memory */
if (!(s = NAG_ALLOC(n * n, Complex)) ||

!(t = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(select = NAG_ALLOC(n, Nag_Boolean)) ||
!(q = NAG_ALLOC(pdq * pdq, Complex)) ||
!(z = NAG_ALLOC(pdz * pdz, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

select[i] = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Read S, T, Q, Z and the logical array select from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &S(i, j).re, &S(i, j).im);
#else

scanf(" ( %lf , %lf )", &S(i, j).re, &S(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);

#else
scanf(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

if (wantq) {
for (i = 1; i <= n; ++i)
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for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &Q(i, j).re, &Q(i, j).im);
#else

scanf(" ( %lf , %lf )", &Q(i, j).re, &Q(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
if (wantz) {

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &Z(i, j).re, &Z(i, j).im);

#else
scanf(" ( %lf , %lf )", &Z(i, j).re, &Z(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}

/* Reorder the Schur factors S and T and update the matrices Q and Z. */
nag_ztgsen(order, ijob, wantq, wantz, select, n, s, pds, t, pdt, alpha,

beta, q, pdq, z, pdz, &m, &pl, &pr, dif, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztgsen (f08yuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_real_safe_small_number (x02amc). */
small = nag_real_safe_small_number;

/* Print the eigenvalues */
printf("Selected Eigenvalues\n");
for (j = 0; j < m; ++j) {

printf("%2" NAG_IFMT " ", j + 1);
abs_a = nag_complex_abs(alpha[j]);
abs_b = nag_complex_abs(beta[j]);
if (abs_a * small >= abs_b)

printf(" infinite or undetermined, alpha = (%13.4e, %13.4e), "
"|beta| = %13.4e\n", alpha[j].re, alpha[j].im, abs_b);

else
{

eig = nag_complex_divide(alpha[j], beta[j]);
printf(" (%13.4e, %13.4e)\n", eig.re, eig.im);

}
}

/* Print deflating subspaces */
if (ijob == 1 || ijob == 4 || ijob == 5) {

printf("\n");
printf("For the selected eigenvalues,\nthe reciprocals of projection "

"norms onto the deflating subspaces are\n");
printf(" for left subspace, pl = %11.2e\n for right subspace, pr = "

"%11.2e\n\n", pl, pr);
}
if (ijob > 1) {

printf(" upper bound on Difu = %11.2e\n", dif[0]);
printf(" upper bound on Difl = %11.2e\n", dif[1]);
if (ijob == 2 || ijob == 4) {

printf("\nUpper bounds on Difl, Difu are based on the Frobenius norm\n");
}
if (ijob == 3 || ijob == 5) {

printf("\nUpper bounds on Difl, Difu are based on the one norm.\n");
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}
}

END:
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(select);
NAG_FREE(q);
NAG_FREE(z);

return exit_status;
}

10.2 Program Data

nag_ztgsen (f08yuc) Example Program Data

4 4 : n, ijob

Nag_TRUE : wantq
Nag_TRUE : wantz

Nag_FALSE Nag_TRUE Nag_TRUE Nag_FALSE : select

( 4.0, 4.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 2.0,-1.0)
( 0.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 2.0,-1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 6.0,-2.0) : matrix S

( 2.0, 0.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 3.0,-1.0)
( 0.0, 0.0) ( 1.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 0.0) : matrix T

( 1.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0)
( 0.0, 0.0) ( 1.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) ( 0.0, 0.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) : matrix Q

( 1.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0)
( 0.0, 0.0) ( 1.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) ( 0.0, 0.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) : matrix Z

10.3 Program Results

nag_ztgsen (f08yuc) Example Program Results

Selected Eigenvalues
1 ( 2.0000e+00, 1.0000e+00)
2 ( 2.0000e+00, -1.0000e+00)

For the selected eigenvalues,
the reciprocals of projection norms onto the deflating subspaces are
for left subspace, pl = 1.12e-01
for right subspace, pr = 1.42e-01

upper bound on Difu = 2.18e-01
upper bound on Difl = 2.62e-01

Upper bounds on Difl, Difu are based on the Frobenius norm
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NAG Library Function Document

nag_ztgsyl (f08yvc)

1 Purpose

nag_ztgsyl (f08yvc) solves the generalized complex triangular Sylvester equations.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztgsyl (Nag_OrderType order, Nag_TransType trans, Integer ijob,
Integer m, Integer n, const Complex a[], Integer pda, const Complex b[],
Integer pdb, Complex c[], Integer pdc, const Complex d[], Integer pdd,
const Complex e[], Integer pde, Complex f[], Integer pdf, double *scale,
double *dif, NagError *fail)

3 Description

nag_ztgsyl (f08yvc) solves either the generalized complex Sylvester equations

AR� LB ¼ �C
DR� LE ¼ �F; ð1Þ

or the equations

AHRþDHL ¼ �C
RBH þ LEH ¼ ��F; ð2Þ

where the pair A;Dð Þ are given m by m matrices in generalized Schur form, B;Eð Þ are given n by n
matrices in generalized Schur form and C;Fð Þ are given m by n matrices. The pair R;Lð Þ are the m by
n solution matrices, and � is an output scaling factor determined by the function to avoid overflow in
computing R;Lð Þ.
Equations (1) are equivalent to equations of the form

Zx ¼ �b;

where

Z ¼ I �A�BH � I
I �D� EH � I

� �
and � is the Kronecker product. Equations (2) are then equivalent to

ZHy ¼ �b:
The pair S; Tð Þ are in generalized Schur form if S and T are upper triangular as returned, for example,
by nag_zgges (f08xnc), or nag_zhgeqz (f08xsc) with job ¼ Nag Schur.

Optionally, the function estimates Dif A;Dð Þ; B;Eð Þ½ �, the separation between the matrix pairs A;Dð Þ
and B;Eð Þ, which is the smallest singular value of Z. The estimate can be based on either the
Frobenius norm, or the 1-norm. The 1-norm estimate can be three to ten times more expensive than the
Frobenius norm estimate, but makes the condition estimation uniform with the nonsymmetric
eigenproblem. The Frobenius norm estimate provides a low cost, but equally reliable estimate. For more
information see Sections 2.4.8.3 and 4.11.1.3 of Anderson et al. (1999) and KÔgstrÎm and Poromaa
(1996).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: if trans ¼ Nag NoTrans, solve the generalized Sylvester equation (1).

If trans ¼ Nag ConjTrans, solve the ‘conjugate transposed’ system (2).

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

3: ijob – Integer Input

On entry: specifies what kind of functionality is to be performed when trans ¼ Nag NoTrans.

ijob ¼ 0
Solve (1) only.

ijob ¼ 1
The functionality of ijob ¼ 0 and 3.

ijob ¼ 2
The functionality of ijob ¼ 0 and 4.

ijob ¼ 3
Only an estimate of Dif A;Dð Þ; B;Eð Þ½ � is computed based on the Frobenius norm.

ijob ¼ 4
Only an estimate of Dif A;Dð Þ; B;Eð Þ½ � is computed based on the 1-norm.

If trans ¼ Nag ConjTrans, ijob is not referenced.

Constraint: if trans ¼ Nag NoTrans, 0 � ijob � 4.

4: m – Integer Input

On entry: m, the order of the matrices A and D, and the row dimension of the matrices C, F , R
and L.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the order of the matrices B and E, and the column dimension of the matrices C, F ,
R and L.

Constraint: n 	 0.
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6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda�mð Þ.
The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix A.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1;mð Þ.

8: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix B.

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: contains the right-hand-side matrix C.

On exit: if ijob ¼ 0, 1 or 2, c is overwritten by the solution matrix R.

If trans ¼ Nag NoTrans and ijob ¼ 3 or 4, c holds R, the solution achieved during the
computation of the Dif estimate.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

12: d½dim� – const Complex Input

Note: the dimension, dim, of the array d must be at least max 1; pdd�mð Þ.
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The i; jð Þth element of the matrix D is stored in

d½ j� 1ð Þ � pddþ i� 1� when order ¼ Nag ColMajor;
d½ i� 1ð Þ � pddþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix D.

13: pdd – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array d.

Constraint: pdd 	 max 1;mð Þ.

14: e½dim� – const Complex Input

Note: the dimension, dim, of the array e must be at least max 1;pde� nð Þ.
The i; jð Þth element of the matrix E is stored in

e½ j� 1ð Þ � pdeþ i� 1� when order ¼ Nag ColMajor;
e½ i� 1ð Þ � pdeþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix E.

15: pde – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array e.

Constraint: pde 	 max 1; nð Þ.

16: f½dim� – Complex Input/Output

Note: the dimension, dim, of the array f must be at least

max 1;pdf � nð Þ when order ¼ Nag ColMajor;
max 1;m� pdfð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix F is stored in

f½ j� 1ð Þ � pdf þ i� 1� when order ¼ Nag ColMajor;
f½ i� 1ð Þ � pdf þ j� 1� when order ¼ Nag RowMajor.

On entry: contains the right-hand side matrix F .

On exit: if ijob ¼ 0, 1 or 2, f is overwritten by the solution matrix L.

If trans ¼ Nag NoTrans and ijob ¼ 3 or 4, f holds L, the solution achieved during the
computation of the Dif estimate.

17: pdf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array f.

Constraints:

if order ¼ Nag ColMajor, pdf 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdf 	 max 1; nð Þ.

18: scale – double * Output

On exit: �, the scaling factor in (1) or (2).

If 0 < scale < 1, c and f hold the solutions R and L, respectively, to a slightly perturbed system
but the input arrays a, b, d and e have not been changed.

If scale ¼ 0, c and f hold the solutions R and L, respectively, to the homogeneous system with
C ¼ F ¼ 0. In this case dif is not referenced.
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Normally, scale ¼ 1.

19: dif – double * Output

On exit: the estimate of Dif . If ijob ¼ 0, dif is not referenced.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

A;Dð Þ and B;Eð Þ have common or close eigenvalues and so no solution could be computed.

NE_ENUM_INT

On entry, trans ¼ valueh i and ijob ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, 0 � ijob � 4.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdd ¼ valueh i.
Constraint: pdd > 0.

On entry, pde ¼ valueh i.
Constraint: pde > 0.

On entry, pdf ¼ valueh i.
Constraint: pdf > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.
On entry, pdd ¼ valueh i and m ¼ valueh i.
Constraint: pdd 	 max 1;mð Þ.
On entry, pde ¼ valueh i and n ¼ valueh i.
Constraint: pde 	 max 1; nð Þ.
On entry, pdf ¼ valueh i and m ¼ valueh i.
Constraint: pdf 	 max 1;mð Þ.
On entry, pdf ¼ valueh i and n ¼ valueh i.
Constraint: pdf 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

See KÔgstrÎm (1994) for a perturbation analysis of the generalized Sylvester equation.

8 Parallelism and Performance

nag_ztgsyl (f08yvc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations needed to solve the generalized Sylvester equations is
approximately 8mn nþmð Þ. The Frobenius norm estimate of Dif does not require additional significant
computation, but the 1-norm estimate is typically five times more expensive.

The real analogue of this function is nag_dtgsyl (f08yhc).

10 Example

This example solves the generalized Sylvester equations

AR� LB ¼ �C
DR� LE ¼ �F;

where
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A ¼
4:0þ 4:0i 1:0þ 1:0i 1:0þ 1:0i 2:0� 1:0i
0 2:0þ 1:0i 1:0þ 1:0i 1:0þ 1:0i
0 0 2:0� 1:0i 1:0þ 1:0i
0 0 0 6:0� 2:0i

0B@
1CA;

B ¼
2:0 1:0þ 1:0i 1:0þ 1:0i 3:0� 1:0i
0 1:0 2:0þ 1:0i 1:0þ 1:0i
0 0 1:0 1:0þ 1:0i
0 0 0 2:0

0B@
1CA;

D ¼
1:0þ 1:0i 1:0� 1:0i 1:0þ 1:0i 1:0� 1:0i
0 6:0� 4:0i 1:0� 1:0i 1:0þ 1:0i
0 0 2:0þ 4:0i 1:0� 1:0i
0 0 0 2:0þ 3:0i

0B@
1CA;

E ¼
1:0 1:0þ 1:0i 1:0� 1:0i 1:0þ 1:0i
0 2:0 1:0þ 1:0i 1:0� 1:0i
0 0 2:0 1:0þ 1:0i
0 0 0 1:0

0B@
1CA;

C ¼
�13:0þ 9:0i 2:0þ 8:0i �2:0þ 8:0i �2:0þ 5:0i
�9:0� 1:0i 0:0þ 5:0i �7:0� 3:0i �6:0� 0:0i
�1:0þ 1:0i 4:0þ 2:0i 4:0� 5:0i 9:0� 5:0i
�6:0þ 6:0i 9:0þ 1:0i �2:0þ 4:0i 22:0� 8:0i

0B@
1CA

and

F ¼
�6:0þ 5:0i 4:0� 4:0i �3:0þ 11:0i 3:0� 7:0i
�5:0þ 11:0i 12:0� 4:0i �2:0þ 2:0i 0:0þ 14:0i
�5:0� 1:0i 0:0þ 4:0i �2:0þ 10:0i 3:0� 1:0i
�6:0� 2:0i 1:0þ 1:0i �7:0� 3:0i 4:0þ 7:0i

0B@
1CA:

10.1 Program Text

/* nag_ztgsyl (f08yvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf08.h>

int main(void)
{

/* Scalars */
double dif, scale;
Integer i, ijob, j, m, n, pda, pdb, pdc, pdd, pde, pdf;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0, *d = 0, *e = 0, *f = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

/* K(I,J) maps matrix element (I,J) to array storage element k */
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#ifdef NAG_COLUMN_MAJOR
#define K(I, J, PD) (J-1)*PD + I - 1

order = Nag_ColMajor;
#else
#define K(I, J, PD) (I-1)*PD + J - 1

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztgsyl (f08yvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &ijob);
#else

scanf("%" NAG_IFMT "%*[^\n]", &ijob);
#endif

if (m < 0 || n < 0 || ijob < 0 || ijob > 4) {
printf("Invalid m, n or ijob\n");
exit_status = 1;
goto END;

}

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

pda = m;
pdb = n;
pdd = m;
pde = n;

#ifdef NAG_COLUMN_MAJOR
pdc = m;
pdf = m;

#else
pdc = n;
pdf = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * m, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(c = NAG_ALLOC(m * n, Complex)) ||
!(d = NAG_ALLOC(m * m, Complex)) ||
!(e = NAG_ALLOC(n * n, Complex)) || !(f = NAG_ALLOC(m * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B, D, E, C and F from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= m; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &a[K(i, j, pda)].re, &a[K(i, j, pda)].im);

#else
scanf(" ( %lf , %lf )", &a[K(i, j, pda)].re, &a[K(i, j, pda)].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &b[K(i, j, pdb)].re, &b[K(i, j, pdb)].im);

#else
scanf(" ( %lf , %lf )", &b[K(i, j, pdb)].re, &b[K(i, j, pdb)].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &d[K(i, j, pdd)].re, &d[K(i, j, pdd)].im);

#else
scanf(" ( %lf , %lf )", &d[K(i, j, pdd)].re, &d[K(i, j, pdd)].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &e[K(i, j, pde)].re, &e[K(i, j, pde)].im);

#else
scanf(" ( %lf , %lf )", &e[K(i, j, pde)].re, &e[K(i, j, pde)].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &c[K(i, j, pdc)].re, &c[K(i, j, pdc)].im);

#else
scanf(" ( %lf , %lf )", &c[K(i, j, pdc)].re, &c[K(i, j, pdc)].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &f[K(i, j, pdf)].re, &f[K(i, j, pdf)].im);

#else
scanf(" ( %lf , %lf )", &f[K(i, j, pdf)].re, &f[K(i, j, pdf)].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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/* Solve the Sylvester equations:
* A*R - L*B = scale*C
* D*R - L*E = scale*F
* for R and L using nag_ztgsyl (f08yvc).
*/

nag_ztgsyl(order, trans, ijob, m, n, a, pda, b, pdb, c, pdc, d, pdd, e, pde,
f, pdf, &scale, &dif, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztgsyl (f08yvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the solution matrices R and L */
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, c, pdc, Nag_BracketForm, "%7.4f",
"Solution matrix R", Nag_IntegerLabels, NULL,
Nag_IntegerLabels, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, f, pdf, Nag_BracketForm, "%7.4f",
"Solution matrix L", Nag_IntegerLabels, NULL,
Nag_IntegerLabels, NULL, 80, 0, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nscale = %11.2e\n", scale);

if (ijob > 0 && scale > 0.0) {
printf("\ndif = %11.2e\n\n", dif);
printf("This estimate of Dif((A,D),(B,E)) was computed based on the ");
if (ijob == 1 || ijob == 3) {

printf("Frobenius norm.\n");
}
else {

printf("one norm.\n");
}

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(f);

return exit_status;
}

10.2 Program Data

nag_ztgsyl (f08yvc) Example Program Data

4 4 : m and n
0 : ijob
Nag_NoTrans : trans

( 4.0, 4.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 2.0, -1.0)
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( 0.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, -1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 6.0, -2.0) : matrix A

( 2.0, 0.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 3.0, -1.0)
( 0.0, 0.0) ( 1.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 0.0) : matrix B

( 1.0, 1.0) ( 1.0, -1.0) ( 1.0, 1.0) ( 1.0, -1.0)
( 0.0, 0.0) ( 6.0, -4.0) ( 1.0, -1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 4.0) ( 1.0, -1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 3.0) : matrix D

( 1.0, 0.0) ( 1.0, 1.0) ( 1.0, -1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 2.0, 0.0) ( 1.0, 1.0) ( 1.0, -1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 0.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) : matrix E

(-13.0, 9.0) ( 2.0, 8.0) ( -2.0, 8.0) ( -2.0, 5.0)
( -9.0, -1.0) ( 0.0, 5.0) ( -7.0, -3.0) ( -6.0, 0.0)
( -1.0, 1.0) ( 4.0, 2.0) ( 4.0, -5.0) ( 9.0, -5.0)
( -6.0, 6.0) ( 9.0, 1.0) ( -2.0, 4.0) ( 22.0, -8.0) : matrix C

( -6.0, 5.0) ( 4.0, -4.0) ( -3.0, 11.0) ( 3.0, -7.0)
( -5.0, 11.0) ( 12.0, -4.0) ( -2.0, 2.0) ( 0.0, 14.0)
( -5.0, -1.0) ( 0.0, 4.0) ( -2.0, 10.0) ( 3.0, -1.0)
( -6.0, -2.0) ( 1.0, 1.0) ( -7.0, -3.0) ( 4.0, 7.0) : matrix F

10.3 Program Results

nag_ztgsyl (f08yvc) Example Program Results

Solution matrix R
1 2 3 4

1 ( 1.0000, 1.0000) ( 1.0000, 1.0000) ( 1.0000, 1.0000) ( 1.0000, 1.0000)
2 (-1.0000, 1.0000) ( 2.0000, 1.0000) (-1.0000, 1.0000) (-1.0000, 1.0000)
3 (-1.0000, 1.0000) ( 1.0000, 1.0000) ( 3.0000, 1.0000) ( 1.0000, 1.0000)
4 (-1.0000, 1.0000) ( 1.0000, 1.0000) (-1.0000, 1.0000) ( 4.0000, 1.0000)

Solution matrix L
1 2 3 4

1 ( 4.0000, 1.0000) (-1.0000, 1.0000) ( 1.0000, 1.0000) (-1.0000, 1.0000)
2 ( 1.0000, 1.0000) ( 3.0000, 1.0000) (-1.0000, 1.0000) ( 1.0000, 1.0000)
3 (-1.0000, 1.0000) ( 1.0000, 1.0000) ( 2.0000, 1.0000) (-1.0000, 1.0000)
4 ( 1.0000, 1.0000) (-1.0000, 1.0000) ( 1.0000, 1.0000) ( 1.0000, 1.0000)

scale = 1.00e+00
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NAG Library Function Document

nag_ztgevc (f08yxc)

1 Purpose

nag_ztgevc (f08yxc) computes some or all of the right and/or left generalized eigenvectors of a pair of
complex upper triangular matrices A;Bð Þ.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztgevc (Nag_OrderType order, Nag_SideType side,
Nag_HowManyType how_many, const Nag_Boolean select[], Integer n,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
Complex vl[], Integer pdvl, Complex vr[], Integer pdvr, Integer mm,
Integer *m, NagError *fail)

3 Description

nag_ztgevc (f08yxc) computes some or all of the right and/or left generalized eigenvectors of the matrix
pair A;Bð Þ which is assumed to be in upper triangular form. If the matrix pair A;Bð Þ is not upper
triangular then the function nag_zhgeqz (f08xsc) should be called before invoking nag_ztgevc (f08yxc).

The right generalized eigenvector x and the left generalized eigenvector y of A;Bð Þ corresponding to a
generalized eigenvalue � are defined by

A� �Bð Þx ¼ 0

and

yH A� �Bð Þ ¼ 0:

If a generalized eigenvalue is determined as 0=0, which is due to zero diagonal elements at the same
locations in both A and B, a unit vector is returned as the corresponding eigenvector.

Note that the generalized eigenvalues are computed using nag_zhgeqz (f08xsc) but nag_ztgevc (f08yxc)
does not explicitly require the generalized eigenvalues to compute eigenvectors. The ordering of the
eigenvectors is based on the ordering of the eigenvalues as computed by nag_ztgevc (f08yxc).

If all eigenvectors are requested, the function may either return the matrices X and/or Y of right or left
eigenvectors of A;Bð Þ, or the products ZX and/or QY , where Z and Q are two matrices supplied by
you. Usually, Q and Z are chosen as the unitary matrices returned by nag_zhgeqz (f08xsc).
Equivalently, Q and Z are the left and right Schur vectors of the matrix pair supplied to nag_zhgeqz
(f08xsc). In that case, QY and ZX are the left and right generalized eigenvectors, respectively, of the
matrix pair supplied to nag_zhgeqz (f08xsc).

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore
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Moler C B and Stewart G W (1973) An algorithm for generalized matrix eigenproblems SIAM J.
Numer. Anal. 10 241–256

Stewart G W and Sun J-G (1990) Matrix Perturbation Theory Academic Press, London

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies the required sets of generalized eigenvectors.

side ¼ Nag RightSide
Only right eigenvectors are computed.

side ¼ Nag LeftSide
Only left eigenvectors are computed.

side ¼ Nag BothSides
Both left and right eigenvectors are computed.

Constraint: side ¼ Nag BothSides, Nag LeftSide or Nag RightSide.

3: how many – Nag_HowManyType Input

On entry: specifies further details of the required generalized eigenvectors.

how many ¼ Nag ComputeAll
All right and/or left eigenvectors are computed.

how many ¼ Nag BackTransform
All right and/or left eigenvectors are computed; they are backtransformed using the input
matrices supplied in arrays vr and/or vl.

how many ¼ Nag ComputeSelected
Selected right and/or left eigenvectors, defined by the array select, are computed.

Constraint: how many ¼ Nag ComputeAll, Nag BackTransform or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.

On entry: specifies the eigenvectors to be computed if how many ¼ Nag ComputeSelected. To
select the generalized eigenvector corresponding to the jth generalized eigenvalue, the jth
element of select should be set to Nag_TRUE.

Constraint: if how many ¼ Nag ComputeSelected, select½j� ¼ Nag TRUE or Nag FALSE, for
j ¼ 0; 1; . . . ; n� 1.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.
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6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix A must be in upper triangular form. Usually, this is the matrix A returned
by nag_zhgeqz (f08xsc).

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the matrix B must be in upper triangular form with non-negative real diagonal
elements. Usually, this is the matrix B returned by nag_zhgeqz (f08xsc).

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: vl½dim� – Complex Input/Output

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvl when side ¼ Nag LeftSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The ith element of the jth vector is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag LeftSide or Nag BothSides, vl
must be initialized to an n by n matrix Q. Usually, this is the unitary matrix Q of left Schur
vectors returned by nag_zhgeqz (f08xsc).

On exit: if side ¼ Nag LeftSide or Nag BothSides, vl contains:

if how many ¼ Nag ComputeAll, the matrix Y of left eigenvectors of A;Bð Þ;
if how many ¼ Nag BackTransform, the matrix QY ;

if how many ¼ Nag ComputeSelected, the left eigenvectors of A;Bð Þ specified by select,
stored consecutively in the rows or columns (depending on the value of order) of the array
vl, in the same order as their corresponding eigenvalues.

11: pdvl – Integer Input

On entry: the stride used in the array vl.
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Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n;
if side ¼ Nag RightSide, vl may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm;
if side ¼ Nag RightSide, vl may be NULL..

12: vr½dim� – Complex Input/Output

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag ColMajor;
n� pdvr when side ¼ Nag RightSide or Nag BothSides and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The ith element of the jth vector is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if how many ¼ Nag BackTransform and side ¼ Nag RightSide or Nag BothSides, vr
must be initialized to an n by n matrix Z. Usually, this is the unitary matrix Z of right Schur
vectors returned by nag_dhgeqz (f08xec).

On exit: if side ¼ Nag RightSide or Nag BothSides, vr contains:

if how many ¼ Nag ComputeAll, the matrix X of right eigenvectors of A;Bð Þ;
if how many ¼ Nag BackTransform, the matrix ZX;

if how many ¼ Nag ComputeSelected, the right eigenvectors of A;Bð Þ specified by
select, stored consecutively in the rows or columns (depending on the value of order) of
the array vr, in the same order as their corresponding eigenvalues.

13: pdvr – Integer Input

On entry: the stride used in the array vr.

Constraints:

if order ¼ Nag ColMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n;
if side ¼ Nag LeftSide, vr may be NULL.;

if order ¼ Nag RowMajor,

if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm;
if side ¼ Nag LeftSide, vr may be NULL..

14: mm – Integer Input

On entry: the number of columns in the arrays vl and/or vr.

Constraints:

if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
if how many ¼ Nag ComputeSelected, mm must not be less than the number of requested
eigenvectors.

15: m – Integer * Output

On exit: the number of columns in the arrays vl and/or vr actually used to store the eigenvectors.
If how many ¼ Nag ComputeAll or Nag BackTransform, m is set to n. Each selected
eigenvector occupies one column.
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16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, how many ¼ valueh i and select½j� ¼ valueh i.
Constraint: if how many ¼ Nag ComputeSelected, select½j� ¼ Nag TRUE or Nag FALSE, for
j ¼ 0; 1; . . . ; n� 1.

NE_ENUM_INT_2

On entry, how many ¼ valueh i, n ¼ valueh i and mm ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll or Nag BackTransform, mm 	 n;
if how many ¼ Nag ComputeSelected, mm must not be less than the number of requested
eigenvectors.

On entry, side ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 mm.

On entry, side ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag LeftSide or Nag BothSides, pdvl 	 n.

On entry, side ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 mm.

On entry, side ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide or Nag BothSides, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

It is beyond the scope of this manual to summarise the accuracy of the solution of the generalized
eigenvalue problem. Interested readers should consult Section 4.11 of the LAPACK Users' Guide (see
Anderson et al. (1999)) and Chapter 6 of Stewart and Sun (1990).

8 Parallelism and Performance

nag_ztgevc (f08yxc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_ztgevc (f08yxc) is the sixth step in the solution of the complex generalized eigenvalue problem and
is usually called after nag_zhgeqz (f08xsc).

The real analogue of this function is nag_dtgevc (f08ykc).

10 Example

This example computes the � and � arguments, which defines the generalized eigenvalues and the
corresponding left and right eigenvectors, of the matrix pair A;Bð Þ given by

A ¼
1:0þ 3:0i 1:0þ 4:0i 1:0þ 5:0i 1:0þ 6:0i
2:0þ 2:0i 4:0þ 3:0i 8:0þ 4:0i 16:0þ 5:0i
3:0þ 1:0i 9:0þ 2:0i 27:0þ 3:0i 81:0þ 4:0i
4:0þ 0:0i 16:0þ 1:0i 64:0þ 2:0i 256:0þ 3:0i

0B@
1CA

and

B ¼
1:0þ 0:0i 2:0þ 1:0i 3:0þ 2:0i 4:0þ 3:0i
1:0þ 1:0i 4:0þ 2:0i 9:0þ 3:0i 16:0þ 4:0i
1:0þ 2:0i 8:0þ 3:0i 27:0þ 4:0i 64:0þ 5:0i
1:0þ 3:0i 16:0þ 4:0i 81:0þ 5:0i 256:0þ 6:0i

0B@
1CA:

To compute generalized eigenvalues, it is required to call five functions: nag_zggbal (f08wvc) to
balance the matrix, nag_zgeqrf (f08asc) to perform the QR factorization of B, nag_zunmqr (f08auc) to
apply Q to A, nag_zgghrd (f08wsc) to reduce the matrix pair to the generalized Hessenberg form and
nag_zhgeqz (f08xsc) to compute the eigenvalues via the QZ algorithm.

The computation of generalized eigenvectors is done by calling nag_ztgevc (f08yxc) to compute the
eigenvectors of the balanced matrix pair. The function nag_zggbak (f08wwc) is called to backward
transform the eigenvectors to the user-supplied matrix pair. If both left and right eigenvectors are
required then nag_zggbak (f08wwc) must be called twice.
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10.1 Program Text

/* nag_ztgevc (f08yxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf06.h>
#include <nagf08.h>
#include <nagf16.h>
#include <nagm01.h>
#include <nagx04.h>
#include <naga02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b);
static Integer normalize_vectors(Nag_OrderType order, Integer n, Complex qz[],

Complex tz[], double temp[], size_t rank[],
const char *title);

static Integer sort_values (Integer n, Complex alpha[], Complex beta[],
size_t rank[], double temp[]);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
Integer i, icols, ihi, ilo, irows, j, m, n, pda, pdb, pdq, pdz;
Integer exit_status = 0, prbal = 0, prhess = 0;
Complex one, zero;
/* Arrays */
Complex *a = 0, *alpha = 0, *b = 0, *beta = 0, *q = 0, *tau = 0;
Complex *z = 0;
double *lscale = 0, *rscale = 0, *temp = 0;
size_t *rank = 0;
/* Nag Types */
Nag_Boolean ileft, iright;
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define Q(I, J) q[(J-1)*pdq + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define Q(I, J) q[(I-1)*pdq + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztgevc (f08yxc) Example Program Results\n\n");

/* ileft is true if left eigenvectors are required;
* iright is true if right eigenvectors are required.
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*/
ileft = Nag_TRUE;
iright = Nag_TRUE;
zero = nag_complex(0.0, 0.0);
one = nag_complex(1.0, 0.0);

/* Skip heading in data file and read matrix size. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
pdb = n;
pdq = n;
pdz = n;

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) ||

!(b = NAG_ALLOC(n * n, Complex)) ||
!(q = NAG_ALLOC(n * n, Complex)) ||
!(z = NAG_ALLOC(n * n, Complex)) ||
!(alpha = NAG_ALLOC(n, Complex)) ||
!(beta = NAG_ALLOC(n, Complex)) ||
!(tau = NAG_ALLOC(n, Complex)) ||
!(temp = NAG_ALLOC(n, double)) ||
!(rank = NAG_ALLOC(n, size_t)) ||
!(lscale = NAG_ALLOC(n, double)) || !(rscale = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* READ matrix A from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* READ matrix B from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Balance pair (A,B) of complex general matrices using
* nag_zggbal (f08wvc).
*/
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nag_zggbal(order, Nag_DoBoth, n, a, pda, b, pdb, &ilo, &ihi, lscale,
rscale, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggbal (f08wvc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (prbal) {
/* Print complex general matrices A and B after balancing using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.4f",
"Matrix A after balancing",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code == NE_NOERROR) {
fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, b, pdb, Nag_BracketForm, "%7.4f",
"Matrix B after balancing",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");

}

/* Reduce B to triangular form using QR and premultiply A by Q^H. */
irows = ihi + 1 - ilo;
icols = n + 1 - ilo;
/* nag_zgeqrf (f08asc).
* QR factorization of complex general rectangular matrix B.
*/

nag_zgeqrf(order, irows, icols, &B(ilo, ilo), pdb, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgeqrf (f08asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Apply the orthogonal transformation Q^H to matrix A using
* nag_zunmqr (f08auc).
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, irows, icols, irows,
&B(ilo, ilo), pdb, tau, &A(ilo, ilo), pda, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Initialize Q (if left eigenvectors are required) */
if (ileft) {

/* Q = I */
nag_zge_load(order, n, n, zero, one, q, pdq, &fail);
/* Q = B using nag_zge_copy (f16tfc). */
nag_zge_copy(order, Nag_NoTrans, irows - 1, irows - 1, &B(ilo + 1, ilo),

pdb, &Q(ilo + 1, ilo), pdq, &fail);
/* Form Q from QR factorization using nag_zungqr (f08atc). */
nag_zungqr(order, irows, irows, irows, &Q(ilo, ilo), pdq, tau, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zungqr (f08atc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

}

if (iright) {
/* Z = I. */
nag_zge_load(order, n, n, zero, one, z, pdz, &fail);

}

/* Compute the generalized Hessenberg form of (A,B) by Unitary reduction
* using nag_zgghrd (f08wsc).
*/

nag_zgghrd(order, Nag_UpdateSchur, Nag_UpdateZ, n, ilo, ihi, a, pda, b, pdb,
q, pdq, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgghrd (f08wsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (prhess) {

/* Print generalized Hessenberg form of (A,B) using
* nag_gen_complx_mat_print_comp (x04dbc).
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

n, a, pda, Nag_BracketForm, "%7.3f",
"Matrix A in Hessenberg form",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

if (fail.code == NE_NOERROR) {
printf("\n");

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, b, pdb, Nag_BracketForm, "%7.3f",
"Matrix B in Hessenberg form",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
80, 0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

/* Compute the generalized Schur form - nag_zhgeqz (f08xsc).
* Eigenvalues and generalized Schur factorization of
* complex generalized upper Hessenberg form reduced from a
* pair of complex general matrices
*/

nag_zhgeqz(order, Nag_Schur, Nag_AccumulateQ, Nag_AccumulateZ, n, ilo, ihi,
a, pda, b, pdb, alpha, beta, q, pdq, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhgeqz (f08xsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the ordered generalized eigenvalues if finite */
exit_status = sort_values(n, alpha, beta, rank, temp);
if (exit_status) {

goto END;
}

/* nag_ztgevc (f08yxc).
* Left and right eigenvectors of a pair of complex upper
* triangular matrices
*/

nag_ztgevc(order, Nag_BothSides, Nag_BackTransform, NULL, n, a, pda,
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b, pdb, q, pdq, z, pdz, n, &m, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztgevc (f08yxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (iright) {

/* nag_zggbak (f08wwc).
* Transform eigenvectors of a pair of complex balanced
* matrices to those of original matrix pair supplied to
* nag_zggbal (f08wvc)
*/

nag_zggbak(order, Nag_DoBoth, Nag_RightSide, n, ilo, ihi, lscale,
rscale, n, z, pdz, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zggbak (f08wwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize and print the right eigenvectors */
exit_status = normalize_vectors(order, n, z, a, temp, rank,

"Right eigenvectors");
printf("\n");

}

/* Compute left eigenvectors of the original matrix */
if (ileft) {

/* nag_zggbak (f08wwc), see above. */
nag_zggbak(order, Nag_DoBoth, Nag_LeftSide, n, ilo, ihi, lscale,

rscale, n, q, pdq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zggbak (f08wwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Normalize and print the left eigenvectors */
exit_status = normalize_vectors(order, n, q, a, temp, rank,

"Left eigenvectors");
}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(q);
NAG_FREE(z);
NAG_FREE(alpha);
NAG_FREE(beta);
NAG_FREE(tau);
NAG_FREE(temp);
NAG_FREE(rank);
NAG_FREE(lscale);
NAG_FREE(rscale);

return exit_status;
}

static Integer normalize_vectors(Nag_OrderType order, Integer n, Complex qz[],
Complex tz[], double temp[], size_t rank[],
const char *title)

{
/* Each complex eigenvector is normalized so that the element of largest
* magnitude is scaled to be real and positive.
*/

Complex scal;
double norm, r;
Integer i, j, k, errors = 0;
NagError fail;

INIT_FAIL(fail);
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#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) qz[(J-1)*n + I - 1]
#define T(I, J) tz[(J-1)*n + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) qz[(I-1)*n + J - 1]
#define T(I, J) tz[(I-1)*n + J - 1]

order = Nag_RowMajor;
#endif

for (j = 1; j <=n; j++) {
/* Find element of eigenvector with largest absolute value using
* nag_complex_abs (a02dbc) and nag_dmax_val (f16jnc).
*/

norm = 0.0;
for (i = 1; i <= n; i++) {

temp[i-1] = nag_complex_abs(Z(i,j));
norm = norm + temp[i-1]*temp[i-1];

}
norm = sqrt(norm);
nag_dmax_val(n, temp, 1, &k, &r, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
errors = 1;
goto END;

}
k = k + 1;
scal.re = Z(k,j).re/r/norm;
scal.im = -Z(k,j).im/r/norm;
for (i = 1; i <= n; i++)

Z(i, j) = nag_complex_multiply(Z(i, j), scal);
Z(k, j).im = 0.0;

}
for (j = 1; j <=n; j++) {

k = (Integer) rank[j-1];
for (i = 1; i <= n; i++) {

T(i,j) = Z(i,k+1);
}

}
/* Print the normalized eigenvectors using
* nag_gen_complx_mat_print_comp (x04dbc)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

n, n, tz, n, Nag_BracketForm, "%7.4f",
title, Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s\n",

fail.message);
errors = 3;

}
END:

return errors;
}

static Integer sort_values (Integer n, Complex alpha[], Complex beta[],
size_t rank[], double temp[])

{
Integer i, errors = 0, isinf = 0;
Complex e;
NagError fail;

INIT_FAIL(fail);

/* Accumulate eigenvalue modulii in temp. */
for (i = 0; i < n; ++i) {

if (beta[i].re != 0.0) {
/* nag_complex_divide (a02cdc) - Quotient of two complex numbers. */
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e = nag_complex_divide(alpha[i], beta[i]);
temp[i] = nag_complex_abs(e);
alpha[i] = e;

} else {
isinf = i;
printf(" %4" NAG_IFMT "Eigenvalue is infinite\n", isinf + 1);
goto END;

}
}
/* Rank sort eigenvalues by absolute values using nag_rank_sort (m01dsc). */
nag_rank_sort((Pointer) temp, (size_t) n, (ptrdiff_t) (sizeof(double)),

compare, Nag_Descending, rank, &fail);
/* Turn ranks into indices using nag_make_indices (m01zac). */
nag_make_indices(rank, (size_t) n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_make_indices (m01zac).\n%s\n", fail.message);
errors = 1;
goto END;

}
/* Sort eigenvalues using nag_reorder_vector (m01esc). */
nag_reorder_vector((Pointer) alpha, (size_t) n, sizeof(Complex),

(ptrdiff_t) sizeof(Complex), rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_reorder_vector (m01esc).\n%s\n", fail.message);
errors = 2;
goto END;

}
printf("\n Generalized eigenvalues\n");
for (i = 0; i < n; ++i) {

e = alpha[i];
printf(" %4" NAG_IFMT " (%7.3f,%7.3f)\n", i + 1, e.re, e.im);

}
printf("\n");

END:
return errors;

}

static Integer NAG_CALL compare(const Nag_Pointer a, const Nag_Pointer b)
{

double x = *((const double *) a) - *((const double *) b);
return (x < 0.0 ? -1 : (x == 0.0 ? 0 : 1));

}

10.2 Program Data

nag_ztgevc (f08yxc) Example Program Data
4 :Value of N

( 1.00, 3.00) ( 1.00, 4.00) ( 1.00, 5.00) ( 1.00, 6.00)
( 2.00, 2.00) ( 4.00, 3.00) ( 8.00, 4.00) ( 16.00, 5.00)
( 3.00, 1.00) ( 9.00, 2.00) ( 27.00, 3.00) ( 81.00, 4.00)
( 4.00, 0.00) ( 16.00, 1.00) ( 64.00, 2.00) (256.00, 3.00) :End of matrix A
( 1.00, 0.00) ( 2.00, 1.00) ( 3.00, 2.00) ( 4.00, 3.00)
( 1.00, 1.00) ( 4.00, 2.00) ( 9.00, 3.00) ( 16.00, 4.00)
( 1.00, 2.00) ( 8.00, 3.00) ( 27.00, 4.00) ( 64.00, 5.00)
( 1.00, 3.00) ( 16.00, 4.00) ( 81.00, 5.00) (256.00, 6.00) :End of matrix B

10.3 Program Results

nag_ztgevc (f08yxc) Example Program Results

Generalized eigenvalues
1 ( -0.635, 1.653)
2 ( 0.493, 0.910)
3 ( 0.458, -0.843)
4 ( 0.674, -0.050)

Right eigenvectors
1 2 3 4

1 ( 0.7186, 0.0000) (-0.3946, 0.0246) (-0.4649, 0.0156) (-0.6788,-0.1233)
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2 (-0.6208,-0.2009) ( 0.7921, 0.0000) ( 0.7652, 0.0000) ( 0.7184, 0.0000)
3 ( 0.2251, 0.0762) (-0.4554, 0.0334) (-0.4275,-0.0912) (-0.0886,-0.0067)
4 (-0.0372,-0.0088) ( 0.0824,-0.0322) ( 0.0707, 0.0442) (-0.0048, 0.0006)

Left eigenvectors
1 2 3 4

1 ( 0.7397, 0.0000) (-0.3240,-0.1559) (-0.3722,-0.0016) (-0.4118,-0.2276)
2 (-0.5812, 0.2589) ( 0.8063, 0.0000) ( 0.8003, 0.0000) ( 0.8681, 0.0000)
3 ( 0.1875,-0.1097) (-0.4523, 0.0903) (-0.4606,-0.0279) (-0.1564, 0.0136)
4 (-0.0219, 0.0195) ( 0.0755,-0.0453) ( 0.0839, 0.0311) ( 0.0206,-0.0038)
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NAG Library Function Document

nag_ztgsna (f08yyc)

1 Purpose

nag_ztgsna (f08yyc) estimates condition numbers for specified eigenvalues and/or eigenvectors of a
complex matrix pair in generalized Schur form.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_ztgsna (Nag_OrderType order, Nag_JobType job,
Nag_HowManyType how_many, const Nag_Boolean select[], Integer n,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
const Complex vl[], Integer pdvl, const Complex vr[], Integer pdvr,
double s[], double dif[], Integer mm, Integer *m, NagError *fail)

3 Description

nag_ztgsna (f08yyc) estimates condition numbers for specified eigenvalues and/or right eigenvectors of
an n by n matrix pair S; Tð Þ in generalized Schur form. The function actually returns estimates of the
reciprocals of the condition numbers in order to avoid possible overflow.

The pair S; Tð Þ are in generalized Schur form if S and T are upper triangular as returned, for example,
by nag_zgges (f08xnc) or nag_zggesx (f08xpc), or nag_zhgeqz (f08xsc) with job ¼ Nag Schur. The
diagonal elements define the generalized eigenvalues �i; �ið Þ, for i ¼ 1; 2; . . . ; n, of the pair S; Tð Þ and
the eigenvalues are given by

�i ¼ �i=�i;

so that

�iSxi ¼ �iTxi or Sxi ¼ �iTxi;

where xi is the corresponding (right) eigenvector.

If S and T are the result of a generalized Schur factorization of a matrix pair A;Bð Þ

A ¼ QSZH; B ¼ QTZH

then the eigenvalues and condition numbers of the pair S; Tð Þ are the same as those of the pair A;Bð Þ.
Let �; �ð Þ 6¼ 0; 0ð Þ be a simple generalized eigenvalue of A;Bð Þ. Then the reciprocal of the condition
number of the eigenvalue � ¼ �=� is defined as

s �ð Þ ¼
yHAxj j2 þ yHBxj j2

� �1=2
xk k2 yk k2

� � ;

where x and y are the right and left eigenvectors of A;Bð Þ corresponding to �. If both � and � are zero,
then A;Bð Þ is singular and s �ð Þ ¼ �1 is returned.

If U and V are unitary transformations such that

UH A;Bð ÞV ¼ S; Tð Þ ¼ � �
0 S22

� �
� �
0 T22

� �
;

where S22 and T22 are n� 1ð Þ by n� 1ð Þ matrices, then the reciprocal condition number is given by

Dif xð Þ � Dif yð Þ ¼ Dif �; �ð Þ; S22; T22ð Þð Þ ¼ �min Zð Þ;
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where �min Zð Þ denotes the smallest singular value of the 2 n� 1ð Þ by 2 n� 1ð Þ matrix

Z ¼ �� I �1� S22
� � I �1� T22

� �
and � is the Kronecker product.

See Sections 2.4.8 and 4.11 of Anderson et al. (1999) and KÔgstrÎm and Poromaa (1996) for further
details and information.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

KÔgstrÎm B and Poromaa P (1996) LAPACK-style algorithms and software for solving the generalized
Sylvester equation and estimating the separation between regular matrix pairs ACM Trans. Math.
Software 22 78–103

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: job – Nag_JobType Input

On entry: indicates whether condition numbers are required for eigenvalues and/or eigenvectors.

job ¼ Nag EigVals
Condition numbers for eigenvalues only are computed.

job ¼ Nag EigVecs
Condition numbers for eigenvectors only are computed.

job ¼ Nag DoBoth
Condition numbers for both eigenvalues and eigenvectors are computed.

Constraint: job ¼ Nag EigVals, Nag EigVecs or Nag DoBoth.

3: how many – Nag_HowManyType Input

On entry: indicates how many condition numbers are to be computed.

how many ¼ Nag ComputeAll
Condition numbers for all eigenpairs are computed.

how many ¼ Nag ComputeSelected
Condition numbers for selected eigenpairs (as specified by select) are computed.

Constraint: how many ¼ Nag ComputeAll or Nag ComputeSelected.

4: select½dim� – const Nag_Boolean Input

Note: the dimension, dim, of the array select must be at least

n when how many ¼ Nag ComputeSelected;
otherwise select may be NULL.
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On entry: specifies the eigenpairs for which condition numbers are to be computed if
how many ¼ Nag ComputeSelected. To select condition numbers for the eigenpair correspond-
ing to the eigenvalue �j, select½j� 1� must be set to Nag_TRUE.

If how many ¼ Nag ComputeAll, select is not referenced and may be NULL.

5: n – Integer Input

On entry: n, the order of the matrix pair S; Tð Þ.
Constraint: n 	 0.

6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix S.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

8: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the upper triangular matrix T .

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 n.

10: vl½dim� – const Complex Input

Note: the dimension, dim, of the array vl must be at least

pdvl�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvl when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vl may be NULL.

The ith element of the jth vector is stored in

vl½ j� 1ð Þ � pdvlþ i� 1� when order ¼ Nag ColMajor;
vl½ i� 1ð Þ � pdvlþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vl must contain left eigenvectors of S; Tð Þ,
corresponding to the eigenpairs specified by how_many and select. The eigenvectors must be
stored in consecutive columns of vl, as returned by nag_zggev (f08wnc) or nag_ztgevc (f08yxc).

If job ¼ Nag EigVecs, vl is not referenced and may be NULL.
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11: pdvl – Integer Input

On entry: the stride used in the array vl.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n;
otherwise pdvl 	 1.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm;
otherwise vl may be NULL..

12: vr½dim� – const Complex Input

Note: the dimension, dim, of the array vr must be at least

pdvr�mm when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag ColMajor;
n� pdvr when job ¼ Nag EigVals or Nag DoBoth and order ¼ Nag RowMajor;
otherwise vr may be NULL.

The ith element of the jth vector is stored in

vr½ j� 1ð Þ � pdvrþ i� 1� when order ¼ Nag ColMajor;
vr½ i� 1ð Þ � pdvrþ j� 1� when order ¼ Nag RowMajor.

On entry: if job ¼ Nag EigVals or Nag DoBoth, vr must contain right eigenvectors of S; Tð Þ,
corresponding to the eigenpairs specified by how_many and select. The eigenvectors must be
stored in consecutive columns of vr, as returned by nag_zggev (f08wnc) or nag_ztgevc (f08yxc).

If job ¼ Nag EigVecs, vr is not referenced and may be NULL.

13: pdvr – Integer Input

On entry: the stride used in the array vr.

Constraints:

if order ¼ Nag ColMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n;
otherwise pdvr 	 1.;

if order ¼ Nag RowMajor,

if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm;
otherwise vr may be NULL..

14: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least

mm when job ¼ Nag EigVals or Nag DoBoth;
otherwise s may be NULL.

On exit: if job ¼ Nag EigVals or Nag DoBoth, the reciprocal condition numbers of the selected
eigenvalues, stored in consecutive elements of the array.

If job ¼ Nag EigVecs, s is not referenced and may be NULL.

15: dif½dim� – double Output

Note: the dimension, dim, of the array dif must be at least

mm when job ¼ Nag EigVecs or Nag DoBoth;
otherwise dif may be NULL.

On exit: if job ¼ Nag EigVecs or Nag DoBoth, the estimated reciprocal condition numbers of the
selected eigenvectors, stored in consecutive elements of the array. If the eigenvalues cannot be
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reordered to compute dif½j� 1�, dif½j� 1� is set to 0; this can only occur when the true value
would be very small anyway.

If job ¼ Nag EigVals, dif is not referenced and may be NULL.

16: mm – Integer Input

On entry: the number of elements in the arrays s and dif.

Constraints:

if how many ¼ Nag ComputeAll, mm 	 n;
otherwise mm 	 the number of selected eigenvalues.

17: m – Integer * Output

On exit: the number of elements of the arrays s and dif used to store the specified condition
numbers; for each selected eigenvalue one element is used.

If how many ¼ Nag ComputeAll, m is set to n.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, how many ¼ valueh i, n ¼ valueh i and mm ¼ valueh i.
Constraint: if how many ¼ Nag ComputeAll, mm 	 n;
otherwise mm 	 the number of selected eigenvalues.

On entry, job ¼ valueh i, pdvl ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 mm.

On entry, job ¼ valueh i, pdvl ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvl 	 n.

On entry, job ¼ valueh i, pdvr ¼ valueh i, mm ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 mm.

On entry, job ¼ valueh i, pdvr ¼ valueh i and n ¼ valueh i.
Constraint: if job ¼ Nag EigVals or Nag DoBoth, pdvr 	 n.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdvl ¼ valueh i.
Constraint: pdvl > 0.

On entry, pdvr ¼ valueh i.
Constraint: pdvr > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

None.

8 Parallelism and Performance

nag_ztgsna (f08yyc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

An approximate asymptotic error bound on the chordal distance between the computed eigenvalue ~�
and the corresponding exact eigenvalue � is

� ~�; �
� �

� � A;Bð Þk kF=S �ð Þ

where � is the machine precision.

An approximate asymptotic error bound for the right or left computed eigenvectors ~x or ~y
corresponding to the right and left eigenvectors x and y is given by

� ~z; zð Þ � � A;Bð Þk kF=Dif :
The real analogue of this function is nag_dtgsna (f08ylc).
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10 Example

This example estimates condition numbers and approximate error estimates for all the eigenvalues and
right eigenvectors of the pair S; Tð Þ given by

S ¼
4:0þ 4:0i 1:0þ 1:0i 1:0þ 1:0i 2:0� 1:0i
0 2:0þ 1:0i 1:0þ 1:0i 1:0þ 1:0i
0 0 2:0� 1:0i 1:0þ 1:0i
0 0 0 6:0� 2:0i

0B@
1CA

and

T ¼
2:0 1:0þ 1:0i 1:0þ 1:0i 3:0� 1:0i
0 1:0 2:0þ 1:0i 1:0þ 1:0i
0 0 1:0 1:0þ 1:0i
0 0 0 2:0

0B@
1CA:

The eigenvalues and eigenvectors are computed by calling nag_ztgevc (f08yxc).

10.1 Program Text

/* nag_ztgsna (f08yyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagx02.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double eps, snorm, stnrm, tnorm, tol;
Integer i, j, m, n, pds, pdt, pdvl, pdvr;
Integer exit_status = 0;

/* Arrays */
Complex *s = 0, *t = 0, *vl = 0, *vr = 0;
double *dif = 0, *scon = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define S(I, J) s[(J-1)*pds + I - 1]
#define T(I, J) t[(J-1)*pdt + I - 1]

order = Nag_ColMajor;
#else
#define S(I, J) s[(I-1)*pds + J - 1]
#define T(I, J) t[(I-1)*pdt + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_ztgsna (f08yyc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

if (n < 0) {
printf("Invalid n\n");
exit_status = 1;
goto END;

}
m = n;
pds = n;
pdt = n;
pdvl = n;
pdvr = n;

/* Allocate memory */
if (!(dif = NAG_ALLOC(n, double)) ||

!(scon = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(n * n, Complex)) ||
!(t = NAG_ALLOC(n * n, Complex)) ||
!(vl = NAG_ALLOC(n * m, Complex)) || !(vr = NAG_ALLOC(n * m, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read S and T from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &S(i, j).re, &S(i, j).im);
#else

scanf(" ( %lf , %lf )", &S(i, j).re, &S(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);

#else
scanf(" ( %lf , %lf )", &T(i, j).re, &T(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Calculate the left and right generalized eigenvectors of the
* matrix pair (S,T) using nag_ztgevc (f08yxc).
* NULL may be passed here in place of the select array since all
* eigenvectors are requested.
*/

nag_ztgevc(order, Nag_BothSides, Nag_ComputeAll, NULL, n, s, pds, t, pdt,
vl, pdvl, vr, pdvr, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztgevc (f08yxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

f08yyc NAG Library Manual

f08yyc.8 Mark 26



/* Estimate condition numbers for all the generalized eigenvalues and right
* eigenvectors of the pair (S,T) using nag_ztgsna (f08yyc).
* NULL may be passed here in place of the select array since all
* eigenvectors are requested.
*/

nag_ztgsna(order, Nag_DoBoth, Nag_ComputeAll, NULL, n, s, pds, t, pdt,
vl, pdvl, vr, pdvr, scon, dif, n, &m, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztgsna (f08yyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print condition numbers of eigenvalues and right eigenvectors */
printf("Condition numbers of eigenvalues (scon) and right eigenvectors "

"(diff),\n");
printf("scon: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", scon[i], i % 7 == 6 ? "\n " : "");
printf("\ndif: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", dif[i], i % 7 == 6 ? "\n " : "");

/* Compute the norm of (S,T) using nag_zge_norm (f16uac). */
eps = nag_machine_precision;
nag_zge_norm(order, Nag_OneNorm, n, n, s, pds, &snorm, &fail);
nag_zge_norm(order, Nag_OneNorm, n, n, t, pdt, &tnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (snorm == 0.0)
stnrm = ABS(tnorm);

else if (tnorm == 0.0)
stnrm = ABS(snorm);

else if (ABS(snorm) >= ABS(tnorm))
stnrm = ABS(snorm) * sqrt(1.0 + (tnorm / snorm) * (tnorm / snorm));

else
stnrm = ABS(tnorm) * sqrt(1.0 + (snorm / tnorm) * (snorm / tnorm));

printf("\nApproximate error estimates for eigenvalues of (S,T)\n");

/* Calculate approximate error estimates */
tol = eps * stnrm;

printf("\n\nError estimates for eigenvalues (errval) and right eigenvectors"
" (errvec),\n");

printf("errval: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", tol / scon[i], i % 7 == 6 ? "\n " : "");
printf("\nerrvec: ");
for (i = 0; i < m; ++i)

printf(" %10.1e%s", tol / dif[i], i % 7 == 6 ? "\n " : "");
printf("\n");

END:
NAG_FREE(dif);
NAG_FREE(scon);
NAG_FREE(s);
NAG_FREE(t);
NAG_FREE(vl);
NAG_FREE(vr);

return exit_status;
}
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10.2 Program Data

nag_ztgsna (f08yyc) Example Program Data

4 : n

( 4.0, 4.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 2.0,-1.0)
( 0.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 2.0,-1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 6.0,-2.0) : matrix S

( 2.0, 0.0) ( 1.0, 1.0) ( 1.0, 1.0) ( 3.0,-1.0)
( 0.0, 0.0) ( 1.0, 0.0) ( 2.0, 1.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 1.0, 0.0) ( 1.0, 1.0)
( 0.0, 0.0) ( 0.0, 0.0) ( 0.0, 0.0) ( 2.0, 0.0) : matrix T

10.3 Program Results

nag_ztgsna (f08yyc) Example Program Results

Condition numbers of eigenvalues (scon) and right eigenvectors (diff),
scon: 1.0e+00 8.2e-01 7.2e-01 8.2e-01
dif: 3.2e-01 3.6e-01 5.5e-01 2.8e-01
Approximate error estimates for eigenvalues of (S,T)

Error estimates for eigenvalues (errval) and right eigenvectors (errvec),
errval: 1.5e-15 1.9e-15 2.1e-15 1.9e-15
errvec: 4.8e-15 4.3e-15 2.8e-15 5.5e-15

f08yyc NAG Library Manual

f08yyc.10 (last) Mark 26



NAG Library Function Document

nag_dgglse (f08zac)

1 Purpose

nag_dgglse (f08zac) solves a real linear equality-constrained least squares problem.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dgglse (Nag_OrderType order, Integer m, Integer n, Integer p,
double a[], Integer pda, double b[], Integer pdb, double c[],
double d[], double x[], NagError *fail)

3 Description

nag_dgglse (f08zac) solves the real linear equality-constrained least squares (LSE) problem

minimize
x

c�Axk k2 subject to Bx ¼ d

where A is an m by n matrix, B is a p by n matrix, c is an m element vector and d is a p element

vector. It is assumed that p � n � mþ p, rank Bð Þ ¼ p and rank Eð Þ ¼ n, where E ¼ A
B

� �
. These

conditions ensure that the LSE problem has a unique solution, which is obtained using a generalized
RQ factorization of the matrices B and A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Anderson E, Bai Z and Dongarra J (1992) Generalized QR factorization and its applications Linear
Algebra Appl. (Volume 162–164) 243–271

EldÉn L (1980) Perturbation theory for the least squares problem with linear equality constraints SIAM
J. Numer. Anal. 17 338–350

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

4: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: 0 � p � n � mþ p.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: a is overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: b is overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

9: c½m� – double Input/Output

On entry: the right-hand side vector c for the least squares part of the LSE problem.

On exit: the residual sum of squares for the solution vector x is given by the sum of squares of
elements c½n� p�; c½n� pþ 1�; . . . ; c½m� 1�; the remaining elements are overwritten.
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10: d½p� – double Input/Output

On entry: the right-hand side vector d for the equality constraints.

On exit: d is overwritten.

11: x½n� – double Output

On exit: the solution vector x of the LSE problem.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INT_3

On entry, p ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � p � n � mþ p.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The N � Pð Þ by N � Pð Þ part of the upper trapezoidal factor T associated with A in the
generalized RQ factorization of the pair B;Að Þ is singular, so that the rank of the matrix (E)
comprising the rows of A and B is less than n; the least squares solutions could not be
computed.

The upper triangular factor R associated with B in the generalized RQ factorization of the pair
B;Að Þ is singular, so that rank Bð Þ < p; the least squares solution could not be computed.

7 Accuracy

For an error analysis, see Anderson et al. (1992) and EldÉn (1980). See also Section 4.6 of Anderson et
al. (1999).

8 Parallelism and Performance

nag_dgglse (f08zac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dgglse (f08zac) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When m 	 n ¼ p, the total number of floating-point operations is approximately 2
3n

2 6mþ nð Þ ; if
p n, the number reduces to approximately 2

3n
2 3m� nð Þ .

nag_opt_lin_lsq (e04ncc) may also be used to solve LSE problems. It differs from nag_dgglse (f08zac)
in that it uses an iterative (rather than direct) method, and that it allows general upper and lower bounds
to be specified for the variables x and the linear constraints Bx.

10 Example

This example solves the least squares problem

minimize
x

c�Axk k2 subject to Bx ¼ d

where

c ¼

�1:50
�2:14
1:23
�0:54
�1:68
0:82

0BBBBB@

1CCCCCA;
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A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA;

B ¼ 1:0 0 �1:0 0
0 1:0 0 �1:0

� �
and

d ¼ 0
0

� �
:

The constraints Bx ¼ d correspond to x1 ¼ x3 and x2 ¼ x4.

10.1 Program Text

/* nag_dgglse (f08zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer i, j, m, n, p, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *b = 0, *c = 0, *d = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dgglse (f08zac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);
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#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;

#else
pda = n;
pdb = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(p * n, double)) ||
!(c = NAG_ALLOC(m, double)) ||
!(d = NAG_ALLOC(p, double)) || !(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B, C and D from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

scanf_s("%lf", &c[i - 1]);
#else

scanf("%lf", &c[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

scanf_s("%lf", &d[i - 1]);
#else

scanf("%lf", &d[i - 1]);
#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equality-constrained least squares problem */
/* minimize ||c - A*x|| (in the 2-norm) subject to B*x = D */
nag_dgglse(order, m, n, p, a, pda, b, pdb, c, d, x, &fail);

if (fail.code == NE_NOERROR) {
/* Print least squares solution */
printf("%s\n", "Constrained least squares solution");
for (i = 1; i <= n; ++i)

printf("%11.4f%s", x[i - 1], i % 7 == 0 || i == n ? "\n" : " ");

/* Compute the square root of the residual sum of squares */
nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, 1, m - n + p, &c[n - p], 1,

&rnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

}
else {

printf("Error from nag_dgglse (f08zac).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dgglse (f08zac) Example Program Data

6 4 2 :Values of M, N and P

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 :End of matrix A

1.00 0.00 -1.00 0.00
0.00 1.00 0.00 -1.00 :End of matrix B

-1.50
-2.14
1.23

-0.54
-1.68
0.82 :End of vector c

0.00
0.00 :End of vector d
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10.3 Program Results

nag_dgglse (f08zac) Example Program Results

Constrained least squares solution
0.4890 0.9975 0.4890 0.9975

Square root of the residual sum of squares
2.51e-02
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NAG Library Function Document

nag_dggglm (f08zbc)

1 Purpose

nag_dggglm (f08zbc) solves a real general Gauss–Markov linear (least squares) model problem.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggglm (Nag_OrderType order, Integer m, Integer n, Integer p,
double a[], Integer pda, double b[], Integer pdb, double d[],
double x[], double y[], NagError *fail)

3 Description

nag_dggglm (f08zbc) solves the real general Gauss–Markov linear model (GLM) problem

minimize
x

yk k2 subject to d ¼ AxþBy

where A is an m by n matrix, B is an m by p matrix and d is an m element vector. It is assumed that
n � m � nþ p, rank Að Þ ¼ n and rank Eð Þ ¼ m, where E ¼ A B

� �
. Under these assumptions, the

problem has a unique solution x and a minimal 2-norm solution y, which is obtained using a
generalized QR factorization of the matrices A and B.

In particular, if the matrix B is square and nonsingular, then the GLM problem is equivalent to the
weighted linear least squares problem

minimize
x

B�1 d�Axð Þ
�� ��

2
:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Anderson E, Bai Z and Dongarra J (1992) Generalized QR factorization and its applications Linear
Algebra Appl. (Volume 162–164) 243–271

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrices A and B.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: 0 � n � m.

4: p – Integer Input

On entry: p, the number of columns of the matrix B.

Constraint: p 	 m� n.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: a is overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� pð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by p matrix B.

On exit: b is overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; pð Þ.

9: d½m� – double Input/Output

On entry: the left-hand side vector d of the GLM equation.

On exit: d is overwritten.
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10: x½n� – double Output

On exit: the solution vector x of the GLM problem.

11: y½p� – double Output

On exit: the solution vector y of the GLM problem.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � n � m.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INT_3

On entry, p ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: p 	 m� n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The bottom N �Mð Þ by N �Mð Þ part of the upper trapezoidal factor T associated with B in the
generalized QR factorization of the pair A;Bð Þ is singular, so that rank A B

� �
< n; the least

squares solutions could not be computed.

The N � Pð Þ by N � Pð Þ part of the upper trapezoidal factor T associated with A in the
generalized RQ factorization of the pair B;Að Þ is singular, so that rank B A

� �
< n; the least

squares solutions could not be computed.

7 Accuracy

For an error analysis, see Anderson et al. (1992). See also Section 4.6 of Anderson et al. (1999).

8 Parallelism and Performance

nag_dggglm (f08zbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_dggglm (f08zbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When p ¼ m 	 n, the total number of floating-point operations is approximately 2
3 2m3 � n3
� �

þ 4nm2 ;
when p ¼ m ¼ n, the total number of floating-point operations is approximately 14

3m
3 .

10 Example

This example solves the weighted least squares problem

minimize
x

B�1 d�Axð Þ
�� ��

2
;

where

B ¼
0:5 0:0 0:0 0:0
0:0 1:0 0:0 0:0
0:0 0:0 2:0 0:0
0:0 0:0 0:0 5:0

0B@
1CA; d ¼

1:32
�4:00
5:52
3:24

0B@
1CA and A ¼

�0:57 �1:28 �0:39
�1:93 1:08 �0:31
2:30 0:24 �0:40
�0:02 1:03 �1:43

0B@
1CA:

10.1 Program Text

/* nag_dggglm (f08zbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer i, j, m, n, p, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
double *a = 0, *b = 0, *d = 0, *x = 0, *y = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggglm (f08zbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = m;

#else
pda = n;
pdb = p;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * m, double)) ||

!(b = NAG_ALLOC(m * p, double)) ||
!(d = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n, double)) || !(y = NAG_ALLOC(p, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B and D from data file */
for (i = 1; i <= m; ++i)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= m; ++i)
for (j = 1; j <= p; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0; i < m; ++i)
#ifdef _WIN32

scanf_s("%lf", &d[i]);
#else

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the weighted least squares problem: minimize ||inv(B)*(d - A*x)||
* (in the 2-norm) using nag_dggglm (f08zbc).
*/

nag_dggglm(order, m, n, p, a, pda, b, pdb, d, x, y, &fail);

if (fail.code == NE_NOERROR) {
/* Print least squares solution, x. */
printf("Weighted least squares solution\n");
for (i = 0; i < n; ++i)

printf(" %11.4f%s", x[i], i % 7 == 6 ? "\n " : "");

/* Print residual vector y = inv(B)*(d - A*x). */
printf("\n");
printf("%s\n", "Residual vector");
for (i = 0; i < p; ++i)

printf(" %11.2e%s", y[i], i % 7 == 6 ? "\n " : "");

/* Compute and print the square root of the residual sum of squares using
* nag_dge_norm (f16rac).
*/

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, 1, p, y, 1, &rnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSquare root of the residual sum of squares\n %11.2e\n", rnorm);
}
else {

printf("Error from nag_dggglm (f08zbc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(d);
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NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dggglm (f08zbc) Example Program Data

4 3 4 : m, n and p

-0.57 -1.28 -0.39
-1.93 1.08 -0.31
2.30 0.24 -0.40

-0.02 1.03 -1.43 : (m by n) matrix A

0.50 0.00 0.00 0.00
0.00 1.00 0.00 0.00
0.00 0.00 2.00 0.00
0.00 0.00 0.00 5.00 : (m by p) matrix B

1.32
-4.00
5.52
3.24 : m-vector d

10.3 Program Results

nag_dggglm (f08zbc) Example Program Results

Weighted least squares solution
1.9889 -1.0058 -2.9911

Residual vector
-6.37e-04 -2.45e-03 -4.72e-03 7.70e-03

Square root of the residual sum of squares
9.38e-03
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NAG Library Function Document

nag_dggqrf (f08zec)

1 Purpose

nag_dggqrf (f08zec) computes a generalized QR factorization of a real matrix pair A;Bð Þ, where A is
an n by m matrix and B is an n by p matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggqrf (Nag_OrderType order, Integer n, Integer m, Integer p,
double a[], Integer pda, double taua[], double b[], Integer pdb,
double taub[], NagError *fail)

3 Description

nag_dggqrf (f08zec) forms the generalized QR factorization of an n by m matrix A and an n by p
matrix B

A ¼ QR; B ¼ QTZ;

where Q is an n by n orthogonal matrix, Z is a p by p orthogonal matrix and R and T are of the form

R ¼

�� m

m R11
n�m 0

; if n 	 m;

�� n m� n
n R11 R12 ; if n < m;

8>>>><>>>>:
with R11 upper triangular,

T ¼

�� p� n n

n 0 T12 ; if n � p;�� p

n� p T11
p T21

; if n > p;

8>>>><>>>>:
with T12 or T21 upper triangular.

In particular, if B is square and nonsingular, the generalized QR factorization of A and B implicitly
gives the QR factorization of B�1A as

B�1A ¼ ZT T�1R
� �

:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Anderson E, Bai Z and Dongarra J (1992) Generalized QR factorization and its applications Linear
Algebra Appl. (Volume 162–164) 243–271
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Hammarling S (1987) The numerical solution of the general Gauss-Markov linear model Mathematics
in Signal Processing (eds T S Durrani, J B Abbiss, J E Hudson, R N Madan, J G McWhirter and T A
Moore) 441–456 Oxford University Press

Paige C C (1990) Some aspects of generalized QR factorizations . In Reliable Numerical Computation
(eds M G Cox and S Hammarling) 73–91 Oxford University Press

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of rows of the matrices A and B.

Constraint: n 	 0.

3: m – Integer Input

On entry: m, the number of columns of the matrix A.

Constraint: m 	 0.

4: p – Integer Input

On entry: p, the number of columns of the matrix B.

Constraint: p 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by m matrix A.

On exit: the elements on and above the diagonal of the array contain the min n;mð Þ by m upper
trapezoidal matrix R (R is upper triangular if n 	 m); the elements below the diagonal, with the
array taua, represent the orthogonal matrix Q as a product of min n;mð Þ elementary reflectors
(see Section 3.3.6 in the f08 Chapter Introduction).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pda 	 max 1;mð Þ.
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7: taua½min n;mð Þ� – double Output

On exit: the scalar factors of the elementary reflectors which represent the orthogonal matrix Q.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� pð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by p matrix B.

On exit: if n � p, the upper triangle of the subarray B 1 : n; p� nþ 1 : pð Þ contains the n by n
upper triangular matrix T12.

If n > p, the elements on and above the n� pð Þth subdiagonal contain the n by p upper
trapezoidal matrix T ; the remaining elements, with the array taub, represent the orthogonal
matrix Z as a product of elementary reflectors (see Section 3.3.6 in the f08 Chapter Introduction).

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; pð Þ.

10: taub½min n; pð Þ� – double Output

On exit: the scalar factors of the elementary reflectors which represent the orthogonal matrix Z.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized QR factorization is the exact factorization for nearby matrices Aþ Eð Þ and
Bþ Fð Þ, where

Ek k2 ¼ O � Ak k2 and Fk k2 ¼ O � Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dggqrf (f08zec) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dggqrf (f08zec) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The orthogonal matrices Q and Z may be formed explicitly by calls to nag_dorgqr (f08afc) and
nag_dorgrq (f08cjc) respectively. nag_dormqr (f08agc) may be used to multiply Q by another matrix
and nag_dormrq (f08ckc) may be used to multiply Z by another matrix.

The complex analogue of this function is nag_zggqrf (f08zsc).
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10 Example

This example solves the general Gauss–Markov linear model problem

min
x

yk k2 subject to d ¼ AxþBy

where

A ¼
�0:57 �1:28 �0:39
�1:93 1:08 �0:31
2:30 0:24 �0:40
�0:02 1:03 �1:43

0B@
1CA; B ¼

0:5 0 0 0
0 1:0 0 0
0 0 2:0 0
0 0 0 5:0

0B@
1CA and d ¼

1:32
�4:00
5:52
3:24

0B@
1CA:

The solution is obtained by first computing a generalized QR factorization of the matrix pair A;Bð Þ.
The example illustrates the general solution process, although the above data corresponds to a simple
weighted least squares problem.

10.1 Program Text

/* nag_dggqrf (f08zec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta, rnorm;
const double zero = 0.0;
Integer i, j, m, n, nm, p, pda, pdb, pdd, pnm, zrow;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *b = 0, *d = 0, *taua = 0, *taub = 0, *y = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dggqrf (f08zec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = n;
pdb = n;
pdd = n;

#else
pda = m;
pdb = p;
pdd = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * m, double)) ||

!(b = NAG_ALLOC(n * p, double)) ||
!(d = NAG_ALLOC(MAX(n, m), double)) ||
!(taua = NAG_ALLOC(MIN(m, n), double)) ||
!(taub = NAG_ALLOC(MIN(n, p), double)) || !(y = NAG_ALLOC(p, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B and d from data file */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
for (j = 1; j <= m; ++j)

scanf_s("%lf", &A(i, j));
#else

for (j = 1; j <= m; ++j)
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

for (j = 1; j <= p; ++j)
scanf_s("%lf", &B(i, j));

#else
for (j = 1; j <= p; ++j)

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < n; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

/* Compute the generalized QR factorization of (A,B) as
* A = Q*(R), B = Q*(T11 T12)*Z
* (0) ( 0 T22)
* using nag_dggqrf (f08zec).
*/

nag_dggqrf(order, n, m, p, a, pda, taua, b, pdb, taub, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dggqrf (f08zec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve weighted least squares problem for case n > m */
if (n <= m)

goto END;

nm = n - m;
pnm = p - nm;
/* Multiply Q^T through d = Ax + By to get
* (c1) = Q^T * d = (R) * x + (T11 T12) * Z * (y1)
* (c2) (0) ( 0 T22) (y2)
* Compute C using nag_dormqr (f08agc).
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, n, 1, m, a, pda, taua, d, pdd,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Let Z*(y1) = (w1) and solving for w2 we have to solve the triangular sytem
* (y2) = (w2)
* T22 * w2 = c2
* This is done by putting c2 in y2 and backsolving to get w2 in y2.
*
* Copy c2 (at d[m]) into y2 using nag_dge_copy (f16qfc).
*/

nag_dge_copy(Nag_ColMajor, Nag_NoTrans, nm, 1, &d[m], n - m, &y[pnm], nm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve T22*w2 = c2 using nag_dtrtrs (f07tec).
* T22 is stored in a submatrix of matrix B of dimension n-m by n-m
* with first element at B(m+1,p-(n-m)+1). y2 is stored from y[p-(n-m)].
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, nm, 1,
&B(m + 1, pnm + 1), pdb, &y[pnm], nm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* set w1 = 0 for minimum norm y. */
nag_dload(m + p - n, zero, y, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dload.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute estimate of the square root of the residual sum of squares
* norm(y) = norm(w2) with y1 = 0 using nag_dge_norm (f16rac).
*/
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nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, n - m, 1, &y[pnm],
nm, &rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* The top half of the system remains:
* (c1) = Q^T * d = (R) * x + (T11 T12) * ( 0)
* (w2)
* => c1 = R * x + T12 * w2
* => R * x = c1 - T12 * w2;
*
* first form d = c1 - T12*w2 where c1 is stored in d
* using nag_dgemv (f16pac).
*/

alpha = -1.0;
beta = 1.0;
nag_dgemv(order, Nag_NoTrans, m, nm, alpha, &B(1, pnm + 1), pdb, &y[pnm], 1,

beta, d, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemv (f16pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Next, solve R * x = d for x (in d) where R is stored in leading submatrix
* of A in a. This gives the least squares solution x in d.
* Using nag_dtrtrs (f07tec).
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, m, 1, a, pda, d,
pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the minimum norm residual vector y = (Z^T)*w
* using nag_dormrq (f08ckc).
*/

zrow = MAX(1, n - p + 1);
nag_dormrq(order, Nag_LeftSide, Nag_Trans, p, 1, MIN(n, p), &B(zrow, 1),

pdb, taub, y, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dormrq (f08ckc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print least squares solution x */
printf("Generalized least squares solution\n");
for (i = 0; i < m; ++i)

printf(" %11.4f%s", d[i], i % 7 == 6 ? "\n" : "");

/* Print residual vector y */
printf("\n");
printf("\nResidual vector\n");
for (i = 0; i < p; ++i)

printf(" %10.2e%s", y[i], i % 7 == 6 ? "\n" : "");

/* Print estimate of the square root of the residual sum of squares. */
printf("\n\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(taua);
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NAG_FREE(taub);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dggqrf (f08zec) Example Program Data

4 3 4 : n, m and p

-0.57 -1.28 -0.39
-1.93 1.08 -0.31
2.30 0.24 -0.40

-0.02 1.03 -1.43 : matrix A

0.50 0.00 0.00 0.00
0.00 1.00 0.00 0.00
0.00 0.00 2.00 0.00
0.00 0.00 0.00 5.00 : matrix B

1.32
-4.00
5.52
3.24 : vector d

10.3 Program Results

nag_dggqrf (f08zec) Example Program Results

Generalized least squares solution
1.9889 -1.0058 -2.9911

Residual vector
-6.37e-04 -2.45e-03 -4.72e-03 7.70e-03

Square root of the residual sum of squares
9.38e-03
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NAG Library Function Document

nag_dggrqf (f08zfc)

1 Purpose

nag_dggrqf (f08zfc) computes a generalized RQ factorization of a real matrix pair A;Bð Þ, where A is
an m by n matrix and B is a p by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_dggrqf (Nag_OrderType order, Integer m, Integer p, Integer n,
double a[], Integer pda, double taua[], double b[], Integer pdb,
double taub[], NagError *fail)

3 Description

nag_dggrqf (f08zfc) forms the generalized RQ factorization of an m by n matrix A and a p by n matrix
B

A ¼ RQ; B ¼ ZTQ;

where Q is an n by n orthogonal matrix, Z is a p by p orthogonal matrix and R and T are of the form

R ¼

��n�m m

m 0 R12
; if m � n;

1CA
0B@

n

m� n R11

n R21

; if m > n;

8>>>>>>>>>><>>>>>>>>>>:
with R12 or R21 upper triangular,

T ¼

�� n

n T11
p� n 0

; if p 	 n;

�� p n� p
p T11 T12 ; if p < n;

8>>>><>>>>:
with T11 upper triangular.

In particular, if B is square and nonsingular, the generalized RQ factorization of A and B implicitly
gives the RQ factorization of AB�1 as

AB�1 ¼ RT�1
� �

ZT:

4 References
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Philadelphia http://www.netlib.org/lapack/lug
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Hammarling S (1987) The numerical solution of the general Gauss-Markov linear model Mathematics
in Signal Processing (eds T S Durrani, J B Abbiss, J E Hudson, R N Madan, J G McWhirter and T A
Moore) 441–456 Oxford University Press

Paige C C (1990) Some aspects of generalized QR factorizations . In Reliable Numerical Computation
(eds M G Cox and S Hammarling) 73–91 Oxford University Press

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m � n, the upper triangle of the subarray A 1 : m;n�mþ 1 : nð Þ contains the m by
m upper triangular matrix R12.

If m 	 n, the elements on and above the m� nð Þth subdiagonal contain the m by n upper
trapezoidal matrix R; the remaining elements, with the array taua, represent the orthogonal
matrix Q as a product of min m;nð Þ elementary reflectors (see Section 3.3.6 in the f08 Chapter
Introduction).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.
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7: taua½min m; nð Þ� – double Output

On exit: the scalar factors of the elementary reflectors which represent the orthogonal matrix Q.

8: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: the elements on and above the diagonal of the array contain the min p; nð Þ by n upper
trapezoidal matrix T (T is upper triangular if p 	 n); the elements below the diagonal, with the
array taub, represent the orthogonal matrix Z as a product of elementary reflectors (see
Section 3.3.6 in the f08 Chapter Introduction).

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

10: taub½min p; nð Þ� – double Output

On exit: the scalar factors of the elementary reflectors which represent the orthogonal matrix Z.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized RQ factorization is the exact factorization for nearby matrices Aþ Eð Þ and
Bþ Fð Þ, where

Ek k2 ¼ O � Ak k2 and Fk k2 ¼ O � Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_dggrqf (f08zfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dggrqf (f08zfc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The orthogonal matrices Q and Z may be formed explicitly by calls to nag_dorgrq (f08cjc) and
nag_dorgqr (f08afc) respectively. nag_dormrq (f08ckc) may be used to multiply Q by another matrix
and nag_dormqr (f08agc) may be used to multiply Z by another matrix.

The complex analogue of this function is nag_zggrqf (f08ztc).
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10 Example

This example solves the least squares problem

minimize
x

c�Axk k2 subject to Bx ¼ d

where

A ¼

�0:57 �1:28 �0:39 0:25
�1:93 1:08 �0:31 �2:14
2:30 0:24 0:40 �0:35
�1:93 0:64 �0:66 0:08
0:15 0:30 0:15 �2:13
�0:02 1:03 �1:43 0:50

0BBBBB@

1CCCCCA; B ¼ 1 0 �1 0
0 1 0 �1

� �
;

c ¼

�1:50
�2:14
1:23
�0:54
�1:68
0:82

0BBBBB@

1CCCCCA and d ¼ 0
0

� �
:

The constraints Bx ¼ d correspond to x1 ¼ x3 and x2 ¼ x4.
The solution is obtained by first computing a generalized RQ factorization of the matrix pair B;Að Þ.
The example illustrates the general solution process.

10.1 Program Text

/* nag_dggrqf (f08zfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta, rnorm;
Integer i, j, m, n, p, pda, pdb, pdc, pdd, pdx;
Integer y1rows, y2rows, y3rows;
Integer exit_status = 0;

/* Arrays */
double *a = 0, *b = 0, *c = 0, *d = 0, *taua = 0, *taub = 0, *x = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
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#endif

INIT_FAIL(fail);

printf("nag_dggrqf (f08zfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;
pdc = m;
pdd = p;
pdx = n;

#else
pda = n;
pdb = n;
pdc = 1;
pdd = 1;
pdx = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(b = NAG_ALLOC(p * n, double)) ||
!(c = NAG_ALLOC(m, double)) ||
!(d = NAG_ALLOC(p, double)) ||
!(taua = NAG_ALLOC(MIN(m, n), double)) ||
!(taub = NAG_ALLOC(MIN(n, p), double)) || !(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B, c and d from data file for the problem
* min{||c-Ax||_2, x in R^n and B x = d}.
*/

for (i = 1; i <= m; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &A(i, j));

#else
for (j = 1; j <= n; ++j)

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

for (j = 1; j <= n; ++j)
scanf_s("%lf", &B(i, j));

#else
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for (j = 1; j <= n; ++j)
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < m; ++i)
scanf_s("%lf", &c[i]);

#else
for (i = 0; i < m; ++i)

scanf("%lf", &c[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < p; ++i)
scanf_s("%lf", &d[i]);

#else
for (i = 0; i < p; ++i)

scanf("%lf", &d[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* First compute the generalized RQ factorization of (B,A) as
* B = (0 R12)*Q, A = Z*(T11 T12 T13)*Q = T*Q.
* ( 0 T22 T23)
* where R12, T11 and T22 are upper triangular,
* using nag_dggrqf (f08zfc).
*/

nag_dggrqf(order, p, m, n, b, pdb, taub, a, pda, taua, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dggrqf (f08zfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Now, trans(z)*(c-Ax) = trans(z)*c - T*Q*x, and
* let f = (f1) = trans(z) * (c1) => minimize ||f - T*Q*x||
* (f2) (c2)
* Compute f using nag_dormqr (f08agc), storing result in c
*/

nag_dormqr(order, Nag_LeftSide, Nag_Trans, m, 1, MIN(m, n), a, pda, taua,
c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dormqr (f08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Putting Q*x = (y1), B * x = d becomes (0 R12) (y1) = d;
* (w ) (w )
* => R12 * w = d.
* Solve for w using nag_dtrtrs (f07tec), storing result in d;
* R12 is (p by p) triangular submatrix starting at B(1,n-p+1).
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, p, 1,
&B(1, n - p + 1), pdb, d, pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* The problem now reduces to finding the minimum norm of
* g = (g1) = (f1) - T11*y1 - (T12 T13)*w
* (g2) (f2) - (T22 T23)*w.
* Form c1 = f1 - (T12 T13)*w using nag_dgemv (f16pac).
*/

alpha = -1.0;
beta = 1.0;
y1rows = n - p;
nag_dgemv(order, Nag_NoTrans, y1rows, p, alpha, &A(1, n - p + 1), pda, d, 1,

beta, c, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemv (f16pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* => now (g1) = c - T11*y1 and ||g1|| = 0 when T11 * y1 = c1.
* Solve this for y1 using nag_dtrtrs (f07tec) storing result in c1.
*/

nag_dtrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, y1rows, 1, a,
pda, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrtrs (f07tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* So now Q*x = (y1) is stored in (c1), which is now copied to x.
* (w ) (d )
*/

for (i = 0; i < y1rows; ++i)
x[i] = c[i];

for (i = y1rows; i < n; ++i)
x[i] = d[i - y1rows];

/* Compute x by applying transpose of Q using nag_dormrq (f08ckc). */
nag_dormrq(order, Nag_LeftSide, Nag_Trans, n, 1, p, b, pdb, taub, x, pdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dormrq (f08ckc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* It remains to minimize ||g2||, g2 = f2 - (T22 T23)*w.
* Putting w = (y2), gives g2 = f2 - T22*y2 - T23*y3
* (y3)
* [y2 stored in d1, first y2rows of d; y3 stored in d2, next n-m rows of d.]
*
* First form T22*y2 using nag_dtrmv (f16pfc) where y2 is held in d.
*/

y2rows = MIN(m, n) - y1rows;
alpha = 1.0;
nag_dtrmv(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, y2rows, alpha,

&A(n - p + 1, n - p + 1), pda, d, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrmv (f16pfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Then, f2 - T22*y2 (c2 = c2 - d) */
for (i = 0; i < y2rows; ++i)

c[y1rows + i] -= d[i];
y2rows = m - y1rows;
if (m < n) {

y3rows = n - m;
/* Then g2 = f2 - T22*y2 - T23*y3 (c2 = c2 - T23*d2) */
alpha = -1.0;
beta = 1.0;
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nag_dgemv(order, Nag_NoTrans, y2rows, y3rows, alpha, &A(n - p + 1, m + 1),
pda, &d[y2rows], 1, beta, &c[y1rows], 1, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemv (f16pac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Compute ||g|| = ||g2|| = norm(f2 - T22*y2 - T23*y3)
* using nag_dge_norm (f16rac).
*/

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, y2rows, 1, &c[y1rows], y2rows,
&rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print least squares solution x */
printf("Constrained least squares solution\n");
for (i = 0; i < n; ++i)

printf(" %10.4f%s", x[i], i % 7 == 6 ? "\n" : "");

/* Print the square root of the residual sum of squares */
printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(taua);
NAG_FREE(taub);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dggrqf (f08zfc) Example Program Data

6 4 2 : m, n and p

-0.57 -1.28 -0.39 0.25
-1.93 1.08 -0.31 -2.14
2.30 0.24 0.40 -0.35

-1.93 0.64 -0.66 0.08
0.15 0.30 0.15 -2.13

-0.02 1.03 -1.43 0.50 : matrix A[m*n]

1.00 0.00 -1.00 0.00
0.00 1.00 0.00 -1.00 : matrix B[p*n]

-1.50
-2.14
1.23

-0.54
-1.68
0.82 : vector c[m]

0.00
0.00 : vector d[p]
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10.3 Program Results

nag_dggrqf (f08zfc) Example Program Results

Constrained least squares solution
0.4890 0.9975 0.4890 0.9975

Square root of the residual sum of squares
2.51e-02
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NAG Library Function Document

nag_zgglse (f08znc)

1 Purpose

nag_zgglse (f08znc) solves a complex linear equality-constrained least squares problem.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zgglse (Nag_OrderType order, Integer m, Integer n, Integer p,
Complex a[], Integer pda, Complex b[], Integer pdb, Complex c[],
Complex d[], Complex x[], NagError *fail)

3 Description

nag_zgglse (f08znc) solves the complex linear equality-constrained least squares (LSE) problem

minimize
x

c�Axk k2 subject to Bx ¼ d

where A is an m by n matrix, B is a p by n matrix, c is an m element vector and d is a p element

vector. It is assumed that p � n � mþ p, rank Bð Þ ¼ p and rank Eð Þ ¼ n, where E ¼ A
B

� �
. These

conditions ensure that the LSE problem has a unique solution, which is obtained using a generalized
RQ factorization of the matrices B and A.

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Anderson E, Bai Z and Dongarra J (1992) Generalized QR factorization and its applications Linear
Algebra Appl. (Volume 162–164) 243–271

EldÉn L (1980) Perturbation theory for the least squares problem with linear equality constraints SIAM
J. Numer. Anal. 17 338–350

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

4: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: 0 � p � n � mþ p.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: a is overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: b is overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

9: c½m� – Complex Input/Output

On entry: the right-hand side vector c for the least squares part of the LSE problem.

On exit: the residual sum of squares for the solution vector x is given by the sum of squares of
elements c½n� p�; c½n� pþ 1�; . . . ; c½m� 1�; the remaining elements are overwritten.

f08znc NAG Library Manual

f08znc.2 Mark 26



10: d½p� – Complex Input/Output

On entry: the right-hand side vector d for the equality constraints.

On exit: d is overwritten.

11: x½n� – Complex Output

On exit: the solution vector x of the LSE problem.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INT_3

On entry, p ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � p � n � mþ p.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The N � Pð Þ by N � Pð Þ part of the upper trapezoidal factor T associated with A in the
generalized RQ factorization of the pair B;Að Þ is singular, so that the rank of the matrix (E)
comprising the rows of A and B is less than n; the least squares solutions could not be
computed.

The upper triangular factor R associated with B in the generalized RQ factorization of the pair
B;Að Þ is singular, so that rank Bð Þ < p; the least squares solution could not be computed.

7 Accuracy

For an error analysis, see Anderson et al. (1992) and EldÉn (1980). See also Section 4.6 of Anderson et
al. (1999).

8 Parallelism and Performance

nag_zgglse (f08znc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zgglse (f08znc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When m 	 n ¼ p, the total number of real floating-point operations is approximately 8
3n

2 6mþ nð Þ ; if
p n, the number reduces to approximately 8

3n
2 3m� nð Þ .

10 Example

This example solves the least squares problem

minimize
x

c�Axk k2 subject to Bx ¼ d

where

c ¼

�2:54þ 0:09i
1:65� 2:26i
�2:11� 3:96i
1:82þ 3:30i
�6:41þ 3:77i
2:07þ 0:66i

0BBBBB@

1CCCCCA;

and
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A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA;

B ¼ 1:0þ 0:0i 0 �1:0þ 0:0i 0
0 1:0þ 0:0i 0 �1:0þ 0:0i

� �
and

d ¼ 0
0

� �
:

The constraints Bx ¼ d correspond to x1 ¼ x3 and x2 ¼ x4.

10.1 Program Text

/* nag_zgglse (f08znc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer i, j, m, n, p, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *b = 0, *c = 0, *d = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zgglse (f08znc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);
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#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &p);

#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;

#else
pda = n;
pdb = n;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(p * n, Complex)) ||
!(c = NAG_ALLOC(m, Complex)) ||
!(d = NAG_ALLOC(p, Complex)) || !(x = NAG_ALLOC(n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B, C and D from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &c[i - 1].re, &c[i - 1].im);
#else

scanf(" ( %lf , %lf )", &c[i - 1].re, &c[i - 1].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= p; ++i)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &d[i - 1].re, &d[i - 1].im);
#else

scanf(" ( %lf , %lf )", &d[i - 1].re, &d[i - 1].im);
#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the equality-constrained least squares problem */
/* minimize ||c - A*x|| (in the 2-norm) subject to B*x = D */
nag_zgglse(order, m, n, p, a, pda, b, pdb, c, d, x, &fail);

if (fail.code == NE_NOERROR) {
/* Print least squares solution */
printf("%s\n", "Constrained least squares solution");
for (i = 1; i <= n; ++i)

printf("(%7.4f, %7.4f)%s", x[i - 1].re, x[i - 1].im,
i % 4 == 0 || i == n ? "\n" : " ");

/* Compute the square root of the residual sum of squares */
nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, 1, m - n + p, &c[n - p], 1,

&rnorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

}
else {

printf("Error from nag_zgglse (f08znc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zgglse (f08znc) Example Program Data

6 4 2 :Values of M, N and P

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) :End of matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) :End of matrix B

(-2.54, 0.09)
( 1.65,-2.26)
(-2.11,-3.96)
( 1.82, 3.30)
(-6.41, 3.77)
( 2.07, 0.66) :End of vector c

( 0.00, 0.00)
( 0.00, 0.00) :End of vector d
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10.3 Program Results

nag_zgglse (f08znc) Example Program Results

Constrained least squares solution
( 1.0874, -1.9621) (-0.7409, 3.7297) ( 1.0874, -1.9621) (-0.7409, 3.7297)

Square root of the residual sum of squares
1.59e-01
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NAG Library Function Document

nag_zggglm (f08zpc)

1 Purpose

nag_zggglm (f08zpc) solves a complex general Gauss–Markov linear (least squares) model problem.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggglm (Nag_OrderType order, Integer m, Integer n, Integer p,
Complex a[], Integer pda, Complex b[], Integer pdb, Complex d[],
Complex x[], Complex y[], NagError *fail)

3 Description

nag_zggglm (f08zpc) solves the complex general Gauss–Markov linear model (GLM) problem

minimize
x

yk k2 subject to d ¼ AxþBy

where A is an m by n matrix, B is an m by p matrix and d is an m element vector. It is assumed that
n � m � nþ p, rank Að Þ ¼ n and rank Eð Þ ¼ m, where E ¼ A B

� �
. Under these assumptions, the

problem has a unique solution x and a minimal 2-norm solution y, which is obtained using a
generalized QR factorization of the matrices A and B.

In particular, if the matrix B is square and nonsingular, then the GLM problem is equivalent to the
weighted linear least squares problem

minimize
x

B�1 d�Axð Þ
�� ��

2
:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia

Anderson E, Bai Z and Dongarra J (1992) Generalized QR factorization and its applications Linear
Algebra Appl. (Volume 162–164) 243–271

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrices A and B.

Constraint: m 	 0.
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3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: 0 � n � m.

4: p – Integer Input

On entry: p, the number of columns of the matrix B.

Constraint: p 	 m� n.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: a is overwritten.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� pð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by p matrix B.

On exit: b is overwritten.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; pð Þ.

9: d½m� – Complex Input/Output

On entry: the left-hand side vector d of the GLM equation.

On exit: d is overwritten.
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10: x½n� – Complex Output

On exit: the solution vector x of the GLM problem.

11: y½p� – Complex Output

On exit: the solution vector y of the GLM problem.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � n � m.

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INT_3

On entry, p ¼ valueh i, m ¼ valueh i and n ¼ valueh i.
Constraint: p 	 m� n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SINGULAR

The bottom N �Mð Þ by N �Mð Þ part of the upper trapezoidal factor T associated with B in the
generalized QR factorization of the pair A;Bð Þ is singular, so that rank A B

� �
< n; the least

squares solutions could not be computed.

The N � Pð Þ by N � Pð Þ part of the upper trapezoidal factor T associated with A in the
generalized RQ factorization of the pair B;Að Þ is singular, so that rank B A

� �
< n; the least

squares solutions could not be computed.

7 Accuracy

For an error analysis, see Anderson et al. (1992). See also Section 4.6 of Anderson et al. (1999).

8 Parallelism and Performance

nag_zggglm (f08zpc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_zggglm (f08zpc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

When p ¼ m 	 n, the total number of real floating-point operations is approximately
8
3 2m3 � n3
� �

þ 16nm2 ; when p ¼ m ¼ n, the total number of real floating-point operations is
approximately 56

3m
3 .

10 Example

This example solves the weighted least squares problem

minimize
x

B�1 d�Axð Þ
�� ��

2
;

where

B ¼
0:5� 1:0i

1:0� 2:0i
2:0� 3:0i

5:0� 4:0i

0B@
1CA;

d ¼
6:00� 0:40i
�5:27þ 0:90i
2:72� 2:13i
�1:30� 2:80i

0B@
1CA

and
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A ¼
0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i

0B@
1CA:

10.1 Program Text

/* nag_zggglm (f08zpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double rnorm;
Integer i, j, m, n, p, pda, pdb;
Integer exit_status = 0;
NagError fail;
Nag_OrderType order;
/* Arrays */
Complex *a = 0, *b = 0, *d = 0, *x = 0, *y = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggglm (f08zpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m, &p);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = n;
pdb = n;

#else
pda = m;
pdb = p;

#endif

/* Allocate memory */
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if (!(a = NAG_ALLOC(n * m, Complex)) ||
!(b = NAG_ALLOC(n * p, Complex)) ||
!(d = NAG_ALLOC(n, Complex)) ||
!(x = NAG_ALLOC(m, Complex)) || !(y = NAG_ALLOC(p, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B and D from data file */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= p; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &d[i - 1].re, &d[i - 1].im);
#else

scanf(" ( %lf , %lf )", &d[i - 1].re, &d[i - 1].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Solve the weighted least squares problem */
/* minimize ||inv(B)*(d - A*x)|| (in the 2-norm) */
nag_zggglm(order, n, m, p, a, pda, b, pdb, d, x, y, &fail);

if (fail.code == NE_NOERROR) {
/* Print least squares solution */
printf("Weighted least squares solution\n");
for (i = 1; i <= m; ++i)

printf("(%9.4f, %9.4f)%s", x[i - 1].re, x[i - 1].im,
i % 3 == 0 || i == m ? "\n" : " ");

/* Print residual vector y = inv(B)*(d - A*x) */
printf("\nResidual vector\n");
for (i = 1; i <= p; ++i)

printf("(%11.2e, %11.2e)%s", y[i - 1].re, y[i - 1].im,
i % 3 == 0 || i == p ? "\n" : " ");

/* Compute and print the square root of the residual sum of */
/* squares */
nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, 1, p, y, 1, &rnorm, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

}
else {

printf("Error from nag_zggglm (f08zpc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zggglm (f08zpc) Example Program Data

4 3 4 :Values of M, N and P

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) :End of matrix A

( 0.50,-1.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00,-2.00) ( 0.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 0.00, 0.00) ( 2.00,-3.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 5.00,-4.00) :End of matrix B

( 6.00,-0.40)
(-5.27, 0.90)
( 2.72,-2.13)
(-1.30,-2.80) :End of vector d

10.3 Program Results

nag_zggglm (f08zpc) Example Program Results

Weighted least squares solution
( -0.9846, 1.9950) ( 3.9929, -4.9748) ( -3.0026, 0.9994)

Residual vector
( 1.26e-04, -4.66e-04) ( 1.11e-03, -8.61e-04) ( 3.84e-03, -1.82e-03)
( 2.03e-03, 3.02e-03)

Square root of the residual sum of squares
5.79e-03
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NAG Library Function Document

nag_zggqrf (f08zsc)

1 Purpose

nag_zggqrf (f08zsc) computes a generalized QR factorization of a complex matrix pair A;Bð Þ, where A
is an n by m matrix and B is an n by p matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggqrf (Nag_OrderType order, Integer n, Integer m, Integer p,
Complex a[], Integer pda, Complex taua[], Complex b[], Integer pdb,
Complex taub[], NagError *fail)

3 Description

nag_zggqrf (f08zsc) forms the generalized QR factorization of an n by m matrix A and an n by p
matrix B

A ¼ QR; B ¼ QTZ;

where Q is an n by n unitary matrix, Z is a p by p unitary matrix and R and T are of the form

R ¼

�� m

m R11
n�m 0

; if n 	 m;

�� n m� n
n R11 R12 ; if n < m;

8>>>><>>>>:
with R11 upper triangular,

T ¼

�� p� n n

n 0 T12
; if n � p;

1CA
0B@

p

n� p T11

p T21

; if n > p;

8>>>>>>>>>><>>>>>>>>>>:
with T12 or T21 upper triangular.

In particular, if B is square and nonsingular, the generalized QR factorization of A and B implicitly
gives the QR factorization of B�1A as

B�1A ¼ ZH T�1R
� �

:

4 References

Anderson E, Bai Z, Bischof C, Blackford S, Demmel J, Dongarra J J, Du Croz J J, Greenbaum A,
Hammarling S, McKenney A and Sorensen D (1999) LAPACK Users' Guide (3rd Edition) SIAM,
Philadelphia http://www.netlib.org/lapack/lug

Anderson E, Bai Z and Dongarra J (1992) Generalized QR factorization and its applications Linear
Algebra Appl. (Volume 162–164) 243–271
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Hammarling S (1987) The numerical solution of the general Gauss-Markov linear model Mathematics
in Signal Processing (eds T S Durrani, J B Abbiss, J E Hudson, R N Madan, J G McWhirter and T A
Moore) 441–456 Oxford University Press

Paige C C (1990) Some aspects of generalized QR factorizations . In Reliable Numerical Computation
(eds M G Cox and S Hammarling) 73–91 Oxford University Press

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of rows of the matrices A and B.

Constraint: n 	 0.

3: m – Integer Input

On entry: m, the number of columns of the matrix A.

Constraint: m 	 0.

4: p – Integer Input

On entry: p, the number of columns of the matrix B.

Constraint: p 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdað Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by m matrix A.

On exit: the elements on and above the diagonal of the array contain the min n;mð Þ by m upper
trapezoidal matrix R (R is upper triangular if n 	 m); the elements below the diagonal, with the
array taua, represent the unitary matrix Q as a product of min n;mð Þ elementary reflectors (see
Section 3.3.6 in the f08 Chapter Introduction).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pda 	 max 1;mð Þ.
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7: taua½min n;mð Þ� – Complex Output

On exit: the scalar factors of the elementary reflectors which represent the unitary matrix Q.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� pð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by p matrix B.

On exit: if n � p, the upper triangle of the subarray B 1 : n; p� nþ 1 : pð Þ contains the n by n
upper triangular matrix T12.

If n > p, the elements on and above the n� pð Þth subdiagonal contain the n by p upper
trapezoidal matrix T ; the remaining elements, with the array taub, represent the unitary matrix Z
as a product of elementary reflectors (see Section 3.3.6 in the f08 Chapter Introduction).

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; pð Þ.

10: taub½min n; pð Þ� – Complex Output

On exit: the scalar factors of the elementary reflectors which represent the unitary matrix Z.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.
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On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized QR factorization is the exact factorization for nearby matrices Aþ Eð Þ and
Bþ Fð Þ, where

Ek k2 ¼ O � Ak k2 and Fk k2 ¼ O � Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zggqrf (f08zsc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zggqrf (f08zsc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The unitary matrices Q and Z may be formed explicitly by calls to nag_zungqr (f08atc) and nag_zungrq
(f08cwc) respectively. nag_zunmqr (f08auc) may be used to multiply Q by another matrix and
nag_zunmrq (f08cxc) may be used to multiply Z by another matrix.

The real analogue of this function is nag_dggqrf (f08zec).
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10 Example

This example solves the general Gauss–Markov linear model problem

min
x

yk k2 subject to d ¼ AxþBy

where

A ¼
0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i

0B@
1CA;

B ¼
0:5� 1:0i 0 0 0
0 1:0� 2:0i 0 0
0 0 2:0� 3:0i 0
0 0 0 5:0� 4:0i

0B@
1CA

and

d ¼
6:00� 0:40i
�5:27þ 0:90i
2:72� 2:13i
�1:30� 2:80i

0B@
1CA:

The solution is obtained by first computing a generalized QR factorization of the matrix pair A;Bð Þ.
The example illustrates the general solution process, although the above data corresponds to a simple
weighted least squares problem.

10.1 Program Text

/* nag_zggqrf (f08zsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Complex zero = { 0.0, 0.0 };
double rnorm;
Integer i, j, m, n, nm, p, pda, pdb, pdd, pnm, zrow;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *d = 0, *taua = 0, *taub = 0, *y = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
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#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggqrf (f08zsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = n;
pdb = n;
pdd = n;

#else
pda = m;
pdb = p;
pdd = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * m, Complex)) ||

!(b = NAG_ALLOC(n * p, Complex)) ||
!(d = NAG_ALLOC(n, Complex)) ||
!(taua = NAG_ALLOC(MIN(n, m), Complex)) ||
!(taub = NAG_ALLOC(MIN(n, p), Complex)) || !(y = NAG_ALLOC(p, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B and d from data file */
for (i = 1; i <= n; ++i)

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= p; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

for (i = 0; i < n; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < n; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Compute the generalized QR factorization of (A,B) as
* A = Q*(R), B = Q*(T11 T12)*Z
* (0) ( 0 T22)
* using nag_dggqrf (f08zec).
*/

nag_zggqrf(order, n, m, p, a, pda, taua, b, pdb, taub, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zggqrf (f08zsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Solve weighted least squares problem for case n > m */
if (n <= m)

goto END;

nm = n - m;
pnm = p - nm;
/* Multiply Q^H through d = Ax + By to get
* (c1) = Q^H * d = (R) * x + (T11 T12) * Z * (y1)
* (c2) (0) ( 0 T22) (y2)
* Compute C using nag_zunmqr (f08auc).
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, n, 1, m, a, pda, taua, d,
pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Let Z*(y1) = (w1) and solving for w2 we have to solve the triangular sytem
* (y2) = (w2)
* T22 * w2 = c2
* This is done by putting c2 in y2 and backsolving to get w2 in y2.
*
* Copy c2 (at d[m]) into y2 using nag_zge_copy (f16tfc).
*/

nag_zge_copy(Nag_ColMajor, Nag_NoTrans, nm, 1, &d[m], n - m, &y[pnm], nm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Solve T22*w2 = c2 using nag_ztrtrs (f07tsc).
* T22 is stored in a submatrix of matrix B of dimension n-m by n-m
* with first element at B(m+1,p-(n-m)+1). y2 is stored from y[p-(n-m)].
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, nm, 1,
&B(m + 1, pnm + 1), pdb, &y[pnm], nm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* set w1 = 0 for minimum norm y. */
nag_zload(pnm, zero, y, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zload (f16hbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute estimate of the square root of the residual sum of squares
* norm(y) = norm(w2) with y1 = 0 using nag_dge_norm (f16uac).
*/

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nm, 1, &y[pnm], nm, &rnorm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* The top half of the system remains:
* (c1) = Q^H * d = (R) * x + (T11 T12) * ( 0)
* (w2)
* => c1 = R * x + T12 * w2
* => R * x = c1 - T12 * w2;
*
* first form d = c1 - T12*w2 where c1 is stored in d
* using nag_zgemv (f16sac).
*/

alpha = nag_complex(-1.0, 0.0);
beta = nag_complex(1.0, 0.0);
nag_zgemv(order, Nag_NoTrans, m, nm, alpha, &B(1, pnm + 1), pdb, &y[pnm], 1,

beta, d, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemv (f16sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Next, solve R * x = d for x (in d) where R is stored in leading submatrix
* of A in a. This gives the least squares solution x in d.
* Using nag_dtrtrs (f07tec).
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, m, 1, a, pda, d,
pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Compute the minimum norm residual vector y = (Z^T)*w
* using nag_dzunmrq (f08cxc).
*/

zrow = MAX(1, n - p + 1);
nag_zunmrq(order, Nag_LeftSide, Nag_ConjTrans, p, 1, MIN(n, p), &B(zrow, 1),

pdb, taub, y, pdd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunmrq (f08cxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print least squares solution x */
printf("Generalized least squares solution\n");
for (i = 0; i < m; ++i)

printf(" (%9.4f, %9.4f)%s", d[i].re, d[i].im, i % 3 == 2 ? "\n" : "");

/* Print residual vector y */
printf("\n");

f08zsc NAG Library Manual

f08zsc.8 Mark 26



printf("\nResidual vector\n");
for (i = 0; i < p; ++i)

printf(" (%9.2e, %9.2e)%s", y[i].re, y[i].im, i % 3 == 2 ? "\n" : "");

/* Print estimate of the square root of the residual sum of squares. */
printf("\n\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(d);
NAG_FREE(taua);
NAG_FREE(taub);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zggqrf (f08zsc) Example Program Data

4 3 4 : n, m and p

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) : matrix A

( 0.50,-1.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00,-2.00) ( 0.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 0.00, 0.00) ( 2.00,-3.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 0.00, 0.00) ( 0.00, 0.00) ( 5.00,-4.00) : matrix B

( 6.00,-0.40)
(-5.27, 0.90)
( 2.72,-2.13)
(-1.30,-2.80) : vector d

10.3 Program Results

nag_zggqrf (f08zsc) Example Program Results

Generalized least squares solution
( -0.9846, 1.9950) ( 3.9929, -4.9748) ( -3.0026, 0.9994)

Residual vector
( 1.26e-04, -4.66e-04) ( 1.11e-03, -8.61e-04) ( 3.84e-03, -1.82e-03)
( 2.03e-03, 3.02e-03)

Square root of the residual sum of squares
5.79e-03
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NAG Library Function Document

nag_zggrqf (f08ztc)

1 Purpose

nag_zggrqf (f08ztc) computes a generalized RQ factorization of a complex matrix pair A;Bð Þ, where A
is an m by n matrix and B is a p by n matrix.

2 Specification

#include <nag.h>
#include <nagf08.h>

void nag_zggrqf (Nag_OrderType order, Integer m, Integer p, Integer n,
Complex a[], Integer pda, Complex taua[], Complex b[], Integer pdb,
Complex taub[], NagError *fail)

3 Description

nag_zggrqf (f08ztc) forms the generalized RQ factorization of an m by n matrix A and a p by n matrix
B

A ¼ RQ; B ¼ ZTQ;

where Q is an n by n unitary matrix, Z is a p by p unitary matrix and R and T are of the form

R ¼

��n�m m

m 0 R12
; if m � n;

1CA
0B@

n

m� n R11

n R21

; if m > n;

8>>>>>>>>>><>>>>>>>>>>:
with R12 or R21 upper triangular,

T ¼

�� n

n T11
p� n 0

; if p 	 n;

�� p n� p
p T11 T12 ; if p < n;

8>>>><>>>>:
with T11 upper triangular.

In particular, if B is square and nonsingular, the generalized RQ factorization of A and B implicitly
gives the RQ factorization of AB�1 as

AB�1 ¼ RT�1
� �

ZH:

4 References
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Hammarling S (1987) The numerical solution of the general Gauss-Markov linear model Mathematics
in Signal Processing (eds T S Durrani, J B Abbiss, J E Hudson, R N Madan, J G McWhirter and T A
Moore) 441–456 Oxford University Press

Paige C C (1990) Some aspects of generalized QR factorizations . In Reliable Numerical Computation
(eds M G Cox and S Hammarling) 73–91 Oxford University Press

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: p – Integer Input

On entry: p, the number of rows of the matrix B.

Constraint: p 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrices A and B.

Constraint: n 	 0.

5: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

Where A i; jð Þ appears in this document, it refers to the array element

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the m by n matrix A.

On exit: if m � n, the upper triangle of the subarray A 1 : m;n�mþ 1 : nð Þ contains the m by
m upper triangular matrix R12.

If m 	 n, the elements on and above the m� nð Þth subdiagonal contain the m by n upper
trapezoidal matrix R; the remaining elements, with the array taua, represent the unitary matrix Q
as a product of min m;nð Þ elementary reflectors (see Section 3.3.6 in the f08 Chapter
Introduction).

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.
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7: taua½min m; nð Þ� – Complex Output

On exit: the scalar factors of the elementary reflectors which represent the unitary matrix Q.

8: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;p� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the p by n matrix B.

On exit: the elements on and above the diagonal of the array contain the min p; nð Þ by n upper
trapezoidal matrix T (T is upper triangular if p 	 n); the elements below the diagonal, with the
array taub, represent the unitary matrix Z as a product of elementary reflectors (see Section 3.3.6
in the f08 Chapter Introduction).

9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; pð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

10: taub½min p; nð Þ� – Complex Output

On exit: the scalar factors of the elementary reflectors which represent the unitary matrix Z.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pda ¼ valueh i and m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: pdb 	 max 1; pð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed generalized RQ factorization is the exact factorization for nearby matrices Aþ Eð Þ and
Bþ Fð Þ, where

Ek k2 ¼ O � Ak k2 and Fk k2 ¼ O � Bk k2;

and � is the machine precision.

8 Parallelism and Performance

nag_zggrqf (f08ztc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_zggrqf (f08ztc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The unitary matrices Q and Z may be formed explicitly by calls to nag_zungrq (f08cwc) and
nag_zungqr (f08atc) respectively. nag_zunmrq (f08cxc) may be used to multiply Q by another matrix
and nag_zunmqr (f08auc) may be used to multiply Z by another matrix.

The real analogue of this function is nag_dggrqf (f08zfc).
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10 Example

This example solves the least squares problem

minimize
x

c�Axk k2 subject to Bx ¼ d

where

A ¼

0:96� 0:81i �0:03þ 0:96i �0:91þ 2:06i �0:05þ 0:41i
�0:98þ 1:98i �1:20þ 0:19i �0:66þ 0:42i �0:81þ 0:56i
0:62� 0:46i 1:01þ 0:02i 0:63� 0:17i �1:11þ 0:60i
0:37þ 0:38i 0:19� 0:54i �0:98� 0:36i 0:22� 0:20i
0:83þ 0:51i 0:20þ 0:01i �0:17� 0:46i 1:47þ 1:59i
1:08� 0:28i 0:20� 0:12i �0:07þ 1:23i 0:26þ 0:26i

0BBBBB@

1CCCCCA;

B ¼ 1 0 �1 0
0 1 0 �1

� �
; c ¼

�2:54þ 0:09i
1:65� 2:26i
�2:11� 3:96i
1:82þ 3:30i
�6:41þ 3:77i
2:07þ 0:66i

0BBBBB@

1CCCCCA and d ¼ 0
0

� �
:

The constraints Bx ¼ d correspond to x1 ¼ x3 and x2 ¼ x4.
The solution is obtained by first obtaining a generalized RQ factorization of the matrix pair A;Bð Þ. The
example illustrates the general solution process, although the above data corresponds to a simple
weighted least squares problem.

10.1 Program Text

/* nag_zggrqf (f08ztc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf07.h>
#include <nagf08.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
double rnorm;
Integer i, j, m, n, p, pda, pdb, pdc, pdd, pdx;
Integer y1rows, y2rows, y3rows;
Integer exit_status = 0;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0, *d = 0, *taua = 0, *taub = 0, *x = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
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#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zggrqf (f08ztc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &m, &n, &p);
#endif

if (n < 0 || m < 0 || p < 0) {
printf("Invalid n, m or p\n");
exit_status = 1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pda = m;
pdb = p;
pdc = m;
pdd = p;
pdx = n;

#else
pda = n;
pdb = n;
pdc = 1;
pdd = 1;
pdx = 1;

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(b = NAG_ALLOC(p * n, Complex)) ||
!(c = NAG_ALLOC(m, Complex)) ||
!(d = NAG_ALLOC(p, Complex)) ||
!(taua = NAG_ALLOC(MIN(m, n), Complex)) ||
!(taub = NAG_ALLOC(MIN(p, n), Complex)) || !(x = NAG_ALLOC(n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read A, B, c and d from data file for the problem
* min{||c-Ax||_2, x in R^n and B x = d}.
*/

for (i = 1; i <= m; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= p; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
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scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < m; ++i)
scanf_s(" ( %lf , %lf )", &c[i].re, &c[i].im);

#else
for (i = 0; i < m; ++i)

scanf(" ( %lf , %lf )", &c[i].re, &c[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < p; ++i)
scanf_s(" ( %lf , %lf )", &d[i].re, &d[i].im);

#else
for (i = 0; i < p; ++i)

scanf(" ( %lf , %lf )", &d[i].re, &d[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* First compute the generalized RQ factorization of (B,A) as
* B = (0 R12)*Q, A = Z*(T11 T12 T13)*Q = T*Q.
* ( 0 T22 T23)
* where R12, T11 and T22 are upper triangular,
* using nag_zggrqf (f08ztc).
*/

nag_zggrqf(order, p, m, n, b, pdb, taub, a, pda, taua, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zggrqf (f08ztc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Now, Z^H * (c-Ax) = Z^H * c - T*Q*x, and
* let f = (f1) = Z^H * (c1) => minimize ||f - T*Q*x||
* (f2) (c2)
* Compute f using nag_zunmqr (f08auc), storing result in c
*/

nag_zunmqr(order, Nag_LeftSide, Nag_ConjTrans, m, 1, MIN(m, n), a, pda,
taua, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zunmqr (f08auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Putting Q*x = (y1), B * x = d becomes (0 R12) (y1) = d;
* (w ) (w )
* => R12 * w = d.
* Solve for w using nag_dtrtrs (f07tec), storing result in d;
* R12 is (p by p) triangular submatrix starting at B(1,n-p+1).
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, p, 1,
&B(1, n - p + 1), pdb, d, pdd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* The problem now reduces to finding the minimum norm of
* g = (g1) = (f1) - T11*y1 - (T12 T13)*w
* (g2) (f2) - (T22 T23)*w.
* Form c1 = f1 - (T12 T13)*w using nag_zgemv (f16sac).
*/

alpha = nag_complex(-1.0, 0.0);
beta = nag_complex(1.0, 0.0);
y1rows = n - p;
nag_zgemv(order, Nag_NoTrans, y1rows, p, alpha, &A(1, n - p + 1), pda, d, 1,

beta, c, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemv (f16sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* => now (g1) = c - T11*y1 and ||g1|| = 0 when T11 * y1 = c1.
* Solve this for y1 using nag_ztrtrs (f07tsc) storing result in c1.
*/

nag_ztrtrs(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, y1rows, 1, a,
pda, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrtrs (f07tsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* So now Q*x = (y1) is stored in (c1), which is now copied to x.
* (w ) (d )
*/

for (i = 0; i < y1rows; ++i)
x[i] = nag_complex(c[i].re, c[i].im);

for (i = 0; i < n - y1rows; ++i)
x[y1rows + i] = nag_complex(d[i].re, d[i].im);

/* Compute x by applying Q inverse using nag_zunmrq (f08cxc). */
nag_zunmrq(order, Nag_LeftSide, Nag_ConjTrans, n, 1, p, b, pdb, taub, x,

pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zunmrq (f08cxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* It remains to minimize ||g2||, g2 = f2 - (T22 T23)*w.
* Putting w = (y2), gives g2 = f2 - T22*y2 - T23*y3
* (y3)
* [y2 stored in d1, first y2rows of d; y3 stored in d2, next n-m rows of d.]
*
* First form T22*y2 using nag_ztrmv (f16sfc) where y2 is held in d.
*/

y2rows = MIN(m, n) - y1rows;
alpha = nag_complex(1.0, 0.0);
nag_ztrmv(order, Nag_Upper, Nag_NoTrans, Nag_NonUnitDiag, y2rows, alpha,

&A(n - p + 1, n - p + 1), pda, d, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmv (f16sfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Then, f2 - T22*y2 (c2 = c2 - d) */
for (i = 0; i < y2rows; ++i)

c[y1rows + i] = nag_complex_subtract(c[y1rows + i], d[i]);
y2rows = m - y1rows;

if (m < n) {
y3rows = n - m;
/* Then g2 = f2 - T22*y2 - T23*y3 (c2 = c2 - T23*d2) */
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alpha = nag_complex(-1.0, 0.0);
nag_zgemv(order, Nag_NoTrans, y2rows, y3rows, alpha, &A(n - p + 1, m + 1),

pda, &d[y2rows], 1, beta, &c[y1rows], 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemv (f16sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Compute ||g|| = ||g2|| = norm(f2 - T22*y2 - T23*y3)
* using nag_zge_norm (f16uac).
*/

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, y2rows, 1, &c[y1rows], y2rows,
&rnorm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print least squares solution x */
printf("Constrained least squares solution\n");
for (i = 0; i < n; ++i)

printf(" (%7.4f, %7.4f)%s", x[i].re, x[i].im, i % 4 == 3 ? "\n" : "");

/* Print the square root of the residual sum of squares */
printf("\nSquare root of the residual sum of squares\n");
printf("%11.2e\n", rnorm);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(taua);
NAG_FREE(taub);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zggrqf (f08ztc) Example Program Data

6 4 2 : m, n and p

( 0.96,-0.81) (-0.03, 0.96) (-0.91, 2.06) (-0.05, 0.41)
(-0.98, 1.98) (-1.20, 0.19) (-0.66, 0.42) (-0.81, 0.56)
( 0.62,-0.46) ( 1.01, 0.02) ( 0.63,-0.17) (-1.11, 0.60)
( 0.37, 0.38) ( 0.19,-0.54) (-0.98,-0.36) ( 0.22,-0.20)
( 0.83, 0.51) ( 0.20, 0.01) (-0.17,-0.46) ( 1.47, 1.59)
( 1.08,-0.28) ( 0.20,-0.12) (-0.07, 1.23) ( 0.26, 0.26) : matrix A

( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) ( 0.00, 0.00)
( 0.00, 0.00) ( 1.00, 0.00) ( 0.00, 0.00) (-1.00, 0.00) : matrix B

(-2.54, 0.09)
( 1.65,-2.26)
(-2.11,-3.96)
( 1.82, 3.30)
(-6.41, 3.77)
( 2.07, 0.66) : vector c

( 0.00, 0.00)
( 0.00, 0.00) : vector d
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10.3 Program Results

nag_zggrqf (f08ztc) Example Program Results

Constrained least squares solution
( 1.0874, -1.9621) (-0.7409, 3.7297) ( 1.0874, -1.9621) (-0.7409, 3.7297)

Square root of the residual sum of squares
1.59e-01
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f11 – Large Scale Linear Systems

f11 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f11bdc 23 nag_sparse_nsym_basic_setup
Real sparse nonsymmetric linear systems, setup for nag_sparse_nsym_ba
sic_solver (f11bec)

f11bec 23 nag_sparse_nsym_basic_solver
Real sparse nonsymmetric linear systems, preconditioned RGMRES, CGS,
Bi-CGSTAB or TFQMR method

f11bfc 23 nag_sparse_nsym_basic_diagnostic
Real sparse nonsymmetric linear systems, diagnostic for nag_sparse_n
sym_basic_solver (f11bec)

f11brc 23 nag_sparse_nherm_basic_setup
Complex sparse non-Hermitian linear systems, setup for nag_sparse_n
herm_basic_solver (f11bsc)

f11bsc 23 nag_sparse_nherm_basic_solver
Complex sparse non-Hermitian linear systems, preconditioned RGMRES,
CGS, Bi-CGSTAB or TFQMR method

f11btc 23 nag_sparse_nherm_basic_diagnostic
Complex sparse non-Hermitian linear systems, diagnostic for nag_spar
se_nherm_basic_solver (f11bsc)

f11dac 5 nag_sparse_nsym_fac
Incomplete LU factorization (nonsymmetric)

f11dbc 23 nag_sparse_nsym_precon_ilu_solve
Solution of linear system involving incomplete LU preconditioning matrix
generated by nag_sparse_nsym_fac (f11dac)

f11dcc 5 nag_sparse_nsym_fac_sol
Solver with incomplete LU preconditioning (nonsymmetric)

f11ddc 23 nag_sparse_nsym_precon_ssor_solve
Solution of linear system involving preconditioning matrix generated by
applying SSOR to real sparse nonsymmetric matrix

f11dec 5 nag_sparse_nsym_sol
Solver with no Jacobi/SSOR preconditioning (nonsymmetric)

f11dfc 24 nag_sparse_nsym_precon_bdilu
Real sparse nonsymmetric linear system, incomplete LU factorization of
local or overlapping diagonal blocks

f11dgc 24 nag_sparse_nsym_precon_bdilu_solve
Solution of real sparse nonsymmetric linear system, RGMRES, CGS, Bi-
CGSTAB or TFQMR method, incomplete LU block diagonal
preconditioner computed by nag_sparse_nsym_precon_bdilu (f11dfc)

f11dkc 23 nag_sparse_nsym_jacobi
Real, sparse, symmetric or nonsymmetric, linear systems, line Jacobi
preconditioner

f11dnc 23 nag_sparse_nherm_fac
Complex sparse non-Hermitian linear systems, incomplete LU factorization

f11dpc 23 nag_sparse_nherm_precon_ilu_solve
Solution of complex linear system involving incomplete LU
preconditioning matrix generated by nag_sparse_nherm_fac (f11dnc)
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f11dqc 23 nag_sparse_nherm_fac_sol
Solution of complex sparse non-Hermitian linear system, RGMRES, CGS,
Bi-CGSTAB or TFQMR method, preconditioner computed by nag_spar
se_nherm_fac (f11dnc) (Black Box)

f11drc 23 nag_sparse_nherm_precon_ssor_solve
Solution of linear system involving preconditioning matrix generated by
applying SSOR to complex sparse non-Hermitian matrix

f11dsc 23 nag_sparse_nherm_sol
Solution of complex sparse non-Hermitian linear system, RGMRES, CGS,
Bi-CGSTAB or TFQMR method, Jacobi or SSOR preconditioner Black
Box

f11dtc 24 nag_sparse_nherm_precon_bdilu
Complex, sparse, non-Hermitian linear system, incomplete LU factorization
of local or overlapping diagonal blocks

f11duc 24 nag_sparse_nherm_precon_bdilu_solve
Solution of complex, sparse, non-Hermitian linear system, RGMRES, CGS,
Bi-CGSTAB or TFQMR method, incomplete LU block diagonal
preconditioner computed by nag_sparse_nherm_precon_bdilu (f11dtc)

f11dxc 23 nag_sparse_nherm_jacobi
Complex, sparse, Hermitian or non-Hermitian, linear systems, line Jacobi
preconditioner

f11gdc 23 nag_sparse_sym_basic_setup
Real sparse symmetric linear systems, setup for nag_sparse_sym_basic_
solver (f11gec)

f11gec 23 nag_sparse_sym_basic_solver
Real sparse symmetric linear systems, preconditioned conjugate gradient or
Lanczos method or the MINRES algorithm

f11gfc 23 nag_sparse_sym_basic_diagnostic
Real sparse symmetric linear systems, diagnostic for nag_sparse_sym_ba
sic_solver (f11gec)

f11grc 23 nag_sparse_herm_basic_setup
Complex sparse Hermitian linear systems, setup for nag_sparse_herm_ba
sic_solver (f11gsc)

f11gsc 23 nag_sparse_herm_basic_solver
Complex sparse Hermitian linear systems, preconditioned conjugate
gradient or Lanczos

f11gtc 23 nag_sparse_herm_basic_diagnostic
Complex sparse Hermitian linear systems, diagnostic for nag_sparse_
herm_basic_solver (f11gsc)

f11jac 5 nag_sparse_sym_chol_fac
Incomplete Cholesky factorization (symmetric)

f11jbc 23 nag_sparse_sym_precon_ichol_solve
Solution of linear system involving incomplete Cholesky preconditioning
matrix generated by nag_sparse_sym_chol_fac (f11jac)

f11jcc 5 nag_sparse_sym_chol_sol
Solver with incomplete Cholesky preconditioning (symmetric)

f11jdc 23 nag_sparse_sym_precon_ssor_solve
Solution of linear system involving preconditioning matrix generated by
applying SSOR to real sparse symmetric matrix

f11jec 5 nag_sparse_sym_sol
Solver with Jacobi, SSOR, or no preconditioning (symmetric)

f11jnc 23 nag_sparse_herm_chol_fac
Complex sparse Hermitian matrix, incomplete Cholesky factorization

f11jpc 23 nag_sparse_herm_precon_ichol_solve
Solution of complex linear system involving incomplete Cholesky
preconditioning matrix generated by nag_sparse_herm_chol_fac (f11jnc)
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f11jqc 23 nag_sparse_herm_chol_sol
Solution of complex sparse Hermitian linear system, conjugate gradient/
Lanczos method, preconditioner computed by nag_sparse_herm_chol_fac
(f11jnc) (Black Box)

f11jrc 23 nag_sparse_herm_precon_ssor_solve
Solution of linear system involving preconditioning matrix generated by
applying SSOR to complex sparse Hermitian matrix

f11jsc 23 nag_sparse_herm_sol
Solution of complex sparse Hermitian linear system, conjugate gradient/
Lanczos method, Jacobi or SSOR preconditioner (Black Box)

f11mdc 8 nag_superlu_column_permutation
Real sparse nonsymmetric linear systems, setup for nag_superlu_lu_factor
ize (f11mec)

f11mec 8 nag_superlu_lu_factorize
LU factorization of real sparse matrix

f11mfc 8 nag_superlu_solve_lu
Solution of real sparse simultaneous linear equations (coefficient matrix
already factorized)

f11mgc 8 nag_superlu_condition_number_lu
Estimate condition number of real matrix, matrix already factorized by
nag_superlu_lu_factorize (f11mec)

f11mhc 8 nag_superlu_refine_lu
Refined solution with error bounds of real system of linear equations,
multiple right-hand sides

f11mkc 8 nag_superlu_matrix_product
Real sparse nonsymmetric matrix-matrix multiply, compressed column
storage

f11mlc 8 nag_superlu_matrix_norm
1-norm, 1-norm, largest absolute element, real, square, sparse matrix

f11mmc 8 nag_superlu_diagnostic_lu
Real sparse nonsymmetric linear systems, diagnostic for nag_superlu_lu_
factorize (f11mec)

f11xac 23 nag_sparse_nsym_matvec
Real, sparse, nonsymmetric matrix-vector multiply

f11xec 23 nag_sparse_sym_matvec
Real sparse symmetric matrix-vector multiply

f11xnc 23 nag_sparse_nherm_matvec
Complex sparse non-Hermitian matrix-vector multiply

f11xsc 23 nag_sparse_herm_matvec
Complex sparse Hermitian matrix-vector multiply

f11yec 25 nag_sparse_sym_rcm
Reverse Cuthill–McKee reordering of a sparse symmetric matrix in CCS
format

f11zac 5 nag_sparse_nsym_sort
Sparse sort (nonsymmetric)

f11zbc 5 nag_sparse_sym_sort
Sparse sort (symmetric)

f11znc 23 nag_sparse_nherm_sort
Complex sparse non-Hermitian matrix reorder function

f11zpc 23 nag_sparse_herm_sort
Complex sparse Hermitian matrix reorder function
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1 Scope of the Chapter

This chapter provides functions for the solution of large sparse systems of simultaneous linear
equations. These include iterative methods for real nonsymmetric and symmetric, complex non-
Hermitian and Hermitian linear systems and direct methods for general real linear systems. Further
direct methods are currently available in Chapters f01 and f04.

2 Background to the Problems

This section is only a brief introduction to the solution of sparse linear systems. For a more detailed
discussion see for example Duff et al. (1986) and Demmel et al. (1999) for direct methods, or Barrett et
al. (1994) for iterative methods.

2.1 Sparse Matrices and Their Storage

A matrix A may be described as sparse if the number of zero elements is sufficiently large that it is
worthwhile using algorithms which avoid computations involving zero elements.

If A is sparse, and the chosen algorithm requires the matrix coefficients to be stored, a significant
saving in storage can often be made by storing only the nonzero elements. A number of different
formats may be used to represent sparse matrices economically. These differ according to the amount of
storage required, the amount of indirect addressing required for fundamental operations such as matrix-
vector products, and their suitability for vector and/or parallel architectures. For a survey of some of
these storage formats see Barrett et al. (1994).

Some of the functions in this chapter have been designed to be independent of the matrix storage
format. This allows you to choose your own preferred format, or to avoid storing the matrix altogether.
Other functions are the so-called Black Boxes, which are easier to use, but are based on fixed storage
formats. Three fixed storage formats for sparse matrices are currently used. These are known as
coordinate storage (CS) format, symmetric coordinate storage (SCS) format and compressed column
storage (CCS) format.

2.1.1 Coordinate storage (CS) format

This storage format represents a sparse matrix A, with nnz nonzero elements, in terms of three one-
dimensional arrays – a double or Complex array a and two Integer arrays irow and icol. These arrays
are all of dimension at least nnz. a contains the nonzero elements themselves, while irow and icol store
the corresponding row and column indices respectively.

For example, the matrix

A ¼

1 2 �1 �1 �3
0 �1 0 0 �4
3 0 0 0 2
2 0 4 1 1
�2 0 0 0 1

0BBB@
1CCCA

might be represented in the arrays a, irow and icol as

a ¼ 1; 2;�1;�1;�3;�1;�4; 3; 2; 2; 4; 1; 1;�2; 1ð Þ
irow ¼ 1; 1; 1; 1; 1; 2; 2; 3; 3; 4; 4; 4; 4; 5; 5ð Þ
icol ¼ 1; 2; 3; 4; 5; 2; 5; 1; 5; 1; 3; 4; 5; 1; 5ð Þ.

Notes

(i) The general format specifies no ordering of the array elements, but some functions may impose a
specific ordering. For example, the nonzero elements may be required to be ordered by increasing
row index and by increasing column index within each row, as in the example above. Utility
functions are provided to order the elements appropriately (see Section 2.2).

(ii) With this storage format it is possible to enter duplicate elements. These may be interpreted in
various ways (e.g., raising an error, ignoring all but the first entry, all but the last, or summing).
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2.1.2 Symmetric coordinate storage (SCS) format

This storage format is suitable for symmetric and Hermitian matrices, and is identical to the CS format
described in Section 2.1.1, except that only the lower triangular nonzero elements are stored. Thus, for
example, the matrix

A ¼

4 1 0 0 �1 2
1 5 0 2 0 0
0 0 2 1 0 �1
0 2 1 3 1 0
�1 0 0 1 4 0
2 0 �1 0 0 3

0BBBBB@

1CCCCCA
might be represented in the arrays a, irow and icol as

a ¼ 4; 1; 5; 2; 2; 1; 3;�1; 1; 4; 2;�1; 3ð Þ.
irow ¼ 1; 2; 2; 3; 4; 4; 4; 5; 5; 5; 6; 6; 6ð Þ,
icol ¼ 1; 1; 2; 3; 2; 3; 4; 1; 4; 5; 1; 3; 6ð Þ.

2.1.3 Compressed column storage (CCS) format

This storage format also uses three one-dimensional arrays – a double or Complex array a and two
Integer arrays irowix and icolzp. The array a and irowix are of dimension at least nnz, while icolzp is
of dimension at least nþ 1. a contains the nonzero elements, going down the first column, then the
second and so on. For example, the matrix in Section 2.1.1 above will be represented by

a ¼ 1; 3; 2;�2; 2;�1;�1; 4;�1; 1;�3;�4; 2; 1; 1ð Þ.
irowix records the row index for each entry in a, so the same matrix will have

irowix ¼ 1; 3; 4; 5; 1; 2; 1; 4; 1; 4; 1; 2; 3; 4; 5ð Þ.
icolzp records the index into a which starts each new column. The last entry of icolzp is equal to
nnz þ 1. An empty column (one filled with zeros, that is) is signalled by an index that is the same as
the next non-empty column, or nnz þ 1 if all subsequent columns are empty. The above example
corresponds to

icolzp ¼ 1; 5; 7; 9; 11; 16ð Þ
The example in Section 2.1.2 above will be represented by

a ¼ 4; 1;�1; 2; 1; 5; 2; 2; 1;�1; 2; 1; 3; 1;�1; 1; 4; 2;�1; 3ð Þ
irowix ¼ 1; 2; 5; 6; 1; 2; 4; 3; 4; 6; 2; 3; 4; 5; 1; 4; 5; 1; 3; 6ð Þ
icolzp ¼ 1; 5; 8; 11; 15; 18; 21ð Þ

2.2 Direct Methods

Direct methods for the solution of the linear algebraic system

Ax ¼ b ð1Þ

aim to determine the solution vector x in a fixed number of arithmetic operations, which is determined
a priori by the number of unknowns. For example, an LU factorization of A followed by forward and
backward substitution is a direct method for (1).

If the matrix A is sparse it is possible to design direct methods which exploit the sparsity pattern and
are therefore much more computationally efficient than the algorithms in Chapter f07, which in general
take no account of sparsity. However, if the matrix is very large and sparse, then iterative methods,
with an appropriate preconditioner, (see Section 2.3) may be more efficient still.

This chapter provides a direct LU factorization method for sparse real systems. This method is based on
special coding for supernodes, broadly defined as groups of consecutive columns with the same nonzero
structure, which enables use of dense BLAS kernels. The algorithms contained here come from the
SuperLU software suite (see Demmel et al. (1999)). An important requirement of sparse LU
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factorization is keeping the factors as sparse as possible. It is well known that certain column orderings
can produce much sparser factorizations than the normal left-to-right ordering. It is well worth the
effort, then, to find such column orderings since they reduce both storage requirements of the factors,
the time taken to compute them and the time taken to solve the linear system. The row reorderings,
demanded by partial pivoting in order to keep the factorization stable, can further complicate the choice
of the column ordering, but quite good and fast algorithms have been developed to make possible a
fairly reliable computation of an appropriate column ordering for any sparsity pattern. We provide one
such algorithm (known in the literature as COLAMD) through one function in the suite. Similar to the
case for dense matrices, functions are provided to compute the LU factorization with partial row
pivoting for numerical stability, solve (1) by performing the forward and backward substitutions for
multiple right hand side vectors, refine the solution, minimize the backward error and estimate the
forward error of the solutions, compute norms, estimate condition numbers and perform diagnostics of
the factorization. It is also possible to explicitly construct, column by column, the dense inverse of the
matrix by solving equation (1) for right hand sides corresponding to columns of the identity matrix.
Blocks of dense columns can be handled at one time and then stored in some chosen sparse format, as
system memory allows. For more details see Section 3.4.

It is also possible to use iterative method functions in this chapter to compute a direct factorization.
Such methods are available for sparse real nonsymmetric, complex non-Hermitian, real symmetric
positive definite and complex Hermitian positive definite systems. Further direct methods may be found
in Chapters f01, f04 and f07.

2.3 Iterative Methods

In contrast to the direct methods discussed in Section 2.2, iterative methods for (1) approach the
solution through a sequence of approximations until some user-specified termination criterion is met or
until some predefined maximum number of iterations has been reached. The number of iterations
required for convergence is not generally known in advance, as it depends on the accuracy required, and
on the matrix A – its sparsity pattern, conditioning and eigenvalue spectrum.

Faster convergence can often be achieved using a preconditioner (see Golub and Van Loan (1996) and
Barrett et al. (1994)). A preconditioner maps the original system of equations onto a different system

�A�x ¼ �b; ð2Þ

which hopefully exhibits better convergence characteristics. For example, the condition number of the
matrix �A may be better than that of A, or it may have eigenvalues of greater multiplicity.

An unsuitable preconditioner or no preconditioning at all may result in a very slow rate or lack of
convergence. However, preconditioning involves a trade-off between the reduction in the number of
iterations required for convergence and the additional computational costs per iteration. Setting up a
preconditioner may also involve non-negligible overheads. The application of preconditioners to real
nonsymmetric, complex non-Hermitian, real symmetric and complex Hermitian and real symmetric
systems of equations is further considered in Sections 2.4 and 2.5.

2.4 Iterative Methods for Real Nonsymmetric and Complex Non-Hermitian Linear
Systems

Many of the most effective iterative methods for the solution of (1) lie in the class of non-stationary
Krylov subspace methods (see Barrett et al. (1994)). For real nonsymmetric and complex non-
Hermitian matrices this class includes:

the restarted generalized minimum residual (RGMRES) method (see Saad and Schultz (1986));

the conjugate gradient squared (CGS) method (see Sonneveld (1989));

the polynomial stabilized bi-conjugate gradient (Bi-CGSTAB ‘ð Þ) method (see Van der Vorst
(1989) and Sleijpen and Fokkema (1993));

the transpose-free quasi-minimal residual method (TFQMR) (see Freund and Nachtigal (1991)
and Freund (1993)).
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Here we just give a brief overview of these algorithms as implemented in this chapter. For full details
see the function documents for nag_sparse_nsym_basic_setup (f11bdc) and nag_sparse_nherm_basic_
setup (f11brc).

RGMRES is based on the Arnoldi method, which explicitly generates an orthogonal basis for the
Krylov subspace span Akr0

� 
, k ¼ 0; 1; 2; . . . , where r0 is the initial residual. The solution is then

expanded onto the orthogonal basis so as to minimize the residual norm. For real nonsymmetric and
complex non-Hermitian matrices the generation of the basis requires a ‘long’ recurrence relation,
resulting in prohibitive computational and storage costs. RGMRES limits these costs by restarting the
Arnoldi process from the latest available residual every m iterations. The value of m is chosen in
advance and is fixed throughout the computation. Unfortunately, an optimum value of m cannot easily
be predicted.

CGS is a development of the bi-conjugate gradient method where the nonsymmetric Lanczos method is
applied to reduce the coefficient matrix to tridiagonal form: two bi-orthogonal sequences of vectors are
generated starting from the initial residual r0 and from the shadow residual r̂0 corresponding to the
arbitrary problem AHx̂ ¼ b̂, where b̂ is chosen so that r0 ¼ r̂0. In the course of the iteration, the residual
and shadow residual ri ¼ Pi Að Þr0 and r̂i ¼ Pi AHð Þr̂0 are generated, where Pi is a polynomial of order i,
a n d b i - o r t h o g o n a l i t y i s e x p l o i t e d b y c o m p u t i n g t h e v e c t o r p r o d u c t
�i ¼ r̂i; rið Þ ¼ Pi A

Hð Þr̂0Pi Að Þr0ð Þ ¼ r̂0; P
2
i Að Þr0

� �
. Applying the ‘contraction’ operator Pi Að Þ twice,

the iteration coefficients can still be recovered without advancing the solution of the shadow problem,
which is of no interest. The CGS method often provides fast convergence; however, there is no reason
why the contraction operator should also reduce the once reduced vector Pi Að Þr0: this can lead to a
highly irregular convergence.

Bi-CGSTAB ‘ð Þ is similar to the CGS method. However, instead of generating the sequence P 2
i Að Þr0

� 
,

it generates the sequence Qi Að ÞPi Að Þr0f g where the Qi Að Þ are polynomials chosen to minimize the
residual after the application of the contraction operator Pi Að Þ. Two main steps can be identified for
each iteration: an OR (Orthogonal Residuals) step where a basis of order ‘ is generated by a Bi-CG
iteration and an MR (Minimum Residuals) step where the residual is minimized over the basis
generated, by a method similar to GMRES. For ‘ ¼ 1, the method corresponds to the Bi-CGSTAB
method of Van der Vorst (1989). For ‘ > 1, more information about complex eigenvalues of the
iteration matrix can be taken into account, and this may lead to improved convergence and robustness.
However, as ‘ increases, numerical instabilities may arise.

The transpose-free quasi-minimal residual method (TFQMR) (see Freund and Nachtigal (1991) and
Freund (1993)) is conceptually derived from the CGS method. The residual is minimized over the space
of the residual vectors generated by the CGS iterations under the simplifying assumption that residuals
are almost orthogonal. In practice, this is not the case but theoretical analysis has proved the validity of
the method. This has the effect of remedying the rather irregular convergence behaviour with wild
oscillations in the residual norm that can degrade the numerical performance and robustness of the CGS
method. In general, the TFQMR method can be expected to converge at least as fast as the CGS
method, in terms of number of iterations, although each iteration involves a higher operation count.
When the CGS method exhibits irregular convergence, the TFQMR method can produce much
smoother, almost monotonic convergence curves. However, the close relationship between the CGS and
TFQMR method implies that the overall speed of convergence is similar for both methods. In some
cases, the TFQMR method may converge faster than the CGS method.

Faster convergence can usually be achieved by using a preconditioner. A left preconditioner M�1 can
be used by the RGMRES, CGS and TFQMR methods, such that �A ¼M�1A � In in (2), where In is the
identity matrix of order n; a right preconditioner M�1 can be used by the Bi-CGSTAB ‘ð Þ method, such
that �A ¼ AM�1 � In. These are formal definitions, used only in the design of the algorithms; in
practice, only the means to compute the matrix-vector products v ¼ Au and v ¼ AHu (the latter only
being required when an estimate of Ak k1 or Ak k1 is computed internally), and to solve the
preconditioning equations Mv ¼ u are required, that is, explicit information about M, or its inverse is
not required at any stage.

Preconditioning matrices M are typically based on incomplete factorizations (see Meijerink and Van der
Vorst (1981)), or on the approximate inverses occurring in stationary iterative methods (see Young
(1971)). A common example is the incomplete LU factorization
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M ¼ PLDUQ ¼ A�R

where L is lower triangular with unit diagonal elements, D is diagonal, U is upper triangular with unit
diagonals, P and Q are permutation matrices, and R is a remainder matrix. A zero-fill incomplete LU
factorization is one for which the matrix

S ¼ P LþDþ Uð ÞQ

has the same pattern of nonzero entries as A. This is obtained by discarding any fill elements (nonzero
elements of S arising during the factorization in locations where A has zero elements). Allowing some
of these fill elements to be kept rather than discarded generally increases the accuracy of the
factorization at the expense of some loss of sparsity. For further details see Barrett et al. (1994).

2.5 Iterative Methods for Real Symmetric and Complex Hermitian Linear Systems

Three of the best known iterative methods applicable to real symmetric and complex Hermitian linear
systems are the conjugate gradient (CG) method (see Hestenes and Stiefel (1952) and Golub and Van
Loan (1996)) and Lanczos type methods based on SYMMLQ and MINRES (see Paige and Saunders
(1975)). The description of these methods given below is for the real symmetric cases. The
generalization to complex Hermitian matrices is straightforward.

For the CG method the matrix A should ideally be positive definite. The application of CG to indefinite
matrices may lead to failure, or to lack of convergence. The SYMMLQ and MINRES methods are
suitable for both positive definite and indefinite symmetric matrices. They are more robust than CG, but
less efficient when A is positive definite.

The methods start from the residual r0 ¼ b�Ax0, where x0 is an initial estimate for the solution (often
x0 ¼ 0), and generate an orthogonal basis for the Krylov subspace span Akr0

� 
, for k ¼ 0; 1; . . ., by

means of three-term recurrence relations (see Golub and Van Loan (1996)). A sequence of symmetric
tridiagonal matrices Tkf g is also generated. Here and in the following, the index k denotes the iteration
count. The resulting symmetric tridiagonal systems of equations are usually more easily solved than the
original problem. A sequence of solution iterates xkf g is thus generated such that the sequence of the
norms of the residuals rkk kf g converges to a required tolerance. Note that, in general, the convergence
is not monotonic.

In exact arithmetic, after n iterations, this process is equivalent to an orthogonal reduction of A to
symmetric tridiagonal form, Tn ¼ QTAQ; the solution xn would thus achieve exact convergence. In
finite-precision arithmetic, cancellation and round-off errors accumulate causing loss of orthogonality.
These methods must therefore be viewed as genuinely iterative methods, able to converge to a solution
within a prescribed tolerance.

The orthogonal basis is not formed explicitly in either method. The basic difference between the
methods lies in the method of solution of the resulting symmetric tridiagonal systems of equations: the
CG method is equivalent to carrying out an LDLT (Cholesky) factorization whereas the Lanczos
method (SYMMLQ) uses an LQ factorization. The MINRES method on the other hand minimizes the
residual into 2-norm.

A preconditioner for these methods must be symmetric and positive definite, i.e., representable by
M ¼ EET, where M is nonsingular, and such that �A ¼ E�1AE�T � In in (2), where In is the identity
matrix of order n. These are formal definitions, used only in the design of the algorithms; in practice,
only the means to compute the matrix-vector products v ¼ Au and to solve the preconditioning
equations Mv ¼ u are required.

Preconditioning matrices M are typically based on incomplete factorizations (see Meijerink and Van der
Vorst (1977)), or on the approximate inverses occurring in stationary iterative methods (see Young
(1971)). A common example is the incomplete Cholesky factorization

M ¼ PLDLTP T ¼ A�R

where P is a permutation matrix, L is lower triangular with unit diagonal elements, D is diagonal and
R is a remainder matrix. A zero-fill incomplete Cholesky factorization is one for which the matrix
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S ¼ P LþDþ LT
� �

PT

has the same pattern of nonzero entries as A. This is obtained by discarding any fill elements (nonzero
elements of S arising during the factorization in locations where A has zero elements). Allowing some
of these fill elements to be kept rather than discarded generally increases the accuracy of the
factorization at the expense of some loss of sparsity. For further details see Barrett et al. (1994).

3 Recommendations on Choice and Use of Available Functions

3.1 Types of Function Available

The direct method functions available in this chapter largely follow the LAPACK scheme in that four
different functions separately handle the tasks of factorizing, solving, refining and condition number
estimating. See Section 3.4.

The iterative method functions available in this chapter divide essentially into three types: basic
functions, utility functions and Black Box functions.

Basic functions are grouped in suites of three, and implement the underlying iterative method. Each
suite comprises a setup function, a solver, and a function to return additional information. The solver
function is independent of the matrix storage format (indeed the matrix need not be stored at all) and
the type of preconditioner. It uses reverse communication (see Section 2.3.2 in How to Use the NAG
Library and its Documentation for further information), i.e., it returns repeatedly to the calling program
with the argument irevcm set to specified values which require the calling program to carry out a
specific task (either to compute a matrix-vector product or to solve the preconditioning equation), to
signal the completion of the computation or to allow the calling program to monitor the solution.
Reverse communication has the following advantages.

(i) Maximum flexibility in the representation and storage of sparse matrices. All matrix operations are
performed outside the solver function, thereby avoiding the need for a complicated interface with
enough flexibility to cope with all types of storage schemes and sparsity patterns. This also applies
to preconditioners.

(ii) Enhanced user interaction: you can closely monitor the solution and tidy or immediate termination
can be requested. This is useful, for example, when alternative termination criteria are to be
employed or in case of failure of the external functions used to perform matrix operations.

At present there are suites of basic functions for real symmetric and nonsymmetric systems, and for
complex Hermitian and non-Hermitian systems.

Utility functions perform such tasks as initializing the preconditioning matrix M, solving linear
systems involving M, or computing matrix-vector products, for particular preconditioners and matrix
storage formats. Used in combination, basic functions and utility functions therefore provide iterative
methods with a considerable degree of flexibility, allowing you to select from different termination
criteria, monitor the approximate solution, and compute various diagnostic parameters. The tasks of
computing the matrix-vector products and dealing with the preconditioner are removed from you, but at
the expense of sacrificing some flexibility in the choice of preconditioner and matrix storage format.

Black Box functions call basic and utility functions in order to provide easy-to-use functions for
particular preconditioners and sparse matrix storage formats. They are much less flexible than the basic
functions, but do not use reverse communication, and may be suitable in many simple cases.

The structure of this chapter has been designed to cater for as many types of application as possible. If
a Black Box function exists which is suitable for a given application you are recommended to use it. If
you then decide you need some additional flexibility it is easy to achieve this by using basic and utility
functions which reproduce the algorithm used in the Black Box, but allow more access to algorithmic
control parameters and monitoring. If you wish to use a preconditioner or storage format for which no
utility functions are provided, you must call basic functions, and provide your own utility functions.
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3.2 Iterative Methods for Real Nonsymmetric and Complex Non-Hermitian Linear
Systems

The suite of basic functions nag_sparse_nsym_basic_setup (f11bdc), nag_sparse_nsym_basic_solver
(f11bec) and nag_sparse_nsym_basic_diagnostic (f11bfc) implements either RGMRES, CGS, Bi-
CGSTAB ‘ð Þ, or TFQMR, for the iterative solution of the real sparse nonsymmetric linear system
Ax ¼ b. These functions allow a choice of termination criteria and the norms used in them, allow
monitoring of the approximate solution, and can return estimates of the norm of A and the largest
singular value of the preconditioned matrix �A.

In general, it is not possible to recommend one of these methods (RGMRES, CGS, Bi-CGSTAB ‘ð Þ, or
TFQMR) in preference to another. RGMRES is popular, but requires the most storage, and can easily
stagnate when the size m of the orthogonal basis is too small, or the preconditioner is not good enough.
CGS can be the fastest method, but the computed residuals can exhibit instability which may greatly
affect the convergence and quality of the solution. Bi-CGSTAB ‘ð Þ seems robust and reliable, but it can
be slower than the other methods. TFQMR can be viewed as a more robust variant of the CGS method:
it shares the CGS method speed but avoids the CGS fluctuations in the residual, which may give, rise to
instability. Some further discussion of the relative merits of these methods can be found in Barrett et al.
(1994).

The utility functions provided for real nonsymmetric matrices use the coordinate storage (CS) format
described in Section 2.1.1. nag_sparse_nsym_fac (f11dac) computes a preconditioning matrix based on
incomplete LU factorization, and nag_sparse_nsym_precon_ilu_solve (f11dbc) solves linear systems
involving the preconditioner generated by nag_sparse_nsym_fac (f11dac). The amount of fill-in
occurring in the incomplete factorization can be controlled by specifying either the level of fill, or the
drop tolerance. Partial or complete pivoting may optionally be employed, and the factorization can be
modified to preserve row-sums.

nag_sparse_nsym_precon_bdilu (f11dfc) is a generalization of nag_sparse_nsym_fac (f11dac). It
computes incomplete LU factorizations on a set of (possibly overlapping) block diagonal matrices,
using a prescribed block structure, to provide a block Jacobi or additive Schwartz preconditioner. To
solve the linear system defined by the preconditioner generated by nag_sparse_nsym_precon_bdilu
(f11dfc), a sequence of calls to nag_sparse_nsym_precon_ilu_solve (f11dbc) (one for each block) would
be required.

nag_sparse_nsym_precon_ssor_solve (f11ddc) is similar to nag_sparse_nsym_precon_ilu_solve
(f11dbc), but solves linear systems involving the preconditioner corresponding to symmetric
successive-over-relaxation (SSOR). The value of the relaxation parameter ! must currently be supplied
by you. Automatic procedures for choosing ! will be included in the chapter at a future mark.

nag_sparse_nsym_jacobi (f11dkc) applies the iterated Jacobi method to a symmetric or nonsymmetric
system of linear equations and can be used as a preconditioner. However, the domain of validity of the
Jacobi method is rather restricted; you should read the function document for nag_sparse_nsym_jacobi
(f11dkc) before using it.

nag_sparse_nsym_matvec (f11xac) computes matrix-vector products for real nonsymmetric matrices
stored in ordered CS format. An additional utility function nag_sparse_nsym_sort (f11zac) orders the
nonzero elements of a real sparse nonsymmetric matrix stored in general CS format. The same function
can be used to convert a matrix from CS format to CCS format.

The Black Box function nag_sparse_nsym_fac_sol (f11dcc) makes calls to nag_sparse_nsym_basic_set
up (f11bdc), nag_sparse_nsym_basic_solver (f11bec), nag_sparse_nsym_basic_diagnostic (f11bfc),
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_matvec (f11xac), to solve a real
sparse nonsymmetric linear system, represented in CS format, using RGMRES, CGS, Bi-CGSTAB ‘ð Þ,
or TFQMR, with incomplete LU preconditioning. nag_sparse_nsym_sol (f11dec) is similar, but has
options for no preconditioning, Jacobi preconditioning or SSOR preconditioning. nag_sparse_nsym_
precon_bdilu_solve (f11dgc) is also similar to nag_sparse_nsym_fac_sol (f11dcc), but uses block Jacobi
or additive Schwartz preconditioning.

For complex non-Hermitian sparse matrices there is an equivalent suite of functions. nag_sparse_n
herm_basic_setup (f11brc), nag_sparse_nherm_basic_solver (f11bsc) and nag_sparse_nherm_basic_diag
nostic (f11btc) are the basic functions which implement the same methods used for real nonsymmetric
systems, namely RGMRES, CGS, Bi-CGSTAB ‘ð Þ and TFQMR, for the solution of complex sparse non-
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Hermitian linear systems. nag_sparse_nherm_fac (f11dnc) and nag_sparse_nherm_precon_ilu_solve
(f11dpc) are the complex equivalents of nag_sparse_nsym_fac (f11dac) and nag_sparse_nsym_preco
n_ilu_solve (f11dbc), respectively, providing facilities for implementing ILU preconditioning.
nag_sparse_nherm_precon_ssor_solve (f11drc) and nag_sparse_nherm_precon_bdilu (f11dtc) implement
complex versions of the SSOR and block Jacobi (or additive Schwartz) preconditioners, respectively.
nag_sparse_nherm_jacobi (f11dxc) implements a complex version of the iterated Jacobi preconditioner.
Utility functions nag_sparse_nherm_matvec (f11xnc) and nag_sparse_nherm_sort (f11znc) are provided
for computing matrix-vector products and sorting the elements of complex sparse non-Hermitian
matrices, respectively. Finally, the Black Box functions nag_sparse_nherm_fac_sol (f11dqc),
nag_sparse_nherm_sol (f11dsc) and nag_sparse_nherm_precon_bdilu_solve (f11duc) are complex
equivalents of nag_sparse_nsym_fac_sol (f11dcc), nag_sparse_nsym_sol (f11dec) and nag_sparse_n
sym_precon_bdilu (f11dfc), respectively.

3.3 Iterative Methods for Real Symmetric and Complex Hermitian Linear Systems

The suite of basic functions nag_sparse_sym_basic_setup (f11gdc), nag_sparse_sym_basic_solver
(f11gec) and nag_sparse_sym_basic_diagnostic (f11gfc) implement either the conjugate gradient (CG)
method, or a Lanczos method based on SYMMLQ, for the iterative solution of the real sparse
symmetric linear system Ax ¼ b. If A is known to be positive definite the CG method should be
chosen; the Lanczos method is more robust but less efficient for positive definite matrices. These
functions allow a choice of termination criteria and the norms used in them, allow monitoring of the
approximate solution, and can return estimates of the norm of A and the largest singular value of the
preconditioned matrix �A.

The utility functions provided for real symmetric matrices use the symmetric coordinate storage (SCS)
format described in Section 2.1.2. nag_sparse_sym_chol_fac (f11jac) computes a preconditioning matrix
based on incomplete Cholesky factorization, and nag_sparse_sym_precon_ichol_solve (f11jbc) solves
linear systems involving the preconditioner generated by nag_sparse_sym_chol_fac (f11jac). The
amount of fill-in occurring in the incomplete factorization can be controlled by specifying either the
level of fill, or the drop tolerance. Diagonal Markowitz pivoting may optionally be employed, and the
factorization can be modified to preserve row-sums. Additionally, the utility function nag_sparse_
sym_rcm (f11yec) can be used to discover a row and column permutation that reduces the bandwidth of
A.

nag_sparse_sym_precon_ssor_solve (f11jdc) is similar to nag_sparse_sym_precon_ichol_solve (f11jbc),
but solves linear systems involving the preconditioner corresponding to symmetric successive-over-
relaxation (SSOR). The value of the relaxation parameter ! must currently be supplied by you.
Automatic procedures for choosing ! will be included in the chapter at a future mark.

nag_sparse_nsym_jacobi (f11dkc) applies the iterated Jacobi method to a symmetric or nonsymmetric
system of linear equations and can be used as a preconditioner. However, the domain of validity of the
Jacobi method is rather restricted; you should read the function document for nag_sparse_nsym_jacobi
(f11dkc) before using it.

nag_sparse_sym_matvec (f11xec) computes matrix-vector products for real symmetric matrices stored
in ordered SCS format. An additional utility function nag_sparse_sym_sort (f11zbc) orders the nonzero
elements of a real sparse symmetric matrix stored in general SCS format.

The Black Box function nag_sparse_sym_chol_sol (f11jcc) makes calls to nag_sparse_sym_basic_setup
(f11gdc), nag_sparse_sym_basic_solver (f11gec), nag_sparse_sym_basic_diagnostic (f11gfc), nag_spar
se_sym_precon_ichol_solve (f11jbc) and nag_sparse_sym_matvec (f11xec), to solve a real sparse
symmetric linear system, represented in SCS format, using a conjugate gradient or Lanczos method,
with incomplete Cholesky preconditioning. nag_sparse_sym_sol (f11jec) is similar, but has options for
no preconditioning, Jacobi preconditioning or SSOR preconditioning.

For complex Hermitian sparse matrices there is an equivalent suite of functions. nag_sparse_herm_ba
sic_setup (f11grc), nag_sparse_herm_basic_solver (f11gsc) and nag_sparse_herm_basic_diagnostic
(f11gtc) are the basic functions which implement the same methods used for real symmetric systems,
namely CG and SYMMLQ, for the solution of complex sparse Hermitian linear systems.
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc) are the complex
equivalents of nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve (f11jbc),
respectively, providing facilities for implementing incomplete Cholesky preconditioning. nag_sparse_
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herm_precon_ssor_solve (f11jrc) implements a complex version of the SSOR preconditioner.
nag_sparse_nherm_jacobi (f11dxc) implements a complex version of the iterated Jacobi preconditioner.
Utility functions nag_sparse_herm_matvec (f11xsc) and nag_sparse_herm_sort (f11zpc) are provided
for computing matrix-vector products and sorting the elements of complex sparse Hermitian matrices,
respectively. Finally, the Black Box functions nag_sparse_herm_chol_sol (f11jqc) and nag_sparse_
herm_sol (f11jsc) provide easy-to-use implementations of the CG and SYMMLQ methods for complex
Hermitian linear systems.

3.4 Direct Methods

The suite of functions nag_superlu_column_permutation (f11mdc), nag_superlu_lu_factorize (f11mec),
nag_superlu_solve_lu (f11mfc), nag_superlu_condition_number_lu (f11mgc), nag_superlu_refine_lu
(f11mhc), nag_superlu_matrix_product (f11mkc), nag_superlu_matrix_norm (f11mlc) and nag_superlu_
diagnostic_lu (f11mmc) implement the COLAMD/SuperLU direct real sparse solver and associated
utilities. You are expected to first call nag_superlu_column_permutation (f11mdc) to compute a suitable
column permutation for the subsequent factorization by nag_superlu_lu_factorize (f11mec).
nag_superlu_solve_lu (f11mfc) then solves the system of equations. A solution can be further refined
by nag_superlu_refine_lu (f11mhc), which also minimizes the backward error and estimates a bound for
the forward error in the solution. Diagnostics are provided by nag_superlu_condition_number_lu
(f11mgc) which computes an estimate of the condition number of the matrix using the factorization
output by nag_superlu_lu_factorize (f11mec), and nag_superlu_diagnostic_lu (f11mmc) which computes
the reciprocal pivot growth (a numerical stability measure) of the factorization. The two utility
functions, nag_superlu_matrix_product (f11mkc), which computes matrix-matrix products in the
particular storage scheme demanded by the suite (CCS format), and nag_superlu_matrix_norm (f11mlc)
which computes quantities relating to norms of a matrix in that particular storage scheme, complete the
suite.

Another way of computing a direct solution is to choose specific arguments for the indirect solvers. For
example, function nag_sparse_nsym_precon_ilu_solve (f11dbc) solves a linear system involving the
incomplete LU preconditioning matrix

M ¼ PLDUQ ¼ A�R

generated by nag_sparse_nsym_fac (f11dac), where P and Q are permutation matrices, L is lower
triangular with unit diagonal elements, U is upper triangular with unit diagonal elements, D is diagonal
and R is a remainder matrix.

If A is nonsingular, a call to nag_sparse_nsym_fac (f11dac) with lfill < 0 and dtol ¼ 0:0 results in a
zero remainder matrix R and a complete factorization. A subsequent call to nag_sparse_nsym_preco
n_ilu_solve (f11dbc) will therefore result in a direct method for real sparse nonsymmetric systems.

If A is known to be symmetric positive definite, nag_sparse_sym_chol_fac (f11jac) and
nag_sparse_sym_precon_ichol_solve (f11jbc) may similarly be used to give a direct solution. For
further details see Section 9.4 in nag_sparse_sym_chol_fac (f11jac).

Complex non-Hermitian systems can be solved directly in the same way using nag_sparse_nherm_fac
(f11dnc) and nag_sparse_nherm_precon_ilu_solve (f11dpc), while for complex Hermitian systems
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc) may be used.

Some other functions specifically designed for direct solution of sparse linear systems can currently be
found in Chapters f01, f04 and f07. In particular, the following functions allow the direct solution of
symmetric positive definite systems:

Variable band (skyline) nag_real_cholesky_skyline (f01mcc) and nag_real_cholesky_skyline_
solve (f04mcc)

Functions for the solution of band and tridiagonal systems can be found in Chapters f04 and f07.
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4 Decision Tree

Tree 1: Solvers

Do you have a real system
and want to use a direct
method?

yes
f11mdc, f11mec and f11mfc

no

Do you want to use your
own storage scheme or
preconditioner?

yes
complex system?

yes
Hermitian?

yes
f11grc, f11gsc and f11gtc

no

f11brc, f11bsc and f11btc

no

symmetric?
yes

f11gdc, f11gec and f11gfc

no

f11bdc, f11bec and f11bfc

no

complex system?
yes

Hermitian positive definite?
yes

Incomplete Cholesky
preconditioner? yes

f11jnc and f11jpc

no

f11jsc

no

Incomplete LU
preconditioner? yes

Using (possibly
overlapping) diagonal
blocks?

yes
f11dtc and f11duc

no

f11dnc and f11dqc

no

f11dsc

no

symmetric positive definite?
yes

Incomplete Cholesky
preconditioner? yes

f11jac and f11jcc

no

f11jec

no

Incomplete LU
preconditioner? yes

Using (possibly
overlapping) diagonal
blocks?

yes
f11dfc and f11dgc

no

f11dac and f11dcc

no

f11dec

5 Functionality Index

Basic functions for complex Hermitian linear systems,
diagnostic function ......................................................... nag_sparse_herm_basic_diagnostic (f11gtc)
reverse communication CG or SYMMLQ solver function

..... nag_sparse_herm_basic_solver (f11gsc)
setup function ......................................................................... nag_sparse_herm_basic_setup (f11grc)

Basic functions for complex non-Hermitian linear systems,
diagnostic function ....................................................... nag_sparse_nherm_basic_diagnostic (f11btc)
reverse communication RGMRES, CGS, Bi-CGSTAB ‘ð Þ or TFQMR solver function

..... nag_sparse_nherm_basic_solver (f11bsc)
setup function ....................................................................... nag_sparse_nherm_basic_setup (f11brc)
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Basic functions for real nonsymmetric linear systems,
diagnostic function ......................................................... nag_sparse_nsym_basic_diagnostic (f11bfc)
reverse communication RGMRES, CGS, Bi-CGSTAB ‘ð Þ or TFQMR solver function

..... nag_sparse_nsym_basic_solver (f11bec)
setup function ........................................................................ nag_sparse_nsym_basic_setup (f11bdc)

Basic functions for real symmetric linear systems,
diagnostic function ........................................................... nag_sparse_sym_basic_diagnostic (f11gfc)
reverse communication CG or SYMMLQ solver ................. nag_sparse_sym_basic_solver (f11gec)
setup function .......................................................................... nag_sparse_sym_basic_setup (f11gdc)

Black Box functions for complex Hermitian linear systems,
CG or SYMMLQ solver,

with incomplete Cholesky preconditioning ........................... nag_sparse_herm_chol_sol (f11jqc)
with no preconditioning, Jacobi or SSOR preconditioning ........... nag_sparse_herm_sol (f11jsc)

Black Box functions for complex non-Hermitian linear systems,
RGMRES, CGS, Bi-CGSTAB ‘ð Þ or TFQMR solver,

with block Jacobi or additive Schwarz preconditioning
..... nag_sparse_nherm_precon_bdilu_solve (f11duc)

with incomplete LU preconditioning .................................... nag_sparse_nherm_fac_sol (f11dqc)
with no preconditioning, Jacobi, or SSOR preconditioning ....... nag_sparse_nherm_sol (f11dsc)

Black Box functions for real nonsymmetric linear systems,
RGMRES, CGS, Bi-CGSTAB ‘ð Þ or TFQMR solver,

with block Jacobi or additive Schwarz preconditioning
..... nag_sparse_nsym_precon_bdilu_solve (f11dgc)

with incomplete LU preconditioning ..................................... nag_sparse_nsym_fac_sol (f11dcc)
with no preconditioning, Jacobi, or SSOR preconditioning ........ nag_sparse_nsym_sol (f11dec)

Black Box functions for real symmetric linear systems,
CG or SYMMLQ solver,

with incomplete Cholesky preconditioning ............................. nag_sparse_sym_chol_sol (f11jcc)
with no preconditioning, Jacobi, or SSOR preconditioning ........... nag_sparse_sym_sol (f11jec)

Direct methods for real sparse nonsymmetric linear systems in CCS format,
apply iterative refinement to the solution and compute error estimates, after factorizing the matrix of
coefficients ......................................................................................... nag_superlu_refine_lu (f11mhc)
condition number estimation, after factorizing the matrix of coefficients,

..... nag_superlu_condition_number_lu (f11mgc)
LU factorization,

diagnostic ............................................................................. nag_superlu_diagnostic_lu (f11mmc)
factorize ................................................................................... nag_superlu_lu_factorize (f11mec)
setup ........................................................................... nag_superlu_column_permutation (f11mdc)

solution of simultaneous linear equations, after factorizing the matrix of coefficients,
..... nag_superlu_solve_lu (f11mfc)

utility,
compute a norm or the element of largest absolute value, ..... nag_superlu_matrix_norm (f11mlc)
matrix-matrix multiplier ..................................................... nag_superlu_matrix_product (f11mkc)

Utility function for complex Hermitian linear systems,
incomplete Cholesky factorization .............................................. nag_sparse_herm_chol_fac (f11jnc)
matrix-vector multiplier for complex Hermitian matrices in SCS format

..... nag_sparse_herm_matvec (f11xsc)
solver for linear systems involving preconditioning matrix from nag_sparse_herm_chol_fac (f11jnc)

..... nag_sparse_herm_precon_ichol_solve (f11jpc)
solver for linear systems involving SSOR preconditioning matrix

..... nag_sparse_herm_precon_ssor_solve (f11jrc)
sort function for complex Hermitian matrices in SCS format ......... nag_sparse_herm_sort (f11zpc)

Utility function for complex linear systems,
solver for linear systems involving iterated Jacobi method ....... nag_sparse_nherm_jacobi (f11dxc)
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Utility function for complex non-Hermitian linear systems,
incomplete LU factorization ............................................................. nag_sparse_nherm_fac (f11dnc)
incomplete LU factorization of local or overlapping diagonal blocks

..... nag_sparse_nherm_precon_bdilu (f11dtc)
matrix-vector multiplier for complex non-Hermitian matrices in CS format

..... nag_sparse_nherm_matvec (f11xnc)
solver for linear systems involving preconditioning matrix from nag_sparse_nherm_fac (f11dnc)

..... nag_sparse_nherm_precon_ilu_solve (f11dpc)
solver for linear systems involving SSOR preconditioning matrix

..... nag_sparse_nherm_precon_ssor_solve (f11drc)
sort function for complex non-Hermitian matrices in CS format ..... nag_sparse_nherm_sort (f11znc)

Utility function for real linear systems,
solver for linear systems involving iterated Jacobi method ........ nag_sparse_nsym_jacobi (f11dkc)

Utility function for real nonsymmetric linear systems,
incomplete LU factorization ............................................................... nag_sparse_nsym_fac (f11dac)
incomplete LU factorization of local or overlapping diagonal blocks

..... nag_sparse_nsym_precon_bdilu (f11dfc)
matrix-vector multiplier for real nonsymmetric matrices in CS format

..... nag_sparse_nsym_matvec (f11xac)
solver for linear systems involving preconditioning matrix from nag_sparse_nsym_fac (f11dac)

..... nag_sparse_nsym_precon_ilu_solve (f11dbc)
solver for linear systems involving SSOR preconditioning matrix

..... nag_sparse_nsym_precon_ssor_solve (f11ddc)
sort function for real nonsymmetric matrices in CS format ............ nag_sparse_nsym_sort (f11zac)

Utility function for real symmetric linear systems,
incomplete Cholesky factorization ............................................... nag_sparse_sym_chol_fac (f11jac)
matrix-vector multiplier for real symmetric matrices in SCS format

..... nag_sparse_sym_matvec (f11xec)
solver for linear systems involving preconditioning matrix from nag_sparse_sym_chol_fac (f11jac)

..... nag_sparse_sym_precon_ichol_solve (f11jbc)
solver for linear systems involving SSOR preconditioning matrix

..... nag_sparse_sym_precon_ssor_solve (f11jdc)
sort function for real symmetric matrices in SCS format ................. nag_sparse_sym_sort (f11zbc)

Utility function for real symmetric linear systems, compute bandwidth-reducing reverse Cuthill–McKee
permutation ............................................................................................... nag_sparse_sym_rcm (f11yec)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_sparse_nsym_basic_setup (f11bdc)

1 Purpose

nag_sparse_nsym_basic_setup (f11bdc) is a setup function, the first in a suite of three functions for the
iterative solution of a real general (nonsymmetric) system of simultaneous linear equations.
nag_sparse_nsym_basic_setup (f11bdc) must be called before nag_sparse_nsym_basic_solver
(f11bec), the iterative solver. The third function in the suite, nag_sparse_nsym_basic_diagnostic
(f11bfc), can be used to return additional information about the computation.

These three functions are suitable for the solution of large sparse general (nonsymmetric) systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_basic_setup (Nag_SparseNsym_Method method,
Nag_SparseNsym_PrecType precon, Nag_NormType norm,
Nag_SparseNsym_Weight weight, Integer iterm, Integer n, Integer m,
double tol, Integer maxitn, double anorm, double sigmax, Integer monit,
Integer *lwreq, double work[], Integer lwork, NagError *fail)

3 Description

The suite consisting of the functions nag_sparse_nsym_basic_setup (f11bdc), nag_sparse_nsym_ba
sic_solver (f11bec) and nag_sparse_nsym_basic_diagnostic (f11bfc) is designed to solve the general
(nonsymmetric) system of simultaneous linear equations Ax ¼ b of order n, where n is large and the
coefficient matrix A is sparse.

nag_sparse_nsym_basic_setup (f11bdc) is a setup function which must be called before
nag_sparse_nsym_basic_solver (f11bec), the iterative solver. The third function in the suite,
nag_sparse_nsym_basic_diagnostic (f11bfc), can be used to return additional information about the
computation. A choice of methods is available:

restarted generalized minimum residual method (RGMRES);

conjugate gradient squared method (CGS);

bi-conjugate gradient stabilized (‘) method (Bi-CGSTAB(‘));

transpose-free quasi-minimal residual method (TFQMR).

3.1 Restarted Generalized Minimum Residual Method (RGMRES)

The restarted generalized minimum residual method (RGMRES) (see Saad and Schultz (1986), Barrett
et al. (1994) and Dias da Cunha and Hopkins (1994)) starts from the residual r0 ¼ b�Ax0, where x0 is
an initial estimate for the solution (often x0 ¼ 0). An orthogonal basis for the Krylov subspace
span Akr0

� 
, for k ¼ 0; 1; . . ., is generated explicitly: this is referred to as Arnoldi's method (see Arnoldi

(1951)). The solution is then expanded onto the orthogonal basis so as to minimize the residual norm
b�Axk k2. The lack of symmetry of A implies that the orthogonal basis is generated by applying a
‘long’ recurrence relation, whose length increases linearly with the iteration count. For all but the most
trivial problems, computational and storage costs can quickly become prohibitive as the iteration count
increases. RGMRES limits these costs by employing a restart strategy: every m iterations at most, the
Arnoldi process is restarted from rl ¼ b�Axl, where the subscript l denotes the last available iterate.
Each group of m iterations is referred to as a ‘super-iteration’. The value of m is chosen in advance and
is fixed throughout the computation. Unfortunately, an optimum value of m cannot easily be predicted.
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3.2 Conjugate Gradient Squared Method (CGS)

The conjugate gradient squared method (CGS) (see Sonneveld (1989), Barrett et al. (1994) and Dias da
Cunha and Hopkins (1994)) is a development of the bi-conjugate gradient method where the
nonsymmetric Lanczos method is applied to reduce the coefficients matrix to real tridiagonal form: two
bi-orthogonal sequences of vectors are generated starting from the residual r0 ¼ b�Ax0, where x0 is
an initial estimate for the solution (often x0 ¼ 0) and from the shadow residual r̂0 corresponding to the
arbitrary problem ATx̂ ¼ b̂, where b̂ can be any vector, but in practice is chosen so that r0 ¼ r̂0. In the
course of the iteration, the residual and shadow residual ri ¼ Pi Að Þr0 and r̂i ¼ Pi ATð Þr̂0 are generated,
where Pi is a polynomial of order i, and bi-orthogonality is exploited by computing the vector product
�i ¼ r̂i; rið Þ ¼ Pi A

Tð Þr̂0;ð
Pi Að Þr0Þ ¼ r̂0; P

2
i Að Þr0

� �
. Applying the ‘contraction’ operator Pi Að Þ twice, the iteration coefficients

can still be recovered without advancing the solution of the shadow problem, which is of no interest.
The CGS method often provides fast convergence; however, there is no reason why the contraction
operator should also reduce the once reduced vector Pi Að Þr0: this may well lead to a highly irregular
convergence which may result in large cancellation errors.

3.3 Bi-Conjugate Gradient Stabilized (‘) Method (Bi-CGSTAB(‘))

The bi-conjugate gradient stabilized (‘) method (Bi-CGSTAB(‘)) (see Van der Vorst (1989), Sleijpen
and Fokkema (1993) and Dias da Cunha and Hopkins (1994)) is similar to the CGS method above.
However, instead of generating the sequence P 2

i Að Þr0
� 

, it generates the sequence Qi Að ÞPi Að Þr0f g,
where the Qi Að Þ are polynomials chosen to minimize the residual after the application of the
contraction operator Pi Að Þ. Two main steps can be identified for each iteration: an OR (Orthogonal
Residuals) step where a basis of order ‘ is generated by a Bi-CG iteration and an MR (Minimum
Residuals) step where the residual is minimized over the basis generated, by a method akin to GMRES.
For ‘ ¼ 1, the method corresponds to the Bi-CGSTAB method of Van der Vorst (1989). For ‘ > 1, more
information about complex eigenvalues of the iteration matrix can be taken into account, and this may
lead to improved convergence and robustness. However, as ‘ increases, numerical instabilities may
arise. For this reason, a maximum value of ‘ ¼ 10 is imposed, but probably ‘ ¼ 4 is sufficient in most
cases.

3.4 Transpose-free Quasi-minimal Residual Method (TFQMR)

The transpose-free quasi-minimal residual method (TFQMR) (see Freund and Nachtigal (1991) and
Freund (1993)) is conceptually derived from the CGS method. The residual is minimized over the space
of the residual vectors generated by the CGS iterations under the simplifying assumption that residuals
are almost orthogonal. In practice, this is not the case but theoretical analysis has proved the validity of
the method. This has the effect of remedying the rather irregular convergence behaviour with wild
oscillations in the residual norm that can degrade the numerical performance and robustness of the CGS
method. In general, the TFQMR method can be expected to converge at least as fast as the CGS
method, in terms of number of iterations, although each iteration involves a higher operation count.
When the CGS method exhibits irregular convergence, the TFQMR method can produce much
smoother, almost monotonic convergence curves. However, the close relationship between the CGS and
TFQMR method implies that the overall speed of convergence is similar for both methods. In some
cases, the TFQMR method may converge faster than the CGS method.

3.5 General Considerations

For each method, a sequence of solution iterates xif g is generated such that, hopefully, the sequence of
the residual norms rik kf g converges to a required tolerance. Note that, in general, convergence, when it
occurs, is not monotonic.

In the RGMRES and Bi-CGSTAB(‘) methods above, your program must provide the maximum number
of basis vectors used, m or ‘, respectively; however, a smaller number of basis vectors may be
generated and used when the stability of the solution process requires this (see Section 9).

Faster convergence can be achieved using a preconditioner (see Golub and Van Loan (1996) and
Barrett et al. (1994)). A preconditioner maps the original system of equations onto a different system,
say
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�A�x ¼ �b; ð1Þ

with, hopefully, better characteristics with respect to its speed of convergence: for example, the
condition number of the coefficients matrix can be improved or eigenvalues in its spectrum can be made
to coalesce. An orthogonal basis for the Krylov subspace span �Ak�r0

� 
, for k ¼ 0; 1; . . ., is generated and

the solution proceeds as outlined above. The algorithms used are such that the solution and residual
iterates of the original system are produced, not their preconditioned counterparts. Note that an
unsuitable preconditioner or no preconditioning at all may result in a very slow rate, or lack, of
convergence. However, preconditioning involves a trade-off between the reduction in the number of
iterations required for convergence and the additional computational costs per iteration. Also, setting up
a preconditioner may involve non-negligible overheads.

A left preconditioner M�1 can be used by the RGMRES, CGS and TFQMR methods, such that
�A ¼M�1A � In in (1), where In is the identity matrix of order n; a right preconditioner M�1 can be
used by the Bi-CGSTAB(‘) method, such that �A ¼ AM�1 � In. These are formal definitions, used only
in the design of the algorithms; in practice, only the means to compute the matrix–vector products
v ¼ Au and v ¼ ATu (the latter only being required when an estimate of Ak k1 or Ak k1 is computed
internally), and to solve the preconditioning equations Mv ¼ u are required, i.e., explicit information
about M, or its inverse is not required at any stage.

The first termination criterion

rkk kp � � bk kp þ Ak kp � xkk kp
� �

ð2Þ

is available for all four methods. In (2), p ¼ 1, 1 or 2 and � denotes a user-specified tolerance subject
to max 10;

ffiffiffi
n
pð Þ, � � � < 1, where � is the machine precision. Facilities are provided for the estimation

of the norm of the coefficients matrix Ak k1 or Ak k1, when this is not known in advance, by applying
Higham's method (see Higham (1988)). Note that Ak k2 cannot be estimated internally. This criterion
uses an error bound derived from backward error analysis to ensure that the computed solution is the
exact solution of a problem as close to the original as the termination tolerance requires. Termination
criteria employing bounds derived from forward error analysis are not used because any such criteria
would require information about the condition number � Að Þ which is not easily obtainable.

The second termination criterion

�rkk k2 � � �r0k k2 þ �1 �A
� �
� ��xkk k2

� �
ð3Þ

is available for all methods except TFQMR. In (3), �1 �A
� �
¼ �A
�� ��

2
is the largest singular value of the

(preconditioned) iteration matrix �A. This termination criterion monitors the progress of the solution of
the preconditioned system of equations and is less expensive to apply than criterion (2) for the Bi-
CGSTAB(‘) method with ‘ > 1. Only the RGMRES method provides facilities to estimate �1 �A

� �
internally, when this is not supplied (see Section 9).

Termination criterion (2) is the recommended choice, despite its additional costs per iteration when
using the Bi-CGSTAB(‘) method with ‘ > 1. Also, if the norm of the initial estimate is much larger
than the norm of the solution, that is, if x0k k � xk k, a dramatic loss of significant digits could result in
complete lack of convergence. The use of criterion (2) will enable the detection of such a situation, and
the iteration will be restarted at a suitable point. No such restart facilities are provided for criterion (3).

Optionally, a vector w of user-specified weights can be used in the computation of the vector norms in

termination criterion (2), i.e., vk k wð Þp ¼ v wð Þ�� ��
p
, where v wð Þ� �

i
¼ wivi, for i ¼ 1; 2; . . . ; n. Note that the

use of weights increases the computational costs.

The sequence of calls to the functions comprising the suite is enforced: first, the setup function
nag_sparse_nsym_basic_setup (f11bdc) must be called, followed by the solver nag_sparse_nsym_ba
sic_solver (f11bec). nag_sparse_nsym_basic_diagnostic (f11bfc) can be called either when
nag_sparse_nsym_basic_solver (f11bec) is carrying out a monitoring step or after nag_sparse_nsym_ba
sic_solver (f11bec) has completed its tasks. Incorrect sequencing will raise an error condition.
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In general, it is not possible to recommend one method in preference to another. RGMRES is often used
in the solution of systems arising from PDEs. On the other hand, it can easily stagnate when the size m
of the orthogonal basis is too small, or the preconditioner is not good enough. CGS can be the fastest
method, but the computed residuals can exhibit instability which may greatly affect the convergence
and quality of the solution. Bi-CGSTAB(‘) seems robust and reliable, but it can be slower than the
other methods: if a preconditioner is used and ‘ > 1, Bi-CGSTAB(‘) computes the solution of the
preconditioned system �xk ¼Mxk: the preconditioning equations must be solved to obtain the required
solution. The algorithm employed limits to 10% or less, when no intermediate monitoring is requested,
the number of times the preconditioner has to be thus applied compared with the total number of
applications of the preconditioner. TFQMR can be viewed as a more robust variant of the CGS method:
it shares the CGS method speed but avoids the CGS fluctuations in the residual, which may give rise to
instability. Also, when the termination criterion (2) is used, the CGS, Bi-CGSTAB(‘) and TFQMR
methods will restart the iteration automatically when necessary in order to solve the given problem.
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5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
Restarted generalized minimum residual method.

method ¼ Nag SparseNsym CGS
Conjugate gradient squared method.

method ¼ Nag SparseNsym BiCGSTAB
Bi-conjugate gradient stabilized (‘) method.
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method ¼ Nag SparseNsym TFQMR
Transpose-free quasi-minimal residual method.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS,
Nag SparseNsym BiCGSTAB or Nag SparseNsym TFQMR.

2: precon – Nag_SparseNsym_PrecType Input

On entry: determines whether preconditioning is used.

precon ¼ Nag SparseNsym NoPrec
No preconditioning.

precon ¼ Nag SparseNsym Prec
Preconditioning.

Constraint: precon ¼ Nag SparseNsym NoPrec or Nag SparseNsym Prec.

3: norm – Nag_NormType Input

On entry: defines the matrix and vector norm to be used in the termination criteria.

norm ¼ Nag OneNorm
l1 norm.

norm ¼ Nag InfNorm
l1 norm.

norm ¼ Nag TwoNorm
l2 norm.

Suggested value:

if iterm ¼ 1, norm ¼ Nag InfNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

Constraints:

if iterm ¼ 1, norm ¼ Nag OneNorm, Nag InfNorm or Nag TwoNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

4: weight – Nag_SparseNsym_Weight Input

On entry: specifies whether a vector w of user-supplied weights is to be used in the computation

of the vector norms required in termination criterion (2) (iterm ¼ 1): vk k wð Þp ¼ v wð Þ�� ��
p
, where

v
wð Þ
i ¼ wivi, for i ¼ 1; 2; . . . ; n. The suffix p ¼ 1; 2;1 denotes the vector norm used, as specified
by the argument norm. Note that weights cannot be used when iterm ¼ 2, i.e., when criterion (3)
is used.

weight ¼ Nag SparseNsym Weighted
User-supplied weights are to be used and must be supplied on initial entry to
nag_sparse_nsym_basic_solver (f11bec).

weight ¼ Nag SparseNsym UnWeighted
All weights are implicitly set equal to one. Weights do not need to be supplied on initial
entry to nag_sparse_nsym_basic_solver (f11bec).

Suggested value: weight ¼ Nag SparseNsym UnWeighted.

Constraints:

if iterm ¼ 1, weight ¼ Nag SparseNsym Weighted or Nag SparseNsym UnWeighted;
if iterm ¼ 2, weight ¼ Nag SparseNsym UnWeighted.
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5: iterm – Integer Input

On entry: defines the termination criterion to be used.

iterm ¼ 1
Use the termination criterion defined in (2).

iterm ¼ 2
Use the termination criterion defined in (3).

Suggested value: iterm ¼ 1.

Constraints:

if method ¼ Nag SparseNsym TFQMR or weight ¼ Nag SparseNsym Weighted or
norm 6¼ Nag TwoNorm, iterm ¼ 1;
otherwise iterm ¼ 1 or 2.

Note: iterm ¼ 2 is only appropriate for a restricted set of choices for method, norm and weight;
t h a t i s norm ¼ Nag TwoNorm, weight ¼ Nag SparseNsym UnWeighted a n d
method 6¼ Nag SparseNsym TFQMR.

6: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

7: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension m of the restart
subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method.

Otherwise, m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

8: tol – double Input

On entry: the tolerance � for the termination criterion. If tol � 0:0; � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used,
where � is the machine precision. Otherwise � ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

9: maxitn – Integer Input

On entry: the maximum number of iterations.

Constraint: maxitn > 0.

10: anorm – double Input

On entry: if anorm > 0:0, the value of Ak kp to be used in the termination criterion (2)
(iterm ¼ 1).

If anorm � 0:0, iterm ¼ 1 and norm ¼ Nag OneNorm or Nag InfNorm, then Ak k1 ¼ Ak k1 is
estimated internally by nag_sparse_nsym_basic_solver (f11bec).

If iterm ¼ 2, anorm is not referenced.

Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.
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11: sigmax – double Input

On entry: if iterm ¼ 2, the largest singular value �1 of the preconditioned iteration matrix;
otherwise, sigmax is not referenced.

If sigmax � 0:0, iterm ¼ 2 and method ¼ Nag SparseNsym RGMRES, then the value of �1 will
be estimated internally.

Constraint: if method ¼ Nag SparseNsym CGS or Nag SparseNsym BiCGSTAB and iterm ¼ 2,
sigmax > 0:0.

12: monit – Integer Input

On entry: if monit > 0, the frequency at which a monitoring step is executed by
nag_ sp a r s e_n sym_ba s i c_ so l v e r ( f 11b ec ) : i f method ¼ Nag SparseNsym CGS o r
Nag SparseNsym TFQMR, a monitoring step is executed every monit iterations; otherwise, a
monitoring step is executed every monit super-iterations (groups of up to m or ‘ iterations for
RGMRES or Bi-CGSTAB(‘), respectively).

There are some additional computational costs involved in monitoring the solution and residual
vectors when the Bi-CGSTAB(‘) method is used with ‘ > 1.

Constraint: monit � maxitn.

13: lwreq – Integer * Output

On exit: the minimum amount of workspace required by nag_sparse_nsym_basic_solver (f11bec).
(See also Section 5 in nag_sparse_nsym_basic_solver (f11bec).)

14: work½lwork� – double Communication Array

On exit: the array work is initialized by nag_sparse_nsym_basic_setup (f11bdc). It must not be
modified before calling the next function in the suite, namely nag_sparse_nsym_basic_solver
(f11bec).

15: lwork – Integer Input

On entry: the dimension of the array work.

Constraint: lwork 	 100.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_nsym_basic_setup (f11bdc), a larger value is required by the other functions in the
suite, namely nag_sparse_nsym_basic_solver (f11bec) and nag_sparse_nsym_basic_diagnostic
(f11bfc). The required value is as follows:

Method Requirements

RGMRES lwork ¼ 100þ n mþ 3ð Þ þm mþ 5ð Þ þ 1, where m is the dimension of the
basis.

CGS lwork ¼ 100þ 7n.

Bi-CGSTAB(‘) lwork ¼ 100þ 2nþ ‘ð Þ ‘þ 2ð Þ þ p, where ‘ is the order of the method.

TFQMR lwork ¼ 100þ 10n,

where

p ¼ 2n if ‘ > 1 and iterm ¼ 2 was supplied.

p ¼ n if ‘ > 1 and a preconditioner is used or iterm ¼ 2 was supplied.

p ¼ 0 otherwise.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, iterm ¼ 1, norm ¼ Nag TwoNorm and anorm ¼ valueh i.
Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.

On entry, iterm ¼ 2, method ¼ valueh i and sigmax ¼ valueh i.
Constraint: if iterm ¼ 2 and method ¼ Nag SparseNsym CGS or Nag SparseNsym BiCGSTAB,
sigmax > 0:0.

NE_ENUM_3_INT

On entry, method ¼ valueh i, weight ¼ valueh i, norm ¼ valueh i and iterm ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym TFQMR or weight ¼ Nag SparseNsym Weighted or
norm 6¼ Nag TwoNorm, iterm ¼ 1. Otherwise, iterm ¼ 1 or 2.

NE_ENUM_INT_2

On entry, m ¼ valueh i and method ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym RGMRES or Nag SparseNsym BiCGSTAB, m > 0.

On entry, m ¼ valueh i, n ¼ valueh i and method ¼ valueh i.
C o n s t r a i n t : i f method ¼ Nag SparseNsym RGMRES, m � min n; 50ð Þ. I f
method ¼ Nag SparseNsym BiCGSTAB, m � min n; 10ð Þ.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 100.

On entry, maxitn ¼ valueh i.
Constraint: maxitn > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, monit ¼ valueh i and maxitn ¼ valueh i.
Constraint: monit � maxitn.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_OUT_OF_SEQUENCE

nag_sparse_nsym_basic_setup (f11bdc) has been called out of sequence: either nag_sparse_n
sym_basic_setup (f11bdc) has been called twice or nag_sparse_nsym_basic_solver (f11bec) has
not terminated its current task.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_nsym_basic_setup (f11bdc) is not threaded in any implementation.

9 Further Comments

RGMRES can estimate internally the maximum singular value �1 of the iteration matrix, using
�1 � Tk k1, where T is the upper triangular matrix obtained by QR factorization of the upper
Hessenberg matrix generated by the Arnoldi process. The computational costs of this computation are
negligible when compared to the overall costs.

Loss of orthogonality in the RGMRES method, or of bi-orthogonality in the Bi-CGSTAB(‘) method
may degrade the solution and speed of convergence. For both methods, the algorithms employed
include checks on the basis vectors so that the number of basis vectors used for a given super-iteration
may be less than the value specified in the input argument m. Also, if termination criterion (2) is used
the CGS, Bi-CGSTAB(‘) and TFQMR methods will restart automatically the computation from the last
available iterates, when the stability of the solution process requires it.

Termination criterion (3), when available, involves only the residual (or norm of the residual) produced
directly by the iteration process: this may differ from the norm of the true residual ~rk ¼ b�Axk,
particularly when the norm of the residual is very small. Also, if the norm of the initial estimate of the
solution is much larger than the norm of the exact solution, convergence can be achieved despite very
large errors in the solution. On the other hand, termination criterion (3) is cheaper to use and inspects
the progress of the actual iteration. Termination criterion (2) should be preferred in most cases, despite
its slightly larger costs.

10 Example

This example solves an 8� 8 nonsymmetric system of simultaneous linear equations using the bi-
conjugate gradient stabilized method of order ‘ ¼ 1, where the coefficients matrix A has a random
sparsity pattern. An incomplete LU preconditioner is used (routines nag_sparse_nsym_fac (f11dac) and
nag_sparse_nsym_precon_ilu_solve (f11dbc)).

10.1 Program Text

/* nag_sparse_nsym_basic_setup (f11bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
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int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, dtol, sigmax, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, j, la, lfill, lwork,

lwreq, m, maxitn, monit, n, nnz, nnzc, npivm;
/* Arrays */
char nag_enum_arg[100];
double *a = 0, *b = 0, *wgt = 0, *work = 0, *x = 0;
Integer *icol = 0, *idiag = 0, *ipivp = 0, *ipivq = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
Nag_SparseNsym_Method method;
Nag_SparseNsym_PrecType precon;
Nag_NormType norm;
Nag_SparseNsym_Weight weight;
Nag_TransType trans;
Nag_SparseNsym_CheckData check = Nag_SparseNsym_NoCheck;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_nsym_basic_setup (f11bdc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 3 * nnz;
lwork = 200;
if (!(a = NAG_ALLOC((la), double)) ||

!(b = NAG_ALLOC((n), double)) ||
!(work = NAG_ALLOC((lwork), double)) ||
!(x = NAG_ALLOC((n), double)) ||
!(wgt = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((la), Integer)) ||
!(idiag = NAG_ALLOC((n), Integer)) ||
!(ipivp = NAG_ALLOC((n), Integer)) ||
!(ipivq = NAG_ALLOC((n), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read or initialize the parameters for the iterative solver */
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

f11bdc NAG Library Manual

f11bdc.10 Mark 26



method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

weight = (Nag_SparseNsym_Weight) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n]", &iterm);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &monit);
#else

scanf("%" NAG_IFMT "%*[^\n]", &monit);
#endif

/* Read the parameters for the preconditioner */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

milu = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

pstrat = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* Read the nonzero elements of the matrix A */
for (i = 0; i <= nnz - 1; i++)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i], &icol[i]);
#endif

/* Read right-hand side vector B and initial approximate solution */
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &b[j]);

#else
scanf("%lf", &b[j]);

#endif
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_sparse_nsym_fac (f11dac).
* Incomplete LU factorization (nonsymmetric)
*/

nag_sparse_nsym_fac(n, nnz, &a, &la, &irow, &icol, lfill, dtol, pstrat,
milu, ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_fac (f11dac)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Initialize the solver using nag_sparse_nsym_basic_setup (f11bdc)
* Real sparse nonsymmetric linear systems, setup routine
*/

anorm = 0.0;
sigmax = 0.0;
nag_sparse_nsym_basic_setup(method, precon, norm, weight, iterm, n, m, tol,

maxitn, anorm, sigmax, monit, &lwreq, work,
lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_basic_setup (f11bdc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Call solver repeatedly to solve the equations.
* Note that the arrays B and X are overwritten on final exit,
* X will contain the solution and B the residual vector
*/

irevcm = 0;
lwreq = lwork;
/* First call to nag_sparse_nsym_basic_solver (f11bec)
* Real sparse nonsymmetric linear systems, solver routine
* preconditioned RGMRES, CGS, Bi-CGSTAB or TFQMR method
*/

nag_sparse_nsym_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);
while (irevcm != 4) {

switch (irevcm) {
case -1:

/* nag_sparse_nsym_matvec (f11xac)
* Real sparse nonsymmetric matrix vector multiply
*/

trans = Nag_Trans;
nag_sparse_nsym_matvec(trans, n, nnz, a, irow, icol, check, x, b,

&fail1);
break;

case 1:
trans = Nag_NoTrans;
nag_sparse_nsym_matvec(trans, n, nnz, a, irow, icol, check, x, b,

&fail1);
break;

case 2:
/* nag_sparse_nsym_precon_ilu_solve (f11dbc)
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* Solution of real linear system involving incomplete LU
* preconditioning matrix
*/

trans = Nag_NoTrans;
nag_sparse_nsym_precon_ilu_solve(trans, n, a, la, irow, icol, ipivp,

ipivq, istr, idiag, check, x, b,
&fail1);

break;
case 3:

/* nag_sparse_nsym_basic_diagnostic (f11bfc)
* Real sparse nonsymmetric linear systems, diagnostic routine
*/

nag_sparse_nsym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm,
&sigmax, work, lwreq, &fail1);

printf("\nMonitoring at iteration no.%4" NAG_IFMT "\n", itn);
printf("residual norm:%14.4e\n\n", stplhs);
printf("%16s%16s\n", "Current Sol", "Current Res");
for (i = 0; i < n; i++)

printf("%16.4e%16.4e\n", x[i], b[i]);
printf("\n");

}
if (fail1.code != NE_NOERROR)

irevcm = 6;
/* Next call to nag_sparse_nsym_basic_solver (f11bec) */
nag_sparse_nsym_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nsym_basic_solver (f11bec)\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

/* Obtain information about the computation using
* nag_sparse_nsym_basic_diagnostic (f11bfc).
*/

nag_sparse_nsym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,
work, lwreq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_basic_diagnostic (f11bfc) \n%s\n",

fail.message);
exit_status = 4;
goto END;

}
/* Print the output data */
printf("Final Results\n");
printf("Number of iterations for convergence: %5" NAG_IFMT "\n", itn);
printf("Residual norm: %14.4e\n", stplhs);
printf("Right-hand side of termination criterion: %14.4e\n", stprhs);
printf("1-norm of matrix A: %14.4e\n", anorm);
/* Output x */
printf("\n%16s%16s\n", "Solution", "Residual");
for (i = 0; i < n; i++)

printf("%16.4e%16.4e\n", x[i], b[i]);
printf("\n");

END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(wgt);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(istr);

return exit_status;
}

f11 – Large Scale Linear Systems f11bdc

Mark 26 f11bdc.13



10.2 Program Data

nag_sparse_nsym_basic_setup (f11bdc) Example Program Data
8 : n

24 : nnz
Nag_SparseNsym_BiCGSTAB : method
Nag_SparseNsym_Prec : precon
Nag_OneNorm : norm
Nag_SparseNsym_UnWeighted : weight

1 : iterm
1 1.0e-8 20 : m, tol, maxitn
1 : monit
0 0.0 : lfill, dtol

Nag_SparseNsym_UnModFact : milu
Nag_SparseNsym_CompletePiv : pstrat

2.0 1 1
-1.0 1 4
1.0 1 8
4.0 2 1

-3.0 2 2
2.0 2 5

-7.0 3 3
2.0 3 6
3.0 4 1

-4.0 4 3
5.0 4 4
5.0 4 7

-1.0 5 2
8.0 5 5

-3.0 5 7
-6.0 6 1
5.0 6 3
2.0 6 6

-5.0 7 3
-1.0 7 5
6.0 7 7

-1.0 8 2
2.0 8 6
3.0 8 8 : a[i], irow[i], icol[i], i=0,...,nnz-1
6.0 8.0 -9.0 46.0

17.0 21.0 22.0 34.0 : b[i], i=0,...,n-1
0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nsym_basic_setup (f11bdc) Example Program Results

Monitoring at iteration no. 1
residual norm: 1.4059e+02

Current Sol Current Res
-4.5858e+00 1.5256e+01
1.0154e+00 2.6624e+01

-2.2234e+00 -8.7498e+00
6.0097e+00 1.8602e+01
1.3827e+00 8.2821e+00

-7.9070e+00 2.0416e+01
4.4270e-01 9.6094e+00
5.9248e+00 3.3055e+01

Monitoring at iteration no. 2
residual norm: 3.2742e+01

Current Sol Current Res
4.1642e+00 -2.9585e+00
4.9370e+00 -5.5523e+00
4.8101e+00 8.2070e-01
5.4324e+00 -1.6828e+01
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5.8531e+00 5.5975e-01
1.1925e+01 -1.9150e+00
8.4826e+00 1.0081e+00
6.0625e+00 -3.1004e+00

Final Results
Number of iterations for convergence: 3
Residual norm: 1.0373e-08
Right-hand side of termination criterion: 5.5900e-06
1-norm of matrix A: 1.1000e+01

Solution Residual
1.0000e+00 -1.3554e-09
2.0000e+00 -2.6109e-09
3.0000e+00 2.2471e-10
4.0000e+00 -3.2203e-09
5.0000e+00 6.3045e-10
6.0000e+00 -5.2431e-10
7.0000e+00 9.5771e-10
8.0000e+00 -8.4890e-10
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NAG Library Function Document

nag_sparse_nsym_basic_solver (f11bec)

1 Purpose

nag_sparse_nsym_basic_solver (f11bec) is an iterative solver for a real general (nonsymmetric) system
of simultaneous linear equations; nag_sparse_nsym_basic_solver (f11bec) is the second in a suite of
three functions, where the first function, nag_sparse_nsym_basic_setup (f11bdc), must be called prior to
nag_sparse_nsym_basic_solver (f11bec) to set up the suite, and the third function in the suite,
nag_sparse_nsym_basic_diagnostic (f11bfc), can be used to return additional information about the
computation.

These three functions are suitable for the solution of large sparse general (nonsymmetric) systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_basic_solver (Integer *irevcm, double u[], double v[],
const double wgt[], double work[], Integer lwork, NagError *fail)

3 Description

nag_sparse_nsym_basic_solver (f11bec) solves the general (nonsymmetric) system of linear simulta-
neous equations Ax ¼ b of order n, where n is large and the coefficient matrix A is sparse, using one of
four available methods: RGMRES, the preconditioned restarted generalized minimum residual method
(see Saad and Schultz (1986)); CGS, the preconditioned conjugate gradient squared method (see
Sonneveld (1989)); Bi-CGSTAB(‘), the bi-conjugate gradient stabilized method of order ‘ (see Van der
Vorst (1989) and Sleijpen and Fokkema (1993)); or TFQMR, the transpose-free quasi-minimal residual
method (see Freund and Nachtigal (1991) and Freund (1993)).

For a general description of the methods employed you are referred to Section 3 in
nag_sparse_nsym_basic_setup (f11bdc).

nag_sparse_nsym_basic_solver (f11bec) can solve the system after the first function in the suite,
nag_sparse_nsym_basic_setup (f11bdc), has been called to initialize the computation and specify the
method of solution. The third function in the suite, nag_sparse_nsym_basic_diagnostic (f11bfc), can be
used to return additional information generated by the computation, during monitoring steps and after
nag_sparse_nsym_basic_solver (f11bec) has completed its tasks.

nag_sparse_nsym_basic_solver (f11bec) uses reverse communication, i.e., it returns repeatedly to the
calling program with the argument irevcm (see Section 5) set to specified values which require the
calling program to carry out one of the following tasks:

– compute the matrix-vector product v ¼ Au or v ¼ ATu (the four methods require the matrix
transpose-vector product only if Ak k1 or Ak k1 is estimated internally by Higham's method (see
Higham (1988)));

– solve the preconditioning equation Mv ¼ u;
– notify the completion of the computation;

– allow the calling program to monitor the solution.

Through the argument irevcm the calling program can cause immediate or tidy termination of the
execution. On final exit, the last iterates of the solution and of the residual vectors of the original
system of equations are returned.
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Reverse communication has the following advantages.

1. Maximum flexibility in the representation and storage of sparse matrices: all matrix operations are
performed outside the solver function, thereby avoiding the need for a complicated interface with
enough flexibility to cope with all types of storage schemes and sparsity patterns. This applies also
to preconditioners.

2. Enhanced user interaction: you can closely monitor the progress of the solution and tidy or
immediate termination can be requested. This is useful, for example, when alternative termination
criteria are to be employed or in case of failure of the external functions used to perform matrix
operations.

4 References

Freund R W (1993) A transpose-free quasi-minimal residual algorithm for non-Hermitian linear systems
SIAM J. Sci. Comput. 14 470–482

Freund R W and Nachtigal N (1991) QMR: a Quasi-Minimal Residual Method for Non-Hermitian
Linear Systems Numer. Math. 60 315–339

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869

Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32

Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than irevcm and v must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: must either be unchanged from its previous exit value, or can have one
of the following values.

irevcm ¼ 5
Tidy termination: the computation will terminate at the end of the current iteration. Further
reverse communication exits may occur depending on when the termination request is
issued. nag_sparse_nsym_basic_solver (f11bec) will then return with the termination code
irevcm ¼ 4. Note that before calling nag_sparse_nsym_basic_solver (f11bec) with
irevcm ¼ 5 the calling program must have performed the tasks required by the value of
irevcm returned by the previous call to nag_sparse_nsym_basic_solver (f11bec), otherwise
subsequently returned values may be invalid.

irevcm ¼ 6
Immediate termination: nag_sparse_nsym_basic_solver (f11bec) will return immediately
with termination code irevcm ¼ 4 and with any useful information available. This includes
the last iterate of the solution. The residual vector is generally not available.
Immediate termination may be useful, for example, when errors are detected during
matrix-vector multiplication or during the solution of the preconditioning equation.

Changing irevcm to any other value between calls will result in an error.
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On intermediate exit: has the following meanings.

irevcm ¼ �1
The calling program must compute the matrix-vector product v ¼ ATu, where u and v are
stored in u and v, respectively; RGMRES, CGS and Bi-CGSTAB(‘) methods return
irevcm ¼ �1 only if the matrix norm Ak k1 or Ak k1 is estimated internally using
Higham's method. This can only happen if iterm ¼ 1 in nag_sparse_nsym_basic_setup
(f11bdc).

irevcm ¼ 1
The calling program must compute the matrix-vector product v ¼ Au, where u and v are
stored in u and v, respectively.

irevcm ¼ 2
The calling program must solve the preconditioning equation Mv ¼ u, where u and v are
stored in u and v, respectively.

irevcm ¼ 3
Monitoring step: the solution and residual at the current iteration are returned in the arrays
u and v, respectively. No action by the calling program is required. nag_sparse_nsym_ba
sic_diagnostic (f11bfc) can be called at this step to return additional information.

On final exit: irevcm ¼ 4: nag_sparse_nsym_basic_solver (f11bec) has completed its tasks. The
value of fail determines whether the iteration has been successfully completed, errors have been
detected or the calling program has requested termination.

Constraint: on initial entry, irevcm ¼ 0; on re-entry, either irevcm must remain unchanged or be
reset to 5 or 6.

2: u½dim� – double Input/Output

Note: the dimension, dim, of the array u must be at least n.

On initial entry: an initial estimate, x0, of the solution of the system of equations Ax ¼ b.
On intermediate re-entry: must remain unchanged.

On intermediate exit: the returned value of irevcm determines the contents of u in the following
way:

if irevcm ¼ �1, 1 or 2, u holds the vector u on which the operation specified by irevcm is
to be carried out;

if irevcm ¼ 3, u holds the current iterate of the solution vector.

On final exit: if fail:code ¼ NE_OUT_OF_SEQUENCE or fail:code ¼ NE_INT, the array u is
unchanged from the last entry to nag_sparse_nsym_basic_solver (f11bec).

Otherwise, u holds the last available iterate of the solution of the system of equations, for all
returned values of fail.

3: v½dim� – double Input/Output

Note: the dimension, dim, of the array v must be at least n.

On initial entry: the right-hand side b of the system of equations Ax ¼ b.
On intermediate re-entry: the returned value of irevcm determines the contents of v in the
following way:

if irevcm ¼ �1, 1 or 2, v must store the vector v, the result of the operation specified by
the value of irevcm returned by the previous call to nag_sparse_nsym_basic_solver
(f11bec);

if irevcm ¼ 3, v must remain unchanged.
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On intermediate exit: if irevcm ¼ 3, v holds the current iterate of the residual vector. Note that
this is an approximation to the true residual vector. Otherwise, it does not contain any useful
information.

On final exit: if fail:code ¼ NE_OUT_OF_SEQUENCE or fail:code ¼ NE_INT, the array v is
unchanged from the last entry to nag_sparse_nsym_basic_solver (f11bec).

If fail:code ¼ NE_NOERROR or NE_ACCURACY, the array v contains the true residual vector
of the system of equations (see also Section 6).

Otherwise, v stores the last available iterate of the residual vector unless fail:code ¼
NE_USER_STOP is returned on last entry, in which case v is set to 0:0.

4: wgt½dim� – const double Input

Note: the dimension, dim, of the array wgt must be at least max 1;nð Þ.
On entry: the user-supplied weights, if these are to be used in the computation of the vector
norms in the termination criterion (see Sections 3 and 5 in nag_sparse_nsym_basic_setup
(f11bdc)).

Constraint: if weights are to be used, at least one element of wgt must be nonzero.

5: work½lwork� – double Communication Array

On initial entry: the array work as returned by nag_sparse_nsym_basic_setup (f11bdc) (see also
Section 5 in nag_sparse_nsym_basic_setup (f11bdc)).

On intermediate re-entry: must remain unchanged.

6: lwork – Integer Input

On initial entry: the dimension of the array work (see also Sections 3 and 5 in
nag_sparse_nsym_basic_setup (f11bdc)). The required amount of workspace is as follows:

Method Requirements

RGMRES lwork ¼ 100þ n mþ 3ð Þ þm mþ 5ð Þ þ 1, where m is the dimension of the
basis.

CGS lwork ¼ 100þ 7n.

Bi-CGSTAB(‘) lwork ¼ 100þ 2n þ ‘ð Þ ‘þ 2ð Þ þ p, where ‘ is the order of the method.

TFQMR lwork ¼ 100þ 10n,

where

p ¼ 2n if ‘ > 1 and iterm ¼ 2 was supplied.

p ¼ n if ‘ > 1 and a preconditioner is used or iterm ¼ 2 was supplied.

p ¼ 0 otherwise.

Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_nsym_basic_setup (f11bdc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.
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6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved.

User-requested tidy termination. The required accuracy has not been achieved. However, a
reasonable accuracy may have been achieved.

nag_sparse_nsym_basic_solver (f11bec) has terminated with reasonable accuracy: the last
iterate of the residual satisfied the termination criterion but the exact residual r ¼ b� Ax, did
not. After the first occurrence of this situation, the iteration was restarted once, but
nag_sparse_nsym_basic_solver (f11bec) could not improve on the accuracy. This error code
usually implies that your problem has been fully and satisfactorily solved to within or close to the
accuracy available on your system. Further iterations are unlikely to improve on this situation.
You should call nag_sparse_nsym_basic_diagnostic (f11bfc) to check the values of the left- and
right-hand sides of the termination condition.

NE_ALG_FAIL

Algorithm breakdown at iteration no. valueh i.
The last available iterates of the solution and residuals are returned, although it is possible that
they are completely inaccurate.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.
User-requested tidy termination. The solution has not converged after valueh i iterations.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_nsym_basic_setup (f11bdc).

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate re-entry, irevcm ¼ valueh i.
Constraint: either irevcm must be unchanged from its previous exit value or irevcm ¼ 5 or 6.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_OUT_OF_SEQUENCE

Either nag_sparse_nsym_basic_setup (f11bdc) was not called before calling nag_sparse_nsym_
basic_solver (f11bec) or it has returned an error.

nag_sparse_nsym_basic_solver (f11bec) has already completed its tasks. You need to set a new
problem.

nag_sparse_nsym_basic_solver (f11bec) has been called again after returning the termination
code irevcm ¼ 4. No further computation has been carried out and all input data and data
stored for access by nag_sparse_nsym_basic_diagnostic (f11bfc) have remained unchanged.

NE_USER_STOP

User-requested immediate termination.

The array u returns the last iterate of the solution, the array v returns the last iterate of the
residual vector, for the CGS and TFQMR methods only.

NE_WEIGHT_ZERO

The weights in array wgt are all zero.

7 Accuracy

On completion, i.e., irevcm ¼ 4 on exit, the arrays u and v will return the solution and residual vectors,
xk and rk ¼ b�Axk, respectively, at the kth iteration, the last iteration performed, unless an immediate
termination was requested.

On successful completion, the termination criterion is satisfied to within the user-specified tolerance, as
described in Section 3 in nag_sparse_nsym_basic_setup (f11bdc). The computed values of the left- and
right-hand sides of the termination criterion selected can be obtained by a call to nag_sparse_nsym_ba
sic_diagnostic (f11bfc).

8 Parallelism and Performance

nag_sparse_nsym_basic_solver (f11bec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nsym_basic_solver (f11bec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations carried out by nag_sparse_nsym_basic_solver (f11bec) for each iteration is
likely to be principally determined by the computation of the matrix-vector products v ¼ Au and by the
solution of the preconditioning equation Mv ¼ u in the calling program. Each of these operations is
carried out once every iteration.

The number of the remaining operations in nag_sparse_nsym_basic_solver (f11bec) for each iteration is
approximately proportional to n.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined at the
onset, as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of
the coefficients �A ¼M�1A (RGMRES, CGS and TFQMR methods) or �A ¼ AM�1 (Bi-CGSTAB(‘)
method).
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Additional matrix-vector products are required for the computation of Ak k1 or Ak k1, when this has not
been supplied to nag_sparse_nsym_basic_setup (f11bdc) and is required by the termination criterion
employed.

If the termination criterion rkk kp � � bk kp þ Ak kp � xkk kp
� �

is used (see Section 3 in nag_sparse_n

sym_basic_setup (f11bdc)) and x0k k � xkk k, then the required accuracy cannot be obtained due to loss
of significant digits. The iteration is restarted automatically at some suitable point: nag_sparse_nsym_
basic_solver (f11bec) sets x0 ¼ xk and the computation begins again. For particularly badly scaled
problems, more than one restart may be necessary. This does not apply to the RGMRES method which,
by its own nature, self-restarts every super-iteration. Naturally, restarting adds to computational costs: it
is recommended that the iteration should start from a value x0 which is as close to the true solution ~x as
can be estimated. Otherwise, the iteration should start from x0 ¼ 0.

10 Example

See Section 10 in nag_sparse_nsym_basic_setup (f11bdc).
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NAG Library Function Document

nag_sparse_nsym_basic_diagnostic (f11bfc)

1 Purpose

nag_sparse_nsym_basic_diagnostic (f11bfc) is the third in a suite of three functions for the iterative
solution of a real general (nonsymmetric) system of simultaneous linear equations (see Golub and Van
Loan (1996)). nag_sparse_nsym_basic_diagnostic (f11bfc) returns information about the computations
during an iteration and/or after this has been completed. The first function of the suite,
nag_sparse_nsym_basic_setup (f11bdc), is a setup function; the second function, nag_sparse_nsym_ba
sic_solver (f11bec), is the iterative solver itself.

These three functions are suitable for the solution of large sparse general (nonsymmetric) systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_basic_diagnostic (Integer *itn, double *stplhs,
double *stprhs, double *anorm, double *sigmax, const double work[],
Integer lwork, NagError *fail)

3 Description

nag_sparse_nsym_basic_diagnostic (f11bfc) returns information about the solution process. It can be
called either during a monitoring step of nag_sparse_nsym_basic_solver (f11bec) or after
nag_sparse_nsym_basic_solver (f11bec) has completed its tasks. Calling nag_sparse_nsym_basic_diag
nostic (f11bfc) at any other time will result in an error condition being raised.

For further information you should read the documentation for nag_sparse_nsym_basic_setup (f11bdc)
and nag_sparse_nsym_basic_solver (f11bec).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: itn – Integer * Output

On exit: the number of iterations carried out by nag_sparse_nsym_basic_solver (f11bec).

2: stplhs – double * Output

On exit: the current value of the left-hand side of the termination criterion used by
nag_sparse_nsym_basic_solver (f11bec).

3: stprhs – double * Output

On exit: the current value of the right-hand side of the termination criterion used by
nag_sparse_nsym_basic_solver (f11bec).
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4: anorm – double * Output

On exit: if iterm ¼ 1 in the previous call to nag_sparse_nsym_basic_setup (f11bdc), then anorm
contains Ak kp, where p ¼ 1, 2 or 1, either supplied or, in the case of 1 or 1, estimated by
nag_sparse_nsym_basic_solver (f11bec); otherwise anorm ¼ 0:0.

5: sigmax – double * Output

On exit: if iterm ¼ 2 in the previous call to nag_sparse_nsym_basic_setup (f11bdc), the current
estimate of the largest singular value �1 �A

� �
of the preconditioned iteration matrix, either when it

has been supplied to nag_sparse_nsym_basic_setup (f11bdc) or it has been estimated by
nag_sparse_nsym_basic_solver (f11bec) (see also Sections 3 and 5 in nag_sparse_nsym_basic_set
up (f11bdc)); otherwise, sigmax ¼ 0:0 is returned.

6: work½lwork� – const double Communication Array

On entry: the array work as returned by nag_sparse_nsym_basic_solver (f11bec) (see also
Sections 3 and 5 in nag_sparse_nsym_basic_solver (f11bec)).

7: lwork – Integer Input

On entry: the dimension of the array work (see also Section 5 in nag_sparse_nsym_basic_setup
(f11bdc)).

Constraint: lwork 	 100.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_nsym_basic_diagnostic (f11bfc), a larger value is required by the iterative solver
nag_sparse_nsym_basic_solver (f11bec) (see also Section 5 in nag_sparse_nsym_basic_setup
(f11bdc)).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 100.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

nag_sparse_nsym_basic_diagnostic (f11bfc) has been called out of sequence.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_nsym_basic_diagnostic (f11bfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_sparse_nsym_basic_setup (f11bdc).
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NAG Library Function Document

nag_sparse_nherm_basic_setup (f11brc)

1 Purpose

nag_sparse_nherm_basic_setup (f11brc) is a setup function, the first in a suite of three functions for the
iterative solution of a complex general (non-Hermitian) system of simultaneous linear equations.
nag_sparse_nherm_basic_setup (f11brc) must be called before nag_sparse_nherm_basic_solver (f11bsc),
the iterative solver. The third function in the suite, nag_sparse_nherm_basic_diagnostic (f11btc), can be
used to return additional information about the computation.

These three functions are suitable for the solution of large sparse general (non-Hermitian) systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_basic_setup (Nag_SparseNsym_Method method,
Nag_SparseNsym_PrecType precon, Nag_NormType norm,
Nag_SparseNsym_Weight weight, Integer iterm, Integer n, Integer m,
double tol, Integer maxitn, double anorm, double sigmax, Integer monit,
Integer *lwreq, Complex work[], Integer lwork, NagError *fail)

3 Description

The suite consisting of the functions nag_sparse_nherm_basic_setup (f11brc), nag_sparse_nherm_ba
sic_solver (f11bsc) and nag_sparse_nherm_basic_diagnostic (f11btc) is designed to solve the general
(non-Hermitian) system of simultaneous linear equations Ax ¼ b of order n, where n is large and the
coefficient matrix A is sparse.

nag_sparse_nherm_basic_setup (f11brc) is a setup function which must be called before
nag_sparse_nherm_basic_solver (f11bsc), the iterative solver. The third function in the suite,
nag_sparse_nherm_basic_diagnostic (f11btc), can be used to return additional information about the
computation. A choice of methods is available:

restarted generalized minimum residual method (RGMRES);

conjugate gradient squared method (CGS);

bi-conjugate gradient stabilized (‘) method (Bi-CGSTAB(‘));

transpose-free quasi-minimal residual method (TFQMR).

3.1 Restarted Generalized Minimum Residual Method (RGMRES)

The restarted generalized minimum residual method (RGMRES) (see Saad and Schultz (1986), Barrett
et al. (1994) and Dias da Cunha and Hopkins (1994)) starts from the residual r0 ¼ b�Ax0, where x0 is
an initial estimate for the solution (often x0 ¼ 0). An orthogonal basis for the Krylov subspace
span Akr0

� 
, for k ¼ 0; 1; . . ., is generated explicitly: this is referred to as Arnoldi's method (see Arnoldi

(1951)). The solution is then expanded onto the orthogonal basis so as to minimize the residual norm
b�Axk k2. The lack of symmetry of A implies that the orthogonal basis is generated by applying a
‘long’ recurrence relation, whose length increases linearly with the iteration count. For all but the most
trivial problems, computational and storage costs can quickly become prohibitive as the iteration count
increases. RGMRES limits these costs by employing a restart strategy: every m iterations at most, the
Arnoldi process is restarted from rl ¼ b�Axl, where the subscript l denotes the last available iterate.
Each group of m iterations is referred to as a ‘super-iteration’. The value of m is chosen in advance and
is fixed throughout the computation. Unfortunately, an optimum value of m cannot easily be predicted.
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3.2 Conjugate Gradient Squared Method (CGS)

The conjugate gradient squared method (CGS) (see Sonneveld (1989), Barrett et al. (1994) and Dias da
Cunha and Hopkins (1994)) is a development of the bi-conjugate gradient method where the
nonsymmetric Lanczos method is applied to reduce the coefficients matrix to tridiagonal form: two bi-
orthogonal sequences of vectors are generated starting from the residual r0 ¼ b�Ax0, where x0 is an
initial estimate for the solution (often x0 ¼ 0) and from the shadow residual r̂0 corresponding to the
arbitrary problem AHx̂ ¼ b̂, where b̂ can be any vector, but in practice is chosen so that r0 ¼ r̂0. In the
course of the iteration, the residual and shadow residual ri ¼ Pi Að Þr0 and r̂i ¼ Pi AHð Þr̂0 are generated,
where Pi is a polynomial of order i, and bi-orthogonality is exploited by computing the vector product
�i ¼ r̂i; rið Þ ¼ Pi A

Hð Þr̂0;ð
Pi Að Þr0Þ ¼ r̂0; P

2
i Að Þr0

� �
. Applying the ‘contraction’ operator Pi Að Þ twice, the iteration coefficients

can still be recovered without advancing the solution of the shadow problem, which is of no interest.
The CGS method often provides fast convergence; however, there is no reason why the contraction
operator should also reduce the once reduced vector Pi Að Þr0: this may well lead to a highly irregular
convergence which may result in large cancellation errors.

3.3 Bi-Conjugate Gradient Stabilized (‘) Method (Bi-CGSTAB(‘))

The bi-conjugate gradient stabilized (‘) method (Bi-CGSTAB(‘)) (see Van der Vorst (1989), Sleijpen
and Fokkema (1993) and Dias da Cunha and Hopkins (1994)) is similar to the CGS method above.
However, instead of generating the sequence P 2

i Að Þr0
� 

, it generates the sequence Qi Að ÞPi Að Þr0f g,
where the Qi Að Þ are polynomials chosen to minimize the residual after the application of the
contraction operator Pi Að Þ. Two main steps can be identified for each iteration: an OR (Orthogonal
Residuals) step where a basis of order ‘ is generated by a Bi-CG iteration and an MR (Minimum
Residuals) step where the residual is minimized over the basis generated, by a method akin to GMRES.
For ‘ ¼ 1, the method corresponds to the Bi-CGSTAB method of Van der Vorst (1989). For ‘ > 1, more
information about complex eigenvalues of the iteration matrix can be taken into account, and this may
lead to improved convergence and robustness. However, as ‘ increases, numerical instabilities may
arise. For this reason, a maximum value of ‘ ¼ 10 is imposed, but probably ‘ ¼ 4 is sufficient in most
cases.

3.4 Transpose-free Quasi-minimal Residual Method (TFQMR)

The transpose-free quasi-minimal residual method (TFQMR) (see Freund and Nachtigal (1991) and
Freund (1993)) is conceptually derived from the CGS method. The residual is minimized over the space
of the residual vectors generated by the CGS iterations under the simplifying assumption that residuals
are almost orthogonal. In practice, this is not the case but theoretical analysis has proved the validity of
the method. This has the effect of remedying the rather irregular convergence behaviour with wild
oscillations in the residual norm that can degrade the numerical performance and robustness of the CGS
method. In general, the TFQMR method can be expected to converge at least as fast as the CGS
method, in terms of number of iterations, although each iteration involves a higher operation count.
When the CGS method exhibits irregular convergence, the TFQMR method can produce much
smoother, almost monotonic convergence curves. However, the close relationship between the CGS and
TFQMR method implies that the overall speed of convergence is similar for both methods. In some
cases, the TFQMR method may converge faster than the CGS method.

3.5 General Considerations

For each method, a sequence of solution iterates xif g is generated such that, hopefully, the sequence of
the residual norms rik kf g converges to a required tolerance. Note that, in general, convergence, when it
occurs, is not monotonic.

In the RGMRES and Bi-CGSTAB(‘) methods above, your program must provide the maximum number
of basis vectors used, m or ‘, respectively; however, a smaller number of basis vectors may be
generated and used when the stability of the solution process requires this (see Section 9).

Faster convergence can be achieved using a preconditioner (see Golub and Van Loan (1996) and
Barrett et al. (1994)). A preconditioner maps the original system of equations onto a different system,
say
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�A�x ¼ �b; ð1Þ

with, hopefully, better characteristics with respect to its speed of convergence: for example, the
condition number of the coefficients matrix can be improved or eigenvalues in its spectrum can be made
to coalesce. An orthogonal basis for the Krylov subspace span �Ak�r0

� 
, for k ¼ 0; 1; . . ., is generated and

the solution proceeds as outlined above. The algorithms used are such that the solution and residual
iterates of the original system are produced, not their preconditioned counterparts. Note that an
unsuitable preconditioner or no preconditioning at all may result in a very slow rate, or lack, of
convergence. However, preconditioning involves a trade-off between the reduction in the number of
iterations required for convergence and the additional computational costs per iteration. Also, setting up
a preconditioner may involve non-negligible overheads.

A left preconditioner M�1 can be used by the RGMRES, CGS and TFQMR methods, such that
�A ¼M�1A � In in (1), where In is the identity matrix of order n; a right preconditioner M�1 can be
used by the Bi-CGSTAB(‘) method, such that �A ¼ AM�1 � In. These are formal definitions, used only
in the design of the algorithms; in practice, only the means to compute the matrix–vector products
v ¼ Au and v ¼ AHu (the latter only being required when an estimate of Ak k1 or Ak k1 is computed
internally), and to solve the preconditioning equations Mv ¼ u are required, i.e., explicit information
about M, or its inverse is not required at any stage.

The first termination criterion

rkk kp � � bk kp þ Ak kp � xkk kp
� �

ð2Þ

is available for all four methods. In (2), p ¼ 1, 1 or 2 and � denotes a user-specified tolerance subject
to max 10;

ffiffiffi
n
pð Þ, � � � < 1, where � is the machine precision. Facilities are provided for the estimation

of the norm of the coefficients matrix Ak k1 or Ak k1, when this is not known in advance, by applying
Higham's method (see Higham (1988)). Note that Ak k2 cannot be estimated internally. This criterion
uses an error bound derived from backward error analysis to ensure that the computed solution is the
exact solution of a problem as close to the original as the termination tolerance requires. Termination
criteria employing bounds derived from forward error analysis are not used because any such criteria
would require information about the condition number � Að Þ which is not easily obtainable.

The second termination criterion

�rkk k2 � � �r0k k2 þ �1 �A
� �
� ��xkk k2

� �
ð3Þ

is available for all methods except TFQMR. In (3), �1 �A
� �
¼ �A
�� ��

2
is the largest singular value of the

(preconditioned) iteration matrix �A. This termination criterion monitors the progress of the solution of
the preconditioned system of equations and is less expensive to apply than criterion (2) for the Bi-
CGSTAB(‘) method with ‘ > 1. Only the RGMRES method provides facilities to estimate �1 �A

� �
internally, when this is not supplied (see Section 9).

Termination criterion (2) is the recommended choice, despite its additional costs per iteration when
using the Bi-CGSTAB(‘) method with ‘ > 1. Also, if the norm of the initial estimate is much larger
than the norm of the solution, that is, if x0k k � xk k, a dramatic loss of significant digits could result in
complete lack of convergence. The use of criterion (2) will enable the detection of such a situation, and
the iteration will be restarted at a suitable point. No such restart facilities are provided for criterion (3).

Optionally, a vector w of user-specified weights can be used in the computation of the vector norms in

termination criterion (2), i.e., vk k wð Þp ¼ v wð Þ�� ��
p
, where v wð Þ� �

i
¼ wivi, for i ¼ 1; 2; . . . ; n. Note that the

use of weights increases the computational costs.

The sequence of calls to the functions comprising the suite is enforced: first, the setup function
nag_sparse_nherm_basic_setup (f11brc) must be called, followed by the solver nag_sparse_nherm_ba
sic_solver (f11bsc). nag_sparse_nherm_basic_diagnostic (f11btc) can be called either when
nag_sparse_nherm_basic_solver (f11bsc) is carrying out a monitoring step or after nag_sparse_nherm_
basic_solver (f11bsc) has completed its tasks. Incorrect sequencing will raise an error condition.
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In general, it is not possible to recommend one method in preference to another. RGMRES is often used
in the solution of systems arising from PDEs. On the other hand, it can easily stagnate when the size m
of the orthogonal basis is too small, or the preconditioner is not good enough. CGS can be the fastest
method, but the computed residuals can exhibit instability which may greatly affect the convergence
and quality of the solution. Bi-CGSTAB(‘) seems robust and reliable, but it can be slower than the
other methods: if a preconditioner is used and ‘ > 1, Bi-CGSTAB(‘) computes the solution of the
preconditioned system �xk ¼Mxk: the preconditioning equations must be solved to obtain the required
solution. The algorithm employed limits to 10% or less, when no intermediate monitoring is requested,
the number of times the preconditioner has to be thus applied compared with the total number of
applications of the preconditioner. TFQMR can be viewed as a more robust variant of the CGS method:
it shares the CGS method speed but avoids the CGS fluctuations in the residual, which may give rise to
instability. Also, when the termination criterion (2) is used, the CGS, Bi-CGSTAB(‘) and TFQMR
methods will restart the iteration automatically when necessary in order to solve the given problem.
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5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
Restarted generalized minimum residual method.

method ¼ Nag SparseNsym CGS
Conjugate gradient squared method.

method ¼ Nag SparseNsym BiCGSTAB
Bi-conjugate gradient stabilized (‘) method.
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method ¼ Nag SparseNsym TFQMR
Transpose-free quasi-minimal residual method.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS,
Nag SparseNsym BiCGSTAB or Nag SparseNsym TFQMR.

2: precon – Nag_SparseNsym_PrecType Input

On entry: determines whether preconditioning is used.

precon ¼ Nag SparseNsym NoPrec
No preconditioning.

precon ¼ Nag SparseNsym Prec
Preconditioning.

Constraint: precon ¼ Nag SparseNsym NoPrec or Nag SparseNsym Prec.

3: norm – Nag_NormType Input

On entry: defines the matrix and vector norm to be used in the termination criteria.

norm ¼ Nag OneNorm
l1 norm.

norm ¼ Nag InfNorm
l1 norm.

norm ¼ Nag TwoNorm
l2 norm.

Suggested value:

if iterm ¼ 1, norm ¼ Nag InfNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

Constraints:

if iterm ¼ 1, norm ¼ Nag OneNorm, Nag InfNorm or Nag TwoNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

4: weight – Nag_SparseNsym_Weight Input

On entry: specifies whether a vector w of user-supplied weights is to be used in the computation

of the vector norms required in termination criterion (2) (iterm ¼ 1): vk k wð Þp ¼ v wð Þ�� ��
p
, where

v
wð Þ
i ¼ wivi, for i ¼ 1; 2; . . . ; n. The suffix p ¼ 1; 2;1 denotes the vector norm used, as specified
by the argument norm. Note that weights cannot be used when iterm ¼ 2, i.e., when criterion (3)
is used.

weight ¼ Nag SparseNsym Weighted
User-supplied weights are to be used and must be supplied on initial entry to
nag_sparse_nherm_basic_solver (f11bsc).

weight ¼ Nag SparseNsym UnWeighted
All weights are implicitly set equal to one. Weights do not need to be supplied on initial
entry to nag_sparse_nherm_basic_solver (f11bsc).

Suggested value: weight ¼ Nag SparseNsym UnWeighted.

Constraints:

if iterm ¼ 1, weight ¼ Nag SparseNsym Weighted or Nag SparseNsym UnWeighted;
if iterm ¼ 2, weight ¼ Nag SparseNsym UnWeighted.
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5: iterm – Integer Input

On entry: defines the termination criterion to be used.

iterm ¼ 1
Use the termination criterion defined in (2).

iterm ¼ 2
Use the termination criterion defined in (3).

Suggested value: iterm ¼ 1.

Constraints:

if method ¼ Nag SparseNsym TFQMR or weight ¼ Nag SparseNsym Weighted or
norm 6¼ Nag TwoNorm, iterm ¼ 1;
otherwise iterm ¼ 1 or 2.

Note: iterm ¼ 2 is only appropriate for a restricted set of choices for method, norm and weight;
t h a t i s norm ¼ Nag TwoNorm, weight ¼ Nag SparseNsym UnWeighted a n d
method 6¼ Nag SparseNsym TFQMR.

6: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

7: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension m of the restart
subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method.

Otherwise, m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

8: tol – double Input

On entry: the tolerance � for the termination criterion. If tol � 0:0; � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used,
where � is the machine precision. Otherwise � ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

9: maxitn – Integer Input

On entry: the maximum number of iterations.

Constraint: maxitn > 0.

10: anorm – double Input

On entry: if anorm > 0:0, the value of Ak kp to be used in the termination criterion (2)
(iterm ¼ 1).

If anorm � 0:0, iterm ¼ 1 and norm ¼ Nag OneNorm or Nag InfNorm, then Ak k1 ¼ Ak k1 is
estimated internally by nag_sparse_nherm_basic_solver (f11bsc).

If iterm ¼ 2, anorm is not referenced.

Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.
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11: sigmax – double Input

On entry: if iterm ¼ 2, the largest singular value �1 of the preconditioned iteration matrix;
otherwise, sigmax is not referenced.

If sigmax � 0:0, iterm ¼ 2 and method ¼ Nag SparseNsym RGMRES, then the value of �1 will
be estimated internally.

Constraint: if method ¼ Nag SparseNsym CGS or Nag SparseNsym BiCGSTAB and iterm ¼ 2,
sigmax > 0:0.

12: monit – Integer Input

On entry: if monit > 0, the frequency at which a monitoring step is executed by
nag_spa r se_nhe rm_bas i c_so lve r ( f11bsc ) : i f method ¼ Nag SparseNsym CGS or
Nag SparseNsym TFQMR, a monitoring step is executed every monit iterations; otherwise, a
monitoring step is executed every monit super-iterations (groups of up to m or ‘ iterations for
RGMRES or Bi-CGSTAB(‘), respectively).

There are some additional computational costs involved in monitoring the solution and residual
vectors when the Bi-CGSTAB(‘) method is used with ‘ > 1.

Constraint: monit � maxitn.

13: lwreq – Integer * Output

On exit: the minimum amount of workspace required by nag_sparse_nherm_basic_solver
(f11bsc). (See also Section 5 in nag_sparse_nherm_basic_solver (f11bsc).)

14: work½lwork� – Complex Communication Array

On exit: the array work is initialized by nag_sparse_nherm_basic_setup (f11brc). It must not be
modified before calling the next function in the suite, namely nag_sparse_nherm_basic_solver
(f11bsc).

15: lwork – Integer Input

On entry: the dimension of the array work.

Constraint: lwork 	 120.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_nherm_basic_setup (f11brc), a larger value is required by the other functions in
the suite, namely nag_sparse_nherm_basic_solver (f11bsc) and nag_sparse_nherm_basic_diagnos
tic (f11btc). The required value is as follows:

Method Requirements

RGMRES lwork ¼ 120þ n mþ 3ð Þ þm mþ 5ð Þ þ 1, where m is the dimension of the
basis.

CGS lwork ¼ 120þ 7n.

Bi-CGSTAB(‘) lwork ¼ 120þ 2nþ ‘ð Þ ‘þ 2ð Þ þ p, where ‘ is the order of the method.

TFQMR lwork ¼ 120þ 10n,

where

p ¼ 2n if ‘ > 1 and iterm ¼ 2 was supplied.

p ¼ n if ‘ > 1 and a preconditioner is used or iterm ¼ 2 was supplied.

p ¼ 0 otherwise.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, iterm ¼ 1, norm ¼ Nag TwoNorm and anorm ¼ valueh i.
Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.

On entry, iterm ¼ 2, method ¼ valueh i and sigmax ¼ valueh i.
Constraint: if iterm ¼ 2 and method ¼ Nag SparseNsym CGS or Nag SparseNsym BiCGSTAB,
sigmax > 0:0.

NE_ENUM_3_INT

On entry, method ¼ valueh i, weight ¼ valueh i, norm ¼ valueh i and iterm ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym TFQMR or weight ¼ Nag SparseNsym Weighted or
norm 6¼ Nag TwoNorm, iterm ¼ 1. Otherwise, iterm ¼ 1 or 2.

NE_ENUM_INT_2

On entry, m ¼ valueh i and method ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym RGMRES or Nag SparseNsym BiCGSTAB, m > 0.

On entry, m ¼ valueh i, n ¼ valueh i and method ¼ valueh i.
C o n s t r a i n t : i f method ¼ Nag SparseNsym RGMRES, m � min n; 50ð Þ. I f
method ¼ Nag SparseNsym BiCGSTAB, m � min n; 10ð Þ.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 120.

On entry, maxitn ¼ valueh i.
Constraint: maxitn > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, monit ¼ valueh i and maxitn ¼ valueh i.
Constraint: monit � maxitn.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_OUT_OF_SEQUENCE

nag_sparse_nherm_basic_setup (f11brc) has been called out of sequence: either nag_sparse_n
herm_basic_setup (f11brc) has been called twice or nag_sparse_nherm_basic_solver (f11bsc) has
not terminated its current task.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_nherm_basic_setup (f11brc) is not threaded in any implementation.

9 Further Comments

RGMRES can estimate internally the maximum singular value �1 of the iteration matrix, using
�1 � Tk k1, where T is the upper triangular matrix obtained by QR factorization of the upper
Hessenberg matrix generated by the Arnoldi process. The computational costs of this computation are
negligible when compared to the overall costs.

Loss of orthogonality in the RGMRES method, or of bi-orthogonality in the Bi-CGSTAB(‘) method
may degrade the solution and speed of convergence. For both methods, the algorithms employed
include checks on the basis vectors so that the number of basis vectors used for a given super-iteration
may be less than the value specified in the input argument m. Also, if termination criterion (2) is used,
the CGS, Bi-CGSTAB(‘) and TFQMR methods will restart automatically the computation from the last
available iterates, when the stability of the solution process requires it.

Termination criterion (3), when available, involves only the residual (or norm of the residual) produced
directly by the iteration process: this may differ from the norm of the true residual ~rk ¼ b�Axk,
particularly when the norm of the residual is very small. Also, if the norm of the initial estimate of the
solution is much larger than the norm of the exact solution, convergence can be achieved despite very
large errors in the solution. On the other hand, termination criterion (3) is cheaper to use and inspects
the progress of the actual iteration. Termination criterion (2) should be preferred in most cases, despite
its slightly larger costs.

10 Example

This example solves an 8� 8 non-Hermitian system of simultaneous linear equations using the TFQMR
method where the coefficients matrix A has a random sparsity pattern. An incomplete LU
preconditioner is used (routines nag_sparse_nherm_fac (f11dnc) and nag_sparse_nherm_precon_ilu_
solve (f11dpc)).

10.1 Program Text

/* nag_sparse_nherm_basic_setup (f11brc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
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#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, dtol, sigmax, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, la, lfill, lwork,

lwreq, m, maxitn, monit, n, nnz, nnzc, npivm;
/* Arrays */
char nag_enum_arg[100];
Complex *a = 0, *b = 0, *work = 0, *x = 0;
double *wgt = 0;
Integer *icol = 0, *idiag = 0, *ipivp = 0, *ipivq = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
Nag_SparseNsym_Method method;
Nag_SparseNsym_PrecType precon;
Nag_NormType norm;
Nag_SparseNsym_Weight weight;
Nag_TransType trans;
Nag_SparseNsym_CheckData check = Nag_SparseNsym_NoCheck;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_nherm_basic_setup (f11brc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 2 * nnz;
lwork = 200;
if (!(a = NAG_ALLOC((la), Complex)) ||

!(b = NAG_ALLOC((n), Complex)) ||
!(work = NAG_ALLOC((lwork), Complex)) ||
!(x = NAG_ALLOC((n), Complex)) ||
!(wgt = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((la), Integer)) ||
!(idiag = NAG_ALLOC((n), Integer)) ||
!(ipivp = NAG_ALLOC((n), Integer)) ||
!(ipivq = NAG_ALLOC((n), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read or initialize the parameters for the iterative solver */
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

weight = (Nag_SparseNsym_Weight) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n]", &iterm);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &monit);
#else

scanf("%" NAG_IFMT "%*[^\n]", &monit);
#endif

/* Read the parameters for the preconditioner */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

milu = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

pstrat = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* Read the nonzero elements of the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif

/* Read right-hand side vector B and initial approximate solution */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &b[i].re, &b[i].im);
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#else
scanf(" ( %lf , %lf )", &b[i].re, &b[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &x[i].re, &x[i].im);
#else

scanf(" ( %lf , %lf )", &x[i].re, &x[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_sparse_nherm_fac (f11dnc)
* Incomplete LU factorization (non-hermitian)
*/

nag_sparse_nherm_fac(n, nnz, a, la, irow, icol, lfill, dtol, pstrat, milu,
ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_fac (f11dnc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Initialize the solver using nag_sparse_nherm_basic_setup (f11brc)
* Complex sparse non-Hermitian linear systems, setup routine
*/

anorm = 0.0;
sigmax = 0.0;
nag_sparse_nherm_basic_setup(method, precon, norm, weight, iterm, n, m, tol,

maxitn, anorm, sigmax, monit, &lwreq, work,
lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_basic_setup (f11brc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Call solver repeatedly to solve the equations.
* Note that the arrays B and X are overwritten on final exit,
* X will contain the solution and B the residual vector
*/

irevcm = 0;
lwreq = lwork;
/* First call to nag_sparse_nherm_basic_solver (f11bsc)
* Complex sparse non-Hermitian linear systems, solver routine
* preconditioned RGMRES, CGS, Bi-CGSTAB or TFQMR method
*/

nag_sparse_nherm_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);
while (irevcm != 4) {

switch (irevcm) {
case -1:

/* nag_sparse_nherm_matvec (f11xnc)
* Complex sparse non-Hermitian matrix vector multiply
*/

trans = Nag_ConjTrans;
nag_sparse_nherm_matvec(trans, n, nnz, a, irow, icol, check, x, b,

&fail1);
break;

case 1:
trans = Nag_NoTrans;
nag_sparse_nherm_matvec(trans, n, nnz, a, irow, icol, check, x, b,

&fail1);
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break;
case 2:

/* nag_sparse_nherm_precon_ilu_solve (f11dpc)
* Solution of complex linear system involving incomplete LU
* preconditioning matrix
*/

trans = Nag_NoTrans;
nag_sparse_nherm_precon_ilu_solve(trans, n, a, la, irow, icol, ipivp,

ipivq, istr, idiag, check, x, b,
&fail1);

break;
case 3:

/* nag_sparse_nherm_basic_diagnostic (f11btc)
* Complex sparse non-Hermitian linear systems, diagnostic routine
*/

nag_sparse_nherm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm,
&sigmax, work, lwreq, &fail1);

printf("\nMonitoring at iteration no.%4" NAG_IFMT "\n", itn);
printf("residual norm%14.4e\n\n", stplhs);
printf(" Current Solution vector\n");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e)\n", x[i].re, x[i].im);
printf("\n Current Residual vector\n");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e)\n", b[i].re, b[i].im);
printf("\n");

}
if (fail1.code != NE_NOERROR)

irevcm = 6;
/* Next call to nag_sparse_nherm_basic_solver (f11bsc) */
nag_sparse_nherm_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_basic_solver (f11bsc)\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

/* Obtain information about the computation using
* nag_sparse_nherm_basic_diagnostic (f11btc).
*/

nag_sparse_nherm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,
work, lwreq, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_basic_diagnostic (f11btc) \n%s\n",

fail.message);
exit_status = 4;
goto END;

}
/* Print the output data */
printf("Final Results\n");
printf("Number of iterations for convergence: %5" NAG_IFMT "\n", itn);
printf("Residual norm: %14.4e\n", stplhs);
printf("Right-hand side of termination criterion: %14.4e\n", stprhs);
printf("1-norm of matrix A: %14.4e\n", anorm);
/* Output x */
printf("\n Solution vector\n");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e)\n", x[i].re, x[i].im);
printf("\n Residual vector\n");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e)\n", b[i].re, b[i].im);
printf("\n");

END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(wgt);
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NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(istr);

return exit_status;
}

10.2 Program Data

nag_sparse_nherm_basic_setup (f11brc) Example Program Data
8 : n
24 : nnz
Nag_SparseNsym_TFQMR : method
Nag_SparseNsym_Prec : precon
Nag_OneNorm : norm
Nag_SparseNsym_UnWeighted : weight
1 : iterm
1 1.0e-8 20 : m, tol, maxitn
2 : monit
0 0.0 : lfill, dtol
Nag_SparseNsym_UnModFact : milu
Nag_SparseNsym_CompletePiv : pstrat

( 2.0, 1.0) 1 1
( -1.0, 1.0) 1 4
( 1.0, -3.0) 1 8
( 4.0, 7.0) 2 1
( -3.0, 0.0) 2 2
( 2.0, 4.0) 2 5
( -7.0, -5.0) 3 3
( 2.0, 1.0) 3 6
( 3.0, 2.0) 4 1
( -4.0, 2.0) 4 3
( 0.0, 1.0) 4 4
( 5.0, -3.0) 4 7
( -1.0, 2.0) 5 2
( 8.0, 6.0) 5 5
( -3.0, -4.0) 5 7
( -6.0, -2.0) 6 1
( 5.0, -2.0) 6 3
( 2.0, 0.0) 6 6
( 0.0, -5.0) 7 3
( -1.0, 5.0) 7 5
( 6.0, 2.0) 7 7
( -1.0, 4.0) 8 2
( 2.0, 0.0) 8 6
( 3.0, 3.0) 8 8 : a(i), irow(i), icol(i), i=0,...,nnz-1
( 7.0, 11.0)
( 1.0, 24.0)
(-13.0,-18.0)
(-10.0, 3.0)
( 23.0, 14.0)
( 17.0, -7.0)
( 15.0, -3.0)
( -3.0, 20.0) : b(i), i=0,...,n-1
( 0.0, 0.0)
( 0.0, 0.0)
( 0.0, 0.0)
( 0.0, 0.0)
( 0.0, 0.0)
( 0.0, 0.0)
( 0.0, 0.0)
( 0.0, 0.0) : x(i), i=0,...,n-1
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10.3 Program Results

nag_sparse_nherm_basic_setup (f11brc) Example Program Results

Monitoring at iteration no. 2
residual norm 8.2345e+01

Current Solution vector
( 6.9055e-01, 1.4236e+00)
( 7.3931e-02, -1.1880e+00)
( 1.4778e+00, 4.7846e-01)
( 5.6572e+00, -3.0786e+00)
( 1.4243e+00, -1.1246e+00)
( 1.0374e-01, 1.9740e+00)
( 4.4985e-01, -1.2715e+00)
( 2.5704e+00, 1.7578e+00)

Current Residual vector
( 1.7772e+00, 4.6797e+00)
( 1.0774e+00, 6.4600e+00)
( -3.2812e+00, -1.1314e+01)
( -3.8698e+00, -1.6438e+00)
( 8.9912e+00, 1.1100e+01)
( 9.7428e+00, -4.6218e-01)
( 3.1668e+00, 2.8721e+00)
( -1.0323e+01, 1.5837e+00)

Final Results
Number of iterations for convergence: 4
Residual norm: 1.3396e-11
Right-hand side of termination criterion: 8.9100e-06
1-norm of matrix A: 2.7000e+01

Solution vector
( 1.0000e+00, 1.0000e+00)
( 2.0000e+00, -1.0000e+00)
( 3.0000e+00, 1.0000e+00)
( 4.0000e+00, -1.0000e+00)
( 3.0000e+00, -1.0000e+00)
( 2.0000e+00, 1.0000e+00)
( 1.0000e+00, -1.0000e+00)
( -4.4172e-13, 3.0000e+00)

Residual vector
( -6.0396e-14, -7.8160e-13)
( 1.5508e-12, -1.3642e-12)
( 8.2245e-13, 7.0344e-13)
( 9.8765e-13, -2.1760e-13)
( -1.2541e-12, -4.1744e-13)
( -7.3541e-13, 5.2669e-13)
( 2.8422e-13, 1.6165e-13)
( 1.1120e-12, 2.4158e-12)
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NAG Library Function Document

nag_sparse_nherm_basic_solver (f11bsc)

1 Purpose

nag_sparse_nherm_basic_solver (f11bsc) is an iterative solver for a complex general (non-Hermitian)
system of simultaneous linear equations; nag_sparse_nherm_basic_solver (f11bsc) is the second in a
suite of three functions, where the first function, nag_sparse_nherm_basic_setup (f11brc), must be
called prior to nag_sparse_nherm_basic_solver (f11bsc) to set up the suite, and the third function in the
suite, nag_sparse_nherm_basic_diagnostic (f11btc), can be used to return additional information about
the computation.

These three functions are suitable for the solution of large sparse general (non-Hermitian) systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_basic_solver (Integer *irevcm, Complex u[],
Complex v[], const double wgt[], Complex work[], Integer lwork,
NagError *fail)

3 Description

nag_sparse_nherm_basic_solver (f11bsc) solves the general (non-Hermitian) system of linear
simultaneous equations Ax ¼ b of order n, where n is large and the coefficient matrix A is sparse,
using one of four available methods: RGMRES, the preconditioned restarted generalized minimum
residual method (see Saad and Schultz (1986)); CGS, the preconditioned conjugate gradient squared
method (see Sonneveld (1989)); Bi-CGSTAB(‘), the bi-conjugate gradient stabilized method of order ‘
(see Van der Vorst (1989) and Sleijpen and Fokkema (1993)); or TFQMR, the transpose-free quasi-
minimal residual method (see Freund and Nachtigal (1991) and Freund (1993)).

For a general description of the methods employed you are referred to Section 3 in
nag_sparse_nherm_basic_setup (f11brc).

nag_sparse_nherm_basic_solver (f11bsc) can solve the system after the first function in the suite,
nag_sparse_nherm_basic_setup (f11brc), has been called to initialize the computation and specify the
method of solution. The third function in the suite, nag_sparse_nherm_basic_diagnostic (f11btc), can be
used to return additional information generated by the computation during monitoring steps and after
nag_sparse_nherm_basic_solver (f11bsc) has completed its tasks.

nag_sparse_nherm_basic_solver (f11bsc) uses reverse communication, i.e., it returns repeatedly to the
calling program with the argument irevcm (see Section 5) set to specified values which require the
calling program to carry out one of the following tasks:

compute the matrix-vector product v ¼ Au or v ¼ AHu (the four methods require the matrix
transpose-vector product only if Ak k1 or Ak k1 is estimated internally by Higham's method (see
Higham (1988)));

solve the preconditioning equation Mv ¼ u;
notify the completion of the computation;

allow the calling program to monitor the solution.

Through the argument irevcm the calling program can cause immediate or tidy termination of the
execution. On final exit, the last iterates of the solution and of the residual vectors of the original
system of equations are returned.
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Reverse communication has the following advantages.

1. Maximum flexibility in the representation and storage of sparse matrices: all matrix operations are
performed outside the solver function, thereby avoiding the need for a complicated interface with
enough flexibility to cope with all types of storage schemes and sparsity patterns. This applies also
to preconditioners.

2. Enhanced user interaction: you can closely monitor the progress of the solution and tidy or
immediate termination can be requested. This is useful, for example, when alternative termination
criteria are to be employed or in case of failure of the external functions used to perform matrix
operations.

4 References

Freund R W (1993) A transpose-free quasi-minimal residual algorithm for non-Hermitian linear systems
SIAM J. Sci. Comput. 14 470–482

Freund R W and Nachtigal N (1991) QMR: a Quasi-Minimal Residual Method for Non-Hermitian
Linear Systems Numer. Math. 60 315–339

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869

Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32

Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than irevcm and v must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: must either be unchanged from its previous exit value, or can have one
of the following values.

irevcm ¼ 5
Tidy termination: the computation will terminate at the end of the current iteration. Further
reverse communication exits may occur depending on when the termination request is
issued. nag_sparse_nherm_basic_solver (f11bsc) will then return with the termination code
irevcm ¼ 4. Note that before calling nag_sparse_nherm_basic_solver (f11bsc) with
irevcm ¼ 5 the calling program must have performed the tasks required by the value of
irevcm returned by the previous call to nag_sparse_nherm_basic_solver (f11bsc),
otherwise subsequently returned values may be invalid.

irevcm ¼ 6
Immediate termination: nag_sparse_nherm_basic_solver (f11bsc) will return immediately
with termination code irevcm ¼ 4 and with any useful information available. This includes
the last iterate of the solution.
Immediate termination may be useful, for example, when errors are detected during
matrix-vector multiplication or during the solution of the preconditioning equation.

Changing irevcm to any other value between calls will result in an error.
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On intermediate exit: has the following meanings.

irevcm ¼ �1
The calling program must compute the matrix-vector product v ¼ AHu, where u and v are
stored in u and v, respectively; RGMRES, CGS and Bi-CGSTAB(‘) methods return
irevcm ¼ �1 only if the matrix norm Ak k1 or Ak k1 is estimated internally using
Higham's method. This can only happen if iterm ¼ 1 in nag_sparse_nherm_basic_setup
(f11brc).

irevcm ¼ 1
The calling program must compute the matrix-vector product v ¼ Au, where u and v are
stored in u and v, respectively.

irevcm ¼ 2
The calling program must solve the preconditioning equation Mv ¼ u, where u and v are
stored in u and v, respectively.

irevcm ¼ 3
Monitoring step: the solution and residual at the current iteration are returned in the arrays
u and v, respectively. No action by the calling program is required. nag_sparse_nherm_ba
sic_diagnostic (f11btc) can be called at this step to return additional information.

On final exit: irevcm ¼ 4: nag_sparse_nherm_basic_solver (f11bsc) has completed its tasks. The
value of fail determines whether the iteration has been successfully completed, errors have been
detected or the calling program has requested termination.

Constraint: on initial entry, irevcm ¼ 0; on re-entry, either irevcm must remain unchanged or be
reset to irevcm ¼ 5 or 6.

2: u½dim� – Complex Input/Output

Note: the dimension, dim, of the array u must be at least n.

On initial entry: an initial estimate, x0, of the solution of the system of equations Ax ¼ b.
On intermediate re-entry: must remain unchanged.

On intermediate exit: the returned value of irevcm determines the contents of u as follows.

If irevcm ¼ �1, 1 or 2, u holds the vector u on which the operation specified by irevcm is to be
carried out.

If irevcm ¼ 3, u holds the current iterate of the solution vector.

On final exit: if fail:code ¼ NE_OUT_OF_SEQUENCE or fail:code ¼ NE_INT, the array u is
unchanged from the last entry to nag_sparse_nherm_basic_solver (f11bsc).

Otherwise, u holds the last available iterate of the solution of the system of equations, for all
returned values of fail.

3: v½dim� – Complex Input/Output

Note: the dimension, dim, of the array v must be at least n.

On initial entry: the right-hand side b of the system of equations Ax ¼ b.
On intermediate re-entry: the returned value of irevcm determines the contents of v as follows.

If irevcm ¼ �1, 1 or 2, v must store the vector v, the result of the operation specified by the
value of irevcm returned by the previous call to nag_sparse_nherm_basic_solver (f11bsc).

If irevcm ¼ 3, v must remain unchanged.

On intermediate exit: if irevcm ¼ 3, v holds the current iterate of the residual vector. Note that
this is an approximation to the true residual vector. Otherwise, it does not contain any useful
information.

On final exit: if fail:code ¼ NE_OUT_OF_SEQUENCE or fail:code ¼ NE_INT, the array v is
unchanged from the initial entry to nag_sparse_nherm_basic_solver (f11bsc).
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If fail:code ¼ NE_NOERROR or NE_ACCURACY, the array v contains the true residual vector
of the system of equations (see also Section 6).

Otherwise, v stores the last available iterate of the residual vector unless fail:code ¼
NE_USER_STOP is returned on last entry, in which case v is set to 0:0.

4: wgt½dim� – const double Input

Note: the dimension, dim, of the array wgt must be at least max 1;nð Þ.
On entry: the user-supplied weights, if these are to be used in the computation of the vector
norms in the termination criterion (see Sections 3 and 5 in nag_sparse_nherm_basic_setup
(f11brc)).

Constraint: if weights are to be used, at least one element of wgt must be nonzero.

5: work½lwork� – Complex Communication Array

On initial entry: the array work as returned by nag_sparse_nherm_basic_setup (f11brc) (see also
Section 5 in nag_sparse_nherm_basic_setup (f11brc)).

On intermediate re-entry: must remain unchanged.

6: lwork – Integer Input

On initial entry: the dimension of the array work (see also Sections 3 and 5 in
nag_sparse_nherm_basic_setup (f11brc)). The required amount of workspace is as follows:

Method Requirements

RGMRES lwork ¼ 120þ n mþ 3ð Þ þm mþ 5ð Þ þ 1, where m is the dimension of the
basis

CGS lwork ¼ 120þ 7n

Bi-CGSTAB(‘) lwork ¼ 120þ 2n þ ‘ð Þ ‘þ 2ð Þ þ p, where ‘ is the order of the method

TFQMR lwork ¼ 120þ 10n,

where

p ¼ 2n, if ‘ > 1 and iterm ¼ 2 was supplied;

p ¼ n, if ‘ > 1 and a preconditioner is used or iterm ¼ 2 was supplied;

p ¼ 0, otherwise.

Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_nherm_basic_setup (f11brc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved.

User-requested termination: the required accuracy could not be obtained. However, a reasonable
accuracy may have been achieved.

nag_sparse_nherm_basic_solver (f11bsc) has terminated with reasonable accuracy: the last
iterate of the residual satisfied the termination criterion but the exact residual r ¼ b� Ax, did
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not. After the first occurrence of this situation, the iteration was restarted once, but
nag_sparse_nherm_basic_solver (f11bsc) could not improve on the accuracy. This error code
usually implies that your problem has been fully and satisfactorily solved to within or close to the
accuracy available on your system. Further iterations are unlikely to improve on this situation.
You should call nag_sparse_nsym_basic_diagnostic (f11bfc) to check the values of the left- and
right-hand sides of the termination condition.

NE_ALG_FAIL

Algorithm breakdown at iteration no. valueh i.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.
User-requested tidy termination. The solution has not converged after valueh i iterations.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_nherm_basic_setup (f11brc).

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate re-entry, irevcm ¼ valueh i.
Constraint: either irevcm must be unchanged from its previous exit value or irevcm ¼ 5 or 6.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

Either nag_sparse_nherm_basic_setup (f11brc) was not called before calling nag_sparse_nherm_
basic_solver (f11bsc) or it has returned an error.

nag_sparse_nherm_basic_solver (f11bsc) has already completed its tasks. You need to set a new
problem.

NE_USER_STOP

User-requested immediate termination.

NE_WEIGHT_ZERO

The weights in array wgt are all zero.
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7 Accuracy

On completion, i.e., irevcm ¼ 4 on exit, the arrays u and v will return the solution and residual vectors,
xk and rk ¼ b�Axk, respectively, at the kth iteration, the last iteration performed, unless an immediate
termination was requested.

On successful completion, the termination criterion is satisfied to within the user-specified tolerance, as
described in nag_sparse_nherm_basic_setup (f11brc). The computed values of the left- and right-hand
sides of the termination criterion selected can be obtained by a call to nag_sparse_nherm_basic_diag
nostic (f11btc).

8 Parallelism and Performance

nag_sparse_nherm_basic_solver (f11bsc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nherm_basic_solver (f11bsc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations carried out by nag_sparse_nherm_basic_solver (f11bsc) for each iteration is
likely to be principally determined by the computation of the matrix-vector products v ¼ Au and by the
solution of the preconditioning equation Mv ¼ u in the calling program. Each of these operations is
carried out once every iteration.

The number of the remaining operations in nag_sparse_nherm_basic_solver (f11bsc) for each iteration
is approximately proportional to n.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined at the
onset, as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of
the coefficients �A ¼M�1A (RGMRES, CGS and TFQMR methods) or �A ¼ AM�1 (Bi-CGSTAB(‘)
method).

Additional matrix-vector products are required for the computation of Ak k1 or Ak k1, when this has not
been supplied to nag_sparse_nherm_basic_setup (f11brc) and is required by the termination criterion
employed.

If the termination criterion rkk kp � � bk kp þ Ak kp � xkk kp
� �

is used (see Section 3 in nag_sparse_n

herm_basic_setup (f11brc)) and x0k k � xkk k, then the required accuracy cannot be obtained due to loss
of significant digits. The iteration is restarted automatically at some suitable point: nag_sparse_nherm_
basic_solver (f11bsc) sets x0 ¼ xk and the computation begins again. For particularly badly scaled
problems, more than one restart may be necessary. This does not apply to the RGMRES method which,
by its own nature, self-restarts every super-iteration. Naturally, restarting adds to computational costs: it
is recommended that the iteration should start from a value x0 which is as close to the true solution ~x as
can be estimated. Otherwise, the iteration should start from x0 ¼ 0.

10 Example

See Section 10 in nag_sparse_nherm_basic_setup (f11brc).
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NAG Library Function Document

nag_sparse_nherm_basic_diagnostic (f11btc)

1 Purpose

nag_sparse_nherm_basic_diagnostic (f11btc) is the third in a suite of three functions for the iterative
solution of a complex general (non-Hermitian) system of simultaneous linear equations (see Golub and
Van Loan (1996)). nag_sparse_nherm_basic_diagnostic (f11btc) returns information about the
computations during an iteration and/or after this has been completed. The first function of the suite,
nag_sparse_nherm_basic_setup (f11brc), is a setup function; the second function, nag_sparse_nherm_
basic_solver (f11bsc), is the iterative solver itself.

These three functions are suitable for the solution of large sparse general (non-Hermitian) systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_basic_diagnostic (Integer *itn, double *stplhs,
double *stprhs, double *anorm, double *sigmax, Complex work[],
Integer lwork, NagError *fail)

3 Description

nag_sparse_nherm_basic_diagnostic (f11btc) returns information about the solution process. It can be
called either during a monitoring step of nag_sparse_nherm_basic_solver (f11bsc) or after
nag_sparse_nherm_basic_solver (f11bsc) has completed its tasks. Calling nag_sparse_nherm_basic_
diagnostic (f11btc) at any other time will result in an error condition being raised.

For further information you should read the documentation for nag_sparse_nherm_basic_setup (f11brc)
and nag_sparse_nherm_basic_solver (f11bsc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: itn – Integer * Output

On exit: the number of iterations carried out by nag_sparse_nherm_basic_solver (f11bsc).

2: stplhs – double * Output

On exit: the current value of the left-hand side of the termination criterion used by
nag_sparse_nherm_basic_solver (f11bsc).

3: stprhs – double * Output

On exit: the current value of the right-hand side of the termination criterion used by
nag_sparse_nherm_basic_solver (f11bsc).
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4: anorm – double * Output

On exit: if iterm ¼ 1 in the previous call to nag_sparse_nherm_basic_setup (f11brc), then anorm
contains Ak kp, where p ¼ 1, 2 or 1, either supplied or, in the case of 1 or 1, estimated by
nag_sparse_nherm_basic_solver (f11bsc); otherwise anorm ¼ 0:0.

5: sigmax – double * Output

On exit: if iterm ¼ 2 in the previous call to nag_sparse_nherm_basic_setup (f11brc), the current
estimate of the largest singular value �1 �A

� �
of the preconditioned iteration matrix when it is used

by the termination criterion in nag_sparse_nherm_basic_solver (f11bsc), either when it has been
supplied to nag_sparse_nherm_basic_setup (f11brc) or it has been estimated by nag_sparse_n
herm_basic_solver (f11bsc) (see also Sections 3 and 5 in nag_sparse_nherm_basic_setup
(f11brc)); otherwise, sigmax ¼ 0:0 is returned.

6: work½lwork� – Complex Communication Array

On entry: the array work as returned by nag_sparse_nherm_basic_solver (f11bsc) (see also
Sections 3 and 5 in nag_sparse_nherm_basic_solver (f11bsc)).

7: lwork – Integer Input

On entry: the dimension of the array work (see also nag_sparse_nherm_basic_setup (f11brc)).

Constraint: lwork 	 120.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_nherm_basic_diagnostic (f11btc), a larger value is required by the iterative solver
nag_sparse_nherm_basic_solver (f11bsc) (see also nag_sparse_nherm_basic_setup (f11brc)).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 120.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_OUT_OF_SEQUENCE

nag_sparse_nherm_basic_diagnostic (f11btc) has been called out of sequence.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_nherm_basic_diagnostic (f11btc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_sparse_nherm_basic_setup (f11brc).
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NAG Library Function Document

nag_sparse_nsym_fac (f11dac)

1 Purpose

nag_sparse_nsym_fac (f11dac) computes an incomplete LU factorization of a real sparse nonsymmetric
matrix, represented in coordinate storage format. This factorization may be used as a preconditioner in
combination with nag_sparse_nsym_fac_sol (f11dcc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_fac (Integer n, Integer nnz, double *a[], Integer *la,
Integer *irow[], Integer *icol[], Integer lfill, double dtol,
Nag_SparseNsym_Piv pstrat, Nag_SparseNsym_Fact milu, Integer ipivp[],
Integer ipivq[], Integer istr[], Integer idiag[], Integer *nnzc,
Integer *npivm, NagError *fail)

3 Description

nag_sparse_nsym_fac (f11dac) computes an incomplete LU factorization (Meijerink and Van der Vorst
(1977) and Meijerink and Van der Vorst (1981)) of a real sparse nonsymmetric n by n matrix A. The
factorization is intended primarily for use as a preconditioner with the iterative solver
nag_sparse_nsym_fac_sol (f11dcc).

The decomposition is written in the form

A ¼M þR

where

M ¼ PLDUQ

and L is lower triangular with unit diagonal elements, D is diagonal, U is upper triangular with unit
diagonals, P and Q are permutation matrices, and R is a remainder matrix.

The amount of fill-in occurring in the factorization can vary from zero to complete fill, and can be
controlled by specifying either the maximum level of fill lfill, or the drop tolerance dtol.

The argument pstrat defines the pivoting strategy to be used. The options currently available are no
pivoting, user-defined pivoting, partial pivoting by columns for stability, and complete pivoting by rows
for sparsity and by columns for stability. The factorization may optionally be modified to preserve the
row-sums of the original matrix.

The sparse matrix A is represented in coordinate storage (CS) format (see Section 2.1.2 in the f11
Chapter Introduction). The array a stores all the nonzero elements of the matrix A, while arrays irow
and icol store the corresponding row and column indices respectively. Multiple nonzero elements may
not be specified for the same row and column index.

The preconditioning matrix M is returned in terms of the CS representation of the matrix

C ¼ LþD�1 þ U � 2I:

Further algorithmic details are given in Section 9.3.
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coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162
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5 Arguments

1: n – Integer Input

On entry: the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

3: a½la� – double * Input/Output

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nsym_sort (f11zac) may be used to order the
elements in this way.

On exit: the first nnz entries of a contain the nonzero elements of A and the next nnzc entries
contain the elements of the matrix C. Matrix elements are ordered by increasing row index, and
by increasing column index within each row.

4: la – Integer * Input/Output

On entry: the second dimension of the arrays a, irow and icol.

These arrays must be of sufficient size to store both A (nnz elements) and C (nnzc elements); for
this reason the length of the arrays may be changed internally by calls to realloc. It is therefore
imperative that these arrays are allocated using NAG_ALLOC and not declared as automatic arrays

On exit: if internal allocation has taken place then la is set to nnzþ nnzc, otherwise it remains
unchanged.

Constraint: la 	 2� nnz.

5: irow½la� – Integer * Input/Output
6: icol½la� – Integer * Input/Output

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_nsym_sort (f11zac)):;
1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ;nnz� 1.

On exit: the row and column indices of the nonzero elements returned in a.
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7: lfill – Integer Input

On entry: if lfill 	 0 its value is the maximum level of fill allowed in the decomposition (see
Section 9.2). A negative value of lfill indicates that dtol will be used to control the fill instead.

8: dtol – double Input

On entry: if lfill < 0 then dtol is used as a drop tolerance to control the fill-in (see Section 9.2);
otherwise dtol is not referenced.

Constraint: if lfill < 0, dtol 	 0:0.

9: pstrat – Nag_SparseNsym_Piv Input

On entry: specifies the pivoting strategy to be adopted as follows:

if pstrat ¼ Nag SparseNsym NoPiv, no pivoting is carried out;

if pstrat ¼ Nag SparseNsym UserPiv, pivoting is carried out according to the user-defined
input value of ipivp and ipivq;

if pstrat ¼ Nag SparseNsym PartialPiv, partial pivoting by columns for stability is carried
out;

if pstrat ¼ Nag SparseNsym CompletePiv, complete pivoting by rows for sparsity, and by
columns for stability, is carried out.

Suggested value: pstrat ¼ Nag SparseNsym CompletePiv.

C o n s t r a i n t : pstrat ¼ Nag SparseNsym NoPiv, Nag SparseNsym UserPiv,
Nag SparseNsym PartialPiv or Nag SparseNsym CompletePiv.

10: milu – Nag_SparseNsym_Fact Input

On entry: indicates whether or not the factorization should be modified to preserve row sums (see
Section 9.4):

if milu ¼ Nag SparseNsym ModFact, the factorization is modified (milu);

if milu ¼ Nag SparseNsym UnModFact, the factorization is not modified.

Constraint: milu ¼ Nag SparseNsym ModFact or Nag SparseNsym UnModFact.

11: ipivp½n� – Integer Input/Output
12: ipivq½n� – Integer Input/Output

On entry: if pstrat ¼ Nag SparseNsym UserPiv, ipivp½k� 1� and ipivq½k� 1� must specify the
row and column indices of the element used as a pivot at elimination stage k. Otherwise ipivp
and ipivq need not be initialized.

Constraint: if pstrat ¼ Nag SparseNsym UserPiv, ipivp and ipivq must both hold valid
permutations of the integers on 1; n½ �.
On exit: the pivot indices. If ipivp½k� 1� ¼ i and ipivq½k� 1� ¼ j then the element in row i and
column j was used as the pivot at elimination stage k.

13: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ;n is the index of arrays a, irow and icol where row i of
the matrix C starts. istr½n� � 1 is the address of the last nonzero element in C plus one.

14: idiag½n� – Integer Output

On exit: idiag½i � 1�, for i ¼ 1; 2; . . . ;n holds the index in the arrays a, irow and icol which holds
the diagonal element in row i of the matrix C.
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15: nnzc – Integer * Output

On exit: the number of nonzero elements in the matrix C.

16: npivm – Integer * Output

On exit: if npivm > 0 it gives the number of pivots which were modified during the factorization
to ensure that M exists.

If npivm ¼ �1 no pivot modifications were required, but a local restart occurred (Section 9.4).
The quality of the preconditioner will generally depend on the returned value of npivm. If npivm
is large the preconditioner may not be satisfactory. In this case it may be advantageous to call
nag_sparse_nsym_fac (f11dac) again with an increased value of lfill, a reduced value of dtol, or
pstrat ¼ Nag SparseNsym CompletePiv.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, la ¼ valueh i while nnz ¼ valueh i. These arguments must satisfy la 	 2� nnz.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument milu had an illegal value.

On entry, argument pstrat had an illegal value.

NE_INT_2

On entry, nnz ¼ valueh i, n ¼ valueh i.
Constraint: 1 � nnz � n2:.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_ROWCOL_PIVOT

On entry, pstrat ¼ Nag SparseNsym UserPiv, but one or both of the arrays ipivp and ipivq does
not represent a valid permutation of the integers in 1; n½ �. An input value of ipivp or ipivq is
either out of range or repeated.

NE_NONSYMM_MATRIX_DUP

A nonzero matrix element has been supplied which does not lie within the matrix A, is out of
order or has duplicate row and column indices, i.e., one or more of the following constraints has
been violated:
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1 � irow½i� � n, 1 � icol½i� � n, for i ¼ 0; 1; . . . ;nnz� 1.

irow½i � 1� < irow½i�, or
irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for i ¼ 1; 2; . . . ; nnz� 1.
Call nag_sparse_nsym_sort (f11zac) to reorder and sum or remove duplicates.

NE_REAL_INT_ARG_CONS

On entry, dtol ¼ valueh i and lfill ¼ valueh i. These arguments must satisfy dtol 	 0:0 if lfill < 0.

7 Accuracy

The accuracy of the factorization will be determined by the size of the elements that are dropped and
the size of any modifications made to the pivot elements. If these sizes are small then the computed
factors will correspond to a matrix close to A. The factorization can generally be made more accurate
by increasing lfill, or by reducing dtol with lfill < 0.

If nag_sparse_nsym_fac (f11dac) is used in combination with nag_sparse_nsym_fac_sol (f11dcc), the
more accurate the factorization the fewer iterations will be required. However, the cost of the
decomposition will also generally increase.

8 Parallelism and Performance

nag_sparse_nsym_fac (f11dac) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nsym_fac (f11dac) is roughly proportional to nnzc2=n.

9.2 Control of Fill-in

If lfill 	 0 the amount of fill-in occurring in the incomplete factorization is controlled by limiting the
maximum level of fill-in to lfill. The original nonzero elements of A are defined to be of level 0. The
fill level of a new nonzero location occurring during the factorization is defined as:

k ¼ max ke; kcð Þ þ 1;

where ke is the level of fill of the element being eliminated, and kc is the level of fill of the element
causing the fill-in.

If lfill < 0 the fill-in is controlled by means of the drop tolerance dtol. A potential fill-in element aij
occurring in row i and column j will not be included if:

aij
		 		 < dtol� �;

where � is the maximum absolute value element in the matrix A.

For either method of control, any elements which are not included are discarded unless
milu ¼ Nag SparseNsym ModFact, in which case their contributions are subtracted from the pivot
element in the relevant elimination row, to preserve the row-sums of the original matrix.

Should the factorization process break down a local restart process is implemented as described in
Section 9.4. This will affect the amount of fill present in the final factorization.

9.3 Algorithmic Details

The factorization is constructed row by row. At each elimination stage a row index is chosen. In the
case of complete pivoting this index is chosen in order to reduce fill-in. Otherwise the rows are treated
in the order given, or some user-defined order.
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The chosen row is copied from the original matrix A and modified according to those previous
elimination stages which affect it. During this process any fill-in elements are either dropped or kept
according to the values of lfill or dtol . In the case of a modified factorization
(milu ¼ Nag SparseNsym ModFact) the sum of the dropped terms for the given row is stored.

Finally the pivot element for the row is chosen and the multipliers are computed for this elimination
stage. For partial or complete pivoting the pivot element is chosen in the interests of stability as the
element of largest absolute value in the row. Otherwise the pivot element is chosen in the order given,
or some user-defined order.

If the factorization breaks down because the chosen pivot element is zero, or there is no nonzero pivot
available, a local restart recovery process is implemented. The modification of the given pivot row
according to previous elimination stages is repeated, but this time keeping all fill. Note that in this case
the final factorization will include more fill than originally specified by the user-supplied value of lfill
or dtol. The local restart usually results in a suitable nonzero pivot arising. The original criteria for
dropping fill-in elements is then resumed for the next elimination stage (hence the local nature of the
restart process). Should this restart process also fail to produce a nonzero pivot element an arbitrary unit
pivot is introduced in an arbitrarily chosen column. nag_sparse_nsym_fac (f11dac) returns an integer
argument npivm which gives the number of these arbitrary unit pivots introduced. If no pivots were
modified but local restarts occurred npivm ¼ �1 is returned.

9.4 Choice of Parameters

There is unfortunately no choice of the various algorithmic arguments which is optimal for all types of
matrix, and some experimentation will generally be required for each new type of matrix encountered.

If the matrix A is not known to have any particular special properties the following strategy is
recommended. Start with lfill ¼ 0 and pstrat ¼ Nag SparseNsym CompletePiv. If the value returned
for npivm is significantly larger than zero, i.e., a large number of pivot modifications were required to
ensure that M existed, the preconditioner is not likely to be satisfactory. In this case increase lfill until
npivm falls to a value close to zero.

If A has non-positive off-diagonal elements, is nonsingular, and has only non-negative elements in its
inverse, it is called an ‘M-matrix’. It can be shown that no pivot modifications are required in the
incomplete LU factorization of an M-matrix (Meijerink and Van der Vorst (1977)). In this case a good
preconditioner can generally be expected by setting lfill ¼ 0, pstrat ¼ Nag SparseNsym NoPiv and
milu ¼ Nag SparseNsym ModFact.

Some illustrations of the application of nag_sparse_nsym_fac (f11dac) to linear systems arising from
the discretization of two-dimensional elliptic partial differential equations, and to random-valued
randomly structured linear systems, can be found in Salvini and Shaw (1996).

9.5 Direct Solution of Sparse Linear Systems

Although it is not their primary purpose nag_sparse_nsym_fac (f11dac) and nag_sparse_nsym_preco
n_ilu_solve (f11dbc) may be used together to obtain a direct solution to a nonsingular sparse linear
system. To achieve this the call to nag_sparse_nsym_precon_ilu_solve (f11dbc) should be preceded by
a complete LU factorization

A ¼ PLDUQ ¼M:

A complete factorization is obtained from a call to nag_sparse_nsym_fac (f11dac) with lfill < 0 and
dtol ¼ 0:0, provided npivm � 0 on exit. A positive value of npivm indicates that A is singular, or ill-
conditioned. A factorization with positive npivm may serve as a preconditioner, but will not result in a
direct solution. It is therefore essential to check the output value of npivm if a direct solution is
required.

The use of nag_sparse_nsym_fac (f11dac) and nag_sparse_nsym_precon_ilu_solve (f11dbc) as a direct
method is illustrated in Section 10 in nag_sparse_nsym_precon_ilu_solve (f11dbc).
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10 Example

This example program reads in a sparse matrix A and calls nag_sparse_nsym_fac (f11dac) to compute
an incomplete LU factorization. It then outputs the nonzero elements of both A and
C ¼ LþD�1 þ U � 2I.

The call to nag_sparse_nsym_fac (f11dac) has lfill ¼ 0, and pstrat ¼ Nag SparseNsym CompletePiv,
giving an unmodified zero-fill LU factorization, with row pivoting for sparsity and column pivoting for
stability.

10.1 Program Text

/* nag_sparse_nsym_fac (f11dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <nagf11.h>

int main(void)
{

double dtol;
double *a = 0;
Integer *icol = 0, *irow = 0, *istr = 0, *idiag = 0, *ipivp = 0;
Integer *ipivq = 0;
Integer nnzc, exit_status = 0, i, n, lfill, npivm, nnz, num;
char nag_enum_arg[40];
Nag_SparseNsym_Fact milu;
Nag_SparseNsym_Piv pstrat;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nsym_fac (f11dac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

pstrat = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
milu = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

num = 2 * nnz;
istr = NAG_ALLOC(n + 1, Integer);
idiag = NAG_ALLOC(n, Integer);
ipivp = NAG_ALLOC(n, Integer);
ipivq = NAG_ALLOC(n, Integer);
irow = NAG_ALLOC(num, Integer);
icol = NAG_ALLOC(num, Integer);
a = NAG_ALLOC(num, double);

if (!istr || !idiag || !ipivp || !ipivq || !irow || !icol || !a) {
printf("Allocation failure\n");
exit_status = -1;
goto END;
return exit_status;

}

/* Read the matrix a */

for (i = 1; i <= nnz; ++i)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],

&icol[i - 1]);
#endif

/* Calculate incomplete LU factorization */

/* nag_sparse_nsym_fac (f11dac).
* Incomplete LU factorization (nonsymmetric)
*/

nag_sparse_nsym_fac(n, nnz, &a, &num, &irow, &icol, lfill, dtol, pstrat,
milu, ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_fac (f11dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output original matrix */

printf(" Original Matrix \n n = %6" NAG_IFMT "\n", n);
printf(" nnz = %6" NAG_IFMT "\n", nnz);

for (i = 1; i <= nnz; ++i)
printf("%8" NAG_IFMT "%16.6e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i - 1],

irow[i - 1], icol[i - 1]);
printf("\n");

/* Output details of the factorization */

printf(" Factorization \n n = %6" NAG_IFMT "\n", n);
printf(" nnz = %6" NAG_IFMT "\n", nnzc);
printf(" npivm = %6" NAG_IFMT "\n", npivm);

for (i = nnz + 1; i <= nnz + nnzc; ++i)
printf("%8" NAG_IFMT "%16.6e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i - 1],
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irow[i - 1], icol[i - 1]);

printf("\n i ipivp[i-1] ipivq[i-1] \n"); /* */

for (i = 1; i <= n; ++i)
printf("%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n", i, ipivp[i - 1],

ipivq[i - 1]);

END:
NAG_FREE(istr);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_sparse_nsym_fac (f11dac) Example Program Data
4 n
11 nnz
1 0.0 lfill, dtol
Nag_SparseNsym_CompletePiv pstrat
Nag_SparseNsym_UnModFact milu
1. 1 2
1. 1 3

-1. 2 1
2. 2 3
2. 2 4
3. 3 1

-2. 3 4
1. 4 1

-2. 4 2
1. 4 3
1. 4 4 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz

10.3 Program Results

nag_sparse_nsym_fac (f11dac) Example Program Results
Original Matrix
n = 4
nnz = 11

1 1.000000e+00 1 2
2 1.000000e+00 1 3
3 -1.000000e+00 2 1
4 2.000000e+00 2 3
5 2.000000e+00 2 4
6 3.000000e+00 3 1
7 -2.000000e+00 3 4
8 1.000000e+00 4 1
9 -2.000000e+00 4 2

10 1.000000e+00 4 3
11 1.000000e+00 4 4

Factorization
n = 4
nnz = 11
npivm = 0

12 1.000000e+00 1 1
13 1.000000e+00 1 3
14 3.333333e-01 2 2
15 -6.666667e-01 2 4
16 -3.333333e-01 3 2
17 5.000000e-01 3 3
18 6.666667e-01 3 4
19 -2.000000e+00 4 1
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20 3.333333e-01 4 2
21 1.500000e+00 4 3
22 -3.000000e+00 4 4

i ipivp[i-1] ipivq[i-1]
1 1 2
2 3 1
3 2 3
4 4 4
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NAG Library Function Document

nag_sparse_nsym_precon_ilu_solve (f11dbc)

1 Purpose

nag_sparse_nsym_precon_ilu_solve (f11dbc) solves a system of linear equations involving the
incomplete LU preconditioning matrix generated by nag_sparse_nsym_fac (f11dac).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_precon_ilu_solve (Nag_TransType trans, Integer n,
const double a[], Integer la, const Integer irow[],
const Integer icol[], const Integer ipivp[], const Integer ipivq[],
const Integer istr[], const Integer idiag[],
Nag_SparseNsym_CheckData check, const double y[], double x[],
NagError *fail)

3 Description

nag_sparse_nsym_precon_ilu_solve (f11dbc) solves a system of linear equations

Mx ¼ y; or MTx ¼ y;

according to the value of the argument trans, where the matrix M ¼ PLDUQ, corresponds to an
incomplete LU decomposition of a sparse matrix stored in coordinate storage (CS) format (see
Section 2.1.1 in the f11 Chapter Introduction), as generated by nag_sparse_nsym_fac (f11dac).

In the above decomposition L is a lower triangular sparse matrix with unit diagonal elements, D is a
diagonal matrix, U is an upper triangular sparse matrix with unit diagonal elements and, P and Q are
permutation matrices. L, D and U are supplied to nag_sparse_nsym_precon_ilu_solve (f11dbc) through
the matrix

C ¼ LþD�1 þ U � 2I

which is an n by n sparse matrix, stored in CS format, as returned by nag_sparse_nsym_fac (f11dac).
The permutation matrices P and Q are returned from nag_sparse_nsym_fac (f11dac) via the arrays
ipivp and ipivq.

It is envisaged that a common use of nag_sparse_nsym_precon_ilu_solve (f11dbc) will be to carry out
the preconditioning step required in the application of nag_sparse_nsym_basic_solver (f11bec) to sparse
linear systems. nag_sparse_nsym_precon_ilu_solve (f11dbc) is used for this purpose by the Black Box
function nag_sparse_nsym_fac_sol (f11dcc).

nag_sparse_nsym_precon_ilu_solve (f11dbc) may also be used in combination with nag_sparse_nsym_
fac (f11dac) to solve a sparse system of linear equations directly (see Section 9.5 in
nag_sparse_nsym_fac (f11dac)). This use of nag_sparse_nsym_precon_ilu_solve (f11dbc) is demon-
strated in Section 10.

4 References

None.
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5 Arguments

1: trans – Nag_TransType Input

On entry: specifies whether or not the matrix M is transposed.

trans ¼ Nag NoTrans
Mx ¼ y is solved.

trans ¼ Nag Trans
MTx ¼ y is solved.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

2: n – Integer Input

On entry: n, the order of the matrix M. This must be the same value as was supplied in the
preceding call to nag_sparse_nsym_fac (f11dac).

Constraint: n 	 1.

3: a½la� – const double Input

On entry: the values returned in the array a by a previous call to nag_sparse_nsym_fac (f11dac).

4: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. This must be the same value returned by
the preceding call to nag_sparse_nsym_fac (f11dac).

5: irow½la� – const Integer Input
6: icol½la� – const Integer Input
7: ipivp½n� – const Integer Input
8: ipivq½n� – const Integer Input
9: istr½nþ 1� – const Integer Input
10: idiag½n� – const Integer Input

On entry: the values returned in arrays irow, icol, ipivp, ipivq, istr and idiag by a previous call
to nag_sparse_nsym_fac (f11dac).

11: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS representation of the matrix M should be checked.

check ¼ Nag SparseNsym Check
Checks are carried on the values of n, irow, icol, ipivp, ipivq, istr and idiag.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

12: y½n� – const double Input

On entry: the right-hand side vector y.

13: x½n� – double Output

On exit: the solution vector x.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i, and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

NE_INVALID_CS_PRECOND

On entry, idiag½i� 1� appears to be incorrect: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

On entry, istr appears to be invalid.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

On entry, istr½i� 1� is inconsistent with irow: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

NE_INVALID_ROWCOL_PIVOT

On entry, i ¼ valueh i, ipivp½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: ipivp½i� 1� 	 1 and ipivp½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

On entry, i ¼ valueh i, ipivq½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: ipivq½i� 1� 	 1 and ipivq½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).
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On entry, ipivp½i� 1� is a repeated value: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

On entry, ipivq½i� 1� is a repeated value: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

On entry, the location (irow½i� 1�; icol½i� 1�) is a duplicate: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_ilu_solve (f11dbc) and nag_sparse_nsym_fac (f11dac).

7 Accuracy

If trans ¼ Nag NoTrans the computed solution x is the exact solution of a perturbed system of
equations M þ �Mð Þx ¼ y, where

�Mj j � c nð Þ�P Lj j Dj j Uj jQ;

c nð Þ is a modest linear function of n, and � is the machine precision. An equivalent result holds when
trans ¼ Nag Trans.

8 Parallelism and Performance

nag_sparse_nsym_precon_ilu_solve (f11dbc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nsym_precon_ilu_solve (f11dbc) is proportional to the value of
nnzc returned from nag_sparse_nsym_fac (f11dac).

9.2 Use of check

It is expected that a common use of nag_sparse_nsym_precon_ilu_solve (f11dbc) will be to carry out
the preconditioning step required in the application of nag_sparse_nsym_basic_solver (f11bec) to sparse
linear systems. In this situation nag_sparse_nsym_precon_ilu_solve (f11dbc) is likely to be called many
times with the same matrix M. In the interests of both reliability and efficiency, you are recommended
to set check ¼ Nag SparseNsym Check for the first of such calls, and for all subsequent calls set
check ¼ Nag SparseNsym NoCheck.

10 Example

This example reads in a sparse nonsymmetric matrix A and a vector y. It then calls
nag_sparse_nsym_fac (f11dac), with lfill ¼ �1 and dtol ¼ 0:0, to compute the complete LU
decomposition

A ¼ PLDUQ:

Finally it calls nag_sparse_nsym_precon_ilu_solve (f11dbc) to solve the system
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PLDUQx ¼ y:

10.1 Program Text

/* nag_sparse_nsym_precon_ilu_solve (f11dbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dtol;
Integer i, la, lfill, n, nnz, nnzc, npivm;
/* Arrays */
double *a = 0, *x = 0, *y = 0;
Integer *icol = 0, *idiag = 0, *ipivp = 0, *ipivq = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
Nag_SparseNsym_CheckData check;
Nag_TransType trans;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nsym_precon_ilu_solve (f11dbc) Example Program Results");
printf("\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 2 * nnz;
if (!(a = NAG_ALLOC((la), double)) ||

!(x = NAG_ALLOC((n), double)) ||
!(y = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((la), Integer)) ||
!(idiag = NAG_ALLOC((n), Integer)) ||
!(ipivp = NAG_ALLOC((n), Integer)) ||
!(ipivq = NAG_ALLOC((n), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the nonzero elements of the matrix a */
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for (i = 0; i < nnz; i++)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &a[i], &irow[i],
&icol[i]);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &a[i], &irow[i], &icol[i]);

#endif
/* Read the vector y */

#ifdef _WIN32
for (i = 0; i < n; i++)

scanf_s("%lf", &y[i]);
#else

for (i = 0; i < n; i++)
scanf("%lf", &y[i]);

#endif

/* Calculate LU factorization */
lfill = -1;
dtol = 0.0;
pstrat = Nag_SparseNsym_CompletePiv;
milu = Nag_SparseNsym_UnModFact;
/* nag_sparse_nsym_fac (f11dac).
* Incomplete LU factorization (nonsymmetric)
*/

nag_sparse_nsym_fac(n, nnz, &a, &la, &irow, &icol, lfill, dtol, pstrat,
milu, ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_fac (f11dac)\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Check value of npivm */
if (npivm > 0) {

printf("Factorization is not complete \n");
goto END;

}
/* Solve P L D U x = y */
check = Nag_SparseNsym_Check;
trans = Nag_NoTrans;
/* nag_sparse_nsym_precon_ilu_solve (f11dbc)
* Solution of linear system involving incomplete LU preconditioning matrix
*/

nag_sparse_nsym_precon_ilu_solve(trans, n, a, la, irow, icol, ipivp, ipivq,
istr, idiag, check, y, x, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_precon_ilu_solve (f11dbc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
/* Output results */
printf(" Solution of linear system \n");
for (i = 0; i < n; i++)

printf("%16.4e\n", x[i]);
END:

NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}
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10.2 Program Data

nag_sparse_nsym_precon_ilu_solve (f11dbc) Example Program Data
4 : n

11 : nnz
1. 1 2
1. 1 3

-1. 2 1
2. 2 3
2. 2 4
3. 3 1

-2. 3 4
1. 4 1

-2. 4 2
1. 4 3
1. 4 4 : a[i], irow[i], icol[i], i=0,...,nnz-1
5.0 13.0 -5.0 4.0 : y[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nsym_precon_ilu_solve (f11dbc) Example Program Results

Solution of linear system
1.0000e+00
2.0000e+00
3.0000e+00
4.0000e+00
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NAG Library Function Document

nag_sparse_nsym_fac_sol (f11dcc)

1 Purpose

nag_sparse_nsym_fac_sol (f11dcc) solves a real sparse nonsymmetric system of linear equations,
represented in coordinate storage format, using a restarted generalized minimal residual (RGMRES),
conjugate gradient squared (CGS), or stabilized bi-conjugate gradient (Bi-CGSTAB) method, with
incomplete LU preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_fac_sol (Nag_SparseNsym_Method method, Integer n,
Integer nnz, const double a[], Integer la, const Integer irow[],
const Integer icol[], const Integer ipivp[], const Integer ipivq[],
const Integer istr[], const Integer idiag[], const double b[],
Integer m, double tol, Integer maxitn, double x[], double *rnorm,
Integer *itn, Nag_Sparse_Comm *comm, NagError *fail)

3 Description

nag_sparse_nsym_fac_sol (f11dcc) solves a real sparse nonsymmetric linear system of equations:

Ax ¼ b;

using a preconditioned RGMRES (see Saad and Schultz (1986)), CGS (see Sonneveld (1989)), or Bi-
CGSTAB ‘ð Þ method (see Van der Vorst (1989), Sleijpen and Fokkema (1993)).

nag_sparse_nsym_fac_sol (f11dcc) uses the incomplete LU factorization determined by nag_sparse_n
sym_fac (f11dac) as the preconditioning matrix. A call to nag_sparse_nsym_fac_sol (f11dcc) must
always be preceded by a call to nag_sparse_nsym_fac (f11dac). Alternative preconditioners for the
same storage scheme are available by calling nag_sparse_nsym_sol (f11dec).

The matrix A, and the preconditioning matrix M, are represented in coordinate storage (CS) format (see
the f11 Chapter Introduction) in the arrays a, irow and icol, as returned from nag_sparse_nsym_fac
(f11dac). The array a holds the nonzero entries in these matrices, while irow and icol hold the
corresponding row and column indices.

4 References

Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869

Salvini S A and Shaw G J (1996) An evaluation of new NAG Library solvers for large sparse
unsymmetric linear systems NAG Technical Report TR2/96

Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32

Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644
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5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
The restarted generalized minimum residual method is used.

method ¼ Nag SparseNsym CGS
The conjugate gradient squared method is used.

method ¼ Nag SparseNsym BiCGSTAB
Then the bi-conjugate gradient stabilised ‘ð Þ method is used.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS o r
Nag SparseNsym BiCGSTAB.

2: n – Integer Input

On entry: the order of the matrix A. This must be the same value as was supplied in the
preceding call to nag_sparse_nsym_fac (f11dac).

Constraint: n 	 1.

3: nnz – Integer Input

On entry: the number of nonzero-elements in the matrix A. This must be the same value as was
supplied in the preceding call to nag_sparse_nsym_fac (f11dac).

Constraint: 1 � nnz � n2.

4: a½la� – const double Input

On entry: the values returned in the array a by a previous call to nag_sparse_nsym_fac (f11dac).

5: la – Integer Input

On entry: the second dimension of the arrays a, irow and icol.This must be the same value as
returned by a previous call to nag_sparse_nsym_fac (f11dac).

Constraint: la 	 2� nnz.

6: irow½la� – const Integer Input
7: icol½la� – const Integer Input
8: ipivp½n� – const Integer Input
9: ipivq½n� – const Integer Input
10: istr½nþ 1� – const Integer Input
11: idiag½n� – const Integer Input

On entry: the values returned in the arrays irow, icol, ipivp, ipivq, istr and idiag by a previous
call to nag_sparse_nsym_fac (f11dac).

12: b½n� – const double Input

On entry: the right-hand side vector b.

13: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension of the restart subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ð Þ of the polynomial Bi-CGSTAB
method otherwise, m is not referenced.
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Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

14: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if:

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

; �ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

; �ð Þ is used.

Constraint: tol < 1:0.

15: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

16: x½n� – double Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

17: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

18: itn – Integer * Output

On exit: the number of iterations carried out.

19: comm – Nag_Sparse_Comm * Input/Output

On entry/exit: a pointer to a structure of type Nag_Sparse_Comm whose members are used by
the iterative solver.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, la ¼ valueh i while nnz ¼ valueh i. These arguments must satisfy la 	 2� nnz.

NE_ACC_LIMIT

The required accuracy could not be obtained. However, a reasonable accuracy has been obtained
and further iterations cannot improve the result.

You should check the output value of rnorm for acceptability. This error code usually implies
that your problem has been fully and satisfactorily solved to within, or close to, the accuracy
available on your system. Further iterations are unlikely to improve on this situation.
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NE_ALG_FAIL

Algorithmic breakdown. A solution is returned, although it is possible that it is completely
inaccurate.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

NE_INT_2

On entry, m ¼ valueh i, min n; 10ð Þ ¼ valueh i.
Constraint: 0 < m � min n; 10ð Þ when method ¼ Nag SparseNsym BiCGSTAB.

On entry, m ¼ valueh i, min n; 50ð Þ ¼ valueh i.
Constraint: 0 < m � min n; 50ð Þ when method ¼ Nag SparseNsym RGMRES.

On entry, nnz ¼ valueh i, n ¼ valueh i.
Constraint: 1 � nnz � n2.

NE_INT_ARG_LT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INVALID_CS

On entry, the CS representation of A is invalid. Check that the call to nag_sparse_nsym_fac_sol
(f11dcc) has been preceded by a valid call to nag_sparse_nsym_fac (f11dac), and that the arrays
a, irow and icol have not been corrupted between the two calls.

NE_INVALID_CS_PRECOND

On entry, the CS representation of the preconditioning matrix M is invalid. Check that the call to
nag_sparse_nsym_fac_sol (f11dcc) has been preceded by a valid call to nag_sparse_nsym_fac
(f11dac), and that the arrays a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted
between the two calls.

NE_NOT_REQ_ACC

The required accuracy has not been obtained in maxitn iterations.

NE_REAL_ARG_GE

On entry, tol must not be greater than or equal to 1.0: tol ¼ valueh i.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_nsym_fac_sol (f11dcc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_sparse_nsym_fac_sol (f11dcc) for each iteration is roughly proportional to the
value of nnzc returned from the preceding call to nag_sparse_nsym_fac (f11dac).

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a priori,
as it can depend dramatically on the conditioning and spectrum of the preconditioned coefficient matrix,
�A ¼M�1A.

Some illustrations of the application of nag_sparse_nsym_fac_sol (f11dcc) to linear systems arising
from the discretization of two-dimensional elliptic partial differential equations, and to random-valued
randomly structured linear systems, can be found in Salvini and Shaw (1996).

10 Example

This example program solves a sparse linear system of equations using the CGS method, with
incomplete LU preconditioning.

10.1 Program Text

/* nag_sparse_nsym_fac_solve (f11dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nagf11.h>

int main(void)
{

double dtol;
double *a = 0, *b = 0;
double *x = 0;
double rnorm;
double tol;
Integer exit_status = 0;
Integer *irow, *icol;
Integer *istr = 0, *idiag, *ipivp = 0, *ipivq = 0;
Integer i, m, n, nnzc;
Integer lfill, npivm;
Integer maxitn;
Integer itn;
Integer nnz;
Integer num;
char nag_enum_arg[40];
Nag_SparseNsym_Method method;
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
Nag_Sparse_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nsym_fac_sol (f11dcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

#else
scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

pstrat = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

milu = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);

#else
scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);

#endif

/* Read the matrix a */

num = 2 * nnz;
istr = NAG_ALLOC(n + 1, Integer);
idiag = NAG_ALLOC(n, Integer);
ipivp = NAG_ALLOC(n, Integer);
ipivq = NAG_ALLOC(n, Integer);
x = NAG_ALLOC(n, double);
b = NAG_ALLOC(n, double);
a = NAG_ALLOC(num, double);
irow = NAG_ALLOC(num, Integer);
icol = NAG_ALLOC(num, Integer);
if (!istr || !idiag || !ipivp || !ipivq || !irow || !icol || !a || !x || !b) {

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nnz; ++i)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],

&icol[i - 1]);
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#endif

/* Read right-hand side vector b and initial approximate solution x */

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &b[i - 1]);
#else

scanf("%lf", &b[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Calculate incomplete LU factorization */

/* nag_sparse_nsym_fac (f11dac).
* Incomplete LU factorization (nonsymmetric)
*/

nag_sparse_nsym_fac(n, nnz, &a, &num, &irow, &icol, lfill, dtol, pstrat,
milu, ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_fac (f11dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_sparse_nsym_fac_sol (f11dcc).
* Solver with incomplete LU preconditioning (nonsymmetric)
*/

/* Solve Ax = b using nag_sparse_nsym_fac_sol (f11dcc) */
nag_sparse_nsym_fac_sol(method, n, nnz, a, num, irow, icol, ipivp, ipivq,

istr, idiag, b, m, tol, maxitn, x, &rnorm, &itn,
&comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_fac_sol (f11dcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("%s%10" NAG_IFMT "%s\n", "Converged in", itn, " iterations");
printf("%s%16.3e\n", "Final residual norm =", rnorm);

/* Output x */

printf(" x\n");
for (i = 1; i <= n; ++i)

printf(" %16.6e\n", x[i - 1]);

END:
NAG_FREE(istr);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(icol);
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NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_sparse_nsym_fac_sol (f11dcc) Example Program Data
8 n
24 nnz
Nag_SparseNsym_CGS method
0 0.0 lfill, dtol
Nag_SparseNsym_CompletePiv pstrat
Nag_SparseNsym_UnModFact milu
4 1.0e-10 100 m, tol, maxitn
2. 1 1

-1. 1 4
1. 1 8
4. 2 1

-3. 2 2
2. 2 5

-7. 3 3
2. 3 6
3. 4 1

-4. 4 3
5. 4 4
5. 4 7

-1. 5 2
8. 5 5

-3. 5 7
-6. 6 1
5. 6 3
2. 6 6

-5. 7 3
-1. 7 5
6. 7 7

-1. 8 2
2. 8 6
3. 8 8 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz
6. 8. -9. 46.

17. 21. 22. 34. b[i-1], i=1,...,n
0. 0. 0. 0.
0. 0. 0. 0. x[i-1], i=1,...,n

10.3 Program Results

nag_sparse_nsym_fac_sol (f11dcc) Example Program Results
Converged in 4 iterations
Final residual norm = 2.132e-14

x
1.000000e-00
2.000000e+00
3.000000e+00
4.000000e+00
5.000000e+00
6.000000e+00
7.000000e+00
8.000000e+00
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NAG Library Function Document

nag_sparse_nsym_precon_ssor_solve (f11ddc)

1 Purpose

nag_sparse_nsym_precon_ssor_solve (f11ddc) solves a system of linear equations involving the
preconditioning matrix corresponding to SSOR applied to a real sparse nonsymmetric matrix,
represented in coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_precon_ssor_solve (Nag_TransType trans, Integer n,
Integer nnz, const double a[], const Integer irow[],
const Integer icol[], const double rdiag[], double omega,
Nag_SparseNsym_CheckData check, const double y[], double x[],
NagError *fail)

3 Description

nag_sparse_nsym_precon_ssor_solve (f11ddc) solves a system of linear equations

Mx ¼ y; or MTx ¼ y;

according to the value of the argument trans, where the matrix

M ¼ 1

! 2� !ð Þ Dþ !Lð ÞD�1 Dþ !Uð Þ

corresponds to symmetric successive-over-relaxation (SSOR) (see Young (1971)) applied to a linear
system Ax ¼ b, where A is a real sparse nonsymmetric matrix stored in coordinate storage (CS) format
(see Section 2.1.1 in the f11 Chapter Introduction).

In the definition of M given above D is the diagonal part of A, L is the strictly lower triangular part of
A, U is the strictly upper triangular part of A, and ! is a user-defined relaxation parameter.

It is envisaged that a common use of nag_sparse_nsym_precon_ssor_solve (f11ddc) will be to carry out
the preconditioning step required in the application of nag_sparse_nsym_basic_solver (f11bec) to sparse
linear systems. For an illustration of this use of nag_sparse_nsym_precon_ssor_solve (f11ddc) see the
example program given in Section 10. nag_sparse_nsym_precon_ssor_solve (f11ddc) is also used for
this purpose by the Black Box function nag_sparse_nsym_sol (f11dec).

4 References

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York

5 Arguments

1: trans – Nag_TransType Input

On entry: specifies whether or not the matrix M is transposed.

trans ¼ Nag NoTrans
Mx ¼ y is solved.
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trans ¼ Nag Trans
MTx ¼ y is solved.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

3: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

4: a½nnz� – const double Input

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nsym_sort (f11zac) may be used to order the
elements in this way.

5: irow½nnz� – const Integer Input
6: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_nsym_sort (f11zac)):

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

7: rdiag½n� – const double Input

On entry: the elements of the diagonal matrix D�1, where D is the diagonal part of A.

8: omega – double Input

On entry: the relaxation parameter !.

Constraint: 0:0 < omega < 2:0.

9: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS representation of the matrix M should be checked.

check ¼ Nag SparseNsym Check
Checks are carried on the values of n, nnz, irow, icol and omega.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

10: y½n� – const double Input

On entry: the right-hand side vector y.

f11ddc NAG Library Manual

f11ddc.2 Mark 26



11: x½n� – double Output

On exit: the solution vector x.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: 1 � nnz � n2.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nnz � n2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0.
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NE_ZERO_DIAG_ELEM

The matrix A has no diagonal entry in row valueh i.

7 Accuracy

If trans ¼ Nag NoTrans the computed solution x is the exact solution of a perturbed system of
equations M þ �Mð Þx ¼ y, where

�Mj j � c nð Þ� Dþ !Lj j D�1
		 		 Dþ !Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. An equivalent result holds when
trans ¼ Nag Trans.

8 Parallelism and Performance

nag_sparse_nsym_precon_ssor_solve (f11ddc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nsym_precon_ssor_solve (f11ddc) is proportional to nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_nsym_precon_ssor_solve (f11ddc) will be to carry out
the preconditioning step required in the application of nag_sparse_nsym_basic_solver (f11bec) to sparse
linear systems. In this situation nag_sparse_nsym_precon_ssor_solve (f11ddc) is likely to be called
many times with the same matrix M. In the interests of both reliability and efficiency, you are
recommended to set check ¼ Nag SparseNsym Check for the first of such calls, and for all subsequent
calls set check ¼ Nag SparseNsym NoCheck.

10 Example

This example solves a sparse linear system of equations:

Ax ¼ b;

using RGMRES with SSOR preconditioning.

The RGMRES algorithm itself is implemented by the reverse communication function nag_sparse_n
sym_basic_solver (f11bec), which returns repeatedly to the calling program with various values of the
argument irevcm. This argument indicates the action to be taken by the calling program.

If irevcm ¼ 1, a matrix-vector product v ¼ Au is required. This is implemented by a call to
nag_sparse_nsym_matvec (f11xac).

If irevcm ¼ �1, a transposed matrix-vector product v ¼ ATu is required in the estimation of the
norm of A. This is implemented by a call to nag_sparse_nsym_matvec (f11xac).

If irevcm ¼ 2, a solution of the preconditioning equation Mv ¼ u is required. This is achieved
by a call to nag_sparse_nsym_precon_ssor_solve (f11ddc).

If irevcm ¼ 4, nag_sparse_nsym_basic_solver (f11bec) has completed its tasks. Either the
iteration has terminated, or an error condition has arisen.

For further details see the function document for nag_sparse_nsym_basic_solver (f11bec).
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10.1 Program Text

/* nag_sparse_nsym_precon_ssor_solve (f11ddc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, omega, sigmax, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, la, liwork,

lwneed, lwork, m, maxitn, monit, n, nnz;
/* Arrays */
char nag_enum_arg[100];
double *a = 0, *b = 0, *rdiag = 0, *wgt = 0, *work = 0, *x = 0;
Integer *icol = 0, *irow = 0, *iwork = 0;
/* NAG types */
Nag_SparseNsym_CheckData ckdd, ckxa;
Nag_NormType norm;
Nag_SparseNsym_PrecType precon;
Nag_TransType trans;
Nag_SparseNsym_Weight weight;
Nag_SparseNsym_Method method;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_nsym_precon_ssor_solve (f11ddc) Example Program Results");
printf("\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 3 * nnz;
lwork = MAX(n * (m + 3) + m * (m + 5) + 101, 7 * n + 100);
liwork = 2 * n + 1;
if (!(a = NAG_ALLOC((la), double)) ||

!(b = NAG_ALLOC((n), double)) ||
!(rdiag = NAG_ALLOC((n), double)) ||
!(wgt = NAG_ALLOC((n), double)) ||
!(work = NAG_ALLOC((lwork), double)) ||
!(x = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((la), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(iwork = NAG_ALLOC((liwork), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
/* Read or initialize the parameters for the iterative solver */

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n]", &iterm);

#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &anorm, &sigmax);
#else

scanf("%lf%lf%*[^\n]", &anorm, &sigmax);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &omega);
#else

scanf("%lf%*[^\n]", &omega);
#endif

/* Read the nonzero elements of the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &a[i], &irow[i], &icol[i]);
#endif

/* Read right-hand side vector b and initial approximate solution x */
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%lf", &b[i]);

#else
for (i = 0; i < n; i++)

scanf("%lf", &b[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32
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for (i = 0; i < n; i++)
scanf_s("%lf", &x[i]);

#else
for (i = 0; i < n; i++)

scanf("%lf", &x[i]);
#endif

weight = Nag_SparseNsym_UnWeighted;
monit = 0;
/* Call to initialize the solver
* nag_sparse_nsym_basic_setup (f11bdc)
* Real sparse nonsymmetric linear systems, setup routine
*/

nag_sparse_nsym_basic_setup(method, precon, norm, weight, iterm, n, m, tol,
maxitn, anorm, sigmax, monit, &lwneed, work,
lwork, &fail);

/* Calculate reciprocal diagonal matrix elements if necessary */
if (precon == Nag_SparseNsym_Prec) {

for (i = 0; i < n; i++)
iwork[i] = 0;

for (i = 0; i < nnz; i++) {
if (irow[i] == icol[i]) {

iwork[irow[i] - 1]++;
if (a[i] == 0.0) {

printf("Matrix has a zero diagonal element \n");
goto END;

}
rdiag[(irow[i] - 1)] = 1.0 / a[i];

}
}
for (i = 0; i < n; i++) {

if (iwork[i] == 0) {
printf("Matrix has a missing diagonal element \n");
goto END;

}
if (iwork[i] >= 2) {

printf("Matrix has a multiple diagonal element \n");
goto END;

}
}

}
/* call solver repeatedly to solve the equations */
irevcm = 0;
ckxa = Nag_SparseNsym_Check;
ckdd = Nag_SparseNsym_Check;
while (irevcm != 4) {

/* nag_sparse_nsym_basic_solver (f11bec)
* Real sparse nonsymmetric linear systems, solver routine
* preconditioned RGMRES, CGS, Bi-CGSTAB or TFQMR method
*/

nag_sparse_nsym_basic_solver(&irevcm, x, b, wgt, work, lwork, &fail);
switch (irevcm) {
case 1:

/* Compute matrix-vector product using
* nag_sparse_nsym_matvec (f11xac)
* Real sparse nonsymmetric matrix vector multiply
*/

trans = Nag_NoTrans;
nag_sparse_nsym_matvec(trans, n, nnz, a, irow, icol, ckxa, x, b,

&fail1);
ckxa = Nag_SparseNsym_NoCheck;
break;

case -1:
/* Compute transposed matrix-vector product */
trans = Nag_Trans;
nag_sparse_nsym_matvec(trans, n, nnz, a, irow, icol, ckxa, x, b,

&fail1);
ckxa = Nag_SparseNsym_NoCheck;
break;

case 2:
/* SSOR preconditioning using
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* nag_sparse_nsym_precon_ssor_solve (f11ddc)
* Solution of linear system involving preconditioning matrix generated
* by applying SSOR to real sparse nonsymmetric matrix
*/

trans = Nag_NoTrans;
nag_sparse_nsym_precon_ssor_solve(trans, n, nnz, a, irow, icol, rdiag,

omega, ckdd, x, b, &fail1);
ckdd = Nag_SparseNsym_NoCheck;
break;

}
if (fail1.code != NE_NOERROR)

irevcm = 6;
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nsym_basic_solver (f11bec)\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* nag_sparse_nsym_basic_diagnostic (f11bfc)
* Real sparse nonsymmetric linear systems, diagnostic
*/

nag_sparse_nsym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,
work, lwork, &fail);

printf(" Converged in %11" NAG_IFMT " iterations\n", itn);
printf(" Matrix norm = %9.3e\n", anorm);
printf(" Final residual norm = %9.3e\n\n", stplhs);
/* Output x */
printf(" Solution of linear system\n");
for (i = 0; i < n; i++)

printf("%16.4e\n", x[i]);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(rdiag);
NAG_FREE(wgt);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(icol);
NAG_FREE(irow);
NAG_FREE(iwork);
return exit_status;

}

10.2 Program Data

nag_sparse_nsym_precon_ssor_solve (f11ddc) Example Program Data
5 2 : n, m

16 : nnz
Nag_SparseNsym_RGMRES : method
Nag_SparseNsym_Prec : precon
Nag_InfNorm : norm

1 : iterm
1.e-10 1000 : tol, maxitn
0.0 0.0 : anorm, sigmax
1.1 : omega
2. 1 1
1. 1 2

-1. 1 4
-3. 2 2
-2. 2 3
1. 2 5
1. 3 1
5. 3 3
3. 3 4
1. 3 5

-2. 4 1
-3. 4 4
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-1. 4 5
4. 5 2

-2. 5 3
-6. 5 5 : a[i], irow[i], icol[i], i=0,...,nnz-1
0. -7. 33. -19. -28. : b[i], i=0,...,n-1
0. 0. 0. 0. 0. : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nsym_precon_ssor_solve (f11ddc) Example Program Results

Converged in 12 iterations
Matrix norm = 1.200e+01
Final residual norm = 3.841e-09

Solution of linear system
1.0000e+00
2.0000e+00
3.0000e+00
4.0000e+00
5.0000e+00
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NAG Library Function Document

nag_sparse_nsym_sol (f11dec)

1 Purpose

nag_sparse_nsym_sol (f11dec) solves a real sparse nonsymmetric system of linear equations,
represented in coordinate storage format, using a restarted generalized minimal residual (RGMRES),
conjugate gradient squared (CGS), or stabilized bi-conjugate gradient (Bi-CGSTAB) method, without
preconditioning, with Jacobi, or with SSOR preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_sol (Nag_SparseNsym_Method method,
Nag_SparseNsym_PrecType precon, Integer n, Integer nnz,
const double a[], const Integer irow[], const Integer icol[],
double omega, const double b[], Integer m, double tol, Integer maxitn,
double x[], double *rnorm, Integer *itn, Nag_Sparse_Comm *comm,
NagError *fail)

3 Description

nag_sparse_nsym_sol (f11dec) solves a real sparse nonsymmetric system of linear equations:

Ax ¼ b;

using an RGMRES (see Saad and Schultz (1986)), CGS (see Sonneveld (1989)), or Bi-CGSTAB ‘ð Þ
method (see Van der Vorst (1989), Sleijpen and Fokkema (1993)).

The function allows the following choices for the preconditioner:

no preconditioning;

Jacobi preconditioning (see Young (1971));

symmetric successive-over-relaxation (SSOR) preconditioning (see Young (1971)).

For incomplete LU (ILU) preconditioning see nag_sparse_nsym_fac_sol (f11dcc).

The matrix A is represented in coordinate storage (CS) format (see the f11 Chapter Introduction) in the
arrays a, irow and icol. The array a holds the nonzero entries in the matrix, while irow and icol hold
the corresponding row and column indices.

4 References

Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869

Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32

Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York
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5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
The restarted generalized minimum residual method is used.

method ¼ Nag SparseNsym CGS
The conjugate gradient squared method is used.

method ¼ Nag SparseNsym BiCGSTAB
The bi-conjugate gradient stabilised ‘ð Þ method is used.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS o r
Nag SparseNsym BiCGSTAB.

2: precon – Nag_SparseNsym_PrecType Input

On entry: specifies the type of preconditioning to be used.

precon ¼ Nag SparseNsym NoPrec
No preconditioning.

precon ¼ Nag SparseNsym SSORPrec
Symmetric successive-over-relaxation.

precon ¼ Nag SparseNsym JacPrec
Jacobi.

C o n s t r a i n t : precon ¼ Nag SparseNsym NoPrec, Nag SparseNsym SSORPrec o r
Nag SparseNsym JacPrec.

3: n – Integer Input

On entry: the order of the matrix A.

Constraint: n 	 1.

4: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

5: a½nnz� – const double Input

On entry: the nonzero elements of the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nsym_sort (f11zac) may be used to order the
elements in this way.

6: irow½nnz� – const Integer Input
7: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_nsym_sort (f11zac)):;
1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ;nnz� 1.
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8: omega – double Input

On entry: if precon ¼ Nag SparseNsym SSORPrec, omega is the relaxation argument ! to be
used in the SSOR method. Otherwise omega need not be initialized and is not referenced.

Constraint: 0:0 < omega < 2:0.

9: b½n� – const double Input

On entry: the right-hand side vector b.

10: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension of the restart subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method; otherwise m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

11: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if:

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

; �ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�; ; ;

ffiffiffi
n
p

; �ð Þ is used.

Constraint: tol < 1:0.

12: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

13: x½n� – double Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

14: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

15: itn – Integer * Output

On exit: the number of iterations carried out.

16: comm – Nag_Sparse_Comm * Input/Output

On entry/exit: a pointer to a structure of type Nag_Sparse_Comm whose members are used by
the iterative solver.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ACC_LIMIT

The required accuracy could not be obtained. However, a reasonable accuracy has been obtained
and further iterations cannot improve the result.

You should check the output value of rnorm for acceptability. This error code usually implies
that your problem has been fully and satisfactorily solved to within or close to the accuracy
available on your system. Further iterations are unlikely to improve on this situation.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

On entry, argument precon had an illegal value.

NE_INT_2

On entry, m ¼ valueh i, min n; 10ð Þ ¼ valueh i.
Constraint: 0 < m � min n; 10ð Þ when method ¼ Nag SparseNsym BiCGSTAB.

On entry, m ¼ valueh i, min n; 50ð Þ ¼ valueh i.
Constraint: 0 < m � min n; 50ð Þ when method ¼ Nag SparseNsym RGMRES.

On entry, nnz ¼ valueh i, n ¼ valueh i.
Constraint: 1 � nnz � n2.

NE_INT_ARG_LT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NONSYMM_MATRIX_DUP

A nonzero matrix element has been supplied which does not lie within the matrix A, is out of
order or has duplicate row and column indices, i.e., one or more of the following constraints has
been violated:

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

irow½i� 1� < irow½i�, or
irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for i ¼ 1; 2; . . . ; nnz� 1.

Call nag_sparse_nsym_sort (f11zac) to reorder and sum or remove duplicates.

NE_NOT_REQ_ACC

The required accuracy has not been obtained in maxitn iterations.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0 when precon ¼ Nag SparseNsym SSORPrec.
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NE_REAL_ARG_GE

On entry, tol must not be greater than or equal to 1: tol ¼ valueh i.

NE_ZERO_DIAGONAL_ELEM

On entry, the matrix a has a zero diagonal element. Jacobi and SSOR preconditioners are not
appropriate for this problem.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_nsym_sol (f11dec) is not threaded in any implementation.

9 Further Comments

The time taken by nag_sparse_nsym_sol (f11dec) for each iteration is roughly proportional to nnz.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a priori,
as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of the
coefficients �A ¼M�1A.

10 Example

This example program solves a sparse nonsymmetric system of equations using the RGMRES method,
with SSOR preconditioning.

10.1 Program Text

/* nag_sparse_nsym_sol (f11dec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nagf11.h>

int main(void)
{

double *a = 0, *b = 0, *x = 0;
double omega;
double rnorm;
double tol;
Integer exit_status = 0;
Integer *icol = 0, *irow = 0;
Integer i, m, n;
Integer maxitn, itn;
Integer nnz;
char nag_enum_arg[40];
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Nag_SparseNsym_Method method;
Nag_SparseNsym_PrecType precon;
Nag_Sparse_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nsym_sol (f11dec) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%*[^\n]", &omega);

#else
scanf("%lf%*[^\n]", &omega);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#endif

x = NAG_ALLOC(n, double);
b = NAG_ALLOC(n, double);
a = NAG_ALLOC(nnz, double);
irow = NAG_ALLOC(nnz, Integer);
icol = NAG_ALLOC(nnz, Integer);
if (!irow || !icol || !a || !x || !b) {

printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Read the matrix a */

for (i = 1; i <= nnz; ++i)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
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&icol[i - 1]);
#endif

/* Read right-hand side vector b and initial approximate solution x */

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &b[i - 1]);
#else

scanf("%lf", &b[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Solve Ax = b using nag_sparse_nsym_sol (f11dec) */

/* nag_sparse_nsym_sol (f11dec).
* Solver with no Jacobi/SSOR preconditioning (nonsymmetric)
*/

nag_sparse_nsym_sol(method, precon, n, nnz, a, irow, icol, omega, b, m, tol,
maxitn, x, &rnorm, &itn, &comm, &fail);

printf("%s%10" NAG_IFMT "%s\n", "Converged in", itn, " iterations");
printf("%s%16.3e\n", "Final residual norm =", rnorm);

/* Output x */
printf(" x\n");
for (i = 1; i <= n; ++i)

printf(" %16.6e\n", x[i - 1]);

END:
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_sparse_nsym_sol (f11dec) Example Program Data
5 n
16 nnz
Nag_SparseNsym_RGMRES Nag_SparseNsym_SSORPrec method, precon
1.05 omega
1 1.e-10 1000 m, tol, maxitn
2. 1 1
1. 1 2

-1. 1 4
-3. 2 2
-2. 2 3
1. 2 5
1. 3 1
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5. 3 3
3. 3 4
1. 3 5

-2. 4 1
-3. 4 4
-1. 4 5
4. 5 2

-2. 5 3
-6. 5 5 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz
0. -7. 33.

-19. -28. b[i-1], i=1,...,n
0. 0. 0.
0. 0. x[i-1], i=1,...,n

10.3 Program Results

nag_sparse_nsym_sol (f11dec) Example Program Results
Converged in 13 iterations
Final residual norm = 5.087e-09

x
1.000000e+00
2.000000e+00
3.000000e+00
4.000000e+00
5.000000e+00
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NAG Library Function Document

nag_sparse_nsym_precon_bdilu (f11dfc)

1 Purpose

nag_sparse_nsym_precon_bdilu (f11dfc) computes a block diagonal incomplete LU factorization of a
real sparse nonsymmetric matrix, represented in coordinate storage format. The diagonal blocks may be
composed of arbitrary rows and the corresponding columns, and may overlap. This factorization can be
used to provide a block Jacobi or additive Schwarz preconditioner, for use in combination with
nag_sparse_nsym_basic_solver (f11bec) or nag_sparse_nsym_precon_bdilu_solve (f11dgc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_precon_bdilu (Integer n, Integer nnz, double a[],
Integer la, Integer irow[], Integer icol[], Integer nb,
const Integer istb[], const Integer indb[], Integer lindb,
const Integer lfill[], const double dtol[],
const Nag_SparseNsym_Piv pstrat[], const Nag_SparseNsym_Fact milu[],
Integer ipivp[], Integer ipivq[], Integer istr[], Integer idiag[],
Integer *nnzc, Integer npivm[], NagError *fail)

3 Description

nag_sparse_nsym_precon_bdilu (f11dfc) computes an incomplete LU factorization (see Meijerink and
Van der Vorst (1977) and Meijerink and Van der Vorst (1981)) of the (possibly overlapping) diagonal
blocks Ab, for b ¼ 1; 2; . . . ; nb, of a real sparse nonsymmetric n by n matrix A. The factorization is
intended primarily for use as a block Jacobi or additive Schwarz preconditioner (see Saad (1996)), with
one of the iterative solvers nag_sparse_nsym_basic_solver (f11bec) and nag_sparse_nsym_precon_bdi
lu_solve (f11dgc).

The nb diagonal blocks need not consist of consecutive rows and columns of A, but may be composed
of arbitrarily indexed rows, and the corresponding columns, as defined in the arguments indb and istb.
Any given row or column index may appear in more than one diagonal block, resulting in overlap. Each
diagonal block Ab, for b ¼ 1; 2; . . . ; nb, is factorized as:

Ab ¼Mb þ Rb

where

Mb ¼ PbLbDbUbQb

and Lb is lower triangular with unit diagonal elements, Db is diagonal, Ub is upper triangular with unit
diagonals, Pb and Qb are permutation matrices, and Rb is a remainder matrix.

The amount of fill-in occurring in the factorization of block b can vary from zero to complete fill, and
can be controlled by specifying either the maximum level of fill lfill½b� 1�, or the drop tolerance
dtol½b� 1�.
The parameter pstrat½b� 1� defines the pivoting strategy to be used in block b. The options currently
available are no pivoting, user-defined pivoting, partial pivoting by columns for stability, and complete
pivoting by rows for sparsity and by columns for stability. The factorization may optionally be modified
to preserve the row-sums of the original block matrix.

The sparse matrix A is represented in coordinate storage (CS) format (see Section 2.1.1 in the f11
Chapter Introduction). The array a stores all the nonzero elements of the matrix A, while arrays irow
and icol store the corresponding row and column indices respectively. Multiple nonzero elements may
not be specified for the same row and column index.
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The preconditioning matrices Mb, for b ¼ 1; 2; . . . ; nb, are returned in terms of the CS representations
of the matrices

Cb ¼ Lb þD�1b þ Ub � 2I:

4 References

Meijerink J and Van der Vorst H (1977) An iterative solution method for linear systems of which the
coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162

Meijerink J and Van der Vorst H (1981) Guidelines for the usage of incomplete decompositions in
solving sets of linear equations as they occur in practical problems J. Comput. Phys. 44 134–155

Saad Y (1996) Iterative Methods for Sparse Linear Systems PWS Publishing Company, Boston, MA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

3: a½la� – double Input/Output

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nsym_sort (f11zac) may be used to order the
elements in this way.

On exit: the first nnz entries of a contain the nonzero elements of A and the next nnzc entries
contain the elements of the matrices Cb, for b ¼ 1; 2; . . . ;nb stored consecutively. Within each
block the matrix elements are ordered by increasing row index, and by increasing column index
within each row.

4: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. These arrays must be of sufficient size to
store both A (nnz elements) and C (nnzc elements).

Note: the minimum value for la is only appropriate if lfill and dtol are set such that minimal fill-
in occurs. If this is not the case then we recommend that la is set much larger than the minimum
value indicated in the constraint.

Constraint: la 	 2� nnz.

5: irow½la� – Integer Input/Output
6: icol½la� – Integer Input/Output

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_nsym_sort (f11zac)):

1 � irow½i � 1� � n and 1 � icol½i � 1� � n, for i ¼ 1; 2; . . . ; nnz;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz.
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On exit: the row and column indices of the nonzero elements returned in a.

7: nb – Integer Input

On entry: the number of diagonal blocks to factorize.

Constraint: 1 � nb � n.

8: istb½nbþ 1� – const Integer Input

On entry: istb½b� 1�, for b ¼ 1; 2; . . . ;nb, holds the indices in arrays indb, ipivp, ipivq and idiag
that, on successful exit from this function, define block b. Let rb denote the number of rows in
block b; then istb½b� ¼ istb½b� 1� þ rb, for b ¼ 1; 2; . . . ;nb. Thus, istb½nb� holds the sum of the
number of rows in all blocks plus istb½0�.
Constraint: istb½0� 	 1; istb½b� 1� < istb½b�, for b ¼ 1; 2; . . . ;nb.

9: indb½lindb� – const Integer Input

On entry: indb must hold the row indices appearing in each diagonal block, stored consecutively.
Thus the elements indb½kb � 1�, for kb ¼ istb½b� 1�; istb½b� 1� þ 1; . . . ; istb½b� � 2; istb½b� � 1,
are the row indices in the bth block, for b ¼ 1; 2; . . . ; nb.

Constraint: 1 � indb½m � 1� � n, for m ¼ istb½0�; istb½0� þ 1; . . . ; istb½nb� � 1.

10: lindb – Integer Input

On entry: the dimension of the arrays indb, ipivp, ipivq and idiag.

Constraint: lindb 	 istb½nb� � 1.

11: lfill½nb� – const Integer Input

On entry: if lfill½b� 1� 	 0 its value is the maximum level of fill allowed in the decomposition of
the block (see Section 9.2 in nag_sparse_nsym_fac (f11dac)). A negative value of lfill½b� 1�
indicates that dtol½b� 1� will be used to control the fill in the block instead.

12: dtol½nb� – const double Input

On entry: if lfill½b� 1� < 0 then dtol½b� 1� is used as a drop tolerance in the block to control the
fill-in (see Section 9.2 in nag_sparse_nsym_fac (f11dac)); otherwise dtol½b� 1� is not referenced.
Constraint: if lfill½b� 1� < 0, dtol½b� 1� 	 0:0, for b ¼ 1; 2; . . . ; nb.

13: pstrat½nb� – const Nag_SparseNsym_Piv Input

On entry: pstrat½b� 1�, for b ¼ 1; 2; . . . ; nb, specifies the pivoting strategy to be adopted in the
block as follows:

pstrat½b� 1� ¼ Nag SparseNsym NoPiv
No pivoting is carried out.

pstrat½b� 1� ¼ Nag SparseNsym UserPiv
Pivoting is carried out according to the user-defined input values of ipivp and ipivq.

pstrat½b� 1� ¼ Nag SparseNsym PartialPiv
Partial pivoting by columns for stability is carried out.

pstrat½b� 1� ¼ Nag SparseNsym CompletePiv
Complete pivoting by rows for sparsity, and by columns for stability, is carried out.

Suggested value: pstrat½b� 1� ¼ Nag SparseNsym CompletePiv, for b ¼ 1; 2; . . . ; nb.

C o n s t r a i n t : pstrat½b� 1� ¼ Nag SparseNsym NoPiv, Nag SparseNsym UserPiv,
Nag SparseNsym PartialPiv or Nag SparseNsym CompletePiv, for b ¼ 1; 2; . . . ; nb.
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14: milu½nb� – const Nag_SparseNsym_Fact Input

On entry: milu½b� 1�, for b ¼ 1; 2; . . . ; nb, indicates whether or not the factorization in the block
should be modified to preserve row-sums (see Section 9.4 in nag_sparse_nsym_fac (f11dac)).

milu½b� 1� ¼ Nag SparseNsym ModFact
The factorization is modified.

milu½b� 1� ¼ Nag SparseNsym UnModFact
The factorization is not modified.

Constraint: milu½b� 1� ¼ Nag SparseNsym ModFact or Nag SparseNsym UnModFact, for
b ¼ 1; 2; . . . ;nb.

15: ipivp½lindb� – Integer Input/Output
16: ipivq½lindb� – Integer Input/Output

On entry: if pstrat½b� 1� ¼ Nag SparseNsym UserPiv, then ipivp½istb½b� 1� þ k� 2� and
ipivq½istb½b� 1� þ k� 2� must specify the row and column indices of the element used as a
pivot at elimination stage k of the factorization of the block. Otherwise ipivp and ipivq need not
be initialized.

Constraint: if pstrat½b� 1� ¼ Nag SparseNsym UserPiv, the elements istb½b� 1� � 1 to
istb½b� � 2 of ipivp and ipivq must both hold valid permutations of the integers on
1; istb½b� � istb½b� 1�½ �.
On exit: the row and column indices of the pivot elements, arranged consecutively for each
block, as for indb. If ipivp½istb½b� 1� þ k� 2� ¼ i and ipivq½istb½b� 1� þ k� 2� ¼ j, then the
element in row i and column j of Ab was used as the pivot at elimination stage k.

17: istr½lindbþ 1� – Integer Output

On exit: istr½istb½b� 1� þ k � 2�, gives the index in the arrays a, irow and icol of row k of the
matrix Cb, for b ¼ 1; 2; . . . ; nb and k ¼ 1; 2; . . . ; istb½b� � istb½b� 1�.
istr½istb½nb� � 1� contains nnzþ nnzcþ 1.

18: idiag½lindb� – Integer Output

On exit: idiag½istb½b� 1� þ k � 2�, gives the index in the arrays a, irow and icol of the diagonal
element in row k of the matrix Cb, for b ¼ 1; 2; . . . ;nb and k ¼ 1; 2; . . . ; istb½b� � istb½b� 1�.

19: nnzc – Integer * Output

On exit: the sum total number of nonzero elements in the matrices Cb, for b ¼ 1; 2; . . . ; nb.

20: npivm½nb� – Integer Output

On exit: if npivm½b� 1� > 0 it gives the number of pivots which were modified during the
factorization to ensure that Mb exists.

If npivm½b� 1� ¼ �1 no pivot modifications were required, but a local restart occurred (see
Section 9.3 in nag_sparse_nsym_fac (f11dac)). The quality of the preconditioner will generally
depend on the returned values of npivm½b� 1�, for b ¼ 1; 2; . . . ;nb.

If npivm½b� 1� is large, for some block, the preconditioner may not be satisfactory. In this case it
may be advantageous to call nag_sparse_nsym_precon_bdilu (f11dfc) again with an increased
v a l u e o f lfill½b� 1�, a r e d u c e d v a l u e o f dtol½b� 1�, o r
pstrat½b� 1� ¼ Nag SparseNsym CompletePiv.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f11dfc NAG Library Manual

f11dfc.4 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, istb½0� ¼ valueh i.
Constraint: istb½0� 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.

On entry, nb ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nb � n.

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INT_3

On entry, lindb ¼ valueh i, istb½nb� � 1 ¼ valueh i and nb ¼ valueh i.
Constraint: lindb 	 istb½nb� � 1.

NE_INT_ARRAY

On entry, indb½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � indb½m� 1� � n, for m ¼ istb½0�; istb½0� þ 1; . . . ; istb½nb� � 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, icol½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icol½j � 1� � n, for j ¼ 1; 2; . . . ; nnz.

On entry, irow½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irow½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.

NE_INVALID_ROWCOL_PIVOT

On entry, the user-supplied value of ipivp for block valueh i lies outside its range.

On entry, the user-supplied value of ipivp for block valueh i was repeated.

On entry, the user-supplied value of ipivq for block valueh i lies outside its range.
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On entry, the user-supplied value of ipivq for block valueh i was repeated.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, element valueh i of a was out of order.

On entry, for b ¼ valueh i, istb½b� ¼ valueh i and istb½b� 1� ¼ valueh i.
Constraint: istb½b� > istb½b� 1�, for b ¼ 1; 2; . . . ; nb.

On entry, location valueh i of irow; icolð Þ was a duplicate.

NE_REAL_ARRAY

On entry, dtol½ valueh i� ¼ valueh i.
Constraint: dtol½b� 1� 	 0:0, for b ¼ 1; 2; . . . ;nb.

NE_TOO_SMALL

The number of nonzero entries in the decomposition is too large.
The decomposition has been terminated before completion.
Either increase la, or reduce the fill by reducing lfill, or increasing dtol.

7 Accuracy

The accuracy of the factorization of each block Ab will be determined by the size of the elements that
are dropped and the size of any modifications made to the pivot elements. If these sizes are small then
the computed factors will correspond to a matrix close to Ab. The factorization can generally be made
more accurate by increasing the level of fill lfill½b� 1�, or by reducing the drop tolerance dtol½b� 1�
with lfill½b� 1� < 0.

If nag_sparse_nsym_precon_bdilu (f11dfc) is used in combination with nag_sparse_nsym_basic_solver
(f11bec) or nag_sparse_nsym_precon_bdilu_solve (f11dgc), the more accurate the factorization the
fewer iterations will be required. However, the cost of the decomposition will also generally increase.

8 Parallelism and Performance

nag_sparse_nsym_precon_bdilu (f11dfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_sparse_nsym_precon_bdilu (f11dfc) calls nag_sparse_nsym_fac (f11dac) internally for each block
Ab. The comments and advice provided in Section 9 in nag_sparse_nsym_fac (f11dac) on timing,
control of fill, algorithmic details, and choice of parameters, are all therefore relevant to
nag_sparse_nsym_precon_bdilu (f11dfc), if interpreted blockwise.

10 Example

This example program reads in a sparse matrix A and then defines a block partitioning of the row
indices with a user-supplied overlap and computes an overlapping incomplete LU factorization suitable
for use as an additive Schwarz preconditioner. Such a factorization is used for this purpose in the
example program of nag_sparse_nsym_precon_bdilu_solve (f11dgc).
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10.1 Program Text

/* nag_sparse_nsym_precon_bdilu (f11dfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagf11.h>
#include <nag_stdlib.h>

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork);

int main(void)
{

/* Scalars */
double dtolg;
Integer i, j, k, la, lfillg, lindb, liwork, minval, mb, n, nb, nnz, nnzc,

nover;
Integer exit_status = 0, maxval_ret = 9999;
Nag_SparseNsym_Piv pstrag;
Nag_SparseNsym_Fact milug;

/* Arrays */
char nag_enum_arg[40];
double *a = 0, *dtol = 0;
Integer *icol = 0, *idiag = 0, *indb = 0, *ipivp = 0, *ipivq = 0, *irow = 0;
Integer *istb = 0, *istr = 0, *iwork = 0, *lfill = 0, *npivm = 0;
Nag_SparseNsym_Piv *pstrat;
Nag_SparseNsym_Fact *milu;

/* Nag Types */
NagError fail;

/* Print example header */
printf("nag_sparse_nsym_precon_bdilu (f11dfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Get the matrix order and number of nonzero entries. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &n);
#else

scanf("%" NAG_IFMT " %*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT " %*[^\n]", &nnz);
#endif

la = 20 * nnz;
lindb = 3 * n;
liwork = 9 * n + 3;

/* Allocate arrays */
a = NAG_ALLOC(la, double);
irow = NAG_ALLOC(la, Integer);
icol = NAG_ALLOC(la, Integer);
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idiag = NAG_ALLOC(lindb, Integer);
indb = NAG_ALLOC(lindb, Integer);
ipivp = NAG_ALLOC(lindb, Integer);
ipivq = NAG_ALLOC(lindb, Integer);
istr = NAG_ALLOC(lindb + 1, Integer);

iwork = NAG_ALLOC(liwork, Integer);

if ((!a) || (!irow) || (!icol) || (!idiag) || (!indb) || (!ipivp) ||
(!ipivq) || (!istr) || (!iwork)) {

printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < la; i++) {

a[i] = 0.0;
irow[i] = 0;
icol[i] = 0;

}

for (i = 0; i < lindb; i++) {
indb[i] = 0;
ipivp[i] = 0;
ipivq[i] = 0;
istr[i] = 0;
idiag[i] = 0;

}
istr[lindb] = 0;

for (i = 0; i < liwork; i++) {
iwork[i] = 0;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++) {

#ifdef _WIN32
scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT, &a[i], &irow[i], &icol[i]);

#else
scanf("%lf %" NAG_IFMT " %" NAG_IFMT, &a[i], &irow[i], &icol[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#else

scanf("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

pstrag = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif
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milug = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#endif

if (nb < 1)
{

printf("Value read for nb is out of range\n");
exit_status = -4;
goto END;

}

/* Allocate arrays */
dtol = NAG_ALLOC(nb, double);
istb = NAG_ALLOC(nb + 1, Integer);
lfill = NAG_ALLOC(nb, Integer);
npivm = NAG_ALLOC(nb, Integer);

pstrat = (Nag_SparseNsym_Piv *) NAG_ALLOC(nb, Nag_SparseNsym_Piv);
milu = (Nag_SparseNsym_Fact *) NAG_ALLOC(nb, Nag_SparseNsym_Fact);

if ((!dtol) || (!istb) || (!lfill) || (!npivm) || (!pstrat) || (!milu)) {
printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < nb; i++) {

dtol[i] = 0.0;
istb[i] = 0;
lfill[i] = 0;
npivm[i] = 0;

}
istb[nb] = 0;

/* Define diagonal block indices.
* In this example use blocks of MB consecutive rows and initialize
* assuming no overlap.
*/

mb = (n + nb - 1) / nb;
for (k = 0; k < nb; k++) {

istb[k] = k * mb + 1;
}
istb[nb] = n + 1;

for (i = 0; i < n; i++) {
indb[i] = i + 1;

}

/* Modify INDB and ISTB to account for overlap. */
overlap(&n, &nnz, irow, icol, &nb, istb, indb, &lindb, &nover, iwork);

/* Output matrix and blocking details */
printf(" Original Matrix\n");
printf(" n = %4" NAG_IFMT "\n", n);
printf(" nnz = %4" NAG_IFMT "\n", nnz);
printf(" nb = %4" NAG_IFMT "\n", nb);

for (k = 0; k < nb; k++) {
printf(" Block = %4" NAG_IFMT ",%12s = %4" NAG_IFMT ",", k + 1, "order",

istb[k + 1] - istb[k]);
minval = indb[istb[k] - 1];
for (j = istb[k]; j < istb[k + 1] - 1; j++) {

minval = MIN(minval, indb[j]);
}
printf("%13s = %4" NAG_IFMT "\n", "start row", minval);
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}
printf("\n");

/* Set algorithmic parameters for each block from global values */
for (k = 0; k < nb; k++) {

lfill[k] = lfillg;
dtol[k] = dtolg;
pstrat[k] = pstrag;
milu[k] = milug;

}

/* Initialize fail */
INIT_FAIL(fail);

/* Calculate factorization
*
* nag_sparse_nsym_precon_bdilu (f11dfc). Calculates incomplete LU
* factorization of local or overlapping diagonal blocks, mostly used
* as incomplete LU preconditioner for real sparse matrix.
*/

nag_sparse_nsym_precon_bdilu(n, nnz, a, la, irow, icol, nb, istb, indb,
lindb, lfill, dtol, pstrat, milu, ipivp,
ipivq, istr, idiag, &nnzc, npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_precon_bdilu (f11dfc).\n%s\n\n",

fail.message);
exit_status = -2;
goto END;

}

/* Output details of the factorization */
printf(" Factorization\n");
printf(" nnzc = %4" NAG_IFMT "\n\n", nnzc);
printf(" Elements of factorization\n");
printf(" i j c(i,j) Index\n");

for (k = 0; k < nb; k++) {
printf(" C_%1" NAG_IFMT " --------------------------------\n", k + 1);

/* Elements of the k-th block */
for (i = istr[istb[k] - 1] - 1; i < istr[istb[k + 1] - 1] - 1; i++) {

printf("%9" NAG_IFMT " %4" NAG_IFMT " %16.5e %7" NAG_IFMT "\n",
irow[i], icol[i], a[i], i + 1);

}
}

k = 0;
maxval_ret = npivm[k];
for (k = 1; k < nb; k++) {

maxval_ret = MAX(maxval_ret, npivm[k]);
}

printf("\n Details of factorized blocks\n");
if (maxval_ret > 0) {

/* Including pivoting details. */
printf(" k i istr(i) idiag(I) indb(i) ipivp(i) ipivq(i)\n");
for (k = 0; k < nb; k++) {

i = istb[k] - 1;
printf("%3" NAG_IFMT " %3" NAG_IFMT " %10" NAG_IFMT " ", k + 1, i + 1,

istr[i]);
printf("%10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT

"\n", idiag[i], indb[i], ipivp[i], ipivq[i]);

for (i = istb[k]; i < istb[k + 1] - 1; i++) {
printf("%3" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT " ",

i + 1, istr[i], idiag[i]);
printf("%10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT "\n",

indb[i], ipivp[i], ipivq[i]);
}
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printf(" -----------------------------------------------------\n");
}

}
else {

/* No pivoting on any block. */
printf(" k i istr(i) idiag(i) indb(i)\n");
for (k = 0; k < nb; k++) {

i = istb[k] - 1;
printf("%3" NAG_IFMT " %3" NAG_IFMT " %10" NAG_IFMT " ", k + 1, i + 1,

istr[i]);
printf("%10" NAG_IFMT " %10" NAG_IFMT "\n", idiag[i], indb[i]);

for (i = istb[k]; i < istb[k + 1] - 1; i++) {
printf("%7" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT

"\n", i + 1, istr[i], idiag[i], indb[i]);
}
printf(" ---------------------------------------\n");

}
}

END:
NAG_FREE(a);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(indb);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(istr);
NAG_FREE(dtol);
NAG_FREE(istb);
NAG_FREE(lfill);
NAG_FREE(npivm);
NAG_FREE(pstrat);
NAG_FREE(milu);
NAG_FREE(iwork);

return exit_status;
}

/* ************************************************************************** */

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork)

{
/* Purpose
* =======
*
* This routine takes a set of row indices INDB defining the diagonal blocks
* to be used in nag_sparse_nsym_precon_bdilu (f11dfc) to define a block
* Jacobi or additive Schwarz preconditioner, and expands them to allow for
* NOVER levels of overlap.
*
* The pointer array ISTB is also updated accordingly, so that the returned
* values of ISTB and INDB can be passed to
* nag_sparse_nsym_precon_bdilu (f11dfc) to define overlapping diagonal
* blocks.
*
* ----------------------------------------------------------------------- */

/* Scalars */
Integer i, ik, ind, iover, j, k, l, n21, nadd, row;

/* Find the number of nonzero elements in each row of the matrix A, and start
* address of each row. Store the start addresses in iwork(n,...,2*n-1).
*/

for (i = 0; i < (*n); i++) {
iwork[i] = 0;
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}

for (i = 0; i < (*nnz); i++) {
iwork[irow[i] - 1] = iwork[irow[i] - 1] + 1;

}
iwork[(*n)] = 1;

for (i = 0; i < (*n); i++) {
iwork[(*n) + i + 1] = iwork[(*n) + i] + iwork[i];

}

/* Loop over blocks. */
for (k = 0; k < (*nb); k++) {

/* Initialize marker array. */
for (j = 0; j < (*n); j++) {

iwork[j] = 0;
}

/* Mark the rows already in block K in the workspace array. */
for (l = istb[k]; l < istb[k + 1]; l++) {

iwork[indb[l - 1] - 1] = 1;
}

/* Loop over levels of overlap. */
for (iover = 1; iover <= (*nover); iover++) {

/* Initialize counter of new row indices to be added. */
ind = 0;

/* Loop over the rows currently in the diagonal block. */
for (l = istb[k]; l < istb[k + 1]; l++) {

row = indb[l - 1];

/* Loop over nonzero elements in row ROW. */
for (i = iwork[(*n) + row - 1]; i < iwork[(*n) + row]; i++) {

/* If the column index of the nonzero element is not in the
* existing set for this block, store it to be added later, and
* mark it in the marker array.
*/

if (iwork[icol[i - 1] - 1] == 0) {
iwork[icol[i - 1] - 1] = 1;
iwork[2 * (*n) + 1 + ind] = icol[i - 1];
ind = ind + 1;

}
}

}

/* Shift the indices in INDB and add the new entries for block K.
* Change ISTB accordingly.
*/

nadd = ind;
if (istb[(*nb)] + nadd - 1 > (*lindb)) {

printf("**** lindb too small, lindb = %" NAG_IFMT " ****\n", *lindb);
exit(-1);

}

for (i = istb[(*nb)] - 1; i >= istb[k + 1]; i--) {
indb[i + nadd - 1] = indb[i - 1];

}

n21 = 2 * (*n) + 1;
ik = istb[k + 1] - 1;

for (j = 0; j < nadd; j++) {
indb[ik + j] = iwork[n21 + j];

}

for (j = k + 1; j < (*nb) + 1; j++) {
istb[j] = istb[j] + nadd;
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}
}

}
return;

}

10.2 Program Data

nag_sparse_nsym_precon_bdilu (f11dfc) Example Program Data
9 :n
33 :nnz
64.0 1 1

-20.0 1 2
-20.0 1 4
-12.0 2 1
64.0 2 2

-20.0 2 3
-20.0 2 5
-12.0 3 2
64.0 3 3

-20.0 3 6
-12.0 4 1
64.0 4 4

-20.0 4 5
-20.0 4 7
-12.0 5 2
-12.0 5 4
64.0 5 5

-20.0 5 6
-20.0 5 8
-12.0 6 3
-12.0 6 5
64.0 6 6

-20.0 6 9
-12.0 7 4
64.0 7 7

-20.0 7 8
-12.0 8 5
-12.0 8 7
64.0 8 8

-20.0 8 9
-12.0 9 6
-12.0 9 8
64.0 9 9 :a(i), irow(i), icol(i) for i=1,nnz
0 0.0 :lfillg, dtolg

Nag_SparseNsym_NoPiv :pstrag
Nag_SparseNsym_UnModFact :milug
3 1 :nb, nover

10.3 Program Results

nag_sparse_nsym_precon_bdilu (f11dfc) Example Program Results

Original Matrix
n = 9
nnz = 33
nb = 3
Block = 1, order = 6, start row = 1
Block = 2, order = 9, start row = 1
Block = 3, order = 6, start row = 4

Factorization
nnzc = 73

Elements of factorization
i j c(i,j) Index

C_1 --------------------------------
1 1 1.56250e-02 34
1 2 -3.12500e-01 35
1 4 -3.12500e-01 36
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2 1 -1.87500e-01 37
2 2 1.65975e-02 38
2 3 -3.31950e-01 39
2 5 -3.31950e-01 40
3 2 -1.99170e-01 41
3 3 1.66621e-02 42
3 6 -3.33241e-01 43
4 1 -1.87500e-01 44
4 4 1.65975e-02 45
4 5 -3.31950e-01 46
5 2 -1.99170e-01 47
5 4 -1.99170e-01 48
5 5 1.78466e-02 49
5 6 -3.56931e-01 50
6 3 -1.99945e-01 51
6 5 -2.14159e-01 52
6 6 1.79475e-02 53

C_2 --------------------------------
1 1 1.56250e-02 54
1 2 -3.12500e-01 55
1 4 -1.87500e-01 56
1 5 -3.12500e-01 57
2 1 -1.87500e-01 58
2 2 1.65975e-02 59
2 3 -3.31950e-01 60
2 6 -1.99170e-01 61
2 7 -3.31950e-01 62
3 2 -1.99170e-01 63
3 3 1.66621e-02 64
3 8 -1.99945e-01 65
3 9 -3.33241e-01 66
4 1 -3.12500e-01 67
4 4 1.65975e-02 68
4 6 -3.31950e-01 69
5 1 -1.87500e-01 70
5 5 1.65975e-02 71
5 7 -3.31950e-01 72
6 2 -3.31950e-01 73
6 4 -1.99170e-01 74
6 6 1.78466e-02 75
6 8 -3.56931e-01 76
7 2 -1.99170e-01 77
7 5 -1.99170e-01 78
7 7 1.78466e-02 79
7 9 -3.56931e-01 80
8 3 -3.33241e-01 81
8 6 -2.14159e-01 82
8 8 1.79475e-02 83
9 3 -1.99945e-01 84
9 7 -2.14159e-01 85
9 9 1.79475e-02 86

C_3 --------------------------------
1 1 1.56250e-02 87
1 2 -3.12500e-01 88
1 4 -1.87500e-01 89
2 1 -1.87500e-01 90
2 2 1.65975e-02 91
2 3 -3.31950e-01 92
2 5 -1.99170e-01 93
3 2 -1.99170e-01 94
3 3 1.66621e-02 95
3 6 -1.99945e-01 96
4 1 -3.12500e-01 97
4 4 1.65975e-02 98
4 5 -3.31950e-01 99
5 2 -3.31950e-01 100
5 4 -1.99170e-01 101
5 5 1.78466e-02 102
5 6 -3.56931e-01 103
6 3 -3.33241e-01 104
6 5 -2.14159e-01 105
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6 6 1.79475e-02 106

Details of factorized blocks
k i istr(i) idiag(i) indb(i)
1 1 34 34 1

2 37 38 2
3 41 42 3
4 44 45 4
5 47 49 5
6 51 53 6

---------------------------------------
2 7 54 54 4

8 58 59 5
9 63 64 6

10 67 68 1
11 70 71 7
12 73 75 2
13 77 79 8
14 81 83 3
15 84 86 9

---------------------------------------
3 16 87 87 7

17 90 91 8
18 94 95 9
19 97 98 4
20 100 102 5
21 104 106 6

---------------------------------------
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NAG Library Function Document

nag_sparse_nsym_precon_bdilu_solve (f11dgc)

1 Purpose

nag_sparse_nsym_precon_bdilu_solve (f11dgc) solves a real sparse nonsymmetric system of linear
equations, represented in coordinate storage format, using a restarted generalized minimal residual
(RGMRES), conjugate gradient squared (CGS), stabilized bi-conjugate gradient (Bi-CGSTAB), or
transpose-free quasi-minimal residual (TFQMR) method, with block Jacobi or additive Schwarz
preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_precon_bdilu_solve (Nag_SparseNsym_Method method,
Integer n, Integer nnz, const double a[], Integer la,
const Integer irow[], const Integer icol[], Integer nb,
const Integer istb[], const Integer indb[], Integer lindb,
const Integer ipivp[], const Integer ipivq[], const Integer istr[],
const Integer idiag[], const double b[], Integer m, double tol,
Integer maxitn, double x[], double *rnorm, Integer *itn, NagError *fail)

3 Description

nag_sparse_nsym_precon_bdilu_solve (f11dgc) solves a real sparse nonsymmetric linear system of
equations:

Ax ¼ b;

using a preconditioned RGMRES (see Saad and Schultz (1986)), CGS (see Sonneveld (1989)), Bi-
CGSTAB(‘) (see Van der Vorst (1989) and Sleijpen and Fokkema (1993)), or TFQMR (see Freund and
Nachtigal (1991) and Freund (1993)) method.

nag_sparse_nsym_precon_bdilu_solve (f11dgc) uses the incomplete (possibly overlapping) block LU
factorization determined by nag_sparse_nsym_precon_bdilu (f11dfc) as the preconditioning matrix. A
call to nag_sparse_nsym_precon_bdilu_solve (f11dgc) must always be preceded by a call to
nag_sparse_nsym_precon_bdilu (f11dfc). Alternative preconditioners for the same storage scheme are
available by calling nag_sparse_nsym_fac_sol (f11dcc) or nag_sparse_nsym_sol (f11dec).

The matrix A, and the preconditioning matrix M, are represented in coordinate storage (CS) format (see
Section 2.1.1 in the f11 Chapter Introduction) in the arrays a, irow and icol, as returned from
nag_sparse_nsym_precon_bdilu (f11dfc). The array a holds the nonzero entries in these matrices, while
irow and icol hold the corresponding row and column indices.

nag_sparse_nsym_precon_bdilu_solve (f11dgc) is a Black Box function which calls nag_sparse_nsym_
basic_setup (f11bdc), nag_sparse_nsym_basic_solver (f11bec) and nag_sparse_nsym_basic_diagnostic
(f11bfc). If you wish to use an alternative storage scheme, preconditioner, or termination criterion, or
require additional diagnostic information, you should call these underlying functions directly.

4 References

Freund R W (1993) A transpose-free quasi-minimal residual algorithm for non-Hermitian linear systems
SIAM J. Sci. Comput. 14 470–482

Freund R W and Nachtigal N (1991) QMR: a Quasi-Minimal Residual Method for Non-Hermitian
Linear Systems Numer. Math. 60 315–339
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Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869

Salvini S A and Shaw G J (1996) An evaluation of new NAG Library solvers for large sparse
unsymmetric linear systems NAG Technical Report TR2/96

Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32

Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644

5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
Restarted generalized minimum residual method.

method ¼ Nag SparseNsym CGS
Conjugate gradient squared method.

method ¼ Nag SparseNsym BiCGSTAB
Bi-conjugate gradient stabilized (‘) method.

method ¼ Nag SparseNsym TFQMR
Transpose-free quasi-minimal residual method.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS,
Nag SparseNsym BiCGSTAB or Nag SparseNsym TFQMR.

2: n – Integer Input
3: nnz – Integer Input
4: a½la� – const double Input
5: la – Integer Input
6: irow½la� – const Integer Input
7: icol½la� – const Integer Input
8: nb – Integer Input
9: istb½nbþ 1� – const Integer Input
10: indb½lindb� – const Integer Input
11: lindb – Integer Input
12: ipivp½lindb� – const Integer Input
13: ipivq½lindb� – const Integer Input
14: istr½lindbþ 1� – const Integer Input
15: idiag½lindb� – const Integer Input

On entry: the values returned in arrays irow, icol, ipivp, ipivq, istr and idiag by a previous call
to nag_sparse_nsym_precon_bdilu (f11dfc).

The arrays istb, indb and a together with the the scalars n, nnz, la, nb and lindb must be the
same values that were supplied in the preceding call to nag_sparse_nsym_precon_bdilu (f11dfc).

16: b½n� – const double Input

On entry: the right-hand side vector b.

17: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension of the restart subspace.
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If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method. Otherwise, m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

18: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

19: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

20: x½n� – double Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

21: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

22: itn – Integer * Output

On exit: the number of iterations carried out.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However a reasonable accuracy may have been
achieved. You should check the output value of rnorm for acceptability. This error code usually
implies that your problem has been fully and satisfactorily solved to within or close to the
accuracy available on your system. Further iterations are unlikely to improve on this situation.

NE_ALG_FAIL

Algorithmic breakdown. A solution is returned, although it is possible that it is completely
inaccurate.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.

NE_INT

On entry, istb½0� ¼ valueh i.
Constraint: istb½0� 	 1.

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.

On entry, nb ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nb � n.

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INT_3

On entry, lindb ¼ valueh i, istb½nb� � 1 ¼ valueh i and nb ¼ valueh i.
Constraint: lindb 	 istb½nb� � 1.

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym RGMRES, 1 � m � min n; valueh ið Þ.
If method ¼ Nag SparseNsym BiCGSTAB, 1 � m � min n; valueh ið Þ.

NE_INT_ARRAY

On entry, indb½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � indb½m� 1� � n, for m ¼ istb½0�; istb½0� þ 1; . . . ; istb½nb� � 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, icol½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icol½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_bdilu (f11dfc) and nag_sparse_nsym_precon_bdilu_solve (f11dgc).

On entry, irow½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irow½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_bdilu (f11dfc) and nag_sparse_nsym_precon_bdilu_solve (f11dgc).
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NE_INVALID_CS_PRECOND

The CS representation of the preconditioner is invalid.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_bdilu (f11dfc) and nag_sparse_nsym_precon_bdilu_solve (f11dgc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, element valueh i of a was out of order.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_bdilu (f11dfc) and nag_sparse_nsym_precon_bdilu_solve (f11dgc).

On entry, for b ¼ valueh i, istb½b� ¼ valueh i and istb½b� 1� ¼ valueh i.
Constraint: istb½b� > istb½b� 1�, for b ¼ 1; 2; . . . ; nb.

On entry, location valueh i of irow; icolð Þ was a duplicate.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nsym_precon_bdilu (f11dfc) and nag_sparse_nsym_precon_bdilu_solve (f11dgc).

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_nsym_precon_bdilu_solve (f11dgc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_sparse_nsym_precon_bdilu_solve (f11dgc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sparse_nsym_precon_bdilu_solve (f11dgc) for each iteration is roughly
proportional to the value of nnzc returned from the preceding call to nag_sparse_nsym_precon_bdilu
(f11dfc).

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a
priori, as it can depend dramatically on the conditioning and spectrum of the preconditioned coefficient
matrix �A ¼M�1A.
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Some illustrations of the application of nag_sparse_nsym_precon_bdilu_solve (f11dgc) to linear
systems arising from the discretization of two-dimensional elliptic partial differential equations, and to
random-valued randomly structured linear systems, can be found in Salvini and Shaw (1996).

10 Example

This example program reads in a sparse matrix A and a vector b. It calls nag_sparse_nsym_pre
con_bdilu (f11dfc), with the array lfill ¼ 0 and the array dtol ¼ 0:0, to compute an overlapping
incomplete LU factorization. This is then used as an additive Schwarz preconditioner on a call to
nag_sparse_nsym_precon_bdilu_solve (f11dgc) which uses the Bi-CGSTAB method to solve Ax ¼ b.

10.1 Program Text

/* nag_sparse_nsym_precon_bdilu_solve (f11dgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagf11.h>
#include <nag_stdlib.h>

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork);

int main(void)
{

/* Scalars */
double dtolg, rnorm, tol;
Integer i, itn, k, la, lfillg, lindb, liwork, m, maxitn, mb, n, nb, nnz;
Integer nnzc, nover, exit_status = 0;
Nag_SparseNsym_Method method;
Nag_SparseNsym_Piv pstrag;
Nag_SparseNsym_Fact milug;

/* Arrays */
char nag_enum_arg[40];
double *a, *b, *dtol, *x;
Integer *icol, *idiag, *indb, *ipivp, *ipivq, *irow, *istb, *istr, *iwork;
Integer *lfill, *npivm;
Nag_SparseNsym_Piv *pstrat;
Nag_SparseNsym_Fact *milu;

/* Nag Types */
NagError fail;

/* Print example header */
printf("nag_sparse_nsym_precon_bdilu_solve (f11dgc) Example Program ");
printf("Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Get the matrix order and number of nonzero entries. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &n);
#else

scanf("%" NAG_IFMT " %*[^\n]", &n);
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT " %*[^\n]", &nnz);
#endif

la = 20 * nnz;
lindb = 3 * n;
liwork = 9 * n + 3;

/* Allocate arrays */
b = NAG_ALLOC(n, double);
x = NAG_ALLOC(n, double);

a = NAG_ALLOC(la, double);
irow = NAG_ALLOC(la, Integer);
icol = NAG_ALLOC(la, Integer);

idiag = NAG_ALLOC(lindb, Integer);
indb = NAG_ALLOC(lindb, Integer);
ipivp = NAG_ALLOC(lindb, Integer);
ipivq = NAG_ALLOC(lindb, Integer);
istr = NAG_ALLOC(lindb + 1, Integer);

iwork = NAG_ALLOC(liwork, Integer);

if ((!b) || (!x) || (!a) || (!irow) || (!icol) || (!idiag) || (!indb) ||
(!ipivp) || (!ipivq) || (!istr) || (!iwork)) {

printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < n; i++) {

b[i] = 0.0;
x[i] = 0.0;

}

for (i = 0; i < la; i++) {
a[i] = 0.0;
irow[i] = 0;
icol[i] = 0;

}

for (i = 0; i < lindb; i++) {
indb[i] = 0;
ipivp[i] = 0;
ipivq[i] = 0;
istr[i] = 0;
idiag[i] = 0;

}
istr[lindb] = 0;

for (i = 0; i < liwork; i++) {
iwork[i] = 0;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++) {

#ifdef _WIN32
scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT, &a[i], &irow[i], &icol[i]);

#else
scanf("%lf %" NAG_IFMT " %" NAG_IFMT, &a[i], &irow[i], &icol[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");
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#endif

/* Read the RHS b */
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf", &b[i]);

#else
scanf("%lf", &b[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#else

scanf("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

pstrag = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

milug = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %" NAG_IFMT " %*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT " %lf %" NAG_IFMT " %*[^\n]", &m, &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#endif

if (nb < 1)
{

printf("Value read for nb is out of range\n");
exit_status = -4;
goto END;

}

/* Allocate arrays */
dtol = NAG_ALLOC(nb, double);
istb = NAG_ALLOC(nb + 1, Integer);
lfill = NAG_ALLOC(nb, Integer);
npivm = NAG_ALLOC(nb, Integer);
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pstrat = (Nag_SparseNsym_Piv *) NAG_ALLOC(nb, Nag_SparseNsym_Piv);
milu = (Nag_SparseNsym_Fact *) NAG_ALLOC(nb, Nag_SparseNsym_Fact);

if ((!dtol) || (!istb) || (!lfill) || (!npivm) || (!pstrat) || (!milu)) {
printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < nb; i++) {

dtol[i] = 0.0;
istb[i] = 0;
lfill[i] = 0;
npivm[i] = 0;

}
istb[nb] = 0;

/* Define diagonal block indices.
* In this example use blocks of MB consecutive rows and initialize
* assuming no overlap.
*/

mb = (n + nb - 1) / nb;
for (k = 0; k < nb; k++) {

istb[k] = k * mb + 1;
}
istb[nb] = n + 1;

for (i = 0; i < n; i++) {
indb[i] = i + 1;

}

/* Modify INDB and ISTB to account for overlap. */
overlap(&n, &nnz, irow, icol, &nb, istb, indb, &lindb, &nover, iwork);

/* Set algorithmic parameters for each block from global values */
for (k = 0; k < nb; k++) {

lfill[k] = lfillg;
dtol[k] = dtolg;
pstrat[k] = pstrag;
milu[k] = milug;

}

/* Initialize fail */
INIT_FAIL(fail);

/* Calculate factorization
*
* nag_sparse_nsym_precon_bdilu (f11dfc). Calculates incomplete LU
* factorization of local or overlapping diagonal blocks, mostly used
* as incomplete LU preconditioner for real sparse matrix.
*/

nag_sparse_nsym_precon_bdilu(n, nnz, a, la, irow, icol, nb, istb, indb,
lindb, lfill, dtol, pstrat, milu, ipivp,
ipivq, istr, idiag, &nnzc, npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_precon_bdilu (f11dfc).\n%s\n\n",

fail.message);
exit_status = -2;
goto END;

}

/* Initialize fail */
INIT_FAIL(fail);

/* Solve Ax = b using nag_sparse_nsym_precon_bdilu_solve (f11dgc)
*
* nag_sparse_nsym_precon_bdilu_solve (f11dgc): Solves real sparse
* nonsymmetric linear system, using block-jacobi preconditioner
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* generated by f11dfc.
*/

nag_sparse_nsym_precon_bdilu_solve(method, n, nnz, a, la, irow, icol, nb,
istb, indb, lindb, ipivp, ipivq, istr,
idiag, b, m, tol, maxitn, x, &rnorm,
&itn, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_precon_bdilu_solve (f11dgc).\n\n%s",

fail.message);
exit_status = -3;
goto END;

}

/* Print output */
printf(" Converged in %9" NAG_IFMT " iterations\n", itn);
printf(" Final residual norm = %15.6E\n", rnorm);

/* Output x */
printf(" Solution vector X\n");
printf(" ------------------\n");
for (i = 0; i < n; i++) {

printf(" %f \n", x[i]);
}
printf("\n");

END:
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(a);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(indb);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(istr);
NAG_FREE(dtol);
NAG_FREE(istb);
NAG_FREE(lfill);
NAG_FREE(npivm);
NAG_FREE(pstrat);
NAG_FREE(milu);
NAG_FREE(iwork);

return exit_status;
}

/* ************************************************************************** */

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork)

{
/* Purpose
* =======
*
* This routine takes a set of row indices INDB defining the diagonal blocks
* to be used in nag_sparse_nsym_precon_bdilu (f11dfc) to define a block
* Jacobi or additive Schwarz preconditioner, and expands them to allow for
* NOVER levels of overlap.
*
* The pointer array ISTB is also updated accordingly, so that the returned
* values of ISTB and INDB can be passed to
* nag_sparse_nsym_precon_bdilu (f11dfc) to define overlapping diagonal
* blocks.
*
* ----------------------------------------------------------------------- */

/* Scalars */
Integer i, ik, ind, iover, j, k, l, n21, nadd, row;
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/* Find the number of nonzero elements in each row of the matrix A, and start
* address of each row. Store the start addresses in iwork(n,...,2*n-1).
*/

for (i = 0; i < (*n); i++) {
iwork[i] = 0;

}

for (i = 0; i < (*nnz); i++) {
iwork[irow[i] - 1] = iwork[irow[i] - 1] + 1;

}
iwork[(*n)] = 1;

for (i = 0; i < (*n); i++) {
iwork[(*n) + i + 1] = iwork[(*n) + i] + iwork[i];

}

/* Loop over blocks. */
for (k = 0; k < (*nb); k++) {

/* Initialize marker array. */
for (j = 0; j < (*n); j++) {

iwork[j] = 0;
}

/* Mark the rows already in block K in the workspace array. */
for (l = istb[k]; l < istb[k + 1]; l++) {

iwork[indb[l - 1] - 1] = 1;
}

/* Loop over levels of overlap. */
for (iover = 1; iover <= (*nover); iover++) {

/* Initialize counter of new row indices to be added. */
ind = 0;

/* Loop over the rows currently in the diagonal block. */
for (l = istb[k]; l < istb[k + 1]; l++) {

row = indb[l - 1];

/* Loop over nonzero elements in row ROW. */
for (i = iwork[(*n) + row - 1]; i < iwork[(*n) + row]; i++) {

/* If the column index of the nonzero element is not in the
* existing set for this block, store it to be added later, and
* mark it in the marker array.
*/

if (iwork[icol[i - 1] - 1] == 0) {
iwork[icol[i - 1] - 1] = 1;
iwork[2 * (*n) + 1 + ind] = icol[i - 1];
ind = ind + 1;

}
}

}

/* Shift the indices in INDB and add the new entries for block K.
* Change ISTB accordingly.
*/

nadd = ind;
if (istb[(*nb)] + nadd - 1 > (*lindb)) {

printf("**** lindb too small, lindb = %" NAG_IFMT " ****\n", *lindb);
exit(-1);

}

for (i = istb[(*nb)] - 1; i >= istb[k + 1]; i--) {
indb[i + nadd - 1] = indb[i - 1];

}

n21 = 2 * (*n) + 1;
ik = istb[k + 1] - 1;
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for (j = 0; j < nadd; j++) {
indb[ik + j] = iwork[n21 + j];

}

for (j = k + 1; j < (*nb) + 1; j++) {
istb[j] = istb[j] + nadd;

}
}

}
return;

}

10.2 Program Data

nag_sparse_nsym_precon_bdilu_solve (f11dgc) Example Program Data
9 :n
33 :nnz
64.0 1 1

-20.0 1 2
-20.0 1 4
-12.0 2 1
64.0 2 2

-20.0 2 3
-20.0 2 5
-12.0 3 2
64.0 3 3

-20.0 3 6
-12.0 4 1
64.0 4 4

-20.0 4 5
-20.0 4 7
-12.0 5 2
-12.0 5 4
64.0 5 5

-20.0 5 6
-20.0 5 8
-12.0 6 3
-12.0 6 5
64.0 6 6

-20.0 6 9
-12.0 7 4
64.0 7 7

-20.0 7 8
-12.0 8 5
-12.0 8 7
64.0 8 8

-20.0 8 9
-12.0 9 6
-12.0 9 8
64.0 9 9 :a(i), irow(i), icol(i) for i=1,nnz

100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0 :b(i) for i=1,n
Nag_SparseNsym_BiCGSTAB :method
0 0.0 :lfillg, dtolg
Nag_SparseNsym_NoPiv :pstrag
Nag_SparseNsym_UnModFact :milug
2 1.E-6 100 :m, tol, maxitn
3 1 :nb, nover
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10.3 Program Results

nag_sparse_nsym_precon_bdilu_solve (f11dgc) Example Program Results

Converged in 4 iterations
Final residual norm = 1.105853E-05
Solution vector X
------------------
5.260322
5.916515
4.113051
5.916515
6.663603
4.611856
4.113051
4.611856
3.291946
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NAG Library Function Document

nag_sparse_nsym_jacobi (f11dkc)

1 Purpose

nag_sparse_nsym_jacobi (f11dkc) computes the approximate solution of a real, symmetric or
nonsymmetric, sparse system of linear equations applying a number of Jacobi iterations. It is expected
that nag_sparse_nsym_jacobi (f11dkc) will be used as a preconditioner for the iterative solution of real
sparse systems of equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_jacobi (Nag_SparseNsym_Store store,
Nag_TransType trans, Nag_InitializeA init, Integer niter, Integer n,
Integer nnz, const double a[], const Integer irow[],
const Integer icol[], Nag_SparseNsym_CheckData check, const double b[],
double x[], double diag[], NagError *fail)

3 Description

nag_sparse_nsym_jacobi (f11dkc) computes the approximate solution of the real sparse system of
linear equations Ax ¼ b using niter iterations of the Jacobi algorithm (see also Golub and Van Loan
(1996) and Young (1971)):

xkþ1 ¼ xk þD�1 b�Axkð Þ ð1Þ

where k ¼ 1; 2; . . . ; niter and x0 ¼ 0.

nag_sparse_nsym_jacobi (f11dkc) can be used both for nonsymmetric and symmetric systems of
equations. For symmetric matrices, either all nonzero elements of the matrix A can be supplied using
coordinate storage (CS), or only the nonzero elements of the lower triangle of A, using symmetric
coordinate storage (SCS) (see the f11 Chapter Introduction).

It is expected that nag_sparse_nsym_jacobi (f11dkc) will be used as a preconditioner for the iterative
solution of real sparse systems of equations. This may be with either the symmetric or nonsymmetric
suites of functions.

For symmetric systems the suite consists of:

nag_sparse_sym_basic_setup (f11gdc),

nag_sparse_sym_basic_solver (f11gec),

nag_sparse_sym_basic_diagnostic (f11gfc).

For nonsymmetric systems the suite consists of:

nag_sparse_nsym_basic_setup (f11bdc),

nag_sparse_nsym_basic_solver (f11bec),

nag_sparse_nsym_basic_diagnostic (f11bfc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York
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5 Arguments

1: store – Nag_SparseNsym_Store Input

On entry: specifies whether the matrix A is stored using symmetric coordinate storage (SCS)
(applicable only to a symmetric matrix A) or coordinate storage (CS) (applicable to both
symmetric and non-symmetric matrices).

store ¼ Nag SparseNsym StoreCS
The complete matrix A is stored in CS format.

store ¼ Nag SparseNsym StoreSCS
The lower triangle of the symmetric matrix A is stored in SCS format.

Constraint: store ¼ Nag SparseNsym StoreCS or Nag SparseNsym StoreSCS.

2: trans – Nag_TransType Input

On entry: if store ¼ Nag SparseNsym StoreCS, specifies whether the approximate solution of
Ax ¼ b or of ATx ¼ b is required.

trans ¼ Nag NoTrans
The approximate solution of Ax ¼ b is calculated.

trans ¼ Nag Trans
The approximate solution of ATx ¼ b is calculated.

Suggested value: if the matrix A is symmetric and stored in CS format, it is recommended that
trans ¼ Nag NoTrans for reasons of efficiency.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

3: init – Nag_InitializeA Input

On entry: on first entry, init should be set to Nag InitializeI, unless the diagonal elements of A
are already stored in the array diag. If diag already contains the diagonal of A, it must be set to
Nag InputA.

init ¼ Nag InputA
diag must contain the diagonal of A.

init ¼ Nag InitializeI
diag will store the diagonal of A on exit.

Suggested value: init ¼ Nag InitializeI on first entry; init ¼ Nag InputA, subsequently, unless
diag has been overwritten.

Constraint: init ¼ Nag InputA or Nag InitializeI.

4: niter – Integer Input

On entry: the number of Jacobi iterations requested.

Constraint: niter 	 1.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

6: nnz – Integer Input

On entry: if store ¼ Nag SparseNsym StoreCS, the number of nonzero elements in the matrix A.

If store ¼ Nag SparseNsym StoreSCS, the number of nonzero elements in the lower triangle of
the matrix A.
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Constraints:

if store ¼ Nag SparseNsym StoreCS, 1 � nnz � n2;
if store ¼ Nag SparseNsym StoreSCS, 1 � nnz � n� nþ 1ð Þ=2.

7: a½nnz� – const double Input

On entry: if store ¼ Nag SparseNsym StoreCS, the nonzero elements in the matrix A (CS
format).

If store ¼ Nag SparseNsym StoreSCS, the nonzero elements in the lower triangle of the matrix
A (SCS format).

In both cases, the elements of either A or of its lower triangle must be ordered by increasing row
index and by increasing column index within each row. Multiple entries for the same row and
columns indices are not permitted. The function nag_sparse_nsym_sort (f11zac) or
nag_sparse_sym_sort (f11zbc) may be used to reorder the elements in this way for CS and
SCS storage, respectively.

8: irow½nnz� – const Integer Input
9: icol½nnz� – const Integer Input

On entry: if store ¼ Nag SparseNsym StoreCS, the row and column indices of the nonzero
elements supplied in a.

If store ¼ Nag SparseNsym StoreSCS, the row and column indices of the nonzero elements of
the lower triangle of the matrix A supplied in a.

Constraints:

1 � irow½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
if store ¼ Nag SparseNsym StoreCS, 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
if store ¼ Nag SparseNsym StoreSCS, 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

10: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS or SCS representation of the matrix A should be
checked.

check ¼ Nag SparseNsym Check
Checks are carried out on the values of n, nnz, irow, icol; if init ¼ Nag InputA, diag is
also checked.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

11: b½n� – const double Input

On entry: the right-hand side vector b.

12: x½n� – double Output

On exit: the approximate solution vector xniter.

13: diag½n� – double Input/Output

On entry: if init ¼ Nag InputA, the diagonal elements of A.

On exit: if init ¼ Nag InputA, unchanged on exit.

If init ¼ Nag InitializeI, the diagonal elements of A.
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14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, niter ¼ valueh i.
Constraint: niter 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2.
On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � n.

On entry, I ¼ valueh i, irow½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½I � 1� 	 1 and irow½I � 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i.
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NE_ZERO_DIAG_ELEM

On entry, the diagonal element of the I th row is zero or missing: I ¼ valueh i.
On entry, the element diag½I � 1� is zero: I ¼ valueh i.

7 Accuracy

In general, the Jacobi method cannot be used on its own to solve systems of linear equations. The rate
of convergence is bound by its spectral properties (see, for example, Golub and Van Loan (1996)) and
as a solver, the Jacobi method can only be applied to a limited set of matrices. One condition that
guarantees convergence is strict diagonal dominance.

However, the Jacobi method can be used successfully as a preconditioner to a wider class of systems of
equations. The Jacobi method has good vector/parallel properties, hence it can be applied very
efficiently. Unfortunately, it is not possible to provide criteria which define the applicability of the
Jacobi method as a preconditioner, and its usefulness must be judged for each case.

8 Parallelism and Performance

nag_sparse_nsym_jacobi (f11dkc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nsym_jacobi (f11dkc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nsym_jacobi (f11dkc) is proportional to niter� nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_nsym_jacobi (f11dkc) will be as preconditioner for the
iterative solution of real, symmetric or nonsymmetric, linear systems. In this situation,
nag_sparse_nsym_jacobi (f11dkc) is likely to be called many times. In the interests of both reliability
and efficiency, you are recommended to set check ¼ Nag SparseNsym Check for the first of such calls,
and to set check ¼ Nag SparseNsym NoCheck for all subsequent calls.

10 Example

This example solves the real sparse nonsymmetric system of equations Ax ¼ b iteratively using
nag_sparse_nsym_jacobi (f11dkc) as a preconditioner.

10.1 Program Text

/* nag_sparse_nsym_jacobi (f11dkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
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int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, sigmax, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, lwork, lwreq, m, maxitn, monit,

n, niter, nnz;
/* Arrays */
char nag_enum_arg[100];
double *a = 0, *b = 0, *diag = 0, *wgt = 0, *work = 0, *x = 0;
Integer *icol = 0, *irow = 0;
/* NAG types */
Nag_InitializeA init;
Nag_SparseNsym_Method method;
Nag_SparseNsym_PrecType precon;
Nag_NormType norm;
Nag_SparseNsym_Weight weight;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_nsym_jacobi (f11dkc) Example Program Results \n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

lwork = 200;
if (!(a = NAG_ALLOC((nnz), double)) ||

!(b = NAG_ALLOC((n), double)) ||
!(diag = NAG_ALLOC((n), double)) ||
!(wgt = NAG_ALLOC((n), double)) ||
!(work = NAG_ALLOC((lwork), double)) ||
!(x = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((nnz), Integer)) ||
!(irow = NAG_ALLOC((nnz), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read or initialize the parameters for the iterative solver */

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32
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scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

weight = (Nag_SparseNsym_Weight) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n]", &iterm);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &monit);
#else

scanf("%" NAG_IFMT "%*[^\n]", &monit);
#endif

/* Read the parameters for the preconditioner */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &niter);
#else

scanf("%" NAG_IFMT "%*[^\n]", &niter);
#endif

anorm = 0.0;
sigmax = 0.0;

/* Read the nonzero elements of the matrix A */
for (i = 0; i <= nnz - 1; i++)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i], &icol[i]);
#endif

/* Read right-hand side vector b and initial approximate solution */
#ifdef _WIN32

for (i = 0; i <= n - 1; i++)
scanf_s("%lf", &b[i]);

#else
for (i = 0; i <= n - 1; i++)

scanf("%lf", &b[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i <= n - 1; i++)
scanf_s("%lf", &x[i]);

#else
for (i = 0; i <= n - 1; i++)

scanf("%lf", &x[i]);
#endif

/* nag_sparse_nsym_basic_setup (f11bdc)
* Real sparse nonsymmetric linear systems, setup routine
*/

nag_sparse_nsym_basic_setup(method, precon, norm, weight, iterm, n, m, tol,
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maxitn, anorm, sigmax, monit, &lwreq, work,
lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_basic_setup (f11bdc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* call solver repeatedly to solve the equations
* Note that the arrays b and x are overwritten
* On final exit, x will contain the solution and b the residual vector
*/

irevcm = 0;
lwreq = lwork;
init = Nag_InitializeI;
while (irevcm != 4) {

/* nag_sparse_nsym_basic_solver (f11bec)
* Real sparse nonsymmetric linear systems, solver routine
* preconditioned RGMRES, CGS, Bi-CGSTAB or TFQMR method
*/

nag_sparse_nsym_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);
switch (irevcm) {
case -1:

/* nag_sparse_nsym_matvec (f11xac)
* Real sparse nonsymmetric matrix vector multiply
*/

nag_sparse_nsym_matvec(Nag_Trans, n, nnz, a, irow, icol,
Nag_SparseNsym_NoCheck, x, b, &fail1);

break;
case 1:

nag_sparse_nsym_matvec(Nag_NoTrans, n, nnz, a, irow, icol,
Nag_SparseNsym_NoCheck, x, b, &fail1);

break;
case 2:

/* nag_sparse_nsym_jacobi (f11dkc)
* Real sparse nonsymmetric linear systems, line Jacobi preconditioner
*/

nag_sparse_nsym_jacobi(Nag_SparseNsym_StoreCS, Nag_NoTrans, init,
niter, n, nnz, a, irow, icol,
Nag_SparseNsym_Check, x, b, diag, &fail1);

init = Nag_InputA;
break;

case 3:
/* nag_sparse_nsym_basic_diagnostic (f11bfc)
* Real sparse nonsymmetric linear systems, diagnostic for f11bec
*/

nag_sparse_nsym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm,
&sigmax, work, lwreq, &fail1);

printf("%" NAG_IFMT " %f \n", itn, stplhs);
}
if (fail1.code != NE_NOERROR)

irevcm = 6;
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nsym_basic_solver (f11bec)\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

/* Obtain information about the computation */
nag_sparse_nsym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,

work, lwreq, &fail);
/* Print the output data */
printf("\nFinal Results\n");
printf("Number of iterations for convergence: %5" NAG_IFMT " \n", itn);
printf("Residual norm: %14.4e\n", stplhs);
printf("Right-hand side of termination criterion: %14.4e\n", stprhs);
printf("1-norm of matrix A: %14.4e\n\n", anorm);

/* Output x */
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printf("%16s%16s\n", "Solution", "Residuals");
for (i = 0; i < n; i++)

printf("%16.4f%16.4e\n", x[i], b[i]);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(diag);
NAG_FREE(wgt);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(icol);
NAG_FREE(irow);
return exit_status;

}

10.2 Program Data

nag_sparse_nsym_jacobi (f11dkc) Example Program Data
8 : n

24 : nnz
Nag_SparseNsym_BiCGSTAB : method
Nag_SparseNsym_Prec : precon
Nag_OneNorm : norm
Nag_SparseNsym_UnWeighted : weight
1 : iterm
2 1.0e-6 20 : m, tol, maxitn
1 : monit
4 : niter
4.0 1 1

-1.0 1 4
1.0 1 8
4.0 2 1

-5.0 2 2
2.0 2 5

-7.0 3 3
2.0 3 6
2.0 4 1

-1.0 4 3
6.0 4 4
2.0 4 7

-1.0 5 2
8.0 5 5

-2.0 5 7
-2.0 6 1
5.0 6 3
8.0 6 6

-2.0 7 3
-1.0 7 5
7.0 7 7

-1.0 8 2
2.0 8 6
6.0 8 8 : a[i], irow[i], icol[i], i=0,...,nnz-1
6.0 8.0 -9.0 46.0

17.0 21.0 22.0 34.0 : b[i], i=0,...,n-1
0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nsym_jacobi (f11dkc) Example Program Results

Final Results
Number of iterations for convergence: 2
Residual norm: 1.1177e-04
Right-hand side of termination criterion: 5.4082e-04
1-norm of matrix A: 1.5000e+01

Solution Residuals
1.7035 3.2377e-07
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1.0805 -1.7625e-05
1.8305 2.7964e-05
6.0251 -2.5914e-05
3.2942 7.8156e-06
1.9068 9.2064e-06
4.1365 -3.0848e-06
5.2111 1.9834e-05
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NAG Library Function Document

nag_sparse_nherm_fac (f11dnc)

1 Purpose

nag_sparse_nherm_fac (f11dnc) computes an incomplete LU factorization of a complex sparse non-
Hermitian matrix, represented in coordinate storage format. This factorization may be used as a
preconditioner in combination with nag_sparse_nherm_basic_solver (f11bsc) or nag_sparse_nherm_
fac_sol (f11dqc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_fac (Integer n, Integer nnz, Complex a[], Integer la,
Integer irow[], Integer icol[], Integer lfill, double dtol,
Nag_SparseNsym_Piv pstrat, Nag_SparseNsym_Fact milu, Integer ipivp[],
Integer ipivq[], Integer istr[], Integer idiag[], Integer *nnzc,
Integer *npivm, NagError *fail)

3 Description

nag_sparse_nherm_fac (f11dnc) computes an incomplete LU factorization (see Meijerink and Van der
Vorst (1977) and Meijerink and Van der Vorst (1981)) of a complex sparse non-Hermitian n by n matrix
A. The factorization is intended primarily for use as a preconditioner with one of the iterative solvers
nag_sparse_nherm_basic_solver (f11bsc) or nag_sparse_nherm_fac_sol (f11dqc).

The decomposition is written in the form

A ¼M þR;

where

M ¼ PLDUQ

and L is lower triangular with unit diagonal elements, D is diagonal, U is upper triangular with unit
diagonals, P and Q are permutation matrices, and R is a remainder matrix.

The amount of fill-in occurring in the factorization can vary from zero to complete fill, and can be
controlled by specifying either the maximum level of fill lfill, or the drop tolerance dtol.

The argument pstrat defines the pivoting strategy to be used. The options currently available are no
pivoting, user-defined pivoting, partial pivoting by columns for stability, and complete pivoting by rows
for sparsity and by columns for stability. The factorization may optionally be modified to preserve the
row-sums of the original matrix.

The sparse matrix A is represented in coordinate storage (CS) format (see Section 2.1.1 in the f11
Chapter Introduction). The array a stores all the nonzero elements of the matrix A, while arrays irow
and icol store the corresponding row and column indices respectively. Multiple nonzero elements may
not be specified for the same row and column index.

The preconditioning matrix M is returned in terms of the CS representation of the matrix

C ¼ LþD�1 þ U � 2I:

Further algorithmic details are given in Section 9.3.
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4 References

Meijerink J and Van der Vorst H (1977) An iterative solution method for linear systems of which the
coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162

Meijerink J and Van der Vorst H (1981) Guidelines for the usage of incomplete decompositions in
solving sets of linear equations as they occur in practical problems J. Comput. Phys. 44 134–155

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

3: a½la� – Complex Input/Output

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nherm_sort (f11znc) may be used to order the
elements in this way.

On exit: the first nnz entries of a contain the nonzero elements of A and the next nnzc entries
contain the elements of the matrix C. Matrix elements are ordered by increasing row index, and
by increasing column index within each row.

4: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. These arrays must be of sufficient size to
store both A (nnz elements) and C (nnzc elements).

Constraint: la 	 2� nnz.

5: irow½la� – Integer Input/Output
6: icol½la� – Integer Input/Output

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_nherm_sort (f11znc)):

1 � irow½i � 1� � n and 1 � icol½i � 1� � n, for i ¼ 1; 2; . . . ; nnz;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz.

On exit: the row and column indices of the nonzero elements returned in a.

7: lfill – Integer Input

On entry: if lfill 	 0 its value is the maximum level of fill allowed in the decomposition (see
Section 9.2). A negative value of lfill indicates that dtol will be used to control the fill instead.
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8: dtol – double Input

On entry: if lfill < 0, dtol is used as a drop tolerance to control the fill-in (see Section 9.2);
otherwise dtol is not referenced.

Constraint: if lfill < 0, dtol 	 0:0.

9: pstrat – Nag_SparseNsym_Piv Input

On entry: specifies the pivoting strategy to be adopted.

pstrat ¼ Nag SparseNsym NoPiv
No pivoting is carried out.

pstrat ¼ Nag SparseNsym UserPiv
Pivoting is carried out according to the user-defined input values of ipivp and ipivq.

pstrat ¼ Nag SparseNsym PartialPiv
Partial pivoting by columns for stability is carried out.

pstrat ¼ Nag SparseNsym CompletePiv
Complete pivoting by rows for sparsity, and by columns for stability, is carried out.

Suggested value: pstrat ¼ Nag SparseNsym CompletePiv.

C o n s t r a i n t : pstrat ¼ Nag SparseNsym NoPiv, Nag SparseNsym UserPiv,
Nag SparseNsym PartialPiv or Nag SparseNsym CompletePiv.

10: milu – Nag_SparseNsym_Fact Input

On entry: indicates whether or not the factorization should be modified to preserve row-sums (see
Section 9.4).

milu ¼ Nag SparseNsym ModFact
The factorization is modified.

milu ¼ Nag SparseNsym UnModFact
The factorization is not modified.

Constraint: milu ¼ Nag SparseNsym ModFact or Nag SparseNsym UnModFact.

11: ipivp½n� – Integer Input/Output
12: ipivq½n� – Integer Input/Output

On entry: if pstrat ¼ Nag SparseNsym UserPiv, then ipivp½k� 1� and ipivq½k� 1� must specify
the row and column indices of the element used as a pivot at elimination stage k. Otherwise
ipivp and ipivq need not be initialized.

Constraint: if pstrat ¼ Nag SparseNsym UserPiv, ipivp and ipivq must both hold valid
permutations of the integers on [1,n].

On exit: the pivot indices. If ipivp½k� 1� ¼ i and ipivq½k� 1� ¼ j then the element in row i and
column j was used as the pivot at elimination stage k.

13: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ; n, is the starting address in the arrays a, irow and icol of
row i of the matrix C. istr½n� � 1 is the address of the last nonzero element in C plus one.

14: idiag½n� – Integer Output

On exit: idiag½i � 1�, for i ¼ 1; 2; . . . ; n, holds the index of arrays a, irow and icol which holds
the diagonal element in row i of the matrix C.

15: nnzc – Integer * Output

On exit: the number of nonzero elements in the matrix C.
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16: npivm – Integer * Output

On exit: if npivm > 0 it gives the number of pivots which were modified during the factorization
to ensure that M exists.

If npivm ¼ �1 no pivot modifications were required, but a local restart occurred (see
Section 9.3). The quality of the preconditioner will generally depend on the returned value of
npivm.

If npivm is large the preconditioner may not be satisfactory. In this case it may be advantageous
to call nag_sparse_nherm_fac (f11dnc) again with an increased value of lfill, a reduced value of
dtol, or set pstrat ¼ Nag SparseNsym CompletePiv. See also Section 9.5.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1

On entry, I ¼ valueh i, irow½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irow½i � 1� � n, for i ¼ 1; 2; . . . ;nnz

NE_INVALID_ROWCOL_PIVOT

On entry, a user-supplied value of ipivp is repeated.
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On entry, a user-supplied value of ipivp lies outside the range [1,n].

On entry, a user-supplied value of ipivq is repeated.

On entry, a user-supplied value of ipivq lies outside the range [1,n].

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i.

NE_REAL

On entry, dtol ¼ valueh i.
Constraint: dtol 	 0:0

NE_TOO_SMALL

The number of nonzero entries in the decomposition is too large. The decomposition has been
terminated before completion. Either increase la, or reduce the fill by reducing lfill, or increasing
dtol.

7 Accuracy

The accuracy of the factorization will be determined by the size of the elements that are dropped and
the size of any modifications made to the pivot elements. If these sizes are small then the computed
factors will correspond to a matrix close to A. The factorization can generally be made more accurate
by increasing lfill, or by reducing dtol with lfill < 0.

If nag_sparse_nherm_fac (f11dnc) is used in combination with nag_sparse_nherm_basic_solver (f11bsc)
or nag_sparse_nherm_fac_sol (f11dqc), the more accurate the factorization the fewer iterations will be
required. However, the cost of the decomposition will also generally increase.

8 Parallelism and Performance

nag_sparse_nherm_fac (f11dnc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nherm_fac (f11dnc) is roughly proportional to nnzc2=n.

9.2 Control of Fill-in

If lfill 	 0 the amount of fill-in occurring in the incomplete factorization is controlled by limiting the
maximum level of fill-in to lfill. The original nonzero elements of A are defined to be of level 0. The
fill level of a new nonzero location occurring during the factorization is defined as:

k ¼ max ke; kcð Þ þ 1;

where ke is the level of fill of the element being eliminated, and kc is the level of fill of the element
causing the fill-in.

If lfill < 0 the fill-in is controlled by means of the drop tolerance dtol. A potential fill-in element aij
occurring in row i and column j will not be included if:
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aij
		 		 < dtol� �;

where � is the maximum modulus element in the matrix A.

For either method of control, any elements which are not included are discarded unless
milu ¼ Nag SparseNsym ModFact, in which case their contributions are subtracted from the pivot
element in the relevant elimination row, to preserve the row-sums of the original matrix.

Should the factorization process break down a local restart process is implemented as described in
Section 9.3. This will affect the amount of fill present in the final factorization.

9.3 Algorithmic Details

The factorization is constructed row by row. At each elimination stage a row index is chosen. In the
case of complete pivoting this index is chosen in order to reduce fill-in. Otherwise the rows are treated
in the order given, or some user-defined order.

The chosen row is copied from the original matrix A and modified according to those previous
elimination stages which affect it. During this process any fill-in elements are either dropped or kept
according to the values of lfill or dtol . In the case of a modified factorization
(milu ¼ Nag SparseNsym ModFact) the sum of the dropped terms for the given row is stored.

Finally the pivot element for the row is chosen and the multipliers are computed for this elimination
stage. For partial or complete pivoting the pivot element is chosen in the interests of stability as the
element of largest absolute value in the row. Otherwise the pivot element is chosen in the order given,
or some user-defined order.

If the factorization breaks down because the chosen pivot element is zero, or there is no nonzero pivot
available, a local restart recovery process is implemented. The modification of the given pivot row
according to previous elimination stages is repeated, but this time keeping all fill-in. Note that in this
case the final factorization will include more fill than originally specified by the user-supplied value of
lfill or dtol. The local restart usually results in a suitable nonzero pivot arising. The original criteria for
dropping fill-in elements is then resumed for the next elimination stage (hence the local nature of the
restart process). Should this restart process also fail to produce a nonzero pivot element an arbitrary unit
pivot is introduced in an arbitrarily chosen column. nag_sparse_nherm_fac (f11dnc) returns an integer
argument npivm which gives the number of these arbitrary unit pivots introduced. If no pivots were
modified but local restarts occurred npivm ¼ �1 is returned.

9.4 Choice of Arguments

There is unfortunately no choice of the various algorithmic arguments which is optimal for all types of
matrix, and some experimentation will generally be required for each new type of matrix encountered.
The recommended approach is to start with lfill ¼ 0 and pstrat ¼ Nag SparseNsym CompletePiv. If the
value returned for npivm is significantly larger than zero, i.e., a large number of pivot modifications
were required to ensure that M existed, the preconditioner is not likely to be satisfactory. In this case
increase lfill until npivm falls to a value close to zero.

For certain classes of matrices (typically those arising from the discretization of elliptic or parabolic
partial differential equations) the convergence rate of the preconditioned iterative solver can sometimes
be significantly improved by using an incomplete factorization which preserves the row-sums of the
original matrix. In these cases try setting milu ¼ Nag SparseNsym ModFact.

9.5 Direct Solution of Sparse Linear Systems

Although it is not the primary purpose of the functions nag_sparse_nherm_fac (f11dnc) and
nag_sparse_nherm_precon_ilu_solve (f11dpc), they may be used together to obtain a direct solution
to a nonsingular sparse complex non-Hermitian linear system. To achieve this the call to
nag_sparse_nherm_precon_ilu_solve (f11dpc) should be preceded by a complete LU factorization

A ¼ PLDUQ ¼M:

f11dnc NAG Library Manual

f11dnc.6 Mark 26



A complete factorization is obtained from a call to nag_sparse_nherm_fac (f11dnc) with lfill < 0 and
dtol ¼ 0:0, provided npivm � 0 on exit. A positive value of npivm indicates that A is singular, or ill-
conditioned. A factorization with positive npivm may serve as a preconditioner, but will not result in a
direct solution. It is therefore essential to check the output value of npivm if a direct solution is
required.

The use of nag_sparse_nherm_fac (f11dnc) and nag_sparse_nherm_precon_ilu_solve (f11dpc) as a
direct method is illustrated in nag_sparse_nherm_precon_ilu_solve (f11dpc).

10 Example

This example reads in a complex sparse non-Hermitian matrix A and calls nag_sparse_nherm_fac
(f11dnc) to compute an incomplete LU factorization. It then outputs the nonzero elements of both A
and C ¼ LþD�1 þ U � 2I.

The call to nag_sparse_nherm_fac (f11dnc) has lfill ¼ 0, and pstrat ¼ Nag SparseNsym CompletePiv,
giving an unmodified zero-fill LU factorization, with row pivoting for sparsity and column pivoting for
stability.

10.1 Program Text

/* nag_sparse_nherm_fac (f11dnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dtol;
Integer i, la, lfill, n, nnz, nnzc, npivm;
/* Arrays */
Complex *a = 0;
Integer *icol = 0, *idiag = 0, *ipivp = 0, *ipivq = 0, *irow = 0, *istr = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nherm_fac (f11dnc) Example Program Results \n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

pstrat = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

milu = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);
la = 2 * nnz;
if (!(a = NAG_ALLOC((la), Complex)) ||

!(icol = NAG_ALLOC((la), Integer)) ||
!(idiag = NAG_ALLOC((n), Integer)) ||
!(ipivp = NAG_ALLOC((n), Integer)) ||
!(ipivq = NAG_ALLOC((n), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix a */
for (i = 0; i < nnz; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif

/* Calculate incomplete LU factorization */
/* nag_sparse_nherm_fac (f11dnc)
* Complex sparse non-Hermitian linear systems, incomplete LU factorization
*/

nag_sparse_nherm_fac(n, nnz, a, la, irow, icol, lfill, dtol, pstrat, milu,
ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_fac (f11dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output original matrix */
printf(" Original Matrix\n n = %6" NAG_IFMT "\n", n);
printf(" nnz = %6" NAG_IFMT "\n", nnz);

for (i = 0; i < nnz; ++i)
printf("%8" NAG_IFMT " (%16.4e, %16.4e) %8" NAG_IFMT "%8" NAG_IFMT "\n",

i, a[i].re, a[i].im, irow[i], icol[i]);
printf("\n");

/* Output details of the factorization */
printf(" Factorization\n n = %6" NAG_IFMT "\n", n);
printf(" nnz = %6" NAG_IFMT "\n", nnzc);
printf(" npivm = %6" NAG_IFMT "\n", npivm);
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for (i = nnz; i < nnz + nnzc; ++i)
printf("%8" NAG_IFMT " (%16.4e, %16.4e) %8" NAG_IFMT "%8" NAG_IFMT "\n",

i, a[i].re, a[i].im, irow[i], icol[i]);

printf("\n i ipivp[i] ipivq[i]\n"); /* */
for (i = 0; i < n; ++i)

printf("%10" NAG_IFMT "%10" NAG_IFMT "%10" NAG_IFMT "\n", i, ipivp[i],
ipivq[i]);

END:
NAG_FREE(a);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_nherm_fac (f11dnc) Example Program Data
4 : n
11 : nnz
0 0.0 : lfill, dtol
Nag_SparseNsym_CompletePiv : pstrat
Nag_SparseNsym_UnModFact : milu

( 1., 3.) 1 2
( 1., 0.) 1 3
(-1.,-2.) 2 1
( 2.,-2.) 2 3
( 2., 1.) 2 4
( 0., 5.) 3 1
(-2., 0.) 3 4
( 1., 1.) 4 1
(-2., 4.) 4 2
( 1.,-3.) 4 3
( 0., 7.) 4 4 : a[i], irow[i], icol[i], i=0,...,nnz-1

10.3 Program Results

nag_sparse_nherm_fac (f11dnc) Example Program Results

Original Matrix
n = 4
nnz = 11

0 ( 1.0000e+00, 3.0000e+00) 1 2
1 ( 1.0000e+00, 0.0000e+00) 1 3
2 ( -1.0000e+00, -2.0000e+00) 2 1
3 ( 2.0000e+00, -2.0000e+00) 2 3
4 ( 2.0000e+00, 1.0000e+00) 2 4
5 ( 0.0000e+00, 5.0000e+00) 3 1
6 ( -2.0000e+00, 0.0000e+00) 3 4
7 ( 1.0000e+00, 1.0000e+00) 4 1
8 ( -2.0000e+00, 4.0000e+00) 4 2
9 ( 1.0000e+00, -3.0000e+00) 4 3

10 ( 0.0000e+00, 7.0000e+00) 4 4

Factorization
n = 4
nnz = 11
npivm = 0

11 ( 1.0000e-01, -3.0000e-01) 1 1
12 ( 1.0000e-01, -3.0000e-01) 1 3
13 ( 0.0000e+00, -2.0000e-01) 2 2
14 ( 0.0000e+00, 4.0000e-01) 2 4
15 ( -4.0000e-01, 2.0000e-01) 3 2
16 ( 2.5000e-01, 2.5000e-01) 3 3
17 ( -5.0000e-02, 6.5000e-01) 3 4
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18 ( 1.0000e+00, 1.0000e+00) 4 1
19 ( 2.0000e-01, -2.0000e-01) 4 2
20 ( 1.0000e+00, -1.0000e+00) 4 3
21 ( -4.8035e-02, -1.3974e-01) 4 4

i ipivp[i] ipivq[i]
0 1 2
1 3 1
2 2 3
3 4 4
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NAG Library Function Document

nag_sparse_nherm_precon_ilu_solve (f11dpc)

1 Purpose

nag_sparse_nherm_precon_ilu_solve (f11dpc) solves a system of complex linear equations involving the
incomplete LU preconditioning matrix generated by nag_sparse_nherm_fac (f11dnc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_precon_ilu_solve (Nag_TransType trans, Integer n,
const Complex a[], Integer la, const Integer irow[],
const Integer icol[], const Integer ipivp[], const Integer ipivq[],
const Integer istr[], const Integer idiag[],
Nag_SparseNsym_CheckData check, const Complex y[], Complex x[],
NagError *fail)

3 Description

nag_sparse_nherm_precon_ilu_solve (f11dpc) solves a system of complex linear equations

Mx ¼ y; or MTx ¼ y;

according to the value of the argument trans, where the matrix M ¼ PLDUQ corresponds to an
incomplete LU decomposition of a complex sparse matrix stored in coordinate storage (CS) format (see
Section 2.1.1 in the f11 Chapter Introduction), as generated by nag_sparse_nherm_fac (f11dnc).

In the above decomposition L is a lower triangular sparse matrix with unit diagonal elements, D is a
diagonal matrix, U is an upper triangular sparse matrix with unit diagonal elements and, P and Q are
permutation matrices. L, D and U are supplied to nag_sparse_nherm_precon_ilu_solve (f11dpc) through
the matrix

C ¼ LþD�1 þ U � 2I

which is an n by n sparse matrix, stored in CS format, as returned by nag_sparse_nherm_fac (f11dnc).
The permutation matrices P and Q are returned from nag_sparse_nherm_fac (f11dnc) via the arrays
ipivp and ipivq.

It is envisaged that a common use of nag_sparse_nherm_precon_ilu_solve (f11dpc) will be to carry out
the preconditioning step required in the application of nag_sparse_nherm_basic_solver (f11bsc) to
sparse complex linear systems. nag_sparse_nherm_precon_ilu_solve (f11dpc) is used for this purpose
by the Black Box function nag_sparse_nherm_fac_sol (f11dqc).

nag_sparse_nherm_precon_ilu_solve (f11dpc) may also be used in combination with nag_sparse_n
herm_fac (f11dnc) to solve a sparse system of complex linear equations directly (see Section 9.5 in
nag_sparse_nherm_fac (f11dnc)). This use of nag_sparse_nherm_precon_ilu_solve (f11dpc) is
illustrated in Section 10.

4 References

None.
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5 Arguments

1: trans – Nag_TransType Input

On entry: specifies whether or not the matrix M is transposed.

trans ¼ Nag NoTrans
Mx ¼ y is solved.

trans ¼ Nag Trans
MTx ¼ y is solved.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

2: n – Integer Input

On entry: n, the order of the matrix M. This must be the same value as was supplied in the
preceding call to nag_sparse_nherm_fac (f11dnc).

Constraint: n 	 1.

3: a½la� – const Complex Input

On entry: the values returned in the array a by a previous call to nag_sparse_nherm_fac (f11dnc).

4: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. This must be the same value supplied in
the preceding call to nag_sparse_nherm_fac (f11dnc).

5: irow½la� – const Integer Input
6: icol½la� – const Integer Input
7: ipivp½n� – const Integer Input
8: ipivq½n� – const Integer Input
9: istr½nþ 1� – const Integer Input
10: idiag½n� – const Integer Input

On entry: the values returned in arrays irow, icol, ipivp, ipivq, istr and idiag by a previous call
to nag_sparse_nherm_fac (f11dnc).

11: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS representation of the matrix M should be checked.

check ¼ Nag SparseNsym Check
Checks are carried on the values of n, irow, icol, ipivp, ipivq, istr and idiag.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

12: y½n� – const Complex Input

On entry: the right-hand side vector y.

13: x½n� – Complex Output

On exit: the solution vector x.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i, and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

NE_INVALID_CS_PRECOND

On entry, idiag½i� 1� appears to be incorrect: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

On entry, istr appears to be invalid.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

On entry, istr½i� 1� is inconsistent with irow: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

NE_INVALID_ROWCOL_PIVOT

On entry, i ¼ valueh i, ipivp½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: ipivp½i� 1� 	 1 and ipivp½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

On entry, i ¼ valueh i, ipivq½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: ipivq½i� 1� 	 1 and ipivq½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).
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On entry, ipivp½i� 1� is a repeated value: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

On entry, ipivq½i� 1� is a repeated value: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

On entry, the location (irow½i� 1�; icol½i� 1�) is a duplicate: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_ilu_solve (f11dpc) and nag_sparse_nherm_fac (f11dnc).

7 Accuracy

If trans ¼ Nag NoTrans the computed solution x is the exact solution of a perturbed system of
equations M þ �Mð Þx ¼ y, where

�Mj j � c nð Þ�P Lj j Dj j Uj jQ;

c nð Þ is a modest linear function of n, and � is the machine precision. An equivalent result holds when
trans ¼ Nag Trans.

8 Parallelism and Performance

nag_sparse_nherm_precon_ilu_solve (f11dpc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nherm_precon_ilu_solve (f11dpc) is proportional to the value of
nnzc returned from nag_sparse_nherm_fac (f11dnc).

9.2 Use of check

It is expected that a common use of nag_sparse_nherm_precon_ilu_solve (f11dpc) will be to carry out
the preconditioning step required in the application of nag_sparse_nherm_basic_solver (f11bsc) to
sparse complex linear systems. In this situation nag_sparse_nherm_precon_ilu_solve (f11dpc) is likely
to be called many times with the same matrix M. In the interests of both reliability and efficiency, you
are recommended to set check ¼ Nag SparseNsym Check for the first of such calls, and to set
check ¼ Nag SparseNsym NoCheck for all subsequent calls.

10 Example

This example reads in a complex sparse non-Hermitian matrix A and a vector y. It then calls
nag_sparse_nherm_fac (f11dnc), with lfill ¼ �1 and dtol ¼ 0:0, to compute the complete LU
decomposition

A ¼ PLDUQ:

Finally it calls nag_sparse_nherm_precon_ilu_solve (f11dpc) to solve the system
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PLDUQx ¼ y:

10.1 Program Text

/* nag_sparse_nherm_precon_ilu_solve (f11dpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dtol;
Integer i, la, lfill, n, nnz, nnzc, npivm;
/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
Integer *icol = 0, *idiag = 0, *ipivp = 0, *ipivq = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
Nag_SparseNsym_CheckData check;
Nag_TransType trans;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nherm_precon_ilu_solve (f11dpc) Example Program Results");
printf("\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 3 * nnz;
if (!(a = NAG_ALLOC((la), Complex)) ||

!(x = NAG_ALLOC((n), Complex)) ||
!(y = NAG_ALLOC((n), Complex)) ||
!(icol = NAG_ALLOC((la), Integer)) ||
!(idiag = NAG_ALLOC((n), Integer)) ||
!(ipivp = NAG_ALLOC((n), Integer)) ||
!(ipivq = NAG_ALLOC((n), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read the nonzero elements of the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif
/* Read the vector y */

#ifdef _WIN32
for (i = 0; i < n; i++)

scanf_s(" ( %lf , %lf )", &y[i].re, &y[i].im);
#else

for (i = 0; i < n; i++)
scanf(" ( %lf , %lf )", &y[i].re, &y[i].im);

#endif

/* Calculate LU factorization */
lfill = -1;
dtol = 0.0;
pstrat = Nag_SparseNsym_CompletePiv;
milu = Nag_SparseNsym_UnModFact;
/* nag_sparse_nherm_fac (f11dnc).
* Complex sparse non-Hermitian linear systems, incomplete LU factorization
*/

nag_sparse_nherm_fac(n, nnz, a, la, irow, icol, lfill, dtol, pstrat, milu,
ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_fac (f11dnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Check value of npivm */
if (npivm > 0) {

printf("Factorization is not complete\n");
}
else {

/* Solve P L D U x = y */
check = Nag_SparseNsym_Check;
trans = Nag_NoTrans;
/* nag_sparse_nherm_precon_ilu_solve (f11dpc).
* Solution of complex linear system involving incomplete LU
* preconditioning matrix
*/

nag_sparse_nherm_precon_ilu_solve(trans, n, a, la, irow, icol, ipivp,
ipivq, istr, idiag, check, y, x, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_precon_ilu_solve.\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
/* Output results */
printf(" Solution of linear system \n");
for (i = 0; i < n; i++)

printf(" ( %13.4e, %13.4e) \n", x[i].re, x[i].im);
}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

f11dpc NAG Library Manual

f11dpc.6 Mark 26



10.2 Program Data

nag_sparse_nherm_precon_ilu_solve (f11dpc) Example Program Data
4 : n

11 : nnz
( 1., 2.) 1 2
( 1., 3.) 1 3
(-1.,-3.) 2 1
( 2., 0.) 2 3
( 0., 4.) 2 4
( 3., 4.) 3 1
(-2., 0.) 3 4
( 1.,-1.) 4 1
(-2.,-1.) 4 2
( 1., 0.) 4 3
( 1., 3.) 4 4 : a[i], irow[i], icol[i], i=0,...,nnz-1
( 5.0, 14.0)
( 21.0, 5.0)
(-21.0, 18.0)
( 14.0, 4.0) : y[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nherm_precon_ilu_solve (f11dpc) Example Program Results

Solution of linear system
( 1.0000e+00, 4.0000e+00)
( 2.0000e+00, 3.0000e+00)
( 3.0000e+00, -2.0000e+00)
( 4.0000e+00, -1.0000e+00)
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NAG Library Function Document

nag_sparse_nherm_fac_sol (f11dqc)

1 Purpose

nag_sparse_nherm_fac_sol (f11dqc) solves a complex sparse non-Hermitian system of linear equations,
represented in coordinate storage format, using a restarted generalized minimal residual (RGMRES),
conjugate gradient squared (CGS), stabilized bi-conjugate gradient (Bi-CGSTAB), or transpose-free
quasi-minimal residual (TFQMR) method, with incomplete LU preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_fac_sol (Nag_SparseNsym_Method method, Integer n,
Integer nnz, const Complex a[], Integer la, const Integer irow[],
const Integer icol[], const Integer ipivp[], const Integer ipivq[],
const Integer istr[], const Integer idiag[], const Complex b[],
Integer m, double tol, Integer maxitn, Complex x[], double *rnorm,
Integer *itn, NagError *fail)

3 Description

nag_sparse_nherm_fac_sol (f11dqc) solves a complex sparse non-Hermitian linear system of equations

Ax ¼ b;

using a preconditioned RGMRES (see Saad and Schultz (1986)), CGS (see Sonneveld (1989)), Bi-
CGSTAB(‘) (see Van der Vorst (1989) and Sleijpen and Fokkema (1993)), or TFQMR (see Freund and
Nachtigal (1991) and Freund (1993)) method.

nag_sparse_nherm_fac_sol (f11dqc) uses the incomplete LU factorization determined by nag_sparse_n
herm_fac (f11dnc) as the preconditioning matrix. A call to nag_sparse_nherm_fac_sol (f11dqc) must
always be preceded by a call to nag_sparse_nherm_fac (f11dnc). Alternative preconditioners for the
same storage scheme are available by calling nag_sparse_nherm_sol (f11dsc).

The matrix A, and the preconditioning matrix M, are represented in coordinate storage (CS) format (see
Section 2.1.1 in the f11 Chapter Introduction) in the arrays a, irow and icol, as returned from
nag_sparse_nherm_fac (f11dnc). The array a holds the nonzero entries in these matrices, while irow
and icol hold the corresponding row and column indices.

4 References

Freund R W (1993) A transpose-free quasi-minimal residual algorithm for non-Hermitian linear systems
SIAM J. Sci. Comput. 14 470–482

Freund R W and Nachtigal N (1991) QMR: a Quasi-Minimal Residual Method for Non-Hermitian
Linear Systems Numer. Math. 60 315–339

Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869

Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32
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Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644

5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
Restarted generalized minimum residual method.

method ¼ Nag SparseNsym CGS
Conjugate gradient squared method.

method ¼ Nag SparseNsym BiCGSTAB
Bi-conjugate gradient stabilized (‘) method.

method ¼ Nag SparseNsym TFQMR
Transpose-free quasi-minimal residual method.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS,
Nag SparseNsym BiCGSTAB or Nag SparseNsym TFQMR.

2: n – Integer Input

On entry: n, the order of the matrix A. This must be the same value as was supplied in the
preceding call to nag_sparse_nherm_fac (f11dnc).

Constraint: n 	 1.

3: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A. This must be the same value as was
supplied in the preceding call to nag_sparse_nherm_fac (f11dnc).

Constraint: 1 � nnz � n2.

4: a½la� – const Complex Input

On entry: the values returned in the array a by a previous call to nag_sparse_nherm_fac (f11dnc).

5: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. This must be the same value as was
supplied in the preceding call to nag_sparse_nherm_fac (f11dnc).

Constraint: la 	 2� nnz.

6: irow½la� – const Integer Input
7: icol½la� – const Integer Input
8: ipivp½n� – const Integer Input
9: ipivq½n� – const Integer Input
10: istr½nþ 1� – const Integer Input
11: idiag½n� – const Integer Input

On entry: the values returned in arrays irow, icol, ipivp, ipivq, istr and idiag by a previous call
to nag_sparse_nherm_fac (f11dnc).

ipivp and ipivq are restored on exit.
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12: b½n� – const Complex Input

On entry: the right-hand side vector b.

13: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension of the restart subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method.

Otherwise, m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

14: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
; 10�;

ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

15: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

16: x½n� – Complex Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

17: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

18: itn – Integer * Output

On exit: the number of iterations carried out.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved.

NE_ALG_FAIL

Algorithmic breakdown. A solution is returned, although it is possible that it is completely
inaccurate.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.

NE_INT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m 	 1 and m � min n; valueh ið Þ.
On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i, and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_fac_sol (f11dqc) and nag_sparse_nherm_fac (f11dnc).

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i, n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_fac_sol (f11dqc) and nag_sparse_nherm_fac (f11dnc).

NE_INVALID_CS_PRECOND

The CS representation of the preconditioner is invalid.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_fac (f11dnc) and nag_sparse_nherm_fac_sol (f11dqc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_fac_sol (f11dqc) and nag_sparse_nherm_fac (f11dnc).

On entry, the location (irow½i� 1�; icol½i� 1�) is a duplicate: i ¼ valueh i.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_fac_sol (f11dqc) and nag_sparse_nherm_fac (f11dnc).

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_nherm_fac_sol (f11dqc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nherm_fac_sol (f11dqc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sparse_nherm_fac_sol (f11dqc) for each iteration is roughly proportional to the
value of nnzc returned from the preceding call to nag_sparse_nherm_fac (f11dnc).

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a
priori, as it can depend dramatically on the conditioning and spectrum of the preconditioned coefficient
matrix �A ¼M�1A.

10 Example

This example solves a complex sparse non-Hermitian linear system of equations using the CGS method,
with incomplete LU preconditioning.

10.1 Program Text

/* nag_sparse_nherm_fac_sol (f11dqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
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#include <naga02.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dtol, rnorm, tol;
Integer i, itn, la, lfill, m, maxitn, n, nnz, nnzc, npivm;
/* Arrays */
Complex *a = 0, *b = 0, *x = 0;
Integer *icol = 0, *idiag = 0, *ipivp = 0, *ipivq = 0, *irow = 0, *istr = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_SparseNsym_Method method;
Nag_SparseNsym_Piv pstrat;
Nag_SparseNsym_Fact milu;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nherm_fac_sol (f11dqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 2 * nnz;
if (!(a = NAG_ALLOC((la), Complex)) ||

!(b = NAG_ALLOC((n), Complex)) ||
!(x = NAG_ALLOC((n), Complex)) ||
!(icol = NAG_ALLOC((la), Integer)) ||
!(idiag = NAG_ALLOC((n), Integer)) ||
!(ipivp = NAG_ALLOC((n), Integer)) ||
!(ipivq = NAG_ALLOC((n), Integer)) ||
!(irow = NAG_ALLOC((la), Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
pstrat = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
milu = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);

#else
scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);

#endif
/* Read the matrix a */

#ifdef _WIN32
for (i = 0; i < nnz; i++)

scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
#else

for (i = 0; i < nnz; i++)
scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

#endif
&a[i].re, &a[i].im, &irow[i], &icol[i]);

/* Read rhs vector b and initial approximate solution x */
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf )", &b[i].re, &b[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf )", &b[i].re, &b[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf )", &x[i].re, &x[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf )", &x[i].re, &x[i].im);
#endif

/* Calculate incomplete LU factorization */
/* nag_sparse_nherm_fac (f11dnc)
* Complex sparse non-Hermitian linear systems, incomplete LU factorization
*/

nag_sparse_nherm_fac(n, nnz, a, la, irow, icol, lfill, dtol, pstrat, milu,
ipivp, ipivq, istr, idiag, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_fac (f11dnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* solve ax = b */
/* nag_sparse_nherm_fac_sol (f11dqc).
* Solution of complex sparse non-Hermitian linear system, RGMRES, CGS,
* Bi-CGSTAB or TFQMR method, preconditioner computed by
* nag_sparse_nherm_fac (f11dnc) (Black Box).
*/

nag_sparse_nherm_fac_sol(method, n, nnz, a, la, irow, icol, ipivp, ipivq,
istr, idiag, b, m, tol, maxitn, x, &rnorm, &itn,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_fac_sol (f11dqc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
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printf("Converged in%12" NAG_IFMT " iterations\n", itn);
printf("Final residual norm =%11.3e\n\n", rnorm);
/* Output x */
printf("%16s\n", "Solution");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e) \n", x[i].re, x[i].im);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_nherm_fac_sol (f11dqc) Example Program Data
8 4 : n, m
24 : nnz
Nag_SparseNsym_CGS : method
0 0.0 : lfill, dtol
Nag_SparseNsym_CompletePiv : pstrat
Nag_SparseNsym_UnModFact : milu
1.0E-10 100 : tol, maxitn

( 2., 1.) 1 1
(-1., 1.) 1 4
( 1.,-3.) 1 8
( 4., 7.) 2 1
(-3., 0.) 2 2
( 2., 4.) 2 5
(-7.,-5.) 3 3
( 2., 1.) 3 6
( 3., 2.) 4 1
(-4., 2.) 4 3
( 0., 1.) 4 4
( 5.,-3.) 4 7
(-1., 2.) 5 2
( 8., 6.) 5 5
(-3.,-4.) 5 7
(-6.,-2.) 6 1
( 5.,-2.) 6 3
( 2., 0.) 6 6
( 0.,-5.) 7 3
(-1., 5.) 7 5
( 6., 2.) 7 7
(-1., 4.) 8 2
( 2., 0.) 8 6
( 3., 3.) 8 8 : a[i], irow[i], icol[i], i=0,...,nnz-1
( 7., 11.)
( 1., 24.)
(-13.,-18.)
(-10., 3.)
( 23., 14.)
( 17., -7.)
( 15., -3.)
( -3., 20.) : b[i], i=0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i=0,...,n-1
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10.3 Program Results

nag_sparse_nherm_fac_sol (f11dqc) Example Program Results

Converged in 4 iterations
Final residual norm = 1.348e-11

Solution
( 1.0000e+00, 1.0000e+00)
( 2.0000e+00, -1.0000e+00)
( 3.0000e+00, 1.0000e+00)
( 4.0000e+00, -1.0000e+00)
( 3.0000e+00, -1.0000e+00)
( 2.0000e+00, 1.0000e+00)
( 1.0000e+00, -1.0000e+00)
( -1.7424e-12, 3.0000e+00)

f11 – Large Scale Linear Systems f11dqc

Mark 26 f11dqc.9 (last)





NAG Library Function Document

nag_sparse_nherm_precon_ssor_solve (f11drc)

1 Purpose

nag_sparse_nherm_precon_ssor_solve (f11drc) solves a system of linear equations involving the
preconditioning matrix corresponding to SSOR applied to a complex sparse non-Hermitian matrix,
represented in coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_precon_ssor_solve (Nag_TransType trans, Integer n,
Integer nnz, const Complex a[], const Integer irow[],
const Integer icol[], const Complex rdiag[], double omega,
Nag_SparseNsym_CheckData check, const Complex y[], Complex x[],
NagError *fail)

3 Description

nag_sparse_nherm_precon_ssor_solve (f11drc) solves a system of linear equations

Mx ¼ y; or MHx ¼ y;

according to the value of the argument trans, where the matrix

M ¼ 1

! 2� !ð Þ Dþ !Lð ÞD�1 Dþ !Uð Þ

corresponds to symmetric successive-over-relaxation (SSOR) Young (1971) applied to a linear system
Ax ¼ b, where A is a complex sparse non-Hermitian matrix stored in coordinate storage (CS) format
(see Section 2.1.1 in the f11 Chapter Introduction).

In the definition of M given above D is the diagonal part of A, L is the strictly lower triangular part of
A, U is the strictly upper triangular part of A, and ! is a user-defined relaxation parameter.

It is envisaged that a common use of nag_sparse_nherm_precon_ssor_solve (f11drc) will be to carry out
the preconditioning step required in the application of nag_sparse_nherm_basic_solver (f11bsc) to
sparse linear systems. For an illustration of this use of nag_sparse_nherm_precon_ssor_solve (f11drc)
see the example program given in Section 10. nag_sparse_nherm_precon_ssor_solve (f11drc) is also
used for this purpose by the Black Box function nag_sparse_nherm_sol (f11dsc).

4 References

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York

5 Arguments

1: trans – Nag_TransType Input

On entry: specifies whether or not the matrix M is transposed.

trans ¼ Nag NoTrans
Mx ¼ y is solved.
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trans ¼ Nag Trans
MHx ¼ y is solved.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

3: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

4: a½nnz� – const Complex Input

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nherm_sort (f11znc) may be used to order the
elements in this way.

5: irow½nnz� – const Integer Input
6: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_nherm_sort (f11znc)):

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

7: rdiag½n� – const Complex Input

On entry: the elements of the diagonal matrix D�1, where D is the diagonal part of A.

8: omega – double Input

On entry: the relaxation parameter !.

Constraint: 0:0 < omega < 2:0.

9: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS representation of the matrix M should be checked.

check ¼ Nag SparseNsym Check
Checks are carried on the values of n, nnz, irow, icol and omega.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

10: y½n� – const Complex Input

On entry: the right-hand side vector y.
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11: x½n� – Complex Output

On exit: the solution vector x.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0
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NE_ZERO_DIAG_ELEM

The matrix A has no diagonal entry in row valueh i.

7 Accuracy

If trans ¼ Nag NoTrans the computed solution x is the exact solution of a perturbed system of
equations M þ �Mð Þx ¼ y, where

�Mj j � c nð Þ� Dþ !Lj j D�1
		 		 Dþ !Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision. An equivalent result holds when
trans ¼ Nag Trans.

8 Parallelism and Performance

nag_sparse_nherm_precon_ssor_solve (f11drc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nherm_precon_ssor_solve (f11drc) is proportional to nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_nherm_precon_ssor_solve (f11drc) will be to carry out
the preconditioning step required in the application of nag_sparse_nherm_basic_solver (f11bsc) to
sparse linear systems. In this situation nag_sparse_nherm_precon_ssor_solve (f11drc) is likely to be
called many times with the same matrix M. In the interests of both reliability and efficiency, you are
recommended to set check ¼ Nag SparseNsym Check for the first of such calls, and
check ¼ Nag SparseNsym NoCheck for all subsequent calls.

10 Example

This example solves a complex sparse linear system of equations

Ax ¼ b;

using RGMRES with SSOR preconditioning.

The RGMRES algorithm itself is implemented by the reverse communication function nag_sparse_n
herm_basic_solver (f11bsc), which returns repeatedly to the calling program with various values of the
argument irevcm. This argument indicates the action to be taken by the calling program.

If irevcm ¼ 1, a matrix-vector product v ¼ Au is required. This is implemented by a call to
nag_sparse_nherm_matvec (f11xnc).

If irevcm ¼ �1, a conjugate transposed matrix-vector product v ¼ AHu is required in the
estimation of the norm of A. This is implemented by a call to nag_sparse_nherm_matvec
(f11xnc).

If irevcm ¼ 2, a solution of the preconditioning equation Mv ¼ u is required. This is achieved
by a call to nag_sparse_nherm_precon_ssor_solve (f11drc).

If irevcm ¼ 4, nag_sparse_nherm_basic_solver (f11bsc) has completed its tasks. Either the
iteration has terminated, or an error condition has arisen.

For further details see the function document for nag_sparse_nherm_basic_solver (f11bsc).
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10.1 Program Text

/* nag_sparse_nherm_precon_ssor_solve (f11drc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, omega, sigmax, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, liwork, lwneed, lwork, m,

maxitn, monit, n, nnz;
/* Arrays */
char nag_enum_arg[100];
Complex *a = 0, *b = 0, *rdiag = 0, *work = 0, *x = 0;
double *wgt = 0;
Integer *icol = 0, *irow = 0, *iwork = 0;
/* NAG types */
Nag_SparseNsym_CheckData ckdr, ckxn;
Nag_NormType norm;
Nag_SparseNsym_PrecType precon;
Nag_SparseNsym_Method method;
Nag_TransType trans;
Nag_SparseNsym_Weight weight;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_nherm_precon_ssor_solve (f11drc) Example Program Results");
printf("\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

lwork = MAX(121 + n * (3 + m) + m * (m + 5), 120 + 7 * n);
liwork = 2 * n + 1;
if (!(a = NAG_ALLOC((nnz), Complex)) ||

!(b = NAG_ALLOC((n), Complex)) ||
!(rdiag = NAG_ALLOC((n), Complex)) ||
!(work = NAG_ALLOC((lwork), Complex)) ||
!(x = NAG_ALLOC((n), Complex)) ||
!(wgt = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((nnz), Integer)) ||
!(irow = NAG_ALLOC((nnz), Integer)) ||
!(iwork = NAG_ALLOC((liwork), Integer))

)
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
/* Read or initialize the parameters for the iterative solver */

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);
#else

scanf("%" NAG_IFMT "%*[^\n]", &iterm);
#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &anorm, &sigmax);
#else

scanf("%lf%lf%*[^\n]", &anorm, &sigmax);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &omega);
#else

scanf("%lf%*[^\n]", &omega);
#endif

/* Read the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif

/* Read rhs vector b and initial approximate solution x */
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf )", &b[i].re, &b[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf )", &b[i].re, &b[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
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scanf_s(" ( %lf , %lf )", &x[i].re, &x[i].im);
#else

for (i = 0; i < n; i++)
scanf(" ( %lf , %lf )", &x[i].re, &x[i].im);

#endif
weight = Nag_SparseNsym_UnWeighted;
monit = 0;

/* Call to initialize solver */
/* nag_sparse_nherm_basic_setup (f11brc)
* Complex sparse non-Hermitian linear systems, setup
*/

nag_sparse_nherm_basic_setup(method, precon, norm, weight, iterm, n, m, tol,
maxitn, anorm, sigmax, monit, &lwneed, work,
lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_basic_setup (f11brc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Calculate reciprocal diagonal matrix elements if necessary */
if (precon == Nag_SparseNsym_Prec) {

for (i = 0; i < n; i++)
iwork[i] = 0;

for (i = 0; i < nnz; i++) {
if (irow[i] == icol[i]) {

iwork[irow[i] - 1]++;
if (nag_complex_equal(a[i], nag_complex(0.0, 0.0))) {

printf("Matrix has a zero diagonal element\n");
goto END;

}
else {

rdiag[irow[i] - 1] =
nag_complex_divide(nag_complex(1.0, 0.0), a[i]);

}
}

}
for (i = 0; i < n; i++) {

if (iwork[i] == 0) {
printf("Matrix has a missing diagonal element\n");
goto END;

}
if (iwork[i] >= 2) {

printf("Matrix has a multiple diagonal element\n");
goto END;

}
}

}
/* Call solver repeatedly to solve the equations */
irevcm = 0;
ckxn = Nag_SparseNsym_Check;
ckdr = Nag_SparseNsym_Check;
while (irevcm != 4) {

/* nag_sparse_nherm_basic_solver (f11bsc).
* Complex sparse non-Hermitian linear systems, solver routine
* preconditioned RGMRES, CGS, Bi-CGSTAB or TFQMR method
*/

nag_sparse_nherm_basic_solver(&irevcm, x, b, wgt, work, lwork, &fail);
switch (irevcm) {
case 1:

/* Compute matrix-vector product */
trans = Nag_NoTrans;
/* nag_sparse_nherm_matvec (f11xnc).
* Complex sparse non-Hermitian matrix vector multiply
*/

nag_sparse_nherm_matvec(trans, n, nnz, a, irow, icol, ckxn, x, b,
&fail1);

ckxn = Nag_SparseNsym_NoCheck;
break;

case -1:
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/* Compute conjugate transposed matrix-vector product */
trans = Nag_ConjTrans;
nag_sparse_nherm_matvec(trans, n, nnz, a, irow, icol, ckxn, x, b,

&fail1);
ckxn = Nag_SparseNsym_NoCheck;
break;

case 2:
/* SSOR preconditioning */
trans = Nag_NoTrans;
/* nag_sparse_nherm_precon_ssor_solve (f11drc).
* Solution of linear system involving preconditioning matrix generated
* by applying SSOR to complex sparse non-Hermitian matrix
*/

nag_sparse_nherm_precon_ssor_solve(trans, n, nnz, a, irow, icol, rdiag,
omega, ckdr, x, b, &fail1);

ckdr = Nag_SparseNsym_NoCheck;
break;

case 4:
/* Termination */
break;

default:
goto END;

}
if (fail1.code != NE_NOERROR) {

printf("Error from matrix-vector or preconditioning stage.\n%s\n",
fail1.message);

exit_status = 2;
goto END;

}
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_basic_solver (f11bsc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}
/* nag_sparse_nherm_basic_diagnostic (f11btc)
* Complex sparse non-Hermitian linear systems, diagnostic
*/

nag_sparse_nherm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,
work, lwork, &fail1);

printf("Converged in %12" NAG_IFMT " iterations\n", itn);
printf("Matrix norm = %11.3e\n", anorm);
printf("Final residual norm = %11.3e\n\n", stplhs);
/* Output x */
printf("%14s\n", "Solution");
for (i = 0; i < n; i++)

printf(" ( %13.4e, %13.4e) \n", x[i].re, x[i].im);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(rdiag);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(wgt);
NAG_FREE(icol);
NAG_FREE(irow);
NAG_FREE(iwork);
return exit_status;

}

10.2 Program Data

nag_sparse_nherm_precon_ssor_solve (f11drc) Example Program Data
5 2 : n, m

16 : nnz
Nag_SparseNsym_CGS : method
Nag_SparseNsym_Prec : precon
Nag_InfNorm : norm
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1 : iterm
1.e-10 1000 : tol, maxitn
0.0 0. : anorm, sigmax
1.4 : omega
( 2., 3.) 1 1
( 1., -1.) 1 2
( -1., 0.) 1 4
( 0., 2.) 2 2
( -2., 1.) 2 3
( 1., 0.) 2 5
( 0., -1.) 3 1
( 5., 4.) 3 3
( 3., -1.) 3 4
( 1., 0.) 3 5
( -2., 2.) 4 1
( -3., 1.) 4 4
( 0., 3.) 4 5
( 4., -2.) 5 2
( -2., 0.) 5 3
( -6., 1.) 5 5 : a[i], irow[i], icol[i], i=0,...,nnz-1
( -3., 3.)
(-11., 5.)
( 23., 48.)
(-41., 2.)
(-28.,-31.) : b[i], i=0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nherm_precon_ssor_solve (f11drc) Example Program Results

Converged in 5 iterations
Matrix norm = 1.500e+01
Final residual norm = 2.132e-14

Solution
( 1.0000e+00, 2.0000e+00)
( 2.0000e+00, 3.0000e+00)
( 3.0000e+00, 4.0000e+00)
( 4.0000e+00, 5.0000e+00)
( 5.0000e+00, 6.0000e+00)
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NAG Library Function Document

nag_sparse_nherm_sol (f11dsc)

1 Purpose

nag_sparse_nherm_sol (f11dsc) solves a complex sparse non-Hermitian system of linear equations,
represented in coordinate storage format, using a restarted generalized minimal residual (RGMRES),
conjugate gradient squared (CGS), stabilized bi-conjugate gradient (Bi-CGSTAB), or transpose-free
quasi-minimal residual (TFQMR) method, without preconditioning, with Jacobi, or with SSOR
preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_sol (Nag_SparseNsym_Method method,
Nag_SparseNsym_PrecType precon, Integer n, Integer nnz,
const Complex a[], const Integer irow[], const Integer icol[],
double omega, const Complex b[], Integer m, double tol, Integer maxitn,
Complex x[], double *rnorm, Integer *itn, NagError *fail)

3 Description

nag_sparse_nherm_sol (f11dsc) solves a complex sparse non-Hermitian system of linear equations:

Ax ¼ b;

using an RGMRES (see Saad and Schultz (1986)), CGS (see Sonneveld (1989)), Bi-CGSTAB(‘) (see
Van der Vorst (1989) and Sleijpen and Fokkema (1993)), or TFQMR (see Freund and Nachtigal (1991)
and Freund (1993)) method.

nag_sparse_nherm_sol (f11dsc) allows the following choices for the preconditioner:

– no preconditioning;

– Jacobi preconditioning (see Young (1971));

– symmetric successive-over-relaxation (SSOR) preconditioning (see Young (1971)).

For incomplete LU (ILU) preconditioning see nag_sparse_nherm_fac_sol (f11dqc).

The matrix A is represented in coordinate storage (CS) format (see Section 2.1.1 in the f11 Chapter
Introduction) in the arrays a, irow and icol. The array a holds the nonzero entries in the matrix, while
irow and icol hold the corresponding row and column indices.

nag_sparse_nherm_sol (f11dsc) is a Black Box function which calls nag_sparse_nherm_basic_setup
(f11brc), nag_sparse_nherm_basic_solver (f11bsc) and nag_sparse_nherm_basic_diagnostic (f11btc). If
you wish to use an alternative storage scheme, preconditioner, or termination criterion, or require
additional diagnostic information, you should call these underlying functions directly.

4 References

Freund R W (1993) A transpose-free quasi-minimal residual algorithm for non-Hermitian linear systems
SIAM J. Sci. Comput. 14 470–482

Freund R W and Nachtigal N (1991) QMR: a Quasi-Minimal Residual Method for Non-Hermitian
Linear Systems Numer. Math. 60 315–339

Saad Y and Schultz M (1986) GMRES: a generalized minimal residual algorithm for solving
nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 7 856–869
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Sleijpen G L G and Fokkema D R (1993) BiCGSTAB ‘ð Þ for linear equations involving matrices with
complex spectrum ETNA 1 11–32

Sonneveld P (1989) CGS, a fast Lanczos-type solver for nonsymmetric linear systems SIAM J. Sci.
Statist. Comput. 10 36–52

Van der Vorst H (1989) Bi-CGSTAB, a fast and smoothly converging variant of Bi-CG for the solution
of nonsymmetric linear systems SIAM J. Sci. Statist. Comput. 13 631–644

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York

5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
Restarted generalized minimum residual method.

method ¼ Nag SparseNsym CGS
Conjugate gradient squared method.

method ¼ Nag SparseNsym BiCGSTAB
Bi-conjugate gradient stabilized (‘) method.

method ¼ Nag SparseNsym TFQMR
Transpose-free quasi-minimal residual method.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS,
Nag SparseNsym BiCGSTAB or Nag SparseNsym TFQMR.

2: precon – Nag_SparseNsym_PrecType Input

On entry: specifies the type of preconditioning to be used.

precon ¼ Nag SparseNsym NoPrec
No preconditioning.

precon ¼ Nag SparseNsym JacPrec
Jacobi.

precon ¼ Nag SparseNsym SSORPrec
Symmetric successive-over-relaxation (SSOR).

C o n s t r a i n t : precon ¼ Nag SparseNsym NoPrec, Nag SparseNsym JacPrec o r
Nag SparseNsym SSORPrec.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

4: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

5: a½nnz� – const Complex Input

On entry: the nonzero elements of the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nherm_sort (f11znc) may be used to order the
elements in this way.

f11dsc NAG Library Manual

f11dsc.2 Mark 26



6: irow½nnz� – const Integer Input
7: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_nherm_sort (f11znc)):

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

8: omega – double Input

On entry: if precon ¼ Nag SparseNsym SSORPrec, omega is the relaxation parameter ! to be
used in the SSOR method. Otherwise omega need not be initialized and is not referenced.

Constraint: 0:0 < omega < 2:0.

9: b½n� – const Complex Input

On entry: the right-hand side vector b.

10: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension of the restart subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method.

Otherwise, m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

11: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
; 10�;

ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

12: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

13: x½n� – Complex Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

14: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.
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15: itn – Integer * Output

On exit: the number of iterations carried out.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved.

NE_ALG_FAIL

Algorithmic breakdown. A solution is returned, although it is possible that it is completely
inaccurate.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.

NE_ENUM_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 < m � min n; valueh ið Þ.
On entry, method ¼ valueh i, n ¼ valueh i and m ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.
On entry, method ¼ valueh i, n ¼ valueh i and m ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ.

NE_INT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nnz � n2.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

NE_ZERO_DIAG_ELEM

The matrix A has a zero diagonal entry in row valueh i.
The matrix A has no diagonal entry in row valueh i.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_nherm_sol (f11dsc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nherm_sol (f11dsc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The time taken by nag_sparse_nherm_sol (f11dsc) for each iteration is roughly proportional to nnz.

The number of iterations required to achieve a prescribed accuracy cannot easily be determined a
priori, as it can depend dramatically on the conditioning and spectrum of the preconditioned coefficient
matrix �A ¼M�1A, for some preconditioning matrix M.

10 Example

This example solves a complex sparse non-Hermitian system of equations using the CGS method, with
no preconditioning.

10.1 Program Text

/* nag_sparse_nherm_sol (f11dsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double omega, rnorm, tol;
Integer i, itn, m, maxitn, n, nnz;
/* Arrays */
Complex *a = 0, *b = 0, *x = 0;
Integer *icol = 0, *irow = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_SparseNsym_Method method;
Nag_SparseNsym_PrecType precon;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nherm_sol (f11dsc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
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*/
method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%*[^\n]", &omega);

#else
scanf("%lf%*[^\n]", &omega);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#endif

if (!(a = NAG_ALLOC((nnz), Complex)) ||
!(b = NAG_ALLOC((n), Complex)) ||
!(x = NAG_ALLOC((n), Complex)) ||
!(icol = NAG_ALLOC((nnz), Integer)) ||
!(irow = NAG_ALLOC((nnz), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif
/* Read rhs vector b and initial approximate solution x */

#ifdef _WIN32
for (i = 0; i < n; i++)

scanf_s(" ( %lf , %lf ) ", &b[i].re, &b[i].im);
#else

for (i = 0; i < n; i++)
scanf(" ( %lf , %lf ) ", &b[i].re, &b[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf ) ", &x[i].re, &x[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf ) ", &x[i].re, &x[i].im);
#endif

/* solve ax = b */
/* nag_sparse_nherm_sol (f11dsc).
* Solution of complex sparse non-Hermitian linear system, RGMRES, CGS,
* Bi-CGSTAB or TFQMR method, Jacobi or SSOR preconditioner Black Box.
*/

nag_sparse_nherm_sol(method, precon, n, nnz, a, irow, icol, omega, b, m,
tol, maxitn, x, &rnorm, &itn, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_sol (f11dsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("Converged in%13" NAG_IFMT " iterations\n", itn);
printf("Final residual norm = %11.3e\n\n", rnorm);
/* Output x */
printf("%14s\n", "Solution");
for (i = 0; i < n; i++)

printf("(%13.4e, %13.4e)\n", x[i].re, x[i].im);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(icol);
NAG_FREE(irow);
return exit_status;

}

10.2 Program Data

nag_sparse_nherm_sol (f11dsc) Example Program Data
5 : n

16 : nnz
Nag_SparseNsym_CGS : method
Nag_SparseNsym_NoPrec : precon
1.05 : omega
1 1.e-10 1000 : m, tol, maxitn

( 2., 3.) 1 1
( 1., -1.) 1 2
( -1., 0.) 1 4
( 0., 2.) 2 2
( -2., 1.) 2 3
( 1., 0.) 2 5
( 0., -1.) 3 1
( 5., 4.) 3 3
( 3., -1.) 3 4
( 1., 0.) 3 5
( -2., 2.) 4 1
( -3., 1.) 4 4
( 0., 3.) 4 5
( 4., -2.) 5 2
( -2., 0.) 5 3
( -6., 1.) 5 5 : a[i], irow[i], icol[i], i=0,...,nnz-1
( -3., 3.)
(-11., 5.)
( 23., 48.)
(-41., 2.)
(-28.,-31.) : b[i], i=0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nherm_sol (f11dsc) Example Program Results

Converged in 5 iterations
Final residual norm = 1.052e-10

Solution
( 1.0000e+00, 2.0000e+00)
( 2.0000e+00, 3.0000e+00)
( 3.0000e+00, 4.0000e+00)
( 4.0000e+00, 5.0000e+00)
( 5.0000e+00, 6.0000e+00)
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NAG Library Function Document

nag_sparse_nherm_precon_bdilu (f11dtc)

1 Purpose

nag_sparse_nherm_precon_bdilu (f11dtc) computes a block diagonal incomplete LU factorization of a
complex sparse non-Hermitian matrix, represented in coordinate storage format. The diagonal blocks
may be composed of arbitrary rows and the corresponding columns, and may overlap. This factorization
can be used to provide a block Jacobi or additive Schwarz preconditioner, for use in combination with
nag_sparse_nherm_basic_solver (f11bsc) or nag_sparse_nherm_precon_bdilu_solve (f11duc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_precon_bdilu (Integer n, Integer nnz, Complex a[],
Integer la, Integer irow[], Integer icol[], Integer nb,
const Integer istb[], const Integer indb[], Integer lindb,
const Integer lfill[], const double dtol[],
const Nag_SparseNsym_Piv pstrat[], const Nag_SparseNsym_Fact milu[],
Integer ipivp[], Integer ipivq[], Integer istr[], Integer idiag[],
Integer *nnzc, Integer npivm[], NagError *fail)

3 Description

nag_sparse_nherm_precon_bdilu (f11dtc) computes an incomplete LU factorization (see Meijerink and
Van der Vorst (1977) and Meijerink and Van der Vorst (1981)) of the (possibly overlapping) diagonal
blocks Ab, b ¼ 1; 2; . . . ; nb, of a complex sparse non-Hermitian n by n matrix A. The factorization is
intended primarily for use as a block Jacobi or additive Schwarz preconditioner (see Saad (1996)), with
one of the iterative solvers nag_sparse_nherm_basic_solver (f11bsc) and nag_sparse_nherm_precon_b
dilu_solve (f11duc).

The nb diagonal blocks need not consist of consecutive rows and columns of A, but may be composed
of arbitrarily indexed rows, and the corresponding columns, as defined in the arguments indb and istb.
Any given row or column index may appear in more than one diagonal block, resulting in overlap. Each
diagonal block Ab, b ¼ 1; 2; . . . ;nb, is factorized as:

Ab ¼Mb þ Rb

where

Mb ¼ PbLbDbUbQb

and Lb is lower triangular with unit diagonal elements, Db is diagonal, Ub is upper triangular with unit
diagonals, Pb and Qb are permutation matrices, and Rb is a remainder matrix.

The amount of fill-in occurring in the factorization of block b can vary from zero to complete fill, and
can be controlled by specifying either the maximum level of fill lfill½b� 1�, or the drop tolerance
dtol½b� 1�.
The parameter pstrat½b� 1� defines the pivoting strategy to be used in block b. The options currently
available are no pivoting, user-defined pivoting, partial pivoting by columns for stability, and complete
pivoting by rows for sparsity and by columns for stability. The factorization may optionally be modified
to preserve the row-sums of the original block matrix.

The sparse matrix A is represented in coordinate storage (CS) format (see Section 2.1.1 in the f11
Chapter Introduction). The array a stores all the nonzero elements of the matrix A, while arrays irow
and icol store the corresponding row and column indices respectively. Multiple nonzero elements may
not be specified for the same row and column index.
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The preconditioning matrices Mb, b ¼ 1; 2; . . . ; nb, are returned in terms of the CS representations of
the matrices

Cb ¼ Lb þD�1b þ Ub � 2I:

4 References

Meijerink J and Van der Vorst H (1977) An iterative solution method for linear systems of which the
coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162

Meijerink J and Van der Vorst H (1981) Guidelines for the usage of incomplete decompositions in
solving sets of linear equations as they occur in practical problems J. Comput. Phys. 44 134–155

Saad Y (1996) Iterative Methods for Sparse Linear Systems PWS Publishing Company, Boston, MA

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

3: a½la� – Complex Input/Output

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nherm_sort (f11znc) may be used to order the
elements in this way.

On exit: the first nnz entries of a contain the nonzero elements of A and the next nnzc entries
contain the elements of the matrices Cb, for b ¼ 1; 2; . . . ;nb stored consecutively. Within each
block the matrix elements are ordered by increasing row index, and by increasing column index
within each row.

4: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. These arrays must be of sufficient size to
store both A (nnz elements) and C (nnzc elements).

Note: the minimum value for la is only appropriate if lfill and dtol are set such that minimal fill-
in occurs. If this is not the case then we recommend that la is set much larger than the minimum
value indicated in the constraint.

Constraint: la 	 2� nnz.

5: irow½la� – Integer Input/Output
6: icol½la� – Integer Input/Output

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_nherm_sort (f11znc)):

1 � irow½i � 1� � n and 1 � icol½i � 1� � n, for i ¼ 1; 2; . . . ; nnz;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz.
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On exit: the row and column indices of the nonzero elements returned in a.

7: nb – Integer Input

On entry: the number of diagonal blocks to factorize.

Constraint: 1 � nb � n.

8: istb½nbþ 1� – const Integer Input

On entry: istb½b� 1�, for b ¼ 1; 2; . . . ;nb, holds the indices in arrays indb, ipivp, ipivq and idiag
that, on successful exit from this function, define block b. Let rb denote the number of rows in
block b; then istb½b� ¼ istb½b� 1� þ rb, for b ¼ 1; 2; . . . ;nb. Thus, istb½nb� holds the sum of the
number of rows in all blocks plus istb½0�.
Constraint: istb½0� 	 1; istb½b� 1� < istb½b�, for b ¼ 1; 2; . . . ;nb.

9: indb½lindb� – const Integer Input

On entry: indb must hold the row indices appearing in each diagonal block, stored consecutively.
Thus the elements indb½kb � 1�, for kb ¼ istb½b� 1�; istb½b� 1� þ 1; . . . ; istb½b� � 2; istb½b� � 1,
are the row indices in the bth block, for b ¼ 1; 2; . . . ; nb.

Constraint: 1 � indb½m � 1� � n, for m ¼ istb½0�; istb½0� þ 1; . . . ; istb½nb� � 1.

10: lindb – Integer Input

On entry: the dimension of the arrays indb, ipivp, ipivq and idiag.

Constraint: lindb 	 istb½nb� � 1.

11: lfill½nb� – const Integer Input

On entry: if lfill½b� 1� 	 0 its value is the maximum level of fill allowed in the decomposition of
the block b (see Section 9.2 in nag_sparse_nherm_fac (f11dnc)). A negative value of lfill½b� 1�
indicates that dtol½b� 1� will be used to control the fill in block b instead.

12: dtol½nb� – const double Input

On entry: if lfill½b� 1� < 0 then dtol½b� 1� is used as a drop tolerance in block b to control the
fill-in (see Section 9.2 in nag_sparse_nherm_fac (f11dnc)); otherwise dtol½b� 1� is not
referenced.

Constraint: if lfill½b� 1� < 0, dtol½b� 1� 	 0:0, for b ¼ 1; 2; . . . ; nb.

13: pstrat½nb� – const Nag_SparseNsym_Piv Input

On entry: pstrat½b� 1�, for b ¼ 1; 2; . . . ; nb, specifies the pivoting strategy to be adopted in the
block as follows:

pstrat½b� 1� ¼ Nag SparseNsym NoPiv
No pivoting is carried out.

pstrat½b� 1� ¼ Nag SparseNsym UserPiv
Pivoting is carried out according to the user-defined input values of ipivp and ipivq.

pstrat½b� 1� ¼ Nag SparseNsym PartialPiv
Partial pivoting by columns for stability is carried out.

pstrat½b� 1� ¼ Nag SparseNsym CompletePiv
Complete pivoting by rows for sparsity, and by columns for stability, is carried out.

Suggested value: pstrat½b� 1� ¼ Nag SparseNsym CompletePiv, for b ¼ 1; 2; . . . ; nb.

C o n s t r a i n t : pstrat½b� 1� ¼ Nag SparseNsym NoPiv, Nag SparseNsym UserPiv,
Nag SparseNsym PartialPiv or Nag SparseNsym CompletePiv, for b ¼ 1; 2; . . . ; nb.
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14: milu½nb� – const Nag_SparseNsym_Fact Input

On entry: milu½b� 1�, for b ¼ 1; 2; . . . ;nb, indicates whether or not the factorization in block b
should be modified to preserve row-sums (see Section 9.4 in nag_sparse_nherm_fac (f11dnc)).

milu½b� 1� ¼ Nag SparseNsym ModFact
The factorization is modified.

milu½b� 1� ¼ Nag SparseNsym UnModFact
The factorization is not modified.

Constraint: milu½b� 1� ¼ Nag SparseNsym ModFact or Nag SparseNsym UnModFact, for
b ¼ 1; 2; . . . ;nb.

15: ipivp½lindb� – Integer Input/Output
16: ipivq½lindb� – Integer Input/Output

On entry: if pstrat½b� 1� ¼ Nag SparseNsym UserPiv, then ipivp½istb½b� 1� þ k� 2� and
ipivq½istb½b� 1� þ k� 2� must specify the row and column indices of the element used as a
pivot at elimination stage k of the factorization of the block. Otherwise ipivp and ipivq need not
be initialized.

Constraint: if pstrat½b� 1� ¼ Nag SparseNsym UserPiv, the elements istb½b� 1� � 1 to
istb½b� � 2 of ipivp and ipivq must both hold valid permutations of the integers on
1; istb½b� � istb½b� 1�½ �.
On exit: the row and column indices of the pivot elements, arranged consecutively for each
block, as for indb. If ipivp½istb½b� 1� þ k� 2� ¼ i and ipivq½istb½b� 1� þ k� 2� ¼ j, then the
element in row i and column j of Ab was used as the pivot at elimination stage k.

17: istr½lindbþ 1� – Integer Output

On exit: istr½istb½b� 1� þ k � 2�, gives the index in the arrays a, irow and icol of row k of the
matrix Cb, for b ¼ 1; 2; . . . ; nb and k ¼ 1; 2; . . . ; istb½b� � istb½b� 1�.
istr½istb½nb� � 1� contains nnzþ nnzcþ 1.

18: idiag½lindb� – Integer Output

On exit: idiag½istb½b� 1� þ k � 2�, gives the index in the arrays a, irow and icol of the diagonal
element in row k of the matrix Cb, for b ¼ 1; 2; . . . ;nb and k ¼ 1; 2; . . . ; istb½b� � istb½b� 1�.

19: nnzc – Integer * Output

On exit: the sum total number of nonzero elements in the matrices Cb, for b ¼ 1; 2; . . . ; nb.

20: npivm½nb� – Integer Output

On exit: if npivm½b� 1� > 0 it gives the number of pivots which were modified during the
factorization to ensure that Mb exists.

If npivm½b� 1� ¼ �1 no pivot modifications were required, but a local restart occurred (see
Section 9.3 in nag_sparse_nherm_fac (f11dnc)). The quality of the preconditioner will generally
depend on the returned values of npivm½b� 1�, for b ¼ 1; 2; . . . ;nb.

If npivm½b� 1� is large, for some b, the preconditioner may not be satisfactory. In this case it
may be advantageous to call nag_sparse_nherm_precon_bdilu (f11dtc) again with an increased
v a l u e o f lfill½b� 1�, a r e d u c e d v a l u e o f dtol½b� 1�, o r
pstrat½b� 1� ¼ Nag SparseNsym CompletePiv.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, istb½0� ¼ valueh i.
Constraint: istb½0� 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.

On entry, nb ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nb � n.

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INT_3

On entry, lindb ¼ valueh i, istb½nb� � 1 ¼ valueh i and nb ¼ valueh i.
Constraint: lindb 	 istb½nb� � 1.

NE_INT_ARRAY

On entry, indb½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � indb½m� 1� � n, for m ¼ istb½0�; istb½0� þ 1; . . . ; istb½nb� � 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, icol½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icol½j � 1� � n, for j ¼ 1; 2; . . . ; nnz.

On entry, irow½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irow½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.

NE_INVALID_ROWCOL_PIVOT

On entry, the user-supplied value of ipivp for block valueh i lies outside its range.

On entry, the user-supplied value of ipivp for block valueh i was repeated.

On entry, the user-supplied value of ipivq for block valueh i lies outside its range.
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On entry, the user-supplied value of ipivq for block valueh i was repeated.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, element valueh i of a was out of order.

On entry, for b ¼ valueh i, istb½b� ¼ valueh i and istb½b� 1� ¼ valueh i.
Constraint: istb½b� > istb½b� 1�, for b ¼ 1; 2; . . . ; nb.

On entry, location valueh i of irow; icolð Þ was a duplicate.

NE_REAL_ARRAY

On entry, dtol½ valueh i� ¼ valueh i.
Constraint: dtol½b� 1� 	 0:0, for b ¼ 1; 2; . . . ;nb.

NE_TOO_SMALL

The number of nonzero entries in the decomposition is too large.
The decomposition has been terminated before completion.
Either increase la, or reduce the fill by reducing lfill, or increasing dtol.

7 Accuracy

The accuracy of the factorization of each block Ab will be determined by the size of the elements that
are dropped and the size of any modifications made to the pivot elements. If these sizes are small then
the computed factors will correspond to a matrix close to Ab. The factorization can generally be made
more accurate by increasing the level of fill lfill½b� 1�, or by reducing the drop tolerance dtol½b� 1�
with lfill½b� 1� < 0.

If nag_sparse_nherm_precon_bdilu (f11dtc) is used in combination with nag_sparse_nherm_basic_sol
ver (f11bsc) or nag_sparse_nherm_precon_bdilu_solve (f11duc), the more accurate the factorization the
fewer iterations will be required. However, the cost of the decomposition will also generally increase.

8 Parallelism and Performance

nag_sparse_nherm_precon_bdilu (f11dtc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_sparse_nherm_precon_bdilu (f11dtc) calls nag_sparse_nherm_fac (f11dnc) internally for each block
Ab. The comments and advice provided in Section 9 in nag_sparse_nherm_fac (f11dnc) on timing,
control of fill, algorithmic details, and choice of parameters, are all therefore relevant to
nag_sparse_nherm_precon_bdilu (f11dtc), if interpreted blockwise.

10 Example

This example program reads in a sparse matrix A and then defines a block partitioning of the row
indices with a user-supplied overlap and computes an overlapping incomplete LU factorization suitable
for use as an additive Schwarz preconditioner. Such a factorization is used for this purpose in the
example program of nag_sparse_nherm_precon_bdilu_solve (f11duc).
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10.1 Program Text

/* nag_sparse_nherm_precon_bdilu (f11dtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagf11.h>
#include <nag_stdlib.h>

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork);

int main(void)
{

/* Scalars */
double dtolg;
Integer i, j, k, la, lfillg, lindb, liwork, minval, mb, n, nb, nnz, nnzc,

nover;
Integer exit_status = 0, maxval_ret = 9999;
Nag_SparseNsym_Piv pstrag;
Nag_SparseNsym_Fact milug;

/* Arrays */
char nag_enum_arg[40];
double *dtol = 0;
Complex *a = 0;
Integer *icol = 0, *idiag = 0, *indb = 0, *ipivp = 0, *ipivq = 0, *irow = 0;
Integer *istb = 0, *istr = 0, *iwork = 0, *lfill = 0, *npivm = 0;
Nag_SparseNsym_Piv *pstrat;
Nag_SparseNsym_Fact *milu;

/* Nag Types */
NagError fail;

/* Print example header */
printf("nag_sparse_nherm_precon_bdilu (f11dtc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Get the matrix order and number of nonzero entries. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &n);
#else

scanf("%" NAG_IFMT " %*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT " %*[^\n]", &nnz);
#endif

la = 20 * nnz;
lindb = 3 * n;
liwork = 9 * n + 3;

/* Allocate arrays */
a = NAG_ALLOC(la, Complex);
irow = NAG_ALLOC(la, Integer);
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icol = NAG_ALLOC(la, Integer);

idiag = NAG_ALLOC(lindb, Integer);
indb = NAG_ALLOC(lindb, Integer);
ipivp = NAG_ALLOC(lindb, Integer);
ipivq = NAG_ALLOC(lindb, Integer);
istr = NAG_ALLOC(lindb + 1, Integer);

iwork = NAG_ALLOC(liwork, Integer);

if ((!a) || (!irow) || (!icol) || (!idiag) || (!indb) || (!ipivp) ||
(!ipivq) || (!istr) || (!iwork)) {

printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < la; i++) {

a[i].re = 0.0;
a[i].im = 0.0;
irow[i] = 0;
icol[i] = 0;

}

for (i = 0; i < lindb; i++) {
indb[i] = 0;
ipivp[i] = 0;
ipivq[i] = 0;
istr[i] = 0;
idiag[i] = 0;

}
istr[lindb] = 0;

for (i = 0; i < liwork; i++) {
iwork[i] = 0;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT " %" NAG_IFMT "",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT " %" NAG_IFMT "",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#else

scanf("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

pstrag = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32
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scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

milug = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#endif

if (nb < 1)
{

printf("Value read for nb is out of range\n");
exit_status = -4;
goto END;

}

/* Allocate arrays */
dtol = NAG_ALLOC(nb, double);
istb = NAG_ALLOC(nb + 1, Integer);
lfill = NAG_ALLOC(nb, Integer);
npivm = NAG_ALLOC(nb, Integer);

pstrat = (Nag_SparseNsym_Piv *) NAG_ALLOC(nb, Nag_SparseNsym_Piv);
milu = (Nag_SparseNsym_Fact *) NAG_ALLOC(nb, Nag_SparseNsym_Fact);

if ((!dtol) || (!istb) || (!lfill) || (!npivm) || (!pstrat) || (!milu)) {
printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < nb; i++) {

dtol[i] = 0.0;
istb[i] = 0;
lfill[i] = 0;
npivm[i] = 0;

}
istb[nb] = 0;

/* Define diagonal block indices.
* In this example use blocks of MB consecutive rows and initialize
* assuming no overlap.
*/

mb = (n + nb - 1) / nb;
for (k = 0; k < nb; k++) {

istb[k] = k * mb + 1;
}
istb[nb] = n + 1;

for (i = 0; i < n; i++) {
indb[i] = i + 1;

}

/* Modify INDB and ISTB to account for overlap. */
overlap(&n, &nnz, irow, icol, &nb, istb, indb, &lindb, &nover, iwork);

/* Output matrix and blocking details */
printf(" Original Matrix\n");
printf(" n = %4" NAG_IFMT "\n", n);
printf(" nnz = %4" NAG_IFMT "\n", nnz);
printf(" nb = %4" NAG_IFMT "\n", nb);

for (k = 0; k < nb; k++) {
printf(" Block = %4" NAG_IFMT ",%12s = %4" NAG_IFMT ",", k + 1, "order",

istb[k + 1] - istb[k]);
minval = indb[istb[k] - 1];
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for (j = istb[k]; j < istb[k + 1] - 1; j++) {
minval = MIN(minval, indb[j]);

}
printf("%13s = %4" NAG_IFMT "\n", "start row", minval);

}
printf("\n");

/* Set algorithmic parameters for each block from global values */
for (k = 0; k < nb; k++) {

lfill[k] = lfillg;
dtol[k] = dtolg;
pstrat[k] = pstrag;
milu[k] = milug;

}

/* Initialize fail */
INIT_FAIL(fail);

/* Calculate factorization
*
* nag_sparse_nherm_precon_bdilu (f11dtc). Calculates incomplete LU
* factorization of local or overlapping diagonal blocks, mostly used
* as incomplete LU preconditioner for complex sparse matrix.
*/

nag_sparse_nherm_precon_bdilu(n, nnz, a, la, irow, icol, nb, istb, indb,
lindb, lfill, dtol, pstrat, milu, ipivp,
ipivq, istr, idiag, &nnzc, npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_precon_bdilu (f11dtc).\n%s\n\n",

fail.message);
exit_status = -2;
goto END;

}

/* Output details of the factorization */
printf(" Factorization\n");
printf(" nnzc = %4" NAG_IFMT "\n\n", nnzc);
printf(" Elements of factorization\n");
printf(" i j c(i, j) Index\n");

for (k = 0; k < nb; k++) {
printf(" C_%1" NAG_IFMT

" -------------------------------------------\n", k + 1);

/* Elements of the k-th block */
for (i = istr[istb[k] - 1] - 1; i < istr[istb[k + 1] - 1] - 1; i++) {

printf("%9" NAG_IFMT " %4" NAG_IFMT " %13.5e %13.5e %7" NAG_IFMT "\n",
irow[i], icol[i], a[i].re, a[i].im, i + 1);

}
}

k = 0;
maxval_ret = npivm[k];
for (k = 1; k < nb; k++) {

maxval_ret = MAX(maxval_ret, npivm[k]);
}

printf("\n Details of factorized blocks\n");
if (maxval_ret > 0) {

/* Including pivoting details. */
printf(" k i istr(i) idiag(i) indb(i) ipivp(i) ipivq(i)\n");
for (k = 0; k < nb; k++) {

i = istb[k] - 1;
printf("%3" NAG_IFMT " %3" NAG_IFMT " %10" NAG_IFMT " ", k + 1, i + 1,

istr[i]);
printf("%10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT

"\n", idiag[i], indb[i], ipivp[i], ipivq[i]);
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for (i = istb[k]; i < istb[k + 1] - 1; i++) {
printf("%3" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT " ",

i + 1, istr[i], idiag[i]);
printf("%10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT "\n",

indb[i], ipivp[i], ipivq[i]);
}
printf(" -----------------------------------------------------\n");

}
}
else {

/* No pivoting on any block. */
printf(" k i istr(i) idiag(i) indb(i)\n");
for (k = 0; k < nb; k++) {

i = istb[k] - 1;
printf("%3" NAG_IFMT " %3" NAG_IFMT " %10" NAG_IFMT " ", k + 1, i + 1,

istr[i]);
printf("%10" NAG_IFMT " %10" NAG_IFMT "\n", idiag[i], indb[i]);

for (i = istb[k]; i < istb[k + 1] - 1; i++) {
printf("%7" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT " %10" NAG_IFMT

"\n", i + 1, istr[i], idiag[i], indb[i]);
}
printf(" --------------------------------------\n");

}
}

END:
NAG_FREE(a);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(indb);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(istr);
NAG_FREE(dtol);
NAG_FREE(istb);
NAG_FREE(lfill);
NAG_FREE(npivm);
NAG_FREE(pstrat);
NAG_FREE(milu);
NAG_FREE(iwork);

return exit_status;
}

/* ************************************************************************** */

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork)

{
/* Purpose
* =======
*
* This routine takes a set of row indices INDB defining the diagonal blocks
* to be used in nag_sparse_nherm_precon_bdilu (f11dtc) to define a block
* Jacobi or additive Schwarz preconditioner, and expands them to allow for
* NOVER levels of overlap.
*
* The pointer array ISTB is also updated accordingly, so that the returned
* values of ISTB and INDB can be passed on to
* nag_sparse_nherm_precon_bdilu (f11dtc) to define overlapping diagonal
* blocks.
*
* ----------------------------------------------------------------------- */

/* Scalars */
Integer i, ik, ind, iover, j, k, l, n21, nadd, row;
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/* Find the number of nonzero elements in each row of the matrix A, and start
* address of each row. Store the start addresses in iwork(n,...,2*n-1).
*/

for (i = 0; i < (*n); i++) {
iwork[i] = 0;

}

for (i = 0; i < (*nnz); i++) {
iwork[irow[i] - 1] = iwork[irow[i] - 1] + 1;

}
iwork[(*n)] = 1;

for (i = 0; i < (*n); i++) {
iwork[(*n) + i + 1] = iwork[(*n) + i] + iwork[i];

}

/* Loop over blocks. */
for (k = 0; k < (*nb); k++) {

/* Initialize marker array. */
for (j = 0; j < (*n); j++) {

iwork[j] = 0;
}

/* Mark the rows already in block K in the workspace array. */
for (l = istb[k]; l < istb[k + 1]; l++) {

iwork[indb[l - 1] - 1] = 1;
}

/* Loop over levels of overlap. */
for (iover = 1; iover <= (*nover); iover++) {

/* Initialize counter of new row indices to be added. */
ind = 0;

/* Loop over the rows currently in the diagonal block. */
for (l = istb[k]; l < istb[k + 1]; l++) {

row = indb[l - 1];

/* Loop over nonzero elements in row ROW. */
for (i = iwork[(*n) + row - 1]; i < iwork[(*n) + row]; i++) {

/* If the column index of the nonzero element is not in the
* existing set for this block, store it to be added later, and
* mark it in the marker array.
*/

if (iwork[icol[i - 1] - 1] == 0) {
iwork[icol[i - 1] - 1] = 1;
iwork[2 * (*n) + 1 + ind] = icol[i - 1];
ind = ind + 1;

}
}

}

/* Shift the indices in INDB and add the new entries for block K.
* Change ISTB accordingly.
*/

nadd = ind;
if (istb[(*nb)] + nadd - 1 > (*lindb)) {

printf("**** lindb too small, lindb = %" NAG_IFMT " ****\n", *lindb);
exit(-1);

}

for (i = istb[(*nb)] - 1; i >= istb[k + 1]; i--) {
indb[i + nadd - 1] = indb[i - 1];

}

n21 = 2 * (*n) + 1;
ik = istb[k + 1] - 1;
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for (j = 0; j < nadd; j++) {
indb[ik + j] = iwork[n21 + j];

}

for (j = k + 1; j < (*nb) + 1; j++) {
istb[j] = istb[j] + nadd;

}
}

}
return;

}

10.2 Program Data

nag_sparse_nherm_precon_bdilu (f11dtc) Example Program Data
9 :n
33 :nnz

( 96.0, -64.0) 1 1
(-20.0, 22.0) 1 2
(-36.0, 14.0) 1 4
(-12.0, 10.0) 2 1
( 96.0, -64.0) 2 2
(-20.0, 22.0) 2 3
(-36.0, 14.0) 2 5
(-12.0, 10.0) 3 2
( 96.0, -64.0) 3 3
(-36.0, 14.0) 3 6
(-28.0, 18.0) 4 1
( 96.0, -64.0) 4 4
(-20.0, 22.0) 4 5
(-36.0, 14.0) 4 7
(-28.0, 18.0) 5 2
(-12.0, 10.0) 5 4
( 96.0, -64.0) 5 5
(-20.0, 22.0) 5 6
(-36.0, 14.0) 5 8
(-28.0, 18.0) 6 3
(-12.0, 10.0) 6 5
( 96.0, -64.0) 6 6
(-36.0, 14.0) 6 9
(-28.0, 18.0) 7 4
( 96.0, -64.0) 7 7
(-20.0, 22.0) 7 8
(-28.0, 18.0) 8 5
(-12.0, 10.0) 8 7
( 96.0, -64.0) 8 8
(-20.0, 22.0) 8 9
(-28.0, 18.0) 9 6
(-12.0, 10.0) 9 8
( 96.0, -64.0) 9 9 :a(i), irow(i), icol(i) for i=1,nnz
0 0.0 :lfillg, dtolg
Nag_SparseNsym_NoPiv :pstrag
Nag_SparseNsym_UnModFact :milug
3 1 :nb, nover

10.3 Program Results

nag_sparse_nherm_precon_bdilu (f11dtc) Example Program Results

Original Matrix
n = 9
nnz = 33
nb = 3
Block = 1, order = 6, start row = 1
Block = 2, order = 9, start row = 1
Block = 3, order = 6, start row = 4

Factorization
nnzc = 73
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Elements of factorization
i j c(i, j) Index

C_1 -------------------------------------------
1 1 7.21154e-03 4.80769e-03 34
1 2 -2.50000e-01 6.25000e-02 35
1 4 -3.26923e-01 -7.21154e-02 36
2 1 -1.34615e-01 1.44231e-02 37
2 2 7.51634e-03 4.87709e-03 38
2 3 -2.57623e-01 6.78176e-02 39
2 5 -3.38867e-01 -7.03465e-02 40
3 2 -1.38967e-01 1.66383e-02 41
3 3 7.52786e-03 4.87530e-03 42
3 6 -3.39257e-01 -7.01208e-02 43
4 1 -2.88462e-01 -4.80769e-03 44
4 4 7.82358e-03 5.49946e-03 45
4 5 -2.77460e-01 6.21296e-02 46
5 2 -2.98245e-01 -1.26443e-03 47
5 4 -1.48878e-01 1.22423e-02 48
5 5 8.26388e-03 5.64193e-03 49
5 6 -2.89400e-01 6.89668e-02 50
6 3 -2.98536e-01 -1.00694e-03 51
6 5 -1.55586e-01 1.49357e-02 52
6 6 8.28693e-03 5.64169e-03 53

C_2 -------------------------------------------
1 1 7.21154e-03 4.80769e-03 54
1 2 -2.50000e-01 6.25000e-02 55
1 4 -2.88462e-01 -4.80769e-03 56
1 5 -3.26923e-01 -7.21154e-02 57
2 1 -1.34615e-01 1.44231e-02 58
2 2 7.51634e-03 4.87709e-03 59
2 3 -2.57623e-01 6.78176e-02 60
2 6 -2.98245e-01 -1.26443e-03 61
2 7 -3.38867e-01 -7.03465e-02 62
3 2 -1.38967e-01 1.66383e-02 63
3 3 7.52786e-03 4.87530e-03 64
3 8 -2.98536e-01 -1.00694e-03 65
3 9 -3.39257e-01 -7.01208e-02 66
4 1 -3.26923e-01 -7.21154e-02 67
4 4 7.82358e-03 5.49946e-03 68
4 6 -2.77460e-01 6.21296e-02 69
5 1 -2.88462e-01 -4.80769e-03 70
5 5 7.82358e-03 5.49946e-03 71
5 7 -2.77460e-01 6.21296e-02 72
6 2 -3.38867e-01 -7.03465e-02 73
6 4 -1.48878e-01 1.22423e-02 74
6 6 8.26388e-03 5.64193e-03 75
6 8 -2.89400e-01 6.89668e-02 76
7 2 -2.98245e-01 -1.26443e-03 77
7 5 -1.48878e-01 1.22423e-02 78
7 7 8.26388e-03 5.64193e-03 79
7 9 -2.89400e-01 6.89668e-02 80
8 3 -3.39257e-01 -7.01208e-02 81
8 6 -1.55586e-01 1.49357e-02 82
8 8 8.28693e-03 5.64169e-03 83
9 3 -2.98536e-01 -1.00694e-03 84
9 7 -1.55586e-01 1.49357e-02 85
9 9 8.28693e-03 5.64169e-03 86

C_3 -------------------------------------------
1 1 7.21154e-03 4.80769e-03 87
1 2 -2.50000e-01 6.25000e-02 88
1 4 -2.88462e-01 -4.80769e-03 89
2 1 -1.34615e-01 1.44231e-02 90
2 2 7.51634e-03 4.87709e-03 91
2 3 -2.57623e-01 6.78176e-02 92
2 5 -2.98245e-01 -1.26443e-03 93
3 2 -1.38967e-01 1.66383e-02 94
3 3 7.52786e-03 4.87530e-03 95
3 6 -2.98536e-01 -1.00694e-03 96
4 1 -3.26923e-01 -7.21154e-02 97
4 4 7.82358e-03 5.49946e-03 98
4 5 -2.77460e-01 6.21296e-02 99
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5 2 -3.38867e-01 -7.03465e-02 100
5 4 -1.48878e-01 1.22423e-02 101
5 5 8.26388e-03 5.64193e-03 102
5 6 -2.89400e-01 6.89668e-02 103
6 3 -3.39257e-01 -7.01208e-02 104
6 5 -1.55586e-01 1.49357e-02 105
6 6 8.28693e-03 5.64169e-03 106

Details of factorized blocks
k i istr(i) idiag(i) indb(i)
1 1 34 34 1

2 37 38 2
3 41 42 3
4 44 45 4
5 47 49 5
6 51 53 6

--------------------------------------
2 7 54 54 4

8 58 59 5
9 63 64 6

10 67 68 1
11 70 71 7
12 73 75 2
13 77 79 8
14 81 83 3
15 84 86 9

--------------------------------------
3 16 87 87 7

17 90 91 8
18 94 95 9
19 97 98 4
20 100 102 5
21 104 106 6

--------------------------------------
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NAG Library Function Document

nag_sparse_nherm_precon_bdilu_solve (f11duc)

1 Purpose

nag_sparse_nherm_precon_bdilu_solve (f11duc) solves a complex sparse non-Hermitian system of
linear equations, represented in coordinate storage format, using a restarted generalized minimal
residual (RGMRES), conjugate gradient squared (CGS), stabilized bi-conjugate gradient (Bi-CGSTAB),
or transpose-free quasi-minimal residual (TFQMR) method, with block Jacobi or additive Schwarz
preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_precon_bdilu_solve (Nag_SparseNsym_Method method,
Integer n, Integer nnz, const Complex a[], Integer la,
const Integer irow[], const Integer icol[], Integer nb,
const Integer istb[], const Integer indb[], Integer lindb,
const Integer ipivp[], const Integer ipivq[], const Integer istr[],
const Integer idiag[], const Complex b[], Integer m, double tol,
Integer maxitn, Complex x[], double *rnorm, Integer *itn,
NagError *fail)

3 Description

nag_sparse_nherm_precon_bdilu_solve (f11duc) solves a complex sparse non-Hermitian linear system
of equations

Ax ¼ b;

using a preconditioned RGMRES (see Saad and Schultz (1986)), CGS (see Sonneveld (1989)), Bi-
CGSTAB(‘) (see Van der Vorst (1989) and Sleijpen and Fokkema (1993)), or TFQMR (see Freund and
Nachtigal (1991) and Freund (1993)) method.

nag_sparse_nherm_precon_bdilu_solve (f11duc) uses the incomplete (possibly overlapping) block LU
factorization determined by nag_sparse_nherm_precon_bdilu (f11dtc) as the preconditioning matrix. A
call to nag_sparse_nherm_precon_bdilu_solve (f11duc) must always be preceded by a call to
nag_sparse_nherm_precon_bdilu (f11dtc). Alternative preconditioners for the same storage scheme
are available by calling nag_sparse_nherm_fac_sol (f11dqc) or nag_sparse_nherm_sol (f11dsc).

The matrix A, and the preconditioning matrix M, are represented in coordinate storage (CS) format (see
Section 2.1.1 in the f11 Chapter Introduction) in the arrays a, irow and icol, as returned from
nag_sparse_nherm_precon_bdilu (f11dtc). The array a holds the nonzero entries in these matrices, while
irow and icol hold the corresponding row and column indices.

nag_sparse_nherm_precon_bdilu_solve (f11duc) is a Black Box function which calls nag_sparse_n
herm_basic_setup (f11brc), nag_sparse_nherm_basic_solver (f11bsc) and nag_sparse_nherm_basic_diag
nostic (f11btc). If you wish to use an alternative storage scheme, preconditioner, or termination
criterion, or require additional diagnostic information, you should call these underlying functions
directly.
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5 Arguments

1: method – Nag_SparseNsym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseNsym RGMRES
Restarted generalized minimum residual method.

method ¼ Nag SparseNsym CGS
Conjugate gradient squared method.

method ¼ Nag SparseNsym BiCGSTAB
Bi-conjugate gradient stabilized (‘) method.

method ¼ Nag SparseNsym TFQMR
Transpose-free quasi-minimal residual method.

C o n s t r a i n t : method ¼ Nag SparseNsym RGMRES, Nag SparseNsym CGS,
Nag SparseNsym BiCGSTAB or Nag SparseNsym TFQMR.

2: n – Integer Input
3: nnz – Integer Input
4: a½la� – const Complex Input
5: la – Integer Input
6: irow½la� – const Integer Input
7: icol½la� – const Integer Input
8: nb – Integer Input
9: istb½nbþ 1� – const Integer Input
10: indb½lindb� – const Integer Input
11: lindb – Integer Input
12: ipivp½lindb� – const Integer Input
13: ipivq½lindb� – const Integer Input
14: istr½lindbþ 1� – const Integer Input
15: idiag½lindb� – const Integer Input

On entry: the values returned in arrays irow, icol, ipivp, ipivq, istr and idiag by a previous call
to nag_sparse_nherm_precon_bdilu (f11dtc).

The arrays istb, indb and a together with the scalars n, nnz, la, nb and lindb must be the same
values that were supplied in the preceding call to nag_sparse_nherm_precon_bdilu (f11dtc).

On entry: the values returned in arrays irow, icol, ipivp, ipivq, istr and idiag by a previous call
to nag_sparse_nherm_precon_bdilu (f11dtc).
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The arrays istb, indb and the scalars nb and lindb must be the same values that were supplied in
the preceding call to nag_sparse_nherm_precon_bdilu (f11dtc).

16: b½n� – const Complex Input

On entry: the right-hand side vector b.

17: m – Integer Input

On entry: if method ¼ Nag SparseNsym RGMRES, m is the dimension of the restart subspace.

If method ¼ Nag SparseNsym BiCGSTAB, m is the order ‘ of the polynomial Bi-CGSTAB
method.

Otherwise, m is not referenced.

Constraints:

if method ¼ Nag SparseNsym RGMRES, 0 < m � min n; 50ð Þ;
if method ¼ Nag SparseNsym BiCGSTAB, 0 < m � min n; 10ð Þ.

18: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

19: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

20: x½n� – Complex Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

21: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

22: itn – Integer * Output

On exit: the number of iterations carried out.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved. You should check the output value of rnorm for acceptability. This error code usually
implies that your problem has been fully and satisfactorily solved to within or close to the
accuracy available on your system. Further iterations are unlikely to improve on this situation.
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NE_ALG_FAIL

Algorithmic breakdown. A solution is returned, although it is possible that it is completely
inaccurate.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.

NE_INT

On entry, istb½0� ¼ valueh i.
Constraint: istb½0� 	 1.

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.

On entry, nb ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nb � n.

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INT_3

On entry, lindb ¼ valueh i, istb½nb� � 1 ¼ valueh i and nb ¼ valueh i.
Constraint: lindb 	 istb½nb� � 1.

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: if method ¼ Nag SparseNsym RGMRES, 1 � m � min n; valueh ið Þ.
If method ¼ Nag SparseNsym BiCGSTAB, 1 � m � min n; valueh ið Þ.

NE_INT_ARRAY

On entry, indb½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � indb½m� 1� � n, for m ¼ istb½0�; istb½0� þ 1; . . . ; istb½nb� � 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_INVALID_CS

On entry, icol½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � icol½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_bdilu (f11dtc) and nag_sparse_nherm_precon_bdilu_solve (f11duc).

On entry, irow½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irow½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_bdilu (f11dtc) and nag_sparse_nherm_precon_bdilu_solve (f11duc).

NE_INVALID_CS_PRECOND

The CS representation of the preconditioner is invalid.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_bdilu (f11dtc) and nag_sparse_nherm_precon_bdilu_solve (f11duc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, element valueh i of a was out of order.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_bdilu (f11dtc) and nag_sparse_nherm_precon_bdilu_solve (f11duc).

On entry, for b ¼ valueh i, istb½b� ¼ valueh i and istb½b� 1� ¼ valueh i.
Constraint: istb½b� > istb½b� 1�, for b ¼ 1; 2; . . . ; nb.

On entry, location valueh i of irow; icolð Þ was a duplicate.
Check that a, irow, icol, ipivp, ipivq, istr and idiag have not been corrupted between calls to
nag_sparse_nherm_precon_bdilu (f11dtc) and nag_sparse_nherm_precon_bdilu_solve (f11duc).

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_nherm_precon_bdilu_solve (f11duc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_sparse_nherm_precon_bdilu_solve (f11duc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The time taken by nag_sparse_nherm_precon_bdilu_solve (f11duc) for each iteration is roughly
proportional to the value of nnzc returned from the preceding call to nag_sparse_nherm_precon_bdilu
(f11dtc).

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a
priori, as it can depend dramatically on the conditioning and spectrum of the preconditioned coefficient
matrix �A ¼M�1A.

10 Example

This example program reads in a sparse matrix A and a vector b. It calls nag_sparse_nherm_pre
con_bdilu (f11dtc), with the array lfill ¼ 0 and the array dtol ¼ 0:0, to compute an overlapping
incomplete LU factorization. This is then used as an additive Schwarz preconditioner on a call to
nag_sparse_nherm_precon_bdilu_solve (f11duc) which uses the RGMRES method to solve Ax ¼ b.

10.1 Program Text

/* nag_sparse_nherm_precon_bdilu_solve (f11duc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nagf11.h>
#include <nag_stdlib.h>

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork);

int main(void)
{

/* Scalars */
double dtolg, rnorm, tol;
Integer i, itn, k, la, lfillg, lindb, liwork, m, maxitn, mb, n, nb, nnz;
Integer nnzc, nover, exit_status = 0;
Nag_SparseNsym_Method method;
Nag_SparseNsym_Piv pstrag;
Nag_SparseNsym_Fact milug;

/* Arrays */
char nag_enum_arg[40];
double *dtol;
Complex *a, *b, *x;
Integer *icol, *idiag, *indb, *ipivp, *ipivq, *irow, *istb, *istr, *iwork;
Integer *lfill, *npivm;
Nag_SparseNsym_Piv *pstrat;
Nag_SparseNsym_Fact *milu;

/* Nag Types */
NagError fail;

/* Print example header */
printf("nag_sparse_nherm_precon_bdilu_solve (f11duc) Example Program ");
printf("Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

f11duc NAG Library Manual

f11duc.6 Mark 26



scanf("%*[^\n] ");
#endif

/* Get the matrix order and number of nonzero entries. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &n);
#else

scanf("%" NAG_IFMT " %*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT " %*[^\n]", &nnz);
#endif

la = 20 * nnz;
lindb = 3 * n;
liwork = 9 * n + 3;

/* Allocate arrays */
b = NAG_ALLOC(n, Complex);
x = NAG_ALLOC(n, Complex);

a = NAG_ALLOC(la, Complex);
irow = NAG_ALLOC(la, Integer);
icol = NAG_ALLOC(la, Integer);

idiag = NAG_ALLOC(lindb, Integer);
indb = NAG_ALLOC(lindb, Integer);
ipivp = NAG_ALLOC(lindb, Integer);
ipivq = NAG_ALLOC(lindb, Integer);
istr = NAG_ALLOC(lindb + 1, Integer);

iwork = NAG_ALLOC(liwork, Integer);

if ((!b) || (!x) || (!a) || (!irow) || (!icol) || (!idiag) || (!indb) ||
(!ipivp) || (!ipivq) || (!istr) || (!iwork)) {

printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < n; i++) {

b[i].re = 0.0;
b[i].im = 0.0;
x[i].re = 0.0;
x[i].im = 0.0;

}

for (i = 0; i < la; i++) {
a[i].re = 0.0;
a[i].im = 0.0;
irow[i] = 0;
icol[i] = 0;

}

for (i = 0; i < lindb; i++) {
indb[i] = 0;
ipivp[i] = 0;
ipivq[i] = 0;
istr[i] = 0;
idiag[i] = 0;

}
istr[lindb] = 0;

for (i = 0; i < liwork; i++) {
iwork[i] = 0;

}

/* Read the matrix A */
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for (i = 0; i < nnz; i++) {
#ifdef _WIN32

scanf_s(" (%lf, %lf) %" NAG_IFMT " %" NAG_IFMT "",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#else
scanf(" (%lf, %lf) %" NAG_IFMT " %" NAG_IFMT "",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the RHS b */
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s(" (%lf, %lf)", &b[i].re, &b[i].im);

#else
scanf(" (%lf, %lf)", &b[i].re, &b[i].im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#else

scanf("%" NAG_IFMT " %lf %*[^\n]", &lfillg, &dtolg);
#endif

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

pstrag = (Nag_SparseNsym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* nag_enum_name_to_value (x04nac): Converts NAG enum member name to value */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

milug = (Nag_SparseNsym_Fact) nag_enum_name_to_value(nag_enum_arg);

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %" NAG_IFMT " %*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT " %lf %" NAG_IFMT " %*[^\n]", &m, &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]", &nb, &nover);
#endif
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if (nb < 1)
{

printf("Value read for nb is out of range\n");
exit_status = -4;
goto END;

}

/* Allocate arrays */
dtol = NAG_ALLOC(nb, double);
istb = NAG_ALLOC(nb + 1, Integer);
lfill = NAG_ALLOC(nb, Integer);
npivm = NAG_ALLOC(nb, Integer);

pstrat = (Nag_SparseNsym_Piv *) NAG_ALLOC(nb, Nag_SparseNsym_Piv);
milu = (Nag_SparseNsym_Fact *) NAG_ALLOC(nb, Nag_SparseNsym_Fact);

if ((!dtol) || (!istb) || (!lfill) || (!npivm) || (!pstrat) || (!milu)) {
printf("Allocation failure!\n");
exit_status = -1;
goto END;

}

/* Initialize arrays */
for (i = 0; i < nb; i++) {

dtol[i] = 0.0;
istb[i] = 0;
lfill[i] = 0;
npivm[i] = 0;

}
istb[nb] = 0;

/* Define diagonal block indices.
* In this example use blocks of MB consecutive rows and initialize
* assuming no overlap.
*/

mb = (n + nb - 1) / nb;
for (k = 0; k < nb; k++) {

istb[k] = k * mb + 1;
}
istb[nb] = n + 1;

for (i = 0; i < n; i++) {
indb[i] = i + 1;

}

/* Modify INDB and ISTB to account for overlap. */
overlap(&n, &nnz, irow, icol, &nb, istb, indb, &lindb, &nover, iwork);

/* Set algorithmic parameters for each block from global values */
for (k = 0; k < nb; k++) {

lfill[k] = lfillg;
dtol[k] = dtolg;
pstrat[k] = pstrag;
milu[k] = milug;

}

/* Initialize fail */
INIT_FAIL(fail);

/* Calculate factorization
*
* nag_sparse_nherm_precon_bdilu (f11dtc). Calculates incomplete LU
* factorization of local or overlapping diagonal blocks, mostly used
* as incomplete LU preconditioner for complex sparse matrix.
*/

nag_sparse_nherm_precon_bdilu(n, nnz, a, la, irow, icol, nb, istb, indb,
lindb, lfill, dtol, pstrat, milu, ipivp,
ipivq, istr, idiag, &nnzc, npivm, &fail);

if (fail.code != NE_NOERROR) {
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printf("Error from nag_sparse_nherm_precon_bdilu (f11dtc).\n%s\n\n",
fail.message);

exit_status = -2;
goto END;

}

/* Initialize fail */
INIT_FAIL(fail);

/* Solve Ax = b using nag_sparse_nherm_precon_bdilu_solve (f11duc)
*
* nag_sparse_nherm_precon_bdilu_solve (f11duc): Solves complex sparse
* nonsymmetric linear system, using block-jacobi preconditioner
* generated by f11dtc.
*/

nag_sparse_nherm_precon_bdilu_solve(method, n, nnz, a, la, irow, icol, nb,
istb, indb, lindb, ipivp, ipivq, istr,
idiag, b, m, tol, maxitn, x, &rnorm,
&itn, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_precon_bdilu_solve (f11duc).\n\n%s",

fail.message);
exit_status = -3;
goto END;

}

/* Print output */
printf(" Converged in %9" NAG_IFMT " iterations\n", itn);
printf(" Final residual norm = %15.6E\n", rnorm);

/* Output x */
printf(" Solution vector x\n");
printf(" -----------------------\n");
for (i = 0; i < n; i++) {

printf(" ( %f, %f )\n", x[i].re, x[i].im);
}
printf("\n");

END:
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(a);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(idiag);
NAG_FREE(indb);
NAG_FREE(ipivp);
NAG_FREE(ipivq);
NAG_FREE(istr);
NAG_FREE(iwork);
NAG_FREE(dtol);
NAG_FREE(istb);
NAG_FREE(lfill);
NAG_FREE(npivm);
NAG_FREE(pstrat);
NAG_FREE(milu);

return exit_status;
}

/* ************************************************************************** */

static void overlap(Integer *n, Integer *nnz, Integer *irow, Integer *icol,
Integer *nb, Integer *istb, Integer *indb, Integer *lindb,
Integer *nover, Integer *iwork)

{
/* Purpose
* =======
*
* This routine takes a set of row indices INDB defining the diagonal blocks

f11duc NAG Library Manual

f11duc.10 Mark 26



* to be used in nag_sparse_nherm_precon_bdilu (f11dtc) to define a block
* Jacobi or additive Schwarz preconditioner, and expands them to allow for
* NOVER levels of overlap.
*
* The pointer array ISTB is also updated accordingly, so that the returned
* values of ISTB and INDB can be passed on to
* nag_sparse_nherm_precon_bdilu (f11dtc) to define overlapping diagonal
* blocks.
*
* ----------------------------------------------------------------------- */

/* Scalars */
Integer i, ik, ind, iover, j, k, l, n21, nadd, row;

/* Find the number of nonzero elements in each row of the matrix A, and start
* address of each row. Store the start addresses in iwork(n,...,2*n-1).
*/

for (i = 0; i < (*n); i++) {
iwork[i] = 0;

}

for (i = 0; i < (*nnz); i++) {
iwork[irow[i] - 1] = iwork[irow[i] - 1] + 1;

}
iwork[(*n)] = 1;

for (i = 0; i < (*n); i++) {
iwork[(*n) + i + 1] = iwork[(*n) + i] + iwork[i];

}

/* Loop over blocks. */
for (k = 0; k < (*nb); k++) {

/* Initialize marker array. */
for (j = 0; j < (*n); j++) {

iwork[j] = 0;
}

/* Mark the rows already in block K in the workspace array. */
for (l = istb[k]; l < istb[k + 1]; l++) {

iwork[indb[l - 1] - 1] = 1;
}

/* Loop over levels of overlap. */
for (iover = 1; iover <= (*nover); iover++) {

/* Initialize counter of new row indices to be added. */
ind = 0;

/* Loop over the rows currently in the diagonal block. */
for (l = istb[k]; l < istb[k + 1]; l++) {

row = indb[l - 1];

/* Loop over nonzero elements in row ROW. */
for (i = iwork[(*n) + row - 1]; i < iwork[(*n) + row]; i++) {

/* If the column index of the nonzero element is not in the
* existing set for this block, store it to be added later, and
* mark it in the marker array.
*/

if (iwork[icol[i - 1] - 1] == 0) {
iwork[icol[i - 1] - 1] = 1;
iwork[2 * (*n) + 1 + ind] = icol[i - 1];
ind = ind + 1;

}
}

}

/* Shift the indices in INDB and add the new entries for block K.
* Change ISTB accordingly.
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*/
nadd = ind;
if (istb[(*nb)] + nadd - 1 > (*lindb)) {

printf("**** lindb too small, lindb = %" NAG_IFMT " ****\n", *lindb);
exit(-1);

}

for (i = istb[(*nb)] - 1; i >= istb[k + 1]; i--) {
indb[i + nadd - 1] = indb[i - 1];

}

n21 = 2 * (*n) + 1;
ik = istb[k + 1] - 1;

for (j = 0; j < nadd; j++) {
indb[ik + j] = iwork[n21 + j];

}

for (j = k + 1; j < (*nb) + 1; j++) {
istb[j] = istb[j] + nadd;

}
}

}
return;

}

10.2 Program Data

nag_sparse_nherm_precon_bdilu_solve (f11duc) Example Program Data
9 :n
33 :nnz
( 96.0, -64.0) 1 1
(-20.0, 22.0) 1 2
(-36.0, 14.0) 1 4
(-12.0, 10.0) 2 1
( 96.0, -64.0) 2 2
(-20.0, 22.0) 2 3
(-36.0, 14.0) 2 5
(-12.0, 10.0) 3 2
( 96.0, -64.0) 3 3
(-36.0, 14.0) 3 6
(-28.0, 18.0) 4 1
( 96.0, -64.0) 4 4
(-20.0, 22.0) 4 5
(-36.0, 14.0) 4 7
(-28.0, 18.0) 5 2
(-12.0, 10.0) 5 4
( 96.0, -64.0) 5 5
(-20.0, 22.0) 5 6
(-36.0, 14.0) 5 8
(-28.0, 18.0) 6 3
(-12.0, 10.0) 6 5
( 96.0, -64.0) 6 6
(-36.0, 14.0) 6 9
(-28.0, 18.0) 7 4
( 96.0, -64.0) 7 7
(-20.0, 22.0) 7 8
(-28.0, 18.0) 8 5
(-12.0, 10.0) 8 7
( 96.0, -64.0) 8 8
(-20.0, 22.0) 8 9
(-28.0, 18.0) 9 6
(-12.0, 10.0) 9 8
( 96.0, -64.0) 9 9 :a(i), irow(i), icol(i) for i=1,nnz
(100.0, 4.0)
(100.0, 4.0)
(100.0, 4.0)
(100.0, 4.0)
(100.0, 4.0)
(100.0, 4.0)
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(100.0, 4.0)
(100.0, 4.0)
(100.0, 4.0) :b(i) for i=1,n
Nag_SparseNsym_RGMRES :method
0 0.0 :lfillg, dtolg
Nag_SparseNsym_NoPiv :pstrag
Nag_SparseNsym_UnModFact :milug
2 1.0E-6 100 :m, tol, maxitn
3 1 :nb, nover

10.3 Program Results

nag_sparse_nherm_precon_bdilu_solve (f11duc) Example Program Results

Converged in 8 iterations
Final residual norm = 6.492468E-04
Solution vector x
-----------------------
( 2.203988, 1.697175 )
( 2.351101, 1.927544 )
( 1.593125, 1.436842 )
( 2.864079, 1.976215 )
( 3.068697, 2.264468 )
( 2.046736, 1.694760 )
( 2.206508, 1.324434 )
( 2.372372, 1.517040 )
( 1.625419, 1.178329 )
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NAG Library Function Document

nag_sparse_nherm_jacobi (f11dxc)

1 Purpose

nag_sparse_nherm_jacobi (f11dxc) computes the approximate solution of a complex, Hermitian or
non-Hermitian, sparse system of linear equations applying a number of Jacobi iterations. It is expected
that nag_sparse_nherm_jacobi (f11dxc) will be used as a preconditioner for the iterative solution of
complex sparse systems of equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_jacobi (Nag_SparseNsym_Store store,
Nag_TransType trans, Nag_InitializeA init, Integer niter, Integer n,
Integer nnz, const Complex a[], const Integer irow[],
const Integer icol[], Nag_SparseNsym_CheckData check, const Complex b[],
Complex x[], Complex diag[], NagError *fail)

3 Description

nag_sparse_nherm_jacobi (f11dxc) computes the approximate solution of the complex sparse system of
linear equations Ax ¼ b using niter iterations of the Jacobi algorithm (see also Golub and Van Loan
(1996) and Young (1971)):

xkþ1 ¼ xk þD�1 b�Axkð Þ ð1Þ

where k ¼ 1; 2; . . . ; niter and x0 ¼ 0.

nag_sparse_nherm_jacobi (f11dxc) can be used both for non-Hermitian and Hermitian systems of
equations. For Hermitian matrices, either all nonzero elements of the matrix A can be supplied using
coordinate storage (CS), or only the nonzero elements of the lower triangle of A, using symmetric
coordinate storage (SCS) (see the f11 Chapter Introduction).

It is expected that nag_sparse_nherm_jacobi (f11dxc) will be used as a preconditioner for the iterative
solution of complex sparse systems of equations. This may be with either the Hermitian or non-
Hermitian suites of functions.

For Hermitian systems the suite consists of:

nag_sparse_herm_basic_setup (f11grc),

nag_sparse_herm_basic_solver (f11gsc),

nag_sparse_herm_basic_diagnostic (f11gtc).

For non-Hermitian systems the suite consists of:

nag_sparse_nherm_basic_setup (f11brc),

nag_sparse_nherm_basic_solver (f11bsc),

nag_sparse_nherm_basic_diagnostic (f11btc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York
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5 Arguments

1: store – Nag_SparseNsym_Store Input

On entry: specifies whether the matrix A is stored using symmetric coordinate storage (SCS)
(applicable only to a Hermitian matrix A) or coordinate storage (CS) (applicable to both
Hermitian and non-Hermitian matrices).

store ¼ Nag SparseNsym StoreCS
The complete matrix A is stored in CS format.

store ¼ Nag SparseNsym StoreSCS
The lower triangle of the Hermitian matrix A is stored in SCS format.

Constraint: store ¼ Nag SparseNsym StoreCS or Nag SparseNsym StoreSCS.

2: trans – Nag_TransType Input

On entry: if store ¼ Nag SparseNsym StoreCS, specifies whether the approximate solution of
Ax ¼ b or of AHx ¼ b is required.

trans ¼ Nag NoTrans
The approximate solution of Ax ¼ b is calculated.

trans ¼ Nag Trans
The approximate solution of AHx ¼ b is calculated.

Suggested value: if the matrix A is Hermitian and stored in CS format, it is recommended that
trans ¼ Nag NoTrans for reasons of efficiency.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

3: init – Nag_InitializeA Input

On entry: on first entry, init should be set to Nag InitializeI, unless the diagonal elements of A
are already stored in the array diag. If diag already contains the diagonal of A, it must be set to
Nag InputA.

init ¼ Nag InputA
diag must contain the diagonal of A.

init ¼ Nag InitializeI
diag will store the diagonal of A on exit.

Suggested value: init ¼ Nag InitializeI on first entry; init ¼ Nag InputA, subsequently, unless
diag has been overwritten.

Constraint: init ¼ Nag InputA or Nag InitializeI.

4: niter – Integer Input

On entry: the number of Jacobi iterations requested.

Constraint: niter 	 1.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

6: nnz – Integer Input

On entry: if store ¼ Nag SparseNsym StoreCS, the number of nonzero elements in the matrix A.

If store ¼ Nag SparseNsym StoreSCS, the number of nonzero elements in the lower triangle of
the matrix A.
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Constraints:

if store ¼ Nag SparseNsym StoreCS, 1 � nnz � n2;
if store ¼ Nag SparseNsym StoreSCS, 1 � nnz � n� nþ 1ð Þ=2.

7: a½nnz� – const Complex Input

On entry: if store ¼ Nag SparseNsym StoreCS, the nonzero elements in the matrix A (CS
format).

If store ¼ Nag SparseNsym StoreSCS, the nonzero elements in the lower triangle of the matrix
A (SCS format).

In both cases, the elements of either A or of its lower triangle must be ordered by increasing row
index and by increasing column index within each row. Multiple entries for the same row and
columns indices are not permitted. The function nag_sparse_nherm_sort (f11znc) or
nag_sparse_herm_sort (f11zpc) may be used to reorder the elements in this way for CS and
SCS storage, respectively.

8: irow½nnz� – const Integer Input
9: icol½nnz� – const Integer Input

On entry: if store ¼ Nag SparseNsym StoreCS, the row and column indices of the nonzero
elements supplied in a.

If store ¼ Nag SparseNsym StoreSCS, the row and column indices of the nonzero elements of
the lower triangle of the matrix A supplied in a.

Constraints:

1 � irow½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
if store ¼ Nag SparseNsym StoreCS, 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
if store ¼ Nag SparseNsym StoreSCS, 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
either irow½i � 1� < irow½i� or both irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

10: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS or SCS representation of the matrix A should be
checked.

check ¼ Nag SparseNsym Check
Checks are carried out on the values of n, nnz, irow, icol; if init ¼ Nag InputA, diag is
also checked.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

11: b½n� – const Complex Input

On entry: the right-hand side vector b.

12: x½n� – Complex Output

On exit: the approximate solution vector xniter.

13: diag½n� – Complex Input/Output

On entry: if init ¼ Nag InputA, the diagonal elements of A.

On exit: if init ¼ Nag InputA, unchanged on exit.

If init ¼ Nag InitializeI, the diagonal elements of A.
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14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, niter ¼ valueh i.
Constraint: niter 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2
On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, I ¼ valueh i, irow½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½I � 1� 	 1 and irow½I � 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i.
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NE_ZERO_DIAG_ELEM

On entry, the diagonal element of the I th row is zero or missing: I ¼ valueh i.
On entry, the element diag½I � 1� is zero: I ¼ valueh i.

7 Accuracy

In general, the Jacobi method cannot be used on its own to solve systems of linear equations. The rate
of convergence is bound by its spectral properties (see, for example, Golub and Van Loan (1996)) and
as a solver, the Jacobi method can only be applied to a limited set of matrices. One condition that
guarantees convergence is strict diagonal dominance.

However, the Jacobi method can be used successfully as a preconditioner to a wider class of systems of
equations. The Jacobi method has good vector/parallel properties, hence it can be applied very
efficiently. Unfortunately, it is not possible to provide criteria which define the applicability of the
Jacobi method as a preconditioner, and its usefulness must be judged for each case.

8 Parallelism and Performance

nag_sparse_nherm_jacobi (f11dxc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nherm_jacobi (f11dxc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nherm_jacobi (f11dxc) is proportional to niter� nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_nherm_jacobi (f11dxc) will be as preconditioner for the
iterative solution of complex, Hermitian or non-Hermitian, linear systems. In this situation,
nag_sparse_nherm_jacobi (f11dxc) is likely to be called many times. In the interests of both reliability
and efficiency, you are recommended to set check ¼ Nag SparseNsym Check for the first of such calls,
and to set check ¼ Nag SparseNsym NoCheck for all subsequent calls.

10 Example

This example solves the complex sparse non-Hermitian system of equations Ax ¼ b iteratively using
nag_sparse_nherm_jacobi (f11dxc) as a preconditioner.

10.1 Program Text

/* nag_sparse_nherm_jacobi (f11dxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
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#include <nagf11.h>
#include <math.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, sigmax, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, lwork, lwreq, m, maxitn,

monit, n, niter, nnz;
/* Arrays */
char nag_enum_arg[100];
Complex *a = 0, *b = 0, *diag = 0, *work = 0, *x = 0;
double *wgt = 0;
Integer *icol = 0, *irow = 0;
/* NAG types */
Nag_InitializeA init;
Nag_SparseNsym_Method method;
Nag_SparseNsym_PrecType precon;
Nag_NormType norm;
Nag_SparseNsym_Weight weight;
NagError fail, fail1;
Integer verbose = 0;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_nherm_jacobi (f11dxc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

lwork = 300;
if (!(a = NAG_ALLOC(nnz, Complex)) ||

!(b = NAG_ALLOC(n, Complex)) ||
!(diag = NAG_ALLOC(n, Complex)) ||
!(work = NAG_ALLOC(lwork, Complex)) ||
!(x = NAG_ALLOC(n, Complex)) ||
!(wgt = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(nnz, Integer)) || !(irow = NAG_ALLOC(nnz, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read or initialize the parameters for the iterative solver */

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseNsym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
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#endif
precon = (Nag_SparseNsym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
weight = (Nag_SparseNsym_Weight) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n]", &iterm);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#else

scanf("%" NAG_IFMT "%lf%" NAG_IFMT "%*[^\n]", &m, &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &monit);
#else

scanf("%" NAG_IFMT "%*[^\n]", &monit);
#endif

/* Read the parameters for the preconditioner */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &niter);
#else

scanf("%" NAG_IFMT "%*[^\n]", &niter);
#endif

anorm = 0.0;
sigmax = 0.0;

/* Read the nonzero elements of the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,

&a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,
&a[i].im, &irow[i], &icol[i]);

#endif
/* Read right-hand side vector b and initial approximate solution */

#ifdef _WIN32
for (i = 0; i < n; i++)

scanf_s(" ( %lf , %lf )", &b[i].re, &b[i].im);
#else

for (i = 0; i < n; i++)
scanf(" ( %lf , %lf )", &b[i].re, &b[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf )", &x[i].re, &x[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf )", &x[i].re, &x[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif

/* Call to initialize the solver */
/* nag_sparse_nherm_basic_setup (f11brc).
* Complex sparse non-Hermitian linear systems, setup
*/

nag_sparse_nherm_basic_setup(method, precon, norm, weight, iterm, n, m, tol,
maxitn, anorm, sigmax, monit, &lwreq, work,
lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nherm_basic_setup (f11brc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Call solver repeatedly to solve the equations.
* Note: the arrays b and x are overwritten; on final exit, x will
* contain the solution and b the residual vector.
*/

irevcm = 0;
init = Nag_InitializeI;
while (irevcm != 4) {

/* nag_sparse_nherm_basic_solver (f11bsc)
* Complex sparse non-Hermitian linear systems, preconditioned RGMRES, CGS,
* Bi-CGSTAB or TFQMR method
*/

nag_sparse_nherm_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);
switch (irevcm) {
case -1:

/* nag_sparse_nherm_matvec (f11xnc)
* Complex sparse non-Hermitian matrix vector multiply
*/

nag_sparse_nherm_matvec(Nag_ConjTrans, n, nnz, a, irow, icol,
Nag_SparseNsym_NoCheck, x, b, &fail1);

break;
case 1:

nag_sparse_nherm_matvec(Nag_NoTrans, n, nnz, a, irow, icol,
Nag_SparseNsym_NoCheck, x, b, &fail1);

break;
case 2:

/* nag_sparse_nherm_jacobi (f11dxc).
* Complex sparse nonsymmetric linear systems, line Jacobi preconditioner
*/

nag_sparse_nherm_jacobi(Nag_SparseNsym_StoreCS, Nag_NoTrans, init,
niter, n, nnz, a, irow, icol,
Nag_SparseNsym_Check, x, b, diag, &fail1);

init = Nag_InputA;
break;

case 3:
/* nag_sparse_nherm_basic_diagnostic (f11btc)
* Complex sparse nonhermitian linear systems, diagnostic
*/

nag_sparse_nherm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm,
&sigmax, work, lwreq, &fail1);

if (fail1.code == NE_NOERROR && itn <= 3)
printf("Monitoring at iteration number %2" NAG_IFMT " "

"order of residual norm %3" NAG_IFMT "\n",
itn, (Integer)round(log(stplhs)/log(10.0)));

}
if (fail1.code != NE_NOERROR)

irevcm = 6;
}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_basic_solver (f11bsc)\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
/* Obtain information about the computation using
* nag_sparse_nherm_basic_diagnostic (f11btc).
* Complex sparse Hermitian linear systems, diagnostic.
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*/
nag_sparse_nherm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,

work, lwreq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_basic_diagnostic (f11btc)\n%s\n",
fail.message);

exit_status = 3;
goto END;

}
/* Print the output data */
printf("\nFinal Results\n");
if (verbose) {

printf("Number of iterations for convergence: %5" NAG_IFMT " \n", itn);
printf("Residual norm: %11.1e \n", stplhs);
printf("Right-hand side of termination criterion: %11.1e\n", stprhs);
printf("1-norm of matrix A: %11.1e\n", anorm);

}
/* Output x */
printf("\n Solution vector\n");
for (i = 0; i < n; i++)

printf("(%8.3f, %8.3f)\n", x[i].re, x[i].im);
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(diag);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(wgt);
NAG_FREE(icol);
NAG_FREE(irow);
return exit_status;

}

10.2 Program Data

nag_sparse_nherm_jacobi (f11dxc) Example Program Data
8 : n

24 : nnz
Nag_SparseNsym_TFQMR : method
Nag_SparseNsym_Prec : precon
Nag_OneNorm : norm
Nag_SparseNsym_UnWeighted : weight
1 : iterm
2 1.0E-6 20 : m, tol, maxitn
1 : monit
2 : niter

( 2., 1.) 1 1
( -1., 1.) 1 4
( 1., -3.) 1 8
( 4., 7.) 2 1
( -3., 0.) 2 2
( 2., 4.) 2 5
( -7., -5.) 3 3
( 2., 1.) 3 6
( 3., 2.) 4 1
( -4., 2.) 4 3
( 0., 1.) 4 4
( 5., -3.) 4 7
( -1., 2.) 5 2
( 8., 6.) 5 5
( -3., -4.) 5 7
( -6., -2.) 6 1
( 5., -2.) 6 3
( 2., 0.) 6 6
( 0., -5.) 7 3
( -1., 5.) 7 5
( 6., 2.) 7 7
( -1., 4.) 8 2
( 2., 0.) 8 6
( 3., 3.) 8 8 : a[i], irow[i], icol[i], i=0,...,nnz-1
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( 7., 11.)
( 1., 24.)
(-13.,-18.)
(-10., 3.)
( 23., 14.)
( 17., -7.)
( 15., -3.)
( -3., 20.) : b[i], i=0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_nherm_jacobi (f11dxc) Example Program Results
Monitoring at iteration number 1 order of residual norm 2
Monitoring at iteration number 2 order of residual norm 2
Monitoring at iteration number 3 order of residual norm 2

Final Results

Solution vector
( 1.000, 1.000)
( 2.000, -1.000)
( 3.000, 1.000)
( 4.000, -1.000)
( 3.000, -1.000)
( 2.000, 1.000)
( 1.000, -1.000)
( -0.000, 3.000)
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NAG Library Function Document

nag_sparse_sym_basic_setup (f11gdc)

1 Purpose

nag_sparse_sym_basic_setup (f11gdc) is a setup function, the first in a suite of three functions for the
iterative solution of a symmetric system of simultaneous linear equations. nag_sparse_sym_basic_setup
(f11gdc) must be called before the iterative solver, nag_sparse_sym_basic_solver (f11gec). The third
function in the suite, nag_sparse_sym_basic_diagnostic (f11gfc), can be used to return additional
information about the computation.

These three functions are suitable for the solution of large sparse symmetric systems of equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_basic_setup (Nag_SparseSym_Method method,
Nag_SparseSym_PrecType precon, Nag_SparseSym_Bisection sigcmp,
Nag_NormType norm, Nag_SparseSym_Weight weight, Integer iterm,
Integer n, double tol, Integer maxitn, double anorm, double sigmax,
double sigtol, Integer maxits, Integer monit, Integer *lwreq,
double work[], Integer lwork, NagError *fail)

3 Description

The suite consisting of the functions nag_sparse_sym_basic_setup (f11gdc), nag_sparse_sym_basic_
solver (f11gec) and nag_sparse_sym_basic_diagnostic (f11gfc) is designed to solve the symmetric
system of simultaneous linear equations Ax ¼ b of order n, where n is large and the matrix of the
coefficients A is sparse.

nag_sparse_sym_basic_setup (f11gdc) is a setup function which must be called before nag_sparse_
sym_basic_solver (f11gec), the iterative solver. The third function in the suite, nag_sparse_sym_ba
sic_diagnostic (f11gfc) can be used to return additional information about the computation. One of the
following methods can be used:

1. Conjugate Gradient Method (CG)

For this method (see Hestenes and Stiefel (1952), Golub and Van Loan (1996), Barrett et al. (1994)
and Dias da Cunha and Hopkins (1994)), the matrix A should ideally be positive definite. The
application of the Conjugate Gradient method to indefinite matrices may lead to failure or to lack
of convergence.

2. Lanczos Method (SYMMLQ)

This method, based upon the algorithm SYMMLQ (see Paige and Saunders (1975) and Barrett et
al. (1994)), is suitable for both positive definite and indefinite matrices. It is more robust than the
Conjugate Gradient method but less efficient when A is positive definite.

3. Minimum Residual Method (MINRES)

This method may be used when the matrix is indefinite. It seeks to reduce the norm of the residual
at each iteration and often takes fewer iterations than the other methods. It does however require
slightly more memory.

The CG and SYMMLQ methods start from the residual r0 ¼ b�Ax0, where x0 is an initial estimate for
the solution (often x0 ¼ 0), and generate an orthogonal basis for the Krylov subspace span Akr0

� 
, for

k ¼ 0; 1; . . ., by means of three-term recurrence relations (see Golub and Van Loan (1996)). A sequence
of symmetric tridiagonal matrices Tkf g is also generated. Here and in the following, the index k denotes
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the iteration count. The resulting symmetric tridiagonal systems of equations are usually more easily
solved than the original problem. A sequence of solution iterates xkf g is thus generated such that the
sequence of the norms of the residuals rkk kf g converges to a required tolerance. Note that, in general,
the convergence is not monotonic.

In exact arithmetic, after n iterations, this process is equivalent to an orthogonal reduction of A to
symmetric tridiagonal form, Tn ¼ QTAQ; the solution xn would thus achieve exact convergence. In
finite-precision arithmetic, cancellation and round-off errors accumulate causing loss of orthogonality.
These methods must therefore be viewed as genuinely iterative methods, able to converge to a solution
within a prescribed tolerance.

The orthogonal basis is not formed explicitly in either method. The basic difference between the
Conjugate Gradient and Lanczos methods lies in the method of solution of the resulting symmetric
tridiagonal systems of equations: the conjugate gradient method is equivalent to carrying out an LDLT

(Cholesky) factorization whereas the Lanczos method (SYMMLQ) uses an LQ factorization.

Faster convergence for all the methods can be achieved using a preconditioner (see Golub and Van
Loan (1996) and Barrett et al. (1994)). A preconditioner maps the original system of equations onto a
different system, say

�A�x ¼ �b; ð1Þ

with, hopefully, better characteristics with respect to its speed of convergence: for example, the
condition number of the matrix of the coefficients can be improved or eigenvalues in its spectrum can
be made to coalesce. An orthogonal basis for the Krylov subspace span �Ak�r0

� 
, for k ¼ 0; 1; . . ., is

generated and the solution proceeds as outlined above. The algorithms used are such that the solution
and residual iterates of the original system are produced, not their preconditioned counterparts. Note
that an unsuitable preconditioner or no preconditioning at all may result in a very slow rate, or lack, of
convergence. However, preconditioning involves a trade-off between the reduction in the number of
iterations required for convergence and the additional computational costs per iteration. Also, setting up
a preconditioner may involve non-negligible overheads.

A preconditioner must be symmetric and positive definite, i.e., representable by M ¼ EET, where M
is nonsingular, and such that �A ¼ E�1AE�T � In in (1), where In is the identity matrix of order n.
Also, we can define �r ¼ E�1r and �x ¼ ETx. These are formal definitions, used only in the design of the
algorithms; in practice, only the means to compute the matrix-vector products v ¼ Au and to solve the
preconditioning equations Mv ¼ u are required, that is, explicit information about M, E or their
inverses is not required at any stage.

The first termination criterion

rkk kp � � bk kp þ Ak kp � xkk kp
� �

ð2Þ

is available for both conjugate gradient and Lanczos (SYMMLQ) methods. In (2), p ¼ 1;1 or 2 and �
denotes a user-specified tolerance subject to max 10;

ffiffiffi
n
p

ð Þ� � � < 1, where � is the machine precision.
Facilities are provided for the estimation of the norm of the matrix of the coefficients Ak k1 ¼ Ak k1,
when this is not known in advance, used in (2), by applying Higham's method (see Higham (1988)).
Note that Ak k2 cannot be estimated internally. This criterion uses an error bound derived from
backward error analysis to ensure that the computed solution is the exact solution of a problem as
close to the original as the termination tolerance requires. Termination criteria employing bounds
derived from forward error analysis could be used, but any such criteria would require information
about the condition number � Að Þ which is not easily obtainable.

The second termination criterion

�rkk k2 � � max 1:0; bk k2= r0k k2
� �

�r0k k2 þ �1 �A
� �
� ��xkk k2

� �
ð3Þ

is available only for the Lanczos method (SYMMLQ). In (3), �1 �A
� �
¼ �A
�� ��

2
is the largest singular

value of the (preconditioned) iteration matrix �A. This termination criterion monitors the progress of the
solution of the preconditioned system of equations and is less expensive to apply than criterion (2).
When �1 �A

� �
is not supplied, facilities are provided for its estimation by �1 �A

� �
� max

k
�1 Tkð Þ. The

interlacing property �1 Tk�1ð Þ � �1 Tkð Þ and Gerschgorin's theorem provide lower and upper bounds
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from which �1 Tkð Þ can be easily computed by bisection. Alternatively, the less expensive estimate
�1 �A
� �
� max

k
Tkk k1 can be used, where �1 �A

� �
� Tkk k1 by Gerschgorin's theorem. Note that only order

of magnitude estimates are required by the termination criterion.

Termination criterion (2) is the recommended choice, despite its (small) additional costs per iteration
when using the Lanczos method (SYMMLQ). Also, if the norm of the initial estimate is much larger
than the norm of the solution, that is, if x0k k � xk k, a dramatic loss of significant digits could result in
complete lack of convergence. The use of criterion (2) will enable the detection of such a situation, and
the iteration will be restarted at a suitable point. No such restart facilities are provided for criterion (3).

Optionally, a vector w of user-specified weights can be used in the computation of the vector norms in

termination criterion (2), i.e., vk k wð Þp ¼ v wð Þ�� ��
p
, where v wð Þ� �

i
¼ wivi, for i ¼ 1; 2; . . . ; n. Note that the

use of weights increases the computational costs.

The MINRES algorithm terminates when the norm of the residual of the preconditioned system F ,
Fk k2 � � � �A

�� ��
2
� xkk k2, where �A is the preconditioned matrix.

The termination criteria discussed are not robust in the presence of a non-trivial nullspace of A, i.e.,
when A is singular. It is then possible for xkk kp to grow without limit, spuriously satisfying the
termination criterion. If singularity is suspected, more robust functions can be found in Chapter e04.

The sequence of calls to the functions comprising the suite is enforced: first, the setup function
nag_sparse_sym_basic_setup (f11gdc) must be called, followed by the solver nag_sparse_sym_basic_
solver (f11gec). The diagnostic function nag_sparse_sym_basic_diagnostic (f11gfc) can be called either
when nag_sparse_sym_basic_solver (f11gec) is carrying out a monitoring step or after nag_sparse_
sym_basic_solver (f11gec) has completed its tasks. Incorrect sequencing will raise an error condition.

4 References

Barrett R, Berry M, Chan T F, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C and
Van der Vorst H (1994) Templates for the Solution of Linear Systems: Building Blocks for Iterative
Methods SIAM, Philadelphia

Dias da Cunha R and Hopkins T (1994) PIM 1.1 — the parallel iterative method package for systems of
linear equations user's guide — Fortran 77 version Technical Report Computing Laboratory, University
of Kent at Canterbury, Kent, UK

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hestenes M and Stiefel E (1952) Methods of conjugate gradients for solving linear systems J. Res. Nat.
Bur. Stand. 49 409–436

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

Paige C C and Saunders M A (1975) Solution of sparse indefinite systems of linear equations SIAM J.
Numer. Anal. 12 617–629

5 Arguments

1: method – Nag_SparseSym_Method Input

On entry: the iterative method to be used.

method ¼ Nag SparseSym CG
Conjugate gradient method (CG).

method ¼ Nag SparseSym SYMMLQ
Lanczos method (SYMMLQ).
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method ¼ Nag SparseSym MINRES
Minimum residual method (MINRES).

C o n s t r a i n t : method ¼ Nag SparseSym CG, Nag SparseSym SYMMLQ o r
Nag SparseSym MINRES.

2: precon – Nag_SparseSym_PrecType Input

On entry: determines whether preconditioning is used.

precon ¼ Nag SparseSym NoPrec
No preconditioning.

precon ¼ Nag SparseSym Prec
Preconditioning.

Constraint: precon ¼ Nag SparseSym NoPrec or Nag SparseSym Prec.

3: sigcmp – Nag_SparseSym_Bisection Input

On entry: determines whether an estimate of �1 �A
� �
¼ E�1AE�T
�� ��

2
, the largest singular value of

the preconditioned matrix of the coefficients, is to be computed using the bisection method on the
sequence of tridiagonal matrices Tkf g generated during the iteration. Note that �A ¼ A when a
preconditioner is not used.

If sigmax > 0:0 (see below), i.e., when �1 �A
� �

is supplied, the value of sigcmp is ignored.

sigcmp ¼ Nag SparseSym Bisect
�1 �A
� �

is to be computed using the bisection method.

sigcmp ¼ Nag SparseSym NoBisect
The bisection method is not used.

If the termination criterion (3) is used, requiring �1 �A
� �

, an inexpensive estimate is computed and
used (see Section 3).

It is not used if method ¼ Nag SparseSym MINRES.

Suggested value: sigcmp ¼ Nag SparseSym NoBisect.

Constraint: sigcmp ¼ Nag SparseSym Bisect or Nag SparseSym NoBisect.

4: norm – Nag_NormType Input

On entry: if method ¼ Nag SparseSym CG or Nag SparseSym SYMMLQ, norm defines the
matrix and vector norm to be used in the termination criteria.

norm ¼ Nag OneNorm
Use the l1 norm.

norm ¼ Nag InfNorm
Use the l1 norm.

norm ¼ Nag TwoNorm
Use the l2 norm.

It has no effect if method ¼ Nag SparseSym MINRES.

Suggested value:

if iterm ¼ 1, norm ¼ Nag InfNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

Constraints:

if iterm ¼ 1, norm ¼ Nag OneNorm, Nag InfNorm or Nag TwoNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.
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5: weight – Nag_SparseSym_Weight Input

On entry: specifies whether a vector w of user-supplied weights is to be used in the vector norms

used in the computation of termination criterion (2) (iterm ¼ 1): vk k wð Þp ¼ v wð Þ�� ��
p
, where

v
wð Þ
i ¼ wivi, for i ¼ 1; 2; . . . ; n. The suffix p ¼ 1; 2;1 denotes the vector norm used, as specified
by the argument norm. Note that weights cannot be used when iterm ¼ 2, i.e., when criterion (3)
is used.

weight ¼ Nag SparseSym Weighted
User-supplied weights are to be used and must be supplied on initial entry to
nag_sparse_sym_basic_solver (f11gec).

weight ¼ Nag SparseSym UnWeighted
All weights are implicitly set equal to one. Weights do not need to be supplied on initial
entry to nag_sparse_sym_basic_solver (f11gec).

It has no effect if method ¼ Nag SparseSym MINRES.

Suggested value: weight ¼ Nag SparseSym UnWeighted.

Constraints:

if iterm ¼ 1, weight ¼ Nag SparseSym Weighted or Nag SparseSym UnWeighted;
if iterm ¼ 2, weight ¼ Nag SparseSym UnWeighted.

6: iterm – Integer Input

On entry: defines the termination criterion to be used.

iterm ¼ 1
Use the termination criterion defined in (2) (both conjugate gradient and Lanczos
(SYMMLQ) methods).

iterm ¼ 2
Use the termination criterion defined in (3) (Lanczos method (SYMMLQ) only).

It has no effect if method ¼ Nag SparseSym MINRES.

Suggested value: iterm ¼ 1.

Constraints:

if method ¼ Nag SparseSym CG, iterm ¼ 1;
if method ¼ Nag SparseSym SYMMLQ, iterm ¼ 1 or 2.

7: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

8: tol – double Input

On entry: the tolerance � for the termination criterion.

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used, where � is the machine precision.

Otherwise � ¼ max tol; 10�;
ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

9: maxitn – Integer Input

On entry: the maximum number of iterations.

Constraint: maxitn > 0.
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10: anorm – double Input

On entry: if anorm > 0:0, the value of Ak kp to be used in the termination criterion (2)
(iterm ¼ 1).

If anorm � 0:0, iterm ¼ 1 and norm ¼ Nag OneNorm or Nag InfNorm, then Ak k1 ¼ Ak k1 is
estimated internally by nag_sparse_sym_basic_solver (f11gec).

If iterm ¼ 2, then anorm is not referenced.

It has no effect if method ¼ Nag SparseSym MINRES.

Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.

11: sigmax – double Input

On entry: if sigmax > 0:0, the value of �1 �A
� �
¼ E�1AE�T
�� ��

2
.

If sigmax � 0:0, �1 �A
� �

is estimated by nag_sparse_sym_basic_solver (f11gec) when either
sigcmp ¼ Nag SparseSym Bisect or termination criterion (3) (iterm ¼ 2) is employed, though it
will be used only in the latter case.

Otherwise, or if method ¼ Nag SparseSym MINRES, sigmax is not referenced.

12: sigtol – double Input

On entry: the tolerance used in assessing the convergence of the estimate of �1 �A
� �
¼ �A
�� ��

2
when

the bisection method is used.

If sigtol � 0:0, the default value sigtol ¼ 0:01 is used. The actual value used is max sigtol; �ð Þ.
If sigcmp ¼ Nag SparseSym NoBisect or sigmax > 0:0, then sigtol is not referenced.

It has no effect if method ¼ Nag SparseSym MINRES.

Suggested value: sigtol ¼ 0:01 should be sufficient in most cases.

Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, sigtol < 1:0.

13: maxits – Integer Input

On entry: the maximum iteration number k ¼ maxits for which �1 Tkð Þ is computed by bisection
(see also Section 3). If sigcmp ¼ Nag SparseSym NoBisect or sigmax > 0:0, or if
method ¼ Nag SparseSym MINRES, then maxits is not referenced.

Suggested value: maxits ¼ min 10; nð Þ when sigtol is of the order of its default value 0:01ð Þ.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, 1 � maxits � maxitn.

14: monit – Integer Input

On entry: if monit > 0, the frequency at which a monitoring step is executed by
nag_sparse_sym_basic_solver (f11gec): the current solution and residual iterates will be returned
by nag_sparse_sym_basic_solver (f11gec) and a call to nag_sparse_sym_basic_diagnostic
(f11gfc) made possible every monit iterations, starting from the (monit)th. Otherwise, no
monitoring takes place.

There are some additional computational costs involved in monitoring the solution and residual
vectors when the Lanczos method (SYMMLQ) is used.

Constraint: monit � maxitn.

15: lwreq – Integer * Output

On exit: the minimum amount of workspace required by nag_sparse_sym_basic_solver (f11gec).
(See also Section 5 in nag_sparse_sym_basic_solver (f11gec).)
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16: work½lwork� – double Communication Array

On exit: the array work is initialized by nag_sparse_sym_basic_setup (f11gdc). It must not be
modified before calling the next function in the suite, namely nag_sparse_sym_basic_solver
(f11gec).

17: lwork – Integer Input

On entry: the dimension of the array work.

Constraint: lwork 	 120.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_sym_basic_setup (f11gdc), a larger value is required by the other functions in the
suite, namely nag_sparse_sym_basic_solver (f11gec) and nag_sparse_sym_basic_diagnostic
(f11gfc). The required value is as follows:

Method Requirements

CG lwork ¼ 120þ 5nþ p.
SYMMLQ lwork ¼ 120þ 6nþ p,
MINRES lwork ¼ 120þ 9n,

where

p ¼ 2 � maxitsþ 1ð Þ, when an estimate of �1 Að Þ (sigmax) is computed;

p ¼ 0, otherwise.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, iterm ¼ 1, norm ¼ Nag TwoNorm and anorm ¼ valueh i.
Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.

On entry, sigcmp ¼ Nag SparseSym Bisect, sigmax � 0:0 and maxits ¼ valueh i.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, maxits 	 1.

O n e n t r y , sigcmp ¼ Nag SparseSym Bisect, sigmax � 0:0, maxits ¼ valueh i a n d
maxitn ¼ valueh i.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, maxits � or maxitn.

NE_ENUM_INT

On entry, method ¼ valueh i, weight ¼ valueh i, norm ¼ valueh i and iterm ¼ valueh i.
Constra int : i f method ¼ Nag SparseSym CG or weight ¼ Nag SparseSym Weighted or
norm 6¼ Nag TwoNorm, iterm ¼ 1. Otherwise, iterm ¼ 1 or 2.
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NE_ENUM_REAL_2

On entry, sigcmp ¼ Nag SparseSym Bisect, sigmax � 0:0 and sigtol ¼ valueh i.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, sigtol < 1:0.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 120.

On entry, maxitn ¼ valueh i.
Constraint: maxitn > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, monit ¼ valueh i and maxitn ¼ valueh i.
Constraint: monit � maxitn.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

nag_sparse_sym_basic_setup (f11gdc) has been called out of sequence: either nag_sparse_sym_
basic_setup (f11gdc) has been called twice or nag_sparse_sym_basic_solver (f11gec) has not
terminated its current task.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_sym_basic_setup (f11gdc) is not threaded in any implementation.

9 Further Comments

When �1 �A
� �

is not supplied (sigmax � 0:0) but it is required, it is estimated by nag_sparse_sym_ba
sic_solver (f11gec) using either of the two methods described in Section 3, as specified by the argument
sigcmp. In particular, if sigcmp ¼ Nag SparseSym Bisect, then the computation of �1 �A

� �
is deemed to

have converged when the differences between three successive values of �1 Tkð Þ differ, in a relative
sense, by less than the tolerance sigtol, i.e., when
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max
�
kð Þ
1 � �

k�1ð Þ
1

			 			
�
kð Þ
1

;
�
kð Þ
1 � �

k�2ð Þ
1

			 			
�
kð Þ
1

0@ 1A � sigtol:

The computation of �1 �A
� �

is also terminated when the iteration count exceeds the maximum value
allowed, i.e., k 	 maxits.

Bisection is increasingly expensive with increasing iteration count. A reasonably large value of sigtol,
of the order of the suggested value, is recommended and an excessive value of maxits should be
avoided. Under these conditions, �1 �A

� �
usually converges within very few iterations.

10 Example

This example solves a symmetric system of simultaneous linear equations using the conjugate gradient
method, where the matrix of the coefficients A, has a random sparsity pattern. An incomplete Cholesky
preconditioner is used (nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve
(f11jbc)).

10.1 Program Text

/* nag_sparse_sym_basic_setup (f11gdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, dscale, dtol, sigerr, sigmax, sigtol, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, its, la, lfill,

lwork, lwreq, maxitn, maxits, monit, n, nnz, nnzc, npivm;
/* Arrays */
char nag_enum_arg[100];
double *a = 0, *b = 0, *wgt = 0, *work = 0, *x = 0;
Integer *icol = 0, *ipiv = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_Method method;
Nag_SparseSym_PrecType precon;
Nag_NormType norm;
Nag_SparseSym_Weight weight;
Nag_SparseSym_Fact mic;
Nag_Sparse_Comm comm;
Nag_SparseSym_Bisection sigcmp;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_sym_basic_setup (f11gdc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Read or initialize the parameters for the iterative solver */
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
precon = (Nag_SparseSym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
sigcmp = (Nag_SparseSym_Bisection) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
weight = (Nag_SparseSym_Weight) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n]", &iterm);

#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &monit);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &monit);
#endif

/* Read the parameters for the preconditioner */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

f11gdc NAG Library Manual

f11gdc.10 Mark 26



#endif
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

mic = (Nag_SparseSym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &dscale);
#else

scanf("%lf%*[^\n]", &dscale);
#endif
#ifdef _WIN32

scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n]", nag_enum_arg);
#endif

pstrat = (Nag_SparseSym_Piv) nag_enum_name_to_value(nag_enum_arg);

la = 2 * nnz;
lwork = 120;
if (!(a = NAG_ALLOC(la, double)) ||

!(b = NAG_ALLOC(n, double)) ||
!(wgt = NAG_ALLOC(n, double)) ||
!(work = NAG_ALLOC(lwork, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(la, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(irow = NAG_ALLOC(la, Integer)) || !(istr = NAG_ALLOC(n + 1, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the nonzero elements of the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i], &icol[i]);
#endif

/* Read right-hand side vector b and initial approximate solution x */
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%lf", &b[i]);

#else
for (i = 0; i < n; i++)

scanf("%lf", &b[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%lf", &x[i]);

#else
for (i = 0; i < n; i++)

scanf("%lf", &x[i]);
#endif

printf("\nSolve a system of linear equations using the ");
if (method == Nag_SparseSym_CG)

printf("conjugate gradient method (CG)\n");
else if (method == Nag_SparseSym_SYMMLQ)

printf("Lanczos method (SYMMLQ)\n");
else if (method == Nag_SparseSym_MINRES)
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printf("minimum residual method (MINRES)\n");

/* Calculate incomplete Cholesky factorization as preconditioner using
* nag_sparse_sym_chol_fac (f11jac).
* Incomplete Cholesky factorization (symmetric)
*/

nag_sparse_sym_chol_fac(n, nnz, &a, &la, &irow, &icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_chol_fac (f11jac)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Initialize the solver using nag_sparse_sym_basic_setup (f11gdc).
* Real sparse symmetric linear systems, setup for f11gec
*/

anorm = 0.0;
sigmax = 0.0;
sigtol = 0.01;
maxits = n;
while (1) {

nag_sparse_sym_basic_setup(method, precon, sigcmp, norm, weight, iterm, n,
tol, maxitn, anorm, sigmax, sigtol, maxits,
monit, &lwreq, work, lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_basic_setup (f11gdc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
if (lwork >= lwreq)

break;
else {

NAG_FREE(work);
lwork = lwreq;
work = NAG_ALLOC(lwreq, double);

}
}

/* Call repeatedly to solve the equations
* Note that the arrays b and x are overwritten
* On final exit, x will contain the solution and b the residual vector
*/

irevcm = 0;
/* First call of nag_sparse_sym_basic_solver (f11gec).
* Real sparse symmetric linear systems, preconditioned conjugate
* gradient or Lanczos
*/

nag_sparse_sym_basic_solver(&irevcm, x, b, wgt, work, lwork, &fail);
while (irevcm != 4) {

switch (irevcm) {
case 1:

/* nag_sparse_sym_matvec (f11xec)
* Real sparse symmetric matrix vector multiply
*/

nag_sparse_sym_matvec(n, nnz, a, irow, icol, Nag_SparseSym_NoCheck,
x, b, &fail1);

break;
case 2:

/* nag_sparse_sym_precon_ichol_solve (f11jbc).
* Solution of linear system involving incomplete Cholesky
* preconditioning matrix generated by f11jac
*/

nag_sparse_sym_precon_ichol_solve(n, a, la, irow, icol, ipiv, istr,
Nag_SparseSym_NoCheck, x, b, &fail1);

break;
case 3:

/* nag_sparse_sym_basic_diagnostic (f11gfc).
* Real sparse symmetric linear systems, diagnostic for f11gec
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*/
nag_sparse_sym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm,

&sigmax, &its, &sigerr, work, lwork,
&fail1);

printf("\nMonitoring at iteration no.%4" NAG_IFMT "\n", itn);
printf("residual norm: %14.4e\n", stplhs);
printf(" Solution vector Residual vector\n");
for (i = 0; i < n; i++)

printf("%16.4e%16.4e\n", x[i], b[i]);
printf("\n");

}
if (fail1.code != NE_NOERROR)

irevcm = 6;
/* Next call of nag_sparse_sym_basic_solver (f11gec). */
nag_sparse_sym_basic_solver(&irevcm, x, b, wgt, work, lwork, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_sym_basic_solver (f11gec).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

/* Obtain information about the computation using
* nag_sparse_sym_basic_diagnostic (f11gfc).
* Real sparse symmetric linear systems, diagnostic for solver.
*/

nag_sparse_sym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,
&its, &sigerr, work, lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_basic_diagnostic (f11gfc)\n%s\n",

fail.message);
exit_status = 4;
goto END;

}
/* Print the output data */
printf("Final Results\n");
printf("Number of iterations for convergence: %5" NAG_IFMT " \n", itn);
printf("Residual norm: %14.4e\n", stplhs);
printf("Right-hand side of termination criterion: %14.4e\n", stprhs);
printf("1-norm of matrix A: %14.4e\n", anorm);
printf("Largest singular value of A_bar: %14.4e\n\n", sigmax);
/* Output x */
printf("%14s%14s\n", "Solution", "Residual");
for (i = 0; i < n; i++)

printf("%14.4e%14.4e\n", x[i], b[i]);
printf("\n");

END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(wgt);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(icol);
NAG_FREE(ipiv);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_sym_basic_setup (f11gdc) Example Program Data
7 : n

16 : nnz
Nag_SparseSym_CG : method
Nag_SparseSym_Prec : precon
Nag_SparseSym_Bisect : sigcmp
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Nag_OneNorm : norm
Nag_SparseSym_UnWeighted : weight

1 : iterm
1.0e-6 20 : tol, maxitn
2 : monit
0 0.0 : lfill, dtol
Nag_SparseSym_UnModFact : mic

0.0 : dscale
Nag_SparseSym_MarkPiv : pstrat

4. 1 1
1. 2 1
5. 2 2
2. 3 3
2. 4 2
3. 4 4

-1. 5 1
1. 5 4
4. 5 5
1. 6 2

-2. 6 5
3. 6 6
2. 7 1

-1. 7 2
-2. 7 3
5. 7 7 : a[i], irow[i], icol[i], i=0,...,nnz-1

15. 18. -8. 21.
11. 10. 29. : b[i], i=0,...,n-1
0. 0. 0. 0.
0. 0. 0. : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_sym_basic_setup (f11gdc) Example Program Results

Solve a system of linear equations using the conjugate gradient method (CG)

Monitoring at iteration no. 2
residual norm: 1.9938e+00

Solution vector Residual vector
9.6320e-01 -2.2960e-01
1.9934e+00 2.2254e-01
3.0583e+00 9.5827e-02
4.1453e+00 -2.5155e-01
4.8289e+00 -1.7160e-01
5.6630e+00 6.7533e-01
7.1062e+00 -3.4737e-01

Monitoring at iteration no. 4
residual norm: 6.6574e-03

Solution vector Residual vector
9.9940e-01 -1.0551e-03
2.0011e+00 -2.4675e-03
3.0008e+00 -1.7116e-05
3.9996e+00 4.4929e-05
4.9991e+00 2.1359e-03
5.9993e+00 -8.7482e-04
7.0007e+00 6.2045e-05

Final Results
Number of iterations for convergence: 5
Residual norm: 2.0428e-14
Right-hand side of termination criterion: 3.9200e-04
1-norm of matrix A: 1.0000e+01
Largest singular value of A_bar: 1.3596e+00

Solution Residual
1.0000e+00 0.0000e+00
2.0000e+00 0.0000e+00
3.0000e+00 -2.6645e-15
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4.0000e+00 -3.5527e-15
5.0000e+00 -5.3291e-15
6.0000e+00 1.7764e-15
7.0000e+00 7.1054e-15
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NAG Library Function Document

nag_sparse_sym_basic_solver (f11gec)

1 Purpose

nag_sparse_sym_basic_solver (f11gec) is an iterative solver for a symmetric system of simultaneous
linear equations; nag_sparse_sym_basic_solver (f11gec) is the second in a suite of three functions,
where the first function, nag_sparse_sym_basic_setup (f11gdc), must be called prior to
nag_sparse_sym_basic_solver (f11gec) to set up the suite, and the third function in the suite,
nag_sparse_sym_basic_diagnostic (f11gfc), can be used to return additional information about the
computation.

These three functions are suitable for the solution of large sparse symmetric systems of equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_basic_solver (Integer *irevcm, double u[], double v[],
const double wgt[], double work[], Integer lwork, NagError *fail)

3 Description

nag_sparse_sym_basic_solver (f11gec) solves the symmetric system of linear simultaneous equations
Ax ¼ b using the preconditioned conjugate gradient method (see Hestenes and Stiefel (1952), Golub
and Van Loan (1996), Barrett et al. (1994) and Dias da Cunha and Hopkins (1994)), a preconditioned
Lanczos method based upon the algorithm SYMMLQ (see Paige and Saunders (1975) and Barrett et al.
(1994)), or the MINRES algorithm (see Paige and Saunders (1975)).

For a general description of the methods employed you are referred to Section 3 in
nag_sparse_sym_basic_setup (f11gdc).

nag_sparse_sym_basic_solver (f11gec) can solve the system after the first function in the suite,
nag_sparse_sym_basic_setup (f11gdc), has been called to initialize the computation and specify the
method of solution. The third function in the suite, nag_sparse_sym_basic_diagnostic (f11gfc), can be
used to return additional information generated by the computation during monitoring steps and after
nag_sparse_sym_basic_solver (f11gec) has completed its tasks.

nag_sparse_sym_basic_solver (f11gec) uses reverse communication, i.e., nag_sparse_sym_basic_sol
ver (f11gec) returns repeatedly to the calling program with the argument irevcm (see Section 5) set to
specified values which require the calling program to carry out a specific task: either to compute the
matrix-vector product v ¼ Au; to solve the preconditioning equation Mv ¼ u; to notify the completion
of the computation; or, to allow the calling program to monitor the solution. Through the argument
irevcm the calling program can cause immediate or tidy termination of the execution. On final exit, the
last iterates of the solution and of the residual vectors of the original system of equations are returned.

Reverse communication has the following advantages.

1. Maximum flexibility in the representation and storage of sparse matrices: all matrix operations are
performed outside the solver function, thereby avoiding the need for a complicated interface with
enough flexibility to cope with all types of storage schemes and sparsity patterns. This applies also
to preconditioners.

2. Enhanced user interaction: you can closely monitor the solution and tidy or immediate termination
can be requested. This is useful, for example, when alternative termination criteria are to be
employed or in case of failure of the external functions used to perform matrix operations.
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5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than irevcm and v must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: must either be unchanged from its previous exit value, or can have one
of the following values.

irevcm ¼ 5
Tidy termination: the computation will terminate at the end of the current iteration. Further
reverse communication exits may occur depending on when the termination request is
issued. nag_sparse_sym_basic_solver (f11gec) will then return with the termination code
irevcm ¼ 4. Note that before calling nag_sparse_sym_basic_solver (f11gec) with
irevcm ¼ 5 the calling program must have performed the tasks required by the value of
irevcm returned by the previous call to nag_sparse_sym_basic_solver (f11gec), otherwise
subsequently returned values may be invalid.

irevcm ¼ 6
Immediate termination: nag_sparse_sym_basic_solver (f11gec) will return immediately
with termination code irevcm ¼ 4 and with any useful information available. This includes
the last iterate of the solution and, for conjugate gradient only, the last iterate of the
residual vector. The residual vector is generally not available when the Lanczos method
(SYMMLQ) is used. nag_sparse_sym_basic_solver (f11gec) will then return with the
termination code irevcm ¼ 4.

Immediate termination may be useful, for example, when errors are detected during matrix-vector
multiplication or during the solution of the preconditioning equation.

Changing irevcm to any other value between calls will result in an error.

On intermediate exit: has the following meanings.

irevcm ¼ 1
The calling program must compute the matrix-vector product v ¼ Au, where u and v are
stored in u and v, respectively.

irevcm ¼ 2
The calling program must solve the preconditioning equation Mv ¼ u, where u and v are
stored in u and v, respectively.
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irevcm ¼ 3
Monitoring step: the solution and residual at the current iteration are returned in the arrays
u and v, respectively. No action by the calling program is required. To return additional
information nag_sparse_sym_basic_diagnostic (f11gfc) can be called at this step.

On final exit: if irevcm ¼ 4, nag_sparse_sym_basic_solver (f11gec) has completed its tasks. The
value of fail.code determines whether the iteration has been successfully completed, errors have
been detected or the calling program has requested termination.

Constraint: on initial entry, irevcm ¼ 0; on re-entry, either irevcm must remain unchanged or be
reset to irevcm ¼ 5 or 6.

2: u½dim� – double Input/Output

Note: the dimension, dim, of the array u must be at least n.

On initial entry: an initial estimate, x0, of the solution of the system of equations Ax ¼ b.
On intermediate re-entry: must remain unchanged.

On intermediate exit: the returned value of irevcm determines the contents of u in the following
way.

If irevcm ¼ 1 or 2, u holds the vector u on which the operation specified by irevcm is to be
carried out.

If irevcm ¼ 3, u holds the current iterate of the solution vector.

On final exit: if after the first call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array
u is unchanged from the initial entry to nag_sparse_sym_basic_solver (f11gec). If after an
intermediate call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array u is unchanged
from the last entry to nag_sparse_sym_basic_solver (f11gec). Otherwise, u holds the last iterate
of the solution of the system of equations, for all returned values of fail.code.

3: v½dim� – double Input/Output

Note: the dimension, dim, of the array v must be at least n.

On initial entry: the right-hand side b of the system of equations Ax ¼ b.
On intermediate re-entry: the returned value of irevcm determines the contents of v in the
following way.

If irevcm ¼ 1 or 2, v must store the vector v, the result of the operation specified by the value of
irevcm returned by the previous call to nag_sparse_sym_basic_solver (f11gec).

If irevcm ¼ 3, v must remain unchanged.

On intermediate exit: if irevcm ¼ 3, v holds the current iterate of the residual vector. Note that
this is an approximation to the true residual vector. Otherwise, it does not contain any useful
information.

On final exit: if after the first call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array v
is unchanged from the initial entry to nag_sparse_sym_basic_solver (f11gec). If after an
intermediate call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array v is unchanged
from the last entry to nag_sparse_sym_basic_solver (f11gec). Otherwise, v stores the last iterate
of the residual vector unless the Lanczos method (SYMMLQ) was used and fail:code ¼
NE_COEFF_NOT_POS_DEF, NE_CONVERGENCE, NE_PRECOND_NOT_POS_DEF,
NE_SINGULAR, NE_USER_STOP or NE_WEIGHT_ZERO, in which case v is set to 0:0.

4: wgt½dim� – const double Input

Note: the dimension, dim, of the array wgt must be at least max 1;nð Þ.
On entry: the user-supplied weights, if these are to be used in the computation of the vector
norms in the termination criterion (see Sections 3 and 5 in nag_sparse_sym_basic_setup
(f11gdc)).
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Weights are NOT used in the MINRES algorithm.

Constraint: if weights are to be used, at least one element of wgt must be nonzero.

5: work½lwork� – double Communication Array

On initial entry: the array work as returned by nag_sparse_sym_basic_setup (f11gdc) (see also
Section 5 in nag_sparse_sym_basic_setup (f11gdc)).

On intermediate re-entry: must remain unchanged.

6: lwork – Integer Input

On initial entry: the dimension of the array work (see also Section 3 in nag_sparse_sym_ba
sic_setup (f11gdc)). The required amount of workspace is as follows:

Method Requirements

CG lwork ¼ 120þ 5n þ p.
SYMMLQ lwork ¼ 120þ 6n þ p,
MINRES lwork ¼ 120þ 9n,

where

p ¼ 2 � maxitsþ 1ð Þ, when an estimate of �1 Að Þ (sigmax) is computed;

p ¼ 0, otherwise.

Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_sym_basic_setup (f11gdc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.

6 Error Indicators and Warnings

NE_ACCURACY

fail:errnum ¼ 1

User-requested termination: the required accuracy could not be obtained. However, a reasonable
accuracy may have been achieved.

fail:errnum ¼ 2

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COEFF_NOT_POS_DEF

The matrix of the coefficients A appears not to be positive definite. The computation cannot
continue.
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NE_CONVERGENCE

The solution has not converged after valueh i iterations.
User-requested tidy termination. The solution has not converged after valueh i iterations.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_sym_basic_setup (f11gdc).

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate re-entry, irevcm ¼ valueh i.
Constraint: either irevcm must be unchanged from its previous exit value or irevcm ¼ 5 or 6.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

Either nag_sparse_sym_basic_setup (f11gdc) was not called before calling this function or it has
returned an error.

nag_sparse_sym_basic_solver (f11gec) has already completed its tasks. You need to set a new
problem.

NE_PRECOND_NOT_POS_DEF

The preconditioner appears not to be positive definite. The computation cannot continue.

NE_SINGULAR

The matrix of the coefficients A appears to be singular. The computation cannot continue.

NE_USER_STOP

User-requested immediate termination.

NE_WEIGHT_ZERO

The weights in array wgt are all zero.

7 Accuracy

On completion, i.e., irevcm ¼ 4 on exit, the arrays u and v will return the solution and residual vectors,
xk and rk ¼ b�Axk, respectively, at the kth iteration, the last iteration performed, unless an immediate
termination was requested and the Lanczos method (SYMMLQ) was used.

On successful completion, the termination criterion is satisfied to within the user-specified tolerance, as
described in Section 3 in nag_sparse_sym_basic_setup (f11gdc). The computed values of the left- and
right-hand sides of the termination criterion selected can be obtained by a call to nag_sparse_sym_ba
sic_diagnostic (f11gfc).
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8 Parallelism and Performance

nag_sparse_sym_basic_solver (f11gec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_sym_basic_solver (f11gec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations carried out by nag_sparse_sym_basic_solver (f11gec) for each iteration is
likely to be principally determined by the computation of the matrix-vector products v ¼ Au and by the
solution of the preconditioning equation Mv ¼ u in the calling program. Each of these operations is
carried out once every iteration.

The number of the remaining operations in nag_sparse_sym_basic_solver (f11gec) for each iteration is
approximately proportional to n. Note that the Lanczos method (SYMMLQ) requires a slightly larger
number of operations than the conjugate gradient method.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined at the
onset, as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of
the coefficients �A ¼ E�1AE�T.
Additional matrix-vector products are required for the computation of Ak k1 ¼ Ak k1, when this has not
been supplied to nag_sparse_sym_basic_setup (f11gdc) and is required by the termination criterion
employed.

The number of operations required to compute �1 �A
� �

is negligible for reasonable values of sigtol and
maxits (see Sections 5 and 9 in nag_sparse_sym_basic_setup (f11gdc)).

If the termination criterion rkk kp � � bk kp þ Ak kp � xkk kp
� �

is used (see Section 3 in nag_sparse_

sym_basic_setup (f11gdc)) and x0k k � xkk k, so that because of loss of significant digits the required
accuracy could not be obtained, the iteration is restarted automatically at some suitable point:
nag_sparse_sym_basic_solver (f11gec) sets x0 ¼ xk and the computation begins again. For particularly
badly scaled problems, more than one restart may be necessary. Naturally, restarting adds to
computational costs: it is recommended that the iteration should start from a value x0 which is as close
to the true solution ~x as can be estimated. Otherwise, the iteration should start from x0 ¼ 0.

10 Example

See Section 10 in nag_sparse_sym_basic_setup (f11gdc).
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NAG Library Function Document

nag_sparse_sym_basic_diagnostic (f11gfc)

1 Purpose

nag_sparse_sym_basic_diagnostic (f11gfc) is the third in a suite of three functions for the iterative
solution of a symmetric system of simultaneous linear equations (see Golub and Van Loan (1996)).
nag_sparse_sym_basic_diagnostic (f11gfc) returns information about the computations during an
iteration and/or after this has been completed. The first function of the suite, nag_sparse_sym_basic_set
up (f11gdc), is a setup function, the second function, nag_sparse_sym_basic_solver (f11gec) is the
proper iterative solver.

These three functions are suitable for the solution of large sparse symmetric systems of equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_basic_diagnostic (Integer *itn, double *stplhs,
double *stprhs, double *anorm, double *sigmax, Integer *its,
double *sigerr, const double work[], Integer lwork, NagError *fail)

3 Description

nag_sparse_sym_basic_diagnostic (f11gfc) returns information about the solution process. It can be
called both during a monitoring step of the solver nag_sparse_sym_basic_solver (f11gec), or after this
solver has completed its tasks. Calling nag_sparse_sym_basic_diagnostic (f11gfc) at any other time will
result in an error condition being raised.

For further information you should read the documentation for nag_sparse_sym_basic_setup (f11gdc)
and nag_sparse_sym_basic_solver (f11gec).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: itn – Integer * Output

On exit: the number of iterations carried out by nag_sparse_sym_basic_solver (f11gec).

2: stplhs – double * Output

On exit: the current value of the left-hand side of the termination criterion used by
nag_sparse_sym_basic_solver (f11gec).

3: stprhs – double * Output

On exit: the current value of the right-hand side of the termination criterion used by
nag_sparse_sym_basic_solver (f11gec).

4: anorm – double * Output

On exit: for CG and SYMMLQ methods, the norm Ak k1 ¼ Ak k1 when either it has been
supplied to nag_sparse_sym_basic_setup (f11gdc) or it has been estimated by nag_sparse_sym_
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basic_solver (f11gec) (see also Sections 3 and 5 in nag_sparse_sym_basic_setup (f11gdc)).
Otherwise, anorm ¼ 0:0 is returned.

For MINRES method, an estimate of the infinity norm of the preconditioned matrix operator.

5: sigmax – double * Output

On exit: for CG and SYMMLQ methods, the current estimate of the largest singular value �1 �A
� �

of the preconditioned iteration matrix �A ¼ E�1AE�T, when either it has been supplied to
nag_sparse_sym_basic_setup (f11gdc) or it has been estimated by nag_sparse_sym_basic_solver
(f11gec) (see also Sections 3 and 5 in nag_sparse_sym_basic_setup (f11gdc)). Note that if
its < itn then sigmax contains the final estimate. If, on final exit from nag_sparse_sym_ba
sic_solver (f11gec), its ¼ itn, then the estimation of �1 �A

� �
may have not converged; in this case

you should look at the value returned in sigerr. Otherwise, sigmax ¼ 0:0 is returned.

For MINRES method, an estimate of the final transformed residual.

6: its – Integer * Output

On exit: for CG and SYMMLQ methods, the number of iterations employed so far in the
computation of the estimate of �1 �A

� �
, the largest singular value of the preconditioned matrix

�A ¼ E�1AE�T, when �1 �A
� �

has been estimated by nag_sparse_sym_basic_solver (f11gec) using
the bisection method (see also Sections 3, 5 and 9 in nag_sparse_sym_basic_setup (f11gdc)).
Otherwise, its ¼ 0 is returned.

7: sigerr – double * Output

On exit: for CG and SYMMLQ methods, if �1 �A
� �

has been estimated by nag_sparse_sym_ba
sic_solver (f11gec) using bisection,

sigerr ¼ max
�
kð Þ
1 � �

k�1ð Þ
1

			 			
�
kð Þ
1

;
�
kð Þ
1 � �

k�2ð Þ
1

			 			
�
kð Þ
1

0@ 1A;
where k ¼ its denotes the iteration number. The estimation has converged if sigerr � sigtol
where sigtol is an input argument to nag_sparse_sym_basic_setup (f11gdc). Otherwise,
sigerr ¼ 0:0 is returned.

For MINRES method, an estimate of the condition number of the preconditioned matrix.

8: work½lwork� – const double Communication Array

On entry: the array work as returned by nag_sparse_sym_basic_solver (f11gec) (see also
Section 3 in nag_sparse_sym_basic_solver (f11gec)).

9: lwork – Integer Input

On entry: the dimension of the array work (see also Section 5 in nag_sparse_sym_basic_setup
(f11gdc)).

Constraint: lwork 	 120.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_sym_basic_diagnostic (f11gfc), a larger value is required by the iterative solver
nag_sparse_sym_basic_solver (f11gec) (see also Section 5 in nag_sparse_sym_basic_setup
(f11gdc)).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 120.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

nag_sparse_sym_basic_diagnostic (f11gfc) has been called out of sequence.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_sym_basic_diagnostic (f11gfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_sparse_sym_basic_setup (f11gdc).
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NAG Library Function Document

nag_sparse_herm_basic_setup (f11grc)

1 Purpose

nag_sparse_herm_basic_setup (f11grc) is a setup function, the first in a suite of three functions for the
iterative solution of a complex Hermitian system of simultaneous linear equations. nag_sparse_herm_
basic_setup (f11grc) must be called before nag_sparse_herm_basic_solver (f11gsc), the iterative solver.
The third function in the suite, nag_sparse_herm_basic_diagnostic (f11gtc), can be used to return
additional information about the computation.

These three functions are suitable for the solution of large sparse complex Hermitian systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_basic_setup (Nag_SparseSym_Method method,
Nag_SparseSym_PrecType precon, Nag_SparseSym_Bisection sigcmp,
Nag_NormType norm, Nag_SparseSym_Weight weight, Integer iterm,
Integer n, double tol, Integer maxitn, double anorm, double sigmax,
double sigtol, Integer maxits, Integer monit, Integer *lwreq,
Complex work[], Integer lwork, NagError *fail)

3 Description

The suite consisting of the functions:

nag_sparse_herm_basic_setup (f11grc),

nag_sparse_herm_basic_solver (f11gsc),

nag_sparse_herm_basic_diagnostic (f11gtc),

is designed to solve the complex Hermitian system of simultaneous linear equations Ax ¼ b of order n,
where n is large and the matrix of the coefficients A is sparse.

nag_sparse_herm_basic_setup (f11grc) is a setup function which must be called before the iterative
solver nag_sparse_herm_basic_solver (f11gsc). nag_sparse_herm_basic_diagnostic (f11gtc), the third
function in the suite, can be used to return additional information about the computation. Either of two
methods can be used:

1. Conjugate Gradient Method (CG)

For this method (see Hestenes and Stiefel (1952), Golub and Van Loan (1996), Barrett et al. (1994)
and Dias da Cunha and Hopkins (1994)), the matrix A should ideally be positive definite. The
application of the Conjugate Gradient method to indefinite matrices may lead to failure or to lack
of convergence.

2. Lanczos Method (SYMMLQ)

This method, based upon the algorithm SYMMLQ (see Paige and Saunders (1975) and Barrett et
al. (1994)), is suitable for both positive definite and indefinite matrices. It is more robust than the
Conjugate Gradient method but less efficient when A is positive definite.

Both CG and SYMMLQ methods start from the residual r0 ¼ b�Ax0, where x0 is an initial estimate
for the solution (often x0 ¼ 0), and generate an orthogonal basis for the Krylov subspace span Akr0

� 
,

for k ¼ 0; 1; . . ., by means of three-term recurrence relations (see Golub and Van Loan (1996)). A
sequence of real symmetric tridiagonal matrices Tkf g is also generated. Here and in the following, the
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index k denotes the iteration count. The resulting real symmetric tridiagonal systems of equations are
usually more easily solved than the original problem. A sequence of solution iterates xkf g is thus
generated such that the sequence of the norms of the residuals rkk kf g converges to a required tolerance.
Note that, in general, the convergence is not monotonic.

In exact arithmetic, after n iterations, this process is equivalent to an orthogonal reduction of A to real
symmetric tridiagonal form, Tn ¼ QHAQ; the solution xn would thus achieve exact convergence. In
finite-precision arithmetic, cancellation and round-off errors accumulate causing loss of orthogonality.
These methods must therefore be viewed as genuinely iterative methods, able to converge to a solution
within a prescribed tolerance.

The orthogonal basis is not formed explicitly in either method. The basic difference between the two
methods lies in the method of solution of the resulting real symmetric tridiagonal systems of equations:
the conjugate gradient method is equivalent to carrying out an LDLH (Cholesky) factorization whereas
the Lanczos method (SYMMLQ) uses an LQ factorization.

Faster convergence can be achieved using a preconditioner (see Golub and Van Loan (1996) and
Barrett et al. (1994)). A preconditioner maps the original system of equations onto a different system,
say

�A�x ¼ �b; ð1Þ

with, hopefully, better characteristics with respect to its speed of convergence: for example, the
condition number of the matrix of the coefficients can be improved or eigenvalues in its spectrum can
be made to coalesce. An orthogonal basis for the Krylov subspace span �Ak�r0

� 
, for k ¼ 0; 1; . . ., is

generated and the solution proceeds as outlined above. The algorithms used are such that the solution
and residual iterates of the original system are produced, not their preconditioned counterparts. Note
that an unsuitable preconditioner or no preconditioning at all may result in a very slow rate, or lack, of
convergence. However, preconditioning involves a trade-off between the reduction in the number of
iterations required for convergence and the additional computational costs per iteration. Also, setting up
a preconditioner may involve non-negligible overheads.

A preconditioner must be Hermitian and positive definite, i.e., representable by M ¼ EEH, where M
is nonsingular, and such that �A ¼ E�1AE�H � In in (1), where In is the identity matrix of order n.
Also, we can define �r ¼ E�1r and �x ¼ EHx. These are formal definitions, used only in the design of the
algorithms; in practice, only the means to compute the matrix-vector products v ¼ Au and to solve the
preconditioning equations Mv ¼ u are required, that is, explicit information about M, E or their
inverses is not required at any stage.

The first termination criterion

rkk kp � � bk kp þ Ak kp � xkk kp
� �

ð2Þ

is available for both conjugate gradient and Lanczos (SYMMLQ) methods. In (2), p ¼ 1;1 or 2 and �
denotes a user-specified tolerance subject to max 10;

ffiffiffi
n
p

ð Þ� � � < 1, where � is the machine precision.
Facilities are provided for the estimation of the norm of the matrix of the coefficients Ak k1 ¼ Ak k1,
when this is not known in advance, used in (2), by applying Higham's method (see Higham (1988)).
Note that Ak k2 cannot be estimated internally. This criterion uses an error bound derived from
backward error analysis to ensure that the computed solution is the exact solution of a problem as
close to the original as the termination tolerance requires. Termination criteria employing bounds
derived from forward error analysis could be used, but any such criteria would require information
about the condition number � Að Þ which is not easily obtainable.

The second termination criterion

�rkk k2 � � max 1:0; bk k2= r0k k2
� �

�r0k k2 þ �1 �A
� �
� ��xkk k2

� �
ð3Þ

is available only for the Lanczos method (SYMMLQ). In (3), �1 �A
� �
¼ �A
�� ��

2
is the largest singular

value of the (preconditioned) iteration matrix �A. This termination criterion monitors the progress of the
solution of the preconditioned system of equations and is less expensive to apply than criterion (2).
When �1 �A

� �
is not supplied, facilities are provided for its estimation by �1 �A

� �
� max

k
�1 Tkð Þ. The

interlacing property �1 Tk�1ð Þ � �1 Tkð Þ and Gerschgorin's theorem provide lower and upper bounds
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from which �1 Tkð Þ can be easily computed by bisection. Alternatively, the less expensive estimate
�1 �A
� �
� max

k
Tkk k1 can be used, where �1 �A

� �
� Tkk k1 by Gerschgorin's theorem. Note that only order

of magnitude estimates are required by the termination criterion.

Termination criterion (2) is the recommended choice, despite its (small) additional costs per iteration
when using the Lanczos method (SYMMLQ). Also, if the norm of the initial estimate is much larger
than the norm of the solution, that is, if x0k k � xk k, a dramatic loss of significant digits could result in
complete lack of convergence. The use of criterion (2) will enable the detection of such a situation, and
the iteration will be restarted at a suitable point. No such restart facilities are provided for criterion (3).

Optionally, a vector w of user-specified weights can be used in the computation of the vector norms in

termination criterion (2), i.e., vk k wð Þp ¼ v wð Þ�� ��
p
, where v wð Þ� �

i
¼ wivi, for i ¼ 1; 2; . . . ; n. Note that the

use of weights increases the computational costs.

The sequence of calls to the functions comprising the suite is enforced: first, the setup function
nag_sparse_herm_basic_setup (f11grc) must be called, followed by the solver nag_sparse_herm_ba
sic_solver (f11gsc). nag_sparse_herm_basic_diagnostic (f11gtc) can be called either when nag_sparse_
herm_basic_solver (f11gsc) is carrying out a monitoring step or after nag_sparse_herm_basic_solver
(f11gsc) has completed its tasks. Incorrect sequencing will raise an error condition.

4 References

Barrett R, Berry M, Chan T F, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C and
Van der Vorst H (1994) Templates for the Solution of Linear Systems: Building Blocks for Iterative
Methods SIAM, Philadelphia

Dias da Cunha R and Hopkins T (1994) PIM 1.1 — the parallel iterative method package for systems of
linear equations user's guide — Fortran 77 version Technical Report Computing Laboratory, University
of Kent at Canterbury, Kent, UK

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hestenes M and Stiefel E (1952) Methods of conjugate gradients for solving linear systems J. Res. Nat.
Bur. Stand. 49 409–436

Higham N J (1988) FORTRAN codes for estimating the one-norm of a real or complex matrix, with
applications to condition estimation ACM Trans. Math. Software 14 381–396

Paige C C and Saunders M A (1975) Solution of sparse indefinite systems of linear equations SIAM J.
Numer. Anal. 12 617–629

5 Arguments

1: method – Nag_SparseSym_Method Input

On entry: the iterative method to be used.

method ¼ Nag SparseSym CG
Conjugate gradient method.

method ¼ Nag SparseSym SYMMLQ
Lanczos method (SYMMLQ).

Constraint: method ¼ Nag SparseSym CG or Nag SparseSym SYMMLQ.

2: precon – Nag_SparseSym_PrecType Input

On entry: determines whether preconditioning is used.

precon ¼ Nag SparseSym NoPrec
No preconditioning.
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precon ¼ Nag SparseSym Prec
Preconditioning.

Constraint: precon ¼ Nag SparseSym NoPrec or Nag SparseSym Prec.

3: sigcmp – Nag_SparseSym_Bisection Input

On entry: determines whether an estimate of �1 �A
� �
¼ E�1AE�H
�� ��

2
, the largest singular value of

the preconditioned matrix of the coefficients, is to be computed using the bisection method on the
sequence of tridiagonal matrices Tkf g generated during the iteration. Note that �A ¼ A when a
preconditioner is not used.

If sigmax > 0:0 (see below), i.e., when �1 �A
� �

is supplied, the value of sigcmp is ignored.

sigcmp ¼ Nag SparseSym Bisect
�1 �A
� �

is to be computed using the bisection method.

sigcmp ¼ Nag SparseSym NoBisect
The bisection method is not used.

If the termination criterion (3) is used, requiring �1 �A
� �

, an inexpensive estimate is computed and
used (see Section 3).

Suggested value: sigcmp ¼ Nag SparseSym NoBisect.

Constraint: sigcmp ¼ Nag SparseSym Bisect or Nag SparseSym NoBisect.

4: norm – Nag_NormType Input

On entry: defines the matrix and vector norm to be used in the termination criteria.

norm ¼ Nag OneNorm
Use the l1 norm.

norm ¼ Nag InfNorm
Use the l1 norm.

norm ¼ Nag TwoNorm
Use the l2 norm.

Suggested value:

if iterm ¼ 1, norm ¼ Nag InfNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

Constraints:

if iterm ¼ 1, norm ¼ Nag OneNorm, Nag InfNorm or Nag TwoNorm;
if iterm ¼ 2, norm ¼ Nag TwoNorm.

5: weight – Nag_SparseSym_Weight Input

On entry: specifies whether a vector w of user-supplied weights is to be used in the vector norms

used in the computation of termination criterion (2) (iterm ¼ 1): vk k wð Þp ¼ v wð Þ�� ��
p
, where

v
wð Þ
i ¼ wivi, for i ¼ 1; 2; . . . ; n. The suffix p ¼ 1; 2;1 denotes the vector norm used, as specified
by the argument norm. Note that weights cannot be used when iterm ¼ 2, i.e., when criterion (3)
is used.

weight ¼ Nag SparseSym Weighted
User-supplied weights are to be used and must be supplied on initial entry to
nag_sparse_herm_basic_solver (f11gsc).

weight ¼ Nag SparseSym UnWeighted
All weights are implicitly set equal to one. Weights do not need to be supplied on initial
entry to nag_sparse_herm_basic_solver (f11gsc).

Suggested value: weight ¼ Nag SparseSym UnWeighted.
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Constraints:

if iterm ¼ 1, weight ¼ Nag SparseSym Weighted or Nag SparseSym UnWeighted;
if iterm ¼ 2, weight ¼ Nag SparseSym UnWeighted.

6: iterm – Integer Input

On entry: defines the termination criterion to be used.

iterm ¼ 1
Use the termination criterion defined in (2) (both conjugate gradient and Lanczos
(SYMMLQ) methods).

iterm ¼ 2
Use the termination criterion defined in (3) (Lanczos method (SYMMLQ) only).

Suggested value: iterm ¼ 1.

Constraints:

if method ¼ Nag SparseSym CG, iterm ¼ 1;
if method ¼ Nag SparseSym SYMMLQ, iterm ¼ 1 or 2.

7: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n > 0.

8: tol – double Input

On entry: the tolerance � for the termination criterion.

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used, where � is the machine precision.

Otherwise � ¼ max tol; 10�;
ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

9: maxitn – Integer Input

On entry: the maximum number of iterations.

Constraint: maxitn > 0.

10: anorm – double Input

On entry: if anorm > 0:0, the value of Ak kp to be used in the termination criterion (2)
(iterm ¼ 1).

If anorm � 0:0, iterm ¼ 1 and norm ¼ Nag OneNorm or Nag InfNorm, then Ak k1 ¼ Ak k1 is
estimated internally by nag_sparse_herm_basic_solver (f11gsc).

If iterm ¼ 2, then anorm is not referenced.

Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm, anorm > 0:0.

11: sigmax – double Input

On entry: if sigmax > 0:0, the value of �1 �A
� �
¼ E�1AE�H
�� ��

2
.

If sigmax � 0:0, �1 �A
� �

is estimated by nag_sparse_herm_basic_solver (f11gsc) when either
sigcmp ¼ Nag SparseSym Bisect or termination criterion (3) (iterm ¼ 2) is employed, though it
will be used only in the latter case.

Otherwise, sigmax is not referenced.
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12: sigtol – double Input

On entry: the tolerance used in assessing the convergence of the estimate of �1 �A
� �
¼ �A
�� ��

2
when

the bisection method is used.

If sigtol � 0:0, the default value sigtol ¼ 0:01 is used. The actual value used is max sigtol; �ð Þ.
If sigcmp ¼ Nag SparseSym NoBisect or sigmax > 0:0, then sigtol is not referenced.

Suggested value: sigtol ¼ 0:01 should be sufficient in most cases.

Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, sigtol < 1:0.

13: maxits – Integer Input

On entry: the maximum iteration number k ¼ maxits for which �1 Tkð Þ is computed by bisection
(see also Section 3). If sigcmp ¼ Nag SparseSym NoBisect or sigmax > 0:0, then maxits is not
referenced.

Suggested value: maxits ¼ min 10; nð Þ when sigtol is of the order of its default value 0:01ð Þ.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, 1 � maxits � maxitn.

14: monit – Integer Input

On entry: if monit > 0, the frequency at which a monitoring step is executed by
nag_sparse_herm_basic_solver (f11gsc): the current solution and residual iterates will be
returned by nag_sparse_herm_basic_solver (f11gsc) and a call to nag_sparse_herm_basic_diag
nostic (f11gtc) made possible every monit iterations, starting from iteration number monit.
Otherwise, no monitoring takes place. There are some additional computational costs involved in
monitoring the solution and residual vectors when the Lanczos method (SYMMLQ) is used.

Constraint: monit � maxitn.

15: lwreq – Integer * Output

On exit: the minimum amount of workspace required by nag_sparse_herm_basic_solver (f11gsc).
(See also Section 5 in nag_sparse_herm_basic_solver (f11gsc).)

16: work½lwork� – Complex Communication Array

On exit: the array work is initialized by nag_sparse_herm_basic_setup (f11grc). It must not be
modified before calling the next function in the suite, namely nag_sparse_herm_basic_solver
(f11gsc).

17: lwork – Integer Input

On entry: the dimension of the array work.

Constraint: lwork 	 120.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_herm_basic_setup (f11grc), a larger value is required by the other functions in the
suite, namely nag_sparse_herm_basic_solver (f11gsc) and nag_sparse_herm_basic_diagnostic
(f11gtc). The required value is as follows:

Method Requirements

CG lwork ¼ 120þ 5nþ p
SYMMLQ lwork ¼ 120þ 6nþ p
where

p ¼ 2� maxitsþ 1ð Þ, when an estimate of �1 Að Þ (sigmax) is computed;

p ¼ 0, otherwise.
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18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, maxits ¼ valueh i, maxitn ¼ valueh i, sigcmp ¼ valueh i, and sigmax ¼ valueh i.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, 1 � maxits � maxitn.

On entry, norm ¼ valueh i, iterm ¼ valueh i, and anorm ¼ valueh i.
Constraint: if iterm ¼ 1 and norm ¼ Nag TwoNorm or Nag InfNorm, anorm > 0:0.

NE_ENUM_INT

On entry, iterm ¼ valueh i and method ¼ valueh i.
C o n s t r a i n t : i f method ¼ Nag SparseSym CG, iterm ¼ 1. I f
method ¼ Nag SparseSym SYMMLQ, iterm ¼ 1 or 2.

On entry, iterm ¼ valueh i and norm ¼ valueh i.
Constraint: if iterm ¼ 2, norm ¼ Nag TwoNorm or Nag InfNorm.

On entry, iterm ¼ valueh i and weight ¼ valueh i.
Constraint: if iterm ¼ 2, weight ¼ Nag SparseSym UnWeighted.

NE_ENUM_REAL_2

On entry, sigcmp ¼ valueh i, sigtol ¼ valueh i, and sigmax ¼ valueh i.
Constraint: if sigcmp ¼ Nag SparseSym Bisect and sigmax � 0:0, sigtol < 1:0.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 120.

On entry, maxitn ¼ valueh i.
Constraint: maxitn > 0.

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, monit ¼ valueh i and maxitn ¼ valueh i.
Constraint: monit � maxitn.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

nag_sparse_herm_basic_setup (f11grc) has been called out of sequence: either nag_sparse_
herm_basic_setup (f11grc) has been called twice or nag_sparse_herm_basic_solver (f11gsc) has
not terminated its current task.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_herm_basic_setup (f11grc) is not threaded in any implementation.

9 Further Comments

When �1 �A
� �

is not supplied (sigmax � 0:0) but it is required, it is estimated by nag_sparse_herm_ba
sic_solver (f11gsc) using either of the two methods described in Section 3, as specified by the argument
sigcmp. In particular, if sigcmp ¼ Nag SparseSym Bisect, then the computation of �1 �A

� �
is deemed to

have converged when the differences between three successive values of �1 Tkð Þ differ, in a relative
sense, by less than the tolerance sigtol, i.e., when

max
�
kð Þ
1 � �

k�1ð Þ
1

			 			
�
kð Þ
1

;
�
kð Þ
1 � �

k�2ð Þ
1

			 			
�
kð Þ
1

0@ 1A � sigtol:

The computation of �1 �A
� �

is also terminated when the iteration count exceeds the maximum value
allowed, i.e., k 	 maxits.

Bisection is increasingly expensive with increasing iteration count. A reasonably large value of sigtol,
of the order of the suggested value, is recommended and an excessive value of maxits should be
avoided. Under these conditions, �1 �A

� �
usually converges within very few iterations.

10 Example

This example solves a complex Hermitian system of simultaneous linear equations using the conjugate
gradient method, where the matrix of the coefficients A, has a random sparsity pattern. An incomplete
Cholesky preconditioner is used (nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_i
chol_solve (f11jbc)).

10.1 Program Text

/* nag_sparse_herm_basic_setup (f11grc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, dscale, dtol, sigerr, sigmax, sigtol, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, its, la, lfill, lwork,

lwreq, maxitn, maxits, monit, n, nnz, nnzc, npivm;
/* Arrays */
char nag_enum_arg[100];
Complex *a = 0, *b = 0, *work = 0, *x = 0;
double *wgt = 0;
Integer *icol = 0, *ipiv = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseSym_Method method;
Nag_SparseSym_PrecType precon;
Nag_SparseSym_Bisection sigcmp;
Nag_NormType norm;
Nag_SparseSym_Weight weight;
Nag_SparseSym_Fact mic;
Nag_SparseSym_Piv pstrat;
NagError fail, fail1;

INIT_FAIL(fail);
INIT_FAIL(fail1);

printf("nag_sparse_herm_basic_setup (f11grc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

la = 2 * nnz;
lwork = 200;
if (!(a = NAG_ALLOC(la, Complex)) ||

!(b = NAG_ALLOC(n, Complex)) ||
!(work = NAG_ALLOC(lwork, Complex)) ||
!(x = NAG_ALLOC(n, Complex)) ||
!(wgt = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(la, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(irow = NAG_ALLOC(la, Integer)) || !(istr = NAG_ALLOC(n + 1, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read or initialize the parameters for the iterative solver */
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

f11 – Large Scale Linear Systems f11grc

Mark 26 f11grc.9



#endif
method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

#endif
precon = (Nag_SparseSym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

#endif
sigcmp = (Nag_SparseSym_Bisection) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

#endif
norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

#endif
weight = (Nag_SparseSym_Weight) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &iterm);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &iterm);

#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n] ", &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &monit);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &monit);
#endif

/* Read the parameters for the preconditioner */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n] ", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n] ", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n] ", nag_enum_arg);
#endif

mic = (Nag_SparseSym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &dscale);
#else

scanf("%lf%*[^\n]", &dscale);
#endif
#ifdef _WIN32

scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n] ", nag_enum_arg);
#endif

pstrat = (Nag_SparseSym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* Read the nonzero elements of the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
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&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif

/* Read right-hand side vector b and initial approximate solution x */
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf ) ", &b[i].re, &b[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf ) ", &b[i].re, &b[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s(" ( %lf , %lf ) ", &x[i].re, &x[i].im);

#else
for (i = 0; i < n; i++)

scanf(" ( %lf , %lf ) ", &x[i].re, &x[i].im);
#endif

/* Calculate incomplete Cholesky factorization preconditioner using
* nag_sparse_herm_chol_fac (f11jnc).
* Complex sparse Hermitian matrix, incomplete Cholesky factorization
*/

nag_sparse_herm_chol_fac(n, nnz, a, la, irow, icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_chol_fac (f11jnc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Initialize the solver using nag_sparse_herm_basic_setup (f11grc). */
anorm = 0.0;
sigmax = 0.0;
sigtol = 0.01;
maxits = n;
nag_sparse_herm_basic_setup(method, precon, sigcmp, norm, weight, iterm,

n, tol, maxitn, anorm, sigmax, sigtol, maxits,
monit, &lwreq, work, lwork, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_basic_setup (f11grc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Call solver repeatedly to solve the equations
* Note that the arrays b and x are overwritten on final exit:
* x will contain the solution and b the residual vector
*/

irevcm = 0;
lwreq = lwork;
/* First call to nag_sparse_herm_basic_solver (f11gsc).
* Complex sparse Hermitian linear systems, preconditioned conjugate
* gradient or Lanczos
*/

nag_sparse_herm_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);
while (irevcm != 4) {

switch (irevcm) {
case 1:

/* nag_sparse_herm_matvec (f11xsc).
* Complex sparse Hermitian matrix vector multiply
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*/
nag_sparse_herm_matvec(n, nnz, a, irow, icol, Nag_SparseSym_NoCheck,

x, b, &fail1);
break;

case 2:
/* nag_sparse_herm_precon_ichol_solve (f11jpc).
* Solution of complex linear system involving incomplete Cholesky
* preconditioning matrix generated by f11jnc
*/

nag_sparse_herm_precon_ichol_solve(n, a, la, irow, icol, ipiv, istr,
Nag_SparseSym_NoCheck, x, b, &fail1);

break;
case 3:

/* nag_sparse_herm_basic_diagnostic (f11gtc).
* Complex sparse Hermitian linear systems, diagnostic for f11gsc
*/

nag_sparse_herm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm,
&sigmax, &its, &sigerr, work, lwreq,
&fail1);

printf("\nMonitoring at iteration no.%4" NAG_IFMT "\n", itn);
printf("residual norm:%14.4e\n", stplhs);
printf("%6sSolution vector%18sResidual vector\n", "", "");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e) (%13.4e, %13.4e)\n",
x[i].re, x[i].im, b[i].re, b[i].im);

printf("\n");
}
if (fail1.code != NE_NOERROR)

irevcm = 6;
/* Next call to nag_sparse_herm_basic_solver (f11gsc). */
nag_sparse_herm_basic_solver(&irevcm, x, b, wgt, work, lwreq, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_herm_basic_solver (f11gsc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

/* Obtain information about the computation using
nag_sparse_herm_basic_diagnostic (f11gtc)

*/
nag_sparse_herm_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,

&its, &sigerr, work, lwreq, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_herm_basic_diagnostic (f11gtc)\n%s\n",
fail.message);

exit_status = 4;
goto END;

}

/* Print the output data */
printf("Final Results\n");
printf("Number of iterations for convergence: %5" NAG_IFMT " \n", itn);
printf("Residual norm: %14.4e\n", stplhs);
printf("Right-hand side of termination criterion: %14.4e \n", stprhs);
printf("1-norm of matrix A: %14.4e \n", anorm);
printf("Largest singular value of A_bar: %14.4e \n", sigmax);
/* Output x */
printf("\n%6sSolution vector%18sResidual vector\n", "", "");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e) (%13.4e, %13.4e)\n",
x[i].re, x[i].im, b[i].re, b[i].im);

printf("\n");
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(work);
NAG_FREE(x);
NAG_FREE(wgt);
NAG_FREE(icol);
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NAG_FREE(ipiv);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_herm_basic_setup (f11grc) Example Program Data
9 : n

23 : nnz
Nag_SparseSym_CG : method
Nag_SparseSym_Prec : precon
Nag_SparseSym_Bisect : sigcmp
Nag_OneNorm : norm
Nag_SparseSym_UnWeighted : weight
1 : iterm
1.0e-6 20 : tol, maxitn
2 : monit
0 0.0 : lfill, dtol
Nag_SparseSym_UnModFact : mic
0.0 : dscale
Nag_SparseSym_MarkPiv : pstrat
( 6., 0.) 1 1
( -1., 1.) 2 1
( 6., 0.) 2 2
( 0., 1.) 3 2
( 5., 0.) 3 3
( 5., 0.) 4 4
( 2., -2.) 5 1
( 4., 0.) 5 5
( 1., 1.) 6 3
( 2., 0.) 6 4
( 6., 0.) 6 6
( -4., 3.) 7 2
( 0., 1.) 7 5
( -1., 0.) 7 6
( 6., 0.) 7 7
( -1., -1.) 8 4
( 0., -1.) 8 6
( 9., 0.) 8 8
( 1., 3.) 9 1
( 1., 2.) 9 5
( -1., 0.) 9 6
( 1., 4.) 9 8
( 9., 0.) 9 9 : a[i], irow[i], icol[i], i=0,...,nnz-1
( 8., 54.)
(-10., -92.)
( 25., 27.)
( 26., -28.)
( 54., 12.)
( 26., -22.)
( 47., 65.)
( 71., -57.)
( 60., 70.) : b[i], i=0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i=0,...,n-1
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10.3 Program Results

nag_sparse_herm_basic_setup (f11grc) Example Program Results

Monitoring at iteration no. 2
residual norm: 1.4937e+01

Solution vector Residual vector
( 2.1423e-01, 4.5333e+00) ( -1.8370e+00, 3.6956e+00)
( -1.6589e+00, -1.2672e+01) ( -6.5005e-01, 2.5458e-01)
( 2.4101e+00, 7.4551e+00) ( -1.2616e-01, -1.3625e-01)
( 4.4400e+00, -6.4174e+00) ( -1.3120e-01, 1.4130e-01)
( 9.1135e+00, 3.7812e+00) ( -1.1471e+00, 7.3386e-01)
( 4.4419e+00, -4.0382e+00) ( -5.5054e-01, -1.0535e+00)
( 1.4757e+00, 1.2662e+00) ( 1.7165e+00, -1.4614e+00)
( 8.4872e+00, -3.5347e+00) ( -3.5829e-01, 2.8764e-01)
( 5.9948e+00, 9.6851e-01) ( -3.0278e-01, -3.5324e-01)

Monitoring at iteration no. 4
residual norm: 1.4602e+00

Solution vector Residual vector
( 1.0061e+00, 8.9847e+00) ( 1.1524e-02, -2.8188e-02)
( 1.9637e+00, -7.9768e+00) ( 1.3513e-02, -1.7345e-01)
( 3.0067e+00, 7.0285e+00) ( 1.8173e-02, 1.9627e-02)
( 3.9830e+00, -5.9636e+00) ( 1.8900e-02, -2.0354e-02)
( 5.0390e+00, 5.0432e+00) ( -9.0877e-02, -1.0895e-01)
( 6.0488e+00, -4.0771e+00) ( -2.3890e-01, 3.2440e-01)
( 6.9710e+00, 3.0168e+00) ( 1.9031e-01, -1.5499e-02)
( 8.0118e+00, -1.9806e+00) ( 5.1611e-02, -4.1435e-02)
( 9.0074e+00, 9.6458e-01) ( 4.3615e-02, 5.0884e-02)

Final Results
Number of iterations for convergence: 5
Residual norm: 9.0594e-14
Right-hand side of termination criterion: 2.7340e-03
1-norm of matrix A: 2.2000e+01
Largest singular value of A_bar: 1.9624e+00

Solution vector Residual vector
( 1.0000e+00, 9.0000e+00) ( -1.7764e-15, 0.0000e+00)
( 2.0000e+00, -8.0000e+00) ( 3.5527e-15, -2.8422e-14)
( 3.0000e+00, 7.0000e+00) ( -3.5527e-15, 3.5527e-15)
( 4.0000e+00, -6.0000e+00) ( 3.5527e-15, -7.1054e-15)
( 5.0000e+00, 5.0000e+00) ( -7.1054e-15, 3.5527e-15)
( 6.0000e+00, -4.0000e+00) ( -7.1054e-15, 0.0000e+00)
( 7.0000e+00, 3.0000e+00) ( 0.0000e+00, 0.0000e+00)
( 8.0000e+00, -2.0000e+00) ( 0.0000e+00, -7.1054e-15)
( 9.0000e+00, 1.0000e+00) ( 0.0000e+00, -1.4211e-14)
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NAG Library Function Document

nag_sparse_herm_basic_solver (f11gsc)

1 Purpose

nag_sparse_herm_basic_solver (f11gsc) is an iterative solver for a complex Hermitian system of
simultaneous linear equations; nag_sparse_herm_basic_solver (f11gsc) is the second in a suite of three
functions, where the first function, nag_sparse_herm_basic_setup (f11grc), must be called prior to
nag_sparse_herm_basic_solver (f11gsc) to set up the suite, and the third function in the suite,
nag_sparse_herm_basic_diagnostic (f11gtc), can be used to return additional information about the
computation.

These three functions are suitable for the solution of large sparse complex Hermitian systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_basic_solver (Integer *irevcm, Complex u[],
Complex v[], const double wgt[], Complex work[], Integer lwork,
NagError *fail)

3 Description

nag_sparse_herm_basic_solver (f11gsc) solves the complex Hermitian system of linear simultaneous
equations Ax ¼ b using either the preconditioned conjugate gradient method (see Hestenes and Stiefel
(1952), Golub and Van Loan (1996), Barrett et al. (1994) and Dias da Cunha and Hopkins (1994)) or a
preconditioned Lanczos method based upon the algorithm SYMMLQ (see Paige and Saunders (1975)
and Barrett et al. (1994)).

For a general description of the methods employed you are referred to Section 3 in
nag_sparse_herm_basic_setup (f11grc).

nag_sparse_herm_basic_solver (f11gsc) can solve the system after the first function in the suite,
nag_sparse_herm_basic_setup (f11grc), has been called to initialize the computation and specify the
method of solution. The third function in the suite, nag_sparse_herm_basic_diagnostic (f11gtc), can be
used to return additional information generated by the computation during monitoring steps and after
nag_sparse_herm_basic_solver (f11gsc) has completed its tasks.

nag_sparse_herm_basic_solver (f11gsc) uses reverse communication, i.e., nag_sparse_herm_basic_sol
ver (f11gsc) returns repeatedly to the calling program with the argument irevcm (see Section 5) set to
specified values which require the calling program to carry out a specific task: either to compute the
matrix-vector product v ¼ Au; to solve the preconditioning equation Mv ¼ u; to notify the completion
of the computation; or, to allow the calling program to monitor the solution. Through the argument
irevcm the calling program can cause immediate or tidy termination of the execution. On final exit, the
last iterates of the solution and of the residual vectors of the original system of equations are returned.

Reverse communication has the following advantages.

1. Maximum flexibility in the representation and storage of sparse matrices. All matrix operations are
performed outside the solver function, thereby avoiding the need for a complicated interface with
enough flexibility to cope with all types of storage schemes and sparsity patterns. This applies also
to preconditioners.

2. Enhanced user interaction: you can closely monitor the progress of the solution and tidy or
immediate termination can be requested. This is useful, for example, when alternative termination
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criteria are to be employed or in case of failure of the external functions used to perform matrix
operations.
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5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than irevcm and v must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: irevcm must either be unchanged from its previous exit value, or can
have one of the following values.

irevcm ¼ 5
Tidy termination: the computation will terminate at the end of the current iteration. Further
reverse communication exits may occur depending on when the termination request is
issued. nag_sparse_herm_basic_solver (f11gsc) will then return with the termination code
irevcm ¼ 4. Note that before calling nag_sparse_herm_basic_solver (f11gsc) with
irevcm ¼ 5 the calling program must have performed the tasks required by the value of
irevcm returned by the previous call to nag_sparse_herm_basic_solver (f11gsc), otherwise
subsequently returned values may be invalid.

irevcm ¼ 6
Immediate termination: nag_sparse_herm_basic_solver (f11gsc) will return immediately
with termination code irevcm ¼ 4 and with any useful information available. This includes
the last iterate of the solution and, for conjugate gradient only, the last iterate of the
residual vector. The residual vector is generally not available when the Lanczos method
(SYMMLQ) is used. nag_sparse_herm_basic_solver (f11gsc) will then return with the
termination code irevcm ¼ 4.

Immediate termination may be useful, for example, when errors are detected during matrix-vector
multiplication or during the solution of the preconditioning equation.

Changing irevcm to any other value between calls will result in an error.

On intermediate exit: has the following meanings.

irevcm ¼ 1
The calling program must compute the matrix-vector product v ¼ Au, where u and v are
stored in u and v, respectively.
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irevcm ¼ 2
The calling program must solve the preconditioning equation Mv ¼ u, where u and v are
stored in u and v, respectively.

irevcm ¼ 3
Monitoring step: the solution and residual at the current iteration are returned in the arrays
u and v, respectively. No action by the calling program is required. To return additional
information nag_sparse_herm_basic_diagnostic (f11gtc) can be called at this step.

On final exit: if irevcm ¼ 4, nag_sparse_herm_basic_solver (f11gsc) has completed its tasks. The
value of fail.code determines whether the iteration has been successfully completed, errors have
been detected or the calling program has requested termination.

Constraint: on initial entry, irevcm ¼ 0; on re-entry, either irevcm must remain unchanged or be
reset to irevcm ¼ 5 or 6.

2: u½dim� – Complex Input/Output

Note: the dimension, dim, of the array u must be at least n.

On initial entry: an initial estimate, x0, of the solution of the system of equations Ax ¼ b.
On intermediate re-entry: must remain unchanged.

On intermediate exit: the returned value of irevcm determines the contents of u in the following
way.

If irevcm ¼ 1 or 2, u holds the vector u on which the operation specified by irevcm is to be
carried out.

If irevcm ¼ 3, u holds the current iterate of the solution vector.

On final exit: if after the first call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array
u is unchanged from the initial entry to nag_sparse_herm_basic_solver (f11gsc). If after an
intermediate call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array u is unchanged
from the last entry to nag_sparse_herm_basic_solver (f11gsc). Otherwise, u holds the last iterate
of the solution of the system of equations, for all returned values of fail.code.

3: v½dim� – Complex Input/Output

Note: the dimension, dim, of the array v must be at least n.

On initial entry: the right-hand side b of the system of equations Ax ¼ b.
On intermediate re-entry: the returned value of irevcm determines the contents of v in the
following way.

If irevcm ¼ 1 or 2, v must store the vector v, the result of the operation specified by the value of
irevcm returned by the previous call to nag_sparse_herm_basic_solver (f11gsc)

If irevcm ¼ 3, v must remain unchanged.

On intermediate exit: if irevcm ¼ 3, v holds the current iterate of the residual vector. Note that
this is an approximation to the true residual vector. Otherwise, it does not contain any useful
information.

On final exit: if after the first call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array v
is unchanged from the initial entry to nag_sparse_herm_basic_solver (f11gsc). If after an
intermediate call fail:code ¼ NE_INT or NE_OUT_OF_SEQUENCE, the array v is unchanged
from the last entry to nag_sparse_herm_basic_solver (f11gsc). Otherwise, v stores the last iterate
of the residual vector unless the Lanczos method (SYMMLQ) was used and fail:code ¼
NE_COEFF_NOT_POS_DEF, NE_CONVERGENCE, NE_PRECOND_NOT_POS_DEF,
NE_SINGULAR, NE_USER_STOP or NE_WEIGHT_ZERO, in which case v is set to 0:0.

4: wgt½dim� – const double Input

Note: the dimension, dim, of the array wgt must be at least max 1;nð Þ.
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On entry: the user-supplied weights, if these are to be used in the computation of the vector
norms in the termination criterion (see Sections 3 and 5 in nag_sparse_herm_basic_setup
(f11grc)).

Constraint: if weights are to be used, at least one element of wgt must be nonzero.

5: work½lwork� – Complex Communication Array

On initial entry: the array work as returned by nag_sparse_herm_basic_setup (f11grc) (see also
Section 5 in nag_sparse_herm_basic_setup (f11grc)).

On intermediate re-entry: must remain unchanged.

6: lwork – Integer Input

On initial entry: the dimension of the array work (see also Section 3 in nag_sparse_herm_ba
sic_setup (f11grc)). The required amount of workspace is as follows:

Method Requirements

CG lwork ¼ 120þ 5n þ p.
SYMMLQ lwork ¼ 120þ 6n þ p.
where

p ¼ 2� maxitsþ 1ð Þ, when an estimate of �1 Að Þ (sigmax) is computed;

p ¼ 0, otherwise.

Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_herm_basic_setup (f11grc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.

6 Error Indicators and Warnings

NE_ACCURACY

fail:errnum ¼ 1

User-requested termination: the required accuracy could not be obtained. However, a reasonable
accuracy may have been achieved.

fail:errnum ¼ 2

The required accuracy could not be obtained. However, a reasonable accuracy may have been
achieved.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COEFF_NOT_POS_DEF

The matrix of the coefficients A appears not to be positive definite. The computation cannot
continue.
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NE_CONVERGENCE

The solution has not converged after valueh i iterations.
User-requested tidy termination. The solution has not converged after valueh i iterations.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 lwreq, where lwreq is returned by nag_sparse_herm_basic_setup (f11grc).

On initial entry, irevcm ¼ valueh i.
Constraint: irevcm ¼ 0.

On intermediate re-entry, irevcm ¼ valueh i.
Constraint: either irevcm must be unchanged from its previous exit value or irevcm ¼ 5 or 6.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

Either nag_sparse_herm_basic_setup (f11grc) was not called before calling nag_sparse_herm_ba
sic_solver (f11gsc) or it has returned an error.

nag_sparse_herm_basic_solver (f11gsc) has already completed its tasks. You need to set a new
problem.

NE_PRECOND_NOT_POS_DEF

The preconditioner appears not to be positive definite. The computation cannot continue.

NE_SINGULAR

The matrix of the coefficients A appears to be singular. The computation cannot continue.

NE_USER_STOP

User-requested immediate termination.

NE_WEIGHT_ZERO

The weights in array wgt are all zero.

7 Accuracy

On completion, i.e., irevcm ¼ 4 on exit, the arrays u and v will return the solution and residual vectors,
xk and rk ¼ b�Axk, respectively, at the kth iteration, the last iteration performed, unless an immediate
termination was requested and the Lanczos method (SYMMLQ) was used.

On successful completion, the termination criterion is satisfied to within the user-specified tolerance, as
described in Section 3 in nag_sparse_herm_basic_setup (f11grc). The computed values of the left- and
right-hand sides of the termination criterion selected can be obtained by a call to nag_sparse_herm_ba
sic_diagnostic (f11gtc).
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8 Parallelism and Performance

nag_sparse_herm_basic_solver (f11gsc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_herm_basic_solver (f11gsc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The number of operations carried out by nag_sparse_herm_basic_solver (f11gsc) for each iteration is
likely to be principally determined by the computation of the matrix-vector products v ¼ Au and by the
solution of the preconditioning equation Mv ¼ u in the calling program. Each of these operations is
carried out once every iteration.

The number of the remaining operations in nag_sparse_herm_basic_solver (f11gsc) for each iteration is
approximately proportional to n. Note that the Lanczos method (SYMMLQ) requires a slightly larger
number of operations than the conjugate gradient method.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined at the
onset, as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of
the coefficients �A ¼ E�1AE�H.
Additional matrix-vector products are required for the computation of Ak k1 ¼ Ak k1, when this has not
been supplied to nag_sparse_herm_basic_setup (f11grc) and is required by the termination criterion
employed.

The number of operations required to compute �1 �A
� �

is negligible for reasonable values of sigtol and
maxits (see Sections 5 and 9 in nag_sparse_herm_basic_setup (f11grc)).

If the termination criterion rkk kp � � bk kp þ Ak kp � xkk kp
� �

is used (see Section 3 in nag_sparse_

herm_basic_setup (f11grc)) and x0k k � xkk k, so that because of loss of significant digits the required
accuracy could not be obtained, the iteration is restarted automatically at some suitable point:
nag_sparse_herm_basic_solver (f11gsc) sets x0 ¼ xk and the computation begins again. For particularly
badly scaled problems, more than one restart may be necessary. Naturally, restarting adds to
computational costs: it is recommended that the iteration should start from a value x0 which is as close
to the true solution ~x as can be estimated. Otherwise, the iteration should start from x0 ¼ 0.

10 Example

See Section 10 in nag_sparse_herm_basic_setup (f11grc).
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NAG Library Function Document

nag_sparse_herm_basic_diagnostic (f11gtc)

1 Purpose

nag_sparse_herm_basic_diagnostic (f11gtc) is the third in a suite of three functions for the iterative
solution of a complex Hermitian system of simultaneous linear equations (see Golub and Van Loan
(1996)). nag_sparse_herm_basic_diagnostic (f11gtc) returns information about the computations during
an iteration and/or after this has been completed. The first function of the suite, nag_sparse_herm_ba
sic_setup (f11grc), is a setup function, the second function, nag_sparse_herm_basic_solver (f11gsc) is
the proper iterative solver.

These three functions are suitable for the solution of large sparse complex Hermitian systems of
equations.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_basic_diagnostic (Integer *itn, double *stplhs,
double *stprhs, double *anorm, double *sigmax, Integer *its,
double *sigerr, const Complex work[], Integer lwork, NagError *fail)

3 Description

nag_sparse_herm_basic_diagnostic (f11gtc) returns information about the solution process. It can be
called both during a monitoring step of the solver nag_sparse_herm_basic_solver (f11gsc) or after this
solver has completed its tasks. Calling nag_sparse_herm_basic_diagnostic (f11gtc) at any other time
will result in an error condition being raised.

For further information you should read the documentation for nag_sparse_herm_basic_setup (f11grc)
and nag_sparse_herm_basic_solver (f11gsc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: itn – Integer * Output

On exit: the number of iterations carried out by nag_sparse_herm_basic_solver (f11gsc).

2: stplhs – double * Output

On exit: the current value of the left-hand side of the termination criterion used by
nag_sparse_herm_basic_solver (f11gsc).

3: stprhs – double * Output

On exit: the current value of the right-hand side of the termination criterion used by
nag_sparse_herm_basic_solver (f11gsc).
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4: anorm – double * Output

On exit: the norm Ak k1 ¼ Ak k1 when either it has been supplied to nag_sparse_herm_basic_set
up (f11grc) or it has been estimated by nag_sparse_herm_basic_solver (f11gsc) (see also
Sections 3 and 5 in nag_sparse_herm_basic_setup (f11grc)).
Otherwise, anorm ¼ 0:0 is returned.

5: sigmax – double * Output

On exit: the current estimate of the largest singular value �1 �A
� �

of the preconditioned iteration
matrix �A ¼ E�1AE�H, when either it has been supplied to nag_sparse_herm_basic_setup
(f11grc) or it has been estimated by nag_sparse_herm_basic_solver (f11gsc) (see also Sections 3
and 5 in nag_sparse_herm_basic_setup (f11grc)). Note that if its < itn then sigmax contains the
final estimate. If, on final exit from nag_sparse_herm_basic_solver (f11gsc), its ¼ itn, then the
estimation of �1 �A

� �
may have not converged: in this case you should look at the value returned

in sigerr. Otherwise, sigmax ¼ 0:0 is returned.

6: its – Integer * Output

On exit: the number of iterations employed so far in the computation of the estimate of �1 �A
� �

,
the largest singular value of the preconditioned matrix �A ¼ E�1AE�H, when �1 �A

� �
has been

estimated by nag_sparse_herm_basic_solver (f11gsc) using the bisection method (see also
Sections 3, 5 and 9 in nag_sparse_herm_basic_setup (f11grc)). Otherwise, its ¼ 0 is returned.

7: sigerr – double * Output

On exit: if �1 �A
� �

has been estimated by nag_sparse_herm_basic_solver (f11gsc) using bisection,

sigerr ¼ max
�
kð Þ
1 � �

k�1ð Þ
1

			 			
�
kð Þ
1

;
�
kð Þ
1 � �

k�2ð Þ
1

			 			
�
kð Þ
1

0@ 1A;
where k ¼ its denotes the iteration number. The estimation has converged if sigerr � sigtol
where sigtol is an input argument to nag_sparse_herm_basic_setup (f11grc).
Otherwise, sigerr ¼ 0:0 is returned.

8: work½lwork� – const Complex Communication Array

On entry: the array work as returned by nag_sparse_herm_basic_solver (f11gsc) (see also
Section 3 in nag_sparse_herm_basic_solver (f11gsc)).

9: lwork – Integer Input

On entry: the dimension of the array work (see also Section 5 in nag_sparse_herm_basic_setup
(f11grc)).

Constraint: lwork 	 120.

Note: although the minimum value of lwork ensures the correct functioning of
nag_sparse_herm_basic_diagnostic (f11gtc), a larger value is required by the iterative solver
nag_sparse_herm_basic_solver (f11gsc) (see also Section 5 in nag_sparse_herm_basic_setup
(f11grc)).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lwork ¼ valueh i.
Constraint: lwork 	 120.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_SEQUENCE

nag_sparse_herm_basic_diagnostic (f11gtc) has been called out of sequence.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_herm_basic_diagnostic (f11gtc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_sparse_herm_basic_setup (f11grc).
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NAG Library Function Document

nag_sparse_sym_chol_fac (f11jac)

1 Purpose

nag_sparse_sym_chol_fac (f11jac) computes an incomplete Cholesky factorization of a real sparse
symmetric matrix, represented in symmetric coordinate storage format. This factorization may be used
as a preconditioner in combination with nag_sparse_sym_chol_sol (f11jcc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_chol_fac (Integer n, Integer nnz, double *a[],
Integer *la, Integer *irow[], Integer *icol[], Integer lfill,
double dtol, Nag_SparseSym_Fact mic, double dscale,
Nag_SparseSym_Piv pstrat, Integer ipiv[], Integer istr[], Integer *nnzc,
Integer *npivm, Nag_Sparse_Comm *comm, NagError *fail)

3 Description

This function computes an incomplete Cholesky factorization (see Meijerink and Van der Vorst (1977))
of a real sparse symmetric n by n matrix A. It is designed specifically for positive definite matrices, but
may also work for some mildly indefinite cases. The factorization is intended primarily for use as a
preconditioner for the symmetric iterative solver nag_sparse_sym_chol_sol (f11jcc).

The decomposition is written in the form

A ¼M þR

where

M ¼ PLDLTPT

and P is a permutation matrix, L is lower triangular with unit diagonal elements, D is diagonal and R
is a remainder matrix.

The amount of fill-in occurring in the factorization can vary from zero to complete fill, and can be
controlled by specifying either the maximum level of fill lfill, or the drop tolerance dtol. The
factorization may be modified in order to preserve row sums, and the diagonal elements may be
perturbed to ensure that the preconditioner is positive definite. Diagonal pivoting may optionally be
employed, either with a user-defined ordering, or using the Markowitz strategy (see Markowitz (1957))
which aims to minimize fill-in. For further details see Section 9.

The sparse matrix A is represented in symmetric coordinate storage (SCS) format (see Section 2.1.2 in
the f11 Chapter Introduction). The array a stores all the nonzero elements of the lower triangular part of
A, while arrays irow and icol store the corresponding row and column indices respectively. Multiple
nonzero elements may not be specified for the same row and column index.

The preconditioning matrix M is returned in terms of the SCS representation of the lower triangular
matrix

C ¼ LþD�1 � I:
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4 References

Chan T F (1991) Fourier analysis of relaxed incomplete factorization preconditioners SIAM J. Sci.
Statist. Comput. 12(2) 668–680

Markowitz H M (1957) The elimination form of the inverse and its application to linear programming
Management Sci. 3 255–269

Meijerink J and Van der Vorst H (1977) An iterative solution method for linear systems of which the
coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162

Salvini S A and Shaw G J (1995) An evaluation of new NAG Library solvers for large sparse
symmetric linear systems NAG Technical Report TR1/95

Van der Vorst H A (1990) The convergence behaviour of preconditioned CG and CG-S in the presence
of rounding errors Lecture Notes in Mathematics (eds O Axelsson and L Y Kolotilina) 1457 Springer–
Verlag

5 Arguments

1: n – Integer Input

On entry: the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: 1 < nnz � n� nþ 1ð Þ=2.

3: a½la� – double * Input/Output

On entry: the nonzero elements in the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_sym_sort (f11zbc) may
be used to order the elements in this way.

On exit: the first nnz elements of a contain the nonzero elements of A and the next nnzc
elements contain the elements of the lower triangular matrix C. Matrix elements are ordered by
increasing row index, and by increasing column index within each row.

4: la – Integer * Input/Output

On entry: the dimension of the arrays a, irow and icol.

These arrays must be of sufficient size to store both A (nnz elements) and C (nnzc elements); for
this reason the length of the arrays may be changed internally by calls to realloc. It is therefore
imperative that these arrays are allocated using malloc and not declared as automatic arrays.

On exit: if internal allocation has taken place then la is set to nnzþ nnzc, otherwise it remains
unchanged.

Constraint: la 	 2� nnz.

5: irow½la� – Integer * Input/Output
6: icol½la� – Integer * Input/Output

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_sym_sort (f11zbc)):;
1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
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irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ;nnz� 1.

On exit: the row and column indices of the nonzero elements returned in a.

7: lfill – Integer Input

On entry: if lfill 	 0 its value is the maximum level of fill allowed in the decomposition (see
Section 9.1). A negative value of lfill indicates that dtol will be used to control the fill instead.

8: dtol – double Input

On entry: if lfill < 0 then dtol is used as a drop tolerance to control the fill-in (see Section 9.1).
Otherwise dtol is not referenced.

Constraint: if lfill < 0, dtol 	 0:0.

9: mic – Nag_SparseSym_Fact Input

On entry: indicates whether or not the factorization should be modified to preserve row sums (see
Section 9.2).

mic ¼ Nag SparseSym ModFact
The factorization is modified (MIC).

mic ¼ Nag SparseSym UnModFact
The factorization is not modified.

Constraint: mic ¼ Nag SparseSym ModFact or Nag SparseSym UnModFact.

10: dscale – double Input

On entry: the diagonal scaling argument. All diagonal elements are multiplied by the factor
1þ dscaleð Þ at the start of the factorization. This can be used to ensure that the preconditioner is
positive definite. See Section 9.2.

11: pstrat – Nag_SparseSym_Piv Input

On entry: specifies the pivoting strategy to be adopted as follows:

if pstrat ¼ Nag SparseSym NoPiv then no pivoting is carried out;

if pstrat ¼ Nag SparseSym MarkPiv then diagonal pivoting aimed at minimizing fill-in is
carried out, using the Markowitz strategy;

if pstrat ¼ Nag SparseSym UserPiv then diagonal pivoting is carried out according to the
user-defined input value of ipiv.

Suggested value: pstrat ¼ Nag SparseSym MarkPiv.

C o n s t r a i n t : pstrat ¼ Nag SparseSym NoPiv, Nag SparseSym MarkPiv o r
Nag SparseSym UserPiv.

12: ipiv½n� – Integer Input/Output

On entry: if pstrat ¼ Nag SparseSym UserPiv, then ipiv½i� 1� must specify the row index of the
diagonal element used as a pivot at elimination stage i. Otherwise ipiv need not be initialized.

Constraint: if pstrat ¼ Nag SparseSym UserPiv, then ipiv must contain a valid permutation of
the integers on 1;n½ �.
On exit: the pivot indices. If ipiv½i� 1� ¼ j then the diagonal element in row j was used as the
pivot at elimination stage i.

f11 – Large Scale Linear Systems f11jac

Mark 26 f11jac.3



13: istr½nþ 1� – Integer Output

On exit: istr½i� � 1, for i ¼ 0; 1; . . . ; n� 1, is the starting address in the arrays a, irow and icol of
row i of the matrix C. istr½n� � 1 is the address of the last nonzero element in C plus one.

14: nnzc – Integer * Output

On exit: the number of nonzero elements in the lower triangular matrix C.

15: npivm – Integer * Output

On exit: the number of pivots which were modified during the factorization to ensure that M was
positive definite. The quality of the preconditioner will generally depend on the returned value of
npivm. If npivm is large the preconditioner may not be satisfactory. In this case it may be
advantageous to call nag_sparse_sym_chol_fac (f11jac) again with an increased value of either
lfill or dscale.

16: comm – Nag_Sparse_Comm * Input/Output

On entry/exit: a pointer to a structure of type Nag_Sparse_Comm whose members are used by
the iterative solver.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, la ¼ valueh i while nnz ¼ valueh i. These arguments must satisfy la 	 2� nnz.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument mic had an illegal value.

On entry, argument pstrat had an illegal value.

NE_INT_2

On entry, nnz ¼ valueh i, n ¼ valueh i.
Constraint: 1 � nnz � n� nþ 1ð Þ=2.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_ROW_PIVOT

On entry, pstrat ¼ Nag SparseSym UserPiv and the array ipiv does not represent a valid
permutation of integers in 1;n½ �. An input value of ipiv is either out of range or repeated.
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NE_REAL_INT_ARG_CONS

On entry, dtol ¼ valueh i and lfill ¼ valueh i. These arguments must satisfy dtol 	 0:0 if lfill < 0.

NE_SYMM_MATRIX_DUP

A nonzero element has been supplied which does not lie in the lower triangular part of the matrix
A, is out of order, or has duplicate row and column indices, i.e., one or more of the following
constraints has been violated:

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

irow½i� 1� < irow½i�, or
irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for i ¼ 1; 2; . . . ; nnz� 1.
Call nag_sparse_sym_sort (f11zbc) to reorder and sum or remove duplicates.

7 Accuracy

The accuracy of the factorization will be determined by the size of the elements that are dropped and
the size of any modifications made to the diagonal elements. If these sizes are small then the computed
factors will correspond to a matrix close to A. The factorization can generally be made more accurate
by increasing lfill, or by reducing dtol with lfill < 0. If nag_sparse_sym_chol_fac (f11jac) is used in
combination with nag_sparse_sym_chol_sol (f11jcc), the more accurate the factorization the fewer
iterations will be required. However, the cost of the decomposition will also generally increase.

8 Parallelism and Performance

nag_sparse_sym_chol_fac (f11jac) is not threaded in any implementation.

9 Further Comments

The time taken for a call to nag_sparse_sym_chol_fac (f11jac) is roughly proportional to nnzc2=n.

9.1 Control of Fill-in

If lfill 	 0 the amount of fill-in occurring in the incomplete factorization is controlled by limiting the
maximum level of fill-in to lfill. The original nonzero elements of A are defined to be of level 0. The
fill level of a new nonzero location occurring during the factorization is defined as:

k ¼ max ke; kcð Þ þ 1;

where ke is the level of fill of the element being eliminated, and kc is the level of fill of the element
causing the fill-in.

If lfill < 0 the fill-in is controlled by means of the drop tolerance dtol. A potential fill-in element aij
occurring in row i and column j will not be included if:

aij
		 		 < dtol�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
aiiajj
		 		q

:

For either method of control, any elements which are not included are discarded if
mic ¼ Nag SparseSym UnModFact, or subtracted from the diagonal element in the elimination row
if mic ¼ Nag SparseSym ModFact.

9.2 Choice of Parameters

There is unfortunately no choice of the various algorithmic arguments which is optimal for all types of
symmetric matrix, and some experimentation will generally be required for each new type of matrix
encountered.

If the matrix A is not known to have any particular special properties the following strategy is
recommended. Start with lfill ¼ 0, mic ¼ Nag SparseSym UnModFact and dscale ¼ 0:0. If the value
returned for npivm is significantly larger than zero, i.e., a large number of pivot modifications were
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required to ensure that M was positive definite, the preconditioner is not likely to be satisfactory. In this
case increase either lfill or dscale until npivm falls to a value close to zero. Once suitable values of lfill
and dscale have been found try setting mic ¼ Nag SparseSym ModFact to see if any improvement can
be obtained by using modified incomplete Cholesky.

nag_sparse_sym_chol_fac (f11jac) is primarily designed for positive definite matrices, but may work for
some mildly indefinite problems. If npivm cannot be satisfactorily reduced by increasing lfill or dscale
then A is probably too indefinite for this function.

If A has non-positive off-diagonal elements, is nonsingular, and has only non-negative elements in its
inverse, it is called an ‘M-matrix’. It can be shown that no pivot modifications are required in the
incomplete Cholesky factorization of an M-matrix (Meijerink and Van der Vorst (1977)). In this case a
good preconditioner can generally be expected by setting lfill ¼ 0, mic ¼ Nag SparseSym ModFact and
dscale ¼ 0:0.

For certain mesh-based problems involving M-matrices it can be shown in theory that setting
mic ¼ Nag SparseSym ModFact, and choosing dscale appropriately can reduce the order of magnitude
of the condition number of the preconditioned matrix as a function of the mesh steplength (Chan
(1991)). In practise this property often holds even with dscale ¼ 0:0, although an improvement in
condition can result from increasing dscale slightly (Van der Vorst (1990)).

Some illustrations of the application of nag_sparse_sym_chol_fac (f11jac) to linear systems arising
from the discretization of two-dimensional elliptic partial differential equations, and to random-valued
randomly structured symmetric positive definite linear systems, can be found in Salvini and Shaw
(1995).

9.3 Direct Solution of Positive Definite Systems

Although it is not their primary purpose, nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_pre
con_ichol_solve (f11jbc) may be used together to obtain a direct solution to a symmetric positive
definite linear system. To achieve this the call to nag_sparse_sym_precon_ichol_solve (f11jbc) should
be preceded by a complete Cholesky factorization

A ¼ PLDLTPT ¼M:

A complete factorization is obtained from a call to nag_sparse_sym_chol_fac (f11jac) with lfill < 0 and
dtol ¼ 0:0, provided npivm ¼ 0 on exit. A nonzero value of npivm indicates that A is not positive
definite, or is ill-conditioned. A factorization with nonzero npivm may serve as a preconditioner, but
will not result in a direct solution. It is therefore essential to check the output value of npivm if a direct
solution is required.

The use of nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve (f11jbc) as a
direct method is illustrated in Section 10 in nag_sparse_sym_precon_ichol_solve (f11jbc).

10 Example

This example program reads in a symmetric sparse matrix A and calls nag_sparse_sym_chol_fac
(f11jac) to compute an incomplete Cholesky factorization. It then outputs the nonzero elements of both
A and C ¼ LþD�1 � I. The call to nag_sparse_sym_chol_fac (f11jac) has lfill ¼ 0,
mic ¼ Nag SparseSym UnModFact, dscale ¼ 0:0 and pstrat ¼ Nag SparseSym MarkPiv, giving an
unmodified zero-fill factorization of an unperturbed matrix, with Markowitz diagonal pivoting.

10.1 Program Text

/* nag_sparse_sym_chol_fac (f11jac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

f11jac NAG Library Manual

f11jac.6 Mark 26



#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nagf11.h>

int main(void)
{

double dtol;
double *a;
double dscale;
Integer *irow, *icol;
Integer *ipiv, nnzc, *istr;
Integer exit_status = 0, i, n, lfill, npivm;
Integer nnz;
Integer num;
char nag_enum_arg[40];
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_Fact mic;
Nag_Sparse_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_sym_chol_fac (f11jac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%39s%lf%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg),
&dscale);

#else
scanf("%39s%lf%*[^\n]", nag_enum_arg, &dscale);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mic = (Nag_SparseSym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

pstrat = (Nag_SparseSym_Piv) nag_enum_name_to_value(nag_enum_arg);
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/* Allocate memory */
num = 2 * nnz;
ipiv = NAG_ALLOC(n, Integer);
istr = NAG_ALLOC(n + 1, Integer);
irow = NAG_ALLOC(num, Integer);
icol = NAG_ALLOC(num, Integer);
a = NAG_ALLOC(num, double);

if (!ipiv || !istr || !irow || !icol || !a) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix a */

for (i = 1; i <= nnz; ++i)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],

&icol[i - 1]);
#endif

/* Calculate incomplete Cholesky factorization */

/* nag_sparse_sym_chol_fac (f11jac).
* Incomplete Cholesky factorization (symmetric)
*/

nag_sparse_sym_chol_fac(n, nnz, &a, &num, &irow, &icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_chol_fac (f11jac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Output original matrix */

printf(" Original Matrix \n");
printf(" n = %6" NAG_IFMT "\n", n);
printf(" nnz = %6" NAG_IFMT "\n\n", nnz);
for (i = 1; i <= nnz; ++i)

printf(" %8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i - 1],
irow[i - 1], icol[i - 1]);

printf("\n");

/* Output details of the factorization */
printf(" Factorization\n n = %6" NAG_IFMT " \n nnz = %6" NAG_IFMT "\n", n,

nnzc);
printf(" npivm = %6" NAG_IFMT "\n\n", npivm);
for (i = nnz + 1; i <= nnz + nnzc; ++i)

printf(" %8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i - 1],
irow[i - 1], icol[i - 1]);

printf("\n i ipiv(i) \n");
for (i = 1; i <= n; ++i)

printf(" %8" NAG_IFMT "%8" NAG_IFMT "\n", i, ipiv[i - 1]);

END:
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);
NAG_FREE(istr);
NAG_FREE(ipiv);
return exit_status;

}
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10.2 Program Data

nag_sparse_sym_chol_fac (f11jac) Example Program Data
7 n
16 nnz
0 0.0 lfill, dtol
Nag_SparseSym_UnModFact 0.0 mic, dscale
Nag_SparseSym_MarkPiv pstrat
4. 1 1
1. 2 1
5. 2 2
2. 3 3
2. 4 2
3. 4 4

-1. 5 1
1. 5 4
4. 5 5
1. 6 2

-2. 6 5
3. 6 6
2. 7 1

-1. 7 2
-2. 7 3
5. 7 7 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz

10.3 Program Results

nag_sparse_sym_chol_fac (f11jac) Example Program Results

Original Matrix
n = 7
nnz = 16

1 4.0000e+00 1 1
2 1.0000e+00 2 1
3 5.0000e+00 2 2
4 2.0000e+00 3 3
5 2.0000e+00 4 2
6 3.0000e+00 4 4
7 -1.0000e+00 5 1
8 1.0000e+00 5 4
9 4.0000e+00 5 5

10 1.0000e+00 6 2
11 -2.0000e+00 6 5
12 3.0000e+00 6 6
13 2.0000e+00 7 1
14 -1.0000e+00 7 2
15 -2.0000e+00 7 3
16 5.0000e+00 7 7

Factorization
n = 7
nnz = 16
npivm = 0

17 5.0000e-01 1 1
18 3.3333e-01 2 2
19 3.3333e-01 3 2
20 2.7273e-01 3 3
21 -5.4545e-01 4 3
22 5.2381e-01 4 4
23 -2.7273e-01 5 3
24 2.6829e-01 5 5
25 6.6667e-01 6 2
26 5.2381e-01 6 4
27 2.6829e-01 6 5
28 3.4788e-01 6 6
29 -1.0000e+00 7 1
30 5.3659e-01 7 5
31 -5.3455e-01 7 6
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32 9.0461e-01 7 7

i ipiv(i)
1 3
2 4
3 5
4 6
5 1
6 2
7 7
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NAG Library Function Document

nag_sparse_sym_precon_ichol_solve (f11jbc)

1 Purpose

nag_sparse_sym_precon_ichol_solve (f11jbc) solves a system of linear equations involving the
incomplete Cholesky preconditioning matrix generated by nag_sparse_sym_chol_fac (f11jac).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_precon_ichol_solve (Integer n, const double a[],
Integer la, const Integer irow[], const Integer icol[],
const Integer ipiv[], const Integer istr[],
Nag_SparseSym_CheckData check, const double y[], double x[],
NagError *fail)

3 Description

nag_sparse_sym_precon_ichol_solve (f11jbc) solves a system of linear equations

Mx ¼ y

involving the preconditioning matrix M ¼ PLDLTP T, corresponding to an incomplete Cholesky
decomposition of a sparse symmetric matrix stored in symmetric coordinate storage (SCS) format (see
Section 2.1.2 in the f11 Chapter Introduction), as generated by nag_sparse_sym_chol_fac (f11jac).

In the above decomposition L is a lower triangular sparse matrix with unit diagonal, D is a diagonal
matrix and P is a permutation matrix. L and D are supplied to nag_sparse_sym_precon_ichol_solve
(f11jbc) through the matrix

C ¼ LþD�1 � I

which is a lower triangular n by n sparse matrix, stored in SCS format, as returned by
nag_sparse_sym_chol_fac (f11jac). The permutation matrix P is returned from nag_sparse_sym_chol_
fac (f11jac) via the array ipiv.

It is envisaged that a common use of nag_sparse_sym_precon_ichol_solve (f11jbc) will be to carry out
the preconditioning step required in the application of nag_sparse_sym_basic_solver (f11gec) to sparse
symmetric linear systems. nag_sparse_sym_precon_ichol_solve (f11jbc) is used for this purpose by the
Black Box function nag_sparse_sym_chol_sol (f11jcc).

nag_sparse_sym_precon_ichol_solve (f11jbc) may also be used in combination with nag_sparse_sym_
chol_fac (f11jac) to solve a sparse symmetric positive definite system of linear equations directly (see
Section 9.4 in nag_sparse_sym_chol_fac (f11jac)). This use of nag_sparse_sym_precon_ichol_solve
(f11jbc) is demonstrated in Section 10.

4 References

None.
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix M. This must be the same value as was supplied in the
preceding call to nag_sparse_sym_chol_fac (f11jac).

Constraint: n 	 1.

2: a½la� – const double Input

On entry: the values returned in the array a by a previous call to nag_sparse_sym_chol_fac
(f11jac).

3: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. This must be the same value returned by
the preceding call to nag_sparse_sym_chol_fac (f11jac).

4: irow½la� – const Integer Input
5: icol½la� – const Integer Input
6: ipiv½n� – const Integer Input
7: istr½nþ 1� – const Integer Input

On entry: the values returned in arrays irow, icol, ipiv and istr by a previous call to
nag_sparse_sym_chol_fac (f11jac).

8: check – Nag_SparseSym_CheckData Input

On entry: specifies whether or not the input data should be checked.

check ¼ Nag SparseSym Check
Checks are carried out on the values of n, irow, icol, ipiv and istr.

check ¼ Nag SparseSym NoCheck
No checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseSym Check or Nag SparseSym NoCheck.

9: y½n� – const double Input

On entry: the right-hand side vector y.

10: x½n� – double Output

On exit: the solution vector x.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_ROWCOL_PIVOT

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve (f11jbc).

NE_INVALID_SCS

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve (f11jbc).

NE_INVALID_SCS_PRECOND

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve (f11jbc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_sym_chol_fac (f11jac) and nag_sparse_sym_precon_ichol_solve (f11jbc).

7 Accuracy

The computed solution x is the exact solution of a perturbed system of equations M þ �Mð Þx ¼ y,
where

�Mj j � c nð Þ�P Lj j Dj j LT
		 		PT;

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_sparse_sym_precon_ichol_solve (f11jbc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_sym_precon_ichol_solve (f11jbc) is proportional to the value of
nnzc returned from nag_sparse_sym_chol_fac (f11jac).

9.2 Use of check

It is expected that a common use of nag_sparse_sym_precon_ichol_solve (f11jbc) will be to carry out
the preconditioning step required in the application of nag_sparse_sym_basic_solver (f11gec) to sparse
symmetric linear systems. In this situation nag_sparse_sym_precon_ichol_solve (f11jbc) is likely to be
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called many times with the same matrix M. In the interests of both reliability and efficiency, you are
recommended to set check ¼ Nag SparseSym Check for the first of such calls, and to set
check ¼ Nag SparseSym NoCheck for all subsequent calls.

10 Example

This example reads in a symmetric positive definite sparse matrix A and a vector y. It then calls
nag_sparse_sym_chol_fac (f11jac), with lfill ¼ �1 and dtol ¼ 0:0, to compute the complete Cholesky
decomposition of A:

A ¼ PLDLTPT:

Then it calls nag_sparse_sym_precon_ichol_solve (f11jbc) to solve the system

PLDLTP Tx ¼ y:

It then repeats the exercise for the same matrix permuted with the bandwidth-reducing Reverse Cuthill–
McKee permutation, calculated with nag_sparse_sym_rcm (f11yec).

10.1 Program Text

/* nag_sparse_sym_precon_ichol_solve (f11jbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
#include <nagm01.h>

void do_rcm(Integer n, Integer nnz, Integer *irow, Integer *icol,
double *a, double *y, Integer *istr, Integer *perm_fwd,
Integer *perm_inv);

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dscale, dtol;
Integer i, la, lfill, n, nnz, nnzc, npivm;
/* Arrays */
double *a = 0, *x = 0, *y = 0;
Integer *icol = 0, *ipiv = 0, *irow = 0, *istr = 0,

*perm_fwd = 0, *perm_inv = 0;
/* NAG types */
Nag_SparseSym_Fact mic;
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_CheckData check;
Nag_Sparse_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_sym_precon_ichol_solve (f11jbc) Example Program Results");
printf("\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read order of matrix and number of nonzero entries */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);
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#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
la = 3 * nnz;
if (!(a = NAG_ALLOC(la, double)) ||

!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(la, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(irow = NAG_ALLOC(la, Integer)) ||
!(istr = NAG_ALLOC(n + 1, Integer)) ||
!(perm_fwd = NAG_ALLOC(n, Integer)) ||
!(perm_inv = NAG_ALLOC(n, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i], &icol[i]);
#endif

/* Read the vector y */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &y[i]);

#else
scanf("%lf", &y[i]);

#endif

lfill = -1;
dtol = 0.0;
dscale = 0.0;
mic = Nag_SparseSym_UnModFact;
pstrat = Nag_SparseSym_MarkPiv;
/* Calculate Cholesky factorization using
* nag_sparse_sym_chol_fac (f11jac).
*/

nag_sparse_sym_chol_fac(n, nnz, &a, &la, &irow, &icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_chol_fac (f11jac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Check the output value of npivm */
if (npivm != 0)

printf("Factorization is not complete \n");
else {

/* Solve linear system involving incomplete Cholesky factorization
*
* T T
* P L D L P x = y
*
* using nag_sparse_sym_precon_ichol_solve (f11jbc).
*/
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check = Nag_SparseSym_Check;
nag_sparse_sym_precon_ichol_solve(n, a, la, irow, icol, ipiv, istr,

check, y, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_sym_precon_ichol_solve (f11jbc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
/* Output results */
printf(" Solution of linear system \n");
for (i = 0; i < n; i++)

printf("%16.4e\n", x[i]);
printf("\n");

}

/* Repeat with Cuthill-McKee permutation
* Compute reverse Cuthill-McKee permutation for bandwidth reduction
*/

do_rcm(n, nnz, irow, icol, a, y, istr, perm_fwd, perm_inv);

SET_FAIL(fail);
nag_sparse_sym_chol_fac(n, nnz, &a, &la, &irow, &icol, lfill, dtol, mic,

dscale, pstrat, ipiv, istr, &nnzc, &npivm, &comm,
&fail);

if (npivm != 0)
printf("Factorization is not complete \n");

else {
check = Nag_SparseSym_Check;
nag_sparse_sym_precon_ichol_solve(n, a, la, irow, icol, ipiv, istr,

check, y, x, &fail);
printf(" Solution of linear system with Reverse Cuthill-McKee\n");
for (i = 0; i < n; i++)

printf("%16.4e\n", x[perm_inv[i] - 1]);
printf("\n");

}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(ipiv);
NAG_FREE(irow);
NAG_FREE(istr);
NAG_FREE(perm_fwd);
NAG_FREE(perm_inv);
return exit_status;

}

void do_rcm(Integer n, Integer nnz, Integer *irow, Integer *icol,
double *a, double *y, Integer *istr, Integer *perm_fwd,
Integer *perm_inv)

{
Integer j, i, nnz_cs, nnz_scs, info[4], mask[1];
double *yy;
Nag_Boolean lopts[5] =

{ Nag_FALSE, Nag_FALSE, Nag_TRUE, Nag_TRUE, Nag_TRUE };
NagError fail;

SET_FAIL(fail);
yy = NAG_ALLOC(n, double);
/* SCS to CS, must add the upper triangle entries. */
j = nnz;
for (i = 0; i < nnz; i++) {

if (irow[i] > icol[i]) {
/* strictly lower triangle, add the transposed */
a[j] = a[i];
irow[j] = icol[i];
icol[j] = irow[i];
j++;
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}
}
nnz_cs = j;
/* Reorder, CS to CCS, icolzp in istr */
nag_sparse_nsym_sort(n, &nnz_cs, a, icol, irow, Nag_SparseNsym_FailDups,

Nag_SparseNsym_FailZeros, istr, &fail);

/* Calculate reverse Cuthill-McKee */
nag_sparse_sym_rcm(n, nnz_cs, istr, irow, lopts, mask, perm_fwd, info,

&fail);

/* compute inverse perm, in perm_inv */
for (i = 0; i < n; i++)

perm_inv[perm_fwd[i] - 1] = i + 1;

/* Apply permutation on column/row indices */
for (i = 0; i < nnz_cs; i++) {

icol[i] = perm_inv[icol[i] - 1];
irow[i] = perm_inv[irow[i] - 1];

}
/* restrict to lower triangle, SCS format
* copying entries upwards
*/

j = 0;
for (i = 0; i < nnz_cs; i++) {

if (irow[i] >= icol[i]) {
/* non-upper triangle, bubble up */
a[j] = a[i];
icol[j] = icol[i];
irow[j] = irow[i];
j++;

}
}
nnz_scs = j;
/* sort */
nag_sparse_sym_sort(n, &nnz_scs, a, irow, icol, Nag_SparseSym_SumDups,

Nag_SparseSym_KeepZeros, istr, &fail);

/* permute rhs vector */
for (i = 0; i < n; i++)

yy[i] = y[perm_fwd[i] - 1];
for (i = 0; i < n; i++)

y[i] = yy[i];
NAG_FREE(yy);

}

10.2 Program Data

nag_sparse_sym_precon_ichol_solve (f11jbc) Example Program Data
9 : n

23 : nnz
4. 1 1

-1. 2 1
6. 2 2
1. 3 2
2. 3 3
3. 4 4
2. 5 1
4. 5 5
1. 6 3
2. 6 4
6. 6 6

-4. 7 2
1. 7 5

-1. 7 6
6. 7 7

-1. 8 4
-1. 8 6
3. 8 8
1. 9 1
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1. 9 5
-1. 9 6
1. 9 8
4. 9 9 : a[i], irow[i], icol[i], i=0,...,nnz-1
4.10 -2.94 1.41
2.53 4.35 1.29
5.01 0.52 4.57 : y[i], i=0,...,n-1

10.3 Program Results

nag_sparse_sym_precon_ichol_solve (f11jbc) Example Program Results
Solution of linear system

7.0000e-01
1.6000e-01
5.2000e-01
7.7000e-01
2.8000e-01
2.1000e-01
9.3000e-01
2.0000e-01
9.0000e-01

Solution of linear system with Reverse Cuthill-McKee
7.0000e-01
1.6000e-01
5.2000e-01
7.7000e-01
2.8000e-01
2.1000e-01
9.3000e-01
2.0000e-01
9.0000e-01
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NAG Library Function Document

nag_sparse_sym_chol_sol (f11jcc)

1 Purpose

nag_sparse_sym_chol_sol (f11jcc) solves a real sparse symmetric system of linear equations,
represented in symmetric coordinate storage format, using a conjugate gradient or Lanczos method,
with incomplete Cholesky preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_chol_sol (Nag_SparseSym_Method method, Integer n,
Integer nnz, const double a[], Integer la, const Integer irow[],
const Integer icol[], const Integer ipiv[], const Integer istr[],
const double b[], double tol, Integer maxitn, double x[], double *rnorm,
Integer *itn, Nag_Sparse_Comm *comm, NagError *fail)

3 Description

nag_sparse_sym_chol_sol (f11jcc) solves a real sparse symmetric linear system of equations:

Ax ¼ b;

using a preconditioned conjugate gradient method (Meijerink and Van der Vorst (1977)), or a
preconditioned Lanczos method based on the algorithm SYMMLQ (Paige and Saunders (1975)). The
conjugate gradient method is more efficient if A is positive definite, but may fail to converge for
indefinite matrices. In this case the Lanczos method should be used instead. For further details see
Barrett et al. (1994).

nag_sparse_sym_chol_sol (f11jcc) uses the incomplete Cholesky factorization determined by
nag_sparse_sym_chol_fac (f11jac) as the preconditioning matrix. A call to nag_sparse_sym_chol_sol
(f11jcc) must always be preceded by a call to nag_sparse_sym_chol_fac (f11jac). Alternative
preconditioners for the same storage scheme are available by calling nag_sparse_sym_sol (f11jec).

The matrix A, and the preconditioning matrix M, are represented in symmetric coordinate storage
(SCS) format (see the f11 Chapter Introduction) in the arrays a, irow and icol, as returned from
nag_sparse_sym_chol_fac (f11jac). The array a holds the nonzero entries in the lower triangular parts of
these matrices, while irow and icol hold the corresponding row and column indices.

4 References

Barrett R, Berry M, Chan T F, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C and
Van der Vorst H (1994) Templates for the Solution of Linear Systems: Building Blocks for Iterative
Methods SIAM, Philadelphia

Meijerink J and Van der Vorst H (1977) An iterative solution method for linear systems of which the
coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162

Paige C C and Saunders M A (1975) Solution of sparse indefinite systems of linear equations SIAM J.
Numer. Anal. 12 617–629

Salvini S A and Shaw G J (1995) An evaluation of new NAG Library solvers for large sparse
symmetric linear systems NAG Technical Report TR1/95
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5 Arguments

1: method – Nag_SparseSym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseSym CG
The conjugate gradient method is used.

method ¼ Nag SparseSym Lanczos
The Lanczos method, SYMMLQ is used.

Constraint: method ¼ Nag SparseSym CG or Nag SparseSym Lanczos.

2: n – Integer Input

On entry: the order of the matrix A. This must be the same value as was supplied in the
preceding call to nag_sparse_sym_chol_fac (f11jac).

Constraint: n 	 1.

3: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A. This must
be the same value as was supplied in the preceding call to nag_sparse_sym_chol_fac (f11jac).

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

4: a½la� – const double Input

On entry: the values returned in array a by a previous call to nag_sparse_sym_chol_fac (f11jac).

5: la – Integer Input

On entry: the second dimension of the arrays a, irow and icol.This must be the same value as
returned by a previous call to nag_sparse_sym_chol_fac (f11jac).

Constraint: la 	 2� nnz.

6: irow½la� – const Integer Input
7: icol½la� – const Integer Input
8: ipiv½n� – const Integer Input
9: istr½nþ 1� – const Integer Input

On entry: the values returned in the arrays irow, icol, ipiv and istr by a previous call to
nag_sparse_sym_chol_fac (f11jac).

10: b½n� – const double Input

On entry: the right-hand side vector b.

11: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if:

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

; �ð Þ is used.

Constraint: tol < 1:0.
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12: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

13: x½n� – double Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

14: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

15: itn – Integer * Output

On exit: the number of iterations carried out.

16: comm – Nag_Sparse_Comm * Input/Output

On entry/exit: a pointer to a structure of type Nag_Sparse_Comm whose members are used by
the iterative solver.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, la ¼ valueh i while nnz ¼ valueh i. These arguments must satisfy la 	 2� nnz.

NE_ACC_LIMIT

The required accuracy could not be obtained. However, a reasonable accuracy has been obtained
and further iterations cannot improve the result.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

NE_COEFF_NOT_POS_DEF

The matrix of coefficients appears not to be positive definite.

NE_INT_2

On entry, nnz ¼ valueh i, n ¼ valueh i.
Constraint: 1 � nnz � n� nþ 1ð Þ=2.

NE_INT_ARG_LT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_SCS

The SCS representation of the matrix A is invalid. Check that the call to nag_sparse_sym_
chol_sol (f11jcc) has been preceded by a valid call to nag_sparse_sym_chol_fac (f11jac), and that
the arrays a, irow and icol have not been corrupted between the two calls.

NE_INVALID_SCS_PRECOND

The SCS representation of the preconditioning matrix M is invalid. Check that the call to
nag_sparse_sym_chol_sol (f11jcc) has been preceded by a valid call to nag_sparse_sym_chol_fac
(f11jac), and that the arrays a, irow, icol, ipiv and istr have not been corrupted between the two
calls.

NE_NOT_REQ_ACC

The required accuracy has not been obtained in maxitn iterations.

NE_PRECOND_NOT_POS_DEF

The preconditioner appears not to be positive definite.

NE_REAL_ARG_GE

On entry, tol must not be greater than or equal to 1.0: tol ¼ valueh i.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_sym_chol_sol (f11jcc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_sparse_sym_chol_sol (f11jcc) for each iteration is roughly proportional to the
value of nnzc returned from the preceding call to nag_sparse_sym_chol_fac (f11jac). One iteration with
the Lanczos method (SYMMLQ) requires a slightly larger number of operations than one iteration with
the conjugate gradient method.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a priori,
as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of the
coefficients �A ¼M�1A.

Some illustrations of the application of nag_sparse_sym_chol_sol (f11jcc) to linear systems arising
from the discretization of two-dimensional elliptic partial differential equations, and to random-valued
randomly structured symmetric positive definite linear systems, can be found in Salvini and Shaw
(1995).
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10 Example

This example program solves a symmetric positive definite system of equations using the conjugate
gradient method, with incomplete Cholesky preconditioning.

10.1 Program Text

/* nag_sparse_sym_chol_sol (f11jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nagf11.h>

int main(void)
{

double dtol;
double *a = 0, *b = 0;
double *x = 0;
double rnorm, dscale;
double tol;
Integer exit_status = 0;
Integer *icol = 0;
Integer *ipiv = 0, nnzc, *irow = 0, *istr = 0;
Integer i;
Integer n;
Integer lfill, npivm;
Integer maxitn;
Integer itn;
Integer nnz;
Integer num;
char nag_enum_arg[40];
Nag_SparseSym_Method method;
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_Fact mic;
Nag_Sparse_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_sym_chol_sol (f11jcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

#else
scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%lf%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg),
&dscale);

#else
scanf("%39s%lf%*[^\n]", nag_enum_arg, &dscale);

#endif
mic = (Nag_SparseSym_Fact) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
pstrat = (Nag_SparseSym_Piv) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);

#else
scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);

#endif

/* Read the matrix a */

/* Allocate memory */
num = 2 * nnz;
irow = NAG_ALLOC(num, Integer);
icol = NAG_ALLOC(num, Integer);
a = NAG_ALLOC(num, double);
b = NAG_ALLOC(n, double);
x = NAG_ALLOC(n, double);
istr = NAG_ALLOC(n + 1, Integer);
ipiv = NAG_ALLOC(num, Integer);

if (!irow || !icol || !a || !x || !istr || !ipiv) {
printf("Allocation failure\n");
return EXIT_FAILURE;

}

for (i = 1; i <= nnz; ++i)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],

&icol[i - 1]);
#endif

/* Read right-hand side vector b and initial approximate solution x */

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &b[i - 1]);
#else

scanf("%lf", &b[i - 1]);
#endif
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else
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scanf(" %*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Calculate incomplete Cholesky factorization */

/* nag_sparse_sym_chol_fac (f11jac).
* Incomplete Cholesky factorization (symmetric)
*/

nag_sparse_sym_chol_fac(n, nnz, &a, &num, &irow, &icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_chol_fac (f11jac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Solve Ax = b */

/* nag_sparse_sym_chol_sol (f11jcc).
* Solver with incomplete Cholesky preconditioning
* (symmetric)
*/

nag_sparse_sym_chol_sol(method, n, nnz, a, num, irow, icol, ipiv, istr, b,
tol, maxitn, x, &rnorm, &itn, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_chol_sol (f11jcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf(" %s%10" NAG_IFMT "%s\n", "Converged in", itn, " iterations");
printf(" %s%16.3e\n", "Final residual norm =", rnorm);

/* Output x */

for (i = 1; i <= n; ++i)
printf(" %16.4e\n", x[i - 1]);

END:
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(ipiv);
NAG_FREE(istr);

return exit_status;
}
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10.2 Program Data

nag_sparse_sym_chol_sol (f11jcc) Example Program Data
7 n
16 nnz
1 0.0 lfill, dtol
Nag_SparseSym_CG method
Nag_SparseSym_UnModFact 0.0 mic dscale
Nag_SparseSym_MarkPiv pstrat
1.0e-6 100 tol, maxitn
4. 1 1
1. 2 1
5. 2 2
2. 3 3
2. 4 2
3. 4 4

-1. 5 1
1. 5 4
4. 5 5
1. 6 2

-2. 6 5
3. 6 6
2. 7 1

-1. 7 2
-2. 7 3
5. 7 7 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz

15. 18. -8. 21.
11. 10. 29. b[i-1], i=1,...,n
0. 0. 0. 0.
0. 0. 0. x[i-1], i=1,...,n

10.3 Program Results

nag_sparse_sym_chol_sol (f11jcc) Example Program Results
Converged in 1 iterations
Final residual norm = 0.000e+00

1.0000e+00
2.0000e+00
3.0000e+00
4.0000e+00
5.0000e+00
6.0000e+00
7.0000e+00
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NAG Library Function Document

nag_sparse_sym_precon_ssor_solve (f11jdc)

1 Purpose

nag_sparse_sym_precon_ssor_solve (f11jdc) solves a system of linear equations involving the
preconditioning matrix corresponding to SSOR applied to a real sparse symmetric matrix, represented
in symmetric coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_precon_ssor_solve (Integer n, Integer nnz,
const double a[], const Integer irow[], const Integer icol[],
const double rdiag[], double omega, Nag_SparseSym_CheckData check,
const double y[], double x[], NagError *fail)

3 Description

nag_sparse_sym_precon_ssor_solve (f11jdc) solves a system of equations

Mx ¼ y

involving the preconditioning matrix

M ¼ 1

! 2� !ð Þ Dþ !Lð ÞD�1 Dþ !Lð ÞT

corresponding to symmetric successive-over-relaxation (SSOR) (see Young (1971)) on a linear system
Ax ¼ b, where A is a sparse symmetric matrix stored in symmetric coordinate storage (SCS) format
(see Section 2.1.2 in the f11 Chapter Introduction).

In the definition of M given above D is the diagonal part of A, L is the strictly lower triangular part of
A, and ! is a user-defined relaxation parameter.

It is envisaged that a common use of nag_sparse_sym_precon_ssor_solve (f11jdc) will be to carry out
the preconditioning step required in the application of nag_sparse_sym_basic_solver (f11gec) to sparse
linear systems. For an illustration of this use of nag_sparse_sym_precon_ssor_solve (f11jdc) see the
example program given in Section 10.1. nag_sparse_sym_precon_ssor_solve (f11jdc) is also used for
this purpose by the Black Box function nag_sparse_sym_sol (f11jec).

4 References

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.
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3: a½nnz� – const double Input

On entry: the nonzero elements in the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_sym_sort (f11zbc) may
be used to order the elements in this way.

4: irow½nnz� – const Integer Input
5: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_sym_sort (f11zbc)):

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

6: rdiag½n� – const double Input

On entry: the elements of the diagonal matrix D�1, where D is the diagonal part of A.

7: omega – double Input

On entry: the relaxation parameter !.

Constraint: 0:0 < omega < 2:0.

8: check – Nag_SparseSym_CheckData Input

On entry: specifies whether or not the input data should be checked.

check ¼ Nag SparseSym Check
Checks are carried out on the values of n, nnz, irow, icol and omega.

check ¼ Nag SparseSym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseSym Check or Nag SparseSym NoCheck.

9: y½n� – const double Input

On entry: the right-hand side vector y.

10: x½n� – double Output

On exit: the solution vector x.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_sym_sort (f11zbc) to reorder and sum or remove duplicates.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0

NE_ZERO_DIAG_ELEM

The matrix A has no diagonal entry in row valueh i.

7 Accuracy

The computed solution x is the exact solution of a perturbed system of equations M þ �Mð Þx ¼ y,
where

�Mj j � c nð Þ� Dþ !Lj j D�1
		 		 Dþ !Lð ÞT

		 		;
c nð Þ is a modest linear function of n, and � is the machine precision.
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8 Parallelism and Performance

nag_sparse_sym_precon_ssor_solve (f11jdc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_sym_precon_ssor_solve (f11jdc) is proportional to nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_sym_precon_ssor_solve (f11jdc) will be to carry out
the preconditioning step required in the application of nag_sparse_sym_basic_solver (f11gec) to sparse
symmetric linear systems. In this situation nag_sparse_sym_precon_ssor_solve (f11jdc) is likely to be
called many times with the same matrix M. In the interests of both reliability and efficiency, you are
recommended to set check ¼ Nag SparseSym Check for the first of such calls, and to set
check ¼ Nag SparseSym NoCheck for all subsequent calls.

10 Example

This example solves a sparse symmetric linear system of equations

Ax ¼ b;

using the conjugate-gradient (CG) method with SSOR preconditioning.

The CG algorithm itself is implemented by the reverse communication function nag_sparse_sym_ba
sic_solver (f11gec), which returns repeatedly to the calling program with various values of the argument
irevcm. This argument indicates the action to be taken by the calling program.

If irevcm ¼ 1, a matrix-vector product v ¼ Au is required. This is implemented by a call to
nag_sparse_sym_matvec (f11xec).

If irevcm ¼ 2, a solution of the preconditioning equation Mv ¼ u is required. This is achieved
by a call to nag_sparse_sym_precon_ssor_solve (f11jdc).

If irevcm ¼ 4, nag_sparse_sym_basic_solver (f11gec) has completed its tasks. Either the
iteration has terminated, or an error condition has arisen.

For further details see the function document for nag_sparse_sym_basic_solver (f11gec).

10.1 Program Text

/* nag_sparse_sym_precon_ssor_solve (f11jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>
int main(void)
{

/* Scalars */
Integer exit_status = 0;
double anorm, omega, sigerr, sigmax, sigtol, stplhs, stprhs, tol;
Integer i, irevcm, iterm, itn, its, j, listr, lcneed, lcomm,

maxitn, maxits, monit, n, nnz, nnz1;
/* Arrays */
char nag_enum_arg[100];
double *a = 0, *b = 0, *rdiag = 0, *wgt = 0, *commarray = 0, *x = 0;
Integer *icol = 0, *irow = 0, *istr = 0;
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/* NAG types */
Nag_NormType norm;
Nag_SparseSym_Method method;
Nag_SparseSym_PrecType precon;
Nag_SparseSym_Bisection sigcmp;
Nag_SparseSym_CheckData ckjd, ckxe;
Nag_SparseSym_Dups dup;
Nag_SparseSym_Weight weight;
Nag_SparseSym_Zeros zero;
NagError fail, fail1;

INIT_FAIL(fail);

printf("nag_sparse_sym_precon_ssor_solve (f11jdc) Example Program Results");
printf("\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
listr = n + 1;
lcomm = 6 * n + 120;
if (!(a = NAG_ALLOC(nnz, double)) ||

!(b = NAG_ALLOC(n, double)) ||
!(rdiag = NAG_ALLOC(n, double)) ||
!(wgt = NAG_ALLOC(n, double)) ||
!(commarray = NAG_ALLOC(lcomm, double)) ||
!(x = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(nnz, Integer)) ||
!(irow = NAG_ALLOC(nnz, Integer)) || !(istr = NAG_ALLOC(listr, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n] ", nag_enum_arg);
#endif

precon = (Nag_SparseSym_PrecType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n] ", nag_enum_arg);
#endif
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sigcmp = (Nag_SparseSym_Bisection) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n] ", nag_enum_arg);
#endif

norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &iterm);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &iterm);
#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &anorm, &sigmax);
#else

scanf("%lf%lf%*[^\n]", &anorm, &sigmax);
#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &sigtol, &maxits);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &sigtol, &maxits);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &omega);
#else

scanf("%lf%*[^\n]", &omega);
#endif

/* Read the matrix a */
for (i = 0; i <= nnz - 1; i++)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &a[i], &irow[i], &icol[i]);
#endif

/* Sort matrix a removing zero or duplicate elements using
* nag_sparse_sym_sort (f11zbc).
*/

nnz1 = nnz;
dup = Nag_SparseSym_RemoveDups;
zero = Nag_SparseSym_RemoveZeros;
nag_sparse_sym_sort(n, &nnz1, a, irow, icol, dup, zero, istr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_sym_sort (f11zbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (nnz != nnz1) {

printf("Warning, input Matrix has zero or duplicate elements\n");
printf(" nnz has been reduced from %" NAG_IFMT " to %" NAG_IFMT

"\n", nnz, nnz1);
nnz = nnz1;

}

/* Check for zero diagonal matrix elements and calculate reciprocals. */
for (i = 0; i < n; i++) {

/* j points to last element in row i */
j = istr[i + 1] - 2;
if (irow[j] == icol[j])

rdiag[irow[j] - 1] = 1.0 / a[j];
else {

printf("Matrix has a missing element for diagonal %" NAG_IFMT "\n", i);
goto END;

}
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}

/* Read right-hand side vector b and initial approximate solution x */
for (i = 0; i <= n - 1; i++)

#ifdef _WIN32
scanf_s("%lf", &b[i]);

#else
scanf("%lf", &b[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i <= n - 1; i++)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

/* Initialize the basic symmteric solver (f11gec) using
* nag_sparse_sym_basic_setup (f11gdc)
*/

weight = Nag_SparseSym_UnWeighted;
monit = 0;
nag_sparse_sym_basic_setup(method, precon, sigcmp, norm, weight, iterm, n,

tol, maxitn, anorm, sigmax, sigtol, maxits,
monit, &lcneed, commarray, lcomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_setup (f11gdc).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* call solver repeatedly to solve the equations */
irevcm = 0;
ckxe = Nag_SparseSym_Check;
ckjd = Nag_SparseSym_Check;
while (1) {

/* nag_sparse_sym_basic_solver (f11gec).
* Real sparse symmetric linear systems, preconditioned conjugate gradient
* or Lanczos method.
*/

nag_sparse_sym_basic_solver(&irevcm, x, b, wgt, commarray, lcomm, &fail);
if (irevcm != 4) {

INIT_FAIL(fail1);
switch (irevcm) {
case 1:

/* Compute sparse symmetric matrix vector product using
* nag_sparse_sym_matvec (f11xec).
*/

nag_sparse_sym_matvec(n, nnz, a, irow, icol, ckxe, x, b, &fail1);
ckxe = Nag_SparseSym_NoCheck;
break;

case 2:
/* SSOR preconditioning
* nag_sparse_sym_precon_ssor_solve (f11jdc).
* Solution of linear system involving preconditioning matrix
* generated by applying SSOR to real sparse symmetric matrix
*/

nag_sparse_sym_precon_ssor_solve(n, nnz, a, irow, icol, rdiag,
omega, ckjd, x, b, &fail1);

ckjd = Nag_SparseSym_NoCheck;
}
if (fail1.code != NE_NOERROR)

irevcm = 6;
}
else if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_sym_basic_solver (f11gec).\n%s\n",
fail.message);
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exit_status = 3;
goto END;

}
else

goto END_LOOP;
}

END_LOOP:
/* Obtain and print diagnostic statistics using
* nag_sparse_sym_basic_diagnostic (f11gfc).
*/

nag_sparse_sym_basic_diagnostic(&itn, &stplhs, &stprhs, &anorm, &sigmax,
&its, &sigerr, commarray, lcomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_basic_diagnostic (f11gfc).\n%s\n",

fail.message);
exit_status = 4;
goto END;

}
printf("Converged in %10" NAG_IFMT " iterations \n", itn);
printf("Final residual norm = %11.3e\n\n", stplhs);
/* Output solution */
printf("%16s\n", "Solution");
for (i = 0; i <= n - 1; i++)

printf("%16.4e\n", x[i]);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(rdiag);
NAG_FREE(wgt);
NAG_FREE(commarray);
NAG_FREE(x);
NAG_FREE(icol);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_sym_precon_ssor_solve (f11jdc) Example Program Data
7 : n

16 : nnz
Nag_SparseSym_CG : method
Nag_SparseSym_Prec : precon
Nag_SparseSym_NoBisect : sigcmp
Nag_InfNorm : norm
1 : iterm

1.0e-6 100 : tol, maxitn
0.0 0.0 : anorm, sigmax
0.0 10 : sigtol, maxits
1.0 : omega
4. 1 1
1. 2 1
5. 2 2
2. 3 3
2. 4 2
3. 4 4

-1. 5 1
1. 5 4
4. 5 5
1. 6 2

-2. 6 5
3. 6 6
2. 7 1

-1. 7 2
-2. 7 3
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5. 7 7 : a[i], irow[i], icol[i], i=0,...,nnz-1
15. 18. -8. 21.
11. 10 29. : b[i], i=0,...,n-1
0. 0. 0. 0.
0. 0. 0. : x[i], i=0,...,n-1

10.3 Program Results

nag_sparse_sym_precon_ssor_solve (f11jdc) Example Program Results

Converged in 6 iterations
Final residual norm = 7.105e-15

Solution
1.0000e+00
2.0000e+00
3.0000e+00
4.0000e+00
5.0000e+00
6.0000e+00
7.0000e+00
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NAG Library Function Document

nag_sparse_sym_sol (f11jec)

1 Purpose

nag_sparse_sym_sol (f11jec) solves a real sparse symmetric system of linear equations, represented in
symmetric coordinate storage format, using a conjugate gradient or Lanczos method, without
preconditioning, with Jacobi or with SSOR preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_sol (Nag_SparseSym_Method method,
Nag_SparseSym_PrecType precon, Integer n, Integer nnz, const double a[],
const Integer irow[], const Integer icol[], double omega,
const double b[], double tol, Integer maxitn, double x[], double *rnorm,
Integer *itn, Nag_Sparse_Comm *comm, NagError *fail)

3 Description

nag_sparse_sym_sol (f11jec) solves a real sparse symmetric linear system of equations:

Ax ¼ b;

using a preconditioned conjugate gradient method (see Barrett et al. (1994)), or a preconditioned
Lanczos method based on the algorithm SYMMLQ (Paige and Saunders (1975)). The conjugate
gradient method is more efficient if A is positive definite, but may fail to converge for indefinite
matrices. In this case the Lanczos method should be used instead. For further details see Barrett et al.
(1994).

The function allows the following choices for the preconditioner:

no preconditioning;

Jacobi preconditioning (see Young (1971);

symmetric successive-over-relaxation (SSOR) preconditioning (see Young (1971)).

For incomplete Cholesky (IC) preconditioning see nag_sparse_sym_chol_sol (f11jcc).

The matrix A is represented in symmetric coordinate storage (SCS) format (see the f11 Chapter
Introduction) in the arrays a, irow and icol. The array a holds the nonzero entries in the lower
triangular part of the matrix, while irow and icol hold the corresponding row and column indices.

4 References

Barrett R, Berry M, Chan T F, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C and
Van der Vorst H (1994) Templates for the Solution of Linear Systems: Building Blocks for Iterative
Methods SIAM, Philadelphia

Paige C C and Saunders M A (1975) Solution of sparse indefinite systems of linear equations SIAM J.
Numer. Anal. 12 617–629

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York
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5 Arguments

1: method – Nag_SparseSym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseSym CG
The conjugate gradient method is used.

method ¼ Nag SparseSym Lanczos
The Lanczos method (SYMMLQ) is used.

Constraint: method ¼ Nag SparseSym CG or Nag SparseSym Lanczos.

2: precon – Nag_SparseSym_PrecType Input

On entry: specifies the type of preconditioning to be used.

precon ¼ Nag SparseSym NoPrec
No preconditioning is used.

precon ¼ Nag SparseSym SSORPrec
Symmetric successive-over-relaxation is used.

precon ¼ Nag SparseSym JacPrec
Jacobi preconditioning is used.

C o n s t r a i n t : precon ¼ Nag SparseSym NoPrec, Nag SparseSym SSORPrec o r
Nag SparseSym JacPrec.

3: n – Integer Input

On entry: the order of the matrix A.

Constraint: n 	 1.

4: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

5: a½nnz� – const double Input

On entry: the nonzero elements of the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_sym_sort (f11zbc) may
be used to order the elements in this way.

6: irow½nnz� – const Integer Input
7: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in A.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_sym_sort (f11zbc)):;
1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ;nnz� 1.

8: omega – double Input

On entry: if precon ¼ Nag SparseSym SSORPrec, omega is the relaxation argument ! to be
used in the SSOR method. Otherwise omega need not be initialized.

Constraint: 0:0 � omega � 2:0.
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9: b½n� – const double Input

On entry: the right-hand side vector b.

10: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if:

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
;
ffiffiffi
n
p

; �ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

; �ð Þ is used.

Constraint: tol < 1:0.

11: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

12: x½n� – double Input/Output

On entry: an initial approximation of the solution vector x.

On exit: an improved approximation to the solution vector x.

13: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

14: itn – Integer * Output

On exit: the number of iterations carried out.

15: comm – Nag_Sparse_Comm * Input/Output

On entry/exit: a pointer to a structure of type Nag_Sparse_Comm whose members are used by
the iterative solver.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACC_LIMIT

The required accuracy could not be obtained. However, a reasonable accuracy has been obtained
and further iterations cannot improve the result.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

On entry, argument precon had an illegal value.

NE_COEFF_NOT_POS_DEF

The matrix of coefficients appears not to be positive definite (conjugate gradient method only).
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NE_INT_2

On entry, nnz ¼ valueh i, n ¼ valueh i.
Constraint: 1 � nnz � n� nþ 1ð Þ=2.

NE_INT_ARG_LT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NOT_REQ_ACC

The required accuracy has not been obtained in maxitn iterations.

NE_PRECOND_NOT_POS_DEF

The preconditioner appears not to be positive definite.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 � omega � 2:0.

NE_REAL_ARG_GE

On entry, tol must not be greater than or equal to 1.0: tol ¼ valueh i.

NE_SYMM_MATRIX_DUP

A nonzero element has been supplied which does not lie in the lower triangular part of the matrix
A, is out of order, or has duplicate row and column indices, i.e., one or more of the following
constraints has been violated:

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1

irow½i � 1� < irow½i�, or
irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for i ¼ 1; 2; . . . ; nnz� 1.

Call nag_sparse_sym_sort (f11zbc) to reorder and sum or remove duplicates.

NE_ZERO_DIAGONAL_ELEM

The matrix A has a zero diagonal element. Jacobi and SSOR preconditioners are not appropriate
for this problem.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_sym_sol (f11jec) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_sparse_sym_sol (f11jec) for each iteration is roughly proportional to nnz. One
iteration with the Lanczos method (SYMMLQ) requires a slightly larger number of operations than one
iteration with the conjugate gradient method.

The number of iterations required to achieve a prescribed accuracy cannot be easily determined a priori,
as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of the
coefficients �A ¼M�1A.

10 Example

This example program solves a symmetric positive definite system of equations using the conjugate
gradient method, with SSOR preconditioning.

10.1 Program Text

/* nag_sparse_sym_sol (f11jec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nagf11.h>

int main(void)
{

double *a = 0, *b = 0, *x = 0;
double omega;
double rnorm;
double tol;
Integer exit_status = 0;
Integer *icol, *irow;
Integer i, n, maxitn, itn, nnz;
char nag_enum_arg[40];
Nag_SparseSym_Method method;
Nag_SparseSym_PrecType precon;
Nag_Sparse_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_sym_sol (f11jec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read algorithmic parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else
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scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseSym_PrecType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%*[^\n]", &omega);

#else
scanf("%lf%*[^\n]", &omega);

#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif

/* Allocate memory */
x = NAG_ALLOC(n, double);
b = NAG_ALLOC(n, double);
a = NAG_ALLOC(nnz, double);
irow = NAG_ALLOC(nnz, Integer);
icol = NAG_ALLOC(nnz, Integer);
if (!irow || !icol || !a || !x || !b) {

printf("Allocation failure\n");
exit_status = 1;
goto END;

}

/* Read the matrix a */
for (i = 1; i <= nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],

&icol[i - 1]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#endif

/* Read right-hand side vector b and initial approximate solution x */
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf", &b[i - 1]);

#else
scanf("%lf", &b[i - 1]);

#endif
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
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#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif

/* Solve Ax = b */
/* nag_sparse_sym_sol (f11jec).
* Solver with Jacobi, SSOR, or no preconditioning
* (symmetric)
*/

nag_sparse_sym_sol(method, precon, n, nnz, a, irow, icol, omega, b, tol,
maxitn, x, &rnorm, &itn, &comm, &fail);

printf(" %s%10" NAG_IFMT "%s\n", "Converged in", itn, " iterations");
printf(" %s%16.3e\n", "Final residual norm =", rnorm);

/* Output x */
for (i = 1; i <= n; ++i)

printf(" %16.4e\n", x[i - 1]);

END:
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_sparse_sym_sol (f11jec) Example Program Data
7 n
16 nnz
Nag_SparseSym_CG Nag_SparseSym_SSORPrec method, precon
1.1 omega
1.0E-6 100 tol, maxitn
4. 1 1
1. 2 1
5. 2 2
2. 3 3
2. 4 2
3. 4 4

-1. 5 1
1. 5 4
4. 5 5
1. 6 2

-2. 6 5
3. 6 6
2. 7 1

-1. 7 2
-2. 7 3
5. 7 7 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz

15. 18. -8. 21.
11. 10. 29. b[i-1], i=1,...,n
0. 0. 0. 0.
0. 0. 0. x[i-1], i=1,...,n
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10.3 Program Results

nag_sparse_sym_sol (f11jec) Example Program Results
Converged in 6 iterations
Final residual norm = 5.026e-06

1.0000e-00
2.0000e+00
3.0000e+00
4.0000e+00
5.0000e+00
6.0000e+00
7.0000e+00
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NAG Library Function Document

nag_sparse_herm_chol_fac (f11jnc)

1 Purpose

nag_sparse_herm_chol_fac (f11jnc) computes an incomplete Cholesky factorization of a complex sparse
Hermitian matrix, represented in symmetric coordinate storage format. This factorization may be used
as a preconditioner in combination with nag_sparse_herm_chol_sol (f11jqc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_chol_fac (Integer n, Integer nnz, Complex a[],
Integer la, Integer irow[], Integer icol[], Integer lfill, double dtol,
Nag_SparseSym_Fact mic, double dscale, Nag_SparseSym_Piv pstrat,
Integer ipiv[], Integer istr[], Integer *nnzc, Integer *npivm,
NagError *fail)

3 Description

nag_sparse_herm_chol_fac (f11jnc) computes an incomplete Cholesky factorization (see Meijerink and
Van der Vorst (1977)) of a complex sparse Hermitian n by n matrix A. It is designed specifically for
positive definite matrices, but may also work for some mildly indefinite cases. The factorization is
intended primarily for use as a preconditioner with the complex Hermitian iterative solver
nag_sparse_herm_chol_sol (f11jqc).

The decomposition is written in the form

A ¼M þR

where

M ¼ PLDLHPT

and P is a permutation matrix, L is lower triangular complex with unit diagonal elements, D is real
diagonal and R is a remainder matrix.

The amount of fill-in occurring in the factorization can vary from zero to complete fill, and can be
controlled by specifying either the maximum level of fill lfill, or the drop tolerance dtol. The
factorization may be modified in order to preserve row sums, and the diagonal elements may be
perturbed to ensure that the preconditioner is positive definite. Diagonal pivoting may optionally be
employed, either with a user-defined ordering, or using the Markowitz strategy (see Markowitz (1957)),
which aims to minimize fill-in. For further details see Section 9.

The sparse matrix A is represented in symmetric coordinate storage (SCS) format (see Section 2.1.2 in
the f11 Chapter Introduction). The array a stores all the nonzero elements of the lower triangular part of
A, while arrays irow and icol store the corresponding row and column indices respectively. Multiple
nonzero elements may not be specified for the same row and column index.

The preconditioning matrix M is returned in terms of the SCS representation of the lower triangular
matrix

C ¼ LþD�1 � I:
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5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

3: a½la� – Complex Input/Output

On entry: the nonzero elements in the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_herm_sort (f11zpc)
may be used to order the elements in this way.

On exit: the first nnz elements of a contain the nonzero elements of A and the next nnzc
elements contain the elements of the lower triangular matrix C. Matrix elements are ordered by
increasing row index, and by increasing column index within each row.

4: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. These arrays must be of sufficient size to
store both A (nnz elements) and C (nnzc elements).

Constraint: la 	 2� nnz.

5: irow½la� – Integer Input/Output
6: icol½la� – Integer Input/Output

On entry: the row and column indices of the nonzero elements supplied in a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_herm_sort (f11zpc)):

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

On exit: the row and column indices of the nonzero elements returned in a.
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7: lfill – Integer Input

On entry: if lfill 	 0 its value is the maximum level of fill allowed in the decomposition (see
Section 9.2). A negative value of lfill indicates that dtol will be used to control the fill instead.

8: dtol – double Input

On entry: if lfill < 0, dtol is used as a drop tolerance to control the fill-in (see Section 9.2);
otherwise dtol is not referenced.

Constraint: if lfill < 0, dtol 	 0:0.

9: mic – Nag_SparseSym_Fact Input

On entry: indicates whether or not the factorization should be modified to preserve row sums (see
Section 9.3).

mic ¼ Nag SparseSym ModFact
The factorization is modified.

mic ¼ Nag SparseSym UnModFact
The factorization is not modified.

Constraint: mic ¼ Nag SparseSym ModFact or Nag SparseSym UnModFact.

10: dscale – double Input

On entry: the diagonal scaling parameter. All diagonal elements are multiplied by the factor
(1:0þ dscale) at the start of the factorization. This can be used to ensure that the preconditioner
is positive definite. See also Section 9.3.

11: pstrat – Nag_SparseSym_Piv Input

On entry: specifies the pivoting strategy to be adopted.

pstrat ¼ Nag SparseSym NoPiv
No pivoting is carried out.

pstrat ¼ Nag SparseSym MarkPiv
Diagonal pivoting aimed at minimizing fill-in is carried out, using the Markowitz strategy
(see Markowitz (1957)).

pstrat ¼ Nag SparseSym UserPiv
Diagonal pivoting is carried out according to the user-defined input array ipiv.

Suggested value: pstrat ¼ Nag SparseSym MarkPiv.

C o n s t r a i n t : pstrat ¼ Nag SparseSym NoPiv, Nag SparseSym MarkPiv o r
Nag SparseSym UserPiv.

12: ipiv½n� – Integer Input/Output

On entry: if pstrat ¼ Nag SparseSym UserPiv, ipiv½i� 1� must specify the row index of the
diagonal element to be used as a pivot at elimination stage i. Otherwise ipiv need not be
initialized.

Constraint: if pstrat ¼ Nag SparseSym UserPiv, ipiv must contain a valid permutation of the
integers on 1; n½ �.
On exit: the pivot indices. If ipiv½i� 1� ¼ j, the diagonal element in row j was used as the pivot
at elimination stage i.

13: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ; n, is the starting address in the arrays a, irow and icol of
row i of the matrix C. istr½n� � 1 is the address of the last nonzero element in C plus one.
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14: nnzc – Integer * Output

On exit: the number of nonzero elements in the lower triangular matrix C.

15: npivm – Integer * Output

On exit: the number of pivots which were modified during the factorization to ensure that M was
positive definite. The quality of the preconditioner will generally depend on the returned value of
npivm. If npivm is large the preconditioner may not be satisfactory. In this case it may be
advantageous to call nag_sparse_herm_chol_fac (f11jnc) again with an increased value of either
lfill or dscale. See also Sections 9.3 and 9.4.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error has occurred in an internal call to nag_sparse_herm_sort (f11zpc). Check all
function calls and array sizes. Seek expert help.

NE_INVALID_ROWCOL_PIVOT

On entry, a user-supplied value of ipiv is repeated.

On entry, a user-supplied value of ipiv lies outside the range [1,n].
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NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, I ¼ valueh i, irow½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½I � 1� 	 1 and irow½I � 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_herm_sort (f11zpc) to reorder and sum or remove duplicates.

NE_REAL

On entry, dtol ¼ valueh i.
Constraint: dtol 	 0:0

NE_TOO_SMALL

The number of nonzero entries in the decomposition is too large. The decomposition has been
terminated before completion. Either increase la, or reduce the fill by setting
pstrat ¼ Nag SparseSym MarkPiv, reducing lfill, or increasing dtol.

7 Accuracy

The accuracy of the factorization will be determined by the size of the elements that are dropped and
the size of any modifications made to the diagonal elements. If these sizes are small then the computed
factors will correspond to a matrix close to A. The factorization can generally be made more accurate
by increasing lfill, or by reducing dtol with lfill < 0.

If nag_sparse_herm_chol_fac (f11jnc) is used in combination with nag_sparse_herm_chol_sol (f11jqc),
the more accurate the factorization the fewer iterations will be required. However, the cost of the
decomposition will also generally increase.

8 Parallelism and Performance

nag_sparse_herm_chol_fac (f11jnc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_herm_chol_fac (f11jnc) is roughly proportional to nnzc2=n.

9.2 Control of Fill-in

If lfill 	 0, the amount of fill-in occurring in the incomplete factorization is controlled by limiting the
maximum ‘level’ of fill-in to lfill. The original nonzero elements of A are defined to be of level 0. The
fill level of a new nonzero location occurring during the factorization is defined as:
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k ¼ max ke; kcð Þ þ 1;

where ke is the level of fill of the element being eliminated, and kc is the level of fill of the element
causing the fill-in.

If lfill < 0, the fill-in is controlled by means of the ‘drop tolerance’ dtol. A potential fill-in element aij
occurring in row i and column j will not be included if

aij
		 		 < dtol�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
aiiajj
		 		q

:

For either method of control, any elements which are not included are discarded if
mic ¼ Nag SparseSym UnModFact, or subtracted from the diagonal element in the elimination row
if mic ¼ Nag SparseSym ModFact.

9.3 Choice of Arguments

There is unfortunately no choice of the various algorithmic arguments which is optimal for all types of
complex Hermitian matrix, and some experimentation will generally be required for each new type of
matrix encountered.

If the matrix A is not known to have any particular special properties, the following strategy is
recommended. Start with lfill ¼ 0, mic ¼ Nag SparseSym UnModFact and dscale ¼ 0:0. If the value
returned for npivm is significantly larger than zero, i.e., a large number of pivot modifications were
required to ensure that M was positive definite, the preconditioner is not likely to be satisfactory. In this
case increase either lfill or dscale until npivm falls to a value close to zero. Once suitable values of lfill
and dscale have been found try setting mic ¼ Nag SparseSym ModFact to see if any improvement can
be obtained by using modified incomplete Cholesky.

nag_sparse_herm_chol_fac (f11jnc) is primarily designed for positive definite matrices, but may work
for some mildly indefinite problems. If npivm cannot be satisfactorily reduced by increasing lfill or
dscale then A is probably too indefinite for this function.

For certain classes of matrices (typically those arising from the discretization of elliptic or parabolic
partial differential equations), the convergence rate of the preconditioned iterative solver can sometimes
be significantly improved by using an incomplete factorization which preserves the row-sums of the
original matrix. In these cases try setting mic ¼ Nag SparseSym ModFact.

9.4 Direct Solution of positive definite Systems

Although it is not their primary purpose, nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_
precon_ichol_solve (f11jpc) may be used together to obtain a direct solution to a complex Hermitian
positive definite linear system. To achieve this the call to nag_sparse_herm_precon_ichol_solve (f11jpc)
should be preceded by a complete Cholesky factorization

A ¼ PLDLHPT ¼M:

A complete factorization is obtained from a call to nag_sparse_herm_chol_fac (f11jnc) with lfill < 0
and dtol ¼ 0:0, provided npivm ¼ 0 on exit. A nonzero value of npivm indicates that a is not positive
definite, or is ill-conditioned. A factorization with nonzero npivm may serve as a preconditioner, but
will not result in a direct solution. It is therefore essential to check the output value of npivm if a direct
solution is required.

The use of nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc) as a
direct method is illustrated in nag_sparse_herm_precon_ichol_solve (f11jpc).

10 Example

This example reads in a complex sparse Hermitian matrix A and calls nag_sparse_herm_chol_fac
(f11jnc) to compute an incomplete Cholesky factorization. It then outputs the nonzero elements of both
A and C ¼ LþD�1 � I.
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The call to nag_sparse_herm_chol_fac (f11jnc) has lfill ¼ 0, mic ¼ Nag SparseSym UnModFact,
dscale ¼ 0:0 and pstrat ¼ Nag SparseSym MarkPiv, giving an unmodified zero-fill factorization of an
unperturbed matrix, with Markowitz diagonal pivoting.

10.1 Program Text

/* nag_sparse_herm_chol_fac (f11jnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dscale, dtol;
Integer i, la, lfill, n, nnz, nnzc, npivm;
/* Arrays */
Complex *a = 0;
Integer *icol = 0, *ipiv = 0, *irow = 0, *istr = 0;
char nag_enum_arg[100];
/* NAG types */
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_Fact mic;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_herm_chol_fac (f11jnc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &n, &nnz);

#else
scanf("%" NAG_IFMT "%*[^\n]%" NAG_IFMT "%*[^\n]", &n, &nnz);

#endif

/* Allocate memory */
la = 3 * nnz;
if (!(a = NAG_ALLOC(la, Complex)) ||

!(icol = NAG_ALLOC(la, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(irow = NAG_ALLOC(la, Integer)) || !(istr = NAG_ALLOC(n + 1, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

#else
scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);

#endif
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#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mic = (Nag_SparseSym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &dscale);
#else

scanf("%lf%*[^\n]", &dscale);
#endif

#ifdef _WIN32
scanf_s("%99s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%99s%*[^\n]", nag_enum_arg);

#endif
pstrat = (Nag_SparseSym_Piv) nag_enum_name_to_value(nag_enum_arg);

/* Read the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif

/* Calculate incomplete Cholesky factorization using
* nag_sparse_herm_chol_fac (f11jnc).
*/

nag_sparse_herm_chol_fac(n, nnz, a, la, irow, icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_chol_fac (f11jnc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Output original matrix */
printf(" Original Matrix \n");
printf(" n = %4" NAG_IFMT ", nnz = %4" NAG_IFMT "\n", n, nnz);
printf("%8s%16s%23s%9s\n", "i", "a[i]", "irow[i]", "icol[i]");
for (i = 0; i < nnz; i++)

printf("%8" NAG_IFMT " (%13.4e, %13.4e) %8" NAG_IFMT " %8" NAG_IFMT " \n",
i, a[i].re, a[i].im, irow[i], icol[i]);

printf("\n");

/* Output details of the factorization */
printf(" Factorization \n");
printf(" n = %4" NAG_IFMT ", nnzc = %4" NAG_IFMT ", npivm = %4" NAG_IFMT

"\n", n, nnzc, npivm);
printf("%8s%16s%23s%9s\n", "i", "a[i]", "irow[i]", "icol[i]");
for (i = nnz; i < nnz + nnzc; i++)

printf("%8" NAG_IFMT " (%13.4e, %13.4e) %8" NAG_IFMT " %8" NAG_IFMT " \n",
i, a[i].re, a[i].im, irow[i], icol[i]);

printf("\n%8s%12s\n", "i", "ipiv[i-1]");
for (i = 1; i <= n; i++)

printf("%8" NAG_IFMT "%8" NAG_IFMT "\n", i, ipiv[i - 1]);

END:
NAG_FREE(a);
NAG_FREE(icol);
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NAG_FREE(ipiv);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_herm_chol_fac (f11jnc) Example Program Data
7 : n

16 : nnz
0 0.0 : lfill, dtol
Nag_SparseSym_UnModFact : mic
0.0 : dscale
Nag_SparseSym_MarkPiv : pstrat
( 6., 0.) 1 1
( 1.,-2.) 2 1
( 9., 0.) 2 2
( 4., 0.) 3 3
( 2., 2.) 4 2
( 5., 0.) 4 4
( 0.,-1.) 5 1
( 1., 0.) 5 4
( 4., 0.) 5 5
( 1., 3.) 6 2
( 0.,-2.) 6 5
( 3., 0.) 6 6
( 2., 1.) 7 1
(-1., 0.) 7 2
(-3.,-1.) 7 3
( 5., 0.) 7 7 : a[i], irow[i], icol[i] i=0,...,nnz-1

10.3 Program Results

nag_sparse_herm_chol_fac (f11jnc) Example Program Results
Original Matrix
n = 7, nnz = 16

i a[i] irow[i] icol[i]
0 ( 6.0000e+00, 0.0000e+00) 1 1
1 ( 1.0000e+00, -2.0000e+00) 2 1
2 ( 9.0000e+00, 0.0000e+00) 2 2
3 ( 4.0000e+00, 0.0000e+00) 3 3
4 ( 2.0000e+00, 2.0000e+00) 4 2
5 ( 5.0000e+00, 0.0000e+00) 4 4
6 ( 0.0000e+00, -1.0000e+00) 5 1
7 ( 1.0000e+00, 0.0000e+00) 5 4
8 ( 4.0000e+00, 0.0000e+00) 5 5
9 ( 1.0000e+00, 3.0000e+00) 6 2

10 ( 0.0000e+00, -2.0000e+00) 6 5
11 ( 3.0000e+00, 0.0000e+00) 6 6
12 ( 2.0000e+00, 1.0000e+00) 7 1
13 ( -1.0000e+00, 0.0000e+00) 7 2
14 ( -3.0000e+00, -1.0000e+00) 7 3
15 ( 5.0000e+00, 0.0000e+00) 7 7

Factorization
n = 7, nnzc = 16, npivm = 0

i a[i] irow[i] icol[i]
16 ( 2.5000e-01, 0.0000e+00) 1 1
17 ( 2.0000e-01, 0.0000e+00) 2 2
18 ( 2.0000e-01, 0.0000e+00) 3 2
19 ( 2.6316e-01, 0.0000e+00) 3 3
20 ( 0.0000e+00, -5.2632e-01) 4 3
21 ( 5.1351e-01, 0.0000e+00) 4 4
22 ( 0.0000e+00, 2.6316e-01) 5 3
23 ( 1.7431e-01, 0.0000e+00) 5 5
24 ( -7.5000e-01, -2.5000e-01) 6 1
25 ( 3.4862e-01, 1.7431e-01) 6 5
26 ( 6.1408e-01, 0.0000e+00) 6 6
27 ( 4.0000e-01, -4.0000e-01) 7 2
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28 ( 5.1351e-01, -1.5405e+00) 7 4
29 ( 1.7431e-01, -3.4862e-01) 7 5
30 ( -6.1408e-01, 5.3521e-01) 7 6
31 ( 3.1974e+00, 0.0000e+00) 7 7

i ipiv[i-1]
1 3
2 4
3 5
4 6
5 1
6 7
7 2
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NAG Library Function Document

nag_sparse_herm_precon_ichol_solve (f11jpc)

1 Purpose

nag_sparse_herm_precon_ichol_solve (f11jpc) solves a system of complex linear equations involving
the incomplete Cholesky preconditioning matrix generated by nag_sparse_herm_chol_fac (f11jnc).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_precon_ichol_solve (Integer n, const Complex a[],
Integer la, const Integer irow[], const Integer icol[],
const Integer ipiv[], const Integer istr[],
Nag_SparseSym_CheckData check, const Complex y[], Complex x[],
NagError *fail)

3 Description

nag_sparse_herm_precon_ichol_solve (f11jpc) solves a system of linear equations

Mx ¼ y

involving the preconditioning matrix M ¼ PLDLHP T, corresponding to an incomplete Cholesky
decomposition of a complex sparse Hermitian matrix stored in symmetric coordinate storage (SCS)
format (see Section 2.1.2 in the f11 Chapter Introduction), as generated by nag_sparse_herm_chol_fac
(f11jnc).

In the above decomposition L is a complex lower triangular sparse matrix with unit diagonal, D is a
real diagonal matrix and P is a permutation matrix. L and D are supplied to nag_sparse_herm_pre
con_ichol_solve (f11jpc) through the matrix

C ¼ LþD�1 � I

which is a lower triangular n by n complex sparse matrix, stored in SCS format, as returned by
nag_sparse_herm_chol_fac (f11jnc). The permutation matrix P is returned from nag_sparse_herm_
chol_fac (f11jnc) via the array ipiv.

nag_sparse_herm_precon_ichol_solve (f11jpc) may also be used in combination with nag_sparse_
herm_chol_fac (f11jnc) to solve a sparse complex Hermitian positive definite system of linear equations
directly (see nag_sparse_herm_chol_fac (f11jnc)). This is illustrated in Section 10.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix M. This must be the same value as was supplied in the
preceding call to nag_sparse_herm_chol_fac (f11jnc).

Constraint: n 	 1.
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2: a½la� – const Complex Input

On entry: the values returned in the array a by a previous call to nag_sparse_herm_chol_fac
(f11jnc).

3: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. This must be the same value supplied in
the preceding call to nag_sparse_herm_chol_fac (f11jnc).

4: irow½la� – const Integer Input
5: icol½la� – const Integer Input
6: ipiv½n� – const Integer Input
7: istr½nþ 1� – const Integer Input

On entry: the values returned in arrays irow, icol, ipiv and istr by a previous call to
nag_sparse_herm_chol_fac (f11jnc).

8: check – Nag_SparseSym_CheckData Input

On entry: specifies whether or not the input data should be checked.

check ¼ Nag SparseSym Check
Checks are carried out on the values of n, irow, icol, ipiv and istr.

check ¼ Nag SparseSym NoCheck
None of these checks are carried out.

Constraint: check ¼ Nag SparseSym Check or Nag SparseSym NoCheck.

9: y½n� – const Complex Input

On entry: the right-hand side vector y.

10: x½n� – Complex Output

On exit: the solution vector x.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_ROWCOL_PIVOT

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc).

NE_INVALID_SCS

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc).

NE_INVALID_SCS_PRECOND

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_precon_ichol_solve (f11jpc).

7 Accuracy

The computed solution x is the exact solution of a perturbed system of equations M þ �Mð Þx ¼ y,
where

�Mj j � c nð Þ�P Lj j Dj j LH
		 		PT;

c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_sparse_herm_precon_ichol_solve (f11jpc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_herm_precon_ichol_solve (f11jpc) is proportional to the value
of nnzc returned from nag_sparse_herm_chol_fac (f11jnc).

10 Example

This example reads in a complex sparse Hermitian positive definite matrix A and a vector y. It then
calls nag_sparse_herm_chol_fac (f11jnc), with lfill ¼ �1 and dtol ¼ 0:0, to compute the complete
Cholesky decomposition of A:

A ¼ PLDLHPT:

Finally it calls nag_sparse_herm_precon_ichol_solve (f11jpc) to solve the system

PLDLHPTx ¼ y:
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10.1 Program Text

/* nag_sparse_herm_precon_ichol_solve (f11jpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dscale, dtol;
Integer i, la, lfill, n, nnz, nnzc, npivm;
/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
Integer *icol = 0, *ipiv = 0, *irow = 0, *istr = 0;
/* NAG types */
Nag_SparseSym_Fact mic;
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_CheckData check;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_herm_precon_ichol_solve (f11jpc) Example Program Results");
printf("\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
la = 3 * nnz;
if (!(a = NAG_ALLOC(la, Complex)) ||

!(x = NAG_ALLOC(n, Complex)) ||
!(y = NAG_ALLOC(n, Complex)) ||
!(icol = NAG_ALLOC(la, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(irow = NAG_ALLOC(la, Integer)) || !(istr = NAG_ALLOC(n + 1, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the matrix a */
for (i = 0; i <= nnz - 1; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
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#else
scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#endif

/* Read the vector y */
for (i = 0; i <= n - 1; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &y[i].re, &y[i].im);

#else
scanf(" ( %lf , %lf ) ", &y[i].re, &y[i].im);

#endif

lfill = -1;
dtol = 0.0;
dscale = 0.0;
mic = Nag_SparseSym_UnModFact;
pstrat = Nag_SparseSym_MarkPiv;
/* Calculate Cholesky factorization using nag_sparse_herm_chol_fac (f11jnc).
*/

nag_sparse_herm_chol_fac(n, nnz, a, la, irow, icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_chol_fac (f11jnc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Check the output value of npivm */
if (npivm != 0)

printf("Factorization is not complete \n");
else {

/* Solve complex linear system involving incomplete Cholesky factorization
*
* H T
* P L D L P x = y
*
* using nag_sparse_herm_precon_ichol_solve (f11jpc).
*/

check = Nag_SparseSym_Check;
nag_sparse_herm_precon_ichol_solve(n, a, la, irow, icol, ipiv, istr,

check, y, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_herm_precon_ichol_solve (f11jpc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
/* Output results */
printf("Solution of linear system \n");
for (i = 0; i <= n - 1; i++)

printf(" (%13.4e, %13.4e) \n", x[i].re, x[i].im);
}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(ipiv);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}
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10.2 Program Data

nag_sparse_herm_precon_ichol_solve (f11jpc) Example Program Data
9 : n

23 : nnz
( 6., 0.) 1 1
(-1., 1.) 2 1
( 6., 0.) 2 2
( 0., 1.) 3 2
( 5., 0.) 3 3
( 5., 0.) 4 4
( 2.,-2.) 5 1
( 4., 0.) 5 5
( 1., 1.) 6 3
( 2., 0.) 6 4
( 6., 0.) 6 6
(-4., 3.) 7 2
( 0., 1.) 7 5
(-1., 0.) 7 6
( 6., 0.) 7 7
(-1.,-1.) 8 4
( 0.,-1.) 8 6
( 9., 0.) 8 8
( 1., 3.) 9 1
( 1., 2.) 9 5
(-1., 0.) 9 6
( 1., 4.) 9 8
( 9., 0.) 9 9 : a[i], irow[i], icol[i], i=0,...,nnz-1
( 8.,54.) (-10.,-92.)
(25.,27.) (26., -28.)
(54.,12.) (26.,-22.)
(47.,65.) (71.,-57.)
(60.,70.) : y[i], i=0,...,n-1

10.3 Program Results

nag_sparse_herm_precon_ichol_solve (f11jpc) Example Program Results

Solution of linear system
( 1.0000e+00, 9.0000e+00)
( 2.0000e+00, -8.0000e+00)
( 3.0000e+00, 7.0000e+00)
( 4.0000e+00, -6.0000e+00)
( 5.0000e+00, 5.0000e+00)
( 6.0000e+00, -4.0000e+00)
( 7.0000e+00, 3.0000e+00)
( 8.0000e+00, -2.0000e+00)
( 9.0000e+00, 1.0000e+00)

f11jpc NAG Library Manual

f11jpc.6 (last) Mark 26



NAG Library Function Document

nag_sparse_herm_chol_sol (f11jqc)

1 Purpose

nag_sparse_herm_chol_sol (f11jqc) solves a complex sparse Hermitian system of linear equations,
represented in symmetric coordinate storage format, using a conjugate gradient or Lanczos method,
with incomplete Cholesky preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_chol_sol (Nag_SparseSym_Method method, Integer n,
Integer nnz, const Complex a[], Integer la, const Integer irow[],
const Integer icol[], const Integer ipiv[], const Integer istr[],
const Complex b[], double tol, Integer maxitn, Complex x[],
double *rnorm, Integer *itn, NagError *fail)

3 Description

nag_sparse_herm_chol_sol (f11jqc) solves a complex sparse Hermitian linear system of equations

Ax ¼ b;

using a preconditioned conjugate gradient method (see Meijerink and Van der Vorst (1977)), or a
preconditioned Lanczos method based on the algorithm SYMMLQ (see Paige and Saunders (1975)).
The conjugate gradient method is more efficient if A is positive definite, but may fail to converge for
indefinite matrices. In this case the Lanczos method should be used instead. For further details see
Barrett et al. (1994).

nag_sparse_herm_chol_sol (f11jqc) uses the incomplete Cholesky factorization determined by
nag_sparse_herm_chol_fac (f11jnc) as the preconditioning matrix. A call to nag_sparse_herm_chol_sol
(f11jqc) must always be preceded by a call to nag_sparse_herm_chol_fac (f11jnc). Alternative
preconditioners for the same storage scheme are available by calling nag_sparse_herm_sol (f11jsc).

The matrix A and the preconditioning matrix M are represented in symmetric coordinate storage (SCS)
format (see Section 2.1.2 in the f11 Chapter Introduction) in the arrays a, irow and icol, as returned
from nag_sparse_herm_chol_fac (f11jnc). The array a holds the nonzero entries in the lower triangular
parts of these matrices, while irow and icol hold the corresponding row and column indices.

4 References

Barrett R, Berry M, Chan T F, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C and
Van der Vorst H (1994) Templates for the Solution of Linear Systems: Building Blocks for Iterative
Methods SIAM, Philadelphia

Meijerink J and Van der Vorst H (1977) An iterative solution method for linear systems of which the
coefficient matrix is a symmetric M-matrix Math. Comput. 31 148–162

Paige C C and Saunders M A (1975) Solution of sparse indefinite systems of linear equations SIAM J.
Numer. Anal. 12 617–629
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5 Arguments

1: method – Nag_SparseSym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseSym CG
Conjugate gradient method.

method ¼ Nag SparseSym SYMMLQ
Lanczos method (SYMMLQ).

Constraint: method ¼ Nag SparseSym CG or Nag SparseSym SYMMLQ.

2: n – Integer Input

On entry: n, the order of the matrix A. This must be the same value as was supplied in the
preceding call to nag_sparse_herm_chol_fac (f11jnc).

Constraint: n 	 1.

3: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A. This must
be the same value as was supplied in the preceding call to nag_sparse_herm_chol_fac (f11jnc).

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

4: a½la� – const Complex Input

On entry: the values returned in the array a by a previous call to nag_sparse_herm_chol_fac
(f11jnc).

5: la – Integer Input

On entry: the dimension of the arrays a, irow and icol. This must be the same value as was
supplied in the preceding call to nag_sparse_herm_chol_fac (f11jnc).

Constraint: la 	 2� nnz.

6: irow½la� – const Integer Input
7: icol½la� – const Integer Input
8: ipiv½n� – const Integer Input
9: istr½nþ 1� – const Integer Input

On entry: the values returned in arrays irow, icol, ipiv and istr by a previous call to
nag_sparse_herm_chol_fac (f11jnc).

10: b½n� – const Complex Input

On entry: the right-hand side vector b.

11: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
; 10�;

ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.
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12: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

13: x½n� – Complex Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

14: rnorm – double * Output

On exit: the final value of the residual norm rkk k1, where k is the output value of itn.

15: itn – Integer * Output

On exit: the number of iterations carried out.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However a reasonable accuracy has been achieved.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COEFF_NOT_POS_DEF

The matrix of the coefficients a appears not to be positive definite. The computation cannot
continue.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.

NE_INT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, la ¼ valueh i and nnz ¼ valueh i.
Constraint: la 	 2� nnz.
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On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error, code valueh i, has occurred in an internal call to nag_sparse_herm_basic_solver
(f11gsc). Check all function calls and array sizes. Seek expert help.

A serious error, code valueh i, has occurred in an internal call to valueh i. Check all function calls
and array sizes. Seek expert help.

NE_INVALID_SCS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i, irow½i� 1� ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � irow½i� 1�.
Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_chol_sol (f11jqc).

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.
Check that a, irow, icol, ipiv and istr have not been corrupted between calls to
nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_chol_sol (f11jqc).

NE_INVALID_SCS_PRECOND

The SCS representation of the preconditioner is invalid. Check that a, irow, icol, ipiv and istr
have not been corrupted between calls to nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_
herm_chol_sol (f11jqc).

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i. Check that a, irow, icol, ipiv and istr have not
been corrupted between calls to nag_sparse_herm_chol_fac (f11jnc) and nag_sparse_herm_chol_
sol (f11jqc).

On entry, the location (irow½i� 1�; icol½i� 1�) is a duplicate: i ¼ valueh i. Check that a, irow,
icol, ipiv and istr have not been corrupted between calls to nag_sparse_herm_chol_fac (f11jnc)
and nag_sparse_herm_chol_sol (f11jqc).

NE_PRECOND_NOT_POS_DEF

The preconditioner appears not to be positive definite. The computation cannot continue.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.
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7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_herm_chol_sol (f11jqc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_herm_chol_sol (f11jqc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sparse_herm_chol_sol (f11jqc) for each iteration is roughly proportional to the
value of nnzc returned from the preceding call to nag_sparse_herm_chol_fac (f11jnc). One iteration
with the Lanczos method (SYMMLQ) requires a slightly larger number of operations than one iteration
with the conjugate gradient method.

The number of iterations required to achieve a prescribed accuracy cannot easily be determined a
priori, as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of
the coefficients �A ¼M�1A.

10 Example

This example solves a complex sparse Hermitian positive definite system of equations using the
conjugate gradient method, with incomplete Cholesky preconditioning.

10.1 Program Text

/* nag_sparse_herm_chol_sol (f11jqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double dscale, dtol, rnorm, tol;
Integer i, itn, la, lfill, maxitn, n, nnz, nnzc, npivm;
/* Arrays */
char nag_enum_arg[40];
Complex *a = 0, *b = 0, *x = 0;
Integer *icol = 0, *ipiv = 0, *irow = 0, *istr = 0;
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/* NAG types */
Nag_SparseSym_Method method;
Nag_SparseSym_Piv pstrat;
Nag_SparseSym_Fact mic;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_herm_chol_sol (f11jqc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
la = 3 * nnz;
if (!(a = NAG_ALLOC(la, Complex)) ||

!(b = NAG_ALLOC(n, Complex)) ||
!(x = NAG_ALLOC(n, Complex)) ||
!(icol = NAG_ALLOC(la, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)) ||
!(irow = NAG_ALLOC(la, Integer)) || !(istr = NAG_ALLOC(n + 1, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#else

scanf("%" NAG_IFMT "%lf%*[^\n]", &lfill, &dtol);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

mic = (Nag_SparseSym_Fact) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &dscale);
#else

scanf("%lf%*[^\n]", &dscale);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif
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pstrat = (Nag_SparseSym_Piv) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif

/* Read the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif

/* Read rhs vector b and initial approximate solution x */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &b[i].re, &b[i].im);

#else
scanf(" ( %lf , %lf ) ", &b[i].re, &b[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &x[i].re, &x[i].im);
#else

scanf(" ( %lf , %lf ) ", &x[i].re, &x[i].im);
#endif

/* Calculate incomplete Cholesky factorization of complex sparse Hermitian
* matrix using nag_sparse_herm_chol_fac (f11jnc).
*/

nag_sparse_herm_chol_fac(n, nnz, a, la, irow, icol, lfill, dtol, mic,
dscale, pstrat, ipiv, istr, &nnzc, &npivm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_chol_fac (f11jnc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Solve Linear System. */
/* nag_sparse_herm_chol_sol (f11jqc).
* Solution of complex sparse Hermitian linear system, conjugate
* gradient/Lanczos method, preconditioner computed by f11jnc
*/

nag_sparse_herm_chol_sol(method, n, nnz, a, la, irow, icol, ipiv, istr,
b, tol, maxitn, x, &rnorm, &itn, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_chol_sol.(f11jqc)\n%s\n",

fail.message);
exit_status = 2;
goto END;

}
printf("Converged in %10" NAG_IFMT " iterations \n", itn);
printf("Final residual norm = %10.3e\n\n", rnorm);
printf(" Converged Solution\n");
/* Output x */
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e)\n", x[i].re, x[i].im);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
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NAG_FREE(icol);
NAG_FREE(ipiv);
NAG_FREE(irow);
NAG_FREE(istr);
return exit_status;

}

10.2 Program Data

nag_sparse_herm_chol_sol (f11jqc) Example Program Data
9 : n

23 : nnz
Nag_SparseSym_CG : method

0 0.0 : lfill, dtol
Nag_SparseSym_UnModFact : mic

0.0 : dscale
Nag_SparseSym_MarkPiv : pstrat
1.0e-6 100 : tol, maxitn

( 6., 0.) 1 1
( -1., 1.) 2 1
( 6., 0.) 2 2
( 0., 1.) 3 2
( 5., 0.) 3 3
( 5., 0.) 4 4
( 2., -2.) 5 1
( 4., 0.) 5 5
( 1., 1.) 6 3
( 2., 0.) 6 4
( 6., 0.) 6 6
( -4., 3.) 7 2
( 0., 1.) 7 5
( -1., 0.) 7 6
( 6., 0.) 7 7
( -1., -1.) 8 4
( 0., -1.) 8 6
( 9., 0.) 8 8
( 1., 3.) 9 1
( 1., 2.) 9 5
( -1., 0.) 9 6
( 1., 4.) 9 8
( 9., 0.) 9 9 : a[i], irow[i], icol[i], i=0,...,nnz-1
( 8., 54.)
(-10., -92.)
( 25., 27.)
( 26., -28.)
( 54., 12.)
( 26., -22.)
( 47., 65.)
( 71., -57.)
( 60., 70.) : b[i], i=0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i=0,...,n-1
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10.3 Program Results

nag_sparse_herm_chol_sol (f11jqc) Example Program Results

Converged in 5 iterations
Final residual norm = 3.197e-14

Converged Solution
( 1.0000e+00, 9.0000e+00)
( 2.0000e+00, -8.0000e+00)
( 3.0000e+00, 7.0000e+00)
( 4.0000e+00, -6.0000e+00)
( 5.0000e+00, 5.0000e+00)
( 6.0000e+00, -4.0000e+00)
( 7.0000e+00, 3.0000e+00)
( 8.0000e+00, -2.0000e+00)
( 9.0000e+00, 1.0000e+00)
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NAG Library Function Document

nag_sparse_herm_precon_ssor_solve (f11jrc)

1 Purpose

nag_sparse_herm_precon_ssor_solve (f11jrc) solves a system of linear equations involving the
preconditioning matrix corresponding to SSOR applied to a complex sparse Hermitian matrix,
represented in symmetric coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_precon_ssor_solve (Integer n, Integer nnz,
const Complex a[], const Integer irow[], const Integer icol[],
const double rdiag[], double omega, Nag_SparseSym_CheckData check,
const Complex y[], Complex x[], NagError *fail)

3 Description

nag_sparse_herm_precon_ssor_solve (f11jrc) solves a system of equations

Mx ¼ y

involving the preconditioning matrix

M ¼ 1

! 2� !ð Þ Dþ !Lð ÞD�1 Dþ !Lð ÞH

corresponding to symmetric successive-over-relaxation (SSOR) (see Young (1971)) on a linear system
Ax ¼ b, where A is a sparse complex Hermitian matrix stored in symmetric coordinate storage (SCS)
format (see Section 2.1.2 in the f11 Chapter Introduction).

In the definition of M given above D is the diagonal part of A, L is the strictly lower triangular part of
A and ! is a user-defined relaxation parameter. Note that since A is Hermitian the matrix D is
necessarily real.

4 References

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.
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3: a½nnz� – const Complex Input

On entry: the nonzero elements in the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_herm_sort (f11zpc)
may be used to order the elements in this way.

4: irow½nnz� – const Integer Input
5: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_herm_sort (f11zpc)):

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

6: rdiag½n� – const double Input

On entry: the elements of the diagonal matrix D�1, where D is the diagonal part of A. Note that
since A is Hermitian the elements of D�1 are necessarily real.

7: omega – double Input

On entry: the relaxation parameter !.

Constraint: 0:0 < omega < 2:0.

8: check – Nag_SparseSym_CheckData Input

On entry: specifies whether or not the input data should be checked.

check ¼ Nag SparseSym Check
Checks are carried out on the values of n, nnz, irow, icol and omega.

check ¼ Nag SparseSym NoCheck
None of these checks are carried out.

Constraint: check ¼ Nag SparseSym Check or Nag SparseSym NoCheck.

9: y½n� – const Complex Input

On entry: the right-hand side vector y.

10: x½n� – Complex Output

On exit: the solution vector x.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i, irow½I � 1� ¼ valueh i.
Constraint: 1 � icol½i� 1� � irow½i� 1�.
On entry, I ¼ valueh i, irow½I � 1� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irow½i � 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_herm_sort (f11zpc) to reorder and sum or remove duplicates.

NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0.

NE_ZERO_DIAG_ELEM

The matrix A has no diagonal entry in row valueh i.

7 Accuracy

The computed solution x is the exact solution of a perturbed system of equations M þ �Mð Þx ¼ y,
where

�Mj j � c nð Þ� Dþ !Lj j D�1
		 		 Dþ !Lð ÞT

		 		;
c nð Þ is a modest linear function of n, and � is the machine precision.
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8 Parallelism and Performance

nag_sparse_herm_precon_ssor_solve (f11jrc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_herm_precon_ssor_solve (f11jrc) is proportional to nnz.

10 Example

This example program solves the preconditioning equation Mx ¼ y for a 9 by 9 sparse complex
Hermitian matrix A, given in symmetric coordinate storage (SCS) format.

10.1 Program Text

/* nag_sparse_herm_precon_ssor_solve (f11jrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double omega;
Integer i, n, nnz;
/* Arrays */
char nag_enum_arg[100];
Complex *a = 0, *x = 0, *y = 0;
double *rdiag = 0;
Integer *icol = 0, *irow = 0;
/* NAG types */
Nag_SparseSym_CheckData check;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_herm_precon_ssor_solve (f11jrc) Example Program Results");
printf("\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nnz);
#endif
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/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, Complex)) ||

!(x = NAG_ALLOC(n, Complex)) ||
!(y = NAG_ALLOC(n, Complex)) ||
!(rdiag = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(nnz, Integer)) || !(irow = NAG_ALLOC(nnz, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%99s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%99s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

check = (Nag_SparseSym_CheckData) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &omega);
#else

scanf("%lf%*[^\n]", &omega);
#endif

/* Read the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif
/* Read rhs vector y */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &y[i].re, &y[i].im);

#else
scanf(" ( %lf , %lf ) ", &y[i].re, &y[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Fill in the diagonal part */
for (i = 0; i < nnz; i++)

if (irow[i] == icol[i])
rdiag[irow[i] - 1] = 1.0 / (double) (a[i].re);

/* nag_sparse_herm_precon_ssor_solve (f11jrc).
* Solution of linear system involving preconditioning matrix
* generated by applying SSOR to complex sparse Hermitian matrix
*/

nag_sparse_herm_precon_ssor_solve(n, nnz, a, irow, icol, rdiag,
omega, check, y, x, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_precon_ssor_solve (f11jrc)\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Output x */
printf(" Converged Solution\n");
for (i = 0; i < n; i++)

printf(" (%13.4e, %13.4e) \n", x[i].re, x[i].im);
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END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(rdiag);
NAG_FREE(icol);
NAG_FREE(irow);
return exit_status;

}

10.2 Program Data

nag_sparse_herm_precon_ssor_solve (f11jrc) Example Program Data
9 : n
23 : nnz

Nag_SparseSym_Check : check
1.1 : omega

( 6., 0.) 1 1
(-1., 1.) 2 1
( 6., 0.) 2 2
( 0., 1.) 3 2
( 5., 0.) 3 3
( 5., 0.) 4 4
( 2.,-2.) 5 1
( 4., 0.) 5 5
( 1., 1.) 6 3
( 2., 0.) 6 4
( 6., 0.) 6 6
(-4., 3.) 7 2
( 0., 1.) 7 5
(-1., 0.) 7 6
( 6., 0.) 7 7
(-1.,-1.) 8 4
( 0.,-1.) 8 6
( 9., 0.) 8 8
( 1., 3.) 9 1
( 1., 2.) 9 5
(-1., 0.) 9 6
( 1., 4.) 9 8
( 9., 0.) 9 9 : a[i], irow[i], icol[i], i=0,...,nnz-1
( 8., 54.)
(-10., -92.)
( 25., 27.)
( 26., -28.)
( 54., 12.)
( 26., -22.)
( 47., 65.)
( 71., -57.)
( 60., 70.) : y[i], i=0,...,n-1

10.3 Program Results

nag_sparse_herm_precon_ssor_solve (f11jrc) Example Program Results
Converged Solution

( 1.0977e+00, 5.9139e+00)
( 2.2304e-01, -1.4085e+01)
( 2.2315e+00, 7.0868e+00)
( 4.8164e+00, -6.1807e+00)
( 6.7632e+00, 1.5690e+00)
( 3.3531e+00, -4.7849e+00)
( 6.6991e-01, -1.4646e+00)
( 8.8315e+00, -3.6326e+00)
( 4.7685e+00, 1.2130e-01)
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NAG Library Function Document

nag_sparse_herm_sol (f11jsc)

1 Purpose

nag_sparse_herm_sol (f11jsc) solves a complex sparse Hermitian system of linear equations,
represented in symmetric coordinate storage format, using a conjugate gradient or Lanczos method,
without preconditioning, with Jacobi or with SSOR preconditioning.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_sol (Nag_SparseSym_Method method,
Nag_SparseSym_PrecType precon, Integer n, Integer nnz,
const Complex a[], const Integer irow[], const Integer icol[],
double omega, const Complex b[], double tol, Integer maxitn,
Complex x[], double *rnorm, Integer *itn, double rdiag[],
NagError *fail)

3 Description

nag_sparse_herm_sol (f11jsc) solves a complex sparse Hermitian linear system of equations

Ax ¼ b;

using a preconditioned conjugate gradient method (see Barrett et al. (1994)), or a preconditioned
Lanczos method based on the algorithm SYMMLQ (see Paige and Saunders (1975)). The conjugate
gradient method is more efficient if A is positive definite, but may fail to converge for indefinite
matrices. In this case the Lanczos method should be used instead. For further details see Barrett et al.
(1994).

nag_sparse_herm_sol (f11jsc) allows the following choices for the preconditioner:

– no preconditioning;

– Jacobi preconditioning (see Young (1971));

– symmetric successive-over-relaxation (SSOR) preconditioning (see Young (1971)).

For incomplete Cholesky (IC) preconditioning see nag_sparse_herm_chol_sol (f11jqc).

The matrix A is represented in symmetric coordinate storage (SCS) format (see Section 2.1.2 in the f11
Chapter Introduction) in the arrays a, irow and icol. The array a holds the nonzero entries in the lower
triangular part of the matrix, while irow and icol hold the corresponding row and column indices.

4 References

Barrett R, Berry M, Chan T F, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C and
Van der Vorst H (1994) Templates for the Solution of Linear Systems: Building Blocks for Iterative
Methods SIAM, Philadelphia

Paige C C and Saunders M A (1975) Solution of sparse indefinite systems of linear equations SIAM J.
Numer. Anal. 12 617–629

Young D (1971) Iterative Solution of Large Linear Systems Academic Press, New York
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5 Arguments

1: method – Nag_SparseSym_Method Input

On entry: specifies the iterative method to be used.

method ¼ Nag SparseSym CG
Conjugate gradient method.

method ¼ Nag SparseSym SYMMLQ
Lanczos method (SYMMLQ).

Constraint: method ¼ Nag SparseSym CG or Nag SparseSym SYMMLQ.

2: precon – Nag_SparseSym_PrecType Input

On entry: specifies the type of preconditioning to be used.

precon ¼ Nag SparseSym NoPrec
No preconditioning.

precon ¼ Nag SparseSym JacPrec
Jacobi.

precon ¼ Nag SparseSym SSORPrec
Symmetric successive-over-relaxation (SSOR).

C o n s t r a i n t : precon ¼ Nag SparseSym NoPrec, Nag SparseSym JacPrec o r
Nag SparseSym SSORPrec.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

4: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

5: a½nnz� – const Complex Input

On entry: the nonzero elements of the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_herm_sort (f11zpc)
may be used to order the elements in this way.

6: irow½nnz� – const Integer Input
7: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_herm_sort (f11zpc)):

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.
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8: omega – double Input

On entry: if precon ¼ Nag SparseSym SSORPrec, omega is the relaxation parameter ! to be
used in the SSOR method. Otherwise omega need not be initialized.

Constraint: 0:0 < omega < 2:0.

9: b½n� – const Complex Input

On entry: the right-hand side vector b.

10: tol – double Input

On entry: the required tolerance. Let xk denote the approximate solution at iteration k, and rk the
corresponding residual. The algorithm is considered to have converged at iteration k if

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

If tol � 0:0, � ¼ max
ffiffi
�
p
; 10�;

ffiffiffi
n
p

�ð Þ is used, where � is the machine precision. Otherwise
� ¼ max tol; 10�;

ffiffiffi
n
p

�ð Þ is used.

Constraint: tol < 1:0.

11: maxitn – Integer Input

On entry: the maximum number of iterations allowed.

Constraint: maxitn 	 1.

12: x½n� – Complex Input/Output

On entry: an initial approximation to the solution vector x.

On exit: an improved approximation to the solution vector x.

13: rnorm – double * Output

On exit: the final value of the residual norm rkk k, where k is the output value of itn.

14: itn – Integer * Output

On exit: the number of iterations carried out.

15: rdiag½n� – double Output

On exit: the elements of the diagonal matrix D�1, where D is the diagonal part of A. Note that
since A is Hermitian the elements of D�1 are necessarily real.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be obtained. However, a reasonable accuracy has been achieved
and further iterations could not improve the result.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COEFF_NOT_POS_DEF

The matrix of the coefficients a appears not to be positive definite. The computation cannot
continue.

NE_CONVERGENCE

The solution has not converged after valueh i iterations.

NE_INT

On entry, maxitn ¼ valueh i.
Constraint: maxitn 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

A serious error, code valueh i, has occurred in an internal call to nag_sparse_herm_basic_solver
(f11gsc). Check all function calls and array sizes. Seek expert help.

A serious error, code valueh i, has occurred in an internal call to valueh i. Check all function calls
and array sizes. Seek expert help.

NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_herm_sort (f11zpc) to reorder and sum or remove duplicates.

NE_PRECOND_NOT_POS_DEF

The preconditioner appears not to be positive definite. The computation cannot continue.
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NE_REAL

On entry, omega ¼ valueh i.
Constraint: 0:0 < omega < 2:0.

On entry, tol ¼ valueh i.
Constraint: tol < 1:0.

NE_ZERO_DIAG_ELEM

The matrix A has a non-real diagonal entry in row valueh i.
The matrix A has a zero diagonal entry in row valueh i.
The matrix A has no diagonal entry in row valueh i.

7 Accuracy

On successful termination, the final residual rk ¼ b�Axk, where k ¼ itn, satisfies the termination
criterion

rkk k1 � � � bk k1 þ Ak k1 xkk k1
� �

:

The value of the final residual norm is returned in rnorm.

8 Parallelism and Performance

nag_sparse_herm_sol (f11jsc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_sparse_herm_sol (f11jsc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_sparse_herm_sol (f11jsc) for each iteration is roughly proportional to nnz. One
iteration with the Lanczos method (SYMMLQ) requires a slightly larger number of operations than one
iteration with the conjugate gradient method.

The number of iterations required to achieve a prescribed accuracy cannot easily be determined a
priori, as it can depend dramatically on the conditioning and spectrum of the preconditioned matrix of
the coefficients �A ¼M�1A.

10 Example

This example solves a complex sparse Hermitian positive definite system of equations using the
conjugate gradient method, with SSOR preconditioning.

10.1 Program Text

/* nag_sparse_herm_sol (f11jsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double omega, rnorm, tol;
Integer i, itn, maxitn, n, nnz;
/* Arrays */
Complex *a = 0, *b = 0, *x = 0;
double *rdiag = 0;
Integer *icol = 0, *irow = 0;
char nag_enum_arg[40];
/* NAG types */
Nag_SparseSym_Method method;
Nag_SparseSym_PrecType precon;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_herm_sol (f11jsc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read algorithmic parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &n);

#else
scanf("%" NAG_IFMT "%*[^\n]", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SparseSym_Method) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

precon = (Nag_SparseSym_PrecType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &omega);
#else

scanf("%lf%*[^\n]", &omega);
#endif
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#else

scanf("%lf%" NAG_IFMT "%*[^\n]", &tol, &maxitn);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC((nnz), Complex)) ||

!(b = NAG_ALLOC((n), Complex)) ||
!(x = NAG_ALLOC((n), Complex)) ||
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!(rdiag = NAG_ALLOC((n), double)) ||
!(icol = NAG_ALLOC((nnz), Integer)) ||
!(irow = NAG_ALLOC((nnz), Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the matrix a */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&a[i].re, &a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&a[i].re, &a[i].im, &irow[i], &icol[i]);

#endif
/* Read rhs vector b and initial approximate solution x */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &b[i].re, &b[i].im);

#else
scanf(" ( %lf , %lf ) ", &b[i].re, &b[i].im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &x[i].re, &x[i].im);
#else

scanf(" ( %lf , %lf ) ", &x[i].re, &x[i].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* nag_sparse_herm_sol (f11jsc).
* Solution of complex sparse Hermitian linear system, conjugate
* gradient/Lanczos method, Jacobi or SSOR preconditioner
*/

nag_sparse_herm_sol(method, precon, n, nnz, a, irow, icol, omega,
b, tol, maxitn, x, &rnorm, &itn, rdiag, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_herm_sol (f11jsc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Converged in %10" NAG_IFMT " iterations \n", itn);
printf("Final residual norm = %10.3e\n", rnorm);

/* Output x */
printf("\n Converged Solution\n");
for (i = 0; i < n; i++)

printf("(%13.4e, %13.4e)\n", x[i].re, x[i].im);

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(x);
NAG_FREE(rdiag);
NAG_FREE(icol);
NAG_FREE(irow);
return exit_status;

}
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10.2 Program Data

nag_sparse_herm_sol (f11jsc) Example Program Data
9 : n
23 : nnz

Nag_SparseSym_CG : method
Nag_SparseSym_SSORPrec : precon
1.1 : omega
1.0e-6 100 : tol, maxitn

( 6., 0.) 1 1
( -1., 1.) 2 1
( 6., 0.) 2 2
( 0., 1.) 3 2
( 5., 0.) 3 3
( 5., 0.) 4 4
( 2., -2.) 5 1
( 4., 0.) 5 5
( 1., 1.) 6 3
( 2., 0.) 6 4
( 6., 0.) 6 6
( -4., 3.) 7 2
( 0., 1.) 7 5
( -1., 0.) 7 6
( 6., 0.) 7 7
( -1., -1.) 8 4
( 0., -1.) 8 6
( 9., 0.) 8 8
( 1., 3.) 9 1
( 1., 2.) 9 5
( -1., 0.) 9 6
( 1., 4.) 9 8
( 9., 0.) 9 9 : a[i], irow[i], icol[i], i = 0,...,nnz-1
( 8., 54.)
(-10., -92.)
( 25., 27.)
( 26., -28.)
( 54., 12.)
( 26., -22.)
( 47., 65.)
( 71., -57.)
( 60., 70.) : b[i], i = 0,...,n-1
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.)
( 0., 0.) : x[i], i = 0,...,n-1

10.3 Program Results

nag_sparse_herm_sol (f11jsc) Example Program Results
Converged in 7 iterations
Final residual norm = 1.477e-05

Converged Solution
( 1.0000e+00, 9.0000e+00)
( 2.0000e+00, -8.0000e+00)
( 3.0000e+00, 7.0000e+00)
( 4.0000e+00, -6.0000e+00)
( 5.0000e+00, 5.0000e+00)
( 6.0000e+00, -4.0000e+00)
( 7.0000e+00, 3.0000e+00)
( 8.0000e+00, -2.0000e+00)
( 9.0000e+00, 1.0000e+00)
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NAG Library Function Document

nag_superlu_column_permutation (f11mdc)

1 Purpose

nag_superlu_column_permutation (f11mdc) computes a column permutation suitable for LU factoriza-
tion (by nag_superlu_lu_factorize (f11mec)) of a real sparse matrix in compressed column (Harwell–
Boeing) format and applies it to the matrix. This function must be called prior to
nag_superlu_lu_factorize (f11mec).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_column_permutation (Nag_ColumnPermutationType spec,
Integer n, const Integer icolzp[], const Integer irowix[],
Integer iprm[], NagError *fail)

3 Description

Given a sparse matrix in compressed column (Harwell–Boeing) format A and a choice of column
permutation schemes, the function computes those data structures that will be needed by the LU
factorization function nag_superlu_lu_factorize (f11mec) and associated functions nag_superlu_diagnos
tic_lu (f11mmc), nag_superlu_solve_lu (f11mfc) and nag_superlu_refine_lu (f11mhc). The column
permutation choices are:

original order (that is, no permutation);

user-supplied permutation;

a permutation, computed by the function, designed to minimize fill-in during the LU
factorization.

The algorithm for this computed permutation is based on the approximate minimum degree column
ordering algorithm COLAMD. The computed permutation is not sensitive to the magnitude of the
nonzero values of A.

4 References

Amestoy P R, Davis T A and Duff I S (1996) An approximate minimum degree ordering algorithm
SIAM J. Matrix Anal. Appl. 17 886–905

Gilbert J R and Larimore S I (2004) A column approximate minimum degree ordering algorithm ACM
Trans. Math. Software 30,3 353–376

Gilbert J R, Larimore S I and Ng E G (2004) Algorithm 836: COLAMD, an approximate minimum
degree ordering algorithm ACM Trans. Math. Software 30, 3 377–380

5 Arguments

1: spec – Nag_ColumnPermutationType Input

On entry: indicates the permutation to be applied.

spec ¼ Nag Sparse Identity
The identity permutation is used (i.e., the columns are not permuted).

spec ¼ Nag Sparse User
The permutation in the iprm array is used, as supplied by you.
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spec ¼ Nag Sparse Colamd
The permutation computed by the COLAMD algorithm is used

Constraint: spec ¼ Nag Sparse Identity, Nag Sparse User or Nag Sparse Colamd.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

3: icolzp½dim� – const Integer Input

Note: the dimension, dim, of the array icolzp must be at least nþ 1.

On entry: icolzp½i� 1� contains the index in A of the start of a new column. See Section 2.1.3 in
the f11 Chapter Introduction.

4: irowix½dim� – const Integer Input

Note: the dimension, dim, of the array irowix must be at least icolzp½n� � 1, the number of
nonzeros of the sparse matrix A.

On entry: irowix½i� 1� contains the row index in A for element A ið Þ. See Section 2.1.3 in the
f11 Chapter Introduction.

5: iprm½7� n� – Integer Input/Output

On entry: the first n entries contain the column permutation supplied by you. This will be used if
spec ¼ Nag Sparse User, and ignored otherwise. If used, it must consist of a permutation of all
the integers in the range 0; n� 1ð Þ½ �, the leftmost column of the matrix A denoted by 0 and the
rightmost by n� 1. Labelling columns in this way, iprm½i� ¼ j means that column i� 1 of A is
in position j in APc, where PrAPc ¼ LU expresses the factorization to be performed.

On exit: a new permutation is returned in the first n entries. The rest of the array contains data
structures that will be used by other functions. The function computes the column elimination
tree for A and a post-order permutation on the tree. It then compounds the iprm permutation
given or computed by the COLAMD algorthm with the post-order permutation. This array is
needed by the LU factorization function nag_superlu_lu_factorize (f11mec) and associated
functions nag_superlu_solve_lu (f11mfc), nag_superlu_refine_lu (f11mhc) and nag_superlu_diag
nostic_lu (f11mmc) and should be passed to them unchanged.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALG_FAIL

COLAMD algorithm failed.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_PERM_COL

Incorrect column permutations in array iprm.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SPARSE_COL

Incorrect specification of argument icolzp.

NE_SPARSE_ROW

Incorrect specification of argument irowix.

7 Accuracy

Not applicable. This computation does not use floating-point numbers.

8 Parallelism and Performance

nag_superlu_column_permutation (f11mdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

We recommend calling this function with spec ¼ Nag Sparse Colamd before calling nag_superlu_lu_
factorize (f11mec). The COLAMD algorithm computes a sparsity-preserving permutation Pc solely
from the pattern of A such that the LU factorization PrAPc ¼ LU remains as sparse as possible,
regardless of the subsequent choice of Pr. The algorithm takes advantage of the existence of super-
columns (columns with the same sparsity pattern) to reduce running time.

10 Example

This example computes a sparsity preserving column permutation for the LU factorization of the matrix
A, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA:
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10.1 Program Text

/* nag_superlu_column_permutation (f11mdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

Integer exit_status = 0, i, n, nnz;
Integer *icolzp = 0, *iprm = 0, *irowix = 0;
/* Nag types */
Nag_ColumnPermutationType ispec;
NagError fail;

INIT_FAIL(fail);

printf("nag_superlu_column_permutation (f11mdc) Example Program Results"
"\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read order of matrix */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read the matrix A */

#ifdef _WIN32
for (i = 1; i <= n + 1; ++i)

scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);
#else

for (i = 1; i <= n + 1; ++i)
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
nnz = icolzp[n] - 1;
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(iprm = NAG_ALLOC(7 * n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

for (i = 1; i <= nnz; ++i)
scanf_s("%" NAG_IFMT "%*[^\n] ", &irowix[i - 1]);

#else
for (i = 1; i <= nnz; ++i)

scanf("%" NAG_IFMT "%*[^\n] ", &irowix[i - 1]);
#endif

/* Calculate COLAMD permutation */
ispec = Nag_Sparse_Colamd;
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/* nag_superlu_column_permutation (f11mdc).
* Real sparse nonsymmetric linear systems, setup for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output results */
printf("\n");
printf("%s\n", "COLAMD Permutation");
for (i = 1; i <= n; ++i)

printf("%6" NAG_IFMT "%s", iprm[i - 1], i % 10 == 0
|| i == n ? "\n" : " ");

/* Calculate user permutation */
ispec = Nag_Sparse_User;
iprm[0] = 4;
iprm[1] = 3;
iprm[2] = 2;
iprm[3] = 1;
iprm[4] = 0;
/* nag_superlu_column_permutation (f11mdc), see above. */
nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Output results */
printf("\n");
printf("%s", "User Permutation");
printf("\n");
for (i = 1; i <= n; ++i)

printf("%6" NAG_IFMT "%s", iprm[i - 1], i % 10 == 0
|| i == n ? "\n" : " ");

/* Calculate natural permutation */
ispec = Nag_Sparse_Identity;
/* nag_superlu_column_permutation (f11mdc), see above. */
nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Output results */
printf("\n");
printf("%s\n", "Natural Permutation");
for (i = 1; i <= n; ++i)

printf("%6" NAG_IFMT "%s", iprm[i - 1], i % 10 == 0
|| i == n ? "\n" : " ");

printf("\n");

END:
NAG_FREE(icolzp);
NAG_FREE(iprm);
NAG_FREE(irowix);

return exit_status;
}
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10.2 Program Data

nag_superlu_column_permutation (f11mdc) Example Program Data
5 n

1
3
5
7
9
12 icolzp(i) i=0..n
1
3
1
5
2
3
2
4
3
4
5 irowix(i) i=0..nnz-1

10.3 Program Results

nag_superlu_column_permutation (f11mdc) Example Program Results

COLAMD Permutation
1 0 4 3 2

User Permutation
4 3 2 1 0

Natural Permutation
0 1 2 3 4
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NAG Library Function Document

nag_superlu_lu_factorize (f11mec)

1 Purpose

nag_superlu_lu_factorize (f11mec) computes the LU factorization of a real sparse matrix in compressed
column (Harwell–Boeing), column-permuted format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_lu_factorize (Integer n, const Integer irowix[],
const double a[], Integer iprm[], double thresh, Integer nzlmx,
Integer *nzlumx, Integer nzumx, Integer il[], double lval[],
Integer iu[], double uval[], Integer *nnzl, Integer *nnzu, double *flop,
NagError *fail)

3 Description

Given a real sparse matrix A, nag_superlu_lu_factorize (f11mec) computes an LU factorization of A
with partial pivoting, PrAPc ¼ LU , where Pr is a row permutation matrix (computed by
nag_superlu_lu_factorize (f11mec)), Pc is a (supplied) column permutation matrix, L is unit lower
triangular and U is upper triangular. The column permutation matrix, Pc, must be computed by a prior
call to nag_superlu_column_permutation (f11mdc). The matrix A must be presented in the column
permuted, compressed column (Harwell–Boeing) format.

The LU factorization is output in the form of four one-dimensional arrays: integer arrays il and iu and
real-valued arrays lval and uval. These describe the sparsity pattern and numerical values in the L and
U matrices. The minimum required dimensions of these arrays cannot be given as a simple function of
the size arguments (order and number of nonzero values) of the matrix A. This is due to unpredictable
fill-in created by partial pivoting. nag_superlu_lu_factorize (f11mec) will, on return, indicate which
dimensions of these arrays were not adequate for the computation or (in the case of one of them) give a
firm bound. You should then allocate more storage and try again.

4 References

Demmel J W, Eisenstat S C, Gilbert J R, Li X S and Li J W H (1999) A supernodal approach to sparse
partial pivoting SIAM J. Matrix Anal. Appl. 20 720–755

Demmel J W, Gilbert J R and Li X S (1999) An asynchronous parallel supernodal algorithm for sparse
gaussian elimination SIAM J. Matrix Anal. Appl. 20 915–952

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: irowix½dim� – const Integer Input

Note: the dimension, dim, of the array irowix must be at least nnz, the number of nonzeros of
the sparse matrix A.

On entry: the row index array of sparse matrix A.
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3: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least nnz, the number of nonzeros of the
sparse matrix A.

On entry: the array of nonzero values in the sparse matrix A.

4: iprm½7� n� – Integer Input/Output

On entry: contains the column permutation which defines the permutation Pc and associated data
structures as computed by function nag_superlu_column_permutation (f11mdc).

On exit: part of the array is modified to record the row permutation Pr determined by pivoting.

5: thresh – double Input

On entry: the diagonal pivoting threshold, t. At step j of the Gaussian elimination, if

Ajj

		 		 	 t max
i	j

Aij

		 		� �
, use Ajj as a pivot, otherwise use max

i	j
Aij

		 		. A value of t ¼ 1 corresponds

to partial pivoting, a value of t ¼ 0 corresponds to always choosing the pivot on the diagonal
(unless it is zero).

Suggested value: thresh ¼ 1:0. Smaller values may result in a faster factorization, but the
benefits are likely to be small in most cases. It might be possible to use thresh ¼ 0:0 if you are
confident about the stability of the factorization, for example, if A is diagonally dominant.

Constraint: 0:0 � thresh � 1:0.

6: nzlmx – Integer Input

On entry: indicates the available size of array il. The dimension of il should be at least
7� nþ nzlmxþ 4. A good range for nzlmx that works for many problems is nnz to 8� nnz,
where nnz is the number of nonzeros in the sparse matrix A. If, on exit, fail:code ¼
NE_NZLMX_TOO_SMALL, the given nzlmx was too small and you should attempt to provide
more storage and call the function again.

Constraint: nzlmx 	 1.

7: nzlumx – Integer * Input/Output

On entry: indicates the available size of array lval. The dimension of lval should be at least
nzlumx.

Constraint: nzlumx 	 1.

On exit: if fail:code ¼ NE_NZLUMX_TOO_SMALL, the given nzlumx was too small and is
reset to a value that will be sufficient. You should then provide the indicated storage and call the
function again.

8: nzumx – Integer Input

On entry: indicates the available sizes of arrays iu and uval. The dimension of iu should be at
least 2� nþ nzumxþ 1 and the dimension of uval should be at least nzumx. A good range for
nzumx that works for many problems is nnz to 8� nnz, where nnz is the number of nonzeros in
the sparse matrix A. If, on exit, fail:code ¼ NE_NZUMX_TOO_SMALL, the given nzumx was
too small and you should attempt to provide more storage and call the function again.

Constraint: nzumx 	 1.

9: il½7� nþ nzlmxþ 4� – Integer Output

On exit: encapsulates the sparsity pattern of matrix L.

10: lval½nzlumx� – double Output

On exit: records the nonzero values of matrix L and some of the nonzero values of matrix U .
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11: iu½2� nþ nzumxþ 1� – Integer Output

On exit: encapsulates the sparsity pattern of matrix U .

12: uval½nzumx� – double Output

On exit: records some of the nonzero values of matrix U .

13: nnzl – Integer * Output

On exit: the number of nonzero values in the matrix L.

14: nnzu – Integer * Output

On exit: the number of nonzero values in the matrix U .

15: flop – double * Output

On exit: the number of floating-point operations performed.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nzlmx ¼ valueh i.
Constraint: nzlmx 	 1.

On entry, nzlumx ¼ valueh i.
Constraint: nzlumx 	 1.

On entry, nzumx ¼ valueh i.
Constraint: nzumx 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NZLMX_TOO_SMALL

Insufficient nzlmx.

NE_NZLUMX_TOO_SMALL

Insufficient nzlumx.

NE_NZUMX_TOO_SMALL

Insufficient nzumx.

NE_REAL

On entry, thresh ¼ valueh i.
Constraint: 0:0 � thresh � 1:0.

NE_SINGULAR_MATRIX

The matrix is singular – no factorization possible.

7 Accuracy

The computed factors L and U are the exact factors of a perturbed matrix Aþ E, where
Ej j � c nð Þ� Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision, when partial pivoting is used. If
no partial pivoting is used, the factorization accuracy can be considerably worse. A call to
nag_superlu_diagnostic_lu (f11mmc) after nag_superlu_lu_factorize (f11mec) can help determine the
quality of the factorization.

8 Parallelism and Performance

nag_superlu_lu_factorize (f11mec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_superlu_lu_factorize (f11mec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The total number of floating-point operations depends on the sparsity pattern of the matrix A.

A call to nag_superlu_lu_factorize (f11mec) may be followed by calls to the functions:

nag_superlu_solve_lu (f11mfc) to solve AX ¼ B or ATX ¼ B;
nag_superlu_condition_number_lu (f11mgc) to estimate the condition number of A;

nag_superlu_diagnostic_lu (f11mmc) to estimate the reciprocal pivot growth of the LU
factorization.
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10 Example

This example computes the LU factorization of the matrix A, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA:

10.1 Program Text

/* nag_superlu_lu_factorize (f11mec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf11.h>

/* Table of constant values */

int main(void)
{

double flop, thresh;
Integer exit_status = 0, i, n, nnz, nnzl, nnzu, nzlmx, nzlumx, nzumx;
double *a = 0, *lval = 0, *uval = 0;
Integer *icolzp = 0, *il = 0, *iprm = 0, *irowix = 0;
Integer *iu = 0;
/* Nag types */
NagError fail;
Nag_ColumnPermutationType ispec;
Nag_OrderType order = Nag_ColMajor;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;

INIT_FAIL(fail);

/* nag_superlu_lu_factorize (f11mec).
* LU factorization of real sparse matrix
*/

printf("nag_superlu_lu_factorize (f11mec) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read order of matrix */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Read the matrix A */
/* Allocate memory */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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#ifdef _WIN32
for (i = 1; i <= n + 1; ++i)

scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);
#else

for (i = 1; i <= n + 1; ++i)
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(a = NAG_ALLOC(nnz, double)) ||
!(il = NAG_ALLOC(7 * n + 8 * nnz + 4, Integer)) ||
!(iu = NAG_ALLOC(2 * n + 8 * nnz + 1, Integer)) ||
!(uval = NAG_ALLOC(8 * nnz, double)) ||
!(lval = NAG_ALLOC(8 * nnz, double)) ||
!(iprm = NAG_ALLOC(7 * n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#endif
/* Calculate COLAMD permutation */
ispec = Nag_Sparse_Colamd;
/* nag_superlu_column_permutation (f11mdc).
* Real sparse nonsymmetric linear systems, setup for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Factorise */
thresh = 1.;
nzlmx = 8 * nnz;
nzlumx = 8 * nnz;
nzumx = 8 * nnz;
/* nag_superlu_lu_factorize (f11mec), see above. */
nag_superlu_lu_factorize(n, irowix, a, iprm, thresh, nzlmx, &nzlumx, nzumx,

il, lval, iu, uval, &nnzl, &nnzu, &flop, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_lu_factorize (f11mec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output results */
printf("\n");
printf("Number of nonzeros in factors (excluding unit diagonal)\n");
printf("%8" NAG_IFMT "\n\n", nnzl + nnzu - n);
/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, diag, 1, 10, lval, 1, "%6.2f",

"Factor elements in LVAL", Nag_NoLabels, NULL,
Nag_NoLabels, NULL, 80, 1, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;
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}

printf("\n");
/* nag_gen_real_mat_print_comp (x04cbc), see above. */
fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, diag, 1, 4, uval, 1, "%6.2f",

"Factor elements in LVAL", Nag_NoLabels, NULL,
Nag_NoLabels, NULL, 80, 1, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(lval);
NAG_FREE(uval);
NAG_FREE(icolzp);
NAG_FREE(il);
NAG_FREE(iprm);
NAG_FREE(irowix);
NAG_FREE(iu);

return exit_status;
}

10.2 Program Data

nag_superlu_lu_factorize (f11mec) Example Program Data
5 n

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i), irowix(i) i=0..nnz-1

10.3 Program Results

nag_superlu_lu_factorize (f11mec) Example Program Results

Number of nonzeros in factors (excluding unit diagonal)
14

Factor elements in LVAL
-2.00 -0.50 4.00 0.50 2.00 0.50 -1.00 0.50 1.00 -1.00

Factor elements in LVAL
1.00 3.00 1.00 1.00
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NAG Library Function Document

nag_superlu_solve_lu (f11mfc)

1 Purpose

nag_superlu_solve_lu (f11mfc) solves a real sparse system of linear equations with multiple right-hand
sides given an LU factorization of the sparse matrix computed by nag_superlu_lu_factorize (f11mec).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_solve_lu (Nag_OrderType order, Nag_TransType trans,
Integer n, const Integer iprm[], const Integer il[],
const double lval[], const Integer iu[], const double uval[],
Integer nrhs, double b[], Integer pdb, NagError *fail)

3 Description

nag_superlu_solve_lu (f11mfc) solves a real system of linear equations with multiple right-hand sides
AX ¼ B or ATX ¼ B, according to the value of the argument trans, where the matrix factorization
PrAPc ¼ LU corresponds to an LU decomposition of a sparse matrix stored in compressed column
(Harwell–Boeing) format, as computed by nag_superlu_lu_factorize (f11mec).

In the above decomposition L is a lower triangular sparse matrix with unit diagonal elements and U is
an upper triangular sparse matrix; Pr and Pc are permutation matrices.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies whether AX ¼ B or ATX ¼ B is solved.

trans ¼ Nag NoTrans
AX ¼ B is solved.

trans ¼ Nag Trans
ATX ¼ B is solved.

Constraint: trans ¼ Nag NoTrans or Nag Trans.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: iprm½7� n� – const Integer Input

On entry: the column permutation which defines Pc, the row permutation which defines Pr, plus
associated data structures as computed by nag_superlu_lu_factorize (f11mec).

5: il½dim� – const Integer Input

Note: the dimension, dim, of the array il must be at least as large as the dimension of the array of
the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix L as computed by nag_superlu_lu_factorize
(f11mec).

6: lval½dim� – const double Input

Note: the dimension, dim, of the array lval must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the nonzero values of matrix L and some nonzero values of matrix U as
computed by nag_superlu_lu_factorize (f11mec).

7: iu½dim� – const Integer Input

Note: the dimension, dim, of the array iu must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

8: uval½dim� – const double Input

Note: the dimension, dim, of the array uval must be at least as large as the dimension of the
array of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records some nonzero values of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

9: nrhs – Integer Input

On entry: nrhs, the number of right-hand sides in B.

Constraint: nrhs 	 0.

10: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by nrhs right-hand side matrix B.

On exit: the n by nrhs solution matrix X.
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11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_PERM_COL

Incorrect column permutations in array iprm.

NE_INVALID_PERM_ROW

Incorrect row permutations in array iprm.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

For each right-hand side vector b, the computed solution x is the exact solution of a perturbed system of
equations Aþ Eð Þx ¼ b, where

Ej j � c nð Þ� Lj j Uj j;

c nð Þ is a modest linear function of n, and � is the machine precision, when partial pivoting is used.

If x̂ is the true solution, then the computed solution x satisfies a forward error bound of the form

x� x̂k k1
xk k1

� c nð Þ cond A; xð Þ�

where cond A; xð Þ ¼ A�1
		 		 Aj j xj j�� ��

1= xk k1 � cond Að Þ ¼ A�1
		 		 Aj j�� ��

1 � �1 Að Þ. Note that cond A; xð Þ
can be much smaller than cond Að Þ, and cond ATð Þ can be much larger (or smaller) than cond Að Þ.
Forward and backward error bounds can be computed by calling nag_superlu_refine_lu (f11mhc), and
an estimate for �1 Að Þ can be obtained by calling nag_superlu_condition_number_lu (f11mgc).

8 Parallelism and Performance

nag_superlu_solve_lu (f11mfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_superlu_solve_lu (f11mfc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_superlu_solve_lu (f11mfc) may be followed by a call to nag_superlu_refine_lu (f11mhc) to refine
the solution and return an error estimate.

10 Example

This example solves the system of equations AX ¼ B, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA and B ¼

1:56 3:12
�0:25 �0:50
3:60 7:20
1:33 2:66
0:52 1:04

0BBB@
1CCCA:

Here A is nonsymmetric and must first be factorized by nag_superlu_lu_factorize (f11mec).

10.1 Program Text

/* nag_superlu_solve_lu (f11mfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
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#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

double flop, thresh;
Integer exit_status = 0, i, j;
Integer n, nnz, nnzl, nnzu, nrhs, nzlmx, nzlumx, nzumx;
double *a = 0, *lval = 0, *uval = 0, *x = 0;
Integer *icolzp = 0, *il = 0, *iprm = 0, *irowix = 0;
Integer *iu = 0;
/* Nag types */
Nag_OrderType order = Nag_ColMajor;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_ColumnPermutationType ispec;
Nag_TransType trans;
NagError fail;

INIT_FAIL(fail);

printf("nag_superlu_solve_lu (f11mfc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read order of matrix and number of right hand sides */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);

#endif
/* Read the matrix A */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n + 1; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
}
nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(a = NAG_ALLOC(nnz, double)) ||
!(il = NAG_ALLOC(7 * n + 8 * nnz + 4, Integer)) ||
!(iu = NAG_ALLOC(2 * n + 8 * nnz + 1, Integer)) ||
!(uval = NAG_ALLOC(8 * nnz, double)) ||
!(lval = NAG_ALLOC(8 * nnz, double)) ||
!(iprm = NAG_ALLOC(7 * n, Integer)) ||
!(x = NAG_ALLOC(n * nrhs, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#endif
/* Read the right hand sides */
for (j = 1; j <= nrhs; ++j) {
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for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[j * n + i - n - 1]);
#else

scanf("%lf", &x[j * n + i - n - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Calculate COLAMD permutation */
ispec = Nag_Sparse_Colamd;
/* nag_superlu_column_permutation (f11mdc).
* Real sparse nonsymmetric linear systems, setup for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Factorise */
thresh = 1.;
nzlmx = 8 * nnz;
nzlumx = 8 * nnz;
nzumx = 8 * nnz;
/* nag_superlu_lu_factorize (f11mec).
* LU factorization of real sparse matrix
*/

nag_superlu_lu_factorize(n, irowix, a, iprm, thresh, nzlmx, &nzlumx, nzumx,
il, lval, iu, uval, &nnzl, &nnzu, &flop, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_lu_factorize (f11mec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Solve */
trans = Nag_NoTrans;
/* nag_superlu_solve_lu (f11mfc).
* Solution of real sparse simultaneous linear equations
* (coefficient matrix already factorized)
*/

nag_superlu_solve_lu(order, trans, n, iprm, il, lval, iu, uval, nrhs, x,
n, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_solve_lu (f11mfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Output results */
printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, nrhs,

x, n, "Solutions", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
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NAG_FREE(lval);
NAG_FREE(uval);
NAG_FREE(x);
NAG_FREE(icolzp);
NAG_FREE(il);
NAG_FREE(iprm);
NAG_FREE(irowix);
NAG_FREE(iu);

return exit_status;
}

10.2 Program Data

nag_superlu_solve_lu (f11mfc) Example Program Data
5 2 n, nrhs

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i), irowix(i) i=0..nnz-1

1.56 -.25 3.6 1.33 .52
3.12 -.50 7.2 2.66 1.04 matrix x

10.3 Program Results

nag_superlu_solve_lu (f11mfc) Example Program Results

Solutions
1 2

1 0.7000 1.4000
2 0.1600 0.3200
3 0.5200 1.0400
4 0.7700 1.5400
5 0.2800 0.5600
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NAG Library Function Document

nag_superlu_condition_number_lu (f11mgc)

1 Purpose

nag_superlu_condition_number_lu (f11mgc) computes an estimate of the reciprocal of the condition
number of a sparse matrix given an LU factorization of the matrix computed by nag_superlu_lu_factor
ize (f11mec).

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_condition_number_lu (Nag_NormType norm, Integer n,
const Integer il[], const double lval[], const Integer iu[],
const double uval[], double anorm, double *rcond, NagError *fail)

3 Description

nag_superlu_condition_number_lu (f11mgc) estimates the condition number of a real sparse matrix A,
in either the 1-norm or the 1-norm:

�1 Að Þ ¼ Ak k1 A�1
�� ��

1
or �1 Að Þ ¼ Ak k1 A�1

�� ��
1:

Note that �1 Að Þ ¼ �1 ATð Þ.
Because the condition number is infinite if A is singular, the function actually returns an estimate of the
reciprocal of the condition number.

The function should be preceded by a call to nag_superlu_matrix_norm (f11mlc) to compute Ak k1 or
Ak k1, and a call to nag_superlu_lu_factorize (f11mec) to compute the LU factorization of A. The
function then estimates A�1

�� ��
1
or A�1
�� ��

1 and computes the reciprocal of the condition number.

4 References

None.

5 Arguments

1: norm – Nag_NormType Input

On entry: indicates whether �1 Að Þ or �1 Að Þ is to be estimated.

norm ¼ Nag RealOneNorm
�1 Að Þ is estimated.

norm ¼ Nag RealInfNorm
�1 Að Þ is estimated.

Constraint: norm ¼ Nag RealOneNorm or Nag RealInfNorm.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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3: il½dim� – const Integer Input

Note: the dimension, dim, of the array il must be at least as large as the dimension of the array of
the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix L as computed by nag_superlu_lu_factorize
(f11mec).

4: lval½dim� – const double Input

Note: the dimension, dim, of the array lval must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the nonzero values of matrix L and some nonzero values of matrix U as
computed by nag_superlu_lu_factorize (f11mec).

5: iu½dim� – const Integer Input

Note: the dimension, dim, of the array iu must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

6: uval½dim� – const double Input

Note: the dimension, dim, of the array uval must be at least as large as the dimension of the
array of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records some nonzero values of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

7: anorm – double Input

On entry: if norm ¼ Nag RealOneNorm, the 1-norm of the matrix A.

If norm ¼ Nag RealInfNorm, the 1-norm of the matrix A.

anorm may be computed by calling nag_superlu_matrix_norm (f11mlc) with the same value for
the argument norm.

Constraint: anorm 	 0:0.

8: rcond – double * Output

On exit: an estimate of the reciprocal of the condition number of A. rcond is set to zero if exact
singularity is detected or the estimate underflows. If rcond is less than machine precision, A is
singular to working precision.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, anorm ¼ valueh i.
Constraint: anorm 	 0:0.

7 Accuracy

The computed estimate rcond is never less than the true value �, and in practice is nearly always less
than 10�, although examples can be constructed where rcond is much larger.

8 Parallelism and Performance

nag_superlu_condition_number_lu (f11mgc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

A call to nag_superlu_condition_number_lu (f11mgc) involves solving a number of systems of linear
equations of the form Ax ¼ b or ATx ¼ b.

10 Example

This example estimates the condition number in the 1-norm of the matrix A, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA:

Here A is nonsymmetric and must first be factorized by nag_superlu_lu_factorize (f11mec). The true
condition number in the 1-norm is 20:25.
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10.1 Program Text

/* nag_superlu_condition_number_lu (f11mgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

double anorm, d, flop, rcond, thresh;
Integer exit_status = 0, i, n, nnz, nnzl, nnzu, nzlmx, nzlumx, nzumx;
double *a = 0, *lval = 0, *uval = 0;
Integer *icolzp = 0, *il = 0, *iprm = 0, *irowix = 0;
Integer *iu = 0;
/* Nag types */
NagError fail;
Nag_ColumnPermutationType ispec;
Nag_NormType norm;

INIT_FAIL(fail);

printf("nag_superlu_condition_number_lu (f11mgc) Example Program "
"Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read order of matrix */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the matrix A */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(a = NAG_ALLOC(nnz, double)) ||
!(il = NAG_ALLOC(7 * n + 8 * nnz + 4, Integer)) ||
!(iu = NAG_ALLOC(2 * n + 8 * nnz + 1, Integer)) ||
!(uval = NAG_ALLOC(8 * nnz, double)) ||
!(lval = NAG_ALLOC(8 * nnz, double)) ||
!(iprm = NAG_ALLOC(7 * n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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for (i = 1; i <= nnz; ++i)
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);
#else

scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);
#endif

/* Calculate COLAMD permutation */
ispec = Nag_Sparse_Colamd;
/* nag_superlu_column_permutation (f11mdc).
* Real sparse nonsymmetric linear systems, setup for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Factorise */
thresh = 1.;
nzlmx = 8 * nnz;
nzlumx = 8 * nnz;
nzumx = 8 * nnz;
/* nag_superlu_lu_factorize (f11mec).
* LU factorization of real sparse matrix
*/

nag_superlu_lu_factorize(n, irowix, a, iprm, thresh, nzlmx, &nzlumx, nzumx,
il, lval, iu, uval, &nnzl, &nnzu, &flop, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_lu_factorize (f11mec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Calculate norm */
norm = Nag_RealOneNorm;
/* nag_superlu_matrix_norm (f11mlc).
* 1-norm, infinity-norm, largest absolute element, real
* general matrix
*/

nag_superlu_matrix_norm(norm, &anorm, n, icolzp, irowix, a, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_norm (f11mlc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate condition number */
/* nag_superlu_condition_number_lu (f11mgc).
* Estimate condition number of real matrix, matrix already
* factorized by nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_condition_number_lu(norm, n, il, lval, iu, uval, anorm, &rcond,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_condition_number_lu (f11mgc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Output result */
d = 1 / rcond;
printf("\n Norm, Condition number\n %7.3f,%7.3f\n\n", anorm, d);

END:
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NAG_FREE(a);
NAG_FREE(lval);
NAG_FREE(uval);
NAG_FREE(icolzp);
NAG_FREE(il);
NAG_FREE(iprm);
NAG_FREE(irowix);
NAG_FREE(iu);

return exit_status;
}

10.2 Program Data

nag_superlu_condition_number_lu (f11mgc) Example Program Data
5 n

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i), irowix(i) i=0..nnz-1

10.3 Program Results

nag_superlu_condition_number_lu (f11mgc) Example Program Results

Norm, Condition number
6.000, 20.250
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NAG Library Function Document

nag_superlu_refine_lu (f11mhc)

1 Purpose

nag_superlu_refine_lu (f11mhc) returns error bounds for the solution of a real sparse system of linear
equations with multiple right-hand sides, AX ¼ B or ATX ¼ B. It improves the solution by iterative
refinement in standard precision, in order to reduce the backward error as much as possible.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_refine_lu (Nag_OrderType order, Nag_TransType trans,
Integer n, const Integer icolzp[], const Integer irowix[],
const double a[], const Integer iprm[], const Integer il[],
const double lval[], const Integer iu[], const double uval[],
Integer nrhs, const double b[], Integer pdb, double x[], Integer pdx,
double ferr[], double berr[], NagError *fail)

3 Description

nag_superlu_refine_lu (f11mhc) returns the backward errors and estimated bounds on the forward errors
for the solution of a real system of linear equations with multiple right-hand sides AX ¼ B or
ATX ¼ B. The function handles each right-hand side vector (stored as a column of the matrix B)
independently, so we describe the function of nag_superlu_refine_lu (f11mhc) in terms of a single right-
hand side b and solution x.

Given a computed solution x, the function computes the component-wise backward error �. This is the
size of the smallest relative perturbation in each element of A and b such that if x is the exact solution
of a perturbed system:

Aþ �Að Þx ¼ bþ �b
then �aij

		 		 � � aij		 		 and �bij j � � bij j:
Then the function estimates a bound for the component-wise forward error in the computed solution,
defined by:

max i xi � x̂ij j=max i xij j

where x̂ is the true solution.

The function uses the LU factorization PrAPc ¼ LU computed by nag_superlu_lu_factorize (f11mec)
and the solution computed by nag_superlu_solve_lu (f11mfc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies whether AX ¼ B or ATX ¼ B is solved.

trans ¼ Nag NoTrans
AX ¼ B is solved.

trans ¼ Nag Trans
ATX ¼ B is solved.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: icolzp½dim� – const Integer Input

Note: the dimension, dim, of the array icolzp must be at least nþ 1.

On entry: icolzp½i� 1� contains the index in A of the start of a new column. See Section 2.1.3 in
the f11 Chapter Introduction.

5: irowix½dim� – const Integer Input

Note: the dimension, dim, of the array irowix must be at least icolzp½n� � 1, the number of
nonzeros of the sparse matrix A.

On entry: the row index array of sparse matrix A.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least icolzp½n� � 1, the number of nonzeros
of the sparse matrix A.

On entry: the array of nonzero values in the sparse matrix A.

7: iprm½7� n� – const Integer Input

On entry: the column permutation which defines Pc, the row permutation which defines Pr, plus
associated data structures as computed by nag_superlu_lu_factorize (f11mec).

8: il½dim� – const Integer Input

Note: the dimension, dim, of the array il must be at least as large as the dimension of the array of
the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix L as computed by nag_superlu_lu_factorize
(f11mec).

9: lval½dim� – const double Input

Note: the dimension, dim, of the array lval must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the nonzero values of matrix L and some nonzero values of matrix U as
computed by nag_superlu_lu_factorize (f11mec).
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10: iu½dim� – const Integer Input

Note: the dimension, dim, of the array iu must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

11: uval½dim� – const double Input

Note: the dimension, dim, of the array uval must be at least as large as the dimension of the
array of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records some nonzero values of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

12: nrhs – Integer Input

On entry: nrhs, the number of right-hand sides in B.

Constraint: nrhs 	 0.

13: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by nrhs right-hand side matrix B.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nrhsð Þ.

15: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nrhsð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by nrhs solution matrix X, as returned by nag_superlu_solve_lu (f11mfc).

On exit: the n by nrhs improved solution matrix X.

16: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.
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Constraints:

if order ¼ Nag ColMajor, pdx 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdx 	 max 1; nrhsð Þ.

17: ferr½nrhs� – double Output

On exit: ferr½j � 1� contains an estimated error bound for the jth solution vector, that is, the jth
column of X, for j ¼ 1; 2; . . . ;nrhs.

18: berr½nrhs� – double Output

On exit: berr½j � 1� contains the component-wise backward error bound � for the jth solution
vector, that is, the jth column of X, for j ¼ 1; 2; . . . ; nrhs.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nrhs ¼ valueh i.
Constraint: nrhs 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdb ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdb 	 max 1; nrhsð Þ.
On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 max 1;nð Þ.
On entry, pdx ¼ valueh i and nrhs ¼ valueh i.
Constraint: pdx 	 max 1;nrhsð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_PERM_COL

Incorrect column permutations in array iprm.

NE_INVALID_PERM_ROW

Incorrect row permutations in array iprm.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The bounds returned in ferr are not rigorous, because they are estimated, not computed exactly; but in
practice they almost always overestimate the actual error.

8 Parallelism and Performance

nag_superlu_refine_lu (f11mhc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_superlu_refine_lu (f11mhc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

At most five steps of iterative refinement are performed, but usually only one or two steps are required.

Estimating the forward error involves solving a number of systems of linear equations of the form
Ax ¼ b or ATx ¼ b;

10 Example

This example solves the system of equations AX ¼ B using iterative refinement and to compute the
forward and backward error bounds, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA and B ¼

1:56 3:12
�0:25 �0:50
3:60 7:20
1:33 2:66
0:52 1:04

0BBB@
1CCCA:

Here A is nonsymmetric and must first be factorized by nag_superlu_lu_factorize (f11mec).

10.1 Program Text

/* nag_superlu_refine_lu (f11mhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf11.h>

/* Table of constant values */

static Integer c__1 = 1;
static Integer c__80 = 80;
static Integer c__0 = 0;

int main(void)
{

double flop, thresh;
Integer exit_status = 0, i, j;
Integer n, nnz, nnzl, nnzu, nrhs, nzlmx, nzlumx, nzumx;
double *a = 0, *b = 0, *berr = 0, *ferr = 0, *lval = 0;
double *uval = 0, *x = 0;
Integer *icolzp = 0, *il = 0, *iprm = 0, *irowix = 0;
Integer *iu = 0;
/* Nag types */
Nag_OrderType order = Nag_ColMajor;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_ColumnPermutationType ispec;
Nag_TransType trans;
NagError fail;

INIT_FAIL(fail);

printf("nag_superlu_refine_lu (f11mhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read order of matrix and number of right hand sides */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nrhs);
#endif

/* Read the matrix A */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(a = NAG_ALLOC(nnz, double)) ||
!(il = NAG_ALLOC(7 * n + 8 * nnz + 4, Integer)) ||
!(iu = NAG_ALLOC(2 * n + 8 * nnz + 1, Integer)) ||
!(uval = NAG_ALLOC(8 * nnz, double)) ||
!(lval = NAG_ALLOC(8 * nnz, double)) ||
!(b = NAG_ALLOC(n * nrhs, double)) ||
!(x = NAG_ALLOC(n * nrhs, double)) ||
!(berr = NAG_ALLOC(nrhs, double)) ||
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!(ferr = NAG_ALLOC(nrhs, double)) ||
!(iprm = NAG_ALLOC(7 * n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i], &irowix[i]);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i], &irowix[i]);

#endif
/* Read the right hand sides */
for (j = 0; j < nrhs; ++j) {

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &x[j * n + i]);
#else

scanf("%lf", &x[j * n + i]);
#endif

b[j * n + i] = x[j * n + i];
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
/* Calculate COLAMD permutation */
ispec = Nag_Sparse_Colamd;
/* nag_superlu_column_permutation (f11mdc).
* Real sparse nonsymmetric linear systems, setup for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Factorise */
thresh = 1.;
nzlmx = 8 * nnz;
nzlumx = 8 * nnz;
nzumx = 8 * nnz;
/* nag_superlu_lu_factorize (f11mec).
* LU factorization of real sparse matrix
*/

nag_superlu_lu_factorize(n, irowix, a, iprm, thresh, nzlmx, &nzlumx, nzumx,
il, lval, iu, uval, &nnzl, &nnzu, &flop, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_lu_factorize (f11mec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Compute solution in array X */
trans = Nag_NoTrans;
/* nag_superlu_solve_lu (f11mfc).
* Solution of real sparse simultaneous linear equations
* (coefficient matrix already factorized)
*/

nag_superlu_solve_lu(order, trans, n, iprm, il, lval, iu, uval, nrhs, x,
n, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_solve_lu (f11mfc).\n%s\n", fail.message);
exit_status = 1;
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goto END;
}

/* Improve solution, and compute backward errors and estimated */
/* bounds on the forward errors */
/* nag_superlu_refine_lu (f11mhc).
* Refined solution with error bounds of real system of
* linear equations, multiple right-hand sides
*/

nag_superlu_refine_lu(order, trans, n, icolzp, irowix, a, iprm, il, lval,
iu, uval, nrhs, b, n, x, n, ferr, berr, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_refine_lu (f11mhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print solution */
printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, nrhs,

x, n, "Solutions", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, diag, nrhs, c__1, ferr, nrhs,

"%8.2g", "Estimated Forward Error",
Nag_NoLabels, NULL, Nag_NoLabels, NULL, c__80,
c__0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print_comp (x04cbc), see above. */
fflush(stdout);
nag_gen_real_mat_print_comp(order, matrix, diag, nrhs, c__1, berr, nrhs,

"%8.2g", "Backward Error", Nag_NoLabels, NULL,
Nag_NoLabels, NULL, c__80, c__0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(berr);
NAG_FREE(ferr);
NAG_FREE(lval);
NAG_FREE(uval);
NAG_FREE(x);
NAG_FREE(icolzp);
NAG_FREE(il);
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NAG_FREE(iprm);
NAG_FREE(irowix);
NAG_FREE(iu);
return exit_status;

}

10.2 Program Data

nag_superlu_refine_lu (f11mhc) Example Program Data
5 2 n, nrhs

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i) irowix(i) i=0..nnz-1

1.56 -.25 3.6 1.33 .52
3.12 -.50 7.2 2.66 1.04 matrix x

10.3 Program Results

nag_superlu_refine_lu (f11mhc) Example Program Results

Solutions
1 2

1 0.7000 1.4000
2 0.1600 0.3200
3 0.5200 1.0400
4 0.7700 1.5400
5 0.2800 0.5600
Estimated Forward Error

5e-15
5e-15

Backward Error
3.6e-17
3.6e-17
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NAG Library Function Document

nag_superlu_matrix_product (f11mkc)

1 Purpose

nag_superlu_matrix_product (f11mkc) computes a matrix-matrix or transposed matrix-matrix product
involving a real, square, sparse nonsymmetric matrix stored in compressed column (Harwell–Boeing)
format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_matrix_product (Nag_OrderType order, Nag_TransType trans,
Integer n, Integer m, double alpha, const Integer icolzp[],
const Integer irowix[], const double a[], const double b[], Integer pdb,
double beta, double c[], Integer pdc, NagError *fail)

3 Description

nag_superlu_matrix_product (f11mkc) computes either the matrix-matrix product C  �ABþ �C, or
the transposed matrix-matrix product C  �ATBþ �C, according to the value of the argument trans,
where A is a real n by n sparse nonsymmetric matrix, of arbitrary sparsity pattern with nnz nonzero
elements, B and C are n by m real dense matrices. The matrix A is stored in compressed column
(Harwell–Boeing) storage format. The array a stores all nonzero elements of A, while arrays icolzp and
irowix store the compressed column indices and row indices of A respectively.

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies whether or not the matrix A is transposed.

trans ¼ Nag NoTrans
�ABþ �C is computed.

trans ¼ Nag Trans
�ATBþ �C is computed.

Constraint: trans ¼ Nag NoTrans or Nag Trans.
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3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

4: m – Integer Input

On entry: m, the number of columns of matrices B and C.

Constraint: m 	 0.

5: alpha – double Input

On entry: �, the scalar factor in the matrix multiplication.

6: icolzp½dim� – const Integer Input

Note: the dimension, dim, of the array icolzp must be at least nþ 1.

On entry: icolzp½i� 1� contains the index in A of the start of a new column. See Section 2.1.3 in
the f11 Chapter Introduction.

7: irowix½dim� – const Integer Input

Note: the dimension, dim, of the array irowix must be at least icolzp½n� � 1, the number of
nonzeros of the sparse matrix A.

On entry: the row index array of sparse matrix A.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least icolzp½n� � 1, the number of nonzeros
of the sparse matrix A.

On entry: the array of nonzero values in the sparse matrix A.

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdbð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by m matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1; nð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1;mð Þ.

11: beta – double Input

On entry: the scalar factor �.
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12: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by m matrix C.

On exit: C is overwritten by �ABþ �C or �ATBþ �C depending on the value of trans.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;nð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;mð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
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On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_superlu_matrix_product (f11mkc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads in a sparse matrix A and a dense matrix B. It then calls nag_superlu_ma
trix_product (f11mkc) to compute the matrix-matrix product C ¼ AB and the transposed matrix-matrix
product C ¼ ATB, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA and B ¼

0:70 1:40
0:16 0:32
0:52 1:04
0:77 1:54
0:28 0:56

0BBB@
1CCCA:

10.1 Program Text

/* nag_superlu_matrix_product (f11mkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagx04.h>
#include <nag_stdlib.h>
#include <nagf11.h>

/* Table of constant values */
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static double alpha = 1.;
static double beta = 0.;

int main(void)
{

Integer exit_status = 0, i, j, m, n, nnz;
double *a = 0, *b = 0, *c = 0;
Integer *icolzp = 0, *irowix = 0;
/* Nag types */
NagError fail;
Nag_OrderType order = Nag_ColMajor;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_TransType trans;

INIT_FAIL(fail);

printf("nag_superlu_matrix_product (f11mkc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read order of matrix */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#endif
/* Read the matrix A */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i]);

#endif
nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(a = NAG_ALLOC(nnz, double)) ||
!(b = NAG_ALLOC(n * m, double)) || !(c = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i], &irowix[i]);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i], &irowix[i]);

#endif
/* Read the matrix B */
for (j = 0; j < m; ++j) {

for (i = 0; i < n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &b[j * n + i]);
#else

scanf("%lf", &b[j * n + i]);
#endif

c[j * n + i] = 0.0;
}

#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Calculate matrix-matrix product */
trans = Nag_NoTrans;
/* nag_superlu_matrix_product (f11mkc).
* Real sparse nonsymmetric matrix matrix multiply,
* compressed column storage
*/

nag_superlu_matrix_product(order, trans, n, m, alpha, icolzp, irowix, a, b,
n, beta, c, n, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_matrix_product (f11mkc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("\n");
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, m, c, n,

"Matrix-vector product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate transposed matrix-matrix product */
trans = Nag_Trans;
/* nag_superlu_matrix_product (f11mkc), see above. */
nag_superlu_matrix_product(order, trans, n, m, alpha, icolzp, irowix, a, b,

n, beta, c, n, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_product (f11mkc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output results */
printf("\n");
/* nag_gen_real_mat_print (x04cac), see above. */
fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, n, m, c, n,

"Transposed matrix-vector product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(icolzp);
NAG_FREE(irowix);

return exit_status;
}
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10.2 Program Data

nag_superlu_matrix_product (f11mkc) Example Program Data
5 2 n, m

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i) irowix(i) i=0..nnz-1

0.70 0.16 0.52 0.77 0.28
1.40 0.32 1.04 1.54 0.56 matrix B

10.3 Program Results

nag_superlu_matrix_product (f11mkc) Example Program Results

Matrix-vector product
1 2

1 1.5600 3.1200
2 -0.2500 -0.5000
3 3.6000 7.2000
4 1.3300 2.6600
5 0.5200 1.0400

Transposed matrix-vector product
1 2

1 3.4800 6.9600
2 0.1400 0.2800
3 0.6800 1.3600
4 0.6100 1.2200
5 2.9000 5.8000
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NAG Library Function Document

nag_superlu_matrix_norm (f11mlc)

1 Purpose

nag_superlu_matrix_norm (f11mlc) computes the 1-norm, the 1-norm or the maximum absolute value
of the elements of a real, square, sparse matrix which is held in compressed column (Harwell–Boeing)
format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_matrix_norm (Nag_NormType norm, double *anorm, Integer n,
const Integer icolzp[], const Integer irowix[], const double a[],
NagError *fail)

3 Description

nag_superlu_matrix_norm (f11mlc) computes various quantities relating to norms of a real, sparse n by
n matrix A presented in compressed column (Harwell–Boeing) format.

4 References

None.

5 Arguments

1: norm – Nag_NormType Input

On entry: specifies the value to be returned in anorm.

norm ¼ Nag RealOneNorm

The 1-norm Ak k1 of the matrix is computed, that is max
1�j�n

Xn
i¼1

Aij

		 		.
norm ¼ Nag RealInfNorm

The 1-norm Ak k1 of the matrix is computed, that is max
1�i�n

Xn
j¼1

Aij

		 		.
norm ¼ Nag RealMaxNorm

The value max
1�i;j�n

Aij

		 		 (not a norm).

Constraint: norm ¼ Nag RealOneNorm, Nag RealInfNorm or Nag RealMaxNorm.

2: anorm – double * Output

On exit: the computed quantity relating the matrix.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: icolzp½dim� – const Integer Input

Note: the dimension, dim, of the array icolzp must be at least nþ 1.

On entry: icolzp½i� 1� contains the index in A of the start of a new column. See Section 2.1.3 in
the f11 Chapter Introduction.

5: irowix½dim� – const Integer Input

Note: the dimension, dim, of the array irowix must be at least icolzp½n� � 1, the number of
nonzeros of the sparse matrix A.

On entry: the row index array of sparse matrix A.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least icolzp½n� � 1, the number of nonzeros
of the sparse matrix A.

On entry: the array of nonzero values in the sparse matrix A.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_superlu_matrix_norm (f11mlc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example computes norms and maximum absolute value of the matrix A, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA:

10.1 Program Text

/* nag_superlu_matrix_norm (f11mlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

double anorm;
Integer exit_status = 0, i, n, nnz;
double *a = 0;
Integer *icolzp = 0, *irowix = 0;
/* Nag types */
Nag_NormType norm;
NagError fail;

INIT_FAIL(fail);

printf("nag_superlu_matrix_norm (f11mlc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read order of matrix and number of right hand sides */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Read the matrix A */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
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nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, double)) || !(irowix = NAG_ALLOC(nnz, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#endif
/* Calculate 1-norm */
norm = Nag_RealOneNorm;
/* nag_superlu_matrix_norm (f11mlc).
* 1-norm, infinity-norm, largest absolute element, real
* general matrix
*/

nag_superlu_matrix_norm(norm, &anorm, n, icolzp, irowix, a, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_norm (f11mlc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output norm */
printf("%s\n%7.3f\n", "One-norm", anorm);

/* Calculate M-norm */
norm = Nag_RealMaxNorm;
/* nag_superlu_matrix_norm (f11mlc), see above. */
nag_superlu_matrix_norm(norm, &anorm, n, icolzp, irowix, a, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_norm (f11mlc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output norm */
printf("\n");
printf("%s\n%7.3f\n", "Max", anorm);

/* Calculate I-norm */
norm = Nag_RealInfNorm;
/* nag_superlu_matrix_norm (f11mlc), see above. */
nag_superlu_matrix_norm(norm, &anorm, n, icolzp, irowix, a, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_norm (f11mlc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Output norm */
printf("\n");
printf("%s\n%7.3f\n", "Infinity-norm", anorm);

END:
NAG_FREE(a);
NAG_FREE(icolzp);
NAG_FREE(irowix);

return exit_status;
}
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10.2 Program Data

nag_superlu_matrix_norm (f11mlc) Example Program Data
5 n

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i) irowix(i) i=0..nnz-1

10.3 Program Results

nag_superlu_matrix_norm (f11mlc) Example Program Results

One-norm
6.000

Max
4.000

Infinity-norm
6.000
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NAG Library Function Document

nag_superlu_diagnostic_lu (f11mmc)

1 Purpose

nag_superlu_diagnostic_lu (f11mmc) computes the reciprocal pivot growth factor of an LU
factorization of a real sparse matrix in compressed column (Harwell–Boeing) format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_superlu_diagnostic_lu (Integer n, const Integer icolzp[],
const double a[], const Integer iprm[], const Integer il[],
const double lval[], const Integer iu[], const double uval[],
double *rpg, NagError *fail)

3 Description

nag_superlu_diagnost ic_lu (f11mmc) computes the reciprocal pivot growth factor

max j Aj

�� ��
1= Uj
�� ��

1

� �
from the columns Aj and Uj of an LU factorization of the matrix A,

PrAPc ¼ LU where Pr is a row permutation matrix, Pc is a column permutation matrix, L is unit lower
triangular and U is upper triangular as computed by nag_superlu_lu_factorize (f11mec).

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

2: icolzp½dim� – const Integer Input

Note: the dimension, dim, of the array icolzp must be at least nþ 1.

On entry: icolzp½i� 1� contains the index in A of the start of a new column. See Section 2.1.3 in
the f11 Chapter Introduction.

3: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least icolzp½n� � 1, the number of nonzeros
of the sparse matrix A.

On entry: the array of nonzero values in the sparse matrix A.

4: iprm½7� n� – const Integer Input

On entry: the column permutation which defines Pc, the row permutation which defines Pr, plus
associated data structures as computed by nag_superlu_lu_factorize (f11mec).
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5: il½dim� – const Integer Input

Note: the dimension, dim, of the array il must be at least as large as the dimension of the array of
the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix L as computed by nag_superlu_lu_factorize
(f11mec).

6: lval½dim� – const double Input

Note: the dimension, dim, of the array lval must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the nonzero values of matrix L and some nonzero values of matrix U as
computed by nag_superlu_lu_factorize (f11mec).

7: iu½dim� – const Integer Input

Note: the dimension, dim, of the array iu must be at least as large as the dimension of the array
of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records the sparsity pattern of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

8: uval½dim� – const double Input

Note: the dimension, dim, of the array uval must be at least as large as the dimension of the
array of the same name in nag_superlu_lu_factorize (f11mec).

On entry: records some nonzero values of matrix U as computed by nag_superlu_lu_factorize
(f11mec).

9: rpg – double * Output

On exit: the reciprocal pivot growth factor max j Aj

�� ��
1= Uj
�� ��

1

� �
. If the reciprocal pivot growth

factor is much less than 1, the stability of the LU factorization may be poor.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_PERM_COL

Incorrect column permutations in array iprm.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_superlu_diagnostic_lu (f11mmc) is not threaded in any implementation.

9 Further Comments

If the reciprocal pivot growth factor, rpg, is much less than 1, then the factorization of the matrix A
could be poor. This means that using the factorization to obtain solutions to a linear system, forward
error bounds and estimates of the condition number could be unreliable. Consider increasing the thresh
argument in the call to nag_superlu_lu_factorize (f11mec).

10 Example

To compute the reciprocal pivot growth for the factorization of the matrix A, where

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA:

In this case, it should be equal to 1:0.

10.1 Program Text

/* nag_superlu_diagnostic_lu (f11mmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

double flop, rpg, thresh;
Integer exit_status = 0, i, n, nnz, nnzl, nnzu, nzlmx, nzlumx, nzumx;
double *a = 0, *lval = 0, *uval = 0;
Integer *icolzp = 0, *il = 0, *iprm = 0, *irowix = 0;
Integer *iu = 0;
/* Nag types */
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Nag_ColumnPermutationType ispec;
NagError fail;

INIT_FAIL(fail);

printf("nag_superlu_diagnostic_lu (f11mmc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read order of matrix */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Read the matrix A */
if (!(icolzp = NAG_ALLOC(n + 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n + 1; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &icolzp[i - 1]);

#endif
nnz = icolzp[n] - 1;
/* Allocate memory */
if (!(irowix = NAG_ALLOC(nnz, Integer)) ||

!(a = NAG_ALLOC(nnz, double)) ||
!(il = NAG_ALLOC(7 * n + 8 * nnz + 4, Integer)) ||
!(iu = NAG_ALLOC(2 * n + 8 * nnz + 1, Integer)) ||
!(uval = NAG_ALLOC(8 * nnz, double)) ||
!(lval = NAG_ALLOC(8 * nnz, double)) ||
!(iprm = NAG_ALLOC(7 * n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &a[i - 1], &irowix[i - 1]);

#endif
/* Calculate COLAMD permutation */
ispec = Nag_Sparse_Colamd;
/* nag_superlu_column_permutation (f11mdc).
* Real sparse nonsymmetric linear systems, setup for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_column_permutation(ispec, n, icolzp, irowix, iprm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_column_permutation (f11mdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Factorise */
thresh = 1.;
nzlmx = 8 * nnz;
nzlumx = 8 * nnz;
nzumx = 8 * nnz;
/* nag_superlu_lu_factorize (f11mec).
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* LU factorization of real sparse matrix
*/

nag_superlu_lu_factorize(n, irowix, a, iprm, thresh, nzlmx, &nzlumx, nzumx,
il, lval, iu, uval, &nnzl, &nnzu, &flop, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_lu_factorize (f11mec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Calculate reciprocal pivot growth */
/* nag_superlu_diagnostic_lu (f11mmc).
* Real sparse nonsymmetric linear systems, diagnostic for
* nag_superlu_lu_factorize (f11mec)
*/

nag_superlu_diagnostic_lu(n, icolzp, a, iprm, il, lval, iu, uval, &rpg,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_superlu_diagnostic_lu (f11mmc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Output result */
printf("\n");
printf("%s\n%7.3f\n", "Reciprocal pivot growth", rpg);

END:
NAG_FREE(a);
NAG_FREE(lval);
NAG_FREE(uval);
NAG_FREE(icolzp);
NAG_FREE(il);
NAG_FREE(iprm);
NAG_FREE(irowix);
NAG_FREE(iu);

return exit_status;
}

10.2 Program Data

nag_superlu_diagnostic_lu (f11mmc) Example Program Data
5 n

1
3
5
7
9
12 icolzp(i) i=0..n
2. 1
4. 3
1. 1

-2. 5
1. 2
1. 3

-1. 2
1. 4
1. 3
2. 4
3. 5 a(i) irowix(i) i=0..nnz-1
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10.3 Program Results

nag_superlu_diagnostic_lu (f11mmc) Example Program Results

Reciprocal pivot growth
1.000
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NAG Library Function Document

nag_sparse_nsym_matvec (f11xac)

1 Purpose

nag_sparse_nsym_matvec (f11xac) computes a matrix-vector or transposed matrix-vector product
involving a real sparse nonsymmetric matrix stored in coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_matvec (Nag_TransType trans, Integer n, Integer nnz,
const double a[], const Integer irow[], const Integer icol[],
Nag_SparseNsym_CheckData check, const double x[], double y[],
NagError *fail)

3 Description

nag_sparse_nsym_matvec (f11xac) computes either the matrix-vector product y ¼ Ax, or the transposed
matrix-vector product y ¼ ATx, according to the value of the argument trans, where A is an n by n
sparse nonsymmetric matrix, of arbitrary sparsity pattern. The matrix A is stored in coordinate storage
(CS) format (see Section 2.1.1 in the f11 Chapter Introduction). The array a stores all nonzero elements
of A, while arrays irow and icol store the corresponding row and column indices respectively.

It is envisaged that a common use of nag_sparse_nsym_matvec (f11xac) will be to compute the matrix-
vector product required in the application of nag_sparse_nsym_basic_solver (f11bec) to sparse linear
systems. An illustration of this usage appears in Section 10 in nag_sparse_nsym_precon_ssor_solve
(f11ddc).

4 References

None.

5 Arguments

1: trans – Nag_TransType Input

On entry: specifies whether or not the matrix A is transposed.

trans ¼ Nag NoTrans
y ¼ Ax is computed.

trans ¼ Nag Trans
y ¼ ATx is computed.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.
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3: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

4: a½nnz� – const double Input

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nsym_sort (f11zac) may be used to order the
elements in this way.

5: irow½nnz� – const Integer Input
6: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_nsym_sort (f11zac)):

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

7: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS representation of the matrix A, values of n, nnz, irow
and icol should be checked.

check ¼ Nag SparseNsym Check
Checks are carried on the values of n, nnz, irow and icol.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

8: x½n� – const double Input

On entry: the vector x.

9: y½n� – double Output

On exit: the vector y.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_nsym_sort (f11zac) to reorder and sum or remove duplicates.

7 Accuracy

The computed vector y satisfies the error bound:

y�Axk k1 � c nð Þ� Ak k1 xk k1, if trans ¼ Nag NoTrans, or

y�ATxk k1 � c nð Þ� ATk k1 xk k1, if trans ¼ Nag Trans,

where c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_sparse_nsym_matvec (f11xac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nsym_matvec (f11xac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nsym_matvec (f11xac) is proportional to nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_nsym_matvec (f11xac) will be to compute the matrix-
vector product required in the application of nag_sparse_nsym_basic_solver (f11bec) to sparse linear
systems. In this situation nag_sparse_nsym_matvec (f11xac) is likely to be called many times with the
same matrix A. In the interests of both reliability and efficiency you are recommended to set
check ¼ Nag SparseNsym Check f o r t h e fi r s t o f s u c h c a l l s , a n d t o s e t
check ¼ Nag SparseNsym NoCheck for all subsequent calls.

10 Example

This example reads in a sparse matrix A and a vector x. It then calls nag_sparse_nsym_matvec (f11xac)
to compute the matrix-vector product y ¼ Ax and the transposed matrix-vector product y ¼ ATx.

10.1 Program Text

/* nag_sparse_nsym_matvec (f11xac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, nnz;
/* Arrays */
char nag_enum_arg[40];
Integer *irow = 0, *icol = 0;
double *a = 0, *x = 0, *y = 0;
/* NAG types */
NagError fail;
Nag_TransType trans;
Nag_SparseNsym_CheckData check;

INIT_FAIL(fail);

printf("nag_sparse_nsym_matvec (f11xac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, double)) ||

!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(nnz, Integer)) || !(irow = NAG_ALLOC(nnz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s("%lf" "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf" "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],
&icol[i]);

#endif

/* Read the vector x */
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf" "%*[^\n]", &x[j]);

#else
scanf("%lf" "%*[^\n]", &x[j]);

#endif
/* Nag_NoTrans */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

/* Nag_SparseNsym_Check */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

check = (Nag_SparseNsym_CheckData) nag_enum_name_to_value(nag_enum_arg);

/* nag_sparse_nsym_matvec (f11xac)
* Calculate matrix-vector product without transposed matrix.
*/

nag_sparse_nsym_matvec(trans, n, nnz, a, irow, icol, check, x, y, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_matvec (f11xac)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("\n Matrix-vector product\n");
for (j = 0; j < n; j++)

printf("%16.4e\n", y[j]);

/* Calculate transposed matrix-vector product */
/* Nag_Trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);
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#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

/* Nag_SparseNsym_NoCheck */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

check = (Nag_SparseNsym_CheckData) nag_enum_name_to_value(nag_enum_arg);

/* nag_sparse_nsym_matvec (f11xac)
* Calculate matrix-vector product with transposed matrix.
*/

nag_sparse_nsym_matvec(trans, n, nnz, a, irow, icol, check, x, y, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_nsym_matvec (f11xac)\n%s\n", fail.message);
printf("%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Output results */
printf("\nTransposed matrix-vector product\n");
for (j = 0; j < n; j++)

printf("%16.4e\n", y[j]);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(irow);

return exit_status;
}

10.2 Program Data

nag_sparse_nsym_matvec (f11xac) Example Program Data
5 : n

11 : nnz
2. 1 1
1. 1 2
1. 2 3

-1. 2 4
4. 3 1
1. 3 3
1. 3 5
1. 4 4
2. 4 5

-2. 5 2
3. 5 5 : (a, irow, icol)[i], i=0,...,nnz-1

0.70
0.16
0.52
0.77
0.28 : x[i], i=0,...,n-1
Nag_NoTrans : trans
Nag_SparseNsym_Check : check
Nag_Trans : trans
Nag_SparseNsym_NoCheck : check
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10.3 Program Results

nag_sparse_nsym_matvec (f11xac) Example Program Results

Matrix-vector product
1.5600e+00

-2.5000e-01
3.6000e+00
1.3300e+00
5.2000e-01

Transposed matrix-vector product
3.4800e+00
1.4000e-01
6.8000e-01
6.1000e-01
2.9000e+00
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NAG Library Function Document

nag_sparse_sym_matvec (f11xec)

1 Purpose

nag_sparse_sym_matvec (f11xec) computes a matrix-vector product involving a real sparse symmetric
matrix stored in symmetric coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_matvec (Integer n, Integer nnz, const double a[],
const Integer irow[], const Integer icol[],
Nag_SparseSym_CheckData check, const double x[], double y[],
NagError *fail)

3 Description

nag_sparse_sym_matvec (f11xec) computes the matrix-vector product

y ¼ Ax

where A is an n by n symmetric sparse matrix, of arbitrary sparsity pattern, stored in symmetric
coordinate storage (SCS) format (see Section 2.1.2 in the f11 Chapter Introduction). The array a stores
all nonzero elements in the lower triangular part of A, while arrays irow and icol store the
corresponding row and column indices respectively.

It is envisaged that a common use of nag_sparse_sym_matvec (f11xec) will be to compute the matrix-
vector product required in the application of nag_sparse_sym_basic_solver (f11gec) to sparse symmetric
linear systems. An illustration of this usage appears in nag_sparse_sym_precon_ssor_solve (f11jdc).

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

3: a½nnz� – const double Input

On entry: the nonzero elements in the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_sym_sort (f11zbc) may
be used to order the elements in this way.
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4: irow½nnz� – const Integer Input
5: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

irow and icol must satisfy these constraints (which may be imposed by a call to
nag_sparse_sym_sort (f11zbc)):

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

6: check – Nag_SparseSym_CheckData Input

On entry: specifies whether or not the SCS representation of the matrix A, values of n, nnz, irow
and icol should be checked.

check ¼ Nag SparseSym Check
Checks are carried out on the values of n, nnz, irow and icol.

check ¼ Nag SparseSym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseSym Check or Nag SparseSym NoCheck.

7: x½n� – const double Input

On entry: the vector x.

8: y½n� – double Output

On exit: the vector y.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_sym_sort (f11zbc) to reorder and sum or remove duplicates.

7 Accuracy

The computed vector y satisfies the error bound

y�Axk k1 � c nð Þ� Ak k1 xk k1;

where c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_sparse_sym_matvec (f11xec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_sym_matvec (f11xec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_sym_matvec (f11xec) is proportional to nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_sym_matvec (f11xec) will be to compute the matrix-
vector product required in the application of nag_sparse_sym_basic_solver (f11gec) to sparse symmetric
linear systems. In this situation nag_sparse_sym_matvec (f11xec) is likely to be called many times with
the same matrix A. In the interests of both reliability and efficiency you are recommended to set
check ¼ Nag SparseSym Check f o r t h e fi r s t o f s u c h c a l l s , a n d t o s e t
check ¼ Nag SparseSym NoCheck for all subsequent calls.
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10 Example

This example reads in a symmetric positive definite sparse matrix A and a vector x. It then calls
nag_sparse_sym_matvec (f11xec) to compute the matrix-vector product y ¼ Ax.

10.1 Program Text

/* nag_sparse_sym_matvec (f11xec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, nnz;
/* Arrays */
char nag_enum_arg[40];
Integer *irow = 0, *icol = 0;
double *a = 0, *x = 0, *y = 0;
/* NAG types */
NagError fail;
Nag_SparseSym_CheckData check;

INIT_FAIL(fail);

printf("nag_sparse_sym_matvec (f11xec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, double)) ||

!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(icol = NAG_ALLOC(nnz, Integer)) || !(irow = NAG_ALLOC(nnz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++)
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#ifdef _WIN32
scanf_s("%lf" "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf" "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],
&icol[i]);

#endif

/* Read the vector x */
for (j = 0; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &x[j]);

#else
scanf("%lf", &x[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Set matrix to be checked */
/* Nag_SparseSym_Check */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
check = (Nag_SparseSym_CheckData) nag_enum_name_to_value(nag_enum_arg);

/* nag_sparse_sym_matvec (f11xec)
* Real sparse symmetric matrix vector multiply.
*/

nag_sparse_sym_matvec(n, nnz, a, irow, icol, check, x, y, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sparse_sym_matvec (f11xec)\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Output results */
printf(" Matrix-vector product\n");
for (j = 0; j < n; j++)

printf("%16.4e\n", y[j]);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(irow);

return exit_status;
}

10.2 Program Data

nag_sparse_sym_matvec (f11xec) Example Program Data
9 : n

23 : nnz
4. 1 1

-1. 2 1
6. 2 2
1. 3 2
2. 3 3
3. 4 4
2. 5 1
4. 5 5
1. 6 3
2. 6 4
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6. 6 6
-4. 7 2
1. 7 5

-1. 7 6
6. 7 7

-1. 8 4
-1. 8 6
3. 8 8
1. 9 1
1. 9 5

-1. 9 6
1. 9 8
4. 9 9 : (a, irow, icol)[i], i=0,...,nnz-1
0.70 0.16 0.52
0.77 0.28 0.21
0.93 0.20 0.90 : x[i], i=1,...,n-1

Nag_SparseSym_Check : check

10.3 Program Results

nag_sparse_sym_matvec (f11xec) Example Program Results
Matrix-vector product

4.1000e+00
-2.9400e+00
1.4100e+00
2.5300e+00
4.3500e+00
1.2900e+00
5.0100e+00
5.2000e-01
4.5700e+00
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NAG Library Function Document

nag_sparse_nherm_matvec (f11xnc)

1 Purpose

nag_sparse_nherm_matvec (f11xnc) computes a matrix-vector or conjugate transposed matrix-vector
product involving a complex sparse non-Hermitian matrix stored in coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_matvec (Nag_TransType trans, Integer n, Integer nnz,
const Complex a[], const Integer irow[], const Integer icol[],
Nag_SparseNsym_CheckData check, const Complex x[], Complex y[],
NagError *fail)

3 Description

nag_sparse_nherm_matvec (f11xnc) computes either the matrix-vector product y ¼ Ax, or the conjugate
transposed matrix-vector product y ¼ AHx, according to the value of the argument trans, where A is a
complex n by n sparse non-Hermitian matrix, of arbitrary sparsity pattern. The matrix A is stored in
coordinate storage (CS) format (see Section 2.1.1 in the f11 Chapter Introduction). The array a stores
all the nonzero elements of A, while arrays irow and icol store the corresponding row and column
indices respectively.

It is envisaged that a common use of nag_sparse_nherm_matvec (f11xnc) will be to compute the
matrix-vector product required in the application of nag_sparse_nherm_basic_solver (f11bsc) to sparse
complex linear systems. This is illustrated in Section 10 in nag_sparse_nherm_precon_ssor_solve
(f11drc).

4 References

None.

5 Arguments

1: trans – Nag_TransType Input

On entry: specifies whether or not the matrix A is conjugate transposed.

trans ¼ Nag NoTrans
y ¼ Ax is computed.

trans ¼ Nag ConjTrans
y ¼ AHx is computed.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

2: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.
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3: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: 1 � nnz � n2.

4: a½nnz� – const Complex Input

On entry: the nonzero elements in the matrix A, ordered by increasing row index, and by
increasing column index within each row. Multiple entries for the same row and column indices
are not permitted. The function nag_sparse_nherm_sort (f11znc) may be used to order the
elements in this way.

5: irow½nnz� – const Integer Input
6: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.

Constraints:

1 � irow½i� � n and 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

7: check – Nag_SparseNsym_CheckData Input

On entry: specifies whether or not the CS representation of the matrix A, values of n, nnz, irow
and icol should be checked.

check ¼ Nag SparseNsym Check
Checks are carried on the values of n, nnz, irow and icol.

check ¼ Nag SparseNsym NoCheck
None of these checks are carried out.

See also Section 9.2.

Constraint: check ¼ Nag SparseNsym Check or Nag SparseNsym NoCheck.

8: x½n� – const Complex Input

On entry: the vector x.

9: y½n� – Complex Output

On exit: the vector y.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_nherm_sort (f11znc) to reorder and sum or remove duplicates.

7 Accuracy

The computed vector y satisfies the error bound:

y�Axk k1 � c nð Þ� Ak k1 xk k1, if trans ¼ Nag NoTrans, or

y�AHxk k1 � c nð Þ� AHk k1 xk k1, if trans ¼ Nag ConjTrans,

where c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_sparse_nherm_matvec (f11xnc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_nherm_matvec (f11xnc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_nherm_matvec (f11xnc) is proportional to nnz.

9.2 Use of check

It is expected that a common use of nag_sparse_nherm_matvec (f11xnc) will be to compute the matrix-
vector product required in the application of nag_sparse_nherm_basic_solver (f11bsc) to sparse
complex linear systems. In this situation nag_sparse_nherm_matvec (f11xnc) is likely to be called many
times with the same matrix A. In the interests of both reliability and efficiency you are recommended to
s e t check ¼ Nag SparseNsym Check f o r t h e fi r s t o f s u c h c a l l s , a n d t o s e t
check ¼ Nag SparseNsym NoCheck for all subsequent calls.

10 Example

This example reads in a complex sparse matrix A and a vector x. It then calls nag_sparse_nherm_
matvec (f11xnc) to compute the matrix-vector product y ¼ Ax and the conjugate transposed matrix-
vector product y ¼ AHx.

10.1 Program Text

/* nag_sparse_nherm_matvec (f11xnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, nnz;
/* Arrays */
char nag_enum_arg[40];
Integer *irow = 0, *icol = 0;
Complex *a = 0, *x = 0, *y = 0;
/* NAG types */
NagError fail;
Nag_TransType trans;
Nag_SparseNsym_CheckData check;

INIT_FAIL(fail);

printf("nag_sparse_nherm_matvec (f11xnc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);

#else
scanf("%" NAG_IFMT "%*[^\n]", &nnz);

#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, Complex)) ||

!(x = NAG_ALLOC(n, Complex)) ||
!(y = NAG_ALLOC(n, Complex)) ||
!(icol = NAG_ALLOC(nnz, Integer)) || !(irow = NAG_ALLOC(nnz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,

&a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,
&a[i].im, &irow[i], &icol[i]);

#endif

/* Read the vector x */
#ifdef _WIN32

for (j = 0; j < n; j++)
scanf_s(" ( %lf , %lf )", &x[j].re, &x[j].im);

#else
for (j = 0; j < n; j++)

scanf(" ( %lf , %lf )", &x[j].re, &x[j].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Calculate matrix-vector product */
/* Nag_NoTrans */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

/* Nag_SparseNsym_Check */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

check = (Nag_SparseNsym_CheckData) nag_enum_name_to_value(nag_enum_arg);

/* nag_sparse_nherm_matvec (f11xnc)
* Complex sparse non-Hermitian matrix vector multiply.
*/

nag_sparse_nherm_matvec(trans, n, nnz, a, irow, icol, check, x, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_matvec (f11xnc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("\n Matrix-vector product\n");
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for (j = 0; j < n; j++)
printf(" (%13.4e, %13.4e)\n", y[j].re, y[j].im);

/* Calculate conjugate transposed matrix-vector product */
/* Nag_ConjTrans */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

/* Nag_SparseNsym_NoCheck */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

check = (Nag_SparseNsym_CheckData) nag_enum_name_to_value(nag_enum_arg);

/* nag_sparse_nherm_matvec (f11xnc)
* Complex sparse non-Hermitian matrix vector multiply.
*/

nag_sparse_nherm_matvec(trans, n, nnz, a, irow, icol, check, x, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_matvec (f11xnc)\n%s\n", fail.message);
exit_status = 2;
goto END;

}

/* Output results */
printf("\n Conjugate transposed matrix-vector product\n");
for (j = 0; j < n; j++)

printf(" (%13.4e, %13.4e)\n", y[j].re, y[j].im);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(irow);

return exit_status;
}

10.2 Program Data

nag_sparse_nherm_matvec (f11xnc) Example Program Data
5 : n

11 : nnz
( 2., 3.) 1 1
( 1.,-4.) 1 2
( 1., 0.) 2 3
(-1.,-2.) 2 4
( 4., 1.) 3 1
( 0., 1.) 3 3
( 1., 3.) 3 5
( 0.,-1.) 4 4
( 2.,-6.) 4 5
(-2., 0.) 5 2
( 3., 1.) 5 5 : (a, irow, icol)[i], i=0,...,nnz-1
( 0.70, 0.21)
( 0.16,-0.43)
( 0.52, 0.97)
( 0.77, 0.00)
( 0.28,-0.64) : x[i], i=0,...,n-1
Nag_NoTrans : trans
Nag_SparseNsym_Check : check
Nag_ConjTrans : trans
Nag_SparseNsym_NoCheck : check
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10.3 Program Results

nag_sparse_nherm_matvec (f11xnc) Example Program Results

Matrix-vector product
( -7.9000e-01, 1.4500e+00)
( -2.5000e-01, -5.7000e-01)
( 3.8200e+00, 2.2600e+00)
( -3.2800e+00, -3.7300e+00)
( 1.1600e+00, -7.8000e-01)

Conjugate transposed matrix-vector product
( 5.0800e+00, 1.6800e+00)
( -7.0000e-01, 4.2900e+00)
( 1.1300e+00, -9.5000e-01)
( 7.0000e-01, 1.5200e+00)
( 5.1700e+00, 1.8300e+00)
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NAG Library Function Document

nag_sparse_herm_matvec (f11xsc)

1 Purpose

nag_sparse_herm_matvec (f11xsc) computes a matrix-vector product involving a complex sparse
Hermitian matrix stored in symmetric coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_matvec (Integer n, Integer nnz, const Complex a[],
const Integer irow[], const Integer icol[],
Nag_SparseSym_CheckData check, const Complex x[], Complex y[],
NagError *fail)

3 Description

nag_sparse_herm_matvec (f11xsc) computes the matrix-vector product

y ¼ Ax

where A is an n by n complex Hermitian sparse matrix, of arbitrary sparsity pattern, stored in
symmetric coordinate storage (SCS) format (see Section 2.1.2 in the f11 Chapter Introduction). The
array a stores all the nonzero elements in the lower triangular part of A, while arrays irow and icol
store the corresponding row and column indices respectively.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: 1 � nnz � n� nþ 1ð Þ=2.

3: a½nnz� – const Complex Input

On entry: the nonzero elements in the lower triangular part of the matrix A, ordered by
increasing row index, and by increasing column index within each row. Multiple entries for the
same row and column indices are not permitted. The function nag_sparse_herm_sort (f11zpc)
may be used to order the elements in this way.

4: irow½nnz� – const Integer Input
5: icol½nnz� – const Integer Input

On entry: the row and column indices of the nonzero elements supplied in array a.
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Constraints:

irow and icol must satisfy the following constraints (which may be imposed by a call to
nag_sparse_herm_sort (f11zpc)):

1 � irow½i� � n and 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1;
irow½i � 1� < irow½i� or irow½i � 1� ¼ irow½i� and icol½i � 1� < icol½i�, for
i ¼ 1; 2; . . . ; nnz� 1.

6: check – Nag_SparseSym_CheckData Input

On entry: specifies whether or not the SCS representation of the matrix A, values of n, nnz, irow
and icol should be checked.

check ¼ Nag SparseSym Check
Checks are carried out on the values of n, nnz, irow and icol.

check ¼ Nag SparseSym NoCheck
None of these checks are carried out.

Constraint: check ¼ Nag SparseSym Check or Nag SparseSym NoCheck.

7: x½n� – const Complex Input

On entry: the vector x.

8: y½n� – Complex Output

On exit: the vector y.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INT_2

On entry, nnz ¼ valueh i and n ¼ valueh i.
Constraint: nnz � n� nþ 1ð Þ=2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, a½i� 1� is out of order: i ¼ valueh i.
On entry, the location (irow½I � 1�; icol½I � 1�) is a duplicate: I ¼ valueh i. Consider calling
nag_sparse_herm_sort (f11zpc) to reorder and sum or remove duplicates.

7 Accuracy

The computed vector y satisfies the error bound

y�Axk k1 � c nð Þ� Ak k1 xk k1;

where c nð Þ is a modest linear function of n, and � is the machine precision.

8 Parallelism and Performance

nag_sparse_herm_matvec (f11xsc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_sparse_herm_matvec (f11xsc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The time taken for a call to nag_sparse_herm_matvec (f11xsc) is proportional to nnz.

10 Example

This example reads in a complex sparse Hermitian positive definite matrix A and a vector x. It then
calls nag_sparse_herm_matvec (f11xsc) to compute the matrix-vector product y ¼ Ax.

10.1 Program Text

/* nag_sparse_herm_matvec (f11xsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, j, n, nnz;
/* Arrays */
char nag_enum_arg[40];
Integer *irow = 0, *icol = 0;
Complex *a = 0, *x = 0, *y = 0;
/* NAG types */
NagError fail;
Nag_SparseSym_CheckData check;

INIT_FAIL(fail);

printf("nag_sparse_herm_matvec (f11xsc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, Complex)) ||

!(x = NAG_ALLOC(n, Complex)) ||
!(y = NAG_ALLOC(n, Complex)) ||
!(icol = NAG_ALLOC(nnz, Integer)) || !(irow = NAG_ALLOC(nnz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read the matrix A */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,

&a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,
&a[i].im, &irow[i], &icol[i]);

#endif

/* Read the vector x */
#ifdef _WIN32

for (j = 0; j < n; j++)
scanf_s(" ( %lf , %lf ) ", &x[j].re, &x[j].im);

#else
for (j = 0; j < n; j++)

scanf(" ( %lf , %lf ) ", &x[j].re, &x[j].im);
#endif
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Calculate matrix-vector product */
/* Nag_SparseSym_Check */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
check = (Nag_SparseSym_CheckData) nag_enum_name_to_value(nag_enum_arg);

/* nag_sparse_herm_matvec (f11xsc)
* Complex sparse Hermitian matrix vector multiply.
*/

nag_sparse_herm_matvec(n, nnz, a, irow, icol, check, x, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_herm_matvec (f11xsc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf(" Matrix-vector product\n");
for (j = 0; j < n; j++)

printf(" (%13.4e, %13.4e)\n", y[j].re, y[j].im);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(icol);
NAG_FREE(irow);

return exit_status;
}

10.2 Program Data

nag_sparse_herm_matvec (f11xsc) Example Program Data
9 : n

23 : nnz
( 6., 0.) 1 1
(-1., 1.) 2 1
( 6., 0.) 2 2
( 0., 1.) 3 2
( 5., 0.) 3 3
( 5., 0.) 4 4
( 2.,-2.) 5 1
( 4., 0.) 5 5
( 1., 1.) 6 3
( 2., 0.) 6 4
( 6., 0.) 6 6
(-4., 3.) 7 2
( 0., 1.) 7 5
(-1., 0.) 7 6
( 6., 0.) 7 7
(-1.,-1.) 8 4
( 0.,-1.) 8 6
( 9., 0.) 8 8
( 1., 3.) 9 1
( 1., 2.) 9 5
(-1., 0.) 9 6
( 1., 4.) 9 8
( 9., 0.) 9 9 : (a, irow, icol)[i], i=0,...,nnz-1
( 1., 9.)
( 2.,-8.)
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( 3., 7.)
( 4.,-6.)
( 5., 5.)
( 6.,-4.)
( 7., 3.)
( 8.,-2.)
( 9., 1.) : x[i], i=0,...,n-1
Nag_SparseSym_Check : check

10.3 Program Results

nag_sparse_herm_matvec (f11xsc) Example Program Results
Matrix-vector product
( 8.0000e+00, 5.4000e+01)
( -1.0000e+01, -9.2000e+01)
( 2.5000e+01, 2.7000e+01)
( 2.6000e+01, -2.8000e+01)
( 5.4000e+01, 1.2000e+01)
( 2.6000e+01, -2.2000e+01)
( 4.7000e+01, 6.5000e+01)
( 7.1000e+01, -5.7000e+01)
( 6.0000e+01, 7.0000e+01)
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NAG Library Function Document

nag_sparse_sym_rcm (f11yec)

1 Purpose

nag_sparse_sym_rcm (f11yec) reduces the bandwidth of a sparse symmetric matrix stored in
compressed column storage format using the Reverse Cuthill–McKee algorithm.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_rcm (Integer n, Integer nnz, const Integer icolzp[],
const Integer irowix[], const Nag_Boolean lopts[], const Integer mask[],
Integer perm[], Integer info[], NagError *fail)

3 Description

nag_sparse_sym_rcm (f11yec) takes the compressed column storage (CCS) representation (see
Section 2.1.3 in the f11 Chapter Introduction) of an n by n symmetric matrix A and applies the
Reverse Cuthill–McKee (RCM) algorithm which aims to minimize the bandwidth of the matrix A by
reordering the rows and columns symmetrically. This also results in a lower profile of the matrix (see
Section 9).

nag_sparse_sym_rcm (f11yec) can be useful for solving systems of equations Ax ¼ b, as the permuted
system PAPT Pxð Þ ¼ Pb (where P is the permutation matrix described by the vector perm returned by
nag_sparse_sym_rcm (f11yec)) may require less storage space and/or less computational steps when
solving (see Wai-Hung and Sherman (1976)).

nag_sparse_sym_rcm (f11yec) may be used prior to nag_sparse_sym_chol_fac (f11jac) and
nag_sparse_sym_precon_ichol_solve (f11jbc) (see Section 10 in nag_sparse_sym_precon_ichol_solve
(f11jbc)).

4 References

Pissanetsky S (1984) Sparse Matrix Technology Academic Press

Wai-Hung L and Sherman A H (1976) Comparative analysis of the Cuthill–McKee and the reverse
Cuthill–McKee ordering algorithms for sparse matrices SIAM J. Numer. Anal. 13(2) 198–213

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer Input

On entry: the number of nonzero elements in the matrix A.

Constraint: nnz 	 0.

3: icolzp½nþ 1� – const Integer Input

On entry: icolzp records the index into irowix which starts each new column.
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Constraints:

1 � icolzp½i � 1� � nnzþ 1, for i ¼ 2; 3; . . . ; n;
icolzp½0� ¼ 1;
icolzp½n� ¼ nnzþ 1, where icolzp½i� 1� holds the position integer for the starts of the
columns in irowix.

4: irowix½nnz� – const Integer Input

On entry: the row indices corresponding to the nonzero elements in the matrix A.

Constraint: 1 � irowix½i � 1� � n, for i ¼ 1; 2; . . . ;nnz.

5: lopts½5� – const Nag_Boolean Input

On entry: the options to be used by nag_sparse_sym_rcm (f11yec).

lopts½0� ¼ Nag TRUE
Row/column i of the matrix A will only be referenced if mask½i� 1� 6¼ 0, otherwise mask
will be ignored.

lopts½1� ¼ Nag TRUE
The final permutation will not be reversed, that is, the Cuthill–McKee ordering will be
returned. The bandwidth of the non-reversed matrix will be the same but the profile will be
the same or larger (see Wai-Hung and Sherman (1976)).

lopts½2� ¼ Nag TRUE
The matrix A will be checked for symmetrical sparsity pattern, otherwise not.

lopts½3� ¼ Nag TRUE
The bandwidth and profile of the unpermuted matrix will be calculated, otherwise not.

lopts½4� ¼ Nag TRUE
The bandwidth and profile of the permuted matrix will be calculated, otherwise not.

6: mask½dim� – const Integer Input

Note: the dimension, dim, of the array mask must be at least

n when lopts½0� ¼ Nag TRUE;
otherwise mask may be NULL.

On entry: mask is only referenced if lopts½0� is Nag_TRUE otherwise mask may be set to
NULL. A value of mask½i� 1� ¼ 0 indicates that the node corresponding to row or column i is
not to be referenced. A value of mask½i� 1� 6¼ 0 indicates that the node corresponding to row or
column i is to be referenced. In particular, rows and columns not referenced will not be
permuted.

7: perm½n� – Integer Output

On exit: this will contain the permutation vector that describes the permutation matrix P for the
reordering of the matrix A. The elements of the permutation matrix P are zero except for the unit
elements in row i and column perm½i� 1�, i ¼ 1; 2; . . .n.

8: info½4� – Integer Output

On exit: statistics about the matrix A and the permuted matrix. The quantities below are
calculated using any masking in effect otherwise the value zero is returned.

info½0�
The bandwidth of the matrix A, if lopts½3� ¼ Nag TRUE.

info½1�
The profile of the matrix A, if lopts½3� ¼ Nag TRUE.

info½2�
The bandwidth of the permuted matrix PAPT, if lopts½4� ¼ Nag TRUE.
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info½3�
The profile of the permuted matrix PAPT, if lopts½4� ¼ Nag TRUE.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, icolzp½0� ¼ valueh i.
Constraint: icolzp½0� ¼ 1.

On entry, icolzp½n� ¼ valueh i and nnz ¼ valueh i.
Constraint: icolzp½n� ¼ nnzþ 1.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NONSYMM_MATRIX

On entry, the matrix A is not symmetric.
Element valueh i; valueh ið Þ has no symmetric element.

NE_SPARSE_COL

On entry, icolzp½ valueh i� ¼ valueh i and nnz ¼ valueh i.
Constraint: 1 � icolzp½i� 1� � nnz for all i.

NE_SPARSE_ROW

On entry, irowix½ valueh i� ¼ valueh i and n ¼ valueh i.
Constraint: 1 � irowix½i� 1� � n for all i.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_sym_rcm (f11yec) is not threaded in any implementation.

9 Further Comments

The bandwidth for a matrix A ¼ aij
� �

is defined as

b ¼ max
ij

i� jj j; i; j ¼ 1; 2; . . . ; n s:t: aij 6¼ 0:

The profile is defined as

p ¼
Xn
j¼1
bj; where bj ¼ max

i
i� jj j; i ¼ 1; 2; . . .n s:t: aij 6¼ 0:

10 Example

This example reads the CCS representation of a real sparse matrix A and calls nag_sparse_sym_rcm
(f11yec) to reorder the rows and columns and displays the results.

10.1 Program Text

/* nag_sparse_sym_rcm (f11yec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

void plot(const Integer n, const Integer nnz, Integer *perm,
Integer *icolzp, Integer *irowix);

void uncompress(Integer n, Integer *icolzp, Integer *icol);

int main(void)
{

/* Scalars */
Integer n, nnz, exit_status = 0, doplot = 0, i;
/* Arrays */
Integer *icolzp = 0, *irowix = 0, *mask = 0, *perm = 0;
Integer info[4];
Nag_Boolean lopts[5];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);
printf("nag_sparse_sym_rcm (f11yec) Example Program Results\n");
/* Skip heading in data file and
* read Size of the matrix and Number of nonzero elements
*/

#ifdef _WIN32
scanf_s("%*[^\n] ");
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
scanf_s("%" NAG_IFMT "%*[^\n] ", &nnz);

#else
scanf("%*[^\n] ");
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scanf("%" NAG_IFMT "%*[^\n] ", &n);
scanf("%" NAG_IFMT "%*[^\n] ", &nnz);

#endif
if (!(icolzp = NAG_ALLOC((n + 1), Integer)) ||

!(irowix = NAG_ALLOC((nnz), Integer)) ||
!(mask = NAG_ALLOC((n), Integer)) || !(perm = NAG_ALLOC((n), Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read in data */

#ifdef _WIN32
for (i = 0; i < nnz; i += 1)

scanf_s("%" NAG_IFMT "", &irowix[i]);
scanf_s("%*[^\n] ");
for (i = 0; i < (n + 1); i += 1)

scanf_s("%" NAG_IFMT "", &icolzp[i]);
scanf_s("%*[^\n] ");

#else
for (i = 0; i < nnz; i += 1)

scanf("%" NAG_IFMT "", &irowix[i]);
scanf("%*[^\n] ");
for (i = 0; i < (n + 1); i += 1)

scanf("%" NAG_IFMT "", &icolzp[i]);
scanf("%*[^\n] ");

#endif
/* Set options */
lopts[0 /* Use Mask */ ] = Nag_FALSE;
lopts[1 /* Don’t reverse */ ] = Nag_FALSE;
lopts[2 /* Check symmetry */ ] = Nag_TRUE;
lopts[3 /* Compute bandwidth before */ ] = Nag_TRUE;
lopts[4 /* Compute bandwidth after */ ] = Nag_TRUE;
/* nag_sparse_sym_rcm (f11yec).
* Reverse Cuthill-McKee reordering of a real sparse symmetric
* matrix in CCS format
*/

nag_sparse_sym_rcm(n, nnz, icolzp, irowix, lopts, mask, perm, info, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_sym_rcm (f11yec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print results */
printf("Permutation (perm):\n");
for (i = 0; i < n; i += 1) {

printf(" %3" NAG_IFMT "", perm[i]);
if (i % 6 == 5)

printf("\n");
}
printf("\n\nStatistics:\n");
printf(" %s%6" NAG_IFMT "\n", " Before: Bandwidth = ", info[0]);
printf(" %s%6" NAG_IFMT "\n", " Before: Profile = ", info[1]);
printf(" %s%6" NAG_IFMT "\n", " After : Bandwidth = ", info[2]);
printf(" %s%6" NAG_IFMT "\n", " After : Profile = ", info[3]);
/* Print matrix entries and permuted entries in form suitable
* for plotting
*/

if (doplot)
plot(n, nnz, perm, icolzp, irowix);

END:
NAG_FREE(icolzp);
NAG_FREE(irowix);
NAG_FREE(mask);
NAG_FREE(perm);

return exit_status;
}

void uncompress(Integer n, Integer *icolzp, Integer *icol)
{
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Integer i, j, col_beg, col_end;
for (i = 0; i < n; i++) {

col_end = icolzp[i + 1] - 1;
col_beg = icolzp[i];
for (j = col_beg; j <= col_end; j++)

icol[j - 1] = i + 1;
}

}

void plot(const Integer n, const Integer nnz, Integer *perm,
Integer *icolzp, Integer *irowix)

{
/* Put data, suitable for plotting matrix structure, in data file */

/* Scalars */
Integer i, nnz2;
/* Arrays */
double *a = 0;
Integer *icolix = 0, *ipcolix = 0, *iperm = 0, *iprowix = 0, *istr = 0;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);
if (!(icolix = NAG_ALLOC(nnz, Integer)) ||

!(ipcolix = NAG_ALLOC(nnz, Integer)) ||
!(iprowix = NAG_ALLOC(nnz, Integer)) ||
!(iperm = NAG_ALLOC(n, Integer)) ||
!(a = NAG_ALLOC(nnz, double)) || !(istr = NAG_ALLOC(n + 1, Integer)))

{
printf("Allocation failure\n");
return;

}
/* Decompress icolzp to full set of column indices (icolix)
* and compute inverse permutation
*/

uncompress(n, icolzp, icolix);
for (i = 0; i < n; i++) {

iperm[perm[i] - 1] = i + 1;
}
/* Original matrix structure */
for (i = 0; i < nnz; i++) {

a[i] = icolix[i] * .01 + 1.0 * irowix[i];
printf("%8" NAG_IFMT " ", irowix[i]);
printf("%8" NAG_IFMT " ", icolix[i]);
printf("%8.2f\n", a[i]);

}
printf("\n");
/* Apply Inverse Permutation */
for (i = 0; i < nnz; i++) {

ipcolix[i] = iperm[icolix[i] - 1];
iprowix[i] = iperm[irowix[i] - 1];

}
/* Reorder (in exit: istr contains new CCS icolzp) */
nnz2 = nnz;
nag_sparse_nsym_sort(n, &nnz2, a, ipcolix, iprowix, Nag_SparseNsym_FailDups,

Nag_SparseNsym_KeepZeros, istr, &fail);
/* Permuted matrix structure */
for (i = 0; i < nnz2; i++) {

printf("%8" NAG_IFMT " ", iprowix[i]);
printf("%8" NAG_IFMT " ", ipcolix[i]);
printf("%8.2f\n", a[i]);

}
NAG_FREE(icolix);
NAG_FREE(ipcolix);
NAG_FREE(iprowix);
NAG_FREE(iperm);
NAG_FREE(a);
NAG_FREE(istr);

}
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10.2 Program Data

nag_sparse_sym_rcm (f11yec) Example Program Data
60 n
180 nnz

2 5 6 1 3 11 2 4 16
3 5 21 1 4 26 1 7 10
6 8 30 7 9 42 8 10 38
6 9 12 2 12 15 10 11 13

12 14 37 13 15 33 11 14 17
3 17 20 15 16 18 17 19 32

18 20 53 16 19 22 4 22 25
20 21 23 22 24 52 23 25 48
21 24 27 5 27 30 25 26 28
27 29 47 28 30 43 7 26 29
32 35 54 18 31 33 14 32 34
33 35 36 31 34 56 34 37 40
13 36 38 9 37 39 38 40 41
36 39 57 39 42 45 8 41 43
29 42 44 43 45 46 41 44 58
44 47 50 28 46 48 24 47 49
48 50 51 46 49 59 49 52 55
23 51 53 19 52 54 31 53 55
51 54 60 35 57 60 40 56 58
45 57 59 50 58 60 55 56 59 irowix

1 4 7 10 13 16
19 22 25 28 31 34
37 40 43 46 49 52
55 58 61 64 67 70
73 76 79 82 85 88
91 94 97 100 103 106

109 112 115 118 121 124
127 130 133 136 139 142
145 148 151 154 157 160
163 166 169 172 175 178
181 icolzp

10.3 Program Results

nag_sparse_sym_rcm (f11yec) Example Program Results
Permutation (perm):

1 5 2 6 4 3
26 7 30 11 12 10
21 16 27 25 8 29
17 15 13 9 22 20
28 24 42 43 18 14
37 38 23 19 47 48
41 44 32 33 36 39
52 53 46 49 45 31
34 40 51 54 50 58
35 57 55 59 56 60

Statistics:
Before: Bandwidth = 34
Before: Profile = 490
After : Bandwidth = 10
After : Profile = 458
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Example Program
Figure 1 : Original Matrix Ordering

Figure 2 : Reverse Cuthill-McKee Reordering
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NAG Library Function Document

nag_sparse_nsym_sort (f11zac)

1 Purpose

nag_sparse_nsym_sort (f11zac) sorts the nonzero elements of a real sparse nonsymmetric matrix,
represented in coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nsym_sort (Integer n, Integer *nnz, double a[],
Integer irow[], Integer icol[], Nag_SparseNsym_Dups dup,
Nag_SparseNsym_Zeros zero, Integer istr[], NagError *fail)

3 Description

nag_sparse_nsym_sort (f11zac) takes a coordinate storage (CS) representation (see the f11 Chapter
Introduction) of a real n by n sparse nonsymmetric matrix A, and reorders the nonzero elements by
increasing row index and increasing column index within each row. Entries with duplicate row and
column indices may be removed, or the values may be summed. Any entries with zero values may
optionally be removed.

nag_sparse_nsym_sort (f11zac) also returns istr which contains the starting indices of each row in A.
This can be used to construct a compressed column storage (CCS) representation of the matrix (see
Section 9).

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer * Input/Output

On entry: the number of nonzero elements in the matrix A.

Constraint: nnz 	 0.

On exit: the number of nonzero elements with unique row and column indices.

3: a½max 1; nnzð Þ� – double Input/Output

On entry: the nonzero elements of the matrix A. These may be in any order and there may be
multiple nonzero elements with the same row and column indices.

On exit: the nonzero elements ordered by increasing row index, and by increasing column index
within each row. Each nonzero element has a unique row and column index.
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4: irow½max 1; nnzð Þ� – Integer Input/Output

On entry: the row indices of the elements supplied in array a.

Constraint: 1 � irow½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the row indices corresponding to the elements returned in
array a.

5: icol½max 1; nnzð Þ� – Integer Input/Output

On entry: the column indices of the elements supplied in array a.

Constraint: 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the column indices corresponding to the elements returned
in array a.

6: dup – Nag_SparseNsym_Dups Input

On entry: indicates how any nonzero elements with duplicate row and column indices are to be
treated:

if dup ¼ Nag SparseNsym RemoveDups then duplicate elements are removed;

if dup ¼ Nag SparseNsym SumDups then the relevant values in array a are summed;

if dup ¼ Nag SparseNsym FailDups then the function fails on detecting a duplicate.

C o n s t r a i n t : dup ¼ Nag SparseNsym RemoveDups, Nag SparseNsym SumDups o r
Nag SparseNsym FailDups.

7: zero – Nag_SparseNsym_Zeros Input

On entry: indicates how any elements with zero values in a are to be treated:

if zero ¼ Nag SparseNsym RemoveZeros then the entries are removed;

if zero ¼ Nag SparseNsym KeepZeros then the entries are kept;

if zero ¼ Nag SparseNsym FailZeros then the function fails on detecting a zero.

C o n s t r a i n t : zero ¼ Nag SparseNsym RemoveZeros, Nag SparseNsym KeepZeros o r
Nag SparseNsym FailZeros.

8: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ; n, is the starting index in the arrays a, irow and icol of
each row i of the matrix A. istr½n� contains the number of nonzero elements in A plus one.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument dup had an illegal value.

On entry, argument zero had an illegal value.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 0.

NE_NON_ZERO_DUP

Nonzero elements have been supplied which have duplicate row and column indices, when
dup ¼ Nag SparseNsym FailDups.

NE_NONSYMM_MATRIX

A nonzero element has been supplied which does not lie within the matrix A,
i.e., one or more of the following constraints has been violated:
1 � irow½i� � n, 1 � icol½i� � n, for i ¼ 0; 1; . . . ;nnz� 1.

NE_ZERO_COEFF

At least one matrix element has been supplied with a zero coefficient value, when
zero ¼ Nag SparseNsym FailZeros.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_nsym_sort (f11zac) is not threaded in any implementation.

9 Further Comments

The time taken for a call to nag_sparse_nsym_sort (f11zac) is proportional to nnz.

Note that the resulting matrix may have either rows or columns with no entries. If row i has no entries
then istr½i� 1� ¼ istr½i�.
It is also possible to use this function to convert between coordinate storage (CS) and compressed
column storage (CCS) formats. To achieve this the CS storage format arrays irow and icol must be
interchanged in the call to nag_sparse_nsym_sort (f11zac). On exit from nag_sparse_nsym_sort
(f11zac), the CCS representation of the matrix is then defined by arrays a, irow and istr. This is
illustrated in Section 10.

10 Example

This example program reads the CS representation of a real sparse matrix A, calls
nag_sparse_nsym_sort (f11zac) to reorder the nonzero elements, and outputs the original and the
reordered representations.It then calls nag_sparse_nsym_sort (f11zac) again with the alternative
ordering, creating a CCS representation which is then passed to a function that computes a matrix norm
for that representation.

A ¼

2:00 1:00 0 0 0
0 0 1:00 �1:00 0

4:00 0 1:00 0 1:00
0 0 0 1:00 2:00
0 �2:00 0 0 3:00

0BBB@
1CCCA:

f11 – Large Scale Linear Systems f11zac

Mark 26 f11zac.3



10.1 Program Text

/* nag_sparse_nsym_sort (f11zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf11.h>

int main(void)
{

double *a = 0, anorm = 0.0;
Integer *icol = 0;
Integer *irow = 0, *istr = 0;
Integer exit_status = 0, i, n, nnz;
Nag_SparseNsym_Zeros zero;
Nag_SparseNsym_Dups dup;
Nag_NormType norm;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_nsym_sort (f11zac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
istr = NAG_ALLOC(n + 1, Integer);
a = NAG_ALLOC(nnz, double);
irow = NAG_ALLOC(nnz, Integer);
icol = NAG_ALLOC(nnz, Integer);

if (!istr || !irow || !icol || !a) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read and output the original nonzero elements */
for (i = 0; i < nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i],

&icol[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i], &irow[i], &icol[i]);
#endif
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printf("Original elements \n");
printf("nnz = %4" NAG_IFMT "\n", nnz);
printf("%8s%16s%8s%8s\n", "", "a", "irow", "icol");
for (i = 0; i < nnz; ++i)

printf("%8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i],
irow[i], icol[i]);

/* Reorder along rows, sum duplicates and remove zeros */

dup = Nag_SparseNsym_SumDups;
zero = Nag_SparseNsym_RemoveZeros;

/* nag_sparse_nsym_sort (f11zac).
* Sparse sort (nonsymmetric)
*/

nag_sparse_nsym_sort(n, &nnz, a, irow, icol, dup, zero, istr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nsym_sort (f11zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("Reordered elements, along rows first\n");
printf("nnz = %4" NAG_IFMT "\n", nnz);

for (i = 0; i < nnz; ++i)
printf("%8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i],

irow[i], icol[i]);

/* Reorder down columns, fail on duplicates or zeros.
* Creates CCS storage format as side-effect
*/

dup = Nag_SparseNsym_FailDups;
zero = Nag_SparseNsym_FailZeros;
INIT_FAIL(fail);

/* nag_sparse_nsym_sort (f11zac).
* Sparse sort (nonsymmetric)
*/

nag_sparse_nsym_sort(n, &nnz, a, icol, irow, dup, zero, istr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nsym_sort (f11zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("Reordered elements, along columns first\n");
printf("nnz = %4" NAG_IFMT "\n", nnz);

for (i = 0; i < nnz; ++i)
printf("%8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i],

irow[i], icol[i]);
printf("%8s%8s\n", "", "istr");
for (i = 0; i <= n; ++i)

printf("%8" NAG_IFMT "%8" NAG_IFMT "\n", i, istr[i]);

/* Calculate 1-norm in Compressed Column Storage format */
norm = Nag_RealOneNorm;
INIT_FAIL(fail);

/* nag_superlu_matrix_norm (f11mlc).
* 1-norm, infinity-norm, largest absolute element, real
* general matrix
*/

nag_superlu_matrix_norm(norm, &anorm, n, istr, irow, a, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_superlu_matrix_norm (f11mlc).\n%s\n",
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fail.message);
exit_status = 1;
goto END;

}
/* Output norm */
printf("%s %16.4e\n", "One-norm", anorm);

END:
NAG_FREE(istr);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_sparse_nsym_sort (f11zac) Example Program Data
5 n
15 nnz
4. 3 1

-2. 5 2
1. 4 4

-2 4 2
-3 5 5
1. 1 2
0. 1 5
1. 3 5

-1. 2 4
6. 5 5
2. 1 1
2. 4 2
1. 2 3
1. 3 3
2. 4 5 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz

10.3 Program Results

nag_sparse_nsym_sort (f11zac) Example Program Results

Original elements
nnz = 15

a irow icol
0 4.0000e+00 3 1
1 -2.0000e+00 5 2
2 1.0000e+00 4 4
3 -2.0000e+00 4 2
4 -3.0000e+00 5 5
5 1.0000e+00 1 2
6 0.0000e+00 1 5
7 1.0000e+00 3 5
8 -1.0000e+00 2 4
9 6.0000e+00 5 5

10 2.0000e+00 1 1
11 2.0000e+00 4 2
12 1.0000e+00 2 3
13 1.0000e+00 3 3
14 2.0000e+00 4 5

Reordered elements, along rows first
nnz = 11

0 2.0000e+00 1 1
1 1.0000e+00 1 2
2 1.0000e+00 2 3
3 -1.0000e+00 2 4
4 4.0000e+00 3 1
5 1.0000e+00 3 3
6 1.0000e+00 3 5
7 1.0000e+00 4 4
8 2.0000e+00 4 5
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9 -2.0000e+00 5 2
10 3.0000e+00 5 5

Reordered elements, along columns first
nnz = 11

0 2.0000e+00 1 1
1 4.0000e+00 3 1
2 1.0000e+00 1 2
3 -2.0000e+00 5 2
4 1.0000e+00 2 3
5 1.0000e+00 3 3
6 -1.0000e+00 2 4
7 1.0000e+00 4 4
8 1.0000e+00 3 5
9 2.0000e+00 4 5

10 3.0000e+00 5 5
istr

0 1
1 3
2 5
3 7
4 9
5 12

One-norm 6.0000e+00
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NAG Library Function Document

nag_sparse_sym_sort (f11zbc)

1 Purpose

nag_sparse_sym_sort (f11zbc) sorts the nonzero elements of a real sparse symmetric matrix, represented
in symmetric coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_sym_sort (Integer n, Integer *nnz, double a[],
Integer irow[], Integer icol[], Nag_SparseSym_Dups dup,
Nag_SparseSym_Zeros zero, Integer istr[], NagError *fail)

3 Description

nag_sparse_sym_sort (f11zbc) takes a symmetric coordinate storage (SCS) representation (see the f11
Chapter Introduction) of a real n by n sparse symmetric matrix A, and reorders the nonzero elements
by increasing row index and increasing column index within each row. Entries with duplicate row and
column indices may be removed, or the values may be summed. Any entries with zero values may
optionally be removed.

nag_sparse_sym_sort (f11zbc) also returns istr which contains the starting indices of each row in A.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer * Input/Output

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: nnz 	 0.

On exit: the number of lower triangular nonzero elements with unique row and column indices.

3: a½max 1; nnzð Þ� – double Input/Output

On entry: the nonzero elements of the lower triangular part of the matrix A. These may be in any
order and there may be multiple nonzero elements with the same row and column indices.

On exit: the lower triangular nonzero elements ordered by increasing row index, and by
increasing column index within each row. Each nonzero element has a unique row and column
index.
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4: irow½max 1; nnzð Þ� – Integer Input/Output

On entry: the row indices of the elements supplied in array a.

Constraint: 1 � irow½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the row indices corresponding to the elements returned in
array a.

5: icol½max 1; nnzð Þ� – Integer Input/Output

On entry: the column indices of the elements supplied in array a

Constraint: 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the column indices corresponding to the elements returned
in array a.

6: dup – Nag_SparseSym_Dups Input

On entry: indicates how any nonzero elements with duplicate row and column indices are to be
treated:

if dup ¼ Nag SparseSym RemoveDups then duplicate elements are removed;

if dup ¼ Nag SparseSym SumDups then duplicate elements are summed.

Constraint: dup ¼ Nag SparseSym RemoveDups or Nag SparseSym SumDups.

7: zero – Nag_SparseSym_Zeros Input

On entry: indicates how any elements with zero values in a are to be treated:

if zero ¼ Nag SparseSym RemoveZeros then elements with zero value are removed;

if zero ¼ Nag SparseSym KeepZeros then elements with zero value are kept.

Constraint: zero ¼ Nag SparseSym RemoveZeros or Nag SparseSym KeepZeros.

8: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ; n, is the starting index in the arrays a, irow and icol of
each row i of the matrix A. istr½n� � 1 is the index of the last nonzero element in A plus one.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument dup had an illegal value.

On entry, argument zero had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 0.
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NE_SYMM_MATRIX

A nonzero element has been supplied which does not lie in the lower triangular part of the matrix
A, i.e., one or more of the following constraints has been violated: 1 � irow½i� � n,
1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_sym_sort (f11zbc) is not threaded in any implementation.

9 Further Comments

The time taken for a call to nag_sparse_sym_sort (f11zbc) is proportional to nnz. Note that the resulting
matrix may have either rows or columns with no entries. If row i has no entries then
istr½i� 1� ¼ istr½i�.

10 Example

This example program reads the SCS representation of a real sparse symmetric matrix A, reorders the
nonzero elements, and outputs the original and the reordered representations.

10.1 Program Text

/* nag_sparse_sym_sort (f11zbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

double *a = 0;
Integer *icol = 0;
Integer *irow = 0, *istr = 0;
Integer exit_status = 0, i, n, nnz;
Nag_SparseSym_Zeros zero;
Nag_SparseSym_Dups dup;
NagError fail;

INIT_FAIL(fail);

printf("nag_sparse_sym_sort (f11zbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
istr = NAG_ALLOC(n + 1, Integer);
a = NAG_ALLOC(nnz, double);
irow = NAG_ALLOC(nnz, Integer);
icol = NAG_ALLOC(nnz, Integer);

if (!istr || !irow || !icol || !a) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read and output the original nonzero elements */
for (i = 1; i <= nnz; ++i)

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],

&icol[i - 1]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i - 1], &irow[i - 1],
&icol[i - 1]);

#endif
printf(" Original elements \n");
printf(" nnz = %6" NAG_IFMT "\n", nnz);
for (i = 1; i <= nnz; ++i)

printf(" %8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i - 1],
irow[i - 1], icol[i - 1]);

/* Reorder, sum duplicates and remove zeros */
dup = Nag_SparseSym_SumDups;
zero = Nag_SparseSym_RemoveZeros;

/* nag_sparse_sym_sort (f11zbc).
* Sparse sort (symmetric)
*/

nag_sparse_sym_sort(n, &nnz, a, irow, icol, dup, zero, istr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_sym_sort (f11zbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf(" Reordered elements \n");
printf(" nnz = %4" NAG_IFMT "\n", nnz);

for (i = 1; i <= nnz; ++i)
printf(" %8" NAG_IFMT "%16.4e%8" NAG_IFMT "%8" NAG_IFMT "\n", i, a[i - 1],

irow[i - 1], icol[i - 1]);

END:
NAG_FREE(istr);
NAG_FREE(irow);
NAG_FREE(icol);
NAG_FREE(a);
return exit_status;

}
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10.2 Program Data

nag_sparse_sym_sort (f11zbc) Example Program Data
4 n
9 nnz
1.0 3 2
0.0 2 1
1.0 3 2
3.0 4 4
4.0 1 1
6.0 2 2
2.0 3 3
1.0 3 2
1.0 3 2 a[i-1], irow[i-1], icol[i-1], i=1,...,nnz

10.3 Program Results

nag_sparse_sym_sort (f11zbc) Example Program Results
Original elements
nnz = 9

1 1.0000e+00 3 2
2 0.0000e+00 2 1
3 1.0000e+00 3 2
4 3.0000e+00 4 4
5 4.0000e+00 1 1
6 6.0000e+00 2 2
7 2.0000e+00 3 3
8 1.0000e+00 3 2
9 1.0000e+00 3 2

Reordered elements
nnz = 5

1 4.0000e+00 1 1
2 6.0000e+00 2 2
3 4.0000e+00 3 2
4 2.0000e+00 3 3
5 3.0000e+00 4 4
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NAG Library Function Document

nag_sparse_nherm_sort (f11znc)

1 Purpose

nag_sparse_nherm_sort (f11znc) sorts the nonzero elements of a complex sparse non-Hermitian matrix,
represented in coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_nherm_sort (Integer n, Integer *nnz, Complex a[],
Integer irow[], Integer icol[], Nag_SparseNsym_Dups dup,
Nag_SparseNsym_Zeros zero, Integer istr[], NagError *fail)

3 Description

nag_sparse_nherm_sort (f11znc) takes a coordinate storage (CS) representation (see Section 2.1.1 in the
f11 Chapter Introduction) of a sparse n by n complex non-Hermitian matrix A, and reorders the
nonzero elements by increasing row index and increasing column index within each row. Entries with
duplicate row and column indices may be removed, or the values may be summed. Any entries with
zero values may optionally be removed.

The function also returns a pointer array istr to the starting address of each row in A.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer * Input/Output

On entry: the number of nonzero elements in the matrix A.

Constraint: nnz 	 0.

On exit: the number of nonzero elements with unique row and column indices.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; nnzð Þ.
On entry: the nonzero elements of the matrix A. These may be in any order and there may be
multiple nonzero elements with the same row and column indices.

On exit: the nonzero elements ordered by increasing row index, and by increasing column index
within each row. Each nonzero element has a unique row and column index.

4: irow½dim� – Integer Input/Output

Note: the dimension, dim, of the array irow must be at least max 1; nnzð Þ.
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On entry: the row indices corresponding to the nonzero elements supplied in the array a.

Constraint: 1 � irow½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the row indices corresponding to the nonzero elements
returned in the array a.

5: icol½dim� – Integer Input/Output

Note: the dimension, dim, of the array icol must be at least max 1; nnzð Þ.
On entry: the column indices corresponding to the nonzero elements supplied in the array a.

Constraint: 1 � icol½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the row indices corresponding to the nonzero elements
returned in the array a.

6: dup – Nag_SparseNsym_Dups Input

On entry: indicates how any nonzero elements with duplicate row and column indices are to be
treated.

dup ¼ Nag SparseNsym RemoveDups
The entries are removed.

dup ¼ Nag SparseNsym SumDups
The relevant values in a are summed.

dup ¼ Nag SparseNsym FailDups
The function fails with fail:code ¼ NE_NON_ZERO_DUP on detecting a duplicate.

C o n s t r a i n t : dup ¼ Nag SparseNsym RemoveDups, Nag SparseNsym SumDups o r
Nag SparseNsym FailDups.

7: zero – Nag_SparseNsym_Zeros Input

On entry: indicates how any elements with zero values in array a are to be treated.

zero ¼ Nag SparseNsym RemoveZeros
The entries are removed.

zero ¼ Nag SparseNsym KeepZeros
The entries are kept.

zero ¼ Nag SparseNsym FailZeros
The function fails with fail:code ¼ NE_ZERO_COEFF on detecting a zero.

C o n s t r a i n t : zero ¼ Nag SparseNsym RemoveZeros, Nag SparseNsym KeepZeros o r
Nag SparseNsym FailZeros.

8: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ; n, is the starting address in the arrays a, irow and icol of
row i of the matrix A. istr½n� � 1 is the address of the last nonzero element in A plus one.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CS

On entry, i ¼ valueh i, icol½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: icol½i� 1� 	 1 and icol½i� 1� � n.

On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_ZERO_DUP

On entry, a duplicate entry has been found in row I and column J : I ¼ valueh i, J ¼ valueh i.

NE_ZERO_COEFF

On entry, a zero entry has been found in row I and column J : I ¼ valueh i, J ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_nherm_sort (f11znc) is not threaded in any implementation.

9 Further Comments

The time taken for a call to nag_sparse_nherm_sort (f11znc) is proportional to nnz.

Note that the resulting matrix may have either rows or columns with no entries. If row i has no entries
then istr½i� 1� ¼ istr½i�.
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10 Example

This example reads the CS representation of a complex sparse matrix A, calls nag_sparse_nherm_sort
(f11znc) to reorder the nonzero elements, and outputs the original and the reordered representations.

10.1 Program Text

/* nag_sparse_nherm_sort (f11znc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n, nnz;
/* Arrays */
char nag_enum_arg[40];
Integer *irow = 0, *icol = 0, *istr = 0;
Complex *a = 0;
/* NAG types */
NagError fail;
Nag_SparseNsym_Dups dup;
Nag_SparseNsym_Zeros zero;

INIT_FAIL(fail);

printf("nag_sparse_nherm_sort (f11znc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, Complex)) ||

!(icol = NAG_ALLOC(nnz, Integer)) ||
!(irow = NAG_ALLOC(nnz, Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read and output the original nonzero elements */
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for (i = 0; i < nnz; i++)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,
&a[i].im, &irow[i], &icol[i]);

#else
scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,

&a[i].im, &irow[i], &icol[i]);
#endif

/* Reorder, sum duplicates and remove zeros */
/* Nag_SparseNsym_SumDups */

#ifdef _WIN32
scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n]", nag_enum_arg);

#endif
dup = (Nag_SparseNsym_Dups) nag_enum_name_to_value(nag_enum_arg);

/* Nag_SparseNsym_RemoveZeros */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n]", nag_enum_arg);
#endif

zero = (Nag_SparseNsym_Zeros) nag_enum_name_to_value(nag_enum_arg);

/* Output original */
printf("Original elements\n");
printf("%s%4" NAG_IFMT "\n", " n = ", n);
printf("%s%4" NAG_IFMT "\n", " nnz = ", nnz);

printf("%9s%14s%22s%9s\n", "i", "a", "irow", "icol");
for (i = 0; i < nnz; i++)

printf("%9" NAG_IFMT " (%13.4e, %13.4e)%9" NAG_IFMT "%9" NAG_IFMT "\n",
i, a[i].re, a[i].im, irow[i], icol[i]);

/* nag_sparse_nherm_sort (f11znc).
* Complex sparse non-Hermitian matrix reorder function.
*/

nag_sparse_nherm_sort(n, &nnz, a, irow, icol, dup, zero, istr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_nherm_sort (f11znc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("\nReordered elements\n");
printf("%s%4" NAG_IFMT "\n", " nnz = ", nnz);

printf("%9s%14s%22s%9s\n", "i", "a", "irow", "icol");
for (i = 0; i < nnz; i++)

printf("%9" NAG_IFMT " (%13.4e, %13.4e)%9" NAG_IFMT "%9" NAG_IFMT "\n",
i, a[i].re, a[i].im, irow[i], icol[i]);

END:
NAG_FREE(a);
NAG_FREE(icol);
NAG_FREE(irow);
NAG_FREE(istr);

return exit_status;
}
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10.2 Program Data

nag_sparse_nherm_sort (f11znc) Example Program Data
5 : n
15 : nnz

( 4., 1.) 3 1
(-2., 6.) 5 2
( 1., -3.) 4 4
(-2., -1.) 4 2
(-3., 0.) 5 5
( 1., 2.) 1 2
( 0., 0.) 1 5
( 1., 3.) 3 5
(-1., -1.) 2 4
( 6., -3.) 5 5
( 2., 6.) 1 1
( 2., 1.) 4 2
( 1., 0.) 2 3
( 0., -3.) 3 3
( 2., 2.) 4 5 : (a, irow, icol)[i], i=0,...,nnz-1

Nag_SparseNsym_SumDups : dup
Nag_SparseNsym_RemoveZeros : zero

10.3 Program Results

nag_sparse_nherm_sort (f11znc) Example Program Results

Original elements
n = 5
nnz = 15

i a irow icol
0 ( 4.0000e+00, 1.0000e+00) 3 1
1 ( -2.0000e+00, 6.0000e+00) 5 2
2 ( 1.0000e+00, -3.0000e+00) 4 4
3 ( -2.0000e+00, -1.0000e+00) 4 2
4 ( -3.0000e+00, 0.0000e+00) 5 5
5 ( 1.0000e+00, 2.0000e+00) 1 2
6 ( 0.0000e+00, 0.0000e+00) 1 5
7 ( 1.0000e+00, 3.0000e+00) 3 5
8 ( -1.0000e+00, -1.0000e+00) 2 4
9 ( 6.0000e+00, -3.0000e+00) 5 5

10 ( 2.0000e+00, 6.0000e+00) 1 1
11 ( 2.0000e+00, 1.0000e+00) 4 2
12 ( 1.0000e+00, 0.0000e+00) 2 3
13 ( 0.0000e+00, -3.0000e+00) 3 3
14 ( 2.0000e+00, 2.0000e+00) 4 5

Reordered elements
nnz = 11

i a irow icol
0 ( 2.0000e+00, 6.0000e+00) 1 1
1 ( 1.0000e+00, 2.0000e+00) 1 2
2 ( 1.0000e+00, 0.0000e+00) 2 3
3 ( -1.0000e+00, -1.0000e+00) 2 4
4 ( 4.0000e+00, 1.0000e+00) 3 1
5 ( 0.0000e+00, -3.0000e+00) 3 3
6 ( 1.0000e+00, 3.0000e+00) 3 5
7 ( 1.0000e+00, -3.0000e+00) 4 4
8 ( 2.0000e+00, 2.0000e+00) 4 5
9 ( -2.0000e+00, 6.0000e+00) 5 2

10 ( 3.0000e+00, -3.0000e+00) 5 5
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NAG Library Function Document

nag_sparse_herm_sort (f11zpc)

1 Purpose

nag_sparse_herm_sort (f11zpc) sorts the nonzero elements of a sparse complex Hermitian matrix,
represented in symmetric coordinate storage format.

2 Specification

#include <nag.h>
#include <nagf11.h>

void nag_sparse_herm_sort (Integer n, Integer *nnz, Complex a[],
Integer irow[], Integer icol[], Nag_SparseSym_Dups dup,
Nag_SparseSym_Zeros zero, Integer istr[], NagError *fail)

3 Description

nag_sparse_herm_sort (f11zpc) takes a symmetric coordinate storage (SCS) representation (see
Section 2.1.2 in the f11 Chapter Introduction) of a sparse n by n complex Hermitian matrix A, and
reorders the nonzero elements by increasing row index and increasing column index within each row.
Entries with duplicate row and column indices may be removed, or the values may be summed. Any
entries with zero values may optionally be removed.

The function also returns a pointer array istr to the starting address of each row in A.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 1.

2: nnz – Integer * Input/Output

On entry: the number of nonzero elements in the lower triangular part of the matrix A.

Constraint: nnz 	 0.

On exit: the number of lower triangular nonzero elements with unique row and column indices.

3: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; nnzð Þ.
On entry: the nonzero elements of the lower triangular part of the complex matrix A. These may
be in any order and there may be multiple nonzero elements with the same row and column
indices.

On exit: the lower triangular nonzero elements ordered by increasing row index, and by
increasing column index within each row. Each nonzero element has a unique row and column
index.
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4: irow½dim� – Integer Input/Output

Note: the dimension, dim, of the array irow must be at least max 1; nnzð Þ.
On entry: the row indices corresponding to the nonzero elements supplied in the array a.

Constraint: 1 � irow½i� � n, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the row indices corresponding to the nonzero elements
returned in the array a.

5: icol½dim� – Integer Input/Output

Note: the dimension, dim, of the array icol must be at least max 1; nnzð Þ.
On entry: the column indices corresponding to the nonzero elements supplied in the array a.

Constraint: 1 � icol½i� � irow½i�, for i ¼ 0; 1; . . . ; nnz� 1.

On exit: the first nnz elements contain the column indices corresponding to the nonzero elements
returned in the array a.

6: dup – Nag_SparseSym_Dups Input

On entry: indicates how any nonzero elements with duplicate row and column indices are to be
treated.

dup ¼ Nag SparseSym RemoveDups
The entries are removed.

dup ¼ Nag SparseSym SumDups
The relevant values in a are summed.

dup ¼ Nag SparseSym FailDups
The function fails with fail:code ¼ NE_NON_ZERO_DUP on detecting a duplicate.

C o n s t r a i n t : dup ¼ Nag SparseSym RemoveDups, Nag SparseSym SumDups o r
Nag SparseSym FailDups.

7: zero – Nag_SparseSym_Zeros Input

On entry: indicates how any elements with zero values in array a are to be treated.

zero ¼ Nag SparseSym RemoveZeros
The entries are removed.

zero ¼ Nag SparseSym KeepZeros
The entries are kept.

zero ¼ Nag SparseSym FailZeros
The function fails with fail:code ¼ NE_ZERO_COEFF on detecting a zero.

C o n s t r a i n t : zero ¼ Nag SparseSym RemoveZeros, Nag SparseSym KeepZeros o r
Nag SparseSym FailZeros.

8: istr½nþ 1� – Integer Output

On exit: istr½i � 1� � 1, for i ¼ 1; 2; . . . ; n, is the starting address in the arrays a, irow and icol of
row i of the matrix A. istr½n� � 1 is the address of the last nonzero element in A plus one.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nnz ¼ valueh i.
Constraint: nnz 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_SCS

On entry, I ¼ valueh i, icol½I � 1� ¼ valueh i and irow½I � 1� ¼ valueh i.
Constraint: icol½I � 1� 	 1 and icol½I � 1� � irow½I � 1�.
On entry, i ¼ valueh i, irow½i� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irow½i� 1� 	 1 and irow½i� 1� � n.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_ZERO_DUP

On entry, a duplicate entry has been found in row I and column J : I ¼ valueh i, J ¼ valueh i.

NE_ZERO_COEFF

On entry, a zero entry has been found in row I and column J : I ¼ valueh i, J ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sparse_herm_sort (f11zpc) is not threaded in any implementation.

9 Further Comments

The time taken for a call to nag_sparse_herm_sort (f11zpc) is proportional to nnz.

Note that the resulting matrix may have either rows or columns with no entries. If row i has no entries
then istr½i� ¼ istr½iþ 1�.
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10 Example

This example reads the SCS representation of a complex sparse Hermitian matrix A, calls
nag_sparse_herm_sort (f11zpc) to reorder the nonzero elements, and outputs the original and the
reordered representations.

10.1 Program Text

/* nag_sparse_herm_sort (f11zpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf11.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, n, nnz;
/* Arrays */
char nag_enum_arg[40];
Integer *irow = 0, *icol = 0, *istr = 0;
Complex *a = 0;
/* NAG types */
NagError fail;
Nag_SparseSym_Dups dup;
Nag_SparseSym_Zeros zero;

INIT_FAIL(fail);

printf("nag_sparse_herm_sort (f11zpc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read order of matrix and number of nonzero entries */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &nnz);
#else

scanf("%" NAG_IFMT "%*[^\n]", &nnz);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(nnz, Complex)) ||

!(icol = NAG_ALLOC(nnz, Integer)) ||
!(irow = NAG_ALLOC(nnz, Integer)) ||
!(istr = NAG_ALLOC((n + 1), Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read and output the original nonzero elements */
for (i = 0; i < nnz; i++)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,

&a[i].im, &irow[i], &icol[i]);
#else

scanf(" ( %lf , %lf ) %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &a[i].re,
&a[i].im, &irow[i], &icol[i]);

#endif

/* Reorder, sum duplicates and remove zeros */
/* Nag_SparseSym_SumDups */

#ifdef _WIN32
scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n]", nag_enum_arg);

#endif
dup = (Nag_SparseSym_Dups) nag_enum_name_to_value(nag_enum_arg);

/* Nag_SparseSym_RemoveZeros */
#ifdef _WIN32

scanf_s("%39s %*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s %*[^\n]", nag_enum_arg);
#endif

zero = (Nag_SparseSym_Zeros) nag_enum_name_to_value(nag_enum_arg);

/* Output original */
printf("\nOriginal elements\n");
printf("%s%4" NAG_IFMT "\n", " n =", n);
printf("%s%4" NAG_IFMT "\n", " nnz =", nnz);

printf("%9s%14s%22s%9s\n", "i", "a", "irow", "icol");
for (i = 0; i < nnz; i++)

printf("%9" NAG_IFMT " (%13.4e, %13.4e)%9" NAG_IFMT "%9" NAG_IFMT "\n",
i, a[i].re, a[i].im, irow[i], icol[i]);

/* nag_sparse_herm_sort (f11zpc).
* Complex sparse Hermitian matrix reorder function.
*/

nag_sparse_herm_sort(n, &nnz, a, irow, icol, dup, zero, istr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sparse_herm_sort (f11zpc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Output results */
printf("\nReordered elements\n");
printf("%s%4" NAG_IFMT "\n", " nnz =", nnz);

printf("%9s%14s%22s%9s\n", "i", "a", "irow", "icol");
for (i = 0; i < nnz; i++)

printf("%9" NAG_IFMT " (%13.4e, %13.4e)%9" NAG_IFMT "%9" NAG_IFMT "\n",
i, a[i].re, a[i].im, irow[i], icol[i]);

END:
NAG_FREE(a);
NAG_FREE(icol);
NAG_FREE(irow);
NAG_FREE(istr);

return exit_status;
}
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10.2 Program Data

nag_sparse_herm_sort (f11zpc) Example Program Data
4 : n
9 : nnz

( 1., 2.) 3 2
( 0., 0.) 2 1
( 0., 3.) 3 2
( 3., -5.) 4 4
( 4., 2.) 1 1
( 0., 3.) 2 2
( 2., 4.) 3 3
( 1., -1.) 3 2
( 1., 3.) 3 2 : (a, irow, icol)[i], i=0,...,nnz-1
Nag_SparseSym_SumDups : dup
Nag_SparseSym_RemoveZeros : zero

10.3 Program Results

nag_sparse_herm_sort (f11zpc) Example Program Results

Original elements
n = 4
nnz = 9

i a irow icol
0 ( 1.0000e+00, 2.0000e+00) 3 2
1 ( 0.0000e+00, 0.0000e+00) 2 1
2 ( 0.0000e+00, 3.0000e+00) 3 2
3 ( 3.0000e+00, -5.0000e+00) 4 4
4 ( 4.0000e+00, 2.0000e+00) 1 1
5 ( 0.0000e+00, 3.0000e+00) 2 2
6 ( 2.0000e+00, 4.0000e+00) 3 3
7 ( 1.0000e+00, -1.0000e+00) 3 2
8 ( 1.0000e+00, 3.0000e+00) 3 2

Reordered elements
nnz = 5

i a irow icol
0 ( 4.0000e+00, 2.0000e+00) 1 1
1 ( 0.0000e+00, 3.0000e+00) 2 2
2 ( 3.0000e+00, 7.0000e+00) 3 2
3 ( 2.0000e+00, 4.0000e+00) 3 3
4 ( 3.0000e+00, -5.0000e+00) 4 4
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f12 – Large Scale Eigenproblems

f12 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f12aac 8 nag_real_sparse_eigensystem_init
Initialization routine for (nag_real_sparse_eigensystem_iter (f12abc))
computing selected eigenvalues and, optionally, eigenvectors of a real
nonsymmetric sparse (standard or generalized) eigenproblem

f12abc 8 nag_real_sparse_eigensystem_iter
Selected eigenvalues and, optionally, eigenvectors of a real nonsymmetric
sparse eigenproblem, reverse communication

f12acc 8 nag_real_sparse_eigensystem_sol
Selected eigenvalues and, optionally, eigenvectors of a real nonsymmetric
sparse eigenproblem, postprocessing for nag_real_sparse_eigensystem_iter
(f12abc)

f12adc 8 nag_real_sparse_eigensystem_option
Set a single option from a string (nag_real_sparse_eigensystem_iter
(f12abc)/nag_real_sparse_eigensystem_sol (f12acc)/nag_real_banded_spar
se_eigensystem_sol (f12agc))

f12aec 8 nag_real_sparse_eigensystem_monit
Provides monitoring information for nag_real_sparse_eigensystem_iter
(f12abc)

f12afc 8 nag_real_banded_sparse_eigensystem_init
Initialization routine for (nag_real_banded_sparse_eigensystem_sol
(f12agc)) computing selected eigenvalues and, optionally, eigenvectors of a
real nonsymmetric banded (standard or generalized) eigenproblem

f12agc 8 nag_real_banded_sparse_eigensystem_sol
Selected eigenvalues and, optionally, eigenvectors of a real nonsymmetric
banded eigenproblem, driver

f12anc 8 nag_complex_sparse_eigensystem_init
Initialization routine for (nag_complex_sparse_eigensystem_iter (f12apc))
computing selected eigenvalues and, optionally, eigenvectors of a complex
sparse (standard or generalized) eigenproblem

f12apc 8 nag_complex_sparse_eigensystem_iter
Selected eigenvalues and, optionally, eigenvectors of a complex sparse
eigenproblem, reverse communication

f12aqc 8 nag_complex_sparse_eigensystem_sol
Selected eigenvalues and, optionally, eigenvectors of a complex sparse
eigenproblem, postprocessing for nag_complex_sparse_eigensystem_iter
(f12apc)

f12arc 8 nag_complex_sparse_eigensystem_option
Set a single option from a string (nag_complex_sparse_eigensystem_iter
(f12apc)/nag_complex_sparse_eigensystem_sol (f12aqc))

f12asc 8 nag_complex_sparse_eigensystem_monit
Provides monitoring information for nag_complex_sparse_eigensystem_iter
(f12apc)

f12atc 24 nag_complex_banded_eigensystem_init
Initialization function for nag_complex_banded_eigensystem_solve
(f12auc) computing selected eigenvalues and, optionally, eigenvectors of a
complex banded (standard or generalized) eigenproblem.
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f12auc 24 nag_complex_banded_eigensystem_solve
Selected eigenvalues and, optionally, eigenvectors of complex non-
Hermitian banded eigenproblem, driver

f12fac 8 nag_real_symm_sparse_eigensystem_init
Initialization routine for (nag_real_symm_sparse_eigensystem_iter (f12fbc))
computing selected eigenvalues and, optionally, eigenvectors of a real
symmetric sparse (standard or generalized) eigenproblem

f12fbc 8 nag_real_symm_sparse_eigensystem_iter
Selected eigenvalues and, optionally, eigenvectors of a real symmetric
sparse eigenproblem, reverse communication

f12fcc 8 nag_real_symm_sparse_eigensystem_sol
Selected eigenvalues and, optionally, eigenvectors of a real symmetric
sparse eigenproblem, postprocessing for nag_real_symm_sparse_eigensys
tem_iter (f12fbc)

f12fdc 8 nag_real_symm_sparse_eigensystem_option
Set a single option from a string (nag_real_symm_sparse_eigensystem_iter
(f12fbc)/nag_real_symm_sparse_eigensystem_sol (f12fcc)/nag_real_symm_
banded_sparse_eigensystem_sol (f12fgc))

f12fec 8 nag_real_symm_sparse_eigensystem_monit
Provides monitoring information for nag_real_symm_sparse_eigensyste
m_iter (f12fbc)

f12ffc 8 nag_real_symm_banded_sparse_eigensystem_init
Initialization routine for (nag_real_symm_banded_sparse_eigensystem_sol
(f12fgc)) computing selected eigenvalues and, optionally, eigenvectors of a
real symmetric banded (standard or generalized) eigenproblem

f12fgc 8 nag_real_symm_banded_sparse_eigensystem_sol
Selected eigenvalues and, optionally, eigenvectors of a real symmetric
banded eigenproblem, driver
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1 Scope of the Chapter

This chapter provides functions for computing some eigenvalues and eigenvectors of large-scale
(sparse) standard and generalized eigenvalue problems. It provides functions for:

solution of symmetric eigenvalue problems;

solution of nonsymmetric eigenvalue problems;

solution of generalized symmetric-definite eigenvalue problems;

solution of generalized nonsymmetric eigenvalue problems;

partial singular value decomposition.

Functions are provided for both real and complex data.

The functions in this chapter have all been derived from the ARPACK software suite (see Lehoucq et
al. (1998)), a collection of Fortran 77 subfunctions designed to solve large scale eigenvalue problems.
The interfaces provided in this chapter have been chosen to combine ease of use with the flexibility of
the original ARPACK software. The underlying iterative methods and algorithms remain essentially the
same as those in ARPACK and are described fully in Lehoucq et al. (1998).

The algorithms used are based upon an algorithmic variant of the Arnoldi process called the Implicitly
Restarted Arnoldi Method. For symmetric matrices, this reduces to a variant of the Lanczos process
called the Implicitly Restarted Lanczos Method. These variants may be viewed as a synthesis of the
Arnoldi/Lanczos process with the Implicitly Shifted QR technique that is suitable for large scale
problems. For many standard problems, a matrix factorization is not required. Only the action of the
matrix on a vector is needed.

2 Background to the Problems

This section is only a brief introduction to the solution of large-scale eigenvalue problems. For a more
detailed discussion see, for example, Saad (1992) or Lehoucq (1995) in addition to Lehoucq et al.
(1998). The basic factorization techniques and definitions of terms used for the different problem types
are given in Section 2 in the f08 Chapter Introduction.

2.1 Sparse Matrices and their Storage

A matrix A may be described as sparse if the number of zero elements is so large that it is worthwhile
using algorithms which avoid computations involving zero elements.

If A is sparse, and the chosen algorithm requires the matrix coefficients to be stored, a significant
saving in storage can often be made by storing only the nonzero elements. A number of different
formats may be used to represent sparse matrices economically. These differ according to the amount of
storage required, the amount of indirect addressing required for fundamental operations such as matrix-
vector products, and their suitability for vector and/or parallel architectures. For a survey of some of
these storage formats see Barrett et al. (1994).

Most of the functions in this chapter have been designed to be independent of the matrix storage
format. This allows you to choose your own preferred format, or to avoid storing the matrix altogether.
Other functions are general purpose, which are easier to use, but are based on fixed storage formats.
One such format is currently provided. This is the banded coordinate storage format as used in Chapters
f07 and f08 (LAPACK) for storing general banded matrices.

2.2 Symmetric Eigenvalue Problems

The symmetric eigenvalue problem is to find the eigenvalues, �, and corresponding eigenvectors, z 6¼ 0,
such that

Az ¼ �z; A ¼ AT; where A is real:

For the Hermitian eigenvalue problem we have
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Az ¼ �z; A ¼ AH; where A is complex:

For both problems the eigenvalues � are real.

The basic task of the symmetric eigenproblem functions is to compute some of the values of � and,
optionally, corresponding vectors z for a given matrix A. For example, we may wish to obtain the first
ten eigenvalues of largest magnitude, of a large sparse matrix A.

2.3 Generalized Symmetric-definite Eigenvalue Problems

This section is concerned with the solution of the generalized eigenvalue problems Az ¼ �Bz,
ABz ¼ �z, and BAz ¼ �z, where A and B are real symmetric or complex Hermitian and B is positive
definite. Each of these problems can be reduced to a standard symmetric eigenvalue problem, using a
Cholesky factorization of B as either B ¼ LLT or B ¼ UTU (LLH or UHU in the Hermitian case).

With B ¼ LLT, we have

Az ¼ �Bz) L�1AL�T
� �

LTz
� �

¼ � LTz
� �

:

Hence the eigenvalues of Az ¼ �Bz are those of Cy ¼ �y, where C is the symmetric matrix
C ¼ L�1AL�T and y ¼ LTz. In the complex, case C is Hermitian with C ¼ L�1AL�H and y ¼ LHz.

The basic task of the generalized symmetric eigenproblem functions is to compute some of the values
of � and, optionally, corresponding vectors z for a given matrix A. For example, we may wish to obtain
the first ten eigenvalues of largest magnitude, of a large sparse matrix pair A and B.

2.4 Nonsymmetric Eigenvalue Problems

The nonsymmetric eigenvalue problem is to find the eigenvalues, �, and corresponding eigenvectors,
v 6¼ 0, such that

Av ¼ �v:

More precisely, a vector v as just defined is called a right eigenvector of A, and a vector u 6¼ 0
satisfying

uTA ¼ �uT uHA ¼ �uH when u is complex
� �

is called a left eigenvector of A.

A real matrix A may have complex eigenvalues, occurring as complex conjugate pairs.

This problem can be solved via the Schur factorization of A, defined in the real case as

A ¼ ZTZT;

where Z is an orthogonal matrix and T is an upper quasi-triangular matrix with 1 by 1 and 2 by 2
diagonal blocks, the 2 by 2 blocks corresponding to complex conjugate pairs of eigenvalues of A. In the
complex case, the Schur factorization is

A ¼ ZTZH;

where Z is unitary and T is a complex upper triangular matrix.

The columns of Z are called the Schur vectors. For each k (1 � k � n), the first k columns of Z form
an orthonormal basis for the invariant subspace corresponding to the first k eigenvalues on the diagonal
of T . Because this basis is orthonormal, it is preferable in many applications to compute Schur vectors
rather than eigenvectors. It is possible to order the Schur factorization so that any desired set of k
eigenvalues occupy the k leading positions on the diagonal of T .

The two basic tasks of the nonsymmetric eigenvalue functions are to compute, for a given matrix A,
some values of � and, if desired, their associated right eigenvectors v, and the Schur factorization.
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2.5 Generalized Nonsymmetric Eigenvalue Problem

The generalized nonsymmetric eigenvalue problem is to find the eigenvalues, �, and corresponding
eigenvectors, v 6¼ 0, such that

Av ¼ �Bv; ABv ¼ �v; and BAv ¼ �v:
More precisely, a vector v as just defined is called a right eigenvector of the matrix pair A;Bð Þ, and a
vector u 6¼ 0 satisfying

uTA ¼ �uTB uHA ¼ �uHB when u is complex
� �

is called a left eigenvector of the matrix pair A;Bð Þ.

2.6 The Singular Value Decomposition

The singular value decomposition (SVD) of an m by n matrix A is given by

A ¼ U�V T; A ¼ U�V Hin the complex case
� �

where U and V are orthogonal (unitary) and � is an m by n diagonal matrix with real diagonal
elements, �i, such that

�1 	 �2 	 � � � 	 �min m;nð Þ 	 0:

The �i are the singular values of A and the first min m;nð Þ columns of U and V are the left and right
singular vectors of A. The singular values and singular vectors satisfy

Avi ¼ �iui and ATui ¼ �ivi or AHui ¼ �ivi
� �

so that ATAui ¼ �2i ui ðAHAui ¼ �2i uiÞ

where ui and vi are the ith columns of U and V respectively.

Thus selected singular values and the corresponding right singular vectors may be computed by finding
eigenvalues and eigenvectors for the symmetric matrix ATA (or the Hermitian matrix AHA if A is
complex).

An alternative approach is to use the relationship

0 A
AT 0

� �
U
V

� �
¼ U

V

� �
�

and thus compute selected singular values and vectors via the symmetric matrix

C ¼ 0 A
AT 0

� �
C ¼ 0 A

AH 0

� �
if A is complex

� �
:

In many applications, one is interested in computing a few (say k) of the largest singular values and
corresponding vectors. If Uk, Vk denote the leading k columns of U and V respectively, and if �k

denotes the leading principal submatrix of �, then

Ak � Uk�kV
T
k ðor Uk�kV

H
kÞ

is the best rank-k approximation to A in both the 2-norm and the Frobenius norm. Often a very small k
will suffice to approximate important features of the original A or to approximately solve least squares
problems involving A.

2.7 Iterative Methods

Iterative methods for the solution of the standard eigenproblem

Ax ¼ �x ð1Þ

approach the solution through a sequence of approximations until some user-specified termination
criterion is met or until some predefined maximum number of iterations has been reached. The number
of iterations required for convergence is not generally known in advance, as it depends on the accuracy
required, and on the matrix A, its sparsity pattern, conditioning and eigenvalue spectrum.
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3 Recommendations on Choice and Use of Available Functions

3.1 Types of Function Available

The functions available in this chapter divide essentially into three suites of basic reverse
communication functions and some general purpose functions for banded systems.

Basic functions are grouped in suites of five, and implement the underlying iterative method. Each
suite comprises a setup function, an options setting function, a solver function, a function to return
additional monitoring information and a post-processing function. The solver function is independent of
the matrix storage format (indeed the matrix need not be stored at all) and the type of preconditioner. It
uses reverse communication (see Section 2.3.2 in How to Use the NAG Library and its Documentation
for further information), i.e., it returns repeatedly to the calling program with the argument irevcm set
to specified values which require the calling program to carry out a specific task (either to compute a
matrix-vector product or to solve the preconditioning equation), to signal the completion of the
computation or to allow the calling program to monitor the solution. Reverse communication has the
following advantages:

(i) Maximum flexibility in the representation and storage of sparse matrices. All matrix operations are
performed outside the solver function, thereby avoiding the need for a complicated interface with
enough flexibility to cope with all types of storage schemes and sparsity patterns. This also applies
to preconditioners.

(ii) Enhanced user interaction: you can closely monitor the solution and tidy or immediate termination
can be requested. This is useful, for example, when alternative termination criteria are to be
employed or in case of failure of the external functions used to perform matrix operations.

At present there are suites of basic functions for real symmetric and nonsymmetric systems, and for
complex systems.

General purpose functions call basic functions in order to provide easy-to-use functions for particular
sparse matrix storage formats. They are much less flexible than the basic functions, but do not use
reverse communication, and may be suitable in many cases.

The structure of this chapter has been designed to cater for as many types of application as possible. If
a general purpose function exists which is suitable for a given application you are recommended to use
it. If you then decide you need some additional flexibility it is easy to achieve this by using basic and
utility functions which reproduce the algorithm used in the general purpose function, but allow more
access to algorithmic control parameters and monitoring.

3.2 Iterative Methods for Real Nonsymmetric and Complex Eigenvalue Problems

The suite of basic functions nag_real_sparse_eigensystem_init (f12aac), nag_real_sparse_eigensyste
m_iter (f12abc), nag_real_sparse_eigensystem_sol (f12acc), nag_real_sparse_eigensystem_option
(f12adc) and nag_real_sparse_eigensystem_monit (f12aec) implements the iterative solution of real
nonsymmetric eigenvalue problems, finding estimates for a specified spectrum of eigenvalues. These
eigenvalue estimates are often referred to as Ritz values and the error bounds obtained are referred to as
the Ritz estimates. These functions allow a choice of termination criteria and many other options for
specifying the problem type, allow monitoring of the solution process, and can return Ritz estimates of
the calculated Ritz values of the problem A.

For complex matrices there is an equivalent suite of functions. nag_complex_sparse_eigensystem_init
(f12anc), nag_complex_sparse_eigensystem_iter (f12apc), nag_complex_sparse_eigensystem_sol
(f12aqc), nag_complex_sparse_eigensystem_option (f12arc) and nag_complex_sparse_eigensystem_mo
nit (f12asc) are the basic functions which implement corresponding methods used for real
nonsymmetric systems. Note that these functions are to be used for both Hermitian and non-Hermitian
problems. Occasionally, when using these functions on a complex Hermitian problem, eigenvalues will
be returned with small but nonzero imaginary part due to unavoidable round-off errors. These should be
ignored unless they are significant with respect to the eigenvalues of largest magnitude that have been
computed.

There are general purpose functions for the case where the matrices are known to be banded. In these
cases an initialization function is called first to set up default options, and the problem is solved by a
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single call to a solver function. The matrices are supplied, in LAPACK banded-storage format, as
arguments to the solver function. For real general matrices these functions are nag_real_banded_
sparse_eigensystem_init (f12afc) and nag_real_banded_sparse_eigensystem_sol (f12agc); and for
complex matrices the pair is nag_complex_banded_eigensystem_init (f12atc) and nag_complex_bande
d_eigensystem_solve (f12auc). With each pair non-default options can be set, following a call to the
initialization function, using nag_real_sparse_eigensystem_option (f12adc) for real matrices and
nag_complex_sparse_eigensystem_option (f12arc) for complex matrices. For real matrices that can be
supplied in the sparse matrix compressed column storage (CCS) format, the driver function
nag_eigen_real_gen_sparse_arnoldi (f02ekc) is available. This function uses functions from Chapter
f12 in conjunction with direct solver functions from Chapter f11.

There is little computational penalty in using the non-Hermitian complex functions for a Hermitian
problem. The only additional cost is to compute eigenvalues of a Hessenberg rather than a tridiagonal
matrix. The difference in computational cost should be negligible compared to the overall cost.

3.3 Iterative Methods for Real Symmetric Eigenvalue Problems

The suite of basic functions nag_real_symm_sparse_eigensystem_init (f12fac), nag_real_symm_spar
se_eigensystem_iter (f12fbc), nag_real_symm_sparse_eigensystem_sol (f12fcc), nag_real_symm_spar
se_eigensystem_option (f12fdc) and nag_real_symm_sparse_eigensystem_monit (f12fec) implement a
Lanczos method for the iterative solution of the real symmetric eigenproblem.

There is a general purpose function pair for the case where the matrices are known to be banded. In this
case an initialization function, nag_real_symm_banded_sparse_eigensystem_init (f12ffc), is called first
to set up default options, and the problem is solved by a single call to a solver function,
nag_real_symm_banded_sparse_eigensystem_sol (f12fgc). The matrices are supplied, in LAPACK
banded-storage format, as arguments to nag_real_symm_banded_sparse_eigensystem_sol (f12fgc). Non-
default options can be set, following a call to nag_real_symm_banded_sparse_eigensystem_init (f12ffc),
using nag_real_symm_sparse_eigensystem_option (f12fdc).

3.4 Iterative Methods for Singular Value Decomposition

The partial singular value decomposition, Ak (as defined in Section 2.6), of an m� nð Þ matrix A can be
computed efficiently using functions from this chapter. For real matrices, the suite of functions listed in
Section 3.3 (for symmetric problems) can be used; for complex matrices, the corresponding suite of
functions for complex problems can be used; however, there are no general purpose functions for
complex problems.

The driver function nag_real_partial_svd (f02wgc) is available for computing the partial SVD of real
matrices. The matrix is not supplied to nag_real_partial_svd (f02wgc); rather, a user-defined function
argument provides the results of performing Matrix-vector products.

For both real and complex matrices, you should use the default options (see, for example, the options
listed in Section 11 in nag_real_symm_sparse_eigensystem_option (f12fdc)) for problem type
(Standard), computational mode (Regular) and spectrum (Largest Magnitude). The operation to be
performed on request by the reverse communication function (e.g., nag_real_symm_sparse_eigensys
tem_iter (f12fbc)) is, for real matrices, to multiply the returned vector by the symmetric matrix ATA if
m 	 n, or by AAT if m < n. For complex matrices, the corresponding Hermitian matrices are AHA and
AAH.

The right (m 	 n) or left (m < n) singular vectors are returned by the post-processing function (e.g.,
nag_real_symm_sparse_eigensystem_sol (f12fcc)). The left (or right) singular vectors can be recovered
from the returned singular vectors. Providing the largest singular vectors are not multiple or tightly
clustered, there should be no problem in obtaining numerically orthogonal left singular vectors from the
computed right singular vectors (or vice versa).

The second example in Section 10 in nag_real_symm_sparse_eigensystem_iter (f12fbc) illustrates how
the partial singular value decomposition of a real matrix can be performed using the suite of functions
for finding some eigenvalues of a real symmetric matrix. In this case m 	 n, however, the program is
easily amended to perform the same task in the case m < n.
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Similarly, functions in this chapter may be used to estimate the 2-norm condition number,

K2 Að Þ ¼
�1
�n
:

This can be achieved by setting the option Both Ends to get the largest and smallest few singular
values, then taking the ratio of largest to smallest computed singular values as your estimate.

3.5 Alternative Methods

Other functions for the solution of sparse linear eigenproblems can be found in Chapters f02 and f08. In
particular, tridiagonal and band matrices are addressed in Chapter f08 whereas sparse matrices are
addressed in Chapter f02.

4 General Use of Functions

This section will describe the complete structure of the reverse communication interfaces contained in
this chapter. Numerous computational modes are available, including several shift-invert strategies
designed to accelerate convergence. Two of the more sophisticated modes will be described in detail.
The remaining ones are quite similar in principle, but require slightly different tasks to be performed
with the reverse communication interface.

This chapter is structured as follows. The naming conventions used in this chapter, and the data types
available are described in Section 4.1, spectral transformations are discussed in Section 4.2. Spectral
transformations are usually extremely effective but there are a number of problem dependent issues that
determine which one to use. In Section 4.3 we describe the reverse communication interface needed to
exercise the various shift-invert options. Each shift-invert option is specified as a computational mode
and all of these are summarised in the remaining sections. There is a subsection for each problem type
and hence these sections are quite similar and repetitive. Once the basic idea is understood, it is
probably best to turn directly to the subsection that describes the problem setting that is most interesting
to you.

Perhaps the easiest way to rapidly become acquainted with the modes in this chapter is to run each of
the example programs which use the various modes. These may be used as templates and adapted to
solve specific problems.

4.1 Naming Conventions

Functions for solving nonsymmetric (real and complex) eigenvalue problems, in their short names, have
as first letter after the chapter name, the letter ‘a’, e.g., nag_real_sparse_eigensystem_iter (f12abc);
equivalent functions for symmetric eigenvalue problems will have this letter replaced by the letter ‘f’
(and ‘_symm’ added to their long names), e.g., nag_real_symm_sparse_eigensystem_iter (f12fbc). For
the letter following this, functions for real eigenvalue problems will have letters in the range ‘a to m’
(and have long names beginning ‘nag_real’) while those for complex eigenvalue problems will have
letters correspondingly shifted into the range ‘n to z’ (and long names beginning ‘nag_complex’); so,
for example, the complex equivalent of nag_real_sparse_eigensystem_option (f12adc) is nag_com
plex_sparse_eigensystem_option (f12arc), while the real symmetric equivalent is nag_real_symm_spar
se_eigensystem_option (f12fdc).

A suite of five functions are named consecutively in their short names and differ only in the final word
of their long names, e.g., nag_real_sparse_eigensystem_init (f12aac), nag_real_sparse_eigensystem_iter
(f12abc), nag_real_sparse_eigensystem_sol (f12acc), nag_real_sparse_eigensystem_option (f12adc) and
nag_real_sparse_eigensystem_monit (f12aec). Each general purpose function has its own initialization
function, but uses the option setting function from the suite relevant to the problem type. Thus each
general purpose function can be viewed as belonging to a suite of three functions, even though only two
functions will be named consecutively. For example, nag_real_sparse_eigensystem_option (f12adc),
nag_real_banded_sparse_eigensystem_init (f12afc) and nag_real_banded_sparse_eigensystem_sol
(f12agc) represent the suite of functions for solving a banded real symmetric eigenvalue problem.
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4.2 Shift and Invert Spectral Transformations

The most general problem that may be solved here is to compute a few selected eigenvalues and
corresponding eigenvectors for

Ax ¼ �Bx; where A and B are real or complex n� n matrices: ð2Þ
The shift and invert spectral transformation is used to enhance convergence to a desired portion of the
spectrum. If x; �ð Þ is an eigen-pair for A;Bð Þ and � 6¼ � then

A� �Bð Þ�1Bx ¼ �x; where � ¼ 1

�� �: ð3Þ

This transformation is effective for finding eigenvalues near � since the n� eigenvalues of
C � A� �Bð Þ�1B that are largest in magnitude correspond to the n� eigenvalues �j of the original
problem that are nearest to the shift � in absolute value. These transformed eigenvalues of largest
magnitude are precisely the eigenvalues that are easy to compute with a Krylov method. (See Barrett et
al. (1994)). Once they are found, they may be transformed back to eigenvalues of the original problem.
The direct relation is

�j ¼ �þ
1

�j

and the eigenvector xj associated with �j in the transformed problem is also an eigenvector of the
original problem corresponding to �j. Usually the Arnoldi process will rapidly obtain good
approximations to the eigenvalues of C of largest magnitude. However, to implement this
transformation, you must provide the means to solve linear systems involving A� �B either with a
matrix factorization or with an iterative method.

In general, C will be non-Hermitian even if A and B are both Hermitian. However, this is easily
remedied. The assumption that B is Hermitian positive definite implies that the bilinear form

x; yh i � xHBy

is an inner product. If B is positive semidefinite and singular, then a semi-inner product results. This is
a weighted B-inner product and vectors x, y are called B-orthogonal if x; yh i ¼ 0. It is easy to show
that if A is Hermitian (self-adjoint) then C is Hermitian self-adjoint with respect to this B-inner product
(meaning Cx; yh i ¼ x; Cyh i for all vectors x, y). Therefore, symmetry will be preserved if we force the
computed basis vectors to be orthogonal in this B-inner product. Implementing this B-orthogonality
requires you to provide a matrix-vector product Bv on request along with each application of C. In the
following sections we shall discuss some of the more familiar transformations to the standard
eigenproblem. However, when B is positive (semi)definite, we recommend using the shift-invert
spectral transformation with B-inner products if at all possible. This is a far more robust transformation
when B is ill-conditioned or singular. With a little extra manipulation (provided automatically in the
post-processing functions) the semi-inner product induced by B prevents corruption of the computed
basis vectors by roundoff-error associated with the presence of infinite eigenvalues. These very ill-
conditioned eigenvalues are generally associated with a singular or highly ill-conditioned B. A detailed
discussion of this theory may be found in Chapter 4 of Lehoucq et al. (1998).

Shift-invert spectral transformations are very effective and should even be used on standard problems,
B ¼ I, whenever possible. This is particularly true when interior eigenvalues are sought or when the
desired eigenvalues are clustered. Roughly speaking, a set of eigenvalues is clustered if the maximum
distance between any two eigenvalues in that set is much smaller than the minimum distance between
these eigenvalues and any other eigenvalues of A;Bð Þ.
If you have a generalized problem B 6¼ I, then you must provide a way to solve linear systems with
either A, B or a linear combination of the two matrices in order to use the reverse communication suites
in this chapter. In this case, a sparse direct method should be used to factor the appropriate matrix
whenever possible. The resulting factorization may be used repeatedly to solve the required linear
systems once it has been obtained. If instead you decide to use an iterative method, the accuracy of the
solutions must be commensurate with the convergence tolerance used for the Arnoldi iteration. A
slightly more stringent tolerance is needed relative to the desired accuracy of the eigenvalue calculation.
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The main drawback with using the shift-invert spectral transformation is that the coefficient matrix
A� �B is typically indefinite in the Hermitian case and has zero-valued eigenvalues in the non-
Hermitian case. These are often the most difficult situations for iterative methods and also for sparse
direct methods.

The decision to use a spectral transformation on a standard eigenvalue problem B ¼ I or to use one of
the simple modes is problem dependent. The simple modes have the advantage that you only need to
supply a matrix vector product Av. However, this approach is usually only successful for problems
where extremal non-clustered eigenvalues are sought. In non-Hermitian problems, extremal means
eigenvalues near the boundary of the spectrum of A. For Hermitian problems, extremal means
eigenvalues at the left- or right-hand end points of the spectrum of A. The notion of non-clustered (or
well separated) is difficult to define without going into considerable detail. A simplistic notion of a
well-separated eigenvalue �j for a Hermitian problem would be �i � �j

�� �� > � �n � �1k k for all j 6¼ i
with � � �, where �1 and �n are the smallest and largest algebraically. Unless a matrix vector product
is quite difficult to code or extremely expensive computationally, it is probably worth trying to use the
simple mode first if you are seeking extremal eigenvalues.

The remainder of this section discusses additional transformations that may be applied to convert a
generalized eigenproblem to a standard eigenproblem. These are appropriate when B is well-
conditioned (Hermitian or non-Hermitian).

4.2.1 B is Hermitian positive definite

If B is Hermitian positive definite and well-conditioned ( Bk k B�1
�� �� is of modest size), then computing

the Cholesky factorization B ¼ LLH and converting equation (2) to

L�1AL�H
� �

y ¼ �y; where LHx ¼ y

provides a transformation to a standard eigenvalue problem. In this case, a request for a matrix vector
product would be satisfied with the following three steps:

(i) Solve LHz ¼ v for z.

(ii) Matrix-vector multiply z Az.

(iii) Solve Lw ¼ z for w.

Upon convergence, a computed eigenvector y for L�1AL�Hð Þ is converted to an eigenvector x of the
original problem by solving the triangular system LHx ¼ y. This transformation is most appropriate
when A is Hermitian, B is Hermitian positive definite and extremal eigenvalues are sought. This is
because when A is Hermitian, so is L�1AL�Hð Þ.
If A is Hermitian positive definite and the smallest eigenvalues are sought, then it would be best to
reverse the roles of A and B in the above description and ask for the largest algebraic eigenvalues or
those of largest magnitude. Upon convergence, a computed eigenvalue �̂ would then be converted to an

eigenvalue of the original problem by the relation � 1

�̂
.

4.2.2 B is not Hermitian positive semidefinite

If neither A nor B is Hermitian positive semidefinite, then a direct transformation to standard form is
required. One simple way to obtain a direct transformation of equation (2) to a standard eigenvalue
problem Cx ¼ �x is to multiply on the left by B�1 which results in C ¼ B�1A. Of course, you should
not perform this transformation explicitly since it will most likely convert a sparse problem into a dense
one. If possible, you should obtain a direct factorization of B and when a matrix-vector product
involving C is called for, it may be accomplished with the following two steps:

(i) Matrix-vector multiply z Av.

(ii) Solve Bw ¼ z for w.

Several problem-dependent issues may modify this strategy. If B is singular or if you are interested in
eigenvalues near a point � then you may choose to work with C � A� �Bð Þ�1B but without using the
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B-inner products discussed previously. In this case you will have to transform the converged
eigenvalues of C to eigenvalues of the original problem.

4.3 Reverse Communication and Shift-invert Modes

The reverse communication interface function for real nonsymmetric problems is nag_real_sparse_ei
gensystem_iter (f12abc); for complex problems is nag_complex_sparse_eigensystem_iter (f12apc); and
for real symmetric problems is nag_real_symm_sparse_eigensystem_iter (f12fbc). First the reverse
communication loop structure will be described and then the details and nuances of the problem setup
will be discussed. We use the symbol OP for the operator that is applied to vectors in the Arnoldi/
Lanczos process and B will stand for the matrix to use in the weighted inner product described
previously. For the shift-invert spectral transformation mode OP denotes A� �Bð Þ�1B.
The basic idea is to set up a loop that repeatedly call one of nag_real_sparse_eigensystem_iter (f12abc),
nag_complex_sparse_eigensystem_iter (f12apc) and nag_real_symm_sparse_eigensystem_iter (f12fbc).
On each return, you must either apply OP or B to a specified vector or exit the loop depending upon the
value returned in the reverse communication argument irevcm.

4.3.1 Shift and invert on a generalized eigenproblem

The example program in Section 10 in nag_real_sparse_eigensystem_monit (f12aec) illustrates the
reverse communication loop for nag_real_sparse_eigensystem_iter (f12abc) in shift-invert mode for a
generalized nonsymmetric eigenvalue problem. This loop structure will be identical for the symmetric
problem calling nag_real_symm_sparse_eigensystem_iter (f12fbc). The loop structure is also identical
for the complex arithmetic function nag_complex_sparse_eigensystem_iter (f12apc).

In the example, the matrix B is assumed to be symmetric and positive semidefinite. In the loop
structure, you will have to supply a function to obtain a matrix factorization of A� �Bð Þ that may
repeatedly be used to solve linear systems. Moreover, a function needs to be provided to perform the
matrix-vector product z ¼ Bv and a function is required to solve linear systems of the form
A� �Bð Þw ¼ z as needed using the previously computed factorization.

When convergence has taken place (indicated by irevcm ¼ 5 and fail ¼ 0), the reverse communication
loop will be exited. Then, post-processing using the relevant function from nag_real_sparse_eigensys
tem_sol (f12acc), nag_complex_sparse_eigensystem_sol (f12aqc) and nag_real_symm_sparse_eigensys
tem_sol (f12fcc) must be done to recover the eigenvalues and corresponding eigenvectors of the
original problem. When operating in shift-invert mode, the eigenvalue selection option is normally set
to Largest Magnitude. The post-processing function is then used to convert the converged eigenvalues
of OP to eigenvalues of the original problem (2). Also, when B is singular or ill-conditioned, the post-
processing function takes steps to purify the eigenvectors and rid them of numerical corruption from
eigenvectors corresponding to near-infinite eigenvalues. These procedures are performed automatically
when operating in any one of the computational modes described above and later in this section.

You may wish to construct alternative computational modes using spectral transformations that are not
addressed by any of the modes specified in this chapter. The reverse communication interface will
easily accommodate these modifications. However, it will most likely be necessary to construct explicit
transformations of the eigenvalues of OP to eigenvalues of the original problem in these situations.

4.3.2 Using the computational modes

The problem set up is similar for all of the available computational modes. In the previous section, a
detailed description of the reverse communication loop for a specific mode (Shift-invert for a
Generalized Problem) was given. To use this or any of the other modes listed below, you are strongly
urged to modify one of the example programs.

The first thing to decide is whether the problem will require a spectral transformation. If the problem is
generalized, B 6¼ I, then a spectral transformation will be required (see Section 4.2). Such a
transformation will most likely be needed for a standard problem if the desired eigenvalues are in the
interior of the spectrum or if they are clustered at the desired part of the spectrum. Once this decision
has been made and OP has been specified, an efficient means to implement the action of the operator
OP on a vector must be devised. The expense of applying OP to a vector will of course have direct
impact on performance.
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Shift-invert spectral transformations may be implemented with or without the use of a weighted B-inner
product. The relation between the eigenvalues of OP and the eigenvalues of the original problem must
also be understood in order to make the appropriate eigenvalue selection option (e.g.,
Largest Magnitude) in order to recover eigenvalues of interest for the original problem. You must
specify the number of eigenvalues to compute, which eigenvalues are of interest, the number of basis
vectors to use, and whether or not the problem is standard or generalized. These items are controlled by
setting options via the option setting function.

Setting the number of eigenvalues nev and the number of basis vectors ncv (in the setup function) for
optimal performance is very much problem dependent. If possible, it is best to avoid setting nev in a
way that will split clusters of eigenvalues. As a rule of thumb ncv 	 2� nev is reasonable. There are
trade-offs due to the cost of the user-supplied matrix-vector products and the cost of the implicit restart
mechanism. If the user-supplied matrix-vector product is relatively cheap, then a smaller value of ncv
may lead to more user matrix-vector products and implicit Arnoldi iterations but an overall decrease in
computation time. Convergence behaviour can be quite different depending on which of the spectrum
options (e.g., Largest Magnitude) is chosen. The Arnoldi process tends to converge most rapidly to
extreme points of the spectrum. Implicit restarting can be effective in focusing on and isolating a
selected set of eigenvalues near these extremes. In principle, implicit restarting could isolate
eigenvalues in the interior, but in practice this is difficult and usually unsuccessful. If you are interested
in eigenvalues near a point that is in the interior of the spectrum, a shift-invert strategy is usually
required for reasonable convergence.

The integer argument irevcm is the reverse communication flag that will specify a requested action on
return from one of the solver functions nag_real_sparse_eigensystem_iter (f12abc), nag_complex_
sparse_eigensystem_iter (f12apc) and nag_real_symm_sparse_eigensystem_iter (f12fbc). The options
Standard and Generalized specify if this is a standard or generalized eigenvalue problem. The
dimension of the problem is specified on the call to the initialization function only; this value, together
with the number of eigenvalues and the dimension of the basis vectors is passed through the
communication array. There are a number of spectrum options which specify the eigenvalues to be
computed; these options differ depending on whether a Hermitian or non-Hermitian eigenvalue problem
is to be solved. For example, the Both Ends is specific to Hermitian (symmetric) problems while the
Largest Imaginary is specific to non-Hermitian eigenvalue problems (see Section 11.1 in
nag_real_sparse_eigensystem_option (f12adc)). The specification of problem type will be described
separately but the reverse communication interface and loop structure is the same for each type of the
ba s i c mode s Regular, Regular Inverse, Shifted Inverse ( a l s o Shifted Inverse Real and
Shifted Inverse Imaginary for real nonsymmetric problems), and for the problem type: Standard or
Generalized. There are some additional specialised modes for symmetric problems, Buckling and
Cayley, and for real nonsymmetric problems with complex shifts applied in real arithmetic. You are
encouraged to examine the documented example programs for these modes.

The Tolerance specifies the accuracy requested. If you wish to supply shifts for implicit restarting then
the Supplied Shifts must be selected, otherwise the default Exact Shifts strategy will be used. The
Supplied Shifts should only be used when you have a great deal of knowledge about the spectrum and
about the implicit restarted Arnoldi method and its underlying theory. The Iteration Limit should be
set to the maximum number of implicit restarts allowed. The cost of an implicit restart step (major
iteration) is in the order of 4n ncv� nevð Þ floating-point operations for the dense matrix operations and
ncv� nev matrix-vector products w Av with the matrix A.

The choice of computational mode through the option setting function is very important. The legitimate
computational mode options available differ with each problem type and are listed below for each of
them.

4.3.3 Computational modes for real symmetric problems

The reverse communication interface function for symmetric eigenvalue problems is nag_real_symm_
sparse_eigensystem_iter (f12fbc). The option for selecting the region of the spectrum of interest can be
one of those listed in Table 1.
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Largest Magnitude The eigenvalues of greatest magnitude

Largest Algebraic The eigenvalues of largest algebraic value (rightmost)

Smallest Magnitude The eigenvalues of least magnitude.

Smallest Algebraic The eigenvalues of smallest algebraic value (leftmost)

Both Ends The eigenvalues from both ends of the algebraic spectrum

Table 1
Eigenvalue spectrum options for symmetric eigenproblems

Table 2 lists the spectral transformation options for symmetric eigenvalue problems together with the
specification of OP and B for each mode and the problem type option setting.

Problem Type Mode Problem OP B

Standard Regular Ax ¼ �x A I

Standard Shifted Inverse Ax ¼ �x A� �Ið Þ�1 I

Generalized Regular Inverse Ax ¼ �Bx B�1Ax B

Generalized Shifted Inverse Ax ¼ �Bx A� �Bð Þ�1B B

Generalized Buckling Kx ¼ �KGx K � �KGð Þ�1K K

Generalized Cayley Ax ¼ �Bx A� �Bð Þ�1 Aþ �Bð Þ B

Table 2
Problem types, computational modes and spectral transformations for

symmetric eigenproblems

4.3.4 Computational modes for non-Hermitian problems

When A is a general non-Hermitian matrix and B is Hermitian and positive semidefinite, then the
selection of the eigenvalues is controlled by the choice of one of the options in Table 3.

Largest Magnitude The eigenvalues of greatest magnitude

Smallest Magnitude The eigenvalues of least magnitude

Largest Real The eigenvalues with largest real part

Smallest Real The eigenvalues with smallest real part

Largest Imaginary The eigenvalues with largest imaginary part

Smallest Imaginary The eigenvalues with smallest imaginary part

Table 3
Eigenvalue spectrum options for real nonsymmetric and

complex eigenproblems
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Table 4 lists the spectral transformation options for real nonsymmetric eigenvalue problems together
with the specification of OP and B for each mode and the problem type option setting. The equivalent
listing for complex non-Hermitian eigenvalue problems is given in Table 5.

Problem Type Mode Problem OP B

Standard Regular Ax ¼ �x A I

Standard Shifted Inverse Real Ax ¼ �x A� �Ið Þ�1 I

Generalized Regular Inverse Ax ¼ �Bx B�1Ax B

Generalized Shifted Inverse Real with real � Ax ¼ �Bx A� �Bð Þ�1B B

Generalized Shifted Inverse Real with complex � Ax ¼ �Bx real A� �Bð Þ�1B
n o

B

Generalized Shifted Inverse Imaginary
with complex �

Ax ¼ �Bx imag A� �Bð Þ�1B
n o

B

Table 4
Problem types, computational modes and spectral transformations for

real nonsymmetric eigenproblems

Note that there are two shifted inverse modes with complex shifts in Table 4. Since � is complex, these
both require the factorization of the matrix A� �B in complex arithmetic even though, in the case of
real nonsymmetric problems, both A and B are real. The only advantage of using this option for real
nonsymmetric problems instead of using the equivalent suite for complex problems is that all of the
internal operations in the Arnoldi process are executed in real arithmetic. This results in a factor of two
saving in storage and a factor of four saving in computational cost. There is additional post-processing
that is somewhat more complicated than the other modes in order to get the eigenvalues and
eigenvectors of the original problem. These modes are only recommended if storage is extremely
critical.

Problem Type Mode Problem OP B

Standard Regular Ax ¼ �x A I

Standard Shifted Inverse Ax ¼ �x A� �Ið Þ�1 I

Generalized Regular Inverse Ax ¼ �Bx B�1Ax B

Generalized Shifted Inverse Ax ¼ �Bx A� �Bð Þ�1B B

Table 5
Problem types, computational modes and spectral transformations for

complex non-Hermitian eigenproblems

4.3.5 Post processing

On the final successful return from a reverse communication function, the corresponding post-
processing function must be called to get eigenvalues of the original problem and the corresponding
eigenvectors if desired. In the case of Shifted Inverse modes for Generalized problems, there are some
subtleties to recovering eigenvectors when B is ill-conditioned. This process is called eigenvector
purification. It prevents eigenvectors from being corrupted with noise due to the presence of
eigenvectors corresponding to near infinite eigenvalues. These operations are completely transparent to
you. There is negligible additional cost to obtain eigenvectors. An orthonormal (Arnoldi/Lanczos) basis
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is always computed. The approximate eigenvalues of the original problem are returned in ascending
algebraic order. The option relevant to this function is Vectors which may be set to values that
determine whether only eigenvalues are desired or whether corresponding eigenvectors and/or Schur
vectors are required. The value of the shift � used in spectral transformations must be passed to the
post-processing function through the appropriately named argument(s). The eigenvectors returned are
normalized to have unit length with respect to the semi-inner product that was used. Thus, if B ¼ I
then they will have unit length in the standard-norm. In general, a computed eigenvector x will satisfy
xHBx ¼ 1.

4.3.6 Solution monitoring and printing

The option setting function for each suite allows the setting of three options that control solution
printing and the monitoring of the iterative and post-processing stages. These three options are:
Advisory, Monitoring and Print Level. By default, no solution monitoring or printing is performed.
The Advisory option controls where solution details are printed; the Monitoring option controls where
monitoring details are to be printed and is mainly used for debugging purposes; the Print Level option
controls the amount of detail to be printed, see individual option setting function documents for
specifications of each print level. The value passed to Advisory and Monitoring can be the same, but it
is recommended that the two sets of information be kept separate. Note that the monitoring information
can become very voluminous for the highest settings of Print Level.

To use the above options to print information to a file, the function nag_open_file (x04acc) must be
called to open a file with a given name and return an associated Nag_FileID (see Section 2.3.1.1 in
How to Use the NAG Library and its Documentation) for that file. The Nag_FileID (see Section 2.3.1.1
in How to Use the NAG Library and its Documentation) value can then be passed to the advisory or
monitoring option setting string. On final exit from the post-processing function the file may be closed
by a call to nag_close_file (x04adc).

The following example extract shows how the files ‘solut.dat’ and ‘monit.dat’ may be opened for the
printing of solution and monitoring information respectively.

Nag_FileID solutid, monitid;
char option1[16], option2[16];
x04acc("solut.dat", 1, &solutid, &fail);
x04acc("monit.dat", 1, &monitid, &fail);
Vsprintf(option1, "advisory=%4ld", (Integer) solutid);
Vsprintf(option2, "monitoring=%4ld", (Integer) monitid);
.
.
.
f12adc(option1, icomm, comm, &fail);
f12adc(option2, icomm, comm, &fail);
f12adc("print level = 10", icomm, comm, &fail);
.
.
.
x04adc(solutid, &fail);
x04adc(monitid, &fail);

5 Functionality Index

Standard or generalized eigenvalue problems for complex matrices,
banded matrices,

initialize problem and method ........................... nag_complex_banded_eigensystem_init (f12atc)
selected eigenvalues, eigenvectors and/or Schur vectors

..... nag_complex_banded_eigensystem_solve (f12auc)
general matrices,

initialize problem and method ........................... nag_complex_sparse_eigensystem_init (f12anc)
option setting .................................................. nag_complex_sparse_eigensystem_option (f12arc)
reverse communication implicitly restarted Arnoldi method

..... nag_complex_sparse_eigensystem_iter (f12apc)
reverse communication monitoring ................. nag_complex_sparse_eigensystem_monit (f12asc)
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selected eigenvalues, eigenvectors and/or Schur vectors of original problem
..... nag_complex_sparse_eigensystem_sol (f12aqc)

Standard or generalized eigenvalue problems for real nonsymmetric matrices,
banded matrices,

initialize problem and method ...................... nag_real_banded_sparse_eigensystem_init (f12afc)
selected eigenvalues, eigenvectors and/or Schur vectors

..... nag_real_banded_sparse_eigensystem_sol (f12agc)
general matrices,

initialize problem and method ................................... nag_real_sparse_eigensystem_init (f12aac)
option setting ......................................................... nag_real_sparse_eigensystem_option (f12adc)
reverse communication implicitly restarted Arnoldi method

..... nag_real_sparse_eigensystem_iter (f12abc)
reverse communication monitoring ........................ nag_real_sparse_eigensystem_monit (f12aec)
selected eigenvalues, eigenvectors and/or Schur vectors of original problem

..... nag_real_sparse_eigensystem_sol (f12acc)

Standard or generalized eigenvalue problems for real symmetric matrices,
banded matrices,

initialize problem and method ........... nag_real_symm_banded_sparse_eigensystem_init (f12ffc)
selected eigenvalues, eigenvectors and/or Schur vectors

..... nag_real_symm_banded_sparse_eigensystem_sol (f12fgc)
general matrices,

initialize problem and method ........................ nag_real_symm_sparse_eigensystem_init (f12fac)
option setting .............................................. nag_real_symm_sparse_eigensystem_option (f12fdc)
reverse communication implicitly restarted Arnoldi(Lanczos) method

..... nag_real_symm_sparse_eigensystem_iter (f12fbc)
reverse communication monitoring ............. nag_real_symm_sparse_eigensystem_monit (f12fec)
selected eigenvalues and eigenvectors and/or Schur vectors of original problem

..... nag_real_symm_sparse_eigensystem_sol (f12fcc)

6 Auxiliary Functions Associated with Library Function Arguments

None.

7 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_real_sparse_eigensystem_init (f12aac)

1 Purpose

nag_real_sparse_eigensystem_init (f12aac) is a setup function in a suite of functions consisting of
nag_real_sparse_eigensystem_init (f12aac), nag_real_sparse_eigensystem_iter (f12abc), nag_real_spar
se_eigensystem_sol (f12acc), nag_real_sparse_eigensystem_option (f12adc) and nag_real_sparse_eigen
system_monit (f12aec). It is used to find some of the eigenvalues (and optionally the corresponding
eigenvectors) of a standard or generalized eigenvalue problem defined by real nonsymmetric matrices.

The suite of functions is suitable for the solution of large sparse, standard or generalized, nonsymmetric
eigenproblems where only a few eigenvalues from a selected range of the spectrum are required.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_sparse_eigensystem_init (Integer n, Integer nev, Integer ncv,
Integer icomm[], Integer licomm, double comm[], Integer lcomm,
NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and nonsymmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and nonsymmetric problems.

nag_real_sparse_eigensystem_init (f12aac) is a setup function which must be called before
nag_real_sparse_eigensystem_iter (f12abc), the reverse communication iterative solver, and before
nag_real_sparse_eigensystem_option (f12adc), the options setting function. nag_real_sparse_eigensys
tem_sol (f12acc) is a post-processing function that must be called following a successful final exit from
nag_real_sparse_eigensystem_iter (f12abc), while nag_real_sparse_eigensystem_monit (f12aec) can be
used to return additional monitoring information during the computation.

This setup function initializes the communication arrays, sets (to their default values) all options that
can be set by you via the option setting function nag_real_sparse_eigensystem_option (f12adc), and
checks that the lengths of the communication arrays as passed by you are of sufficient length. For
details of the options available and how to set them see Section 11.1 in nag_real_sparse_eigensyste
m_option (f12adc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia
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5 Arguments

1: n – Integer Input

On entry: the order of the matrix A (and the order of the matrix B for the generalized problem)
that defines the eigenvalue problem.

Constraint: n > 0.

2: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

3: ncv – Integer Input

On entry: the number of Arnoldi basis vectors to use during the computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nevþ 1 < ncv � n.

4: icomm½max 1; licommð Þ� – Integer Communication Array

On exit: contains data to be communicated to the other functions in the suite.

5: licomm – Integer Input

On entry: the dimension of the array icomm.

If licomm ¼ �1, a workspace query is assumed and the function only calculates the required
dimensions of icomm and comm, which it returns in icomm½0� and comm½0� respectively.
Constraint: licomm 	 140 or licomm ¼ �1.

6: comm½max 1; lcommð Þ� – double Communication Array

On exit: contains data to be communicated to the other functions in the suite.

7: lcomm – Integer Input

On entry: the dimension of the array comm.

If lcomm ¼ �1, a workspace query is assumed and the function only calculates the dimensions
of icomm and comm required by nag_real_sparse_eigensystem_iter (f12abc), which it returns in
icomm½0� and comm½0� respectively.
Constraint: lcomm 	 3� nþ 3� ncv� ncvþ 6� ncvþ 60 or lcomm ¼ �1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

NE_INT_2

The length of the integer array icomm is too small licomm ¼ valueh i, but must be at least
valueh i.

NE_INT_3

On entry, lcomm ¼ valueh i, n ¼ valueh i and ncv ¼ valueh i.
Constraint: lcomm 	 3� nþ 3� ncv� ncvþ 6� ncvþ 60.

On entry, ncv ¼ valueh i, nev ¼ valueh i and n ¼ valueh i.
Constraint: ncv > nevþ 1 and ncv � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_real_sparse_eigensystem_init (f12aac) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example solves Ax ¼ �x in regular mode, where A is obtained from the standard central
difference discretization of the convection-diffusion operator @2u

@x2
þ @2u

@y2
þ �@u@x on the unit square, with

zero Dirichlet boundary conditions, where � ¼ 100.

10.1 Program Text

/* nag_real_sparse_eigensystem_init (f12aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void tv(Integer, double *, double *);
static void av(Integer, double *, double *);

int main(void)
{

/* Constants */
Integer imon = 0;
/* Scalars */
double sigmai = 0, sigmar = 0, estnrm;
Integer exit_status, irevcm, j, lcomm, licomm, n, nconv, ncv, nev;
Integer niter, nshift, nx;
/* Arrays */
double *comm = 0, *eigvr = 0, *eigvi = 0, *eigest = 0;
double *resid = 0, *v = 0;
Integer *icomm = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;
/* Nag types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sparse_eigensystem_init (f12aac) Example Program "
"Results\n");

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read values for nx, nev and cnv from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);
#endif

/* Allocate memory */
n = nx * nx;
if (!(eigvr = NAG_ALLOC(ncv, double)) ||

!(eigvi = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) || !(v = NAG_ALLOC(n * ncv, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize communication arrays for problem using
nag_real_sparse_eigensystem_init (f12aac).
The first call sets lcomm = licomm = -1 to perform a workspace
query. */

lcomm = licomm = -1;
if (!(comm = NAG_ALLOC(1, double)) || !(icomm = NAG_ALLOC(1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_real_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
lcomm = (Integer) comm[0];
licomm = icomm[0];
NAG_FREE(comm);
NAG_FREE(icomm);
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_real_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required spectrum using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("SMALLEST MAG", icomm, comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_option (f12adc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
irevcm = 0;

REVCOMLOOP:
/* Repeated calls to reverse communication routine

nag_real_sparse_eigensystem_iter (f12abc). */
nag_real_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,

&nshift, comm, icomm, &fail);
if (irevcm != 5) {

if (irevcm == -1 || irevcm == 1) {
/* Perform matrix vector multiplication y <--- Op*x */
av(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_sparse_eigensystem_monit (f12aec). */

nag_real_sparse_eigensystem_monit(&niter, &nconv, eigvr,
eigvi, eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */
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nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_sparse_eigensystem_sol
(f12acc) to compute eigenvalues/vectors. */

nag_real_sparse_eigensystem_sol(&nconv, eigvr, eigvi, v, sigmar,
sigmai, resid, v, comm, icomm, &fail);

printf("\n\n The %4" NAG_IFMT " Ritz values", nconv);
printf(" of smallest magnitude are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f , %12.4f )\n", j + 1, "",
eigvr[j], eigvi[j]);

}
}
else {

printf("Error from nag_real_sparse_eigensystem_iter (f12abc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigvr);
NAG_FREE(eigvi);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
return exit_status;

}

static void av(Integer nx, double *v, double *w)
{

/* Constants */
const double beta = 1.0;
/* Scalars */
double nx2;
Integer j, lo;
/* Nag types */
NagError fail;

/* Function Body */
INIT_FAIL(fail);
nx2 = -((double) ((nx + 1) * (nx + 1)));
tv(nx, v, w);
nag_daxpby(nx, nx2, &v[nx], 1, beta, w, 1, &fail);
for (j = 2; j <= nx - 1; ++j) {

lo = (j - 1) * nx;
tv(nx, &v[lo], &w[lo]);
nag_daxpby(nx, nx2, &v[lo - nx], 1, beta, &w[lo], 1, &fail);
nag_daxpby(nx, nx2, &v[lo + nx], 1, beta, &w[lo], 1, &fail);

}
lo = (nx - 1) * nx;
tv(nx, &v[lo], &w[lo]);
nag_daxpby(nx, nx2, &v[lo - nx], 1, beta, &w[lo], 1, &fail);
return;

} /* av */

static void tv(Integer nx, double *x, double *y)
{

/* Compute the matrix vector multiplication y<---T*x where T is a nx */
/* by nx tridiagonal matrix with constant diagonals (dd, dl and du). */
/* Scalars */
double dd, dl, du, nx1, nx2;
Integer j;
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/* Function Body */
nx1 = (double) (nx + 1);
nx2 = nx1 * nx1;
dd = nx2 * 4.;
dl = -nx2 - nx1 * 50.;
du = -nx2 + nx1 * 50.;
y[0] = dd * x[0] + du * x[1];
for (j = 1; j <= nx - 2; ++j) {

y[j] = dl * x[j - 1] + dd * x[j] + du * x[j + 1];
}
y[nx - 1] = dl * x[nx - 2] + dd * x[nx - 1];
return;

} /* tv */

10.2 Program Data

nag_real_sparse_eigensystem_init (f12aac) Example Program Data
10 10 30 : Values for nx, nev and ncv

10.3 Program Results

nag_real_sparse_eigensystem_init (f12aac) Example Program Results

The 10 Ritz values of smallest magnitude are:

1 ( 251.8027 , 152.7109 )
2 ( 251.8027 , -152.7109 )
3 ( 280.4166 , 152.7109 )
4 ( 280.4166 , -152.7109 )
5 ( 325.5237 , 152.7109 )
6 ( 325.5237 , -152.7109 )
7 ( 383.4696 , 152.7109 )
8 ( 383.4696 , -152.7109 )
9 ( 449.5598 , 152.7109 )

10 ( 449.5598 , -152.7109 )
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NAG Library Function Document

nag_real_sparse_eigensystem_iter (f12abc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_sparse_eigensystem_option (f12adc) need not be called. If, however, you wish to reset some
or all of the settings please refer to Section 11 in nag_real_sparse_eigensystem_option (f12adc) for a
detailed description of the specification of the optional parameters.

1 Purpose

nag_real_sparse_eigensystem_iter (f12abc) is an iterative solver used to find some of the eigenvalues
(and optionally the corresponding eigenvectors) of a standard or generalized eigenvalue problem defined
by real nonsymmetric matrices. This is part of a suite of functions that also includes
nag_real_sparse_eigensystem_init (f12aac), nag_real_sparse_eigensystem_sol (f12acc), nag_real_spar
se_eigensystem_option (f12adc) and nag_real_sparse_eigensystem_monit (f12aec). It is

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_sparse_eigensystem_iter (Integer *irevcm, double resid[],
double v[], double **x, double **y, double **mx, Integer *nshift,
double comm[], Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and nonsymmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and nonsymmetric problems.

nag_real_sparse_eigensystem_iter (f12abc) is a reverse communication function, based on the
ARPACK routine dnaupd, using the Implicitly Restarted Arnoldi iteration method. The method is
described in Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the ARPACK
software is described in great detail in Lehoucq et al. (1998). An evaluation of software for computing
eigenvalues of sparse nonsymmetric matrices is provided in Lehoucq and Scott (1996). This suite of
functions offers the same functionality as the ARPACK software for real nonsymmetric problems, but
the interface design is quite different in order to make the option setting clearer and to simplify the
interface of nag_real_sparse_eigensystem_iter (f12abc).

The setup function nag_real_sparse_eigensystem_init (f12aac) must be called before nag_real_spar
se_eigensystem_iter (f12abc), the reverse communication iterative solver. Options may be set for
nag_real_sparse_eigensystem_iter (f12abc) by prior calls to the option setting function nag_real_spar
se_eigensystem_option (f12adc) and a post-processing function nag_real_sparse_eigensystem_sol
(f12acc) must be called following a successful final exit from nag_real_sparse_eigensystem_iter
(f12abc). nag_real_sparse_eigensystem_monit (f12aec), may be called following certain flagged,
intermediate exits from nag_real_sparse_eigensystem_iter (f12abc) to provide additional monitoring
information about the computation.

nag_real_sparse_eigensystem_iter (f12abc) uses reverse communication, i.e., it returns repeatedly to
the calling program with the argument irevcm (see Section 5) set to specified values which require the
calling program to carry out one of the following tasks:

– compute the matrix-vector product y ¼ OPx, where OP is defined by the computational mode;

– compute the matrix-vector product y ¼ Bx;
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– notify the completion of the computation;

– allow the calling program to monitor the solution.

The problem type to be solved (standard or generalized), the spectrum of eigenvalues of interest, the
mode used (regular, regular inverse, shifted inverse, shifted real or shifted imaginary) and other options
can all be set using the option setting function nag_real_sparse_eigensystem_option (f12adc) (see
Section 11.1 in nag_real_sparse_eigensystem_option (f12adc) for details on setting options and of the
default settings).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than x and y must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: must be unchanged from its previous exit value. Changing irevcm to
any other value between calls will result in an error.

On intermediate exit: has the following meanings.

irevcm ¼ �1
The calling program must compute the matrix-vector product y ¼ OPx, where x is stored
in x and the result y is placed in y. If B is not symmetric semidefinite then the
precomputed values in mx should not be used (see the explanation under irevcm ¼ 2).

irevcm ¼ 1
The calling program must compute the matrix-vector product y ¼ OPx. This is similar to
the case irevcm ¼ �1 except that the result of the matrix-vector product Bx (as required
in some computational modes) has already been computed and is available in mx.

irevcm ¼ 2
The calling program must compute the matrix-vector product y ¼ Bx, where x is stored as
described in the case irevcm ¼ �1 and y is placed in y. This computation is requested
when solving the Generalized problem using either Shifted Inverse Imaginary or
Shifted Inverse Real; in these cases B is used as an inner-product space and requires that
B be symmetric semidefinite. If neither A nor B is symmetric semidefinite then the
problem should be reformulated in a Standard form.

irevcm ¼ 3
Compute the nshift real and imaginary parts of the shifts where the real parts are to be
placed in the first nshift locations of the array y and the imaginary parts are to be placed
in the first nshift locations of the array mx. Only complex conjugate pairs of shifts may be
applied and the pairs must be placed in consecutive locations. This value of irevcm will
only arise if the optional parameter Supplied Shifts is set in a prior call to
nag_real_sparse_eigensystem_option (f12adc) which is intended for experienced users
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only; the default and recommended option is to use exact shifts (see Lehoucq et al. (1998)
for details).

irevcm ¼ 4
Monitoring step: a call to nag_real_sparse_eigensystem_monit (f12aec) can now be made
to return the number of Arnoldi iterations, the number of converged Ritz values, their real
and imaginary parts, and the corresponding Ritz estimates.

On final exit: irevcm ¼ 5: nag_real_sparse_eigensystem_iter (f12abc) has completed its tasks.
The value of fail determines whether the iteration has been successfully completed, or whether
errors have been detected. On successful completion nag_real_sparse_eigensystem_sol (f12acc)
must be called to return the requested eigenvalues and eigenvectors (and/or Schur vectors).

Constraint: on initial entry, irevcm ¼ 0; on re-entry irevcm must remain unchanged.

2: resid½dim� – double Input/Output

Note: the dimension, dim, of the array resid must be at least n (see nag_real_sparse_eigensys
tem_init (f12aac)).

On initial entry: need not be set unless the option Initial Residual has been set in a prior call to
nag_real_sparse_eigensystem_option (f12adc) in which case resid should contain an initial
residual vector, possibly from a previous run.

On intermediate re-entry: must be unchanged from its previous exit. Changing resid to any other
value between calls may result in an error exit.

On intermediate exit: contains the current residual vector.

On final exit: contains the final residual vector.

3: v½n� ncv� – double Input/Output

The ith element of the jth basis vector is stored in location v½n� i � 1ð Þ þ j � 1�, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;ncv.

On initial entry: need not be set.

On intermediate re-entry: must be unchanged from its previous exit.

On intermediate exit: contains the current set of Arnoldi basis vectors.

On final exit: contains the final set of Arnoldi basis vectors.

4: x – double ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: is not normally changed.

On intermediate exit: contains the vector x when irevcm returns the value �1, þ1 or 2.

On final exit: does not contain useful data.

5: y – double ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: must contain the result of y ¼ OPx when irevcm returns the value �1
or þ1. It must contain the real parts of the computed shifts when irevcm returns the value 3.

On intermediate exit: does not contain useful data.

On final exit: does not contain useful data.
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6: mx – double ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: must contain the result of y ¼ Bx when irevcm returns the value 2. It
must contain the imaginary parts of the computed shifts when irevcm returns the value 3.

On intermediate exit: contains the vector Bx when irevcm returns the value þ1.
On final exit: does not contain any useful data.

7: nshift – Integer * Output

On intermediate exit: if the option Supplied Shifts is set and irevcm returns a value of 3, nshift
returns the number of complex shifts required.

8: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_real_sparse_eigensystem_init (f12aac)).

On initial entry: must remain unchanged following a call to the setup function
nag_real_sparse_eigensystem_init (f12aac).

On exit: contains data defining the current state of the iterative process.

9: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_sparse_eigensystem_init (f12aac)).

On initial entry: must remain unchanged following a call to the setup function
nag_real_sparse_eigensystem_init (f12aac).

On exit: contains data defining the current state of the iterative process.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called prior to the first call of this function or a
communication array has become corrupted.

NE_INT

The maximum number of iterations � 0, the option Iteration Limit has been set to valueh i.
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NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix. Please contact NAG.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAX_ITER

The maximum number of iterations has been reached. The maximum number of
iterations ¼ valueh i. The number of converged eigenvalues ¼ valueh i. The post-processing
function nag_real_sparse_eigensystem_sol (f12acc) may be called to recover the converged
eigenvalues at this point. Alternatively, the maximum number of iterations may be increased by a
call to the option setting function nag_real_sparse_eigensystem_option (f12adc) and the reverse
communication loop restarted. A large number of iterations may indicate a poor choice for the
values of nev and ncv; it is advisable to experiment with these values to reduce the number of
iterations (see nag_real_sparse_eigensystem_init (f12aac)).

NE_NO_ARNOLDI_FAC

Could not build an Arnoldi factorization. The size of the current Arnoldi factorization ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Arnoldi iteration.

NE_OPT_INCOMPAT

The options Generalized and Regular are incompatible.

NE_ZERO_INIT_RESID

The option Initial Residual was selected but the starting vector held in resid is zero.

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate
� Tolerance� �j j. The default Tolerance used is the machine precision given by nag_machine_preci
sion (X02AJC).

8 Parallelism and Performance

nag_real_sparse_eigensystem_iter (f12abc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_real_sparse_eigensystem_iter (f12abc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

None.

10 Example

This example solves Ax ¼ �x in shift-invert mode, where A is obtained from the standard central

difference discretization of the convection-diffusion operator @2u
@x2
þ @2u

@y2
þ �@u

@x
on the unit square, with

zero Dirichlet boundary conditions. The shift used is a real number.

10.1 Program Text

/* nag_real_sparse_eigensystem_iter (f12abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void my_dgttrf(Integer, double *, double *, double *,
double *, Integer *, Integer *);

static void my_dgttrs(Integer, double *, double *, double *,
double *, Integer *, double *, double *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;
/* Scalars */
double h, rho, s, s1, s2, s3, estnrm, sigmai, sigmar;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;
/* Arrays */
double *comm = 0, *dd = 0, *dl = 0, *du = 0, *du2 = 0, *eigvr = 0;
double *eigvi = 0, *eigest = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sparse_eigensystem_iter (f12abc) Example Program "
"Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read problem parameter values from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%lf%*[^\n] ", &nx,
&nev, &ncv, &rho, &sigmar, &sigmai);

#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%lf%*[^\n] ", &nx, &nev,
&ncv, &rho, &sigmar, &sigmai);

#endif
n = nx * nx;
lcomm = 3 * n + 3 * ncv * ncv + 6 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(eigvr = NAG_ALLOC(ncv, double)) ||
!(eigvi = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(dd = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n, double)) ||
!(du = NAG_ALLOC(n, double)) ||
!(du2 = NAG_ALLOC(n, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_sparse_eigensystem_init (f12aac). */
nag_real_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required mode using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("SHIFTED INVERSE REAL", icomm,

comm, &fail);
/* Construct C = A - sigma*I, and factorize using my_dgttrf. */
h = 1.0 / (double) (n + 1);
s = rho * h / 2.0;
s1 = -1.0 - s;
s2 = 2.0 - sigmar;
s3 = s - 1.0;
for (j = 0; j <= n - 2; ++j) {

dl[j] = s1;
dd[j] = s2;
du[j] = s3;

}
dd[n - 1] = s2;

my_dgttrf(n, dl, dd, du, du2, ipiv, &info);

irevcm = 0;
REVCOMLOOP:

/* Repeated calls to reverse communication routine
nag_real_sparse_eigensystem_iter (f12abc). */

nag_real_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1 || irevcm == 1) {

/* Perform y <--- OP*x = inv[A-SIGMA*I]*x. */
/* Use my_dgttrs, a cut down C version of Lapack’s dgttrs. */
my_dgttrs(n, dl, dd, du, du2, ipiv, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_sparse_eigensystem_monit (f12aec). */

nag_real_sparse_eigensystem_monit(&niter, &nconv, eigvr,
eigvi, eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */
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nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_sparse_eigensystem_sol
(f12acc) to compute eigenvalues/vectors. */

nag_real_sparse_eigensystem_sol(&nconv, eigvr, eigvi, v, sigmar,
sigmai, resid, v, comm, icomm, &fail);

/* Print computed eigenvalues. */
printf("\n");
printf(" The %4" NAG_IFMT " Ritz values of closest", nconv);
printf(" to unity are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f ,%12.4f )\n", j + 1, "",
eigvr[j], eigvi[j]);

}
}
else {

printf(" Error from nag_real_sparse_eigensystem_iter (f12abc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigvr);
NAG_FREE(eigvi);
NAG_FREE(eigest);
NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);
return exit_status;

}

static void my_dgttrf(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine dgttrf with argument

checking removed */
/* Scalars */
double temp, fact;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = 0.0;
}
for (i = 0; i < n - 2; i++) {

if (fabs(d[i]) >= fabs(dl[i])) {
/* No row interchange required, eliminate dl[i]. */
if (d[i] != 0.0) {

fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {
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/* Interchange rows I and I+1, eliminate dl[I] */
fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
du2[i] = du[i + 1];
du[i + 1] = -fact * du[i + 1];
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i]) >= fabs(dl[i])) {

if (d[i] != 0.0) {
fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (d[i] == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_dgttrs(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
double b[], double y[])

{
/* A simple C version of the Lapack routine dgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Integer i, ip;
double temp;
/* Solve L*x = b. */
for (i = 0; i <= n - 1; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

ip = ipiv[i];
temp = y[i + 1 - ip + i] - dl[i] * y[ip];
y[i] = y[ip];
y[i + 1] = temp;

}
/* Solve U*x = b. */
y[n - 1] = y[n - 1] / d[n - 1];
if (n > 1) {

y[n - 2] = (y[n - 2] - du[n - 2] * y[n - 1]) / d[n - 2];
}
for (i = n - 3; i >= 0; --i) {

y[i] = (y[i] - du[i] * y[i + 1] - du2[i] * y[i + 2]) / d[i];
}
return;

}
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10.2 Program Data

nag_real_sparse_eigensystem_iter (f12abc) Example Program Data
10 4 20 10.0 1.0 0.0 : Values for nx, nev, ncv, rho, sigmar, sigmai

10.3 Program Results

nag_real_sparse_eigensystem_iter (f12abc) Example Program Results

The 4 Ritz values of closest to unity are:

1 ( 1.0192 , 0.0000 )
2 ( 0.9656 , 0.0000 )
3 ( 1.0738 , 0.0000 )
4 ( 0.9129 , 0.0000 )
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NAG Library Function Document

nag_real_sparse_eigensystem_sol (f12acc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_sparse_eigensystem_option (f12adc) need not be called. If, however, you wish to reset some
or all of the settings please refer to Section 11 in nag_real_sparse_eigensystem_option (f12adc) for a
detailed description of the specification of the optional parameters.

1 Purpose

nag_real_sparse_eigensystem_sol (f12acc) is a post-processing function that must be called following a
final exit from nag_real_sparse_eigensystem_iter (f12abc). These are part of a suite of functions for the
solution of real sparse eigensystems. The suite also includes nag_real_sparse_eigensystem_init (f12aac),
nag_real_sparse_eigensystem_option (f12adc) and nag_real_sparse_eigensystem_monit (f12aec).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_sparse_eigensystem_sol (Integer *nconv, double dr[],
double di[], double z[], double sigmar, double sigmai,
const double resid[], double v[], double comm[], Integer icomm[],
NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and nonsymmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and nonsymmetric problems.

Following a call to nag_real_sparse_eigensystem_iter (f12abc), nag_real_sparse_eigensystem_sol
(f12acc) returns the converged approximations to eigenvalues and (optionally) the corresponding
approximate eigenvectors and/or an orthonormal basis for the associated approximate invariant
subspace. The eigenvalues (and eigenvectors) are selected from those of a standard or generalized
eigenvalue problem defined by real nonsymmetric matrices. There is negligible additional cost to obtain
eigenvectors; an orthonormal basis is always computed, but there is an additional storage cost if both
are requested.

nag_real_sparse_eigensystem_sol (f12acc) is based on the function dneupd from the ARPACK
package, which uses the Implicitly Restarted Arnoldi iteration method. The method is described in
Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the ARPACK software is
described in great detail in Lehoucq et al. (1998). An evaluation of software for computing eigenvalues
of sparse nonsymmetric matrices is provided in Lehoucq and Scott (1996). This suite of functions offers
the same functionality as the ARPACK software for real nonsymmetric problems, but the interface
design is quite different in order to make the option setting clearer and to simplify some of the
interfaces.

nag_real_sparse_eigensystem_sol (f12acc), is a post-processing function that must be called following a
successful final exit from nag_real_sparse_eigensystem_iter (f12abc). nag_real_sparse_eigensystem_sol
(f12acc) uses data returned from nag_real_sparse_eigensystem_iter (f12abc) and options, set either by
default or explicitly by calling nag_real_sparse_eigensystem_option (f12adc), to return the converged
approximations to selected eigenvalues and (optionally):
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– the corresponding approximate eigenvectors;

– an orthonormal basis for the associated approximate invariant subspace;

– both.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: nconv – Integer * Output

On exit: the number of converged eigenvalues as found by nag_real_sparse_eigensystem_iter
(f12abc).

2: dr½dim� – double Output

Note: the dimension, dim, of the array dr must be at least nev (see nag_real_sparse_eigensys
tem_init (f12aac)).

On exit: the first nconv locations of the array dr contain the real parts of the converged
approximate eigenvalues.

3: di½dim� – double Output

Note: the dimension, dim, of the array di must be at least nev (see nag_real_sparse_eigensys
tem_init (f12aac)).

On exit: the first nconv locations of the array di contain the imaginary parts of the converged
approximate eigenvalues.

4: z½n� nevþ 1ð Þ� – double Output

On exit: if the default option Vectors ¼ RITZ (see nag_real_sparse_eigensystem_option
(f12adc)) has been selected then z contains the final set of eigenvectors corresponding to the
eigenvalues held in dr and di. The complex eigenvector associated with the eigenvalue with
positive imaginary part is stored in two consecutive array segments. The first segment holds the
real part of the eigenvector and the second holds the imaginary part. The eigenvector associated
with the eigenvalue with negative imaginary part is simply the complex conjugate of the
eigenvector associated with the positive imaginary part.

For example, the first eigenvector has real parts stored in locations z½i � 1�, for i ¼ 1; 2; . . . ;n
and imaginary parts stored in z½i � 1�, for i ¼ nþ 1; 2n.

5: sigmar – double Input

On entry: if one of the Shifted Inverse Real modes have been selected then sigmar contains the
real part of the shift used; otherwise sigmar is not referenced.

6: sigmai – double Input

On entry: if one of the Shifted Inverse Real modes have been selected then sigmai contains the
imaginary part of the shift used; otherwise sigmai is not referenced.
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7: resid½dim� – const double Input

Note: the dimension, dim, of the array resid must be at least n (see nag_real_sparse_eigensys
tem_init (f12aac)).

On entry: must not be modified following a call to nag_real_sparse_eigensystem_iter (f12abc)
since it contains data required by nag_real_sparse_eigensystem_sol (f12acc).

8: v½n� ncv� – double Input/Output

The ith element of the jth basis vector is stored in location v½n� j � 1ð Þ þ i � 1�, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;ncv.

On entry: the ncv sections of v, of length n, contain the Arnoldi basis vectors for OP as
constructed by nag_real_sparse_eigensystem_iter (f12abc).

On exit: if the option Vectors ¼ SCHUR has been set, or the option Vectors ¼ RITZ has been
set and a separate array z has been passed (i.e., z does not equal v), then the first nconv sections
of v, of length n, will contain approximate Schur vectors that span the desired invariant subspace.

9: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_real_sparse_eigensystem_init (f12aac)).

On initial entry: must remain unchanged from the prior call to nag_real_sparse_eigensystem_iter
(f12abc).

On exit: contains data on the current state of the solution.

10: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_sparse_eigensystem_init (f12aac)).

On initial entry: must remain unchanged from the prior call to nag_real_sparse_eigensystem_iter
(f12abc).

On exit: contains data on the current state of the solution.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the solver function has not been called prior to the call of this function or a
communication array has become corrupted.

NE_INTERNAL_EIGVEC_FAIL

In calculating eigenvectors, an internal call returned with an error. Please contact NAG.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, Vectors ¼ SELECT, but this is not yet implemented.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RITZ_COUNT

Got a different count of the number of converged Ritz values than the value passed to it through
the argument icomm: number counted ¼ valueh i, number expected ¼ valueh i. This usually
indicates that a communication array has been altered or has become corrupted between calls to
nag_real_sparse_eigensystem_iter (f12abc) and nag_real_sparse_eigensystem_sol (f12acc).

NE_SCHUR_EIG_FAIL

During calculation of a real Schur form, there was a failure to compute valueh i eigenvalues in a
total of valueh i iterations.

NE_SCHUR_REORDER

The computed Schur form could not be reordered by an internal call. This function returned with
fail:code ¼ valueh i. Please contact NAG.

NE_ZERO_EIGS_FOUND

The number of eigenvalues found to sufficient accuracy, as communicated through the argument
icomm, is zero. You should experiment with different values of nev and ncv, or select a different
computational mode or increase the maximum number of iterations prior to calling
nag_real_sparse_eigensystem_iter (f12abc).

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_real_sparse_eigensystem_sol (f12acc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example solves Ax ¼ �Bx in regular-invert mode, where A and B are obtained from the standard
central difference discretization of the one-dimensional convection-diffusion operator d

2u
dx2
þ �dudx on 0; 1½ �,

with zero Dirichlet boundary conditions.

10.1 Program Text

/* nag_real_sparse_eigensystem_sol (f12acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void av(Integer, double, double *, double *);
static void mv(Integer, double *, double *);
static void my_dpttrf(Integer, double *, double *, Integer *);
static void my_dpttrs(Integer, double *, double *, double *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;
/* Scalars */
double estnrm, h, rho, sigmai = 0.0, sigmar = 0.0;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;
/* Arrays */
double *comm = 0, *eigvr = 0, *eigvi = 0, *eigest = 0, *md = 0, *me = 0;
double *resid = 0, *v = 0;
Integer *icomm = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sparse_eigensystem_sol (f12acc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read problem parameter values from data file. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &nx, &nev,

&ncv, &rho);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &nx, &nev, &ncv,
&rho);

#endif
n = nx * nx;
lcomm = 3 * n + 3 * ncv * ncv + 6 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(eigvr = NAG_ALLOC(ncv, double)) ||
!(eigvi = NAG_ALLOC(ncv, double)) ||
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!(eigest = NAG_ALLOC(ncv, double)) ||
!(md = NAG_ALLOC(n, double)) ||
!(me = NAG_ALLOC(n, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_sparse_eigensystem_init (f12aac). */
nag_real_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Set the mode. */
/* Select the mode using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("REGULAR INVERSE", icomm, comm, &fail);
/* Select the problem type using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);

/* Construct M, and factorize using my_dpttrf. */
h = 1.0 / (double) (n + 1);
for (j = 0; j <= n - 2; ++j) {

md[j] = h * 4.0;
me[j] = h;

}
md[n - 1] = h * 4.0;

my_dpttrf(n, md, me, &info);

irevcm = 0;
REVCOMLOOP:

/* repeated calls to reverse communication routine
nag_real_sparse_eigensystem_iter (f12abc). */

nag_real_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1 || irevcm == 1) {

/* Perform y <--- OP*x = inv[M]*A*x using my_dpttrs. */
av(nx, rho, x, y);
my_dpttrs(n, md, me, y);

}
else if (irevcm == 2) {

/* Perform y <--- M*x. */
mv(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_sparse_eigensystem_monit (f12aec). */

nag_real_sparse_eigensystem_monit(&niter, &nconv, eigvr,
eigvi, eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {
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/* Post-Process using nag_real_sparse_eigensystem_sol (f12acc)
to compute eigenvalues/vectors. */

nag_real_sparse_eigensystem_sol(&nconv, eigvr, eigvi, v, sigmar,
sigmai, resid, v, comm, icomm, &fail);

/* Print computed eigenvalues. */
printf("\n The %4" NAG_IFMT " generalized", nconv);
printf(" Ritz values of largest magnitude are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f ,%12.4f )\n", j + 1, "",
eigvr[j], eigvi[j]);

}
}
else {

printf(" Error from nag_real_sparse_eigensystem_iter (f12abc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigvr);
NAG_FREE(eigvi);
NAG_FREE(eigest);
NAG_FREE(md);
NAG_FREE(me);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
return exit_status;

}

static void av(Integer nx, double rho, double *v, double *y)
{

/* Scalars */
double dd, dl, du, h, s;
Integer j, n;
/* Function Body */
n = nx * nx;
h = 1.0 / (double) (n + 1);
s = rho / 2.0;
dd = 2.0 / h;
dl = -1.0 / h - s;
du = -1.0 / h + s;
y[0] = dd * v[0] + du * v[1];
for (j = 1; j <= n - 2; ++j) {

y[j] = dl * v[j - 1] + dd * v[j] + du * v[j + 1];
}
y[n - 1] = dl * v[n - 2] + dd * v[n - 1];
return;

} /* av */

static void mv(Integer nx, double *v, double *y)
{

/* Scalars */
double h;
Integer j, n;
/* Function Body */
n = nx * nx;
h = 1. / (double) (n + 1);
y[0] = h * (v[0] * 4. + v[1]);
for (j = 1; j <= n - 2; ++j) {

y[j] = h * (v[j - 1] + v[j] * 4. + v[j + 1]);
}
y[n - 1] = h * (v[n - 2] + v[n - 1] * 4.);
return;

} /* mv */

static void my_dpttrf(Integer n, double d[], double e[], Integer *info)
{

/* A simple C version of the Lapack routine dpttrf with argument
checking removed */
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/* Scalars */
double ei;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n - 1; ++i) {

if (d[i] <= 0.0) {
*info = i + 1;
goto END_DPTTRF;

}
ei = e[i];
e[i] = ei / d[i];
d[i + 1] = d[i + 1] - e[i] * ei;

}
if (d[n - 1] <= 0.0) {

*info = n;
}

END_DPTTRF:
return;

}

static void my_dpttrs(Integer n, double d[], double e[], double b[])
{

/* A simple C version of the Lapack routine dpttrs with argument
checking removed and nrhs=1 */

/* Scalars */
Integer i;
/* Function Body */
for (i = 1; i < n; ++i) {

b[i] = b[i] - b[i - 1] * e[i - 1];
}
b[n - 1] = b[n - 1] / d[n - 1];
for (i = n - 2; i >= 0; --i) {

b[i] = b[i] / d[i] - b[i + 1] * e[i];
}
return;

}

10.2 Program Data

nag_real_sparse_eigensystem_sol (f12acc) Example Program Data
10 4 20 10.0 : Values for nx, nev, ncv, rho

10.3 Program Results

nag_real_sparse_eigensystem_sol (f12acc) Example Program Results

The 4 generalized Ritz values of largest magnitude are:

1 ( 20383.0384 , 0.0000 )
2 ( 20338.7563 , 0.0000 )
3 ( 20265.2844 , 0.0000 )
4 ( 20163.1142 , 0.0000 )
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NAG Library Function Document

nag_real_sparse_eigensystem_option (f12adc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then this function need not be called. If,
however, you wish to reset some or all of the settings please refer to Section 11 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_real_sparse_eigensystem_option (f12adc) is an option setting function that may be used to supply
individual optional parameters to nag_real_sparse_eigensystem_iter (f12abc) and nag_real_sparse_ei
gensystem_sol (f12acc). These are part of a suite of functions that also includes: nag_real_sparse_ei
gensystem_init (f12aac) and nag_real_sparse_eigensystem_monit (f12aec). The initialization function
nag_real_sparse_eigensystem_init (f12aac) must have been called prior to calling nag_real_sparse_ei
gensystem_option (f12adc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_sparse_eigensystem_option (const char *str, Integer icomm[],
double comm[], NagError *fail)

3 Description

nag_real_sparse_eigensystem_option (f12adc) may be used to supply values for optional parameters to
nag_real_sparse_eigensystem_iter (f12abc) and nag_real_sparse_eigensystem_sol (f12acc). It is only
necessary to call nag_real_sparse_eigensystem_option (f12adc) for those arguments whose values are to
be different from their default values. One call to nag_real_sparse_eigensystem_option (f12adc) sets
one argument value.

Each optional parameter is defined by a single character string consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

Vectors = None

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 16 contiguous
characters in C's d or g format.

nag_real_sparse_eigensystem_option (f12adc) does not have an equivalent function from the ARPACK
package which passes options by directly setting values to scalar arguments or to specific elements of
array arguments. nag_real_sparse_eigensystem_option (f12adc) is intended to make the passing of
options more transparent and follows the same principle as the single option setting functions in
Chapter e04.

The setup function nag_real_sparse_eigensystem_init (f12aac) must be called prior to the first call to
nag_real_sparse_eigensystem_option (f12adc) and all calls to nag_real_sparse_eigensystem_option
(f12adc) must precede the first call to nag_real_sparse_eigensystem_iter (f12abc), the reverse
communication iterative solver.
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A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 11.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: str – const char * Input

On entry: a single valid option string (as described in Section 3 and Section 11).

2: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_sparse_eigensystem_init (f12aac)).

On initial entry: must remain unchanged following a call to the setup function
nag_real_sparse_eigensystem_init (f12aac).

On exit: contains data on the current options set.

3: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least 60.

On initial entry: must remain unchanged following a call to the setup function
nag_real_sparse_eigensystem_init (f12aac).

On exit: contains data on the current options set.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called prior to the call of this function or a
communication array has become corrupted.

f12adc NAG Library Manual

f12adc.2 Mark 26



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

Ambiguous keyword: valueh i
Keyword not recognized: valueh i
Second keyword not recognized: valueh i

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_real_sparse_eigensystem_option (f12adc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in shifted-inverse mode, where A and B are derived from the finite
element discretization of the one-dimensional convection-diffusion operator d2u

dx2
þ �dudx on the interval

0; 1½ �, with zero Dirichlet boundary conditions.

The shift � is a real number, and the operator used in the shifted-inverse iterative process is
OP ¼ A� �Bð Þ�1B.

10.1 Program Text

/* nag_real_sparse_eigensystem_option (f12adc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void mv(Integer, double *, double *);
static void my_dgttrf(Integer, double *, double *, double *,

double *, Integer *, Integer *);
static void my_dgttrs(Integer, double *, double *, double *,
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double *, Integer *, double *, double *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;
/* Scalars */
double estnrm, h, rho, s, s1, s2, s3, sigmai, sigmar;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;

/* Arrays */
double *comm = 0, *dd = 0, *dl = 0, *du = 0, *du2 = 0, *eigvr = 0;
double *eigvi = 0, *eigest = 0, *resid = 0, *x2 = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_sparse_eigensystem_option (f12adc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read problem parameter values from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%lf%*[^\n] ", &nx,
&nev, &ncv, &rho, &sigmar, &sigmai);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%lf%*[^\n] ", &nx, &nev,

&ncv, &rho, &sigmar, &sigmai);
#endif

n = nx * nx;
lcomm = 3 * n + 3 * ncv * ncv + 6 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(eigvr = NAG_ALLOC(ncv, double)) ||
!(eigvi = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(dd = NAG_ALLOC(n, double)) ||
!(dl = NAG_ALLOC(n, double)) ||
!(du = NAG_ALLOC(n, double)) ||
!(du2 = NAG_ALLOC(n, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(x2 = NAG_ALLOC(n, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_sparse_eigensystem_init (f12aac). */
nag_real_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required spectrum using
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nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("SHIFTED REAL", icomm, comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the problem type using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);
/* Construct C = A - SIGMA*I, and factor C using my_dgttrf. */
h = 1.0 / (double) (n + 1);
s = rho / 2.0;
s1 = -1.0 / h - s - sigmar * h / 6.0;
s2 = 2.0 / h - sigmar * 4.0 * h / 6.0;
s3 = -1.0 / h + s - sigmar * h / 6.0;
for (j = 0; j <= n - 2; ++j) {

dl[j] = s1;
dd[j] = s2;
du[j] = s3;

}
dd[n - 1] = s2;

my_dgttrf(n, dl, dd, du, du2, ipiv, &info);

irevcm = 0;
REVCOMLOOP:

/* repeated calls to reverse communication routine
nag_real_sparse_eigensystem_iter (f12abc). */

nag_real_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1) {

/* Perform y <--- OP*x = inv[A-SIGMA*M]*M*x using
my_dggtrs */

mv(n, x, x2);
my_dgttrs(n, dl, dd, du, du2, ipiv, x2, y);

}
else if (irevcm == 1) {

/* Perform y <--- OP*x = inv[A-SIGMA*M]*M*x where
mx is available. */

my_dgttrs(n, dl, dd, du, du2, ipiv, mx, y);
}
else if (irevcm == 2) {

/* Perform y <--- M*x */
mv(n, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_sparse_eigensystem_monit (f12aec). */

nag_real_sparse_eigensystem_monit(&niter, &nconv, eigvr,
eigvi, eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_sparse_eigensystem_sol
(f12acc) to compute eigenvalues/vectors. */

nag_real_sparse_eigensystem_sol(&nconv, eigvr, eigvi, v, sigmar,
sigmai, resid, v, comm, icomm, &fail);

/* Print computed eigenvalues. */

printf("\n The %4" NAG_IFMT " generalized Ritz values closest", nconv);
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printf(" to unity are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f ,%12.4f )\n", j + 1, "",
sigmar + 1.0 / eigvr[j], eigvi[j]);

}
}
else {

printf(" Error from nag_real_sparse_eigensystem_iter (f12abc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigvr);
NAG_FREE(eigvi);
NAG_FREE(eigest);
NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);
NAG_FREE(x2);
return exit_status;

}

static void mv(Integer n, double *v, double *y)
{

/* Compute the matrix vector multiplication Y<---M*X, where M is
mass matrix formed by using piecewise linear elements on [0,1]. */

/* Scalars */
double h;
Integer j;

/* Function Body */
h = 1.0 / (double) (6 * (n + 1));
y[0] = h * (v[0] * 4.0 + v[1]);
for (j = 1; j <= n - 2; ++j) {

y[j] = h * (v[j - 1] + v[j] * 4.0 + v[j + 1]);
}
y[n - 1] = h * (v[n - 2] + v[n - 1] * 4.0);
return;

} /* mv */

static void my_dgttrf(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine dgttrf with argument

checking removed */
/* Scalars */
double temp, fact;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = 0.0;
}
for (i = 0; i < n - 2; i++) {

if (fabs(d[i]) >= fabs(dl[i])) {
/* No row interchange required, eliminate dl[i]. */
if (d[i] != 0.0) {

fact = dl[i] / d[i];
dl[i] = fact;
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d[i + 1] = d[i + 1] - fact * du[i];
}

}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
du2[i] = du[i + 1];
du[i + 1] = -fact * du[i + 1];
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i]) >= fabs(dl[i])) {

if (d[i] != 0.0) {
fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (d[i] == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_dgttrs(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
double b[], double y[])

{
/* A simple C version of the Lapack routine dgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Integer i, ip;
double temp;
/* Solve L*x = b. */
for (i = 0; i <= n - 1; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

ip = ipiv[i];
temp = y[i + 1 - ip + i] - dl[i] * y[ip];
y[i] = y[ip];
y[i + 1] = temp;

}
/* Solve U*x = b. */
y[n - 1] = y[n - 1] / d[n - 1];
if (n > 1) {

y[n - 2] = (y[n - 2] - du[n - 2] * y[n - 1]) / d[n - 2];
}

f12 – Large Scale Eigenproblems f12adc

Mark 26 f12adc.7



for (i = n - 3; i >= 0; --i) {
y[i] = (y[i] - du[i] * y[i + 1] - du2[i] * y[i + 2]) / d[i];

}
return;

}

10.2 Program Data

nag_real_sparse_eigensystem_option (f12adc) Example Program Data
10 4 10 10.0 1.0 0.0 : Values for nx, nev, ncv, rho, sigmar, sigmai

10.3 Program Results

nag_real_sparse_eigensystem_option (f12adc) Example Program Results

The 4 generalized Ritz values closest to unity are:

1 ( 1.0287 , 0.0000 )
2 ( 1.0155 , 0.0000 )
3 ( 1.0088 , 0.0000 )
4 ( 1.0055 , 0.0000 )

11 Optional Parameters

Several optional parameters for the computational functions nag_real_sparse_eigensystem_iter (f12abc)
and nag_real_sparse_eigensystem_sol (f12acc) define choices in the problem specification or the
algorithm logic. In order to reduce the number of formal arguments of nag_real_sparse_eigensyste
m_iter (f12abc) and nag_real_sparse_eigensystem_sol (f12acc) these optional parameters have
associated default values that are appropriate for most problems. Therefore, you need only specify
those optional parameters whose values are to be different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Advisory

Defaults

Exact Shifts

Generalized

Initial Residual

Iteration Limit

Largest Imaginary

Largest Magnitude

Largest Real

List

Monitoring

Nolist

Print Level

Random Residual

Regular

Regular Inverse

Shifted Inverse Imaginary

Shifted Inverse Real

Smallest Imaginary

Smallest Magnitude

Smallest Real
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Standard

Supplied Shifts

Tolerance

Vectors

Optional parameters may be specified by calling nag_real_sparse_eigensystem_option (f12adc) before a
call to nag_real_sparse_eigensystem_iter (f12abc), but after a call to nag_real_sparse_eigensystem_init
(f12aac). One call is necessary for each optional parameter.

All optional parameters you do not specify are set to their default values. Optional parameters you
specify are unaltered by nag_real_sparse_eigensystem_iter (f12abc) and nag_real_sparse_eigensystem_
sol (f12acc) (unless they define invalid values) and so remain in effect for subsequent calls unless you
alter them.

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., Advisory and Monitoring) have type Nag_FileID. This
ID value must either be set to 0 (the default value) in which case there will be no output, or will be as
returned by a call of nag_open_file (x04acc).

Advisory Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Advisory messages are output to Nag_FileID Advisory during the solution of the problem.

Defaults

This special keyword may be used to reset all optional parameters to their default values.

Exact Shifts Default
Supplied Shifts

During the Arnoldi iterative process, shifts are applied internally as part of the implicit restarting
scheme. The shift strategy used by default and selected by the Exact Shifts is strongly recommended
over the alternative Supplied Shifts (see Lehoucq et al. (1998) for details of shift strategies).

If Exact Shifts are used then these are computed internally by the algorithm in the implicit restarting
scheme.

If Supplied Shifts are used then, during the Arnoldi iterative process, you must supply shifts through
array arguments of nag_real_sparse_eigensystem_iter (f12abc) when nag_real_sparse_eigensystem_iter
(f12abc) returns with irevcm ¼ 3; the real and imaginary parts of the shifts are supplied in y and mx
respectively. This option should only be used if you are an experienced user since this requires some
algorithmic knowledge and because more operations are usually required than for the implicit shift
scheme. Details on the use of explicit shifts and further references on shift strategies are available in
Lehoucq et al. (1998).
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Iteration Limit i Default ¼ 300

The limit on the number of Arnoldi iterations that can be performed before nag_real_sparse_eigen
system_iter (f12abc) exits. If not all requested eigenvalues have converged to within Tolerance and the
number of Arnoldi iterations has reached this limit then nag_real_sparse_eigensystem_iter (f12abc)
exits with an error; nag_real_sparse_eigensystem_sol (f12acc) can still be called subsequently to return
the number of converged eigenvalues, the converged eigenvalues and, if requested, the corresponding
eigenvectors.

Largest Magnitude Default
Largest Imaginary
Largest Real
Smallest Imaginary
Smallest Magnitude
Smallest Real

The Arnoldi iterative method converges on a number of eigenvalues with given properties. The default
is for nag_real_sparse_eigensystem_iter (f12abc) to compute the eigenvalues of largest magnitude using
Largest Magnitude. Alternatively, eigenvalues may be chosen which have Largest Real part,
Largest Imaginary part,Smallest Magnitude, Smallest Real part or Smallest Imaginary part.

Note that these options select the eigenvalue properties for eigenvalues of OP (and B for Generalized
problems), the linear operator determined by the computational mode and problem type.

Nolist Default
List

Normally each optional parameter specification is not printed to Advisory as it is supplied. Optional
parameter List may be used to enable printing and optional parameter Nolist may be used to suppress
the printing.

Monitoring Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Unless Monitoring is set to �1 (the default), monitoring information is output to Nag_FileID
Monitoring during the solution of each problem; this may be the same as Advisory. The type of
information produced is dependent on the value of Print Level, see the description of the optional
parameter Print Level in this section for details of the information produced. Please see nag_open_file
(x04acc) to associate a file with a given Nag_FileID.

Print Level i Default ¼ 0

This controls the amount of printing produced by nag_real_sparse_eigensystem_option (f12adc) as
follows.

¼ 0 No output except error messages.

> 0 The set of selected options.

¼ 2 Problem and timing statistics on final exit from nag_real_sparse_eigensystem_iter (f12abc).

	 5 A single line of summary output at each Arnoldi iteration.

	 10 If Monitoring is set, then at each iteration, the length and additional steps of the current
Arnoldi factorization and the number of converged Ritz values; during re-orthogonalization,
the norm of initial/restarted starting vector.

	 20 Problem and timing statistics on final exit from nag_real_sparse_eigensystem_iter (f12abc). If
Monitoring is set, then at each iteration, the number of shifts being applied, the eigenvalues
and estimates of the Hessenberg matrix H, the size of the Arnoldi basis, the wanted Ritz
values and associated Ritz estimates and the shifts applied; vector norms prior to and
following re-orthogonalization.
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	 30 If Monitoring is set, then on final iteration, the norm of the residual; when computing the
Schur form, the eigenvalues and Ritz estimates both before and after sorting; for each
iteration, the norm of residual for compressed factorization and the compressed upper
Hessenberg matrix H; during re-orthogonalization, the initial/restarted starting vector; during
the Arnoldi iteration loop, a restart is flagged and the number of the residual requiring iterative
refinement; while applying shifts, the indices of the shifts being applied.

	 40 If Monitoring is set, then during the Arnoldi iteration loop, the Arnoldi vector number and
norm of the current residual; while applying shifts, key measures of progress and the order of
H; while computing eigenvalues of H, the last rows of the Schur and eigenvector matrices;
when computing implicit shifts, the eigenvalues and Ritz estimates of H.

	 50 If Monitoring is set, then during Arnoldi iteration loop: norms of key components and the
active column of H, norms of residuals during iterative refinement, the final upper Hessenberg
matrix H; while applying shifts: number of shifts, shift values, block indices, updated matrix
H; while computing eigenvalues of H: the matrix H, the computed eigenvalues and Ritz
estimates.

Random Residual Default
Initial Residual

To begin the Arnoldi iterative process, nag_real_sparse_eigensystem_iter (f12abc) requires an initial
residual vector. By default nag_real_sparse_eigensystem_iter (f12abc) provides its own random initial
residual vector; this option can also be set using optional parameter Random Residual. Alternatively,
you can supply an initial residual vector (perhaps from a previous computation) to nag_real_sparse_ei
gensystem_iter (f12abc) through the array argument resid; this option can be set using optional
parameter Initial Residual.

Regular Default
Regular Inverse
Shifted Inverse Imaginary
Shifted Inverse Real

These options define the computational mode which in turn defines the form of operation OP xð Þ to be
performed when nag_real_sparse_eigensystem_iter (f12abc) returns with irevcm ¼ �1 or 1 and the
matrix-vector product Bx when nag_real_sparse_eigensystem_iter (f12abc) returns with irevcm ¼ 2.

Given a Standard eigenvalue problem in the form Ax ¼ �x then the following modes are available
with the appropriate operator OP xð Þ.

Regular OP ¼ A
Shifted Inverse Real OP ¼ A� �Ið Þ�1 where � is real

Given a Generalized eigenvalue problem in the form Ax ¼ �Bx then the following modes are
available with the appropriate operator OP xð Þ.

Regular Inverse OP ¼ B�1A
Shifted Inverse Real with real shift OP ¼ A� �Bð Þ�1B, where � is real
Shifted Inverse Real with complex
shift OP ¼ Real A� �Bð Þ�1B

� �
, where � is complex

Shifted Inverse Imaginary OP ¼ Imag A� �Bð Þ�1B
� �

, where � is complex

Standard Default
Generalized

The problem to be solved is either a standard eigenvalue problem, Ax ¼ �x, or a generalized
eigenvalue problem, Ax ¼ �Bx. The optional parameter Standard should be used when a standard
eigenvalue problem is being solved and the optional parameter Generalized should be used when a
generalized eigenvalue problem is being solved.
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Tolerance r Default ¼ �
An approximate eigenvalue has deemed to have converged when the corresponding Ritz estimate is
within Tolerance relative to the magnitude of the eigenvalue.

Vectors Default ¼ RITZ

The function nag_real_sparse_eigensystem_sol (f12acc) can optionally compute the Schur vectors and/
or the eigenvectors corresponding to the converged eigenvalues. To turn off computation of any vectors
the option Vectors ¼ NONE should be set. To compute only the Schur vectors (at very little extra cost),
the option Vectors ¼ SCHUR should be set and these will be returned in the array argument v of
nag_real_sparse_eigensystem_sol (f12acc). To compute the eigenvectors (Ritz vectors) corresponding to
the eigenvalue estimates, the option Vectors ¼ RITZ should be set and these will be returned in the
array argument z of nag_real_sparse_eigensystem_sol (f12acc), if z is set equal to v (as in Section 10)
then the Schur vectors in v are overwritten by the eigenvectors computed by nag_real_sparse_eigen
system_sol (f12acc).
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NAG Library Function Document

nag_real_sparse_eigensystem_monit (f12aec)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_sparse_eigensystem_option (f12adc) need not be called. If, however, you wish to reset some
or all of the settings please refer to Section 11 in nag_real_sparse_eigensystem_option (f12adc) for a
detailed description of the specification of the optional parameters.

1 Purpose

nag_real_sparse_eigensystem_monit (f12aec) can be used to return additional monitoring information
during computation. It is in a suite of functions consisting of nag_real_sparse_eigensystem_init
(f12aac), nag_real_sparse_eigensystem_iter (f12abc), nag_real_sparse_eigensystem_sol (f12acc),
nag_real_sparse_eigensystem_option (f12adc) and nag_real_sparse_eigensystem_monit (f12aec).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_sparse_eigensystem_monit (Integer *niter, Integer *nconv,
double ritzr[], double ritzi[], double rzest[], const Integer icomm[],
const double comm[])

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and nonsymmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and nonsymmetric problems.

On an intermediate exit from nag_real_sparse_eigensystem_iter (f12abc) with irevcm ¼ 4,
nag_real_sparse_eigensystem_monit (f12aec) may be called to return monitoring information on the
progress of the Arnoldi iterative process. The information returned by nag_real_sparse_eigensystem_
monit (f12aec) is:

– the number of the current Arnoldi iteration;

– the number of converged eigenvalues at this point;

– the real and imaginary parts of the converged eigenvalues;

– the error bounds on the converged eigenvalues.

nag_real_sparse_eigensystem_monit (f12aec) does not have an equivalent function from the ARPACK
package which prints various levels of detail of monitoring information through an output channel
controlled via an argument value (see Lehoucq et al. (1998) for details of ARPACK routines).
nag_real_sparse_eigensystem_monit (f12aec) should not be called at any time other than immediately
following an irevcm ¼ 4 return from nag_real_sparse_eigensystem_iter (f12abc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory
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Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: niter – Integer * Output

On exit: the number of the current Arnoldi iteration.

2: nconv – Integer * Output

On exit: the number of converged eigenvalues so far.

3: ritzr½dim� – double Output

Note: the dimension, dim, of the array ritzr must be at least ncv (see nag_real_sparse_eigen
system_init (f12aac)).

On exit: the first nconv locations of the array ritzr contain the real parts of the converged
approximate eigenvalues.

4: ritzi½dim� – double Output

Note: the dimension, dim, of the array ritzi must be at least ncv (see nag_real_sparse_eigen
system_init (f12aac)).

On exit: the first nconv locations of the array ritzi contain the imaginary parts of the converged
approximate eigenvalues.

5: rzest½dim� – double Output

Note: the dimension, dim, of the array rzest must be at least ncv (see nag_real_sparse_eigen
system_init (f12aac)).

On exit: the first nconv locations of the array rzest contain the Ritz estimates (error bounds) on
the converged approximate eigenvalues.

6: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ, where licomm is
passed to the setup function (see nag_real_sparse_eigensystem_init (f12aac)).

On entry: the array icomm output by the preceding call to nag_real_sparse_eigensystem_iter
(f12abc).

7: comm½dim� – const double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ, where lcomm is
passed to the setup function (see nag_real_sparse_eigensystem_init (f12aac)).

On entry: the array comm output by the preceding call to nag_real_sparse_eigensystem_iter
(f12abc).

6 Error Indicators and Warnings

None.

7 Accuracy

A Ritz value, �, is deemed to have converged if its Ritz estimate � Tolerance� �j j. The default
Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

f12aec NAG Library Manual

f12aec.2 Mark 26



8 Parallelism and Performance

nag_real_sparse_eigensystem_monit (f12aec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in shifted-real mode, where A is the tridiagonal matrix with 2 on the
diagonal, �2 on the subdiagonal and 3 on the superdiagonal. The matrix B is the tridiagonal matrix
with 4 on the diagonal and 1 on the off-diagonals. The shift sigma, �, is a complex number, and the
operator used in the shifted-real iterative process is OP ¼ real A� �Bð Þ�1B

� �
.

10.1 Program Text

/* nag_real_sparse_eigensystem_monit (f12aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>

static void mv(Integer, double *, double *);
static void av(Integer, double *, double *);
static int ytax(Integer, double *, double *, double *);
static int ytmx(Integer, double *, double *, double *);
static void my_zgttrf(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Integer *);
static void my_zgttrs(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Complex *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 1;
/* Scalars */
Complex c1, c2, c3, eigv, num, den;
double estnrm, deni, denr, i2, numi, numr, r2;
double sigmai, sigmar;
Integer exit_status, info, irevcm, j, k, lcomm, n;
Integer nconv, ncv, nev, niter, nshift;
/* Nag types */
Nag_Boolean first;
NagError fail;

/* Arrays */
Complex *cdd = 0, *cdl = 0, *cdu = 0, *cdu2 = 0, *ctemp = 0;
double *comm = 0, *eigvr = 0, *eigvi = 0, *eigest = 0;
double *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_real_sparse_eigensystem_monit (f12aec) Example Program "
"Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read problem parameter values from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%*[^\n] ", &n, &nev,
&ncv, &sigmar, &sigmai);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%*[^\n] ", &n, &nev,

&ncv, &sigmar, &sigmai);
#endif

/* Allocate memory */
lcomm = 3 * n + 3 * ncv * ncv + 6 * ncv + 60;
if (!(cdd = NAG_ALLOC(n, Complex)) ||

!(cdl = NAG_ALLOC(n, Complex)) ||
!(cdu = NAG_ALLOC(n, Complex)) ||
!(cdu2 = NAG_ALLOC(n, Complex)) ||
!(ctemp = NAG_ALLOC(n, Complex)) ||
!(comm = NAG_ALLOC(lcomm, double)) ||
!(eigvr = NAG_ALLOC(ncv, double)) ||
!(eigvi = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize communication arrays for problem using
nag_real_sparse_eigensystem_init (f12aac). */

nag_real_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,
lcomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_sparse_eigensystem_init (f12aac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Select the required spectrum using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("SHIFTED REAL", icomm, comm, &fail);
/* Select the problem type using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);
/* Solve A*x = lambda*B*x in shift-invert mode. */
/* The shift, sigma, is a complex number (sigmar, sigmai). */
/* OP = Real_Part{inv[A-(sigmar,sigmai)*M]*M and B = M. */
c1 = nag_complex(-2. - sigmar, -sigmai);
c2 = nag_complex(2. - sigmar * 4., sigmai * -4.);
c3 = nag_complex(3. - sigmar, -sigmai);

for (j = 0; j <= n - 2; ++j) {
cdl[j] = c1;
cdd[j] = c2;
cdu[j] = c3;

}
cdd[n - 1] = c2;

my_zgttrf(n, cdl, cdd, cdu, cdu2, ipiv, &info);
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irevcm = 0;
REVCOMLOOP:

/* repeated calls to reverse communication routine
nag_real_sparse_eigensystem_iter (f12abc). */

nag_real_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1) {

/* Perform x <--- OP*x = inv[A-SIGMA*M]*M*x */
mv(n, x, y);
for (j = 0; j <= n - 1; ++j) {

ctemp[j].re = y[j], ctemp[j].im = 0.;
}
my_zgttrs(n, cdl, cdd, cdu, cdu2, ipiv, ctemp);
for (j = 0; j <= n - 1; ++j) {

y[j] = ctemp[j].re;
}

}
else if (irevcm == 1) {

/* Perform x <--- OP*x = inv[A-SIGMA*M]*M*x, */
/* M*X stored in MX. */
for (j = 0; j <= n - 1; ++j) {

ctemp[j].re = mx[j], ctemp[j].im = 0.;
}
my_zgttrs(n, cdl, cdd, cdu, cdu2, ipiv, ctemp);
for (j = 0; j <= n - 1; ++j) {

y[j] = ctemp[j].re;
}

}
else if (irevcm == 2) {

/* Perform y <--- M*x */
mv(n, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_sparse_eigensystem_monit (f12aec). */

nag_real_sparse_eigensystem_monit(&niter, &nconv, eigvr,
eigvi, eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_sparse_eigensystem_sol
(f12acc) to compute eigenvalues/vectors. */

nag_real_sparse_eigensystem_sol(&nconv, eigvr, eigvi, v, sigmar,
sigmai, resid, v, comm, icomm, &fail);

first = Nag_TRUE;
k = 0;
for (j = 0; j <= nconv - 1; ++j) {

/* Use Rayleigh Quotient to recover eigenvalues of the */
/* original problem. */
if (eigvi[j] == 0.) {

/* Ritz value is real. */
/* Numerator = Vj . AVj where Vj is j-th Ritz vector */
if (ytax(n, &v[k], &v[k], &numr)) {

goto END;
}
/* Denominator = Vj . MVj */
if (ytmx(n, &v[k], &v[k], &denr)) {

goto END;
}
eigvr[j] = numr / denr;

}
else if (first) {
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/* Ritz value is complex: (x,y). */
/* Compute x’(Ax) and y’(Ax). */
if (ytax(n, &v[k], &v[k], &numr)) {

goto END;
}
if (ytax(n, &v[k], &v[k + n], &numi)) {

goto END;
}
/* Compute y’(Ay) and x’(Ay). */
if (ytax(n, &v[k + n], &v[k + n], &r2)) {

goto END;
}
if (ytax(n, &v[k + n], &v[k], &i2)) {

goto END;
}
numr += r2;
numi = i2 - numi;
/* Assign to Complex type using nag_complex (a02bac). */
num = nag_complex(numr, numi);
/* Compute x’(Mx) and y’(Mx). */
if (ytmx(n, &v[k], &v[k], &denr)) {

goto END;
}
if (ytmx(n, &v[k], &v[k + n], &deni)) {

goto END;
}
/* Compute y’(Ay) and x’(Ay). */
if (ytmx(n, &v[k + n], &v[k + n], &r2)) {

goto END;
}
if (ytmx(n, &v[k + n], &v[k], &i2)) {

goto END;
}
denr += r2;
deni = i2 - deni;
/* Assign to Complex type using nag_complex (a02bac). */
den = nag_complex(denr, deni);
/* eigv = x’(Ax)/x’(Mx) */
/* Compute Complex division using nag_complex_divide

(a02cdc). */
eigv = nag_complex_divide(num, den);
eigvr[j] = eigv.re;
eigvi[j] = eigv.im;
first = Nag_FALSE;

}
else {

/* Second of complex conjugate pair. */
eigvr[j] = eigvr[j - 1];
eigvi[j] = -eigvi[j - 1];
first = Nag_TRUE;

}
k = k + n;

}
/* Print computed eigenvalues. */
printf("\n The %4" NAG_IFMT " generalized Ritz values closest", nconv);
printf(" to ( %8.4f , %8.4f ) are:\n\n", sigmar, sigmai);
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %7.4f, %7.4f )\n", j + 1, "",
eigvr[j], eigvi[j]);

}
}
else {

printf(" Error from nag_real_sparse_eigensystem_iter (f12abc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(cdd);
NAG_FREE(cdl);
NAG_FREE(cdu);
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NAG_FREE(cdu2);
NAG_FREE(ctemp);
NAG_FREE(comm);
NAG_FREE(eigvr);
NAG_FREE(eigvi);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void mv(Integer n, double *v, double *y)
{

/* Compute the matrix vector multiplication y<---M*x, */
/* where M is mass matrix formed by using piecewise linear elements */
/* on [0,1]. */

/* Scalars */
Integer j;

/* Function Body */
y[0] = v[0] * 4. + v[1];
for (j = 1; j <= n - 2; ++j) {

y[j] = v[j - 1] + v[j] * 4. + v[j + 1];
}
y[n - 1] = v[n - 2] + v[n - 1] * 4.;
return;

} /* mv */

static void av(Integer n, double *v, double *w)
{

/* Scalars */
Integer j;

/* Function Body */
w[0] = v[0] * 2. + v[1] * 3.;
for (j = 1; j <= n - 2; ++j) {

w[j] = v[j - 1] * -2. + v[j] * 2. + v[j + 1] * 3.;
}
w[n - 1] = v[n - 2] * -2. + v[n - 1] * 2.;
return;

} /* av */

static int ytax(Integer n, double x[], double y[], double *r)
{

/* Given the vectors x and y, Performs the operation */
/* y’Ax and returns the scalar value. */

/* Scalars */
Integer exit_status, j;
/* Arrays */
double *ax = 0;

/* Function Body */
exit_status = 0;
/* Allocate memory */
if (!(ax = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto YTAXEND;

}
av(n, x, ax);
*r = 0.0;
for (j = 0; j <= n - 1; ++j) {

*r = *r + y[j] * ax[j];
}

YTAXEND:
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NAG_FREE(ax);
return exit_status;

} /* ytax */

static int ytmx(Integer n, double x[], double y[], double *r)
{

/* Given the vectors x and y, Performs the operation */
/* y’Mx and returns the scalar value. */

/* Scalars */
Integer exit_status, j;
/* Arrays */
double *mx = 0;

/* Function Body */
exit_status = 0;
/* Allocate memory */
if (!(mx = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto YTMXEND;

}
mv(n, x, mx);
*r = 0.0;
for (j = 0; j <= n - 1; ++j) {

*r = *r + y[j] * mx[j];
}

YTMXEND:
NAG_FREE(mx);
return exit_status;

} /* ytmx */

static void my_zgttrf(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine zgttrf with argument

checking removed */
/* Scalars */
Complex temp, fact, z1;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = nag_complex(0.0, 0.0);
}
for (i = 0; i < n - 2; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {
/* No row interchange required, eliminate dl[i]. */
if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(d[i], dl[i]);
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d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
du2[i] = du[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
du[i + 1] = nag_complex_multiply(fact, du[i + 1]);
/* Perform Complex negation using nag_complex_negate

(a02cec). */
du[i + 1] = nag_complex_negate(du[i + 1]);
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {

if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_zgttrs(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Complex b[])

{
/* A simple C version of the Lapack routine zgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
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Complex temp, z1;
Integer i;
/* Solve L*x = b. */
for (i = 0; i < n - 1; ++i) {

if (ipiv[i] == i) {
/* b[i+1] = b[i+1] - dl[i]*b[i] */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(b[i + 1], temp);

}
else {

temp = b[i];
b[i] = b[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(temp, z1);

}
}
/* Solve U*x = b. */
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 1] = nag_complex_divide(b[n - 1], d[n - 1]);
if (n > 1) {

/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

temp = nag_complex_multiply(du[n - 2], b[n - 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[n - 2], temp);
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 2] = nag_complex_divide(z1, d[n - 2]);

}
for (i = n - 3; i >= 0; --i) {

/* b[i] = (b[i]-du[i]*b[i+1]-du2[i]*b[i+2])/d[i]; */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(du[i], b[i + 1]);
z1 = nag_complex_multiply(du2[i], b[i + 2]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
temp = nag_complex_add(temp, z1);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[i], temp);
/* Compute Complex division using nag_complex_divide

(a02cdc). */
b[i] = nag_complex_divide(z1, d[i]);

}
return;

}

10.2 Program Data

nag_real_sparse_eigensystem_monit (f12aec) Example Program Data
100 4 20 4.0e-1 6.0e-1 : Values for nx, nev, ncv, sigmar, sigmai

10.3 Program Results

nag_real_sparse_eigensystem_monit (f12aec) Example Program Results
Iteration 1, No. converged = 0, norm of estimates = 1.05198320e-01
Iteration 2, No. converged = 0, norm of estimates = 1.18821782e-03
Iteration 3, No. converged = 0, norm of estimates = 1.38923424e-06
Iteration 4, No. converged = 0, norm of estimates = 3.93878037e-09
Iteration 5, No. converged = 0, norm of estimates = 1.15839744e-11
Iteration 6, No. converged = 0, norm of estimates = 5.22183096e-14
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The 4 generalized Ritz values closest to ( 0.4000 , 0.6000 ) are:

1 ( 0.5000, -0.5958 )
2 ( 0.5000, 0.5958 )
3 ( 0.5000, -0.6331 )
4 ( 0.5000, 0.6331 )
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NAG Library Function Document

nag_real_banded_sparse_eigensystem_init (f12afc)

1 Purpose

nag_real_banded_sparse_eigensystem_init (f12afc) is a setup function for nag_real_banded_sparse_ei
gensystem_sol (f12agc) which may be used for finding some eigenvalues (and optionally the
corresponding eigenvectors) of a standard or generalized eigenvalue problem defined by real, banded,
nonsymmetric matrices. The banded matrix must be stored using the LAPACK column ordered storage
format for real banded nonsymmetric matrices (see Section 3.3.4 in the f07 Chapter Introduction).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_banded_sparse_eigensystem_init (Integer n, Integer nev,
Integer ncv, Integer icomm[], Integer licomm, double comm[],
Integer lcomm, NagError *fail)

3 Description

The pair of functions nag_real_banded_sparse_eigensystem_init (f12afc) and nag_real_banded_spar
se_eigensystem_sol (f12agc) together with the option setting function nag_real_sparse_eigensystem_op
tion (f12adc) are designed to calculate some of the eigenvalues, �, (and optionally the corresponding
eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized eigenvalue problem
Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are banded real and
nonsymmetric.

nag_real_banded_sparse_eigensystem_init (f12afc) is a setup function which must be called before the
option setting function nag_real_sparse_eigensystem_option (f12adc) and the solver function
nag_real_banded_sparse_eigensystem_sol (f12agc). Internally, nag_real_banded_sparse_eigensystem_
sol (f12agc) makes calls to nag_real_sparse_eigensystem_iter (f12abc) and nag_real_sparse_eigensys
tem_sol (f12acc); the function documents for nag_real_sparse_eigensystem_iter (f12abc) and
nag_real_sparse_eigensystem_sol (f12acc) should be consulted for details of the algorithm used.

This setup function initializes the communication arrays, sets (to their default values) all options that
can be set by you via the option setting function nag_real_sparse_eigensystem_option (f12adc), and
checks that the lengths of the communication arrays as passed by you are of sufficient length. For
details of the options available and how to set them, see Section 11.1 in nag_real_sparse_eigensys
tem_option (f12adc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia
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5 Arguments

1: n – Integer Input

On entry: the order of the matrix A (and the order of the matrix B for the generalized problem)
that defines the eigenvalue problem.

Constraint: n > 0.

2: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

3: ncv – Integer Input

On entry: the number of Lanczos basis vectors to use during the computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nevþ 1 < ncv � n.

4: icomm½max 1; licommð Þ� – Integer Communication Array

On exit: contains data to be communicated to nag_real_banded_sparse_eigensystem_sol (f12agc).

5: licomm – Integer Input

On entry: the dimension of the array icomm.

If licomm ¼ �1, a workspace query is assumed and the function only calculates the required
dimensions of icomm and comm, which it returns in icomm½0� and comm½0� respectively.
Constraint: licomm 	 140 or licomm ¼ �1.

6: comm½max 1; lcommð Þ� – double Communication Array

On exit: contains data to be communicated to nag_real_banded_sparse_eigensystem_sol (f12agc).

7: lcomm – Integer Input

On entry: the dimension of the array comm.

If lcomm ¼ �1, a workspace query is assumed and the function only calculates the dimensions
of icomm and comm required by nag_real_banded_sparse_eigensystem_sol (f12agc), which it
returns in icomm½0� and comm½0� respectively.
Constraint: lcomm 	 60 or lcomm ¼ �1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

NE_INT_2

The length of the integer array comm is too small lcomm ¼ valueh i, but must be at least valueh i.
The length of the integer array icomm is too small licomm ¼ valueh i, but must be at least
valueh i.

NE_INT_3

On entry, ncv ¼ valueh i, nev ¼ valueh i and n ¼ valueh i.
Constraint: ncv > nevþ 1 and ncv � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_real_banded_sparse_eigensystem_init (f12afc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The use of nag_real_banded_sparse_eigensystem_init (f12afc) is illustrated in Section 10 in
nag_real_banded_sparse_eigensystem_sol (f12agc).
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NAG Library Function Document

nag_real_banded_sparse_eigensystem_sol (f12agc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_sparse_eigensystem_option (f12adc) need not be called. If, however, you wish to reset some
or all of the settings please refer to Section 11 in nag_real_sparse_eigensystem_option (f12adc) for a
detailed description of the specification of the optional parameters.

1 Purpose

nag_real_banded_sparse_eigensystem_sol (f12agc) is the main solver function in a suite of functions
consisting of nag_real_sparse_eigensystem_option (f12adc), nag_real_banded_sparse_eigensystem_init
(f12afc) and nag_real_banded_sparse_eigensystem_sol (f12agc). It must be called following an initial
call to nag_real_banded_sparse_eigensystem_init (f12afc) and following any calls to nag_real_spar
se_eigensystem_option (f12adc).

nag_real_banded_sparse_eigensystem_sol (f12agc) returns approximations to selected eigenvalues, and
(optionally) the corresponding eigenvectors, of a standard or generalized eigenvalue problem defined by
real banded nonsymmetric matrices. The banded matrix must be stored using the LAPACK column
ordered storage format for real banded nonsymmetric (see Section 3.3.4 in the f07 Chapter
Introduction).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_banded_sparse_eigensystem_sol (Integer kl, Integer ku,
const double ab[], const double mb[], double sigmar, double sigmai,
Integer *nconv, double dr[], double di[], double z[], double resid[],
double v[], double comm[], Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
banded, real and nonsymmetric.

Following a call to the initialization function nag_real_banded_sparse_eigensystem_init (f12afc),
nag_real_banded_sparse_eigensystem_sol (f12agc) returns the converged approximations to eigenvalues
and (optionally) the corresponding approximate eigenvectors and/or an orthonormal basis for the
associated approximate invariant subspace. The eigenvalues (and eigenvectors) are selected from those
of a standard or generalized eigenvalue problem defined by real banded nonsymmetric matrices. There
is negligible additional computational cost to obtain eigenvectors; an orthonormal basis is always
computed, but there is an additional storage cost if both are requested.

The banded matrices A and B must be stored using the LAPACK column ordered storage format for
banded nonsymmetric matrices; please refer to Section 3.3.2 in the f07 Chapter Introduction for details
on this storage format.

nag_real_banded_sparse_eigensystem_sol (f12agc) is based on the banded driver functions dnbdr1 to
dnbdr6 from the ARPACK package, which uses the Implicitly Restarted Arnoldi iteration method. The
method is described in Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the
ARPACK software is described in great detail in Lehoucq et al. (1998). An evaluation of software for
computing eigenvalues of sparse nonsymmetric matrices is provided in Lehoucq and Scott (1996). This
suite of functions offers the same functionality as the ARPACK banded driver software for real
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nonsymmetric problems, but the interface design is quite different in order to make the option setting
clearer and to combine the different drivers into a general purpose function.

nag_real_banded_sparse_eigensystem_sol (f12agc), is a general purpose function that must be called
following initialization by nag_real_banded_sparse_eigensystem_init (f12afc). nag_real_banded_spar
se_eigensystem_sol (f12agc) uses options, set either by default or explicitly by calling
nag_real_sparse_eigensystem_option (f12adc), to return the converged approximations to selected
eigenvalues and (optionally):

– the corresponding approximate eigenvectors;

– an orthonormal basis for the associated approximate invariant subspace;

– both.

Please note that for Generalized problems, the Shifted Inverse Imaginary and Shifted Inverse Real
inverse modes are only appropriate if either A or B is symmetric semidefinite. Otherwise, if A or B is
non-singular, the Standard problem can be solved using the matrix B�1A (say).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: kl – Integer Input

On entry: the number of subdiagonals of the matrices A and B.

Constraint: kl 	 0.

2: ku – Integer Input

On entry: the number of superdiagonals of the matrices A and B.

Constraint: ku 	 0.

3: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;n;�; 2� klþ kuþ 1ð Þð Þ (see
nag_real_banded_sparse_eigensystem_init (f12afc)).

On entry: must contain the matrix A in LAPACK column-ordered banded storage format for
nonsymmetric matrices (see Section 3.3.4 in the f07 Chapter Introduction).

4: mb½dim� – const double Input

Note: the dimension, dim, of the array mb must be at least max 1; n;�; 2� klþ kuþ 1ð Þð Þ (see
nag_real_banded_sparse_eigensystem_init (f12afc)).

On entry: must contain the matrix B in LAPACK column-ordered banded storage format for
nonsymmetric matrices (see Section 3.3.4 in the f07 Chapter Introduction).
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5: sigmar – double Input

On entry: if one of the Shifted Inverse Real modes (see nag_real_sparse_eigensystem_option
(f12adc)) have been selected then sigmar must contain the real part of the shift used; otherwise
sigmar is not referenced. Section 4.3.4 in the f12 Chapter Introduction describes the use of shift
and inverse transformations.

6: sigmai – double Input

On entry: if one of the Shifted Inverse Real modes (see nag_real_sparse_eigensystem_option
(f12adc)) have been selected then sigmai must contain the imaginary part of the shift used;
otherwise sigmai is not referenced. Section 4.3.4 in the f12 Chapter Introduction describes the
use of shift and inverse transformations.

7: nconv – Integer * Output

On exit: the number of converged eigenvalues.

8: dr½dim� – double Output

Note: the dimension, dim, of the array dr must be at least nevþ 1 (see nag_real_banded_
sparse_eigensystem_init (f12afc)).

On exit: the first nconv locations of the array dr contain the real parts of the converged
approximate eigenvalues. The number of eigenvalues returned may be one more than the number
requested by nev since complex values occur as conjugate pairs and the second in the pair can be
returned in position nevþ 1 of the array.

9: di½dim� – double Output

Note: the dimension, dim, of the array di must be at least nevþ 1 (see nag_real_banded_
sparse_eigensystem_init (f12afc)).

On exit: the first nconv locations of the array di contain the imaginary parts of the converged
approximate eigenvalues. The number of eigenvalues returned may be one more than the number
requested by nev since complex values occur as conjugate pairs and the second in the pair can be
returned in position nevþ 1 of the array.

10: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least n� nevþ 1ð Þ (see
nag_real_banded_sparse_eigensystem_init (f12afc)).

On exit: if the default option Vectors ¼ Ritz has been selected then z contains the final set of
eigenvectors corresponding to the eigenvalues held in dr and di. The complex eigenvector
associated with the eigenvalue with positive imaginary part is stored in two consecutive array
segments. The first segment holds the real part of the eigenvector and the second holds the
imaginary part. The eigenvector associated with the eigenvalue with negative imaginary part is
simply the complex conjugate of the eigenvector associated with the positive imaginary part.

For example, if di½0� is nonzero, the first eigenvector has real parts stored in locations z½i�, for
i ¼ 0; 1; . . . n� 1 and imaginary parts stored in z½i�, for i ¼ n; . . . ; 2n� 1.

11: resid½dim� – double Input/Output

Note: the dimension, dim, of the array resid must be at least n (see nag_real_banded_sparse_ei
gensystem_init (f12afc)).

On entry: need not be set unless the option Initial Residual has been set in a prior call to
nag_real_sparse_eigensystem_option (f12adc) in which case resid must contain an initial residual
vector.

On exit: contains the final residual vector.
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12: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least max 1;n� ncvð Þ (see
nag_real_banded_sparse_eigensystem_init (f12afc)).

On exit: if the option Vectors (see nag_real_sparse_eigensystem_option (f12adc)) has been set to
Schur or Ritz then the first nconv sections of v, of length n, will contain approximate Schur
vectors that span the desired invariant subspace.

The ith Schur vector is stored in locations v½n� i � 1ð Þ þ j � 1�, for i ¼ 1; 2; . . . ; nconv and
j ¼ 1; 2; . . . ; n.

13: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_real_banded_sparse_eigensystem_init (f12afc)).

On entry: must remain unchanged from the prior call to nag_real_sparse_eigensystem_option
(f12adc) and nag_real_banded_sparse_eigensystem_init (f12afc).

On exit: contains no useful information.

14: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_banded_sparse_eigensystem_init (f12afc)).

On entry: must remain unchanged from the prior call to nag_real_sparse_eigensystem_option
(f12adc) and nag_real_banded_sparse_eigensystem_init (f12afc).

On exit: contains no useful information.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COMP_BAND_FAC

Failure during internal factorization of complex banded matrix. Please contact NAG.

NE_COMP_BAND_SOL

Failure during internal solution of complex banded matrix. Please contact NAG.

NE_INITIALIZATION

Either the initialization function has not been called prior to the first call of this function or a
communication array has become corrupted.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.
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On entry, ku ¼ valueh i.
Constraint: ku 	 0.

The maximum number of iterations � 0, the option Iteration Limit has been set to valueh i.

NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix. Please contact NAG.

NE_INTERNAL_EIGVEC_FAIL

Error in internal call to compute eigenvectors. Please contact NAG.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, Vectors ¼ Select, but this is not yet implemented.

NE_MAX_ITER

The maximum number of iterations has been reached. The maximum number of
iterations ¼ valueh i. The number of converged eigenvalues ¼ valueh i.

NE_NO_ARNOLDI_FAC

Could not build an Arnoldi factorization. The size of the current Arnoldi factorization ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Lanczos iteration.

NE_OPT_INCOMPAT

The options Generalized and Regular are incompatible.

NE_REAL_BAND_FAC

Failure during internal factorization of real banded matrix. Please contact NAG.

NE_REAL_BAND_SOL

Failure during internal solution of real banded matrix. Please contact NAG.

NE_SCHUR_EIG_FAIL

During calculation of a real Schur form, there was a failure to compute a number of eigenvalues.
Please contact NAG.

NE_SCHUR_REORDER

The computed Schur form could not be reordered by an internal call. Please contact NAG.
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NE_TRANSFORM_OVFL

Overflow occurred during transformation of Ritz values to those of the original problem.

NE_ZERO_EIGS_FOUND

The number of eigenvalues found to sufficient accuracy is zero.

NE_ZERO_INIT_RESID

The option Initial Residual was selected but the starting vector held in resid is zero.

NE_ZERO_SHIFT

The option Shifted Inverse Imaginary has been selected and sigmai ¼ zero on entry; sigmai
must be nonzero for this mode of operation.

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_real_banded_sparse_eigensystem_sol (f12agc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_real_banded_sparse_eigensystem_sol (f12agc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example constructs the matrices A and B using LAPACK band storage format and solves
Ax ¼ �Bx in shifted imaginary mode using the complex shift �.

10.1 Program Text

/* nag_real_banded_sparse_eigensystem_sol (f12agc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>

int main(void)
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{

/* Constants */
double rho = 100.0;

/* Scalars */
Complex res, eig;
double alpha, h, resr, resi, sigmai, sigmar;
Integer exit_status, i, j, k, kl, ksub, ksup, ku, lcomm, licomm;
Integer ldab, n, nconv, ncv, nev, nx;
/* Nag types */
Nag_Boolean first;
NagError fail;

/* Arrays */
double *ab = 0, *ax = 0, *comm = 0, *eigvr = 0, *eigvi = 0, *eigest = 0;
double *mb = 0, *mx = 0, *resid = 0, *v = 0;
Integer *icomm = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_banded_sparse_eigensystem_sol (f12agc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%*[^\n] ", &nx, &nev,

&ncv, &sigmar, &sigmai);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%lf%*[^\n] ", &nx, &nev,
&ncv, &sigmar, &sigmai);

#endif
n = nx * nx;
/* ku, kl are number of superdiagonals and subdiagonals within the */
/* band of matrices A and M. */
kl = nx;
ku = nx;
/* ldab is the width of the band required to store the */
/* factorization of the matrix A. */
ldab = 2 * kl + ku + 1;
/* Allocate memory. */
if (!(ab = NAG_ALLOC(ldab * n, double)) ||

!(ax = NAG_ALLOC(n, double)) ||
!(eigvr = NAG_ALLOC(ncv, double)) ||
!(eigvi = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(mb = NAG_ALLOC(ldab * n, double)) ||
!(mx = NAG_ALLOC(n, double)) ||
!(resid = NAG_ALLOC(n, double)) || !(v = NAG_ALLOC(ncv * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_banded_sparse_eigensystem_init (f12afc).
The first call sets lcomm = licomm = -1 to perform a workspace
query. */

lcomm = licomm = -1;
if (!(comm = NAG_ALLOC(1, double)) || !(icomm = NAG_ALLOC(1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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nag_real_banded_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,
comm, lcomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_banded_sparse_eigensystem_init "

"(f12afc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
lcomm = (Integer) comm[0];
licomm = icomm[0];
NAG_FREE(comm);
NAG_FREE(icomm);
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_real_banded_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_banded_sparse_eigensystem_init "
"(f12afc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
/* Select the required spectrum using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("SHIFTED IMAGINARY", icomm, comm, &fail);
/* Select the problem type using

nag_real_sparse_eigensystem_option (f12adc). */
nag_real_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);

/* Construct the matrix A in banded form and store in AB. */
/* Zero out matrices first */
for (j = 0; j < n * ldab; ++j) {

ab[j] = 0.0;
mb[j] = 0.0;

}
/* Main diagonal of A. */
k = kl + ku;
for (j = 0; j < n; ++j) {

ab[k] = 4.;
mb[k] = 4.;
k = k + ldab;

}
/* First subdiagonal and superdiagonal of A. */
ksup = kl + ku - 1;
ksub = kl + ku + 1;
h = .5 * rho / (double) (nx + 1);
for (i = 1; i <= nx; ++i) {

ksub = ksub + ldab;
for (j = 1; j <= nx - 1; ++j) {

ab[ksub] = -1. + h;
ab[ksup] = -1. - h;
ksup = ksup + ldab;
ksub = ksub + ldab;

}
ksup = ksup + ldab;

}

ksub = kl + ku + 1 + ldab;
ksup = kl + ku - 1;
for (j = 1; j <= n - 1; ++j) {

mb[ksup] = 1.;
mb[ksub] = 1.;
ksup = ksup + ldab;
ksub = ksub + ldab;

}
/* KL-th subdiagonal and KU-th superdiagonal. */
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ksup = kl + nx * ldab;
ksub = 2 * kl + ku;
for (i = 1; i <= nx - 1; ++i) {

for (j = 1; j <= nx; ++j) {
ab[ksup] = -1.;
ab[ksub] = -1.;
ksup = ksup + ldab;
ksub = ksub + ldab;

}
}

/* Find eigenvalues closest in value to SIGMA and corresponding
eigenvectors using nag_real_banded_sparse_eigensystem_sol (f12agc). */

nag_real_banded_sparse_eigensystem_sol(kl, ku, ab, mb, sigmar,
sigmai, &nconv, eigvr, eigvi,
v, resid, v, comm, icomm, &fail);

if (fail.code == NE_NOERROR) {
/* Compute the residual norm ||A*x - lambda*Mx||. */
first = Nag_TRUE;
k = 0;
for (j = 0; j <= nconv - 1; ++j) {

if (eigvi[j] == 0.) {
/* Eigenvalue is Real. */
/* ax <- AV_k, where V_k is k-th Ritz vector. */
/* Compute matrix-vector multiply using nag_dgbmv

(f16pbc). */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&ab[kl], ldab, &v[k], 1, 0., ax, 1, &fail);
/* mx <- MV_k. */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&mb[kl], ldab, &v[k], 1, 0., mx, 1, &fail);
/* ax <- ax - (lambda_j) * mx. */
alpha = -eigvr[j];
/* Compute vector update using nag_daxpby (f16ecc). */
nag_daxpby(n, alpha, mx, 1, 1., ax, 1, &fail);
/* resr = norm(ax). */
/* Compute 2-norm of Ritz estimates using nag_dge_norm

(f16rac). */
nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, n, 1, ax,

n, &resr, &fail);
/* Scale. */
eigest[j] = resr / fabs(eigvr[j]);

}
else if (first) {

/* First or a conjugate pair of eigenvalues. */

/* Real part of residual Re[Ax-lamdaMx]. */
/* ax <- AV_k, where V_k is real part of k-th Ritz vector. */
/* Compute matrix-vector multiply using nag_dgbmv

(f16pbc). */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&ab[kl], ldab, &v[k], 1, 0., ax, 1, &fail);
/* mx <- MV_k */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&mb[kl], ldab, &v[k], 1, 0., mx, 1, &fail);
/* ax <- ax - (lambda_j).re * mx. */
/* Compute vector update using nag_daxpby (f16ecc). */
alpha = -eigvr[j];
nag_daxpby(n, alpha, mx, 1, 1., ax, 1, &fail);
/* mx <- MW_k where W_k is imaginary part k-th Ritz vector. */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&mb[kl], ldab, &v[k + n], 1, 0., mx, 1, &fail);
/* ax <- ax - (lambda_j).im * mx. */
alpha = eigvi[j];
nag_daxpby(n, alpha, mx, 1, 1., ax, 1, &fail);
/* resr = norm(ax). */
/* Compute 2-norm of Ritz estimates using nag_dge_norm

(f16rac). */
nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, n, 1, ax,

n, &resr, &fail);
/* Imaginary part of residual Im[Ax-lamdaMx]. */
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/* ax <- AW_k. */
/* Compute matrix-vector multiply using nag_dgbmv

(f16pbc). */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&ab[kl], ldab, &v[k + n], 1, 0., ax, 1, &fail);
/* ax <- ax - (lambda_j).re * mx. */
alpha = -eigvr[j];
/* Compute vector update using nag_daxpby (f16ecc). */
nag_daxpby(n, alpha, mx, 1, 1., ax, 1, &fail);
/* mx <- MV_k. */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.,

&mb[kl], ldab, &v[k], 1, 0., mx, 1, &fail);
/* ax <- ax - (lambda_j).im * mx. */
alpha = -eigvi[j];
nag_daxpby(n, alpha, mx, 1, 1., ax, 1, &fail);
/* resi = norm(ax). */
/* Compute 2-norm of Ritz estimates using nag_dge_norm

(f16rac). */
nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, n, 1, ax,

n, &resi, &fail);
/* Scale residual using Ritz value. */
/* Assign to Complex type using nag_complex (a02bac) */
res = nag_complex(resr, resi);
eig = nag_complex(eigvr[j], eigvi[j]);
eigest[j] = nag_complex_abs(res) / nag_complex_abs(eig);
/* Set residual for second in conjugate pair. */
eigest[j + 1] = eigest[j];
first = Nag_FALSE;

}
else {

/* Second of complex conjugate pair; */
/* Already got residual from first in pair. */
first = Nag_TRUE;

}
k = k + n;

}

/* Print computed eigenvalues. */
printf("\n The %4" NAG_IFMT " generalized Ritz values", nconv);
printf(" closest to \n");
printf(" ( %7.4f, +-%7.4f ) are:\n\n", sigmar, sigmai);
for (j = 0; j <= nconv - 1; ++j) {

if (eigest[j] <= 1.0e-10) {
printf("%8" NAG_IFMT "%5s( %7.4f, %7.4f ).\n", j + 1,

"", eigvr[j], eigvi[j]);
}
else {

printf("%8" NAG_IFMT "%5s( %7.4f, %7.4f )%5s%18.16f.\n", j + 1,
"", eigvr[j], eigvi[j], " *** ", eigest[j]);

}
}

}
else {

printf("Error from "
"nag_real_banded_sparse_eigensystem_sol (f12agc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(ax);
NAG_FREE(comm);
NAG_FREE(eigvr);
NAG_FREE(eigvi);
NAG_FREE(eigest);
NAG_FREE(mb);
NAG_FREE(mx);
NAG_FREE(resid);
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NAG_FREE(v);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_real_banded_sparse_eigensystem_sol (f12agc) Example Program Data
10 4 10 0.4 0.6 : Values for nx, nev, ncv, sigmar, sigmai

10.3 Program Results

nag_real_banded_sparse_eigensystem_sol (f12agc) Example Program Results

The 4 generalized Ritz values closest to
( 0.4000, +- 0.6000 ) are:

1 ( 0.3610, 0.7223 ).
2 ( 0.3610, -0.7223 ).
3 ( 0.4598, -0.7199 ).
4 ( 0.4598, 0.7199 ).
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NAG Library Function Document

nag_complex_sparse_eigensystem_init (f12anc)

1 Purpose

nag_complex_sparse_eigensystem_init (f12anc) is a setup function in a suite of functions consisting of
nag_complex_sparse_eigensystem_init (f12anc), nag_complex_sparse_eigensystem_iter (f12apc), nag_
complex_sparse_eigensystem_sol (f12aqc), nag_complex_sparse_eigensystem_option (f12arc) and
nag_complex_sparse_eigensystem_monit (f12asc). It is used to find some of the eigenvalues (and
optionally the corresponding eigenvectors) of a standard or generalized eigenvalue problem defined by
complex nonsymmetric matrices.

The suite of functions is suitable for the solution of large sparse, standard or generalized, nonsymmetric
complex eigenproblems where only a few eigenvalues from a selected range of the spectrum are
required.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_sparse_eigensystem_init (Integer n, Integer nev,
Integer ncv, Integer icomm[], Integer licomm, Complex comm[],
Integer lcomm, NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard complex eigenvalue problem Ax ¼ �x, or of a generalized
complex eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and
B are sparse, complex and nonsymmetric. The suite can also be used to find selected eigenvalues/
eigenvectors of smaller scale dense, complex and nonsymmetric problems.

nag_complex_sparse_eigensystem_init (f12anc) is a setup function which must be called before
nag_complex_sparse_eigensystem_iter (f12apc), the reverse communication iterative solver, and before
nag_complex_sparse_eigensystem_option (f12arc), the options setting function. nag_complex_sparse_ei
gensystem_sol (f12aqc) is a post-processing function that must be called following a successful final
exit from nag_complex_sparse_eigensystem_iter (f12apc), while nag_complex_sparse_eigensystem_mo
nit (f12asc) can be used to return additional monitoring information during the computation.

This setup function initializes the communication arrays, sets (to their default values) all options that
can be set by you via the option setting function nag_complex_sparse_eigensystem_option (f12arc), and
checks that the lengths of the communication arrays as passed by you are of sufficient length. For
details of the options available and how to set them see Section 11.1 in nag_complex_sparse_eigen
system_option (f12arc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory
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Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: n – Integer Input

On entry: the order of the matrix A (and the order of the matrix B for the generalized problem)
that defines the eigenvalue problem.

Constraint: n > 0.

2: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

3: ncv – Integer Input

On entry: the number of Arnoldi basis vectors to use during the computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nevþ 1 < ncv � n.

4: icomm½max 1; licommð Þ� – Integer Communication Array

On exit: contains data to be communicated to the other functions in the suite.

5: licomm – Integer Input

On entry: the dimension of the array icomm.

If licomm ¼ �1, a workspace query is assumed and the function only calculates the required
dimensions of icomm and comm, which it returns in icomm½0� and comm½0� respectively.
Constraint: licomm 	 140 or licomm ¼ �1.

6: comm½max 1; lcommð Þ� – Complex Communication Array

On exit: contains data to be communicated to the other functions in the suite.

7: lcomm – Integer Input

On entry: the dimension of the array comm.

If lcomm ¼ �1, a workspace query is assumed and the function only calculates the dimensions
of icomm and comm required by nag_complex_sparse_eigensystem_iter (f12apc), which it
returns in icomm½0� and comm½0� respectively.
Constraint: lcomm 	 3� nþ 3� ncv� ncvþ 5� ncvþ 60 or lcomm ¼ �1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

NE_INT_2

The length of the integer array icomm is too small licomm ¼ valueh i, but must be at least
valueh i.

NE_INT_3

On entry, lcomm ¼ valueh i, n ¼ valueh i and ncv ¼ valueh i.
Constraint: lcomm 	 3� nþ 3� ncv� ncvþ 5� ncvþ 60.

On entry, ncv ¼ valueh i, nev ¼ valueh i and n ¼ valueh i.
Constraint: ncv 	 nevþ 1 and ncv � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_sparse_eigensystem_init (f12anc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example solves Ax ¼ �x in regular mode, where A is obtained from the standard central

difference discretization of the convection-diffusion operator @2u
@x2
þ @2u

@y2
þ �@u

@x
on the unit square, with

zero Dirichlet boundary conditions. The eigenvalues of largest magnitude are found.

10.1 Program Text

/* nag_complex_sparse_eigensystem_init (f12anc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>

static void av(Integer, Complex *, Complex *);
static void tv(Integer, Complex *, Complex *);

int main(void)
{

/* Constants */
Integer imon = 0;
/* Scalars */
Complex sigma;
double estnrm;
Integer exit_status, i, irevcm, lcomm, licomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;

/* Arrays */
Complex *comm = 0, *eigest = 0, *eigv = 0, *resid = 0, *v = 0;
Integer *icomm = 0;
/* Ponters */
Complex *mx = 0, *x = 0, *y = 0;

/* Assign to Complex type using nag_complex (a02bac) */
sigma = nag_complex(0.0, 0.0);
exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_sparse_eigensystem_init (f12anc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#endif
n = nx * nx;
/* Allocate memory */
if (!(eigv = NAG_ALLOC(ncv, Complex)) ||
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!(eigest = NAG_ALLOC(ncv, Complex)) ||
!(resid = NAG_ALLOC(n, Complex)) || !(v = NAG_ALLOC(n * ncv, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_complex_sparse_eigensystem_init (f12anc).
The first call sets lcomm = licomm = -1 to perform a workspace
query. */

lcomm = licomm = -1;
if (!(comm = NAG_ALLOC(1, Complex)) || !(icomm = NAG_ALLOC(1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_complex_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
lcomm = (Integer) comm[0].re;
licomm = icomm[0];
NAG_FREE(comm);
NAG_FREE(icomm);
if (!(comm = NAG_ALLOC(lcomm, Complex)) ||

!(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_complex_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
irevcm = 0;

REVCOMLOOP:
/* repeated calls to reverse communication routine

nag_complex_sparse_eigensystem_iter (f12apc). */
nag_complex_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,

&nshift, comm, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_iter (f12apc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
if (irevcm != 5 && irevcm != 0) {

if (irevcm == -1 || irevcm == 1) {
/* Perform matrix vector multiplication y <--- Op*x */
av(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_complex_sparse_eigensystem_monit (f12asc). */

nag_complex_sparse_eigensystem_monit(&niter, &nconv, eigv,
eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_zge_norm (f16uac). */

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_complex_sparse_eigensystem_monit"

" (f12asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_complex_sparse_eigensystem_sol
(f12aqc) to compute eigenvalues/vectors. */

nag_complex_sparse_eigensystem_sol(&nconv, eigv, v, sigma,
resid, v, comm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_complex_sparse_eigensystem_sol "

"(f12aqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n The %" NAG_IFMT " Ritz values", nconv);
printf(" of largest magnitude are:\n\n");
for (i = 0; i <= nconv - 1; ++i) {

printf("%8" NAG_IFMT "%5s(%12.4f, %12.4f)\n", i + 1, "",
eigv[i].re, eigv[i].im);

}
}
else {

printf("Error from nag_complex_sparse_eigensystem_iter "
"(f12apc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
return exit_status;

}

static void av(Integer nx, Complex *x, Complex *y)
{

/* Scalars */
double hr;
Integer i, j, lo;
/* Function Body */

/* Allocate memory */
hr = (double) -(nx + 1) * (nx + 1);
tv(nx, x, y);
for (j = 0; j <= nx - 1; ++j) {

y[j].re = y[j].re + hr * x[nx + j].re;
y[j].im = y[j].im + hr * x[nx + j].im;

}
for (j = 2; j <= nx - 1; ++j) {

lo = (j - 1) * nx;
tv(nx, &x[lo], &y[lo]);
for (i = 0; i <= nx - 1; ++i) {

y[lo + i].re =
y[lo + i].re + hr * (x[lo - nx + i].re + x[lo + nx + i].re);

y[lo + i].im =
y[lo + i].im + hr * (x[lo - nx + i].im + x[lo + nx + i].im);

}
}
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lo = (nx - 1) * nx;
tv(nx, &x[lo], &y[lo]);
for (j = 0; j <= nx - 1; ++j) {

y[lo + j].re = y[lo + j].re + hr * x[lo - nx + j].re;
y[lo + j].im = y[lo + j].im + hr * x[lo - nx + j].im;

}
} /* av */

static void tv(Integer nx, Complex *x, Complex *y)
{

/* Compute the matrix vector multiplication y<---T*x where T is a */
/* nx by nx tridiagonal matrix. */

/* Scalars */
Complex dd, dl, du, h2, h, rho, z1, z2, z3;
Integer j;

/* Function Body */
/* Assign to Complex type using nag_complex (a02bac) */
h = nag_complex((double) (nx + 1), 0.);
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
h2 = nag_complex_multiply(h, h);
dd = nag_complex_multiply(nag_complex(4.0, 0.0), h2);
z1 = nag_complex_multiply(nag_complex(-1.0, 0.0), h2);
/* Assign to Complex type using nag_complex (a02bac) */
rho = nag_complex(1.0e2, 0.0);
z2 = nag_complex_multiply(rho, h);
z3 = nag_complex_multiply(nag_complex(5.0e-1, 0.0), z2);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
dl = nag_complex_subtract(z1, z3);
/* Compute Complex addition using nag_complex_add (a02cac). */
du = nag_complex_add(z1, z3);

/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(dd, x[0]);
z2 = nag_complex_multiply(du, x[1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[0] = nag_complex_add(z1, z2);
for (j = 1; j <= nx - 2; ++j) {

/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

z1 = nag_complex_multiply(dl, x[j - 1]);
z2 = nag_complex_multiply(dd, x[j]);
z3 = nag_complex_multiply(du, x[j + 1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[j] = nag_complex_add(z1, z2);
y[j] = nag_complex_add(y[j], z3);

}
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(dl, x[nx - 2]);
z2 = nag_complex_multiply(dd, x[nx - 1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[nx - 1] = nag_complex_add(z1, z2);
return;

} /* tv */

10.2 Program Data

nag_complex_sparse_eigensystem_init (f12anc) Example Program Data
10 4 20 : Vaues for nx, nev and ncv
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10.3 Program Results

nag_complex_sparse_eigensystem_init (f12anc) Example Program Results

The 4 Ritz values of largest magnitude are:

1 ( 716.1973, -1029.5838)
2 ( 716.1973, 1029.5838)
3 ( 687.5834, -1029.5838)
4 ( 687.5834, 1029.5838)
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NAG Library Function Document

nag_complex_sparse_eigensystem_iter (f12apc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_complex_sparse_eigensystem_option (f12arc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_complex_sparse_eigensystem_option
(f12arc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_complex_sparse_eigensystem_iter (f12apc) is an iterative solver in a suite of functions consisting
of nag_complex_sparse_eigensystem_init (f12anc), nag_complex_sparse_eigensystem_iter (f12apc),
nag_complex_sparse_eigensystem_sol (f12aqc), nag_complex_sparse_eigensystem_option (f12arc) and
nag_complex_sparse_eigensystem_monit (f12asc). It is used to find some of the eigenvalues (and
optionally the corresponding eigenvectors) of a standard or generalized eigenvalue problem defined by
complex nonsymmetric matrices.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_sparse_eigensystem_iter (Integer *irevcm, Complex resid[],
Complex v[], Complex **x, Complex **y, Complex **mx, Integer *nshift,
Complex comm[], Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, complex and nonsymmetric. The suite can also be used to find selected eigenvalues/eigenvectors
of smaller scale dense, complex and nonsymmetric problems.

nag_complex_sparse_eigensystem_iter (f12apc) is a reverse communication function, based on the
ARPACK routine znaupd, using the Implicitly Restarted Arnoldi iteration method. The method is
described in Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the ARPACK
software is described in great detail in Lehoucq et al. (1998). An evaluation of software for computing
eigenvalues of sparse nonsymmetric matrices is provided in Lehoucq and Scott (1996). This suite of
functions offers the same functionality as the ARPACK software for complex nonsymmetric problems,
but the interface design is quite different in order to make the option setting clearer and to simplify the
interface of nag_complex_sparse_eigensystem_iter (f12apc).

The setup function nag_complex_sparse_eigensystem_init (f12anc) must be called before nag_com
plex_sparse_eigensystem_iter (f12apc), the reverse communication iterative solver. Options may be set
for nag_complex_sparse_eigensystem_iter (f12apc) by prior calls to the option setting function
nag_complex_sparse_eigensystem_option (f12arc) and a post-processing function nag_complex_spar
se_eigensystem_sol (f12aqc) must be called following a successful final exit from nag_complex_
sparse_eigensystem_iter (f12apc). nag_complex_sparse_eigensystem_monit (f12asc) may be called
following certain flagged intermediate exits from nag_complex_sparse_eigensystem_iter (f12apc) to
provide additional monitoring information about the computation.

nag_complex_sparse_eigensystem_iter (f12apc) uses reverse communication, i.e., it returns repeatedly
to the calling program with the argument irevcm (see Section 5) set to specified values which require
the calling program to carry out one of the following tasks:
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– compute the matrix-vector product y ¼ OPx, where OP is defined by the computational mode;

– compute the matrix-vector product y ¼ Bx;
– notify the completion of the computation;

– allow the calling program to monitor the solution.

The problem type to be solved (standard or generalized), the spectrum of eigenvalues of interest, the
mode used (regular, regular inverse, shifted inverse, shifted real or shifted imaginary) and other options
can all be set using the option setting function nag_complex_sparse_eigensystem_option (f12arc) (see
Section 11.1 in nag_complex_sparse_eigensystem_option (f12arc) for details on setting options and of
the default settings).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than x and y must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: must be unchanged from its previous exit value. Changing irevcm to
any other value between calls will result in an error.

On intermediate exit: has the following meanings.

irevcm ¼ �1
The calling program must compute the matrix-vector product y ¼ OPx, where x is stored
in x and the result y is placed in y.

irevcm ¼ 1
The calling program must compute the matrix-vector product y ¼ OPx. This is similar to
the case irevcm ¼ �1 except that the result of the matrix-vector product Bx (as required
in some computational modes) has already been computed and is available in mx.

irevcm ¼ 2
The calling program must compute the matrix-vector product y ¼ Bx, where x is stored in
x and y is placed in y.

irevcm ¼ 3
Compute the nshift complex shifts to be placed in the first nshift locations of the array y.
This value of irevcm will only arise if the optional parameter Supplied Shifts is set in a
prior call to nag_complex_sparse_eigensystem_option (f12arc) which is intended for
experienced users only; the default and recommended option is to use exact shifts (see
Lehoucq et al. (1998) for details).
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irevcm ¼ 4
Monitoring step: a call to nag_complex_sparse_eigensystem_monit (f12asc) can now be
made to return the number of Arnoldi iterations, the number of converged Ritz values, the
array of converged values, and the corresponding Ritz estimates.

On final exit: irevcm ¼ 5: nag_complex_sparse_eigensystem_iter (f12apc) has completed its
tasks. The value of fail:code determines whether the iteration has been successfully completed, or
whether errors have been detected. On successful completion nag_complex_sparse_eigensys
tem_sol (f12aqc) must be called to return the requested eigenvalues and eigenvectors (and/or
Schur vectors).

Constraint: on initial entry, irevcm ¼ 0; on re-entry irevcm must remain unchanged.

2: resid½dim� – Complex Input/Output

Note: the dimension, dim, of the array resid must be at least n (see nag_complex_sparse_ei
gensystem_init (f12anc)).

On initial entry: need not be set unless the option Initial Residual has been set in a prior call to
nag_complex_sparse_eigensystem_option (f12arc) in which case resid should contain an initial
residual vector, possibly from a previous run.

On intermediate re-entry: must be unchanged from its previous exit. Changing resid to any other
value between calls may result in an error exit.

On intermediate exit: contains the current residual vector.

On final exit: contains the final residual vector.

3: v½n� ncv� – Complex Input/Output

The ith element of the jth basis vector is stored in location v½n� i � 1ð Þ þ j � 1�, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;ncv.

On initial entry: need not be set.

On intermediate re-entry: must be unchanged from its previous exit.

On intermediate exit: contains the current set of Arnoldi basis vectors.

On final exit: contains the final set of Arnoldi basis vectors.

4: x – Complex ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: is not normally changed.

On intermediate exit: contains the vector x when irevcm returns the value �1, þ1 or 2.

On final exit: does not contain useful data.

5: y – Complex ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: must contain the result of y ¼ OPx when irevcm returns the value �1
or þ1. It must contain the computed shifts when irevcm returns the value 3.

On intermediate exit: does not contain useful data.

On final exit: does not contain useful data.

6: mx – Complex ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.
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On intermediate re-entry: must contain the result of y ¼ Bx when irevcm returns the value 2.

On intermediate exit: contains the vector Bx when irevcm returns the value þ1.
On final exit: does not contain any useful data.

7: nshift – Integer * Output

On intermediate exit: if the option Supplied Shifts is set and irevcm returns a value of 3, nshift
returns the number of complex shifts required.

8: comm½dim� – Complex Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_complex_sparse_eigensystem_init (f12anc)).

On initial entry: must remain unchanged following a call to the setup function
nag_complex_sparse_eigensystem_init (f12anc).

On exit: contains data defining the current state of the iterative process.

9: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_complex_sparse_eigensystem_init (f12anc)).

On initial entry: must remain unchanged following a call to the setup function
nag_complex_sparse_eigensystem_init (f12anc).

On exit: contains data defining the current state of the iterative process.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called prior to the first call of this function or a
communication array has become corrupted.

NE_INT

The maximum number of iterations � 0, the option Iteration Limit has been set to valueh i.

NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix. Please contact NAG.

f12apc NAG Library Manual

f12apc.4 Mark 26



NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAX_ITER

The maximum number of iterations has been reached. The maximum number of
iterations ¼ valueh i. The number of converged eigenvalues ¼ valueh i. The post-processing
function nag_complex_sparse_eigensystem_sol (f12aqc) may be called to recover the converged
eigenvalues at this point. Alternatively, the maximum number of iterations may be increased by a
call to the option setting function nag_complex_sparse_eigensystem_option (f12arc) and the
reverse communication loop restarted. A large number of iterations may indicate a poor choice
for the values of nev and ncv; it is advisable to experiment with these values to reduce the
number of iterations (see nag_complex_sparse_eigensystem_init (f12anc)).

NE_NO_ARNOLDI_FAC

Could not build an Arnoldi factorization. The size of the current Arnoldi factorization ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Arnoldi iteration.

NE_OPT_INCOMPAT

The options Generalized and Regular are incompatible.

NE_ZERO_INIT_RESID

The option Initial Residual was selected but the starting vector held in resid is zero.

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate
� Tolerance� �j j. The default Tolerance used is the machine precision given by nag_machine_preci
sion (X02AJC).

8 Parallelism and Performance

nag_complex_sparse_eigensystem_iter (f12apc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_complex_sparse_eigensystem_iter (f12apc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example solves Ax ¼ �x in shift-invert mode, where A is obtained from the standard central

difference discretization of the convection-diffusion operator @2u
@x2
þ @2u

@y2
þ �@u

@x
on the unit square, with

zero Dirichlet boundary conditions. The shift used is a complex number.

10.1 Program Text

/* nag_complex_sparse_eigensystem_iter (f12apc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>

static void my_zgttrf(Integer, Complex *, Complex *, Complex *,
Complex *, Integer *, Integer *);

static void my_zgttrs(Integer, Complex *, Complex *, Complex *,
Complex *, Integer *, Complex *, Complex *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;

/* Scalars */
Complex rho, s1, s2, s3, sigma;
double estnrm, hr1, hr2, sr;
Integer exit_status, info, irevcm, j, lcomm, n, nconv;
Integer ncv, nev, niter, nshift, nx;
/* Nag types */
NagError fail;
/* Arrays */
Complex *comm = 0, *eigv = 0, *eigest = 0, *dd = 0, *dl = 0, *du = 0;
Complex *du2 = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Ponters */
Complex *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_sparse_eigensystem_iter (f12apc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#endif
n = nx * nx;
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lcomm = 3 * n + 3 * ncv * ncv + 5 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, Complex)) ||

!(eigv = NAG_ALLOC(ncv, Complex)) ||
!(eigest = NAG_ALLOC(ncv, Complex)) ||
!(dd = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n, Complex)) ||
!(du = NAG_ALLOC(n, Complex)) ||
!(du2 = NAG_ALLOC(n, Complex)) ||
!(resid = NAG_ALLOC(n, Complex)) ||
!(v = NAG_ALLOC(n * ncv, Complex)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_complex_sparse_eigensystem_init (f12anc). */
nag_complex_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required mode using

nag_complex_sparse_eigensystem_option (f12arc). */
nag_complex_sparse_eigensystem_option("SHIFTED INVERSE", icomm,

comm, &fail);
/* Set values for sigma and rho */
/* Assign to Complex type using nag_complex (a02bac) */
sigma = nag_complex(0.0, 0.0);
rho = nag_complex(10.0, 0.0);
hr1 = (double) (n + 1); /* 1/h */
hr2 = hr1 * hr1; /* 1/(h*h) */
sr = 0.5 * hr1 * rho.re; /* s/h */
/* Assign to Complex type using nag_complex (a02bac) */
s1 = nag_complex(-hr2 - sr, 0.0); /* -1/(h*h) - s/h */
s3 = nag_complex(-hr2 + sr, 0.0); /* -1/(h*h) + s/h */
s2 = nag_complex(2.0 * hr2, 0.0);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
s2 = nag_complex_subtract(s2, sigma); /* two/(h*h) - sigma */

for (j = 0; j <= n - 2; ++j) {
dl[j] = s1;
dd[j] = s2;
du[j] = s3;

}
dd[n - 1] = s2;

my_zgttrf(n, dl, dd, du, du2, ipiv, &info);
irevcm = 0;

REVCOMLOOP:
/* repeated calls to reverse communication routine

nag_complex_sparse_eigensystem_iter (f12apc). */
nag_complex_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,

&nshift, comm, icomm, &fail);
if (irevcm != 5) {

if (irevcm == -1 || irevcm == 1) {
/* Perform x <--- OP*x = inv[A-sigma*I]*x */
my_zgttrs(n, dl, dd, du, du2, ipiv, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_complex_sparse_eigensystem_monit (f12asc). */

nag_complex_sparse_eigensystem_monit(&niter, &nconv, eigv,
eigest, icomm, comm);
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/* Compute 2-norm of Ritz estimates using
nag_zge_norm (f16uac). */

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_complex_sparse_eigensystem_sol
(f12aqc) to compute eigenvalues/vectors. */

nag_complex_sparse_eigensystem_sol(&nconv, eigv, v, sigma,
resid, v, comm, icomm, &fail);

printf("\n");
printf(" The %4" NAG_IFMT " Ritz values of smallest magnitude are:\n\n",

nconv);
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f , %12.4f )\n", j + 1, "",
eigv[j].re, eigv[j].im);

}
}
else {

printf(" Error from nag_complex_sparse_eigensystem_iter (f12apc)."
"\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void my_zgttrf(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine zgttrf with argument

checking removed */
/* Scalars */
Complex temp, fact, z1;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = nag_complex(0.0, 0.0);
}
for (i = 0; i < n - 2; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {
/* No row interchange required, eliminate dl[i]. */
if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply
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(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
du2[i] = du[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
du[i + 1] = nag_complex_multiply(fact, du[i + 1]);
/* Perform Complex negation using nag_complex_negate

(a02cec). */
du[i + 1] = nag_complex_negate(du[i + 1]);
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {

if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) == 0.0) {
*info = i;
goto END;

}
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}
END:

return;
}

static void my_zgttrs(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Complex b[], Complex y[])

{
/* A simple C version of the Lapack routine zgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Complex temp, z1;
Integer i;
/* Solve L*x = b. */
for (i = 0; i < n; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

if (ipiv[i] == i) {
/* y[i+1] = y[i+1] - dl[i]*y[i] */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(dl[i], y[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
y[i + 1] = nag_complex_subtract(y[i + 1], temp);

}
else {

temp = y[i];
y[i] = y[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(dl[i], y[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
y[i + 1] = nag_complex_subtract(temp, z1);

}
}
/* Solve U*x = b. */
/* Compute Complex division using nag_complex_divide (a02cdc). */
y[n - 1] = nag_complex_divide(y[n - 1], d[n - 1]);
if (n > 1) {

/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

temp = nag_complex_multiply(du[n - 2], y[n - 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(y[n - 2], temp);
/* Compute Complex division using nag_complex_divide (a02cdc). */
y[n - 2] = nag_complex_divide(z1, d[n - 2]);

}
for (i = n - 3; i >= 0; --i) {

/* y[i] = (y[i]-du[i]*y[i+1]-du2[i]*y[i+2])/d[i]; */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(du[i], y[i + 1]);
z1 = nag_complex_multiply(du2[i], y[i + 2]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
temp = nag_complex_add(temp, z1);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(y[i], temp);
/* Compute Complex division using nag_complex_divide

(a02cdc). */
y[i] = nag_complex_divide(z1, d[i]);

}
return;

}
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10.2 Program Data

nag_complex_sparse_eigensystem_iter (f12apc) Example Program Data
10 4 20 : Vaues for nx, nev and ncv

10.3 Program Results

nag_complex_sparse_eigensystem_iter (f12apc) Example Program Results

The 4 Ritz values of smallest magnitude are:

1 ( 34.8720 , -0.0000 )
2 ( 64.4326 , 0.0000 )
3 ( 113.6685 , -0.0000 )
4 ( 182.5320 , 0.0000 )
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NAG Library Function Document

nag_complex_sparse_eigensystem_sol (f12aqc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_complex_sparse_eigensystem_option (f12arc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_complex_sparse_eigensystem_option
(f12arc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_complex_sparse_eigensystem_sol (f12aqc) is a post-processing function in a suite of functions
consisting of nag_complex_sparse_eigensystem_init (f12anc), nag_complex_sparse_eigensystem_iter
(f12apc), nag_complex_sparse_eigensystem_sol (f12aqc), nag_complex_sparse_eigensystem_option
(f12arc) and nag_complex_sparse_eigensystem_monit (f12asc), that must be called following a final
exit from nag_complex_sparse_eigensystem_sol (f12aqc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_sparse_eigensystem_sol (Integer *nconv, Complex d[],
Complex z[], Complex sigma, const Complex resid[], Complex v[],
Complex comm[], Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, complex and nonsymmetric. The suite can also be used to find selected eigenvalues/eigenvectors
of smaller scale dense, complex and nonsymmetric problems.

Following a call to nag_complex_sparse_eigensystem_iter (f12apc), nag_complex_sparse_eigensystem_
sol (f12aqc) returns the converged approximations to eigenvalues and (optionally) the corresponding
approximate eigenvectors and/or an orthonormal basis for the associated approximate invariant
subspace. The eigenvalues (and eigenvectors) are selected from those of a standard or generalized
eigenvalue problem defined by complex nonsymmetric matrices. There is negligible additional cost to
obtain eigenvectors; an orthonormal basis is always computed, but there is an additional storage cost if
both are requested.

nag_complex_sparse_eigensystem_sol (f12aqc) is based on the function zneupd from the ARPACK
package, which uses the Implicitly Restarted Arnoldi iteration method. The method is described in
Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the ARPACK software is
described in great detail in Lehoucq et al. (1998). An evaluation of software for computing eigenvalues
of sparse nonsymmetric matrices is provided in Lehoucq and Scott (1996). This suite of functions offers
the same functionality as the ARPACK software for complex nonsymmetric problems, but the interface
design is quite different in order to make the option setting clearer and to simplify some of the
interfaces.

nag_complex_sparse_eigensystem_sol (f12aqc) is a post-processing function that must be called
following a successful final exit from nag_complex_sparse_eigensystem_iter (f12apc). nag_complex_
sparse_eigensystem_sol (f12aqc) uses data returned from nag_complex_sparse_eigensystem_iter
(f12apc) and options set either by default or explicitly by calling nag_complex_sparse_eigensystem_op
tion (f12arc), to return the converged approximations to selected eigenvalues and (optionally):
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– the corresponding approximate eigenvectors;

– an orthonormal basis for the associated approximate invariant subspace;

– both.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: nconv – Integer * Output

On exit: the number of converged eigenvalues as found by nag_complex_sparse_eigensystem_op
tion (f12arc).

2: d½dim� – Complex Output

Note: the dimension, dim, of the array d must be at least ncv (see nag_complex_sparse_eigen
system_init (f12anc)).

On exit: the first nconv locations of the array d contain the converged approximate eigenvalues.

3: z½n� ncv� – Complex Output

On exit: if the default option Vectors ¼ RITZ (see nag_real_sparse_eigensystem_option
(f12adc)) has been selected then z contains the final set of eigenvectors corresponding to the
eigenvalues held in d. The complex eigenvector associated with an eigenvalue is stored in the
corresponding array section of z.

4: sigma – Complex Input

On entry: if one of the Shifted Inverse (see nag_complex_sparse_eigensystem_option (f12arc))
modes has been selected then sigma contains the shift used; otherwise sigma is not referenced.

5: resid½dim� – const Complex Input

Note: the dimension, dim, of the array resid must be at least n (see nag_complex_sparse_ei
gensystem_init (f12anc)).

On entry: must not be modified following a call to nag_complex_sparse_eigensystem_iter
(f12apc) since it contains data required by nag_complex_sparse_eigensystem_sol (f12aqc).

6: v½n� ncv� – Complex Input/Output

The ith element of the jth basis vector is stored in location v½n� j � 1ð Þ þ i � 1�, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;ncv.

On entry: the ncv sections of v, of length n, contain the Arnoldi basis vectors for OP as
constructed by nag_complex_sparse_eigensystem_iter (f12apc).

On exit: if the option Vectors ¼ SCHUR or RITZ has been set and a separate array z has been
passed (i.e., z does not equal v), then the first nconv sections of v, of length n, will contain
approximate Schur vectors that span the desired invariant subspace.
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7: comm½dim� – Complex Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_complex_sparse_eigensystem_init (f12anc)).

On initial entry: must remain unchanged from the prior call to nag_complex_sparse_eigensys
tem_init (f12anc).

On exit: contains data on the current state of the solution.

8: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_complex_sparse_eigensystem_init (f12anc)).

On initial entry: must remain unchanged from the prior call to nag_complex_sparse_eigensys
tem_init (f12anc).

On exit: contains data on the current state of the solution.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_EIGVEC_FAIL

In calculating eigenvectors, an internal call returned with an error. The function returned with
fail:code ¼ valueh i. Please contact NAG.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, Vectors ¼ Select, but this is not yet implemented.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RITZ_COUNT

Got a different count of the number of converged Ritz values than the value passed to it through
the argument icomm: number counted ¼ valueh i, number expected ¼ valueh i. This usually
indicates that a communication array has been altered or has become corrupted between calls to
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nag_complex_sparse_eigensystem_iter (f12apc) and nag_complex_sparse_eigensystem_sol
(f12aqc).

NE_SCHUR_EIG_FAIL

During calculation of a Schur form, there was a failure to compute valueh i eigenvalues in a total
of valueh i iterations.

NE_SCHUR_REORDER

The computed Schur form could not be reordered by an internal call. This function returned with
fail:code ¼ valueh i. Please contact NAG.

NE_ZERO_EIGS_FOUND

The number of eigenvalues found to sufficient accuracy, as communicated through the argument
icomm, is zero. You should experiment with different values of nev and ncv, or select a different
computational mode or increase the maximum number of iterations prior to calling
nag_complex_sparse_eigensystem_iter (f12apc).

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_complex_sparse_eigensystem_sol (f12aqc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in regular-invert mode, where A and B are derived from the standard
central difference discretization of the one-dimensional convection-diffusion operator d

2u
dx2
þ �dudx on 0; 1½ �,

with zero Dirichlet boundary conditions.

10.1 Program Text

/* nag_complex_sparse_eigensystem_sol (f12aqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <naga02.h>
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#include <nagf12.h>
#include <nagf16.h>

/* Table of constant values */
static Complex rho = { 10., 0. };

static void av(Integer, Complex *, Complex *);
static void mv(Integer, Complex *, Complex *);
static void my_zgttrf(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Integer *);
static void my_zgttrs(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Complex *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;

/* Scalars */
Complex h, h4, sigma;
double estnrm, hr;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;

/* Arrays */
Complex *comm = 0, *eigv = 0, *eigest = 0, *dd = 0, *dl = 0, *du = 0;
Complex *du2 = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;

/* Ponters */
Complex *mx = 0, *x = 0, *y = 0;

/* Assign to Complex type using nag_complex (a02bac) */
sigma = nag_complex(0.0, 0.0);
exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_sparse_eigensystem_sol (f12aqc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#endif
n = nx * nx;
lcomm = 3 * n + 3 * ncv * ncv + 5 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, Complex)) ||

!(eigv = NAG_ALLOC(ncv, Complex)) ||
!(eigest = NAG_ALLOC(ncv, Complex)) ||
!(dd = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n, Complex)) ||
!(du = NAG_ALLOC(n, Complex)) ||
!(du2 = NAG_ALLOC(n, Complex)) ||
!(resid = NAG_ALLOC(n, Complex)) ||
!(v = NAG_ALLOC(n * ncv, Complex)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
/* Initialize communication arrays for problem using

nag_complex_sparse_eigensystem_init (f12anc). */
nag_complex_sparse_eigensystem_init(n, nev, ncv, icomm,

licomm, comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Select the required mode using
nag_complex_sparse_eigensystem_option (f12arc). */

nag_complex_sparse_eigensystem_option("REGULAR INVERSE",
icomm, comm, &fail);

/* Select the problem type using
nag_complex_sparse_eigensystem_option (f12arc). */

nag_complex_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);
hr = 1.0 / (double) (n + 1);
/* Assign to Complex type using nag_complex (a02bac) */
h = nag_complex(hr, 0.0);
h4 = nag_complex(4.0 * hr, 0.0);

for (j = 0; j <= n - 2; ++j) {
dl[j] = h;
dd[j] = h4;
du[j] = h;

}
dd[n - 1] = h4;

my_zgttrf(n, dl, dd, du, du2, ipiv, &info);
if (fail.code != NE_NOERROR) {

printf(" Error from nag_zgttrf.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
irevcm = 0;

REVCOMLOOP:
/* repeated calls to reverse communication routine

nag_complex_sparse_eigensystem_iter (f12apc). */
nag_complex_sparse_eigensystem_iter(&irevcm, resid, v, &x,

&y, &mx, &nshift, comm, icomm, &fail);
if (irevcm != 5) {

if (irevcm == -1 || irevcm == 1) {
/* Perform y <--- OP*x = inv[M]*A*x | */
av(nx, x, y);
my_zgttrs(n, dl, dd, du, du2, ipiv, y);
if (fail.code != NE_NOERROR) {

printf(" Error from nag_zgttrs.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}
else if (irevcm == 2) {

/* Perform y <--- M*x */
mv(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_complex_sparse_eigensystem_monit (f12asc). */

nag_complex_sparse_eigensystem_monit(&niter, &nconv, eigv,
eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_zge_norm (f16uac). */

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1,
eigest, nev, &estnrm, &fail);

printf(" Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);
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}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_complex_sparse_eigensystem_sol (f12aqc)
to compute eigenvalues. */

nag_complex_sparse_eigensystem_sol(&nconv, eigv, v, sigma,
resid, v, comm, icomm, &fail);

printf("\n");
printf(" The %4" NAG_IFMT "", nconv);
printf(" Ritz values of largest magnitude are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f , %12.4f )\n", j + 1, "",
eigv[j].re, eigv[j].im);

}
}
else {

printf(" Error from nag_complex_sparse_eigensystem_iter "
"(f12apc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);
return exit_status;

}

static void av(Integer nx, Complex *v, Complex *y)
{

/* Scalars */
Complex dd, dl, du, z1, z2, z3;
double hr1, sr;
Integer j, n;

/* Function Body */
n = nx * nx;
hr1 = (double) (n + 1);
sr = 0.5 * rho.re;
/* Assign to Complex type using nag_complex (a02bac) */
dd = nag_complex(2.0 * hr1, 0.0); /* dd = 2.0/h */
dl = nag_complex(-hr1 - sr, 0.0); /* dl = -1.0/h - rho/2 */
du = nag_complex(-hr1 + sr, 0.0); /* du = -1.0/h + rho/2 */
/* w[0] = dd*v[0] + du*v[1] */
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(dd, v[0]);
z2 = nag_complex_multiply(du, v[1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[0] = nag_complex_add(z1, z2);
for (j = 1; j <= n - 2; ++j) {

/* y[j] = dl*V[j-1] + dd*V[j] + du*v[j+1] */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(dl, v[j - 1]);
z2 = nag_complex_multiply(dd, v[j]);
z3 = nag_complex_multiply(du, v[j + 1]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
z1 = nag_complex_add(z1, z2);
y[j] = nag_complex_add(z1, z3);

}
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/* y[n-1] = dl*v[n-2] + dd*v[n-1] */
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(dl, v[n - 2]);
z2 = nag_complex_multiply(dd, v[n - 1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[n - 1] = nag_complex_add(z1, z2);
return;

} /* av */

static void mv(Integer nx, Complex *v, Complex *y)
{

/* Scalars */
Complex oneh, fourh, z1, z2;
double hr;
Integer j, n;

/* Function Body */
n = nx * nx;
hr = 1.0 / (double) (n + 1);
/* Assign to Complex type using nag_complex (a02bac) */
oneh = nag_complex(hr, 0.0);
fourh = nag_complex(4.0 * hr, 0.0);
/* y[0] = h*(four*v[0] + one*v[1]) */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fourh, v[0]);
z2 = nag_complex_multiply(oneh, v[1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[0] = nag_complex_add(z1, z2);
for (j = 1; j <= n - 2; ++j) {

/* y[j] = h*(one*v[j-1] + four*v[j] + one*v[j+1]) */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fourh, v[j]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
z2 = nag_complex_add(v[j - 1], v[j + 1]);
z2 = nag_complex_multiply(oneh, z2);
y[j] = nag_complex_add(z1, z2);

}
/* y[n-1] = h*(one*v[n-2] + four*v[n-1]) */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fourh, v[n - 1]);
z2 = nag_complex_multiply(oneh, v[n - 2]);
/* Compute Complex addition using nag_complex_add (a02cac). */
y[n - 1] = nag_complex_add(z1, z2);
return;

} /* mv */

static void my_zgttrf(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine zgttrf with argument

checking removed */
/* Scalars */
Complex temp, fact, z1;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = nag_complex(0.0, 0.0);
}
for (i = 0; i < n - 2; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {
/* No row interchange required, eliminate dl[i]. */
if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {
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/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
du2[i] = du[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
du[i + 1] = nag_complex_multiply(fact, du[i + 1]);
/* Perform Complex negation using nag_complex_negate

(a02cec). */
du[i + 1] = nag_complex_negate(du[i + 1]);
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {

if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
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for (i = 0; i < n; ++i) {
if (fabs(d[i].re) + fabs(d[i].im) == 0.0) {

*info = i;
goto END;

}
}

END:
return;

}

static void my_zgttrs(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Complex b[])

{
/* A simple C version of the Lapack routine zgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Complex temp, z1;
Integer i;
/* Solve L*x = b. */
for (i = 0; i < n - 1; ++i) {

if (ipiv[i] == i) {
/* b[i+1] = b[i+1] - dl[i]*b[i] */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(b[i + 1], temp);

}
else {

temp = b[i];
b[i] = b[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(temp, z1);

}
}
/* Solve U*x = b. */
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 1] = nag_complex_divide(b[n - 1], d[n - 1]);
if (n > 1) {

/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

temp = nag_complex_multiply(du[n - 2], b[n - 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[n - 2], temp);
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 2] = nag_complex_divide(z1, d[n - 2]);

}
for (i = n - 3; i >= 0; --i) {

/* b[i] = (b[i]-du[i]*b[i+1]-du2[i]*b[i+2])/d[i]; */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(du[i], b[i + 1]);
z1 = nag_complex_multiply(du2[i], b[i + 2]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
temp = nag_complex_add(temp, z1);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[i], temp);
/* Compute Complex division using nag_complex_divide
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(a02cdc). */
b[i] = nag_complex_divide(z1, d[i]);

}
return;

}

10.2 Program Data

nag_complex_sparse_eigensystem_sol (f12aqc) Example Program Data
10 4 20 : Vaues for nx, nev and ncv

10.3 Program Results

nag_complex_sparse_eigensystem_sol (f12aqc) Example Program Results

The 4 Ritz values of largest magnitude are:

1 ( 20383.0384 , -0.0000 )
2 ( 20338.7563 , 0.0000 )
3 ( 20265.2844 , -0.0000 )
4 ( 20163.1142 , 0.0000 )
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NAG Library Function Document

nag_complex_sparse_eigensystem_option (f12arc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then this function need not be called. If,
however, you wish to reset some or all of the settings please refer to Section 11 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_complex_sparse_eigensystem_option (f12arc) is an option setting function in a suite of functions
consisting of nag_complex_sparse_eigensystem_init (f12anc), nag_complex_sparse_eigensystem_iter
(f12apc), nag_complex_sparse_eigensystem_sol (f12aqc), nag_complex_sparse_eigensystem_option
(f12arc) and nag_complex_sparse_eigensystem_monit (f12asc), for which it may be used to supply
individual optional parameters to nag_complex_sparse_eigensystem_iter (f12apc) and nag_complex_
sparse_eigensystem_sol (f12aqc). nag_complex_sparse_eigensystem_option (f12arc) is also an option
setting function in a suite of functions consisting of nag_complex_sparse_eigensystem_init (f12anc),
nag_complex_banded_eigensystem_init (f12atc) and nag_complex_banded_eigensystem_solve (f12auc)
for which it may be used to supply individual optional parameters to nag_complex_banded_eigensys
tem_solve (f12auc).

The initialization function for the appropriate suite, nag_complex_sparse_eigensystem_init (f12anc) or
nag_complex_banded_eigensystem_init (f12atc), must have been called prior to calling nag_complex_
sparse_eigensystem_option (f12arc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_sparse_eigensystem_option (const char *str,
Integer icomm[], Complex comm[], NagError *fail)

3 Description

nag_complex_sparse_eigensystem_option (f12arc) may be used to supply values for optional parameters
to nag_complex_sparse_eigensystem_iter (f12apc) and nag_complex_sparse_eigensystem_sol (f12aqc),
or to nag_complex_banded_eigensystem_solve (f12auc). It is only necessary to call nag_complex_
sparse_eigensystem_option (f12arc) for those arguments whose values are to be different from their
default values. One call to nag_complex_sparse_eigensystem_option (f12arc) sets one argument value.

Each optional parameter is defined by a single character string consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

’Iteration Limit = 500’

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 16 contiguous
characters in C's d or g format.

nag_complex_sparse_eigensystem_option (f12arc) does not have an equivalent function from the
ARPACK package which passes options by directly setting values to scalar arguments or to specific
elements of array arguments. nag_complex_sparse_eigensystem_option (f12arc) is intended to make the
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passing of options more transparent and follows the same principle as the single option setting functions
in Chapter e04 (see nag_opt_sparse_convex_qp_option_set_string (e04nsc) for an example).

The setup function nag_complex_sparse_eigensystem_init (f12anc) must be called prior to the first call
to nag_complex_sparse_eigensystem_option (f12arc) or nag_complex_banded_eigensystem_init
(f12atc), and all calls to nag_complex_sparse_eigensystem_option (f12arc) must precede the first call
to nag_complex_sparse_eigensystem_iter (f12apc) or nag_complex_banded_eigensystem_solve
(f12auc).

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 11.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: str – const char * Input

On entry: a single valid option string (as described in Section 3 and Section 11).

2: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_complex_sparse_eigensystem_init (f12anc)).

On initial entry: must remain unchanged following a call to the setup function
nag_complex_sparse_eigensystem_init (f12anc).

On exit: contains data on the current options set.

3: comm½dim� – Complex Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_complex_sparse_eigensystem_init (f12anc)).

On initial entry: must remain unchanged following a call to the setup function
nag_complex_sparse_eigensystem_init (f12anc).

On exit: contains data on the current options set.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

Either the initialization function has not been called prior to the call of this function or a
communication array has become corrupted.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

Ambiguous keyword: valueh i
Keyword not recognized: valueh i
Second keyword not recognized: valueh i

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_sparse_eigensystem_option (f12arc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in shifted-inverse mode, where A and B are derived from the finite
element discretization of the one-dimensional convection-diffusion operator d2u

dx2
þ �dudx on the interval

0; 1½ �, with zero Dirichlet boundary conditions.

10.1 Program Text

/* nag_complex_sparse_eigensystem_option (f12arc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
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#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>

/* Table of constant values */
static Complex four = { 4., 0. };

static void mv(Integer, Complex *, Complex *);
static void my_zgttrf(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Integer *);
static void my_zgttrs(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Complex *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;

/* Scalars */
Complex rho, s1, s2, s3, sigma;
double estnrm, hr, hr1, sr, shs;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;
/* Arrays */
Complex *comm = 0, *eigv = 0, *eigest = 0, *dd = 0, *dl = 0, *du = 0;
Complex *du2 = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Ponters */
Complex *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_sparse_eigensystem_option (f12arc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#endif
n = nx * nx;
lcomm = 3 * n + 3 * ncv * ncv + 5 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, Complex)) ||

!(eigv = NAG_ALLOC(ncv, Complex)) ||
!(eigest = NAG_ALLOC(ncv, Complex)) ||
!(dd = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n, Complex)) ||
!(du = NAG_ALLOC(n, Complex)) ||
!(du2 = NAG_ALLOC(n, Complex)) ||
!(resid = NAG_ALLOC(n, Complex)) ||
!(v = NAG_ALLOC(n * ncv, Complex)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_complex_sparse_eigensystem_init (f12anc). */
nag_complex_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,
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comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required mode using

nag_complex_sparse_eigensystem_option (f12arc). */
nag_complex_sparse_eigensystem_option("SHIFTED INVERSE", icomm,

comm, &fail);
/* Select the problem type using

nag_complex_sparse_eigensystem_option (f12arc). */
nag_complex_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);
/* Set values for sigma and rho */
/* Assign to Complex type using nag_complex (a02bac) */
sigma = nag_complex(500.0, 0.0);
rho = nag_complex(10.0, 0.0);
hr1 = (double) (n + 1); /* one/h */
hr = 1.0 / hr1; /* h */
sr = 0.5 * rho.re; /* s */
shs = sigma.re * hr / 6.0; /* sigma*h/6 */
/* Assign to Complex type using nag_complex (a02bac) */
s1 = nag_complex(-hr1 - sr - shs, 0.0); /* -one/h - s -sigma*h/six */
s3 = nag_complex(-hr1 + sr - shs, 0.0); /* -one/h + s -sigma*h/six */
s2 = nag_complex(2.0 * hr1 - 4.0 * shs, 0.0); /* two/h - four*sigma*h/six */

for (j = 0; j <= n - 2; ++j) {
dl[j] = s1;
dd[j] = s2;
du[j] = s3;

}
dd[n - 1] = s2;

my_zgttrf(n, dl, dd, du, du2, ipiv, &info);
irevcm = 0;

REVCOMLOOP:
/* repeated calls to reverse communication routine

nag_complex_sparse_eigensystem_iter (f12apc). */
nag_complex_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,

&nshift, comm, icomm, &fail);
if (irevcm != 5) {

if (irevcm == -1) {
/* Perform x <--- OP*x = inv[A-SIGMA*M]*M*x */
mv(nx, x, y);
my_zgttrs(n, dl, dd, du, du2, ipiv, y);

}
else if (irevcm == 1) {

/* Perform x <--- OP*x = inv[A-SIGMA*M]*M*x, */
/* MX stored in mx */
for (j = 0; j < n; ++j) {

y[j] = mx[j];
}
my_zgttrs(n, dl, dd, du, du2, ipiv, y);

}
else if (irevcm == 2) {

/* Perform y <--- M*x */
mv(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_complex_sparse_eigensystem_monit (f12asc). */

nag_complex_sparse_eigensystem_monit(&niter, &nconv, eigv,
eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_zge_norm (f16uac). */

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1,
eigest, nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);
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}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_complex_sparse_eigensystem_sol
(f12aqc) to compute eigenvalues/vectors. */

nag_complex_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

printf("\n The %4" NAG_IFMT " generalized Ritz values closest to "
"( %7.3f , %7.3f ) are:\n\n", nconv, sigma.re, sigma.im);

for (j = 0; j <= nconv - 1; ++j) {
printf("%8" NAG_IFMT "%5s( %12.4f , %12.4f )\n", j + 1, "",

eigv[j].re, eigv[j].im);
}

}
else {

printf(" Error from nag_complex_sparse_eigensystem_iter (f12apc)."
"\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void mv(Integer nx, Complex *v, Complex *y)
{

/* Compute the out-of--place matrix vector multiplication Y<---M*X, */
/* where M is mass matrix formed by using piecewise linear elements */
/* on [0,1]. */

/* Scalars */
Complex hsix, z1;
Integer j, n;
/* Function Body */
n = nx * nx;
/* Assign to Complex type using nag_complex (a02bac) */
hsix = nag_complex(1.0 / (6.0 * (double) (n + 1)), 0.0);
/* y[0] = (four*v[0]+v[1])*(h/six) */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(four, v[0]);
/* Compute Complex addition using nag_complex_add (a02cac). */
z1 = nag_complex_add(z1, v[1]);
y[0] = nag_complex_multiply(z1, hsix);
for (j = 1; j <= n - 2; ++j) {

/* y[j] = (v[j-1] + four*v[j] + V[j+1])*(h/six) */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(four, v[j]);
/* Compute Complex addition using nag_complex_add (a02cac). */
z1 = nag_complex_add(v[j - 1], z1);
z1 = nag_complex_add(z1, v[j + 1]);
y[j] = nag_complex_multiply(z1, hsix);

}
/* y[n-1] = (v[n-2] + four*v[n-1])*(h/six) */
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(four, v[n - 1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
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z1 = nag_complex_add(v[n - 2], z1);
y[n - 1] = nag_complex_multiply(z1, hsix);
return;

} /* mv */

static void my_zgttrf(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine zgttrf with argument

checking removed */
/* Scalars */
Complex temp, fact, z1;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = nag_complex(0.0, 0.0);
}
for (i = 0; i < n - 2; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {
/* No row interchange required, eliminate dl[i]. */
if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
du2[i] = du[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
du[i + 1] = nag_complex_multiply(fact, du[i + 1]);
/* Perform Complex negation using nag_complex_negate

(a02cec). */
du[i + 1] = nag_complex_negate(du[i + 1]);
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {

if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
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/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_zgttrs(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Complex b[])

{
/* A simple C version of the Lapack routine zgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Complex temp, z1;
Integer i;
/* Solve L*x = b. */
for (i = 0; i < n - 1; ++i) {

if (ipiv[i] == i) {
/* b[i+1] = b[i+1] - dl[i]*b[i] */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(b[i + 1], temp);

}
else {

temp = b[i];
b[i] = b[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(temp, z1);

}
}
/* Solve U*x = b. */
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 1] = nag_complex_divide(b[n - 1], d[n - 1]);
if (n > 1) {

f12arc NAG Library Manual

f12arc.8 Mark 26



/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

temp = nag_complex_multiply(du[n - 2], b[n - 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[n - 2], temp);
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 2] = nag_complex_divide(z1, d[n - 2]);

}
for (i = n - 3; i >= 0; --i) {

/* b[i] = (b[i]-du[i]*b[i+1]-du2[i]*b[i+2])/d[i]; */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(du[i], b[i + 1]);
z1 = nag_complex_multiply(du2[i], b[i + 2]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
temp = nag_complex_add(temp, z1);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[i], temp);
/* Compute Complex division using nag_complex_divide

(a02cdc). */
b[i] = nag_complex_divide(z1, d[i]);

}
return;

}

10.2 Program Data

nag_complex_sparse_eigensystem_option (f12arc) Example Program Data
10 4 20 : Vaues for nx, nev and ncv

10.3 Program Results

nag_complex_sparse_eigensystem_option (f12arc) Example Program Results

The 4 generalized Ritz values closest to ( 500.000 , 0.000 ) are:

1 ( 509.9390 , 0.0000 )
2 ( 380.9092 , 0.0000 )
3 ( 659.1558 , -0.0000 )
4 ( 271.9412 , -0.0000 )

11 Optional Parameters

Several optional parameters for the computational suite functions nag_complex_sparse_eigensystem_i
ter (f12apc) and nag_complex_sparse_eigensystem_sol (f12aqc), and for the banded driver
nag_complex_banded_eigensystem_solve (f12auc), define choices in the problem specification or the
algorithm logic. In order to reduce the number of formal arguments of nag_complex_sparse_eigensys
tem_iter (f12apc), nag_complex_sparse_eigensystem_sol (f12aqc) and nag_complex_banded_eigensys
tem_solve (f12auc) these optional parameters have associated default values that are appropriate for
most problems. Therefore, you need only specify those optional parameters whose values are to be
different from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Advisory

Defaults

Exact Shifts

Generalized
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Initial Residual

Iteration Limit

Largest Imaginary

Largest Magnitude

Largest Real

List

Monitoring

Nolist

Print Level

Random Residual

Regular

Regular Inverse

Shifted Inverse

Smallest Imaginary

Smallest Magnitude

Smallest Real

Standard

Supplied Shifts

Tolerance

Vectors

Optional parameters may be specified by calling nag_complex_sparse_eigensystem_option (f12arc)
before a call to nag_complex_sparse_eigensystem_iter (f12apc) or nag_complex_banded_eigensyste
m_init (f12atc), but after a corresponding call to nag_complex_sparse_eigensystem_init (f12anc) or
nag_complex_banded_eigensystem_solve (f12auc). One call is necessary for each optional parameter.
Any optional parameters you do not specify are set to their default values. Optional parameters you do
specify are unaltered by nag_complex_sparse_eigensystem_iter (f12apc), nag_complex_sparse_eigen
system_sol (f12aqc) and nag_complex_banded_eigensystem_solve (f12auc) (unless they define invalid
values) and so remain in effect for subsequent calls unless you alter them.

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., Advisory and Monitoring) have type Nag_FileID. This
ID value must either be set to 0 (the default value) in which case there will be no output, or will be as
returned by a call of nag_open_file (x04acc).

Advisory Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Advisory messages are output to Nag_FileID Advisory during the solution of the problem.
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Defaults

This special keyword may be used to reset all optional parameters to their default values.

Exact Shifts Default
Supplied Shifts

During the Arnoldi iterative process, shifts are applied as part of the implicit restarting scheme. The
shift strategy used by default and selected by the optional parameter Exact Shifts is strongly
recommended over the alternative Supplied Shifts and will always be used by nag_complex_bande
d_eigensystem_solve (f12auc).

If Exact Shifts are used then these are computed internally by the algorithm in the implicit restarting
scheme. This strategy is generally effective and cheaper to apply in terms of number of operations than
using explicit shifts.

If Supplied Shifts are used then, during the Arnoldi iterative process, you must supply shifts through
array arguments of nag_complex_sparse_eigensystem_iter (f12apc) when nag_complex_sparse_eigen
system_iter (f12apc) returns with irevcm ¼ 3; the complex shifts are supplied in y. This option should
only be used if you are an experienced user since this requires some algorithmic knowledge and
because more operations are usually required than for the implicit shift scheme. Details on the use of
explicit shifts and further references on shift strategies are available in Lehoucq et al. (1998).

Iteration Limit i Default ¼ 300

The limit on the number of Arnoldi iterations that can be performed before nag_complex_sparse_ei
gensystem_iter (f12apc) or nag_complex_banded_eigensystem_solve (f12auc) exits. If not all requested
eigenvalues have converged to within Tolerance and the number of Arnoldi iterations has reached this
limit then nag_complex_sparse_eigensystem_iter (f12apc) or nag_complex_banded_eigensystem_solve
(f12auc) exits with an error; nag_complex_banded_eigensystem_solve (f12auc) returns the number of
converged eigenvalues, the converged eigenvalues and, if requested, the corresponding eigenvectors,
while nag_complex_sparse_eigensystem_sol (f12aqc) can be called subsequent to nag_complex_spar
se_eigensystem_iter (f12apc) to do the same.

Largest Magnitude Default
Largest Imaginary
Largest Real
Smallest Imaginary
Smallest Magnitude
Smallest Real

The Arnoldi iterative method converges on a number of eigenvalues with given properties. The default
is for nag_complex_sparse_eigensystem_iter (f12apc) or nag_complex_banded_eigensystem_solve
(f12auc) to compute the eigenvalues of largest magnitude using Largest Magnitude. Alternatively,
e i g e n v a l u e s m a y b e c h o s e n w h i c h h a v e Largest Real p a r t , Largest Imaginary
part,Smallest Magnitude, Smallest Real part or Smallest Imaginary part.

Note that these options select the eigenvalue properties for eigenvalues of OP (and B for Generalized
problems), the linear operator determined by the computational mode and problem type.

Nolist Default
List

Normally each optional parameter specification is not printed to Advisory as it is supplied. Optional
parameter List may be used to enable printing and optional parameter Nolist may be used to suppress
the printing.

Monitoring Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)
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Unless Monitoring is set to �1 (the default), monitoring information is output to Nag_FileID
Monitoring during the solution of each problem; this may be the same as Advisory. The type of
information produced is dependent on the value of Print Level, see the description of the optional
parameter Print Level in this section for details of the information produced. Please see nag_open_file
(x04acc) to associate a file with a given Nag_FileID.

Print Level i Default ¼ 0

This controls the amount of printing produced by nag_complex_sparse_eigensystem_option (f12arc) as
follows.

¼ 0 No output except error messages.

> 0 The set of selected options.

¼ 2 Problem and timing statistics on final exit from nag_complex_sparse_eigensystem_iter
(f12apc) or nag_complex_banded_eigensystem_solve (f12auc).

	 5 A single line of summary output at each Arnoldi iteration.

	 10 If Monitoring is set, then at each iteration, the length and additional steps of the current
Arnoldi factorization and the number of converged Ritz values; during re-orthogonalization,
the norm of initial/restarted starting vector.

	 20 Problem and timing statistics on final exit from nag_complex_sparse_eigensystem_iter
(f12apc). If Monitoring is set, then at each iteration, the number of shifts being applied, the
eigenvalues and estimates of the Hessenberg matrix H, the size of the Arnoldi basis, the
wanted Ritz values and associated Ritz estimates and the shifts applied; vector norms prior to
and following re-orthogonalization.

	 30 If Monitoring is set, then on final iteration, the norm of the residual; when computing the
Schur form, the eigenvalues and Ritz estimates both before and after sorting; for each
iteration, the norm of residual for compressed factorization and the compressed upper
Hessenberg matrix H; during re-orthogonalization, the initial/restarted starting vector; during
the Arnoldi iteration loop, a restart is flagged and the number of the residual requiring iterative
refinement; while applying shifts, the indices of the shifts being applied.

	 40 If Monitoring is set, then during the Arnoldi iteration loop, the Arnoldi vector number and
norm of the current residual; while applying shifts, key measures of progress and the order of
H; while computing eigenvalues of H, the last rows of the Schur and eigenvector matrices;
when computing implicit shifts, the eigenvalues and Ritz estimates of H.

	 50 If Monitoring is set, then during Arnoldi iteration loop: norms of key components and the
active column of H, norms of residuals during iterative refinement, the final upper Hessenberg
matrix H; while applying shifts: number of shifts, shift values, block indices, updated matrix
H; while computing eigenvalues of H: the matrix H, the computed eigenvalues and Ritz
estimates.

Random Residual Default
Initial Residual

To begin the Arnoldi iterative process, nag_complex_sparse_eigensystem_iter (f12apc) and
nag_complex_banded_eigensystem_solve (f12auc) requires an initial residual vector. By default
nag_complex_sparse_eigensystem_iter (f12apc) and nag_complex_banded_eigensystem_solve (f12auc)
provides its own random initial residual vector; this option can also be set using optional parameter
Random Residual. Alternatively, you can supply an initial residual vector (perhaps from a previous
computation) to nag_complex_sparse_eigensystem_iter (f12apc) and nag_complex_banded_eigensys
tem_solve (f12auc) through the array argument resid; this option can be set using optional parameter
Initial Residual.
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Regular Default
Regular Inverse
Shifted Inverse

These options define the computational mode which in turn defines the form of operation OP xð Þ to be
performed by nag_complex_banded_eigensystem_solve (f12auc) or when nag_complex_sparse_eigen
system_iter (f12apc) returns with irevcm ¼ �1 or 1 and the matrix-vector product Bx when
nag_complex_sparse_eigensystem_iter (f12apc) returns with irevcm ¼ �2.
Given a Standard eigenvalue problem in the form Ax ¼ �x then the following modes are available
with the appropriate operator OP xð Þ.

Regular OP ¼ A
Shifted Inverse OP ¼ A� �Ið Þ�1

Given a Generalized eigenvalue problem in the form Ax ¼ �Bx then the following modes are
available with the appropriate operator OP xð Þ.

Regular Inverse OP ¼ B�1A
Shifted Inverse OP ¼ A� �Bð Þ�1B

Standard Default
Generalized

The problem to be solved is either a standard eigenvalue problem, Ax ¼ �x, or a generalized
eigenvalue problem, Ax ¼ �Bx. The optional parameter Standard should be used when a standard
eigenvalue problem is being solved and the optional parameter Generalized should be used when a
generalized eigenvalue problem is being solved.

Tolerance r Default ¼ �
An approximate eigenvalue has deemed to have converged when the corresponding Ritz estimate is
within Tolerance relative to the magnitude of the eigenvalue.

Vectors Default ¼ RITZ

The function nag_complex_sparse_eigensystem_sol (f12aqc) or nag_complex_banded_eigensystem_
solve (f12auc) can optionally compute the Schur vectors and/or the eigenvectors corresponding to the
converged eigenvalues. To turn off computation of any vectors the option Vectors ¼ NONE should be
set. To compute only the Schur vectors (at very little extra cost), the option Vectors ¼ SCHUR should
be set and these will be returned in the array argument v of nag_complex_sparse_eigensystem_sol
(f12aqc) or nag_complex_banded_eigensystem_solve (f12auc). To compute the eigenvectors (Ritz
vectors) corresponding to the eigenvalue estimates, the option Vectors ¼ RITZ should be set and these
will be returned in the array argument z of nag_complex_sparse_eigensystem_sol (f12aqc) or
nag_complex_banded_eigensystem_solve (f12auc), if z is set equal to v (as in Section 10) then the
Schur vectors in v are overwritten by the eigenvectors computed by nag_complex_sparse_eigensys
tem_sol (f12aqc) or nag_complex_banded_eigensystem_solve (f12auc).
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NAG Library Function Document

nag_complex_sparse_eigensystem_monit (f12asc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_complex_sparse_eigensystem_option (f12arc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_complex_sparse_eigensystem_option
(f12arc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_complex_sparse_eigensystem_monit (f12asc) can be used to return additional monitoring
information during computation. It is in a suite of functions consisting of nag_complex_sparse_eigen
system_init (f12anc), nag_complex_sparse_eigensystem_iter (f12apc), nag_complex_sparse_eigensys
tem_sol (f12aqc), nag_complex_sparse_eigensystem_option (f12arc) and nag_complex_sparse_eigensys
tem_monit (f12asc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_sparse_eigensystem_monit (Integer *niter, Integer *nconv,
Complex ritz[], Complex rzest[], const Integer icomm[],
const Complex comm[])

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard complex eigenvalue problem Ax ¼ �x, or of a generalized
complex eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and
B are sparse and complex. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense complex problems.

On an intermediate exit from nag_complex_sparse_eigensystem_iter (f12apc) with irevcm ¼ 4,
nag_complex_sparse_eigensystem_monit (f12asc) may be called to return monitoring information on
the progress of the Arnoldi iterative process. The information returned by nag_complex_sparse_eigen
system_monit (f12asc) is:

– the number of the current Arnoldi iteration;

– the number of converged eigenvalues at this point;

– the converged eigenvalues;

– the error bounds on the converged eigenvalues.

nag_complex_sparse_eigensystem_monit (f12asc) does not have an equivalent function from the
ARPACK package which prints various levels of detail of monitoring information through an output
channel controlled via an argument value (see Lehoucq et al. (1998) for details of ARPACK routines).
nag_complex_sparse_eigensystem_monit (f12asc) should not be called at any time other than
immediately following an irevcm ¼ 4 return from nag_complex_sparse_eigensystem_iter (f12apc).
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4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: niter – Integer * Output

On exit: the number of the current Arnoldi iteration.

2: nconv – Integer * Output

On exit: the number of converged eigenvalues so far.

3: ritz½dim� – Complex Output

Note: the dimension, dim, of the array ritz must be at least ncv (see nag_complex_sparse_ei
gensystem_init (f12anc)).

On exit: the first nconv locations of the array ritz contain the converged approximate
eigenvalues.

4: rzest½dim� – Complex Output

Note: the dimension, dim, of the array rzest must be at least ncv (see nag_complex_sparse_ei
gensystem_init (f12anc)).

On exit: the first nconv locations of the array rzest contain the complex Ritz estimates on the
converged approximate eigenvalues.

5: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ, where licomm is
passed to the setup function (see nag_complex_sparse_eigensystem_init (f12anc)).

On entry: the array icomm output by the preceding call to nag_complex_sparse_eigensystem_iter
(f12apc).

6: comm½dim� – const Complex Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ, where lcomm is
passed to the setup function (see nag_complex_sparse_eigensystem_init (f12anc)).

On entry: the array comm output by the preceding call to nag_complex_sparse_eigensystem_iter
(f12apc).

6 Error Indicators and Warnings

None.

7 Accuracy

A Ritz value, �, is deemed to have converged if the magnitude of its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).
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8 Parallelism and Performance

nag_complex_sparse_eigensystem_monit (f12asc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in shifted-inverse mode, where A and B are obtained from the standard
central difference discretization of the one-dimensional convection-diffusion operator d

2u
dx2
þ �dudx on 0; 1½ �,

with zero Dirichlet boundary conditions. The shift, �, is a complex number, and the operator used in the
shifted-inverse iterative process is OP ¼ inv A� �Bð Þ �B.

10.1 Program Text

/* nag_complex_sparse_eigensystem_monit (f12asc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>

/* Table of constant values */
static Complex four = { 4., 0. };

static void mv(Integer, Complex *, Complex *);
static void my_zgttrf(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Integer *);
static void my_zgttrs(Integer, Complex *, Complex *, Complex *,

Complex *, Integer *, Complex *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 1;

/* Scalars */
Complex rho, s1, s2, s3, sigma;
double estnrm, hr, hr1, sr, shs;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift, nx;
/* Nag types */
NagError fail;
/* Arrays */
Complex *comm = 0, *eigv = 0, *eigest = 0, *dd = 0, *dl = 0, *du = 0;
Complex *du2 = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Ponters */
Complex *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_complex_sparse_eigensystem_monit (f12asc) Example "

f12 – Large Scale Eigenproblems f12asc

Mark 26 f12asc.3



"Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#endif
n = nx * nx;
lcomm = 3 * n + 3 * ncv * ncv + 5 * ncv + 60;
/* Allocate memory */
if (!(comm = NAG_ALLOC(lcomm, Complex)) ||

!(eigv = NAG_ALLOC(ncv, Complex)) ||
!(eigest = NAG_ALLOC(ncv, Complex)) ||
!(dd = NAG_ALLOC(n, Complex)) ||
!(dl = NAG_ALLOC(n, Complex)) ||
!(du = NAG_ALLOC(n, Complex)) ||
!(du2 = NAG_ALLOC(n, Complex)) ||
!(resid = NAG_ALLOC(n, Complex)) ||
!(v = NAG_ALLOC(n * ncv, Complex)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_complex_sparse_eigensystem_init (f12anc). */
nag_complex_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm, lcomm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required mode using

nag_complex_sparse_eigensystem_option (f12adc). */
nag_complex_sparse_eigensystem_option("SHIFTED INVERSE", icomm, comm,

&fail);
/* Select the problem type using

nag_complex_sparse_eigensystem_option (f12adc). */
nag_complex_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);
/* Set values for sigma and rho */
/* Assign to Complex type using nag_complex (a02bac) */
sigma = nag_complex(5000.0, 0.0);
rho = nag_complex(10.0, 0.0);
hr1 = (double) (n + 1);
hr = 1.0 / hr1;
sr = 0.5 * rho.re;
shs = sigma.re * hr / 6.0;
/* Assign to Complex type using nag_complex (a02bac) */
s1 = nag_complex(-hr1 - sr - shs, 0.0);
s3 = nag_complex(-hr1 + sr - shs, 0.0);
s2 = nag_complex(2.0 * hr1 - 4.0 * shs, 0.0);

for (j = 0; j <= n - 2; ++j) {
dl[j] = s1;
dd[j] = s2;
du[j] = s3;

}
dd[n - 1] = s2;

my_zgttrf(n, dl, dd, du, du2, ipiv, &info);
irevcm = 0;
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REVCOMLOOP:
/* repeated calls to reverse communication routine

nag_complex_sparse_eigensystem_iter (f12apc). */
nag_complex_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx, &nshift,

comm, icomm, &fail);
if (irevcm != 5) {

if (irevcm == -1) {
/* Perform x <--- OP*x = inv[A-SIGMA*M]*M*x */
mv(nx, x, y);
my_zgttrs(n, dl, dd, du, du2, ipiv, y);

}
else if (irevcm == 1) {

/* Perform x <--- OP*x = inv[A-SIGMA*M]*M*x, */
/* MX stored in mx */
for (j = 0; j < n; ++j) {

y[j] = mx[j];
}
my_zgttrs(n, dl, dd, du, du2, ipiv, y);

}
else if (irevcm == 2) {

/* Perform y <--- M*x */
mv(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_complex_sparse_eigensystem_monit (f12asc). */

nag_complex_sparse_eigensystem_monit(&niter, &nconv, eigv,
eigest, icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_zge_norm (f16uac). */

nag_zge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1,
eigest, nev, &estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_complex_sparse_eigensystem_sol
(f12aqc) to compute eigenvalues/vectors. */

nag_complex_sparse_eigensystem_sol(&nconv, eigv, v, sigma,
resid, v, comm, icomm, &fail);

printf("\n");
printf(" The %4" NAG_IFMT " generalized Ritz values closest", nconv);
printf(" to ( %7.3f , %7.3f ) are:\n\n", sigma.re, sigma.im);
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s( %12.4f , %12.4f )\n", j + 1, "",
eigv[j].re, eigv[j].im);

}
}
else {

printf(" Error from nag_complex_sparse_eigensystem_iter "
"(f12apc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
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}

static void mv(Integer nx, Complex *v, Complex *y)
{

/* Compute the out-of--place matrix vector multiplication Y<---M*X, */
/* where M is mass matrix formed by using piecewise linear elements */
/* on [0,1]. */

/* Scalars */
Complex hsix, z1;
Integer j, n;
/* Function Body */
n = nx * nx;
/* Assign to Complex type using nag_complex (a02bac) */
hsix = nag_complex(1.0 / (6.0 * (double) (n + 1)), 0.0);
/* y[0] = (four*v[0]+v[1])*(h/six) */
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(four, v[0]);
/* Compute Complex addition using nag_complex_add (a02cac). */
z1 = nag_complex_add(z1, v[1]);
y[0] = nag_complex_multiply(z1, hsix);
for (j = 1; j <= n - 2; ++j) {

/* y[j] = (v[j-1] + four*v[j] + V[j+1])*(h/six) */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(four, v[j]);
/* Compute Complex addition using nag_complex_add (a02cac). */
z1 = nag_complex_add(v[j - 1], z1);
z1 = nag_complex_add(z1, v[j + 1]);
y[j] = nag_complex_multiply(z1, hsix);

}
/* y[n-1] = (v[n-2] + four*v[n-1])*(h/six) */
/* Compute Complex multiply using nag_complex_multiply (a02ccc). */
z1 = nag_complex_multiply(four, v[n - 1]);
/* Compute Complex addition using nag_complex_add (a02cac). */
z1 = nag_complex_add(v[n - 2], z1);
y[n - 1] = nag_complex_multiply(z1, hsix);
return;

} /* mv */

static void my_zgttrf(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine zgttrf with argument

checking removed */
/* Scalars */
Complex temp, fact, z1;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = nag_complex(0.0, 0.0);
}
for (i = 0; i < n - 2; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {
/* No row interchange required, eliminate dl[i]. */
if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);
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}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
du2[i] = du[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
du[i + 1] = nag_complex_multiply(fact, du[i + 1]);
/* Perform Complex negation using nag_complex_negate

(a02cec). */
du[i + 1] = nag_complex_negate(du[i + 1]);
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i].re) + fabs(d[i].im) >= fabs(dl[i].re) + fabs(dl[i].im)) {

if (fabs(d[i].re) + fabs(d[i].im) != 0.0) {
/* Compute Complex division using nag_complex_divide

(a02cdc). */
fact = nag_complex_divide(dl[i], d[i]);
dl[i] = fact;
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
fact = nag_complex_multiply(fact, du[i]);
/* Compute Complex subtraction using

nag_complex_subtract (a02cbc). */
d[i + 1] = nag_complex_subtract(d[i + 1], fact);

}
}
else {

/* Compute Complex division using nag_complex_divide
(a02cdc). */

fact = nag_complex_divide(d[i], dl[i]);
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(fact, d[i + 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
d[i + 1] = nag_complex_subtract(temp, z1);
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (fabs(d[i].re) + fabs(d[i].im) == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}
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static void my_zgttrs(Integer n, Complex dl[], Complex d[],
Complex du[], Complex du2[], Integer ipiv[],
Complex b[])

{
/* A simple C version of the Lapack routine zgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Complex temp, z1;
Integer i;
/* Solve L*x = b. */
for (i = 0; i < n - 1; ++i) {

if (ipiv[i] == i) {
/* b[i+1] = b[i+1] - dl[i]*b[i] */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(b[i + 1], temp);

}
else {

temp = b[i];
b[i] = b[i + 1];
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
z1 = nag_complex_multiply(dl[i], b[i]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
b[i + 1] = nag_complex_subtract(temp, z1);

}
}
/* Solve U*x = b. */
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 1] = nag_complex_divide(b[n - 1], d[n - 1]);
if (n > 1) {

/* Compute Complex multiply using nag_complex_multiply
(a02ccc). */

temp = nag_complex_multiply(du[n - 2], b[n - 1]);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[n - 2], temp);
/* Compute Complex division using nag_complex_divide (a02cdc). */
b[n - 2] = nag_complex_divide(z1, d[n - 2]);

}
for (i = n - 3; i >= 0; --i) {

/* b[i] = (b[i]-du[i]*b[i+1]-du2[i]*b[i+2])/d[i]; */
/* Compute Complex multiply using nag_complex_multiply

(a02ccc). */
temp = nag_complex_multiply(du[i], b[i + 1]);
z1 = nag_complex_multiply(du2[i], b[i + 2]);
/* Compute Complex addition using nag_complex_add

(a02cac). */
temp = nag_complex_add(temp, z1);
/* Compute Complex subtraction using nag_complex_subtract

(a02cbc). */
z1 = nag_complex_subtract(b[i], temp);
/* Compute Complex division using nag_complex_divide

(a02cdc). */
b[i] = nag_complex_divide(z1, d[i]);

}
return;

}

10.2 Program Data

nag_complex_sparse_eigensystem_monit (f12asc) Example Program Data
16 4 10 : Vaues for nx, nev and ncv
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10.3 Program Results

nag_complex_sparse_eigensystem_monit (f12asc) Example Program Results
Iteration 1, No. converged = 0, norm of estimates = 5.94672394e-07
Iteration 2, No. converged = 1, norm of estimates = 1.47822750e-09
Iteration 3, No. converged = 2, norm of estimates = 3.29270191e-11
Iteration 4, No. converged = 2, norm of estimates = 5.94072850e-14
Iteration 5, No. converged = 2, norm of estimates = 8.40812032e-16
Iteration 6, No. converged = 3, norm of estimates = 8.13435708e-18

The 4 generalized Ritz values closest to ( 5000.000 , 0.000 ) are:

1 ( 4829.8497 , -0.0000 )
2 ( 5279.5223 , -0.0000 )
3 ( 4400.6310 , 0.0000 )
4 ( 5749.7160 , -0.0000 )
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NAG Library Function Document

nag_complex_banded_eigensystem_init (f12atc)

1 Purpose

nag_complex_banded_eigensystem_init (f12atc) is a setup function for nag_complex_banded_eigensys
tem_solve (f12auc) which may be used for finding some eigenvalues (and optionally the corresponding
eigenvectors) of a standard or generalized eigenvalue problem defined by complex, banded, non-
Hermitian matrices. The banded matrix must be stored using the LAPACK column ordered storage
format for complex banded non-Hermitian matrices (see Section 3.3.4 in the f07 Chapter Introduction).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_banded_eigensystem_init (Integer n, Integer nev,
Integer ncv, Integer icomm[], Integer licomm, Complex comm[],
Integer lcomm, NagError *fail)

3 Description

The pair of functions nag_complex_banded_eigensystem_init (f12atc) and nag_complex_banded_eigen
system_solve (f12auc) together with the option setting function nag_complex_sparse_eigensystem_op
tion (f12arc) are designed to calculate some of the eigenvalues, �, (and optionally the corresponding
eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized eigenvalue problem
Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are banded complex and
non-Hermitian.

nag_complex_banded_eigensystem_init (f12atc) is a setup function which must be called before the
option setting function nag_complex_sparse_eigensystem_option (f12arc) and the solver function
nag_complex_banded_eigensystem_solve (f12auc). Internally, nag_complex_banded_eigensystem_solve
(f12auc) makes calls to nag_complex_sparse_eigensystem_iter (f12apc) and nag_complex_sparse_ei
gensystem_sol (f12aqc); the function documents for nag_complex_sparse_eigensystem_iter (f12apc)
and nag_complex_sparse_eigensystem_sol (f12aqc) should be consulted for details of the algorithm
used.

This setup function initializes the communication arrays, sets (to their default values) all options that
can be set by you via the option setting function nag_complex_sparse_eigensystem_option (f12arc), and
checks that the lengths of the communication arrays as passed by you are of sufficient length. For
details of the options available and how to set them, see Section 11.1 in nag_complex_sparse_eigen
system_option (f12arc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia
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5 Arguments

1: n – Integer Input

On entry: the order of the matrix A (and the order of the matrix B for the generalized problem)
that defines the eigenvalue problem.

Constraint: n > 0.

2: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

3: ncv – Integer Input

On entry: the number of Lanczos basis vectors to use during the computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nevþ 1 < ncv � n.

4: icomm½max 1; licommð Þ� – Integer Communication Array

On exit: contains data to be communicated to nag_complex_banded_eigensystem_solve (f12auc).

5: licomm – Integer Input

On entry: the dimension of the array icomm.

If licomm ¼ �1, a workspace query is assumed and the function only calculates the required
dimensions of icomm and comm, which it returns in icomm½0� and comm½0� respectively.
Constraint: licomm 	 140 or licomm ¼ �1.

6: comm½max 1; lcommð Þ� – Complex Communication Array

On exit: contains data to be communicated to nag_complex_banded_eigensystem_solve (f12auc).

7: lcomm – Integer Input

On entry: the dimension of the array comm.

If lcomm ¼ �1, a workspace query is assumed and the function only calculates the dimensions
of icomm and comm required by nag_complex_banded_eigensystem_solve (f12auc), which it
returns in icomm½0� and comm½0� respectively.
Constraint: lcomm 	 60 or lcomm ¼ �1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

The length of the complex array comm is too small lcomm ¼ valueh i, but must be at least
valueh i.
The length of the integer array icomm is too small licomm ¼ valueh i, but must be at least
valueh i.

NE_INT_3

On entry, ncv ¼ valueh i, nev ¼ valueh i and n ¼ valueh i.
Constraint: ncv > nevþ 1 and ncv � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_complex_banded_eigensystem_init (f12atc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The use of nag_complex_banded_eigensystem_init (f12atc) is illustrated in Section 10 in
nag_complex_banded_eigensystem_solve (f12auc).
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NAG Library Function Document

nag_complex_banded_eigensystem_solve (f12auc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_complex_sparse_eigensystem_option (f12arc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_complex_sparse_eigensystem_option
(f12arc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_complex_banded_eigensystem_solve (f12auc) is the main solver function in a suite of functions
consisting of nag_complex_sparse_eigensystem_option (f12arc), nag_complex_banded_eigensystem_i
nit (f12atc) and nag_complex_banded_eigensystem_solve (f12auc). It must be called following an
initial call to nag_complex_banded_eigensystem_init (f12atc) and following any calls to nag_com
plex_sparse_eigensystem_option (f12arc).

nag_complex_banded_eigensystem_solve (f12auc) returns approximations to selected eigenvalues, and
(optionally) the corresponding eigenvectors, of a standard or generalized eigenvalue problem defined by
complex banded non-Hermitian matrices. The banded matrix must be stored using the LAPACK column
ordered storage format for complex banded non-Hermitian (see Section 3.3.4 in the f07 Chapter
Introduction).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_complex_banded_eigensystem_solve (Integer kl, Integer ku,
const Complex ab[], const Complex mb[], Complex sigma, Integer *nconv,
Complex d[], Complex z[], Complex resid[], Complex v[], Complex comm[],
Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
banded, complex and non-Hermitian.

Following a call to the initialization function nag_complex_banded_eigensystem_init (f12atc),
nag_complex_banded_eigensystem_solve (f12auc) returns the converged approximations to eigenvalues
and (optionally) the corresponding approximate eigenvectors and/or a unitary basis for the associated
approximate invariant subspace. The eigenvalues (and eigenvectors) are selected from those of a
standard or generalized eigenvalue problem defined by complex banded non-Hermitian matrices. There
is negligible additional computational cost to obtain eigenvectors; a unitary basis is always computed,
but there is an additional storage cost if both are requested.

The banded matrices A and B must be stored using the LAPACK column ordered storage format for
banded non-Hermitian matrices; please refer to Section 3.3.4 in the f07 Chapter Introduction for details
on this storage format.

nag_complex_banded_eigensystem_solve (f12auc) is based on the banded driver functions znbdr1 to
znbdr4 from the ARPACK package, which uses the Implicitly Restarted Arnoldi iteration method. The
method is described in Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the
ARPACK software is described in great detail in Lehoucq et al. (1998). An evaluation of software for
computing eigenvalues of sparse non-Hermitian matrices is provided in Lehoucq and Scott (1996). This
suite of functions offers the same functionality as the ARPACK banded driver software for complex
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non-Hermitian problems, but the interface design is quite different in order to make the option setting
clearer and to combine the different drivers into a general purpose function.

nag_complex_banded_eigensystem_solve (f12auc), is a general purpose function that must be called
following initialization by nag_complex_banded_eigensystem_init (f12atc). nag_complex_banded_ei
gensystem_solve (f12auc) uses options, set either by default or explicitly by calling nag_complex_
sparse_eigensystem_option (f12arc), to return the converged approximations to selected eigenvalues and
(optionally):

– the corresponding approximate eigenvectors;

– a unitary basis for the associated approximate invariant subspace;

– both.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

Note: in the following description n, nev and ncv appears. In every case they should be interpretted as
the value associated with the identically named argument in a prior call to nag_complex_banded_ei
gensystem_init (f12atc).

1: kl – Integer Input

On entry: the number of subdiagonals of the matrices A and B.

Constraint: kl 	 0.

2: ku – Integer Input

On entry: the number of superdiagonals of the matrices A and B.

Constraint: ku 	 0.

3: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least n� 2� klþ kuþ 1ð Þ (see
nag_complex_banded_eigensystem_init (f12atc)).

On entry: must contain the matrix A in LAPACK column-ordered banded storage format for non-
H e r m i t i a n m a t r i c e s ; t h a t i s , e l e m e n t aij i s s t o r e d i n
ab½ j� 1ð Þ � 2� klþ kuþ 1ð Þ þ klþ kuþ i� j�, w h i c h m a y b e w r i t t e n a s
ab½ 2� j� 1ð Þ � klþ j� kuþ i� 1�, f o r max 1; j� kuð Þ � i � min n; jþ klð Þ a n d
j ¼ 1; 2; . . . ; n, (see Section 3.3.4 in the f07 Chapter Introduction).

4: mb½dim� – const Complex Input

Note: the dimension, dim, of the array mb must be at least n� 2� klþ kuþ 1ð Þ (see
nag_complex_banded_eigensystem_init (f12atc)).

On entry: must contain the matrix B in LAPACK column-ordered banded storage format for non-
H e r m i t i a n m a t r i c e s ; t h a t i s , e l e m e n t aij i s s t o r e d i n
mb½ j� 1ð Þ � 2� klþ kuþ 1ð Þ þ klþ kuþ i� j�, w h i c h m a y b e w r i t t e n a s
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mb½ 2� j� 1ð Þ � klþ j� kuþ i� 1�, f o r max 1; j� kuð Þ � i � min n; jþ klð Þ a n d
j ¼ 1; 2; . . . ; n, (see Section 3.3.4 in the f07 Chapter Introduction).

5: sigma – Complex Input

On entry: if the Shifted Inverse mode (see nag_complex_sparse_eigensystem_option (f12arc))
has been selected then sigma must contain the shift used; otherwise sigma is not referenced.
Section 4.2 in the f12 Chapter Introduction describes the use of shift and invert transformations.

6: nconv – Integer * Output

On exit: the number of converged eigenvalues.

7: d½nev� – Complex Output

On exit: the first nconv locations of the array d contain the converged approximate eigenvalues.

8: z½dim� – Complex Output

Note: the dimension, dim, of the array z must be at least n� nev if the default option
Vectors ¼ RITZ (see nag_complex_sparse_eigensystem_option (f12arc)) has been selected (see
nag_complex_banded_eigensystem_init (f12atc)).

On exit: if the default option Vectors ¼ RITZ (see nag_complex_sparse_eigensystem_option
(f12arc)) has been selected then z contains the final set of eigenvectors corresponding to the
eigenvalues held in d, otherwise z is not referenced and may be NULL. The complex eigenvector
associated with an eigenvalue d½j� is stored in the corresponding array section of z, namely
z½n� j � 1ð Þ þ i � 1�, for i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;nconv.

9: resid½n� – Complex Input/Output

On entry: need not be set unless the option Initial Residual has been set in a prior call to
nag_complex_sparse_eigensystem_option (f12arc) in which case resid must contain an initial
residual vector.

On exit: contains the final residual vector. This can be used as the starting residual to improve
convergence on the solution of a closely related eigenproblem. This has no relation to the error
residual Ax� �x or Ax� �Bx.

10: v½n� ncv� – Complex Output

On exit: if the option Vectors ¼ SCHUR or RITZ (see nag_complex_sparse_eigensystem_option
(f12arc)) has been set and a separate array z has been passed (i.e., z does not equal v), then the
first nconv sections of v, of length n, will contain approximate Schur vectors that span the
desired invariant subspace.

The jth Schur vector is stored in locations v½n� j � 1ð Þ þ i � 1�, for j ¼ 1; 2; . . . ;nconv and
i ¼ 1; 2; . . . ; n.

11: comm½60� – Complex Communication Array

On entry: must remain unchanged from the prior call to nag_complex_sparse_eigensystem_option
(f12arc) and nag_complex_banded_eigensystem_init (f12atc).

12: icomm½140� – Integer Communication Array

On entry: must remain unchanged from the prior call to nag_complex_sparse_eigensystem_option
(f12arc) and nag_complex_banded_eigensystem_init (f12atc).

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_COMP_BAND_FAC

Failure during internal factorization of complex banded matrix. Please contact NAG.

NE_COMP_BAND_SOL

Failure during internal solution of complex banded matrix. Please contact NAG.

NE_EIGENVALUES

The number of eigenvalues found to sufficient accuracy is zero.

NE_INITIALIZATION

Either the initialization function has not been called prior to the first call of this function or a
communication array has become corrupted.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix. Please contact NAG.

NE_INTERNAL_EIGVEC_FAIL

Error in internal call to compute eigenvectors. Please contact NAG.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, Vectors ¼ Select, but this is not yet implemented.

The maximum number of iterations � 0, the option Iteration Limit has been set to valueh i.

NE_NO_ARNOLDI_FAC

Could not build an Arnoldi factorization. The size of the current Arnoldi factorization ¼ valueh i.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Arnoldi iteration.

NE_OPT_INCOMPAT

The options Generalized and Regular are incompatible.

NE_OVERFLOW

Overflow occurred during transformation of Ritz values to those of the original problem.

NE_REAL_BAND_FAC

Failure during internal factorization of real banded matrix. Please contact NAG.

NE_REAL_BAND_SOL

Failure during internal solution of real banded matrix. Please contact NAG.

NE_SCHUR_EIG_FAIL

During calculation of a Schur form, there was a failure to compute a number of eigenvalues
Please contact NAG.

NE_SCHUR_REORDER

The computed Schur form could not be reordered by an internal call. Please contact NAG.

NE_TOO_MANY_ITER

The maximum number of iterations has been reached. The maximum number of
iterations ¼ valueh i. The number of converged eigenvalues ¼ valueh i.

NE_ZERO_RESID

The option Initial Residual was selected but the starting vector held in resid is zero.

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_complex_banded_eigensystem_solve (f12auc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_complex_banded_eigensystem_solve (f12auc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example constructs the matrices A and B using LAPACK band storage format and solves
Ax ¼ �Bx in shifted inverse mode using the complex shift �.

10.1 Program Text

/* nag_complex_banded_eigensystem_solve (f12auc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <naga02.h>
#include <nagf12.h>
#include <nagf16.h>
#include <nagx04.h>

#define AB(I, J) ab[(J-1)*pdab + kl + ku + I - J]
#define MB(I,J) mb[(J-1)*pdab + kl + ku + I - J]

int main(void)
{

Integer exit_status = 0;
Complex one = { 1.0, 0.0 };
Complex minusone = { -1.0, 0.0 };
Complex zero = { 0.0, 0.0 };
Nag_Boolean print_res = Nag_FALSE;
/* Scalars */
Complex ch_sub, ch_sup, alpha, sigma;
double h, rho, anorm;
Integer j, kl, ku, lcomm, licomm, n, ncol, nconv, ncv, nev, nx;
Integer pdab, pdmb, pdv;
/* Arrays */
Complex commd[1];
Integer icommd[1];
Complex *ab = 0, *ax = 0, *comm = 0, *d = 0, *mb = 0;
Complex *mx = 0, *resid = 0, *v = 0;
double *d_print = 0;
Integer *icomm = 0;
/* NAG types */
NagError fail;
Nag_OrderType order = Nag_ColMajor;
Nag_MatrixType matrix = Nag_GeneralMatrix;
Nag_DiagType diag = Nag_NonUnitDiag;
Nag_TransType trans = Nag_NoTrans;
INIT_FAIL(fail);

printf("nag_complex_banded_eigensystem_solve (f12auc) Example Program "
"Results\n\n");

fflush(stdout);
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read mesh size, number of eigenvalues wanted and size of subspace. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);

#endif
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/* Read complex value close to which eigenvalues are sought. */
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) %*[^\n] ", &sigma.re, &sigma.im);
#else

scanf(" ( %lf , %lf ) %*[^\n] ", &sigma.re, &sigma.im);
#endif

n = nx * nx;
/* Initialize for the solution of a complex banded eigenproblem using
* nag_complex_banded_eigensystem_init (f12atc).
* But first get the required array lengths using arrays of length 1
* to store required lengths.
*/

licomm = -1;
lcomm = -1;
nag_complex_banded_eigensystem_init(n, nev, ncv, icommd, licomm, commd,

lcomm, &fail);
licomm = icommd[0];
lcomm = (Integer) (commd[0].re);
if (!(icomm = NAG_ALLOC((MAX(1, licomm)), Integer)) ||

!(comm = NAG_ALLOC((MAX(1, lcomm)), Complex))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_complex_banded_eigensystem_init(n, nev, ncv, icomm, licomm, comm, lcomm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_init (f12anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set options to show that the problem is a generalized eigenproblem and
* that eigenvalues are to be computed using shifted inverses using
* nag_complex_sparse_eigensystem_option (f12arc).
*/

nag_complex_sparse_eigensystem_option("SHIFTED INVERSE", icomm, comm,
&fail);

nag_complex_sparse_eigensystem_option("GENERALIZED", icomm, comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_complex_sparse_eigensystem_option (f12arc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

/* Construct the matrix A in banded form and store in AB.
* KU, KL are number of superdiagonals and subdiagonals within
* the band of matrices A and M.
*/

kl = nx;
ku = nx;
pdab = 2 * kl + ku + 1;
pdmb = pdab;
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(mb = NAG_ALLOC(pdmb * n, Complex))
)

{
printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Zero out AB and MB. */
for (j = 0; j < pdab * n; j++) {

ab[j] = zero;
mb[j] = zero;
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}

rho = 100.0;
h = 1.0 / (double) (nx + 1);
/* assign complex values using nag_complex (a02bac). */
ch_sub = nag_complex(0.5 * h * rho - 1.0, 0.0);
ch_sup = nag_complex(-0.5 * h * rho - 1.0, 0.0);

/* Set main diagonal of A and B to (4,0);
* first subdiagonal and superdiagonal of A are (-1 +/- rho/2h,0)..
* Outermost subdiagonal and superdiagonal are (-1,0).
*/

for (j = 1; j <= n; j++) {
AB(j, j) = nag_complex(4.0, 0.0);
MB(j, j) = nag_complex(4.0, 0.0);
if ((j - 1) % nx != 0 && j != n) {

AB(j + 1, j) = ch_sub;
}
if (j % nx != 0 && j != 1) {

AB(j - 1, j) = ch_sup;
}
if (j <= n - kl)

AB(j + kl, j) = minusone;
if (j > ku)

AB(j - ku, j) = minusone;
}
for (j = 2; j < n; j++) {

MB(j + 1, j) = one;
}
for (j = 2; j < n; j++) {

MB(j - 1, j) = one;
}

/* Allocate v to hold eigenvectors and d to hold eigenvalues. */
pdv = n;
if (!(d = NAG_ALLOC((nev), Complex)) ||

!(v = NAG_ALLOC((pdv) * (ncv), Complex)) ||
!(resid = NAG_ALLOC((n), Complex))

)
{

printf("Allocation failure\n");
exit_status = -3;
goto END;

}
/* Find eigenvalues closest in value to sigma and corresponding
* eigenvectors using nag_complex_banded_eigensystem_solve (f12auc).
*/

nag_complex_banded_eigensystem_solve(kl, ku, ab, mb, sigma, &nconv, d,
v, resid, v, comm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_complex_banded_eigensystem_solve (f12auc).\n%s\n",

fail.message);
exit_status = 3;
goto END;

}

/* d_print stores eigenvalues (and possibly residuals) as real array. */
if (!(d_print = NAG_ALLOC(nconv * 3, double)))
{

printf("Allocation failure\n");
exit_status = -4;
goto END;

}
for (j = 0; j < nconv; j++) {

d_print[j] = (d[j]).re;
d_print[j + nconv] = (d[j]).im;

}
/* By default this example will not calculate and print residuals.
* It will, however if the following line is uncommented.
*/

/* print_res = Nag_TRUE; */
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if (print_res) {
ncol = 3;
/* Compute the residual norm ||A*x - lambda*B*x||.
* Matrix vector products Ax and Bx, for complex banded A and B, are formed
* using nag_zgbmv (f16sbc).
* The scaled vector subtraction is performed using nag_zaxpby (f16gcc).
*/

if (!(ax = NAG_ALLOC(n, Complex)) || !(mx = NAG_ALLOC(n, Complex))
)

{
printf("Allocation failure\n");
exit_status = -4;
goto END;

}
for (j = 0; j < nconv; j++) {

nag_zgbmv(order, trans, n, n, kl, ku, one, &ab[kl], pdab, &v[pdv * j],
1, zero, ax, 1, &fail);

if (fail.code == NE_NOERROR) {
nag_zgbmv(order, trans, n, n, kl, ku, one, &mb[kl], pdmb, &v[pdv * j],

1, zero, mx, 1, &fail);
if (fail.code == NE_NOERROR) {

/* alpha holds -d[j] using nag_complex_negate (a02cec). */
alpha = nag_complex_negate(d[j]);
nag_zaxpby(n, alpha, mx, 1, one, ax, 1, &fail);

}
}
if (fail.code != NE_NOERROR) {

printf("Error in calculating residual norm.\n%s\n", fail.message);
exit_status = 4;
goto END;

}
/* Get ||ax|| = ||Ax - lambda Bx|| using nag_zge_norm (f16uac)
* with the Frobenius norm on a complex general matrix with one column.
*/

nag_zge_norm(order, Nag_FrobeniusNorm, n, 1, ax, n, &anorm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_norm (f16uac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}
/* nag_complex_abs (a02dbc) returns the modulus of the eigenvalue */
d_print[j + 2 * nconv] = anorm / nag_complex_abs(d[j]);

}
}
else {

ncol = 2;
}
printf("\n");

/* Print the eigenvalues (and possibly the residuals) using the matrix
* printer, nag_gen_real_mat_print (x04cac).
*/

printf(" Number of eigenvalues wanted = %" NAG_IFMT "\n", nev);
printf(" Number of eigenvalues converged = %" NAG_IFMT "\n", nconv);
printf(" Eigenvalues are closest to Sigma = ( %lf , %lf )\n\n",

sigma.re, sigma.im);
fflush(stdout);
nag_gen_real_mat_print(order, matrix, diag, nconv, ncol, d_print, nconv,

" Ritz values closest to sigma", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 6;

}
END:

NAG_FREE(ab);
NAG_FREE(ax);
NAG_FREE(comm);
NAG_FREE(d);
NAG_FREE(mb);
NAG_FREE(mx);
NAG_FREE(resid);
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NAG_FREE(v);
NAG_FREE(d_print);
NAG_FREE(icomm);
return exit_status;

}

10.2 Program Data

nag_complex_banded_eigensystem_solve (f12auc) Example Program Data
10 4 10 : nx nev ncv

( 0.4, 0.6) : sigma

10.3 Program Results

nag_complex_banded_eigensystem_solve (f12auc) Example Program Results

Number of eigenvalues wanted = 4
Number of eigenvalues converged = 4
Eigenvalues are closest to Sigma = ( 0.400000 , 0.600000 )

Ritz values closest to sigma
1 2

1 0.3610 0.7223
2 0.4598 0.7199
3 0.2868 0.7241
4 0.2410 0.7257
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NAG Library Function Document

nag_real_symm_sparse_eigensystem_init (f12fac)

1 Purpose

nag_real_symm_sparse_eigensystem_init (f12fac) is a setup function in a suite of functions consisting
of nag_real_symm_sparse_eigensystem_init (f12fac), nag_real_symm_sparse_eigensystem_iter (f12fbc),
nag_real_symm_sparse_eigensystem_sol (f12fcc), nag_real_symm_sparse_eigensystem_option (f12fdc)
and nag_real_symm_sparse_eigensystem_monit (f12fec). It is used to find some of the eigenvalues (and
optionally the corresponding eigenvectors) of a standard or generalized eigenvalue problem defined by
real symmetric matrices.

The suite of functions is suitable for the solution of large sparse, standard or generalized, symmetric
eigenproblems where only a few eigenvalues from a selected range of the spectrum are required.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_sparse_eigensystem_init (Integer n, Integer nev,
Integer ncv, Integer icomm[], Integer licomm, double comm[],
Integer lcomm, NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and symmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and symmetric problems.

nag_real_symm_sparse_eigensystem_init (f12fac) is a setup function which must be called before
nag_real_symm_sparse_eigensystem_iter (f12fbc), the reverse communication iterative solver, and
before nag_real_symm_sparse_eigensystem_option (f12fdc), the options setting function. nag_real_
symm_sparse_eigensystem_sol (f12fcc), is a post-processing function that must be called following a
successful final exit from nag_real_symm_sparse_eigensystem_iter (f12fbc), while nag_real_symm_
sparse_eigensystem_monit (f12fec) can be used to return additional monitoring information during the
computation.

This setup function initializes the communication arrays, sets (to their default values) all options that
can be set by you via the option setting function nag_real_symm_sparse_eigensystem_option (f12fdc),
and checks that the lengths of the communication arrays as passed by you are of sufficient length. For
details of the options available and how to set them see Section 11.1 in nag_real_symm_sparse_ei
gensystem_option (f12fdc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory
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Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: n – Integer Input

On entry: the order of the matrix A (and the order of the matrix B for the generalized problem)
that defines the eigenvalue problem.

Constraint: n > 0.

2: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

3: ncv – Integer Input

On entry: the number of Lanczos basis vectors to use during the computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nev < ncv � n.

4: icomm½max 1; licommð Þ� – Integer Communication Array

On exit: contains data to be communicated to the other functions in the suite.

5: licomm – Integer Input

On entry: the dimension of the array icomm.

If licomm ¼ �1, a workspace query is assumed and the function only calculates the required
dimensions of icomm and comm, which it returns in icomm½0� and comm½0� respectively.
Constraint: licomm 	 140 or licomm ¼ �1.

6: comm½max 1; lcommð Þ� – double Communication Array

On exit: contains data to be communicated to the other functions in the suite.

7: lcomm – Integer Input

On entry: the dimension of the array comm.

If lcomm ¼ �1, a workspace query is assumed and the function only calculates the dimensions
of icomm and comm required by nag_real_symm_sparse_eigensystem_iter (f12fbc), which it
returns in icomm½0� and comm½0� respectively.
Constraint: lcomm 	 3� nþ ncv� ncvþ 8� ncvþ 60 or lcomm ¼ �1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

NE_INT_2

The length of the integer array icomm is too small licomm ¼ valueh i, but must be at least
valueh i.

NE_INT_3

On entry, lcomm ¼ valueh i, n ¼ valueh i and ncv ¼ valueh i.
Constraint: lcomm 	 3� nþ ncv� ncvþ 8� ncvþ 60.

On entry, ncv ¼ valueh i, nev ¼ valueh i and n ¼ valueh i.
Constraint: ncv > nev and ncv � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_real_symm_sparse_eigensystem_init (f12fac) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example solves Ax ¼ �x in regular mode, where A is obtained from the standard central
difference discretization of the Laplacian operator @2u

@x2
þ @2u

@y2
on the unit square, with zero Dirichlet

boundary conditions. Eigenvalues of smallest magnitude are selected.

10.1 Program Text

/* nag_real_symm_sparse_eigensystem_init (f12fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void tv(Integer, double *, double *);
static void av(Integer, double *, double *);

int main(void)
{

/* Constants */
Integer imon = 0;
/* Scalars */
double sigma = 0, estnrm;
Integer exit_status, irevcm, j, lcomm, licomm, n, nconv, ncv, nev;
Integer niter, nshift, nx;
/* Nag types */
NagError fail;
/* Arrays */
double *comm = 0, *eigv = 0, *eigest = 0;
double *resid = 0, *v = 0;
Integer *icomm = 0;
/* Ponters */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_symm_sparse_eigensystem_init (f12fac) Example "
"Program Results\n");

/* Skip heading in data file. */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read values for nx, nev and cnv from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);
#endif

/* Allocate memory */
n = nx * nx;
if (!(eigv = NAG_ALLOC(ncv, double)) ||

!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) || !(v = NAG_ALLOC(n * ncv, double)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_symm_sparse_eigensystem_init (f12fac).
The first call sets lcomm = licomm = -1 to perform a workspace
query. */

lcomm = licomm = -1;
if (!(comm = NAG_ALLOC(1, double)) || !(icomm = NAG_ALLOC(1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from "
"nag_real_symm_sparse_eigensystem_init (f12fac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
lcomm = (Integer) comm[0];
licomm = icomm[0];
NAG_FREE(comm);
NAG_FREE(icomm);
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from "
"nag_real_symm_sparse_eigensystem_init (f12fac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the required spectrum using

nag_real_symm_sparse_eigensystem_option (f12fdc). */
nag_real_symm_sparse_eigensystem_option("smallest magnitude", icomm, comm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_option (f12fdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Increase the iteration limit if required. */
nag_real_symm_sparse_eigensystem_option("iteration limit=500", icomm, comm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_option "
"(f12fdc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
irevcm = 0;

REVCOMLOOP:
/* Repeated calls to reverse communication routine

nag_real_symm_sparse_eigensystem_iter (f12fbc). */
nag_real_symm_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,

&nshift, comm, icomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_iter "
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"(f12fbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (irevcm != 5) {

if (irevcm == -1 || irevcm == 1) {
/* Perform matrix vector multiplication y <--- Op*x */
av(nx, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_symm_sparse_eigensystem_monit (f12fec). */

nag_real_symm_sparse_eigensystem_monit(&niter, &nconv, eigv, eigest,
icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest,
nev, &estnrm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dge_norm (f16rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_symm_sparse_eigensystem_sol
(f12fcc) to compute eigenvalues/vectors. */

nag_real_symm_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_symm_sparse_eigensystem_sol "

"(f12fcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n\n The %4" NAG_IFMT " Ritz values", nconv);
printf(" of smallest magnitude are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s%12.4f\n", j + 1, "", eigv[j]);
}

}
else {

printf(" Error from nag_real_symm_sparse_eigensystem_iter "
"(f12fbc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);

return exit_status;
}

static void av(Integer nx, double *v, double *w)
{

/* Scalars */
double nx2;
Integer j, lo;
/* Nag types */
NagError fail;
/* Function Body */
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INIT_FAIL(fail);
nx2 = ((double) ((nx + 1) * (nx + 1)));
tv(nx, v, w);
nag_daxpby(nx, -nx2, &v[nx], 1, nx2, w, 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_daxpby (f16ecc).\n%s\n", fail.message);
goto END;

}
for (j = 1; j <= nx - 2; ++j) {

lo = j * nx;
tv(nx, &v[lo], &w[lo]);
nag_daxpby(nx, -nx2, &v[lo - nx], 1, nx2, &w[lo], 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_daxpby (f16ecc).\n%s\n", fail.message);
goto END;

}
nag_daxpby(nx, -nx2, &v[lo + nx], 1, 1.0, &w[lo], 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_daxpby (f16ecc).\n%s\n", fail.message);
goto END;

}
}
lo = (nx - 1) * nx;
tv(nx, &v[lo], &w[lo]);
nag_daxpby(nx, -nx2, &v[lo - nx], 1, nx2, &w[lo], 1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_daxpby (f16ecc).\n%s\n", fail.message);
goto END;

}
END:

return;
} /* av */

static void tv(Integer nx, double *x, double *y)
{

/* Compute the matrix vector multiplication y<---T*x where T is a nx */
/* by nx tridiagonal matrix with constant diagonals (dd, dl and du). */
/* Scalars */
double dd, dl, du;
Integer j;
/* Function Body */
dd = 4.0;
dl = -1.0;
du = -1.0;
y[0] = dd * x[0] + du * x[1];
for (j = 1; j <= nx - 2; ++j) {

y[j] = dl * x[j - 1] + dd * x[j] + du * x[j + 1];
}
y[nx - 1] = dl * x[nx - 2] + dd * x[nx - 1];
return;

} /* tv */

10.2 Program Data

nag_real_symm_sparse_eigensystem_init (f12fac) Example Program Data
10 4 10 : Values for nx, nev and ncv

10.3 Program Results

nag_real_symm_sparse_eigensystem_init (f12fac) Example Program Results

The 4 Ritz values of smallest magnitude are:

1 19.6054
2 48.2193
3 48.2193
4 76.8333
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NAG Library Function Document

nag_real_symm_sparse_eigensystem_iter (f12fbc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_symm_sparse_eigensystem_option (f12fdc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_real_symm_sparse_eigensystem_option
(f12fdc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_real_symm_sparse_eigensystem_iter (f12fbc) is an iterative solver in a suite of functions consisting
of nag_real_symm_sparse_eigensystem_init (f12fac), nag_real_symm_sparse_eigensystem_iter (f12fbc),
nag_real_symm_sparse_eigensystem_sol (f12fcc), nag_real_symm_sparse_eigensystem_option (f12fdc)
and nag_real_symm_sparse_eigensystem_monit (f12fec). It is used to find some of the eigenvalues (and
optionally the corresponding eigenvectors) of a standard or generalized eigenvalue problem defined by
real symmetric matrices.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_sparse_eigensystem_iter (Integer *irevcm, double resid[],
double v[], double **x, double **y, double **mx, Integer *nshift,
double comm[], Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and symmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and symmetric problems.

nag_real_symm_sparse_eigensystem_iter (f12fbc) is a reverse communication function, based on the
ARPACK routine dsaupd, using the Implicitly Restarted Arnoldi iteration method, which for symmetric
problems reduces to a variant of the Lanczos method. The method is described in Lehoucq and
Sorensen (1996) and Lehoucq (2001) while its use within the ARPACK software is described in great
detail in Lehoucq et al. (1998). An evaluation of software for computing eigenvalues of sparse
symmetric matrices is provided in Lehoucq and Scott (1996). This suite of functions offers the same
functionality as the ARPACK software for real symmetric problems, but the interface design is quite
different in order to make the option setting clearer and to simplify the interface of
nag_real_symm_sparse_eigensystem_iter (f12fbc).

The setup function nag_real_symm_sparse_eigensystem_init (f12fac) must be called before
nag_real_symm_sparse_eigensystem_iter (f12fbc), the reverse communication iterative solver. Options
may be set for nag_real_symm_sparse_eigensystem_iter (f12fbc) by prior calls to the option setting
function nag_real_symm_sparse_eigensystem_option (f12fdc) and a post-processing function nag_real_
symm_sparse_eigensystem_sol (f12fcc) must be called following a successful final exit from
nag_real_symm_sparse_eigensystem_iter (f12fbc). nag_real_symm_sparse_eigensystem_monit
(f12fec), may be called following certain flagged, intermediate exits from nag_real_symm_sparse_ei
gensystem_iter (f12fbc) to provide additional monitoring information about the computation.

nag_real_symm_sparse_eigensystem_iter (f12fbc) uses reverse communication, i.e., it returns
repeatedly to the calling program with the argument irevcm (see Section 5) set to specified values
which require the calling program to carry out one of the following tasks:
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– compute the matrix-vector product y ¼ OPx, where OP is defined by the computational mode;

– compute the matrix-vector product y ¼ Bx;
– notify the completion of the computation;

– allow the calling program to monitor the solution.

The problem type to be solved (standard or generalized), the spectrum of eigenvalues of interest, the
mode used (regular, regular inverse, shifted inverse, Buckling or Cayley) and other options can all be
set using the option setting function nag_real_symm_sparse_eigensystem_option (f12fdc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

Note: this function uses reverse communication. Its use involves an initial entry, intermediate exits
and re-entries, and a final exit, as indicated by the argument irevcm. Between intermediate exits and re-
entries, all arguments other than x and y must remain unchanged.

1: irevcm – Integer * Input/Output

On initial entry: irevcm ¼ 0, otherwise an error condition will be raised.

On intermediate re-entry: must be unchanged from its previous exit value. Changing irevcm to
any other value between calls will result in an error.

On intermediate exit: has the following meanings.

irevcm ¼ �1
The calling program must compute the matrix-vector product y ¼ OPx, where x is stored
in x and the result y is placed in y.

irevcm ¼ 1
The calling program must compute the matrix-vector product y ¼ OPx. This is similar to
the case irevcm ¼ �1 except that the result of the matrix-vector product Bx (as required
in some computational modes) has already been computed and is available in mx.

irevcm ¼ 2
The calling program must compute the matrix-vector product y ¼ Bx, where x is stored in
x and y is placed in y.

irevcm ¼ 3
Compute the nshift real and imaginary parts of the shifts where the real parts are to be
placed in the first nshift locations of the array y and the imaginary parts are to be placed
in the first nshift locations of the array mx. Only complex conjugate pairs of shifts may be
applied and the pairs must be placed in consecutive locations. This value of irevcm will
only arise if the optional parameter Supplied Shifts is set in a prior call to
nag_real_symm_sparse_eigensystem_option (f12fdc) which is intended for experienced
users only; the default and recommended option is to use exact shifts (see Lehoucq et al.
(1998) for details and guidance on the choice of shift strategies).
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irevcm ¼ 4
Monitoring step: a call to nag_real_symm_sparse_eigensystem_monit (f12fec) can now be
made to return the number of Arnoldi iterations, the number of converged Ritz values,
their real and imaginary parts, and the corresponding Ritz estimates.

On final exit: irevcm ¼ 5: nag_real_symm_sparse_eigensystem_iter (f12fbc) has completed its
tasks. The value of fail determines whether the iteration has been successfully completed, or
whether errors have been detected. On successful completion nag_real_symm_sparse_eigensys
tem_sol (f12fcc) must be called to return the requested eigenvalues and eigenvectors (and/or
Schur vectors).

Constraint: on initial entry, irevcm ¼ 0; on re-entry irevcm must remain unchanged.

2: resid½dim� – double Input/Output

Note: the dimension, dim, of the array resid must be at least n (see nag_real_symm_sparse_ei
gensystem_init (f12fac)).

On initial entry: need not be set unless the option Initial Residual has been set in a prior call to
nag_real_symm_sparse_eigensystem_option (f12fdc) in which case resid should contain an initial
residual vector, possibly from a previous run.

On intermediate re-entry: must be unchanged from its previous exit. Changing resid to any other
value between calls may result in an error exit.

On intermediate exit: contains the current residual vector.

On final exit: contains the final residual vector.

3: v½n� ncv� – double Input/Output

The ith element of the jth basis vector is stored in location v½n� i � 1ð Þ þ j � 1�, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;ncv.

On initial entry: need not be set.

On intermediate re-entry: must be unchanged from its previous exit.

On intermediate exit: contains the current set of Arnoldi basis vectors.

On final exit: contains the final set of Arnoldi basis vectors.

4: x – double ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: is not normally changed.

On intermediate exit: contains the vector x when irevcm returns the value �1, þ1 or 2.

On final exit: does not contain useful data.

5: y – double ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.

On intermediate re-entry: must contain the result of y ¼ OPx when irevcm returns the value �1
or þ1. It must contain the real parts of the computed shifts when irevcm returns the value 3.

On intermediate exit: does not contain useful data.

On final exit: does not contain useful data.

6: mx – double ** Input/Output

On initial entry: need not be set, it is used as a convenient mechanism for accessing elements of
comm.
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On intermediate re-entry: it must contain the imaginary parts of the computed shifts when
irevcm returns the value 3.

On intermediate exit: contains the vector Bx when irevcm returns the value þ1.
On final exit: does not contain any useful data.

7: nshift – Integer * Output

On intermediate exit: if the option Supplied Shifts is set and irevcm returns a value of 3, nshift
returns the number of complex shifts required.

8: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_real_symm_sparse_eigensystem_init (f12fac)).

On initial entry: must remain unchanged following a call to the setup function
nag_real_symm_sparse_eigensystem_init (f12fac).

On exit: contains data defining the current state of the iterative process.

9: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_symm_sparse_eigensystem_init (f12fac)).

On initial entry: must remain unchanged following a call to the setup function
nag_real_symm_sparse_eigensystem_init (f12fac).

On exit: contains data defining the current state of the iterative process.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

Error details reported in fail are only valid on final exit. On intermediate exit, returned values of
fail should be ignored.

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOTH_ENDS_1

Eigenvalues from both ends of the spectrum were requested, but the number of eigenvalues (see
nev in nag_real_symm_sparse_eigensystem_init (f12fac)) requested is one.

NE_INITIALIZATION

Either the function was called without an initial call to the setup function or the communication
arrays have become corrupted.

NE_INT

The maximum number of iterations � 0, the option Iteration Limit has been set to valueh i.
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NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix. Please contact NAG.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAX_ITER

The maximum number of iterations has been reached. The maximum number of
iterations ¼ valueh i. The number of converged eigenvalues ¼ valueh i. The post-processing
function nag_real_symm_sparse_eigensystem_sol (f12fcc) may be called to recover the
converged eigenvalues at this point. Alternatively, the maximum number of iterations may be
increased by a call to the option setting function nag_real_symm_sparse_eigensystem_option
(f12fdc) and the reverse communication loop restarted. A large number of iterations may indicate
a poor choice for the values of nev and ncv; it is advisable to experiment with these values to
reduce the number of iterations (see nag_real_symm_sparse_eigensystem_init (f12fac)).

NE_NO_LANCZOS_FAC

Could not build a Lanczos factorization. The size of the current Lanczos factorization ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Lanczos iteration.

NE_OPT_INCOMPAT

The options Generalized and Regular are incompatible.

NE_ZERO_INIT_RESID

The option Initial Residual was selected but the starting vector held in resid is zero.

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate
� Tolerance� �j j. The default Tolerance used is the machine precision given by nag_machine_preci
sion (X02AJC).

8 Parallelism and Performance

nag_real_symm_sparse_eigensystem_iter (f12fbc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_real_symm_sparse_eigensystem_iter (f12fbc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

None.

10 Example

For this function two examples are presented, with a main program and two example problems given in
Example 1 (ex1) and Example 2 (ex2).

Example 1 (ex1)

The example solves Ax ¼ �x in shift-invert mode, where A is obtained from the standard central
difference discretization of the one-dimensional Laplacian operator @2u

@x2
with zero Dirichlet boundary

conditions. Eigenvalues closest to the shift � ¼ 0 are sought.

Example 2 (ex2)

This example illustrates the use of nag_real_symm_sparse_eigensystem_iter (f12fbc) to compute the
leading terms in the singular value decomposition of a real general matrix A. The example finds a few
of the largest singular values (�) and corresponding right singular values (�) for the matrix A by
solving the symmetric problem:

ATA
� �

� ¼ ��:
Here A is the m by n real matrix derived from the simplest finite difference discretization of the two-
dimensional kernel k s; tð Þdt where

k s; tð Þ ¼ s t� 1ð Þ if 0 � s � t � 1
t s� 1ð Þ if 0 � t < s � 1



:

Note: this formulation is appropriate for the case m 	 n. Reverse the rules of A and AT in the case of
m < n.

10.1 Program Text

/* nag_real_symm_sparse_eigensystem_iter (f12fbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void my_dgttrf(Integer, double *, double *, double *,
double *, Integer *, Integer *);

static void my_dgttrs(Integer, double *, double *, double *,
double *, Integer *, double *, double *);

static void av(Integer, Integer, double *, double *);
static void atv(Integer, Integer, double *, double *);

static int ex1(void), ex2(void);

int main(void)
{

Integer exit_status_ex1 = 0;
Integer exit_status_ex2 = 0;

printf("nag_real_symm_sparse_eigensystem_iter (f12fbc) Example "
"Program Results\n");
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exit_status_ex1 = ex1();
exit_status_ex2 = ex2();

return (exit_status_ex1 == 0 && exit_status_ex2 == 0) ? 0 : 1;
}

int ex1(void)
{

/* Constants */
Integer licomm = 140, imon = 0;
/* Scalars */
double estnrm, h2, sigma;
Integer exit_status = 0, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift;
/* Nag types */
NagError fail;
/* Arrays */
double *dd = 0, *dl = 0, *du = 0, *du2 = 0, *comm = 0, *eigest = 0;
double *eigv = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("\nExample 1\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read values for nx, nev and cnv from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);
#endif

/* Allocate memory */
lcomm = 3 * n + ncv * ncv + 8 * ncv + 60;
if (!(dd = NAG_ALLOC(n, double)) ||

!(dl = NAG_ALLOC(n, double)) ||
!(du = NAG_ALLOC(n, double)) ||
!(du2 = NAG_ALLOC(n, double)) ||
!(comm = NAG_ALLOC(lcomm, double)) ||
!(eigv = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_symm_sparse_eigensystem_init (f12fac). */
nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_init "
"(f12fac).\n%s\n", fail.message);

exit_status = 1;
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goto END;
}
/* Select the required spectrum using

nag_real_symm_sparse_eigensystem_option (f12fdc). */
nag_real_symm_sparse_eigensystem_option("largest magnitude", icomm, comm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_option "
"(f12fdc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
/* Select the required mode */
nag_real_symm_sparse_eigensystem_option("shifted inverse", icomm, comm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_option "
"(f12fdc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

h2 = 1.0 / (double) ((n + 1) * (n + 1));
sigma = 0.0;
for (j = 0; j <= n - 1; ++j) {

dd[j] = 2.0 / h2 - sigma;
dl[j] = -1.0 / h2;
du[j] = dl[j];

}
my_dgttrf(n, dl, dd, du, du2, ipiv, &info);

irevcm = 0;
REVCOMLOOP:

/* Repeated calls to reverse communication routine
nag_real_symm_sparse_eigensystem_iter (f12fbc). */

nag_real_symm_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1 || irevcm == 1) {

/* Perform y <--- OP*x = inv[A-SIGMA*I]*x. */
/* Use my_dgttrs, a cut down C version of Lapack’s dgttrs. */
my_dgttrs(n, dl, dd, du, du2, ipiv, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_symm_sparse_eigensystem_monit (f12fec). */

nag_real_symm_sparse_eigensystem_monit(&niter, &nconv, eigv, eigest,
icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest, nev,
&estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_symm_sparse_eigensystem_sol
(f12fcc) to compute eigenvalues/vectors. */

nag_real_symm_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

printf("\n The %4" NAG_IFMT " Ritz values", nconv);
printf(" closest to %8.4f are:\n\n", sigma);
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s%12.4f\n", j + 1, "", eigv[j]);
}

}
else {

printf(" Error from "
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"nag_real_symm_sparse_eigensystem_iter (f12fbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void my_dgttrf(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine dgttrf with argument

checking removed */
/* Scalars */
double temp, fact;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = 0.0;
}
for (i = 0; i < n - 2; i++) {

if (fabs(d[i]) >= fabs(dl[i])) {
/* No row interchange required, eliminate dl[i]. */
if (d[i] != 0.0) {

fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
du2[i] = du[i + 1];
du[i + 1] = -fact * du[i + 1];
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i]) >= fabs(dl[i])) {

if (d[i] != 0.0) {
fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

fact = d[i] / dl[i];
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d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (d[i] == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_dgttrs(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
double b[], double y[])

{
/* A simple C version of the Lapack routine dgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Integer i, ip;
double temp;
/* Solve L*x = b. */
for (i = 0; i <= n - 1; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

ip = ipiv[i];
temp = y[i + 1 - ip + i] - dl[i] * y[ip];
y[i] = y[ip];
y[i + 1] = temp;

}
/* Solve U*x = b. */
y[n - 1] = y[n - 1] / d[n - 1];
if (n > 1) {

y[n - 2] = (y[n - 2] - du[n - 2] * y[n - 1]) / d[n - 2];
}
for (i = n - 3; i >= 0; --i) {

y[i] = (y[i] - du[i] * y[i + 1] - du2[i] * y[i + 2]) / d[i];
}
return;

}

int ex2(void)
{

/* Constants */
Integer licomm = 140;
/* Scalars */
double sigma = 0, axnorm;
Integer exit_status = 0, irevcm, j, lcomm, m, n, nconv, ncv;
Integer nev, nshift;
NagError fail;
/* Arrays */
double *comm = 0, *eigv = 0, *eigest = 0;
double *resid = 0, *v = 0, *ax = 0;
Integer *icomm = 0;
/* Ponters */
double *mx = 0, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("\nExample 2\n");
/* Skip heading in data file. */

#ifdef _WIN32
scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read values for m, n, nev and cnv from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "*[^\n] ",
&m, &n, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "*[^\n] ",

&m, &n, &nev, &ncv);
#endif

/* Allocate memory */
lcomm = 3 * n + ncv * ncv + 8 * ncv + 60;
if (!(comm = NAG_ALLOC(lcomm, double)) ||

!(eigv = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(ax = NAG_ALLOC(m, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_symm_sparse_eigensystem_init (f12fac). */
nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_init "
"(f12fac).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
irevcm = 0;

REVCOMLOOP:
/* Repeated calls to reverse communication routine

nag_real_symm_sparse_eigensystem_iter (f12fbc). */
nag_real_symm_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,

&nshift, comm, icomm, &fail);
if (irevcm != 5) {

if (irevcm == -1 || irevcm == 1) {
/* Perform matrix vector multiplication y <--- Op*x */
av(m, n, x, ax);
atv(m, n, ax, y);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_symm_sparse_eigensystem_sol
(f12fcc) to compute singular values/vectors. */

nag_real_symm_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

/* Singular values (squared) are returned in eigv and the
corresponding right singular vectors are returned in the first
nev n-length vectors in v. */

printf("\n The %4" NAG_IFMT " leading Singular values and", nconv);
printf(" direct residuals are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

eigv[j] = sqrt(eigv[j]);
/* Compute the left singular vectors from the formula

u = Av/sigma
u should have norm 1 so divide by norm(Av). */

av(m, n, &v[j * n], ax);
/* Compute 2-norm of Av using nag_dge_norm (f16rac). */
nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, m, 1, ax,

m, &axnorm, &fail);
resid[j] = axnorm * fabs(1.0 - eigv[j] / axnorm);
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printf("%8" NAG_IFMT "%5s%12.4f%5s%12.7f\n", j + 1, "", eigv[j], "",
resid[j]);

}
}
else {

printf(" Error from "
"nag_real_symm_sparse_eigensystem_iter (f12fbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(ax);
NAG_FREE(icomm);

return exit_status;
}

static void av(Integer m, Integer n, double *x, double *w)
{

/* Computes w <- A*x. */
/* Local Scalars */
double h, k, s, t;
Integer i, j;
h = 1.0 / (double) (m + 1);
k = 1.0 / (double) (n + 1);
for (i = 0; i < m; ++i) {

w[i] = 0.0;
}
t = 0.0;

for (j = 0; j < n; ++j) {
t = t + k;
s = 0.0;
for (i = 0; i < j + 1; i++) {

s = s + h;
w[i] = w[i] + k * s * (t - 1.0) * x[j];

}
for (i = j + 1; i < m; ++i) {

s = s + h;
w[i] = w[i] + k * t * (s - 1.0) * x[j];

}
}
return;

} /* av */

static void atv(Integer m, Integer n, double *x, double *y)
{

/* Computes y <- A’*w. */
/* Local Scalars */
double h, k, s, t;
Integer i, j;
h = 1.0 / (double) (m + 1);
k = 1.0 / (double) (n + 1);
for (i = 0; i < n; ++i) {

y[i] = 0.0;
}
t = 0.0;
for (j = 0; j < n; ++j) {

t = t + k;
s = 0.0;
for (i = 0; i < j + 1; ++i) {

s = s + h;
y[j] = y[j] + k * s * (t - 1.0) * x[i];

}
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for (i = j + 1; i < m; ++i) {
s = s + h;
y[j] = y[j] + k * t * (s - 1.0) * x[i];

}
}
return;

} /* atv */

10.2 Program Data

nag_real_symm_sparse_eigensystem_iter (f12fbc) Example Program Data
Example 1
100 4 10 : Values for n, nev and ncv

Example 2
500 100 4 10 : Values for m, n, nev and ncv

10.3 Program Results

nag_real_symm_sparse_eigensystem_iter (f12fbc) Example Program Results

Example 1

The 4 Ritz values closest to 0.0000 are:

1 9.8688
2 39.4657
3 88.7620
4 157.7101

Example 2

The 4 leading Singular values and direct residuals are:

1 0.0410 0.0000000
2 0.0605 0.0000000
3 0.1178 0.0000000
4 0.5572 0.0000000
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NAG Library Function Document

nag_real_symm_sparse_eigensystem_sol (f12fcc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_symm_sparse_eigensystem_option (f12fdc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_real_symm_sparse_eigensystem_option
(f12fdc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_real_symm_sparse_eigensystem_sol (f12fcc) is a post-processing function in a suite of functions
which includes nag_real_symm_sparse_eigensystem_init (f12fac), nag_real_symm_sparse_eigensyste
m_iter (f12fbc), nag_real_symm_sparse_eigensystem_option (f12fdc) and nag_real_symm_sparse_ei
gensystem_monit (f12fec). nag_real_symm_sparse_eigensystem_sol (f12fcc) must be called following a
final exit from nag_real_symm_sparse_eigensystem_iter (f12fbc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_sparse_eigensystem_sol (Integer *nconv, double d[],
double z[], double sigma, const double resid[], double v[],
double comm[], Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and symmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and symmetric problems.

Following a call to nag_real_symm_sparse_eigensystem_iter (f12fbc), nag_real_symm_sparse_eigensys
tem_sol (f12fcc) returns the converged approximations to eigenvalues and (optionally) the
corresponding approximate eigenvectors and/or an orthonormal basis for the associated approximate
invariant subspace. The eigenvalues (and eigenvectors) are selected from those of a standard or
generalized eigenvalue problem defined by real symmetric matrices. There is negligible additional cost
to obtain eigenvectors; an orthonormal basis is always computed, but there is an additional storage cost
if both are requested.

nag_real_symm_sparse_eigensystem_sol (f12fcc) is based on the function dseupd from the ARPACK
package, which uses the Implicitly Restarted Lanczos iteration method. The method is described in
Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use within the ARPACK software is
described in great detail in Lehoucq et al. (1998). An evaluation of software for computing eigenvalues
of sparse symmetric matrices is provided in Lehoucq and Scott (1996). This suite of functions offers the
same functionality as the ARPACK software for real symmetric problems, but the interface design is
quite different in order to make the option setting clearer and to simplify some of the interfaces.

nag_real_symm_sparse_eigensystem_sol (f12fcc), is a post-processing function that must be called
following a successful final exit from nag_real_symm_sparse_eigensystem_iter (f12fbc). nag_real_
symm_sparse_eigensystem_sol (f12fcc) uses data returned from nag_real_symm_sparse_eigensystem_i
ter (f12fbc) and options, set either by default or explicitly by calling nag_real_symm_sparse_eigen
system_option (f12fdc), to return the converged approximations to selected eigenvalues and
(optionally):
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– the corresponding approximate eigenvectors;

– an orthonormal basis for the associated approximate invariant subspace;

– both.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: nconv – Integer * Output

On exit: the number of converged eigenvalues as found by nag_real_symm_sparse_eigensyste
m_iter (f12fbc).

2: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least ncv (see nag_real_symm_sparse_ei
gensystem_init (f12fac)).

On exit: the first nconv locations of the array d contain the converged approximate eigenvalues.

3: z½n� nevþ 1ð Þ� – double Output

On exit: if the default option Vectors ¼ RITZ (see nag_real_symm_sparse_eigensystem_option
(f12fdc)) has been selected then z contains the final set of eigenvectors corresponding to the
eigenvalues held in d. The real eigenvector associated with an eigenvalue is stored in the
corresponding array section of z.

4: sigma – double Input

On entry: if one of the Shifted Inverse (see nag_real_symm_sparse_eigensystem_option
(f12fdc)) modes has been selected then sigma contains the real shift used; otherwise sigma is
not referenced.

5: resid½dim� – const double Input

Note: the dimension, dim, of the array resid must be at least n (see nag_real_symm_sparse_ei
gensystem_init (f12fac)).

On entry: must not be modified following a call to nag_real_symm_sparse_eigensystem_iter
(f12fbc) since it contains data required by nag_real_symm_sparse_eigensystem_sol (f12fcc).

6: v½n� ncv� – double Input/Output

The ith element of the jth basis vector is stored in location v½n� j � 1ð Þ þ i � 1�, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;ncv.

On entry: the ncv sections of v, of length n, contain the Lanczos basis vectors for OP as
constructed by nag_real_symm_sparse_eigensystem_iter (f12fbc).
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On exit: if the option Vectors ¼ SCHUR has been set, or the option Vectors ¼ RITZ has been
set and a separate array z has been passed (i.e., z does not equal v), then the first nconv sections
of v, of length n, will contain approximate Schur vectors that span the desired invariant subspace.

7: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_real_symm_sparse_eigensystem_init (f12fac)).

On initial entry: must remain unchanged from the prior call to nag_real_symm_sparse_eigen
system_init (f12fac).

On exit: contains data on the current state of the solution.

8: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_symm_sparse_eigensystem_init (f12fac)).

On initial entry: must remain unchanged from the prior call to nag_real_symm_sparse_eigen
system_init (f12fac).

On exit: contains data on the current state of the solution.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, Vectors ¼ SELECT, but this is not yet implemented.

NE_MAX_ITER

During calculation of a tridiagonal form, there was a failure to compute valueh i eigenvalues in a
total of valueh i iterations.

NE_MISSING_CALL

Either the function was called out of sequence (following an initial call to the setup function and
following completion of calls to the reverse communication function) or the communication
arrays have become corrupted.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RITZ_COUNT

Got a different count of the number of converged Ritz values than the value passed to it through
the argument icomm: number counted ¼ valueh i, number expected ¼ valueh i. This usually
indicates that a communication array has been altered or has become corrupted between calls to
nag_real_symm_sparse_eigensystem_iter (f12fbc) and nag_real_symm_sparse_eigensystem_sol
(f12fcc).

NE_ZERO_EIGS_FOUND

The number of eigenvalues found to sufficient accuracy, as communicated through the argument
icomm, is zero. You should experiment with different values of nev and ncv, or select a different
computational mode or increase the maximum number of iterations prior to calling
nag_real_symm_sparse_eigensystem_iter (f12fbc).

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_real_symm_sparse_eigensystem_sol (f12fcc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_real_symm_sparse_eigensystem_sol (f12fcc) makes calls to BLAS and/or LAPACK routines,
which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in regular mode, where A and B are obtained from the standard central
difference discretization of the one-dimensional Laplacian operator d2u

dx2
on 0; 1½ �, with zero Dirichlet

boundary conditions.

10.1 Program Text

/* nag_real_symm_sparse_eigensystem_sol (f12fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void av(Integer, double *);
static void mv(Integer, double *, double *);
static void my_dgttrf(Integer, double *, double *, double *,

double *, Integer *, Integer *);
static void my_dgttrs(Integer, double *, double *, double *,

double *, Integer *, double *, double *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;

/* Scalars */
double estnrm, h, r1, r2, sigma = 0.0;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift;
/* Nag types */
NagError fail;
/* Arrays */
double *dd = 0, *dl = 0, *du = 0, *du2 = 0, *comm = 0, *eigest = 0;
double *eigv = 0, *resid = 0, *v = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_symm_sparse_eigensystem_sol (f12fcc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read values for nx, nev and cnv from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);
#endif

/* Allocate memory */
lcomm = 3 * n + ncv * ncv + 8 * ncv + 60;
if (!(dd = NAG_ALLOC(n, double)) ||

!(dl = NAG_ALLOC(n, double)) ||
!(du = NAG_ALLOC(n, double)) ||
!(du2 = NAG_ALLOC(n, double)) ||
!(comm = NAG_ALLOC(lcomm, double)) ||
!(eigv = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_symm_sparse_eigensystem_init (f12fac). */
nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_real_symm_sparse_eigensystem_init "
"(f12fac).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
/* Select the problem type using

nag_real_symm_sparse_eigensystem_option (f12fdc). */
nag_real_symm_sparse_eigensystem_option("generalized", icomm, comm, &fail);
if (fail.code != NE_NOERROR) {

printf(" Error from nag_real_symm_sparse_eigensystem_option "
"(f12fdc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

/* Setup M and factorise */
h = 1.0 / (double) (n + 1);
r1 = 2.0 * h / 3.0;
r2 = h / 6.0;
for (j = 0; j <= n - 1; ++j) {

dd[j] = r1;
dl[j] = r2;
du[j] = r2;

}
my_dgttrf(n, dl, dd, du, du2, ipiv, &info);

irevcm = 0;
REVCOMLOOP:

/* Repeated calls to reverse communication routine
nag_real_symm_sparse_eigensystem_iter (f12fbc). */

nag_real_symm_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1 || irevcm == 1) {

/* Perform the following operations in order:
x <--- A*x;
y <--- inv[M]*x. */

av(n, x);
my_dgttrs(n, dl, dd, du, du2, ipiv, x, y);

}
else if (irevcm == 2) {

/* Perform y <--- M*x. */
mv(n, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_symm_sparse_eigensystem_monit (f12fec). */

nag_real_symm_sparse_eigensystem_monit(&niter, &nconv, eigv, eigest,
icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest, nev,
&estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_symm_sparse_eigensystem_sol (f12fcc)
to compute eigenvalues/vectors. */

nag_real_symm_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

printf("\n The %4" NAG_IFMT " generalized Ritz values", nconv);
printf(" of largest magnitude are:\n\n");
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s%9.1f\n", j + 1, "", eigv[j]);
}

}
else {
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printf(" Error from nag_real_symm_sparse_eigensystem_iter "
"(f12fbc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void mv(Integer n, double *v, double *y)
{

/* Scalars */
double h;
Integer j;

/* Function Body */
h = 1.0 / ((double) (n + 1) * 6.0);
y[0] = h * (v[0] * 4.0 + v[1]);
for (j = 1; j <= n - 2; ++j) {

y[j] = h * (v[j - 1] + v[j] * 4.0 + v[j + 1]);
}
y[n - 1] = h * (v[n - 2] + v[n - 1] * 4.0);

} /* mv */

static void av(Integer n, double *v)
{

/* Scalars */
double h, vj, vjm1;
Integer j;

/* Function Body */
h = (double) (n + 1);
vjm1 = v[0];
v[0] = h * (vjm1 * 2.0 - v[1]);
for (j = 1; j <= n - 2; ++j) {

vj = v[j];
v[j] = h * (-vjm1 + vj * 2.0 - v[j + 1]);
vjm1 = vj;

}
v[n - 1] = h * (-vjm1 + v[n - 1] * 2.0);

} /* av */

static void my_dgttrf(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine dgttrf with argument

checking removed */
/* Scalars */
double temp, fact;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = 0.0;
}
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for (i = 0; i < n - 2; i++) {
if (fabs(d[i]) >= fabs(dl[i])) {

/* No row interchange required, eliminate dl[i]. */
if (d[i] != 0.0) {

fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
du2[i] = du[i + 1];
du[i + 1] = -fact * du[i + 1];
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i]) >= fabs(dl[i])) {

if (d[i] != 0.0) {
fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (d[i] == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_dgttrs(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
double b[], double y[])

{
/* A simple C version of the Lapack routine dgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Integer i, ip;
double temp;
/* Solve L*x = b. */
for (i = 0; i <= n - 1; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

ip = ipiv[i];
temp = y[i + 1 - ip + i] - dl[i] * y[ip];
y[i] = y[ip];
y[i + 1] = temp;

}
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/* Solve U*x = b. */
y[n - 1] = y[n - 1] / d[n - 1];
if (n > 1) {

y[n - 2] = (y[n - 2] - du[n - 2] * y[n - 1]) / d[n - 2];
}
for (i = n - 3; i >= 0; --i) {

y[i] = (y[i] - du[i] * y[i + 1] - du2[i] * y[i + 2]) / d[i];
}
return;

}

10.2 Program Data

nag_real_symm_sparse_eigensystem_sol (f12fcc) Example Program Data
100 4 10 : Values for n, nev and ncv

10.3 Program Results

nag_real_symm_sparse_eigensystem_sol (f12fcc) Example Program Results

The 4 generalized Ritz values of largest magnitude are:

1 121003.5
2 121616.6
3 122057.5
4 122323.2
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NAG Library Function Document

nag_real_symm_sparse_eigensystem_option (f12fdc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then this function need not be called. If,
however, you wish to reset some or all of the settings please refer to Section 11 for a detailed
description of the specification of the optional parameters.

1 Purpose

nag_real_symm_sparse_eigensystem_option (f12fdc) is an option setting function in a suite of functions
consisting of nag_real_symm_sparse_eigensystem_init (f12fac), nag_real_symm_sparse_eigensystem_i
ter (f12fbc), nag_real_symm_sparse_eigensystem_sol (f12fcc), nag_real_symm_sparse_eigensystem_op
tion (f12fdc) and nag_real_symm_sparse_eigensystem_monit (f12fec), and may be used to supply
individual optional parameters to nag_real_symm_sparse_eigensystem_iter (f12fbc) and nag_real_
symm_sparse_eigensystem_sol (f12fcc). The initialization function nag_real_symm_sparse_eigensyste
m_init (f12fac) must have been called prior to calling nag_real_symm_sparse_eigensystem_option
(f12fdc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_sparse_eigensystem_option (const char *str,
Integer icomm[], double comm[], NagError *fail)

3 Description

nag_real_symm_sparse_eigensystem_option (f12fdc) may be used to supply values for optional
parameters to nag_real_symm_sparse_eigensystem_iter (f12fbc) and nag_real_symm_sparse_eigensys
tem_sol (f12fcc). It is only necessary to call nag_real_symm_sparse_eigensystem_option (f12fdc) for
those arguments whose values are to be different from their default values. One call to
nag_real_symm_sparse_eigensystem_option (f12fdc) sets one argument value.

Each optional parameter is defined by a single character string consisting of one or more items. The
items associated with a given option must be separated by spaces, or equals signs ¼½ �. Alphabetic
characters may be upper or lower case. The string

’Iteration Limit = 500’

is an example of a string used to set an optional parameter. For each option the string contains one or
more of the following items:

– a mandatory keyword;

– a phrase that qualifies the keyword;

– a number that specifies an Integer or double value. Such numbers may be up to 16 contiguous
characters in C's d or g format.

nag_real_symm_sparse_eigensystem_option (f12fdc) does not have an equivalent function from the
ARPACK package which passes options by directly setting values to scalar arguments or to specific
elements of array arguments. nag_real_symm_sparse_eigensystem_option (f12fdc) is intended to make
the passing of options more transparent and follows the same principle as the single option setting
functions in Chapter e04.

The setup function nag_real_symm_sparse_eigensystem_init (f12fac) must be called prior to the first
call to nag_real_symm_sparse_eigensystem_option (f12fdc) and all calls to nag_real_symm_sparse_ei
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gensystem_option (f12fdc) must precede the first call to nag_real_symm_sparse_eigensystem_iter
(f12fbc), the reverse communication iterative solver.

A complete list of optional parameters, their abbreviations, synonyms and default values is given in
Section 11.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: str – const char * Input

On entry: a single valid option string (as described in Section 3 and Section 11).

2: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_symm_sparse_eigensystem_init (f12fac)).

On initial entry: must remain unchanged following a call to the setup function
nag_real_symm_sparse_eigensystem_init (f12fac).

On exit: contains data on the current options set.

3: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least 60.

On initial entry: must remain unchanged following a call to the setup function
nag_real_symm_sparse_eigensystem_init (f12fac).

On exit: contains data on the current options set.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

Ambiguous keyword: valueh i
Keyword not recognized: valueh i
Second keyword not recognized: valueh i

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_real_symm_sparse_eigensystem_option (f12fdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �Bx in Shifted Inverse mode, where A and B are obtained from the
standard central difference discretization of the one-dimensional Laplacian operator @2u

@x2
on 0; 1½ �, with

zero Dirichlet boundary conditions. Data is passed to and from the reverse communication function
nag_real_symm_sparse_eigensystem_iter (f12fbc) using pointers to the communication array.

10.1 Program Text

/* nag_real_symm_sparse_eigensystem_option (f12fdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void mv(Integer, double *, double *);
static void my_dgttrf(Integer, double *, double *, double *,

double *, Integer *, Integer *);
static void my_dgttrs(Integer, double *, double *, double *,

double *, Integer *, double *, double *);
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int main(void)
{

/* Constants */
Integer licomm = 140, imon = 0;

/* Scalars */
double estnrm, h, r1, r2, sigma;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift;
/* Nag types */
NagError fail;
/* Arrays */
double *dd = 0, *dl = 0, *du = 0, *du2 = 0, *comm = 0, *eigest = 0;
double *eigv = 0, *resid = 0, *v = 0, *x2 = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_symm_sparse_eigensystem_option (f12fdc) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read values for nx, nev and cnv from data file. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);
#endif

/* Allocate memory */
lcomm = 3 * n + ncv * ncv + 8 * ncv + 60;
if (!(dd = NAG_ALLOC(n, double)) ||

!(dl = NAG_ALLOC(n, double)) ||
!(du = NAG_ALLOC(n, double)) ||
!(du2 = NAG_ALLOC(n, double)) ||
!(comm = NAG_ALLOC(lcomm, double)) ||
!(eigv = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(x2 = NAG_ALLOC(n, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Initialize communication arrays for problem using

nag_real_symm_sparse_eigensystem_init (f12fac). */
nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,

lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_init (f12fac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Select the problem type using

nag_real_symm_sparse_eigensystem_option (f12fdc). */
nag_real_symm_sparse_eigensystem_option("generalized", icomm, comm, &fail);

/* Select the operating mode using
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nag_real_symm_sparse_eigensystem_option (f12fdc). */
nag_real_symm_sparse_eigensystem_option("shifted inverse", icomm, comm,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_option (f12fdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Setup M and factorise */
h = 1.0 / (double) (n + 1);
r1 = 2.0 * h / 3.0;
r2 = h / 6.0;
sigma = 0.0;
for (j = 0; j <= n - 1; ++j) {

dd[j] = 2.0 / h - sigma * r1;
dl[j] = -1.0 / h - sigma * r2;
du[j] = dl[j];

}
my_dgttrf(n, dl, dd, du, du2, ipiv, &info);

irevcm = 0;
REVCOMLOOP:

/* Repeated calls to reverse communication routine
nag_real_symm_sparse_eigensystem_iter (f12fbc). */

nag_real_symm_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1) {

/* Perform y <--- OP*x = inv[A-SIGMA*M]*M*x. */
mv(n, x, x2);
my_dgttrs(n, dl, dd, du, du2, ipiv, x2, y);

}
else if (irevcm == 1) {

/* Perform y <-- OP*x = inv[A-sigma*M]*M*x;
M*x has been saved in COMM(ICOMM(3)) or MX. */

my_dgttrs(n, dl, dd, du, du2, ipiv, mx, y);
}
else if (irevcm == 2) {

/* Perform y <--- M*x. */
mv(n, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_symm_sparse_eigensystem_monit (f12fec). */

nag_real_symm_sparse_eigensystem_monit(&niter, &nconv, eigv, eigest,
icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest, nev,
&estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_symm_sparse_eigensystem_sol
(f12fcc) to compute eigenvalues/vectors. */

nag_real_symm_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

printf("\n The %4" NAG_IFMT " generalized Ritz values", nconv);
printf(" closest to %8.4f are:\n\n", sigma);
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s%12.4f\n", j + 1, "", eigv[j]);
}

}
else {

printf(" Error from nag_real_symm_sparse_eigensystem_iter "
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"(f12fbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(x2);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void mv(Integer n, double *v, double *y)
{

/* Scalars */
double h;
Integer j;

/* Function Body */
h = 1.0 / ((double) (n + 1) * 6.);
y[0] = h * (v[0] * 4.0 + v[1]);
for (j = 1; j <= n - 2; ++j) {

y[j] = h * (v[j - 1] + v[j] * 4.0 + v[j + 1]);
}
y[n - 1] = h * (v[n - 2] + v[n - 1] * 4.0);
return;

} /* mv */

static void my_dgttrf(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine dgttrf with argument

checking removed */
/* Scalars */
double temp, fact;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = 0.0;
}
for (i = 0; i < n - 2; i++) {

if (fabs(d[i]) >= fabs(dl[i])) {
/* No row interchange required, eliminate dl[i]. */
if (d[i] != 0.0) {

fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
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du2[i] = du[i + 1];
du[i + 1] = -fact * du[i + 1];
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i]) >= fabs(dl[i])) {

if (d[i] != 0.0) {
fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (d[i] == 0.0) {
*info = i;
goto END;

}
}

END:
return;

}

static void my_dgttrs(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
double b[], double y[])

{
/* A simple C version of the Lapack routine dgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Integer i, ip;
double temp;
/* Solve L*x = b. */
for (i = 0; i <= n - 1; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

ip = ipiv[i];
temp = y[i + 1 - ip + i] - dl[i] * y[ip];
y[i] = y[ip];
y[i + 1] = temp;

}
/* Solve U*x = b. */
y[n - 1] = y[n - 1] / d[n - 1];
if (n > 1) {

y[n - 2] = (y[n - 2] - du[n - 2] * y[n - 1]) / d[n - 2];
}
for (i = n - 3; i >= 0; --i) {

y[i] = (y[i] - du[i] * y[i + 1] - du2[i] * y[i + 2]) / d[i];
}
return;

}

10.2 Program Data

nag_real_symm_sparse_eigensystem_option (f12fdc) Example Program Data
100 4 10 : Values for n, nev and ncv
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10.3 Program Results

nag_real_symm_sparse_eigensystem_option (f12fdc) Example Program Results

The 4 generalized Ritz values closest to 0.0000 are:

1 9.8704
2 39.4912
3 88.8909
4 158.1175

11 Optional Parameters

Several optional parameters for the computational functions nag_real_symm_sparse_eigensystem_iter
(f12fbc) and nag_real_symm_sparse_eigensystem_sol (f12fcc) define choices in the problem specifica-
tion or the algorithm logic. In order to reduce the number of formal arguments of
nag_real_symm_sparse_eigensystem_iter (f12fbc) and nag_real_symm_sparse_eigensystem_sol
(f12fcc) these optional parameters have associated default values that are appropriate for most
problems. Therefore, you need only specify those optional parameters whose values are to be different
from their default values.

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 11.1.

Advisory

Both Ends

Buckling

Cayley

Defaults

Exact Shifts

Generalized

Initial Residual

Iteration Limit

Largest Algebraic

Largest Magnitude

List

Monitoring

Nolist

Print Level

Random Residual

Regular

Regular Inverse

Shifted Inverse

Smallest Algebraic

Smallest Magnitude

Standard

Supplied Shifts

Tolerance

Vectors

Optional parameters may be specified by calling nag_real_symm_sparse_eigensystem_option (f12fdc)
before a call to nag_real_symm_sparse_eigensystem_iter (f12fbc), but after a call to nag_real_symm_
sparse_eigensystem_init (f12fac). One call is necessary for each optional parameter.
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All optional parameters you do not specify are set to their default values. Optional parameters you do
specify are unaltered by nag_real_symm_sparse_eigensystem_iter (f12fbc) and nag_real_symm_spar
se_eigensystem_sol (f12fcc) (unless they define invalid values) and so remain in effect for subsequent
calls unless you alter them.

11.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined;

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).

Keywords and character values are case and white space insensitive.

Optional parameters used to specify files (e.g., Advisory and Monitoring) have type Nag_FileID. This
ID value must either be set to 0 (the default value) in which case there will be no output, or will be as
returned by a call of nag_open_file (x04acc).

Advisory Default ¼ 0

(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Advisory messages are output to Nag_FileID Advisory during the solution of the problem.

Defaults

This special keyword may be used to reset all optional parameters to their default values.

Exact Shifts Default
Supplied Shifts

During the Lanczos iterative process, shifts are applied internally as part of the implicit restarting
scheme. The shift strategy used by default and selected by the Exact Shifts is strongly recommended
over the alternative Supplied Shifts (see Lehoucq et al. (1998) for details of shift strategies).

If Exact Shifts are used then these are computed internally by the algorithm in the implicit restarting
scheme.

If Supplied Shifts are used then, during the Lanczos iterative process, you must supply shifts through
array arguments of nag_real_symm_sparse_eigensystem_iter (f12fbc) when nag_real_symm_sparse_ei
gensystem_iter (f12fbc) returns with irevcm ¼ 3; the real and imaginary parts of the shifts are supplied
in y and mx respectively. This option should only be used if you are an experienced user since this
requires some algorithmic knowledge and because more operations are usually required than for the
implicit shift scheme. Details on the use of explicit shifts and further references on shift strategies are
available in Lehoucq et al. (1998).

Iteration Limit i Default ¼ 300

The limit on the number of Lanczos iterations that can be performed before nag_real_symm_sparse_ei
gensystem_iter (f12fbc) exits. If not all requested eigenvalues have converged to within Tolerance and
the number of Lanczos iterations has reached this limit then nag_real_symm_sparse_eigensystem_iter
(f12fbc) exits with an error; nag_real_symm_sparse_eigensystem_sol (f12fcc) can still be called
subsequently to return the number of converged eigenvalues, the converged eigenvalues and, if
requested, the corresponding eigenvectors.
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Largest Magnitude Default
Both Ends
Largest Algebraic
Smallest Algebraic
Smallest Magnitude

The Lanczos iterative method converges on a number of eigenvalues with given properties. The default
is for nag_real_symm_sparse_eigensystem_iter (f12fbc) to compute the eigenvalues of largest
magnitude using Largest Magnitude. Alternatively, eigenvalues may be chosen which have
Largest Algebraic part, Smallest Magnitude, or Smallest Algebraic part; or eigenvalues which are
from Both Ends of the algebraic spectrum.

Note that these options select the eigenvalue properties for eigenvalues of OP (and B for Generalized
problems), the linear operator determined by the computational mode and problem type.

Nolist Default
List

Normally each optional parameter specification is not printed to Advisory as it is supplied. Optional
parameter List may be used to enable printing and optional parameter Nolist may be used to suppress
the printing.

Monitoring Default ¼ �1
(See Section 2.3.1.1 in How to Use the NAG Library and its Documentation for further information on
NAG data types.)

Unless Monitoring is set to �1 (the default), monitoring information is output to Nag_FileID
Monitoring during the solution of each problem; this may be the same as Advisory. The type of
information produced is dependent on the value of Print Level, see the description of the optional
parameter Print Level in this section for details of the information produced. Please see nag_open_file
(x04acc) to associate a file with a given Nag_FileID.

Print Level i Default ¼ 0

This controls the amount of printing produced by nag_real_symm_sparse_eigensystem_option (f12fdc)
as follows.

¼ 0 No output except error messages. If you want to suppress all output, set Print Level ¼ 0.

> 0 The set of selected options.

¼ 2 Problem and timing statistics on final exit from nag_real_symm_sparse_eigensystem_iter
(f12fbc).

	 5 A single line of summary output at each Lanczos iteration.

	 10 If Monitoring is set, then at each iteration, the length and additional steps of the current
Lanczos factorization and the number of converged Ritz values; during re-orthogonalization,
the norm of initial/restarted starting vector; on a final Lanczos iteration, the number of update
iterations taken, the number of converged eigenvalues, the converged eigenvalues and their
Ritz estimates.

	 20 Problem and timing statistics on final exit from nag_real_symm_sparse_eigensystem_iter
(f12fbc). If Monitoring is set, then at each iteration, the number of shifts being applied, the
eigenvalues and estimates of the symmetric tridiagonal matrix H, the size of the Lanczos
basis, the wanted Ritz values and associated Ritz estimates and the shifts applied; vector
norms prior to and following re-orthogonalization.

f12fdc NAG Library Manual

f12fdc.10 Mark 26



	 30 If Monitoring is set, then on final iteration, the norm of the residual; when computing the
Schur form, the eigenvalues and Ritz estimates both before and after sorting; for each
iteration, the norm of residual for compressed factorization and the symmetric tridiagonal
matrix H; during re-orthogonalization, the initial/restarted starting vector; during the Lanczos
iteration loop, a restart is flagged and the number of the residual requiring iterative refinement;
while applying shifts, some indices.

	 40 If Monitoring is set, then during the Lanczos iteration loop, the Lanczos vector number and
norm of the current residual; while applying shifts, key measures of progress and the order of
H; while computing eigenvalues of H, the last rows of the Schur and eigenvector matrices;
when computing implicit shifts, the eigenvalues and Ritz estimates of H.

	 50 If Monitoring is set, then during Lanczos iteration loop: norms of key components and the
active column of H, norms of residuals during iterative refinement, the final symmetric
tridiagonal matrix H; while applying shifts: number of shifts, shift values, block indices,
updated tridiagonal matrix H; while computing eigenvalues of H: the diagonals of H, the
computed eigenvalues and Ritz estimates.

Note that setting Print Level 	 30 can result in very lengthy Monitoring output.

Note that setting Print Level 	 30 can result in very lengthy Monitoring output.

Random Residual Default
Initial Residual

To begin the Lanczos iterative process, nag_real_symm_sparse_eigensystem_iter (f12fbc) requires an
initial residual vector. By default nag_real_symm_sparse_eigensystem_iter (f12fbc) provides its own
random initial residual vector; this option can also be set using optional parameter Random Residual.
Alternatively, you can supply an initial residual vector (perhaps from a previous computation) to
nag_real_symm_sparse_eigensystem_iter (f12fbc) through the array argument resid; this option can be
set using optional parameter Initial Residual.

Regular Default
Regular Inverse
Shifted Inverse
Buckling
Cayley

These options define the computational mode which in turn defines the form of operation OP xð Þ to be
performed when nag_real_symm_sparse_eigensystem_iter (f12fbc) returns with irevcm ¼ �1 or 1 and
the matrix-vector product Bx when nag_real_symm_sparse_eigensystem_iter (f12fbc) returns with
irevcm ¼ 2.

Given a Standard eigenvalue problem in the form Ax ¼ �x then the following modes are available
with the appropriate operator OP xð Þ.

Regular OP ¼ A
Shifted Inverse OP ¼ A� �Ið Þ�1 where � is real

Given a Generalized eigenvalue problem in the form Ax ¼ �Bx then the following modes are
available with the appropriate operator OP xð Þ.

Regular Inverse OP ¼ B�1A
Shifted Inverse OP ¼ A� �Bð Þ�1B, where � is real
Buckling OP ¼ B� �Að Þ�1A, where � is real
Cayley OP ¼ A� �Bð Þ�1 Aþ �Bð Þ, where � is real
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Standard Default
Generalized

The problem to be solved is either a standard eigenvalue problem, Ax ¼ �x, or a generalized
eigenvalue problem, Ax ¼ �Bx. The optional parameter Standard should be used when a standard
eigenvalue problem is being solved and the optional parameter Generalized should be used when a
generalized eigenvalue problem is being solved.

Tolerance r Default ¼ �
An approximate eigenvalue has deemed to have converged when the corresponding Ritz estimate is
within Tolerance relative to the magnitude of the eigenvalue.

Vectors Default ¼ RITZ

The function nag_real_symm_sparse_eigensystem_sol (f12fcc) can optionally compute the Schur
vectors and/or the eigenvectors corresponding to the converged eigenvalues. To turn off computation of
any vectors the option Vectors ¼ NONE should be set. To compute only the Schur vectors (at very
little extra cost), the option Vectors ¼ SCHUR should be set and these will be returned in the array
argument v of nag_real_symm_sparse_eigensystem_sol (f12fcc). To compute the eigenvectors (Ritz
vectors) corresponding to the eigenvalue estimates, the option Vectors ¼ RITZ should be set and these
will be returned in the array argument z of nag_real_symm_sparse_eigensystem_sol (f12fcc), if z is set
equal to v (as in Section 10) then the Schur vectors in v are overwritten by the eigenvectors computed
by nag_real_symm_sparse_eigensystem_sol (f12fcc).
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NAG Library Function Document

nag_real_symm_sparse_eigensystem_monit (f12fec)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_symm_sparse_eigensystem_option (f12fdc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_real_symm_sparse_eigensystem_option
(f12fdc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_real_symm_sparse_eigensystem_monit (f12fec) can be used to return additional monitoring
information during computation. It is in a suite of functions which includes nag_real_symm_sparse_ei
gensystem_init (f12fac), nag_real_symm_sparse_eigensystem_iter (f12fbc), nag_real_symm_sparse_ei
gensystem_sol (f12fcc) and nag_real_symm_sparse_eigensystem_option (f12fdc).

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_sparse_eigensystem_monit (Integer *niter, Integer *nconv,
double ritz[], double rzest[], const Integer icomm[],
const double comm[])

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
sparse, real and symmetric. The suite can also be used to find selected eigenvalues/eigenvectors of
smaller scale dense, real and symmetric problems.

On an intermediate exit from nag_real_symm_sparse_eigensystem_iter (f12fbc) with irevcm ¼ 4,
nag_real_symm_sparse_eigensystem_monit (f12fec) may be called to return monitoring information on
the progress of the Arnoldi iterative process. The information returned by nag_real_symm_sparse_ei
gensystem_monit (f12fec) is:

– the number of the current Arnoldi iteration;

– the number of converged eigenvalues at this point;

– the real and imaginary parts of the converged eigenvalues;

– the error bounds on the converged eigenvalues.

nag_real_symm_sparse_eigensystem_monit (f12fec) does not have an equivalent function from the
ARPACK package which prints various levels of detail of monitoring information through an output
channel controlled via an argument value (see Lehoucq et al. (1998) for details of ARPACK routines).
nag_real_symm_sparse_eigensystem_monit (f12fec) should not be called at any time other than
immediately following an irevcm ¼ 4 return from nag_real_symm_sparse_eigensystem_iter (f12fbc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory
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Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: niter – Integer * Output

On exit: the number of the current Arnoldi iteration.

2: nconv – Integer * Output

On exit: the number of converged eigenvalues so far.

3: ritz½dim� – double Output

Note: the dimension, dim, of the array ritz must be at least ncv (see nag_real_symm_sparse_ei
gensystem_init (f12fac)).

On exit: the first nconv locations of the array ritz contain the real converged approximate
eigenvalues.

4: rzest½dim� – double Output

Note: the dimension, dim, of the array rzest must be at least ncv (see nag_real_symm_sparse_ei
gensystem_init (f12fac)).

On exit: the first nconv locations of the array rzest contain the Ritz estimates (error bounds) on
the real nconv converged approximate eigenvalues.

5: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ, where licomm is
passed to the setup function (see nag_real_symm_sparse_eigensystem_init (f12fac)).

On entry: the array icomm output by the preceding call to nag_real_symm_sparse_eigensyste
m_iter (f12fbc).

6: comm½dim� – const double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ, where lcomm is
passed to the setup function (see nag_real_symm_sparse_eigensystem_init (f12fac)).

On entry: the array comm output by the preceding call to nag_real_symm_sparse_eigensyste
m_iter (f12fbc).

6 Error Indicators and Warnings

None.

7 Accuracy

A Ritz value, �, is deemed to have converged if its Ritz estimate � Tolerance� �j j. The default
Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_real_symm_sparse_eigensystem_monit (f12fec) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example solves Kx ¼ �KGx using the Buckling option (see nag_real_symm_sparse_eigensyste
m_option (f12fdc), where K and KG are obtained by the finite element method applied to the one-
dimensional discrete Laplacian operator @2u

@x2
on 0; 1½ �, with zero Dirichlet boundary conditions using

piecewise linear elements. The shift, �, is a real number, and the operator used in the Buckling iterative
process is OP ¼ inv K � �KGð Þ �K and B ¼ K.

10.1 Program Text

/* nag_real_symm_sparse_eigensystem_monit (f12fec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

static void av(Integer, double *, double *);
static void my_dgttrf(Integer, double *, double *, double *,

double *, Integer *, Integer *);
static void my_dgttrs(Integer, double *, double *, double *,

double *, Integer *, double *, double *);

int main(void)
{

/* Constants */
Integer licomm = 140, imon = 1;

/* Scalars */
double estnrm, h, r1, r2, sigma;
Integer exit_status, info, irevcm, j, lcomm, n, nconv, ncv;
Integer nev, niter, nshift;
/* Nag types */
NagError fail;
/* Arrays */
double *dd = 0, *dl = 0, *du = 0, *du2 = 0, *comm = 0, *eigest = 0;
double *eigv = 0, *resid = 0, *v = 0, *x2 = 0;
Integer *icomm = 0, *ipiv = 0;
/* Pointers */
double *mx = 0, *x = 0, *y = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_symm_sparse_eigensystem_monit (f12fec) Example "
"Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read values for nx, nev and cnv from data file. */
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nev, &ncv);

#endif

/* Allocate memory */
lcomm = 3 * n + ncv * ncv + 8 * ncv + 60;
if (!(dd = NAG_ALLOC(n, double)) ||

!(dl = NAG_ALLOC(n, double)) ||
!(du = NAG_ALLOC(n, double)) ||
!(du2 = NAG_ALLOC(n, double)) ||
!(comm = NAG_ALLOC(lcomm, double)) ||
!(eigv = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(x2 = NAG_ALLOC(n, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)) ||
!(ipiv = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize communication arrays for problem using
nag_real_symm_sparse_eigensystem_init (f12fac). */

nag_real_symm_sparse_eigensystem_init(n, nev, ncv, icomm, licomm, comm,
lcomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_real_symm_sparse_eigensystem_init "

"(f12fac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Select the problem type using

nag_real_symm_sparse_eigensystem_option (f12fdc). */
nag_real_symm_sparse_eigensystem_option("generalized", icomm, comm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_sparse_eigensystem_option "
"(f12fdc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

/* Select the operating mode (Buckling) using
nag_real_symm_sparse_eigensystem_option (f12fdc). */

nag_real_symm_sparse_eigensystem_option("buckling", icomm, comm, &fail);

/* Setup M and factorise */
h = 1.0 / (double) (n + 1);
r1 = 2.0 * h / 3.0;
r2 = h / 6.0;
sigma = 1.0;
for (j = 0; j <= n - 1; ++j) {

dd[j] = 2.0 / h - sigma * r1;
dl[j] = -1.0 / h - sigma * r2;
du[j] = dl[j];

}
my_dgttrf(n, dl, dd, du, du2, ipiv, &info);

irevcm = 0;
REVCOMLOOP:

/* Repeated calls to reverse communication routine
nag_real_symm_sparse_eigensystem_iter (f12fbc). */

nag_real_symm_sparse_eigensystem_iter(&irevcm, resid, v, &x, &y, &mx,
&nshift, comm, icomm, &fail);

if (irevcm != 5) {
if (irevcm == -1) {

/* Perform y <--- OP*x = inv[K-SIGMA*KG]*K*x. */
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av(n, x, x2);
my_dgttrs(n, dl, dd, du, du2, ipiv, x2, y);

}
else if (irevcm == 1) {

/* Perform y <-- OP*x = inv[K-sigma*KG]*K*x. */
my_dgttrs(n, dl, dd, du, du2, ipiv, mx, y);

}
else if (irevcm == 2) {

/* Perform y <--- K*x. */
av(n, x, y);

}
else if (irevcm == 4 && imon == 1) {

/* If imon=1, get monitoring information using
nag_real_symm_sparse_eigensystem_monit (f12fec). */

nag_real_symm_sparse_eigensystem_monit(&niter, &nconv, eigv, eigest,
icomm, comm);

/* Compute 2-norm of Ritz estimates using
nag_dge_norm (f16rac). */

nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, nev, 1, eigest, nev,
&estnrm, &fail);

printf("Iteration %3" NAG_IFMT ", ", niter);
printf(" No. converged = %3" NAG_IFMT ",", nconv);
printf(" norm of estimates = %17.8e\n", estnrm);

}
goto REVCOMLOOP;

}
if (fail.code == NE_NOERROR) {

/* Post-Process using nag_real_symm_sparse_eigensystem_sol
(f12fcc) to compute eigenvalues/vectors. */

nag_real_symm_sparse_eigensystem_sol(&nconv, eigv, v, sigma, resid, v,
comm, icomm, &fail);

printf("\n The %4" NAG_IFMT " generalized Ritz values", nconv);
printf(" closest to %8.4f are:\n\n", sigma);
for (j = 0; j <= nconv - 1; ++j) {

printf("%8" NAG_IFMT "%5s%12.4f\n", j + 1, "", eigv[j]);
}

}
else {

printf(" Error from nag_real_symm_sparse_eigensystem_iter "
"(f12fbc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(dd);
NAG_FREE(dl);
NAG_FREE(du);
NAG_FREE(du2);
NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(x2);
NAG_FREE(icomm);
NAG_FREE(ipiv);

return exit_status;
}

static void av(Integer n, double *v, double *y)
{

/* Scalars */
double h;
Integer j;

/* Function Body */
h = (double) (n + 1);
y[0] = h * (v[0] * 2.0 - v[1]);
for (j = 1; j <= n - 2; ++j) {

y[j] = h * (-v[j - 1] + v[j] * 2.0 - v[j + 1]);
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}
y[n - 1] = h * (-v[n - 2] + v[n - 1] * 2.0);
return;

} /* av */

static void my_dgttrf(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
Integer *info)

{
/* A simple C version of the Lapack routine dgttrf with argument

checking removed */
/* Scalars */
double temp, fact;
Integer i;
/* Function Body */
*info = 0;
for (i = 0; i < n; ++i) {

ipiv[i] = i;
}
for (i = 0; i < n - 2; ++i) {

du2[i] = 0.0;
}
for (i = 0; i < n - 2; i++) {

if (fabs(d[i]) >= fabs(dl[i])) {
/* No row interchange required, eliminate dl[i]. */
if (d[i] != 0.0) {

fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

/* Interchange rows I and I+1, eliminate dl[I] */
fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
du2[i] = du[i + 1];
du[i + 1] = -fact * du[i + 1];
ipiv[i] = i + 1;

}
}
if (n > 1) {

i = n - 2;
if (fabs(d[i]) >= fabs(dl[i])) {

if (d[i] != 0.0) {
fact = dl[i] / d[i];
dl[i] = fact;
d[i + 1] = d[i + 1] - fact * du[i];

}
}
else {

fact = d[i] / dl[i];
d[i] = dl[i];
dl[i] = fact;
temp = du[i];
du[i] = d[i + 1];
d[i + 1] = temp - fact * d[i + 1];
ipiv[i] = i + 1;

}
}
/* Check for a zero on the diagonal of U. */
for (i = 0; i < n; ++i) {

if (d[i] == 0.0) {
*info = i;
goto END;

}
}

END:
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return;
}

static void my_dgttrs(Integer n, double dl[], double d[],
double du[], double du2[], Integer ipiv[],
double b[], double y[])

{
/* A simple C version of the Lapack routine dgttrs with argument

checking removed, the number of right-hand-sides=1, Trans=’N’ */
/* Scalars */
Integer i, ip;
double temp;
/* Solve L*x = b. */
for (i = 0; i <= n - 1; ++i) {

y[i] = b[i];
}
for (i = 0; i < n - 1; ++i) {

ip = ipiv[i];
temp = y[i + 1 - ip + i] - dl[i] * y[ip];
y[i] = y[ip];
y[i + 1] = temp;

}
/* Solve U*x = b. */
y[n - 1] = y[n - 1] / d[n - 1];
if (n > 1) {

y[n - 2] = (y[n - 2] - du[n - 2] * y[n - 1]) / d[n - 2];
}
for (i = n - 3; i >= 0; --i) {

y[i] = (y[i] - du[i] * y[i + 1] - du2[i] * y[i + 2]) / d[i];
}
return;

}

10.2 Program Data

nag_real_symm_sparse_eigensystem_monit (f12fec) Example Program Data
100 4 10 : Values for n, nev and ncv

10.3 Program Results

nag_real_symm_sparse_eigensystem_monit (f12fec) Example Program Results
Iteration 1, No. converged = 0, norm of estimates = 2.05343313e-06
Iteration 2, No. converged = 2, norm of estimates = 6.07599403e-11
Iteration 3, No. converged = 3, norm of estimates = 5.26525802e-15

The 4 generalized Ritz values closest to 1.0000 are:

1 9.8704
2 39.4912
3 88.8909
4 158.1175
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NAG Library Function Document

nag_real_symm_banded_sparse_eigensystem_init (f12ffc)

1 Purpose

nag_real_symm_banded_sparse_eigensystem_init (f12ffc) is a setup function for nag_real_symm_ban
ded_sparse_eigensystem_sol (f12fgc) which can be used to find some eigenvalues (and optionally the
corresponding eigenvectors) of a standard or generalized eigenvalue problem defined by real, banded,
symmetric matrices. The banded matrix must be stored using the LAPACK storage format for real
banded nonsymmetric matrices.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_banded_sparse_eigensystem_init (Integer n, Integer nev,
Integer ncv, Integer icomm[], Integer licomm, double comm[],
Integer lcomm, NagError *fail)

3 Description

The pair of functions nag_real_symm_banded_sparse_eigensystem_init (f12ffc) and nag_real_symm_
banded_sparse_eigensystem_sol (f12fgc) together with the option setting function nag_real_symm_
sparse_eigensystem_option (f12fdc) are designed to calculate some of the eigenvalues, �, (and
optionally the corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a
generalized eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A
and B are banded real and symmetric.

nag_real_symm_banded_sparse_eigensystem_init (f12ffc) is a setup function which must be called
before the option setting function nag_real_symm_sparse_eigensystem_option (f12fdc) and the solver
function nag_real_symm_banded_sparse_eigensystem_sol (f12fgc). Internally, nag_real_symm_banded_
sparse_eigensystem_sol (f12fgc) makes calls to nag_real_symm_sparse_eigensystem_iter (f12fbc) and
nag_real_symm_sparse_eigensystem_sol (f12fcc); the function documents for nag_real_symm_spar
se_eigensystem_iter (f12fbc) and nag_real_symm_sparse_eigensystem_sol (f12fcc) should be consulted
for details of the algorithm used.

This setup function initializes the communication arrays, sets (to their default values) all options that
can be set by you via the option setting function nag_real_symm_sparse_eigensystem_option (f12fdc),
and checks that the lengths of the communication arrays as passed by you are of sufficient length. For
details of the options available and how to set them, see Section 11.1 in nag_real_symm_sparse_ei
gensystem_option (f12fdc).

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia
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5 Arguments

1: n – Integer Input

On entry: the order of the matrix A (and the order of the matrix B for the generalized problem)
that defines the eigenvalue problem.

Constraint: n > 0.

2: nev – Integer Input

On entry: the number of eigenvalues to be computed.

Constraint: 0 < nev < n� 1.

3: ncv – Integer Input

On entry: the number of Lanczos basis vectors to use during the computation.

At present there is no a priori analysis to guide the selection of ncv relative to nev. However, it
is recommended that ncv 	 2� nevþ 1. If many problems of the same type are to be solved,
you should experiment with increasing ncv while keeping nev fixed for a given test problem.
This will usually decrease the required number of matrix-vector operations but it also increases
the work and storage required to maintain the orthogonal basis vectors. The optimal ‘cross-over’
with respect to CPU time is problem dependent and must be determined empirically.

Constraint: nev < ncv � n.

4: icomm½max 1; licommð Þ� – Integer Communication Array

On exit: contains data to be communicated to nag_real_symm_banded_sparse_eigensystem_sol
(f12fgc).

5: licomm – Integer Input

On entry: the dimension of the array icomm.

If licomm ¼ �1, a workspace query is assumed and the function only calculates the required
dimensions of icomm and comm, which it returns in icomm½0� and comm½0� respectively.
Constraint: licomm 	 140 or licomm ¼ �1.

6: comm½max 1; lcommð Þ� – double Communication Array

On exit: contains data to be communicated to nag_real_symm_banded_sparse_eigensystem_sol
(f12fgc).

7: lcomm – Integer Input

On entry: the dimension of the array comm.

If lcomm ¼ �1, a workspace query is assumed and the function only calculates the dimensions
of icomm and comm required by nag_real_symm_banded_sparse_eigensystem_sol (f12fgc),
which it returns in icomm½0� and comm½0� respectively.
Constraint: lcomm 	 60 or lcomm ¼ �1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nev ¼ valueh i.
Constraint: nev > 0.

NE_INT_2

The length of the integer array comm is too small lcomm ¼ valueh i, but must be at least valueh i.
The length of the integer array icomm is too small licomm ¼ valueh i, but must be at least
valueh i.

NE_INT_3

On entry, ncv ¼ valueh i, nev ¼ valueh i and n ¼ valueh i.
Constraint: ncv > nevþ 1 and ncv � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_real_symm_banded_sparse_eigensystem_init (f12ffc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

The use of nag_real_symm_banded_sparse_eigensystem_init (f12ffc) is illustrated by the example
program of nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) (see Section 10 in nag_real_
symm_banded_sparse_eigensystem_sol (f12fgc)).
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NAG Library Function Document

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc)

Note: this function uses optional parameters to define choices in the problem specification. If you wish
to use default settings for all of the optional parameters, then the option setting function
nag_real_symm_sparse_eigensystem_option (f12fdc) need not be called. If, however, you wish to reset
some or all of the settings please refer to Section 11 in nag_real_symm_sparse_eigensystem_option
(f12fdc) for a detailed description of the specification of the optional parameters.

1 Purpose

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) is the main solver function in a suite of
functions which includes nag_real_symm_sparse_eigensystem_option (f12fdc) and nag_real_symm_
banded_sparse_eigensystem_init (f12ffc). nag_real_symm_banded_sparse_eigensystem_sol (f12fgc)
must be called following an initial call to nag_real_symm_banded_sparse_eigensystem_init (f12ffc)
and following any calls to nag_real_symm_sparse_eigensystem_option (f12fdc).

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) returns approximations to selected eigenva-
lues, and (optionally) the corresponding eigenvectors, of a standard or generalized eigenvalue problem
defined by real banded symmetric matrices. The banded matrix must be stored using the LAPACK
storage format for real banded nonsymmetric matrices.

2 Specification

#include <nag.h>
#include <nagf12.h>

void nag_real_symm_banded_sparse_eigensystem_sol (Integer kl, Integer ku,
const double ab[], const double mb[], double sigma, Integer *nconv,
double d[], double z[], double resid[], double v[], double comm[],
Integer icomm[], NagError *fail)

3 Description

The suite of functions is designed to calculate some of the eigenvalues, �, (and optionally the
corresponding eigenvectors, x) of a standard eigenvalue problem Ax ¼ �x, or of a generalized
eigenvalue problem Ax ¼ �Bx of order n, where n is large and the coefficient matrices A and B are
banded, real and symmetric.

Following a call to the initialization function nag_real_symm_banded_sparse_eigensystem_init (f12ffc),
nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) returns the converged approximations to
eigenvalues and (optionally) the corresponding approximate eigenvectors and/or an orthonormal basis
for the associated approximate invariant subspace. The eigenvalues (and eigenvectors) are selected from
those of a standard or generalized eigenvalue problem defined by real banded symmetric matrices.
There is negligible additional computational cost to obtain eigenvectors; an orthonormal basis is always
computed, but there is an additional storage cost if both are requested.

The banded matrices A and B must be stored using the LAPACK storage format for banded
nonsymmetric matrices; please refer to Section 3.3.2 in the f07 Chapter Introduction for details on this
storage format.

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) is based on the banded driver functions
dsbdr1 to dsbdr6 from the ARPACK package, which uses the Implicitly Restarted Lanczos iteration
method. The method is described in Lehoucq and Sorensen (1996) and Lehoucq (2001) while its use
within the ARPACK software is described in great detail in Lehoucq et al. (1998). This suite of
functions offers the same functionality as the ARPACK banded driver software for real symmetric
problems, but the interface design is quite different in order to make the option setting clearer and to
combine the different drivers into a general purpose function.
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nag_real_symm_banded_sparse_eigensystem_sol (f12fgc), is a general purpose direct communication
function that must be called following initialization by nag_real_symm_banded_sparse_eigensystem_i
nit (f12ffc). nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) uses options, set either by default
or explicitly by calling nag_real_symm_sparse_eigensystem_option (f12fdc), to return the converged
approximations to selected eigenvalues and (optionally):

– the corresponding approximate eigenvectors;

– an orthonormal basis for the associated approximate invariant subspace;

– both.

4 References

Lehoucq R B (2001) Implicitly restarted Arnoldi methods and subspace iteration SIAM Journal on
Matrix Analysis and Applications 23 551–562

Lehoucq R B and Scott J A (1996) An evaluation of software for computing eigenvalues of sparse
nonsymmetric matrices Preprint MCS-P547-1195 Argonne National Laboratory

Lehoucq R B and Sorensen D C (1996) Deflation techniques for an implicitly restarted Arnoldi iteration
SIAM Journal on Matrix Analysis and Applications 17 789–821

Lehoucq R B, Sorensen D C and Yang C (1998) ARPACK Users' Guide: Solution of Large-scale
Eigenvalue Problems with Implicitly Restarted Arnoldi Methods SIAM, Philidelphia

5 Arguments

1: kl – Integer Input

On entry: the number of subdiagonals of the matrices A and B.

Constraint: kl 	 0.

2: ku – Integer Input

On entry: the number of superdiagonals of the matrices A and B. Since A and B are symmetric,
the normal case is ku ¼ kl.

Constraint: ku 	 0.

3: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;n;�; 2� klþ kuþ 1ð Þð Þ (see
nag_real_symm_banded_sparse_eigensystem_init (f12ffc)).

On entry: must contain the matrix A in LAPACK column-ordered banded storage format for
nonsymmetric matrices (see Section 3.3.4 in the f07 Chapter Introduction).

4: mb½dim� – const double Input

Note: the dimension, dim, of the array mb must be at least max 1; n;�; 2� klþ kuþ 1ð Þð Þ (see
nag_real_symm_banded_sparse_eigensystem_init (f12ffc)).

On entry: must contain the matrix B in LAPACK column-ordered banded storage format for
nonsymmetric matrices (see Section 3.3.4 in the f07 Chapter Introduction).

5: sigma – double Input

On entry: if one of the Shifted Inverse (see nag_real_symm_sparse_eigensystem_option
(f12fdc)) modes has been selected then sigma contains the real shift used; otherwise sigma is
not referenced.

6: nconv – Integer * Output

On exit: the number of converged eigenvalues.
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7: d½dim� – double Output

Note: the dimension, dim, of the array d must be at least ncv (see nag_real_symm_banded_
sparse_eigensystem_init (f12ffc)).

On exit: the first nconv locations of the array d contain the converged approximate eigenvalues.

8: z½n� nevþ 1ð Þ� – double Output

On exit: if the default option Vectors ¼ RITZ (see nag_real_symm_sparse_eigensystem_option
(f12fdc)) has been selected then z contains the final set of eigenvectors corresponding to the
eigenvalues held in d. The real eigenvector associated with eigenvalue i � 1, for
i ¼ 1; 2; . . . ;nconv, is stored at locations z½i � 1� nþ j � 1�, for j ¼ 1; 2; . . . ; n.

9: resid½dim� – double Input/Output

Note: the dimension, dim, of the array resid must be at least n (see nag_real_symm_banded_
sparse_eigensystem_init (f12ffc)).

On entry: need not be set unless the option Initial Residual has been set in a prior call to
nag_real_symm_sparse_eigensystem_option (f12fdc) in which case resid must contain an initial
residual vector.

On exit: contains the final residual vector.

10: v½dim� – double Output

Note: the dimension, dim, of the array v must be at least n� ncv (see nag_real_symm_banded_
sparse_eigensystem_init (f12ffc)).

On exit: if the option Vectors (see nag_real_symm_sparse_eigensystem_option (f12fdc)) has
been set to Schur or Ritz and z does not equal v then the first nconv sections of v, of length n,
will contain approximate Schur vectors that span the desired invariant subspace.

The jth Schur vector is stored in locations v½n� j � 1ð Þ þ i � 1�, for j ¼ 1; 2; . . . ;nconv and
i ¼ 1; 2; . . . ; n.

11: comm½dim� – double Communication Array

Note: the dimension, dim, of the array comm must be at least max 1; lcommð Þ (see
nag_real_symm_banded_sparse_eigensystem_init (f12ffc)).

On initial entry: must remain unchanged from the prior call to nag_real_symm_sparse_eigen
system_option (f12fdc) and nag_real_symm_banded_sparse_eigensystem_init (f12ffc).

On exit: contains no useful information.

12: icomm½dim� – Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least max 1; licommð Þ (see
nag_real_symm_banded_sparse_eigensystem_init (f12ffc)).

On initial entry: must remain unchanged from the prior call to nag_real_symm_sparse_eigen
system_iter (f12fbc) and nag_real_symm_sparse_eigensystem_option (f12fdc).

On exit: contains no useful information.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOTH_ENDS_1

Eigenvalues from both ends of the spectrum were requested, but the number of eigenvalues (nev
in nag_real_symm_banded_sparse_eigensystem_init (f12ffc)) requested is one.

NE_INITIALIZATION

Either an initial call to the setup function has not been made or the communication arrays have
become corrupted.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

The maximum number of iterations � 0, the option Iteration Limit has been set to valueh i.

NE_INT_2

The maximum number of iterations has been reached: there have been valueh i iterations. There
are valueh i converged eigenvalues.

NE_INTERNAL_EIGVAL_FAIL

Error in internal call to compute eigenvalues and corresponding error bounds of the current upper
Hessenberg matrix. Please contact NAG.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, Vectors ¼ Select, but this is not yet implemented.

NE_MAX_ITER

During calculation of a tridiagonal form, there was a failure to compute valueh i eigenvalues in a
total of valueh i iterations.

NE_NO_LANCZOS_FAC

Could not build a Lanczos factorization. The size of the current Lanczos factorization ¼ valueh i.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NO_SHIFTS_APPLIED

No shifts could be applied during a cycle of the implicitly restarted Lanczos iteration.

NE_OPT_INCOMPAT

The options Generalized and Regular are incompatible.

NE_REAL_BAND_FAC

Failure during internal factorization of banded matrix. Please contact NAG.

NE_REAL_BAND_SOL

Failure during internal solution of banded system. Please contact NAG.

NE_ZERO_EIGS_FOUND

The number of eigenvalues found to sufficient accuracy is zero.

NE_ZERO_INIT_RESID

The option Initial Residual was selected but the starting vector held in resid is zero.

7 Accuracy

The relative accuracy of a Ritz value, �, is considered acceptable if its Ritz estimate � Tolerance� �j j.
The default Tolerance used is the machine precision given by nag_machine_precision (X02AJC).

8 Parallelism and Performance

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) is threaded by NAG for parallel execution in
multithreaded implementations of the NAG Library.

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) makes calls to BLAS and/or LAPACK
routines, which may be threaded within the vendor library used by this implementation. Consult the
documentation for the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example solves Ax ¼ �x in regular mode, where A is obtained from the standard central
difference discretization of the two-dimensional convection-diffusion operator d

2u
dx2
þ d2u

dy2
¼ �dudx on the unit

square with zero Dirichlet boundary conditions. A is stored in LAPACK banded storage format.
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10.1 Program Text

/* nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagf12.h>
#include <nagf16.h>

int main(void)
{

/* Constants */
Integer licomm = 140;

/* Scalars */
double alpha, h2, resr, sigma = 0.0;
Integer exit_status, i, j, k, kl, ku, ksub, ksup, lcomm;
Integer ldab, n, nconv, ncv, nev, nx;
/* Nag types */
NagError fail;

/* Arrays */
double *ab = 0, *ax = 0, *comm = 0, *eigv = 0, *eigest = 0, *mb = 0;
double *resid = 0, *v = 0;
Integer *icomm = 0;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_real_symm_banded_sparse_eigensystem_sol (f12fgc)"
" Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx, &nev, &ncv);
#endif

n = nx * nx;
kl = nx;
ku = nx;
ldab = 2 * kl + ku + 1;
lcomm = 3 * n + ncv * ncv + 8 * ncv + 60;
/* Allocate memory */
if (!(ab = NAG_ALLOC(ldab * n, double)) ||

!(ax = NAG_ALLOC(n, double)) ||
!(comm = NAG_ALLOC(lcomm, double)) ||
!(eigv = NAG_ALLOC(ncv, double)) ||
!(eigest = NAG_ALLOC(ncv, double)) ||
!(mb = NAG_ALLOC(1, double)) ||
!(resid = NAG_ALLOC(n, double)) ||
!(v = NAG_ALLOC(n * ncv, double)) ||
!(icomm = NAG_ALLOC(licomm, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

f12fgc NAG Library Manual

f12fgc.6 Mark 26



}
/* Initialize communication arrays for problem using

nag_real_symm_banded_sparse_eigensystem_init (f12ffc). */
nag_real_symm_banded_sparse_eigensystem_init(n, nev, ncv, icomm, licomm,

comm, lcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_real_symm_banded_sparse_eigensystem_init"
" (f12ffc).\n%s\n", fail.message);

exit_status = 1;
goto END;

}
/* Construct the matrix A in banded form and store in AB */
/* ku, kl are number of superdiagonals and subdiagonals within the

band of matrices A and M. */
for (j = 0; j < n * ldab; ++j) {

ab[j] = 0.0;
}
/* Main diagonal of A. */
h2 = 1.0 / ((nx + 1) * (nx + 1));
k = kl + ku;
for (j = 0; j < n; ++j) {

ab[k] = 4.0 / h2;
k = k + ldab;

}
/* First subdiagonal and superdiagonal of A. */
ksup = kl + ku - 1;
ksub = kl + ku + 1;
for (i = 0; i < nx; ++i) {

ksup = ksup + ldab;
for (j = 0; j < nx - 1; ++j) {

ab[ksub] = -1.0 / h2;
ab[ksup] = -1.0 / h2;
ksup = ksup + ldab;
ksub = ksub + ldab;

}
ksub = ksub + ldab;

}
/* kl-th subdiagonal and ku-th superdiagonal. */
ksup = kl + nx * ldab;
ksub = 2 * kl + ku;
for (i = 0; i < nx - 1; ++i) {

for (j = 0; j < nx; ++j) {
ab[ksup] = -1.0 / h2;
ab[ksub] = -1.0 / h2;
ksup = ksup + ldab;
ksub = ksub + ldab;

}
}

/* Find eigenvalues of largest magnitude and the corresponding
* eigenvectors using nag_real_symm_banded_sparse_eigensystem_sol (f12fgc).
*/

nag_real_symm_banded_sparse_eigensystem_sol(kl, ku, ab, mb, sigma, &nconv,
eigv, v, resid, v, comm, icomm,
&fail);

if (fail.code == NE_NOERROR) {
/* Compute the residual norm ||A*x - lambda*x||. */
k = 0;
for (j = 0; j <= nconv - 1; ++j) {

/* ax <- AV_k, where V_k is k-th Ritz vector. */
/* Compute matrix-vector multiply using nag_dgbmv (f16pbc). */
nag_dgbmv(Nag_ColMajor, Nag_NoTrans, n, n, kl, ku, 1.0, &ab[kl],

ldab, &v[k], 1, 0.0, ax, 1, &fail);
/* ax <- ax - (lambda_j) * V_k. */
alpha = -eigv[j];
/* Compute vector update using nag_daxpby (f16ecc). */
nag_daxpby(n, alpha, &v[k], 1, 1.0, ax, 1, &fail);
/* Compute 2-norm of Ritz estimates using nag_dge_norm (f16rac). */
nag_dge_norm(Nag_ColMajor, Nag_FrobeniusNorm, n, 1, ax, n, &resr,

&fail);
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/* Scale. */
eigest[j] = resr / fabs(eigv[j]);
k = k + n;

}

/* Print computed eigenvalues. */
printf("\n The %4" NAG_IFMT " Ritz values are:\n\n", nconv);
for (j = 0; j <= nconv - 1; ++j) {

if (eigest[j] <= 1.0e-10) {
printf("%8" NAG_IFMT "%5s%7.4f\n", j + 1, "", eigv[j]);

}
else {

printf("%8" NAG_IFMT "%5s%7.4f%5s%18.16f\n", j + 1, "", eigv[j],
" *** ", eigest[j]);

}
}

}
else {

printf(" Error from "
"nag_real_symm_banded_sparse_eigensystem_sol (f12fgc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(ab);
NAG_FREE(ax);
NAG_FREE(comm);
NAG_FREE(eigv);
NAG_FREE(eigest);
NAG_FREE(mb);
NAG_FREE(resid);
NAG_FREE(v);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) Example Program Data
10 4 10 : Values for nx, nev and ncv

10.3 Program Results

nag_real_symm_banded_sparse_eigensystem_sol (f12fgc) Example Program Results

The 4 Ritz values are:

1 891.1667
2 919.7807
3 919.7807
4 948.3946
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NAG Library Chapter Contents

f16 – NAG Interface to BLAS

f16 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

f16dbc 7 nag_iload
Broadcast scalar into integer vector

f16dlc 9 nag_isum
Sum elements of integer vector

f16dnc 9 nag_imax_val
Maximum value and location, integer vector

f16dpc 9 nag_imin_val
Minimum value and location, integer vector

f16dqc 9 nag_iamax_val
Maximum absolute value and location, integer vector

f16drc 9 nag_iamin_val
Minimum absolute value and location, integer vector

f16eac 24 nag_ddot
Dot product of two vectors, allows scaling and accumulation.

f16ecc 7 nag_daxpby
Real weighted vector addition

f16ehc 9 nag_dwaxpby
Real weighted vector addition preserving input

f16elc 9 nag_dsum
Sum elements of real vector

f16fbc 7 nag_dload
Broadcast scalar into real vector

f16gcc 24 nag_zaxpby
Complex weighted vector addition

f16ghc 9 nag_zwaxpby
Complex weighted vector addition preserving input

f16glc 9 nag_zsum
Sum elements of complex vector

f16hbc 7 nag_zload
Broadcast scalar into complex vector

f16jnc 9 nag_dmax_val
Maximum value and location, real vector

f16jpc 9 nag_dmin_val
Minimum value and location, real vector

f16jqc 9 nag_damax_val
Maximum absolute value and location, real vector

f16jrc 9 nag_damin_val
Minimum absolute value and location, real vector

f16jsc 9 nag_zamax_val
Maximum absolute value and location, complex vector

f16jtc 9 nag_zamin_val
Minimum absolute value and location, complex vector

f16pac 8 nag_dgemv
Matrix-vector product, real rectangular matrix

f16pbc 8 nag_dgbmv
Matrix-vector product, real rectangular band matrix

f16pcc 8 nag_dsymv
Matrix-vector product, real symmetric matrix
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f16pdc 8 nag_dsbmv
Matrix-vector product, real symmetric band matrix

f16pec 8 nag_dspmv
Matrix-vector product, real symmetric packed matrix

f16pfc 8 nag_dtrmv
Matrix-vector product, real triangular matrix

f16pgc 8 nag_dtbmv
Matrix-vector product, real triangular band matrix

f16phc 8 nag_dtpmv
Matrix-vector product, real triangular packed matrix

f16pjc 7 nag_dtrsv
System of equations, real triangular matrix

f16pkc 8 nag_dtbsv
System of equations, real triangular band matrix

f16plc 8 nag_dtpsv
System of equations, real triangular packed matrix

f16pmc 8 nag_dger
Rank-1 update, real rectangular matrix

f16ppc 8 nag_dsyr
Rank-1 update, real symmetric matrix

f16pqc 8 nag_dspr
Rank-1 update, real symmetric packed matrix

f16prc 8 nag_dsyr2
Rank-2 update, real symmetric matrix

f16psc 8 nag_dspr2
Rank-2 update, real symmetric packed matrix

f16qec 7 nag_dtr_copy
Matrix copy, real triangular matrix

f16qfc 7 nag_dge_copy
Matrix copy, real rectangular matrix

f16qgc 7 nag_dtr_load
Matrix initialization, real triangular matrix

f16qhc 7 nag_dge_load
Matrix initialization, real rectangular matrix

f16rac 7 nag_dge_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, real general
matrix

f16rbc 7 nag_dgb_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, real band
matrix

f16rcc 7 nag_dsy_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, real symmetric
matrix

f16rdc 7 nag_dsp_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, real symmetric
matrix, packed storage

f16rec 7 nag_dsb_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, real symmetric
band matrix

f16rkc 25 nag_dsf_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, real symmetric
matrix, Rectangular Full Packed format

f16sac 8 nag_zgemv
Matrix-vector product, complex rectangular matrix

f16sbc 8 nag_zgbmv
Matrix-vector product, complex rectangular band matrix

f16scc 8 nag_zhemv
Matrix-vector product, complex Hermitian matrix
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f16sdc 8 nag_zhbmv
Matrix-vector product, complex Hermitian band matrix

f16sec 8 nag_zhpmv
Matrix-vector product, complex Hermitian packed matrix

f16sfc 8 nag_ztrmv
Matrix-vector product, complex triangular matrix

f16sgc 8 nag_ztbmv
Matrix-vector product, complex triangular band matrix

f16shc 8 nag_ztpmv
Matrix-vector product, complex triangular packed matrix

f16sjc 7 nag_ztrsv
System of equations, complex triangular matrix

f16skc 8 nag_ztbsv
System of equations, complex triangular band matrix

f16slc 8 nag_ztpsv
System of equations, complex triangular packed matrix

f16smc 8 nag_zger
Rank-1 update, complex rectangular matrix, unconjugated vector

f16spc 8 nag_zher
Rank-1 update, complex Hermitian matrix

f16sqc 8 nag_zhpr
Rank-1 update, complex Hermitian packed matrix

f16src 8 nag_zher2
Rank-2 update, complex Hermitian matrix

f16ssc 8 nag_zhpr2
Rank-2 update, complex Hermitian packed matrix

f16tac 8 nag_zsymv
Matrix-vector product, complex symmetric matrix

f16tcc 8 nag_zspmv
Matrix-vector product, complex symmetric packed matrix

f16tec 7 nag_ztr_copy
Matrix copy, complex triangular matrix

f16tfc 7 nag_zge_copy
Matrix copy, complex rectangular matrix

f16tgc 7 nag_ztr_load
Matrix initialization, complex triangular matrix

f16thc 7 nag_zge_load
Matrix initialization, complex rectangular matrix

f16uac 7 nag_zge_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
general matrix

f16ubc 7 nag_zgb_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex band
matrix

f16ucc 7 nag_zhe_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
Hermitian matrix

f16udc 7 nag_zhp_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
Hermitian matrix, packed storage

f16uec 7 nag_zhb_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
Hermitian band matrix

f16ufc 7 nag_zsy_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
symmetric matrix

f16ugc 7 nag_zsp_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
symmetric matrix, packed storage
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f16ukc 25 nag_zhf_norm
1-norm, 1-norm, Frobenius norm, largest absolute element, complex
Hermitian matrix, Rectangular Full Packed format

f16yac 8 nag_dgemm
Matrix-matrix product, two real rectangular matrices

f16ycc 8 nag_dsymm
Matrix-matrix product, one real symmetric matrix, one real rectangular
matrix

f16yfc 8 nag_dtrmm
Matrix-matrix product, one real triangular matrix, one real rectangular
matrix

f16yjc 7 nag_dtrsm
Solves a system of equations with multiple right-hand sides, real triangular
coefficient matrix

f16ylc 25 nag_dtfsm
Solves a system of equations with multiple right-hand sides, real triangular
coefficient matrix, Rectangular Full Packed format

f16ypc 8 nag_dsyrk
Rank-k update of a real symmetric matrix

f16yqc 25 nag_dsfrk
Rank-k update of a real symmetric matrix, Rectangular Full Packed format

f16yrc 8 nag_dsyr2k
Rank-2k update of a real symmetric matrix

f16zac 8 nag_zgemm
Matrix-matrix product, two complex rectangular matrices

f16zcc 8 nag_zhemm
Matrix-matrix product, one complex Hermitian matrix, one complex
rectangular matrix

f16zfc 8 nag_ztrmm
Matrix-matrix product, one complex triangular matrix, one complex
rectangular matrix

f16zjc 7 nag_ztrsm
Solves system of equations with multiple right-hand sides, complex
triangular coefficient matrix

f16zlc 25 nag_ztfsm
Solves system of equations with multiple right-hand sides, complex
triangular coefficient matrix, Rectangular Full Packed format

f16zpc 8 nag_zherk
Rank-k update of a complex Hermitian matrix

f16zqc 25 nag_zhfrk
Rank-k update of a complex Hermitian matrix, Rectangular Full Packed
format

f16zrc 8 nag_zher2k
Rank-2k update of a complex Hermitian matrix

f16ztc 8 nag_zsymm
Matrix-matrix product, one complex symmetric matrix, one complex
rectangular matrix

f16zuc 8 nag_zsyrk
Rank-k update of a complex symmetric matrix

f16zwc 8 nag_zsyr2k
Rank-2k update of a complex symmetric matrix
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1 Scope of the Chapter

This chapter is concerned with basic linear algebra functions which perform elementary algebraic
operations involving scalars, vectors and matrices. Most functions for such operations conform either to
the specifications of the BLAS (Basic Linear Algebra Subprograms) or to the specifications of the
BLAST (Basic Linear Algebra Subprograms Technical) Forum. This chapter includes functions
conforming to both specifications. Two additional functions for such operations are available in Chapter
f06.

2 Background to the Problems

Most of the functions in this chapter meet the specification of the BLAS as described in Basic Linear
Algebra Subprograms Technical (BLAST) Forum (2001), Lawson et al. (1979), Dongarra et al. (1988)
and Dongarra et al. (1990).

They are called extensively by functions in other chapters of the NAG C Library, especially in the
linear algebra chapters. They are intended to be useful building-blocks for users of the Library who are
developing their own applications. The functions fall into four main groups (following the definitions
introduced by the BLAS):

Level 1: vector operations;

Level 2: matrix-vector operations and matrix operations which includes single matrix operations;

Level 3: matrix-matrix operations.

The terminology reflects the number of operations involved, so for example a Level 2 function involves
O n2
� �

operations, for vectors and matrices of order n.

In many implementations of the NAG C Library, the BLAS functions in this chapter serve as interfaces
to an efficient machine-specific implementation of the BLAS, usually provided by the vendor of the
machine. Such implementations are stringently tested before being used with the NAG C Library, to
ensure that they correctly meet the specifications of the BLAS, and that they return the desired
accuracy.

2.1 The Use of BLAS Names

Many of the functions in other chapters of the Library call the functions in this chapter, and in
particular a number of the BLAS are called. These functions are usually called by the BLAS name and
so, for correct operation of the Library, it is essential that you do not attempt to link your own versions
of these functions. If you are in any doubt about how to avoid this, please consult the NAG Technical
Support Service.

The BLAS names are used in order to make use of efficient implementations of the functions when
these exist. Such implementations are stringently tested before being used, to ensure that they correctly
meet the specification of the BLAS, and that they return the desired accuracy (see, for example, Dodson
et al. (1991), Dongarra et al. (1988) and Dongarra et al. (1990)).

3 Recommendations on Choice and Use of Available Functions

3.1 Naming Scheme

3.1.1 NAG names

Table 1 shows the naming scheme for the functions in this chapter.

Level-1 Level-2 Level-3

integer Chapter f16 function f16d_c – –
‘real’ BLAS function – f16p_c f16y_c
‘real’ Chapter f16 function f16f_c f16q_c –

f16r_c
‘real’ BLAST function f16e_c f16q_c –
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f16r_c
‘complex’ BLAS function – f16s_c f16z_c
‘complex’ Chapter f16 function f16h_c f16t_c –

f16u_c
‘complex’ BLAST function f16g_c f16t_c –

f16u_c
‘mixed type’ BLAS function f16j_c – –

Table 1

The heading ‘mixed type’ is for functions where a mixture of data types is involved, such as a function
that returns the real norm of a complex vector. In future marks of the Library, functions may be
included in categories that are currently empty and further categories may be introduced.

3.2 The Level-1 Vector Functions

The Level-1 functions perform operations either on a single vector or on a pair of vectors.

3.3 The Level-2 Matrix-vector and Matrix Functions

The Level-2 functions perform operations involving either a matrix on its own, or a matrix and one or
more vectors.

3.4 The Level-3 Matrix-matrix Functions

The Level-3 functions perform operations involving matrix-matrix products.

3.5 Vector Arguments

Vector arguments are represented by a one-dimensional array, immediately followed by an increment
argument whose name consists of the three characters INC followed by the name of the array. For
example, a vector x is represented by the two arguments x and incx. The length of the vector, n say, is
passed as a separate argument, n.

The increment argument is the spacing (stride) in the array between the elements of the vector. For
instance, if incx ¼ 2, then the elements of x are in locations x 1ð Þ; x 3ð Þ; . . . ; x 2n� 1ð Þ of the array x
and the intermediate locations x 2ð Þ; x 4ð Þ; . . . ; x 2n� 2ð Þ are not referenced.

When incx > 0, the vector element xi is in the array element x 1þ i� 1ð Þ � incxð Þ. When incx � 0, the
elements are stored in the reverse order so that the vector element xi is in the array element
x 1� n� ið Þ � incxð Þ and hence, in particular, the element xn is in x 1ð Þ. The declared length of the
array x in the calling function must be at least 1þ n� 1ð Þ � incxj jð Þ.
Negative increments are permitted only for:

Level-1 functions which have more than one vector argument;

Level-2 BLAS functions (but not for other Level-2 functions)

Zero increments are formally permitted for Level-1 functions with more than one argument (in which
case the element x 1ð Þ is accessed repeatedly), but their use is strongly discouraged since the effect may
be implementation-dependent. There is usually an alternative function in this chapter, with a simplified
argument list, to achieve the required purpose. Zero increments are not permitted in the Level-2 BLAS.

3.6 Matrix Arguments and Storage Schemes

In this chapter the following different storage schemes are used for matrices:

– conventional storage in a two-dimensional array;

– packed and RFP storage for symmetric, Hermitian or triangular matrices;

– band storage for band matrices;
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These storage schemes are compatible with those used in Chapters f07 and f08. (Different schemes for
packed or band storage are used in a few older functions in Chapters f01, f02, f03 and f04.)

Chapter f01 provides some utility functions for conversion between storage schemes.

3.6.1 Conventional storage

Please see Section 3.3.1 in the f07 Chapter Introduction for full details.

3.6.2 Packed storage

Please see Section 3.3.2 in the f07 Chapter Introduction for full details.

3.6.3 Rectangular Full Packed (RFP) storage

Please see Section 3.3.3 in the f07 Chapter Introduction for full details.

3.6.4 Band storage

Please see Section 3.3.4 in the f07 Chapter Introduction for full details.

3.6.5 Unit triangular matrices

Please see Section 3.3.5 in the f07 Chapter Introduction for full details.

3.6.6 Real diagonal elements of complex Hermitian matrices

Please see Section 3.3.6 in the f07 Chapter Introduction for full details.

3.7 Option Arguments

In addition to the order argument of type Nag_OrderType, most functions in this Chapter have one or
more option arguments of various types; only options of the correct type may be supplied.

The following option arguments are used in this chapter:

If trans ¼ NoTranspose, operate with the matrix (Not transposed);

if trans ¼ Transpose, operate with the Transpose of the matrix;

if trans ¼ ConjugateTranspose, operate with the Conjugate transpose of the matrix.

If uplo ¼ Nag Upper, upper triangle or trapezoid of matrix;

if uplo ¼ Nag Lower, lower triangle or trapezoid of matrix.

If diag ¼ Nag UnitDiag, unit triangular;

if diag ¼ NotUnitTriangular, nonunit triangular.

If side ¼ LeftSide, operate from the left-hand side;

if side ¼ RightSide, operate from the right-hand side.

If norm ¼ Nag OneNorm, 1-norm of a matrix;

if norm ¼ Nag InfNorm, 1-norm of a matrix;

if norm ¼ Nag FrobeniusNorm, Frobenius or Euclidean norm of a matrix;

if norm ¼ Nag MaxNorm, maximum absolute value of the elements of a matrix (not strictly a
norm).

3.7.1 Matrix norms

The option argument norm specifies different matrix norms whose definitions are given here for
reference (for a general m by n matrix A):
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One-norm (norm ¼ Nag OneNorm):

Ak k1 ¼ max
j

Xm
i¼1

aij
		 		;

Infinity-norm (norm ¼ Nag InfNorm):

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Frobenius or Euclidean norm (norm ¼ Nag FrobeniusNorm):

Ak kF ¼
Xm
i¼1

Xn
j¼1

aij
		 		2 !1=2

:

If A is symmetric or Hermitian, Ak k1 ¼ Ak k1.

The argument norm can also be used to specify the maximum absolute value max i;j aij
		 		 (if

norm ¼ Nag MaxNorm), but this is not a norm in the strict mathematical sense.

3.8 Error Handling

Functions in this chapter use the usual NAG C Library error-handling.

4 Functionality Index

Matrix operations,
complex matrices,

matrix copy,
rectangular matrix .................................................................................. nag_zge_copy (f16tfc)
triangular matrix ..................................................................................... nag_ztr_copy (f16tec)

matrix initialization,
rectangular matrix .................................................................................. nag_zge_load (f16thc)
triangular matrix ...................................................................................... nag_ztr_load (f16tgc)

matrix-matrix product,
one matrix Hermitian ............................................................................... nag_zhemm (f16zcc)
one matrix symmetric ............................................................................... nag_zsymm (f16ztc)
one matrix triangular ................................................................................. nag_ztrmm (f16zfc)
rectangular matrices ................................................................................. nag_zgemm (f16zac)

rank-2k update,
of a Hermitian matrix ............................................................................... nag_zher2k (f16zrc)
of a symmetric matrix ............................................................................. nag_zsyr2k (f16zwc)

rank-k update,
of a Hermitian matrix ................................................................................. nag_zherk (f16zpc)
of a Hermitian matrix, RFP format ........................................................... nag_zhfrk (f16zqc)
of a symmetric matrix ................................................................................ nag_zsyrk (f16zuc)

solution of triangular systems of equations ..................................................... nag_ztrsm (f16zjc)
solution of triangular systems of equations, RFP format ............................... nag_ztfsm (f16zlc)

real matrices,
matrix copy,

rectangular matrix ................................................................................. nag_dge_copy (f16qfc)
triangular matrix .................................................................................... nag_dtr_copy (f16qec)

matrix initialization,
rectangular matrix ................................................................................. nag_dge_load (f16qhc)
triangular matrix ..................................................................................... nag_dtr_load (f16qgc)

matrix-matrix product,
one matrix symmetric .............................................................................. nag_dsymm (f16ycc)
one matrix triangular ................................................................................. nag_dtrmm (f16yfc)
rectangular matrices ................................................................................. nag_dgemm (f16yac)

rank-2k update of a symmetric matrix .......................................................... nag_dsyr2k (f16yrc)

f16 – NAG Interface to BLAS Introduction – f16

Mark 26 f16.5



rank-k update,
of a symmetric matrix ................................................................................ nag_dsyrk (f16ypc)
of a symmetric matrix, RFP format ........................................................... nag_dsfrk (f16yqc)

solution of triangular systems of equations .................................................... nag_dtrsm (f16yjc)
solution of triangular systems of equations, RFP format ............................... nag_dtfsm (f16ylc)

Matrix-vector operations,
complex matrix and vector(s),

compute a norm or the element of largest absolute value,
band matrix .......................................................................................... nag_zgb_norm (f16ubc)
general matrix ...................................................................................... nag_zge_norm (f16uac)
Hermitian band matrix ........................................................................ nag_zhb_norm (f16uec)
Hermitian matrix .................................................................................. nag_zhe_norm (f16ucc)
Hermitian matrix, RFP format ............................................................ nag_zhf_norm (f16ukc)
Hermitian packed matrix ..................................................................... nag_zhp_norm (f16udc)
symmetric matrix .................................................................................. nag_zsy_norm (f16ufc)
symmetric packed matrix .................................................................... nag_zsp_norm (f16ugc)

matrix-vector product,
Hermitian band matrix .............................................................................. nag_zhbmv (f16sdc)
Hermitian matrix ....................................................................................... nag_zhemv (f16scc)
Hermitian packed matrix .......................................................................... nag_zhpmv (f16sec)
rectangular band matrix ............................................................................ nag_zgbmv (f16sbc)
rectangular matrix ...................................................................................... nag_zgemv (f16sac)
symmetric matrix ....................................................................................... nag_zsymv (f16tac)
symmetric packed matrix ........................................................................... nag_zspmv (f16tcc)
triangular band matrix ............................................................................... nag_ztbmv (f16sgc)
triangular matrix .......................................................................................... nag_ztrmv (f16sfc)
triangular packed matrix ............................................................................ nag_ztpmv (f16shc)

rank-1 update,
Hermitian matrix ........................................................................................... nag_zher (f16spc)
Hermitian packed matrix .............................................................................. nag_zhpr (f16sqc)
rectangular matrix, unconjugated vector ..................................................... nag_zger (f16smc)

rank-2 update,
Hermitian matrix ......................................................................................... nag_zher2 (f16src)
Hermitian packed matrix ............................................................................ nag_zhpr2 (f16ssc)

solution of a system of equations,
triangular band matrix ................................................................................. nag_ztbsv (f16skc)
triangular matrix ........................................................................................... nag_ztrsv (f16sjc)
triangular packed matrix .............................................................................. nag_ztpsv (f16slc)

real matrix and vector(s),
compute a norm or the element of largest absolute value,

band matrix .......................................................................................... nag_dgb_norm (f16rbc)
general matrix ...................................................................................... nag_dge_norm (f16rac)
symmetric band matrix ......................................................................... nag_dsb_norm (f16rec)
symmetric matrix .................................................................................. nag_dsy_norm (f16rcc)
symmetric matrix, RFP format ............................................................. nag_dsf_norm (f16rkc)
symmetric packed matrix ..................................................................... nag_dsp_norm (f16rdc)

matrix-vector product,
rectangular band matrix ........................................................................... nag_dgbmv (f16pbc)
rectangular matrix ..................................................................................... nag_dgemv (f16pac)
symmetric band matrix ............................................................................. nag_dsbmv (f16pdc)
symmetric matrix ...................................................................................... nag_dsymv (f16pcc)
symmetric packed matrix .......................................................................... nag_dspmv (f16pec)
triangular band matrix ............................................................................... nag_dtbmv (f16pgc)
triangular matrix ......................................................................................... nag_dtrmv (f16pfc)
triangular packed matrix ........................................................................... nag_dtpmv (f16phc)

rank-1 update,
rectangular matrix ....................................................................................... nag_dger (f16pmc)
symmetric matrix .......................................................................................... nag_dsyr (f16ppc)
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symmetric packed matrix ............................................................................. nag_dspr (f16pqc)
rank-2 update,

symmetric matrix ........................................................................................ nag_dsyr2 (f16prc)
symmetric packed matrix ............................................................................ nag_dspr2 (f16psc)

solution of a system of equations,
triangular band matrix ................................................................................ nag_dtbsv (f16pkc)
triangular matrix ........................................................................................... nag_dtrsv (f16pjc)
triangular packed matrix ............................................................................. nag_dtpsv (f16plc)

Scalar and vector operations,
complex vector(s),

broadcast a scalar into a vector ...................................................................... nag_zload (f16hbc)
maximum absolute value and location .................................................... nag_zamax_val (f16jsc)
minimum absolute value and location ...................................................... nag_zamin_val (f16jtc)
sum of elements ................................................................................................ nag_zsum (f16glc)
sum of two scaled vectors ............................................................................ nag_zaxpby (f16gcc)
sum of two scaled vectors preserving input ............................................. nag_zwaxpby (f16ghc)

integer vector(s),
broadcast a scalar into a vector ....................................................................... nag_iload (f16dbc)
maximum absolute value and location .................................................... nag_iamax_val (f16dqc)
maximum value and location .................................................................... nag_imax_val (f16dnc)
minimum absolute value and location ...................................................... nag_iamin_val (f16drc)
minimum value and location ..................................................................... nag_imin_val (f16dpc)
sum of elements ................................................................................................ nag_isum (f16dlc)

real vector(s),
broadcast a scalar into a vector ....................................................................... nag_dload (f16fbc)
dot product of two vectors with optional scaling and accumulation .............. nag_ddot (f16eac)
maximum absolute value and location .................................................... nag_damax_val (f16jqc)
maximum value and location .................................................................... nag_dmax_val (f16jnc)
minimum absolute value and location ...................................................... nag_damin_val (f16jrc)
minimum value and location ..................................................................... nag_dmin_val (f16jpc)
sum of elements ................................................................................................ nag_dsum (f16elc)
sum of two scaled vectors ............................................................................ nag_daxpby (f16ecc)
sum of two scaled vectors preserving input ............................................. nag_dwaxpby (f16ehc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

Dodson D S and Grimes R G (1982) Remark on Algorithm 539 ACM Trans. Math. Software 8 403–404

Dongarra J J, Du Croz J J, Duff I S and Hammarling S (1990) A set of Level 3 basic linear algebra
subprograms ACM Trans. Math. Software 16 1–28

Dongarra J J, Du Croz J J, Hammarling S and Hanson R J (1988) An extended set of FORTRAN basic
linear algebra subprograms ACM Trans. Math. Software 14 1–32

Dongarra J J, Moler C B, Bunch J R and Stewart G W (1979) LINPACK Users' Guide SIAM,
Philadelphia
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Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Lawson C L, Hanson R J, Kincaid D R and Krogh F T (1979) Basic linear algebra supbrograms for
Fortran usage ACM Trans. Math. Software 5 308–325
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NAG Library Function Document

nag_iload (f16dbc)

1 Purpose

nag_iload (f16dbc) broadcasts a scalar into an integer vector.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_iload (Integer n, Integer alpha, Integer x[], Integer incx,
NagError *fail)

3 Description

nag_iload (f16dbc) performs the operation

x �; �; . . . ; �ð ÞT;

where x is an n-element integer vector and � is an integer scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: alpha – Integer Input

On entry: the scalar �.

3: x½dim� – Integer Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On exit: the scalar � is scattered with a stride of incx in x. Intermediate elements of x are
unchanged.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_iload (f16dbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_dgeqpf (f08bec) and nag_zgeqpf (f08bsc).
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NAG Library Function Document

nag_isum (f16dlc)

1 Purpose

nag_isum (f16dlc) sums the elements of an integer vector.

2 Specification

#include <nag.h>
#include <nagf16.h>

Integer nag_isum (Integer n, const Integer x[], Integer incx, NagError *fail)

3 Description

nag_isum (f16dlc) returns the sum

x1 þ x2 þ � � � þ xn
of the elements of an n-element integer vector x.

If n ¼ 0 on entry, nag_isum (f16dlc) immediately returns the value 0.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Integer Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_isum (f16dlc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the sum of the elements of

x ¼ 1; 10; 11;�2; 9ð ÞT:

10.1 Program Text

/* nag_isum (f16dlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, n, sumval;
/* Arrays */
Integer *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_isum (f16dlc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &x[ix]);
#else

scanf("%" NAG_IFMT "", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_isum (f16dlc).
* Sum elements of an Integer vector */

sumval = nag_isum(n, x, incx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_isum (f16dlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the sum */
printf("Sum of elements of x is %5" NAG_IFMT "\n", sumval);
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END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_isum (f16dlc) Example Program Data
5 1 : n and incx
1 10 11 -2 9 : Vector x

10.3 Program Results

nag_isum (f16dlc) Example Program Results

Sum of elements of x is 29
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NAG Library Function Document

nag_imax_val (f16dnc)

1 Purpose

nag_imax_val (f16dnc) computes the largest component of an integer vector, along with the index of
that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_imax_val (Integer n, const Integer x[], Integer incx, Integer *k,
Integer *i, NagError *fail)

3 Description

nag_imax_val (f16dnc) computes the largest component, i, of an n-element integer vector x, and
determines the smallest index, k, such that

i ¼ xk ¼ max
j
xj:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Integer Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ; n� 1f g, of the largest component of x. If n ¼ 0 on
input then k is returned as �1.
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5: i – Integer * Output

On exit: i, the largest component of x. If n ¼ 0 on input then i is returned as 0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_imax_val (f16dnc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the largest component and index of that component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_imax_val (f16dnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, j, jx, k, n;
/* Arrays */
Integer *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_imax_val (f16dnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (j = 0, jx = (incx > 0 ? 0 : (1-n)*incx); j < n; j++, jx += incx)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &x[jx]);
#else

scanf("%" NAG_IFMT "", &x[jx]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* nag_imax_val (f16dnc).
* Get maximum value (i) and location of that value (k)
* of Integer vector */

nag_imax_val(n, x, incx, &k, &i, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_imax_val (f16dnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the maximum value */
printf("Maximum element of x is %12" NAG_IFMT "\n", i);
/* Print its location */
printf("Index of maximum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_imax_val (f16dnc) Example Program Data
5 1 : n and incx
1 10 11 -2 9 : Vector x

10.3 Program Results

nag_imax_val (f16dnc) Example Program Results

Maximum element of x is 11
Index of maximum element of x is 2
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NAG Library Function Document

nag_imin_val (f16dpc)

1 Purpose

nag_imin_val (f16dpc) computes the smallest component of an integer vector, along with the index of
that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_imin_val (Integer n, const Integer x[], Integer incx, Integer *k,
Integer *i, NagError *fail)

3 Description

nag_imin_val (f16dpc) computes the smallest component, i, of an n-element integer vector x, and
determines the smallest index, k, such that

i ¼ xk ¼ min
j
xj:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Integer Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ;n� 1f g, of the smallest component of x. If n ¼ 0 on
input then k is returned as �1.
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5: i – Integer * Output

On exit: i, the smallest component of x. If n ¼ 0 on input then i is returned as 0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_imin_val (f16dpc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the smallest component and index of that component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_imin_val (f16dpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, j, jx, k, n;
/* Arrays */
Integer *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_imin_val (f16dpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (j = 0, jx = (incx > 0 ? 0 : (1-n)*incx); j < n; j++, jx += incx)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &x[jx]);
#else

scanf("%" NAG_IFMT "", &x[jx]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* nag_imin_val (f16dpc).
* Get minimum value (i) and location of that value (k)
* of Integer vector */

nag_imin_val(n, x, incx, &k, &i, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_imin_val (f16dpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the minimum value */
printf("Minimum element of x is %12" NAG_IFMT "\n", i);
/* Print its location */
printf("Index of minimum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_imin_val (f16dpc) Example Program Data
5 1 : n and incx
1 10 11 -2 9 : Vector x

10.3 Program Results

nag_imin_val (f16dpc) Example Program Results

Minimum element of x is -2
Index of minimum element of x is 3
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NAG Library Function Document

nag_iamax_val (f16dqc)

1 Purpose

nag_iamax_val (f16dqc) computes, with respect to absolute value, the largest component of an integer
vector, along with the index of that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_iamax_val (Integer n, const Integer x[], Integer incx, Integer *k,
Integer *i, NagError *fail)

3 Description

nag_iamax_val (f16dqc) computes, with respect to absolute value, the largest component, i, of an
n-element integer vector x, and determines the smallest index, k, such that

i ¼ xkj j ¼ max
j

xj
		 		:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Integer Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ; n� 1f g, of the largest component of x with respect to
absolute value. If n ¼ 0 on input then k is returned as �1.
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5: i – Integer * Output

On exit: i, the largest component of x with respect to absolute value. If n ¼ 0 on input then i is
returned as 0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_iamax_val (f16dqc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the largest component with respect to absolute value and index of that
component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_iamax_val (f16dqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, j, jx, k, n;
/* Arrays */
Integer *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_iamax_val (f16dqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (j = 0, jx = (incx > 0 ? 0 : (1-n)*incx); j < n; j++, jx += incx)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &x[jx]);
#else

scanf("%" NAG_IFMT "", &x[jx]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* nag_iamax_val (f16dqc).
* Get absolutely maximum value (i) and location of that value (k)
* of Integer vector */

nag_iamax_val(n, x, incx, &k, &i, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_iamax_val (f16dqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the absolutely maximum value */
printf("Absolutely maximum element of x is %12" NAG_IFMT "\n", i);
/* Print its location */
printf("Index of absolutely maximum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_iamax_val (f16dqc) Example Program Data
5 1 : n and incx
1 10 11 -2 9 : Vector x

10.3 Program Results

nag_iamax_val (f16dqc) Example Program Results

Absolutely maximum element of x is 11
Index of absolutely maximum element of x is 2
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NAG Library Function Document

nag_iamin_val (f16drc)

1 Purpose

nag_iamin_val (f16drc) computes, with respect to absolute value, the smallest component of an integer
vector, along with the index of that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_iamin_val (Integer n, const Integer x[], Integer incx, Integer *k,
Integer *i, NagError *fail)

3 Description

nag_iamin_val (f16drc) computes, with respect to absolute value, the smallest component, i, of an
n-element integer vector x, and determines the smallest index, k, such that

i ¼ xkj j ¼ min
j
xj
		 		:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Integer Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ;n� 1f g, of the smallest component of x with respect
to absolute value. If n ¼ 0 on input then k is returned as �1.
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5: i – Integer * Output

On exit: i, the smallest component of x with respect to absolute value. If n ¼ 0 on input then i is
returned as 0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_iamin_val (f16drc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the smallest component with respect to absolute value and index of that
component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_iamin_val (f16drc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, j, jx, k, n;
/* Arrays */
Integer *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_iamin_val (f16drc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (j = 0, jx = (incx > 0 ? 0 : (1-n)*incx); j < n; j++, jx += incx)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &x[jx]);
#else

scanf("%" NAG_IFMT "", &x[jx]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* nag_iamin_val (f16drc).
* Get absolutely minimum value (i) and location of that value (k)
* of Integer vector */

nag_iamin_val(n, x, incx, &k, &i, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_iamin_val (f16drc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the absolutely minimum value */
printf("Absolutely minimum element of x is %12" NAG_IFMT "\n", i);
/* Print its location */
printf("Index of absolutely minimum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_iamin_val (f16drc) Example Program Data
5 1 : n and incx
1 10 11 -2 9 : Vector x

10.3 Program Results

nag_iamin_val (f16drc) Example Program Results

Absolutely minimum element of x is 1
Index of absolutely minimum element of x is 0
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NAG Library Function Document

nag_ddot (f16eac)

1 Purpose

nag_ddot (f16eac) updates a scalar by a scaled dot product of two real vectors, by performing

r �rþ �xTy:

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ddot (Nag_ConjType conj, Integer n, double alpha, const double x[],
Integer incx, double beta, const double y[], Integer incy, double *r,
NagError *fail)

3 Description

nag_ddot (f16eac) performs the operation

r �rþ �xTy

where x and y are n-element real vectors, and r, � and � real scalars. If n is less than zero, or, if � is
equal to one and either � or n is equal to zero, this function returns immediately.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: conj – Nag_ConjType Input

On entry: conj is not used. The presence of this argument in the BLAST standard is for
consistency with the interface of the complex variant of this function.

Constraint: conj ¼ Nag NoConj or Nag Conj.

2: n – Integer Input

On entry: n, the number of elements in x and y.

3: alpha – double Input

On entry: the scalar �.

4: x½1þ n� 1ð Þ � incxj j� – const double Input

On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If � ¼ 0:0 or n ¼ 0, x is not referenced and may
be NULL.
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5: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

6: beta – double Input

On entry: the scalar �.

7: y½1þ n� 1ð Þ � incyj j� – const double Input

On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

8: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

9: r – double * Input/Output

On entry: the initial value, r, to be updated. If � ¼ 0:0, r need not be set on entry.

On exit: the value r, scaled by � and updated by the scaled dot product of x and y.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The dot product xTy is computed using the BLAS routine DDOT.

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ddot (f16eac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the scaled sum of two dot products, r ¼ �1x
Tyþ �2u

Tv, where

�1 ¼ 0:3; x ¼ 1; 2; 3; 4; 5ð Þ; y ¼ �5;�4; 3; 2; 1ð Þ;
�2 ¼ �7:0; u ¼ v ¼ 0:4; 0:3; 0:2; 0:1ð Þ:

y and v are stored in reverse order, and u is stored in reverse order in every other element of a real
array.

10.1 Program Text

/* nag_ddot (f16eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double alpha, beta, r;
Integer call, i, incx, incy, ix, iy, n;

/* Arrays */
double *x = 0, *y = 0;

/* Nag Types */
Nag_ConjType conj = Nag_NoConj;
NagError fail;

INIT_FAIL(fail);
printf("nag_ddot (f16eac) Example Program Results\n\n");

/* Skip heading in data file. */
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Accumulate two dot products, set beta=zero initially. */
beta = 0.0;
for (call = 1; call <= 2; call++) {

/* Read data for dot product. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

if (!(x = NAG_ALLOC(1 + (n - 1) * ABS(incx), double)) ||
!(y = NAG_ALLOC(1 + (n - 1) * ABS(incy), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif

/* Read the vectors x and y and store forwards or backwards
* as determined by incx (resp. incy). */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)
#ifdef _WIN32

scanf_s("%lf", &y[iy]);
#else

scanf("%lf", &y[iy]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_ddot computes r = beta*r + alpha*(x^T*y). */
nag_ddot(conj, n, alpha, x, incx, beta, y, incy, &r, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ddot (f16eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Reset beta for accumulation and deallocate x, y. */
beta = 1.0;
NAG_FREE(x);
NAG_FREE(y);

}
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printf("Accumulated dot product, r = %9.4f\n", r);
END:

NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_ddot (f16eac) Example Program Data
5 : first dot product, n
1 -1 : incx and incy
0.3 : alpha
1.0 2.0 3.0 4.0 5.0 : Vector x

-5.0 -4.0 3.0 2.0 1.0 : Vector y

4 : second dot product, n
-2 -1 : incx and incy
-7.0 : alpha
0.4 0.3 0.2 0.1 : Vector x
0.4 0.3 0.2 0.1 : Vector y

10.3 Program Results

nag_ddot (f16eac) Example Program Results

Accumulated dot product, r = 0.6000
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NAG Library Function Document

nag_daxpby (f16ecc)

1 Purpose

nag_daxpby (f16ecc) computes the sum of two scaled vectors, for real vectors and scalars.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_daxpby (Integer n, double alpha, const double x[], Integer incx,
double beta, double y[], Integer incy, NagError *fail)

3 Description

nag_daxpby (f16ecc) performs the operation

y �xþ �y

where x and y are n-element real vectors, and � and � real scalars. If n is equal to zero, or if � is equal
to zero and � is equal to 1, this function returns immediately.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x and y.

Constraint: n 	 0.

2: alpha – double Input

On entry: the scalar �.

3: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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5: beta – double Input

On entry: the scalar �.

6: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ � incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced.

On exit: the updated vector y stored in the array elements used to supply the original vector y.

Intermediate elements of y are unchanged.

7: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

f16ecc NAG Library Manual

f16ecc.2 Mark 26



7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_daxpby (f16ecc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the result of a scaled vector accumulation for

� ¼ 3; x ¼ �6; 4:5; 3:7; 2:1;�4ð ÞT;
� ¼ �1; y ¼ �5:1;�5; 6:4;�2:4;�3ð ÞT:

x and y are stored in reverse order.

10.1 Program Text

/* nag_daxpby (f16ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
int main(void)
{

/* Scalars */
Integer exit_status, i, incx, incy, ix, iy, n;
double alpha, beta;
/* Arrays */
double *x = 0, *y = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_daxpby (f16ecc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of elements */
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Read increments */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif
/* Read factors alpha and beta */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)) ||

!(y = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incy)), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vectors x and y and store forwards or backwards
* as determined by incx (resp. incy). */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)
#ifdef _WIN32

scanf_s("%lf", &y[iy]);
#else

scanf("%lf", &y[iy]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_daxpby (f16ecc).
* Performs y := alpha*x + beta*y */

nag_daxpby(n, alpha, x, incx, beta, y, incy, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_daxpby (f16ecc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the vector y forwards or backwards

f16ecc NAG Library Manual

f16ecc.4 Mark 26



* as determined by incy. */
printf("Result of the scaled vector accumulation is\n");
printf("y = (");
for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)

printf("%9.4f%s", y[iy], (i < n-1 ? ", " : ")\n"));

END:
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_daxpby (f16ecc) Example Program Data
5 : n

-1 -1 : incx and incy
3.0 -1.0 : alpha and beta

-6.0 4.5 3.7 2.1 -4.0 : Vector x
-5.1 -5.0 6.4 -2.4 -3.0 : Vector y

10.3 Program Results

nag_daxpby (f16ecc) Example Program Results

Result of the scaled vector accumulation is
y = ( -12.9000, 18.5000, 4.7000, 8.7000, -9.0000)
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NAG Library Function Document

nag_dwaxpby (f16ehc)

1 Purpose

nag_dwaxpby (f16ehc) computes the sum of two scaled vectors, preserving input, for real scalars and
vectors.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dwaxpby (Integer n, double alpha, const double x[], Integer incx,
double beta, const double y[], Integer incy, double w[], Integer incw,
NagError *fail)

3 Description

nag_dwaxpby (f16ehc) performs the operation

w �xþ �y;

where x and y are n-element real vectors, and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x, y and w.

Constraint: n 	 0.

2: alpha – double Input

On entry: the scalar �.

3: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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5: beta – double Input

On entry: the scalar �.

6: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ � incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

7: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

8: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least max 1; 1þ n� 1ð Þ � incwj jð Þ.
On exit: the n-element vector w.

If incw > 0, wi is in w½ i � 1ð Þ � incw�, for i ¼ 1; 2; . . . ; n.

If incw < 0, wi is in w½ n� ið Þ � incwj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of w are not referenced.

9: incw – Integer Input

On entry: the increment in the subscripts of w between successive elements of w.

Constraint: incw 6¼ 0.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incw ¼ valueh i.
Constraint: incw 6¼ 0.

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dwaxpby (f16ehc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the result of a scaled vector accumulation for

� ¼ 3; x ¼ �6; 4:5; 3:7; 2:1;�4ð ÞT;
� ¼ �1; y ¼ �5:1;�5; 6:4;�2:4;�3ð ÞT:

x and y, and also the sum vector w, are stored in reverse order.

10.1 Program Text

/* nag_dwaxpby (f16ehc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incw, incx, incy, iw, ix, iy, n;
double alpha, beta;
/* Arrays */
double *w = 0, *x = 0, *y = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_dwaxpby (f16ehc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of elements */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read increments */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy,
&incw);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy,

&incw);
#endif

/* Read factors alpha and beta */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

if (n > 0) {
/* Allocate memory */
if (!(w = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incw)), double)) ||

!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)) ||
!(y = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incy)), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vectors x and y and store forwards or backwards
* as determined by incx (resp. incy). */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)
#ifdef _WIN32

scanf_s("%lf", &y[iy]);
#else

scanf("%lf", &y[iy]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* nag_dwaxpby (f16ehc).
* Performs w := alpha*x + beta*y */

nag_dwaxpby(n, alpha, x, incx, beta, y, incy, w, incw, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dwaxpby (f16ehc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the vector w forwards or backwards
* as determined by incw. */

printf("Result of the scaled vector addition is\n");
printf("w = (");
for (i = 0, iw = (incw > 0 ? 0 : (1-n)*incw); i < n; i++, iw += incw)

printf("%9.4f%s", w[iw], (i < n-1 ? ", " : ")\n"));

END:
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dwaxpby (f16ehc) Example Program Data
5 : n
1 1 1 : incx, incy and incw
3.0 -1.0 : alpha and beta
-4.0 2.1 3.7 4.5 -6.0 : Vector x
-3.0 -2.4 6.4 -5.0 -5.1 : Vector y

10.3 Program Results

nag_dwaxpby (f16ehc) Example Program Results

Result of the scaled vector addition is
w = ( -9.0000, 8.7000, 4.7000, 18.5000, -12.9000)
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NAG Library Function Document

nag_dsum (f16elc)

1 Purpose

nag_dsum (f16elc) sums the elements of a real vector.

2 Specification

#include <nag.h>
#include <nagf16.h>

double nag_dsum (Integer n, const double x[], Integer incx, NagError *fail)

3 Description

nag_dsum (f16elc) returns the sum

x1 þ x2 þ � � � þ xn
of the elements of an n-element real vector x.

If n ¼ 0 on entry, nag_dsum (f16elc) returns the value 0.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsum (f16elc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the sum of the elements of

x ¼ 1:1; 10:2; 11:5;�2:7; 9:2ð ÞT:

10.1 Program Text

/* nag_dsum (f16elc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, n;
double sumval;
/* Arrays */
double *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsum (f16elc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_dsum (f16elc).
* Sum elements of a vector of doubles */

sumval = nag_dsum(n, x, incx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsum (f16elc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the result. */
printf("Sum of elements of x is %9.5f\n", sumval);
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END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dsum (f16elc) Example Program Data
5 1 : n and incx
1.1 10.2 11.5 -2.7 9.2 : Vector x

10.3 Program Results

nag_dsum (f16elc) Example Program Results

Sum of elements of x is 29.30000
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NAG Library Function Document

nag_dload (f16fbc)

1 Purpose

nag_dload (f16fbc) broadcasts a scalar into a real vector.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dload (Integer n, double alpha, double x[], Integer incx,
NagError *fail)

3 Description

nag_dload (f16fbc) performs the operation

x �; �; . . . ; �ð ÞT;

where x is an n-element real vector and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: alpha – double Input

On entry: the scalar �.

3: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On exit: the scalar � is scattered with a stride of incx in x. Intermediate elements of x are
unchanged.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dload (f16fbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example initializes four elements of a real vector, x, with increment 2, with the value � ¼ 0:3.

10.1 Program Text

/* nag_dload (f16fbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
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int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, incx, n, xlen;

/* Arrays */
double *x = 0;

/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dload (f16fbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read length of vector and increment. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

/* Read scalar parameter */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &alpha);
#else

scanf("%lf%*[^\n] ", &alpha);
#endif

xlen = MAX(1, 1 + (n - 1) * ABS(incx));
if (n > 0) {

/* Allocate memory */
if (!(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* nag_dload (f16fbc).
* Broadcast a real scalar to a real vector.
*
*/

nag_dload(n, alpha, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dload.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print x. */
printf("Loaded vector x:\n\n");
for (i = 0; i < xlen; i = i + incx)

printf(" x[%1" NAG_IFMT "] = %5.2f\n", i, x[i]);
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END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dload (f16fbc) Example Program Data
4 2 : n, incx the length and increment of x

-0.3 : alpha

10.3 Program Results

nag_dload (f16fbc) Example Program Results

Loaded vector x:

x[0] = -0.30
x[2] = -0.30
x[4] = -0.30
x[6] = -0.30
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NAG Library Function Document

nag_zaxpby (f16gcc)

1 Purpose

nag_zaxpby (f16gcc) computes the sum of two scaled vectors, for complex scalars and vectors.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zaxpby (Integer n, Complex alpha, const Complex x[], Integer incx,
Complex beta, Complex y[], Integer incy, NagError *fail)

3 Description

nag_zaxpby (f16gcc) performs the operation

y �xþ �y;

where x and y are n-element complex vectors, and � and � are complex scalars. If n is equal to zero, or
if � is equal to zero and � is equal to 1, this function returns immediately.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x and y.

Constraint: n 	 0.

2: alpha – Complex Input

On entry: the scalar �.

3: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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5: beta – Complex Input

On entry: the scalar �.

6: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ � incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced.

On exit: the updated vector y stored in the array elements used to supply the original vector y.

Intermediate elements of y are unchanged.

7: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zaxpby (f16gcc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the result of a scaled vector accumulation for

� ¼ 3þ 2i; x ¼ �6þ 1:2i; 3:7þ 4:5i;�4þ 2:1ið ÞT;
� ¼ �i; y ¼ �5:1; 6:4� 5i;�3� 2:4ið ÞT:

x and y are stored in reverse order.

10.1 Program Text

/* nag_zaxpby (f16gcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
int main(void)
{

/* Scalars */
Integer exit_status, i, incx, incy, ix, iy, n;
Complex alpha, beta;
/* Arrays */
Complex *x = 0, *y = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zaxpby (f16gcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of elements */
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Read increments */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif
/* Read factors alpha and beta */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf ) %*[^\n] ", &alpha.re, &alpha.im,

&beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf ) %*[^\n] ", &alpha.re, &alpha.im,
&beta.re, &beta.im);

#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Complex)) ||

!(y = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incy)), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vectors x and y and store forwards or backwards
* as determined by incx (resp. incy). */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &x[ix].re, &x[ix].im);
#else

scanf(" ( %lf , %lf )", &x[ix].re, &x[ix].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &y[iy].re, &y[iy].im);
#else

scanf(" ( %lf , %lf )", &y[iy].re, &y[iy].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_zaxpby (f16gcc).
* Performs y := alpha*x + beta*y */

nag_zaxpby(n, alpha, x, incx, beta, y, incy, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zaxpby (f16gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

f16gcc NAG Library Manual

f16gcc.4 Mark 26



/* Display the vector y forwards or backwards
* as determined by incy. */

printf("Result of the scaled vector accumulation is\n");
printf("y = (");
for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)

printf("(%9.4f, %9.4f)%s", y[iy].re, y[iy].im, (i < n-1 ? ", " : ")\n"));

END:
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zaxpby (f16gcc) Example Program Data
3 : n
1 1 : incx and incy
( 3.0, 2.0) ( 0.0,-1.0) : alpha and beta
(-4.0, 2.1) ( 3.7, 4.5) (-6.0, 1.2) : Vector x
(-3.0,-2.4) ( 6.4,-5.0) (-5.1, 0.0) : Vector y

10.3 Program Results

nag_zaxpby (f16gcc) Example Program Results

Result of the scaled vector accumulation is
y = (( -18.6000, 1.3000), ( -2.9000, 14.5000), ( -20.4000, -3.3000))
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NAG Library Function Document

nag_zwaxpby (f16ghc)

1 Purpose

nag_zwaxpby (f16ghc) computes the sum of two scaled vectors, preserving input, for complex scalars
and vectors.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zwaxpby (Integer n, Complex alpha, const Complex x[], Integer incx,
Complex beta, const Complex y[], Integer incy, Complex w[],
Integer incw, NagError *fail)

3 Description

nag_zwaxpby (f16ghc) performs the operation

w �xþ �y;

where x and y are n-element complex vectors, and � and � are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x, y and w.

Constraint: n 	 0.

2: alpha – Complex Input

On entry: the scalar �.

3: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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5: beta – Complex Input

On entry: the scalar �.

6: y½dim� – const Complex Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ � incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

7: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

8: w½dim� – Complex Output

Note: the dimension, dim, of the array w must be at least max 1; 1þ n� 1ð Þ � incwj jð Þ.
On exit: the n-element vector w.

If incw > 0, wi is in w½ i � 1ð Þ � incw�, for i ¼ 1; 2; . . . ; n.

If incw < 0, wi is in w½ n� ið Þ � incwj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of w are not referenced.

9: incw – Integer Input

On entry: the increment in the subscripts of w between successive elements of w.

Constraint: incw 6¼ 0.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incw ¼ valueh i.
Constraint: incw 6¼ 0.

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zwaxpby (f16ghc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the result of a scaled vector accumulation for

� ¼ 3þ 2i; x ¼ �6þ 1:2i; 3:7þ 4:5i;�4þ 2:1ið ÞT;
� ¼ �i; y ¼ �5:1; 6:4� 5i;�3� 2:4ið ÞT:

x and y, and also the sum vector w, are stored in reverse order.

10.1 Program Text

/* nag_zwaxpby (f16ghc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incw, incx, incy, iw, ix, iy, n;
Complex alpha, beta;
/* Arrays */
Complex *w = 0, *x = 0, *y = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_zwaxpby (f16ghc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of elements */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read increments */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy,
&incw);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy,

&incw);
#endif

/* Read factors alpha and beta */
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf ) ", &alpha.re, &alpha.im);
#endif
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) %*[^\n] ", &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) %*[^\n] ", &beta.re, &beta.im);
#endif

if (n > 0) {
/* Allocate memory */
if (!(w = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incw)), Complex)) ||

!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Complex)) ||
!(y = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incy)), Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vectors x and y and store forwards or backwards
* as determined by incx (resp. incy). */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#else

scanf(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 0, iy = (incy > 0 ? 0 : (1-n)*incy); i < n; i++, iy += incy)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &y[iy].re, &y[iy].im);
#else

scanf(" ( %lf , %lf ) ", &y[iy].re, &y[iy].im);
#endif
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_zwaxpby (f16ghc).
* Performs w := alpha*x + beta*y */

nag_zwaxpby(n, alpha, x, incx, beta, y, incy, w, incw, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zwaxpby (f16ghc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the vector w forwards or backwards
* as determined by incw. */

printf("Result of the scaled vector addition is\n");
printf("w = (");
for (i = 0, iw = (incw > 0 ? 0 : (1-n)*incw); i < n; i++, iw += incw)

printf("(%9.4f, %9.4f)%s", w[iw].re, w[iw].im, (i < n-1 ? ", " : ")\n"));

END:
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zwaxpby (f16ghc) Example Program Data
3 : n
1 1 1 : incx, incy and incw
( 3., 2.) ( 0.,-1.) : alpha and beta
(-4., 2.1) ( 3.7, 4.5) (-6., 1.2) : Vector x
(-3.,-2.4) ( 6.4,-5.) (-5.1,0.) : Vector y

10.3 Program Results

nag_zwaxpby (f16ghc) Example Program Results

Result of the scaled vector addition is
w = (( -18.6000, 1.3000), ( -2.9000, 14.5000), ( -20.4000, -3.3000))
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NAG Library Function Document

nag_zsum (f16glc)

1 Purpose

nag_zsum (f16glc) sums the elements of a complex vector.

2 Specification

#include <nag.h>
#include <nagf16.h>

Complex nag_zsum (Integer n, const Complex x[], Integer incx, NagError *fail)

3 Description

nag_zsum (f16glc) returns the sum

x1 þ x2 þ � � � þ xn
of the elements of an n-element complex vector x.

If n ¼ 0 on entry, nag_zsum (f16glc) returns the value 0þ 0i.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsum (f16glc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the sum of the elements of

x ¼ 1:1þ 10:2i; 11:5� 2:7i; 9:2ð ÞT:

10.1 Program Text

/* nag_zsum (f16glc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, n;
Complex sumval;
/* Arrays */
Complex *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zsum (f16glc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#else

scanf(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_zsum (f16glc).
* Sum elements of a vector of Complexes */

sumval = nag_zsum(n, x, incx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zsum (f16glc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the result. */
printf("Sum of elements of x is (%9.5f,%9.5f)\n", sumval.re, sumval.im);
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END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zsum (f16glc) Example Program Data
3 1 : n and incx
( 1.1, 10.2) ( 11.5,-2.7) ( 9.2, 0.) : Vector x

10.3 Program Results

nag_zsum (f16glc) Example Program Results

Sum of elements of x is ( 21.80000, 7.50000)
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NAG Library Function Document

nag_zload (f16hbc)

1 Purpose

nag_zload (f16hbc) broadcasts a scalar into a complex vector.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zload (Integer n, Complex alpha, Complex x[], Integer incx,
NagError *fail)

3 Description

nag_zload (f16hbc) performs the operation

x �; �; . . . ; �ð ÞT;

where x is an n-element complex vector and � is a complex scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: alpha – Complex Input

On entry: the scalar �.

3: x½dim� – Complex Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On exit: the scalar � scattered with a stride of incx. Intermediate elements of x are unchanged.

4: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zload (f16hbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The scalar 0:5� 0:3i is loaded into a vector of length 4, stored in x with increment 2 (incx ¼ 2).

10.1 Program Text

/* nag_zload (f16hbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
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int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, incx, n, xlen;

/* Arrays */
Complex *x = 0;

/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zload (f16hbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read length of vector and increment. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

/* Read scalar parameter */
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) %*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf ) %*[^\n] ", &alpha.re, &alpha.im);
#endif

xlen = MAX(1, 1 + (n - 1) * ABS(incx));
if (n > 0) {

/* Allocate memory */
if (!(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* nag_zload (f16hbc).
* Broadcast a complex scalar to a complex vector.
*
*/

nag_zload(n, alpha, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zload.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print x. */
printf("Loaded vector x:\n\n");
for (i = 0; i < xlen; i = i + incx)

printf(" x[%1" NAG_IFMT "] = (%5.2f, %5.2f)\n", i, x[i].re, x[i].im);
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END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zload (f16hbc) Example Program Data
4 2 : n, incx the length and increment of x
( 0.5,-0.3) : alpha

10.3 Program Results

nag_zload (f16hbc) Example Program Results

Loaded vector x:

x[0] = ( 0.50, -0.30)
x[2] = ( 0.50, -0.30)
x[4] = ( 0.50, -0.30)
x[6] = ( 0.50, -0.30)
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NAG Library Function Document

nag_dmax_val (f16jnc)

1 Purpose

nag_dmax_val (f16jnc) computes the largest component of a real vector, along with the index of that
component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dmax_val (Integer n, const double x[], Integer incx, Integer *k,
double *r, NagError *fail)

3 Description

nag_dmax_val (f16jnc) computes the largest component, r, of an n-element real vector x, and
determines the smallest index, k, such that

r ¼ xk ¼ max
j
xj:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ; n� 1f g, of the largest component of x. If n ¼ 0 on
input then k is returned as �1.
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5: r – double * Output

On exit: r, the largest component of x. If n ¼ 0 on input then r is returned as 0:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dmax_val (f16jnc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the largest component and index of that component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_dmax_val (f16jnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, k, n;
double r;
/* Arrays */
double *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dmax_val (f16jnc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

/* nag_dmax_val (f16jnc).
* Get maximum value (r) and location of that value (k)
* of double array */

nag_dmax_val(n, x, incx, &k, &r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dmax_val (f16jnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the maximum value */
printf("Maximum element of x is %12.5f\n", r);
/* Print its location */
printf("Index of maximum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dmax_val (f16jnc) Example Program Data
5 1 : n and incx
1.0 10.0 11.0 -2.0 9.0 : Vector x

10.3 Program Results

nag_dmax_val (f16jnc) Example Program Results

Maximum element of x is 11.00000
Index of maximum element of x is 2
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NAG Library Function Document

nag_dmin_val (f16jpc)

1 Purpose

nag_dmin_val (f16jpc) computes the smallest component of a real vector, along with the index of that
component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dmin_val (Integer n, const double x[], Integer incx, Integer *k,
double *r, NagError *fail)

3 Description

nag_dmin_val (f16jpc) computes the smallest component, r, of an n-element real vector x, and
determines the smallest index, k, such that

r ¼ xk ¼ min
j
xj:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ;n� 1f g, of the smallest component of x. If n ¼ 0 on
input then k is returned as �1.
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5: r – double * Output

On exit: r, the smallest component of x. If n ¼ 0 on input then r is returned as 0:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dmin_val (f16jpc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the smallest component and index of that component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_dmin_val (f16jpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, k, n;
double r;
/* Arrays */
double *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dmin_val (f16jpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* nag_dmin_val (f16jpc).
* Get minimum value (i) and location of that value (k)
* of double vector */

nag_dmin_val(n, x, incx, &k, &r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dmin_val (f16jpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the minimum value */
printf("Minimum element of x is %12.5f\n", r);
/* Print its location */
printf("Index of minimum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dmin_val (f16jpc) Example Program Data
5 1 : n and incx
1.0 10.0 11.0 -2.0 9.0 : Vector x

10.3 Program Results

nag_dmin_val (f16jpc) Example Program Results

Minimum element of x is -2.00000
Index of minimum element of x is 3
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NAG Library Function Document

nag_damax_val (f16jqc)

1 Purpose

nag_damax_val (f16jqc) computes, with respect to absolute value, the largest component of a real
vector, along with the index of that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_damax_val (Integer n, const double x[], Integer incx, Integer *k,
double *r, NagError *fail)

3 Description

nag_damax_val (f16jqc) computes, with respect to absolute value, the largest component, r, of an
n-element real vector x, and determines the smallest index, k, such that

r ¼ xkj j ¼ max
j

xj
		 		:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ; n� 1f g, of the largest component of x with respect to
absolute value. If n ¼ 0 on input then k is returned as �1.
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5: r – double * Output

On exit: r, the largest component of x with respect to absolute value. If n ¼ 0 on input then r is
returned as 0:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_damax_val (f16jqc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the largest component with respect to absolute value and index of that
component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_damax_val (f16jqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, k, n;
double r;
/* Arrays */
double *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_damax_val (f16jqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* nag_damax_val (f16jqc).
* Get absolutely maximum value (r) and location of that value (k)
* of double array */

nag_damax_val(n, x, incx, &k, &r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_damax_val (f16jqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the absolutely maximum value */
printf("Absolutely maximum element of x is %12.5f\n", r);
/* Print its location */
printf("Index of absolutely maximum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_damax_val (f16jqc) Example Program Data
5 1 : n and incx
1.0 10.0 11.0 -2.0 9.0 : Vector x

10.3 Program Results

nag_damax_val (f16jqc) Example Program Results

Absolutely maximum element of x is 11.00000
Index of absolutely maximum element of x is 2
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NAG Library Function Document

nag_damin_val (f16jrc)

1 Purpose

nag_damin_val (f16jrc) computes, with respect to absolute value, the smallest component of a real
vector, along with the index of that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_damin_val (Integer n, const double x[], Integer incx, Integer *k,
double *r, NagError *fail)

3 Description

nag_damin_val (f16jrc) computes, with respect to absolute value, the smallest component, r, of an
n-element real vector x, and determines the smallest index, k, such that

r ¼ xkj j ¼ min
j
xj
		 		:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ;n� 1f g, of the smallest component of x with respect
to absolute value. If n ¼ 0 on input then k is returned as �1.
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5: r – double * Output

On exit: r, the smallest component of x with respect to absolute value. If n ¼ 0 on input then r is
returned as 0:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_damin_val (f16jrc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the smallest component with respect to absolute value and index of that
component for the vector

x ¼ 1; 10; 11;�2; 9ð ÞT:
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10.1 Program Text

/* nag_damin_val (f16jrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, k, n;
double r;
/* Arrays */
double *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_damin_val (f16jrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s("%lf", &x[ix]);
#else

scanf("%lf", &x[ix]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* nag_damin_val (f16jrc).
* Get absolutely minimum value (r) and location of that value (k)
* of double array */

nag_damin_val(n, x, incx, &k, &r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_damin_val (f16jrc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the absolutely minimum value */
printf("Absolutely minimum element of x is %12.5f\n", r);
/* Print its location */
printf("Index of absolutely minimum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_damin_val (f16jrc) Example Program Data
5 1 : n and incx
1.0 10.0 11.0 -2.0 9.0 : Vector x

10.3 Program Results

nag_damin_val (f16jrc) Example Program Results

Absolutely minimum element of x is 1.00000
Index of absolutely minimum element of x is 0
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NAG Library Function Document

nag_zamax_val (f16jsc)

1 Purpose

nag_zamax_val (f16jsc) computes, with respect to absolute value, the largest component of a complex
vector, along with the index of that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zamax_val (Integer n, const Complex x[], Integer incx, Integer *k,
double *r, NagError *fail)

3 Description

nag_zamax_val (f16jsc) computes, with respect to absolute value, the largest component, r, of an
n-element complex vector x, and determines the smallest index, k, such that

r ¼ Re xkj j þ Im xkj j ¼ max
j

Re xj
		 		þ Imxj

		 		:
4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ; n� 1f g, of the largest component of x with respect to
absolute value. If n ¼ 0 on input then k is returned as �1.
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5: r – double * Output

On exit: r, the largest component of x with respect to absolute value. If n ¼ 0 on input then r is
returned as 0:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zamax_val (f16jsc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the largest component with respect to absolute value and index of that
component for the vector

x ¼ �4þ 2:1i; 3:7þ 4:5i;�6þ 1:2ið ÞT:
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10.1 Program Text

/* nag_zamax_val (f16jsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, k, n;
double r;
/* Arrays */
Complex *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zamax_val (f16jsc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#else

scanf(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* nag_zamax_val (f16jsc).
* Get absolutely maximum value (r) and location of that value (k)
* of Complex array */

nag_zamax_val(n, x, incx, &k, &r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zamax_val (f16jsc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the absolutely maximum value */
printf("Absolutely maximum element of x is %12.5f\n", r);
/* Print its location */
printf("Index of absolutely maximum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zamax_val (f16jsc) Example Program Data
3 1 : n and incx
(-4., 2.1) ( 3.7, 4.5) (-6., 1.2) : Vector x

10.3 Program Results

nag_zamax_val (f16jsc) Example Program Results

Absolutely maximum element of x is 8.20000
Index of absolutely maximum element of x is 1
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NAG Library Function Document

nag_zamin_val (f16jtc)

1 Purpose

nag_zamin_val (f16jtc) computes, with respect to absolute value, the smallest component of a complex
vector, along with the index of that component.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zamin_val (Integer n, const Complex x[], Integer incx, Integer *k,
double *r, NagError *fail)

3 Description

nag_zamin_val (f16jtc) computes, with respect to absolute value, the smallest component, r, of an
n-element complex vector x, and determines the smallest index, k, such that

r ¼ Rexkj j þ Imxkj j ¼ min
j

Re xj
		 		þ Imxj

		 		:
4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: n – Integer Input

On entry: n, the number of elements in x.

Constraint: n 	 0.

2: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ � incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

3: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

4: k – Integer * Output

On exit: k, the index, from the set 0; 1; . . . ;n� 1f g, of the smallest component of x with respect
to absolute value. If n ¼ 0 on input then k is returned as �1.
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5: r – double * Output

On exit: r, the smallest component of x with respect to absolute value. If n ¼ 0 on input then r is
returned as 0:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zamin_val (f16jtc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the smallest component with respect to absolute value and index of that
component for the vector

x ¼ �4þ 2:1i; 3:7þ 4:5i;�6þ 1:2ið ÞT:
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10.1 Program Text

/* nag_zamin_val (f16jtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, incx, ix, k, n;
double r;
/* Arrays */
Complex *x = 0;
/* Nag Types */
NagError fail;

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zamin_val (f16jtc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the number of elements and the increment */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &incx);
#endif

if (n > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(MAX(1, 1 + (n - 1) * ABS(incx)), Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Read the vector x and store forwards or backwards
* as determined by incx. */

for (i = 0, ix = (incx > 0 ? 0 : (1-n)*incx); i < n; i++, ix += incx)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#else

scanf(" ( %lf , %lf ) ", &x[ix].re, &x[ix].im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* nag_zamin_val (f16jtc).
* Get absolutely minimum value (r) and location of that value (k)
* of Complex array */

nag_zamin_val(n, x, incx, &k, &r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zamin_val (f16jtc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the absolutely minimum value */
printf("Absolutely minimum element of x is %12.5f\n", r);
/* Print its location */
printf("Index of absolutely minimum element of x is %3" NAG_IFMT "\n", k);

END:
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zamin_val (f16jtc) Example Program Data
3 1 : n and incx
(-4., 2.1) ( 3.7, 4.5) (-6., 1.2) : Vector x

10.3 Program Results

nag_zamin_val (f16jtc) Example Program Results

Absolutely minimum element of x is 6.10000
Index of absolutely minimum element of x is 0
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NAG Library Function Document

nag_dgemv (f16pac)

1 Purpose

nag_dgemv (f16pac) performs matrix-vector multiplication for a real general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dgemv (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, double alpha, const double a[], Integer pda,
const double x[], Integer incx, double beta, double y[], Integer incy,
NagError *fail)

3 Description

nag_dgemv (f16pac) performs one of the matrix-vector operations

y �Axþ �y; or y �ATxþ �y;

where A is an m by n real matrix, x and y are real vectors, and � and � are real scalars.

If m ¼ 0 or n ¼ 0, no operation is performed.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
y �Axþ �y.

trans ¼ Nag Trans or Nag ConjTrans
y �ATxþ �y.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: alpha – double Input

On entry: the scalar �.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n matrix A.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 n.

8: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1; 1þ n� 1ð Þ incxj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ m� 1ð Þ incxj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector x.

If trans ¼ Nag NoTrans, then x is an n-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be
NULL.

Otherwise, x is an m-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ;m.

If incx < 0, xi must be stored in x½ m� ið Þ � incxj j�, for i ¼ 1; 2; . . . ;m.

Intermediate elements of x are not referenced. If m ¼ 0, x is not referenced and may be
NULL.

9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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10: beta – double Input

On entry: the scalar �.

11: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least

max 1; 1þ m� 1ð Þ incyj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ n� 1ð Þ incyj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

12: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

f16 – NAG Interface to BLAS f16pac

Mark 26 f16pac.3



An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dgemv (f16pac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0 2:0
3:0 4:0
5:0 6:0

0@ 1A;
x ¼ �1:0

2:0

� �
;

y ¼
1:0
2:0
3:0

0@ 1A;
� ¼ 1:5 and � ¼ 1:0:

10.1 Program Text

/* nag_dgemv (f16pac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, incy, j, m, n, pda, xlen, ylen;
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/* Arrays */
double *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dgemv (f16pac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read the transpose parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

if (trans == Nag_NoTrans) {
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (m - 1) * ABS(incy));

}
else {
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xlen = MAX(1, 1 + (m - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

}

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vectors x and y */

for (i = 1; i <= m; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i - 1]);

#else
scanf("%lf%*[^\n] ", &y[i - 1]);

#endif

/* nag_dgemv (f16pac).
* Matrix-vector multiply.
*
*/

nag_dgemv(order, trans, m, n, alpha, a, pda, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dgemv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("%11f\n", y[i - 1]);
}

END:
NAG_FREE(a);
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NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dgemv (f16pac) Example Program Data
3 2 : m, n the dimensions of matrix A
Nag_NoTrans : trans
1.5 1.0 : alpha, beta
1 1 : incx, incy
1.0 2.0
3.0 4.0
5.0 6.0 : the end of matrix A
-1.0
2.0 : the end of vector x
1.0
2.0
3.0 : the end of vector y

10.3 Program Results

nag_dgemv (f16pac) Example Program Results

y
5.500000
9.500000

13.500000
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NAG Library Function Document

nag_dgbmv (f16pbc)

1 Purpose

nag_dgbmv (f16pbc) performs matrix-vector multiplication for a real band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dgbmv (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, Integer kl, Integer ku, double alpha, const double ab[],
Integer pdab, const double x[], Integer incx, double beta, double y[],
Integer incy, NagError *fail)

3 Description

nag_dgbmv (f16pbc) performs one of the matrix-vector operations

y �Axþ �y; or y �ATxþ �y;

where A is an m by n real band matrix with kl subdiagonals and ku superdiagonals, x and y are real
vectors, and � and � are real scalars.

If m ¼ 0 or n ¼ 0, no operation is performed.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
y �Axþ �y.

trans ¼ Nag Trans or Nag ConjTrans
y �ATxþ �y.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of A.

Constraint: kl 	 0.

6: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of A.

Constraint: ku 	 0.

7: alpha – double Input

On entry: the scalar �.

8: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

10: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1; 1þ n� 1ð Þ incxj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ m� 1ð Þ incxj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector x.

If trans ¼ Nag NoTrans, then x is an n-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be
NULL.
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Otherwise, x is an m-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ;m.

If incx < 0, xi must be stored in x½ m� ið Þ � incxj j�, for i ¼ 1; 2; . . . ;m.

Intermediate elements of x are not referenced. If m ¼ 0, x is not referenced and may be
NULL.

11: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

12: beta – double Input

On entry: the scalar �.

13: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least

max 1; 1þ m� 1ð Þ incyj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ n� 1ð Þ incyj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

14: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, kl ¼ valueh i.
Constraint: kl 	 0.
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On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i, ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dgbmv (f16pbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A vector y, of length 6, is updated using y 2yþAx, where A is a 6 by 4 banded matrix with two
subdiagonals and one superdiagonal, and x is a vector of length 4.

10.1 Program Text

/* nag_dgbmv (f16pbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer ab_size, exit_status, i, incx, incy, j, kl, ku;
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Integer m, n, pdab, xlen, ylen;

/* Arrays */
double *ab = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dgbmv (f16pbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&m, &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&m, &n, &kl, &ku);
#endif

/* Read the transpose parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf %lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf %lf%*[^\n] ", &alpha, &beta);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pdab = kl + ku + 1;
#ifdef NAG_COLUMN_MAJOR

ab_size = pdab * n;
#else

ab_size = pdab * m;
#endif

if (trans == Nag_NoTrans) {
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
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ylen = MAX(1, 1 + (m - 1) * ABS(incy));
}
else {

xlen = MAX(1, 1 + (m - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

}

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(ab_size, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vectors x and y */

for (i = 1; i <= m; ++i) {
for (j = MAX(1, i - kl); j <= MIN(n, i + ku); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB(i, j));

#else
scanf("%lf", &AB(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i - 1]);

#else
scanf("%lf%*[^\n] ", &y[i - 1]);

#endif

/* nag_dgbmv (f16pbc).
* real valued band matrix-vector multiply.
*
*/

nag_dgbmv(order, trans, m, n, kl, ku, alpha, ab, pdab, x,
incx, beta, y, incy, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgbmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("Updated vector y:\n\n");
for (i = 1; i <= ylen; ++i) {

printf("%11f\n", y[i - 1]);
}

END:
NAG_FREE(ab);
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NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dgbmv (f16pbc) Example Program Data
6 4 2 1 :Values of m, n, kl, ku
Nag_NoTrans : trans
1.0 2.0 : alpha, beta
1 1 : incx, incy
1.0 1.0
2.0 2.0 2.0
3.0 3.0 3.0 3.0

4.0 4.0 4.0
5.0 5.0

6.0 : the end of matrix A
1.0
2.0
3.0
4.0 : the end of vector x
-0.5
-4.5
-13.0
-15.5
-14.5
-8.5 : the end of vector y

10.3 Program Results

nag_dgbmv (f16pbc) Example Program Results

Updated vector y:

2.000000
3.000000
4.000000
5.000000
6.000000
7.000000
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NAG Library Function Document

nag_dsymv (f16pcc)

1 Purpose

nag_dsymv (f16pcc) performs matrix-vector multiplication for a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsymv (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const double a[], Integer pda, const double x[],
Integer incx, double beta, double y[], Integer incy, NagError *fail)

3 Description

nag_dsymv (f16pcc) performs the matrix-vector operation

y �Axþ �y;

where A is an n by n real symmetric matrix, x and y are n-element real vectors, and � and � are real
scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

8: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

9: beta – double Input

On entry: the scalar �.

10: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

11: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsymv (f16pcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0 2:0 3:0
2:0 4:0 5:0
3:0 5:0 6:0

0@ 1A;
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x ¼
�1:0
2:0
�3:0

0@ 1A;
y ¼

1:0
2:0
3:0

0@ 1A;
� ¼ 1:5 and � ¼ 1:0:

10.1 Program Text

/* nag_dsymv (f16pcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, incy, j, n, pda, xlen, ylen;

/* Arrays */
double *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsymv (f16pcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
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#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input the matrix A and vectors x and y */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i - 1]);

#else
scanf("%lf%*[^\n] ", &y[i - 1]);

#endif

/* nag_dsymv (f16pcc).
* Symmetric matrix-vector multiply.
*
*/

nag_dsymv(order, uplo, n, alpha, a, pda, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsymv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("%11f\n", y[i - 1]);
}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dsymv (f16pcc) Example Program Data
3 : n the dimension of matrix A
Nag_Upper : uplo
1.5 1.0 : alpha, beta
1 1 : incx, incy
1.0 2.0 3.0

4.0 5.0
6.0 : the end of matrix A

-1.0
2.0

-3.0 : the end of vector x
1.0
2.0
3.0 : the end of vector y
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10.3 Program Results

nag_dsymv (f16pcc) Example Program Results

y
-8.000000

-11.500000
-13.500000
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NAG Library Function Document

nag_dsbmv (f16pdc)

1 Purpose

nag_dsbmv (f16pdc) performs matrix-vector multiplication for a real symmetric band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsbmv (Nag_OrderType order, Nag_UploType uplo, Integer n, Integer k,
double alpha, const double ab[], Integer pdab, const double x[],
Integer incx, double beta, double y[], Integer incy, NagError *fail)

3 Description

nag_dsbmv (f16pdc) performs the matrix-vector operation

y �Axþ �y;

where A is an n by n real symmetric band matrix with k subdiagonals and k superdiagonals, x and y
are n-element real vectors, and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

5: alpha – double Input

On entry: the scalar �.

6: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

8: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

10: beta – double Input

On entry: the scalar �.

11: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.
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If beta ¼ 0, y need not be set.

On exit: the updated vector y.

12: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsbmv (f16pdc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼

1:0 2:0 3:0 0:0 0:0
2:0 2:0 3:0 4:0 0:0
3:0 3:0 3:0 4:0 5:0
0:0 4:0 4:0 4:0 5:0
0:0 0:0 5:0 5:0 5:0

0BBB@
1CCCA;

x ¼

�1:0
2:0
�3:0
2:0
�1:0

0BBB@
1CCCA;

y ¼

10:0
1:5
9:5
8:5

24:0

0BBB@
1CCCA;

� ¼ 1:5 and � ¼ 1:0:

10.1 Program Text

/* nag_dsbmv (f16pdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, incy, j, k, kd, n, pdab, xlen, ylen;

/* Arrays */
double *ab = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
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order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsbmv (f16pdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pdab = kd + 1;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
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for (j = i; j <= MIN(i + kd, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB_UPPER(i, j));
#else

scanf("%lf", &AB_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vectors x and y */

for (i = 1; i <= xlen; ++i)
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &x[i - 1]);
#else

scanf("%lf%*[^\n] ", &x[i - 1]);
#endif

for (i = 1; i <= ylen; ++i)
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &y[i - 1]);
#else

scanf("%lf%*[^\n] ", &y[i - 1]);
#endif

/* nag_dsbmv (f16pdc).
* Symmetric banded matrix-vector multiply.
*
*/

nag_dsbmv(order, uplo, n, kd, alpha, ab, pdab, x, incx,
beta, y, incy, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsbmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("%11f\n", y[i - 1]);
}

END:
NAG_FREE(ab);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}
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10.2 Program Data

nag_dsbmv (f16pdc) Example Program Data
5 2 :Values of n and kd
Nag_Lower :Value of uplo
1.5 1.0 : alpha, beta
1 1 : incx, incy
1.0
2.0 2.0
3.0 3.0 3.0

4.0 4.0 4.0
5.0 5.0 5.0 :End of matrix A

-1.0
2.0

-3.0
2.0

-1.0 : the end of vector x
10.0
1.5
9.5
8.5

24.0 : the end of vector y

10.3 Program Results

nag_dsbmv (f16pdc) Example Program Results

y
1.000000
3.000000
5.000000
7.000000
9.000000
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NAG Library Function Document

nag_dspmv (f16pec)

1 Purpose

nag_dspmv (f16pec) performs matrix-vector multiplication for a real symmetric matrix stored in packed
form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dspmv (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const double ap[], const double x[], Integer incx,
double beta, double y[], Integer incy, NagError *fail)

3 Description

nag_dspmv (f16pec) performs the matrix-vector operation

y �Axþ �y;

where A is an n by n real symmetric matrix stored in packed form, x and y are n-element real vectors,
and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

7: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

8: beta – double Input

On entry: the scalar �.

9: y½dim� – double Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

10: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dspmv (f16pec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0 2:0 3:0 4:0
2:0 2:0 3:0 4:0
3:0 3:0 3:0 4:0
4:0 4:0 4:0 4:0

0B@
1CA;
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x ¼
�1:0
2:0
�3:0
1:0

0B@
1CA;

y ¼
4:0
7:5
8:0

13:0

0B@
1CA;

� ¼ 1:5 and � ¼ 1:0:

10.1 Program Text

/* nag_dspmv (f16pec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer aplen, exit_status, i, incx, incy, j, n, xlen, ylen;

/* Arrays */
double *ap = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dspmv (f16pec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

aplen = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(aplen, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_UPPER(i, j));

#else
scanf("%lf", &A_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
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}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Input vectors x and y */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i - 1]);

#else
scanf("%lf%*[^\n] ", &y[i - 1]);

#endif

/* nag_dspmv (f16pec).
* Symmetric packed storage matrix-vector multiply.
*
*/

nag_dspmv(order, uplo, n, alpha, ap, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("%11f\n", y[i - 1]);
}

END:
NAG_FREE(ap);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dspmv (f16pec) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
1.5 1.0 :Values of alpha, beta
1 1 :Values of incx, incy
1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0 :End of matrix A
-1.0
2.0

-3.0
1.0 :End of vector x
4.0
7.5
8.0

13.0 :End of vector y
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10.3 Program Results

nag_dspmv (f16pec) Example Program Results

y
1.000000
3.000000
5.000000
7.000000
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NAG Library Function Document

nag_dtrmv (f16pfc)

1 Purpose

nag_dtrmv (f16pfc) performs matrix-vector multiplication for a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtrmv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, double alpha, const double a[],
Integer pda, double x[], Integer incx, NagError *fail)

3 Description

nag_dtrmv (f16pfc) performs one of the matrix-vector operations

x �Ax or x �ATx;

where A is an n by n real triangular matrix, x is an n-element real vector and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �Ax.
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trans ¼ Nag Trans or Nag ConjTrans
x �ATx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – double Input

On entry: the scalar �.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

10: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtrmv (f16pfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Ax

where
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A ¼
1:0 0:0 0:0 0:0
2:0 2:0 0:0 0:0
3:0 3:0 3:0 0:0
4:0 4:0 4:0 4:0

0B@
1CA;

x ¼
�1:0
2:0
�3:0
1:0

0B@
1CA

and

� ¼ 1:5:

10.1 Program Text

/* nag_dtrmv (f16pfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, incx, j, n, pda, xlen;

/* Arrays */
double *a = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtrmv (f16pfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &incx);

#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vector x */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif

/* nag_dtrmv (f16pfc).
* Triangular matrix-vector multiply.
*
*/

nag_dtrmv(order, uplo, trans, diag, n, alpha, a, pda, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrmv (f16pfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " x");
for (i = 1; i <= xlen; ++i) {

printf("%11f\n", x[i - 1]);
}

END:
NAG_FREE(a);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dtrmv (f16pfc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
1.5 :Value of alpha
1 :Value of incx
1.0
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2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0 :End of matrix A
-1.0
2.0

-3.0
1.0 :End of vector x

10.3 Program Results

nag_dtrmv (f16pfc) Example Program Results

x
-1.500000
3.000000

-9.000000
-6.000000
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NAG Library Function Document

nag_dtbmv (f16pgc)

1 Purpose

nag_dtbmv (f16pgc) performs matrix-vector multiplication for a real triangular band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtbmv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Integer k, double alpha,
const double ab[], Integer pdab, double x[], Integer incx,
NagError *fail)

3 Description

nag_dtbmv (f16pgc) performs one of the matrix-vector operations

x �Ax or x �ATx;

where A is an n by n real triangular band matrix with k subdiagonals or superdiagonals, x is an
n-element real vector and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �Ax.

trans ¼ Nag Trans or Nag ConjTrans
x �ATx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

7: alpha – double Input

On entry: the scalar �.

8: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.
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9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

10: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

11: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtbmv (f16pgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Ax

where

A ¼
1:0 0:0 0:0 0:0
2:0 2:0 0:0 0:0
0:0 3:0 3:0 0:0
0:0 0:0 4:0 4:0

0B@
1CA;

x ¼
�1:0
2:0
�3:0
4:0

0B@
1CA

and

� ¼ 1:5:

10.1 Program Text

/* nag_dtbmv (f16pgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, incx, j, k, kd, n, pdab, xlen;

/* Arrays */
double *ab = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_OrderType order;
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Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtbmv (f16pgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &incx);
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#endif

pdab = kd + 1;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_UPPER(i, j));

#else
scanf("%lf", &AB_UPPER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vector x */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif

/* nag_dtbmv (f16pgc).
* Triangular banded matrix-vector multiply.
*
*/

nag_dtbmv(order, uplo, trans, diag, n, kd, alpha, ab, pdab, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtbmv (f16pgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Print output vector x */
printf("%s\n", " x");
for (i = 1; i <= xlen; ++i) {

printf("%11f\n", x[i - 1]);
}

END:
NAG_FREE(ab);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dtbmv (f16pgc) Example Program Data
4 1 :Values of n, kd
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
1.5 :Value of alpha
1 :Value of incx
1.0
2.0 2.0

3.0 3.0
4.0 4.0 :End of matrix A

-1.0
2.0

-3.0
4.0 :End of vector x

10.3 Program Results

nag_dtbmv (f16pgc) Example Program Results

x
-1.500000
3.000000

-4.500000
6.000000
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NAG Library Function Document

nag_dtpmv (f16phc)

1 Purpose

nag_dtpmv (f16phc) performs matrix-vector multiplication for a real triangular matrix stored in packed
form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtpmv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, double alpha, const double ap[],
double x[], Integer incx, NagError *fail)

3 Description

nag_dtpmv (f16phc) performs one of the matrix-vector operations

x �Ax or x �ATx;

where A is an n by n real triangular matrix, stored in packed form, x is an n-element real vector and �
is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

f16 – NAG Interface to BLAS f16phc

Mark 26 f16phc.1

http://www.netlib.org/blas/blast-forum/blas-report.pdf


3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �Ax.

trans ¼ Nag Trans or Nag ConjTrans
x �ATx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – double Input

On entry: the scalar �.

7: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

8: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtpmv (f16phc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Ax

where

A ¼
1:0 0:0 0:0 0:0
2:0 2:0 0:0 0:0
3:0 3:0 3:0 0:0
4:0 4:0 4:0 4:0

0B@
1CA;
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x ¼
1:0
�2:0
3:0
�1:0

0B@
1CA

and

� ¼ 1:5:

10.1 Program Text

/* nag_dtpmv (f16phc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha;
Integer aplen, exit_status, i, incx, j, n, xlen;

/* Arrays */
double *ap = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtpmv (f16phc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else
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scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &incx);

#endif

aplen = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(aplen, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_UPPER(i, j));

#else
scanf("%lf", &A_UPPER(i, j));
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vector x */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i - 1]);

#else
scanf("%lf%*[^\n] ", &x[i - 1]);

#endif

/* nag_dtpmv (f16phc).
* Triangular packed storage matrix-vector multiply.
*
*/

nag_dtpmv(order, uplo, trans, diag, n, alpha, ap, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtpmv (f16phc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " x");
for (i = 1; i <= xlen; ++i) {

printf("%11f\n", x[i - 1]);
}

END:
NAG_FREE(ap);
NAG_FREE(x);

return exit_status;
}

f16phc NAG Library Manual

f16phc.6 Mark 26



10.2 Program Data

nag_dtpmv (f16phc) Example Program Data
4 :Values of n
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
1.5 :Value of alpha
1 :Value of incx
1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0 :End of matrix A
1.0

-2.0
3.0

-1.0 :End of vector x

10.3 Program Results

nag_dtpmv (f16phc) Example Program Results

x
1.500000

-3.000000
9.000000
6.000000
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NAG Library Function Document

nag_dtrsv (f16pjc)

1 Purpose

nag_dtrsv (f16pjc) solves a system of equations given as a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtrsv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, double alpha, const double a[],
Integer pda, double x[], Integer incx, NagError *fail)

3 Description

nag_dtrsv (f16pjc) performs one of the matrix-vector operations

x �A�1x or x �A�Tx;

where A is an n by n real triangular matrix, x is an n-element real vector and � is a real scalar. A�T

denotes A�T or equivalently A�T.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �A�1x.

trans ¼ Nag Trans or Nag ConjTrans
x �A�Tx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – double Input

On entry: the scalar �.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.
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10: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtrsv (f16pjc) is not threaded in any implementation.

9 Further Comments

No test for singularity or near-singularity of A is included in nag_dtrsv (f16pjc). Such tests must be
performed before calling this function.
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10 Example

This example solves the real triangular system of linear equations Ax ¼ y, where A is the 4 by 4
triangular matrix given by

A ¼
4:30
�3:96 �4:87
0:40 0:31 �8:02
�0:27 0:07 �5:95 0:12

0B@
1CA

and where

y ¼ �12:90; 16:75;�17:55;�11:04ð ÞT:

The vector y is stored in array x and nag_dtrsv (f16pjc) returns the solution in x.

10.1 Program Text

/* nag_dtrsv (f16pjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, incx, j, n, pda, xlen;

/* Arrays */
double *a = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;
Nag_DiagType diag;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtrsv (f16pjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read the unit-diagonal parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &alpha);
#else

scanf("%lf%*[^\n] ", &alpha);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * n, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

if (diag == Nag_NonUnitDiag)
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#ifdef _WIN32
scanf_s("%lf", &A(i, i));

#else
scanf("%lf", &A(i, i));

#endif
for (j = i + 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j < i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
if (diag == Nag_NonUnitDiag)

#ifdef _WIN32
scanf_s("%lf", &A(i, i));

#else
scanf("%lf", &A(i, i));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
scanf("%lf%*[^\n] ", &x[i]);

#endif

/* nag_dtrsv (f16pjc).
* Solution of real triangular system of linear equations.
*
*/

nag_dtrsv(order, uplo, trans, diag, n, alpha, a, pda, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrsv (f16pjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " Solution x:");
for (i = 0; i < xlen; ++i) {

printf("%11f\n", x[i]);
}

END:
NAG_FREE(a);
NAG_FREE(x);

return exit_status;
}
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10.2 Program Data

nag_dtrsv (f16pjc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A
Nag_NoTrans :Transpose A?
Nag_NonUnitDiag :Unit diagonal elements?
1.0 :Value of alpha
1 :Value of incx
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90
16.75

-17.55
-11.04 :End of vector x

10.3 Program Results

nag_dtrsv (f16pjc) Example Program Results

Solution x:
-3.000000
-1.000000
2.000000
1.000000
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NAG Library Function Document

nag_dtbsv (f16pkc)

1 Purpose

nag_dtbsv (f16pkc) solves a system of equations given as a real triangular band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtbsv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Integer k, double alpha,
const double ab[], Integer pdab, double x[], Integer incx,
NagError *fail)

3 Description

nag_dtbsv (f16pkc) performs one of the matrix-vector operations

x �A�1x or x �A�Tx;

where A is an n by n real triangular band matrix with k subdiagonals or superdiagonals, x is an

n-element real vector and � is a real scalar. A�T denotes ATð Þ�1 or equivalently A�1ð ÞT.
No test for singularity or near-singularity of A is included in this function. Such tests must be
performed before calling this function.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

f16 – NAG Interface to BLAS f16pkc

Mark 26 f16pkc.1

http://www.netlib.org/blas/blast-forum/blas-report.pdf


3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �A�1x.

trans ¼ Nag Trans or Nag ConjTrans
x �A�Tx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

7: alpha – double Input

On entry: the scalar �.

8: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.

If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.
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9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

10: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

11: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtbsv (f16pkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example solves the real triangular band system of linear equations Ax ¼ y, where A is the 4 by 4
triangular matrix given with one subdiagonal given by

A ¼
�4:16
�2:25 4:78

5:86 6:32
�4:82 0:16

0B@
1CA

and where

y ¼ �16:64;�13:78; 13:10;�14:14ð ÞT:

A is stored in array ab using banded storage format and y is stored in array x. nag_dtbsv (f16pkc)
returns the solution in x.

10.1 Program Text

/* nag_dtbsv (f16pkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, incx, j, kd, n, pdab, xlen;

/* Arrays */
double *ab = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;
Nag_DiagType diag;

#ifdef NAG_COLUMN_MAJOR
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#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtbsv (f16pkc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read the unit-diagonal parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &alpha);
#else

scanf("%lf%*[^\n] ", &alpha);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

pdab = kd + 1;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
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if (n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix AB and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

if (diag == Nag_NonUnitDiag)
#ifdef _WIN32

scanf_s("%lf", &AB_UPPER(i, i));
#else

scanf("%lf", &AB_UPPER(i, i));
#endif

for (j = i + 1; j <= MIN(i + kd, n); ++j)
#ifdef _WIN32

scanf_s("%lf", &AB_UPPER(i, j));
#else

scanf("%lf", &AB_UPPER(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j < i; ++j)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, j));

#else
scanf("%lf", &AB_LOWER(i, j));

#endif
if (diag == Nag_NonUnitDiag)

#ifdef _WIN32
scanf_s("%lf", &AB_LOWER(i, i));

#else
scanf("%lf", &AB_LOWER(i, i));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
scanf("%lf%*[^\n] ", &x[i]);

#endif

/* nag_dtbsv (f16pkc).
* Solution of real triangular band system of linear equations.
*
*/

nag_dtbsv(order, uplo, trans, diag, n, kd, alpha, ab, pdab, x, incx, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_dtbsv (f16pkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " Solution x:");
for (i = 0; i < xlen; ++i) {

printf("%11f\n", x[i]);
}

END:
NAG_FREE(ab);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dtbsv (f16pkc) Example Program Data
4 1 :Values of n and kd
Nag_Lower :Storage of A
Nag_NoTrans :Transpose A?
Nag_NonUnitDiag :Unit diagonal elements?
1.0 :Value of alpha
1 :Value of incx

-4.16
-2.25 4.78

5.86 6.32
-4.82 0.16 :End of matrix A

-16.64
-13.78
13.10

-14.14 :End of vector x

10.3 Program Results

nag_dtbsv (f16pkc) Example Program Results

Solution x:
4.000000

-1.000000
3.000000
2.000000
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NAG Library Function Document

nag_dtpsv (f16plc)

1 Purpose

nag_dtpsv (f16plc) solves a system of equations given as a real triangular matrix stored in packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtpsv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, double alpha, const double ap[],
double x[], Integer incx, NagError *fail)

3 Description

nag_dtpsv (f16plc) performs one of the matrix-vector operations

x �A�1x or x �A�Tx;

where A is an n by n real triangular matrix, stored in packed form, x is an n-element real vector and �
is a real scalar. A�T denotes A�T or equivalently A�T.

No test for singularity or near-singularity of A is included in this function. Such tests must be
performed before calling this function.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �A�1x.

trans ¼ Nag Trans or Nag ConjTrans
x �A�Tx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – double Input

On entry: the scalar �.

7: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtpsv (f16plc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Solves real triangular system of linear equations, Ax ¼ y, where A is a 4 by 4 real triangular matrix,
stored in packed storage format, and is given by

A ¼
4:30
�3:96 �4:87
0:40 0:31 �8:02
�0:27 0:07 �5:95 0:12

0B@
1CA

and

y ¼ �12:90; 16:75;�17:55;�11:04ð ÞT:
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The vector y is stored in x and nag_dtpsv (f16plc).

10.1 Program Text

/* nag_dtpsv (f16plc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double alpha;
Integer ap_len, exit_status, i, incx, j, n, xlen;

/* Arrays */
double *ap = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;
Nag_DiagType diag;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtpsv (f16plc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read the unit-diagonal parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &alpha);
#else

scanf("%lf%*[^\n] ", &alpha);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

ap_len = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

if (diag == Nag_NonUnitDiag)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, i));
#else

scanf("%lf", &A_UPPER(i, i));
#endif

for (j = i + 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif

}
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j < i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
if (diag == Nag_NonUnitDiag)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, i));

#else
scanf("%lf", &A_LOWER(i, i));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
scanf("%lf%*[^\n] ", &x[i]);

#endif

/* nag_dtpsv (f16plc).
* Solution of real triangular system of linear equations,
* using packed storage.
*/

nag_dtpsv(order, uplo, trans, diag, n, alpha, ap, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtpsv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " Solution x:");
for (i = 0; i < xlen; ++i) {

printf("%11f\n", x[i]);
}

END:
NAG_FREE(ap);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dtpsv (f16plc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A
Nag_NoTrans :Transpose A?
Nag_NonUnitDiag :Unit diagonal elements?
1.0 :Value of alpha
1 :Value of incx
4.30

-3.96 -4.87
0.40 0.31 -8.02
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-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90
16.75

-17.55
-11.04 :End of vector x

10.3 Program Results

nag_dtpsv (f16plc) Example Program Results

Solution x:
-3.000000
-1.000000
2.000000
1.000000
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NAG Library Function Document

nag_dger (f16pmc)

1 Purpose

nag_dger (f16pmc) performs a rank-1 update on a real general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dger (Nag_OrderType order, Nag_ConjType conj, Integer m, Integer n,
double alpha, const double x[], Integer incx, const double y[],
Integer incy, double beta, double a[], Integer pda, NagError *fail)

3 Description

nag_dger (f16pmc) performs the rank-1 update operation

A �xyT þ �A;

where A is an m by n real matrix, x is an m element real vector, y is an n-element real vector, and �
and � are real scalars. If m or n is equal to zero or if � is equal to one and � is equal to zero, this
function returns immediately.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: conj – Nag_ConjType Input

On entry: the argument conj is not referenced if x and y are real vectors. It is suggested that you
set conj ¼ Nag NoConj where the elements yi are not conjugated.

Constraint: conj ¼ Nag NoConj.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: alpha – double Input

On entry: the scalar �.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ;m.

If incx < 0, xi must be stored in x½ m� ið Þ � incxj j�, for i ¼ 1; 2; . . . ;m.

Intermediate elements of x are not referenced. If m ¼ 0, x is not referenced and may be NULL.

7: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

8: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

9: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

10: beta – double Input

On entry: the scalar �.

11: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n matrix A.

On exit: the updated matrix A.

12: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 n.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).
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8 Parallelism and Performance

nag_dger (f16pmc) is not threaded in any implementation.

9 Further Comments

The argument conj is not referenced in this case where x and y are real vectors.

10 Example

Perform rank-1 update of real matrix A using vectors x and y:

A A� xyT;
where A is the 3 by 2 matrix given by

A ¼
3:0 2:0
3:0 4:0
5:0 9:0

0@ 1A;
x ¼ 2:0; 3:0; 5:0ð ÞT and y ¼ 0:0; 1:0; 0:0ð ÞT:

10.1 Program Text

/* nag_dger (f16pmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, incy, j, m, n, pda, xlen, ylen;

/* Arrays */
double *a = 0, *x = 0, *y = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_ConjType conj;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
conj = Nag_NoConj;
INIT_FAIL(fail);

printf("nag_dger (f16pmc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

xlen = MAX(1, 1 + (m - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vectors x and y */

for (i = 1; i <= m; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);
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#else
scanf("%lf%*[^\n] ", &x[i]);

#endif
for (i = 0; i < ylen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i]);

#else
scanf("%lf%*[^\n] ", &y[i]);

#endif

/* nag_dger (f16pmc).
* Rank one update of real matrix.
*
*/

nag_dger(order, conj, m, n, alpha, x, incx, y, incy, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dger.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print updated matrix A */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, a, pda, "Updated Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dger (f16pmc) Example Program Data
3 2 : m, n the dimensions of matrix A

-1.0 1.0 : alpha, beta
1 2 : incx, incy
3.0 2.0
3.0 4.0
5.0 9.0 : the end of matrix A

2.0
3.0
5.0 : the end of vector x
1.0
0.0
1.0
0.0 : the end of vector y

10.3 Program Results

nag_dger (f16pmc) Example Program Results

Updated Matrix A
1 2

1 1.0000 0.0000
2 0.0000 1.0000
3 0.0000 4.0000
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NAG Library Function Document

nag_dsyr (f16ppc)

1 Purpose

nag_dsyr (f16ppc) performs a rank-1 update on a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsyr (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const double x[], Integer incx, double beta, double a[],
Integer pda, NagError *fail)

3 Description

nag_dsyr (f16ppc) performs the symmetric rank-1 update operation

A �xxT þ �A;

where A is an n by n real symmetric matrix, x is an n-element real vector, while � and � are real
scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: beta – double Input

On entry: the scalar �.

8: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix A.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsyr (f16ppc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-1 update of real symmetric matrix A using vector x:

A A� xxT;

where A is the 4 by 4 matrix given by

A ¼
4:30 4:00 0:40 �0:28
4:00 �4:87 0:31 0:07
0:40 0:31 �8:02 �5:95
�0:28 0:07 �5:95 0:12

0B@
1CA

and

x ¼ 2:0; 2:0; 0:2;�0:14ð ÞT:

10.1 Program Text

/* nag_dsyr (f16ppc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, j, n, pda, xlen;

/* Arrays */
double *a = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsyr (f16ppc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else
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scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

pda = n;

xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * n, double)) || !(x = NAG_ALLOC(xlen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
scanf("%lf%*[^\n] ", &x[i]);

#endif

/* nag_dsyr (f16ppc).
* Rank one update of real symmetric matrix.
*
*/

nag_dsyr(order, uplo, n, alpha, x, incx, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyr.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;

}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix A */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n,

n, a, pda, "Updated Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dsyr (f16ppc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

-1.0 1.0 :Values of alpha and beta
1 :Value of incx
4.30
4.00 -4.87
0.40 0.31 -8.02

-0.28 0.07 -5.95 0.12 :End of matrix A
2.00
2.00
0.20

-0.14 :End of vector x

10.3 Program Results

nag_dsyr (f16ppc) Example Program Results

Updated Matrix A
1 2 3 4

1 0.3000
2 0.0000 -8.8700
3 0.0000 -0.0900 -8.0600
4 0.0000 0.3500 -5.9220 0.1004
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NAG Library Function Document

nag_dspr (f16pqc)

1 Purpose

nag_dspr (f16pqc) performs a rank-1 update on a real symmetric matrix stored in packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dspr (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const double x[], Integer incx, double beta, double ap[],
NagError *fail)

3 Description

nag_dspr (f16pqc) performs the symmetric rank-1 update operation

A �xxT þ �A;

where A is an n by n real symmetric matrix, stored in packed form, x is an n-element real vector, while
� and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: beta – double Input

On entry: the scalar �.

8: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the updated matrix A.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dspr (f16pqc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-1 update of real symmetric matrix A, stored in packed storage format, using vector x:

A A� xxT;

where A is the 4 by 4 matrix given by

A ¼
4:30 4:00 0:40 �0:28
4:00 �4:87 0:31 0:07
0:40 0:31 �8:02 �5:95
�0:28 0:07 �5:95 0:12

0B@
1CA

and

x ¼ 2:0; 2:0; 0:2;�0:14ð ÞT:

10.1 Program Text

/* nag_dspr (f16pqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
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double alpha, beta;
Integer ap_len, exit_status, i, incx, j, n, xlen;

/* Arrays */
double *ap = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dspr (f16pqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

ap_len = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) || !(x = NAG_ALLOC(xlen, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
scanf("%lf%*[^\n] ", &x[i]);

#endif

/* nag_dspr (f16pqc).
* Rank one update of real symmetric matrix,
* packed storage.
*/

nag_dspr(order, uplo, n, alpha, x, incx, beta, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspr.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print updated matrix A */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Updated Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
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fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(ap);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_dspr (f16pqc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

-1.0 1.0 :Values of alpha and beta
1 :Value of incx
4.30
4.00 -4.87
0.40 0.31 -8.02

-0.28 0.07 -5.95 0.12 :End of matrix A
2.00
2.00
0.20

-0.14 :End of vector x

10.3 Program Results

nag_dspr (f16pqc) Example Program Results

Updated Matrix A
1 2 3 4

1 0.3000
2 0.0000 -8.8700
3 0.0000 -0.0900 -8.0600
4 0.0000 0.3500 -5.9220 0.1004
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NAG Library Function Document

nag_dsyr2 (f16prc)

1 Purpose

nag_dsyr2 (f16prc) performs a rank-2 update on a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsyr2 (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const double x[], Integer incx, const double y[],
Integer incy, double beta, double a[], Integer pda, NagError *fail)

3 Description

nag_dsyr2 (f16prc) performs the symmetric rank-2 update operation

A �xyT þ �yxT þ �A;

where A is an n by n real symmetric matrix, x and y are n-element real vectors, while � and � are real
scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

8: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

9: beta – double Input

On entry: the scalar �.

10: a½dim� – double Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix A.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsyr2 (f16prc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

Perform rank-2 update of real symmetric matrix A using vectors x and y:

A A� xyT � yxT;

where A is the 4 by 4 matrix given by

A ¼
4:30 4:00 0:40 �0:28
4:00 �4:87 0:31 0:07
0:40 0:31 �8:02 �5:95
�0:28 0:07 �5:95 0:12

0B@
1CA;

x ¼ 2:0; 2:0; 0:2;�0:14ð ÞT and y ¼ 1:0; 1:0; 0:1;�0:07ð ÞT:
The vector y is stored in every second element of the array y (incy ¼ 2).

10.1 Program Text

/* nag_dsyr2 (f16prc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, incy, j, n, pda, xlen, ylen;

/* Arrays */
double *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsyr2 (f16prc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

pda = n;

xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * n, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
goto END;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}

f16 – NAG Interface to BLAS f16prc

Mark 26 f16prc.5



else {
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
scanf("%lf%*[^\n] ", &x[i]);

#endif
for (i = 0; i < ylen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i]);

#else
scanf("%lf%*[^\n] ", &y[i]);

#endif

/* nag_dsyr2 (f16prc).
* Rank two update of real symmetric matrix.
*
*/

nag_dsyr2(order, uplo, n, alpha, x, incx, y, incy, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyr2 (f16prc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;

}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix A */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n,

n, a, pda, "Updated Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}
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10.2 Program Data

nag_dsyr2 (f16prc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

-1.0 1.0 :Values of alpha and beta
1 2 :Values of incx and incy
4.30
4.00 -4.87
0.40 0.31 -8.02

-0.28 0.07 -5.95 0.12 :End of matrix A
2.00
2.00
0.20

-0.14 :End of vector x
1.00
0.00
1.00
0.00
0.10
0.00

-0.07 :End of vector y

10.3 Program Results

nag_dsyr2 (f16prc) Example Program Results

Updated Matrix A
1 2 3 4

1 0.3000
2 0.0000 -8.8700
3 0.0000 -0.0900 -8.0600
4 0.0000 0.3500 -5.9220 0.1004
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NAG Library Function Document

nag_dspr2 (f16psc)

1 Purpose

nag_dspr2 (f16psc) performs a rank-2 update on a real symmetric matrix stored in packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dspr2 (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const double x[], Integer incx, const double y[],
Integer incy, double beta, double ap[], NagError *fail)

3 Description

nag_dspr2 (f16psc) performs the symmetric rank-2 update operation

A �xyT þ �yxT þ �A;

where A is an n by n real symmetric matrix, stored in packed form, x and y are n-element real vectors,
while � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

8: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

9: beta – double Input

On entry: the scalar �.

10: ap½dim� – double Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the updated matrix A.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f16psc NAG Library Manual

f16psc.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dspr2 (f16psc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-2 update of real symmetric matrix A, stored in packed storage format, using vectors x and
y:

A A� xyT � yxT;

where A is the 4 by 4 matrix given by

A ¼
4:30 4:00 0:40 �0:28
4:00 �4:87 0:31 0:07
0:40 0:31 �8:02 �5:95
�0:28 0:07 �5:95 0:12

0B@
1CA;

x ¼ 2:0; 2:0; 0:2;�0:14ð ÞT and y ¼ 1:0; 1:0; 0:1;�0:07ð ÞT:
The vector y is stored in every second element of the array y (incy ¼ 2).
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10.1 Program Text

/* nag_dspr2 (f16psc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer ap_len, exit_status, i, incx, incy, j, n, xlen, ylen;

/* Arrays */
double *ap = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dspr2 (f16psc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

ap_len = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, double)) ||

!(x = NAG_ALLOC(xlen, double)) || !(y = NAG_ALLOC(ylen, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A_UPPER(i, j));
#else

scanf("%lf", &A_UPPER(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A_LOWER(i, j));

#else
scanf("%lf", &A_LOWER(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x[i]);

#else
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scanf("%lf%*[^\n] ", &x[i]);
#endif

for (i = 0; i < ylen; ++i)
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &y[i]);
#else

scanf("%lf%*[^\n] ", &y[i]);
#endif

/* nag_dspr2 (f16psc).
* Rank two update of real symmetric matrix,
* packed storage.
*/

nag_dspr2(order, uplo, n, alpha, x, incx, y, incy, beta, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dspr2.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print updated matrix A */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(order, uplo, Nag_NonUnitDiag, n, ap,

"Updated Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(ap);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_dspr2 (f16psc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

-1.0 1.0 :Values of alpha and beta
1 2 :Values of incx and incy
4.30
4.00 -4.87
0.40 0.31 -8.02

-0.28 0.07 -5.95 0.12 :End of matrix A
2.00
2.00
0.20

-0.14 :End of vector x
1.00
0.00
1.00
0.00
0.10
0.00

-0.07 :End of vector y
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10.3 Program Results

nag_dspr2 (f16psc) Example Program Results

Updated Matrix A
1 2 3 4

1 0.3000
2 0.0000 -8.8700
3 0.0000 -0.0900 -8.0600
4 0.0000 0.3500 -5.9220 0.1004
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NAG Library Function Document

nag_dtr_copy (f16qec)

1 Purpose

nag_dtr_copy (f16qec) copies a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtr_copy (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, const double a[],
Integer pda, double b[], Integer pdb, NagError *fail)

3 Description

nag_dtr_copy (f16qec) performs the triangular matrix copy operations

B A or B AT

where A and B are n by n real triangular matrices.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
B A.
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trans ¼ Nag Trans or Nag ConjTrans
B AT.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On exit: the n by n triangular matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper and trans ¼ Nag NoTrans or if uplo ¼ Nag Lower and trans ¼ Nag Trans
or trans ¼ Nag ConjTrans, B is upper triangular and the elements of the array below the
diagonal are not set.

If uplo ¼ Nag Lower and trans ¼ Nag NoTrans or if uplo ¼ Nag Upper and trans ¼ Nag Trans
or trans ¼ Nag ConjTrans, B is lower triangular and the elements of the array above the
diagonal are not set.
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9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i, n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtr_copy (f16qec) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example copys the lower triangular matrix A to B where

A ¼
1:0 0:0 0:0 0:0
2:0 2:0 0:0 0:0
3:0 3:0 3:0 0:0
4:0 4:0 4:0 4:0

0B@
1CA:

10.1 Program Text

/* nag_dtr_copy (f16qec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, j, n, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_MatrixType matrix;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtr_copy (f16qec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
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/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

pda = n;
pdb = n;

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, double)) ||

!(b = NAG_ALLOC(n * pdb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));
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#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* nag_dtr_copy (f16qec).
* Triangular matrix copy.
*
*/

nag_dtr_copy(order, uplo, trans, diag, n, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtr_copy (f16qec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

if (uplo == Nag_Upper)
matrix = Nag_UpperMatrix;

else
matrix = Nag_LowerMatrix;

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag,

n, n, b, pdb, "Copy of Input Matrix", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_dtr_copy (f16qec) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0 :End of matrix A
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10.3 Program Results

nag_dtr_copy (f16qec) Example Program Results

Copy of Input Matrix
1 2 3 4

1 1.0000
2 2.0000 2.0000
3 3.0000 3.0000 3.0000
4 4.0000 4.0000 4.0000 4.0000
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NAG Library Function Document

nag_dge_copy (f16qfc)

1 Purpose

nag_dge_copy (f16qfc) copies a real general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dge_copy (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, const double a[], Integer pda, double b[], Integer pdb,
NagError *fail)

3 Description

nag_dge_copy (f16qfc) performs the matrix-copy operation

B A or B AT

where A and B are m by n real rectangular matrices.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
B A.

trans ¼ Nag Trans or Nag ConjTrans
B AT.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.
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4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n general matrix A.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;m� pdbð Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb�mð Þ when trans ¼ Nag Trans or Nag ConjTrans and order ¼ Nag ColMajor;
max 1;n� pdbð Þ when trans ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On exit: the matrix B; B is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1;mð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;mð Þ..

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, m ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;mð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ.
On entry, trans ¼ valueh i, pdb ¼ valueh i, m ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1;mð Þ.
On entry, trans ¼ valueh i, pdb ¼ valueh i, n ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dge_copy (f16qfc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example copies a 4 by 3 real general matrix A to the matrix B.

10.1 Program Text

/* nag_dge_copy (f16qfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer bdim1, bdim2, exit_status, i, j, m, n, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dge_copy (f16qfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read trans */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else
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scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

if (order == Nag_ColMajor) {
pda = m;
if (trans == Nag_NoTrans) {

pdb = m;
bdim1 = pdb;
bdim2 = n;

}
else {

pdb = n;
bdim1 = pdb;
bdim2 = m;

}
}
else {

pda = n;
if (trans == Nag_NoTrans) {

pdb = n;
bdim1 = m;
bdim2 = pdb;

}
else {

pdb = m;
bdim1 = n;
bdim2 = pdb;

}
}

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)) || !(b = NAG_ALLOC(m * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_dge_copy (f16qfc).
* General matrix copy.
*
*/

nag_dge_copy(order, trans, m, n, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_copy (f16qfc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}

/* Print output */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

bdim1, bdim2, b, pdb, "Copy of Input Matrix",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_dge_copy (f16qfc) Example Program Data
4 3 :Values of m, n
Nag_NoTrans :Value of trans
1.1 1.2 1.3
2.1 2.2 2.3
3.1 3.2 3.3
4.1 4.2 4.3 :End of matrix A

10.3 Program Results

nag_dge_copy (f16qfc) Example Program Results

Copy of Input Matrix
1 2 3

1 1.1000 1.2000 1.3000
2 2.1000 2.2000 2.3000
3 3.1000 3.2000 3.3000
4 4.1000 4.2000 4.3000
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NAG Library Function Document

nag_dtr_load (f16qgc)

1 Purpose

nag_dtr_load (f16qgc) initializes a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtr_load (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, double diag, double a[], Integer pda, NagError *fail)

3 Description

nag_dtr_load (f16qgc) forms the real n by n triangular matrix A given by

aij ¼ d if i ¼ j
� if i 6¼ j



:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the value, �, to be assigned to the off-diagonal elements of A.

5: diag – double Input

On entry: the value, d, to be assigned to the diagonal elements of A.

6: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On exit: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.

If uplo ¼ Nag Upper, A is upper triangular and the elements of the array corresponding to
the lower triangular part of A are not referenced.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array corresponding to
the upper triangular part of A are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtr_load (f16qgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example initializes the lower triangular matrix A with diagonal elements given by d ¼ 3:45 and
off-diagonal elements given by � ¼ 1:23.

10.1 Program Text

/* nag_dtr_load (f16qgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, diag;
Integer exit_status, n, pda;

/* Arrays */
double *a = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_MatrixType matrix;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_dtr_load (f16qgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &diag);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &diag);

#endif

pda = n;

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* nag_dtr_load (f16qgc).
* Triangular matrix initialize.
*
*/

nag_dtr_load(order, uplo, n, alpha, diag, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtr_load (f16qgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

if (uplo == Nag_Upper)
matrix = Nag_UpperMatrix;

else
matrix = Nag_LowerMatrix;

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag,
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n, n, a, pda, "Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_dtr_load (f16qgc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
1.23 3.45 :Values of alpha, diag

10.3 Program Results

nag_dtr_load (f16qgc) Example Program Results

Matrix A
1 2 3 4

1 3.4500
2 1.2300 3.4500
3 1.2300 1.2300 3.4500
4 1.2300 1.2300 1.2300 3.4500

f16 – NAG Interface to BLAS f16qgc

Mark 26 f16qgc.5 (last)





NAG Library Function Document

nag_dge_load (f16qhc)

1 Purpose

nag_dge_load (f16qhc) initializes a real general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dge_load (Nag_OrderType order, Integer m, Integer n, double alpha,
double diag, double a[], Integer pda, NagError *fail)

3 Description

nag_dge_load (f16qhc) forms the real m by n general matrix A given by

aij ¼ d if i ¼ j
� if i 6¼ j



:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: alpha – double Input

On entry: the value, �, to be assigned to the off-diagonal elements of A.

5: diag – double Input

On entry: the value, d, to be assigned to the diagonal elements of A.
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6: a½dim� – double Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On exit: the m by n general matrix A.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dge_load (f16qhc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example initializes a real general matrix, A, with diagonal off-diagonal value, � ¼ 1:23 and
diagonal value, d ¼ 3:45.

10.1 Program Text

/* nag_dge_load (f16qhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, diag;
Integer exit_status, m, n, pda;
/* Arrays */
double *a = 0;
/* Nag Types */
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dge_load (f16qhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
/* Read the problem dimensions */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#endif
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &diag);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &diag);

#endif

if (order == Nag_ColMajor)
pda = m;

else
pda = n;

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* nag_dge_load (f16qhc).
* General matrix initialization.
*
*/

nag_dge_load(order, m, n, alpha, diag, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dge_load (f16qhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, a, pda, "Matrix A", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}
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10.2 Program Data

nag_dge_load (f16qhc) Example Program Data
4 3 :Values of m, n
1.23 3.45 :Values of alpha, diag

10.3 Program Results

nag_dge_load (f16qhc) Example Program Results

Matrix A
1 2 3

1 3.4500 1.2300 1.2300
2 1.2300 3.4500 1.2300
3 1.2300 1.2300 3.4500
4 1.2300 1.2300 1.2300
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NAG Library Function Document

nag_dge_norm (f16rac)

1 Purpose

nag_dge_norm (f16rac) calculates the value of the 1-norm, the 1-norm, the Frobenius norm, or the
maximum absolute value of the elements of a real m by n matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dge_norm (Nag_OrderType order, Nag_NormType norm, Integer m,
Integer n, const double a[], Integer pda, double *r, NagError *fail)

3 Description

Given a real m by n matrix, A, nag_dge_norm (f16rac) calculates one of the values given by

Ak k1 ¼ max
j

Xm
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xm
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.
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norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

If m ¼ 0, then r is set to zero.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

If n ¼ 0, then r is set to zero.

Constraint: n 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n matrix A.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 n.

7: r – double * Output

On exit: the value of the norm specified by norm.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dge_norm (f16rac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_dgecon (f07agc) and nag_dtrsna (f08qlc).
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NAG Library Function Document

nag_dgb_norm (f16rbc)

1 Purpose

nag_dgb_norm (f16rbc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a real m by n band matrix stored in banded form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dgb_norm (Nag_OrderType order, Nag_NormType norm, Integer m,
Integer n, Integer kl, Integer ku, const double ab[], Integer pdab,
double *r, NagError *fail)

3 Description

Given a real m by n banded matrix, A, nag_dgb_norm (f16rbc) calculates one of the values given by

Ak k1 ¼ max
j

Xm
i¼1

aij
		 		 (the 1-norm of A),

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		 (the 1-norm of A),

Ak kF ¼
Xm
i¼1

Xn
j¼1

aij
		 		2 !1=2

(the Frobenius norm of A), or

max
i;j

aij
		 		

(the maximum absolute element value of A).

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.
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norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag FrobeniusNorm, Nag InfNorm or Nag MaxNorm.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of A.

Constraint: kl 	 0.

6: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of A.

Constraint: ku 	 0.

7: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

9: r – double * Output

On exit: the value of the norm specified by norm.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i, ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dgb_norm (f16rbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Calculates the various norms of a 6 by 4 banded matrix with two subdiagonals and one superdiagonal.

f16 – NAG Interface to BLAS f16rbc

Mark 26 f16rbc.3



10.1 Program Text

/* nag_dgb_norm (f16rbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double r_one, r_inf, r_f, r_max;
Integer ab_size, exit_status, i, j, kl, ku;
Integer m, n, pdab;

/* Arrays */
double *ab = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dgb_norm (f16rbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&m, &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&m, &n, &kl, &ku);
#endif

pdab = kl + ku + 1;
#ifdef NAG_COLUMN_MAJOR

ab_size = pdab * n;
#else

ab_size = pdab * m;
#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(ab_size, double)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */

for (i = 1; i <= m; ++i) {
for (j = MAX(1, i - kl); j <= MIN(n, i + ku); ++j)

#ifdef _WIN32
scanf_s("%lf", &AB(i, j));

#else
scanf("%lf", &AB(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* nag_dgb_norm (f16rbc).
* calculates norm of real valued general band matrix.
*
*/

nag_dgb_norm(order, Nag_OneNorm, m, n, kl, ku, ab, pdab, &r_one, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

nag_dgb_norm(order, Nag_InfNorm, m, n, kl, ku, ab, pdab, &r_inf, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

nag_dgb_norm(order, Nag_FrobeniusNorm, m, n, kl, ku, ab, pdab, &r_f, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

nag_dgb_norm(order, Nag_MaxNorm, m, n, kl, ku, ab, pdab, &r_max, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

/* Print norms of A. */
printf(" Norms of banded matrix A:\n\n");
printf(" One norm = %7.4f\n", r_one);
printf(" Infinity norm = %7.4f\n", r_inf);
printf(" Frobenius norm = %7.4f\n", r_f);
printf(" Maximum norm = %7.4f\n", r_max);
goto END;

GB_FAIL:
printf("Error from nag_dgb_norm.\n%s\n", fail.message);
exit_status = 1;

END:
NAG_FREE(ab);

return exit_status;
}
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10.2 Program Data

nag_dgb_norm (f16rbc) Example Program Data
6 4 2 1 :Values of m, n, kl, ku
1.0 1.0
2.0 2.0 2.0
3.0 3.0 3.0 3.0

4.0 4.0 4.0
5.0 5.0

6.0 : the end of matrix A

10.3 Program Results

nag_dgb_norm (f16rbc) Example Program Results

Norms of banded matrix A:

One norm = 18.0000
Infinity norm = 12.0000
Frobenius norm = 13.5647
Maximum norm = 6.0000
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NAG Library Function Document

nag_dsy_norm (f16rcc)

1 Purpose

nag_dsy_norm (f16rcc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a real n by n symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsy_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, const double a[], Integer pda, double *r,
NagError *fail)

3 Description

Given a real n by n symmetric matrix, A, nag_dsy_norm (f16rcc) calculates one of the values given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		, (the 1norm of A)

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		, (the 1-norm of A)

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2 (the Frobenius norm of A), or

max
i;j

aij
		 		 (the maximum absolute element value of A).

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: r – double * Output

On exit: the value of the norm specified by norm.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsy_norm (f16rcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_dpocon (f07fgc) and nag_dsycon (f07mgc).
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NAG Library Function Document

nag_dsp_norm (f16rdc)

1 Purpose

nag_dsp_norm (f16rdc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a real n by n symmetric matrix, stored in packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsp_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, const double ap[], double *r,
NagError *fail)

3 Description

Given a real n by n symmetric matrix, A, in packed storage, nag_dsp_norm (f16rdc) calculates one of
the values given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: ap½dim� – const double Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: r – double * Output

On exit: the value of the norm specified by norm.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

f16rdc NAG Library Manual

f16rdc.2 Mark 26



6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsp_norm (f16rdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_dppcon (f07ggc) and nag_dspcon (f07pgc).
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NAG Library Function Document

nag_dsb_norm (f16rec)

1 Purpose

nag_dsb_norm (f16rec) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a real n by n symmetric band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsb_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, Integer k, const double ab[],
Integer pdab, double *r, NagError *fail)

3 Description

Given a real n by n symmetric band matrix, A, nag_dsb_norm (f16rec) calculates one of the values
given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

6: ab½dim� – const double Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n symmetric band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.
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7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

8: r – double * Output

On exit: the value of the norm specified by norm.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsb_norm (f16rec) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_dpbcon (f07hgc).

f16rec NAG Library Manual

f16rec.4 (last) Mark 26



NAG Library Function Document

nag_dsf_norm (f16rkc)

1 Purpose

nag_dsf_norm (f16rkc) returns the value of the 1-norm, the 1-norm, the Frobenius norm, or the
maximum absolute value of the elements of a real symmetric matrix A stored in Rectangular Full
Packed (RFP) format.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsf_norm (Nag_OrderType order, Nag_NormType norm,
Nag_RFP_Store transr, Nag_UploType uplo, Integer n, const double ar[],
double *r, NagError *fail)

3 Description

Given a real n by n symmetric matrix, A, nag_dsf_norm (f16rkc) calculates one of the values given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		 (the 1-norm of A),

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		 (the 1-norm of A),

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

(the Frobenius norm of A), or

max
i;j

aij
		 		

(the maximum absolute element value of A).

A is stored in compact form using the RFP format. The RFP storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of A is normal or transposed.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP Trans
The matrix A is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

4: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then nag_dsf_norm (f16rkc) returns immediately.

Constraint: n 	 0.

6: ar½n� nþ 1ð Þ=2� – const double Input

On entry: the upper or lower triangular part (as specified by uplo) of the n by n symmetric
matrix A, in either normal or transposed RFP format (as specified by transr). The storage format
is described in detail in Section 3.3.3 in the f07 Chapter Introduction.

7: r – double * Output

On exit: the value of the norm specified by norm.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsf_norm (f16rkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in the lower triangular part of a symmetric matrix, converts this to RFP format, then
calculates the norm of the matrix for each of the available norm types.

10.1 Program Text

/* nag_dsf_norm (f16rkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf16.h>
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int main(void)
{

/* Scalars */
Integer exit_status = 0;
double r_fro, r_inf, r_max, r_one;
Integer i, j, n, pda;
/* Arrays */
double *a = 0, *ar = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_dsf_norm (f16rkc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, double)) ||

!(ar = NAG_ALLOC((n * (n + 1)) / 2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
/* Nag_UploType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read upper or lower triangle of matrix A from data file. */
if (uplo == Nag_Lower) {

for (i = 1; i <= n; i++) {
for (j = 1; j <= i; j++) {

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

}
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}
else {

for (i = 1; i <= n; i++) {
for (j = i; j <= n; j++) {

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

}
}
/* Convert real symmetric matrix A from full to rectangular full packed
* storage format (stored in ar) using nag_dtrttf (f01vec).
*/

nag_dtrttf(order, transr, uplo, n, a, pda, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrttf (f01vec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nNorms of symmetric matrix stored in RFP format in ar:\n\n");

/* Get, in turn, the 1-norm, infinity norm, Frobenius norm, and
* largest absolute element of the real symmetric matrix A stored
* in rectangular full packed format in ar using nag_dsf_norm (f16rkc).
*/

nag_dsf_norm(order, Nag_OneNorm, transr, uplo, n, ar, &r_one, &fail);

if (fail.code == NE_NOERROR) {
printf("One norm = %9.4f\n", r_one);
nag_dsf_norm(order, Nag_InfNorm, transr, uplo, n, ar, &r_inf, &fail);

}
if (fail.code == NE_NOERROR) {

printf("Infinity norm = %9.4f\n", r_inf);
nag_dsf_norm(order, Nag_FrobeniusNorm, transr, uplo, n, ar, &r_fro,

&fail);
}
if (fail.code == NE_NOERROR) {

printf("Frobenius norm = %9.4f\n", r_fro);
nag_dsf_norm(order, Nag_MaxNorm, transr, uplo, n, ar, &r_max, &fail);

}
if (fail.code == NE_NOERROR) {

printf("Maximum norm = %9.4f\n", r_max);
}
else {

printf("Error from nag_dsf_norm (f16rkc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
return exit_status;

}

10.2 Program Data

nag_dsf_norm (f16rkc) Example Program Data
6 : n
Nag_RFP_Normal Nag_Lower : transr, uplo
1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0
5.0 5.0 5.0 5.0 5.0
6.0 6.0 6.0 6.0 6.0 6.0 : matrix A
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10.3 Program Results

nag_dsf_norm (f16rkc) Example Program Results

Norms of symmetric matrix stored in RFP format in ar:

One norm = 36.0000
Infinity norm = 36.0000
Frobenius norm = 28.1247
Maximum norm = 6.0000
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NAG Library Function Document

nag_zgemv (f16sac)

1 Purpose

nag_zgemv (f16sac) performs matrix-vector multiplication for a complex general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zgemv (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, Complex alpha, const Complex a[], Integer pda,
const Complex x[], Integer incx, Complex beta, Complex y[],
Integer incy, NagError *fail)

3 Description

nag_zgemv (f16sac) performs one of the matrix-vector operations

y �Axþ �y; y �ATxþ �y or y �AHxþ �y

where A is an m by n complex matrix, x and y are complex vectors, and � and � are complex scalars.

If m ¼ 0 or n ¼ 0, no operation is performed.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
y �Axþ �y.

trans ¼ Nag Trans
y �ATxþ �y.

trans ¼ Nag ConjTrans
y �AHxþ �y.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: alpha – Complex Input

On entry: the scalar �.

6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n matrix A.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 n.

8: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least

max 1; 1þ n� 1ð Þ incxj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ m� 1ð Þ incxj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector x.

If trans ¼ Nag NoTrans, then x is an n-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be
NULL.

Otherwise, x is an m-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ;m.

If incx < 0, xi must be stored in x½ m� ið Þ � incxj j�, for i ¼ 1; 2; . . . ;m.

Intermediate elements of x are not referenced. If m ¼ 0, x is not referenced and may be
NULL.

9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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10: beta – Complex Input

On entry: the scalar �.

11: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least

max 1; 1þ m� 1ð Þ incyj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ n� 1ð Þ incyj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

12: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

f16 – NAG Interface to BLAS f16sac

Mark 26 f16sac.3



An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zgemv (f16sac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0þ 1:0i 1:0þ 2:0i
2:0þ 1:0i 2:0þ 2:0i
3:0þ 1:0i 3:0þ 2:0i

0@ 1A;
x ¼ 1:0� 1:0i

2:0� 2:0i

� �
;

y ¼
�3:5� 0:5i
�4:5þ 1:5i
�5:5þ 3:5i

0@ 1A;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zgemv (f16sac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, incx, incy, j, m, n, pda, xlen, ylen;
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/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zgemv (f16sac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read the transpose parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

if (trans == Nag_NoTrans) {
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (m - 1) * ABS(incy));
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}
else {

xlen = MAX(1, 1 + (m - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

}

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vectors x and y */

for (i = 1; i <= m; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#endif

/* nag_zgemv (f16sac).
* Complex valued matrix-vector multiply.
*
*/

nag_zgemv(order, trans, m, n, alpha, a, pda, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zgemv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);
}

END:
NAG_FREE(a);
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NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zgemv (f16sac) Example Program Data
3 2 : m, n the dimensions of matrix A
Nag_NoTrans : trans
( 1.0, 0.0) ( 2.0, 0.0) : alpha, beta
1 1 : incx, incy
( 1.0, 1.0) ( 1.0, 2.0)
( 2.0, 1.0) ( 2.0, 2.0)
( 3.0, 1.0) ( 3.0, 2.0) : the end of matrix A
( 1.0,-1.0)
( 2.0,-2.0) : the end of vector x
(-3.5,-0.5)
(-4.5, 1.5)
(-5.5, 3.5) : the end of vector y

10.3 Program Results

nag_zgemv (f16sac) Example Program Results

y
( 1.000000, 1.000000)
( 2.000000, 2.000000)
( 3.000000, 3.000000)
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NAG Library Function Document

nag_zgbmv (f16sbc)

1 Purpose

nag_zgbmv (f16sbc) performs matrix-vector multiplication for a complex band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zgbmv (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, Integer kl, Integer ku, Complex alpha, const Complex ab[],
Integer pdab, const Complex x[], Integer incx, Complex beta,
Complex y[], Integer incy, NagError *fail)

3 Description

nag_zgbmv (f16sbc) performs one of the matrix-vector operations

y �Axþ �y; y �ATxþ �y or y �AHxþ �y

where A is an m by n complex band matrix with kl subdiagonals and ku superdiagonals, x and y are
complex vectors, and � and � are complex scalars.

If m ¼ 0 or n ¼ 0, no operation is performed.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
y �Axþ �y.

trans ¼ Nag Trans
y �ATxþ �y.

trans ¼ Nag ConjTrans
y �AHxþ �y.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of A.

Constraint: kl 	 0.

6: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of A.

Constraint: ku 	 0.

7: alpha – Complex Input

On entry: the scalar �.

8: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

10: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least

max 1; 1þ n� 1ð Þ incxj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ m� 1ð Þ incxj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector x.

If trans ¼ Nag NoTrans, then x is an n-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be
NULL.
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Otherwise, x is an m-element vector.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ;m.

If incx < 0, xi must be stored in x½ m� ið Þ � incxj j�, for i ¼ 1; 2; . . . ;m.

Intermediate elements of x are not referenced. If m ¼ 0, x is not referenced and may be
NULL.

11: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

12: beta – Complex Input

On entry: the scalar �.

13: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least

max 1; 1þ m� 1ð Þ incyj jð Þ when trans ¼ Nag NoTrans;
max 1; 1þ n� 1ð Þ incyj jð Þ when trans ¼ Nag Trans or Nag ConjTrans.

On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

14: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, kl ¼ valueh i.
Constraint: kl 	 0.
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On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i, ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zgbmv (f16sbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼

1:0þ 1:0i 1:0þ 2:0i 0:0þ 0:0i 0:0þ 0:0i
2:0þ 1:0i 2:0þ 2:0i 2:0þ 3:0i 0:0þ 0:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 3:0i 3:0þ 4:0i
0:0þ 0:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 4:0i
0:0þ 0:0i 0:0þ 0:0i 5:0þ 3:0i 5:0þ 4:0i
0:0þ 0:0i 0:0þ 0:0i 0:0þ 0:0i 6:0þ 4:0i

0BBBBB@

1CCCCCA;

x ¼
1:0� 1:0i
2:0� 2:0i
3:0� 3:0i
4:0� 4:0i

0B@
1CA;
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y ¼

�3:5þ 0:0i
�11:5þ 1:0i
�27:5þ 3:0i
�29:0þ 7:5i
�25:5þ 10:0i
�14:5þ 10:0i

0BBBBB@

1CCCCCA;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zgbmv (f16sbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer ab_size, exit_status, i, incx, incy, j, kl, ku;
Integer m, n, pdab, xlen, ylen;

/* Arrays */
Complex *ab = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zgbmv (f16sbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&m, &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
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&m, &n, &kl, &ku);
#endif

/* Read the transpose parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pdab = kl + ku + 1;
#ifdef NAG_COLUMN_MAJOR

ab_size = pdab * n;
#else

ab_size = pdab * m;
#endif

if (trans == Nag_NoTrans) {
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (m - 1) * ABS(incy));

}
else {

xlen = MAX(1, 1 + (m - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

}

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(ab_size, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vectors x and y */

for (i = 1; i <= m; ++i) {
for (j = MAX(1, i - kl); j <= MIN(n, i + ku); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#endif

/* nag_zgbmv (f16sbc).
* Complex valued band matrix-vector multiply.
*
*/

nag_zgbmv(order, trans, m, n, kl, ku, alpha, ab, pdab, x,
incx, beta, y, incy, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgbmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);
}

END:
NAG_FREE(ab);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zgbmv (f16sbc) Example Program Data
6 4 2 1 :Values of m, n, kl, ku
Nag_NoTrans : trans
( 1.0, 0.0) ( 2.0, 0.0) : alpha, beta
1 1 : incx, incy
( 1.0, 1.0) ( 1.0, 2.0)
( 2.0, 1.0) ( 2.0, 2.0) ( 2.0, 3.0)
( 3.0, 1.0) ( 3.0, 2.0) ( 3.0, 3.0) ( 3.0, 4.0)

( 4.0, 2.0) ( 4.0, 3.0) ( 4.0, 4.0)
( 5.0, 3.0) ( 5.0, 4.0)

( 6.0, 4.0) : the end of matrix A
( 1.0,-1.0)
( 2.0,-2.0)
( 3.0,-3.0)
( 4.0,-4.0) : the end of vector x
(-3.5, 0.0)
(-11.5, 1.0)
(-27.5, 3.0)
(-29.0, 7.5)
(-25.5, 10.0)
(-14.5, 10.0) : the end of vector y
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10.3 Program Results

nag_zgbmv (f16sbc) Example Program Results

y
( 1.000000, 2.000000)
( 3.000000, 4.000000)
( 5.000000, 6.000000)
( 7.000000, 8.000000)
( 9.000000, 10.000000)
( 11.000000, 12.000000)

f16sbc NAG Library Manual

f16sbc.8 (last) Mark 26



NAG Library Function Document

nag_zhemv (f16scc)

1 Purpose

nag_zhemv (f16scc) performs matrix-vector multiplication for a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhemv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, const Complex a[], Integer pda, const Complex x[],
Integer incx, Complex beta, Complex y[], Integer incy, NagError *fail)

3 Description

nag_zhemv (f16scc) performs the matrix-vector operation

y �Axþ �y

where A is an n by n complex Hermitian matrix, x and y are n-element complex vectors, and � and �
are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – Complex Input

On entry: the scalar �.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

8: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

9: beta – Complex Input

On entry: the scalar �.

10: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

11: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhemv (f16scc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0þ 0:0i 1:0þ 2:0i 1:0þ 3:0i
1:0� 2:0i 2:0þ 0:0i 2:0þ 3:0i
1:0� 3:0i 2:0� 3:0i 3:0þ 0:0i

0@ 1A;
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x ¼
1:0� 1:0i
2:0� 2:0i
3:0� 3:0i

0@ 1A;
y ¼

�9:0� 2:5i
�7:5þ 4:0i
0:0þ 14:5i

0@ 1A;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zhemv (f16scc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, incx, incy, j, n, pda, xlen, ylen;

/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zhemv (f16scc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
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#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));
if (n > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input the matrix A and vectors x and y */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#endif

/* nag_zhemv (f16scc).
* Hermitian matrix-vector multiply.
*
*/

nag_zhemv(order, uplo, n, alpha, a, pda, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhemv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);
}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zhemv (f16scc) Example Program Data
3 : n the dimension of matrix A
Nag_Upper : uplo

( 1.0, 0.0 ) ( 2.0, 0.0 ) : alpha, beta
1 1 : incx, incy

( 1.0, 0.0 ) ( 1.0, 2.0 ) ( 1.0, 3.0 )
( 2.0, 0.0 ) ( 2.0, 3.0 )

( 3.0, 0.0 ) : the end of matrix A
( 1.0,-1.0)
( 2.0,-2.0)
( 3.0,-3.0) : the end of vector x
(-9.0,-2.5)
(-7.5, 4.0)
( 0.0, 14.5) : the end of vector y
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10.3 Program Results

nag_zhemv (f16scc) Example Program Results

y
( 1.000000, 2.000000)
( 3.000000, 4.000000)
( 5.000000, 6.000000)
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NAG Library Function Document

nag_zhbmv (f16sdc)

1 Purpose

nag_zhbmv (f16sdc) performs matrix-vector multiplication for a complex Hermitian band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhbmv (Nag_OrderType order, Nag_UploType uplo, Integer n, Integer k,
Complex alpha, const Complex ab[], Integer pdab, const Complex x[],
Integer incx, Complex beta, Complex y[], Integer incy, NagError *fail)

3 Description

nag_zhbmv (f16sdc) performs the matrix-vector operation

y �Axþ �y;

where A is an n by n complex Hermitian band matrix with k subdiagonals and k superdiagonals, x and
y are n-element complex vectors, and � and � are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

5: alpha – Complex Input

On entry: the scalar �.

6: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.

7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

8: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

10: beta – Complex Input

On entry: the scalar �.

11: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.
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If beta ¼ 0, y need not be set.

On exit: the updated vector y.

12: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhbmv (f16sdc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼

1:0þ 0:0i 2:0� 1:0i 3:0� 1:0i 0:0þ 0:0i 0:0þ 0:0i
2:0þ 1:0i 2:0þ 0:0i 3:0� 2:0i 4:0� 2:0i 0:0þ 0:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 0:0i 4:0� 3:0i 5:0� 3:0i
0:0þ 0:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 0:0i 5:0� 4:0i
0:0þ 0:0i 0:0þ 0:0i 5:0þ 3:0i 5:0þ 4:0i 5:0þ 0:0i

0BBB@
1CCCA;

x ¼

�1:0þ 1:0i
2:0þ 2:0i
�3:0� 1:0i
2:0þ 3:0i
�1:0þ 1:0i

0BBB@
1CCCA;

y ¼

3:0� 0:5i
�0:5� 6:0i
0:5� 8:5i
2:5� 6:0i

14:0� 2:0i

0BBB@
1CCCA;

� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zhbmv (f16sdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, incx, incy, j, k, kd, n, pdab, xlen, ylen;

/* Arrays */
Complex *ab = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]
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order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zhbmv (f16sdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pdab = kd + 1;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
k = kd + 1;
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if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= MIN(i + kd, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vectors x and y */

for (i = 1; i <= xlen; ++i)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);
#endif

for (i = 1; i <= ylen; ++i)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);
#endif

/* nag_zhbmv (f16sdc).
* Hermitian banded matrix-vector multiply.
*
*/

nag_zhbmv(order, uplo, n, kd, alpha, ab, pdab, x, incx,
beta, y, incy, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhbmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i) {

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);
}

END:
NAG_FREE(ab);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}
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10.2 Program Data

nag_zhbmv (f16sdc) Example Program Data
5 2 :Values of n and kd
Nag_Lower :Value of uplo
( 1.0, 0.0) ( 2.0, 0.0) : alpha, beta
1 1 : incx, incy
(1.0, 0.0)
(2.0, 1.0) (2.0, 0.0)
(3.0, 1.0) (3.0, 2.0) (3.0, 0.0)

(4.0, 2.0) (4.0, 3.0) (4.0, 0.0)
(5.0, 3.0) (5.0, 4.0) (5.0, 0.0) :End of matrix A

(-1.0, 1.0)
( 2.0, 2.0)
(-3.0,-1.0)
( 2.0, 3.0)
(-1.0, 1.0) : the end of vector x
( 3.0,-0.5)
(-0.5,-6.0)
( 0.5,-8.5)
( 2.5,-6.0)
(14.0,-2.0) : the end of vector y

10.3 Program Results

nag_zhbmv (f16sdc) Example Program Results

y
( 1.000000, 2.000000)
( 3.000000, 4.000000)
( 5.000000, 6.000000)
( 7.000000, 8.000000)
( 9.000000, 10.000000)
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NAG Library Function Document

nag_zhpmv (f16sec)

1 Purpose

nag_zhpmv (f16sec) performs matrix-vector multiplication for a complex Hermitian matrix stored in
packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhpmv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, const Complex ap[], const Complex x[], Integer incx,
Complex beta, Complex y[], Integer incy, NagError *fail)

3 Description

nag_zhpmv (f16sec) performs the matrix-vector operation

y �Axþ �y;

where A is an n by n complex Hermitian matrix stored in packed form, x and y are n-element complex
vectors, and � and � are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – Complex Input

On entry: the scalar �.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

7: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

8: beta – Complex Input

On entry: the scalar �.

9: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

10: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhpmv (f16sec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0þ 0:0i 2:0� 1:0i 3:0� 1:0i 4:0� 1:0i
2:0þ 1:0i 2:0þ 0:0i 3:0� 2:0i 4:0� 2:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 0:0i 4:0� 3:0i
4:0þ 1:0i 4:0þ 1:0i 4:0þ 3:0i 4:0þ 0:0i

0B@
1CA;

f16 – NAG Interface to BLAS f16sec

Mark 26 f16sec.3



x ¼
�1:0þ 1:0i
2:0� 3:0i
�3:0þ 2:0i
1:0� 1:0i

0B@
1CA;

y ¼
2:5þ 2:5i
2:5þ 1:5i
2:5þ 5:0i
6:0þ 9:0i

0B@
1CA;

� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zhpmv (f16sec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer aplen, exit_status, i, incx, incy, j, n, xlen, ylen;

/* Arrays */
Complex *ap = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zhpmv (f16sec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

aplen = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(aplen, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
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scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Input vectors x and y */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#endif

/* nag_zhpmv (f16sec).
* Hermitian packed storage matrix-vector multiply.
*
*/

nag_zhpmv(order, uplo, n, alpha, ap, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i)

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);

END:
NAG_FREE(ap);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zhpmv (f16sec) Example Program Data
4 :Value of n
Nag_Upper :Value of uplo
( 1.0, 0.0) ( 2.0, 0.0) :Values of alpha, beta
1 1 :Values of incx, incy
(1.0, 0.0) (2.0,-1.0) (3.0,-1.0) (4.0,-1.0)

(2.0, 0.0) (3.0,-2.0) (4.0,-2.0)
(3.0, 0.0) (4.0,-3.0)

(4.0, 0.0) :End of matrix A
(-1.0, 1.0)
( 2.0,-3.0)
(-3.0, 2.0)
( 1.0,-1.0) : the end of vector x
( 2.5, 2.5)
( 2.5, 1.5)
( 2.5, 5.0)
( 6.0, 9.0) : the end of vector y
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10.3 Program Results

nag_zhpmv (f16sec) Example Program Results

y
( 1.000000, 2.000000)
( 3.000000, 4.000000)
( 5.000000, 6.000000)
( 7.000000, 8.000000)
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NAG Library Function Document

nag_ztrmv (f16sfc)

1 Purpose

nag_ztrmv (f16sfc) performs matrix-vector multiplication for a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztrmv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Complex alpha, const Complex a[],
Integer pda, Complex x[], Integer incx, NagError *fail)

3 Description

nag_ztrmv (f16sfc) performs one of the matrix-vector operations

x �Ax; x �ATx or x �AHx;

where A is an n by n complex triangular matrix, and x is an n-element complex vector and � is a
complex scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �Ax.
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trans ¼ Nag Trans
x �ATx.

trans ¼ Nag ConjTrans
x �AHx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

10: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.
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11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztrmv (f16sfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Ax

where
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A ¼
1:0þ 1:0i 0:0þ 0:0i 0:0þ 0:0i 0:0þ 0:0i
2:0þ 1:0i 2:0þ 2:0i 0:0þ 0:0i 0:0þ 0:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 3:0i 0:0þ 0:0i
4:0þ 1:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 4:0i

0B@
1CA;

x ¼
�1:0þ 1:0i
2:0� 2:0i
�3:0þ 2:0i
�2:0þ 1:0i

0B@
1CA

and

� ¼ 1:0þ 0:0i:

10.1 Program Text

/* nag_ztrmv (f16sfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, incx, j, n, pda, xlen;

/* Arrays */
Complex *a = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztrmv (f16sfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &incx);

#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, Complex)) || !(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vector x */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif

/* nag_ztrmv (f16sfc).
* Complex triangular matrix-vector multiply.
*
*/

nag_ztrmv(order, uplo, trans, diag, n, alpha, a, pda, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrmv (f16sfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " x");
for (i = 1; i <= xlen; ++i)

printf("(%11f,%11f)\n", x[i - 1].re, x[i - 1].im);

END:
NAG_FREE(a);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_ztrmv (f16sfc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
( 1.0, 0.0) :Value of alpha
1 :Value of incx
( 1.0, 1.0)
( 2.0, 1.0) ( 2.0, 2.0)

f16sfc NAG Library Manual

f16sfc.6 Mark 26



( 3.0, 1.0) ( 3.0, 2.0) ( 3.0, 3.0)
( 4.0, 1.0) ( 4.0, 2.0) ( 4.0, 3.0) ( 4.0, 4.0) :End of matrix A
(-1.0, 1.0)
( 2.0,-2.0)
(-3.0, 2.0)
(-2.0, 1.0) :End of vector x

10.3 Program Results

nag_ztrmv (f16sfc) Example Program Results

x
( -2.000000, 0.000000)
( 5.000000, 1.000000)
( -9.000000, -3.000000)
( -23.000000, -6.000000)
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NAG Library Function Document

nag_ztbmv (f16sgc)

1 Purpose

nag_ztbmv (f16sgc) performs matrix-vector multiplication for a complex triangular band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztbmv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Integer k, Complex alpha,
const Complex ab[], Integer pdab, Complex x[], Integer incx,
NagError *fail)

3 Description

nag_ztbmv (f16sgc) performs one of the matrix-vector operations

x �Ax; x �ATx or x �AHx;

where A is an n by n complex triangular band matrix with k subdiagonals or superdiagonals, x is an
n-element complex vector and � is a complex scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �Ax.

trans ¼ Nag Trans
x �ATx.

trans ¼ Nag ConjTrans
x �AHx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

7: alpha – Complex Input

On entry: the scalar �.

8: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.

f16sgc NAG Library Manual

f16sgc.2 Mark 26



If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

10: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.

11: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztbmv (f16sgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Ax

where

A ¼
1:0þ 1:0i 0:0þ 0:0i 0:0þ 0:0i 0:0þ 0:0i
2:0þ 1:0i 2:0þ 2:0i 0:0þ 0:0i 0:0þ 0:0i
0:0þ 0:0i 3:0þ 2:0i 3:0þ 3:0i 0:0þ 0:0i
0:0þ 0:0i 0:0þ 0:0i 4:0þ 3:0i 4:0þ 4:0i

0B@
1CA;

x ¼
1:0þ 1:0i
�2:0þ 2:0i
3:0� 2:0i
�1:0þ 1:0i

0B@
1CA

and

� ¼ 1:0þ 0:0i:

10.1 Program Text

/* nag_ztbmv (f16sgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, incx, j, k, kd, n, pdab, xlen;

/* Arrays */
Complex *ab = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_OrderType order;
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Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define AB_UPPER(I, J) ab[(J-1)*pdab + k + I - J - 1]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + k + J - I - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztbmv (f16sgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &incx);
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#endif

pdab = kd + 1;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
k = kd + 1;
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= MIN(i + kd, n); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vector x */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif

/* nag_ztbmv (f16sgc).
* Complex triangular banded matrix-vector multiply.
*
*/

nag_ztbmv(order, uplo, trans, diag, n, kd, alpha, ab, pdab, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztbmv (f16sgc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

/* Print output vector x */
printf("%s\n", " x");
for (i = 1; i <= xlen; ++i) {

printf("(%11f,%11f)\n", x[i - 1].re, x[i - 1].im);
}

END:
NAG_FREE(ab);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_ztbmv (f16sgc) Example Program Data
4 1 :Values of n, kd
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
( 1.0, 0.0) :Value of alpha
1 :Value of incx
( 1.0, 1.0)
( 2.0, 1.0) ( 2.0, 2.0)

( 3.0, 2.0) ( 3.0, 3.0)
( 4.0, 3.0) ( 4.0, 4.0) :End of matrix A

( 1.0, 1.0)
(-2.0, 2.0)
( 3.0,-2.0)
(-1.0, 1.0) :End of vector x

10.3 Program Results

nag_ztbmv (f16sgc) Example Program Results

x
( 0.000000, 2.000000)
( -7.000000, 3.000000)
( 5.000000, 5.000000)
( 10.000000, 1.000000)
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NAG Library Function Document

nag_ztpmv (f16shc)

1 Purpose

nag_ztpmv (f16shc) performs matrix-vector multiplication for a complex triangular matrix stored in
packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztpmv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Complex alpha, const Complex ap[],
Complex x[], Integer incx, NagError *fail)

3 Description

nag_ztpmv (f16shc) performs one of the matrix-vector operations

x �Ax; x �ATx or x �AHx;

where A is an n by n complex triangular matrix, stored in packed form, x is an n-element complex
vector and � is a complex scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �Ax.

trans ¼ Nag Trans
x �ATx.

trans ¼ Nag ConjTrans
x �AHx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the right-hand side vector b.

On exit: the solution vector x.
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9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztpmv (f16shc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Ax

where
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A ¼
1:0þ 1:0i 0:0þ 0:0i 0:0þ 0:0i 0:0þ 0:0i
2:0þ 1:0i 2:0þ 2:0i 0:0þ 0:0i 0:0þ 0:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 3:0i 0:0þ 0:0i
4:0þ 1:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 4:0i

0B@
1CA;

x ¼
1:0þ 0:0i
0:0� 1:0i
�1:0þ 0:0i
0:0þ 1:0i

0B@
1CA

and

� ¼ 1:0þ 0:0i:

10.1 Program Text

/* nag_ztpmv (f16shc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer aplen, exit_status, i, incx, j, n, xlen;

/* Arrays */
Complex *ap = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztpmv (f16shc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &incx);

#endif

aplen = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(aplen, Complex)) || !(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {
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for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input vector x */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif

/* nag_ztpmv (f16shc).
* Complex triangular packed storage matrix-vector multiply.
*
*/

nag_ztpmv(order, uplo, trans, diag, n, alpha, ap, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztpmv (f16shc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " x");
for (i = 1; i <= xlen; ++i)

printf("(%11f,%11f)\n", x[i - 1].re, x[i - 1].im);

END:
NAG_FREE(ap);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_ztpmv (f16shc) Example Program Data
4 :Values of n
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
( 1.0, 0.0) :Value of alpha
1 :Value of incx

f16shc NAG Library Manual

f16shc.6 Mark 26



( 1.0, 1.0)
( 2.0, 1.0) ( 2.0, 2.0)
( 3.0, 1.0) ( 3.0, 2.0) ( 3.0, 3.0)
( 4.0, 1.0) ( 4.0, 2.0) ( 4.0, 3.0) ( 4.0, 4.0) :End of matrix A
( 1.0, 0.0)
( 0.0,-1.0)
(-1.0, 0.0)
( 0.0, 1.0) :End of vector x

10.3 Program Results

nag_ztpmv (f16shc) Example Program Results

x
( 1.000000, 1.000000)
( 4.000000, -1.000000)
( 2.000000, -5.000000)
( -2.000000, -2.000000)
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NAG Library Function Document

nag_ztrsv (f16sjc)

1 Purpose

nag_ztrsv (f16sjc) solves a system of equations given as a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztrsv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Complex alpha, const Complex a[],
Integer pda, Complex x[], Integer incx, NagError *fail)

3 Description

nag_ztrsv (f16sjc) performs one of the matrix-vector operations

x �A�1x; x �A�Tx or x A�Hx;

where A is an n by n complex triangular matrix, x is an n-element complex vector and � is a complex

scalar. A�T denotes A�T or equivalently A�T; A�H denotes AHð Þ�1 or equivalently A�1ð ÞH.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x A�1x.

trans ¼ Nag Trans
x A�Tx.

trans ¼ Nag ConjTrans
x A�Hx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

9: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the vector x.

On exit: the solution vector x.
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10: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztrsv (f16sjc) is not threaded in any implementation.

9 Further Comments

No test for singularity or near-singularity of A is included in nag_ztrsv (f16sjc). Such tests must be
performed before calling this function.
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10 Example

Solves complex triangular system of linear equations, Ax ¼ y, where A is a complex triangular 4 by 4
matrix given by

A ¼
4:78þ 4:56i
2:00� 0:30i �4:11þ 1:25i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA;

and

y ¼
�14:78� 32:36i

2:98� 2:14i
�20:96þ 17:06i

9:54þ 9:91i

0B@
1CA:

10.1 Program Text

/* nag_ztrsv (f16sjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, incx, j, n, pda, xlen;

/* Arrays */
Complex *a = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;
Nag_DiagType diag;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztrsv (f16sjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read the unit-diagonal parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * n, Complex)) || !(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {
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if (diag == Nag_NonUnitDiag)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, i).re, &A(i, i).im);
#else

scanf(" ( %lf , %lf )", &A(i, i).re, &A(i, i).im);
#endif

for (j = i + 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j < i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
if (diag == Nag_NonUnitDiag)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, i).re, &A(i, i).im);

#else
scanf(" ( %lf , %lf )", &A(i, i).re, &A(i, i).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif

/* nag_ztrsv (f16sjc).
* Solution of complex triangular system of linear equations.
*
*/

nag_ztrsv(order, uplo, trans, diag, n, alpha, a, pda, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrsv (f16sjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " Solution x:");
for (i = 0; i < xlen; ++i) {

printf("( %11f , %11f )\n", x[i].re, x[i].im);
}

END:
NAG_FREE(a);
NAG_FREE(x);

return exit_status;
}
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10.2 Program Data

nag_ztrsv (f16sjc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A
Nag_NoTrans :Transpose A?
Nag_NonUnitDiag :Unit diagonal elements?
( 1.0, 0.0) :Value of alpha
1 :Value of incx

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36)
( 2.98, -2.14)
(-20.96, 17.06)
( 9.54, 9.91) :End of vector x

10.3 Program Results

nag_ztrsv (f16sjc) Example Program Results

Solution x:
( -5.000000 , -2.000000 )
( -3.000000 , -1.000000 )
( 2.000000 , 1.000000 )
( 4.000000 , 3.000000 )
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NAG Library Function Document

nag_ztbsv (f16skc)

1 Purpose

nag_ztbsv (f16skc) solves a system of equations given as a complex triangular band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztbsv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Integer k, Complex alpha,
const Complex ab[], Integer pdab, Complex x[], Integer incx,
NagError *fail)

3 Description

nag_ztbsv (f16skc) performs one of the matrix-vector operations

x �A�1x; x �A�Tx or x �A�Hx;

where A is an n by n complex triangular band matrix with k subdiagonals or superdiagonals, x is an
n-element complex vector and � is a complex scalar. A�T denotes A�T or equivalently A�T; A�H

denotes AHð Þ�1 or equivalently A�1ð ÞH.
No test for singularity or near-singularity of A is included in this function. Such tests must be
performed before calling this function.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �A�1x.

trans ¼ Nag Trans
x �A�Tx.

trans ¼ Nag ConjTrans
x �A�Hx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

7: alpha – Complex Input

On entry: the scalar �.

8: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n triangular band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.

f16skc NAG Library Manual

f16skc.2 Mark 26



If diag ¼ Nag UnitDiag, the diagonal elements of AB are assumed to be 1, and are not
referenced.

9: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

10: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the vector x.

On exit: the solution vector x.

11: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztbsv (f16skc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Solves complex triangular banded system of linear equations, Ax ¼ y, where A is a complex triangular
4 by 4 matrix, with 2 subdiagonals, given by

A ¼
�1:94þ 4:43i
�3:39þ 3:44i 4:12� 4:27i
1:62þ 3:68i �1:84þ 5:53i 0:43� 2:66i

�2:77� 1:93i 1:74� 0:04i 0:44þ 0:10i

0B@
1CA

and

y ¼
�8:86� 3:88i
�15:57� 23:41i
�7:63þ 22:78i
�14:74� 2:40i

0B@
1CA:

10.1 Program Text

/* nag_ztbsv (f16skc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, incx, j, kd, n, pdab, xlen;

/* Arrays */
Complex *ab = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;
Nag_DiagType diag;

#ifdef NAG_COLUMN_MAJOR
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#define AB_UPPER(I, J) ab[(J-1)*pdab + kd + I - J]
#define AB_LOWER(I, J) ab[(J-1)*pdab + I - J]

order = Nag_ColMajor;
#else
#define AB_UPPER(I, J) ab[(I-1)*pdab + J - I]
#define AB_LOWER(I, J) ab[(I-1)*pdab + kd + J - I]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztbsv (f16skc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &kd);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read the unit-diagonal parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

pdab = kd + 1;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
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if (n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(pdab * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix AB and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

if (diag == Nag_NonUnitDiag)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_UPPER(i, i).re, &AB_UPPER(i, i).im);
#else

scanf(" ( %lf , %lf )", &AB_UPPER(i, i).re, &AB_UPPER(i, i).im);
#endif

for (j = i + 1; j <= MIN(i + kd, n); ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &AB_UPPER(i, j).re, &AB_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = MAX(1, i - kd); j < i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, j).re, &AB_LOWER(i, j).im);

#endif
if (diag == Nag_NonUnitDiag)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB_LOWER(i, i).re, &AB_LOWER(i, i).im);

#else
scanf(" ( %lf , %lf )", &AB_LOWER(i, i).re, &AB_LOWER(i, i).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif

/* nag_ztbsv (f16skc).
* Solution of complex triangular band system of linear equations.
*
*/
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nag_ztbsv(order, uplo, trans, diag, n, kd, alpha, ab, pdab, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztbsv (f16skc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " Solution x:");
for (i = 0; i < xlen; ++i) {

printf("( %11f , %11f )\n", x[i].re, x[i].im);
}

END:
NAG_FREE(ab);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_ztbsv (f16skc) Example Program Data
4 2 :Value of n and kd
Nag_Lower :Storage of A
Nag_NoTrans :Transpose A?
Nag_NonUnitDiag :Unit diagonal elements?
( 1.0, 0.0) :Value of alpha
1 :Value of incx

(-1.94, 4.43)
(-3.39, 3.44) ( 4.12,-4.27)
( 1.62, 3.68) (-1.84, 5.53) ( 0.43,-2.66)

(-2.77,-1.93) ( 1.74,-0.04) ( 0.44, 0.10) :End of matrix A
( -8.86, -3.88)
(-15.57,-23.41)
( -7.63, 22.78)
(-14.74, -2.40) :End of vector x

10.3 Program Results

nag_ztbsv (f16skc) Example Program Results

Solution x:
( 0.000000 , 2.000000 )
( 1.000000 , -3.000000 )
( -4.000000 , -5.000000 )
( 2.000000 , -1.000000 )

f16 – NAG Interface to BLAS f16skc

Mark 26 f16skc.7 (last)





NAG Library Function Document

nag_ztpsv (f16slc)

1 Purpose

nag_ztpsv (f16slc) solves a system of equations given as a complex triangular matrix stored in packed
form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztpsv (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer n, Complex alpha, const Complex ap[],
Complex x[], Integer incx, NagError *fail)

3 Description

nag_ztpsv (f16slc) performs one of the matrix-vector operations

x �A�1x; x �A�Tx or x �A�Hx;

where A is an n by n complex triangular matrix, stored in packed form, x is an n-element complex

vector and � is a complex scalar. A�T denotes A�T or equivalently A�T; A�H denotes AHð Þ�1 or

equivalently A�1ð ÞH.
No test for singularity or near-singularity of A is included in this function. Such tests must be
performed before calling this function.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
x �A�1x.

trans ¼ Nag Trans
x �A�Tx.

trans ¼ Nag ConjTrans
x �A�Hx.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n triangular matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

If diag ¼ Nag UnitDiag, the diagonal elements of AP are assumed to be 1, and are not
referenced; the same storage scheme is used whether diag ¼ Nag NonUnitDiag or
diag ¼ Nag UnitDiag.

8: x½dim� – Complex Input/Output

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the vector x.

On exit: the solution vector x.
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9: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztpsv (f16slc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

Solves complex triangular system of linear equations, Ax ¼ y, where A is a complex triangular 4 by 4
matrix, stored in packed storage format, given by

A ¼
4:78þ 4:56i
2:00� 0:30i �4:11þ 1:25i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA;

and

y ¼
�14:78� 32:36i

2:98� 2:14i
�20:96þ 17:06i

9:54þ 9:91i

0B@
1CA:

10.1 Program Text

/* nag_ztpsv (f16slc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer ap_len, exit_status, i, incx, j, n, xlen;

/* Arrays */
Complex *ap = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;
Nag_DiagType diag;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztpsv (f16slc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read the unit-diagonal parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

ap_len = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) || !(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */
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if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

if (diag == Nag_NonUnitDiag)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, i).re, &A_UPPER(i, i).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, i).re, &A_UPPER(i, i).im);
#endif

for (j = i + 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j < i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
if (diag == Nag_NonUnitDiag)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, i).re, &A_LOWER(i, i).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, i).re, &A_LOWER(i, i).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif

/* nag_ztpsv (f16slc).
* Solution of complex triangular system of linear equations,
* using packed storage.
*/

nag_ztpsv(order, uplo, trans, diag, n, alpha, ap, x, incx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztpsv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector x */
printf("%s\n", " Solution x:");
for (i = 0; i < xlen; ++i) {

printf("( %11f , %11f )\n", x[i].re, x[i].im);
}

END:
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NAG_FREE(ap);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_ztpsv (f16slc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A
Nag_NoTrans :Transpose A?
Nag_NonUnitDiag :Unit diagonal elements?
( 1.0, 0.0) :Value of alpha
1 :Value of incx

( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36)
( 2.98, -2.14)
(-20.96, 17.06)
( 9.54, 9.91) :End of vector x

10.3 Program Results

nag_ztpsv (f16slc) Example Program Results

Solution x:
( -5.000000 , -2.000000 )
( -3.000000 , -1.000000 )
( 2.000000 , 1.000000 )
( 4.000000 , 3.000000 )
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NAG Library Function Document

nag_zger (f16smc)

1 Purpose

nag_zger (f16smc) performs a rank-1 update on a complex general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zger (Nag_OrderType order, Nag_ConjType conj, Integer m, Integer n,
Complex alpha, const Complex x[], Integer incx, const Complex y[],
Integer incy, Complex beta, Complex a[], Integer pda, NagError *fail)

3 Description

nag_zger (f16smc) performs the rank-1 update operation

A �xyT þ �A;

or

A �xyH þ �A;

where A is an m by n complex matrix, x is an m element complex vector, y is an n-element complex
vector, and � and � are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: conj – Nag_ConjType Input

On entry: the argument conj specifies whether the elements yi are used unconjugated or
conjugated, as follows:

conj ¼ Nag NoConj
The elements yi are not conjugated.

conj ¼ Nag Conj
The complex conjugate of the elements yi are used.

Constraint: conj ¼ Nag NoConj or Nag Conj.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: alpha – Complex Input

On entry: the scalar �.

6: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ;m.

If incx < 0, xi must be stored in x½ m� ið Þ � incxj j�, for i ¼ 1; 2; . . . ;m.

Intermediate elements of x are not referenced. If m ¼ 0, x is not referenced and may be NULL.

7: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

8: y½dim� – const Complex Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

9: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

10: beta – Complex Input

On entry: the scalar �.

11: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n matrix A.

On exit: the updated matrix A.
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12: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 n.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

f16 – NAG Interface to BLAS f16smc

Mark 26 f16smc.3



7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zger (f16smc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-1 update of complex matrix A using vectors x and y:

A A� xyH;

where A is the 3 by 2 complex matrix given by

A ¼
4:0þ 4:0i 2:0þ 2:0i
4:0þ 7:0i 4:0þ 3:0i

11:0þ 3:0i 9:0þ 7:0i

0@ 1A;
and the vectors x and y are

x ¼
2:0þ 1:0i
3:0þ 2:0i
5:0� 1:0i

0@ 1A
and

y ¼ 2:0þ 1:0i
1:0� 2:0i

� �
:

The vector y is stored in every second element of array y (incy ¼ 2).

10.1 Program Text

/* nag_zger (f16smc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, incx, incy, j, m, n, pda, xlen, ylen;

/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
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/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_ConjType conj;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
conj = Nag_NoConj;
INIT_FAIL(fail);

printf("nag_zger (f16smc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &beta.re, &beta.im);
#endif

/* Read increment parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

xlen = MAX(1, 1 + (m - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {
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printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vectors x and y */

for (i = 1; i <= m; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif
for (i = 0; i < ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i].re, &y[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i].re, &y[i].im);

#endif

/* nag_zger (f16smc).
* Rank one update of complex matrix.
*
*/

nag_zger(order, conj, m, n, alpha, x, incx, y, incy, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zger.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print updated matrix A */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, m, n, a, pda,
Nag_BracketForm, "%7.4f",
"Updated Matrix A", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}
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10.2 Program Data

nag_zger (f16smc) Example Program Data
3 2 : m, n the dimensions of matrix A

(-1.0, 0.0) : alpha
( 1.0, 0.0) : beta
1 2 : incx, incy

( 4.0, 4.0) ( 2.0, 2.0)
( 4.0, 7.0) ( 4.0, 3.0)
(11.0, 3.0) ( 9.0, 7.0) : the end of matrix A
( 2.0, 1.0)
( 3.0, 2.0)
( 5.0,-1.0) : the end of vector x
( 2.0, 1.0)
( 0.0, 0.0)
( 1.0,-2.0)
( 0.0, 0.0) : the end of vector y

10.3 Program Results

nag_zger (f16smc) Example Program Results

Updated Matrix A
1 2

1 ( 1.0000, 0.0000) (-2.0000, 5.0000)
2 ( 0.0000, 0.0000) (-3.0000, 7.0000)
3 ( 0.0000, 0.0000) ( 6.0000,18.0000)
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NAG Library Function Document

nag_zher (f16spc)

1 Purpose

nag_zher (f16spc) performs a Hermitian rank-1 update on a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zher (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const Complex x[], Integer incx, double beta, Complex a[],
Integer pda, NagError *fail)

3 Description

nag_zher (f16spc) performs the Hermitian rank-1 update operation

A �xxH þ �A;

where A is an n by n complex Hermitian matrix, x is an n-element complex vector, while � and � are
real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: beta – double Input

On entry: the scalar �.

8: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix A. The imaginary parts of the diagonal elements are set to zero.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zher (f16spc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-1 update of complex Hermitian matrix A using vector x:

A A� xxH;

where A is the 4 by 4 Hermitian matrix given by

A ¼
4:0þ 0:0i 7:0� 4:0i �0:6 þ 2:2i �4:0þ 3:0i
7:0þ 4:0i 14:0þ 0:0i 0:3 þ 1:2i �4:7þ 2:1i
�0:6� 2:2i 0:3� 1:2i 2:04þ 0:0i �5:9� 0:1i
�4:0� 3:0i �4:7þ 2:1i �5:9 þ 0:1i 6:0þ 0:0i

0B@
1CA

and

x ¼
2:0þ 1:0i
2:0þ 3:0i
0:2� 1:0i
�1:0� 2:0i

0B@
1CA:
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10.1 Program Text

/* nag_zher (f16spc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, j, n, pda, xlen;

/* Arrays */
Complex *a = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zher (f16spc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
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/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

pda = n;

xlen = MAX(1, 1 + (n - 1) * ABS(incx));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * n, Complex)) || !(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif
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/* nag_zher (f16spc).
* Rank one update of complex Hermitian matrix.
*
*/

nag_zher(order, uplo, n, alpha, x, incx, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zher.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;

}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix A */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a,

pda, Nag_BracketForm, "%7.4f",
"Updated Matrix A", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zher (f16spc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

-1.0 1.0 :Values of alpha and beta
1 :Value of incx

( 4.0, 0.0)
( 7.0, 4.0) (14.0, 0.0)
(-0.6,-2.2) ( 0.3,-1.2) ( 2.04,0.0)
(-4.0,-3.0) (-4.7, 2.1) (-5.9, 0.1) ( 6.0, 0.0) :End of matrix A
( 2.0, 1.0)
( 2.0, 3.0)
( 0.2,-1.0)
(-1.0,-2.0) :End of vector x

10.3 Program Results

nag_zher (f16spc) Example Program Results

Updated Matrix A
1 2 3 4

1 (-1.0000, 0.0000)
2 ( 0.0000, 0.0000) ( 1.0000, 0.0000)
3 ( 0.0000, 0.0000) ( 2.9000, 1.4000) ( 1.0000, 0.0000)
4 ( 0.0000, 0.0000) ( 3.3000, 3.1000) (-7.7000, 1.5000) ( 1.0000, 0.0000)
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NAG Library Function Document

nag_zhpr (f16sqc)

1 Purpose

nag_zhpr (f16sqc) performs a Hermitian rank-1 update on a complex Hermitian matrix stored in packed
form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhpr (Nag_OrderType order, Nag_UploType uplo, Integer n,
double alpha, const Complex x[], Integer incx, double beta,
Complex ap[], NagError *fail)

3 Description

nag_zhpr (f16sqc) performs the Hermitian rank-1 update operation

A �xxH þ �A;

where A is an n by n complex Hermitian matrix, stored in packed form, x is an n-element complex
vector, while � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – double Input

On entry: the scalar �.

5: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: beta – double Input

On entry: the scalar �.

8: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the updated matrix A. The imaginary parts of the diagonal elements are set to zero.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhpr (f16sqc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-1 update of complex Hermitian matrix A, stored in packed storage format, using vector x:

A A� xxH;

where A is the 4 by 4 Hermitian matrix given by

A ¼
4:0þ 0:0i 7:0� 4:0i �0:6 þ 2:2i �4:0þ 3:0i
7:0þ 4:0i 14:0þ 0:0i 0:3 þ 1:2i �4:7� 2:1i
�0:6� 2:2i 0:3� 1:2i 2:04þ 0:0i �5:9� 0:1i
�4:0� 3:0i �4:7þ 2:1i �5:9 þ 0:1i 6:0þ 0:0i

0B@
1CA;

and

x ¼
2:0þ 1:0i
2:0þ 3:0i
0:2� 1:0i
�1:0� 2:0i

0B@
1CA:

10.1 Program Text

/* nag_zhpr (f16sqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>
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int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, incx, j, n, ap_len, xlen;

/* Arrays */
Complex *ap = 0, *x = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zhpr (f16sqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

/* Read increment parameter */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &incx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &incx);
#endif

xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ap_len = n * (n + 1) / 2;

f16sqc NAG Library Manual

f16sqc.4 Mark 26



if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(ap_len, Complex)) || !(x = NAG_ALLOC(xlen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif

/* nag_zhpr (f16sqc).
* Rank one update of complex Hermitian matrix,
* packed storage.
*/

nag_zhpr(order, uplo, n, alpha, x, incx, beta, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpr.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print updated matrix A */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,
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Nag_BracketForm, "%7.4f",
"Updated Matrix A", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_zhpr (f16sqc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

-1.0 1.0 :Values of alpha and beta
1 :Value of incx

( 4.0, 0.0)
( 7.0, 4.0) (14.0, 0.0)
(-0.6,-2.2) ( 0.3,-1.2) ( 2.04,0.0)
(-4.0,-3.0) (-4.7, 2.1) (-5.9, 0.1) ( 6.0, 0.0) :End of matrix A
( 2.0, 1.0)
( 2.0, 3.0)
( 0.2,-1.0)
(-1.0,-2.0) :End of vector x

10.3 Program Results

nag_zhpr (f16sqc) Example Program Results

Updated Matrix A
1 2 3 4

1 (-1.0000, 0.0000)
2 ( 0.0000, 0.0000) ( 1.0000, 0.0000)
3 ( 0.0000, 0.0000) ( 2.9000, 1.4000) ( 1.0000, 0.0000)
4 ( 0.0000, 0.0000) ( 3.3000, 3.1000) (-7.7000, 1.5000) ( 1.0000, 0.0000)
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NAG Library Function Document

nag_zher2 (f16src)

1 Purpose

nag_zher2 (f16src) performs a Hermitian rank-2 update on a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zher2 (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, const Complex x[], Integer incx, const Complex y[],
Integer incy, double beta, Complex a[], Integer pda, NagError *fail)

3 Description

nag_zher2 (f16src) performs the Hermitian rank-2 update operation

A �xyH þ ��yxH þ �A

where A is an n by n complex Hermitian matrix, x and y are n-element complex vectors, � is a
complex scalar and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – Complex Input

On entry: the scalar �.

5: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: y½dim� – const Complex Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

8: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

9: beta – double Input

On entry: the scalar �.

10: a½dim� – Complex Input/Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix A. The imaginary parts of the diagonal elements are set to zero.

11: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zher2 (f16src) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

Perform rank-2 update of complex Hermitian matrix A using vectors x and y:

A A� xyH � yxH;

where A is the 4 by 4 matrix given by

A ¼
23:0þ 0:0i 10:0� 17:0i 13:0þ 14:2i �19:0þ 8:0i
10:0þ 17:0i 1:0þ 0:0i 0:3þ 1:2i �4:7þ 2:1i
13:0� 14:2i 0:3� 1:2i 1:0þ 0:0i �5:9þ 0:1i
�19:0� 8:0i �4:7þ 2:1i �5:9þ 0:1i 1:0þ 0:0i

0B@
1CA;

and where

x ¼
2:0þ 1:0i
2:0þ 3:0i
0:2� 1:0i
�1:0� 2:0i

0B@
1CA

and

y ¼
5:0þ 1:0i
�2:0þ 1:0i
7:0� 1:0i
�5:0� 2:0i

0B@
1CA:

The vector y is stored in every second element of array y (incy ¼ 2).

10.1 Program Text

/* nag_zher2 (f16src) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha;
double beta;
Integer exit_status, i, incx, incy, j, n, pda, xlen, ylen;

/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
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order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zher2 (f16src) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &beta);
#else

scanf("%lf%*[^\n] ", &beta);
#endif

/* Read increment parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

pda = n;

xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
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/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif
for (i = 0; i < ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i].re, &y[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i].re, &y[i].im);

#endif

/* nag_zher2 (f16src).
* Rank two update of complex Hermitian matrix.
*
*/

nag_zher2(order, uplo, n, alpha, x, incx, y, incy, beta, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zher2 (f16src).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;

}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix A */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a,

pda, Nag_BracketForm, "%5.1f",
"Updated Matrix A", Nag_IntegerLabels,
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0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"
"\n", fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zher2 (f16src) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

(-1.0, 0.0) :Value of alpha
1.0 :Value of beta
1 2 :Values of incx and incy

( 23.0, 0.0)
( 10.0, 17.0) ( 1.0, 0.0)
( 13.0,-14.2) ( 0.3,-1.2) ( 1.0, 0.0)
(-19.0, -8.0) (-4.7, 2.1) (-5.9, 0.1) ( 1.0, 0.0) :End of matrix A
( 2.0, 1.0)
( 2.0, 3.0)
( 0.2,-1.0)
(-1.0,-2.0) :End of vector x
( 5.0, 1.0)
( 0.0, 0.0)
(-2.0, 1.0)
( 0.0, 0.0)
( 7.0,-1.0)
( 0.0, 0.0)
(-5.0,-2.0) :End of vector y

10.3 Program Results

nag_zher2 (f16src) Example Program Results

Updated Matrix A
1 2 3 4

1 ( 1.0, 0.0)
2 ( 0.0, 0.0) ( 3.0, 0.0)
3 ( 0.0, 0.0) ( -9.3, 20.0) ( -3.8, 0.0)
4 ( 0.0, 0.0) ( 11.3,-13.9) ( -1.9, 20.5) (-17.0, 0.0)
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NAG Library Function Document

nag_zhpr2 (f16ssc)

1 Purpose

nag_zhpr2 (f16ssc) performs a Hermitian rank-2 update on a complex Hermitian matrix stored in
packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhpr2 (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, const Complex x[], Integer incx, const Complex y[],
Integer incy, double beta, Complex ap[], NagError *fail)

3 Description

nag_zhpr2 (f16ssc) performs the Hermitian rank-2 update operation

A �xyH þ ��yxH þ �A;

where A is an n by n complex Hermitian matrix, stored in packed form, x and y are n-element complex
vectors, while � is a complex scalar and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.

f16 – NAG Interface to BLAS f16ssc

Mark 26 f16ssc.1

http://www.netlib.org/blas/blast-forum/blas-report.pdf


4: alpha – Complex Input

On entry: the scalar �.

5: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

6: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

7: y½dim� – const Complex Input

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the n-element vector y.

If incy > 0, yi must be stored in y½ i � 1ð Þ � incy�, for i ¼ 1; 2; . . . ; n.

If incy < 0, yi must be stored in y½ n� ið Þ � incyj j�, for i ¼ 1; 2; . . . ;n.

Intermediate elements of y are not referenced. If � ¼ 0:0 or n ¼ 0, y is not referenced and may
be NULL.

8: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

9: beta – double Input

On entry: the scalar �.

10: ap½dim� – Complex Input/Output

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

On exit: the updated matrix A. The imaginary parts of the diagonal elements are set to zero.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhpr2 (f16ssc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Perform rank-2 update of complex Hermitian matrix A, stored using packed storage format, using
vectors x and y:

A A� xyH � yxH;

where A is the 4 by 4 matrix given by

A ¼
23:0þ 0:0i 10:0� 17:0i 13:0þ 14:2i �19:0þ 8:0i
10:0þ 17:0i 1:0þ 0:0i 0:3þ 1:2i �4:7� 2:1i
13:0� 14:2i 0:3� 1:2i 1:0þ 0:0i �5:9� 0:1i
�19:0� 8:0i �4:7þ 2:1i �5:9þ 0:1i 1:0þ 0:0i

0B@
1CA;

and where
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x ¼
2:0þ 1:0i
2:0þ 3:0i
0:2� 1:0i
�1:0� 2:0i

0B@
1CA

and

y ¼
5:0þ 1:0i
�2:0þ 1:0i
7:0� 1:0i
�5:0� 2:0i

0B@
1CA:

The vector y is stored in every second element of array y (incy ¼ 2).

10.1 Program Text

/* nag_zhpr2 (f16ssc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha;
double beta;
Integer exit_status, i, incx, incy, j, n, pda, xlen, ylen;

/* Arrays */
Complex *ap = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zhpr2 (f16ssc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo storage parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &beta);
#else

scanf("%lf%*[^\n] ", &beta);
#endif

/* Read increment parameters */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);
#endif

pda = n;

xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(pda * n, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A and vector x */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#else

scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
}

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
for (i = 0; i < xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i].re, &x[i].im);

#endif
for (i = 0; i < ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i].re, &y[i].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i].re, &y[i].im);

#endif

/* nag_zhpr2 (f16ssc).
* Rank two update of complex Hermitian matrix,
* packed storage.
*/

nag_zhpr2(order, uplo, n, alpha, x, incx, y, incy, beta, ap, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhpr2 (f16ssc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print updated matrix A */
/* nag_pack_complx_mat_print_comp (x04ddc).
* Print complex packed triangular matrix (comprehensive)
*/

fflush(stdout);
nag_pack_complx_mat_print_comp(order, uplo, Nag_NonUnitDiag, n, ap,

Nag_BracketForm, "%5.1f",
"Updated Matrix A", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_complx_mat_print_comp (x04ddc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(ap);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}
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10.2 Program Data

nag_zhpr2 (f16ssc) Example Program Data
4 :Value of n
Nag_Lower :Storage of A

(-1.0, 0.0) :Value of alpha
1.0 :Value of beta
1 2 :Values of incx and incy

( 23.0, 0.0)
( 10.0, 17.0) ( 1.0, 0.0)
( 13.0,-14.2) ( 0.3,-1.2) ( 1.0, 0.0)
(-19.0, -8.0) (-4.7, 2.1) (-5.9, 0.1) ( 1.0, 0.0) :End of matrix A
( 2.0, 1.0)
( 2.0, 3.0)
( 0.2,-1.0)
(-1.0,-2.0) :End of vector x
( 5.0, 1.0)
( 0.0, 0.0)
(-2.0, 1.0)
( 0.0, 0.0)
( 7.0,-1.0)
( 0.0, 0.0)
(-5.0,-2.0) :End of vector y

10.3 Program Results

nag_zhpr2 (f16ssc) Example Program Results

Updated Matrix A
1 2 3 4

1 ( 1.0, 0.0)
2 ( 0.0, 0.0) ( 3.0, 0.0)
3 ( 0.0, 0.0) ( -9.3, 20.0) ( -3.8, 0.0)
4 ( 0.0, 0.0) ( 11.3,-13.9) ( -1.9, 20.5) (-17.0, 0.0)
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NAG Library Function Document

nag_zsymv (f16tac)

1 Purpose

nag_zsymv (f16tac) performs matrix-vector multiplication for a complex symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zsymv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, const Complex a[], Integer pda, const Complex x[],
Integer incx, Complex beta, Complex y[], Integer incy, NagError *fail)

3 Description

nag_zsymv (f16tac) performs the matrix-vector operation

y �Axþ �y

where A is an n by n complex symmetric matrix, x and y are n-element complex vectors, and � and �
are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – Complex Input

On entry: the scalar �.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

8: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

9: beta – Complex Input

On entry: the scalar �.

10: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

11: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsymv (f16tac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0þ 1:0i 1:0þ 2:0i 1:0þ 3:0i
1:0þ 2:0i 2:0þ 2:0i 2:0þ 3:0i
1:0þ 3:0i 2:0þ 3:0i 3:0þ 3:0i

0@ 1A;
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x ¼
�1:0þ 0:0i
0:0þ 2:0i
�3:0þ 1:0i

0@ 1A;
y ¼

6:0þ 4:5i
8:5þ 4:5i

12:0þ 5:5i

0@ 1A;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zsymv (f16tac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, incx, incy, j, n, pda, xlen, ylen;

/* Arrays */
Complex *a = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zsymv (f16tac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
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#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

pda = n;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * pda, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Input the matrix A and vectors x and y */

if (uplo == Nag_Upper) {
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#endif

/* nag_zsymv (f16tac).
* Complex symmetric matrix-vector multiply.
*
*/

nag_zsymv(order, uplo, n, alpha, a, pda, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsymv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i)

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zsymv (f16tac) Example Program Data
3 : n the dimension of matrix A
Nag_Upper : uplo
(1.0, 0.0) ( 2.0, 0.0) : alpha, beta
1 1 : incx, incy
(1.0, 1.0) ( 1.0, 2.0) ( 1.0, 3.0)

( 2.0, 2.0) ( 2.0, 3.0)
( 3.0, 3.0) : the end of matrix A

(-1.0, 0.0)
( 0.0, 2.0)
(-3.0, 1.0) : the end of vector x
( 6.0, 4.5)
( 8.5, 4.5)
(12.0, 5.5) : the end of vector y
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10.3 Program Results

nag_zsymv (f16tac) Example Program Results

y
( 1.000000, 2.000000)
( 3.000000, 4.000000)
( 5.000000, 6.000000)
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NAG Library Function Document

nag_zspmv (f16tcc)

1 Purpose

nag_zspmv (f16tcc) performs matrix-vector multiplication for a complex symmetric matrix stored in
packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zspmv (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, const Complex ap[], const Complex x[], Integer incx,
Complex beta, Complex y[], Integer incy, NagError *fail)

3 Description

nag_zspmv (f16tcc) performs the matrix-vector operation

y �Axþ �y

where A is an n by n complex symmetric matrix stored in packed form, x and y are n-element complex
vectors, and � and � are complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – Complex Input

On entry: the scalar �.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: x½dim� – const Complex Input

Note: the dimension, dim, of the array x must be at least max 1; 1þ n� 1ð Þ incxj jð Þ.
On entry: the n-element vector x.

If incx > 0, xi must be stored in x½ i � 1ð Þ � incx�, for i ¼ 1; 2; . . . ; n.

If incx < 0, xi must be stored in x½ n� ið Þ � incxj j�, for i ¼ 1; 2; . . . ; n.

Intermediate elements of x are not referenced. If n ¼ 0, x is not referenced and may be NULL.

7: incx – Integer Input

On entry: the increment in the subscripts of x between successive elements of x.

Constraint: incx 6¼ 0.

8: beta – Complex Input

On entry: the scalar �.

9: y½dim� – Complex Input/Output

Note: the dimension, dim, of the array y must be at least max 1; 1þ n� 1ð Þ incyj jð Þ.
On entry: the vector y. See x for details of storage.

If beta ¼ 0, y need not be set.

On exit: the updated vector y.

10: incy – Integer Input

On entry: the increment in the subscripts of y between successive elements of y.

Constraint: incy 6¼ 0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 6¼ 0.

On entry, incy ¼ valueh i.
Constraint: incy 6¼ 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zspmv (f16tcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example computes the matrix-vector product

y ¼ �Axþ �y

where

A ¼
1:0þ 1:0i 2:0þ 1:0i 3:0þ 1:0i 4:0þ 1:0i
2:0þ 1:0i 2:0þ 2:0i 3:0þ 2:0i 4:0þ 2:0i
3:0þ 1:0i 3:0þ 2:0i 3:0þ 3:0i 4:0þ 3:0i
4:0þ 1:0i 4:0þ 2:0i 4:0þ 3:0i 4:0þ 4:0i

0B@
1CA;
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x ¼
1:0þ 0:0i
0:0� 1:0i
�1:0þ 0:0i
0:0þ 1:0i

0B@
1CA;

y ¼
10:0þ 4:0i
10:0þ 8:0i
10:0þ 16:0i
14:0þ 24:0i

0B@
1CA;

� ¼ 1:0þ 1:0i and � ¼ 0:5þ 0:0i:

10.1 Program Text

/* nag_zspmv (f16tcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer aplen, exit_status, i, incx, incy, j, n, xlen, ylen;

/* Arrays */
Complex *ap = 0, *x = 0, *y = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A_UPPER(I, J) ap[J*(J-1)/2 + I - 1]
#define A_LOWER(I, J) ap[(2*n-J)*(J-1)/2 + I - 1]

order = Nag_ColMajor;
#else
#define A_LOWER(I, J) ap[I*(I-1)/2 + J - 1]
#define A_UPPER(I, J) ap[(2*n-I)*(I-1)/2 + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zspmv (f16tcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read uplo */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif
/* Read increment parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &incx, &incy);

#endif

aplen = n * (n + 1) / 2;
xlen = MAX(1, 1 + (n - 1) * ABS(incx));
ylen = MAX(1, 1 + (n - 1) * ABS(incy));

if (n > 0) {
/* Allocate memory */
if (!(ap = NAG_ALLOC(aplen, Complex)) ||

!(x = NAG_ALLOC(xlen, Complex)) || !(y = NAG_ALLOC(ylen, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#else
scanf(" ( %lf , %lf )", &A_UPPER(i, j).re, &A_UPPER(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A_LOWER(i, j).re, &A_LOWER(i, j).im);

#else
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scanf(" ( %lf , %lf ) ", &A_LOWER(i, j).re, &A_LOWER(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Input vectors x and y */
for (i = 1; i <= xlen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &x[i - 1].re, &x[i - 1].im);

#endif
for (i = 1; i <= ylen; ++i)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &y[i - 1].re, &y[i - 1].im);

#endif

/* nag_zspmv (f16tcc).
* Complex symmetric packed storage matrix-vector multiply.
*
*/

nag_zspmv(order, uplo, n, alpha, ap, x, incx, beta, y, incy, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zspmv.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output vector y */
printf("%s\n", " y");
for (i = 1; i <= ylen; ++i)

printf("(%11f,%11f)\n", y[i - 1].re, y[i - 1].im);

END:
NAG_FREE(ap);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_zspmv (f16tcc) Example Program Data
4 :Value of n
Nag_Lower :Value of uplo
( 1.0, 1.0) ( 0.5, 0.0) :Values of alpha, beta
1 1 :Values of incx, incy
( 1.0, 1.0)
( 2.0, 1.0) ( 2.0, 2.0)
( 3.0, 1.0) ( 3.0, 2.0) ( 3.0, 3.0)
( 4.0, 1.0) ( 4.0, 2.0) ( 4.0, 3.0) ( 4.0, 4.0) :End of matrix A
( 1.0, 0.0)
( 0.0,-1.0)
(-1.0, 0.0)
( 0.0, 1.0) :End of vector x
(10.0, 4.0)
(10.0, 8.0)
(10.0,16.0)
(14.0,24.0) : the end of vector y
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10.3 Program Results

nag_zspmv (f16tcc) Example Program Results

y
( 1.000000, 2.000000)
( 3.000000, 4.000000)
( 5.000000, 6.000000)
( 7.000000, 8.000000)
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NAG Library Function Document

nag_ztr_copy (f16tec)

1 Purpose

nag_ztr_copy (f16tec) copies a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztr_copy (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer n, const Complex a[],
Integer pda, Complex b[], Integer pdb, NagError *fail)

3 Description

nag_ztr_copy (f16tec) performs the triangular matrix copy operations

B A; B AT or B AH

where A and B are n by n complex triangular matrices.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
B A.
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trans ¼ Nag Trans
B AT.

trans ¼ Nag ConjTrans
B AH.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

5: n – Integer Input

On entry: n, the order of the matrices A and B.

Constraint: n 	 0.

6: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n triangular matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: b½dim� – Complex Output

Note: the dimension, dim, of the array b must be at least max 1; pdb� nð Þ.
On exit: the n by n triangular matrix B.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
If uplo ¼ Nag Upper and trans ¼ Nag NoTrans or if uplo ¼ Nag Lower and trans ¼ Nag Trans
or trans ¼ Nag ConjTrans, B is upper triangular and the elements of the array below the
diagonal are not set.

If uplo ¼ Nag Lower and trans ¼ Nag NoTrans or if uplo ¼ Nag Upper and trans ¼ Nag Trans
or trans ¼ Nag ConjTrans, B is lower triangular and the elements of the array above the
diagonal are not set.
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9: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 max 1;nð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i, n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztr_copy (f16tec) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

Initializes a 4 by 4 lower triangular matrix A and copies its conjugate transpose to the upper triangular
part of B.

10.1 Program Text

/* nag_ztr_copy (f16tec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, diag;
Integer exit_status, n, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztr_copy (f16tec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
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#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &diag.re, &diag.im);

#else
scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &diag.re, &diag.im);
#endif

pda = n;
pdb = n;

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)) || !(b = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* nag_ztr_load (f16tgc).
* Initialize complex triangular matrix.
*
*/

nag_ztr_load(order, uplo, n, alpha, diag, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztr_laod.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_ztr_copy (f16tec).
* Copies a complex triangular matrix.
*
*/

nag_ztr_copy(order, uplo, Nag_ConjTrans, Nag_NonUnitDiag, n, a, pda, b, pdb,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztr_copy (f16tec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (uplo == Nag_Upper) {
matrix = Nag_LowerMatrix;

}
else {

matrix = Nag_UpperMatrix;
}

/* Print generated matrix A */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, b, pdb,

Nag_BracketForm, "%5.2f", "Copied Matrix B",
Nag_IntegerLabels, 0, Nag_IntegerLabels, 0,
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80, 0, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"
"\n", fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_ztr_copy (f16tec) Example Program Data
4 : n the dimension of matrix A
Nag_Lower : uplo
( 0.5,-0.3) ( 9.0, 0.0) : alpha, diag

10.3 Program Results

nag_ztr_copy (f16tec) Example Program Results

Copied Matrix B
1 2 3 4

1 ( 9.00,-0.00) ( 0.50, 0.30) ( 0.50, 0.30) ( 0.50, 0.30)
2 ( 9.00,-0.00) ( 0.50, 0.30) ( 0.50, 0.30)
3 ( 9.00,-0.00) ( 0.50, 0.30)
4 ( 9.00,-0.00)
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NAG Library Function Document

nag_zge_copy (f16tfc)

1 Purpose

nag_zge_copy (f16tfc) copies a complex general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zge_copy (Nag_OrderType order, Nag_TransType trans, Integer m,
Integer n, const Complex a[], Integer pda, Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_zge_copy (f16tfc) performs the matrix-copy operation

B A; B AT or B AH

where A and B are m by n complex general matrices.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
B A.

trans ¼ Nag Trans
B AT.

trans ¼ Nag ConjTrans
B AH.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n general matrix A.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

7: b½dim� – Complex Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;m� pdbð Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb�mð Þ when trans ¼ Nag Trans or Nag ConjTrans and order ¼ Nag ColMajor;
max 1;n� pdbð Þ when trans ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On exit: the matrix B; B is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1;mð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;mð Þ..
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, m ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;mð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ.
On entry, trans ¼ valueh i, pdb ¼ valueh i, m ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1;mð Þ.
On entry, trans ¼ valueh i, pdb ¼ valueh i, n ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).
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8 Parallelism and Performance

nag_zge_copy (f16tfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example copies the transpose of a complex valued 4 by 3 matrix, A, to the matrix B.

10.1 Program Text

/* nag_zge_copy (f16tfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer bdim1, bdim2, exit_status, i, j, m, n, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType trans;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zge_copy (f16tfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else
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scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read trans */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

if (order == Nag_ColMajor) {
pda = m;
if (trans == Nag_NoTrans) {

pdb = m;
bdim1 = pdb;
bdim2 = n;

}
else {

pdb = n;
bdim1 = pdb;
bdim2 = m;

}
}
else {

pda = n;
if (trans == Nag_NoTrans) {

pdb = n;
bdim1 = m;
bdim2 = pdb;

}
else {

pdb = m;
bdim1 = n;
bdim2 = pdb;

}
}

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)) || !(b = NAG_ALLOC(m * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_zge_copy (f16tfc).
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* Complex valued general matrix copy.
*
*/

nag_zge_copy(order, trans, m, n, a, pda, b, pdb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_copy (f16tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print output */
/* nag_gen_complx_mat_print (x04dac).
* Print Complex general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

bdim1, bdim2, b, pdb,
"Copy of Transposed Input Matrix", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_zge_copy (f16tfc) Example Program Data
4 3 :Values of m, n
Nag_Trans :Value of trans
( 1.0, 1.0) ( 1.0, 2.0) ( 1.0, 3.0)
( 2.0, 1.0) ( 2.0, 2.0) ( 2.0, 3.0)
( 3.0, 1.0) ( 3.0, 2.0) ( 3.0, 3.0)
( 4.0, 1.0) ( 4.0, 2.0) ( 4.0, 3.0) :End of matrix A

10.3 Program Results

nag_zge_copy (f16tfc) Example Program Results

Copy of Transposed Input Matrix
1 2 3 4

1 1.0000 2.0000 3.0000 4.0000
1.0000 1.0000 1.0000 1.0000

2 1.0000 2.0000 3.0000 4.0000
2.0000 2.0000 2.0000 2.0000

3 1.0000 2.0000 3.0000 4.0000
3.0000 3.0000 3.0000 3.0000
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NAG Library Function Document

nag_ztr_load (f16tgc)

1 Purpose

nag_ztr_load (f16tgc) initializes a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztr_load (Nag_OrderType order, Nag_UploType uplo, Integer n,
Complex alpha, Complex diag, Complex a[], Integer pda, NagError *fail)

3 Description

nag_ztr_load (f16tgc) forms the complex n by n triangular matrix A given by

aij ¼ d if i ¼ j
� if i 6¼ j



:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: n – Integer Input

On entry: n, the order of the matrix A.

Constraint: n 	 0.
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4: alpha – Complex Input

On entry: the value, �, to be assigned to the off-diagonal elements of A.

5: diag – Complex Input

On entry: the value, d, to be assigned to the diagonal elements of A.

6: a½dim� – Complex Output

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On exit: the n by n triangular matrix A with diagonal elements set to diag and strictly upper or
lower elements set to alpha.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.

If uplo ¼ Nag Upper, A is upper triangular and the elements of the array corresponding to
the lower triangular part of A are not referenced.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array corresponding to
the upper triangular part of A are not referenced.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztr_load (f16tgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example initializes a 4 by 4 lower triangular matrix A, setting diagonal elements to 9:0þ 0:0i and
strictly lower elements to 0:5� 0:3i.

10.1 Program Text

/* nag_ztr_load (f16tgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, diag;
Integer exit_status, n, pda;

/* Arrays */
Complex *a = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

exit_status = 0;
INIT_FAIL(fail);
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printf("nag_ztr_load (f16tgc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimension */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &diag.re, &diag.im);

#else
scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &diag.re, &diag.im);
#endif

pda = n;

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* nag_ztr_load (f16tgc).
* Initialize complex triangular matrix.
*
*/

nag_ztr_load(order, uplo, n, alpha, diag, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztr_load.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (uplo == Nag_Upper) {
matrix = Nag_UpperMatrix;

}
else {

matrix = Nag_LowerMatrix;
}
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/* Print generated matrix A */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, a, pda,

Nag_BracketForm, "%5.2f",
"Generated Matrix A", Nag_IntegerLabels, 0,
Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_ztr_load (f16tgc) Example Program Data
4 : n the dimension of matrix A
Nag_Lower : uplo
( 0.5,-0.3) ( 9.0, 0.0) : alpha, diag

10.3 Program Results

nag_ztr_load (f16tgc) Example Program Results

Generated Matrix A
1 2 3 4

1 ( 9.00, 0.00)
2 ( 0.50,-0.30) ( 9.00, 0.00)
3 ( 0.50,-0.30) ( 0.50,-0.30) ( 9.00, 0.00)
4 ( 0.50,-0.30) ( 0.50,-0.30) ( 0.50,-0.30) ( 9.00, 0.00)
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NAG Library Function Document

nag_zge_load (f16thc)

1 Purpose

nag_zge_load (f16thc) initializes a complex general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zge_load (Nag_OrderType order, Integer m, Integer n, Complex alpha,
Complex diag, Complex a[], Integer pda, NagError *fail)

3 Description

nag_zge_load (f16thc) forms the complex m by n general matrix A given by

aij ¼ d if i ¼ j
� if i 6¼ j



:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

3: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

4: alpha – Complex Input

On entry: the value, �, to be assigned to the off-diagonal elements of A.

5: diag – Complex Input

On entry: the value, d, to be assigned to the diagonal elements of A.
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6: a½dim� – Complex Output

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On exit: the m by n general matrix A with diagonal elements set to diag and off-diagonal
elements set to alpha.

7: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 max 1; nð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zge_load (f16thc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example initializes a 4 by 3 complex matrix A, setting diagonal elements 9:0þ 0:0i and off-
diagonal elements to 0:5� 0:3i.

10.1 Program Text

/* nag_zge_load (f16thc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, diag;
Integer exit_status, m, n, pda;

/* Arrays */
Complex *a = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;

#else
order = Nag_RowMajor;

#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zge_load (f16thc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read scalar parameters */
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &diag.re, &diag.im);

#else
scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &diag.re, &diag.im);
#endif

#ifdef NAG_COLUMN_MAJOR
pda = m;

#else
pda = n;

#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* nag_zge_load (f16thc).
* Initialize complex general matrix.
*
*/

nag_zge_load(order, m, n, alpha, diag, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zge_load.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print generated matrix A */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix,

Nag_NonUnitDiag, m, n, a, pda,
Nag_BracketForm, "%5.2f",
"Generated Matrix A", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
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END:
NAG_FREE(a);

return exit_status;
}

10.2 Program Data

nag_zge_load (f16thc) Example Program Data
4 3 : m, n the dimensions of matrix A
( 0.5,-0.3) ( 9.0, 0.0) : alpha, diag

10.3 Program Results

nag_zge_load (f16thc) Example Program Results

Generated Matrix A
1 2 3

1 ( 9.00, 0.00) ( 0.50,-0.30) ( 0.50,-0.30)
2 ( 0.50,-0.30) ( 9.00, 0.00) ( 0.50,-0.30)
3 ( 0.50,-0.30) ( 0.50,-0.30) ( 9.00, 0.00)
4 ( 0.50,-0.30) ( 0.50,-0.30) ( 0.50,-0.30)
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NAG Library Function Document

nag_zge_norm (f16uac)

1 Purpose

nag_zge_norm (f16uac) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex m by n matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zge_norm (Nag_OrderType order, Nag_NormType norm, Integer m,
Integer n, const Complex a[], Integer pda, double *r, NagError *fail)

3 Description

Given a complex m by n matrix, A, nag_zge_norm (f16uac) calculates one of the values given by

Ak k1 ¼ max
j

Xm
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xm
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.
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norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

If m ¼ 0, then r is set to zero.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

If n ¼ 0, then r is set to zero.

Constraint: n 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdað Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the m by n matrix A.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor, pda 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pda 	 n.

7: r – double * Output

On exit: the value of the norm specified by norm.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, m ¼ valueh i.
Constraint: pda 	 max 1;mð Þ.
On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zge_norm (f16uac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_zgecon (f07auc) and nag_ztrsna (f08qyc).
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NAG Library Function Document

nag_zgb_norm (f16ubc)

1 Purpose

nag_zgb_norm (f16ubc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex m by n band matrix stored in banded packed
form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zgb_norm (Nag_OrderType order, Nag_NormType norm, Integer m,
Integer n, Integer kl, Integer ku, const Complex ab[], Integer pdab,
double *r, NagError *fail)

3 Description

Given a complex m by n band matrix, A, nag_zgb_norm (f16ubc) calculates one of the values given by

Ak k1 ¼ max
j

Xm
i¼1

aij
		 		 (the 1-norm of A),

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		 (the 1-norm of A),

Ak kF ¼
Xm
i¼1

Xn
j¼1

aij
		 		2 !1=2

(the Frobenius norm of A), or

max
i;j

aij
		 		

(the maximum absolute element value of A).

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.
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norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag FrobeniusNorm, Nag InfNorm or Nag MaxNorm.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraint: m 	 0.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraint: n 	 0.

5: kl – Integer Input

On entry: kl, the number of subdiagonals within the band of A.

Constraint: kl 	 0.

6: ku – Integer Input

On entry: ku, the number of superdiagonals within the band of A.

Constraint: ku 	 0.

7: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least

max 1;pdab� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdabð Þ when order ¼ Nag RowMajor.

On entry: the m by n band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements Aij, for row i ¼ 1; . . . ;m and column
j ¼ max 1; i� klð Þ; . . . ;min n; iþ kuð Þ, depends on the order argument as follows:

if order ¼ Nag ColMajor, Aij is stored as ab½ j� 1ð Þ � pdabþ kuþ i� j�;
if order ¼ Nag RowMajor, Aij is stored as ab½ i� 1ð Þ � pdabþ klþ j� i�.

8: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 klþ kuþ 1.

9: r – double * Output

On exit: the value of the norm specified by norm.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, kl ¼ valueh i.
Constraint: kl 	 0.

On entry, ku ¼ valueh i.
Constraint: ku 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_3

On entry, pdab ¼ valueh i, kl ¼ valueh i, ku ¼ valueh i.
Constraint: pdab 	 klþ kuþ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zgb_norm (f16ubc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Reads in a 6 by 4 banded complex matrix A with two subdiagonals and one superdiagonal, and prints
the four norms of A.
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10.1 Program Text

/* nag_zgb_norm (f16ubc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
double r_one, r_inf, r_f, r_max;
Integer ab_size, exit_status, i, j, kl, ku;
Integer m, n, pdab;

/* Arrays */
Complex *ab = 0;

/* Nag Types */
NagError fail;
Nag_OrderType order;

#ifdef NAG_COLUMN_MAJOR
#define AB(I, J) ab[(J-1)*pdab + ku + I - J]

order = Nag_ColMajor;
#else
#define AB(I, J) ab[(I-1)*pdab + kl + J - I]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zgb_norm (f16ubc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&m, &n, &kl, &ku);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&m, &n, &kl, &ku);
#endif

pdab = kl + ku + 1;
#ifdef NAG_COLUMN_MAJOR

ab_size = pdab * n;
#else

ab_size = pdab * m;
#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(ab = NAG_ALLOC(ab_size, Complex)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */

for (i = 1; i <= m; ++i) {
for (j = MAX(1, i - kl); j <= MIN(n, i + ku); ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);

#else
scanf(" ( %lf , %lf )", &AB(i, j).re, &AB(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* nag_zgb_norm (f16ubc).
* calculates norm of Complex valued general band matrix.
*
*/

nag_zgb_norm(order, Nag_OneNorm, m, n, kl, ku, ab, pdab, &r_one, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

nag_zgb_norm(order, Nag_InfNorm, m, n, kl, ku, ab, pdab, &r_inf, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

nag_zgb_norm(order, Nag_FrobeniusNorm, m, n, kl, ku, ab, pdab, &r_f, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

nag_zgb_norm(order, Nag_MaxNorm, m, n, kl, ku, ab, pdab, &r_max, &fail);

if (fail.code != NE_NOERROR)
goto GB_FAIL;

/* Print norms of A. */
printf(" Norms of banded matrix A:\n\n");
printf(" One norm = %7.4f\n", r_one);
printf(" Infinity norm = %7.4f\n", r_inf);
printf(" Frobenius norm = %7.4f\n", r_f);
printf(" Maximum norm = %7.4f\n", r_max);
goto END;

GB_FAIL:
printf("Error from nag_zgb_norm.\n%s\n", fail.message);
exit_status = 1;

END:
NAG_FREE(ab);

return exit_status;
}
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10.2 Program Data

nag_zgb_norm (f16ubc) Example Program Data
6 4 2 1 :Values of m, n, kl, ku
( 1.0, 1.0) ( 1.0, 2.0)
( 2.0, 1.0) ( 2.0, 2.0) ( 2.0, 3.0)
( 3.0, 1.0) ( 3.0, 2.0) ( 3.0, 3.0) ( 3.0, 4.0)

( 4.0, 2.0) ( 4.0, 3.0) ( 4.0, 4.0)
( 5.0, 3.0) ( 5.0, 4.0)

( 6.0, 4.0) : the end of matrix A

10.3 Program Results

nag_zgb_norm (f16ubc) Example Program Results

Norms of banded matrix A:

One norm = 24.2711
Infinity norm = 16.0105
Frobenius norm = 17.4069
Maximum norm = 7.2111
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NAG Library Function Document

nag_zhe_norm (f16ucc)

1 Purpose

nag_zhe_norm (f16ucc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex n by n Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhe_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, const Complex a[], Integer pda, double *r,
NagError *fail)

3 Description

Given a complex n by n Hermitian matrix, A, nag_zhe_norm (f16ucc) calculates one of the values
given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n Hermitian matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: r – double * Output

On exit: the value of the norm specified by norm.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhe_norm (f16ucc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_zpocon (f07fuc) and nag_zhecon (f07muc).
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NAG Library Function Document

nag_zhp_norm (f16udc)

1 Purpose

nag_zhp_norm (f16udc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex n by n Hermitian matrix, stored in packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhp_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, const Complex ap[], double *r,
NagError *fail)

3 Description

Given a complex n by n Hermitian matrix, A, in packed storage, nag_zhp_norm (f16udc) calculates one
of the values given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n Hermitian matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: r – double * Output

On exit: the value of the norm specified by norm.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhp_norm (f16udc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_zppcon (f07guc) and nag_zhpcon (f07puc).

f16 – NAG Interface to BLAS f16udc

Mark 26 f16udc.3 (last)





NAG Library Function Document

nag_zhb_norm (f16uec)

1 Purpose

nag_zhb_norm (f16uec) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex n by n Hermitian band matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhb_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, Integer k, const Complex ab[],
Integer pdab, double *r, NagError *fail)

3 Description

Given a complex n by n Hermitian band matrix, A, nag_zhb_norm (f16uec) calculates one of the values
given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of subdiagonals or superdiagonals of the matrix A.

Constraint: k 	 0.

6: ab½dim� – const Complex Input

Note: the dimension, dim, of the array ab must be at least max 1;pdab� nð Þ.
On entry: the n by n Hermitian band matrix A.

This is stored as a notional two-dimensional array with row elements or column elements stored
contiguously. The storage of elements of Aij, depends on the order and uplo arguments as
follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½kþ i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ max 1; j� kð Þ; . . . ; j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½i� jþ j� 1ð Þ � pdab�, f o r j ¼ 1; . . . ; n a n d
i ¼ j; . . . ;min n; jþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij i s s t o r e d i n ab½j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ i; . . . ;min n; iþ kð Þ;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij i s s t o r e d i n ab½kþ j� iþ i� 1ð Þ � pdab�, f o r i ¼ 1; . . . ; n a n d
j ¼ max 1; i� kð Þ; . . . ; i.
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7: pdab – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array ab.

Constraint: pdab 	 kþ 1.

8: r – double * Output

On exit: the value of the norm specified by norm.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdab ¼ valueh i, k ¼ valueh i.
Constraint: pdab 	 k þ 1.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhb_norm (f16uec) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_zpbcon (f07huc).
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NAG Library Function Document

nag_zsy_norm (f16ufc)

1 Purpose

nag_zsy_norm (f16ufc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex n by n symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zsy_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, const Complex a[], Integer pda, double *r,
NagError *fail)

3 Description

Given a complex n by n symmetric matrix, A, nag_zsy_norm (f16ufc) calculates one of the values
given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least max 1; pda� nð Þ.
On entry: the n by n symmetric matrix A.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraint: pda 	 max 1; nð Þ.

7: r – double * Output

On exit: the value of the norm specified by norm.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i, n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsy_norm (f16ufc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_zsycon (f07nuc).
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NAG Library Function Document

nag_zsp_norm (f16ugc)

1 Purpose

nag_zsp_norm (f16ugc) calculates the value of the 1-norm, the 1-norm, the Frobenius norm or the
maximum absolute value of the elements of a complex n by n symmetric matrix, stored in packed form.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zsp_norm (Nag_OrderType order, Nag_NormType norm,
Nag_UploType uplo, Integer n, const Complex ap[], double *r,
NagError *fail)

3 Description

Given a complex n by n symmetric matrix, A, in packed storage, nag_zsp_norm (f16ugc) calculates
one of the values given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		;

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		;

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

or

max
i;j

aij
		 		:

Note that, since A is symmetric, Ak k1 ¼ Ak k1.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then n is set to zero.

Constraint: n 	 0.

5: ap½dim� – const Complex Input

Note: the dimension, dim, of the array ap must be at least max 1;n� nþ 1ð Þ=2ð Þ.
On entry: the n by n symmetric matrix A, packed by rows or columns.

The storage of elements Aij depends on the order and uplo arguments as follows:

if order ¼ Nag ColMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ j� 1ð Þ � j=2þ i� 1�, for i � j;

if order ¼ Nag ColMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ 2n� jð Þ � j� 1ð Þ=2þ i� 1�, for i 	 j;

if order ¼ Nag RowMajor and uplo ¼ Nag Upper,
Aij is stored in ap½ 2n� ið Þ � i� 1ð Þ=2þ j� 1�, for i � j;

if order ¼ Nag RowMajor and uplo ¼ Nag Lower,
Aij is stored in ap½ i� 1ð Þ � i=2þ j� 1�, for i 	 j.

6: r – double * Output

On exit: the value of the norm specified by norm.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsp_norm (f16ugc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_zspcon (f07quc).

f16 – NAG Interface to BLAS f16ugc

Mark 26 f16ugc.3 (last)





NAG Library Function Document

nag_zhf_norm (f16ukc)

1 Purpose

nag_zhf_norm (f16ukc) returns the value of the 1-norm, the 1-norm, the Frobenius norm, or the
maximum absolute value of the elements of a complex Hermitian matrix A stored in Rectangular Full
Packed (RFP) format.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhf_norm (Nag_OrderType order, Nag_NormType norm,
Nag_RFP_Store transr, Nag_UploType uplo, Integer n, const Complex ar[],
double *r, NagError *fail)

3 Description

Given a complex n by n symmetric matrix, A, nag_zhf_norm (f16ukc) calculates one of the values
given by

Ak k1 ¼ max
j

Xn
i¼1

aij
		 		 (the 1-norm of A),

Ak k1 ¼ max
i

Xn
j¼1

aij
		 		 (the 1-norm of A),

Ak kF ¼
Xn
i¼1

Xn
j¼1

aij
		 		2 !1=2

(the Frobenius norm of A), or

max
i;j

aij
		 		

(the maximum absolute element value of A).

A is stored in compact form using the RFP format. The RFP storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: norm – Nag_NormType Input

On entry: specifies the value to be returned.

norm ¼ Nag OneNorm
The 1-norm.

norm ¼ Nag InfNorm
The 1-norm.

norm ¼ Nag FrobeniusNorm
The Frobenius (or Euclidean) norm.

norm ¼ Nag MaxNorm
The value max

i;j
aij
		 		 (not a norm).

Constraint: norm ¼ Nag OneNorm, Nag InfNorm, Nag FrobeniusNorm or Nag MaxNorm.

3: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.

4: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: n – Integer Input

On entry: n, the order of the matrix A.

If n ¼ 0, then nag_zhf_norm (f16ukc) returns immediately.

Constraint: n 	 0.

6: ar½n� nþ 1ð Þ=2� – const Complex Input

On entry: the upper or lower triangular part (as specified by uplo) of the n by n Hermitian matrix
A, in either normal or transposed RFP format (as specified by transr). The storage format is
described in detail in Section 3.3.3 in the f07 Chapter Introduction.

7: r – double * Output

On exit: the value of the norm specified by norm.
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8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhf_norm (f16ukc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in the lower triangular part of a symmetric matrix, converts this to RFP format, then
calculates the norm of the matrix for each of the available norm types.

10.1 Program Text

/* nag_zhf_norm (f16ukc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf16.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double r_fro, r_inf, r_max, r_one;
Integer i, j, n, pda;
/* Arrays */
Complex *a = 0, *ar = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J-1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

printf("nag_zhf_norm (f16ukc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

pda = n;
if (!(a = NAG_ALLOC(pda * n, Complex)) ||

!(ar = NAG_ALLOC((n * (n + 1)) / 2, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
/* Nag_UploType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read upper or lower triangle of matrix A from data file */
if (uplo == Nag_Lower) {

for (i = 1; i <= n; i++) {
for (j = 1; j <= i; j++) {

#ifdef _WIN32
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scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
}

}
else {

for (i = 1; i <= n; i++) {
for (j = i; j <= n; j++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

}
}
/* Convert complex Hermitian matrix A from full to rectangular full packed
* storage format (stored in ar) using nag_ztrttf (f01vfc).
*/

nag_ztrttf(order, transr, uplo, n, a, pda, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrttf (f01vfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nNorms of Hermitian matrix stored in RFP format in ar:\n\n");

/* Get, in turn, the 1-norm, infinity norm, Frobenius norm, and
* largest absolute element of the Hermitian matrix A stored
* in rectangular full packed format in ar using nag_zhf_norm (f16ukc).
*/

nag_zhf_norm(order, Nag_OneNorm, transr, uplo, n, ar, &r_one, &fail);

if (fail.code == NE_NOERROR) {
printf("One norm = %9.4f\n", r_one);
nag_zhf_norm(order, Nag_InfNorm, transr, uplo, n, ar, &r_inf, &fail);

}
if (fail.code == NE_NOERROR) {

printf("Infinity norm = %9.4f\n", r_inf);
nag_zhf_norm(order, Nag_FrobeniusNorm, transr, uplo, n, ar, &r_fro,

&fail);
}
if (fail.code == NE_NOERROR) {

printf("Frobenius norm = %9.4f\n", r_fro);
nag_zhf_norm(order, Nag_MaxNorm, transr, uplo, n, ar, &r_max, &fail);

}
if (fail.code == NE_NOERROR) {

printf("Maximum norm = %9.4f\n", r_max);
}
else {

printf("Error from nag_zhf_norm (f16ukc).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
return exit_status;

}
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10.2 Program Data

nag_zhf_norm (f16ukc) Example Program Data
6 : n
Nag_RFP_Normal Nag_Lower : transr, uplo
(1.0,1.1)
(2.0,2.1) (2.0,2.1)
(3.0,3.3) (3.3,3.0) (3.2,3.0)
(4.0,4.4) (4.0,4.3) (4.0,4.2) (4.0,4.1)
(5.0,5.1) (5.0,5.2) (5.3,5.0) (5.0,5.4) (5.5,5.0)
(6.9,6.0) (6.0,6.8) (6.7,6.0) (6.0,6.6) (6.5,6.0) (6.0,6.4) : matrix A

10.3 Program Results

nag_zhf_norm (f16ukc) Example Program Results

Norms of Hermitian matrix stored in RFP format in ar:

One norm = 50.9719
Infinity norm = 50.9719
Frobenius norm = 40.3801
Maximum norm = 9.1439
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NAG Library Function Document

nag_dgemm (f16yac)

1 Purpose

nag_dgemm (f16yac) performs matrix-matrix multiplication for a real general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dgemm (Nag_OrderType order, Nag_TransType transa,
Nag_TransType transb, Integer m, Integer n, Integer k, double alpha,
const double a[], Integer pda, const double b[], Integer pdb,
double beta, double c[], Integer pdc, NagError *fail)

3 Description

nag_dgemm (f16yac) performs one of the matrix-matrix operations

C  �ABþ �C; C  �ATBþ �C;
C  �ABT þ �C or C  �ATBT þ �C;

where A, B and C are real matrices, and � and � are real scalars; C is always m by n.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transa – Nag_TransType Input

On entry: specifies whether the operation involves A or AT.

transa ¼ Nag NoTrans
It involves A.

transa ¼ Nag Trans or Nag ConjTrans
It involves AT.

Constraint: transa ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: transb – Nag_TransType Input

On entry: specifies whether the operation involves B or BT.

transb ¼ Nag NoTrans
It involves B.

transb ¼ Nag Trans or Nag ConjTrans
It involves BT.

Constraint: transb ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C; the number of rows of A if
transa ¼ Nag NoTrans, or the number of columns of A if transa ¼ Nag Trans or
Nag ConjTrans.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C; the number of columns of B if
transb ¼ Nag NoTrans, or the number of rows of B if transb ¼ Nag Trans or Nag ConjTrans.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of columns of A if transa ¼ Nag NoTrans, or the number of rows of A
if transa ¼ Nag Trans or Nag ConjTrans; the number of rows of B if transb ¼ Nag NoTrans, or
the number of columns of B if transb ¼ Nag Trans or Nag ConjTrans.

Constraint: k 	 0.

7: alpha – double Input

On entry: the scalar �.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when transa ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;m� pdað Þ when transa ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda�mð Þ when transa ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag ColMajor;
max 1;k � pdað Þ when transa ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is m by k if transa ¼ Nag NoTrans, or k by m if transa ¼ Nag Trans
or Nag ConjTrans.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if transa ¼ Nag NoTrans, pda 	 max 1;mð Þ;
if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.;
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if order ¼ Nag RowMajor,

if transa ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1;mð Þ..

10: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when transb ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;k � pdbð Þ when transb ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb� kð Þ when transb ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag ColMajor;
max 1;n� pdbð Þ when transb ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the matrix B; B is k by n if transb ¼ Nag NoTrans, or n by k if transb ¼ Nag Trans
or Nag ConjTrans.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if transb ¼ Nag NoTrans, pdb 	 max 1; kð Þ;
if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;nð Þ.;

if order ¼ Nag RowMajor,

if transb ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;kð Þ..

12: beta – double Input

On entry: the scalar �.

13: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
On entry: the m by n matrix C.

If beta ¼ 0, c need not be set.

On exit: the updated matrix C.

14: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.
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15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, transa ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if transa ¼ Nag NoTrans, pda 	 max 1; kð Þ.
On entry, transa ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1;mð Þ.
On entry, transa ¼ valueh i, pda ¼ valueh i, k ¼ valueh i.
Constraint: if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.
On entry, transa ¼ valueh i, pda ¼ valueh i, m ¼ valueh i.
Constraint: if transa ¼ Nag NoTrans, pda 	 max 1;mð Þ.
On entry, transb ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag NoTrans, pdb 	 max 1;kð Þ.
On entry, transb ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; kð Þ.
On entry, transb ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag NoTrans, pdb 	 max 1;nð Þ.
On entry, transb ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dgemm (f16yac) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the matrix-matrix product

C ¼ �ABþ �C

where

A ¼
1:0 2:0 3:0
3:0 4:0 5:0
5:0 6:0 �1:0

0@ 1A;
B ¼

1:0 2:0
�2:0 1:0
3:0 �1:0

0@ 1A;
C ¼

�2:0 1:0
1:0 3:0
2:0 �1:0

0@ 1A;
� ¼ 1:5 and � ¼ 1:0:

10.1 Program Text

/* nag_dgemm (f16yac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
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#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, j, k, m, n, pda, pdb, pdc;

/* Arrays */
double *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType transa;
Nag_TransType transb;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dgemm (f16yac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &k);
#endif

/* Read the transpose parameters */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

transa = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

transb = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
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scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);
#else

scanf("%lf%lf%*[^\n] ", &alpha, &beta);
#endif

#ifdef NAG_COLUMN_MAJOR
pdc = m;
if (transa == Nag_NoTrans && transb == Nag_NoTrans) {

pda = m;
pdb = k;

}
else if ((transa == Nag_Trans || transa == Nag_ConjTrans)

&& transb == Nag_NoTrans) {
pda = k;
pdb = k;

}
else if (transa == Nag_NoTrans &&

(transb == Nag_Trans || transb == Nag_ConjTrans)) {
pda = m;
pdb = n;

}
else {

pda = k;
pdb = n;

}
#else

pdc = n;
if (transa == Nag_NoTrans && transb == Nag_NoTrans) {

pda = k;
pdb = n;

}
else if ((transa == Nag_Trans || transa == Nag_ConjTrans)

&& transb == Nag_NoTrans) {
pda = m;
pdb = n;

}
else if (transa == Nag_NoTrans &&

(transb == Nag_Trans || transb == Nag_ConjTrans)) {
pda = k;
pdb = k;

}
else {

pda = m;
pdb = k;

}
#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * k, double)) ||

!(b = NAG_ALLOC(n * k, double)) || !(c = NAG_ALLOC(m * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m, n or k\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A */
if (transa == Nag_NoTrans) {

for (i = 1; i <= m; ++i) {
for (j = 1; j <= k; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= k; ++i) {
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}

/* Input matrix B */
if (transb == Nag_NoTrans) {

for (i = 1; i <= k; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= k; ++j)

#ifdef _WIN32
scanf_s("%lf", &B(i, j));

#else
scanf("%lf", &B(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}

/* Input matrix C */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &C(i, j));
#else

scanf("%lf", &C(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
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/* nag_dgemm (f16yac).
* Matrix-matrix multiply.
*
*/

nag_dgemm(order, transa, transb, m, n, k, alpha, a, pda,
b, pdb, beta, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dgemm.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print result */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, c, pdc, "Matrix Matrix Product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_dgemm (f16yac) Example Program Data
3 2 3 :Values of m, n, k
Nag_NoTrans : transa
Nag_NoTrans : transb
1.5 1.0 : alpha, beta
1.0 2.0 3.0
3.0 4.0 5.0
5.0 6.0 -1.0 :End of matrix A
1.0 2.0

-2.0 1.0
3.0 -1.0 :End of matrix B

-2.0 1.0
1.0 3.0
2.0 -1.0 :End of matrix C

10.3 Program Results

nag_dgemm (f16yac) Example Program Results

Matrix Matrix Product
1 2

1 7.0000 2.5000
2 16.0000 10.5000
3 -13.0000 24.5000
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NAG Library Function Document

nag_dsymm (f16ycc)

1 Purpose

nag_dsymm (f16ycc) performs matrix-matrix multiplication for a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsymm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Integer m, Integer n, double alpha, const double a[], Integer pda,
const double b[], Integer pdb, double beta, double c[], Integer pdc,
NagError *fail)

3 Description

nag_dsymm (f16ycc) performs one of the matrix-matrix operations

C  �ABþ �C or C  �BAþ �C;

where A is a real symmetric matrix, B and C are m by n real matrices, and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.
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uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: m – Integer Input

On entry: m, the number of rows of the matrices B and C; the order of A if
side ¼ Nag LeftSide.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrices B and C; the order of A if
side ¼ Nag RightSide.

Constraint: n 	 0.

6: alpha – double Input

On entry: the scalar �.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the symmetric matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.
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10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

11: beta – double Input

On entry: the scalar �.

12: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
On entry: the m by n matrix C.

If beta ¼ 0, c need not be set.

On exit: the updated matrix C.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
On entry, side ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdc ¼ valueh i, m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsymm (f16ycc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the matrix-matrix product

C ¼ �ABþ �C

where
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A ¼
1:0 2:0 3:0
2:0 3:0 4:0
3:0 4:0 1:0

0@ 1A;
B ¼

1:0 2:0
�2:0 1:0
3:0 �1:0

0@ 1A;
C ¼

�2:0 1:0
1:0 3:0
2:0 �1:0

0@ 1A;
� ¼ 1:5 and � ¼ 1:0:

10.1 Program Text

/* nag_dsymm (f16ycc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer exit_status, i, j, m, n, pda, pdb, pdc;

/* Arrays */
double *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_SideType side;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsymm (f16ycc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read the side parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif

if (side == Nag_LeftSide)
pda = m;

else
pda = n;

#ifdef NAG_COLUMN_MAJOR
pdb = m;
pdc = m;

#else
pdb = n;
pdc = n;

#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (side == Nag_LeftSide) {

if (!(a = NAG_ALLOC(m * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

if (!(a = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
if (!(b = NAG_ALLOC(m * n, double)) || !(c = NAG_ALLOC(m * n, double)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &C(i, j));
#else

scanf("%lf", &C(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
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/* nag_dsymm (f16ycc).
* Symmetric matrix-matrix multiply.
*
*/

nag_dsymm(order, side, uplo, m, n, alpha, a, pda,
b, pdb, beta, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsymm.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print result */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, c, pdc, "Matrix Matrix Product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_dsymm (f16ycc) Example Program Data
3 2 :Values of m, n
Nag_LeftSide : side
Nag_Lower : uplo
1.5 1.0 : alpha, beta
1.0
2.0 3.0
3.0 4.0 1.0 :End of matrix A
1.0 2.0

-2.0 1.0
3.0 -1.0 :End of matrix B

-2.0 1.0
1.0 3.0
2.0 -1.0 :End of matrix C

10.3 Program Results

nag_dsymm (f16ycc) Example Program Results

Matrix Matrix Product
1 2

1 7.0000 2.5000
2 13.0000 7.5000
3 -1.0000 12.5000
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NAG Library Function Document

nag_dtrmm (f16yfc)

1 Purpose

nag_dtrmm (f16yfc) performs matrix-matrix multiplication for a real triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtrmm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer m, Integer n,
double alpha, const double a[], Integer pda, double b[], Integer pdb,
NagError *fail)

3 Description

nag_dtrmm (f16yfc) performs one of the matrix-matrix operations

B �AB; B �ATB;
B �BA or B �BAT;

where B is an m by n real matrix, A is a real triangular matrix, and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: specifies whether the operation involves A or AT.

trans ¼ Nag NoTrans
It involves A.

trans ¼ Nag Trans or Nag ConjTrans
It involves AT.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

5: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

6: m – Integer Input

On entry: m, the number of rows of the matrix B; the order of A if side ¼ Nag LeftSide.

Constraint: m 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrix B; the order of A if side ¼ Nag RightSide.

Constraint: n 	 0.

8: alpha – double Input

On entry: the scalar �.

9: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the triangular matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array corresponding to the
lower triangular part of A are not referenced.
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If uplo ¼ Nag Lower, A is lower triangular and the elements of the array corresponding to the
upper triangular part of A are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

10: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

11: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.

If alpha ¼ 0, b need not be set.

On exit: the updated matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
On entry, side ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtrmm (f16yfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Premultiply real 4 by 2 matrix B by lower triangular 4 by 4 matrix A, B AB, where

A ¼
4:30
�3:96 �4:87
0:40 0:31 �8:02
�0:27 0:07 �5:95 0:12

0B@
1CA

and

B ¼
�3:0 �5:0
�1:0 1:0
2:0 �1:0
1:0 6:0

0B@
1CA:
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10.1 Program Text

/* nag_dtrmm (f16yfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, j, m, n, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_SideType side;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtrmm (f16yfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pdb = m;

#else
pdb = n;

#endif

/* Read side */
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#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif

if (side == Nag_LeftSide) {
pda = m;

}
else {

pda = n;
}

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * pda, double)) ||

!(b = NAG_ALLOC(n * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));
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#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}

/* nag_dtrmm (f16yfc).
* Triangular matrix-matrix multiply.
*
*/

nag_dtrmm(order, side, uplo, trans, diag, m, n, alpha, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrmm (f16yfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the updated matrix B */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,

n, b, pdb, "Updated matrix B", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}
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10.2 Program Data

nag_dtrmm (f16yfc) Example Program Data
4 2 :Values of m and n
Nag_LeftSide :Value of side
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
1.0 :Value of alpha
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-3.00 -5.00
-1.00 1.00
2.00 -1.00
1.00 6.00 :End of matrix B

10.3 Program Results

nag_dtrmm (f16yfc) Example Program Results

Updated matrix B
1 2

1 -12.9000 -21.5000
2 16.7500 14.9300
3 -17.5500 6.3300
4 -11.0400 8.0900
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NAG Library Function Document

nag_dtrsm (f16yjc)

1 Purpose

nag_dtrsm (f16yjc) solves a system of equations given as a real triangular matrix with multiple right-
hand sides.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtrsm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer m, Integer n,
double alpha, const double a[], Integer pda, double b[], Integer pdb,
NagError *fail)

3 Description

nag_dtrsm (f16yjc) performs one of the matrix-matrix operations

B �A�1B; B �A�TB;
B �BA�1 or B �BA�T;

where A is a real triangular matrix, B is an m by n real matrix, and � is a real scalar. A�T denotes

ATð Þ�1 or equivalently A�1ð ÞT.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag Trans or Nag ConjTrans and side ¼ Nag LeftSide
B �A�TB.

trans ¼ Nag NoTrans and side ¼ Nag LeftSide
B �A�1B.

trans ¼ Nag Trans or Nag ConjTrans and side ¼ Nag RightSide
B �BA�T.

trans ¼ Nag NoTrans and side ¼ Nag RightSide
B �BA�1.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

5: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

6: m – Integer Input

On entry: m, the number of rows of the matrix B; the order of A if side ¼ Nag LeftSide.

Constraint: m 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrix B; the order of A if side ¼ Nag RightSide.

Constraint: n 	 0.

8: alpha – double Input

On entry: the scalar �.

9: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the triangular matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
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If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array corresponding to the
lower triangular part of A are not referenced.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array corresponding to the
upper triangular part of A are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

10: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

11: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.

If alpha ¼ 0, b need not be set.

On exit: the updated matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
On entry, side ¼ valueh i, pda ¼ valueh i, n ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dtrsm (f16yjc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

No test for singularity or near-singularity of A is included in nag_dtrsm (f16yjc). Such tests must be
performed before calling this function.
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10 Example

Premultiply real 4 by 2 matrix B by inverse of lower triangular 4 by 4 matrix A, B A�1B (or solve
AX ¼ B and return result in B), where

A ¼
4:30
�3:96 �4:87
0:40 0:31 �8:02
�0:27 0:07 �5:95 0:12

0B@
1CA

and

B ¼
�12:90 �21:50
16:75 14:93
�17:55 6:33
�11:04 8:09

0B@
1CA:

10.1 Program Text

/* nag_dtrsm (f16yjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha;
Integer exit_status, i, j, m, n, pda, pdb;

/* Arrays */
double *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_SideType side;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pda + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dtrsm (f16yjc) Example Program Results\n\n");

/* Skip heading in data file */
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read the problem dimensions */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);

#endif

#ifdef NAG_COLUMN_MAJOR
pdb = m;

#else
pdb = n;

#endif

/* Read side */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif

if (side == Nag_LeftSide) {
pda = m;

}
else {

pda = n;
}

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * pda, double)) ||

!(b = NAG_ALLOC(n * m, double)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}

/* nag_dtrsm (f16yjc).
* Multiply matrix by inverse of Triangular matrix.
*
*/

nag_dtrsm(order, side, uplo, trans, diag, m, n, alpha, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtrsm (f16yjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the updated matrix B */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m,
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n, b, pdb, "Updated matrix B", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_dtrsm (f16yjc) Example Program Data
4 2 :Values of m and n
Nag_LeftSide :Value of side
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag
1.0 :Value of alpha
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix A
-12.90 -21.50
16.75 14.93

-17.55 6.33
-11.04 8.09 :End of matrix B

10.3 Program Results

nag_dtrsm (f16yjc) Example Program Results

Updated matrix B
1 2

1 -3.0000 -5.0000
2 -1.0000 1.0000
3 2.0000 -1.0000
4 1.0000 6.0000
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NAG Library Function Document

nag_dtfsm (f16ylc)

1 Purpose

nag_dtfsm (f16ylc) performs one of the matrix-matrix operations

B �A�1B; B �A�TB;
B �BA�1 or B �BA�T;

where A is a real triangular matrix stored in Rectangular Full Packed (RFP) format, B is an m by n real

matrix, and � is a real scalar. A�T denotes ATð Þ�1 or equivalently A�1ð ÞT.
No test for singularity or near-singularity of A is included in this function. Such tests must be
performed before calling this function.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dtfsm (Nag_OrderType order, Nag_RFP_Store transr,
Nag_SideType side, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer m, Integer n, double alpha,
const double ar[], double b[], Integer pdb, NagError *fail)

3 Description

nag_dtfsm (f16ylc) solves (for X) a triangular linear system of one of the forms

AX ¼ �B; ATX ¼ �B;
XA ¼ �B or XAT ¼ �B;

where A is a real triangular matrix stored in RFP format, B, X are m by n real matrices, and � is a real
scalar. The RFP storage format is described in Section 3.3.3 in the f07 Chapter Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of A is normal or transposed.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.
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transr ¼ Nag RFP Trans
The matrix A is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right, or similarly whether A (or
its transpose) appears to the left or right of the solution matrix in the linear system to be solved.

side ¼ Nag LeftSide
B is pre-multiplied from the left. The system to be solved has the form AX ¼ �B or
ATX ¼ �B.

side ¼ Nag RightSide
B is post-multiplied from the right. The system to be solved has the form XA ¼ �B or
XAT ¼ �B.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: trans – Nag_TransType Input

On entry: specifies whether the operation involves A�1 or A�T, i.e., whether or not A is
transposed in the linear system to be solved.

trans ¼ Nag NoTrans
The operation involves A�1, i.e., A is not transposed.

trans ¼ Nag Trans
The operation involves A�T, i.e., A is transposed.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

6: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements of A are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements of A are assumed to be 1, the corresponding elements of ar are not
referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

7: m – Integer Input

On entry: m, the number of rows of the matrix B.

Constraint: m 	 0.
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8: n – Integer Input

On entry: n, the number of columns of the matrix B.

Constraint: n 	 0.

9: alpha – double Input

On entry: the scalar �.

10: ar½dim� – const double Input

Note: the dimension, dim, of the array ar must be at least

max 1;m� mþ 1ð Þ=2ð Þ when side ¼ Nag LeftSide;
max 1;n� nþ 1ð Þ=2ð Þ when side ¼ Nag RightSide.

On entry: the m by m triangular matrix A if side ¼ Nag LeftSide or the n by n triangular matrix
A if side ¼ Nag RightSide, stored in RFP format (as specified by transr). The storage format is
described in detail in Section 3.3.3 in the f07 Chapter Introduction. If alpha ¼ 0:0, ar is not
referenced.

11: b½dim� – double Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

On entry: the m by n matrix B.

If alpha ¼ 0, b need not be set.

On exit: the updated matrix B, or similarly the solution matrix X.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dtfsm (f16ylc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads in the lower triangular part of a symmetric matrix A which it converts to RFP
format. It also reads in � and a 6 by 4 matrix B and then performs the matrix-matrix operation
B �A�1B.

10.1 Program Text

/* nag_dtfsm (f16ylc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double alpha;
Integer i, j, m, n, pda, pdb;
/* Arrays */
double *a = 0, *ar = 0, *b = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_SideType side;
Nag_UploType uplo;
Nag_TransType trans;
NagError fail;

INIT_FAIL(fail);

printf("nag_dtfsm (f16ylc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

pda = m;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pdb = m;

#define A(I, J) a[(J-1)*pda + I-1]
#define B(I, J) b[(J-1)*pdb + I-1]
#else

order = Nag_RowMajor;
pdb = n;

#define A(I, J) a[(I-1)*pda + J-1]
#define B(I, J) b[(I-1)*pdb + J-1]
#endif

if (!(a = NAG_ALLOC(pda * m, double)) ||
!(ar = NAG_ALLOC((m * (m + 1)) / 2, double)) ||
!(b = NAG_ALLOC(m * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Nag_RFP_Store */
#ifdef _WIN32

scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s ", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
/* Nag_SideType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Nag_UploType */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Nag_TransType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &alpha);

#else
scanf("%lf%*[^\n] ", &alpha);

#endif
/* Read upper or lower triangle of matrix A from data file */
if (uplo == Nag_Lower) {

for (i = 1; i <= m; i++) {
for (j = 1; j <= i; j++) {

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

}
}
else {

for (i = 1; i <= m; i++) {
for (j = i; j <= m; j++) {

#ifdef _WIN32
scanf_s("%lf", &A(i, j));

#else
scanf("%lf", &A(i, j));

#endif
}

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read matrix B from data file */
for (i = 1; i <= m; i++) {

for (j = 1; j <= n; j++) {
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif

}
}
/* Convert real triangular matrix A from full to rectangular full packed
* storage format (stored in ar) using nag_dtrttf (f01vec).
*/

nag_dtrttf(order, transr, uplo, m, a, pda, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrttf (f01vec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("\n");
/* Solve AX = B, where real triangular matrix A is stored using RFP format
* in ar, using nag_dtfsm (f16ylc).
*/

nag_dtfsm(order, transr, side, uplo, trans, Nag_NonUnitDiag, m, n, alpha,
ar, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dtfsm (f16ylc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the result using easy-to-use real general matrix printing routine
* nag_gen_real_mat_print (x04cac).
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, b,

pdb, "The Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(ar);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_dtfsm (f16ylc) Example Program Data
6 4 : m, n
Nag_RFP_Normal Nag_LeftSide : transr, side
Nag_Lower Nag_NoTrans : uplo, trans
4.21 : alpha

1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0
5.0 5.0 5.0 5.0 5.0
6.0 6.0 6.0 6.0 6.0 6.0 : matrix A

3.22 1.37 2.31 0.29
1.64 1.80 0.38 -1.52
1.87 2.87 2.02 -0.80
5.20 -2.99 -0.91 -3.87
1.83 -2.71 -2.81 -1.13

-1.10 -0.63 -0.50 0.81 : matrix B

10.3 Program Results

nag_dtfsm (f16ylc) Example Program Results

The Solution
1 2 3 4

1 13.5562 5.7677 9.7251 1.2209
2 -10.1040 -1.9787 -8.9252 -4.4205
3 -0.8280 0.2386 2.0348 2.0769
4 2.8488 -7.1745 -3.7925 -2.9505
5 -3.9321 0.8652 -1.4082 3.1217
6 -2.3127 1.8398 2.0152 1.5198
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NAG Library Function Document

nag_dsyrk (f16ypc)

1 Purpose

nag_dsyrk (f16ypc) performs a rank-k update on a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsyrk (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Integer n, Integer k, double alpha, const double a[], Integer pda,
double beta, double c[], Integer pdc, NagError *fail)

3 Description

nag_dsyrk (f16ypc) performs one of the symmetric rank-k update operations

C  �AAT þ �C or C  �ATAþ �C;

where A is a real matrix, C is an n by n real symmetric matrix, and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored.

uplo ¼ Nag Upper
The upper triangular part of C is stored.

uplo ¼ Nag Lower
The lower triangular part of C is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �AAT þ �C.
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trans ¼ Nag Trans or Nag ConjTrans
C  �ATAþ �C.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the order of the matrix C; the number of rows of A if trans ¼ Nag NoTrans, or the
number of columns of A otherwise.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of columns of A if trans ¼ Nag NoTrans, or the number of rows of A
otherwise.

Constraint: k 	 0.

6: alpha – double Input

On entry: the scalar �.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag Trans or Nag ConjTrans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; nð Þ..

9: beta – double Input

On entry: the scalar �.

10: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nð Þ.
On entry: the n by n symmetric matrix C.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
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If uplo ¼ Nag Upper, the upper triangular part of C must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of C must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix C.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array c.

Constraint: pdc 	 max 1; nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsyrk (f16ypc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Perform rank-k update of real symmetric 4 by 4 matrix C using 4 by 2 matrix A (k ¼ 2),
C ¼ C �AAT, where

C ¼
4:30 �3:96 0:40 �0:27
�3:96 �4:87 0:31 0:07
0:40 0:31 �8:02 �5:95
�0:27 0:07 �5:95 0:12

0B@
1CA

and

A ¼
�3:0 �5:0
�1:0 1:0
2:0 �1:0
1:0 6:0

0B@
1CA:

10.1 Program Text

/* nag_dsyrk (f16ypc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer adim1, adim2, exit_status, i, j, k, n, pda, pdc;
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/* Arrays */
double *a = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_TransType trans;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsyrk (f16ypc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif

if (trans == Nag_NoTrans) {
adim1 = n;
adim2 = k;

}
else {

adim1 = k;
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adim2 = n;
}

#ifdef NAG_COLUMN_MAJOR
pda = adim1;

#else
pda = adim2;

#endif
pdc = n;
if (k > 0 && n > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(k * n, double)) || !(c = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid k or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
scanf("%lf", &C(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
scanf("%lf", &C(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* nag_dsyrk (f16ypc).
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* Rank k update of symmetric matrix.
*
*/

nag_dsyrk(order, uplo, trans, n, k, alpha, a, pda, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyrk (f16ypc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix C */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n,

n, c, pdc, "Updated Matrix C", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_dsyrk (f16ypc) Example Program Data
4 2 :Values of n and k
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans

-1.0 1.0 :Values of alpha and beta
-3.00 -5.00
-1.00 1.00
2.00 -1.00
1.00 6.00 :End of matrix A
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix C

10.3 Program Results

nag_dsyrk (f16ypc) Example Program Results

Updated Matrix C
1 2 3 4

1 -29.7000
2 -1.9600 -6.8700
3 1.4000 3.3100 -13.0200
4 32.7300 -4.9300 -1.9500 -36.8800
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NAG Library Function Document

nag_dsfrk (f16yqc)

1 Purpose

nag_dsfrk (f16yqc) performs one of the symmetric rank-k update operations

C  �AAT þ �C or C  �ATAþ �C;

where A is a real matrix, C is an n by n real symmetric matrix stored in Rectangular Full Packed (RFP)
format, and � and � are real scalars.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsfrk (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Nag_TransType trans, Integer n, Integer k,
double alpha, const double a[], Integer pda, double beta, double cr[],
NagError *fail)

3 Description

nag_dsfrk (f16yqc) performs one of the symmetric rank-k update operations

C  �AAT þ �C or C  �ATAþ �C;

where A is a real matrix, C is an n by n real symmetric matrix stored in Rectangular Full Packed (RFP)
format, and � and � are real scalars. The RFP storage format is described in Section 3.3.3 in the f07
Chapter Introduction.

If n ¼ 0 or if � ¼ 1:0 and either k ¼ 0 or � ¼ 0:0 then nag_dsfrk (f16yqc) returns immediately. If
�¼0:0 and either k¼0 or � ¼ 0:0 then C is set to the zero matrix.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the RFP representation of C is normal or transposed.

transr ¼ Nag RFP Normal
The matrix C is stored in normal RFP format.

f16 – NAG Interface to BLAS f16yqc

Mark 26 f16yqc.1



transr ¼ Nag RFP Trans
The matrix C is stored in transposed RFP format.

Constraint: transr ¼ Nag RFP Normal or Nag RFP Trans.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored in RFP format.

uplo ¼ Nag Upper
The upper triangular part of C is stored in RFP format.

uplo ¼ Nag Lower
The lower triangular part of C is stored in RFP format.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �AAT þ �C.

trans ¼ Nag Trans
C  �ATAþ �C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

5: n – Integer Input

On entry: n, the order of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of columns of A if trans ¼ Nag NoTrans, or the number of rows of A if
trans ¼ Nag Trans.

Constraint: k 	 0.

7: alpha – double Input

On entry: the scalar �.

8: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag Trans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag Trans and order ¼ Nag RowMajor.

On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n if trans ¼ Nag Trans. If
alpha ¼ 0:0, a is not referenced.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag Trans, pda 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag Trans, pda 	 max 1; nð Þ..

10: beta – double Input

On entry: the scalar �.

11: cr½n� nþ 1ð Þ=2� – double Input/Output

On entry: the upper or lower triangular part (as specified by uplo) of the n by n symmetric
matrix C, stored in RFP format (as specified by transr). The storage format is described in detail
in Section 3.3.3 in the f07 Chapter Introduction. If � ¼ 0:0, cr need not be set on entry.

On exit: the updated matrix C, that is its upper or lower triangular part stored in RFP format.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pda 	 max 1;nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_dsfrk (f16yqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads in the lower triangular part of a symmetric matrix C which it converts to RFP
format. It also reads in �, � and a 6 by 4 matrix A and then performs the symmetric rank-4 update
C  �AAT þ �C.

10.1 Program Text

/* nag_dsfrk (f16yqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double alpha, beta;
Integer i, j, k, n, pda, pdc;
/* Arrays */
double *a = 0, *c = 0, *cr = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_TransType trans;
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NagError fail;

INIT_FAIL(fail);

printf("nag_dsfrk (f16yqc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

pdc = n;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pda = n;

#define C(I, J) c[(J-1)*pdc + I-1]
#define A(I, J) a[(J-1)*pda + I-1]
#else

order = Nag_RowMajor;
pda = k;

#define C(I, J) c[(I-1)*pdc + J-1]
#define A(I, J) a[(I-1)*pda + J-1]
#endif

if (!(c = NAG_ALLOC(pdc * n, double)) ||
!(cr = NAG_ALLOC((n * (n + 1)) / 2, double)) ||
!(a = NAG_ALLOC(n * k, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
/* Nag_UploType */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Nag_TransType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif
/* Read upper or lower triangle of matrix C from data file */
if (uplo == Nag_Lower) {

for (i = 1; i <= n; i++) {
for (j = 1; j <= i; j++) {

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
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scanf("%lf", &C(i, j));
#endif

}
}

}
else {

for (i = 1; i <= n; i++) {
for (j = i; j <= n; j++) {

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
scanf("%lf", &C(i, j));

#endif
}

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read matrix A from data file */
for (i = 1; i <= n; i++) {

for (j = 1; j <= k; j++) {
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif

}
}

/* Convert symmetric matrix C from full triangular storage to rectangular full
* packed storage (in cr) using nag_dtrttf (f01vec).
*/

nag_dtrttf(order, transr, uplo, n, c, pdc, cr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtrttf (f01vec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* Perform the rank-k update of real symmetric matrix C by real matrix A
* using nag_dsfrk (f16yqc).
*/

nag_dsfrk(order, transr, uplo, trans, n, k, alpha, a, pda, beta, cr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsfrk (f16yqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Convert C back from rectangular full packed (cr) to standard triangular
* storage format (c) using nag_dtfttr (f01vgc).
*/

nag_dtfttr(order, transr, uplo, n, cr, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dtfttr (f01vgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);
/* Print out the result, stored in the lower triangle of matrix C using
* the easy-to-use print routine nag_gen_real_mat_print (x04cac).
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n, n, c, pdc,

"The Solution", 0, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(cr);
return exit_status;

}

10.2 Program Data

nag_dsfrk (f16yqc) Example Program Data
6 4 : n, k
Nag_RFP_Normal Nag_Lower Nag_NoTrans : transr, uplo, trans
4.21 0.89 : alpha, beta

1.0
2.0 2.0
3.0 3.0 3.0
4.0 4.0 4.0 4.0
5.0 5.0 5.0 5.0 5.0
6.0 6.0 6.0 6.0 6.0 6.0 : matrix C

3.21 1.32 2.31 0.25
1.65 1.87 0.32 -1.54
1.80 2.88 2.05 -0.89
5.25 -2.95 -0.95 -3.80
1.58 -2.69 -2.90 -1.04

-1.11 -0.66 -0.59 0.80 : matrix A

10.3 Program Results

nag_dsfrk (f16yqc) Example Program Results

The Solution
1 2 3 4 5 6

1 74.3339
2 35.9614 38.3792
3 61.9998 46.3791 72.2571
4 44.8769 40.1617 13.6156 220.8276
5 -18.4440 -2.9162 -37.3241 101.0169 85.3835
6 -18.2242 -13.5482 -19.1635 -21.4356 9.1315 16.5209
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NAG Library Function Document

nag_dsyr2k (f16yrc)

1 Purpose

nag_dsyr2k (f16yrc) performs a rank-2k update on a real symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_dsyr2k (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Integer n, Integer k, double alpha,
const double a[], Integer pda, const double b[], Integer pdb,
double beta, double c[], Integer pdc, NagError *fail)

3 Description

nag_dsyr2k (f16yrc) performs one of the symmetric rank-2k update operations

C  �ABT þ �BAT þ �C or C  �ATBþ �BTAþ �C;

where A and B are real matrices, C is an n by n real symmetric matrix, and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored.

uplo ¼ Nag Upper
The upper triangular part of C is stored.

uplo ¼ Nag Lower
The lower triangular part of C is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �ABT þ �BAT þ �C.
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trans ¼ Nag Trans or Nag ConjTrans
C  �ATBþ �BTAþ �C.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the order of the matrix C; the number of rows of A and B if trans ¼ Nag NoTrans,
or the number of columns of A and B otherwise.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of columns of A and B if trans ¼ Nag NoTrans, or the number of rows
of A and B otherwise.

Constraint: k 	 0.

6: alpha – double Input

On entry: the scalar �.

7: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag Trans or Nag ConjTrans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; nð Þ..

9: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdbð Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb� nð Þ when trans ¼ Nag Trans or Nag ConjTrans and order ¼ Nag ColMajor;
max 1;k � pdbð Þ when trans ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
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On entry: the matrix B; B is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; kð Þ;
if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ..

11: beta – double Input

On entry: the scalar �.

12: c½dim� – double Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nð Þ.
On entry: the n by n symmetric matrix C.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of C must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of C must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix C.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array c.

Constraint: pdc 	 max 1; nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_dsyr2k (f16yrc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

nag_dsyr2k (f16yrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Perform rank-2k update of real symmetric 4 by 4 matrix C using 4 by 2 matrices A and B,
C ¼ C �ABT �BAT, where

C ¼
4:30 �3:96 0:40 �0:27
�3:96 �4:87 0:31 0:07
0:40 0:31 �8:02 �5:95
�0:27 0:07 �5:95 0:12

0B@
1CA;

A ¼
�3:0 �5:0
�1:0 1:0
2:0 �1:0
1:0 1:0

0B@
1CA

and

B ¼
3:0 �2:0
�1:0 1:0
2:0 �1:0
1:0 0:0

0B@
1CA:

10.1 Program Text

/* nag_dsyr2k (f16yrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer adim1, adim2, exit_status, i, j, k, n, pda, pdb, pdc;

/* Arrays */
double *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_TransType trans;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
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#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_dsyr2k (f16yrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif

if (trans == Nag_NoTrans) {
adim1 = n;
adim2 = k;

}
else {

adim1 = k;
adim2 = n;

}

#ifdef NAG_COLUMN_MAJOR
pda = adim1;

#else
pda = adim2;

#endif
pdb = pda;
pdc = n;
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if (k > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(k * n, double)) ||

!(b = NAG_ALLOC(k * n, double)) || !(c = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid k or n\n");
exit_status = 1;
goto END;

}

/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s("%lf", &A(i, j));
#else

scanf("%lf", &A(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix B. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s("%lf", &B(i, j));
#else

scanf("%lf", &B(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
scanf("%lf", &C(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
scanf("%lf", &C(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
}

/* nag_dsyr2k (f16yrc).
* Rank 2k update of symmetric matrix.
*
*/

nag_dsyr2k(order, uplo, trans, n, k, alpha, a, pda, b, pdb, beta,
c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_dsyr2k.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix C */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, matrix, Nag_NonUnitDiag, n,

n, c, pdc, "Updated Matrix C", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_dsyr2k (f16yrc) Example Program Data
4 2 :Values of n and k
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans

-1.0 1.0 :Values of alpha and beta
-3.00 -5.00
-1.00 1.00
2.00 -1.00
1.00 1.00 :End of matrix A
3.00 -2.00

-1.00 1.00
2.00 -1.00
1.00 0.00 :End of matrix B
4.30

-3.96 -4.87
0.40 0.31 -8.02

-0.27 0.07 -5.95 0.12 :End of matrix C
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10.3 Program Results

nag_dsyr2k (f16yrc) Example Program Results

Updated Matrix C
1 2 3 4

1 2.3000
2 3.0400 -8.8700
3 -6.6000 6.3100 -18.0200
4 1.7300 1.0700 -8.9500 -1.8800
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NAG Library Function Document

nag_zgemm (f16zac)

1 Purpose

nag_zgemm (f16zac) performs matrix-matrix multiplication for a complex general matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zgemm (Nag_OrderType order, Nag_TransType transa,
Nag_TransType transb, Integer m, Integer n, Integer k, Complex alpha,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
Complex beta, Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zgemm (f16zac) performs one of the matrix-matrix operations

C  �ABþ �C; C  �ATBþ �C; C  �AHBþ �C;
C  �ABT þ �C; C  �ATBT þ �C; C  �AHBT þ �C;
C  �ABH þ �C; C  �ATBH þ �C or C  �AHBH þ �C;

where A, B and C are complex matrices, and � and � are complex scalars; C is always m by n.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transa – Nag_TransType Input

On entry: specifies whether the operation involves A, AT or AH.

transa ¼ Nag NoTrans
It involves A.

transa ¼ Nag Trans
It involves AT.

transa ¼ Nag ConjTrans
It involves AH.

Constraint: transa ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.
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3: transb – Nag_TransType Input

On entry: specifies whether the operation involves B, BT or BH.

transb ¼ Nag NoTrans
It involves B.

transb ¼ Nag Trans
It involves BT.

transb ¼ Nag ConjTrans
It involves BH.

Constraint: transb ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

4: m – Integer Input

On entry: m, the number of rows of the matrix C; the number of rows of A if
transa ¼ Nag NoTrans, or the number of columns of A if transa ¼ Nag Trans or
Nag ConjTrans.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrix C; the number of columns of B if
transb ¼ Nag NoTrans, or the number of rows of B if transb ¼ Nag Trans or Nag ConjTrans.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of columns of A if transa ¼ Nag NoTrans, or the number of rows of A
if transa ¼ Nag Trans or Nag ConjTrans; the number of rows of B if transb ¼ Nag NoTrans, or
the number of columns of B if transb ¼ Nag Trans or Nag ConjTrans.

Constraint: k 	 0.

7: alpha – Complex Input

On entry: the scalar �.

8: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when transa ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;m� pdað Þ when transa ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda�mð Þ when transa ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag ColMajor;
max 1;k � pdað Þ when transa ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is m by k if transa ¼ Nag NoTrans, or k by m if transa ¼ Nag Trans
or Nag ConjTrans.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor,

if transa ¼ Nag NoTrans, pda 	 max 1;mð Þ;
if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if transa ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1;mð Þ..

10: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when transb ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;k � pdbð Þ when transb ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb� kð Þ when transb ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag ColMajor;
max 1;n� pdbð Þ when transb ¼ Nag Trans or Nag ConjTrans and
order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the matrix B; B is k by n if transb ¼ Nag NoTrans, or n by k if transb ¼ Nag Trans
or Nag ConjTrans.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if transb ¼ Nag NoTrans, pdb 	 max 1; kð Þ;
if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;nð Þ.;

if order ¼ Nag RowMajor,

if transb ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1;kð Þ..

12: beta – Complex Input

On entry: the scalar �.

13: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
On entry: the m by n matrix C.

If beta ¼ 0, c need not be set.

On exit: the updated matrix C.
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14: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, transa ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if transa ¼ Nag NoTrans, pda 	 max 1; kð Þ.
On entry, transa ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1;mð Þ.
On entry, transa ¼ valueh i, pda ¼ valueh i, k ¼ valueh i.
Constraint: if transa ¼ Nag Trans or Nag ConjTrans, pda 	 max 1; kð Þ.
On entry, transa ¼ valueh i, pda ¼ valueh i, m ¼ valueh i.
Constraint: if transa ¼ Nag NoTrans, pda 	 max 1;mð Þ.
On entry, transb ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag NoTrans, pdb 	 max 1;kð Þ.
On entry, transb ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; kð Þ.
On entry, transb ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag NoTrans, pdb 	 max 1;nð Þ.
On entry, transb ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if transb ¼ Nag Trans or Nag ConjTrans, pdb 	 max 1; nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

f16zac NAG Library Manual

f16zac.4 Mark 26



NE_INT_2

On entry, pdc ¼ valueh i, m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zgemm (f16zac) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the matrix-matrix product

C ¼ �ABþ �C

where

A ¼
1:0þ 1:0i 1:0þ 2:0i �2:0þ 3:0i
2:0þ 1:0i 2:0þ 2:0i 1:0þ 2:0i
3:0þ 1:0i 3:0þ 2:0i �3:0þ 2:0i

0@ 1A;
B ¼

1:0� 1:0i 1:0þ 2:0i
�2:0þ 1:0i 2:0� 2:0i
3:0� 1:0i �3:0þ 1:0i

0@ 1A;
C ¼

�3:5� 0:5i 1:5þ 2:0i
�4:5þ 1:5i �2:0þ 3:5i
�5:5þ 3:5i 3:0� 1:5i

0@ 1A;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:
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10.1 Program Text

/* nag_zgemm (f16zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, j, k, m, n, pda, pdb, pdc;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_TransType transa;
Nag_TransType transb;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zgemm (f16zac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n, &k);
#endif

/* Read the transpose parameters */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif
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/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

transa = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

transb = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif

#ifdef NAG_COLUMN_MAJOR
pdc = m;
if (transa == Nag_NoTrans && transb == Nag_NoTrans) {

pda = m;
pdb = k;

}
else if ((transa == Nag_Trans || transa == Nag_ConjTrans)

&& transb == Nag_NoTrans) {
pda = k;
pdb = k;

}
else if (transa == Nag_NoTrans &&

(transb == Nag_Trans || transb == Nag_ConjTrans)) {
pda = m;
pdb = n;

}
else {

pda = k;
pdb = n;

}
#else

pdc = n;
if (transa == Nag_NoTrans && transb == Nag_NoTrans) {

pda = k;
pdb = n;

}
else if ((transa == Nag_Trans || transa == Nag_ConjTrans)

&& transb == Nag_NoTrans) {
pda = m;
pdb = n;

}
else if (transa == Nag_NoTrans &&

(transb == Nag_Trans || transb == Nag_ConjTrans)) {
pda = k;
pdb = k;

}
else {

pda = m;
pdb = k;

}
#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(m * k, Complex)) ||

!(b = NAG_ALLOC(n * k, Complex)) || !(c = NAG_ALLOC(m * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

}
else {

printf("Invalid m, n or k\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A */
if (transa == Nag_NoTrans) {

for (i = 1; i <= m; ++i) {
for (j = 1; j <= k; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= k; ++i) {
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input matrix B */
if (transb == Nag_NoTrans) {

for (i = 1; i <= k; ++i) {
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= k; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#else
scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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}

/* Input matrix C */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#else

scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_zgemm (f16zac).
* Complex matrix-matrix multiply.
*
*/

nag_zgemm(order, transa, transb, m, n, k, alpha, a, pda,
b, pdb, beta, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zgemm.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print result */
/* nag_gen_complx_mat_print (x04dac).
* Print Complex general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, c, pdc, "Matrix Matrix Product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zgemm (f16zac) Example Program Data
3 2 3 :Values of m, n, k
Nag_NoTrans : transa
Nag_NoTrans : transb
( 1.0, 0.0) ( 2.0, 0.0) : alpha, beta
( 1.0, 1.0) ( 1.0, 2.0) (-2.0, 3.0)
( 2.0, 1.0) ( 2.0, 2.0) ( 1.0, 2.0)
( 3.0, 1.0) ( 3.0, 2.0) (-3.0, 2.0) : the end of matrix A
( 1.0,-1.0) ( 1.0, 2.0)
(-2.0, 1.0) ( 2.0,-2.0)
( 3.0,-1.0) (-3.0, 1.0) : the end of matrix B
(-3.5,-0.5) ( 1.5, 2.0)
(-4.5, 1.5) (-2.0, 3.5)
(-5.5, 3.5) ( 3.0,-1.5) : the end of matrix C
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10.3 Program Results

nag_zgemm (f16zac) Example Program Results

Matrix Matrix Product
1 2

1 -12.0000 11.0000
7.0000 -2.0000

2 -7.0000 -1.0000
5.0000 7.0000

3 -22.0000 24.0000
13.0000 -7.0000
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NAG Library Function Document

nag_zhemm (f16zcc)

1 Purpose

nag_zhemm (f16zcc) performs matrix-matrix multiplication for a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhemm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Integer m, Integer n, Complex alpha, const Complex a[], Integer pda,
const Complex b[], Integer pdb, Complex beta, Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zhemm (f16zcc) performs one of the matrix-matrix operations

C  �ABþ �C or C  �BAþ �C;

where A is a complex Hermitian matrix, B and C are m by n complex matrices, and � and � are
complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: m – Integer Input

On entry: m, the number of rows of the matrices B and C; the order of A if
side ¼ Nag LeftSide.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrices B and C; the order of A if
side ¼ Nag RightSide.

Constraint: n 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the Hermitian matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
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If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

11: beta – Complex Input

On entry: the scalar �.

12: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
On entry: the m by n matrix C.

If beta ¼ 0, c need not be set.

On exit: the updated matrix C.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
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On entry, side ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdc ¼ valueh i, m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zhemm (f16zcc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the matrix-matrix product

C ¼ �ABþ �C

where
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A ¼
1:0þ 0:0i 1:0þ 2:0i �2:0þ 3:0i
1:0� 2:0i 2:0þ 0:0i 1:0þ 2:0i
�2:0� 3:0i 1:0� 2:0i 3:0þ 0:0i

0@ 1A;
B ¼

1:0� 1:0i 1:0þ 2:0i
�2:0þ 1:0i 2:0� 2:0i
3:0� 1:0i �3:0þ 1:0i

0@ 1A;
C ¼

�3:5� 0:5i 1:5þ 2:0i
�4:5þ 1:5i �2:0þ 3:5i
�5:5þ 3:5i 3:0� 1:5i

0@ 1A;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zhemm (f16zcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, j, m, n, pda, pdb, pdc;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_SideType side;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zhemm (f16zcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

f16 – NAG Interface to BLAS f16zcc

Mark 26 f16zcc.5



scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read the side parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif

if (side == Nag_LeftSide)
pda = m;

else
pda = n;

#ifdef NAG_COLUMN_MAJOR
pdb = m;
pdc = m;

#else
pdb = n;
pdc = n;

#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (side == Nag_LeftSide) {

if (!(a = NAG_ALLOC(m * m, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
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if (!(b = NAG_ALLOC(m * n, Complex)) || !(c = NAG_ALLOC(m * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#else

scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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}

/* nag_zhemm (f16zcc).
* Hermitian matrix-matrix multiply.
*
*/

nag_zhemm(order, side, uplo, m, n, alpha, a, pda,
b, pdb, beta, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zhemm.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print result */
/* nag_gen_complx_mat_print (x04dac).
* Print Complex general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, c, pdc, "Matrix Matrix Product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zhemm (f16zcc) Example Program Data
3 2 :Values of m, n
Nag_LeftSide : side
Nag_Lower : uplo
( 1.0, 0.0) ( 2.0, 0.0) : alpha, beta
( 1.0, 0.0)
( 1.0,-2.0) ( 2.0, 0.0)
(-2.0,-3.0) ( 1.0,-2.0) ( 3.0, 0.0) : the end of matrix A
( 1.0,-1.0) ( 1.0, 2.0)
(-2.0, 1.0) ( 2.0,-2.0)
( 3.0,-1.0) (-3.0, 1.0) : the end of matrix B
(-3.5,-0.5) ( 1.5, 2.0)
(-4.5, 1.5) (-2.0, 3.5)
(-5.5, 3.5) ( 3.0,-1.5) : the end of matrix C

10.3 Program Results

nag_zhemm (f16zcc) Example Program Results

Matrix Matrix Product
1 2

1 -13.0000 13.0000
6.0000 -3.0000

2 -9.0000 0.0000
7.0000 -2.0000

3 -7.0000 -1.0000
8.0000 -13.0000
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NAG Library Function Document

nag_ztrmm (f16zfc)

1 Purpose

nag_ztrmm (f16zfc) performs matrix-matrix multiplication for a complex triangular matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztrmm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer m, Integer n,
Complex alpha, const Complex a[], Integer pda, Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_ztrmm (f16zfc) performs one of the matrix-matrix operations

B �AB; B �ATB; B �AHB;
B �BA; B �BAT or B �BAH;

where B is an m by n complex matrix, A is a complex triangular matrix, and � is a complex scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: specifies whether the operation involves A, AT or AH.

trans ¼ Nag NoTrans
It involves A.

trans ¼ Nag Trans
It involves AT.

trans ¼ Nag ConjTrans
It involves AH.

Constraint: trans ¼ Nag NoTrans, Nag Trans or Nag ConjTrans.

5: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

6: m – Integer Input

On entry: m, the number of rows of the matrix B; the order of A if side ¼ Nag LeftSide.

Constraint: m 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrix B; the order of A if side ¼ Nag RightSide.

Constraint: n 	 0.

8: alpha – Complex Input

On entry: the scalar �.

9: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the triangular matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
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If uplo ¼ Nag Upper, A is upper triangular and the elements of the array corresponding to the
lower triangular part of A are not referenced.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array corresponding to the
upper triangular part of A are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

10: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

11: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.

If alpha ¼ 0, b need not be set.

On exit: the updated matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
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On entry, side ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztrmm (f16zfc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Premultiply complex 4 by 2 matrix B by lower triangular 4 by 4 matrix A, B AB, where

A ¼
4:78þ 4:56i
2:00� 0:30i �4:11þ 1:25i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and
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B ¼
�5:0� 2:0i 1:0þ 5:0i
�3:0� 1:0i �2:0� 2:0i
2:0þ 1:0i 3:0þ 4:0i
4:0þ 3:0i 4:0� 3:0i

0B@
1CA:

10.1 Program Text

/* nag_ztrmm (f16zfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, j, m, n, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_SideType side;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztrmm (f16zfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif
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#ifdef NAG_COLUMN_MAJOR
pdb = m;

#else
pdb = n;

#endif

/* Read side */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif

if (side == Nag_LeftSide) {
pda = m;

}
else {

pda = n;
}

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * pda, Complex)) ||

!(b = NAG_ALLOC(n * m, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}
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/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}

/* nag_ztrmm (f16zfc).
* Triangular complex matrix-matrix multiply.
*
*/

nag_ztrmm(order, side, uplo, trans, diag, m, n, alpha, a, pda,
b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrmm (f16zfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the updated matrix B */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, b, pdb, Nag_BracketForm, "%7.4f",
"Updated Matrix B", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:
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NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_ztrmm (f16zfc) Example Program Data
4 2 :Values of m and n
Nag_LeftSide :Value of side
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag

( 1.00, 0.00) :Value of alpha
( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-5.00,-2.00) ( 1.00, 5.00)
(-3.00,-1.00) (-2.00,-2.00)
( 2.00, 1.00) ( 3.00, 4.00)
( 4.00, 3.00) ( 4.00,-3.00) :End of matrix B

10.3 Program Results

nag_ztrmm (f16zfc) Example Program Results

Updated Matrix B
1 2

1 (-14.7800,-32.3600) (-18.0200,28.4600)
2 ( 2.9800,-2.1400) (14.2200,15.4200)
3 (-20.9600,17.0600) ( 5.6200,35.8900)
4 ( 9.5400, 9.9100) (-16.4600,-1.7300)
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NAG Library Function Document

nag_ztrsm (f16zjc)

1 Purpose

nag_ztrsm (f16zjc) solves a system of equations given as a complex triangular matrix with multiple
right-hand sides.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztrsm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Nag_TransType trans, Nag_DiagType diag, Integer m, Integer n,
Complex alpha, const Complex a[], Integer pda, Complex b[], Integer pdb,
NagError *fail)

3 Description

nag_ztrsm (f16zjc) performs one of the matrix-matrix operations

B �A�1B; B �A�TB; B �A�HB;
B �BA�1; B �BA�T or B �BA�H;

where A is a complex triangular matrix, B is an m by n complex matrix, and � is a complex scalar.

A�T denotes A�T or equivalently A�T; A�H denotes AHð Þ�1 or equivalently A�1ð ÞH.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag Trans and side ¼ Nag LeftSide
B �A�TB.

trans ¼ Nag NoTrans and side ¼ Nag LeftSide
B �A�1B.

trans ¼ Nag ConjTrans and side ¼ Nag LeftSide
B �A�HB.

trans ¼ Nag Trans and side ¼ Nag RightSide
B �BA�T.

trans ¼ Nag NoTrans and side ¼ Nag RightSide
B �BA�1.

trans ¼ Nag ConjTrans and side ¼ Nag RightSide
B �BA�H.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

5: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements are assumed to be 1 and are not referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.

6: m – Integer Input

On entry: m, the number of rows of the matrix B; the order of A if side ¼ Nag LeftSide.

Constraint: m 	 0.

7: n – Integer Input

On entry: n, the number of columns of the matrix B; the order of A if side ¼ Nag RightSide.

Constraint: n 	 0.

8: alpha – Complex Input

On entry: the scalar �.
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9: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the triangular matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, A is upper triangular and the elements of the array corresponding to the
lower triangular part of A are not referenced.

If uplo ¼ Nag Lower, A is lower triangular and the elements of the array corresponding to the
upper triangular part of A are not referenced.

If diag ¼ Nag UnitDiag, the diagonal elements of A are assumed to be 1, and are not referenced.

10: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

11: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.

If alpha ¼ 0, b need not be set.

On exit: the updated matrix B.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, side ¼ valueh i, pda ¼ valueh i, m ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
On entry, side ¼ valueh i, pda ¼ valueh i, n ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pda ¼ valueh i; n ¼ valueh i.
Constraint: pda 	 max 1;nð Þ.
On entry, pdb ¼ valueh i; m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_ztrsm (f16zjc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

No test for singularity or near-singularity of A is included in nag_ztrsm (f16zjc). Such tests must be
performed before calling this function.

10 Example

Premultiply complex 4 by 2 matrix B by inverse of lower triangular 4 by 4 matrix A, B A�1B (or
solve AX ¼ B and return result in B), where

A ¼
4:78þ 4:56i
2:00� 0:30i �4:11þ 1:25i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:80i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 0:26i

0B@
1CA

and

B ¼
�14:78� 32:36i �18:02þ 28:46i

2:98� 2:14i 14:22þ 15:42i
�20:96þ 17:06i 5:62þ 35:89i

9:54þ 9:91i �16:46� 1:73i

0B@
1CA:

10.1 Program Text

/* nag_ztrsm (f16zjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha;
Integer exit_status, i, j, m, n, pda, pdb;

/* Arrays */
Complex *a = 0, *b = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_SideType side;
Nag_DiagType diag;
Nag_OrderType order;
Nag_TransType trans;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]

order = Nag_ColMajor;
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#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ztrsm (f16zjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

#ifdef NAG_COLUMN_MAJOR
pdb = m;

#else
pdb = n;

#endif

/* Read side */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read trans */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read diag */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
diag = (Nag_DiagType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif
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if (side == Nag_LeftSide) {
pda = m;

}
else {

pda = n;
}

if (n > 0) {
/* Allocate memory */
if (!(a = NAG_ALLOC(pda * pda, Complex)) ||

!(b = NAG_ALLOC(n * m, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n\n");
exit_status = 1;
return exit_status;

}

/* Read A from data file */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif

}

/* nag_ztrsm (f16zjc).
* Multiply matrix by inverse of Triangular complex matrix.
*
*/

nag_ztrsm(order, side, uplo, trans, diag, m, n, alpha, a, pda,
b, pdb, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_ztrsm (f16zjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the updated matrix B */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, b, pdb, Nag_BracketForm, "%5.1f",
"Updated Matrix B", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);

return exit_status;
}

10.2 Program Data

nag_ztrsm (f16zjc) Example Program Data
4 2 :Values of m and n
Nag_LeftSide :Value of side
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans
Nag_NonUnitDiag :Value of diag

( 1.00, 0.00) :Value of alpha
( 4.78, 4.56)
( 2.00,-0.30) (-4.11, 1.25)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.80)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-0.26) :End of matrix A
(-14.78,-32.36) (-18.02, 28.46)
( 2.98, -2.14) ( 14.22, 15.42)
(-20.96, 17.06) ( 5.62, 35.89)
( 9.54, 9.91) (-16.46, -1.73) :End of matrix B

10.3 Program Results

nag_ztrsm (f16zjc) Example Program Results

Updated Matrix B
1 2

1 ( -5.0, -2.0) ( 1.0, 5.0)
2 ( -3.0, -1.0) ( -2.0, -2.0)
3 ( 2.0, 1.0) ( 3.0, 4.0)
4 ( 4.0, 3.0) ( 4.0, -3.0)
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NAG Library Function Document

nag_ztfsm (f16zlc)

1 Purpose

nag_ztfsm (f16zlc) performs one of the matrix-matrix operations

B �A�1B; B �A�HB;
B �BA�1 or B �BA�H;

where A is a complex triangular matrix stored in Rectangular Full Packed (RFP) format, B is an m by

n complex matrix, and � is a complex scalar. A�H denotes AHð Þ�1 or equivalently A�1ð ÞH.
No test for singularity or near-singularity of A is included in this function. Such tests must be
performed before calling this function.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_ztfsm (Nag_OrderType order, Nag_RFP_Store transr,
Nag_SideType side, Nag_UploType uplo, Nag_TransType trans,
Nag_DiagType diag, Integer m, Integer n, Complex alpha,
const Complex ar[], Complex b[], Integer pdb, NagError *fail)

3 Description

nag_ztfsm (f16zlc) solves (for X) a triangular linear system of one of the forms

AX ¼ �B; AHX ¼ �B;
XA ¼ �B or XAH ¼ �B;

where A is a complex triangular matrix stored in RFP format, B, X are m by n complex matrices, and
� is a complex scalar. The RFP storage format is described in Section 3.3.3 in the f07 Chapter
Introduction.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of A or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix A is stored in normal RFP format.

transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix A is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.

3: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right, or similarly whether A (or
its transpose) appears to the left or right of the solution matrix in the linear system to be solved.

side ¼ Nag LeftSide
B is pre-multiplied from the left. The system to be solved has the form AX ¼ �B or
ATX ¼ �B.

side ¼ Nag RightSide
B is post-multiplied from the right. The system to be solved has the form XA ¼ �B or
XAT ¼ �B.

Constraint: side ¼ Nag LeftSide or Nag RightSide.

4: uplo – Nag_UploType Input

On entry: specifies whether A is upper or lower triangular.

uplo ¼ Nag Upper
A is upper triangular.

uplo ¼ Nag Lower
A is lower triangular.

Constraint: uplo ¼ Nag Upper or Nag Lower.

5: trans – Nag_TransType Input

On entry: specifies whether the operation involves A�1 or A�H, i.e., whether or not A is
transpose conjugated in the linear system to be solved.

trans ¼ Nag NoTrans
The operation involves A�1, i.e., A is not transpose conjugated.

trans ¼ Nag ConjTrans
The operation involves A�H, i.e., A is transpose conjugated.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

6: diag – Nag_DiagType Input

On entry: specifies whether A has nonunit or unit diagonal elements.

diag ¼ Nag NonUnitDiag
The diagonal elements of A are stored explicitly.

diag ¼ Nag UnitDiag
The diagonal elements of A are assumed to be 1, the corresponding elements of ar are not
referenced.

Constraint: diag ¼ Nag NonUnitDiag or Nag UnitDiag.
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7: m – Integer Input

On entry: m, the number of rows of the matrix B.

Constraint: m 	 0.

8: n – Integer Input

On entry: n, the number of columns of the matrix B.

Constraint: n 	 0.

9: alpha – Complex Input

On entry: the scalar �.

10: ar½dim� – const Complex Input

Note: the dimension, dim, of the array ar must be at least

max 1;m� mþ 1ð Þ=2ð Þ when side ¼ Nag LeftSide;
max 1;n� nþ 1ð Þ=2ð Þ when side ¼ Nag RightSide.

On entry: the m by m triangular matrix A if side ¼ Nag LeftSide or the n by n triangular matrix
A if side ¼ Nag RightSide, stored in RFP format (as specified by transr). The storage format is
described in detail in Section 3.3.3 in the f07 Chapter Introduction. If alpha ¼ 0:0, ar is not
referenced.

11: b½dim� – Complex Input/Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

On entry: the m by n matrix B.

If alpha ¼ 0, b need not be set.

On exit: the updated matrix B, or similarly the solution matrix X.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ztfsm (f16zlc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads in the upper triangular part of a symmetric matrix A which it converts to RFP
format. It also reads in � and a 4 by 3 matrix B and then performs the matrix-matrix operation
B �A�1B.
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10.1 Program Text

/* nag_ztfsm (f16zlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Complex alpha;
Integer i, j, m, n, pda, pdb;
/* Arrays */
Complex *a = 0, *ar = 0, *b = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_SideType side;
Nag_UploType uplo;
Nag_TransType trans;
NagError fail;

INIT_FAIL(fail);

printf("nag_ztfsm (f16zlc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

pda = m;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pdb = m;

#define A(I, J) a[(J-1)*pda + I-1]
#define B(I, J) b[(J-1)*pdb + I-1]
#else

order = Nag_RowMajor;
pdb = n;

#define A(I, J) a[(I-1)*pda + J-1]
#define B(I, J) b[(I-1)*pdb + J-1]
#endif

if (!(a = NAG_ALLOC(pda * m, Complex)) ||
!(ar = NAG_ALLOC((m * (m + 1)) / 2, Complex)) ||
!(b = NAG_ALLOC(m * n, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Nag_RFP_Store */
#ifdef _WIN32

scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s ", nag_enum_arg);
#endif

transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
/* Nag_SideType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Nag_UploType */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Nag_TransType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) %*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf ) %*[^\n] ", &alpha.re, &alpha.im);

#endif
/* Read upper or lower triangle of matrix A from data file */
if (uplo == Nag_Lower) {

for (i = 1; i <= m; i++) {
for (j = 1; j <= i; j++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

}
}
else {

for (i = 1; i <= m; i++) {
for (j = i; j <= m; j++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);

#endif
}

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read matrix B from data file */
for (i = 1; i <= m; i++) {

for (j = 1; j <= n; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &B(i, j).re, &B(i, j).im);
#endif

}
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}
/* Convert complex triangular matrix A from full to rectangular full packed
* storage format (stored in ar) using nag_ztrttf (f01vfc).
*/

nag_ztrttf(order, transr, uplo, m, a, pda, ar, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrttf (f01vfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* Solve AX = B, where complex triangular matrix A is stored using RFP format
* in ar, using nag_ztfsm (f16zlc).
*/

nag_ztfsm(order, transr, side, uplo, trans, Nag_NonUnitDiag, m, n, alpha,
ar, b, pdb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ztfsm (f16zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the result using easy-to-use complex general matrix printing routine
* nag_gen_complx_mat_print (x04dac).
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, n, b,

pdb, "The Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
}

END:
NAG_FREE(a);
NAG_FREE(ar);
NAG_FREE(b);
return exit_status;

}

10.2 Program Data

nag_ztfsm (f16zlc) Example Program Data
4 3 : m, n
Nag_RFP_Normal Nag_LeftSide : transr, side
Nag_Upper Nag_NoTrans : uplo, trans
(4.21,1.28) : alpha
(1.1,1.1) (1.2,1.2) (1.3,1.3) (1.4,1.4)
(2.2,2.2) (2.3,2.3) (2.4,2.4)
(3.3,3.3) (3.4,3.4)
(4.4,4.4) : matrix A
( 1.80,0.59) ( 2.88, 1.23) (2.05, 0.78)
( 5.25,0.12) ( 1.76,-2.95) (2.20,-0.95)
( 1.58,2.01) (-2.69, 3.18) (0.11,-2.90)
(-1.11,1.11) (-0.66, 1.66) (1.59,-0.59) : matrix B

10.3 Program Results

nag_ztfsm (f16zlc) Example Program Results

The Solution
1 2 3

1 -2.0339 8.6009 3.8676
2.6429 4.3188 2.2452

2 4.3280 1.0930 3.3517
-4.3756 -8.8840 -0.0650
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3 2.5393 -0.9711 -2.0155
-0.1237 2.5460 -1.5364

4 -0.3229 0.1410 0.7955
1.0621 1.2554 -0.8975
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NAG Library Function Document

nag_zherk (f16zpc)

1 Purpose

nag_zherk (f16zpc) performs a rank-k update on a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zherk (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Integer n, Integer k, double alpha, const Complex a[], Integer pda,
double beta, Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zherk (f16zpc) performs one of the Hermitian rank-k update operations

C  �AAH þ �C or C  �AHAþ �C;

where A is a complex matrix, C is an n by n complex Hermitian matrix, and � and � are real scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored.

uplo ¼ Nag Upper
The upper triangular part of C is stored.

uplo ¼ Nag Lower
The lower triangular part of C is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �AAH þ �C.
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trans ¼ Nag ConjTrans
C  �AHAþ �C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the order of the matrix C; the number of rows of A if trans ¼ Nag NoTrans, or the
number of columns of A otherwise.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of columns of A if trans ¼ Nag NoTrans, or the number of rows of A
otherwise.

Constraint: k 	 0.

6: alpha – double Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag ConjTrans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag ConjTrans and order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag ConjTrans, pda 	 max 1;kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag ConjTrans, pda 	 max 1;nð Þ..

9: beta – double Input

On entry: the scalar �.

10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nð Þ.
On entry: the n by n Hermitian matrix C.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
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If uplo ¼ Nag Upper, the upper triangular part of C must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of C must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix C. The imaginary parts of the diagonal elements are set to zero.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array c.

Constraint: pdc 	 max 1; nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zherk (f16zpc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Perform rank-k update of complex Hermitian 4 by 4 matrix C using 4 by 2 matrix A (k ¼ 2),
C ¼ C �AAT, where

C ¼
4:78þ 0:00i 2:00þ 0:30i 2:89þ 1:34i �1:89� 1:15i
2:00� 0:30i �4:11þ 0:00i 2:36þ 4:25i 0:04þ 3:69i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:00i �0:02� 0:46i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33þ 0:00i

0B@
1CA

and

A ¼
1:7þ�2:3i �1:8þ 2:4i
2:9þ�2:1i 1:2þ 1:4i
�2:9þ 1:0i 0:6þ 0:8i
1:5þ 0:9i �1:4þ�1:7i

0B@
1CA:

10.1 Program Text

/* nag_zherk (f16zpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
double alpha, beta;
Integer adim1, adim2, exit_status, i, j, k, n, pda, pdc;
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/* Arrays */
Complex *a = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_TransType trans;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zherk (f16zpc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif

if (trans == Nag_NoTrans) {
adim1 = n;
adim2 = k;

}
else {

adim1 = k;
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adim2 = n;
}

#ifdef NAG_COLUMN_MAJOR
pda = adim1;

#else
pda = adim2;

#endif
pdc = n;
if (k > 0 && n > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(k * n, Complex)) || !(c = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid k or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* nag_zherk (f16zpc).
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* Rank k update of complex Hermitian matrix.
*
*/

nag_zherk(order, uplo, trans, n, k, alpha, a, pda, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zherk (f16zpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix C */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, c,

pdc, Nag_BracketForm, "%6.2f",
"Updated Matrix C", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zherk (f16zpc) Example Program Data
4 2 :Values of n and k
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans

-1.0 1.0 :Values of alpha and beta
( 1.7, -2.3) ( -1.8, 2.4)
( 2.9, -2.1) ( 1.2, 1.4)
( -2.9, 1.0) ( 0.6, 0.8)
( 1.5, 0.9) ( -1.4, -1.7) :End of matrix A
( 4.78, 0.00)
( 2.00,-0.30) (-4.11, 0.00)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.00)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33, 0.00) :End of matrix C

10.3 Program Results

nag_zherk (f16zpc) Example Program Results

Updated Matrix C
1 2 3 4

1 (-12.40, 0.00)
2 ( -8.96, 2.00) (-20.33, 0.00)
3 ( 9.28, 6.51) ( 11.03, -1.18) ( -6.26, 0.00)
4 ( -0.81,-10.25) ( 1.64, -9.37) ( 5.63, 4.47) ( -7.58, 0.00)
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NAG Library Function Document

nag_zhfrk (f16zqc)

1 Purpose

nag_zhfrk (f16zqc) performs one of the Hermitian rank-k update operations

C  �AAH þ �C or C  �AHAþ �C;

where A is a complex matrix, C is an n by n complex Hermitian matrix stored in Rectangular Full
Packed (RFP) format, and � and � are real scalars.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zhfrk (Nag_OrderType order, Nag_RFP_Store transr,
Nag_UploType uplo, Nag_TransType trans, Integer n, Integer k,
double alpha, const Complex a[], Integer pda, double beta, Complex cr[],
NagError *fail)

3 Description

nag_zhfrk (f16zqc) performs one of the Hermitian rank-k update operations

C  �AAH þ �C or C  �AHAþ �C;

where A is a complex matrix, C is an n by n complex Hermitian matrix stored in Rectangular Full
Packed (RFP) format, and � and � are real scalars. The RFP storage format is described in
Section 3.3.3 in the f07 Chapter Introduction.

If n ¼ 0 or if � ¼ 1:0 and either k ¼ 0 or � ¼ 0:0 then nag_zhfrk (f16zqc) returns immediately. If
�¼0:0 and either k¼0 or � ¼ 0:0 then C is set to the zero matrix.

4 References

Gustavson F G, Wa�sniewski J, Dongarra J J and Langou J (2010) Rectangular full packed format for
Cholesky's algorithm: factorization, solution, and inversion ACM Trans. Math. Software 37, 2

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: transr – Nag_RFP_Store Input

On entry: specifies whether the normal RFP representation of C or its conjugate transpose is
stored.

transr ¼ Nag RFP Normal
The matrix C is stored in normal RFP format.
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transr ¼ Nag RFP ConjTrans
The conjugate transpose of the RFP representation of the matrix C is stored.

Constraint: transr ¼ Nag RFP Normal or Nag RFP ConjTrans.

3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored in RFP format.

uplo ¼ Nag Upper
The upper triangular part of C is stored in RFP format.

uplo ¼ Nag Lower
The lower triangular part of C is stored in RFP format.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �AAH þ �C.

trans ¼ Nag ConjTrans
C  �AHAþ �C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

5: n – Integer Input

On entry: n, the order of the matrix C.

Constraint: n 	 0.

6: k – Integer Input

On entry: k, the number of columns of A if trans ¼ Nag NoTrans, or the number of rows of A if
trans ¼ Nag ConjTrans.

Constraint: k 	 0.

7: alpha – double Input

On entry: the scalar �.

8: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag ConjTrans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag ConjTrans and order ¼ Nag RowMajor.

On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n if
trans ¼ Nag ConjTrans. If alpha ¼ 0:0, a is not referenced.

9: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.
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Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag ConjTrans, pda 	 max 1;kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag ConjTrans, pda 	 max 1;nð Þ..

10: beta – double Input

On entry: the scalar �.

11: cr½n� nþ 1ð Þ=2� – Complex Input/Output

On entry: the upper or lower triangular part (as specified by uplo) of the n by n Hermitian matrix
C, stored in RFP format (as specified by transr). The storage format is described in detail in
Section 3.3.3 in the f07 Chapter Introduction. If � ¼ 0:0, cr need not be set on entry.

On exit: the updated matrix C, that is its upper or lower triangular part stored in RFP format.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_zhfrk (f16zqc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads in the lower triangular part of a symmetric matrix C which it converts to RFP
format. It also reads in �, � and a 4 by 3 matrix A and then performs the Hermitian rank-3 update
C  �AAH þ �C.

10.1 Program Text

/* nag_zhfrk (f16zqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf01.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double alpha, beta;
Integer i, j, k, n, pda, pdc;
/* Arrays */
Complex *a = 0, *c = 0, *cr = 0;
char nag_enum_arg[40];
/* Nag Types */
Nag_OrderType order;
Nag_RFP_Store transr;
Nag_UploType uplo;
Nag_MatrixType matrix;
Nag_TransType trans;
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NagError fail;

INIT_FAIL(fail);

printf("nag_zhfrk (f16zqc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

pdc = n;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pda = n;

#define C(I, J) c[(J-1)*pdc + I-1]
#define A(I, J) a[(J-1)*pda + I-1]
#else

order = Nag_RowMajor;
pda = k;

#define C(I, J) c[(I-1)*pdc + J-1]
#define A(I, J) a[(I-1)*pda + J-1]
#endif

if (!(c = NAG_ALLOC(pdc * n, Complex)) ||
!(cr = NAG_ALLOC((n * (n + 1)) / 2, Complex)) ||
!(a = NAG_ALLOC(n * k, Complex)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Nag_RFP_Store */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
transr = (Nag_RFP_Store) nag_enum_name_to_value(nag_enum_arg);
/* Nag_UploType */

#ifdef _WIN32
scanf_s("%39s ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s ", nag_enum_arg);

#endif
uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Nag_TransType */

#ifdef _WIN32
scanf_s("%39s %*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s %*[^\n] ", nag_enum_arg);

#endif
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &alpha, &beta);

#else
scanf("%lf%lf%*[^\n] ", &alpha, &beta);

#endif
/* Read upper or lower triangle of matrix C from data file */
if (uplo == Nag_Lower) {

for (i = 1; i <= n; i++) {
for (j = 1; j <= i; j++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &C(i, j).re, &C(i, j).im);

#else
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scanf(" ( %lf , %lf ) ", &C(i, j).re, &C(i, j).im);
#endif

}
}

}
else {

for (i = 1; i <= n; i++) {
for (j = i; j <= n; j++) {

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf ) ", &C(i, j).re, &C(i, j).im);

#endif
}

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read matrix A from data file */
for (i = 1; i <= n; i++) {

for (j = 1; j <= k; j++) {
#ifdef _WIN32

scanf_s(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf ) ", &A(i, j).re, &A(i, j).im);
#endif

}
}

/* Convert Hermitian matrix C from full triangular storage to rectangular full
* packed storage (in cr) using nag_ztrttf (f01vfc).
*/

nag_ztrttf(order, transr, uplo, n, c, pdc, cr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztrttf (f01vfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
/* Perform the rank-k update of Hermitian matrix C by complex matrix A
* using nag_zhfrk (f16zqc).
*/

nag_zhfrk(order, transr, uplo, trans, n, k, alpha, a, pda, beta, cr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zhfrk (f16zqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Convert C back from rectangular full packed (cr) to standard triangular
* storage format (c) using nag_ztfttr (f01vhc).
*/

nag_ztfttr(order, transr, uplo, n, cr, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ztfttr (f01vhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

matrix = (uplo == Nag_Upper ? Nag_UpperMatrix : Nag_LowerMatrix);

/* Print out the result, stored in the lower triangle of matrix C using
* the easy-to-use print routine nag_gen_cmplx_mat_print (x04dac).
*/

fflush(stdout);
nag_gen_complx_mat_print(order, matrix, Nag_NonUnitDiag, n, n, c, pdc,
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"The Solution", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(cr);
return exit_status;

}

10.2 Program Data

nag_zhfrk (f16zqc) Example Program Data
4 3 : n, k
Nag_RFP_Normal Nag_Lower Nag_NoTrans : transr, uplo, trans
2.21 2.89 : alpha, beta

(1.0,3.0)
(2.0,2.0) (3.0,3.0)
(4.0,4.0) (4.0,4.0) (5.0,5.0)
(5.0,5.0) (5.0,6.0) (6.0,6.0) (6.0,6.0) : matrix C

( 3.21, 1.32) ( 2.31, 0.25) ( 1.65, 1.87)
( 0.32,-1.55) ( 1.80, 1.88) ( 2.05,-0.89)
( 5.25,-2.95) (-1.95,-3.80) ( 1.58,-2.69)
(-2.90,-3.04) (-1.11,-0.66) (-0.59, 0.80) : matrix A

10.3 Program Results

nag_zhfrk (f16zqc) Example Program Results

The Solution
1 2 3 4

1 55.1885
0.0000

2 17.5536 40.2153
-9.2637 0.0000

3 22.7883 14.2818 156.4204
-59.3437 11.3638 -0.0000

4 -19.8678 11.4084 7.0222 62.2194
3.9432 9.7064 -44.0297 -0.0000
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NAG Library Function Document

nag_zher2k (f16zrc)

1 Purpose

nag_zher2k (f16zrc) performs a rank-2k update on a complex Hermitian matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zher2k (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Integer n, Integer k, Complex alpha,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
double beta, Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zher2k (f16zrc) performs one of the Hermitian rank-2k update operations

C  �ABH þ ��AH þ �C or C  ��AHBþ �BHAþ �C;

where A and B are complex matrices, C is an n by n complex Hermitian matrix, � is a complex scalar,
and � is a real scalar.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored.

uplo ¼ Nag Upper
The upper triangular part of C is stored.

uplo ¼ Nag Lower
The lower triangular part of C is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �BHAþ ��BAH þ �C.

trans ¼ Nag ConjTrans
C  ��AHBþ �BHAþ �C.

Constraint: trans ¼ Nag NoTrans or Nag ConjTrans.

4: n – Integer Input

On entry: n, the order of the matrix C; the number of rows of A and B if trans ¼ Nag NoTrans,
or the number of columns of A and B otherwise.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of columns of A and B if trans ¼ Nag NoTrans, or the number of rows
of A and B otherwise.

Constraint: k 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag ConjTrans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag ConjTrans and order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag ConjTrans, pda 	 max 1;kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag ConjTrans, pda 	 max 1;nð Þ..

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdbð Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb� nð Þ when trans ¼ Nag ConjTrans and order ¼ Nag ColMajor;
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max 1;k � pdbð Þ when trans ¼ Nag ConjTrans and order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the matrix B; B is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if trans ¼ Nag ConjTrans, pdb 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; kð Þ;
if trans ¼ Nag ConjTrans, pdb 	 max 1; nð Þ..

11: beta – double Input

On entry: the scalar �.

12: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nð Þ.
On entry: the n by n Hermitian matrix C.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of C must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of C must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix C. The imaginary parts of the diagonal elements are set to zero.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array c.

Constraint: pdc 	 max 1; nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pdb 	 max 1; kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag ConjTrans, pdb 	 max 1; nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zher2k (f16zrc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.
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nag_zher2k (f16zrc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Perform rank-2k update of complex Hermitian 4 by 4 matrix C using 4 by 2 matrices A and B,
C ¼ �C þ �0:5þ 0:5ið ÞABT þ �0:5� 0:5ið ÞBAT, where

C ¼
4:78þ 0:00i 2:00þ 0:30i 2:89þ 1:34i �1:89� 1:15i
2:00� 0:30i �4:11þ 0:00i 2:36þ 4:25i 0:04þ 3:69i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:00i �0:02� 0:46i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33þ 0:00i

0B@
1CA;

A ¼

1:7� 2:3i �1:8þ 2:4i
2:9� 2:1i 1:2þ 1:4i
�2:9þ 1:0i 0:6þ 0:8i
1:5þ 0:9i �1:4� 1:7i
�0:3� 1:9i 2:1� 1:1i

0BBB@
1CCCA

and

B ¼
�2:4þ 1:4i 0:6� 2:9i
�0:2� 2:9i �1:5þ 0:1i
3:5þ 0:8i 2:2þ 3:7i

0@ 1A:
10.1 Program Text

/* nag_zher2k (f16zrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha;
double beta;
Integer adim1, adim2, exit_status, i, j, k, n, pda, pdb, pdc;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
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Nag_OrderType order;
Nag_UploType uplo;
Nag_TransType trans;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zher2k (f16zrc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &beta);
#else

scanf("%lf%*[^\n] ", &beta);
#endif

if (trans == Nag_NoTrans) {
adim1 = n;
adim2 = k;

}
else {
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adim1 = k;
adim2 = n;

}

#ifdef NAG_COLUMN_MAJOR
pda = adim1;

#else
pda = adim2;

#endif
pdb = pda;
pdc = n;
if (k > 0 && n > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(k * n, Complex)) ||

!(b = NAG_ALLOC(k * n, Complex)) || !(c = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid k or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

f16 – NAG Interface to BLAS f16zrc

Mark 26 f16zrc.7



else {
for (i = 1; i <= n; ++i) {

for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#else

scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* nag_zher2k (f16zrc).
* Rank 2k update of complex Hermitian matrix.
*
*/

nag_zher2k(order, uplo, trans, n, k, alpha, a, pda, b, pdb, beta,
c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zher2k.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix C */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, c,

pdc, Nag_BracketForm, "%7.3f",
"Updated Matrix C", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zher2k (f16zrc) Example Program Data
4 2 :Values of n and k
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans

( -0.5, 0.5) :Value of alpha
-1.0 :Value of beta
( 1.7, -2.3) ( -1.8, 2.4)
( 2.9, -2.1) ( 1.2, 1.4)
( -2.9, 1.0) ( 0.6, 0.8)
( 1.5, 0.9) ( -1.4, -1.7) :End of matrix A
( -0.3, -1.9) ( 2.1, -1.1)
( -2.4, 1.4) ( 0.6, -2.9)
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( -0.2, -2.9) ( -1.5, 0.1)
( 3.5, 0.8) ( 2.2, 3.7) :End of matrix B
( 4.78, 0.00)
( 2.00,-0.30) (-4.11, 0.00)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.00)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33, 0.00) :End of matrix C

10.3 Program Results

nag_zher2k (f16zrc) Example Program Results

Updated Matrix C
1 2 3 4

1 ( -9.200, 0.000)
2 ( -1.260, 4.500) ( 12.050, 0.000)
3 ( -6.450, -0.900) (-12.730, 6.890) ( 8.860, 0.000)
4 ( -1.010, -4.750) ( 1.125, -4.425) ( -3.065, 0.835) ( -0.320, 0.000)
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NAG Library Function Document

nag_zsymm (f16ztc)

1 Purpose

nag_zsymm (f16ztc) performs matrix-matrix multiplication for a complex symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zsymm (Nag_OrderType order, Nag_SideType side, Nag_UploType uplo,
Integer m, Integer n, Complex alpha, const Complex a[], Integer pda,
const Complex b[], Integer pdb, Complex beta, Complex c[], Integer pdc,
NagError *fail)

3 Description

nag_zsymm (f16ztc) performs one of the matrix-matrix operations

C  �ABþ �C or C  �BAþ �C;

where A is a complex symmetric matrix, B and C are m by n complex matrices, and � and � are
complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: side – Nag_SideType Input

On entry: specifies whether B is operated on from the left or the right.

side ¼ Nag LeftSide
B is pre-multiplied from the left.

side ¼ Nag RightSide
B is post-multiplied from the right.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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3: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of A is stored.

uplo ¼ Nag Upper
The upper triangular part of A is stored.

uplo ¼ Nag Lower
The lower triangular part of A is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.

4: m – Integer Input

On entry: m, the number of rows of the matrices B and C; the order of A if
side ¼ Nag LeftSide.

Constraint: m 	 0.

5: n – Integer Input

On entry: n, the number of columns of the matrices B and C; the order of A if
side ¼ Nag RightSide.

Constraint: n 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda�mð Þ when side ¼ Nag LeftSide;
max 1;pda� nð Þ when side ¼ Nag RightSide.

On entry: the symmetric matrix A; A is m by m if side ¼ Nag LeftSide, or n by n if
side ¼ Nag RightSide.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of A must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of A must be stored and the elements of the array
above the diagonal are not referenced.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix A in the array a.

Constraints:

if side ¼ Nag LeftSide, pda 	 max 1;mð Þ;
if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdbð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
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If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the m by n matrix B.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdb 	 max 1; nð Þ.

11: beta – Complex Input

On entry: the scalar �.

12: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when order ¼ Nag ColMajor;
max 1;m� pdcð Þ when order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
On entry: the m by n matrix C.

If beta ¼ 0, c need not be set.

On exit: the updated matrix C.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 max 1;mð Þ;
if order ¼ Nag RowMajor, pdc 	 max 1;nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, side ¼ valueh i, m ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, pda 	 max 1;mð Þ.
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On entry, side ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if side ¼ Nag RightSide, pda 	 max 1;nð Þ.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdb ¼ valueh i, m ¼ valueh i.
Constraint: pdb 	 max 1;mð Þ.
On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 max 1; nð Þ.
On entry, pdc ¼ valueh i, m ¼ valueh i.
Constraint: pdc 	 max 1;mð Þ.
On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsymm (f16ztc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example computes the matrix-matrix product

C ¼ �ABþ �C

where
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A ¼
1:0þ 0:0i 1:0þ 2:0i �2:0þ 3:0i
1:0� 2:0i 2:0þ 0:0i 1:0þ 2:0i
�2:0� 3:0i 1:0� 2:0i 3:0þ 0:0i

0@ 1A;
B ¼

1:0� 1:0i 1:0þ 2:0i
�2:0þ 1:0i 2:0� 2:0i
3:0� 1:0i �3:0þ 1:0i

0@ 1A;
C ¼

�3:5� 0:5i 1:5þ 2:0i
�4:5þ 1:5i �2:0þ 3:5i
�5:5þ 3:5i 3:0� 1:5i

0@ 1A;
� ¼ 1:0þ 0:0i and � ¼ 2:0þ 0:0i:

10.1 Program Text

/* nag_zsymm (f16ztc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer exit_status, i, j, m, n, pda, pdb, pdc;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_SideType side;
Nag_UploType uplo;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zsymm (f16ztc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &m, &n);
#endif

/* Read the side parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

side = (Nag_SideType) nag_enum_name_to_value(nag_enum_arg);
/* Read uplo */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",

&alpha.re, &alpha.im, &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf ) ( %lf , %lf )%*[^\n] ",
&alpha.re, &alpha.im, &beta.re, &beta.im);

#endif

if (side == Nag_LeftSide)
pda = m;

else
pda = n;

#ifdef NAG_COLUMN_MAJOR
pdb = m;
pdc = m;

#else
pdb = n;
pdc = n;

#endif

if (m > 0 && n > 0) {
/* Allocate memory */
if (side == Nag_LeftSide) {

if (!(a = NAG_ALLOC(m * m, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

if (!(a = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
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if (!(b = NAG_ALLOC(m * n, Complex)) || !(c = NAG_ALLOC(m * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid m or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A */
if (uplo == Nag_Upper) {

for (i = 1; i <= pda; ++i) {
for (j = i; j <= pda; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
else {

for (i = 1; i <= pda; ++i) {
for (j = 1; j <= i; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#else
scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
/* Input matrix B */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C */
for (i = 1; i <= m; ++i) {

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#else

scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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}

/* nag_zsymm (f16ztc).
* Complex symmetric matrix-matrix multiply.
*
*/

nag_zsymm(order, side, uplo, m, n, alpha, a, pda,
b, pdb, beta, c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zsymm.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print result */
/* nag_gen_complx_mat_print (x04dac).
* Print Complex general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_complx_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag,

m, n, c, pdc, "Matrix Matrix Product", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_complx_mat_print (x04dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zsymm (f16ztc) Example Program Data
3 2 :Values of m, n
Nag_LeftSide : side
Nag_Lower : uplo
( 1.0, 0.0) ( 2.0, 0.0) : alpha, beta
( 1.0, 0.0)
( 1.0,-2.0) ( 2.0, 0.0)
(-2.0,-3.0) ( 1.0,-2.0) ( 3.0, 0.0) : the end of matrix A
( 1.0,-1.0) ( 1.0, 2.0)
(-2.0, 1.0) ( 2.0,-2.0)
( 3.0,-1.0) (-3.0, 1.0) : the end of matrix B
(-3.5,-0.5) ( 1.5, 2.0)
(-4.5, 1.5) (-2.0, 3.5)
(-5.5, 3.5) ( 3.0,-1.5) : the end of matrix C

10.3 Program Results

nag_zsymm (f16ztc) Example Program Results

Matrix Matrix Product
1 2

1 -15.0000 11.0000
-4.0000 7.0000

2 -13.0000 4.0000
-5.0000 10.0000

3 -7.0000 -1.0000
8.0000 -13.0000
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NAG Library Function Document

nag_zsyrk (f16zuc)

1 Purpose

nag_zsyrk (f16zuc) performs a rank-k update on a complex symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zsyrk (Nag_OrderType order, Nag_UploType uplo, Nag_TransType trans,
Integer n, Integer k, Complex alpha, const Complex a[], Integer pda,
Complex beta, Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zsyrk (f16zuc) performs one of the symmetric rank-k update operations

C  �AAT þ �C or C  �ATAþ �C;

where A is a complex matrix, C is an n by n complex symmetric matrix, and � and � are complex
scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored.

uplo ¼ Nag Upper
The upper triangular part of C is stored.

uplo ¼ Nag Lower
The lower triangular part of C is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �AAT þ �C.

trans ¼ Nag Trans
C  �ATAþ �C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: n – Integer Input

On entry: n, the order of the matrix C; the number of rows of A if trans ¼ Nag NoTrans, or the
number of columns of A otherwise.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of columns of A if trans ¼ Nag NoTrans, or the number of rows of A
otherwise.

Constraint: k 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag Trans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag Trans and order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag Trans, pda 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag Trans, pda 	 max 1; nð Þ..

9: beta – Complex Input

On entry: the scalar �.

10: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nð Þ.
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On entry: the n by n symmetric matrix C.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of C must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of C must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix C.

11: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array c.

Constraint: pdc 	 max 1; nð Þ.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pda 	 max 1;nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsyrk (f16zuc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Perform rank-k update of complex symmetric 4 by 4 matrix C using 4 by 2 matrix A (k ¼ 2),
C ¼ C � 1:0�1:0ið ÞAAT, where

C ¼
4:78þ 1:03i 2:00� 0:30i 2:89� 1:34i �1:89þ 1:15i
2:00� 0:30i �4:11� 2:30i 2:36� 4:25i 0:04� 3:69i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:57i �0:02þ 0:46i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33� 1:91i

0B@
1CA

and

A ¼
1:7� 2:3i �1:8þ 2:4i
2:9� 2:1i 1:2þ 1:4i
�2:9þ 1:0i 0:6þ 0:8i
1:5þ 0:9i �1:4� 1:7i

0B@
1CA:

10.1 Program Text

/* nag_zsyrk (f16zuc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
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#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer adim1, adim2, exit_status, i, j, k, n, pda, pdc;

/* Arrays */
Complex *a = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
Nag_TransType trans;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zsyrk (f16zuc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
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scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);
#endif
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &beta.re, &beta.im);
#endif

if (trans == Nag_NoTrans) {
adim1 = n;
adim2 = k;

}
else {

adim1 = k;
adim2 = n;

}

#ifdef NAG_COLUMN_MAJOR
pda = adim1;

#else
pda = adim2;

#endif
pdc = n;
if (k > 0 && n > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(k * n, Complex)) || !(c = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid k or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= i; ++j)
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#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* nag_zsyrk (f16zuc).
* Rank k update of complex symmetric matrix.
*
*/

nag_zsyrk(order, uplo, trans, n, k, alpha, a, pda, beta, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_zsyrk (f16zuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix C */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, c,

pdc, Nag_BracketForm, "%6.2f",
"Updated Matrix C", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zsyrk (f16zuc) Example Program Data
4 2 :Values of n and k
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans

( -1.0, 1.0) :Value of alpha
( 1.0, 0.0) :Value of beta
( 1.7, -2.3) ( -1.8, 2.4)
( 2.9, -2.1) ( 1.2, 1.4)
( -2.9, 1.0) ( 0.6, 0.8)
( 1.5, 0.9) ( -1.4, -1.7) :End of matrix A
( 4.78, 1.03)
( 2.00,-0.30) (-4.11,-2.30)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.57)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33,-1.91) :End of matrix C
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10.3 Program Results

nag_zsyrk (f16zuc) Example Program Results

Updated Matrix C
1 2 3 4

1 ( 26.16, 12.57)
2 ( 17.30, 4.16) ( 1.23, 10.00)
3 ( 0.15,-15.34) ( -1.72,-21.75) ( 1.86, 12.54)
4 (-10.89, 14.59) ( -2.36, 7.79) ( 7.96, -1.02) ( -7.64, -8.86)
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NAG Library Function Document

nag_zsyr2k (f16zwc)

1 Purpose

nag_zsyr2k (f16zwc) performs a rank-2k update on a complex symmetric matrix.

2 Specification

#include <nag.h>
#include <nagf16.h>

void nag_zsyr2k (Nag_OrderType order, Nag_UploType uplo,
Nag_TransType trans, Integer n, Integer k, Complex alpha,
const Complex a[], Integer pda, const Complex b[], Integer pdb,
Complex beta, Complex c[], Integer pdc, NagError *fail)

3 Description

nag_zsyr2k (f16zwc) performs one of the symmetric rank-2k update operations

C  �ABT þ �BAT þ �C or C  �ATBþ �BTAþ �C;

where A and B are complex matrices, C is an n by n complex symmetric matrix, and � and � are
complex scalars.

4 References

Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001) Basic Linear Algebra
Subprograms Technical (BLAST) Forum Standard University of Tennessee, Knoxville, Tennessee
http://www.netlib.org/blas/blast-forum/blas-report.pdf

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: uplo – Nag_UploType Input

On entry: specifies whether the upper or lower triangular part of C is stored.

uplo ¼ Nag Upper
The upper triangular part of C is stored.

uplo ¼ Nag Lower
The lower triangular part of C is stored.

Constraint: uplo ¼ Nag Upper or Nag Lower.
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3: trans – Nag_TransType Input

On entry: specifies the operation to be performed.

trans ¼ Nag NoTrans
C  �ABT þ �BAT þ �C.

trans ¼ Nag Trans
C  �ATBþ �BTAþ �C.

Constraint: trans ¼ Nag NoTrans or Nag Trans.

4: n – Integer Input

On entry: n, the order of the matrix C; the number of rows of A and B if trans ¼ Nag NoTrans,
or the number of columns of A and B otherwise.

Constraint: n 	 0.

5: k – Integer Input

On entry: k, the number of columns of A and B if trans ¼ Nag NoTrans, or the number of rows
of A and B otherwise.

Constraint: k 	 0.

6: alpha – Complex Input

On entry: the scalar �.

7: a½dim� – const Complex Input

Note: the dimension, dim, of the array a must be at least

max 1;pda� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdað Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pda� nð Þ when trans ¼ Nag Trans and order ¼ Nag ColMajor;
max 1;k � pdað Þ when trans ¼ Nag Trans and order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Aij is stored in a½ j� 1ð Þ � pdaþ i� 1�.
If order ¼ Nag RowMajor, Aij is stored in a½ i� 1ð Þ � pdaþ j� 1�.
On entry: the matrix A; A is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

8: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ;
if trans ¼ Nag Trans, pda 	 max 1; kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ;
if trans ¼ Nag Trans, pda 	 max 1; nð Þ..

9: b½dim� – const Complex Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb� kð Þ when trans ¼ Nag NoTrans and order ¼ Nag ColMajor;
max 1;n� pdbð Þ when trans ¼ Nag NoTrans and order ¼ Nag RowMajor;
max 1;pdb� nð Þ when trans ¼ Nag Trans and order ¼ Nag ColMajor;
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max 1;k � pdbð Þ when trans ¼ Nag Trans and order ¼ Nag RowMajor.

If order ¼ Nag ColMajor, Bij is stored in b½ j� 1ð Þ � pdbþ i� 1�.
If order ¼ Nag RowMajor, Bij is stored in b½ i� 1ð Þ � pdbþ j� 1�.
On entry: the matrix B; B is n by k if trans ¼ Nag NoTrans, or k by n otherwise.

10: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ;
if trans ¼ Nag Trans, pdb 	 max 1;kð Þ.;

if order ¼ Nag RowMajor,

if trans ¼ Nag NoTrans, pdb 	 max 1; kð Þ;
if trans ¼ Nag Trans, pdb 	 max 1;nð Þ..

11: beta – Complex Input

On entry: the scalar �.

12: c½dim� – Complex Input/Output

Note: the dimension, dim, of the array c must be at least max 1;pdc� nð Þ.
On entry: the n by n symmetric matrix C.

If order ¼ Nag ColMajor, Cij is stored in c½ j� 1ð Þ � pdcþ i� 1�.
If order ¼ Nag RowMajor, Cij is stored in c½ i� 1ð Þ � pdcþ j� 1�.
If uplo ¼ Nag Upper, the upper triangular part of C must be stored and the elements of the array
below the diagonal are not referenced.

If uplo ¼ Nag Lower, the lower triangular part of C must be stored and the elements of the array
above the diagonal are not referenced.

On exit: the updated matrix C.

13: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array c.

Constraint: pdc 	 max 1; nð Þ.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT_2

On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pda 	 max 1;kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; kð Þ.
On entry, trans ¼ valueh i, k ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pdb 	 max 1; kð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pda ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pda 	 max 1;nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag NoTrans, pdb 	 max 1; nð Þ.
On entry, trans ¼ valueh i, n ¼ valueh i, pdb ¼ valueh i.
Constraint: if trans ¼ Nag Trans, pdb 	 max 1; nð Þ.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i, n ¼ valueh i.
Constraint: pdc 	 max 1; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The BLAS standard requires accurate implementations which avoid unnecessary over/underflow (see
Section 2.7 of Basic Linear Algebra Subprograms Technical (BLAST) Forum (2001)).

8 Parallelism and Performance

nag_zsyr2k (f16zwc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.
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nag_zsyr2k (f16zwc) makes calls to BLAS and/or LAPACK routines, which may be threaded within the
vendor library used by this implementation. Consult the documentation for the vendor library for further
information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Perform rank-2k update of complex symmetric 4 by 4 matrix C using 4 by 2 matrices A and B,
C ¼ C þ �0:5þ 0:5ið ÞABT þ �0:5� 0:5ið ÞBAT, where

C ¼
4:78þ 0:00i 2:00� 0:30i 2:89� 1:34i �1:89þ 1:15i
2:00� 0:30i �4:11þ 0:00i 2:36� 4:25i 0:04� 3:69i
2:89� 1:34i 2:36� 4:25i 4:15þ 0:00i �0:02þ 0:46i
�1:89þ 1:15i 0:04� 3:69i �0:02þ 0:46i 0:33þ 0:00i

0B@
1CA;

A ¼
1:7� 2:3i �1:8þ 2:4i
2:9� 2:1i 1:2þ 1:4i
�2:9þ 1:0i 0:6þ 0:8i
1:5þ 0:9i �1:4� 1:7i

0B@
1CA

and

B ¼
�0:3� 1:9i 2:1� 1:1i
�2:4þ 1:4i 0:6� 2:9i
�0:2� 2:9i �1:5þ 0:1i
3:5þ 0:8i 2:2þ 3:7i

0B@
1CA:

10.1 Program Text

/* nag_zsyr2k (f16zwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Complex alpha, beta;
Integer adim1, adim2, exit_status, i, j, k, n, pda, pdb, pdc;

/* Arrays */
Complex *a = 0, *b = 0, *c = 0;
char nag_enum_arg[40];

/* Nag Types */
NagError fail;
Nag_OrderType order;
Nag_UploType uplo;
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Nag_TransType trans;
Nag_MatrixType matrix;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define C(I, J) c[(J-1)*pdc + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define C(I, J) c[(I-1)*pdc + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_zsyr2k (f16zwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read the problem dimensions */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

/* Read the uplo parameter */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

uplo = (Nag_UploType) nag_enum_name_to_value(nag_enum_arg);
/* Read the transpose parameter */

#ifdef _WIN32
scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s%*[^\n] ", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac), see above. */
trans = (Nag_TransType) nag_enum_name_to_value(nag_enum_arg);
/* Read scalar parameters */

#ifdef _WIN32
scanf_s(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#else
scanf(" ( %lf , %lf )%*[^\n] ", &alpha.re, &alpha.im);

#endif
#ifdef _WIN32

scanf_s(" ( %lf , %lf )%*[^\n] ", &beta.re, &beta.im);
#else

scanf(" ( %lf , %lf )%*[^\n] ", &beta.re, &beta.im);
#endif

if (trans == Nag_NoTrans) {
adim1 = n;
adim2 = k;

}
else {

adim1 = k;
adim2 = n;
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}

#ifdef NAG_COLUMN_MAJOR
pda = adim1;

#else
pda = adim2;

#endif
pdb = pda;
pdc = n;
if (k > 0 && n > 0) {

/* Allocate memory */
if (!(a = NAG_ALLOC(k * n, Complex)) ||

!(b = NAG_ALLOC(k * n, Complex)) || !(c = NAG_ALLOC(n * n, Complex)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid k or n\n");
exit_status = 1;
return exit_status;

}

/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#else

scanf(" ( %lf , %lf )", &A(i, j).re, &A(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix A. */
for (i = 1; i <= adim1; ++i) {

for (j = 1; j <= adim2; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#else

scanf(" ( %lf , %lf )", &B(i, j).re, &B(i, j).im);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Input matrix C. */
if (uplo == Nag_Upper) {

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j)

#ifdef _WIN32
scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#else
scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
else {

for (i = 1; i <= n; ++i) {
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for (j = 1; j <= i; ++j)
#ifdef _WIN32

scanf_s(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#else

scanf(" ( %lf , %lf )", &C(i, j).re, &C(i, j).im);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* nag_zsyr2k (f16zwc).
* Rank 2k update of complex symmetric matrix.
*
*/

nag_zsyr2k(order, uplo, trans, n, k, alpha, a, pda, b, pdb, beta,
c, pdc, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_zsyr2k.\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (uplo == Nag_Upper) {

matrix = Nag_UpperMatrix;
}
else {

matrix = Nag_LowerMatrix;
}
/* Print updated matrix C */
/* nag_gen_complx_mat_print_comp (x04dbc).
* Print complex general matrix (comprehensive)
*/

fflush(stdout);
nag_gen_complx_mat_print_comp(order, matrix, Nag_NonUnitDiag, n, n, c,

pdc, Nag_BracketForm, "%7.3f",
"Updated Matrix C", Nag_IntegerLabels,
0, Nag_IntegerLabels, 0, 80, 0, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_complx_mat_print_comp (x04dbc).\n%s"

"\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);

return exit_status;
}

10.2 Program Data

nag_zsyr2k (f16zwc) Example Program Data
4 2 :Values of n and k
Nag_Lower :Value of uplo
Nag_NoTrans :Value of trans

( -0.5, 0.5) :Value of alpha
( 1.0, 0.0) :Value of beta
( 1.7, -2.3) ( -1.8, 2.4)
( 2.9, -2.1) ( 1.2, 1.4)
( -2.9, 1.0) ( 0.6, 0.8)
( 1.5, 0.9) ( -1.4, -1.7) :End of matrix A
( -0.3, -1.9) ( 2.1, -1.1)
( -2.4, 1.4) ( 0.6, -2.9)
( -0.2, -2.9) ( -1.5, 0.1)
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( 3.5, 0.8) ( 2.2, 3.7) :End of matrix B
( 4.78, 0.00)
( 2.00,-0.30) (-4.11, 0.00)
( 2.89,-1.34) ( 2.36,-4.25) ( 4.15, 0.00)
(-1.89, 1.15) ( 0.04,-3.69) (-0.02, 0.46) ( 0.33, 0.00) :End of matrix C

10.3 Program Results

nag_zsyr2k (f16zwc) Example Program Results

Updated Matrix C
1 2 3 4

1 ( 6.320,-10.500)
2 ( -5.760, -3.840) (-11.330, -5.700)
3 ( 3.720, -0.150) ( 11.390, 4.410) ( -5.420, -4.570)
4 ( 9.020, 3.460) ( -2.025, -7.095) ( 2.465, -5.065) ( -2.840, 12.310)
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NAG Library Chapter Contents

g01 – Simple Calculations on Statistical Data

g01 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g01adc 7 nag_summary_stats_freq
Mean, variance, skewness, kurtosis, etc., one variable, from frequency table

g01aec 6 nag_frequency_table
Frequency table from raw data

g01alc 4 nag_5pt_summary_stats
Five-point summary (median, hinges and extremes)

g01amc 9 nag_double_quantiles
Quantiles of a set of unordered values

g01anc 23 nag_approx_quantiles_fixed
Calculates approximate quantiles from a data stream of known size

g01apc 23 nag_approx_quantiles_arbitrary
Calculates approximate quantiles from a data stream of unknown size

g01atc 24 nag_summary_stats_onevar
Computes univariate summary information: mean, variance, skewness,
kurtosis

g01auc 24 nag_summary_stats_onevar_combine
Combines multiple sets of summary information, for use after
nag_summary_stats_onevar (g01atc)

g01bjc 4 nag_binomial_dist
Binomial distribution function

g01bkc 4 nag_poisson_dist
Poisson distribution function

g01blc 4 nag_hypergeom_dist
Hypergeometric distribution function

g01dac 7 nag_normal_scores_exact
Normal scores, accurate values

g01dcc 7 nag_normal_scores_var
Normal scores, approximate variance-covariance matrix

g01ddc 4 nag_shapiro_wilk_test
Shapiro and Wilk's W test for Normality

g01dhc 4 nag_ranks_and_scores
Ranks, Normal scores, approximate Normal scores or exponential (Savage)
scores

g01eac 4 nag_prob_normal
Probabilities for the standard Normal distribution

g01ebc 1 nag_prob_students_t
Probabilities for Student's t-distribution

g01ecc 1 nag_prob_chi_sq
Probabilities for �2 distribution

g01edc 1 nag_prob_f_dist
Probabilities for F -distribution

g01eec 1 nag_prob_beta_dist
Upper and lower tail probabilities and probability density function for the
beta distribution

g01efc 1 nag_gamma_dist
Probabilities for the gamma distribution

g01emc 7 nag_prob_studentized_range
Computes probability for the Studentized range statistic
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g01epc 7 nag_prob_durbin_watson
Computes bounds for the significance of a Durbin–Watson statistic

g01erc 7 nag_prob_von_mises
Computes probability for von Mises distribution

g01etc 7 nag_prob_landau
Landau distribution function

g01euc 7 nag_prob_vavilov
Vavilov distribution function

g01ewc 25 nag_prob_dickey_fuller_unit
Computes probabilities for the Dickey–Fuller unit root test

g01eyc 7 nag_prob_1_sample_ks
Computes probabilities for the one-sample Kolmogorov–Smirnov
distribution

g01ezc 7 nag_prob_2_sample_ks
Computes probabilities for the two-sample Kolmogorov–Smirnov
distribution

g01fac 4 nag_deviates_normal
Deviates for the Normal distribution

g01fbc 1 nag_deviates_students_t
Deviates for Student's t-distribution

g01fcc 1 nag_deviates_chi_sq
Deviates for the �2 distribution

g01fdc 1 nag_deviates_f_dist
Deviates for the F -distribution

g01fec 1 nag_deviates_beta
Deviates for the beta distribution

g01ffc 1 nag_deviates_gamma_dist
Deviates for the gamma distribution

g01fmc 7 nag_deviates_studentized_range
Computes deviates for the Studentized range statistic

g01ftc 7 nag_deviates_landau
Landau inverse function � xð Þ

g01gbc 6 nag_prob_non_central_students_t
Computes probabilities for the non-central Student's t-distribution

g01gcc 6 nag_prob_non_central_chi_sq
Computes probabilities for the non-central �2 distribution

g01gdc 6 nag_prob_non_central_f_dist
Computes probabilities for the non-central F -distribution

g01gec 6 nag_prob_non_central_beta_dist
Computes probabilities for the non-central beta distribution

g01hac 1 nag_bivariate_normal_dist
Probability for the bivariate Normal distribution

g01hbc 6 nag_multi_normal
Computes probabilities for the multivariate Normal distribution

g01hcc 23 nag_bivariate_students_t
Computes probabilities for the bivariate Student's t-distribution

g01hdc 24 nag_multi_students_t
Computes the probability for the multivariate Student's t-distribution

g01jcc 7 nag_prob_lin_non_central_chi_sq
Computes probability for a positive linear combination of �2 variables

g01jdc 7 nag_prob_lin_chi_sq
Computes lower tail probability for a linear combination of (central) �2

variables
g01kac 9 nag_normal_pdf

Calculates the value for the probability density function of the Normal
distribution at a chosen point
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g01kfc 9 nag_gamma_pdf
Calculates the value for the probability density function of the gamma
distribution at a chosen point

g01kkc 23 nag_gamma_pdf_vector
Computes a vector of values for the probability density function of the
gamma distribution

g01kqc 23 nag_normal_pdf_vector
Computes a vector of values for the probability density function of the
Normal distribution

g01lbc 24 nag_multi_normal_pdf_vector
Computes a vector of values for the probability density function of the
multivariate Normal distribution

g01mbc 7 nag_mills_ratio
Computes reciprocal of Mills' Ratio

g01mtc 7 nag_prob_density_landau
Landau density function 
 �ð Þ

g01muc 7 nag_prob_density_vavilov
Vavilov density function 
V �;�; �2

� �
g01nac 7 nag_moments_quad_form

Cumulants and moments of quadratic forms in Normal variables
g01nbc 7 nag_moments_ratio_quad_forms

Moments of ratios of quadratic forms in Normal variables, and related
statistics

g01ptc 7 nag_moment_1_landau
Landau first moment function �1 xð Þ

g01qtc 7 nag_moment_2_landau
Landau second moment function �2 xð Þ

g01rtc 7 nag_prob_der_landau
Landau derivative function 
0 �ð Þ

g01sac 23 nag_prob_normal_vector
Computes a vector of probabilities for the standard Normal distribution

g01sbc 23 nag_prob_students_t_vector
Computes a vector of probabilities for the Student's t-distribution

g01scc 23 nag_prob_chi_sq_vector
Computes a vector of probabilities for �2 distribution

g01sdc 23 nag_prob_f_vector
Computes a vector of probabilities for F -distribution

g01sec 23 nag_prob_beta_vector
Computes a vector of probabilities for the beta distribution

g01sfc 23 nag_prob_gamma_vector
Computes a vector of probabilities for the gamma distribution

g01sjc 23 nag_prob_binomial_vector
Computes a vector of probabilities for the binomial distribution

g01skc 23 nag_prob_poisson_vector
Computes a vector of probabilities for the Poisson distribution

g01slc 23 nag_prob_hypergeom_vector
Computes a vector of probabilities for the hypergeometric distribution

g01tac 23 nag_deviates_normal_vector
Computes a vector of deviates for the standard Normal distribution

g01tbc 23 nag_deviates_students_t_vector
Computes a vector of deviates for Student's t-distribution

g01tcc 23 nag_deviates_chi_sq_vector
Computes a vector of deviates for �2 distribution

g01tdc 23 nag_deviates_f_vector
Computes a vector of deviates for F -distribution

g01tec 23 nag_deviates_beta_vector
Computes a vector of deviates for the beta distribution
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g01tfc 23 nag_deviates_gamma_vector
Computes a vector of deviates for the gamma distribution

g01wac 24 nag_moving_average
Computes the mean and standard deviation using a rolling window

g01zuc 7 nag_init_vavilov
Initialization function for nag_prob_density_vavilov (g01muc) and nag_
prob_vavilov (g01euc)
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1 Scope of the Chapter

This chapter covers three topics:

summary statistics

statistical distribution functions and their inverses;

testing for Normality and other distributions.

2 Background to the Problems

2.1 Summary Statistics

The summary statistics consist of two groups. The first group are those based on moments; for example
mean, standard deviation, coefficient of skewness, and coefficient of kurtosis (sometimes called the
‘excess of kurtosis’, which has the value 0 for the Normal distribution). These statistics may be
sensitive to extreme observations and some robust versions are available in Chapter g07. The second
group of summary statistics are based on the order statistics, where the ith order statistic in a sample is
the ith smallest observation in that sample. Examples of such statistics are minimum, maximum,
median, hinges and quantiles.

2.2 Statistical Distribution Functions and Their Inverses

Statistical distributions are commonly used in three problems:

evaluation of probabilities and expected frequencies for a distribution model;

testing of hypotheses about the variables being observed;

evaluation of confidence limits for parameters of fitted model, for example the mean of a Normal
distribution.

Random variables can be either discrete (i.e., they can take only a limited number of values) or
continuous (i.e., can take any value in a given range). However, for a large sample from a discrete
distribution an approximation by a continuous distribution, usually the Normal distribution, can be used.
Distributions commonly used as a model for discrete random variables are the binomial,
hypergeometric, and Poisson distributions. The binomial distribution arises when there is a fixed
probability of a selected outcome as in sampling with replacement, the hypergeometric distribution is
used in sampling from a finite population without replacement, and the Poisson distribution is often
used to model counts.

Distributions commonly used as a model for continuous random variables are the Normal, gamma, and
beta distributions. The Normal is a symmetric distribution whereas the gamma is skewed and only
appropriate for non-negative values. The beta is for variables in the range 0; 1½ � and may take many
different shapes. For circular data, the ‘equivalent’ to the Normal distribution is the von Mises
distribution. The assumption of the Normal distribution leads to procedures for testing and interval
estimation based on the �2, F (variance ratio), and Student's t-distributions.

In the hypothesis testing situation, a statistic X with known distribution under the null hypothesis is
evaluated, and the probability � of observing such a value or one more ‘extreme’ value is found. This
probability (the significance) is usually then compared with a preassigned value (the significance level
of the test), to decide whether the null hypothesis can be rejected in favour of an alternate hypothesis on
the basis of the sample values. Many tests make use of those distributions derived from the Normal
distribution as listed above, but for some tests specific distributions such as the Studentized range
distribution and the distribution of the Durbin–Watson test have been derived. Nonparametric tests as
given in Chapter g08, such as the Kolmogorov–Smirnov test, often use statistics with distributions
specific to the test. The probability that the null hypothesis will be rejected when the simple alternate
hypothesis is true (the power of the test) can be found from the noncentral distribution.

The confidence interval problem requires the inverse calculation. In other words, given a probability �,
the value x is to be found, such that the probability that a value not exceeding x is observed is equal to
�. A confidence interval of size 1� 2�, for the quantity of interest, can then be computed as a function
of x and the sample values.
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The required statistics for either testing hypotheses or constructing confidence intervals can be
computed with the aid of functions in this chapter, and Chapter g02 (for regression), Chapter g04 (for
analysis of designed experiments), Chapter g13 (for time series), and Chapter e04 (for nonlinear least
squares problems).

Pseudorandom numbers from many statistical distributions can be generated by functions in Chapter
g05.

2.3 Testing for Normality and Other Distributions

Methods of checking that observations (or residuals from a model) come from a specified distribution,
for example, the Normal distribution, are often based on order statistics. Graphical methods include the
use of probability plots. These can be either P � P plots (probability–probability plots), in which the
empirical probabilities are plotted against the theoretical probabilities for the distribution, or Q�Q
plots (quantile–quantile plots), in which the sample points are plotted against the theoretical quantiles.
Q�Q plots are more common, partly because they are invariant to differences in scale and location. In
either case if the observations come from the specified distribution then the plotted points should
roughly lie on a straight line.

If yi is the ith smallest observation from a sample of size n (i.e., the ith order statistic) then in a Q�Q
plot for a distribution with cumulative distribution function F , the value yi is plotted against xi, where
F xið Þ ¼ i� �ð Þ= n� 2�þ 1ð Þ, a common value of � being 1

2 . For the Normal distribution, the Q�Q
plot is known as a Normal probability plot.

The values xi used in Q�Q plots can be regarded as approximations to the expected values of the
order statistics. For a sample from a Normal distribution the expected values of the order statistics are
known as Normal scores and for an exponential distribution they are known as Savage scores.

An alternative approach to probability plots are the more formal tests. A test for Normality is the
Shapiro and Wilk's W Test, which uses Normal scores. Other tests are the �2 goodness-of-fit test and
the Kolmogorov–Smirnov test; both can be found in Chapter g08.

2.4 Distribution of Quadratic Forms

Many test statistics for Normally distributed data lead to quadratic forms in Normal variables. If X is a
n-dimensional Normal variable with mean � and variance-covariance matrix � then for an n by n
matrix A the quadratic form is

Q ¼ XTAX:

The distribution of Q depends on the relationship between A and �: if A� is idempotent then the
distribution of Q will be central or noncentral �2 depending on whether � is zero.

The distribution of other statistics may be derived as the distribution of linear combinations of quadratic
forms, for example the Durbin–Watson test statistic, or as ratios of quadratic forms. In some cases
rather than the distribution of these functions of quadratic forms the values of the moments may be all
that is required.

2.5 Energy Loss Distributions

An application of distributions in the field of high-energy physics where there is a requirement to model
fluctuations in energy loss experienced by a particle passing through a layer of material. Three models
are commonly used:

(i) Gaussian (Normal) distribution;

(ii) the Landau distribution;

(iii) the Vavilov distribution.

Both the Landau and the Vavilov density functions can be defined in terms of a complex integral. The
Vavilov distribution is the more general energy loss distribution with the Landau and Gaussian being
suitable when the Vavilov parameter � is less than 0:01 and greater than 10:0 respectively.
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2.6 Vectorized Functions

A number of vectorized functions are included in this chapter. Unlike their scalar counterparts, which
take a single set of parameters and perform a single function evaluation, these functions take vectors of
parameters and perform multiple function evaluations in a single call. The input arrays to these
vectorized functions are designed to allow maximum flexibility in the supply of the parameters by
reusing, in a cyclic manner, elements of any arrays that are shorter than the number of functions to be
evaluated, where the total number of functions evaluated is the size of the largest array.

To illustrate this we will consider nag_prob_gamma_vector (g01sfc), a vectorized version of
nag_gamma_dist (g01efc), which calculates the probabilities for a gamma distribution. The gamma
distribution has two parameters � and � therefore nag_prob_gamma_vector (g01sfc) has four input
arrays, one indicating the tail required (tail), one giving the value of the gamma variate, g, whose
probability is required (g), one for � (a) and one for � (b). The lengths of these arrays are ltail, lg, la
and lb respectively.

For sake of argument, lets assume that ltail ¼ 1, lg ¼ 2, la ¼ 3 and lb ¼ 4, then max ltail; lg; la; lbð Þ ¼ 4
values will be returned. These four probabilities would be calculated using the following parameters:

i Tail g � �
1 tail½0� g½0� a½0� b½0�
2 tail½0� g½1� a½1� b½1�
3 tail½0� g½0� a½2� b½2�
4 tail½0� g½1� a½0� b½3�

3 Recommendations on Choice and Use of Available Functions

Descriptive statistics / Exploratory analysis,
summaries,

frequency / contingency table,
one variable ............................................................................... nag_frequency_table (g01aec)

mean, variance, skewness, kurtosis (one variable),
combine summaries ......................................... nag_summary_stats_onevar_combine (g01auc)
from frequency table ........................................................... nag_summary_stats_freq (g01adc)
from raw data .................................................................. nag_summary_stats_onevar (g01atc)

median, hinges / quartiles, minimum, maximum ...................... nag_5pt_summary_stats (g01alc)
quantiles,

approximate,
large data stream of fixed size ................................. nag_approx_quantiles_fixed (g01anc)
large data stream of unknown size .................... nag_approx_quantiles_arbitrary (g01apc)

unordered vector ..................................................................... nag_double_quantiles (g01amc)
rolling window,

mean, standard deviation (one variable) ................................. nag_moving_average (g01wac)

Distributions,
Beta,

central,
deviates,

scalar ......................................................................................... nag_deviates_beta (g01fec)
vectorized ...................................................................... nag_deviates_beta_vector (g01tec)

probabilities and probability density function,
scalar ....................................................................................... nag_prob_beta_dist (g01eec)
vectorized ............................................................................ nag_prob_beta_vector (g01sec)

non-central,
probabilities ............................................................. nag_prob_non_central_beta_dist (g01gec)

binomial,
distribution function,

scalar .............................................................................................. nag_binomial_dist (g01bjc)
vectorized .......................................................................... nag_prob_binomial_vector (g01sjc)

Dickey–Fuller unit root test,
probabilities, ...................................................................... nag_prob_dickey_fuller_unit (g01ewc)
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Durbin–Watson statistic,
probabilities ............................................................................. nag_prob_durbin_watson (g01epc)

energy loss distributions,
Landau,

density ................................................................................ nag_prob_density_landau (g01mtc)
derivative of density .................................................................. nag_prob_der_landau (g01rtc)
distribution ....................................................................................... nag_prob_landau (g01etc)
first moment ........................................................................... nag_moment_1_landau (g01ptc)
inverse distribution ..................................................................... nag_deviates_landau (g01ftc)
second moment ....................................................................... nag_moment_2_landau (g01qtc)

Vavilov,
density .............................................................................. nag_prob_density_vavilov (g01muc)
distribution ..................................................................................... nag_prob_vavilov (g01euc)
initialization ..................................................................................... nag_init_vavilov (g01zuc)

F :
central,

deviates,
scalar ....................................................................................... nag_deviates_f_dist (g01fdc)
vectorized ............................................................................ nag_deviates_f_vector (g01tdc)

probabilities,
scalar ............................................................................................ nag_prob_f_dist (g01edc)
vectorized ................................................................................. nag_prob_f_vector (g01sdc)

non-central,
probabilities .................................................................. nag_prob_non_central_f_dist (g01gdc)

gamma,
deviates,

scalar ................................................................................... nag_deviates_gamma_dist (g01ffc)
vectorized ....................................................................... nag_deviates_gamma_vector (g01tfc)

probabilities,
scalar ................................................................................................. nag_gamma_dist (g01efc)
vectorized ............................................................................ nag_prob_gamma_vector (g01sfc)

probability density function,
scalar ................................................................................................. nag_gamma_pdf (g01kfc)
vectorized ............................................................................. nag_gamma_pdf_vector (g01kkc)

Hypergeometric,
distribution function,

scalar ........................................................................................... nag_hypergeom_dist (g01blc)
vectorized ....................................................................... nag_prob_hypergeom_vector (g01slc)

Kolomogorov–Smirnov,
probabilities,

one-sample ............................................................................. nag_prob_1_sample_ks (g01eyc)
two-sample ............................................................................. nag_prob_2_sample_ks (g01ezc)

Normal,
bivariate,

probabilities ...................................................................... nag_bivariate_normal_dist (g01hac)
multivariate,

probabilities ................................................................................... nag_multi_normal (g01hbc)
probability density function,

vectorized ............................................................... nag_multi_normal_pdf_vector (g01lbc)
quadratic forms,

cumulants and moments .............................................. nag_moments_quad_form (g01nac)
moments of ratios ............................................. nag_moments_ratio_quad_forms (g01nbc)

univariate,
deviates,

scalar ..................................................................................... nag_deviates_normal (g01fac)
vectorized .................................................................. nag_deviates_normal_vector (g01tac)

probabilities,
scalar .......................................................................................... nag_prob_normal (g01eac)
vectorized ....................................................................... nag_prob_normal_vector (g01sac)
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probability density function,
scalar ............................................................................................ nag_normal_pdf (g01kac)
vectorized ......................................................................... nag_normal_pdf_vector (g01kqc)

reciprocal of Mill's Ratio ................................................................. nag_mills_ratio (g01mbc)
Shapiro and Wilk's test for Normality ................................... nag_shapiro_wilk_test (g01ddc)

Poisson,
distribution function,

scalar ................................................................................................ nag_poisson_dist (g01bkc)
vectorized ........................................................................... nag_prob_poisson_vector (g01skc)

Student's t:
central,

bivariate,
probabilities .................................................................... nag_bivariate_students_t (g01hcc)

multivariate,
probabilities ......................................................................... nag_multi_students_t (g01hdc)

univariate,
deviates,

scalar ........................................................................... nag_deviates_students_t (g01fbc)
vectorized ........................................................ nag_deviates_students_t_vector (g01tbc)

probabilities,
scalar ................................................................................ nag_prob_students_t (g01ebc)
vectorized ............................................................. nag_prob_students_t_vector (g01sbc)

non-central,
probabilities ........................................................... nag_prob_non_central_students_t (g01gbc)

Studentized range statistic,
deviates ......................................................................... nag_deviates_studentized_range (g01fmc)
probabilities ....................................................................... nag_prob_studentized_range (g01emc)

von Mises,
probabilities ..................................................................................... nag_prob_von_mises (g01erc)

�2:
central,

deviates ....................................................................................... nag_deviates_chi_sq (g01fcc)
probabilities ...................................................................................... nag_prob_chi_sq (g01ecc)
probability of linear combination .............................................. nag_prob_lin_chi_sq (g01jdc)

non-central,
probabilities ................................................................. nag_prob_non_central_chi_sq (g01gcc)
probability of linear combination ......................... nag_prob_lin_non_central_chi_sq (g01jcc)

vectorized deviates ............................................................... nag_deviates_chi_sq_vector (g01tcc)
vectorized probabilities ............................................................. nag_prob_chi_sq_vector (g01scc)

Scores,
Normal scores,

accurate ................................................................................... nag_normal_scores_exact (g01dac)
variance-covariance matrix ........................................................ nag_normal_scores_var (g01dcc)

Normal scores, ranks or exponential (Savage) scores ..................... nag_ranks_and_scores (g01dhc)

Note: the Student's t, �2, and F functions do not aim to achieve a high degree of accuracy, only about
four or five significant figures, but this should be quite sufficient for hypothesis testing. However, both
the Student's t and the F -distributions can be transformed to a beta distribution and the �2-distribution
can be transformed to a gamma distribution, so a higher accuracy can be obtained by calls to the
gamma or beta functions.

Note: nag_ranks_and_scores (g01dhc) computes either ranks, approximations to the Normal scores,
Normal, or Savage scores for a given sample. nag_ranks_and_scores (g01dhc) also gives you control
over how it handles tied observations. nag_normal_scores_exact (g01dac) computes the Normal scores
for a given sample size to a requested accuracy; the scores are returned in ascending order.
nag_normal_scores_exact (g01dac) can be used if either high accuracy is required or if Normal scores
are required for many samples of the same size, in which case you will have to sort the data or scores.
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3.1 Working with Streamed or Extremely Large Datasets

The majority of the functions in this chapter are ‘in-core’, that is all the data required must be held in
memory prior to calling the function. In some situations this might not be possible, for example, when
working with extremely large datasets or where all of the data is not available at once (i.e., the data is
being streamed).

There are five functions in this chapter applicable to datasets of this form:

nag_summary_stats_onevar (g01atc) computes the mean, variance and the coefficients of skewness and
kurtosis for a single variable.

nag_summary_stats_onevar_combine (g01auc), takes the results from two calls to nag_summary_s
tats_onevar (g01atc) and combines them, returning the mean, variance and the coefficients of skewness
and kurtosis for the combined dataset. This function allows the easy utilization of more than one
processor to spread the computational burden inherent in summarising a very large dataset.

nag_approx_quantiles_fixed (g01anc) and nag_approx_quantiles_arbitrary (g01apc) compute the
approximate quantiles for a dataset of known and unknown size respectively.

nag_moving_average (g01wac) computes the mean and standard deviation in a rolling window.

In addition, see nag_sum_sqs (g02buc) and nag_sum_sqs_combine (g02bzc) for functions to summarise
two or more variables.

4 Auxiliary Functions Associated with Library Function Arguments

None.

5 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_summary_stats_1var (g01aac) 26 nag_summary_stats_onevar (g01atc)
nag_deviates_normal_dist (g01cec) 24 nag_deviates_normal (g01fac)

6 References
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Tukey J W (1977) Exploratory Data Analysis Addison–Wesley
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NAG Library Function Document

nag_summary_stats_freq (g01adc)

1 Purpose

nag_summary_stats_freq (g01adc) calculates the mean, standard deviation and coefficients of skewness
and kurtosis for data grouped in a frequency distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_summary_stats_freq (Integer k, const double x[],
const Integer ifreq[], double *xmean, double *xsd, double *xskew,
double *xkurt, Integer *n, NagError *fail)

3 Description

The input data consist of a univariate frequency distribution, denoted by fi, for i ¼ 1; 2; . . . ; k� 1, and
the boundary values of the classes xi, for i ¼ 1; 2; . . . ; k. Thus the frequency associated with the interval
xi; xiþ1ð Þ is fi, and nag_summary_stats_freq (g01adc) assumes that all the values in this interval are
concentrated at the point

yi ¼ xiþ1 þ xið Þ=2; i ¼ 1; 2; . . . ; k� 1:

The following quantities are calculated:

(a) total frequency,

n ¼
Xk�1
i¼1
fi:

(b) mean,

�y ¼

Xk�1
i¼1
fiyi

n
:

(c) standard deviation,

s2 ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXk�1
i¼1
fi yi � �yð Þ2

n� 1ð Þ

vuuuut
; n 	 2:

(d) coefficient of skewness,

s3 ¼

Xk�1
i¼1
fi yi � �yð Þ3

n� 1ð Þ � s32
; n 	 2:

(e) coefficient of kurtosis,

s4 ¼

Xk�1
i¼1
fi yi � �yð Þ4

n� 1ð Þ � s42
� 3; n 	 2:
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The function has been developed primarily for groupings of a continuous variable. If, however, the
function is to be used on the frequency distribution of a discrete variable, taking the values y1; . . . ; yk�1,
then the boundary values for the classes may be defined as follows:

(i) for k > 2,

x1 ¼ 3y1 � y2ð Þ=2
xj ¼ yj�1 þ yj

� �
=2; j ¼ 2; . . . ; k� 1

xk ¼ 3yk�1 � yk�2ð Þ=2
(ii) for k ¼ 2,

x1 ¼ y1 � a and x2 ¼ y1 þ a for any a > 0:

4 References

None.

5 Arguments

1: k – Integer Input

On entry: k, the number of class boundaries, which is one more than the number of classes of the
frequency distribution.

Constraint: k > 1.

2: x½k� – const double Input

On entry: the elements of x must contain the boundary values of the classes in ascending order,
so that class i is bounded by the values in x½i � 1� and x½i�, for i ¼ 1; 2; . . . ; k� 1.

Constraint: x½i� < x½i þ 1�, for i ¼ 0; 1; . . . ; k� 2.

3: ifreq½k� – const Integer Input

On entry: the ith element of ifreq must contain the frequency associated with the ith class, for
i ¼ 1; 2; . . . ; k� 1. ifreq½k� 1� is not used by the function.

Constraints:

ifreq½i � 1� 	 0, for i ¼ 1; 2; . . . ; k� 1;Xk�1
i¼1

ifreq½i� 1� > 0.

4: xmean – double * Output

On exit: the mean value, �y.

5: xsd – double * Output

On exit: the standard deviation, s2.

6: xskew – double * Output

On exit: the coefficient of skewness, s3.

7: xkurt – double * Output

On exit: the coefficient of kurtosis, s4.

8: n – Integer * Output

On exit: the total frequency, n.
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FREQ_CONS

Either ifreq½i� < 0 for some i, or the sum of frequencies is zero.

NE_FREQ_SUM

The total frequency is less than 2.

NE_INT

On entry, k ¼ valueh i.
Constraint: k > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

On entry, I ¼ valueh i, x½I � 2� ¼ valueh i and x½I � 1� ¼ valueh i.
Constraint: x½I � 2� � x½I � 1�.

7 Accuracy

The method used is believed to be stable.

8 Parallelism and Performance

nag_summary_stats_freq (g01adc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_summary_stats_freq (g01adc) increases linearly with k.
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10 Example

In the example program, NPROB determines the number of sets of data to be analysed. For each
analysis, the boundary values of the classes and the frequencies are read. After nag_summary_stats_freq
(g01adc) has been successfully called, the input data and calculated quantities are printed. In the
example, there is one set of data, with 14 classes.

10.1 Program Text

/* nag_summary_stats_freq (g01adc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double xsd, xskew, xkurt, xmean;
Integer exit_status = 0, i, j, k, kmin1, n, nprob;

NagError fail;

/* Arrays */
double *x = 0;
Integer *ifreq = 0;

INIT_FAIL(fail);

printf("nag_summary_stats_freq (g01adc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &nprob);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &nprob);

#endif
for (j = 1; j <= nprob; ++j) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &kmin1);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &kmin1);

#endif
k = kmin1 + 1;

/* Allocate memory */
if (!(x = NAG_ALLOC(k, double)) || !(ifreq = NAG_ALLOC(k, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= kmin1; ++i)
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#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "", &x[i - 1], &ifreq[i - 1]);

#else
scanf("%lf%" NAG_IFMT "", &x[i - 1], &ifreq[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &x[k - 1]);
#else

scanf("%lf%*[^\n] ", &x[k - 1]);
#endif

printf("\nProblem %4" NAG_IFMT "\n", j);
printf("Number of classes %4" NAG_IFMT "\n", kmin1);

/* nag_summary_stats_freq (g01adc).
* Mean, variance, skewness, kurtosis, etc., one variable,
* from frequency table
*/

nag_summary_stats_freq(k, x, ifreq, &xmean, &xsd, &xskew, &xkurt, &n,
&fail);

if (fail.code == NE_NOERROR) {
printf("Successful call of " "nag_summary_stats_freq (g01adc)\n\n");
printf(" Class Frequency\n\n");
for (i = 1; i <= kmin1; ++i)

printf("%10.2f%10.2f%12" NAG_IFMT "\n", x[i - 1], x[i], ifreq[i - 1]);

printf("\n Mean %16.4f\n", xmean);
printf(" Std devn%13.4f\n", xsd);
printf(" Skewness%13.4f\n", xskew);
printf(" Kurtosis%13.4f\n", xkurt);
printf(" Number of cases%8" NAG_IFMT "\n", n);

}
else {

printf("Error from nag_summary_stats_freq (g01adc).\n%s\n",
fail.message);

exit_status = 1;
}
NAG_FREE(x);
NAG_FREE(ifreq);

}
END:

NAG_FREE(x);
NAG_FREE(ifreq);
return exit_status;

}

10.2 Program Data

nag_summary_stats_freq (g01adc) Example Program Data
1

14
9.3 3 12 19 14 52 16 96
18 121 20 115 22 86 24 70
26 49 28 31 30 16 32 6
34 8 36 7 39.7

10.3 Program Results

nag_summary_stats_freq (g01adc) Example Program Results

Problem 1
Number of classes 14
Successful call of nag_summary_stats_freq (g01adc)

Class Frequency

9.30 12.00 3
12.00 14.00 19
14.00 16.00 52
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16.00 18.00 96
18.00 20.00 121
20.00 22.00 115
22.00 24.00 86
24.00 26.00 70
26.00 28.00 49
28.00 30.00 31
30.00 32.00 16
32.00 34.00 6
34.00 36.00 8
36.00 39.70 7

Mean 21.4932
Std devn 4.9325
Skewness 0.7072
Kurtosis 0.5738
Number of cases 679
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NAG Library Function Document

nag_frequency_table (g01aec)

1 Purpose

nag_frequency_table (g01aec) constructs a frequency distribution of a variable, according to either user-
supplied, or function-calculated class boundary values.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_frequency_table (Integer n, const double x[], Integer num_class,
Nag_ClassBoundary classb, double cint[], Integer ifreq[], double *xmin,
double *xmax, NagError *fail)

3 Description

The data consists of a sample of n observations of a continuous variable, denoted by xi, for
i ¼ 1; 2; . . . ; n. Let a ¼ min x1; . . . ; xnð Þ and b ¼ max x1; . . . ; xnð Þ.
nag_frequency_table (g01aec) constructs a frequency distribution with k > 1ð Þ classes denoted by fi, for
i ¼ 1; 2; . . . ; k.

The boundary values may be either user-supplied, or function-calculated, and are denoted by yj, for
j ¼ 1; 2; . . . ; k� 1.

If the boundary values of the classes are to be function-calculated, then they are determined in one of
the following ways:

(a) if k > 2, the range of x values is divided into k� 2 intervals of equal length, and two extreme
intervals, defined by the class boundary values y1; y2; . . . ; yk�1;

(b) if k ¼ 2, y1 ¼ 1
2 aþ bð Þ .

However formed, the values y1; . . . ; yk�1 are assumed to be in ascending order. The class frequencies
are formed with

f1 ¼ the number of x values in the interval �1; y1ð Þ
fi ¼ the number of x values in the interval yi�1; yi½ Þ, i ¼ 2; . . . ; k� 1

fk ¼ the number of x values in the interval yk�1;1½ Þ,
where [ means inclusive, and ) means exclusive. If the class boundary values are function-calculated
and k > 2, then f1 ¼ fk ¼ 0, and y1 and yk�1 are chosen so that y1 < a and yk�1 > b.

If a frequency distribution is required for a discrete variable, then it is suggested that you supply the
class boundary values; function-calculated boundary values may be slightly imprecise (due to the
adjustment of y1 and yk�1 outlined above) and cause values very close to a class boundary to be
assigned to the wrong class.

4 References

None.
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5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

2: x½n� – const double Input

On entry: the sample of observations of the variable for which the frequency distribution is
required, xi, for i ¼ 1; 2; . . . ; n. The values may be in any order.

3: num class – Integer Input

On entry: k, the number of classes desired in the frequency distribution. Whether or not class
boundary values are user-supplied, num_class must include the two extreme classes which
stretch to 
1.

Constraint: num class 	 2.

4: classb – Nag_ClassBoundary Input

On entry: indicates whether class boundary values are to be calculated within nag_frequency_
table (g01aec), or are supplied by you.

If classb ¼ Nag ClassBoundaryComp, then the class boundary values are to be calculated within
the function.

If classb ¼ Nag ClassBoundaryUser, they are user-supplied.

Constraint: classb ¼ Nag ClassBoundaryComp or Nag ClassBoundaryUser.

5: cint½num class� – double Input/Output

On entry: if classb ¼ Nag ClassBoundaryComp, then the elements of cint need not be assigned
values, as nag_frequency_table (g01aec) calculates k� 1 class boundary values.

If classb ¼ Nag ClassBoundaryUser, the first k� 1 elements of cint must contain the class
boundary values you supplied, in ascending order.

On exit: the first k� 1 elements of cint contain the class boundary values in ascending order.

Constraint: if classb ¼ Nag ClassBoundaryUser, cint½i � 1� < cint½i�, for i ¼ 1; 2; . . . ; k� 2.

6: ifreq½num class� – Integer Output

On exit: the elements of ifreq contain the frequencies in each class, fi, for i ¼ 1; 2; . . . ; k. In
particular ifreq½0� contains the frequency of the class up to cint½0�, f1, and ifreq½k� 1� contains
the frequency of the class greater than cint½k� 2�, fk.

7: xmin – double * Output

On exit: the smallest value in the sample, a.

8: xmax – double * Output

On exit: the largest value in the sample, b.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, num class ¼ valueh i.
Constraint: num class 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, cint½ valueh i� ¼ valueh i and cint½ valueh i� ¼ valueh i.
Constraint: cint½ valueh i� < cint½ valueh i�.

7 Accuracy

The method used is believed to be stable.

8 Parallelism and Performance

nag_frequency_table (g01aec) is not threaded in any implementation.

9 Further Comments

The time taken by nag_frequency_table (g01aec) increases with num_class and n. It also depends on
the distribution of the sample observations.

10 Example

This example summarises a number of datasets. For each dataset the sample observations and optionally
class boundary values are read. nag_frequency_table (g01aec) is then called and the frequency
distribution and largest and smallest observations printed.
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10.1 Program Text

/* nag_frequency_table (g01aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0, i, j, *jfreq = 0, n, nprob, num_class;
char nag_enum_arg[40];
Nag_ClassBoundary classb;
double *a = 0, *c = 0, xmax, xmin;
NagError fail;

INIT_FAIL(fail);

printf("nag_frequency_table (g01aec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nprob);

#else
scanf("%" NAG_IFMT "", &nprob);

#endif
for (i = 1; i <= nprob; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %39s %" NAG_IFMT "", &n, nag_enum_arg,

(unsigned)_countof(nag_enum_arg), &num_class);
#else

scanf("%" NAG_IFMT " %39s %" NAG_IFMT "", &n, nag_enum_arg, &num_class);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

classb = (Nag_ClassBoundary) nag_enum_name_to_value(nag_enum_arg);
if (!(a = NAG_ALLOC(n, double))

|| !(c = NAG_ALLOC(num_class - 1, double))
|| !(jfreq = NAG_ALLOC(num_class, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &a[j - 1]);

#else
scanf("%lf", &a[j - 1]);

#endif
printf("Problem %" NAG_IFMT "\n", i);
printf("Number of cases %" NAG_IFMT "\n", n);
printf("Number of classes, including extreme classes %" NAG_IFMT "\n",

num_class);
if (classb != Nag_ClassBoundaryUser)

printf("Routine-supplied class boundaries\n\n");
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else {
for (j = 1; j <= num_class - 1; ++j)

#ifdef _WIN32
scanf_s("%lf", &c[j - 1]);

#else
scanf("%lf", &c[j - 1]);

#endif
printf("User-supplied class boundaries\n");

}
/* nag_frequency_table (g01aec).
* Frequency table from raw data
*/

nag_frequency_table(n, a, num_class, classb, c, jfreq, &xmin, &xmax,
&fail);

if (fail.code == NE_NOERROR) {
printf("Successful call of " "nag_frequency_table (g01aec)\n\n");
printf("*** Frequency distribution ***\n\n");
printf(" Class Frequency\n\n");
printf(" Up to %8.2f %11" NAG_IFMT "\n", c[0], jfreq[0]);
if (num_class - 1 > 1) {

for (j = 2; j <= num_class - 1; ++j)
printf("%8.2f to %8.2f %11" NAG_IFMT "\n", c[j - 2],

c[j - 1], jfreq[j - 1]);
}
printf("%8.2f and over %9" NAG_IFMT "\n\n",

c[num_class - 2], jfreq[num_class - 1]);
printf("Total frequency = %" NAG_IFMT "\n", n);
printf("Minimum = %9.2f\n", xmin);
printf("Maximum = %9.2f\n", xmax);

}
else {

printf("Error from nag_frequency_table (g01aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(jfreq);

}

END:
NAG_FREE(a);
NAG_FREE(c);
NAG_FREE(jfreq);

return exit_status;
}

10.2 Program Data

nag_frequency_table (g01aec) Example Program Data
1
70 Nag_ClassBoundaryComp 7

22.3 21.6 22.6 22.4 22.4 22.4 22.1 21.9 23.1 23.4
23.4 22.6 22.5 22.5 22.1 22.6 22.3 22.4 21.8 22.3
22.1 23.6 20.8 22.2 23.1 21.1 21.7 21.4 21.6 22.5
21.2 22.6 22.2 22.2 21.4 21.7 23.2 23.1 22.3 22.3
21.1 21.4 21.5 21.8 22.8 21.4 20.7 21.6 23.2 23.6
22.7 21.7 23.0 21.9 22.6 22.1 22.2 23.4 21.5 23.0
22.8 21.4 23.2 21.8 21.2 22.0 22.4 22.8 23.2 23.6

10.3 Program Results

nag_frequency_table (g01aec) Example Program Results

Problem 1
Number of cases 70
Number of classes, including extreme classes 7
Routine-supplied class boundaries
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Successful call of nag_frequency_table (g01aec)

*** Frequency distribution ***

Class Frequency

Up to 20.70 0
20.70 to 21.28 6
21.28 to 21.86 16
21.86 to 22.44 21
22.44 to 23.02 14
23.02 to 23.60 13
23.60 and over 0

Total frequency = 70
Minimum = 20.70
Maximum = 23.60
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NAG Library Function Document

nag_5pt_summary_stats (g01alc)

1 Purpose

nag_5pt_summary_stats (g01alc) calculates a five-point summary for a single sample.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_5pt_summary_stats (Integer n, const double x[], double res[],
NagError *fail)

3 Description

nag_5pt_summary_stats (g01alc) calculates the minimum, lower hinge, median, upper hinge and the
maximum of a sample of n observations.

The data consist of a single sample of n observations denoted by xi and let zi, for i ¼ 1; 2; . . . ; n,
represent the sample observations sorted into ascending order.

Let m ¼ n
2
if n is even and

nþ 1ð Þ
2

if n is odd,

and k ¼ m
2

if m is even and
mþ 1ð Þ

2
if m is odd.

Then we have

Minimum ¼ z1,
Maximum ¼ zn,
Median ¼ zm if n is odd,

¼ zm þ zmþ1
2

if n is even,

Lower hinge ¼ zk if m is odd,

¼ zk þ zkþ1
2

if m is even,

Upper hinge ¼ zn�kþ1 if m is odd,

¼ zn�k þ zn�kþ1
2

if m is even.

4 References

Erickson B H and Nosanchuk T A (1985) Understanding Data Open University Press, Milton Keynes

Tukey J W (1977) Exploratory Data Analysis Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, number of observations in the sample.

Constraint: n 	 5.
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2: x½n� – const double Input

On entry: the sample observations, x1; x2; . . . ; xn.

3: res½5� – double Output

On exit: res contains the five-point summary.

res½0�
The minimum.

res½1�
The lower hinge.

res½2�
The median.

res½3�
The upper hinge.

res½4�
The maximum.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 5.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computations are stable.
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8 Parallelism and Performance

nag_5pt_summary_stats (g01alc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_5pt_summary_stats (g01alc) is proportional to n.

10 Example

This example calculates a five-point summary for a sample of 12 observations.

10.1 Program Text

/* nag_5pt_summary_stats (g01alc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0, i, n;
NagError fail;
double *res = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_5pt_summary_stats (g01alc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " ", &n);
#else

scanf("%" NAG_IFMT " ", &n);
#endif

if (n >= 5) {
if (!(x = NAG_ALLOC(n, double)) || !(res = NAG_ALLOC(5, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf ", &x[i - 1]);

#else
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scanf("%lf ", &x[i - 1]);
#endif

/* nag_5pt_summary_stats (g01alc).
* Five-point summary (median, hinges and extremes)
*/

nag_5pt_summary_stats(n, x, res, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_5pt_summary_stats (g01alc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Maximum %16.4f\n", res[4]);
printf(" Upper Hinge %16.4f\n", res[3]);
printf(" Median %16.4f\n", res[2]);
printf(" Lower Hinge %16.4f\n", res[1]);
printf(" Minimum %16.4f\n", res[0]);

END:
NAG_FREE(x);
NAG_FREE(res);

return exit_status;
}

10.2 Program Data

nag_5pt_summary_stats (g01alc) Example Program Data
12
12.0 9.0 2.0 5.0 6.0 8.0 2.0 7.0 3.0 1.0 11.0 10.0

10.3 Program Results

nag_5pt_summary_stats (g01alc) Example Program Results

Maximum 12.0000
Upper Hinge 9.5000
Median 6.5000
Lower Hinge 2.5000
Minimum 1.0000
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NAG Library Function Document

nag_double_quantiles (g01amc)

1 Purpose

nag_double_quantiles (g01amc) finds specified quantiles from a vector of unsorted data.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_double_quantiles (Integer n, double rv[], Integer nq,
const double q[], double qv[], NagError *fail)

3 Description

A quantile is a value which divides a frequency distribution such that there is a given proportion of data
values below the quantile. For example, the median of a dataset is the 0:5 quantile because half the
values are less than or equal to it; and the 0:25 quantile is the 25th percentile.

nag_double_quantiles (g01amc) uses a modified version of Singleton's ‘median-of-three’ Quicksort
algorithm (Singleton (1969)) to determine specified quantiles of a vector of real values. The input
vector is partially sorted, as far as is required to compute desired quantiles; for a single quantile, this is
much faster than sorting the entire vector. Where necessary, linear interpolation is also carried out to
return the values of quantiles which lie between two data points.

4 References

Singleton R C (1969) An efficient algorithm for sorting with minimal storage: Algorithm 347 Comm.
ACM 12 185–187

5 Arguments

1: n – Integer Input

On entry: the number of elements in the input vector rv.

Constraint: n > 0.

2: rv½n� – double Input/Output

On entry: the vector whose quantiles are to be determined.

On exit: the order of the elements in rv is not, in general, preserved.

3: nq – Integer Input

On entry: the number of quantiles requested.

Constraint: nq > 0.

4: q½nq� – const double Input

On entry: the quantiles to be calculated, in ascending order. Note that these must be between 0:0
and 1:0, with 0:0 returning the smallest element and 1:0 the largest.
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Constraints:

0:0 � q½i � 1� � 1:0, for i ¼ 1; 2; . . . ; nq;
q½i � 1� � q½i�, for i ¼ 1; 2; . . . ; nq� 1.

5: qv½nq� – double Output

On exit: qv½i� 1� contains the quantile specified by the value provided in q½i� 1�, or an
interpolated value if the quantile falls between two data values.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, nq ¼ valueh i.
Constraint: nq > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_Q_NOT_ASCENDING

On entry, q was not in ascending order.

NE_Q_OUT_OF_RANGE

On entry, an element of q was less than 0:0 or greater than 1:0.

NE_STACK_OVERFLOW

Internal error. Please contact NAG.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_double_quantiles (g01amc) is not threaded in any implementation.

9 Further Comments

The average time taken by nag_double_quantiles (g01amc) is approximately proportional to
n� 1þ log nqð Þð Þ. The worst case time is proportional to n2 but this is extremely unlikely to occur.

10 Example

This example computes a list of quantiles from an array of doubles and an array of point values.

10.1 Program Text

/* nag_double_quantiles (g01amc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nag_stddef.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n, nq;
/* Arrays */
double *vec = 0, *quants = 0, *quant_vec = 0;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_double_quantiles (g01amc) Example Program Results\n");
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nq);
#else

scanf("%" NAG_IFMT "", &nq);
#endif

if (n >= 1 && nq >= 1) {
if (!(vec = NAG_ALLOC(n, double)) ||

!(quants = NAG_ALLOC(nq, double)) ||
!(quant_vec = NAG_ALLOC(nq, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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}
else {

if (n < 1) {
printf("Invalid n.\n");

}
else {

printf("Invalid nq.\n");
}
exit_status = 1;
goto END;

}
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &vec[i]);

#else
scanf("%lf", &vec[i]);

#endif
for (i = 0; i < nq; ++i)

#ifdef _WIN32
scanf_s("%lf", &quants[i]);

#else
scanf("%lf", &quants[i]);

#endif

/* nag_double_quantiles (g01amc).
* Find quantiles of set of values of data type double
*/

nag_double_quantiles(n, vec, nq, quants, quant_vec, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_double_quantiles (g01amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Quantile Result\n\n");
for (i = 0; i < nq; ++i) {

printf(" %7.4f %7.4f\n", quants[i], quant_vec[i]);
}

END:
NAG_FREE(vec);
NAG_FREE(quants);
NAG_FREE(quant_vec);

return exit_status;
}

10.2 Program Data

nag_double_quantiles (g01amc) Example Program Data
22
5
0.5 0.729 0.861 0.44 0.791 0.001 0.062 0.912 0.27 0.141 0.32 0.133
0.654 0.285 0.553 0.438 0.316 0.696 0.718 0.293 0.704 0.029
0.0 0.25 0.73 0.9 1.0

10.3 Program Results

nag_double_quantiles (g01amc) Example Program Results
Quantile Result

0.0000 0.0010
0.2500 0.2737
0.7300 0.6986
0.9000 0.7848
1.0000 0.9120
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NAG Library Function Document

nag_approx_quantiles_fixed (g01anc)

1 Purpose

nag_approx_quantiles_fixed (g01anc) finds approximate quantiles from a data stream of known size
using an out-of-core algorithm.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_approx_quantiles_fixed (Integer *ind, Integer n, const double rv[],
Integer nb, double eps, Integer *np, const double q[], double qv[],
Integer nq, double rcomm[], Integer lrcomm, Integer icomm[],
Integer licomm, NagError *fail)

3 Description

A quantile is a value which divides a frequency distribution such that there is a given proportion of data
values below the quantile. For example, the median of a dataset is the 0:5 quantile because half the
values are less than or equal to it.

nag_approx_quantiles_fixed (g01anc) uses a slightly modified version of an algorithm described in a
paper by Zhang and Wang (2007) to determine �-approximate quantiles of a data stream of n real
values, where n is known. Given any quantile q 2 0:0; 1:0½ �, an �-approximate quantile is defined as an
element in the data stream whose rank falls within q � �ð Þn; q þ �ð Þn½ �. In case of more than one
�-approximate quantile being available, the one closest to qn is returned.

4 References

Zhang Q and Wang W (2007) A fast algorithm for approximate quantiles in high speed data streams
Proceedings of the 19th International Conference on Scientific and Statistical Database Management
IEEE Computer Society 29

5 Arguments

1: ind – Integer * Input/Output

On entry: indicates the action required in the current call to nag_approx_quantiles_fixed
(g01anc).

ind ¼ 0
Return the required length of rcomm and icomm in icomm½0� and icomm½1� respectively.
n and eps must be set and licomm must be at least 2.

ind ¼ 1
Initialise the communication arrays and process the first nb values from the data stream as
supplied in rv.

ind ¼ 2
Process the next block of nb values from the data stream. The calling program must
update rv and (if required) nb, and re-enter nag_approx_quantiles_fixed (g01anc) with all
other parameters unchanged.
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ind ¼ 3
Calculate the nq �-approximate quantiles specified in q. The calling program must set q
and nq and re-enter nag_approx_quantiles_fixed (g01anc) with all other parameters
unchanged. This option can be chosen only when np 	 exp 1:0ð Þ=epsd e.

On exit: indicates output from a successful call.

ind ¼ 1
Lengths of rcomm and icomm have been returned in icomm½0� and icomm½1� respectively.

ind ¼ 2
nag_approx_quantiles_fixed (g01anc) has processed np data points and expects to be
called again with additional data (i.e., np < n).

ind ¼ 3
nag_approx_quantiles_fixed (g01anc) has returned the requested �-approximate quantiles in
qv. These quantiles are based on np data points.

ind ¼ 4
Routine has processed all n data points (i.e., np ¼ n).

Constraint: on entry ind ¼ 0, 1, 2 or 3.

2: n – Integer Input

On entry: n, the total number of values in the data stream.

Constraint: n > 0.

3: rv½dim� – const double Input

Note: the dimension, dim, of the array rv must be at least nb when ind ¼ 1 or 2.

On entry: if ind ¼ 1 or 2, the vector containing the current block of data, otherwise rv is not
referenced.

4: nb – Integer Input

On entry: if ind ¼ 1 or 2, the size of the current block of data. The size of blocks of data in array
rv can vary; therefore nb can change between calls to nag_approx_quantiles_fixed (g01anc).

Constraint: if ind ¼ 1 or 2, nb > 0.

5: eps – double Input

On entry: approximation factor �.

Constraint: eps 	 exp 1:0ð Þ=n and eps � 1:0.

6: np – Integer * Output

On exit: the number of elements processed so far.

7: q½dim� – const double Input

Note: the dimension, dim, of the array q must be at least nq when ind ¼ 3.

On entry: if ind ¼ 3, the quantiles to be calculated, otherwise q is not referenced. Note that
q½i� ¼ 0:0, corresponds to the minimum value and q½i� ¼ 1:0 to the maximum value.

Constraint: if ind ¼ 3, 0:0 � q½i � 1� � 1:0, for i ¼ 1; 2; . . . ; nq.

8: qv½dim� – double Output

Note: the dimension, dim, of the array qv must be at least nq when ind ¼ 3.

On exit: if ind ¼ 3, qv½i� contains the �-approximate quantiles specified by the value provided in
q½i�.
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9: nq – Integer Input

On entry: if ind ¼ 3, the number of quantiles requested, otherwise nq is not referenced.

Constraint: if ind ¼ 3, nq > 0.

10: rcomm½lrcomm� – double Communication Array
11: lrcomm – Integer Input

On entry: the dimension of the array rcomm.

Constraint: if ind 6¼ 0, lrcomm must be at least equal to the value returned in icomm½0� by a call
to nag_approx_quantiles_fixed (g01anc) with ind ¼ 0. This will not be more than
xþ 2�min x; x=2:0d e þ 1ð Þ � log2 n=xþ 1:0ð Þ þ 1, where x ¼ max 1; log eps� nð Þ=epsb cð Þ.

12: icomm½licomm� – Integer Communication Array
13: licomm – Integer Input

On entry: the dimension of the array icomm.

Constraints:

if ind ¼ 0, licomm 	 2;
otherwise licomm must be at least equal to the value returned in icomm½1� by a call to
nag_approx_quantiles_fixed (g01anc) with ind ¼ 0. This will not be more than
2� xþ 2�min x; x=2:0d e þ 1ð Þ � yð Þ þ yþ 6, where x ¼ max 1; log eps� nð Þ=epsb cð Þ
and y ¼ log2 n=xþ 1:0ð Þ þ 1.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, licomm is too small: licomm ¼ valueh i.
On entry, lrcomm is too small: lrcomm ¼ valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ind ¼ 1 or 2 and nb ¼ valueh i.
Constraint: if ind ¼ 1 or 2 then nb > 0.

On entry, ind ¼ 3 and nq ¼ valueh i.
Constraint: if ind ¼ 3 then nq > 0.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0, 1, 2 or 3.

On entry, n ¼ valueh i.
Constraint: n > 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_Q_OUT_OF_RANGE

On entry, ind ¼ 3 and q½ valueh i� ¼ valueh i.
Constraint: if ind ¼ 3 then 0:0 � q½i� � 1:0 for all i.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: exp 1:0ð Þ=n � eps � 1:0.

NE_TOO_SMALL

Number of data elements streamed, valueh i is not sufficient for a quantile query when
eps ¼ valueh i.
Supply more data or reprocess the data with a higher eps value.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_approx_quantiles_fixed (g01anc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The average time taken by nag_approx_quantiles_fixed (g01anc) is nlog 1=�log �nð Þð Þ.

10 Example

This example calculates �-approximate quantile for q ¼ 0:25, 0:5 and 1:0 for a data stream of 60 values.
The stream is read in four blocks of varying size.

10.1 Program Text

/* nag_approx_quantiles_fixed (g01anc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
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#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, ind, j, licomm, lrcomm, n, nb, np, nq, nrv;
double eps;
/* Arrays */
double *q = 0, *qv = 0, *rcomm = 0, *rv = 0, trcomm[1], trv[1];
Integer *icomm = 0, ticomm[2];
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_approx_quantiles_fixed (g01anc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &eps);
#else

scanf("%lf%*[^\n] ", &eps);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nq);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nq);
#endif

if (!(qv = NAG_ALLOC(nq, double)) || !(q = NAG_ALLOC(nq, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the quantiles that are required */
for (i = 0; i < nq; ++i)

#ifdef _WIN32
scanf_s("%lf", &q[i]);

#else
scanf("%lf", &q[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Call the routine for the first time to obtain lrcomm and licomm */
nb = lrcomm = 1;
licomm = 2;
ind = 0;
nag_approx_quantiles_fixed(&ind, n, trv, nb, eps, &np, q, qv,

nq, trcomm, lrcomm, ticomm, licomm, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_approx_quantiles_fixed (g01anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Use calculated array sizes to allocate the communication arrays */
lrcomm = ticomm[0];
licomm = ticomm[1];
if (!(rcomm = NAG_ALLOC(lrcomm, double)) ||

!(icomm = NAG_ALLOC(licomm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the number of blocks of data */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nrv);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nrv);
#endif

/* Loop over each block of data */
for (i = 0; i < nrv; ++i) {

/* Read in the size of the i’th block of data */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nb);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nb);
#endif

/* Reallocate rv */
NAG_FREE(rv);
if (!(rv = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data for the i’th block */
for (j = 0; j < nb; ++j)

#ifdef _WIN32
scanf_s("%lf", &rv[j]);

#else
scanf("%lf", &rv[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Update the summaries based on the i’th block of data */
nag_approx_quantiles_fixed(&ind, n, rv, nb, eps, &np, q, qv, nq,

rcomm, lrcomm, icomm, licomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_approx_quantiles_fixed (g01anc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
if (ind == 4)

break;
}

/* Call the routine again to calculate quantiles specified in vector q */
ind = 3;
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nag_approx_quantiles_fixed(&ind, n, rv, nb, eps, &np, q, qv, nq, rcomm,
lrcomm, icomm, licomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_approx_quantiles_fixed (g01anc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print the results */
printf("\n Input data:\n");
printf(" %" NAG_IFMT " observations\n", n);
printf(" eps = %5.2f\n", eps);
printf(" Quantile Result\n\n");
for (i = 0; i < nq; ++i) {

printf(" %7.2f %7.2f\n", q[i], qv[i]);
}

END:
NAG_FREE(rv);
NAG_FREE(q);
NAG_FREE(qv);
NAG_FREE(rcomm);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_approx_quantiles_fixed (g01anc) Example Program Data
60 :: n
0.2 :: eps
3 :: nq
0.25 0.5 1.0 :: qv
4 :: number of blocks of data
16 :: nb (1st of block data)
34.01 57.95 44.88 22.04 28.84 4.43
0.32 20.82 20.53 13.08 7.99 54.03

23.21 26.73 39.72 0.97 :: end of rv (1st block of data)
24 :: nb (2nd of block data)
39.05 38.78 19.38 51.34 24.08 12.41
58.11 35.90 40.38 27.41 19.80 6.02
45.33 36.34 43.14 53.84 39.49 9.04
36.74 58.72 59.95 15.41 33.05 39.54 :: end of rv (2nd block of data)
8 :: nb (3rd block of data)
33.24 58.67 54.12 39.48 43.73 24.15
55.72 8.87 :: end of rv (3rd block of data)
12 :: nb (4th block of data)
40.47 46.18 20.36 6.95 36.86 49.24
56.83 43.87 29.86 22.49 25.29 33.17 :: end of rv (4th block of data)

10.3 Program Results

nag_approx_quantiles_fixed (g01anc) Example Program Results

Input data:
60 observations
eps = 0.20
Quantile Result

0.25 22.49
0.50 36.86
1.00 59.95
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NAG Library Function Document

nag_approx_quantiles_arbitrary (g01apc)

1 Purpose

nag_approx_quantiles_arbitrary (g01apc) finds approximate quantiles from a large arbitrary-sized data
stream using an out-of-core algorithm.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_approx_quantiles_arbitrary (Integer *ind, const double rv[],
Integer nb, double eps, Integer *np, const double q[], double qv[],
Integer nq, double rcomm[], Integer lrcomm, Integer icomm[],
Integer licomm, NagError *fail)

3 Description

A quantile is a value which divides a frequency distribution such that there is a given proportion of data
values below the quantile. For example, the median of a dataset is the 0:5 quantile because half the
values are less than or equal to it.

nag_approx_quantiles_arbitrary (g01apc) uses a slightly modified version of an algorithm described in a
paper by Zhang and Wang (2007) to determine �-approximate quantiles of a large arbitrary-sized data
stream of real values, where � is a user-defined approximation factor. Let m denote the number of data
elements processed so far then, given any quantile q 2 0:0; 1:0½ �, an �-approximate quantile is defined as
an element in the data stream whose rank falls within q � �ð Þm; q þ �ð Þm½ �. In case of more than one
�-approximate quantile being available, the one closest to qm is used.

4 References

Zhang Q and Wang W (2007) A fast algorithm for approximate quantiles in high speed data streams
Proceedings of the 19th International Conference on Scientific and Statistical Database Management
IEEE Computer Society 29

5 Arguments

1: ind – Integer * Input/Output

On initial entry: must be set to 0.

On entry: indicates the action required in the current call to nag_approx_quantiles_arbitrary
(g01apc).

ind ¼ 0
Initialize the communication arrays and attempt to process the first nb values from the data
stream. eps, rv and nb must be set and licomm must be at least 10.

ind ¼ 1
Attempt to process the next block of nb values from the data stream. The calling program
must update rv and (if required) nb, and re-enter nag_approx_quantiles_arbitrary (g01apc)
with all other parameters unchanged.

ind ¼ 2
Continue calculation following the reallocation of either or both of the communication
arrays rcomm and icomm.
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ind ¼ 3
Calculate the nq �-approximate quantiles specified in q. The calling program must set q
and nq and re-enter nag_approx_quantiles_arbitrary (g01apc) with all other parameters
unchanged. This option can be chosen only when np 	 exp 1:0ð Þ=epsd e.

On exit: indicates output from the call.

ind ¼ 1
nag_approx_quantiles_arbitrary (g01apc) has processed np data points and expects to be
called again with additional data.

ind ¼ 2
Either one or more of the communication arrays rcomm and icomm is too small. The new
minimum lengths of rcomm and icomm have been returned in icomm½0� and icomm½1�
respectively. If the new minimum length is greater than the current length then the
corresponding communication array needs to be reallocated, its contents preserved and
nag_approx_quantiles_arbitrary (g01apc) called again with all other parameters unchanged.

If there is more data to be processed, it is recommended that lrcomm and licomm are made
significantly bigger than the minimum to limit the number of reallocations.

ind ¼ 3
nag_approx_quantiles_arbitrary (g01apc) has returned the requested �-approximate
quantiles in qv. These quantiles are based on np data points.

Constraint: ind ¼ 0, 1, 2 or 3.

2: rv½dim� – const double Input

Note: the dimension, dim, of the array rv must be at least nb when ind ¼ 0, 1 or 2.

On entry: if ind ¼ 0, 1 or 2, the vector containing the current block of data, otherwise rv is not
referenced.

3: nb – Integer Input

On entry: if ind ¼ 0, 1 or 2, the size of the current block of data. The size of blocks of data in
array rv can vary; therefore nb can change between calls to nag_approx_quantiles_arbitrary
(g01apc).

Constraint: if ind ¼ 0, 1 or 2, nb > 0.

4: eps – double Input

On entry: approximation factor �.

Constraint: eps > 0:0 and eps � 1:0.

5: np – Integer * Output

On exit: m, the number of elements processed so far.

6: q½dim� – const double Input

Note: the dimension, dim, of the array q must be at least nq when ind ¼ 3.

On entry: if ind ¼ 3, the quantiles to be calculated, otherwise q is not referenced. Note that
q½i� ¼ 0:0, corresponds to the minimum value and q½i� ¼ 1:0 to the maximum value.

Constraint: if ind ¼ 3, 0:0 � q½i � 1� � 1:0, for i ¼ 1; 2; . . . ; nq.

7: qv½dim� – double Output

Note: the dimension, dim, of the array qv must be at least nq when ind ¼ 3.

On exit: if ind ¼ 3, qv½i� contains the �-approximate quantiles specified by the value provided in
q½i�.
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8: nq – Integer Input

On entry: if ind ¼ 3, the number of quantiles requested, otherwise nq is not referenced.

Constraint: if ind ¼ 3, nq > 0.

9: rcomm½lrcomm� – double Communication Array

On entry: if ind ¼ 1 or 2 then the first l elements of rcomm as supplied to
nag_approx_quantiles_arbitrary (g01apc) must be identical to the first l elements of rcomm
returned from the last call to nag_approx_quantiles_arbitrary (g01apc), where l is the value of
lrcomm used in the last call. In other words, the contents of rcomm must not be altered between
calls to this function. If rcomm needs to be reallocated then its contents must be preserved. If
ind ¼ 0 then rcomm need not be set.

On exit: rcomm holds information required by subsequent calls to nag_approx_quantiles_arbi
trary (g01apc)

10: lrcomm – Integer Input

On entry: the dimension of the array rcomm.

Constraints:

if ind ¼ 0, lrcomm 	 1;
otherwise lrcomm 	 icomm½0�.

11: icomm½licomm� – Integer Communication Array

On entry: if ind ¼ 1 or 2 then the first l elements of icomm as supplied to
nag_approx_quantiles_arbitrary (g01apc) must be identical to the first l elements of icomm
returned from the last call to nag_approx_quantiles_arbitrary (g01apc), where l is the value of
licomm used in the last call. In other words, the contents of icomm must not be altered between
calls to this function. If icomm needs to be reallocated then its contents must be preserved. If
ind ¼ 0 then icomm need not be set.

On exit: icomm½0� holds the minimum required length for rcomm and icomm½1� holds the
minimum required length for icomm. The remaining elements of icomm are used for
communication between subsequent calls to nag_approx_quantiles_arbitrary (g01apc).

12: licomm – Integer Input

On entry: the dimension of the array icomm.

Constraints:

if ind ¼ 0, licomm 	 10;
otherwise licomm 	 icomm½1�.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_ARRAY_SIZE

On entry, licomm ¼ valueh i.
Constraint: licomm 	 10.

On entry, lrcomm ¼ valueh i.
Constraint: lrcomm 	 1.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ILLEGAL_COMM

The contents of icomm have been altered between calls to this function.

The contents of rcomm have been altered between calls to this function.

NE_INT

On entry, ind ¼ 0, 1 or 2 and nb ¼ valueh i.
Constraint: if ind ¼ 0, 1 or 2 then nb > 0.

On entry, ind ¼ 3 and nq ¼ valueh i.
Constraint: if ind ¼ 3 then nq > 0.

On entry, ind ¼ valueh i.
Constraint: ind ¼ 0, 1, 2 or 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_Q_OUT_OF_RANGE

On entry, ind ¼ 3 and q½ valueh i� ¼ valueh i.
Constraint: if ind ¼ 3 then 0:0 � q½i� � 1:0 for all i.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: 0:0 < eps � 1:0.

NE_TOO_SMALL

Number of data elements streamed, valueh i is not sufficient for a quantile query when
eps ¼ valueh i.
Supply more data or reprocess the data with a higher eps value.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_approx_quantiles_arbitrary (g01apc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The average time taken by nag_approx_quantiles_arbitrary (g01apc) scales as nplog 1=�log �npð Þð Þ.
It is not possible to determine in advance the final size of the communication arrays rcomm and icomm
without knowing the size of the dataset. However, if a rough size (n) is known, the speed of the
computation can be increased if the sizes of the communication arrays are not smaller than

lrcomm ¼ log2 n� epsþ 1:0ð Þ � 2ð Þ � 1:0=epsd e þ 1þ xþ 2�min x; x=2:0d e þ 1ð Þ � yþ 1
licomm ¼ log2 n� epsþ 1:0ð Þ � 2ð Þ � 2� 1:0=epsd e þ 1ð Þ þ 1ð Þþ

2� xþ 2�min x; x=2:0d e þ 1ð Þ � yð Þ þ yþ 11

where

x ¼ max 1; log eps� nð Þ=epsb cð Þ
y ¼ log2 n=xþ 1:0ð Þ þ 1:

10 Example

This example computes a list of �-approximate quantiles. The data is processed in blocks of 20
observations at a time to simulate a situation in which the data is made available in a piecemeal fashion.

10.1 Program Text

/* nag_approx_quantiles_arbitrary (g01apc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer i, ind, licomm, lrcomm, nb, np, nq, ierr;
double eps;
Nag_Boolean repeat;
/* Arrays */
double *q = 0, *qv = 0, *rcomm = 0, *trcomm = 0, *rv = 0;
Integer *icomm = 0, *ticomm = 0;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_approx_quantiles_arbitrary (g01apc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &eps);
#else

scanf("%lf%*[^\n] ", &eps);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nq);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nq);
#endif

if (!(qv = NAG_ALLOC(nq, double)) || !(q = NAG_ALLOC(nq, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the quantiles that are required */
for (i = 0; i < nq; ++i)

#ifdef _WIN32
scanf_s("%lf", &q[i]);

#else
scanf("%lf", &q[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Going to be reading in the data in blocks of size 20 */
nb = 20;

/* Make an initial allocation to the communication arrays */
lrcomm = 100;
licomm = 400;
if (!(rcomm = NAG_ALLOC(lrcomm, double)) ||

!(icomm = NAG_ALLOC(licomm, Integer)) || !(rv = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Start looping across the data */
ind = 0;
repeat = Nag_TRUE;

while (repeat) {
/* Read in the blocks of data, each of size nb */
for (i = 0; i < nb; ++i) {

#ifdef _WIN32
ierr = scanf_s("%lf", &rv[i]);

#else
ierr = scanf("%lf", &rv[i]);

#endif
if (ierr == EOF || ierr == 0) {

/* We’ve read in the last block of data */
repeat = Nag_FALSE;

/* Set nb to the size of the last block of data */
nb = i;
break;

}
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}

/* No data read in, so stop */
if (nb == 0)

break;

do {
/* Update the summaries based on the current block of data */
nag_approx_quantiles_arbitrary(&ind, rv, nb, eps, &np, q, qv,

nq, rcomm, lrcomm, icomm, licomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_approx_quantiles_arbitrary (g01apc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

if (ind == 2) {
/* At least one of the communication arrays are too small */

if (lrcomm < icomm[0]) {
/* Need to make rcomm larger */

/* Allocate memory a real communication array of the new
size (held in icomm[0]) */

if (!(trcomm = NAG_ALLOC(icomm[0], double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Copy the old information into the new array */
for (i = 0; i < lrcomm; ++i)

trcomm[i] = rcomm[i];

/* Set lrcomm to the new size */
lrcomm = icomm[0];

/* Free up the old communication array */
NAG_FREE(rcomm);

/* Set rcomm to the new array */
rcomm = trcomm;

}

if (licomm < icomm[1]) {
/* Need to make icomm larger */

/* Allocate memory to an integer communication array of the new
size (held in icomm[1]) */

if (!(ticomm = NAG_ALLOC(icomm[1], Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Copy the old information into the new array */
for (i = 0; i < licomm; ++i)

ticomm[i] = icomm[i];

/* Set lrcomm to the new size */
licomm = icomm[1];

/* Free up the old communication array */
NAG_FREE(icomm);

/* Set icomm to the new array */
icomm = ticomm;

}
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}

/* If ind == 2 then we want to call the routine again, with the same
block of data */

} while (ind == 2);
}

/* Call the routine again to calculate quantiles specified in vector q */
ind = 3;
nag_approx_quantiles_arbitrary(&ind, rv, nb, eps, &np, q, qv,

nq, rcomm, lrcomm, icomm, licomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_approx_quantiles_arbitrary (g01apc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print the results */
printf("\n Input data:\n");
printf(" %" NAG_IFMT " observations\n", np);
printf(" eps = %5.2f\n", eps);
printf(" Quantile Result\n\n");
for (i = 0; i < nq; ++i) {

printf(" %7.2f %7.2f\n", q[i], qv[i]);
}

END:
NAG_FREE(rv);
NAG_FREE(q);
NAG_FREE(qv);
NAG_FREE(rcomm);
NAG_FREE(icomm);

return exit_status;
}

10.2 Program Data

nag_approx_quantiles_arbitrary (g01apc) Example Program Data
0.2 :: eps
3 :: nq
0.25 0.5 1.0 :: q
34.01 57.95 44.88 22.04 28.84
4.43 0.32 20.82 20.53 13.08
7.99 54.03 23.21 26.73 39.72
0.97 39.05 38.78 19.38 51.34

24.08 12.41 58.11 35.90 40.38
27.41 19.80 6.02 45.33 36.34
43.14 53.84 39.49 9.04 36.74
58.72 59.95 15.41 33.05 39.54
33.24 58.67 54.12 39.48 43.73
24.15 55.72 8.87 40.47 46.18
20.36 6.95 36.86 49.24 56.83
43.87 29.86 22.49 25.29 33.17

10.3 Program Results

nag_approx_quantiles_arbitrary (g01apc) Example Program Results

Input data:
60 observations
eps = 0.20
Quantile Result

0.25 22.49
0.50 39.54
1.00 59.95
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NAG Library Function Document

nag_summary_stats_onevar (g01atc)

1 Purpose

nag_summary_stats_onevar (g01atc) calculates the mean, standard deviation, coefficients of skewness
and kurtosis, and the maximum and minimum values for a set of (optionally weighted) data. The input
data can be split into arbitrary sized blocks, allowing large datasets to be summarised.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_summary_stats_onevar (Integer nb, const double x[],
const double wt[], Integer *pn, double *xmean, double *xsd,
double *xskew, double *xkurt, double *xmin, double *xmax,
double rcomm[], NagError *fail)

3 Description

Given a sample of n observations, denoted by x ¼ xi : i ¼ 1; 2; . . . ; nf g and a set of non-negative
weights, w ¼ wi : i ¼ 1; 2; . . . ; nf g, nag_summary_stats_onevar (g01atc) calculates a number of
quantities:

(a) Mean

�x ¼

Xn
i¼1
wixi

W
; where W ¼

Xn
i¼1
wi:

(b) Standard deviation

s2 ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXn
i¼1
wi xi � �xð Þ2

d

vuuut
; where d ¼ W �

Xn
i¼1
w2
i

W
:

(c) Coefficient of skewness

s3 ¼

Xn
i¼1
wi xi � �xð Þ3

ds32
:

(d) Coefficient of kurtosis

s4 ¼

Xn
i¼1
wi xi � �xð Þ4

ds42
� 3:

(e) Maximum and minimum elements, with wi 6¼ 0.

These quantities are calculated using the one pass algorithm of West (1979).

For large datasets, or where all the data is not available at the same time, x and w can be split into
arbitrary sized blocks and nag_summary_stats_onevar (g01atc) called multiple times.
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4 References

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: nb – Integer Input

On entry: b, the number of observations in the current block of data. The size of the block of data
supplied in x and wt can vary; therefore nb can change between calls to nag_summar
y_stats_onevar (g01atc).

Constraint: nb 	 0.

2: x½nb� – const double Input

On entry: the current block of observations, corresponding to xi, for i ¼ kþ 1; . . . ; kþ b, where
k is the number of observations processed so far and b is the size of the current block of data.

3: wt½nb� – const double Input

On entry: if wt is not NULL, wt must contain the user-supplied weights corresponding to the
block of data supplied in x, that is wi, for i ¼ kþ 1; . . . ; kþ b.
If wt is NULL, wi ¼ 1 for all i.

Constraint: wt½i � 1� 	 0, for i ¼ 1; 2; . . . ;nb.

4: pn – Integer * Input/Output

On entry: the number of valid observations processed so far, that is the number of observations
with wi > 0, for i ¼ 1; 2; . . . ; k. On the first call to nag_summary_stats_onevar (g01atc), or when
starting to summarise a new dataset, pn must be set to 0.

If pn 6¼ 0, it must be the same value as returned by the last call to nag_summary_stats_onevar
(g01atc).

On exit: the updated number of valid observations processed, that is the number of observations
with wi > 0, for i ¼ 1; 2; . . . ; kþ b.
Constraints:

pn 	 0;
if rcomm is NULL, pn ¼ 0.

5: xmean – double * Output

On exit: �x, the mean of the first kþ b observations.

6: xsd – double * Output

On exit: s2, the standard deviation of the first kþ b observations.

7: xskew – double * Output

On exit: s3, the coefficient of skewness for the first kþ b observations.

8: xkurt – double * Output

On exit: s4, the coefficient of kurtosis for the first kþ b observations.

9: xmin – double * Output

On exit: the smallest value in the first kþ b observations.
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10: xmax – double * Output

On exit: the largest value in the first kþ b observations.

11: rcomm½20� – double Communication Array

On entry: communication array, used to store information between calls to nag_summary_s
tats_onevar (g01atc). If pn ¼ 0, rcomm need not be initialized, otherwise it must be unchanged
since the last call to this function.

If rcomm is NULL, rcomm is not referenced and all the data must be supplied in one go.

On exit: the updated communication array. The first five elements of rcomm hold information
that may be of interest with

rcomm½0� ¼
Xkþb
i¼1
wi

rcomm½1� ¼
Xkþb
i¼1
wi

 !2

�
Xkþb
i¼1
w2
i

rcomm½2� ¼
Xkþb
i¼1
wi xi � �xð Þ2

rcomm½3� ¼
Xkþb
i¼1
wi xi � �xð Þ3

rcomm½4� ¼
Xkþb
i¼1
wi xi � �xð Þ4

the remaining elements of rcomm are used for workspace and so are undefined.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CASES_ONE

On exit we were unable to calculate xsd, xskew or xkurt. A value of 0 has been returned.

NE_CASES_ZERO

On entry, the number of valid observations is zero.

NE_ILLEGAL_COMM

rcomm has been corrupted between calls.

NE_INT

On entry, nb ¼ valueh i.
Constraint: nb 	 0.
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On entry, pn ¼ valueh i.
Constraint: if rcomm is NULL then pn ¼ 0.

On entry, pn ¼ valueh i.
Constraint: pn 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEG_WEIGHT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: if wt is not NULL then wt½i � 1� 	 0, for i ¼ 1; 2; . . . ; nb.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, pn ¼ valueh i.
On exit from previous call, pn ¼ valueh i.
Constraint: if pn > 0, pn must be unchanged since previous call.

NE_ZERO_VARIANCE

On exit we were unable to calculate xskew or xkurt. A value of 0 has been returned.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_summary_stats_onevar (g01atc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Both nag_summary_stats_onevar (g01atc) and nag_summary_stats_onevar_combine (g01auc) consoli-
date results from multiple summaries. Whereas the former can only be used to combine summaries
calculated sequentially, the latter combines summaries calculated in an arbitrary order allowing, for
example, summaries calculated on different processing units to be combined.

10 Example

This example summarises some simulated data. The data is supplied in three blocks, the first consisting
of 21 observations, the second 51 observations and the last 28 observations.
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10.1 Program Text

/* nag_summary_stats_onevar (g01atc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer b, i, ierr, iwt, nb, pn;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;

/* Double scalar and array declarations */
double xkurt, xmax, xmean, xmin, xsd, xskew;
double rcomm[20];
double *wt = 0, *x = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_summary_stats_onevar (g01atc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initialize the number of valid observations processed so far */
pn = 0;

/* Loop over each block of data */
for (b = 0;;) {

/* Read in the number of observations in this block and a flag indicating
whether weights have been supplied (iwt = 1) or not (iwt = 0) */

#ifdef _WIN32
ierr = scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &nb, &iwt);

#else
ierr = scanf("%" NAG_IFMT "%" NAG_IFMT "", &nb, &iwt);

#endif
if (ierr == EOF || ierr < 2)

break;
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Keep a running total of the number of blocks of data */
b++;

/* Reallocate X to the required size */
NAG_FREE(x);
if (!(x = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

/* Read in the data for this block */
if (iwt) {

/* Weights supplied, so reallocate WT to the required size */
NAG_FREE(wt);
if (!(wt = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}
for (i = 0; i < nb; i++)

#ifdef _WIN32
scanf_s("%lf%lf", &x[i], &wt[i]);

#else
scanf("%lf%lf", &x[i], &wt[i]);

#endif
}
else {

/* No weights */
NAG_FREE(wt);
wt = 0;

for (i = 0; i < nb; i++)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Call nag_summary_stats_onevar (g01atc) to update the summaries for
this block of data */

nag_summary_stats_onevar(nb, x, wt, &pn, &xmean, &xsd, &xskew, &xkurt,
&xmin, &xmax, rcomm, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_CASES_ONE &&
fail.code != NE_ZERO_VARIANCE && fail.code != NE_CASES_ZERO) {

printf("Error from nag_summary_stats_onevar (g01atc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

/* Display the results */
printf(" Data supplied in %" NAG_IFMT " blocks\n", b);
if (fail.code == NE_CASES_ZERO)

printf(" No valid observations supplied. All weights are zero.\n");
else {

printf(" %" NAG_IFMT " valid observations\n", pn);
printf(" Mean %13.2f\n", xmean);
if (fail.code == NE_CASES_ONE) {

printf(" Unable to calculate the standard deviation,");
printf(" skewness or kurtosis\n");

}
else {

printf(" Std devn %13.2f\n", xsd);
if (fail.code == NE_ZERO_VARIANCE)

printf(" Unable to calculate the skewness and kurtosis\n");
else {

printf(" Skewness %13.2f\n", xskew);
printf(" Kurtosis %13.2f\n", xkurt);

}
}
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printf(" Minimum %13.2f\n", xmin);
printf(" Maximum %13.2f\n", xmax);

}

END:
NAG_FREE(x);
NAG_FREE(wt);

return (exit_status);
}

10.2 Program Data

nag_summary_stats_onevar (g01atc) Example Program Data
21 1 :: nb,iwt (1st block)
-0.62 4.91 -1.92 0.25
-1.72 3.90 -6.35 3.75
2.00 1.17 7.65 3.19
6.15 2.66 3.81 0.02
4.87 3.59 -0.51 3.63
6.88 4.83 -5.85 3.72

-0.72 1.72 0.66 0.78
2.23 4.74 -1.61 1.72

-0.15 3.94 -1.15 1.33
-8.74 0.51 -3.94 2.40
3.61 3.90 :: End of x,wt for 1st block

51 0 :: n,iwt (2nd block)
-0.66 -2.39 -6.25 1.23 2.27 -2.27
10.12 8.29 -2.99 8.71 -0.74 0.02
1.22 1.70 4.30 2.99 -0.83 -1.00
6.57 2.32 -3.47 -1.41 -5.26 0.53
1.80 4.79 -3.04 1.20 -3.21 -3.75
0.86 1.27 -5.95 -5.27 1.63 3.59

-0.01 -1.38 -4.71 -4.82 3.55 0.46
2.57 1.76 -4.05 1.23 -1.99 3.20

-0.65 8.42 -6.01 :: End of x for 2nd block
28 0 :: n,iwt (3rd block)

1.13 -8.86 5.92 -1.71 -3.99 6.57
-2.01 -2.29 -1.11 7.14 4.84 -4.44
-3.32 10.25 -2.11 8.02 -7.31 2.80
-1.20 1.01 1.37 -2.28 1.28 -3.95
3.43 -0.61 4.85 -0.11 :: End of x for 3rd block

10.3 Program Results

nag_summary_stats_onevar (g01atc) Example Program Results

Data supplied in 3 blocks
100 valid observations
Mean 0.51
Std devn 4.24
Skewness 0.18
Kurtosis -0.59
Minimum -8.86
Maximum 10.25

g01 – Simple Calculations on Statistical Data g01atc

Mark 26 g01atc.7 (last)





NAG Library Function Document

nag_summary_stats_onevar_combine (g01auc)

1 Purpose

nag_summary_stats_onevar_combine (g01auc) combines sets of summaries produced by nag_summar
y_stats_onevar (g01atc).

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_summary_stats_onevar_combine (Integer b, const double mrcomm[],
Integer *pn, double *xmean, double *xsd, double *xskew, double *xkurt,
double *xmin, double *xmax, double rcomm[], NagError *fail)

3 Description

Assume a dataset containing n observations, denoted by x ¼ xi : i ¼ 1; 2; . . . ; nf g and a set of weights,
w ¼ wi : i ¼ 1; 2; . . . ; nf g, has been split into b blocks, and each block summarised via a call to
nag_summary_stats_onevar (g01atc). Then nag_summary_stats_onevar_combine (g01auc) takes the b
communication arrays returned by nag_summary_stats_onevar (g01atc) and returns the mean (�x),
standard deviation (s2), coefficients of skewness (s3) and kurtosis (s4), and the maximum and minimum
values for the whole dataset.

For a definition of �x; s2; s3 and s4 see Section 3 in nag_summary_stats_onevar (g01atc).

4 References

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: b – Integer Input

On entry: b, the number of blocks the full dataset was split into.

Constraint: b 	 1.

2: mrcomm½20� b� – const double Communication Array

Note: where MRCOMM i; jð Þ appears in this document, it refers to the array element
mrcomm½ j� 1ð Þ � 20þ i� 1�.
On entry: the jth column of MRCOMM must contain the information returned in rcomm from
one of the runs of nag_summary_stats_onevar (g01atc).

3: pn – Integer * Output

On exit: the number of valid observations, that is the number of observations with wi > 0, for
i ¼ 1; 2; . . . ; n.

4: xmean – double * Output

On exit: �x, the mean.
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5: xsd – double * Output

On exit: s2, the standard deviation.

6: xskew – double * Output

On exit: s3, the coefficient of skewness.

7: xkurt – double * Output

On exit: s4, the coefficient of kurtosis.

8: xmin – double * Output

On exit: the smallest value.

9: xmax – double * Output

On exit: the largest value.

10: rcomm½20� – double Communication Array

On exit: an amalgamation of the information held in mrcomm. This is in the same format as
rcomm from nag_summary_stats_onevar (g01atc).

If rcomm is NULL, rcomm is not referenced.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CASES_ONE

On exit we were unable to calculate xsd, xskew or xkurt. A value of 0 has been returned.

NE_CASES_ZERO

On entry, the number of valid observations is zero.

NE_ILLEGAL_COMM

On entry, mrcomm is not in the expected format.

NE_INT

On entry, b ¼ valueh i.
Constraint: b 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_ZERO_VARIANCE

On exit we were unable to calculate xskew or xkurt. A value of 0 has been returned.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_summary_stats_onevar_combine (g01auc) is not threaded in any implementation.

9 Further Comments

The order that the b communication arrays are stored in mrcomm is arbitrary. Different orders can lead
to slightly different results due to numerical accuracy of floating-point calculations.

Both nag_summary_stats_onevar_combine (g01auc) and nag_summary_stats_onevar (g01atc) consoli-
date results from multiple summaries. Whereas the former can only be used to combine summaries
calculated sequentially, the latter combines summaries calculated in an arbitrary order allowing, for
example, summaries calculated on different processing units to be combined.

10 Example

This example summarises some simulated data. The data is supplied in three blocks, the first consisting
of 21 observations, the second 51 observations and the last 28 observations. Summaries are produced
for each block of data separately and then an overall summary is produced.

10.1 Program Text

/* nag_summary_stats_onevar_combine (g01auc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

#define MRCOMM(I, J) mrcomm[(J)*20+(I)]

int main(void)
{

/* Integer scalar and array declarations */
Integer b, i, iwt, j, nb, pn;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;

/* Double scalar and array declarations */
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double xkurt, xmax, xmean, xmin, xsd, xskew;
double rcomm[20];
double *mrcomm = 0, *wt = 0, *x = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_summary_stats_onevar_combine (g01auc) Example Program Results"
"\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the number of block of data we have */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &b);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &b);
#endif

if (!(mrcomm = NAG_ALLOC(20 * b, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Loop over each block of data */
for (j = 0; j < b; j++) {

/* Read in the number of observations in this block and a flag indicating
whether weights have been supplied (iwt = 1) or not (iwt = 0) */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nb, &iwt);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nb, &iwt);

#endif

/* Reallocate X to the required size */
NAG_FREE(x);
if (!(x = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Read in the data for this block */
if (iwt) {

/* Weights supplied, so reallocate WT to the required size */
NAG_FREE(wt);
if (!(wt = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -3;
goto END;

}
for (i = 0; i < nb; i++)

#ifdef _WIN32
scanf_s("%lf%lf", &x[i], &wt[i]);

#else
scanf("%lf%lf", &x[i], &wt[i]);

#endif
}
else {

/* No weights */
NAG_FREE(wt);
wt = 0;
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for (i = 0; i < nb; i++)
#ifdef _WIN32

scanf_s("%lf", &x[i]);
#else

scanf("%lf", &x[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Call nag_summary_stats_onevar (g01atc) to summarise
this block of data */

pn = 0;
nag_summary_stats_onevar(nb, x, wt, &pn, &xmean, &xsd, &xskew, &xkurt,

&xmin, &xmax, rcomm, &fail);
if (fail.code != NE_NOERROR && fail.code != NE_CASES_ONE &&

fail.code != NE_ZERO_VARIANCE && fail.code != NE_CASES_ZERO) {
printf("Error from nag_summary_stats_onevar (g01atc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Save RCOMM for future reference */
for (i = 0; i < 20; i++)

MRCOMM(i, j) = rcomm[i];

/* Display the results for this block */
printf(" Summary for block %" NAG_IFMT "\n", j + 1);
if (fail.code == NE_CASES_ZERO)

printf(" No valid observations supplied. All weights are zero.\n");
else {

printf(" %" NAG_IFMT " valid observations\n", pn);
printf(" Mean %13.2f\n", xmean);
if (fail.code == NE_CASES_ONE) {

printf(" Unable to calculate the standard deviation,");
printf("skewness or kurtosis\n");

}
else {

printf(" Std devn %13.2f\n", xsd);
if (fail.code == NE_ZERO_VARIANCE)

printf(" Unable to calculate the skewness and kurtosis\n");
else {

printf(" Skewness %13.2f\n", xskew);
printf(" Kurtosis %13.2f\n", xkurt);

}
}
printf(" Minimum %13.2f\n", xmin);
printf(" Maximum %13.2f\n\n", xmax);

}
}

/* Call nag_summary_stats_onevar_combine (g01auc) to combine the
summaries across all the blocks */

nag_summary_stats_onevar_combine(b, mrcomm, &pn, &xmean, &xsd, &xskew,
&xkurt, &xmin, &xmax, rcomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_summary_stats_onevar_combine (g01auc).\n%s\n",

fail.message);
exit_status = 2;
goto END;

}

/* Display the combined results */
printf(" Summary for the combined data\n");
if (fail.code == NE_CASES_ZERO)

printf(" No valid observations supplied. All weights are zero.\n");
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else {
printf(" %" NAG_IFMT " valid observations\n", pn);
printf(" Mean %13.2f\n", xmean);
if (fail.code == NE_CASES_ONE) {

printf(" Unable to calculate the standard deviation,");
printf(" skewness or kurtosis\n");

}
else {

printf(" Std devn %13.2f\n", xsd);
if (fail.code == NE_ZERO_VARIANCE)

printf(" Unable to calculate the skewness and kurtosis\n");
else {

printf(" Skewness %13.2f\n", xskew);
printf(" Kurtosis %13.2f\n", xkurt);

}
}
printf(" Minimum %13.2f\n", xmin);
printf(" Maximum %13.2f\n", xmax);

}

END:
NAG_FREE(x);
NAG_FREE(wt);
NAG_FREE(mrcomm);

return (exit_status);
}

10.2 Program Data

nag_summary_stats_onevar_combine (g01auc) Example Program Data
3 :: b
21 1 :: nb,iwt (1st block)
-0.62 4.91 -1.92 0.25
-1.72 3.90 -6.35 3.75
2.00 1.17 7.65 3.19
6.15 2.66 3.81 0.02
4.87 3.59 -0.51 3.63
6.88 4.83 -5.85 3.72

-0.72 1.72 0.66 0.78
2.23 4.74 -1.61 1.72

-0.15 3.94 -1.15 1.33
-8.74 0.51 -3.94 2.40
3.61 3.90 :: End of x,wt for 1st block
51 0 :: nb,iwt (2nd block)

-0.66 -2.39 -6.25 1.23 2.27 -2.27
10.12 8.29 -2.99 8.71 -0.74 0.02
1.22 1.70 4.30 2.99 -0.83 -1.00
6.57 2.32 -3.47 -1.41 -5.26 0.53
1.80 4.79 -3.04 1.20 -3.21 -3.75
0.86 1.27 -5.95 -5.27 1.63 3.59

-0.01 -1.38 -4.71 -4.82 3.55 0.46
2.57 1.76 -4.05 1.23 -1.99 3.20

-0.65 8.42 -6.01 :: End of x for 2nd block
28 0 :: nb,iwt (3rd block)
1.13 -8.86 5.92 -1.71 -3.99 6.57

-2.01 -2.29 -1.11 7.14 4.84 -4.44
-3.32 10.25 -2.11 8.02 -7.31 2.80
-1.20 1.01 1.37 -2.28 1.28 -3.95
3.43 -0.61 4.85 -0.11 :: End of x for 3rd block

10.3 Program Results

nag_summary_stats_onevar_combine (g01auc) Example Program Results

Summary for block 1
21 valid observations

Mean 0.73
Std devn 4.40
Skewness -0.05
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Kurtosis -1.00
Minimum -8.74
Maximum 7.65

Summary for block 2
51 valid observations

Mean 0.28
Std devn 3.96
Skewness 0.46
Kurtosis -0.16
Minimum -6.25
Maximum 10.12

Summary for block 3
28 valid observations

Mean 0.48
Std devn 4.65
Skewness 0.19
Kurtosis -0.58
Minimum -8.86
Maximum 10.25

Summary for the combined data
100 valid observations

Mean 0.51
Std devn 4.24
Skewness 0.18
Kurtosis -0.59
Minimum -8.86
Maximum 10.25
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NAG Library Function Document

nag_binomial_dist (g01bjc)

1 Purpose

nag_binomial_dist (g01bjc) returns the lower tail, upper tail and point probabilities associated with a
binomial distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_binomial_dist (Integer n, double p, Integer k, double *plek,
double *pgtk, double *peqk, NagError *fail)

3 Description

Let X denote a random variable having a binomial distribution with parameters n and p (n 	 0 and
0 < p < 1). Then

Prob X ¼ kf g ¼ n
k

� �
pk 1� pð Þn�k; k ¼ 0; 1; . . . ; n:

The mean of the distribution is np and the variance is np 1� pð Þ.
nag_binomial_dist (g01bjc) computes for given n, p and k the probabilities:

plek ¼ Prob X � kf g
pgtk ¼ Prob X > kf g
peqk ¼ Prob X ¼ kf g:

The method is similar to the method for the Poisson distribution described in KnÏsel (1986).

4 References

KnÏsel L (1986) Computation of the chi-square and Poisson distribution SIAM J. Sci. Statist. Comput. 7
1022–1036

5 Arguments

1: n – Integer Input

On entry: the parameter n of the binomial distribution.

Constraint: n 	 0.

2: p – double Input

On entry: the parameter p of the binomial distribution.

Constraint: 0:0 < p < 1:0.

3: k – Integer Input

On entry: the integer k which defines the required probabilities.

Constraint: 0 � k � n.

g01 – Simple Calculations on Statistical Data g01bjc

Mark 26 g01bjc.1



4: plek – double * Output

On exit: the lower tail probability, Prob X � kf g.

5: pgtk – double * Output

On exit: the upper tail probability, Prob X > kf g.

6: peqk – double * Output

On exit: the point probability, Prob X ¼ kf g.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: k � or n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARG_TOO_LARGE

On entry, n is too large to be represented exactly as a double precision number.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_LT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GE

On entry, p ¼ valueh i.
Constraint: p < 1:0.
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NE_REAL_ARG_LE

On entry, p ¼ valueh i.
Constraint: p > 0:0.

NE_VARIANCE_TOO_LARGE

On entry, the variance ¼ np 1� pð Þð Þ exceeds 106.

7 Accuracy

Results are correct to a relative accuracy of at least 10�6 on machines with a precision of 9 or more
decimal digits, and to a relative accuracy of at least 10�3 on machines of lower precision (provided that
the results do not underflow to zero).

8 Parallelism and Performance

nag_binomial_dist (g01bjc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_binomial_dist (g01bjc) depends on the variance ( ¼ np 1� pð Þ) and on k. For
given variance, the time is greatest when k � np ( ¼ the mean), and is then approximately proportional
to the square-root of the variance.

10 Example

This example reads values of n and p from a data file until end-of-file is reached, and prints the
corresponding probabilities.

10.1 Program Text

/* nag_binomial_dist (g01bjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
Integer k, n;
double plek, peqk, pgtk;
double p;
NagError fail;

INIT_FAIL(fail);

printf("nag_binomial_dist (g01bjc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
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printf("\n");
printf(" n p k plek pgtk peqk\n\n");

#ifdef _WIN32
while ((scanf_s("%" NAG_IFMT " %lf %" NAG_IFMT "%*[^\n]", &n, &p, &k)) !=

EOF)
#else

while ((scanf("%" NAG_IFMT " %lf %" NAG_IFMT "%*[^\n]", &n, &p, &k)) != EOF)
#endif

{
/* nag_binomial_dist (g01bjc).
* Binomial distribution function
*/

nag_binomial_dist(n, p, k, &plek, &pgtk, &peqk, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_binomial_dist (g01bjc)\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%5" NAG_IFMT "%8.3f%5" NAG_IFMT "%10.5f%10.5f%10.5f\n", n, p, k,

plek, pgtk, peqk);
}

END:
return exit_status;

}

10.2 Program Data

nag_binomial_dist (g01bjc) Example Program Data
4 0.50 2 : n, p, k
19 0.44 13
100 0.75 67
2000 0.33 700

10.3 Program Results

nag_binomial_dist (g01bjc) Example Program Results

n p k plek pgtk peqk

4 0.500 2 0.68750 0.31250 0.37500
19 0.440 13 0.99138 0.00862 0.01939

100 0.750 67 0.04460 0.95540 0.01700
2000 0.330 700 0.97251 0.02749 0.00312
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NAG Library Function Document

nag_poisson_dist (g01bkc)

1 Purpose

nag_poisson_dist (g01bkc) returns the lower tail, upper tail and point probabilities associated with a
Poisson distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_poisson_dist (double rlamda, Integer k, double *plek, double *pgtk,
double *peqk, NagError *fail)

3 Description

Let X denote a random variable having a Poisson distribution with parameter � > 0ð Þ. Then

Prob X ¼ kf g ¼ e���
k

k!
; k ¼ 0; 1; 2; . . .

The mean and variance of the distribution are both equal to �.

nag_poisson_dist (g01bkc) computes for given � and k the probabilities:

plek ¼ Prob X � kf g
pgtk ¼ Prob X > kf g
peqk ¼ Prob X ¼ kf g:

The method is described in KnÏsel (1986).

4 References

KnÏsel L (1986) Computation of the chi-square and Poisson distribution SIAM J. Sci. Statist. Comput. 7
1022–1036

5 Arguments

1: rlamda – double Input

On entry: the parameter � of the Poisson distribution.

Constraint: 0:0 < rlamda � 106.

2: k – Integer Input

On entry: the integer k which defines the required probabilities.

Constraint: k 	 0.

3: plek – double * Output

On exit: the lower tail probability, Prob X � kf g.

4: pgtk – double * Output

On exit: the upper tail probability, Prob X > kf g.
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5: peqk – double * Output

On exit: the point probability, Prob X ¼ kf g.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_LT

On entry, k ¼ valueh i.
Constraint: k 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GT

On entry, rlamda ¼ valueh i.
Constraint: rlamda � 106.

NE_REAL_ARG_LE

On entry, rlamda ¼ valueh i.
Constraint: rlamda > 0:0.

7 Accuracy

Results are correct to a relative accuracy of at least 10�6 on machines with a precision of 9 or more
decimal digits, and to a relative accuracy of at least 10�3 on machines of lower precision (provided that
the results do not underflow to zero).

8 Parallelism and Performance

nag_poisson_dist (g01bkc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_poisson_dist (g01bkc) depends on � and k. For given �, the time is greatest
when k � �, and is then approximately proportional to

ffiffiffi
�
p

.

10 Example

This example reads values of � and k from a data file until end-of-file is reached, and prints the
corresponding probabilities.

10.1 Program Text

/* nag_poisson_dist (g01bkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
Integer k;
double plek, peqk, pgtk;
double rlamda;
NagError fail;

INIT_FAIL(fail);

printf("nag_poisson_dist (g01bkc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n rlamda k plek pgtk peqk\n\n");

#ifdef _WIN32
while ((scanf_s("%lf %" NAG_IFMT "%*[^\n] ", &rlamda, &k)) != EOF)

#else
while ((scanf("%lf %" NAG_IFMT "%*[^\n] ", &rlamda, &k)) != EOF)

#endif
{

/* nag_poisson_dist (g01bkc).
* Poisson distribution function
*/

nag_poisson_dist(rlamda, k, &plek, &pgtk, &peqk, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_poisson_dist (g01bkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %10.3f%6" NAG_IFMT "%10.5f%10.5f%10.5f\n", rlamda, k, plek,

pgtk, peqk);
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}

END:
return exit_status;

}

10.2 Program Data

nag_poisson_dist (g01bkc) Example Program Data
0.75 3 : rlamda, k
9.20 12
34.00 25
175.00 175

10.3 Program Results

nag_poisson_dist (g01bkc) Example Program Results

rlamda k plek pgtk peqk

0.750 3 0.99271 0.00729 0.03321
9.200 12 0.86074 0.13926 0.07755

34.000 25 0.06736 0.93264 0.02140
175.000 175 0.52009 0.47991 0.03014
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NAG Library Function Document

nag_hypergeom_dist (g01blc)

1 Purpose

nag_hypergeom_dist (g01blc) returns the lower tail, upper tail and point probabilities associated with a
hypergeometric distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_hypergeom_dist (Integer n, Integer l, Integer m, Integer k,
double *plek, double *pgtk, double *peqk, NagError *fail)

3 Description

Let X denote a random variable having a hypergeometric distribution with parameters n, l and m
(n 	 l 	 0, n 	 m 	 0). Then

Prob X ¼ kf g ¼

m
k

� �
n�m
l� k

� �
n
l

� � ;

where max 0; l� n�mð Þð Þ � k � min l;mð Þ, 0 � l � n and 0 � m � n.
The hypergeometric distribution may arise if in a population of size n a number m are marked. From
this population a sample of size l is drawn and of these k are observed to be marked.

The mean of the distribution ¼ lm
n

, and the variance ¼ lm n� lð Þ n�mð Þ
n2 n� 1ð Þ .

nag_hypergeom_dist (g01blc) computes for given n, l, m and k the probabilities:

plek ¼ Prob X � kf g
pgtk ¼ Prob X > kf g
peqk ¼ Prob X ¼ kf g:

The method is similar to the method for the Poisson distribution described in KnÏsel (1986).

4 References

KnÏsel L (1986) Computation of the chi-square and Poisson distribution SIAM J. Sci. Statist. Comput. 7
1022–1036

5 Arguments

1: n – Integer Input

On entry: the parameter n of the hypergeometric distribution.

Constraint: n 	 0.
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2: l – Integer Input

On entry: the parameter l of the hypergeometric distribution.

Constraint: 0 � l � n.

3: m – Integer Input

On entry: the parameter m of the hypergeometric distribution.

Constraint: 0 � m � n.

4: k – Integer Input

On entry: the integer k which defines the required probabilities.

Constraint: max 0; l� n�mð Þð Þ � k � min l;mð Þ.

5: plek – double * Output

On exit: the lower tail probability, Prob X � kf g.

6: pgtk – double * Output

On exit: the upper tail probability, Prob X > kf g.

7: peqk – double * Output

On exit: the point probability, Prob X ¼ kf g.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, k ¼ valueh i and l ¼ valueh i.
Constraint: k � l.

On entry, k ¼ valueh i and m ¼ valueh i.
Constraint: k � m.

On entry, l ¼ valueh i and n ¼ valueh i.
Constraint: l � n.

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m � n.

NE_4_INT_ARG_CONS

On entry, k ¼ valueh i, l ¼ valueh i, m ¼ valueh i and lþm� n ¼ valueh i.
Constraint: k 	 lþm� n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARG_TOO_LARGE

On entry, n is too large to be represented exactly as a double precision number.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_LT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, l ¼ valueh i.
Constraint: l 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_VARIANCE_TOO_LARGE

On entry, the variance ¼ lm n�lð Þ n�mð Þ
n2 n�1ð Þ exceeds 106.

7 Accuracy

Results are correct to a relative accuracy of at least 10�6 on machines with a precision of 9 or more
decimal digits, and to a relative accuracy of at least 10�3 on machines of lower precision (provided that
the results do not underflow to zero).

8 Parallelism and Performance

nag_hypergeom_dist (g01blc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_hypergeom_dist (g01blc) depends on the variance (see Section 3) and on k. For
given variance, the time is greatest when k � lm=n (¼ the mean), and is then approximately
proportional to the square-root of the variance.

10 Example

This example reads values of n, l, m and k from a data file until end-of-file is reached, and prints the
corresponding probabilities.
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10.1 Program Text

/* nag_hypergeom_dist (g01blc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double plek, peqk, pgtk;
Integer k, l, m, n;
NagError fail;

INIT_FAIL(fail);

printf("nag_hypergeom_dist (g01blc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n n l m k plek pgtk peqk\n\n");

#ifdef _WIN32
while ((scanf_s

("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",
&n, &l, &m, &k)) != EOF) {

#else
while ((scanf

("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "%*[^\n]",
&n, &l, &m, &k)) != EOF) {

#endif
/* nag_hypergeom_dist (g01blc).
* Hypergeometric distribution function
*/

nag_hypergeom_dist(n, l, m, k, &plek, &pgtk, &peqk, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_hypergeom_dist (g01blc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %4" NAG_IFMT "%4" NAG_IFMT "%4" NAG_IFMT "%4" NAG_IFMT

"%10.5f%10.5f" "%10.5f\n", n, l, m, k, plek, pgtk, peqk);
}

END:
return exit_status;

}

10.2 Program Data

nag_hypergeom_dist (g01blc) Example Program Data
10 2 5 1 : n, l, m, k
40 10 3 2
155 35 122 22
1000 444 500 220
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10.3 Program Results

nag_hypergeom_dist (g01blc) Example Program Results

n l m k plek pgtk peqk

10 2 5 1 0.77778 0.22222 0.55556
40 10 3 2 0.98785 0.01215 0.13664

155 35 122 22 0.01101 0.98899 0.00779
1000 444 500 220 0.42429 0.57571 0.04913
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NAG Library Function Document

nag_normal_scores_exact (g01dac)

1 Purpose

nag_normal_scores_exact (g01dac) computes a set of Normal scores, i.e., the expected values of an
ordered set of independent observations from a Normal distribution with mean 0:0 and standard
deviation 1:0.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_normal_scores_exact (Integer n, double pp[], double etol,
double *errest, NagError *fail)

3 Description

If a sample of n observations from any distribution (which may be denoted by x1; x2; . . . ; xn), is sorted
into ascending order, the rth smallest value in the sample is often referred to as the rth ‘order
statistic’, sometimes denoted by x rð Þ (see Kendall and Stuart (1969)).

The order statistics therefore have the property

x 1ð Þ � x 2ð Þ � . . . � x nð Þ:

(If n ¼ 2rþ 1, xrþ1 is the sample median.)

For samples originating from a known distribution, the distribution of each order statistic in a sample of
given size may be determined. In particular, the expected values of the order statistics may be found by
integration. If the sample arises from a Normal distribution, the expected values of the order statistics
are referred to as the ‘Normal scores’. The Normal scores provide a set of reference values against
which the order statistics of an actual data sample of the same size may be compared, to provide an
indication of Normality for the sample . A plot of the data against the scores gives a normal probability
plot. Normal scores have other applications; for instance, they are sometimes used as alternatives to
ranks in nonparametric testing procedures.

nag_normal_scores_exact (g01dac) computes the rth Normal score for a given sample size n as

E x rð Þ
� �

¼
Z 1
�1
xrdGr;

where

dGr ¼
Ar�1
r 1�Arð Þn�rdAr

� r; n� rþ 1ð Þ ; Ar ¼
1ffiffiffiffiffiffi
2	
p

Z xr

�1
e�t

2=2 dt; r ¼ 1; 2; . . . ; n;

and � denotes the complete beta function.

The function attempts to evaluate the scores so that the estimated error in each score is less than the
value etol specified by you. All integrations are performed in parallel and arranged so as to give good
speed and reasonable accuracy.

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin
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5 Arguments

1: n – Integer Input

On entry: n, the size of the set.

Constraint: n > 0.

2: pp½n� – double Output

On exit: the Normal scores. pp½i � 1� contains the value E x ið Þ
� �

, for i ¼ 1; 2; . . . ; n.

3: etol – double Input

On entry: the maximum value for the estimated absolute error in the computed scores.

Constraint: etol > 0:0.

4: errest – double * Output

On exit: a computed estimate of the maximum error in the computed scores (see Section 7).

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ERROR_ESTIMATE

The function was unable to estimate the scores with estimated error less than etol.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, etol ¼ valueh i.
Constraint: etol > 0:0.
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7 Accuracy

Errors are introduced by evaluation of the functions dGr and errors in the numerical integration process.
Errors are also introduced by the approximation of the true infinite range of integration by a finite range
a; b½ � but a and b are chosen so that this effect is of lower order than that of the other two factors. In
order to estimate the maximum error the functions dGr are also integrated over the range a; b½ �.
nag_normal_scores_exact (g01dac) returns the estimated maximum error as

errest ¼ max
r

max aj j; bj jð Þ �
Z b

a

dGr � 1:0

				 				� �
:

8 Parallelism and Performance

nag_normal_scores_exact (g01dac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_normal_scores_exact (g01dac) depends on etol and n. For a given value of etol
the timing varies approximately linearly with n.

10 Example

The program below generates the Normal scores for samples of size 5, 10, 15, and prints the scores and
the computed error estimates.

10.1 Program Text

/* nag_normal_scores_exact (g01dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double errest, etol;
Integer exit_status = 0, i, j, n, nmax;
NagError fail;
/* Arrays */
double *pp = 0;

INIT_FAIL(fail);

printf("nag_normal_scores_exact (g01dac) Example Program Results\n");

etol = 0.001;
nmax = 15;

/* Allocate memory */
if (!(pp = NAG_ALLOC(nmax, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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for (j = 5; j <= nmax; j += 5) {
n = j;
/* nag_normal_scores_exact (g01dac).
* Normal scores, accurate values
*/

nag_normal_scores_exact(n, pp, etol, &errest, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_normal_scores_exact (g01dac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\nSet size = %2" NAG_IFMT "\n\n", n);
printf("Error tolerance (input) = %13.3e\n\n", etol);
printf("Error estimate (output) = %13.3e\n\n", errest);
printf("Normal scores\n");
for (i = 1; i <= n; ++i) {

printf("%10.3f", pp[i - 1]);
printf(i % 5 == 0 || i == n ? "\n" : " ");

}
printf("\n");

}

END:
NAG_FREE(pp);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_normal_scores_exact (g01dac) Example Program Results

Set size = 5

Error tolerance (input) = 1.000e-03

Error estimate (output) = 9.080e-09

Normal scores
-1.163 -0.495 0.000 0.495 1.163

Set size = 10

Error tolerance (input) = 1.000e-03

Error estimate (output) = 1.484e-08

Normal scores
-1.539 -1.001 -0.656 -0.376 -0.123
0.123 0.376 0.656 1.001 1.539

Set size = 15

Error tolerance (input) = 1.000e-03

Error estimate (output) = 2.218e-08

Normal scores
-1.736 -1.248 -0.948 -0.715 -0.516
-0.335 -0.165 0.000 0.165 0.335
0.516 0.715 0.948 1.248 1.736
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This shows a Q-Q plot for a randomly generated set of data. The normal scores have been calculated
using nag_normal_scores_exact (g01dac) and the sample quantiles obtained by sorting the observed
data using nag_double_sort (m01cac). A reference line at y ¼ x is also shown.
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NAG Library Function Document

nag_normal_scores_var (g01dcc)

1 Purpose

nag_normal_scores_var (g01dcc) computes an approximation to the variance-covariance matrix of an
ordered set of independent observations from a Normal distribution with mean 0:0 and standard
deviation 1:0.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_normal_scores_var (Integer n, double exp1, double exp2,
double sumssq, double vec[], NagError *fail)

3 Description

nag_normal_scores_var (g01dcc) is an adaptation of the Applied Statistics Algorithm AS 128, see Davis
and Stephens (1978). An approximation to the variance-covariance matrix, V , using a Taylor series
expansion of the Normal distribution function is discussed in David and Johnson (1954).

However, convergence is slow for extreme variances and covariances. The present function uses the
David–Johnson approximation to provide an initial approximation and improves upon it by use of the
following identities for the matrix.

For a sample of size n, let mi be the expected value of the ith largest order statistic, then:

(a) for any i ¼ 1; 2; . . . ; n,
Xn
j¼1

Vij ¼ 1

(b) V12 ¼ V11 þm2
n �mnmn�1 � 1

(c) the trace of V is tr Vð Þ ¼ n�
Xn
i¼1
m2
i

(d) Vij ¼ Vji ¼ Vrs ¼ Vsr where r ¼ nþ 1� i, s ¼ nþ 1� j and i; j ¼ 1; 2; . . . ; n. Note that only the
upper triangle of the matrix is calculated and returned column-wise in vector form.

4 References

David F N and Johnson N L (1954) Statistical treatment of censored data, Part 1. Fundamental formulae
Biometrika 41 228–240

Davis C S and Stephens M A (1978) Algorithm AS 128: approximating the covariance matrix of
Normal order statistics Appl. Statist. 27 206–212

5 Arguments

1: n – Integer Input

On entry: n, the sample size.

Constraint: n > 0.
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2: exp1 – double Input

On entry: the expected value of the largest Normal order statistic, mn, from a sample of size n.

3: exp2 – double Input

On entry: the expected value of the second largest Normal order statistic, mn�1, from a sample of
size n.

4: sumssq – double Input

On entry: the sum of squares of the expected values of the Normal order statistics from a sample
of size n.

5: vec½n� nþ 1ð Þ=2� – double Output

On exit: the upper triangle of the n by n variance-covariance matrix packed by column. Thus
element Vij is stored in vec½iþ j� j� 1ð Þ=2� 1�, for 1 � i � j � n.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For n � 20, where comparison with the exact values can be made, the maximum error is less than
0:0001.

8 Parallelism and Performance

nag_normal_scores_var (g01dcc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_normal_scores_var (g01dcc) is approximately proportional to n2.

The arguments exp1 ( ¼ mn), exp2 ( ¼ mn�1) and sumssq ( ¼
Xn
j¼1

m2
j ) may be found from the expected

values of the Normal order statistics obtained from nag_normal_scores_exact (g01dac) .

10 Example

A program to compute the variance-covariance matrix for a sample of size 6. nag_normal_scores_exact
(g01dac) is called to provide values for exp1, exp2 and sumssq.

10.1 Program Text

/* nag_normal_scores_var (g01dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double errest, etol, exp1, exp2, sumssq;
Integer exit_status, i, j, k, n, vec_elem;
NagError fail;

/* Arrays */
double *pp = 0, *vec = 0;

INIT_FAIL(fail);

printf("nag_normal_scores_var (g01dcc) Example Program Results\n");
etol = 1e-4;
exit_status = 0;
n = 6;

/* Allocate memory */
if (!(pp = NAG_ALLOC(n, double)) ||

!(vec = NAG_ALLOC(n * (n + 1) / 2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_normal_scores_exact (g01dac).
* Normal scores, accurate values
*/

nag_normal_scores_exact(n, pp, etol, &errest, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_normal_scores_exact (g01dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
exp1 = pp[5];
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exp2 = pp[4];
sumssq = 0.0;
for (i = 1; i <= 6; ++i)

sumssq += pp[i - 1] * pp[i - 1];

/* nag_normal_scores_var (g01dcc).
* Normal scores, approximate variance-covariance matrix
*/

nag_normal_scores_var(n, exp1, exp2, sumssq, vec, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_normal_scores_exact (g01dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\nSample size = %2" NAG_IFMT "\n\n", n);
printf("Variance-covariance matrix\n");
k = 1;
for (j = 1; j <= n; ++j) {

vec_elem = 1;
for (i = k; i <= k + j - 1; ++i) {

printf("%8.4f%s", vec[i - 1], vec_elem % 6 == 0 ? "\n" : " ");
vec_elem++;

}
printf("\n");
k += j;

}
END:

NAG_FREE(pp);
NAG_FREE(vec);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_normal_scores_var (g01dcc) Example Program Results

Sample size = 6

Variance-covariance matrix
0.4159
0.2085 0.2796
0.1394 0.1889 0.2462
0.1025 0.1397 0.1834 0.2462
0.0774 0.1060 0.1397 0.1889 0.2796
0.0563 0.0774 0.1025 0.1394 0.2085 0.4159
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NAG Library Function Document

nag_shapiro_wilk_test (g01ddc)

1 Purpose

nag_shapiro_wilk_test (g01ddc) calculates Shapiro and Wilk's W statistic and its significance level for
testing Normality.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_shapiro_wilk_test (Integer n, const double x[],
Nag_Boolean calc_wts, double a[], double *w, double *pw, NagError *fail)

3 Description

nag_shapiro_wilk_test (g01ddc) calculates Shapiro and Wilk's W statistic and its significance level for
any sample size between 3 and 5000. It is an adaptation of the Applied Statistics Algorithm AS R94,
see Royston (1995). The full description of the theory behind this algorithm is given in Royston (1992).

Given a set of observations x1; x2; . . . ; xn sorted into either ascending or descending order
(nag_double_sort (m01cac) may be used to sort the data) this function calculates the value of Shapiro
and Wilk's W statistic defined as:

W ¼

Xn
i¼1
aixi

 !2

Xn
i¼1

xi � �xð Þ2
;

where �x ¼ 1

n

Xn
1

xi is the sample mean and ai, for i ¼ 1; 2; . . . ; n, are a set of ‘weights’ whose values

depend only on the sample size n.

On exit, the values of ai, for i ¼ 1; 2; . . . ; n, are only of interest should you wish to call the function
again to calculate w and its significance level for a different sample of the same size.

It is recommended that the function is used in conjunction with a Normal Q�Qð Þ plot of the data.
Function nag_normal_scores_exact (g01dac) can be used to obtain the required Normal scores.

4 References

Royston J P (1982) Algorithm AS 181: the W test for normality Appl. Statist. 31 176–180

Royston J P (1986) A remark on AS 181: the W test for normality Appl. Statist. 35 232–234

Royston J P (1992) Approximating the Shapiro–Wilk's W test for non-normality Statistics &
Computing 2 117–119

Royston J P (1995) A remark on AS R94: A remark on Algorithm AS 181: the W test for normality
Appl. Statist. 44(4) 547–551
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5 Arguments

1: n – Integer Input

On entry: n, the sample size.

Constraint: 3 � n � 5000.

2: x½n� – const double Input

On entry: the ordered sample values, xi, for i ¼ 1; 2; . . . ; n.

3: calc wts – Nag_Boolean Input

On entry: must be set to Nag_TRUE if you wish nag_shapiro_wilk_test (g01ddc) to calculate the
elements of a.

calc_wts should be set to Nag_FALSE if you have saved the values in a from a previous call to
nag_shapiro_wilk_test (g01ddc).

If in doubt, set calc_wts equal to Nag_TRUE.

4: a½n� – double Input/Output

On entry: if calc_wts has been set to Nag_FALSE then before entry a must contain the n weights
as calculated in a previous call to nag_shapiro_wilk_test (g01ddc), otherwise a need not be set.

On exit: the n weights required to calculate w.

5: w – double * Output

On exit: the value of the statistic, w.

6: pw – double * Output

On exit: the significance level of w.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALL_ELEMENTS_EQUAL

On entry, all elements of x are equal.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_GT

On entry, n ¼ valueh i.
Constraint: n � valueh i.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_MONOTONIC

On entry, e lements of x not in order. x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i,
x½ valueh i� ¼ valueh i.

7 Accuracy

There may be a loss of significant figures for large n.

8 Parallelism and Performance

nag_shapiro_wilk_test (g01ddc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_shapiro_wilk_test (g01ddc) depends roughly linearly on the value of n.

For very small samples the power of the test may not be very high.

The contents of the array a should not be modified between calls to nag_shapiro_wilk_test (g01ddc) for
a given sample size, unless calc_wts is reset to Nag_TRUE before each call of nag_shapiro_wilk_test
(g01ddc).

The Shapiro and Wilk's W test is very sensitive to ties. If the data has been rounded the test can be
improved by using Sheppard's correction to adjust the sum of squares about the mean. This produces an
adjusted value of w,

WA ¼ W
P
x ið Þ � �x2Xn

i¼1
x ið Þ ¼ �x2 � n�1

12 !
2

( );
where ! is the rounding width. WA can be compared with a standard Normal distribution, but a further
approximation is given by Royston (1986).

If n > 5000, a value for w and pw is returned, but its accuracy may not be acceptable. See Section 4 for
more details.

10 Example

This example tests the following two samples (each of size 20) for Normality.
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Sample
Number

Data

1 0:11, 7:87, 4:61, 10:14, 7:95, 3:14, 0:46, 4:43, 0:21, 4:75, 0:71, 1:52, 3:24, 0:93, 0:42, 4:97,
9:53, 4:55, 0:47, 6:66

2 1:36, 1:14, 2:92, 2:55, 1:46, 1:06, 5:27, �1:11, 3:48, 1:10, 0:88, �0:51, 1:46, 0:52, 6:20,
1:69, 0:08, 3:67, 2:81, 3:49

The elements of a are calculated only in the first call of nag_shapiro_wilk_test (g01ddc), and are re-
used in the second call.

10.1 Program Text

/* nag_shapiro_wilk_test (g01ddc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg01.h>
#include <nagm01.h>

int main(void)
{

/* Local variables */
Nag_Boolean calwts;
Integer exit_status = 0, i, j, n;
NagError fail;
double *a = 0, pw, w, *x = 0;

INIT_FAIL(fail);

printf("nag_shapiro_wilk_test (g01ddc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

calwts = Nag_TRUE;
#ifdef _WIN32

scanf_s("%" NAG_IFMT " ", &n);
#else

scanf("%" NAG_IFMT " ", &n);
#endif

if (n >= 3) {
if (!(a = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (j = 1; j <= 2; ++j) {
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for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf ", &x[i - 1]);
#else

scanf("%lf ", &x[i - 1]);
#endif

/* nag_double_sort (m01cac).
* Quicksort of set of values of data type double
*/

nag_double_sort(x, (size_t) n, Nag_Ascending, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_double_sort (m01cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* nag_shapiro_wilk_test (g01ddc).
* Shapiro and Wilk’s W test for Normality
*/

nag_shapiro_wilk_test(n, x, calwts, a, &w, &pw, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_shapiro_wilk_test (g01ddc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n For sample number %2" NAG_IFMT ", value of W statistic = "
"%7.4f\n", j, w);

printf(" Significance level is %8.4f\n", pw);
calwts = Nag_FALSE;

}
END:

NAG_FREE(a);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_shapiro_wilk_test (g01ddc) Example Program Data
20
0.11 7.87 4.61 10.14 7.95 3.14 0.46 4.43 0.21 4.75
0.71 1.52 3.24 0.93 0.42 4.97 9.53 4.55 0.47 6.66
1.36 1.14 2.92 2.55 1.46 1.06 5.27 -1.11 3.48 1.10
0.88 -0.51 1.46 0.52 6.20 1.69 0.08 3.67 2.81 3.49

10.3 Program Results

nag_shapiro_wilk_test (g01ddc) Example Program Results

For sample number 1, value of W statistic = 0.9005
Significance level is 0.0421

For sample number 2, value of W statistic = 0.9590
Significance level is 0.5246
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NAG Library Function Document

nag_ranks_and_scores (g01dhc)

1 Purpose

nag_ranks_and_scores (g01dhc) computes the ranks, Normal scores, an approximation to the Normal
scores or the exponential scores as requested by you.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_ranks_and_scores (Nag_Scores scores, Nag_Ties ties, Integer n,
const double x[], double r[], NagError *fail)

3 Description

nag_ranks_and_scores (g01dhc) computes one of the following scores for a sample of observations,
x1; x2; . . . ; xn.

1. Rank Scores

The ranks are assigned to the data in ascending order, that is the ith observation has score si ¼ k if
it is the kth smallest observation in the sample.

2. Normal Scores

The Normal scores are the expected values of the Normal order statistics from a sample of size n.
If xi is the kth smallest observation in the sample, then the score for that observation, si, is E Zkð Þ
where Zk is the kth order statistic in a sample of size n from a standard Normal distribution and E
is the expectation operator.

3. Blom, Tukey and van der Waerden Scores

These scores are approximations to the Normal scores. The scores are obtained by evaluating the
inverse cumulative Normal distribution function, ��1 �ð Þ, at the values of the ranks scaled into the
interval 0; 1ð Þ using different scaling transformations.

The Blom scores use the scaling transformation
ri�3

8

nþ1
4
for the rank ri, for i ¼ 1; 2; . . . ; n. Thus the

Blom score corresponding to the observation xi is

si ¼ ��1
ri � 3

8

nþ 1
4

 !
:

The Tukey scores use the scaling transformation
ri�1

3

nþ1
3
; the Tukey score corresponding to the

observation xi is

si ¼ ��1
ri � 1

3

nþ 1
3

 !
:

The van der Waerden scores use the scaling transformation ri
nþ1 ; the van der Waerden score

corresponding to the observation xi is

si ¼ ��1
ri

nþ 1

� �
:

The van der Waerden scores may be used to carry out the van der Waerden test for testing for
differences between several population distributions, see Conover (1980).
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4. Savage Scores

The Savage scores are the expected values of the exponential order statistics from a sample of size
n. They may be used in a test discussed by Savage (1956) and Lehmann (1975). If xi is the kth
smallest observation in the sample, then the score for that observation is

si ¼ E Ykð Þ ¼ 1
nþ

1

n� 1
þ � � � þ 1

n� kþ 1
;

where Yk is the kth order statistic in a sample of size n from a standard exponential distribution
and E is the expectation operator.

Ties may be handled in one of five ways. Let xt ið Þ, for i ¼ 1; 2; . . . ;m, denote m tied observations, that
is xt 1ð Þ ¼ xt 2ð Þ ¼ � � � ¼ xt mð Þ with t 1ð Þ < t 2ð Þ < � � � < t mð Þ. If the rank of xt 1ð Þ is k, then if ties are
ignored the rank of xt jð Þ will be kþ j� 1. Let the scores ignoring ties be s�t 1ð Þ; s

�
t 2ð Þ; . . . ; s

�
t mð Þ. Then the

scores, st ið Þ, for i ¼ 1; 2; . . . ;m, may be calculated as follows:

–if averages are used, then st ið Þ ¼
Xm
j¼1

s�t jð Þ=m;

–if the lowest score is used, then st ið Þ ¼ s�t 1ð Þ;

–if the highest score is used, then st ið Þ ¼ s�t mð Þ;

– i f t i e s a r e t o b e b r o k e n r a n d o m l y , t h e n st ið Þ ¼ s�t Ið Þ w h e r e

I 2 random permutation of 1; 2; . . . ;mf g;
–if ties are to be ignored, then st ið Þ ¼ s�t ið Þ.

4 References

Blom G (1958) Statistical Estimates and Transformed Beta-variables Wiley

Conover W J (1980) Practical Nonparametric Statistics Wiley

Lehmann E L (1975) Nonparametrics: Statistical Methods Based on Ranks Holden–Day

Savage I R (1956) Contributions to the theory of rank order statistics – the two-sample case Ann. Math.
Statist. 27 590–615

Tukey J W (1962) The future of data analysis Ann. Math. Statist. 33 1–67

5 Arguments

1: scores – Nag_Scores Input

On entry: indicates which of the following scores are required.

scores ¼ Nag RankScores
The ranks.

scores ¼ Nag NormalScores
The Normal scores, that is the expected value of the Normal order statistics.

scores ¼ Nag BlomScores
The Blom version of the Normal scores.

scores ¼ Nag TukeyScores
The Tukey version of the Normal scores.

scores ¼ Nag WaerdenScores
The van der Waerden version of the Normal scores.
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scores ¼ Nag SavageScores
The Savage scores, that is the expected value of the exponential order statistics.

Constraint: scores ¼ Nag RankScores, Nag NormalScores, Nag BlomScores, Nag TukeyScores,
Nag WaerdenScores or Nag SavageScores.

2: ties – Nag_Ties Input

On entry: indicates which of the following methods is to be used to assign scores to tied
observations.

ties ¼ Nag AverageTies
The average of the scores for tied observations is used.

ties ¼ Nag LowestTies
The lowest score in the group of ties is used.

ties ¼ Nag HighestTies
The highest score in the group of ties is used.

ties ¼ Nag RandomTies
The repeatable random number generator is used to randomly untie any group of tied
observations.

ties ¼ Nag IgnoreTies
Any ties are ignored, that is the scores are assigned to tied observations in the order that
they appear in the data.

Constraint: ties ¼ Nag AverageTies, Nag LowestTies, Nag HighestTies, Nag RandomTies or
Nag IgnoreTies.

3: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

4: x½n� – const double Input

On entry: the sample of observations, xi, for i ¼ 1; 2; . . . ; n.

5: r½n� – double Output

On exit: contains the scores, si, for i ¼ 1; 2; . . . ; n, as specified by scores.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

For scores ¼ Nag RankScores, the results should be accurate to machine precision.

For scores ¼ Nag SavageScores, the results should be accurate to a small multiple of machine
precision.

For scores ¼ Nag NormalScores, the results should have a relative accuracy of at least
max 100� �; 10�8

� �
where � is the machine precision.

For scores ¼ Nag BlomScores, Nag TukeyScores or Nag WaerdenScores, the results should have a
relative accuracy of at least max 10� �; 10�12

� �
.

8 Parallelism and Performance

nag_ranks_and_scores (g01dhc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If more accurate Normal scores are required nag_normal_scores_exact (g01dac) should be used with
appropriate settings for the input argument etol.

10 Example

This example computes and prints the Savage scores for a sample of five observations. The average of
the scores of any tied observations is used.

10.1 Program Text

/* nag_ranks_and_scores (g01dhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
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#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0, i, n;
NagError fail;
double *r = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_ranks_and_scores (g01dhc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &n);

#else
scanf("%" NAG_IFMT " ", &n);

#endif
if (n >= 1) {

if (!(r = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf ", &x[i - 1]);

#else
scanf("%lf ", &x[i - 1]);

#endif

/* nag_ranks_and_scores (g01dhc).
* Ranks, Normal scores, approximate Normal scores or
* exponential (Savage) scores
*/

nag_ranks_and_scores(Nag_SavageScores, Nag_AverageTies, n, x, r, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ranks_and_scores (g01dhc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("The Savage Scores : \n");
printf(" (Average scores are used for tied observations)\n\n");
for (i = 1; i <= n; ++i)

printf("%10.4f\n", r[i - 1]);
END:

NAG_FREE(r);
NAG_FREE(x);
return exit_status;

}
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10.2 Program Data

nag_ranks_and_scores (g01dhc) Example Program Data
5
2 0 2 2 0

10.3 Program Results

nag_ranks_and_scores (g01dhc) Example Program Results

The Savage Scores :
(Average scores are used for tied observations)

1.4500
0.3250
1.4500
1.4500
0.3250

g01dhc NAG Library Manual

g01dhc.6 (last) Mark 26



NAG Library Function Document

nag_prob_normal (g01eac)

1 Purpose

nag_prob_normal (g01eac) returns a one or two tail probability for the standard Normal distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_normal (Nag_TailProbability tail, double x, NagError *fail)

3 Description

The lower tail probability for the standard Normal distribution, P X � xð Þ is defined by:

P X � xð Þ ¼
Z x

�1
Z Xð Þ dX;

where

Z Xð Þ ¼ 1ffiffiffiffiffiffi
2	
p e�X

2=2;�1 < X <1:

The relationship

P X � xð Þ ¼ 1
2 erfc

�xffiffiffi
2
p
� �

is used, where erfc is the complementary error function, and is computed using nag_erfc (s15adc). For
the upper tail probability the relationship P X 	 xð Þ ¼ P X � �xð Þ is used and for the two tail
significance level probability twice the probability obtained from the absolute value of x is returned.

When the two tail confidence probability is required the relationship

P X � xj jð Þ � P X � � xj jð Þ ¼ erf
xj jffiffiffi
2
p
� �

;

is used, where erf is the error function, and is computed using nag_erf (s15aec).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which tail the returned probability should represent.

tail ¼ Nag LowerTail
The lower tail probability is returned, i.e., P X � xð Þ.

tail ¼ Nag UpperTail
The upper tail probability is returned, i.e., P X 	 xð Þ.
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tail ¼ Nag TwoTailSignif
The two tail (significance level) probability is returned, i.e., P X 	 xj jð Þ þ P X � � xj jð Þ.

tail ¼ Nag TwoTailConfid
The two tail (confidence interval) probability is returned, i.e., P X � xj jð Þ � P X � � xj jð Þ.

Constraint: tail ¼ Nag LowerTail, Nag UpperTail, Nag TwoTailSignif or Nag TwoTailConfid.

2: x – double Input

On entry: x, the value of the standard Normal variate.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Accuracy is limited by machine precision. For detailed error analysis see nag_erfc (s15adc) and
nag_erf (s15aec).

8 Parallelism and Performance

nag_prob_normal (g01eac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Four values of tail and x are input and the probabilities calculated and printed.
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10.1 Program Text

/* nag_prob_normal (g01eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double prob;
double x;
Integer i;
char nag_enum_arg[40];
Nag_TailProbability tail;
NagError fail;

INIT_FAIL(fail);

printf("nag_prob_normal (g01eac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n Tail X Probability \n\n");
for (i = 1; i <= 4; ++i) {

#ifdef _WIN32
scanf_s("%39s %lf ", nag_enum_arg, (unsigned)_countof(nag_enum_arg),

&x);
#else

scanf("%39s %lf ", nag_enum_arg, &x);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

tail = (Nag_TailProbability) nag_enum_name_to_value(nag_enum_arg);

/* nag_prob_normal (g01eac).
* Probabilities for the standard Normal distribution
*/

prob = nag_prob_normal(tail, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_normal (g01eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %-17s %4.2f %6.4f\n", nag_enum_arg, x, prob);

}

END:
return exit_status;

}
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10.2 Program Data

nag_prob_normal (g01eac) Example Program Data
Nag_LowerTail 1.96
Nag_UpperTail 1.96
Nag_TwoTailConfid 1.96
Nag_TwoTailSignif 1.96

10.3 Program Results

nag_prob_normal (g01eac) Example Program Results

Tail X Probability

Nag_LowerTail 1.96 0.9750
Nag_UpperTail 1.96 0.0250
Nag_TwoTailConfid 1.96 0.9500
Nag_TwoTailSignif 1.96 0.0500
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NAG Library Function Document

nag_prob_students_t (g01ebc)

1 Purpose

nag_prob_students_t (g01ebc) returns the lower tail, upper tail or two tail probability for the Student's
t-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_students_t (Nag_TailProbability tail, double t, double df,
NagError *fail)

3 Description

The lower tail probability for the Student's t-distribution with � degrees of freedom, P T � t : �ð Þ is
defined by:

P T � t : �ð Þ ¼ � � þ 1ð Þ=2ð Þffiffiffiffiffiffi
	�
p

� �=2ð Þ

Z t

�1
1þ T

2

�

� �� �þ1ð Þ=2
dT ; � 	 1:

Computationally, there are two situations:

(i) when � < 20, a transformation of the beta distribution, P� B � � : a; bð Þ is used

P T � t : �ð Þ ¼ 1
2P� B � �

� þ t2 : �=2;
1
2

� �
when t < 0:0

or

P T � t : �ð Þ ¼ 1
2þ 1

2P� B 	 �

� þ t2 : �=2;
1
2

� �
when t > 0:0;

(ii) when � 	 20, an asymptotic normalizing expansion of the Cornish–Fisher type is used to evaluate
the probability, see Hill (1970).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Hill G W (1970) Student's t-distribution Comm. ACM 13(10) 617–619

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which tail the returned probability should represent.

tail ¼ Nag UpperTail
The upper tail probability is returned, i.e., P T 	 t : �ð Þ.

tail ¼ Nag TwoTailSignif
The two tail (significance level) probability is returned,
i.e., P T 	 tj j : �ð Þ þ P T � � tj j : �ð Þ.
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tail ¼ Nag TwoTailConfid
The two tail (confidence interval) probability is returned,
i.e., P T � tj j : �ð Þ � P T � � tj j : �ð Þ.

tail ¼ Nag LowerTail
The lower tail probability is returned, i.e., P T � t : �ð Þ.

Constraint: tail ¼ Nag UpperTail, Nag TwoTailSignif , Nag TwoTailConfid or Nag LowerTail.

2: t – double Input

On entry: t, the value of the Student's t variate.

3: df – double Input

On entry: �, the degrees of freedom of the Student's t-distribution.

Constraint: df 	 1:0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_LT

On entry, df ¼ valueh i.
Constraint: df 	 1:0.

7 Accuracy

The computed probability should be accurate to five significant places for reasonable probabilities but
there will be some loss of accuracy for very low probabilities (less than 10�10), see Hastings and
Peacock (1975).

8 Parallelism and Performance

nag_prob_students_t (g01ebc) is not threaded in any implementation.
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9 Further Comments

The probabilities could also be obtained by using the appropriate transformation to a beta distribution
(see Abramowitz and Stegun (1972)) and using nag_prob_beta_dist (g01eec). This function allows you
to set the required accuracy.

10 Example

This example reads values from, and degrees of freedom for Student's t-distributions along with the
required tail. The probabilities are calculated and printed until the end of data is reached.

10.1 Program Text

/* nag_prob_students_t (g01ebc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double df, prob, t;
int i;
static Nag_TailProbability tail[4] = { Nag_LowerTail, Nag_UpperTail,

Nag_TwoTailSignif, Nag_TwoTailConfid
};
static const char *tailmess[] = { "Nag_LowerTail", "Nag_UpperTail",

"Nag_TwoTailSignif",
"Nag_TwoTailConfid"

};
NagError fail;

INIT_FAIL(fail);

printf("nag_prob_students_t (g01ebc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
printf(" t df prob tail\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %d\n", &t, &df, &i) != EOF)

#else
while (scanf("%lf %lf %d\n", &t, &df, &i) != EOF)

#endif
{

/* nag_prob_students_t (g01ebc).
* Probabilities for Student’s t-distribution
*/

prob = nag_prob_students_t(tail[i], t, df, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_students_t (g01ebc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %6.3f%8.3f%8.4f %s\n", t, df, prob, tailmess[i]);
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}

END:
return exit_status;

}

10.2 Program Data

nag_prob_students_t (g01ebc) Example Program Data
0.85 20.0 0
0.85 20.0 2
0.85 20.0 3
0.85 20.0 1

10.3 Program Results

nag_prob_students_t (g01ebc) Example Program Results

t df prob tail

0.850 20.000 0.7973 Nag_LowerTail
0.850 20.000 0.4054 Nag_TwoTailSignif
0.850 20.000 0.5946 Nag_TwoTailConfid
0.850 20.000 0.2027 Nag_UpperTail
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NAG Library Function Document

nag_prob_chi_sq (g01ecc)

1 Purpose

nag_prob_chi_sq (g01ecc) returns the lower or upper tail probability for the �2-distribution with real
degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_chi_sq (Nag_TailProbability tail, double x, double df,
NagError *fail)

3 Description

The lower tail probability for the �2-distribution with � degrees of freedom, P X � x : �ð Þ is defined
by:

P X � x : �ð Þ ¼ 1

2�=2� �=2ð Þ

Z x

0:0
X�=2�1e�X=2 dX; x 	 0; � > 0:

To calculate P X � x : �ð Þ a transformation of a gamma distribution is employed, i.e., a �2-distribution
with � degrees of freedom is equal to a gamma distribution with scale parameter 2 and shape parameter
�=2.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates whether the upper or lower tail probability is required.

tail ¼ Nag LowerTail
The lower tail probability is returned, i.e., P X � x : �ð Þ.

tail ¼ Nag UpperTail
The upper tail probability is returned, i.e., P X 	 x : �ð Þ.

Constraint: tail ¼ Nag LowerTail or Nag UpperTail.

2: x – double Input

On entry: x, the value of the �2 variate with � degrees of freedom.

Constraint: x 	 0:0.
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3: df – double Input

On entry: �, the degrees of freedom of the �2-distribution.

Constraint: df > 0:0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALG_NOT_CONV

The series used to calculate the gamma probabilities has failed to converge. The result returned
should represent an approximation to the solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_LE

On entry, df ¼ valueh i.
Constraint: df > 0:0.

NE_REAL_ARG_LT

On entry, x ¼ valueh i.
Constraint: x 	 0:0.

7 Accuracy

A relative accuracy of five significant figures is obtained in most cases.

8 Parallelism and Performance

nag_prob_chi_sq (g01ecc) is not threaded in any implementation.
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9 Further Comments

For higher accuracy the transformation described in Section 3 may be used with a direct call to
nag_incomplete_gamma (s14bac).

10 Example

Values from various �2-distributions are read, the lower tail probabilities calculated, and all these values
printed out, until the end of data is reached.

10.1 Program Text

/* nag_prob_chi_sq (g01ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double df, prob, x;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_prob_chi_sq (g01ecc) Example Program Results\n");
printf(" x df prob\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf", &x, &df) != EOF)

#else
while (scanf("%lf %lf", &x, &df) != EOF)

#endif
{

/* nag_prob_chi_sq (g01ecc).
* Probabilities for chi^2 distribution
*/

prob = nag_prob_chi_sq(Nag_LowerTail, x, df, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_chi_sq (g01ecc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%6.3f%8.3f%8.4f\n", x, df, prob);

}

END:
return exit_status;

}
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10.2 Program Data

nag_prob_chi_sq (g01ecc) Example Program Data
8.26 20.0
6.2 7.5

55.76 45.0

10.3 Program Results

nag_prob_chi_sq (g01ecc) Example Program Results
x df prob

8.260 20.000 0.0100
6.200 7.500 0.4279

55.760 45.000 0.8694
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NAG Library Function Document

nag_prob_f_dist (g01edc)

1 Purpose

nag_prob_f_dist (g01edc) returns the probability for the lower or upper tail of the F or variance-ratio
distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_f_dist (Nag_TailProbability tail, double f, double df1,
double df2, NagError *fail)

3 Description

The lower tail probability for the F , or variance-ratio distribution, with �1 and �2 degrees of freedom,
P F � f : �1; �2ð Þ, is defined by:

P F � f : �1; �2ð Þ ¼ �
�1=2
1 �

�2=2
2 � �1 þ �2ð Þ=2ð Þ

� �1=2ð Þ� �2=2ð Þ

Z f

0
F �1�2ð Þ=2 �1F þ �2ð Þ� �1þ�2ð Þ=2dF;

for �1, �2 > 0, f 	 0.

The probability is computed by means of a transformation to a beta distribution, P� B � � : a; bð Þ:

P F � f : �1; �2ð Þ ¼ P� B � �1f

�1f þ �2
: �1=2; �2=2

� �
and using a call to nag_prob_beta_dist (g01eec).

For very large values of both �1 and �2, greater than 105, a normal approximation is used. If only one of
�1 or �2 is greater than 105 then a �2 approximation is used, see Abramowitz and Stegun (1972).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates whether an upper or lower tail probability is required.

tail ¼ Nag LowerTail
The lower tail probability is returned, i.e., P F � f : �1; �2ð Þ.

tail ¼ Nag UpperTail
The upper tail probability is returned, i.e., P F 	 f : �1; �2ð Þ.

Constraint: tail ¼ Nag LowerTail or Nag UpperTail.
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2: f – double Input

On entry: f , the value of the F variate.

Constraint: f 	 0:0.

3: df1 – double Input

On entry: the degrees of freedom of the numerator variance, �1.

Constraint: df1 > 0:0.

4: df2 – double Input

On entry: the degrees of freedom of the denominator variance, �2.

Constraint: df2 > 0:0.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below except NE_PROBAB_CLOSE_TO_TAIL nag_prob_f_dist
(g01edc) returns 0.0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROBAB_CLOSE_TO_TAIL

The probability is too close to 0:0 or 1:0. f is too far out into the tails for the probability to be
evaluated exactly. The result tends to approach 1:0 if f is large, or 0:0 if f is small. The result
returned is a good approximation to the required solution.

NE_REAL_ARG_LE

On entry, df1 ¼ valueh i and df2 ¼ valueh i.
Constraint: df1 > 0:0 and df2 > 0:0.

NE_REAL_ARG_LT

On entry, f ¼ valueh i.
Constraint: f 	 0:0.
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7 Accuracy

The result should be accurate to five significant digits.

8 Parallelism and Performance

nag_prob_f_dist (g01edc) is not threaded in any implementation.

9 Further Comments

For higher accuracy nag_prob_beta_dist (g01eec) can be used along with the transformations given in
Section 3.

10 Example

This example reads values from, and degrees of freedom for, a number of F -distributions and computes
the associated lower tail probabilities.

10.1 Program Text

/* nag_prob_f_dist (g01edc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double df1, df2, f, prob;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_prob_f_dist (g01edc) Example Program Results\n");
printf(" f df1 df2 prob\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %lf", &f, &df1, &df2) != EOF)

#else
while (scanf("%lf %lf %lf", &f, &df1, &df2) != EOF)

#endif
{

/* nag_prob_f_dist (g01edc).
* Probabilities for F-distribution
*/

prob = nag_prob_f_dist(Nag_LowerTail, f, df1, df2, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_f_dist (g01edc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("%6.3f%8.3f%8.3f%8.4f\n", f, df1, df2, prob);
}

END:
return exit_status;

}

10.2 Program Data

nag_prob_f_dist (g01edc) Example Program Data
5.5 1.5 25.5

39.9 1.0 1.0
2.5 20.25 1.0

10.3 Program Results

nag_prob_f_dist (g01edc) Example Program Results
f df1 df2 prob

5.500 1.500 25.500 0.9837
39.900 1.000 1.000 0.9000
2.500 20.250 1.000 0.5342
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NAG Library Function Document

nag_prob_beta_dist (g01eec)

1 Purpose

nag_prob_beta_dist (g01eec) computes the upper and lower tail probabilities and the probability density
function of the beta distribution with parameters a and b.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_beta_dist (double x, double a, double b, double tol, double *p,
double *q, double *pdf, NagError *fail)

3 Description

The probability density function of the beta distribution with parameters a and b is:

f B : a; bð Þ ¼ � aþ bð Þ
� að Þ� bð ÞB

a�1 1�Bð Þb�1; 0 � B � 1;a; b > 0:

The lower tail probability, P B � � : a; bð Þ is defined by

P B � � : a; bð Þ ¼ � aþ bð Þ
� að Þ� bð Þ

Z �

0
Ba�1 1�Bð Þb�1 dB ¼ I� a; bð Þ; 0 � � � 1;a; b > 0:

The function Ix a; bð Þ, also known as the incomplete beta function is calculated using
nag_incomplete_beta (s14ccc).

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: x – double Input

On entry: �, the value of the beta variate.

Constraint: 0:0 � x � 1:0.

2: a – double Input

On entry: a, the first parameter of the required beta distribution.

Constraint: 0:0 < a � 106.

3: b – double Input

On entry: b, the second parameter of the required beta distribution.

Constraint: 0:0 < b � 106.

4: tol – double Input

On entry: this argument is no longer referenced, but is included for backwards compatability.
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5: p – double * Output

On exit: the lower tail probability, P B � � : a; bð Þ.

6: q – double * Output

On exit: the upper tail probability, P B 	 � : a; bð Þ.

7: pdf – double * Output

On exit: the probability density function, f B : a; bð Þ.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GT

On entry, x ¼ valueh i.
Constraint: x � 1:0.

NE_REAL_ARG_LE

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a > 0:0.

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b > 0:0.

NE_REAL_ARG_LT

On entry, x ¼ valueh i.
Constraint: x 	 0:0.

7 Accuracy

The accuracy is limited by the error in the incomplete beta function. See Section 7 in
nag_incomplete_beta (s14ccc) for further details.
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8 Parallelism and Performance

nag_prob_beta_dist (g01eec) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads values from a number of beta distributions and computes the associated upper and
lower tail probabilities and the corresponding value of the probability density function.

10.1 Program Text

/* nag_prob_beta_dist (g01eec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double a, b, p, pdf, q, tol, x;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_prob_beta_dist (g01eec) Example Program Results\n");
printf(" x a b p q"

" pdf\n\n");
#ifdef _WIN32

while (scanf_s("%lf %lf %lf %lf", &x, &a, &b, &tol) != EOF)
#else

while (scanf("%lf %lf %lf %lf", &x, &a, &b, &tol) != EOF)
#endif

{
/* nag_prob_beta_dist (g01eec).
* Upper and lower tail probabilities and probability
* density function for the beta distribution
*/

nag_prob_beta_dist(x, a, b, tol, &p, &q, &pdf, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_beta_dist (g01eec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%7.4f%13.4e%13.4e%13.4e%13.4e%13.4e\n", x, a, b, p, q, pdf);
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}

END:
return exit_status;

}

10.2 Program Data

nag_prob_beta_dist (g01eec) Example Program Data
0.25 1.0 2.0 1.9
0.75 1.5 1.5 0.0001
0.5 2.0 1.0 1.01

10.3 Program Results

nag_prob_beta_dist (g01eec) Example Program Results
x a b p q pdf

0.2500 1.0000e+00 2.0000e+00 4.3750e-01 5.6250e-01 1.5000e+00
0.7500 1.5000e+00 1.5000e+00 8.0450e-01 1.9550e-01 1.1027e+00
0.5000 2.0000e+00 1.0000e+00 2.5000e-01 7.5000e-01 1.0000e+00
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NAG Library Function Document

nag_gamma_dist (g01efc)

1 Purpose

nag_gamma_dist (g01efc) returns the lower or upper tail probability of the gamma distribution, with
parameters � and �.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_gamma_dist (Nag_TailProbability tail, double g, double a,
double b, NagError *fail)

3 Description

The lower tail probability for the gamma distribution with parameters � and �, P G � gð Þ, is defined by:

P G � g;�; �ð Þ ¼ 1

��� �ð Þ

Z g

0
G��1e�G=� dG; � > 0:0; � > 0:0:

The mean of the distribution is �� and its variance is ��2. The transformation Z ¼ G
�

is applied to

yield the following incomplete gamma function in normalized form,

P G � g;�; �ð Þ ¼ P Z � g=� : �; 1:0ð Þ ¼ 1

� �ð Þ

Z g=�

0
Z��1e�Z dZ:

This is then evaluated using nag_incomplete_gamma (s14bac).

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates whether an upper or lower tail probability is required.

tail ¼ Nag LowerTail
The lower tail probability is returned, that is P G � g : �; �ð Þ.

tail ¼ Nag UpperTail
The upper tail probability is returned, that is P G 	 g : �; �ð Þ.

Constraint: tail ¼ Nag LowerTail or Nag UpperTail.

2: g – double Input

On entry: g, the value of the gamma variate.

Constraint: g 	 0:0.
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3: a – double Input

On entry: the parameter � of the gamma distribution.

Constraint: a > 0:0.

4: b – double Input

On entry: the parameter � of the gamma distribution.

Constraint: b > 0:0.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below except fail:code ¼ NE_ALG_NOT_CONV
nag_gamma_dist (g01efc) returns 0:0.

NE_ALG_NOT_CONV

The algorithm has failed to converge in valueh i iterations. The probability returned should be a
reasonable approximation to the solution.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_LE

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a > 0:0 and b > 0:0.

NE_REAL_ARG_LT

On entry, g ¼ valueh i.
Constraint: g 	 0:0.
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7 Accuracy

The result should have a relative accuracy of machine precision. There are rare occasions when the
relative accuracy attained is somewhat less than machine precision but the error should not exceed
more than 1 or 2 decimal places. Note also that there is a limit of 18 decimal places on the achievable
accuracy, because constants in nag_incomplete_gamma (s14bac) are given to this precision.

8 Parallelism and Performance

nag_gamma_dist (g01efc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_gamma_dist (g01efc) varies slightly with the input arguments g, a and b.

10 Example

This example reads in values from a number of gamma distributions and computes the associated lower
tail probabilities.

10.1 Program Text

/* nag_gamma_dist (g01efc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double a, b, g, p;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_gamma_dist (g01efc) Example Program Results\n");
printf(" Gamma deviate Alpha Beta Lower tail prob.\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %lf", &g, &a, &b) != EOF)

#else
while (scanf("%lf %lf %lf", &g, &a, &b) != EOF)

#endif
{

/* nag_gamma_dist (g01efc).
* Probabilities for the gamma distribution
*/

p = nag_gamma_dist(Nag_LowerTail, g, a, b, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gamma_dist (g01efc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}
printf(" %9.2f%13.2f%9.2f%14.4f\n", g, a, b, p);

}

END:
return exit_status;

}

10.2 Program Data

nag_gamma_dist (g01efc) Example Program Data
15.5 4.0 2.0
0.5 4.0 1.0

10.0 1.0 2.0
5.0 2.0 2.0

10.3 Program Results

nag_gamma_dist (g01efc) Example Program Results
Gamma deviate Alpha Beta Lower tail prob.

15.50 4.00 2.00 0.9499
0.50 4.00 1.00 0.0018

10.00 1.00 2.00 0.9933
5.00 2.00 2.00 0.7127
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NAG Library Function Document

nag_prob_studentized_range (g01emc)

1 Purpose

nag_prob_studentized_range (g01emc) returns the probability associated with the lower tail of the
distribution of the Studentized range statistic.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_studentized_range (double q, double v, Integer ir,
NagError *fail)

3 Description

The externally Studentized range, q, for a sample, x1; x2; . . . ; xr, is defined as:

q ¼ max xið Þ �min xið Þ
�̂e

;

where �̂e is an independent estimate of the standard error of the xi's. The most common use of this
statistic is in the testing of means from a balanced design. In this case for a set of group means,
�T1; �T2; . . . ; �Tr, the Studentized range statistic is defined to be the difference between the largest and
smallest means, �Tlargest and �Tsmallest, divided by the square root of the mean-square experimental error,
MSerror, over the number of observations in each group, n, i.e.,

q ¼
�Tlargest � �Tsmallestffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

MSerror=n
p :

The Studentized range statistic can be used as part of a multiple comparisons procedure such as the
Newman–Keuls procedure or Duncan's multiple range test (see Montgomery (1984) and Winer (1970)).

For a Studentized range statistic the probability integral, P q; v; rð Þ, for v degrees of freedom and r
groups can be written as:

P q; v; rð Þ ¼ C
Z 1
0
xv�1e�vx

2=2 r

Z 1
�1

 yð Þ � yð Þ � � y� qxð Þ½ �r�1 dy


 �
dx;

where

C ¼ vv=2

� v=2ð Þ2v=2�1
; 
 yð Þ ¼ 1ffiffiffiffiffiffi

2	
p e�y

2=2 and � yð Þ ¼
Z y

�1

 tð Þ dt:

The above two-dimensional integral is evaluated using numerical quadrature with the upper and lower
limits computed to give stated accuracy (see Section 7).

If the degrees of freedom v are greater than 2000 the probability integral can be approximated by its
asymptotic form:

P q; rð Þ ¼ r
Z 1
�1

 yð Þ � yð Þ � � y� qð Þ½ �r�1 dy:

This integral is evaluated using nag_1d_quad_inf_1 (d01smc).
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4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Lund R E and Lund J R (1983) Algorithm AS 190: probabilities and upper quartiles for the studentized
range Appl. Statist. 32(2) 204–210

Montgomery D C (1984) Design and Analysis of Experiments Wiley

Winer B J (1970) Statistical Principles in Experimental Design McGraw–Hill

5 Arguments

1: q – double Input

On entry: q, the Studentized range statistic.

Constraint: q > 0:0.

2: v – double Input

On entry: v, the number of degrees of freedom for the experimental error.

Constraint: v 	 1:0.

3: ir – Integer Input

On entry: r, the number of groups.

Constraint: ir 	 2.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

If on exit fail:code ¼ NE_INT or NE_REAL, then nag_prob_studentized_range (g01emc) returns
to 0:0.

6 Error Indicators and Warnings

NE_ACCURACY

Warning – There is some doubt as to whether full accuracy has been achieved.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INT

On entry, ir ¼ valueh i.
Constraint: ir 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, q ¼ valueh i.
Constraint: q > 0:0.

On entry, v ¼ valueh i.
Constraint: v 	 1:0.

7 Accuracy

The returned value will have absolute accuracy to at least four decimal places (usually five), unless
fail:code ¼ NE_ACCURACY. When fail:code ¼ NE_ACCURACY it is usual that the returned value
will be a good estimate of the true value.

8 Parallelism and Performance

nag_prob_studentized_range (g01emc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

The lower tail probabilities for the distribution of the Studentized range statistic are computed and
printed for a range of values of q, � and r.

10.1 Program Text

/* nag_prob_studentized_range (g01emc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double q, v, valp;
Integer i, ir;
NagError fail;

INIT_FAIL(fail);

printf("nag_prob_studentized_range (g01emc) Example Program Results\n");

g01 – Simple Calculations on Statistical Data g01emc

Mark 26 g01emc.3



/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n%s\n\n", " q v ir Quantile ");
for (i = 1; i <= 3; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%" NAG_IFMT "%*[^\n] ", &q, &v, &ir);

#else
scanf("%lf%lf%" NAG_IFMT "%*[^\n] ", &q, &v, &ir);

#endif
/* nag_prob_studentized_range (g01emc).
* Computes probability for the Studentized range statistic
*/

valp = nag_prob_studentized_range(q, v, ir, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_studentized_range (g01emc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%7.4f%2s%4.1f%1s%3" NAG_IFMT "%1s%10.4f\n", q, "",

v, "", ir, "", valp);
}

END:
return exit_status;

}

10.2 Program Data

nag_prob_studentized_range (g01emc) Example Program Data
4.6543 10.0 5
2.8099 60.0 12
4.2636 5.0 4

10.3 Program Results

nag_prob_studentized_range (g01emc) Example Program Results

q v ir Quantile

4.6543 10.0 5 0.9500
2.8099 60.0 12 0.3000
4.2636 5.0 4 0.9000
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NAG Library Function Document

nag_prob_durbin_watson (g01epc)

1 Purpose

nag_prob_durbin_watson (g01epc) calculates upper and lower bounds for the significance of a Durbin–
Watson statistic.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_durbin_watson (Integer n, Integer ip, double d, double *pdl,
double *pdu, NagError *fail)

3 Description

Let r ¼ r1; r2; . . . ; rnð ÞT be the residuals from a linear regression of y on p independent variables,
including the mean, where the y values y1; y2; . . . ; yn can be considered as a time series. The Durbin–
Watson test (see Durbin and Watson (1950), Durbin and Watson (1951) and Durbin and Watson (1971))
can be used to test for serial correlation in the error term in the regression.

The Durbin–Watson test statistic is:

d ¼

Xn�1
i¼1

riþ1 � rið Þ2

Xn
i¼1
r2i

;

which can be written as

d ¼ r
TAr

rTr
;

where the n by n matrix A is given by

A ¼

1 �1 0 . . . :
�1 2 �1 . . . :
0 �1 2 . . . :
: 0 �1 . . . :
: : : . . . :
: : : . . . �1
0 0 0 . . . 1

266666664

377777775
with the nonzero eigenvalues of the matrix A being �j ¼ 1� cos 	j=nð Þð Þ, for j ¼ 1; 2; . . . ; n� 1.

Durbin and Watson show that the exact distribution of d depends on the eigenvalues of a matrix HA,
where H is the hat matrix of independent variables, i.e., the matrix such that the vector of fitted values,
ŷ, can be written as ŷ ¼ Hy. However, bounds on the distribution can be obtained, the lower bound
being

dl ¼

Xn�p
i¼1
�iu

2
i

Xn�p
i¼1
u2i
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and the upper bound being

du ¼

Xn�p
i¼1
�i�1þpu

2
i

Xn�p
i¼1
u2i

;

where ui are independent standard Normal variables.

Two algorithms are used to compute the lower tail (significance level) probabilities, pl and pu,
associated with dl and du. If n � 60 the procedure due to Pan (1964) is used, see Farebrother (1980),
otherwise Imhof's method (see Imhof (1961)) is used.

The bounds are for the usual test of positive correlation; if a test of negative correlation is required the
value of d should be replaced by 4� d.

4 References

Durbin J and Watson G S (1950) Testing for serial correlation in least squares regression. I Biometrika
37 409–428

Durbin J and Watson G S (1951) Testing for serial correlation in least squares regression. II Biometrika
38 159–178

Durbin J and Watson G S (1971) Testing for serial correlation in least squares regression. III Biometrika
58 1–19

Farebrother R W (1980) Algorithm AS 153. Pan's procedure for the tail probabilities of the Durbin–
Watson statistic Appl. Statist. 29 224–227

Imhof J P (1961) Computing the distribution of quadratic forms in Normal variables Biometrika 48
419–426

Newbold P (1988) Statistics for Business and Economics Prentice–Hall

Pan Jie–Jian (1964) Distributions of the noncircular serial correlation coefficients Shuxue Jinzhan 7
328–337

5 Arguments

1: n – Integer Input

On entry: n, the number of observations used in calculating the Durbin–Watson statistic.

Constraint: n > ip.

2: ip – Integer Input

On entry: p, the number of independent variables in the regression model, including the mean.

Constraint: ip 	 1.

3: d – double Input

On entry: d, the Durbin–Watson statistic.

Constraint: d 	 0:0.

4: pdl – double * Output

On exit: lower bound for the significance of the Durbin–Watson statistic, pl.

5: pdu – double * Output

On exit: upper bound for the significance of the Durbin–Watson statistic, pu.
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6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

NE_INT_2

On entry, n ¼ valueh i and ip ¼ valueh i.
Constraint: n > ip.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, d ¼ valueh i.
Constraint: d 	 0:0.

7 Accuracy

On successful exit at least 4 decimal places of accuracy are achieved.

8 Parallelism and Performance

nag_prob_durbin_watson (g01epc) is not threaded in any implementation.

9 Further Comments

If the exact probabilities are required, then the first n� p eigenvalues of HA can be computed and
nag_prob_lin_chi_sq (g01jdc) used to compute the required probabilities with c set to 0:0 and d to the
Durbin–Watson statistic.
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10 Example

The values of n, p and the Durbin–Watson statistic d are input and the bounds for the significance level
calculated and printed.

10.1 Program Text

/* nag_prob_durbin_watson (g01epc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double d, pdl, pdu;
Integer exit_status, ip, n;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_prob_durbin_watson (g01epc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &n, &ip, &d);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &n, &ip, &d);

#endif

/* nag_prob_durbin_watson (g01epc).
* Computes bounds for the significance of a Durbin-Watson
* statistic
*/

nag_prob_durbin_watson(n, ip, d, &pdl, &pdu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_durbin_watson (g01epc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Durbin-Watson statistic %10.4f\n\n", d);
printf(" Probability for the lower bound = %10.4f\n", pdl);
printf(" Probability for the upper bound = %10.4f\n", pdu);

END:
return exit_status;

}
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10.2 Program Data

nag_prob_durbin_watson (g01epc) Example Program Data
10 2 0.9238

10.3 Program Results

nag_prob_durbin_watson (g01epc) Example Program Results

Durbin-Watson statistic 0.9238

Probability for the lower bound = 0.0610
Probability for the upper bound = 0.0060
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NAG Library Function Document

nag_prob_von_mises (g01erc)

1 Purpose

nag_prob_von_mises (g01erc) returns the probability associated with the lower tail of the von Mises
distribution between �	 and 	 .

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_von_mises (double t, double vk, NagError *fail)

3 Description

The von Mises distribution is a symmetric distribution used in the analysis of circular data. The lower
tail area of this distribution on the circle with mean direction �0 ¼ 0 and concentration argument kappa,
�, can be written as

Pr � � � : �ð Þ ¼ 1

2	I0 �ð Þ

Z �

�	
e� cos�d�;

where � is reduced modulo 2	 so that �	 � � < 	 and � 	 0. Note that if � ¼ 	 then
nag_prob_von_mises (g01erc) returns a probability of 1. For very small � the distribution is almost
the uniform distribution, whereas for �!1 all the probability is concentrated at one point.

The method of calculation for small � involves backwards recursion through a series expansion in terms
of modified Bessel functions, while for large � an asymptotic Normal approximation is used.

In the case of small � the series expansion of Pr(� � �: �) can be expressed as

Pr � � � : �ð Þ ¼ 1
2þ

�

2	ð Þ þ
1

	I0 �ð Þ
X1
n¼1

n�1In �ð Þ sinn�;

where In �ð Þ is the modified Bessel function. This series expansion can be represented as a nested
expression of terms involving the modified Bessel function ratio Rn,

Rn �ð Þ ¼
In �ð Þ
In�1 �ð Þ

; n ¼ 1; 2; 3; . . . ;

which is calculated using backwards recursion.

For large values of � (see Section 7) an asymptotic Normal approximation is used. The angle � is
transformed to the nearly Normally distributed variate Z,

Z ¼ b �ð Þ sin �2 ;

where

b �ð Þ ¼

ffiffi
2
	

q
e�

I0 �ð Þ

and b �ð Þ is computed from a continued fraction approximation. An approximation to order ��4 of the
asymptotic normalizing series for z is then used. Finally the Normal probability integral is evaluated.

For a more detailed analysis of the methods used see Hill (1977).
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4 References

Hill G W (1977) Algorithm 518: Incomplete Bessel function I0: The Von Mises distribution ACM
Trans. Math. Software 3 279–284

Mardia K V (1972) Statistics of Directional Data Academic Press

5 Arguments

1: t – double Input

On entry: �, the observed von Mises statistic measured in radians.

2: vk – double Input

On entry: the concentration parameter �, of the von Mises distribution.

Constraint: vk 	 0:0.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, vk ¼ valueh i.
Constraint: vk 	 0:0.

7 Accuracy

nag_prob_von_mises (g01erc) uses one of two sets of constants depending on the value of machine
precision. One set gives an accuracy of six digits and uses the Normal approximation when vk 	 6:5,
the other gives an accuracy of 12 digits and uses the Normal approximation when vk 	 50:0.

8 Parallelism and Performance

nag_prob_von_mises (g01erc) is not threaded in any implementation.

g01erc NAG Library Manual

g01erc.2 Mark 26



9 Further Comments

Using the series expansion for small � the time taken by nag_prob_von_mises (g01erc) increases
linearly with �; for larger �, for which the asymptotic Normal approximation is used, the time taken is
much less.

If angles outside the region �	 � � < 	 are used care has to be taken in evaluating the probability of
being in a region �1 � � � �2 if the region contains an odd multiple of 	, 2nþ 1ð Þ	. The value of
F �2;�ð Þ � F �1;�ð Þ will be negative and the correct probability should then be obtained by adding one to
the value.

10 Example

This example inputs four values from the von Mises distribution along with the values of the argument
�. The probabilities are computed and printed.

10.1 Program Text

/* nag_prob_von_mises (g01erc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double p, t, vk;
Integer exit_status, i__, n;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;

printf("nag_prob_von_mises (g01erc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

for (i__ = 1; i__ <= n; ++i__) {
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &t, &vk);
#else

scanf("%lf%lf%*[^\n] ", &t, &vk);
#endif

/* nag_prob_von_mises (g01erc).
* Computes probability for von Mises distribution
*/

p = nag_prob_von_mises(t, vk, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_prob_von_mises (g01erc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" p = %10.4f\n", p);

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_von_mises (g01erc) Example Program Data
4
7.0 0.0
2.8 2.4
1.0 1.0

-1.4 1.3

10.3 Program Results

nag_prob_von_mises (g01erc) Example Program Results

p = 0.6141
p = 0.9983
p = 0.7944
p = 0.1016
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NAG Library Function Document

nag_prob_landau (g01etc)

1 Purpose

nag_prob_landau (g01etc) returns the value of the Landau distribution function � �ð Þ.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_landau (double x)

3 Description

nag_prob_landau (g01etc) evaluates an approximation to the Landau distribution function � �ð Þ given
by

� �ð Þ ¼
Z �

�1

 �ð Þ d�;

where 
 �ð Þ is described in nag_prob_density_landau (g01mtc), using piecewise approximation by
rational functions. Further details can be found in KÎlbig and Schorr (1984).

4 References

KÎlbig K S and Schorr B (1984) A program package for the Landau distribution Comp. Phys. Comm. 31
97–111

5 Arguments

1: x – double Input

On entry: the argument � of the function.

6 Error Indicators and Warnings

7 Accuracy

At least 7 significant digits are usually correct, but occasionally only 6. Such accuracy is normally
considered to be adequate for applications in experimental physics.

Because of the asymptotic behaviour of � �ð Þ, which is of the order of exp � exp ��ð Þ½ �, underflow may
occur on some machines when � is moderately large and negative.

8 Parallelism and Performance

nag_prob_landau (g01etc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example evaluates � �ð Þ at � ¼ 0:5, and prints the results.

10.1 Program Text

/* nag_prob_landau (g01etc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double x, y;
Integer exit_status = 0;

printf(" nag_prob_landau (g01etc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

/* nag_prob_landau (g01etc).
* Landau distribution function Phi(lambda )
*/

y = nag_prob_landau(x);

printf("\n X Y\n\n");
printf(" %3.1f %13.4e\n", x, y);

return exit_status;
}

10.2 Program Data

nag_prob_landau (g01etc) Example Program Data
0.5 : Value of X

10.3 Program Results

nag_prob_landau (g01etc) Example Program Results

X Y

0.5 3.7328e-01
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NAG Library Function Document

nag_prob_vavilov (g01euc)

1 Purpose

nag_prob_vavilov (g01euc) returns the value of the Vavilov distribution function �V �;�; �2
� �

.

It is intended to be used after a call to nag_init_vavilov (g01zuc).

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_vavilov (double x, const double comm_arr[])

3 Description

nag_prob_vavilov (g01euc) evaluates an approximation to the Vavilov distribution function �V �;�; �2
� �

given by

�V �;�; �2
� �

¼
Z �

�1

V �;�; �2
� �

d�;

where 
 �ð Þ is described in nag_prob_density_vavilov (g01muc). The method used is based on Fourier
expansions. Further details can be found in Schorr (1974).

4 References

Schorr B (1974) Programs for the Landau and the Vavilov distributions and the corresponding random
numbers Comp. Phys. Comm. 7 215–224

5 Arguments

1: x – double Input

On entry: the argument � of the function.

2: comm arr½322� – const double Communication Array

On entry: this must be the same argument comm_arr as returned by a previous call to
nag_init_vavilov (g01zuc).

6 Error Indicators and Warnings

None.

7 Accuracy

At least five significant digits are usually correct.

8 Parallelism and Performance

nag_prob_vavilov (g01euc) is not threaded in any implementation.
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9 Further Comments

nag_prob_vavilov (g01euc) can be called repeatedly with different values of � provided that the values
of � and �2 remain unchanged between calls. Otherwise, nag_init_vavilov (g01zuc) must be called
again. This is illustrated in Section 10.

10 Example

This example evaluates �V �;�; �2
� �

at � ¼ 0:1, � ¼ 2:5 and �2 ¼ 0:7, and prints the results.

10.1 Program Text

/* nag_prob_vavilov (g01euc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double c1, c2, x, rkappa, beta2, xl, xu, y;
Integer exit_status, mode;
NagError fail;

#define WKMAX 322

double comm_arr[WKMAX];

mode = 1;

INIT_FAIL(fail);

exit_status = 0;

/* nag_real_largest_number (x02alc).
* The largest positive model number
*/

c1 = -nag_real_largest_number;
/* nag_real_largest_number (x02alc), see above. */
c2 = -nag_real_largest_number;

printf(" nag_prob_vavilov (g01euc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%lf%lf%lf%*[^\n] ", &x, &rkappa, &beta2) != EOF)

#else
while (scanf("%lf%lf%lf%*[^\n] ", &x, &rkappa, &beta2) != EOF)

#endif
{

if ((rkappa != c1) || (beta2 != c2)) {
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/* nag_init_vavilov (g01zuc).
* Initialization function for nag_prob_density_vavilov
* (g01muc) and nag_prob_vavilov (g01euc)
*/

nag_init_vavilov(rkappa, beta2, mode, &xl, &xu, comm_arr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_init_vavilov (g01zuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_prob_vavilov (g01euc).
* Vavilov distribution function
* Phi_V((lambda; kappa)beta^2)
*/

y = nag_prob_vavilov(x, comm_arr);

printf(" X Rkappa Beta2 Y\n\n");
printf(" %3.1f %3.1f %3.1f %13.4e\n", x, rkappa, beta2, y);
c1 = rkappa;
c2 = beta2;

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_vavilov (g01euc) Example Program Data
0.1 2.5 0.7 : Values of X, RKAPPA and BETA2

10.3 Program Results

nag_prob_vavilov (g01euc) Example Program Results

X Rkappa Beta2 Y

0.1 2.5 0.7 9.9982e-01
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NAG Library Function Document

nag_prob_dickey_fuller_unit (g01ewc)

1 Purpose

nag_prob_dickey_fuller_unit (g01ewc) returns the probability associated with the lower tail of the
distribution for the Dickey–Fuller unit root test statistic.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_dickey_fuller_unit (Nag_TS_URProbMethod method,
Nag_TS_URTestType type, Integer n, double ts, Integer nsamp,
Integer state[], NagError *fail)

3 Description

If the root of the characteristic equation for a time series is one then that series is said to have a unit
root. Such series are nonstationary. nag_prob_dickey_fuller_unit (g01ewc) is designed to be called after
nag_tsa_dickey_fuller_unit (g13awc) and returns the probability associated with one of three types of
(augmented) Dickey–Fuller test statistic: � , �� or �� , used to test for a unit root, a unit root with drift or
a unit root with drift and a deterministic time trend, respectively. The three types of test statistic are
constructed as follows:

1. To test whether a time series, yt, for t ¼ 1; 2; . . . ; n, has a unit root the regression model

ryt ¼ �1yt�1 þ
Xp�1
i¼1
�iryt�i þ �t

is fit and the test statistic � constructed as

� ¼ �̂1
�11

where r is the difference operator, with ryt ¼ yt � yt�1, and where �̂1 and �11 are the least
squares estimate and associated standard error for �1 respectively.

2. To test for a unit root with drift the regression model

ryt ¼ �1yt�1 þ
Xp�1
i¼1
�iryt�i þ �þ �t

is fit and the test statistic �� constructed as

�� ¼
�̂1
�11

:

3. To test for a unit root with drift and deterministic time trend the regression model

ryt ¼ �1yt�1 þ
Xp�1
i¼1
�iryt�i þ �þ �2tþ �t

is fit and the test statistic �� constructed as

�� ¼
�̂1
�11

:
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All three test statistics: � , �� and �� can be calculated using nag_tsa_dickey_fuller_unit (g13awc).

The probability distributions of these statistics are nonstandard and are a function of the length of the
series of interest, n. The probability associated with a given test statistic, for a given n, can therefore
only be calculated by simulation as described in Dickey and Fuller (1979). However, such simulations
require a significant number of iterations and are therefore prohibitively expensive in terms of the time
taken. As such nag_prob_dickey_fuller_unit (g01ewc) also allows the probability to be interpolated
from a look-up table. Two such tables are provided, one from Dickey (1976) and one constructed as
described in Section 9. The three different methods of obtaining an estimate of the probability can be
chosen via the method argument. Unless there is a specific reason for choosing otherwise,
method ¼ Nag ViaLookUp should be used.

4 References

Dickey A D (1976) Estimation and hypothesis testing in nonstationary time series PhD Thesis Iowa
State University, Ames, Iowa

Dickey A D and Fuller W A (1979) Distribution of the estimators for autoregressive time series with a
unit root J. Am. Stat. Assoc. 74 366 427–431

5 Arguments

1: method – Nag_TS_URProbMethod Input

On entry: the method used to calculate the probability.

method ¼ Nag ViaLookUp
The probability is interpolated from a look-up table, whose values were obtained via
simulation.

method ¼ Nag ViaLookUpOriginal
The probability is interpolated from a look-up table, whose values were obtained from
Dickey (1976).

method ¼ Nag ViaSimulation
The probability is obtained via simulation.

The probability calculated from the look-up table should give sufficient accuracy for most
applications.

Suggested value: method ¼ Nag ViaLookUp.

Constraint: method ¼ Nag ViaLookUp, Nag ViaLookUpOriginal or Nag ViaSimulation.

2: type – Nag_TS_URTestType Input

On entry: the type of test statistic, supplied in ts.

Constraint: type ¼ Nag UnitRoot, Nag UnitRootWithDrift or Nag UnitRootWithDriftAndTrend.

3: n – Integer Input

On entry: n, the length of the time series used to calculate the test statistic.

Constraints:

if method 6¼ Nag ViaSimulation, n > 0;
if method ¼ Nag ViaSimulation and type ¼ Nag UnitRoot, n > 2;
if method ¼ Nag ViaSimulation and type ¼ Nag UnitRootWithDrift, n > 3;
if method ¼ Nag ViaSimulation and type ¼ Nag UnitRootWithDriftAndTrend, n > 4.
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4: ts – double Input

On entry: the Dickey–Fuller test statistic for which the probability is required. If

type ¼ Nag UnitRoot
ts must contain � .

type ¼ Nag UnitRootWithDrift
ts must contain ��.

type ¼ Nag UnitRootWithDriftAndTrend
ts must contain �� .

If the test statistic was calculated using nag_tsa_dickey_fuller_unit (g13awc) the value of type
and n must not change between calls to nag_prob_dickey_fuller_unit (g01ewc) and
nag_tsa_dickey_fuller_unit (g13awc).

5: nsamp – Integer Input

On entry: if method ¼ Nag ViaSimulation, the number of samples used in the simulation;
otherwise nsamp is not referenced and need not be set.

Constraint: if method ¼ Nag ViaSimulation, nsamp > 0.

6: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: if method ¼ Nag ViaSimulation, state must contain information on the selected base
generator and its current state; otherwise state is not referenced and may be NULL.

On exit: if method ¼ Nag ViaSimulation, state contains updated information on the state of the
generator otherwise a zero length vector is returned.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: if method 6¼ Nag ViaSimulation, n > 0.

On entry, n ¼ valueh i.
Constraint: if method ¼ Nag ViaSimulation and type ¼ Nag UnitRoot, n > 2.

On entry, n ¼ valueh i.
Constraint: if method ¼ Nag ViaSimulation and type ¼ Nag UnitRootWithDriftAndTrend,
n > 4.
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On entry, n ¼ valueh i.
Constraint: if method ¼ Nag ViaSimulation and type ¼ Nag UnitRootWithDrift, n > 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, method ¼ Nag ViaSimulation and the state vector has been corrupted or not
initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_SAMPLE

On entry, nsamp ¼ valueh i.
Constraint: if method ¼ Nag ViaSimulation, nsamp > 0.

NW_EXTRAPOLATION

The supplied input values were outside the range of at least one look-up table, therefore
extrapolation was used.

7 Accuracy

When method ¼ Nag ViaLookUp, the probability returned by this function is unlikely to be accurate to
more than 4 or 5 decimal places, for method ¼ Nag ViaLookUpOriginal this accuracy is likely to drop
to 2 or 3 decimal places (see Section 9 for details on how these probabilities are constructed). In both
cases the accuracy of the probability is likely to be lower when extrapolation is used, particularly for
small values of n (less than around 15). When method ¼ Nag ViaSimulation the accuracy of the
returned probability is controlled by the number of simulations performed (i.e., the value of nsamp
used).

8 Parallelism and Performance

nag_prob_dickey_fuller_unit (g01ewc) is not threaded in any implementation.

9 Further Comments

When method ¼ Nag ViaLookUp or Nag ViaLookUpOriginal the probability returned is constructed
by interpolating from a series of look-up tables. In the case of method ¼ Nag ViaLookUpOriginal the
look-up tables are taken directly from Dickey (1976) and the interpolation is carried out using
nag_2d_triang_interp (e01sjc) and nag_2d_triang_eval (e01skc). For method ¼ Nag ViaLookUp the
look-up tables were constructed as follows:

(i) A sample size, n was chosen.

(ii) 228 simulations were run.

(iii) At each simulation, a time series was constructed as described in chapter five of Dickey (1976).
The relevant test statistic was then calculated for each of these time series.

(iv) A series of quantiles were calculated from the sample of 228 test statistics. The quantiles were
calculated at intervals of 0:0005 between 0:0005 and 0:9995.
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(v) A spline was fit to the quantiles using nag_1d_spline_fit (e02bec).

This process was repeated for n ¼ 25; 50; 75; 100; 150; 200; 250; 300; 350; 400; 450; 500; 600; 700; 800;
900; 1000; 1500; 2000; 2500; 5000; 10000, resulting in 22 splines.

Given the 22 splines, and a user-supplied sample size, n and test statistic, � , an estimated p-value is
calculated as follows:

(i) Evaluate each of the 22 splines, at � , using nag_1d_spline_fit (e02bec). If, for a particular spline,
the supplied value of � lies outside of the range of the simulated data, then a third-order Taylor
expansion is used to extrapolate, with the derivatives being calculated using nag_1d_spline_deriv
(e02bcc).

(ii) Fit a spline through these 22 points using nag_monotonic_interpolant (e01bec).

(iii) Estimate the p-value using nag_monotonic_evaluate (e01bfc).

10 Example

See Section 10 in nag_tsa_dickey_fuller_unit (g13awc).

g01 – Simple Calculations on Statistical Data g01ewc

Mark 26 g01ewc.5 (last)





NAG Library Function Document

nag_prob_1_sample_ks (g01eyc)

1 Purpose

nag_prob_1_sample_ks (g01eyc) returns the upper tail probability associated with the one sample
Kolmogorov–Smirnov distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_1_sample_ks (Integer n, double d, NagError *fail)

3 Description

Let Sn xð Þ be the sample cumulative distribution function and F0 xð Þ the hypothesised theoretical
distribution function.

nag_prob_1_sample_ks (g01eyc) returns the upper tail probability, p, associated with the one-sided
Kolmogorov–Smirnov test statistic Dþn or D�n , where these one-sided statistics are defined as follows;

Dþn ¼ supx Sn xð Þ � F0 xð Þ½ �;

D�n ¼ supx F0 xð Þ � Sn xð Þ½ ½:

If n � 100 an exact method is used; for the details see Conover (1980). Otherwise a large sample
approximation derived by Smirnov is used; see Feller (1948), Kendall and Stuart (1973) or Smirnov
(1948).

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Feller W (1948) On the Kolmogorov–Smirnov limit theorems for empirical distributions Ann. Math.
Statist. 19 179–181

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

Smirnov N (1948) Table for estimating the goodness of fit of empirical distributions Ann. Math. Statist.
19 279–281

5 Arguments

1: n – Integer Input

On entry: n, the number of observations in the sample.

Constraint: n 	 1.

2: d – double Input

On entry: contains the test statistic, Dþn or D�n .

Constraint: 0:0 � d � 1:0.
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3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, d < 0:0 or d > 1:0: d ¼ valueh i.

7 Accuracy

The large sample distribution used as an approximation to the exact distribution should have a relative
error of less than 2:5% for most cases.

8 Parallelism and Performance

nag_prob_1_sample_ks (g01eyc) is not threaded in any implementation.

9 Further Comments

The upper tail probability for the two-sided statistic, Dn ¼ max Dþn ;D
�
n

� �
, can be approximated by

twice the probability returned via nag_prob_1_sample_ks (g01eyc), that is 2p. (Note that if the
probability from nag_prob_1_sample_ks (g01eyc) is greater than 0:5 then the two-sided probability
should be truncated to 1:0). This approximation to the tail probability for Dn is good for small
probabilities, (e.g., p � 0:10) but becomes very poor for larger probabilities.

The time taken by the function increases with n, until n > 100. At this point the approximation is used
and the time decreases significantly. The time then increases again modestly with n.

10 Example

The following example reads in 10 different sample sizes and values for the test statistic Dn. The upper
tail probability is computed and printed for each case.
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10.1 Program Text

/* nag_prob_1_sample_ks (g01eyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double d__, prob;
Integer exit_status, n;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_prob_1_sample_ks (g01eyc) Example Program Results\n\n");
printf("%s\n\n", " d n One-sided probability");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT " %lf%*[^\n] ", &n, &d__) != EOF)

#else
while (scanf("%" NAG_IFMT " %lf%*[^\n] ", &n, &d__) != EOF)

#endif
{

/* nag_prob_1_sample_ks (g01eyc).
* Computes probabilities for the one-sample
* Kolmogorov-Smirnov distribution
*/

prob = nag_prob_1_sample_ks(n, d__, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_1_sample_ks (g01eyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%7.4f%2s%4" NAG_IFMT "%10s%7.4f\n", d__, "", n, "", prob);

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_1_sample_ks (g01eyc) Example Program Data
10 0.323
10 0.369
10 0.409
10 0.457
10 0.489
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400 0.0535
400 0.061
400 0.068
400 0.076
400 0.0815

10.3 Program Results

nag_prob_1_sample_ks (g01eyc) Example Program Results

d n One-sided probability

0.3230 10 0.0994
0.3690 10 0.0497
0.4090 10 0.0251
0.4570 10 0.0099
0.4890 10 0.0050
0.0535 400 0.1001
0.0610 400 0.0502
0.0680 400 0.0243
0.0760 400 0.0096
0.0815 400 0.0048
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NAG Library Function Document

nag_prob_2_sample_ks (g01ezc)

1 Purpose

nag_prob_2_sample_ks (g01ezc) returns the probability associated with the upper tail of the
Kolmogorov–Smirnov two sample distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_2_sample_ks (Integer n1, Integer n2, double d,
NagError *fail)

3 Description

Let Fn1 xð Þ and Gn2 xð Þ denote the empirical cumulative distribution functions for the two samples,
where n1 and n2 are the sizes of the first and second samples respectively.

The function nag_prob_2_sample_ks (g01ezc) computes the upper tail probability for the Kolmogorov–
Smirnov two sample two-sided test statistic Dn1;n2 , where

Dn1;n2 ¼ supx Fn1 xð Þ �Gn2 xð Þj j:

The probability is computed exactly if n1; n2 � 10000 and max n1; n2ð Þ � 2500 using a method given by
Kim and Jenrich (1973). For the case where min n1; n2ð Þ � 10% of the max n1; n2ð Þ and
min n1; n2ð Þ � 80 the Smirnov approximation is used. For all other cases the Kolmogorov
approximation is used. These two approximations are discussed in Kim and Jenrich (1973).

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Feller W (1948) On the Kolmogorov–Smirnov limit theorems for empirical distributions Ann. Math.
Statist. 19 179–181

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Kim P J and Jenrich R I (1973) Tables of exact sampling distribution of the two sample Kolmogorov–
Smirnov criterion Dmn m < nð Þ Selected Tables in Mathematical Statistics 1 80–129 American
Mathematical Society

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

Smirnov N (1948) Table for estimating the goodness of fit of empirical distributions Ann. Math. Statist.
19 279–281

5 Arguments

1: n1 – Integer Input

On entry: the number of observations in the first sample, n1.

Constraint: n1 	 1.
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2: n2 – Integer Input

On entry: the number of observations in the second sample, n2.

Constraint: n2 	 1.

3: d – double Input

On entry: the test statistic Dn1;n2 , for the two sample Kolmogorov–Smirnov goodness-of-fit test,
that is the maximum difference between the empirical cumulative distribution functions (CDFs)
of the two samples.

Constraint: 0:0 � d � 1:0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_CONVERGENCE

The Smirnov approximation used for large samples did not converge in 200 iterations. The
probability is set to 1:0.

NE_INT

On entry, n1 ¼ valueh i and n2 ¼ valueh i.
Constraint: n1 	 1 and n2 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, d < 0:0 or d > 1:0: d ¼ valueh i.

7 Accuracy

The large sample distributions used as approximations to the exact distribution should have a relative
error of less than 5% for most cases.

8 Parallelism and Performance

nag_prob_2_sample_ks (g01ezc) is not threaded in any implementation.
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9 Further Comments

The upper tail probability for the one-sided statistics, Dþn1;n2 or D�n1;n2, can be approximated by halving
the two-sided upper tail probability returned by nag_prob_2_sample_ks (g01ezc), that is p=2. This
approximation to the upper tail probability for either Dþn1;n2 or D

�
n1;n2

is good for small probabilities, (e.
g., p � 0:10) but becomes poor for larger probabilities.

The time taken by the function increases with n1 and n2, until n1n2 > 10000 or max n1; n2ð Þ 	 2500. At
this point one of the approximations is used and the time decreases significantly. The time then
increases again modestly with n1 and n2.

10 Example

The following example reads in 10 different sample sizes and values for the test statistic Dn1;n2 . The
upper tail probability is computed and printed for each case.

10.1 Program Text

/* nag_prob_2_sample_ks (g01ezc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double d__, prob;
Integer exit_status, n1, n2;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_prob_2_sample_ks (g01ezc) Example Program Results\n\n");
printf(" d n1 n2 Two-sided probability\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &n1, &n2, &d__) !=

EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &n1, &n2, &d__) !=
EOF)

#endif
{

/* nag_prob_2_sample_ks (g01ezc).
* Computes probabilities for the two-sample
* Kolmogorov-Smirnov distribution
*/

prob = nag_prob_2_sample_ks(n1, n2, d__, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_prob_2_sample_ks (g01ezc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%7.4f%2s%4" NAG_IFMT "%2s%4" NAG_IFMT "%10s%7.4f\n", d__,

"", n1, "", n2, "", prob);
}

END:
return exit_status;

}

10.2 Program Data

nag_prob_2_sample_ks (g01ezc) Example Program Data
5 10 0.5

10 10 0.5
20 10 0.5
20 15 0.4833

400 200 0.1412
200 20 0.2861
1000 20 0.2113
200 50 0.1796
15 200 0.18

100 100 0.18

10.3 Program Results

nag_prob_2_sample_ks (g01ezc) Example Program Results

d n1 n2 Two-sided probability

0.5000 5 10 0.3506
0.5000 10 10 0.1678
0.5000 20 10 0.0623
0.4833 20 15 0.0261
0.1412 400 200 0.0083
0.2861 200 20 0.0789
0.2113 1000 20 0.2941
0.1796 200 50 0.1392
0.1800 15 200 0.6926
0.1800 100 100 0.0782
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NAG Library Function Document

nag_deviates_normal (g01fac)

1 Purpose

nag_deviates_normal (g01fac) returns the deviate associated with the given probability of the standard
Normal distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_normal (Nag_TailProbability tail, double p,
NagError *fail)

3 Description

The deviate, xp associated with the lower tail probability, p, for the standard Normal distribution is
defined as the solution to

P X � xp
� �

¼ p ¼
Z xp

�1
Z Xð Þ dX;

where

Z Xð Þ ¼ 1ffiffiffiffiffiffi
2	
p e�X

2=2; �1 < X <1:

The method used is an extension of that of Wichura (1988). p is first replaced by q ¼ p� 0:5.

(a) If qj j � 0:3, xp is computed by a rational Chebyshev approximation

xp ¼ s
A s2
� �

B s2ð Þ;

where s ¼
ffiffiffiffiffiffi
2	
p

q and A, B are polynomials of degree 7.

(b) If 0:3 < qj j � 0:42, xp is computed by a rational Chebyshev approximation

xp ¼ sign q
C tð Þ
D tð Þ

� �
;

where t ¼ qj j � 0:3 and C, D are polynomials of degree 5.

(c) If qj j > 0:42, xp is computed as

xp ¼ sign q
E uð Þ
F uð Þ

� �
þ u

� �
;

where u ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�2� log min p; 1� pð Þð Þ

p
and E, F are polynomials of degree 6.

For the upper tail probability �xp is returned, while for the two tail probabilities the value xp� is
returned, where p� is the required tail probability computed from the input value of p.
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4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Wichura (1988) Algorithm AS 241: the percentage points of the Normal distribution Appl. Statist. 37
477–484

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which tail the supplied probability represents.

tail ¼ Nag LowerTail
The lower probability, i.e., P X � xp

� �
.

tail ¼ Nag UpperTail
The upper probability, i.e., P X 	 xp

� �
.

tail ¼ Nag TwoTailSignif
The two tail (significance level) probability, i.e., P X 	 xp

		 		� �
þ P X � � xp

		 		� �
.

tail ¼ Nag TwoTailConfid
The two tail (confidence interval) probability, i.e., P X � xp

		 		� �
� P X � � xp

		 		� �
.

Constraint: tail ¼ Nag LowerTail, Nag UpperTail, Nag TwoTailSignif or Nag TwoTailConfid.

2: p – double Input

On entry: p, the probability from the standard Normal distribution as defined by tail.

Constraint: 0:0 < p < 1:0.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

If on exit fail:code ¼ NE_NOERROR, then nag_deviates_normal (g01fac) returns 0:0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GE

On entry, p ¼ valueh i.
Constraint: p < 1:0.

NE_REAL_ARG_LE

On entry, p ¼ valueh i.
Constraint: p > 0:0.

7 Accuracy

The accuracy is mainly limited by the machine precision.

8 Parallelism and Performance

nag_deviates_normal (g01fac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Four values of tail and p are input and the deviates calculated and printed.

10.1 Program Text

/* nag_deviates_normal (g01fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double p;
double dev;
Integer i;
char nag_enum_arg[40];
Nag_TailProbability tail;
NagError fail;

INIT_FAIL(fail);

printf("nag_deviates_normal (g01fac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
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scanf("%*[^\n] ");
#endif

printf("\n Tail Probability Deviate \n\n");
for (i = 1; i <= 4; ++i) {

#ifdef _WIN32
scanf_s("%39s %lf ", nag_enum_arg, (unsigned)_countof(nag_enum_arg),

&p);
#else

scanf("%39s %lf ", nag_enum_arg, &p);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

tail = (Nag_TailProbability) nag_enum_name_to_value(nag_enum_arg);

/* nag_deviates_normal (g01fac).
* Deviates for the Normal distribution
*/

dev = nag_deviates_normal(tail, p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_normal (g01fac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" %-17s %5.3f %6.4f\n", nag_enum_arg, p, dev);

}

END:

return exit_status;
}

10.2 Program Data

nag_deviates_normal (g01fac) Example Program Data
Nag_LowerTail 0.975
Nag_UpperTail 0.025
Nag_TwoTailConfid 0.95
Nag_TwoTailSignif 0.05

10.3 Program Results

nag_deviates_normal (g01fac) Example Program Results

Tail Probability Deviate

Nag_LowerTail 0.975 1.9600
Nag_UpperTail 0.025 1.9600
Nag_TwoTailConfid 0.950 1.9600
Nag_TwoTailSignif 0.050 1.9600
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NAG Library Function Document

nag_deviates_students_t (g01fbc)

1 Purpose

nag_deviates_students_t (g01fbc) returns the deviate associated with the given tail probability of
Student's t-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_students_t (Nag_TailProbability tail, double p,
double df, NagError *fail)

3 Description

The deviate, tp associated with the lower tail probability, p, of the Student's t-distribution with �
degrees of freedom is defined as the solution to

P T < tp : �
� �

¼ p ¼ � � þ 1ð Þ=2ð Þffiffiffiffiffiffi
�	
p

� �=2ð Þ

Z tp

�1
1þ T

2

�

� �� �þ1ð Þ=2
dT ; � 	 1; �1 < tp <1:

For � ¼ 1 or 2 the integral equation is easily solved for tp.

For other values of � < 3 a transformation to the beta distribution is used and the result obtained from
nag_deviates_beta (g01fec).

For � 	 3 an inverse asymptotic expansion of Cornish–Fisher type is used. The algorithm is described
by Hill (1970).

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Hill G W (1970) Student's t-distribution Comm. ACM 13(10) 617–619

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which tail the supplied probability represents.

tail ¼ Nag UpperTail
The upper tail probability, i.e., P T 	 tp : �

� �
.

tail ¼ Nag LowerTail
The lower tail probability, i.e., P T � tp : �

� �
.

tail ¼ Nag TwoTailSignif
The two tail (significance level) probability, i.e., P T 	 tp

		 		 : �� �
þ P T � � tp

		 		 : �� �
.

tail ¼ Nag TwoTailConfid
The two tail (confidence interval) probability, i.e., P T � tp

		 		 : �� �
� P T � � tp

		 		 : �� �
.

Constraint: tail ¼ Nag UpperTail, Nag LowerTail, Nag TwoTailSignif or Nag TwoTailConfid.
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2: p – double Input

On entry: p, the probability from the required Student's t-distribution as defined by tail.

Constraint: 0:0 < p < 1:0.

3: df – double Input

On entry: �, the degrees of freedom of the Student's t-distribution.

Constraint: df 	 1:0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below except fail:code ¼ NE_SOL_NOT_CONV nag_deviates_
students_t (g01fbc) returns 0:0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GE

On entry, p ¼ valueh i.
Constraint: p < 1:0.

NE_REAL_ARG_LE

On entry, p ¼ valueh i.
Constraint: p > 0:0.

NE_REAL_ARG_LT

On entry, df ¼ valueh i.
Constraint: df 	 1:0.

NE_SOL_NOT_CONV

The solution has failed to converge. However, the result should be a reasonable approximation.
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7 Accuracy

The results should be accurate to five significant digits, for most argument values. The error behaviour
for various argument values is discussed in Hill (1970).

8 Parallelism and Performance

nag_deviates_students_t (g01fbc) is not threaded in any implementation.

9 Further Comments

The value tp may be calculated by using the transformation described in Section 3 and using
nag_deviates_beta (g01fec). This function allows you to set the required accuracy.

10 Example

This example reads the probability, the tail that probability represents and the degrees of freedom for a
number of Student's t-distributions and computes the corresponding deviates.

10.1 Program Text

/* nag_deviates_students_t (g01fbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double df, p, t;
int i;
static Nag_TailProbability tail[] = { Nag_LowerTail, Nag_UpperTail,

Nag_TwoTailSignif, Nag_TwoTailConfid
};
static const char *tailmess[] = { "Nag_LowerTail", "Nag_UpperTail",

"Nag_TwoTailSignif",
"Nag_TwoTailConfid"

};
NagError fail;

INIT_FAIL(fail);

printf("nag_deviates_students_t (g01fbc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
printf(" p df tail t\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %d", &p, &df, &i) != EOF)

#else
while (scanf("%lf %lf %d", &p, &df, &i) != EOF)

#endif
{
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/* nag_deviates_students_t (g01fbc).
* Deviates for Student’s t-distribution
*/

t = nag_deviates_students_t(tail[i], p, df, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_students_t (g01fbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%8.3f%8.3f %-19s %8.3f\n", p, df, tailmess[i], t);

}

END:
return exit_status;

}

10.2 Program Data

nag_deviates_students_t (g01fbc) Example Program Data
0.0100 20.0 2
0.01 7.5 0
0.99 45.0 3

10.3 Program Results

nag_deviates_students_t (g01fbc) Example Program Results

p df tail t

0.010 20.000 Nag_TwoTailSignif 2.845
0.010 7.500 Nag_LowerTail -2.943
0.990 45.000 Nag_TwoTailConfid 2.690
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NAG Library Function Document

nag_deviates_chi_sq (g01fcc)

1 Purpose

nag_deviates_chi_sq (g01fcc) returns the deviate associated with the given lower tail probability of the
�2-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_chi_sq (double p, double df, NagError *fail)

3 Description

The deviate, xp, associated with the lower tail probability p of the �2-distribution with � degrees of
freedom is defined as the solution to

P X � xp : �
� �

¼ p ¼ 1

2�=2� �=2ð Þ

Z xp

0
e�X=2Xv=2�1 dX; 0 � xp <1;� > 0:

The required xp is found by using the relationship between a �2-distribution and a gamma distribution,
i.e., a �2-distribution with � degrees of freedom is equal to a gamma distribution with scale parameter 2
and shape parameter �=2.

For very large values of �, greater than 105, Wilson and Hilferty's normal approximation to the �2 is
used; see Kendall and Stuart (1969).

4 References

Best D J and Roberts D E (1975) Algorithm AS 91. The percentage points of the �2 distribution Appl.
Statist. 24 385–388

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

5 Arguments

1: p – double Input

On entry: p, the lower tail probability from the required �2-distribution.

Constraint: 0:0 � p < 1:0.

2: df – double Input

On entry: �, the degrees of freedom of the �2-distribution.

Constraint: df > 0:0.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

On any of the error conditions listed below except fail:code ¼ NE_ALG_NOT_CONV
nag_deviates_chi_sq (g01fcc) returns 0:0.

NE_ALG_NOT_CONV

The algorithm has failed to converge in valueh i iterations. The result should be a reasonable
approximation.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_GAM_NOT_CONV

The series used to calculate the gamma function has failed to converge. This is an unlikely error
exit.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROBAB_CLOSE_TO_TAIL

The probability is too close to 0:0 or 1:0.

NE_REAL_ARG_GE

On entry, p ¼ valueh i.
Constraint: p < 1:0.

NE_REAL_ARG_LE

On entry, df ¼ valueh i.
Constraint: df > 0:0.

NE_REAL_ARG_LT

On entry, p ¼ valueh i.
Constraint: p 	 0:0.

7 Accuracy

The results should be accurate to five significant digits for most argument values. Some accuracy is lost
for p close to 0:0.

8 Parallelism and Performance

nag_deviates_chi_sq (g01fcc) is not threaded in any implementation.
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9 Further Comments

For higher accuracy the relationship described in Section 3 may be used and a direct call to
nag_deviates_gamma_dist (g01ffc) made.

10 Example

This example reads lower tail probabilities for several �2-distributions, and calculates and prints the
corresponding deviates until the end of data is reached.

10.1 Program Text

/* nag_deviates_chi_sq (g01fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double df, p, x;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_deviates_chi_sq (g01fcc) Example Program Results\n");
printf(" p df x\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf", &p, &df) != EOF)

#else
while (scanf("%lf %lf", &p, &df) != EOF)

#endif
{

/* nag_deviates_chi_sq (g01fcc).
* Deviates for the chi^2 distribution
*/

x = nag_deviates_chi_sq(p, df, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_chi_sq (g01fcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%8.3f%8.3f%8.3f\n", p, df, x);

}

END:
return exit_status;

}
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10.2 Program Data

nag_deviates_chi_sq (g01fcc) Example Program Data
0.0100 20.0
0.4279 7.50
0.8694 45.0

10.3 Program Results

nag_deviates_chi_sq (g01fcc) Example Program Results
p df x

0.010 20.000 8.260
0.428 7.500 6.200
0.869 45.000 55.759
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NAG Library Function Document

nag_deviates_f_dist (g01fdc)

1 Purpose

nag_deviates_f_dist (g01fdc) returns the deviate associated with the given lower tail probability of the
F or variance-ratio distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_f_dist (double p, double df1, double df2, NagError *fail)

3 Description

The deviate, fp, associated with the lower tail probability, p, of the F -distribution with degrees of
freedom �1 and �2 is defined as the solution to

P F � fp : �1; �2
� �

¼ p ¼
�

1
2�1
1 �

1
2�2
2 � �1þ�2

2

� �
� �1

2

� �
� �2

2

� � Z fp

0
F

1
2 �1�2ð Þ �2 þ �1Fð Þ�

1
2 �1þ�2ð Þ dF;

where �1; �2 > 0; 0 � fp <1.

The value of fp is computed by means of a transformation to a beta distribution, P� B � � : a; bð Þ:

P F � f : �1; �2ð Þ ¼ P� B � �1f

�1f þ �2
: �1=2; �2=2

� �
and using a call to nag_deviates_beta (g01fec).

For very large values of both �1 and �2, greater than 105, a normal approximation is used. If only one of
�1 or �2 is greater than 105 then a �2 approximation is used; see Abramowitz and Stegun (1972).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: p – double Input

On entry: p, the lower tail probability from the required F -distribution.

Constraint: 0:0 � p < 1:0.

2: df1 – double Input

On entry: the degrees of freedom of the numerator variance, �1.

Constraint: df1 > 0:0.
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3: df2 – double Input

On entry: the degrees of freedom of the denominator variance, �2.

Constraint: df2 > 0:0.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below except fail:code ¼ NE_SOL_NOT_CONV nag_devia
tes_f_dist (g01fdc) returns 0:0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROBAB_CLOSE_TO_TAIL

The probability is too close to 0:0 or 1:0. The value of fp cannot be computed. This will only
occur when the large sample approximations are used.

NE_REAL_ARG_GE

On entry, p ¼ valueh i.
Constraint: p < 1:0.

NE_REAL_ARG_LE

On entry, df1 ¼ valueh i and df2 ¼ valueh i.
Constraint: df1 > 0:0 and df2 > 0:0.

NE_REAL_ARG_LT

On entry, p ¼ valueh i.
Constraint: p 	 0:0.

NE_SOL_NOT_CONV

The solution has failed to converge. However, the result should be a reasonable approximation.
Alternatively, nag_deviates_beta (g01fec) can be used with a suitable setting of the argument tol.

7 Accuracy

The result should be accurate to five significant digits.
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8 Parallelism and Performance

nag_deviates_f_dist (g01fdc) is not threaded in any implementation.

9 Further Comments

For higher accuracy nag_deviates_beta (g01fec) can be used along with the transformations given in
Section 3.

10 Example

This example reads the lower tail probabilities for several F -distributions, and calculates and prints the
corresponding deviates until the end of data is reached.

10.1 Program Text

/* nag_deviates_f_dist (g01fdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double df1, df2, f, p;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_deviates_f_dist (g01fdc) Example Program Results\n");
printf(" p df1 df2 f\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %lf", &p, &df1, &df2) != EOF)

#else
while (scanf("%lf %lf %lf", &p, &df1, &df2) != EOF)

#endif
{

/* nag_deviates_f_dist (g01fdc).
* Deviates for the F-distribution
*/

f = nag_deviates_f_dist(p, df1, df2, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_f_dist (g01fdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%8.3f%8.3f%8.3f%8.3f\n", p, df1, df2, f);

}

END:
return exit_status;

}
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10.2 Program Data

nag_deviates_f_dist (g01fdc) Example Program Data
0.9837 10.0 25.5
0.9000 1.0 1.0
0.5342 20.25 1.0

10.3 Program Results

nag_deviates_f_dist (g01fdc) Example Program Results
p df1 df2 f

0.984 10.000 25.500 2.837
0.900 1.000 1.000 39.863
0.534 20.250 1.000 2.500
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NAG Library Function Document

nag_deviates_beta (g01fec)

1 Purpose

nag_deviates_beta (g01fec) returns the deviate associated with the given lower tail probability of the
beta distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_beta (double p, double a, double b, double tol,
NagError *fail)

3 Description

The deviate, �p, associated with the lower tail probability, p, of the beta distribution with parameters a
and b is defined as the solution to

P B � �p : a; b
� �

¼ p ¼ � aþ bð Þ
� að Þ� bð Þ

Z �p

0
Ba�1 1�Bð Þb�1 dB; 0 � �p � 1;a; b > 0:

The algorithm is a modified version of the Newton–Raphson method, following closely that of Cran et
al. (1977).

An initial approximation, �0, to �p is found (see Cran et al. (1977)), and the Newton–Raphson iteration

�i ¼ �i�1 �
f �i�1ð Þ
f 0 �i�1ð Þ;

where f �ð Þ ¼ P B � � : a; bð Þ � p is used, with modifications to ensure that � remains in the range
0; 1ð Þ.

4 References

Cran G W, Martin K J and Thomas G E (1977) Algorithm AS 109. Inverse of the incomplete beta
function ratio Appl. Statist. 26 111–114

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: p – double Input

On entry: p, the lower tail probability from the required beta distribution.

Constraint: 0:0 � p � 1:0.

2: a – double Input

On entry: a, the first parameter of the required beta distribution.

Constraint: 0:0 < a � 106.
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3: b – double Input

On entry: b, the second parameter of the required beta distribution.

Constraint: 0:0 < b � 106.

4: tol – double Input

On entry: the relative accuracy required by you in the result. If nag_deviates_beta (g01fec) is
entered with tol greater than or equal to 1:0 or less than 10�machine precision (see
nag_machine_precision (X02AJC)), then the value of 10�machine precision is used instead.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below except fail:code ¼ NE_RES_NOT_ACC or
NE_SOL_NOT_CONV nag_deviates_beta (g01fec) returns 0:0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GT

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a � 106.

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b � 106.

On entry, p ¼ valueh i.
Constraint: p � 1:0.

NE_REAL_ARG_LE

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: a > 0:0.

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b > 0:0.

NE_REAL_ARG_LT

On entry, p ¼ valueh i.
Constraint: p 	 0:0.
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NE_RES_NOT_ACC

The requested accuracy has not been achieved. Use a larger value of tol. There is doubt
concerning the accuracy of the computed result. 100 iterations of the Newton–Raphson method
have been performed without satisfying the accuracy criterion (see Section 9). The result should
be a reasonable approximation of the solution.

NE_SOL_NOT_CONV

The solution has failed to converge. However, the result should be a reasonable approximation.
Requested accuracy not achieved when calculating beta probability. You should try setting tol
larger.

7 Accuracy

The required precision, given by tol, should be achieved in most circumstances.

8 Parallelism and Performance

nag_deviates_beta (g01fec) is not threaded in any implementation.

9 Further Comments

The typical timing will be several times that of nag_prob_beta_dist (g01eec) and will be very dependent
on the input argument values. See nag_prob_beta_dist (g01eec) for further comments on timings.

10 Example

This example reads lower tail probabilities for several beta distributions and calculates and prints the
corresponding deviates until the end of data is reached.

10.1 Program Text

/* nag_deviates_beta (g01fec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double a, b, p, tol, x;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_deviates_beta (g01fec) Example Program Results\n");
printf(" Probability A B Deviate\n\n");

#ifdef _WIN32
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while (scanf_s("%lf %lf %lf", &p, &a, &b) != EOF)
#else

while (scanf("%lf %lf %lf", &p, &a, &b) != EOF)
#endif

{
tol = 0.0;
/* nag_deviates_beta (g01fec).
* Deviates for the beta distribution
*/

x = nag_deviates_beta(p, a, b, tol, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_beta (g01fec).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NE_RES_NOT_ACC && fail.code != NE_SOL_NOT_CONV) {

goto END;
}

}
printf("%9.4f%10.3f%10.3f%10.4f\n", p, a, b, x);

}

END:
return exit_status;

}

10.2 Program Data

nag_deviates_beta (g01fec) Example Program Data
0.5000 1.0 2.0
0.9900 1.5 1.5
0.2500 20.0 10.0

10.3 Program Results

nag_deviates_beta (g01fec) Example Program Results
Probability A B Deviate

0.5000 1.000 2.000 0.2929
0.9900 1.500 1.500 0.9672
0.2500 20.000 10.000 0.6105
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NAG Library Function Document

nag_deviates_gamma_dist (g01ffc)

1 Purpose

nag_deviates_gamma_dist (g01ffc) returns the deviate associated with the given lower tail probability
of the gamma distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_gamma_dist (double p, double a, double b, double tol,
NagError *fail)

3 Description

The deviate, gp, associated with the lower tail probability, p, of the gamma distribution with shape
parameter � and scale parameter �, is defined as the solution to

P G � gp : �; �
� �

¼ p ¼ 1

��� �ð Þ

Z gp

0
e�G=�G��1 dG; 0 � gp <1;�; � > 0:

The method used is described by Best and Roberts (1975) making use of the relationship between the
gamma distribution and the �2-distribution.

Let y ¼ 2
gp
�
. The required y is found from the Taylor series expansion

y ¼ y0 þ
X
r

Cr y0ð Þ
r!

E


 y0ð Þ

� �r
;

where y0 is a starting approximation

C1 uð Þ ¼ 1,

Crþ1 uð Þ ¼ r� þ d

du

� �
Cr uð Þ ,

� ¼ 1
2�

�� 1

u
,

E ¼ p�
Z y0

0

 uð Þ du,


 uð Þ ¼ 1

2�� �ð Þe
�u=2u��1 .

For most values of p and � the starting value

y01 ¼ 2� z

ffiffiffiffiffiffi
1

9�

r
þ 1� 1

9�

 !3

is used, where z is the deviate associated with a lower tail probability of p for the standard Normal
distribution.
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For p close to zero,

y02 ¼ p�2�� �ð Þð Þ1=�

is used.

For large p values, when y01 > 4:4�þ 6:0,

y03 ¼ �2 ln 1� pð Þ � �� 1ð Þ ln 1
2y01
� �

þ ln � �ð Þð Þ
� �

is found to be a better starting value than y01.

For small � � � 0:16ð Þ, p is expressed in terms of an approximation to the exponential integral and y04
is found by Newton–Raphson iterations.

Seven terms of the Taylor series are used to refine the starting approximation, repeating the process if
necessary until the required accuracy is obtained.

4 References

Best D J and Roberts D E (1975) Algorithm AS 91. The percentage points of the �2 distribution Appl.
Statist. 24 385–388

5 Arguments

1: p – double Input

On entry: p, the lower tail probability from the required gamma distribution.

Constraint: 0:0 � p < 1:0.

2: a – double Input

On entry: �, the shape parameter of the gamma distribution.

Constraint: 0:0 < a � 106.

3: b – double Input

On entry: �, the scale parameter of the gamma distribution.

Constraint: b > 0:0.

4: tol – double Input

On entry: the relative accuracy required by you in the results. The smallest recommended value
is 50� �, where � ¼ max 10�18;machine precision

� �
. If nag_deviates_gamma_dist (g01ffc) is

entered with tol less than 50� � or greater or equal to 1:0, then 50� � is used instead.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below, except fail:code ¼ NE_ALG_NOT_CONV,
nag_deviates_gamma_dist (g01ffc) returns 0:0.

NE_ALG_NOT_CONV

The algorithm has failed to converge in 100 iterations. A larger value of tol should be tried. The
result may be a reasonable approximation.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_GAM_NOT_CONV

The series used to calculate the gamma function has failed to converge. This is an unlikely error
exit.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROBAB_CLOSE_TO_TAIL

The probability is too close to 0:0 for the given a to enable the result to be calculated.

NE_REAL_ARG_GE

On entry, p ¼ valueh i.
Constraint: p < 1:0.

NE_REAL_ARG_GT

On entry, a ¼ valueh i.
Constraint: a � 106.

NE_REAL_ARG_LE

On entry, a ¼ valueh i.
Constraint: a > 0:0.

On entry, b ¼ valueh i.
Constraint: b > 0:0.

NE_REAL_ARG_LT

On entry, p ¼ valueh i.
Constraint: p 	 0:0.

7 Accuracy

In most cases the relative accuracy of the results should be as specified by tol. However, for very small
values of � or very small values of p there may be some loss of accuracy.

8 Parallelism and Performance

nag_deviates_gamma_dist (g01ffc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example reads lower tail probabilities for several gamma distributions, and calculates and prints
the corresponding deviates until the end of data is reached.

10.1 Program Text

/* nag_deviates_gamma_dist (g01ffc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double a, b, p, g;
double tol = 0.0;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_deviates_gamma_dist (g01ffc) Example Program Results\n");
printf(" p a b g\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %lf", &p, &a, &b) != EOF)

#else
while (scanf("%lf %lf %lf", &p, &a, &b) != EOF)

#endif
{

/* nag_deviates_gamma_dist (g01ffc).
* Deviates for the gamma distribution
*/

g = nag_deviates_gamma_dist(p, a, b, tol, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_gamma_dist (g01ffc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%8.3f%8.3f%8.3f%10.3f\n", p, a, b, g);

}

END:
return exit_status;

}

10.2 Program Data

nag_deviates_gamma_dist (g01ffc) Example Program Data
0.0100 1.0 20.0
0.4279 7.5 0.1
0.8694 45.0 10.0
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10.3 Program Results

nag_deviates_gamma_dist (g01ffc) Example Program Results
p a b g

0.010 1.000 20.000 0.201
0.428 7.500 0.100 0.670
0.869 45.000 10.000 525.979
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NAG Library Function Document

nag_deviates_studentized_range (g01fmc)

1 Purpose

nag_deviates_studentized_range (g01fmc) returns the deviate associated with the lower tail probability
of the distribution of the Studentized range statistic.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_studentized_range (double p, double v, Integer ir,
NagError *fail)

3 Description

The externally Studentized range, q, for a sample, x1; x2; . . . ; xr, is defined as

q ¼ max xið Þ �min xið Þ
�̂e

;

where �̂e is an independent estimate of the standard error of the xi. The most common use of this
statistic is in the testing of means from a balanced design. In this case for a set of group means,
�T1; �T2; . . . ; �Tr, the Studentized range statistic is defined to be the difference between the largest and
smallest means, �Tlargest and �Tsmallest, divided by the square root of the mean-square experimental error,
MSerror, over the number of observations in each group, n, i.e.,

q ¼
�Tlargest � �Tsmallestffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

MSerror=n
p :

The Studentized range statistic can be used as part of a multiple comparisons procedure such as the
Newman–Keuls procedure or Duncan's multiple range test (see Montgomery (1984) and Winer (1970)).

For a Studentized range statistic the probability integral, P q; v; rð Þ, for v degrees of freedom and r
groups, can be written as:

P q; v; rð Þ ¼ C
Z 1
0
xv�1e�vx

2=2 r

Z 1
�1

 yð Þ � yð Þ � � y� qxð Þð Þr�1 dy

� �
dx;

where

C ¼ vv=2

� v=2ð Þ2v=2�1
; 
 yð Þ ¼ 1ffiffiffiffiffiffi

2	
p e�y

2=2 and � yð Þ ¼
Z y

�1

 tð Þ dt:

For a given probability p0, the deviate q0 is found as the solution to the equation

P q0;v; rð Þ ¼ p0; ð1Þ

using a root-finding procedure. Initial estimates are found using the approximation given in Lund and
Lund (1983) and a simple search procedure.
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4 References

Lund R E and Lund J R (1983) Algorithm AS 190: probabilities and upper quartiles for the studentized
range Appl. Statist. 32(2) 204–210

Montgomery D C (1984) Design and Analysis of Experiments Wiley

Winer B J (1970) Statistical Principles in Experimental Design McGraw–Hill

5 Arguments

1: p – double Input

On entry: the lower tail probability for the Studentized range statistic, p0.

Constraint: 0:0 < p < 1:0.

2: v – double Input

On entry: v, the number of degrees of freedom.

Constraint: v 	 1:0.

3: ir – Integer Input

On entry: r, the number of groups.

Constraint: ir 	 2.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ACCURACY

Warning – There is some doubt as to whether full accuracy has been achieved.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INIT_ESTIMATE

Unable to find initial estimate.

NE_INT

On entry, ir ¼ valueh i.
Constraint: ir 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, p ¼ valueh i.
Constraint: 0:0 < p < 1:0.

On entry, v ¼ valueh i.
Constraint: v 	 1:0.

7 Accuracy

The returned solution, q�, to equation (1) is determined so that at least one of the following criteria
apply.

(a) P q�;v; rð Þ � p0j j � 0:000005

(b) q0 � q�j j � 0:000005�max 1:0; q�j jð Þ.

8 Parallelism and Performance

nag_deviates_studentized_range (g01fmc) is not threaded in any implementation.

9 Further Comments

To obtain the factors for Duncan's multiple-range test, equation (1) has to be solved for p1, where
p1 ¼ pr�10 , so on input p should be set to pr�10 .

10 Example

Three values of p, � and r are read in and the Studentized range deviates or quantiles are computed and
printed.

10.1 Program Text

/* nag_deviates_studentized_range (g01fmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double p, v, valq;
Integer exit_status, i__, ir;
NagError fail;

exit_status = 0;

INIT_FAIL(fail);

printf("nag_deviates_studentized_range (g01fmc) Example Program Results\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n%s\n\n", " p v ir Quantile ");
for (i__ = 1; i__ <= 3; ++i__) {

#ifdef _WIN32
scanf_s("%lf%lf%" NAG_IFMT "%*[^\n] ", &p, &v, &ir);

#else
scanf("%lf%lf%" NAG_IFMT "%*[^\n] ", &p, &v, &ir);

#endif

/* nag_deviates_studentized_range (g01fmc).
* Computes deviates for the Studentized range statistic
*/

valq = nag_deviates_studentized_range(p, v, ir, &fail);
if (fail.code == NE_NOERROR || fail.code == NE_ACCURACY) {

printf("%5.2f%2s%4.1f%1s%3" NAG_IFMT "%1s%10.4f\n", p, "", v,
"", ir, "", valq);

}
else {

printf("Error from nag_deviates_studentized_range (g01fmc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
return exit_status;

}

10.2 Program Data

nag_deviates_studentized_range (g01fmc) Example Program Data
0.95 10.0 5
0.3 60.0 12
0.9 5.0 4

10.3 Program Results

nag_deviates_studentized_range (g01fmc) Example Program Results

p v ir Quantile

0.95 10.0 5 4.6543
0.30 60.0 12 2.8099
0.90 5.0 4 4.2636
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NAG Library Function Document

nag_deviates_landau (g01ftc)

1 Purpose

nag_deviates_landau (g01ftc) returns the value of the inverse ��1 xð Þ of the Landau distribution
function.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_deviates_landau (double x, NagError *fail)

3 Description

nag_deviates_landau (g01ftc) evaluates an approximation to the inverse ��1 xð Þ of the Landau
distribution function given by

� xð Þ ¼ ��1 xð Þ

(where � �ð Þ is described in nag_prob_landau (g01etc) and nag_prob_density_landau (g01mtc)), using
either linear or quadratic interpolation or rational approximations which mimic the asymptotic
behaviour. Further details can be found in KÎlbig and Schorr (1984).

It can also be used to generate Landau distributed random numbers in the range 0 < x < 1.

4 References

KÎlbig K S and Schorr B (1984) A program package for the Landau distribution Comp. Phys. Comm. 31
97–111

5 Arguments

1: x – double Input

On entry: the argument x of the function.

Constraint: 0:0 < x < 1:0.

2: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, x ¼ valueh i.
Constraint: x < 1:0.

On entry, x ¼ valueh i.
Constraint: x > 0:0.

7 Accuracy

At least 5� 6 significant digits are correct. Such accuracy is normally considered to be adequate for
applications in large scale Monte–Carlo simulations.

8 Parallelism and Performance

nag_deviates_landau (g01ftc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example evaluates ��1 xð Þ at x ¼ 0:5, and prints the results.

10.1 Program Text

/* nag_deviates_landau (g01ftc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double x, y;
Integer exit_status;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;

g01ftc NAG Library Manual

g01ftc.2 Mark 26



printf(" nag_deviates_landau (g01ftc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

/* nag_deviates_landau (g01ftc).
* Landau inverse function Psi(x)
*/

y = nag_deviates_landau(x, &fail);

if (fail.code == NE_NOERROR) {
printf("\n X Y\n\n");
printf(" %3.1f %13.4e\n", x, y);

}
else {

printf("Error from nag_deviates_landau (g01ftc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

return exit_status;
}

10.2 Program Data

nag_deviates_landau (g01ftc) Example Program Data
0.5 : Value of X

10.3 Program Results

nag_deviates_landau (g01ftc) Example Program Results

X Y

0.5 1.3558e+00
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NAG Library Function Document

nag_prob_non_central_students_t (g01gbc)

1 Purpose

nag_prob_non_central_students_t (g01gbc) returns the lower tail probability for the noncentral Student's
t-distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_non_central_students_t (double t, double df, double delta,
double tol, Integer max_iter, NagError *fail)

3 Description

The lower tail probability of the noncentral Student's t-distribution with � degrees of freedom and
noncentrality parameter �, P T � t : �;�ð Þ, is defined by

P T � t : �;�ð Þ ¼ C�
Z 1
0

1ffiffiffiffiffiffi
2	
p

Z �u��

�1
e�x

2=2 dx

� �
u��1e�u

2=2du; � > 0:0

with

C� ¼
1

� 1
2�
� �

2 ��2ð Þ=2; � ¼ tffiffiffi
�
p :

The probability is computed in one of two ways.

(i) When t ¼ 0:0, the relationship to the normal is used:

P T � t : �;�ð Þ ¼ 1ffiffiffiffiffiffi
2	
p

Z 1
�

e�u
2=2 du:

(ii) Otherwise the series expansion described in Equation 9 of Amos (1964) is used. This involves the
sums of confluent hypergeometric functions, the terms of which are computed using recurrence
relationships.

4 References

Amos D E (1964) Representations of the central and non-central t-distributions Biometrika 51 451–458

5 Arguments

1: t – double Input

On entry: t, the deviate from the Student's t-distribution with � degrees of freedom.

2: df – double Input

On entry: �, the degrees of freedom of the Student's t-distribution.

Constraint: df 	 1:0.

3: delta – double Input

On entry: �, the noncentrality argument of the Students t-distribution.
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4: tol – double Input

On entry: the absolute accuracy required by you in the results. If nag_prob_non_central_
students_t (g01gbc) is entered with tol greater than or equal to 1:0 or less than
10�machine precision (see nag_machine_precision (X02AJC)), then the value of
10�machine precision is used instead.

5: max iter – Integer Input

On entry: the maximum number of terms that are used in each of the summations.

Suggested value: 100. See Section 9 for further comments.

Constraint: max iter 	 1.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INT_ARG_LT

On entry, max iter ¼ valueh i.
Constraint: max iter 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROB_LIMIT

The probability is too close to 0 or 1.

NE_PROBABILITY

The probability is too small to calculate accurately.

NE_REAL_ARG_LT

On entry, df ¼ valueh i.
Constraint: df 	 1:0.

NE_SERIES

One of the series has failed to converge with max iter ¼ valueh i and tol ¼ valueh i. Reconsider
the requested tolerance and/or the maximum number of iterations.
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7 Accuracy

The series described in Amos (1964) are summed until an estimated upper bound on the contribution of
future terms to the probability is less than tol. There may also be some loss of accuracy due to
calculation of gamma functions.

8 Parallelism and Performance

nag_prob_non_central_students_t (g01gbc) is not threaded in any implementation.

9 Further Comments

The rate of convergence of the series depends, in part, on the quantity t2= t2 þ �
� �

. The smaller this
quantity the faster the convergence. Thus for large t and small � the convergence may be slow. If � is
an integer then one of the series to be summed is of finite length.

If two tail probabilities are required then the relationship of the t-distribution to the F -distribution can
be used:

F ¼ T 2; � ¼ �2; �1 ¼ 1 and �2 ¼ �;

and a call made to nag_prob_non_central_f_dist (g01gdc).

Note that nag_prob_non_central_students_t (g01gbc) only allows degrees of freedom greater than or
equal to 1 although values between 0 and 1 are theoretically possible.

10 Example

This example reads values from, and degrees of freedom for, and noncentrality arguments of the
noncentral Student's t-distributions, calculates the lower tail probabilities and prints all these values
until the end of data is reached.

10.1 Program Text

/* nag_prob_non_central_students_t (g01gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0, max_iter;
NagError fail;
double delta, df, prob, t, tol;

INIT_FAIL(fail);

printf("nag_prob_non_central_students_t (g01gbc) Example Program Results"
"\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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printf(" t df delta prob\n\n");
tol = 5e-6;
max_iter = 50;

#ifdef _WIN32
while ((scanf_s("%lf %lf %lf %*[^\n]", &t, &df, &delta)) != EOF)

#else
while ((scanf("%lf %lf %lf %*[^\n]", &t, &df, &delta)) != EOF)

#endif
{

/* nag_prob_non_central_students_t (g01gbc).
* Computes probabilities for the non-central Student’s
* t-distribution
*/

prob = nag_prob_non_central_students_t(t, df, delta, tol, max_iter,
&fail);

if (fail.code == NE_NOERROR)
printf(" %8.3f%8.3f%8.3f%8.4f\n", t, df, delta, prob);

else {
printf("Error from nag_prob_non_central_students_t (g01gbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

END:
return exit_status;

}

10.2 Program Data

nag_prob_non_central_students_t (g01gbc) Example Program Data
-1.528 20.0 2.0 :t df delta
-0.188 7.5 1.0 :t df delta
1.138 45.0 0.0 :t df delta

10.3 Program Results

nag_prob_non_central_students_t (g01gbc) Example Program Results

t df delta prob

-1.528 20.000 2.000 0.0003
-0.188 7.500 1.000 0.1189
1.138 45.000 0.000 0.8694
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NAG Library Function Document

nag_prob_non_central_chi_sq (g01gcc)

1 Purpose

nag_prob_non_central_chi_sq (g01gcc) returns the probability associated with the lower tail of the
noncentral �2-distribution .

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_non_central_chi_sq (double x, double df, double lambda,
double tol, Integer max_iter, NagError *fail)

3 Description

The lower tail probability of the noncentral �2-distribution with � degrees of freedom and noncentrality
parameter �, P X � x : �;�ð Þ, is defined by

P X � x : �;�ð Þ ¼
X1
j¼0

e��=2
�=2ð Þj

j!
P X � x : � þ 2j;0ð Þ; ð1Þ

where P X � x : � þ 2j;0ð Þ is a central �2-distribution with � þ 2j degrees of freedom.

The value of j at which the Poisson weight, e��=2
�=2ð Þj

j!
, is greatest is determined and the summation

(1) is made forward and backward from that value of j.

The recursive relationship:

P X � x : aþ 2;0ð Þ ¼ P X � x : a;0ð Þ � xa=2ð Þe�x=2
� aþ 1ð Þ ð2Þ

is used during the summation in (1).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

5 Arguments

1: x – double Input

On entry: the deviate from the noncentral �2-distribution with � degrees of freedom and
noncentrality parameter �.

Constraint: x 	 0:0.

2: df – double Input

On entry: �, the degrees of freedom of the noncentral �2-distribution.

Constraint: df 	 0:0.
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3: lambda – double Input

On entry: �, the noncentrality parameter of the noncentral �2-distribution.

Constraint: lambda 	 0:0 if df > 0:0 or lambda > 0:0 if df ¼ 0:0.

4: tol – double Input

On entry: the required accuracy of the solution. If nag_prob_non_central_chi_sq (g01gcc) is
entered with tol greater than or equal to 1:0 or less than 10�machine precision (see
nag_machine_precision (X02AJC)), then the value of 10�machine precision is used instead.

5: max iter – Integer Input

On entry: the maximum number of iterations to be performed.

Suggested value: 100. See Section 9 for further discussion.

Constraint: max iter 	 1.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_CONS

On entry, df ¼ 0:0 and lambda ¼ 0:0.
Constraint: lambda > 0:0 if df ¼ 0:0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_CHI_PROB

The calculations for the central chi-square probability has failed to converge. A larger value of
tol should be used.

NE_CONV

The solution has failed to converge in valueh i iterations. Consider increasing max_iter or tol.

NE_INT_ARG_LT

On entry, max iter ¼ valueh i.
Constraint: max iter 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_POISSON_WEIGHT

The initial value of the Poisson weight used in the summation of (1) (see Section 3) was too
small to be calculated. The computed probability is likely to be zero.

NE_REAL_ARG_LT

On entry, df ¼ valueh i.
Constraint: df 	 0:0.

On entry, lambda ¼ valueh i.
Constraint: lambda 	 0:0.

On entry, x ¼ valueh i.
Constraint: x 	 0:0.

NE_TERM_LARGE

The value of a term required in (2) (see Section 3) is too large to be evaluated accurately. The
most likely cause of this error is both x and lambda are too large.

7 Accuracy

The summations described in Section 3 are made until an upper bound on the truncation error relative
to the current summation value is less than tol.

8 Parallelism and Performance

nag_prob_non_central_chi_sq (g01gcc) is not threaded in any implementation.

9 Further Comments

The number of terms in (1) required for a given accuracy will depend on the following factors:

(i) The rate at which the Poisson weights tend to zero. This will be slower for larger values of �.

(ii) The rate at which the central �2 probabilities tend to zero. This will be slower for larger values of
� and x.

10 Example

This example reads values from various noncentral �2-distributions, calculates the lower tail
probabilities and prints all these values until the end of data is reached.

10.1 Program Text

/* nag_prob_non_central_chi_sq (g01gcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0, max_iter;
NagError fail;
double df, lambda, prob, tol, x;
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INIT_FAIL(fail);

printf("nag_prob_non_central_chi_sq (g01gcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("\n x df lambda prob\n\n\n");
tol = 5e-6;
max_iter = 50;

#ifdef _WIN32
while ((scanf_s(" %lf %lf %lf %*[^\n] ", &x, &df, &lambda)) != EOF)

#else
while ((scanf(" %lf %lf %lf %*[^\n] ", &x, &df, &lambda)) != EOF)

#endif
{

/* nag_prob_non_central_chi_sq (g01gcc).
* Computes probabilities for the non-central chi^2
* distribution
*/

prob = nag_prob_non_central_chi_sq(x, df, lambda, tol, max_iter, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_non_central_chi_sq (g01gcc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%8.3f %8.3f %8.3f %8.4f\n", x, df, lambda, prob);

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_non_central_chi_sq (g01gcc) Example Program Data
8.26 20.0 3.5 :x df lambda
6.2 7.5 2.0 :x df lambda

55.76 45.0 1.0 :x df lambda

10.3 Program Results

nag_prob_non_central_chi_sq (g01gcc) Example Program Results

x df lambda prob

8.260 20.000 3.500 0.0032
6.200 7.500 2.000 0.2699

55.760 45.000 1.000 0.8443
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NAG Library Function Document

nag_prob_non_central_f_dist (g01gdc)

1 Purpose

nag_prob_non_central_f_dist (g01gdc) returns the probability associated with the lower tail of the
noncentral F or variance-ratio distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_non_central_f_dist (double f, double df1, double df2,
double lambda, double tol, Integer max_iter, NagError *fail)

3 Description

The lower tail probability of the noncentral F -distribution with �1 and �2 degrees of freedom and
noncentrality parameter �, P F � f : �1; �2;�ð Þ, is defined by

P F � f : �1; �2;�ð Þ ¼
Z x

0
p F : �1; �2;�ð Þ dF;

where

P F : �1; �2;�ð Þ ¼
X1
j¼0

e��=2
�=2ð Þj

j!
� �1 þ 2jð Þ �1þ2jð Þ=2�

�2=2
2

B �1 þ 2jð Þ=2; �2=2ð Þ

�u �1þ2j�2ð Þ=2 �2 þ �1 þ 2jð Þu½ �� �1þ2jþ�2ð Þ=2

and B �; �ð Þ is the beta function.

The probability is computed by means of a transformation to a noncentral beta distribution:

P F � f : �1; �2;�ð Þ ¼ P� X � x : a; b;�ð Þ;

where x ¼ �1f

�1f þ �2
and P� X � x : a; b;�ð Þ is the lower tail probability integral of the noncentral beta

distribution with parameters a, b, and �.

If �2 is very large, greater than 106, then a �2 approximation is used.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

5 Arguments

1: f – double Input

On entry: f , the deviate from the noncentral F -distribution.

Constraint: f > 0:0.
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2: df1 – double Input

On entry: the degrees of freedom of the numerator variance, �1.

Constraint: 0:0 < df1 � 106.

3: df2 – double Input

On entry: the degrees of freedom of the denominator variance, �2.

Constraint: df2 > 0:0.

4: lambda – double Input

On entry: �, the noncentrality parameter.

Constraint: 0:0 � lambda � �2:0log Uð Þ where U is the safe range parameter as defined by
nag_real_safe_small_number (X02AMC).

5: tol – double Input

On entry: the relative accuracy required by you in the results. If nag_prob_non_central_f_dist
(g01gdc) is entered with tol greater than or equal to 1:0 or less than 10�machine precision (see
nag_machine_precision (X02AJC)), then the value of 10�machine precision is used instead.

6: max iter – Integer Input

On entry: the maximum number of iterations to be used.

Suggested value: 500. See nag_prob_non_central_chi_sq (g01gcc) and nag_prob_non_central_be
ta_dist (g01gec) for further details.

Constraint: max iter 	 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_CONV

The solution has failed to converge in valueh i iterations. Consider increasing max_iter or tol.

NE_INT_ARG_LT

On entry, max iter ¼ valueh i.
Constraint: max iter 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROB_F

The required probability cannot be computed accurately. This may happen if the result would be
very close to zero or one. Alternatively the values of df1 and f may be too large. In the latter
case you could try using a normal approximation, see Abramowitz and Stegun (1972).

NE_PROB_F_INIT

The required accuracy was not achieved when calculating the initial value of the central F or �2

probability. You should try a larger value of tol. If the �2 approximation is being used then
nag_prob_non_central_f_dist (g01gdc) returns zero otherwise the value returned should be an
approximation to the correct value.

NE_REAL_ARG_CONS

On entry, df1 ¼ valueh i.
Constraint: 0:0 < df1 � 106.

On entry, df1 ¼ valueh i.
Constraint: df1 > 0:0.

On entry, lambda ¼ valueh i.
Constraint: 0:0 � lambda � �2:0� log Uð Þ, where U is the safe range parameter as defined by
nag_real_safe_small_number (X02AMC).

NE_REAL_ARG_LE

On entry, df2 ¼ valueh i.
Constraint: df2 > 0:0.

On entry, f ¼ valueh i.
Constraint: f > 0:0.

7 Accuracy

The relative accuracy should be as specified by tol. For further details see nag_prob_non_cen
tral_chi_sq (g01gcc) and nag_prob_non_central_beta_dist (g01gec).

8 Parallelism and Performance

nag_prob_non_central_f_dist (g01gdc) is not threaded in any implementation.

9 Further Comments

When both �1 and �2 are large a Normal approximation may be used and when only �1 is large a �2

approximation may be used. In both cases � is required to be of the same order as �1. See Abramowitz
and Stegun (1972) for further details.

10 Example

This example reads values from, and degrees of freedom for, F -distributions, computes the lower tail
probabilities and prints all these values until the end of data is reached.
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10.1 Program Text

/* nag_prob_non_central_f_dist (g01gdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* NAG C Library
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0, max_iter;
NagError fail;
double df1, df2, f, lambda, prob, tol;

INIT_FAIL(fail);

printf("nag_prob_non_central_f_dist (g01gdc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("\n f df1 df2 lambda prob\n\n");
tol = 5e-6;
max_iter = 50;

#ifdef _WIN32
while ((scanf_s("%lf %lf %lf %lf %*[^\n]", &f, &df1, &df2, &lambda)) != EOF) {

#else
while ((scanf("%lf %lf %lf %lf %*[^\n]", &f, &df1, &df2, &lambda)) != EOF) {

#endif
/* nag_prob_non_central_f_dist (g01gdc).
* Computes probabilities for the non-central F-distribution
*/

prob = nag_prob_non_central_f_dist(f, df1, df2, lambda, tol, max_iter,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_prob_non_central_f_dist (g01gdc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("%8.3f %8.3f %8.3f %8.3f %8.4f\n", f, df1, df2, lambda, prob);

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_non_central_f_dist (g01gdc) Example Program Data
5.5 1.5 25.5 3.0 :f df1 lambda

39.9 1.0 1.0 2.0 :f df1 lambda
2.5 20.25 1.0 0.0 :f df1 lambda
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10.3 Program Results

nag_prob_non_central_f_dist (g01gdc) Example Program Results

f df1 df2 lambda prob

5.500 1.500 25.500 3.000 0.8214
39.900 1.000 1.000 2.000 0.8160
2.500 20.250 1.000 0.000 0.5342
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NAG Library Function Document

nag_prob_non_central_beta_dist (g01gec)

1 Purpose

nag_prob_non_central_beta_dist (g01gec) returns the probability associated with the lower tail of the
noncentral beta distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_non_central_beta_dist (double x, double a, double b,
double lambda, double tol, Integer max_iter, NagError *fail)

3 Description

The lower tail probability for the noncentral beta distribution with parameters a and b and noncentrality
parameter �, P B � � : a; b;�ð Þ, is defined by

P B � � : a; b;�ð Þ ¼
X1
j¼0

e��=2
�=2ð Þ
j!

P B � � : a; b;0ð Þ; ð1Þ

where

P B � � : a; b;0ð Þ ¼ � aþ bð Þ
� að Þ� bð Þ

Z �

0
Ba�1 1� Bð Þb�1 dB;

which is the central beta probability function or incomplete beta function.

Recurrence relationships given in Abramowitz and Stegun (1972) are used to compute the values of
P B � � : a; b;0ð Þ for each step of the summation (1).

The algorithm is discussed in Lenth (1987).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Lenth R V (1987) Algorithm AS 226: Computing noncentral beta probabilities Appl. Statist. 36 241–
244

5 Arguments

1: x – double Input

On entry: �, the deviate from the beta distribution, for which the probability P B � � : a; b;�ð Þ is
to be found.

Constraint: 0:0 � x � 1:0.

2: a – double Input

On entry: a, the first parameter of the required beta distribution.

Constraint: 0:0 < a � 106.
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3: b – double Input

On entry: b, the second parameter of the required beta distribution.

Constraint: 0:0 < b � 106.

4: lambda – double Input

On entry: �, the noncentrality parameter of the required beta distribution.

Constraint: 0:0 � lambda � �2:0log Uð Þ, where U is the safe range parameter as defined by
nag_real_safe_small_number (X02AMC).

5: tol – double Input

On entry: the relative accuracy required by you in the results. If nag_prob_non_central_beta_dist
(g01gec) is entered with tol greater than or equal to 1:0 or less than 10�machine precision (see
nag_machine_precision (X02AJC)), then the value of 10�machine precision is used instead.

See Section 7 for the relationship between tol and max_iter.

6: max iter – Integer Input

On entry: the maximum number of iterations that the algorithm should use.

See Section 7 for suggestions as to suitable values for max_iter for different values of the
arguments.

Suggested value: 500.

Constraint: max iter 	 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_CONV

The solution has failed to converge in valueh i iterations. Consider increasing max_iter or tol.

NE_INT_ARG_LT

On entry, max iter ¼ valueh i.
Constraint: max iter 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PROB_B_INIT

The required accuracy was not achieved when calculating the initial value of the beta
distribution. You should try a larger value of tol. The returned value will be an approximation to
the correct value. This error exit is no longer possible but is still documented for historical
reasons.

NE_PROB_LIMIT

The probability is too close to 0.0 or 1.0 for the algorithm to be able to calculate the required
probability. nag_prob_non_central_beta_dist (g01gec) will return 0.0 or 1.0 as appropriate. This
should be a reasonable approximation.

NE_REAL_ARG_CONS

On entry, a ¼ valueh i.
Constraint: 0:0 < a � 106.

On entry, b ¼ valueh i.
Constraint: 0:0 < b � 106.

On entry, lambda ¼ valueh i.
Constraint: 0:0 � lambda � �2:0log Uð Þ, where U is the safe range parameter as defined by
nag_real_safe_small_number (X02AMC).

On entry, x ¼ valueh i.
Constraint: 0:0 � x � 1:0.

7 Accuracy

Convergence is theoretically guaranteed whenever P Y > max iterð Þ � tol where Y has a Poisson
distribution with mean �=2. Excessive round-off errors are possible when the number of iterations used
is high and tol is close to machine precision. See Lenth (1987) for further comments on the error
bound.

8 Parallelism and Performance

nag_prob_non_central_beta_dist (g01gec) is not threaded in any implementation.

9 Further Comments

The central beta probabilities can be obtained by setting lambda ¼ 0:0.

10 Example

This example reads values for several beta distributions and calculates and prints the lower tail
probabilities until the end of data is reached.

10.1 Program Text

/* nag_prob_non_central_beta_dist (g01gec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagg01.h>
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int main(void)
{

Integer exit_status = 0, max_iter;
NagError fail;
double a, b, lambda, prob, tol, x;

INIT_FAIL(fail);

printf("nag_prob_non_central_beta_dist (g01gec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("\n x a b lambda prob\n\n");
tol = 5e-6;
max_iter = 50;

#ifdef _WIN32
while ((scanf_s("%lf %lf %lf %lf %*[^\n]", &x, &a, &b, &lambda)) != EOF)

#else
while ((scanf("%lf %lf %lf %lf %*[^\n]", &x, &a, &b, &lambda)) != EOF)

#endif
{

/* nag_prob_non_central_beta_dist (g01gec).
* Computes probabilities for the non-central beta
* distribution
*/

prob = nag_prob_non_central_beta_dist(x, a, b, lambda, tol, max_iter,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_prob_non_central_beta_dist (g01gec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("%8.3f %8.3f %8.3f %8.3f %8.4f\n", x, a, b, lambda, prob);

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_non_central_beta_dist (g01gec) Example Program Data
0.25 1.0 2.0 1.0 :x a lambda
0.75 1.5 1.5 0.5 :x a lambda
0.5 2.0 1.0 0.0 :x a lambda

10.3 Program Results

nag_prob_non_central_beta_dist (g01gec) Example Program Results

x a b lambda prob

0.250 1.000 2.000 1.000 0.3168
0.750 1.500 1.500 0.500 0.7705
0.500 2.000 1.000 0.000 0.2500
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NAG Library Function Document

nag_bivariate_normal_dist (g01hac)

1 Purpose

nag_bivariate_normal_dist (g01hac) returns the lower tail probability for the bivariate Normal
distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_bivariate_normal_dist (double x, double y, double rho,
NagError *fail)

3 Description

For the two random variables X; Yð Þ following a bivariate Normal distribution with

E X½ � ¼ 0; E Y½ � ¼ 0; E X2
� �

¼ 1; E Y 2
� �

¼ 1 and E XY½ � ¼ �;

the lower tail probability is defined by:

P X � x; Y � y : �ð Þ ¼ 1

2	
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �2

p Z y

�1

Z x

�1
exp �

X2 � 2�XY þ Y 2
� �

2 1� �2ð Þ

� �
dXdY :

For a more detailed description of the bivariate Normal distribution and its properties see Abramowitz
and Stegun (1972) and Kendall and Stuart (1969). The method used is described by Genz (2004).

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Genz A (2004) Numerical computation of rectangular bivariate and trivariate Normal and t probabilities
Statistics and Computing 14 151–160

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

5 Arguments

1: x – double Input

On entry: x, the first argument for which the bivariate Normal distribution function is to be
evaluated.

2: y – double Input

On entry: y, the second argument for which the bivariate Normal distribution function is to be
evaluated.

3: rho – double Input

On entry: �, the correlation coefficient.

Constraint: �1:0 � rho � 1:0.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

On any of the error conditions listed below nag_bivariate_normal_dist (g01hac) returns 0:0.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_GT

On entry, rho ¼ valueh i.
Constraint: rho � 1:0.

NE_REAL_ARG_LT

On entry, rho ¼ valueh i.
Constraint: rho 	 �1:0.

7 Accuracy

Accuracy of the hybrid algorithm implemented here is discussed in Genz (2004). This algorithm should
give a maximum absolute error of less than 5� 10�16.

8 Parallelism and Performance

nag_bivariate_normal_dist (g01hac) is not threaded in any implementation.

9 Further Comments

The probabilities for the univariate Normal distribution can be computed using nag_cumul_normal
(s15abc) and nag_cumul_normal_complem (s15acc).

10 Example

This example reads values of x and y for a bivariate Normal distribution along with the value of � and
computes the lower tail probabilities.
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10.1 Program Text

/* nag_bivariate_normal_dist (g01hac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

Integer exit_status = 0;
double prob, rho, x, y;
NagError fail;

INIT_FAIL(fail);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

printf("nag_bivariate_normal_dist (g01hac) Example Program Results\n");
printf(" x y rho prob\n\n");

#ifdef _WIN32
while (scanf_s("%lf %lf %lf", &x, &y, &rho) != EOF)

#else
while (scanf("%lf %lf %lf", &x, &y, &rho) != EOF)

#endif
{

/* nag_bivariate_normal_dist (g01hac).
* Probability for the bivariate Normal distribution
*/

prob = nag_bivariate_normal_dist(x, y, rho, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_bivariate_normal_dist (g01hac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("%8.3f%8.3f%8.3f%8.4f\n", x, y, rho, prob);

}

END:
return exit_status;

}

10.2 Program Data

nag_bivariate_normal_dist (g01hac) Example Program Data
1.7 23.1 0.0
0.0 0.0 0.1
3.3 11.1 0.54
9.1 9.1 0.17
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10.3 Program Results

nag_bivariate_normal_dist (g01hac) Example Program Results
x y rho prob

1.700 23.100 0.000 0.9554
0.000 0.000 0.100 0.2659
3.300 11.100 0.540 0.9995
9.100 9.100 0.170 1.0000
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nag_multi_normal (g01hbc)

1 Purpose

nag_multi_normal (g01hbc) returns the upper tail, lower tail or central probability associated with a
multivariate Normal distribution of up to ten dimensions.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_multi_normal (Nag_TailProbability tail, Integer n,
const double a[], const double b[], const double mean[],
const double sigma[], Integer tdsig, double tol, Integer maxpts,
NagError *fail)

3 Description

Let the vector random variable X ¼ X1;X2; . . . ; Xnð ÞT follow an n-dimensional multivariate Normal
distribution with mean vector � and n by n variance-covariance matrix �, then the probability density
function, f X : �;�ð Þ, is given by

f X : �;�ð Þ ¼ 2	ð Þ� 1=2ð Þn �j j�1=2 exp �1
2 X � �ð ÞT��1 X � �ð Þ

� �
:

The lower tail probability is defined by:

P X1 � b1; . . . ; Xn � bn : �;�ð Þ ¼
Z b1

�1
� � �
Z bn

�1
f X : �;�ð Þ dXn � � � dX1:

The upper tail probability is defined by:

P X1 	 a1; . . . ; Xn 	 an : �;�ð Þ ¼
Z 1
a1

� � �
Z 1
an

f X : �;�ð Þ dXn � � � dX1:

The central probability is defined by:

P a1 � X1 � b1; . . . ; an � Xn � bn : �;�ð Þ ¼
Z b1

a1

� � �
Z bn

an

f X : �;�ð Þ dXn � � � dX1:

To evaluate the probability for n 	 3, the probability density function of X1; X2; . . . ; Xn is considered
as the product of the conditional probability of X1; X2; . . . ; Xn�2 given Xn�1 and Xn and the marginal
bivariate Normal distribution of Xn�1 and Xn. The bivariate Normal probability can be evaluated as
described in nag_bivariate_normal_dist (g01hac) and numerical integration is then used over the
remaining n� 2 dimensions. In the case of n ¼ 3, nag_1d_quad_gen_1 (d01sjc) is used and for n > 3
nag_multid_quad_adapt_1 (d01wcc) is used.

To evaluate the probability for n ¼ 1 a direct call to nag_prob_normal (g01eac) is made and for n ¼ 2
calls to nag_bivariate_normal_dist (g01hac) are made.

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin
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5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which probability is to be returned.

tail ¼ Nag LowerTail
The lower tail probability is returned.

tail ¼ Nag UpperTail
The upper tail probability is returned.

tail ¼ Nag Central
The central probability is returned.

Constraint: tail ¼ Nag LowerTail, Nag UpperTail or Nag Central.

2: n – Integer Input

On entry: n, the number of dimensions.

Constraint: 1 � n � 10.

3: a½n� – const double Input

On entry: if tail ¼ Nag Central or Nag UpperTail, the lower bounds, ai, for i ¼ 1; 2; . . . ; n.

If tail ¼ Nag LowerTail, a is not referenced.

4: b½n� – const double Input

On entry: if tail ¼ Nag Central or Nag LowerTail, the upper bounds, bi, for i ¼ 1; 2; . . . ; n.

If tail ¼ Nag UpperTail, b is not referenced.

Constraint: if tail ¼ Nag Central, a½i � 1� < b½i � 1�, for i ¼ 1; 2; . . . ; n.

5: mean½n� – const double Input

On entry: �, the mean vector of the multivariate Normal distribution.

6: sigma½n� tdsig� – const double Input

Note: the i; jð Þth element of the matrix is stored in sigma½ i� 1ð Þ � tdsigþ j� 1�.
On entry: �, the variance-covariance matrix of the multivariate Normal distribution. Only the
lower triangle is referenced.

Constraint: � must be positive definite.

7: tdsig – Integer Input

On entry: the stride separating matrix column elements in the array sigma.

Constraint: tdsig 	 n.

8: tol – double Input

On entry: if n > 2 the relative accuracy required for the probability, and if the upper or the lower
tail probability is requested then tol is also used to determine the cut-off points, see Section 7.

If n ¼ 1, tol is not referenced.

Suggested value: tol ¼ 0:0001.

Constraint: if n > 1, tol > 0:0.

9: maxpts – Integer Input

On entry: the maximum number of sub-intervals or integrand evaluations.
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If n ¼ 3, then the maximum number of sub-intervals used by nag_1d_quad_gen_1 (d01sjc) is
maxpts/4. Note however increasing maxpts above 1000 will not increase the maximum number
of sub-intervals above 250.

If n > 3 the maximum number of integrand evaluations used by nag_multid_quad_adapt_1
(d01wcc) is �(maxpts/n� 1), where � ¼ 2n�2 þ 2 n� 2ð Þ2 þ 2 n� 2ð Þ þ 1.

If n ¼ 1 or 2, then maxpts will not be used.

Suggested value: 2000 if n > 3 and 1000 if n ¼ 3.

Constraint: if n 	 3, maxpts 	 4� n.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdsig ¼ valueh i and n ¼ valueh i.
Constraint: tdsig 	 n.

NE_2_REAL_ARRAYS_CONS

On entry, the valueh i value in b is less than or equal to the corresponding value in a.

NE_ACC

Full accuracy not achieved, relative accuracy ¼ valueh i. A larger value of tol can be tried or the
length of the workspace increased. The returned value is an approximation to the required result.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARG_CONS

On entry, maxpts ¼ valueh i and n ¼ valueh i.
Constraint: if n 	 3, maxpts 	 4� n.

On entry, n ¼ valueh i.
Constraint: 1 � n � 10.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_POS_DEF

On entry, sigma is not positive definite.

NE_REAL_ARG_CONS

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_ROUND_OFF

Accuracy requested by tol is too strict: tol ¼ valueh i. Round-off error has prevented the
requested accuracy from being achieved; a larger value of tol can be tried. The returned value
will be an approximation to the required result.

7 Accuracy

The accuracy should be as specified by tol. When on exit fail:code ¼ NE_ACC the approximate
accuracy achieved is given in the error message. For the upper and lower tail probabilities the infinite
limits are approximated by cut-off points for the n� 2 dimensions over which the numerical integration
takes place; these cut-off points are given by ��1 tol= 10� nð Þð Þ, where ��1 is the inverse univariate
Normal distribution function.

8 Parallelism and Performance

nag_multi_normal (g01hbc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_multi_normal (g01hbc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken is related to the number of dimensions, the range over which the integration takes place
(bi � ai, for i ¼ 1; 2; . . . ; n) and the value of � as well as the accuracy required. As the numerical
integration does not take place over the last two dimensions speed may be improved by arranging X so
that the largest ranges of integration are for Xn�1 and Xn.

10 Example

This example reads in the mean and covariance matrix for a multivariate Normal distribution and
computes and prints the associated central probability.

10.1 Program Text

/* nag_multi_normal (g01hbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <stdio.h>
#include <nag.h>

g01hbc NAG Library Manual

g01hbc.4 Mark 26



#include <nag_stdlib.h>
#include <nagg01.h>

#define SIGMA(I, J) sigma[((I) -1)*n + (J) -1]
int main(void)
{

Integer exit_status = 0, i, j, maxpts, n;
char nag_enum_arg[40];
double *a = 0, *b = 0, *mean = 0, prob, *sigma = 0, tol;
Nag_TailProbability tail;
NagError fail;

INIT_FAIL(fail);

printf("nag_multi_normal (g01hbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %39s", &n, &tol, nag_enum_arg,
(unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT " %lf %39s", &n, &tol, nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

tail = (Nag_TailProbability) nag_enum_name_to_value(nag_enum_arg);

if (!(a = NAG_ALLOC(n, double))
|| !(b = NAG_ALLOC(n, double))
|| !(mean = NAG_ALLOC(n, double))
|| !(sigma = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &mean[j - 1]);
#else

scanf("%lf", &mean[j - 1]);
#endif

for (i = 1; i <= n; ++i)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &SIGMA(i, j));

#else
scanf("%lf", &SIGMA(i, j));

#endif
if (tail == Nag_Central || tail == Nag_UpperTail)

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &a[j - 1]);
#else

scanf("%lf", &a[j - 1]);
#endif

if (tail == Nag_Central || tail == Nag_LowerTail)
for (j = 1; j <= n; ++j)

#ifdef _WIN32
scanf_s("%lf", &b[j - 1]);

#else
scanf("%lf", &b[j - 1]);

#endif
maxpts = 2000;
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/* nag_multi_normal (g01hbc).
* Computes probabilities for the multivariate Normal
* distribution
*/

prob = nag_multi_normal(tail, n, a, b, mean, sigma, n, tol, maxpts, &fail);
if (fail.code == NE_NOERROR || fail.code == NE_ACC

|| fail.code == NE_ROUND_OFF) {
printf("\nMultivariate Normal probability = %6.4f\n", prob);

}
else {

printf("Error from nag_multi_normal (g01hbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(mean);
NAG_FREE(sigma);
return exit_status;

}

10.2 Program Data

nag_multi_normal (g01hbc) Example Program Data
4 0.0001 Nag_Central

0.0 0.0 0.0 0.0

1.0 0.9 0.9 0.9
0.9 1.0 0.9 0.9
0.9 0.9 1.0 0.9
0.9 0.9 0.9 1.0

-2.0 -2.0 -2.0 -2.0

2.0 2.0 2.0 2.0

10.3 Program Results

nag_multi_normal (g01hbc) Example Program Results

Multivariate Normal probability = 0.9142
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NAG Library Function Document

nag_bivariate_students_t (g01hcc)

1 Purpose

nag_bivariate_students_t (g01hcc) returns probabilities for the bivariate Student's t-distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_bivariate_students_t (Nag_TailProbability tail, const double a[],
const double b[], Integer df, double rho, NagError *fail)

3 Description

Let the vector random variable X ¼ X1; X2ð ÞT follow a bivariate Student's t-distribution with degrees
of freedom � and correlation �, then the probability density function is given by

f X : �; �ð Þ ¼ 1

2	
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �2

p 1þX
2
1 þX2

2 � 2�X1X2

� 1� �2ð Þ

� ���=2�1
:

The lower tail probability is defined by:

P X1 � b1;X2 � b2 : �; �ð Þ ¼
Z b1

�1

Z b2

�1
f X : �; �ð ÞdX2dX1:

The upper tail probability is defined by:

P X1 	 a1;X2 	 a2 : �; �ð Þ ¼
Z 1
a1

Z 1
a2

f X : �; �ð ÞdX2dX1:

The central probability is defined by:

P a1 � X1 � b1; a2 � X2 � b2 : �; �ð Þ ¼
Z b1

a1

Z b2

a2

f X : �; �ð ÞdX2dX1:

Calculations use the Dunnet and Sobel (1954) method, as described by Genz (2004).

4 References

Dunnet C W and Sobel M (1954) A bivariate generalization of Student's t-distribution, with tables for
certain special cases Biometrika 41 153–169

Genz A (2004) Numerical computation of rectangular bivariate and trivariate Normal and t probabilities
Statistics and Computing 14 151–160

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which probability is to be returned.

tail ¼ Nag LowerTail
The lower tail probability is returned.

tail ¼ Nag UpperTail
The upper tail probability is returned.
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tail ¼ Nag Central
The central probability is returned.

Constraint: tail ¼ Nag LowerTail, Nag UpperTail or Nag Central.

2: a½2� – const double Input

On entry: if tail ¼ Nag Central or Nag UpperTail, the lower bounds a1 and a2.

If tail ¼ Nag LowerTail, a is not referenced.

3: b½2� – const double Input

On entry: if tail ¼ Nag Central or Nag LowerTail, the upper bounds b1 and b2.

If tail ¼ Nag UpperTail, b is not referenced.

Constraint: if tail ¼ Nag Central, ai < bi, for i ¼ 1; 2.

4: df – Integer Input

On entry: �, the degrees of freedom of the bivariate Student's t-distribution.

Constraint: df 	 1.

5: rho – double Input

On entry: �, the correlation of the bivariate Student's t-distribution.

Constraint: �1:0 � rho � 1:0.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL

On entry, rho ¼ valueh i.
Constraint: �1:0 � rho � 1:0.

NE_REAL_2

On entry, b½i� 1� � a½i� 1� for central probability, for some i ¼ 1; 2.

7 Accuracy

Accuracy of the algorithm implemented here is discussed in comparison with algorithms based on a
generalized Placket formula by Genz (2004), who recommends the Dunnet and Sobel method. This
implementation should give a maximum absolute error of the order of 10�16.

8 Parallelism and Performance

nag_bivariate_students_t (g01hcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example calculates the bivariate Student's t probability given the choice of tail and degrees of
freedom, correlation and bounds.

10.1 Program Text

/* nag_bivariate_students_t (g01hcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer df, exit_status = 0, ierr;
double prob, rho;
/* Arrays */
char nag_enum_arg[14];
double a[2], b[2];
/* NAG types */
Nag_TailProbability tail;
NagError fail;

printf("%s\n\n",
"nag_bivariate_students_t (g01hcc) Example Program Results");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else
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scanf("%*[^\n]");
#endif

/* Display headers */
printf("%-8s%2s%-8s%2s%-8s%2s%-8s%2s%-4s%2s%-8s%2s%-14s%2s%-8s\n\n",

"a1", " ", "b1", " ", "a2", " ", "b2", " ", "df", " ", "rho", " ",
"Tail", " ", "p");

while (1) {
#ifdef _WIN32

ierr = scanf_s("%13s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

ierr = scanf("%13s", nag_enum_arg);
#endif

if (ierr == EOF || ierr < 1) {
break;

}

/* Initialize limits */
a[0] = a[1] = b[0] = b[1] = 0.0;

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

tail = (Nag_TailProbability) nag_enum_name_to_value(nag_enum_arg);

/* Read parameter values */
switch (tail) {
case Nag_LowerTail:

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf%lf", &df, &rho, b, b + 1);

#else
scanf("%" NAG_IFMT "%lf%lf%lf", &df, &rho, b, b + 1);

#endif
break;

case Nag_Central:
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf%lf%lf%lf", &df, &rho, a, b, a + 1, b + 1);
#else

scanf("%" NAG_IFMT "%lf%lf%lf%lf%lf", &df, &rho, a, b, a + 1, b + 1);
#endif

break;
case Nag_UpperTail:

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%lf%lf%lf", &df, &rho, a, a + 1);

#else
scanf("%" NAG_IFMT "%lf%lf%lf", &df, &rho, a, a + 1);

#endif
break;

default:
printf(" %s\n", "Invalid tail specification in data file");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* Calculate probability for the bivariate Student’s t-distribution */
INIT_FAIL(fail);
/* nag_bivariate_students_t (g01hcc) */
prob = nag_bivariate_students_t(tail, a, b, df, rho, &fail);

/* Display results */
switch (tail) {
case Nag_LowerTail:

printf("%-8s%2s%-8g%2s%-8s%2s%-8g",
"-Inf", " ", b[0], " ", "-Inf", " ", b[1]);
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break;
case Nag_Central:

printf("%-8g%2s%-8g%2s%-8g%2s%-8g",
a[0], " ", b[0], " ", a[1], " ", b[1]);

break;
case Nag_UpperTail:

printf("%-8g%2s%-8s%2s%-8g%2s%-8s",
a[0], " ", "Inf", " ", a[1], " ", "Inf");

break;
default:

{
printf("Invalid tail specification.\n");
exit_status = -1;
goto END;

}
}

printf("%2s%-4" NAG_IFMT "%2s%-8g%2s%-14s%2s%-8.4f\n",
" ", df, " ", rho, " ", nag_enum_arg, " ", prob);

}

END:
return exit_status;

}

10.2 Program Data

nag_bivariate_students_t (g01hcc) Example Program Data
Nag_LowerTail 8 0.6 4.0 0.8 : tail df rho b[i], i=0,1
Nag_Central 12 -0.2 -40.0 2.0 0.0 4.0 : tail df rho (a, b)[i], i=0,1
Nag_UpperTail 2 0.3 -2.0 8.0 : tail df rho a[i], i=0,1

10.3 Program Results

nag_bivariate_students_t (g01hcc) Example Program Results

a1 b1 a2 b2 df rho Tail p

-Inf 4 -Inf 0.8 8 0.6 Nag_LowerTail 0.7764
-40 2 0 4 12 -0.2 Nag_Central 0.4876
-2 Inf 8 Inf 2 0.3 Nag_UpperTail 0.0059
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NAG Library Function Document

nag_multi_students_t (g01hdc)

1 Purpose

nag_multi_students_t (g01hdc) returns a probability associated with a multivariate Student's
t-distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_multi_students_t (Integer n, const Nag_TailProbability tail[],
const double a[], const double b[], double nu, const double delta[],
Nag_Boolean iscov, double rc[], Integer pdrc, double epsabs,
double epsrel, Integer numsub, Integer nsampl, Integer fmax,
double *errest, NagError *fail)

3 Description

A random vector x 2 R
n that follows a Student's t-distribution with � degrees of freedom and

covariance matrix � has density:

� � þ nð Þ=2ð Þ
� �=2ð Þ�n=2	n=2 �j j1=2 1þ 1

�x
T��1x

� � �þnð Þ=2;

and probability p given by:

p ¼ � � þ nð Þ=2ð Þ
� �=2ð Þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�j j 	�ð Þn

p Z b1

a1

Z b2

a2

� � �
Z bn

an

1þ xT��1x=�
� �� �þnð Þ=2

dx:

The method of calculation depends on the dimension n and degrees of freedom �. The method of
Dunnet and Sobel is used in the bivariate case if � is a whole number. A Plackett transform followed by
quadrature method is adopted in other bivariate cases and trivariate cases. In dimensions higher than
three a number theoretic approach to evaluating multidimensional integrals is adopted.

Error estimates are supplied as the published accuracy in the Dunnet and Sobel case, a Monte–Carlo
standard error for multidimensional integrals, and otherwise the quadrature error estimate.

A parameter � allows for non-central probabilities. The number theoretic method is used if any � is
nonzero.

In cases other than the central bivariate with whole �, nag_multi_students_t (g01hdc) attempts to
evaluate probabilities within a requested accuracy max �a; �r � Ið Þ, for an approximate integral value I,
absolute accuracy �a and relative accuracy �r.

4 References

Dunnet C W and Sobel M (1954) A bivariate generalization of Student's t-distribution, with tables for
certain special cases Biometrika 41 153–169

Genz A and Bretz F (2002) Methods for the computation of multivariate t-probabilities Journal of
Computational and Graphical Statistics (11) 950–971
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5 Arguments

1: n – Integer Input

On entry: n, the number of dimensions.

Constraint: 1 < n � 1000.

2: tail½n� – const Nag_TailProbability Input

On entry: defines the calculated probability, set tail½i� 1� to:
tail½i� 1� ¼ Nag LowerTail

If the ith lower limit ai is negative infinity.

tail½i� 1� ¼ Nag UpperTail
If the ith upper limit bi is infinity.

tail½i� 1� ¼ Nag Central
If both ai and bi are finite.

Constraint: tail½i � 1� ¼ Nag LowerTail, Nag UpperTail or Nag Central, for i ¼ 1; 2; . . . ;n.

3: a½n� – const double Input

On entry: ai, for i ¼ 1; 2; . . . ; n, the lower integral limits of the calculation.

If tail½i� 1� ¼ Nag LowerTail, a½i� 1� is not referenced and the ith lower limit of integration is
�1.

4: b½n� – const double Input

On entry: bi, for i ¼ 1; 2; . . . ; n, the upper integral limits of the calculation.

If tail½i� 1� ¼ Nag UpperTail, b½i� 1� is not referenced and the ith upper limit of integration is
1.

Constraint: if tail½i� 1� ¼ Nag Central, b½i� 1� > a½i� 1�.

5: nu – double Input

On entry: �, the degrees of freedom.

Constraint: nu > 0:0.

6: delta½n� – const double Input

On entry: delta½i � 1� the noncentrality parameter for the ith dimension, for i ¼ 1; 2; . . . ;n; set
delta½i� 1� ¼ 0 for the central probability.

7: iscov – Nag_Boolean Input

On entry: set iscov ¼ Nag TRUE if the covariance matrix is supplied and iscov ¼ Nag FALSE if
the correlation matrix is supplied.

8: rc½n� pdrc� – double Input/Output

Note: the i; jð Þth element of the matrix is stored in rc½ i� 1ð Þ � pdrcþ j� 1�.
On entry: the lower triangle of either the covariance matrix (if iscov ¼ Nag TRUE) or the
correlation matrix (if iscov ¼ Nag FALSE). In either case the array elements corresponding to
the upper triangle of the matrix need not be set.

On exit: the strict upper triangle of rc contains the correlation matrix used in the calculations.
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9: pdrc – Integer Input

On entry: the stride separating matrix column elements in the array rc.

Constraint: pdrc 	 n.

10: epsabs – double Input

On entry: �a, the absolute accuracy requested in the approximation. If epsabs is negative, the
absolute value is used.

Suggested value: 0:0.

11: epsrel – double Input

On entry: �r, the relative accuracy requested in the approximation. If epsrel is negative, the
absolute value is used.

Suggested value: 0:001.

12: numsub – Integer Input

On entry: if quadrature is used, the number of sub-intervals used by the quadrature algorithm;
otherwise numsub is not referenced.

Suggested value: 350.

Constraint: if referenced, numsub > 0.

13: nsampl – Integer Input

On entry: if quadrature is used, nsampl is not referenced; otherwise nsampl is the number of
samples used to estimate the error in the approximation.

Suggested value: 8.

Constraint: if referenced, nsampl > 0.

14: fmax – Integer Input

On entry: if a number theoretic approach is used, the maximum number of evaluations for each
integrand function.

Suggested value: 1000� n.

Constraint: if referenced, fmax 	 1.

15: errest – double * Output

On exit: an estimate of the error in the calculated probability.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_ARRAY_SIZE

On entry, pdrc ¼ valueh i and n ¼ valueh i.
Constraint: pdrc 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, fmax ¼ valueh i.
Constraint: fmax 	 1.

On entry, n ¼ valueh i.
Constraint: 1 < n � 1000.

On entry, nsampl ¼ valueh i.
Constraint: nsampl 	 1.

On entry, numsub ¼ valueh i.
Constraint: numsub 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_ARRAY

On entry, the information supplied in rc is invalid.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, nu ¼ valueh i.
Constraint: degrees of freedom nu > 0:0.

NE_REAL_2

On entry, k ¼ valueh i.
Constraint: b½k� 1� > a½k� 1� for a central probability.

7 Accuracy

An estimate of the error in the calculation is given by the value of errest on exit.

8 Parallelism and Performance

nag_multi_students_t (g01hdc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

None.

10 Example

This example prints two probabilities from the Student's t-distribution.

10.1 Program Text

/* nag_multi_students_t (g01hdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

#define RC(I, J) rc[(I-1)*tdrc + J-1]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer fmax, i, ierr, j, tdrc, n, nsampl, numsub;
Nag_Boolean iscov;

/* Double scalar and array declarations */
double epsabs, epsrel, errest, nu, prob;
double *a = 0, *b = 0, *delta = 0, *rc = 0;

/* NAG structures */
Nag_TailProbability *tail = 0;
NagError fail;

/* Character scalar and array declarations */
char nag_enum_arg[30 + 1];

printf("nag_multi_students_t (g01hdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT, &n);

#else
scanf("%" NAG_IFMT, &n);

#endif
#ifdef _WIN32

scanf_s("%30s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%30s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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iscov = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

tdrc = n;
numsub = 200;
nsampl = 8;
fmax = 25000;
epsabs = 0.0;
epsrel = 1.0e-3;

if (!(tail = NAG_ALLOC(n, Nag_TailProbability)) ||
!(a = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(n, double)) ||
!(delta = NAG_ALLOC(n, double)) || !(rc = NAG_ALLOC(tdrc * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

while (1) {
#ifdef _WIN32

ierr = scanf_s("%*[^\n] ");
#else

ierr = scanf("%*[^\n] ");
#endif

if (ierr == EOF)
break;

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &nu);

#else
scanf("%lf%*[^\n] ", &nu);

#endif

/* read NAG enum member name as string and convert using
* nag_enum_name_to_value (x04nac).
*/

for (j = 0; j < n; j++) {
#ifdef _WIN32

scanf_s("%30s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%30s", nag_enum_arg);
#endif

tail[j] = (Nag_TailProbability) nag_enum_name_to_value(nag_enum_arg);
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &a[j]);
#else

scanf("%lf", &a[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &b[j]);
#else

scanf("%lf", &b[j]);
#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 0; j < n; j++)
#ifdef _WIN32

scanf_s("%lf", &delta[j]);
#else

scanf("%lf", &delta[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; i++)
for (j = 1; j <= n; j++)

#ifdef _WIN32
scanf_s("%lf", &RC(i, j));

#else
scanf("%lf", &RC(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_multi_students_t (g01hdc). Multivariate Student’s t probability */
INIT_FAIL(fail);
prob = nag_multi_students_t(n, tail, a, b, nu, delta, iscov, rc, tdrc,

epsabs, epsrel, numsub, nsampl, fmax, &errest,
&fail);

if (fail.code == NE_NOERROR) {
printf("%24s%24.7e\n", "Probability: ", prob);
printf("%24s%24.2e\n\n", "Error estimate:", errest);

}
else {

printf("nag_multi_students_t (g01hdc) failed.\n%s\n", fail.message);
exit_status = 1;

}
}

END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(delta);
NAG_FREE(rc);
NAG_FREE(tail);

return exit_status;
}

10.2 Program Data

nag_multi_students_t (g01hdc) Example Program Data
5 Nag_FALSE : n, iscov

Example 1
10.0 : nu
Nag_UpperTail Nag_UpperTail
Nag_UpperTail Nag_UpperTail
Nag_UpperTail : tails
-0.1 -0.1 -0.1 -0.1 -0.1 : lower bounds
888 888 888 888 888 : upper bounds
0.0 0.0 0.0 0.0 0.0 : delta
1.0 0.75 0.75 0.75 0.75
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0.75 1.0 0.75 0.75 0.75
0.75 0.75 1.0 0.75 0.75
0.75 0.75 0.75 1.0 0.75
0.75 0.75 0.75 0.75 1.0 : correlation matrix

Example 2
3.0 : nu
Nag_LowerTail Nag_LowerTail
Nag_LowerTail Nag_LowerTail
Nag_LowerTail : tails
888 888 888 888 888 : lower bounds

-0.1 -0.1 -0.1 -0.1 -0.1 : upper bounds
1.0 2.0 3.0 3.0 3.0 : delta
1.0 0.75 0.75 0.75 0.75
0.75 1.0 0.75 0.75 0.75
0.75 0.75 1.0 0.75 0.75
0.75 0.75 0.75 1.0 0.75
0.75 0.75 0.75 0.75 1.0 : correlation matrix

10.3 Program Results

nag_multi_students_t (g01hdc) Example Program Results

Probability: 3.0164222e-01
Error estimate: 1.09e-05

Probability: 8.6224881e-05
Error estimate: 7.30e-08
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NAG Library Function Document

nag_prob_lin_non_central_chi_sq (g01jcc)

1 Purpose

nag_prob_lin_non_central_chi_sq (g01jcc) returns the lower tail probability of a distribution of a
positive linear combination of �2 random variables.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_lin_non_central_chi_sq (const double a[],
const Integer mult[], const double rlamda[], Integer n, double c,
double *p, double *pdf, double tol, Integer maxit, NagError *fail)

3 Description

For a linear combination of noncentral �2 random variables with integer degrees of freedom the lower
tail probability is

P
Xn
j¼1

aj�
2 mj; �j
� �

� c
 !

; ð1Þ

where aj and c are positive constants and where �2 mj; �j
� �

represents an independent �2 random
variable with mj degrees of freedom and noncentrality argument �j. The linear combination may arise
from considering a quadratic form in Normal variables.

Ruben's method as described in Farebrother (1984) is used. Ruben has shown that (1) may be expanded
as an infinite series of the form X1

k¼0
dkF mþ 2k; c=�ð Þ; ð2Þ

where F mþ 2k; c=�ð Þ ¼ P �2 mþ 2kð Þ < c=�
� �

, i.e., the probability that a central �2 is less than c=�.

The value of � is set at

� ¼ �B ¼
2

1=amin þ 1=amaxð Þ

unless �B > 1:8amin , in which case

� ¼ �A ¼ amin

is used, where amin ¼ min aj
� 

and amax ¼ max aj
� 

, for j ¼ 1; 2; . . . ; n.

4 References

Farebrother R W (1984) The distribution of a positive linear combination of �2 random variables Appl.
Statist. 33(3)
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5 Arguments

1: a½n� – const double Input

On entry: the weights, a1; a2; . . . ; an.

Constraint: a½i� > 0:0, for i ¼ 0; 1; . . . ; n� 1.

2: mult½n� – const Integer Input

On entry: the degrees of freedom, m1;m2; . . . ;mn.

Constraint: mult½i� 	 1, for i ¼ 0; 1; . . . ; n� 1.

3: rlamda½n� – const double Input

On entry: the noncentrality parameters, �1; �2; . . . ; �n.

Constraint: rlamda½i� 	 0:0, for i ¼ 0; 1; . . . ; n� 1.

4: n – Integer Input

On entry: n, the number of �2 random variables in the combination, i.e., the number of terms in
equation (1).

Constraint: n 	 1.

5: c – double Input

On entry: c, the point for which the lower tail probability is to be evaluated.

Constraint: c 	 0:0.

6: p – double * Output

On exit: the lower tail probability associated with the linear combination of n �2 random
variables with mj degrees of freedom, and noncentrality arguments �j , for j ¼ 1; 2; . . . ; n.

7: pdf – double * Output

On exit: the value of the probability density function of the linear combination of �2 variables.

8: tol – double Input

On entry: the relative accuracy required by you in the results. If nag_prob_lin_non_cen
tral_chi_sq (g01jcc) is entered with tol greater than or equal to 1:0 or less than
10�machine precision (see nag_machine_precision (X02AJC)), then the value of
10�machine precision is used instead.

9: maxit – Integer Input

On entry: the maximum number of terms that should be used during the summation.

Suggested value: 500.

Constraint: maxit 	 1.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ACCURACY

The required accuracy could not be met in valueh i iterations.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

The central Chi square has failed to converge.

NE_INT

On entry, maxit ¼ valueh i.
Constraint: maxit 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY

On entry, mult has an element < 1: mult½ valueh i� ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PROB_BOUNDARY

Calculated probability at boundary.

NE_REAL

On entry, c ¼ valueh i.
Constraint: c 	 0:0.

NE_REAL_ARRAY

On entry, a has an element � 0:0: a½ valueh i� ¼ valueh i.
On entry, rlamda has an element < 0:0: rlamda½ valueh i� ¼ valueh i.

7 Accuracy

The series (2) is summed until a bound on the truncation error is less than tol. See Farebrother (1984)
for further discussion.
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8 Parallelism and Performance

nag_prob_lin_non_central_chi_sq (g01jcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The number of �2 variables is read along with their coefficients, degrees of freedom and noncentrality
arguments. The lower tail probability is then computed and printed.

10.1 Program Text

/* nag_prob_lin_non_central_chi_sq (g01jcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Initialized data */
Integer maxit = 500;
double tol = 1e-4;

/* Scalars */
double c, p, pdf;
Integer exit_status, i, n;

NagError fail;

/* Arrays */
double *a = 0, *rlamda = 0;
Integer *mult = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_prob_lin_non_central_chi_sq (g01jcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n A MULT RLAMDA\n");
#ifdef _WIN32

while (scanf_s("%" NAG_IFMT "%lf%*[^\n] ", &n, &c) != EOF)
#else

while (scanf("%" NAG_IFMT "%lf%*[^\n] ", &n, &c) != EOF)
#endif

{
/* Allocate memory */
if (!(a = NAG_ALLOC(n, double)) ||

!(rlamda = NAG_ALLOC(n, double)) || !(mult = NAG_ALLOC(n, Integer)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf("\n");
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf", &a[i - 1]);

#else
scanf("%lf", &a[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &mult[i - 1]);
#else

scanf("%" NAG_IFMT "", &mult[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &rlamda[i - 1]);
#else

scanf("%lf", &rlamda[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_prob_lin_non_central_chi_sq (g01jcc).
* Computes probability for a positive linear combination of
* chi^2 variables
*/

nag_prob_lin_non_central_chi_sq(a, mult, rlamda, n, c, &p, &pdf, tol,
maxit, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_ACCURACY ||
fail.code == NE_PROB_BOUNDARY) {

for (i = 1; i <= n; ++i)
printf(" %10.2f%6" NAG_IFMT "%9.2f\n", a[i - 1], mult[i - 1],

rlamda[i - 1]);
printf("c = %6.2f Prob = %6.4f\n", c, p);

}
else {

printf("Error from nag_normal_scores_exact (g01dac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

NAG_FREE(a);
NAG_FREE(rlamda);
NAG_FREE(mult);

}

END:

g01 – Simple Calculations on Statistical Data g01jcc

Mark 26 g01jcc.5



NAG_FREE(a);
NAG_FREE(rlamda);
NAG_FREE(mult);
return exit_status;

}

10.2 Program Data

nag_prob_lin_non_central_chi_sq (g01jcc) Example Program Data
3 20.0 :N C
6.0 3.0 1.0 :A(I), I=1,N
1 1 1 :MULT(I), I=1,N
0.0 0.0 0.0 :RLAMDA(I), I=1,N
2 10.0 :N C
7.0 3.0 :A(I), I=1,N
1 1 :MULT(I), I=1,N
6.0 2.0 :RLAMDA(I), I=1,N

10.3 Program Results

nag_prob_lin_non_central_chi_sq (g01jcc) Example Program Results

A MULT RLAMDA

6.00 1 0.00
3.00 1 0.00
1.00 1 0.00

c = 20.00 Prob = 0.8760

7.00 1 6.00
3.00 1 2.00

c = 10.00 Prob = 0.0451
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NAG Library Function Document

nag_prob_lin_chi_sq (g01jdc)

1 Purpose

nag_prob_lin_chi_sq (g01jdc) calculates the lower tail probability for a linear combination of (central)
�2 variables.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_lin_chi_sq (Nag_LCCMethod method, Integer n,
const double rlam[], double d, double c, double *prob, NagError *fail)

3 Description

Let u1; u2; . . . ; un be independent Normal variables with mean zero and unit variance, so that
u21; u

2
2; . . . ; u

2
n have independent �2-distributions with unit degrees of freedom. nag_prob_lin_chi_sq

(g01jdc) evaluates the probability that

�1u
2
1 þ �2u22 þ � � � þ �nu2n < d u21 þ u22 þ � � � þ u2n

� �
þ c:

If c ¼ 0:0 this is equivalent to the probability that

�1u
2
1 þ �2u22 þ � � � þ �nu2n
u21 þ u22 þ � � � þ u2n

< d:

Alternatively let

��i ¼ �i � d; i ¼ 1; 2; . . . ; n;

then nag_prob_lin_chi_sq (g01jdc) returns the probability that

��1u
2
1 þ ��2u22 þ � � � þ ��nu2n < c:

Two methods are available. One due to Pan (1964) (see Farebrother (1980)) makes use of series
approximations. The other method due to Imhof (1961) reduces the problem to a one-dimensional
integral. If n 	 6 then a non-adaptive method is used to compute the value of the integral otherwise
nag_1d_quad_gen_1 (d01sjc) is used.

Pan's procedure can only be used if the ��i are sufficiently distinct; nag_prob_lin_chi_sq (g01jdc)
requires the ��i to be at least 1% distinct; see Section 9. If the ��i are at least 1% distinct and n � 60,
then Pan's procedure is recommended; otherwise Imhof's procedure is recommended.

4 References

Farebrother R W (1980) Algorithm AS 153. Pan's procedure for the tail probabilities of the Durbin–
Watson statistic Appl. Statist. 29 224–227

Imhof J P (1961) Computing the distribution of quadratic forms in Normal variables Biometrika 48
419–426

Pan Jie–Jian (1964) Distributions of the noncircular serial correlation coefficients Shuxue Jinzhan 7
328–337
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5 Arguments

1: method – Nag_LCCMethod Input

On entry: indicates whether Pan's, Imhof's or an appropriately selected procedure is to be used.

method ¼ Nag LCCPan
Pan's method is used.

method ¼ Nag LCCImhof
Imhof's method is used.

method ¼ Nag LCCDefault
Pan's method is used if ��i , for i ¼ 1; 2; . . . ; n are at least 1% distinct and n � 60;
otherwise Imhof's method is used.

Constraint: method ¼ Nag LCCPan, Nag LCCImhof or Nag LCCDefault.

2: n – Integer Input

On entry: n, the number of independent standard Normal variates, (central �2 variates).

Constraint: n 	 1.

3: rlam½n� – const double Input

On entry: the weights, �i, for i ¼ 1; 2; . . . ; n, of the central �2 variables.

Constraint: rlam½i � 1� 6¼ d for at least one i. If method ¼ Nag LCCPan, then the ��i must be at
least 1% distinct; see Section 9, for i ¼ 1; 2; . . . ; n.

4: d – double Input

On entry: d, the multiplier of the central �2 variables.

Constraint: d 	 0:0.

5: c – double Input

On entry: c, the value of the constant.

6: prob – double * Output

On exit: the lower tail probability for the linear combination of central �2 variables.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, d ¼ valueh i.
Constraint: d 	 0:0.

NE_REAL_ARRAY

On entry, all values of rlam ¼ d.

NE_REAL_ARRAY_ENUM

On entry, method ¼ Nag LCCPan but two successive values of �� were not 1 percent distinct.

7 Accuracy

On successful exit at least four decimal places of accuracy should be achieved.

8 Parallelism and Performance

nag_prob_lin_chi_sq (g01jdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Pan's procedure can only work if the ��i are sufficiently distinct. nag_prob_lin_chi_sq (g01jdc) uses the
check wj � wj�1

		 		 	 0:01�max wj
		 		; wj�1		 		� �

, where the wj are the ordered nonzero values of ��i .

For the situation when all the �i are positive nag_prob_lin_non_central_chi_sq (g01jcc) may be used. If
the probabilities required are for the Durbin–Watson test, then the bounds for the probabilities are given
by nag_prob_durbin_watson (g01epc).

10 Example

For n ¼ 10, the choice of method, values of c and d and the �i are input and the probabilities computed
and printed.

10.1 Program Text

/* nag_prob_lin_chi_sq (g01jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double c, d, prob;
Integer exit_status, i, n;
/* Arrays */
char nag_enum_arg[40];
double *rlam = 0;
Nag_LCCMethod method;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_prob_lin_chi_sq (g01jdc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

n = 10;

/* Allocate memory */
if (!(rlam = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s(" %39s%lf%lf%*[^\n] ", nag_enum_arg,

(unsigned)_countof(nag_enum_arg), &d, &c);
#else

scanf(" %39s%lf%lf%*[^\n] ", nag_enum_arg, &d, &c);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_LCCMethod) nag_enum_name_to_value(nag_enum_arg);

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &rlam[i - 1]);
#else

scanf("%lf", &rlam[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_prob_lin_chi_sq (g01jdc).
* Computes lower tail probability for a linear combination
* of (central) chi^2 variables
*/

nag_prob_lin_chi_sq(method, n, rlam, d, c, &prob, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_lin_chi_sq (g01jdc).\n%s\n", fail.message);
exit_status = 1;
goto END;
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}

printf("\n");
printf(" Values of lambda ");
for (i = 1; i <= n; ++i) {

if (i % 6 == 0)
printf("%18s", " ");

printf("%6.2f ", rlam[i - 1]);

if (i % 5 == 0 || i == n)
printf("\n");

}
printf(" Value of D %6.2f\n", d);
printf(" Value of C %6.2f\n\n", c);
printf(" Probability = %11.4f\n", prob);

END:
NAG_FREE(rlam);

return exit_status;
}

10.2 Program Data

nag_prob_lin_chi_sq (g01jdc) Example Program Data
Nag_LCCPan 1.0 0.0
-9.0 -7.0 -5.0 -3.0 -1.0 2.0 4.0 6.0 8.0 10.0

10.3 Program Results

nag_prob_lin_chi_sq (g01jdc) Example Program Results

Values of lambda -9.00 -7.00 -5.00 -3.00 -1.00
2.00 4.00 6.00 8.00 10.00

Value of D 1.00
Value of C 0.00

Probability = 0.5749
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NAG Library Function Document

nag_normal_pdf (g01kac)

1 Purpose

nag_normal_pdf (g01kac) returns the value of the probability density function (PDF) for the Normal
(Gaussian) distribution with mean � and variance �2 at a point x.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_normal_pdf (double x, double xmean, double xstd, NagError *fail)

3 Description

The Normal distribution has probability density function (PDF)

f xð Þ ¼ 1

�
ffiffiffiffiffiffi
2	
p e� x��ð Þ2=2�2 ; � > 0:

4 References

None.

5 Arguments

1: x – double Input

On entry: x, the value at which the PDF is to be evaluated.

2: xmean – double Input

On entry: �, the mean of the Normal distribution.

3: xstd – double Input

On entry: �, the standard deviation of the Normal distribution.

Constraint: z < xstd
ffiffiffiffiffiffi
2	
p

< 1:0=z, where z ¼ nag real safe small number, the safe range
parameter.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OVERFLOW

Computation abandoned owing to an internal calculation overflowing.

NE_REAL

On entry, xstd ¼ valueh i.
Constraint: xstd�

ffiffiffiffiffiffiffiffiffi
2:0	
p

> U , where U is the safe range parameter as defined by
nag_real_safe_small_number (X02AMC).

NE_UNDERFLOW

Computation abandoned owing to underflow of 1
��
ffiffiffiffi
2	
pð Þ .

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_normal_pdf (g01kac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example prints the value of the Normal distribution PDF at four different points x with differing
xmean and xstd.

10.1 Program Text

/* nag_normal_pdf (g01kac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

g01kac NAG Library Manual

g01kac.2 Mark 26



int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ndata;
/*Double scalar and array declarations */
double xmean, xstd, f, x;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_normal_pdf (g01kac) Example Program Results\n\n");
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ndata);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ndata);
#endif

printf("%14s%17s%17s%17s\n\n", "X", "XMEAN", "XSTD", "RESULT");
for (i = 0; i < ndata; i++) {

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &x, &xmean, &xstd);

#else
scanf("%lf%lf%lf%*[^\n] ", &x, &xmean, &xstd);

#endif
/*
* nag_normal_pdf (g01kac)
* Calculates the value for the probability density function of
* the normal distribution at a chosen point.
*/

f = nag_normal_pdf(x, xmean, xstd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_normal_pdf (g01kac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%18.5e%17.5e%17.5e%17.5e\n", x, xmean, xstd, f);

}

END:

return exit_status;
}

10.2 Program Data

nag_normal_pdf (g01kac) Example Program Data
4 : ndata
1.0E0 0.0E0 1.0E0
4.0E0 2.0E0 1.0E0
1.0E-1 0.0E0 0.1E-1
1.0E0 0.0E0 1.0E1 : x, xmean, xstd

10.3 Program Results

nag_normal_pdf (g01kac) Example Program Results

X XMEAN XSTD RESULT

1.00000e+00 0.00000e+00 1.00000e+00 2.41971e-01
4.00000e+00 2.00000e+00 1.00000e+00 5.39910e-02
1.00000e-01 0.00000e+00 1.00000e-02 7.69460e-21
1.00000e+00 0.00000e+00 1.00000e+01 3.96953e-02
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NAG Library Function Document

nag_gamma_pdf (g01kfc)

1 Purpose

nag_gamma_pdf (g01kfc) returns the value of the probability density function (PDF) for the gamma
distribution with shape argument � and scale argument � at a point x.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_gamma_pdf (double x, double a, double b, NagError *fail)

3 Description

The gamma distribution has PDF

f xð Þ ¼ 1

��� �ð Þx
��1e�x=� if x 	 0; �; � > 0

f xð Þ ¼ 0 otherwise:

If 0:01 � x; �; � � 100 then an algorithm based directly on the gamma distribution's PDF is used. For
values outside this range, the function is calculated via the Poisson distribution's PDF as described in
Loader (2000) (see Section 9).

4 References

Loader C (2000) Fast and accurate computation of binomial probabilities (not yet published)

5 Arguments

1: x – double Input

On entry: x, the value at which the PDF is to be evaluated.

2: a – double Input

On entry: �, the shape argument of the gamma distribution.

Constraint: a > 0:0.

3: b – double Input

On entry: �, the scale argument of the gamma distribution.

Constraints:

b > 0:0;
x
b <

1
nag real safe small numberðÞ.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OVERFLOW

Computation abandoned owing to overflow due to extreme parameter values.

NE_REAL

On entry, a ¼ valueh i.
Constraint: a > 0:0.

On entry, b ¼ valueh i.
Constraint: b > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_gamma_pdf (g01kfc) is not threaded in any implementation.

9 Further Comments

Due to the lack of a stable link to Loader (2000) paper, we give a brief overview of the method, as
applied to the Poisson distribution. The Poisson distribution has a continuous mass function given by,

p x;�ð Þ ¼ �
x

x!
e��: ð1Þ

The usual way of computing this quantity would be to take the logarithm and calculate,

log x;�ð Þ ¼ xlog�� log x!ð Þ � �:
For large x and �, xlog� and log x!ð Þ are very large, of the same order of magnitude and when
calculated have rounding errors. The subtraction of these two terms can therefore result in a number,
many orders of magnitude smaller and hence we lose accuracy due to subtraction errors. For example
for x ¼ 2� 106 and � ¼ 2� 106, log x!ð Þ � 2:7� 107 and log p x;�ð Þð Þ ¼ �8:17326744645834. But
calculated with the method shown later we have log p x;�ð Þð Þ ¼ �8:1732674441334492. The difference
between these two results suggests a loss of about 7 significant figures of precision.

Loader introduces an alternative way of expressing (1) based on the saddle point expansion,

log p x;�ð Þð Þ ¼ log p x; xð Þð Þ �D x;�ð Þ; ð2Þ
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where D x;�ð Þ, the deviance for the Poisson distribution is given by,

D x;�ð Þ ¼ log p x; xð Þð Þ � log p x;�ð Þð Þ;
¼ �D0

x
�

� �
;

ð3Þ

and

D0 �ð Þ ¼ �log �þ 1� �:
For � close to 1, D0 �ð Þ can be evaluated through the series expansion

�D0
x

�

� �
¼ x� �ð Þ2

xþ � þ 2x
X1
j¼1

v2jþ1

2jþ 1
; where v ¼ x� �

xþ �;

otherwise D0 �ð Þ can be evaluated directly. In addition, Loader suggests evaluating log x!ð Þ using the
Stirling–De Moivre series,

log x!ð Þ ¼ 1

2
log 2	xð Þ þ xlog xð Þ�xþ � xð Þ; ð4Þ

where the error � xð Þ is given by

� xð Þ ¼ 1

12x
� 1

360x3
þ 1

1260x5
þO x�7

� �
:

Finally log p x;�ð Þð Þ can be evaluated by combining equations (1)–(4) to get,

p x;�ð Þ ¼ 1ffiffiffiffiffiffiffiffi
2	x
p e�� xð Þ��D0 x=�ð Þ:

10 Example

This example prints the value of the gamma distribution PDF at six different points x with differing a
and b.

10.1 Program Text

/* nag_gamma_pdf (g01kfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ndata;
/*Double scalar and array declarations */
double a, b, f, x;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

printf("nag_gamma_pdf (g01kfc) Example Program Results\n\n");
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ndata);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ndata);
#endif

printf("%14s%16s%16s%16s\n\n", "X", "A", "B", "RESULT");
for (i = 0; i < ndata; i++) {

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &x, &a, &b);

#else
scanf("%lf%lf%lf%*[^\n] ", &x, &a, &b);

#endif
/*
* nag_gamma_pdf (g01kfc)
* Calculates the value for the probability density function of
* the gamma distribution at a chosen point.
*/

f = nag_gamma_pdf(x, a, b, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gamma_pdf (g01kfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("%18.4e%16.4e%16.4e%16.4e\n", x, a, b, f);

}

END:

return exit_status;
}

10.2 Program Data

nag_gamma_pdf (g01kfc) Example Program Data
6 : ndata
1.0E-1 3.0E0 2.0E0
3.0E0 1.0E1 1.1E1
6.0E0 5.0E0 1.0E0
4.0E0 1.0E1 1.0E-1
9.0E0 9.0E0 5.0E-1
1.6E1 3.5E0 2.5E0 : x, a, b

10.3 Program Results

nag_gamma_pdf (g01kfc) Example Program Results

X A B RESULT

1.0000e-01 3.0000e+00 2.0000e+00 5.9452e-04
3.0000e+00 1.0000e+01 1.1000e+01 1.5921e-12
6.0000e+00 5.0000e+00 1.0000e+00 1.3385e-01
4.0000e+00 1.0000e+01 1.0000e-01 3.0690e-08
9.0000e+00 9.0000e+00 5.0000e-01 8.3251e-03
1.6000e+01 3.5000e+00 2.5000e+00 2.0723e-02
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NAG Library Function Document

nag_gamma_pdf_vector (g01kkc)

1 Purpose

nag_gamma_pdf_vector (g01kkc) returns a number of values of the probability density function (PDF),
or its logarithm, for the gamma distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_gamma_pdf_vector (Nag_Boolean ilog, Integer lx, const double x[],
Integer la, const double a[], Integer lb, const double b[],
double pdf[], Integer ivalid[], NagError *fail)

3 Description

The gamma distribution with shape parameter �i and scale parameter �i has PDF

f xi; �i; �ið Þ ¼ 1

�i
�i� �ið Þ

xi
�i�1e�xi=�i if xi 	 0; �i; �i > 0

f xi; �i; �ið Þ ¼ 0 otherwise:

If 0:01 � xi; �i; �i � 100 then an algorithm based directly on the gamma distribution's PDF is used. For
values outside this range, the function is calculated via the Poisson distribution's PDF as described in
Loader (2000) (see Section 9).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Loader C (2000) Fast and accurate computation of binomial probabilities (not yet published)

5 Arguments

1: ilog – Nag_Boolean Input

On entry: the value of ilog determines whether the logarithmic value is returned in pdf.

ilog ¼ Nag FALSE
f xi; �i; �ið Þ, the probability density function is returned.

ilog ¼ Nag TRUE
log f xi; �i; �ið Þð Þ, the logarithm of the probability density function is returned.

2: lx – Integer Input

On entry: the length of the array x.

Constraint: lx > 0.
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3: x½lx� – const double Input

On entry: xi, the values at which the PDF is to be evaluated with xi ¼ x½j�, j ¼ i� 1ð Þ mod lx,
for i ¼ 1; 2; . . . ;max lx; la; lbð Þ.

4: la – Integer Input

On entry: the length of the array a.

Constraint: la > 0.

5: a½la� – const double Input

On entry: �i, the shape parameter with �i ¼ a½j�, j ¼ i� 1ð Þ mod la.

Constraint: a½j � 1� > 0:0, for j ¼ 1; 2; . . . ; la.

6: lb – Integer Input

On entry: the length of the array b.

Constraint: lb > 0.

7: b½lb� – const double Input

On entry: �i, the scale parameter with �i ¼ b½j�, j ¼ i� 1ð Þ mod lb.

Constraint: b½j � 1� > 0:0, for j ¼ 1; 2; . . . ; lb.

8: pdf½dim� – double Output

Note: the dimension, dim, of the array pdf must be at least max lx; la; lbð Þ.
On exit: f xi; �i; �ið Þ or log f xi; �i; �ið Þð Þ.

9: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max lx; la; lbð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1
�i � 0:0.

ivalid½i� 1� ¼ 2
�i � 0:0.

ivalid½i� 1� ¼ 3
xi
�i

overflows, the value returned should be a reasonable approximation.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: la > 0.

On entry, array size ¼ valueh i.
Constraint: lb > 0.

On entry, array size ¼ valueh i.
Constraint: lx > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of x, a or b was invalid.
Check ivalid for more information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_gamma_pdf_vector (g01kkc) is not threaded in any implementation.

9 Further Comments

Due to the lack of a stable link to Loader (2000) paper, we give a brief overview of the method, as
applied to the Poisson distribution. The Poisson distribution has a continuous mass function given by,

p x;�ð Þ ¼ �
x

x!
e��: ð1Þ

The usual way of computing this quantity would be to take the logarithm and calculate,

log p x;�ð Þð Þ ¼ xlog�� log x!ð Þ � �:
For large x and �, xlog� and log x!ð Þ are very large, of the same order of magnitude and when
calculated have rounding errors. The subtraction of these two terms can therefore result in a number,
many orders of magnitude smaller and hence we lose accuracy due to subtraction errors. For example
for x ¼ 2� 106 and � ¼ 2� 106, log x!ð Þ � 2:7� 107 and log p x;�ð Þð Þ ¼ �8:17326744645834. But
calculated with the method shown later we have log p x;�ð Þð Þ ¼ �8:1732674441334492. The difference
between these two results suggests a loss of about 7 significant figures of precision.

Loader introduces an alternative way of expressing (1) based on the saddle point expansion,

log p x;�ð Þð Þ ¼ log p x; xð Þð Þ �D x;�ð Þ; ð2Þ

where D x;�ð Þ, the deviance for the Poisson distribution is given by,
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D x;�ð Þ ¼ log p x; xð Þð Þ � log p x;�ð Þð Þ;
¼ �D0

x
�

� �
;

ð3Þ

and

D0 �ð Þ ¼ �log �þ 1� �:
For � close to 1, D0 �ð Þ can be evaluated through the series expansion

�D0
x

�

� �
¼ x� �ð Þ2

xþ � þ 2x
X1
j¼1

v2jþ1

2jþ 1
; where v ¼ x� �

xþ �;

otherwise D0 �ð Þ can be evaluated directly. In addition, Loader suggests evaluating log x!ð Þ using the
Stirling–De Moivre series,

log x!ð Þ ¼ 1

2
log 2	xð Þ þ xlog xð Þ�xþ � xð Þ; ð4Þ

where the error � xð Þ is given by

� xð Þ ¼ 1

12x
� 1

360x3
þ 1

1260x5
þO x�7

� �
:

Finally log p x;�ð Þð Þ can be evaluated by combining equations (1)–(4) to get,

p x;�ð Þ ¼ 1ffiffiffiffiffiffiffiffi
2	x
p e�� xð Þ��D0 x=�ð Þ:

10 Example

This example prints the value of the gamma distribution PDF at six different points xi with differing �i
and �i.

10.1 Program Text

/* nag_gamma_pdf_vector (g01kkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer lx, la, lb, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_Boolean ilog;

/* Double scalar and array declarations */
double *x = 0, *a = 0, *b = 0, *pdf = 0;

/* Character scalar and array declarations */
char cilog[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_gamma_pdf_vector (g01kkc) Example Program Results\n\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the flag indicating whether logs are required */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", cilog, (unsigned)_countof(cilog));
#else

scanf("%39s%*[^\n] ", cilog);
#endif

ilog = (Nag_Boolean) nag_enum_name_to_value(cilog);

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &lx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &lx);
#endif

if (!(x = NAG_ALLOC(lx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &la);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &la);

#endif
if (!(a = NAG_ALLOC(la, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < la; i++)

#ifdef _WIN32
scanf_s("%lf", &a[i]);

#else
scanf("%lf", &a[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lb);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lb);

#endif
if (!(b = NAG_ALLOC(lb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lb; i++)

#ifdef _WIN32
scanf_s("%lf", &b[i]);

#else
scanf("%lf", &b[i]);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(lx, MAX(la, lb));
if (!(pdf = NAG_ALLOC(lout, double)) ||

!(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_gamma_pdf_vector(ilog, lx, x, la, a, lb, b, pdf, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gamma_pdf_vector (g01kkc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" x a b pdf ivalid\n");
printf(" ------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf("%6.2f %6.2f %6.2f %9.3e %3" NAG_IFMT "\n",
x[i % lx], a[i % la], b[i % lb], pdf[i], ivalid[i]);

END:
NAG_FREE(x);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(pdf);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_gamma_pdf_vector (g01kkc) Example Program Data
Nag_FALSE :: ILOG
6 :: LX
0.1 3.0 6.0 4.0 9.0 16.0 :: X
6 :: LA
3.0 10.0 5.0 10.0 9.0 3.5 :: A
6 :: LB
2.0 11.0 1.0 0.1 0.5 2.5 :: B

10.3 Program Results

nag_gamma_pdf_vector (g01kkc) Example Program Results

x a b pdf ivalid
------------------------------------------------
0.10 3.00 2.00 5.945e-04 0
3.00 10.00 11.00 1.592e-12 0
6.00 5.00 1.00 1.339e-01 0
4.00 10.00 0.10 3.069e-08 0
9.00 9.00 0.50 8.325e-03 0

16.00 3.50 2.50 2.072e-02 0
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NAG Library Function Document

nag_normal_pdf_vector (g01kqc)

1 Purpose

nag_normal_pdf_vector (g01kqc) returns a number of values of the probability density function (PDF),
or its logarithm, for the Normal (Gaussian) distributions.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_normal_pdf_vector (Nag_Boolean ilog, Integer lx, const double x[],
Integer lxmu, const double xmu[], Integer lxstd, const double xstd[],
double pdf[], Integer ivalid[], NagError *fail)

3 Description

The Normal distribution with mean �i, variance �i2; has probability density function (PDF)

f xi; �i; �ið Þ ¼ 1

�i
ffiffiffiffiffiffi
2	
p e� xi��ið Þ2=2�i2 ; �i > 0:

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

None.

5 Arguments

1: ilog – Nag_Boolean Input

On entry: the value of ilog determines whether the logarithmic value is returned in PDF.

ilog ¼ Nag FALSE
f xi; �i; �ið Þ, the probability density function is returned.

ilog ¼ Nag TRUE
log f xi; �i; �ið Þð Þ, the logarithm of the probability density function is returned.

2: lx – Integer Input

On entry: the length of the array x.

Constraint: lx > 0.

3: x½lx� – const double Input

On entry: xi, the values at which the PDF is to be evaluated with xi ¼ x½j�, j ¼ i� 1ð Þ mod lx,
for i ¼ 1; 2; . . . ;max lx; lxstd; lxmuð Þ.
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4: lxmu – Integer Input

On entry: the length of the array xmu.

Constraint: lxmu > 0.

5: xmu½lxmu� – const double Input

On entry: �i, the means with �i ¼ xmu½j�, j ¼ i� 1ð Þ mod lxmu.

6: lxstd – Integer Input

On entry: the length of the array xstd.

Constraint: lxstd > 0.

7: xstd½lxstd� – const double Input

On entry: �i, the standard deviations with �i ¼ xstd½j�, j ¼ i� 1ð Þ mod lxstd.

Constraint: xstd½j � 1� 	 0:0, for j ¼ 1; 2; . . . ; lxstd.

8: pdf½dim� – double Output

Note: the dimension, dim, of the array pdf must be at least max lx; lxstd; lxmuð Þ.
On exit: f xi; �i; �ið Þ or log f xi; �i; �ið Þð Þ.

9: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max lx; lxstd; lxmuð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1
�i < 0.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: lx > 0.

On entry, array size ¼ valueh i.
Constraint: lxmu > 0.

On entry, array size ¼ valueh i.
Constraint: lxstd > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of xstd was invalid.
Check ivalid for more information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_normal_pdf_vector (g01kqc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example prints the value of the Normal distribution PDF at four different points xi with differing
�i and �i.

10.1 Program Text

/* nag_normal_pdf_vector (g01kqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer lx, lxmu, lxstd, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_Boolean ilog;

/* Double scalar and array declarations */
double *x = 0, *xmu = 0, *xstd = 0, *pdf = 0;
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/* Character scalar and array declarations */
char cilog[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_normal_pdf_vector (g01kqc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the flag indicating whether logs are required */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", cilog, (unsigned)_countof(cilog));
#else

scanf("%39s%*[^\n] ", cilog);
#endif

ilog = (Nag_Boolean) nag_enum_name_to_value(cilog);

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &lx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &lx);
#endif

if (!(x = NAG_ALLOC(lx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lxmu);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lxmu);

#endif
if (!(xmu = NAG_ALLOC(lxmu, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lxmu; i++)

#ifdef _WIN32
scanf_s("%lf", &xmu[i]);

#else
scanf("%lf", &xmu[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
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scanf_s("%" NAG_IFMT "%*[^\n] ", &lxstd);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &lxstd);
#endif

if (!(xstd = NAG_ALLOC(lxstd, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lxstd; i++)

#ifdef _WIN32
scanf_s("%lf", &xstd[i]);

#else
scanf("%lf", &xstd[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(lx, MAX(lxmu, lxstd));
if (!(pdf = NAG_ALLOC(lout, double)) ||

!(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_normal_pdf_vector(ilog, lx, x, lxmu, xmu, lxstd, xstd, pdf, ivalid,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_normal_pdf_vector (g01kqc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" x xmu xstd pdf ivalid\n");
printf(" ------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf("%6.2f %6.2f %6.2f %9.3e %3" NAG_IFMT "\n",
x[i % lx], xmu[i % lxmu], xstd[i % lxstd], pdf[i], ivalid[i]);

END:
NAG_FREE(x);
NAG_FREE(xmu);
NAG_FREE(xstd);
NAG_FREE(pdf);
NAG_FREE(ivalid);

return (exit_status);
}
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10.2 Program Data

nag_normal_pdf_vector (g01kqc) Example Program Data
Nag_FALSE :: ILOG
4 :: LX
1.0 4.0 0.1 1.0 :: X
4 :: LXMU
0.0 2.0 0.0 0.0 :: XMU
4 :: LXSTD
1.0 1.0 0.01 10.0 :: XSTD

10.3 Program Results

nag_normal_pdf_vector (g01kqc) Example Program Results

x xmu xstd pdf ivalid
------------------------------------------------
1.00 0.00 1.00 2.420e-01 0
4.00 2.00 1.00 5.399e-02 0
0.10 0.00 0.01 7.695e-21 0
1.00 0.00 10.00 3.970e-02 0
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NAG Library Function Document

nag_multi_normal_pdf_vector (g01lbc)

1 Purpose

nag_multi_normal_pdf_vector (g01lbc) returns a number of values of the probability density function
(PDF), or its logarithm, for the multivariate Normal (Gaussian) distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_multi_normal_pdf_vector (Nag_Boolean ilog, Integer k, Integer n,
const double x[], Integer pdx, const double xmu[], Nag_MatrixType iuld,
const double sig[], Integer pdsig, double pdf[], Integer *rank,
NagError *fail)

3 Description

The probability density function, f X : �;�ð Þ of an n-dimensional multivariate Normal distribution
with mean vector � and n by n variance-covariance matrix �, is given by

f X : �;�ð Þ ¼ 2	ð Þn �j jð Þ�1=2 exp �1
2 X � �ð ÞT��1 X � �ð Þ

� �
:

If the variance-covariance matrix, �, is not of full rank then the probability density function, is
calculated as

f X : �;�ð Þ ¼ 2	ð Þrpdet �ð Þð Þ�1=2 exp �1
2 X � �ð ÞT�� X � �ð Þ

� �
where pdet �ð Þ is the pseudo-determinant, �� a generalized inverse of � and r its rank.

nag_multi_normal_pdf_vector (g01lbc) evaluates the PDF at k points with a single call.

4 References

None.

5 Arguments

1: ilog – Nag_Boolean Input

On entry: the value of ilog determines whether the logarithmic value is returned in PDF.

ilog ¼ Nag FALSE
f X : �;�ð Þ, the probability density function is returned.

ilog ¼ Nag TRUE
log f X : �;�ð Þð Þ, the logarithm of the probability density function is returned.

2: k – Integer Input

On entry: k, the number of points the PDF is to be evaluated at.

Constraint: k 	 0.
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3: n – Integer Input

On entry: n, the number of dimensions.

Constraint: n 	 2.

4: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least pdx� k.

Where X i; jð Þ appears in this document, it refers to the array element x½ j� 1ð Þ � pdxþ i� 1�.
On entry: X, the matrix of k points at which to evaluate the probability density function, with the
ith dimension for the jth point held in X i; jð Þ.

5: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

6: xmu½n� – const double Input

On entry: �, the mean vector of the multivariate Normal distribution.

7: iuld – Nag_MatrixType Input

On entry: indicates the form of � and how it is stored in sig.

iuld ¼ Nag LowerMatrix
sig holds the lower triangular portion of �.

iuld ¼ Nag UpperMatrix
sig holds the upper triangular portion of �.

iuld ¼ Nag DiagonalMatrix
� is a diagonal matrix and sig only holds the diagonal elements.

iuld ¼ Nag LowerFactored
sig holds the lower Cholesky decomposition, L such that LLT ¼ �.

iuld ¼ Nag UpperFactored
sig holds the upper Cholesky decomposition, U such that UTU ¼ �.

C o n s t r a i n t : iuld ¼ Nag LowerMatrix, Nag UpperMatrix, Nag DiagonalMatrix,
Nag LowerFactored or Nag UpperFactored.

8: sig½dim� – const double Input

Note: the dimension, dim, of the array sig must be at least pdsig� n.

Where SIG i; jð Þ appears in th is document , i t re fe rs to the ar ray e lement
sig½ j� 1ð Þ � pdsigþ i� 1�.
On entry: information defining the variance-covariance matrix, �.

iuld ¼ Nag LowerMatrix or Nag UpperMatrix
sig must hold the lower or upper portion of �, with �ij held in SIG i; jð Þ. The supplied
variance-covariance matrix must be positive semidefinite.

iuld ¼ Nag DiagonalMatrix
� is a diagonal matrix and the ith diagonal element, �ii, must be held in SIG 1; ið Þ

iuld ¼ Nag LowerFactored or Nag UpperFactored
sig must hold L or U, the lower or upper Cholesky decomposition of �, with Lij or Uij
held in SIG i; jð Þ, depending on the value of iuld. No check is made that LLT or UTU is a
valid variance-covariance matrix. The diagonal elements of the supplied L or U must be
greater than zero
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9: pdsig – Integer Input

On entry: the stride separating matrix row elements in the array sig.

Constraints:

if iuld ¼ Nag DiagonalMatrix, pdsig 	 1;
otherwise pdsig 	 n.

10: pdf½k� – double Output

On exit: f X : �;�ð Þ or log f X : �;�ð Þð Þ depending on the value of ilog.

11: rank – Integer * Output

On exit: r, rank of �.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdsig ¼ valueh i.
Constraint: if iuld ¼ Nag DiagonalMatrix, pdsig 	 1.

On entry, pdsig ¼ valueh i.
Constraint: if iuld 6¼ Nag DiagonalMatrix, pdsig 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

On entry, at least one diagonal element of � is less than or equal to 0.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_MAT_NOT_POS_DEF

On entry, � is not positive definite and eigenvalue decomposition failed.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_POS_SEM_DEF

On entry, � is not positive semidefinite.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_multi_normal_pdf_vector (g01lbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_multi_normal_pdf_vector (g01lbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints the value of the multivariate Normal PDF at a number of different points.

10.1 Program Text

/* nag_multi_normal_pdf_vector (g01lbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagx04.h>

#define X(I, J) x[(J) *pdx + I]
#define SIG(I, J) sig[(J) *pdsig + I]

int main(void)
{

/* Integer scalar and array declarations */
Integer i, j, k, n, pdx, pdsig, rank;
Integer exit_status = 0;
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/* NAG structures and types */
NagError fail;
Nag_MatrixType iuld;
Nag_Boolean ilog;

/* Double scalar and array declarations */
double *x = 0, *xmu = 0, *sig = 0, *pdf = 0;

/* Character scalar and array declarations */
char ciuld[40], cilog[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_multi_normal_pdf_vector (g01lbc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%39s%39s%*[^\n] ", &k, &n, ciuld,
(unsigned)_countof(ciuld), cilog, (unsigned)_countof(cilog));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%39s%39s%*[^\n] ", &k, &n, ciuld, cilog);

#endif
ilog = (Nag_Boolean) nag_enum_name_to_value(cilog);
iuld = (Nag_MatrixType) nag_enum_name_to_value(ciuld);

pdx = n;
pdsig = (iuld == Nag_DiagonalMatrix) ? 1 : n;
if (!(x = NAG_ALLOC(pdx * k, double)) ||

!(xmu = NAG_ALLOC(n, double)) ||
!(sig = NAG_ALLOC(pdsig * n, double)) || !(pdf = NAG_ALLOC(k, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in and echo the vector of means */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &xmu[i]);

#else
scanf("%lf", &xmu[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("Vector of Means:\n");
for (i = 0; i < n; i++)

printf("%8.4f ", xmu[i]);
printf("\n\n");
fflush(stdout);

/* Read in and echo the covariance matrix */

if (iuld == Nag_DiagonalMatrix) {

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s("%lf", &SIG(1, i));
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#else
scanf("%lf", &SIG(1, i));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("Diagonal Elements of Covariance Matrix:\n");
for (i = 0; i < n; i++)

printf("%8.4f ", SIG(1, i));
printf("\n\n");

}
else if (iuld == Nag_LowerMatrix || iuld == Nag_LowerFactored) {

for (i = 0; i < n; i++) {
for (j = 0; j <= i; j++)

#ifdef _WIN32
scanf_s("%lf", &SIG(i, j));

#else
scanf("%lf", &SIG(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Print details of Covariance matrix using
* nag_gen_real_mat_print (x04cac)
*/

if (iuld == Nag_LowerMatrix)
nag_gen_real_mat_print(Nag_ColMajor, Nag_LowerMatrix, Nag_NonUnitDiag,

n, n, sig, pdsig, "Covariance Matrix:", NULL,
&fail);

else
nag_gen_real_mat_print(Nag_ColMajor, Nag_LowerMatrix, Nag_NonUnitDiag,

n, n, sig, pdsig,
"Lower Triangular Cholesky Factor "
"of Covariance Matrix:", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

}
else {

/* Upper triangle of matrix or factor is stored */

for (i = 0; i < n; i++) {
for (j = i; j < n; j++)

#ifdef _WIN32
scanf_s("%lf", &SIG(i, j));

#else
scanf("%lf", &SIG(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Print details of Covariance matrix using
* nag_gen_real_mat_print (x04cac)
*/

if (iuld == Nag_UpperMatrix)
nag_gen_real_mat_print(Nag_ColMajor, Nag_UpperMatrix, Nag_NonUnitDiag,
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n, n, sig, pdsig, "Covariance Matrix:", NULL,
&fail);

else
nag_gen_real_mat_print(Nag_ColMajor, Nag_UpperMatrix, Nag_NonUnitDiag,

n, n, sig, pdsig,
"Upper Triangular Cholesky Factor "
"of Covariance Matrix:", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}

/* Read in the points at which to evaluate the PDF */
for (j = 0; j < k; j++)

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

/* nag_multi_normal_pdf_vector (g01lbc): evaluate the PDF */
nag_multi_normal_pdf_vector(ilog, k, n, x, pdx, xmu, iuld, sig, pdsig,

pdf, &rank, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_multi_normal_pdf_vector (g01lbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display results */
printf("\nRank of the covariance matrix: %" NAG_IFMT "\n\n", rank);
if (ilog)

printf(" log(PDF) X\n");
else

printf(" PDF X\n");
printf(" ------------------------------------------------\n");
for (j = 0; j < k; j++) {

printf(" %13.4e", pdf[j]);
for (i = 0; i < n; i++)

printf(" %8.4f", X(i, j));
printf("\n");

}

END:
NAG_FREE(x);
NAG_FREE(xmu);
NAG_FREE(sig);
NAG_FREE(pdf);

return exit_status;
}

10.2 Program Data

nag_multi_normal_pdf_vector (g01lbc) Example Program Data
2 4 Nag_LowerMatrix Nag_FALSE : k,n,iuld,ilog
0.10 0.20 0.30 0.40 : End xmu
4.16

-3.12 5.03
0.56 -0.83 0.76

-0.10 1.18 0.34 1.18 : End sig
1.00 1.00 1.00 1.00
1.00 2.00 3.00 4.00 : End of x
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10.3 Program Results

nag_multi_normal_pdf_vector (g01lbc) Example Program Results

Vector of Means:
0.1000 0.2000 0.3000 0.4000

Covariance Matrix:
1 2 3 4

1 4.1600
2 -3.1200 5.0300
3 0.5600 -0.8300 0.7600
4 -0.1000 1.1800 0.3400 1.1800

Rank of the covariance matrix: 4

PDF X
------------------------------------------------

3.0307e-03 1.0000 1.0000 1.0000 1.0000
4.5232e-06 1.0000 2.0000 3.0000 4.0000
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NAG Library Function Document

nag_mills_ratio (g01mbc)

1 Purpose

nag_mills_ratio (g01mbc) returns the reciprocal of Mills' Ratio.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_mills_ratio (double x)

3 Description

nag_mills_ratio (g01mbc) calculates the reciprocal of Mills' Ratio, the hazard rate, � xð Þ, for the
standard Normal distribution. It is defined as the ratio of the ordinate to the upper tail area of the
standard Normal distribution, that is,

� xð Þ ¼ Z xð Þ
Q xð Þ ¼

1ffiffiffiffi
2	
p e� x2=2ð Þ

1ffiffiffiffi
2	
p
Z 1
x

e� t2=2ð Þ dt

:

The calculation is based on a Chebyshev expansion as described in nag_erfcx (s15agc).

4 References

Gross A J and Clark V A (1975) Survival Distributions: Reliability Applications in the Biomedical
Sciences Wiley

5 Arguments

1: x – double Input

On entry: x, the argument of the reciprocal of Mills' Ratio.

6 Error Indicators and Warnings

None.

7 Accuracy

In the left-hand tail, x < 0:0, if 1
2e
� 1=2ð Þx2 � the safe range argument (nag_real_safe_small_number

(X02AMC)), then 0:0 is returned, which is close to the true value.

The relative accuracy is bounded by the effective machine precision. See nag_erfcx (s15agc) for
further discussion.

8 Parallelism and Performance

nag_mills_ratio (g01mbc) is not threaded in any implementation.
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9 Further Comments

If, before entry, x is not a standard Normal variable, it has to be standardized, and on exit,
nag_mills_ratio (g01mbc) has to be divided by the standard deviation. That is, if the Normal
distribution has mean � and variance �2, then its hazard rate, � x;�; �2

� �
, is given by

� x;�; �2
� �

¼ � x� �ð Þ=�ð Þ=�:

10 Example

The hazard rate is evaluated at different values of x for Normal distributions with different means and
variances. The results are then printed.

10.1 Program Text

/* nag_mills_ratio (g01mbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double rm, x, xmu, xsig, z;
Integer i;

printf("nag_mills_ratio (g01mbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n%2sMean%5sSigma%4sX%8sReciprocal", "", "", "", "");
printf("\n Mills Ratio\n\n");
for (i = 1; i <= 3; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%lf%*[^\n] ", &x, &xmu, &xsig);

#else
scanf("%lf%lf%lf%*[^\n] ", &x, &xmu, &xsig);

#endif
z = (x - xmu) / xsig;
/* nag_mills_ratio (g01mbc).
* Computes reciprocal of Mills’ Ratio
*/

rm = nag_mills_ratio(z) / xsig;
printf("%7.4f%2s%7.4f%2s%7.4f%2s%7.4f", xmu, "", xsig, "", x, "", rm);
printf("\n");

}

return exit_status;
}
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10.2 Program Data

nag_mills_ratio (g01mbc) Example Program Data
0.0 0.0 1.0
-2.0 1.0 2.5
10.3 9.0 1.6

10.3 Program Results

nag_mills_ratio (g01mbc) Example Program Results

Mean Sigma X Reciprocal
Mills Ratio

0.0000 1.0000 0.0000 0.7979
1.0000 2.5000 -2.0000 0.0878
9.0000 1.6000 10.3000 0.8607
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NAG Library Function Document

nag_prob_density_landau (g01mtc)

1 Purpose

nag_prob_density_landau (g01mtc) returns the value of the Landau density function 
 �ð Þ.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_density_landau (double x)

3 Description

nag_prob_density_landau (g01mtc) evaluates an approximation to the Landau density function 
 �ð Þ
given by


 �ð Þ ¼ 1

2	i

Z cþi1

c�i1
exp �sþ s ln sð Þ ds;

where c is an arbitrary real constant, using piecewise approximation by rational functions. Further
details can be found in KÎlbig and Schorr (1984).

To obtain the value of 
0 �ð Þ, nag_prob_der_landau (g01rtc) can be used.

4 References

KÎlbig K S and Schorr B (1984) A program package for the Landau distribution Comp. Phys. Comm. 31
97–111

5 Arguments

1: x – double Input

On entry: the argument � of the function.

6 Error Indicators and Warnings

7 Accuracy

At least 7 significant digits are usually correct, but occasionally only 6. Such accuracy is normally
considered to be adequate for applications in experimental physics.

Because of the asymptotic behaviour of 
 �ð Þ, which is of the order of exp � exp ��ð Þ½ �, underflow may
occur on some machines when � is moderately large and negative.

8 Parallelism and Performance

nag_prob_density_landau (g01mtc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example evaluates 
 �ð Þ at � ¼ 0:5, and prints the results.

10.1 Program Text

/* nag_prob_density_landau (g01mtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double x, y;

printf(" nag_prob_density_landau (g01mtc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

/* nag_prob_density_landau (g01mtc).
* Landau density function phi(lambda)
*/

y = nag_prob_density_landau(x);

printf("\n X Y\n\n");
printf(" %3.1f %13.4e\n", x, y);

return exit_status;
}

10.2 Program Data

nag_prob_density_landau (g01mtc) Example Program Data
0.5 : Value of X

10.3 Program Results

nag_prob_density_landau (g01mtc) Example Program Results

X Y

0.5 1.6523e-01
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NAG Library Function Document

nag_prob_density_vavilov (g01muc)

1 Purpose

nag_prob_density_vavilov (g01muc) returns the value of the Vavilov density function 
V �;�; �2
� �

.

It is intended to be used after a call to nag_init_vavilov (g01zuc).

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_density_vavilov (double x, const double comm_arr[])

3 Description

nag_prob_density_vavilov (g01muc) evaluates an approximation to the Vavilov density function

V �;�; �2
� �

given by


V �;�; �2
� �

¼ 1

2	i

Z cþi1

c�i1
e�sf s;�; �2

� �
ds;

where � > 0 and 0 � �2 � 1, c is an arbitrary real constant and

f s;�; �2
� �

¼ C �; �2
� �

exp s ln �þ sþ ��2
� �

ln
s

�

� �
þ E1

s

�

� �h i
� � exp �s

�

� �n o
:

E1 xð Þ ¼
Z x

0
t�1 1� e�tð Þ dt is the exponential integral, C �; �2

� �
¼ exp � 1þ ��2

� �� 
and � is Euler's

constant.

The method used is based on Fourier expansions. Further details can be found in Schorr (1974).

For values of � � 0:01, the Vavilov distribution can be replaced by the Landau distribution since
�V ¼ �L � ln�ð Þ=�. For values of � 	 10, the Vavilov distribution can be replaced by a Gaussian
distribution with mean � ¼ � � 1� �2 � ln� and variance �2 ¼ 2� �2

� �
=2�.

4 References

Schorr B (1974) Programs for the Landau and the Vavilov distributions and the corresponding random
numbers Comp. Phys. Comm. 7 215–224

5 Arguments

1: x – double Input

On entry: the argument � of the function.

2: comm arr½322� – const double Communication Array

On entry: this must be the same argument comm_arr as returned by a previous call to
nag_init_vavilov (g01zuc).

6 Error Indicators and Warnings

None.
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7 Accuracy

At least five significant digits are usually correct.

8 Parallelism and Performance

nag_prob_density_vavilov (g01muc) is not threaded in any implementation.

9 Further Comments

nag_prob_density_vavilov (g01muc) can be called repeatedly with different values of � provided that
the values of � and �2 remain unchanged between calls. Otherwise, nag_init_vavilov (g01zuc) must be
called again. This is illustrated in Section 10.

10 Example

This example evaluates 
V �;�; �2
� �

at � ¼ 2:5, � ¼ 0:4 and �2 ¼ 0:1, and prints the results.

10.1 Program Text

/* nag_prob_density_vavilov (g01muc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagx02.h>

int main(void)
{

/* Scalars */
double c1, c2, x, rkappa, beta2, xl, xu, y;
Integer exit_status, mode;
NagError fail;

#define WKMAX 322

double comm_arr[WKMAX];

mode = 0;

INIT_FAIL(fail);

exit_status = 0;

/* nag_real_largest_number (x02alc).
* The largest positive model number
*/

c1 = -nag_real_largest_number;
/* nag_real_largest_number (x02alc), see above. */
c2 = -nag_real_largest_number;

printf(" nag_prob_density_vavilov (g01muc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%lf%lf%lf%*[^\n] ", &x, &rkappa, &beta2) != EOF)

#else
while (scanf("%lf%lf%lf%*[^\n] ", &x, &rkappa, &beta2) != EOF)

#endif
{

if ((rkappa != c1) || (beta2 != c2)) {
/* nag_init_vavilov (g01zuc).
* Initialization function for
* nag_prob_density_vavilov (g01muc) and
* nag_prob_vavilov (g01euc)
*/

nag_init_vavilov(rkappa, beta2, mode, &xl, &xu, comm_arr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_init_vavilov (g01zuc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* nag_prob_density_vavilov (g01muc).
* Vavilov density function phi_V((lambda;kappa)beta^2)
*/

y = nag_prob_density_vavilov(x, comm_arr);

printf(" X Rkappa Beta2 Y\n\n");
printf(" %3.1f %3.1f %3.1f %13.4e\n", x, rkappa, beta2, y);
c1 = rkappa;
c2 = beta2;

}
END:

return exit_status;
}

10.2 Program Data

nag_prob_density_vavilov (g01muc) Example Program Data
2.5 0.4 0.1 : Values of X, RKAPPA and BETA2

10.3 Program Results

nag_prob_density_vavilov (g01muc) Example Program Results

X Rkappa Beta2 Y

2.5 0.4 0.1 8.3675e-02
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NAG Library Function Document

nag_moments_quad_form (g01nac)

1 Purpose

nag_moments_quad_form (g01nac) computes the cumulants and moments of quadratic forms in Normal
variates.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_moments_quad_form (Nag_OrderType order, Nag_SelectMoments mom,
Nag_IncludeMean mean, Integer n, const double a[], Integer pda,
const double emu[], const double sigma[], Integer pdsig, Integer l,
double rkum[], double rmom[], NagError *fail)

3 Description

Let x have an n-dimensional multivariate Normal distribution with mean � and variance-covariance
matrix �. Then for a symmetric matrix A, nag_moments_quad_form (g01nac) computes up to the first
12 moments and cumulants of the quadratic form Q ¼ xTAx. The sth moment (about the origin) is
defined as

E Qsð Þ;

where E denotes expectation. The sth moment of Q can also be found as the coefficient of ts=s! in the
expansion of E eQt

� �
. The sth cumulant is defined as the coefficient of ts=s! in the expansion of

log E eQt
� �� �

.

The function is based on the function CUM written by Magnus and Pesaran (1993a) and based on the
theory given by Magnus (1978), Magnus (1979) and Magnus (1986).

4 References

Magnus J R (1978) The moments of products of quadratic forms in Normal variables Statist.
Neerlandica 32 201–210

Magnus J R (1979) The expectation of products of quadratic forms in Normal variables: the practice
Statist. Neerlandica 33 131–136

Magnus J R (1986) The exact moments of a ratio of quadratic forms in Normal variables Ann. Üconom.
Statist. 4 95–109

Magnus J R and Pesaran B (1993a) The evaluation of cumulants and moments of quadratic forms in
Normal variables (CUM): Technical description Comput. Statist. 8 39–45

Magnus J R and Pesaran B (1993b) The evaluation of moments of quadratic forms and ratios of
quadratic forms in Normal variables: Background, motivation and examples Comput. Statist. 8 47–55

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by

g01 – Simple Calculations on Statistical Data g01nac

Mark 26 g01nac.1



order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mom – Nag_SelectMoments Input

On entry: indicates if moments are computed in addition to cumulants.

mom ¼ Nag CumulantsOnly
Only cumulants are computed.

mom ¼ Nag ComputeMoments
Moments are computed in addition to cumulants.

Constraint: mom ¼ Nag CumulantsOnly or Nag ComputeMoments.

3: mean – Nag_IncludeMean Input

On entry: indicates if the mean, �, is zero.

mean ¼ Nag MeanZero
� is zero.

mean ¼ Nag MeanInclude
The value of � is supplied in emu.

Constraint: mean ¼ Nag MeanZero or Nag MeanInclude.

4: n – Integer Input

On entry: n, the dimension of the quadratic form.

Constraint: n > 1.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n symmetric matrix A. Only the lower triangle is referenced.

6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

7: emu½dim� – const double Input

Note: the dimension, dim, of the array emu must be at least

n when mean ¼ Nag MeanInclude;
1 otherwise.

On entry: if mean ¼ Nag MeanInclude, emu must contain the n elements of the vector �.

If mean ¼ Nag MeanZero, emu is not referenced.

8: sigma½dim� – const double Input

Note: the dimension, dim, of the array sigma must be at least pdsig� n.
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The i; jð Þth element of the matrix is stored in

sigma½ j� 1ð Þ � pdsigþ i� 1� when order ¼ Nag ColMajor;
sigma½ i� 1ð Þ � pdsigþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n variance-covariance matrix �. Only the lower triangle is referenced.

Constraint: the matrix � must be positive definite.

9: pdsig – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array sigma.

Constraint: pdsig 	 n.

10: l – Integer Input

On entry: the required number of cumulants, and moments if specified.

Constraint: 1 � l � 12.

11: rkum½l� – double Output

On exit: the l cumulants of the quadratic form.

12: rmom½dim� – double Output

Note: the dimension, dim, of the array rmom must be at least

l when mom ¼ Nag ComputeMoments;
1 otherwise.

On exit: if mom ¼ Nag ComputeMoments, the l moments of the quadratic form.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, l ¼ valueh i.
Constraint: l � 12.

On entry, l ¼ valueh i.
Constraint: l 	 1.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pda ¼ valueh i.
Constraint: pda > 0.
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On entry, pdsig ¼ valueh i.
Constraint: pdsig > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

On entry, pdsig ¼ valueh i and n ¼ valueh i.
Constraint: pdsig 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, sigma is not positive definite.

7 Accuracy

In a range of tests the accuracy was found to be a modest multiple of machine precision. See Magnus
and Pesaran (1993b).

8 Parallelism and Performance

nag_moments_quad_form (g01nac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example is given by Magnus and Pesaran (1993b) and considers the simple autoregression

yt ¼ �yt�1 þ ut; t ¼ 1; 2; . . .n;

where utf g is a sequence of independent Normal variables with mean zero and variance one, and y0 is
known. The moments of the quadratic form

Q ¼
Xn
t¼2
ytyt�1

are computed using nag_moments_quad_form (g01nac). The matrix A is given by:
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A iþ 1; ið Þ ¼ 1
2; i ¼ 1; 2; . . .n� 1;

A i; jð Þ ¼ 0; otherwise:

The value of � can be computed using the relationships

var ytð Þ ¼ �2 var yt�1ð Þ þ 1

and

cov ytytþkð Þ ¼ � cov ytytþk�1ð Þ

for k 	 0 and var y1ð Þ ¼ 1.

The values of �, y0, n, and the number of moments required are read in and the moments and
cumulants printed.

10.1 Program Text

/* nag_moments_quad_form (g01nac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double beta, con;
Integer exit_status, i, j, l, n, pda, pdsigma;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0, *emu = 0, *rkum = 0, *rmom = 0, *sigma = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define SIGMA(I, J) sigma[(J-1)*pdsigma + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define SIGMA(I, J) sigma[(I-1)*pdsigma + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_moments_quad_form (g01nac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &beta, &con);
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#else
scanf("%lf%lf%*[^\n] ", &beta, &con);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &l);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &l);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(emu = NAG_ALLOC(n, double)) ||
!(rkum = NAG_ALLOC(l, double)) ||
!(rmom = NAG_ALLOC(l, double)) || !(sigma = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

pda = n;
pdsigma = n;

if (l <= 12) {
/* Compute A, EMU, and SIGMA for simple autoregression */
for (i = 1; i <= n; ++i) {

for (j = i; j <= n; ++j)
A(j, i) = 0.0;

}
for (i = 1; i <= n - 1; ++i)

A(i + 1, i) = 0.5;
emu[0] = con * beta;
for (i = 1; i <= n - 1; ++i)

emu[i] = beta * emu[i - 1];
SIGMA(1, 1) = 1.0;
for (i = 2; i <= n; ++i)

SIGMA(i, i) = beta * beta * SIGMA(i - 1, i - 1) + 1.0;
for (i = 1; i <= n; ++i) {

for (j = i + 1; j <= n; ++j)
SIGMA(j, i) = beta * SIGMA(j - 1, i);

}

/* nag_moments_quad_form (g01nac).
* Cumulants and moments of quadratic forms in Normal
* variables
*/

nag_moments_quad_form(order, Nag_ComputeMoments, Nag_MeanInclude,
n, a, n, emu, sigma, n, l, rkum, rmom, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_moments_quad_form (g01nac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" n = %3" NAG_IFMT " beta = %6.3f con = %6.3f\n", n, beta, con);
printf("\n");

printf(" Cumulants Moments\n");
printf("\n");
for (i = 1; i <= l; ++i)

printf("%3" NAG_IFMT "%13.4e %13.4e\n", i, rkum[i - 1], rmom[i - 1]);
}

END:
NAG_FREE(a);
NAG_FREE(emu);
NAG_FREE(rkum);
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NAG_FREE(rmom);
NAG_FREE(sigma);

return exit_status;
}

10.2 Program Data

nag_moments_quad_form (g01nac) Example Program Data
0.8 1.0 : BETA, CON
10 4 : N, L

10.3 Program Results

nag_moments_quad_form (g01nac) Example Program Results

n = 10 beta = 0.800 con = 1.000

Cumulants Moments

1 1.7517e+01 1.7517e+01
2 3.5010e+02 6.5695e+02
3 1.6091e+04 3.9865e+04
4 1.1700e+06 3.4039e+06
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NAG Library Function Document

nag_moments_ratio_quad_forms (g01nbc)

1 Purpose

nag_moments_ratio_quad_forms (g01nbc) computes the moments of ratios of quadratic forms in
Normal variables and related statistics.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_moments_ratio_quad_forms (Nag_OrderType order,
Nag_MomentType ratio_type, Nag_IncludeMean mean, Integer n,
const double a[], Integer pda, const double b[], Integer pdb,
const double c[], Integer pdc, const double ela[], const double emu[],
const double sigma[], Integer pdsig, Integer l1, Integer l2,
Integer *lmax, double rmom[], double *abserr, double eps,
NagError *fail)

3 Description

Let x have an n-dimensional multivariate Normal distribution with mean � and variance-covariance
matrix �. Then for a symmetric matrix A and symmetric positive semidefinite matrix B,
nag_moments_ratio_quad_forms (g01nbc) computes a subset, l1 to l2, of the first 12 moments of the
ratio of quadratic forms

R ¼ xTAx=xTBx:

The sth moment (about the origin) is defined as

E Rsð Þ; ð1Þ

where E denotes the expectation. Alternatively, this function will compute the following expectations:

E Rs aTx
� �� �

ð2Þ

and

E Rs xTCx
� �� �

; ð3Þ

where a is a vector of length n and C is a n by n symmetric matrix, if they exist. In the case of (2) the
moments are zero if � ¼ 0.

The conditions of theorems 1, 2 and 3 of Magnus (1986) and Magnus (1990) are used to check for the
existence of the moments. If all the requested moments do not exist, the computations are carried out
for those moments that are requested up to the maximum that exist, lMAX.

This function is based on the function QRMOM written by Magnus and Pesaran (1993a) and based on
the theory given by Magnus (1986) and Magnus (1990). The computation of the moments requires first
the computation of the eigenvectors of the matrix LTBL, where LLT ¼ �. The matrix LTBL must be
positive semidefinite and not null. Given the eigenvectors of this matrix, a function which has to be
integrated over the range zero to infinity can be computed. This integration is performed using
nag_1d_quad_inf_1 (d01smc).
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4 References

Magnus J R (1986) The exact moments of a ratio of quadratic forms in Normal variables Ann. Üconom.
Statist. 4 95–109

Magnus J R (1990) On certain moments relating to quadratic forms in Normal variables: Further results
Sankhy�a, Ser. B 52 1–13

Magnus J R and Pesaran B (1993a) The evaluation of cumulants and moments of quadratic forms in
Normal variables (CUM): Technical description Comput. Statist. 8 39–45

Magnus J R and Pesaran B (1993b) The evaluation of moments of quadratic forms and ratios of
quadratic forms in Normal variables: Background, motivation and examples Comput. Statist. 8 47–55

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ratio type – Nag_MomentType Input

On entry: indicates the moments of which function are to be computed.

ratio type ¼ Nag RatioMoments (Ratio)
E Rsð Þ is computed.

ratio type ¼ Nag LinearRatio (Linear with ratio)
E Rs aTxð Þð Þ is computed.

ratio type ¼ Nag QuadRatio (Quadratic with ratio)
E Rs xTCxð Þð Þ is computed.

Constraint: ratio type ¼ Nag RatioMoments, Nag LinearRatio or Nag QuadRatio.

3: mean – Nag_IncludeMean Input

On entry: indicates if the mean, �, is zero.

mean ¼ Nag MeanZero
� is zero.

mean ¼ Nag MeanInclude
The value of � is supplied in emu.

Constraint: mean ¼ Nag MeanZero or Nag MeanInclude.

4: n – Integer Input

On entry: n, the dimension of the quadratic form.

Constraint: n > 1.

5: a½dim� – const double Input

Note: the dimension, dim, of the array a must be at least pda� n.

The i; jð Þth element of the matrix A is stored in

a½ j� 1ð Þ � pdaþ i� 1� when order ¼ Nag ColMajor;
a½ i� 1ð Þ � pdaþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n symmetric matrix A. Only the lower triangle is referenced.
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6: pda – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array a.

Constraint: pda 	 n.

7: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least pdb� n.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n positive semidefinite symmetric matrix B. Only the lower triangle is
referenced.

Constraint: the matrix B must be positive semidefinite.

8: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraint: pdb 	 n.

9: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least

max 1;pdc� nð Þ when ratio type ¼ Nag QuadRatio;
1 otherwise.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: if ratio type ¼ Nag QuadRatio, c must contain the n by n symmetric matrix C; only
the lower triangle is referenced.

If ratio type 6¼ Nag QuadRatio, c is not referenced.

10: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if ratio type ¼ Nag QuadRatio, pdc 	 n;
otherwise pdc 	 1.

11: ela½dim� – const double Input

Note: the dimension, dim, of the array ela must be at least

n when ratio type ¼ Nag LinearRatio;
1 otherwise.

On entry: if ratio type ¼ Nag LinearRatio, ela must contain the vector a of length n, otherwise
ela is not referenced.
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12: emu½dim� – const double Input

Note: the dimension, dim, of the array emu must be at least

n when mean ¼ Nag MeanInclude;
1 otherwise.

On entry: if mean ¼ Nag MeanInclude, emu must contain the n elements of the vector �.

If mean ¼ Nag MeanZero, emu is not referenced.

13: sigma½dim� – const double Input

Note: the dimension, dim, of the array sigma must be at least pdsig� n.

The i; jð Þth element of the matrix is stored in

sigma½ j� 1ð Þ � pdsigþ i� 1� when order ¼ Nag ColMajor;
sigma½ i� 1ð Þ � pdsigþ j� 1� when order ¼ Nag RowMajor.

On entry: the n by n variance-covariance matrix �. Only the lower triangle is referenced.

Constraint: the matrix � must be positive definite.

14: pdsig – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array sigma.

Constraint: pdsig 	 n.

15: l1 – Integer Input

On entry: the first moment to be computed, l1.

Constraint: 0 < l1 � l2.

16: l2 – Integer Input

On entry: the last moment to be computed, l2.

Constraint: l1 � l2 � 12.

17: lmax – Integer * Output

On exit: the highest moment computed, lMAX. This will be l2 on successful exit.

18: rmom½l2� l1þ 1� – double Output

On exit: the l1 to lMAX moments.

19: abserr – double * Output

On exit: the estimated maximum absolute error in any computed moment.

20: eps – double Input

On entry: the relative accuracy required for the moments, this value is also used in the checks for
the existence of the moments.

If eps ¼ 0:0, a value of
ffiffi
�
p

where � is the machine precision used.

Constraint: eps ¼ 0:0 or eps 	 machine precision.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ACCURACY

Full accuracy not achieved in integration.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENVALUES

Failure in computing eigenvalues.

NE_ENUM_INT

On entry, ratio type ¼ valueh i and n ¼ valueh i.
Constraint: n > 0.

NE_ENUM_INT_2

On entry, ratio type ¼ valueh i, pdc ¼ valueh i, n ¼ valueh i.
Constraint: if ratio type ¼ Nag QuadRatio, pdc 	 n;
otherwise pdc 	 1.

NE_INT

On entry, l1 ¼ valueh i.
Constraint: l1 	 1.

On entry, l2 ¼ valueh i.
Constraint: l2 � 12.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pda ¼ valueh i.
Constraint: pda > 0.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdsig ¼ valueh i.
Constraint: pdsig > 0.

NE_INT_2

On entry, l1 ¼ valueh i and l2 ¼ valueh i.
Constraint: 0 < l1 � l2.

On entry, l1 ¼ valueh i and l2 ¼ valueh i.
Constraint: l1 � l2 � 12.

On entry, l1 ¼ valueh i and l2 ¼ valueh i.
Constraint: l2 	 l1.

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.
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On entry, pdb ¼ valueh i and n ¼ valueh i.
Constraint: pdb 	 n.

On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 n.

On entry, pdsig ¼ valueh i and n ¼ valueh i.
Constraint: pdsig 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MOMENTS

Only valueh i moments exist, less than l1 ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, sigma is not positive definite.

NE_POS_SEMI_DEF

On entry, b is not positive semidefinite or is null.

The matrix LTBL is not positive semidefinite or is null.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: if eps 6¼ 0:0, eps 	 machine precision.

NE_SOME_MOMENTS

Only valueh i moments exist, less than l2 ¼ valueh i.

7 Accuracy

The relative accuracy is specified by eps and an estimate of the maximum absolute error for all
computed moments is returned in abserr.

8 Parallelism and Performance

nag_moments_ratio_quad_forms (g01nbc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example is given by Magnus and Pesaran (1993b) and considers the simple autoregression:

yt ¼ �yt�1 þ ut; t ¼ 1; 2; . . . ; n;

where utf g is a sequence of independent Normal variables with mean zero and variance one, and y0 is
known. The least squares estimate of �, �̂, is given by

�̂ ¼

Xn
t¼2
ytyt�1

Xn
t¼2
y2t

:

Thus �̂ can be written as a ratio of quadratic forms and its moments computed using
nag_moments_ratio_quad_forms (g01nbc). The matrix A is given by

A iþ 1; ið Þ ¼ 1
2; i ¼ 1; 2; . . .n� 1;

A i; jð Þ ¼ 0; otherwise;

and the matrix B is given by

B i; ið Þ ¼ 1; i ¼ 1; 2; . . .n� 1;

B i; jð Þ ¼ 0; otherwise:

The value of � can be computed using the relationships

var ytð Þ ¼ �2 var yt�1ð Þ þ 1

and

cov ytytþkð Þ ¼ � cov ytytþk�1ð Þ

for k 	 0 and var y1ð Þ ¼ 1.

The values of �, y0, n, and the number of moments required are read in and the moments computed and
printed.

10.1 Program Text

/* nag_moments_ratio_quad_forms (g01nbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double abserr, beta, y0, eps;
Integer exit_status, i, j, l1, l2, lmax, n, pda, pdb, pdsigma;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *a = 0, *b = 0, *c = 0, *ela = 0, *emu = 0, *rmom = 0;
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double *sigma = 0;

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I - 1]
#define B(I, J) b[(J-1)*pdb + I - 1]
#define SIGMA(I, J) sigma[(J-1)*pdsigma + I - 1]

order = Nag_ColMajor;
#else
#define A(I, J) a[(I-1)*pda + J - 1]
#define B(I, J) b[(I-1)*pdb + J - 1]
#define SIGMA(I, J) sigma[(I-1)*pdsigma + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_moments_ratio_quad_forms (g01nbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &beta, &y0);
#else

scanf("%lf%lf%*[^\n] ", &beta, &y0);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &l1, &l2);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &l1, &l2);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(n * n, double)) ||

!(b = NAG_ALLOC(n * n, double)) ||
!(c = NAG_ALLOC(n * n, double)) ||
!(ela = NAG_ALLOC(n, double)) ||
!(emu = NAG_ALLOC(n, double)) ||
!(rmom = NAG_ALLOC(l2 - l1 + 1, double)) ||
!(sigma = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
pda = n;
pdb = n;
pdsigma = n;

/* Compute A, EMU, and SIGMA for simple autoregression */

for (i = 1; i <= n; ++i) {
for (j = i; j <= n; ++j) {

A(j, i) = 0.0;
B(j, i) = 0.0;

}
}
for (i = 1; i <= n - 1; ++i) {

A(i + 1, i) = 0.5;
B(i, i) = 1.0;

}
emu[0] = y0 * beta;
for (i = 1; i <= n - 1; ++i)

emu[i] = beta * emu[i - 1];
SIGMA(1, 1) = 1.0;
for (i = 2; i <= n; ++i)

SIGMA(i, i) = beta * beta * SIGMA(i - 1, i - 1) + 1.0;
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for (i = 1; i <= n; ++i) {
for (j = i + 1; j <= n; ++j)

SIGMA(j, i) = beta * SIGMA(j - 1, i);
}

eps = 0.0;
/* nag_moments_ratio_quad_forms (g01nbc).
* Moments of ratios of quadratic forms in Normal variables,
* and related statistics
*/

nag_moments_ratio_quad_forms(order, Nag_RatioMoments, Nag_MeanInclude, n,
a, n, b, n, c, n, ela, emu, sigma, n, l1, l2,
&lmax, rmom, &abserr, eps, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_SOME_MOMENTS
|| fail.code == NE_ACCURACY) {

printf("\n");
printf(" n = %3" NAG_IFMT " beta = %6.3f y0 = %6.3f\n", n, beta, y0);
printf("\n");
printf(" Moments\n");
printf("\n");

j = 0;
for (i = l1; i <= lmax; ++i) {

++j;
printf("%3" NAG_IFMT "%12.3e\n", i, rmom[j - 1]);

}
}
else {

printf("Error from nag_moments_ratio_quad_forms (g01nbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
END:

NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(ela);
NAG_FREE(emu);
NAG_FREE(rmom);
NAG_FREE(sigma);

return exit_status;
}

10.2 Program Data

nag_moments_ratio_quad_forms (g01nbc) Example Program Data

0.8 1.0 : Beta Y0

10 1 3 : N L1 L1

10.3 Program Results

nag_moments_ratio_quad_forms (g01nbc) Example Program Results

n = 10 beta = 0.800 y0 = 1.000

Moments

1 6.820e-01
2 5.357e-01
3 4.427e-01
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NAG Library Function Document

nag_moment_1_landau (g01ptc)

1 Purpose

nag_moment_1_landau (g01ptc) returns the value of the first moment �1 xð Þ of the Landau density
function.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_moment_1_landau (double x)

3 Description

nag_moment_1_landau (g01ptc) evaluates an approximation to the first moment �1 xð Þ of the Landau
density function given by

�1 xð Þ ¼
1

� xð Þ

Z x

�1
�
 �ð Þ d�;

where 
 �ð Þ is described in nag_prob_density_landau (g01mtc), using piecewise approximation by
rational functions. Further details can be found in KÎlbig and Schorr (1984).

To obtain the value of �2 xð Þ, nag_moment_2_landau (g01qtc) can be used.

4 References

KÎlbig K S and Schorr B (1984) A program package for the Landau distribution Comp. Phys. Comm. 31
97–111

5 Arguments

1: x – double Input

On entry: the argument x of the function.

6 Error Indicators and Warnings

7 Accuracy

At least 7 significant digits are usually correct, but occasionally only 6. Such accuracy is normally
considered to be adequate for applications in experimental physics.

8 Parallelism and Performance

nag_moment_1_landau (g01ptc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example evaluates �1 xð Þ at x ¼ 0:5, and prints the results.

10.1 Program Text

/* nag_moment_1_landau (g01ptc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double x, y;
Integer exit_status = 0;

printf(" nag_moment_1_landau (g01ptc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

/* nag_moment_1_landau (g01ptc).
* Landau first moment function Phi_1(x)
*/

y = nag_moment_1_landau(x);

printf("\n X Y\n\n");
printf(" %3.1f %13.4e\n", x, y);

return exit_status;
}

10.2 Program Data

nag_moment_1_landau (g01ptc) Example Program Data
0.5 : Value of X

10.3 Program Results

nag_moment_1_landau (g01ptc) Example Program Results

X Y

0.5 -6.2932e-01
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NAG Library Function Document

nag_moment_2_landau (g01qtc)

1 Purpose

nag_moment_2_landau (g01qtc) returns the value of the second moment �2 xð Þ of the Landau density
function.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_moment_2_landau (double x)

3 Description

nag_moment_2_landau (g01qtc) evaluates an approximation to the second moment �2 xð Þ of the Landau
density function given by

�2 xð Þ ¼
1

� xð Þ

Z x

�1
�2
 �ð Þ d�;

where 
 �ð Þ is described in nag_prob_density_landau (g01mtc), using piecewise approximation by
rational functions. Further details can be found in KÎlbig and Schorr (1984).

To obtain the value of �1 xð Þ, nag_moment_1_landau (g01ptc) can be used.

4 References

KÎlbig K S and Schorr B (1984) A program package for the Landau distribution Comp. Phys. Comm. 31
97–111

5 Arguments

1: x – double Input

On entry: the argument x of the function.

6 Error Indicators and Warnings

7 Accuracy

At least 7 significant digits are usually correct, but occasionally only 6. Such accuracy is normally
considered to be adequate for applications in experimental physics.

8 Parallelism and Performance

nag_moment_2_landau (g01qtc) is not threaded in any implementation.

9 Further Comments

None.

g01 – Simple Calculations on Statistical Data g01qtc
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10 Example

This example evaluates �2 xð Þ at x ¼ 0:5, and prints the results.

10.1 Program Text

/* nag_moment_2_landau (g01qtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double x, y;

printf(" nag_moment_2_landau (g01qtc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

/* nag_moment_2_landau (g01qtc).
* Landau second moment function Phi_2(x)
*/

y = nag_moment_2_landau(x);

printf("\n X Y\n\n");
printf(" %3.1f %13.4e\n", x, y);

return exit_status;
}

10.2 Program Data

nag_moment_2_landau (g01qtc) Example Program Data
0.5 : Value of X

10.3 Program Results

nag_moment_2_landau (g01qtc) Example Program Results

X Y

0.5 9.0868e-01
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NAG Library Function Document

nag_prob_der_landau (g01rtc)

1 Purpose

nag_prob_der_landau (g01rtc) returns the value of the derivative 
0 �ð Þ of the Landau density function.

2 Specification

#include <nag.h>
#include <nagg01.h>

double nag_prob_der_landau (double x)

3 Description

nag_prob_der_landau (g01rtc) evaluates an approximation to the derivative 
0 �ð Þ of the Landau density
function given by


0 �ð Þ ¼ d
 �ð Þ
d�

;

where 
 �ð Þ is described in nag_prob_density_landau (g01mtc), using piecewise approximation by
rational functions. Further details can be found in KÎlbig and Schorr (1984).

To obtain the value of 
 �ð Þ, nag_prob_density_landau (g01mtc) can be used.

4 References

KÎlbig K S and Schorr B (1984) A program package for the Landau distribution Comp. Phys. Comm. 31
97–111

5 Arguments

1: x – double Input

On entry: the argument � of the function.

6 Error Indicators and Warnings

7 Accuracy

At least 7 significant digits are usually correct, but occasionally only 6. Such accuracy is normally
considered to be adequate for applications in experimental physics.

Because of the asymptotic behaviour of 
0 �ð Þ, which is of the order of exp � exp ��ð Þ½ �, underflow may
occur on some machines when � is moderately large and negative.

8 Parallelism and Performance

nag_prob_der_landau (g01rtc) is not threaded in any implementation.

9 Further Comments

None.

g01 – Simple Calculations on Statistical Data g01rtc
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10 Example

This example evaluates 
0 �ð Þ at � ¼ 0:5, and prints the results.

10.1 Program Text

/* nag_prob_der_landau (g01rtc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Scalars */
double x, y;
Integer exit_status = 0;

printf(" nag_prob_der_landau (g01rtc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &x);

#else
scanf("%lf%*[^\n] ", &x);

#endif

/* nag_prob_der_landau (g01rtc).
* Landau derivative function phi’(lambda)
*/

y = nag_prob_der_landau(x);

printf("\n X Y\n\n");
printf(" %3.1f %13.4e\n", x, y);

return exit_status;
}

10.2 Program Data

nag_prob_der_landau (g01rtc) Example Program Data
0.5 : Value of X

10.3 Program Results

nag_prob_der_landau (g01rtc) Example Program Results

X Y

0.5 -3.6034e-02
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NAG Library Function Document

nag_prob_normal_vector (g01sac)

1 Purpose

nag_prob_normal_vector (g01sac) returns a number of one or two tail probabilities for the Normal
distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_normal_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lx, const double x[],
Integer lxmu, const double xmu[], Integer lxstd, const double xstd[],
double p[], Integer ivalid[], NagError *fail)

3 Description

The lower tail probability for the Normal distribution, P Xi � xið Þ is defined by:

P Xi � xið Þ ¼
Z xi

�1
Zi Xið Þ dXi;

where

Zi Xið Þ ¼
1ffiffiffiffiffiffiffiffiffiffiffiffi
2	�i2

p e� Xi��ið Þ2= 2�i2ð Þ;�1 < Xi <1:

The relationship

P Xi � xið Þ ¼ 1
2 erfc

� xi � �ið Þffiffiffi
2
p

�i

� �
is used, where erfc is the complementary error function, and is computed using nag_erfc (s15adc).

When the two tail confidence probability is required the relationship

P Xi � xij jð Þ � P Xi � � xij jð Þ ¼ erf
xi � �ij jffiffiffi

2
p

�i

� �
;

is used, where erf is the error function, and is computed using nag_erf (s15aec).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

g01 – Simple Calculations on Statistical Data g01sac
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5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the returned probabilities should represent. Letting Z denote a
variate from a standard Normal distribution, and zi ¼ xi��i

�i
, then for j ¼ i � 1ð Þ mod ltail, for

i ¼ 1; 2; . . . ;max lx; ltail; lxmu; lxstdð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability is returned, i.e., pi ¼ P Z � zið Þ.
tail½j� ¼ Nag UpperTail

The upper tail probability is returned, i.e., pi ¼ P Z 	 zið Þ.
tail½j� ¼ Nag TwoTailConfid

T h e two t a i l ( c o nfi d e n c e i n t e r v a l ) p r o b a b i l i t y i s r e t u r n e d , i . e . ,
pi ¼ P Z � zij jð Þ � P Z � � zij jð Þ.

tail½j� ¼ Nag TwoTailSignif
T h e t w o t a i l ( s i g n i fi c a n c e l e v e l ) p r o b a b i l i t y i s r e t u r n e d , i . e . ,
pi ¼ P Z 	 zij jð Þ þ P Z � � zij jð Þ.

C o n s t r a i n t : tail½j � 1� ¼ Nag LowerTail, Nag UpperTail, Nag TwoTailConfid o r
Nag TwoTailSignif , for j ¼ 1; 2; . . . ; ltail.

3: lx – Integer Input

On entry: the length of the array x.

Constraint: lx > 0.

4: x½lx� – const double Input

On entry: xi, the Normal variate values with xi ¼ x½j�, j ¼ i� 1ð Þ mod lx.

5: lxmu – Integer Input

On entry: the length of the array xmu.

Constraint: lxmu > 0.

6: xmu½lxmu� – const double Input

On entry: �i, the means with �i ¼ xmu½j�, j ¼ i� 1ð Þ mod lxmu.

7: lxstd – Integer Input

On entry: the length of the array xstd.

Constraint: lxstd > 0.

8: xstd½lxstd� – const double Input

On entry: �i, the standard deviations with �i ¼ xstd½j�, j ¼ i� 1ð Þ mod lxstd.

Constraint: xstd½j � 1� > 0:0, for j ¼ 1; 2; . . . ; lxstd.

9: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least max lx; ltail; lxmu; lxstdð Þ.
On exit: pi, the probabilities for the Normal distribution.

g01sac NAG Library Manual
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10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max lx; ltail; lxmu; lxstdð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating pi.

ivalid½i� 1� ¼ 2

On entry, �i � 0:0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, ltail ¼ valueh i.
Constraint: ltail > 0.

On entry, lx ¼ valueh i.
Constraint: lx > 0.

On entry, lxmu ¼ valueh i.
Constraint: lxmu > 0.

On entry, lxstd ¼ valueh i.
Constraint: lxstd > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail or xstd was invalid.
Check ivalid for more information.

g01 – Simple Calculations on Statistical Data g01sac
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7 Accuracy

Accuracy is limited by machine precision. For detailed error analysis see nag_erfc (s15adc) and
nag_erf (s15aec).

8 Parallelism and Performance

nag_prob_normal_vector (g01sac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

Four values of tail, x, xmu and xstd are input and the probabilities calculated and printed.

10.1 Program Text

/* nag_prob_normal_vector (g01sac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lx, lxmu, lxstd, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *x = 0, *xmu = 0, *xstd = 0, *p = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_normal_vector (g01sac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
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#endif
if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lx);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lx);

#endif
if (!(x = NAG_ALLOC(lx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lxmu);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lxmu);

#endif
if (!(xmu = NAG_ALLOC(lxmu, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lxmu; i++)

#ifdef _WIN32
scanf_s("%lf", &xmu[i]);

#else
scanf("%lf", &xmu[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lxstd);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lxstd);

#endif

g01 – Simple Calculations on Statistical Data g01sac

Mark 26 g01sac.5



if (!(xstd = NAG_ALLOC(lxstd, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lxstd; i++)

#ifdef _WIN32
scanf_s("%lf", &xstd[i]);

#else
scanf("%lf", &xstd[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lx, MAX(lxmu, lxstd)));
if (!(p = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_normal_vector(ltail, tail, lx, x, lxmu, xmu, lxstd, xstd,

p, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_normal_vector (g01sac).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail x xmu xstd ");
printf("p ivalid\n");
printf("-------------------------------------------------------");
printf("--------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %17s %6.2f %6.2f %6.2f %6.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]),
x[i % lx], xmu[i % lxmu], xstd[i % lxstd], p[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(x);
NAG_FREE(xmu);
NAG_FREE(xstd);
NAG_FREE(p);
NAG_FREE(ivalid);

return (exit_status);
}
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10.2 Program Data

nag_prob_normal_vector (g01sac) Example Program Data
4 :: ltail
Nag_LowerTail Nag_UpperTail Nag_TwoTailConfid Nag_TwoTailSignif :: tail
1 :: lx
1.96 :: x
1 :: lxmu
0.0 :: xmu
1 :: lxstd
1.0 :: xstd

10.3 Program Results

nag_prob_normal_vector (g01sac) Example Program Results

tail x xmu xstd p ivalid
---------------------------------------------------------------------

Nag_LowerTail 1.96 0.00 1.00 0.975 0
Nag_UpperTail 1.96 0.00 1.00 0.025 0

Nag_TwoTailConfid 1.96 0.00 1.00 0.950 0
Nag_TwoTailSignif 1.96 0.00 1.00 0.050 0
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NAG Library Function Document

nag_prob_students_t_vector (g01sbc)

1 Purpose

nag_prob_students_t_vector (g01sbc) returns a number of one or two tail probabilities for the Student's
t-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_students_t_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lt, const double t[],
Integer ldf, const double df[], double p[], Integer ivalid[],
NagError *fail)

3 Description

The lower tail probability for the Student's t-distribution with �i degrees of freedom, P Ti � ti : �ið Þ is
defined by:

P Ti � ti : �ið Þ ¼ � �i þ 1ð Þ=2ð Þffiffiffiffiffiffiffi
	�i
p

� �i=2ð Þ

Z ti

�1
1þ Ti

2

�i

� �� �iþ1ð Þ=2

dTi; �i 	 1:

Computationally, there are two situations:

(i) when �i < 20, a transformation of the beta distribution, P�i Bi � �i : ai; bið Þ is used

P Ti � ti : �ið Þ ¼ 1
2P�i Bi �

�i

�i þ ti2
: �i=2; 12

� �
when ti < 0:0

or

P Ti � ti : �ið Þ ¼ 1
2þ 1

2P�i Bi 	
�i

�i þ ti2
: �i=2; 12

� �
when ti > 0:0;

(ii) when �i 	 20, an asymptotic normalizing expansion of the Cornish–Fisher type is used to evaluate
the probability, see Hill (1970).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Hill G W (1970) Student's t-distribution Comm. ACM 13(10) 617–619
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5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the returned probabilities should represent. For
j ¼ i � 1ð Þ mod ltail, for i ¼ 1; 2; . . . ;max ltail; lt; ldfð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability is returned, i.e., pi ¼ P Ti � ti : �ið Þ.
tail½j� ¼ Nag UpperTail

The upper tail probability is returned, i.e., pi ¼ P Ti 	 ti : �ið Þ.
tail½j� ¼ Nag TwoTailConfid

The two tail (confidence interval) probability is returned,
i.e., pi ¼ P Ti � tij j : �ið Þ � P Ti � � tij j : �ið Þ.

tail½j� ¼ Nag TwoTailSignif
The two tail (significance level) probability is returned,
i.e., pi ¼ P Ti 	 tij j : �ið Þ þ P Ti � � tij j : �ið Þ.

C o n s t r a i n t : tail½j � 1� ¼ Nag LowerTail, Nag UpperTail, Nag TwoTailConfid o r
Nag TwoTailSignif , for j ¼ 1; 2; . . . ; ltail.

3: lt – Integer Input

On entry: the length of the array t.

Constraint: lt > 0.

4: t½lt� – const double Input

On entry: ti, the values of the Student's t variates with ti ¼ t½j�, j ¼ i� 1ð Þ mod lt.

5: ldf – Integer Input

On entry: the length of the array df.

Constraint: ldf > 0.

6: df½ldf� – const double Input

On entry: �i, the degrees of freedom of the Student's t-distribution with �i ¼ df½j�,
j ¼ i� 1ð Þ mod ldf.

Constraint: df½j � 1� 	 1:0, for j ¼ 1; 2; . . . ; ldf.

7: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least max ltail; lt; ldfð Þ.
On exit: pi, the probabilities for the Student's t distribution.

8: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lt; ldfð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.
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ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating pi.

ivalid½i� 1� ¼ 2

On entry, �i < 1:0.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: ldf > 0.

On entry, array size ¼ valueh i.
Constraint: lt > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail or df was invalid.
Check ivalid for more information.

7 Accuracy

The computed probability should be accurate to five significant places for reasonable probabilities but
there will be some loss of accuracy for very low probabilities (less than 10�10), see Hastings and
Peacock (1975).

8 Parallelism and Performance

nag_prob_students_t_vector (g01sbc) is not threaded in any implementation.
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9 Further Comments

The probabilities could also be obtained by using the appropriate transformation to a beta distribution
(see Abramowitz and Stegun (1972)) and using nag_prob_beta_vector (g01sec). This function allows
you to set the required accuracy.

10 Example

This example reads values from, and degrees of freedom for Student's t-distributions along with the
required tail. The probabilities are calculated and printed.

10.1 Program Text

/* nag_prob_students_t_vector (g01sbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lt, ldf, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *t = 0, *df = 0, *p = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_students_t_vector (g01sbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
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scanf_s("%39s", ctail, (unsigned)_countof(ctail));
#else

scanf("%39s", ctail);
#endif

tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lt);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lt);

#endif
if (!(t = NAG_ALLOC(lt, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lt; i++)

#ifdef _WIN32
scanf_s("%lf", &t[i]);

#else
scanf("%lf", &t[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf);

#endif
if (!(df = NAG_ALLOC(ldf, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf; i++)

#ifdef _WIN32
scanf_s("%lf", &df[i]);

#else
scanf("%lf", &df[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lt, ldf));
if (!(p = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_students_t_vector(ltail, tail, lt, t, ldf, df, p, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_students_t_vector (g01sbc).\n%s\n",
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fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail t df p ivalid\n");
printf("-----------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %17s %6.3f %6.1f %6.4f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), t[i % lt], df[i % ldf],
p[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(t);
NAG_FREE(df);
NAG_FREE(p);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_students_t_vector (g01sbc) Example Program Data
4 :: ltail
Nag_LowerTail Nag_TwoTailSignif Nag_TwoTailConfid Nag_UpperTail :: tail
1 :: lt
0.85 :: t
1 :: ldf
20.0 :: df

10.3 Program Results

nag_prob_students_t_vector (g01sbc) Example Program Results

tail t df p ivalid
-----------------------------------------------------------

Nag_LowerTail 0.850 20.0 0.7973 0
Nag_TwoTailSignif 0.850 20.0 0.4054 0
Nag_TwoTailConfid 0.850 20.0 0.5946 0

Nag_UpperTail 0.850 20.0 0.2027 0
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NAG Library Function Document

nag_prob_chi_sq_vector (g01scc)

1 Purpose

nag_prob_chi_sq_vector (g01scc) returns a number of lower or upper tail probabilities for the
�2-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_chi_sq_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lx, const double x[],
Integer ldf, const double df[], double p[], Integer ivalid[],
NagError *fail)

3 Description

The lower tail probability for the �2-distribution with �i degrees of freedom, P ¼ Xi � xi : �ið Þ is
defined by:

P ¼ Xi � xi : �ið Þ ¼ 1

2�i=2� �i=2ð Þ

Z xi

0:0
Xi

�i=2�1e�Xi=2 dXi; xi 	 0; �i > 0:

To calculate P ¼ Xi � xi : �ið Þ a transformation of a gamma distribution is employed, i.e., a
�2-distribution with �i degrees of freedom is equal to a gamma distribution with scale parameter 2 and
shape parameter �i=2.

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates whether the lower or upper tail probabilities are required. For
j ¼ i � 1ð Þ mod ltail, for i ¼ 1; 2; . . . ;max ltail; lx; ldfð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability is returned, i.e., pi ¼ P Xi � xi : �ið Þ.
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tail½j� ¼ Nag UpperTail
The upper tail probability is returned, i.e., pi ¼ P Xi 	 xi : �ið Þ.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lx – Integer Input

On entry: the length of the array x.

Constraint: lx > 0.

4: x½lx� – const double Input

On entry: xi, the values of the �2 variates with �i degrees of freedom with xi ¼ x½j�,
j ¼ i� 1ð Þ mod lx.

Constraint: x½j � 1� 	 0:0, for j ¼ 1; 2; . . . ; lx.

5: ldf – Integer Input

On entry: the length of the array df.

Constraint: ldf > 0.

6: df½ldf� – const double Input

On entry: �i, the degrees of freedom of the �2-distribution with �i ¼ df½j�, j ¼ i� 1ð Þ mod ldf.

Constraint: df½j � 1� > 0:0, for j ¼ 1; 2; . . . ; ldf.

7: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least max ltail; ldf; lxð Þ.

On exit: pi, the probabilities for the �2 distribution.

8: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; ldf; lxð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating pi.

ivalid½i� 1� ¼ 2

On entry, xi < 0:0.

ivalid½i� 1� ¼ 3

On entry, �i � 0:0.

ivalid½i� 1� ¼ 4
The solution has failed to converge while calculating the gamma variate. The result
returned should represent an approximation to the solution.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: ldf > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

On entry, array size ¼ valueh i.
Constraint: lx > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of x, df or tail was invalid, or the solution failed to converge.
Check ivalid for more information.

7 Accuracy

A relative accuracy of five significant figures is obtained in most cases.

8 Parallelism and Performance

nag_prob_chi_sq_vector (g01scc) is not threaded in any implementation.

9 Further Comments

For higher accuracy the transformation described in Section 3 may be used with a direct call to
nag_incomplete_gamma (s14bac).

10 Example

Values from various �2-distributions are read, the lower tail probabilities calculated, and all these values
printed out.
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10.1 Program Text

/* nag_prob_chi_sq_vector (g01scc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lx, ldf, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *x = 0, *df = 0, *p = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_chi_sq_vector (g01scc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lx);
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#else
scanf("%" NAG_IFMT "%*[^\n] ", &lx);

#endif
if (!(x = NAG_ALLOC(lx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lx; i++)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf);

#endif
if (!(df = NAG_ALLOC(ldf, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf; i++)

#ifdef _WIN32
scanf_s("%lf", &df[i]);

#else
scanf("%lf", &df[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lx, ldf));
if (!(p = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_chi_sq_vector(ltail, tail, lx, x, ldf, df, p, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_chi_sq_vector (g01scc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail x df p ivalid\n");
printf(" --------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.3f %6.1f %6.4f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), x[i % lx], df[i % ldf],
p[i], ivalid[i]);
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END:
NAG_FREE(tail);
NAG_FREE(x);
NAG_FREE(df);
NAG_FREE(p);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_chi_sq_vector (g01scc) Example Program Data
1 :: ltail
Nag_LowerTail :: tail
3 :: lx
8.26 6.2 55.76 :: x
3 :: ldf
20.0 7.5 45.0 :: df

10.3 Program Results

nag_prob_chi_sq_vector (g01scc) Example Program Results

tail x df p ivalid
--------------------------------------------------------

Nag_LowerTail 8.260 20.0 0.0100 0
Nag_LowerTail 6.200 7.5 0.4279 0
Nag_LowerTail 55.760 45.0 0.8694 0
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NAG Library Function Document

nag_prob_f_vector (g01sdc)

1 Purpose

nag_prob_f_vector (g01sdc) returns a number of lower or upper tail probabilities for the F or variance-
ratio distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_f_vector (Integer ltail, const Nag_TailProbability tail[],
Integer lf, const double f[], Integer ldf1, const double df1[],
Integer ldf2, const double df2[], double p[], Integer ivalid[],
NagError *fail)

3 Description

The lower tail probability for the F , or variance-ratio, distribution with ui and vi degrees of freedom,
P Fi � fi : ui; við Þ, is defined by:

P Fi � fi : ui; við Þ ¼ ui
ui=2vi

vi=2� ui þ við Þ=2ð Þ
� ui=2ð Þ� vi=2ð Þ

Z fi

0
Fi

ui�2ð Þ=2 uiFi þ við Þ� uiþvið Þ=2dFi;

for ui, vi > 0, fi 	 0.

The probability is computed by means of a transformation to a beta distribution, P�i Bi � �i : ai; bið Þ:

P Fi � fi : ui; við Þ ¼ P�i Bi �
uifi

uifi þ vi
: ui=2; vi=2

� �
and using a call to nag_prob_beta_dist (g01eec).

For very large values of both ui and vi, greater than 105, a normal approximation is used. If only one of
ui or vi is greater than 105 then a �2 approximation is used, see Abramowitz and Stegun (1972).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

g01 – Simple Calculations on Statistical Data g01sdc

Mark 26 g01sdc.1



2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates whether the lower or upper tail probabilities are required. For
j ¼ i � 1ð Þ mod ltail, for i ¼ 1; 2; . . . ;max ltail; lf; ldf1; ldf2ð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability is returned, i.e., pi ¼ P Fi � fi : ui; við Þ.
tail½j� ¼ Nag UpperTail

The upper tail probability is returned, i.e., pi ¼ P Fi 	 fi : ui; við Þ.
Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lf – Integer Input

On entry: the length of the array f.

Constraint: lf > 0.

4: f½lf� – const double Input

On entry: fi, the value of the F variate with fi ¼ f½j�, j ¼ i� 1ð Þ mod lf.

Constraint: f½j � 1� 	 0:0, for j ¼ 1; 2; . . . ; lf.

5: ldf1 – Integer Input

On entry: the length of the array df1.

Constraint: ldf1 > 0.

6: df1½ldf1� – const double Input

On entry: ui, the degrees of freedom of the numerator variance with ui ¼ df1½j�,
j ¼ i� 1ð Þ mod ldf1.

Constraint: df1½j � 1� > 0:0, for j ¼ 1; 2; . . . ; ldf1.

7: ldf2 – Integer Input

On entry: the length of the array df2.

Constraint: ldf2 > 0.

8: df2½ldf2� – const double Input

On entry: vi, the degrees of freedom of the denominator variance with vi ¼ df2½j�,
j ¼ i� 1ð Þ mod ldf2.

Constraint: df2½j � 1� > 0:0, for j ¼ 1; 2; . . . ; ldf2.

9: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least max ltail; lf; ldf1; ldf2ð Þ.
On exit: pi, the probabilities for the F -distribution.

10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lf; ldf1; ldf2ð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating pi.
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ivalid½i� 1� ¼ 2

On entry, fi < 0:0.

ivalid½i� 1� ¼ 3

On entry, ui � 0:0,
or vi � 0:0.

ivalid½i� 1� ¼ 4
The solution has failed to converge. The result returned should represent an approximation
to the solution.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: ldf1 > 0.

On entry, array size ¼ valueh i.
Constraint: ldf2 > 0.

On entry, array size ¼ valueh i.
Constraint: lf > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of f, df1, df2 or tail was invalid, or the solution failed to converge.
Check ivalid for more information.

7 Accuracy

The result should be accurate to five significant digits.
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8 Parallelism and Performance

nag_prob_f_vector (g01sdc) is not threaded in any implementation.

9 Further Comments

For higher accuracy nag_prob_beta_vector (g01sec) can be used along with the transformations given in
Section 3.

10 Example

This example reads values from, and degrees of freedom for, a number of F -distributions and computes
the associated lower tail probabilities.

10.1 Program Text

/* nag_prob_f_vector (g01sdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lf, ldf1, ldf2, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *f = 0, *df1 = 0, *df2 = 0, *p = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_f_vector (g01sdc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lf);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lf);

#endif
if (!(f = NAG_ALLOC(lf, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lf; i++)

#ifdef _WIN32
scanf_s("%lf", &f[i]);

#else
scanf("%lf", &f[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf1);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf1);

#endif
if (!(df1 = NAG_ALLOC(ldf1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf1; i++)

#ifdef _WIN32
scanf_s("%lf", &df1[i]);

#else
scanf("%lf", &df1[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf2);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf2);

#endif
if (!(df2 = NAG_ALLOC(ldf2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
for (i = 0; i < ldf2; i++)

#ifdef _WIN32
scanf_s("%lf", &df2[i]);

#else
scanf("%lf", &df2[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lf, MAX(ldf1, ldf2)));
if (!(p = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_f_vector(ltail, tail, lf, f, ldf1, df1, ldf2, df2,

p, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_f_vector (g01sdc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail f df1 df2 ");
printf("p ivalid\n");
printf(" ----------------------------------------------------");
printf("--------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.2f %6.2f %6.2f %6.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), f[i % lf], df1[i % ldf1],
df2[i % ldf2], p[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(f);
NAG_FREE(df1);
NAG_FREE(df2);
NAG_FREE(p);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_f_vector (g01sdc) Example Program Data
1 :: ltail
Nag_LowerTail :: tail
3 :: lf1
5.5 39.9 2.5 :: f
3 :: ldf1
1.5 1.0 20.25 :: df1
3 :: ldf2
25.5 1.0 1.0 :: df2
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10.3 Program Results

nag_prob_f_vector (g01sdc) Example Program Results

tail f df1 df2 p ivalid
------------------------------------------------------------------

Nag_LowerTail 5.50 1.50 25.50 0.984 0
Nag_LowerTail 39.90 1.00 1.00 0.900 0
Nag_LowerTail 2.50 20.25 1.00 0.534 0
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NAG Library Function Document

nag_prob_beta_vector (g01sec)

1 Purpose

nag_prob_beta_vector (g01sec) computes a number of lower or upper tail probabilities for the beta
distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_beta_vector (Integer ltail, const Nag_TailProbability tail[],
Integer lbeta, const double beta[], Integer la, const double a[],
Integer lb, const double b[], double p[], Integer ivalid[],
NagError *fail)

3 Description

The lower tail probability, P Bi � �i : ai; bið Þ is defined by

P Bi � �i : ai; bið Þ ¼ � ai þ bið Þ
� aið Þ� bið Þ

Z �i

0
Bi

ai�1 1� Bið Þbi�1 dBi ¼ I�i ai; bið Þ; 0 � �i � 1; ai; bi > 0:

The function I�i ai; bið Þ, also known as the incomplete beta function is calculated using
nag_incomplete_beta (s14ccc).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Majumder K L and Bhattacharjee G P (1973) Algorithm AS 63. The incomplete beta integral Appl.
Statist. 22 409–411

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates whether a lower or upper tail probabilities are required. For
j ¼ i � 1ð Þ mod ltail, for i ¼ 1; 2; . . . ;max ltail; lbeta; la; lbð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability is returned, i.e., pi ¼ P Bi � �i : ai; bið Þ.
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tail½j� ¼ Nag UpperTail
The upper tail probability is returned, i.e., pi ¼ P Bi 	 �i : ai; bið Þ.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lbeta – Integer Input

On entry: the length of the array beta.

Constraint: lbeta > 0.

4: beta½lbeta� – const double Input

On entry: �i, the value of the beta variate with �i ¼ beta½j�, j ¼ i� 1ð Þ mod lbeta.

Constraint: 0:0 � beta½j � 1� � 1:0, for j ¼ 1; 2; . . . ; lbeta.

5: la – Integer Input

On entry: the length of the array a.

Constraint: la > 0.

6: a½la� – const double Input

On entry: ai, the first parameter of the required beta distribution with ai ¼ a½j�,
j ¼ i� 1ð Þ mod la.

Constraint: a½j � 1� > 0:0, for j ¼ 1; 2; . . . ; la.

7: lb – Integer Input

On entry: the length of the array b.

Constraint: lb > 0.

8: b½lb� – const double Input

On entry: bi, the second parameter of the required beta distribution with bi ¼ b½j�,
j ¼ i� 1ð Þ mod lb.

Constraint: b½j � 1� > 0:0, for j ¼ 1; 2; . . . ; lb.

9: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least max ltail; lbeta; la; lbð Þ.
On exit: pi, the probabilities for the beta distribution.

10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lbeta; la; lbð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating pi.

ivalid½i� 1� ¼ 2

On entry, �i < 0:0,
or �i > 1:0.
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ivalid½i� 1� ¼ 3

On entry, ai � 0:0,
or bi � 0:0,

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: la > 0.

On entry, array size ¼ valueh i.
Constraint: lb > 0.

On entry, array size ¼ valueh i.
Constraint: lbeta > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of beta, a, b or tail was invalid.
Check ivalid for more information.

7 Accuracy

The accuracy is limited by the error in the incomplete beta function. See Section 7 in
nag_incomplete_beta (s14ccc) for further details.

8 Parallelism and Performance

nag_prob_beta_vector (g01sec) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example reads values from a number of beta distributions and computes the associated lower tail
probabilities.

10.1 Program Text

/* nag_prob_beta_vector (g01sec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lbeta, la, lb, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *beta = 0, *a = 0, *b = 0, *p = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_beta_vector (g01sec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
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scanf("%39s", ctail);
#endif

tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lbeta);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lbeta);

#endif
if (!(beta = NAG_ALLOC(lbeta, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lbeta; i++)

#ifdef _WIN32
scanf_s("%lf", &beta[i]);

#else
scanf("%lf", &beta[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &la);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &la);

#endif
if (!(a = NAG_ALLOC(la, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < la; i++)

#ifdef _WIN32
scanf_s("%lf", &a[i]);

#else
scanf("%lf", &a[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lb);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lb);

#endif
if (!(b = NAG_ALLOC(lb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lb; i++)

#ifdef _WIN32
scanf_s("%lf", &b[i]);

#else
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scanf("%lf", &b[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lbeta, MAX(la, lb)));
if (!(p = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_beta_vector(ltail, tail, lbeta, beta, la, a, lb, b,

p, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_beta_vector (g01sec).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail beta a b ");
printf("p ivalid\n");
printf(" ----------------------------------------------------");
printf("--------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.2f %6.2f %6.2f %6.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), beta[i % lbeta],
a[i % la], b[i % lb], p[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(beta);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(p);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_beta_vector (g01sec) Example Program Data
1 :: ltail
Nag_LowerTail :: tail
3 :: lbeta
0.26 0.75 0.5 :: beta
3 :: la
1.0 1.5 2.0 :: a
3 :: lb
2.0 1.5 1.0 :: b
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10.3 Program Results

nag_prob_beta_vector (g01sec) Example Program Results

tail beta a b p ivalid
------------------------------------------------------------------

Nag_LowerTail 0.26 1.00 2.00 0.452 0
Nag_LowerTail 0.75 1.50 1.50 0.804 0
Nag_LowerTail 0.50 2.00 1.00 0.250 0
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NAG Library Function Document

nag_prob_gamma_vector (g01sfc)

1 Purpose

nag_prob_gamma_vector (g01sfc) returns a number of lower or upper tail probabilities for the gamma
distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_gamma_vector (Integer ltail, const Nag_TailProbability tail[],
Integer lg, const double g[], Integer la, const double a[], Integer lb,
const double b[], double p[], Integer ivalid[], NagError *fail)

3 Description

The lower tail probability for the gamma distribution with parameters �i and �i, P Gi � gið Þ, is defined
by:

P Gi � gi : �i; �ið Þ ¼ 1

�i
�i� �ið Þ

Z gi

0
Gi

�i�1e�Gi=�i dGi; �i > 0:0; �i > 0:0:

The mean of the distribution is �i�i and its variance is �i�i
2. The transformation Zi ¼

Gi

�i
is applied to

yield the following incomplete gamma function in normalized form,

P Gi � gi : �i; �ið Þ ¼ P Zi � gi=�i : �i; 1:0ð Þ ¼ 1

� �ið Þ

Z gi=�i

0
Zi

�i�1e�Zi dZi:

This is then evaluated using nag_incomplete_gamma (s14bac).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates whether a lower or upper tail probability is required. For
j ¼ i � 1ð Þ mod ltail, for i ¼ 1; 2; . . . ;max ltail; lg; la; lbð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability is returned, i.e., pi ¼ P Gi � gi : �i; �ið Þ.
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tail½j� ¼ Nag UpperTail
The upper tail probability is returned, i.e., pi ¼ P Gi 	 gi : �i; �ið Þ.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lg – Integer Input

On entry: the length of the array g.

Constraint: lg > 0.

4: g½lg� – const double Input

On entry: gi, the value of the gamma variate with gi ¼ g½j�, j ¼ i� 1ð Þ mod lg.

Constraint: g½j � 1� 	 0:0, for j ¼ 1; 2; . . . ; lg.

5: la – Integer Input

On entry: the length of the array a.

Constraint: la > 0.

6: a½la� – const double Input

On entry: the parameter �i of the gamma distribution with �i ¼ a½j�, j ¼ i� 1ð Þ mod la.

Constraint: a½j � 1� > 0:0, for j ¼ 1; 2; . . . ; la.

7: lb – Integer Input

On entry: the length of the array b.

Constraint: lb > 0.

8: b½lb� – const double Input

On entry: the parameter �i of the gamma distribution with �i ¼ b½j�, j ¼ i� 1ð Þ mod lb.

Constraint: b½j � 1� > 0:0, for j ¼ 1; 2; . . . ; lb.

9: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least max lg; la; lb; ltailð Þ.
On exit: pi, the probabilities of the beta distribution.

10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max lg; la; lb; ltailð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating pi.

ivalid½i� 1� ¼ 2

On entry, gi < 0:0.

ivalid½i� 1� ¼ 3

On entry, �i � 0:0,
or �i � 0:0.
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ivalid½i� 1� ¼ 4
The solution did not converge in 600 iterations, see nag_incomplete_gamma (s14bac) for
details. The probability returned should be a reasonable approximation to the solution.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: la > 0.

On entry, array size ¼ valueh i.
Constraint: lb > 0.

On entry, array size ¼ valueh i.
Constraint: lg > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of g, a, b or tail was invalid, or the solution did not converge.
Check ivalid for more information.

7 Accuracy

The result should have a relative accuracy of machine precision. There are rare occasions when the
relative accuracy attained is somewhat less than machine precision but the error should not exceed
more than 1 or 2 decimal places.

8 Parallelism and Performance

nag_prob_gamma_vector (g01sfc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_prob_gamma_vector (g01sfc) to calculate each probability varies slightly with
the input arguments gi, �i and �i.

10 Example

This example reads in values from a number of gamma distributions and computes the associated lower
tail probabilities.

10.1 Program Text

/* nag_prob_gamma_vector (g01sfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lg, la, lb, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *g = 0, *a = 0, *b = 0, *p = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_gamma_vector (g01sfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));
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#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lg);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lg);

#endif
if (!(g = NAG_ALLOC(lg, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lg; i++)

#ifdef _WIN32
scanf_s("%lf", &g[i]);

#else
scanf("%lf", &g[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &la);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &la);

#endif
if (!(a = NAG_ALLOC(la, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < la; i++)

#ifdef _WIN32
scanf_s("%lf", &a[i]);

#else
scanf("%lf", &a[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lb);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lb);

#endif
if (!(b = NAG_ALLOC(lb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lb; i++)

#ifdef _WIN32
scanf_s("%lf", &b[i]);
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#else
scanf("%lf", &b[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lg, MAX(la, lb)));
if (!(p = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_gamma_vector(ltail, tail, lg, g, la, a, lb, b, p, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_gamma_vector (g01sfc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail g a b ");
printf("p ivalid\n");
printf(" --------------------------------------------");
printf("----------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.2f %6.2f %6.2f %6.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), g[i % lg], a[i % la],
b[i % lb], p[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(g);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(p);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_gamma_vector (g01sfc) Example Program Data
1 :: ltail
Nag_LowerTail :: tail
4 :: lg
15.5 0.5 10.0 5.0 :: g
4 :: la
4.0 4.0 1.0 2.0 :: a
4 :: lb
2.0 1.0 2.0 2.0 :: b
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10.3 Program Results

nag_prob_gamma_vector (g01sfc) Example Program Results

tail g a b p ivalid
------------------------------------------------------------------

Nag_LowerTail 15.50 4.00 2.00 0.950 0
Nag_LowerTail 0.50 4.00 1.00 0.002 0
Nag_LowerTail 10.00 1.00 2.00 0.993 0
Nag_LowerTail 5.00 2.00 2.00 0.713 0
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NAG Library Function Document

nag_prob_binomial_vector (g01sjc)

1 Purpose

nag_prob_binomial_vector (g01sjc) returns a number of the lower tail, upper tail and point probabilities
for the binomial distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_binomial_vector (Integer ln, const Integer n[], Integer lp,
const double p[], Integer lk, const Integer k[], double plek[],
double pgtk[], double peqk[], Integer ivalid[], NagError *fail)

3 Description

Let X ¼ Xi : i ¼ 1; 2; . . . ;mf g denote a vector of random variables each having a binomial distribution
with parameters ni and pi (ni 	 0 and 0 < pi < 1). Then

Prob Xi ¼ kif g ¼ ni
ki

� �
pi
ki 1� pið Þni�ki ; ki ¼ 0; 1; . . . ; ni:

The mean of the each distribution is given by nipi and the variance by nipi 1� pið Þ.
nag_prob_binomial_vector (g01sjc) computes, for given ni, pi and ki, the probabilities: Prob Xi � kif g,
Prob Xi > kif g and Prob Xi ¼ kif g using an algorithm similar to that described in KnÏsel (1986) for the
Poisson distribution.

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

KnÏsel L (1986) Computation of the chi-square and Poisson distribution SIAM J. Sci. Statist. Comput. 7
1022–1036

5 Arguments

1: ln – Integer Input

On entry: the length of the array n.

Constraint: ln > 0.

2: n½ln� – const Integer Input

On entry: ni, the first parameter of the binomial distribution with ni ¼ n½j�, j ¼ i� 1ð Þ mod ln,
for i ¼ 1; 2; . . . ;max ln; lp; lkð Þ.
Constraint: n½j � 1� 	 0, for j ¼ 1; 2; . . . ; ln.

g01 – Simple Calculations on Statistical Data g01sjc

Mark 26 g01sjc.1



3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the second parameter of the binomial distribution with pi ¼ p½j�,
j ¼ i� 1ð Þ mod lp.

Constraint: 0:0 < p½j � 1� < 1:0, for j ¼ 1; 2; . . . ; lp.

5: lk – Integer Input

On entry: the length of the array k.

Constraint: lk > 0.

6: k½lk� – const Integer Input

On entry: ki, the integer which defines the required probabilities with ki ¼ k½j�,
j ¼ i� 1ð Þ mod lk.

Constraint: 0 � ki � ni.

7: plek½dim� – double Output

Note: the dimension, dim, of the array plek must be at least max ln; lp; lkð Þ.
On exit: Prob Xi � kif g, the lower tail probabilities.

8: pgtk½dim� – double Output

Note: the dimension, dim, of the array pgtk must be at least max ln; lp; lkð Þ.
On exit: Prob Xi > kif g, the upper tail probabilities.

9: peqk½dim� – double Output

Note: the dimension, dim, of the array peqk must be at least max ln; lp; lkð Þ.
On exit: Prob Xi ¼ kif g, the point probabilities.

10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ln; lp; lkð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, ni < 0.

ivalid½i� 1� ¼ 2

On entry, pi � 0:0,
or pi 	 1:0.

ivalid½i� 1� ¼ 3

On entry, ki < 0,
or ki > ni.

ivalid½i� 1� ¼ 4

On entry, ni is too large to be represented exactly as a real number.
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ivalid½i� 1� ¼ 5

On entry, the variance ( ¼ nipi 1� pið Þ) exceeds 106.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: lk > 0.

On entry, array size ¼ valueh i.
Constraint: ln > 0.

On entry, array size ¼ valueh i.
Constraint: lp > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of n, p or k was invalid.
Check ivalid for more information.

7 Accuracy

Results are correct to a relative accuracy of at least 10�6 on machines with a precision of 9 or more
decimal digits, and to a relative accuracy of at least 10�3 on machines of lower precision (provided that
the results do not underflow to zero).

8 Parallelism and Performance

nag_prob_binomial_vector (g01sjc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_prob_binomial_vector (g01sjc) to calculate each probability depends on the
variance ( ¼ nipi 1� pið Þ) and on ki. For given variance, the time is greatest when ki � nipi
( ¼ the mean), and is then approximately proportional to the square-root of the variance.

10 Example

This example reads a vector of values for n, p and k, and prints the corresponding probabilities.

10.1 Program Text

/* nag_prob_binomial_vector (g01sjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer lk, lp, ln, i, lout;
Integer *ivalid = 0, *k = 0, *n = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *peqk = 0, *pgtk = 0, *plek = 0, *p = 0;

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_binomial_vector (g01sjc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ln);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ln);

#endif
if (!(n = NAG_ALLOC(ln, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ln; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n[i]);

#else
scanf("%" NAG_IFMT "", &n[i]);

#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lk);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lk);

#endif
if (!(k = NAG_ALLOC(lk, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lk; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &k[i]);

#else
scanf("%" NAG_IFMT "", &k[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ln, MAX(lp, lk));
if (!(peqk = NAG_ALLOC(lout, double)) ||

!(pgtk = NAG_ALLOC(lout, double)) ||
!(plek = NAG_ALLOC(lout, double)) ||
!(ivalid = NAG_ALLOC(lout, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_binomial_vector(ln, n, lp, p, lk, k,

plek, pgtk, peqk, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_binomial_vector (g01sjc).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NW_IVALID)
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goto END;
}

/* Display title */
printf(" n p k ");
printf("plek pgtk peqk ivalid\n");
printf(" --------------------------------");
printf("----------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++) {

printf(" %6" NAG_IFMT " %6.3f %6" NAG_IFMT "",
n[i % ln], p[i % lp], k[i % lk]);

printf(" %6.3f %6.3f %6.3f %3" NAG_IFMT "\n",
plek[i], pgtk[i], peqk[i], ivalid[i]);

}
END:

NAG_FREE(n);
NAG_FREE(p);
NAG_FREE(k);
NAG_FREE(plek);
NAG_FREE(pgtk);
NAG_FREE(peqk);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_binomial_vector (g01sjc) Example Program Data
4 :: ln
4 19 100 2000 :: n
4 :: lp
0.500 0.440 0.750 0.330 :: p
4 :: lk
2 13 67 700 :: k

10.3 Program Results

nag_prob_binomial_vector (g01sjc) Example Program Results

n p k plek pgtk peqk ivalid
------------------------------------------------------------------

4 0.500 2 0.688 0.312 0.375 0
19 0.440 13 0.991 0.009 0.019 0

100 0.750 67 0.045 0.955 0.017 0
2000 0.330 700 0.973 0.027 0.003 0
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NAG Library Function Document

nag_prob_poisson_vector (g01skc)

1 Purpose

nag_prob_poisson_vector (g01skc) returns a number of the lower tail, upper tail and point probabilities
for the Poisson distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_poisson_vector (Integer ll, const double l[], Integer lk,
const Integer k[], double plek[], double pgtk[], double peqk[],
Integer ivalid[], NagError *fail)

3 Description

Let X ¼ Xi : i ¼ 1; 2; . . . ;mf g denote a vector of random variables each having a Poisson distribution
with parameter �i > 0ð Þ. Then

Prob Xi ¼ kif g ¼ e��i�i
ki

ki!
; ki ¼ 0; 1; 2; . . .

The mean and variance of each distribution are both equal to �i.

nag_prob_poisson_vector (g01skc) computes, for given �i and ki the probabilities: Prob Xi � kif g,
Prob Xi > kif g and Prob Xi ¼ kif g using the algorithm described in KnÏsel (1986).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

KnÏsel L (1986) Computation of the chi-square and Poisson distribution SIAM J. Sci. Statist. Comput. 7
1022–1036

5 Arguments

1: ll – Integer Input

On entry: the length of the array l.

Constraint: ll > 0.

2: l½ll� – const double Input

On entry: �i, the parameter of the Poisson distribution with �i ¼ l½j�, j ¼ i� 1ð Þ mod ll, for
i ¼ 1; 2; . . . ;max ll; lkð Þ.

Constraint: 0:0 < l½j � 1� � 106, for j ¼ 1; 2; . . . ; ll.

3: lk – Integer Input

On entry: the length of the array k.

Constraint: lk > 0.
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4: k½lk� – const Integer Input

On entry: ki, the integer which defines the required probabilities with ki ¼ k½j�,
j ¼ i� 1ð Þ mod lk.

Constraint: k½j � 1� 	 0, for j ¼ 1; 2; . . . ; lk.

5: plek½dim� – double Output

Note: the dimension, dim, of the array plek must be at least max ll; lkð Þ.
On exit: Prob Xi � kif g, the lower tail probabilities.

6: pgtk½dim� – double Output

Note: the dimension, dim, of the array pgtk must be at least max ll; lkð Þ.
On exit: Prob Xi > kif g, the upper tail probabilities.

7: peqk½dim� – double Output

Note: the dimension, dim, of the array peqk must be at least max ll; lkð Þ.
On exit: Prob Xi ¼ kif g, the point probabilities.

8: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ll; lkð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, �i � 0:0.

ivalid½i� 1� ¼ 2

On entry, ki < 0.

ivalid½i� 1� ¼ 3

On entry, �i > 106.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: lk > 0.

On entry, array size ¼ valueh i.
Constraint: ll > 0.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of l or k was invalid.
Check ivalid for more information.

7 Accuracy

Results are correct to a relative accuracy of at least 10�6 on machines with a precision of 9 or more
decimal digits (provided that the results do not underflow to zero).

8 Parallelism and Performance

nag_prob_poisson_vector (g01skc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_prob_poisson_vector (g01skc) to calculate each probability depends on �i and
ki. For given �i, the time is greatest when ki � �i, and is then approximately proportional to

ffiffiffiffiffi
�i
p

.

10 Example

This example reads a vector of values for � and k, and prints the corresponding probabilities.

10.1 Program Text

/* nag_prob_poisson_vector (g01skc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer lk, ll, i, lout;
Integer *ivalid = 0, *k = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
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/* Double scalar and array declarations */
double *peqk = 0, *pgtk = 0, *plek = 0, *l = 0;

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_poisson_vector (g01skc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ll);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ll);

#endif
if (!(l = NAG_ALLOC(ll, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ll; i++)

#ifdef _WIN32
scanf_s("%lf", &l[i]);

#else
scanf("%lf", &l[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lk);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lk);

#endif
if (!(k = NAG_ALLOC(lk, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lk; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &k[i]);

#else
scanf("%" NAG_IFMT "", &k[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ll, lk);
if (!(peqk = NAG_ALLOC(lout, double)) ||

!(pgtk = NAG_ALLOC(lout, double)) ||
!(plek = NAG_ALLOC(lout, double)) ||
!(ivalid = NAG_ALLOC(lout, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

/* Calculate probability */
nag_prob_poisson_vector(ll, l, lk, k, plek, pgtk, peqk, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_poisson_vector (g01skc).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" l k plek pgtk peqk ivalid\n");
printf(" --------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %6.2f %6" NAG_IFMT " %6.3f %6.3f %6.3f %3" NAG_IFMT
"\n", l[i % ll], k[i % lk], plek[i], pgtk[i], peqk[i], ivalid[i]);

END:
NAG_FREE(l);
NAG_FREE(k);
NAG_FREE(plek);
NAG_FREE(pgtk);
NAG_FREE(peqk);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_poisson_vector (g01skc) Example Program Data
4 :: ll
0.75 9.20 34.0 175.0 :: l
4 :: lk
3 12 25 175 :: k

10.3 Program Results

nag_prob_poisson_vector (g01skc) Example Program Results

l k plek pgtk peqk ivalid
--------------------------------------------------------

0.75 3 0.993 0.007 0.033 0
9.20 12 0.861 0.139 0.078 0

34.00 25 0.067 0.933 0.021 0
175.00 175 0.520 0.480 0.030 0
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NAG Library Function Document

nag_prob_hypergeom_vector (g01slc)

1 Purpose

nag_prob_hypergeom_vector (g01slc) returns a number of the lower tail, upper tail and point
probabilities for the hypergeometric distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_prob_hypergeom_vector (Integer ln, const Integer n[], Integer ll,
const Integer l[], Integer lm, const Integer m[], Integer lk,
const Integer k[], double plek[], double pgtk[], double peqk[],
Integer ivalid[], NagError *fail)

3 Description

Let X ¼ Xi : i ¼ 1; 2; . . . ; rf g denote a vector of random variables having a hypergeometric distribution
with parameters ni, li and mi. Then

Prob Xi ¼ kif g ¼

mi

ki

� �
ni �mi

li � ki

� �
ni
li

� � ;

where max 0; li þmi � nið Þ � ki � min li;mið Þ, 0 � li � ni and 0 � mi � ni.
The hypergeometric distribution may arise if in a population of size ni a number mi are marked. From
this population a sample of size li is drawn and of these ki are observed to be marked.

The mean of the distribution ¼ limi

ni
, and the variance ¼ limi ni � lið Þ ni �mið Þ

ni2 ni � 1ð Þ .

nag_prob_hypergeom_vector (g01slc) computes for given ni, li, mi and ki the probabilities:
Prob Xi � kif g, Prob Xi > kif g and Prob Xi ¼ kif g using an algorithm similar to that described in
KnÏsel (1986) for the Poisson distribution.

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

KnÏsel L (1986) Computation of the chi-square and Poisson distribution SIAM J. Sci. Statist. Comput. 7
1022–1036

5 Arguments

1: ln – Integer Input

On entry: the length of the array n.

Constraint: ln > 0.
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2: n½ln� – const Integer Input

On entry: ni, the parameter of the hypergeometric distribution with ni ¼ n½j�, j ¼ i� 1ð Þ mod ln,
for i ¼ 1; 2; . . . ;max ln; ll; lm; lkð Þ.
Constraint: n½j � 1� 	 0, for j ¼ 1; 2; . . . ; ln.

3: ll – Integer Input

On entry: the length of the array l.

Constraint: ll > 0.

4: l½ll� – const Integer Input

On entry: li, the parameter of the hypergeometric distribution with li ¼ l½j�, j ¼ i� 1ð Þ mod ll.

Constraint: 0 � li � ni.

5: lm – Integer Input

On entry: the length of the array m.

Constraint: lm > 0.

6: m½lm� – const Integer Input

On entry: mi, the parameter of the hypergeometric distribution with mi ¼ m½j�,
j ¼ i� 1ð Þ mod lm.

Constraint: 0 � mi � ni.

7: lk – Integer Input

On entry: the length of the array k.

Constraint: lk > 0.

8: k½lk� – const Integer Input

On entry: ki, the integer which defines the required probabilities with ki ¼ k½j�,
j ¼ i� 1ð Þ mod lk.

Constraint: max 0; li þmi � nið Þ � ki � min li;mið Þ.

9: plek½dim� – double Output

Note: the dimension, dim, of the array plek must be at least max ln; ll; lm; lkð Þ.
On exit: Prob Xi � kif g, the lower tail probabilities.

10: pgtk½dim� – double Output

Note: the dimension, dim, of the array pgtk must be at least max ln; ll; lm; lkð Þ.
On exit: Prob Xi > kif g, the upper tail probabilities.

11: peqk½dim� – double Output

Note: the dimension, dim, of the array peqk must be at least max ln; ll; lm; lkð Þ.
On exit: Prob Xi ¼ kif g, the point probabilities.

12: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ln; ll; lm; lkð Þ.
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On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, ni < 0.

ivalid½i� 1� ¼ 2

On entry, li < 0,
or li > ni.

ivalid½i� 1� ¼ 3

On entry, mi < 0,
or mi > ni.

ivalid½i� 1� ¼ 4

On entry, ki < 0,
or ki > li,
or ki > mi,
or ki < li þmi � ni.

ivalid½i� 1� ¼ 5

On entry, ni is too large to be represented exactly as a real number.

ivalid½i� 1� ¼ 6

On entry, the variance (see Section 3) exceeds 106.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: lk > 0.

On entry, array size ¼ valueh i.
Constraint: ll > 0.

On entry, array size ¼ valueh i.
Constraint: lm > 0.

On entry, array size ¼ valueh i.
Constraint: ln > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of n, l, m or k was invalid, or the variance was too large.
Check ivalid for more information.

7 Accuracy

Results are correct to a relative accuracy of at least 10�6 on machines with a precision of 9 or more
decimal digits (provided that the results do not underflow to zero).

8 Parallelism and Performance

nag_prob_hypergeom_vector (g01slc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_prob_hypergeom_vector (g01slc) to calculate each probability depends on the
variance (see Section 3) and on ki. For given variance, the time is greatest when ki � limi=ni (¼ the
mean), and is then approximately proportional to the square-root of the variance.

10 Example

This example reads a vector of values for n, l, m and k, and prints the corresponding probabilities.

10.1 Program Text

/* nag_prob_hypergeom_vector (g01slc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ln, ll, lm, lk, i, lout;
Integer *ivalid = 0, *n = 0, *l = 0, *m = 0, *k = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *peqk = 0, *pgtk = 0, *plek = 0;
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/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_prob_hypergeom_vector (g01slc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ln);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ln);

#endif
if (!(n = NAG_ALLOC(ln, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ln; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n[i]);

#else
scanf("%" NAG_IFMT "", &n[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ll);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ll);

#endif
if (!(l = NAG_ALLOC(ll, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ll; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &l[i]);

#else
scanf("%" NAG_IFMT "", &l[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lm);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lm);

#endif
if (!(m = NAG_ALLOC(lm, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lm; i++)
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &m[i]);

#else
scanf("%" NAG_IFMT "", &m[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lk);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lk);

#endif
if (!(k = NAG_ALLOC(lk, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lk; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &k[i]);

#else
scanf("%" NAG_IFMT "", &k[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ln, MAX(ll, MAX(lm, lk)));
if (!(peqk = NAG_ALLOC(lout, double)) ||

!(pgtk = NAG_ALLOC(lout, double)) ||
!(plek = NAG_ALLOC(lout, double)) ||
!(ivalid = NAG_ALLOC(lout, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_prob_hypergeom_vector(ln, n, ll, l, lm, m, lk, k,

plek, pgtk, peqk, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prob_hypergeom_vector (g01slc).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" n l m k ");
printf("plek pgtk peqk ivalid\n");
printf(" -----------------------------------");
printf("-----------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++) {

printf(" %6" NAG_IFMT " %6" NAG_IFMT " %6" NAG_IFMT " %6"
NAG_IFMT "", n[i % ln], l[i % ll], m[i % lm], k[i % lk]);

printf(" %6.3f %6.3f %6.3f %3" NAG_IFMT "\n", plek[i], pgtk[i],
peqk[i], ivalid[i]);

}
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END:
NAG_FREE(n);
NAG_FREE(l);
NAG_FREE(m);
NAG_FREE(k);
NAG_FREE(plek);
NAG_FREE(pgtk);
NAG_FREE(peqk);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_prob_hypergeom_vector (g01slc) Example Program Data
4 :: ln
10 40 155 1000 :: n
4 :: ll
2 10 35 444 :: l
4 :: lm
5 3 122 500 :: m
4 :: lk
1 2 22 220 :: k

10.3 Program Results

nag_prob_hypergeom_vector (g01slc) Example Program Results

n l m k plek pgtk peqk ivalid
----------------------------------------------------------------------------

10 2 5 1 0.778 0.222 0.556 0
40 10 3 2 0.988 0.012 0.137 0

155 35 122 22 0.011 0.989 0.008 0
1000 444 500 220 0.424 0.576 0.049 0
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nag_deviates_normal_vector (g01tac)

1 Purpose

nag_deviates_normal_vector (g01tac) returns a number of deviates associated with given probabilities
of the Normal distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_deviates_normal_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lp, const double p[],
Integer lxmu, const double xmu[], Integer lxstd, const double xstd[],
double x[], Integer ivalid[], NagError *fail)

3 Description

The deviate, xpi associated with the lower tail probability, pi, for the Normal distribution is defined as
the solution to

P Xi � xpi
� �

¼ pi ¼
Z xpi

�1
Zi Xið Þ dXi;

where

Zi Xið Þ ¼
1ffiffiffiffiffiffiffiffiffiffiffiffi
2	�i2

p e� Xi��ið Þ2= 2�i2ð Þ; �1 < Xi <1:

The method used is an extension of that of Wichura (1988). pi is first replaced by qi ¼ pi � 0:5.

(a) If qij j � 0:3, zi is computed by a rational Chebyshev approximation

zi ¼ si
Ai si

2
� �

Bi si2ð Þ;

where si ¼
ffiffiffiffiffiffi
2	
p

qi and Ai, Bi are polynomials of degree 7.

(b) If 0:3 < qij j � 0:42, zi is computed by a rational Chebyshev approximation

zi ¼ sign qi
Ci tið Þ
Di tið Þ

� �
;

where ti ¼ qij j � 0:3 and Ci, Di are polynomials of degree 5.

(c) If qij j > 0:42, zi is computed as

zi ¼ sign qi
Ei uið Þ
Fi uið Þ

� �
þ ui

� �
;

where ui ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�2� log min pi; 1� pið Þð Þ

p
and Ei, Fi are polynomials of degree 6.

xpi is then calculated from zi, using the relationsship zpi ¼ xi��i
�i

.

For the upper tail probability �xpi is returned, while for the two tail probabilities the value xipi� is
returned, where pi� is the required tail probability computed from the input value of pi.
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The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Wichura (1988) Algorithm AS 241: the percentage points of the Normal distribution Appl. Statist. 37
477–484

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the supplied probabilities represent. Letting Z denote a variate
from a standard Normal distribution, and zi ¼

xpi��i
�i

, then for j ¼ i � 1ð Þ mod ltail, for
i ¼ 1; 2; . . . ;max ltail; lp; lxmu; lxstdð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability, i.e., pi ¼ P Z � zið Þ.
tail½j� ¼ Nag UpperTail

The upper tail probability, i.e., pi ¼ P Z 	 zið Þ.
tail½j� ¼ Nag TwoTailConfid

The two tail (confidence interval) probability, i.e., pi ¼ P Z � zij jð Þ � P Z � � zij jð Þ.
tail½j� ¼ Nag TwoTailSignif

The two tail (significance level) probability, i.e., pi ¼ P Z 	 zij jð Þ þ P Z � � zij jð Þ.
C o n s t r a i n t : tail½j � 1� ¼ Nag LowerTail, Nag UpperTail, Nag TwoTailConfid o r
Nag TwoTailSignif , for j ¼ 1; 2; . . . ; ltail.

3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the probabilities for the Normal distribution as defined by tail with pi ¼ p½j�,
j ¼ i� 1ð Þ mod lp.

Constraint: 0:0 < p½j � 1� < 1:0, for j ¼ 1; 2; . . . ; lp.

5: lxmu – Integer Input

On entry: the length of the array xmu.

Constraint: lxmu > 0.

6: xmu½lxmu� – const double Input

On entry: �i, the means with �i ¼ xmu½j�, j ¼ i� 1ð Þ mod lxmu.
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7: lxstd – Integer Input

On entry: the length of the array xstd.

Constraint: lxstd > 0.

8: xstd½lxstd� – const double Input

On entry: �i, the standard deviations with �i ¼ xstd½j�, j ¼ i� 1ð Þ mod lxstd.

Constraint: xstd½j � 1� > 0:0, for j ¼ 1; 2; . . . ; lxstd.

9: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least max ltail; lxmu; lxstd; lpð Þ.
On exit: xpi , the deviates for the Normal distribution.

10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lxmu; lxstd; lpð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating xpi .

ivalid½i� 1� ¼ 2

On entry, pi � 0:0,
or pi 	 1:0.

ivalid½i� 1� ¼ 3

On entry, �i � 0:0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: lp > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

On entry, array size ¼ valueh i.
Constraint: lxmu > 0.

On entry, array size ¼ valueh i.
Constraint: lxstd > 0.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail, xstd or p was invalid.
Check ivalid for more information.

7 Accuracy

The accuracy is mainly limited by the machine precision.

8 Parallelism and Performance

nag_deviates_normal_vector (g01tac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads vectors of values for �i, �i and pi and prints the corresponding deviates.

10.1 Program Text

/* nag_deviates_normal_vector (g01tac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lp, lxmu, lxstd, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;
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/* Double scalar and array declarations */
double *p = 0, *xmu = 0, *xstd = 0, *x = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_deviates_normal_vector (g01tac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lxmu);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lxmu);

#endif
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if (!(xmu = NAG_ALLOC(lxmu, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lxmu; i++)

#ifdef _WIN32
scanf_s("%lf", &xmu[i]);

#else
scanf("%lf", &xmu[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lxstd);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lxstd);

#endif
if (!(xstd = NAG_ALLOC(lxstd, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lxstd; i++)

#ifdef _WIN32
scanf_s("%lf", &xstd[i]);

#else
scanf("%lf", &xstd[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lp, MAX(lxmu, lxstd)));
if (!(x = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_deviates_normal_vector(ltail, tail, lp, p, lxmu, xmu, lxstd, xstd,

x, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_normal_vector (g01tac).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail p xmu ");
printf("xstd x ivalid\n");
printf("--------------------------------------------");
printf("-------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %17s %6.3f %6.2f %6.2f %7.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]),
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p[i % lp], xmu[i % lxmu], xstd[i % lxstd], x[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(p);
NAG_FREE(xmu);
NAG_FREE(xstd);
NAG_FREE(x);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_deviates_normal_vector (g01tac) Example Program Data
4 :: ltail
Nag_LowerTail Nag_UpperTail Nag_TwoTailConfid Nag_TwoTailSignif :: tail
4 :: lp
0.975 0.025 0.95 0.05 :: p
1 :: lxmu
0.0 :: xmu
1 :: lxstd
1.0 :: xstd

10.3 Program Results

nag_deviates_normal_vector (g01tac) Example Program Results

tail p xmu xstd x ivalid
---------------------------------------------------------------------

Nag_LowerTail 0.975 0.00 1.00 1.960 0
Nag_UpperTail 0.025 0.00 1.00 1.960 0

Nag_TwoTailConfid 0.950 0.00 1.00 1.960 0
Nag_TwoTailSignif 0.050 0.00 1.00 1.960 0
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nag_deviates_students_t_vector (g01tbc)

1 Purpose

nag_deviates_students_t_vector (g01tbc) returns a number of deviates associated with given
probabilities of Student's t-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_deviates_students_t_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lp, const double p[],
Integer ldf, const double df[], double t[], Integer ivalid[],
NagError *fail)

3 Description

The deviate, tpi associated with the lower tail probability, pi, of the Student's t-distribution with �i
degrees of freedom is defined as the solution to

P Ti < tpi : �i
� �

¼ pi ¼
� �i þ 1ð Þ=2ð Þffiffiffiffiffiffiffi
�i	
p

� �i=2ð Þ

Z tpi

�1
1þ Ti

2

�i

� �� �iþ1ð Þ=2

dTi; �i 	 1; �1 < tpi <1:

For �i ¼ 1 or 2 the integral equation is easily solved for tpi.

For other values of �i < 3 a transformation to the beta distribution is used and the result obtained from
nag_deviates_beta (g01fec).

For �i 	 3 an inverse asymptotic expansion of Cornish–Fisher type is used. The algorithm is described
by Hill (1970).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Hill G W (1970) Student's t-distribution Comm. ACM 13(10) 617–619

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the supplied probabilities represent. For j ¼ i � 1ð Þ mod ltail, for
i ¼ 1; 2; . . . ;max ltail; lp; ldfð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability, i.e., pi ¼ P Ti � tpi : �i
� �

.
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tail½j� ¼ Nag UpperTail
The upper tail probability, i.e., pi ¼ P Ti 	 tpi : �i

� �
.

tail½j� ¼ Nag TwoTailConfid
The two tail (confidence interval) probability,
i.e., pi ¼ P Ti � tpi

		 		 : �i� �
� P Ti � � tpi

		 		 : �i� �
.

tail½j� ¼ Nag TwoTailSignif
The two tail (significance level) probability,
i.e., pi ¼ P Ti 	 tpi

		 		 : �i� �
þ P Ti � � tpi

		 		 : �i� �
.

C o n s t r a i n t : tail½j � 1� ¼ Nag LowerTail, Nag UpperTail, Nag TwoTailConfid o r
Nag TwoTailSignif , for j ¼ 1; 2; . . . ; ltail.

3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the probability of the required Student's t-distribution as defined by tail with
pi ¼ p½j�, j ¼ i� 1ð Þ mod lp.

Constraint: 0:0 < p½j � 1� < 1:0, for j ¼ 1; 2; . . . ; lp.

5: ldf – Integer Input

On entry: the length of the array df.

Constraint: ldf > 0.

6: df½ldf� – const double Input

On entry: �i, the degrees of freedom of the Student's t-distribution with �i ¼ df½j�,
j ¼ i� 1ð Þ mod ldf.

Constraint: df½j � 1� 	 1:0, for j ¼ 1; 2; . . . ; ldf.

7: t½dim� – double Output

Note: the dimension, dim, of the array t must be at least max ltail; lp; ldfð Þ.
On exit: tpi , the deviates for the Student's t-distribution.

8: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lp; ldfð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating tpi .

ivalid½i� 1� ¼ 2

On entry, pi � 0:0,
or pi 	 1:0.

ivalid½i� 1� ¼ 3

On entry, �i < 1:0.
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ivalid½i� 1� ¼ 4
The solution has failed to converge. The result returned should represent an approximation
to the solution.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: ldf > 0.

On entry, array size ¼ valueh i.
Constraint: lp > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail, p or df was invalid, or the solution failed to converge.
Check ivalid for more information.

7 Accuracy

The results should be accurate to five significant digits, for most argument values. The error behaviour
for various argument values is discussed in Hill (1970).

8 Parallelism and Performance

nag_deviates_students_t_vector (g01tbc) is not threaded in any implementation.
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9 Further Comments

The value tpi may be calculated by using a transformation to the beta distribution and calling
nag_deviates_beta_vector (g01tec). This function allows you to set the required accuracy.

10 Example

This example reads the probability, the tail that probability represents and the degrees of freedom for a
number of Student's t-distributions and computes the corresponding deviates.

10.1 Program Text

/* nag_deviates_students_t_vector (g01tbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lp, ldf, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *p = 0, *df = 0, *t = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_deviates_students_t_vector (g01tbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));
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#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf);

#endif
if (!(df = NAG_ALLOC(ldf, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf; i++)

#ifdef _WIN32
scanf_s("%lf", &df[i]);

#else
scanf("%lf", &df[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lp, ldf));
if (!(t = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_deviates_students_t_vector(ltail, tail, lp, p, ldf, df, t, ivalid,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_students_t_vector (g01tbc).\n%s\n",
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fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail p df t ivalid\n");
printf("-----------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %17s %6.3f %6.1f %7.4f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), p[i % lp], df[i % ldf],
t[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(p);
NAG_FREE(df);
NAG_FREE(t);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_deviates_students_t_vector (g01tbc) Example Program Data
3 :: ltail
Nag_TwoTailSignif Nag_LowerTail Nag_TwoTailConfid :: tail
3 :: lp
0.01 0.01 0.99 :: p
3 :: ldf
20.0 7.5 45.0 :: df

10.3 Program Results

nag_deviates_students_t_vector (g01tbc) Example Program Results

tail p df t ivalid
-----------------------------------------------------------
Nag_TwoTailSignif 0.010 20.0 2.8453 0

Nag_LowerTail 0.010 7.5 -2.9431 0
Nag_TwoTailConfid 0.990 45.0 2.6896 0
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NAG Library Function Document

nag_deviates_chi_sq_vector (g01tcc)

1 Purpose

nag_deviates_chi_sq_vector (g01tcc) returns a number of deviates associated with the given
probabilities of the �2-distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_deviates_chi_sq_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lp, const double p[],
Integer ldf, const double df[], double x[], Integer ivalid[],
NagError *fail)

3 Description

The deviate, xpi , associated with the lower tail probability pi of the �2-distribution with �i degrees of
freedom is defined as the solution to

P Xi � xpi : �i
� �

¼ pi ¼
1

2�i=2� �i=2ð Þ

Z xpi

0
e�Xi=2Xi

vi=2�1 dXi; 0 � xpi <1; �i > 0:

The required xpi is found by using the relationship between a �2-distribution and a gamma distribution,
i.e., a �2-distribution with �i degrees of freedom is equal to a gamma distribution with scale parameter
2 and shape parameter �i=2.

For very large values of �i, greater than 105, Wilson and Hilferty's Normal approximation to the �2 is
used; see Kendall and Stuart (1969).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Best D J and Roberts D E (1975) Algorithm AS 91. The percentage points of the �2 distribution Appl.
Statist. 24 385–388

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.
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2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the supplied probabilities represent. For j ¼ i � 1ð Þ mod ltail, for
i ¼ 1; 2; . . . ;max ltail; lp; ldfð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability, i.e., pi ¼ P Xi � xpi : �i
� �

.

tail½j� ¼ Nag UpperTail
The upper tail probability, i.e., pi ¼ P Xi 	 xpi : �i

� �
.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the probability of the required �2-distribution as defined by tail with pi ¼ p½j�,
j ¼ i� 1ð Þ mod lp.

Constraints:

if tail½k� ¼ Nag LowerTail, 0:0 � p½j� < 1:0;
otherwise 0:0 < p½j� � 1:0.

Where k ¼ i� 1ð Þ mod ltail and j ¼ i� 1ð Þ mod lp.

5: ldf – Integer Input

On entry: the length of the array df.

Constraint: ldf > 0.

6: df½ldf� – const double Input

On entry: �i, the degrees of freedom of the �2-distribution with �i ¼ df½j�, j ¼ i� 1ð Þ mod ldf.

Constraint: df½j � 1� > 0:0, for j ¼ 1; 2; . . . ; ldf.

7: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least max ltail; lp; ldfð Þ.

On exit: xpi , the deviates for the �2-distribution.

8: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lp; ldfð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating xpi .

ivalid½i� 1� ¼ 2

On entry, invalid value for pi.

ivalid½i� 1� ¼ 3

On entry, �i � 0:0.
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ivalid½i� 1� ¼ 4
pi is too close to 0:0 or 1:0 for the result to be calculated.

ivalid½i� 1� ¼ 5
The solution has failed to converge. The result should be a reasonable approximation.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: ldf > 0.

On entry, array size ¼ valueh i.
Constraint: lp > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail, p or df was invalid, or the solution failed to converge.
Check ivalid for more information.

7 Accuracy

The results should be accurate to five significant digits for most argument values. Some accuracy is lost
for pi close to 0:0 or 1:0.

8 Parallelism and Performance

nag_deviates_chi_sq_vector (g01tcc) is not threaded in any implementation.
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9 Further Comments

For higher accuracy the relationship described in Section 3 may be used and a direct call to
nag_deviates_gamma_vector (g01tfc) made.

10 Example

This example reads lower tail probabilities for several �2-distributions, and calculates and prints the
corresponding deviates.

10.1 Program Text

/* nag_deviates_chi_sq_vector (g01tcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lp, ldf, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *p = 0, *df = 0, *x = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_deviates_chi_sq_vector (g01tcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));
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#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf);

#endif
if (!(df = NAG_ALLOC(ldf, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf; i++)

#ifdef _WIN32
scanf_s("%lf", &df[i]);

#else
scanf("%lf", &df[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lp, ldf));
if (!(x = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_deviates_chi_sq_vector(ltail, tail, lp, p, ldf, df, x, ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_chi_sq_vector (g01tcc).\n%s\n",
fail.message);
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exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail p df x ivalid\n");
printf(" ------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.3f %6.1f %7.4f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), p[i % lp], df[i % ldf],
x[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(p);
NAG_FREE(df);
NAG_FREE(x);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_deviates_chi_sq_vector (g01tcc) Example Program Data
1 :: ltail
Nag_LowerTail :: tail
3 :: lp
0.010 0.428 0.869 :: p
3 :: ldf
20.0 7.5 45.0 :: df

10.3 Program Results

nag_deviates_chi_sq_vector (g01tcc) Example Program Results

tail p df x ivalid
------------------------------------------------------

Nag_LowerTail 0.010 20.0 8.2604 0
Nag_LowerTail 0.428 7.5 6.2006 0
Nag_LowerTail 0.869 45.0 55.7381 0
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NAG Library Function Document

nag_deviates_f_vector (g01tdc)

1 Purpose

nag_deviates_f_vector (g01tdc) returns a number of deviates associated with given probabilities of the
F or variance-ratio distribution with real degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_deviates_f_vector (Integer ltail, const Nag_TailProbability tail[],
Integer lp, const double p[], Integer ldf1, const double df1[],
Integer ldf2, const double df2[], double f[], Integer ivalid[],
NagError *fail)

3 Description

The deviate, fpi , associated with the lower tail probability, pi, of the F -distribution with degrees of
freedom ui and vi is defined as the solution to

P Fi � fpi : ui; vi
� �

¼ pi ¼
u

1
2ui
i v

1
2vi
i �

uiþvi
2

� �
� ui

2

� �
� vi

2

� � Z fpi

0
Fi

1
2 ui�2ð Þ vi þ uiFið Þ�

1
2 uiþvið Þ dFi;

where ui; vi > 0; 0 � fpi <1.

The value of fpi is computed by means of a transformation to a beta distribution, Pi�i Bi � �i : ai; bið Þ:

P Fi � fpi : ui; vi
� �

¼ Pi�i Bi �
uifpi

uifpi þ vi
: ui=2; vi=2

� �
and using a call to nag_deviates_beta_vector (g01tec).

For very large values of both ui and vi, greater than 105, a Normal approximation is used. If only one of
ui or vi is greater than 105 then a �2 approximation is used; see Abramowitz and Stegun (1972).

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Abramowitz M and Stegun I A (1972) Handbook of Mathematical Functions (3rd Edition) Dover
Publications

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

g01 – Simple Calculations on Statistical Data g01tdc

Mark 26 g01tdc.1



2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the supplied probabilities represent. For j ¼ i � 1ð Þ mod ltail, for
i ¼ 1; 2; . . . ;max ltail; lp; ldf1; ldf2ð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability, i.e., pi ¼ P Fi � fpi : ui; vi
� �

.

tail½j� ¼ Nag UpperTail
The upper tail probability, i.e., pi ¼ P Fi 	 fpi : ui; vi

� �
.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the probability of the required F -distribution as defined by tail with pi ¼ p½j�,
j ¼ i� 1ð Þ mod lp.

Constraints:

if tail½k� ¼ Nag LowerTail, 0:0 � p½j� < 1:0;
otherwise 0:0 < p½j� � 1:0.

Where k ¼ i� 1ð Þ mod ltail and j ¼ i� 1ð Þ mod lp.

5: ldf1 – Integer Input

On entry: the length of the array df1.

Constraint: ldf1 > 0.

6: df1½ldf1� – const double Input

On entry: ui, the degrees of freedom of the numerator variance with ui ¼ df1½j�,
j ¼ i� 1ð Þ mod ldf1.

Constraint: df1½j � 1� > 0:0, for j ¼ 1; 2; . . . ; ldf1.

7: ldf2 – Integer Input

On entry: the length of the array df2.

Constraint: ldf2 > 0.

8: df2½ldf2� – const double Input

On entry: vi, the degrees of freedom of the denominator variance with vi ¼ df2½j�,
j ¼ i� 1ð Þ mod ldf2.

Constraint: df2½j � 1� > 0:0, for j ¼ 1; 2; . . . ; ldf2.

9: f½dim� – double Output

Note: the dimension, dim, of the array f must be at least max ltail; lp; ldf1; ldf2ð Þ.
On exit: fpi , the deviates for the F -distribution.

10: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lp; ldf1; ldf2ð Þ.
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On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating fpi .

ivalid½i� 1� ¼ 2

On entry, invalid value for pi.

ivalid½i� 1� ¼ 3

On entry, ui � 0:0,
or vi � 0:0.

ivalid½i� 1� ¼ 4
The solution has not converged. The result should still be a reasonable approximation to
the solution.

ivalid½i� 1� ¼ 5
The value of pi is too close to 0:0 or 1:0 for the result to be computed. This will only
occur when the large sample approximations are used.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: ldf1 > 0.

On entry, array size ¼ valueh i.
Constraint: ldf2 > 0.

On entry, array size ¼ valueh i.
Constraint: lp > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail, p, df1, df2 was invalid, or the solution failed to converge.
Check ivalid for more information.

7 Accuracy

The result should be accurate to five significant digits.

8 Parallelism and Performance

nag_deviates_f_vector (g01tdc) is not threaded in any implementation.

9 Further Comments

For higher accuracy nag_deviates_beta_vector (g01tec) can be used along with the transformations
given in Section 3.

10 Example

This example reads the lower tail probabilities for several F -distributions, and calculates and prints the
corresponding deviates.

10.1 Program Text

/* nag_deviates_f_vector (g01tdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lp, ldf1, ldf2, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double *p = 0, *df1 = 0, *df2 = 0, *f = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_deviates_f_vector (g01tdc) Example Program Results\n\n");

g01tdc NAG Library Manual

g01tdc.4 Mark 26



/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf1);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf1);

#endif
if (!(df1 = NAG_ALLOC(ldf1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf1; i++)

#ifdef _WIN32
scanf_s("%lf", &df1[i]);

#else
scanf("%lf", &df1[i]);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &ldf2);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &ldf2);

#endif
if (!(df2 = NAG_ALLOC(ldf2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ldf2; i++)

#ifdef _WIN32
scanf_s("%lf", &df2[i]);

#else
scanf("%lf", &df2[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lp, MAX(ldf1, ldf2)));
if (!(f = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_deviates_f_vector(ltail, tail, lp, p, ldf1, df1, ldf2, df2, f,

ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_f_vector (g01tdc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail p df1 df2 f ivalid\n");
printf(" ---------------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.3f %6.2f %6.2f %7.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), p[i % lp], df1[i % ldf1],
df2[i % ldf2], f[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(p);
NAG_FREE(df1);
NAG_FREE(df2);
NAG_FREE(f);
NAG_FREE(ivalid);

return (exit_status);
}
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10.2 Program Data

nag_deviates_f_vector (g01tdc) Example Program Data
1 :: ltail
Nag_LowerTail :: tail
3 :: lp
0.984 0.9 0.534 :: p
3 :: ldf1
10.0 1.0 20.25 :: df1
3 :: ldf2
25.5 1.0 1.0 :: df2

10.3 Program Results

nag_deviates_f_vector (g01tdc) Example Program Results

tail p df1 df2 f ivalid
---------------------------------------------------------------

Nag_LowerTail 0.984 10.00 25.50 2.847 0
Nag_LowerTail 0.900 1.00 1.00 39.863 0
Nag_LowerTail 0.534 20.25 1.00 2.498 0
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NAG Library Function Document

nag_deviates_beta_vector (g01tec)

1 Purpose

nag_deviates_beta_vector (g01tec) returns a number of deviates associated with given probabilities of
the beta distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_deviates_beta_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lp, const double p[],
Integer la, const double a[], Integer lb, const double b[], double tol,
double beta[], Integer ivalid[], NagError *fail)

3 Description

The deviate, �pi , associated with the lower tail probability, pi, of the beta distribution with parameters
ai and bi is defined as the solution to

P Bi � �pi : ai; bi
� �

¼ pi ¼
� ai þ bið Þ
� aið Þ� bið Þ

Z �pi

0
Bi

ai�1 1�Bið Þbi�1 dBi; 0 � �pi � 1; ai; bi > 0:

The algorithm is a modified version of the Newton–Raphson method, following closely that of Cran et
al. (1977).

An initial approximation, �i0, to �pi is found (see Cran et al. (1977)), and the Newton–Raphson
iteration

�k ¼ �k�1 �
fi �k�1ð Þ
fi
0 �k�1ð Þ;

where fi �kð Þ ¼ P Bi � �k : ai; bið Þ � pi is used, with modifications to ensure that �k remains in the
range 0; 1ð Þ.
The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Cran G W, Martin K J and Thomas G E (1977) Algorithm AS 109. Inverse of the incomplete beta
function ratio Appl. Statist. 26 111–114

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.
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2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the supplied probabilities represent. For j ¼ i � 1ð Þ mod ltail, for
i ¼ 1; 2; . . . ;max ltail; lp; la; lbð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability, i.e., pi ¼ P Bi � �pi : ai; bi
� �

.

tail½j� ¼ Nag UpperTail
The upper tail probability, i.e., pi ¼ P Bi 	 �pi : ai; bi

� �
.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the probability of the required beta distribution as defined by tail with pi ¼ p½j�,
j ¼ i� 1ð Þ mod lp.

Constraint: 0:0 � p½j � 1� � 1:0, for j ¼ 1; 2; . . . ; lp.

5: la – Integer Input

On entry: the length of the array a.

Constraint: la > 0.

6: a½la� – const double Input

On entry: ai, the first parameter of the required beta distribution with ai ¼ a½j�,
j ¼ i� 1ð Þ mod la.

Constraint: 0:0 < a½j � 1� � 106, for j ¼ 1; 2; . . . ; la.

7: lb – Integer Input

On entry: the length of the array b.

Constraint: lb > 0.

8: b½lb� – const double Input

On entry: bi, the second parameter of the required beta distribution with bi ¼ b½j�,
j ¼ i� 1ð Þ mod lb.

Constraint: 0:0 < b½j � 1� � 106, for j ¼ 1; 2; . . . ; lb.

9: tol – double Input

On entry: the relative accuracy required by you in the results. If nag_deviates_beta_vector
(g01tec) is entered with tol greater than or equal to 1:0 or less than 10�machine precision (see
nag_machine_precision (X02AJC)), then the value of 10�machine precision is used instead.

10: beta½dim� – double Output

Note: the dimension, dim, of the array beta must be at least max ltail; lp; la; lbð Þ.
On exit: �pi , the deviates for the beta distribution.

11: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lp; la; lbð Þ.
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On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating �pi .

ivalid½i� 1� ¼ 2

On entry, pi < 0:0,
or pi > 1:0.

ivalid½i� 1� ¼ 3

On entry, ai � 0:0,
or ai > 106,
or bi � 0:0,
or bi > 106.

ivalid½i� 1� ¼ 4
The solution has not converged but the result should be a reasonable approximation to the
solution.

ivalid½i� 1� ¼ 5
Requested accuracy not achieved when calculating the beta probability. The result should
be a reasonable approximation to the correct solution.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: la > 0.

On entry, array size ¼ valueh i.
Constraint: lb > 0.

On entry, array size ¼ valueh i.
Constraint: lp > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail, p, a, or b was invalid, or the solution failed to converge.
Check ivalid for more information.

7 Accuracy

The required precision, given by tol, should be achieved in most circumstances.

8 Parallelism and Performance

nag_deviates_beta_vector (g01tec) is not threaded in any implementation.

9 Further Comments

The typical timing will be several times that of nag_prob_beta_vector (g01sec) and will be very
dependent on the input argument values. See nag_prob_beta_vector (g01sec) for further comments on
timings.

10 Example

This example reads lower tail probabilities for several beta distributions and calculates and prints the
corresponding deviates.

10.1 Program Text

/* nag_deviates_beta_vector (g01tec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lp, la, lb, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double tol;
double *p = 0, *a = 0, *b = 0, *beta = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);
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printf("nag_deviates_beta_vector (g01tec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the tolerance */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &tol);
#else

scanf("%lf%*[^\n] ", &tol);
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {

#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &la);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &la);

#endif
if (!(a = NAG_ALLOC(la, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < la; i++)

#ifdef _WIN32
scanf_s("%lf", &a[i]);

#else
scanf("%lf", &a[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lb);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lb);

#endif
if (!(b = NAG_ALLOC(lb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lb; i++)

#ifdef _WIN32
scanf_s("%lf", &b[i]);

#else
scanf("%lf", &b[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lp, MAX(la, lb)));
if (!(beta = NAG_ALLOC(lout, double)) ||

!(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_deviates_beta_vector(ltail, tail, lp, p, la, a, lb, b, tol, beta,

ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_beta_vector (g01tec).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail p a b beta ivalid\n");
printf(" ---------------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.3f %6.2f %6.2f %7.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), p[i % lp], a[i % la],
b[i % lb], beta[i], ivalid[i]);
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END:
NAG_FREE(tail);
NAG_FREE(p);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(beta);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_deviates_beta_vector (g01tec) Example Program Data
0.0 :: tol
1 :: ltail
Nag_LowerTail :: tail
3 :: lp
0.50 0.99 0.25 :: p
3 :: la
1.0 1.5 20.0 :: a
3 :: lb
2.0 1.5 10.0 :: b

10.3 Program Results

nag_deviates_beta_vector (g01tec) Example Program Results

tail p a b beta ivalid
---------------------------------------------------------------

Nag_LowerTail 0.500 1.00 2.00 0.293 0
Nag_LowerTail 0.990 1.50 1.50 0.967 0
Nag_LowerTail 0.250 20.00 10.00 0.611 0
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NAG Library Function Document

nag_deviates_gamma_vector (g01tfc)

1 Purpose

nag_deviates_gamma_vector (g01tfc) returns a number of deviates associated with given probabilities
of the gamma distribution.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_deviates_gamma_vector (Integer ltail,
const Nag_TailProbability tail[], Integer lp, const double p[],
Integer la, const double a[], Integer lb, const double b[], double tol,
double g[], Integer ivalid[], NagError *fail)

3 Description

The deviate, gpi , associated with the lower tail probability, pi, of the gamma distribution with shape
parameter �i and scale parameter �i, is defined as the solution to

P Gi � gpi : �i; �i
� �

¼ pi ¼
1

�i
�i� �ið Þ

Z gpi

0
ei
�Gi=�iGi

�i�1 dGi; 0 � gpi <1; �i; �i > 0:

The method used is described by Best and Roberts (1975) making use of the relationship between the
gamma distribution and the �2-distribution.

Let yi ¼ 2
gpi
�i

. The required yi is found from the Taylor series expansion

yi ¼ y0 þ
X
r

Cr y0ð Þ
r!

Ei


 y0ð Þ

� �r
;

where y0 is a starting approximation

C1 uið Þ ¼ 1,

Crþ1 uið Þ ¼ r� þ d

dui

� �
Cr uið Þ ,

�i ¼ 1
2�

�i � 1

ui
,

Ei ¼ pi �
Z y0

0

i uið Þ dui,


i uið Þ ¼
1

2�i� �ið Þ
ei
�ui=2ui

�i�1 .

For most values of pi and �i the starting value

y01 ¼ 2�i zi

ffiffiffiffiffiffiffi
1

9�i

r
þ 1� 1

9�i

� �3

is used, where zi is the deviate associated with a lower tail probability of pi for the standard Normal
distribution.
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For pi close to zero,

y02 ¼ pi�i2
�i� �ið Þð Þ1=�i

is used.

For large pi values, when y01 > 4:4�i þ 6:0,

y03 ¼ �2 ln 1� pið Þ � �i � 1ð Þ ln 1
2y01
� �

þ ln � �ið Þð Þ
� �

is found to be a better starting value than y01.

For small �i �i � 0:16ð Þ, pi is expressed in terms of an approximation to the exponential integral and
y04 is found by Newton–Raphson iterations.

Seven terms of the Taylor series are used to refine the starting approximation, repeating the process if
necessary until the required accuracy is obtained.

The input arrays to this function are designed to allow maximum flexibility in the supply of vector
arguments by re-using elements of any arrays that are shorter than the total number of evaluations
required. See Section 2.6 in the g01 Chapter Introduction for further information.

4 References

Best D J and Roberts D E (1975) Algorithm AS 91. The percentage points of the �2 distribution Appl.
Statist. 24 385–388

5 Arguments

1: ltail – Integer Input

On entry: the length of the array tail.

Constraint: ltail > 0.

2: tail½ltail� – const Nag_TailProbability Input

On entry: indicates which tail the supplied probabilities represent. For j ¼ i � 1ð Þ mod ltail, for
i ¼ 1; 2; . . . ;max ltail; lp; la; lbð Þ:
tail½j� ¼ Nag LowerTail

The lower tail probability, i.e., pi ¼ P Gi � gpi : �i; �i
� �

.

tail½j� ¼ Nag UpperTail
The upper tail probability, i.e., pi ¼ P Gi 	 gpi : �i; �i

� �
.

Constraint: tail½j � 1� ¼ Nag LowerTail or Nag UpperTail, for j ¼ 1; 2; . . . ; ltail.

3: lp – Integer Input

On entry: the length of the array p.

Constraint: lp > 0.

4: p½lp� – const double Input

On entry: pi, the probability of the required gamma distribution as defined by tail with pi ¼ p½j�,
j ¼ i� 1ð Þ mod lp.

Constraints:

if tail½k� ¼ Nag LowerTail, 0:0 � p½j� < 1:0;
otherwise 0:0 < p½j� � 1:0.

Where k ¼ i� 1ð Þ mod ltail and j ¼ i� 1ð Þ mod lp.
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5: la – Integer Input

On entry: the length of the array a.

Constraint: la > 0.

6: a½la� – const double Input

On entry: �i, the first parameter of the required gamma distribution with �i ¼ a½j�,
j ¼ i� 1ð Þ mod la.

Constraint: 0:0 < a½j � 1� � 106, for j ¼ 1; 2; . . . ; la.

7: lb – Integer Input

On entry: the length of the array b.

Constraint: lb > 0.

8: b½lb� – const double Input

On entry: �i, the second parameter of the required gamma distribution with �i ¼ b½j�,
j ¼ i� 1ð Þ mod lb.

Constraint: b½j � 1� > 0:0, for j ¼ 1; 2; . . . ; lb.

9: tol – double Input

On entry: the relative accuracy required by you in the results. If nag_deviates_gamma_vector
(g01tfc) is entered with tol greater than or equal to 1:0 or less than 10�machine precision (see
nag_machine_precision (X02AJC)), then the value of 10�machine precision is used instead.

10: g½dim� – double Output

Note: the dimension, dim, of the array g must be at least max ltail; lp; la; lbð Þ.
On exit: gpi , the deviates for the gamma distribution.

11: ivalid½dim� – Integer Output

Note: the dimension, dim, of the array ivalid must be at least max ltail; lp; la; lbð Þ.
On exit: ivalid½i� 1� indicates any errors with the input arguments, with

ivalid½i� 1� ¼ 0
No error.

ivalid½i� 1� ¼ 1

On entry, invalid value supplied in tail when calculating gpi .

ivalid½i� 1� ¼ 2

On entry, invalid value for pi.

ivalid½i� 1� ¼ 3

On entry, �i � 0:0,
or �i > 106,
or �i � 0:0.

ivalid½i� 1� ¼ 4
pi is too close to 0:0 or 1:0 to enable the result to be calculated.

ivalid½i� 1� ¼ 5
The solution has failed to converge. The result may be a reasonable approximation.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, array size ¼ valueh i.
Constraint: la > 0.

On entry, array size ¼ valueh i.
Constraint: lb > 0.

On entry, array size ¼ valueh i.
Constraint: lp > 0.

On entry, array size ¼ valueh i.
Constraint: ltail > 0.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_IVALID

On entry, at least one value of tail, p, a, or b was invalid.
Check ivalid for more information.

7 Accuracy

In most cases the relative accuracy of the results should be as specified by tol. However, for very small
values of �i or very small values of pi there may be some loss of accuracy.

8 Parallelism and Performance

nag_deviates_gamma_vector (g01tfc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example reads lower tail probabilities for several gamma distributions, and calculates and prints
the corresponding deviates until the end of data is reached.

10.1 Program Text

/* nag_deviates_gamma_vector (g01tfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer ltail, lp, la, lb, i, lout;
Integer *ivalid = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;
Nag_TailProbability *tail = 0;

/* Double scalar and array declarations */
double tol;
double *p = 0, *a = 0, *b = 0, *g = 0;

/* Character scalar and array declarations */
char ctail[40];

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_deviates_gamma_vector (g01tfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the tolerance */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &tol);
#else

scanf("%lf%*[^\n] ", &tol);
#endif

/* Read in the input vectors */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ltail);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ltail);
#endif

if (!(tail = NAG_ALLOC(ltail, Nag_TailProbability))) {
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < ltail; i++) {
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#ifdef _WIN32
scanf_s("%39s", ctail, (unsigned)_countof(ctail));

#else
scanf("%39s", ctail);

#endif
tail[i] = (Nag_TailProbability) nag_enum_name_to_value(ctail);

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lp);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lp);

#endif
if (!(p = NAG_ALLOC(lp, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lp; i++)

#ifdef _WIN32
scanf_s("%lf", &p[i]);

#else
scanf("%lf", &p[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &la);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &la);

#endif
if (!(a = NAG_ALLOC(la, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < la; i++)

#ifdef _WIN32
scanf_s("%lf", &a[i]);

#else
scanf("%lf", &a[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &lb);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &lb);

#endif
if (!(b = NAG_ALLOC(lb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < lb; i++)
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#ifdef _WIN32
scanf_s("%lf", &b[i]);

#else
scanf("%lf", &b[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for output */
lout = MAX(ltail, MAX(lp, MAX(la, lb)));
if (!(g = NAG_ALLOC(lout, double)) || !(ivalid = NAG_ALLOC(lout, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate probability */
nag_deviates_gamma_vector(ltail, tail, lp, p, la, a, lb, b, tol, g,

ivalid, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_gamma_vector (g01tfc).\n%s\n",
fail.message);

exit_status = 1;
if (fail.code != NW_IVALID)

goto END;
}

/* Display title */
printf(" tail p a b g ivalid\n");
printf(" ---------------------------------------------------------------\n");

/* Display results */
for (i = 0; i < lout; i++)

printf(" %15s %6.3f %6.2f %6.2f %7.3f %3" NAG_IFMT "\n",
nag_enum_value_to_name(tail[i % ltail]), p[i % lp], a[i % la],
b[i % lb], g[i], ivalid[i]);

END:
NAG_FREE(tail);
NAG_FREE(p);
NAG_FREE(a);
NAG_FREE(b);
NAG_FREE(g);
NAG_FREE(ivalid);

return (exit_status);
}

10.2 Program Data

nag_deviates_gamma_vector (g01tfc) Example Program Data
0.0 :: tol
1 :: ltail
Nag_LowerTail :: tail
3 :: lp
0.01 0.428 0.869 :: p
3 :: la
1.0 7.5 45.0 :: a
3 :: lb
20.0 0.1 10.0 :: b
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10.3 Program Results

nag_deviates_gamma_vector (g01tfc) Example Program Results

tail p a b g ivalid
---------------------------------------------------------------

Nag_LowerTail 0.010 1.00 20.00 0.201 0
Nag_LowerTail 0.428 7.50 0.10 0.670 0
Nag_LowerTail 0.869 45.00 10.00 525.839 0
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NAG Library Function Document

nag_moving_average (g01wac)

1 Purpose

nag_moving_average (g01wac) calculates the mean and, optionally, the standard deviation using a
rolling window for an arbitrary sized data stream.

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_moving_average (Integer m, Integer nb, const double x[],
Nag_Weightstype iwt, const double wt[], Integer *pn, double rmean[],
double rsd[], double rcomm[], NagError *fail)

3 Description

Given a sample of n observations, denoted by x ¼ xi : i ¼ 1; 2; . . . ; nf g and a set of weights,
w ¼ wj : j ¼ 1; 2; . . . ;m

� 
, nag_moving_average (g01wac) calculates the mean and, optionally, the

standard deviation, in a rolling window of length m.

For the ith window the mean is defined as

�i ¼

Xm
j¼1

wjxiþj�1

W
ð1Þ

and the standard deviation as

�i ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXm
j¼1

wj xiþj�1 � �i
� �2

W �

Xm
j¼1

w2
j

W

vuuuuuuuuut
ð2Þ

with W ¼
Xm
j¼1

wj.

Four different types of weighting are possible:

(i) No weights (wj ¼ 1)

When no weights are required both the mean and standard deviations can be calculated in an
iterative manner, with

�iþ1 ¼ �i þ xiþm�xið Þ
m

�2iþ1 ¼ m� 1ð Þ�2i þ xiþm � �ið Þ2 � xi � �ið Þ2 � xiþm�xið Þ2
m

where the initial values �1 and �1 are obtained using the one pass algorithm of West (1979).

(ii) Each observation has its own weight

In this case, rather than supplying a vector of m weights a vector of n weights is supplied instead,
v ¼ vj : j ¼ 1; 2; . . . ; n

� 
and wj ¼ viþj�1 in (1) and (2).
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If the standard deviations are not required then the mean is calculated using the iterative formula:

Wiþ1 ¼ Wi þ viþm � við Þ
�iþ1 ¼ �i þW�1

i viþmxiþm � vixið Þ

where W1 ¼
Xm
i¼1
vi and �1 ¼ W�1

1

Xm
i¼1
vixi.

If both the mean and standard deviation are required then the one pass algorithm of West (1979) is
used in each window.

(iii) Each position in the window has its own weight

This is the case as described in (1) and (2), where the weight given to each observation differs
depending on which summary is being produced. When these types of weights are specified both
the mean and standard deviation are calculated by applying the one pass algorithm of West (1979)
multiple times.

(iv) Each position in the window has a weight equal to its position number (wj ¼ j)

This is a special case of (iii).

If the standard deviations are not required then the mean is calculated using the iterative formula:

Siþ1 ¼ Si þ xiþm � xið Þ
�iþ1 ¼ �i þ 2 mxiþm�Sið Þ

m mþ1ð Þ

where S1 ¼
Xm
i¼1
xi and �1 ¼ 2 m2 þm

� ��1
S1.

If both the mean and standard deviation are required then the one pass algorithm of West is applied
multiple times.

For large datasets, or where all the data is not available at the same time, x (and if each observation has
its own weight, v) can be split into arbitrary sized blocks and nag_moving_average (g01wac) called
multiple times.

4 References

Chan T F, Golub G H and Leveque R J (1982) Updating Formulae and a Pairwise Algorithm for
Computing Sample Variances Compstat, Physica-Verlag

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: m – Integer Input

On entry: m, the length of the rolling window.

If pn 6¼ 0, m must be unchanged since the last call to nag_moving_average (g01wac).

Constraint: m 	 1.

2: nb – Integer Input

On entry: b, the number of observations in the current block of data. The size of the block of data
supplied in x (and when iwt ¼ Nag WeightObs, wt) can vary; therefore nb can change between
calls to nag_moving_average (g01wac).

Constraints:

nb 	 0;
if rcomm is NULL, nb 	 m.
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3: x½nb� – const double Input

On entry: the current block of observations, corresponding to xi, for i ¼ kþ 1; . . . ; kþ b, where
k is the number of observations processed so far and b is the size of the current block of data.

4: iwt – Nag_Weightstype Input

On entry: the type of weighting to use.

iwt ¼ Nag NoWeights
No weights are used.

iwt ¼ Nag WeightObs
Each observation has its own weight.

iwt ¼ Nag WeightWindow
Each position in the window has its own weight.

iwt ¼ Nag WeightWindowPos
Each position in the window has a weight equal to its position number.

If pn 6¼ 0, iwt must be unchanged since the last call to nag_moving_average (g01wac).

C o n s t r a i n t : iwt ¼ Nag NoWeights, Nag WeightObs, Nag WeightWindow o r
Nag WeightWindowPos.

5: wt½dim� – const double Input

Note: the dimension, dim, of the array wt must be at least

nb when iwt ¼ Nag WeightObs;
m when iwt ¼ Nag WeightWindow;
otherwise wt may be NULL.

On entry: the user-supplied weights.

If iwt ¼ Nag WeightObs, wt½i � 1� ¼ �iþk, for i ¼ 1; 2; . . . ; b.

If iwt ¼ Nag WeightWindow, wt½j � 1� ¼ wj , for j ¼ 1; 2; . . . ;m.

Otherwise, wt is not referenced and may be NULL.

Constraints:

if iwt ¼ Nag WeightObs, wt½i � 1� 	 0, for i ¼ 1; 2; . . . ;nb;
if iwt ¼ Nag WeightWindow, wt½0� 6¼ 0 and

Pm
j¼1wt½j � 1� > 0;

if iwt ¼ Nag WeightWindow and rsd is not NULL, wt½j � 1� 	 0, for j ¼ 1; 2; . . . ;m.

6: pn – Integer * Input/Output

On entry: k, the number of observations processed so far. On the first call to
nag_moving_average (g01wac), or when starting to summarise a new dataset, pn must be set
to 0.

If pn 6¼ 0, it must be the same value as returned by the last call to nag_moving_average
(g01wac).

On exit: kþ b, the updated number of observations processed so far.

Constraint: pn 	 0.

7: rmean½dim� – double Output

Note: the dimension, dim, of the array rmean must be at least max 0; nbþmin 0; pn�mþ 1ð Þð Þ.
On exit: �l , the (weighted) moving averages, for l ¼ 1; 2; . . . ; bþmin 0; k�mþ 1ð Þ. Therefore,
�l is the mean of the data in the window that ends on x½lþm�min k;m� 1ð Þ � 2�.
If, on entry, pn 	 m� 1, i.e., at least one windows worth of data has been previously processed,
then rmean½l� 1� is the summary corresponding to the window that ends on x½l� 1�. On the
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other hand, if, on entry, pn ¼ 0, i.e., no data has been previously processed, then rmean½l� 1� is
the summary corresponding to the window that ends on x½mþ l� 2� (or, equivalently, starts on
x½l� 1�).

8: rsd½dim� – double Output

Note: the dimension, dim, of the array rsd must be at least max 0; nbþmin 0;pn�mþ 1ð Þð Þ.
Note: if standard deviations are not required then rsd must be NULL.

On exit: if rsd is not NULL then �l, the (weighted) standard deviation. The ordering of rsd is
the same as the ordering of rmean.

9: rcomm½2mþ 20� – double Communication Array

On entry: communication array, used to store information between calls to nag_moving_average
(g01wac). If rcomm is NULL then pn must be set to zero and all the data must be supplied in
one go.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ILLEGAL_COMM

rcomm has been corrupted between calls.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, nb ¼ valueh i.
Constraint: nb 	 0.

On entry, nb ¼ valueh i, m ¼ valueh i.
Constraint: if rcomm is NULL, nb 	 m.

On entry, pn ¼ valueh i.
Constraint: pn 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NEG_WEIGHT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: wt½i� 1� 	 0.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

if pn > 0, iwt must be unchanged since previous call.

On entry, m ¼ valueh i.
On entry at previous call, m ¼ valueh i.
Constraint: if pn > 0, m must be unchanged since previous call.

On entry, pn ¼ valueh i.
On exit from previous call, pn ¼ valueh i.
Constraint: if pn > 0, pn must be unchanged since previous call.

NE_SUM_WEIGHT

On entry, sum of weights supplied in wt is valueh i.
Constraint: if iwt ¼ Nag WeightWindow, the sum of the weights > 0.

NE_WEIGHT_ZERO

On entry, wt½0� ¼ valueh i.
Constraint: if iwt ¼ Nag WeightWindow, wt½0� > 0.

NW_POTENTIAL_PROBLEM

On entry, at least one window had all zero weights.

On entry, unable to calculate at least one standard deviation due to the weights supplied.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_moving_average (g01wac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_moving_average (g01wac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The more data that is supplied to nag_moving_average (g01wac) in one call, i.e., the larger nb is, the
more efficient the function will be.
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10 Example

This example calculates Spencer's 15-point moving average for the change in rate of the Earth's rotation
between 1821 and 1850. The data is supplied in three chunks, the first consisting of five observations,
the second 10 observations and the last 15 observations.

10.1 Program Text

/* nag_moving_average (g01wac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer i, ierr, lrcomm, m, nb, offset, pn, nsummaries;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;
Nag_Weightstype iwt;
Nag_Boolean want_sd;

/* Double scalar and array declarations */
double *rcomm = 0, *rmean = 0, *rsd = 0, *x = 0, *wt = 0;

/* Character scalar and array declarations */
char ciwt[40], cwant_sd[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_moving_average (g01wac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%*[^\n] ", ciwt, (unsigned)_countof(ciwt), &m);
#else

scanf("%39s%" NAG_IFMT "%*[^\n] ", ciwt, &m);
#endif

iwt = (Nag_Weightstype) nag_enum_name_to_value(ciwt);

/* Read in a flag indicating whether we want the standard deviations */
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", cwant_sd, (unsigned)_countof(cwant_sd));
#else

scanf("%39s%*[^\n] ", cwant_sd);
#endif

want_sd = (Nag_Boolean) nag_enum_name_to_value(cwant_sd);

/* Initial handling of weights */
if (iwt == Nag_WeightWindow) {
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/* Each observation in the rolling window has its own weight */
if (!(wt = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < m; i++) {

#ifdef _WIN32
scanf_s("%lf", &wt[i]);

#else
scanf("%lf", &wt[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Allocate memory for the communication array */
lrcomm = 2 * m + 20;
if (!(rcomm = NAG_ALLOC(lrcomm, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Print some titles */
if (want_sd) {

printf(" Standard\n");
printf(" Interval Mean Deviation\n");
printf(" ---------------------------------------\n");

}
else {

printf(" Interval Mean \n");
printf(" ------------------------\n");

}

/* Loop over each block of data */
for (pn = 0;;) {

/* Read in the number of observations in this block */
#ifdef _WIN32

ierr = scanf_s("%" NAG_IFMT, &nb);
#else

ierr = scanf("%" NAG_IFMT, &nb);
#endif

if (ierr == EOF || ierr < 1)
break;

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Reallocate X to the required size */
NAG_FREE(x);
if (!(x = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data for this block */
for (i = 0; i < nb; i++) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
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scanf("%lf", &x[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (iwt == Nag_WeightObs) {
/* User supplied weights are present */

/* Reallocate WT to the required size */
NAG_FREE(wt);
if (!(wt = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the weights for this block */
for (i = 0; i < nb; i++) {

#ifdef _WIN32
scanf_s("%lf", &wt[i]);

#else
scanf("%lf", &wt[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Calculate the number of summaries we can produce */
nsummaries = MAX(0, nb + MIN(0, pn - m + 1));

/* Reallocate the output arrays */
NAG_FREE(rmean);
if (!(rmean = NAG_ALLOC(nsummaries, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
if (want_sd) {

NAG_FREE(rsd);
if (!(rsd = NAG_ALLOC(nsummaries, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

/* nag_moving_average (g01wac):
Calculate the moving average (and optionally the standard deviation)
for this block of data

*/
nag_moving_average(m, nb, x, iwt, wt, &pn, rmean, rsd, rcomm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_moving_average (g01wac).\n%s\n", fail.message);
exit_status = -1;
if (fail.code != NW_POTENTIAL_PROBLEM)

goto END;
}

/* Number of results printed so far */
offset = MAX(1, pn - nb - m + 2);
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/* Display the results for this block of data */
if (want_sd) {

for (i = 0; i < nsummaries; i++) {
printf(" [%3" NAG_IFMT ",%3" NAG_IFMT "] "

"%10.1f %10.1f\n",
i + offset, i + m + offset - 1, rmean[i], rsd[i]);

}
}
else {

for (i = 0; i < nsummaries; i++) {
printf(" [%3" NAG_IFMT ",%3" NAG_IFMT "] %10.1f\n",

i + offset, i + m + offset - 1, rmean[i]);
}

}
}

printf("\n");
printf(" Total number of observations : %3" NAG_IFMT "\n", pn);
printf(" Length of window : %3" NAG_IFMT "\n", m);

END:
NAG_FREE(x);
NAG_FREE(wt);
NAG_FREE(rmean);
NAG_FREE(rsd);
NAG_FREE(rcomm);

return (exit_status);
}

10.2 Program Data

nag_moving_average (g01wac) Example Program Data
Nag_WeightWindow 15 :: iwt,m
Nag_FALSE :: If Nag_TRUE sd’s are calculated
-3.0 -6.0 -5.0 3.0 21.0 46.0 67.0
74.0 67.0 46.0 21.0 3.0 -5.0 -6.0 -3.0 :: wt
5 :: nb
-2170.0 -1770.0 -1660.0 -1360.0 -1100.0 :: End of x for first block

10 :: nb
-950.0 -640.0 -370.0 -140.0 -250.0
-510.0 -620.0 -730.0 -880.0 -1130.0 :: End of x for second block

15 :: nb
-1200.0 -830.0 -330.0 -190.0 210.0

170.0 440.0 440.0 780.0 880.0
1220.0 1260.0 1140.0 850.0 640.0 :: End of x for third block

10.3 Program Results

nag_moving_average (g01wac) Example Program Results

Interval Mean
------------------------
[ 1, 15] -427.6
[ 2, 16] -332.5
[ 3, 17] -337.1
[ 4, 18] -438.2
[ 5, 19] -604.4
[ 6, 20] -789.4
[ 7, 21] -935.4
[ 8, 22] -990.6
[ 9, 23] -927.1
[ 10, 24] -752.1
[ 11, 25] -501.3
[ 12, 26] -227.2
[ 13, 27] 23.2
[ 14, 28] 236.2
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[ 15, 29] 422.4
[ 16, 30] 604.2

Total number of observations : 30
Length of window : 15

This example plot shows the smoothing effect of using different length rolling windows on the mean
and standard deviation. Two different window lengths, m ¼ 5 and 10, are used to produce the
unweighted rolling mean and standard deviations for the change in rate of the Earth's rotation between
1821 and 1850. The values of the rolling mean and standard deviations are plotted at the centre points
of their respective windows.
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NAG Library Function Document

nag_init_vavilov (g01zuc)

1 Purpose

nag_init_vavilov (g01zuc) is used to initialize functions nag_prob_vavilov (g01euc) and nag_prob_
density_vavilov (g01muc).

It is intended to be used before a call to nag_prob_vavilov (g01euc) or nag_prob_density_vavilov
(g01muc).

2 Specification

#include <nag.h>
#include <nagg01.h>

void nag_init_vavilov (double rkappa, double beta2, Integer mode, double *xl,
double *xu, double comm_arr[], NagError *fail)

3 Description

nag_init_vavilov (g01zuc) initializes the array comm_arr for use by nag_prob_vavilov (g01euc) or
nag_prob_density_vavilov (g01muc) in the evaluation of the Vavilov functions 
V �;�; �2

� �
and

�V �;�; �2
� �

respectively.

Multiple calls to nag_prob_vavilov (g01euc) or nag_prob_density_vavilov (g01muc) can be made
following a single call to nag_init_vavilov (g01zuc), provided that rkappa or beta2 do not change, and
that either all calls are to nag_prob_vavilov (g01euc) or all calls are to nag_prob_density_vavilov
(g01muc). If you wish to call both nag_prob_vavilov (g01euc) and nag_prob_density_vavilov
(g01muc), then you will need to initialize both separately.

4 References

Schorr B (1974) Programs for the Landau and the Vavilov distributions and the corresponding random
numbers Comp. Phys. Comm. 7 215–224

5 Arguments

1: rkappa – double Input

On entry: the argument � of the function.

Constraint: 0:01 � rkappa � 10:0.

2: beta2 – double Input

On entry: the argument �2 of the function.

Constraint: 0:0 � beta2 � 1:0.

3: mode – Integer Input

On entry: if mode ¼ 0, then nag_prob_density_vavilov (g01muc) is to be called after the call to
nag_init_vavilov (g01zuc). Otherwise, nag_prob_vavilov (g01euc) is to be called.

g01 – Simple Calculations on Statistical Data g01zuc

Mark 26 g01zuc.1



4: xl – double * Output

On exit: xl, a threshold value below which 
V �;�; �2
� �

will be set to zero by
nag_prob_density_vavilov (g01muc) and �V �;�; �2

� �
will be set to zero by nag_prob_vavilov

(g01euc) if � < xl.

5: xu – double * Output

On exit: xu, a threshold value above which 
V �;�; �2
� �

will be set to zero by
nag_prob_density_vavilov (g01muc) and �V �;�; �2

� �
will be set to unity by nag_prob_vavilov

(g01euc) if � > xu.

6: comm arr½322� – double Communication Array

On exit: this argument should be passed unchanged to nag_prob_vavilov (g01euc) or
nag_prob_density_vavilov (g01muc).

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, beta2 ¼ valueh i.
Constraint: beta2 � 1:0.

On entry, beta2 ¼ valueh i.
Constraint: beta2 	 0:0.

On entry, rkappa ¼ valueh i.
Constraint: rkappa � 10:0.

On entry, rkappa ¼ valueh i.
Constraint: rkappa 	 0:01.
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7 Accuracy

At least five significant digits are usually correct.

8 Parallelism and Performance

nag_init_vavilov (g01zuc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

See Section 10 in nag_prob_density_vavilov (g01muc) and nag_prob_vavilov (g01euc).
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NAG Library Chapter Contents

g02 – Correlation and Regression Analysis

g02 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g02aac 9 nag_nearest_correlation
Computes the nearest correlation matrix to a real square matrix, using the
method of Qi and Sun

g02abc 23 nag_nearest_correlation_bounded
Computes the nearest correlation matrix to a real square matrix, augmented
nag_nearest_correlation (g02aac) to incorporate weights and bounds

g02aec 23 nag_nearest_correlation_k_factor
Computes the nearest correlation matrix with k-factor structure to a real
square matrix

g02ajc 24 nag_nearest_correlation_h_weight
Computes the nearest correlation matrix to a real square matrix, using
element-wise weighting

g02anc 25 nag_nearest_correlation_shrinking
Computes a correlation matrix from an approximate matrix with fixed
submatrix

g02apc 26 nag_nearest_correlation_target
Computes a correlation matrix from an approximate one using a specified
target matrix

g02brc 3 nag_ken_spe_corr_coeff
Kendall and/or Spearman non-parametric rank correlation coefficients,
allows variables and observations to be selectively disregarded

g02btc 7 nag_sum_sqs_update
Update a weighted sum of squares matrix with a new observation

g02buc 7 nag_sum_sqs
Computes a weighted sum of squares matrix

g02bwc 7 nag_cov_to_corr
Computes a correlation matrix from a sum of squares matrix

g02bxc 3 nag_corr_cov
Product-moment correlation, unweighted/weighted correlation and
covariance matrix, allows variables to be disregarded

g02byc 6 nag_partial_corr
Computes partial correlation/variance-covariance matrix from correlation/
variance-covariance matrix computed by nag_corr_cov (g02bxc)

g02bzc 24 nag_sum_sqs_combine
Combines two sums of squares matrices, for use after nag_sum_sqs
(g02buc)

g02cac 3 nag_simple_linear_regression
Simple linear regression with or without a constant term, data may be
weighted

g02cbc 3 nag_regress_confid_interval
Simple linear regression confidence intervals for the regression line and
individual points

g02dac 1 nag_regsn_mult_linear
Fits a general (multiple) linear regression model

g02dcc 2 nag_regsn_mult_linear_addrem_obs
Add/delete an observation to/from a general linear regression model

g02ddc 2 nag_regsn_mult_linear_upd_model
Estimates of regression parameters from an updated model
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g02dec 2 nag_regsn_mult_linear_add_var
Add a new independent variable to a general linear regression model

g02dfc 2 nag_regsn_mult_linear_delete_var
Delete an independent variable from a general linear regression model

g02dgc 1 nag_regsn_mult_linear_newyvar
Fits a general linear regression model to new dependent variable

g02dkc 2 nag_regsn_mult_linear_tran_model
Estimates of parameters of a general linear regression model for given
constraints

g02dnc 2 nag_regsn_mult_linear_est_func
Estimate of an estimable function for a general linear regression model

g02eac 7 nag_all_regsn
Computes residual sums of squares for all possible linear regressions for a
set of independent variables

g02ecc 7 nag_cp_stat
Calculates R2 and CP values from residual sums of squares

g02eec 7 nag_step_regsn
Fits a linear regression model by forward selection

g02efc 8 nag_full_step_regsn
Stepwise linear regression

g02fac 1 nag_regsn_std_resid_influence
Calculates standardized residuals and influence statistics

g02fcc 7 nag_durbin_watson_stat
Computes Durbin–Watson test statistic

g02gac 4 nag_glm_normal
Fits a generalized linear model with Normal errors

g02gbc 4 nag_glm_binomial
Fits a generalized linear model with binomial errors

g02gcc 4 nag_glm_poisson
Fits a generalized linear model with Poisson errors

g02gdc 4 nag_glm_gamma
Fits a generalized linear model with gamma errors

g02gkc 4 nag_glm_tran_model
Estimates and standard errors of parameters of a general linear model for
given constraints

g02gnc 4 nag_glm_est_func
Estimable function and the standard error of a generalized linear model

g02gpc 9 nag_glm_predict
Computes a predicted value and its associated standard error based on a
previously fitted generalized linear model

g02hac 4 nag_robust_m_regsn_estim
Robust regression, standard M-estimates

g02hbc 7 nag_robust_m_regsn_wts
Robust regression, compute weights for use with nag_robust_m_regsn_u
ser_fn (g02hdc)

g02hdc 7 nag_robust_m_regsn_user_fn
Robust regression, compute regression with user-supplied functions and
weights

g02hfc 7 nag_robust_m_regsn_param_var
Robust regression, variance-covariance matrix following nag_robust_m_
regsn_user_fn (g02hdc)

g02hkc 4 nag_robust_corr_estim
Robust estimation of a covariance matrix, Huber's weight function

g02hlc 7 nag_robust_m_corr_user_fn
Calculates a robust estimation of a covariance matrix, user-supplied weight
function plus derivatives
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g02hmc 7 nag_robust_m_corr_user_fn_no_derr
Calculates a robust estimation of a covariance matrix, user-supplied weight
function

g02jac 8 nag_reml_mixed_regsn
Linear mixed effects regression using Restricted Maximum Likelihood
(REML)

g02jbc 8 nag_ml_mixed_regsn
Linear mixed effects regression using Maximum Likelihood (ML)

g02jcc 9 nag_hier_mixed_init
Hierarchical mixed effects regression, initialization function for na
g_reml_hier_mixed_regsn (g02jdc) and nag_ml_hier_mixed_regsn (g02jec)

g02jdc 9 nag_reml_hier_mixed_regsn
Hierarchical mixed effects regression using Restricted Maximum
Likelihood (REML)

g02jec 9 nag_ml_hier_mixed_regsn
Hierarchical mixed effects regression using Maximum Likelihood (ML)

g02kac 9 nag_regsn_ridge_opt
Ridge regression, optimizing a ridge regression parameter

g02kbc 9 nag_regsn_ridge
Ridge regression using a number of supplied ridge regression parameters

g02lac 9 nag_pls_orth_scores_svd
Partial least squares (PLS) regression using singular value decomposition

g02lbc 9 nag_pls_orth_scores_wold
Partial least squares (PLS) regression using Wold's iterative method

g02lcc 9 nag_pls_orth_scores_fit
PLS parameter estimates following partial least squares regression by
nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold (g02lbc)

g02ldc 9 nag_pls_orth_scores_pred
PLS predictions based on parameter estimates from nag_pls_orth_scores_fit
(g02lcc)

g02mac 25 nag_lars
Least angle regression (LARS), least absolute shrinkage and selection
operator (LASSO) and forward stagewise regression

g02mbc 25 nag_lars_xtx
Least Angle Regression (LARS), Least Absolute Shrinkage and Selection
Operator (LASSO) and forward stagewise regression using the cross-
products matrix

g02mcc 25 nag_lars_param
Calculates additional parameter estimates following Least Angle Regression
(LARS), Least Absolute Shrinkage and Selection Operator (LASSO) or
forward stagewise regression

g02qfc 23 nag_regsn_quant_linear_iid
Linear quantile regression, simple interface, independent, identically
distributed (IID) errors

g02qgc 23 nag_regsn_quant_linear
Linear quantile regression, comprehensive interface

g02zkc 23 nag_g02_opt_set
Option setting function for nag_regsn_quant_linear (g02qgc)

g02zlc 23 nag_g02_opt_get
Option getting function for nag_regsn_quant_linear (g02qgc)
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1 Scope of the Chapter

This chapter is concerned with two techniques

(i) correlation analysis and

(ii) regression modelling,

both of which are concerned with determining the inter-relationships among two or more variables.

Other chapters of the NAG C Library which cover similar problems are Chapters e02 and e04. Chapter
e02 functions may be used to fit linear models by criteria other than least squares, and also for
polynomial regression; Chapter e04 functions may be used to fit nonlinear models and linearly
constrained linear models.

2 Background to the Problems

2.1 Correlation

2.1.1 Aims of correlation analysis

Correlation analysis provides a single summary statistic – the correlation coefficient – describing the
strength of the association between two variables. The most common types of association which are
investigated by correlation analysis are linear relationships, and there are a number of forms of linear
correlation coefficients for use with different types of data.

2.1.2 Correlation coefficients

The (Pearson) product-moment correlation coefficients measure a linear relationship, while Kendall's
tau and Spearman's rank order correlation coefficients measure monotonicity only. All three coefficients
range from �1:0 to þ1:0. A coefficient of zero always indicates that no linear relationship exists; a
þ1:0 coefficient implies a ‘perfect’ positive relationship (i.e., an increase in one variable is always
associated with a corresponding increase in the other variable); and a coefficient of �1:0 indicates a
‘perfect’ negative relationship (i.e., an increase in one variable is always associated with a
corresponding decrease in the other variable).

Consider the bivariate scattergrams in Figure 1: (a) and (b) show strictly linear functions for which the
values of the product-moment correlation coefficient, and (since a linear function is also monotonic)
both Kendall's tau and Spearman's rank order coefficients, would be þ1:0 and �1:0 respectively.
However, though the relationships in figures (c) and (d) are respectively monotonically increasing and
monotonically decreasing, for which both Kendall's and Spearman's nonparametric coefficients would
be þ1:0 (in (c)) and �1:0 (in (d)), the functions are nonlinear so that the product-moment coefficients
would not take such ‘perfect’ extreme values. There is no obvious relationship between the variables in
figure (e), so all three coefficients would assume values close to zero, while in figure (f) though there is
an obvious parabolic relationship between the two variables, it would not be detected by any of the
correlation coefficients which would again take values near to zero; it is important therefore to examine
scattergrams as well as the correlation coefficients.

In order to decide which type of correlation is the most appropriate, it is necessary to appreciate the
different groups into which variables may be classified. Variables are generally divided into four types
of scales: the nominal scale, the ordinal scale, the interval scale, and the ratio scale. The nominal scale
is used only to categorise data; for each category a name, perhaps numeric, is assigned so that two
different categories will be identified by distinct names. The ordinal scale, as well as categorising the
observations, orders the categories. Each category is assigned a distinct identifying symbol, in such a
way that the order of the symbols corresponds to the order of the categories. (The most common system
for ordinal variables is to assign numerical identifiers to the categories, though if they have previously
been assigned alphabetic characters, these may be transformed to a numerical system by any convenient
method which preserves the ordering of the categories.) The interval scale not only categorises and
orders the observations, but also quantifies the comparison between categories; this necessitates a
common unit of measurement and an arbitrary zero-point. Finally, the ratio scale is similar to the
interval scale, except that it has an absolute (as opposed to arbitrary) zero-point.
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For a more complete discussion of these four types of scales, and some examples, you are referred to
Churchman and Ratoosh (1959) and Hays (1970).

( a )

×
×

×
×

×
×

( c )

×
×

×

×
×

×
×

×
×

( e )

×

×

×

×

×

×

×

( b )

×
×

×

×

×

×

( d )

×
×

×

×

×
×

×
×

( f )

×

×

×

×
× ×

×

×

×

×

Figure 1

Product-moment correlation coefficients are used with variables which are interval (or ratio) scales;
these coefficients measure the amount of spread about the linear least squares equation. For a product-
moment correlation coefficient, r, based on n pairs of observations, testing against the null hypothesis
that there is no correlation between the two variables, the statistic

r

ffiffiffiffiffiffiffiffiffiffiffiffiffi
n� 2

1� r2

r
has a Student's t-distribution with n� 2 degrees of freedom; its significance can be tested accordingly.

Ranked and ordinal scale data are generally analysed by nonparametric methods – usually either
Spearman's or Kendall's tau rank order correlation coefficients, which, as their names suggest, operate
solely on the ranks, or relative orders, of the data values. Interval or ratio scale variables may also be
validly analysed by nonparametric methods, but such techniques are statistically less powerful than a
product-moment method. For a Spearman rank order correlation coefficient, R, based on n pairs of
observations, testing against the null hypothesis that there is no correlation between the two variables,
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for large samples the statistic

R

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n� 2

1�R2

r
has approximately a Student's t-distribution with n� 2 degrees of freedom, and may be treated
accordingly. (This is similar to the product-moment correlation coefficient, r, see above.) Kendall's tau
coefficient, based on n pairs of observations, has, for large samples, an approximately Normal
distribution with mean zero and standard deviationffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

4nþ 10

9n n� 1ð Þ

s
when tested against the null hypothesis that there is no correlation between the two variables; the
coefficient should therefore be divided by this standard deviation and tested against the standard Normal
distribution, N 0; 1ð Þ.
When the number of ordinal categories a variable takes is large, and the number of ties is relatively
small, Spearman's rank order correlation coefficients have advantages over Kendall's tau; conversely,
when the number of categories is small, or there are a large number of ties, Kendall's tau is usually
preferred. Thus when the ordinal scale is more or less continuous, Spearman's rank order coefficients
are preferred, whereas Kendall's tau is used when the data is grouped into a smaller number of
categories; both measures do however include corrections for the occurrence of ties, and the basic
concepts underlying the two coefficients are quite similar. The absolute value of Kendall's tau
coefficient tends to be slightly smaller than Spearman's coefficient for the same set of data.

There is no authoritative dictum on the selection of correlation coefficients – particularly on the
advisability of using correlations with ordinal data. This is a matter of discretion for you.

2.1.3 Partial correlation

The correlation coefficients described above measure the association between two variables ignoring
any other variables in the system. Suppose there are three variables X;Y and Z as shown in the path
diagram below.

X

Z Y

Figure 2

The association between Y and Z is made up of the direct association between Y and Z and the
association caused by the path through X, that is the association of both Y and Z with the third variable
X. For example if Z and Y were cholesterol level and blood pressure and X were age since both blood
pressure and cholesterol level may increase with age the correlation between blood pressure and
cholesterol level eliminating the effect of age is required.

The correlation between two variables eliminating the effect of a third variable is known as the partial
correlation. If �zy, �zx and �xy represent the correlations between x, y and z then the partial correlation
between Z and Y given X is

�zy � �zx�xyffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �2zx
� �

1� �2xy
� �r :

The partial correlation is then estimated by using product-moment correlation coefficients.

In general, let a set of variables be partitioned into two groups Y and X with ny variables in Y and nx
variables in X and let the variance-covariance matrix of all ny þ nx variables be partitioned into
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�xx �yx

�xy �yy

� �
:

Then the variance-covariance of Y conditional on fixed values of the X variables is given by

�yjx ¼ �yy ��yx�
�1
xx�xy:

The partial correlation matrix is then computed by standardizing �yjx.

2.1.4 Robust estimation of correlation coefficients

The product-moment correlation coefficient can be greatly affected by the presence of a few extreme
observations or outliers. There are robust estimation procedures which aim to decrease the effect of
extreme values.

Mathematically these methods can be described as follows. A robust estimate of the variance-
covariance matrix, C, can be written as

C ¼ �2 ATA
� ��1

where �2 is a correction factor to give an unbiased estimator if the data is Normal and A is a lower
triangular matrix. Let xi be the vector of values for the ith observation and let zi ¼ A xi � �ð Þ, � being a
robust estimate of location, then � and A are found as solutions to

1

n

Xn
i¼1
w zik k2
� �

zi ¼ 0

and

1

n

Xn
i¼1
w zik k2
� �

ziz
T
i � v zik k2

� �
I ¼ 0;

where w tð Þ, u tð Þ and v tð Þ are functions such that they return a value of 1 for reasonable values of t and
decreasing values for large t. The correlation matrix can then be calculated from the variance-
covariance matrix. If w, u, and v returned 1 for all values then the product-moment correlation
coefficient would be calculated.

2.1.5 Missing values

When there are missing values in the data these may be handled in one of two ways. Firstly, if a case
contains a missing observation for any variable, then that case is omitted in its entirety from all
calculations; this may be termed casewise treatment of missing data. Secondly, if a case contains a
missing observation for any variable, then the case is omitted from only those calculations involving the
variable for which the value is missing; this may be called pairwise treatment of missing data. Pairwise
deletion of missing data has the advantage of using as much of the data as possible in the computation
of each coefficient. In extreme circumstances, however, it can have the disadvantage of producing
coefficients which are based on a different number of cases, and even on different selections of cases or
samples; furthermore, the ‘correlation’ matrices formed in this way need not necessarily be positive
semidefinite, a requirement for a correlation matrix. Casewise deletion of missing data generally causes
fewer cases to be used in the calculation of the coefficients than does pairwise deletion. How great this
difference is will obviously depend on the distribution of the missing data, both among cases and
among variables.

Pairwise treatment does therefore use more information from the sample, but should not be used
without careful consideration of the location of the missing observations in the data matrix, and the
consequent effect of processing the missing data in that fashion.

2.1.6 Nearest Correlation Matrix

A correlation matrix is, by definition, a symmetric, positive semidefinite matrix with unit diagonals and
all elements in the range �1; 1½ �.
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In practice, rather than having a true correlation matrix, you may find that you have a matrix of
pairwise correlations. This usually occurs in the presence of missing values, when the missing values
are treated in a pairwise fashion as discussed in Section 2.1.5. Matrices constructed in this way may not
be not positive semidefinite, and therefore are not a valid correlation matrix. However, a valid
correlation matrix can be calculated that is in some sense ‘close’ to the original.

Given an n� n matrix, G, there are a number of available ways of computing the ‘nearest’ correlation
matrix, � to G:

(a) Frobenius Norm

Find � such that Xn
i¼1

Xn
j¼1

sij � �ij
� �2

is minimized.

Where S is the symmetric matrix defined as S ¼ 1
2 GþGTð Þ and sij and �ij denotes the elements of

S and � respectively.

A weighted Frobenius norm can also be used. The term being summed across therefore becomes

wiwj sij � �ij
� �2

if row and column weights are being used or wij sij � �ij
� �2

when element-wise
weights are used.

(b) Factor Loading Method

This method is similar to (a) in that it finds a � that is closest to S in the Frobenius norm.
However, it also ensures that � has a k-factor structure, that is � can be written as

� ¼ XXT þ diag I �XXT
� �

where I is the identity matrix and X has n rows and k columns.

X is often referred to as the factor loading matrix. This problem primarily arises when a factor
model � ¼ X� þD� is used to describe a multivariate time series or collateralized debt obligations.
In this model � 2 R

k and � 2 R
n are vectors of independent random variables having zero mean

and unit variance, with � and � independent of each other, and X 2 R
n�k with D 2 R

n�n diagonal.
In the case of modelling debt obligations � can, for example, model the equity returns of n
different companies of a portfolio where � describes k factors influencing all companies, in contrast
to the elements of � having only an effect on the equity of the corresponding company. With this
model the complex behaviour of a portfolio, with potentially thousands of equities, is captured by
looking at the major factors driving the behaviour.

The number of factors usually chosen is a lot smaller than n, perhaps between 1 and 10, yielding a
large reduction in the complexity. The number of the factors, k, which yields a matrix X such that
G�XXT þ diag I �XXTð Þk kF is within a required tolerance can also be determined, by
experimenting with the input k and comparing the norms.

(c) Shrinking

Find the smallest � such that

�T þ 1� �ð ÞS

is a correlation matrix. Here T is a positive definite target matrix with unit diagonal. T can be
chosen to fix elements in the resulting matrix by having elements equal to the corresponding
element in S.

Shrinking algorithms can be very efficient, using bisection to find �. A solution is always found, as
� ¼ 1 gives the result T , which is necessarily a valid correlation matrix.

Note that shrinking algorithms do not find the nearest correlation matrix in any mathematical
sense, simply the smallest � in the structure above.
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2.2 Regression

2.2.1 Aims of regression modelling

In regression analysis the relationship between one specific random variable, the dependent or
response variable, and one or more known variables, called the independent variables or covariates,
is studied. This relationship is represented by a mathematical model, or an equation, which associates
the dependent variable with the independent variables, together with a set of relevant assumptions. The
independent variables are related to the dependent variable by a function, called the regression
function, which involves a set of unknown parameters. Values of the parameters which give the best
fit for a given set of data are obtained; these values are known as the estimates of the parameters.

The reasons for using a regression model are twofold. The first is to obtain a description of the
relationship between the variables as an indicator of possible causality. The second reason is to predict
the value of the dependent variable from a set of values of the independent variables. Accordingly, the
most usual statistical problems involved in regression analysis are:

(i) to obtain best estimates of the unknown regression parameters;

(ii) to test hypotheses about these parameters;

(iii) to determine the adequacy of the assumed model; and

(iv) to verify the set of relevant assumptions.

2.2.2 Regression models and designed experiments

One application of regression models is in the analysis of experiments. In this case the model relates the
dependent variable to qualitative independent variables known as factors. Factors may take a number of
different values known as levels. For example, in an experiment in which one of four different
treatments is applied, the model will have one factor with four levels. Each level of the factor can be
represented by a dummy variable taking the values 0 or 1. So in the example there are four dummy
variables xj, for j ¼ 1; 2; 3; 4, such that:

xij ¼ 1 if the ith observation received the jth treatment
¼ 0 otherwise;

along with a variable for the mean x0:

xi0 ¼ 1 for all i:

If there were 7 observations the data would be:

Treatment Y x0 x1 x2 x3 x4
1 y1 1 1 0 0 0
2 y2 1 0 1 0 0
2 y3 1 0 1 0 0
3 y4 1 0 0 1 0
3 y5 1 0 0 1 0
4 y6 1 0 0 0 1
4 y7 1 0 0 0 1

When dummy variables are used it is common for the model not to be of full rank. In the case above,
the model would not be of full rank because

xi4 ¼ xi0 � xi1 � xi2 � xi3; i ¼ 1; 2; . . . ; 7:

This means that the effect of x4 cannot be distinguished from the combined effect of x0; x1; x2 and x3.
This is known as aliasing. In this situation, the aliasing can be deduced from the experimental design
and as a result the model to be fitted; in such situations it is known as intrinsic aliasing. In the example
above no matter how many times each treatment is replicated (other than 0) the aliasing will still be
present. If the aliasing is due to a particular dataset to which the model is to be fitted then it is known
as extrinsic aliasing. If in the example above observation 1 was missing then the x1 term would also be
aliased. In general intrinsic aliasing may be overcome by changing the model, e.g., remove x0 or x1
from the model, or by introducing constraints on the parameters, e.g., �1 þ �2 þ �3 þ �4 ¼ 0.
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If aliasing is present then there will no longer be a unique set of least squares estimates for the
parameters of the model but the fitted values will still have a unique estimate. Some linear functions of
the parameters will also have unique estimates; these are known as estimable functions. In the example
given above the functions (�0 þ �1) and (�2 � �3) are both estimable.

2.2.3 Selecting the regression model

In many situations there are several possible independent variables, not all of which may be needed in
the model. In order to select a suitable set of independent variables, two basic approaches can be used.

(a) All possible regressions

In this case all the possible combinations of independent variables are fitted and the one considered
the best selected. To choose the best, two conflicting criteria have to be balanced. One is the fit of
the model which will improve as more variables are added to the model. The second criterion is the
desire to have a model with a small number of significant terms. Depending on how the model is
fit, statistics such as R2, which gives the proportion of variation explained by the model, and Cp,
which tries to balance the size of the residual sum of squares against the number of terms in the
model, can be used to aid in the choice of model.

(b) Stepwise model building

In stepwise model building the regression model is constructed recursively, adding or deleting the
independent variables one at a time. When the model is built up the procedure is known as forward
selection. The first step is to choose the single variable which is the best predictor. The second
independent variable to be added to the regression equation is that which provides the best fit in
conjunction with the first variable. Further variables are then added in this recursive fashion,
adding at each step the optimum variable, given the other variables already in the equation.
Alternatively, backward elimination can be used. This is when all variables are added and then the
variables dropped one at a time, the variable dropped being the one which has the least effect on
the fit of the model at that stage. There are also hybrid techniques which combine forward selection
with backward elimination.

2.3 Linear Regression Models

When the regression model is linear in the parameters (but not necessarily in the independent variables),
then the regression model is said to be linear; otherwise the model is classified as nonlinear.

The most elementary form of regression model is the simple linear regression of the dependent
variable, Y , on a single independent variable, x, which takes the form

E Yð Þ ¼ �0 þ �1x ð1Þ

where E Yð Þ is the expected or average value of Y and �0 and �1 are the parameters whose values are
to be estimated, or, if the regression is required to pass through the origin (i.e., no constant term),

E Yð Þ ¼ �1x ð2Þ

where �1 is the only unknown parameter.

An extension of this is multiple linear regression in which the dependent variable, Y , is regressed on
the p (p > 1) independent variables, x1; x2; . . . ; xp, which takes the form

E Yð Þ ¼ �0 þ �1x1 þ �2x2 þ � � � þ �pxp ð3Þ

where �1; �2; . . . ; �p and �0 are the unknown parameters. Multiple linear regression models test include
factors are sometimes known as General Linear (Regression) Models.

A special case of multiple linear regression is polynomial linear regression, in which the p
independent variables are in fact powers of the same single variable x (i.e., xj ¼ xj, for j ¼ 1; 2; . . . ; p).

In this case, the model defined by (3) becomes

E Yð Þ ¼ �0 þ �1xþ �2x2 þ � � � þ �pxp: ð4Þ

There are a great variety of nonlinear regression models; one of the most common is exponential
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regression, in which the equation may take the form

E Yð Þ ¼ aþ becx: ð5Þ

It should be noted that equation (4) represents a linear regression, since even though the equation is not
linear in the independent variable, x, it is linear in the parameters �0; �1; �2; . . . :; �p, whereas the
regression model of equation (5) is nonlinear, as it is nonlinear in the parameters (a, b and c).

2.3.1 Fitting the regression model – least squares estimation

One method used to determine values for the parameters is, based on a given set of data, to minimize
the sums of squares of the differences between the observed values of the dependent variable and the
values predicted by the regression equation for that set of data – hence the term least squares
estimation. For example, if a regression model of the type given by equation (3), namely

E Yð Þ ¼ �0x0 þ �1x1 þ �2x2 þ � � � þ �pxp;

where x0 ¼ 1 for all observations, is to be fitted to the n data points

x01; x11; x21; . . . ; xp1; y1
� �
x02; x12; x22; . . . ; xp2; y2
� �

..

.

x0n; x1n; x2n; . . . ; xpn; yn
� � ð6Þ

such that

yi ¼ �0x0 þ �1x1i þ �2x2i þ � � � þ �pxpi þ ei; i ¼ 1; 2; . . . ; n

where ei are unknown independent random errors with E eið Þ ¼ 0 and var eið Þ ¼ �2, �2 being a constant,
then the method used is to calculate the estimates of the regression parameters �0; �1; �2; . . . ; �p by
minimizing Xn

i¼1
e2i : ð7Þ

If the errors do not have constant variance, i.e.,

var eið Þ ¼ �2i ¼
�2

wi

then weighted least squares estimation is used in whichXn
i¼1
wie

2
i

is minimized. For a more complete discussion of these least squares regression methods, and details of
the mathematical techniques used, see Draper and Smith (1985) or Kendall and Stuart (1973).

2.3.2 Computational methods for least squares regression

Let X be the n by p matrix of independent variables and y be the vector of values for the dependent
variable. To find the least squares estimates of the vector of parameters, �̂, the QR decomposition of X
is found, i.e.,

X ¼ QR�

where R� ¼ R
0

� �
, R being a p by p upper triangular matrix, and Q an n by n orthogonal matrix. If R

is of full rank then �̂ is the solution to

R�̂ ¼ c1
where c ¼ QTy and c1 is the first p rows of c. If R is not of full rank, a solution is obtained by means of
a singular value decomposition (SVD) of R,
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R ¼ Q� D 0
0 0

� �
PT;

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R, and Q� and
P are p by p orthogonal matrices. This gives the solution

�̂ ¼ P1D
�1QT

�1c1;

P1 being the first k columns of P and Q�1 being the first k columns of Q�.

This will be only one of the possible solutions. Other estimates may be obtained by applying constraints
to the parameters. If weighted regression with a vector of weights w is required then both X and y are
premultiplied by w1=2.

The method described above will, in general, be more accurate than methods based on forming (XTX),
(or a scaled version), and then solving the equations

XTX
� �

�̂ ¼ XTy:

2.3.3 Examining the fit of the model

Having fitted a model two questions need to be asked: first, ‘are all the terms in the model needed?’ and
second, ‘is there some systematic lack of fit?’. To answer the first question either confidence intervals
can be computed for the parameters or t-tests can be calculated to test hypotheses about the regression
parameters – for example, whether the value of the parameter, �k, is significantly different from a

specified value, bk (often zero). If the estimate of �k is �̂k and its standard error is se �̂k

� �
then the

t-statistic is

�̂k � bkffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
se �̂k

� �r :

It should be noted that both the tests and the confidence intervals may not be independent. Alternatively
F -tests based on the residual sums of squares for different models can also be used to test the
significance of terms in the model. If model 1, giving residual sum of squares RSS1 with degrees of
freedom �1, is a sub-model of model 2, giving residual sum of squares RSS2 with degrees of freedom
�2, i.e., all terms in model 1 are also in model 2, then to test if the extra terms in model 2 are needed
the F -statistic

F ¼ RSS1 � RSS2ð Þ= �1 � �2ð Þ
RSS2=�2

may be used. These tests and confidence intervals require the additional assumption that the errors, ei,
are Normally distributed.

To check for systematic lack of fit the residuals, ri ¼ yi � ŷi, where ŷi is the fitted value, should be
examined. If the model is correct then they should be random with no discernible pattern. Due to the
way they are calculated the residuals do not have constant variance. Now the vector of fitted values can
be written as a linear combination of the vector of observations of the dependent variable, y, ŷ ¼ Hy.
The variance-covariance matrix of the residuals is then I �Hð Þ�2, I being the identity matrix. The
diagonal elements of H, hii, can therefore be used to standardize the residuals. The hii are a measure of
the effect of the ith observation on the fitted model and are sometimes known as leverages.

If the observations were taken serially the residuals may also be used to test the assumption of the
independence of the ei and hence the independence of the observations.

2.3.4 Ridge regression

When data on predictor variables x are multicollinear, ridge regression models provide an alternative
to variable selection in the multiple regression model. In the ridge regression case, parameter estimates
in the linear model are found by penalised least squares:
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Xn
i¼1

Xp
j¼1

xij�̂j

 !
� yi

" #2
þ h

Xp
j¼1

�̂2j ; h 2 R
þ;

where the value of the ridge parameter h controls the trade-off between the goodness-of-fit and
smoothness of a solution.

2.4 Robust Estimation

Least squares regression can be greatly affected by a small number of unusual, atypical, or extreme
observations. To protect against such occurrences, robust regression methods have been developed.
These methods aim to give less weight to an observation which seems to be out of line with the rest of
the data given the model under consideration. That is to seek to bound the influence. For a discussion of
influence in regression, see Hampel et al. (1986) and Huber (1981).

There are two ways in which an observation for a regression model can be considered atypical. The
values of the independent variables for the observation may be atypical or the residual from the model
may be large.

The first problem of atypical values of the independent variables can be tackled by calculating weights
for each observation which reflect how atypical it is, i.e., a strongly atypical observation would have a
low weight. There are several ways of finding suitable weights; some are discussed in Hampel et al.
(1986).

The second problem is tackled by bounding the contribution of the individual ei to the criterion to be
minimized. When minimizing (7) a set of linear equations is formed, the solution of which gives the
least squares estimates. The equations areXn

i¼1
eixij ¼ 0; j ¼ 0; 1; . . . ; k:

These equations are replaced by Xn
i¼1
 ei=�ð Þxij ¼ 0; j ¼ 0; 1; . . . ; k; ð8Þ

where �2 is the variance of the ei, and  is a suitable function which down weights large values of the
standardized residuals ei=�. There are several suggested forms for  , one of which is Huber's function,

 tð Þ ¼
�c; t < c
t; tj j � c
c; t > c

8<: ð9Þ

-c

c
t

ψ (t)

Figure 3

The solution to (8) gives the M-estimates of the regression coefficients. The weights can be included in
(8) to protect against both types of extreme value. The parameter � can be estimated by the median
absolute deviations of the residuals or as a solution to, in the unweighted case,Xn

i¼1
� ei=�̂ð Þ ¼ n� kð Þ�;

where � is a suitable function and � is a constant chosen to make the estimate unbiased. � is often
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chosen to be  2=2 where  is given in (9). Another form of robust regression is to minimize the sum of
absolute deviations, i.e., Xn

i¼1
eij j:

For details of robust regression, see Hampel et al. (1986) and Huber (1981).

Robust regressions using least absolute deviations can be computed using functions in Chapter e02.

2.5 Generalized Linear Models

Generalized linear models are an extension of the general linear regression model discussed above.
They allow a wide range of models to be fitted. These included certain nonlinear regression models,
logistic and probit regression models for binary data, and log-linear models for contingency tables. A
generalized linear model consists of three basic components:

(a) A suitable distribution for the dependent variable Y . The following distributions are common:

(i) Normal

(ii) binomial

(iii) Poisson

(iv) gamma

In addition to the obvious uses of models with these distributions it should be noted that the
Poisson distribution can be used in the analysis of contingency tables while the gamma distribution
can be used to model variance components. The effect of the choice of the distribution is to define
the relationship between the expected value of Y , E Yð Þ ¼ �, and its variance and so a generalized
linear model with one of the above distributions may be used in a wider context when that
relationship holds.

(b) A linear model � ¼
P
�jxj, � is known as a linear predictor.

(c) A link function g �ð Þ between the expected value of Y and the linear predictor, g �ð Þ ¼ �. The
following link functions are available:

For the binomial distribution �, observing y out of t:

(i) logistic link: � ¼ log �
t��

� �
;

(ii) probit link: � ¼ ��1 �
t

� �
;

(iii) complementary log-log: � ¼ log �log 1� �
t

� �� �
.

For the Normal, Poisson, and gamma distributions:

(i) exponent link: � ¼ �a, for a constant a;

(ii) identity link: � ¼ �;
(iii) log link: � ¼ log�;

(iv) square root link: � ¼ ffiffiffi
�
p

;

(v) reciprocal link: � ¼ 1
� .

For each distribution there is a canonical link. For the canonical link there exist sufficient statistics
for the parameters. The canonical links are:

(i) Normal – identity;

(ii) binomial – logistic;

(iii) Poisson – logarithmic;
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(iv) gamma – reciprocal.

For the general linear regression model described above the three components are:

(i) Distribution – Normal;

(ii) Linear model –
P
�jxj;

(iii) Link – identity.

The model is fitted by maximum likelihood; this is equivalent to least squares in the case of the
Normal distribution. The residual sums of squares used in regression models is generalized to the
concept of deviance. The deviance is the logarithm of the ratio of the likelihood of the model to the full
model in which �̂i ¼ yi, where �̂i is the estimated value of �i. For the Normal distribution the deviance
is the residual sum of squares. Except for the case of the Normal distribution with the identity link, the
�2 and F -tests based on the deviance are only approximate; also the estimates of the parameters will
only be approximately Normally distributed. Thus only approximate z- or t-tests may be performed on
the parameter values and approximate confidence intervals computed.

The estimates are found by using an iterative weighted least squares procedure. This is equivalent to
the Fisher scoring method in which the Hessian matrix used in the Newton–Raphson method is
replaced by its expected value. In the case of canonical links the Fisher scoring method and the
Newton–Raphson method are identical. Starting values for the iterative procedure are obtained by
replacing the �i by yi in the appropriate equations.

2.6 Linear Mixed Effects Regression

In a standard linear model the independent (or explanatory) variables are assumed to take the same set
of values for all units in the population of interest. This type of variable is called fixed. In contrast, an
independent variable that fluctuates over the different units is said to be random. Modelling a variable
as fixed allows conclusions to be drawn only about the particular set of values observed. Modelling a
variable as random allows the results to be generalized to the different levels that may have been
observed. In general, if the effects of the levels of a variable are thought of as being drawn from a
probability distribution of such effects then the variable is random. If the levels are not a sample of
possible levels then the variable is fixed. In practice many qualitative variables can be considered as
having fixed effects and most blocking, sampling design, control and repeated measures as having
random effects.

In a general linear regression model, defined by

y ¼ X� þ �

where y is a vector of n observations on the dependent variable,

X is an n by p design matrix of independent variables,

� is a vector of p unknown parameters,

and � is a vector of n, independent and identically distributed, unknown errors, with �eN 0; �2
� �

,

there are p fixed effects (the �) and a single random effect (the error term �).

An extension to the general linear regression model that allows for additional random effects is the
linear mixed effects regression model, (sometimes called the variance components model). One
parameterisation of a linear mixed effects model is

y ¼ X� þ Z� þ �

where y is a vector of n observations on the dependent variable,

X is an n by p design matrix of fixed independent variables,

� is a vector of p unknown fixed effects,

Z is an n by q design matrix of random independent variables,
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� is a vector of length q of unknown random effects,

� is a vector of length n of unknown random errors,

and � and � are normally distributed with expectation zero and variance / covariance matrix defined by

Var �
�

� �
¼ G 0

0 R

� �
:

The functions currently available in this chapter are restricted to cases where R ¼ �2RI, I is the n� n
identity matrix and G is a diagonal matrix. Given this restriction the random variables, Z, can be
subdivided into g � q groups containing one or more variables. The variables in the ith group are
identically distributed with expectation zero and variance �2i . The model therefore contains three sets of
unknowns, the fixed effects, �, the random effects, �, and a vector of gþ 1 variance components, �,

with � ¼ �21; �
2
2; . . . ; ; ; �

2
g�1; �

2
g; �

2
R

n o
. Rather than work directly with � and the full likelihood function,

� is replaced by �� ¼ �21=�
2
R; �

2
2=�

2
R; . . . ; �

2
g�1=�

2
R; �

2
g=�

2
R; 1

n o
and the profiled likelihood function is

used instead.

The model parameters are estimated using an iterative method based on maximizing either the restricted
(profiled) likelihood function or the (profiled) likelihood functions. Fitting the model via restricted
maximum likelihood involves maximizing the function

�2lR ¼ log Vj jð Þ þ n� pð Þlog rTV �1r
� �

þ log XTV �1X
		 		þ n� pð Þ 1þ log 2	= n� pð Þð Þð Þ þ n� pð Þ:

Whereas fitting the model via maximum likelihood involves maximizing

�2lR ¼ log Vj jð Þ þ nlog rTV �1r
� �

þ nlog 2	=nð Þ þ n:
In both cases

V ¼ ZGZT þR; r ¼ y�Xb and b ¼ XTV �1X
� ��1

XTV �1y:

Once the final estimates for �� have been obtained, the value of �2R is given by

�2R ¼ rTV �1r
� �

= n� pð Þ:

Case weights, Wc, can be incorporated into the model by replacing XTX and ZTZ with XTWcX and
ZTWcZ respectively, for a diagonal weight matrix Wc.

2.7 Quantile Regression

Quantile regression is related to least squares regression in that both are interested in studying the
relationship between a response variable and one or more independent or explanatory variables.
However, whereas least squares regression is concerned with modelling the conditional mean of the
dependent variable, quantile regression models the conditional � th quantile of the dependent variable,
for some value of � 2 0; 1ð Þ. So, for example, � ¼ 0:5 would be the median.

Throughout this section we will be making use of the following definitions:

(a) If Z is a real valued random variable with distribution function F and density function f , such that

F �ð Þ ¼ P Z � �ð Þ ¼
Z �

�1
f zð Þdz

then the � th quantile, �, can be defined as

� ¼ F�1 �ð Þ ¼ inf z : F zð Þ 	 �f g; � 2 0; 1ð Þ:
(b) I Lð Þ denotes an indicator function taking the value 1 if the logical expression L is true and 0

otherwise, e.g., I z < 0ð Þ ¼ 1 if z < 0 and 0 if z 	 0.

(c) y denotes a vector of n observations on the dependent (or response) variable,
y ¼ yi : i ¼ 1; 2; . . . ; nf g.

(d) X denotes an n� p matrix of explanatory or independent variables, often referred to as the design
matrix, and xi denotes a column vector of length p which holds the ith row of X.
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2.7.1 Finding a sample quantile as an optimization problem

Consider the piecewise linear loss function

�� zð Þ ¼ z � � I z < 0ð Þð Þ
The minimum of the expectation

E �� z� �ð Þð Þ ¼ � � 1ð Þ
Z �

�1
z� �ð Þf zð Þdzþ �

Z 1
�

z� �ð Þf zð Þdz

can be obtained by using the integral rule of Leibnitz to differentiate with respect to z and then setting
the result to zero, giving

1� �ð Þ
Z �

�1
f zð Þdz�

Z 1
�

f zð Þdz ¼ F �ð Þ � � ¼ 0

hence � ¼ F�1 �ð Þ when the solution is unique. If the solution is not unique then there exists a range of
quantiles, each of which is equally valid. Taking the smallest value of such a range ensures that the
empirical quantile function is left-continuous. Therefore obtaining the � th quantile of a distribution F
can be achieved by minimizing the expected value of the loss function �� .

This idea of obtaining the quantile by solving an optimization problem can be extended to finding the
� th sample quantile. Given a vector of n observed values, y, from some distribution the empirical

distribution function, Fn �ð Þ ¼ n�1
Xn
i¼1
I yi � �ð Þ provides an estimate of the unknown distribution

function F giving an expected loss of

E �� y� �ð Þð Þ ¼ n�1
Xn
i¼1
�� yi � �ð Þ

and therefore the problem of finding the � th sample quantile, �̂ �ð Þ, can be expressed as finding the
solution to the problem

minimize
�2R

Xn
i¼1
�� yi � �ð Þ

effectively replacing the operation of sorting, usually required when obtaining a sample quantile, with
an optimization.

2.7.2 From least squares to quantile regression

Given the vector y it is a well known result that the sample mean, ŷ, solves the least squares problem

minimize
�2R

Xn
i¼1

yi � �ð Þ2:

This result leads to least squares regression where, given design matrix X and defining the conditional
mean of y as � Xð Þ ¼ X�, an estimate of � is obtained from the solution to

minimize
�2Rp

Xn
i¼1

yi � xTi �
� �2

:

Quantile regression can be derived in a similar manner by specifying the � th conditional quantile as
Qy � jXð Þ ¼ X� �ð Þ and estimating � �ð Þ as the solution to

minimize
�2Rp

Xn
i¼1
�� yi � xTi �
� �

: ð10Þ
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2.7.3 Quantile regression as a linear programming problem

By introducing 2n slack variables, u ¼ ui : i ¼ 1; 2; . . . ; nf g and v ¼ ui : i ¼ 1; 2; . . . ; nf g, the quantile
regression minimization problem, (10), can be expressed as a linear programming (LP) problem, with
primal and associated dual formulations

(a) Primal form

minimize
u;v;�ð Þ2Rn

þ�Rn
þ�Rp

�eTuþ 1� �ð ÞeTv subject to y ¼ X� þ u� v ð11Þ

where e is a vector of length n, where each element is 1.

If ri denotes the ith residual, ri ¼ yi � xTi �, then the slack variables, u; vð Þ, can be thought as
corresponding to the absolute value of the positive and negative residuals respectively with

ui ¼ ri if ri > 0
0 otherwise



vi ¼ �ri if ri < 0

0 otherwise



(b) Dual form

The dual formulation of (11) is given by

maximize
d

yTd subject to XTd ¼ 0; d 2 � � 1; �½ �n

which, on setting a ¼ dþ 1� �ð Þe, is equivalent to

maximize
a

yTa subject to XTa ¼ 1� �ð ÞXTe; a 2 0; 1½ �n ð12Þ

(c) Canonical form

Linear programming problems are often described in a standard way, called the canonical form.
The canonical form of an LP problem is

minimize
z

cTz subject to ll � z
Az


 �
� lu:

Letting 0p denote a vector of p zeros 
1p denote a vector of p arbitarily small or large values,
In�n denote the n� n identity matrix, c ¼ a; bf g denote the row vector constructed by
concatenating the elements of vector b to the elements of vector a and C ¼ A;B½ � denote the
matrix constructed by concatenating the columns of matrix B onto the columns of matrix A then
setting

cT ¼ 0p; �eT; 1� �ð ÞeT
� 

zT ¼ �T; uT; vTf g
A ¼ X; In�n;�In�n½ � b ¼ y
lu ¼ þ1p;1n;1n; y

� 
ll ¼ �1p; 0n; 0n; y

� 
gives the quantile regression LP problem as described in (11).

Once expressed as an LP problem the parameter estimates �̂ �ð Þ can be obtained in a number of ways,
for example via the inertia-controlling method of Gill and Murray (1978) (see nag_opt_lp (e04mfc)),
the simplex method or an interior point method as used by nag_regsn_quant_linear_iid (g02qfc) and
nag_regsn_quant_linear (g02qgc).

2.7.4 Estimation of the covariance matrix

Koenker (2005) shows that the limiting covariance matrix of
ffiffiffi
n
p

�̂ �ð Þ � � �ð Þ
� �

is of the form of a

Huber Sandwich. Therefore, under the assumption of Normally distributed errorsffiffiffi
n
p

�̂ �ð Þ � � �ð Þ
� �

� N 0; � 1� �ð ÞHn �ð Þ�1JnHn �ð Þ�1
� �

ð13Þ

where
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Jn ¼ n�1
Xn
i¼1
xix

T
i

Hn �ð Þ ¼ lim
n!1

n�1
Xn
i¼1
xix

T
i fi Qyi � jxið Þ
� �

and fi Qyi � jxið Þ
� �

denotes the conditional density of the response y evaluated at the � th conditional
quantile.

More generally, the asymptotic covariance matrix for �̂ �1ð Þ; �̂ �1ð Þ; . . . ; �̂ �nð Þ has blocks defined by

cov
ffiffiffi
n
p

�̂ �ið Þ � � �ið Þ
� �

;
ffiffiffi
n
p

�̂ �j
� �
� � �j

� �� �� �
¼ min �i; �j

� �
� �i�j

� �
Hn �ið Þ�1JnHn �j

� ��1 ð14Þ

Under the assumption of independent, identically distributed (iid) errors, (13) simplifies toffiffiffi
n
p

�̂ �ð Þ � � �ð Þ
� �

� N 0; � 1� �ð Þs �ð Þ2 XTX
� ��1� �

where s �ð Þ is the sparsity function, given by

s �ð Þ ¼ 1

f F�1 �ð Þð Þ

a similar simplification occurs with (14).

In cases where the assumption of iid errors does not hold, Powell (1991) suggests using a kernel
estimator of the form

Ĥn �ð Þ ¼ ncnð Þ�1
Xn
i¼1
K

yi � xTi �̂ �ð Þ
cn

 !
xix

T
i

for some bandwidth parameter cn satisfying lim
n!1

cn ! 0 and lim
n!1

ffiffiffi
n
p

cn !1 and Hendricks and

Koenker (1991) suggest a method based on an extension of the idea of sparsity.

Rather than use an asymptotic estimate of the covariance matrix, it is also possible to use bootstrapping.
Roughly speaking the original data is resampled and a set of parameter estimates obtained from each
new sample. A sample covariance matrix is then constructed from the resulting matrix of parameter
estimates.

2.8 Latent Variable Methods

Regression by means of projections to latent structures also known as partial least squares, is a latent
variable linear model suited to data for which:

the number of x-variables is high compared to the number of observations;

x-variables and/or y-variables are multicollinear.

Latent variables are linear combinations of x-variables that explain variance in x and y-variables. These
latent variables, known as factors, are extracted iteratively from the data. A choice of the number of
factors to include in a model can be made by considering diagnostic statistics such as the variable
influence on projections (VIP).

2.9 LARS, LASSO and Forward Stagewise Regression

Least Angle Regression (LARS), Least Absolute Shrinkage Selection Operator (LASSO) and forward
stagewise regression are three closely related regression techniques. Of the three, only LASSO has an
easily accessible mathematical description suitable for being summarised here. A full description of the
all three methods and the relationship between them can be found in Efron et al. (2004) and the
references there in.

Given a vector of n observed values, y ¼ yi : i ¼ 1; 2; . . . ; nf g and an n� p design matrix X, where the
jth column of X, denoted xj, is a vector of length n representing the jth independent variable xj,
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standardized such that
Xn
i¼1
xij ¼ 0, and

Xn
i¼1
x2ij ¼ 1 and a set of model parameters � to be estimated from

the observed values, the LASSO model of Tibshirani (1996) is given by

minimize
�;�2Rp

y� ��XT�
�� ��2 subject to �k k1 � t ð15Þ

for a given value of t, where � ¼ �y ¼ n�1
Xn
i¼1
yi. The positive LASSO model is the same as the standard

LASSO model, given above, with the added constraint that

�j 	 0; j ¼ 1; 2; . . . ; p:

Rather than solve (15) for a given value of t, Efron et al. (2004) defined an algorithm that returns a full
solution path for all possible values of t. It turns out that this path is piecewise linear with a finite
number of pieces, denoted K, corresponding to K sets of parameter estimates.

3 Recommendations on Choice and Use of Available Functions

3.1 Correlation

3.1.1 Product-moment correlation

Let SSx be the sum of squares of deviations from the mean, �x, for the variable x for a sample of size n,
i.e.,

SSx ¼
Xn
i¼1

xi � �xð Þ2

and let SCxy be the cross-products of deviations from the means, �x and �y, for the variables x and y for
a sample of size n, i.e.,

SCxy ¼
Xn
i¼1

xi � �xð Þ yi � �yð Þ:

Then the sample covariance of x and y is

cov x; yð Þ ¼ SCxy

n� 1ð Þ

and the product-moment correlation coefficient is

r ¼ cov x; yð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
var xð Þ var yð Þ

p ¼ SCxyffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
SSxSSy

p :

nag_sum_sqs_update (g02btc) updates the sample sums of squares and cross-products and deviations
from the means by the addition/deletion of a (weighted) observation.

nag_sum_sqs (g02buc) computes the sample sums of squares and cross-products deviations from the
means (optionally weighted). The output from multiple calls to nag_sum_sqs (g02buc) can be combined
via a call to nag_sum_sqs_combine (g02bzc), allowing large datasets to be summarised across multiple
processing units.

nag_sum_sqs_update (g02btc) updates the sample sums of squares and cross-products and deviations
from the means by the addition/deletion of a (weighted) observation.

nag_cov_to_corr (g02bwc) computes the product-moment correlation coefficients from the sample sums
of squares and cross-products of deviations from the means.

The three functions compute only the upper triangle of the correlation matrix which is stored in a one-
dimensional array in packed form.
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nag_corr_cov (g02bxc) computes both the (optionally weighted) covariance matrix and the (optionally
weighted) correlation matrix. These are returned in two-dimensional arrays. (Note that nag_sum_sq
s_update (g02btc) and nag_sum_sqs (g02buc) can be used to compute the sums of squares from zero.)

3.1.2 Product-moment correlation with missing values

If there are missing values then nag_sum_sqs (g02buc) and nag_corr_cov (g02bxc), as described above,
will allow casewise deletion by you giving the observation zero weight (compared with unit weight for
an otherwise unweighted computation).

3.1.3 Nonparametric correlation

nag_ken_spe_corr_coeff (g02brc) computes Kendall and/or Spearman nonparametric rank correlation
coefficients. The function allows for a subset of variables to be selected and for observations to be
excluded from the calculations if, for example, they contain missing values.

3.1.4 Partial correlation

nag_partial_corr (g02byc) computes a matrix of partial correlation coefficients from the correlation
coefficients or variance-covariance matrix returned by nag_corr_cov (g02bxc).

3.1.5 Robust correlation

nag_robust_m_corr_user_fn (g02hlc) and nag_robust_m_corr_user_fn_no_derr (g02hmc) compute
robust estimates of the variance-covariance matrix by solving the equations

1

n

Xn
i¼1
w zik k2
� �

zi ¼ 0

and

1

n

Xn
i¼1
u zik k2
� �

ziz
T
i � v zik k2

� �
I ¼ 0;

as described in Section 2.1.4 for user-supplied functions w and u. Two options are available for v, either
v tð Þ ¼ 1 for all t or v tð Þ ¼ u tð Þ.
nag_robust_m_corr_user_fn_no_derr (g02hmc) requires only the function w and u to be supplied while
nag_robust_m_corr_user_fn (g02hlc) also requires their derivatives.

In general nag_robust_m_corr_user_fn (g02hlc) will be considerably faster than nag_robust_m_corr_u
ser_fn_no_derr (g02hmc) and should be used if derivatives are available.

nag_robust_corr_estim (g02hkc) computes a robust variance-covariance matrix for the following
functions:

u tð Þ ¼ au=t2 if t < a2u
u tð Þ ¼ 1 if a2u � t � b2u
u tð Þ ¼ bu=t2 if t > b2u

and

w tð Þ ¼ 1 if t � cw
w tð Þ ¼ cw=t if t > cw

for constants au, bu and cw.

These functions solve a minimax space problem considered by Huber (1981). The values of au, bu and
cw are calculated from the fraction of gross errors; see Hampel et al. (1986) and Huber (1981).

To compute a correlation matrix from the variance-covariance matrix nag_cov_to_corr (g02bwc) may
be used.
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3.1.6 Nearest correlation matrix

A number of functions are provided to calculate a nearest correlation matrix. The choice of routine will
depend on what definition of ‘nearest’ is required and whether there is any particular structure desired
in the resulting correlation matrix.

nag_nearest_correlation (g02aac) computes the nearest correlation matrix in the Frobenius norm, using
the method of Qi and Sun (2006), modified by Borsdorf and Higham (2010). An extension to this
function is nag_nearest_correlation_bounded (g02abc) which allows a row and column weighted
Frobenius norm to be used as well as a bound on the minimum eigenvalue of the resulting correlation
matrix to be specified.

If elementwise weighting is required nag_nearest_correlation_h_weight (g02ajc) can be used which
again computes the nearest correlation matrix in the Frobenius norm and provides a bound on the
eigenvalues. It should be noted, that this function is computationally expensive. If it is desired to fix
elements in the input matrix then you should consider a shrinking algorithm.

nag_nearest_correlation_shrinking (g02anc) uses the shrinking method of Higham et al. (2014) to fix
the leading block of the input. However, it does not compute the nearest correlation matrix in the
Frobenius norm but finds the smallest relative perturbation to the unfixed elements to give a positive
definite output. This functionality is extended in nag_nearest_correlation_target (g02apc) which allows
an arbitrary target matrix to be specified via elementwise weights.

nag_nearest_correlation_k_factor (g02aec) computes the factor loading matrix, allowing a correlation
matrix with a k-factor structure to be computed.

See also the Pennon optimization suite in Chapter e04 which can be used to solve a variety of nearest
correlation matrix problems. See for example Section 10 in nag_opt_handle_set_quadobj (e04rfc).

3.2 Regression

3.2.1 Simple linear regression

Two functions are provided for simple linear regression. The function nag_simple_linear_regression
(g02cac) calculates the parameter estimates for a simple linear regression with or without a constant
term. The function nag_regress_confid_interval (g02cbc) calculates fitted values, residuals and
confidence intervals for both the fitted line and individual observations. This function produces the
information required for various regression plots.

3.2.2 Ridge regression

nag_regsn_ridge_opt (g02kac) calculates a ridge regression, optimizing the ridge parameter according to
one of four prediction error criteria.

nag_regsn_ridge (g02kbc) calculates ridge regressions for a given set of ridge parameters.

3.2.3 Polynomial regression and nonlinear regression

No functions are currently provided in this chapter for polynomial regression. If you wish to perform
polynomial regressions you have three alternatives: you can use the multiple linear regression functions,
nag_regsn_mult_linear (g02dac), with a set of independent variables which are in fact simply the same
single variable raised to different powers, or you can use the function nag_dummy_vars (g04eac) to
compute orthogonal polynomials which can then be used with nag_regsn_mult_linear (g02dac), or you
can use the functions in Chapter e02 (Curve and Surface Fitting) which fit polynomials to sets of data
points using the techniques of orthogonal polynomials. This latter course is to be preferred, since it is
more efficient and liable to be more accurate, but in some cases more statistical information may be
required than is provided by those functions, and it may be necessary to use the functions of this
chapter.

More general nonlinear regression models may be fitted using the optimization functions in Chapter
e04, which contains functions to minimize the function
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Xn
i¼1
e2i

where the regression parameters are the variables of the minimization problem.

3.2.4 Multiple linear regression – general linear model

nag_regsn_mult_linear (g02dac) fits a general linear regression model using the QR method and an
SVD if the model is not of full rank. The results returned include: residual sum of squares, parameter
estimates, their standard errors and variance-covariance matrix, residuals and leverages. There are also
several functions to modify the model fitted by nag_regsn_mult_linear (g02dac) and to aid in the
interpretation of the model.

nag_regsn_mult_linear_addrem_obs (g02dcc) adds or deletes an observation from the model.

nag_regsn_mult_linear_upd_model (g02ddc) computes the parameter estimates, and their standard
errors and variance-covariance matrix for a model that is modified by nag_regsn_mult_linear_ad
drem_obs (g02dcc), nag_regsn_mult_linear_add_var (g02dec) or nag_regsn_mult_linear_delete_var
(g02dfc).

nag_regsn_mult_linear_add_var (g02dec) adds a new variable to a model.

nag_regsn_mult_linear_delete_var (g02dfc) drops a variable from a model.

nag_regsn_mult_linear_newyvar (g02dgc) fits the regression to a new dependent variable, i.e., keeping
the same independent variables.

nag_regsn_mult_linear_tran_model (g02dkc) calculates the estimates of the parameters for a given set
of constraints, (e.g., parameters for the levels of a factor sum to zero) for a model which is not of full
rank and the SVD has been used.

nag_regsn_mult_linear_est_func (g02dnc) calculates the estimate of an estimable function and its
standard error.

Note: nag_regsn_mult_linear_add_var (g02dec) also allows you to initialize a model building process
and then to build up the model by adding variables one at a time.

3.2.5 Selecting regression models

To aid the selection of a regression model the following functions are available.

nag_all_regsn (g02eac) computes the residual sums of squares for all possible regressions for a given
set of dependent variables. The function allows some variables to be forced into all regressions.

nag_cp_stat (g02ecc) computes the values of R2 and Cp from the residual sums of squares as provided
by nag_all_regsn (g02eac).

nag_step_regsn (g02eec) enables you to fit a model by forward selection. You may call nag_step_regsn
(g02eec) a number of times. At each call the function will calculate the changes in the residual sum of
squares from adding each of the variables not already included in the model, select the variable which
gives the largest change and then if the change in residual sum of squares meets the given criterion will
add it to the model.

nag_full_step_regsn (g02efc) uses a full stepwise selection to choose a subset of the explanatory
variables. The method repeatedly applies a forward selection step followed by a backward elimination
step until neither step updates the current model.

3.2.6 Residuals

nag_regsn_std_resid_influence (g02fac) computes the following standardized residuals and measures of
influence for the residuals and leverages produced by nag_regsn_mult_linear (g02dac):

(i) Internally studentized residual;

(ii) Externally studentized residual;
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(iii) Cook's D statistic;

(iv) Atkinson's T statistic.

nag_durbin_watson_stat (g02fcc) computes the Durbin–Watson test statistic and bounds for its
significance to test for serial correlation in the errors, ei.

3.2.7 Robust regression

For robust regression using M-estimates instead of least squares the function nag_robust_m_regsn_es
tim (g02hac) will generally be suitable. nag_robust_m_regsn_estim (g02hac) provides a choice of four
 -functions (Huber's, Hampel's, Andrew's and Tukey's) plus two different weighting methods and the
option not to use weights. If other weights or different  -functions are needed the function
nag_robust_m_regsn_user_fn (g02hdc) may be used. nag_robust_m_regsn_user_fn (g02hdc) requires
you to supply weights, if required, and also functions to calculate the  -function and, optionally, the
�-function. nag_robust_m_regsn_wts (g02hbc) can be used in calculating suitable weights. The function
nag_robust_m_regsn_param_var (g02hfc) can be used after a call to nag_robust_m_regsn_user_fn
(g02hdc) in order to calculate the variance-covariance estimate of the estimated regression coefficients.

For robust regression, using least absolute deviation, nag_lone_fit (e02gac) can be used.

3.2.8 Generalized linear models

There are four functions for fitting generalized linear models. The output includes: the deviance,
parameter estimates and their standard errors, fitted values, residuals and leverages.

nag_glm_normal (g02gac) Normal distribution.

nag_glm_binomial (g02gbc) binomial distribution.

nag_glm_poisson (g02gcc) Poisson distribution.

nag_glm_gamma (g02gdc) gamma distribution.

While nag_glm_normal (g02gac) can be used to fit linear regression models (i.e., by using an identity
link) this is not recommended as nag_regsn_mult_linear (g02dac) will fit these models more efficiently.
nag_glm_poisson (g02gcc) can be used to fit log-linear models to contingency tables.

In addition to the functions to fit the models there is one function to predict from the fitted model and
two functions to aid interpretation when the fitted model is not of full rank, i.e., aliasing is present.

nag_glm_predict (g02gpc) computes a predicted value and its associated standard error based on a
previously fitted generalized linear model.

nag_glm_tran_model (g02gkc) computes parameter estimates for a set of constraints, (e.g., sum of
effects for a factor is zero), from the SVD solution provided by the fitting function.

nag_glm_est_func (g02gnc) calculates an estimate of an estimable function along with its standard
error.

3.2.9 Linear mixed effects regression

There are four functions for fitting linear mixed effects regression.

nag_reml_mixed_regsn (g02jac) and nag_reml_hier_mixed_regsn (g02jdc) uses restricted maximum
likelihood (REML) to fit the model.

nag_ml_mixed_regsn (g02jbc) and nag_ml_hier_mixed_regsn (g02jec) uses maximum likelihood to fit
the model.

For all functions the output includes: either the maximum likelihood or restricted maximum likelihood
and the fixed and random parameter estimates, along with their standard errors. Whilst it is possible to
fit a hierachical model using nag_reml_mixed_regsn (g02jac) or nag_ml_mixed_regsn (g02jbc),
nag_reml_hier_mixed_regsn (g02jdc) and nag_ml_hier_mixed_regsn (g02jec) allow the model to be
specified in a more intuitive way. nag_hier_mixed_init (g02jcc) must be called prior to calling
nag_reml_hier_mixed_regsn (g02jdc) or nag_ml_hier_mixed_regsn (g02jec).
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As the estimates of the variance components are found using an iterative procedure initial values must
be supplied for each �. In all four functions you can either specify these initial values, or allow the
function to calculate them from the data using minimum variance quadratic unbiased estimation
(MIVQUE0). Setting the maximum number of iterations to zero in any of the functions will return the
corresponding likelihood, parameter estimates and standard errors based on these initial values.

3.2.10Linear quantile regression

Two functions are provided for performing linear quantile regression, nag_regsn_quant_linear_iid
(g02qfc) and nag_regsn_quant_linear (g02qgc). Of these, nag_regsn_quant_linear_iid (g02qfc) provides
a simplified interface to nag_regsn_quant_linear (g02qgc), where many of the input parameters have
been given default values and the amount of output available has been reduced.

Prior to calling nag_regsn_quant_linear (g02qgc) the optional parameter array must be initialized by
calling nag_g02_opt_set (g02zkc) with optstr set to Initialize. Once these arrays have been initialized
nag_g02_opt_get (g02zlc) can be called to query the value of an optional parameter.

3.2.11 Partial Least Squares (PLS)

nag_pls_orth_scores_svd (g02lac) calculates a nonlinear, iterative PLS by using singular value
decomposition.

nag_pls_orth_scores_wold (g02lbc) calculates a nonlinear, iterative PLS by using Wold's method.

nag_pls_orth_scores_fit (g02lcc) calculates parameter estimates for a given number of PLS factors.

nag_pls_orth_scores_pred (g02ldc) calculates predictions given a PLS model.

3.2.12LARS, LASSO and Forward Stagewise Regression

Two functions for fitting a LARS, LASSO or forward stagewise regression are supplied: nag_lars
(g02mac) and nag_lars_xtx (g02mbc). The difference between the two functions is in the way that the
data, X and y, are supplied. The first function, nag_lars (g02mac) takes X and y directly, whereas
nag_lars_xtx (g02mbc) takes the data in the form of the cross-products: XTX, XTy and yTy. In most
situations nag_lars (g02mac) will be the recommended function as the full data tends to be available.
However when there is a large number of observations (i.e., n is large) it might be preferable to split
the data into smaller blocks and process one block at a time. In such situations nag_sum_sqs (g02buc)
and nag_sum_sqs_combine (g02bzc) can be used to construct the required cross-products and
nag_lars_xtx (g02mbc) called to fit the required model.

Both nag_lars (g02mac) and nag_lars_xtx (g02mbc) return K sets of parameter estimates, which,
because of it's piecewise linear nature, define the full LARS, LASSO or forward stagewise regression
solution path. However, parameter estimates are sometimes required at points along the solution path
that differ from those returned by nag_lars (g02mac) and nag_lars_xtx (g02mbc), for example when
performing a cross-validation. nag_lars_param (g02mcc) will return the parameter estimates in such
cases.

4 Functionality Index

Computes a correlation matrix from an approximate one using a specified target matrix
..... nag_nearest_correlation_target (g02apc)

Computes a correlation matrix with fixed submatrix ........ nag_nearest_correlation_shrinking (g02anc)

Computes the nearest correlation matrix using element-wise weights
..... nag_nearest_correlation_h_weight (g02ajc)

Computes the nearest correlation matrix using the k-factor model
..... nag_nearest_correlation_k_factor (g02aec)

Computes the nearest correlation matrix using the method of Qi and Sun,
augmented nag_nearest_correlation (g02aac) to incorporate weights and bounds

..... nag_nearest_correlation_bounded (g02abc)
unweighted ....................................................................................... nag_nearest_correlation (g02aac)
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Generalized linear models,
binomial errors ........................................................................................ nag_glm_binomial (g02gbc)
computes estimable function ................................................................... nag_glm_est_func (g02gnc)
gamma errors ............................................................................................. nag_glm_gamma (g02gdc)
Normal errors ............................................................................................. nag_glm_normal (g02gac)
Poisson errors ............................................................................................ nag_glm_poisson (g02gcc)
prediction .................................................................................................... nag_glm_predict (g02gpc)
transform model parameters ............................................................... nag_glm_tran_model (g02gkc)

Hierarchical mixed effects regression,
initiation ................................................................................................ nag_hier_mixed_init (g02jcc)
using maximum likelihood .......................................................... nag_ml_hier_mixed_regsn (g02jec)
using restricted maximum likelihood ...................................... nag_reml_hier_mixed_regsn (g02jdc)

Least angle regression (includes LASSO),
Additional parameter calculation ............................................................... nag_lars_param (g02mcc)
Model fitting,

Cross-product matrix .................................................................................. nag_lars_xtx (g02mbc)
Raw data ............................................................................................................ nag_lars (g02mac)

Linear mixed effects regression,
via maximum likelihood (ML) ........................................................... nag_ml_mixed_regsn (g02jbc)
via restricted maximum likelihood (REML) ................................... nag_reml_mixed_regsn (g02jac)

Multiple linear regression/General linear model,
add/delete observation from model ............................. nag_regsn_mult_linear_addrem_obs (g02dcc)
add independent variable to model ................................... nag_regsn_mult_linear_add_var (g02dec)
computes estimable function ............................................ nag_regsn_mult_linear_est_func (g02dnc)
delete independent variable from model ....................... nag_regsn_mult_linear_delete_var (g02dfc)
general linear regression model ....................................................... nag_regsn_mult_linear (g02dac)
regression for new dependent variable ............................ nag_regsn_mult_linear_newyvar (g02dgc)
regression parameters from updated model ................. nag_regsn_mult_linear_upd_model (g02ddc)
transform model parameters ......................................... nag_regsn_mult_linear_tran_model (g02dkc)

Non-parametric rank correlation (Kendall and/or Spearman):
missing values,

casewise treatment of missing values,
preserving input data ........................................................... nag_ken_spe_corr_coeff (g02brc)

Partial least squares,
calculates predictions given an estimated PLS model ................ nag_pls_orth_scores_pred (g02ldc)
fits a PLS model for a given number of factors ............................ nag_pls_orth_scores_fit (g02lcc)
orthogonal scores using SVD ........................................................ nag_pls_orth_scores_svd (g02lac)
orthogonal scores using Wold's method ..................................... nag_pls_orth_scores_wold (g02lbc)

Product-moment correlation,
correlation matrix,

compute correlation and covariance matrices ........................................... nag_corr_cov (g02bxc)
compute from sum of squares matrix ................................................. nag_cov_to_corr (g02bwc)
compute partial correlation and covariance matrices ........................... nag_partial_corr (g02byc)

sum of squares matrix,
combine ....................................................................................... nag_sum_sqs_combine (g02bzc)
compute ...................................................................................................... nag_sum_sqs (g02buc)
update .............................................................................................. nag_sum_sqs_update (g02btc)

Quantile regression,
linear,

comprehensive ............................................................................ nag_regsn_quant_linear (g02qgc)
simple ................................................................................... nag_regsn_quant_linear_iid (g02qfc)

Residuals,
Durbin–Watson test ........................................................................ nag_durbin_watson_stat (g02fcc)
standardized residuals and influence statistics ..................... nag_regsn_std_resid_influence (g02fac)
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Ridge regression,
ridge parameter(s) supplied ........................................................................ nag_regsn_ridge (g02kbc)
ridge parameter optimized ................................................................... nag_regsn_ridge_opt (g02kac)

Robust correlation,
Huber's method ................................................................................. nag_robust_corr_estim (g02hkc)
user-supplied weight function only .......................... nag_robust_m_corr_user_fn_no_derr (g02hmc)
user-supplied weight function plus derivatives ........................ nag_robust_m_corr_user_fn (g02hlc)

Robust regression,
compute weights for use with nag_robust_m_regsn_user_fn (g02hdc)

..... nag_robust_m_regsn_wts (g02hbc)
standard M-estimates ................................................................ nag_robust_m_regsn_estim (g02hac)
user-supplied weight functions .............................................. nag_robust_m_regsn_user_fn (g02hdc)
variance-covariance matrix following nag_robust_m_regsn_user_fn (g02hdc)

..... nag_robust_m_regsn_param_var (g02hfc)

Selecting regression model,
all possible regressions ................................................................................... nag_all_regsn (g02eac)
forward selection .......................................................................................... nag_step_regsn (g02eec)
R2 and Cp statistics ........................................................................................... nag_cp_stat (g02ecc)

Service functions,
general option getting function .................................................................. nag_g02_opt_get (g02zlc)
general option setting function .................................................................. nag_g02_opt_set (g02zkc)

Simple linear regression,
no intercept ............................................................................... nag_regress_confid_interval (g02cbc)
with intercept ......................................................................... nag_simple_linear_regression (g02cac)

Stepwise linear regression,
Clarke's sweep algorithm ...................................................................... nag_full_step_regsn (g02efc)

5 Auxiliary Functions Associated with Library Function Arguments

g02efg nag_full_step_regsn_monfun
See the description of the argument monfun in nag_full_step_regsn (g02efc).

6 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_full_step_regsn_monit (g02ewc) 25 nag_full_step_regsn_monfun (g02efg) (see
monfun in nag_full_step_regsn (g02efc))
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NAG Library Function Document

nag_nearest_correlation (g02aac)

1 Purpose

nag_nearest_correlation (g02aac) computes the nearest correlation matrix, in the Frobenius norm, to a
given square, input matrix.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_nearest_correlation (Nag_OrderType order, double g[], Integer pdg,
Integer n, double errtol, Integer maxits, Integer maxit, double x[],
Integer pdx, Integer *iter, Integer *feval, double *nrmgrd,
NagError *fail)

3 Description

A correlation matrix may be characterised as a real square matrix that is symmetric, has a unit diagonal
and is positive semidefinite.

nag_nearest_correlation (g02aac) applies an inexact Newton method to a dual formulation of the
problem, as described by Qi and Sun (2006). It applies the improvements suggested by Borsdorf and
Higham (2010).

4 References

Borsdorf R and Higham N J (2010) A preconditioned (Newton) algorithm for the nearest correlation
matrix IMA Journal of Numerical Analysis 30(1) 94–107

Qi H and Sun D (2006) A quadratically convergent Newton method for computing the nearest
correlation matrix SIAM J. Matrix AnalAppl 29(2) 360–385

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: g½dim� – double Input/Output

Note: the dimension, dim, of the array g must be at least pdg� n.

The i; jð Þth element of the matrix G is stored in

g½ j� 1ð Þ � pdgþ i� 1� when order ¼ Nag ColMajor;
g½ i� 1ð Þ � pdgþ j� 1� when order ¼ Nag RowMajor.

On entry: G, the initial matrix.

On exit: a symmetric matrix 1
2 GþGTð Þ with the diagonal set to I.
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3: pdg – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array g.

Constraint: pdg 	 n.

4: n – Integer Input

On entry: the size of the matrix G.

Constraint: n > 0.

5: errtol – double Input

On entry: the termination tolerance for the Newton iteration. If errtol � 0:0 then
n�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used.

6: maxits – Integer Input

On entry: maxits specifies the maximum number of iterations used for the iterative scheme used
to solve the linear algebraic equations at each Newton step.

If maxits � 0, 2� n is used.

7: maxit – Integer Input

On entry: specifies the maximum number of Newton iterations.

If maxit � 0, 200 is used.

8: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least pdx� n.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: contains the nearest correlation matrix.

9: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraint: pdx 	 n.

10: iter – Integer * Output

On exit: the number of Newton steps taken.

11: feval – Integer * Output

On exit: the number of function evaluations of the dual problem.

12: nrmgrd – double * Output

On exit: the norm of the gradient of the last Newton step.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Machine precision is limiting convergence.
The array returned in x may still be of interest.

Newton iteration fails to converge in valueh i iterations.

NE_EIGENPROBLEM

An intermediate eigenproblem could not be solved. This should not occur. Please contact NAG
with details of your call.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, pdg ¼ valueh i and n ¼ valueh i.
Constraint: pdg 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The returned accuracy is controlled by errtol and limited by machine precision.

8 Parallelism and Performance

nag_nearest_correlation (g02aac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_nearest_correlation (g02aac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Arrays are internally allocated by nag_nearest_correlation (g02aac). The total size of these arrays is
11� nþ 3� n� nþmax 2� n� nþ 6� nþ 1; 120þ 9� nð Þ real elements and 5� nþ 3 integer
elements.

10 Example

This example finds the nearest correlation matrix to:

G ¼
2 �1 0 0
�1 2 �1 0
0 �1 2 �1
0 0 �1 2

0B@
1CA

10.1 Program Text

/* nag_nearest_correlation (g02aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer feval, i, iter, j, maxit, maxits, n;
Integer ldg, pdg, pdx;
/*Double scalar and array declarations */
double errtol, nrmgrd;
double *g = 0, *x = 0;
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

printf("%s\n", "nag_nearest_correlation (g02aac) Example Program Results");
printf("\n");
n = 4;
ldg = 5;

#ifdef NAG_COLUMN_MAJOR
pdg = ldg;

#define G(I, J) g[(J-1)*pdg + I-1]
pdx = n;

#define X(I, J) x[(J-1)*pdx + I-1]
order = Nag_ColMajor;

#else
pdg = n;

#define G(I, J) g[(I-1)*pdg + J-1]
pdx = n;

#define X(I, J) x[(I-1)*pdx + J-1]
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order = Nag_RowMajor;
#endif

if (!(g = NAG_ALLOC(ldg * n, double)) || !(x = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Set up matrix G */
for (j = 1; j <= n; j++) {

for (i = 1; i <= n; i++)
G(i, j) = 0.0;

G(j, j) = 2.00e0;
}
for (j = 2; j <= n; j++) {

G(j - 1, j) = (-(1.00e0));
G(j, j - 1) = (-(1.00e0));

}
/* Set up method parameters */
errtol = 1.00e-7;
maxits = 200;
maxit = 10;
/*
* nag_nearest_correlation (g02aac)
* Computes the nearest correlation matrix to a real square matrix,
* using the method of Qi and Sun
*/

nag_nearest_correlation(order, g, pdg, n, errtol, maxits, maxit, x, pdx,
&iter, &feval, &nrmgrd, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_nearest_correlation (g02aac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("%s\n", " Nearest Correlation Matrix");
for (i = 1; i <= n; i++) {

for (j = 1; j <= n; j++)
printf("%11.5f%s", X(i, j), j % 4 ? " " : "\n");

}
printf("\n");
printf("\n");
printf("%s%11" NAG_IFMT "\n", " Number of Newton steps taken:", iter);
printf("%s%9" NAG_IFMT "\n", " Number of function evaluations:", feval);
if (nrmgrd > errtol)

printf("%s %12.3e\n", " Norm of gradient of last Newton step:", nrmgrd);
printf("\n");

END:
NAG_FREE(g);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_nearest_correlation (g02aac) Example Program Results

Nearest Correlation Matrix
1.00000 -0.80841 0.19159 0.10678

-0.80841 1.00000 -0.65623 0.19159
0.19159 -0.65623 1.00000 -0.80841
0.10678 0.19159 -0.80841 1.00000
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Number of Newton steps taken: 3
Number of function evaluations: 4
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NAG Library Function Document

nag_nearest_correlation_bounded (g02abc)

1 Purpose

nag_nearest_correlation_bounded (g02abc) computes the nearest correlation matrix, in the Frobenius
norm or weighted Frobenius norm, and optionally with bounds on the eigenvalues, to a given square,
input matrix.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_nearest_correlation_bounded (Nag_OrderType order, double g[],
Integer pdg, Integer n, Nag_NearCorr_ProbType opt, double alpha,
double w[], double errtol, Integer maxits, Integer maxit, double x[],
Integer pdx, Integer *iter, Integer *feval, double *nrmgrd,
NagError *fail)

3 Description

Finds the nearest correlation matrix X by minimizing 1
2 G�Xk k2 where G is an approximate

correlation matrix.

The norm can either be the Frobenius norm or the weighted Frobenius norm 1
2 W

1
2 G�Xð ÞW 1

2

��� ���2
F
.

You can optionally specify a lower bound on the eigenvalues, �, of the computed correlation matrix,
forcing the matrix to be positive definite, 0 < � < 1.

Note that if the weights vary by several orders of magnitude from one another the algorithm may fail to
converge.

4 References

Borsdorf R and Higham N J (2010) A preconditioned (Newton) algorithm for the nearest correlation
matrix IMA Journal of Numerical Analysis 30(1) 94–107

Qi H and Sun D (2006) A quadratically convergent Newton method for computing the nearest
correlation matrix SIAM J. Matrix AnalAppl 29(2) 360–385

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: g½pdg� n� – double Input/Output

Note: the i; jð Þth element of the matrix G is stored in

g½ j� 1ð Þ � pdgþ i� 1� when order ¼ Nag ColMajor;
g½ i� 1ð Þ � pdgþ j� 1� when order ¼ Nag RowMajor.
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On entry: G, the initial matrix.

On exit: G is overwritten.

3: pdg – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array g.

Constraint: pdg 	 n.

4: n – Integer Input

On entry: the order of the matrix G.

Constraint: n > 0.

5: opt – Nag_NearCorr_ProbType Input

On entry: indicates the problem to be solved.

opt ¼ Nag LowerBound
The lower bound problem is solved.

opt ¼ Nag WeightedNorm
The weighted norm problem is solved.

opt ¼ Nag Both
Both problems are solved.

Constraint: opt ¼ Nag LowerBound, Nag WeightedNorm or Nag Both.

6: alpha – double Input

On entry: the value of �.

If opt ¼ Nag WeightedNorm, alpha need not be set.

Constraint: 0:0 < alpha < 1:0.

7: w½n� – double Input/Output

On entry: the square roots of the diagonal elements of W , that is the diagonal of W
1
2 .

If opt ¼ Nag LowerBound, w is not referenced and may be NULL.

On exit: if opt ¼ Nag WeightedNorm or Nag Both, the array is scaled so 0 < w½i � 1� � 1, for
i ¼ 1; 2; . . . ; n.

Constraint: w½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.

8: errtol – double Input

On entry: the termination tolerance for the Newton iteration. If errtol � 0:0 then
n�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used.

9: maxits – Integer Input

On entry: specifies the maximum number of iterations to be used by the iterative scheme to solve
the linear algebraic equations at each Newton step.

If maxits � 0, 2� n is used.

10: maxit – Integer Input

On entry: specifies the maximum number of Newton iterations.

If maxit � 0, 200 is used.
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11: x½pdx� n� – double Output

Note: the i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: contains the nearest correlation matrix.

12: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraint: pdx 	 n.

13: iter – Integer * Output

On exit: the number of Newton steps taken.

14: feval – Integer * Output

On exit: the number of function evaluations of the dual problem.

15: nrmgrd – double * Output

On exit: the norm of the gradient of the last Newton step.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Newton iteration fails to converge in valueh i iterations. Increase maxit or check the call to the
function.

The machine precision is limiting convergence. In this instance the returned value of x may be
useful.

NE_EIGENPROBLEM

An intermediate eigenproblem could not be solved. This should not occur. Please contact NAG
with details of your call.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.
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NE_INT_2

On entry, pdg ¼ valueh i and n ¼ valueh i.
Constraint: pdg 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, alpha ¼ valueh i.
Constraint: 0:0 < alpha < 1:0.

NE_WEIGHTS_NOT_POSITIVE

On entry, all elements of w were not positive.

7 Accuracy

The returned accuracy is controlled by errtol and limited by machine precision.

8 Parallelism and Performance

nag_nearest_correlation_bounded (g02abc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_nearest_correlation_bounded (g02abc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Arrays are internally allocated by nag_nearest_correlation_bounded (g02abc). The total size of these
arrays is 12� nþ 3� n� nþmax 2� n� nþ 6� nþ 1; 120þ 9� nð Þ double elements and 5� nþ 3
Integer elements. All allocated memory is freed before return of nag_nearest_correlation_bounded
(g02abc).
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10 Example

This example finds the nearest correlation matrix to:

G ¼
2 �1 0 0
�1 2 �1 0
0 �1 2 �1
0 0 �1 2

0B@
1CA

weighted by W
1
2 ¼ diag 100; 20; 20; 20ð Þ with minimum eigenvalue 0:02.

10.1 Program Text

/* nag_nearest_correlation_bounded (g02abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double alpha, errtol, nrmgrd;
Integer feval, i, iter, j, maxit, maxits, n, pdeig, pdg, pdx;

/* Arrays */
char nag_enum_arg[100];
double *eig = 0, *g = 0, *w = 0, *x = 0;

/* Nag Types */
Nag_OrderType order;
Nag_NearCorr_ProbType opt;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define G(I, J) g[(J-1)*pdg + I-1]

order = Nag_ColMajor;
#else
#define G(I, J) g[(I-1)*pdg + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_nearest_correlation_bounded (g02abc)");
printf(" Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size, opt and alpha */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
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#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

opt = (Nag_NearCorr_ProbType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &alpha);
#else

scanf("%lf%*[^\n]", &alpha);
#endif

pdg = n;
pdx = n;
if (order == Nag_ColMajor)

pdeig = 1;
else

pdeig = n;

if (!(g = NAG_ALLOC((pdg) * (n), double)) ||
!(w = NAG_ALLOC((n), double)) ||
!(x = NAG_ALLOC((pdx) * (n), double)) || !(eig = NAG_ALLOC((n), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix g */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &G(i, j));
#else

scanf("%lf", &G(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the vector w */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &w[i]);

#else
scanf("%lf", &w[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Use the defaults for errtol, maxits and maxit */
errtol = 0.0;
maxits = 0;
maxit = 0;

/*
* nag_nearest_correlation_bounded (g02abc).
* Computes the nearest correlation matrix incorporating weights

g02abc NAG Library Manual

g02abc.6 Mark 26



* and/or bounds
*/

nag_nearest_correlation_bounded(order, g, pdg, n, opt, alpha, w, errtol,
maxits, maxit, x, pdx, &iter, &feval,
&nrmgrd, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/*
* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, x,
pdx, "Nearest Correlation Matrix x", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nNumber of Newton steps taken: %11" NAG_IFMT "\n", iter);
printf("Number of function evaluations: %9" NAG_IFMT "\n\n", feval);
printf("alpha: %37.3f \n\n", alpha);
fflush(stdout);

/* nag_dsyev (f08fac).
* Computes all eigenvalues and, optionally, eigenvectors of a real
* symmetric matrix
*/

nag_dsyev(order, Nag_EigVals, Nag_Upper, n, x, pdx, eig, &fail);
if (fail.code != NE_NOERROR) {

printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, 1, n,
eig, pdeig, "Eigenvalues of x", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(eig);
NAG_FREE(g);
NAG_FREE(w);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_nearest_correlation_bounded (g02abc) Example Program Data
4 Nag_Both 0.02 :: n, opt, alpha

2.0 -1.0 0.0 0.0
-1.0 2.0 -1.0 0.0
0.0 -1.0 2.0 -1.0
0.0 0.0 -1.0 2.0 :: End of g

100.0 20.0 20.0 20.0 :: w
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10.3 Program Results

nag_nearest_correlation_bounded (g02abc) Example Program Results

Nearest Correlation Matrix x
1 2 3 4

1 1.0000 -0.9187 0.0257 0.0086
2 -0.9187 1.0000 -0.3008 0.2270
3 0.0257 -0.3008 1.0000 -0.8859
4 0.0086 0.2270 -0.8859 1.0000

Number of Newton steps taken: 5
Number of function evaluations: 6

alpha: 0.020

Eigenvalues of x
1 2 3 4

1 0.0392 0.1183 1.6515 2.1910
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NAG Library Function Document

nag_nearest_correlation_k_factor (g02aec)

1 Purpose

nag_nearest_correlation_k_factor (g02aec) computes the factor loading matrix associated with the
nearest correlation matrix with k-factor structure, in the Frobenius norm, to a given square, input
matrix.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_nearest_correlation_k_factor (Nag_OrderType order, double g[],
Integer pdg, Integer n, Integer k, double errtol, Integer maxit,
double x[], Integer pdx, Integer *iter, Integer *feval, double *nrmpgd,
NagError *fail)

3 Description

A correlation matrix C with k-factor structure may be characterised as a real square matrix that is
symmetric, has a unit diagonal, is posit ive semidefinite and can be writ ten as
C ¼ XXT þ diag I �XXTð Þ, where I is the identity matrix and X has n rows and k columns. X is
often referred to as the factor loading matrix.

nag_nearest_correlation_k_factor (g02aec) applies a spectral projected gradient method to the modified
problem min G�XXT þ diag XXT � Ið Þk kð ÞF such that xTi

�� ��
2
� 1, for i ¼ 1; 2; . . . ; n, where xi is the

ith row of the factor loading matrix, X, which gives us the solution.

4 References

Birgin E G, MartÕnez J M and Raydan M (2001) Algorithm 813: SPG–software for convex-
constrained optimization ACM Trans. Math. Software 27 340–349

Borsdorf R, Higham N J and Raydan M (2010) Computing a nearest correlation matrix with factor
structure. SIAM J. Matrix Anal. Appl. 31(5) 2603–2622

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: g½dim� – double Input/Output

Note: the dimension, dim, of the array g must be at least pdg� n.

The i; jð Þth element of the matrix G is stored in

g½ j� 1ð Þ � pdgþ i� 1� when order ¼ Nag ColMajor;
g½ i� 1ð Þ � pdgþ j� 1� when order ¼ Nag RowMajor.

On entry: G, the initial matrix.
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On exit: a symmetric matrix 1
2 GþGTð Þ with the diagonal elements set to unity.

3: pdg – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array g.

Constraint: pdg 	 n.

4: n – Integer Input

On entry: n, the order of the matrix G.

Constraint: n > 0.

5: k – Integer Input

On entry: k, the number of factors and columns of X.

Constraint: 0 < k � n.

6: errtol – double Input

On entry: the termination tolerance for the projected gradient norm. See references for further
details. If errtol � 0:0 then 0:01 is used. This is often a suitable default value.

7: maxit – Integer Input

On entry: specifies the maximum number of iterations in the spectral projected gradient method.

If maxit � 0, 40000 is used.

8: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� kð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: contains the matrix X.

9: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 k.

10: iter – Integer * Output

On exit: the number of steps taken in the spectral projected gradient method.

11: feval – Integer * Output

On exit: the number of evaluations of G�XXT þ diag XXT � Ið Þk kF .

12: nrmpgd – double * Output

On exit: the norm of the projected gradient at the final iteration.
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13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Spectral gradient method fails to converge in valueh i iterations.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: 0 < k � n.

On entry, pdg ¼ valueh i and n ¼ valueh i.
Constraint: pdg 	 n.

On entry, pdx ¼ valueh i and k ¼ valueh i.
Constraint: pdx 	 k.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The returned accuracy is controlled by errtol and limited by machine precision.

8 Parallelism and Performance

nag_nearest_correlation_k_factor (g02aec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.
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nag_nearest_correlation_k_factor (g02aec) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Arrays are internally allocated by nag_nearest_correlation_k_factor (g02aec). The total size of these
arrays is n� nþ 4� n� k þ nbþ 3ð Þ � nþ nþ 50 double elements and 6� n Integer elements. There
is an additional n� k double elements if order ¼ Nag RowMajor. Here nb is the block size required
for optimal performance by nag_dsytrd (f08fec) and nag_dormtr (f08fgc) which are called internally.
All allocated memory is freed before return of nag_nearest_correlation_k_factor (g02aec).

See nag_mv_factor (g03cac) for constructing the factor loading matrix from a known correlation matrix.

10 Example

This example finds the nearest correlation matrix with k ¼ 2 factor structure to:

G ¼
2 �1 0 0
�1 2 �1 0
0 �1 2 �1
0 0 �1 2

0B@
1CA

10.1 Program Text

/* nag_nearest_correlation_k_factor (g02aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double errtol, nrmpgd;
Integer feval, i, iter, j, k, pda, pdg, pdx, maxit, n;

/* Arrays */
double *a = 0, *g = 0, *x = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

#ifdef NAG_COLUMN_MAJOR
#define A(I, J) a[(J-1)*pda + I-1]
#define G(I, J) g[(J-1)*pdg + I-1]

order = Nag_ColMajor;
#else
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#define A(I, J) a[(I-1)*pda + J-1]
#define G(I, J) g[(I-1)*pdg + J-1]

order = Nag_RowMajor;
#endif

/* Output preamble */
printf("nag_nearest_correlation_k_factor (g02aec) ");
printf("Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", &n);
#else

scanf("%" NAG_IFMT "%*[^\n]", &n);
#endif

pda = n;
pdg = n;
pdx = n;
if (!(a = NAG_ALLOC((pda) * (n), double)) ||

!(g = NAG_ALLOC((pdg) * (n), double)) ||
!(x = NAG_ALLOC((pdx) * (n), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix g */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &G(i, j));
#else

scanf("%lf", &G(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Use the defaults for errtol and maxit */
errtol = 0.0;
maxit = 0;
/* Set k value */
k = 2;

/* nag_nearest_correlation_k_factor (g02aec).
* Computes the nearest correlation matrix with k-factor structure
* to a real square matrix
*/

nag_nearest_correlation_k_factor(order, g, pdg, n, k, errtol, maxit, x,
pdx, &iter, &feval, &nrmpgd, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/
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nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, k, x,
pdx, "Factor Loading Matrix X", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nNumber of steps taken: %" NAG_IFMT "\n", iter);
printf("Number of function evaluations: %" NAG_IFMT "\n\n", feval);
fflush(stdout);

/* Generate Nearest k factor correlation matrix
* nag_dgemm (f16yac) performs matrix-matrix multiplication for a
* real general matrix
*/

nag_dgemm(order, Nag_NoTrans, Nag_Trans, n, n, k, 1.0, x, pdx, x, pdx,
0.0, a, pda, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = 1; i <= n; i++)

A(i, i) = 1.0;

/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, a,
pda, "Nearest Correlation Matrix", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("%s\n", fail.message);
exit_status = 1;

}

END:
NAG_FREE(a);
NAG_FREE(g);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_nearest_correlation_k_factor (g02aec) Example Program Data
4 :: n
2.0 -1.0 0.0 0.0

-1.0 2.0 -1.0 0.0
0.0 -1.0 2.0 -1.0
0.0 0.0 -1.0 2.0 :: End of g

10.3 Program Results

nag_nearest_correlation_k_factor (g02aec) Example Program Results

Factor Loading Matrix X
1 2

1 0.7665 -0.6271
2 -0.4250 0.9052
3 -0.4250 -0.9052
4 0.7665 0.6271

Number of steps taken: 5
Number of function evaluations: 6

Nearest Correlation Matrix
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1 2 3 4
1 1.0000 -0.8935 0.2419 0.1943
2 -0.8935 1.0000 -0.6388 0.2419
3 0.2419 -0.6388 1.0000 -0.8935
4 0.1943 0.2419 -0.8935 1.0000
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NAG Library Function Document

nag_nearest_correlation_h_weight (g02ajc)

1 Purpose

nag_nearest_correlation_h_weight (g02ajc) computes the nearest correlation matrix, using element-wise
weighting in the Frobenius norm and optionally with bounds on the eigenvalues, to a given square,
input matrix.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_nearest_correlation_h_weight (double g[], Integer pdg, Integer n,
double alpha, double h[], Integer pdh, double errtol, Integer maxit,
double x[], Integer pdx, Integer *iter, double *norm, NagError *fail)

3 Description

nag_nearest_correlation_h_weight (g02ajc) finds the nearest correlation matrix, X, to an approximate
correlation matrix, G, using element-wise weighting, this minimizes H � G�Xð Þk kF , where
C ¼ A �B denotes the matrix C with elements Cij ¼ Aij �Bij.

You can optionally specify a lower bound on the eigenvalues, �, of the computed correlation matrix,
forcing the matrix to be strictly positive definite, if 0 < � < 1.

Zero elements in H should be used when you wish to put no emphasis on the corresponding element of
G. The algorithm scales H so that the maximum element is 1. It is this scaled matrix that is used in
computing the norm above and for the stopping criteria described in Section 7.

Note that if the elements in H vary by several orders of magnitude from one another the algorithm may
fail to converge.

4 References

Borsdorf R and Higham N J (2010) A preconditioned (Newton) algorithm for the nearest correlation
matrix IMA Journal of Numerical Analysis 30(1) 94–107

Jiang K, Sun D and Toh K-C (To appear) An inexact accelerated proximal gradient method for large
scale linearly constrained convex SDP

Qi H and Sun D (2006) A quadratically convergent Newton method for computing the nearest
correlation matrix SIAM J. Matrix AnalAppl 29(2) 360–385

5 Arguments

1: g½pdg� n� – double Input/Output

Note: the i; jð Þth element of the matrix G is stored in g½ j� 1ð Þ � pdgþ i� 1�.
On entry: G, the initial matrix.

On exit: G is overwritten.

2: pdg – Integer Input

On entry: the stride separating matrix row elements in the array g.

Constraint: pdg 	 n.
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3: n – Integer Input

On entry: the order of the matrix G.

Constraint: n > 0.

4: alpha – double Input

On entry: the value of �.

If alpha < 0:0, 0:0 is used.

Constraint: alpha < 1:0.

5: h½pdh� n� – double Input/Output

Note: the i; jð Þth element of the matrix H is stored in h½ j� 1ð Þ � pdhþ i� 1�.
On entry: the matrix of weights H.

On exit: a symmetric matrix 1
2 H þHTð Þ with its diagonal elements set to zero and the remaining

elements scaled so that the maximum element is 1:0.

Constraint: H ½ j � 1ð Þ � pdhþ i � 1� 	 0:0, for all i and j ¼ 1; 2; . . . ; n, i 6¼ j.

6: pdh – Integer Input

On entry: the stride separating matrix row elements in the array h.

Constraint: pdh 	 n.

7: errtol – double Input

On entry : the te rmina t ion to le rance for the i te ra t ion . I f errtol � 0:0 then
n�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used. See Section 7 for further details.

8: maxit – Integer Input

On entry: specifies the maximum number of iterations to be used.

If maxit � 0, 200 is used.

9: x½pdx� n� – double Output

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On exit: contains the nearest correlation matrix.

10: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

11: iter – Integer * Output

On exit: the number of iterations taken.

12: norm – double * Output

On exit: the value of H � G�Xð Þk kF after the final iteration.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Function fails to converge in valueh i iterations.
Increase maxit or check the call to the function.

NE_EIGENPROBLEM

Failure to solve intermediate eigenproblem. This should not occur. Please contact NAG with
details of your call.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, pdg ¼ valueh i and n ¼ valueh i.
Constraint: pdg 	 n.

On entry, pdh ¼ valueh i and n ¼ valueh i.
Constraint: pdh 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, alpha ¼ valueh i.
Constraint: alpha < 1:0.

NE_WEIGHTS_NOT_POSITIVE

On entry, one or more of the off-diagonal elements of H were negative.
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7 Accuracy

The returned accuracy is controlled by errtol and limited by machine precision. If ei is the value of
norm at the ith iteration, that is

ei ¼ H � G�Xð Þk kF ;

where H has been scaled as described above, then the algorithm terminates when:

ei � ei�1j j
1þmax ei; ei�1ð Þ � errtol:

8 Parallelism and Performance

nag_nearest_correlation_h_weight (g02ajc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_nearest_correlation_h_weight (g02ajc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Arrays are internally allocated by nag_nearest_correlation_h_weight (g02ajc). The total size of these
arrays is 15� nþ 5� n� nþmax 2� n� nþ 6� nþ 1; 120þ 9� nð Þ double elements and 5� nþ 3
Integer elements. All allocated memory is freed before return of nag_nearest_correlation_h_weight
(g02ajc).

10 Example

This example finds the nearest correlation matrix to:

G ¼
2 �1 0 0
�1 2 �1 0
0 �1 2 �1
0 0 �1 2

0B@
1CA

weighted by:

H ¼
0:0 10:0 0:0 0:0

10:0 0:0 1:5 1:5
0:0 1:5 0:0 0:0
0:0 1:5 0:0 0:0

0B@
1CA

with minimum eigenvalue 0:04.

10.1 Program Text

/* nag_nearest_correlation_h_weight (g02ajc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
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#include <nagf08.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

#define G(I,J) g[(J-1)*pdg + I-1]
#define H(I,J) h[(J-1)*pdh + I-1]

/* Scalars */
Integer exit_status = 0;
Integer one = 1;
double alpha, errtol, norm;
Integer i, j, iter, maxit, n, pdg, pdh, pdx;

/* Arrays */
double *eig = 0, *g = 0, *h = 0, *x = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_nearest_correlation_h_weight (g02ajc)");
printf(" Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and alpha */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n] ", &n, &alpha);
#else

scanf("%" NAG_IFMT "%lf%*[^\n] ", &n, &alpha);
#endif

pdg = n;
pdh = n;
pdx = n;
if (!(g = NAG_ALLOC(pdg * n, double)) ||

!(h = NAG_ALLOC(pdh * n, double)) ||
!(x = NAG_ALLOC(pdx * n, double)) || !(eig = NAG_ALLOC(n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix g */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &G(i, j));
#else

scanf("%lf", &G(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Read in the matrix h */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &H(i, j));
#else

scanf("%lf", &H(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Use the defaults for ERRTOL and MAXIT */
errtol = 0.0;
maxit = 0;

/*
* nag_nearest_correlation_h_weight (g02ajc).
* Calculate nearest correlation matrix with element-wise weighting
*/

nag_nearest_correlation_h_weight(g, pdg, n, alpha, h, pdh, errtol, maxit,
x, pdx, &iter, &norm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_nearest_correlation_h_weight (g02ajc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Display results */

order = Nag_ColMajor;
/*
* nag_gen_real_mat_print (x04cac).
* Prints real general matrix
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, h,
pdh, "Returned h Matrix", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, x,

pdx, "Nearest Correlation Matrix x", NULL, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("\n%s %11" NAG_IFMT " \n\n", "Number of iterations:", iter);
printf("Norm value:%27.4f \n\n", norm);
printf("%s %30.4f \n", "alpha: ", alpha);

/*
* nag_dsyev (f08fac).
* Computes all eigenvalues and, optionally, eigenvectors of a real
* symmetric matrix
*/

nag_dsyev(order, Nag_EigVals, Nag_Upper, n, x, pdx, eig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyev (f08fac).\n%s\n", fail.message);
exit_status = 4;
goto END;

}
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printf("\n");
fflush(stdout);
/*
* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, one, n,
eig, one, "Eigenvalues of x", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

END:
NAG_FREE(eig);
NAG_FREE(g);
NAG_FREE(h);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_nearest_correlation_h_weight (g02ajc) Example Program Data
4 0.04 :: n, alpha

2.0 -1.0 0.0 0.0
-1.0 2.0 -1.0 0.0
0.0 -1.0 2.0 -1.0
0.0 0.0 -1.0 2.0 :: End of g
0.0 10.0 0.0 0.0

10.0 0.0 1.5 1.5
0.0 1.5 0.0 0.0
0.0 1.5 0.0 0.0 :: End of h

10.3 Program Results

nag_nearest_correlation_h_weight (g02ajc) Example Program Results

Returned h Matrix
1 2 3 4

1 0.0000 1.0000 0.0000 0.0000
2 1.0000 0.0000 0.1500 0.1500
3 0.0000 0.1500 0.0000 0.0000
4 0.0000 0.1500 0.0000 0.0000

Nearest Correlation Matrix x
1 2 3 4

1 1.0000e+00 -9.2285e-01 7.7335e-01 2.5854e-03
2 -9.2285e-01 1.0000e+00 -7.8433e-01 -8.4891e-07
3 7.7335e-01 -7.8433e-01 1.0000e+00 -6.1477e-02
4 2.5854e-03 -8.4891e-07 -6.1477e-02 1.0000e+00

Number of iterations: 66

Norm value: 0.1183

alpha: 0.0400

Eigenvalues of x
1 2 3 4

1 0.0769 0.2637 1.0031 2.6563

g02 – Correlation and Regression Analysis g02ajc

Mark 26 g02ajc.7 (last)





NAG Library Function Document

nag_nearest_correlation_shrinking (g02anc)

1 Purpose

nag_nearest_correlation_shrinking (g02anc) computes a correlation matrix, subject to preserving a
leading principal submatrix and applying the smallest relative perturbation to the remainder of the
approximate input matrix.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_nearest_correlation_shrinking (double g[], Integer pdg, Integer n,
Integer k, double errtol, double eigtol, double x[], Integer pdx,
double *alpha, Integer *iter, double *eigmin, double *norm,
NagError *fail)

3 Description

nag_nearest_correlation_shrinking (g02anc) finds a correlation matrix, X, starting from an approximate
correlation matrix, G, with positive definite leading principal submatrix of order k. The returned
correlation matrix, X, has the following structure:

X ¼ � A 0
0 I

� �
þ 1� �ð ÞG

where A is the k by k leading principal submatrix of the input matrix G and positive definite, and
� 2 0; 1½ �.
nag_nearest_correlation_shrinking (g02anc) utilizes a shrinking method to find the minimum value of �
such that X is positive definite with unit diagonal.

4 References

Higham N J, Strabi�c N and �Sego V (2014) Restoring definiteness via shrinking, with an application to
correlation matrices with a fixed block MIMS EPrint 2014.54 Manchester Institute for Mathematical
Sciences, The University of Manchester, UK

5 Arguments

1: g½pdg� n� – double Input/Output

Note: the i; jð Þth element of the matrix G is stored in g½ j� 1ð Þ � pdgþ i� 1�.
On entry: G, the initial matrix.

On exit: a symmetric matrix 1
2 GþGTð Þ with the diagonal set to I.

2: pdg – Integer Input

On entry: the stride separating matrix row elements in the array g.

Constraint: pdg 	 n.
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3: n – Integer Input

On entry: the order of the matrix G.

Constraint: n > 0.

4: k – Integer Input

On entry: k, the order of the leading principal submatrix A.

Constraint: n 	 k > 0.

5: errtol – double Input

On entry: the termination tolerance for the iteration.

If errtol � 0,
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used. See Section 7 for further details.

6: eigtol – double Input

On entry: the tolerance used in determining the definiteness of A.

If �min Að Þ > n� �max Að Þ � eigtol, where �min Að Þ and �max Að Þ denote the minimum and
maximum eigenvalues of A respectively, A is positive definite.

If eigtol � 0, machine precision is used.

7: x½pdx� n� – double Output

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On exit: contains the matrix X.

8: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

9: alpha – double * Output

On exit: �.

10: iter – Integer * Output

On exit: the number of iterations taken.

11: eigmin – double * Output

On exit: the smallest eigenvalue of the leading principal submatrix A.

12: norm – double * Output

On exit: the value of G�Xk kF after the final iteration.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENPROBLEM

Failure to solve intermediate eigenproblem. This should not occur. Please contact NAG.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: n 	 k > 0.

On entry, pdg ¼ valueh i and n ¼ valueh i.
Constraint: pdg 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The k by k principal leading submatrix of the initial matrix G is not positive definite.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The algorithm uses a bisection method. It is terminated when the computed � is within errtol of the
minimum value. The positive definiteness of X is such that it can be successfully factorized with a call
to nag_dpotrf (f07fdc).

The number of iterations taken for the bisection will be:

log2
1

errtol

� �� �
:

8 Parallelism and Performance

nag_nearest_correlation_shrinking (g02anc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.
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nag_nearest_correlation_shrinking (g02anc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Arrays are internally allocated by nag_nearest_correlation_shrinking (g02anc). The total size of these
arrays does not exceed 2� n2 þ 3� n real elements. All allocated memory is freed before return of
nag_nearest_correlation_shrinking (g02anc).

10 Example

This example finds the smallest uniform perturbation � to G, such that the output is a correlation matrix
and the k by k leading principal submatrix of the input is preserved,

G ¼

1:0000 �0:0991 0:5665 �0:5653 �0:3441
�0:0991 1:0000 �0:4273 0:8474 0:4975
0:5665 �0:4273 1:0000 �0:1837 �0:0585
�0:5653 0:8474 �0:1837 1:0000 �0:2713
�0:3441 0:4975 �0:0585 �0:2713 1:0000

0BBB@
1CCCA:

10.1 Program Text

/* nag_nearest_correlation_shrinking (g02anc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

#define G(I,J) g[(J-1)*pdg + I-1]

/* Scalars */
Integer exit_status = 0;
double alpha, eigmin, eigtol, errtol, norm;
Integer i, j, iter, k, n, pdg, pdx;

/* Arrays */
double *g = 0, *x = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_nearest_correlation_shrinking (g02anc)");
printf(" Example Program Results\n\n");
fflush(stdout);

g02anc NAG Library Manual

g02anc.4 Mark 26



/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and k */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &k);
#endif

pdg = n;
pdx = n;
if (!(g = NAG_ALLOC(pdg * n, double)) || !(x = NAG_ALLOC(pdx * n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix g */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &G(i, j));
#else

scanf("%lf", &G(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Use the defaults for ERRTOL and EIGTOL */
errtol = -1.0;
eigtol = -1.0;

/*
* nag_nearest_correlation_shrinking (g02anc).
* Calculate nearest perturbed correlation matrix with preserved leading block
*/

nag_nearest_correlation_shrinking(g, pdg, n, k, errtol, eigtol, x, pdx,
&alpha, &iter, &eigmin, &norm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_nearest_correlation_shrinking (g02anc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Display results */

order = Nag_ColMajor;
/*
* nag_gen_real_mat_print (x04cac).
* Prints real general matrix
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, g,
pdg, "Symmetrised Input Matrix G", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\n");
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fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, x,

pdx, "Nearest Perturbed Correlation Matrix X", NULL,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("\n%s %34" NAG_IFMT " \n\n", "k:", k);
printf("%s %9" NAG_IFMT " \n\n", "Number of iterations taken:", iter);
printf("%s %34.4f \n\n", "alpha: ", alpha);
printf("%s %29.4f \n\n", "norm value: ", norm);
printf("%s %15.4f \n", "Smallest eigenvalue of A: ", eigmin);

END:
NAG_FREE(g);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_nearest_correlation_shrinking (g02anc) Example Program Data
5 3 :: n, k
1.0000 -0.0991 0.5665 -0.5653 -0.3441

-0.0991 1.0000 -0.4273 0.8474 0.4975
0.5665 -0.4273 1.0000 -0.1837 -0.0585

-0.5653 0.8474 -0.1837 1.0000 -0.2713
-0.3441 0.4975 -0.0585 -0.2713 1.0000 :: End of g

10.3 Program Results

nag_nearest_correlation_shrinking (g02anc) Example Program Results

Symmetrised Input Matrix G
1 2 3 4 5

1 1.0000 -0.0991 0.5665 -0.5653 -0.3441
2 -0.0991 1.0000 -0.4273 0.8474 0.4975
3 0.5665 -0.4273 1.0000 -0.1837 -0.0585
4 -0.5653 0.8474 -0.1837 1.0000 -0.2713
5 -0.3441 0.4975 -0.0585 -0.2713 1.0000

Nearest Perturbed Correlation Matrix X
1 2 3 4 5

1 1.0000 -0.0991 0.5665 -0.3826 -0.2329
2 -0.0991 1.0000 -0.4273 0.5735 0.3367
3 0.5665 -0.4273 1.0000 -0.1243 -0.0396
4 -0.3826 0.5735 -0.1243 1.0000 -0.1836
5 -0.2329 0.3367 -0.0396 -0.1836 1.0000

k: 3

Number of iterations taken: 27

alpha: 0.3232

norm value: 0.5624

Smallest eigenvalue of A: 0.3359
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NAG Library Function Document

nag_nearest_correlation_target (g02apc)

1 Purpose

nag_nearest_correlation_target (g02apc) computes a correlation matrix, by using a positive definite
target matrix derived from weighting the approximate input matrix, with an optional bound on the
minimum eigenvalue.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_nearest_correlation_target (double g[], Integer pdg, Integer n,
double theta, double h[], Integer pdh, double errtol, double eigtol,
double x[], Integer pdx, double *alpha, Integer *iter, double *eigmin,
double *norm, NagError *fail)

3 Description

Starting from an approximate correlation matrix, G, nag_nearest_correlation_target (g02apc) finds a
correlation matrix, X, which has the form

X ¼ �T þ 1� �ð ÞG;

where � 2 0; 1½ � and T ¼ H �G is a target matrix. C ¼ A �B denotes the matrix C with elements
Cij ¼ Aij � Bij. H is a matrix of weights that defines the target matrix. The target matrix must be
positive definite and thus have off-diagonal elements less than 1 in magnitude. A value of 1 in H
essentially fixes an element in G so it is unchanged in X.

nag_nearest_correlation_target (g02apc) utilizes a shrinking method to find the minimum value of �
such that X is positive definite with unit diagonal and with a smallest eigenvalue of at least � 2 0; 1½ Þ
times the smallest eigenvalue of the target matrix.

4 References

Higham N J, Strabi�c N and �Sego V (2014) Restoring definiteness via shrinking, with an application to
correlation matrices with a fixed block MIMS EPrint 2014.54 Manchester Institute for Mathematical
Sciences, The University of Manchester, UK

5 Arguments

1: g½pdg� n� – double Input/Output

Note: the i; jð Þth element of the matrix G is stored in g½ j� 1ð Þ � pdgþ i� 1�.
On entry: G, the initial matrix.

On exit: a symmetric matrix 1
2 GþGTð Þ with the diagonal elements set to 1:0.

2: pdg – Integer Input

On entry: the stride separating matrix row elements in the array g.

Constraint: pdg 	 n.
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3: n – Integer Input

On entry: the order of the matrix G.

Constraint: n > 0.

4: theta – double Input

On entry: the value of �. If theta < 0:0, 0:0 is used.

Constraint: theta < 1:0.

5: h½pdh� n� – double Input/Output

Note: the i; jð Þth element of the matrix H is stored in h½ j� 1ð Þ � pdhþ i� 1�.
On entry: the matrix of weights H.

On exit: a symmetric matrix 1
2 H þHTð Þ with its diagonal elements set to 1:0.

6: pdh – Integer Input

On entry: the stride separating matrix row elements in the array h.

Constraint: pdh 	 n.

7: errtol – double Input

On entry: the termination tolerance for the iteration.

If errtol � 0,
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used. See Section 7 for further details.

8: eigtol – double Input

On entry: the tolerance used in determining the definiteness of the target matrix T ¼ H �G.
If �min Tð Þ > n� �max Tð Þ � eigtol, where �min Tð Þ and �max Tð Þ denote the minimum and
maximum eigenvalues of T respectively, T is positive definite.

If eigtol � 0, machine precision is used.

9: x½pdx� n� – double Output

Note: the i; jð Þth element of the matrix X is stored in x½ j� 1ð Þ � pdxþ i� 1�.
On exit: contains the matrix X.

10: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraint: pdx 	 n.

11: alpha – double * Output

On exit: the constant � used in the formation of X.

12: iter – Integer * Output

On exit: the number of iterations taken.

13: eigmin – double * Output

On exit: the smallest eigenvalue of the target matrix T .

14: norm – double * Output

On exit: the value of G�Xk kF after the final iteration.
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15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_EIGENPROBLEM

Failure to solve intermediate eigenproblem. This should not occur. Please contact NAG.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INT_2

On entry, pdg ¼ valueh i and n ¼ valueh i.
Constraint: pdg 	 n.

On entry, pdh ¼ valueh i and n ¼ valueh i.
Constraint: pdh 	 n.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

The target matrix is not positive definite.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, theta ¼ valueh i.
Constraint: theta < 1:0.

7 Accuracy

The algorithm uses a bisection method. It is terminated when the computed � is within errtol of the
minimum value.
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Note: when � is zero X is still positive definite, in that it can be successfully factorized with a call to
nag_dpotrf (f07fdc).

The number of iterations taken for the bisection will be:

log2
1

errtol

� �� �
:

8 Parallelism and Performance

nag_nearest_correlation_target (g02apc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_nearest_correlation_target (g02apc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Arrays are internally allocated by nag_nearest_correlation_target (g02apc). The total size of these arrays
does not exceed 2� n2 þ 3� n real elements. All allocated memory is freed before return of
nag_nearest_correlation_target (g02apc).

10 Example

This example finds the smallest � such that � H �Gð Þ þ 1� �ð ÞG is a correlation matrix. The 2 by 2
leading principal submatrix of the input is preserved, and the last 2 by 2 diagonal block is weighted to
give some emphasis to the off diagonal elements.

G ¼

1:0000 �0:0991 0:5665 �0:5653 �0:3441
�0:0991 1:0000 �0:4273 0:8474 0:4975
0:5665 �0:4273 1:0000 �0:1837 �0:0585
�0:5653 0:8474 �0:1837 1:0000 �0:2713
�0:3441 0:4975 �0:0585 �0:2713 1:0000

0BBB@
1CCCA

and

H ¼

1:0000 1:0000 0:0000 0:0000 0:0000
1:0000 1:0000 0:0000 0:0000 0:0000
0:0000 0:0000 1:0000 0:0000 0:0000
0:0000 0:0000 0:0000 1:0000 0:5000
0:0000 0:0000 0:0000 0:5000 1:0000

0BBB@
1CCCA:

10.1 Program Text

/* nag_nearest_correlation_target (g02apc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf08.h>
#include <nagg02.h>
#include <nagx04.h>
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int main(void)
{

#define G(I,J) g[(J-1)*pdg + I-1]
#define H(I,J) h[(J-1)*pdh + I-1]

/* Scalars */
Integer exit_status = 0;
Integer one = 1;
double alpha, eigmin, eigtol, errtol, norm, theta;
Integer i, j, iter, n, pdg, pdh, pdx;

/* Arrays */
double *eig = 0, *g = 0, *h = 0, *x = 0;

/* Nag Types */
Nag_OrderType order;
NagError fail;

INIT_FAIL(fail);

/* Output preamble */
printf("nag_nearest_correlation_target (g02apc)");
printf(" Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size and theta */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%*[^\n] ", &n, &theta);
#else

scanf("%" NAG_IFMT "%lf%*[^\n] ", &n, &theta);
#endif

pdg = n;
pdh = n;
pdx = n;
if (!(eig = NAG_ALLOC(n, double)) ||

!(g = NAG_ALLOC(pdg * n, double)) ||
!(h = NAG_ALLOC(pdh * n, double)) || !(x = NAG_ALLOC(pdx * n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the matrix g */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
#ifdef _WIN32

scanf_s("%lf", &G(i, j));
#else

scanf("%lf", &G(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the matrix h */
for (i = 1; i <= n; i++)

for (j = 1; j <= n; j++)
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#ifdef _WIN32
scanf_s("%lf", &H(i, j));

#else
scanf("%lf", &H(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Use the defaults for ERRTOL and EIGTOL */
errtol = -1.0;
eigtol = -1.0;

/*
* nag_nearest_correlation_target (g02apc).
* Calculate nearest correlation matrix using target matrix
*/

nag_nearest_correlation_target(g, pdg, n, theta, h, pdh, errtol,
eigtol, x, pdx, &alpha, &iter, &eigmin,

&norm, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_nearest_correlation_target (g02apc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display results */

order = Nag_ColMajor;
/*
* nag_gen_real_mat_print (x04cac).
* Prints real general matrix
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, g,
pdg, "Symmetrised Input Matrix G", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 2;
goto END;

}

printf("\n");
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, n, x,

pdx, "Nearest Correlation Matrix X", NULL,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("\n%s %9" NAG_IFMT " \n\n", "Number of iterations taken:", iter);
printf("%s %34.4f \n\n", "alpha: ", alpha);
printf("%s %29.4f \n\n", "norm value: ", norm);
printf("%s %34.4f \n\n", "theta: ", theta);
printf("%s %15.4f \n", "Smallest eigenvalue of A: ", eigmin);

/*
* nag_dsyev (f08fac).
* Computes all eigenvalues and, optionally, eigenvectors of a real
* symmetric matrix
*/

nag_dsyev(order, Nag_EigVals, Nag_Upper, n, x, pdx, eig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dsyev (f08fac).\n%s\n", fail.message);
exit_status = 4;
goto END;

g02apc NAG Library Manual

g02apc.6 Mark 26



}

printf("\n");
fflush(stdout);
/*
* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, one, n,
eig, one, "Eigenvalues of x", NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 5;
goto END;

}

END:
NAG_FREE(eig);
NAG_FREE(g);
NAG_FREE(h);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_nearest_correlation_target (g02apc) Example Program Data
5 0.1 :: n, theta
1.0000 -0.0991 0.5665 -0.5653 -0.3441

-0.0991 1.0000 -0.4273 0.8474 0.4975
0.5665 -0.4273 1.0000 -0.1837 -0.0585

-0.5653 0.8474 -0.1837 1.0000 -0.2713
-0.3441 0.4975 -0.0585 -0.2713 1.0000 :: End of g
1.0000 1.0000 0.0000 0.0000 0.0000
1.0000 1.0000 0.0000 0.0000 0.0000
0.0000 0.0000 1.0000 0.0000 0.0000
0.0000 0.0000 0.0000 1.0000 0.5000
0.0000 0.0000 0.0000 0.5000 1.0000 :: End of h

10.3 Program Results

nag_nearest_correlation_target (g02apc) Example Program Results

Symmetrised Input Matrix G
1 2 3 4 5

1 1.0000 -0.0991 0.5665 -0.5653 -0.3441
2 -0.0991 1.0000 -0.4273 0.8474 0.4975
3 0.5665 -0.4273 1.0000 -0.1837 -0.0585
4 -0.5653 0.8474 -0.1837 1.0000 -0.2713
5 -0.3441 0.4975 -0.0585 -0.2713 1.0000

Nearest Correlation Matrix X
1 2 3 4 5

1 1.0000 -0.0991 0.3799 -0.3791 -0.2308
2 -0.0991 1.0000 -0.2865 0.5683 0.3336
3 0.3799 -0.2865 1.0000 -0.1232 -0.0392
4 -0.3791 0.5683 -0.1232 1.0000 -0.2266
5 -0.2308 0.3336 -0.0392 -0.2266 1.0000

Number of iterations taken: 27

alpha: 0.3294

norm value: 0.6526

theta: 0.1000
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Smallest eigenvalue of A: 0.8643

Eigenvalues of x
1 2 3 4 5

1 0.0864 0.7431 1.0044 1.2018 1.9642
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NAG Library Function Document

nag_ken_spe_corr_coeff (g02brc)

1 Purpose

nag_ken_spe_corr_coeff (g02brc) calculates Kendall and Spearman rank correlation coefficients.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_ken_spe_corr_coeff (Integer n, Integer m, const double x[],
Integer tdx, const Integer svar[], const Integer sobs[], double corr[],
Integer tdc, NagError *fail)

3 Description

nag_ken_spe_corr_coeff (g02brc) calculates both the Kendall rank correlation coefficients and the
Spearman rank correlation coefficients.

The data consists of n observations for each of m variables:

xij; i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m m; n 	 2ð Þ

where xij is the ith observation on the jth variable. The function eliminates any variable xij , for
i ¼ 1; 2; . . . ; n, where the argument svar½j � 1� ¼ 0, and any observation xij , for j ¼ 1; 2; . . . ;m, where
the argument sobs½i� 1� ¼ 0.

The observations are first ranked as follows:

For a given variable, j say, each of the observations xij for which sobs½i � 1� > 0, for i ¼ 1; 2; . . . ; n,
has associated with it an additional number, the rank of the observation, which indicates the magnitude
of that observation relative to the magnitudes of the other observations on that same variable for which
sobs½i� 1� > 0.

The smallest of these valid observations for variable j is assigned the rank 1, the second smallest
observation for variable j the rank 2, and so on until the largest such observation is given the rank ns,
where ns is the number of observations for which sobs½i� 1� > 0.

If a number of cases all have the same value for a given variable, j, then they are each given an
‘average’ rank — e.g., if in attempting to assign the rank hþ 1, k observations for which
sobs½i� 1� > 0 were found to have the same value, then instead of giving them the ranks
hþ 1; hþ 2; . . . ; hþ k all k observations would be assigned the rank 2hþkþ1

2 and the next value in
ascending order would be assigned the rank hþ kþ 1: The process is repeated for each of the m
variables for which svar½j� 1� > 0.

Let yij be the rank assigned to the observation xij when the jth variable is being ranked. For those
observations, i, for which sobs½i� 1� ¼ 0, yij ¼ 0 , for j ¼ 1; 2; . . . ;m.

For variables j; k the following are computed:

(a) Kendall's tau correlation coefficients:

Rjk ¼

Xn
h¼1

Xn
i¼1

sign yhj � yij
� �

sign yhk � yikð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ns ns � 1ð Þ � Tj
� �

ns ns � 1ð Þ � Tk½ �
q j; k ¼ 1; 2; . . . ;m;
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where ns is the number of observations for which sobs½i� 1� > 0,
and sign u ¼ 1 if u > 0,

sign u ¼ 0 if u ¼ 0,
sign u ¼ �1 if u < 0,

and Tj ¼
P
tj tj � 1
� �

where tj is the number of ties of a particular value of variable j, and the
summation is over all tied values of variable j.

(b) Spearman's rank correlation coefficients:

Rjk ¼
ns n

2
s � 1

� �
� 6
Xn
i¼1

yij � yik
� �2 � 1

2 Tj þ Tk
� �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ns n2s � 1
� �

� Tj
� �

ns n2s � 1
� �

� Tk
� �q j; k ¼ 1; 2; . . . ;m;

where ns is the number of observations for which sobs½i� 1� > 0, and Tj ¼
P
tj t2j � 1
� �

where tj

is the number of ties of a particular value of variable j, and the summation is over all tied values of
variable j.

4 References

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

5 Arguments

1: n – Integer Input

On entry: the number of observations in the dataset.

Constraint: n 	 2.

2: m – Integer Input

On entry: the number of variables.

Constraint: m 	 2.

3: x½n� tdx� – const double Input

On entry: x½i � 1� tdxþ j � 1� must contain the ith observation on the jth variable, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

5: svar½m� – const Integer Input

On entry: svar½j� 1� indicates which variables are to be included, for the jth variable to be
included, svar½j� 1� > 0. If all variables are to be included then a NULL pointer (Integer *)0

may be supplied.

Constraint: svar½j � 1� 	 0, and there is at least one positive element, for j ¼ 1; 2; . . . ;m.

6: sobs½n� – const Integer Input

On entry: sobs½i� 1� indicates which observations are to be included, for the ith observation to
be included, sobs½i� 1� > 0. If all observations are to be included then a NULL pointer
(Integer *)0 may be supplied.

Constraint: sobs½i � 1� 	 0, and there are at least two positive elements, for i ¼ 1; 2; . . . ; n.
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7: corr½m� tdc� – double Output

On exit: the upper ns by ns part of corr contains the correlation coefficients, the upper triangle
contains the Spearman coefficients and the lower triangle, the Kendall coefficients. That is, for
the jth and kth variables, where j is less than k, corr½j� 1� tdcþ k� 1� contains the Spearman
rank correlation coefficient, and corr½k� 1� tdcþ j� 1� contains Kendall's tau, for
j; k ¼ 1; 2; . . . ; ns. The diagonal will be set to 1.

8: tdc – Integer Input

On entry: the stride separating matrix column elements in the array corr.

Constraint: tdc 	 m.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdc 	 m.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INT_ARRAY_1

Value valueh i given to sobs½ valueh i� not valid. Correct range for elements of sobs is sobs½i� 	 0.

Value valueh i given to svar½ valueh i� not valid. Correct range for elements of svar is svar½i� 	 0.

NE_INTERNAL_ERROR

An initial error has occurred in this function. Check the function call and any array sizes.

NE_SOBS_LOW

On entry, sobs must contain at least 2 positive elements.

Too few observations have been selected.

NE_SVAR_LOW

No variables have been selected.

On entry, svar must contain at least 1 positive element.

7 Accuracy

The computations are believed to be stable.
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8 Parallelism and Performance

nag_ken_spe_corr_coeff (g02brc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A program to calculate the Kendall and Spearman rank correlation coefficients from a set of data.

10.1 Program Text

/* nag_ken_spe_corr_coeff (g02brc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define CORR(I, J) corr[(I) *tdcorr + J]

int main(void)
{

Integer exit_status = 0, i, j, m, n, *sobs = 0, *sobsptr, *svar = 0;
Integer *svarptr;
Integer tdcorr, tdx;
NagError fail;
char s, w;
double *corr = 0, *x = 0;

INIT_FAIL(fail);

printf("nag_ken_spe_corr_coeff (g02brc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s(" %*[^\n]");
#else

scanf(" %*[^\n]");
#endif

/* Read data */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "\n", &m, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "\n", &m, &n);
#endif

if (m >= 2 && n >= 2) {
if (!(x = NAG_ALLOC(n * m, double)) ||

!(corr = NAG_ALLOC(m * m, double)) ||
!(svar = NAG_ALLOC(m, Integer)) || !(sobs = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
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tdcorr = m;
}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; i++)

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

/* Read flag specifying if svar is to be supplied */
#ifdef _WIN32

scanf_s(" %c", &s, 1);
#else

scanf(" %c", &s);
#endif

if (s == ’S’ || s == ’s’) {
/* Assign pointer to svar and read in values for svar */
svarptr = svar;
for (i = 0; i < m; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &svar[i]);

#else
scanf("%" NAG_IFMT "", &svar[i]);

#endif
}
else {

/* Assign pointer to NULL and discard rest of line */
svarptr = (Integer *) 0;
/* skip rest of line */

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
}

/* Read flag specifying if sobs is to be supllied */
#ifdef _WIN32

scanf_s(" %c", &w, 1);
#else

scanf(" %c", &w);
#endif

if (w == ’W’ || w == ’w’) {
/* Assign pointer to sobs and read in values for sobs */
sobsptr = sobs;
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sobs[i]);

#else
scanf("%" NAG_IFMT "", &sobs[i]);

#endif
}
else {

/* Assign pointer to NULL and discard rest of line */
sobsptr = (Integer *) 0;
/* skip rest of line */

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif
}

/* Calculate the Kendall and Spearman coefficients */
/* nag_ken_spe_corr_coeff (g02brc).
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* Kendall and/or Spearman non-parametric rank correlation
* coefficients, allows variables and observations to be
* selectively disregarded
*/

nag_ken_spe_corr_coeff(n, m, x, tdx, svarptr, sobsptr, corr, tdcorr, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_ken_spe_corr_coeff (g02brc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nCorrelation coefficients:\n\n");
for (i = 0; i < m; i++) {

for (j = 0; j < m; j++)
printf("%8.5f ", CORR(i, j));

printf("\n");
}

END:
NAG_FREE(x);
NAG_FREE(corr);
NAG_FREE(svar);
NAG_FREE(sobs);
return exit_status;

}

10.2 Program Data

nag_ken_spe_corr_coeff (g02brc) Example Program Data
3 7
1.0 2.0 4.0
7.0 7.0 3.0
2.0 3.0 4.0
4.0 4.0 5.0
5.0 6.0 7.0
3.0 1.0 3.0
6.0 5.0 5.0
s 1 1 1
w 1 1 1 1 1 1 1

10.3 Program Results

nag_ken_spe_corr_coeff (g02brc) Example Program Results

Correlation coefficients:

1.00000 0.85714 0.12849
0.71429 1.00000 0.33040
0.10287 0.41148 1.00000
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NAG Library Function Document

nag_sum_sqs_update (g02btc)

1 Purpose

nag_sum_sqs_update (g02btc) updates the sample means and sums of squares and cross-products, or
sums of squares and cross-products of deviations about the mean, for a new observation. The data may
be weighted.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_sum_sqs_update (Nag_SumSquare mean, Integer m, double wt,
const double x[], Integer incx, double *sw, double xbar[], double c[],
NagError *fail)

3 Description

nag_sum_sqs_update (g02btc) is an adaptation of West's WV2 algorithm; see West (1979). This
function updates the weighted means of variables and weighted sums of squares and cross-products or
weighted sums of squares and cross-products of deviations about the mean for observations on m
variables Xj, for j ¼ 1; 2; . . . ;m. For the first i� 1 observations let the mean of the jth variable be
�xj i� 1ð Þ, the cross-product about the mean for the jth and kth variables be cjk i� 1ð Þ and the sum of
weights be Wi�1. These are updated by the ith observation, xij, for j ¼ 1; 2; . . . ;m, with weight wi as
follows:

Wi ¼ Wi�1 þ wi; �xj ið Þ ¼ �xj i� 1ð Þ þ wi
Wi

xj � �xj i� 1ð Þ
� �

; j ¼ 1; 2; . . . ;m

and

cjk ið Þ ¼ cjk i� 1ð Þ þ wi
Wi

xj � �xj i� 1ð Þ
� �

xk � �xk i� 1ð Þð ÞWi�1; j ¼ 1; 2; . . . ;m;k ¼ j; jþ 1; 2; . . . ;m:

The algorithm is initialized by taking �xj 1ð Þ ¼ x1j, the first observation and cij 1ð Þ ¼ 0:0.

For the unweighted case wi ¼ 1 and Wi ¼ i for all i.

4 References

Chan T F, Golub G H and Leveque R J (1982) Updating Formulae and a Pairwise Algorithm for
Computing Sample Variances Compstat, Physica-Verlag

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: mean – Nag_SumSquare Input

On entry: indicates whether nag_sum_sqs_update (g02btc) is to calculate sums of squares and
cross-products, or sums of squares and cross-products of deviations about the mean.

mean ¼ Nag AboutMean
The sums of squares and cross-products of deviations about the mean are calculated.
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mean ¼ Nag AboutZero
The sums of squares and cross-products are calculated.

Constraint: mean ¼ Nag AboutMean or Nag AboutZero.

2: m – Integer Input

On entry: m, the number of variables.

Constraint: m 	 1.

3: wt – double Input

On entry: the weight to use for the current observation, wi.

For unweighted means and cross-products set wt ¼ 1:0. The use of a suitable negative value of
wt, e.g., �wi will have the effect of deleting the observation.

4: x½m� incx� – const double Input

On entry: x½ j� 1ð Þ � incx� must contain the value of the jth variable for the current observation,
j ¼ 1; 2; . . . ;m.

5: incx – Integer Input

On entry: the increment of x.

Constraint: incx > 0.

6: sw – double * Input/Output

On entry: the sum of weights for the previous observations, Wi�1.

sw ¼ 0:0
The update procedure is initialized.

swþ wt ¼ 0:0
All elements of xbar and c are set to zero.

Constraint: sw 	 0:0 and swþ wt 	 0:0.

On exit: contains the updated sum of weights, Wi.

7: xbar½m� – double Input/Output

On entry: if sw ¼ 0:0, xbar is initialized, otherwise xbar½j � 1� must contain the weighted mean
of the jth variable for the previous i � 1ð Þ observations, �xj i � 1ð Þ, for j ¼ 1; 2; . . . ;m.

On exit: xbar½j � 1� contains the weighted mean of the jth variable, �xj ið Þ, for j ¼ 1; 2; . . . ;m.

8: c½ m�mþmð Þ=2� – double Input/Output

On entry: if sw 6¼ 0:0, c must contain the upper triangular part of the matrix of weighted sums of
squares and cross-products or weighted sums of squares and cross-products of deviations about
the mean. It is stored packed form by column, i.e., the cross-product between the jth and kth
variable, k 	 j, is stored in c½k� k� 1ð Þ=2þ j� 1�.
On exit: the update sums of squares and cross-products stored as on input.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, incx ¼ valueh i.
Constraint: incx 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, sw ¼ valueh i.
Constraint: sw 	 0:0.

NE_SUM_WEIGHT

On entry, swþ wtð Þ ¼ valueh i.
Constraint: swþ wtð Þ 	 0:0.

7 Accuracy

For a detailed discussion of the accuracy of this method see Chan et al. (1982) and West (1979).

8 Parallelism and Performance

nag_sum_sqs_update (g02btc) is not threaded in any implementation.

9 Further Comments

nag_sum_sqs_update (g02btc) may be used to update the results returned by nag_sum_sqs (g02buc).

nag_cov_to_corr (g02bwc) may be used to calculate the correlation matrix from the matrix of sums of
squares and cross-products of deviations about the mean .

10 Example

A program to calculate the means, the required sums of squares and cross-products matrix, and the
variance matrix for a set of 3 observations of 3 variables.
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10.1 Program Text

/* nag_sum_sqs_update (g02btc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <nagf16.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/* Arrays */
char nag_enum_arg[40];
double *c = 0, *v = 0, *x = 0, *xbar = 0;
/* Scalars */
double alpha, sw, wt;
Integer exit_status, i, j, m, mm, n, nprint, incx;
Nag_SumSquare mean;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_sum_sqs_update (g02btc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

incx = 1;
#ifdef _WIN32

while (scanf_s("%39s %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",
nag_enum_arg, (unsigned)_countof(nag_enum_arg), &m, &n,
&nprint) != EOF) {

#else
while (scanf("%39s %" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

nag_enum_arg, &m, &n, &nprint) != EOF) {
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mean = (Nag_SumSquare) nag_enum_name_to_value(nag_enum_arg);
/* Allocate memory */
if (!(c = NAG_ALLOC((m * m + m) / 2, double)) ||

!(v = NAG_ALLOC((m * m + m) / 2, double)) ||
!(x = NAG_ALLOC(m * incx, double)) || !(xbar = NAG_ALLOC(m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

sw = 0.0;
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &wt);

#else
scanf("%lf", &wt);
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#endif
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &x[j - 1]);

#else
scanf("%lf", &x[j - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Calculate the sums of squares and cross-products matrix */
/* nag_sum_sqs_update (g02btc).
* Update a weighted sum of squares matrix with a new
* observation
*/

nag_sum_sqs_update(mean, m, wt, x, incx, &sw, xbar, c, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_sum_sqs_update (g02btc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (i % nprint == 0 || i == n) {
printf("\n");
printf("---------------------------------------------\n");
printf("Observation: %4" NAG_IFMT " Weight = %13.4f\n", i, wt);
printf("\n");
printf("---------------------------------------------\n");
printf("\n");

printf("Means\n");
for (j = 1; j <= m; ++j)

printf("%14.4f%s", xbar[j - 1], j % 4 == 0 || j == m ? "\n" : " ");
printf("\n");

/* Print the sums of squares and cross products matrix */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag,

m, c,
"Sums of squares and cross-products",
0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
if (sw > 1.0) {

/* Calculate the variance matrix */
alpha = 1.0 / (sw - 1.0);
mm = m * (m + 1) / 2;
/* v[] = alpha*c[] using
* nag_daxpby (f16ecc)
* Multiply real vector by scalar, preserving input vector
*/

nag_daxpby(mm, alpha, c, 1, 0.0, v, 1, &fail);

/* Print the variance matrix */
printf("\n");
/* nag_pack_real_mat_print (x04ccc), see above. */
fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper,

Nag_NonUnitDiag, m, v,
"Variance matrix", 0, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_pack_real_mat_print (x04ccc)."

"\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

}
}

NAG_FREE(c);
NAG_FREE(v);
NAG_FREE(x);
NAG_FREE(xbar);

}

END:
NAG_FREE(c);
NAG_FREE(v);
NAG_FREE(x);
NAG_FREE(xbar);

return exit_status;
}

10.2 Program Data

nag_sum_sqs_update (g02btc) Example Program Data
Nag_AboutMean 3 3 3
0.1300 9.1231 3.7011 4.5230
1.3070 0.9310 0.0900 0.8870
0.3700 0.0009 0.0099 0.0999

10.3 Program Results

nag_sum_sqs_update (g02btc) Example Program Results

---------------------------------------------
Observation: 3 Weight = 0.3700

---------------------------------------------

Means
1.3299 0.3334 0.9874

Sums of squares and cross-products
1 2 3

1 8.7569 3.6978 4.0707
2 1.5905 1.6861
3 1.9297

Variance matrix
1 2 3

1 10.8512 4.5822 5.0443
2 1.9709 2.0893
3 2.3912
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NAG Library Function Document

nag_sum_sqs (g02buc)

1 Purpose

nag_sum_sqs (g02buc) calculates the sample means and sums of squares and cross-products, or sums of
squares and cross-products of deviations from the mean, in a single pass for a set of data. The data may
be weighted.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_sum_sqs (Nag_OrderType order, Nag_SumSquare mean, Integer n,
Integer m, const double x[], Integer pdx, const double wt[], double *sw,
double wmean[], double c[], NagError *fail)

3 Description

nag_sum_sqs (g02buc) is an adaptation of West's WV2 algorithm; see West (1979). This function
calculates the (optionally weighted) sample means and (optionally weighted) sums of squares and cross-
products or sums of squares and cross-products of deviations from the (weighted) mean for a sample of
n observations on m variables Xj, for j ¼ 1; 2; . . . ;m. The algorithm makes a single pass through the
data.

For the first i� 1 observations let the mean of the jth variable be �xj i� 1ð Þ, the cross-product about the
mean for the jth and kth variables be cjk i� 1ð Þ and the sum of weights be Wi�1. These are updated by
the ith observation, xij, for j ¼ 1; 2; . . . ;m, with weight wi as follows:

Wi ¼Wi�1 þ wi
�xj ið Þ ¼ �xj i� 1ð Þ þ wi

Wi
xj � �xj i� 1ð Þ
� �

; j ¼ 1; 2; . . . ;m

and

cjk ið Þ ¼ cjk i� 1ð Þ þ wi
Wi

xj � �xj i� 1ð Þ
� �

xk � �xk i� 1ð Þð ÞWi�1; j ¼ 1; 2; . . . ;m and k ¼ j; jþ 1; . . . ;m:

The algorithm is initialized by taking �xj 1ð Þ ¼ x1j, the first observation, and cij 1ð Þ ¼ 0:0.

For the unweighted case wi ¼ 1 and Wi ¼ i for all i.
Note that only the upper triangle of the matrix is calculated and returned packed by column.

4 References

Chan T F, Golub G H and Leveque R J (1982) Updating Formulae and a Pairwise Algorithm for
Computing Sample Variances Compstat, Physica-Verlag

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mean – Nag_SumSquare Input

On entry: indicates whether nag_sum_sqs (g02buc) is to calculate sums of squares and cross-
products, or sums of squares and cross-products of deviations about the mean.

mean ¼ Nag AboutMean
The sums of squares and cross-products of deviations about the mean are calculated.

mean ¼ Nag AboutZero
The sums of squares and cross-products are calculated.

Constraint: mean ¼ Nag AboutMean or Nag AboutZero.

3: n – Integer Input

On entry: n, the number of observations in the dataset.

Constraint: n 	 1.

4: m – Integer Input

On entry: m, the number of variables.

Constraint: m 	 1.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation on the jth variable, for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ;m.

6: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

7: wt½dim� – const double Input

Note: the dimension, dim, of the array wt must be at least n.

On entry: the optional weights of each observation. If weights are not provided then wt must be
set to NULL, otherwise wt½i� 1� must contain the weight for the ith observation.

Constraint: if wt is not NULL, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

8: sw – double * Output

On exit: the sum of weights.

If wt is NULL, sw contains the number of observations, n.
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9: wmean½m� – double Output

On exit: the sample means. wmean½j� 1� contains the mean for the jth variable.

10: c½ m�mþmð Þ=2� – double Output

On exit: the cross-products.

If mean ¼ Nag AboutMean, c contains the upper triangular part of the matrix of (weighted) sums
of squares and cross-products of deviations about the mean.

If mean ¼ Nag AboutZero, c contains the upper triangular part of the matrix of (weighted) sums
of squares and cross-products.

These are stored packed by columns, i.e., the cross-product between the jth and kth variable,
k 	 j, is stored in c½k� k� 1ð Þ=2þ j� 1�.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL_ARRAY_ELEM_CONS

On entry, wt½ valueh i� < 0:0.

7 Accuracy

For a detailed discussion of the accuracy of this algorithm see Chan et al. (1982) or West (1979).

8 Parallelism and Performance

nag_sum_sqs (g02buc) is not threaded in any implementation.

9 Further Comments

nag_cov_to_corr (g02bwc) may be used to calculate the correlation coefficients from the cross-products
of deviations about the mean. The cross-products of deviations about the mean may be scaled to give a
variance-covariance matrix.

The means and cross-products produced by nag_sum_sqs (g02buc) may be updated by adding or
removing observations using nag_sum_sqs_update (g02btc).

Two sets of means and cross-products, as produced by nag_sum_sqs (g02buc), can be combined using
nag_sum_sqs_combine (g02bzc).

10 Example

A program to calculate the means, the required sums of squares and cross-products matrix, and the
variance matrix for a set of 3 observations of 3 variables.

10.1 Program Text

/* nag_sum_sqs (g02buc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagf16.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/* Arrays */
char nag_enum_mean[40], nag_enum_weight[40];
double *c = 0, *v = 0, *wmean = 0, *wt = 0, *x = 0;
double *wtptr = 0;
/* Scalars */
double alpha, sw;
Integer exit_status, j, k, m, mm, n, pdx;
Nag_SumSquare mean;
Nag_Boolean weight;
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
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#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_sum_sqs (g02buc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%39s %39s %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", nag_enum_mean,

(unsigned)_countof(nag_enum_mean), nag_enum_weight,
(unsigned)_countof(nag_enum_weight), &m, &n) != EOF) {

#else
while (scanf("%39s %39s %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", nag_enum_mean,

nag_enum_weight, &m, &n) != EOF) {
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mean = (Nag_SumSquare) nag_enum_name_to_value(nag_enum_mean);
weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_weight);
/* Allocate memory */
if (!(c = NAG_ALLOC((m * m + m) / 2, double)) ||

!(v = NAG_ALLOC((m * m + m) / 2, double)) ||
!(wmean = NAG_ALLOC(m, double)) ||
!(wt = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdx = n;

#else
pdx = m;

#endif

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &wt[j - 1]);
#else

scanf("%lf", &wt[j - 1]);
#endif

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
for (j = 1; j <= n; ++j) {

for (k = 1; k <= m; ++k)
#ifdef _WIN32

scanf_s("%lf", &X(j, k));
#else

scanf("%lf", &X(j, k));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

if (weight)
wtptr = wt;

/* Calculate sums of squares and cross-products matrix */
/* nag_sum_sqs (g02buc).
* Computes a weighted sum of squares matrix
*/

nag_sum_sqs(order, mean, n, m, x, pdx, wtptr, &sw, wmean, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_sqs (g02buc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Means\n");
for (j = 1; j <= m; ++j)

printf("%14.4f%s", wmean[j - 1], j % 6 == 0 || j == m ? "\n" : " ");
if (wtptr) {

printf("\n");
printf("Weights\n");
for (j = 1; j <= n; ++j)

printf("%14.4f%s", wt[j - 1], j % 6 == 0 || j == n ? "\n" : " ");
printf("\n");

}

/* Print the sums of squares and cross products matrix */
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag, m, c,

"Sums of squares and cross-products", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
if (sw > 1.0) {

/* Calculate the variance matrix */
alpha = 1.0 / (sw - 1.0);
mm = m * (m + 1) / 2;
/* v[] = alpha*c[] using
* nag_daxpby (f16ecc)
* Multiply real vector by scalar, preserving input vector
*/

nag_daxpby(mm, alpha, c, 1, 0.0, v, 1, &fail);

/* Print the variance matrix */
printf("\n");
/* nag_pack_real_mat_print (x04ccc), see above. */
fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag, m,

v, "Variance matrix", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

NAG_FREE(c);
NAG_FREE(v);
NAG_FREE(wmean);
NAG_FREE(wt);
NAG_FREE(x);

}
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END:
NAG_FREE(c);
NAG_FREE(v);
NAG_FREE(wmean);
NAG_FREE(wt);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_sum_sqs (g02buc) Example Program Data
Nag_AboutMean Nag_TRUE 3 3
0.1300 1.3070 0.3700
9.1231 3.7011 4.5230
0.9310 0.0900 0.8870
0.0009 0.0099 0.0999

10.3 Program Results

nag_sum_sqs (g02buc) Example Program Results

Means
1.3299 0.3334 0.9874

Weights
0.1300 1.3070 0.3700

Sums of squares and cross-products
1 2 3

1 8.7569 3.6978 4.0707
2 1.5905 1.6861
3 1.9297

Variance matrix
1 2 3

1 10.8512 4.5822 5.0443
2 1.9709 2.0893
3 2.3912
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NAG Library Function Document

nag_cov_to_corr (g02bwc)

1 Purpose

nag_cov_to_corr (g02bwc) calculates a matrix of Pearson product-moment correlation coefficients from
sums of squares and cross-products of deviations about the mean.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_cov_to_corr (Integer m, double r[], NagError *fail)

3 Description

nag_cov_to_corr (g02bwc) calculates a matrix of Pearson product-moment correlation coefficients from
sums of squares and cross-products about the mean for observations on m variables which can be
computed by a single call to nag_sum_sqs (g02buc) or a series of calls to nag_sum_sqs_update
(g02btc). The sums of squares and cross-products are stored in an array packed by column and are
overwritten by the correlation coefficients.

Let cjk be the cross-product of deviations from the mean, for j ¼ 1; 2; . . . ;m and k ¼ j; . . . ;m, then the
product-moment correlation coefficient, rjk is given by

rjk ¼
cjkffiffiffiffiffiffiffiffiffiffiffi
cjjckk
p :

4 References

None.

5 Arguments

1: m – Integer Input

On entry: m, the number of variables.

Constraint: m 	 1.

2: r½ m�mþmð Þ=2� – double Input/Output

On entry: contains the upper triangular part of the sums of squares and cross-products matrix of
deviations from the mean. These are stored packed by column, i.e., the cross-product between
variable j and k, k 	 j, is stored in r½ k� k� 1ð Þ=2þ jð Þ � 1�.
On exit: the Pearson product-moment correlation coefficients.

These are stored packed by column corresponding to the input cross-products.

3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_ZERO_VARIANCE

On entry, a variable has zero variance.

7 Accuracy

The accuracy of nag_cov_to_corr (g02bwc) is entirely dependent upon the accuracy of the elements of
array r.

8 Parallelism and Performance

nag_cov_to_corr (g02bwc) is not threaded in any implementation.

9 Further Comments

nag_cov_to_corr (g02bwc) may also be used to calculate the correlations between parameter estimates
from the variance-covariance matrix of the parameter estimates as is given by several functions in this
chapter.

10 Example

A program to calculate the correlation matrix from raw data. The sum of squares and cross-products
about the mean are calculated from the raw data by a call to nag_sum_sqs (g02buc). The correlation
matrix is then calculated from these values.
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10.1 Program Text

/* nag_cov_to_corr (g02bwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/* Arrays */
char nag_enum_mean[40], nag_enum_weight[40];
double *c = 0, *wmean = 0, *wt = 0, *x = 0;
double *wtptr = 0;
/* Scalars */
double sw;
Integer exit_status, j, k, m, n, pdx;
Nag_OrderType order;
Nag_SumSquare mean;
Nag_Boolean weight;
NagError fail;

#ifdef NAG_LOAD_FP
/* The following line is needed to force the Microsoft linker

to load floating point support */
float force_loading_of_ms_float_support = 0;

#endif /* NAG_LOAD_FP */

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_cov_to_corr (g02bwc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
while (scanf_s("%39s %39s %" NAG_IFMT "%" NAG_IFMT "%*[^\n]", nag_enum_mean,

(unsigned)_countof(nag_enum_mean), nag_enum_weight,
(unsigned)_countof(nag_enum_weight), &m, &n) != EOF) {

#else
while (scanf("%39s %39s %" NAG_IFMT "%" NAG_IFMT "%*[^\n]",

nag_enum_mean, nag_enum_weight, &m, &n) != EOF) {
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mean = (Nag_SumSquare) nag_enum_name_to_value(nag_enum_mean);
weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_weight);
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/* Allocate memory */
if (!(c = NAG_ALLOC((m * (m + 1)) / 2, double)) ||

!(wmean = NAG_ALLOC(m, double)) ||
!(wt = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdx = n;
#else

pdx = m;
#endif

for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &wt[j - 1]);
#else

scanf("%lf", &wt[j - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 1; j <= n; ++j) {
for (k = 1; k <= m; ++k)

#ifdef _WIN32
scanf_s("%lf", &X(j, k));

#else
scanf("%lf", &X(j, k));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

if (weight)
wtptr = wt;

/* Calculate the sums of squares and cross-products matrix */
/* nag_sum_sqs (g02buc).
* Computes a weighted sum of squares matrix
*/

nag_sum_sqs(order, mean, n, m, x, pdx, wtptr, &sw, wmean, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_sqs (g02buc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Calculate the correlation matrix */
/* nag_cov_to_corr (g02bwc).
* Computes a correlation matrix from a sum of squares
* matrix
*/

nag_cov_to_corr(m, c, &fail);

/* Print the correlation matrix */
if (fail.code == NE_NOERROR) {

printf("\n");
/* nag_pack_real_mat_print (x04ccc).
* Print real packed triangular matrix (easy-to-use)
*/

fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag, m,

c, "Correlation matrix", 0, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else if (fail.code == NE_ZERO_VARIANCE) {

printf("\n");
printf("NOTE: some variances are zero\n\n");
/* nag_pack_real_mat_print (x04ccc), see above. */
fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag, m,

c, "Correlation matrix", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}
else {

printf("Error from nag_cov_to_corr (g02bwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

NAG_FREE(c);
NAG_FREE(wmean);
NAG_FREE(wt);
NAG_FREE(x);

}

END:
NAG_FREE(c);
NAG_FREE(wmean);
NAG_FREE(wt);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_cov_to_corr (g02bwc) Example Program Data
Nag_AboutMean Nag_TRUE 3 3
0.1300 1.3070 0.3700
9.1231 3.7011 4.5230
0.9310 0.0900 0.8870
0.0009 0.0099 0.0999

10.3 Program Results

nag_cov_to_corr (g02bwc) Example Program Results

Correlation matrix
1 2 3

1 1.0000 0.9908 0.9903
2 1.0000 0.9624
3 1.0000
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NAG Library Function Document

nag_corr_cov (g02bxc)

1 Purpose

nag_corr_cov (g02bxc) calculates the Pearson product-moment correlation coefficients and the variance-
covariance matrix for a set of data. Weights may be used.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_corr_cov (Integer n, Integer m, const double x[], Integer tdx,
const Integer sx[], const double wt[], double *sw, double wmean[],
double std[], double r[], Integer tdr, double v[], Integer tdv,
NagError *fail)

3 Description

For n observations on m variables the one-pass algorithm of West (1979) as implemented in
nag_sum_sqs (g02buc) is used to compute the means, the standard deviations, the variance-covariance
matrix, and the Pearson product-moment correlation matrix for p selected variables. Suitables weights
may be used to indicate multiple observations and to remove missing values. The quantities are defined
by:

(a) The means

�xj ¼

Xn
i¼1
wixij

Xn
i¼1
wi

j ¼ 1; . . . ; p

(b) The variance-covariance matrix

Cjk ¼

Xn
i¼1
wi xij � �xj
� �

xik � �xkð Þ

Xn
i¼1
wi � 1

j; k ¼ 1; . . . ; p

(c) The standard deviations

sj ¼
ffiffiffiffiffiffiffi
Cjj

p
j ¼ 1; . . . ; p

(d) The Pearson product-moment correlation coefficients

Rjk ¼
Cjkffiffiffiffiffiffiffiffiffiffiffiffiffiffi
CjjCkk

p j; k ¼ 1; . . . ; p

where xij is the value of the ith observation on the jth variable and wi is the weight for the ith
observation which will be 1 in the unweighted case.

Note that the denominator for the variance-covariance is
Pn

i¼1wi � 1, so the weights should be scaled
so that the sum of weights reflects the true sample size.
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4 References

Chan T F, Golub G H and Leveque R J (1982) Updating Formulae and a Pairwise Algorithm for
Computing Sample Variances Compstat, Physica-Verlag

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: n – Integer Input

On entry: the number of observations in the dataset, n.

Constraint: n > 1.

2: m – Integer Input

On entry: the total number of variables, m.

Constraint: m 	 1.

3: x½n� tdx� – const double Input

On entry: the data x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation on the jth variable,
xij , for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

5: sx½m� – const Integer Input

On entry: indicates which p variables to include in the analysis.

sx½j� 1� > 0
The jth variable is to be included.

sx½j� 1� ¼ 0
The jth variable is not to be included.

sx is set to NULL
All variables are included in the analysis, i.e., p ¼ m.

Constraint: sx½i� 	 0, for i ¼ 1; 2; . . . ;m.

6: wt½n� – const double Input

On entry: w, the optional frequency weighting for each observation, with wt½i� 1� ¼ wi. Usually
wi will be an integral value corresponding to the number of observations associated with the ith
data value, or zero if the ith data value is to be ignored. If wt is NULL then wi is set to 1 for all
i.

Constraint: if wt is not NULL,
Xn
i¼1

wt½i � 1� > 1:0, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ;n.

7: sw – double * Output

On exit: the sum of weights if wt is not NULL, otherwise sw contains the number of
observations, n.

8: wmean½m� – double Output

On exit: the sample means. wmean½j� 1� contains the mean for the jth variable.
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9: std½m� – double Output

On exit: the standard deviations. std½j� 1� contains the standard deviation for the jth variable.

10: r½m� tdr� – double Output

On exit: the matrix of Pearson product-moment correlation coefficients. r½ j� 1ð Þ � tdrþ k� 1�
contains the correlation between variables j and k, for j; k ¼ 1; . . . ; p.

11: tdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: tdr 	 m.

12: v½m� tdv� – double Output

On exit: the variance-covariance matrix. v½ j� 1ð Þ � tdvþ k� 1� contains the covariance between
variables j and k, for j; k ¼ 1; . . . ; p.

13: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 m.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdr ¼ valueh i while m ¼ valueh i.
The arguments must satisfy tdr 	 m.

On entry, tdv ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdv 	 m.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LE

On entry, n must be greater than 1: n ¼ valueh i.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

NE_NEG_SX

On entry, at least one element of sx is negative.

NE_NEG_WEIGHT

On entry, at least one of the weights is negative.

NE_POS_SX

On entry, no element of sx is positive.

g02 – Correlation and Regression Analysis g02bxc

Mark 26 g02bxc.3



NE_SW_LT_ONE

On entry, the sum of weights is less than 1.0.

NE_VAR_EQ_ZERO

A variable has zero variance.
At least one variable has zero variance. In this case v and std are as calculated, but r will contain
zero for any correlation involving a variable with zero variance.

7 Accuracy

For a discussion of the accuracy of the one pass algorithm see Chan et al. (1982) and West (1979).

8 Parallelism and Performance

nag_corr_cov (g02bxc) is not threaded in any implementation.

9 Further Comments

Correlation coefficients based on ranks can be computed using nag_ken_spe_corr_coeff (g02brc).

10 Example

A program to calculate the means, standard deviations, variance-covariance matrix and a matrix of
Pearson product-moment correlation coefficients for a set of 3 observations of 3 variables.

10.1 Program Text

/* nag_corr_cov (g02bxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define R(I, J) r[(I) *tdr + J]
#define V(I, J) v[(I) *tdv + J]
int main(void)
{

Integer exit_status = 0, i, j, m, n, tdr, tdv, tdx, test;
NagError fail;
char w;
double *r = 0, *std = 0, sw, *v = 0, *wmean = 0, *wt = 0, *wtptr, *x = 0;

INIT_FAIL(fail);

printf("nag_corr_cov (g02bxc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

test = 0;
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#ifdef _WIN32
while ((scanf_s("%" NAG_IFMT "%" NAG_IFMT " %c", &m, &n, &w, 1) != EOF))

#else
while ((scanf("%" NAG_IFMT "%" NAG_IFMT " %c", &m, &n, &w) != EOF))

#endif
{

if (m >= 1 && n >= 1) {
if (!(x = NAG_ALLOC(n * m, double)) ||

!(r = NAG_ALLOC(m * m, double)) ||
!(v = NAG_ALLOC(m * m, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(wmean = NAG_ALLOC(m, double)) || !(std = NAG_ALLOC(m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tdr = m;
tdv = m;

}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &wt[i]);

#else
scanf("%lf", &wt[i]);

#endif
for (i = 0; i < n; i++)

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

if (w == ’w’)
wtptr = wt;

else
wtptr = (double *) 0;

/* nag_corr_cov (g02bxc).
* Product-moment correlation, unweighted/weighted
* correlation and covariance matrix, allows variables to be
* disregarded
*/

nag_corr_cov(n, m, x, tdx, (Integer *) 0, wtptr, &sw, wmean, std,
r, tdr, v, tdv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_corr_cov (g02bxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (wtptr)
printf("\nCase %" NAG_IFMT " --- Using weights\n", ++test);

else
printf("\nCase %" NAG_IFMT " --- Not using weights\n", ++test);

printf("\nInput data\n");
for (i = 0; i < n; i++)

printf("%6.1f%6.1f%6.1f%6.1f\n", X(i, 0), X(i, 1), X(i, 2), wt[i]);

printf("\n");
printf("Sample means.\n");
for (i = 0; i < m; i++)

printf("%6.1f\n", wmean[i]);
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printf("\nStandard deviation.\n");
for (i = 0; i < m; i++)

printf("%6.1f\n", std[i]);

printf("\nCorrelation matrix.\n");
for (i = 0; i < m; i++) {

for (j = 0; j < m; j++)
printf(" %7.4f ", R(i, j));

printf("\n");
}

printf("\nVariance matrix.\n");
for (i = 0; i < m; i++) {

for (j = 0; j < m; j++)
printf(" %7.3f ", V(i, j));

printf("\n");
}
printf("\nSum of weights %6.1f\n", sw);

END:
NAG_FREE(x);
NAG_FREE(r);
NAG_FREE(v);
NAG_FREE(wt);
NAG_FREE(wmean);
NAG_FREE(std);

}
return exit_status;

}

10.2 Program Data

nag_corr_cov (g02bxc) Example Program Data
3 3 w

9.1231 3.7011 4.5230
0.9310 0.0900 0.8870
0.0009 0.0099 0.0999
0.1300 1.3070 0.3700

3 3 w
0.1300 1.3070 0.3700
9.1231 3.7011 4.5230
0.9310 0.0900 0.8870
0.0009 0.0099 0.0999

3 3 u
0.717 9.370 0.013
1.119 0.133 9.700

11.100 23.510 11.117
0.900 9.013 8.710

3 3 w
0.717 19.370 0.013
1.119 0.133 9.700

11.100 23.510 11.117
0.900 9.013 78.710

3 3 u
0.717 19.370 0.013
1.119 0.133 9.700

11.100 3.510 13.117
0.900 0.013 78.710

3 3 w
0.717 19.370 0.913
1.119 0.133 9.700

17.100 93.510 13.117
30.900 0.013 78.710
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10.3 Program Results

nag_corr_cov (g02bxc) Example Program Results

Case 1 --- Using weights

Input data
0.9 0.1 0.9 9.1
0.0 0.0 0.1 3.7
0.1 1.3 0.4 4.5

Sample means.
0.5
0.4
0.6

Standard deviation.
0.4
0.6
0.3

Correlation matrix.
1.0000 -0.4932 0.9839

-0.4932 1.0000 -0.3298
0.9839 -0.3298 1.0000

Variance matrix.
0.197 -0.123 0.149

-0.123 0.316 -0.063
0.149 -0.063 0.117

Sum of weights 17.3

Case 2 --- Using weights

Input data
9.1 3.7 4.5 0.1
0.9 0.1 0.9 1.3
0.0 0.0 0.1 0.4

Sample means.
1.3
0.3
1.0

Standard deviation.
3.3
1.4
1.5

Correlation matrix.
1.0000 0.9908 0.9903
0.9908 1.0000 0.9624
0.9903 0.9624 1.0000

Variance matrix.
10.851 4.582 5.044
4.582 1.971 2.089
5.044 2.089 2.391

Sum of weights 1.8

Case 3 --- Not using weights

Input data
1.1 0.1 9.7 0.7

11.1 23.5 11.1 9.4
0.9 9.0 8.7 0.0

Sample means.
4.4
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10.9
9.8

Standard deviation.
5.8

11.8
1.2

Correlation matrix.
1.0000 0.9193 0.9200
0.9193 1.0000 0.6915
0.9200 0.6915 1.0000

Variance matrix.
33.951 63.208 6.485
63.208 139.250 9.871
6.485 9.871 1.464

Sum of weights 3.0

Case 4 --- Using weights

Input data
1.1 0.1 9.7 0.7

11.1 23.5 11.1 19.4
0.9 9.0 78.7 0.0

Sample means.
10.7
22.7
11.1

Standard deviation.
1.9
4.5
1.8

Correlation matrix.
1.0000 0.9985 0.0173
0.9985 1.0000 0.0716
0.0173 0.0716 1.0000

Variance matrix.
3.672 8.538 0.059
8.538 19.909 0.570
0.059 0.570 3.185

Sum of weights 20.1

Case 5 --- Not using weights

Input data
1.1 0.1 9.7 0.7

11.1 3.5 13.1 19.4
0.9 0.0 78.7 0.0

Sample means.
4.4
1.2

33.8

Standard deviation.
5.8
2.0

38.9

Correlation matrix.
1.0000 0.9999 -0.4781
0.9999 1.0000 -0.4881

-0.4781 -0.4881 1.0000
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Variance matrix.
33.951 11.567 -108.343
11.567 3.941 -37.687

-108.343 -37.687 1512.750

Sum of weights 3.0

Case 6 --- Using weights

Input data
1.1 0.1 9.7 0.7

17.1 93.5 13.1 19.4
30.9 0.0 78.7 0.9

Sample means.
17.2
86.3
15.9

Standard deviation.
4.2

25.6
13.7

Correlation matrix.
1.0000 -0.0461 0.7426

-0.0461 1.0000 -0.7033
0.7426 -0.7033 1.0000

Variance matrix.
17.846 -4.989 43.123
-4.989 656.407 -247.692
43.123 -247.692 188.970

Sum of weights 21.0
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NAG Library Function Document

nag_partial_corr (g02byc)

1 Purpose

nag_partial_corr (g02byc) computes a partial correlation/variance-covariance matrix from a correlation
or variance-covariance matrix computed by nag_corr_cov (g02bxc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_partial_corr (Integer m, Integer ny, Integer nx, const Integer sz[],
const double r[], Integer tdr, double p[], Integer tdp, NagError *fail)

3 Description

Partial correlation can be used to explore the association between pairs of random variables in the
presence of other variables. For three variables, y1, y2 and x3 the partial correlation coefficient between
y1 and y2 given x3 is computed as:

r12 � r13r23ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� r213
� �

1� r223
� �q ;

where rij is the product-moment correlation coefficient between variables with subscripts i and j. The
partial correlation coefficient is a measure of the linear association between y1 and y2 having eliminated
the effect due to both y1 and y2 being linearly associated with x3. That is, it is a measure of association
between y1 and y2 conditional upon fixed values of x3. Like the full correlation coefficients the partial
correlation coefficient takes a value in the range �1; 1ð Þ with the value 0 indicating no association.

In general, let a set of variables be partitioned into two groups Y and X with ny variables in Y and nx
variables in X and let the variance-covariance matrix of all ny þ nx variables be partitioned into,

�xx �xy

�yx �yy

� �
The variance-covariance of Y conditional on fixed values of the X variables is given by:

�yjx ¼ �yy ��yx�
�1
xx�xy

The partial correlation matrix is then computed by standardizing �yjx,

diag �yjx
� ��1

2�yjxdiag �yjx
� ��1

2:

To test the hypothesis that a partial correlation is zero under the assumption that the data has an
approximately Normal distribution a test similar to the test for the full correlation coefficient can be
used. If r is the computed partial correlation coefficient then the appropriate t statistic is

r

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n� nx � 2

1� r2

r
which has approximately a Student's t-distribution with n� nx � 2 degrees of freedom, where n is the
number of observations from which the full correlation coefficients were computed.
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4 References

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

Morrison D F (1967) Multivariate Statistical Methods McGraw–Hill

Osborn J F (1979) Statistical Exercises in Medical Research Blackwell

Snedecor G W and Cochran W G (1967) Statistical Methods Iowa State University Press

5 Arguments

1: m – Integer Input

On entry: the number of variables in the variance-covariance/correlation matrix given in r.

Constraint: m 	 3.

2: ny – Integer Input

On entry: the number of Y variables, ny, for which partial correlation coefficients are to be
computed.

Constraint: ny 	 2.

3: nx – Integer Input

On entry: the number of X variables, nx, which are to be considered as fixed.

Constraints:

nx 	 1;
nyþ nx � m.

4: sz½m� – const Integer Input

On entry: indicates which variables belong to set X and Y .

sz ið Þ < 0
The ith variable is a Y variable, for i ¼ 1; 2; . . . ;m.

sz ið Þ > 0
The ith variable is a X variable.

sz ið Þ ¼ 0
The ith variable is not included in the computations.

Constraints:

exactly ny elements of sz must be < 0,

exactly nx elements of sz must be > 0.

5: r½m� tdr� – const double Input

Note: the i; jð Þth element of the matrix R is stored in r½ i� 1ð Þ � tdrþ j� 1�.
On entry: the variance-covariance or correlation matrix for the m variables as given by
nag_corr_cov (g02bxc). Only the upper triangle need be given.

Note: the matrix must be a full rank variance-covariance or correlation matrix and so be positive
definite. This condition is not directly checked by the function.

6: tdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: tdr 	 m.
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7: p½ny� tdp� – double Output

Note: the i; jð Þth element of the matrix P is stored in p½ i� 1ð Þ � tdpþ j� 1�.
On exit: the strict upper triangle of p contains the strict upper triangular part of the ny by ny
partial correlation matrix. The lower triangle contains the lower triangle of the ny by ny partial
variance-covariance matrix if the matrix given in r is a variance-covariance matrix. If the matrix
given in r is a correlation matrix then the variance-covariance matrix is for standardized
variables.

8: tdp – Integer Input

On entry: the stride separating matrix column elements in the array p.

Constraint: tdp 	 ny.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdp ¼ valueh i while ny ¼ valueh i. These arguments must satisfy tdp 	 ny.

On entry, tdr ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdr 	 m.

NE_3_INT_ARG_CONS

On entry, ny ¼ valueh i, nx ¼ valueh i and m ¼ valueh i. These arguments must satisfy
nyþ nx � m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_NX_SET

On entry, nx ¼ valueh i and there are not exactly nx values of sz < 0.

NE_BAD_NY_SET

On entry, ny ¼ valueh i and there are not exactly ny values of sz < 0.
Number of values of sz < 0 ¼ valueh i.

NE_COR_MAT_POSDEF

Either a diagonal element of the partial variance-covariance matrix is zero and/or a computed
partial correlation coefficient is greater than one. Both indicate that the matrix input in r was not
positive definite.

NE_COR_MAT_RANK

On entry, either the variance-covariance matrix or the correlation matrix is not of full rank. Try
removing some of the nx variables by setting the appropriate elements of sz to zero.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 3.

On entry, nx ¼ valueh i.
Constraint: nx 	 1.
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On entry, ny ¼ valueh i.
Constraint: ny 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

7 Accuracy

nag_partial_corr (g02byc) computes the partial variance-covariance matrix, �yjx, by computing the
Cholesky factorization of �xx. If �xx is not of full rank the computation will fail.

8 Parallelism and Performance

nag_partial_corr (g02byc) is not threaded in any implementation.

9 Further Comments

Models that represent the linear associations given by partial correlations can be fitted using the
multiple regression function nag_regsn_mult_linear (g02dac).

10 Example

Data, given by Osborn (1979), on the number of deaths, smoke mg=m3
� �

and sulphur dioxide (parts/
million) during an intense period of fog is input. The correlations are computed using nag_corr_cov
(g02bxc) and the partial correlation between deaths and smoke given sulphur dioxide is computed using
nag_partial_corr (g02byc).

10.1 Program Text

/* nag_partial_corr (g02byc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[((I) -1)*m + ((J) -1)]
#define R(I, J) r[((I) -1)*m + ((J) -1)]
int main(void)
{

Integer exit_status = 0, j, k, m, n, nx, ny, *sz = 0;
NagError fail;
double *r = 0, *std = 0, sw, *v = 0, *x = 0, *xbar = 0;

INIT_FAIL(fail);

printf("nag_partial_corr (g02byc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);

#endif
if (!(r = NAG_ALLOC(m * m, double))

|| !(std = NAG_ALLOC(m, double))
|| !(v = NAG_ALLOC(m * m, double))
|| !(x = NAG_ALLOC(n * m, double))
|| !(xbar = NAG_ALLOC(m, double))
|| !(sz = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 1; j <= n; ++j)

for (k = 1; k <= m; ++k)
#ifdef _WIN32

scanf_s("%lf", &X(j, k));
#else

scanf("%lf", &X(j, k));
#endif

/* Calculate correlation matrix */
/* nag_corr_cov (g02bxc).
* Product-moment correlation, unweighted/weighted
* correlation and covariance matrix, allows variables to be
* disregarded
*/

nag_corr_cov(n, m, x, m, 0, 0, &sw, xbar, std, r, m, v, m, &fail);
if (fail.code == NE_NOERROR) {

/* Print the correlation matrix */
printf("\nCorrelation Matrix\n\n");
for (j = 1; j <= m; j++) {

for (k = 1; k <= m; k++)
if (j > k)

printf("%11s", "");
else

printf("%7.4f%4s", R(j, k), "");
printf("\n");

}

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &ny, &nx);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "", &ny, &nx);

#endif
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sz[j - 1]);

#else
scanf("%" NAG_IFMT "", &sz[j - 1]);

#endif

/* Calculate partial correlation matrix */
/* nag_partial_corr (g02byc).
* Computes partial correlation/variance-covariance matrix
* from correlation/variance-covariance matrix computed by
* nag_corr_cov (g02bxc)
*/

nag_partial_corr(m, ny, nx, sz, v, m, r, m, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_partial_corr (g02byc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print partial correlation matrix */
printf("\n");
printf("\nPartial Correlation Matrix\n\n");
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for (j = 1; j <= ny; j++) {
for (k = 1; k <= ny; k++) {

if (j > k)
printf("%11s", "");

else if (j == k)
printf("%7.4f%4s", 1.0, "");

else
printf("%7.4f%4s", R(j, k), "");

}
printf("\n");

}
}
else {

printf("Error from nag_corr_cov (g02bxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(r);
NAG_FREE(std);
NAG_FREE(v);
NAG_FREE(x);
NAG_FREE(xbar);
NAG_FREE(sz);
return exit_status;

}

10.2 Program Data

nag_partial_corr (g02byc) Example Program Data
15 3
112 0.30 0.09
140 0.49 0.16
143 0.61 0.22
120 0.49 0.14
196 2.64 0.75
294 3.45 0.86
513 4.46 1.34
518 4.46 1.34
430 1.22 0.47
274 1.22 0.47
255 0.32 0.22
236 0.29 0.23
256 0.50 0.26
222 0.32 0.16
213 0.32 0.16

2 1
-1 -1 1

10.3 Program Results

nag_partial_corr (g02byc) Example Program Results

Correlation Matrix

1.0000 0.7560 0.8309
1.0000 0.9876

1.0000

Partial Correlation Matrix

1.0000 -0.7381
1.0000
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NAG Library Function Document

nag_sum_sqs_combine (g02bzc)

1 Purpose

nag_sum_sqs_combine (g02bzc) combines two sets of sample means and sums of squares and cross-
products matrices. It is designed to be used in conjunction with nag_sum_sqs (g02buc) to allow large
datasets to be summarised.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_sum_sqs_combine (Nag_SumSquare mean, Integer m, double *xsw,
double xmean[], double xc[], double ysw, const double ymean[],
const double yc[], NagError *fail)

3 Description

Let X and Y denote two sets of data, each with m variables and nx and ny observations respectively.
Let �x denote the (optionally weighted) vector of m means for the first dataset and Cx denote either the
sums of squares and cross-products of deviations from �x

Cx ¼ X � e�Tx
� �T

Dx X � e�Tx
� �

or the sums of squares and cross-products, in which case

Cx ¼ XTDxX

where e is a vector of nx ones and Dx is a diagonal matrix of (optional) weights and Wx is defined as
the sum of the diagonal elements of D. Similarly, let �y, Cy and Wy denote the same quantities for the
second dataset.

Given �x; �y; Cx; Cy;Wx and Wy nag_sum_sqs_combine (g02bzc) calculates �z, Cz and Wz as if a
dataset Z, with m variables and nx þ ny observations were supplied to nag_sum_sqs (g02buc), with Z
constructed as

Z ¼ X
Y

� �
:

nag_sum_sqs_combine (g02bzc) has been designed to combine the results from two calls to
nag_sum_sqs (g02buc) allowing large datasets, or cases where all the data is not available at the
same time, to be summarised.

4 References

Bennett J, Pebay P, Roe D and Thompson D (2009) Numerically stable, single-pass, parallel statistics
algorithms Proceedings of IEEE International Conference on Cluster Computing
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5 Arguments

1: mean – Nag_SumSquare Input

On entry: indicates whether the matrices supplied in xc and yc are sums of squares and cross-
products, or sums of squares and cross-products of deviations about the mean.

mean ¼ Nag AboutMean
Sums of squares and cross-products of deviations about the mean have been supplied.

mean ¼ Nag AboutZero
Sums of squares and cross-products have been supplied.

Constraint: mean ¼ Nag AboutMean or Nag AboutZero.

2: m – Integer Input

On entry: m, the number of variables.

Constraint: m 	 1.

3: xsw – double * Input/Output

On entry: Wx, the sum of weights, from the first set of data, X. If the data is unweighted then
this will be the number of observations in the first dataset.

On exit: Wz, the sum of weights, from the combined dataset, Z. If both datasets are unweighted
then this will be the number of observations in the combined dataset.

Constraint: xsw 	 0.

4: xmean½m� – double Input/Output

On entry: �x, the sample means for the first set of data, X.

On exit: �z, the sample means for the combined data, Z.

5: xc½ m�mþmð Þ=2� – double Input/Output

On entry: Cx, the sums of squares and cross-products matrix for the first set of data, X, as
returned by nag_sum_sqs (g02buc).

nag_sum_sqs (g02buc), returns this matrix packed by columns, i.e., the cross-product between
the jth and kth variable, k 	 j, is stored in xc½k� k� 1ð Þ=2þ j� 1�.
No check is made that Cx is a valid cross-products matrix.

On exit: Cz, the sums of squares and cross-products matrix for the combined dataset, Z.

This matrix is again stored packed by columns.

6: ysw – double Input

On entry: Wy, the sum of weights, from the second set of data, Y . If the data is unweighted then
this will be the number of observations in the second dataset.

Constraint: ysw 	 0.

7: ymean½m� – const double Input

On entry: �y, the sample means for the second set of data, Y .

8: yc½ m�mþmð Þ=2� – const double Input

On entry: Cy, the sums of squares and cross-products matrix for the second set of data, Y , as
returned by nag_sum_sqs (g02buc).

nag_sum_sqs (g02buc), returns this matrix packed by columns, i.e., the cross-product between
the jth and kth variable, k 	 j, is stored in yc½k� k� 1ð Þ=2þ j� 1�.
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No check is made that Cy is a valid cross-products matrix.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, xsw ¼ valueh i.
Constraint: xsw 	 0:0.

On entry, ysw ¼ valueh i.
Constraint: ysw 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_sum_sqs_combine (g02bzc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example illustrates the use of nag_sum_sqs_combine (g02bzc) by dividing a dataset into three
blocks of 4, 5 and 3 observations respectively. Each block of data is summarised using nag_sum_sqs
(g02buc) and then the three summaries combined using nag_sum_sqs_combine (g02bzc).

The resulting sums of squares and cross-products matrix is then scaled to obtain the covariance matrix
for the whole dataset.

10.1 Program Text

/* nag_sum_sqs_combine (g02bzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

#define X(I,J) x[(order == Nag_ColMajor) ? (J)*pdx + (I) : (I)*pdx + (J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer b, i, j, ierr, lc, pdx, m, n, iwt;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;
Nag_SumSquare mean;
Nag_OrderType order = Nag_ColMajor;

/* Double scalar and array declarations */
double alpha, xsw, ysw;
double *wt = 0, *x = 0, *xc = 0, *xmean = 0, *yc = 0, *ymean = 0;

/* Character scalar and array declarations */
char cmean[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_sum_sqs_combine (g02bzc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem defining variables */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%*[^\n] ", cmean, (unsigned)_countof(cmean),
&m);

#else
scanf("%39s%" NAG_IFMT "%*[^\n] ", cmean, &m);

#endif
mean = (Nag_SumSquare) nag_enum_name_to_value(cmean);

/* Allocate memory for output arrays */
lc = (m * m + m) / 2;
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if (!(xmean = NAG_ALLOC(m, double)) ||
!(ymean = NAG_ALLOC(m, double)) ||
!(xc = NAG_ALLOC(lc, double)) || !(yc = NAG_ALLOC(lc, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Loop over each block of data */
for (b = 0;;) {

/* Read in the number of observations in this block and a flag indicating
* whether weights have been supplied (iwt = 1) or not (iwt = 0).
*/

#ifdef _WIN32
ierr = scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &iwt);

#else
ierr = scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &iwt);

#endif

if (ierr == EOF || ierr < 2)
break;

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Keep a running total of the number of blocks of data */
b++;

/* Reallocate X to the required size */
NAG_FREE(x);
pdx = n;
if (!(x = NAG_ALLOC(pdx * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data for this block */
if (iwt) {

/* Weights supplied, so reallocate X to the required size */
NAG_FREE(wt);
if (!(wt = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
}
else {

/* No weights */
NAG_FREE(wt);
wt = 0;

for (i = 0; i < n; i++)
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for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Call nag_sum_sqs (g02buc) to summarise this block of data */
if (b == 1) {

/* This is the first block of data, so summarise the data into
* xmean and xc.
*/

nag_sum_sqs(order, mean, n, m, x, pdx, wt, &xsw, xmean, xc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_sqs (g02buc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}
else {

/* This is not the first block of data, so summarise the data into
* ymean and yc.
*/

nag_sum_sqs(order, mean, n, m, x, pdx, wt, &ysw, ymean, yc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_sqs (g02buc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Call nag_sum_sqs_combine (g02bzc) to update the running summaries */
nag_sum_sqs_combine(mean, m, &xsw, xmean, xc, ysw, ymean, yc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_sqs_combine (g02bzc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

}

/* Display results */
printf(" Means\n ");
for (i = 0; i < m; i++)

printf("%14.4f", xmean[i]);
printf("\n\n");
fflush(stdout);

/* Call nag_pack_real_mat_print (x04ccc) to print the sums of squares */
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag, m, xc,

"Sums of squares and cross-products", NULL, &fail);

if (xsw > 1.0 && mean == Nag_AboutMean && fail.code == NE_NOERROR) {
/* Convert the sums of squares and cross-products to a

covariance matrix */
alpha = 1.0 / (xsw - 1.0);
for (i = 0; i < lc; i++)

xc[i] *= alpha;

printf("\n");
fflush(stdout);
nag_pack_real_mat_print(Nag_ColMajor, Nag_Upper, Nag_NonUnitDiag, m, xc,

"Covariance matrix", NULL, &fail);
}
if (fail.code != NE_NOERROR) {
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printf("Error from nag_pack_real_mat_print (x04ccc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(wt);
NAG_FREE(xc);
NAG_FREE(xmean);
NAG_FREE(yc);
NAG_FREE(ymean);

return (exit_status);
}

10.2 Program Data

nag_sum_sqs_combine (g02bzc) Example Program Data
Nag_AboutMean 5 :: mean,m
4 0 :: n,iwt (1st block)
-1.10 4.06 -0.95 8.53 10.41
1.63 -3.22 -1.15 -1.30 3.78

-2.23 -8.19 -3.50 4.31 -1.11
0.92 0.33 -1.60 5.80 -1.15 :: End of X for 1st block

5 1 :: n,iwt (2nd block)
2.12 5.00 -11.69 -1.22 2.86 2.00
4.82 -7.23 -4.67 0.83 3.46 0.89

-0.51 -1.12 -1.76 1.45 0.26 0.32
-4.32 4.89 1.34 -1.12 -2.49 4.19
0.02 -0.74 0.94 -0.99 -2.61 4.33 :: End of X,WT for 2nd block

3 0 :: n,iwt (3rd block)
1.37 0.00 -0.53 -7.98 3.32
4.15 -2.81 -4.09 -7.96 -2.13

13.09 -1.43 5.16 -1.83 1.58 :: End of X for 3rd block

10.3 Program Results

nag_sum_sqs_combine (g02bzc) Example Program Results

Means
0.4369 0.4929 -1.3387 -0.5684 0.0987

Sums of squares and cross-products
1 2 3 4 5

1 304.5052 -123.7700 -27.1830 -60.7092 83.4830
2 298.9148 -17.3196 -2.1710 5.2072
3 332.1639 -3.9445 -96.9299
4 264.7684 79.6211
5 225.5948

Covariance matrix
1 2 3 4 5

1 17.1746 -6.9808 -1.5332 -3.4241 4.7086
2 16.8593 -0.9769 -0.1224 0.2937
3 18.7346 -0.2225 -5.4670
4 14.9334 4.4908
5 12.7239
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NAG Library Function Document

nag_simple_linear_regression (g02cac)

1 Purpose

nag_simple_linear_regression (g02cac) performs a simple linear regression with or without a constant
term. The data is optionally weighted.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_simple_linear_regression (Nag_SumSquare mean, Integer n,
const double x[], const double y[], const double wt[], double *a,
double *b, double *a_serr, double *b_serr, double *rsq, double *rss,
double *df, NagError *fail)

3 Description

nag_simple_linear_regression (g02cac) fits a straight line model of the form,

E yð Þ ¼ aþ bx;

where E yð Þ is the expected value of the variable y, to the data points

x1; y1ð Þ; x2; y2ð Þ; . . . ; xn; ynð Þ;

such that

yi ¼ aþ bxi þ ei; i ¼ 1; 2; . . . ; n n > 2ð Þ:

where the ei values are independent random errors. The ith data point may have an associated weight
wi, these may be used either in the situation when var �ið Þ ¼ �2=wi or if observations have to be
removed from the regression by having zero weight or have been observed with frequency wi.

The regression coefficient, b, and the regression constant, a are estimated by minimizingXn
i¼1
wie

2
i ;

if the weights option is not selected then wi ¼ 1:0.

The following statistics are computed:

the estimate of regression constant â ¼ �y� b̂�x,

the estimate of regression coefficient b̂ ¼
P

wi xi��xð Þ yi��yð ÞP
wi xi��xð Þ2 ,

the residual sum of squares rss ¼
P
wi yi � ŷið Þ2,

where the weighted means �x and �y are

�x ¼
P
wixiP
wi

and �y ¼
P
wiyiP
wi

:

The number of degrees of freedom associated with rss is

df ¼
P
wi � 2 where mean ¼ Nag AboutMean

df ¼
P
wi � 1 where mean ¼ Nag AboutZero
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Note: the weights should be scaled to give the correct degrees of freedom in the case var �ið Þ ¼ �2=wi.

The R2 value or coefficient of determination

R2 ¼
P
wi ŷi � �yið Þ2P
wi yi � �yð Þ2

¼
P
wi yi � �yð Þ2 � rssP
wi yi � �yð Þ2

:

This measures the proportion of the total variation about the mean �y that can be explained by the
regression.

The standard error for the regression constant â

a serr ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
rss

df

1P
wi
þ �xð Þ2P

wi xi � �xð Þ2

 !vuut ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
rss

df

1P
wi

P
wix

2
iP

wi xi � �xð Þ2

s
:

The standard error for the regression coefficient b̂

b serr ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

rss

df
P
wi xi � �xð Þ2

s
:

Similar formulae can be derived for the case when the line goes through the origin, that is a ¼ 0.

4 References

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley

5 Arguments

1: mean – Nag_SumSquare Input

On entry: indicates whether nag_simple_linear_regression (g02cac) is to include a constant term
in the regression.

mean ¼ Nag AboutMean
The regression constant a is included.

mean ¼ Nag AboutZero
The regression constant a is not included, i.e., a ¼ 0.

Constraint: mean ¼ Nag AboutMean or Nag AboutZero.

2: n – Integer Input

On entry: n, the number of observations.

Constraints:

if mean ¼ Nag AboutMean, n 	 2;
if mean ¼ Nag AboutZero, n 	 1.

3: x½n� – const double Input

On entry: the values of the independent variable with the ith value stored in x i � 1½ �, for
i ¼ 1; 2; . . . ; n.

Constraint: all the values of x must not be identical.

4: y½n� – const double Input

On entry: the values of the dependent variable with the ith value stored in y i � 1½ �, for
i ¼ 1; 2; . . . ; n.

Constraint: all the values of y must not be identical.

g02cac NAG Library Manual

g02cac.2 Mark 26



5: wt½n� – const double Input

On entry: if weighted estimates are required then wt must contain the weights to be used in the
weighted regression. Usually wt½i� 1� will be an integral value corresponding to the number of
observations associated with the ith data point, or zero if the ith data point is to be ignored. The
sum of the weights therefore represents the effective total number of observations used to create
the regression line.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraint: if wt is not NULL, wt½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; n.

6: a – double * Output

On exit: if mean ¼ Nag AboutMean then a is the regression constant â, otherwise a is set to
zero.

7: b – double * Output

On exit: the regression coefficient b̂.

8: a serr – double * Output

On exit: the standard error of the regression constant â.

9: b serr – double * Output

On exit: the standard error of the regression coefficient b̂.

10: rsq – double * Output

On exit: the coefficient of determination, R2.

11: rss – double * Output

On exit: the sum of squares of the residuals about the regression.

12: df – double * Output

On exit: the degrees of freedom associated with the residual sum of squares.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_BAD_PARAM

On entry, argument mean had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1
if mean ¼ Nag AboutZero.

On entry, n ¼ valueh i.
Constraint: n 	 2
if mean ¼ Nag AboutMean.
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NE_NEG_WEIGHT

On entry, at least one of the weights is negative.

NE_SW_LOW

On entry, the sum of elements of wt must be greater than 1.0 if mean ¼ Nag AboutZero or
greater than 2.0 if mean ¼ Nag AboutMean.

NE_WT_LOW

On entry, wt must contain at least 1 positive element if mean ¼ Nag AboutZero or at least 2
positive elements if mean ¼ Nag AboutMean.

NE_X_OR_Y_IDEN

On entry, all elements of x and/or y are equal.

NE_ZERO_DOF_RESID

On entry, the degrees of freedom for the residual are zero, i.e., the designated number of
arguments ¼ the effective number of observations.

NW_RSS_EQ_ZERO

Residual sum of squares is zero, i.e., a perfect fit was obtained.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_simple_linear_regression (g02cac) is not threaded in any implementation.

9 Further Comments

The time taken by the function depends on n. The function uses a two-pass algorithm.

10 Example

A program to calculate regression constants, â and b̂, the standard error of the regression constants, the
regression coefficient of determination and the degrees of freedom about the regression.

10.1 Program Text

/* nag_simple_linear_regression (g02cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

Integer exit_status = 0, i, n;
Nag_SumSquare mean;
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Nag_Boolean weight;
char nag_enum_arg[40];
double a, b, df, err_a, err_b, rsq, rss;
double *wt = 0, *wtptr, *x = 0, *y = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_simple_linear_regression (g02cac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mean = (Nag_SumSquare) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n >= (mean == Nag_AboutMean ? 2 : 1)) {
if (!(x = NAG_ALLOC(n, double)) ||

!(y = NAG_ALLOC(n, double)) || !(wt = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

if (weight) {
wtptr = wt;
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf%lf%lf", &x[i], &y[i], &wt[i]);

#else
scanf("%lf%lf%lf", &x[i], &y[i], &wt[i]);

#endif
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf%lf", &x[i], &y[i]);

#else
scanf("%lf%lf", &x[i], &y[i]);

#endif
}

/* nag_simple_linear_regression (g02cac).
* Simple linear regression with or without a constant term,
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* data may be weighted
*/

nag_simple_linear_regression(mean, n, x, y, wtptr, &a, &b, &err_a, &err_b,
&rsq, &rss, &df, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_simple_linear_regression (g02cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

if (mean == Nag_AboutMean) {
printf("\nRegression constant a = %6.4f\n\n", a);
printf("Standard error of the regression constant a = %6.4f\n\n", err_a);

}

printf("Regression coefficient b = %6.4f\n\n", b);
printf("Standard error of the regression coefficient b = %6.4f\n\n", err_b);

printf("The regression coefficient of determination = %6.4f\n\n", rsq);
printf("The sum of squares of the residuals about the "

"regression = %6.4f\n\n", rss);
printf("Number of degrees of freedom about the "

"regression = %6.4f\n\n", df);

END:
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(wt);

return exit_status;
}

10.2 Program Data

nag_simple_linear_regression (g02cac) Example Program Data
Nag_AboutMean Nag_TRUE
8
1.0 20.0 1.0
0.0 15.5 1.0
4.0 28.3 1.0
7.5 45.0 1.0
2.5 24.5 1.0
0.0 10.0 1.0
10.0 99.0 1.0
5.0 31.2 1.0

10.3 Program Results

nag_simple_linear_regression (g02cac) Example Program Results

Regression constant a = 7.5982

Standard error of the regression constant a = 6.6858

Regression coefficient b = 7.0905

Standard error of the regression coefficient b = 1.3224

The regression coefficient of determination = 0.8273

The sum of squares of the residuals about the regression = 965.2454

Number of degrees of freedom about the regression = 6.0000
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NAG Library Function Document

nag_regress_confid_interval (g02cbc)

1 Purpose

nag_regress_confid_interval (g02cbc) performs a simple linear regression with or without a constant
term. The data is optionally weighted, and confidence intervals are calculated for the predicted and
average values of y at a given x.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regress_confid_interval (Nag_SumSquare mean, Integer n,
const double x[], const double y[], const double wt[], double clm,
double clp, double yhat[], double yml[], double ymu[], double yl[],
double yu[], double h[], double res[], double *rms, NagError *fail)

3 Description

nag_regress_confid_interval (g02cbc) fits a straight line model of the form,

E yð Þ ¼ aþ bx

where E yð Þ is the expected value of the variable y, to the data points

x1; y1ð Þ; x2; y2ð Þ; . . . ; xn; ynð Þ;

such that

yi ¼ aþ bxi þ ei; i ¼ 1; 2; . . . ; n;

where the ei values are independent random errors. The ith data point may have an associated weight
wi. The values of a and b are estimated by minimizing

P
wie

2
i (if the weights option is not selected

then wi ¼ 1:0). The fitted values ŷi are calculated using

ŷi ¼ âþ b̂xi
where

â ¼ �y� b�x b̂ ¼
P
wi xi � �xð Þ yi � �yð ÞP

wi xi � �xð Þ2

and the weighted means �x and �y are given by

�y ¼
P
wiyiP
wi

and �x ¼
P
wixiP
wi

:

The residuals of the regression are calculated using

resi ¼ yi � ŷi
and the residual mean square about the regression rms, is determined using

rms ¼
P
wi yi � ŷið Þ2

df

where df (the number of degrees of freedom) has the following values
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df ¼
P
wi � 2 where mean ¼ Nag AboutMean

df ¼
P
wi � 1 where mean ¼ Nag AboutZero.

Note: the weights should be scaled to give the required degrees of freedom.

The function calculates predicted y estimates for a value of x, x�i , is given by

y�i ¼ âþ b̂x�i
this prediction has a standard error

serr pred ¼
ffiffiffiffiffiffiffiffiffi
rms
p

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 1P

wi
þ

x�i � �x
� �2P
wi xi � �xð Þ2

vuut :

The 1� �ð Þ confidence interval for this estimation of y is given by

y�i 
 tdf 1� �=2ð Þ:serr pred

where tdf 1� �=2ð Þ refers to the 1� �=2ð Þ point of the t distribution with df degrees of freedom (e.g.,
when df ¼ 20 and � ¼ 0:1, t20 0:95ð Þ ¼ 2:086). If you specify the probability clp ¼ 0:9 � ¼ 0:1ð Þ then
the lower limit of this interval is

yli ¼ y�i�ti� tdf 0:95ð Þ:serr pred

and the upper limit is

yui ¼ y�i þ tdf 0:95ð Þ:serr pred:

The mean value of y at xi is estimated by the fitted value ŷi. This has a standard error of

serr arg ¼
ffiffiffiffiffiffiffiffiffi
rms
p

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1P
wi
þ xi � �xð Þ2P

wi xi � �xð Þ2

s
and a 1� �ð Þ confidence interval is given by

ŷi 
 tdf 1� �=2ð Þ:serr arg:

For example, if you specify the probability clm ¼ 0:6 � ¼ 0:4ð Þ then the lower limit of this interval is

ymli ¼ ŷi�ti� tdf 0:8ð Þ:serr arg

and the upper limit is

ymui ¼ ŷi þ tdf 0:8ð Þ:serr arg:

The leverage, hi, is a measure of the influence a value xi has on the fitted line at that point, ŷi. The
leverage is given by

hi ¼
wiP
wi
þ wi xi � �xð Þ2P

wi xi � �xð Þ2

so it can be seen that

serr arg ¼
ffiffiffiffiffiffiffiffiffi
rms
p ffiffiffiffiffiffiffiffiffiffiffiffi

hi=wi
p

and serr pred ¼
ffiffiffiffiffiffiffiffiffi
rms
p ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1þ hi=wi
p

Similar formulae can be derived for the case when the line goes through the origin, that is a ¼ 0.

4 References

Snedecor G W and Cochran W G (1967) Statistical Methods Iowa State University Press
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5 Arguments

1: mean – Nag_SumSquare Input

On entry: indicates whether nag_regress_confid_interval (g02cbc) is to include a constant term in
the regression.

mean ¼ Nag AboutMean
The constant term, a, is included.

mean ¼ Nag AboutZero
The constant term, a, is not included, i.e., a ¼ 0.

Constraint: mean ¼ Nag AboutMean or Nag AboutZero.

2: n – Integer Input

On entry: N , the number of observations.

Constraints:

if mean ¼ Nag AboutMean, n 	 2;
if mean ¼ Nag AboutZero, n 	 1.

3: x½n� – const double Input

On entry: observations on the independent variable, x.

Constraint: all the values of x must not be identical.

4: y½n� – const double Input

On entry: observations on the dependent variable, y.

5: wt½n� – const double Input

On entry: if weighted estimates are required then wt must contain the weights to be used in the
weighted regression. Usually wt½i� 1� will be an integral value corresponding to the number of
observations associated with the ith data point, or zero if the ith data point is to be ignored. The
sum of the weights therefore represents the effective total number of observations used to create
the regression line.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraint: if wt is not NULL, wt½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; n.

6: clm – double Input

On entry: the confidence level for the confidence intervals for the mean.

Constraint: 0:0 < clm < 1:0.

7: clp – double Input

On entry: the confidence level for the prediction intervals.

Constraint: 0:0 < clp < 1:0.

8: yhat½n� – double Output

On exit: the fitted values, ŷi.

9: yml½n� – double Output

On exit: yml½i� 1� contains the lower limit of the confidence interval for the regression line at
x½i� 1�.
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10: ymu½n� – double Output

On exit: ymu½i� 1� contains the upper limit of the confidence interval for the regression line at
x½i� 1�.

11: yl½n� – double Output

On exit: yl½i� 1� contains the lower limit of the confidence interval for the individual y value at
x½i� 1�.

12: yu½n� – double Output

On exit: yu½i� 1� contains the upper limit of the confidence interval for the individual y value at
x½i� 1�.

13: h½n� – double Output

On exit: the leverage of each observation on the regression.

14: res½n� – double Output

On exit: the residuals of the regression.

15: rms – double * Output

On exit: the residual mean square about the regression.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_BAD_PARAM

On entry, argument mean had an illegal value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: if mean ¼ Nag AboutMean, n 	 2.

On entry, n ¼ valueh i.
Constraint: if mean ¼ Nag AboutZero, n 	 1.

NE_NEG_WEIGHT

On entry, at least one of the weights is negative.

NE_REAL_ARG_GE

On entry, clm must not be greater than or equal to 1.0: clm ¼ valueh i.
On entry, clp must not be greater than or equal to 1.0: clp ¼ valueh i.

NE_REAL_ARG_LE

On entry, clm must not be less than or equal to 0.0: clm ¼ valueh i.
On entry, clp must not be less than or equal to 0.0: clp ¼ valueh i.
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NE_SW_LOW

On entry, the sum of elements of wt must be greater than 1.0 if mean ¼ Nag AboutZero and 2.0
if mean ¼ Nag AboutMean.

NE_WT_LOW

On entry, wt must contain at least 1 positive element if mean ¼ Nag AboutZero or at least 2
positive elements if mean ¼ Nag AboutMean.

NE_X_IDEN

On entry, all elements of x are equal.

NW_RMS_EQ_ZERO

Residual mean sum of squares is zero, i.e., a perfect fit was obtained.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_regress_confid_interval (g02cbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A program to calculate the fitted value of y and the upper and lower limits of the confidence interval for
the regression line as well as the individual y values.

10.1 Program Text

/* nag_regress_confid_interval (g02cbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

Integer exit_status = 0, i, n;
double clm, clp;
double *h = 0, *res = 0, rms, *wt = 0, *x = 0, *y = 0, *yhat = 0;
double *yl = 0, *yml = 0, *ymu = 0, *yu = 0;
char nag_enum_arg[40];
Nag_SumSquare mean;
Nag_Boolean weight;
NagError fail;

INIT_FAIL(fail);
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printf("nag_regress_confid_interval (g02cbc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "\n", &n);
#else

scanf("%" NAG_IFMT "\n", &n);
#endif
#ifdef _WIN32

scanf_s("%lf%lf\n", &clm, &clp);
#else

scanf("%lf%lf\n", &clm, &clp);
#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mean = (Nag_SumSquare) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
if (n >= (mean == Nag_AboutMean ? 2 : 1)) {

if (!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(yhat = NAG_ALLOC(n, double)) ||
!(yml = NAG_ALLOC(n, double)) ||
!(ymu = NAG_ALLOC(n, double)) ||
!(yl = NAG_ALLOC(n, double)) ||
!(yu = NAG_ALLOC(n, double)) ||
!(h = NAG_ALLOC(n, double)) || !(res = NAG_ALLOC(n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
if (weight)

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s("%lf%lf%lf\n", &x[i], &y[i], &wt[i]);
#else

scanf("%lf%lf%lf\n", &x[i], &y[i], &wt[i]);
#endif

else
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf%lf\n", &x[i], &y[i]);

#else
scanf("%lf%lf\n", &x[i], &y[i]);

#endif

/* nag_regress_confid_interval (g02cbc).
* Simple linear regression confidence intervals for the
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* regression line and individual points
*/

nag_regress_confid_interval(mean, n, x, y, wt, clm, clp, yhat, yml, ymu, yl,
yu, h, res, &rms, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regress_confid_interval (g02cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\ni yhat[i] yml[i] ymu[i] yl[i] yu[i]"
" \n\n");

for (i = 0; i < n; ++i) {
printf("%" NAG_IFMT " %10.2f %10.2f", i, yhat[i], yml[i]);
printf("%10.2f %10.2f %10.2f\n", ymu[i], yl[i], yu[i]);

}

END:
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(wt);
NAG_FREE(yhat);
NAG_FREE(yml);
NAG_FREE(ymu);
NAG_FREE(yl);
NAG_FREE(yu);
NAG_FREE(h);
NAG_FREE(res);

return exit_status;
}

10.2 Program Data

nag_regress_confid_interval (g02cbc) Example Program Data
9
0.95 0.95
Nag_AboutMean Nag_TRUE
1.0 4.0 1.0
2.0 4.0 2.0
4.0 5.1 1.0
2.0 4.0 1.0
2.0 6.0 1.0
3.0 5.2 1.0
7.0 9.1 1.0
4.0 2.0 1.0
2.0 4.1 1.0

10.3 Program Results

nag_regress_confid_interval (g02cbc) Example Program Results

i yhat[i] yml[i] ymu[i] yl[i] yu[i]

0 3.47 1.76 5.18 -0.46 7.40
1 4.14 2.87 5.42 0.38 7.90
2 5.49 4.15 6.84 1.71 9.27
3 4.14 2.87 5.42 0.38 7.90
4 4.14 2.87 5.42 0.38 7.90
5 4.82 3.70 5.94 1.11 8.53
6 7.52 4.51 10.53 2.87 12.16
7 5.49 4.15 6.84 1.71 9.27
8 4.14 2.87 5.42 0.38 7.90
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NAG Library Function Document

nag_regsn_mult_linear (g02dac)

1 Purpose

nag_regsn_mult_linear (g02dac) performs a general multiple linear regression when the independent
variables may be linearly dependent. Parameter estimates, standard errors, residuals and influence
statistics are computed. nag_regsn_mult_linear (g02dac) may be used to perform a weighted regression.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear (Nag_IncludeMean mean, Integer n,
const double x[], Integer tdx, Integer m, const Integer sx[],
Integer ip, const double y[], const double wt[], double *rss,
double *df, double b[], double se[], double cov[], double res[],
double h[], double q[], Integer tdq, Nag_Boolean *svd, Integer *rank,
double p[], double tol, double com_ar[], NagError *fail)

3 Description

The general linear regression model is defined by

y ¼ X� þ �

where

y is a vector of n observations on the dependent variable,

X is an n by p matrix of the independent variables of column rank k,

� is a vector of length p of unknown arguments, and

� is a vector of length n of unknown random errors such that var � ¼ V �2, where V is a known
diagonal matrix.

Note: the p independent variables may be selected from a set of m potential independent variables.

If V ¼ I, the identity matrix, then least squares estimation is used.

If V 6¼ I, then for a given weight matrix W / V �1, weighted least squares estimation is used.

The least squares estimates �̂ of the arguments � minimize y�X�ð ÞT y�X�ð Þ while the weighted
least squares estimates minimize y�X�ð ÞTW y�X�ð Þ.

nag_regsn_mult_linear (g02dac) finds a QR decomposition of X (or W 1=2X in the weighted case), i.e.,

X ¼ QR� or W 1=2X ¼ QR�
� �

where R� ¼ R
0

� �
and R is a p by p upper triangular matrix and Q is an n by n orthogonal matrix.

If R is of full rank, then �̂ is the solution to

R�̂ ¼ c1

where c ¼ QTy (or QTW 1=2y) and c1 is the first p elements of c.
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If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R,

R ¼ Q� D 0
0 0

� �
P T

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R and Q� and
P are p by p orthogonal matrices. This gives the solution

�̂ ¼ P1D
�1QT

�1c1

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ and Q�1 being the first k columns of Q�.

Details of the SVD are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
:

This will be only one of the possible solutions. Other estimates may be obtained by applying constraints
to the arguments. These solutions can be obtained by using nag_regsn_mult_linear_tran_model
(g02dkc) after using nag_regsn_mult_linear (g02dac). Only certain linear combinations of the
arguments will have unique estimates; these are known as estimable functions.

The fit of the model can be examined by considering the residuals, ri ¼ yi � ŷ, where ŷ ¼ X�̂ are the
fitted values. The fitted values can be written as Hy for an n by n matrix H. The ith diagonal element
of H, hi, gives a measure of the influence of the ith value of the independent variables on the fitted
regression model. The values hi are sometimes known as leverages. Both ri and hi are provided by
nag_regsn_mult_linear (g02dac).

The output of nag_regsn_mult_linear (g02dac) also includes �̂, the residual sum of squares and
associated degrees of freedom, n� kð Þ, the standard errors of the parameter estimates and the variance-
covariance matrix of the parameter estimates.

In many linear regression models the first term is taken as a mean term or an intercept, i.e., Xi;1 ¼ 1,
for i ¼ 1; 2; . . . ; n. This is provided as an option. Also note that not all the potential independent
variables need to be included in a model; a facility to select variables to be included in the model is
provided.

Details of the QR decomposition and, if used, the SVD, are made available. These allow the regression
to be updated by adding or deleting an observation using nag_regsn_mult_linear_addrem_obs (g02dcc),
adding or deleting a variable using nag_regsn_mult_linear_add_var (g02dec) and nag_regsn_mult_li
near_delete_var (g02dfc) or estimating and testing an estimable function using nag_regsn_mult_linear_
est_func (g02dnc).

4 References

Cook R D and Weisberg S (1982) Residuals and Influence in Regression Chapman and Hall

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

Searle S R (1971) Linear Models Wiley
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5 Arguments

1: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, (intercept), will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

2: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

3: x½n� tdx� – const double Input

On entry: x½ ið Þ � tdxþ j� must contain the ith observation for the jth potential independent
variable, for i ¼ 0; 1; . . . ; n� 1 and j ¼ 0; 1; . . . ;m� 1.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

5: m – Integer Input

On entry: the total number of independent variables in the dataset, m.

Constraint: m 	 1.

6: sx½m� – const Integer Input

On entry: indicates which of the potential independent variables are to be included in the model.
If sx½j� > 0, then the variable contained in the corresponding column of x is included in the
regression model.

Constraints:

sx½j� 	 0, for j ¼ 0; 1; . . . ;m� 1;
if mean ¼ Nag MeanInclude, then exactly ip� 1 values of sx must be > 0;
if mean ¼ Nag MeanZero, then exactly ip values of sx must be > 0.

7: ip – Integer Input

On entry: the number p of independent variables in the model, including the mean or intercept if
present.

Constraints:

if mean ¼ Nag MeanInclude, 1 � ip � mþ 1;
if mean ¼ Nag MeanZero, 1 � ip � m.

8: y½n� – const double Input

On entry: observations on the dependent variable, y.

9: wt½n� – const double Input

On entry: optionally, the weights to be used in the weighted regression.
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If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with nonzero weights. The values
of res and h will be set to zero for observations with zero weights.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraint: if wt is not NULL, wt½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; n.

10: rss – double * Output

On exit: the residual sum of squares for the regression.

11: df – double * Output

On exit: the degrees of freedom associated with the residual sum of squares.

12: b½ip� – double Output

On exit: b½i�, for i ¼ 0; 1; . . . ; ip� 1, contain the least squares estimates of the arguments of the
regression model, �̂.

If mean ¼ Nag MeanInclude, then b½0� will contain the estimate of the mean argument and b½i�
will contain the coefficient of the variable contained in column j of x, where sx½j� is the ith
positive value in the array sx.

If mean ¼ Nag MeanZero, then b½i� 1� will contain the coefficient of the variable contained in
column j of x, where sx½j� is the ith positive value in the array sx.

13: se½ip� – double Output

On exit: se½i�, for i ¼ 0; 1; . . . ; ip� 1, contains the standard errors of the ip parameter estimates
given in b.

14: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the first ip� ipþ 1ð Þ=2 elements of cov contain the upper triangular part of the
variance-covariance matrix of the ip parameter estimates given in b. They are stored packed by
column, i.e., the covariance between the parameter estimate given in b i½ � and the parameter
estimate given in b j½ �, j 	 i, is stored in cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and
j ¼ i; . . . ; ip� 1.

15: res½n� – double Output

On exit: the (weighted) residuals, ri.

16: h½n� – double Output

On exit: the diagonal elements of H, hi, the leverages.

17: q½n� tdq� – double Output

Note: the i; jð Þth element of the matrix Q is stored in q½ i� 1ð Þ � tdqþ j� 1�.
On exit: the results of the QR decomposition: the first column of q contains c, the upper
triangular part of columns 2 to ipþ 1 contain the R matrix, the strictly lower triangular part of
columns 2 to ipþ 1 contain details of the Q matrix.

18: tdq – Integer Input

On entry: the stride separating matrix column elements in the array q.

Constraint: tdq 	 ipþ 1.
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19: svd – Nag_Boolean * Output

On exit: if a singular value decomposition has been performed then svd will be Nag_TRUE,
otherwise svd will be Nag_FALSE.

20: rank – Integer * Output

On exit: the rank of the independent variables.

If svd ¼ Nag FALSE, rank ¼ ip.

If svd ¼ Nag TRUE, rank is an estimate of the rank of the independent variables. rank is
calculated as the number of singular values greater than tol (largest singular value). It is possible
for the SVD to be carried out but rank to be returned as ip.

21: p½2� ipþ ip� ip� – double Output

On exit: details of the QR decomposition and SVD if used.

If svd ¼ Nag FALSE, only the first ip elements of p are used, these will contain details of the
Householder vector in the QR decomposition (see Sections 2.2.1 and 3.3.6 in the f08 Chapter
Introduction).

If svd ¼ Nag TRUE, the first ip elements of p will contain details of the Householder vector in
the QR decomposition and the next ip elements of p contain singular values. The following ip by
ip elements contain the matrix P � stored by rows.

22: tol – double Input

On entry: the value of tol is used to decide what is the rank of the independent variables. The
smaller the value of tol the stricter the criterion for selecting the singular value decomposition. If
tol ¼ 0:0, then the singular value decomposition will never be used, this may cause run time
errors or inaccurate results if the independent variables are not of full rank.

Suggested value: tol ¼ 0:000001.

Constraint: tol 	 0:0.

23: com ar½dim� – double Output

Note: the dimension, dim, of the array com_ar must be at least 5� ip� 1ð Þ � ip� ip.

On exit: if svd ¼ Nag TRUE, com_ar contains information which is needed by nag_regsn_mul
t_linear_newyvar (g02dgc).

24: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, n ¼ valueh i while ip ¼ valueh i. These arguments must satisfy n 	 ip.

On entry, tdq ¼ valueh i while ipþ 1 ¼ valueh i. These arguments must satisfy tdq 	 ipþ 1.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_BAD_PARAM

On entry, argument mean had an illegal value.

NE_BAD_SX_OR_IP

Either a value of sx is < 0, or ip is incompatible with mean and sx, or ip > the effective number
of observations.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, sx½ valueh i� must not be less than 0: sx½ valueh i� ¼ valueh i.

NE_REAL_ARG_LT

On entry, tol must not be less than 0.0: tol ¼ valueh i.
On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge.

NE_ZERO_DOF_RESID

The degrees of freedom for the residuals are zero, i.e., the designated number of arguments ¼
the effective number of observations. In this case the parameter estimates will be returned along
with the diagonal elements of H, but neither standard errors nor the variance-covariance matrix
will be calculated.

7 Accuracy

The accuracy of this function is closely related to the accuracy of the QR decomposition.

8 Parallelism and Performance

nag_regsn_mult_linear (g02dac) is not threaded in any implementation.

9 Further Comments

Function nag_regsn_std_resid_influence (g02fac) can be used to compute standardized residuals and
further measures of influence. nag_regsn_mult_linear (g02dac) requires, in particular, the results stored
in res and h.

10 Example

For this function two examples are presented. There is a single example program for nag_regsn_mult_
linear (g02dac), with a main program and the code to solve the two example problems is given in the
functions ex1 and ex2.

Example 1 (ex1)

Data from an experiment with four treatments and three observations per treatment are read in. The
treatments are represented by dummy 0� 1ð Þ variables. An unweighted model is fitted with a mean
included in the model.
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Example 2 (ex2)

This example program uses nag_regsn_mult_linear (g02dac) to find the coefficient of the n degree
polynomial

p xð Þ ¼ anxn þ an�1xn�1 þ . . . a1xþ ao
that fits the data, p x ið Þð Þ to y ið Þ, in a least squares sense.

In this example nag_regsn_mult_linear (g02dac) is called with both mean ¼ Nag MeanInclude and
mean ¼ Nag MeanZero. The polynomial degree, the number of data points and the tolerance can be
modified using the example data file.

10.1 Program Text

/* nag_regsn_mult_linear (g02dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <math.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

static int ex1(void);
static int ex2(void);

int main(void)
{

Integer exit_status_ex1 = 0;
Integer exit_status_ex2 = 0;

printf("nag_regsn_mult_linear (g02dac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

exit_status_ex1 = ex1();
exit_status_ex2 = ex2();

return (exit_status_ex1 == 0 && exit_status_ex2 == 0) ? 0 : 1;
}

#define X(I, J) x[(I) *tdx + J]

static int ex1(void)
{

Integer exit_status = 0, i, ip, j, m, n, rank, *sx = 0, tdq, tdx;
char nag_enum_arg[40];
double *b = 0, *com_ar = 0, *cov = 0, df, *h = 0, *p = 0, *q = 0;
double *res = 0, rss, *se = 0, tol, *wt = 0, *wtptr, *x = 0, *y = 0;
Nag_Boolean svd, weight;
Nag_IncludeMean mean;
NagError fail;

INIT_FAIL(fail);

printf("Example 1\n");
/* Skip heading in data file */

#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
if (n >= 2 && m >= 1) {

if (!(h = NAG_ALLOC(n, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
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#endif
}

}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
/* Calculate ip */
ip = 0;
if (mean == Nag_MeanInclude)

ip += 1;
for (i = 0; i < m; i++)

if (sx[i] > 0)
ip += 1;

if (!(b = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC((ip * ip + ip) / 2, double)) ||
!(p = NAG_ALLOC(ip * (ip + 2), double)) ||
!(q = NAG_ALLOC(n * (ip + 1), double)) ||
!(com_ar = NAG_ALLOC(ip * ip + 5 * (ip - 1), double)) ||
!(se = NAG_ALLOC(ip, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdq = ip + 1;

/* Set tolerance */
tol = 0.00001e0;
/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, x, tdx, m, sx, ip, y,
wtptr, &rss, &df, b, se, cov, res, h, q,
tdq, &svd, &rank, p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (svd)
printf("Model not of full rank, rank = %4" NAG_IFMT "\n\n", rank);

printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");
printf(" Obs Residuals h\n\n");
for (i = 0; i < n; i++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", i + 1, res[i], h[i]);

END:
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(q);
NAG_FREE(com_ar);
NAG_FREE(se);

return exit_status;
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}

#undef x

#define X(I, J) x[(I) *tdx + J]
static int ex2(void)
{

Integer exit_status = 0;
double rss, tol;
Integer i, ip, rank, j, m, mmax, n, degree, digits, tdx, tdq;
double df;
Nag_Boolean svd;
Nag_IncludeMean mean;
double *h = 0, *res = 0, *wt = 0, *x = 0, *y = 0;
double *b = 0, *cov = 0, *p = 0, *q = 0, *com_ar = 0, *se = 0;
double *wtptr = (double *) 0; /* don’t use weights */
Integer *sx = 0;
NagError fail;

INIT_FAIL(fail);

printf("\n\n\nExample 2\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s(" %*[^\n]");

#else
scanf(" %*[^\n]");

#endif

/* Use mean = Nag_MeanInclude */

mean = Nag_MeanInclude;

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &degree, &n, &digits);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "", &degree, &n, &digits);

#endif
mmax = degree + 1;
if (n >= 1) {

if (!(h = NAG_ALLOC(n, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * mmax, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(mmax, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = mmax;

}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

/* Set tolerance */
tol = pow(10.0, -(double) digits);
m = degree;
ip = degree + 1;
if (!(b = NAG_ALLOC(ip, double)) ||

!(cov = NAG_ALLOC((ip * ip + ip) / 2, double)) ||
!(p = NAG_ALLOC(ip * (ip + 2), double)) ||
!(q = NAG_ALLOC(n * (ip + 1), double)) ||
!(com_ar = NAG_ALLOC(ip * ip + 5 * (ip - 1), double)) ||
!(se = NAG_ALLOC(ip, double)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
tdq = ip + 1;

for (i = 0; i < ip - 1; ++i)
sx[i] = 1;

for (i = 0; i < n; i++) {
#ifdef _WIN32

scanf_s("%lf%lf", &X(i, degree - 1), &y[i]);
#else

scanf("%lf%lf", &X(i, degree - 1), &y[i]);
#endif

for (j = 0; j < degree; ++j)
X(i, j) = pow(X(i, degree - 1), (double) (degree - j));

}

/* nag_regsn_mult_linear (g02dac), see above. */
nag_regsn_mult_linear(mean, n, x, tdx, m, sx, ip, y,

wtptr, &rss, &df, b, se, cov, res, h, q,
tdq, &svd, &rank, p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Regression estimates (mean = Nag_MeanInclude) \n\n");
printf("Coefficient Estimate Standard error\n\n");
for (j = 1; j < ip; j++)

printf("a(%" NAG_IFMT ")%20.4e%20.4e\n", degree + 1 - j, b[j], se[j]);
printf("a(0)%20.4e%20.4e\n", b[0], se[0]);
printf("\n\n");

/* Use mean = Nag_MeanZero */

mean = Nag_MeanZero;

m = degree + 1;
for (i = 0; i < ip; ++i)

sx[i] = 1;

for (i = 0; i < n; i++)
X(i, m - 1) = 1.0;

/* nag_regsn_mult_linear (g02dac), see above. */
nag_regsn_mult_linear(mean, n, x, tdx, m, sx, ip, y,

wtptr, &rss, &df, b, se, cov, res, h, q,
tdq, &svd, &rank, p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Regression estimates (mean = Nag_MeanZero) \n\n");
printf("Coefficient Estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("a(%" NAG_IFMT ")%20.4e%20.4e\n", degree - j, b[j], se[j]);
printf("\n\n");

END:
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(p);
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NAG_FREE(q);
NAG_FREE(com_ar);
NAG_FREE(se);

return exit_status;
}

10.2 Program Data

nag_regsn_mult_linear (g02dac) Example Program Data
Example 1
12 4 Nag_FALSE Nag_MeanInclude

1.0 0.0 0.0 0.0 33.63
0.0 0.0 0.0 1.0 39.62
0.0 1.0 0.0 0.0 38.18
0.0 0.0 1.0 0.0 41.46
0.0 0.0 0.0 1.0 38.02
0.0 1.0 0.0 0.0 35.83
0.0 0.0 0.0 1.0 35.99
1.0 0.0 0.0 0.0 36.58
0.0 0.0 1.0 0.0 42.92
1.0 0.0 0.0 0.0 37.80
0.0 0.0 1.0 0.0 40.43
0.0 1.0 0.0 0.0 37.89
1 1 1 1

Example 2
3 11 15
31.80 -1.23
50.20 -1.08

120.00 -0.83
188.84 -0.53
250.20 -0.28
270.66 -0.15
360.20 0.26
392.97 0.53
444.54 0.93
530.50 1.08
550.02 1.35

10.3 Program Results

nag_regsn_mult_linear (g02dac) Example Program Results

Example 1
Model not of full rank, rank = 4

Residual sum of squares = 2.2227e+01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 3.0557e+01 3.8494e-01
2 5.4467e+00 8.3896e-01
3 6.7433e+00 8.3896e-01
4 1.1047e+01 8.3896e-01
5 7.3200e+00 8.3896e-01

Obs Residuals h

1 -2.3733e+00 3.3333e-01
2 1.7433e+00 3.3333e-01
3 8.8000e-01 3.3333e-01
4 -1.4333e-01 3.3333e-01
5 1.4333e-01 3.3333e-01
6 -1.4700e+00 3.3333e-01
7 -1.8867e+00 3.3333e-01
8 5.7667e-01 3.3333e-01
9 1.3167e+00 3.3333e-01

10 1.7967e+00 3.3333e-01
11 -1.1733e+00 3.3333e-01
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12 5.9000e-01 3.3333e-01

Example 2
Regression estimates (mean = Nag_MeanInclude)

Coefficient Estimate Standard error

a(3) -8.8628e-09 7.9470e-09
a(2) 9.0059e-06 7.0244e-06
a(1) 2.3641e-03 1.7199e-03
a(0) -1.2614e+00 1.0568e-01

Regression estimates (mean = Nag_MeanZero)

Coefficient Estimate Standard error

a(3) -8.8628e-09 7.9470e-09
a(2) 9.0059e-06 7.0244e-06
a(1) 2.3641e-03 1.7199e-03
a(0) -1.2614e+00 1.0568e-01
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NAG Library Function Document

nag_regsn_mult_linear_addrem_obs (g02dcc)

1 Purpose

nag_regsn_mult_linear_addrem_obs (g02dcc) adds or deletes an observation from a general regression
model fitted by nag_regsn_mult_linear (g02dac).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_addrem_obs (Nag_UpdateObserv update,
Nag_IncludeMean mean, Integer m, const Integer sx[], double q[],
Integer tdq, Integer ip, const double x[], Integer nr, Integer tdx,
Integer ix, double y, const double wt[], double *rss, NagError *fail)

3 Description

nag_regsn_mult_linear (g02dac) fits a general linear regression model to a dataset. You may wish to
change the model by either adding or deleting an observation from the dataset. nag_regsn_mult_linear_
addrem_obs (g02dcc) takes the results from nag_regsn_mult_linear (g02dac) and makes the required
changes to the vector c and the upper triangular matrix R produced by nag_regsn_mult_linear (g02dac).
The regression coefficients, standard errors and the variance-covariance matrix of the regression
coefficients can be obtained from nag_regsn_mult_linear_upd_model (g02ddc) after all required
changes to the dataset have been made.

nag_regsn_mult_linear (g02dac) performs a QR decomposition on the (weighted) X matrix of
independent variables. To add a new observation to a model with p arguments the upper triangular
matrix R and vector c1, the first p elements of c, are augmented by the new observation on independent
variables in xT and dependent variable y. Givens rotations are then used to restore the upper triangular
form.

R
:
c1
x y

0B@
1CA �! R� c�1

y� 0

� �

To delete an observation Givens rotations are applied to give:

R c1
� �

�! R� c�1
x y

� �
Note: only the R and upper part of the c are updated, the remainder of the Q matrix is unchanged.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25
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5 Arguments

1: update – Nag_UpdateObserv Input

On entry: indicates if an observation is to be added or deleted.

update ¼ Nag ObservAdd
The observation is added.

update ¼ Nag ObservDel
The observation is deleted.

Constraint: update ¼ Nag ObservAdd or Nag ObservDel.

2: mean – Nag_IncludeMean Input

On entry: indicates if a mean has been used in the model.

mean ¼ Nag MeanInclude
A mean term or intercept will have been included in the model by nag_regsn_mult_linear
(g02dac).

mean ¼ Nag MeanZero
A model with no mean term or intercept will have been fitted by nag_regsn_mult_linear
(g02dac).

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

3: m – Integer Input

On entry: the total number of independent variables in the dataset.

Constraint: m 	 1.

4: sx½m� – const Integer Input

On entry: if sx½j� is greater than 0, then the value contained in x½tdx� ix� 1ð Þ þ j� is to be
included as a value of xT, an observation on an independent variable, for j ¼ 0; 1; . . . ;m� 1.

Constraint: if mean ¼ Nag MeanInclude, then exactly ip� 1 elements of sx must be > 0 and if
mean ¼ Nag MeanZero, then exactly ip elements of sx must be > 0.

5: q½ip� tdq� – double Input/Output

Note: the i; jð Þth element of the matrix Q is stored in q½ i� 1ð Þ � tdqþ j� 1�.
On entry: q must be array q as output by nag_regsn_mult_linear (g02dac), nag_regsn_mult_li
near_add_var (g02dec), nag_regsn_mult_linear_delete_var (g02dfc), or a previous call to
nag_regsn_mult_linear_addrem_obs (g02dcc).

On exit: the first ip elements of the first column of q will contain c�1, the upper triangular part of
columns 2 to ipþ 1 will contain R�, the remainder is unchanged.

6: tdq – Integer Input

On entry: the stride separating matrix column elements in the array q.

Constraint: tdq 	 ipþ 1.

7: ip – Integer Input

On entry: the number of linear terms in general linear regression model (including mean if there
is one).

Constraint: ip 	 1.
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8: x½nr� tdx� – const double Input

On entry: the ip values for the dependent variables of the observation to be added or deleted, xT.
The positions of the values x extracted depends on ix and tdx.

9: nr – Integer Input

On entry: the number of rows of the notional two-dimensional array x.

Constraint: nr 	 1.

10: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

11: ix – Integer Input

On entry: the row of the notional two-dimensional array x that contains the values for the
dependent variables of the observation to be added or deleted.

Constraint: 1 � ix � nr.

12: y – double Input

On entry: the value of the dependent variable for the observation to be added or deleted, y.

13: wt½1� – const double Input

On entry: if the new observation is to be weighted, then wt must contain the weight to be used
with the new observation. If wt½0� ¼ 0:0, then the observation is not included in the model. If the
new observation is to be unweighted, then wt must be supplied as NULL.

Constraint: if the new observation is to be weighted wt½0� 	 0:0.

14: rss – double * Input/Output

On entry: the value of the residual sums of squares for the original set of observations.

Constraint: rss 	 0:0.

On exit: the updated values of the residual sums of squares.

Note: this will only be valid if the model is of full rank.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, ix ¼ valueh i while nr ¼ valueh i. These arguments must satisfy ix � nr.

NE_2_INT_ARG_LT

On entry, tdq ¼ valueh i while ipþ 1 ¼ valueh i. These arguments must satisfy tdq 	 ipþ 1.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_BAD_PARAM

On entry, mean had an illegal value.

On entry, update had an illegal value.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, ix ¼ valueh i.
Constraint: ix 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, nr ¼ valueh i.
Constraint: nr 	 1.

NE_IP_INCOMP_WITH_SX

On entry, for mean ¼ Nag MeanInclude, number of nonzero values of sx must be equal to
ip� 1: number of nonzero values of sx ¼ valueh i, ip� 1 ¼ valueh i.
On entry, for mean ¼ Nag MeanZero, number of nonzero values of sx must be equal to ip:
number of nonzero values of sx ¼ valueh i, ip ¼ valueh i.

NE_MAT_NOT_UPD

The R matrix could not be updated: to, either, delete nonexistent observation, or, add an
observation to R matrix with zero diagonal element.

NE_REAL_ARG_LT

On entry, rss ¼ valueh i.
Constraint: rss 	 0:0.

On entry, wt½0� ¼ valueh i
Constraint: wt½0� 	 0:0.

NE_RSS_NOT_UPD

The rss could not be updated because the input rss was less than the calculated decrease in rss
when the new observation was deleted.

7 Accuracy

Higher accuracy is achieved by updating the R matrix rather than the traditional methods of updating
X'X.

8 Parallelism and Performance

nag_regsn_mult_linear_addrem_obs (g02dcc) is not threaded in any implementation.

9 Further Comments

Care should be taken with the use of this function.

(a) It is possible to delete observations which were not included in the original model.

(b) If several additions/deletions have been performed you are advised to recompute the regression
using nag_regsn_mult_linear (g02dac).
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(c) Adding or deleting observations can alter the rank of the model. Such changes will only be
detected when a call to nag_regsn_mult_linear_upd_model (g02ddc) has been made.
nag_regsn_mult_linear_upd_model (g02ddc) should also be used to compute the new residual
sum of squares when the model is not of full rank.

nag_regsn_mult_linear_addrem_obs (g02dcc) may also be used after nag_regsn_mult_linear_add_var
(g02dec) and nag_regsn_mult_linear_delete_var (g02dfc).

10 Example

A dataset consisting of 12 observations with four independent variables is read in and a general linear
regression model fitted by nag_regsn_mult_linear (g02dac) and parameter estimates printed. The last
observation is then dropped and the parameter estimates recalculated, using nag_regsn_mult_linear_
upd_model (g02ddc), and printed.

10.1 Program Text

/* nag_regsn_mult_linear_addrem_obs (g02dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define XM(I, J) xm[(I) *tdxm + J]

int main(void)
{

Integer exit_status = 0, i, ip, j, m, n, rank, *sx = 0, tdq, tdxm;
double *b = 0, *com_ar = 0, *cov = 0, df, *h = 0, *p = 0, *q = 0;
double *res = 0, rss, *se = 0, tol, *wt = 0, *wtptr, *xm = 0;
double *y = 0;
char nag_enum_arg[40];
Nag_Boolean svd, weight;
Nag_IncludeMean mean;
Nag_UpdateObserv update;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_addrem_obs (g02dcc) Example Program "
"Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);

if (weight)
wtptr = wt;

else
wtptr = (double *) 0;

if (n >= 2 && m >= 1) {
if (!(b = NAG_ALLOC(m, double)) ||

!(h = NAG_ALLOC(n, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(xm = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdxm = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (wtptr) {

for (i = 0; i < n; i++) {
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%lf", &XM(i, j));

#else
scanf("%lf", &XM(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

for (i = 0; i < n; i++) {
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%lf", &XM(i, j));

#else
scanf("%lf", &XM(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else
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scanf("%" NAG_IFMT "", &ip);
#endif

if (!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(p = NAG_ALLOC(ip * (ip + 2), double)) ||
!(q = NAG_ALLOC((n) * (ip + 1), double)) ||
!(com_ar = NAG_ALLOC(5 * (ip - 1) + ip * ip, double)) ||
!(se = NAG_ALLOC(ip, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdq = ip + 1;
/* Set tolerance */
tol = 0.00001e0;

/* Fit initial model using nag_regsn_mult_linear (g02dac) */
/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, xm, tdxm, m, sx, ip, y, wtptr, &rss,
&df, b, se, cov, res, h, q, tdq, &svd, &rank,
p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Results from g02dac\n\n");
if (svd)

printf("Model not of full rank\n");
printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");
update = Nag_ObservDel;
/* nag_regsn_mult_linear_addrem_obs (g02dcc).
* Add/delete an observation to/from a general linear
* regression model
*/

nag_regsn_mult_linear_addrem_obs(update, mean, m, sx, q, tdq, ip,
xm, n, tdxm, n, y[11], wtptr, &rss, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_addrem_obs (g02dcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Results from dropping an observation using\n"
"nag_regsn_mult_linear_addrem_obs (g02dcc)\n");

n = n - 1;
/* nag_regsn_mult_linear_upd_model (g02ddc).
* Estimates of regression parameters from an updated model
*/

nag_regsn_mult_linear_upd_model(n, ip, q, tdq, &rss, &df, b, se, cov,
&svd, &rank, p, tol, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_upd_model (g02ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
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for (j = 0; j < ip; j++)
printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);

END:
NAG_FREE(b);
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(wt);
NAG_FREE(xm);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(q);
NAG_FREE(com_ar);
NAG_FREE(se);
return exit_status;

}

10.2 Program Data

nag_regsn_mult_linear_addrem_obs (g02dcc) Example Program Data
12 4 Nag_FALSE Nag_MeanZero

1.0 0.0 0.0 0.0 33.63
0.0 0.0 0.0 1.0 39.62
0.0 1.0 0.0 0.0 38.18
0.0 0.0 1.0 0.0 41.46
0.0 0.0 0.0 1.0 38.02
0.0 1.0 0.0 0.0 35.83
0.0 0.0 0.0 1.0 35.99
1.0 0.0 0.0 0.0 36.58
0.0 0.0 1.0 0.0 42.92
1.0 0.0 0.0 0.0 37.80
0.0 0.0 1.0 0.0 40.43
1.0 1.0 1.0 1.0 37.89
1 1 1 1 4

10.3 Program Results

nag_regsn_mult_linear_addrem_obs (g02dcc) Example Program Results
Results from g02dac

Residual sum of squares = 5.2748e+03
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 2.0724e+01 1.3801e+01
2 1.4085e+01 1.6240e+01
3 2.6324e+01 1.3801e+01
4 2.2597e+01 1.3801e+01

Results from dropping an observation using
nag_regsn_mult_linear_addrem_obs (g02dcc)
Residual sum of squares = 2.1705e+01
Degrees of freedom = 7.0

Variable Parameter estimate Standard error

1 3.6003e+01 1.0166e+00
2 3.7005e+01 1.2451e+00
3 4.1603e+01 1.0166e+00
4 3.7877e+01 1.0166e+00
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NAG Library Function Document

nag_regsn_mult_linear_upd_model (g02ddc)

1 Purpose

nag_regsn_mult_linear_upd_model (g02ddc) calculates the regression arguments for a general linear
regression model. It is intended to be called after nag_regsn_mult_linear_addrem_obs (g02dcc),
nag_regsn_mult_linear_add_var (g02dec) or nag_regsn_mult_linear_delete_var (g02dfc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_upd_model (Integer n, Integer ip,
const double q[], Integer tdq, double *rss, double *df, double b[],
double se[], double cov[], Nag_Boolean *svd, Integer *rank, double p[],
double tol, NagError *fail)

3 Description

A general linear regression model fitted by nag_regsn_mult_linear (g02dac) may be adjusted by adding
or deleting an observation using nag_regsn_mult_linear_addrem_obs (g02dcc), adding a new
independent variable using nag_regsn_mult_linear_add_var (g02dec) or deleting an existing indepen-
dent variable using nag_regsn_mult_linear_delete_var (g02dfc). These functions compute the vector c
and the upper triangular matrix R. nag_regsn_mult_linear_upd_model (g02ddc) takes these basic results
and computes the regression coefficients, �̂, their standard errors and their variance-covariance matrix.

If R is of full rank, then �̂ is the solution to:

R�̂ ¼ c1;

where c1 is the first p elements of c.

If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R,

R ¼ Q� D 0
0 0

� �
P T

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R, and Q� and
P are p by p orthogonal matrices. This gives the solution

�̂ ¼ P1D
�1QT

�1c1

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ and Q�1 being the first k columns of Q�.

Details of the SVD, are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
This will be only one of the possible solutions. Other estimates may be obtained by applying constraints
to the arguments. These solutions can be obtained by calling nag_regsn_mult_linear_tran_model
(g02dkc) after calling nag_regsn_mult_linear_upd_model (g02ddc). Only certain linear combinations of
the arguments will have unique estimates, these are known as estimable functions. These can be
estimated using nag_regsn_mult_linear_est_func (g02dnc).

The residual sum of squares required to calculate the standard errors and the variance-covariance matrix
can either be input or can be calculated if additional information on c for the whole sample is provided.
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4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

Searle S R (1971) Linear Models Wiley

5 Arguments

1: n – Integer Input

On entry: number of observations.

Constraint: n 	 1.

2: ip – Integer Input

On entry: the number of terms in the regression model, p.

Constraint: ip 	 1.

3: q½n� tdq� – const double Input

Note: the i; jð Þth element of the matrix Q is stored in q½ i� 1ð Þ � tdqþ j� 1�.
On entry: q must be the array q as output by nag_regsn_mult_linear_addrem_obs (g02dcc),
nag_regsn_mult_linear_add_var (g02dec) or nag_regsn_mult_linear_delete_var (g02dfc). If on
entry rss � 0:0 then all n elements of c are needed. This is provided by functions
nag_regsn_mult_linear_add_var (g02dec) or nag_regsn_mult_linear_delete_var (g02dfc).

4: tdq – Integer Input

On entry: the stride separating matrix column elements in the array q.

Constraint: tdq 	 ipþ 1.

5: rss – double * Input/Output

On entry: either the residual sum of squares or a value less than or equal to 0.0 to indicate that
the residual sum of squares is to be calculated by the function.

On exit: if rss � 0:0 on entry, then on exit rss will contain the residual sum of squares as
calculated by nag_regsn_mult_linear_upd_model (g02ddc).

If rss was positive on entry, then it will be unchanged.

6: df – double * Output

On exit: the degrees of freedom associated with the residual sum of squares.

7: b½ip� – double Output

On exit: the estimates of the p arguments, �̂.

8: se½ip� – double Output

On exit: the standard errors of the p arguments given in b.

9: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the upper triangular part of the variance-covariance matrix of the p parameter estimates
given in b. They are stored packed by column, i.e., the covariance between the parameter
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estimate given in b½i� and the parameter estimate given in b½j�, j 	 i, is stored in
cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

10: svd – Nag_Boolean * Output

On exit: if a singular value decomposition has been performed, then svd ¼ Nag TRUE, otherwise
svd ¼ Nag FALSE.

11: rank – Integer * Output

On exit: the rank of the independent variables.

If svd ¼ Nag FALSE, rank ¼ ip.

If svd ¼ Nag TRUE, rank is an estimate of the rank of the independent variables.

rank is calculated as the number of singular values greater than tol� (largest singular value). It
is possible for the singular value decomposition to be carried out but rank to be returned as ip.

12: p½ip� ipþ 2� ip� – double Output

On exit: p contains details of the singular value decomposition if used.

If svd ¼ Nag FALSE, p is not referenced.

If svd ¼ Nag TRUE, the first ip elements of p will not be referenced, the next ip values contain
the singular values. The following ip� ip values contain the matrix P � stored by rows.

13: tol – double Input

On entry: the value of tol is used to decide if the independent variables are of full rank and, if
not, what is the rank of the independent variables. The smaller the value of tol the stricter the
criterion for selecting the singular value decomposition. If tol ¼ 0:0, then the singular value
decomposition will never be used, this may cause run time errors or inaccuracies if the
independent variables are not of full rank.

Suggested value: tol ¼ 0:000001.

Constraint: tol 	 0:0.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, n ¼ valueh i while ip ¼ valueh i. These arguments must satisfy n 	 ip.

On entry, tdq ¼ valueh i while ipþ 1 ¼ valueh i. These arguments must satisfy tdq 	 ipþ 1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_DOF_LE_ZERO

The degrees of freedom for error are less than or equal to 0. In this case the estimates, �̂, are
returned but not the standard errors or covariances.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.
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On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_REAL_ARG_LT

On entry, tol must not be less than 0.0: tol ¼ valueh i.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge. This is an unlikely error exit.

7 Accuracy

The accuracy of the results will depend on the accuracy of the input R matrix, which may lose accuracy
if a large number of observations or variables have been dropped.

8 Parallelism and Performance

nag_regsn_mult_linear_upd_model (g02ddc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A dataset consisting of 12 observations and four independent variables is input and a regression model
fitted by calls to nag_regsn_mult_linear_add_var (g02dec). The arguments are then calculated by
nag_regsn_mult_linear_upd_model (g02ddc) and the results printed.

10.1 Program Text

/* nag_regsn_mult_linear_upd_model (g02ddc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define Q(I, J) q[(I) *tdq + J]
int main(void)
{

Integer exit_status = 0, i, ip, ipmax, j, m, n, rank, tdq, tdx;
double *b = 0, *cov = 0, df, *p = 0, *q = 0, rss, *se = 0, tol, *wt = 0;
double *wtptr, *x = 0, *xe = 0;
char nag_enum_arg[40];
Nag_Boolean svd, weight;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_upd_model (g02ddc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
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scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %39s", &n, &m, nag_enum_arg,
(unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %39s", &n, &m, nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
ipmax = 4;
if (n >= 1 && m >= 1) {

if (!(b = NAG_ALLOC(ipmax, double)) ||
!(cov = NAG_ALLOC(ipmax * (ipmax + 1) / 2, double)) ||
!(p = NAG_ALLOC(ipmax * (ipmax + 2), double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(xe = NAG_ALLOC(n, double)) ||
!(se = NAG_ALLOC(ipmax, double)) ||
!(q = NAG_ALLOC(n * (ipmax + 1), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tdq = ipmax + 1;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight)

wtptr = wt;
else

wtptr = (double *) 0;

if (wtptr) {
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &Q(i, 0), &wt[i]);
#else

scanf("%lf%lf", &Q(i, 0), &wt[i]);
#endif

}
}
else {

for (i = 0; i < n; i++) {
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &Q(i, 0));
#else

scanf("%lf", &Q(i, 0));
#endif

}
}
/* Set tolerance */
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tol = 0.000001e0;
ip = 0;
for (j = 0; j < m; ++j) {

/*
* Fit model using g02dec
*/

for (i = 0; i < n; i++)
xe[i] = X(i, j);

/* nag_regsn_mult_linear_add_var (g02dec).
* Add a new independent variable to a general linear
* regression model
*/

nag_regsn_mult_linear_add_var(n, ip, q, tdq, p, wtptr, xe, &rss, tol,
&fail);

if (fail.code == NE_NOERROR)
ip += 1;

else if (fail.code == NE_NVAR_NOT_IND)
printf(" * New variable not added * \n");

else {
printf("Error from nag_regsn_mult_linear_add_var (g02dec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
rss = 0.0;
/* nag_regsn_mult_linear_upd_model (g02ddc).
* Estimates of regression parameters from an updated model
*/

nag_regsn_mult_linear_upd_model(n, ip, q, tdq, &rss, &df, b, se, cov, &svd,
&rank, p, tol, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_upd_model (g02ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
if (svd)

printf("Model not of full rank\n\n");
printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");

END:
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(xe);
NAG_FREE(se);
NAG_FREE(q);

return exit_status;
}

10.2 Program Data

nag_regsn_mult_linear_upd_model (g02ddc) Example Program Data
12 4 Nag_FALSE

1.0 0.0 0.0 0.0 33.63
0.0 0.0 0.0 1.0 39.62
0.0 1.0 0.0 0.0 38.18
0.0 0.0 1.0 0.0 41.46
0.0 0.0 0.0 1.0 38.02
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0.0 1.0 0.0 0.0 35.83
0.0 0.0 0.0 1.0 35.99
1.0 0.0 0.0 0.0 36.58
0.0 0.0 1.0 0.0 42.92
1.0 0.0 0.0 0.0 37.80
0.0 0.0 1.0 0.0 40.43
0.0 1.0 0.0 0.0 37.89

10.3 Program Results

nag_regsn_mult_linear_upd_model (g02ddc) Example Program Results

Residual sum of squares = 2.2227e+01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 3.6003e+01 9.6235e-01
2 3.7300e+01 9.6235e-01
3 4.1603e+01 9.6235e-01
4 3.7877e+01 9.6235e-01
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NAG Library Function Document

nag_regsn_mult_linear_add_var (g02dec)

1 Purpose

nag_regsn_mult_linear_add_var (g02dec) adds a new independent variable to a general linear regression
model.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_add_var (Integer n, Integer ip, double q[],
Integer tdq, double p[], const double wt[], const double x[],
double *rss, double tol, NagError *fail)

3 Description

A linear regression model may be built up by adding new independent variables to an existing model.
nag_regsn_mult_linear_add_var (g02dec) updates the QR decomposition used in the computation of the
linear regression model. The QR decomposition may come from nag_regsn_mult_linear (g02dac) or a
previous call to nag_regsn_mult_linear_add_var (g02dec). The general linear regression model is
defined by:

y ¼ X� þ �

where y is a vector of n observations on the dependent variable, X is an n by p matrix of the
independent variables of column rank k, � is a vector of length p of unknown arguments, and � is a
vector of length n of unknown random errors such that var � ¼ V �2, where V is a known diagonal
matrix.

If V ¼ I, the identity matrix, then least squares estimation is used.

If V 6¼ I, then for a given weight matrix W / V �1, weighted least squares estimation is used.

The least squares estimates, �̂ of the arguments � minimize y�X�ð ÞT y�X�ð Þ while the weighted
least squares estimates minimize y�X�ð ÞTW y�X�ð Þ.

The parameter estimates may be found by computing a QR decomposition of X (or W
1
2X in the

weighted case), i.e.,

X ¼ QR� or W
1
2X ¼ QR�

� �
where R� ¼ R

0

� �
and R is a p by p upper triangular matrix and Q is an n by n orthogonal matrix. If

R is of full rank, then �̂ is the solution to:

R�̂ ¼ c1

where c ¼ QTy (or QTW
1
2y) and c1 is the first p elements of c.

If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R.

To add a new independent variable, xpþ1, R and c have to be updated. The matrix Qpþ1 is found such

that QT
pþ1 R : QTxpþ1
� �

(or QT
pþ1 R : QTW

1
2xpþ1

h i
) is upper triangular. The vector c is then updated by

multiplying by QT
pþ1.
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The new independent variable is tested to see if it is linearly related to the existing independent
variables by checking that at least one of the values QTxpþ1

� �
i
, for i ¼ pþ 2; pþ 3; . . . ; n is nonzero.

The new parameter estimates, �̂, can then be obtained by a call to nag_regsn_mult_linear_upd_model
(g02ddc).

The function can be used with p ¼ 0, in which case R and c are initialized.

4 References

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

Searle S R (1971) Linear Models Wiley

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 1.

2: ip – Integer Input

On entry: the number of independent variables already in the model, p.

Constraint: ip 	 0 and ip < n.

3: q½n� tdq� – double Input/Output

Note: the i; jð Þth element of the matrix Q is stored in q½ i� 1ð Þ � tdqþ j� 1�.
On entry: if ip 6¼ 0, then q must contain the results of the QR decomposition for the model with
p arguments as returned by nag_regsn_mult_linear (g02dac) or a previous call to
nag_regsn_mult_linear_add_var (g02dec).

If ip ¼ 0, then the first column of q should contain the n values of the dependent variable, y.

On exit: the results of the QR decomposition for the model with pþ 1 arguments: the first
column of q contains the updated value of c, the columns 2 to ipþ 1 are unchanged, the first
ipþ 1 elements of column ipþ 2 contain the new column of R, while the remaining n� ip� 1
elements contain details of the matrix Qpþ1.

4: tdq – Integer Input

On entry: the stride separating matrix column elements in the array q.

Constraint: tdq 	 ipþ 2.

5: p½ipþ 1� – double Input/Output

On entry: p contains further details of the QR decomposition used. The first ip elements of p
must contain details of the Householder vector from the QR decomposition. The first ip elements
of array p are provided by nag_regsn_mult_linear (g02dac) or by previous calls to
nag_regsn_mult_linear_add_var (g02dec).

On exit: the first ip elements of p are unchanged and the (ipþ 1)th element contains details of
the Householder vector related to the new independent variable.
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6: wt½n� – const double Input

On entry: optionally, the weights to be used in the weighted regression.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with nonzero weights.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraint: if wt is not NULL, wt½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; n.

7: x½n� – const double Input

On entry: the new independent variable, x.

8: rss – double * Output

On exit: the residual sum of squares for the new fitted model.

Note: this will only be valid if the model is of full rank, see Section 9.

9: tol – double Input

On entry: the value of tol is used to decide if the new independent variable is linearly related to
independent variables already included in the model. If the new variable is linearly related then c
is not updated. The smaller the value of tol the stricter the criterion for deciding if there is a
linear relationship.

Suggested value: tol ¼ 0:000001.

Constraint: tol > 0:0.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, ip ¼ valueh i while n ¼ valueh i. These arguments must satisfy ip < n.

NE_2_INT_ARG_LT

On entry, tdq ¼ valueh i while ipþ 2 ¼ valueh i. These arguments must satisfy tdq 	 ipþ 2.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_NVAR_NOT_IND

The new independent variable is a linear combination of existing variables. The ipþ 1ð Þth
column of q is, therefore, NULL.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.
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NE_REAL_ARG_LT

On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.

7 Accuracy

The accuracy is closely related to the accuracy of the QR decomposition.

8 Parallelism and Performance

nag_regsn_mult_linear_add_var (g02dec) is not threaded in any implementation.

9 Further Comments

It should be noted that the residual sum of squares produced by nag_regsn_mult_linear_add_var
(g02dec) may not be correct if the model to which the new independent variable is added is not of full
rank. In such a case nag_regsn_mult_linear_upd_model (g02ddc) should be used to calculate the
residual sum of squares.

10 Example

A dataset consisting of 12 observations is read in. The four independent variables are stored in the array
x while the dependent variable is read into the first column of q. If the character variable meanc
indicates that a mean should be included in the model, a variable taking the value 1.0 for all
observations is set up and fitted. Subsequently, one variable at a time is selected to enter the model as
indicated by the input value of indx. After the variable has been added the parameter estimates are
calculated by nag_regsn_mult_linear_upd_model (g02ddc) and the results printed. This is repeated until
the input value of indx is 0.

10.1 Program Text

/* nag_regsn_mult_linear_add_var (g02dec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define Q(I, J) q[(I) *tdq + J]

int main(void)
{

Integer exit_status = 0, i, indx, ip, ipmax, j, m, n, rank, tdq, tdx;
char nag_enum_arg[40];
double df, rss, rsst, tol;
double *b = 0, *cov = 0, *p = 0, *q = 0, *se = 0, *wt = 0, *wtptr;
double *x = 0, *xe = 0;
Nag_Boolean svd, weight;
Nag_IncludeMean mean;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_add_var (g02dec) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
ipmax = 5;
if (n >= 1 && m >= 1) {

if (!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) ||
!(xe = NAG_ALLOC(n, double)) ||
!(b = NAG_ALLOC(ipmax, double)) ||
!(cov = NAG_ALLOC(ipmax * (ipmax + 1) / 2, double)) ||
!(p = NAG_ALLOC(ipmax * (ipmax + 2), double)) ||
!(se = NAG_ALLOC(ipmax, double)) ||
!(q = NAG_ALLOC((n) * (ipmax + 1), double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tdq = ipmax + 1;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}

if (weight)
wtptr = wt;

else
wtptr = (double *) 0;

if (wtptr) {
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &Q(i, 0), &wt[i]);
#else

scanf("%lf%lf", &Q(i, 0), &wt[i]);
#endif

}
}
else {

for (i = 0; i < n; i++) {
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for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &Q(i, 0));
#else

scanf("%lf", &Q(i, 0));
#endif

}
}
/* Set tolerance */
tol = 0.000001e0;
ip = 0;
if (mean == Nag_MeanInclude) {

for (i = 0; i < n; ++i)
xe[i] = 1.0;

/* nag_regsn_mult_linear_add_var (g02dec).
* Add a new independent variable to a general linear
* regression model
*/

nag_regsn_mult_linear_add_var(n, ip, q, tdq, p, wtptr, xe, &rss,
tol, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_add_var (g02dec).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

ip = 1;
}

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "", &indx) != EOF)

#else
while (scanf("%" NAG_IFMT "", &indx) != EOF)

#endif
{

if (indx > 0) {
for (i = 0; i < n; i++)

xe[i] = X(i, indx - 1);
/* nag_regsn_mult_linear_add_var (g02dec), see above. */
nag_regsn_mult_linear_add_var(n, ip, q, tdq, p, wtptr, xe, &rss,

tol, &fail);
if (fail.code == NE_NOERROR) {

ip += 1;
printf("Variable %4" NAG_IFMT " added\n", indx);
rsst = 0.0;

/* nag_regsn_mult_linear_upd_model (g02ddc).
* Estimates of regression parameters from an updated model
*/

nag_regsn_mult_linear_upd_model(n, ip, q, tdq, &rsst, &df, b, se,
cov, &svd, &rank, p, tol, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_add_var (g02dec)."

"\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (svd)
printf("Model not of full rank\n\n");

printf("Residual sum of squares = %13.4e\n", rsst);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
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printf("\n");
}
else if (fail.code == NE_NVAR_NOT_IND)

printf(" * New variable not added *\n");
else {

printf("Error from nag_regsn_mult_linear_upd_model (g02ddc)."
"\n%s\n", fail.message);

exit_status = 1;
goto END;

}
}

}

END:
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(xe);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(se);
NAG_FREE(q);

return exit_status;
}

10.2 Program Data

nag_regsn_mult_linear_add_var (g02dec) Example Program Data
12 4 Nag_FALSE Nag_MeanInclude

1.0 1.4 0.0 0.0 4.32
1.5 2.2 0.0 0.0 5.21
2.0 4.5 0.0 0.0 6.49
2.5 6.1 0.0 0.0 7.10
3.0 7.1 0.0 0.0 7.94
3.5 7.7 0.0 0.0 8.53
4.0 8.3 1.0 4.0 8.84
4.5 8.6 1.0 4.5 9.02
5.0 8.8 1.0 5.0 9.27
5.5 9.0 1.0 5.5 9.43
6.0 9.3 1.0 6.0 9.68
6.5 9.2 1.0 6.5 9.83
1
3
4
2
0

10.3 Program Results

nag_regsn_mult_linear_add_var (g02dec) Example Program Results
Variable 1 added
Residual sum of squares = 4.0164e+00
Degrees of freedom = 10.0

Variable Parameter estimate Standard error

1 4.4100e+00 4.3756e-01
2 9.4979e-01 1.0599e-01

Variable 3 added
Residual sum of squares = 3.8872e+00
Degrees of freedom = 9.0

Variable Parameter estimate Standard error

1 4.2236e+00 5.6734e-01
2 1.0554e+00 2.2217e-01
3 -4.1962e-01 7.6695e-01
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Variable 4 added
Residual sum of squares = 1.8702e-01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 2.7605e+00 1.7592e-01
2 1.7057e+00 7.3100e-02
3 4.4575e+00 4.2676e-01
4 -1.3006e+00 1.0338e-01

Variable 2 added
Residual sum of squares = 8.4066e-02
Degrees of freedom = 7.0

Variable Parameter estimate Standard error

1 3.1440e+00 1.8181e-01
2 9.0748e-01 2.7761e-01
3 2.0790e+00 8.6804e-01
4 -6.1589e-01 2.4530e-01
5 2.9224e-01 9.9810e-02
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NAG Library Function Document

nag_regsn_mult_linear_delete_var (g02dfc)

1 Purpose

nag_regsn_mult_linear_delete_var (g02dfc) deletes an independent variable from a general linear
regression model.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_delete_var (Integer ip, double q[], Integer tdq,
Integer indx, double *rss, NagError *fail)

3 Description

When selecting a linear regression model it is sometimes useful to drop independent variables from the
model and to examine the resulting sub-model. nag_regsn_mult_linear_delete_var (g02dfc) updates the
QR decomposition used in the computation of the linear regression model. The QR decomposition may
come from nag_regsn_mult_linear (g02dac), nag_regsn_mult_linear_addrem_obs (g02dcc), nag_regsn_
mult_linear_add_var (g02dec) or a previous call to nag_regsn_mult_linear_delete_var (g02dfc).

For the general linear regression model with p independent variables fitted, nag_regsn_mult_linear
(g02dac) or nag_regsn_mult_linear_add_var (g02dec) computes a QR decomposition of the (weighted)
independent variables and forms an upper triangular matrix R and a vector c. To remove an independent
variable R and c have to be updated. The column of R corresponding to the variable to be dropped is
removed and the matrix is then restored to upper triangular form by applying a series of Givens
rotations. The rotations are then applied to c. Note that only the first p elements of c are affected.

The method used means that while the updated values of R and c are computed an updated value of Q
from the QR decomposition is not available so a call to nag_regsn_mult_linear_add_var (g02dec)
cannot be made after a call to nag_regsn_mult_linear_delete_var (g02dfc).

nag_regsn_mult_linear_upd_model (g02ddc) can be used to calculate the parameter estimates, �̂, from
the information provided by nag_regsn_mult_linear_delete_var (g02dfc).

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

5 Arguments

1: ip – Integer Input

On entry: the number of independent variables already in the model, p.

Constraint: ip 	 1.

2: q½ip� tdq� – double Input/Output

Note: the i; jð Þth element of the matrix Q is stored in q½ i� 1ð Þ � tdqþ j� 1�.
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On entry: the results of the QR decomposition as returned by nag_regsn_mult_linear (g02dac),
nag_regsn_mult_linear_addrem_obs (g02dcc), nag_regsn_mult_linear_add_var (g02dec) or pre-
vious calls to nag_regsn_mult_linear_delete_var (g02dfc).

On exit: the updated QR decomposition. The first ip elements of the first column of q contain the
updated value of c, the upper triangular part of columns 2 to ip contain the updated R matrix.

3: tdq – Integer Input

On entry: the stride separating matrix column elements in the array q.

Constraint: tdq 	 ipþ 1.

4: indx – Integer Input

On entry: indicates which independent variable is to be deleted from the model.

Constraint: 1 � indx � ip.

5: rss – double * Input/Output

On entry: the residual sum of squares for the full regression.

Constraint: rss 	 0:0.

On exit: the residual sum of squares with the (indx)th variable removed. Note that the residual
sum of squares will only be valid if the regression is of full rank.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, indx ¼ valueh i while ip ¼ valueh i. These arguments must satisfy indx � ip.

NE_2_INT_ARG_LT

On entry, tdq ¼ valueh i while ipþ 1 ¼ valueh i. These arguments must satisfy tdq 	 ipþ 1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_DIAG_ELEM_ZERO

On entry, a diagonal element, valueh i, of R is zero.

NE_INT_ARG_LT

On entry, indx ¼ valueh i.
Constraint: indx 	 1.

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

NE_REAL_ARG_LT

On entry, rss must not be less than 0.0: rss ¼ valueh i.
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7 Accuracy

There will inevitably be some loss in accuracy in fitting a model by dropping terms from a more
complex model rather than fitting it afresh using nag_regsn_mult_linear (g02dac).

8 Parallelism and Performance

nag_regsn_mult_linear_delete_var (g02dfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A dataset consisting of 12 observations on four independent variables and one dependent variable is
read in. The full model, including a mean term, is fitted using nag_regsn_mult_linear (g02dac). The
value of indx is read in and that variable dropped from the regression. The parameter estimates are
calculated by nag_regsn_mult_linear_upd_model (g02ddc) and printed. This process is repeated until
indx is 0.

10.1 Program Text

/* nag_regsn_mult_linear_delete_var (g02dfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, indx, ip, ipmax, j, m, n, rank, *sx = 0,
tdq, tdx;

char nag_enum_arg[40];
double *b = 0, *com_ar = 0, *cov = 0, df, *h = 0, *p = 0, *q = 0;
double *res = 0, rss, *se = 0, tol, *wt = 0, *wtptr, *x = 0, *y = 0;
Nag_Boolean svd, weight;
Nag_IncludeMean mean;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_delete_var (g02dfc) Example Program "
"Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32
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scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
ipmax = m + 1;
if (n >= 1 && m >= 1) {

if (!(h = NAG_ALLOC(n, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(sx = NAG_ALLOC(m, Integer)) ||
!(b = NAG_ALLOC(ipmax, double)) ||
!(cov = NAG_ALLOC(ipmax * (ipmax + 1) / 2, double)) ||
!(p = NAG_ALLOC(ipmax * (ipmax + 2), double)) ||
!(q = NAG_ALLOC((n) * (ipmax + 1), double)) ||
!(se = NAG_ALLOC(ipmax, double)) ||
!(com_ar = NAG_ALLOC(5 * (ipmax - 1) + ipmax * ipmax, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tdq = ipmax + 1;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}

if (weight)
wtptr = wt;

else
wtptr = (double *) 0;

if (wtptr) {
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32
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scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (i = 0; i < m; ++i)

sx[i] = 1;
ip = m;
if (mean == Nag_MeanInclude)

ip += 1;
/* Set tolerance */
tol = 0.00001e0;
/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, x, tdx, m, sx, ip, y, wtptr, &rss,
&df, b, se, cov, res, h, q, tdq, &svd, &rank,
p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Results from full model\n");
if (svd)

printf("Model not of full rank\n\n");
printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "", &indx) != EOF)

#else
while (scanf("%" NAG_IFMT "", &indx) != EOF)

#endif
{

if (indx != 0) {
/* nag_regsn_mult_linear_delete_var (g02dfc).
* Delete an independent variable from a general linear
* regression model
*/

nag_regsn_mult_linear_delete_var(ip, q, tdq, indx, &rss, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_regsn_mult_linear_delete_var (g02dfc)."
"\n%s\n", fail.message);

exit_status = 1;
goto END;

}

ip = ip - 1;
if (ip == 0)

printf("No terms left in model\n");
else {

printf("Variable %4" NAG_IFMT " dropped\n", indx);
/* nag_regsn_mult_linear_upd_model (g02ddc).
* Estimates of regression parameters from an updated model
*/

nag_regsn_mult_linear_upd_model(n, ip, q, tdq, &rss, &df, b, se,
cov, &svd, &rank, p, tol, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_upd_model "

"(g02ddc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%15.4e%15.4e\n", b[j], se[j]);
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}
}

}
END:

NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(q);
NAG_FREE(se);
NAG_FREE(com_ar);
return exit_status;

}

10.2 Program Data

nag_regsn_mult_linear_delete_var (g02dfc) Example Program Data
12 4 Nag_FALSE Nag_MeanInclude

1.0 1.4 0.0 0.0 4.32
1.5 2.2 0.0 0.0 5.21
2.0 4.5 0.0 0.0 6.49
2.5 6.1 0.0 0.0 7.10
3.0 7.1 0.0 0.0 7.94
3.5 7.7 0.0 0.0 8.53
4.0 8.3 1.0 4.0 8.84
4.5 8.6 1.0 4.5 9.02
5.0 8.8 1.0 5.0 9.27
5.5 9.0 1.0 5.5 9.43
6.0 9.3 1.0 6.0 9.68
6.5 9.2 1.0 6.5 9.83
2
4
0

10.3 Program Results

nag_regsn_mult_linear_delete_var (g02dfc) Example Program Results
Results from full model
Residual sum of squares = 8.4066e-02
Degrees of freedom = 7.0

Variable 2 dropped
Residual sum of squares = 2.1239e-01
Degrees of freedom = 8.0

Parameter estimate Standard error

3.6372e+00 1.5083e-01
6.1264e-01 2.8007e-02

-6.0154e-01 4.2335e-01
1.6709e-01 7.8656e-02

Variable 4 dropped
Residual sum of squares = 3.3220e-01
Degrees of freedom = 9.0

Parameter estimate Standard error

3.5974e+00 1.7647e-01
6.2088e-01 3.2706e-02
2.4247e-01 1.7235e-01
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NAG Library Function Document

nag_regsn_mult_linear_newyvar (g02dgc)

1 Purpose

nag_regsn_mult_linear_newyvar (g02dgc) calculates the estimates of the arguments of a general linear
regression model for a new dependent variable after a call to nag_regsn_mult_linear (g02dac).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_newyvar (Integer n, const double wt[],
double *rss, Integer ip, Integer rank, double cov[], double q[],
Integer tdq, Nag_Boolean svd, const double p[], const double y[],
double b[], double se[], double res[], const double com_ar[],
NagError *fail)

3 Description

nag_regsn_mult_linear_newyvar (g02dgc) uses the results given by nag_regsn_mult_linear (g02dac) to
fit the same set of independent variables to a new dependent variable.

nag_regsn_mult_linear (g02dac) computes a QR decomposition of the matrix of p independent
variables and also, if the model is not of full rank, a singular value decomposition (SVD). These results
can be used to compute estimates of the arguments for a general linear model with a new dependent
variable. The QR decomposition leads to the formation of an upper triangular p by p matrix R and an n
by n orthogonal matrix Q. In addition the vector c ¼ QTy (or QTW 1=2y) is computed. For a new
dependent variable, ynew, nag_regsn_mult_linear_newyvar (g02dgc) computes a new value of
c ¼ QTynew or QTW 1=2ynew.

If R is of full rank, then the least squares parameter estimates, �̂, are the solution to: R�̂ ¼ c1, where c1
is the first p elements of c.

If R is not of full rank, then nag_regsn_mult_linear (g02dac) will have computed the SVD of R,

R ¼ Q� D 0
0 0

� �
P T

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R, and Q� and
P are p by p orthogonal matrices. This gives the solution

�̂ ¼ P1D
�1QT

�1c1

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ and Q�1 being the first k columns of Q�. Details of
the SVD are made available by nag_regsn_mult_linear (g02dac) in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
:

The matrix Q� is made available through the com_ar argument of nag_regsn_mult_linear (g02dac).

In addition to parameter estimates, the new residuals are computed and the variance-covariance matrix
of the parameter estimates are found by scaling the variance-covariance matrix for the original
regression.
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4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

Searle S R (1971) Linear Models Wiley

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

2: wt½n� – const double Input

On entry: optionally, the weights to be used in the weighted regression.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with nonzero weights. The values
of res and h will be set to zero for observations with zero weights (see nag_regsn_mult_linear
(g02dac)).

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraint: if wt is not NULL, wt½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; n.

3: rss – double * Input/Output

On entry: the residual sum of squares for the original dependent variable.

On exit: the residual sum of squares for the new dependent variable.

4: ip – Integer Input

On entry: the number p of independent variables in the model (including the mean if fitted).

Constraint: 1 � ip � n.

5: rank – Integer Input

On entry: the rank of the independent variables, as given by nag_regsn_mult_linear (g02dac).

Constraint: rank > 0 and if svd ¼ Nag FALSE, rank ¼ ip otherwise rank � ip.

6: cov½ip� ipþ 1ð Þ=2� – double Input/Output

On entry: the covariance matrix of the parameter estimates as given by nag_regsn_mult_linear
(g02dac).

On exit: the upper triangular part of the variance-covariance matrix of the ip parameter estimates
given in b. They are stored packed by column, i.e., the covariance between the parameter
estimate given in b½i� and the parameter estimate given in b½j�, j 	 i, is stored in
cov½j jþ 1ð Þ=2þ i� for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; iþ 1; . . . ; ip� 1.

7: q½n� tdq� – double Input/Output

Note: the i; jð Þth element of the matrix Q is stored in q½ i� 1ð Þ � tdqþ j� 1�.
On entry: the results of the QR decomposition as returned by nag_regsn_mult_linear (g02dac).

On exit: the first column of q contains the new values of c, the remainder of q will be unchanged.
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8: tdq – Integer Input

On entry: the stride separating matrix column elements in the array q.

Constraint: tdq 	 ipþ 1.

9: svd – Nag_Boolean Input

On entry: indicates if a singular value decomposition was used by nag_regsn_mult_linear
(g02dac).

svd ¼ Nag TRUE
A singular value decomposition was used by nag_regsn_mult_linear (g02dac).

svd ¼ Nag FALSE
A singular value decomposition was not used by nag_regsn_mult_linear (g02dac).

10: p½2� ipþ ip� ip� – const double Input

On entry: details of the QR decomposition and SVD, if used, as returned in array p by
nag_regsn_mult_linear (g02dac).

If svd ¼ Nag FALSE, only the first ip elements of p are used, these will contain details of the
Householder vector in the QR decomposition (Sections 2.2.1 and 3.3.6 in the f08 Chapter
Introduction).

If svd ¼ Nag TRUE, the first ip elements of p will contain details of the Householder vector in
the QR decomposition (Sections 2.2.1 and 3.3.6 in the f08 Chapter Introduction) and the next ip
elements of p contain singular values. The following ip by ip elements contain the matrix P �

stored by rows.

11: y½n� – const double Input

On entry: the new dependent variable ynew.

12: b½ip� – double Output

On exit: b½i�, i ¼ 0; 1; . . . ; ip� 1 contain the least squares estimates of the arguments of the
regression model, �̂.

13: se½ip� – double Output

On exit: se½i�, i ¼ 0; 1; . . . ; ip� 1 contain the standard errors of the ip parameter estimates given
in b.

14: res½n� – double Output

On exit: the residuals for the new regression model.

15: com ar½5� ip� 1ð Þ � ip� – const double Input

On entry: if svd ¼ Nag TRUE, com_ar must be unaltered from the previous call to
nag_regsn_mult_linear (g02dac).

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, n ¼ valueh i while ip ¼ valueh i. These arguments must satisfy n 	 ip.
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On entry, tdq ¼ valueh i while ipþ 1 ¼ valueh i. These arguments must satisfy tdq 	 ipþ 1.

NE_INT_ARG_LE

On entry, rank ¼ valueh i.
Constraint: rank > 0.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

NE_REAL_ARG_LE

On entry, rss must not be less than or equal to 0.0: rss ¼ valueh i.

NE_REAL_ARG_LT

On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.

NE_SVD_RANK_GT_IP

On entry, the Boolean variable, svd, is Nag_TRUE and rank must not be greater than ip: rank =
valueh i, ip ¼ valueh i.

NE_SVD_RANK_NE_IP

On entry, the Boolean variable, svd, is Nag_FALSE and rank must be equal to ip:
rank ¼ valueh i, ip ¼ valueh i.

7 Accuracy

The same accuracy as nag_regsn_mult_linear (g02dac) is obtained.

8 Parallelism and Performance

nag_regsn_mult_linear_newyvar (g02dgc) is not threaded in any implementation.

9 Further Comments

The values of the leverages, hi, are unaltered by a change in the dependent variable so a call to
nag_regsn_std_resid_influence (g02fac) can be made using the value of h from nag_regsn_mult_linear
(g02dac).

10 Example

A dataset consisting of 12 observations with four independent variables and two dependent variables is
read in. A model with all four independent variables is fitted to the first dependent variable by
nag_regsn_mult_linear (g02dac) and the results printed. The model is then fitted to the second
dependent variable by nag_regsn_mult_linear_newyvar (g02dgc) and those results printed.

10.1 Program Text

/* nag_regsn_mult_linear_newyvar (g02dgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

g02dgc NAG Library Manual

g02dgc.4 Mark 26



#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define XM(I, J) xm[(I) *tdxm + J]

int main(void)
{

Nag_Boolean svd;
Integer exit_status = 0, i, ip, j, m, n, rank, *sx = 0, tdq, tdxm;
NagError fail;
Nag_IncludeMean mean;
Nag_Boolean weight;
char nag_enum_arg[40];
double df, rss, tol;
double *b = 0, *com_ar = 0, *cov = 0, *h = 0, *newy = 0, *p = 0;
double *q = 0, *res = 0, *se = 0, *wt = 0, *wtptr, *xm = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_newyvar (g02dgc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
if (n >= 2 && m >= 1) {

if (!(h = NAG_ALLOC(n, double)) ||
!(newy = NAG_ALLOC(n, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(xm = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdxm = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
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#ifdef _WIN32
scanf_s("%lf", &XM(i, j));

#else
scanf("%lf", &XM(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf%lf%lf", &y[i], &wt[i], &newy[i]);
#else

scanf("%lf%lf%lf", &y[i], &wt[i], &newy[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &XM(i, j));
#else

scanf("%lf", &XM(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &newy[i]);
#else

scanf("%lf%lf", &y[i], &newy[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else

scanf("%" NAG_IFMT "", &ip);
#endif

if (!(b = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(p = NAG_ALLOC(ip * (ip + 2), double)) ||
!(q = NAG_ALLOC(n * (ip + 1), double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(com_ar = NAG_ALLOC(5 * (ip - 1) + ip * ip, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdq = ip + 1;

/* Set tolerance */
tol = 0.00001e0;
/* Fit initial model using nag_regsn_mult_linear (g02dac) */
/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, xm, tdxm, m, sx, ip,
y, wtptr, &rss, &df, b, se, cov, res, h, q,
tdq, &svd, &rank, p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Results from g02dac\n\n");
if (svd)

printf("Model not of full rank\n\n");
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printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");

/* nag_regsn_mult_linear_newyvar (g02dgc).
* Fits a general linear regression model to new dependent
* variable
*/

nag_regsn_mult_linear_newyvar(n, wtptr, &rss, ip, rank, cov, q, tdq, svd, p,
newy, b, se, res, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_newyvar (g02dgc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Results for second y-variable using "

"nag_regsn_mult_linear_newyvar (g02dgc)\n\n");
printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");

END:
NAG_FREE(h);
NAG_FREE(newy);
NAG_FREE(res);
NAG_FREE(wt);
NAG_FREE(xm);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(q);
NAG_FREE(se);
NAG_FREE(com_ar);

return exit_status;
}

10.2 Program Data

nag_regsn_mult_linear_newyvar (g02dgc) Example Program Data
12 4 Nag_FALSE Nag_MeanInclude

1.0 0.0 0.0 0.0 33.63 63.0
0.0 0.0 0.0 1.0 39.62 69.0
0.0 1.0 0.0 0.0 38.18 68.0
0.0 0.0 1.0 0.0 41.46 71.0
0.0 0.0 0.0 1.0 38.02 68.0
0.0 1.0 0.0 0.0 35.83 65.0
0.0 0.0 0.0 1.0 35.99 65.0
1.0 0.0 0.0 0.0 36.58 66.0
0.0 0.0 1.0 0.0 42.92 72.0
1.0 0.0 0.0 0.0 37.80 67.0
0.0 0.0 1.0 0.0 40.43 70.0
0.0 1.0 0.0 0.0 37.89 67.0
1 1 1 1 5
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10.3 Program Results

nag_regsn_mult_linear_newyvar (g02dgc) Example Program Results
Results from g02dac

Model not of full rank

Residual sum of squares = 2.2227e+01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 3.0557e+01 3.8494e-01
2 5.4467e+00 8.3896e-01
3 6.7433e+00 8.3896e-01
4 1.1047e+01 8.3896e-01
5 7.3200e+00 8.3896e-01

Results for second y-variable using nag_regsn_mult_linear_newyvar (g02dgc)

Residual sum of squares = 2.4000e+01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 5.4067e+01 4.0000e-01
2 1.1267e+01 8.7178e-01
3 1.2600e+01 8.7178e-01
4 1.6933e+01 8.7178e-01
5 1.3267e+01 8.7178e-01
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NAG Library Function Document

nag_regsn_mult_linear_tran_model (g02dkc)

1 Purpose

nag_regsn_mult_linear_tran_model (g02dkc) calculates the estimates of the arguments of a general
linear regression model for given constraints from the singular value decomposition results.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_tran_model (Integer ip, Integer iconst,
const double p[], const double c[], Integer tdc, double b[], double rss,
double df, double se[], double cov[], NagError *fail)

3 Description

nag_regsn_mult_linear_tran_model (g02dkc) computes the estimates given a set of linear constraints for
a general linear regression model which is not of full rank. It is intended for use after a call to
nag_regsn_mult_linear (g02dac) or nag_regsn_mult_linear_upd_model (g02ddc).

In the case of a model not of full rank the functions use a singular value decomposition (SVD) to find
the parameter estimates, �̂svd, and their variance-covariance matrix. Details of the SVD are made
available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
as described by nag_regsn_mult_linear (g02dac) and nag_regsn_mult_linear_upd_model (g02ddc).

Alternative solutions can be formed by imposing constraints on the arguments. If there are p arguments
and the rank of the model is k, then nc ¼ p� k constraints will have to be imposed to obtain a unique
solution.

Let C be a p by nc matrix of constraints, such that

CT� ¼ 0;

then the new parameter estimates �̂c are given by:

�̂c ¼ A�̂svd

¼ I � P 0 C
TP0ð Þ�1

� �
�̂svd

;

where I is the identity matrix, and the variance-covariance matrix is given by:

AP1D
�2PT

1 A
T

provided CTP0ð Þ�1 exists.
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5 Arguments

1: ip – Integer Input

On entry: the number of terms in the linear model, p.

Constraint: ip 	 1.

2: iconst – Integer Input

On entry: the number of constraints to be imposed on the arguments, nc.

Constraint: 0 < iconst < ip.

3: p½ip� ipþ 2� ip� – const double Input

On entry: p as returned by nag_regsn_mult_linear (g02dac) and nag_regsn_mult_linear_upd_mo
del (g02ddc).

4: c½ip� tdc� – const double Input

Note: the i; jð Þth element of the matrix C is stored in c½ i� 1ð Þ � tdcþ j� 1�.
On entry: the iconst constraints stored by column, i.e., the ith constraint is stored in the ith
column of c.

5: tdc – Integer Input

On entry: the stride separating matrix column elements in the array c.

Constraint: tdc 	 iconst.

6: b½ip� – double Input/Output

On entry: the parameter estimates computed by using the singular value decomposition, �̂svd.

On exit: the parameter estimates of the arguments with the constraints imposed, �̂c.

7: rss – double Input

On entry: the residual sum of squares as returned by nag_regsn_mult_linear (g02dac) or
nag_regsn_mult_linear_upd_model (g02ddc).

Constraint: rss > 0:0.

8: df – double Input

On entry: the degrees of freedom associated with the residual sum of squares as returned by
nag_regsn_mult_linear (g02dac) or nag_regsn_mult_linear_upd_model (g02ddc).

Constraint: df > 0:0.

9: se½ip� – double Output

On exit: the standard error of the parameter estimates in b.
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10: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the upper triangular part of the variance-covariance matrix of the ip parameter estimates
given in b. They are stored packed by column, i.e., the covariance between the parameter
estimate given in b½i� and the parameter estimate given in b½j�, j 	 i, is stored in
cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, iconst ¼ valueh i while ip ¼ valueh i. These arguments must satisfy iconst < ip.

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while iconst ¼ valueh i. These arguments must satisfy tdc 	 iconst.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LE

On entry, iconst ¼ valueh i.
Constraint: iconst > 0.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

NE_MAT_NOT_FULL_RANK

Matrix c does not give a model of full rank.

NE_REAL_ARG_LE

On entry, df must not be less than or equal to 0.0: df ¼ valueh i.
On entry, rss must not be less than or equal to 0.0: rss ¼ valueh i.

7 Accuracy

It should be noted that due to rounding errors an argument that should be zero when the constraints
have been imposed may be returned as a value of order machine precision.

8 Parallelism and Performance

nag_regsn_mult_linear_tran_model (g02dkc) is not threaded in any implementation.

9 Further Comments

nag_regsn_mult_linear_tran_model (g02dkc) is intended for use in situations in which dummy (0-1)
variables have been used such as in the analysis of designed experiments when you do not wish to
change the arguments of the model to give a full rank model. The function is not intended for situations
in which the relationships between the independent variables are only approximate.
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10 Example

Data from an experiment with four treatments and three observations per treatment are read in. A
model, including the mean term, is fitted by nag_regsn_mult_linear (g02dac) and the results printed.
The constraint that the sum of treatment effects is zero is then read in and the parameter estimates with
this constraint imposed are computed by nag_regsn_mult_linear_tran_model (g02dkc) and printed.

10.1 Program Text

/* nag_regsn_mult_linear_tran_model (g02dkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define C(I, J) c[(I) *tdc + J]
int main(void)
{

Integer exit_status = 0, i, iconst, ip, j, m, n, rank, *sx = 0, tdc,
tdq, tdx;

double df, rss, tol;
double *b = 0, *c = 0, *com_ar = 0, *cov = 0, *h = 0, *p = 0;
double *q = 0, *res = 0, *se = 0, *wt = 0, *wtptr, *x = 0, *y = 0;
char nag_enum_arg[40];
Nag_Boolean svd, weight;
Nag_IncludeMean mean;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_tran_model (g02dkc) Example Program "
"Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
if (n >= 2 && m >= 1) {

if (!(h = NAG_ALLOC(n, double)) ||
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!(res = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else

scanf("%" NAG_IFMT "", &ip);
#endif

if (!(b = NAG_ALLOC(ip, double)) ||
!(c = NAG_ALLOC((ip) * (ip), double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(p = NAG_ALLOC(ip * (ip + 2), double)) ||
!(q = NAG_ALLOC(n * (ip + 1), double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(com_ar = NAG_ALLOC(4 * ip * ip + 5 * (ip - 1), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;
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}
tdq = ip + 1;
tdc = ip;

/* Set tolerance */
tol = 0.00001e0;
/* Find initial estimates using nag_regsn_mult_linear (g02dac) */
/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, x, tdx, m, sx, ip, y, wtptr,
&rss, &df, b, se, cov, res, h, q, tdq,
&svd, &rank, p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Estimates from g02dac\n\n");
printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");
/*
* Input constraints and call nag_regsn_mult_linear_tran_model (g02dkc)
*/

iconst = ip - rank;
for (i = 0; i < ip; ++i)

for (j = 0; j < iconst; ++j)
#ifdef _WIN32

scanf_s("%lf", &C(i, j));
#else

scanf("%lf", &C(i, j));
#endif

/* nag_regsn_mult_linear_tran_model (g02dkc).
* Estimates of parameters of a general linear regression
* model for given constraints
*/

nag_regsn_mult_linear_tran_model(ip, iconst, p, c, tdc, b, rss, df, se, cov,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear_tran_model (g02dkc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Estimates from nag_regsn_mult_linear_tran_model (g02dkc) using "

"constraints\n\n");
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");

END:
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(q);
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NAG_FREE(se);
NAG_FREE(com_ar);

return exit_status;
}

10.2 Program Data

nag_regsn_mult_linear_tran_model (g02dkc) Example Program Data
12 4 Nag_FALSE Nag_MeanInclude

1.0 0.0 0.0 0.0 33.63
0.0 0.0 0.0 1.0 39.62
0.0 1.0 0.0 0.0 38.18
0.0 0.0 1.0 0.0 41.46
0.0 0.0 0.0 1.0 38.02
0.0 1.0 0.0 0.0 35.83
0.0 0.0 0.0 1.0 35.99
1.0 0.0 0.0 0.0 36.58
0.0 0.0 1.0 0.0 42.92
1.0 0.0 0.0 0.0 37.80
0.0 0.0 1.0 0.0 40.43
0.0 1.0 0.0 0.0 37.89
1 1 1 1 5

0.0
1.0
1.0
1.0
1.0

10.3 Program Results

nag_regsn_mult_linear_tran_model (g02dkc) Example Program Results
Estimates from g02dac

Residual sum of squares = 2.2227e+01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 3.0557e+01 3.8494e-01
2 5.4467e+00 8.3896e-01
3 6.7433e+00 8.3896e-01
4 1.1047e+01 8.3896e-01
5 7.3200e+00 8.3896e-01

Estimates from nag_regsn_mult_linear_tran_model (g02dkc) using constraints

Variable Parameter estimate Standard error

1 3.8196e+01 4.8117e-01
2 -2.1925e+00 8.3342e-01
3 -8.9583e-01 8.3342e-01
4 3.4075e+00 8.3342e-01
5 -3.1917e-01 8.3342e-01
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NAG Library Function Document

nag_regsn_mult_linear_est_func (g02dnc)

1 Purpose

nag_regsn_mult_linear_est_func (g02dnc) gives the estimate of an estimable function along with its
standard error.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_mult_linear_est_func (Integer ip, Integer rank,
const double b[], const double cov[], const double p[],
const double f[], Nag_Boolean *est, double *stat, double *sestat,
double *t, double tol, NagError *fail)

3 Description

This function computes the estimates of an estimable function for a general linear regression model
which is not of full rank. It is intended for use after a call to nag_regsn_mult_linear (g02dac) or
nag_regsn_mult_linear_upd_model (g02ddc). An estimable function is a linear combination of the
arguments such that it has a unique estimate. For a full rank model all linear combinations of arguments
are estimable.

In the case of a model not of full rank the functions use a singular value decomposition (SVD) to find
the parameter estimates, �̂, and their variance-covariance matrix. Given the upper triangular matrix R
obtained from the QR decomposition of the independent variables the SVD gives:

R ¼ Q� D 0
0 0

� �
P T

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R, and Q� and
P are p by p orthogonal matrices. This leads to a solution:

�̂ ¼ P1D
�1QT

�1c1

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ, Q�1 being the first k columns of Q� and c1 being
the first p elements of c.

Details of the SVD are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
as given by nag_regsn_mult_linear (g02dac) and nag_regsn_mult_linear_upd_model (g02ddc).

A linear function of the arguments, F ¼ fT�, can be tested to see if it is estimable by computing
� ¼ PT

0 f . If � is zero, then the function is estimable, if not, the function is not estimable. In practice �j j
is tested against some small quantity �.

Given that F is estimable it can be estimated by fT�̂ and its standard error calculated from the
variance-covariance matrix of �̂, C�, as

se Fð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
fTC�f

q
Also a t-statistic:
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t ¼ fT�̂

se Fð Þ;

can be computed. The t-statistic will have a Student's t-distribution with degrees of freedom as given by
the degrees of freedom for the residual sum of squares for the model.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

Searle S R (1971) Linear Models Wiley

5 Arguments

1: ip – Integer Input

On entry: the number of terms in the linear model, p.

Constraint: ip 	 1.

2: rank – Integer Input

On entry: the rank of the independent variables, k.

Constraint: 1 � rank � ip.

3: b½ip� – const double Input

On entry: the ip values of the estimates of the arguments of the model, �̂.

4: cov½ip� ipþ 1ð Þ=2� – const double Input

On entry: the upper triangular part of the variance-covariance matrix of the ip parameter
estimates given in b. They are stored packed by column, i.e., the covariance between the
parameter estimate given in b½i� and the parameter estimate given in b½j�, j 	 i, is stored in
cov½j j þ 1ð Þ=2þ i� , for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

5: p½ip� ipþ 2� ip� – const double Input

On entry: p as returned by nag_regsn_mult_linear (g02dac) or nag_regsn_mult_linear_upd_model
(g02ddc).

6: f½ip� – const double Input

On entry: the linear function to be estimated, f .

7: est – Nag_Boolean * Output

On exit: est indicates if the function was estimable.

est ¼ Nag TRUE
The function is estimable.

est ¼ Nag FALSE
The function is not estimable and stat, sestat and t are not set.

8: stat – double * Output

On exit: if est ¼ Nag TRUE, stat contains the estimate of the function, fT�̂.
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9: sestat – double * Output

On exit: if est ¼ Nag TRUE, sestat contains the standard error of the estimate of the function,
se Fð Þ.

10: t – double * Output

On exit: if est ¼ Nag TRUE, t contains the t-statistic for the test of the function being equal to
zero.

11: tol – double Input

On entry: tol is the tolerance value used in the check for estimability, �. If tol � 0:0,ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used instead.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, ip ¼ valueh i while rank ¼ valueh i. These arguments must satisfy rank � ip.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, rank ¼ valueh i.
Constraint: rank 	 1.

NE_RANK_EQ_IP

On entry, rank ¼ ip. In this case, the boolean variable est is returned as Nag_TRUE and all
statistics are calculated.

NE_STDES_ZERO

se Fð Þ ¼ 0:0 probably due to rounding error or due to incorrectly specified inputs cov and f.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_regsn_mult_linear_est_func (g02dnc) is not threaded in any implementation.

9 Further Comments

The value of estimable functions is independent of the solution chosen from the many possible
solutions. While nag_regsn_mult_linear_est_func (g02dnc) may be used to estimate functions of the
arguments of the model as computed by nag_regsn_mult_linear_tran_model (g02dkc), �c, these must be
expressed in terms of the original arguments, �. The relation between the two sets of arguments may
not be straightforward.
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10 Example

Data from an experiment with four treatments and three observations per treatment are read in. A
model, with a mean term, is fitted by nag_regsn_mult_linear (g02dac). The number of functions to be
tested is read in, then the linear functions themselves are read in and tested with
nag_regsn_mult_linear_est_func (g02dnc). The results of nag_regsn_mult_linear_est_func (g02dnc)
are printed.

10.1 Program Text

/* nag_regsn_mult_linear_est_func (g02dnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, ip, j, m, n, nestern, rank, *sx = 0, tdq, tdx;
double *b = 0, *com_ar = 0, *cov = 0, df, *f = 0, *h = 0, *p = 0;
double *q = 0, *res = 0, rss, *se = 0, sestat, stat, t, tol;
double *wt = 0, *wtptr, *x = 0, *y = 0;
char nag_enum_arg[40];
Nag_Boolean est, svd, weight;
Nag_IncludeMean mean;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_mult_linear_est_func (g02dnc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);

if (n >= 2 && m >= 1) {
if (!(h = NAG_ALLOC(n, double)) ||

!(res = NAG_ALLOC(n, double)) ||
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!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else

scanf("%" NAG_IFMT "", &ip);
#endif

if (!(b = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(f = NAG_ALLOC(ip, double)) ||
!(p = NAG_ALLOC(ip * (ip + 2), double)) ||
!(q = NAG_ALLOC(n * (ip + 1), double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(com_ar = NAG_ALLOC(ip * ip + 5 * (ip - 1), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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tdq = ip + 1;

/* Set tolerance */
tol = 0.00001e0;

/*
* Find initial estimates using g02dac
*/

/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, x, tdx, m, sx, ip, y, wtptr,
&rss, &df, b, se, cov, res, h, q, tdq,
&svd, &rank, p, tol, com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g02dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Estimates from g02dac\n\n");
printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 0; j < ip; j++)

printf("%6" NAG_IFMT "%20.4e%20.4e\n", j + 1, b[j], se[j]);
printf("\n");

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nestern);

#else
scanf("%" NAG_IFMT "", &nestern);

#endif
for (i = 1; i <= nestern; ++i) {

for (j = 0; j < ip; ++j)
#ifdef _WIN32

scanf_s("%lf", &f[j]);
#else

scanf("%lf", &f[j]);
#endif

/* nag_regsn_mult_linear_est_func (g02dnc).
* Estimate of an estimable function for a general linear
* regression model
*/

nag_regsn_mult_linear_est_func(ip, rank, b, cov, p, f, &est, &stat,
&sestat, &t, tol, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_RANK_EQ_IP) {
printf("\n");
printf("Function %" NAG_IFMT "\n\n", i);
for (j = 0; j < ip; ++j)

printf("%8.2f%c", f[j], (j % 5 == 4 || j == ip - 1) ? ’\n’ : ’ ’);
printf("\n");
if (est)

printf(" stat = %10.4f se = %10.4f t = %10.4f\n", stat, sestat, t);
else

printf("Function not estimable\n");
}
else {

printf("Error from nag_regsn_mult_linear_est_func (g02dnc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(wt);
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NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(f);
NAG_FREE(p);
NAG_FREE(q);
NAG_FREE(se);
NAG_FREE(com_ar);
return exit_status;

}

10.2 Program Data

nag_regsn_mult_linear_est_func (g02dnc) Example Program Data
12 4 Nag_FALSE Nag_MeanInclude

1.0 0.0 0.0 0.0 33.63
0.0 0.0 0.0 1.0 39.62
0.0 1.0 0.0 0.0 38.18
0.0 0.0 1.0 0.0 41.46
0.0 0.0 0.0 1.0 38.02
0.0 1.0 0.0 0.0 35.83
0.0 0.0 0.0 1.0 35.99
1.0 0.0 0.0 0.0 36.58
0.0 0.0 1.0 0.0 42.92
1.0 0.0 0.0 0.0 37.80
0.0 0.0 1.0 0.0 40.43
0.0 1.0 0.0 0.0 37.89
1 1 1 1 5
3
1.0 1.0 0.0 0.0 0.0
0.0 1.0 -1.0 0.0 0.0
0.0 1.0 0.0 0.0 0.0

10.3 Program Results

nag_regsn_mult_linear_est_func (g02dnc) Example Program Results

Estimates from g02dac

Residual sum of squares = 2.2227e+01
Degrees of freedom = 8.0

Variable Parameter estimate Standard error

1 3.0557e+01 3.8494e-01
2 5.4467e+00 8.3896e-01
3 6.7433e+00 8.3896e-01
4 1.1047e+01 8.3896e-01
5 7.3200e+00 8.3896e-01

Function 1

1.00 1.00 0.00 0.00 0.00

stat = 36.0033 se = 0.9623 t = 37.4119

Function 2

0.00 1.00 -1.00 0.00 0.00

stat = -1.2967 se = 1.3610 t = -0.9528
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Function 3

0.00 1.00 0.00 0.00 0.00

Function not estimable
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NAG Library Function Document

nag_all_regsn (g02eac)

1 Purpose

nag_all_regsn (g02eac) calculates the residual sums of squares for all possible linear regressions for a
given set of independent variables.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_all_regsn (Nag_OrderType order, Nag_IncludeMean mean, Integer n,
Integer m, const double x[], Integer pdx, const char *var_names[],
const Integer sx[], const double y[], const double wt[], Integer *nmod,
const char *model[], double rss[], Integer nterms[], Integer mrank[],
NagError *fail)

3 Description

For a set of k possible independent variables there are 2k linear regression models with from zero to k
independent variables in each model. For example if k ¼ 3 and the variables are A, B and C then the
possible models are:

(i) null model

(ii) A

(iii) B

(iv) C

(v) A and B

(vi) A and C

(vii) B and C

(viii) A, B and C.

nag_all_regsn (g02eac) calculates the residual sums of squares from each of the 2k possible models.
The method used involves a QR decomposition of the matrix of possible independent variables.
Independent variables are then moved into and out of the model by a series of Givens rotations and the
residual sums of squares computed for each model; see Clark (1981) and Smith and Bremner (1989).

The computed residual sums of squares are then ordered first by increasing number of terms in the
model, then by decreasing size of residual sums of squares. So the first model will always have the
largest residual sum of squares and the 2k th will always have the smallest. This aids you in selecting the
best possible model from the given set of independent variables.

nag_all_regsn (g02eac) allows you to specify some independent variables that must be in the model, the
forced variables. The other independent variables from which the possible models are to be formed are
the free variables.
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4 References

Clark M R B (1981) A Givens algorithm for moving from one linear model to another without going
back to the data Appl. Statist. 30 198–203

Smith D M and Bremner J M (1989) All possible subset regressions using the QR decomposition
Comput. Statist. Data Anal. 7 217–236

Weisberg S (1985) Applied Linear Regression Wiley

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, intercept, will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero-point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

3: n – Integer Input

On entry: n, the number of observations.

Constraints:

n 	 2;
n 	 m, is the number of independent variables to be considered (forced plus free plus
mean if included), as specified by mean and sx.

4: m – Integer Input

On entry: the number of variables contained in x.

Constraint: m 	 2.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation for the jth independent variable, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

6: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.
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Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

7: var names½m� – const char * Input

On entry: var names i � 1½ � must contain the name of the independent variable in row i of x, for
i ¼ 1; 2; . . . ;m.

8: sx½m� – const Integer Input

On entry: indicates which independent variables are to be considered in the model.

sx½j� 1� 	 2
The variable contained in the jth column of X is included in all regression models, i.e., is
a forced variable.

sx½j� 1� ¼ 1
The variable contained in the jth column of X is included in the set from which the
regression models are chosen, i.e., is a free variable.

sx½j� 1� ¼ 0
The variable contained in the jth column of X is not included in the models.

Constraints:

sx½j � 1� 	 0, for j ¼ 1; 2; . . . ;m;
at least one value of sx ¼ 1.

9: y½n� – const double Input

On entry: y½i � 1� must contain the ith observation on the dependent variable, yi, for
i ¼ 1; 2; . . . ; n.

10: wt½n� – const double Input

On entry: optionally, the weights to be used in the weighted regression.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with nonzero weights.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraint: if wt is not NULL, wt½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ; n.

11: nmod – Integer * Output

On exit: the total number of models for which residual sums of squares have been calculated.

12: model½dim� – const char * Output

Note: the dimension, dim, of the array model must be at least big enough to hold the names of
all the free independent variables which appear in all the models. This will never exceed 2k �m,
where k is the number of free variables in the model.

On exit: the names of the independent variables in each model, represented as pointers to the
names provided by you in var_names. The model names are stored as follows:

if the first model has three names, i.e., nterms½0� ¼ 3; then model½0�, model½1� and
model½2� will contain these three names;

if the second model has two names, i.e., nterms½1� ¼ 2; then model½3�, model½4� will
contain these two names.

g02 – Correlation and Regression Analysis g02eac

Mark 26 g02eac.3



13: rss½max 2k;m
� �

� – double Output

On exit: rss½i � 1� contains the residual sum of squares for the ith model, for i ¼ 1; 2; . . . ; nmod.

14: nterms½max 2k ;m
� �

� – Integer Output

On exit: nterms½i � 1� contains the number of independent variables in the ith model, not
including the mean if one is fitted, for i ¼ 1; 2; . . . ;nmod.

15: mrank½max 2k;m
� �

� – Integer Output

On exit: mrank½i� 1� contains the rank of the residual sum of squares for the ith model.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FREE_VARS

There are no free x variables.

NE_FULL_RANK

Full model is not of full rank.

NE_INDEP_VARS_OBS

Number of requested x-variables 	 number of observations.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INT_ARRAY_ELEM_CONS

On entry, sx½ valueh i� < 0.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY_ELEM_CONS

On entry, wt½ valueh i� < 0:0.

7 Accuracy

For a discussion of the improved accuracy obtained by using a method based on the QR decomposition
see Smith and Bremner (1989).

8 Parallelism and Performance

nag_all_regsn (g02eac) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_all_regsn (g02eac) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_cp_stat (g02ecc) may be used to compute R2 and Cp-values from the results of nag_all_regsn
(g02eac).

If a mean has been included in the model and no variables are forced in then rss½0� contains the total
sum of squares and in many situations a reasonable estimate of the variance of the errors is given by
rss½nmod� 1�= n� 1� nterms½nmod� 1�ð Þ.

10 Example

The data for this example is given in Weisberg (1985). The independent variables and the dependent
variable are read, as are the names of the variables. These names are as given in Weisberg (1985). The
residual sums of squares computed and printed with the names of the variables in the model.

10.1 Program Text

/* nag_all_regsn (g02eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
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#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Scalars */
Integer exit_status, free_vars, i, ii, j, m, n, nmod, pdx;
NagError fail;
Nag_OrderType order;

/* Arrays */
char **model = 0;
const char *var_names[] = { "DAY", "BOD", "TKN", "TS", "TVS", "COD" };
double *rss = 0, *x = 0, *y = 0, *wtptr = 0;
Integer *sx = 0, *mrank = 0, *nterms = 0;

/* For iteration over model */
Integer model_index = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]
#else
#define X(I, J) x[(I-1)*pdx + J - 1]
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_all_regsn (g02eac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#endif

/* Allocate memory */
if (!(x = NAG_ALLOC(n * m, double)) ||

!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdx = n;
order = Nag_ColMajor;

#else
pdx = m;
order = Nag_RowMajor;

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32
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scanf_s("%lf%*[^\n] ", &y[i - 1]);
#else

scanf("%lf%*[^\n] ", &y[i - 1]);
#endif

}

free_vars = 1;
for (j = 1; j <= m; ++j) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j - 1]);

#else
scanf("%" NAG_IFMT "", &sx[j - 1]);

#endif
if (sx[j - 1] == 1) {

free_vars <<= 1;
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (!(model = NAG_ALLOC(free_vars * m, char *)) ||
!(rss = NAG_ALLOC(free_vars, double)) ||
!(mrank = NAG_ALLOC(free_vars, Integer)) ||
!(nterms = NAG_ALLOC(free_vars, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_all_regsn (g02eac).
* Computes residual sums of squares for all possible linear
* regressions for a set of independent variables
*/

nag_all_regsn(order, Nag_MeanInclude, n, m, x, pdx, var_names, sx, y, wtptr,
&nmod, (const char **) model, rss, nterms, mrank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_all_regsn (g02eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Number of Rss Rank Model\n");
printf("parameters\n");
for (i = 1; i <= nmod; ++i) {

ii = nterms[i - 1];
printf("%8" NAG_IFMT "%11.4f%4" NAG_IFMT " ", ii, rss[i - 1],

mrank[i - 1]);
for (j = 1; j <= ii; ++j)

printf("%-3.3s %s", model[model_index++],
j % 5 == 0 || j == 5 ? "\n" : " ");

printf("\n");
}

END:
NAG_FREE(rss);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(mrank);
NAG_FREE(nterms);
NAG_FREE(model);
return exit_status;

}
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10.2 Program Data

nag_all_regsn (g02eac) Example Program Data
20 6
0. 1125.0 232.0 7160.0 85.9 8905.0 1.5563
7. 920.0 268.0 8804.0 86.5 7388.0 0.8976

15. 835.0 271.0 8108.0 85.2 5348.0 0.7482
22. 1000.0 237.0 6370.0 83.8 8056.0 0.7160
29. 1150.0 192.0 6441.0 82.1 6960.0 0.3010
37. 990.0 202.0 5154.0 79.2 5690.0 0.3617
44. 840.0 184.0 5896.0 81.2 6932.0 0.1139
58. 650.0 200.0 5336.0 80.6 5400.0 0.1139
65. 640.0 180.0 5041.0 78.4 3177.0 -0.2218
72. 583.0 165.0 5012.0 79.3 4461.0 -0.1549
80. 570.0 151.0 4825.0 78.7 3901.0 0.0000
86. 570.0 171.0 4391.0 78.0 5002.0 0.0000
93. 510.0 243.0 4320.0 72.3 4665.0 -0.0969

100. 555.0 147.0 3709.0 74.9 4642.0 -0.2218
107. 460.0 286.0 3969.0 74.4 4840.0 -0.3979
122. 275.0 198.0 3558.0 72.5 4479.0 -0.1549
129. 510.0 196.0 4361.0 57.7 4200.0 -0.2218
151. 165.0 210.0 3301.0 71.8 3410.0 -0.3979
171. 244.0 327.0 2964.0 72.5 3360.0 -0.5229
220. 79.0 334.0 2777.0 71.9 2599.0 -0.0458
0 1 1 1 1 1

10.3 Program Results

nag_all_regsn (g02eac) Example Program Results

Number of Rss Rank Model
parameters

0 5.0634 32
1 5.0219 31 TKN
1 2.5044 30 TVS
1 2.0338 28 BOD
1 1.5563 25 COD
1 1.5370 24 TS
2 2.4381 29 TKN TVS
2 1.7462 27 BOD TVS
2 1.5921 26 BOD TKN
2 1.4963 23 BOD COD
2 1.4707 22 TKN TS
2 1.4590 21 TS TVS
2 1.4397 20 BOD TS
2 1.4388 19 TKN COD
2 1.3287 15 TVS COD
2 1.0850 8 TS COD
3 1.4257 18 BOD TKN TVS
3 1.3900 17 TKN TS TVS
3 1.3894 16 BOD TS TVS
3 1.3204 14 BOD TVS COD
3 1.2764 13 BOD TKN COD
3 1.2582 12 BOD TKN TS
3 1.2179 10 TKN TVS COD
3 1.0644 7 BOD TS COD
3 1.0634 6 TS TVS COD
3 0.9871 4 TKN TS COD
4 1.2199 11 BOD TKN TS TVS
4 1.1565 9 BOD TKN TVS COD
4 1.0388 5 BOD TS TVS COD
4 0.9871 3 BOD TKN TS COD
4 0.9653 2 TKN TS TVS COD
5 0.9652 1 BOD TKN TS TVS COD
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NAG Library Function Document

nag_cp_stat (g02ecc)

1 Purpose

nag_cp_stat (g02ecc) calculates R2 and Cp-values from the residual sums of squares for a series of
linear regression models.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_cp_stat (Nag_IncludeMean mean, Integer n, double sigsq, double tss,
Integer nmod, const Integer nterms[], const double rss[], double rsq[],
double cp[], NagError *fail)

3 Description

When selecting a linear regression model for a set of n observations a balance has to be found between
the number of independent variables in the model and fit as measured by the residual sum of squares.
The more variables included the smaller will be the residual sum of squares. Two statistics can help in
selecting the best model.

(a) R2 represents the proportion of variation in the dependent variable that is explained by the
independent variables.

R2 ¼ Regression Sum of Squares

Total Sum of Squares
;

where Total Sum of Squares ¼ tss ¼
P

y� �yð Þ2 (if mean is fitted, otherwise tss ¼
P
y2) and

Regression Sum of Squares ¼ RegSS ¼ tss� rss, where
rss ¼ residual sum of squares ¼

P
y� ŷð Þ2.

The R2-values can be examined to find a model with a high R2-value but with small number of
independent variables.

(b) Cp statistic.

Cp ¼
rss
�̂2
� n� 2pð Þ;

where p is the number of arguments (including the mean) in the model and �̂2 is an estimate of the
true variance of the errors. This can often be obtained from fitting the full model.

A well fitting model will have Cp ’ p. Cp is often plotted against p to see which models are closest
to the Cp ¼ p line.

nag_cp_stat (g02ecc) may be called after nag_all_regsn (g02eac) which calculates the residual sums of
squares for all possible linear regression models.

4 References

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley

Weisberg S (1985) Applied Linear Regression Wiley
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5 Arguments

1: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, intercept, will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero-point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

2: n – Integer Input

On entry: n, the number of observations used in the regression model.

Constraint: n must be greater than 2� pmax , where pmax is the largest number of independent
variables fitted (including the mean if fitted).

3: sigsq – double Input

On entry: the best estimate of true variance of the errors, �̂2.

Constraint: sigsq > 0:0.

4: tss – double Input

On entry: the total sum of squares for the regression model.

Constraint: tss > 0:0.

5: nmod – Integer Input

On entry: the number of regression models.

Constraint: nmod > 0.

6: nterms½nmod� – const Integer Input

On entry: nterms½i � 1� must contain the number of independent variables (not counting the
mean) fitted to the ith model, for i ¼ 1; 2; . . . ; nmod.

7: rss½nmod� – const double Input

On entry: rss½i� 1� must contain the residual sum of squares for the ith model.

Constraint: rss½i � 1� � tss, for i ¼ 1; 2; . . . ;nmod.

8: rsq½nmod� – double Output

On exit: rsq½i � 1� contains the R2-value for the ith model, for i ¼ 1; 2; . . . ;nmod.

9: cp½nmod� – double Output

On exit: cp½i � 1� contains the Cp-value for the ith model, for i ¼ 1; 2; . . . ; nmod.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nmod ¼ valueh i.
Constraint: nmod > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MODEL_PARAMETERS

On entry, number of parameters for model valueh i is too large for n. n ¼ valueh i, number of
parameters ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, sigsq ¼ valueh i.
Constraint: sigsq > 0:0.

On entry, tss ¼ valueh i.
Constraint: tss > 0:0.

NE_REAL_ARRAY_ELEM_CONS

On entry, cp½ valueh i� ¼ valueh i.
Constraint: cp½i� 	 0:0, for all i.

On entry, rss½ valueh i� ¼ valueh i and tss ¼ valueh i.
Constraint: rss½i� � tss, for all i.

7 Accuracy

Accuracy is sufficient for all practical purposes.

8 Parallelism and Performance

nag_cp_stat (g02ecc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

The data, from an oxygen uptake experiment, is given by Weisberg (1985). The independent and
dependent variables are read and the residual sums of squares for all possible models computed using
nag_all_regsn (g02eac). The values of R2 and Cp are then computed and printed along with the names
of variables in the models.

10.1 Program Text

/* nag_cp_stat (g02ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Scalars */
double sigsq, tss;
Integer exit_status, num_models, i, ii, j, m, n, nmod, pdx;
NagError fail;
Nag_OrderType order;

/* Arrays */
char **model = 0;
double *cp = 0, *rsq = 0, *rss = 0, *wtptr = 0, *x = 0, *y = 0;
Integer *sx = 0, *mrank = 0, *nterms = 0;
const char *var_names[] = { "DAY", "BOD", "TKN", "TS", "TVS", "COD" };

/* For iteration over model */
Integer model_index = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]
#else
#define X(I, J) x[(I-1)*pdx + J - 1]
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_cp_stat (g02ecc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#endif

/* Allocate memory */
if (!(x = NAG_ALLOC(n * m, double)) ||
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!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdx = n;
order = Nag_ColMajor;

#else
pdx = m;
order = Nag_RowMajor;

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &y[i - 1]);
#else

scanf("%lf%*[^\n] ", &y[i - 1]);
#endif

}

num_models = 1;
for (j = 1; j <= m; ++j) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j - 1]);

#else
scanf("%" NAG_IFMT "", &sx[j - 1]);

#endif
if (sx[j - 1] == 1)

num_models <<= 1;
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Allocate memory */
if (!(model = NAG_ALLOC(num_models * m, char *)) ||

!(cp = NAG_ALLOC(num_models, double)) ||
!(rsq = NAG_ALLOC(num_models, double)) ||
!(rss = NAG_ALLOC(num_models, double)) ||
!(mrank = NAG_ALLOC(num_models, Integer)) ||
!(nterms = NAG_ALLOC(num_models, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Calculate residual sums of squares using nag_all_regsn (g02eac) */

/* nag_all_regsn (g02eac).
* Computes residual sums of squares for all possible linear
* regressions for a set of independent variables
*/

nag_all_regsn(order, Nag_MeanInclude, n, m, x, pdx, var_names, sx, y, wtptr,
&nmod, (const char **) model, rss, nterms, mrank, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_all_regsn (g02eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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tss = rss[0];
sigsq = rss[nmod - 1] / (n - nterms[nmod - 1] - 1);
/* nag_cp_stat (g02ecc).
* Calculates R^2 and C_P values from residual sums of
* squares
*/

nag_cp_stat(Nag_MeanInclude, n, sigsq, tss, nmod, nterms, rss, rsq, cp,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_cp_stat (g02ecc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Number of CP RSQ MODEL\n");
printf("parameters\n");
for (i = 1; i <= nmod; ++i) {

ii = nterms[i - 1];
printf(" %7" NAG_IFMT "%11.2f%8.4f ", ii, cp[i - 1], rsq[i - 1]);
for (j = 1; j <= ii; ++j)

printf("%-3.3s %s", model[model_index++],
j % 5 == 0 || j == 5 ? "\n" : " ");

printf("\n");
}

END:
NAG_FREE(model);
NAG_FREE(cp);
NAG_FREE(rsq);
NAG_FREE(rss);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(mrank);
NAG_FREE(nterms);

return exit_status;
}

10.2 Program Data

nag_cp_stat (g02ecc) Example Program Data
20 6
0. 1125.0 232.0 7160.0 85.9 8905.0 1.5563
7. 920.0 268.0 8804.0 86.5 7388.0 0.8976

15. 835.0 271.0 8108.0 85.2 5348.0 0.7482
22. 1000.0 237.0 6370.0 83.8 8056.0 0.7160
29. 1150.0 192.0 6441.0 82.1 6960.0 0.3010
37. 990.0 202.0 5154.0 79.2 5690.0 0.3617
44. 840.0 184.0 5896.0 81.2 6932.0 0.1139
58. 650.0 200.0 5336.0 80.6 5400.0 0.1139
65. 640.0 180.0 5041.0 78.4 3177.0 -0.2218
72. 583.0 165.0 5012.0 79.3 4461.0 -0.1549
80. 570.0 151.0 4825.0 78.7 3901.0 0.0000
86. 570.0 171.0 4391.0 78.0 5002.0 0.0000
93. 510.0 243.0 4320.0 72.3 4665.0 -0.0969

100. 555.0 147.0 3709.0 74.9 4642.0 -0.2218
107. 460.0 286.0 3969.0 74.4 4840.0 -0.3979
122. 275.0 198.0 3558.0 72.5 4479.0 -0.1549
129. 510.0 196.0 4361.0 57.7 4200.0 -0.2218
151. 165.0 210.0 3301.0 71.8 3410.0 -0.3979
171. 244.0 327.0 2964.0 72.5 3360.0 -0.5229
220. 79.0 334.0 2777.0 71.9 2599.0 -0.0458
0 1 1 1 1 1
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10.3 Program Results

nag_cp_stat (g02ecc) Example Program Results

Number of CP RSQ MODEL
parameters

0 55.45 0.0000
1 56.84 0.0082 TKN
1 20.33 0.5054 TVS
1 13.50 0.5983 BOD
1 6.57 0.6926 COD
1 6.29 0.6965 TS
2 21.36 0.5185 TKN TVS
2 11.33 0.6551 BOD TVS
2 9.09 0.6856 BOD TKN
2 7.70 0.7045 BOD COD
2 7.33 0.7095 TKN TS
2 7.16 0.7119 TS TVS
2 6.88 0.7157 BOD TS
2 6.87 0.7158 TKN COD
2 5.27 0.7376 TVS COD
2 1.74 0.7857 TS COD
3 8.68 0.7184 BOD TKN TVS
3 8.16 0.7255 TKN TS TVS
3 8.15 0.7256 BOD TS TVS
3 7.15 0.7392 BOD TVS COD
3 6.51 0.7479 BOD TKN COD
3 6.25 0.7515 BOD TKN TS
3 5.67 0.7595 TKN TVS COD
3 3.44 0.7898 BOD TS COD
3 3.42 0.7900 TS TVS COD
3 2.32 0.8050 TKN TS COD
4 7.70 0.7591 BOD TKN TS TVS
4 6.78 0.7716 BOD TKN TVS COD
4 5.07 0.7948 BOD TS TVS COD
4 4.32 0.8050 BOD TKN TS COD
4 4.00 0.8094 TKN TS TVS COD
5 6.00 0.8094 BOD TKN TS TVS COD
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NAG Library Function Document

nag_step_regsn (g02eec)

1 Purpose

nag_step_regsn (g02eec) carries out one step of a forward selection procedure in order to enable the
‘best’ linear regression model to be found.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_step_regsn (Nag_OrderType order, Integer *istep,
Nag_IncludeMean mean, Integer n, Integer m, const double x[],
Integer pdx, const char *var_names[], const Integer sx[], Integer maxip,
const double y[], const double wt[], double fin, Nag_Boolean *addvar,
const char *newvar[], double *chrss, double *f, const char *model[],
Integer *nterm, double *rss, Integer *idf, Integer *ifr,
const char *free_vars[], double exss[], double q[], Integer pdq,
double p[], NagError *fail)

3 Description

One method of selecting a linear regression model from a given set of independent variables is by
forward selection. The following procedure is used:

(i) Select the best fitting independent variable, i.e., the independent variable which gives the smallest
residual sum of squares. If the F -test for this variable is greater than a chosen critical value, Fc,
then include the variable in the model, else stop.

(ii) Find the independent variable that leads to the greatest reduction in the residual sum of squares
when added to the current model.

(iii) If the F -test for this variable is greater than a chosen critical value, Fc, then include the variable in
the model and go to (ii), otherwise stop.

At any step the variables not in the model are known as the free terms.

nag_step_regsn (g02eec) allows you to specify some independent variables that must be in the model,
these are known as forced variables.

The computational procedure involves the use of QR decompositions, the R and the Q matrices being
updated as each new variable is added to the model. In addition the matrix QTXfree, where Xfree is the
matrix of variables not included in the model, is updated.

nag_step_regsn (g02eec) computes one step of the forward selection procedure at a call. The results
produced at each step may be printed or used as inputs to nag_regsn_mult_linear_upd_model (g02ddc),
in order to compute the regression coefficients for the model fitted at that step. Repeated calls to
nag_step_regsn (g02eec) should be made until F < Fc is indicated.

4 References

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley

Weisberg S (1985) Applied Linear Regression Wiley
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5 Arguments

Note: after the initial call to nag_step_regsn (g02eec) with istep ¼ 0 all arguments except fin must not
be changed by you between calls.

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: istep – Integer * Input/Output

On entry: indicates which step in the forward selection process is to be carried out.

istep ¼ 0
The process is initialized.

Constraint: istep 	 0.

On exit: is incremented by 1.

3: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, intercept, will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero-point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 2.

5: m – Integer Input

On entry: m, the total number of independent variables in the dataset.

Constraint: m 	 1.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation for the jth independent variable, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.
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Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: var names½m� – const char * Input

On entry: var names½i � 1� must contain the name of the independent variable in row i of x, for
i ¼ 1; 2; . . . ;m.

9: sx½m� – const Integer Input

On entry: indicates which independent variables could be considered for inclusion in the
regression.

sx½j� 1� 	 2
The variable contained in the jth column of x is automatically included in the regression
model, for j ¼ 1; 2; . . . ;m.

sx½j� 1� ¼ 1
The variable contained in the jth column of x is considered for inclusion in the regression
model, for j ¼ 1; 2; . . . ;m.

sx½j� 1� ¼ 0
The variable in the jth column is not considered for inclusion in the model, for
j ¼ 1; 2; . . . ;m.

Constraint: sx½j � 1� 	 0 and at least one value of sx½j � 1� ¼ 1, for j ¼ 1; 2; . . . ;m.

10: maxip – Integer Input

On entry: the maximum number of independent variables to be included in the model.

Constraints:

if mean ¼ Nag MeanInclude, maxip 	 1þ number of values of sx > 0;
if mean ¼ Nag MeanZero, maxip 	 number of values of sx > 0.

11: y½n� – const double Input

On entry: the dependent variable.

12: wt½dim� – const double Input

Note: the dimension, dim, of the array wt must be at least n.

On entry: W , wt must contain the weights to be used in the weighted regression.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with nonzero weights.

If weights are not provided then wt must be set to the null pointer, i.e., (double *)0, and the
effective number of observations is n.

Constraint: if wt is not NULL, wt½i� 	 0:0, for i ¼ 0; 1; . . . ;n� 1.

13: fin – double Input

On entry: the critical value of the F statistic for the term to be included in the model, Fc.

Suggested value: 2:0 is a commonly used value in exploratory modelling.

Constraint: fin 	 0:0.
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14: addvar – Nag_Boolean * Output

On exit: indicates if a variable has been added to the model.

addvar ¼ Nag TRUE
A variable has been added to the model.

addvar ¼ Nag FALSE
No variable had an F value greater than Fc and none were added to the model.

15: newvar½1� – const char * Output

On exit: if addvar ¼ Nag TRUE, newvar contains the name of the variable added to the model.

16: chrss – double * Output

On exit: if addvar ¼ Nag TRUE, chrss contains the change in the residual sum of squares due to
adding variable newvar.

17: f – double * Output

On exit: if addvar ¼ Nag TRUE, f contains the F statistic for the inclusion of the variable in
newvar.

18: model½maxip� – const char * Input/Output

On entry: if istep ¼ 0, model need not be set.

If istep 6¼ 0, model must contain the values returned by the previous call to nag_step_regsn
(g02eec).

On exit: the names of the variables in the current model.

19: nterm – Integer * Input/Output

On entry: if istep ¼ 0, nterm need not be set.

If istep 6¼ 0, nterm must contain the value returned by the previous call to nag_step_regsn
(g02eec).

On exit: the number of independent variables in the current model, not including the mean, if
any.

20: rss – double * Input/Output

On entry: if istep ¼ 0, rss need not be set.

If istep 6¼ 0, rss must contain the value returned by the previous call to nag_step_regsn (g02eec).

On exit: the residual sums of squares for the current model.

21: idf – Integer * Input/Output

On entry: if istep ¼ 0, idf need not be set.

If istep 6¼ 0, idf must contain the value returned by the previous call to nag_step_regsn (g02eec).

On exit: the degrees of freedom for the residual sum of squares for the current model.

22: ifr – Integer * Input/Output

On entry: if istep ¼ 0, ifr need not be set.

If istep 6¼ 0, ifr must contain the value returned by the previous call to nag_step_regsn (g02eec).

On exit: the number of free independent variables, i.e., the number of variables not in the model
that are still being considered for selection.
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23: free vars½maxip� – const char * Input/Output

On entry: if istep ¼ 0, free_vars need not be set.

If istep 6¼ 0, free_vars must contain the values returned by the previous call to nag_step_regsn
(g02eec).

On exit: the first ifr values of free_vars contain the names of the free variables.

24: exss½maxip� – double Output

On exit: the first ifr values of exss contain what would be the change in regression sum of
squares if the free variables had been added to the model, i.e., the extra sum of squares for the
free variables. exss½i� 1� contains what would be the change in regression sum of squares if the
variable free vars i� 1½ � had been added to the model.

25: q½dim� – double Input/Output

Note: the dimension, dim, of the array q must be at least

max 1;pdq�maxipþ 2ð Þ when order ¼ Nag ColMajor;
max 1;n� pdqð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix Q is stored in

q½ j� 1ð Þ � pdqþ i� 1� when order ¼ Nag ColMajor;
q½ i� 1ð Þ � pdqþ j� 1� when order ¼ Nag RowMajor.

On entry: if istep ¼ 0, q need not be set.

If istep 6¼ 0, q must contain the values returned by the previous call to nag_step_regsn (g02eec).

On exit: the results of the QR decomposition for the current model:

the first column of q contains c ¼ QTy (or QTW
1
2y where W is the vector of weights if

used);

the upper triangular part of columns 2 to pþ 1 contain the R matrix;

the strictly lower triangular part of columns 2 to pþ 1 contain details of the Q matrix;

the remaining pþ 1 to pþ ifr columns of contain QTXfree (or QTW
1
2Xfree),

where p ¼ nterm, or p ¼ ntermþ 1 if mean ¼ Nag MeanInclude.

26: pdq – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array q.

Constraints:

if order ¼ Nag ColMajor, pdq 	 n;
if order ¼ Nag RowMajor, pdq 	 maxipþ 2.

27: p½maxipþ 1� – double Input/Output

On entry: if istep ¼ 0, p need not be set.

If istep 6¼ 0, p must contain the values returned by the previous call to nag_step_regsn (g02eec).

On exit: the first p elements of p contain details of the QR decomposition, where p ¼ nterm, or
p ¼ ntermþ 1 if mean ¼ Nag MeanInclude.

28: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DENOM_ZERO

Denominator of f statistic is � 0:0.

NE_FREE_VARS

There are no free variables in the regression.

NE_FULL_RANK

Forced variables not of full rank.

NE_INT

On entry, istep ¼ valueh i.
Constraint: istep 	 0.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, pdq ¼ valueh i.
Constraint: pdq > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, istep and nterm are inconsistent: istep ¼ valueh i and nterm ¼ valueh i.
On entry, pdq ¼ valueh i and n ¼ valueh i.
Constraint: pdq 	 n.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INT_ARRAY

On entry, maxip is too small for number of terms given by sx: maxip ¼ valueh i.

NE_INT_ARRAY_ELEM_CONS

On entry, sx½ valueh i� < 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, fin ¼ valueh i.
Constraint: fin 	 0:0.

On entry, with nonzero istep, rss � 0:0: rss ¼ valueh i.

NE_REAL_ARRAY_ELEM_CONS

On entry, wt½ valueh i� < 0:0.

NE_ZERO_DF

Degrees of freedom for error will equal 0 if new variable is added.

On entry, number of forced variables 	 n, i.e., idf would be zero.

NE_ZERO_VARS

Maximum number of variables to be included is 0.

7 Accuracy

As nag_step_regsn (g02eec) uses a QR transformation the results will often be more accurate than
traditional algorithms using methods based on the cross-products of the dependent and independent
variables.

8 Parallelism and Performance

nag_step_regsn (g02eec) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_step_regsn (g02eec) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

The data, from an oxygen uptake experiment, is given by Weisberg (1985). The names of the variables
are as given in Weisberg (1985). The independent and dependent variables are read and nag_step_regsn
(g02eec) is repeatedly called until addvar ¼ Nag FALSE. At each step the F statistic, the free
variables and their extra sum of squares are printed; also, except for when addvar ¼ Nag FALSE, the
new variable, the change in the residual sum of squares and the terms in the model are printed.
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10.1 Program Text

/* nag_step_regsn (g02eec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Scalars */
double chrss, f, fin, rss;
Integer exit_status, i, idf, ifr, istep, j, m, maxip, n, nterm, pdq, pdx;
/* Arrays */
char nag_enum_arg[40];
char *newvar = 0;
double *exss = 0, *p = 0, *q = 0, *wt = 0, *x = 0, *y = 0;
double *wtptr = 0;
Integer *sx = 0;
char **free_vars = 0, **model = 0;
const char *vname[] = { "DAY", "BOD", "TKN", "TS", "TVS", "COD" };
/* NAG Types */
Nag_OrderType order;
Nag_IncludeMean mean;
Nag_Boolean addvar = Nag_FALSE, weight;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_step_regsn (g02eec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "", &n, &m);

#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32
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scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
maxip = m;

/* Allocate memory */
if (!(exss = NAG_ALLOC(maxip, double)) ||

!(p = NAG_ALLOC(maxip + 1, double)) ||
!(q = NAG_ALLOC(n * (maxip + 2), double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(sx = NAG_ALLOC(m, Integer)) ||
!(free_vars = NAG_ALLOC(maxip, char *)) ||
!(model = NAG_ALLOC(maxip, char *))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdx = n;
pdq = n;

#else
pdx = m;
pdq = maxip + 2;

#endif

if (weight) {
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
for (j = 1; j <= m; ++j)

scanf_s("%lf", &X(i, j));
#else

for (j = 1; j <= m; ++j)
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n]", &y[i - 1], &wt[i - 1]);
#else

scanf("%lf%lf%*[^\n]", &y[i - 1], &wt[i - 1]);
#endif

wtptr = wt;
}

}
else {

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

for (j = 1; j <= m; ++j)
scanf_s("%lf", &X(i, j));

#else
for (j = 1; j <= m; ++j)

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &y[i - 1]);
#else

scanf("%lf%*[^\n] ", &y[i - 1]);
#endif

}
}

#ifdef _WIN32
for (j = 0; j < m; ++j)

scanf_s("%" NAG_IFMT "", &sx[j]);
#else

for (j = 0; j < m; ++j)
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scanf("%" NAG_IFMT "", &sx[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n]", &fin);
#else

scanf("%lf%*[^\n]", &fin);
#endif

printf("\n");

istep = 0;
for (i = 1; i <= m; ++i) {

/* nag_step_regsn (g02eec).
* Fits a linear regression model by forward selection
*/

nag_step_regsn(order, &istep, mean, n, m, x, pdx, vname, sx, maxip, y,
wtptr, fin, &addvar, (const char **) &newvar, &chrss, &f,
(const char **) model, &nterm, &rss, &idf, &ifr,
(const char **) free_vars, exss, q, pdq, p, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_step_regsn (g02eec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Step %" NAG_IFMT "\n", istep);
if (!addvar) {

printf("No further variables added maximum F =%7.2f\n", f);
printf("Free variables: ");

for (j = 1; j <= ifr; ++j)
printf("%3.3s %s", free_vars[j - 1], j % 6 == 0

|| j == ifr ? "\n" : " ");

printf("\nChange in residual sums of squares for free variables:\n");

printf(" ");
for (j = 1; j <= ifr; ++j) {

printf("%9.4f", exss[j - 1]);
printf("%s", j % 6 == 0 || j == ifr ? "\n" : " ");

}
goto END;

}
else {

printf("Added variable is %3s\n", newvar);
printf("Change in residual sum of squares =%13.4e\n", chrss);
printf("F Statistic = %7.2f\n\n", f);
printf("Variables in model: ");

for (j = 1; j <= nterm; ++j)
printf("%3s %s", model[j - 1], j % 6 == 0 || j == nterm ? "\n" : " ");

printf("Residual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %" NAG_IFMT "\n\n", idf);
if (ifr == 0) {

printf("No free variables remaining\n");
goto END;

}

printf("%s%6s", "Free variables: ", "");
for (j = 1; j <= ifr; ++j) {

printf("%3.3s ", free_vars[j - 1]);
printf(j % 6 == 0 || j == ifr ? "\n" : " ");

}
printf("Change in residual sums of squares for free variables:\n");
printf(" ");
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for (j = 1; j <= ifr; ++j)
printf("%9.4f%s", exss[j - 1], j % 6 == 0 || j == ifr ? "\n" : " ");

printf("\n");
}

}

END:
NAG_FREE(model);
NAG_FREE(free_vars);
NAG_FREE(exss);
NAG_FREE(p);
NAG_FREE(q);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);

return exit_status;
}

10.2 Program Data

nag_step_regsn (g02eec) Example Program Data
20 6 Nag_MeanInclude Nag_FALSE
0. 1125.0 232.0 7160.0 85.9 8905.0 1.5563
7. 920.0 268.0 8804.0 86.5 7388.0 0.8976

15. 835.0 271.0 8108.0 85.2 5348.0 0.7482
22. 1000.0 237.0 6370.0 83.8 8056.0 0.7160
29. 1150.0 192.0 6441.0 82.1 6960.0 0.3010
37. 990.0 202.0 5154.0 79.2 5690.0 0.3617
44. 840.0 184.0 5896.0 81.2 6932.0 0.1139
58. 650.0 200.0 5336.0 80.6 5400.0 0.1139
65. 640.0 180.0 5041.0 78.4 3177.0 -0.2218
72. 583.0 165.0 5012.0 79.3 4461.0 -0.1549
80. 570.0 151.0 4825.0 78.7 3901.0 0.0000
86. 570.0 171.0 4391.0 78.0 5002.0 0.0000
93. 510.0 243.0 4320.0 72.3 4665.0 -0.0969

100. 555.0 147.0 3709.0 74.9 4642.0 -0.2218
107. 460.0 286.0 3969.0 74.4 4840.0 -0.3979
122. 275.0 198.0 3558.0 72.5 4479.0 -0.1549
129. 510.0 196.0 4361.0 57.7 4200.0 -0.2218
151. 165.0 210.0 3301.0 71.8 3410.0 -0.3979
171. 244.0 327.0 2964.0 72.5 3360.0 -0.5229
220. 79.0 334.0 2777.0 71.9 2599.0 -0.0458
0 1 1 1 1 2

2.0
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10.3 Program Results

nag_step_regsn (g02eec) Example Program Results

Step 1
Added variable is TS
Change in residual sum of squares = 4.7126e-01
F Statistic = 7.38

Variables in model: COD TS
Residual sum of squares = 1.0850e+00
Degrees of freedom = 17

Free variables: TKN BOD TVS
Change in residual sums of squares for free variables:

0.1175 0.0600 0.2276

Step 2
No further variables added maximum F = 1.59
Free variables: TKN BOD TVS

Change in residual sums of squares for free variables:
0.0979 0.0207 0.0217
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NAG Library Function Document

nag_full_step_regsn (g02efc)

1 Purpose

nag_full_step_regsn (g02efc) calculates a full stepwise selection from p variables by using Clarke's
sweep algorithm on the correlation matrix of a design and data matrix, Z. The (weighted) variance-
covariance, (weighted) means and sum of weights of Z must be supplied.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_full_step_regsn (Integer m, Integer n, const double wmean[],
const double c[], double sw, Integer isx[], double fin, double fout,
double tau, double b[], double se[], double *rsq, double *rms,
Integer *df,

void (*monfun)(Nag_FullStepwise flag, Integer var, double val,
Nag_Comm *comm),

Nag_Comm *comm, NagError *fail)

3 Description

The general multiple linear regression model is defined by

y ¼ �0 þX� þ �;

where

y is a vector of n observations on the dependent variable,

�0 is an intercept coefficient,

X is an n by p matrix of p explanatory variables,

� is a vector of p unknown coefficients, and

� is a vector of length n of unknown, Normally distributed, random errors.

nag_full_step_regsn (g02efc) employs a full stepwise regression to select a subset of explanatory
variables from the p available variables (the intercept is included in the model) and computes regression
coefficients and their standard errors, and various other statistical quantities, by minimizing the sum of
squares of residuals. The method applies repeatedly a forward selection step followed by a backward
elimination step and halts when neither step updates the current model.

The criterion used to update a current model is the variance ratio of residual sum of squares. Let s1 and
s2 be the residual sum of squares of the current model and this model after undergoing a single update,
with degrees of freedom q1 and q2, respectively. Then the condition:

s2 � s1ð Þ= q2 � q1ð Þ
s1=q1

> f1;

must be satisfied if a variable k will be considered for entry to the current model, and the condition:

s1 � s2ð Þ= q1 � q2ð Þ
s1=q1

< f2;

must be satisfied if a variable k will be considered for removal from the current model, where f1 and f2
are user-supplied values and f2 � f1.
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In the entry step the entry statistic is computed for each variable not in the current model. If no variable
is associated with a test value that exceeds f1 then this step is terminated; otherwise the variable
associated with the largest value for the entry statistic is entered into the model.

In the removal step the removal statistic is computed for each variable in the current model. If no
variable is associated with a test value less than f2 then this step is terminated; otherwise the variable
associated with the smallest value for the removal statistic is removed from the model.

The data values X and y are not provided as input to the function. Instead, summary statistics of the
design and data matrix Z ¼ X j yð Þ are required.

Explanatory variables are entered into and removed from the current model by using sweep operations
on the correlation matrix R of Z, given by:

R ¼

1 . . . r1p r1y

..

. . .
. ..

. ..
.

rp1 . . . 1 rpy

ry1 . . . ryp 1

0BBBBB@

1CCCCCA;

where rij is the correlation between the explanatory variables i and j, for i ¼ 1; 2; . . . ; p and
j ¼ 1; 2; . . . ; p, and ryi (and riy) is the correlation between the response variable y and the ith
explanatory variable, for i ¼ 1; 2; . . . ; p.

A sweep operation on the kth row and column (k � p) of R replaces:

rkk by �1=rkk;
rik by rik= rkkj j; i ¼ 1; 2; . . . ; pþ 1 i 6¼ kð Þ;
rkj by rkj= rkkj j; j ¼ 1; 2; . . . ; pþ 1 j 6¼ kð Þ;
rij by rij � rikrkj= rkkj j; i ¼ 1; 2; . . . ; pþ 1 i 6¼ kð Þ; j ¼ 1; 2; . . . ; pþ 1 j 6¼ kð Þ:

The kth explanatory variable is eligible for entry into the current model if it satisfies the collinearity
tests: rkk > � and

rii �
rikrki
rkk

� �
� � 1;

for a user-supplied value (> 0) of � and where the index i runs over explanatory variables in the current
model. The sweep operation is its own inverse, therefore pivoting on an explanatory variable k in the
current model has the effect of removing it from the model.

Once the stepwise model selection procedure is finished, the function calculates:

(a) the least squares estimate for the ith explanatory variable included in the fitted model;

(b) standard error estimates for each coefficient in the final model;

(c) the square root of the mean square of residuals and its degrees of freedom;

(d) the multiple correlation coefficient.

The function makes use of the symmetry of the sweep operations and correlation matrix which reduces
by almost one half the storage and computation required by the sweep algorithm, see Clarke (1981) for
details.

4 References

Clarke M R B (1981) Algorithm AS 178: the Gauss–Jordan sweep operator with detection of
collinearity Appl. Statist. 31 166–169

Dempster A P (1969) Elements of Continuous Multivariate Analysis Addison–Wesley

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley
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5 Arguments

1: m – Integer Input

On entry: the number of explanatory variables available in the design matrix, Z.

Constraint: m > 1.

2: n – Integer Input

On entry: the number of observations used in the calculations.

Constraint: n > 1.

3: wmean½mþ 1� – const double Input

On entry: the mean of the design matrix, Z.

4: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least mþ 1ð Þ � mþ 2ð Þ=2.
On entry: the upper-triangular variance-covariance matrix packed by column for the design
matrix, Z. Because the function computes the correlation matrix R from c, the variance-
covariance matrix need only be supplied up to a scaling factor.

5: sw – double Input

On entry: if weights were used to calculate c then sw is the sum of positive weight values;
otherwise sw is the number of observations used to calculate c.

Constraint: sw > 1:0.

6: isx½m� – Integer Input/Output

On entry: the value of isx½j � 1� determines the set of variables used to perform full stepwise
model selection, for j ¼ 1; 2; . . . ;m.

isx½j � 1� ¼ �1
To exclude the variable corresponding to the jth column of X from the final model.

isx½j � 1� ¼ 1
To consider the variable corresponding to the jth column of X for selection in the final
model.

isx½j � 1� ¼ 2
To force the inclusion of the variable corresponding to the jth column of X in the final
model.

Constraint: isx½j � 1� ¼ �1; 1 or 2, for j ¼ 1; 2; . . . ;m.

On exit: the value of isx½j � 1� indicates the status of the jth explanatory variable in the model.

isx½j � 1� ¼ �1
Forced exclusion.

isx½j � 1� ¼ 0
Excluded.

isx½j � 1� ¼ 1
Selected.

isx½j � 1� ¼ 2
Forced selection.
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7: fin – double Input

On entry: the value of the variance ratio which an explanatory variable must exceed to be
included in a model.

Suggested value: fin ¼ 4:0.

Constraint: fin > 0:0.

8: fout – double Input

On entry: the explanatory variable in a model with the lowest variance ratio value is removed
from the model if its value is less than fout. fout is usually set equal to the value of fin; a value
less than fin is occasionally preferred.

Suggested value: fout ¼ fin.

Constraint: 0:0 � fout � fin.

9: tau – double Input

On entry: the tolerance, � , for detecting collinearities between variables when adding or
removing an explanatory variable from a model. Explanatory variables deemed to be collinear are
excluded from the final model.

Suggested value: tau ¼ 1:0� 10�6.

Constraint: tau > 0:0.

10: b½mþ 1� – double Output

On exit: b½0� contains the estimate for the intercept term in the fitted model. If isx½j� 1� 6¼ 0 then
b½j� contains the estimate for the jth explanatory variable in the fitted model; otherwise b½j� ¼ 0.

11: se½mþ 1� – double Output

On exit: se½j � 1� contains the standard error for the estimate of b½j � 1�, for j ¼ 1; 2; . . . ;mþ 1.

12: rsq – double * Output

On exit: the R2-statistic for the fitted regression model.

13: rms – double * Output

On exit: the mean square of residuals for the fitted regression model.

14: df – Integer * Output

On exit: the number of degrees of freedom for the sum of squares of residuals.

15: monfun – function, supplied by the user External Function

You may define your own function or specify the NAG defined default function
nag_full_step_regsn_monfun (g02efg). If this facility is not required then the NAG defined
null function macro NULLFN can be substituted.

The specification of monfun is:

void monfun (Nag_FullStepwise flag, Integer var, double val,
Nag_Comm *comm)
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1: flag – Nag_FullStepwise Input

On entry: the value of flag indicates the stage of the stepwise selection of explanatory
variables.

flag ¼ Nag AddVar
Variable var was added to the current model.

flag ¼ Nag BeginBackward
Beginning the backward elimination step.

flag ¼ Nag ColinearVar
Variable var failed the collinearity test and is excluded from the model.

flag ¼ Nag DropVar
Variable var was dropped from the current model.

flag ¼ Nag BeginForward
Beginning the forward selection step

flag ¼ Nag NoRemoveVar
Backward elimination did not remove any variables from the current model.

flag ¼ Nag BeginStepwise
Starting stepwise selection procedure.

flag ¼ Nag VarianceRatio
The variance ratio for variable var takes the value val.

flag ¼ Nag FinishStepwise
Finished stepwise selection procedure.

2: var – Integer Input

On entry: the index of the explanatory variable in the design matrix Z to which flag
pertains.

3: val – double Input

On entry: if flag ¼ Nag VarianceRatio, val is the variance ratio value for the coefficient
associated with explanatory variable index var.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to
monfun.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_full_step_regsn (g02efc)
you may allocate memory and initialize these pointers with various quantities for
use by monfun when called from nag_full_step_regsn (g02efc) (see
Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FREE_VARS

No free variables from which to select.
At least one element of isx should be set to 1.

NE_INT

On entry, m ¼ valueh i.
Constraint: m > 1.

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INT_ARRAY_ELEM_CONS

On entry, invalid value for isx½ valueh i� ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MODEL_INFEASIBLE

All variables are collinear, no model to select.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_POS_DEF

The design and data matrix Z is not positive definite, results may be inaccurate. All output is
returned as documented.

NE_REAL

On entry, fin ¼ valueh i.
Constraint: fin > 0:0.

On entry, sw ¼ valueh i.
Constraint: sw > 1:0.

On entry, tau ¼ valueh i.
Constraint: tau > 0:0.

NE_REAL_2

On entry, fout ¼ valueh i; fin ¼ valueh i.
Constraint: 0:0 � fout � fin.
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NE_ZERO_DIAG

On entry at least one diagonal element of c � 0:0.

7 Accuracy

nag_full_step_regsn (g02efc) returns a warning if the design and data matrix is not positive definite.

8 Parallelism and Performance

nag_full_step_regsn (g02efc) is not threaded in any implementation.

9 Further Comments

Although the condition for removing or adding a variable to the current model is based on a ratio of
variances, these values should not be interpreted as F -statistics with the usual interpretation of
significance unless the probability levels are adjusted to account for correlations between variables
under consideration and the number of possible updates (see, e.g., Draper and Smith (1985)).

nag_full_step_regsn (g02efc) allocates internally O 4�mþ mþ 1ð Þ � mþ 2ð Þ=2þ 2ð Þ of double
storage.

10 Example

This example calculates a full stepwise model selection for the Hald data described in Dempster (1969).
Means, the upper-triangular variance-covariance matrix and the sum of weights are calculated by
nag_sum_sqs (g02buc). The NAG defined default monitor function nag_full_step_regsn_monfun
(g02efg) is used to print information at each step of the model selection process.

10.1 Program Text

/* nag_full_step_regsn (g02efc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Scalars */
double fin, fout, rms, rsq, sw, tau;
Integer df, exit_status, i, j, m, n, pdx;

/* Arrays */
double *b = 0, *c = 0, *se = 0, *wmean = 0, *x = 0;
Integer *isx = 0;

/* Nag types */
Nag_OrderType order;
Nag_SumSquare mean;
Nag_Comm comm;
NagError fail;

#ifdef NAG_COLUMN_ORDER
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
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#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;

printf("nag_full_step_regsn (g02efc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %lf %lf %lf", &n, &m, &fin,
&fout, &tau);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %lf %lf %lf", &n, &m, &fin, &fout, &tau);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

if (n > 1 && m > 1) {
/* Allocate memory */
if (!(b = NAG_ALLOC(m + 1, double)) ||

!(c = NAG_ALLOC((m + 1) * (m + 2) / 2, double)) ||
!(se = NAG_ALLOC(m + 1, double)) ||
!(wmean = NAG_ALLOC(m + 1, double)) ||
!(x = NAG_ALLOC(n * (m + 1), double)) ||
!(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}

#ifdef NAG_COLUMN_ORDER
pdx = n;

#else
pdx = m + 1;

#endif

for (i = 1; i <= n; ++i) {
for (j = 1; j <= m + 1; ++j) {

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (j = 1; j <= m; ++j) {
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j - 1]);

#else
scanf("%" NAG_IFMT "", &isx[j - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

/* nag_sum_sqs (g02buc).
* Computes sums of squares and cross-products of deviations
* from the mean for the augmented matrix
*/

mean = Nag_AboutMean;
nag_sum_sqs(order, mean, n, m + 1, x, pdx, 0, &sw, wmean, c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sum_sqs (g02buc).\n%s\n.", fail.message);
exit_status = 1;
goto END;

}

fflush(stdout);

/* Perform stepwise selection of variables using
* nag_full_step_regsn (g02efc):
* Stepwise linear regression.
*/

nag_full_step_regsn(m, n, wmean, c, sw, isx, fin, fout, tau, b, se, &rsq,
&rms, &df, nag_full_step_regsn_monfun, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_full_step_regsn (g02efc).\n%s\n.", fail.message);
exit_status = 1;
goto END;

}

/* Display summary information for fitted model */
printf("\n");
printf("Fitted Model Summary\n");
printf("%-10s %-10s%19s\n", "Term", " Estimate", "Standard Error");
printf("%-10s %11.3e%17.3e\n", "Intercept:", b[0], se[0]);
for (i = 1; i <= m; ++i) {

j = isx[i - 1];
if (j == 1 || j == 2) {

printf("%-10s%3" NAG_IFMT "%11.3e%17.3e\n", "Variable:", i, b[i],
se[i]);

}
}
printf("\n");
printf("RMS: %-12.3e\n\n", rms);

END:
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(se);
NAG_FREE(wmean);
NAG_FREE(x);
NAG_FREE(isx);

return exit_status;
}
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10.2 Program Data

nag_full_step_regsn (g02efc) Example Program Data
13 4 4.0 2.0 1.0e-6 1 : N,M,FIN,FOUT,TAU,MONLEV
7.0 26.0 6.0 60.0 78.5
1.0 29.0 15.0 52.0 74.3

11.0 56.0 8.0 20.0 104.3
11.0 31.0 8.0 47.0 87.6
7.0 52.0 6.0 33.0 95.9

11.0 55.0 9.0 22.0 109.2
3.0 71.0 17.0 6.0 102.7
1.0 31.0 22.0 44.0 72.5
2.0 54.0 18.0 22.0 93.1

21.0 47.0 4.0 26.0 115.9
1.0 40.0 23.0 34.0 83.8

11.0 66.0 9.0 12.0 113.3
10.0 68.0 8.0 12.0 109.4 : End of X array of size N by M+1
1 1 1 1 : Array ISX

10.3 Program Results

nag_full_step_regsn (g02efc) Example Program Results

Starting Stepwise Selection

Forward Selection
Variable 1 Variance ratio = 1.260E+01
Variable 2 Variance ratio = 2.196E+01
Variable 3 Variance ratio = 4.403E+00
Variable 4 Variance ratio = 2.280E+01

Adding variable 4 to model

Backward Selection
Variable 4 Variance ratio = 2.280E+01

Keeping all current variables

Forward Selection
Variable 1 Variance ratio = 1.082E+02
Variable 2 Variance ratio = 1.725E-01
Variable 3 Variance ratio = 4.029E+01

Adding variable 1 to model

Backward Selection
Variable 1 Variance ratio = 1.082E+02
Variable 4 Variance ratio = 1.593E+02

Keeping all current variables

Forward Selection
Variable 2 Variance ratio = 5.026E+00
Variable 3 Variance ratio = 4.236E+00

Adding variable 2 to model

Backward Selection
Variable 1 Variance ratio = 1.540E+02
Variable 2 Variance ratio = 5.026E+00
Variable 4 Variance ratio = 1.863E+00

Dropping variable 4 from model

Forward Selection
Variable 3 Variance ratio = 1.832E+00
Variable 4 Variance ratio = 1.863E+00

Finished Stepwise Selection
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Fitted Model Summary
Term Estimate Standard Error
Intercept: 5.258e+01 2.294e+00
Variable: 1 1.468e+00 1.213e-01
Variable: 2 6.623e-01 4.585e-02

RMS: 5.790e+00
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NAG Library Function Document

nag_regsn_std_resid_influence (g02fac)

1 Purpose

nag_regsn_std_resid_influence (g02fac) calculates two types of standardized residuals and two measures
of influence for a linear regression.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_std_resid_influence (Integer n, Integer ip, Integer nres,
const double res[], const double h[], double rms, double sres[],
NagError *fail)

3 Description

For the general linear regression model is defined by

y ¼ X� þ �

where y is a vector of length n of the dependent variable,
X is an n by p matrix of the independent variables,
� is a vector of length p of unknown arguments,

and � is a vector of length n of unknown random errors such that var � ¼ �2I.

The residuals are given by

r ¼ y� ŷ ¼ y�X�̂:

The fitted values, ŷ ¼ X�̂, can be written as Hy for an n by n matrix H. The ith diagonal element of
H, hi, gives a measure of the influence of the ith value of the independent variables on the fitted
regression model. The values of r and the hi are returned by nag_regsn_mult_linear (g02dac).

nag_regsn_std_resid_influence (g02fac) calculates statistics which help to indicate if an observation is
extreme and having an undue influence on the fit of the regression model. Two types of standardized
residual are calculated:

(a) The ith residual is standardized by its variance when the estimate of �2, s2, is calculated from all
the data; known as internal studentization.

RIi ¼
ri

s
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� hi
p :

(b) The ith residual is standardized by its variance when the estimate of �2, s2�i is calculated from the
data excluding the ith observation; known as external studentization.

REi ¼
ri

s�i
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� hi
p ¼ ri

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n� p� 1

n� p�RI2i

s
:

The two measures of influence are:
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(a) Cook's D

Di ¼
1

p
RE2

i

hi
1� hi

(b) Atkinson's T

Ti ¼ REij j

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n� p
p

� �
hi

1� hi

� �s
:

4 References

Atkinson A C (1981) Two graphical displays for outlying and influential observations in regression
Biometrika 68 13–20

Cook R D and Weisberg S (1982) Residuals and Influence in Regression Chapman and Hall

5 Arguments

1: n – Integer Input

On entry: number of observations included in the regression, n.

Constraint: n > ipþ 1.

2: ip – Integer Input

On entry: the number of linear arguments estimated in the regression model, p.

Constraint: ip 	 1.

3: nres – Integer Input

On entry: the number of residuals.

Constraint: 1 � nres � n.

4: res½nres� – const double Input

On entry: the residuals, ri.

5: h½nres� – const double Input

On entry: the diagonal elements of H, hi, corresponding to the residuals in res.

Constraint: 0:0 < h½i� < 1:0, for i ¼ 0; 1; . . . ;nres� 1.

6: rms – double Input

On entry: the estimate of �2 based on all n observations, s2, i.e., the residual mean square.

Constraint: rms > 0:0.

7: sres½nres� 4� – double Output

On exit: the standardized residuals and influence statistics.

For the observation with residual given in res½i�:
sres½ ið Þ � 4� is the internally studentized residual

sres½ ið Þ � 4þ 1� is the externally studentized residual

sres½ ið Þ � 4þ 2� is Cook's D statistic

sres½ ið Þ � 4þ 3� is Atkinson's T statistic.
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8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, nres ¼ valueh i while n ¼ valueh i. These arguments must satisfy nres 	 n.

NE_2_INT_ARG_LE

On entry, n ¼ valueh i while ipþ 1 ¼ valueh i. These arguments must satisfy n > ipþ 1.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, nres ¼ valueh i.
Constraint: nres 	 1.

NE_REAL_ARG_GE

On entry, h½ valueh i� must not be greater than or equal to 1.0: h½ valueh i� ¼ valueh i.

NE_REAL_ARG_LE

On entry, h½ valueh i� must not be less than or equal to 0.0: h½ valueh i� ¼ valueh i.
On entry, rms must not be less than or equal to 0.0: rms ¼ valueh i.

NE_RESID_LARG

On entry, the value of a residual is too large for the given value of rms: res½ valueh i� ¼ valueh i,
rms ¼ valueh i.

7 Accuracy

Accuracy is sufficient for all practical purposes.

8 Parallelism and Performance

nag_regsn_std_resid_influence (g02fac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A set of 24 residuals and hi values from an 11 argument model fitted to the cloud seeding data
considered in Cook and Weisberg (1982) are input and the standardized residuals etc calculated and
printed for the first 10 observations.
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10.1 Program Text

/* nag_regsn_std_resid_influence (g02fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define SRES(I, J) sres[(I) *tdsres + J]
int main(void)
{

Integer exit_status = 0, i, ip, j, n, nres, tdsres;
double *h = 0, *res = 0, rms, *sres = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_regsn_std_resid_influence (g02fac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %lf", &n, &ip, &nres,
&rms);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %lf", &n, &ip, &nres,

&rms);
#endif

if (nres <= n && n > ip + 1) {
if (!(h = NAG_ALLOC(n, double)) ||

!(res = NAG_ALLOC(n, double)) || !(sres = NAG_ALLOC(n * 4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdsres = 4;

}
else {

printf("Invalid nres or n or ip.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf%lf", &res[i], &h[i]);

#else
scanf("%lf%lf", &res[i], &h[i]);

#endif
/* nag_regsn_std_resid_influence (g02fac).
* Calculates standardized residuals and influence
* statistics
*/

nag_regsn_std_resid_influence(n, ip, nres, res, h, rms, sres, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_regsn_std_resid_influence (g02fac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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printf("\n");
printf(" Internally Externally\n");
printf(" Obs. studentized studentized Cook’s D Atkinson’s T\n");
printf(" residuals residuals\n\n");
for (i = 0; i < nres; i++) {

printf("%2" NAG_IFMT "", i + 1);
for (j = 0; j < 4; j++)

printf("%14.3f", SRES(i, j));
printf("\n");

}
END:

NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(sres);
return exit_status;

}

10.2 Program Data

nag_regsn_std_resid_influence (g02fac) Example Program Data
24 11 10 .5798

0.2660 0.5519
-0.1387 0.9746
-0.2971 0.6256
0.5926 0.3144

-0.4013 0.4106
0.1396 0.6268

-1.3173 0.5479
1.1226 0.2325
0.0321 0.4115

-0.7111 0.3577
0.3439 0.3342

-0.4379 0.1673
0.0633 0.3874

-0.0936 0.1705
0.9968 0.3466
0.0209 0.3743

-0.4056 0.7527
0.1396 0.9069
0.0327 0.2610
0.2970 0.6256

-0.2277 0.2485
0.5180 0.3072
0.5301 0.5848

-1.0650 0.4794

10.3 Program Results

nag_regsn_std_resid_influence (g02fac) Example Program Results

Internally Externally
Obs. studentized studentized Cook’s D Atkinson’s T

residuals residuals

1 0.522 0.507 0.030 0.611
2 -1.143 -1.158 4.557 -7.797
3 -0.638 -0.622 0.062 -0.875
4 0.940 0.935 0.037 0.689
5 -0.686 -0.672 0.030 -0.610
6 0.300 0.289 0.014 0.408
7 -2.573 -3.529 0.729 -4.223
8 1.683 1.828 0.078 1.094
9 0.055 0.053 0.000 0.048

10 -1.165 -1.183 0.069 -0.960
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NAG Library Function Document

nag_durbin_watson_stat (g02fcc)

1 Purpose

nag_durbin_watson_stat (g02fcc) calculates the Durbin–Watson statistic, for a set of residuals, and the
upper and lower bounds for its significance.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_durbin_watson_stat (Integer n, Integer p, const double res[],
double *d, double *pdl, double *pdu, NagError *fail)

3 Description

For the general linear regression model

y ¼ X� þ �;

where y is a vector of length n of the dependent variable,

X is a n by p matrix of the independent variables,

� is a vector of length p of unknown arguments,

and � is a vector of length n of unknown random errors.

The residuals are given by

r ¼ y� ŷ ¼ y�X�̂

and the fitted values, ŷ ¼ X�̂, can be written as Hy for a n by n matrix H. Note that when a mean term
is included in the model the sum of the residuals is zero. If the observations have been taken serially,
that is y1; y2; . . . ; yn can be considered as a time series, the Durbin–Watson test can be used to test for
serial correlation in the �i, see Durbin and Watson (1950), Durbin and Watson (1951) and Durbin and
Watson (1971).

The Durbin–Watson statistic is

d ¼

Xn�1
i¼1

riþ1 � rið Þ2

Xn
i¼1
r2i

:

Positive serial correlation in the �i will lead to a small value of d while for independent errors d will be
close to 2. Durbin and Watson show that the exact distribution of d depends on the eigenvalues of the
matrix HA where the matrix A is such that d can be written as

d ¼ r
TAr

rTr

and the eigenvalues of the matrix A are �j ¼ 1� cos 	j=nð Þð Þ, for j ¼ 1; 2; . . . ; n� 1.
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However bounds on the distribution can be obtained, the lower bound being

dl ¼

Xn�p
i¼1
�iu

2
i

Xn�p
i¼1
u2i

and the upper bound being

du ¼

Xn�p
i¼1
�i�1þpu

2
i

Xn�p
i¼1
u2i

;

where the ui are independent standard Normal variables. The lower tail probabilities associated with
these bounds, pl and pu, are computed by nag_prob_durbin_watson (g01epc). The interpretation of the
bounds is that, for a test of size (significance) �, if pl � � the test is significant, if pu > � the test is not
significant, while if pl > � and pu � � no conclusion can be reached.

The above probabilities are for the usual test of positive auto-correlation. If the alternative of negative
auto-correlation is required, then a call to nag_prob_durbin_watson (g01epc) should be made with the
argument d taking the value of 4� d; see Newbold (1988).

4 References

Durbin J and Watson G S (1950) Testing for serial correlation in least squares regression. I Biometrika
37 409–428

Durbin J and Watson G S (1951) Testing for serial correlation in least squares regression. II Biometrika
38 159–178

Durbin J and Watson G S (1971) Testing for serial correlation in least squares regression. III Biometrika
58 1–19

Granger C W J and Newbold P (1986) Forecasting Economic Time Series (2nd Edition) Academic
Press

Newbold P (1988) Statistics for Business and Economics Prentice–Hall

5 Arguments

1: n – Integer Input

On entry: n, the number of residuals.

Constraint: n > p.

2: p – Integer Input

On entry: p, the number of independent variables in the regression model, including the mean.

Constraint: p 	 1.

3: res½n� – const double Input

On entry: the residuals, r1; r2; . . . ; rn.

Constraint: the mean of the residuals �
ffiffi
�
p

, where � ¼ machine precision.

4: d – double * Output

On exit: the Durbin–Watson statistic, d.
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5: pdl – double * Output

On exit: lower bound for the significance of the Durbin–Watson statistic, pl.

6: pdu – double * Output

On exit: upper bound for the significance of the Durbin–Watson statistic, pu.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, p ¼ valueh i.
Constraint: p 	 1.

NE_INT_2

On entry, n ¼ valueh i and p ¼ valueh i.
Constraint: n > p.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_RESID_IDEN

On entry, all residuals are identical.

NE_RESID_MEAN

On entry, the mean of res is not approximately 0:0, mean ¼ valueh i.

7 Accuracy

The probabilities are computed to an accuracy of at least 4 decimal places.

8 Parallelism and Performance

nag_durbin_watson_stat (g02fcc) is not threaded in any implementation.
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9 Further Comments

If the exact probabilities are required, then the first n� p eigenvalues of HA can be computed and
nag_prob_lin_chi_sq (g01jdc) used to compute the required probabilities with the argument c set to 0:0
and the argument d set to the Durbin–Watson statistic d.

10 Example

A set of 10 residuals are read in and the Durbin–Watson statistic along with the probability bounds are
computed and printed.

10.1 Program Text

/* nag_durbin_watson_stat (g02fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Scalars */
double d, pdl, pdu;
Integer exit_status, i, p, n;
NagError fail;

/* Arrays */
double *res = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_durbin_watson_stat (g02fcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &p);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &p);

#endif
n = 10;

/* Allocate memory */
if (!(res = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &res[i - 1]);
#else
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scanf("%lf", &res[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_durbin_watson_stat (g02fcc).
* Computes Durbin-Watson test statistic
*/

nag_durbin_watson_stat(n, p, res, &d, &pdl, &pdu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_durbin_watson_stat (g02fcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Durbin-Watson statistic %10.4f\n\n", d);
printf(" Lower and upper bound %10.4f%10.4f\n", pdl, pdu);

END:
NAG_FREE(res);
return exit_status;

}

10.2 Program Data

nag_durbin_watson_stat (g02fcc) Example Program Data
2

3.735719 0.912755 0.683626 0.416693 1.9902
-0.444816 -1.283088 -3.666035 -0.426357 -1.918697

10.3 Program Results

nag_durbin_watson_stat (g02fcc) Example Program Results

Durbin-Watson statistic 0.9238

Lower and upper bound 0.0610 0.0060
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nag_glm_normal (g02gac)

1 Purpose

nag_glm_normal (g02gac) fits a generalized linear model with normal errors.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_normal (Nag_Link link, Nag_IncludeMean mean, Integer n,
const double x[], Integer tdx, Integer m, const Integer sx[],
Integer ip, const double y[], const double wt[], const double offset[],
double *scale, double ex_power, double *rss, double *df, double b[],
Integer *rank, double se[], double cov[], double v[], Integer tdv,
double tol, Integer max_iter, Integer print_iter, const char *outfile,
double eps, NagError *fail)

3 Description

A generalized linear model with Normal errors consists of the following elements:

(a) a set of n observations, yi, from a Normal distribution with probability density function:

1ffiffiffiffiffiffi
2	
p

�
exp � y� �ð Þ2

2�2

 !
;

where � is the mean and �2 is the variance.

(b) X, a set of p independent variables for each observation, x1; x2; . . . ; xp.

(c) a linear model:

� ¼
X

�jxj:

(d)

a link between the linear predictor, �, and the mean of the distribution, �, i.e., � ¼ g �ð Þ. The
possible link functions are:

(i) exponent link: � ¼ �a, for a constant a,

(ii) identity link: � ¼ �,
(iii) log link: � ¼ log�,

(iv) square root link: � ¼ ffiffiffi
�
p

,

(v) reciprocal link: � ¼ 1
� .

(e) a measure of fit, the residual sum of squares ¼
P

yi � �̂ið Þ2

The linear arguments are estimated by iterative weighted least squares. An adjusted dependent variable,
z, is formed:

z ¼ � þ y� �ð Þd�
d�

and a working weight, w,
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w ¼ d�

d�

� �2

:

At each iteration an approximation to the estimate of �, �̂, is found by the weighted least squares
regression of z on X with weights w.

nag_glm_normal (g02gac) finds a QR decomposition of w
1
2X , i.e.,

w
1
2X ¼ QR where R is a p by p triangular matrix and Q is a n by p column orthogonal matrix.

If R is of full rank, then �̂ is the solution to:

R�̂ ¼ QTw
1
2z

If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R.

R ¼ Q� D 0
0 0

� �
PT;

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R and w
1
2X .

This gives the solution

�̂ ¼ P1D
�1 Q� 0

0 I

� �
QTw

1
2z

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ.
The iterations are continued until there is only a small change in the residual sum of squares.

The initial values for the algorithm are obtained by taking

�̂ ¼ g yð Þ
The fit of the model can be assessed by examining and testing the residual sum of squares, in particular
comparing the difference in residual sums of squares between nested models, i.e., when one model is a
sub-model of the other.

Let RSSf be the residual sum of squares for the full model with degrees of freedom �f and let RSSs be
the residual sum of squares for the sub-model with degrees of freedom �s then:

F ¼
RSSs �RSSf
� �

= �s � �f
� �

RSSf=�f
;

has, approximately, a F -distribution with �s � �f
� �

, �f degrees of freedom.

The parameter estimates, �̂, are asymptotically Normally distributed with variance-covariance matrix:

C ¼ R�1R�1T in the full rank case, otherwise

C ¼ P1D
�2PT

1

The residuals and influence statistics can also be examined.

The estimated linear predictor �̂ ¼ X�̂, can be written as Hw
1
2z for an n by n matrix H. The ith

diagonal elements of H, hi, give a measure of the influence of the ith values of the independent
variables on the fitted regression model. These are sometimes known as leverages.

The fitted values are given by �̂ ¼ g�1 �̂ð Þ.
nag_glm_normal (g02gac) also computes the residuals, r:

ri ¼ yi � �̂i
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An option allows prior weights, !i to be used, this gives a model with:

�2i ¼
�2

!i
:

In many linear regression models the first term is taken as a mean term or an intercept, i.e., xi;1 ¼ 1, for
i ¼ 1; 2; . . . ; n; this is provided as an option.

Often only some of the possible independent variables are included in a model, the facility to select
variables to be included in the model is provided.

If part of the linear predictor can be represented by a variable with a known coefficient, then this can be
included in the model by using an offset, o:

� ¼ oþ
X

�jxj:

If the model is not of full rank the solution given will be only one of the possible solutions. Other
estimates be may be obtained by applying constraints to the arguments. These solutions can be obtained
by using nag_glm_tran_model (g02gkc) after using nag_glm_normal (g02gac). Only certain linear
combinations of the arguments will have unique estimates; these are known as estimable functions and
can be estimated and tested using nag_glm_est_func (g02gnc).

Details of the SVD, are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
:

4 References

Cook R D and Weisberg S (1982) Residuals and Influence in Regression Chapman and Hall

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

5 Arguments

1: link – Nag_Link Input

On entry: indicates which link function is to be used.

link ¼ Nag Expo
An exponent link is used.

link ¼ Nag Iden
An identity link is used. You are advised not to use nag_glm_normal (g02gac) with an
identity link as nag_regsn_mult_linear (g02dac) provides a more efficient way of fitting
such a model.

link ¼ Nag Log
A log link is used.

link ¼ Nag Sqrt
A square root link is used.

link ¼ Nag Reci
A reciprocal link is used.

Constraint: link ¼ Nag Expo, Nag Iden, Nag Log, Nag Sqrt or Nag Reci.

2: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, (intercept), will be included in the model.
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mean ¼ Nag MeanZero
The model will pass through the origin, zero point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

3: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

4: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth independent
variable, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

5: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

6: m – Integer Input

On entry: the total number of independent variables.

Constraint: m 	 1.

7: sx½m� – const Integer Input

On entry: indicates which independent variables are to be included in the model. If sx½j� 1� > 0,
then the variable contained in the jth column of x is included in the regression model.

Constraints:

sx½j � 1� 	 0, for j ¼ 1; 2; . . . ;m;
if mean ¼ Nag MeanInclude, then exactly ip� 1 values of sx must be > 0;
if mean ¼ Nag MeanZero, then exactly ip values of sx must be > 0.

8: ip – Integer Input

On entry: the number p of independent variables in the model, including the mean or intercept if
present.

Constraint: ip > 0.

9: y½n� – const double Input

On entry: observations on the dependent variable, yi, for i ¼ 1; 2; . . . ; n.

10: wt½n� – const double Input

On entry: if weighted estimates are required, then wt must contain the weights to be used.
Otherwise wt need not be defined and may be set to NULL.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with positive weights.

If wt is NULL, then the effective number of observations is n.

Constraint: wt is NULL or wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

11: offset½n� – const double Input

On entry: if an offset is required then offset must contain the values of the offset o. Otherwise
offset must be supplied as NULL.
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12: scale – double * Input/Output

On entry: indicates the scale argument for the model, �2. If scale ¼ 0:0, then the scale argument
is estimated using the residual mean square.

On exit: if on input scale ¼ 0:0, then scale contains the estimated value of the scale argument,
�̂2. If on input scale 6¼ 0:0, then scale is unchanged on exit.

Constraint: scale 	 0:0.

13: ex power – double Input

On entry: if link ¼ Nag Expo then ex_power must contain the power a of the exponential.

If link 6¼ Nag Expo, ex_power is not referenced.

Constraint: If link ¼ Nag Expo, ex power 6¼ 0:0.

14: rss – double * Output

On exit: the residual sum of squares for the fitted model.

15: df – double * Output

On exit: the degrees of freedom associated with the residual sum of squares for the fitted model.

16: b½ip� – double Output

On exit: b½i� 1�, i ¼ 1; 2; . . . ; ip contains the estimates of the arguments of the generalized linear
model, �̂.

If mean ¼ Nag MeanInclude, then b½0� will contain the estimate of the mean argument and b½i�
will contain the coefficient of the variable contained in column j of x, where sx½j� 1� is the ith
positive value in the array sx.

If mean ¼ Nag MeanZero, then b½i� 1� will contain the coefficient of the variable contained in
column j of x, where sx½j� 1� is the ith positive value in the array sx.

17: rank – Integer * Output

On exit: the rank of the independent variables.

If the model is of full rank, then rank ¼ ip.

If the model is not of full rank, then rank is an estimate of the rank of the independent variables.
rank is calculated as the number of singular values greater than eps� (largest singular value). It
is possible for the SVD to be carried out but rank to be returned as ip.

18: se½ip� – double Output

On exit: the standard errors of the linear arguments.

se½i � 1� contains the standard error of the parameter estimate in b½i � 1� , for i ¼ 1; 2; . . . ; ip.

19: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the ip� ipþ 1ð Þ=2 elements of cov contain the upper triangular part of the variance-
covariance matrix of the ip parameter estimates given in b. They are stored packed by column, i.
e., the covariance between the parameter estimate given in b½i� and the parameter estimate given
in b½j�, j 	 i, is stored in cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

20: v½n� tdv� – double Output

On exit: auxiliary information on the fitted model.

v½ i � 1ð Þ � tdv�, contains the linear predictor value, �i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 1�, contains the fitted value, �̂i, for i ¼ 1; 2; . . . ; n.
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v½ i � 1ð Þ � tdvþ 2�, i s on ly i nc luded fo r cons i s t ency wi th o the r func t i ons .
v½ i � 1ð Þ � tdvþ 2� ¼ 1:0, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 3�, contains the working weight, wi, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 4�, contains the standardized residual, ri, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 5�, contains the leverage, hi, for i ¼ 1; 2; . . . ; n.

v½ i� 1ð Þ � tdvþ j � 1�, for j ¼ 7; 8; . . . ; ipþ 6, contains the results of the QR decomposition or
the singular value decomposition.

If the model is not of full rank, i.e., rank < ip, then the first ip rows of columns 7 to ipþ 6
contain the P � matrix.

21: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 ipþ 6.

22: tol – double Input

On entry: indicates the accuracy required for the fit of the model.

The iterative weighted least squares procedure is deemed to have converged if the absolute
change in deviance between interactions is less than tol� (1.0+current residual sum of squares).
This is approximately an absolute precision if the residual sum of squares is small and a relative
precision if the residual sum of squares is large.

If 0:0 � tol < machine precision, then the function will use 10� machine precision.

Constraint: tol 	 0:0.

23: max iter – Integer Input

On entry: the maximum number of iterations for the iterative weighted least squares. If
max iter ¼ 0, then a default value of 10 is used.

Constraint: max iter 	 0.

24: print iter – Integer Input

On entry: indicates if the printing of information on the iterations is required and the rate at
which printing is produced. The following values are available:

print iter � 0
There is no printing.

print iter > 0
The following items are printed every print_iter iterations:

(i) the deviance,

(ii) the current estimates, and

(iii) if the weighted least squares equations are singular then this is indicated.

25: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile is NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

26: eps – double Input

On entry: the value of eps is used to decide if the independent variables are of full rank and, if
not, what the rank of the independent variables is. The smaller the value of eps the stricter the
criterion for selecting the singular value decomposition.
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If 0:0 � eps < machine precision, then the function will use machine precision instead.

Constraint: eps 	 0:0.

27: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdv ¼ valueh i while ip ¼ valueh i. These arguments must satisfy tdv 	 ipþ 6.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument link had an illegal value.

On entry, argument mean had an illegal value.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, max_iter must not be less than 0: max iter ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, sx½ valueh i� must not be less than 0: sx½ valueh i� ¼ valueh i.

NE_IP_GT_OBSERV

Parameter ip is greater than the effective number of observations.

NE_IP_INCOMP_SX

Parameter ip is incompatible with arguments mean and sx.

NE_LSQ_ITER_NOT_CONV

The iterative weighted least squares has failed to converge in max iter ¼ valueh i iterations. The
value of max_iter could be increased but it may be advantageous to examine the convergence
using the print_iter option. This may indicate that the convergence is slow because the solution
is at a boundary in which case it may be better to reformulate the model.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.
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NE_RANK_CHANGED

The rank of the model has changed during the weighted least squares iterations. The estimate for
� returned may be reasonable, but you should check how the deviance has changed during
iterations.

NE_REAL_ARG_LT

On entry, eps must not be less than 0.0: eps ¼ valueh i.
On entry, scale must not be less than 0.0: scale ¼ valueh i.
On entry, tol must not be less than 0.0: tol ¼ valueh i.
On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.

NE_REAL_ENUM_ARG_CONS

On entry, ex power ¼ 0:0, link ¼ Nag Expo. These arguments must satisfy link ¼ Nag Expo and
ex power 6¼ 0:0.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge.

NE_VALUE_AT_BOUNDARY_A

A fitted value is at a boundary. This will only occur with link ¼ Nag Expo, Nag Log or
Nag Reci. This may occur if there are small values of y and the model is not suitable for the
data. The model should be reformulated with, perhaps, some observations dropped.

NE_ZERO_DOF_ERROR

The degrees of freedom for error are 0. A saturated model has been fitted.

7 Accuracy

The accuracy is determined by tol as described in Section 5. As the residual sum of squares is a
function of �2 the accuracy of the �̂'s will depend on the link used and may be of the order

ffiffiffiffiffiffi
tol
p

.

8 Parallelism and Performance

nag_glm_normal (g02gac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The model:

y ¼ 1

�1 þ �2x
þ �

for a sample of five observations.
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10.1 Program Text

/* nag_glm_normal (g02gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <ctype.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define V(I, J) v[(I) *tdv + J]

int main(void)
{

Integer exit_status = 0, i, ip, j, m, max_iter, n, print_iter, rank;
Integer *sx = 0;
Integer tdv, tdx;
Nag_IncludeMean mean;
Nag_Link link;
Nag_Boolean weight;
char nag_enum_arg[40];
double df, eps, ex_power, rss, scale, tol;
double *b = 0, *cov = 0, *offsetptr = 0, *se = 0, *v = 0, *wt = 0;
double *wtptr, *x = 0, *y = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_glm_normal (g02gac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

link = (Nag_Link) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %lf", &n, &m,
&print_iter, &scale);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %lf", &n, &m, &print_iter,

&scale);
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#endif

if (n >= 2 && m >= 1) {
if (!(wt = NAG_ALLOC(n, double)) ||

!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif

/* Calculate ip */
ip = 0;
for (j = 0; j < m; j++)

if (sx[j] > 0)
ip += 1;

if (mean == Nag_MeanInclude)
ip += 1;

if (link == Nag_Expo)
#ifdef _WIN32

scanf_s("%lf", &ex_power);
#else

scanf("%lf", &ex_power);
#endif

else
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ex_power = 0.0;

if (!(b = NAG_ALLOC(ip, double)) ||
!(v = NAG_ALLOC(n * (ip + 6), double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

tdv = ip + 6;

/* Set other control parameters */
max_iter = 10;
tol = 5e-5;
eps = 1e-6;

/* nag_glm_normal (g02gac).
* Fits a generalized linear model with Normal errors
*/

nag_glm_normal(link, mean, n, x, tdx, m, sx, ip, y, wtptr, offsetptr,
&scale, ex_power, &rss, &df, b, &rank, se, cov, v, tdv, tol,
max_iter, print_iter, "", eps, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_LSQ_ITER_NOT_CONV ||
fail.code == NE_RANK_CHANGED || fail.code == NE_ZERO_DOF_ERROR) {

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_normal (g02gac).\n%s\n", fail.message);

}
printf("\nResidual sum of squares = %13.4e\n", rss);
printf("Degrees of freedom = %3.1f\n\n", df);
printf(" Estimate Standard error\n\n");
for (i = 0; i < ip; i++)

printf("%14.4f%14.4f\n", b[i], se[i]);
printf("\n");
printf(" y fitted value Residual Leverage\n\n");
for (i = 0; i < n; ++i) {

printf("%7.1f%10.2f%12.4f%10.3f\n", y[i], V(i, 1), V(i, 4), V(i, 5));
}

}
else {

printf("Error from nag_glm_normal (g02gac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(v);
NAG_FREE(se);
NAG_FREE(cov);

return exit_status;
}
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10.2 Program Data

nag_glm_normal (g02gac) Example Program Data
Nag_Reci Nag_MeanInclude Nag_FALSE 5 1 0 0.0
1.0 25.0
2.0 10.0
3.0 6.0
4.0 4.0
5.0 3.0
1

10.3 Program Results

nag_glm_normal (g02gac) Example Program Results

Residual sum of squares = 3.8717e-01
Degrees of freedom = 3.0

Estimate Standard error

-0.0239 0.0028
0.0638 0.0026

y fitted value Residual Leverage

25.0 25.04 -0.0387 0.995
10.0 9.64 0.3613 0.458
6.0 5.97 0.0320 0.268
4.0 4.32 -0.3221 0.167
3.0 3.39 -0.3878 0.112
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NAG Library Function Document

nag_glm_binomial (g02gbc)

1 Purpose

nag_glm_binomial (g02gbc) fits a generalized linear model with binomial errors.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_binomial (Nag_Link link, Nag_IncludeMean mean, Integer n,
const double x[], Integer tdx, Integer m, const Integer sx[],
Integer ip, const double y[], const double binom_t[], const double wt[],
const double offset[], double *dev, double *df, double b[],
Integer *rank, double se[], double cov[], double v[], Integer tdv,
double tol, Integer max_iter, Integer print_iter, const char *outfile,
double eps, NagError *fail)

3 Description

A generalized linear model with binomial errors consists of the following elements:

(a) a set of n observations, yi, from a binomial distribution:

t
y

� �
	y 1� 	ð Þt�y:

(b) X, a set of p independent variables for each observation, x1; x2; . . . ; xp.

(c) a linear model:

� ¼
X

�jxj:

(d) a link function � ¼ g �ð Þ, linking the linear predictor, � and the mean of the distribution, � ¼ 	t.
The possible link functions are:

(i) logistic link: � ¼ log �
t��

� �
,

(ii) probit link: � ¼ ��1 �
t

� �
,

(iii) complementary log-log link: log �log 1� �
t

� �� �
:

(e) a measure of fit, the deviance:Xn
i¼1

dev yi; �̂ið Þ ¼
Xn
i¼1

2 yilog
yi
�̂i

� �
þ ti � yið Þlog ti � yið Þ

ti � �̂ið Þ

� �
 �
The linear arguments are estimated by iterative weighted least squares. An adjusted dependent variable,
z, is formed:

z ¼ � þ y� �ð Þd�
d�

and a working weight, w,

w ¼ �
d�

d�

� �2

where � ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

t

� t� �ð Þ

s
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At each iteration an approximation to the estimate of �, �̂ is found by the weighted least squares
regression of z on X with weights w.

nag_glm_binomial (g02gbc) finds a QR decomposition of w
1
2X , i.e.,

w
1
2X ¼ QR where R is a p by p triangular matrix and Q is an n by p column orthogonal matrix.

If R is of full rank then �̂ is the solution to:

R�̂ ¼ QTw
1
2z

If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R.

R ¼ Q� D 0
0 0

� �
PT;

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R and w
1
2X .

This gives the solution

�̂ ¼ P1D
�1 Q� 0

0 I

� �
QTw

1
2z

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ.
The iterations are continued until there is only a small change in the deviance.

The initial values for the algorithm are obtained by taking

�̂ ¼ g yð Þ
The fit of the model can be assessed by examining and testing the deviance, in particular, by comparing
the difference in deviance between nested models, i.e., when one model is a sub-model of the other. The
difference in deviance between two nested models has, asymptotically, a �2 distribution with degrees of
freedom given by the difference in the degrees of freedom associated with the two deviances.

The arguments estimates, �̂, are asymptotically Normally distributed with variance-covariance matrix:

C ¼ R�1R�1T in the full rank case, otherwise

C ¼ P1D
�2PT

1

The residuals and influence statistics can also be examined.

The estimated linear predictor �̂ ¼ X�̂, can be written as Hw
1
2z for an n by n matrix H. The ith

diagonal elements of H, hi, give a measure of the influence of the ith values of the independent
variables on the fitted regression model. These are known as leverages.

The fitted values are given by �̂ ¼ g�1 �̂ð Þ.
nag_glm_binomial (g02gbc) also computes the deviance residuals, r:

ri ¼ sign yi � �̂ið Þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
dev yi; �̂ið Þ

p
:

An option allows prior weights to be used with the model.

In many linear regression models the first term is taken as a mean term or an intercept, i.e., xi;1 ¼ 1, for
i ¼ 1; 2; . . . ; n. This is provided as an option.

Often only some of the possible independent variables are included in a model; the facility to select
variables to be included in the model is provided.

If part of the linear predictor can be represented by a variable with a known coefficient then this can be
included in the model by using an offset, o:

� ¼ oþ
X

�jxj:
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If the model is not of full rank the solution given will be only one of the possible solutions. Other
estimates be may be obtained by applying constraints to the arguments. These solutions can be obtained
by using nag_glm_tran_model (g02gkc) after using nag_glm_binomial (g02gbc).

Only certain linear combinations of the arguments will have unique estimates, these are known as
estimable functions, these can be estimated and tested using nag_glm_est_func (g02gnc).

Details of the SVD, are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
:

4 References

Cook R D and Weisberg S (1982) Residuals and Influence in Regression Chapman and Hall

Cox D R (1983) Analysis of Binary Data Chapman and Hall

5 Arguments

1: link – Nag_Link Input

On entry: indicates which link function is to be used.

link ¼ Nag Logistic
A logistic link is used.

link ¼ Nag Probit
A probit link is used.

link ¼ Nag Compl
A complementary log-log link is used.

Constraint: link ¼ Nag Logistic, Nag Probit or Nag Compl.

2: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, (intercept), will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

3: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

4: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth independent
variable, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

5: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.
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6: m – Integer Input

On entry: the total number of independent variables.

Constraint: m 	 1.

7: sx½m� – const Integer Input

On entry: indicates which independent variables are to be included in the model. If sx½j� 1� > 0,
then the variable contained in the jth column of x is included in the regression model.

Constraints:

sx½j � 1� 	 0, for j ¼ 1; 2; . . . ;m;
if mean ¼ Nag MeanInclude, then exactly ip� 1 values of sx must be > 0;
if mean ¼ Nag MeanZero, then exactly ip values of sx must be > 0.

8: ip – Integer Input

On entry: the number p of independent variables in the model, including the mean or intercept if
present.

Constraint: ip > 0.

9: y½n� – const double Input

On entry: observations on the dependent variable, yi, for i ¼ 1; 2; . . . ; n.

Constraint: 0:0 � y½i � 1� � binom t½i � 1�, for i ¼ 1; 2; . . . ; n.

10: binom t½n� – const double Input

On entry: the binomial denominator, t.

Constraint: binom t½i� 	 0:0, for i ¼ 1; 2; . . . ; n.

11: wt½n� – const double Input

On entry: if weighted estimates are required, then wt must contain the weights to be used.
Otherwise wt need not be defined and may be set to NULL.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with positive weights.

If wt is NULL, then the effective number of observations is n.

Constraint: wt is NULL or wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

12: offset½n� – const double Input

On entry: if an offset is required then offset must contain the values of the offset o. Otherwise
offset must be supplied as NULL.

13: dev – double * Output

On exit: the deviance for the fitted model.

14: df – double * Output

On exit: the degrees of freedom associated with the deviance for the fitted model.

15: b½ip� – double Output

On exit: b½i� 1�, i ¼ 1; . . . ; ip contains the estimates of the arguments of the generalized linear
model, �̂.
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If mean ¼ Nag MeanInclude, then b½0� will contain the estimate of the mean argument and b½i�
will contain the coefficient of the variable contained in column j of x, where sx½j� 1� is the ith
positive value in the array sx.

If mean ¼ Nag MeanZero, then b½i� 1� will contain the coefficient of the variable contained in
column j of x, where sx½j� 1� is the ith positive value in the array sx.

16: rank – Integer * Output

On exit: the rank of the independent variables.

If the model is of full rank, then rank ¼ ip.

If the model is not of full rank, then rank is an estimate of the rank of the independent variables.
rank is calculated as the number of singular values greater than eps� (largest singular value). It
is possible for the SVD to be carried out but rank to be returned as ip.

17: se½ip� – double Output

On exit: the standard errors of the linear arguments.

se½i � 1� contains the standard error of the parameter estimate in b½i � 1�, for i ¼ 1; 2; . . . ; ip.

18: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the ip� ipþ 1ð Þ=2 elements of cov contain the upper triangular part of the variance-
covariance matrix of the ip parameter estimates given in b. They are stored packed by column, i.
e., the covariance between the parameter estimate given in b½i� and the parameter estimate given
in b½j�, j 	 i, is stored in cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

19: v½n� tdv� – double Output

On exit: auxiliary information on the fitted model.

v½ i � 1ð Þ � tdv�, contains the linear predictor value, �i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 1�, contains the fitted value, �̂i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 2�, contains the variance standardization, �i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 3�, contains the working weight, wi, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 4�, contains the deviance residual, ri, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 5�, contains the leverage, hi, for i ¼ 1; 2; . . . ; n.

v½ i� 1ð Þ � tdvþ j � 1�, for j ¼ 7; 8; . . . ; ipþ 6, contains the results of the QR decomposition or
the singular value decomposition.

If the model is not of full rank, i.e., rank < ip, then the first ip rows of columns 7 to ipþ 6
contain the P � matrix.

20: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 ipþ 6.

21: tol – double Input

On entry: indicates the accuracy required for the fit of the model.

The iterative weighted least squares procedure is deemed to have converged if the absolute
change in deviance between interactions is less than tol� (1.0+Current Deviance). This is
approximately an absolute precision if the deviance is small and a relative precision if the
deviance is large.
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If 0:0 � tol < machine precision, then the function will use 10� machine precision.

Constraint: tol 	 0:0.

22: max iter – Integer Input

On entry: the maximum number of iterations for the iterative weighted least squares.

If max iter ¼ 0, then a default value of 10 is used.

Constraint: max iter 	 0.

23: print iter – Integer Input

On entry: indicates if the printing of information on the iterations is required and the rate at
which printing is produced.

print iter � 0
There is no printing.

print iter > 0
The following items are printed every print_iter iterations:

(i) the deviance,

(ii) the current estimates, and

(iii) if the weighted least squares equations are singular then this is indicated.

24: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile is NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

25: eps – double Input

On entry: the value of eps is used to decide if the independent variables are of full rank and, if
not, what the rank of the independent variables is. The smaller the value of eps the stricter the
criterion for selecting the singular value decomposition.

If 0:0 � eps < machine precision, then the function will use machine precision instead.

Constraint: eps 	 0:0.

26: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdv ¼ valueh i while ip ¼ valueh i. These arguments must satisfy tdv 	 ipþ 6.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_2_REAL_ARG_GT

On entry, y½ valueh i� ¼ valueh i while binom t½ valueh i� ¼ valueh i. These arguments must satisfy
y½ valueh i� � binom t½ valueh i�.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_BAD_PARAM

On entry, argument link had an illegal value.

On entry, argument mean had an illegal value.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, max_iter must not be less than 0: max iter ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, sx½ valueh i� must not be less than 0: sx½ valueh i� ¼ valueh i.

NE_IP_GT_OBSERV

Parameter ip is greater than the effective number of observations.

NE_IP_INCOMP_SX

Parameter ip is incompatible with arguments mean and sx.

NE_LSQ_ITER_NOT_CONV

The iterative weighted least squares has failed to converge in max iter ¼ valueh i iterations. The
value of max_iter could be increased but it may be advantageous to examine the convergence
using the print_iter option. This may indicate that the convergence is slow because the solution
is at a boundary in which case it may be better to reformulate the model.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_RANK_CHANGED

The rank of the model has changed during the weighted least squares iterations. The estimate for
� returned may be reasonable, but you should check how the deviance has changed during
iterations.

NE_REAL_ARG_LT

On entry, binom t½ valueh i� must not be less than 0.0: binom t½ valueh i� ¼ valueh i.
On entry, eps must not be less than 0.0: eps ¼ valueh i.
On entry, tol must not be less than 0.0: tol ¼ valueh i.
On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.
On entry, y½ valueh i� must not be less than 0.0: y½ valueh i� ¼ valueh i.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge.
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NE_VALUE_AT_BOUNDARY_B

A fitted value is at a boundary, i.e., 0.0 or 1.0. This may occur if there are y values of 0.0 or
binom_t and the model is too complex for the data. The model should be reformulated with,
perhaps, some observations dropped.

NE_ZERO_DOF_ERROR

The degrees of freedom for error are 0. A saturated model has been fitted.

7 Accuracy

The accuracy is determined by tol as described in Section 5. As the adjusted deviance is a function of
log� the accuracy of the �̂'s will be a function of tol. tol should therefore be set to a smaller value than
the accuracy required for �̂.

8 Parallelism and Performance

nag_glm_binomial (g02gbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A linear trend x ¼ �1; 0; 1ð Þ is fitted to data relating the incidence of carriers of Streptococcus
pyogenes to size of tonsils. The data is described in Cox (1983).

10.1 Program Text

/* nag_glm_binomial (g02gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <ctype.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define V(I, J) v[(I) *tdv + J]

int main(void)
{

Integer exit_status = 0, i, *ivar = 0, j, m, max_iter, n, nvar, print_iter;
Integer rank, tdv, tdx;
Nag_IncludeMean mean;
Nag_Link link;
Nag_Boolean weight;
char nag_enum_arg[40];
double dev, df, eps, tol;
double *beta = 0, *binom = 0, *cov = 0, *offsetptr = 0, *se = 0;
double *v = 0, *wt = 0, *wtptr, *x = 0, *y = 0;
NagError fail;

INIT_FAIL(fail);
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printf("nag_glm_binomial (g02gbc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

link = (Nag_Link) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#endif

if (n >= 2 && m >= 1) {
if (!(binom = NAG_ALLOC(n, double)) ||

!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(ivar = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf%lf", &y[i], &binom[i], &wt[i]);
#else

scanf("%lf%lf%lf", &y[i], &binom[i], &wt[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {
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for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &binom[i]);
#else

scanf("%lf%lf", &y[i], &binom[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &ivar[j]);

#else
scanf("%" NAG_IFMT "", &ivar[j]);

#endif

/* Calculate nvar */
nvar = 0;
for (i = 0; i < m; i++)

if (ivar[i] > 0)
nvar += 1;

if (mean == Nag_MeanInclude)
nvar += 1;

if (!(beta = NAG_ALLOC(nvar, double)) ||
!(v = NAG_ALLOC((n) * (nvar + 6), double)) ||
!(se = NAG_ALLOC(nvar, double)) ||
!(cov = NAG_ALLOC(nvar * (nvar + 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdv = nvar + 6;

/* Set other control parameters */
max_iter = 10;
tol = 5e-5;
eps = 1e-6;

/* nag_glm_binomial (g02gbc).
* Fits a generalized linear model with binomial errors
*/

nag_glm_binomial(link, mean, n, x, tdx, m, ivar, nvar, y, binom, wtptr,
offsetptr, &dev, &df, beta, &rank,
se, cov, v, tdv, tol, max_iter, print_iter, "",
eps, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_SVD_NOT_CONV ||
fail.code == NE_LSQ_ITER_NOT_CONV ||
fail.code == NE_RANK_CHANGED || fail.code == NE_ZERO_DOF_ERROR) {

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_binomial (g02gbc).\n%s\n", fail.message);

}
printf("\nDeviance = %13.4e\n", dev);
printf("Degrees of freedom = %3.1f\n\n", df);
printf(" Estimate Standard error\n\n");
for (i = 0; i < nvar; i++)

printf("%14.4f%14.4f\n", beta[i], se[i]);
printf("\n");
printf(" binom y fitted value Residual Leverage\n\n");
for (i = 0; i < n; ++i) {

printf("%10.1f%7.1f%10.2f%12.4f%10.3f\n", binom[i], y[i],
V(i, 1), V(i, 4), V(i, 5));

}
}
else {
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printf("Error from nag_glm_binomial (g02gbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(binom);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(beta);
NAG_FREE(v);
NAG_FREE(se);
NAG_FREE(cov);
NAG_FREE(ivar);

return exit_status;
}

10.2 Program Data

nag_glm_binomial (g02gbc) Example Program Data
Nag_Logistic Nag_MeanInclude Nag_FALSE 3 1 0
1.0 19. 516.
0.0 29. 560.
-1.0 24. 293.
1

10.3 Program Results

nag_glm_binomial (g02gbc) Example Program Results

Deviance = 7.3539e-02
Degrees of freedom = 1.0

Estimate Standard error

-2.8682 0.1217
-0.4264 0.1598

binom y fitted value Residual Leverage

516.0 19.0 18.45 0.1296 0.769
560.0 29.0 30.10 -0.2070 0.422
293.0 24.0 23.45 0.1178 0.809
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NAG Library Function Document

nag_glm_poisson (g02gcc)

1 Purpose

nag_glm_poisson (g02gcc) fits a generalized linear model with Poisson errors.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_poisson (Nag_Link link, Nag_IncludeMean mean, Integer n,
const double x[], Integer tdx, Integer m, const Integer sx[],
Integer ip, const double y[], const double wt[], const double offset[],
double ex_power, double *dev, double *df, double b[], Integer *rank,
double se[], double cov[], double v[], Integer tdv, double tol,
Integer max_iter, Integer print_iter, const char *outfile, double eps,
NagError *fail)

3 Description

A generalized linear model with Poisson errors consists of the following elements:

(a) a set of n observations, yi, from a Poisson distribution:

�ye��

y!

(b) X, a set of p independent variables for each observation, x1; x2; . . . ; xp.

(c) a linear model:

� ¼
X

�jxj:

(d) a link between the linear predictor, �, and the mean of the distribution, �, � ¼ g �ð Þ. The possible
link functions are:

(i) exponent link: � ¼ �a, for a constant a,

(ii) identity link: � ¼ �,
(iii) log link: � ¼ log�,

(iv) square root link: � ¼ ffiffiffi
�
p

,

(e) reciprocal link: � ¼ 1
� .

(f) a measure of fit, the deviance:Xn
i¼1

dev yi; �̂ið Þ ¼
Xn
i¼1

2 yilog
yi
�̂i

� �
� yi � �̂ið Þ


 �
The linear arguments are estimated by iterative weighted least squares. An adjusted dependent variable,
z, is formed:

z ¼ � þ y� �ð Þd�
d�

and a working weight, w,
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w ¼ �
d�

d�

� �2

; where � ¼ ffiffiffi
�
p

:

At each iteration an approximation to the estimate of �, �̂ is found by the weighted least squares
regression of z on X with weights w.

nag_glm_poisson (g02gcc) finds a QR decomposition of w
1
2X , i.e., w

1
2X ¼ QR where R is a p by p

triangular matrix and Q is an n by p column orthogonal matrix.

If R is of full rank then �̂ is the solution to:

R�̂ ¼ QTw
1
2z

If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R.

R ¼ Q� D 0
0 0

� �
PT:

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R and w
1
2X .

This gives the solution

�̂ ¼ P1D
�1 Q� 0

0 I

� �
QTw

1
2z

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ.
The iterations are continued until there is only a small change in the deviance.

The initial values for the algorithm are obtained by taking

�̂ ¼ g yð Þ
The fit of the model can be assessed by examining and testing the deviance, in particular, by comparing
the difference in deviance between nested models, i.e., when one model is a sub-model of the other. The
difference in deviance between two nested models has, asymptotically, a �2 distribution with degrees of
freedom given by the difference in the degrees of freedom associated with the two deviances.

The arguments estimates, �̂, are asymptotically Normally distributed with variance-covariance matrix:

C ¼ R�1R�1T in the full rank case, otherwise

C ¼ P1D
�2PT

1

The residuals and influence statistics can also be examined.

The estimated linear predictor �̂ ¼ X�̂, can be written as Hw
1
2z for an n by n matrix H. The ith

diagonal elements of H, hi, give a measure of the influence of the ith values of the independent
variables on the fitted regression model. These are known as leverages.

The fitted values are given by �̂ ¼ g�1 �̂ð Þ.
nag_glm_poisson (g02gcc) also computes the deviance residuals, r:

ri ¼ sign yi � �̂ið Þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
dev yi; �̂ið Þ

p
:

An option allows prior weights to be used with the model.

In many linear regression models the first term is taken as a mean term or an intercept, i.e., xi;1 ¼ 1, for
i ¼ 1; 2; . . . ; n. This is provided as an option.

Often only some of the possible independent variables are included in a model; the facility to select
variables to be included in the model is provided.

If part of the linear predictor can be represented by a variable with a known coefficient then this can be
included in the model by using an offset, o:
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� ¼ oþ
X

�jxj:

If the model is not of full rank the solution given will be only one of the possible solutions. Other
estimates be may be obtained by applying constraints to the arguments. These solutions can be obtained
by using nag_glm_tran_model (g02gkc) after using nag_glm_poisson (g02gcc).

Only certain linear combinations of the arguments will have unique estimates, these are known as
estimable functions, these can be estimated and tested using nag_glm_est_func (g02gnc).

Details of the SVD, are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
:

The generalized linear model with Poisson errors can be used to model contingency table data, see
Cook and Weisberg (1982) and McCullagh and Nelder (1983).

4 References

Cook R D and Weisberg S (1982) Residuals and Influence in Regression Chapman and Hall

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

Plackett R L (1974) The Analysis of Categorical Data Griffin

5 Arguments

1: link – Nag_Link Input

On entry: indicates which link function is to be used.

link ¼ Nag Expo
An exponent link is used.

link ¼ Nag Iden
An identity link is used.

link ¼ Nag Log
A log link is used.

link ¼ Nag Sqrt
A square root link is used.

link ¼ Nag Reci
A reciprocal link is used.

Constraint: link ¼ Nag Expo, Nag Iden, Nag Log, Nag Sqrt or Nag Reci.

2: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, (intercept), will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

3: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.
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4: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth independent
variable, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

5: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

6: m – Integer Input

On entry: the total number of independent variables.

Constraint: m 	 1.

7: sx½m� – const Integer Input

On entry: indicates which independent variables are to be included in the model.

If sx½j� 1� > 0, then the variable contained in the jth column of x is included in the regression
model.

Constraints:

sx½j � 1� 	 0, for j ¼ 1; 2; . . . ;m;
if mean ¼ Nag MeanInclude, then exactly ip� 1 values of sx must be > 0;
if mean ¼ Nag MeanZero, then exactly ip values of sx must be > 0.

8: ip – Integer Input

On entry: the number p of independent variables in the model, including the mean or intercept if
present.

Constraint: ip > 0.

9: y½n� – const double Input

On entry: observations on the dependent variable, yi, for i ¼ 1; 2; . . . ; n.

Constraint: y½i � 1� 	 0, for i ¼ 1; 2; . . . ; n.

10: wt½n� – const double Input

On entry: if weighted estimates are required. then wt must contain the weights to be used.
Otherwise wt need not be defined and may be set to NULL.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with positive weights.

If wt is NULL, then the effective number of observations is n.

Constraint: wt is NULL or wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

11: offset½n� – const double Input

On entry: if an offset is required then offset must contain the values of the offset o. Otherwise
offset must be supplied as NULL.

12: ex power – double Input

On entry: if link ¼ Nag Expo then ex_power must contain the power a of the exponential.

If link 6¼ Nag Expo, ex_power is not referenced.

Constraint: If link ¼ Nag Expo, ex power 6¼ 0:0.
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13: dev – double * Output

On exit: the deviance for the fitted model.

14: df – double * Output

On exit: the degrees of freedom associated with the deviance for the fitted model.

15: b½ip� – double Output

On exit: the estimates of the arguments of the generalized linear model, �̂.

If mean ¼ Nag MeanInclude, then b½0� will contain the estimate of the mean argument and b½i�
will contain the coefficient of the variable contained in column j of x, where sx½j� 1� is the ith
positive value in the array sx.

If mean ¼ Nag MeanZero, then b½i� 1� will contain the coefficient of the variable contained in
column j of x, where sx½j� 1� is the ith positive value in the array sx.

16: rank – Integer * Output

On exit: the rank of the independent variables.

If the model is of full rank, then rank ¼ ip.

If the model is not of full rank, then rank is an estimate of the rank of the independent variables.
rank is calculated as the number of singular values greater than eps� (largest singular value). It
is possible for the SVD to be carried out but rank to be returned as ip.

17: se½ip� – double Output

On exit: the standard errors of the linear arguments.

se½i � 1� contains the standard error of the parameter estimate in b½i � 1�, for i ¼ 1; 2; . . . ; ip.

18: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the ip� ipþ 1ð Þ=2 elements of cov contain the upper triangular part of the variance-
covariance matrix of the ip parameter estimates given in b. They are stored packed by column, i.
e., the covariance between the parameter estimate given in b½i� and the parameter estimate given
in b½j�, j 	 i, is stored in cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

19: v½n� tdv� – double Output

On exit: auxiliary information on the fitted model.

v½ i � 1ð Þ � tdv�, contains the linear predictor value, �i , for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 1�, contains the fitted value, �̂i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 2�, contains the variance standardization, �i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 3�, contains the working weight, wi, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 4�, contains the deviance residual, ri, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 5�, contains the leverage, hi, for i ¼ 1; 2; . . . ; n.

v½ i� 1ð Þ � tdvþ j � 1�, for j ¼ 7; 8; . . . ; ipþ 6, contains the results of the QR decomposition or
the singular value decomposition.

If the model is not of full rank, i.e., rank < ip, then the first ip rows of columns 7 to ipþ 6
contain the P � matrix.

20: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 ipþ 6.
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21: tol – double Input

On entry: indicates the accuracy required for the fit of the model.

The iterative weighted least squares procedure is deemed to have converged if the absolute
change in deviance between interactions is less than tol� (1.0+Current Deviance). This is
approximately an absolute precision if the deviance is small and a relative precision if the
deviance is large.

If 0:0 � tol < machine precision, then the function will use 10� machine precision.

Constraint: tol 	 0:0.

22: max iter – Integer Input

On entry: the maximum number of iterations for the iterative weighted least squares.

If max iter ¼ 0, then a default value of 10 is used.

Constraint: max iter 	 0.

23: print iter – Integer Input

On entry: indicates if the printing of information on the iterations is required and the rate at
which printing is produced.

print iter � 0
There is no printing.

print iter > 0
The following items are printed every print_iter iterations:

(i) the deviance,

(ii) the current estimates, and

(iii) if the weighted least squares equations are singular then this is indicated.

24: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile is NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

25: eps – double Input

On entry: the value of eps is used to decide if the independent variables are of full rank and, if
not, what the rank of the independent variables is. The smaller the value of eps the stricter the
criterion for selecting the singular value decomposition.

If 0:0 � eps < machine precision, then the function will use machine precision instead.

Constraint: eps 	 0:0.

26: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdv ¼ valueh i while ip ¼ valueh i. These arguments must satisfy tdv 	 ipþ 6.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument link had an illegal value.

On entry, argument mean had an illegal value.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, max_iter must not be less than 0: max iter ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, sx½ valueh i� must not be less than 0: sx½ valueh i� ¼ valueh i.

NE_IP_GT_OBSERV

Parameter ip is greater than the effective number of observations.

NE_IP_INCOMP_SX

Parameter ip is incompatible with mean and sx.

NE_LSQ_ITER_NOT_CONV

The iterative weighted least squares has failed to converge in max iter ¼ valueh i iterations. The
value of max_iter could be increased but it may be advantageous to examine the convergence
using the print_iter option. This may indicate that the convergence is slow because the solution
is at a boundary in which case it may be better to reformulate the model.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_RANK_CHANGED

The rank of the model has changed during the weighted least squares iterations. The estimate for
� returned may be reasonable, but you should check how the deviance has changed during
iterations.

NE_REAL_ARG_LT

On entry, eps must not be less than 0.0: eps ¼ valueh i.
On entry, tol must not be less than 0.0: tol ¼ valueh i.
On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.
On entry, y½ valueh i� must not be less than 0.0: y½ valueh i� ¼ valueh i.

NE_REAL_ENUM_ARG_CONS

On entry, ex power ¼ 0:0, link ¼ Nag Expo. These arguments must satisfy link ¼ Nag Expo and
ex power 6¼ 0:0.
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NE_SVD_NOT_CONV

The singular value decomposition has failed to converge.

NE_VALUE_AT_BOUNDARY_C

A fitted value is at a boundary, i.e., �̂ ¼ 0:0. This may occur if there are y values of 0.0 and the
model is too complex for the data. The model should be reformulated with, perhaps, some
observations dropped.

NE_ZERO_DOF_ERROR

The degrees of freedom for error are 0. A saturated model has been fitted.

7 Accuracy

The accuracy is determined by tol as described in Section 5. As the adjusted deviance is a function of
log� the accuracy of the �̂'s will be a function of tol. tol should therefore be set to a smaller value than
the accuracy required for �̂.

8 Parallelism and Performance

nag_glm_poisson (g02gcc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A 3 by 5 contingency table given by Plackett (1974) is analysed by fitting terms for rows and columns.
The table is:

141 67 114 79 39
131 66 143 72 35
36 14 38 28 16

10.1 Program Text

/* nag_glm_poisson (g02gcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <ctype.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define V(I, J) v[(I) *tdv + J]
int main(void)
{

Integer exit_status = 0, i, ip, j, m, max_iter, n, print_iter, rank;
Integer *sx = 0;
Integer tdv, tdx;
Nag_IncludeMean mean;
Nag_Link link;
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Nag_Boolean weight;
char nag_enum_arg[40];
double dev, df, eps, ex_power, tol;
double *b = 0, *cov = 0, *offsetptr = 0, *se = 0;
double *v = 0, *wt = 0, *wtptr, *x = 0, *y = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_glm_poisson (g02gcc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

link = (Nag_Link) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#endif

/* Check and set control parameters */
if (n >= 2 && m >= 1) {

if (!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
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#else
scanf("%lf%lf", &y[i], &wt[i]);

#endif
}

}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif

/* Calculate ip */
ip = 0;
for (j = 0; j < m; j++)

if (sx[j] > 0)
ip += 1;

if (mean == Nag_MeanInclude)
ip += 1;

if (link == Nag_Expo)
#ifdef _WIN32

scanf_s("%lf", &ex_power);
#else

scanf("%lf", &ex_power);
#endif

else
ex_power = 0.0;

if (!(b = NAG_ALLOC(ip, double)) ||
!(v = NAG_ALLOC(n * (ip + 6), double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdv = ip + 6;

/* Set other control parameters */
max_iter = 10;
tol = 5e-5;
eps = 1e-6;

/* nag_glm_poisson (g02gcc).
* Fits a generalized linear model with Poisson errors
*/

nag_glm_poisson(link, mean, n, x, tdx, m, sx, ip, y,
wtptr, offsetptr, ex_power, &dev, &df, b, &rank, se, cov,
v, tdv, tol, max_iter, print_iter, "", eps, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_LSQ_ITER_NOT_CONV ||
fail.code == NE_RANK_CHANGED || fail.code == NE_ZERO_DOF_ERROR) {

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_poisson (g02gcc).\n%s\n", fail.message);
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}
printf("\nDeviance = %13.4e\n", dev);
printf("Degrees of freedom = %3.1f\n\n", df);
printf(" Estimate Standard error\n\n");
for (i = 0; i < ip; i++)

printf("%14.4f%14.4f\n", b[i], se[i]);
printf("\n");
printf(" y fitted value Residual Leverage\n\n");
for (i = 0; i < n; ++i) {

printf("%7.1f%10.2f%12.4f%10.3f\n", y[i], V(i, 1), V(i, 4), V(i, 5));
}

}
else {

printf("Error from nag_glm_poisson (g02gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(v);
NAG_FREE(se);
NAG_FREE(cov);

return exit_status;
}

10.2 Program Data

nag_glm_poisson (g02gcc) Example Program Data
Nag_Log Nag_MeanInclude Nag_FALSE 15 8 0
1.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 141.
1.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 67.
1.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 114.
1.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 79.
1.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 39.
0.0 1.0 0.0 1.0 0.0 0.0 0.0 0.0 131.
0.0 1.0 0.0 0.0 1.0 0.0 0.0 0.0 66.
0.0 1.0 0.0 0.0 0.0 1.0 0.0 0.0 143.
0.0 1.0 0.0 0.0 0.0 0.0 1.0 0.0 72.
0.0 1.0 0.0 0.0 0.0 0.0 0.0 1.0 35.
0.0 0.0 1.0 1.0 0.0 0.0 0.0 0.0 36.
0.0 0.0 1.0 0.0 1.0 0.0 0.0 0.0 14.
0.0 0.0 1.0 0.0 0.0 1.0 0.0 0.0 38.
0.0 0.0 1.0 0.0 0.0 0.0 1.0 0.0 28.
0.0 0.0 1.0 0.0 0.0 0.0 0.0 1.0 16.
1 1 1 1 1 1 1 1

10.3 Program Results

nag_glm_poisson (g02gcc) Example Program Results

Deviance = 9.0379e+00
Degrees of freedom = 8.0

Estimate Standard error

2.5977 0.0258
1.2619 0.0438
1.2777 0.0436
0.0580 0.0668
1.0307 0.0551
0.2910 0.0732
0.9876 0.0559
0.4880 0.0675

-0.1996 0.0904
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y fitted value Residual Leverage

141.0 132.99 0.6875 0.604
67.0 63.47 0.4386 0.514

114.0 127.38 -1.2072 0.596
79.0 77.29 0.1936 0.532
39.0 38.86 0.0222 0.482

131.0 135.11 -0.3553 0.608
66.0 64.48 0.1881 0.520

143.0 129.41 1.1749 0.601
72.0 78.52 -0.7465 0.537
35.0 39.48 -0.7271 0.488
36.0 39.90 -0.6276 0.393
14.0 19.04 -1.2131 0.255
38.0 38.21 -0.0346 0.382
28.0 23.19 0.9675 0.282
16.0 11.66 1.2028 0.206
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NAG Library Function Document

nag_glm_gamma (g02gdc)

1 Purpose

nag_glm_gamma (g02gdc) fits a generalized linear model with gamma errors.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_gamma (Nag_Link link, Nag_IncludeMean mean, Integer n,
const double x[], Integer tdx, Integer m, const Integer sx[],
Integer ip, const double y[], const double wt[], double offset[],
double *scale, double ex_power, double *dev, double *df, double b[],
Integer *rank, double se[], double cov[], double v[], Integer tdv,
double tol, Integer max_iter, Integer print_iter, const char *outfile,
double eps, NagError *fail)

3 Description

A generalized linear model with gamma errors consists of the following elements:

(a) a set of n observations, yi, from a gamma distribution with probability density function:

1

� �ð Þ
�y

�

� ��
exp ��y

�

� �
1

y
:

� being constant for the sample.

(b) X, a set of p independent variables for each observation, x1; x2; . . . ; xp.

(c) a linear model:

� ¼
X

�jxj:

(d) a link between the linear predictor, �, and the mean of the distribution, �, � ¼ g �ð Þ. The possible
link functions are:

(i) power link: � ¼ �a, for a constant a,

(ii) identity link: � ¼ �,
(iii) log link: � ¼ log�,

(iv) square root link: � ¼ ffiffiffi
�
p

,

(e) reciprocal link: � ¼ 1
� .

(f) a measure of fit, an adjusted deviance. This is a function related to the deviance, but defined for
y ¼ 0: Xn

i¼1
dev� yi; �̂ið Þ ¼

Xn
i¼1

2 log �̂ið Þ þ
yi
�̂i

� �
 �
The linear arguments are estimated by iterative weighted least squares. An adjusted dependent variable,
z, is formed:

z ¼ � þ y� �ð Þd�
d�

and a working weight, w,
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w ¼
ffiffiffiffiffiffiffiffi
�
d�

d�

s
; where � ¼ 1

�
:

At each iteration an approximation to the estimate of �, �̂ is found by the weighted least squares
regression of z on X with weights w.

nag_glm_gamma (g02gdc) finds a QR decomposition of w
1
2X , i.e.,

w
1
2X ¼ QR where R is a p by p triangular matrix and Q is an n by p column orthogonal matrix.

If R is of full rank then �̂ is the solution to:

R�̂ ¼ QTw
1
2z

If R is not of full rank a solution is obtained by means of a singular value decomposition (SVD) of R.

R ¼ Q� D 0
0 0

� �
PT:

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R and w
1
2X .

This gives the solution

�̂ ¼ P1D
�1 Q� 0

0 I

� �
QTw

1
2z

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ.
The iterations are continued until there is only a small change in the deviance.

The initial values for the algorithm are obtained by taking

�̂ ¼ g yð Þ
The scale argument, ��1 is estimated by a moment estimator:

�̂�1 ¼
Xn
i¼1

yi � �̂ið Þ=�̂½ �2

n� kð Þ :

The fit of the model can be assessed by examining and testing the deviance, in particular, by comparing
the difference in deviance between nested models, i.e., when one model is a sub-model of the other. The
difference in deviance or adjusted deviance between two nested models with known � has,
asymptotically, a �2 distribution with degrees of freedom given by the difference in the degrees of
freedom associated with the two deviances.

The arguments estimates, �̂, are asymptotically Normally distributed with variance-covariance matrix:

C ¼ R�1R�1T in the full rank case, otherwise

C ¼ P1D
�2PT

1

The residuals and influence statistics can also be examined.

The estimated linear predictor �̂ ¼ X�̂, can be written as Hw
1
2z for an n by n matrix H. The ith

diagonal elements of H, hi, give a measure of the influence of the ith values of the independent
variables on the fitted regression model. These are known as leverages.

The fitted values are given by �̂ ¼ g�1 �̂ð Þ.
nag_glm_gamma (g02gdc) also computes the Anscombe residuals, r:

ri ¼
3 y

1
3
i � �̂

1
3
i

� �
�̂

1
3
i
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An option allows the use of prior weights, !i. This gives a model with:

�i ¼ �!i
In many linear regression models the first term is taken as a mean term or an intercept, i.e., xi;1 ¼ 1, for
i ¼ 1; 2; . . . ; n. This is provided as an option.

Often only some of the possible independent variables are included in a model, the facility to select
variables to be included in the model is provided.

If part of the linear predictor can be represented by a variable with a known coefficient then this can be
included in the model by using an offset, o:

� ¼ oþ
X

�jxj:

If the model is not of full rank the solution given will be only one of the possible solutions. Other
estimates may be obtained by applying constraints to the arguments. These solutions can be obtained by
using nag_glm_tran_model (g02gkc) after using nag_glm_gamma (g02gdc).

Only certain linear combinations of the arguments will have unique estimates, these are known as
estimable functions, these can be estimated and tested using nag_glm_est_func (g02gnc).

Details of the SVD, are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
:

4 References

Cook R D and Weisberg S (1982) Residuals and Influence in Regression Chapman and Hall

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

5 Arguments

1: link – Nag_Link Input

On entry: indicates which link function is to be used.

link ¼ Nag Expo
An exponent link is used.

link ¼ Nag Iden
An identity link is used.

link ¼ Nag Log
A log link is used.

link ¼ Nag Sqrt
A square root link is used.

link ¼ Nag Reci
A reciprocal link is used.

Constraint: link ¼ Nag Expo, Nag Iden, Nag Log, Nag Sqrt or Nag Reci.

2: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, (intercept), will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.
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3: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

4: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth independent
variable, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

5: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

6: m – Integer Input

On entry: the total number of independent variables.

Constraint: m 	 1.

7: sx½m� – const Integer Input

On entry: indicates which independent variables are to be included in the model.

If sx½j� 1� > 0, then the variable contained in the jth column of x is included in the regression
model.

Constraints:

sx½j � 1� 	 0, for j ¼ 1; 2; . . . ;m;
if mean ¼ Nag MeanInclude, then exactly ip� 1 values of sx must be > 0;
if mean ¼ Nag MeanZero, then exactly ip values of sx must be > 0.

8: ip – Integer Input

On entry: the number p of independent variables in the model, including the mean or intercept if
present.

Constraint: ip must be > 0.

9: y½n� – const double Input

On entry: observations on the dependent variable, yi, for i ¼ 1; 2; . . . ; n.

Constraint: y½i � 1� 	 0, for i ¼ 1; 2; . . . ; n.

10: wt½n� – const double Input

On entry: if weighted estimates are required, then wt must contain the weights to be used.
Otherwise wt need not be defined and may be set to NULL.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with positive weights.

If wt is NULL, then the effective number of observations is n.

Constraint: wt is NULL or wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

11: offset½n� – double Input

On entry: if an offset is required then offset must contain the values of the offset o. Otherwise
offset must be supplied as NULL.
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12: scale – double * Input/Output

On entry: the scale argument for the gamma model, ��1.

If scale ¼ 0:0, then the scale argument is estimated with the function using the formula described
in Section 3.

On exit: if on input scale ¼ 0:0, then scale contains the estimated value of the scale argument,
�̂�1. If on input scale 6¼ 0:0, then scale is unchanged on exit.

Constraint: scale 	 0:0.

13: ex power – double Input

On entry: if link ¼ Nag Expo then ex_power must contain the power a of the exponential.

If link 6¼ Nag Expo, ex_power is not referenced.

Constraint: if link ¼ Nag Expo, ex power 6¼ 0:0.

14: dev – double * Output

On exit: the adjusted deviance for the fitted model.

15: df – double * Output

On exit: the degrees of freedom associated with the deviance for the fitted model.

16: b½ip� – double Output

On exit: the estimates of the arguments of the generalized linear model, �̂.

If mean ¼ Nag MeanInclude, then b½0� will contain the estimate of the mean argument and b½i�
will contain the coefficient of the variable contained in column j of x, where sx½j� 1� is the ith
positive value in the array sx.

If mean ¼ Nag MeanZero, then b½i� 1� will contain the coefficient of the variable contained in
column j of x, where sx½j� 1� is the ith positive value in the array sx.

17: rank – Integer * Output

On exit: the rank of the independent variables.

If the model is of full rank, then rank ¼ ip.

If the model is not of full rank, then rank is an estimate of the rank of the independent variables.
rank is calculated as the number of singular values greater than eps� (largest singular value). It
is possible for the SVD to be carried out but rank to be returned as ip.

18: se½ip� – double Output

On exit: the standard errors of the linear arguments.

se½i � 1� contains the standard error of the parameter estimate in b½i � 1�, for i ¼ 1; 2; . . . ; ip.

19: cov½ip� ipþ 1ð Þ=2� – double Output

On exit: the ip� ipþ 1ð Þ=2 elements of cov contain the upper triangular part of the variance-
covariance matrix of the ip parameter estimates given in b. They are stored packed by column, i.
e., the covariance between the parameter estimate given in b½i� and the parameter estimate given
in b½j�, j 	 i, is stored in cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

20: v½n� tdv� – double Output

On exit: auxiliary information on the fitted model.

v½ i � 1ð Þ � tdv�, contains the linear predictor value, �i, for i ¼ 1; 2; . . . ; n.
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v½ i � 1ð Þ � tdvþ 1�, contains the fitted value, �̂i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 2�, contains the variance standardization, �i, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 3�, contains the working weight, wi, for i ¼ 1; 2; . . . ; n.

v½ i� 1ð Þ � tdvþ 4�, contains the Anscombe residual, ri, for i ¼ 1; 2; . . . ; n.

v½ i � 1ð Þ � tdvþ 5�, contains the leverage, hi, for i ¼ 1; 2; . . . ; n.

v½ i� 1ð Þ � tdvþ j � 1�, for j ¼ 7; 8; . . . ; ipþ 6, contains the results of the QR decomposition or
the singular value decomposition.

If the model is not of full rank, i.e., rank < ip, then the first ip rows of columns 7 to ipþ 6
contain the P � matrix.

21: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 ipþ 6.

22: tol – double Input

On entry: indicates the accuracy required for the fit of the model.

The iterative weighted least squares procedure is deemed to have converged if the absolute
change in deviance between interactions is less than tol� (1.0+Current Deviance). This is
approximately an absolute precision if the deviance is small and a relative precision if the
deviance is large.

If 0:0 � tol < machine precision, then the function will use 10� machine precision.

Constraint: tol 	 0:0.

23: max iter – Integer Input

On entry: the maximum number of iterations for the iterative weighted least squares.

If max iter ¼ 0, then a default value of 10 is used.

Constraint: max iter 	 0.

24: print iter – Integer Input

On entry: indicates if the printing of information on the iterations is required and the rate at
which printing is produced.

print iter � 0
There is no printing.

print iter > 0
The following items are printed every print_iter iterations:

(i) the deviance,

(ii) the current estimates, and

(iii) if the weighted least squares equations are singular then this is indicated.

25: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile is NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.
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26: eps – double Input

On entry: the value of eps is used to decide if the independent variables are of full rank and, if
not, what the rank of the independent variables is. The smaller the value of eps the stricter the
criterion for selecting the singular value decomposition.

If 0:0 � eps < machine precision, then the function will use machine precision instead.

Constraint: eps 	 0:0.

27: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument link had an illegal value.

On entry, argument mean had an illegal value.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, max_iter must not be less than 0: max iter ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, sx½ valueh i� must not be less than 0: sx½ valueh i� ¼ valueh i.
On entry, tdv ¼ valueh i while ip ¼ valueh i. These arguments must satisfy tdv 	 ipþ 6.

NE_IP_GT_OBSERV

ip is greater than the effective number of observations.

NE_IP_INCOMP_SX

ip is incompatible with mean and sx.

NE_LSQ_ITER_NOT_CONV

The iterative weighted least squares has failed to converge in max iter ¼ valueh i iterations. The
value of max_iter could be increased but it may be advantageous to examine the convergence
using the print_iter option. This may indicate that the convergence is slow because the solution
is at a boundary in which case it may be better to reformulate the model.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.
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NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_RANK_CHANGED

The rank of the model has changed during the weighted least squares iterations. The estimate for
� returned may be reasonable, but you should check how the deviance has changed during
iterations.

NE_REAL_ARG_LT

On entry, eps must not be less than 0.0: eps ¼ valueh i.
On entry, scale must not be less than 0.0: scale ¼ valueh i.
On entry, tol must not be less than 0.0: tol ¼ valueh i.
On entry, wt½ valueh i� must not be less than 0.0: wt½ valueh i� ¼ valueh i.
On entry, y½ valueh i� must not be less than 0.0: y½ valueh i� ¼ valueh i.

NE_REAL_ENUM_ARG_CONS

On entry, ex power ¼ 0:0, link ¼ Nag Expo. These arguments must satisfy link ¼ Nag Expo and
ex power 6¼ 0:0.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge.

NE_VALUE_AT_BOUNDARY_D

A fitted value is at a boundary, i.e., �̂ ¼ 0:0. This may occur if there are small values of y and the
model is not suitable for the data. The model should be reformulated with, perhaps, some
observations dropped.

NE_ZERO_DOF_ERROR

The degrees of freedom for error are 0. A saturated model has been fitted.

7 Accuracy

The accuracy is determined by tol as described in Section 5. As the adjusted deviance is a function of
log� the accuracy of the �̂'s will be a function of tol. tol should therefore be set to a smaller value than
the accuracy required for �̂.

8 Parallelism and Performance

nag_glm_gamma (g02gdc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A set of 10 observations from two groups is input and a model for the two groups is fitted.
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10.1 Program Text

/* nag_glm_gamma (g02gdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <ctype.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define V(I, J) v[(I) *tdv + J]

int main(void)
{

Integer exit_status = 0, i, ip, j, m, max_iter, n, print_iter, rank;
Integer *sx = 0;
Integer tdv, tdx;
double dev, df, eps, ex_power, scale, tol;
double *b = 0, *cov = 0, *offsetptr = (double *) 0;
double *se = 0, *v = 0, *wt = 0, *wtptr, *x = 0, *y = 0;
char nag_enum_arg[40];
Nag_IncludeMean mean;
Nag_Link link;
Nag_Boolean weight;
NagError fail;

INIT_FAIL(fail);

printf("nag_glm_gamma (g02gdc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

link = (Nag_Link) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %lf", &n, &m,
&print_iter, &scale);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %lf", &n, &m, &print_iter,

&scale);
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#endif

if (n >= 2 && m >= 1) {
if (!(wt = NAG_ALLOC(n, double)) ||

!(x = NAG_ALLOC(n * (m), double)) ||
!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

wtptr = wt;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
}
else {

wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif

/* Calculate ip */
ip = 0;
for (j = 0; j < m; j++)

if (sx[j] > 0)
ip += 1;

if (mean == Nag_MeanInclude)
ip += 1;

if (link == Nag_Expo)
#ifdef _WIN32

scanf_s("%lf", &ex_power);
#else

scanf("%lf", &ex_power);
#endif

else
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ex_power = 0.0;

if (!(b = NAG_ALLOC(ip, double)) ||
!(v = NAG_ALLOC(n * (ip + 6), double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdv = ip + 6;

/* Set other control parameters */
max_iter = 10;
tol = 5e-5;
eps = 1e-6;

/* nag_glm_gamma (g02gdc).
* Fits a generalized linear model with gamma errors
*/

nag_glm_gamma(link, mean, n, x, tdx, m, sx, ip, y,
wtptr, offsetptr, &scale, ex_power, &dev, &df, b, &rank,
se, cov, v, tdv, tol, max_iter, print_iter, "", eps, &fail);

if (fail.code == NE_NOERROR || fail.code == NE_LSQ_ITER_NOT_CONV ||
fail.code == NE_RANK_CHANGED || fail.code == NE_ZERO_DOF_ERROR) {

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_gamma (g02gdc).\n%s\n", fail.message);

}
printf("\nDeviance = %13.4e\n", dev);
printf("Degrees of freedom = %3.1f\n\n", df);
printf(" Estimate Standard error\n\n");
for (i = 0; i < ip; i++)

printf("%14.4f%14.4f\n", b[i], se[i]);
printf("\n");
printf(" y fitted value Residual Leverage\n\n");
for (i = 0; i < n; ++i) {

printf("%7.1f%10.2f%12.4f%10.3f\n", y[i], V(i, 1), V(i, 4), V(i, 5));
}

}
else {

printf("Error from nag_glm_gamma (g02gdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(v);
NAG_FREE(se);
NAG_FREE(cov);

return exit_status;
}

10.2 Program Data

nag_glm_gamma (g02gdc) Example Program Data
Nag_Reci Nag_MeanInclude Nag_FALSE 10 1 0 0.0
1.0 1.0
1.0 0.3
1.0 10.5
1.0 9.7
1.0 10.9
0.0 0.62

g02 – Correlation and Regression Analysis g02gdc

Mark 26 g02gdc.11



0.0 0.12
0.0 0.09
0.0 0.50
0.0 2.14
1

10.3 Program Results

nag_glm_gamma (g02gdc) Example Program Results

Deviance = 3.5034e+01
Degrees of freedom = 8.0

Estimate Standard error

1.4408 0.6678
-1.2865 0.6717

y fitted value Residual Leverage

1.0 6.48 -1.3909 0.200
0.3 6.48 -1.9228 0.200

10.5 6.48 0.5236 0.200
9.7 6.48 0.4318 0.200

10.9 6.48 0.5678 0.200
0.6 0.69 -0.1107 0.200
0.1 0.69 -1.3287 0.200
0.1 0.69 -1.4815 0.200
0.5 0.69 -0.3106 0.200
2.1 0.69 1.3665 0.200
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NAG Library Function Document

nag_glm_tran_model (g02gkc)

1 Purpose

nag_glm_tran_model (g02gkc) calculates the estimates of the arguments of a generalized linear model
for given constraints from the singular value decomposition results.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_tran_model (Integer ip, Integer nclin, const double v[],
Integer tdv, const double c[], Integer tdc, double b[], double scale,
double se[], double cov[], NagError *fail)

3 Description

nag_glm_tran_model (g02gkc) computes the estimates given a set of linear constraints for a generalized
linear model which is not of full rank. It is intended for use after a call to nag_glm_normal (g02gac),
nag_glm_binomial (g02gbc), nag_glm_poisson (g02gcc) or nag_glm_gamma (g02gdc).

In the case of a model not of full rank the functions use a singular value decomposition (SVD) to find
the parameter estimates, �̂svd, and their variance-covariance matrix. Details of the SVD are made
available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
as described by nag_glm_normal (g02gac), nag_glm_binomial (g02gbc), nag_glm_poisson (g02gcc) and
nag_glm_gamma (g02gdc).

Alternative solutions can be formed by imposing constraints on the arguments. If there are p arguments
and the rank of the model is k, then nc ¼ p� k constraints will have to be imposed to obtain a unique
solution.

Let C be a p by nc matrix of constraints, such that

CT� ¼ 0;

then the new parameter estimates �̂c are given by:

�̂c ¼ A�̂svd

¼ I � P 0 C
TP0ð Þ�1

� �
�̂svd

;

where I is the identity matrix, and the variance-covariance matrix is given by:

AP1D
�2PT

1 A
T

provided CTP0ð Þ�1 exists.
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4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

Searle S R (1971) Linear Models Wiley

5 Arguments

1: ip – Integer Input

On entry: the number of terms in the linear model, p.

Constraint: ip 	 1.

2: nclin – Integer Input

On entry: the number of constraints to be imposed on the arguments, nc.

Constraint: 0 < nclin < ip.

3: v½ip� tdv� – const double Input

Note: the i; jð Þth element of the matrix V is stored in v½ i� 1ð Þ � tdvþ j� 1�.
On entry: v as returned by nag_glm_normal (g02gac), nag_glm_binomial (g02gbc),
nag_glm_poisson (g02gcc) or nag_glm_gamma (g02gdc).

4: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 ipþ 6.

tdv should be as supplied to nag_glm_normal (g02gac), nag_glm_binomial (g02gbc),
nag_glm_poisson (g02gcc) or nag_glm_gamma (g02gdc).

5: c½ip� tdc� – const double Input

Note: the i; jð Þth element of the matrix C is stored in c½ i� 1ð Þ � tdcþ j� 1�.
On entry: the nclin constraints stored by column, i.e., the ith constraint is stored in the ith
column of c.

6: tdc – Integer Input

On entry: the stride separating matrix column elements in the array c.

Constraint: tdc 	 nclin.

7: b½ip� – double Input/Output

On entry: the parameter estimates computed by using the singular value decomposition, �̂svd.

On exit: the parameter estimates of the arguments with the constraints imposed, �̂c.

8: scale – double Input

On entry: the estimate of the scale argument.

For results from nag_glm_normal (g02gac) and nag_glm_gamma (g02gdc) then scale is the scale
argument, for the model �2 and �̂�1 respectively.
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For results from nag_glm_binomial (g02gbc) and nag_glm_poisson (g02gcc) then scale should
be set to 1.0.

Constraint: scale > 0:0.

9: se½ip� – double Output

On exit: the standard error of the parameter estimates in b.

10: cov½ ipð Þ � ipþ 1ð Þ=2� – double Output

On exit: the upper triangular part of the variance-covariance matrix of the ip parameter estimates
given in b. They are stored packed by column, i.e., the covariance between the parameter
estimate given in b½i� and the parameter estimate given in b½j�, j 	 i, is stored in
cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, nclin ¼ valueh i while ip ¼ valueh i. These arguments must satisfy nclin < ip.

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while nclin ¼ valueh i. These arguments must satisfy tdc 	 nclin.

On entry, tdv ¼ valueh i while ip ¼ valueh i. These arguments must satisfy tdv 	 ipþ 6.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LE

On entry, nclin ¼ valueh i.
Constraint: nclin > 0.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

NE_MAT_NOT_FULL_RANK

Matrix c does not give a model of full rank.

NE_REAL_ARG_LE

On entry, scale must not be less than or equal to 0.0: scale ¼ valueh i.

7 Accuracy

It should be noted that due to rounding errors an argument that should be zero when the constraints
have been imposed may be returned as a value of order machine precision.

8 Parallelism and Performance

nag_glm_tran_model (g02gkc) is not threaded in any implementation.
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9 Further Comments

nag_glm_tran_model (g02gkc) is intended for use in situations in which dummy (0-1) variables have
been used such as in the analysis of designed experiments when you do not wish to change the
arguments of the model to give a full rank model. The function is not intended for situations in which
the relationships between the independent variables are only approximate.

10 Example

A loglinear model is fitted to a 3 by 5 contingency table by nag_glm_poisson (g02gcc). The model
consists of terms for rows and columns. The table is:

141 67 114 79 39
131 66 143 72 35
36 14 38 28 16

The constraints that the sum of row effects and the sum of column effects are zero are then read in and
the parameter estimates with these constraints imposed are computed by nag_glm_tran_model (g02gkc)
and printed.

10.1 Program Text

/* nag_glm_tran_model (g02gkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
#define C(I, J) c[(I) *tdc + J]
int main(void)
{

Integer exit_status = 0, i, ip, j, m, max_iter, n, nclin, print_iter, rank;
Integer *sx = 0, tdc, tdv, tdx;
NagError fail;
double dev, df, eps, ex_power;
double *b = 0, *c = 0, *cov = 0, *se = 0, tol, *v = 0, *wtptr;
double *x = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_glm_tran_model (g02gkc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#endif

if (n >= 2 && m >= 1) {
if (!(x = NAG_ALLOC(n * m, double)) ||

!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else

scanf("%" NAG_IFMT "", &ip);
#endif

if (!(b = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(se = NAG_ALLOC(ip, double)) || !(v = NAG_ALLOC(n * (ip + 6), double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdv = ip + 6;
/* Set control parameters */
max_iter = 10;
tol = 5e-5;
eps = 1e-6;
ex_power = 0.0;
/* Fit Log-linear model using nag_glm_poisson (g02gcc) */

/* nag_glm_poisson (g02gcc).
* Fits a generalized linear model with Poisson errors
*/

nag_glm_poisson(Nag_Log, Nag_MeanInclude, n, x, tdx,
m, sx, ip, y, wtptr, (double *) 0, ex_power, &dev, &df, b,
&rank, se, cov, v, tdv, tol, max_iter, print_iter, "", eps,
&fail);

if (fail.code == NE_NOERROR || fail.code == NE_LSQ_ITER_NOT_CONV ||
fail.code == NE_RANK_CHANGED || fail.code == NE_ZERO_DOF_ERROR) {

printf("\nDeviance = %13.4e\n", dev);
printf("Degrees of freedom = %3.1f\n\n", df);
/* Input constraints */
nclin = ip - rank;

if (!(c = NAG_ALLOC(ip * nclin, double)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
tdc = nclin;

for (i = 0; i < ip; ++i)
for (j = 0; j < nclin; ++j)

#ifdef _WIN32
scanf_s("%lf", &C(i, j));

#else
scanf("%lf", &C(i, j));

#endif

/* nag_glm_tran_model (g02gkc).
* Estimates and standard errors of parameters of a general
* linear model for given constraints
*/

nag_glm_tran_model(ip, nclin, v, tdv, c, tdc, b, 1.0e0, se, cov, &fail);

if (fail.code == NE_NOERROR) {
printf(" Estimate Standard error\n\n");
for (i = 0; i < ip; i++)

printf(" %14.4f%14.4f\n", b[i], se[i]);
printf("\n");

}
else {

printf("Error from nag_glm_tran_model (g02gkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}
else {

printf("Error from nag_glm_poisson (g02gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(c);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(se);
NAG_FREE(v);
return exit_status;

}

10.2 Program Data

nag_glm_tran_model (g02gkc) Example Program Data
15 8 0
1.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 141.
1.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 67.
1.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 114.
1.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 79.
1.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 39.
0.0 1.0 0.0 1.0 0.0 0.0 0.0 0.0 131.
0.0 1.0 0.0 0.0 1.0 0.0 0.0 0.0 66.
0.0 1.0 0.0 0.0 0.0 1.0 0.0 0.0 143.
0.0 1.0 0.0 0.0 0.0 0.0 1.0 0.0 72.
0.0 1.0 0.0 0.0 0.0 0.0 0.0 1.0 35.
0.0 0.0 1.0 1.0 0.0 0.0 0.0 0.0 36.
0.0 0.0 1.0 0.0 1.0 0.0 0.0 0.0 14.
0.0 0.0 1.0 0.0 0.0 1.0 0.0 0.0 38.
0.0 0.0 1.0 0.0 0.0 0.0 1.0 0.0 28.
0.0 0.0 1.0 0.0 0.0 0.0 0.0 1.0 16.
1 1 1 1 1 1 1 1 9
0.0 0.0
1.0 0.0
1.0 0.0
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1.0 0.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0

10.3 Program Results

nag_glm_tran_model (g02gkc) Example Program Results

Deviance = 9.0379e+00
Degrees of freedom = 8.0

Estimate Standard error

3.9831 0.0396
0.3961 0.0458
0.4118 0.0457

-0.8079 0.0622
0.5112 0.0562

-0.2285 0.0727
0.4680 0.0569

-0.0316 0.0675
-0.7191 0.0887
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NAG Library Function Document

nag_glm_est_func (g02gnc)

1 Purpose

nag_glm_est_func (g02gnc) gives the estimate of an estimable function along with its standard error
from the results from fitting a generalized linear model.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_est_func (Integer ip, Integer rank, const double b[],
const double cov[], const double v[], Integer tdv, const double f[],
Nag_Boolean *est, double *stat, double *sestat, double *z, double tol,
NagError *fail)

3 Description

nag_glm_est_func (g02gnc) computes the estimates of an estimable function for a general linear
regression model which is not of full rank. It is intended for use after a call to nag_glm_normal
(g02gac), nag_glm_binomial (g02gbc), nag_glm_poisson (g02gcc) or nag_glm_gamma (g02gdc). An
estimable function is a linear combination of the arguments such that it has a unique estimate. For a full
rank model all linear combinations of arguments are estimable.

In the case of a model not of full rank the functions use a singular value decomposition (SVD) to find
the parameter estimates, �̂, and their variance-covariance matrix. Given the upper triangular matrix R
obtained from the QR decomposition of the independent variables the SVD gives:

R ¼ Q� D 0
0 0

� �
P T

where D is a k by k diagonal matrix with nonzero diagonal elements, k being the rank of R, and Q� and
P are p by p orthogonal matrices. This leads to a solution:

�̂ ¼ P1D
�1QT

�1c1

P1 being the first k columns of P , i.e., P ¼ P1P0ð Þ; Q�1 being the first k columns of Q� and c1 being
the first p elements of c.

Details of the SVD are made available, in the form of the matrix P �:

P � ¼ D�1P T
1

PT
0

� �
as given by nag_glm_normal (g02gac), nag_glm_binomial (g02gbc), nag_glm_poisson (g02gcc) and
nag_glm_gamma (g02gdc).

A linear function of the arguments, F ¼ fT�, can be tested to see if it is estimable by computing
� ¼ PT

0 f . If � is zero, then the function is estimable, if not, the function is not estimable. In practice �j j
is tested against some small quantity �.

Given that F is estimable it can be estimated by fT�̂ and its standard error calculated from the
variance-covariance matrix of �̂, C�, as

se Fð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
fTC�f

q
Also a z statistic:
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z ¼ fT�̂

se Fð Þ;

can be computed. The distribution of z will be approximately Normal.

4 References

Golub G H and Van Loan C F (1996) Matrix Computations (3rd Edition) Johns Hopkins University
Press, Baltimore

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

Searle S R (1971) Linear Models Wiley

5 Arguments

1: ip – Integer Input

On entry: the number of terms in the linear model, p.

Constraint: ip 	 1.

2: rank – Integer Input

On entry: the rank of the independent variables, k.

Constraint: 1 � rank � ip.

3: b½ip� – const double Input

On entry: the ip values of the estimates of the arguments of the model, �̂.

4: cov½ip� ipþ 1ð Þ=2� – const double Input

On entry: the upper triangular part of the variance-covariance matrix of the ip parameter
estimates given in b. They are stored packed by column, i.e., the covariance between the
parameter estimate given in b½i� and the parameter estimate given in b½j�, j 	 i, is stored in
cov½j j þ 1ð Þ=2þ i�, for i ¼ 0; 1; . . . ; ip� 1 and j ¼ i; . . . ; ip� 1.

5: v½ip� tdv� – const double Input

Note: the i; jð Þth element of the matrix V is stored in v½ i� 1ð Þ � tdvþ j� 1�.
On entry: v as returned by nag_glm_normal (g02gac), nag_glm_binomial (g02gbc),
nag_glm_poisson (g02gcc) and nag_glm_gamma (g02gdc).

6: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 ipþ 6.

tdv should be as supplied to nag_glm_normal (g02gac), nag_glm_binomial (g02gbc),
nag_glm_poisson (g02gcc) or nag_glm_gamma (g02gdc).

7: f½ip� – const double Input

On entry: the linear function to be estimated, f .
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8: est – Nag_Boolean * Output

On exit: est indicates if the function was estimable.

est ¼ Nag TRUE
The function is estimable.

est ¼ Nag FALSE
The function is not estimable and stat, sestat and z are not set.

9: stat – double * Output

On exit: if est ¼ Nag TRUE, stat contains the estimate of the function, fT�̂.

10: sestat – double * Output

On exit: if est ¼ Nag TRUE, sestat contains the standard error of the estimate of the function,
se Fð Þ.

11: z – double * Output

On exit: if est ¼ Nag TRUE, z contains the z statistic for the test of the function being equal to
zero.

12: tol – double Input

On entry: tol is the tolerance value used in the check for estimability, �.

If tol � 0:0, then
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
machine precision
p

is used instead.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, ip ¼ valueh i while rank ¼ valueh i. These arguments must satisfy rank � ip.

NE_2_INT_ARG_LT

On entry, tdv ¼ valueh i while ip ¼ valueh i. These arguments must satisfy tdv 	 ipþ 6.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, rank ¼ valueh i.
Constraint: rank 	 1.

NE_RANK_EQ_IP

On entry, rank ¼ ip. In this case, the boolean variable est is returned as Nag_TRUE and all
statistics are calculated.
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NE_STDES_ZERO

sestat, the standard error of the estimate of the function, se Fð Þ ¼ 0:0; probably due to rounding
error or due to incorrectly specified input values of cov and f.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_glm_est_func (g02gnc) is not threaded in any implementation.

9 Further Comments

The value of estimable functions is independent of the solution chosen from the many possible
solutions. While nag_glm_est_func (g02gnc) may be used to estimate functions of the arguments of the
model as computed by nag_glm_tran_model (g02gkc), �c, these must be expressed in terms of the
original arguments, �. The relation between the two sets of arguments may not be straightforward.

10 Example

A loglinear model is fitted to a 3 by 5 contingency table by nag_glm_poisson (g02gcc). The model
consists of terms for for rows and columns. The table is:

141 67 114 79 39
131 66 143 72 35
36 14 38 28 16

The number of functions to be tested is read in, then the linear functions themselves are read in and
tested with nag_glm_est_func (g02gnc). The results of nag_glm_est_func (g02gnc) are printed.

10.1 Program Text

/* nag_glm_est_func (g02gnc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Nag_Boolean est;
Integer exit_status = 0, i, ip, j, m, max_iter, n, nestfn, print_iter, rank;
Integer *sx = 0, tdv, tdx;
NagError fail;
double dev, df, eps, ex_power, sestat, stat, tol, z;
double *b = 0, *cov = 0, *f = 0, *se = 0, *v = 0, *wtptr, *x = 0;
double *y = 0;

INIT_FAIL(fail);

printf("nag_glm_est_func (g02gnc) Example Program Results\n");
/* Skip heading in data file */
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &n, &m, &print_iter);
#endif

if (n >= 2 && m >= 1) {
if (!(x = NAG_ALLOC(n * m, double)) ||

!(y = NAG_ALLOC(n, double)) || !(sx = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
wtptr = (double *) 0;
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
for (j = 0; j < m; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sx[j]);

#else
scanf("%" NAG_IFMT "", &sx[j]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else

scanf("%" NAG_IFMT "", &ip);
#endif

if (!(b = NAG_ALLOC(ip, double)) ||
!(f = NAG_ALLOC(ip, double)) ||
!(v = NAG_ALLOC(n * (ip + 6), double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(se = NAG_ALLOC(ip, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdv = ip + 6;

/* Set control parameters */
max_iter = 10;
tol = 5e-5;
eps = 1e-6;
ex_power = 0.0;

/* Fit Log-linear model using nag_glm_poisson (g02gcc) */
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/* nag_glm_poisson (g02gcc).
* Fits a generalized linear model with Poisson errors
*/

nag_glm_poisson(Nag_Log, Nag_MeanInclude, n, x, tdx,
m, sx, ip, y, wtptr, (double *) 0, ex_power, &dev, &df, b,
&rank, se, cov, v, tdv, tol, max_iter, print_iter, "", eps,
&fail);

if (fail.code == NE_NOERROR || fail.code == NE_LSQ_ITER_NOT_CONV ||
fail.code == NE_RANK_CHANGED || fail.code == NE_ZERO_DOF_ERROR) {

printf("\nDeviance = %13.4e\n", dev);
printf("Degrees of freedom = %3.1f\n\n", df);
printf(" Estimate Standard error\n\n");
for (i = 0; i < ip; i++)

printf("%14.4f%14.4f\n", b[i], se[i]);
printf("\n");

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nestfn);

#else
scanf("%" NAG_IFMT "", &nestfn);

#endif
for (i = 1; i <= nestfn; ++i) {

for (j = 0; j < ip; ++j)
#ifdef _WIN32

scanf_s("%lf", &f[j]);
#else

scanf("%lf", &f[j]);
#endif

/* nag_glm_est_func (g02gnc).
* Estimable function and the standard error of a
* generalized linear model
*/

nag_glm_est_func(ip, rank, b, cov, v,
tdv, f, &est, &stat, &sestat, &z, tol, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_RANK_EQ_IP) {
printf("Error from nag_glm_est_func (g02gnc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Function %" NAG_IFMT "\n\n", i);
for (j = 0; j < ip; ++j)

printf("%8.2f%c", f[j], (j % 5 == 4 || j == ip - 1) ? ’\n’ : ’ ’);
printf("\n");
if (est)

printf("stat = %10.4f sestat = %10.4f z = %10.4f\n",
stat, sestat, z);

else
printf("Function not estimable\n");

}
}
else {

printf("Error from nag_glm_poisson (g02gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
END:

NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(f);
NAG_FREE(v);
NAG_FREE(cov);
NAG_FREE(se);
return exit_status;

}
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10.2 Program Data

nag_glm_est_func (g02gnc) Example Program Data
15 8 0
1.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 141.
1.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 67.
1.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 114.
1.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 79.
1.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 39.
0.0 1.0 0.0 1.0 0.0 0.0 0.0 0.0 131.
0.0 1.0 0.0 0.0 1.0 0.0 0.0 0.0 66.
0.0 1.0 0.0 0.0 0.0 1.0 0.0 0.0 143.
0.0 1.0 0.0 0.0 0.0 0.0 1.0 0.0 72.
0.0 1.0 0.0 0.0 0.0 0.0 0.0 1.0 35.
0.0 0.0 1.0 1.0 0.0 0.0 0.0 0.0 36.
0.0 0.0 1.0 0.0 1.0 0.0 0.0 0.0 14.
0.0 0.0 1.0 0.0 0.0 1.0 0.0 0.0 38.
0.0 0.0 1.0 0.0 0.0 0.0 1.0 0.0 28.
0.0 0.0 1.0 0.0 0.0 0.0 0.0 1.0 16.
1 1 1 1 1 1 1 1 9
3
1.0 1.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0
0.0 1.0 -1.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

10.3 Program Results

nag_glm_est_func (g02gnc) Example Program Results

Deviance = 9.0379e+00
Degrees of freedom = 8.0

Estimate Standard error

2.5977 0.0258
1.2619 0.0438
1.2777 0.0436
0.0580 0.0668
1.0307 0.0551
0.2910 0.0732
0.9876 0.0559
0.4880 0.0675

-0.1996 0.0904

Function 1

1.00 1.00 0.00 0.00 1.00
0.00 0.00 0.00 0.00

stat = 4.8903 sestat = 0.0674 z = 72.5934

Function 2

0.00 1.00 -1.00 0.00 0.00
0.00 0.00 0.00 0.00

stat = -0.0158 sestat = 0.0672 z = -0.2350

Function 3

0.00 1.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00

Function not estimable

g02 – Correlation and Regression Analysis g02gnc

Mark 26 g02gnc.7 (last)





NAG Library Function Document

nag_glm_predict (g02gpc)

1 Purpose

nag_glm_predict (g02gpc) allows prediction from a generalized linear model fit via nag_glm_normal
(g02gac), nag_glm_binomial (g02gbc), nag_glm_poisson (g02gcc) or nag_glm_gamma (g02gdc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_glm_predict (Nag_Distributions errfn, Nag_Link link,
Nag_IncludeMean mean, Integer n, const double x[], Integer tdx,
Integer m, const Integer sx[], Integer ip, const double binom_t[],
const double offset[], const double wt[], double scale, double ex_power,
const double b[], const double cov[], Nag_Boolean vfobs, double eta[],
double seeta[], double pred[], double sepred[], NagError *fail)

3 Description

A generalized linear model consists of the following elements:

(i) A suitable distribution for the dependent variable y.

(ii) A linear model, with linear predictor � ¼ X�, where X is a matrix of independent variables and �
a column vector of p parameters.

(iii) A link function g :ð Þ between the expected value of y and the linear predictor, that is
E yð Þ ¼ � ¼ g �ð Þ.

In order to predict from a generalized linear model, that is estimate a value for the dependent variable,
y, given a set of independent variables X, the matrix X must be supplied, along with values for the
parameters � and their associated variance-covariance matrix, C. Suitable values for � and C are
usually estimated by first fitting the prediction model to a training dataset with known responses, using
for example nag_glm_normal (g02gac), nag_glm_binomial (g02gbc), nag_glm_poisson (g02gcc) or
nag_glm_gamma (g02gdc). The predicted variable, and its standard error can then be obtained from:

ŷ ¼ g�1 �ð Þ; se ŷð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�g�1 xð Þ
�x

� �
�

s
se �ð Þ þ Ifobs Var yð Þ

where

� ¼ oþX�; se �ð Þ ¼ diag
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
XCXT
p

;

o is a vector of offsets and Ifobs ¼ 0, if the variance of future observations is not taken into account, and
1 otherwise. Here diagA indicates the diagonal elements of matrix A.

If required, the variance for the ith future observation, Var yið Þ, can be calculated as:

Var yið Þ ¼

V �ð Þ
wi

where wi is a weight, 
 is the scale (or dispersion) parameter, and V �ð Þ is the variance function. Both
the scale parameter and the variance function depend on the distribution used for the y, with:

Poisson V �ð Þ ¼ �i, 
 ¼ 1

binomial V �ð Þ ¼ �i ti��ið Þ
ti

, 
 ¼ 1
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Normal V �ð Þ ¼ 1

gamma V �ð Þ ¼ �2i
In the cases of a Normal and gamma error structure, the scale parameter (
), is supplied by you. This
value is usually obtained from the function used to fit the prediction model. In many cases, for a
Normal error structure, 
 ¼ �̂2, i.e., the estimated variance.

4 References

McCullagh P and Nelder J A (1983) Generalized Linear Models Chapman and Hall

5 Arguments

1: errfn – Nag_Distributions Input

On entry: indicates the distribution used to model the dependent variable, y.

errfn ¼ Nag Binomial
The binomial distribution is used.

errfn ¼ Nag Gamma
The gamma distribution is used.

errfn ¼ Nag Normal
The Normal (Gaussian) distribution is used.

errfn ¼ Nag Poisson
The Poisson distribution is used.

Constraint: errfn ¼ Nag Binomial, Nag Gamma, Nag Normal or Nag Poisson.

2: link – Nag_Link Input

On entry: indicates which link function to be used.

link ¼ Nag Compl
A complementary log-log link is used.

link ¼ Nag Expo
An exponent link is used.

link ¼ Nag Logistic
A logistic link is used.

link ¼ Nag Iden
An identity link is used.

link ¼ Nag Log
A log link is used.

link ¼ Nag Probit
A probit link is used.

link ¼ Nag Reci
A reciprocal link is used.

link ¼ Nag Sqrt
A square root link is used.

Details on the functional form of the different links can be found in the g02 Chapter Introduction.

Constraints:

if errfn ¼ Nag Binomial, link ¼ Nag Compl, Nag Logistic or Nag Probit;
otherwise link ¼ Nag Expo, Nag Iden, Nag Log, Nag Reci or Nag Sqrt.
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3: mean – Nag_IncludeMean Input

On entry: indicates if a mean term is to be included.

mean ¼ Nag MeanInclude
A mean term, intercept, will be included in the model.

mean ¼ Nag MeanZero
The model will pass through the origin, zero-point.

Constraint: mean ¼ Nag MeanInclude or Nag MeanZero.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least n� tdx.

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth independent
variable, for i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

6: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m

7: m – Integer Input

On entry: m, the total number of independent variables.

Constraint: m 	 1.

8: sx½m� – const Integer Input

On entry: indicates which independent variables are to be included in the model.

If sx½j� 1� > 0, the jth independent variable is included in the regression model.

Constraints:

sx½j� 1� 	 0, for i ¼ 1; 2; . . . ;m;
if mean ¼ Nag MeanInclude, exactly ip� 1 values of sx must be > 0;
if mean ¼ Nag MeanZero, exactly ip values of sx must be > 0.

9: ip – Integer Input

On entry: the number of independent variables in the model, including the mean or intercept if
present.

Constraint: ip > 0.

10: binom t½n� – const double Input

On entry: if errfn ¼ Nag Binomial, binom t½i� 1� must contain the binomial denominator, ti,
for the ith observation.

Otherwise binom_t is not referenced and may be NULL.

Constraint: if errfn ¼ Nag Binomial, binom t½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

11: offset½n� – const double Input

On entry: if an offset is required then offset½i� 1� must contain the value of the offset oi, for the
ith observation. Otherwise offset must be supplied as NULL.
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12: wt½n� – const double Input

On entry: if weighted estimates are required then wt½i� 1� must contain the weight, !i for the ith
observation. Otherwise wt must be supplied as NULL.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the model, in which case the
effective number of observations is the number of observations with positive weights.

If wt ¼ NULL, then the effective number of observations is n.

If the variance of future observations is not included in the standard error of the predicted
variable, wt is not referenced.

Constraint: if wt is not NULL and vfobs ¼ Nag TRUE, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ;n.

13: scale – double Input

On entry: if errfn ¼ Nag Normal or Nag Gamma and vfobs ¼ Nag TRUE, the scale parameter,

.

Otherwise scale is not referenced and 
 ¼ 1.

Constraint: if errfn ¼ Nag Normal or Nag Gamma and vfobs ¼ Nag TRUE, scale > 0:0.

14: ex power – double Input

On entry: if link ¼ Nag Expo, ex_power must contain the power of the exponential.

If link 6¼ Nag Expo, ex_power is not referenced.

Constraint: if link ¼ Nag Expo, ex power 6¼ 0:0.

15: b½ip� – const double Input

On entry: the model parameters, �.

If mean ¼ Nag MeanInclude, b½0� must contain the mean parameter and b½i� the coefficient of
the variable contained in the jth independent x, where sx½j� 1� is the ith positive value in the
array sx.

If mean ¼ Nag MeanZero, b½i� 1� must contain the coefficient of the variable contained in the
jth independent x, where sx½j� 1� is the ith positive value in the array sx.

16: cov½ip� ipþ 1ð Þ=2� – const double Input

On entry: the upper triangular part of the variance-covariance matrix, C, of the model
parameters. This matrix should be supplied packed by column, i.e., the covariance between
parameters �i and �j, that is the values stored in b½i� 1� and b½j� 1�, should be supplied in
cov½j � j � 1ð Þ=2þ i � 1�, for i ¼ 1; 2; . . . ; ip and j ¼ i; . . . ; ip.

Constraint: the matrix represented in cov must be a valid variance-covariance matrix.

17: vfobs – Nag_Boolean Input

On entry: if vfobs ¼ Nag TRUE, the variance of future observations is included in the standard
error of the predicted variable (i.e., Ifobs ¼ 1), otherwise Ifobs ¼ 0.

18: eta½n� – double Output

On exit: the linear predictor, �.

19: seeta½n� – double Output

On exit: the standard error of the linear predictor, se �ð Þ.

20: pred½n� – double Output

On exit: the predicted value, ŷ.
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21: sepred½n� – double Output

On exit: the standard error of the predicted value, se ŷð Þ. If pred½i� 1� could not be calculated,
then nag_glm_predict (g02gpc) returns fail:code ¼ NE_INVALID_PRED, and sepred½i� 1� is
set to �99:0.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

On entry, the error type and link function combination supplied is invalid.

NE_INT

On entry, ip ¼ valueh i.
Constraint: ip > 0.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, tdx ¼ valueh i and m ¼ valueh i.
Constraint: tdx 	 m.

NE_INT_ARRAY_CONS

On entry, sx not consistent with ip: valueh i values > 0, expected valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_PRED

At least one predicted value could not be calculated as required. sepred is set to �99:0 for
affected predicted values.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

g02 – Correlation and Regression Analysis g02gpc

Mark 26 g02gpc.5



NE_REAL

On entry, ex power ¼ 0:0.

On entry, scale ¼ valueh i.
Constraint: scale > 0:0.

NE_REAL_ARRAY_CONS

On entry, cov½i� 1� < 0:0 for at least one diagonal element: i ¼ valueh i, cov½i� 1� ¼ valueh i.
On entry, i ¼ valueh i and binom t½i� 1� ¼ valueh i.
Constraint: binom t½i� 1� 	 0:0, for all i.

On entry, i ¼ valueh i and wt½i� 1� ¼ valueh i.
Constraint: wt½i� 1� 	 0:0, for all i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_glm_predict (g02gpc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

The model

y ¼ 1

�1 þ �2x
þ �

is fitted to a training dataset with five observations. The resulting model is then used to predict the
response for two new observations.

10.1 Program Text

/* nag_glm_predict (g02gpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <ctype.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define T_X(I, J) t_x[(I) *t_tdx + J]
#define X(I, J) x[(I) *tdx + J]
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int main(void)
{

/* Integer scalar and array declarations */
Integer i, ip, j, m, n, t_n, tdx, t_tdx, print_iter;
Integer exit_status = 0, tdv, rank, lx, lt_x, lv;
Integer *sx = 0;
/* NAG structures */
Nag_Link link;
Nag_IncludeMean mean;
Nag_Boolean vfobs, weight, t_weight, ioffset, t_ioffset;
Nag_Distributions errfn;
NagError fail;
/* Character scalar and array declarations */
char sioffset[40], st_ioffset[40], sweight[40], st_weight[40];
char slink[40], smean[40], svfobs[40];
/* Double scalar and array declarations */
double rss, scale, ex_power, df;
double *b = 0, *cov = 0, *eta = 0, *offset = 0, *t_offset = 0;
double *pred = 0, *se = 0, *seeta = 0, *sepred = 0, *binom_t = 0;
double *v = 0, *wt = 0, *x = 0, *y = 0, *t_x = 0, *t_wt = 0;
/* Set control parameters */
double eps = 0.000001;
double tol = 0.00005;
Integer max_iter = 10;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_glm_predict (g02gpc) Example Program Results\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in training data for model that will be used for prediction */
#ifdef _WIN32

scanf_s("%39s %39s %39s %39s %" NAG_IFMT " %" NAG_IFMT " %lf %" NAG_IFMT
"%*[^\n] ", slink, (unsigned)_countof(slink), smean,
(unsigned)_countof(smean), st_ioffset,
(unsigned)_countof(st_ioffset), st_weight,
(unsigned)_countof(st_weight),
&t_n, &m, &scale, &print_iter);

#else
scanf("%39s %39s %39s %39s %" NAG_IFMT " %" NAG_IFMT " %lf %" NAG_IFMT

"%*[^\n] ", slink, smean, st_ioffset, st_weight, &t_n, &m, &scale,
&print_iter);

#endif
/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

link = (Nag_Link) nag_enum_name_to_value(slink);
mean = (Nag_IncludeMean) nag_enum_name_to_value(smean);
t_ioffset = (Nag_Boolean) nag_enum_name_to_value(st_ioffset);
t_weight = (Nag_Boolean) nag_enum_name_to_value(st_weight);

t_tdx = m;
lt_x = t_tdx * t_n;

/* Allocate memory */
if (t_weight) {

if (!(t_wt = NAG_ALLOC(t_n, double)))
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}
}
if (t_ioffset) {

if (!(t_offset = NAG_ALLOC(t_n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
if (!(t_x = NAG_ALLOC(lt_x, double)) ||

!(y = NAG_ALLOC(t_n, double)) || !(sx = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data */
for (i = 0; i < t_n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &T_X(i, j));
#else

scanf("%lf", &T_X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

if (t_ioffset)
#ifdef _WIN32

scanf_s("%lf", &t_offset[i]);
#else

scanf("%lf", &t_offset[i]);
#endif

if (t_weight)
#ifdef _WIN32

scanf_s("%lf", &t_wt[i]);
#else

scanf("%lf", &t_wt[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &sx[j]);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &sx[j]);
#endif

if (link == Nag_Expo)
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &ex_power);
#else

scanf("%lf%*[^\n] ", &ex_power);
#endif

else
ex_power = 0.0;

/* Calculate ip */
ip = 0;
for (j = 0; j < m; j++)
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if (sx[j] > 0)
ip++;

if (mean == Nag_MeanInclude)
ip++;

tdv = ip + 6;
lv = tdv * t_n;

if (!(b = NAG_ALLOC(ip, double)) ||
!(v = NAG_ALLOC(lv, double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Call nag_glm_normal (g02gac) to fit model to training data */
nag_glm_normal(link, mean, t_n, t_x, t_tdx, m, sx, ip, y, t_wt, t_offset,

&scale, ex_power, &rss, &df, b, &rank, se, cov, v, tdv,
tol, max_iter, print_iter, "", eps, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_normal (g02gac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display parameter estimates for training data */
printf("\nResidual sum of squares = %12.4g, Degrees of freedom = %2f\n\n",

rss, df);
printf(" Estimate Standard error\n\n");
for (i = 0; i < ip; i++)

printf(" %14.4f %14.4f\n", b[i], se[i]);
printf("\n");

/* Skip second lot of headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in data to predict from and check array sizes */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %39s %39s %39s%*[^\n] ", &n, svfobs,
(unsigned)_countof(svfobs), sioffset,
(unsigned)_countof(sioffset), sweight,
(unsigned)_countof(sweight));

#else
scanf("%" NAG_IFMT " %39s %39s %39s%*[^\n] ", &n, svfobs, sioffset,

sweight);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

vfobs = (Nag_Boolean) nag_enum_name_to_value(svfobs);
ioffset = (Nag_Boolean) nag_enum_name_to_value(sioffset);
weight = (Nag_Boolean) nag_enum_name_to_value(sweight);

if (weight) {
if (!(wt = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
if (ioffset) {

if (!(offset = NAG_ALLOC(n, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

tdx = m;
lx = tdx * n;

if (!(x = NAG_ALLOC(lx, double)) ||
!(eta = NAG_ALLOC(n, double)) ||
!(seeta = NAG_ALLOC(n, double)) ||
!(pred = NAG_ALLOC(n, double)) || !(sepred = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

if (offset)
#ifdef _WIN32

scanf_s("%lf", &offset[i]);
#else

scanf("%lf", &offset[i]);
#endif

if (weight)
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Using nag_glm_normal (g02gac) to fit training model, so error structure
is normal */

errfn = Nag_Normal;

/* Call nag_glm_predict (g02gpc) to calculate predictions */
nag_glm_predict(errfn, link, mean, n, x, tdx, m, sx, ip, binom_t, offset,

wt, scale, ex_power, b, cov, vfobs, eta, seeta, pred,
sepred, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_predict (g02gpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display predicted values */
printf(" I ETA SE(ETA) Predicted SE(Predicted)\n");
printf("\n");
for (i = 0; i < n; i++) {

printf(" %3" NAG_IFMT ") %10.5f %10.5f %10.5f %10.5f\n", i + 1,
eta[i], seeta[i], pred[i], sepred[i]);

}

END:
NAG_FREE(t_wt);
NAG_FREE(t_x);
NAG_FREE(y);
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NAG_FREE(sx);
NAG_FREE(b);
NAG_FREE(v);
NAG_FREE(se);
NAG_FREE(cov);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(offset);
NAG_FREE(eta);
NAG_FREE(seeta);
NAG_FREE(pred);
NAG_FREE(sepred);

return exit_status;
}

10.2 Program Data

nag_glm_predict (g02gpc) Example Program Data

Training Data
Nag_Reci
Nag_MeanInclude
Nag_FALSE
Nag_FALSE
5 1 0.0 0 : slink,smean,st_ioffset,st_weight,t_n,m,scale,print_iter
1.0 25.0 : t_x,y
2.0 10.0
3.0 6.0
4.0 4.0
5.0 3.0
1 : sx

Prediction Data
2 Nag_TRUE
Nag_FALSE Nag_FALSE : n,svfobs,soffset,sweight
32.0 : x
18.0

10.3 Program Results

nag_glm_predict (g02gpc) Example Program Results

Residual sum of squares = 0.3872, Degrees of freedom = 3.000000

Estimate Standard error

-0.0239 0.0028
0.0638 0.0026

I ETA SE(ETA) Predicted SE(Predicted)

1) 2.01807 0.08168 0.49552 0.35981
2) 1.12472 0.04476 0.88911 0.36098
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NAG Library Function Document

nag_robust_m_regsn_estim (g02hac)

1 Purpose

nag_robust_m_regsn_estim (g02hac) performs bounded influence regression (M-estimates). Several
standard methods are available.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_m_regsn_estim (Nag_RegType regtype, Nag_PsiFun psifun,
Nag_SigmaEst sigma_est, Nag_CovMatrixEst covmat_est, Integer n,
Integer m, double x[], Integer tdx, double y[], double cpsi,
const double hpsi[], double cucv, double dchi, double theta[],
double *sigma, double c[], Integer tdc, double rs[], double wt[],
double tol, Integer max_iter, Integer print_iter, const char *outfile,
double info[], NagError *fail)

3 Description

For the linear regression model

y ¼ X�þ �
where y is a vector of length n of the dependent variable,

X is a n by m matrix of independent variables of column rank k,

� is a vector of length m of unknown arguments,

and � is a vector of length n of unknown errors with var �ið Þ ¼ �2:

nag_robust_m_regsn_estim (g02hac) calculates the M-estimates given by the solution, �̂, to the equationXn
i¼1
 ri= �wið Þð Þwixij ¼ 0; j ¼ 1; 2; . . . ;m ð1Þ

where ri is the ith residual, i.e., the ith element of r ¼ y�X�̂,
 is a suitable weight function,

wi are suitable weights,

and � may be estimated at each iteration by the median absolute deviation of the residuals:

�̂ ¼ medi rij j½ �=�1
or as the solution to: Xn

i¼1
� ri= �̂wið Þð Þw2

i ¼ n� kð Þ�2

for suitable weight function �, where �1 and �2 are constants, chosen so that the estimator of � is
asymptotically unbiased if the errors, �i, have a Normal distribution. Alternatively � may be held at a
constant value.

The above describes the Schweppe type regression. If the wi are assumed to equal 1 for all i then Huber
type regression is obtained. A third type, due to Mallows, replaces (1) by
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Xn
i¼1
 ri=�ð Þwixij ¼ 0; j ¼ 1; 2; . . . ;m:

This may be obtained by use of the transformations

w�i  
ffiffiffiffiffi
wi
p

y�i  yi
ffiffiffiffiffi
wi
p

x�ij  xij
ffiffiffiffiffi
wi
p

; j ¼ 1; 2; . . . ;m

(see Marazzi (1987a)).

For Huber and Schweppe type regressions, �1 is the 75th percentile of the standard Normal distribution.
For Mallows type regression �1 is the solution to

1

n

Xn
i¼1
� �1=

ffiffiffiffiffi
wi
pð Þ ¼ :75

where � is the standard Normal cumulative distribution function.

�2 is given by:

�2 ¼
R1
�1� zð Þ
 zð Þdz; in Huber case;

�2 ¼ 1
n

Xn
i¼1
wi
R1
�1� zð Þ
 zð Þdz; in Mallows case;

�2 ¼ 1
n

Xn
i¼1
w2
i

R1
�1� z=wið Þ
 zð Þdz; in Schweppe case;

where 
 is the standard Normal density, i.e.,

1ffiffiffiffiffiffi
2	
p exp �1

2
x2

� �
:

The calculation of the estimates of � can be formulated as an iterative weighted least squares problem
with a diagonal weight matrix G given by

Gii ¼
 ri= �wið Þð Þ
ri= �wið Þð Þ ; ri 6¼ 0

 0 0ð Þ; ri ¼ 0

(
where  0 tð Þ is the derivative of  at the point t.

The value of � at each iteration is given by the weighted least squares regression of y on X. This is
carried out by first transforming the y and X by

~yi ¼ yi
ffiffiffiffiffiffiffi
Gii

p

~xij ¼ xij
ffiffiffiffiffiffiffi
Gii

p
; j ¼ 1; 2; . . . ;m

and then obtaining the solution of the resulting least squares problem. If X is of full column rank then
an orthogonal-triangular (QR) decomposition is used, if not, a singular value decomposition is used.

The following functions are available for  and � in nag_robust_m_regsn_estim (g02hac).

(a) Unit Weights

 tð Þ ¼ t; � tð Þ ¼ t
2

2

this gives least squares regression.

(b) Huber's Function

 tð Þ ¼ max �c;min c; tð Þð Þ; � tð Þ ¼
t2

2 ; tj j � d
d2

2 ; tj j > d




g02hac NAG Library Manual

g02hac.2 Mark 26



(c) Hampel's Piecewise Linear Function

 h1;h2;h3 tð Þ ¼ � h1;h2;h3 �tð Þ ¼
t; 0 � t � h1
h1; h1 � t � h2

h1 h3 � tð Þ= h3 � h2ð Þ; h2 � t � h3
0; h3 < t

8><>: :

� tð Þ ¼
t2

2 ; tj j � d
d2

2 ; tj j > d



(d) Andrew's Sine Wave Function

 tð Þ ¼ sin t; �	 � t � 	
0; tj j > 	



� tð Þ ¼

t2

2 ; tj j � d
d2

2 ; tj j > d



(e) Tukey's Bi-weight

 tð Þ ¼ t 1� t2
� �2

; tj j � 1
0; tj j > 1



� tð Þ ¼

t2

2 ; tj j � d
d2

2 ; tj j > d



where c, h1, h2, h3, and d are given constants.

Several schemes for calculating weights have been proposed, see Hampel et al. (1986) and Marazzi
(1987a). As the different independent variables may be measured on different scales, one group of
proposed weights aims to bound a standardized measure of influence. To obtain such weights the matrix
A has to be found such that:

1

n

Xn
i¼1
u zik k2
� �

ziz
T
i ¼ I

and

zi ¼ Axi
where

xi is a vector of length m containing the ith row of X,

A is a m by m lower triangular matrix,

and u is a suitable function.

The weights are then calculated as

wi ¼ f zik k2
� �

for a suitable function f .

nag_robust_m_regsn_estim (g02hac) finds A using the iterative procedure

Ak ¼ Sk þ Ið ÞAk�1

where Sk ¼ sjl
� �

,

sjl ¼ �min max hjl=n;�BL
� �

; BL
� �

j > ‘
�min max 1

2 hjj=n� 1
� �

;�BD
� �

; BD
� �

j ¼ ‘



:

and

hjl ¼
Xn
i¼1
u zik k2
� �

zijzil

and BL and BD are bounds set at 0.9.

Two weights are available in nag_robust_m_regsn_estim (g02hac):

(i) Krasker–Welsch weights

u tð Þ ¼ g1
c

t

� �
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where g1 tð Þ ¼ t2 þ 1� t2
� �

2� tð Þ � 1ð Þ � 2t
 tð Þ, � tð Þ is the standard Normal cumulative distribu-
tion function, 
 tð Þ is the standard Normal probability density function, and f tð Þ ¼ 1

t .

These are for use with Schweppe type regression.

(ii) Maronna's proposed weights

u tð Þ ¼ c=t2 tj j > c
1 tj j � c

f tð Þ ¼
ffiffiffiffiffiffiffiffiffi
u tð Þ

p
:

These are for use with Mallows type regression.

Finally the asymptotic variance-covariance matrix, C, of the estimates � is calculated.

For Huber type regression

C ¼ fH XTX
� ��1

�̂2

where

fH ¼
1

n�m

Xn
i¼1
 2 ri=�̂ð Þ

1
n

Xn
i¼1
 0 ri�̂
� � !2�

2

�2 ¼ 1þm
n

1
n

Xn
i¼1

 0 ri=�̂ð Þ � 1
n

Xn
i¼1
 0 ri=�̂ð Þ

 !2

1
n

Xn
i¼1
 ri

�̂

� � !2

See Huber (1981) and Marazzi (1987b).

For Mallows and Schweppe type regressions C is of the form

�̂

n

2

S�11 S2S
�1
1

where S1 ¼ 1
nX

TDX and S2 ¼ 1
nX

TPX .

D is a diagonal matrix such that the ith element approximates E  0 ri= �wið Þð Þð Þ in the Schweppe case
and E  0 ri=�ð Þwið Þ in the Mallows case.

P is a diagonal matrix such that the ith element approximates E  2 ri= �wið Þð Þw2
i

� �
in the Schweppe case

and E  2 ri=�ð Þw2
i

� �
in the Mallows case.

Two approximations are available in nag_robust_m_regsn_estim (g02hac):

1. Average over the ri

Schweppe Mallows

Di ¼ 1
n

Xn
j¼1

 0
rj
�̂wi

� � !
wi Di ¼ 1

n

Xn
j¼1

 0
rj
�̂

� � !
wi

2. Replace expected value by observed

Schweppe Mallows

Di ¼  0 ri
�̂wi

� �
wi Di ¼  0 ri�̂

� �
wi

Pi ¼  2 ri
�̂wi

� �
w2
i Pi ¼  2 ri

�̂

� �
w2
i

See Hampel et al. (1986) and Marazzi (1987b).
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Note: there is no explicit provision in the function for a constant term in the regression model.
However, the addition of a dummy variable whose value is 1.0 for all observations will produce a value
of �̂ corresponding to the usual constant term.

nag_robust_m_regsn_estim (g02hac) is based on routines in ROBETH, see Marazzi (1987a).

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987a) Weights for bounded influence regression in ROBETH Cah. Rech. Doc. IUMSP, No.
3 ROB 3 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

Marazzi A (1987b) Subroutines for robust and bounded influence regression in ROBETH Cah. Rech.
Doc. IUMSP, No. 3 ROB 2 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: regtype – Nag_RegType Input

On entry: specifies the type of regression to be performed.

regtype ¼ Nag HuberReg
Huber type regression.

regtype ¼ Nag MallowsReg
Mallows type regression with Maronna's proposed weights.

regtype ¼ Nag SchweppeReg
Schweppe type regression with Krasker–Welsch weights.

Constraint: regtype ¼ Nag HuberReg, Nag MallowsReg or Nag SchweppeReg.

2: psifun – Nag_PsiFun Input

On entry: specifies which  function is to be used.

psifun ¼ Nag Lsq
 tð Þ ¼ t, i.e., least squares.

psifun ¼ Nag HuberFun
Huber's function.

psifun ¼ Nag HampelFun
Hampel's piecewise linear function.

psifun ¼ Nag AndrewFun
Andrew's sine wave.

psifun ¼ Nag TukeyFun
Tukey's bi-weight.

Co n s t r a i n t : psifun ¼ Nag Lsq, Nag HuberFun, Nag HampelFun, Nag AndrewFun o r
Nag TukeyFun.

3: sigma est – Nag_SigmaEst Input

On entry: specifies how � is to be estimated.

sigma est ¼ Nag SigmaRes
� is estimated by median absolute deviation of residuals.

sigma est ¼ Nag SigmaConst
� is held constant at its initial value.
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sigma est ¼ Nag SigmaChi
� is estimated using the � function.

Constraint: sigma est ¼ Nag SigmaRes, Nag SigmaConst or Nag SigmaChi.

4: covmat est – Nag_CovMatrixEst Input

On entry: if regtype 6¼ Nag HuberReg, covmat_est specifies the approximations used in
estimating the covariance matrix of �̂. covmat est ¼ Nag CovMatAve, averaging over residuals.
covmat est ¼ Nag CovMatObs, replacing expected by observed.

If regtype ¼ Nag HuberReg then covmat_est is not referenced.

Constraint: covmat est ¼ Nag CovMatAve or Nag CovMatObs.

5: n – Integer Input

On entry: the number of observations, n.

Constraint: n > 1.

6: m – Integer Input

On entry: the number m, of independent variables.

Constraint: 1 � m < n.

7: x½n� tdx� – double Input/Output

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � tdxþ j� 1�.
On entry: the values of the X matrix, i.e., the independent variables. x i � 1½ � j � 1½ � must contain
the ijth element of X, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

On exit: if regtype ¼ Nag MallowsReg, then during calculations the elements of x will be
transformed as described in Section 3. Before exit the inverse transformation will be applied. As
a result there may be slight differences between the input x and the output x. Otherwise x is
unchanged.

8: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

9: y½n� – double Input/Output

On entry: the data values of the dependent variable. y½i � 1� must contain the value of y for the
ith observation, for i ¼ 1; 2; . . . ; n.

On exit: if regtype ¼ Nag MallowsReg, then during calculations the elements of y will be
transformed as described in Section 3. Before exit the inverse transformation will be applied. As
a result there may be slight differences between the input y and the output y. Otherwise y is
unchanged.

10: cpsi – double Input

On entry: if psifun ¼ Nag HuberFun, cpsi must specify the argument, c, of Huber's  function.
Otherwise cpsi is not referenced.

Constraint: if psifun ¼ Nag HuberFun then cpsi > 0:0.
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11: hpsi½3� – const double Input

On entry: if psifun ¼ Nag HampelFun then hpsi½0�, hpsi½1� and hpsi½2� must specify the
arguments h1, h2, and h3, of Hampel's piecewise linear  function. Otherwise the elements of
hpsi are not referenced.

Constraint: if psifun ¼ Nag HampelFun, 0:0 � hpsi½0� � hpsi½1� � hpsi½2� and hpsi½2� > 0:0.

12: cucv – double Input

On entry: if regtype ¼ Nag MallowsReg then cucv must specify the value of the constant, c, of
the function u for Maronna's proposed weights.

If regtype ¼ Nag SchweppeReg then cucv must specify the value of the function u for the
Krasker–Welsch weights.

If regtype ¼ Nag HuberReg then cucv is not referenced.

Constraints:

if regtype ¼ Nag MallowsReg, cucv 	 m;
if regtype ¼ Nag SchweppeReg, cucv 	

ffiffiffiffiffi
m
p

.

13: dchi – double Input

On entry: the constant, d, of the � function.

dchi is referenced only if psifun 6¼ Nag Lsq and sigma est ¼ Nag SigmaChi.

Constraint: if psifun 6¼ Nag Lsq and sigma est ¼ Nag SigmaChi, dchi > 0:0.

14: theta½m� – double Input/Output

On entry: starting values of the argument vector �. These may be obtained from least squares
regression.

Alternatively if sigma est ¼ Nag SigmaRes and sigma ¼ 1 or if sigma est ¼ Nag SigmaChi and
sigma approximately equals the standard deviation of the dependent variable, y, then
theta½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ;m may provide reasonable starting values.

On exit: theta½i � 1� contains the M-estimate of �i, for i ¼ 1; 2; . . . ;m.

15: sigma – double * Input/Output

On entry: a starting value for the estimation of �.

sigma should be approximately the standard deviation of the residuals from the model evaluated
at the value of � given by theta on entry.

On exit: sigma contains the final estimate of �, unless sigma est ¼ Nag SigmaConst.

Constraint: sigma > 0:0.

16: c½m� tdc� – double Output

On exit: the diagonal elements of c contain the estimated asymptotic standard errors of the
estimates of �, i.e., c½ i � 1ð Þ � tdcþ i � 1� contains the estimated asymptotic standard error of
the estimate contained in theta½i � 1�, for i ¼ 1; 2; . . . ;m.

The elements above the diagonal contain the estimated asymptotic correlation between the
estimates of �, i.e., c½ i� 1ð Þ � tdcþ j� 1�, 1 � i < j � m contains the asymptotic correlation
between the estimates contained in theta½i� 1� and theta½j� 1�.
The elements below the diagonal contain the estimated asymptotic covariance between the
estimates of �, i.e., c½ i� 1ð Þ � tdcþ j� 1�, 1 � j < i � m contains the estimated asymptotic
covariance between the estimates contained in theta½i� 1� and theta½j� 1�.
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17: tdc – Integer Input

On entry: the stride separating matrix column elements in the array c.

Constraint: tdc 	 m.

18: rs½n� – double Output

On exit: contains the residuals from the model evaluated at final value of theta, i.e., rs½i � 1�, for
i ¼ 1; 2; . . . ; n, contains the vector y�X�̂

� �
.

19: wt½n� – double Output

On exit: contains the vector of weights. wt½i � 1� contains the weight for the ith observation, for
i ¼ 1; 2; . . . ; n.

20: tol – double Input

On entry: the relative precision for the calculation of A (if regtype 6¼ Nag HuberReg), the
estimates of � and the estimate of � (if sigma est 6¼ Nag SigmaConst). Convergence is assumed
when the relative change in all elements being considered is less than tol.

If regtype ¼ Nag MallowsReg and sigma est ¼ Nag SigmaRes, tol is also used to determine the
precision of �1.

It is advisable for tol to be greater than 100� machine precision.

Constraint: tol > 0:0.

21: max iter – Integer Input

On entry: the maximum number of iterations that should be used in the calculation of A (if
regtype 6¼ Nag HuberReg) , and o f t he e s t ima t e s o f � and �, and o f �1 ( i f
regtype ¼ Nag MallowsReg and sigma est ¼ Nag SigmaRes)

Suggested value: A value of max iter ¼ 50 should be adequate for most uses.

Constraint: max iter > 0.

22: print iter – Integer Input

On entry: the amount of information that is printed on each iteration.

print iter ¼ 0
No information is printed.

print iter 6¼ 0
The current estimate of �, the change in � during the current iteration and the current value
of � are printed on the first and every abs print iterð Þ iterations.

Also, if regtype 6¼ Nag HuberReg and print iter > 0 then information on the iterations to
calculate A is printed. This is the current estimate of A and the maximum value of Sij (see
Section 3).

23: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile is NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

24: info½4� – double Output

On exit: elements of info contain the following values:

info½0� ¼ �1 if sigma est ¼ Nag SigmaRes,

or info½0� ¼ �2 if sigma est ¼ Nag SigmaChi,

g02hac NAG Library Manual

g02hac.8 Mark 26



info½1� ¼ number of iterations used to calculate A.

info½2� ¼ number of iterations used to calculate final estimates of � and �.

info½3� ¼ k, the rank of the weighted least squares equations.

25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m < n.

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdc 	 m.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_HAMPEL_PSI_FUN

O n e n t r y , psifun ¼ Nag HampelFun a n d hpsi½0� ¼ valueh i, hpsi½1� ¼ valueh i a n d
hpsi½2� ¼ valueh i. For this value of psifun, the elements of hpsi must satisfy the condition
0:0 � hpsi½0� � hpsi½1� � hpsi½2� and hpsi½2� > 0:0.

NE_BAD_PARAM

On entry, argument covmat_est had an illegal value.

On entry, argument psifun had an illegal value.

On entry, argument regtype had an illegal value.

On entry, argument sigma_est had an illegal value.

NE_BETA1_ITER_EXCEEDED

The number of iterations required to calculate �1 exceeds max_iter. This is only applicable if
regtype ¼ Nag MallowsReg and sigma est ¼ Nag SigmaRes.

NE_COV_MAT_FACTOR_ZERO

In calculating the correlation factor for the asymptotic variance-covariance matrix, the factor for
covariance matrix ¼ 0.
For this error, either the value of

1

n

Xn
i¼1
 0 ri=�̂ð Þ ¼ 0;

or � ¼ 0,

or
Pn

i¼1 
2 ri=�̂ð Þ ¼ 0.

See Section 9. In this case c is returned as XTXð Þ�1.
(This is only applicable if regtype ¼ Nag HuberReg).
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NE_ERR_DOF_LEQ_ZERO

n ¼ valueh i, rank of x ¼ valueh i. The degrees of freedom for error, n� (rank of x) must be
> 0:0.

NE_ESTIM_SIGMA_ZERO

The estimated value of � was 0:0 during an iteration.

NE_INT_ARG_LE

On entry, max_iter must not be less than or equal to 0: max iter ¼ valueh i.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_DCHI_FUN

On entry, psifun 6¼ Nag Lsq, sigma est ¼ Nag SigmaChi and dchi ¼ valueh i. For these values of
psifun and sigma_est, dchi must be > 0:0.

NE_INVALID_HUBER_FUN

On entry, psifun ¼ Nag HuberFun and cpsi ¼ valueh i. For this value of psifun, cpsi must be
> 0:0.

NE_INVALID_MALLOWS_REG_C

On entry, regtype ¼ Nag MallowsReg, cucv ¼ valueh iand m ¼ valueh i. For this value of
regtype, cucv must be 	 m.

NE_INVALID_SCHWEPPE_REG_C

On entry, regtype ¼ Nag SchweppeReg, cucv ¼ valueh iand m ¼ valueh i. For this value of
regtype, cucv must be 	

ffiffiffiffiffi
m
p

.

NE_LSQ_FAIL_CONV

The iterations to solve the weighted least squares equations failed to converge.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_REAL_ARG_LE

On entry, sigma must not be less than or equal to 0.0: sigma ¼ valueh i.
On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.
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NE_REG_MAT_SINGULAR

Failure to invert matrix while calculating covariance.
If regtype ¼ Nag HuberReg, then XTXð Þ is almost singular.
If regtype 6¼ Nag HuberReg, then S1 is singular or almost singular. This may be due to too many
diagonal elements of the matrix being zero, see Section 9.

NE_THETA_ITER_EXCEEDED

The number of iterations required to calculate � and � exceeds max_iter. In this case,
info½2� ¼ max iter on exit.

NE_VAR_THETA_LEQ_ZERO

The estimated variance for an element of � � 0. In this case the diagonal element of c will
contain the negative variance and the above diagonal elements in the row and the column
corresponding to the element will be returned as zero.
This error may be caused by rounding errors or too many of the diagonal elements of p being
zero. See Section 9.

NE_WT_ITER_EXCEEDED

The number of iterations required to calculate the weights exceeds max_iter. This is only
applicable if regtype 6¼ Nag HuberReg.

NE_WT_LSQ_NOT_FULL_RANK

The weighted least squares equations are not of full rank.

7 Accuracy

The precision of the estimates is determined by tol, see Section 5. As a more stable method is used to
calculate the estimates of � than is used to calculate the covariance matrix, it is possible for the least
squares equations to be of full rank but the XTXð Þ matrix to be too nearly singular to be inverted.

8 Parallelism and Performance

nag_robust_m_regsn_estim (g02hac) is not threaded in any implementation.

9 Further Comments

In cases when sigma est 6¼ Nag SigmaRes it is important for the value of sigma to be of a reasonable
magnitude. Too small a value may cause too many of the winsorized residuals, i.e.,  ri=�ð Þ to be zero
or a value of  0 ri=�ð Þ, used to estimate the asymptotic covariance matrix, to be zero. This can lead to
errors with fail set to one of the following values:

NE_WT_LSQ_NOT_FULL_RANK,

NE_REG_MAT_SINGULAR (if regtype 6¼ Nag HuberReg),

NE_COV_MAT_FACTOR_ZERO (if regtype ¼ Nag HuberReg),

NE_VAR_THETA_LEQ_ZERO.

10 Example

The number of observations and the number of x variables are read in followed by the data. The option
arguments are then read in (in this case giving: Schweppe type regression with Hampel's  function and
Huber's � function and then using the ‘replace expected by observed’ option in calculating the
covariances). Finally a set of values for the constants are read in. After a call to
nag_robust_m_regsn_estim (g02hac), �̂, its standard error and �̂ are printed. In addition the weight
and residual for each observation is printed.
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10.1 Program Text

/* nag_robust_m_regsn_estim (g02hac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <ctype.h>
#include <nagg02.h>

#define C(I, J) c[(I) *tdc + J]
#define X(I, J) x[(I) *tdx + J]

int main(void)
{

Integer exit_status = 0, i, j, m, max_iter, n, print_iter, tdc, tdx;
double *c = 0, cpsi, cucv, dchi, *hpsi = 0, *info = 0, *rs = 0,

sigma, *theta = 0;
double tol, *wt = 0, *x = 0, *y = 0;
char nag_enum_arg[40];
Nag_CovMatrixEst covmat_est;
Nag_PsiFun psifun;
Nag_RegType regtype;
Nag_SigmaEst sigma_est;
NagError fail;

INIT_FAIL(fail);

printf("nag_robust_m_regsn_estim (g02hac) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif

if (n > 1 && (m >= 1 && m <= n)) {
if (!(c = NAG_ALLOC(m * m, double)) ||

!(theta = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(rs = NAG_ALLOC(n, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(info = NAG_ALLOC(4, double)) || !(hpsi = NAG_ALLOC(3, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdc = m;
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
/* Read in x and y */
for (i = 0; i < n; i++) {
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for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
/* Read in control parameters */

#ifdef _WIN32
scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

regtype = (Nag_RegType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

psifun = (Nag_PsiFun) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

sigma_est = (Nag_SigmaEst) nag_enum_name_to_value(nag_enum_arg);

/* Read in appropriate weight function parameters. */
if (regtype != Nag_HuberReg) {

#ifdef _WIN32
scanf_s(" %39s %lf", nag_enum_arg, (unsigned)_countof(nag_enum_arg),

&cucv);
#else

scanf(" %39s %lf", nag_enum_arg, &cucv);
#endif

covmat_est = (Nag_CovMatrixEst) nag_enum_name_to_value(nag_enum_arg);
}

if (psifun != Nag_Lsq) {
if (psifun == Nag_HuberFun)

#ifdef _WIN32
scanf_s("%lf", &cpsi);

#else
scanf("%lf", &cpsi);

#endif
else

cpsi = 0.0;
if (psifun == Nag_HampelFun)

for (j = 0; j < 3; j++)
#ifdef _WIN32

scanf_s("%lf", &hpsi[j]);
#else

scanf("%lf", &hpsi[j]);
#endif

if (sigma_est == Nag_SigmaChi)
#ifdef _WIN32

scanf_s("%lf", &dchi);
#else

scanf("%lf", &dchi);
#endif

}
/* Set values of remaining parameters */
tol = 5e-5;
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max_iter = 50;
/* Change print_iter to a positive value if monitoring information
* is required
*/

print_iter = 1;
sigma = 1.0e0;
for (i = 0; i < m; ++i)

theta[i] = 0.0e0;

/* nag_robust_m_regsn_estim (g02hac).
* Robust regression, standard M-estimates
*/

fflush(stdout);
nag_robust_m_regsn_estim(regtype, psifun, sigma_est, covmat_est, n, m, x,

tdx, y, cpsi, hpsi, cucv, dchi, theta, &sigma,
c, tdc, rs, wt, tol, max_iter, print_iter,
0, info, &fail);

if ((fail.code == NE_NOERROR) || (fail.code == NE_THETA_ITER_EXCEEDED) ||
(fail.code == NE_LSQ_FAIL_CONV) || (fail.code == NE_MAT_SINGULAR) ||
(fail.code == NE_WT_LSQ_NOT_FULL_RANK) ||
(fail.code == NE_REG_MAT_SINGULAR) ||
(fail.code == NE_COV_MAT_FACTOR_ZERO) ||
(fail.code == NE_VAR_THETA_LEQ_ZERO) ||
(fail.code == NE_ERR_DOF_LEQ_ZERO) ||
(fail.code == NE_ESTIM_SIGMA_ZERO)) {

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_regsn_estim (g02hac).\n%s\n",

fail.message);
printf(" Some of the following results may be unreliable\n");

}
printf("Sigma = %10.4f\n\n", sigma);
printf(" Theta Standard errors\n\n");
for (j = 0; j < m; ++j)

printf("%12.4f %13.4f\n", theta[j], C(j, j));
printf("\n Weights Residuals\n\n");
for (i = 0; i < n; ++i)

printf("%12.4f %13.4f\n", wt[i], rs[i]);
}
else {

printf("Error from nag_robust_m_regsn_estim (g02hac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

END:
NAG_FREE(c);
NAG_FREE(theta);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(rs);
NAG_FREE(wt);
NAG_FREE(info);
NAG_FREE(hpsi);

return exit_status;
}

10.2 Program Data

nag_robust_m_regsn_estim (g02hac) Example Program Data
8 3
1. -1. -1. 2.1
1. -1. 1. 3.6
1. 1. -1. 4.5
1. 1. 1. 6.1
1. -2. 0. 1.3
1. 0. -2. 1.9
1. 2. 0. 6.7
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1. 0. 2. 5.5
Nag_SchweppeReg Nag_HampelFun Nag_SigmaChi
Nag_CovMatObs 3.0
1.5 3.0 4.5
1.5

10.3 Program Results

nag_robust_m_regsn_estim (g02hac) Example Program Results

** Iteration monitoring for weights **

Iteration 1 max(abs(s(i,j))) = 1.93661e-01
A

Row
1 1.04e+00
2 8.73e-18 8.05e-01
3 8.73e-18 5.26e-20 8.05e-01

Iteration 2 max(abs(s(i,j))) = 9.25129e-02
A

Row
1 1.08e+00
2 -7.92e-18 8.80e-01
3 -6.96e-18 1.97e-18 8.80e-01

Iteration 3 max(abs(s(i,j))) = 3.56059e-02
A

Row
1 1.10e+00
2 2.34e-18 9.11e-01
3 2.46e-18 -4.84e-19 9.11e-01

Iteration 4 max(abs(s(i,j))) = 1.29404e-02
A

Row
1 1.11e+00
2 2.56e-18 9.23e-01
3 2.94e-18 7.72e-18 9.23e-01

Iteration 5 max(abs(s(i,j))) = 4.81557e-03
A

Row
1 1.12e+00
2 2.37e-18 9.27e-01
3 3.04e-18 -9.20e-20 9.27e-01

Iteration 6 max(abs(s(i,j))) = 1.81167e-03
A

Row
1 1.12e+00
2 -1.54e-17 9.29e-01
3 -1.44e-17 -8.96e-18 9.29e-01

Iteration 7 max(abs(s(i,j))) = 6.81356e-04
A

Row
1 1.12e+00
2 3.88e-18 9.29e-01
3 3.07e-18 -4.35e-18 9.29e-01

Iteration 8 max(abs(s(i,j))) = 2.56005e-04
A

Row
1 1.12e+00
2 -1.72e-17 9.30e-01
3 -1.76e-17 -3.91e-18 9.30e-01

Iteration 9 max(abs(s(i,j))) = 9.61466e-05
A

Row
1 1.12e+00
2 -7.77e-18 9.30e-01
3 -1.01e-17 6.47e-18 9.30e-01

Iteration 10 max(abs(s(i,j))) = 3.61034e-05
A

Row
1 1.12e+00
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2 -1.29e-17 9.30e-01
3 -1.61e-17 -4.62e-18 9.30e-01

** Iteration monitoring for theta **

iteration sigma j theta rs

1 1.63136e+00 1 3.93035e+00 -3.93035e+00
2 1.24942e+00 -1.24942e+00
3 9.19080e-01 -9.19080e-01

2 4.48276e-01 1 3.96250e+00 -3.21549e-02
2 1.30833e+00 -5.89084e-02
3 8.58333e-01 6.07465e-02

3 3.70260e-01 1 3.97530e+00 -1.28013e-02
2 1.30833e+00 2.22045e-16
3 8.41265e-01 1.70684e-02

4 3.23188e-01 1 3.98577e+00 -1.04731e-02
2 1.30833e+00 -2.22045e-16
3 8.27301e-01 1.39642e-02

5 2.91377e-01 1 3.99829e+00 -1.25129e-02
2 1.30833e+00 4.44089e-16
3 8.10617e-01 1.66839e-02

6 2.62746e-01 1 4.02376e+00 -2.54714e-02
2 1.30833e+00 -4.44089e-16
3 7.76655e-01 3.39618e-02

7 2.26353e-01 1 4.04231e+00 -1.85490e-02
2 1.30833e+00 -2.22045e-16
3 7.51923e-01 2.47320e-02

8 2.09006e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

9 2.04291e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

10 2.03057e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

11 2.02737e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

12 2.02654e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

13 2.02633e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

14 2.02627e-01 1 4.04231e+00 0.00000e+00
2 1.30833e+00 0.00000e+00
3 7.51923e-01 0.00000e+00

Sigma = 0.2026

Theta Standard errors

4.0423 0.0384
1.3083 0.0272
0.7519 0.0311

Weights Residuals

0.5783 0.1179
0.5783 0.1141
0.5783 -0.0987
0.5783 -0.0026
0.4603 -0.1256
0.4603 -0.6385
0.4603 0.0410
0.4603 -0.0462
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NAG Library Function Document

nag_robust_m_regsn_wts (g02hbc)

1 Purpose

nag_robust_m_regsn_wts (g02hbc) finds, for a real matrix X of full column rank, a lower triangular

matrix A such that ATAð Þ�1 is proportional to a robust estimate of the covariance of the variables.
nag_robust_m_regsn_wts (g02hbc) is intended for the calculation of weights of bounded influence
regression using nag_robust_m_regsn_user_fn (g02hdc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_m_regsn_wts (Nag_OrderType order,

double (*ucv)(double t, Nag_Comm *comm),

Integer n, Integer m, const double x[], Integer pdx, double a[],
double z[], double bl, double bd, double tol, Integer maxit,
Integer nitmon, const char *outfile, Integer *nit, Nag_Comm *comm,
NagError *fail)

3 Description

In fitting the linear regression model

y ¼ X�þ �;

where y is a vector of length n of the dependent variable,

X is an n by m matrix of independent variables,

� is a vector of length m of unknown arguments,

and � is a vector of length n of unknown errors,

it may be desirable to bound the influence of rows of the X matrix. This can be achieved by calculating
a weight for each observation. Several schemes for calculating weights have been proposed (see
Hampel et al. (1986) and Marazzi (1987)). As the different independent variables may be measured on
different scales one group of proposed weights aims to bound a standardized measure of influence. To
obtain such weights the matrix A has to be found such that

1

n

Xn
i¼1
u zik k2
� �

ziz
T
i ¼ I I is the identity matrixð Þ

and

zi ¼ Axi;

where xi is a vector of length m containing the elements of the ith row of X,

A is an m by m lower triangular matrix,

zi is a vector of length m,

and u is a suitable function.
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The weights for use with nag_robust_m_regsn_user_fn (g02hdc) may then be computed using

wi ¼ f zik k2
� �

for a suitable user-supplied function f .

nag_robust_m_regsn_wts (g02hbc) finds A using the iterative procedure

Ak ¼ Sk þ Ið ÞAk�1;

where Sk ¼ sjl
� �

, for j ¼ 1; 2; . . . ;m and l ¼ 1; 2; . . . ;m, is a lower triangular matrix such that

sjl ¼
�min max hjl=n;�BL

� �
;BL

� �
; j > l

�min max 1
2 hjj=n� 1
� �

;�BD
� �

;BD
� �

; j ¼ l

8<:
hjl ¼

Xn
i¼1
u zik k2
� �

zijzil

and BD and BL are suitable bounds.

In addition the values of zik k2, for i ¼ 1; 2; . . . ; n, are calculated.

nag_robust_m_regsn_wts (g02hbc) is based on routines in ROBETH; see Marazzi (1987).

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Weights for bounded influence regression in ROBETH Cah. Rech. Doc. IUMSP, No.
3 ROB 3 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ucv – function, supplied by the user External Function

ucv must return the value of the function u for a given value of its argument. The value of u
must be non-negative.

The specification of ucv is:

double ucv (double t, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which ucv must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ucv.
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user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_regsn_wts
(g02hbc) you may allocate memory and initialize these pointers with various
quantities for use by ucv when called from nag_robust_m_regsn_wts (g02hbc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

3: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

4: m – Integer Input

On entry: m, the number of independent variables.

Constraint: 1 � m � n.

5: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the real matrix X, i.e., the independent variables. X i; jð Þ must contain the ijth element
of x, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

6: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

7: a½m� mþ 1ð Þ=2� – double Input/Output

On entry: an initial estimate of the lower triangular real matrix A. Only the lower triangular
elements must be given and these should be stored row-wise in the array.

The diagonal elements must be 6¼ 0, although in practice will usually be > 0. If the magnitudes
of the columns of X are of the same order the identity matrix will often provide a suitable initial
value for A. If the columns of X are of different magnitudes, the diagonal elements of the initial
value of A should be approximately inversely proportional to the magnitude of the columns of X.

On exit: the lower triangular elements of the matrix A, stored row-wise.

8: z½n� – double Output

On exit: the value zik k2, for i ¼ 1; 2; . . . ; n.

9: bl – double Input

On entry: the magnitude of the bound for the off-diagonal elements of Sk.
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Suggested value: bl ¼ 0:9.

Constraint: bl > 0:0.

10: bd – double Input

On entry: the magnitude of the bound for the diagonal elements of Sk.

Suggested value: bd ¼ 0:9.

Constraint: bd > 0:0.

11: tol – double Input

On entry: the relative precision for the final value of A. Iteration will stop when the maximum
value of sjl

		 		 is less than tol.

Constraint: tol > 0:0.

12: maxit – Integer Input

On entry: the maximum number of iterations that will be used during the calculation of A.

A value of maxit ¼ 50 will often be adequate.

Constraint: maxit > 0.

13: nitmon – Integer Input

On entry: determines the amount of information that is printed on each iteration.

nitmon > 0
The value of A and the maximum value of sjl

		 		 will be printed at the first and every
nitmon iterations.

nitmon � 0
No iteration monitoring is printed.

14: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile ¼ NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

15: nit – Integer * Output

On exit: the number of iterations performed.

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Iterations to calculate weights failed to converge in maxit iterations: maxit ¼ valueh i.

NE_FUN_RET_VAL

Value returned by ucv function < 0: u valueh ið Þ ¼ valueh i.

NE_INT

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m � n.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, bd ¼ valueh i.
Constraint: bd > 0:0.

On entry, bl ¼ valueh i.
Constraint: bl > 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_ZERO_DIAGONAL

On entry, diagonal element valueh i of a is 0.
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7 Accuracy

On successful exit the accuracy of the results is related to the value of tol; see Section 5.

8 Parallelism and Performance

nag_robust_m_regsn_wts (g02hbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The existence of A will depend upon the function u; (see Hampel et al. (1986) and Marazzi (1987)),
also if X is not of full rank a value of A will not be found. If the columns of X are almost linearly
related then convergence will be slow.

10 Example

This example reads in a matrix of real numbers and computes the Krasker–Welsch weights (see
Marazzi (1987)). The matrix A and the weights are then printed.

10.1 Program Text

/* nag_robust_m_regsn_wts (g02hbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nags.h>
#include <nagx01.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL ucv(double t, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double bd, bl, tol;
Integer exit_status, i, j, k, l1, l2, m, maxit, mm, n, nit, nitmon;
Integer pdx;
NagError fail;
Nag_OrderType order;
Nag_Comm comm;
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/* Arrays */
static double ruser[1] = { -1.0 };
double *a = 0, *x = 0, *z = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_robust_m_regsn_wts (g02hbc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the dimensions of X */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * (m + 1) / 2, double)) ||

!(x = NAG_ALLOC(n * m, double)) || !(z = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdx = n;

#else
pdx = m;

#endif

/* Read in the X matrix */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read in the initial value of A */
mm = (m + 1) * m / 2;
for (j = 1; j <= mm; ++j)

#ifdef _WIN32
scanf_s("%lf", &a[j - 1]);

#else
scanf("%lf", &a[j - 1]);

#endif
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set the values remaining parameters */
bl = 0.9;
bd = 0.9;
maxit = 50;
tol = 5e-5;
/* Change nitmon to a positive value if monitoring information
* is required
*/

nitmon = 0;
/* nag_robust_m_regsn_wts (g02hbc).
* Robust regression, compute weights for use with
* nag_robust_m_regsn_user_fn (g02hdc)
*/

nag_robust_m_regsn_wts(order, ucv, n, m, x, pdx, a, z, bl, bd, tol, maxit,
nitmon, 0, &nit, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_regsn_wts (g02hbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("nag_robust_m_regsn_wts (g02hbc) required %4" NAG_IFMT
" iterations to " "converge\n\n", nit);

printf("Matrix A\n");
l2 = 0;
for (j = 1; j <= m; ++j) {

l1 = l2 + 1;
l2 += j;
for (k = l1; k <= l2; ++k)

printf("%9.4f%s", a[k - 1], k % 6 == 0 || k == l2 ? "\n" : " ");
}

printf("\n");
printf("Vector Z\n");
for (i = 1; i <= n; ++i)

printf("%9.4f\n", z[i - 1]);

/* Calculate Krasker-Welsch weights */
printf("\n");
printf("Vector of weights\n");
for (i = 1; i <= n; ++i) {

z[i - 1] = 1.0 / z[i - 1];
printf("%9.4f\n", z[i - 1]);

}

END:
NAG_FREE(a);
NAG_FREE(x);
NAG_FREE(z);

return exit_status;
}

static double NAG_CALL ucv(double t, Nag_Comm *comm)
{

/* Scalars */
double pc, pd, q, q2;
double ret_val;

/* ucv function for Krasker-Welsch weights */
if (comm->user[0] == -1.0) {

printf("(User-supplied callback ucv, first invocation.)\n");
comm->user[0] = 0.0;

}
ret_val = 1.0;
if (t != 0.0) {
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q = 2.5 / t;
q2 = q * q;
/* nag_cumul_normal (s15abc).
* Cumulative Normal distribution function P(x)
*/

pc = nag_cumul_normal(q);
/* nag_real_smallest_number (x02akc).
* The smallest positive model number
*/

if (q2 < -log(nag_real_smallest_number))
/* nag_pi (x01aac).
* pi
*/

pd = exp(-q2 / 2.0) / sqrt(nag_pi * 2.0);
else

pd = 0.0;
ret_val = (pc * 2.0 - 1.0) * (1.0 - q2) + q2 - q * 2.0 * pd;

}
return ret_val;

}

10.2 Program Data

nag_robust_m_regsn_wts (g02hbc) Example Program Data

5 3 : N M

1.0 -1.0 -1.0 : X1 X2 X3
1.0 -1.0 1.0
1.0 1.0 -1.0
1.0 1.0 1.0
1.0 0.0 3.0 : End of X1 X2 and X3 values

1.0 0.0 1.0 0.0 0.0 1.0 : A

10.3 Program Results

nag_robust_m_regsn_wts (g02hbc) Example Program Results
(User-supplied callback ucv, first invocation.)
nag_robust_m_regsn_wts (g02hbc) required 16 iterations to converge

Matrix A
1.3208
0.0000 1.4518

-0.5753 0.0000 0.9340

Vector Z
2.4760
1.9953
2.4760
1.9953
2.5890

Vector of weights
0.4039
0.5012
0.4039
0.5012
0.3862
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NAG Library Function Document

nag_robust_m_regsn_user_fn (g02hdc)

1 Purpose

nag_robust_m_regsn_user_fn (g02hdc) performs bounded influence regression (M-estimates) using an
iterative weighted least squares algorithm.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_m_regsn_user_fn (Nag_OrderType order,

double (*chi)(double t, Nag_Comm *comm),

double (*psi)(double t, Nag_Comm *comm),

double psip0, double beta, Nag_RegType regtype, Nag_SigmaEst sigma_est,
Integer n, Integer m, double x[], Integer pdx, double y[], double wgt[],
double theta[], Integer *k, double *sigma, double rs[], double tol,
double eps, Integer maxit, Integer nitmon, const char *outfile,
Integer *nit, Nag_Comm *comm, NagError *fail)

3 Description

For the linear regression model

y ¼ X�þ �;

where y is a vector of length n of the dependent variable,

X is a n by m matrix of independent variables of column rank k,

� is a vector of length m of unknown arguments,

and � is a vector of length n of unknown errors with var �ið Þ ¼ �2,

nag_robust_m_regsn_user_fn (g02hdc) calculates the M-estimates given by the solution, �̂, to the
equation Xn

i¼1
 ri= �wið Þð Þwixij ¼ 0; j ¼ 1; 2; . . . ;m; ð1Þ

where ri is the ith residual, i.e., the ith element of the vector r ¼ y�X�̂,
 is a suitable weight function,

wi are suitable weights such as those that can be calculated by using output from
nag_robust_m_regsn_wts (g02hbc),

and � may be estimated at each iteration by the median absolute deviation of the residuals
�̂ ¼ medi rij j½ �=�1

or as the solution to Xn
i¼1
� ri= �̂wið Þð Þw2

i ¼ n� kð Þ�2
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for a suitable weight function �, where �1 and �2 are constants, chosen so that the estimator of � is
asymptotically unbiased if the errors, �i, have a Normal distribution. Alternatively � may be held at a
constant value.

The above describes the Schweppe type regression. If the wi are assumed to equal 1 for all i, then
Huber type regression is obtained. A third type, due to Mallows, replaces (1) byXn

i¼1
 ri=�ð Þwixij ¼ 0; j ¼ 1; 2; . . . ;m:

This may be obtained by use of the transformations

w�i  ffiffiffiffiffi
wi
p

y�i  yi
ffiffiffiffiffi
wi
p

x�ij  xij
ffiffiffiffiffi
wi
p

; j ¼ 1; 2; . . . ;m

(see Marazzi (1987)).

The calculation of the estimates of � can be formulated as an iterative weighted least squares problem
with a diagonal weight matrix G given by

Gii ¼
 ri= �wið Þð Þ
ri= �wið Þð Þ ; ri 6¼ 0

 0 0ð Þ; ri ¼ 0:

8><>: :

The value of � at each iteration is given by the weighted least squares regression of y on X. This is
carried out by first transforming the y and X by

~yi ¼ yi
ffiffiffiffiffiffiffi
Gii

p

~xij ¼ xij
ffiffiffiffiffiffiffi
Gii

p
; j ¼ 1; 2; . . . ;m

and then using a least squares solver. If X is of full column rank then an orthogonal-triangular (QR)
decomposition is used; if not, a singular value decomposition is used.

Observations with zero or negative weights are not included in the solution.

Note: there is no explicit provision in the function for a constant term in the regression model.
However, the addition of a dummy variable whose value is 1:0 for all observations will produce a value
of �̂ corresponding to the usual constant term.

nag_robust_m_regsn_user_fn (g02hdc) is based on routines in ROBETH, see Marazzi (1987).

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Subroutines for robust and bounded influence regression in ROBETH Cah. Rech.
Doc. IUMSP, No. 3 ROB 2 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: chi – function, supplied by the user External Function

If sigma est ¼ Nag SigmaChi, chi must return the value of the weight function � for a given
value of its argument. The value of � must be non-negative.

The specification of chi is:

double chi (double t, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which chi must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to chi.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_regsn_user_fn
(g02hdc) you may allocate memory and initialize these pointers with various
quantities for use by chi when called from nag_robust_m_regsn_user_fn
(g02hdc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

chi is required only if sigma est ¼ Nag SigmaConst, otherwise it can be specified as a pointer
with 0 value.

3: psi – function, supplied by the user External Function

psi must return the value of the weight function  for a given value of its argument.

The specification of psi is:

double psi (double t, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which psi must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to psi.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_regsn_user_fn
(g02hdc) you may allocate memory and initialize these pointers with various
quantities for use by psi when called from nag_robust_m_regsn_user_fn (g02hdc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

4: psip0 – double Input

On entry: the value of  0 0ð Þ.

5: beta – double Input

On entry: if sigma est ¼ Nag SigmaRes, beta must specify the value of �1.
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For Huber and Schweppe type regressions, �1 is the 75th percentile of the standard Normal
distribution (see nag_deviates_normal (g01fac)). For Mallows type regression �1 is the solution
to

1

n

Xn
i¼1
� �1=

ffiffiffiffiffi
wi
pð Þ ¼ 0:75;

where � is the standard Normal cumulative distribution function (see nag_cumul_normal
(s15abc)).

If sigma est ¼ Nag SigmaChi, beta must specify the value of �2.

�2 ¼
Z 1
�1
� zð Þ
 zð Þ dz; in the Huber case;

�2 ¼
1

n

Xn
i¼1
wi

Z 1
�1
� zð Þ
 zð Þ dz; in the Mallows case;

�2 ¼
1

n

Xn
i¼1
w2
i

Z 1
�1
� z=wið Þ
 zð Þ dz; in the Schweppe case;

where 
 is the standard normal density, i.e.,
1ffiffiffiffiffiffi
2	
p exp �1

2x
2

� �
.

If sigma est ¼ Nag SigmaConst, beta is not referenced.

Constraint: if sigma est 6¼ Nag SigmaConst, beta > 0:0.

6: regtype – Nag_RegType Input

On entry: determines the type of regression to be performed.

regtype ¼ Nag HuberReg
Huber type regression.

regtype ¼ Nag MallowsReg
Mallows type regression.

regtype ¼ Nag SchweppeReg
Schweppe type regression.

Constraint: regtype ¼ Nag MallowsReg, Nag HuberReg or Nag SchweppeReg.

7: sigma est – Nag_SigmaEst Input

On entry: determines how � is to be estimated.

sigma est ¼ Nag SigmaConst
� is held constant at its initial value.

sigma est ¼ Nag SigmaRes
� is estimated by median absolute deviation of residuals.

sigma est ¼ Nag SigmaChi
� is estimated using the � function.

Constraint: sigma est ¼ Nag SigmaRes, Nag SigmaConst or Nag SigmaChi.

8: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.
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9: m – Integer Input

On entry: m, the number of independent variables.

Constraint: 1 � m < n.

10: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the values of the X matrix, i.e., the independent variables. X i; jð Þ must contain the ijth
element of x, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

If regtype ¼ Nag MallowsReg, during calculations the elements of x will be transformed as
described in Section 3. Before exit the inverse transformation will be applied. As a result there
may be slight differences between the input x and the output x.

On exit: unchanged, except as described above.

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

12: y½n� – double Input/Output

On entry: the data values of the dependent variable.

y½i � 1� must contain the value of y for the ith observation, for i ¼ 1; 2; . . . ; n.

If regtype ¼ Nag MallowsReg, during calculations the elements of y will be transformed as
described in Section 3. Before exit the inverse transformation will be applied. As a result there
may be slight differences between the input y and the output y.

On exit: unchanged, except as described above.

13: wgt½n� – double Input/Output

On entry: the weight for the ith observation, for i ¼ 1; 2; . . . ; n.

If regtype ¼ Nag MallowsReg, during calculations elements of wgt will be transformed as
described in Section 3. Before exit the inverse transformation will be applied. As a result there
may be slight differences between the input wgt and the output wgt.

If wgt½i� 1� � 0, the ith observation is not included in the analysis.

If regtype ¼ Nag HuberReg, wgt is not referenced.

On exit: unchanged, except as described above.

14: theta½m� – double Input/Output

On entry: starting values of the argument vector �. These may be obtained from least squares
r e g r e s s i o n . A l t e r n a t i v e l y i f sigma est ¼ Nag SigmaRes a n d sigma ¼ 1 o r i f
sigma est ¼ Nag SigmaChi and sigma approximately equals the standard deviation of the
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dependent variable, y, then theta½i � 1� ¼ 0:0, for i ¼ 1; 2; . . . ;m may provide reasonable starting
values.

On exit: the M-estimate of �i, for i ¼ 1; 2; . . . ;m.

15: k – Integer * Output

On exit: the column rank of the matrix X.

16: sigma – double * Input/Output

On entry: a starting value for the estimation of �. sigma should be approximately the standard
deviation of the residuals from the model evaluated at the value of � given by theta on entry.

Constraint: sigma > 0:0.

On exit: the final estimate of � if sigma est 6¼ Nag SigmaConst or the value assigned on entry if
sigma est ¼ Nag SigmaConst.

17: rs½n� – double Output

On exit: the residuals from the model evaluated at final value of theta, i.e., rs contains the vector

y�X�̂
� �

.

18: tol – double Input

On entry: the relative precision for the final estimates. Convergence is assumed when both the
relative change in the value of sigma and the relative change in the value of each element of
theta are less than tol.

It is advisable for tol to be greater than 100�machine precision.

Constraint: tol > 0:0.

19: eps – double Input

On entry: a relative tolerance to be used to determine the rank of X.

If eps < machine precision or eps > 1:0 then machine precision will be used in place of tol.

A reasonable value for eps is 5:0� 10�6 where this value is possible.

20: maxit – Integer Input

On entry: the maximum number of iterations that should be used during the estimation.

A value of maxit ¼ 50 should be adequate for most uses.

Constraint: maxit > 0.

21: nitmon – Integer Input

On entry: determines the amount of information that is printed on each iteration.

nitmon � 0
No information is printed.

nitmon > 0
On the first and every nitmon iterations the values of sigma, theta and the change in
theta during the iteration are printed.

22: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile ¼ NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.
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23: nit – Integer * Output

On exit: the number of iterations that were used during the estimation.

24: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

25: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CHI

Value given by chi function < 0: chi valueh ið Þ ¼ valueh i.

NE_CONVERGENCE_SOL

Iterations to solve the weighted least squares equations failed to converge.

NE_CONVERGENCE_THETA

Iterations to calculate estimates of theta failed to converge in maxit iterations: maxit ¼ valueh i.

NE_FULL_RANK

Weighted least squares equations not of full rank: rank ¼ valueh i.

NE_INT

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m < n.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, beta ¼ valueh i.
Constraint: beta > 0:0.

On entry, sigma ¼ valueh i.
Constraint: sigma > 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_ZERO_DF

On entry, n ¼ valueh i and k ¼ valueh i.
Constraint: n� k > 0.

NE_ZERO_VALUE

Estimated value of sigma is zero.

7 Accuracy

The accuracy of the results is controlled by tol.

8 Parallelism and Performance

nag_robust_m_regsn_user_fn (g02hdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_robust_m_regsn_user_fn (g02hdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In cases when sigma est 6¼ Nag SigmaConst it is important for the value of sigma to be of a reasonable
magnitude. Too small a value may cause too many of the winsorized residuals, i.e.,  ri=�ð Þ, to be zero,
which will lead to convergence problems and may trigger the fail:code ¼ NE_FULL_RANK error.

By suitable choice of the functions chi and psi this function may be used for other applications of
iterative weighted least squares.

For the variance-covariance matrix of � see nag_robust_m_regsn_param_var (g02hfc).
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10 Example

Having input X, Y and the weights, a Schweppe type regression is performed using Huber's  function.
The function BETCAL calculates the appropriate value of �2.

10.1 Program Text

/* nag_robust_m_regsn_user_fn (g02hdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nags.h>
#include <nagx01.h>
#include <nagx02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL chi(double t, Nag_Comm *comm);
static double NAG_CALL psi(double t, Nag_Comm *comm);
static void NAG_CALL betcal(Integer n, double wgt[], double *beta);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double beta, eps, psip0, sigma, tol;
Integer exit_status, i, j, k, m, maxit, n, nit, nitmon;
Integer pdx;
NagError fail;
Nag_OrderType order;
Nag_Comm comm;

/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *rs = 0, *theta = 0, *wgt = 0, *x = 0, *y = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_robust_m_regsn_user_fn (g02hdc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the dimensions of X */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Allocate memory */
if (!(rs = NAG_ALLOC(n, double)) ||

!(theta = NAG_ALLOC(m, double)) ||
!(wgt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) || !(y = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdx = n;

#else
pdx = m;

#endif

/* Read in the X matrix, the Y values and set X(i,1) to 1 for the */
/* constant term */
for (i = 1; i <= n; ++i) {

for (j = 2; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &y[i - 1]);
#else

scanf("%lf%*[^\n] ", &y[i - 1]);
#endif

X(i, 1) = 1.0;
}

/* Read in weights */
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &wgt[i - 1]);

#else
scanf("%lf", &wgt[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
betcal(n, wgt, &beta);

/* Set other parameter values */
maxit = 50;
tol = 5e-5;
eps = 5e-6;
psip0 = 1.0;

/* Set value of isigma and initial value of sigma */
sigma = 1.0;

/* Set initial value of theta */
for (j = 1; j <= m; ++j)
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theta[j - 1] = 0.0;
/* Change nitmon to a positive value if monitoring information
* is required
*/

nitmon = 0;

/* Schweppe type regression */
/* nag_robust_m_regsn_user_fn (g02hdc).
* Robust regression, compute regression with user-supplied
* functions and weights
*/

nag_robust_m_regsn_user_fn(order, chi, psi, psip0, beta, Nag_SchweppeReg,
Nag_SigmaChi, n, m, x, pdx, y, wgt, theta, &k,
&sigma, rs, tol, eps, maxit,
nitmon, 0, &nit, &comm, &fail);

printf("\n");
if (fail.code != NE_NOERROR && fail.code != NE_FULL_RANK) {

printf("Error from nag_robust_m_regsn_user_fn (g02hdc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
else {

if (fail.code == NE_FULL_RANK) {
printf("nag_robust_m_regsn_user_fn (g02hdc) returned with message "

"%s\n", fail.message);
printf("\n");

printf("Some of the following results may be unreliable\n");
}
printf("nag_robust_m_regsn_user_fn (g02hdc) required %4" NAG_IFMT " "

"iterations to converge\n", nit);
printf(" k = %4" NAG_IFMT "\n", k);
printf(" Sigma = %9.4f\n", sigma);
printf(" Theta\n");
for (j = 1; j <= m; ++j)

printf("%9.4f\n", theta[j - 1]);
printf("\n");
printf(" Weights Residuals\n");
for (i = 1; i <= n; ++i)

printf("%9.4f%9.4f\n", wgt[i - 1], rs[i - 1]);
}

END:
NAG_FREE(rs);
NAG_FREE(theta);
NAG_FREE(wgt);
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

double NAG_CALL psi(double t, Nag_Comm *comm)
{

double ret_val;
if (comm->user[0] == -1.0) {

printf("(User-supplied callback psi, first invocation.)\n");
comm->user[0] = 0.0;

}
if (t <= -1.5)

ret_val = -1.5;
else if (fabs(t) < 1.5)

ret_val = t;
else

ret_val = 1.5;
return ret_val;

}

static double NAG_CALL chi(double t, Nag_Comm *comm)
{
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/* Scalars */
double ret_val;
double ps;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback chi, first invocation.)\n");
comm->user[1] = 0.0;

}
ps = 1.5;
if (fabs(t) < 1.5)

ps = t;
ret_val = ps * ps / 2.0;
return ret_val;

}

static void NAG_CALL betcal(Integer n, double wgt[], double *beta)
{

/* Scalars */
double amaxex, anormc, b, d2, dc, dw, dw2, pc, w2;
Integer i;

/* Calculate BETA for Schweppe type regression */

/* Function Body */
/* nag_real_smallest_number (x02akc).
* The smallest positive model number
*/

amaxex = -log(nag_real_smallest_number);
/* nag_pi (x01aac).
* pi
*/

anormc = sqrt(nag_pi * 2.0);
d2 = 2.25;
*beta = 0.0;
for (i = 1; i <= n; ++i) {

w2 = wgt[i - 1] * wgt[i - 1];
dw = wgt[i - 1] * 1.5;
/* nag_cumul_normal (s15abc).
* Cumulative Normal distribution function P(x)
*/

pc = nag_cumul_normal(dw);
dw2 = dw * dw;
dc = 0.0;
if (dw2 < amaxex)

dc = exp(-dw2 / 2.0) / anormc;
b = (-dw * dc + pc - 0.5) / w2 + (1.0 - pc) * d2;
*beta = b * w2 / (double) (n) + *beta;

}
return;

}

10.2 Program Data

nag_robust_m_regsn_user_fn (g02hdc) Example Program Data

5 3 : N M

-1.0 -1.0 10.5 : X2 X3 Y
-1.0 1.0 11.3
1.0 -1.0 12.6
1.0 1.0 13.4
0.0 3.0 17.1 : End of X1 X2 and Y values

0.4039 : WGT
0.5012
0.4039
0.5012
0.3862 : End of the weights
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10.3 Program Results

nag_robust_m_regsn_user_fn (g02hdc) Example Program Results
(User-supplied callback chi, first invocation.)
(User-supplied callback psi, first invocation.)

nag_robust_m_regsn_user_fn (g02hdc) required 5 iterations to converge
k = 3

Sigma = 2.7783
Theta

12.2321
1.0500
1.2464

Weights Residuals
0.4039 0.5643
0.5012 -1.1286
0.4039 0.5643
0.5012 -1.1286
0.3862 1.1286
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NAG Library Function Document

nag_robust_m_regsn_param_var (g02hfc)

1 Purpose

nag_robust_m_regsn_param_var (g02hfc) calculates an estimate of the asymptotic variance-covariance
matrix for the bounded influence regression estimates (M-estimates). It is intended for use with
nag_robust_m_regsn_user_fn (g02hdc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_m_regsn_param_var (Nag_OrderType order,

double (*psi)(double t, Nag_Comm *comm),

double (*psp)(double t, Nag_Comm *comm),

Nag_RegType regtype, Nag_CovMatrixEst covmat_est, double sigma,
Integer n, Integer m, const double x[], Integer pdx, const double rs[],
const double wgt[], double cov[], Integer pdc, double comm_arr[],
Nag_Comm *comm, NagError *fail)

3 Description

For a description of bounded influence regression see nag_robust_m_regsn_user_fn (g02hdc). Let � be
the regression arguments and let C be the asymptotic variance-covariance matrix of �̂. Then for Huber
type regression

C ¼ fH XTX
� ��1

�̂2;

where

fH ¼
1

n�m

Xn
i¼1
 2 ri=�̂ð Þ

1
n

P
 0 ri�̂
� �� �2�2

�2 ¼ 1þm
n

1
n

Xn
i¼1

 0 ri=�̂ð Þ � 1
n

Xn
i¼1
 0 ri=�̂ð Þ

 !2

1
n

Xn
i¼1
 0 ri�̂
� � !2 ;

see Huber (1981) and Marazzi (1987).

For Mallows and Schweppe type regressions, C is of the form

�̂

n

2

S�11 S2S
�1
1 ;

where S1 ¼ 1
nX

TDX and S2 ¼ 1
nX

TPX .

D is a diagonal matrix such that the ith element approximates E  0 ri= �wið Þð Þð Þ in the Schweppe case
and E  0 ri=�ð Þwið Þ in the Mallows case.

P is a diagonal matrix such that the ith element approximates E  2 ri= �wið Þð Þw2
i

� �
in the Schweppe case

and E  2 ri=�ð Þw2
i

� �
in the Mallows case.
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Two approximations are available in nag_robust_m_regsn_param_var (g02hfc):

1. Average over the ri

Schweppe Mallows

Di ¼ 1
n

Xn
j¼1

 0
rj
�̂wi

� � !
wi Di ¼ 1

n

Xn
j¼1

 0
rj
�̂

� � !
wi

Pi ¼ 1
n

Xn
j¼1

 2 rj
�̂wi

� � !
w2
i Pi ¼ 1

n

Xn
j¼1

 2 rj
�̂

� � !
w2
i

2. Replace expected value by observed

Schweppe Mallows

Di ¼  0
ri
�̂wi

� �
wi Di ¼  0

ri
�̂

� �
wi

Pi ¼  2 ri
�̂wi

� �
w2
i Pi ¼  2 ri

�̂

� �
w2
i

See Hampel et al. (1986) and Marazzi (1987).

In all cases �̂ is a robust estimate of �.

nag_robust_m_regsn_param_var (g02hfc) is based on routines in ROBETH; see Marazzi (1987).

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Subroutines for robust and bounded influence regression in ROBETH Cah. Rech.
Doc. IUMSP, No. 3 ROB 2 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: psi – function, supplied by the user External Function

psi must return the value of the  function for a given value of its argument.

The specification of psi is:

double psi (double t, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which psi must be evaluated.
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2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to psi.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_regsn_param_var
(g02hfc) you may allocate memory and initialize these pointers with various
quantities for use by psi when called from nag_robust_m_regsn_param_var
(g02hfc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

3: psp – function, supplied by the user External Function

psp must return the value of  0 tð Þ ¼ d
dt tð Þ for a given value of its argument.

The specification of psp is:

double psp (double t, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which psp must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to psp.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_regsn_param_var
(g02hfc) you may allocate memory and initialize these pointers with various
quantities for use by psp when called from nag_robust_m_regsn_param_var
(g02hfc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

4: regtype – Nag_RegType Input

On entry: the type of regression for which the asymptotic variance-covariance matrix is to be
calculated.

regtype ¼ Nag MallowsReg
Mallows type regression.

regtype ¼ Nag HuberReg
Huber type regression.

regtype ¼ Nag SchweppeReg
Schweppe type regression.

Constraint: regtype ¼ Nag MallowsReg, Nag HuberReg or Nag SchweppeReg.

5: covmat est – Nag_CovMatrixEst Input

On entry: if regtype 6¼ Nag HuberReg, covmat_est must specify the approximation to be used.

If covmat est ¼ Nag CovMatAve, averaging over residuals.

If covmat est ¼ Nag CovMatObs, replacing expected by observed.
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If regtype ¼ Nag HuberReg, covmat_est is not referenced.

Constraint: covmat est ¼ Nag CovMatAve or Nag CovMatObs.

6: sigma – double Input

On entry: the value of �̂, as given by nag_robust_m_regsn_user_fn (g02hdc).

Constraint: sigma > 0:0.

7: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

8: m – Integer Input

On entry: m, the number of independent variables.

Constraint: 1 � m < n.

9: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the values of the X matrix, i.e., the independent variables. X i; jð Þ must contain the ijth
element of X, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

10: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

11: rs½n� – const double Input

On entry: the residuals from the bounded influence regression. These are given by
nag_robust_m_regsn_user_fn (g02hdc).

12: wgt½n� – const double Input

On entry: if regtype 6¼ Nag HuberReg, wgt must contain the vector of weights used by the
bounded influence regression. These should be used with nag_robust_m_regsn_user_fn (g02hdc).

If regtype ¼ Nag HuberReg, wgt is not referenced.

13: cov½dim� – double Output

Note: the dimension, dim, of the array cov must be at least pdc�m.

The i; jð Þth element of the matrix is stored in

cov½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
cov½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On exit: the estimate of the variance-covariance matrix.
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14: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array cov.

Constraint: pdc 	 m.

15: comm arr½dim� – double Output

Note: the dimension, dim, of the array comm_arr must be at least m� nþmþ 1ð Þ þ 2� n.

On exit: if regtype 6¼ Nag HuberReg, comm arr½i � 1�, for i ¼ 1; 2; . . . ; n, will contain the
diagonal elements of the matrix D and comm arr½i � 1�, for i ¼ nþ 1; . . . ; 2n, will contain the
diagonal elements of matrix P .

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CORRECTION_FACTOR

Correction factor = 0 (Huber type regression).

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m < n.

On entry, m ¼ valueh i and pdc ¼ valueh i.
Constraint: pdc 	 m.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n > m.
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On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

XTX matrix not positive definite.

NE_REAL

On entry, sigma ¼ valueh i.
Constraint: sigma 	 0:0.

NE_SINGULAR

S1 matrix is singular or almost singular.

7 Accuracy

In general, the accuracy of the variance-covariance matrix will depend primarily on the accuracy of the
results from nag_robust_m_regsn_user_fn (g02hdc).

8 Parallelism and Performance

nag_robust_m_regsn_param_var (g02hfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_robust_m_regsn_param_var (g02hfc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_robust_m_regsn_param_var (g02hfc) is only for situations in which X has full column rank.

Care has to be taken in the choice of the  function since if  0 tð Þ ¼ 0 for too wide a range then either
the value of fH will not exist or too many values of Di will be zero and it will not be possible to
calculate C.

10 Example

The asymptotic variance-covariance matrix is calculated for a Schweppe type regression. The values of
X, �̂ and the residuals and weights are read in. The averaging over residuals approximation is used.
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10.1 Program Text

/* nag_robust_m_regsn_param_var (g02hfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL psi(double t, Nag_Comm *comm);
static double NAG_CALL psp(double t, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double sigma;
Integer exit_status, i, j, k, m, n;
Integer pdc, pdx;
NagError fail;
Nag_OrderType order;
Nag_Comm comm;

/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *cov = 0, *rs = 0, *wgt = 0, *comm_arr = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define COV(I, J) cov[(J-1)*pdc + I - 1]
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define COV(I, J) cov[(I-1)*pdc + J - 1]
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

exit_status = 0;
INIT_FAIL(fail);

printf("nag_robust_m_regsn_param_var (g02hfc) Example Program Results\n");

/* For communication with user-supplied functions: */
comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the dimensions of X */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
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#endif

/* Allocate memory */
if (!(cov = NAG_ALLOC(m * m, double)) ||

!(rs = NAG_ALLOC(n, double)) ||
!(wgt = NAG_ALLOC(n, double)) ||
!(comm_arr = NAG_ALLOC(m * (n + m + 1) + 2 * n, double)) ||
!(x = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef NAG_COLUMN_MAJOR
pdc = m;
pdx = n;

#else
pdc = m;
pdx = m;

#endif

printf("\n");

/* Read in the X matrix */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= m; ++j) {
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read in sigma */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &sigma);
#else

scanf("%lf%*[^\n] ", &sigma);
#endif

/* Read in weights and residuals */
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf%lf%*[^\n] ", &wgt[i - 1], &rs[i - 1]);

#else
scanf("%lf%lf%*[^\n] ", &wgt[i - 1], &rs[i - 1]);

#endif
}

/* Set parameters for Schweppe type regression */
/* nag_robust_m_regsn_param_var (g02hfc).
* Robust regression, variance-covariance matrix following
* nag_robust_m_regsn_user_fn (g02hdc)
*/

nag_robust_m_regsn_param_var(order, psi, psp, Nag_SchweppeReg,
Nag_CovMatAve, sigma, n, m, x, pdx, rs, wgt,
cov, pdc, comm_arr, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_regsn_param_var (g02hfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
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printf("Covariance matrix\n");
for (j = 1; j <= m; ++j) {

for (k = 1; k <= m; ++k) {
printf("%10.4f%s", COV(j, k), k % 6 == 0 || k == m ? "\n" : " ");

}
}

END:
NAG_FREE(cov);
NAG_FREE(rs);
NAG_FREE(wgt);
NAG_FREE(comm_arr);
NAG_FREE(x);

return exit_status;
}

static double NAG_CALL psi(double t, Nag_Comm *comm)
{

double ret_val;

if (comm->user[0] == -1.0) {
printf("(User-supplied callback psi, first invocation.)\n");
comm->user[0] = 0.0;

}

if (t <= -1.5) {
ret_val = -1.5;

}
else if (fabs(t) < 1.5) {

ret_val = t;
}
else {

ret_val = 1.5;
}
return ret_val;

}

static double NAG_CALL psp(double t, Nag_Comm *comm)
{

double ret_val;

if (comm->user[1] == -1.0) {
printf("(User-supplied callback psp, first invocation.)\n");
comm->user[1] = 0.0;

}

ret_val = 0.0;
if (fabs(t) < 1.5) {

ret_val = 1.0;
}
return ret_val;

}

10.2 Program Data

nag_robust_m_regsn_param_var (g02hfc) Example Program Data

5 3 : N M

1.0 -1.0 -1.0 : X1 X2 X3
1.0 -1.0 1.0
1.0 1.0 -1.0
1.0 1.0 1.0
1.0 0.0 3.0 : End of X1 X2 and X3 values

20.7783 : SIGMA
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0.4039 0.5643 : Weights and residuals, WGT and RS
0.5012 -1.1286
0.4039 0.5643
0.5012 -1.1286
0.3862 1.1286 : End of weights and residuals

10.3 Program Results

nag_robust_m_regsn_param_var (g02hfc) Example Program Results

(User-supplied callback psp, first invocation.)
(User-supplied callback psi, first invocation.)
Covariance matrix

0.2070 0.0000 -0.0478
0.0000 0.2229 0.0000

-0.0478 0.0000 0.0796
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NAG Library Function Document

nag_robust_corr_estim (g02hkc)

1 Purpose

nag_robust_corr_estim (g02hkc) computes a robust estimate of the covariance matrix for an expected
fraction of gross errors.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_corr_estim (Integer n, Integer m, const double x[],
Integer tdx, double eps, double cov[], double theta[], Integer max_iter,
Integer print_iter, const char *outfile, double tol, Integer *iter,
NagError *fail)

3 Description

For a set n observations on m variables in a matrix X, a robust estimate of the covariance matrix, C,
and a robust estimate of location, �, are given by:

C ¼ �2 ATA
� ��1

where �2 is a correction factor and A is a lower triangular matrix found as the solution to the following
equations.

zi ¼ A xi � �ð Þ

1

n

Xn
i¼1
w zik k2
� �

zi ¼ 0

and

1

n

Xn
i¼1
u zik k2
� �

ziz
T
i � I ¼ 0;

where xi is a vector of length m containing the elements of the ith row of X,

zi is a vector of length m,

I is the identity matrix and 0 is the zero matrix,

and w and u are suitable functions.

nag_robust_corr_estim (g02hkc) uses weight functions:

u tð Þ ¼ au
t2
; if t < a2u

u tð Þ ¼ 1; if a2u � t � b2u
u tð Þ ¼ bu

t2
; if t > b2u

and

w tð Þ ¼ 1; if t � cw
w tð Þ ¼ cw

t ; if t > cw

for constants au, bu and cw.
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These functions solve a minimax problem considered by Huber (1981).

The values of au, bu and cw are calculated from the expected fraction of gross errors, � (see Huber
(1981) and Marazzi (1987)). The expected fraction of gross errors is the estimated proportion of outliers
in the sample.

In order to make the estimate asymptotically unbiased under a Normal model a correction factor, �2, is
calculated, (see Huber (1981) and Marazzi (1987)).

Initial estimates of �j , for j ¼ 1; 2; . . . ;m, are given by the median of the jth column of X and the
initial value of A is based on the median absolute deviation (see Marazzi (1987)).
nag_robust_corr_estim (g02hkc) is based on routines in ROBETH, (see Marazzi (1987)).

4 References

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Weights for bounded influence regression in ROBETH Cah. Rech. Doc. IUMSP, No.
3 ROB 3 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n > 1.

2: m – Integer Input

On entry: the number of columns of the matrix X, i.e., number of independent variables, m.

Constraint: 1 � m � n.

3: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth variable, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

5: eps – double Input

On entry: the expected fraction of gross errors expected in the sample, �.

Constraint: 0:0 � eps < 1:0.

6: cov½m� mþ 1ð Þ=2� – double Output

On exit: the m� mþ 1ð Þ/2 elements of cov contain the upper triangular part of the covariance
matrix. They are stored packed by column, i.e., Cij , j 	 i, is stored in cov½j j þ 1ð Þ=2þ i�, for
i ¼ 0; 1; . . . ;m� 1 and j ¼ i; . . . ;m� 1.

7: theta½m� – double Output

On exit: the robust estimate of the location arguments �j , for j ¼ 1; 2; . . . ;m.

8: max iter – Integer Input

On entry: the maximum number of iterations that will be used during the calculation of the
covariance matrix.
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Suggested value: max iter ¼ 150.

Constraint: max iter > 0.

9: print iter – Integer Input

On entry: indicates if the printing of information on the iterations is required and the rate at
which printing is produced.

print iter � 0
No iteration monitoring is printed.

print iter > 0
The value of A, � and � (see Section 9) will be printed at the first and every print_iter
iterations.

10: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile is NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

11: tol – double Input

On entry: the relative precision for the final estimates of the covariance matrix.

Constraint: tol > 0:0.

12: iter – Integer * Output

On exit: the number of iterations performed.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m � n.

NE_2_INT_ARG_LT

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_C_ITER_UNSTABLE

The iterative procedure to find C has become unstable. This may happen if the value of eps is
too large.

NE_CONST_COL

On entry, column valueh i of array x has constant value.

NE_INT_ARG_LE

On entry, max_iter must not be less than or equal to 0: max iter ¼ valueh i.
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NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.

NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_REAL_ARG_GE

On entry, eps must be not be greater than or equal to 1.0: eps ¼ valueh i.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.

NE_REAL_ARG_LT

On entry, eps must not be less than 0.0: eps ¼ valueh i.

NE_TOO_MANY

Too many iterations( valueh i ).
The iterative procedure to find the co-variance matrix C, has failed to converge in max_iter
iterations.

7 Accuracy

On successful exit the accuracy of the results is related to the value of tol, see Section 5. At an iteration
let

(i) d1 ¼ the maximum value of the absolute relative change in A

(ii) d2 ¼ the maximum absolute change in u zik k2
� �

(iii) d3 ¼ the maximum absolute relative change in �j

and let � ¼ max d1; d2; d3ð Þ. Then the iterative procedure is assumed to have converged when � < tol.

8 Parallelism and Performance

nag_robust_corr_estim (g02hkc) is not threaded in any implementation.

9 Further Comments

The existence of A, and hence c, will depend upon the function u, (see Marazzi (1987)), also if X is not
of full rank a value of A will not be found. If the columns of X are almost linearly related, then
convergence will be slow.

10 Example

A sample of 10 observations on three variables is read in and the robust estimate of the covariance
matrix is computed assuming 10% gross errors are to be expected. The robust covariance is then
printed.
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10.1 Program Text

/* nag_robust_corr_estim (g02hkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define X(I, J) x[(I-1)*tdx + J-1]
int main(void)
{

Integer exit_status = 0, i, iter, j, k, l1, l2, m, max_iter, n, print_iter;
Integer tdx;
NagError fail;
double *cov = 0, eps, *theta = 0, tol, *x = 0;

INIT_FAIL(fail);

printf("nag_robust_corr_estim (g02hkc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]\n");
#else

scanf("%*[^\n]\n");
#endif

/* Read in the dimensions of X */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]\n", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %*[^\n]\n", &n, &m);
#endif

if (n > 1 && (m >= 1 && m <= n)) {
if (!(x = NAG_ALLOC((n) * (m), double)) ||

!(theta = NAG_ALLOC(m, double)) ||
!(cov = NAG_ALLOC(m * (m + 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
/* Read in the x matrix */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]\n");
#else

scanf("%*[^\n]\n");
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#endif
}

/* Read in value of eps */
#ifdef _WIN32

scanf_s("%lf%*[^\n]\n", &eps);
#else

scanf("%lf%*[^\n]\n", &eps);
#endif

/* Set up remaining parameters */
max_iter = 100;
tol = 5e-5;

/* Set print_iter to a positive value for iteration monitoring */
print_iter = 0;
/* nag_robust_corr_estim (g02hkc).
* Robust estimation of a correlation matrix, Huber’s weight
* function
*/

fflush(stdout);
nag_robust_corr_estim(n, m, x, tdx, eps, cov, theta, max_iter, print_iter,

0, tol, &iter, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_robust_corr_estim (g02hkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nnag_robust_corr_estim (g02hkc) required %" NAG_IFMT " iterations "
"to converge\n\n", iter);

printf("Covariance matrix\n");
l2 = 0;
for (j = 1; j <= m; ++j) {

l1 = l2 + 1;
l2 += j;
for (k = l1; k <= l2; ++k)

printf("%10.3f", cov[k - 1]);
printf("\n");

}
printf("\ntheta\n");
for (j = 1; j <= m; ++j)

printf("%10.3f\n", theta[j - 1]);

END:
NAG_FREE(x);
NAG_FREE(theta);
NAG_FREE(cov);
return exit_status;

}

10.2 Program Data

nag_robust_corr_estim (g02hkc) Example Program Data
10 3 : n m
3.4 6.9 12.2 : x1 x2 x3
6.4 2.5 15.1
4.9 5.5 14.2
7.3 1.9 18.2
8.8 3.6 11.7
8.4 1.3 17.9
5.3 3.1 15.0
2.7 8.1 7.7
6.1 3.0 21.9
5.3 2.2 13.9 : end of x1 x2 and x3 values
0.1 : eps
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10.3 Program Results

nag_robust_corr_estim (g02hkc) Example Program Results

nag_robust_corr_estim (g02hkc) required 23 iterations to converge

Covariance matrix
3.461

-3.681 5.348
4.682 -6.645 14.439

theta
5.818
3.681

15.037
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NAG Library Function Document

nag_robust_m_corr_user_fn (g02hlc)

1 Purpose

nag_robust_m_corr_user_fn (g02hlc) calculates a robust estimate of the covariance matrix for user-
supplied weight functions and their derivatives.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_m_corr_user_fn (Nag_OrderType order,

void (*ucv)(double t, double *u, double *ud, double *w, double *wd,
Nag_Comm *comm),

Integer indm, Integer n, Integer m, const double x[], Integer pdx,
double cov[], double a[], double wt[], double theta[], double bl,
double bd, Integer maxit, Integer nitmon, const char *outfile,
double tol, Integer *nit, Nag_Comm *comm, NagError *fail)

3 Description

For a set of n observations on m variables in a matrix X, a robust estimate of the covariance matrix, C,
and a robust estimate of location, �, are given by:

C ¼ �2 ATA
� ��1

;

where �2 is a correction factor and A is a lower triangular matrix found as the solution to the following
equations.

zi ¼ A xi � �ð Þ

1
n

Xn
i¼1
w zik k2
� �

zi ¼ 0

and

1
n

Xn
i¼1
u zik k2
� �

ziz
T
i � v zik k2

� �
I ¼ 0;

where xi is a vector of length m containing the elements of the ith row of X,

zi is a vector of length m,

I is the identity matrix and 0 is the zero matrix,

and w and u are suitable functions.

nag_robust_m_corr_user_fn (g02hlc) covers two situations:

(i) v tð Þ ¼ 1 for all t,

(ii) v tð Þ ¼ u tð Þ.
The robust covariance matrix may be calculated from a weighted sum of squares and cross-products
matrix about � using weights wti ¼ u zik kð Þ. In case (i) a divisor of n is used and in case (ii) a divisor
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of
Xn
i¼1

wti is used. If w :ð Þ ¼
ffiffiffiffiffiffiffiffi
u :ð Þ

p
, then the robust covariance matrix can be calculated by scaling each

row of X by
ffiffiffiffiffiffiffi
wti
p

and calculating an unweighted covariance matrix about �.

In order to make the estimate asymptotically unbiased under a Normal model a correction factor, �2, is
needed. The value of the correction factor will depend on the functions employed (see Huber (1981)
and Marazzi (1987)).

nag_robust_m_corr_user_fn (g02hlc) finds A using the iterative procedure as given by Huber.

Ak ¼ Sk þ Ið ÞAk�1

and

�jk ¼
bj
D1
þ �jk�1 ;

where Sk ¼ sjl
� �

, for j ¼ 1; 2; . . . ;m and l ¼ 1; 2; . . . ;m, is a lower triangular matrix such that:

sjl ¼
�min max hjl=D3;�BL

� �
;BL

� �
; j > l

�min max hjj= 2D3 �D4=D2ð Þ
� �

;�BD
� �

;BD
� �

; j ¼ l

8<: ;

where

D1 ¼
Xn
i¼1

w zik k2
� �

þ 1
mw
0 zik k2
� �

zik k2
� 

D2 ¼
Xn
i¼1

1
p u
0 zik k2
� �

zik k2 þ 2u zik k2
� �� �

zik k2 � v0 zik k2
� �n o

zik k2

D3 ¼ 1
mþ2

Xn
i¼1

1
m u0 zik k2

� �
zik k2 þ 2u zik k2

� �� �
þ u zik k2
� �� 

zik k22

D4 ¼
Xn
i¼1

1
mu zik k2
� �

zik k22 � v zik k22
� �n o

hjl ¼
Xn
i¼1
u zik k2
� �

zijzil, for j > l

hjj ¼
Xn
i¼1
u zik k2
� �

z2ij � zij
�� ��2

2
=m

� �
bj ¼

Xn
i¼1
w zik k2
� �

xij � bj
� �

and BD and BL are suitable bounds.

nag_robust_m_corr_user_fn (g02hlc) is based on routines in ROBETH; see Marazzi (1987).

4 References

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Weights for bounded influence regression in ROBETH Cah. Rech. Doc. IUMSP, No.
3 ROB 3 Institut Universitaire de Médecine Sociale et Préventive, Lausanne
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ucv – function, supplied by the user External Function

ucv must return the values of the functions u and w and their derivatives for a given value of its
argument.

The specification of ucv is:

void ucv (double t, double *u, double *ud, double *w, double *wd,
Nag_Comm *comm)

1: t – double Input

On entry: the argument for which the functions u and w must be evaluated.

2: u – double * Output

On exit: the value of the u function at the point t.

Constraint: u 	 0:0.

3: ud – double * Output

On exit: the value of the derivative of the u function at the point t.

4: w – double * Output

On exit: the value of the w function at the point t.

Constraint: w 	 0:0.

5: wd – double * Output

On exit: the value of the derivative of the w function at the point t.

6: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ucv.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_corr_user_fn
(g02hlc) you may allocate memory and initialize these pointers with various
quantities for use by ucv when called from nag_robust_m_corr_user_fn (g02hlc)
(see Section 2.3.1.1 in How to Use the NAG Library and its Documentation).

3: indm – Integer Input

On entry: indicates which form of the function v will be used.

indm ¼ 1
v ¼ 1.
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indm 6¼ 1
v ¼ u.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

5: m – Integer Input

On entry: m, the number of columns of the matrix X, i.e., number of independent variables.

Constraint: 1 � m � n.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation on the jth variable, for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ;m.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: cov½m� mþ 1ð Þ=2� – double Output

On exit: contains a robust estimate of the covariance matrix, C. The upper triangular part of the
matrix C is stored packed by columns (lower triangular stored by rows), Cij is returned in
cov½ j� j� 1ð Þ=2þ ið Þ � 1�, i � j.

9: a½m� mþ 1ð Þ=2� – double Input/Output

On entry: an initial estimate of the lower triangular real matrix A. Only the lower triangular
elements must be given and these should be stored row-wise in the array.

The diagonal elements must be 6¼ 0, and in practice will usually be > 0. If the magnitudes of
the columns of X are of the same order, the identity matrix will often provide a suitable initial
value for A. If the columns of X are of different magnitudes, the diagonal elements of the initial
value of A should be approximately inversely proportional to the magnitude of the columns of X.

Constraint: a½j � j � 1ð Þ=2þ j� 6¼ 0:0, for j ¼ 0; 1; . . . ;m� 1.

On exit: the lower triangular elements of the inverse of the matrix A, stored row-wise.

10: wt½n� – double Output

On exit: wt½i � 1� contains the weights, wti ¼ u zik k2
� �

, for i ¼ 1; 2; . . . ; n.

11: theta½m� – double Input/Output

On entry: an initial estimate of the location argument, �j , for j ¼ 1; 2; . . . ;m.
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In many cases an initial estimate of �j ¼ 0, for j ¼ 1; 2; . . . ;m, will be adequate. Alternatively
medians may be used as given by nag_median_1var (g07dac).

On exit: contains the robust estimate of the location argument, �j , for j ¼ 1; 2; . . . ;m.

12: bl – double Input

On entry: the magnitude of the bound for the off-diagonal elements of Sk, BL.

Suggested value: bl ¼ 0:9.

Constraint: bl > 0:0.

13: bd – double Input

On entry: the magnitude of the bound for the diagonal elements of Sk, BD.

Suggested value: bd ¼ 0:9.

Constraint: bd > 0:0.

14: maxit – Integer Input

On entry: the maximum number of iterations that will be used during the calculation of A.

Suggested value: maxit ¼ 150.

Constraint: maxit > 0.

15: nitmon – Integer Input

On entry: indicates the amount of information on the iteration that is printed.

nitmon > 0
The value of A, � and � (see Section 7) will be printed at the first and every nitmon
iterations.

nitmon � 0
No iteration monitoring is printed.

16: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile ¼ NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

17: tol – double Input

On entry: the relative precision for the final estimates of the covariance matrix. Iteration will stop
when maximum � (see Section 7) is less than tol.

Constraint: tol > 0:0.

18: nit – Integer * Output

On exit: the number of iterations performed.

19: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONST_COL

Column valueh i of x has constant value.

NE_CONVERGENCE

Iterations to calculate weights failed to converge.

NE_FUN_RET_VAL

u value returned by ucv < 0:0: u valueh ið Þ ¼ valueh i.
w value returned by ucv < 0:0: w valueh ið Þ ¼ valueh i.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m � n.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, bd ¼ valueh i.
Constraint: bd > 0:0.

On entry, bl ¼ valueh i.
Constraint: bl > 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_ZERO_DIAGONAL

On entry, diagonal element valueh i of a is 0:0.

NE_ZERO_SUM

The sum D1 is zero.

The sum D2 is zero.

The sum D3 is zero.

7 Accuracy

On successful exit the accuracy of the results is related to the value of tol; see Section 5. At an iteration
let

(i) d1 ¼ the maximum value of sjl
		 		

(ii) d2 ¼ the maximum absolute change in wt ið Þ
(iii) d3 ¼ the maximum absolute relative change in �j

and let � ¼ max d1; d2; d3ð Þ. Then the iterative procedure is assumed to have converged when � < tol.

8 Parallelism and Performance

nag_robust_m_corr_user_fn (g02hlc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The existence of A will depend upon the function u (see Marazzi (1987)); also if X is not of full rank a
value of A will not be found. If the columns of X are almost linearly related, then convergence will be
slow.
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10 Example

A sample of 10 observations on three variables is read in along with initial values for A and theta and
argument values for the u and w functions, cu and cw. The covariance matrix computed by
nag_robust_m_corr_user_fn (g02hlc) is printed along with the robust estimate of �. ucv computes the
Huber's weight functions:

u tð Þ ¼ 1; if t � c2u

u tð Þ ¼ cu
t2
; if t > c2u

and

w tð Þ ¼ 1; if t � cw

w tð Þ ¼ cw
t
; if t > cw

and their derivatives.

10.1 Program Text

/* nag_robust_m_corr_user_fn (g02hlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nagg02.h>
#include <nag_stdlib.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ucv(double t, double *u, double *ud, double *w,
double *wd, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double bd, bl, tol;
Integer exit_status, i__, indm, j, k, l1, l2, m, maxit, mm, n, nit, nitmon;
Integer pdx;
NagError fail;
Nag_OrderType order;
Nag_Comm comm;

/* Arrays */
double *a = 0, *cov = 0, *theta = 0, *userp = 0, *wt = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif
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INIT_FAIL(fail);

exit_status = 0;
printf("nag_robust_m_corr_user_fn (g02hlc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the dimensions of X */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * (m + 1) / 2, double)) ||

!(cov = NAG_ALLOC(m * (m + 1) / 2, double)) ||
!(theta = NAG_ALLOC(m, double)) ||
!(userp = NAG_ALLOC(2, double)) ||
!(wt = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdx = n;
#else

pdx = m;
#endif

/* Read in the X matrix */
for (i__ = 1; i__ <= n; ++i__) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i__, j));
#else

scanf("%lf", &X(i__, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read in the initial value of A */
mm = (m + 1) * m / 2;
for (j = 1; j <= mm; ++j)

#ifdef _WIN32
scanf_s("%lf", &a[j - 1]);

#else
scanf("%lf", &a[j - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the initial value of theta */
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &theta[j - 1]);

#else
scanf("%lf", &theta[j - 1]);

#endif

g02 – Correlation and Regression Analysis g02hlc

Mark 26 g02hlc.9



#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read in the values of the parameters of the ucv functions */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &userp[0], &userp[1]);
#else

scanf("%lf%lf%*[^\n] ", &userp[0], &userp[1]);
#endif

/* Set the values of remaining parameters */
indm = 1;
bl = 0.9;
bd = 0.9;
maxit = 50;
tol = 5e-5;
/* Change nitmon to a positive value if monitoring information
* is required
*/

nitmon = 0;
comm.p = (void *) userp;

/* nag_robust_m_corr_user_fn (g02hlc).
* Calculates a robust estimation of a correlation matrix,
* user-supplied weight function plus derivatives
*/

nag_robust_m_corr_user_fn(order, ucv, indm, n, m, x, pdx, cov, a, wt,
theta, bl, bd, maxit, nitmon, 0, tol, &nit, &comm,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_corr_user_fn (g02hlc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("nag_robust_m_corr_user_fn (g02hlc) required %4" NAG_IFMT " "

"iterations to converge\n\n", nit);
printf("Robust covariance matrix\n");
l2 = 0;
for (j = 1; j <= m; ++j) {

l1 = l2 + 1;
l2 += j;
for (k = l1; k <= l2; ++k)

printf("%10.3f%s", cov[k - 1], k % 6 == 0 || k == l2 ? "\n" : " ");
}
printf("\n");

printf("Robust estimates of theta\n");
for (j = 1; j <= m; ++j)

printf(" %10.3f\n", theta[j - 1]);

END:
NAG_FREE(a);
NAG_FREE(cov);
NAG_FREE(theta);
NAG_FREE(userp);
NAG_FREE(wt);
NAG_FREE(x);

return exit_status;
}

void NAG_CALL ucv(double t, double *u, double *ud, double *w, double *wd,
Nag_Comm *comm)

{
double t2, cu, cw;
double *userp = (double *) comm->p;
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/* Function Body */
cu = userp[0];
*u = 1.0;
*ud = 0.0;
if (t != 0.0) {

t2 = t * t;
if (t2 > cu) {

*u = cu / t2;
*ud = *u * -2.0 / t;

}
}
/* w function and derivative */
cw = userp[1];
if (t > cw) {

*w = cw / t;
*wd = -(*w) / t;

}
else {

*w = 1.0;
*wd = 0.0;

}
return;

}

10.2 Program Data

nag_robust_m_corr_user_fn (g02hlc) Example Program Data
10 3 : N M

3.4 6.9 12.2 : X1 X2 X3
6.4 2.5 15.1
4.9 5.5 14.2
7.3 1.9 18.2
8.8 3.6 11.7
8.4 1.3 17.9
5.3 3.1 15.0
2.7 8.1 7.7
6.1 3.0 21.9
5.3 2.2 13.9 : End of X1 X2 and X3 values
1.0 0.0 1.0 0.0 0.0 1.0 : A
0.0 0.0 0.0 : THETA
4.0 2.0 : CU CW

10.3 Program Results

nag_robust_m_corr_user_fn (g02hlc) Example Program Results

nag_robust_m_corr_user_fn (g02hlc) required 25 iterations to converge

Robust covariance matrix
3.278

-3.692 5.284
4.739 -6.409 11.837

Robust estimates of theta
5.700
3.864

14.704
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NAG Library Function Document

nag_robust_m_corr_user_fn_no_derr (g02hmc)

1 Purpose

nag_robust_m_corr_user_fn_no_derr (g02hmc) computes a robust estimate of the covariance matrix for
user-supplied weight functions. The derivatives of the weight functions are not required.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_robust_m_corr_user_fn_no_derr (Nag_OrderType order,

void (*ucv)(double t, double *u, double *w, Nag_Comm *comm),

Integer indm, Integer n, Integer m, const double x[], Integer pdx,
double cov[], double a[], double wt[], double theta[], double bl,
double bd, Integer maxit, Integer nitmon, const char *outfile,
double tol, Integer *nit, Nag_Comm *comm, NagError *fail)

3 Description

For a set of n observations on m variables in a matrix X, a robust estimate of the covariance matrix, C,
and a robust estimate of location, �, are given by

C ¼ �2 ATA
� ��1

;

where �2 is a correction factor and A is a lower triangular matrix found as the solution to the following
equations.

zi ¼ A xi � �ð Þ

1

n

Xn
i¼1
w zik k2
� �

zi ¼ 0

and

1

n

Xn
i¼1
u zik k2
� �

ziz
T
i � v zik k2

� �
I ¼ 0;

where xi is a vector of length m containing the elements of the ith row of X,

zi is a vector of length m,

I is the identity matrix and 0 is the zero matrix.

and w and u are suitable functions.

nag_robust_m_corr_user_fn_no_derr (g02hmc) covers two situations:

(i) v tð Þ ¼ 1 for all t,

(ii) v tð Þ ¼ u tð Þ.
The robust covariance matrix may be calculated from a weighted sum of squares and cross-products
matrix about � using weights wti ¼ u zik kð Þ. In case (i) a divisor of n is used and in case (ii) a divisor
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of
Xn
i¼1

wti is used. If w :ð Þ ¼
ffiffiffiffiffiffiffiffi
u :ð Þ

p
, then the robust covariance matrix can be calculated by scaling each

row of X by
ffiffiffiffiffiffiffi
wti
p

and calculating an unweighted covariance matrix about �.

In order to make the estimate asymptotically unbiased under a Normal model a correction factor, �2, is
needed. The value of the correction factor will depend on the functions employed (see Huber (1981)
and Marazzi (1987)).

nag_robust_m_corr_user_fn_no_derr (g02hmc) finds A using the iterative procedure as given by Huber;
see Huber (1981).

Ak ¼ Sk þ Ið ÞAk�1

and

�jk ¼
bj
D1
þ �jk�1 ;

where Sk ¼ sjl
� �

, for j ¼ 1; 2; . . . ;m and l ¼ 1; 2; . . . ;m is a lower triangular matrix such that

sjl ¼
�min max hjl=D2;�BL

� �
;BL

� �
; j > l

�min max 1
2 hjj=D2 � 1
� �

;�BD
� �

;BD
� �

; j ¼ l

8<: ;

where

D1 ¼
Xn
i¼1
w zik k2
� �

D2 ¼
Xn
i¼1
u zik k2
� �

hjl ¼
Xn
i¼1
u zik k2
� �

zijzil, for j 	 l

bj ¼
Xn
i¼1
w zik k2
� �

xij � bj
� �

and BD and BL are suitable bounds.

The value of � may be chosen so that C is unbiased if the observations are from a given distribution.

nag_robust_m_corr_user_fn_no_derr (g02hmc) is based on routines in ROBETH; see Marazzi (1987).

4 References

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Weights for bounded influence regression in ROBETH Cah. Rech. Doc. IUMSP, No.
3 ROB 3 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: ucv – function, supplied by the user External Function

ucv must return the values of the functions u and w for a given value of its argument.

The specification of ucv is:

void ucv (double t, double *u, double *w, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which the functions u and w must be evaluated.

2: u – double * Output

On exit: the value of the u function at the point t.

Constraint: u 	 0:0.

3: w – double * Output

On exit: the value of the w function at the point t.

Constraint: w 	 0:0.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to ucv.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_corr_user_fn_
no_derr (g02hmc) you may allocate memory and initialize these pointers with
various quantities for use by ucv when called from nag_robust_m_corr_user_fn_
no_derr (g02hmc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

3: indm – Integer Input

On entry: indicates which form of the function v will be used.

indm ¼ 1
v ¼ 1.

indm 6¼ 1
v ¼ u.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

5: m – Integer Input

On entry: m, the number of columns of the matrix X, i.e., number of independent variables.

Constraint: 1 � m � n.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.
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Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation on the jth variable, for i ¼ 1; 2; . . . ; n and
j ¼ 1; 2; . . . ;m.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: cov½m� mþ 1ð Þ=2� – double Output

On exit: a robust estimate of the covariance matrix, C. The upper triangular part of the matrix C
is stored packed by columns (lower triangular stored by rows), that is Cij is returned in
cov½j� j� 1ð Þ=2þ i� 1�, i � j.

9: a½m� mþ 1ð Þ=2� – double Input/Output

On entry: an initial estimate of the lower triangular real matrix A. Only the lower triangular
elements must be given and these should be stored row-wise in the array.

The diagonal elements must be 6¼ 0, and in practice will usually be > 0. If the magnitudes of
the columns of X are of the same order, the identity matrix will often provide a suitable initial
value for A. If the columns of X are of different magnitudes, the diagonal elements of the initial
value of A should be approximately inversely proportional to the magnitude of the columns of X.

Constraint: a½j � j � 1ð Þ=2þ j� 6¼ 0:0, for j ¼ 0; 1; . . . ;m� 1.

On exit: the lower triangular elements of the inverse of the matrix A, stored row-wise.

10: wt½n� – double Output

On exit: wt½i � 1� contains the weights, wti ¼ u zik k2
� �

, for i ¼ 1; 2; . . . ; n.

11: theta½m� – double Input/Output

On entry: an initial estimate of the location argument, �j , for j ¼ 1; 2; . . . ;m.

In many cases an initial estimate of �j ¼ 0, for j ¼ 1; 2; . . . ;m, will be adequate. Alternatively
medians may be used as given by nag_median_1var (g07dac).

On exit: contains the robust estimate of the location argument, �j , for j ¼ 1; 2; . . . ;m.

12: bl – double Input

On entry: the magnitude of the bound for the off-diagonal elements of Sk, BL.

Suggested value: bl ¼ 0:9.

Constraint: bl > 0:0.

13: bd – double Input

On entry: the magnitude of the bound for the diagonal elements of Sk, BD.

Suggested value: bd ¼ 0:9.

Constraint: bd > 0:0.
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14: maxit – Integer Input

On entry: the maximum number of iterations that will be used during the calculation of A.

Suggested value: maxit ¼ 150.

Constraint: maxit > 0.

15: nitmon – Integer Input

On entry: indicates the amount of information on the iteration that is printed.

nitmon > 0
The value of A, � and � (see Section 7) will be printed at the first and every nitmon
iterations.

nitmon � 0
No iteration monitoring is printed.

16: outfile – const char * Input

On entry: a null terminated character string giving the name of the file to which results should be
printed. If outfile ¼ NULL or an empty string then the stdout stream is used. Note that the file
will be opened in the append mode.

17: tol – double Input

On entry: the relative precision for the final estimate of the covariance matrix. Iteration will stop
when maximum � (see Section 7) is less than tol.

Constraint: tol > 0:0.

18: nit – Integer * Output

On exit: the number of iterations performed.

19: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONST_COL

Column valueh i of x has constant value.

NE_CONVERGENCE

Iterations to calculate weights failed to converge.
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NE_FUN_RET_VAL

u value returned by ucv < 0:0: u valueh ið Þ ¼ valueh i.
w value returned by ucv < 0:0: w valueh ið Þ ¼ valueh i.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m � n.

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL

On entry, bd ¼ valueh i.
Constraint: bd > 0:0.

On entry, bl ¼ valueh i.
Constraint: bl > 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.
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NE_ZERO_DIAGONAL

On entry, diagonal element valueh i of a is 0:0.

NE_ZERO_SUM

Sum of u's (D2) is zero.

Sum of w's (D1) is zero.

7 Accuracy

On successful exit the accuracy of the results is related to the value of tol; see Section 5. At an iteration
let

(i) d1 ¼ the maximum value of sjl
		 		

(ii) d2 ¼ the maximum absolute change in wt ið Þ
(iii) d3 ¼ the maximum absolute relative change in �j

and let � ¼ max d1; d2; d3ð Þ. Then the iterative procedure is assumed to have converged when � < tol.

8 Parallelism and Performance

nag_robust_m_corr_user_fn_no_derr (g02hmc) makes calls to BLAS and/or LAPACK routines, which
may be threaded within the vendor library used by this implementation. Consult the documentation for
the vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The existence of A will depend upon the function u (see Marazzi (1987)); also if X is not of full rank a
value of A will not be found. If the columns of X are almost linearly related, then convergence will be
slow.

If derivatives of the u and w functions are available then the method used in nag_robust_m_corr_u
ser_fn (g02hlc) will usually give much faster convergence.

10 Example

A sample of 10 observations on three variables is read in along with initial values for A and � and
argument values for the u and w functions, cu and cw. The covariance matrix computed by
nag_robust_m_corr_user_fn_no_derr (g02hmc) is printed along with the robust estimate of �.

ucv computes the Huber's weight functions:

u tð Þ ¼ 1; if t � c2u

u tð Þ ¼ cu
t2
; if t > c2u

and

w tð Þ ¼ 1; if t � cw

w tð Þ ¼ cw
t
; if t > cw:
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10.1 Program Text

/* nag_robust_m_corr_user_fn_no_derr (g02hmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL ucv(double t, double *u, double *w, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double bd, bl, tol;
Integer exit_status, i, indm, j, k, l1, l2, m, maxit, mm, n, nit, nitmon;
Integer pdx;
NagError fail;
Nag_OrderType order;
Nag_Comm comm;

/* Arrays */
double *a = 0, *cov = 0, *theta = 0, *userp = 0, *wt = 0, *x = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_robust_m_corr_user_fn_no_derr (g02hmc) Example Program Results"

"\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the dimensions of x */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Allocate memory */
if (!(a = NAG_ALLOC(m * (m + 1) / 2, double)) ||

!(cov = NAG_ALLOC(m * (m + 1) / 2, double)) ||
!(theta = NAG_ALLOC(m, double)) ||
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!(userp = NAG_ALLOC(2, double)) ||
!(wt = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdx = n;
#else

pdx = m;
#endif

/* Read in the X matrix */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read in the initial value of A */
mm = (m + 1) * m / 2;
for (j = 1; j <= mm; ++j)

#ifdef _WIN32
scanf_s("%lf", &a[j - 1]);

#else
scanf("%lf", &a[j - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the initial value of theta */
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &theta[j - 1]);

#else
scanf("%lf", &theta[j - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the values of the parameters of the ucv functions */
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &userp[0], &userp[1]);
#else

scanf("%lf%lf%*[^\n] ", &userp[0], &userp[1]);
#endif

/* Set the values remaining parameters */
indm = 1;
bl = 0.9;
bd = 0.9;
maxit = 50;
tol = 5e-5;
/* Change nitmon to a positive value if monitoring information
* is required
*/

nitmon = 0;
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comm.p = (void *) userp;
/* nag_robust_m_corr_user_fn_no_derr (g02hmc).
* Calculates a robust estimation of a correlation matrix,
* user-supplied weight function
*/

nag_robust_m_corr_user_fn_no_derr(order, ucv, indm, n, m, x, pdx, cov, a,
wt, theta, bl, bd, maxit, nitmon, 0, tol,
&nit, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_corr_user_fn_no_derr (g02hmc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("nag_robust_m_corr_user_fn_no_derr (g02hmc) required %4" NAG_IFMT " "

"iterations to converge\n\n", nit);
printf("Robust covariance matrix\n");
l2 = 0;
for (j = 1; j <= m; ++j) {

l1 = l2 + 1;
l2 += j;

for (k = l1; k <= l2; ++k) {
printf("%10.3f", cov[k - 1]);
printf("%s", k % 6 == 0 || k == l2 ? "\n" : " ");

}
}
printf("\n");

printf("Robust estimates of Theta\n");
for (j = 1; j <= m; ++j)

printf(" %10.3f\n", theta[j - 1]);

END:
NAG_FREE(a);
NAG_FREE(cov);
NAG_FREE(theta);
NAG_FREE(userp);
NAG_FREE(wt);
NAG_FREE(x);

return exit_status;
}

void NAG_CALL ucv(double t, double *u, double *w, Nag_Comm *comm)
{

double t2, cu, cw;

/* Function Body */
double *userp = (double *) comm->p;

cu = userp[0];
*u = 1.0;
if (t != 0.0) {

t2 = t * t;
if (t2 > cu)

*u = cu / t2;
}
/* w function */
cw = userp[1];
if (t > cw)

*w = cw / t;
else

*w = 1.0;
return;

}
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10.2 Program Data

nag_robust_m_corr_user_fn_no_derr (g02hmc) Example Program Data
10 3 : N M

3.4 6.9 12.2 : X1 X2 X3
6.4 2.5 15.1
4.9 5.5 14.2
7.3 1.9 18.2
8.8 3.6 11.7
8.4 1.3 17.9
5.3 3.1 15.0
2.7 8.1 7.7
6.1 3.0 21.9
5.3 2.2 13.9 : End of X1 X2 and X3 values
1.0 0.0 1.0 0.0 0.0 1.0 : A
0.0 0.0 0.0 : THETA
4.0 2.0 : CU CW

10.3 Program Results

nag_robust_m_corr_user_fn_no_derr (g02hmc) Example Program Results

nag_robust_m_corr_user_fn_no_derr (g02hmc) required 34 iterations to converge

Robust covariance matrix
3.278

-3.692 5.284
4.739 -6.409 11.837

Robust estimates of Theta
5.700
3.864

14.704
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NAG Library Function Document

nag_reml_mixed_regsn (g02jac)

1 Purpose

nag_reml_mixed_regsn (g02jac) fits a linear mixed effects regression model using restricted maximum
likelihood (REML).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_reml_mixed_regsn (Integer n, Integer ncol, const double dat[],
Integer tddat, const Integer levels[], Integer yvid, Integer cwid,
Integer nfv, const Integer fvid[], Integer fint, Integer nrv,
const Integer rvid[], Integer nvpr, const Integer vpr[], Integer rint,
Integer svid, double gamma[], Integer *nff, Integer *nrf, Integer *df,
double *reml, Integer lb, double b[], double se[], Integer maxit,
double tol, Integer *warn, NagError *fail)

3 Description

nag_reml_mixed_regsn (g02jac) fits a model of the form:

y ¼ X� þ Z� þ �

where

y is a vector of n observations on the dependent variable,

X is a known n by p design matrix for the fixed independent variables,

� is a vector of length p of unknown fixed effects,

Z is a known n by q design matrix for the random independent variables,

� is a vector of length q of unknown random effects,

and

� is a vector of length n of unknown random errors.

Both � and � are assumed to have a Gaussian distribution with expectation zero and

Var �
�

� �
¼ G 0

0 R

� �
where R ¼ �2RI, I is the n� n identity matrix and G is a diagonal matrix. It is assumed that the
random variables, Z, can be subdivided into g � q groups with each group being identically distributed
with expectations zero and variance �2i . The diagonal elements of matrix G therefore take one of the
values �2i : i ¼ 1; 2; . . . ; g

� 
, depending on which group the associated random variable belongs to.

The model therefore contains three sets of unknowns, the fixed effects, �, the random effects � and a

vector of gþ 1 variance components, �, where � ¼ �21; �
2
2; . . . ; �

2
g�1; �

2
g; �

2
R

n o
. Rather than working

directly with �, nag_reml_mixed_regsn (g02jac) uses an iterative process to estimate

�� ¼ �21=�
2
R; �

2
2=�

2
R; . . . ; �

2
g�1=�

2
R; �

2
g=�

2
R; 1

n o
. Due to the iterative nature of the estimation a set of

initial values, �0, for �� is required. nag_reml_mixed_regsn (g02jac) allows these initial values either to
be supplied by you or calculated from the data using the minimum variance quadratic unbiased
estimators (MIVQUE0) suggested by Rao (1972).
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nag_reml_mixed_regsn (g02jac) fits the model using a quasi-Newton algorithm to maximize the
restricted log-likelihood function:

�2lR ¼ log Vj jð Þ þ n� pð Þlog r0V �1r
� �

þ log X0V �1X
		 		þ n� pð Þ 1þ log 2	= n� pð Þð Þð Þ

where

V ¼ ZGZ0 þR; r ¼ y�Xb and b ¼ X0V �1X
� ��1

X0V �1y:

Once the final estimates for �� have been obtained, the value of �2R is given by:

�2R ¼ r0V �1r
� �

= n� pð Þ:
Case weights, Wc, can be incorporated into the model by replacing X0X and Z0Z with X0WcX and
Z0WcZ respectively, for a diagonal weight matrix Wc.

The log-likelihood, lR, is calculated using the sweep algorithm detailed in Wolfinger et al. (1994).

4 References

Goodnight J H (1979) A tutorial on the SWEEP operator The American Statistician 33(3) 149–158

Harville D A (1977) Maximum likelihood approaches to variance component estimation and to related
problems JASA 72 320–340

Rao C R (1972) Estimation of variance and covariance components in a linear model J. Am. Stat.
Assoc. 67 112–115

Stroup W W (1989) Predictable functions and prediction space in the mixed model procedure
Applications of Mixed Models in Agriculture and Related Disciplines Southern Cooperative Series
Bulletin No. 343 39–48

Wolfinger R, Tobias R and Sall J (1994) Computing Gaussian likelihoods and their derivatives for
general linear mixed models SIAM Sci. Statist. Comput. 15 1294–1310

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

2: ncol – Integer Input

On entry: the number of columns in the data matrix, DAT.

Constraint: ncol 	 1.

3: dat½n� tddat� – const double Input

Note: where DAT i; jð Þ appears in this document, it refers to the array element
dat½ i� 1ð Þ � tddatþ j� 1�.
On entry: array containing all of the data. For the ith observation:

DAT i; yvidð Þ holds the dependent variable, y;

if cwid 6¼ 0, DAT i; cwidð Þ holds the case weights;

if svid 6¼ 0, DAT i; svidð Þ holds the subject variable.

The remaining columns hold the values of the independent variables.

Constraints:

if cwid 6¼ 0, DAT i; cwidð Þ 	 0:0;
if levels½j� 1� 6¼ 1, 1 � DAT i; jð Þ � levels½j� 1�.
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4: tddat – Integer Input

On entry: the stride separating matrix column elements in the array dat.

Constraint: tddat 	 ncol.

5: levels½ncol� – const Integer Input

On entry: levels½i� 1� contains the number of levels associated with the ith variable of the data
matrix DAT. If this variable is continuous or binary (i.e., only takes the values zero or one) then
levels½i� 1� should be 1; if the variable is discrete then levels½i� 1� is the number of levels
associated with it and DAT j; ið Þ is assumed to take the values 1 to levels½i� 1�, for
j ¼ 1; 2; . . . ; n.

Constraint: levels½i � 1� 	 1, for i ¼ 1; 2; . . . ;ncol.

6: yvid – Integer Input

On entry: the column of DAT holding the dependent, y, variable.

Constraint: 1 � yvid � ncol.

7: cwid – Integer Input

On entry: the column of DAT holding the case weights.

If cwid ¼ 0, no weights are used.

Constraint: 0 � cwid � ncol.

8: nfv – Integer Input

On entry: the number of independent variables in the model which are to be treated as being
fixed.

Constraint: 0 � nfv < ncol.

9: fvid½nfv� – const Integer Input

On entry: the columns of the data matrix DAT holding the fixed independent variables with
fvid½i� 1� holding the column number corresponding to the ith fixed variable.

Constraint: 1 � fvid½i � 1� � ncol, for i ¼ 1; 2; . . . ; nfv.

10: fint – Integer Input

On entry: flag indicating whether a fixed intercept is included (fint ¼ 1).

Constraint: fint ¼ 0 or 1.

11: nrv – Integer Input

On entry: the number of independent variables in the model which are to be treated as being
random.

Constraints:

0 � nrv < ncol;
nrvþ rint > 0.

12: rvid½nrv� – const Integer Input

On entry: the columns of the data matrix DAT holding the random independent variables with
rvid½i� 1� holding the column number corresponding to the ith random variable.

Constraint: 1 � rvid½i � 1� � ncol, for i ¼ 1; 2; . . . ;nrv.
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13: nvpr – Integer Input

On entry: if rint ¼ 1 and svid 6¼ 0, nvpr is the number of variance components being
estimated� 2, (g� 1), else nvpr ¼ g.
If nrv ¼ 0, nvpr is not referenced.

Constraint: if nrv 6¼ 0, 1 � nvpr � nrv.

14: vpr½nrv� – const Integer Input

On entry: vpr½i� 1� holds a flag indicating the variance of the ith random variable. The variance
of the ith random variable is �2j , where j ¼ vpr½i� 1� þ 1 if rint ¼ 1 and svid 6¼ 0 and
j ¼ vpr½i� 1� otherwise. Random variables with the same value of j are assumed to be taken
from the same distribution.

Constraint: 1 � vpr½i � 1� � nvpr, for i ¼ 1; 2; . . . ; nrv.

15: rint – Integer Input

On entry: flag indicating whether a random intercept is included (rint ¼ 1).

If svid ¼ 0, rint is not referenced.

Constraint: rint ¼ 0 or 1.

16: svid – Integer Input

On entry: the column of DAT holding the subject variable.

If svid ¼ 0, no subject variable is used.

Specifying a subject variable is equivalent to specifying the interaction between that variable and
all of the random-effects. Letting the notation Z1 � ZS denote the interaction between variables
Z1 and ZS , fitting a model with rint ¼ 0, random-effects Z1 þ Z2 and subject variable ZS is
equivalent to fitting a model with random-effects Z1 � ZS þ Z2 � ZS and no subject variable. If
rint ¼ 1 the model is equivalent to fitting ZS þ Z1 � ZS þ Z2 � ZS and no subject variable.

Constraint: 0 � svid � ncol.

17: gamma½nvprþ 2� – double Input/Output

On entry: holds the initial values of the variance components, �0, with gamma½i � 1� the initial
value for �2i =�

2
R, for i ¼ 1; 2; . . . ; g. If rint ¼ 1 and svid 6¼ 0, g ¼ nvprþ 1, else g ¼ nvpr.

If gamma½0� ¼ �1:0, the remaining elements of gamma are ignored and the initial values for the
variance components are estimated from the data using MIVQUE0.

On exit: gamma½i � 1�, for i ¼ 1; 2; . . . ; g, holds the final estimate of �2i and gamma½g� holds the
final estimate for �2R.

Constraint: gamma½0� ¼ �1:0 or gamma½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; g.

18: nff – Integer * Output

On exit: the number of fixed effects estimated (i.e., the number of columns, p, in the design
matrix X).

19: nrf – Integer * Output

On exit: the number of random effects estimated (i.e., the number of columns, q, in the design
matrix Z).

20: df – Integer * Output

On exit: the degrees of freedom.
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21: reml – double * Output

On exit: �2lR �̂ð Þ where lR is the log of the restricted maximum likelihood calculated at �̂, the
estimated variance components returned in gamma.

22: lb – Integer Input

On entry: the size of the array b.

C o n s t r a i n t :

lb 	 fintþ
Xnfv
i¼1

max levels½fvid½i� 1� � 1� � 1; 1ð Þ þ LS � rintþ
Xnrv
i¼1

levels½rvid½i� 1� � 1�
 !

where LS ¼ levels½svid� 1� if svid 6¼ 0 and 1 otherwise.

23: b½lb� – double Output

On exit: the parameter estimates, �; �ð Þ, with the first nff elements of b containing the fixed
effect parameter estimates, � and the next nrf elements of b containing the random effect
parameter estimates, �.

Fixed effects

If fint ¼ 1, b½0� contains the estimate of the fixed intercept. Let Li denote the number of levels
associated with the ith fixed variable, that is Li ¼ levels½fvid½i� 1� � 1�. Define

if fint ¼ 1, F1 ¼ 2 else if fint ¼ 0, F1 ¼ 1;

Fiþ1 ¼ Fi þmax Li � 1; 1ð Þ, i 	 1.

Then for i ¼ 1; 2; . . . ; nfv:

if Li > 1, b½Fi þ j � 3� contains the parameter estimate for the jth level of the ith fixed
variable, for j ¼ 2; 3; . . . ; Li;

if Li � 1, b½Fi � 1� contains the parameter estimate for the ith fixed variable.

Random effects

Redefining Li to denote the number of levels associated with the ith random variable, that is
Li ¼ levels½rvid½i� 1� � 1�. Define

if rint ¼ 1, R1 ¼ 2 else if rint ¼ 0, R1 ¼ 1;
Riþ1 ¼ Ri þ Li, i 	 1.

Then for i ¼ 1; 2; . . . ; nrv:

if svid ¼ 0,

if Li > 1, b½nff þRi þ j � 2� contains the parameter estimate for the jth level of the
ith random variable, for j ¼ 1; 2; . . . ; Li;

if Li � 1, b½nff þ Ri � 1� contains the parameter estimate for the ith random
variable;

if svid 6¼ 0,

let LS denote the number of levels associated with the subject variable, that is
LS ¼ levels½svid� 1�;
if Li > 1, b½nff þ s � 1ð ÞLS þRi þ j � 2� contains the parameter estimate for the
interaction between the sth level of the subject variable and the jth level of the ith
random variable, for s ¼ 1; 2; . . . ; LS and j ¼ 1; 2; . . . ; Li;

if Li � 1, b½nff þ s � 1ð ÞLS þRi � 1� contains the parameter estimate for the
interaction between the sth level of the subject variable and the ith random variable,
for s ¼ 1; 2; . . . ; LS;

if rint ¼ 1, b½nff� contains the estimate of the random intercept.
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24: se½lb� – double Output

On exit: the standard errors of the parameter estimates given in b.

25: maxit – Integer Input

On entry: the maximum number of iterations.

If maxit < 0, the default value of 100 is used.

If maxit ¼ 0, the parameter estimates �; �ð Þ and corresponding standard errors are calculated
based on the value of �0 supplied in gamma.

26: tol – double Input

On entry: the tolerance used to assess convergence.

If tol � 0:0, the default value of �0:7 is used, where � is the machine precision.

27: warn – Integer * Output

On exit: is set to 1 if a variance component was estimated to be a negative value during the
fitting process. Otherwise warn is set to 0.

If warn ¼ 1, the negative estimate is set to zero and the estimation process allowed to continue.

28: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

On entry, invalid data: categorical variable with value greater than that specified in levels.

NE_CONV

Routine failed to converge in maxit iterations: maxit ¼ valueh i.
See Section 10 for advice.

NE_FAIL_TOL

Routine failed to converge to specified tolerance: tol ¼ valueh i.
See Section 10 for advice.

NE_INT

On entry, fint ¼ valueh i.
Constraint: fint ¼ 0 or 1.

On entry, lb too small: lb ¼ valueh i.
On entry, levels½I � < 1, for at least one I .

On entry, n < 1 (nonzero weighted observations): n ¼ valueh i.

g02jac NAG Library Manual

g02jac.6 Mark 26



On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, ncol ¼ valueh i.
Constraint: 1 � fvid½i� � ncol, for all i.

On entry, ncol ¼ valueh i.
Constraint: 1 � rvid½i� � ncol, for all i.

On entry, ncol ¼ valueh i.
Constraint: ncol 	 1.

On entry, nvpr ¼ valueh i.
Constraint: 1 � vpr½i� � nvpr, for all i.

On entry, rint ¼ valueh i.
Constraint: rint ¼ 0 or 1.

NE_INT_2

On entry, cwid ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � cwid � ncol and any supplied weights must be 	 0:0.

On entry, nfv ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � nfv < ncol.

On entry, nrv ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � nrv < ncol and nrvþ rint > 0.

On entry, nvpr ¼ valueh i and nrv ¼ valueh i.
Constraint: 0 � nvpr � nrv and (nrv 6¼ 0 or nvpr 	 1).

On entry, svid ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � svid � ncol.

On entry, tddat ¼ valueh i and ncol ¼ valueh i.
Constraint: tddat 	 ncol.

On entry, yvid ¼ valueh i and ncol ¼ valueh i.
Constraint: 1 � yvid � ncol.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, gamma½i� < 0:0, for at least one i.

NE_ZERO_DOF_ERROR

Degrees of freedom < 1: df ¼ valueh i.
This is due to the number of parameters exceeding the effective number of observations.

7 Accuracy

The accuracy of the results can be adjusted through the use of the tol argument.
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8 Parallelism and Performance

nag_reml_mixed_regsn (g02jac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_reml_mixed_regsn (g02jac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Wherever possible any block structure present in the design matrix Z should be modelled through a
subject variable, specified via svid, rather than being explicitly entered into dat.

nag_reml_mixed_regsn (g02jac) uses an iterative process to fit the specified model and for some
problems this process may fail to converge (see fail:code ¼ NE_CONV or NE_FAIL_TOL). If the
function fails to converge then the maximum number of iterations (see maxit) or tolerance (see tol)
may require increasing; try a different starting estimate in gamma. Alternatively, the model can be fit
using maximum likelihood (see nag_ml_mixed_regsn (g02jbc)) or using the noniterative MIVQUE0.

To fit the model just using MIVQUE0, the first element of gamma should be set to �1:0 and maxit
should be set to zero.

Although the quasi-Newton algorithm used in nag_reml_mixed_regsn (g02jac) tends to require more
iterations before converging compared to the Newton–Raphson algorithm recommended by Wolfinger
et al. (1994), it does not require the second derivatives of the likelihood function to be calculated and
consequentially takes significantly less time per iteration.

10 Example

The following dataset is taken from Stroup (1989) and arises from a balanced split-plot design with the
whole plots arranged in a randomized complete block-design.
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In this example the full design matrix for the random independent variable, Z, is given by:

Z ¼

1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 1 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 0 1 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 1 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 1
1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 1 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 0 1 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 1 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 1

0BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCA

¼

A 0 0 0
0 A 0 0
0 0 A 0
0 0 0 A
A 0 0 0
0 A 0 0
0 0 A 0
0 0 0 A

0BBBBBBBBB@

1CCCCCCCCCA
; ð1Þ

where

A ¼
1 1 0 0
1 0 1 0
1 0 0 1

0@ 1A:
The block structure evident in (1) is modelled by specifying a four-level subject variable, taking the
values 1; 1; 1; 2; 2; 2; 3; 3; 3; 4; 4; 4; 1; 1; 1; 2; 2; 2; 3; 3; 3; 4; 4; 4f g. The first column of 1s is added to A by
setting rint ¼ 1. The remaining columns of A are specified by a three level factor, taking the values,
1; 2; 3; 1; 2; 3; 1; . . .f g.

10.1 Program Text

/* nag_reml_mixed_regsn (g02jac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
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{

/* Scalars */
double like, tol;
Integer cwid, df, exit_status, fint, i, j, k, l, lb, maxit, n, ncol, nff;
Integer nfv, nrf, nrv, nvpr, tddat, rint, svid, warnp, yvid, fnlevel;
Integer rnlevel, lgamma, fl;
/* Nag types */
NagError fail;

/* Arrays */
double *b = 0, *dat = 0, *gamma = 0, *se = 0;
Integer *fvid = 0, *levels = 0, *rvid = 0, *vpr = 0;

#define DAT(I, J) dat[(I-1)*tddat + J - 1]

exit_status = 0;
INIT_FAIL(fail);

printf("nag_reml_mixed_regsn (g02jac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size information */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
"%*[^\n] ", &n, &ncol, &nfv, &nrv, &nvpr);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &n, &ncol, &nfv, &nrv, &nvpr);
#endif

/* Check problem size */
if (n < 0 || ncol < 0 || nfv < 0 || nrv < 0 || nvpr < 0) {

printf("Invalid problem size, at least one of n, ncol, nfv, "
"nrv or nvpr is < 0\n");

exit_status = 1;
goto END;

}

/* Allocate memory first lot of memory */
if (!(levels = NAG_ALLOC(ncol, Integer)) ||

!(fvid = NAG_ALLOC(nfv, Integer)) ||
!(rvid = NAG_ALLOC(nrv, Integer)) || !(vpr = NAG_ALLOC(nrv, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in number of levels for each variable */
for (i = 1; i <= ncol; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &levels[i - 1]);

#else
scanf("%" NAG_IFMT "", &levels[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read in model information */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "", &yvid);
#else

scanf("%" NAG_IFMT "", &yvid);
#endif

for (i = 1; i <= nfv; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &fvid[i - 1]);
#else

scanf("%" NAG_IFMT "", &fvid[i - 1]);
#endif

}
for (i = 1; i <= nrv; i++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &rvid[i - 1]);

#else
scanf("%" NAG_IFMT "", &rvid[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&svid, &cwid, &fint, &rint);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &svid,
&cwid, &fint, &rint);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the variance component flag */
for (i = 1; i <= nrv; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &vpr[i - 1]);

#else
scanf("%" NAG_IFMT "", &vpr[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* If no subject specified, then ignore rint */
if (svid == 0) {

rint = 0;
}

/* Count the number of levels in the fixed parameters */
for (i = 1, fnlevel = 0; i <= nfv; ++i) {

fl = levels[fvid[i - 1] - 1] - 1;
fnlevel += (fl < 1) ? 1 : fl;

}
if (fint == 1) {

fnlevel++;
}

/* Count the number of levels in the random parameters */
for (i = 1, rnlevel = 0; i <= nrv; ++i) {

rnlevel += levels[rvid[i - 1] - 1];
}
if (rint) {

rnlevel++;
}

/* Calculate the sizes of the output arrays */
if (rint == 1) {

lgamma = nvpr + 2;
}
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else {
lgamma = nvpr + 1;

}
if (svid) {

lb = fnlevel + levels[svid - 1] * rnlevel;
}
else {

lb = fnlevel + rnlevel;
}

tddat = ncol;

/* Allocate remaining memory */
if (!(dat = NAG_ALLOC(n * ncol, double)) ||

!(gamma = NAG_ALLOC(lgamma, double)) ||
!(b = NAG_ALLOC(lb, double)) || !(se = NAG_ALLOC(lb, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the Data matrix */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= ncol; ++j) {
#ifdef _WIN32

scanf_s("%lf", &DAT(i, j));
#else

scanf("%lf", &DAT(i, j));
#endif

}
}

/* Read in the initial values for GAMMA */
for (i = 1; i < lgamma; ++i) {

#ifdef _WIN32
scanf_s("%lf", &gamma[i - 1]);

#else
scanf("%lf", &gamma[i - 1]);

#endif
}

/* Read in the maximum number of iterations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &maxit);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &maxit);
#endif

/* Run the analysis */
tol = 0.;
warnp = 0;
/* nag_reml_mixed_regsn (g02jac).
* Linear mixed effects regression using Restricted Maximum
* Likelihood (REML)
*/

nag_reml_mixed_regsn(n, ncol, dat, tddat, levels, yvid, cwid, nfv, fvid,
fint, nrv, rvid, nvpr, vpr, rint, svid, gamma, &nff,
&nrf, &df, &like, lb, b, se, maxit, tol, &warnp,
&fail);

/* Report the results */
if (fail.code == NE_NOERROR) {

/* Output results */
if (warnp != 0) {

printf("Warning: At least one variance component was ");
printf("estimated to be negative and then reset to zero");
printf("\n");

}
printf("Fixed effects (Estimate and Standard Deviation)\n\n");
k = 1;
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if (fint == 1) {
printf("Intercept %10.4f%10.4f\n", b[k - 1], se[k - 1]);
++k;

}
for (i = 1; i <= nfv; ++i) {

for (j = 1; j <= levels[fvid[i - 1] - 1]; ++j) {
if (levels[fvid[i - 1] - 1] != 1 && j == 1)

continue;
printf("Variable%4" NAG_IFMT " Level%4" NAG_IFMT "%10.4f%10.4f\n",

i, j, b[k - 1], se[k - 1]);
++k;

}
}

printf("\n");
printf("Random Effects (Estimate and Standard Deviation)\n");
if (svid == 0) {

for (i = 1; i <= nrv; ++i) {
for (j = 1; j <= levels[rvid[i - 1] - 1]; ++j) {

printf("%s%4" NAG_IFMT "%s%4" NAG_IFMT "%10.4f%10.4f\n",
"Variable", i, " Level", j, b[k - 1], se[k - 1]);

++k;
}

}
}
else {

for (l = 1; l <= levels[svid - 1]; ++l) {
if (rint == 1) {

printf("%s%4" NAG_IFMT "%s%10.4f%10.4f\n",
"Intercept for Subject Level", l, " ",
b[k - 1], se[k - 1]);

++k;
}
for (i = 1; i <= nrv; ++i) {

for (j = 1; j <= levels[rvid[i - 1] - 1]; ++j) {
printf("%s%4" NAG_IFMT "%s%4" NAG_IFMT "%s%4" NAG_IFMT ""

"%10.4f%10.4f\n", "Subject Level", l,
" Variable", i, " Level", j, b[k - 1], se[k - 1]);

++k;
}

}
}

}

printf("\n");
printf("%s\n", " Variance Components");
for (i = 1; i <= nvpr + rint; ++i) {

printf("%4" NAG_IFMT "%10.4f\n", i, gamma[i - 1]);
}
printf("%s%10.4f\n\n", "SIGMA^2 = ", gamma[nvpr + rint]);

printf("%s%10.4f\n\n", "-2LOG LIKE = ", like);
printf("%s%" NAG_IFMT "\n", "DF = ", df);

}
else {

printf("Routine nag_reml_mixed_regsn (g02jac) failed, with error "
"message:\n%s\n", fail.message);

}

END:
NAG_FREE(b);
NAG_FREE(dat);
NAG_FREE(gamma);
NAG_FREE(se);
NAG_FREE(fvid);
NAG_FREE(levels);
NAG_FREE(rvid);
NAG_FREE(vpr);
return exit_status;

}
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10.2 Program Data

nag_reml_mixed_regsn (g02jac) Example Program Data
24 5 3 1 1
1 4 3 2 3
1 3 4 5 3 2 0 1 1
1
56 1 1 1 1
50 1 2 1 1
39 1 3 1 1
30 2 1 1 1
36 2 2 1 1
33 2 3 1 1
32 3 1 1 1
31 3 2 1 1
15 3 3 1 1
30 4 1 1 1
35 4 2 1 1
17 4 3 1 1
41 1 1 2 1
36 1 2 2 2
35 1 3 2 3
25 2 1 2 1
28 2 2 2 2
30 2 3 2 3
24 3 1 2 1
27 3 2 2 2
19 3 3 2 3
25 4 1 2 1
30 4 2 2 2
18 4 3 2 3
1.0 1.0
-1

10.3 Program Results

nag_reml_mixed_regsn (g02jac) Example Program Results

Fixed effects (Estimate and Standard Deviation)

Intercept 37.0000 4.6674
Variable 1 Level 2 1.0000 3.5173
Variable 1 Level 3 -11.0000 3.5173
Variable 2 Level 2 -8.2500 2.1635
Variable 3 Level 2 0.5000 3.0596
Variable 3 Level 3 7.7500 3.0596

Random Effects (Estimate and Standard Deviation)
Intercept for Subject Level 1 10.7631 4.4865
Subject Level 1 Variable 1 Level 1 3.7276 3.0331
Subject Level 1 Variable 1 Level 2 -1.4476 3.0331
Subject Level 1 Variable 1 Level 3 0.3733 3.0331
Intercept for Subject Level 2 -0.5269 4.4865
Subject Level 2 Variable 1 Level 1 -3.7171 3.0331
Subject Level 2 Variable 1 Level 2 -1.2253 3.0331
Subject Level 2 Variable 1 Level 3 4.8125 3.0331
Intercept for Subject Level 3 -5.6450 4.4865
Subject Level 3 Variable 1 Level 1 0.5903 3.0331
Subject Level 3 Variable 1 Level 2 0.3987 3.0331
Subject Level 3 Variable 1 Level 3 -2.3806 3.0331
Intercept for Subject Level 4 -4.5912 4.4865
Subject Level 4 Variable 1 Level 1 -0.6009 3.0331
Subject Level 4 Variable 1 Level 2 2.2742 3.0331
Subject Level 4 Variable 1 Level 3 -2.8052 3.0331

Variance Components
1 62.3958
2 15.3819
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SIGMA^2 = 9.3611

-2LOG LIKE = 119.7618

DF = 16
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NAG Library Function Document

nag_ml_mixed_regsn (g02jbc)

1 Purpose

nag_ml_mixed_regsn (g02jbc) fits a linear mixed effects regression model using maximum likelihood
(ML).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_ml_mixed_regsn (Integer n, Integer ncol, const double dat[],
Integer tddat, const Integer levels[], Integer yvid, Integer cwid,
Integer nfv, const Integer fvid[], Integer fint, Integer nrv,
const Integer rvid[], Integer nvpr, const Integer vpr[], Integer rint,
Integer svid, double gamma[], Integer *nff, Integer *nrf, Integer *df,
double *ml, Integer lb, double b[], double se[], Integer maxit,
double tol, Integer *warn, NagError *fail)

3 Description

nag_ml_mixed_regsn (g02jbc) fits a model of the form:

y ¼ X� þ Z� þ �

where

y is a vector of n observations on the dependent variable,

X is a known n by p design matrix for the fixed independent variables,

� is a vector of length p of unknown fixed effects,

Z is a known n by q design matrix for the random independent variables,

� is a vector of length q of unknown random effects;

and

� is a vector of length n of unknown random errors.

Both � and � are assumed to have a Gaussian distribution with expectation zero and

Var �
�

� �
¼ G 0

0 R

� �
where R ¼ �2RI, I is the n� n identity matrix and G is a diagonal matrix. It is assumed that the
random variables, Z, can be subdivided into g � q groups with each group being identically distributed
with expectations zero and variance �2i . The diagonal elements of matrix G therefore take one of the
values �2i : i ¼ 1; 2; . . . ; g

� 
, depending on which group the associated random variable belongs to.

The model therefore contains three sets of unknowns, the fixed effects, �, the random effects � and a

vector of gþ 1 variance components, �, where � ¼ �21; �
2
2; . . . ; �

2
g�1; �

2
g; �

2
R

n o
. Rather than working

directly with �, nag_ml_mixed_regsn (g02jbc) uses an iterative process to estimate

�� ¼ �21=�
2
R; �

2
2=�

2
R; . . . ; �

2
g�1=�

2
R; �

2
g=�

2
R; 1

n o
. Due to the iterative nature of the estimation a set of

initial values, �0, for �� is required. nag_ml_mixed_regsn (g02jbc) allows these initial values either to
be supplied by you or calculated from the data using the minimum variance quadratic unbiased
estimators (MIVQUE0) suggested by Rao (1972).
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nag_ml_mixed_regsn (g02jbc) fits the model using a quasi-Newton algorithm to maximize the log-
likelihood function:

�2lR ¼ log Vj jð Þ þ nð Þlog r0V �1r
� �

þ log 2	=nð Þ

where

V ¼ ZGZ0 þR; r ¼ y�Xb and b ¼ X0V �1X
� ��1

X0V �1y:

Once the final estimates for �� have been obtained, the value of �2R is given by:

�2R ¼ r0V �1r
� �

= n� pð Þ:
Case weights, Wc, can be incorporated into the model by replacing X0X and Z0Z with X0WcX and
Z0WcZ respectively, for a diagonal weight matrix Wc.

The log-likelihood, lR, is calculated using the sweep algorithm detailed in Wolfinger et al. (1994).

4 References

Goodnight J H (1979) A tutorial on the SWEEP operator The American Statistician 33(3) 149–158

Harville D A (1977) Maximum likelihood approaches to variance component estimation and to related
problems JASA 72 320–340

Rao C R (1972) Estimation of variance and covariance components in a linear model J. Am. Stat.
Assoc. 67 112–115

Stroup W W (1989) Predictable functions and prediction space in the mixed model procedure
Applications of Mixed Models in Agriculture and Related Disciplines Southern Cooperative Series
Bulletin No. 343 39–48

Wolfinger R, Tobias R and Sall J (1994) Computing Gaussian likelihoods and their derivatives for
general linear mixed models SIAM Sci. Statist. Comput. 15 1294–1310

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

2: ncol – Integer Input

On entry: the number of columns in the data matrix, DAT.

Constraint: ncol 	 1.

3: dat½n� tddat� – const double Input

Note: where DAT i; jð Þ appears in this document, it refers to the array element
dat½ i� 1ð Þ � tddatþ j� 1�.
On entry: array containing all of the data. For the ith observation:

DAT i; yvidð Þ holds the dependent variable, y;

if cwid 6¼ 0, DAT i; cwidð Þ holds the case weights;

if svid 6¼ 0, DAT i; svidð Þ holds the subject variable.

The remaining columns hold the values of the independent variables.

Constraints:

if cwid 6¼ 0, DAT i; cwidð Þ 	 0:0;
if levels½j� 1� 6¼ 1, 1 � DAT i; jð Þ � levels½j� 1�.
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4: tddat – Integer Input

On entry: the stride separating matrix column elements in the array dat.

Constraint: tddat 	 ncol.

5: levels½ncol� – const Integer Input

On entry: levels½i� 1� contains the number of levels associated with the ith variable of the data
matrix DAT. If this variable is continuous or binary (i.e., only takes the values zero or one) then
levels½i� 1� should be 1; if the variable is discrete then levels½i� 1� is the number of levels
associated with it and DAT j; ið Þ is assumed to take the values 1 to levels½i� 1�, for
j ¼ 1; 2; . . . ; n.

Constraint: levels½i � 1� 	 1, for i ¼ 1; 2; . . . ;ncol.

6: yvid – Integer Input

On entry: the column of DAT holding the dependent, y, variable.

Constraint: 1 � yvid � ncol.

7: cwid – Integer Input

On entry: the column of DAT holding the case weights.

If cwid ¼ 0, no weights are used.

Constraint: 0 � cwid � ncol.

8: nfv – Integer Input

On entry: the number of independent variables in the model which are to be treated as being
fixed.

Constraint: 0 � nfv < ncol.

9: fvid½nfv� – const Integer Input

On entry: the columns of the data matrix DAT holding the fixed independent variables with
fvid½i� 1� holding the column number corresponding to the ith fixed variable.

Constraint: 1 � fvid½i � 1� � ncol, for i ¼ 1; 2; . . . ; nfv.

10: fint – Integer Input

On entry: flag indicating whether a fixed intercept is included (fint ¼ 1).

Constraint: fint ¼ 0 or 1.

11: nrv – Integer Input

On entry: the number of independent variables in the model which are to be treated as being
random.

Constraints:

0 � nrv < ncol;
nrvþ rint > 0.

12: rvid½nrv� – const Integer Input

On entry: the columns of the data matrix DAT holding the random independent variables with
rvid½i� 1� holding the column number corresponding to the ith random variable.

Constraint: 1 � rvid½i � 1� � ncol, for i ¼ 1; 2; . . . ;nrv.
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13: nvpr – Integer Input

On entry: if rint ¼ 1 and svid 6¼ 0, nvpr is the number of variance components being
estimated� 2, (g� 1), else nvpr ¼ g.
If nrv ¼ 0, nvpr is not referenced.

Constraint: if nrv 6¼ 0, 1 � nvpr � nrv.

14: vpr½nrv� – const Integer Input

On entry: vpr½i� 1� holds a flag indicating the variance of the ith random variable. The variance
of the ith random variable is �2j , where j ¼ vpr½i� 1� þ 1 if rint ¼ 1 and svid 6¼ 0 and
j ¼ vpr½i� 1� otherwise. Random variables with the same value of j are assumed to be taken
from the same distribution.

Constraint: 1 � vpr½i � 1� � nvpr, for i ¼ 1; 2; . . . ; nrv.

15: rint – Integer Input

On entry: flag indicating whether a random intercept is included (rint ¼ 1).

If svid ¼ 0, rint is not referenced.

Constraint: rint ¼ 0 or 1.

16: svid – Integer Input

On entry: the column of DAT holding the subject variable.

If svid ¼ 0, no subject variable is used.

Specifying a subject variable is equivalent to specifying the interaction between that variable and
all of the random-effects. Letting the notation Z1 � ZS denote the interaction between variables
Z1 and ZS , fitting a model with rint ¼ 0, random-effects Z1 þ Z2 and subject variable ZS is
equivalent to fitting a model with random-effects Z1 � ZS þ Z2 � ZS and no subject variable. If
rint ¼ 1 the model is equivalent to fitting ZS þ Z1 � ZS þ Z2 � ZS and no subject variable.

Constraint: 0 � svid � ncol.

17: gamma½nvprþ 2� – double Input/Output

On entry: holds the initial values of the variance components, �0, with gamma½i � 1� the initial
value for �2i =�

2
R, for i ¼ 1; 2; . . . ; g. If rint ¼ 1 and svid 6¼ 0, g ¼ nvprþ 1, else g ¼ nvpr.

If gamma½0� ¼ �1:0, the remaining elements of gamma are ignored and the initial values for the
variance components are estimated from the data using MIVQUE0.

On exit: gamma½i � 1�, for i ¼ 1; 2; . . . ; g, holds the final estimate of �2i and gamma½g� holds the
final estimate for �2R.

Constraint: gamma½0� ¼ �1:0 or gamma½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; g.

18: nff – Integer * Output

On exit: the number of fixed effects estimated (i.e., the number of columns, p, in the design
matrix X).

19: nrf – Integer * Output

On exit: the number of random effects estimated (i.e., the number of columns, q, in the design
matrix Z).

20: df – Integer * Output

On exit: the degrees of freedom.
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21: ml – double * Output

On exit: �2lR �̂ð Þ where lR is the log of the maximum likelihood calculated at �̂, the estimated
variance components returned in gamma.

22: lb – Integer Input

On entry: the size of the array b.

C o n s t r a i n t :

lb 	 fintþ
Xnfv
i¼1

max levels½fvid½i� 1� � 1� � 1; 1ð Þ þ LS � rintþ
Xnrv
i¼1

levels½rvid½i� 1� � 1�
 !

where LS ¼ levels½svid� 1� if svid 6¼ 0 and 1 otherwise.

23: b½lb� – double Output

On exit: the parameter estimates, �; �ð Þ, with the first nff elements of b containing the fixed
effect parameter estimates, � and the next nrf elements of b containing the random effect
parameter estimates, �.

Fixed effects

If fint ¼ 1, b½0� contains the estimate of the fixed intercept. Let Li denote the number of levels
associated with the ith fixed variable, that is Li ¼ levels½fvid½i� 1� � 1�. Define

if fint ¼ 1, F1 ¼ 2 else if fint ¼ 0, F1 ¼ 1;

Fiþ1 ¼ Fi þmax Li � 1; 1ð Þ, i 	 1.

Then for i ¼ 1; 2; . . . ; nfv:

if Li > 1, b½Fi þ j � 3� contains the parameter estimate for the jth level of the ith fixed
variable, for j ¼ 2; 3; . . . ; Li;

if Li � 1, b½Fi � 1� contains the parameter estimate for the ith fixed variable.

Random effects

Redefining Li to denote the number of levels associated with the ith random variable, that is
Li ¼ levels½rvid½i� 1� � 1�. Define

if rint ¼ 1, R1 ¼ 2 else if rint ¼ 0, R1 ¼ 1;
Riþ1 ¼ Ri þ Li, i 	 1.

Then for i ¼ 1; 2; . . . ; nrv:

if svid ¼ 0,

if Li > 1, b½nff þRi þ j � 2� contains the parameter estimate for the jth level of the
ith random variable, for j ¼ 1; 2; . . . ; Li;

if Li � 1, b½nff þ Ri � 1� contains the parameter estimate for the ith random
variable;

if svid 6¼ 0,

let LS denote the number of levels associated with the subject variable, that is
LS ¼ levels½svid� 1�;
if Li > 1, b½nff þ s � 1ð ÞLS þRi þ j � 2� contains the parameter estimate for the
interaction between the sth level of the subject variable and the jth level of the ith
random variable, for s ¼ 1; 2; . . . ; LS and j ¼ 1; 2; . . . ; Li;

if Li � 1, b½nff þ s � 1ð ÞLS þRi � 1� contains the parameter estimate for the
interaction between the sth level of the subject variable and the ith random variable,
for s ¼ 1; 2; . . . ; LS;

if rint ¼ 1, b½nff� contains the estimate of the random intercept.

g02 – Correlation and Regression Analysis g02jbc

Mark 26 g02jbc.5



24: se½lb� – double Output

On exit: the standard errors of the parameter estimates given in b.

25: maxit – Integer Input

On entry: the maximum number of iterations.

If maxit < 0, the default value of 100 is used.

If maxit ¼ 0, the parameter estimates �; �ð Þ and corresponding standard errors are calculated
based on the value of �0 supplied in gamma.

26: tol – double Input

On entry: the tolerance used to assess convergence.

If tol � 0:0, the default value of �0:7 is used, where � is the machine precision.

27: warn – Integer * Output

On exit: is set to 1 if a variance component was estimated to be a negative value during the
fitting process. Otherwise warn is set to 0.

If warn ¼ 1, the negative estimate is set to zero and the estimation process allowed to continue.

28: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

On entry, invalid data: categorical variable with value greater than that specified in levels.

NE_CONV

Routine failed to converge in maxit iterations: maxit ¼ valueh i.

NE_FAIL_TOL

Routine failed to converge to specified tolerance: tol ¼ valueh i.

NE_INT

On entry, fint ¼ valueh i.
Constraint: fint ¼ 0 or 1.

On entry, lb too small: lb ¼ valueh i.
On entry, levels½I � < 1, for at least one I .

On entry, n < 1 (nonzero weighted observations): n ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 1.

g02jbc NAG Library Manual

g02jbc.6 Mark 26



On entry, ncol ¼ valueh i.
Constraint: 1 � fvid½i� � ncol, for all i.

On entry, ncol ¼ valueh i.
Constraint: 1 � rvid½i� � ncol, for all i.

On entry, ncol ¼ valueh i.
Constraint: ncol 	 1.

On entry, nvpr ¼ valueh i.
Constraint: 1 � vpr½i� � nvpr, for all i.

On entry, rint ¼ valueh i.
Constraint: rint ¼ 0 or 1.

NE_INT_2

On entry, cwid ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � cwid � ncol and any supplied weights must be 	 0:0.

On entry, nfv ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � nfv < ncol.

On entry, nrv ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � nrv < ncol and nrvþ rint > 0.

On entry, nvpr ¼ valueh i and nrv ¼ valueh i.
Constraint: 0 � nvpr � nrv and (nrv � 0 or nvpr 	 1).

On entry, svid ¼ valueh i and ncol ¼ valueh i.
Constraint: 0 � svid � ncol.

On entry, tddat ¼ valueh i and ncol ¼ valueh i.
Constraint: tddat 	 ncol.

On entry, yvid ¼ valueh i and ncol ¼ valueh i.
Constraint: 1 � yvid � ncol.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, gamma½I � < 0, for at least one I .

NE_ZERO_DOF_ERROR

Degrees of freedom < 1: df ¼ valueh i.

7 Accuracy

The accuracy of the results can be adjusted through the use of the tol argument.
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8 Parallelism and Performance

nag_ml_mixed_regsn (g02jbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ml_mixed_regsn (g02jbc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Wherever possible any block structure present in the design matrix Z should be modelled through a
subject variable, specified via svid, rather than being explicitly entered into dat.

nag_ml_mixed_regsn (g02jbc) uses an iterative process to fit the specified model and for some
problems this process may fail to converge (see fail:code ¼ NE_CONV or NE_FAIL_TOL). If the
function fails to converge then the maximum number of iterations (see maxit) or tolerance (see tol)
may require increasing; try a different starting estimate in gamma. Alternatively, the model can be fit
using restricted maximum likelihood (see nag_reml_mixed_regsn (g02jac)) or using the noniterative
MIVQUE0.

To fit the model just using MIVQUE0, the first element of gamma should be set to �1 and maxit
should be set to zero.

Although the quasi-Newton algorithm used in nag_ml_mixed_regsn (g02jbc) tends to require more
iterations before converging compared to the Newton–Raphson algorithm recommended by Wolfinger
et al. (1994), it does not require the second derivatives of the likelihood function to be calculated and
consequentially takes significantly less time per iteration.

10 Example

The following dataset is taken from Stroup (1989) and arises from a balanced split-plot design with the
whole plots arranged in a randomized complete block-design.
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In this example the full design matrix for the random independent variable, Z, is given by:

Z ¼

1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 1 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 0 1 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 1 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 1
1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 1 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 0 1 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 1 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 1

0BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCCA

¼

A 0 0 0
0 A 0 0
0 0 A 0
0 0 0 A
A 0 0 0
0 A 0 0
0 0 A 0
0 0 0 A

0BBBBBBBBB@

1CCCCCCCCCA
; ð1Þ

where

A ¼
1 1 0 0
1 0 1 0
1 0 0 1

0@ 1A:
The block structure evident in (1) is modelled by specifying a four-level subject variable, taking the
values 1; 1; 1; 2; 2; 2; 3; 3; 3; 4; 4; 4; 1; 1; 1; 2; 2; 2; 3; 3; 3; 4; 4; 4f g. The first column of 1s is added to A by
setting rint ¼ 1. The remaining columns of A are specified by a three level factor, taking the values,
1; 2; 3; 1; 2; 3; 1; . . .f g.

10.1 Program Text

/* nag_ml_mixed_regsn (g02jbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
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{

/* Scalars */
double like, tol;
Integer cwid, df, exit_status, fint, i, j, k, l, lb, maxit, n, ncol, nff,

nfv;
Integer nrf, nrv, nvpr, tddat, rint, svid, warnp, yvid, fnlevel, rnlevel;
Integer lgamma, fl;
/* Nag types */
NagError fail;

/* Arrays */
double *b = 0, *dat = 0, *gamma = 0, *se = 0;
Integer *fvid = 0, *levels = 0, *rvid = 0, *vpr = 0;

#define DAT(I, J) dat[(I-1)*tddat + J - 1]

exit_status = 0;
INIT_FAIL(fail);

printf("nag_ml_mixed_regsn (g02jbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size information */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
"%*[^\n] ", &n, &ncol, &nfv, &nrv, &nvpr);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &n, &ncol, &nfv, &nrv, &nvpr);
#endif

/* Check problem size */
if (n < 0 || ncol < 0 || nfv < 0 || nrv < 0 || nvpr < 0) {

printf("Invalid problem size, at least one of n, ncol, nfv, "
"nrv or nvpr is < 0\n");

exit_status = 1;
goto END;

}

/* Allocate memory first lot of memory */
if (!(levels = NAG_ALLOC(ncol, Integer)) ||

!(fvid = NAG_ALLOC(nfv, Integer)) ||
!(rvid = NAG_ALLOC(nrv, Integer)) || !(vpr = NAG_ALLOC(nrv, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in number of levels for each variable */
for (i = 1; i <= ncol; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &levels[i - 1]);

#else
scanf("%" NAG_IFMT "", &levels[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read in model information */
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &yvid);

#else
scanf("%" NAG_IFMT "", &yvid);

#endif
for (i = 1; i <= nfv; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &fvid[i - 1]);

#else
scanf("%" NAG_IFMT "", &fvid[i - 1]);

#endif
}
for (i = 1; i <= nrv; i++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &rvid[i - 1]);

#else
scanf("%" NAG_IFMT "", &rvid[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&svid, &cwid, &fint, &rint);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &svid,
&cwid, &fint, &rint);

#endif

/* Read in the variance component flag */
for (i = 1; i <= nrv; ++i) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &vpr[i - 1]);

#else
scanf("%" NAG_IFMT "", &vpr[i - 1]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* If no subject specified, then ignore rint */
if (svid == 0) {

rint = 0;
}

/* Count the number of levels in the fixed parameters */
for (i = 1, fnlevel = 0; i <= nfv; ++i) {

fl = levels[fvid[i - 1] - 1] - 1;
fnlevel += (fl < 1) ? 1 : fl;

}
if (fint == 1) {

fnlevel++;
}

/* Count the number of levels in the random parameters */
for (i = 1, rnlevel = 0; i <= nrv; ++i) {

rnlevel += levels[rvid[i - 1] - 1];
}
if (rint) {

rnlevel++;
}

/* Calculate the sizes of the output arrays */
if (rint == 1) {

lgamma = nvpr + 2;
}
else {

lgamma = nvpr + 1;
}
if (svid) {
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lb = fnlevel + levels[svid - 1] * rnlevel;
}
else {

lb = fnlevel + rnlevel;
}

tddat = ncol;

/* Allocate remaining memory */
if (!(dat = NAG_ALLOC(n * ncol, double)) ||

!(gamma = NAG_ALLOC(lgamma, double)) ||
!(b = NAG_ALLOC(lb, double)) || !(se = NAG_ALLOC(lb, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the Data matrix */
for (i = 1; i <= n; ++i) {

for (j = 1; j <= ncol; ++j) {
#ifdef _WIN32

scanf_s("%lf", &DAT(i, j));
#else

scanf("%lf", &DAT(i, j));
#endif

}
}

/* Read in the initial values for GAMMA */
for (i = 1; i < lgamma; ++i) {

#ifdef _WIN32
scanf_s("%lf", &gamma[i - 1]);

#else
scanf("%lf", &gamma[i - 1]);

#endif
}

/* Read in the maximum number of iterations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &maxit);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &maxit);
#endif

/* Run the analysis */
tol = 0.;
warnp = 0;
/* nag_ml_mixed_regsn (g02jbc).
* Linear mixed effects regression using Maximum Likelihood
* (ML)
*/

nag_ml_mixed_regsn(n, ncol, dat, tddat, levels, yvid, cwid, nfv, fvid, fint,
nrv, rvid, nvpr, vpr, rint, svid, gamma, &nff, &nrf, &df,
&like, lb, b, se, maxit, tol, &warnp, &fail);

/* Report the results */
if (fail.code == NE_NOERROR) {

/* Output results */
if (warnp != 0) {

printf("Warning: At least one variance component was ");
printf("estimated to be negative and then reset to zero\n");

}
printf("Fixed effects (Estimate and Standard Deviation)\n\n");
k = 1;
if (fint == 1) {

printf("Intercept %10.4f%10.4f\n", b[k - 1], se[k - 1]);
++k;

}
for (i = 1; i <= nfv; ++i) {

for (j = 1; j <= levels[fvid[i - 1] - 1]; ++j) {
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if (levels[fvid[i - 1] - 1] != 1 && j == 1)
continue;

printf("Variable%4" NAG_IFMT " Level%4" NAG_IFMT "%10.4f%10.4f\n",
i, j, b[k - 1], se[k - 1]);

++k;
}

}

printf("\n");
printf("Random Effects (Estimate and Standard Deviation)\n");
if (svid == 0) {

for (i = 1; i <= nrv; ++i) {
for (j = 1; j <= levels[rvid[i - 1] - 1]; ++j) {

printf("%s%4" NAG_IFMT "%s%4" NAG_IFMT "%10.4f%10.4f\n",
"Variable", i, " Level", j, b[k - 1], se[k - 1]);

++k;
}

}
}
else {

for (l = 1; l <= levels[svid - 1]; ++l) {
if (rint == 1) {

printf("%s%4" NAG_IFMT "%s%10.4f%10.4f\n",
"Intercept for Subject Level", l, " ",
b[k - 1], se[k - 1]);

++k;
}
for (i = 1; i <= nrv; ++i) {

for (j = 1; j <= levels[rvid[i - 1] - 1]; ++j) {
printf("%s%4" NAG_IFMT "%s%4" NAG_IFMT "%s%4" NAG_IFMT ""

"%10.4f%10.4f\n", "Subject Level", l,
" Variable", i, " Level", j, b[k - 1], se[k - 1]);

++k;
}

}
}

}

printf("\n");
printf("%s\n", " Variance Components");
for (i = 1; i <= nvpr + rint; ++i) {

printf("%4" NAG_IFMT "%10.4f\n", i, gamma[i - 1]);
}
printf("%s%10.4f\n\n", "SIGMA^2 = ", gamma[nvpr + rint]);

printf("%s%10.4f\n\n", "-2LOG LIKE = ", like);
printf("%s%" NAG_IFMT "\n", "DF = ", df);

}
else {

printf("Routine nag_ml_mixed_regsn (g02jbc) failed, with error"
" message:\n%s\n", fail.message);

}

END:
NAG_FREE(b);
NAG_FREE(dat);
NAG_FREE(gamma);
NAG_FREE(se);
NAG_FREE(fvid);
NAG_FREE(levels);
NAG_FREE(rvid);
NAG_FREE(vpr);
return exit_status;

}
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10.2 Program Data

nag_ml_mixed_regsn (g02jbc) Example Program Data
24 5 3 1 1
1 4 3 2 3
1 3 4 5 3 2 0 1 1
1
56 1 1 1 1
50 1 2 1 1
39 1 3 1 1
30 2 1 1 1
36 2 2 1 1
33 2 3 1 1
32 3 1 1 1
31 3 2 1 1
15 3 3 1 1
30 4 1 1 1
35 4 2 1 1
17 4 3 1 1
41 1 1 2 1
36 1 2 2 2
35 1 3 2 3
25 2 1 2 1
28 2 2 2 2
30 2 3 2 3
24 3 1 2 1
27 3 2 2 2
19 3 3 2 3
25 4 1 2 1
30 4 2 2 2
18 4 3 2 3
1.0 1.0
-1

10.3 Program Results

nag_ml_mixed_regsn (g02jbc) Example Program Results

Fixed effects (Estimate and Standard Deviation)

Intercept 37.0000 4.0421
Variable 1 Level 2 1.0000 3.0461
Variable 1 Level 3 -11.0000 3.0461
Variable 2 Level 2 -8.2500 1.8736
Variable 3 Level 2 0.5000 2.6497
Variable 3 Level 3 7.7500 2.6497

Random Effects (Estimate and Standard Deviation)
Intercept for Subject Level 1 10.7631 3.8855
Subject Level 1 Variable 1 Level 1 3.7276 2.6268
Subject Level 1 Variable 1 Level 2 -1.4476 2.6268
Subject Level 1 Variable 1 Level 3 0.3733 2.6268
Intercept for Subject Level 2 -0.5269 3.8855
Subject Level 2 Variable 1 Level 1 -3.7171 2.6268
Subject Level 2 Variable 1 Level 2 -1.2253 2.6268
Subject Level 2 Variable 1 Level 3 4.8125 2.6268
Intercept for Subject Level 3 -5.6450 3.8855
Subject Level 3 Variable 1 Level 1 0.5903 2.6268
Subject Level 3 Variable 1 Level 2 0.3987 2.6268
Subject Level 3 Variable 1 Level 3 -2.3806 2.6268
Intercept for Subject Level 4 -4.5912 3.8855
Subject Level 4 Variable 1 Level 1 -0.6009 2.6268
Subject Level 4 Variable 1 Level 2 2.2742 2.6268
Subject Level 4 Variable 1 Level 3 -2.8052 2.6268

Variance Components
1 46.7969
2 11.5365
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SIGMA^2 = 7.0208

-2LOG LIKE = 141.6877

DF = 16
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NAG Library Function Document

nag_hier_mixed_init (g02jcc)

1 Purpose

nag_hier_mixed_init (g02jcc) preprocesses a dataset prior to fitting a linear mixed effects regression
model of the following form via either nag_reml_hier_mixed_regsn (g02jdc) or nag_ml_hier_mixe
d_regsn (g02jec).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_hier_mixed_init (Nag_OrderType order, Integer n, Integer ncol,
const double dat[], Integer pddat, const Integer levels[],
const double y[], const double wt[], const Integer fixed[],
Integer lfixed, Integer nrndm, const Integer rndm[], Integer lrndm,
Integer *nff, Integer *nlsv, Integer *nrf, double rcomm[],
Integer lrcomm, Integer icomm[], Integer licomm, NagError *fail)

3 Description

nag_hier_mixed_init (g02jcc) must be called prior to fitting a linear mixed effects regression model
with either nag_reml_hier_mixed_regsn (g02jdc) or nag_ml_hier_mixed_regsn (g02jec).

The model fitting functions nag_reml_hier_mixed_regsn (g02jdc) and nag_ml_hier_mixed_regsn
(g02jec) fit a model of the following form:

y ¼ X� þ Z� þ �

where y is a vector of n observations on the dependent variable,

X is an n by p design matrix of fixed independent variables,

� is a vector of p unknown fixed effects,

Z is an n by q design matrix of random independent variables,

� is a vector of length q of unknown random effects,

� is a vector of length n of unknown random errors,

and � and � are Normally distributed with expectation zero and variance/covariance matrix defined by

Var �
�

� �
¼ G 0

0 R

� �
where R ¼ �2RI, I is the n� n identity matrix and G is a diagonal matrix.

Case weights can be incorporated into the model by replacing X and Z with W 1=2
c X and W 1=2

c Z
respectively where Wc is a diagonal weight matrix.

4 References

None.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of observations.

The effective number of observations, that is the number of observations with nonzero weight
(see wt for more detail), must be greater than the number of fixed effects in the model (as
returned in nff).

Constraint: n 	 1.

3: ncol – Integer Input

On entry: the number of columns in the data matrix, dat.

Constraint: ncol 	 0.

4: dat½dim� – const double Input

Note: the dimension, dim, of the array dat must be at least

max 1;pddat� ncolð Þ when order ¼ Nag ColMajor;
max 1;n� pddatð Þ when order ¼ Nag RowMajor.

Where DAT i; jð Þ appears in this document, it refers to the array element

dat½ j� 1ð Þ � pddatþ i� 1� when order ¼ Nag ColMajor;
dat½ i� 1ð Þ � pddatþ j� 1� when order ¼ Nag RowMajor.

On entry: a matrix of data, with DAT i; jð Þ holding the ith observation on the jth variable. The
two design matrices X and Z are constructed from dat and the information given in fixed (for X)
and rndm (for Z).

Constraint: if levels½j� 1� 6¼ 1; 1 � DAT i; jð Þ � levels½j� 1�.

5: pddat – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array dat.

Constraints:

if order ¼ Nag ColMajor, pddat 	 n;
if order ¼ Nag RowMajor, pddat 	 ncol.

6: levels½ncol� – const Integer Input

On entry: levels½i� 1� contains the number of levels associated with the ith variable held in dat.

If the ith variable is continuous or binary (i.e., only takes the values zero or one) then
levels½i� 1� must be set to 1. Otherwise the ith variable is assumed to take an integer value
between 1 and levels½i� 1�, (i.e., the ith variable is discrete with levels½i� 1� levels).
Constraint: levels½i � 1� 	 1, for i ¼ 1; 2; . . . ;ncol.

7: y½n� – const double Input

On entry: y, the vector of observations on the dependent variable.

g02jcc NAG Library Manual

g02jcc.2 Mark 26



8: wt½n� – const double Input

On entry: optionally, the weights to be used in the weighted regression.

If wt½i� 1� ¼ 0:0, the ith observation is not included in the model, in which case the effective
number of observations is the number of observations with nonzero weights.

If weights are not provided then wt must be set to the null pointer, i.e., (double *)0, and the
effective number of observations is n.

Constraint: if wt is not NULL, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

9: fixed½lfixed� – const Integer Input

On entry: defines the structure of the fixed effects design matrix, X.

fixed½0�
The number of variables, NF , to include as fixed effects (not including the intercept if
present).

fixed½1�
The fixed intercept flag which must contain 1 if a fixed intercept is to be included and 0
otherwise.

fixed½2þ i� 1�
The column of DAT holding the ith fixed variable, for i ¼ 1; 2; . . . ; fixed½0�.

See Section 9.1 for more details on the construction of X.

Constraints:

fixed½0� 	 0;
fixed½1� ¼ 0 or 1;
1 � fixed½2þ i � 1� � ncol, for i ¼ 1; 2; . . . ; fixed½0�.

10: lfixed – Integer Input

On entry: length of the vector fixed.

Constraint: lfixed 	 2þ fixed½0�.

11: nrndm – Integer Input

On entry: the second dimension of the random effects design matrix RNDM.

Constraint: nrndm > 0.

12: rndm½lrndm� nrndm� – const Integer Input

Note: where RNDM i; jð Þ appears in this document, it refers to the array element

rndm½ j� 1ð Þ � lrndmþ i� 1� when order ¼ Nag ColMajor;
rndm½ i� 1ð Þ � nrndmþ j� 1� when order ¼ Nag RowMajor.

On entry: RNDM i; jð Þ defines the structure of the random effects design matrix, Z. The bth
column of RNDM defines a block of columns in the design matrix Z.

RNDM 1; bð Þ
The number of variables, NRb

, to include as random effects in the bth block (not including
the random intercept if present).

RNDM 2; bð Þ
The random intercept flag which must contain 1 if block b includes a random intercept and
0 otherwise.

RNDM 2þ i; bð Þ
The column of DAT holding the ith random variable in the bth block, for
i ¼ 1; 2; . . . ;RNDM 1; bð Þ.
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RNDM 3þNRb
; bð Þ

The number of subject variables, NSb , for the bth block. The subject variables define the
nesting structure for this block.

RNDM 3þNRb
þ i; bð Þ

The column of DAT holding the ith subject variable in the bth block, for
i ¼ 1; 2; . . . ;RNDM 3þNRb

; bð Þ.
See Section 9.2 for more details on the construction of Z.

Constraints:

RNDM 1; bð Þ 	 0;
RNDM 2; bð Þ ¼ 0 or 1;
at least one random variable or random intercept must be specified in each block, i.e.,
RNDM 1; bð Þ þ RNDM 2; bð Þ > 0;
the column identifiers associated with the random variables must be in the range 1 to ncol,
i.e., 1 � RNDM 2þ i; bð Þ � ncol, for i ¼ 1; 2; . . . ;RNDM 1; bð Þ;
RNDM 3þNRb

; bð Þ 	 0;
the column identifiers associated with the subject variables must be in the range 1 to ncol,
i.e., 1 � RNDM 3þNRb

þ i; bð Þ � ncol, for i ¼ 1; 2; . . . ;RNDM 3þNRb
; bð Þ.

13: lrndm – Integer Input

On entry: maximum number of entries in any column of RNDM.

Constraint: lrndm 	 max
b

3þNRb
þNSbð Þ.

14: nff – Integer * Output

On exit: p, the number of fixed effects estimated, i.e., the number of columns in the design matrix
X.

15: nlsv – Integer * Output

On exit: the number of levels for the overall subject variable (see Section 9.2 for a description of
what this means). If there is no overall subject variable, nlsv ¼ 1.

16: nrf – Integer * Output

On exit: the number of random effects estimated in each of the overall subject blocks. The
number of columns in the design matrix Z is given by q ¼ nrf � nlsv.

17: rcomm½lrcomm� – double Communication Array

On exit: communication array as required by the analysis functions nag_reml_hier_mixed_regsn
(g02jdc) and nag_ml_hier_mixed_regsn (g02jec).

18: lrcomm – Integer Input

On entry: the dimension of the array rcomm.

Constraint: lrcomm 	 nrf � nlsvþ nff þ nff � nlsvþ nrf � nlsvþ nff þ 2.

19: icomm½licomm� – Integer Communication Array

On exit: if licomm ¼ 2, icomm½0� holds the minimum required value for licomm and icomm½1�
holds the minimum required value for lrcomm, otherwise icomm is a communication array as
required by the analysis functions nag_reml_hier_mixed_regsn (g02jdc) and nag_ml_hier_mix
ed_regsn (g02jec).
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20: licomm – Integer Input

On entry: the dimension of the array icomm.

Constraint: licomm ¼ 2 or
licomm 	 34þNF � MFLþ 1ð Þ þ nrndm�MNR�MRLþ LRNDMþ 2ð Þ � nrndmþ
ncolþ LDID� LB;

where

MNR ¼ max
b

NRb
ð Þ,

MFL ¼ max
i

levels½fixed½2þ i� 1� � 1�ð Þ,

MRL ¼ max
b;i

levels½RNDM 2þ i; bð Þ � 1�ð Þ,

LDID ¼ max
b
NSb ,

LB ¼ nff þ nrf � nlsv, and

LRNDM ¼ max
b

3þNRb
þNSbð Þ

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lfixed ¼ valueh i.
Constraint: lfixed 	 valueh i.
On entry, licomm ¼ valueh i.
Constraint: licomm 	 valueh i.
On entry, lrcomm ¼ valueh i.
Constraint: lrcomm 	 valueh i.
On entry, lrndm ¼ valueh i.
Constraint: lrndm 	 valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, ncol ¼ valueh i.
Constraint: ncol 	 0.

On entry, nrndm ¼ valueh i.
Constraint: nrndm > 0.

g02 – Correlation and Regression Analysis g02jcc

Mark 26 g02jcc.5



NE_INT_2

On entry, pddat ¼ valueh i and n ¼ valueh i.
Constraint: pddat 	 n.

On entry, pddat ¼ valueh i and ncol ¼ valueh i.
Constraint: pddat 	 ncol.

NE_INT_ARRAY

On entry, index of fixed variable j is less than 1 or greater than ncol: j ¼ valueh i, index
¼ valueh i and ncol ¼ valueh i.
On entry, index of random variable j in random statement i is less than 1 or greater than ncol:
i ¼ valueh i, j ¼ valueh i, index ¼ valueh i and ncol ¼ valueh i.
On entry, invalid value for fixed intercept flag: value ¼ valueh i.
On entry, invalid value for random intercept flag for random statement i: i ¼ valueh i, value
¼ valueh i.
On entry, levels½ valueh i� ¼ valueh i.
Constraint: levels½i� 1� 	 1.

On entry, must be at least one parameter, or an intercept in each random statement i: i ¼ valueh i.
On entry, nesting variable j in random statement i has one level: j ¼ valueh i, i ¼ valueh i.
On entry, number of fixed parameters, valueh i is less than zero.

On entry, number of random parameters for random statement i is less than 0: i ¼ valueh i,
number of parameters ¼ valueh i.
On entry, number of subject parameters for random statement i is less than 0: i ¼ valueh i,
number of parameters ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, no observations due to zero weights.

On entry, variable j of observation i is less than 1 or greater than levels½j� 1�: i ¼ valueh i,
j ¼ valueh i, value ¼ valueh i, levels½j� 1� ¼ valueh i.
On entry, wt½ valueh i� ¼ valueh i.
Constraint: wt½i� 1� 	 0:0.

NE_TOO_MANY

On entry, more fixed factors than observations, n ¼ valueh i.
Constraint: n 	 valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_hier_mixed_init (g02jcc) is not threaded in any implementation.

9 Further Comments

9.1 Construction of the fixed effects design matrix, X

Let

NF denote the number of fixed variables, that is fixed½0� ¼ NF ;

Fj denote the jth fixed variable, that is the vector of values held in the kth column of DAT when
fixed½2þ j� 1� ¼ k;
Fij denote the ith element of Fj;

L Fj
� �

denote the number of levels for Fj, that is L Fj
� �

¼ levels½fixed½2þ j� 1� � 1�;

Dv Fj
� �

denoted an indicator function that returns a vector of values whose ith element is 1 if Fij ¼ v
and 0 otherwise.

The design matrix for the fixed effects, X, is constructed as follows:

set k to zero and the flag done first to false;

if a fixed intercept is included, that is fixed½1� ¼ 1,

set the first column of X to a vector of 1s;

set k ¼ kþ 1;

set done first to true;

loop over each fixed variable, so for each j ¼ 1; 2; . . . ; NF ,

if L Fj
� �

¼ 1,

set the kth column of X to be Fj;

set k ¼ kþ 1;

else

if done first is false then

set the L Fj
� �

columns, k to kþ L Fj
� �

� 1, of X to Dv Fj
� �

, for v ¼ 1; 2; . . . ; L Fj
� �

;

set k ¼ kþ L Fj
� �

;

set done first to true;

else

set the L Fj
� �

� 1 columns, k to kþ L Fj
� �

� 2, of X to Dv Fj
� �

, for v ¼ 2; 3; . . . ; L Fj
� �

;

set k ¼ kþ L Fj
� �

� 1.

The number of columns in the design matrix, X, is therefore given by

p ¼ 1þ
XNF

j¼1
levels½fixed½2þ j� 1� � 1� � 1ð Þ:

This quantity is returned in nff.

In summary, nag_hier_mixed_init (g02jcc) converts all non-binary categorical variables (i.e., where
L Fj
� �

> 1) to dummy variables. If a fixed intercept is included in the model then the first level of all
such variables is dropped. If a fixed intercept is not included in the model then the first level of all such
variables, other than the first, is dropped. The variables are added into the model in the order they are
specified in fixed.
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9.2 Construction of random effects design matrix, Z

Let

NRb
denote the number of random variables in the bth random statement, that is NRb

¼ RNDM 1; bð Þ;
Rjb denote the jth random variable from the bth random statement, that is the vector of values held in
the kth column of DAT when RNDM 2þ j; bð Þ ¼ k;
Rijb denote the ith element of Rjb;

L Rjb

� �
denote the number of levels for Rjb, that is L Rjb

� �
¼ levels½RNDM 2þ j; bð Þ � 1�;

Dv Rjb

� �
denoted an indicator function that returns a vector of values whose ith element is 1 if

Rijb ¼ v and 0 otherwise;

NSb denote the number of subject variables in the bth random statement, that is
NSb ¼ RNDM 3þNRb

; bð Þ;
Sjb denote the jth subject variable from the bth random statement, that is the vector of values held in
the kth column of DAT when RNDM 3þNRb

þ j; bð Þ ¼ k;
Sijb denote the ith element of Sjb;

L Sjb
� �

denote the number of levels for Sjb, that is L Sjb
� �

¼ levels½RNDM 3þNRb
þ j; bð Þ � 1�;

Ib s1; s2; . . . ; sNSb

� �
denoted an indicator function that returns a vector of values whose ith element is

1 if Sijb ¼ sj for all j ¼ 1; 2; . . . ; NSb and 0 otherwise.

The design matrix for the random effects, Z, is constructed as follows:

set k to zero;

loop over each random statement, so for each b ¼ 1; 2; . . . ; nrndm,

loop over each level of the last subject variable, so for each sNSb
¼ 1; 2; . . . ; L RNSb

b

� �
,

..

.

loop over each level of the second subject variable, so for each s2 ¼ 1; 2; . . . ; L R2bð Þ,
loop over each level of the first subject variable, so for each s1 ¼ 1; 2; . . . ; L R1bð Þ,

if a random intercept is included, that is RNDM 2; bð Þ ¼ 1,

set the kth column of Z to Ib s1; s2; . . . ; sNSb

� �
;

set k ¼ kþ 1;

loop over each random variable in the bth random statement, so for each
j ¼ 1; 2; . . . ; NRb

,

if L Rjb

� �
¼ 1,

set the kth column of Z to Rjb � Ib s1; s2; . . . ; sNSb

� �
where � indicates an

element-wise multiplication between the two vectors, Rjb and Ib . . .ð Þ;
set k ¼ kþ 1;

else

set the L Rbj

� �
columns, k to kþ L Rbj

� �
, of Z to Dv Rjb

� �
� Ib s1; s2; . . . ; sNSb

� �
,

for v ¼ 1; 2; . . . ; L Rjb

� �
. As before, � indicates an element-wise multiplication

between the two vectors, Dv . . .ð Þ and Ib . . .ð Þ;

set k ¼ kþ L Rjb

� �
.
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In summary, each column of RNDM defines a block of consecutive columns in Z. nag_hier_mixed_init
(g02jcc) converts all non-binary categorical variables (i.e., where L Rjb

� �
or L Sjb

� �
> 1) to dummy

variables. All random variables defined within a column of RNDM are nested within all subject
variables defined in the same column of RNDM. In addition each of the subject variables are nested
within each other, starting with the first (i.e., each of the Rjb; j ¼ 1; 2; . . . ; NRb

are nested within S1b

which in turn is nested within S2b, which in turn is nested within S3b, etc.).

If the last subject variable in each column of RNDM are the same (i.e., SNS1
1 ¼ SNS2

2 ¼ . . . ¼ SNSb
b)

then all random effects in the model are nested within this variable. In such instances the last subject
variable (SNS1

1) is called the overall subject variable. The fact that all of the random effects in the

model are nested within the overall subject variable means that ZTZ is block diagonal in structure. This
fact can be utilised to improve the efficiency of the underlying computation and reduce the amount of
internal storage required. The number of levels in the overall subject variable is returned in

nlsv ¼ L SNS1
1

� �
.

If the last k subject variables in each column of RNDM are the same, for k > 1 then the overall subject
variable is defined as the interaction of these k variables and

nlsv ¼
YNS1

j¼NS1
�kþ1

L Sj1
� �

:

If there is no overall subject variable then nlsv ¼ 1.

The number of columns in the design matrix Z is given by q ¼ nrf � nlsv.

9.3 The rndm argument

To illustrate some additional points about the rndm argument, we assume that we have a dataset with
three discrete variables, V1, V2 and V3, with 2; 4 and 3 levels respectively, and that V1 is in the first
column of DAT, V2 in the second and V3 the third. Also assume that we wish to fit a model containing
V1 along with V2 nested within V3, as random effects. In order to do this the RNDM matrix requires two
columns:

RNDM ¼

1 1
0 0
1 2
0 1
0 3

0BBB@
1CCCA

The first column, 1; 0; 1; 0; 0ð Þ, indicates one random variable (RNDM 1; 1ð Þ ¼ 1), no intercept
(RNDM 2; 1ð Þ ¼ 0), the random variable is in the first column of DAT (RNDM 3; 1ð Þ ¼ 1), there are no
subject variables; as no nesting is required for V1 (RNDM 4; 1ð Þ ¼ 0). The last element in this column is
ignored.

The second column, 1; 0; 2; 1; 3ð Þ, indicates one random variable (RNDM 1; 2ð Þ ¼ 1), no intercept
(RNDM 2; 2ð Þ ¼ 0), the random variable is in the second column of DAT RNDM 3; 2ð Þ ¼ 2ð Þ, there is
one subject variable (RNDM 4; 2ð Þ ¼ 1), and the subject variable is in the third column of dat
RNDM 5; 2ð Þ ¼ 3ð Þ.
The corresponding Z matrix would have 14 columns, with 2 coming from V1 and 12 (4� 3) from V2
nested within V3. The, symmetric, ZTZ matrix has the form
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� � � � � � � � � � � � � �
� � � � � � � � � � � � � �
� � � � � � 0 0 0 0 0 0 0 0
� � � � � � 0 0 0 0 0 0 0 0
� � � � � � 0 0 0 0 0 0 0 0
� � � � � � 0 0 0 0 0 0 0 0
� � 0 0 0 0 � � � � 0 0 0 0
� � 0 0 0 0 � � � � 0 0 0 0
� � 0 0 0 0 � � � � 0 0 0 0
� � 0 0 0 0 � � � � 0 0 0 0
� � 0 0 0 0 0 0 0 0 � � � �
� � 0 0 0 0 0 0 0 0 � � � �
� � 0 0 0 0 0 0 0 0 � � � �
� � 0 0 0 0 0 0 0 0 � � � �

0BBBBBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCCCCA
where 0 indicates a structural zero, i.e., it always takes the value 0, irrespective of the data, and � a
value that is not a structural zero. The first two rows and columns of ZTZ correspond to V1. The block
diagonal matrix in the 12 rows and columns in the bottom right correspond to V2 nested within V3. With
the 4� 4 blocks corresponding to the levels of V2. There are three blocks as the subject variable (V3)
has three levels.

The model fitting functions, nag_reml_hier_mixed_regsn (g02jdc) and nag_ml_hier_mixed_regsn
(g02jec), use the sweep algorithm to calculate the log-likelihood function for a given set of variance
components. This algorithm consists of moving down the diagonal elements (called pivots) of a matrix
which is similar in structure to ZTZ, and updating each element in that matrix. When using the k
diagonal element of a matrix A, an element aij; i 6¼ k; j 6¼ k, is adjusted by an amount equal to
aikaij=akk. This process can be referred to as sweeping on the kth pivot. As there are no structural zeros
in the first row or column of the above ZTZ, sweeping on the first pivot of ZTZ would alter each
element of the matrix and therefore destroy the structural zeros, i.e., we could no longer guarantee they
would be zero.

Reordering the RNDM matrix to

RNDM ¼

1 1
0 0
2 1
1 0
3 0

0BBB@
1CCCA

i.e., the swapping the two columns, results in a ZTZ matrix of the form

� � � � 0 0 0 0 0 0 0 0 � �
� � � � 0 0 0 0 0 0 0 0 � �
� � � � 0 0 0 0 0 0 0 0 � �
� � � � 0 0 0 0 0 0 0 0 � �
0 0 0 0 � � � � 0 0 0 0 � �
0 0 0 0 � � � � 0 0 0 0 � �
0 0 0 0 � � � � 0 0 0 0 � �
0 0 0 0 � � � � 0 0 0 0 � �
0 0 0 0 0 0 0 0 � � � � � �
0 0 0 0 0 0 0 0 � � � � � �
0 0 0 0 0 0 0 0 � � � � � �
0 0 0 0 0 0 0 0 � � � � � �
� � � � � � � � � � � � � �
� � � � � � � � � � � � � �

0BBBBBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCCCCA
This matrix is identical to the previous one, except the first two rows and columns have become the last
two rows and columns. Sweeping a matrix, A ¼ aij

� 
, of this form on the first pivot will only affect

those elements aij, where ai1 6¼ 0 and a1j 6¼ 0, which is only the 13th and 14th row and columns, and
the top left hand block of 4 rows and columns. The block diagonal nature of the first 12 rows and
columns therefore greatly reduces the amount of work the algorithm needs to perform.
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nag_hier_mixed_init (g02jcc) constructs the ZTZ as specified by the RNDM matrix, and does not
attempt to reorder it to improve performance. Therefore for best performance some thought is required
on what ordering to use. In general it is more efficient to structure RNDM in such a way that the first
row relates to the deepest level of nesting, the second to the next level, etc..

10 Example

See Section 10 in nag_reml_hier_mixed_regsn (g02jdc) and nag_ml_hier_mixed_regsn (g02jec).
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NAG Library Function Document

nag_reml_hier_mixed_regsn (g02jdc)

1 Purpose

nag_reml_hier_mixed_regsn (g02jdc) fits a multi-level linear mixed effects regression model using
restricted maximum likelihood (REML). Prior to calling nag_reml_hier_mixed_regsn (g02jdc) the
initialization function nag_hier_mixed_init (g02jcc) must be called.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_reml_hier_mixed_regsn (Integer lvpr, const Integer vpr[],
Integer nvpr, double gamma[], Integer *effn, Integer *rnkx,
Integer *ncov, double *lnlike, Integer lb, Integer id[], Integer pdid,
double b[], double se[], double czz[], Integer pdczz, double cxx[],
Integer pdcxx, double cxz[], Integer pdcxz, const double rcomm[],
const Integer icomm[], const Integer iopt[], Integer liopt,
const double ropt[], Integer lropt, NagError *fail)

3 Description

nag_reml_hier_mixed_regsn (g02jdc) fits a model of the form:

y ¼ X� þ Z� þ �
where y is a vector of n observations on the dependent variable,

X is a known n by p design matrix for the fixed independent variables,

� is a vector of length p of unknown fixed effects,

Z is a known n by q design matrix for the random independent variables,

� is a vector of length q of unknown random effects,

and � is a vector of length n of unknown random errors.

Both � and � are assumed to have a Gaussian distribution with expectation zero and variance/covariance
matrix defined by

Var �
�

� �
¼ G 0

0 R

� �
where R ¼ �2RI, I is the n� n identity matrix and G is a diagonal matrix. It is assumed that the
random variables, Z, can be subdivided into g � q groups with each group being identically distributed
with expectation zero and variance �2i . The diagonal elements of matrix G therefore take one of the
values �2i : i ¼ 1; 2; . . . ; g

� 
, depending on which group the associated random variable belongs to.

The model therefore contains three sets of unknowns: the fixed effects �, the random effects � and a

vector of gþ 1 variance components �, where � ¼ �21; �
2
2; . . . ; �

2
g�1; �

2
g; �

2
R

n o
. Rather than working

directly with �, nag_reml_hier_mixed_regsn (g02jdc) uses an iterative process to estimate

�� ¼ �21=�
2
R; �

2
2=�

2
R; . . . ; �

2
g�1=�

2
R; �

2
g=�

2
R; 1

n o
. Due to the iterative nature of the estimation a set of

initial values, �0, for �� is required. nag_reml_hier_mixed_regsn (g02jdc) allows these initial values
either to be supplied by you or calculated from the data using the minimum variance quadratic unbiased
estimators (MIVQUE0) suggested by Rao (1972).
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nag_reml_hier_mixed_regsn (g02jdc) fits the model by maximizing the restricted log-likelihood
function:

�2lR ¼ log Vj jð Þ þ n� pð Þlog rTV �1r
� �

þ log XTV �1X
		 		þ n� pð Þ 1þ log 2	= n� pð Þð Þð Þ

where

V ¼ ZGZT þR; r ¼ y�Xb and b ¼ XTV �1X
� ��1

XTV �1y:

Once the final estimates for �� have been obtained, the value of �2R is given by

�2R ¼ rTV �1r
� �

= n� pð Þ:

Case weights, Wc, can be incorporated into the model by replacing XTX and ZTZ with XTWcX and
ZTWcZ respectively, for a diagonal weight matrix Wc.

The log-likelihood, lR, is calculated using the sweep algorithm detailed in Wolfinger et al. (1994).

4 References

Goodnight J H (1979) A tutorial on the SWEEP operator The American Statistician 33(3) 149–158

Harville D A (1977) Maximum likelihood approaches to variance component estimation and to related
problems JASA 72 320–340

Rao C R (1972) Estimation of variance and covariance components in a linear model J. Am. Stat.
Assoc. 67 112–115

Stroup W W (1989) Predictable functions and prediction space in the mixed model procedure
Applications of Mixed Models in Agriculture and Related Disciplines Southern Cooperative Series
Bulletin No. 343 39–48

Wolfinger R, Tobias R and Sall J (1994) Computing Gaussian likelihoods and their derivatives for
general linear mixed models SIAM Sci. Statist. Comput. 15 1294–1310

5 Arguments

Note: prior to calling nag_reml_hier_mixed_regsn (g02jdc) the initialization function nag_hier_mix
ed_init (g02jcc) must be called, therefore this documention should be read in conjunction with the
document for nag_hier_mixed_init (g02jcc).

In particular some argument names and conventions described in that document are also relevant here,
but their definition has not been repeated. Specifically, RNDM, wt, n, nff, nrf, nlsv, levels, fixed, DAT,
licomm and lrcomm should be interpreted identically in both functions.

1: lvpr – Integer Input

On entry: the sum of the number of random parameters and the random intercept flags specified
in the call to nag_hier_mixed_init (g02jcc).

Constraint: lvpr ¼
P

iRNDM 1; ið Þ þ RNDM 2; ið Þ.

2: vpr½lvpr� – const Integer Input

On entry: a vector of flags indicating the mapping between the random variables specified in
rndm and the variance components, �2i . See Section 9 for more details.

Constraint: 1 � vpr½i � 1� � nvpr, for i ¼ 1; 2; . . . ; lvpr.

3: nvpr – Integer Input

On entry: g, the number of variance components being estimated (excluding the overall variance,
�2R).

Constraint: 1 � nvpr � lvpr.
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4: gamma½nvprþ 1� – double Input/Output

On entry: holds the initial values of the variance components, �0, with gamma½i � 1� the initial
value for �2i =�

2
R, for i ¼ 1; 2; . . . ;nvpr.

If gamma½0� ¼ �1:0, the remaining elements of gamma are ignored and the initial values for the
variance components are estimated from the data using MIVQUE0.

On exit: gamma½i � 1�, for i ¼ 1; 2; . . . ;nvpr, holds the final estimate of �2i and gamma½nvpr�
holds the final estimate for �2R.

Constraint: gamma½0� ¼ �1:0 or gamma½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; g.

5: effn – Integer * Output

On exit: effective number of observations. If there are no weights (i.e., wt is NULL), or all
weights are nonzero, then effn ¼ n.

6: rnkx – Integer * Output

On exit: the rank of the design matrix, X, for the fixed effects.

7: ncov – Integer * Output

On exit: number of variance components not estimated to be zero. If none of the variance
components are estimated to be zero, then ncov ¼ nvpr.

8: lnlike – double * Output

On exit: �2lR �̂ð Þ where lR is the log of the restricted maximum likelihood calculated at �̂, the
estimated variance components returned in gamma.

9: lb – Integer Input

On entry: the dimension of the arrays b and se.

Constraint: lb 	 nff þ nrf � nlsv.

10: id½pdid� lb� – Integer Output

Note: where ID i; jð Þ appears in this document, it refers to the array element
id½ j� 1ð Þ � pdidþ i� 1�.
On exit: an array describing the parameter estimates returned in b. The first nlsv� nrf columns
of ID describe the parameter estimates for the random effects and the last nff columns the
parameter estimates for the fixed effects.

The example program for this function includes a demonstration of decoding the parameter
estimates given in b using information from id.

For fixed effects:

for l ¼ nrf � nlsvþ 1; . . . ; nrf � nlsvþ nff

if b½l� 1� contains the parameter estimate for the intercept then

ID 1; lð Þ ¼ ID 2; lð Þ ¼ ID 3; lð Þ ¼ 0;

if b½l� 1� contains the parameter estimate for the ith level of the jth fixed variable, that is
the vector of values held in the kth column of DAT when fixed½jþ 1� ¼ k then

ID 1; lð Þ ¼ 0;
ID 2; lð Þ ¼ j;
ID 3; lð Þ ¼ i;

if the jth variable is continuous or binary, that is levels½fixed½jþ 1� � 1� ¼ 1, then
ID 3; lð Þ ¼ 0;
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any remaining rows of the lth column of ID are set to 0.

For random effects:

let

NRb
denote the number of random variables in the bth random statement, that is

NRb
¼ RNDM 1; bð Þ;

Rjb denote the jth random variable from the bth random statement, that is the vector of
values held in the kth column of DAT when RNDM 2þ j; bð Þ ¼ k;
NSb denote the number of subject variables in the bth random statement, that is
NSb ¼ RNDM 3þNRb

; bð Þ;
Sjb denote the jth subject variable from the bth random statement, that is the vector of
values held in the kth column of DAT when RNDM 3þNRb

þ j; bð Þ ¼ k;

L Sjb
� �

d e n o t e t h e n u m b e r o f l e v e l s f o r Sjb, t h a t i s
L Sjb
� �

¼ levels½RNDM 3þNRb
þ j; bð Þ � 1�;

then

for l ¼ 1; 2; . . . nrf � nlsv, if b½l� 1� contains the parameter estimate for the ith level of Rjb

when Skb ¼ sk , for k ¼ 1; 2; . . . ; NSb and 1 � sk � L Sjb
� �

, i.e., sk is a valid value for the kth
subject variable, then

ID 1; lð Þ ¼ b;
ID 2; lð Þ ¼ j;
ID 3; lð Þ ¼ i;
ID 3þ k; lð Þ ¼ sk; k ¼ 1; 2; . . . ; NSb ;

if the parameter being estimated is for the intercept then ID 2; lð Þ ¼ ID 3; lð Þ ¼ 0;

if the jth variable is continuous, or binary, that is L Sjb
� �

¼ 1, then ID 3; lð Þ ¼ 0;

the remaining rows of the lth column of ID are set to 0.

In some situations, certain combinations of variables are never observed. In such circumstances
all elements of the lth row of ID are set to �999.

11: pdid – Integer Input

On entry: the stride separating matrix row elements in the array id.

Constraint: pdid 	 3þmax
j

RNDM 3þ RNDM 1; jð Þ; jð Þð Þ, i.e., 3þ maximum number of subject

variables (see nag_hier_mixed_init (g02jcc)).

12: b½lb� – double Output

On exit: the parameter estimates, with the first nrf � nlsv elements of b containing the parameter
estimates for the random effects, �, and the remaining nff elements containing the parameter
estimates for the fixed effects, �. The order of these estimates are described by the id argument.

13: se½lb� – double Output

On exit: the standard errors of the parameter estimates given in b.

14: czz½dim� – double Output

Note: the dimension, dim, of the array czz must be at least pdczz� nrf � nlsv.

Where CZZ i; jð Þ appears in this document , i t refers to the array element
czz½ j� 1ð Þ � pdczzþ i� 1�.
On exit: if nlsv ¼ 1, then CZZ holds the lower triangular portion of the matrix

1=�2
� �

ZTR̂�1Z þ Ĝ�1
� �

, where R̂ and Ĝ are the estimates of R and G respectively. If
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nlsv > 1 then CZZ holds this matrix in compressed form, with the first nrf columns holding the
part of the matrix corresponding to the first level of the overall subject variable, the next nrf
columns the part corresponding to the second level of the overall subject variable etc.

15: pdczz – Integer Input

On entry: the stride separating matrix row elements in the array czz.

Constraint: pdczz 	 nrf.

16: cxx½dim� – double Output

Note: the dimension, dim, of the array cxx must be at least pdcxx� nff.

Where CXX i; jð Þ appears in this document , i t refers to the array element
cxx½ j� 1ð Þ � pdcxxþ i� 1�.

On exit: CXX holds the lower triangular portion of the matrix 1=�2
� �

XTV̂ �1X, where V̂ is the
estimated value of V .

17: pdcxx – Integer Input

On entry: the stride separating matrix row elements in the array cxx.

Constraint: pdcxx 	 nff.

18: cxz½dim� – double Output

Note: the dimension, dim, of the array cxz must be at least pdcxz� nlsv� nrf.

Where CXZ i; jð Þ appears in this document , i t refers to the array element
cxz½ j� 1ð Þ � pdcxzþ i� 1�.

On exit: if nlsv ¼ 1, then CXZ holds the matrix 1=�2
� �

XTV̂ �1Z
� �

Ĝ, where V̂ and Ĝ are the
estimates of V and G respectively. If nlsv > 1 then CXZ holds this matrix in compressed form,
with the first nrf columns holding the part of the matrix corresponding to the first level of the
overall subject variable, the next nrf columns the part corresponding to the second level of the
overall subject variable etc.

19: pdcxz – Integer Input

On entry: the stride separating matrix row elements in the array cxz.

Constraint: pdcxz 	 nff.

20: rcomm½dim� – const double Communication Array

Note: the dimension, dim, of the array rcomm must be at least lrcomm.

On entry: communication array initialized by a call to nag_hier_mixed_init (g02jcc).

21: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least licomm.

On entry: communication array initialized by a call to nag_hier_mixed_init (g02jcc).

22: iopt½liopt� – const Integer Input

On entry: optional parameters passed to the optimization function.

By default nag_reml_hier_mixed_regsn (g02jdc) fits the specified model using a modified
Newton optimization algorithm as implemented in the NAG Fortran Library routine E04LBF. In
some cases, where the calculation of the derivatives is computationally expensive it may be more
efficient to use a sequential QP algorithm. The sequential QP algorithm as implemented in the
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NAG Fortran Library routine E04UCF can be chosen by setting iopt½4� ¼ 1. If liopt < 5 or
iopt½4� 6¼ 1 then E04LBF will be used.

Different optional parameters are available depending on the optimization function used. In all
cases, using a value of �1 will cause the default value to be used. In addition only the first liopt
values of iopt are used, so for example, if only the first element of iopt needs changing and
default values for all other optional parameters are sufficient liopt can be set to 1.

NAG Fortran Library routine E04LBF is being used.

i Description

Equivalent
E04LBF
argument Default Value

0 Number of iterations MAXCAL 1000
1 Unit number for monitoring information. See nag_o

pen_file (x04acc) for details on how to assign a file to a
unit number.

n/a Output sent to stdout

2 Print optional parameters (1 ¼ print) n/a �1 (no printing performed)
3 Frequency that monitoring information is printed IPRINT �1
4 Optimizer used n/a n/a

If requested, monitoring information is displayed in a similar format to that given by E04LBF.

NAG Fortran Library routine E04UCF is being used.

i Description

Equivalent
E04UCF
argument Default Value

0 Number of iterations Major Iteration Limit max 50; 3� nvprð Þ
1 Unit number for monitoring information. See nag_o

pen_file (x04acc) for details on how to assign a file to a
unit number.

n/a Output sent to stdout

2 Print optional parameters (1 ¼ print, otherwise no
print)

List/ NoList �1 (no printing performed)

3 Frequency that monitoring information is printed Major Print Level 0
4 Optimizer used n/a n/a
5 Number of minor iterations Minor Iteration Limit max 50; 3� nvprð Þ
6 Frequency that additional monitoring information is

printed
Minor Print Level 0

If liopt � 0 then default values are used for all optional parameters and iopt may be set to
NULL.

23: liopt – Integer Input

On entry: length of the options array iopt.

24: ropt½lropt� – const double Input

On entry: optional parameters passed to the optimization function.

Different optional parameters are available depending on the optimization function used. In all
cases, using a value of �1:0 will cause the default value to be used. In addition only the first
lropt values of ropt are used, so for example, if only the first element of ropt needs changing
and default values for all other optional parameters are sufficient lropt can be set to 1.

NAG Fortran Library routine E04LBF is being used.

i Description

Equivalent
E04LBF
argument Default Value

0 Sweep tolerance n/a
max

ffiffiffiffiffiffiffi
eps
p

;
ffiffiffiffiffiffiffi
eps
p �max

i
zziið Þ

� �
1 Lower bound for �� n/a eps=100
2 Upper bound for �� n/a 1020

g02jdc NAG Library Manual

g02jdc.6 Mark 26

http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html#MAXCAL
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html#IPRINT
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html#optparam_majoriterationlimit
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html#optparam_list
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html#optparam_nolist
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html#optparam_majorprintlevel
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html#optparam_minoriterationlimit
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04ucf.html#optparam_minorprintlevel
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl26/html/e04/e04lbf.html


3 Accuracy of linear minimizations ETA 0:9
4 Accuracy to which solution is required XTOL 0:0
5 Initial distance from solution STEPMX 100000:0

NAG Fortran Library routine E04UCF is being used.

i Description

Equivalent
E04UCF
argument Default Value

0 Sweep tolerance n/a
max

ffiffiffiffiffiffiffi
eps
p

;
ffiffiffiffiffiffiffi
eps
p �max

i
zziið Þ

� �
1 Lower bound for �� n/a eps=100
2 Upper bound for �� n/a 1020

3 Line search tolerance Line Search Tolerance 0:9
4 Optimality tolerance Optimality Tolerance eps0:72

where eps is the machine precision returned by nag_machine_precision (X02AJC) and zzii
denotes the i diagonal element of ZTZ.

If lropt � 0 then default values are used for all optional parameters and ropt and may be set to
NULL.

25: lropt – Integer Input

On entry: length of the options array ropt.

26: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lb ¼ valueh i.
Constraint: lb 	 valueh i.
On entry, lvpr ¼ valueh i.
Constraint: lvpr 	 valueh i.
On entry, nvpr ¼ valueh i.
Constraint: 1 � nvpr � valueh i.
On entry, pdcxx ¼ valueh i.
Constraint: pdcxx 	 valueh i.
On entry, pdcxz ¼ valueh i.
Constraint: pdcxz 	 valueh i.
On entry, pdczz ¼ valueh i.
Constraint: pdczz 	 valueh i.
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On entry, pdid ¼ valueh i.
Constraint: pdid 	 valueh i.

NE_INT_ARRAY

On entry, at least one value of i, for i ¼ 1; 2; . . . ; nvpr, does not appear in vpr.

On entry, icomm has not been initialized correctly.

On entry, vpr½ valueh i� ¼ valueh i and nvpr ¼ valueh i.
Constraint: 1 � vpr½i� 1� � nvpr.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEG_ELEMENT

At least one negative estimate for gamma was obtained. All negative estimates have been set to
zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, gamma½ valueh i� ¼ valueh i.
Constraint: gamma½0� ¼ �1:0 or gamma½i� 1� 	 0:0.

NW_KT_CONDITIONS

Current point cannot be improved upon.

NW_NOT_CONVERGED

Optimal solution found, but requested accuracy not achieved.

NW_TOO_MANY_ITER

Too many major iterations.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_reml_hier_mixed_regsn (g02jdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_reml_hier_mixed_regsn (g02jdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The argument vpr gives the mapping between the random variables and the variance components. In
most cases vpr½i � 1� ¼ i, for i ¼ 1; 2; . . . ;

P
iRNDM 1; ið Þ þ RNDM 2; ið Þ. However, in some cases it

might be necessary to associate more than one random variable with a single variance component, for
example, when the columns of DAT hold dummy variables.

Consider a dataset with three variables:

DAT ¼

1 1 3:6
2 1 4:5
3 1 1:1
1 2 8:3
2 2 7:2
3 2 6:1

0BBBBB@

1CCCCCA
where the first column corresponds to a categorical variable with three levels, the next to a categorical
variable with two levels and the last column to a continuous variable. So in a call to
nag_hier_mixed_init (g02jcc)

levels ¼ 3 2 1
� �

also assume a model with no fixed effects, no random intercept, no nesting and all three variables being
included as random effects, then

fixed ¼ 0 0
� �

;

RNDM ¼ 3 0 1 2 3
� �T

:

Each of the three columns in DAT therefore correspond to a single variable and hence there are three
variance components, one for each random variable included in the model, so

vpr ¼ 1 2 3
� �

:

This is the recommended way of supplying the data to nag_reml_hier_mixed_regsn (g02jdc), however it
is possible to reformat the above dataset by replacing each of the categorical variables with a series of
dummy variables, one for each level. The dataset then becomes

DAT ¼

1 0 0 1 0 3:6
0 1 0 1 0 4:5
0 0 1 1 0 1:1
1 0 0 0 1 8:3
0 1 0 0 1 7:2
0 0 1 0 1 6:1

0BBBBB@

1CCCCCA
where each column only has one level

levels ¼ 1 1 1 1 1 1
� �

:

Again a model with no fixed effects, no random intercept, no nesting and all variables being included as
random effects is required, so

fixed ¼ 0 0
� �

;

RNDM ¼ 6 0 1 2 3 4 5 6
� �T

:

With the data entered in this manner, the first three columns of DAT correspond to a single variable (the
first column of the original dataset) as do the next two columns (the second column of the original
dataset). Therefore vpr must reflect this

vpr ¼ 1 1 1 2 2 3
� �

:

In most situations it is more efficient to supply the data to nag_hier_mixed_init (g02jcc) in terms of
categorical variables rather than transform them into dummy variables.
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10 Example

This example fits a random effects model with three levels of nesting to a simulated dataset with 90
observations and 12 variables.

10.1 Program Text

/* nag_reml_hier_mixed_regsn (g02jdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

void print_results(Nag_OrderType order, Integer n, Integer nff, Integer nlsv,
Integer nrf, Integer fixed[], Integer nrndm,
Integer rndm[], Integer lrndm, Integer nvpr,
Integer vpr[], double gamma[], Integer effn,
Integer rnkx, Integer ncov, double lnlike,
Integer id[], Integer pdid, double b[], double se[]);

#define RNDM(I, J) rndm[(order == Nag_ColMajor) \
?((J-1)*lrndm+I-1):((I-1)*nrndm+J-1)]

#define DAT(I, J) dat[(order == Nag_ColMajor) \
?((J-1)*pddat+I-1):((I-1)*pddat+J-1)]

#define ID(I, J) id[((J-1)*pdid+I-1)]

int main(void)
{

/* IO file pointers */

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer pdid, licomm, lrcomm, tdczz, lb, pdcxx, pdcxz, pdczz, pddat,

effn, i, j, lvpr, n, ncol, ncov, lfixed, nff, nl, nlsv, nrndm,
nrf, nv, nvpr, rnkx, lwt, size_dat, lrndm;

Integer *fixed = 0, *icomm = 0, *id = 0, *levels = 0, *rndm = 0;
Integer *vpr = 0;
Integer ticomm[2];

/* NAG structures */
NagError fail;
Nag_OrderType order = Nag_RowMajor;

/* Double scalar and array declarations */
double lnlike;
double *b = 0, *cxx = 0, *cxz = 0, *czz = 0, *dat = 0, *gamma = 0;
double *rcomm = 0, *se = 0, *wt = 0, *y = 0;
double trcomm[1];

/* Character scalars */
char weight;

/* Use the default options */
Integer *iopt = 0;
Integer liopt = 0;
double *ropt = 0;
Integer lropt = 0;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_reml_hier_mixed_regsn (g02jdc) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the initial arguments */
#ifdef _WIN32

scanf_s("%c%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&weight, 1, &n, &ncol, &nrndm, &nvpr);

#else
scanf("%c%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&weight, &n, &ncol, &nrndm, &nvpr);
#endif

/* Maximum size for fixed and rndm */
lfixed = ncol + 2;
lrndm = 2 * ncol + 3;

if (order == Nag_ColMajor) {
pddat = n;
size_dat = pddat * ncol;

}
else {

pddat = ncol;
size_dat = pddat * n;

}

/* Allocate some memory */
if (!(y = NAG_ALLOC(n, double)) ||

!(vpr = NAG_ALLOC(nvpr, Integer)) ||
!(levels = NAG_ALLOC(ncol, Integer)) ||
!(gamma = NAG_ALLOC(nvpr + 1, double)) ||
!(fixed = NAG_ALLOC(lfixed, Integer)) ||
!(rndm = NAG_ALLOC(lrndm * nrndm, Integer)) ||
!(dat = NAG_ALLOC(size_dat, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Check whether we are supplying weights and
allocate memory if required */

if (weight == ’W’) {
lwt = n;
if (!(wt = NAG_ALLOC(lwt, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

lwt = 0;
}

/* Read in the number of levels associated with each of the
independent variables */

for (i = 0; i < ncol; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &levels[i]);
#else

scanf("%" NAG_IFMT "", &levels[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read in the fixed part of the model */
/* Skip the heading */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Number of variables */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &fixed[0]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &fixed[0]);

#endif
nv = fixed[0];
if (nv + 2 > lfixed) {

printf(" ** Problem size too large, increase array sizes\n");
printf("LFIXED,NV+2 = %" NAG_IFMT ", %" NAG_IFMT "\n", lfixed, nv + 2);
exit_status = -1;
goto END;

}
/* Intercept */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &fixed[1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &fixed[1]);

#endif
/* Variable IDs */
if (nv > 0) {

for (i = 2; i < nv + 2; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &fixed[i]);
#else

scanf("%" NAG_IFMT "", &fixed[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read in the random part of the model */
lvpr = 0;
pdid = 0;
for (j = 1; j <= nrndm; j++) {

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Number of variables */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &RNDM(1, j));

#else
scanf("%" NAG_IFMT "%*[^\n] ", &RNDM(1, j));

#endif
nv = RNDM(1, j);
if ((nv + 3) > lrndm) {

printf(" ** Problem size too large, increase array sizes\n");
printf("LRNDM,NV+2 = %" NAG_IFMT ", %" NAG_IFMT "\n", lrndm, nv + 2);
exit_status = -1;
goto END;

}
/* Intercept */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &RNDM(2, j));

#else
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scanf("%" NAG_IFMT "%*[^\n] ", &RNDM(2, j));
#endif

/* Variable IDs */
if (nv > 0) {

for (i = 3; i <= nv + 2; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &RNDM(i, j));
#else

scanf("%" NAG_IFMT "", &RNDM(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Number of subject variables */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &RNDM(nv + 3, j));

#else
scanf("%" NAG_IFMT "%*[^\n] ", &RNDM(nv + 3, j));

#endif
nl = RNDM(nv + 3, j);
if (nv + nl + 2 > lrndm) {

printf(" ** Problem size too large, increase array sizes\n");
printf("LRNDM,NV+NL++2 = %" NAG_IFMT ", %" NAG_IFMT "\n",

lrndm, nv + nl + 2);
exit_status = -1;
goto END;

}
/* Subject variable IDs */
if (nl > 0) {

for (i = nv + 4; i <= nv + nl + 3; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &RNDM(i, j));
#else

scanf("%" NAG_IFMT "", &RNDM(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
pdid = MAX(pdid, nl);
lvpr += RNDM(2, j) + nv;

}
pdid += 3;

/* Read in the dependent and independent data */
for (i = 1; i <= n; i++) {

#ifdef _WIN32
scanf_s("%lf", &y[i - 1]);

#else
scanf("%lf", &y[i - 1]);

#endif
for (j = 1; j <= ncol; j++)

#ifdef _WIN32
scanf_s("%lf", &DAT(i, j));

#else
scanf("%lf", &DAT(i, j));

#endif
if (lwt > 0)

#ifdef _WIN32
scanf_s("%lf", &wt[i - 1]);

#else
scanf("%lf", &wt[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

}

/* Read in VPR */
for (i = 0; i < lvpr; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &vpr[i]);

#else
scanf("%" NAG_IFMT "", &vpr[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in GAMMA */
for (i = 0; i < nvpr; i++)

#ifdef _WIN32
scanf_s("%lf", &gamma[i]);

#else
scanf("%lf", &gamma[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Get the size of the communication arrays */
licomm = 2;
lrcomm = 1;
nag_hier_mixed_init(order, n, ncol, dat, pddat, levels, y, wt, fixed,

lfixed, nrndm, rndm, lrndm, &nff, &nlsv, &nrf, trcomm,
lrcomm, ticomm, licomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_hier_mixed_init (g02jcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
licomm = ticomm[0];
lrcomm = ticomm[1];

/* Allocate the communication arrays */
if (!(icomm = NAG_ALLOC(licomm, Integer)) ||

!(rcomm = NAG_ALLOC(lrcomm, double)))
{

printf("Allocation failure 4\n");
exit_status = -1;
goto END;

}

/* Pre-process the data */
nag_hier_mixed_init(order, n, ncol, dat, pddat, levels, y, wt, fixed,

lfixed, nrndm, rndm, lrndm, &nff, &nlsv, &nrf, rcomm,
lrcomm, icomm, licomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_hier_mixed_init (g02jcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Allocate the output arrays */
lb = nff + nrf * nlsv;
tdczz = nrf * nlsv;
pdcxx = nff;
pdcxz = nff;
pdczz = nrf;
if (!(b = NAG_ALLOC(lb, double)) ||

!(cxx = NAG_ALLOC(pdcxx * nff, double)) ||
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!(cxz = NAG_ALLOC(pdcxz * tdczz, double)) ||
!(czz = NAG_ALLOC(pdczz * tdczz, double)) ||
!(se = NAG_ALLOC(lb, double)) || !(id = NAG_ALLOC(pdid * lb, Integer)))

{
printf("Allocation failure 5\n");
exit_status = -1;
goto END;

}

/* Perform the analysis */
nag_reml_hier_mixed_regsn(lvpr, vpr, nvpr, gamma, &effn, &rnkx, &ncov,

&lnlike, lb, id, pdid, b, se, czz, pdczz, cxx,
pdcxx, cxz, pdcxz, rcomm, icomm, iopt, liopt,
ropt, lropt, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_reml_hier_mixed_regsn (g02jdc).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NW_NOT_CONVERGED && fail.code != NW_TOO_MANY_ITER &&

fail.code != NW_KT_CONDITIONS && fail.code != NE_NEG_ELEMENT)
goto END;

}

/* Display the output */
print_results(order, n, nff, nlsv, nrf, fixed, nrndm, rndm, lrndm, nvpr,

vpr, gamma, effn, rnkx, ncov, lnlike, id, pdid, b, se);

END:

NAG_FREE(wt);
NAG_FREE(y);
NAG_FREE(vpr);
NAG_FREE(levels);
NAG_FREE(gamma);
NAG_FREE(fixed);
NAG_FREE(rndm);
NAG_FREE(dat);
NAG_FREE(icomm);
NAG_FREE(rcomm);
NAG_FREE(b);
NAG_FREE(cxx);
NAG_FREE(cxz);
NAG_FREE(czz);
NAG_FREE(se);
NAG_FREE(id);

return exit_status;
}

void print_results(Nag_OrderType order, Integer n, Integer nff, Integer nlsv,
Integer nrf, Integer fixed[], Integer nrndm,
Integer rndm[], Integer lrndm, Integer nvpr,
Integer vpr[], double gamma[], Integer effn,
Integer rnkx, Integer ncov, double lnlike,
Integer id[], Integer pdid, double b[], double se[])

{
Integer aid, i, k, l, ns, nv, p, pb, tb, tdid, vid, same;

/* Display the output */
printf(" Number of observations (N) = %" NAG_IFMT "\n",

n);
printf(" Number of random factors (NRF) = %" NAG_IFMT "\n",

nrf);
printf(" Number of fixed factors (NFF) = %" NAG_IFMT "\n",

nff);
printf(" Number of subject levels (NLSV) = %" NAG_IFMT "\n",

nlsv);
printf(" Rank of X (RNKX) = %" NAG_IFMT "\n",

rnkx);
printf(" Effective N (EFFN) = %" NAG_IFMT "\n",

effn);
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printf(" Number of nonzero variance components (NCOV) = %" NAG_IFMT "\n",
ncov);

printf(" Parameter Estimates\n");
tdid = nff + nrf * nlsv;

if (nrf > 0) {
printf("\n");
printf(" Random Effects\n");

}

pb = -999;
for (k = 1; k <= nrf * nlsv; k++) {

tb = ID(1, k);
if (tb != -999) {

vid = ID(2, k);
nv = RNDM(1, tb);
ns = RNDM(3 + nv, tb);

if (pb != tb) {
same = 0;

}
else {

same = 1;
for (l = 1; l <= ns; l++) {

if (ID(3 + l, k) != ID(3 + l, k - 1)) {
same = 0;
break;

}
}

}

if (!same) {
if (k != 1)

printf("\n");
printf(" Subject: ");
for (l = 1; l <= ns; l++)

printf(" Variable %2" NAG_IFMT " (Level %1" NAG_IFMT ") ",
RNDM(3 + nv + l, tb), ID(3 + l, k));

printf("\n");
}
pb = tb;

if (vid == 0) {
/* Intercept */
printf(" Intercept %10.4f %10.4f\n", b[k], se[k]);

}
else {

/* VID’th variable specified in RNDM */
aid = RNDM(2 + vid, tb);
if (ID(3, k) == 0) {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" %10.4f %10.4f\n", b[k - 1], se[k - 1]);

}
else {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" (Level %1" NAG_IFMT ") %10.4f %10.4f\n",

ID(3, k), b[k - 1], se[k - 1]);
}

}
}

}

if (nff > 0) {
printf("\n");
printf(" Fixed Effects\n");

}
for (k = nrf * nlsv + 1; k <= tdid; k++) {

vid = ID(2, k);
if (vid != -999) {

if (vid == 0) {
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/* Intercept */
printf(" Intercept %10.4f %10.4f\n",

b[k - 1], se[k - 1]);
}
else {

/* VID’th variable specified in FIXED */
aid = fixed[2 + vid - 1];
if (ID(3, k) == 0) {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" %10.4f %10.4f\n", b[k - 1], se[k - 1]);

}
else {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" (Level %1" NAG_IFMT ") %10.4f %10.4f\n",

ID(3, k), b[k - 1], se[k - 1]);
}

}
}

}

printf("\n");
printf(" Variance Components\n");
printf(" Estimate Parameter Subject\n");
for (k = 1; k <= nvpr; k++) {

printf("%10.5f ", gamma[k - 1]);
p = 0;
for (tb = 1; tb <= nrndm; tb++) {

nv = RNDM(1, tb);
ns = RNDM(3 + nv, tb);
for (i = 1; i <= nv + RNDM(2, tb); i++) {

p++;
if (vpr[p - 1] == k) {

printf("Variable %2" NAG_IFMT " Variables ", RNDM(2 + i, tb));
for (l = 1; l <= ns; l++)

printf("%2" NAG_IFMT " ", RNDM(3 + nv + l, tb));
}

}
}
printf("\n");

}
printf("\n");
printf("SIGMA**2 = %15.5f\n", gamma[nvpr]);
printf("-2LOG LIKELIHOOD = %15.5f\n", lnlike);

}

10.2 Program Data

nag_reml_hier_mixed_regsn (g02jdc) Example Program Data
U 90 12 3 7 :: WEIGHT (U = no weights),N,NCOL,NRAND,NVPR
2 3 2 3 2 3 1 4 5 2 3 3 :: LEVELS(1:NCOL)
## FIXED
2 :: number of variables
1 :: intercept
1 2 :: variable IDs
## RANDOM 1
2 :: number of variables
0 :: intercept
3 4 :: variable IDs
3 :: number of subject variables
10 11 12 :: subject variable IDs
## RANDOM 2
2 :: number of variables
0 :: intercept
5 6 :: variable IDs
2 :: number of subject variables
11 12 :: subject variable IDs
## RANDOM 3
3 :: number of variables
0 :: intercept
7 8 9 :: variable IDs
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1 :: number of subject variables
12 :: subject variable IDs

3.1100 1.0 3.0 2.0 1.0 2.0 2.0 -0.3160 4.0 2.0 1.0 1.0 1.0
2.8226 1.0 1.0 1.0 3.0 1.0 2.0 -1.3377 1.0 4.0 1.0 1.0 1.0
7.4543 1.0 3.0 1.0 3.0 1.0 3.0 -0.7610 4.0 2.0 1.0 1.0 1.0
4.4313 2.0 3.0 2.0 1.0 1.0 3.0 -2.2976 4.0 2.0 1.0 1.0 1.0
6.1543 2.0 2.0 1.0 3.0 2.0 3.0 -0.4263 2.0 1.0 1.0 1.0 1.0

-0.1783 2.0 1.0 2.0 3.0 1.0 3.0 1.4067 3.0 3.0 2.0 1.0 1.0
4.6748 2.0 3.0 2.0 1.0 2.0 1.0 -1.4669 1.0 2.0 2.0 1.0 1.0
7.0667 1.0 1.0 1.0 3.0 2.0 3.0 0.4717 2.0 4.0 2.0 1.0 1.0
1.4262 1.0 3.0 2.0 3.0 2.0 1.0 0.4436 1.0 3.0 2.0 1.0 1.0
7.7290 1.0 1.0 1.0 2.0 2.0 3.0 -0.5950 3.0 4.0 2.0 1.0 1.0

-2.1806 1.0 3.0 1.0 3.0 1.0 1.0 -1.7981 4.0 2.0 1.0 2.0 1.0
6.8419 2.0 3.0 1.0 2.0 1.0 1.0 0.2397 1.0 4.0 1.0 2.0 1.0
1.2590 1.0 2.0 2.0 1.0 2.0 3.0 0.4742 1.0 1.0 1.0 2.0 1.0
8.8405 2.0 2.0 2.0 2.0 2.0 3.0 0.6888 3.0 1.0 1.0 2.0 1.0
6.1657 2.0 1.0 2.0 3.0 1.0 3.0 -1.0616 3.0 5.0 1.0 2.0 1.0

-4.5605 1.0 2.0 2.0 2.0 2.0 1.0 -0.5356 1.0 3.0 2.0 2.0 1.0
-1.2367 1.0 3.0 2.0 2.0 1.0 1.0 -1.2963 2.0 5.0 2.0 2.0 1.0

-12.2932 1.0 2.0 2.0 1.0 2.0 2.0 -1.5389 3.0 2.0 2.0 2.0 1.0
-2.3374 2.0 3.0 1.0 1.0 2.0 2.0 -0.6408 2.0 1.0 2.0 2.0 1.0
0.0716 1.0 2.0 2.0 2.0 1.0 1.0 0.6574 1.0 1.0 2.0 2.0 1.0
0.1895 2.0 1.0 1.0 1.0 1.0 3.0 0.9259 1.0 2.0 1.0 3.0 1.0
1.5608 2.0 2.0 2.0 1.0 2.0 2.0 1.5080 3.0 1.0 1.0 3.0 1.0

-0.8529 2.0 3.0 1.0 1.0 1.0 3.0 2.5821 2.0 3.0 1.0 3.0 1.0
-4.1169 1.0 2.0 2.0 1.0 2.0 3.0 0.4102 1.0 4.0 1.0 3.0 1.0
3.9977 2.0 1.0 2.0 3.0 2.0 2.0 0.7839 2.0 5.0 1.0 3.0 1.0

-8.1277 1.0 2.0 2.0 3.0 2.0 1.0 -1.8812 4.0 2.0 2.0 3.0 1.0
-4.9656 1.0 2.0 1.0 3.0 2.0 3.0 0.7770 4.0 1.0 2.0 3.0 1.0
-0.6428 2.0 2.0 1.0 2.0 1.0 3.0 0.2590 3.0 1.0 2.0 3.0 1.0
-5.5152 2.0 3.0 2.0 2.0 2.0 3.0 -0.9250 3.0 3.0 2.0 3.0 1.0
-5.5657 2.0 2.0 1.0 3.0 2.0 3.0 -0.4831 1.0 5.0 2.0 3.0 1.0
14.8177 2.0 2.0 1.0 3.0 1.0 3.0 0.5046 3.0 3.0 1.0 1.0 2.0
16.9783 2.0 1.0 1.0 2.0 2.0 1.0 -0.6903 2.0 1.0 1.0 1.0 2.0
13.8966 1.0 3.0 2.0 2.0 2.0 1.0 1.6166 2.0 5.0 1.0 1.0 2.0
14.8166 2.0 2.0 2.0 2.0 1.0 3.0 0.2778 2.0 3.0 1.0 1.0 2.0
19.3640 2.0 3.0 2.0 2.0 1.0 2.0 1.9586 4.0 2.0 1.0 1.0 2.0
9.5299 1.0 3.0 1.0 1.0 1.0 3.0 1.0506 2.0 5.0 2.0 1.0 2.0

12.0102 2.0 1.0 1.0 3.0 2.0 3.0 0.4871 1.0 1.0 2.0 1.0 2.0
6.1551 2.0 1.0 2.0 3.0 2.0 1.0 2.0891 4.0 4.0 2.0 1.0 2.0

-1.7048 1.0 2.0 1.0 1.0 2.0 2.0 1.4338 4.0 3.0 2.0 1.0 2.0
2.7640 1.0 1.0 2.0 3.0 1.0 2.0 -1.1196 3.0 4.0 2.0 1.0 2.0
2.8065 1.0 3.0 1.0 1.0 2.0 1.0 0.3367 3.0 2.0 1.0 2.0 2.0
0.0974 2.0 2.0 1.0 3.0 1.0 1.0 0.1092 2.0 2.0 1.0 2.0 2.0

-7.8080 1.0 1.0 1.0 2.0 2.0 2.0 0.4007 4.0 1.0 1.0 2.0 2.0
-18.0450 2.0 3.0 1.0 1.0 1.0 2.0 0.1460 3.0 5.0 1.0 2.0 2.0
-2.8199 2.0 1.0 2.0 3.0 1.0 3.0 -0.3877 3.0 4.0 1.0 2.0 2.0
8.9893 1.0 1.0 1.0 2.0 2.0 1.0 0.6957 4.0 3.0 2.0 2.0 2.0
3.7978 2.0 1.0 1.0 1.0 2.0 1.0 -0.4664 3.0 3.0 2.0 2.0 2.0

-6.3493 1.0 1.0 1.0 1.0 2.0 3.0 0.2067 2.0 4.0 2.0 2.0 2.0
8.1411 2.0 1.0 2.0 1.0 1.0 2.0 0.4112 1.0 4.0 2.0 2.0 2.0

-7.5483 2.0 2.0 1.0 1.0 1.0 2.0 -1.3734 3.0 3.0 2.0 2.0 2.0
-0.4600 2.0 1.0 2.0 3.0 1.0 3.0 0.7065 1.0 3.0 1.0 3.0 2.0
-3.2135 1.0 2.0 2.0 2.0 1.0 2.0 1.3628 4.0 2.0 1.0 3.0 2.0
-6.6562 2.0 1.0 2.0 2.0 2.0 3.0 -0.5052 4.0 5.0 1.0 3.0 2.0
5.1267 2.0 1.0 1.0 1.0 2.0 1.0 -1.3457 2.0 5.0 1.0 3.0 2.0
3.5592 1.0 1.0 2.0 1.0 2.0 3.0 -1.8022 3.0 4.0 1.0 3.0 2.0

-4.4420 2.0 3.0 1.0 2.0 1.0 1.0 0.0116 2.0 4.0 2.0 3.0 2.0
-8.5965 2.0 2.0 1.0 3.0 2.0 3.0 -0.9075 1.0 3.0 2.0 3.0 2.0
-6.3187 2.0 2.0 2.0 2.0 2.0 3.0 -1.4707 1.0 1.0 2.0 3.0 2.0
-7.8953 2.0 2.0 1.0 1.0 2.0 1.0 -1.2938 2.0 3.0 2.0 3.0 2.0

-10.1383 1.0 3.0 1.0 3.0 2.0 2.0 -1.1660 4.0 4.0 2.0 3.0 2.0
-7.8850 1.0 2.0 1.0 1.0 2.0 3.0 0.0397 4.0 4.0 1.0 1.0 3.0
23.2001 1.0 3.0 1.0 2.0 1.0 3.0 -0.5987 3.0 2.0 1.0 1.0 3.0
5.5829 2.0 3.0 2.0 2.0 1.0 1.0 0.6683 3.0 3.0 1.0 1.0 3.0

-4.3698 2.0 2.0 1.0 1.0 2.0 2.0 -0.0106 1.0 3.0 1.0 1.0 3.0
2.1274 1.0 2.0 1.0 3.0 2.0 2.0 0.5885 1.0 3.0 1.0 1.0 3.0

-2.7184 1.0 1.0 1.0 1.0 1.0 2.0 0.4555 1.0 5.0 2.0 1.0 3.0
-17.9128 2.0 2.0 2.0 1.0 1.0 2.0 0.6502 4.0 3.0 2.0 1.0 3.0
-1.2708 1.0 1.0 1.0 3.0 1.0 1.0 -0.1601 1.0 3.0 2.0 1.0 3.0

-24.2735 2.0 2.0 1.0 3.0 2.0 3.0 1.6910 1.0 1.0 2.0 1.0 3.0
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-14.7374 2.0 2.0 2.0 3.0 1.0 2.0 0.1053 4.0 4.0 2.0 1.0 3.0
0.1713 2.0 1.0 2.0 3.0 2.0 2.0 -0.4037 3.0 4.0 1.0 2.0 3.0
8.0006 1.0 3.0 2.0 3.0 1.0 3.0 -0.5853 3.0 2.0 1.0 2.0 3.0
1.2100 2.0 3.0 2.0 1.0 1.0 1.0 -0.3037 1.0 3.0 1.0 2.0 3.0
3.3307 1.0 3.0 1.0 1.0 2.0 2.0 -0.0774 1.0 4.0 1.0 2.0 3.0

-22.6713 2.0 3.0 1.0 2.0 2.0 1.0 0.4733 4.0 5.0 1.0 2.0 3.0
7.5562 1.0 3.0 2.0 2.0 1.0 2.0 -0.0354 4.0 2.0 2.0 2.0 3.0

-7.0694 1.0 3.0 2.0 2.0 1.0 1.0 -0.6640 2.0 1.0 2.0 2.0 3.0
3.7159 2.0 3.0 1.0 3.0 1.0 1.0 0.0335 4.0 4.0 2.0 2.0 3.0

-4.3135 1.0 2.0 2.0 2.0 1.0 3.0 0.1351 1.0 1.0 2.0 2.0 3.0
-14.5577 1.0 1.0 2.0 1.0 2.0 3.0 -0.5951 3.0 4.0 2.0 2.0 3.0
-12.5107 2.0 2.0 2.0 3.0 1.0 3.0 0.2735 3.0 2.0 1.0 3.0 3.0

4.7708 2.0 2.0 1.0 1.0 1.0 3.0 0.3157 1.0 2.0 1.0 3.0 3.0
13.2797 2.0 2.0 2.0 1.0 1.0 1.0 -1.0843 2.0 3.0 1.0 3.0 3.0
-6.3243 1.0 2.0 2.0 1.0 2.0 2.0 -0.0836 4.0 2.0 1.0 3.0 3.0
-7.0549 2.0 1.0 2.0 1.0 1.0 2.0 -0.2884 2.0 1.0 1.0 3.0 3.0
-9.2713 2.0 3.0 2.0 3.0 2.0 3.0 -0.1006 1.0 2.0 2.0 3.0 3.0

-18.7788 1.0 3.0 1.0 2.0 2.0 3.0 0.5710 1.0 3.0 2.0 3.0 3.0
-7.7230 1.0 1.0 2.0 1.0 1.0 2.0 0.2776 2.0 3.0 2.0 3.0 3.0

-22.7230 2.0 3.0 2.0 2.0 1.0 3.0 -0.7561 4.0 4.0 2.0 3.0 3.0
-11.6609 1.0 2.0 2.0 2.0 1.0 2.0 1.5549 1.0 4.0 2.0 3.0 3.0 :: Y, X
1 2 3 4 5 6 7 :: VPR

-1.0 -1.0 -1.0 -1.0 -1.0 -1.0 -1.0 :: GAMMA(1:NVPR)

10.3 Program Results

nag_reml_hier_mixed_regsn (g02jdc) Example Program Results

Number of observations (N) = 90
Number of random factors (NRF) = 55
Number of fixed factors (NFF) = 4
Number of subject levels (NLSV) = 3
Rank of X (RNKX) = 4
Effective N (EFFN) = 90
Number of nonzero variance components (NCOV) = 7
Parameter Estimates

Random Effects
Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 1)

Variable 3 (Level 1) 2.1561 3.7946
Variable 3 (Level 2) 1.8951 3.9284
Variable 4 (Level 1) 0.6496 3.1617

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 1)
Variable 4 (Level 3) 0.7390 3.1424

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 1)
Variable 3 (Level 1) 1.4216 3.3773
Variable 3 (Level 2) -2.8921 3.3953
Variable 4 (Level 1) 3.6789 2.3162
Variable 4 (Level 2) -1.9742 2.3887
Variable 4 (Level 3) -2.2088 2.0697

Subject: Variable 10 (Level 1) Variable 11 (Level 2) Variable 12 (Level 1)
Variable 3 (Level 1) -2.9659 3.9127
Variable 3 (Level 2) 2.7951 4.7183
Variable 4 (Level 1) -4.7330 2.3094
Variable 4 (Level 2) 5.5161 2.2330
Variable 4 (Level 3) -0.8417 2.3826

Subject: Variable 10 (Level 2) Variable 11 (Level 2) Variable 12 (Level 1)
Variable 3 (Level 1) 4.2202 3.6675
Variable 3 (Level 2) -4.3883 3.4424
Variable 4 (Level 1) -1.1391 3.2187
Variable 4 (Level 2) 1.0814 3.0654

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 1)
Variable 3 (Level 1) 0.3391 4.0647
Variable 3 (Level 2) 0.1502 3.4787
Variable 4 (Level 1) -1.0026 2.4363

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 1)
Variable 4 (Level 3) 1.1703 2.6365

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 1)
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Variable 3 (Level 1) 1.2658 3.4819
Variable 3 (Level 2) -1.5356 3.9097

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 1)
Variable 4 (Level 2) 0.7992 2.7902
Variable 4 (Level 3) -0.8916 2.8763

Subject: Variable 11 (Level 1) Variable 12 (Level 1)
Variable 5 (Level 1) -0.4885 2.8206
Variable 5 (Level 2) 1.8829 2.7530
Variable 6 (Level 1) 0.9249 3.7747
Variable 6 (Level 2) -2.3568 3.1624
Variable 6 (Level 3) 4.3117 3.1474

Subject: Variable 11 (Level 2) Variable 12 (Level 1)
Variable 5 (Level 1) 1.3898 2.9362
Variable 5 (Level 2) -1.5729 2.8909
Variable 6 (Level 1) 0.2111 3.9967
Variable 6 (Level 2) -3.7083 4.2866
Variable 6 (Level 3) 3.1190 4.7983

Subject: Variable 11 (Level 3) Variable 12 (Level 1)
Variable 5 (Level 1) 1.7352 3.1370
Variable 5 (Level 2) -1.6165 3.1713
Variable 6 (Level 1) -1.1102 3.9374
Variable 6 (Level 2) 4.4877 3.6980
Variable 6 (Level 3) -3.1325 3.1966

Subject: Variable 12 (Level 1)
Variable 7 0.6827 0.5060
Variable 8 (Level 1) 1.5964 1.3206
Variable 8 (Level 2) -0.7533 1.5663
Variable 8 (Level 3) 0.4035 1.6840
Variable 8 (Level 4) -0.8523 1.7518
Variable 9 (Level 1) 0.5699 1.6236
Variable 9 (Level 2) 0.0012 1.9111
Variable 9 (Level 3) -0.2850 1.9245
Variable 9 (Level 4) 0.4468 2.0329
Variable 9 (Level 5) 0.0030 2.1390

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 3 (Level 1) 6.2551 3.3595
Variable 3 (Level 2) 5.6085 3.4127

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 4 (Level 2) 2.6922 2.7542
Variable 4 (Level 3) 1.3742 2.8068

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 3 (Level 1) 1.5647 3.8353
Variable 3 (Level 2) -2.7565 3.9041
Variable 4 (Level 1) -0.8621 2.8257

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 4 (Level 3) 0.4536 2.8070

Subject: Variable 10 (Level 1) Variable 11 (Level 2) Variable 12 (Level 2)
Variable 3 (Level 1) -10.1544 3.3433
Variable 3 (Level 2) 3.2446 4.1221
Variable 4 (Level 1) -2.9419 2.3508
Variable 4 (Level 2) 0.2510 3.0675
Variable 4 (Level 3) 0.3224 2.9710

Subject: Variable 10 (Level 2) Variable 11 (Level 2) Variable 12 (Level 2)
Variable 3 (Level 1) -1.3577 3.1925
Variable 3 (Level 2) 8.1277 3.9975
Variable 4 (Level 1) -0.4290 2.4578
Variable 4 (Level 2) 2.7495 2.5821

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 2)
Variable 3 (Level 1) 4.8432 4.0069
Variable 3 (Level 2) 0.0370 3.6006
Variable 4 (Level 1) 3.0713 2.2706
Variable 4 (Level 2) -1.8899 2.4756
Variable 4 (Level 3) 0.4914 2.2914

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 2)
Variable 3 (Level 1) -4.4766 3.3355
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Variable 3 (Level 2) -3.7936 4.0759
Variable 4 (Level 1) -0.5459 2.7097
Variable 4 (Level 2) -1.5619 2.7412
Variable 4 (Level 3) -0.7269 2.9735

Subject: Variable 11 (Level 1) Variable 12 (Level 2)
Variable 5 (Level 1) 4.8653 3.0706
Variable 5 (Level 2) 0.9011 3.0696
Variable 6 (Level 1) 6.9277 3.8411
Variable 6 (Level 2) -1.3108 3.1667
Variable 6 (Level 3) 6.2916 3.5327

Subject: Variable 11 (Level 2) Variable 12 (Level 2)
Variable 5 (Level 1) -0.4047 3.0956
Variable 5 (Level 2) 0.3291 3.0784
Variable 6 (Level 1) 6.9096 3.3073
Variable 6 (Level 2) -1.0680 3.6213
Variable 6 (Level 3) -5.9977 3.7299

Subject: Variable 11 (Level 3) Variable 12 (Level 2)
Variable 5 (Level 1) -1.0925 3.0994
Variable 5 (Level 2) -0.7392 2.9900
Variable 6 (Level 1) 2.7758 3.8748
Variable 6 (Level 2) -6.3526 3.3014
Variable 6 (Level 3) -0.2060 3.6481

Subject: Variable 12 (Level 2)
Variable 7 0.1711 0.5785
Variable 8 (Level 1) 1.7186 1.9143
Variable 8 (Level 2) -0.6768 1.7352
Variable 8 (Level 3) -0.0439 1.6395
Variable 8 (Level 4) 0.1463 1.5358
Variable 9 (Level 1) 0.9761 2.3930
Variable 9 (Level 2) 6.5436 1.8193
Variable 9 (Level 3) -1.5504 1.8527
Variable 9 (Level 4) 0.1047 2.0244
Variable 9 (Level 5) -3.9386 1.7937

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 3)
Variable 3 (Level 1) 10.6802 3.2596
Variable 3 (Level 2) -1.0290 3.7842
Variable 4 (Level 1) -2.8612 2.2917
Variable 4 (Level 2) 3.9265 2.8934
Variable 4 (Level 3) 2.2427 2.3737

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 3)
Variable 3 (Level 1) -6.2076 3.3642
Variable 3 (Level 2) -8.7670 3.8463
Variable 4 (Level 1) -2.9251 2.4657

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 3)
Variable 4 (Level 3) -2.2077 2.3743

Subject: Variable 10 (Level 1) Variable 11 (Level 2) Variable 12 (Level 3)
Variable 3 (Level 1) -3.3334 3.4665
Variable 3 (Level 2) -0.3111 3.2650
Variable 4 (Level 1) 1.5131 2.4890
Variable 4 (Level 2) -3.0345 3.0562
Variable 4 (Level 3) 0.2722 2.8300

Subject: Variable 10 (Level 2) Variable 11 (Level 2) Variable 12 (Level 3)
Variable 3 (Level 1) 6.5905 4.0386
Variable 3 (Level 2) -5.3168 3.4549
Variable 4 (Level 1) -3.5280 2.9663
Variable 4 (Level 2) 1.7056 2.9293
Variable 4 (Level 3) 2.2590 3.1780

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 3)
Variable 3 (Level 1) 8.1889 4.1429
Variable 3 (Level 2) -1.5388 3.3333
Variable 4 (Level 1) 3.4338 2.6376

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 3)
Variable 4 (Level 3) -1.1544 2.9885

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 3)
Variable 3 (Level 1) -4.4243 4.0049
Variable 3 (Level 2) -4.1349 3.1248

g02 – Correlation and Regression Analysis g02jdc

Mark 26 g02jdc.21



Variable 4 (Level 1) 1.0460 2.6550
Variable 4 (Level 2) -4.4844 2.2843
Variable 4 (Level 3) 0.5046 2.6926

Subject: Variable 11 (Level 1) Variable 12 (Level 3)
Variable 5 (Level 1) 5.3030 3.0278
Variable 5 (Level 2) -8.1794 3.1335
Variable 6 (Level 1) -0.8188 3.7810
Variable 6 (Level 2) -2.5078 3.1514
Variable 6 (Level 3) -2.6138 3.4600

Subject: Variable 11 (Level 2) Variable 12 (Level 3)
Variable 5 (Level 1) 4.3331 3.1489
Variable 5 (Level 2) -5.6142 3.1649
Variable 6 (Level 1) -5.8804 3.1770
Variable 6 (Level 2) 5.4265 3.3006
Variable 6 (Level 3) -2.1917 3.2156

Subject: Variable 11 (Level 3) Variable 12 (Level 3)
Variable 5 (Level 1) 0.4305 2.9144
Variable 5 (Level 2) -1.4620 3.0119
Variable 6 (Level 1) 14.3595 3.9254
Variable 6 (Level 2) -5.2399 3.3099
Variable 6 (Level 3) -11.2498 3.2212

Subject: Variable 12 (Level 3)
Variable 7 -0.3839 0.6755
Variable 8 (Level 1) 2.7549 1.6017
Variable 8 (Level 2) 0.4377 1.8826
Variable 8 (Level 3) -0.2261 1.9909
Variable 8 (Level 4) -4.5051 1.5398
Variable 9 (Level 1) -4.7091 2.1458
Variable 9 (Level 2) 3.7940 1.9872
Variable 9 (Level 3) -1.7994 1.8614
Variable 9 (Level 4) 0.4480 1.9016
Variable 9 (Level 5) -0.6047 2.4729

Fixed Effects
Intercept 1.6433 2.4596
Variable 1 (Level 2) -1.6224 0.8549
Variable 2 (Level 2) -2.4817 1.1414
Variable 2 (Level 3) 0.4624 1.2133

Variance Components
Estimate Parameter Subject
36.32491 Variable 3 Variables 10 11 12
12.45090 Variable 4 Variables 10 11 12
19.62767 Variable 5 Variables 11 12
40.53480 Variable 6 Variables 11 12
0.56320 Variable 7 Variables 12
5.81968 Variable 8 Variables 12

10.86069 Variable 9 Variables 12

SIGMA**2 = 0.00239
-2LOG LIKELIHOOD = 608.19449
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NAG Library Function Document

nag_ml_hier_mixed_regsn (g02jec)

1 Purpose

nag_ml_hier_mixed_regsn (g02jec) fits a multi-level linear mixed effects regression model using
maximum likelihood (ML). Prior to calling nag_ml_hier_mixed_regsn (g02jec) the initialization
function nag_hier_mixed_init (g02jcc) must be called.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_ml_hier_mixed_regsn (Integer lvpr, const Integer vpr[],
Integer nvpr, double gamma[], Integer *effn, Integer *rnkx,
Integer *ncov, double *lnlike, Integer lb, Integer id[], Integer pdid,
double b[], double se[], double czz[], Integer pdczz, double cxx[],
Integer pdcxx, double cxz[], Integer pdcxz, const double rcomm[],
const Integer icomm[], const Integer iopt[], Integer liopt,
const double ropt[], Integer lropt, NagError *fail)

3 Description

nag_ml_hier_mixed_regsn (g02jec) fits a model of the form:

y ¼ X� þ Z� þ �

where y is a vector of n observations on the dependent variable,

X is a known n by p design matrix for the fixed independent variables,

� is a vector of length p of unknown fixed effects,

Z is a known n by q design matrix for the random independent variables,

� is a vector of length q of unknown random effects,

and � is a vector of length n of unknown random errors.

Both � and � are assumed to have a Gaussian distribution with expectation zero and variance/covariance
matrix defined by

Var �
�

� �
¼ G 0

0 R

� �
where R ¼ �2RI, I is the n� n identity matrix and G is a diagonal matrix. It is assumed that the
random variables, Z, can be subdivided into g � q groups with each group being identically distributed
with expectation zero and variance �2i . The diagonal elements of matrix G therefore take one of the
values �2i : i ¼ 1; 2; . . . ; g

� 
, depending on which group the associated random variable belongs to.

The model therefore contains three sets of unknowns: the fixed effects �, the random effects � and a

vector of gþ 1 variance components �, where � ¼ �21; �
2
2; . . . ; �

2
g�1; �

2
g; �

2
R

n o
. Rather than working

directly with �, nag_ml_hier_mixed_regsn (g02jec) uses an iterative process to estimate

�� ¼ �21=�
2
R; �

2
2=�

2
R; . . . ; �

2
g�1=�

2
R; �

2
g=�

2
R; 1

n o
. Due to the iterative nature of the estimation a set of

initial values, �0, for �� is required. nag_ml_hier_mixed_regsn (g02jec) allows these initial values either
to be supplied by you or calculated from the data using the minimum variance quadratic unbiased
estimators (MIVQUE0) suggested by Rao (1972).
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nag_ml_hier_mixed_regsn (g02jec) fits the model by maximizing the log-likelihood function:

�2lR ¼ log Vj jð Þ þ nlog rTV �1r
� �

þ log 2	=nð Þ

where

V ¼ ZGZT þR; r ¼ y�Xb and b ¼ XTV �1X
� ��1

XTV �1y:

Once the final estimates for �� have been obtained, the value of �2R is given by

�2R ¼ rTV �1r
� �

= n� pð Þ:

Case weights, Wc, can be incorporated into the model by replacing XTX and ZTZ with XTWcX and
ZTWcZ respectively, for a diagonal weight matrix Wc.

The log-likelihood, lR, is calculated using the sweep algorithm detailed in Wolfinger et al. (1994).

4 References

Goodnight J H (1979) A tutorial on the SWEEP operator The American Statistician 33(3) 149–158

Harville D A (1977) Maximum likelihood approaches to variance component estimation and to related
problems JASA 72 320–340

Rao C R (1972) Estimation of variance and covariance components in a linear model J. Am. Stat.
Assoc. 67 112–115

Stroup W W (1989) Predictable functions and prediction space in the mixed model procedure
Applications of Mixed Models in Agriculture and Related Disciplines Southern Cooperative Series
Bulletin No. 343 39–48

Wolfinger R, Tobias R and Sall J (1994) Computing Gaussian likelihoods and their derivatives for
general linear mixed models SIAM Sci. Statist. Comput. 15 1294–1310

5 Arguments

Note: prior to calling nag_ml_hier_mixed_regsn (g02jec) the initialization function nag_hier_mixed_init
(g02jcc) must be called, therefore this documention should be read in conjunction with the document
for nag_hier_mixed_init (g02jcc).

In particular some argument names and conventions described in that document are also relevant here,
but their definition has not been repeated. Specifically, RNDM, wt, n, nff, nrf, nlsv, levels, fixed, DAT,
licomm and lrcomm should be interpreted identically in both functions.

1: lvpr – Integer Input

On entry: the sum of the number of random parameters and the random intercept flags specified
in the call to nag_hier_mixed_init (g02jcc).

Constraint: lvpr ¼
P

iRNDM 1; ið Þ þ RNDM 2; ið Þ.

2: vpr½lvpr� – const Integer Input

On entry: a vector of flags indicating the mapping between the random variables specified in
rndm and the variance components, �2i . See Section 9 for more details.

Constraint: 1 � vpr½i � 1� � nvpr, for i ¼ 1; 2; . . . ; lvpr.

3: nvpr – Integer Input

On entry: g, the number of variance components being estimated (excluding the overall variance,
�2R).

Constraint: 1 � nvpr � lvpr.
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4: gamma½nvprþ 1� – double Input/Output

On entry: holds the initial values of the variance components, �0, with gamma½i � 1� the initial
value for �2i =�

2
R, for i ¼ 1; 2; . . . ;nvpr.

If gamma½0� ¼ �1:0, the remaining elements of gamma are ignored and the initial values for the
variance components are estimated from the data using MIVQUE0.

On exit: gamma½i � 1�, for i ¼ 1; 2; . . . ;nvpr, holds the final estimate of �2i and gamma½nvpr�
holds the final estimate for �2R.

Constraint: gamma½0� ¼ �1:0 or gamma½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; g.

5: effn – Integer * Output

On exit: effective number of observations. If there are no weights (i.e., wt is NULL), or all
weights are nonzero, then effn ¼ n.

6: rnkx – Integer * Output

On exit: the rank of the design matrix, X, for the fixed effects.

7: ncov – Integer * Output

On exit: number of variance components not estimated to be zero. If none of the variance
components are estimated to be zero, then ncov ¼ nvpr.

8: lnlike – double * Output

On exit: �2lR �̂ð Þ where lR is the log of the maximum likelihood calculated at �̂, the estimated
variance components returned in gamma.

9: lb – Integer Input

On entry: the dimension of the arrays b and se.

Constraint: lb 	 nff þ nrf � nlsv.

10: id½pdid� lb� – Integer Output

Note: where ID i; jð Þ appears in this document, it refers to the array element
id½ j� 1ð Þ � pdidþ i� 1�.
On exit: an array describing the parameter estimates returned in b. The first nlsv� nrf columns
of ID describe the parameter estimates for the random effects and the last nff columns the
parameter estimates for the fixed effects.

The example program for this function includes a demonstration of decoding the parameter
estimates given in b using information from id.

For fixed effects:

for l ¼ nrf � nlsvþ 1; . . . ; nrf � nlsvþ nff

if b½l� 1� contains the parameter estimate for the intercept then

ID 1; lð Þ ¼ ID 2; lð Þ ¼ ID 3; lð Þ ¼ 0;

if b½l� 1� contains the parameter estimate for the ith level of the jth fixed variable, that is
the vector of values held in the kth column of DAT when fixed½jþ 1� ¼ k then

ID 1; lð Þ ¼ 0;
ID 2; lð Þ ¼ j;
ID 3; lð Þ ¼ i;

if the jth variable is continuous or binary, that is levels½fixed½jþ 1� � 1� ¼ 1, then
ID 3; lð Þ ¼ 0;
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any remaining rows of the lth column of ID are set to 0.

For random effects:

let

NRb
denote the number of random variables in the bth random statement, that is

NRb
¼ RNDM 1; bð Þ;

Rjb denote the jth random variable from the bth random statement, that is the vector of
values held in the kth column of DAT when RNDM 2þ j; bð Þ ¼ k;
NSb denote the number of subject variables in the bth random statement, that is
NSb ¼ RNDM 3þNRb

; bð Þ;
Sjb denote the jth subject variable from the bth random statement, that is the vector of
values held in the kth column of DAT when RNDM 3þNRb

þ j; bð Þ ¼ k;

L Sjb
� �

d e n o t e t h e n u m b e r o f l e v e l s f o r Sjb, t h a t i s
L Sjb
� �

¼ levels½RNDM 3þNRb
þ j; bð Þ � 1�;

then

for l ¼ 1; 2; . . . nrf � nlsv, if b½l� 1� contains the parameter estimate for the ith level of Rjb

when Skb ¼ sk , for k ¼ 1; 2; . . . ; NSb and 1 � sk � L Sjb
� �

, i.e., sk is a valid value for the kth
subject variable, then

ID 1; lð Þ ¼ b;
ID 2; lð Þ ¼ j;
ID 3; lð Þ ¼ i;
ID 3þ k; lð Þ ¼ sk; k ¼ 1; 2; . . . ; NSb ;

if the parameter being estimated is for the intercept then ID 2; lð Þ ¼ ID 3; lð Þ ¼ 0;

if the jth variable is continuous, or binary, that is L Sjb
� �

¼ 1, then ID 3; lð Þ ¼ 0;

the remaining rows of the lth column of ID are set to 0.

In some situations, certain combinations of variables are never observed. In such circumstances
all elements of the lth row of ID are set to �999.

11: pdid – Integer Input

On entry: the stride separating matrix row elements in the array id.

Constraint: pdid 	 3þmax
j

RNDM 3þ RNDM 1; jð Þ; jð Þð Þ, i.e., 3þ maximum number of subject

variables (see nag_hier_mixed_init (g02jcc)).

12: b½lb� – double Output

On exit: the parameter estimates, with the first nrf � nlsv elements of b containing the parameter
estimates for the random effects, �, and the remaining nff elements containing the parameter
estimates for the fixed effects, �. The order of these estimates are described by the id argument.

13: se½lb� – double Output

On exit: the standard errors of the parameter estimates given in b.

14: czz½dim� – double Output

Note: the dimension, dim, of the array czz must be at least pdczz� nrf � nlsv.

Where CZZ i; jð Þ appears in this document , i t refers to the array element
czz½ j� 1ð Þ � pdczzþ i� 1�.
On exit: if nlsv ¼ 1, then CZZ holds the lower triangular portion of the matrix

1=�2
� �

ZTR̂�1Z þ Ĝ�1
� �

, where R̂ and Ĝ are the estimates of R and G respectively. If
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nlsv > 1 then CZZ holds this matrix in compressed form, with the first nrf columns holding the
part of the matrix corresponding to the first level of the overall subject variable, the next nrf
columns the part corresponding to the second level of the overall subject variable etc.

15: pdczz – Integer Input

On entry: the stride separating matrix row elements in the array czz.

Constraint: pdczz 	 nrf.

16: cxx½dim� – double Output

Note: the dimension, dim, of the array cxx must be at least pdcxx� nff.

Where CXX i; jð Þ appears in this document , i t refers to the array element
cxx½ j� 1ð Þ � pdcxxþ i� 1�.

On exit: CXX holds the lower triangular portion of the matrix 1=�2
� �

XTV̂ �1X, where V̂ is the
estimated value of V .

17: pdcxx – Integer Input

On entry: the stride separating matrix row elements in the array cxx.

Constraint: pdcxx 	 nff.

18: cxz½dim� – double Output

Note: the dimension, dim, of the array cxz must be at least pdcxz� nlsv� nrf.

Where CXZ i; jð Þ appears in this document , i t refers to the array element
cxz½ j� 1ð Þ � pdcxzþ i� 1�.

On exit: if nlsv ¼ 1, then CXZ holds the matrix 1=�2
� �

XTV̂ �1Z
� �

Ĝ, where V̂ and Ĝ are the
estimates of V and G respectively. If nlsv > 1 then CXZ holds this matrix in compressed form,
with the first nrf columns holding the part of the matrix corresponding to the first level of the
overall subject variable, the next nrf columns the part corresponding to the second level of the
overall subject variable etc.

19: pdcxz – Integer Input

On entry: the stride separating matrix row elements in the array cxz.

Constraint: pdcxz 	 nff.

20: rcomm½dim� – const double Communication Array

Note: the dimension, dim, of the array rcomm must be at least lrcomm.

On entry: communication array initialized by a call to nag_hier_mixed_init (g02jcc).

21: icomm½dim� – const Integer Communication Array

Note: the dimension, dim, of the array icomm must be at least licomm.

On entry: communication array initialized by a call to nag_hier_mixed_init (g02jcc).

22: iopt½liopt� – const Integer Input

On entry: optional parameters passed to the optimization function.

By default nag_ml_hier_mixed_regsn (g02jec) fits the specified model using a modified Newton
optimization algorithm as implemented in the NAG Fortran Library routine E04LBF. In some
cases, where the calculation of the derivatives is computationally expensive it may be more
efficient to use a sequential QP algorithm. The sequential QP algorithm as implemented in the
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NAG Fortran Library routine E04UCF can be chosen by setting iopt½4� ¼ 1. If liopt < 5 or
iopt½4� 6¼ 1 then E04LBF will be used.

Different optional parameters are available depending on the optimization function used. In all
cases, using a value of �1 will cause the default value to be used. In addition only the first liopt
values of iopt are used, so for example, if only the first element of iopt needs changing and
default values for all other optional parameters are sufficient liopt can be set to 1.

NAG Fortran Library routine E04LBF is being used.

i Description

Equivalent
E04LBF
argument Default Value

0 Number of iterations MAXCAL 1000
1 Unit number for monitoring information. See nag_o

pen_file (x04acc) for details on how to assign a file to a
unit number.

n/a Output sent to stdout

2 Print optional parameters (1 ¼ print) n/a �1 (no printing performed)
3 Frequency that monitoring information is printed IPRINT �1
4 Optimizer used n/a n/a

If requested, monitoring information is displayed in a similar format to that given by E04LBF.

NAG Fortran Library routine E04UCF is being used.

i Description

Equivalent
E04UCF
argument Default Value

0 Number of iterations Major Iteration Limit max 50; 3� nvprð Þ
1 Unit number for monitoring information. See nag_o

pen_file (x04acc) for details on how to assign a file to a
unit number.

n/a Output sent to stdout

2 Print optional parameters (1 ¼ print, otherwise no
print)

List/ NoList �1 (no printing performed)

3 Frequency that monitoring information is printed Major Print Level 0
4 Optimizer used n/a n/a
5 Number of minor iterations Minor Iteration Limit max 50; 3� nvprð Þ
6 Frequency that additional monitoring information is

printed
Minor Print Level 0

If liopt � 0 then default values are used for all optional parameters and iopt may be set to
NULL.

23: liopt – Integer Input

On entry: length of the options array iopt.

24: ropt½lropt� – const double Input

On entry: optional parameters passed to the optimization function.

Different optional parameters are available depending on the optimization function used. In all
cases, using a value of �1:0 will cause the default value to be used. In addition only the first
lropt values of ropt are used, so for example, if only the first element of ropt needs changing
and default values for all other optional parameters are sufficient lropt can be set to 1.

NAG Fortran Library routine E04LBF is being used.

i Description

Equivalent
E04LBF
argument Default Value

0 Sweep tolerance n/a
max

ffiffiffiffiffiffiffi
eps
p

;
ffiffiffiffiffiffiffi
eps
p �max

i
zziið Þ

� �
1 Lower bound for �� n/a eps=100
2 Upper bound for �� n/a 1020
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3 Accuracy of linear minimizations ETA 0:9
4 Accuracy to which solution is required XTOL 0:0
5 Initial distance from solution STEPMX 100000:0

NAG Fortran Library routine E04UCF is being used.

i Description

Equivalent
E04UCF
argument Default Value

0 Sweep tolerance n/a
max

ffiffiffiffiffiffiffi
eps
p

;
ffiffiffiffiffiffiffi
eps
p �max

i
zziið Þ

� �
1 Lower bound for �� n/a eps=100
2 Upper bound for �� n/a 1020

3 Line search tolerance Line Search Tolerance 0:9
4 Optimality tolerance Optimality Tolerance eps0:72

where eps is the machine precision returned by nag_machine_precision (X02AJC) and zzii
denotes the i diagonal element of ZTZ.

If lropt � 0 then default values are used for all optional parameters and ropt and may be set to
NULL.

25: lropt – Integer Input

On entry: length of the options array ropt.

26: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lb ¼ valueh i.
Constraint: lb 	 valueh i.
On entry, lvpr ¼ valueh i.
Constraint: lvpr 	 valueh i.
On entry, nvpr ¼ valueh i.
Constraint: 1 � nvpr � valueh i.
On entry, pdcxx ¼ valueh i.
Constraint: pdcxx 	 valueh i.
On entry, pdcxz ¼ valueh i.
Constraint: pdcxz 	 valueh i.
On entry, pdczz ¼ valueh i.
Constraint: pdczz 	 valueh i.
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On entry, pdid ¼ valueh i.
Constraint: pdid 	 valueh i.

NE_INT_ARRAY

On entry, at least one value of i, for i ¼ 1; 2; . . . ; nvpr, does not appear in vpr.

On entry, icomm has not been initialized correctly.

On entry, vpr½ valueh i� ¼ valueh i and nvpr ¼ valueh i.
Constraint: 1 � vpr½i� 1� � nvpr.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NEG_ELEMENT

At least one negative estimate for gamma was obtained. All negative estimates have been set to
zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, gamma½ valueh i� ¼ valueh i.
Constraint: gamma½0� ¼ �1:0 or gamma½i� 1� 	 0:0.

NW_KT_CONDITIONS

Current point cannot be improved upon.

NW_NOT_CONVERGED

Optimal solution found, but requested accuracy not achieved.

NW_TOO_MANY_ITER

Too many major iterations.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_ml_hier_mixed_regsn (g02jec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_ml_hier_mixed_regsn (g02jec) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The argument vpr gives the mapping between the random variables and the variance components. In
most cases vpr½i � 1� ¼ i, for i ¼ 1; 2; . . . ;

P
iRNDM 1; ið Þ þ RNDM 2; ið Þ. However, in some cases it

might be necessary to associate more than one random variable with a single variance component, for
example, when the columns of DAT hold dummy variables.

Consider a dataset with three variables:

DAT ¼

1 1 3:6
2 1 4:5
3 1 1:1
1 2 8:3
2 2 7:2
3 2 6:1

0BBBBB@

1CCCCCA
where the first column corresponds to a categorical variable with three levels, the next to a categorical
variable with two levels and the last column to a continuous variable. So in a call to
nag_hier_mixed_init (g02jcc)

levels ¼ 3 2 1
� �

also assume a model with no fixed effects, no random intercept, no nesting and all three variables being
included as random effects, then

fixed ¼ 0 0
� �

;

RNDM ¼ 3 0 1 2 3
� �T

:

Each of the three columns in DAT therefore correspond to a single variable and hence there are three
variance components, one for each random variable included in the model, so

vpr ¼ 1 2 3
� �

:

This is the recommended way of supplying the data to nag_ml_hier_mixed_regsn (g02jec), however it
is possible to reformat the above dataset by replacing each of the categorical variables with a series of
dummy variables, one for each level. The dataset then becomes

DAT ¼

1 0 0 1 0 3:6
0 1 0 1 0 4:5
0 0 1 1 0 1:1
1 0 0 0 1 8:3
0 1 0 0 1 7:2
0 0 1 0 1 6:1

0BBBBB@

1CCCCCA
where each column only has one level

levels ¼ 1 1 1 1 1 1
� �

:

Again a model with no fixed effects, no random intercept, no nesting and all variables being included as
random effects is required, so

fixed ¼ 0 0
� �

;

RNDM ¼ 6 0 1 2 3 4 5 6
� �T

:

With the data entered in this manner, the first three columns of DAT correspond to a single variable (the
first column of the original dataset) as do the next two columns (the second column of the original
dataset). Therefore vpr must reflect this

vpr ¼ 1 1 1 2 2 3
� �

:

In most situations it is more efficient to supply the data to nag_hier_mixed_init (g02jcc) in terms of
categorical variables rather than transform them into dummy variables.
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10 Example

This example fits a random effects model with three levels of nesting to a simulated dataset with 90
observations and 12 variables.

10.1 Program Text

/* nag_ml_hier_mixed_regsn (g02jec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

void print_results(Nag_OrderType order, Integer n, Integer nff, Integer nlsv,
Integer nrf, Integer fixed[], Integer nrndm,
Integer rndm[], Integer lrndm, Integer nvpr,
Integer vpr[], double gamma[], Integer effn,
Integer rnkx, Integer ncov, double lnlike,
Integer id[], Integer pdid, double b[], double se[]);

#define RNDM(I, J) rndm[(order == Nag_ColMajor) \
?((J-1)*lrndm+I-1):((I-1)*nrndm+J-1)]

#define DAT(I, J) dat[(order == Nag_ColMajor) \
?((J-1)*pddat+I-1):((I-1)*pddat+J-1)]

#define ID(I, J) id[((J-1)*pdid+I-1)]

int main(void)
{

/* IO file pointers */

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer pdid, licomm, lrcomm, tdczz, lb, pdcxx, pdcxz, pdczz, pddat,

effn, i, j, lvpr, n, ncol, ncov, lfixed, nff, nl, nlsv, nrndm,
nrf, nv, nvpr, rnkx, lwt, size_dat, lrndm;

Integer *fixed = 0, *icomm = 0, *id = 0, *levels = 0, *rndm = 0;
Integer *vpr = 0;
Integer ticomm[2];

/* NAG structures */
NagError fail;
Nag_OrderType order = Nag_RowMajor;

/* Double scalar and array declarations */
double lnlike;
double *b = 0, *cxx = 0, *cxz = 0, *czz = 0, *dat = 0, *gamma = 0;
double *rcomm = 0, *se = 0, *wt = 0, *y = 0;
double trcomm[1];

/* Character scalars */
char weight;

/* Use the default options */
Integer *iopt = 0;
Integer liopt = 0;
double *ropt = 0;
Integer lropt = 0;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_ml_hier_mixed_regsn (g02jec) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the initial arguments */
#ifdef _WIN32

scanf_s("%c%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",
&weight, 1, &n, &ncol, &nrndm, &nvpr);

#else
scanf("%c%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ",

&weight, &n, &ncol, &nrndm, &nvpr);
#endif

/* Maximum size for fixed and rndm */
lfixed = ncol + 2;
lrndm = 2 * ncol + 3;

if (order == Nag_ColMajor) {
pddat = n;
size_dat = pddat * ncol;

}
else {

pddat = ncol;
size_dat = pddat * n;

}

/* Allocate some memory */
if (!(y = NAG_ALLOC(n, double)) ||

!(vpr = NAG_ALLOC(nvpr, Integer)) ||
!(levels = NAG_ALLOC(ncol, Integer)) ||
!(gamma = NAG_ALLOC(nvpr + 1, double)) ||
!(fixed = NAG_ALLOC(lfixed, Integer)) ||
!(rndm = NAG_ALLOC(lrndm * nrndm, Integer)) ||
!(dat = NAG_ALLOC(size_dat, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Check whether we are supplying weights and
allocate memory if required */

if (weight == ’W’) {
lwt = n;
if (!(wt = NAG_ALLOC(lwt, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

lwt = 0;
}

/* Read in the number of levels associated with each of the
independent variables */

for (i = 0; i < ncol; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &levels[i]);
#else

scanf("%" NAG_IFMT "", &levels[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* Read in the fixed part of the model */
/* Skip the heading */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Number of variables */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &fixed[0]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &fixed[0]);

#endif
nv = fixed[0];
if (nv + 2 > lfixed) {

printf(" ** Problem size too large, increase array sizes\n");
printf("LFIXED,NV+2 = %" NAG_IFMT ", %" NAG_IFMT "\n", lfixed, nv + 2);
exit_status = -1;
goto END;

}
/* Intercept */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &fixed[1]);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &fixed[1]);

#endif
/* Variable IDs */
if (nv > 0) {

for (i = 2; i < nv + 2; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &fixed[i]);
#else

scanf("%" NAG_IFMT "", &fixed[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read in the random part of the model */
lvpr = 0;
pdid = 0;
for (j = 1; j <= nrndm; j++) {

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Number of variables */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &RNDM(1, j));

#else
scanf("%" NAG_IFMT "%*[^\n] ", &RNDM(1, j));

#endif
nv = RNDM(1, j);
if ((nv + 3) > lrndm) {

printf(" ** Problem size too large, increase array sizes\n");
printf("LRNDM,NV+2 = %" NAG_IFMT ", %" NAG_IFMT "\n", lrndm, nv + 2);
exit_status = -1;
goto END;

}
/* Intercept */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &RNDM(2, j));

#else
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scanf("%" NAG_IFMT "%*[^\n] ", &RNDM(2, j));
#endif

/* Variable IDs */
if (nv > 0) {

for (i = 3; i <= nv + 2; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &RNDM(i, j));
#else

scanf("%" NAG_IFMT "", &RNDM(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Number of subject variables */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &RNDM(nv + 3, j));

#else
scanf("%" NAG_IFMT "%*[^\n] ", &RNDM(nv + 3, j));

#endif
nl = RNDM(nv + 3, j);
if (nv + nl + 2 > lrndm) {

printf(" ** Problem size too large, increase array sizes\n");
printf("LRNDM,NV+NL++2 = %" NAG_IFMT ", %" NAG_IFMT "\n",

lrndm, nv + nl + 2);
exit_status = -1;
goto END;

}
/* Subject variable IDs */
if (nl > 0) {

for (i = nv + 4; i <= nv + nl + 3; i++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &RNDM(i, j));
#else

scanf("%" NAG_IFMT "", &RNDM(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
pdid = MAX(pdid, nl);
lvpr += RNDM(2, j) + nv;

}
pdid += 3;

/* Read in the dependent and independent data */
for (i = 1; i <= n; i++) {

#ifdef _WIN32
scanf_s("%lf", &y[i - 1]);

#else
scanf("%lf", &y[i - 1]);

#endif
for (j = 1; j <= ncol; j++)

#ifdef _WIN32
scanf_s("%lf", &DAT(i, j));

#else
scanf("%lf", &DAT(i, j));

#endif
if (lwt > 0)

#ifdef _WIN32
scanf_s("%lf", &wt[i - 1]);

#else
scanf("%lf", &wt[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

}

/* Read in VPR */
for (i = 0; i < lvpr; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &vpr[i]);

#else
scanf("%" NAG_IFMT "", &vpr[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in GAMMA */
for (i = 0; i < nvpr; i++)

#ifdef _WIN32
scanf_s("%lf", &gamma[i]);

#else
scanf("%lf", &gamma[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Get the size of the communication arrays */
licomm = 2;
lrcomm = 1;
nag_hier_mixed_init(order, n, ncol, dat, pddat, levels, y, wt, fixed,

lfixed, nrndm, rndm, lrndm, &nff, &nlsv, &nrf, trcomm,
lrcomm, ticomm, licomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_hier_mixed_init (g02jcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
licomm = ticomm[0];
lrcomm = ticomm[1];

/* Allocate the communication arrays */
if (!(icomm = NAG_ALLOC(licomm, Integer)) ||

!(rcomm = NAG_ALLOC(lrcomm, double)))
{

printf("Allocation failure 4\n");
exit_status = -1;
goto END;

}

/* Pre-process the data */
nag_hier_mixed_init(order, n, ncol, dat, pddat, levels, y, wt, fixed,

lfixed, nrndm, rndm, lrndm, &nff, &nlsv, &nrf, rcomm,
lrcomm, icomm, licomm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_hier_mixed_init (g02jcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Allocate the output arrays */
lb = nff + nrf * nlsv;
tdczz = nrf * nlsv;
pdcxx = nff;
pdcxz = nff;
pdczz = nrf;
if (!(b = NAG_ALLOC(lb, double)) ||

!(cxx = NAG_ALLOC(pdcxx * nff, double)) ||
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!(cxz = NAG_ALLOC(pdcxz * tdczz, double)) ||
!(czz = NAG_ALLOC(pdczz * tdczz, double)) ||
!(se = NAG_ALLOC(lb, double)) || !(id = NAG_ALLOC(pdid * lb, Integer)))

{
printf("Allocation failure 5\n");
exit_status = -1;
goto END;

}

/* Perform the analysis */
nag_ml_hier_mixed_regsn(lvpr, vpr, nvpr, gamma, &effn, &rnkx, &ncov,

&lnlike, lb, id, pdid, b, se, czz, pdczz, cxx,
pdcxx, cxz, pdcxz, rcomm, icomm, iopt, liopt, ropt,
lropt, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_ml_hier_mixed_regsn (g02jec).\n%s\n",

fail.message);
exit_status = 1;
if (fail.code != NW_NOT_CONVERGED && fail.code != NW_TOO_MANY_ITER &&

fail.code != NW_KT_CONDITIONS && fail.code != NE_NEG_ELEMENT)
goto END;

}

/* Display the output */
print_results(order, n, nff, nlsv, nrf, fixed, nrndm, rndm, lrndm, nvpr,

vpr, gamma, effn, rnkx, ncov, lnlike, id, pdid, b, se);

END:

NAG_FREE(wt);
NAG_FREE(y);
NAG_FREE(vpr);
NAG_FREE(levels);
NAG_FREE(gamma);
NAG_FREE(fixed);
NAG_FREE(rndm);
NAG_FREE(dat);
NAG_FREE(icomm);
NAG_FREE(rcomm);
NAG_FREE(b);
NAG_FREE(cxx);
NAG_FREE(cxz);
NAG_FREE(czz);
NAG_FREE(se);
NAG_FREE(id);

return exit_status;
}

void print_results(Nag_OrderType order, Integer n, Integer nff, Integer nlsv,
Integer nrf, Integer fixed[], Integer nrndm,
Integer rndm[], Integer lrndm, Integer nvpr,
Integer vpr[], double gamma[], Integer effn,
Integer rnkx, Integer ncov, double lnlike,
Integer id[], Integer pdid, double b[], double se[])

{
Integer aid, i, k, l, ns, nv, p, pb, tb, tdid, vid, same;

/* Display the output */
printf(" Number of observations (N) = %" NAG_IFMT "\n",

n);
printf(" Number of random factors (NRF) = %" NAG_IFMT "\n",

nrf);
printf(" Number of fixed factors (NFF) = %" NAG_IFMT "\n",

nff);
printf(" Number of subject levels (NLSV) = %" NAG_IFMT "\n",

nlsv);
printf(" Rank of X (RNKX) = %" NAG_IFMT "\n",

rnkx);
printf(" Effective N (EFFN) = %" NAG_IFMT "\n",

effn);
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printf(" Number of nonzero variance components (NCOV) = %" NAG_IFMT "\n",
ncov);

printf(" Parameter Estimates\n");
tdid = nff + nrf * nlsv;

if (nrf > 0) {
printf("\n");
printf(" Random Effects\n");

}

pb = -999;
for (k = 1; k <= nrf * nlsv; k++) {

tb = ID(1, k);
if (tb != -999) {

vid = ID(2, k);
nv = RNDM(1, tb);
ns = RNDM(3 + nv, tb);

if (pb != tb) {
same = 0;

}
else {

same = 1;
for (l = 1; l <= ns; l++) {

if (ID(3 + l, k) != ID(3 + l, k - 1)) {
same = 0;
break;

}
}

}

if (!same) {
if (k != 1)

printf("\n");
printf(" Subject: ");
for (l = 1; l <= ns; l++)

printf(" Variable %2" NAG_IFMT " (Level %1" NAG_IFMT ") ",
RNDM(3 + nv + l, tb), ID(3 + l, k));

printf("\n");
}
pb = tb;

if (vid == 0) {
/* Intercept */
printf(" Intercept %10.4f %10.4f\n", b[k], se[k]);

}
else {

/* VID’th variable specified in RNDM */
aid = RNDM(2 + vid, tb);
if (ID(3, k) == 0) {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" %10.4f %10.4f\n", b[k - 1], se[k - 1]);

}
else {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" (Level %1" NAG_IFMT ") %10.4f %10.4f\n",

ID(3, k), b[k - 1], se[k - 1]);
}

}
}

}

if (nff > 0) {
printf("\n");
printf(" Fixed Effects\n");

}
for (k = nrf * nlsv + 1; k <= tdid; k++) {

vid = ID(2, k);
if (vid != -999) {

if (vid == 0) {

g02jec NAG Library Manual

g02jec.16 Mark 26



/* Intercept */
printf(" Intercept %10.4f %10.4f\n",

b[k - 1], se[k - 1]);
}
else {

/* VID’th variable specified in FIXED */
aid = fixed[2 + vid - 1];
if (ID(3, k) == 0) {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" %10.4f %10.4f\n", b[k - 1], se[k - 1]);

}
else {

printf(" Variable %2" NAG_IFMT "", aid);
printf(" (Level %1" NAG_IFMT ") %10.4f %10.4f\n",

ID(3, k), b[k - 1], se[k - 1]);
}

}
}

}

printf("\n");
printf(" Variance Components\n");
printf(" Estimate Parameter Subject\n");
for (k = 1; k <= nvpr; k++) {

printf("%10.5f ", gamma[k - 1]);
p = 0;
for (tb = 1; tb <= nrndm; tb++) {

nv = RNDM(1, tb);
ns = RNDM(3 + nv, tb);
for (i = 1; i <= nv + RNDM(2, tb); i++) {

p++;
if (vpr[p - 1] == k) {

printf("Variable %2" NAG_IFMT " Variables ", RNDM(2 + i, tb));
for (l = 1; l <= ns; l++)

printf("%2" NAG_IFMT " ", RNDM(3 + nv + l, tb));
}

}
}
printf("\n");

}
printf("\n");
printf("SIGMA**2 = %15.5f\n", gamma[nvpr]);
printf("-2LOG LIKELIHOOD = %15.5f\n", lnlike);

}

10.2 Program Data

nag_ml_hier_mixed_regsn (g02jec) Example Program Data
U 90 12 3 7 :: WEIGHT (U = no weights),N,NCOL,NRAND,NVPR
2 3 2 3 2 3 1 4 5 2 3 3 :: LEVELS(1:NCOL)
## FIXED
2 :: number of variables
1 :: intercept
1 2 :: variable IDs
## RANDOM 1
2 :: number of variables
0 :: intercept
3 4 :: variable IDs
3 :: number of subject variables
10 11 12 :: subject variable IDs
## RANDOM 2
2 :: number of variables
0 :: intercept
5 6 :: variable IDs
2 :: number of subject variables
11 12 :: subject variable IDs
## RANDOM 3
3 :: number of variables
0 :: intercept
7 8 9 :: variable IDs
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1 :: number of subject variables
12 :: subject variable IDs

3.1100 1.0 3.0 2.0 1.0 2.0 2.0 -0.3160 4.0 2.0 1.0 1.0 1.0
2.8226 1.0 1.0 1.0 3.0 1.0 2.0 -1.3377 1.0 4.0 1.0 1.0 1.0
7.4543 1.0 3.0 1.0 3.0 1.0 3.0 -0.7610 4.0 2.0 1.0 1.0 1.0
4.4313 2.0 3.0 2.0 1.0 1.0 3.0 -2.2976 4.0 2.0 1.0 1.0 1.0
6.1543 2.0 2.0 1.0 3.0 2.0 3.0 -0.4263 2.0 1.0 1.0 1.0 1.0

-0.1783 2.0 1.0 2.0 3.0 1.0 3.0 1.4067 3.0 3.0 2.0 1.0 1.0
4.6748 2.0 3.0 2.0 1.0 2.0 1.0 -1.4669 1.0 2.0 2.0 1.0 1.0
7.0667 1.0 1.0 1.0 3.0 2.0 3.0 0.4717 2.0 4.0 2.0 1.0 1.0
1.4262 1.0 3.0 2.0 3.0 2.0 1.0 0.4436 1.0 3.0 2.0 1.0 1.0
7.7290 1.0 1.0 1.0 2.0 2.0 3.0 -0.5950 3.0 4.0 2.0 1.0 1.0

-2.1806 1.0 3.0 1.0 3.0 1.0 1.0 -1.7981 4.0 2.0 1.0 2.0 1.0
6.8419 2.0 3.0 1.0 2.0 1.0 1.0 0.2397 1.0 4.0 1.0 2.0 1.0
1.2590 1.0 2.0 2.0 1.0 2.0 3.0 0.4742 1.0 1.0 1.0 2.0 1.0
8.8405 2.0 2.0 2.0 2.0 2.0 3.0 0.6888 3.0 1.0 1.0 2.0 1.0
6.1657 2.0 1.0 2.0 3.0 1.0 3.0 -1.0616 3.0 5.0 1.0 2.0 1.0

-4.5605 1.0 2.0 2.0 2.0 2.0 1.0 -0.5356 1.0 3.0 2.0 2.0 1.0
-1.2367 1.0 3.0 2.0 2.0 1.0 1.0 -1.2963 2.0 5.0 2.0 2.0 1.0

-12.2932 1.0 2.0 2.0 1.0 2.0 2.0 -1.5389 3.0 2.0 2.0 2.0 1.0
-2.3374 2.0 3.0 1.0 1.0 2.0 2.0 -0.6408 2.0 1.0 2.0 2.0 1.0
0.0716 1.0 2.0 2.0 2.0 1.0 1.0 0.6574 1.0 1.0 2.0 2.0 1.0
0.1895 2.0 1.0 1.0 1.0 1.0 3.0 0.9259 1.0 2.0 1.0 3.0 1.0
1.5608 2.0 2.0 2.0 1.0 2.0 2.0 1.5080 3.0 1.0 1.0 3.0 1.0

-0.8529 2.0 3.0 1.0 1.0 1.0 3.0 2.5821 2.0 3.0 1.0 3.0 1.0
-4.1169 1.0 2.0 2.0 1.0 2.0 3.0 0.4102 1.0 4.0 1.0 3.0 1.0
3.9977 2.0 1.0 2.0 3.0 2.0 2.0 0.7839 2.0 5.0 1.0 3.0 1.0

-8.1277 1.0 2.0 2.0 3.0 2.0 1.0 -1.8812 4.0 2.0 2.0 3.0 1.0
-4.9656 1.0 2.0 1.0 3.0 2.0 3.0 0.7770 4.0 1.0 2.0 3.0 1.0
-0.6428 2.0 2.0 1.0 2.0 1.0 3.0 0.2590 3.0 1.0 2.0 3.0 1.0
-5.5152 2.0 3.0 2.0 2.0 2.0 3.0 -0.9250 3.0 3.0 2.0 3.0 1.0
-5.5657 2.0 2.0 1.0 3.0 2.0 3.0 -0.4831 1.0 5.0 2.0 3.0 1.0
14.8177 2.0 2.0 1.0 3.0 1.0 3.0 0.5046 3.0 3.0 1.0 1.0 2.0
16.9783 2.0 1.0 1.0 2.0 2.0 1.0 -0.6903 2.0 1.0 1.0 1.0 2.0
13.8966 1.0 3.0 2.0 2.0 2.0 1.0 1.6166 2.0 5.0 1.0 1.0 2.0
14.8166 2.0 2.0 2.0 2.0 1.0 3.0 0.2778 2.0 3.0 1.0 1.0 2.0
19.3640 2.0 3.0 2.0 2.0 1.0 2.0 1.9586 4.0 2.0 1.0 1.0 2.0
9.5299 1.0 3.0 1.0 1.0 1.0 3.0 1.0506 2.0 5.0 2.0 1.0 2.0

12.0102 2.0 1.0 1.0 3.0 2.0 3.0 0.4871 1.0 1.0 2.0 1.0 2.0
6.1551 2.0 1.0 2.0 3.0 2.0 1.0 2.0891 4.0 4.0 2.0 1.0 2.0

-1.7048 1.0 2.0 1.0 1.0 2.0 2.0 1.4338 4.0 3.0 2.0 1.0 2.0
2.7640 1.0 1.0 2.0 3.0 1.0 2.0 -1.1196 3.0 4.0 2.0 1.0 2.0
2.8065 1.0 3.0 1.0 1.0 2.0 1.0 0.3367 3.0 2.0 1.0 2.0 2.0
0.0974 2.0 2.0 1.0 3.0 1.0 1.0 0.1092 2.0 2.0 1.0 2.0 2.0

-7.8080 1.0 1.0 1.0 2.0 2.0 2.0 0.4007 4.0 1.0 1.0 2.0 2.0
-18.0450 2.0 3.0 1.0 1.0 1.0 2.0 0.1460 3.0 5.0 1.0 2.0 2.0
-2.8199 2.0 1.0 2.0 3.0 1.0 3.0 -0.3877 3.0 4.0 1.0 2.0 2.0
8.9893 1.0 1.0 1.0 2.0 2.0 1.0 0.6957 4.0 3.0 2.0 2.0 2.0
3.7978 2.0 1.0 1.0 1.0 2.0 1.0 -0.4664 3.0 3.0 2.0 2.0 2.0

-6.3493 1.0 1.0 1.0 1.0 2.0 3.0 0.2067 2.0 4.0 2.0 2.0 2.0
8.1411 2.0 1.0 2.0 1.0 1.0 2.0 0.4112 1.0 4.0 2.0 2.0 2.0

-7.5483 2.0 2.0 1.0 1.0 1.0 2.0 -1.3734 3.0 3.0 2.0 2.0 2.0
-0.4600 2.0 1.0 2.0 3.0 1.0 3.0 0.7065 1.0 3.0 1.0 3.0 2.0
-3.2135 1.0 2.0 2.0 2.0 1.0 2.0 1.3628 4.0 2.0 1.0 3.0 2.0
-6.6562 2.0 1.0 2.0 2.0 2.0 3.0 -0.5052 4.0 5.0 1.0 3.0 2.0
5.1267 2.0 1.0 1.0 1.0 2.0 1.0 -1.3457 2.0 5.0 1.0 3.0 2.0
3.5592 1.0 1.0 2.0 1.0 2.0 3.0 -1.8022 3.0 4.0 1.0 3.0 2.0

-4.4420 2.0 3.0 1.0 2.0 1.0 1.0 0.0116 2.0 4.0 2.0 3.0 2.0
-8.5965 2.0 2.0 1.0 3.0 2.0 3.0 -0.9075 1.0 3.0 2.0 3.0 2.0
-6.3187 2.0 2.0 2.0 2.0 2.0 3.0 -1.4707 1.0 1.0 2.0 3.0 2.0
-7.8953 2.0 2.0 1.0 1.0 2.0 1.0 -1.2938 2.0 3.0 2.0 3.0 2.0

-10.1383 1.0 3.0 1.0 3.0 2.0 2.0 -1.1660 4.0 4.0 2.0 3.0 2.0
-7.8850 1.0 2.0 1.0 1.0 2.0 3.0 0.0397 4.0 4.0 1.0 1.0 3.0
23.2001 1.0 3.0 1.0 2.0 1.0 3.0 -0.5987 3.0 2.0 1.0 1.0 3.0
5.5829 2.0 3.0 2.0 2.0 1.0 1.0 0.6683 3.0 3.0 1.0 1.0 3.0

-4.3698 2.0 2.0 1.0 1.0 2.0 2.0 -0.0106 1.0 3.0 1.0 1.0 3.0
2.1274 1.0 2.0 1.0 3.0 2.0 2.0 0.5885 1.0 3.0 1.0 1.0 3.0

-2.7184 1.0 1.0 1.0 1.0 1.0 2.0 0.4555 1.0 5.0 2.0 1.0 3.0
-17.9128 2.0 2.0 2.0 1.0 1.0 2.0 0.6502 4.0 3.0 2.0 1.0 3.0
-1.2708 1.0 1.0 1.0 3.0 1.0 1.0 -0.1601 1.0 3.0 2.0 1.0 3.0

-24.2735 2.0 2.0 1.0 3.0 2.0 3.0 1.6910 1.0 1.0 2.0 1.0 3.0
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-14.7374 2.0 2.0 2.0 3.0 1.0 2.0 0.1053 4.0 4.0 2.0 1.0 3.0
0.1713 2.0 1.0 2.0 3.0 2.0 2.0 -0.4037 3.0 4.0 1.0 2.0 3.0
8.0006 1.0 3.0 2.0 3.0 1.0 3.0 -0.5853 3.0 2.0 1.0 2.0 3.0
1.2100 2.0 3.0 2.0 1.0 1.0 1.0 -0.3037 1.0 3.0 1.0 2.0 3.0
3.3307 1.0 3.0 1.0 1.0 2.0 2.0 -0.0774 1.0 4.0 1.0 2.0 3.0

-22.6713 2.0 3.0 1.0 2.0 2.0 1.0 0.4733 4.0 5.0 1.0 2.0 3.0
7.5562 1.0 3.0 2.0 2.0 1.0 2.0 -0.0354 4.0 2.0 2.0 2.0 3.0

-7.0694 1.0 3.0 2.0 2.0 1.0 1.0 -0.6640 2.0 1.0 2.0 2.0 3.0
3.7159 2.0 3.0 1.0 3.0 1.0 1.0 0.0335 4.0 4.0 2.0 2.0 3.0

-4.3135 1.0 2.0 2.0 2.0 1.0 3.0 0.1351 1.0 1.0 2.0 2.0 3.0
-14.5577 1.0 1.0 2.0 1.0 2.0 3.0 -0.5951 3.0 4.0 2.0 2.0 3.0
-12.5107 2.0 2.0 2.0 3.0 1.0 3.0 0.2735 3.0 2.0 1.0 3.0 3.0

4.7708 2.0 2.0 1.0 1.0 1.0 3.0 0.3157 1.0 2.0 1.0 3.0 3.0
13.2797 2.0 2.0 2.0 1.0 1.0 1.0 -1.0843 2.0 3.0 1.0 3.0 3.0
-6.3243 1.0 2.0 2.0 1.0 2.0 2.0 -0.0836 4.0 2.0 1.0 3.0 3.0
-7.0549 2.0 1.0 2.0 1.0 1.0 2.0 -0.2884 2.0 1.0 1.0 3.0 3.0
-9.2713 2.0 3.0 2.0 3.0 2.0 3.0 -0.1006 1.0 2.0 2.0 3.0 3.0

-18.7788 1.0 3.0 1.0 2.0 2.0 3.0 0.5710 1.0 3.0 2.0 3.0 3.0
-7.7230 1.0 1.0 2.0 1.0 1.0 2.0 0.2776 2.0 3.0 2.0 3.0 3.0

-22.7230 2.0 3.0 2.0 2.0 1.0 3.0 -0.7561 4.0 4.0 2.0 3.0 3.0
-11.6609 1.0 2.0 2.0 2.0 1.0 2.0 1.5549 1.0 4.0 2.0 3.0 3.0 :: Y, X
1 2 3 4 5 6 7 :: VPR

-1.0 -1.0 -1.0 -1.0 -1.0 -1.0 -1.0 :: GAMMA(1:NVPR)

10.3 Program Results

nag_ml_hier_mixed_regsn (g02jec) Example Program Results

Number of observations (N) = 90
Number of random factors (NRF) = 55
Number of fixed factors (NFF) = 4
Number of subject levels (NLSV) = 3
Rank of X (RNKX) = 4
Effective N (EFFN) = 90
Number of nonzero variance components (NCOV) = 7
Parameter Estimates

Random Effects
Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 1)

Variable 3 (Level 1) 2.1566 3.7320
Variable 3 (Level 2) 1.7769 3.8543
Variable 4 (Level 1) 0.5583 3.0508

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 1)
Variable 4 (Level 3) 0.6776 3.0358

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 1)
Variable 3 (Level 1) 1.4448 3.3293
Variable 3 (Level 2) -2.8634 3.3533
Variable 4 (Level 1) 3.6811 2.2253
Variable 4 (Level 2) -1.9988 2.2929
Variable 4 (Level 3) -2.1281 1.9896

Subject: Variable 10 (Level 1) Variable 11 (Level 2) Variable 12 (Level 1)
Variable 3 (Level 1) -3.1562 3.8624
Variable 3 (Level 2) 2.8856 4.6985
Variable 4 (Level 1) -4.6811 2.2236
Variable 4 (Level 2) 5.5794 2.1390
Variable 4 (Level 3) -0.9832 2.2841

Subject: Variable 10 (Level 2) Variable 11 (Level 2) Variable 12 (Level 1)
Variable 3 (Level 1) 4.3449 3.6258
Variable 3 (Level 2) -4.4285 3.4096
Variable 4 (Level 1) -1.0798 3.1008
Variable 4 (Level 2) 1.0536 2.9612

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 1)
Variable 3 (Level 1) 0.4216 4.0146
Variable 3 (Level 2) 0.2268 3.4265
Variable 4 (Level 1) -1.0626 2.3505

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 1)
Variable 4 (Level 3) 1.2664 2.5276

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 1)
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Variable 3 (Level 1) 1.2785 3.4331
Variable 3 (Level 2) -1.6652 3.8605

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 1)
Variable 4 (Level 2) 0.7332 2.6958
Variable 4 (Level 3) -0.8547 2.7819

Subject: Variable 11 (Level 1) Variable 12 (Level 1)
Variable 5 (Level 1) -0.5540 2.8120
Variable 5 (Level 2) 1.9179 2.7500
Variable 6 (Level 1) 0.6925 3.6813
Variable 6 (Level 2) -2.2632 3.1202
Variable 6 (Level 3) 4.3216 3.1131

Subject: Variable 11 (Level 2) Variable 12 (Level 1)
Variable 5 (Level 1) 1.5151 2.9154
Variable 5 (Level 2) -1.7072 2.8715
Variable 6 (Level 1) 0.2154 3.9398
Variable 6 (Level 2) -3.7591 4.2153
Variable 6 (Level 3) 3.1563 4.7621

Subject: Variable 11 (Level 3) Variable 12 (Level 1)
Variable 5 (Level 1) 1.7892 3.1214
Variable 5 (Level 2) -1.6473 3.1579
Variable 6 (Level 1) -1.2268 3.8853
Variable 6 (Level 2) 4.6247 3.6412
Variable 6 (Level 3) -3.1117 3.1648

Subject: Variable 12 (Level 1)
Variable 7 0.6016 0.4634
Variable 8 (Level 1) 1.5887 1.2518
Variable 8 (Level 2) -0.7951 1.4856
Variable 8 (Level 3) 0.3798 1.6037
Variable 8 (Level 4) -0.8295 1.6629
Variable 9 (Level 1) 0.5197 1.5510
Variable 9 (Level 2) 0.0156 1.8248
Variable 9 (Level 3) -0.1723 1.8271
Variable 9 (Level 4) 0.4305 1.9494
Variable 9 (Level 5) -0.1412 2.0379

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 3 (Level 1) 6.3424 3.3173
Variable 3 (Level 2) 5.7538 3.3626

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 4 (Level 2) 2.5053 2.6520
Variable 4 (Level 3) 1.2953 2.6978

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 3 (Level 1) 1.6342 3.7874
Variable 3 (Level 2) -2.8693 3.8549
Variable 4 (Level 1) -0.9274 2.7266

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 2)
Variable 4 (Level 3) 0.5394 2.7100

Subject: Variable 10 (Level 1) Variable 11 (Level 2) Variable 12 (Level 2)
Variable 3 (Level 1) -10.2379 3.2977
Variable 3 (Level 2) 3.2457 4.0593
Variable 4 (Level 1) -2.8362 2.2599
Variable 4 (Level 2) 0.2805 2.9513
Variable 4 (Level 3) 0.3587 2.8663

Subject: Variable 10 (Level 2) Variable 11 (Level 2) Variable 12 (Level 2)
Variable 3 (Level 1) -1.3161 3.1545
Variable 3 (Level 2) 8.2719 3.9322
Variable 4 (Level 1) -0.4813 2.3705
Variable 4 (Level 2) 2.6668 2.4832

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 2)
Variable 3 (Level 1) 4.9485 3.9465
Variable 3 (Level 2) 0.0987 3.5531
Variable 4 (Level 1) 3.0791 2.1790
Variable 4 (Level 2) -1.9469 2.3796
Variable 4 (Level 3) 0.4536 2.1984

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 2)
Variable 3 (Level 1) -4.5419 3.2940
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Variable 3 (Level 2) -3.9095 4.0163
Variable 4 (Level 1) -0.4456 2.6194
Variable 4 (Level 2) -1.5462 2.6514
Variable 4 (Level 3) -0.6636 2.8738

Subject: Variable 11 (Level 1) Variable 12 (Level 2)
Variable 5 (Level 1) 4.9921 3.0570
Variable 5 (Level 2) 0.8986 3.0576
Variable 6 (Level 1) 7.0091 3.7851
Variable 6 (Level 2) -1.3173 3.1348
Variable 6 (Level 3) 6.1881 3.4928

Subject: Variable 11 (Level 2) Variable 12 (Level 2)
Variable 5 (Level 1) -0.3947 3.0751
Variable 5 (Level 2) 0.3750 3.0579
Variable 6 (Level 1) 6.9902 3.2654
Variable 6 (Level 2) -1.0683 3.5699
Variable 6 (Level 3) -5.9617 3.6688

Subject: Variable 11 (Level 3) Variable 12 (Level 2)
Variable 5 (Level 1) -1.0471 3.0732
Variable 5 (Level 2) -0.7991 2.9597
Variable 6 (Level 1) 2.7549 3.8142
Variable 6 (Level 2) -6.3441 3.2624
Variable 6 (Level 3) -0.1341 3.5956

Subject: Variable 12 (Level 2)
Variable 7 0.1533 0.5196
Variable 8 (Level 1) 1.6630 1.8224
Variable 8 (Level 2) -0.6835 1.6502
Variable 8 (Level 3) -0.0959 1.5604
Variable 8 (Level 4) 0.1696 1.4537
Variable 9 (Level 1) 1.0203 2.2901
Variable 9 (Level 2) 6.4354 1.7420
Variable 9 (Level 3) -1.5942 1.7761
Variable 9 (Level 4) 0.0955 1.9436
Variable 9 (Level 5) -3.9588 1.7124

Subject: Variable 10 (Level 1) Variable 11 (Level 1) Variable 12 (Level 3)
Variable 3 (Level 1) 10.9751 3.2085
Variable 3 (Level 2) -1.0674 3.7219
Variable 4 (Level 1) -2.8350 2.2037
Variable 4 (Level 2) 3.7075 2.7912
Variable 4 (Level 3) 2.2405 2.2796

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 3)
Variable 3 (Level 1) -6.2719 3.3190
Variable 3 (Level 2) -9.2923 3.7884
Variable 4 (Level 1) -2.8586 2.3728

Subject: Variable 10 (Level 2) Variable 11 (Level 1) Variable 12 (Level 3)
Variable 4 (Level 3) -2.0316 2.2895

Subject: Variable 10 (Level 1) Variable 11 (Level 2) Variable 12 (Level 3)
Variable 3 (Level 1) -3.3222 3.4246
Variable 3 (Level 2) -0.3111 3.2221
Variable 4 (Level 1) 1.6131 2.3970
Variable 4 (Level 2) -3.0099 2.9300
Variable 4 (Level 3) 0.2552 2.7229

Subject: Variable 10 (Level 2) Variable 11 (Level 2) Variable 12 (Level 3)
Variable 3 (Level 1) 6.6372 3.9751
Variable 3 (Level 2) -5.4249 3.4039
Variable 4 (Level 1) -3.2357 2.8565
Variable 4 (Level 2) 1.5313 2.8232
Variable 4 (Level 3) 2.0854 3.0661

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 3)
Variable 3 (Level 1) 8.5902 4.0894
Variable 3 (Level 2) -1.6058 3.2906
Variable 4 (Level 1) 3.2575 2.5450

Subject: Variable 10 (Level 1) Variable 11 (Level 3) Variable 12 (Level 3)
Variable 4 (Level 3) -1.0630 2.8692

Subject: Variable 10 (Level 2) Variable 11 (Level 3) Variable 12 (Level 3)
Variable 3 (Level 1) -4.5747 3.9475
Variable 3 (Level 2) -4.1752 3.0911
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Variable 4 (Level 1) 1.0578 2.5496
Variable 4 (Level 2) -4.4284 2.2029
Variable 4 (Level 3) 0.6214 2.5884

Subject: Variable 11 (Level 1) Variable 12 (Level 3)
Variable 5 (Level 1) 5.4387 3.0091
Variable 5 (Level 2) -8.5065 3.1099
Variable 6 (Level 1) -0.9179 3.7257
Variable 6 (Level 2) -2.4920 3.1176
Variable 6 (Level 3) -2.7772 3.4083

Subject: Variable 11 (Level 2) Variable 12 (Level 3)
Variable 5 (Level 1) 4.4193 3.1282
Variable 5 (Level 2) -5.7324 3.1435
Variable 6 (Level 1) -5.9992 3.1431
Variable 6 (Level 2) 5.5657 3.2599
Variable 6 (Level 3) -2.2147 3.1758

Subject: Variable 11 (Level 3) Variable 12 (Level 3)
Variable 5 (Level 1) 0.3594 2.9017
Variable 5 (Level 2) -1.3169 3.0004
Variable 6 (Level 1) 14.5815 3.8519
Variable 6 (Level 2) -5.2262 3.2578
Variable 6 (Level 3) -11.2864 3.1821

Subject: Variable 12 (Level 3)
Variable 7 -0.2970 0.5930
Variable 8 (Level 1) 2.6255 1.5201
Variable 8 (Level 2) 0.5048 1.7865
Variable 8 (Level 3) -0.1518 1.8905
Variable 8 (Level 4) -4.3754 1.4651
Variable 9 (Level 1) -4.4219 2.0532
Variable 9 (Level 2) 3.7058 1.9085
Variable 9 (Level 3) -1.7524 1.7894
Variable 9 (Level 4) 0.4339 1.8210
Variable 9 (Level 5) -0.6161 2.3700

Fixed Effects
Intercept 1.5913 2.4106
Variable 1 (Level 2) -1.5994 0.8183
Variable 2 (Level 2) -2.3793 1.0996
Variable 2 (Level 3) 0.5328 1.1677

Variance Components
Estimate Parameter Subject
36.38867 Variable 3 Variables 10 11 12
11.43322 Variable 4 Variables 10 11 12
19.73586 Variable 5 Variables 11 12
39.80174 Variable 6 Variables 11 12
0.41583 Variable 7 Variables 12
5.16442 Variable 8 Variables 12
9.79904 Variable 9 Variables 12

SIGMA**2 = 0.00042
-2LOG LIKELIHOOD = 617.11969
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NAG Library Function Document

nag_regsn_ridge_opt (g02kac)

1 Purpose

nag_regsn_ridge_opt (g02kac) calculates a ridge regression, optimizing the ridge parameter according to
one of four prediction error criteria.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_ridge_opt (Nag_OrderType order, Integer n, Integer m,
const double x[], Integer pdx, const Integer isx[], Integer ip,
double tau, const double y[], double *h, Nag_PredictError opt,
Integer *niter, double tol, double *nep, Nag_EstimatesOption orig,
double b[], double vif[], double res[], double *rss, Integer *df,
Nag_OptionLOO optloo, double perr[], NagError *fail)

3 Description

A linear model has the form:

y ¼ cþX� þ �;

where

y is an n by 1 matrix of values of a dependent variable;

c is a scalar intercept term;

X is an n by m matrix of values of independent variables;

� is an m by 1 matrix of unknown values of parameters;

� is an n by 1 matrix of unknown random errors such that variance of � ¼ �2I.

Let ~X be the mean-centred X and ~y the mean-centred y. Furthermore, ~X is scaled such that the
diagonal elements of the cross product matrix ~XT ~X are one. The linear model now takes the form:

~y ¼ ~X ~� þ �:

Ridge regression estimates the parameters ~� in a penalised least squares sense by finding the ~b that
minimizes

~X~b� ~y
�� ��2 þ h ~b

�� ��2; h > 0;

where �k k denotes the ‘2-norm and h is a scalar regularization or ridge parameter. For a given value of
h, the parameter estimates ~b are found by evaluating

~b ¼ ~XT ~X þ hI
� ��1 ~XT~y:

Note that if h ¼ 0 the ridge regression solution is equivalent to the ordinary least squares solution.

Rather than calculate the inverse of ( ~XT ~X þ hI) directly, nag_regsn_ridge_opt (g02kac) uses the
singular value decomposition (SVD) of ~X. After decomposing ~X into UDV T where U and V are
orthogonal matrices and D is a diagonal matrix, the parameter estimates become

~b ¼ V DTDþ hI
� ��1

DUT~y:
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A consequence of introducing the ridge parameter is that the effective number of parameters, �, in the
model is given by the sum of diagonal elements of

DTD DTDþ hI
� ��1

;

see Moody (1992) for details.

Any multi-collinearity in the design matrix X may be highlighted by calculating the variance inflation
factors for the fitted model. The jth variance inflation factor, vj, is a scaled version of the multiple
correlation coefficient between independent variable j and the other independent variables, Rj, and is
given by

vj ¼
1

1�Rj
; j ¼ 1; 2; . . . ;m:

The m variance inflation factors are calculated as the diagonal elements of the matrix:

~XT ~X þ hI
� ��1 ~XT ~X ~XT ~X þ hI

� ��1
;

which, using the SVD of ~X, is equivalent to the diagonal elements of the matrix:

V DTDþ hI
� ��1

DTD DTDþ hI
� ��1

V T:

Although parameter estimates ~b are calculated by using ~X, it is usual to report the parameter estimates b
associated with X. These are calculated from ~b, and the means and scalings of X. Optionally, either ~b or
b may be calculated.

The method can adopt one of four criteria to minimize while calculating a suitable value for h:

(a) Generalized cross-validation (GCV):

ns

n� �ð Þ2
;

(b) Unbiased estimate of variance (UEV):

s

n� �;

(c) Future prediction error (FPE):

1

n
sþ 2�s

n� �

� �
;

(d) Bayesian information criterion (BIC):

1

n
sþ log nð Þ�s

n� �

� �
;

where s is the sum of squares of residuals. However, the function returns all four of the above
prediction errors regardless of the one selected to minimize the ridge parameter, h. Furthermore, the
function will optionally return the leave-one-out cross-validation (LOOCV) prediction error.

4 References

Hastie T, Tibshirani R and Friedman J (2003) The Elements of Statistical Learning: Data Mining,
Inference and Prediction Springer Series in Statistics

Moody J.E. (1992) The effective number of parameters: An analysis of generalisation and regularisation
in nonlinear learning systems In: Neural Information Processing Systems (eds J E Moody, S J Hanson,
and R P Lippmann) 4 847–854 Morgan Kaufmann San Mateo CA
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

3: m – Integer Input

On entry: the number of independent variables available in the data matrix X.

Constraint: m � n.

4: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the values of independent variables in the data matrix X.

5: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

6: isx½m� – const Integer Input

On entry: indicates which m independent variables are included in the model.

isx½j� 1� ¼ 1
The jth variable in x will be included in the model.

isx½j� 1� ¼ 0
Variable j is excluded.

Constraint: isx½j � 1� ¼ 0 or 1, for j ¼ 1; 2; . . . ;m.

7: ip – Integer Input

On entry: m, the number of independent variables in the model.

Constraints:

1 � ip � m;
Exactly ip elements of isx must be equal to 1.
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8: tau – double Input

On entry: singular values less than tau of the SVD of the data matrix X will be set equal to zero.

Suggested value: tau ¼ 0:0.

Constraint: tau 	 0:0.

9: y½n� – const double Input

On entry: the n values of the dependent variable y.

10: h – double * Input/Output

On entry: an initial value for the ridge regression parameter h; used as a starting point for the
optimization.

Constraint: h > 0:0.

On exit: h is the optimized value of the ridge regression parameter h.

11: opt – Nag_PredictError Input

On entry: the measure of prediction error used to optimize the ridge regression parameter h. The
value of opt must be set equal to one of:

opt ¼ Nag GCV
Generalized cross-validation (GCV);

opt ¼ Nag UEV
Unbiased estimate of variance (UEV)

opt ¼ Nag FPE
Future prediction error (FPE)

opt ¼ Nag BIC
Bayesian information criteron (BIC).

Constraint: opt ¼ Nag GCV, Nag UEV, Nag FPE or Nag BIC.

12: niter – Integer * Input/Output

On entry: the maximum number of iterations allowed to optimize the ridge regression parameter
h.

Constraint: niter 	 1.

On exit: the number of iterations used to optimize the ridge regression parameter h within tol.

13: tol – double Input

On entry: iterations of the ridge regression parameter h will halt when consecutive values of h lie
within tol.

Constraint: tol > 0:0.

14: nep – double * Output

On exit: the number of effective parameters, �, in the model.

15: orig – Nag_EstimatesOption Input

On entry: if orig ¼ Nag EstimatesOrig, the parameter estimates b are calculated for the original
data; otherwise orig ¼ Nag EstimatesStand and the parameter estimates ~b are calculated for the
standardized data.

Constraint: orig ¼ Nag EstimatesOrig or Nag EstimatesStand.
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16: b½ipþ 1� – double Output

On exit: contains the intercept and parameter estimates for the fitted ridge regression model in the
order indicated by isx. The first element of b contains the estimate for the intercept; b½j� contains
the parameter estimate for the jth independent variable in the model, for j ¼ 1; 2; . . . ; ip.

17: vif½ip� – double Output

On exit: the variance inflation factors in the order indicated by isx. For the jth independent
variable in the model, vif½j � 1� is the value of vj , for j ¼ 1; 2; . . . ; ip.

18: res½n� – double Output

On exit: res½i � 1� is the value of the ith residual for the fitted ridge regression model, for
i ¼ 1; 2; . . . ;n.

19: rss – double * Output

On exit: the sum of squares of residual values.

20: df – Integer * Output

On exit: the degrees of freedom for the residual sum of squares rss.

21: optloo – Nag_OptionLOO Input

On entry: if optloo ¼ Nag WantLOO, the leave-one-out cross-validation estimate of prediction
error is calculated; otherwise no such estimate is calculated and optloo ¼ Nag NoLOO.

Constraint: optloo ¼ Nag NoLOO or Nag WantLOO.

22: perr½5� – double Output

On exit: the first four elements contain, in this order, the measures of prediction error: GCV,
UEV, FPE and BIC.

If optloo ¼ Nag WantLOO, perr½4� is the LOOCV estimate of prediction error; otherwise perr½4�
is not referenced.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_CONS

On entry, ip ¼ valueh i; m ¼ valueh i.
Constraint: 1 � ip � m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, niter ¼ valueh i.
Constraint: niter 	 1.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m � n.

On entry, pdx ¼ valueh i; n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

NE_INT_ARG_CONS

On entry, ip ¼ valueh i.
Constraint: sum isxð Þ ¼ ip.

NE_INT_ARRAY_VAL_1_OR_2

On entry, isx½ valueh i� ¼ valueh i.
Constraint: isx½j� 1� ¼ 0 or 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, h ¼ valueh i.
Constraint: h > 0:0.

On entry, tau ¼ valueh i.
Constraint: tau 	 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_SVD_FAIL

SVD failed to converge.

NW_TOO_MANY_ITER

Maximum number of iterations used.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_regsn_ridge_opt (g02kac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_regsn_ridge_opt (g02kac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_regsn_ridge_opt (g02kac) allocates internally max 5� n� 1ð Þ; 2� ip� ipð Þ þ nþ 3ð Þ � ipþ n
elements of double precision storage.

10 Example

This example reads in data from an experiment to model body fat, and a ridge regression is calculated
that optimizes GCV prediction error.

10.1 Program Text

/* nag_regsn_ridge_opt (g02kac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer df, i, ip, ip1, j, m, n, niter, one = 1;
Integer pdb, pdres, pdvif, pdx;
Integer *isx = 0;
/*Double scalar and array declarations */
double h, nep, rss, tau, tol;
double *b = 0, *perr = 0, *res = 0, *vif = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char sopt[40], sorig[40], soptloo[40];
/*NAG Types */
Nag_OrderType order;
Nag_PredictError opt;
Nag_EstimatesOption orig;
Nag_OptionLOO optloo;
NagError fail;

INIT_FAIL(fail);
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printf("%s\n", "nag_regsn_ridge_opt (g02kac) Example Program Results");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read in data and check array limits */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%39s %lf%" NAG_IFMT

"%39s %39s%*[^\n] ", &n, &m, &h, sopt, (unsigned)_countof(sopt),
&tol, &niter, sorig, (unsigned)_countof(sorig), soptloo,
(unsigned)_countof(soptloo));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%39s %lf%" NAG_IFMT "%39s %39s%*[^\n] ",

&n, &m, &h, sopt, &tol, &niter, sorig, soptloo);
#endif

opt = (Nag_PredictError) nag_enum_name_to_value(sopt);
orig = (Nag_EstimatesOption) nag_enum_name_to_value(sorig);
optloo = (Nag_OptionLOO) nag_enum_name_to_value(soptloo);

#ifdef NAG_COLUMN_MAJOR
pdx = n;

#define X(I, J) x[(J-1)*pdx + I-1]
order = Nag_ColMajor;

#else
pdx = m;

#define X(I, J) x[(I-1)*pdx + J-1]
order = Nag_RowMajor;

#endif
if (!(b = NAG_ALLOC(m + 1, double)) ||

!(perr = NAG_ALLOC(5, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(vif = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(pdx * (order == Nag_RowMajor ? n : m), double)) ||
!(y = NAG_ALLOC(n, double)) || !(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= n; i++) {

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s("%lf ", &X(i, j));
#else

scanf("%lf ", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf ", &y[i - 1]);
#else

scanf("%lf ", &y[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT " ", &isx[j]);
#else

scanf("%" NAG_IFMT " ", &isx[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Total number of variables. */
ip = 0;
for (j = 0; j < m; j++) {

if (isx[j] == 1)
ip = ip + 1;

}
#ifdef NAG_COLUMN_MAJOR

pdb = n;
pdres = n;
pdvif = ip;

#else
pdb = one;
pdres = one;
pdvif = one;

#endif
/* Tolerance for setting singular values of H to zero. */
tau = 0.00e0;
df = 0;
/* Call function. */
/*
* nag_regsn_ridge_opt (g02kac)
* Ridge regression
*/

nag_regsn_ridge_opt(order, n, m, x, pdx, isx, ip, tau, y, &h, opt, &niter,
tol, &nep, orig, b, vif, res, &rss, &df, optloo, perr,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_ridge_opt (g02kac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Print results: */
printf("\n");
printf("%s %10.4f\n", "Value of ridge parameter:", h);
printf("\n");
printf("%s %13.4e\n", "Sum of squares of residuals:", rss);
printf("%s %5" NAG_IFMT "\n", "Degrees of freedom: ", df);
printf("%s %10.4f\n", "Number of effective parameters:", nep);
printf("\n");
ip1 = ip + 1;
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip1, one,

b, pdb, "Parameter estimates", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%s%" NAG_IFMT "\n", "Number of iterations: ", niter);
printf("\n");
if (opt == Nag_GCV) {

printf("%s\n", "Ridge parameter minimises GCV");
}
else if (opt == Nag_UEV) {

printf("%s\n", "Ridge parameter minimises UEV");
}
else if (opt == Nag_FPE) {

printf("%s\n", "Ridge parameter minimises FPE");
}
else if (opt == Nag_BIC) {

printf("%s\n", "Ridge parameter minimises BIC");
}
printf("\n");
printf("%s\n", "Estimated prediction errors:");
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printf("%s %10.4f\n", "GCV =", perr[0]);
printf("%s %10.4f\n", "UEV =", perr[1]);
printf("%s %10.4f\n", "FPE =", perr[2]);
printf("%s %10.4f\n", "BIC =", perr[3]);
if (optloo == Nag_WantLOO) {

printf("%s %10.4f\n", "LOO CV =", perr[4]);
}
printf("\n");

/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, one,

res, pdres, "Residuals", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip, one,

vif, pdvif, "Variance inflation factors", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(b);
NAG_FREE(perr);
NAG_FREE(res);
NAG_FREE(vif);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_regsn_ridge_opt (g02kac) Example Program Data
20 3 0.5 Nag_GCV 1.0e-4 25
Nag_EstimatesStand
Nag_WantLOO : n, m, h, opt, tol, niter, orig, optloo
19.5 43.1 29.1 11.9
24.7 49.8 28.2 22.8
30.7 51.9 37.0 18.7
29.8 54.3 31.1 20.1
19.1 42.2 30.9 12.9
25.6 53.9 23.7 21.7
31.4 58.5 27.6 27.1
27.9 52.1 30.6 25.4
22.1 49.9 23.2 21.3
25.5 53.5 24.8 19.3
31.1 56.6 30.0 25.4
30.4 56.7 28.3 27.2
18.7 46.5 23.0 11.7
19.7 44.2 28.6 17.8
14.6 42.7 21.3 12.8
29.5 54.4 30.1 23.9
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27.7 55.3 25.7 22.6
30.2 58.6 24.6 25.4
22.7 48.2 27.1 14.8
25.2 51.0 27.5 21.1 : End of data
1 1 1 : isx

10.3 Program Results

nag_regsn_ridge_opt (g02kac) Example Program Results

Value of ridge parameter: 0.0712

Sum of squares of residuals: 1.0917e+02
Degrees of freedom: 16
Number of effective parameters: 2.9059

Parameter estimates
1

1 20.1950
2 9.7934
3 9.9576
4 -2.0125

Number of iterations: 6

Ridge parameter minimises GCV

Estimated prediction errors:
GCV = 7.4718
UEV = 6.3862
FPE = 7.3141
BIC = 8.2380
LOO CV = 7.5495

Residuals
1

1 -1.9894
2 3.5469
3 -3.0392
4 -3.0309
5 -0.1899
6 -0.3146
7 0.9775
8 4.0157
9 2.5332

10 -2.3560
11 0.5446
12 2.3989
13 -4.0876
14 3.2778
15 0.2894
16 0.7330
17 -0.7116
18 -0.6092
19 -2.9995
20 1.0110

Variance inflation factors
1

1 0.2928
2 0.4162
3 0.8089
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NAG Library Function Document

nag_regsn_ridge (g02kbc)

1 Purpose

nag_regsn_ridge (g02kbc) calculates a ridge regression, with ridge parameters supplied by you.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_ridge (Nag_OrderType order, Integer n, Integer m,
const double x[], Integer pdx, const Integer isx[], Integer ip,
const double y[], Integer lh, const double h[], double nep[],
Nag_ParaOption wantb, double b[], Integer pdb, Nag_VIFOption wantvf,
double vf[], Integer pdvf, Integer lpec, const Nag_PredictError pec[],
double pe[], Integer pdpe, NagError *fail)

3 Description

A linear model has the form:

y ¼ cþX� þ �;

where

y is an n by 1 matrix of values of a dependent variable;

c is a scalar intercept term;

X is an n by m matrix of values of independent variables;

� is a m by 1 matrix of unknown values of parameters;

� is an n by 1 matrix of unknown random errors such that variance of � ¼ �2I.

Let ~X be the mean-centred X and ~y the mean-centred y. Furthermore, ~X is scaled such that the
diagonal elements of the cross product matrix ~XT ~X are one. The linear model now takes the form:

~y ¼ ~X ~� þ �:

Ridge regression estimates the parameters ~� in a penalised least squares sense by finding the ~b that
minimizes

~X~b� ~y
�� ��2 þ h ~b

�� ��2; h > 0;

where �k k denotes the ‘2-norm and h is a scalar regularization or ridge parameter. For a given value of
h, the parameters estimates ~b are found by evaluating

~b ¼ ~XT ~X þ hI
� ��1 ~XT~y:

Note that if h ¼ 0 the ridge regression solution is equivalent to the ordinary least squares solution.

Rather than calculate the inverse of ( ~XT ~X þ hI) directly, nag_regsn_ridge (g02kbc) uses the singular
value decomposition (SVD) of ~X. After decomposing ~X into UDV T where U and V are orthogonal
matrices and D is a diagonal matrix, the parameter estimates become

~b ¼ V DTDþ hI
� ��1

DUT~y:

A consequence of introducing the ridge parameter is that the effective number of parameters, �, in the
model is given by the sum of diagonal elements of
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DTD DTDþ hI
� ��1

;

see Moody (1992) for details.

Any multi-collinearity in the design matrix X may be highlighted by calculating the variance inflation
factors for the fitted model. The jth variance inflation factor, vj, is a scaled version of the multiple
correlation coefficient between independent variable j and the other independent variables, Rj, and is
given by

vj ¼
1

1�Rj
; j ¼ 1; 2; . . . ;m:

The m variance inflation factors are calculated as the diagonal elements of the matrix:

~XT ~X þ hI
� ��1 ~XT ~X ~XT ~X þ hI

� ��1
;

which, using the SVD of ~X, is equivalent to the diagonal elements of the matrix:

V DTDþ hI
� ��1

DTD DTDþ hI
� ��1

V T:

Given a value of h, any or all of the following prediction criteria are available:

(a) Generalized cross-validation (GCV):

ns

n� �ð Þ2
;

(b) Unbiased estimate of variance (UEV):

s

n� �;

(c) Future prediction error (FPE):

1

n
sþ 2�s

n� �

� �
;

(d) Bayesian information criterion (BIC):

1

n
sþ log nð Þ�s

n� �

� �
;

(e) Leave-one-out cross-validation (LOOCV),

where s is the sum of squares of residuals.

Although parameter estimates ~b are calculated by using ~X, it is usual to report the parameter estimates b
associated with X. These are calculated from ~b, and the means and scalings of X. Optionally, either ~b or
b may be calculated.

4 References

Hastie T, Tibshirani R and Friedman J (2003) The Elements of Statistical Learning: Data Mining,
Inference and Prediction Springer Series in Statistics

Moody J.E. (1992) The effective number of parameters: An analysis of generalisation and regularisation
in nonlinear learning systems In: Neural Information Processing Systems (eds J E Moody, S J Hanson,
and R P Lippmann) 4 847–854 Morgan Kaufmann San Mateo CA

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

3: m – Integer Input

On entry: the number of independent variables available in the data matrix X.

Constraint: m � n.

4: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the values of independent variables in the data matrix X.

5: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

6: isx½m� – const Integer Input

On entry: indicates which m independent variables are included in the model.

isx½j� 1� ¼ 1
The jth variable in x will be included in the model.

isx½j� 1� ¼ 0
Variable j is excluded.

Constraint: isx½j � 1� ¼ 0 or 1, for j ¼ 1; 2; . . . ;m.

7: ip – Integer Input

On entry: m, the number of independent variables in the model.

Constraints:

1 � ip � m;
Exactly ip elements of isx must be equal to 1.

8: y½n� – const double Input

On entry: the n values of the dependent variable y.
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9: lh – Integer Input

On entry: the number of supplied ridge parameters.

Constraint: lh > 0.

10: h½lh� – const double Input

On entry: h½j� 1� is the value of the jth ridge parameter h.

Constraint: h½j � 1� 	 0:0, for j ¼ 1; 2; . . . ; lh.

11: nep½lh� – double Output

On exit: nep½j � 1� is the number of effective parameters, �, in the jth model, for j ¼ 1; 2; . . . ; lh.

12: wantb – Nag_ParaOption Input

On entry: defines the options for parameter estimates.

wantb ¼ Nag NoPara
Parameter estimates are not calculated and b is not referenced.

wantb ¼ Nag OrigPara
Parameter estimates b are calculated for the original data.

wantb ¼ Nag StandPara
Parameter estimates ~b are calculated for the standardized data.

Constraint: wantb ¼ Nag NoPara, Nag OrigPara or Nag StandPara.

13: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least

pdb� lh when wantb 6¼ Nag NoPara and order ¼ Nag ColMajor;
max 1; ðipþ 1Þ � pdbð Þ when wantb 6¼ Nag NoPara and order ¼ Nag RowMajor;
1 otherwise.

Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On exit: if wantb 6¼ Nag NoPara, b contains the intercept and parameter estimates for the fitted
ridge regression model in the order indicated by isx. B 1; jð Þ, for j ¼ 1; 2; . . . ; lh, contains the
estimate for the intercept; B i þ 1; jð Þ contains the parameter estimate for the ith independent
variable in the model fitted with ridge parameter h½j� 1�, for i ¼ 1; 2; . . . ; ip.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if wantb 6¼ Nag NoPara, pdb 	 ipþ 1;
otherwise pdb 	 1.;

if order ¼ Nag RowMajor,

if wantb 6¼ Nag NoPara, pdb 	 lh;
otherwise pdb 	 1..
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15: wantvf – Nag_VIFOption Input

On entry: defines the options for variance inflation factors.

wantvf ¼ Nag NoVIF
Variance inflation factors are not calculated and the array vf is not referenced.

wantvf ¼ Nag WantVIF
Variance inflation factors are calculated.

Constraints:

wantvf ¼ Nag NoVIF or Nag WantVIF;
if wantb ¼ Nag NoPara, wantvf ¼ Nag WantVIF.

16: vf½dim� – double Output

Note: the dimension, dim, of the array vf must be at least

pdvf � lh when wantvf 6¼ Nag NoVIF and order ¼ Nag ColMajor;
max 1; ip� pdvfð Þ when wantvf 6¼ Nag NoVIF and order ¼ Nag RowMajor;
1 otherwise.

Where VF i; jð Þ appears in this document, it refers to the array element

vf½ j� 1ð Þ � pdvf þ i� 1� when order ¼ Nag ColMajor;
vf½ i� 1ð Þ � pdvf þ j� 1� when order ¼ Nag RowMajor.

On exit: if wantvf ¼ Nag WantVIF, the variance inflation factors. For the ith independent
variable in a model fitted with ridge parameter h½j� 1�, VF i; jð Þ is the value of vi, for
i ¼ 1; 2; . . . ; ip.

17: pdvf – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vf.

Constraints:

if order ¼ Nag ColMajor,

if wantvf 6¼ Nag NoVIF, pdvf 	 ip;
otherwise pdvf 	 1.;

if order ¼ Nag RowMajor,

if wantvf 6¼ Nag NoVIF, pdvf 	 lh;
otherwise pdvf 	 1..

18: lpec – Integer Input

On entry: the number of prediction error statistics to return; set lpec � 0 for no prediction error
estimates.

19: pec½lpec� – const Nag_PredictError Input

On entry: if lpec > 0, pec½j � 1� defines the jth prediction error, for j ¼ 1; 2; . . . ; lpec; otherwise
pec is not referenced.

pec½j� 1� ¼ Nag BIC
Bayesian information criterion (BIC).

pec½j� 1� ¼ Nag FPE
Future prediction error (FPE).

pec½j� 1� ¼ Nag GCV
Generalized cross-validation (GCV).

pec½j� 1� ¼ Nag LOOCV
Leave-one-out cross-validation (LOOCV).
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pec½j� 1� ¼ Nag EUV
Unbiased estimate of variance (UEV).

Constraint: if lpec > 0, pec½j � 1� ¼ Nag BIC, Nag FPE, Nag GCV, Nag LOOCV or Nag EUV,
for j ¼ 1; 2; . . . ; lpec.

20: pe½dim� – double Output

Note: the dimension, dim, of the array pe must be at least

pdpe� lh when lpec > 0 and order ¼ Nag ColMajor;
max 1; lpec� pdpeð Þ when lpec > 0 and order ¼ Nag RowMajor;
1 otherwise.

Where PE i; jð Þ appears in this document, it refers to the array element

pe½ j� 1ð Þ � pdpeþ i� 1� when order ¼ Nag ColMajor;
pe½ i� 1ð Þ � pdpeþ j� 1� when order ¼ Nag RowMajor.

On exit: if lpec � 0, pe is not referenced; otherwise PE i; jð Þ contains the prediction error of
criterion pec½i � 1� for the model fitted with ridge parameter h½j � 1�, for i ¼ 1; 2; . . . ; lpec and
j ¼ 1; 2; . . . ; lh.

21: pdpe – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array pe.

Constraints:

if order ¼ Nag ColMajor,

if lpec > 0, pdpe 	 lpec;
otherwise pdpe 	 1.;

if order ¼ Nag RowMajor,

if lpec > 0, pdpe 	 lh;
otherwise pdpe 	 1..

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, wantb ¼ Nag NoPara and wantvf ¼ Nag NoVIF.

NE_ENUM_INT_2

On entry, pdb ¼ valueh i and ip ¼ valueh i.
Constraint: if wantb 6¼ Nag NoPara, pdb 	 ipþ 1.
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On entry, pdvf ¼ valueh i and ip ¼ valueh i.
Constraint: if wantvf 6¼ Nag NoVIF, pdvf 	 ip.

On entry, wantb ¼ valueh i, pdb ¼ valueh i, lh ¼ valueh i.
Constraint: if wantb 6¼ Nag NoPara, pdb 	 lh;
otherwise pdb 	 1.

On entry, wantvf ¼ valueh i, pdvf ¼ valueh i, lh ¼ valueh i.
Constraint: if wantvf 6¼ Nag NoVIF, pdvf 	 lh;
otherwise pdvf 	 1.

NE_INT

On entry, lh ¼ valueh i.
Constraint: lh > 0.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: m � n.

On entry, pdpe ¼ valueh i and lpec ¼ valueh i.
Constraint: pdpe 	 lpec.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INT_3

On entry, pdpe ¼ valueh i, lpec ¼ valueh i and lh ¼ valueh i.
Constraint: if lpec > 0, pdpe 	 lh;
otherwise pdpe 	 1.

NE_INT_ARG_CONS

ip does not equal the sum of elements in isx.

NE_INT_ARRAY_VAL_1_OR_2

On entry, isx½i� 1� 6¼ 0 or 1 for at least one i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY_CONS

On entry, h½i� 1� < 0 for at least one i.
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7 Accuracy

The accuracy of nag_regsn_ridge (g02kbc) is closely related to that of the singular value
decomposition.

8 Parallelism and Performance

nag_regsn_ridge (g02kbc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_regsn_ridge (g02kbc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_regsn_ridge (g02kbc) allocates internally max 5� n� 1ð Þ; 2� ip� ipð Þ þ nþ 3ð Þ � ipþ n ele-
ments of double precision storage.

10 Example

This example reads in data from an experiment to model body fat, and a selection of ridge regression
models are calculated.

10.1 Program Text

/* nag_regsn_ridge (g02kbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ip, ip1, j, lh, lpec, m, n, pl;
Integer pdb, pdpe, pdvf, pdx;
Integer *isx = 0;
/*Double scalar and array declarations */
double *b = 0, *h = 0, *nep = 0, *pe = 0, *vf = 0, *x = 0, *y = 0;
/*Character scalar and array declarations */
char spec[40], swantb[40];
/*NAG Types */
Nag_OrderType order;
Nag_ParaOption wantb;
Nag_VIFOption wantvf;
Nag_PredictError *pec = 0;
NagError fail;

INIT_FAIL(fail);
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printf("%s\n", "nag_regsn_ridge (g02kbc) Example Program Results");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read in the problem size information */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s%*[^\n] ",

&n, &m, &lh, &lpec, swantb, (unsigned)_countof(swantb));
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s%*[^\n] ",
&n, &m, &lh, &lpec, swantb);

#endif
wantb = (Nag_ParaOption) nag_enum_name_to_value(swantb);
if (!(isx = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read in the ISX flags */
for (i = 0; i < m; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &isx[i]);

#else
scanf("%" NAG_IFMT " ", &isx[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Total number of variables */
ip = 0;
for (j = 0; j < m; j++) {

if (isx[j] == 1)
ip = ip + 1;

}
#ifdef NAG_COLUMN_MAJOR

pdb = ip + 1;
#define B(I, J) b[(J-1)*pdb + I-1]

pdpe = lpec;
#define PE(I, J) pe[(J-1)*pdpe + I-1]

pdvf = ip;
#define VF(I, J) vf[(J-1)*pdvf + I-1]

pdx = n;
#define X(I, J) x[(J-1)*pdx + I-1]

order = Nag_ColMajor;
#else

pdb = lh;
#define B(I, J) b[(I-1)*pdb + J-1]

pdpe = lh;
#define PE(I, J) pe[(I-1)*pdpe + J-1]

pdvf = lh;
#define VF(I, J) vf[(I-1)*pdvf + J-1]

pdx = m;
#define X(I, J) x[(I-1)*pdx + J-1]

order = Nag_RowMajor;
#endif

if (!(b = NAG_ALLOC(pdb * (order == Nag_RowMajor ? (ip + 1) : lh), double))
|| !(h = NAG_ALLOC(lh, double)) || !(nep = NAG_ALLOC(lh, double))
|| !(pe = NAG_ALLOC(pdpe * (order == Nag_RowMajor ? lpec : lh), double))
|| !(vf = NAG_ALLOC(pdvf * (order == Nag_RowMajor ? ip : lh), double))
|| !(x = NAG_ALLOC(pdx * (order == Nag_RowMajor ? n : m), double))
|| !(y = NAG_ALLOC(n, double))
|| !(pec = NAG_ALLOC(lpec, Nag_PredictError)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
/* Read in the data */
if (lpec > 0) {

for (i = 0; i < lpec; i++) {
#ifdef _WIN32

scanf_s("%39s ", spec, (unsigned)_countof(spec));
#else

scanf("%39s ", spec);
#endif

pec[i] = (Nag_PredictError) nag_enum_name_to_value(spec);
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
for (i = 1; i <= n; i++) {

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s("%lf ", &X(i, j));
#else

scanf("%lf ", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf ", &y[i - 1]);
#else

scanf("%lf ", &y[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the ridge coefficients */
for (i = 0; i < lh; i++)

#ifdef _WIN32
scanf_s("%lf ", &h[i]);

#else
scanf("%lf ", &h[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Output the variance inflation factors and parameter estimates */
wantvf = Nag_WantVIF;
/* Run the analysis */
/*
* nag_regsn_ridge (g02kbc)
* Ridge regression
*/

nag_regsn_ridge(order, n, m, x, pdx, isx, ip, y, lh, h, nep, wantb, b, pdb,
wantvf, vf, pdvf, lpec, pec, pe, pdpe, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_ridge (g02kbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Output results */
ip1 = ip - 1;
/* Summaries */
printf("%s%10" NAG_IFMT "\n", "Number of parameters used = ", ip + 1);
printf("%s\n", "Effective number of parameters (NEP):");
printf("%s\n", " Ridge ");
printf("%s%s\n", " Coeff. ", "NEP");
for (i = 1; i <= lh; i++)

printf(" %10.4f %10.4f\n", h[i - 1], nep[i - 1]);
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/* Parameter estimates */
if (wantb != Nag_NoPara) {

printf("\n");
if (wantb == Nag_OrigPara) {

printf("%s\n", "Parameter Estimates (Original scalings)");
}
else {

printf("%s\n", "Parameter Estimates (Standarised)");
}
pl = MIN(ip, 4);
printf("%s\n", " Ridge ");
printf("%s ", " Coeff. ");
printf("%s ", "Intercept ");
for (i = 1; i <= pl; i++)

printf("%10" NAG_IFMT "%s", i, i % 4 ? " " : "\n");
printf("\n");
if (pl < ip1) {

for (i = pl + 1; i <= ip1; i++)
printf("%10" NAG_IFMT "%s", i, i % 5 ? " " : "\n");

printf("\n");
}
pl = MIN(ip + 1, 5);
for (i = 1; i <= lh; i++) {

printf("%10.4f", h[i - 1]);
for (j = 1; j <= pl; j++)

printf("%10.4f%s", B(j, i), j % 5 ? " " : "\n");
printf("\n");
if (pl < ip) {

for (j = pl + 1; j <= ip; j++)
printf("%10.4f%s", B(j, i), j % 5 ? " " : "\n");

printf("\n");
}

}
}
/* Variance inflation factors */
if (wantvf != Nag_NoVIF) {

printf("\n");
printf("%s\n", "Variance Inflation Factors");
pl = MIN(ip, 5);
printf("%s\n", " Ridge ");
printf("%s", " Coeff. ");
for (i = 1; i <= pl; i++)

printf("%10" NAG_IFMT "%s", i, i % 5 ? " " : "\n");
printf("\n");
if (pl < ip) {

for (i = pl + 1; i <= ip; i++)
printf("%10" NAG_IFMT "%s", i, i % 5 ? " " : "\n");

printf("\n");
}
for (i = 1; i <= lh; i++) {

printf("%10.4f", h[i - 1]);
for (j = 1; j <= pl; j++)

printf("%10.4f%s", VF(j, i), j % 5 ? " " : "\n");
printf("\n");
if (pl < ip) {

for (j = pl + 1; j <= ip; j++)
printf("%10.4f%s", VF(j, i), j % 5 ? " " : "\n");

printf("\n");
}

}
}
/* Prediction error criterion */
if (lpec > 0) {

printf("\n");
printf("%s\n", "Prediction error criterion");
pl = MIN(lpec, 5);
printf("%s\n", " Ridge ");
printf("%s", " Coeff. ");
for (i = 1; i <= pl; i++)

printf("%10" NAG_IFMT "%s", i, i % 5 ? " " : "\n");
printf("\n");
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if (pl < lpec) {
for (i = pl + 1; i <= lpec; i++)

printf("%10" NAG_IFMT "%s", i, i % 5 ? " " : "\n");
printf("\n");

}
for (i = 1; i <= lh; i++) {

printf("%10.4f", h[i - 1]);
for (j = 1; j <= pl; j++)

printf("%10.4f%s", PE(j, i), j % 5 ? " " : "\n");
if (pl < ip) {

for (j = pl + 1; j <= ip; j++)
printf("%10.4f%s", PE(j, i), j % 5 ? " " : "\n");

}
}
printf("\n");
printf("%s\n", "Key:");
for (i = 1; i <= lpec; i++) {

if (pec[i - 1] == Nag_LOOCV) {
printf(" %5" NAG_IFMT " Leave one out cross-validation\n", i);

}
else if (pec[i - 1] == Nag_GCV) {

printf(" %5" NAG_IFMT " Generalized cross-validation\n", i);
}
else if (pec[i - 1] == Nag_EUV) {

printf(" %5" NAG_IFMT " Unbiased estimate of variance\n", i);
}
else if (pec[i - 1] == Nag_FPE) {

printf(" %5" NAG_IFMT " Final prediction error\n", i);
}
else if (pec[i - 1] == Nag_BIC) {

printf(" %5" NAG_IFMT " Bayesian information criterion\n", i);
}

}
}

END:
NAG_FREE(b);
NAG_FREE(h);
NAG_FREE(nep);
NAG_FREE(pe);
NAG_FREE(vf);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(isx);
NAG_FREE(pec);

return exit_status;
}

10.2 Program Data

nag_regsn_ridge (g02kbc) Example Program Data
20 3 16 5 Nag_OrigPara : n, m, lh, lpec, wantb
1 1 1 : isx
Nag_LOOCV Nag_GCV Nag_EUV Nag_FPE Nag_BIC : pec

19.5 43.1 29.1 11.9
24.7 49.8 28.2 22.8
30.7 51.9 37.0 18.7
29.8 54.3 31.1 20.1
19.1 42.2 30.9 12.9
25.6 53.9 23.7 21.7
31.4 58.5 27.6 27.1
27.9 52.1 30.6 25.4
22.1 49.9 23.2 21.3
25.5 53.5 24.8 19.3
31.1 56.6 30.0 25.4
30.4 56.7 28.3 27.2
18.7 46.5 23.0 11.7
19.7 44.2 28.6 17.8
14.6 42.7 21.3 12.8
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29.5 54.4 30.1 23.9
27.7 55.3 25.7 22.6
30.2 58.6 24.6 25.4
22.7 48.2 27.1 14.8
25.2 51.0 27.5 21.1 : End of observations

0.0 0.002 0.004 0.006 0.008 0.010 0.012 0.014 0.016 0.018 0.020 0.022
0.024 0.026 0.028 0.030 : Ridge co-efficients

10.3 Program Results

nag_regsn_ridge (g02kbc) Example Program Results
Number of parameters used = 4
Effective number of parameters (NEP):

Ridge
Coeff. NEP

0.0000 4.0000
0.0020 3.2634
0.0040 3.1475
0.0060 3.0987
0.0080 3.0709
0.0100 3.0523
0.0120 3.0386
0.0140 3.0278
0.0160 3.0189
0.0180 3.0112
0.0200 3.0045
0.0220 2.9984
0.0240 2.9928
0.0260 2.9876
0.0280 2.9828
0.0300 2.9782

Parameter Estimates (Original scalings)
Ridge
Coeff. Intercept 1 2 3
0.0000 117.0847 4.3341 -2.8568 -2.1861
0.0020 22.2748 1.4644 -0.4012 -0.6738
0.0040 7.7209 1.0229 -0.0242 -0.4408
0.0060 1.8363 0.8437 0.1282 -0.3460
0.0080 -1.3396 0.7465 0.2105 -0.2944
0.0100 -3.3219 0.6853 0.2618 -0.2619
0.0120 -4.6734 0.6432 0.2968 -0.2393
0.0140 -5.6511 0.6125 0.3222 -0.2228
0.0160 -6.3891 0.5890 0.3413 -0.2100
0.0180 -6.9642 0.5704 0.3562 -0.1999
0.0200 -7.4236 0.5554 0.3681 -0.1916
0.0220 -7.7978 0.5429 0.3779 -0.1847
0.0240 -8.1075 0.5323 0.3859 -0.1788
0.0260 -8.3673 0.5233 0.3926 -0.1737
0.0280 -8.5874 0.5155 0.3984 -0.1693
0.0300 -8.7758 0.5086 0.4033 -0.1653

Variance Inflation Factors
Ridge
Coeff. 1 2 3

0.0000 708.8429 564.3434 104.6060
0.0020 50.5592 40.4483 8.2797
0.0040 16.9816 13.7247 3.3628
0.0060 8.5033 6.9764 2.1185
0.0080 5.1472 4.3046 1.6238
0.0100 3.4855 2.9813 1.3770
0.0120 2.5434 2.2306 1.2356
0.0140 1.9581 1.7640 1.1463
0.0160 1.5698 1.4541 1.0859
0.0180 1.2990 1.2377 1.0428
0.0200 1.1026 1.0805 1.0105
0.0220 0.9556 0.9627 0.9855
0.0240 0.8427 0.8721 0.9655
0.0260 0.7541 0.8007 0.9491
0.0280 0.6832 0.7435 0.9353
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0.0300 0.6257 0.6969 0.9235

Prediction error criterion
Ridge
Coeff. 1 2 3 4 5

0.0000 8.0368 7.6879 6.1503 7.3804 8.6052
0.0020 7.5464 7.4238 6.2124 7.2261 8.2355
0.0040 7.5575 7.4520 6.2793 7.2675 8.2515
0.0060 7.5656 7.4668 6.3100 7.2876 8.2611
0.0080 7.5701 7.4749 6.3272 7.2987 8.2661
0.0100 7.5723 7.4796 6.3381 7.3053 8.2685
0.0120 7.5732 7.4823 6.3455 7.3095 8.2695
0.0140 7.5734 7.4838 6.3508 7.3122 8.2696
0.0160 7.5731 7.4845 6.3548 7.3140 8.2691
0.0180 7.5724 7.4848 6.3578 7.3151 8.2683
0.0200 7.5715 7.4847 6.3603 7.3158 8.2671
0.0220 7.5705 7.4843 6.3623 7.3161 8.2659
0.0240 7.5694 7.4838 6.3639 7.3162 8.2645
0.0260 7.5682 7.4832 6.3654 7.3162 8.2630
0.0280 7.5669 7.4825 6.3666 7.3161 8.2615
0.0300 7.5657 7.4818 6.3677 7.3159 8.2600

Key:
1 Leave one out cross-validation
2 Generalized cross-validation
3 Unbiased estimate of variance
4 Final prediction error
5 Bayesian information criterion
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NAG Library Function Document

nag_pls_orth_scores_svd (g02lac)

1 Purpose

nag_pls_orth_scores_svd (g02lac) fits an orthogonal scores partial least squares (PLS) regression by
using singular value decomposition.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_pls_orth_scores_svd (Nag_OrderType order, Integer n, Integer mx,
const double x[], Integer pdx, const Integer isx[], Integer ip,
Integer my, const double y[], Integer pdy, double xbar[], double ybar[],
Nag_ScalePredictor iscale, double xstd[], double ystd[], Integer maxfac,
double xres[], Integer pdxres, double yres[], Integer pdyres,
double w[], Integer pdw, double p[], Integer pdp, double t[],
Integer pdt, double c[], Integer pdc, double u[], Integer pdu,
double xcv[], double ycv[], Integer pdycv, NagError *fail)

3 Description

Let X1 be the mean-centred n by m data matrix X of n observations on m predictor variables. Let Y1
be the mean-centred n by r data matrix Y of n observations on r response variables.

The first of the k factors PLS methods extract from the data predicts both X1 and Y1 by regressing on t1
a column vector of n scores:

X̂1 ¼ t1pT1
Ŷ1 ¼ t1cT1 ; with tT1 t1 ¼ 1;

where the column vectors of m x-loadings p1 and r y-loadings c1 are calculated in the least squares
sense:

pT1 ¼ tT1X1
cT1 ¼ tT1Y1:

The x-score vector t1 ¼ X1w1 is the linear combination of predictor data X1 that has maximum
covariance with the y-scores u1 ¼ Y1c1, where the x-weights vector w1 is the normalised first left
singular vector of XT

1Y1.

The method extracts subsequent PLS factors by repeating the above process with the residual matrices:

Xi ¼ Xi�1 � X̂i�1
Yi ¼ Yi�1 � Ŷi�1; i ¼ 2; 3; . . . ; k;

and with orthogonal scores:

tTi tj ¼ 0; j ¼ 1; 2; . . . ; i� 1:

Optionally, in addition to being mean-centred, the data matrices X1 and Y1 may be scaled by standard
deviations of the variables. If data are supplied mean-centred, the calculations are not affected within
numerical accuracy.

4 References

None.
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

3: mx – Integer Input

On entry: the number of predictor variables.

Constraint: mx > 1.

4: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mxð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation on the jth predictor variable, for i ¼ 1; 2; . . . ;n
and j ¼ 1; 2; . . . ;mx.

5: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 mx.

6: isx½mx� – const Integer Input

On entry: indicates which predictor variables are to be included in the model.

isx½j� 1� ¼ 1
The jth predictor variable (with variates in the jth column of X) is included in the model.

isx½j� 1� ¼ 0
Otherwise.

Constraint: the sum of elements in isx must equal ip.

7: ip – Integer Input

On entry: m, the number of predictor variables in the model.

Constraint: 1 < ip � mx.
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8: my – Integer Input

On entry: r, the number of response variables.

Constraint: my 	 1.

9: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least

max 1;pdy�myð Þ when order ¼ Nag ColMajor;
max 1;n� pdyð Þ when order ¼ Nag RowMajor.

Where Y i; jð Þ appears in this document, it refers to the array element

y½ j� 1ð Þ � pdyþ i� 1� when order ¼ Nag ColMajor;
y½ i� 1ð Þ � pdyþ j� 1� when order ¼ Nag RowMajor.

On entry: Y i; jð Þ must contain the ith observation for the jth response variable, for i ¼ 1; 2; . . . ;n
and j ¼ 1; 2; . . . ;my.

10: pdy – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array y.

Constraints:

if order ¼ Nag ColMajor, pdy 	 n;
if order ¼ Nag RowMajor, pdy 	 my.

11: xbar½ip� – double Output

On exit: mean values of predictor variables in the model.

12: ybar½my� – double Output

On exit: the mean value of each response variable.

13: iscale – Nag_ScalePredictor Input

On entry: indicates how predictor variables are scaled.

iscale ¼ Nag PredStdScale
Data are scaled by the standard deviation of variables.

iscale ¼ Nag PredUserScale
Data are scaled by user-supplied scalings.

iscale ¼ Nag PredNoScale
No scaling.

Constraint: iscale ¼ Nag PredNoScale, Nag PredStdScale or Nag PredUserScale.

14: xstd½ip� – double Input/Output

On entry: if iscale ¼ Nag PredUserScale, xstd½j � 1� must contain the user-supplied scaling for
the jth predictor variable in the model, for j ¼ 1; 2; . . . ; ip. Otherwise xstd need not be set.

On exit: if iscale ¼ Nag PredStdScale, standard deviations of predictor variables in the model.
Otherwise xstd is not changed.

15: ystd½my� – double Input/Output

On entry: if iscale ¼ Nag PredUserScale, ystd½j � 1� must contain the user-supplied scaling for
the jth response variable in the model, for j ¼ 1; 2; . . . ;my. Otherwise ystd need not be set.
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On exit: if iscale ¼ Nag PredStdScale, the standard deviation of each response variable.
Otherwise ystd is not changed.

16: maxfac – Integer Input

On entry: k, the number of latent variables to calculate.

Constraint: 1 � maxfac � ip.

17: xres½dim� – double Output

Note: the dimension, dim, of the array xres must be at least

max 1;pdxres� ipð Þ when order ¼ Nag ColMajor;
max 1;n� pdxresð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix is stored in

xres½ j� 1ð Þ � pdxresþ i� 1� when order ¼ Nag ColMajor;
xres½ i� 1ð Þ � pdxresþ j� 1� when order ¼ Nag RowMajor.

On exit: the predictor variables' residual matrix Xk.

18: pdxres – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array xres.

Constraints:

if order ¼ Nag ColMajor, pdxres 	 n;
if order ¼ Nag RowMajor, pdxres 	 ip.

19: yres½dim� – double Output

Note: the dimension, dim, of the array yres must be at least

max 1;pdyres�myð Þ when order ¼ Nag ColMajor;
max 1;n� pdyresð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix is stored in

yres½ j� 1ð Þ � pdyresþ i� 1� when order ¼ Nag ColMajor;
yres½ i� 1ð Þ � pdyresþ j� 1� when order ¼ Nag RowMajor.

On exit: the residuals for each response variable, Yk.

20: pdyres – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array yres.

Constraints:

if order ¼ Nag ColMajor, pdyres 	 n;
if order ¼ Nag RowMajor, pdyres 	 my.

21: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least

max 1;pdw�maxfacð Þ when order ¼ Nag ColMajor;
max 1; ip� pdwð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix W is stored in

w½ j� 1ð Þ � pdwþ i� 1� when order ¼ Nag ColMajor;
w½ i� 1ð Þ � pdwþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of W contains the x-weights wj , for j ¼ 1; 2; . . . ;maxfac.
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22: pdw – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array w.

Constraints:

if order ¼ Nag ColMajor, pdw 	 ip;
if order ¼ Nag RowMajor, pdw 	 maxfac.

23: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least

max 1;pdp�maxfacð Þ when order ¼ Nag ColMajor;
max 1; ip� pdpð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix P is stored in

p½ j� 1ð Þ � pdpþ i� 1� when order ¼ Nag ColMajor;
p½ i� 1ð Þ � pdpþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of P contains the x-loadings pj , for j ¼ 1; 2; . . . ;maxfac.

24: pdp – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array p.

Constraints:

if order ¼ Nag ColMajor, pdp 	 ip;
if order ¼ Nag RowMajor, pdp 	 maxfac.

25: t½dim� – double Output

Note: the dimension, dim, of the array t must be at least

max 1;pdt�maxfacð Þ when order ¼ Nag ColMajor;
max 1;n� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of T contains the x-scores tj , for j ¼ 1; 2; . . . ;maxfac.

26: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 n;
if order ¼ Nag RowMajor, pdt 	 maxfac.

27: c½dim� – double Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc�maxfacð Þ when order ¼ Nag ColMajor;
max 1;my� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.
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On exit: the jth column of C contains the y-loadings cj , for j ¼ 1; 2; . . . ;maxfac.

28: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 my;
if order ¼ Nag RowMajor, pdc 	 maxfac.

29: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�maxfacð Þ when order ¼ Nag ColMajor;
max 1;n� pduð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of U contains the y-scores uj , for j ¼ 1; 2; . . . ;maxfac.

30: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor, pdu 	 n;
if order ¼ Nag RowMajor, pdu 	 maxfac.

31: xcv½maxfac� – double Output

On exit: xcv½j � 1� contains the cumulative percentage of variance in the predictor variables
explained by the first j factors, for j ¼ 1; 2; . . . ;maxfac.

32: ycv½dim� – double Output

Note: the dimension, dim, of the array ycv must be at least

max 1;pdycv�myð Þ when order ¼ Nag ColMajor;
max 1;maxfac� pdycvð Þ when order ¼ Nag RowMajor.

Where YCV i; jð Þ appears in this document, it refers to the array element

ycv½ j� 1ð Þ � pdycvþ i� 1� when order ¼ Nag ColMajor;
ycv½ i� 1ð Þ � pdycvþ j� 1� when order ¼ Nag RowMajor.

On exit: YCV i; jð Þ is the cumulative percentage of variance of the jth response variable
explained by the first i factors, for i ¼ 1; 2; . . . ;maxfac and j ¼ 1; 2; . . . ;my.

33: pdycv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array ycv.

Constraints:

if order ¼ Nag ColMajor, pdycv 	 maxfac;
if order ¼ Nag RowMajor, pdycv 	 my.
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34: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, mx ¼ valueh i.
Constraint: mx > 1.

On entry, my ¼ valueh i.
Constraint: my 	 1.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdp ¼ valueh i.
Constraint: pdp > 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdw ¼ valueh i.
Constraint: pdw > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

On entry, pdxres ¼ valueh i.
Constraint: pdxres > 0.

On entry, pdy ¼ valueh i.
Constraint: pdy > 0.

On entry, pdycv ¼ valueh i.
Constraint: pdycv > 0.

On entry, pdyres ¼ valueh i.
Constraint: pdyres > 0.

NE_INT_2

On entry, ip ¼ valueh i and mx ¼ valueh i.
Constraint: 1 < ip � mx.

On entry, maxfac ¼ valueh i and ip ¼ valueh i.
Constraint: 1 � maxfac � ip.
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On entry, pdc ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdc 	 maxfac.

On entry, pdc ¼ valueh i and my ¼ valueh i.
Constraint: pdc 	 my.

On entry, pdp ¼ valueh i and ip ¼ valueh i.
Constraint: pdp 	 ip.

On entry, pdp ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdp 	 maxfac.

On entry, pdt ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdt 	 maxfac.

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 n.

On entry, pdu ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdu 	 maxfac.

On entry, pdu ¼ valueh i and n ¼ valueh i.
Constraint: pdu 	 n.

On entry, pdw ¼ valueh i and ip ¼ valueh i.
Constraint: pdw 	 ip.

On entry, pdw ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdw 	 maxfac.

On entry, pdx ¼ valueh i and mx ¼ valueh i.
Constraint: pdx 	 mx.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdxres ¼ valueh i and ip ¼ valueh i.
Constraint: pdxres 	 ip.

On entry, pdxres ¼ valueh i and n ¼ valueh i.
Constraint: pdxres 	 n.

On entry, pdy ¼ valueh i and my ¼ valueh i.
Constraint: pdy 	 my.

On entry, pdy ¼ valueh i and n ¼ valueh i.
Constraint: pdy 	 n.

On entry, pdycv ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdycv 	 maxfac.

On entry, pdycv ¼ valueh i and my ¼ valueh i.
Constraint: pdycv 	 my.

On entry, pdyres ¼ valueh i and my ¼ valueh i.
Constraint: pdyres 	 my.

On entry, pdyres ¼ valueh i and n ¼ valueh i.
Constraint: pdyres 	 n.

NE_INT_ARG_CONS

On entry, ip is not equal to the sum of isx elements: ip ¼ valueh i, sum isxð Þ ¼ valueh i.

NE_INT_ARRAY_VAL_1_OR_2

On entry, element valueh i of isx is invalid.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computed singular value decomposition is nearly the exact singular value decomposition for a
nearby matrix Aþ Eð Þ, where

Ek k2 ¼ O �ð Þ Ak k2;

and � is the machine precision.

8 Parallelism and Performance

nag_pls_orth_scores_svd (g02lac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pls_orth_scores_svd (g02lac) allocates internally 2mrþAþmax 3 AþBð Þ; 5Að Þ þ r elements of
double storage, where A ¼ min m; rð Þ and B ¼ max m; rð Þ.

10 Example

This example reads in data from an experiment to measure the biological activity in a chemical
compound, and a PLS model is estimated.

10.1 Program Text

/* nag_pls_orth_scores_svd (g02lac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
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Integer i, ip, j, maxfac, mx, my, n;
Integer pdc, pdp, pdt, pdu, pdw, pdx, pdxres, pdy, pdycv, pdyres;
Integer *isx = 0;
/*Double scalar and array declarations */
double *c = 0, *p = 0, *t = 0, *u = 0, *w = 0, *x = 0, *xbar = 0;
double *xcv = 0, *xres = 0, *xstd = 0, *y = 0, *ybar = 0;
double *ycv = 0, *yres = 0, *ystd = 0;
/*Character scalar and array declarations */
char sscale[40];
/*NAG Types */
Nag_OrderType order;
Nag_ScalePredictor scale;
NagError fail;

INIT_FAIL(fail);

printf("nag_pls_orth_scores_svd (g02lac) Example Program Results\n");
/* Skip header in data file. */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read data values. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s %" NAG_IFMT "%*[^\n] ",

&n, &mx, &my, sscale, (unsigned)_countof(sscale), &maxfac);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s %" NAG_IFMT "%*[^\n] ",
&n, &mx, &my, sscale, &maxfac);

#endif
scale = (Nag_ScalePredictor) nag_enum_name_to_value(sscale);

if (!(isx = NAG_ALLOC(mx, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 0; j < mx; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &isx[j]);

#else
scanf("%" NAG_IFMT " ", &isx[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

ip = 0;
for (j = 0; j < mx; j++) {

if (isx[j] == 1)
ip = ip + 1;

}
#ifdef NAG_COLUMN_MAJOR

pdc = my;
pdp = ip;
pdt = n;
pdu = n;
pdw = ip;
pdx = n;

#define X(I, J) x[(J-1)*pdx + I-1]
pdxres = n;
pdy = n;

#define Y(I, J) y[(J-1)*pdy + I-1]
pdycv = maxfac;

#define YCV(I, J) ycv[(J-1)*pdycv + I-1]
pdyres = n;
order = Nag_ColMajor;

#else
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pdc = maxfac;
pdp = maxfac;
pdt = maxfac;
pdu = maxfac;
pdw = maxfac;
pdx = mx;

#define X(I, J) x[(I-1)*pdx + J-1]
pdxres = ip;
pdy = my;

#define Y(I, J) y[(I-1)*pdy + J-1]
pdycv = my;

#define YCV(I, J) ycv[(I-1)*pdycv + J-1]
pdyres = my;
order = Nag_RowMajor;

#endif
/* Assign parameter values to corresponding variables */
if (!(c = NAG_ALLOC(pdc * (order == Nag_RowMajor ? my : maxfac), double)) ||

!(p = NAG_ALLOC(pdp * (order == Nag_RowMajor ? ip : maxfac), double)) ||
!(t = NAG_ALLOC(pdt * (order == Nag_RowMajor ? n : maxfac), double)) ||
!(u = NAG_ALLOC(pdu * (order == Nag_RowMajor ? n : maxfac), double)) ||
!(w = NAG_ALLOC(pdw * (order == Nag_RowMajor ? ip : maxfac), double)) ||
!(x = NAG_ALLOC(pdx * (order == Nag_RowMajor ? n : mx), double)) ||
!(xbar = NAG_ALLOC(ip, double)) ||
!(xcv = NAG_ALLOC(maxfac, double)) ||
!(xres = NAG_ALLOC(pdxres * (order == Nag_RowMajor ? n : ip), double))
|| !(xstd = NAG_ALLOC(ip, double))
|| !(y = NAG_ALLOC(pdy * (order == Nag_RowMajor ? n : my), double))
|| !(ybar = NAG_ALLOC(my, double))
|| !(ycv =

NAG_ALLOC(pdycv * (order == Nag_RowMajor ? maxfac : my), double))
|| !(yres =

NAG_ALLOC(pdyres * (order == Nag_RowMajor ? n : my), double))
|| !(ystd = NAG_ALLOC(my, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read data values. */
for (i = 1; i <= n; i++) {

for (j = 1; j <= mx; j++)
#ifdef _WIN32

scanf_s("%lf ", &X(i, j));
#else

scanf("%lf ", &X(i, j));
#endif

for (j = 1; j <= my; j++)
#ifdef _WIN32

scanf_s("%lf ", &Y(i, j));
#else

scanf("%lf ", &Y(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Fit a PLS model. */
/*
* nag_pls_orth_scores_svd (g02lac)
* Partial least squares
*/

nag_pls_orth_scores_svd(order, n, mx, x, pdx, isx, ip, my, y, pdy, xbar,
ybar, scale, xstd, ystd, maxfac, xres, pdxres,
yres, pdyres, w, pdw, p, pdp, t, pdt, c, pdc, u,
pdu, xcv, ycv, pdycv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pls_orth_scores_svd (g02lac).\n%s\n",

fail.message);
exit_status = 1;
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goto END;
}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip,

maxfac, p, pdp, "x-loadings, P", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

maxfac, t, pdt, "x-scores, T", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, my,

maxfac, c, pdc, "y-loadings, C", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

maxfac, u, pdu, "y-scores, U", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n", "Explained Variance");
printf("%12s%24s\n", "Model effects", "Dependent variable(s)");
for (i = 1; i <= maxfac; i++) {

printf("%12.6f", xcv[i - 1]);
for (j = 1; j <= my; j++)

printf("%12.6f%s", YCV(i, j), j % 10 ? " " : "\n");
printf("\n");

}

END:
NAG_FREE(c);
NAG_FREE(p);
NAG_FREE(t);
NAG_FREE(u);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(xbar);
NAG_FREE(xcv);
NAG_FREE(xres);
NAG_FREE(xstd);
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NAG_FREE(y);
NAG_FREE(ybar);
NAG_FREE(ycv);
NAG_FREE(yres);
NAG_FREE(ystd);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_pls_orth_scores_svd (g02lac) Example Program Data
15 15 1 Nag_PredStdScale 4 : n, mx, my, iscale, maxfac
1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 : isx
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 1.9607 -1.6324 0.5746
1.9607 -1.6324 0.574 2.8369 1.4092 -3.1398 0.00
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 1.9607 -1.6324 0.5746
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.28
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
1.9607 -1.6324 0.5746 2.8369 1.4092 -3.1398 0.20
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.51
-2.6931 -2.5271 -1.2871 2.8369 1.4092 -3.1398 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.11
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 -4.7548 3.6521 0.8524
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 2.73
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 -1.2201 0.8829 2.2253 0.18
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 2.4064 1.7438 1.1057
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 1.53
-2.6931 -2.5271 -1.2871 0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 -0.10
2.2261 -5.3648 0.3049 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902

0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 -0.52
-4.1921 -1.0285 -0.9801 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.40
-4.9217 1.2977 0.4473 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.30
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 2.2261 -5.3648 0.3049
2.2261 -5.3648 0.3049 2.8369 1.4092 -3.1398 -1.00
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 -4.9217 1.2977 0.4473
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 1.57
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 -4.1921 -1.0285 -0.9801
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.59 : End of observations

10.3 Program Results

nag_pls_orth_scores_svd (g02lac) Example Program Results
x-loadings, P

1 2 3 4
1 -0.6708 -1.0047 0.6505 0.6169
2 0.4943 0.1355 -0.9010 -0.2388
3 -0.4167 -1.9983 -0.5538 0.8474
4 0.3930 1.2441 -0.6967 -0.4336
5 0.3267 0.5838 -1.4088 -0.6323
6 0.0145 0.9607 1.6594 0.5361
7 -2.4471 0.3532 -1.1321 -1.3554
8 3.5198 0.6005 0.2191 0.0380
9 1.0973 2.0635 -0.4074 -0.3522

10 -2.4466 2.5640 -0.4806 0.3819
11 2.2732 -1.3110 -0.7686 -1.8959
12 -1.7987 2.4088 -0.9475 -0.4727
13 0.3629 0.2241 -2.6332 2.3739
14 0.3629 0.2241 -2.6332 2.3739
15 -0.3629 -0.2241 2.6332 -2.3739
x-scores, T

1 2 3 4
1 -0.1896 0.3898 -0.2502 -0.2479
2 0.0201 -0.0013 -0.1726 -0.2042
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3 -0.1889 0.3141 -0.1727 -0.1350
4 0.0210 -0.0773 -0.0950 -0.0912
5 -0.0090 -0.2649 -0.4195 -0.1327
6 0.5479 0.2843 0.1914 0.2727
7 -0.0937 -0.0579 0.6799 -0.6129
8 0.2500 0.2033 -0.1046 -0.1014
9 -0.1005 -0.2992 0.2131 0.1223

10 -0.1810 -0.4427 0.0559 0.2114
11 0.0497 -0.0762 -0.1526 -0.0771
12 0.0173 -0.2517 -0.2104 0.1044
13 -0.6002 0.3596 0.1876 0.4812
14 0.3796 0.1338 0.1410 0.1999
15 0.0773 -0.2139 0.1085 0.2106
y-loadings, C

1 2 3 4
1 3.5425 1.0475 0.2548 0.1866
y-scores, U

1 2 3 4
1 -1.7670 0.1812 -0.0600 -0.0320
2 -0.6724 -0.2735 -0.0662 -0.0402
3 -0.9852 0.4097 0.0158 0.0198
4 0.2267 -0.0107 0.0180 0.0177
5 -1.3370 -0.3619 -0.0173 0.0073
6 8.9056 0.6000 0.0701 0.0422
7 -1.0634 0.0332 0.0235 -0.0151
8 4.2143 0.3184 0.0232 0.0219
9 -2.1580 -0.2652 0.0153 0.0011

10 -3.7999 -0.4520 0.0082 0.0034
11 -0.2033 -0.2446 -0.0392 -0.0214
12 -0.5942 -0.2398 0.0089 0.0165
13 -5.6764 0.5487 0.0375 0.0185
14 4.3707 -0.1161 -0.0639 -0.0535
15 0.5395 -0.1274 0.0261 0.0139

Explained Variance
Model effects Dependent variable(s)

16.902124 89.638060
29.674338 97.476270
44.332404 97.939839
56.172041 98.188474
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NAG Library Function Document

nag_pls_orth_scores_wold (g02lbc)

1 Purpose

nag_pls_orth_scores_wold (g02lbc) fits an orthogonal scores partial least squares (PLS) regression by
using Wold's iterative method.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_pls_orth_scores_wold (Nag_OrderType order, Integer n, Integer mx,
const double x[], Integer pdx, const Integer isx[], Integer ip,
Integer my, const double y[], Integer pdy, double xbar[], double ybar[],
Nag_ScalePredictor iscale, double xstd[], double ystd[], Integer maxfac,
Integer maxit, double tau, double xres[], Integer pdxres, double yres[],
Integer pdyres, double w[], Integer pdw, double p[], Integer pdp,
double t[], Integer pdt, double c[], Integer pdc, double u[],
Integer pdu, double xcv[], double ycv[], Integer pdycv, NagError *fail)

3 Description

Let X1 be the mean-centred n by m data matrix X of n observations on m predictor variables. Let Y1
be the mean-centred n by r data matrix Y of n observations on r response variables.

The first of the k factors PLS methods extract from the data predicts both X1 and Y1 by regressing on a
t1 column vector of n scores:

X̂1 ¼ t1pT1
Ŷ1 ¼ t1cT1 ; with tT1 t1 ¼ 1;

where the column vectors of m x-loadings p1 and r y-loadings c1 are calculated in the least squares
sense:

pT1 ¼ tT1X1
cT1 ¼ tT1Y1:

The x-score vector t1 ¼ X1w1 is the linear combination of predictor data X1 that has maximum
covariance with the y-scores u1 ¼ Y1c1, where the x-weights vector w1 is the normalised first left
singular vector of XT

1Y1.

The method extracts subsequent PLS factors by repeating the above process with the residual matrices:

Xi ¼ Xi�1 � X̂i�1
Yi ¼ Yi�1 � Ŷi�1; i ¼ 2; 3; . . . ; k;

and with orthogonal scores:

tTi tj ¼ 0; j ¼ 1; 2; . . . ; i� 1:

Optionally, in addition to being mean-centred, the data matrices X1 and Y1 may be scaled by standard
deviations of the variables. If data are supplied mean-centred, the calculations are not affected within
numerical accuracy.

4 References

Wold H (1966) Estimation of principal components and related models by iterative least squares In:
Multivariate Analysis (ed P R Krishnaiah) 391–420 Academic Press NY
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

3: mx – Integer Input

On entry: the number of predictor variables.

Constraint: mx > 1.

4: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mxð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must contain the ith observation on the jth predictor variable, for i ¼ 1; 2; . . . ;n
and j ¼ 1; 2; . . . ;mx.

5: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 mx.

6: isx½mx� – const Integer Input

On entry: indicates which predictor variables are to be included in the model.

isx½j� 1� ¼ 1
The jth predictor variable (with variates in the jth column of X) is included in the model.

isx½j� 1� ¼ 0
Otherwise.

Constraint: the sum of elements in isx must equal ip.

7: ip – Integer Input

On entry: m, the number of predictor variables in the model.

Constraint: 1 < ip � mx.
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8: my – Integer Input

On entry: r, the number of response variables.

Constraint: my 	 1.

9: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least

max 1;pdy�myð Þ when order ¼ Nag ColMajor;
max 1;n� pdyð Þ when order ¼ Nag RowMajor.

Where Y i; jð Þ appears in this document, it refers to the array element

y½ j� 1ð Þ � pdyþ i� 1� when order ¼ Nag ColMajor;
y½ i� 1ð Þ � pdyþ j� 1� when order ¼ Nag RowMajor.

On entry: Y i; jð Þ must contain the ith observation for the jth response variable, for i ¼ 1; 2; . . . ;n
and j ¼ 1; 2; . . . ;my.

10: pdy – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array y.

Constraints:

if order ¼ Nag ColMajor, pdy 	 n;
if order ¼ Nag RowMajor, pdy 	 my.

11: xbar½ip� – double Output

On exit: mean values of predictor variables in the model.

12: ybar½my� – double Output

On exit: the mean value of each response variable.

13: iscale – Nag_ScalePredictor Input

On entry: indicates how predictor variables are scaled.

iscale ¼ Nag PredStdScale
Data are scaled by the standard deviation of variables.

iscale ¼ Nag PredUserScale
Data are scaled by user-supplied scalings.

iscale ¼ Nag PredNoScale
No scaling.

Constraint: iscale ¼ Nag PredNoScale, Nag PredStdScale or Nag PredUserScale.

14: xstd½ip� – double Input/Output

On entry: if iscale ¼ Nag PredUserScale, xstd½j � 1� must contain the user-supplied scaling for
the jth predictor variable in the model, for j ¼ 1; 2; . . . ; ip. Otherwise xstd need not be set.

On exit: if iscale ¼ Nag PredStdScale, standard deviations of predictor variables in the model.
Otherwise xstd is not changed.

15: ystd½my� – double Input/Output

On entry: if iscale ¼ Nag PredUserScale, ystd½j � 1� must contain the user-supplied scaling for
the jth response variable in the model, for j ¼ 1; 2; . . . ;my. Otherwise ystd need not be set.
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On exit: if iscale ¼ Nag PredStdScale, the standard deviation of each response variable.
Otherwise ystd is not changed.

16: maxfac – Integer Input

On entry: k, the number of latent variables to calculate.

Constraint: 1 � maxfac � ip.

17: maxit – Integer Input

On entry: if my ¼ 1, maxit is not referenced; otherwise the maximum number of iterations used
to calculate the x-weights.

Suggested value: maxit ¼ 200.

Constraint: if my > 1, maxit > 1.

18: tau – double Input

On entry: if my ¼ 1, tau is not referenced; otherwise the iterative procedure used to calculate the
x-weights will halt if the Euclidean distance between two subsequent estimates is less than or
equal to tau.

Suggested value: tau ¼ 1:0e�4.
Constraint: if my > 1, tau > 0:0.

19: xres½dim� – double Output

Note: the dimension, dim, of the array xres must be at least

max 1;pdxres� ipð Þ when order ¼ Nag ColMajor;
max 1;n� pdxresð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix is stored in

xres½ j� 1ð Þ � pdxresþ i� 1� when order ¼ Nag ColMajor;
xres½ i� 1ð Þ � pdxresþ j� 1� when order ¼ Nag RowMajor.

On exit: the predictor variables' residual matrix Xk.

20: pdxres – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array xres.

Constraints:

if order ¼ Nag ColMajor, pdxres 	 n;
if order ¼ Nag RowMajor, pdxres 	 ip.

21: yres½dim� – double Output

Note: the dimension, dim, of the array yres must be at least

max 1;pdyres�myð Þ when order ¼ Nag ColMajor;
max 1;n� pdyresð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix is stored in

yres½ j� 1ð Þ � pdyresþ i� 1� when order ¼ Nag ColMajor;
yres½ i� 1ð Þ � pdyresþ j� 1� when order ¼ Nag RowMajor.

On exit: the residuals for each response variable, Yk.
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22: pdyres – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array yres.

Constraints:

if order ¼ Nag ColMajor, pdyres 	 n;
if order ¼ Nag RowMajor, pdyres 	 my.

23: w½dim� – double Output

Note: the dimension, dim, of the array w must be at least

max 1;pdw�maxfacð Þ when order ¼ Nag ColMajor;
max 1; ip� pdwð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix W is stored in

w½ j� 1ð Þ � pdwþ i� 1� when order ¼ Nag ColMajor;
w½ i� 1ð Þ � pdwþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of W contains the x-weights wj , for j ¼ 1; 2; . . . ;maxfac.

24: pdw – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array w.

Constraints:

if order ¼ Nag ColMajor, pdw 	 ip;
if order ¼ Nag RowMajor, pdw 	 maxfac.

25: p½dim� – double Output

Note: the dimension, dim, of the array p must be at least

max 1;pdp�maxfacð Þ when order ¼ Nag ColMajor;
max 1; ip� pdpð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix P is stored in

p½ j� 1ð Þ � pdpþ i� 1� when order ¼ Nag ColMajor;
p½ i� 1ð Þ � pdpþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of P contains the x-loadings pj , for j ¼ 1; 2; . . . ;maxfac.

26: pdp – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array p.

Constraints:

if order ¼ Nag ColMajor, pdp 	 ip;
if order ¼ Nag RowMajor, pdp 	 maxfac.

27: t½dim� – double Output

Note: the dimension, dim, of the array t must be at least

max 1;pdt�maxfacð Þ when order ¼ Nag ColMajor;
max 1;n� pdtð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix T is stored in

t½ j� 1ð Þ � pdtþ i� 1� when order ¼ Nag ColMajor;
t½ i� 1ð Þ � pdtþ j� 1� when order ¼ Nag RowMajor.
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On exit: the jth column of T contains the x-scores tj , for j ¼ 1; 2; . . . ;maxfac.

28: pdt – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array t.

Constraints:

if order ¼ Nag ColMajor, pdt 	 n;
if order ¼ Nag RowMajor, pdt 	 maxfac.

29: c½dim� – double Output

Note: the dimension, dim, of the array c must be at least

max 1;pdc�maxfacð Þ when order ¼ Nag ColMajor;
max 1;my� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of C contains the y-loadings cj , for j ¼ 1; 2; . . . ;maxfac.

30: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraints:

if order ¼ Nag ColMajor, pdc 	 my;
if order ¼ Nag RowMajor, pdc 	 maxfac.

31: u½dim� – double Output

Note: the dimension, dim, of the array u must be at least

max 1;pdu�maxfacð Þ when order ¼ Nag ColMajor;
max 1;n� pduð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix U is stored in

u½ j� 1ð Þ � pduþ i� 1� when order ¼ Nag ColMajor;
u½ i� 1ð Þ � pduþ j� 1� when order ¼ Nag RowMajor.

On exit: the jth column of U contains the y-scores uj , for j ¼ 1; 2; . . . ;maxfac.

32: pdu – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array u.

Constraints:

if order ¼ Nag ColMajor, pdu 	 n;
if order ¼ Nag RowMajor, pdu 	 maxfac.

33: xcv½maxfac� – double Output

On exit: xcv½j � 1� contains the cumulative percentage of variance in the predictor variables
explained by the first j factors, for j ¼ 1; 2; . . . ;maxfac.
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34: ycv½dim� – double Output

Note: the dimension, dim, of the array ycv must be at least

max 1;pdycv�myð Þ when order ¼ Nag ColMajor;
max 1;maxfac� pdycvð Þ when order ¼ Nag RowMajor.

Where YCV i; jð Þ appears in this document, it refers to the array element

ycv½ j� 1ð Þ � pdycvþ i� 1� when order ¼ Nag ColMajor;
ycv½ i� 1ð Þ � pdycvþ j� 1� when order ¼ Nag RowMajor.

On exit: YCV i; jð Þ is the cumulative percentage of variance of the jth response variable
explained by the first i factors, for i ¼ 1; 2; . . . ;maxfac and j ¼ 1; 2; . . . ;my.

35: pdycv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array ycv.

Constraints:

if order ¼ Nag ColMajor, pdycv 	 maxfac;
if order ¼ Nag RowMajor, pdycv 	 my.

36: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, mx ¼ valueh i.
Constraint: mx > 1.

On entry, my ¼ valueh i.
Constraint: my 	 1.

On entry, n ¼ valueh i.
Constraint: n > 1.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdp ¼ valueh i.
Constraint: pdp > 0.

On entry, pdt ¼ valueh i.
Constraint: pdt > 0.

On entry, pdu ¼ valueh i.
Constraint: pdu > 0.

On entry, pdw ¼ valueh i.
Constraint: pdw > 0.
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On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

On entry, pdxres ¼ valueh i.
Constraint: pdxres > 0.

On entry, pdy ¼ valueh i.
Constraint: pdy > 0.

On entry, pdycv ¼ valueh i.
Constraint: pdycv > 0.

On entry, pdyres ¼ valueh i.
Constraint: pdyres > 0.

NE_INT_2

On entry, ip ¼ valueh i and mx ¼ valueh i.
Constraint: 1 < ip � mx.

On entry, maxfac ¼ valueh i and ip ¼ valueh i.
Constraint: 1 � maxfac � ip.

On entry, my ¼ valueh i and maxit ¼ valueh i.
Constraint: if my > 1, maxit > 1.

On entry, pdc ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdc 	 maxfac.

On entry, pdc ¼ valueh i and my ¼ valueh i.
Constraint: pdc 	 my.

On entry, pdp ¼ valueh i and ip ¼ valueh i.
Constraint: pdp 	 ip.

On entry, pdp ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdp 	 maxfac.

On entry, pdt ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdt 	 maxfac.

On entry, pdt ¼ valueh i and n ¼ valueh i.
Constraint: pdt 	 n.

On entry, pdu ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdu 	 maxfac.

On entry, pdu ¼ valueh i and n ¼ valueh i.
Constraint: pdu 	 n.

On entry, pdw ¼ valueh i and ip ¼ valueh i.
Constraint: pdw 	 ip.

On entry, pdw ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdw 	 maxfac.

On entry, pdx ¼ valueh i and mx ¼ valueh i.
Constraint: pdx 	 mx.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdxres ¼ valueh i and ip ¼ valueh i.
Constraint: pdxres 	 ip.

On entry, pdxres ¼ valueh i and n ¼ valueh i.
Constraint: pdxres 	 n.

On entry, pdy ¼ valueh i and my ¼ valueh i.
Constraint: pdy 	 my.
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On entry, pdy ¼ valueh i and n ¼ valueh i.
Constraint: pdy 	 n.

On entry, pdycv ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdycv 	 maxfac.

On entry, pdycv ¼ valueh i and my ¼ valueh i.
Constraint: pdycv 	 my.

On entry, pdyres ¼ valueh i and my ¼ valueh i.
Constraint: pdyres 	 my.

On entry, pdyres ¼ valueh i and n ¼ valueh i.
Constraint: pdyres < n.

NE_INT_ARG_CONS

On entry, ip is not equal to the sum of isx elements: ip ¼ valueh i, sum isxð Þ ¼ valueh i.

NE_INT_ARRAY_VAL_1_OR_2

On entry, element valueh i of isx is invalid.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tau ¼ valueh i.
Constraint: if my > 1, tau > 0:0.

7 Accuracy

In general, the iterative method used in the calculations is less accurate (but faster) than the singular
value decomposition approach adopted by nag_pls_orth_scores_svd (g02lac).

8 Parallelism and Performance

nag_pls_orth_scores_wold (g02lbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pls_orth_scores_wold (g02lbc) allocates internally (nþ r) elements of double storage.
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10 Example

This example reads in data from an experiment to measure the biological activity in a chemical
compound, and a PLS model is estimated.

10.1 Program Text

/* nag_pls_orth_scores_wold (g02lbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ip, j, maxfac, maxit, mx, my, n;
Integer pdc, pdp, pdt, pdu, pdw, pdx, pdxres, pdy, pdycv, pdyres;
Integer *isx = 0;
/*Double scalar and array declarations */
double tau;
double *c = 0, *p = 0, *t = 0, *u = 0, *w = 0, *x = 0, *xbar = 0;
double *xcv = 0, *xres = 0, *xstd = 0, *y = 0, *ybar = 0;
double *ycv = 0, *yres = 0, *ystd = 0;
/*Character scalar and array declarations */
char siscale[40];
/*NAG Types */
Nag_OrderType order;
Nag_ScalePredictor iscale;
NagError fail;

INIT_FAIL(fail);

printf("nag_pls_orth_scores_wold (g02lbc) Example Program Results\n");
/* Skip header in data file. */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read data values. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s %" NAG_IFMT "%*[^\n] ",

&n, &mx, &my, siscale, (unsigned)_countof(siscale), &maxfac);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s %" NAG_IFMT "%*[^\n] ",
&n, &mx, &my, siscale, &maxfac);

#endif
iscale = (Nag_ScalePredictor) nag_enum_name_to_value(siscale);

if (!(isx = NAG_ALLOC(mx, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (j = 0; j < mx; j++)

#ifdef _WIN32
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scanf_s("%" NAG_IFMT " ", &isx[j]);
#else

scanf("%" NAG_IFMT " ", &isx[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

ip = 0;
for (j = 0; j < mx; j++) {

if (isx[j] == 1)
ip = ip + 1;

}
#ifdef NAG_COLUMN_MAJOR

pdc = my;
pdp = ip;
pdt = n;
pdu = n;
pdw = ip;
pdx = n;

#define X(I, J) x[(J-1)*pdx + I-1]
pdxres = n;
pdy = n;

#define Y(I, J) y[(J-1)*pdy + I-1]
pdycv = maxfac;

#define YCV(I, J) ycv[(J-1)*pdycv + I-1]
pdyres = n;
order = Nag_ColMajor;

#else
pdc = maxfac;
pdp = maxfac;
pdt = maxfac;
pdu = maxfac;
pdw = maxfac;
pdx = mx;

#define X(I, J) x[(I-1)*pdx + J-1]
pdxres = ip;
pdy = my;

#define Y(I, J) y[(I-1)*pdy + J-1]
pdycv = my;

#define YCV(I, J) ycv[(I-1)*pdycv + J-1]
pdyres = my;
order = Nag_RowMajor;

#endif
if (!(c = NAG_ALLOC(pdc * (order == Nag_RowMajor ? my : maxfac), double)) ||

!(p = NAG_ALLOC(pdp * (order == Nag_RowMajor ? ip : maxfac), double)) ||
!(t = NAG_ALLOC(pdt * (order == Nag_RowMajor ? n : maxfac), double)) ||
!(u = NAG_ALLOC(pdu * (order == Nag_RowMajor ? n : maxfac), double)) ||
!(w = NAG_ALLOC(pdw * (order == Nag_RowMajor ? ip : maxfac), double)) ||
!(x = NAG_ALLOC(pdx * (order == Nag_RowMajor ? n : mx), double)) ||
!(xbar = NAG_ALLOC(ip, double)) ||
!(xcv = NAG_ALLOC(maxfac, double)) ||
!(xres = NAG_ALLOC(pdxres * (order == Nag_RowMajor ? n : ip), double))
|| !(xstd = NAG_ALLOC(ip, double))
|| !(y = NAG_ALLOC(pdy * (order == Nag_RowMajor ? n : my), double))
|| !(ybar = NAG_ALLOC(my, double))
|| !(ycv =

NAG_ALLOC(pdycv * (order == Nag_RowMajor ? maxfac : my), double))
|| !(yres =

NAG_ALLOC(pdyres * (order == Nag_RowMajor ? n : my), double))
|| !(ystd = NAG_ALLOC(my, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
maxit = 200;
tau = 1.00e-4;
/* Read data values. */
for (i = 1; i <= n; i++) {
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for (j = 1; j <= mx; j++)
#ifdef _WIN32

scanf_s("%lf ", &X(i, j));
#else

scanf("%lf ", &X(i, j));
#endif

for (j = 1; j <= my; j++)
#ifdef _WIN32

scanf_s("%lf ", &Y(i, j));
#else

scanf("%lf ", &Y(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Fit a PLS model. */
/*
* nag_pls_orth_scores_wold (g02lbc)
* Partial least squares
*/

nag_pls_orth_scores_wold(order, n, mx, x, pdx, isx, ip, my, y, pdy, xbar,
ybar, iscale, xstd, ystd, maxfac, maxit, tau,
xres, pdxres, yres, pdyres, w, pdw, p, pdp, t,
pdt, c, pdc, u, pdu, xcv, ycv, pdycv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pls_orth_scores_wold (g02lbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip,

maxfac, p, pdp, "x-loadings, P", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

maxfac, t, pdt, "x-scores, T", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, my,

maxfac, c, pdc, "y-loadings, C", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
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* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n,

maxfac, u, pdu, "y-scores, U", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n", "Explained Variance");
printf("%12s %21s\n", "Model effects", "Dependent variable(s)");
for (i = 1; i <= maxfac; i++) {

printf("%12.6f", xcv[i - 1]);
for (j = 1; j <= my; j++)

printf(" %12.6f%s", YCV(i, j), j % 9 ? " " : "\n");
printf("\n");

}

END:
NAG_FREE(c);
NAG_FREE(p);
NAG_FREE(t);
NAG_FREE(u);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(xbar);
NAG_FREE(xcv);
NAG_FREE(xres);
NAG_FREE(xstd);
NAG_FREE(y);
NAG_FREE(ybar);
NAG_FREE(ycv);
NAG_FREE(yres);
NAG_FREE(ystd);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_pls_orth_scores_wold (g02lbc) Example Program Data
15 15 1 Nag_PredStdScale 4 : n, mx, my, iscale, maxfac
1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 : isx
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 1.9607 -1.6324 0.5746
1.9607 -1.6324 0.574 2.8369 1.4092 -3.1398 0.00
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 1.9607 -1.6324 0.5746
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.28
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
1.9607 -1.6324 0.5746 2.8369 1.4092 -3.1398 0.20
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.51
-2.6931 -2.5271 -1.2871 2.8369 1.4092 -3.1398 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.11
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 -4.7548 3.6521 0.8524
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 2.73
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 -1.2201 0.8829 2.2253 0.18
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 2.4064 1.7438 1.1057
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 1.53
-2.6931 -2.5271 -1.2871 0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 -0.10
2.2261 -5.3648 0.3049 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902

0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 -0.52
-4.1921 -1.0285 -0.9801 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.40
-4.9217 1.2977 0.4473 3.0777 0.3891 -0.0701 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.30

g02 – Correlation and Regression Analysis g02lbc

Mark 26 g02lbc.13



-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 2.2261 -5.3648 0.3049
2.2261 -5.3648 0.3049 2.8369 1.4092 -3.1398 -1.00
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 -4.9217 1.2977 0.4473
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 1.57
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701 -4.1921 -1.0285 -0.9801
0.0744 -1.7333 0.0902 2.8369 1.4092 -3.1398 0.59 : End of observations

10.3 Program Results

nag_pls_orth_scores_wold (g02lbc) Example Program Results
x-loadings, P

1 2 3 4
1 -0.6708 -1.0047 0.6505 0.6169
2 0.4943 0.1355 -0.9010 -0.2388
3 -0.4167 -1.9983 -0.5538 0.8474
4 0.3930 1.2441 -0.6967 -0.4336
5 0.3267 0.5838 -1.4088 -0.6323
6 0.0145 0.9607 1.6594 0.5361
7 -2.4471 0.3532 -1.1321 -1.3554
8 3.5198 0.6005 0.2191 0.0380
9 1.0973 2.0635 -0.4074 -0.3522

10 -2.4466 2.5640 -0.4806 0.3819
11 2.2732 -1.3110 -0.7686 -1.8959
12 -1.7987 2.4088 -0.9475 -0.4727
13 0.3629 0.2241 -2.6332 2.3739
14 0.3629 0.2241 -2.6332 2.3739
15 -0.3629 -0.2241 2.6332 -2.3739
x-scores, T

1 2 3 4
1 -0.1896 0.3898 -0.2502 -0.2479
2 0.0201 -0.0013 -0.1726 -0.2042
3 -0.1889 0.3141 -0.1727 -0.1350
4 0.0210 -0.0773 -0.0950 -0.0912
5 -0.0090 -0.2649 -0.4195 -0.1327
6 0.5479 0.2843 0.1914 0.2727
7 -0.0937 -0.0579 0.6799 -0.6129
8 0.2500 0.2033 -0.1046 -0.1014
9 -0.1005 -0.2992 0.2131 0.1223

10 -0.1810 -0.4427 0.0559 0.2114
11 0.0497 -0.0762 -0.1526 -0.0771
12 0.0173 -0.2517 -0.2104 0.1044
13 -0.6002 0.3596 0.1876 0.4812
14 0.3796 0.1338 0.1410 0.1999
15 0.0773 -0.2139 0.1085 0.2106
y-loadings, C

1 2 3 4
1 3.5425 1.0475 0.2548 0.1866
y-scores, U

1 2 3 4
1 -1.7670 0.1812 -0.0600 -0.0320
2 -0.6724 -0.2735 -0.0662 -0.0402
3 -0.9852 0.4097 0.0158 0.0198
4 0.2267 -0.0107 0.0180 0.0177
5 -1.3370 -0.3619 -0.0173 0.0073
6 8.9056 0.6000 0.0701 0.0422
7 -1.0634 0.0332 0.0235 -0.0151
8 4.2143 0.3184 0.0232 0.0219
9 -2.1580 -0.2652 0.0153 0.0011

10 -3.7999 -0.4520 0.0082 0.0034
11 -0.2033 -0.2446 -0.0392 -0.0214
12 -0.5942 -0.2398 0.0089 0.0165
13 -5.6764 0.5487 0.0375 0.0185
14 4.3707 -0.1161 -0.0639 -0.0535
15 0.5395 -0.1274 0.0261 0.0139

Explained Variance
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Model effects Dependent variable(s)
16.902124 89.638060
29.674338 97.476270
44.332404 97.939839
56.172041 98.188474
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NAG Library Function Document

nag_pls_orth_scores_fit (g02lcc)

1 Purpose

nag_pls_orth_scores_fit (g02lcc) calculates parameter estimates for a given number of factors given the
output from an orthogonal scores PLS regression (nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_s
cores_wold (g02lbc)).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_pls_orth_scores_fit (Nag_OrderType order, Integer ip, Integer my,
Integer maxfac, Integer nfact, const double p[], Integer pdp,
const double c[], Integer pdc, const double w[], Integer pdw,
double rcond, double b[], Integer pdb, Nag_EstimatesOption orig,
const double xbar[], const double ybar[], Nag_ScalePredictor iscale,
const double xstd[], const double ystd[], double ob[], Integer pdob,
Integer vipopt, const double ycv[], Integer pdycv, double vip[],
Integer pdvip, NagError *fail)

3 Description

The parameter estimates B for a l-factor orthogonal scores PLS model with m predictor variables and r
response variables are given by,

B ¼ W PTW
� ��1

CT; B 2 R
m�r;

where W is the m by k (	 l) matrix of x-weights; P is the m by k matrix of x-loadings; and C is the r
by k matrix of y-loadings for a fitted PLS model.

The parameter estimates B are for centred, and possibly scaled, predictor data X1 and response data Y1.
Parameter estimates may also be given for the predictor data X and response data Y .

Optionally, nag_pls_orth_scores_fit (g02lcc) will calculate variable influence on projection (VIP)
statistics, see Wold (1994).

4 References

Wold S (1994) PLS for multivariate linear modelling QSAR: chemometric methods in molecular design
Methods and Principles in Medicinal Chemistry (ed van de Waterbeemd H) Verlag-Chemie

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: ip – Integer Input

On entry: m, the number of predictor variables in the fitted model.

Constraint: ip > 1.

3: my – Integer Input

On entry: r, the number of response variables.

Constraint: my 	 1.

4: maxfac – Integer Input

On entry: k, the number of factors available in the PLS model.

Constraint: 1 � maxfac � ip.

5: nfact – Integer Input

On entry: l, the number of factors to include in the calculation of parameter estimates.

Constraint: 1 � nfact � maxfac.

6: p½dim� – const double Input

Note: the dimension, dim, of the array p must be at least

max 1;pdp�maxfacð Þ when order ¼ Nag ColMajor;
max 1; ip� pdpð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix P is stored in

p½ j� 1ð Þ � pdpþ i� 1� when order ¼ Nag ColMajor;
p½ i� 1ð Þ � pdpþ j� 1� when order ¼ Nag RowMajor.

On entry: x-loadings as returned from nag_pls_orth_scores_svd (g02lac) and nag_pls_orth_scor
es_wold (g02lbc).

7: pdp – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array p.

Constraints:

if order ¼ Nag ColMajor, pdp 	 ip;
if order ¼ Nag RowMajor, pdp 	 maxfac.

8: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least

max 1;pdc�maxfacð Þ when order ¼ Nag ColMajor;
max 1;my� pdcð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: y-loadings as returned from nag_pls_orth_scores_svd (g02lac) and nag_pls_orth_scor
es_wold (g02lbc).

9: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.
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Constraints:

if order ¼ Nag ColMajor, pdc 	 my;
if order ¼ Nag RowMajor, pdc 	 maxfac.

10: w½dim� – const double Input

Note: the dimension, dim, of the array w must be at least

max 1;pdw�maxfacð Þ when order ¼ Nag ColMajor;
max 1; ip� pdwð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix W is stored in

w½ j� 1ð Þ � pdwþ i� 1� when order ¼ Nag ColMajor;
w½ i� 1ð Þ � pdwþ j� 1� when order ¼ Nag RowMajor.

On entry: x-weights as returned from nag_pls_orth_scores_svd (g02lac) and nag_pls_orth_scor
es_wold (g02lbc).

11: pdw – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array w.

Constraints:

if order ¼ Nag ColMajor, pdw 	 ip;
if order ¼ Nag RowMajor, pdw 	 maxfac.

12: rcond – double Input

On entry: singular values of PTW less than rcond times the maximum singular value are treated
as zero when calculating parameter estimates. If rcond is negative, a value of 0:005 is used.

13: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least

max 1;pdb�myð Þ when order ¼ Nag ColMajor;
max 1; ip� pdbð Þ when order ¼ Nag RowMajor.

Where B i; jð Þ appears in this document, it refers to the array element

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On exit: B i; jð Þ contains the parameter estimate for the ith predictor variable in the model for the
jth response variable, for i ¼ 1; 2; . . . ; ip and j ¼ 1; 2; . . . ;my.

14: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor, pdb 	 ip;
if order ¼ Nag RowMajor, pdb 	 my.

15: orig – Nag_EstimatesOption Input

On entry: indicates how parameter estimates are calculated.

orig ¼ Nag EstimatesStand
Parameter estimates for the centred, and possibly, scaled data.
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orig ¼ Nag EstimatesOrig
Parameter estimates for the original data.

Constraint: orig ¼ Nag EstimatesStand or Nag EstimatesOrig.

16: xbar½ip� – const double Input

On entry: if orig ¼ Nag EstimatesOrig, mean values of predictor variables in the model;
otherwise xbar is not referenced.

17: ybar½my� – const double Input

On entry: if orig ¼ Nag EstimatesOrig, mean value of each response variable in the model;
otherwise ybar is not referenced.

18: iscale – Nag_ScalePredictor Input

On entry: if orig ¼ Nag EstimatesOrig, iscale must take the value supplied to either
nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold (g02lbc); otherwise iscale is
not referenced.

Constraint: if orig ¼ Nag EstimatesOrig, iscale ¼ Nag PredNoScale, Nag PredStdScale or
Nag PredUserScale.

19: xstd½ip� – const double Input

On entry: if orig ¼ Nag EstimatesOrig and iscale 6¼ Nag PredNoScale, the scalings of predictor
variables in the model as returned from either nag_pls_orth_scores_svd (g02lac) or
nag_pls_orth_scores_wold (g02lbc); otherwise xstd is not referenced.

20: ystd½my� – const double Input

On entry: if orig ¼ Nag EstimatesOrig and iscale 6¼ Nag PredNoScale, the scalings of response
variables as returned from either nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold
(g02lbc); otherwise ystd is not referenced.

21: ob½dim� – double Output

Note: the dimension, dim, of the array ob must be at least

pdob�my when orig ¼ Nag EstimatesOrig and order ¼ Nag ColMajor;
max 1; ðipþ 1Þ � pdobð Þ when orig ¼ Nag EstimatesOrig and order ¼ Nag RowMajor;
1 otherwise.

Where OB i; jð Þ appears in this document, it refers to the array element

ob½ j� 1ð Þ � pdobþ i� 1� when order ¼ Nag ColMajor;
ob½ i� 1ð Þ � pdobþ j� 1� when order ¼ Nag RowMajor.

On exit: if orig ¼ Nag EstimatesOrig, OB 1; jð Þ contains the intercept value for the jth response
variable, and OB i þ 1; jð Þ contains the parameter estimate on the original scale for the ith
predictor variable in the model, for i ¼ 1; 2; . . . ; ip and j ¼ 1; 2; . . . ;my. Otherwise ob is not
referenced.

22: pdob – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array ob.

Constraints:

if order ¼ Nag ColMajor,

if orig ¼ Nag EstimatesOrig, pdob 	 ipþ 1;
otherwise pdob 	 1.;
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if order ¼ Nag RowMajor,

if orig ¼ Nag EstimatesOrig, pdob 	 my;
otherwise pdob 	 1..

23: vipopt – Integer Input

On entry: a flag that determines variable influence on projections (VIP) options.

vipopt ¼ 0
VIP are not calculated.

vipopt ¼ 1
VIP are calculated for predictor variables using the mean explained variance in responses.

vipopt ¼ my
VIP are calculated for predictor variables for each response variable in the model.

Note that setting vipopt ¼ my when my ¼ 1 gives the same result as setting vipopt ¼ 1 directly.

Constraint: vipopt ¼ 0, 1, or my.

24: ycv½dim� – const double Input

Note: the dimension, dim, of the array ycv must be at least my when vipopt 6¼ 0.

Where YCV i; jð Þ appears in this document, it refers to the array element

ycv½ j� 1ð Þ � pdycvþ i� 1� when order ¼ Nag ColMajor;
ycv½ i� 1ð Þ � pdycvþ j� 1� when order ¼ Nag RowMajor.

On entry: if vipopt 6¼ 0, YCV i; jð Þ is the cumulative percentage of variance of the jth response
variable explained by the first i factors, for i ¼ 1; 2; . . . ; nfact and j ¼ 1; 2; . . . ;my; otherwise
ycv is not referenced.

25: pdycv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array ycv.

Constraints:

if order ¼ Nag ColMajor, if vipopt 6¼ 0, pdycv 	 nfact;
if order ¼ Nag RowMajor,

if vipopt 6¼ 0, pdycv 	 my..

26: vip½dim� – double Output

Note: the dimension, dim, of the array vip must be at least

max 1;pdvip� vipoptð Þ when order ¼ Nag ColMajor;
max 1; ip� pdvipð Þ when order ¼ Nag RowMajor and vipopt 6¼ 0.

Where VIP i; jð Þ appears in this document, it refers to the array element

vip½ j� 1ð Þ � pdvipþ i� 1� when order ¼ Nag ColMajor;
vip½ i� 1ð Þ � pdvipþ j� 1� when order ¼ Nag RowMajor.

On exit: if vipopt ¼ 1, VIP i; 1ð Þ contains the VIP statistic for the ith predictor variable in the
model for all response variables, for i ¼ 1; 2; . . . ; ip.

If vipopt ¼ my, VIP i; jð Þ contains the VIP statistic for the ith predictor variable in the model for
the jth response variable, for i ¼ 1; 2; . . . ; ip and j ¼ 1; 2; . . . ;my.

Otherwise vip is not referenced.
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27: pdvip – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array vip.

Constraints:

if order ¼ Nag ColMajor, if vipopt 6¼ 0, pdvip 	 ip;
if order ¼ Nag RowMajor, pdvip 	 vipopt.

28: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, iscale ¼ valueh i.
Constraint: if orig ¼ Nag EstimatesOrig, iscale ¼ Nag PredNoScale or Nag PredStdScale.

On entry, orig ¼ valueh i and my ¼ valueh i.
Constraint: my > 0.

NE_ENUM_INT_2

On entry, orig ¼ valueh i, pdob ¼ valueh i, my ¼ valueh i.
Constraint: if orig ¼ Nag EstimatesOrig, pdob 	 my;
otherwise pdob 	 1.

NE_INT

On entry, ip ¼ valueh i.
Constraint: ip > 1.

On entry, my ¼ valueh i.
Constraint: my 	 1.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

On entry, pdob ¼ valueh i.
Constraint: pdob > 0.

On entry, pdp ¼ valueh i.
Constraint: pdp > 0.

On entry, pdvip ¼ valueh i.
Constraint: pdvip > 0.

On entry, pdw ¼ valueh i.
Constraint: pdw > 0.
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On entry, pdycv ¼ valueh i.
Constraint: pdycv > 0.

NE_INT_2

On entry, maxfac ¼ valueh i and ip ¼ valueh i.
Constraint: 1 � maxfac � ip.

On entry, nfact ¼ valueh i and maxfac ¼ valueh i.
Constraint: 1 � nfact � maxfac.

On entry, pdb ¼ valueh i and ip ¼ valueh i.
Constraint: pdb 	 ip.

On entry, pdb ¼ valueh i and my ¼ valueh i.
Constraint: pdb 	 my.

On entry, pdc ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdc 	 maxfac.

On entry, pdc ¼ valueh i and my ¼ valueh i.
Constraint: pdc 	 my.

On entry, pdob ¼ valueh i and ip ¼ valueh i.
Constraint: if orig ¼ Nag EstimatesOrig, pdob 	 ipþ 1.

On entry, pdp ¼ valueh i and ip ¼ valueh i.
Constraint: pdp 	 ip.

On entry, pdp ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdp 	 maxfac.

On entry, pdvip ¼ valueh i and ip ¼ valueh i.
Constraint: if vipopt 6¼ 0, pdvip 	 ip.

On entry, pdvip ¼ valueh i and vipopt ¼ valueh i.
Constraint: pdvip 	 vipopt.

On entry, pdw ¼ valueh i and ip ¼ valueh i.
Constraint: pdw 	 ip.

On entry, pdw ¼ valueh i and maxfac ¼ valueh i.
Constraint: pdw 	 maxfac.

On entry, pdycv ¼ valueh i and nfact ¼ valueh i.
Constraint: if vipopt 6¼ 0, pdycv 	 nfact.

On entry, vipopt ¼ valueh i and my ¼ valueh i.
Constraint: my > 0.

On entry, vipopt ¼ valueh i and my ¼ valueh i.
Constraint: vipopt ¼ 0, 1, or my.

NE_INT_3

On entry, pdycv ¼ valueh i, vipopt ¼ valueh i and my ¼ valueh i.
Constraint:
if vipopt 6¼ 0, pdycv 	 my.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The calculations are based on the singular value decomposition of PTW .

8 Parallelism and Performance

nag_pls_orth_scores_fit (g02lcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_pls_orth_scores_fit (g02lcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pls_orth_scores_fit (g02lcc) allocates internally l lþ rþ 4ð Þ þmax 2l; rð Þ elements of double
storage.

10 Example

This example reads in details of a PLS model, and a set of parameter estimates are calculated along
with their VIP statistics.

10.1 Program Text

/* nag_pls_orth_scores_fit (g02lcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ip, ip1, j, maxfac, my, nfact, vipopt;
Integer pdb, pdc, pdob, pdp, pdvip, pdw, pdycv;
/*Double scalar and array declarations */
double rcond;
double *b = 0, *c = 0, *ob = 0, *p = 0, *vip = 0, *w = 0;
double *xbar = 0, *xstd = 0, *ybar = 0, *ycv = 0, *ystd = 0;
/*Character scalar and array declarations */
char siscale[40], sorig[40];
/*NAG Types */
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Nag_OrderType order;
Nag_ScalePredictor iscale;
Nag_EstimatesOption orig;
NagError fail;

INIT_FAIL(fail);

printf("nag_pls_orth_scores_fit (g02lcc) Example Program Results\n");
/* Skip header in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read data values */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s "

"%39s %" NAG_IFMT "%*[^\n] ", &ip, &my, &maxfac, &nfact, sorig,
(unsigned)_countof(sorig), siscale,
(unsigned)_countof(siscale), &vipopt);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%39s "

"%39s %" NAG_IFMT "%*[^\n] ", &ip, &my, &maxfac, &nfact, sorig,
siscale, &vipopt);

#endif
orig = (Nag_EstimatesOption) nag_enum_name_to_value(sorig);
iscale = (Nag_ScalePredictor) nag_enum_name_to_value(siscale);

#ifdef NAG_COLUMN_MAJOR
pdb = ip;
pdc = my;

#define C(I, J) c[(J-1)*pdc + I-1]
pdob = ip + 1;
pdp = ip;

#define P(I, J) p[(J-1)*pdp + I-1]
pdvip = ip;
pdw = ip;

#define W(I, J) w[(J-1)*pdw + I-1]
pdycv = maxfac;

#define YCV(I, J) ycv[(J-1)*pdycv + I-1]
order = Nag_ColMajor;

#else
pdb = my;
pdc = maxfac;

#define C(I, J) c[(I-1)*pdc + J-1]
pdob = my;
pdp = maxfac;

#define P(I, J) p[(I-1)*pdp + J-1]
pdvip = vipopt;
pdw = maxfac;

#define W(I, J) w[(I-1)*pdw + J-1]
pdycv = my;

#define YCV(I, J) ycv[(I-1)*pdycv + J-1]
order = Nag_RowMajor;

#endif
if (!(b = NAG_ALLOC(pdb * (order == Nag_RowMajor ? ip : my), double)) ||

!(c = NAG_ALLOC(pdc * (order == Nag_RowMajor ? my : maxfac), double)) ||
!(ob = NAG_ALLOC(pdob * (order == Nag_RowMajor ? (ip + 1) : my),

double)) ||
!(p = NAG_ALLOC(pdp * (order == Nag_RowMajor ? ip : maxfac), double)) ||
!(vip = NAG_ALLOC(pdvip * (order == Nag_RowMajor ? ip : vipopt),

double)) ||
!(w = NAG_ALLOC(pdw * (order == Nag_RowMajor ? ip : maxfac), double)) ||
!(xbar = NAG_ALLOC(ip, double)) ||
!(xstd = NAG_ALLOC(ip, double)) ||
!(ybar = NAG_ALLOC(my, double)) ||
!(ycv = NAG_ALLOC(pdycv * (order == Nag_RowMajor ? maxfac : my),

double)) || !(ystd = NAG_ALLOC(my, double)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
/* Read P */
for (i = 1; i <= ip; i++) {

for (j = 1; j <= maxfac; j++)
#ifdef _WIN32

scanf_s("%lf ", &P(i, j));
#else

scanf("%lf ", &P(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read C */
for (i = 1; i <= my; i++) {

for (j = 1; j <= maxfac; j++)
#ifdef _WIN32

scanf_s("%lf ", &C(i, j));
#else

scanf("%lf ", &C(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read W */
for (i = 1; i <= ip; i++) {

for (j = 1; j <= maxfac; j++)
#ifdef _WIN32

scanf_s("%lf ", &W(i, j));
#else

scanf("%lf ", &W(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read YCV */
for (i = 1; i <= maxfac; i++) {

for (j = 1; j <= my; j++)
#ifdef _WIN32

scanf_s("%lf ", &YCV(i, j));
#else

scanf("%lf ", &YCV(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read means */
if (orig == Nag_EstimatesOrig) {

for (j = 0; j < ip; j++)
#ifdef _WIN32

scanf_s("%lf ", &xbar[j]);
#else

scanf("%lf ", &xbar[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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for (j = 0; j < my; j++)
#ifdef _WIN32

scanf_s("%lf ", &ybar[j]);
#else

scanf("%lf ", &ybar[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (iscale != Nag_PredNoScale) {
for (j = 0; j < ip; j++)

#ifdef _WIN32
scanf_s("%lf ", &xstd[j]);

#else
scanf("%lf ", &xstd[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 0; j < my; j++)
#ifdef _WIN32

scanf_s("%lf ", &ystd[j]);
#else

scanf("%lf ", &ystd[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
/* Calculate predictions */
rcond = -1.00e0;
ip1 = ip + 1;
/*
* nag_pls_orth_scores_fit (g02lcc)
* Partial least squares
*/

nag_pls_orth_scores_fit(order, ip, my, maxfac, nfact, p, pdp, c, pdc, w,
pdw, rcond, b, pdb, orig, xbar, ybar, iscale, xstd,
ystd, ob, pdob, vipopt, ycv, pdycv, vip,
pdvip, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pls_orth_scores_fit (g02lcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip, my,

b, pdb, "B ", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
if (orig == Nag_EstimatesOrig) {

/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
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nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip1,
my, ob, pdob, "OB", 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
if (vipopt != 0) {

/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, ip,

vipopt, vip, pdvip, "VIP", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

END:
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(ob);
NAG_FREE(p);
NAG_FREE(vip);
NAG_FREE(w);
NAG_FREE(xbar);
NAG_FREE(xstd);
NAG_FREE(ybar);
NAG_FREE(ycv);
NAG_FREE(ystd);

return exit_status;
}

10.2 Program Data

nag_pls_orth_scores_fit (g02lcc) Example Program Data
15 1 4 2 Nag_EstimatesOrig Nag_PredStdScale 1 : model parameters
-0.6708 -1.0047 0.6505 0.6169
0.4943 0.1355 -0.9010 -0.2388

-0.4167 -1.9983 -0.5538 0.8474
0.3930 1.2441 -0.6967 -0.4336
0.3267 0.5838 -1.4088 -0.6323
0.0145 0.9607 1.6594 0.5361

-2.4471 0.3532 -1.1321 -1.3554
3.5198 0.6005 0.2191 0.0380
1.0973 2.0635 -0.4074 -0.3522

-2.4466 2.5640 -0.4806 0.3819
2.2732 -1.3110 -0.7686 -1.8959

-1.7987 2.4088 -0.9475 -0.4727
0.3629 0.2241 -2.6332 2.3739
0.3629 0.2241 -2.6332 2.3739

-0.3629 -0.2241 2.6332 -2.3739 : p
3.5425 1.0475 0.2548 0.1866 : c

-1.5764E-01 -1.5935E-01 1.7774E-01 5.4029E-02
8.5680E-02 -1.5240E-04 -1.2179E-01 1.0989E-01

-1.6931E-01 -3.7431E-01 9.4348E-02 3.1878E-01
1.2153E-01 2.0589E-01 -1.8144E-01 -4.4610E-02
7.1133E-02 5.5884E-02 -2.6916E-01 5.4912E-02
6.5188E-02 2.4170E-01 2.3365E-01 -1.8849E-01

-4.2481E-01 -1.8798E-03 -3.2413E-01 -1.1600E-01
6.5370E-01 1.6725E-01 2.1908E-01 2.5461E-01
2.8504E-01 3.6549E-01 -1.9244E-01 -1.5430E-01

g02lcc NAG Library Manual

g02lcc.12 Mark 26



-2.9341E-01 5.0464E-01 -1.0952E-02 1.3881E-01
2.9829E-01 -3.6979E-01 -4.9942E-01 -4.9355E-01

-2.0313E-01 4.1952E-01 -2.5684E-01 -7.5647E-02
5.6905E-02 -2.3197E-02 -3.0503E-01 3.9673E-01
5.6905E-02 -2.3197E-02 -3.0503E-01 3.9673E-01

-5.6905E-02 2.3197E-02 3.0503E-01 -3.9673E-01 : w
89.638060
97.476270
97.939839
98.188474 : ycv
-2.6137 -2.3614 -1.0449 2.8614 0.3156 -0.2641
-0.3146 -1.1221 0.2401 0.4694 -1.9619 0.1691
2.5664 1.3741 -2.7821 : xbar
0.4520 : ybar
1.4956 1.3233 0.5829 0.7735 0.6247 0.7966
2.4113 2.0421 0.4678 0.8197 0.9420 0.1735
1.0475 0.1359 1.3853 : xstd
0.9062 : ystd

10.3 Program Results

nag_pls_orth_scores_fit (g02lcc) Example Program Results
B

1
1 -0.1383
2 0.0572
3 -0.1906
4 0.1238
5 0.0591
6 0.0936
7 -0.2842
8 0.4713
9 0.2661

10 -0.0914
11 0.1226
12 -0.0488
13 0.0332
14 0.0332
15 -0.0332
OB

1
1 -0.4374
2 -0.0838
3 0.0392
4 -0.2964
5 0.1451
6 0.0857
7 0.1065
8 -0.1068
9 0.2091

10 0.5155
11 -0.1011
12 0.1180
13 -0.2548
14 0.0287
15 0.2214
16 -0.0217
VIP

1
1 0.6111
2 0.3182
3 0.7513
4 0.5048
5 0.2712
6 0.3593
7 1.5777
8 2.4348
9 1.1322

10 1.2226
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11 1.1799
12 0.8840
13 0.2129
14 0.2129
15 0.2129
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NAG Library Function Document

nag_pls_orth_scores_pred (g02ldc)

1 Purpose

nag_pls_orth_scores_pred (g02ldc) calculates predictions given the output from an orthogonal scores
PLS regression (nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold (g02lbc)) and
nag_pls_orth_scores_fit (g02lcc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_pls_orth_scores_pred (Nag_OrderType order, Integer ip, Integer my,
Nag_EstimatesOption orig, const double xbar[], const double ybar[],
Nag_ScalePredictor iscale, const double xstd[], const double ystd[],
const double b[], Integer pdb, Integer n, Integer mz,
const Integer isz[], const double z[], Integer pdz, double yhat[],
Integer pdyhat, NagError *fail)

3 Description

nag_pls_orth_scores_pred (g02ldc) calculates the predictions Ŷ of a PLS model given a set Z of test
data and a set B of parameter estimates as returned by nag_pls_orth_scores_fit (g02lcc).

If nag_pls_orth_scores_fit (g02lcc) returns parameter estimates for the original data scale, no further
information is required.

If nag_pls_orth_scores_fit (g02lcc) returns parameter estimates for the centred, and possibly scaled,
data, further information is required. The means of variables in the fitted model must be supplied. In the
case of a PLS model fitted by using scaled data, the means and standard deviations of variables in the
fitted model must also be supplied. These means and standard deviations are those returned by either
nag_pls_orth_scores_svd (g02lac) and nag_pls_orth_scores_wold (g02lbc).

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ip – Integer Input

On entry: the number of predictor variables in the fitted model. ip must take the same value as
that supplied to nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold (g02lbc) to fit
the model.

Constraint: ip > 1.
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3: my – Integer Input

On entry: the number of response variables in the fitted model. my must take the same value as
that supplied to nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold (g02lbc) to fit
the model.

Constraint: my 	 1.

4: orig – Nag_EstimatesOption Input

On entry: indicates how parameter estimates are supplied.

orig ¼ Nag EstimatesOrig
Parameter estimates are for the original data.

orig ¼ Nag EstimatesStand
Parameter estimates are for the centred, and possibly scaled, data.

Constraint: orig ¼ Nag EstimatesStand or Nag EstimatesOrig.

5: xbar½ip� – const double Input

On entry: if orig ¼ Nag EstimatesStand, xbar must contain mean values of predictor variables in
the model; otherwise xbar is not referenced.

6: ybar½my� – const double Input

On entry: if orig ¼ Nag EstimatesStand, ybar must contain the mean value of each response
variable in the model; otherwise ybar is not referenced.

7: iscale – Nag_ScalePredictor Input

On entry: if orig ¼ Nag EstimatesStand, iscale must take the value supplied to either
nag_pls_orth_scores_svd (g02lac) or nag_pls_orth_scores_wold (g02lbc); otherwise iscale is
not referenced.

Constraint: if orig ¼ Nag EstimatesStand, iscale ¼ Nag PredNoScale, Nag PredStdScale or
Nag PredUserScale.

8: xstd½ip� – const double Input

On entry: if orig ¼ Nag EstimatesStand and iscale 6¼ Nag PredNoScale, xstd must contain the
scalings of predictor variables in the model as returned from either nag_pls_orth_scores_svd
(g02lac) or nag_pls_orth_scores_wold (g02lbc); otherwise xstd is not referenced.

9: ystd½my� – const double Input

On entry: if orig ¼ Nag EstimatesStand and iscale 6¼ Nag PredNoScale, ystd must contain the
scalings of response variables as returned from either nag_pls_orth_scores_svd (g02lac) or
nag_pls_orth_scores_wold (g02lbc); otherwise ystd is not referenced.

10: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least

max 1;pdb�myð Þ when order ¼ Nag ColMajor;
max 1; ip� pdbð Þ when order ¼ Nag RowMajor and orig ¼ Nag EstimatesStand;
max 1; 1þ ip� pdbð Þ when order ¼ Nag RowMajor and orig ¼ Nag EstimatesOrig.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On entry: if orig ¼ Nag EstimatesStand, b must contain the parameter estimate for the centred,
and possibly scaled, data as returned by nag_pls_orth_scores_fit (g02lcc); otherwise b must
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contain the parameter estimates for the original data as returned by nag_pls_orth_scores_fit
(g02lcc).

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag ColMajor,

if orig ¼ Nag EstimatesStand, pdb 	 ip;
if orig ¼ Nag EstimatesOrig, pdb 	 1þ ip.;

if order ¼ Nag RowMajor, pdb 	 my.

12: n – Integer Input

On entry: n, the number of observations in the test data Z.

Constraint: n 	 1.

13: mz – Integer Input

On entry: the number of available predictor variables in the test data.

Constraint: mz 	 ip.

14: isz½mz� – const Integer Input

On entry: indicates which predictor variables are to be included in the model. Predictor variables
included from z must be in the same order as those included in the fitted model.

If isz½j � 1� ¼ 1, the jth predictor variable is included in the model, for j ¼ 1; 2; . . . ;mz,
otherwise isz½j� 1� ¼ 0.

Constraints:

isz½j � 1� ¼ 0 or 1, for j ¼ 1; 2; . . . ;mz;P
jisz½j� 1� ¼ ip.

15: z½dim� – const double Input

Note: the dimension, dim, of the array z must be at least

max 1;pdz�mzð Þ when order ¼ Nag ColMajor;
max 1;n� pdzð Þ when order ¼ Nag RowMajor.

Where Z i; jð Þ appears in this document, it refers to the array element

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: Z i; jð Þ contains the ith observation on the jth available predictor variable, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;mz.

16: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor, pdz 	 n;
if order ¼ Nag RowMajor, pdz 	 mz.
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17: yhat½dim� – double Output

Note: the dimension, dim, of the array yhat must be at least

max 1;pdyhat�myð Þ when order ¼ Nag ColMajor;
max 1;n� pdyhatð Þ when order ¼ Nag RowMajor.

Where YHAT i; jð Þ appears in this document, it refers to the array element

yhat½ j� 1ð Þ � pdyhatþ i� 1� when order ¼ Nag ColMajor;
yhat½ i� 1ð Þ � pdyhatþ j� 1� when order ¼ Nag RowMajor.

On exit: YHAT i; jð Þ contains the ith predicted value of the jth y-variable in the model.

18: pdyhat – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array yhat.

Constraints:

if order ¼ Nag ColMajor, pdyhat 	 n;
if order ¼ Nag RowMajor, pdyhat 	 my.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_CHARACTER

On entry, iscale ¼ valueh i.
Constraint: if orig ¼ Nag EstimatesStand, iscale ¼ Nag PredNoScale, Nag PredStdScale or
Nag PredUserScale.

NE_INT

On entry, ip ¼ valueh i.
Constraint: ip > 1.

On entry, my ¼ valueh i.
Constraint: my 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, pdb ¼ valueh i.
Constraint: pdb > 0.

On entry, pdyhat ¼ valueh i.
Constraint: pdyhat > 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.
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NE_INT_2

On entry, mz ¼ valueh i and ip ¼ valueh i.
Constraint: mz 	 ip.

On entry, pdb ¼ valueh i and ipþ 1 ¼ valueh i.
Constraint: if orig ¼ Nag EstimatesOrig, pdb 	 1þ ip.

On entry, pdb ¼ valueh i and ip ¼ valueh i.
Constraint: if orig ¼ Nag EstimatesStand, pdb 	 ip.

On entry, pdb ¼ valueh i and my ¼ valueh i.
Constraint: pdb 	 my.

On entry, pdyhat ¼ valueh i and my ¼ valueh i.
Constraint: pdyhat 	 my.

On entry, pdyhat ¼ valueh i and n ¼ valueh i.
Constraint: pdyhat 	 n.

On entry, pdz ¼ valueh i and mz ¼ valueh i.
Constraint: pdz 	 mz.

On entry, pdz ¼ valueh i and n ¼ valueh i.
Constraint: pdz 	 n.

NE_INT_ARG_CONS

On entry, the number of elements of isz equal to 1 is not ip.

NE_INT_ARRAY_VAL_1_OR_2

On entry, isz½j� 1� ¼ valueh i, j ¼ valueh i.
Constraint: isz½j� 1� ¼ 0 or 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_pls_orth_scores_pred (g02ldc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_pls_orth_scores_pred (g02ldc) allocates internally 3� ipþmy elements of double storage.
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10 Example

This example reads in parameter estimates for a fitted PLS model and prediction data, and the PLS
model predictions are calculated.

10.1 Program Text

/* nag_pls_orth_scores_pred (g02ldc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ip, j, l, my, mz, n;
Integer pdb, pdyhat, pdz;
Integer *isz = 0;
/*Double scalar and array declarations */
double *b = 0, *xbar = 0, *xstd = 0, *ybar = 0, *yhat = 0;
double *ystd = 0, *z = 0;
/*Character scalar and array declarations */
char siscale[40], sorig[40];
/*NAG Types */
Nag_OrderType order;
Nag_ScalePredictor iscale;
Nag_EstimatesOption orig;
NagError fail;

INIT_FAIL(fail);

printf("nag_pls_orth_scores_pred (g02ldc) Example Program Results\n");
/* Skip header in data file. */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read data values. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%39s %39s %" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &ip, &my, sorig, (unsigned)_countof(sorig), siscale,
(unsigned)_countof(siscale), &n, &mz);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%39s %39s %" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &ip, &my, sorig, siscale, &n, &mz);
#endif

orig = (Nag_EstimatesOption) nag_enum_name_to_value(sorig);
iscale = (Nag_ScalePredictor) nag_enum_name_to_value(siscale);

#ifdef NAG_COLUMN_MAJOR
pdb = ((orig == Nag_EstimatesStand) ? ip : 1 + ip);

#define B(I, J) b[(J-1)*pdb + I-1]
pdyhat = n;
pdz = n;

#define Z(I, J) z[(J-1)*pdz + I-1]
order = Nag_ColMajor;

g02ldc NAG Library Manual

g02ldc.6 Mark 26



#else
pdb = my;

#define B(I, J) b[(I-1)*pdb + J-1]
pdyhat = my;
pdz = mz;

#define Z(I, J) z[(I-1)*pdz + J-1]
order = Nag_RowMajor;

#endif
if (!(b = NAG_ALLOC(pdb * (order == Nag_RowMajor ? (1 + ip) : my), double))

|| !(xbar = NAG_ALLOC(ip, double)) || !(xstd = NAG_ALLOC(ip, double))
|| !(ybar = NAG_ALLOC(my, double))
|| !(yhat =

NAG_ALLOC(pdyhat * (order == Nag_RowMajor ? n : my), double))
|| !(ystd = NAG_ALLOC(my, double))
|| !(z = NAG_ALLOC(pdz * (order == Nag_RowMajor ? n : mz), double))
|| !(isz = NAG_ALLOC(mz, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read prediction x-data */
for (i = 1; i <= n; i++) {

for (j = 1; j <= mz; j++)
#ifdef _WIN32

scanf_s("%lf ", &Z(i, j));
#else

scanf("%lf ", &Z(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read elements of isz */
for (j = 0; j < mz; j++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &isz[j]);

#else
scanf("%" NAG_IFMT " ", &isz[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read parameter estimates */
l = ip;
if (orig != Nag_EstimatesStand) {

l = l + 1;
}
for (j = 1; j <= l; j++) {

for (i = 1; i <= my; i++)
#ifdef _WIN32

scanf_s("%lf ", &B(j, i));
#else

scanf("%lf ", &B(j, i));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read means */
if (orig == Nag_EstimatesStand) {

for (j = 0; j < ip; j++)
#ifdef _WIN32

scanf_s("%lf ", &xbar[j]);
#else
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scanf("%lf ", &xbar[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (l = 0; l < my; l++)
#ifdef _WIN32

scanf_s("%lf ", &ybar[l]);
#else

scanf("%lf ", &ybar[l]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Read scalings */
if ((orig == Nag_EstimatesStand) && (iscale != Nag_PredNoScale)) {

for (j = 0; j < ip; j++)
#ifdef _WIN32

scanf_s("%lf ", &xstd[j]);
#else

scanf("%lf ", &xstd[j]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (l = 0; l < my; l++)
#ifdef _WIN32

scanf_s("%lf ", &ystd[l]);
#else

scanf("%lf ", &ystd[l]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
/* Calculate predictions */
/*
* nag_pls_orth_scores_pred (g02ldc)
* Partial least squares
*/

nag_pls_orth_scores_pred(order, ip, my, orig, xbar, ybar, iscale, xstd,
ystd, b, pdb, n, mz, isz, z, pdz, yhat, pdyhat,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_pls_orth_scores_pred (g02ldc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, my,

yhat, pdyhat, "YHAT", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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END:
NAG_FREE(b);
NAG_FREE(xbar);
NAG_FREE(xstd);
NAG_FREE(ybar);
NAG_FREE(yhat);
NAG_FREE(ystd);
NAG_FREE(z);
NAG_FREE(isz);

return exit_status;
}

10.2 Program Data

nag_pls_orth_scores_pred (g02ldc) Example Program Data
15 1 Nag_EstimatesStand Nag_PredStdScale 15 15 : ip, my, orig, iscale, n, mz
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
1.9607 -1.6324 0.5746 1.9607 -1.6324 0.5740
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
1.9607 -1.6324 0.5746 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
0.0744 -1.7333 0.0902 1.9607 -1.6324 0.5746
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 2.8369 1.4092 -3.1398
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
-4.7548 3.6521 0.8524 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902

-1.2201 0.8829 2.2253
-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
2.4064 1.7438 1.1057 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 0.0744 -1.7333 0.0902
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398
2.2261 -5.3648 0.3049 3.0777 0.3891 -0.0701
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-4.1921 -1.0285 -0.9801 3.0777 0.3891 -0.0701
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-4.9217 1.2977 0.4473 3.0777 0.3891 -0.0701
0.0744 -1.7333 0.0902 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
2.2261 -5.3648 0.3049 2.2261 -5.3648 0.3049
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
-4.9217 1.2977 0.4473 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398

-2.6931 -2.5271 -1.2871 3.0777 0.3891 -0.0701
-4.1921 -1.0285 -0.9801 0.0744 -1.7333 0.0902
2.8369 1.4092 -3.1398 : z

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 : Elements of isz
-0.1383 0.0572 -0.1906 0.1238 0.0591 0.0936
-0.2842 0.4713 0.2661 -0.0914 0.1226 -0.0488
0.0332 0.0332 -0.0332 : b

-2.6137 -2.3614 -1.0449 2.8614 0.3156 -0.2641
-0.3146 -1.1221 0.2401 0.4694 -1.9619 0.1691
2.5664 1.3741 -2.7821 : xbar
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0.4520 : ybar
1.4956 1.3233 0.5829 0.7735 0.6247 0.7966
2.4113 2.0421 0.4678 0.8197 0.9420 0.1735
1.0475 0.1359 1.3853 : xstd
0.9062 : ystd

10.3 Program Results

nag_pls_orth_scores_pred (g02ldc) Example Program Results
YHAT

1
1 0.2132
2 0.5152
3 0.1437
4 0.4459
5 0.1716
6 2.4809
7 0.0964
8 1.4475
9 -0.1546

10 -0.5492
11 0.5393
12 0.2686
13 -1.1332
14 1.7975
15 0.4973
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NAG Library Function Document

nag_lars (g02mac)

1 Purpose

nag_lars (g02mac) performs Least Angle Regression (LARS), forward stagewise linear regression or
Least Absolute Shrinkage and Selection Operator (LASSO).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_lars (Nag_LARSModelType mtype, Nag_LARSPreProcess pred,
Nag_LARSPreProcess prey, Integer n, Integer m, const double d[],
Integer pdd, const Integer isx[], const double y[], Integer mnstep,
Integer *ip, Integer *nstep, double b[], Integer pdb, double fitsum[],
const double ropt[], Integer lropt, NagError *fail)

3 Description

nag_lars (g02mac) implements the LARS algorithm of Efron et al. (2004) as well as the modifications
needed to perform forward stagewise linear regression and fit LASSO and positive LASSO models.

Given a vector of n observed values, y ¼ yi : i ¼ 1; 2; . . . ; nf g and an n� p design matrix X, where the
jth column of X, denoted xj, is a vector of length n representing the jth independent variable xj,

standardized such that
Xn
i¼1
xij ¼ 0, and

Xn
i¼1
x2ij ¼ 1 and a set of model parameters � to be estimated from

the observed values, the LARS algorithm can be summarised as:

1. Set k ¼ 1 and all coefficients to zero, that is � ¼ 0.

2. Find the variable most correlated with y, say xj1. Add xj1 to the ‘most correlated’ set A. If p ¼ 1
go to 8.

3. Take the largest possible step in the direction of xj1 (i.e., increase the magnitude of �j1 ) until
some other variable, say xj2, has the same correlation with the current residual, y� xj1�j1 .

4. Increment k and add xjk to A.
5. If Aj j ¼ p go to 8.

6. Proceed in the ‘least angle direction’, that is, the direction which is equiangular between all
variables in A, altering the magnitude of the parameter estimates of those variables in A, until
the kth variable, xjk , has the same correlation with the current residual.

7. Go to 4.

8. Let K ¼ k.
As well as being a model selection process in its own right, with a small number of modifications the
LARS algorithm can be used to fit the LASSO model of Tibshirani (1996), a positive LASSO model,
where the independent variables enter the model in their defined direction (i.e., �kj 	 0), forward
stagewise linear regression (Hastie et al. (2001)) and forward selection (Weisberg (1985)). Details of
the required modifications in each of these cases are given in Efron et al. (2004).

The LASSO model of Tibshirani (1996) is given by

minimize
�;�k2Rp

y� ��XT�k
�� ��2 subject to �kk k1 � tk
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for all values of tk, where � ¼ �y ¼ n�1
Xn
i¼1
yi. The positive LASSO model is the same as the standard

LASSO model, given above, with the added constraint that

�kj 	 0; j ¼ 1; 2; . . . ; p:

Unlike the standard LARS algorithm, when fitting either of the LASSO models, variables can be
dropped as well as added to the set A. Therefore the total number of steps K is no longer bounded by
p.

Forward stagewise linear regression is an iterative procedure of the form:

1. Initialize k ¼ 1 and the vector of residuals r0 ¼ y� �.
2. For each j ¼ 1; 2; . . . ; p calculate cj ¼ xTj rk�1. The value cj is therefore proportional to the

correlation between the jth independent variable and the vector of previous residual values, rk.

3. Calculate jk ¼ argmax
j

cj
		 		, the value of j with the largest absolute value of cj.

4. If cjk
		 		 < � then go to 7.

5. Update the residual values, with

rk ¼ rk�1 þ � sign cjk
� �

xjk

where � is a small constant and sign cjk
� �

¼ �1 when cjk < 0 and 1 otherwise.

6. Increment k and go to 2.

7. Set K ¼ k.

If the largest possible step were to be taken, that is � ¼ cjk
		 		 then forward stagewise linear regression

reverts to the standard forward selection method as implemented in nag_step_regsn (g02eec).

The LARS procedure results in K models, one for each step of the fitting process. In order to aid in
choosing which is the most suitable Efron et al. (2004) introduced a Cp-type statistic given by

C kð Þ
p ¼

y�XT�kk k2

�2
� nþ 2�k;

where �k is the approximate degrees of freedom for the kth step and

�2 ¼ n� y
Ty

�K
:

One way of choosing a model is therefore to take the one with the smallest value of C kð Þ
p .

4 References
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5 Arguments

1: mtype – Nag_LARSModelType Input

On entry: indicates the type of model to fit.

mtype ¼ Nag LARS LAR
LARS is performed.

mtype ¼ Nag LARS ForwardStagewise
Forward linear stagewise regression is performed.

mtype ¼ Nag LARS LASSO
LASSO model is fit.

mtype ¼ Nag LARS PositiveLASSO
A positive LASSO model is fit.

Constraint: mtype ¼ Nag LARS LAR, Nag LARS ForwardStagewise, Nag LARS LASSO or
Nag LARS PositiveLASSO.

2: pred – Nag_LARSPreProcess Input

On entry: indicates the type of data preprocessing to perform on the independent variables
supplied in d to comply with the standardized form of the design matrix.

pred ¼ Nag LARS None
No preprocessing is performed.

pred ¼ Nag LARS Centered
Each of the independent variables, xj , for j ¼ 1; 2; . . . ; p, are mean centred prior to fitting
the model. The means of the independent variables, �x, are returned in b, with
�xj ¼ b½ nstepþ 1ð Þ � pdbþ j � 1�, for j ¼ 1; 2; . . . ; p.

pred ¼ Nag LARS Normalized

Each independent variable is normalized, with the jth variable scaled by 1=
ffiffiffiffiffiffiffiffiffiffi
xTj xj

q
. The

scaling factor used by variable j is returned in b½nstep� pdbþ j � 1�.
pred ¼ Nag LARS CenteredNormalized

As pred ¼ Nag LARS Centered and Nag LARS Normalized, all of the independent
variables are mean centred prior to being normalized.

Suggested value: pred ¼ Nag LARS CenteredNormalized.

Con s t r a i n t : pred ¼ Nag LARS None, Nag LARS Centered, Nag LARS Normalized o r
Nag LARS CenteredNormalized.

3: prey – Nag_LARSPreProcess Input

On entry: indicates the type of data preprocessing to perform on the dependent variable supplied
in y.

prey ¼ Nag LARS None
No preprocessing is performed, this is equivalent to setting � ¼ 0.

prey ¼ Nag LARS Centered
The dependent variable, y, is mean centred prior to fitting the model, so � ¼ �y. Which is
equivalent to fitting a non-penalized intercept to the model and the degrees of freedom etc.
are adjusted accordingly.

The value of � used is returned in fitsum½nstep� 6�.
Suggested value: prey ¼ Nag LARS Centered.

Constraint: prey ¼ Nag LARS None or Nag LARS Centered.
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4: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

5: m – Integer Input

On entry: m, the total number of independent variables.

Constraint: m 	 1.

6: d½dim� – const double Input

Note: the dimension, dim, of the array d must be at least pdd�m.

On entry: D, the data, which along with pred and isx, defines the design matrix X. The ith
observation for the jth variable must be supplied in d½ j � 1ð Þ � pddþ i � 1�, for i ¼ 1; 2; . . . ;n
and j ¼ 1; 2; . . . ;m.

7: pdd – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array d.

Constraint: pdd 	 n.

8: isx½m� – const Integer Input

On entry: indicates which independent variables from d will be included in the design matrix, X.

If isx is NULL, all variables are included in the design matrix.

Otherwise, for j ¼ 1; 2; . . . ;m when isx½j� 1� must be set as follows:

isx½j� 1� ¼ 1
To indicate that the jth variable, as supplied in d, is included in the design matrix;

isx½j� 1� ¼ 0
To indicated that the jth variable, as supplied in d, is not included in the design matrix;

and p ¼
Xm
j¼1

isx½j � 1�.

Constraint: isx½j � 1� ¼ 0 or 1 and at least one value of isx½j � 1� 6¼ 0, for j ¼ 1; 2; . . . ;m.

9: y½n� – const double Input

On entry: y, the observations on the dependent variable.

10: mnstep – Integer Input

On entry: the maximum number of steps to carry out in the model fitting process.

If mtype ¼ Nag LARS LAR, the maximum number of steps the algorithm will take is min p; nð Þ
if prey ¼ Nag LARS None, otherwise min p; n� 1ð Þ.
If mtype ¼ Nag LARS ForwardStagewise, the maximum number of steps the algorithm will take
is likely to be several orders of magnitude more and is no longer bound by p or n.

If mtype ¼ Nag LARS LASSO or Nag LARS PositiveLASSO, the maximum number of steps
the algorithm will take lies somewhere between that of the LARS and forward linear stagewise
regression, again it is no longer bound by p or n.

Constraint: mnstep 	 1.

11: ip – Integer * Output

On exit: p, number of parameter estimates.
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If isx is NULL, p ¼ m, i.e., the number of variables in d.

Otherwise p is the number of nonzero values in isx.

12: nstep – Integer * Output

On exit: K, the actual number of steps carried out in the model fitting process.

13: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least pdb� ðmnstepþ 2Þ.
On exit: � the parameter estimates, with b½ k� 1ð Þ � pdbþ j� 1� ¼ �kj, the parameter estimate
for the jth variable, j ¼ 1; 2; . . . ; p at the kth step of the model fitting process,
k ¼ 1; 2; . . . ; nstep.

By default, when pred ¼ Nag LARS Normalized or Nag LARS CenteredNormalized the
parameter estimates are rescaled prior to being returned. If the parameter estimates are required
on the normalized scale, then this can be overridden via ropt.

The values held in the remaining part of b depend on the type of preprocessing performed.

If pred ¼ Nag LARS None,
b½nstep� pdbþ j� 1� ¼ 1
b½ nstepþ 1ð Þ � pdbþ j� 1� ¼ 0

If pred ¼ Nag LARS Centered,
b½nstep� pdbþ j� 1� ¼ 1
b½ nstepþ 1ð Þ � pdbþ j� 1� ¼ �xj

If pred ¼ Nag LARS Normalized,

b½nstep� pdbþ j� 1� ¼ 1=
ffiffiffiffiffiffiffiffiffiffi
xTj xj

q
b½ nstepþ 1ð Þ � pdbþ j� 1� ¼ 0

If pred ¼ Nag LARS CenteredNormalized,

b½nstep� pdbþ j� 1� ¼ 1=
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
xj � �xj
� �T

xj � �xj
� �q

b½ nstepþ 1ð Þ � pdbþ j� 1� ¼ �xj

for j ¼ 1; 2; . . . ; p.

14: pdb – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array b.

Constraint: pdb 	 p, where p is the number of parameter estimates as described in ip.

15: fitsum½6� mnstepþ 1ð Þ� – double Output

On exit: summaries of the model fitting process. When k ¼ 1; 2; . . . ; nstep,

fitsum½ k� 1ð Þ � 6�
�kk k1, the sum of the absolute values of the parameter estimates for the kth step of the
m o d e l l i n g fi t t i n g p r o c e s s . I f pred ¼ Nag LARS Normalized o r
Nag LARS CenteredNormalized, the scaled parameter estimates are used in the
summation.

fitsum½ k� 1ð Þ � 6þ 1�
RSSk, the residual sums of squares for the kth step, where RSSk ¼ y�XT�kk k2.

fitsum½ k� 1ð Þ � 6þ 2�
�k, approximate degrees of freedom for the kth step.

fitsum½ k� 1ð Þ � 6þ 3�
C kð Þ
p , a Cp-type statistic for the kth step, where C kð Þ

p ¼ RSSk
�2
� nþ 2�k .
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fitsum½ k� 1ð Þ � 6þ 4�
Ĉk, correlation between the residual at step k� 1 and the most correlated variable not yet
in the active set A, where the residual at step 0 is y.

fitsum½ k� 1ð Þ � 6þ 5�
�̂k, the step size used at step k.

In addition

fitsum½nstep� 6�
�, with � ¼ �y if prey ¼ Nag LARS Centered and 0 otherwise.

fitsum½nstep� 6þ 1�
RSS0, the residual sums of squares for the null model, where RSS0 ¼ yTy when
prey ¼ Nag LARS None and RSS0 ¼ y� �yð ÞT y� �yð Þ otherwise.

fitsum½nstep� 6þ 2�
�0, the degrees of freedom for the null model, where �0 ¼ 0 if prey ¼ Nag LARS None
and �0 ¼ 1 otherwise.

fitsum½nstep� 6þ 3�
C 0ð Þ
p , a Cp-type statistic for the null model, where C 0ð Þ

p ¼ RSS0
�2
� nþ 2�0 .

fitsum½nstep� 6þ 4�
�2, where �2 ¼ n�RSSK

�K
and K ¼ nstep.

A l though the Cp s t a t i s t i c s desc r ibed above are re tu rned when fail:code ¼
NW_LIMIT_REACHED they may not be meaningful due to the estimate �2 not being based
on the saturated model.

16: ropt½lropt� – const double Input

On entry: optional parameters to control various aspects of the LARS algorithm.

The default value will be used for ropt½i� 1� if lropt < i, therefore setting lropt ¼ 0 will use the
default values for all optional arguments and ropt need not be set and may be NULL. The
default value will also be used if an invalid value is supplied for a particular argument, for
example, setting ropt½i� 1� ¼ �1 will use the default value for argument i.

ropt½0�
The minimum step size that will be taken.

Default is 100� eps is used, where eps is the machine precision returned by nag_machine_preci
sion (X02AJC).

ropt½1�
General tolerance, used amongst other things, for comparing correlations.

Default is ropt½0�.
ropt½2�

If set to 1, parameter estimates are rescaled before being returned.

If set to 0, no rescaling is performed.

This argument has no effect when pred ¼ Nag LARS None or Nag LARS Centered.

Default is for the parameter estimates to be rescaled.

ropt½3�
If set to 1, it is assumed that the model contains an intercept during the model fitting
process and when calculating the degrees of freedom.

If set to 0, no intercept is assumed.

This has no effect on the amount of preprocessing performed on y.
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Default is to treat the model as having an intercept when prey ¼ Nag LARS Centered and as not
having an intercept when prey ¼ Nag LARS None.

ropt½4�
As implemented, the LARS algorithm can either work directly with y and X, or it can
work with the cross-product matrices, XTy and XTX. In most cases it is more efficient to
work with the cross-product matrices. This flag allows you direct control over which
method is used, however, the default value will usually be the best choice.

If ropt½4� ¼ 1, y and X are worked with directly.

If ropt½4� ¼ 0, the cross-product matrices are used.

Default is 1 when p 	 500 and n < p and 0 otherwise.

Constraints:

ropt½0� > machine precision;
ropt½1� > machine precision;
ropt½2� ¼ 0 or 1;
ropt½3� ¼ 0 or 1;
ropt½4� ¼ 0 or 1.

17: lropt – Integer Input

On entry: length of the options array ropt.

Constraint: 0 � lropt � 5.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, lropt ¼ valueh i.
Constraint: 0 � lropt � 5.

On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: if isx is NULL then pdb 	 m.

On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: if isx is not NULL then pdb 	 p.
On entry, pdd ¼ valueh i and n ¼ valueh i.
Constraint: pdd 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.
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On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY

On entry, all values of isx are zero.
Constraint: at least one value of isx must be nonzero.

On entry, isx½ valueh i� ¼ valueh i.
Constraint: isx½i� ¼ 0 or 1 for all i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAX_STEP

On entry, mnstep ¼ valueh i.
Constraint: mnstep 	 1.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_LIMIT_REACHED

Fitting process did not finish in mnstep steps. Try increasing the size of mnstep and supplying
larger output arrays.
All output is returned as documented, up to step mnstep, however, � and the Cp statistics may
not be meaningful.

NW_OVERFLOW_WARN

�K ¼ n, therefore � has been set to a large value. Output is returned as documented.

�2 is approximately zero and hence the Cp-type criterion cannot be calculated. All other output is
returned as documented.

NW_POTENTIAL_PROBLEM

Degenerate model, no variables added and nstep ¼ 0. Output is returned as documented.

7 Accuracy

Not applicable.

8 Further Comments

nag_lars (g02mac) returns the parameter estimates at various points along the solution path of a LARS,
LASSO or stagewise regression analysis. If the solution is required at a different set of points, for
example when performing cross-validation, then nag_lars_param (g02mcc) can be used.

For datasets with a large number of observations, n, it may be impractical to store the full X matrix in
memory in one go. In such instances the cross-product matrices XTy and XTX can be calculated, using
for example, multiple calls to nag_sum_sqs (g02buc) and nag_sum_sqs_combine (g02bzc), and
nag_lars_xtx (g02mbc) called to perform the analysis.

The amount of workspace used by nag_lars (g02mac) depends on whether the cross-product matrices
are being used internally (as controlled by ropt). If the cross-product matrices are being used then
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nag_lars (g02mac) internally allocates approximately 2p2 þ 4pþmax npð Þ elements of real storage
compared to p2 þ 3pþmax npð Þ þ 2nþ n� p elements when X and y are used directly. In both cases
approximately 5p elements of integer storage are also used. If a forward linear stagewise analysis is
performed than an additional p2 þ 5p elements of real storage are required.

9 Example

This example performs a LARS on a simulated dataset with 20 observations and 6 independent
variables.

9.1 Program Text

/* nag_lars (g02mac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer i, j, k, ip, ldb, ldd, m, mnstep, n, nstep, lropt;
Integer *isx = 0;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;
Nag_LARSModelType mtype;
Nag_LARSPreProcess pred, prey;

/* Double scalar and array declarations */
double *b = 0, *d = 0, *fitsum = 0, *y = 0, *ropt = 0;

/* Character scalar and array declarations */
char cmtype[40], cpred[40], cprey[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_lars (g02mac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Read in the model specification */
#ifdef _WIN32

scanf_s("%39s%39s%39s%" NAG_IFMT "%*[^\n] ", cmtype,
(unsigned)_countof(cmtype), cpred,
(unsigned)_countof(cpred), cprey,
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(unsigned)_countof(cprey), &mnstep);
#else

scanf("%39s%39s%39s%" NAG_IFMT "%*[^\n] ", cmtype, cpred, cprey, &mnstep);
#endif

mtype = (Nag_LARSModelType) nag_enum_name_to_value(cmtype);
pred = (Nag_LARSPreProcess) nag_enum_name_to_value(cpred);
prey = (Nag_LARSPreProcess) nag_enum_name_to_value(cprey);

/* Using all variables */
isx = 0;

/* Optional arguments (using defaults) */
lropt = 0;
ropt = 0;

/* Allocate memory for the data */
ldd = n;
if (!(y = NAG_ALLOC(n, double)) || !(d = NAG_ALLOC(ldd * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data */
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++) {
#ifdef _WIN32

scanf_s("%lf", &d[j * ldd + i]);
#else

scanf("%lf", &d[j * ldd + i]);
#endif

}
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate output arrays */
ldb = m;
if (!(b = NAG_ALLOC(ldb * (mnstep + 2), double)) ||

!(fitsum = NAG_ALLOC(6 * (mnstep + 1), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Call nag_lars (g02mac) to fit the model */
nag_lars(mtype, pred, prey, n, m, d, ldd, isx, y, mnstep, &ip, &nstep,

b, ldb, fitsum, ropt, lropt, &fail);
if (fail.code != NE_NOERROR) {

if (fail.code != NW_OVERFLOW_WARN && fail.code != NW_POTENTIAL_PROBLEM
&& fail.code != NW_LIMIT_REACHED) {

printf("Error from nag_lars (g02mac).\n%s\n", fail.message);
exit_status = 11;
goto END;

}
else {

printf("Warning from nag_lars (g02mac).\n%s\n", fail.message);
exit_status = 2;

}
}
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/* Display the parameter estimates */
printf(" Step ");
for (i = 0; i < MAX(ip - 2, 0) * 5; i++)

printf(" ");
printf(" Parameter Estimate\n ");
for (i = 0; i < 5 + ip * 10; i++)

printf("-");
printf("\n");
for (k = 0; k < nstep; k++) {

printf(" %3" NAG_IFMT "", k + 1);
for (j = 0; j < ip; j++) {

printf(" %9.3f", b[k * ldb + j]);
}
printf("\n");

}
printf("\n");
printf(" alpha: %9.3f\n", fitsum[6 * nstep]);
printf("\n");
printf(" Step Sum RSS df Cp Ck Step Size\n ");
for (i = 0; i < 64; i++)

printf("-");
printf("\n");
for (k = 0; k < nstep; k++) {

printf(" %3" NAG_IFMT " %9.3f %9.3f %6.0f %9.3f %9.3f %9.3f\n",
k + 1, fitsum[k * 6], fitsum[k * 6 + 1], fitsum[k * 6 + 2],
fitsum[k * 6 + 3], fitsum[k * 6 + 4], fitsum[k * 6 + 5]);

}
printf("\n");
printf(" sigma^2: %9.3f\n", fitsum[nstep * 6 + 4]);

END:
NAG_FREE(y);
NAG_FREE(d);
NAG_FREE(b);
NAG_FREE(fitsum);
NAG_FREE(ropt);

return (exit_status);
}

9.2 Program Data

nag_lars (g02mac) Example Program Data
20 6 :: n,m
Nag_LARS_LAR Nag_LARS_CenteredNormalized
Nag_LARS_Centered 6 :: mtype,pred,prey,mnstep
10.28 1.77 9.69 15.58 8.23 10.44 -46.47
9.08 8.99 11.53 6.57 15.89 12.58 -35.80

17.98 13.10 1.04 10.45 10.12 16.68 -129.22
14.82 13.79 12.23 7.00 8.14 7.79 -42.44
17.53 9.41 6.24 3.75 13.12 17.08 -73.51
7.78 10.38 9.83 2.58 10.13 4.25 -26.61

11.95 21.71 8.83 11.00 12.59 10.52 -63.90
14.60 10.09 -2.70 9.89 14.67 6.49 -76.73
3.63 9.07 12.59 14.09 9.06 8.19 -32.64
6.35 9.79 9.40 12.79 8.38 16.79 -83.29
4.66 3.55 16.82 13.83 21.39 13.88 -16.31
8.32 14.04 17.17 7.93 7.39 -1.09 -5.82

10.86 13.68 5.75 10.44 10.36 10.06 -47.75
4.76 4.92 17.83 2.90 7.58 11.97 18.38
5.05 10.41 9.89 9.04 7.90 13.12 -54.71
5.41 9.32 5.27 15.53 5.06 19.84 -55.62
9.77 2.37 9.54 20.23 9.33 8.82 -45.28

14.28 4.34 14.23 14.95 18.16 11.03 -22.76
10.17 6.80 3.17 8.57 16.07 15.93 -104.32
5.39 2.67 6.37 13.56 10.68 7.35 -55.94 :: End of d, y
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9.3 Program Results

nag_lars (g02mac) Example Program Results

Step Parameter Estimate
-----------------------------------------------------------------

1 0.000 0.000 3.125 0.000 0.000 0.000
2 0.000 0.000 3.792 0.000 0.000 -0.713
3 -0.446 0.000 3.998 0.000 0.000 -1.151
4 -0.628 -0.295 4.098 0.000 0.000 -1.466
5 -1.060 -1.056 4.110 -0.864 0.000 -1.948
6 -1.073 -1.132 4.118 -0.935 -0.059 -1.981

alpha: -50.037

Step Sum RSS df Cp Ck Step Size
----------------------------------------------------------------

1 72.446 8929.855 2 13.355 123.227 72.446
2 103.385 6404.701 3 7.054 50.781 24.841
3 126.243 5258.247 4 5.286 30.836 16.225
4 145.277 4657.051 5 5.309 19.319 11.587
5 198.223 3959.401 6 5.016 12.266 24.520
6 203.529 3954.571 7 7.000 0.910 2.198

sigma^2: 304.198

This example plot shows the regression coefficients (�k) plotted against the scaled absolute sum of the
parameter estimates ( �kk k1).
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NAG Library Function Document

nag_lars_xtx (g02mbc)

1 Purpose

nag_lars_xtx (g02mbc) performs Least Angle Regression (LARS), forward stagewise linear regression
or Least Absolute Shrinkage and Selection Operator (LASSO) using cross-product matrices.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_lars_xtx (Nag_LARSModelType mtype, Nag_LARSPreProcess pred,
Nag_LARSPreProcess intcpt, Integer n, Integer m, const double dtd[],
Integer pddtd, const Integer isx[], const double dty[], double yty,
Integer mnstep, Integer *ip, Integer *nstep, double b[], Integer pdb,
double fitsum[], const double ropt[], Integer lropt, NagError *fail)

3 Description

nag_lars_xtx (g02mbc) implements the LARS algorithm of Efron et al. (2004) as well as the
modifications needed to perform forward stagewise linear regression and fit LASSO and positive
LASSO models.

Given a vector of n observed values, y ¼ yi : i ¼ 1; 2; . . . ; nf g and an n� p design matrix X, where the
jth column of X, denoted xj, is a vector of length n representing the jth independent variable xj,

standardized such that
Xn
i¼1
xij ¼ 0, and

Xn
i¼1
x2ij ¼ 1 and a set of model parameters � to be estimated from

the observed values, the LARS algorithm can be summarised as:

1. Set k ¼ 1 and all coefficients to zero, that is � ¼ 0.

2. Find the variable most correlated with y, say xj1. Add xj1 to the ‘most correlated’ set A. If p ¼ 1
go to 8.

3. Take the largest possible step in the direction of xj1 (i.e., increase the magnitude of �j1 ) until
some other variable, say xj2, has the same correlation with the current residual, y� xj1�j1 .

4. Increment k and add xjk to A.
5. If Aj j ¼ p go to 8.

6. Proceed in the ‘least angle direction’, that is, the direction which is equiangular between all
variables in A, altering the magnitude of the parameter estimates of those variables in A, until
the kth variable, xjk , has the same correlation with the current residual.

7. Go to 4.

8. Let K ¼ k.
As well as being a model selection process in its own right, with a small number of modifications the
LARS algorithm can be used to fit the LASSO model of Tibshirani (1996), a positive LASSO model,
where the independent variables enter the model in their defined direction, forward stagewise linear
regression (Hastie et al. (2001)) and forward selection (Weisberg (1985)). Details of the required
modifications in each of these cases are given in Efron et al. (2004).

The LASSO model of Tibshirani (1996) is given by

minimize
�;�k2Rp

y� ��XT�k
�� ��2 subject to �kk k1 � tk
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for all values of tk, where � ¼ �y ¼ n�1
Xn
i¼1
yi. The positive LASSO model is the same as the standard

LASSO model, given above, with the added constraint that

�kj 	 0; j ¼ 1; 2; . . . ; p:

Unlike the standard LARS algorithm, when fitting either of the LASSO models, variables can be
dropped as well as added to the set A. Therefore the total number of steps K is no longer bounded by
p.

Forward stagewise linear regression is an iterative procedure of the form:

1. Initialize k ¼ 1 and the vector of residuals r0 ¼ y� �.
2. For each j ¼ 1; 2; . . . ; p calculate cj ¼ xTj rk�1. The value cj is therefore proportional to the

correlation between the jth independent variable and the vector of previous residual values, rk.

3. Calculate jk ¼ argmax
j

cj
		 		, the value of j with the largest absolute value of cj.

4. If cjk
		 		 < � then go to 7.

5. Update the residual values, with

rk ¼ rk�1 þ � sign cjk
� �

xjk

where � is a small constant and sign cjk
� �

¼ �1 when cjk < 0 and 1 otherwise.

6. Increment k and go to 2.

7. Set K ¼ k.

If the largest possible step were to be taken, that is � ¼ cjk
		 		 then forward stagewise linear regression

reverts to the standard forward selection method as implemented in nag_step_regsn (g02eec).

The LARS procedure results in K models, one for each step of the fitting process. In order to aid in
choosing which is the most suitable Efron et al. (2004) introduced a Cp-type statistic given by

C kð Þ
p ¼

y�XT�kk k2

�2
� nþ 2�k;

where �k is the approximate degrees of freedom for the kth step and

�2 ¼ n� y
Ty

�K
:

One way of choosing a model is therefore to take the one with the smallest value of C kð Þ
p .

4 References
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(Volume 32) 2 407–499

Hastie T, Tibshirani R and Friedman J (2001) The Elements of Statistical Learning: Data Mining,
Inference and Prediction Springer (New York)

Tibshirani R (1996) Regression Shrinkage and Selection via the Lasso Journal of the Royal Statistics
Society, Series B (Methodological) (Volume 58) 1 267–288
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5 Arguments

1: mtype – Nag_LARSModelType Input

On entry: indicates the type of model to fit.

mtype ¼ Nag LARS LAR
LARS is performed.

mtype ¼ Nag LARS ForwardStagewise
Forward linear stagewise regression is performed.

mtype ¼ Nag LARS LASSO
LASSO model is fit.

mtype ¼ Nag LARS PositiveLASSO
A positive LASSO model is fit.

Constraint: mtype ¼ Nag LARS LAR, Nag LARS ForwardStagewise, Nag LARS LASSO or
Nag LARS PositiveLASSO.

2: pred – Nag_LARSPreProcess Input

On entry: indicates the type of preprocessing to perform on the cross-products involving the
independent variables, i.e., those supplied in dtd and dty.

pred ¼ Nag LARS None
No preprocessing is performed.

pred ¼ Nag LARS Normalized

Each independent variable is normalized, with the jth variable scaled by 1=
ffiffiffiffiffiffiffiffiffiffi
xTj xj

q
. The

scaling factor used by variable j is returned in b½nstep� pdbþ j � 1�.
Constraint: pred ¼ Nag LARS None or Nag LARS Normalized.

3: intcpt – Nag_LARSPreProcess Input

On entry: indicates the type of data preprocessing that was perform on the dependent variable, y,
prior to calling this function.

intcpt ¼ Nag LARS None
No preprocessing was performed.

intcpt ¼ Nag LARS Centered
The dependent variable, y, was mean centred.

Constraint: intcpt ¼ Nag LARS None or Nag LARS Centered.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

5: m – Integer Input

On entry: m, the total number of independent variables.

Constraint: m 	 1.

6: dtd½dim� – const double Input

Note: the dimension, dim, of the array dtd must be at least

pddtd� ðm mþ 1ð Þ=2Þ when pddtd ¼ 1;
pddtd�m when.
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On entry: DTD, the cross-product matrix, which along with isx, defines the design matrix cross-
product XTX.

If pddtd ¼ 1, dtd½ i � i � 1ð Þ=2þ j � 1ð Þ � pddtd� must contain the cross-product of the ith and
jth variable, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ;m. That is the cross-product stacked by columns
as returned by nag_sum_sqs (g02buc), for example.

Otherwise dtd½ j � 1ð Þ � pddtdþ i � 1� must contain the cross-product of the ith and jth
variable, for i ¼ 1; 2; . . . ;m and j ¼ 1; 2; . . . ;m. It should be noted that, even though DTD is
symmetric, the full matrix must be supplied.

The matrix specified in dtd must be a valid cross-products matrix.

7: pddtd – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array dtd.

Constraint: pddtd ¼ 1 or pddtd 	 m.

8: isx½m� – const Integer Input

On entry: indicates which independent variables from dtd will be included in the design matrix,
X.

If isx is NULL, all variables are included in the design matrix.

Otherwise,, for j ¼ 1; 2; . . . ;m when isx½j� 1� must be set as follows:

isx½j� 1� ¼ 1
To indicate that the jth variable, as supplied in dtd, is included in the design matrix;

isx½j � 1� ¼ 0
To indicate that the jth variable, as supplied in dtd, is not included in the design matrix;

and p ¼
Xm
j¼1

isx½j � 1�.

Constraint: isx½j � 1� ¼ 0 or 1 and at least one value of isx½j � 1� 6¼ 0, for j ¼ 1; 2; . . . ;m.

9: dty½m� – const double Input

On entry: DTy, the cross-product between the dependent variable, y, and the independent
variables D.

10: yty – double Input

On entry: yTy, the sums of squares of the dependent variable.

Constraint: yty > 0:0.

11: mnstep – Integer Input

On entry: the maximum number of steps to carry out in the model fitting process.

If mtype ¼ Nag LARS LAR, the maximum number of steps the algorithm will take is min p; nð Þ
if intcpt ¼ Nag LARS None, otherwise min p; n� 1ð Þ.
If mtype ¼ Nag LARS ForwardStagewise, the maximum number of steps the algorithm will take
is likely to be several orders of magnitude more and is no longer bound by p or n.

If mtype ¼ Nag LARS LASSO or Nag LARS PositiveLASSO, the maximum number of steps
the algorithm will take lies somewhere between that of the LARS and forward linear stagewise
regression, again it is no longer bound by p or n.

Constraint: mnstep 	 1.
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12: ip – Integer * Output

On exit: p, number of parameter estimates.

If isx is NULL, p ¼ m, i.e., the number of variables in dtd.

Otherwise p is the number of nonzero values in isx.

13: nstep – Integer * Output

On exit: K, the actual number of steps carried out in the model fitting process.

14: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least pdb� ðmnstepþ 1Þ.
On exit: � the parameter estimates, with b½ k� 1ð Þ � pdbþ j� 1� ¼ �kj, the parameter estimate
for the jth variable, j ¼ 1; 2; . . . ; p at the kth step of the model fitting process,
k ¼ 1; 2; . . . ; nstep.

By default, when pred ¼ Nag LARS Normalized the parameter estimates are rescaled prior to
being returned. If the parameter estimates are required on the normalized scale, then this can be
overridden via ropt.

The values held in the remaining part of b depend on the type of preprocessing performed.

If pred ¼ Nag LARS None b½nstep� pdbþ j� 1� ¼ 1;

if pred ¼ Nag LARS Normalized b½nstep� pdbþ j� 1� ¼ 1=
ffiffiffiffiffiffiffiffiffiffi
xTj xj

q
;

for j ¼ 1; 2; . . . p.

15: pdb – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array b.

Constraint: pdb 	 p, where p is the number of parameter estimates as described in ip.

16: fitsum½6� mnstepþ 1ð Þ� – double Output

On exit: summaries of the model fitting process. When k ¼ 1; 2; . . . ; nstep

fitsum½ k� 1ð Þ � 6�
�kk k1, the sum of the absolute values of the parameter estimates for the kth step of the
modelling fitting process. If pred ¼ Nag LARS Normalized, the scaled parameter
estimates are used in the summation.

fitsum½ k� 1ð Þ � 6þ 1�
RSSk, the residual sums of squares for the kth step, where RSSk ¼ y�XT�kk k2.

fitsum½ k� 1ð Þ � 6þ 2�
�k, approximate degrees of freedom for the kth step.

fitsum½ k� 1ð Þ � 6þ 3�
C kð Þ
p , a Cp-type statistic for the kth step, where C kð Þ

p ¼ RSSk
�2
� nþ 2�k .

fitsum½ k� 1ð Þ � 6þ 4�
Ĉk, correlation between the residual at step k� 1 and the most correlated variable not yet
in the active set A, where the residual at step 0 is y.

fitsum½ k� 1ð Þ � 6þ 5�
�̂k, the step size used at step k.

In addition

fitsum½nstep� 6�
0.
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fitsum½nstep� 6þ 1�
RSS0, the residual sums of squares for the null model, where RSS0 ¼ yTy.

fitsum½nstep� 6þ 2�
�0, the degrees of freedom for the null model, where �0 ¼ 0 if intcpt ¼ Nag LARS None
and �0 ¼ 1 otherwise.

fitsum½nstep� 6þ 3�
C 0ð Þ
p , a Cp-type statistic for the null model, where C 0ð Þ

p ¼ RSS0
�2
� nþ 2�0 .

fitsum½nstep� 6þ 4�
�2, where �2 ¼ n�RSSK

�K
and K ¼ nstep.

A l though the Cp s t a t i s t i c s desc r ibed above are re tu rned when fail:code ¼
NW_LIMIT_REACHED they may not be meaningful due to the estimate �2 not being based
on the saturated model.

17: ropt½lropt� – const double Input

On entry: optional parameters to control various aspects of the LARS algorithm.

The default value will be used for ropt½i� 1� if lropt < i, therefore setting lropt ¼ 0 will use the
default values for all optional arguments and ropt need not be set and may be NULL. The
default value will also be used if an invalid value is supplied for a particular argument, for
example, setting ropt½i� 1� ¼ �1 will use the default value for argument i.

ropt½0�
The minimum step size that will be taken.

Default is 100� eps is used, where eps is the machine precision returned by nag_machine_preci
sion (X02AJC).

ropt½1�
General tolerance, used amongst other things, for comparing correlations.

Default is ropt½0�.
ropt½2�

If set to 1 then parameter estimates are rescaled before being returned. If set to 0 then no
rescaling is performed. This argument has no effect when pred ¼ Nag LARS None.

Default is for the parameter estimates to be rescaled.

Constraints:

ropt½0� > machine precision;
ropt½1� > machine precision.

18: lropt – Integer Input

On entry: length of the options array ropt.

Constraint: 0 � lropt � 3.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_ARRAY_SIZE

On entry, lropt ¼ valueh i.
Constraint: 0 � lropt � 3.

On entry, pdb ¼ valueh i and m ¼ valueh i.
Constraint: if isx is NULL then pdb 	 m.

On entry, pdb ¼ valueh i and p ¼ valueh i.
Constraint: if isx is not NULL, pdb 	 p.
On entry, pddtd ¼ valueh i and m ¼ valueh i
Constraint: pddtd ¼ 1 or pddtd 	 m.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY

On entry, all values of isx are zero.
Constraint: at least one value of isx must be nonzero.

On entry, isx½ valueh i� ¼ valueh i.
Constraint: isx½i� ¼ 0 or 1 for all i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAX_STEP

On entry, mnstep ¼ valueh i.
Constraint: mnstep 	 1.

NE_NEG_ELEMENT

On entry, dtd½ valueh i � pddtd� ¼ valueh i.
Constraint: diagonal elements of DTD must be positive.

On entry, i ¼ valueh i and dtd½ i� 1ð Þ � pddtdþ i� 1� ¼ valueh i.
Constraint: diagonal elements of DTD must be positive.

NE_NEG_SX

A negative value for the residual sums of squares was obtained. Check the values of dtd, dty and
yty.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL

On entry, yty ¼ valueh i.
Constraint: yty > 0:0.

NE_SYMM_MATRIX

The cross-product matrix supplied in dtd is not symmetric.

NW_LIMIT_REACHED

Fitting process did not finished in mnstep steps. Try increasing the size of mnstep and supplying
larger output arrays.
All output is returned as documented, up to step mnstep, however, � and the Cp statistics may
not be meaningful.

NW_OVERFLOW_WARN

�K ¼ n, therefore sigma has been set to a large value. Output is returned as documented.

�2 is approximately zero and hence the Cp-type criterion cannot be calculated. All other output is
returned as documented.

NW_POTENTIAL_PROBLEM

Degenerate model, no variables added and nstep ¼ 0. Output is returned as documented.

7 Accuracy

Not applicable.

8 Further Comments

The solution path to the LARS, LASSO and stagewise regression analysis is a continuous, piecewise
linear. nag_lars_xtx (g02mbc) returns the parameter estimates at various points along this path.
nag_lars_param (g02mcc) can be used to obtain estimates at different points along the path.

If you have the raw data values, that is D and y, then nag_lars (g02mac) can be used instead of
nag_lars_xtx (g02mbc).

9 Example

This example performs a LARS on a simulated dataset with 20 observations and 6 independent
variables.

The example uses nag_sum_sqs (g02buc) to get the cross-products of the augmented matrix D y½ �. The
first m mþ 1ð Þ=2 elements of the (column packed) cross-products matrix returned therefore contain the
elements of DTD, the next m elements contain DTy and the last element yTy.

9.1 Program Text

/* nag_lars_xtx (g02mbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
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int main(void)
{

/* Integer scalar and array declarations */
Integer i, j, k, ip, ldb, lddtd, m, mnstep, n, nstep, lropt, pm, pm2, pddy;
Integer *isx = 0;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;
Nag_LARSModelType mtype;
Nag_LARSPreProcess intcpt, pred;
Nag_SumSquare mean;

/* Double scalar and array declarations */
double sw;
double *b = 0, *dtd = 0, *fitsum = 0, *dy = 0, *ropt = 0, *wmean = 0;

/* Character scalar and array declarations */
char cmtype[40], cpred[40], cintcpt[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_lars_xtx (g02mbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Read in the model specification */
#ifdef _WIN32

scanf_s("%39s%39s%39s%" NAG_IFMT "%*[^\n] ", cmtype,
(unsigned)_countof(cmtype), cpred,
(unsigned)_countof(cpred), cintcpt,
(unsigned)_countof(cintcpt), &mnstep);

#else
scanf("%39s%39s%39s%" NAG_IFMT "%*[^\n] ", cmtype, cpred, cintcpt, &mnstep);

#endif
mtype = (Nag_LARSModelType) nag_enum_name_to_value(cmtype);
pred = (Nag_LARSPreProcess) nag_enum_name_to_value(cpred);
intcpt = (Nag_LARSPreProcess) nag_enum_name_to_value(cintcpt);

/* Using all variables */
isx = 0;
ip = m;

/* Optional arguments (using defaults) */
lropt = 0;
ropt = 0;

/* Allocate memory for the augmented matrix [D y] and its cross-product */
pddy = n;
if (!(dy = NAG_ALLOC(pddy * (m + 1), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the augmented matrix [D y] and calculate cross-product matrices
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(NB: Datasets with a large number of observations can be split into
blocks with the resulting cross-product matrices being combined
using g02bzc) */

for (i = 0; i < n; i++) {
for (j = 0; j < m + 1; j++) {

#ifdef _WIN32
scanf_s("%lf", &dy[j * pddy + i]);

#else
scanf("%lf", &dy[j * pddy + i]);

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

pm = m * (m + 1) / 2;
pm2 = (m + 1) * (m + 2) / 2 - 1;

/* We are calculating the cross-product matrix using nag_sum_sqs (g02buc)
which returns it in packed storage */

lddtd = 1;
if (!(wmean = NAG_ALLOC(m + 1, double)) ||

!(dtd = NAG_ALLOC(pm2 + 1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

mean = (intcpt == Nag_LARS_Centered) ? Nag_AboutMean : Nag_AboutZero;

/* Calculate the cross-product matrices using g02buc */
nag_sum_sqs(Nag_ColMajor, mean, n, m + 1, dy, pddy, NULL, &sw, wmean, dtd,

NAGERR_DEFAULT);
/* The first PM+1 elements of dtd contain the cross-products of D

elements PM to PM2-1 contains cross-product of D with y and element PM2
contains cross-product of y with itself */

/* Allocate output arrays */
ldb = ip;
if (!(b = NAG_ALLOC(ldb * (mnstep + 1), double)) ||

!(fitsum = NAG_ALLOC(6 * (mnstep + 1), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Call g02mbc to the model */
nag_lars_xtx(mtype, pred, intcpt, n, m, dtd, lddtd, isx, &dtd[pm], dtd[pm2],

mnstep, &ip, &nstep, b, ldb, fitsum, ropt, lropt, &fail);
if (fail.code != NE_NOERROR) {

if (fail.code != NW_OVERFLOW_WARN && fail.code != NW_POTENTIAL_PROBLEM &&
fail.code != NW_LIMIT_REACHED) {

printf("Error from nag_lars_xtx (g02mbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
else {

printf("Warning from nag_lars_xtx (g02mbc).\n%s\n", fail.message);
exit_status = 2;

}
}

/* Display the parameter estimates */
printf(" Step ");
for (i = 0; i < MAX(ip - 2, 0) * 5; i++)

printf(" ");
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printf(" Parameter Estimate\n ");
for (i = 0; i < 5 + ip * 10; i++)

printf("-");
printf("\n");
for (k = 0; k < nstep; k++) {

printf(" %3" NAG_IFMT "", k + 1);
for (j = 0; j < ip; j++) {

printf(" %9.3f", b[k * ldb + j]);
}
printf("\n");

}
printf("\n");
printf(" alpha: %9.3f\n", wmean[m]);
printf("\n");
printf(" Step Sum RSS df Cp Ck Step Size\n ");
for (i = 0; i < 64; i++)

printf("-");
printf("\n");
for (k = 0; k < nstep; k++) {

printf(" %3" NAG_IFMT " %9.3f %9.3f %6.0f %9.3f %9.3f %9.3f\n",
k + 1, fitsum[k * 6], fitsum[k * 6 + 1], fitsum[k * 6 + 2],
fitsum[k * 6 + 3], fitsum[k * 6 + 4], fitsum[k * 6 + 5]);

}
printf("\n");
printf(" sigma^2: %9.3f\n", fitsum[nstep * 6 + 4]);

END:
NAG_FREE(dy);
NAG_FREE(wmean);
NAG_FREE(dtd);
NAG_FREE(b);
NAG_FREE(fitsum);
NAG_FREE(ropt);

return (exit_status);
}

9.2 Program Data

nag_lars_xtx (g02mbc) Example Program Data
20 6 :: n,m
Nag_LARS_LAR Nag_LARS_Normalized
Nag_LARS_Centered 6 :: mtype,pred,intcpt,mnstep
10.28 1.77 9.69 15.58 8.23 10.44 -46.47
9.08 8.99 11.53 6.57 15.89 12.58 -35.80

17.98 13.10 1.04 10.45 10.12 16.68 -129.22
14.82 13.79 12.23 7.00 8.14 7.79 -42.44
17.53 9.41 6.24 3.75 13.12 17.08 -73.51
7.78 10.38 9.83 2.58 10.13 4.25 -26.61

11.95 21.71 8.83 11.00 12.59 10.52 -63.90
14.60 10.09 -2.70 9.89 14.67 6.49 -76.73
3.63 9.07 12.59 14.09 9.06 8.19 -32.64
6.35 9.79 9.40 12.79 8.38 16.79 -83.29
4.66 3.55 16.82 13.83 21.39 13.88 -16.31
8.32 14.04 17.17 7.93 7.39 -1.09 -5.82

10.86 13.68 5.75 10.44 10.36 10.06 -47.75
4.76 4.92 17.83 2.90 7.58 11.97 18.38
5.05 10.41 9.89 9.04 7.90 13.12 -54.71
5.41 9.32 5.27 15.53 5.06 19.84 -55.62
9.77 2.37 9.54 20.23 9.33 8.82 -45.28

14.28 4.34 14.23 14.95 18.16 11.03 -22.76
10.17 6.80 3.17 8.57 16.07 15.93 -104.32
5.39 2.67 6.37 13.56 10.68 7.35 -55.94 :: End of d, y
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9.3 Program Results

nag_lars_xtx (g02mbc) Example Program Results

Step Parameter Estimate
-----------------------------------------------------------------

1 0.000 0.000 3.125 0.000 0.000 0.000
2 0.000 0.000 3.792 0.000 0.000 -0.713
3 -0.446 0.000 3.998 0.000 0.000 -1.151
4 -0.628 -0.295 4.098 0.000 0.000 -1.466
5 -1.060 -1.056 4.110 -0.864 0.000 -1.948
6 -1.073 -1.132 4.118 -0.935 -0.059 -1.981

alpha: -50.037

Step Sum RSS df Cp Ck Step Size
----------------------------------------------------------------

1 72.446 8929.855 2 13.355 123.227 72.446
2 103.385 6404.701 3 7.054 50.781 24.841
3 126.243 5258.247 4 5.286 30.836 16.225
4 145.277 4657.051 5 5.309 19.319 11.587
5 198.223 3959.401 6 5.016 12.266 24.520
6 203.529 3954.571 7 7.000 0.910 2.198

sigma^2: 304.198

This example plot shows the regression coefficients (�k) plotted against the scaled absolute sum of the
parameter estimates ( �kk k1).
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NAG Library Function Document

nag_lars_param (g02mcc)

1 Purpose

nag_lars_param (g02mcc) calculates additional parameter estimates following Least Angle Regression
(LARS), forward stagewise linear regression or Least Absolute Shrinkage and Selection Operator
(LASSO) as performed by nag_lars (g02mac) and nag_lars_xtx (g02mbc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_lars_param (Integer nstep, Integer ip, const double b[],
Integer pdb, const double fitsum[], Nag_LARSTargetType ktype,
const double nk[], Integer lnk, double nb[], Integer pdnb,
NagError *fail)

3 Description

nag_lars (g02mac) and nag_lars_xtx (g02mbc) fit either a LARS, forward stagewise linear regression,
LASSO or positive LASSO model to a vector of n observed values, y ¼ yi : i ¼ 1; 2; . . . ; nf g and an
n� p design matrix X, where the jth column of X is given by the jth independent variable xj. The
models are fit using the LARS algorithm of Efron et al. (2004).
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The full solution path for all four of these models follow a similar pattern where the parameter estimate
for a given variable is piecewise linear. One such path, for a LARS model with six variables p ¼ 6ð Þ
can be seen in Figure 1. Both nag_lars (g02mac) and nag_lars_xtx (g02mbc) return the vector of p
parameter estimates, �k, at K points along this path (so k ¼ 1; 2; . . . ; K). Each point corresponds to a
step of the LARS algorithm. The number of steps taken depends on the model being fitted. In the case
of a LARS model, K ¼ p and each step corresponds to a new variable being included in the model. In
the case of the LASSO models, each step corresponds to either a new variable being included in the
model or an existing variable being removed from the model; the value of K is therefore no longer
bound by the number of parameters. For forward stagewise linear regression, each step no longer
corresponds to the addition or removal of a variable; therefore the number of possible steps is often
markedly greater than for a corresponding LASSO model.

nag_lars_param (g02mcc) uses the piecewise linear nature of the solution path to predict the parameter
estimates, ~�, at a different point on this path. The location of the solution can either be defined in terms
of a (fractional) step number or a function of the L1 norm of the parameter estimates.

4 References

Efron B, Hastie T, Johnstone I and Tibshirani R (2004) Least Angle Regression The Annals of Statistics
(Volume 32) 2 407–499

Hastie T, Tibshirani R and Friedman J (2001) The Elements of Statistical Learning: Data Mining,
Inference and Prediction Springer (New York)

Tibshirani R (1996) Regression Shrinkage and Selection via the Lasso Journal of the Royal Statistics
Society, Series B (Methodological) (Volume 58) 1 267–288

Weisberg S (1985) Applied Linear Regression Wiley

5 Arguments

1: nstep – Integer Input

On entry: K, the number of steps carried out in the model fitting process, as returned by nag_lars
(g02mac) and nag_lars_xtx (g02mbc).

Constraint: nstep 	 0.

2: ip – Integer Input

On entry: p, number of parameter estimates, as returned by nag_lars (g02mac) and nag_lars_xtx
(g02mbc).

Constraint: ip 	 1.

3: b½dim� – const double Input

Note: the dimension, dim, of the array b must be at least pdb� ðnstepþ 1Þ.
On entry: � the parameter estimates, as returned by nag_lars (g02mac) and nag_lars_xtx
(g02mbc), with b½ k� 1ð Þ � pdbþ j � 1� ¼ �kj , the parameter estimate for the jth variable, for
j ¼ 1; 2; . . . ; p, at the kth step of the model fitting process.

Constraint: b should be unchanged since the last call to nag_lars (g02mac) or nag_lars_xtx
(g02mbc).

4: pdb – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array b.

Constraint: pdb 	 ip.
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5: fitsum½6� nstepþ 1ð Þ� – const double Input

On entry: summaries of the model fitting process, as returned by nag_lars (g02mac) and
nag_lars_xtx (g02mbc).

Constraint: fitsum should be unchanged since the last call to nag_lars (g02mac) or nag_lars_xtx
(g02mbc)..

6: ktype – Nag_LARSTargetType Input

On entry: indicates what target values are held in nk.

ktype ¼ Nag LARS StepNumber
nk holds (fractional) LARS step numbers.

ktype ¼ Nag LARS ScaledNorm
nk holds values for L1 norm of the (scaled) parameters.

ktype ¼ Nag LARS ProportionScaledNorm
nk holds ratios with respect to the largest (scaled) L1 norm.

ktype ¼ Nag LARS UnscaledNorm
nk holds values for the L1 norm of the (unscaled) parameters.

ktype ¼ Nag LARS ProportionUnscaledNorm
nk holds ratios with respect to the largest (unscaled) L1 norm.

If nag_lars (g02mac) was called with pred ¼ Nag LARS None or Nag LARS Centered or
nag_lars_xtx (g02mbc) was called with pred ¼ Nag LARS None then the model fitting routine
did not rescale the independent variables, X, prior to fitting the model and therefore there is no
difference between ktype ¼ Nag LARS ScaledNorm or Nag LARS ProportionScaledNorm and
ktype ¼ Nag LARS UnscaledNorm or Nag LARS ProportionUnscaledNorm.

C o n s t r a i n t : ktype ¼ Nag LARS StepNumber, Nag LARS ScaledNorm,
Nag LARS ProportionScaledNorm, Nag LARS UnscaledNorm o r
Nag LARS ProportionUnscaledNorm.

7: nk½lnk� – const double Input

On entry: target values used for predicting the new set of parameter estimates.

Constraints:

if ktype ¼ Nag LARS StepNumber, 0 � nk½i � 1� � nstep, for i ¼ 1; 2; . . . ; lnk;
if ktype ¼ Nag LARS ScaledNorm, 0 � nk½i � 1� � fitsum½ nstep� 1ð Þ � 6�, for
i ¼ 1; 2; . . . ; lnk;
if ktype ¼ Nag LARS ProportionScaledNorm or Nag LARS ProportionUnscaledNorm,
0 � nk½i � 1� � 1, for i ¼ 1; 2; . . . ; lnk;
if ktype ¼ Nag LARS UnscaledNorm, 0 � nk½i � 1� � �Kk k1, for i ¼ 1; 2; . . . ; lnk.

8: lnk – Integer Input

On entry: number of values supplied in nk.

Constraint: lnk 	 1.

9: nb½dim� – double Output

Note: the dimension, dim, of the array nb must be at least pdnb� lnk.

On exit: ~� the predicted parameter estimates, with b½ i� 1ð Þ � pdbþ j� 1� ¼ ~�ij, the parameter
estimate for variable j, j ¼ 1; 2; . . . ; p at the point in the fitting process associated with nk½i� 1�,
i ¼ 1; 2; . . . ; lnk.
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10: pdnb – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array nb.

Constraint: pdnb 	 ip.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdb ¼ valueh i and ip ¼ valueh i
Constraint: pdb 	 ip.

On entry, pdnb ¼ valueh i and ip ¼ valueh i.
Constraint: pdnb 	 ip.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ip ¼ valueh i.
Constraint: ip 	 1.

On entry, lnk ¼ valueh i.
Constraint: lnk 	 1.

On entry, nstep ¼ valueh i.
Constraint: nstep 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OUT_OF_RANGE

On entry, ktype ¼ Nag LARS ProportionScaledNorm or Nag LARS ProportionUnscaledNorm,
nk½ valueh i� ¼ valueh i.
Constraint: 0 � nk½i� � 1 for all i.

On en t r y, ktype ¼ Nag LARS ScaledNorm, nk½ valueh i� ¼ valueh i, nstep ¼ valueh i and
fitsum½ nstep� 1ð Þ � 6� ¼ valueh i.
Constraint: 0 � nk½i� � fitsum½ nstep� 1ð Þ � 6� for all i.
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On entry, ktype ¼ Nag LARS StepNumber, nk½ valueh i� ¼ valueh i and nstep ¼ valueh i
Constraint: 0 � nk½i� � nstep for all i.

On entry, ktype ¼ Nag LARS UnscaledNorm, nk½ valueh i� ¼ valueh i and �Kk k1 ¼ valueh i
Constraint: 0 � nk½i� � �Kk k1 for all i.

NE_REAL_ARRAY

b has been corrupted since the last call to nag_lars (g02mac) or nag_lars_xtx (g02mbc).

fitsum has been corrupted since the last call to nag_lars (g02mac) or nag_lars_xtx (g02mbc).

7 Accuracy

Not applicable.

8 Further Comments

None.

9 Example

This example performs a LARS on a set a simulated dataset with 20 observations and 6 independent
variables.

Additional parameter estimates are obtained corresponding to a LARS step number of 0:2; 1:2; 3:2; 4:5
and 5:2. Where, for example, 4:5 corresponds to the solution halfway between that obtained at step 4
and that obtained at step 5.

9.1 Program Text

/* nag_lars_param (g02mcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer i, j, k, ip, ldb, ldd, m, mnstep, n, nstep, lropt, ldnb, lnk;
Integer *isx = 0;
Integer exit_status = 0;

/* NAG structures and types */
NagError fail;
Nag_LARSModelType mtype;
Nag_LARSPreProcess pred, prey;
Nag_LARSTargetType ktype;

/* Double scalar and array declarations */
double *b = 0, *d = 0, *fitsum = 0, *y = 0, *ropt = 0, *nb = 0, *nk = 0;

/* Character scalar and array declarations */
char cmtype[40], cpred[40], cprey[40], cktype[40];

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_lars (g02mac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Read in the model specification */
#ifdef _WIN32

scanf_s("%39s%39s%39s%" NAG_IFMT "%*[^\n] ", cmtype,
(unsigned)_countof(cmtype), cpred,
(unsigned)_countof(cpred), cprey,
(unsigned)_countof(cprey), &mnstep);

#else
scanf("%39s%39s%39s%" NAG_IFMT "%*[^\n] ", cmtype, cpred, cprey, &mnstep);

#endif
mtype = (Nag_LARSModelType) nag_enum_name_to_value(cmtype);
pred = (Nag_LARSPreProcess) nag_enum_name_to_value(cpred);
prey = (Nag_LARSPreProcess) nag_enum_name_to_value(cprey);

/* Using all variables */
isx = 0;

/* Optional arguments (using defaults) */
lropt = 0;
ropt = 0;

/* Allocate memory for the data */
ldd = n;
if (!(y = NAG_ALLOC(n, double)) || !(d = NAG_ALLOC(ldd * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data */
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++) {
#ifdef _WIN32

scanf_s("%lf", &d[j * ldd + i]);
#else

scanf("%lf", &d[j * ldd + i]);
#endif

}
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate output arrays */
ldb = m;
if (!(b = NAG_ALLOC(ldb * (mnstep + 2), double)) ||

!(fitsum = NAG_ALLOC(6 * (mnstep + 1), double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Call nag_lars (g02mac) to fit the model */
nag_lars(mtype, pred, prey, n, m, d, ldd, isx, y, mnstep, &ip, &nstep, b,

ldb, fitsum, ropt, lropt, &fail);
if (fail.code != NE_NOERROR) {

if (fail.code != NW_OVERFLOW_WARN && fail.code != NW_POTENTIAL_PROBLEM &&
fail.code != NW_LIMIT_REACHED) {

printf("Error from nag_lars (g02mac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
else {

printf("Warning from nag_lars (g02mac).\n%s\n", fail.message);
exit_status = 2;

}
}

/* Read in the number of additional parameter estimates required and the
way they will be specified */

#ifdef _WIN32
scanf_s("%39s%" NAG_IFMT "%*[^\n] ", cktype, (unsigned)_countof(cktype),

&lnk);
#else

scanf("%39s%" NAG_IFMT "%*[^\n] ", cktype, &lnk);
#endif

ktype = (Nag_LARSTargetType) nag_enum_name_to_value(cktype);

ldnb = ip;
if (!(nk = NAG_ALLOC(lnk, double)) || !(nb = NAG_ALLOC(ip * lnk, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the target values */
for (i = 0; i < lnk; i++) {

#ifdef _WIN32
scanf_s("%lf", &nk[i]);

#else
scanf("%lf", &nk[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_lars_param (g02mcc) Calculate the additional parameter estimates */
nag_lars_param(nstep, ip, b, ldb, fitsum, ktype, nk, lnk, nb, ldnb, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_lars_param (g02mcc).\n%s\n", fail.message);
exit_status = 3;
goto END;

}

printf("Parameter Estimates from nag_lars (g02mac)\n");
printf(" Step ");
for (i = 0; i < MAX(ip - 2, 0) * 5; i++)

printf(" ");
printf(" Parameter Estimate\n ");
for (i = 0; i < 5 + ip * 10; i++)

printf("-");
printf("\n");
for (k = 0; k < nstep; k++) {
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printf(" %3" NAG_IFMT "", k + 1);
for (j = 0; j < ip; j++) {

printf(" %9.3f", b[k * ldb + j]);
}
printf("\n");

}
printf("\n");

printf("Additional Parameter Estimates from nag_lars_param (g02mcc)\n");
printf(" nk ");
for (i = 0; i < MAX(ip - 2, 0) * 5; i++)

printf(" ");
printf(" Parameter Estimate\n ");
for (i = 0; i < 5 + ip * 10; i++)

printf("-");
printf("\n");
for (k = 0; k < lnk; k++) {

printf(" %3.1f", nk[k]);
for (j = 0; j < ip; j++) {

printf(" %9.3f", nb[k * ldnb + j]);
}
printf("\n");

}

END:
NAG_FREE(y);
NAG_FREE(d);
NAG_FREE(b);
NAG_FREE(fitsum);
NAG_FREE(ropt);
NAG_FREE(nb);
NAG_FREE(nk);

return (exit_status);
}

9.2 Program Data

nag_lars_param (g02mcc) Example Program Data
20 6 :: n,m
Nag_LARS_LAR Nag_LARS_CenteredNormalized
Nag_LARS_Centered 6 :: mtype,pred,prey,mnstep
10.28 1.77 9.69 15.58 8.23 10.44 -46.47
9.08 8.99 11.53 6.57 15.89 12.58 -35.80

17.98 13.10 1.04 10.45 10.12 16.68 -129.22
14.82 13.79 12.23 7.00 8.14 7.79 -42.44
17.53 9.41 6.24 3.75 13.12 17.08 -73.51
7.78 10.38 9.83 2.58 10.13 4.25 -26.61

11.95 21.71 8.83 11.00 12.59 10.52 -63.90
14.60 10.09 -2.70 9.89 14.67 6.49 -76.73
3.63 9.07 12.59 14.09 9.06 8.19 -32.64
6.35 9.79 9.40 12.79 8.38 16.79 -83.29
4.66 3.55 16.82 13.83 21.39 13.88 -16.31
8.32 14.04 17.17 7.93 7.39 -1.09 -5.82

10.86 13.68 5.75 10.44 10.36 10.06 -47.75
4.76 4.92 17.83 2.90 7.58 11.97 18.38
5.05 10.41 9.89 9.04 7.90 13.12 -54.71
5.41 9.32 5.27 15.53 5.06 19.84 -55.62
9.77 2.37 9.54 20.23 9.33 8.82 -45.28

14.28 4.34 14.23 14.95 18.16 11.03 -22.76
10.17 6.80 3.17 8.57 16.07 15.93 -104.32
5.39 2.67 6.37 13.56 10.68 7.35 -55.94 :: End of d, y

Nag_LARS_StepNumber 5 :: ktype,lnk
0.2 1.2 3.2 4.5 5.2 :: End of nk
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9.3 Program Results

nag_lars (g02mac) Example Program Results

Parameter Estimates from nag_lars (g02mac)
Step Parameter Estimate

-----------------------------------------------------------------
1 0.000 0.000 3.125 0.000 0.000 0.000
2 0.000 0.000 3.792 0.000 0.000 -0.713
3 -0.446 0.000 3.998 0.000 0.000 -1.151
4 -0.628 -0.295 4.098 0.000 0.000 -1.466
5 -1.060 -1.056 4.110 -0.864 0.000 -1.948
6 -1.073 -1.132 4.118 -0.935 -0.059 -1.981

Additional Parameter Estimates from nag_lars_param (g02mcc)
nk Parameter Estimate

-----------------------------------------------------------------
0.2 0.000 0.000 0.625 0.000 0.000 0.000
1.2 0.000 0.000 3.258 0.000 0.000 -0.143
3.2 -0.483 -0.059 4.018 0.000 0.000 -1.214
4.5 -0.844 -0.676 4.104 -0.432 0.000 -1.707
5.2 -1.062 -1.071 4.112 -0.878 -0.012 -1.955
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NAG Library Function Document

nag_regsn_quant_linear_iid (g02qfc)

1 Purpose

nag_regsn_quant_linear_iid (g02qfc) performs a multiple linear quantile regression, returning the
parameter estimates and associated confidence limits based on an assumption of Normal, independent,
identically distributed errors. nag_regsn_quant_linear_iid (g02qfc) is a simplified version of
nag_regsn_quant_linear (g02qgc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_quant_linear_iid (Integer n, Integer m, const double x[],
const double y[], Integer ntau, const double tau[], double *df,
double b[], double bl[], double bu[], Integer info[], NagError *fail)

3 Description

Given a vector of n observed values, y ¼ yi : i ¼ 1; 2; . . . ; nf g, an n� p design matrix X, a column
vector, x, of length p holding the ith row of X and a quantile � 2 0; 1ð Þ, nag_regsn_quant_linear_iid
(g02qfc) estimates the p-element vector � as the solution to

minimize
�2Rp

Xn
i¼1
�� yi � xTi �
� �

ð1Þ

where �� is the piecewise linear loss function �� zð Þ ¼ z � � I z < 0ð Þð Þ, and I z < 0ð Þ is an indicator
function taking the value 1 if z < 0 and 0 otherwise.

nag_regsn_quant_linear_iid (g02qfc) assumes Normal, independent, identically distributed (IID) errors
and calculates the asymptotic covariance matrix from

� ¼ � 1� �ð Þ
n

s �ð Þð Þ2 XTX
� ��1

where s is the sparsity function, which is estimated from the residuals, ri ¼ yi � xTi �̂ (see Koenker
(2005)).

Given an estimate of the covariance matrix, �̂, lower, �̂L, and upper, �̂U , limits for a 95% confidence
interval are calculated for each of the p parameters, via

�̂Li ¼ �̂i � tn�p;0:975
ffiffiffiffiffiffiffi
�̂ii

q
; �̂Ui ¼ �̂i þ tn�p;0:975

ffiffiffiffiffiffiffi
�̂ii

q
where tn�p;0:975 is the 97:5 percentile of the Student's t distribution with n� k degrees of freedom,
where k is the rank of the cross-product matrix XTX.

Further details of the algorithms used by nag_regsn_quant_linear_iid (g02qfc) can be found in the
documentation for nag_regsn_quant_linear (g02qgc).

4 References

Koenker R (2005) Quantile Regression Econometric Society Monographs, Cambridge University Press,
New York
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5 Arguments

1: n – Integer Input

On entry: n, the number of observations in the dataset.

Constraint: n 	 2.

2: m – Integer Input

On entry: p, the number of variates in the model.

Constraint: 1 � m < n.

3: x½n�m� – const double Input

Note: where X i; jð Þ appears in this document, it refers to the array element
x½ i� 1ð Þ �mþ j� 1�.
On entry: X, the design matrix, with the ith value for the jth variate supplied in X i; jð Þ, for
i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

4: y½n� – const double Input

On entry: y, the observations on the dependent variable.

5: ntau – Integer Input

On entry: the number of quantiles of interest.

Constraint: ntau 	 1.

6: tau½ntau� – const double Input

On entry: the vector of quantiles of interest. A separate model is fitted to each quantile.

Constraint:
ffiffi
�
p

< tau½l � 1� < 1�
ffiffi
�
p

where � is the machine precision returned by
nag_machine_precision (X02AJC), for l ¼ 1; 2; . . . ; ntau.

7: df – double * Output

On exit: the degrees of freedom given by n� k, where n is the number of observations and k is
the rank of the cross-product matrix XTX.

8: b½m� ntau� – double Output

Note: where B j; lð Þ appears in this document, it refers to the array element
b½ l� 1ð Þ �mþ j� 1�.

On exit: �̂, the estimates of the parameters of the regression model, with B j; lð Þ containing the
coefficient for the variable in column j of X, estimated for � ¼ tau½l� 1�.

9: bl½m� ntau� – double Output

Note: where BL j; lð Þ appears in this document, it refers to the array element
bl½ l� 1ð Þ �mþ j� 1�.

On exit: �̂L, the lower limit of a 95% confidence interval for �̂, with BL j; lð Þ holding the lower
limit associated with B j; lð Þ.

10: bu½m� ntau� – double Output

Note: where BU j; lð Þ appears in this document, it refers to the array element
bu½ l� 1ð Þ �mþ j� 1�.
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On exit: �̂U , the upper limit of a 95% confidence interval for �̂, with BU j; lð Þ holding the upper
limit associated with B j; lð Þ.

11: info½ntau� – Integer Output

On exit: info½l� holds additional information concerning the model fitting and confidence limit
calculations when � ¼ tau½l�.

Code Warning
0 Model fitted and confidence limits calculated successfully.
1 The function did not converge whilst calculating the parameter estimates. The returned

values are based on the estimate at the last iteration.
2 A singular matrix was encountered during the optimization. The model was not fitted

for this value of � .
8 The function did not converge whilst calculating the confidence limits. The returned

limits are based on the estimate at the last iteration.
16 Confidence limits for this value of � could not be calculated. The returned upper and

lower limits are set to a large positive and large negative value respectively.

It is possible for multiple warnings to be applicable to a single model. In these cases the value
returned in info is the sum of the corresponding individual nonzero warning codes.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, ntau ¼ valueh i.
Constraint: ntau 	 1.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m < n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, tau½ valueh i� ¼ valueh i is invalid.

NW_POTENTIAL_PROBLEM

A potential problem occurred whilst fitting the model(s).
Additional information has been returned in info.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_regsn_quant_linear_iid (g02qfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_regsn_quant_linear_iid (g02qfc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Calling nag_regsn_quant_linear_iid (g02qfc) is equivalent to calling nag_regsn_quant_linear (g02qgc)
with

order ¼ Nag RowMajor, intcpt ¼ Nag NoIntercept,

no weights supplied, i.e., wt set to NULL,

pddat ¼ m,

setting each element of isx to 1,

ip ¼ m,

Interval Method ¼ IID, and

Significance Level ¼ 0:95.

10 Example

A quantile regression model is fitted to Engels 1857 study of household expenditure on food. The
model regresses the dependent variable, household food expenditure, against household income. An
intercept is included in the model by augmenting the dataset with a column of ones.

10.1 Program Text

/* nag_regsn_quant_linear_iid (g02qfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*/
/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>

#define B(i,j) b[(j) * m + i]
#define BU(i,j) bu[(j) * m + i]
#define BL(i,j) bl[(j) * m + i]
#define X(i,j) x[(i) * m + j]

int main(void)
{

/* Integer scalar and array declarations */
Integer i, j, l, m, n, ntau;
Integer *info = 0;
Integer exit_status = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double df;
double *b = 0, *bl = 0, *bu = 0, *tau = 0, *x = 0, *y = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_regsn_quant_linear_iid (g02qfc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m, &ntau);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m, &ntau);
#endif

/* Allocate memory for input arrays */
if (!(y = NAG_ALLOC(n, double)) ||

!(tau = NAG_ALLOC(ntau, double)) || !(x = NAG_ALLOC(n * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data */
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

/* Read in the quantiles required */
for (l = 0; l < ntau; l++) {

#ifdef _WIN32
scanf_s("%lf", &tau[l]);

#else
scanf("%lf", &tau[l]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Allocate memory for output arrays */
if (!(b = NAG_ALLOC(m * ntau, double)) ||

!(info = NAG_ALLOC(ntau, Integer)) ||
!(bl = NAG_ALLOC(m * ntau, double)) ||
!(bu = NAG_ALLOC(m * ntau, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_regsn_quant_linear_iid (g02qfc).Quantile linear regression, simple
interface, independent, identically distributed (IID) errors */

nag_regsn_quant_linear_iid(n, m, x, y, ntau, tau, &df, b, bl, bu, info,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_quant_linear_iid (g02qfc).\n%s\n",

fail.message);
if (fail.code == NW_POTENTIAL_PROBLEM) {

printf("Additional error information: ");
for (i = 0; i < ntau; i++)

printf("%" NAG_IFMT " ", info[i]);
printf("\n");

}
else {

exit_status = 1;
goto END;

}
}

/* Display the parameter estimates */
for (l = 0; l < ntau; l++) {

printf(" Quantile: %6.3f\n\n", tau[l]);
printf(" Lower Parameter Upper\n");
printf(" Limit Estimate Limit\n");
for (j = 0; j < m; j++) {

printf(" %3" NAG_IFMT " %7.3f %7.3f %7.3f\n", j + 1, BL(j, l),
B(j, l), BU(j, l));

}
printf("\n\n");

}

END:

NAG_FREE(info);
NAG_FREE(b);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(tau);
NAG_FREE(x);
NAG_FREE(y);

return (exit_status);
}
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10.2 Program Data

nag_regsn_quant_linear_iid (g02qfc) Example Program Data
235 2 5 :: n, m, ntau

1.0 420.1577 255.8394 1.0 800.7990 572.0807 1.0 643.3571 459.8177
1.0 541.4117 310.9587 1.0 1245.6964 907.3969 1.0 2551.6615 863.9199
1.0 901.1575 485.6800 1.0 1201.0002 811.5776 1.0 1795.3226 831.4407
1.0 639.0802 402.9974 1.0 634.4002 427.7975 1.0 1165.7734 534.7610
1.0 750.8756 495.5608 1.0 956.2315 649.9985 1.0 815.6212 392.0502
1.0 945.7989 633.7978 1.0 1148.6010 860.6002 1.0 1264.2066 934.9752
1.0 829.3979 630.7566 1.0 1768.8236 1143.4211 1.0 1095.4056 813.3081
1.0 979.1648 700.4409 1.0 2822.5330 2032.6792 1.0 447.4479 263.7100
1.0 1309.8789 830.9586 1.0 922.3548 590.6183 1.0 1178.9742 769.0838
1.0 1492.3987 815.3602 1.0 2293.1920 1570.3911 1.0 975.8023 630.5863
1.0 502.8390 338.0014 1.0 627.4726 483.4800 1.0 1017.8522 645.9874
1.0 616.7168 412.3613 1.0 889.9809 600.4804 1.0 423.8798 319.5584
1.0 790.9225 520.0006 1.0 1162.2000 696.2021 1.0 558.7767 348.4518
1.0 555.8786 452.4015 1.0 1197.0794 774.7962 1.0 943.2487 614.5068
1.0 713.4412 512.7201 1.0 530.7972 390.5984 1.0 1348.3002 662.0096
1.0 838.7561 658.8395 1.0 1142.1526 612.5619 1.0 2340.6174 1504.3708
1.0 535.0766 392.5995 1.0 1088.0039 708.7622 1.0 587.1792 406.2180
1.0 596.4408 443.5586 1.0 484.6612 296.9192 1.0 1540.9741 692.1689
1.0 924.5619 640.1164 1.0 1536.0201 1071.4627 1.0 1115.8481 588.1371
1.0 487.7583 333.8394 1.0 678.8974 496.5976 1.0 1044.6843 511.2609
1.0 692.6397 466.9583 1.0 671.8802 503.3974 1.0 1389.7929 700.5600
1.0 997.8770 543.3969 1.0 690.4683 357.6411 1.0 2497.7860 1301.1451
1.0 506.9995 317.7198 1.0 860.6948 430.3376 1.0 1585.3809 879.0660
1.0 654.1587 424.3209 1.0 873.3095 624.6990 1.0 1862.0438 912.8851
1.0 933.9193 518.9617 1.0 894.4598 582.5413 1.0 2008.8546 1509.7812
1.0 433.6813 338.0014 1.0 1148.6470 580.2215 1.0 697.3099 484.0605
1.0 587.5962 419.6412 1.0 926.8762 543.8807 1.0 571.2517 399.6703
1.0 896.4746 476.3200 1.0 839.0414 588.6372 1.0 598.3465 444.1001
1.0 454.4782 386.3602 1.0 829.4974 627.9999 1.0 461.0977 248.8101
1.0 584.9989 423.2783 1.0 1264.0043 712.1012 1.0 977.1107 527.8014
1.0 800.7990 503.3572 1.0 1937.9771 968.3949 1.0 883.9849 500.6313
1.0 502.4369 354.6389 1.0 698.8317 482.5816 1.0 718.3594 436.8107
1.0 713.5197 497.3182 1.0 920.4199 593.1694 1.0 543.8971 374.7990
1.0 906.0006 588.5195 1.0 1897.5711 1033.5658 1.0 1587.3480 726.3921
1.0 880.5969 654.5971 1.0 891.6824 693.6795 1.0 4957.8130 1827.2000
1.0 796.8289 550.7274 1.0 889.6784 693.6795 1.0 969.6838 523.4911
1.0 854.8791 528.3770 1.0 1221.4818 761.2791 1.0 419.9980 334.9998
1.0 1167.3716 640.4813 1.0 544.5991 361.3981 1.0 561.9990 473.2009
1.0 523.8000 401.3204 1.0 1031.4491 628.4522 1.0 689.5988 581.2029
1.0 670.7792 435.9990 1.0 1462.9497 771.4486 1.0 1398.5203 929.7540
1.0 377.0584 276.5606 1.0 830.4353 757.1187 1.0 820.8168 591.1974
1.0 851.5430 588.3488 1.0 975.0415 821.5970 1.0 875.1716 637.5483
1.0 1121.0937 664.1978 1.0 1337.9983 1022.3202 1.0 1392.4499 674.9509
1.0 625.5179 444.8602 1.0 867.6427 679.4407 1.0 1256.3174 776.7589
1.0 805.5377 462.8995 1.0 725.7459 538.7491 1.0 1362.8590 959.5170
1.0 558.5812 377.7792 1.0 989.0056 679.9981 1.0 1999.2552 1250.9643
1.0 884.4005 553.1504 1.0 1525.0005 977.0033 1.0 1209.4730 737.8201
1.0 1257.4989 810.8962 1.0 672.1960 561.2015 1.0 1125.0356 810.6772
1.0 2051.1789 1067.9541 1.0 923.3977 728.3997 1.0 1827.4010 983.0009
1.0 1466.3330 1049.8788 1.0 472.3215 372.3186 1.0 1014.1540 708.8968
1.0 730.0989 522.7012 1.0 590.7601 361.5210 1.0 880.3944 633.1200
1.0 2432.3910 1424.8047 1.0 831.7983 620.8006 1.0 873.7375 631.7982
1.0 940.9218 517.9196 1.0 1139.4945 819.9964 1.0 951.4432 608.6419
1.0 1177.8547 830.9586 1.0 507.5169 360.8780 1.0 473.0022 300.9999
1.0 1222.5939 925.5795 1.0 576.1972 395.7608 1.0 601.0030 377.9984
1.0 1519.5811 1162.0024 1.0 696.5991 442.0001 1.0 713.9979 397.0015
1.0 687.6638 383.4580 1.0 650.8180 404.0384 1.0 829.2984 588.5195
1.0 953.1192 621.1173 1.0 949.5802 670.7993 1.0 959.7953 681.7616
1.0 953.1192 621.1173 1.0 497.1193 297.5702 1.0 1212.9613 807.3603
1.0 953.1192 621.1173 1.0 570.1674 353.4882 1.0 958.8743 696.8011
1.0 939.0418 548.6002 1.0 724.7306 383.9376 1.0 1129.4431 811.1962
1.0 1283.4025 745.2353 1.0 408.3399 284.8008 1.0 1943.0419 1305.7201
1.0 1511.5789 837.8005 1.0 638.6713 431.1000 1.0 539.6388 442.0001
1.0 1342.5821 795.3402 1.0 1225.7890 801.3518 1.0 463.5990 353.6013
1.0 511.7980 418.5976 1.0 715.3701 448.4513 1.0 562.6400 468.0008
1.0 689.7988 508.7974 1.0 800.4708 577.9111 1.0 736.7584 526.7573
1.0 1532.3074 883.2780 1.0 975.5974 570.5210 1.0 1415.4461 890.2390

g02 – Correlation and Regression Analysis g02qfc

Mark 26 g02qfc.7



1.0 1056.0808 742.5276 1.0 1613.7565 865.3205 1.0 2208.7897 1318.8033
1.0 387.3195 242.3202 1.0 608.5019 444.5578 1.0 636.0009 331.0005
1.0 387.3195 242.3202 1.0 958.6634 680.4198 1.0 759.4010 416.4015
1.0 410.9987 266.0010 1.0 835.9426 576.2779 1.0 1078.8382 596.8406
1.0 499.7510 408.4992 1.0 1024.8177 708.4787 1.0 748.6413 429.0399
1.0 832.7554 614.7588 1.0 1006.4353 734.2356 1.0 987.6417 619.6408
1.0 614.9986 385.3184 1.0 726.0000 433.0010 1.0 788.0961 400.7990
1.0 887.4658 515.6200 1.0 494.4174 327.4188 1.0 1020.0225 775.0209
1.0 1595.1611 1138.1620 1.0 776.5958 485.5198 1.0 1230.9235 772.7611
1.0 1807.9520 993.9630 1.0 415.4407 305.4390 1.0 440.5174 306.5191
1.0 541.2006 299.1993 1.0 581.3599 468.0008 1.0 743.0772 522.6019
1.0 1057.6767 750.3202 :: (x[1..m],y)[1..n]
0.10 0.25 0.50 0.75 0.90 :: tau[1..ntau]

10.3 Program Results

nag_regsn_quant_linear_iid (g02qfc) Example Program Results

Quantile: 0.100

Lower Parameter Upper
Limit Estimate Limit

1 74.946 110.142 145.337
2 0.370 0.402 0.433

Quantile: 0.250

Lower Parameter Upper
Limit Estimate Limit

1 64.232 95.483 126.735
2 0.446 0.474 0.502

Quantile: 0.500

Lower Parameter Upper
Limit Estimate Limit

1 55.399 81.482 107.566
2 0.537 0.560 0.584

Quantile: 0.750

Lower Parameter Upper
Limit Estimate Limit

1 41.372 62.396 83.421
2 0.625 0.644 0.663

Quantile: 0.900

Lower Parameter Upper
Limit Estimate Limit

1 26.829 67.351 107.873
2 0.650 0.686 0.723
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NAG Library Function Document

nag_regsn_quant_linear (g02qgc)

Note: this function uses optional parameters to define choices in the problem specification and in the
details of the algorithm. If you wish to use default settings for all of the optional parameters, you need
only read Sections 1 to 10 of this document. If, however, you wish to reset some or all of the settings
please refer to Section 11 for a detailed description of the algorithm, to Section 12 for a detailed
description of the specification of the optional parameters and to Section 13 for a detailed description
of the monitoring information produced by the function.

1 Purpose

nag_regsn_quant_linear (g02qgc) performs a multiple linear quantile regression. Parameter estimates
and, if required, confidence limits, covariance matrices and residuals are calculated. nag_regsn_quant_
linear (g02qgc) may be used to perform a weighted quantile regression. A simplified interface for
nag_regsn_quant_linear (g02qgc) is provided by nag_regsn_quant_linear_iid (g02qfc).

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_regsn_quant_linear (Nag_OrderType order,
Nag_IncludeIntercept intcpt, Integer n, Integer m, const double dat[],
Integer pddat, const Integer isx[], Integer ip, const double y[],
const double wt[], Integer ntau, const double tau[], double *df,
double b[], double bl[], double bu[], double ch[], double res[],
const Integer iopts[], const double opts[], Integer state[],
Integer info[], NagError *fail)

3 Description

Given a vector of n observed values, y ¼ yi : i ¼ 1; 2; . . . ; nf g, an n� p design matrix X, a column
vector, x, of length p holding the ith row of X and a quantile � 2 0; 1ð Þ, nag_regsn_quant_linear
(g02qgc) estimates the p-element vector � as the solution to

minimize
�2Rp

Xn
i¼1
�� yi � xTi �
� �

ð1Þ

where �� is the piecewise linear loss function �� zð Þ ¼ z � � I z < 0ð Þð Þ, and I z < 0ð Þ is an indicator
function taking the value 1 if z < 0 and 0 otherwise. Weights can be incorporated by replacing X and y
with WX and Wy respectively, where W is an n� n diagonal matrix. Observations with zero weights
can either be included or excluded from the analysis; this is in contrast to least squares regression
where such observations do not contribute to the objective function and are therefore always dropped.

nag_regsn_quant_linear (g02qgc) uses the interior point algorithm of Portnoy and Koenker (1997),
described briefly in Section 11, to obtain the parameter estimates �̂, for a given value of � .

Under the assumption of Normally distributed errors, Koenker (2005) shows that the limiting
covariance matrix of �̂ � � has the form

� ¼ � 1� �ð Þ
n

Hn
�1JnHn

�1

where Jn ¼ n�1
Xn
i¼1
xix

T
i and Hn is a function of � , as described below. Given an estimate of the

covariance matrix, �̂, lower (�̂L) and upper (�̂U ) limits for an 100� �ð Þ% confidence interval can be
calculated for each of the p parameters, via
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�̂Li ¼ �̂i � tn�p; 1þ�ð Þ=2

ffiffiffiffiffiffiffi
�̂ii

q
; �̂Ui ¼ �̂i þ tn�p; 1þ�ð Þ=2

ffiffiffiffiffiffiffi
�̂ii

q
where tn�p;0:975 is the 97:5 percentile of the Student's t distribution with n� k degrees of freedom,
where k is the rank of the cross-product matrix XTX.

Four methods for estimating the covariance matrix, �, are available:

(i) Independent, identically distributed (IID) errors

Under an assumption of IID errors the asymptotic relationship for � simplifies to

� ¼ � 1� �ð Þ
n

s �ð Þð Þ2 XTX
� ��1

where s is the sparsity function. nag_regsn_quant_linear (g02qgc) estimates s �ð Þ from the
residuals, ri ¼ yi � xTi �̂ and a bandwidth hn.

(ii) Powell Sandwich

Powell (1991) suggested estimating the matrix Hn by a kernel estimator of the form

Ĥn ¼ ncnð Þ�1
Xn
i¼1
K

ri
cn

� �
xix

T
i

where K is a kernel function and cn satisfies lim
n!1

cn ! 0 and lim
n!1

ffiffiffi
n
p

cn !1. When the Powell

method is chosen, nag_regsn_quant_linear (g02qgc) uses a Gaussian kernel (i.e., K ¼ 
) and sets

cn ¼ min �r; qr3 � qr1ð Þ=1:34ð Þ � ��1 � þ hnð Þ � ��1 � � hnð Þ
� �

where hn is a bandwidth, �r; qr1 and qr3 are, respectively, the standard deviation and the 25% and
75% quantiles for the residuals, ri.

(iii) Hendricks–Koenker Sandwich

Koenker (2005) suggested estimating the matrix Hn using

Ĥn ¼ n�1
Xn
i¼1

2hn

xTi �̂ � þ hnð Þ � �̂ � � hnð Þ
� �

24 35xixTi
where hn is a bandwidth and �̂ � þ hnð Þ denotes the parameter estimates obtained from a quantile
regression using the � þ hnð Þth quantile. Similarly with �̂ � � hnð Þ.

(iv) Bootstrap

The last method uses bootstrapping to either estimate a covariance matrix or obtain confidence
intervals for the parameter estimates directly. This method therefore does not assume Normally
distributed errors. Samples of size n are taken from the paired data yi; xif g (i.e., the independent
and dependent variables are sampled together). A quantile regression is then fitted to each sample
resulting in a series of bootstrap estimates for the model parameters, �. A covariance matrix can
then be calculated directly from this series of values. Alternatively, confidence limits, �̂L and �̂U ,
can be obtained directly from the 1� �ð Þ=2 and 1þ �ð Þ=2 sample quantiles of the bootstrap
estimates.

Further details of the algorithms used to calculate the covariance matrices can be found in Section 11.

All three asymptotic estimates of the covariance matrix require a bandwidth, hn. Two alternative
methods for determining this are provided:
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(i) Sheather–Hall

hn ¼
1:5 ��1 �bð Þ
 ��1 �ð Þ

� �� �2
n 2��1 �ð Þ þ 1
� � !1

3

for a user-supplied value �b,

(ii) Bofinger

hn ¼
4:5 
 ��1 �ð Þ

� �� �4
n 2��1 �ð Þ þ 1
� �2

 !1
5

nag_regsn_quant_linear (g02qgc) allows optional arguments to be supplied via the iopts and opts arrays
(see Section 12 for details of the available options). If the default values for these optional arguments
are sufficient then iopts and opts can be set to NULL, otherwise prior to calling nag_regsn_quant_
linear (g02qgc) the optional parameter arrays, must be initialized by calling nag_g02_opt_set (g02zkc)
with optstr set to Initialize ¼ g02qgc. If bootstrap confidence l imits are required
(Interval Method ¼ BOOTSTRAP XY) then one of the random number initialization functions
nag_rand_init_repeatable (g05kfc) (for a repeatable analysis) or nag_rand_init_nonrepeatable (g05kgc)
(for an unrepeatable analysis) must also have been previously called.

4 References

Koenker R (2005) Quantile Regression Econometric Society Monographs, Cambridge University Press,
New York

Mehrotra S (1992) On the implementation of a primal-dual interior point method SIAM J. Optim. 2
575–601

Nocedal J and Wright S J (1999) Numerical Optimization Springer Series in Operations Research,
Springer, New York

Portnoy S and Koenker R (1997) The Gaussian hare and the Laplacian tortoise: computability of
squared-error versus absolute error estimators Statistical Science 4 279–300

Powell J L (1991) Estimation of monotonic regression models under quantile restrictions
Nonparametric and Semiparametric Methods in Econometrics Cambridge University Press, Cambridge

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: intcpt – Nag_IncludeIntercept Input

On entry: indicates whether an intercept will be included in the model. The intercept is included
by adding a column of ones as the first column in the design matrix, X.

intcpt ¼ Nag Intercept
An intercept will be included in the model.

intcpt ¼ Nag NoIntercept
An intercept will not be included in the model.

Constraint: intcpt ¼ Nag NoIntercept or Nag Intercept.

g02 – Correlation and Regression Analysis g02qgc

Mark 26 g02qgc.3



3: n – Integer Input

On entry: the total number of observations in the dataset. If no weights are supplied, or no zero
weights are supplied or observations with zero weights are included in the model then n ¼ n.
Otherwise n ¼ nþ the number of observations with zero weights.

Constraint: n 	 2.

4: m – Integer Input

On entry: m, the total number of variates in the dataset.

Constraint: m 	 0.

5: dat½dim� – const double Input

Note: the dimension, dim, of the array dat must be at least

pddat�m when order ¼ Nag ColMajor;
pddat� n when order ¼ Nag RowMajor.

Where DAT i; jð Þ appears in this document, it refers to the array element

dat½ j� 1ð Þ � pddatþ i� 1� when order ¼ Nag ColMajor;
dat½ i� 1ð Þ � pddatþ j� 1� when order ¼ Nag RowMajor.

On entry: the ith value for the jth variate, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m, must be
supplied in DAT i; jð Þ
The design matrix X is constructed from dat, isx and intcpt.

6: pddat – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array dat.

Constraints:

if order ¼ Nag ColMajor, pddat 	 n;
otherwise pddat 	 m.

7: isx½m� – const Integer Input

On entry: indicates which independent variables are to be included in the model.

isx½j� 1� ¼ 0
The jth variate, supplied in dat, is not included in the regression model.

isx½j� 1� ¼ 1
The jth variate, supplied in dat, is included in the regression model.

Constraints:

isx½j � 1� ¼ 0 or 1, for j ¼ 1; 2; . . . ;m;
if intcpt ¼ Nag Intercept, exactly ip� 1 values of isx must be set to 1;
if intcpt ¼ Nag NoIntercept, exactly ip values of isx must be set to 1.

8: ip – Integer Input

On entry: p, the number of independent variables in the model, including the intercept, see
intcpt, if present.

Constraints:

1 � ip < n;
if intcpt ¼ Nag Intercept, 1 � ip � mþ 1;
if intcpt ¼ Nag NoIntercept, 1 � ip � m.
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9: y½n� – const double Input

On entry: y, the observations on the dependent variable.

10: wt½n� – const double Input

On entry: optionally, the diagonal elements of the weight matrix W .

If weights are not provided then wt must be set to NULL.

When

Drop Zero Weights ¼ YES
If wt½i� 1� ¼ 0:0, the ith observation is not included in the model, in which case the
effective number of observations, n, is the number of observations with nonzero weights.
If Return Residuals ¼ YES, the values of res will be set to zero for observations with
zero weights.

Drop Zero Weights ¼ NO
All observations are included in the model and the effective number of observations is n, i.
e., n ¼ n.

Constraints:

the effective number of observations 	 2;
wt½i� ¼ 0:0, for all i.

11: ntau – Integer Input

On entry: the number of quantiles of interest.

Constraint: ntau 	 1.

12: tau½ntau� – const double Input

On entry: the vector of quantiles of interest. A separate model is fitted to each quantile.

Constraint:
ffiffi
�
p

< tau½j � 1� < 1�
ffiffi
�
p

where � is the machine precision returned by
nag_machine_precision (X02AJC), for j ¼ 1; 2; . . . ; ntau.

13: df – double * Output

On exit: the degrees of freedom given by n� k, where n is the effective number of observations
and k is the rank of the cross-product matrix XTX.

14: b½ip� ntau� – double Input/Output

Note: where B i; lð Þ appears in this document, it refers to the array element
b½ l� 1ð Þ � ipþ i� 1�.

On entry: if Calculate Initial Values ¼ NO, B i; lð Þ must hold an initial estimates for �̂i, for
i ¼ 1; 2; . . . ; ip and l ¼ 1; 2; . . . ; ntau. If Calculate Initial Values ¼ YES, b need not be set.

On exit: B i; lð Þ, for i ¼ 1; 2; . . . ; ip, contains the estimates of the parameters of the regression
model, �̂, estimated for � ¼ tau½l � 1�.
If intcpt ¼ Nag Intercept, B 1; lð Þ will contain the estimate corresponding to the intercept and
B iþ 1; lð Þ will contain the coefficient of the jth variate contained in dat, where isx½j� 1� is the
ith nonzero value in the array isx.

If intcpt ¼ Nag NoIntercept, B i; lð Þ will contain the coefficient of the jth variate contained in
dat, where isx½j� 1� is the ith nonzero value in the array isx.

15: bl½dim� – double Output

Note: the dimension, dim, of the array bl must be at least ntau when Interval Method 6¼ NONE.

Where BL i; lð Þ appears in this document, it refers to the array element bl½ l� 1ð Þ � ipþ i� 1�.
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On exit: if Interval Method 6¼ NONE, BL i; lð Þ contains the lower limit of an 100� �ð Þ%
confidence interval for B i; lð Þ, for i ¼ 1; 2; . . . ; ip and l ¼ 1; 2; . . . ; ntau.

If Interval Method ¼ NONE, bl is not referenced and can be set to NULL.

The method used for calculating the interval is controlled by the optional parameters
Interval Method and Bootstrap Interval Method. The size of the interval, �, is controlled
by the optional parameter Significance Level.

16: bu½dim� – double Output

Note : the dimension , dim , o f the ar ray bu must be a t leas t ntau when
Interval Method 6¼ NONE.

Where BU i; lð Þ appears in this document, it refers to the array element bu½ l� 1ð Þ � ipþ i� 1�.
On exit: if Interval Method 6¼ NONE, BU i; lð Þ contains the upper limit of an 100� �ð Þ%
confidence interval for B i; lð Þ, for i ¼ 1; 2; . . . ; ip and l ¼ 1; 2; . . . ; ntau.

If Interval Method ¼ NONE, bu is not referenced and can be set to NULL.

The method used for calculating the interval is controlled by the optional parameters
Interval Method and Bootstrap Interval Method. The size of the interval, � is controlled by
the optional parameter Significance Level.

17: ch½dim� – double Output

Note: the dimension, dim, of the array ch must be at least

if Interval Method 6¼ NONE and Matrix Returned ¼ COVARIANCE, ip� ip� ntau;
if Interval Method 6¼ NONE, IID or BOOTSTRAP XY and
Matrix Returned ¼ H INVERSE, ip� ip� ðntauþ 1Þ.

Where CH i; j; lð Þ appears in this document , i t refers to the array element
ch½ l� 1ð Þ � ip� ipþ j� 1ð Þ � ipþ i� 1�.
On exit: depending on the supplied optional parameters, ch will either not be referenced, hold an
estimate of the upper triangular part of the covariance matrix, �, or an estimate of the upper
triangular parts of nJn and n�1H�1n .

If Interval Method ¼ NONE or Matrix Returned ¼ NONE, ch is not referenced.

If Interval Method ¼ BOOTSTRAP XY or IID and Matrix Returned ¼ H INVERSE, ch is not
referenced.

Otherwise, for i; j ¼ 1; 2; . . . ; ip; j 	 i and l ¼ 1; 2; . . . ;ntau:

If Matrix Returned ¼ COVARIANCE, CH i; j; lð Þ holds an estimate of the covariance
between B i; lð Þ and B j; lð Þ.
If Matrix Returned ¼ H INVERSE, CH i; j; 1ð Þ holds an estimate of the i; jð Þth element
of nJn and CH i; j; lþ 1ð Þ holds an estimate of the i; jð Þth element of n�1H�1n , for
� ¼ tau½l� 1�.

The method used for calculating � and H�1n is controlled by the optional parameter
Interval Method.

In cases where ch is not going to be referenced it can be set to NULL.

18: res½n� ntau� – double Output

Note: the i; jð Þth element of the matrix is stored in res½ j� 1ð Þ � nþ i� 1�.
On exit: if Return Residuals ¼ YES, res½ l � 1ð Þ � nþ i � 1� holds the (weighted) residuals, ri,
for � ¼ tau½l � 1�, for i ¼ 1; 2; . . . ; n and l ¼ 1; 2; . . . ; ntau.

If wt is not NULL and Drop Zero Weights ¼ YES, the value of res will be set to zero for
observations with zero weights.
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If Return Residuals ¼ NO, res is not referenced and can be set to NULL.

19: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_g02_opt_set (g02zkc).

On entry: if the default values of the optional arguments are sufficient, then iopts can be set to
NULL, otherwise the optional parameter array, as initialized by a call to nag_g02_opt_set
(g02zkc) must be supplied.

20: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_g02_opt_set (g02zkc).

On entry: if the default values of the optional arguments are sufficient, then opts can be set to
NULL, otherwise the optional parameter array, as initialized by a call to nag_g02_opt_set
(g02zkc) must be supplied.

21: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

If Interval Method ¼ BOOTSTRAP XY, state contains information about the selected random
number generator. Otherwise state is not referenced and can be set to NULL.

22: info½ntau� – Integer Output

On exit: info½i� holds additional information concerning the model fitting and confidence limit
calculations when � ¼ tau½i�.

Code Warning
0 Model fitted and confidence limits (if requested) calculated successfully
1 The function did not converge. The returned values are based on the estimate at the last

iteration. Try increasing Iteration Limit whilst calculating the parameter estimates or
relaxing the definition of convergence by increasing Tolerance.

2 A singular matrix was encountered during the optimization. The model was not fitted
for this value of � .

4 Some truncation occurred whilst calculating the confidence limits for this value of � .
See Section 11 for details. The returned upper and lower limits may be narrower than
specified.

8 The function did not converge whilst calculating the confidence limits. The returned
limits are based on the estimate at the last iteration. Try increasing Iteration Limit.

16 Confidence limits for this value of � could not be calculated. The returned upper and
lower limits are set to a large positive and large negative value respectively as defined
by the optional parameter Big.

It is possible for multiple warnings to be applicable to a single model. In these cases the value
returned in info is the sum of the corresponding individual nonzero warning codes.

23: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pddat ¼ valueh i and m ¼ valueh i.
Constraint: pddat 	 m.

On entry, pddat ¼ valueh i and n ¼ valueh i.
Constraint: pddat 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, either the option arrays have not been initialized or they have been corrupted.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, ntau ¼ valueh i.
Constraint: ntau 	 1.

NE_INT_2

On entry, ip ¼ valueh i and n ¼ valueh i.
Constraint: 1 � ip < n.

NE_INT_ARRAY

On entry, isx½ valueh i� ¼ valueh i.
Constraint: isx½i� ¼ 0 or 1 for all i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_IP_INCOMP_SX

On entry, ip is not consistent with isx or intcpt: ip ¼ valueh i, expected value ¼ valueh i.

NE_NEG_WEIGHT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: wt½i� 	 0:0 for all i.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

On entry, effective number of observations ¼ valueh i.
Constraint: effective number of observations 	 valueh i.

NE_REAL_ARRAY

On entry, tau½ valueh i� ¼ valueh i is invalid.

NW_POTENTIAL_PROBLEM

A potential problem occurred whilst fitting the model(s).
Additional information has been returned in info.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_regsn_quant_linear (g02qgc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_regsn_quant_linear (g02qgc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_regsn_quant_linear (g02qgc) allocates internally approximately the following elements of double
storage: 13nþ npþ 3p2 þ 6pþ 3 pþ 1ð Þ � ntau. If Interval Method ¼ BOOTSTRAP XY then a
further np elements are required, and this increases by p� ntau� Bootstrap Iterations if
Bootstrap Interval Method ¼ QUANTILE. Where possible, any user-supplied output arrays are used
as workspace and so the amount actually allocated may be less. If order ¼ Nag RowMajor,
wt is NULL, intcpt ¼ Nag NoIntercept and ip ¼ m an internal copy of the input data is avoided
and the amount of locally allocated memory is reduced by np.

10 Example

A quantile regression model is fitted to Engels 1857 study of household expenditure on food. The
model regresses the dependent variable, household food expenditure, against two explanatory variables,
a column of ones and household income. The model is fit for five different values of � and the
covariance matrix is estimated assuming Normal IID errors. Both the covariance matrix and the
residuals are returned.

g02 – Correlation and Regression Analysis g02qgc

Mark 26 g02qgc.9



10.1 Program Text

/* nag_regsn_quant_linear (g02qgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagg05.h>
#include <nagx04.h>

#define DAT(i,j) dat[(order==Nag_RowMajor) ? (i*pddat+j) : (j*pddat+i)]

#define LOPTSTR 80

int main(void)
{

/* Integer scalar and array declarations */
Integer lseed = 1, liopts = 100, lopts = 100, lcvalue = LOPTSTR;
Integer exit_status = 0;
Integer i, ip, ivalue, j, l, lc, lstate, loptstr,

m, n, ntau, subid, tdch, pddat;
Integer *info = 0, *iopts = 0, *isx = 0, *state = 0;
Integer seed[1];
Nag_BaseRNG genid;

/* NAG structures */
NagError fail;
Nag_OrderType order;
Nag_IncludeIntercept intcpt;
Nag_Boolean weighted;
Nag_VariableType optype;

/* Double scalar and array declarations */
double df, rvalue;
double *b = 0, *bl = 0, *bu = 0, *ch = 0, *dat = 0,

*opts = 0, *res = 0, *tau = 0, *wt = 0, *y = 0;

/* Character scalar and array declarations */
char semeth[30], *poptstr, *cvalue = 0;
char optstr[LOPTSTR], corder[40], cintcpt[40], cweighted[40], cgenid[40];
char *clabs = 0, **clabsc = 0;

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_regsn_quant_linear (g02qgc) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%39s%*[^\n]", corder, (unsigned)_countof(corder));
#else

scanf("%39s%*[^\n]", corder);
#endif
#ifdef _WIN32
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scanf_s("%39s%39s%*[^\n]", cintcpt, (unsigned)_countof(cintcpt),
cweighted, (unsigned)_countof(cweighted));

#else
scanf("%39s%39s%*[^\n]", cintcpt, cweighted);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m, &ntau);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n, &m, &ntau);
#endif

order = (Nag_OrderType) nag_enum_name_to_value(corder);
intcpt = (Nag_IncludeIntercept) nag_enum_name_to_value(cintcpt);
/* weighted is a Nag_Boolean flag used in this example program to indicate
* whether weights are being supplied (weighted=Nag_TRUE)
* or not (weighted=Nag_FALSE)
*/

weighted = (Nag_Boolean) nag_enum_name_to_value(cweighted);

pddat = (order == Nag_RowMajor) ? m : n;

/* Allocate memory for input arrays */
if (!(y = NAG_ALLOC(n, double)) ||

!(tau = NAG_ALLOC(ntau, double)) ||
!(isx = NAG_ALLOC(m, Integer)) ||
!(dat = NAG_ALLOC(m * n, double)) ||
!(cvalue = NAG_ALLOC(lcvalue, char)) ||
!(clabs = NAG_ALLOC(10 * 10, char)) || !(clabsc = NAG_ALLOC(10, char *))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (weighted) {
/* Data includes a weight */
if (!(wt = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 0; i < n; i++) {

#ifdef _WIN32
for (j = 0; j < m; j++)

scanf_s("%lf", &DAT(i, j));
#else

for (j = 0; j < m; j++)
scanf("%lf", &DAT(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf%lf", &y[i], &wt[i]);
#else

scanf("%lf%lf", &y[i], &wt[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else {

/* No weights supplied */
for (i = 0; i < n; i++) {

#ifdef _WIN32
for (j = 0; j < m; j++)

scanf_s("%lf", &DAT(i, j));
#else

for (j = 0; j < m; j++)
scanf("%lf", &DAT(i, j));
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#endif
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Read in variable inclusion flags and calculate IP */
ip = (intcpt == Nag_Intercept) ? 1 : 0;
for (j = 0; j < m; j++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT, &isx[j]);

#else
scanf("%" NAG_IFMT, &isx[j]);

#endif
if (isx[j] == 1)

ip++;
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read in the quantiles required */
#ifdef _WIN32

for (l = 0; l < ntau; l++)
scanf_s("%lf", &tau[l]);

#else
for (l = 0; l < ntau; l++)

scanf("%lf", &tau[l]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Allocate memory for option arrays */
if (!(opts = NAG_ALLOC(lopts, double)) ||

!(iopts = NAG_ALLOC(liopts, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the optional argument array with nag_g02_opt_set (g02zkc) */
nag_g02_opt_set("INITIALIZE = G02QG", iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_g02_opt_set (g02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Read in any optional arguments. Reads in to the end of
the input data, or until a blank line is reached */

for (;;) {
if (!fgets(optstr, LOPTSTR, stdin))

break;

/* Left justify the option */
poptstr = (optstr + strspn(optstr, " \n\t"));
/* Get the string length */
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loptstr = strlen(poptstr);
if (poptstr[loptstr - 1] == ’\n’) {

/* Remove any trailing line breaks */
poptstr[(--loptstr)] = ’\setminus 0’;

}
else {

/* Clear the rest of the line */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Break if read in a blank line */
if (!*(poptstr))

break;

/* Set the supplied option (g02zkc) */
nag_g02_opt_set(optstr, iopts, liopts, opts, lopts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_g02_opt_set (g02zkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Allocate memory for the output arrays */
if (!(b = NAG_ALLOC(ip * ntau, double)) ||

!(info = NAG_ALLOC(ntau, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Query optional arguments via nag_g02_opt_get (g02zlc) and calculate which
* of the optional arrays are required and their sizes
* ...
*/

nag_g02_opt_get("INTERVAL METHOD", &ivalue, &rvalue, cvalue, lcvalue,
&optype, iopts, opts, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_g02_opt_get (g02zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
#ifdef _WIN32

strcpy_s(semeth, (unsigned)_countof(semeth), cvalue);
#else

strcpy(semeth, cvalue);
#endif

if (strcmp(semeth, "NONE") != 0) {
/* Require the intervals to be output */
if (!(bl = NAG_ALLOC(ip * ntau, double)) ||

!(bu = NAG_ALLOC(ip * ntau, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Decide whether the state array is required, and initialize if it is */
if (strcmp(semeth, "BOOTSTRAP XY") == 0) {

/* Read in the generator ID and a seed */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid,
(unsigned)_countof(cgenid), &subid, &seed[0]);

#else
scanf("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid, &subid,

&seed[0]);
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#endif
genid = (Nag_BaseRNG) nag_enum_name_to_value(cgenid);

/* Query the length of the state array (g05kfc) */
lstate = 0;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate memory to state */
if (!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the RNG (g05kfc) */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
}

/* Calculate the size of the covariance matrix, ch. */
tdch = 0;
nag_g02_opt_get("MATRIX RETURNED", &ivalue, &rvalue, cvalue, lcvalue,

&optype, iopts, opts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_g02_opt_get (g02zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (strcmp(cvalue, "COVARIANCE") == 0) {
tdch = ntau;

}
else if (strcmp(cvalue, "H INVERSE") == 0) {

/* NB: If we are using bootstrap or IID errors then any request for
H INVERSE is ignored */

if (strcmp(semeth, "BOOTSTRAP XY") != 0 && strcmp(semeth, "IID") != 0)
tdch = ntau + 1;

}
if (tdch > 0) {

/* Need to allocate ch */
if (!(ch = NAG_ALLOC(ip * ip * tdch, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

/* Calculate the size of the residual array, res */
nag_g02_opt_get("RETURN RESIDUALS", &ivalue, &rvalue, cvalue, lcvalue,

&optype, iopts, opts, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_g02_opt_get (g02zlc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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if (strcmp(cvalue, "YES") == 0) {
/* Need to allocate res */
if (!(res = NAG_ALLOC(n * ntau, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

}
/* ...
* end of handling the optional arguments, and allocating optional arrays
*/

/* Call the model fitting routine (nag_regsn_quant_linear (g02qgc)) */
nag_regsn_quant_linear(order, intcpt, n, m, dat, pddat, isx, ip, y, wt,

ntau, tau, &df, b, bl, bu, ch, res, iopts, opts,
state, info, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_quant_linear (g02qgc).\n%s\n", fail.message);
if (fail.code == NW_POTENTIAL_PROBLEM) {

printf("Additional error information: ");
for (i = 0; i < ntau; i++)

printf("%" NAG_IFMT " ", info[i]);
printf("\n");

}
else {

printf("Error from nag_regsn_quant_linear (g02qgc).\n%s\n",
fail.message);

exit_status = -1;
goto END;

}
}

/* Display the parameter estimates */
for (l = 0; l < ntau; l++) {

printf(" Quantile: %6.3f\n\n", tau[l]);
if (bl && bu) {

printf(" Lower Parameter Upper\n");
printf(" Limit Estimate Limit\n");
for (j = 0; j < ip; j++)

printf(" %3" NAG_IFMT "%10.3f%10.3f%10.3f\n", j + 1, bl[l * ip + j],
b[l * ip + j], bu[l * ip + j]);

}
else {

printf(" Parameter\n");
printf(" Estimate\n");
for (j = 0; j < ip; j++)

printf(" %3" NAG_IFMT "%10.3f\n", j + 1, b[l * ip + j]);
}
printf("\n\n");
fflush(stdout);
if (ch) {

lc = l * ip * ip;
if (tdch == ntau) {

/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_UpperMatrix,
Nag_NonUnitDiag, ip, ip, &ch[lc], ip,
"%9.2e", "Covariance matrix",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80,
0, 0, &fail);

}
else {

if (l == 0) {
nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_UpperMatrix,

Nag_NonUnitDiag, ip, ip, ch, ip,
"%9.2e", "J", Nag_NoLabels, 0,
Nag_NoLabels, 0, 80, 0, 0, &fail);

printf("\n");
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}
lc = lc + ip * ip;
nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_UpperMatrix,

Nag_NonUnitDiag, ip, ip, &ch[lc], ip,
"%9.2e", "H inverse",
Nag_NoLabels, 0, Nag_NoLabels, 0, 80,
0, 0, &fail);

}
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");

}
}

if (res) {
printf(" First 10 Residuals\n");
fflush(stdout);
/* set up column labels for matrix printer */

#ifdef _WIN32
for (l = 0; l < ntau; l++)

sprintf_s(&clabs[10 * l], 10, "%6.3f", tau[l]);
#else

for (l = 0; l < ntau; l++)
sprintf(&clabs[10 * l], "%6.3f", tau[l]);

#endif
for (l = 0; l < ntau; l++)

clabsc[l] = &clabs[l * 10];
/* nag_gen_real_mat_print_comp (x04cbc).
* Print real general matrix (comprehensive).
*/

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, MIN(10, n), ntau, res, n,
"%10.5f", " Quantile",
Nag_IntegerLabels, NULL, Nag_CharacterLabels,
(const char **) clabsc, 80, 2, NULL, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_gen_real_mat_print_comp (x04cbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
}
else {

printf(" Residuals not returned\n");
}

END:

NAG_FREE(info);
NAG_FREE(iopts);
NAG_FREE(isx);
NAG_FREE(state);
NAG_FREE(b);
NAG_FREE(bl);
NAG_FREE(bu);
NAG_FREE(ch);
NAG_FREE(dat);
NAG_FREE(opts);
NAG_FREE(res);
NAG_FREE(tau);
NAG_FREE(wt);
NAG_FREE(y);
NAG_FREE(cvalue);
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NAG_FREE(clabs);
NAG_FREE(clabsc);

return (exit_status);
}

10.2 Program Data

nag_regsn_quant_linear (g02qgc) Example Program Data
Nag_ColMajor :: sorder
Nag_Intercept Nag_FALSE :: intcpt, weighted
235 1 5 :: n, m, ntau
420.1577 255.8394 800.7990 572.0807 643.3571 459.8177
541.4117 310.9587 1245.6964 907.3969 2551.6615 863.9199
901.1575 485.6800 1201.0002 811.5776 1795.3226 831.4407
639.0802 402.9974 634.4002 427.7975 1165.7734 534.7610
750.8756 495.5608 956.2315 649.9985 815.6212 392.0502
945.7989 633.7978 1148.6010 860.6002 1264.2066 934.9752
829.3979 630.7566 1768.8236 1143.4211 1095.4056 813.3081
979.1648 700.4409 2822.5330 2032.6792 447.4479 263.7100

1309.8789 830.9586 922.3548 590.6183 1178.9742 769.0838
1492.3987 815.3602 2293.1920 1570.3911 975.8023 630.5863
502.8390 338.0014 627.4726 483.4800 1017.8522 645.9874
616.7168 412.3613 889.9809 600.4804 423.8798 319.5584
790.9225 520.0006 1162.2000 696.2021 558.7767 348.4518
555.8786 452.4015 1197.0794 774.7962 943.2487 614.5068
713.4412 512.7201 530.7972 390.5984 1348.3002 662.0096
838.7561 658.8395 1142.1526 612.5619 2340.6174 1504.3708
535.0766 392.5995 1088.0039 708.7622 587.1792 406.2180
596.4408 443.5586 484.6612 296.9192 1540.9741 692.1689
924.5619 640.1164 1536.0201 1071.4627 1115.8481 588.1371
487.7583 333.8394 678.8974 496.5976 1044.6843 511.2609
692.6397 466.9583 671.8802 503.3974 1389.7929 700.5600
997.8770 543.3969 690.4683 357.6411 2497.7860 1301.1451
506.9995 317.7198 860.6948 430.3376 1585.3809 879.0660
654.1587 424.3209 873.3095 624.6990 1862.0438 912.8851
933.9193 518.9617 894.4598 582.5413 2008.8546 1509.7812
433.6813 338.0014 1148.6470 580.2215 697.3099 484.0605
587.5962 419.6412 926.8762 543.8807 571.2517 399.6703
896.4746 476.3200 839.0414 588.6372 598.3465 444.1001
454.4782 386.3602 829.4974 627.9999 461.0977 248.8101
584.9989 423.2783 1264.0043 712.1012 977.1107 527.8014
800.7990 503.3572 1937.9771 968.3949 883.9849 500.6313
502.4369 354.6389 698.8317 482.5816 718.3594 436.8107
713.5197 497.3182 920.4199 593.1694 543.8971 374.7990
906.0006 588.5195 1897.5711 1033.5658 1587.3480 726.3921
880.5969 654.5971 891.6824 693.6795 4957.8130 1827.2000
796.8289 550.7274 889.6784 693.6795 969.6838 523.4911
854.8791 528.3770 1221.4818 761.2791 419.9980 334.9998

1167.3716 640.4813 544.5991 361.3981 561.9990 473.2009
523.8000 401.3204 1031.4491 628.4522 689.5988 581.2029
670.7792 435.9990 1462.9497 771.4486 1398.5203 929.7540
377.0584 276.5606 830.4353 757.1187 820.8168 591.1974
851.5430 588.3488 975.0415 821.5970 875.1716 637.5483

1121.0937 664.1978 1337.9983 1022.3202 1392.4499 674.9509
625.5179 444.8602 867.6427 679.4407 1256.3174 776.7589
805.5377 462.8995 725.7459 538.7491 1362.8590 959.5170
558.5812 377.7792 989.0056 679.9981 1999.2552 1250.9643
884.4005 553.1504 1525.0005 977.0033 1209.4730 737.8201

1257.4989 810.8962 672.1960 561.2015 1125.0356 810.6772
2051.1789 1067.9541 923.3977 728.3997 1827.4010 983.0009
1466.3330 1049.8788 472.3215 372.3186 1014.1540 708.8968
730.0989 522.7012 590.7601 361.5210 880.3944 633.1200

2432.3910 1424.8047 831.7983 620.8006 873.7375 631.7982
940.9218 517.9196 1139.4945 819.9964 951.4432 608.6419

1177.8547 830.9586 507.5169 360.8780 473.0022 300.9999
1222.5939 925.5795 576.1972 395.7608 601.0030 377.9984
1519.5811 1162.0024 696.5991 442.0001 713.9979 397.0015
687.6638 383.4580 650.8180 404.0384 829.2984 588.5195
953.1192 621.1173 949.5802 670.7993 959.7953 681.7616
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953.1192 621.1173 497.1193 297.5702 1212.9613 807.3603
953.1192 621.1173 570.1674 353.4882 958.8743 696.8011
939.0418 548.6002 724.7306 383.9376 1129.4431 811.1962

1283.4025 745.2353 408.3399 284.8008 1943.0419 1305.7201
1511.5789 837.8005 638.6713 431.1000 539.6388 442.0001
1342.5821 795.3402 1225.7890 801.3518 463.5990 353.6013
511.7980 418.5976 715.3701 448.4513 562.6400 468.0008
689.7988 508.7974 800.4708 577.9111 736.7584 526.7573

1532.3074 883.2780 975.5974 570.5210 1415.4461 890.2390
1056.0808 742.5276 1613.7565 865.3205 2208.7897 1318.8033
387.3195 242.3202 608.5019 444.5578 636.0009 331.0005
387.3195 242.3202 958.6634 680.4198 759.4010 416.4015
410.9987 266.0010 835.9426 576.2779 1078.8382 596.8406
499.7510 408.4992 1024.8177 708.4787 748.6413 429.0399
832.7554 614.7588 1006.4353 734.2356 987.6417 619.6408
614.9986 385.3184 726.0000 433.0010 788.0961 400.7990
887.4658 515.6200 494.4174 327.4188 1020.0225 775.0209

1595.1611 1138.1620 776.5958 485.5198 1230.9235 772.7611
1807.9520 993.9630 415.4407 305.4390 440.5174 306.5191
541.2006 299.1993 581.3599 468.0008 743.0772 522.6019

1057.6767 750.3202 :: (x[1..m],y)[i] for i = 0...n-1
1 :: isx[1..m]
0.10 0.25 0.50 0.75 0.90 :: tau[1..ntau]
Return Residuals = Yes
Matrix Returned = Covariance
Interval Method = IID

10.3 Program Results

nag_regsn_quant_linear (g02qgc) Example Program Results

Quantile: 0.100

Lower Parameter Upper
Limit Estimate Limit

1 74.946 110.142 145.337
2 0.370 0.402 0.433

Covariance matrix
3.19e+02 -2.54e-01

2.59e-04

Quantile: 0.250

Lower Parameter Upper
Limit Estimate Limit

1 64.232 95.483 126.735
2 0.446 0.474 0.502

Covariance matrix
2.52e+02 -2.00e-01

2.04e-04

Quantile: 0.500

Lower Parameter Upper
Limit Estimate Limit

1 55.399 81.482 107.566
2 0.537 0.560 0.584

Covariance matrix
1.75e+02 -1.40e-01

1.42e-04

Quantile: 0.750

Lower Parameter Upper
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Limit Estimate Limit
1 41.372 62.396 83.421
2 0.625 0.644 0.663

Covariance matrix
1.14e+02 -9.07e-02

9.23e-05

Quantile: 0.900

Lower Parameter Upper
Limit Estimate Limit

1 26.829 67.351 107.873
2 0.650 0.686 0.723

Covariance matrix
4.23e+02 -3.37e-01

3.43e-04

First 10 Residuals
Quantile

0.100 0.250 0.500 0.750 0.900
1 -23.10718 -38.84219 -61.00711 -77.14462 -99.86551
2 140.20549 96.93582 42.00636 -6.04177 -44.85812
3 91.19725 59.31654 17.93924 -16.90993 -49.06884
4 -16.70358 -41.20981 -73.81193 -100.11463 -127.96277
5 296.77717 221.32470 128.09970 42.75414 -14.87476
6 -271.39185 -441.31464 -646.95350 -841.78309 -954.63488
7 13.48419 -37.04518 -100.61322 -157.07478 -200.13481
8 218.91527 146.69601 57.31834 -24.28017 -80.01908
9 0.00000 -115.21109 -255.74639 -387.16920 -468.03911

10 36.09526 4.52393 -36.48522 -70.97584 -102.95390
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11 Algorithmic Details

By the addition of slack variables the minimization (1) can be reformulated into the linear programming
problem

minimize
u;v;�ð Þ2Rn

þ�Rn
þ�Rp

�eTuþ 1� �ð ÞeTv subject to y ¼ X� þ u� v ð2Þ

and its associated dual

maximize
d

yTd subject to XTd ¼ 0; d 2 � � 1; �½ �n ð3Þ

where e is a vector of n 1s. Setting a ¼ dþ 1� �ð Þe gives the equivalent formulation

maximize
a

yTa subject to XTa ¼ 1� �ð ÞXTe; a 2 0; 1½ �n: ð4Þ

The algorithm introduced by Portnoy and Koenker (1997) and used by nag_regsn_quant_linear
(g02qgc), uses the primal-dual formulation expressed in equations (2) and (4) along with a logarithmic
barrier function to obtain estimates for �. The algorithm is based on the predictor-corrector algorithm of
Mehrotra (1992) and further details can be obtained from Portnoy and Koenker (1997) and Koenker
(2005). A good description of linear programming, interior point algorithms, barrier functions and
Mehrotra's predictor-corrector algorithm can be found in Nocedal and Wright (1999).

11.1 Interior Point Algorithm

In this section a brief description of the interior point algorithm used to estimate the model parameters
is presented. It should be noted that there are some differences in the equations given here –
particularly (7) and (9) – compared to those given in Koenker (2005) and Portnoy and Koenker (1997).

11.1.1 Central path

Rather than optimize (4) directly, an additional slack variable s is added and the constraint a 2 0; 1½ �n is
replaced with aþ s ¼ e; ai 	 0; si 	 0, for i ¼ 1; 2; . . . ; n.

The positivity constraint on a and s is handled using the logarithmic barrier function

B a; s; �ð Þ ¼ yTaþ �
Xn
i¼1

log ai þ log sið Þ:

The primal-dual form of the problem is used giving the Lagrangian

L a; s; �; u; �ð Þ ¼ B a; s; �ð Þ � �T XTa� 1� �ð ÞXTe
� �

� uT aþ s� eð Þ

whose central path is described by the following first order conditions

XTa ¼ 1� �ð ÞXTe
aþ s ¼ e

X� þ u� v ¼ y
SUe ¼ �e
AV e ¼ �e

ð5Þ

where A denotes the diagonal matrix with diagonal elements given by a, similarly with S;U and V . By
enforcing the inequalities on s and a strictly, i.e., ai > 0 and si > 0 for all i we ensure that A and S are
positive definite diagonal matrices and hence A�1 and S�1 exist.

Rather than applying Newton's method to the system of equations given in (5) to obtain the step
directions ��; �a; �s; �u and �v, Mehrotra substituted the steps directly into (5) giving the augmented
system of equations

XT aþ �að Þ ¼ 1� �ð ÞXTe
aþ �að Þ þ sþ �sð Þ ¼ e

X � þ ��
� �

þ uþ �uð Þ � vþ �vð Þ ¼ y
S þ�sð Þ U þ�uð Þe ¼ �e
Aþ�að Þ V þ�vð Þe ¼ �e

ð6Þ
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where �a;�s;�u and �v denote the diagonal matrices with diagonal elements given by �a; �s; �u and �v
respectively.

11.1.2 Affine scaling step

The affine scaling step is constructed by setting � ¼ 0 in (5) and applying Newton's method to obtain
an intermediate set of step directions

XTWXð Þ�� ¼ XTW y�X�ð Þ þ � � 1ð ÞXTeþXTa
�a ¼ W y�X� �X��

� �
�s ¼ ��a
�u ¼ S�1U�a � Ue
�v ¼ A�1V �s � V e

ð7Þ

where W ¼ S�1U þA�1Vð Þ�1.
Initial step sizes for the primal (�̂P ) and dual (�̂D) parameters are constructed as

�̂P ¼ � min min
i;�ai<0

ai=�aif g; min
i;�si<0

si=�sif g

 �

�̂D ¼ � min min
i;�ui<0

ui=�uif g; min
i;�vi<0

vi=�vif g

 � ð8Þ

where � is a user-supplied scaling factor. If �̂P � �̂D 	 1 then the nonlinearity adjustment, described in
Section 11.1.3, is not made and the model parameters are updated using the current step size and
directions.

11.1.3 Nonlinearity Adjustment

In the nonlinearity adjustment step a new estimate of � is obtained by letting

ĝ �̂P ; �̂Dð Þ ¼ sþ �̂P �sð ÞT uþ �̂D�uð Þ þ aþ �̂P �að ÞT vþ �̂D�vð Þ

and estimating � as

� ¼ ĝ �̂P ; �̂Dð Þ
ĝ 0; 0ð Þ

� �3ĝ 0; 0ð Þ
2n

:

This estimate, along with the nonlinear terms (�u, �s, �a and �v) from (6) are calculated using the
values of �a; �s; �u and �v obtained from the affine scaling step.

Given an updated estimate for � and the nonlinear terms the system of equations

XTWXð Þ�� ¼ XTW y�X� þ � S�1 �A�1ð Þeþ S�1�s�ue�A�1�a�veð Þ þ � � 1ð ÞXTeþXTa
�a ¼ W y�X� �X�� þ � S�1 �A�1ð Þ

� �
�s ¼ ��a
�u ¼ �S�1eþ S�1U�a � Ue� S�1�s�ue
�v ¼ �A�1eþA�1V �s � V e�A�1�a�ve

ð9Þ

are solved and updated values for ��; �a; �s; �u; �v; �̂P and �̂D calculated.

11.1.4 Update and convergence

At each iteration the model parameters �; a; s; u; vð Þ are updated using step directions, ��; �a; �s; �u; �v
� �

and step lengths �̂P ; �̂Dð Þ.
Convergence is assessed using the duality gap, that is, the differences between the objective function in
the primal and dual formulations. For any feasible point u; v; s; að Þ the duality gap can be calculated
from equations (2) and (3) as

�eTuþ 1� �ð ÞeTv� dTy ¼ �eTuþ 1� �ð ÞeTv� a� 1� �ð Þeð ÞTy
¼ sTuþ aTv
¼ eTu� aTyþ 1� �ð ÞeTX�
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and the optimization terminates if the duality gap is smaller than the tolerance supplied in the optional
parameter Tolerance.

11.1.5 Additional information

Initial values are required for the parameters a; s; u; v and �. If not supplied by the user, initial values
for � are calculated from a least squares regression of y on X. This regression is carried out by first
constructing the cross-product matrix XTX and then using a pivoted QR decomposition as performed
by nag_dgeqp3 (f08bfc). In addition, if the cross-product matrix is not of full rank, a rank reduction is
carried out and, rather than using the full design matrix, X, a matrix formed from the first p-rank
columns of XP is used instead, where P is the pivot matrix used during the QR decomposition.
Parameter estimates, confidence intervals and the rows and columns of the matrices returned in the
argument ch (if any) are set to zero for variables dropped during the rank-reduction. The rank reduction
step is performed irrespective of whether initial values are supplied by the user.

Once initial values have been obtained for �, the initial values for u and v are calculated from the
residuals. If rij j < �u then a value of 
�u is used instead, where �u is supplied in the optional parameter
Epsilon. The initial values for the a and s are always set to 1� � and � respectively.

The solution for �� in both (7) and (9) is obtained using a Bunch–Kaufman decomposition, as
implemented in nag_dsytrf (f07mdc).

11.2 Calculation of Covariance Matrix

nag_regsn_quant_linear (g02qgc) supplies four methods to calculate the covariance matrices associated
with the parameter estimates for �. This section gives some additional detail on three of the algorithms,
the fourth, (which uses bootstrapping), is described in Section 3.

(i) Independent, identically distributed (IID) errors

When assuming IID errors, the covariance matrices depend on the sparsity, s �ð Þ, which
nag_regsn_quant_linear (g02qgc) estimates as follows:

(a) Let ri denote the residuals from the original quantile regression, that is ri ¼ yi � xTi �̂.
(b) Drop any residual where rij j is less than �u, supplied in the optional parameter Epsilon.

(c) Sort and relabel the remaining residuals in ascending order, by absolute value, so that
�u < r1j j < r2j j < . . ..

(d) Select the first l values where l ¼ hnn, for some bandwidth hn.

(e) Sort and relabel these l residuals again, so that r1 < r2 < . . . < rl and regress them against a
design matrix with two columns (p ¼ 2) and rows given by xi ¼ 1; i= n� pð Þf g using quantile
regression with � ¼ 0:5.

(f) Use the resulting estimate of the slope as an estimate of the sparsity.

(ii) Powell Sandwich

When using the Powell Sandwich to estimate the matrix Hn, the quantity

cn ¼ min �r; qr3 � qr1ð Þ=1:34ð Þ � ��1 � þ hnð Þ � ��1 � � hnð Þ
� �

is calculated. Dependent on the value of � and the method used to calculate the bandwidth (hn), it
is possible for the quantities � 
 hn to be too large or small, compared to machine precision (�).
More specifically, when � � hn �

ffiffi
�
p

, or � þ hn 	 1�
ffiffi
�
p

, a warning flag is raised in info, the
value is truncated to

ffiffi
�
p

or 1�
ffiffi
�
p

respectively and the covariance matrix calculated as usual.

(iii) Hendricks–Koenker Sandwich

The Hendr icks –Koenker Sandwich requi res the ca lcu la t ion of the quant i ty

di ¼ xTi �̂ � þ hnð Þ � �̂ � � hnð Þ
� �

. As with the Powell Sandwich, in cases where � � hn �
ffiffi
�
p

, or

� þ hn 	 1�
ffiffi
�
p

, a warning flag is raised in info, the value truncated to
ffiffi
�
p

or 1�
ffiffi
�
p

respectively
and the covariance matrix calculated as usual.
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In addition, it is required that di > 0, in this method. Hence, instead of using 2hn=di in the
calculation of Hn, max 2hn= di þ �uð Þ; 0ð Þ is used instead, where �u is supplied in the optional
parameter Epsilon.

12 Optional Parameters

Several optional parameters in nag_regsn_quant_linear (g02qgc) control aspects of the optimization
algorithm, methodology used, logic or output. Their values are contained in the arrays iopts and opts;
these must be initialized before calling nag_regsn_quant_linear (g02qgc) by first calling
nag_g02_opt_set (g02zkc) with optstr set to Initialize ¼ g02qgc.

Each optional parameter has an associated default value; to set any of them to a non-default value, use
nag_g02_opt_set (g02zkc). The current value of an optional parameter can be queried using
nag_g02_opt_get (g02zlc).

The remainder of this section can be skipped if you wish to use the default values for all optional
parameters.

The following is a list of the optional parameters available. A full description of each optional
parameter is provided in Section 12.1.

Band Width Alpha

Band Width Method

Big

Bootstrap Interval Method

Bootstrap Iterations

Bootstrap Monitoring

Calculate Initial Values

Defaults

Drop Zero Weights

Epsilon

Interval Method

Iteration Limit

Matrix Returned

Monitoring

QR Tolerance

Return Residuals

Sigma

Significance Level

Tolerance

Unit Number

12.1 Description of the Optional Parameters

For each option, we give a summary line, a description of the optional parameter and details of
constraints.

The summary line contains:

the keywords, where the minimum abbreviation of each keyword is underlined (if no characters
of an optional qualifier are underlined, the qualifier may be omitted);

a parameter value, where the letters a, i and r denote options that take character, integer and real
values respectively;

the default value, where the symbol � is a generic notation for machine precision (see
nag_machine_precision (X02AJC)).
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Keywords and character values are case and white space insensitive.

Band Width Alpha r Default ¼ 1:0

A multiplier used to construct the parameter �b used when calculating the Sheather–Hall bandwidth
(see Section 3), with �b ¼ 1� �ð Þ � Band Width Alpha. Here, � is the Significance Level.

Constraint: Band Width Alpha > 0:0.

Band Width Method a Default ¼ SHEATHER HALL

The method used to calculate the bandwidth used in the calculation of the asymptotic covariance matrix
� and H�1 if Interval Method ¼ HKS, KERNEL or IID (see Section 3).

Constraint: Band Width Method ¼ SHEATHER HALL or BOFINGER.

Big r Default ¼ 10:020

This parameter should be set to something larger than the biggest value supplied in dat and y.

Constraint: Big > 0:0.

Bootstrap Interval Method a Default ¼ QUANTILE

If Interval Method ¼ BOOTSTRAP XY, Bootstrap Interval Method controls how the confidence
intervals are calculated from the bootstrap estimates.

Bootstrap Interval Method ¼ T
t intervals are calculated. That is, the covariance matrix, � ¼ �ij : i; j ¼ 1; 2; . . . ; p

� 
is

calculated from the bootstrap estimates and the limits calculated as �i 
 t n�p; 1þ�ð Þ=2ð Þ�ii where
t n�p; 1þ�ð Þ=2ð Þ is the 1þ �ð Þ=2 percentage point from a Student's t distribution on n� p degrees of
freedom, n is the effective number of observations and � is given by the optional parameter
Significance Level.

Bootstrap Interval Method ¼ QUANTILE
Quantile intervals are calculated. That is, the upper and lower limits are taken as the 1þ �ð Þ=2
and 1� �ð Þ=2 quantiles of the bootstrap estimates, as calculated using nag_double_quantiles
(g01amc).

Constraint: Bootstrap Interval Method ¼ T or QUANTILE.

Bootstrap Iterations i Default ¼ 100

The number of bootstrap samples used to calculate the confidence limits and covariance matrix (if
requested) when Interval Method ¼ BOOTSTRAP XY.

Constraint: Bootstrap Iterations > 1.

Bootstrap Monitoring a Default ¼ NO

If Bootstrap Monitoring ¼ YES and Interval Method ¼ BOOTSTRAP XY, then the parameter
estimates for each of the bootstrap samples are displayed. This information is sent to the unit number
specified by Unit Number.

Constraint: Bootstrap Monitoring ¼ YES or NO.

Calculate Initial Values a Default ¼ YES

If Calculate Initial Values ¼ YES then the initial values for the regression parameters, �, are
calculated from the data. Otherwise they must be supplied in b.

Constraint: Calculate Initial Values ¼ YES or NO.

Defaults

This special keyword is used to reset all optional parameters to their default values.

g02qgc NAG Library Manual

g02qgc.24 Mark 26



Drop Zero Weights a Default ¼ YES

If a weighted regression is being performed and Drop Zero Weights ¼ YES then observations with
zero weight are dropped from the analysis. Otherwise such observations are included.

Constraint: Drop Zero Weights ¼ YES or NO.

Epsilon r Default ¼
ffiffi
�
p

�u, the tolerance used when calculating the covariance matrix and the initial values for u and v. For
additional details see Section 11.2 and Section 11.1.5 respectively.

Constraint: Epsilon 	 0:0.

Interval Method a Default ¼ IID

The value of Interval Method controls whether confidence limits are returned in bl and bu and how
these limits are calculated. This parameter also controls how the matrices returned in ch are calculated.

Interval Method ¼ NONE
No limits are calculated and bl, bu and ch are not referenced.

Interval Method ¼ KERNEL
The Powell Sandwich method with a Gaussian kernel is used.

Interval Method ¼ HKS
The Hendricks–Koenker Sandwich is used.

Interval Method ¼ IID
The errors are assumed to be identical, and independently distributed.

Interval Method ¼ BOOTSTRAP XY
A bootstrap method is used, where sampling is done on the pair yi; xið Þ. The number of bootstrap
samples is controlled by the parameter Bootstrap Iterations and the type of interval constructed
from the bootstrap samples is controlled by Bootstrap Interval Method.

Constraint: Interval Method ¼ NONE, KERNEL, HKS, IID or BOOTSTRAP XY.

Iteration Limit i Default ¼ 100

The maximum number of iterations to be performed by the interior point optimization algorithm.

Constraint: Iteration Limit > 0.

Matrix Returned a Default ¼ NONE

The value of Matrix Returned controls the type of matr ices returned in ch . I f
Interval Method ¼ NONE, this parameter is ignored and ch is not referenced. Otherwise:

Matrix Returned ¼ NONE
No matrices are returned and ch is not referenced.

Matrix Returned ¼ COVARIANCE
The covariance matrices are returned.

Matrix Returned ¼ H INVERSE
If Interval Method ¼ KERNEL or HKS, the matrices J and H�1 are returned. Otherwise no
matrices are returned and ch is not referenced.

The matrices returned are calculated as described in Section 3, with the algorithm used specified by
Interval Method. In the case of Interval Method ¼ BOOTSTRAP XY the covariance matrix is
calculated directly from the bootstrap estimates.

Constraint: Matrix Returned ¼ NONE, COVARIANCE or H INVERSE.
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Monitoring a Default ¼ NO

If Monitoring ¼ YES then the duality gap is displayed at each iteration of the interior point
optimization algorithm. In addition, the final estimates for � are also displayed.

The monitoring information is sent to the unit number specified by Unit Number.

Constraint: Monitoring ¼ YES or NO.

QR Tolerance r Default ¼ �0:9

The tolerance used to calculate the rank, k, of the p� p cross-product matrix, XTX. Letting Q be the
orthogonal matrix obtained from a QR decomposition of XTX, then the rank is calculated by
comparing Qii with Q11 �QR Tolerance.

If the cross-product matrix is rank deficient, then the parameter estimates for the p� k columns with
the smallest values of Qii are set to zero, along with the corresponding entries in bl, bu and ch, if
returned. This is equivalent to dropping these variables from the model. Details on the QR
decomposition used can be found in nag_dgeqp3 (f08bfc).

Constraint: QR Tolerance > 0:0.

Return Residuals a Default ¼ NO

If Return Residuals ¼ YES, the residuals are returned in res. Otherwise res is not referenced.

Constraint: Return Residuals ¼ YES or NO.

Sigma r Default ¼ 0:99995

The scaling factor used when calculating the affine scaling step size (see equation (8)).

Constraint: 0:0 < Sigma < 1:0.

Significance Level r Default ¼ 0:95

�, the size of the confidence interval whose limits are returned in bl and bu.

Constraint: 0:0 < Significance Level < 1:0.

Tolerance r Default ¼
ffiffi
�
p

Convergence tolerance. The optimization is deemed to have converged if the duality gap is less than
Tolerance (see Section 11.1.4).

Constraint: Tolerance > 0:0.

Unit Number i Output sent to stdout

The unit number to which any monitoring information is sent. See nag_open_file (x04acc) for details on
how to assign a file to a unit number. If no unit number is specified then any monitoring information
will be sent to standard output (stdout).

Constraint: Unit Number > 1.

13 Description of Monitoring Information

See the description of the optional argument Monitoring.
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NAG Library Function Document

nag_g02_opt_set (g02zkc)

1 Purpose

nag_g02_opt_set (g02zkc) either initializes or resets the optional parameter arrays or sets a single
optional parameter for supported problem solving functions in Chapter g02. Currently, only
nag_regsn_quant_linear (g02qgc) is supported.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_g02_opt_set (const char *optstr, Integer iopts[], Integer liopts,
double opts[], Integer lopts, NagError *fail)

3 Description

nag_g02_opt_set (g02zkc) has three purposes: to initialize optional parameter arrays, to reset all
optional parameters to their default values or to set a single optional parameter to a user-supplied value.

Optional parameters and their values are, in general, presented as a character string, optstr, of the form
‘option ¼ optval’; alphabetic characters can be supplied in either upper or lower case. Both option and
optval may consist of one or more tokens separated by white space. The tokens that comprise optval
will normally be either an integer, real or character value as defined in the description of the specific
optional argument. In addition all optional parameters can take an optval DEFAULT which resets the
optional parameter to its default value.

It is imperative that optional parameter arrays are initialized before any options are set, before the
relevant problem solving function is called and before any options are queried using nag_g02_opt_get
(g02zlc). To initialize the optional parameter arrays iopts and opts for a specific problem solving
function, the option Initialize is used with value identifying the problem solving function to be called,
via its short name. For example, to initialize optional parameter arrays to be passed to
nag_regsn_quant_linear (g02qgc), nag_g02_opt_set (g02zkc) is called as follows:

nag_g02_opt_set("Initialize = g02qgc", iopts, liopts, opts, lopts, &fail);

Information relating to available option names and their corresponding valid values is given in
Section 12 in nag_regsn_quant_linear (g02qgc).

4 References

None.
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5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option to be set.

Initialize ¼ function name
Initialize the optional parameter arrays iopts and opts for use with function
function name, where function name is the short name of the problem solving function
you wish to use.

Defaults
Resets all options to their default values.

option ¼ optval
See Section 12 in nag_regsn_quant_linear (g02qgc) for details of valid values for option
and optval. The equals sign (¼) delimiter must be used to separate the option from its
optval value.

optstr is case insensitive. Each token in the option and optval component must be separated by at
least one space.

2: iopts½liopts� – Integer Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of iopts need not be set.

Otherwise, iopts MUST NOT have been altered since the last call to nag_g02_opt_set (g02zkc),
nag_g02_opt_get (g02zlc) or the selected problem solving function.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

3: liopts – Integer Input

On entry: the length of the array iopts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, liopts 	 100.

4: opts½lopts� – double Communication Array

On entry: optional parameter array.

If optstr has the form Initialize ¼ function name, the contents of opts need not be set.

Otherwise, opts MUST NOT have been altered since the last call to nag_g02_opt_set (g02zkc),
nag_g02_opt_get (g02zlc) or the selected problem solving function.

On exit: dependent on the contents of optstr, either an initialized, reset or updated version of the
optional parameter array.

5: lopts – Integer Input

On entry: the length of the array opts.

Constraint: unless otherwise stated in the documentation for a specific, supported, problem
solving function, lopts 	 100.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, liopts ¼ valueh i.
Constraint: liopts 	 valueh i.
On entry, lopts ¼ valueh i.
Constraint: lopts 	 valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_FORMAT

On entry, could not convert the specified optval to an integer: optstr ¼ valueh i.
On entry, could not convert the specified optval to a real: optstr ¼ valueh i.
On entry, the expected delimiter ‘¼’ was not found in optstr: optstr ¼ valueh i.

NE_INVALID_OPTION

On entry, either the option arrays have not been initialized or they have been corrupted.

On entry, the option supplied in optstr was not recognized: optstr ¼ valueh i.

NE_INVALID_VALUE

On entry, the optval supplied for the character optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the integer optional parameter is not valid.
optstr ¼ valueh i.
On entry, the optval supplied for the real optional parameter is not valid.
optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_FUN_NAME

On entry, attempting to initialize the optional parameter arrays but specified function name was
not valid: name ¼ valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_g02_opt_set (g02zkc) is not threaded in any implementation.

9 Further Comments

Not applicable.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_g02_opt_set (g02zkc) to initialize option arrays and set options.
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NAG Library Function Document

nag_g02_opt_get (g02zlc)

1 Purpose

nag_g02_opt_get (g02zlc) is used to query the value of optional parameters available to supported
problem solving functions in Chapter g02. Currently, only nag_regsn_quant_linear (g02qgc) is
supported.

2 Specification

#include <nag.h>
#include <nagg02.h>

void nag_g02_opt_get (const char *optstr, Integer *ivalue, double *rvalue,
char *cvalue, Integer lcvalue, Nag_VariableType *optype,
const Integer iopts[], const double opts[], NagError *fail)

3 Description

nag_g02_opt_get (g02zlc) is used to query the current values of options. It is necessary to initalize
optional parameter arrays using nag_g02_opt_set (g02zkc) before any options are queried.

nag_g02_opt_get (g02zlc) will normally return either an integer, real or character value dependent upon
the type associated with the optional parameter being queried. Whether the option queried is of integer,
real or character type is indicated by the returned value of optype.

Information on optional parameter names and whether these options are real, integer or character can be
found in Section 12 in nag_regsn_quant_linear (g02qgc).

4 References

None.

5 Arguments

1: optstr – const char * Input

On entry: a string identifying the option whose current value is required. See Section 12 in
nag_regsn_quant_linear (g02qgc) for information on valid options. In addition, the following is a
valid option:

Identify
nag_g02_opt_get (g02zlc) returns in cvalue the function name supplied to nag_g02_opt_
set (g02zkc) when the optional parameter arrays iopts and opts were initialized.

2: ivalue – Integer * Output

On exit: if the optional parameter supplied in optstr is an integer valued argument, ivalue will
hold its current value.

3: rvalue – double * Output

On exit: if the optional parameter supplied in optstr is a real valued argument, rvalue will hold
its current value.

g02 – Correlation and Regression Analysis g02zlc
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4: cvalue – char * Output

Note: the string returned in cvalue will never exceed min lcvalue; 41ð Þ characters in length
(including the null terminator).

On exit: if the optional parameter supplied in optstr is a character valued argument, cvalue will
hold its current value, unless Identify is specified, see optstr.

5: lcvalue – Integer Input

On entry: length of cvalue. At most min lcvalue� 1; 40ð Þ non-null characters will be written into
cvalue.

Constraint: lcvalue > 1.

6: optype – Nag_VariableType * Output

On exit: indicates whether the optional parameter supplied in optstr is an integer, real or
character valued argument and hence which of ivalue, rvalue or cvalue holds the current value.

optype ¼ Nag Integer
optstr is an integer valued optional parameter, its current value has been returned in
ivalue.

optype ¼ Nag Real
optstr is a real valued optional parameter, its current value has been returned in rvalue.

optype ¼ Nag Character
optstr is a character valued optional parameter, its current value has been returned in
cvalue.

7: iopts½dim� – const Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
iopts in the previous call to nag_g02_opt_set (g02zkc).

8: opts½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
opts in the previous call to nag_g02_opt_set (g02zkc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lcvalue ¼ valueh i.
Constraint: lcvalue > 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_OPTION

On entry, either the option arrays have not been initialized or they have been corrupted.

On entry, the option in optstr was not recognized: optstr ¼ valueh i.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_TRUNCATED

On entry, optstr indicates a character optional parameter, but cvalue is too short to hold the
stored value. The returned value will be truncated.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_g02_opt_get (g02zlc) is not threaded in any implementation.

9 Further Comments

Not applicable.

10 Example

See the example programs associated with the problem solving function you wish to use for a
demonstration of how to use nag_g02_opt_get (g02zlc) to query options.
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NAG Library Chapter Contents

g03 – Multivariate Methods

g03 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g03aac 5 nag_mv_prin_comp
Principal component analysis

g03acc 5 nag_mv_canon_var
Canonical variate analysis

g03adc 5 nag_mv_canon_corr
Canonical correlation analysis

g03bac 5 nag_mv_orthomax
Orthogonal rotations for loading matrix

g03bcc 5 nag_mv_procustes
Procrustes rotations

g03bdc 9 nag_mv_promax
ProMax rotations

g03cac 5 nag_mv_factor
Maximum likelihood estimates of parameters

g03ccc 5 nag_mv_fac_score
Factor score coefficients, following nag_mv_factor (g03cac)

g03dac 5 nag_mv_discrim
Test for equality of within-group covariance matrices

g03dbc 5 nag_mv_discrim_mahaldist
Mahalanobis squared distances, following nag_mv_discrim (g03dac)

g03dcc 5 nag_mv_discrim_group
Allocates observations to groups, following nag_mv_discrim (g03dac)

g03eac 5 nag_mv_distance_mat
Compute distance (dissimilarity) matrix

g03ecc 5 nag_mv_hierar_cluster_analysis
Hierarchical cluster analysis

g03efc 5 nag_mv_kmeans_cluster_analysis
K-means

g03ehc 5 nag_mv_dendrogram
Construct dendogram following nag_mv_hierar_cluster_analysis (g03ecc)

g03ejc 5 nag_mv_cluster_indicator
Construct clusters following nag_mv_hierar_cluster_analysis (g03ecc)

g03fac 5 nag_mv_prin_coord_analysis
Principal coordinate analysis

g03fcc 5 nag_mv_ordinal_multidimscale
Multidimensional scaling

g03gac 24 nag_mv_gaussian_mixture
Fits a Gaussian mixture model

g03xzc 5 nag_mv_dend_free
Frees memory allocated to the dendrogram array in nag_mv_dendrogram
(g03ehc)

g03zac 5 nag_mv_z_scores
Standardize values of a data matrix
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1 Scope of the Chapter

This chapter is concerned with methods for studying multivariate data. A multivariate dataset consists
of several variables recorded on a number of objects or individuals. Multivariate methods can be
classified as those that seek to examine the relationships between the variables (e.g., principal
components), known as variable-directed methods, and those that seek to examine the relationships
between the objects (e.g., cluster analysis), known as individual-directed methods.

Multiple regression is not included in this chapter as it involves the relationship of a single variable,
known as the response variable, to the other variables in the dataset, the explanatory variables. Routines
for multiple regression are provided in Chapter g02.

2 Background to the Problems

2.1 Variable-directed Methods

Let the n by p data matrix consist of p variables, x1; x2; . . . ; xp, observed on n objects or individuals.
Variable-directed methods seek to examine the linear relationships between the p variables with the aim
of reducing the dimensionality of the problem. There are different methods depending on the structure
of the problem. Principal component analysis and factor analysis examine the relationships between
all the variables. If the individuals are classified into groups, then canonical variate analysis examines
the between group structure. If the variables can be considered as coming from two sets, then canonical
correlation analysis examines the relationships between the two sets of variables. All four methods are
based on an eigenvalue decomposition or a singular value decomposition (SVD) of an appropriate
matrix.

The above methods may reduce the dimensionality of the data from the original p variables to a smaller
number, k, of derived variables that adequately represent the data. In general, these k derived variables
will be unique only up to an orthogonal rotation. Therefore, it may be useful to see if there exists
suitable rotations of these variables that lead to a simple interpretation of the new variables in terms of
the original variables.

2.1.1 Principal component analysis

Principal component analysis finds new variables which are linear combinations of the p observed
variables so that they have maximum variation and are orthogonal (uncorrelated).

Let S be the p by p variance-covariance matrix of the n by p data matrix. A vector a1 of length p is
found such that

aT1Sa1 is maximized subject to aT1a1 ¼ 1:

The variable z1 ¼
Xp
i¼1
a1ixi is known as the first principal component and gives the linear combination

of the variables that gives the maximum variation. A second principal component, z2 ¼
Xp
i¼1
a2ixi, is

found such that

aT2Sa2 is maximized subject to aT2a2 ¼ 1 and aT2a1 ¼ 0:

This gives the linear combination of variables, orthogonal to the first principal component, that gives
the maximum variation. Further principal components are derived in a similar way.

The vectors ai, for i ¼ 1; 2; . . . ; p, are the eigenvectors of the matrix S and associated with each
eigenvector is the eigenvalue, �2i . The value of �2i =

P
�2i gives the proportion of variation explained by

the ith principal component. Alternatively, the ai can be considered as the right singular vectors in a
SVD of a scaled mean-centred data matrix. The singular values of the SVD are the �i-values.

Often fewer than p dimensions (principal components) are needed to represent most of the variation in
the data. A test on the smaller eigenvalues can be used to investigate the number of dimensions needed.
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The values of the principal component variables for the individuals are known as the principal
component scores. These can be standardized so that the variance of these scores for each principal
component is 1:0 or equal to the corresponding eigenvalue. The principal component scores correspond
to the left-hand singular vectors in the SVD.

2.1.2 Factor analysis

Let the p variables have variance-covariance matrix �. The aim of factor analysis is to account for the
covariances in these p variables in terms of a smaller number, k, of hypothetical variables or factors,
f1; f2; . . . ; fk. These are assumed to be independent and to have unit variance. The relationship between
the observed variables and the factors is given by the model

xi ¼
Xk
j¼1

�ijfj þ ei; i ¼ 1; 2; . . . ; p

where �ij , for i ¼ 1; 2; . . . ; p and j ¼ 1; 2; . . . ; k, are the factor loadings and ei, for i ¼ 1; 2; . . . ; p, are
independent random variables with variances  i. These represent the unique component of the variation
of each observed variable. The proportion of variation for each variable accounted for by the factors is
known as the communality.

The model for the variance-covariance matrix, �, can then be written as

� ¼ ��T þ �;

where � is the matrix of the factor loadings, �ij, and � is a diagonal matrix of the unique variances  i.

If it is assumed that both the k factors and the ei follow independent Normal distributions then the
parameters of the model, � and � , can be estimated by maximum likelihood, as described by Lawley
and Maxwell (1971). The computation of the maximum likelihood estimates is an iterative procedure
which involves computing the eigenvalues and eigenvectors of the matrix

S� ¼ ��1=2S��1=2;

where S is the sample variance-covariance matrix. Alternatively, the SVD of the matrix R��1=2 can be
used, where RTR ¼ S. When convergence has been achieved, the estimates �̂, of �, are obtained by
scaling the eigenvectors of S�. The use of maximum likelihood estimation means that likelihood ratio
tests can be constructed to test for the number of factors required.

Having found the estimates of the parameters of the model, the estimates of the values of the factors for
the individuals, the factor scores, can be computed. These involve the calculation of the factor score
coefficients. Two common methods of computing factor score coefficients are the regression method
and Bartlett's method. Bartlett's method gives unbiased estimates of the factor scores while the
estimates from the regression method are biased but have smaller variance; see Lawley and Maxwell
(1971).

2.1.3 Canonical variate analysis

If the individuals can be classified into one of g groups, then canonical variate analysis finds the linear
combinations of the p variables that maximize the ratio of the between-group variation to the within-
group variation. These variables are known as canonical variates. As the canonical variates provide
discrimination between the groups, the method is also known as canonical discrimination.

The canonical variates can be calculated from the eigenvectors of the within-group sums of squares and
cross-products matrix or from the SVD of the matrix

V ¼ QT
xQg;

where Qg is an orthogonal matrix that defines the groups and Qx is the first p columns of the orthogonal
matrix Q from the QR decomposition of the data matrix with the variable means subtracted. If the data
matrix is not of full rank, the Qx matrix can be obtained from a SVD. If the SVD of V is

V ¼ Ux�UT
g ;
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then the nonzero elements (�i > 0) of the diagonal matrix � are the canonical correlations. The largest
�i is called the first canonical correlation and associated with it is the first canonical variate.

The eigenvalues, �2i , of the within-group sums of squares matrix are given by

�2i ¼
�2i

1� �2i
:

The value of 	i ¼ �2i =
P
�2i gives the proportion of variation explained by the ith canonical variate. The

values of the 	i give an indication as to how many canonical variates are needed to adequately describe
the data, i.e., the dimensionality of the problem. The number of dimensions can be investigated by
means of a test on the smaller canonical correlations.

The canonical variate loadings and the relationship between the original variables and the canonical
variates are calculated from the matrix Ux. This matrix is scaled so that the canonical variates have unit
variance.

2.1.4 Canonical correlation analysis

If the p variables can be considered as coming from two sets then canonical correlation analysis finds
linear combinations of the variables in each set, known as canonical variates, such that the correlations
between corresponding canonical variates for the two sets are maximized. Let the two sets of variables
be denoted by x and y, with px and py variables in each set respectively. Let the variance-covariance of
the dataset be

S ¼ Sxx Sxy
Syx Syy

� �
and let

� ¼ S�1yy SyxS�1xx Sxy;

then the canonical correlations can be calculated from the eigenvalues of the matrix �. Alternatively,
the canonical correlations can be calculated by means of a SVD of the matrix

V ¼ QT
xQy;

where Qx is the first px columns of the orthogonal matrix Q from the QR decomposition of the
x-variables in the data matrix, and Qy is the first py columns of the Q matrix of the QR decomposition
of the y-variables in the data matrix. In both cases, the variable means are subtracted before the QR
decomposition is computed. If either set of variables is not of full rank, an SVD can be used instead of
the QR decomposition. If the SVD of V is

V ¼ Ux�UT
y ;

then the nonzero elements (�i > 0) of the diagonal matrix � are the canonical correlations. The largest
�i is called the first canonical correlation and associated with it is the first canonical variate. The
eigenvalues, �2i , of the matrix � are given by

�2i ¼
�2i

1þ �2i
:

The value of 	i ¼ �2i =
P
�2i gives the proportion of variation explained by the ith canonical variate. The

values of the 	i give an indication as to how many canonical variates are needed to adequately describe
the data, i.e., the dimensionality of the problem; this can also be investigated by means of a test on the
smaller values of the �2i .

The relationship between the canonical variables and the original variables, the canonical variate
loadings, can be computed from the Ux and Uy matrices.

2.1.5 Rotations

There are two principal reasons for using rotations: either
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(a) simplifying the structure to aid interpretation of derived variables, or

(b) comparing two or more datasets or sets of derived variables.

The most common type of rotations used for (a) are orthogonal rotations. If � is the p by k loading
matrix from a variable-directed multivariate method, then the rotations are selected such that the
elements, ��ij, of the rotated loading matrix, ��, are either relatively large or small. The rotations may
be found by minimizing the criterion

V ¼
Xk
j¼1

Xp
i¼1

��ij

� �4
� �
p

Xk
j¼1

Xp
i¼1

��ij

� �2 !2

where the constant, �, gives a family of rotations, with � ¼ 1 giving varimax rotations and � ¼ 0
giving quartimax rotations.

Given an orthogonal rotation matrix X, a solution may be further simplified by removing the
orthogonality restriction with an oblique ProMax rotation. Let Y denote the matrix defined by a power
transformation of X, designed to increase high values in X and decrease low values. Then the ProMax
solution is based on a least squares fit of X to Y .

For (b) Procrustes rotations are used. Let A and B be two l by m matrices, which can be considered as
representing l points in m dimensions. One example is if A is the loading matrix from a variable-
directed multivariate method and B is a hypothesised pattern matrix. In order to try to match the points
in A and B there are three steps:

(i) translate so that centroids of both matrices are at the origin,

(ii) find a rotation that minimizes the sum of squared distances between corresponding points of the
matrices,

(iii) scale the matrices.

For a more detailed description, see Krzanowski (1990).

2.2 Individual-directed Methods

While dealing with the same n by p data matrix as variable-directed methods, the emphasis is the n
objects or individuals rather than the p variables. The methods are generally based on an n by n
distance or dissimilarity matrix such that the (k; j)th element gives a measure of how ‘far apart’ the
individuals k and j are. Alternatively, a similarity matrix can be used which measures how ‘close’
individuals are. The form of the measure of distance or similarity will depend upon the form of the p
variables. For continuous variables it is usually assumed that some form of Euclidean distance is
suitable. That is, for xki and xji measured for individuals k and j on variable i respectively, the
contribution to distance between individuals k and j from variable i is given by

xki � xji
� �2

:

Often there will be a need to scale the variables to produce satisfactory distances. For discrete variables,
there are various measures of similarity or distance that can easily be computed. For example, for
binary data a measure of similarity could be

1 – if the individuals take the same value,

0 – otherwise.

Given a measure of distance between individuals, there are three basic tasks that can be performed.

(i) Group the individuals; that is, collect the individuals into groups so that those within a group are
closer to each other than they are to members of another group.

(ii) Classify individuals; that is, if some individuals are known to come from certain groups, allocate
individuals whose group membership is unknown, to the nearest group.

(iii) Map the individuals; that is, produce a multidimensional diagram in which the distances on the
diagram represent the distances between the individuals.

g03 – Multivariate Methods Introduction – g03

Mark 26 g03.5



In the above, (i) leads to cluster analysis, (ii) leads to discriminant analysis and (iii) leads to scaling
methods.

2.2.1 Hierarchical cluster analysis

Approaches for cluster analysis can be classified into two types: hierarchical and non-hierarchical.
Hierarchical cluster analysis produces a series of overlapping groups or clusters ranging from separate
individuals to one single cluster. For example, five individuals could be hierarchically clustered as
follows.

Step 1 1ð Þ 2ð Þ 3ð Þ 4ð Þ 5ð Þ
Step 2 1; 2ð Þ 3ð Þ 4ð Þ 5ð Þ
Step 3 1; 2ð Þ 3; 4ð Þ 5ð Þ
Step 4 1; 2ð Þ 3; 4; 5ð Þ
Step 5 1; 2; 3; 4; 5ð Þ

The clusters at a level are constructed from the clusters at a previous level. There are two basic
approaches to hierarchical cluster analysis: agglomerative methods which build up clusters starting from
individuals until there is only one cluster, or divisive methods which start with a single cluster and split
clusters until the individual level is reached. This chapter contains the more common agglomerative
methods.

The stages in a hierarchical cluster analysis are usually as follows.

(i) form a distance matrix;

(ii) use selected criterion to form hierarchy;

(iii) print cluster information in the form of a dendrogram or use information to form a set of clusters.

These three stages will be considered in turn.

(i) Form a distance matrix

For the n by p data matrix X, a general measure of the distance between object j and object k, djk,
is

djk ¼
Xp
i¼1
D xji=si; xki=si
� � !�

;

where xji and xki are the j; ið Þth and k; ið Þth elements of X, si is a standardization for the ith
variable and D u; vð Þ is a suitable function. Three common distances for continuous variables are:

(a) Euclidean distance: D u; vð Þ ¼ u� vð Þ2 and � ¼ 1
2 .

(b) Euclidean squared distance: D u; vð Þ ¼ u� vð Þ2 and � ¼ 1.

(c) Absolute distance (city block metric): D u; vð Þ ¼ u� vj j and � ¼ 1.

The common standardizations are the standard deviation and the range. For dichotomous variables
there are a number of different measures (see Krzanowski (1990) and Everitt (1974)); these are
usually easy to compute. If the individuals in a cluster analysis are themselves variables, then a
suitable distance measure will be based on the correlation coefficient for continuous variables and
contingency table statistics for discrete data.

(ii) Form Hierarchy

Given a distance matrix for the n individuals, an agglomerative clustering method produces a
hierarchical tree by starting with n clusters, each with a single individual and then at each of n� 1
stages, merging two clusters to form a larger cluster until all individuals are in a single cluster. At
each stage, the two clusters that are nearest are merged to form a new cluster and a new distance
matrix is computed for the reduced number of clusters.

Methods differ as to how the distances between the new cluster and other clusters are computed.
For three clusters i, j and k, let ni, nj and nk be the number of objects in each cluster, and let dij,
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dik and djk be the distances between the clusters. If clusters j and k, are to be merged to give
cluster jk, then the distance from cluster i to cluster jk, di:jk, can be computed in the following
ways.

(a) Single link or nearest neighbour: di:jk ¼ min dij; dik
� �

.

(b) Complete link or furthest neighbour: di:jk ¼ max dij; dik
� �

.

(c) Group average: di:jk ¼ nj
njþnkdij þ

nk
njþnkdik .

(d) Centroid: di:jk ¼ nj
njþnkdij þ

nk
njþnkdik �

njnk

njþnkð Þ2djk .

(e) Median: di:jk ¼ 1
2dij þ 1

2dik � 1
4djk .

(f) Minimum variance: di:jk ¼ ni þ nj
� �

dij þ ni þ nkð Þdik � nidjk
� �

= ni þ nj þ nk
� �

.

For further details, see Everitt (1974) or Krzanowski (1990).

(iii) Produce Dendrogram and Clusters

Hierarchical cluster analysis can be represented by a tree that shows at which distance the clusters
merge. Such a tree is known as a dendrogram; see Everitt (1974) and Krzanowski (1990).

A simple example is

D
i
s
t
a
n
c
e

Individuals

54321

Figure 1

The end points of the dendrogram represent the individuals that have been clustered.

Alternatively, the information from the tree can be used to produce either a chosen number of
clusters or the clusters that exist at a given distance. The latter is equivalent to taking the
dendrogram and drawing a line across at a given distance to produce clusters.

2.2.2 Non-hierarchical clustering

Non-hierarchical cluster analysis usually forms a given number of clusters from the data. There is no
requirement that if first k� 1 and then k clusters were requested then the k� 1 clusters would be
formed from the k clusters.

Most non-hierarchical methods of cluster analysis seek to partition the set of individuals into a number
of clusters so as to optimize a criterion. The number of clusters is usually specified prior to the analysis.
One commonly used criterion is the within-cluster sum of squares. Given n individuals with p variables
measured on each individual, xij , for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; p, the within-cluster sum of
squares for K clusters is

SSc ¼
XK
k¼1

X
i2Sk

Xp
j¼1

xij � �xkj
� �2

;
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where Sk is the set of objects in the kth cluster and �xkj is the mean for the variable j over cluster k.
Starting with an initial allocation of individuals to clusters, the method then seeks to minimize SSc by a
series of re-allocations. This is often known as K-means clustering.

In the K-means case individuals belong to a single cluster and are excluded from all remaining clusters.
Alternatively, probabilities of cluster membership can be estimated and each cluster can have its own
distributional properties. For example, given an initial set of probabilities, the Normal (Gaussian)
mixture model uses the E–M method of Dempster et al. (1977) to maximize the sum of log-likelihoods
over K clusters for a given covariance model ranging from pooled variance to individual covariance
matrices.

2.2.3 Discriminant analysis

Discriminant analysis is concerned with the allocation of objects to ng groups on the basis of
observations on those objects using an allocation rule. This rule is computed from observations coming
from a training set in which group membership is known. The allocation rule is based on the distance
between the object and an estimate of the location of the groups. If p variables are observed and the
vector of means for the jth group in the training set are �xj then the usual measure of the distance of an
observation, xk, from the jth group mean is given by Mahalanobis squared distance

D2
kj ¼ xk � �xj

� �T
S�1� xk � �xj

� �
;

where S� is either the within-group variance-covariance matrix, Sj, for the nj objects in the jth group,
or a pooled variance-covariance matrix, S, computed from all n objects from all groups where

S ¼

Xng
j¼1

nj � 1
� �

Sj

n� ng
� � :

If the within-group variance-covariance matrices can be assumed to be equal then the pooled variance-
covariance matrix can be used. This assumption can be tested using the test statistic

G ¼ C n� ng
� �

log Sj j �
Xng
j¼1

nj � 1
� �

log Sj
		 		 !

;

where

C ¼ 1� 2p2 þ 3p� 1

6 pþ 1ð Þ ng � 1
� � Xng

j¼1

1

nj � 1
� �� 1

n� ng
� � !

:

For large n, G is approximately distributed as a �2 variable with 1
2p pþ 1ð Þ ng � 1

� �
degrees of freedom;

see Morrison (1967).

In addition to the distances, a set of prior probabilities of group membership, 	j , for j ¼ 1; 2; . . . ; ng,
may be used. The prior probabilities reflect your view as to the likelihood of the objects coming from
the different groups.

It is generally assumed that the p variables follow a multivariate Normal distribution with, for the jth
group, mean �j and variance-covariance matrix �j. If p xk j �j;�j

� �
is the probability of observing the

observation xk from group j, then the posterior probability of belonging to group j is

p j j xk; �j; �j

� �
/ p xk j �j;�j

� �
	j:

An observation is allocated to the group with the highest posterior probability.

In the estimative approach to discrimination, the parameters �j and �j in p j j xk; �j; �j

� �
are replaced

by their estimates calculated from the training set. If it is assumed that the within-group variance-
covariance matrices are equal then the linear discriminant function is obtained; otherwise if it is
assumed that the variance-covariance matrices are unequal then the quadratic discriminant function is
obtained.
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In the Bayesian predictive approach, a non-informative prior distribution is used for the parameters
giving the posterior distribution for the parameters from the training set, Xt, of, p �j; �j j Xt

� �
. A

predictive distribution is then obtained by integrating p j j xk; �j;�j

� �
p �j; �j j X
� �

over the parameter
space. This predictive distribution, p xk j Xtð Þ, then replaces p xk j �j;�j

� �
to give

p j j xk; �j; �j

� �
/ p xk j Xtð Þ	j:

In addition to allocating the objects to groups, an atypicality index for each object and for each group
can be computed. This represents the probability of obtaining an observation more typical of the group
than that observed. A high value of the atypicality index for all groups indicates that the observation
may in fact come from a group not represented in the training set.

Alternative approaches to discrimination are the use of canonical variates and logistic discrimination.
Canonical variate analysis is described above and as it seeks to find the directions that best discriminate
between groups these directions can also be used to allocate further observations. This can be viewed as
an extension of Fisher's linear discriminant function. This approach does not assume that the data is
Normally distributed, but Fisher's linear discriminant function may not perform well on non-Normal
data. In the case of two groups, logistic regression can be performed with the response variable
indicating the group allocation and the variables in the discriminant analysis being the explanatory
variables. Allocation can then be made on the basis of the fitted response value. This is known as
logistic discrimination and can be shown to be valid for a wide range of distributional assumptions.

2.2.4 Scaling methods

Scaling methods seek to represent the observed dissimilarities or distances between objects as distances
between points in Euclidean space. For example if the distances between objects A, B and C were 3, 4
and 5, the distances could be represented exactly by three points in two-dimensional space. Only their
relative positions would be important, the whole configuration of points could be rotated or shifted
without effecting the distances between the points. If a one-dimensional representation was required, the
‘best’ representation might give distances of 213; 3

1
3 and 523 , which may be an adequate representation. If

the distances were 3, 4 and 8 then these distances could not be exactly represented in Euclidean space,
even in two dimensions, the best representation being the three points in a straight line giving distances
3, 4 and 7.

In practice, the use of scaling methods has to decide upon the number of dimensions in which the data
is to be represented. The smaller the number the easier it will be to assimilate the information. The
chosen number of dimensions needs to give an adequate representation of the data but will often not
give an exact representation because either the number of chosen dimensions is too small or the data
cannot be represented in Euclidean space.

Two basic methods are available depending on the nature of the dissimilarities or distances being
analysed. If the distances can be assumed to satisfy the metric inequality

dij � dik þ dkj;

then the distances can be represented exactly by points in Euclidean space and the technique known as
metric scaling, classical scaling or principal coordinate analysis can be used. This technique involves
the computing of the eigenvalues of a matrix derived from the distance matrix. The eigenvectors
corresponding to the k largest positive eigenvalues gives the best k dimensions in which to represent the
objects. If there are negative eigenvalues then the distance matrix cannot be represented in Euclidean
space.

Instead of the above approach of requiring the distances from the points to match the distances from the
objects as closely as possible, sometimes only a rank order equivalence is required. That is, the ith
largest distance between objects should, as far as possible, be represented by the ith largest distance
between points. This would be appropriate when the dissimilarities are based on subjective rankings.
For example, if the objects were foods then a number of judges rank the foods for different qualities
such as taste and texture, the resulting distances would not necessarily obey the metric inequality, but
the rank order would be significant. Alternatively, by relaxing the requirement from matching distances
to rank order equivalence only, the number of dimensions required to represent the distance matrix may
be decreased. The requirement of rank order equivalence leads to non-metric or ordinal multi-
dimensional scaling. The criterion used to measure the closeness of the fitted distance matrix to the
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observed distance matrix is known as STRESS, which is given byffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXn
i¼1

Xi�1
j¼1

d̂ij � ~dij

� �2
Xn
i¼1

Xi�1
j¼1

d̂2ij

vuuuuuuuut ;

where d̂2ij is the Euclidean squared distance between the computed points i and j, and ~dij is the fitted

distance obtained when d̂ij is monotonically regressed on the observed distances dij; that is, ~dij is

monotonic relative to dij and is obtained from d̂ij with the smallest number of changes. Thus STRESS
is a measure of by how much the set of points preserve the order of the distances in the original
distance matrix, and non-metric multidimensional scaling seeks to find the set of points that minimize
the STRESS.

3 Recommendations on Choice and Use of Available Functions

See Section 4 for a list of functions available in this Chapter.

Note also that nag_glm_binomial (g02gbc) will fit a logistic regression model and can be used for
logistic discrimination.

4 Functionality Index

Canonical correlation analysis ................................................................... nag_mv_canon_corr (g03adc)

Canonical variate analysis ........................................................................... nag_mv_canon_var (g03acc)

Cluster Analysis,
compute distance matrix .................................................................... nag_mv_distance_mat (g03eac)
construct clusters following nag_mv_hierar_cluster_analysis (g03ecc)

..... nag_mv_cluster_indicator (g03ejc)
construct dendrogram following nag_mv_hierar_cluster_analysis (g03ecc)

..... nag_mv_dendrogram (g03ehc)
frees memory following nag_mv_dendrogram (g03ehc) ....................... nag_mv_dend_free (g03xzc)
Gaussian mixture model ............................................................. nag_mv_gaussian_mixture (g03gac)
hierarchical ......................................................................... nag_mv_hierar_cluster_analysis (g03ecc)
K-means ........................................................................... nag_mv_kmeans_cluster_analysis (g03efc)

Discriminant Analysis,
allocation of observations to groups, following nag_mv_discrim (g03dac)

..... nag_mv_discrim_group (g03dcc)
Mahalanobis squared distances, following nag_mv_discrim (g03dac)

..... nag_mv_discrim_mahaldist (g03dbc)
test for equality of within-group covariance matrices .............................. nag_mv_discrim (g03dac)

Factor Analysis,
factor score coefficients, following nag_mv_factor (g03cac) ................ nag_mv_fac_score (g03ccc)
maximum likelihood estimates of parameters .............................................. nag_mv_factor (g03cac)

Principal component analysis ..................................................................... nag_mv_prin_comp (g03aac)

Rotations,
orthogonal rotations for loading matrix ................................................. nag_mv_orthomax (g03bac)
Procustes rotations ................................................................................... nag_mv_procustes (g03bcc)
ProMax rotations ........................................................................................ nag_mv_promax (g03bdc)

Scaling Methods,
multidimensional scaling ..................................................... nag_mv_ordinal_multidimscale (g03fcc)
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principal coordinate analysis .................................................. nag_mv_prin_coord_analysis (g03fac)

Standardize values of a data matrix .............................................................. nag_mv_z_scores (g03zac)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_mv_prin_comp (g03aac)

1 Purpose

nag_mv_prin_comp (g03aac) performs a principal component analysis on a data matrix; both the
principal component loadings and the principal component scores are returned.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_prin_comp (Nag_PrinCompMat pcmatrix, Nag_PrinCompScores scores,
Integer n, Integer m, const double x[], Integer tdx,
const Integer isx[], double s[], const double wt[], Integer nvar,
double e[], Integer tde, double p[], Integer tdp, double v[],
Integer tdv, NagError *fail)

3 Description

Let X be an n by p data matrix of n observations on p variables x1; x2; . . . ; xp and let the p by p
variance-covariance matrix of x1; x2; . . . ; xp be S. A vector a1 of length p is found such that:

aT1Sa1

is maximized subject to

aT1a1 ¼ 1:

The variable z1 ¼
Pp

i¼1a1ixi is known as the first principal component and gives the linear combination
of the variables that gives the maximum variation. A second principal component, z2 ¼

Pp
i¼1a2ixi, is

found such that:

aT2Sa2

is maximized subject to

aT2a2 ¼ 1

and

aT2a1 ¼ 0:

This gives the linear combination of variables that is orthogonal to the first principal component that
gives the maximum variation. Further principal components are derived in a similar way.

The vectors a1; a2; . . . ; ap, are the eigenvectors of the matrix S and associated with each eigenvector is
the eigenvalue, �2i . The value of �2i =

P
�2i gives the proportion of variation explained by the ith

principal component. Alternatively, the ai's can be considered as the right singular vectors in a singular
value decomposition with singular values �i of the data matrix centred about its mean and scaled by
1=

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n� 1ð Þ

p
, Xs. This latter approach is used in nag_mv_prin_comp (g03aac), with

Xs ¼ V �P 0

where � is a diagonal matrix with elements �i, P 0 is the p by p matrix with columns ai and V is an n
by p matrix with V 0V ¼ I, which gives the principal component scores.

Principal component analysis is often used to reduce the dimension of a dataset, replacing a large
number of correlated variables with a smaller number of orthogonal variables that still contain most of
the information in the original dataset.
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The choice of the number of dimensions required is usually based on the amount of variation accounted
for by the leading principal components. If k principal components are selected, then a test of the
equality of the remaining p� k eigenvalues is

n� 2pþ 5ð Þ=6ð Þ �
Xp
i¼kþ1

log �2i
� �

þ p� kð Þlog
Xp
i¼kþ1

�2i = p� kð Þ
 !( )

which has, asymptotically, a �2 distribution with 1
2 p� k� 1ð Þ p� kþ 2ð Þ degrees of freedom.

Equality of the remaining eigenvalues indicates that if any more principal components are to be
considered then they all should be considered.

Instead of the variance-covariance matrix the correlation matrix, the sums of squares and cross-products
matrix or a standardized sums of squares and cross-products matrix may be used. In the last case S is
replaced by ��1=2S��1=2 for a diagonal matrix � with positive elements. If the correlation matrix is
used, the �2 approximation for the statistic given above is not valid.

The principal component scores, F , are the values of the principal component variables for the
observations. These can be standardized so that the variance of these scores for each principal
component is 1.0 or equal to the corresponding eigenvalue.

Weights can be used with the analysis, in which case the matrix X is first centred about the weighted
means then each row is scaled by an amount

ffiffiffiffiffi
wi
p

, where wi is the weight for the ith observation.

4 References

Chatfield C and Collins A J (1980) Introduction to Multivariate Analysis Chapman and Hall

Cooley W C and Lohnes P R (1971) Multivariate Data Analysis Wiley

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

Kendall M G and Stuart A (1979) The Advanced Theory of Statistics (3 Volumes) (4th Edition) Griffin

Morrison D F (1967) Multivariate Statistical Methods McGraw–Hill

5 Arguments

1: pcmatrix – Nag_PrinCompMat Input

On entry: indicates for which type of matrix the principal component analysis is to be carried out.

pcmatrix ¼ Nag MatCorrelation
It is for the correlation matrix.

pcmatrix ¼ Nag MatStandardised
It is for the standardized matrix, with standardizations given by s.

pcmatrix ¼ Nag MatSumSq
It is for the sums of squares and cross-products matrix.

pcmatrix ¼ Nag MatVarCovar
It is for the variance-covariance matrix.

Con s t r a i n t : pcmatrix ¼ Nag MatCorrelation, Nag MatStandardised, Nag MatSumSq o r
Nag MatVarCovar.

2: scores – Nag_PrinCompScores Input

On entry: specifies the type of principal component scores to be used.

scores ¼ Nag ScoresStand
The principal component scores are standardized so that F 0F ¼ I, i.e., F ¼ XsP�

�1 ¼ V .

g03aac NAG Library Manual

g03aac.2 Mark 26



scores ¼ Nag ScoresNotStand
The principal component scores are unstandardized, i.e., F ¼ XsP ¼ V �.

scores ¼ Nag ScoresUnitVar
The principal component scores are standardized so that they have unit variance.

scores ¼ Nag ScoresEigenval
The principal component scores are standardized so that they have variance equal to the
corresponding eigenvalue.

C o n s t r a i n t : scores ¼ Nag ScoresStand, Nag ScoresNotStand, Nag ScoresUnitVar o r
Nag ScoresEigenval.

3: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

4: m – Integer Input

On entry: the number of variables in the data matrix, m.

Constraint: m 	 1.

5: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth variable, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

6: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

7: isx½m� – const Integer Input

On entry: isx½j� 1� indicates whether or not the jth variable is to be included in the analysis. If
isx½j � 1� > 0, then the variable contained in the jth column of x is included in the principal
component analysis, for j ¼ 1; 2; . . . ;m.

Constraint: isx½j� 1� > 0 for nvar values of j.

8: s½m� – double Input/Output

On entry: the standardizations to be used, if any.

If pcmatrix ¼ Nag MatStandardised, then the first m elements of s must contain the
standardization coefficients, the diagonal elements of �.

Constraint: if isx½j � 1� > 0, s½j � 1� > 0:0, for j ¼ 1; 2; . . . ;m.

On exit: if pcmatrix ¼ Nag MatStandardised, then s is unchanged on exit.

If pcmatrix ¼ Nag MatCorrelation, then s contains the variances of the selected variables.
s½j� 1� contains the variance of the variable in the jth column of x if isx½j� 1� > 0.

If pcmatrix ¼ Nag MatSumSq or Nag MatVarCovar, then s is not referenced.

9: wt½n� – const double Input

On entry: optionally, the weights to be used in the principal component analysis.

If wt½i� 1� ¼ 0:0, then the ith observation is not included in the analysis. The effective number
of observations is the sum of the weights.
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If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraints:

if wt is not NULL, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;
if wt is not NULL, the sum of weights 	 nvarþ 1.

10: nvar – Integer Input

On entry: the number of variables in the principal component analysis, p.

Constraint: 1 � nvar � min n� 1;mð Þ.

11: e½nvar� tde� – double Output

On exit: the statistics of the principal component analysis. e½ i � 1ð Þ � tde�, the eigenvalues
associated with the ith principal component, �2i , for i ¼ 1; 2; . . . ; p.

e½ i � 1ð Þ � tdeþ 1�, the proportion of variation explained by the ith principal component, for
i ¼ 1; 2; . . . ; p.

e½ i � 1ð Þ � tdeþ 2�, the cumulative proportion of variation explained by the first i principal
components, for i ¼ 1; 2; . . . ; p.

e½ i � 1ð Þ � tdeþ 3�, the �2 statistics, for i ¼ 1; 2; . . . ; p.

e½ i � 1ð Þ � tdeþ 4�, the degrees of freedom for the �2 statistics, for i ¼ 1; 2; . . . ; p.

If pcmatrix 6¼ Nag MatCorrelation, then e½ i � 1ð Þ � tdeþ 5� contains the significance level for
the �2 statistic, for i ¼ 1; 2; . . . ; p.

If pcmatrix ¼ Nag MatCorrelation, then e½ i� 1ð Þ � tdeþ 5� is returned as zero.

12: tde – Integer Input

On entry: the stride separating matrix column elements in the array e.

Constraint: tde 	 6.

13: p½nvar� tdp� – double Output

Note: the i; jð Þth element of the matrix P is stored in p½ i� 1ð Þ � tdpþ j� 1�.
On exit: the first nvar columns of p contain the principal component loadings, ai. The jth
column of p contains the nvar coefficients for the jth principal component.

14: tdp – Integer Input

On entry: the stride separating matrix column elements in the array p.

Constraint: tdp 	 nvar.

15: v½n� tdv� – double Output

Note: the i; jð Þth element of the matrix V is stored in v½ i� 1ð Þ � tdvþ j� 1�.
On exit: the first nvar columns of v contain the principal component scores. The jth column of v
contains the n scores for the jth principal component.

If weights are supplied in the array wt, then any rows for which wt½i� 1� is zero will be set to
zero.

16: tdv – Integer Input

On entry: the stride separating matrix column elements in the array v.

Constraint: tdv 	 nvar.
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17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, nvar ¼ valueh i while n ¼ valueh i. These arguments must satisfy nvar < n.

NE_2_INT_ARG_GT

On entry, nvar ¼ valueh i while m ¼ valueh i. These arguments must satisfy nvar � m.

NE_2_INT_ARG_LT

On entry, tdp ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdp 	 nvar.

On entry, tdv ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdv 	 nvar.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument pcmatrix had an illegal value.

On entry, argument scores had an illegal value.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 1.

On entry, tde ¼ valueh i.
Constraint: tde 	 6.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NEG_WEIGHT_ELEMENT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: when referenced, all elements of wt must be non-negative.

NE_OBSERV_LT_VAR

With weighted data, the effective number of observations given by the sum of weights
¼ valueh i, while the number of variables included in the analysis, nvar ¼ valueh i.
Constraint: effective number of observations > nvarþ 1.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge. This is an unlikely error exit.
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NE_VAR_INCL_INDICATED

The number of variables, nvar in the analysis ¼ valueh i, while the number of variables included
in the analysis via array isx ¼ valueh i.
Constraint: these two numbers must be the same.

NE_VAR_INCL_STANDARD

On entry, the standardization element s½ valueh i� ¼ valueh i, while the variable to be included
isx½ valueh i� ¼ valueh i.
Constraint: when a variable is to be included, the standardization element must be positive.

NE_ZERO_EIGVALS

All eigenvalues/singular values are zero. This will be caused by all the variables being constant.

7 Accuracy

As nag_mv_prin_comp (g03aac) uses a singular value decomposition of the data matrix, it will be less
affected by ill-conditioned problems than traditional methods using the eigenvalue decomposition of the
variance-covariance matrix.

8 Parallelism and Performance

nag_mv_prin_comp (g03aac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A dataset is taken from Cooley and Lohnes (1971), it consists of ten observations on three variables.
The unweighted principal components based on the variance-covariance matrix are computed and
unstandardized principal component scores requested.

10.1 Program Text

/* nag_mv_prin_comp (g03aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
#define P(I, J) p[(I) *tdp + J]
#define E(I, J) e[(I) *tde + J]
#define V(I, J) v[(I) *tdv + J]

int main(void)
{

Integer exit_status = 0, i, *isx = 0, j, m, n, nvar, tde = 6, tdp, tdv, tdx;
Nag_PrinCompMat matrix;
Nag_PrinCompScores scores;
Nag_Boolean weight;
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char nag_enum_arg[40];
double *e = 0, *p = 0, *s = 0, *v = 0, *wt = 0, *wtptr = 0;
double *x = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_prin_comp (g03aac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

matrix = (Nag_PrinCompMat) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

scores = (Nag_PrinCompScores) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (n >= 2 && m >= 1) {
if (!(x = NAG_ALLOC((n) * (m), double)) ||

!(wt = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(m, double)) || !(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (!weight) {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));
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#endif
}

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
for (j = 0; j < m; ++j) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif
}

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nvar);

#else
scanf("%" NAG_IFMT "", &nvar);

#endif
if (nvar >= 1 && nvar <= MIN(n - 1, m)) {

if (!(p = NAG_ALLOC(nvar * nvar, double)) ||
!(e = NAG_ALLOC(nvar * 6, double)) ||
!(v = NAG_ALLOC(n * nvar, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdp = nvar;
tde = 6;
tdv = nvar;

}
else {

printf("Invalid nvar.\n");
exit_status = 1;
goto END;

}

if (matrix == Nag_MatStandardised) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &s[j]);

#else
scanf("%lf", &s[j]);

#endif
}

/* nag_mv_prin_comp (g03aac).
* Principal component analysis
*/

nag_mv_prin_comp(matrix, scores, n, m, x, tdx, isx, s, wtptr, nvar,
e, tde, p, tdp, v, tdv, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_prin_comp (g03aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Eigenvalues Percentage Cumulative Chisq DF Sig\n");
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printf(" variation variation\n\n");
for (i = 0; i < nvar; ++i) {

for (j = 0; j < 6; ++j)
printf("%11.4f", E(i, j));

printf("\n");
}
printf("\nPrincipal component loadings \n\n");
for (i = 0; i < nvar; ++i) {

for (j = 0; j < nvar; ++j)
printf("%9.4f", P(i, j));

printf("\n");
}
printf("\nPrincipal component scores \n\n");
for (i = 0; i < n; ++i) {

printf("%2" NAG_IFMT "", i + 1);
for (j = 0; j < nvar; ++j)

printf("%9.3f", V(i, j));
printf("\n");

}

END:
NAG_FREE(x);
NAG_FREE(wt);
NAG_FREE(s);
NAG_FREE(isx);
NAG_FREE(p);
NAG_FREE(e);
NAG_FREE(v);

return exit_status;
}

10.2 Program Data

nag_mv_prin_comp (g03aac) Example Program Data
Nag_MatVarCovar Nag_ScoresEigenval Nag_FALSE 10 3
7.0 4.0 3.0
4.0 1.0 8.0
6.0 3.0 5.0
8.0 6.0 1.0
8.0 5.0 7.0
7.0 2.0 9.0
5.0 3.0 3.0
9.0 5.0 8.0
7.0 4.0 5.0
8.0 2.0 2.0
1 1 1 3

10.3 Program Results

nag_mv_prin_comp (g03aac) Example Program Results

Eigenvalues Percentage Cumulative Chisq DF Sig
variation variation

8.2739 0.6515 0.6515 8.6127 5.0000 0.1255
3.6761 0.2895 0.9410 4.1183 2.0000 0.1276
0.7499 0.0590 1.0000 0.0000 0.0000 0.0000

Principal component loadings

-0.1376 0.6990 -0.7017
-0.2505 0.6609 0.7075
0.9583 0.2731 0.0842

Principal component scores

1 -2.151 -0.173 0.107
2 3.804 -2.887 0.510
3 0.153 -0.987 0.269
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4 -4.707 1.302 0.652
5 1.294 2.279 0.449
6 4.099 0.144 -0.803
7 -1.626 -2.232 0.803
8 2.114 3.251 -0.168
9 -0.235 0.373 0.275

10 -2.746 -1.069 -2.094
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NAG Library Function Document

nag_mv_canon_var (g03acc)

1 Purpose

nag_mv_canon_var (g03acc) performs a canonical variate (canonical discrimination) analysis.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_canon_var (Nag_Weightstype weight, Integer n, Integer m,
const double x[], Integer tdx, const Integer isx[], Integer nx,
const Integer ing[], Integer ng, const double wt[], Integer nig[],
double cvm[], Integer tdcvm, double e[], Integer tde, Integer *ncv,
double cvx[], Integer tdcvx, double tol, Integer *irankx,
NagError *fail)

3 Description

Let a sample of n observations on nx variables in a data matrix come from ng groups with
n1; n2; . . . ; nng observations in each group,

P
ni ¼ n. Canonical variate analysis finds the linear

combination of the nx variables that maximizes the ratio of between-group to within-group variation.
The variables formed, the canonical variates can then be used to discriminate between groups.

The canonical variates can be calculated from the eigenvectors of the within-group sums of squares and
cross-products matrix. However, nag_mv_canon_var (g03acc) calculates the canonical variates by
means of a singular value decomposition (SVD) of a matrix V . Let the data matrix with variable
(column) means subtracted be X, and let its rank be k; then the k by ng � 1

� �
matrix V is given by:

V ¼ QT
XQg; where Qg is an n by ng � 1

� �
orthogonal matrix that defines the groups and QX is the first

k rows of the orthogonal matrix Q either from the QR decomposition of X:

X ¼ QR
if X is of full column rank, i.e., k ¼ nx, else from the SVD of X:

X ¼ QDPT:

Let the SVD of V be:

V ¼ Ux�UT
g

then the nonzero elements of the diagonal matrix �, �i, for i ¼ 1; 2; . . . ; l, are the l canonical
correlations associated with the l canonical variates, where l ¼ min k; ng

� �
.

The eigenvalues, �2i , of the within-group sums of squares matrix are given by:

�2i ¼
�2i

1� �2i
:

and the value of 	i ¼ �2i =
P
�2i gives the proportion of variation explained by the ith canonical variate.

The values of the 	i's give an indication as to how many canonical variates are needed to adequately
describe the data, i.e., the dimensionality of the problem.
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To test for a significant dimensionality greater than i the �2 statistic:

n� 1� ng �
1

2
k� ng
� �� �Xl

j¼iþ1
log 1þ �2j
� �

can be used. This is asymptotically distributed as a �2 distribution with k� ið Þ ng � 1� i
� �

degrees of
freedom. If the test for i ¼ h is not significant, then the remaining tests for i > h should be ignored.

The loadings for the canonical variates are calculated from the matrix Ux. This matrix is scaled so that
the canonical variates have unit within group variance.

In addition to the canonical variates loadings the means for each canonical variate are calculated for
each group.

Weights can be used with the analysis, in which case the weighted means are subtracted from each
column and then each row is scaled by an amount

ffiffiffiffiffi
wi
p

, where wi is the weight for the ith observation
(row).

4 References

Chatfield C and Collins A J (1980) Introduction to Multivariate Analysis Chapman and Hall

Gnanadesikan R (1977) Methods for Statistical Data Analysis of Multivariate Observations Wiley

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

Kendall M G and Stuart A (1979) The Advanced Theory of Statistics (3 Volumes) (4th Edition) Griffin

5 Arguments

1: weight – Nag_Weightstype Input

On entry: indicates the type of weights to be used in the analysis.

weight ¼ Nag NoWeights
No weights are used.

weight ¼ Nag Weightsfreq
The weights are treated as frequencies and the effective number of observations is the sum
of the weights.

weight ¼ Nag Weightsvar
The weights are treated as being inversely proportional to the variance of the observations
and the effective number of observations is the number of observations with nonzero
weights.

Constraint: weight ¼ Nag NoWeights, Nag Weightsfreq or Nag Weightsvar.

2: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 nxþ ng.

3: m – Integer Input

On entry: the total number of variables, m.

Constraint: m 	 nx.

4: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith observation for the jth variable, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.
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5: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

6: isx½m� – const Integer Input

On entry: isx½j� 1� indicates whether or not the jth variable is to be included in the analysis.

If isx½j � 1� > 0, then the variable contained in the jth column of x is included in the canonical
variate analysis, for j ¼ 1; 2; . . . ;m.

Constraint: isx½j� 1� > 0 for nx values of j.

7: nx – Integer Input

On entry: the number of variables in the analysis, nx.

Constraint: nx 	 1.

8: ing½n� – const Integer Input

On entry: ing½i � 1� indicates which group the ith observation is in, for i ¼ 1; 2; . . . ; n. The
effective number of groups is the number of groups with nonzero membership.

Constraint: 1 � ing½i � 1� � ng, for i ¼ 1; 2; . . . ; n.

9: ng – Integer Input

On entry: the number of groups, ng.

Constraint: ng 	 2.

10: wt½n� – const double Input

On entry: if weight ¼ Nag Weightsfreq or Nag Weightsvar then the elements of wt must contain
the weights to be used in the analysis.

If wt½i� 1� ¼ 0:0 then the ith observation is not included in the analysis.

Constraints:

wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;Pn
i¼1wt½i� 1� 	 nxþ effective number of groups.

Note: if weight ¼ Nag NoWeights then wt is not referenced and may be NULL..

11: nig½ng� – Integer Output

On exit: nig½j � 1� gives the number of observations in group j, for j ¼ 1; 2; . . . ; ng.

12: cvm½ng� tdcvm� – double Output

On exit: cvm½ i � 1ð Þ � tdcvmþ j � 1� contains the mean of the jth canonical variate for the ith
group, for i ¼ 1; 2; . . . ; ng and j ¼ 1; 2; . . . ; l; the remaining columns, if any, are used as
workspace.

13: tdcvm – Integer Input

On entry: the stride separating matrix column elements in the array cvm.

Constraint: tdcvm 	 nx.

14: e½min nx; ng� 1ð Þ � tde� – double Output

On exit: the statistics of the canonical variate analysis. e½ i � 1ð Þ � tde�, the canonical
correlations, �i, for i ¼ 1; 2; . . . ; l.
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e½ i� 1ð Þ � tdeþ 1�, the eigenvalues of the within-group sum of squares matrix, �2i , for
i ¼ 1; 2; . . . ; l.

e½ i � 1ð Þ � tdeþ 2�, the proportion of variation explained by the ith canonical variate, for
i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 3�, the �2 statistic for the ith canonical variate, for i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 4�, the degrees of freedom for �2 statistic for the ith canonical variate, for
i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 5�, the significance level for the �2 statistic for the ith canonical variate, for
i ¼ 1; 2; . . . ; l.

15: tde – Integer Input

On entry: the stride separating matrix column elements in the array e.

Constraint: tde 	 6.

16: ncv – Integer * Output

On exit: the number of canonical variates, l. This will be the minimum of ng � 1 and the rank of
x.

17: cvx½nx� tdcvx� – double Output

On exit: the canonical variate loadings. cvx½ i � 1ð Þ � tdcvxþ j � 1� contains the loading
coefficient for the ith variable on the jth canonical variate, for i ¼ 1; 2; . . . ; nx and j ¼ 1; 2; . . . ; l;
the remaining columns, if any, are used as workspace.

18: tdcvx – Integer Input

On entry: the stride separating matrix column elements in the array cvx.

Constraint: tdcvx 	 ng� 1.

19: tol – double Input

On entry: the value of tol is used to decide if the variables are of full rank and, if not, what is the
rank of the variables. The smaller the value of tol the stricter the criterion for selecting the
singular value decomposition. If a non-negative value of tol less than machine precision is
entered, then the square root of machine precision is used instead.

Constraint: tol 	 0:0.

20: irankx – Integer * Output

On exit: the rank of the dependent variables.

If the variables are of full rank then irankx ¼ nx.

If the variables are not of full rank then irankx is an estimate of the rank of the dependent
variables. irankx is calculated as the number of singular values greater than tol�(largest singular
value).

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while nx ¼ valueh i. These arguments must satisfy m 	 nx.

On entry, tdcvm ¼ valueh i while nx ¼ valueh i. These arguments must satisfy tdcvm 	 nx.

On entry, tdcvx ¼ valueh i while ng ¼ valueh i. These arguments must satisfy tdcvx 	 ng� 1.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_3_INT_ARG_CONS

On entry, n ¼ valueh i, nx ¼ valueh i and ng ¼ valueh i. These arguments must satisfy
n 	 nxþ ng.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument weight had an illegal value.

NE_CANON_CORR_1

A canonical correlation is equal to one. This will happen if the variables provide an exact
indication as to which group every observation is allocated.

NE_GROUPS

Either the effective number of groups is less than two or the effective number of groups plus the
number of variables, nx is greater than the effective number of observations.

NE_INT_ARG_LT

On entry, ng ¼ valueh i.
Constraint: ng 	 2.

On entry, nx ¼ valueh i.
Constraint: nx 	 1.

On entry, tde ¼ valueh i.
Constraint: tde 	 6.

NE_INTARR_INT

On en t r y, ing½ valueh i� ¼ valueh i, ng ¼ valueh i. Cons t r a i n t : 1 � ing½i � 1� � ng, f o r
i ¼ 1; 2; . . . ; n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NEG_WEIGHT_ELEMENT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: When referenced, all elements of wt must be non-negative.

NE_RANK_ZERO

The rank of the variables is zero. This will happen if all the variables are constants.
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NE_REAL_ARG_LT

On entry, tol must not be less than 0:0: tol ¼ valueh i.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge. This is an unlikely error exit.

NE_VAR_INCL_INDICATED

The number of variables, nx in the analysis ¼ valueh i, while number of variables included in the
analysis via array isx ¼ valueh i.
Constraint: these two numbers must be the same.

NE_WT_ARGS

The wt array argument must not be NULL when the weight argument indicates weights.

7 Accuracy

As the computation involves the use of orthogonal matrices and a singular value decomposition rather
than the traditional computing of a sum of squares matrix and the use of an eigenvalue decomposition,
nag_mv_canon_var (g03acc) should be less affected by ill conditioned problems.

8 Parallelism and Performance

nag_mv_canon_var (g03acc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

A sample of nine observations, each consisting of three variables plus group indicator, is read in. There
are three groups. An unweighted canonical variate analysis is performed and the results printed.

10.1 Program Text

/* nag_mv_canon_var (g03acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
#define E(I, J) e[(I) *tde + J]
#define CVM(I, J) cvm[(I) *tdcvm + J]
#define CVX(I, J) cvx[(I) *tdcvx + J]
int main(void)
{

Integer exit_status = 0, i, irx, j, m, n, ncv, ng;
Integer nx, tdcvm, tdcvx, tde, tdx;
Integer *ing = 0, *isx = 0, *nig = 0;
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double *cvm = 0, *cvx = 0, *e = 0, tol, *wt = 0, *x = 0;
char nag_enum_arg[40];
Nag_Weightstype weight;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_canon_var (g03acc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nx);
#else

scanf("%" NAG_IFMT "", &nx);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ng);
#else

scanf("%" NAG_IFMT "", &ng);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Weightstype) nag_enum_name_to_value(nag_enum_arg);
if (n >= nx + ng && m >= nx) {

if (!(x = NAG_ALLOC(n * m, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(ing = NAG_ALLOC(n, Integer)) ||
!(e = NAG_ALLOC((MIN(nx, ng - 1)) * 6, double)) ||
!(cvm = NAG_ALLOC(ng * nx, double)) ||
!(cvx = NAG_ALLOC(nx * (ng - 1), double)) ||
!(nig = NAG_ALLOC(ng, Integer)) || !(isx = NAG_ALLOC(m, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tde = 6;
tdcvm = nx;
tdcvx = ng - 1;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
if (weight == Nag_Weightsfreq || weight == Nag_Weightsvar) {
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for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif

}
}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif

}
}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif

tol = 1e-6;
/* nag_mv_canon_var (g03acc).
* Canonical variate analysis
*/

nag_mv_canon_var(weight, n, m, x, tdx, isx, nx, ing, ng, wt, nig,
cvm, tdcvm, e, tde, &ncv, cvx, tdcvx, tol, &irx, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_canon_var (g03acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("%s%2" NAG_IFMT "\n\n", "Rank of x = ", irx);
printf("Canonical Eigenvalues Percentage CHISQ"

" DF SIG \n");
printf("Correlations Variation\n");
for (i = 0; i < ncv; ++i) {

for (j = 0; j < 6; ++j)
printf("%12.4f", E(i, j));

printf("\n");
}
printf("\nCanonical Coefficients for X\n");
for (i = 0; i < nx; ++i) {

for (j = 0; j < ncv; ++j)
printf("%9.4f", CVX(i, j));

printf("\n");
}
printf("\nCanonical variate means\n");
for (i = 0; i < ng; ++i) {

for (j = 0; j < ncv; ++j)
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printf("%9.4f", CVM(i, j));
printf("\n");

}

END:
NAG_FREE(x);
NAG_FREE(wt);
NAG_FREE(ing);
NAG_FREE(e);
NAG_FREE(cvm);
NAG_FREE(cvx);
NAG_FREE(nig);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_mv_canon_var (g03acc) Example Program Data
9 3 3 3 Nag_NoWeights
13.3 10.6 21.2 1
13.6 10.2 21.0 2
14.2 10.7 21.1 3
13.4 9.4 21.0 1
13.2 9.6 20.1 2
13.9 10.4 19.8 3
12.9 10.0 20.5 1
12.2 9.9 20.7 2
13.9 11.0 19.1 3
1 1 1

10.3 Program Results

nag_mv_canon_var (g03acc) Example Program Results

Rank of x = 3

Canonical Eigenvalues Percentage CHISQ DF SIG
Correlations Variation

0.8826 3.5238 0.9795 7.9032 6.0000 0.2453
0.2623 0.0739 0.0205 0.3564 2.0000 0.8368

Canonical Coefficients for X
-1.7070 0.7277
-1.3481 0.3138
0.9327 1.2199

Canonical variate means
0.9841 0.2797
1.1805 -0.2632

-2.1646 -0.0164
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NAG Library Function Document

nag_mv_canon_corr (g03adc)

1 Purpose

nag_mv_canon_corr (g03adc) performs canonical correlation analysis upon input data matrices.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_canon_corr (Integer n, Integer m, const double z[], Integer tdz,
const Integer isz[], Integer nx, Integer ny, const double wt[],
double e[], Integer tde, Integer *ncv, double cvx[], Integer tdcvx,
double cvy[], Integer tdcvy, double tol, NagError *fail)

3 Description

Let there be two sets of variables, x and y. For a sample of n observations on nx variables in a data
matrix X and ny variables in a data matrix Y , canonical correlation analysis seeks to find a small
number of linear combinations of each set of variables in order to explain or summarise the
relationships between them. The variables thus formed are known as canonical variates.

Let the variance-covariance matrix of the two datasets be

Sxx Sxy
Syx Syy

� �
and let

� ¼ S�1yy SyxS�1xx Sxy

then the canonical correlations can be calculated from the eigenvalues of the matrix �. However,
nag_mv_canon_corr (g03adc) calculates the canonical correlations by means of a singular value
decomposition (SVD) of a matrix V . If the rank of the data matrix X is kx and the rank of the data
matrix Y is ky, and both X and Y have had variable (column) means subtracted, then the kx by ky
matrix V is given by:

V ¼ QT
xQy;

where Qx is the first kx rows of the orthogonal matrix Q either from the QR decomposition of X if X
is of full column rank, i.e., kx ¼ nx:

X ¼ QxRx

or from the SVD of X if kx < nx:

X ¼ QxDxP
T
x :

Similarly Qy is the first ky rows of the orthogonal matrix Q either from the QR decomposition of Y if
Y is of full column rank, i.e., ky ¼ ny:

Y ¼ QyRy

or from the SVD of Y if ky < ny:

Y ¼ QyDyP
T
y :

Let the SVD of V be:
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V ¼ Ux�UT
y

then the nonzero elements of the diagonal matrix �, �i, for i ¼ 1; 2; . . . ; l, are the l canonical
correlations associated with the l canonical variates, where l ¼ min kx; ky

� �
.

The eigenvalues, �2i , of the matrix � are given by:

�2i ¼
�2i

1þ �2i
:

The value of 	i ¼ �2i =
P
�2i gives the proportion of variation explained by the ith canonical variate. The

values of the 	i give an indication as to how many canonical variates are needed to adequately describe
the data, i.e., the dimensionality of the problem.

To test for a significant dimensionality greater than i the �2 statistic:

n� 1

2
kx þ ky þ 3
� �� �Xl

j¼iþ1
log 1þ �2j
� �

can be used. This is asymptotically distributed as a �2 distribution with kx � ið Þ ky � i
� �

degrees of
freedom. If the test for i ¼ kmin is not significant, then the remaining tests for i > kmin should be
ignored.

The loadings for the canonical variates are calculated from the matrices Ux and Uy respectively. These
matrices are scaled so that the canonical variates have unit variance.

4 References

Chatfield C and Collins A J (1980) Introduction to Multivariate Analysis Chapman and Hall

Kendall M G and Stuart A (1976) The Advanced Theory of Statistics (Volume 3) (3rd Edition) Griffin

Morrison D F (1967) Multivariate Statistical Methods McGraw–Hill

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n > nxþ ny.

2: m – Integer Input

On entry: the total number of variables, m.

Constraint: m 	 nxþ ny.

3: z½n� tdz� – const double Input

On entry: z½ i � 1ð Þ � tdzþ j � 1� must contain the ith observation for the jth variable, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

Both x and y variables are to be included in z, the indicator array, isz, being used to assign the
variables in z to the x or y sets as appropriate.

4: tdz – Integer Input

On entry: the stride separating matrix column elements in the array z.

Constraint: tdz 	 m.
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5: isz½m� – const Integer Input

On entry: isz½j� 1� indicates whether or not the jth variable is to be included in the analysis and
to which set of variables it belongs.

If isz½j� 1� > 0, then the variable contained in the jth column of z is included as an x variable in
the analysis.

If isz½j� 1� < 0, then the variable contained in the jth column of z is included as a y variable in
the analysis.

If isz½j� 1� ¼ 0, then the variable contained in the jth column of z is not included in the
analysis.

Constraint: only nx elements of isz can be > 0 and only ny elements of isz can be < 0.

6: nx – Integer Input

On entry: the number of x variables in the analysis, nx.

Constraint: nx 	 1.

7: ny – Integer Input

On entry: the number of y variables in the analysis, ny.

Constraint: ny 	 1.

8: wt½n� – const double Input

On entry: the elements of wt must contain the weights to be used in the analysis. The effective
number of observations is the sum of the weights. If wt½i� 1� ¼ 0:0 then the ith observation is
not included in the analysis.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.

Constraints:

if wt is not NULL, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;Pn
i¼1wt½i� 1� 	 nxþ nyþ 1.

9: e½min nx; nyð Þ � tde� – double Output

On exit: the statistics of the canonical variate analysis. e½ i � 1ð Þ � tde�, the canonical
correlations, �i, for i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 1�, the eigenvalues of �, �2i , for i ¼ 1; 2; . . . ; l.

e½ i � 1ð Þ � tdeþ 2�, the proportion of variation explained by the ith canonical variate, for
i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 3�, the �2 statistic for the ith canonical variate, for i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 4�, the degrees of freedom for �2 statistic for the ith canonical variate, for
i ¼ 1; 2; . . . ; l.

e½ i� 1ð Þ � tdeþ 5�, the significance level for the �2 statistic for the ith canonical variate, for
i ¼ 1; 2; . . . ; l.

10: tde – Integer Input

On entry: the stride separating matrix column elements in the array e.

Constraint: tde 	 6.
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11: ncv – Integer * Output

On exit: the number of canonical correlations, l. This will be the minimum of the rank of X and
the rank of Y .

12: cvx½nx� tdcvx� – double Output

On exit: the canonical variate loadings for the x variables. cvx½ i� 1ð Þ � tdcvxþ j� 1� contains
the loading coefficient for the ith x variable on the jth canonical variate.

13: tdcvx – Integer Input

On entry: the stride separating matrix column elements in the array cvx.

Constraint: tdcvx 	 min (nx,ny).

14: cvy½ny� tdcvy� – double Output

On exit: the canonical variate loadings for the y variables. cvy½ i� 1ð Þ � tdcvyþ j� 1� contains
the loading coefficient for the ith y variable on the jth canonical variate.

15: tdcvy – Integer Input

On entry: the stride separating matrix column elements in the array cvy.

Constraint: tdcvy 	 min (nx,ny).

16: tol – double Input

On entry: the value of tol is used to decide if the variables are of full rank and, if not, what is the
rank of the variables. The smaller the value of tol the stricter the criterion for selecting the
singular value decomposition. If a non-negative value of tol less than machine precision is
entered, then the square root of machine precision is used instead.

Constraint: tol 	 0:0.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdz ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdz 	 m.

NE_3_INT_ARG_CONS

On entry, m ¼ valueh i, nx ¼ valueh i and ny ¼ valueh i. These arguments must satisfy
m 	 nxþ ny.

On entry, n ¼ valueh i, nx ¼ valueh i and ny ¼ valueh i. These arguments must satisfy
n > nxþ ny.

On entry, tdcvx ¼ valueh i, nx ¼ valueh i and ny ¼ valueh i. These arguments must satisfy
tdcvx 	 min (nx,ny).

On entry, tdcvy ¼ valueh i, nx ¼ valueh i and ny ¼ valueh i. These arguments must satisfy
tdcvy 	 min (nx,ny).

NE_ALLOC_FAIL

Dynamic memory allocation failed.
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NE_CANON_CORR_1

A canonical correlation is equal to one. This will happen if the x and y variables are perfectly
correlated.

NE_INT_ARG_LT

On entry, nx ¼ valueh i.
Constraint: nx 	 1.

On entry, ny ¼ valueh i.
Constraint: ny 	 1.

On entry, tde ¼ valueh i.
Constraint: tde 	 6.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_MAT_RANK_ZERO

The rank of the X matrix or the rank of the Y matrix is zero. This will happen if all the x and y
variables are constants.

NE_NEG_WEIGHT_ELEMENT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: when referenced, all elements of wt must be non-negative.

NE_OBSERV_LT_VAR

With weighted data, the effective number of observations given by the sum of weights
¼ valueh i, while number of variables included in the analysis, nxþ ny ¼ valueh i.
Constraint: Effective number of observations 	 nxþ nyþ 1.

NE_REAL_ARG_LT

On entry, tol must not be less than 0:0: tol ¼ valueh i.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge. This is an unlikely error exit.

NE_VAR_INCL_INDICATED

The number of variables, nx in the analysis ¼ valueh i, while the number of x variables included
in the analysis via array isz ¼ valueh i.
Constraint: these two numbers must be the same.

The number of variables, ny in the analysis ¼ valueh i, while the number of y variables included
in the analysis via array isz ¼ valueh i.
Constraint: these two numbers must be the same.

7 Accuracy

As the computation involves the use of orthogonal matrices and a singular value decomposition rather
than the traditional computing of a sum of squares matrix and the use of an eigenvalue decomposition,
nag_mv_canon_corr (g03adc) should be less affected by ill conditioned problems.

8 Parallelism and Performance

nag_mv_canon_corr (g03adc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

A sample of nine observations with two variables in each set is read in. The second and third variables
are x variables while the first and last are y variables. Canonical variate analysis is performed and the
results printed.

10.1 Program Text

/* nag_mv_canon_corr (g03adc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define Z(I, J) z[(I) *tdz + J]
#define CVX(I, J) cvx[(I) *tdcvx + J]
#define CVY(I, J) cvy[(I) *tdcvy + J]
#define E(I, J) e[(I) *tde + J]
int main(void)
{

Integer exit_status = 0, i, *isz = 0, j, m, n, ncv, nx, ny, tdcvx, tdcvy,
tde = 6;

Integer tdz;
NagError fail;
char weight[2];
double *cvx = 0, *cvy = 0, *e = 0, tol, *wt = 0, *wtptr, *z = 0;

INIT_FAIL(fail);

printf("nag_mv_canon_corr (g03adc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nx);
#else

scanf("%" NAG_IFMT "", &nx);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ny);
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#else
scanf("%" NAG_IFMT "", &ny);

#endif
#ifdef _WIN32

scanf_s("%1s", weight, (unsigned)_countof(weight));
#else

scanf("%1s", weight);
#endif

if (nx >= 1 && ny >= 1 && n > nx + ny && m >= nx + ny) {
if (!(z = NAG_ALLOC(n * m, double)) ||

!(wt = NAG_ALLOC(n, double)) ||
!(isz = NAG_ALLOC(m, Integer)) ||
!(cvx = NAG_ALLOC(nx * (MIN(nx, ny)), double)) ||
!(cvy = NAG_ALLOC(ny * (MIN(nx, ny)), double)) ||
!(e = NAG_ALLOC((MIN(nx, ny)) * 6, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdz = m;
tdcvx = MIN(nx, ny);
tdcvy = MIN(nx, ny);
tde = 6;

}
else {

printf("Invalid nx or ny or n or m.\n");
exit_status = 1;
return exit_status;

}
if (*weight == ’W’) {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &Z(i, j));

#else
scanf("%lf", &Z(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &Z(i, j));

#else
scanf("%lf", &Z(i, j));

#endif
}
wtptr = 0;

}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isz[j]);

#else
scanf("%" NAG_IFMT "", &isz[j]);

#endif
tol = 1e-6;

/* nag_mv_canon_corr (g03adc).
* Canonical correlation analysis
*/
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nag_mv_canon_corr(n, m, z, tdz, isz, nx, ny, wtptr, e, tde,
&ncv, cvx, tdcvx, cvy, tdcvy, tol, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_canon_corr (g03adc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n%s%2" NAG_IFMT "%s%2" NAG_IFMT "\n\n", "Rank of x = ", nx,
" Rank of y = ", ny);

printf(" Canonical Eigenvalues Percentage Chisq "
" DF Sig\n");

printf(" correlations variation\n");

for (i = 0; i < ncv; ++i) {
for (j = 0; j < 6; ++j)

printf("%12.4f", E(i, j));
printf("\n");

}
printf("\nCanonical coefficients for x\n");
for (i = 0; i < nx; ++i) {

for (j = 0; j < ncv; ++j)
printf("%9.4f", CVX(i, j));

printf("\n");
}
printf("\nCanonical coefficients for y\n");
for (i = 0; i < ny; ++i) {

for (j = 0; j < ncv; ++j)
printf("%9.4f", CVY(i, j));

printf("\n");
}

END:
NAG_FREE(z);
NAG_FREE(wt);
NAG_FREE(isz);
NAG_FREE(cvx);
NAG_FREE(cvy);
NAG_FREE(e);
return exit_status;

}

10.2 Program Data

nag_mv_canon_corr (g03adc) Example Program Data
9 4 2 2 U
80.0 58.4 14.0 21.0
75.0 59.2 15.0 27.0
78.0 60.3 15.0 27.0
75.0 57.4 13.0 22.0
79.0 59.5 14.0 26.0
78.0 58.1 14.5 26.0
75.0 58.0 12.5 23.0
64.0 55.5 11.0 22.0
80.0 59.2 12.5 22.0
-1 1 1 -1

10.3 Program Results

nag_mv_canon_corr (g03adc) Example Program Results

Rank of x = 2 Rank of y = 2

Canonical Eigenvalues Percentage Chisq DF Sig
correlations variation

0.9570 10.8916 0.9863 14.3914 4.0000 0.0061
0.3624 0.1512 0.0137 0.7744 1.0000 0.3789

Canonical coefficients for x
-0.4261 1.0337
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-0.3444 -1.1136

Canonical coefficients for y
-0.1415 0.1504
-0.2384 -0.3424
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NAG Library Function Document

nag_mv_orthomax (g03bac)

1 Purpose

nag_mv_orthomax (g03bac) computes orthogonal rotations for a matrix of loadings using a generalized
orthomax criterion.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_orthomax (Nag_RotationLoading stand, double g, Integer nvar,
Integer k, double fl[], Integer tdf, double flr[], double r[],
Integer tdr, double acc, Integer maxit, Integer *iter, NagError *fail)

3 Description

Let � be the p by k matrix of loadings from a variable-directed multivariate method, e.g., canonical
variate analysis or factor analysis. This matrix represents the relationship between the original p
variables and the k orthogonal linear combinations of these variables, the canonical variates or factors.
The latter are only unique up to a rotation in the k-dimensional space they define. A rotation can then
be found that simplifies the structure of the matrix of loadings, and hence the relationship between the
original and the derived variables. That is, the elements, ��ij, of the rotated matrix, ��, are either
relatively large or small. The rotations may be found by minimizing the criterion:

V ¼
Xk
j¼1

Xp
i¼1

��ij

� �4
� �
p

Xk
j¼1

Xp
i¼1

��ij

� �2" #2
where the constant � gives a family of rotations with � ¼ 1 giving varimax rotations and � ¼ 0 giving
quartimax rotations.

It is generally advised that factor loadings should be standardized, so that the sum of squared elements
for each row is one, before computing the rotations.

The matrix of rotations, R, such that �� ¼ �R, is computed using first an algorithm based on that
described by Cooley and Lohnes (1971), which involves the pairwise rotation of the factors. Then a
final refinement is made using a method similar to that described by Lawley and Maxwell (1971), but
instead of the eigenvalue decomposition, the algorithm has been adapted to incorporate a singular value
decomposition.

4 References

Cooley W C and Lohnes P R (1971) Multivariate Data Analysis Wiley

Lawley D N and Maxwell A E (1971) Factor Analysis as a Statistical Method (2nd Edition)
Butterworths

5 Arguments

1: stand – Nag_RotationLoading Input

On entry: indicates if the matrix of loadings is to be row standardized before rotation.

stand ¼ Nag RoLoadStand
The loadings are row standardized.
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stand ¼ Nag RoLoadNotStand
The loadings are left unstandardized.

Constraint: stand ¼ Nag RoLoadStand or Nag RoLoadNotStand.

2: g – double Input

On entry: the criterion constant, �, with � ¼ 1:0 giving varimax rotations and � ¼ 0:0 giving
quartimax rotations.

Constraint: g 	 0:0.

3: nvar – Integer Input

On entry: the number of original variables, p.

Constraint: nvar 	 k.

4: k – Integer Input

On entry: the number of derived variates or factors, k.

Constraint: k 	 2.

5: fl½nvar� tdf� – double Input/Output

On entry: the matrix of loadings, �. fl½ i � 1ð Þ � tdf þ j � 1� must contain the loading for the ith
variable on the jth factor, for i ¼ 1; 2; . . . ; p and j ¼ 1; 2; . . . ; k.

On exit: if stand ¼ Nag RoLoadStand the elements of fl are standardized so that the sum of
squared elements for each row is 1.0 and then after, the computation of the rotations are rescaled;
this may lead to slight differences between the input and output values of fl. If
stand ¼ Nag RoLoadNotStand, fl will be unchanged on exit.

6: tdf – Integer Input

On entry: the stride separating matrix column elements in the arrays fl, flr.

Constraint: tdf 	 k.

7: flr½nvar� tdf� – double Output

On exit: the rotated matrix of loadings, ��. flr½ i � 1ð Þ � tdf þ j � 1� will contain the rotated
loading for the ith variable on the jth factor, for i ¼ 1; 2; . . . ; p and j ¼ 1; 2; . . . ; k.

8: r½k� tdr� – double Output

Note: the i; jð Þth element of the matrix R is stored in r½ i� 1ð Þ � tdrþ j� 1�.
On exit: the matrix of rotations, R.

9: tdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: tdr 	 k.

10: acc – double Input

On entry: indicates the accuracy required. The iterative procedure of Cooley and Lohnes (1971)
will be stopped and the final refinement computed when the change in V is less than
acc�max 1:0; Vð Þ. If acc is greater than or equal to 0.0 but less than machine precision, or if
acc is greater than 1.0, then machine precision will be used instead.

It is suggested that acc be set to 0.00001.

Constraint: acc 	 0:0.
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11: maxit – Integer Input

On entry: the maximum number of iterations. It is suggested that maxit be set to 30.

Constraint: maxit 	 1.

12: iter – Integer * Output

On exit: the number of iterations performed.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, nvar ¼ valueh i while k ¼ valueh i. These arguments must satisfy nvar 	 k.

On entry, tdf ¼ valueh i while k ¼ valueh i. These arguments must satisfy tdf 	 k.

On entry, tdr ¼ valueh i while k ¼ valueh i. These arguments must satisfy tdr 	 k.

NE_ACC_ITER

The algorithm to find R has failed to reach the required accuracy in the given number of
iterations, valueh i. Try increasing acc or increasing maxit. The returned solution should be a
reasonable approximation.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument stand had an illegal value.

NE_INT_ARG_LE

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

NE_INT_ARG_LT

On entry, k ¼ valueh i.
Constraint: k 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_LT

On entry, acc must not be less than 0:0: acc ¼ valueh i.
On entry, g must not be less than 0:0: g ¼ valueh i.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge. This is an unlikely error exit.
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7 Accuracy

The accuracy is determined by the value of acc.

8 Parallelism and Performance

nag_mv_orthomax (g03bac) is not threaded in any implementation.

9 Further Comments

If the results of a principal component analysis as carried out by nag_mv_prin_comp (g03aac) are to be
rotated, the loadings as returned in the array p by nag_mv_prin_comp (g03aac) can be supplied via the
argument fl to nag_mv_orthomax (g03bac). The resulting rotation matrix can then be used to rotate the
principal component scores as returned in the array v by nag_mv_prin_comp (g03aac). The function
nag_dgemm (f16yac) may be used for this matrix multiplication.

10 Example

The example is taken from page 75 of Lawley and Maxwell (1971). The results from a factor analysis
of ten variables using three factors are input and rotated using varimax rotations without standardizing
rows.

10.1 Program Text

/* nag_mv_orthomax (g03bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define R(I, J) r[(I) *tdr + J]
#define FL(I, J) fl[(I) *tdfl + J]
#define FLR(I, J) flr[(I) *tdfl + J]

int main(void)
{

Integer exit_status = 0, i, iter, j, k, maxit, nvar, tdfl, tdr;
double acc, *fl = 0, *flr = 0, g, *r = 0;
char nag_enum_arg[40];
Nag_RotationLoading stand;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_orthomax (g03bac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nvar);

#else
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scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &k);
#else

scanf("%" NAG_IFMT "", &k);
#endif
#ifdef _WIN32

scanf_s("%lf", &g);
#else

scanf("%lf", &g);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif
#ifdef _WIN32

scanf_s("%lf", &acc);
#else

scanf("%lf", &acc);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &maxit);
#else

scanf("%" NAG_IFMT "", &maxit);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

stand = (Nag_RotationLoading) nag_enum_name_to_value(nag_enum_arg);

if (k >= 2 && nvar >= k) {
if (!(r = NAG_ALLOC(k * k, double)) ||

!(fl = NAG_ALLOC(nvar * k, double)) ||
!(flr = NAG_ALLOC(nvar * k, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdr = k;
tdfl = k;

}
else {

printf("Invalid k or nvar.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < nvar; ++i) {

for (j = 0; j < k; ++j)
#ifdef _WIN32

scanf_s("%lf", &FL(i, j));
#else

scanf("%lf", &FL(i, j));
#endif

}
/* nag_mv_orthomax (g03bac).
* Orthogonal rotations for loading matrix
*/

nag_mv_orthomax(stand, g, nvar, k, fl, tdfl, flr, r, tdr, acc, maxit, &iter,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_orthomax (g03bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n Rotated factor loadings\n\n");
for (i = 0; i < nvar; ++i) {
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for (j = 0; j < k; ++j)
printf(" %8.3f", FLR(i, j));

printf("\n");
}
printf("\n Rotation matrix\n\n");
for (i = 0; i < k; ++i) {

for (j = 0; j < k; ++j)
printf(" %8.3f", R(i, j));

printf("\n");
}

END:
NAG_FREE(r);
NAG_FREE(fl);
NAG_FREE(flr);

return exit_status;
}

10.2 Program Data

nag_mv_orthomax (g03bac) Example Program Data
10 3 1.0 Nag_RoLoadNotStand 0.00001 20

0.788 -0.152 -0.352
0.874 0.381 0.041
0.814 -0.043 -0.213
0.798 -0.170 -0.204
0.641 0.070 -0.042
0.755 -0.298 0.067
0.782 -0.221 0.028
0.767 -0.091 0.358
0.733 -0.384 0.229
0.771 -0.101 0.071

10.3 Program Results

nag_mv_orthomax (g03bac) Example Program Results

Rotated factor loadings

0.329 -0.289 -0.759
0.849 -0.273 -0.340
0.450 -0.327 -0.633
0.345 -0.397 -0.657
0.453 -0.276 -0.370
0.263 -0.615 -0.464
0.332 -0.561 -0.485
0.472 -0.684 -0.183
0.209 -0.754 -0.354
0.423 -0.514 -0.409

Rotation matrix

0.633 -0.534 -0.560
0.758 0.573 0.311
0.155 -0.622 0.768
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NAG Library Function Document

nag_mv_procustes (g03bcc)

1 Purpose

nag_mv_procustes (g03bcc) computes Procrustes rotations in which an orthogonal rotation is found so
that a transformed matrix best matches a target matrix.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_procustes (Nag_TransNorm stand, Nag_RotationScale pscale,
Integer n, Integer m, double x[], Integer tdx, double y[], Integer tdy,
double yhat[], double r[], Integer tdr, double *alpha, double *rss,
double res[], NagError *fail)

3 Description

Let X and Y be n by m matrices. They can be considered as representing sets of n points in an
m-dimensional space. The X matrix may be a matrix of loadings from say factor or canonical variate
analysis, and the Y matrix may be a postulated pattern matrix or the loadings from a different sample.
The problem is to relate the two sets of points without disturbing the relationships between the points in
each set. This can be achieved by translating, rotating and scaling the sets of points. The Y matrix is
considered as the target matrix and the X matrix is rotated to match that matrix.

First the two sets of points are translated so that their centroids are at the origin to give Xc and Yc, i.e.,
the matrices will have zero column means. Then the rotation of the translated Xc matrix which
minimizes the sum of squared distances between corresponding points in the two sets is found. This is
computed from the singular value decomposition of the matrix:

XT
c Yc ¼ UDV T;

where U and V are orthogonal matrices and D is a diagonal matrix. The matrix of rotations, R, is
computed as:

R ¼ UV T:

After rotation, a scaling or dilation factor, �, may be estimated by least squares. Thus, the final set of
points that best match Yc is given by:

Ŷc ¼ �XcR:

Before rotation, both sets of points may be normalized to have unit sums of squares or the X matrix
may be normalized to have the same sum of squares as the Y matrix. After rotation, the results may be
translated to the original Y centroid.

The ith residual, ri, is given by the distance between the point given in the ith row of Y and the point
given in the ith row of Ŷ . The residual sum of squares is also computed.

4 References

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

Lawley D N and Maxwell A E (1971) Factor Analysis as a Statistical Method (2nd Edition)
Butterworths
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5 Arguments

1: stand – Nag_TransNorm Input

On entry: indicates if translation/normalization is required.

stand ¼ Nag NoTransNorm
No translation or normalization.

stand ¼ Nag Orig
Translation to the origin.

stand ¼ Nag OrigCentroid
Translation to the origin and then to the Y centroid after rotation.

stand ¼ Nag Norm
Unit normalization.

stand ¼ Nag OrigNorm
Translation and normalization.

stand ¼ Nag OrigNormCentroid
Translation and normalization to Y scale, then translation to the Y centroid after rotation.

C o n s t r a i n t : stand ¼ Nag NoTransNorm, Nag Orig, Nag OrigCentroid, Nag Norm,
Nag OrigNorm or Nag OrigNormCentroid.

2: pscale – Nag_RotationScale Input

On entry: indicates if least squares scaling is applied after rotation.

pscale ¼ Nag LsqScale
Scaling is to be applied.

pscale ¼ Nag NotLsqScale
No scaling is applied.

Constraint: pscale ¼ Nag LsqScale or Nag NotLsqScale.

3: n – Integer Input

On entry: the number of points, n.

Constraint: n 	 1.

4: m – Integer Input

On entry: the number of dimensions, m.

Constraints:

m 	 1;
m � n.

5: x½n� tdx� – double Input/Output

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � tdxþ j� 1�.
On entry: the matrix to be rotated, X.

On exit: if stand ¼ Nag NoTransNorm, x will be unchanged.

If stand ¼ Nag Orig, Nag OrigCentroid, Nag OrigNorm or Nag OrigNormCentroid, x will be
translated to have zero column means.

If stand ¼ Nag Norm or Nag OrigNorm, x will be scaled to have unit sum of squares.

If stand ¼ Nag OrigNormCentroid, x will be scaled to have the same sum of squares as y.
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6: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

7: y½n� tdy� – double Input/Output

Note: the i; jð Þth element of the matrix Y is stored in y½ i� 1ð Þ � tdyþ j� 1�.
On entry: the target matrix, Y .

On exit: if stand ¼ Nag NoTransNorm, then y will be unchanged.

If stand ¼ Nag Orig or Nag OrigNorm, then y will be translated to have zero column means.

If stand ¼ Nag Norm or Nag OrigNorm, then y will be scaled to have unit sum of squares.

If stand ¼ Nag OrigCentroid or Nag OrigNormCentroid, then y will be translated and then after
rotation, translated back. The output y should be the same as the input y except for rounding
errors.

8: tdy – Integer Input

On entry: the stride separating matrix column elements in the arrays y, yhat.

Constraint: tdy 	 m.

9: yhat½n� tdy� – double Output

Note: the i; jð Þth element of the matrix is stored in yhat½ i� 1ð Þ � tdyþ j� 1�.

On exit: the fitted matrix, Ŷ .

10: r½m� tdr� – double Output

Note: the i; jð Þth element of the matrix R is stored in r½ i� 1ð Þ � tdrþ j� 1�.
On exit: the matrix of rotations, R, see Section 9.

11: tdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: tdr 	 m.

12: alpha – double * Output

On exit: if pscale ¼ Nag LsqScale the scaling factor, �; otherwise alpha is not set.

13: rss – double * Output

On exit: the residual sum of squares.

14: res½n� – double Output

On exit: the residuals, ri, for i ¼ 1; 2; . . . ; n.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, m ¼ valueh i while n ¼ valueh i. These arguments must satisfy m � n.

NE_2_INT_ARG_LT

On entry, tdr ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdr 	 m.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

On entry, tdy ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdy 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument pscale had an illegal value.

On entry, argument stand had an illegal value.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_LSQ_SCAL_ZERO_PTS

The fitted matrix Ŷ ; contains only zero-points when least squares scaling is applied.

NE_NORM_ZERO_PTS

On entry, either x or y contains only zero-points (possibly after translation) when normalization
is to be applied.

NE_SVD_NOT_CONV

The singular value decomposition has failed to converge. This is an unlikely error exit.

7 Accuracy

The accuracy of the calculation of the rotation matrix largely depends upon the singular value
decomposition. See the f08 Chapter Introduction for further details.

8 Parallelism and Performance

nag_mv_procustes (g03bcc) is not threaded in any implementation.

9 Further Comments

Note that if the matrix XT
c Y is not of full rank, then the matrix of rotations, R, may not be unique even

if there is a unique solution in terms of the rotated matrix, Ŷc. The matrix R may also include
reflections as well as pure rotations, see Krzanowski (1990).
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If the column dimensions of the X and Y matrices are not equal, the smaller of the two should be
supplemented by columns of zeros. Adding a column of zeros to both X and Y will have the effect of
allowing reflections as well as rotations.

10 Example

Three points representing the vertices of a triangle in two dimensions are input. The points are
translated and rotated to match the triangle given by (0,0),(1,0),(0,2) and scaling is applied after
rotation. The target matrix and fitted matrix are printed along with additional information.

10.1 Program Text

/* nag_mv_procustes (g03bcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define R(I, J) r[(I) *tdr + J]
#define X(I, J) x[(I) *tdx + J]
#define Y(I, J) y[(I) *tdy + J]
#define YHAT(I, J) yhat[(I) *tdy + J]
int main(void)
{

Integer exit_status = 0, i, j, m, n, tdr, tdx, tdy;
char nag_enum_arg[40];
double alpha, *r = 0, *res = 0, rss, *x = 0, *y = 0, *yhat = 0;
Nag_RotationScale scale;
Nag_TransNorm stand;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_procustes (g03bcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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stand = (Nag_TransNorm) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

scale = (Nag_RotationScale) nag_enum_name_to_value(nag_enum_arg);
if (m >= 1 && n >= m) {

if (!(r = NAG_ALLOC(m * m, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(y = NAG_ALLOC(n * m, double)) || !(yhat = NAG_ALLOC(n * m, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdr = m;
tdx = m;
tdy = m;

}
else {

printf("Invalid m or n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &Y(i, j));
#else

scanf("%lf", &Y(i, j));
#endif

}

/* nag_mv_procustes (g03bcc).
* Procrustes rotations
*/

nag_mv_procustes(stand, scale, n, m, x, tdx, y, tdy,
yhat, r, tdr, &alpha, &rss, res, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_procustes (g03bcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n Rotation Matrix\n\n");
for (i = 0; i < m; ++i) {

for (j = 0; j < m; ++j)
printf(" %7.3f ", R(i, j));

printf("\n");
}
if (scale == Nag_LsqScale) {

printf("\n%s%10.3f\n", " Scale factor = ", alpha);
}
printf("\n Target Matrix \n\n");
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
printf(" %7.3f ", Y(i, j));

printf("\n");
}
printf("\n Fitted Matrix\n\n");
for (i = 0; i < n; ++i) {
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for (j = 0; j < m; ++j)
printf(" %7.3f ", YHAT(i, j));

printf("\n");
}
printf("\n%s%10.3f\n", "RSS = ", rss);

END:
NAG_FREE(r);
NAG_FREE(res);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(yhat);
return exit_status;

}

10.2 Program Data

nag_mv_procustes (g03bcc) Example Program Data
3 2 Nag_OrigCentroid Nag_LsqScale
0.63 0.58
1.36 0.39
1.01 1.76
0.0 0.0
1.0 0.0
0.0 2.0

10.3 Program Results

nag_mv_procustes (g03bcc) Example Program Results

Rotation Matrix

0.967 0.254
-0.254 0.967

Scale factor = 1.556

Target Matrix

0.000 0.000
1.000 0.000
0.000 2.000

Fitted Matrix

-0.093 0.024
1.080 0.026
0.013 1.950

RSS = 0.019
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NAG Library Function Document

nag_mv_promax (g03bdc)

1 Purpose

nag_mv_promax (g03bdc) calculates a ProMax rotation, given information following an orthogonal
rotation.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_promax (Nag_RotationLoading stand, Integer n, Integer m,
const double x[], Integer pdx, const double ro[], Integer pdro,
double power, double fp[], Integer pdfp, double r[], Integer pdr,
double phi[], Integer pdphi, double fs[], Integer pdfs, NagError *fail)

3 Description

Let X and Y denote n by m matrices each representing a set of n points in an m-dimensional space.
The X matrix is a matrix of loadings as returned by nag_mv_orthomax (g03bac), that is following an
orthogonal rotation of a loadings matrix Z. The target matrix Y is calculated as a power transformation
of X that preserves the sign of the loadings. Let Xij and Yij denote the i; jð Þth element of matrices X
and Y . Given a value greater than one for the exponent p:

Yij ¼ �ij Xij

�� ��p;
for

i ¼ 1; 2; . . . ; n;

j ¼ 1; 2; . . . ;m;

�ij ¼ �1; if Xij < 0;
1; otherwise:



The above power transformation tends to increase the difference between high and low values of
loadings and is intended to increase the interpretability of a solution.

In the second step a solution of:

XW ¼ Y ; X; Y 2 R
n�m; W 2 R

m�m;

is found for W in the least squares sense by use of singular value decomposition of the orthogonal
loadings X. The ProMax rotation matrix R is then given by

R ¼ OW ~W; O; ~W 2 R
m�m;

where O is the rotation matrix from an orthogonal transformation, and ~W is a matrix with the square

root of diagonal elements of WTWð Þ�1 on its diagonal and zeros elsewhere.

The ProMax factor pattern matrix P is given by

P ¼ XW ~W; P 2 R
n�m;

the inter-factor correlations � are given by

� ¼ QTQ
� ��1

; � 2 R
m�m;

where Q ¼W ~W ; and the factor structure S is given by
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S ¼ P�; S 2 R
n�m:

Optionally, the rows of target matrix Y can be scaled by the communalities of loadings.

4 References

None.

5 Arguments

1: stand – Nag_RotationLoading Input

On entry: indicates how loadings are normalized.

stand ¼ Nag RoLoadStand
Rows of Y are (Kaiser) normalized by the communalities of the loadings.

stand ¼ Nag RoLoadNotStand
Rows are not normalized.

Constraint: stand ¼ Nag RoLoadNotStand or Nag RoLoadStand.

2: n – Integer Input

On entry: n, the number of points.

Constraint: n 	 m.

3: m – Integer Input

On entry: m, the number of dimensions.

Constraint: m 	 1.

4: x½n� pdx� – const double Input

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � pdxþ j� 1�.
On entry: the loadings matrix following an orthogonal rotation, X.

5: pdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: pdx 	 m.

6: ro½m� pdro� – const double Input

Note: the i; jð Þth element of the matrix is stored in ro½ i� 1ð Þ � pdroþ j� 1�.
On entry: the orthogonal rotation matrix, O.

7: pdro – Integer Input

On entry: the stride separating matrix column elements in the array ro.

Constraint: pdro 	 m.

8: power – double Input

On entry: p, the value of exponent.

Constraint: power > 1:0.
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9: fp½n� pdfp� – double Output

Note: the i; jð Þth element of the matrix is stored in fp½ i� 1ð Þ � pdfpþ j� 1�.
On exit: the factor pattern matrix, P .

10: pdfp – Integer Input

On entry: the stride separating matrix column elements in the array fp.

Constraint: pdfp 	 m.

11: r½m� pdr� – double Output

Note: the i; jð Þth element of the matrix R is stored in r½ i� 1ð Þ � pdrþ j� 1�.
On exit: the ProMax rotation matrix, R.

12: pdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: pdr 	 m.

13: phi½m� pdphi� – double Output

Note: the i; jð Þth element of the matrix is stored in phi½ i� 1ð Þ � pdphiþ j� 1�.
On exit: the matrix of inter-factor correlations, �.

14: pdphi – Integer Input

On entry: the stride separating matrix column elements in the array phi.

Constraint: pdphi 	 m.

15: fs½n� pdfs� – double Output

Note: the i; jð Þth element of the matrix is stored in fs½ i� 1ð Þ � pdfsþ j� 1�.
On exit: the factor structure matrix, S.

16: pdfs – Integer Input

On entry: the stride separating matrix column elements in the array fs.

Constraint: pdfs 	 m.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, pdfp ¼ valueh i.
Constraint: pdfp > 0.
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On entry, pdfs ¼ valueh i.
Constraint: pdfs > 0.

On entry, pdphi ¼ valueh i.
Constraint: pdphi > 0.

On entry, pdr ¼ valueh i.
Constraint: pdr > 0.

On entry, pdro ¼ valueh i.
Constraint: pdro > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

On entry, pdfp ¼ valueh i and m ¼ valueh i.
Constraint: pdfp 	 m.

On entry, pdfs ¼ valueh i and m ¼ valueh i.
Constraint: pdfs 	 m.

On entry, pdphi ¼ valueh i and m ¼ valueh i.
Constraint: pdphi 	 m.

On entry, pdr ¼ valueh i and m ¼ valueh i.
Constraint: pdr 	 m.

On entry, pdro ¼ valueh i and m ¼ valueh i.
Constraint: pdro 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_LE

On entry, power ¼ valueh i.
Constraint: power > 1:0.

NE_SVD_FAIL

SVD failed to converge.

7 Accuracy

The calculations are believed to be stable.

8 Parallelism and Performance

nag_mv_promax (g03bdc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_mv_promax (g03bdc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads a loadings matrix and calculates a varimax transformation before calculating P , R
and � for a ProMax rotation.

10.1 Program Text

/* nag_mv_promax (g03bdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg03.h>
#include <nagx04.h>

int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, iter, j, m, maxit, n;
Integer pdfp, pdfs, pdphi, pdr, pdro, pdx;
/*Double scalar and array declarations */
double acc, g, power;
double *fp = 0, *fs = 0, *phi = 0, *r = 0, *ro = 0, *x = 0;
/*Character scalar and array declarations */
char sstand[40];
/*NAG types */
Nag_OrderType order;
Nag_RotationLoading stand;
NagError fail;

INIT_FAIL(fail);

printf("%s\n", "nag_mv_promax (g03bdc) Example Program Results");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
#ifdef _WIN32

scanf_s("%39s %" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", sstand,
(unsigned)_countof(sstand), &n, &m, &power);

#else
scanf("%39s %" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", sstand, &n, &m, &power);

#endif
stand = (Nag_RotationLoading) nag_enum_name_to_value(sstand);

pdfp = m;
#define FP(I, J) fp[(I-1)*pdfp + J-1]

pdfs = m;

g03 – Multivariate Methods g03bdc

Mark 26 g03bdc.5



pdphi = m;
pdr = m;
pdro = m;
pdx = pdfp;

if (!(fp = NAG_ALLOC(pdfp * n, double)) ||
!(fs = NAG_ALLOC(pdfs * n, double)) ||
!(phi = NAG_ALLOC(pdphi * m, double)) ||
!(r = NAG_ALLOC(pdr * m, double)) ||
!(ro = NAG_ALLOC(pdro * m, double)) ||
!(x = NAG_ALLOC(pdx * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Read loadings matrix. */
for (i = 1; i <= n; i++) {

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s("%lf ", &FP(i, j));
#else

scanf("%lf ", &FP(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/*
* nag_mv_orthomax (g03bac)
* Orthogonal rotations
*/

g = 1.0e0;
acc = 1.0e-5;
maxit = 200;
nag_mv_orthomax(stand, g, n, m, fp, pdx, x, ro, pdro, acc, maxit, &iter,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_orthomax (g03bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/*
* nag_mv_promax (g03bdc)
* ProMax rotations
*/

nag_mv_promax(stand, n, m, x, pdx, ro, pdro, power, fp, pdfp, r, pdr,
phi, pdphi, fs, pdfs, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_promax (g03bdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

order = Nag_RowMajor;
fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

fp, pdfp, "Factor pattern", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/*
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* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, m,

r, pdr, "ProMax rotation", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, m, m,

phi, pdphi, "Inter-factor correlations", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
/*
* nag_gen_real_mat_print (x04cac)
* Print real general matrix (easy-to-use)
*/

fflush(stdout);
nag_gen_real_mat_print(order, Nag_GeneralMatrix, Nag_NonUnitDiag, n, m,

fs, pdfs, "Factor structure", 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_gen_real_mat_print (x04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(fp);
NAG_FREE(fs);
NAG_FREE(phi);
NAG_FREE(r);
NAG_FREE(ro);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_mv_promax (g03bdc) Example Program Data
Nag_RoLoadStand 5 2 3.0 : stand n m power
0.74215 -0.57806
0.71370 -0.55515
0.87899 -0.15847
0.62533 0.76621
0.71447 0.67936

10.3 Program Results

nag_mv_promax (g03bdc) Example Program Results

Factor pattern
1 2

1 0.9556 -0.0979
2 0.9184 -0.0935
3 0.7605 0.3393
4 -0.0791 1.0019
5 0.0480 0.9751
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ProMax rotation
1 2

1 0.7380 0.5420
2 -0.7055 0.8653

Inter-factor correlations
1 2

1 1.0000 0.2019
2 0.2019 1.0000

Factor structure
1 2

1 0.9358 0.0950
2 0.8995 0.0919
3 0.8290 0.4928
4 0.1232 0.9860
5 0.2448 0.9848
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NAG Library Function Document

nag_mv_factor (g03cac)

1 Purpose

nag_mv_factor (g03cac) computes the maximum likelihood estimates of the arguments of a factor
analysis model. Either the data matrix or a correlation/covariance matrix may be input. Factor loadings,
communalities and residual correlations are returned.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_factor (Nag_FacMat matrix, Integer n, Integer m,
const double x[], Integer tdx, Integer nvar, const Integer isx[],
Integer nfac, const double wt[], double e[], double stat[],
double com[], double psi[], double res[], double fl[], Integer tdfl,
Nag_E04_Opt *options, double eps, NagError *fail)

3 Description

Let p variables, x1; x2; . . . ; xp, with variance-covariance matrix � be observed. The aim of factor
analysis is to account for the covariances in these p variables in terms of a smaller number, k, of
hypothetical variables, or factors, f1; f2; . . . ; fk. These are assumed to be independent and to have unit
variance. The relationship between the observed variables and the factors is given by the model:

xi ¼
Xk
j¼1

�ijfj þ ei

�ij , for i ¼ 1; 2; . . . ; p and j ¼ 1; 2; . . . ; k, are the factor loadings and ei, for i ¼ 1; 2; . . . ; p, are
independent random variables with variances  i, for i ¼ 1; 2; . . . ; p. The  i represent the unique
component of the variation of each observed variable. The proportion of variation for each variable
accounted for by the factors is known as the communality. For this function it is assumed that both the
k factors and the ei's follow independent Normal distributions.

The model for the variance-covariance matrix, �, can be written as:

� ¼ ��T þ � ð1Þ

where � is the matrix of the factor loadings, �ij, and � is a diagonal matrix of unique variances,  i, for
i ¼ 1; 2; . . . ; p.

The estimation of the arguments of the model, � and � , by maximum likelihood is described by Lawley
and Maxwell (1971). The log-likelihood is:

�1
2
n� 1ð Þlog �j jð Þ � 1

2
n� 1ð Þ trace S��1

� �
þ constant;

where n is the number of observations, S is the sample variance-covariance matrix or, if weights are
used, S is the weighted sample variance-covariance matrix and n is the effective number of
observations, that is, the sum of the weights. The constant is independent of the arguments of the
model. A two stage maximization is employed. It makes use of the function F �ð Þ, which is, up to a
constant, �2= n� 1ð Þ times the log-likelihood maximized over �. This is then minimized with respect
to � to give the estimates, �̂ , of � . The function F �ð Þ can be written as:

F �ð Þ ¼
Xp
j¼kþ1

�j � log �j
� �

� p� kð Þ;
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where values �j , for j ¼ 1; 2; . . . ; p are the eigenvalues of the matrix:

S� ¼ ��1=2S��1=2:

The estimates �̂, of �, are then given by scaling the eigenvectors of S�, which are denoted by V :

�̂ ¼ �1=2V �� Ið Þ1=2:

where � is the diagonal matrix with elements �i, and I is the identity matrix.

The minimization of F �ð Þ is performed using nag_opt_bounds_2nd_deriv (e04lbc) which uses a
modified Newton algorithm. The computation of the Hessian matrix is described by Clark (1970).
However, instead of using the eigenvalue decomposition of the matrix S� as described above, the
singular value decomposition of the matrix R��1=2 is used, where R is obtained either from the QR
decomposition of the (scaled) mean-centred data matrix or from the Cholesky decomposition of the
correlation/covariance matrix. The function nag_opt_bounds_2nd_deriv (e04lbc) ensures that the values
of  i are greater than a given small positive quantity, �, so that the communality is always less than
one. This avoids the so called Heywood cases.

In addition to the values of �, � and the communalities, nag_mv_factor (g03cac) returns the residual
correlations, i.e., the off-diagonal elements of C � ��T þ �

� �
where C is the sample correlation

matrix. nag_mv_factor (g03cac) also returns the test statistic:

�2 ¼ n� 1� 2pþ 5ð Þ=6� 2k=3½ �F �̂
� �

which can be used to test the goodness-of-fit of the model (1), see Lawley and Maxwell (1971) and
Morrison (1967).

4 References

Clark M R B (1970) A rapidly convergent method for maximum likelihood factor analysis British J.
Math. Statist. Psych.

Hammarling S (1985) The singular value decomposition in multivariate statistics SIGNUM Newsl. 20(3)
2–25

Lawley D N and Maxwell A E (1971) Factor Analysis as a Statistical Method (2nd Edition)
Butterworths

Morrison D F (1967) Multivariate Statistical Methods McGraw–Hill

5 Arguments

1: matrix – Nag_FacMat Input

On entry: selects the type of matrix on which factor analysis is to be performed.

matrix ¼ Nag DataCorr (Data input)
The data matrix will be input in x and factor analysis will be computed for the correlation
matrix.

matrix ¼ Nag DataCovar
The data matrix will be input in x and factor analysis will be computed for the covariance
matrix, i.e., the results are scaled as described in Section 9.

matrix ¼ Nag MatCorr Covar
The correlation/variance-covariance matrix will be input in x and factor analysis computed
for this matrix.

Constraint: matrix ¼ Nag DataCorr, Nag DataCovar or Nag MatCorr Covar.

2: n – Integer Input

On entry: if matrix ¼ Nag DataCorr or Nag DataCovar the number of observations in the data
array x.
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If matrix ¼ Nag MatCorr Covar the (effective) number of observations used in computing the
(possibly weighted) correlation/variance-covariance matrix input in x.

Constraint: n > nvar.

3: m – Integer Input

On entry: the number of variables in the data/correlation/variance-covariance matrix.

Constraint: m 	 nvar.

4: x½dim1� tdx� – const double Input

On entry: the input matrix.

matrix ¼ Nag DataCorr or Nag DataCovar
x must contain the data matrix, i.e., x½ i � 1ð Þ � tdxþ j � 1� must contain the ith
observation for the jth variable, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

matrix ¼ Nag MatCorr Covar
x must contain the correlation or variance-covariance matrix. Only the upper triangular
part is required.

5: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

6: nvar – Integer Input

On entry: the number of variables in the factor analysis, p.

Constraint: nvar 	 2.

7: isx½m� – const Integer Input

On entry: isx½j� 1� indicates whether or not the jth variable is to be included in the factor
analysis.

If isx½j � 1� 	 1, then the variable represented by the jth column of x is included in the analysis;
otherwise it is excluded, for j ¼ 1; 2; . . . ;m.

Constraint: isx½j� 1� > 0 for nvar values of j.

8: nfac – Integer Input

On entry: the number of factors, k.

Constraint: 1 � nfac � nvar.

9: wt½n� – const double Input

On entry: if matrix ¼ Nag DataCorr or Nag DataCovar then the elements of wt must contain the
weights to be used in the factor analysis. The effective number of observations is the sum of the
weights. If wt½i� 1� ¼ 0:0 then the ith observation is not included in the analysis.

If matrix ¼ Nag MatCorr Covar or wt is NULLthen wt is not referenced and the effective
number of observations is n.

Constraint: if wt is referenced, then wt½i� 1� 	 0 for i ¼ 1; 2; . . . ; n, and the sum of the weights
> nvar.

10: e½nvar� – double Output

On exit: the eigenvalues �i, for i ¼ 1; 2; . . . ; p.
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11: stat½4� – double Output

On exit: the test statistics.

stat½0� contains the value F �̂
� �

.

stat½1� contains the test statistic, �2.

stat½2� contains the degrees of freedom associated with the test statistic.

stat½3� contains the significance level.

12: com½nvar� – double Output

On exit: the communalities.

13: psi½nvar� – double Output

On exit: the estimates of  i, for i ¼ 1; 2; . . . ; p.

14: res½nvar� nvar� 1ð Þ=2� – double Output

On exit: the residual correlations. The residual correlation for the ith and jth variables is stored in
res½ j� 1ð Þ j� 2ð Þ=2þ i� 1�, i < j.

15: fl½nvar� tdfl� – double Output

On exit: the factor loadings. fl½ i � 1ð Þ � tdflþ j � 1� contains �ij , for i ¼ 1; 2; . . . ; p and
j ¼ 1; 2; . . . ; k.

16: tdfl – Integer Input

On entry: the stride separating matrix column elements in the array fl.

Constraint: tdfl 	 nfac.

17: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_bounds_2nd_deriv (e04lbc). These structure members offer the means of
adjusting some of the argument values of the algorithm.

If the optional parameters are not required the NAG defined null pointer, E04_DEFAULT, can be
used in the function call. See the document for nag_opt_bounds_2nd_deriv (e04lbc) for further
details.

18: eps – double Input

On entry: a lower bound for the value of �i.

Constraint: machine precision � eps < 1:0.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, nfac ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy nfac � nvar.

NE_2_INT_ARG_LE

On entry, n ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy n > nvar.
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NE_2_INT_ARG_LT

On entry, m ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy m 	 nvar.

On entry, tdfl ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy tdfl 	 nfac.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_2_REAL_ARG_LT

On entry, step max ¼ valueh i while optim tol ¼ valueh i. These arguments must satisfy
step max 	 optim tol.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument matrix had an illegal value.

On entry, argument print level had an illegal value.

NE_INT_ARG_LT

On entry, nfac ¼ valueh i.
Constraint: nfac 	 1.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 2.

NE_INTERNAL_ERROR

Additional error messages are output if the optimization fails to converge or if the options are set
incorrectly. Details of these can be found in the nag_opt_bounds_2nd_deriv (e04lbc) document.

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_INVALID_INT_RANGE_1

Value valueh i given to max iter is not valid. Correct range is max iter 	 0.

NE_INVALID_REAL_RANGE_EF

Value valueh i given to eps is not valid. Correct range is machine precision � optim tol < 1:0.

NE_INVALID_REAL_RANGE_FF

Value valueh i given to linesearch tol is not valid. Correct range is 0:0 � linesearch tol < 1:0.

NE_MAT_RANK

On entry, matrix ¼ Nag DataCorr or matrix ¼ Nag DataCovar and the data matrix is not of full
column rank, or matrix ¼ Nag MatCorr Covar and the input correlation/variance-covariance
matrix is not positive definite. This exit may also be caused by two of the eigenvalues of S�

being equal; this is rare (see Lawley and Maxwell (1971)) and may be due to the data/correlation
matrix being almost singular.

NE_NEG_WEIGHT_ELEMENT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: when referenced, all elements of wt must be non-negative.

NE_NOT_APPEND_FILE

Cannot open file stringh i for appending.
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NE_NOT_CLOSE_FILE

Cannot close file stringh i.

NE_OBSERV_LT_VAR

With weighted data, the effective number of observations given by the sum of weights
¼ valueh i, while the number of variables included in the analysis, nvar ¼ valueh i.
Constraint: effective number of observations > nvarþ 1.

NE_OPT_NOT_INIT

Options structure not initialized.

NE_SVD_NOT_CONV

A singular value decomposition has failed to converge. This is a very unlikely error exit.

NE_VAR_INCL_INDICATED

The number of variables, nvar in the analysis ¼ valueh i, while number of variables included in
the analysis via array isx ¼ valueh i.
Constraint: these two numbers must be the same.

NW_COND_MIN

The conditions for a minimum have not all been satisfied but a lower point could not be found.
Note that in this case all the results are computed. See nag_opt_bounds_2nd_deriv (e04lbc) for
further details.

NW_TOO_MANY_ITER

The maximum number of iterations, valueh i, have been performed.

7 Accuracy

The accuracy achieved is discussed in nag_opt_bounds_2nd_deriv (e04lbc).

8 Parallelism and Performance

nag_mv_factor (g03cac) is not threaded in any implementation.

9 Further Comments

The factor loadings may be orthogonally rotated by using nag_mv_orthomax (g03bac) and factor score
coefficients can be computed using nag_mv_fac_score (g03ccc). The maximum likelihood estimators
are invariant to a change in scale. This means that the results obtained will be the same (up to a scaling
factor) if either the correlation matrix or the variance-covariance matrix is used. As the correlation
matrix ensures that all values of  i are between 0 and 1 it will lead to a more efficient optimization. In
the situation when the data matrix is input the results are always computed for the correlation matrix
and then scaled if the results for the covariance matrix are required. When you input the covariance/
correlation matrix the input matrix itself is used and so you are advised to input the correlation matrix
rather than the covariance matrix.

10 Example

The example is taken from Lawley and Maxwell (1971). The correlation matrix for nine variables is
input and the arguments of a factor analysis model with three factors are estimated and printed.

g03cac NAG Library Manual

g03cac.6 Mark 26



10.1 Program Text

/* nag_mv_factor (g03cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagg03.h>

#define FL(I, J) fl[(I) *tdfl + J]
#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, *isx = 0, j, l, m, n, nfac, nvar, tdfl, tdx;
double *com = 0, *e = 0, eps, *fl = 0, *psi = 0, *res = 0, *stat = 0;
double *wt = 0, *wtptr = 0, *x = 0;
char nag_enum_arg[40];
Nag_Boolean weight;
Nag_E04_Opt options;
Nag_FacMat matrix;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_factor (g03cac) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

matrix = (Nag_FacMat) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
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#else
scanf("%" NAG_IFMT "", &nvar);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nfac);
#else

scanf("%" NAG_IFMT "", &nfac);
#endif

if (nvar >= 2 && m >= nvar && n > nvar) {
if (!(com = NAG_ALLOC(nvar, double)) ||

!(e = NAG_ALLOC(nvar, double)) ||
!(fl = NAG_ALLOC(nvar * nfac, double)) ||
!(psi = NAG_ALLOC(nvar, double)) ||
!(res = NAG_ALLOC(nvar * (nvar - 1) / 2, double)) ||
!(stat = NAG_ALLOC(4, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC((matrix == Nag_MatCorr_Covar ? m : n) * m, double)) ||
!(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdfl = nfac;
tdx = m;

}
else {

printf("Invalid nvar or m or n.\n");
exit_status = 1;
return exit_status;

}
if (matrix == Nag_MatCorr_Covar) {

for (i = 0; i < m; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

}
else {

if (weight) {
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

}
}
for (j = 0; j < m; ++j)

g03cac NAG Library Manual

g03cac.8 Mark 26



#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
options.max_iter = 500;
options.optim_tol = 1e-2;
eps = 1e-5;
/* nag_mv_factor (g03cac).
* Maximum likelihood estimates of parameters
*/

fflush(stdout);
nag_mv_factor(matrix, n, m, x, tdx, nvar, isx, nfac, wtptr, e,

stat, com, psi, res, fl, tdfl, &options, eps, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_factor (g03cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nEigenvalues\n\n");
for (j = 0; j < nvar; ++j) {

printf(" %13.4e%s", e[j], (j + 1) % 5 == 0 ? "\n" : "");
}
printf("\n\n%s%6.3f\n", " Test Statistic = ", stat[1]);
printf("%s%6.3f\n", " df = ", stat[2]);
printf("%s%6.3f\n\n", "Significance level = ", stat[3]);
printf("Residuals\n\n");
l = 1;
for (i = 1; i <= nvar - 1; ++i) {

for (j = l; j <= l + i - 1; ++j)
printf(" %8.3f", res[j - 1]);

printf("\n");
l += i;

}
printf("\nLoadings, Communalities and PSI\n\n");
for (i = 0; i < nvar; ++i) {

for (j = 0; j < nfac; ++j)
printf(" %8.3f", FL(i, j));

printf("%8.3f%8.3f\n", com[i], psi[i]);
}

END:
NAG_FREE(com);
NAG_FREE(e);
NAG_FREE(fl);
NAG_FREE(psi);
NAG_FREE(res);
NAG_FREE(stat);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_mv_factor (g03cac) Example Program Data
Nag_MatCorr_Covar Nag_FALSE 211 9 9 3
1.000 0.523 0.395 0.471 0.346 0.426 0.576 0.434 0.639
0.523 1.000 0.479 0.506 0.418 0.462 0.547 0.283 0.645
0.395 0.479 1.000 0.355 0.270 0.254 0.452 0.219 0.504
0.471 0.506 0.355 1.000 0.691 0.791 0.443 0.285 0.505
0.346 0.418 0.270 0.691 1.000 0.679 0.383 0.149 0.409
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0.426 0.462 0.254 0.791 0.679 1.000 0.372 0.314 0.472
0.576 0.547 0.452 0.443 0.383 0.372 1.000 0.385 0.680
0.434 0.283 0.219 0.285 0.149 0.314 0.385 1.000 0.470
0.639 0.645 0.504 0.505 0.409 0.472 0.680 0.470 1.000
1 1 1 1 1 1 1 1 1

10.3 Program Results

nag_mv_factor (g03cac) Example Program Results

Parameters to e04lbc
--------------------

Number of variables........... 9

optim_tol............... 1.00e-02 linesearch_tol.......... 9.00e-01
step_max................ 2.70e+01 max_iter................ 500
print_level......... Nag_Soln_Iter machine precision....... 1.11e-16
deriv_check............. Nag_FALSE
outfile................. stdout

Memory allocation:
state................... User
hesl.................... User hesd................... User

Iterations performed = 0, function evaluations = 1
Criterion = 8.635756e-02

Variable Standardized
Communalities

1 0.5755
2 0.5863
3 0.4344
4 0.7496
5 0.6203
6 0.7329
7 0.6061
8 0.4053
9 0.7104

Iterations performed = 1, function evaluations = 3
Criterion = 3.603203e-02

Variable Standardized
Communalities

1 0.5517
2 0.5800
3 0.3936
4 0.7926
5 0.6140
6 0.8254
7 0.6052
8 0.5076
9 0.7569

Iterations performed = 2, function evaluations = 4
Criterion = 3.502097e-02

Variable Standardized
Communalities

1 0.5496
2 0.5731
3 0.3838
4 0.7875
5 0.6200
6 0.8238
7 0.6006
8 0.5349
9 0.7697
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Iterations performed = 3, function evaluations = 5
Criterion = 3.501729e-02

Variable Standardized
Communalities

1 0.5495
2 0.5729
3 0.3835
4 0.7877
5 0.6195
6 0.8231
7 0.6005
8 0.5384
9 0.7691

Eigenvalues

1.5968e+01 4.3577e+00 1.8474e+00 1.1560e+00 1.1190e+00
1.0271e+00 9.2574e-01 8.9508e-01 8.7710e-01

Test Statistic = 7.149
df = 12.000

Significance level = 0.848

Residuals

0.000
-0.013 0.022
0.011 -0.005 0.023

-0.010 -0.019 -0.016 0.003
-0.005 0.011 -0.012 -0.001 -0.001
0.015 -0.022 -0.011 0.002 0.029 -0.012

-0.001 -0.011 0.013 0.005 -0.006 -0.001 0.003
-0.006 0.010 -0.005 -0.011 0.002 0.007 0.003 -0.001

Loadings, Communalities and PSI

0.664 -0.321 0.074 0.550 0.450
0.689 -0.247 -0.193 0.573 0.427
0.493 -0.302 -0.222 0.383 0.617
0.837 0.292 -0.035 0.788 0.212
0.705 0.315 -0.153 0.619 0.381
0.819 0.377 0.105 0.823 0.177
0.661 -0.396 -0.078 0.600 0.400
0.458 -0.296 0.491 0.538 0.462
0.766 -0.427 -0.012 0.769 0.231
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NAG Library Function Document

nag_mv_fac_score (g03ccc)

1 Purpose

nag_mv_fac_score (g03ccc) computes factor score coefficients from the result of fitting a factor analysis
model by maximum likelihood as performed by nag_mv_factor (g03cac).

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_fac_score (Nag_FacScoreMethod method, Nag_FacRotation rotate,
Integer nvar, Integer nfac, const double fl[], Integer tdfl,
const double psi[], const double e[], const double r[], Integer tdr,
double fs[], Integer tdfs, NagError *fail)

3 Description

A factor analysis model aims to account for the covariances among p variables, observed on n
individuals, in terms of a smaller number, k, of unobserved variables or factors. The values of the
factors for an individual are known as factor scores. nag_mv_factor (g03cac) fits the factor analysis
model by maximum likelihood and returns the estimated factor loading matrix, �, and the diagonal
matrix of variances of the unique components, � . To obtain estimates of the factors, a p by k matrix of
factor score coefficients, �, is formed. The estimated vector of factor scores, f̂ , is then given by:

f̂ ¼ xT�;

where x is the vector of observed variables for an individual.

There are two commonly used methods of obtaining factor score coefficients.

The regression method:

� ¼ ��1� I þ �T��1�
� ��1

;

and Bartlett's method:

� ¼ ��1� �T��1�
� ��1

:

See Lawley and Maxwell (1971) for details of both methods. In the regression method as given above,
it is assumed that the factors are not correlated and have unit variance; this is true for models fitted by
nag_mv_factor (g03cac). Further, for models fitted by nag_mv_factor (g03cac),

�T��1� ¼ �� I;

where � is the diagonal matrix of eigenvalues of the matrix S�, as described in nag_mv_factor
(g03cac).

The factors may be orthogonally rotated using an orthogonal rotation matrix, R, as computed by
nag_mv_orthomax (g03bac). The factor scores for the rotated matrix are then given by �R.

4 References

Lawley D N and Maxwell A E (1971) Factor Analysis as a Statistical Method (2nd Edition)
Butterworths
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5 Arguments

1: method – Nag_FacScoreMethod Input

On entry: indicates which method is to be used to compute the factor score coefficients.

method ¼ Nag FacScoreRegsn
The regression method is used.

method ¼ Nag FacScoreBart
Bartlett's method is used.

Constraint: method ¼ Nag FacScoreRegsn or Nag FacScoreBart.

2: rotate – Nag_FacRotation Input

On entry: indicates whether a rotation is to be applied.

rotate ¼ Nag FacRotate
A rotation will be applied to the coefficients and the rotation matrix, R, must be given in r.

rotate ¼ Nag FacNoRotate
No rotation is applied.

Constraint: rotate ¼ Nag FacRotate or Nag FacNoRotate.

3: nvar – Integer Input

On entry: the number of observed variables in the factor analysis, p.

Constraint: nvar 	 nfac.

4: nfac – Integer Input

On entry: the number of factors in the factor analysis, k.

Constraint: nfac 	 1.

5: fl½nvar� tdfl� – const double Input

Note: the i; jð Þth element of the matrix is stored in fl½ i� 1ð Þ � tdflþ j� 1�.
On entry: the matrix of unrotated factor loadings, �, as returned by nag_mv_factor (g03cac).

6: tdfl – Integer Input

On entry: the stride separating matrix column elements in the array fl.

Constraint: tdfl 	 nfac.

7: psi½nvar� – const double Input

On entry: the diagonal elements of � , as returned by nag_mv_factor (g03cac).

Constraint: psi½i � 1� > 0:0, for i ¼ 1; 2; . . . ; p.

8: e½nvar� – const double Input

On entry: the eigenvalues of the matrix S�, as returned by nag_mv_factor (g03cac).

Constraint: e½i � 1� > 1:0, for i ¼ 1; 2; . . . ; p.

9: r½nfac� tdr� – const double Input

Note: the i; jð Þth element of the matrix R is stored in r½ i� 1ð Þ � tdrþ j� 1�.
On entry: if rotate ¼ Nag FacRotate, then r must contain the orthogonal rotation matrix, R, as
returned by nag_mv_orthomax (g03bac).

If rotate ¼ Nag FacNoRotate then r need not be set.
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10: tdr – Integer Input

On entry: the stride separating matrix column elements in the array r.

Constraint: if rotate ¼ Nag FacRotate then tdr 	 nfac.

11: fs½nvar� tdfs� – double Output

On exit: the matrix of factor score coefficients, �. fs½ i � 1ð Þ � tdfsþ j � 1� contains the factor
score coefficient for the jth factor and the ith observed variable, for i ¼ 1; 2; . . . ; p and
j ¼ 1; 2; . . . ; k.

12: tdfs – Integer Input

On entry: the stride separating matrix column elements in the array fs.

Constraint: tdfs 	 nfac.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_ENUM_CONS

On entry, tdr ¼ valueh i while nfac ¼ valueh i and rotate ¼ Nag FacRotate. These arguments
must satisfy tdr 	 nfac when rotate ¼ Nag FacRotate.

NE_2_INT_ARG_LT

On entry, nvar ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy nvar 	 nfac.

On entry, tdfl ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy tdfl 	 nfac.

On entry, tdfs ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy tdfs 	 nfac.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

On entry, argument rotate had an illegal value.

NE_INT_ARG_LT

On entry, nfac ¼ valueh i.
Constraint: nfac 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARRAY_INPUT

On entry, e½ valueh i� ¼ valueh i.
Constraint: e½ valueh i� > 1:0.

On entry, psi½ valueh i� ¼ valueh i.
Constraint: psi½ valueh i� > 0:0.
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7 Accuracy

Accuracy will depend on the accuracy requested when computing the estimated factor loadings using
nag_mv_factor (g03cac).

8 Parallelism and Performance

nag_mv_fac_score (g03ccc) is not threaded in any implementation.

9 Further Comments

To compute the factor scores using the factor score coefficients, the values for the observed variables
first need to be standardized by subtracting the sample means and, if the factor analysis is based upon a
correlation matrix, dividing by the sample standard deviations. This may be performed using
nag_mv_z_scores (g03zac). The standardized variables are then post-multiplied by the factor score
coefficients. This may be performed using functions from the f16 Chapter Introduction, for example
nag_dgemm (f16yac).

If principal component analysis is required, the function nag_mv_prin_comp (g03aac) computes the
principal component scores directly. Hence, the factor score coefficients are not needed.

10 Example

The example is taken from Lawley and Maxwell (1971). The correlation matrix for 220 observations on
six school subjects is input and a factor analysis model with two factors fitted using nag_mv_factor
(g03cac). The factor score coefficients are computed using the regression method.

10.1 Program Text

/* nag_mv_fac_score (g03ccc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <string.h>
#include <nag_stdlib.h>
#include <nage04.h>
#include <nagg03.h>
#include <math.h>

#define FL(I, J) fl[(I) *tdfl + J]
#define FS(I, J) fs[(I) *tdfs + J]
#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, *isx = 0, j, m, n, nfac, nvar, tdfl, tdfs, tdr;
Integer tdx;
NagError fail;
Nag_E04_Opt options;
Nag_FacMat matrix;
Nag_FacScoreMethod method;
Nag_Boolean weight;
char nag_enum_arg[40];
double *com = 0, *e = 0, eps, *fl = 0, *fs = 0, *psi = 0, *r = 0;
double *stat = 0, *wt = 0, *wtptr = 0, *x = 0;

INIT_FAIL(fail);
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printf("nag_mv_fac_score (g03ccc) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

matrix = (Nag_FacMat) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nfac);
#else

scanf("%" NAG_IFMT "", &nfac);
#endif

if (nvar >= 2 && m >= nvar && n > nvar && nvar >= nfac) {
if (!(com = NAG_ALLOC(nvar, double)) ||

!(e = NAG_ALLOC(nvar, double)) ||
!(fl = NAG_ALLOC(nvar * nfac, double)) ||
!(fs = NAG_ALLOC(nvar * nfac, double)) ||
!(psi = NAG_ALLOC(nvar, double)) ||
!(r = NAG_ALLOC(m * m, double)) ||
!(stat = NAG_ALLOC(4, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC((matrix == Nag_MatCorr_Covar ? m : n) * m, double)) ||
!(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdfl = nfac;
tdfs = nfac;
tdr = m;
tdx = m;

}
else {

printf("Invalid nvar or m or n.\n");
exit_status = 1;
return exit_status;
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}
if (matrix == Nag_MatCorr_Covar) {

for (i = 0; i < m; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

}
else {

if (weight) {
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

}
}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif

/* nag_opt_init (e04xxc).
* Initialization function for option setting
*/

nag_opt_init(&options);
options.max_iter = 500;
options.optim_tol = 1e-3;
eps = 1e-5;
/* nag_mv_factor (g03cac).
* Maximum likelihood estimates of parameters
*/

fflush(stdout);
nag_mv_factor(matrix, n, m, x, tdx, nvar, isx, nfac, wtptr, e,

stat, com, psi, r, fl, tdfl, &options, eps, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_factor (g03cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nLoadings, Communalities and PSI\n\n");
for (i = 0; i < nvar; ++i) {

for (j = 0; j < nfac; ++j)
printf(" %8.3f", FL(i, j));

printf("%8.3f%8.3f\n", com[i], psi[i]);
}

#ifdef _WIN32
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scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

method = (Nag_FacScoreMethod) nag_enum_name_to_value(nag_enum_arg);

/* nag_mv_fac_score (g03ccc).
* Factor score coefficients, following nag_mv_factor
* (g03cac)
*/

nag_mv_fac_score(method, Nag_FacNoRotate, nvar, nfac, fl, tdfl, psi, e,
r, tdr, fs, tdfs, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_fac_score (g03ccc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nFactor score coefficients\n\n");
for (i = 0; i < nvar; ++i) {

for (j = 0; j < nfac; ++j)
printf(" %8.3f", FS(i, j));

printf("\n");
}

END:
NAG_FREE(com);
NAG_FREE(e);
NAG_FREE(fl);
NAG_FREE(fs);
NAG_FREE(psi);
NAG_FREE(r);
NAG_FREE(stat);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(isx);
return exit_status;

}

10.2 Program Data

nag_mv_fac_score (g03ccc) Example Program Data
Nag_MatCorr_Covar Nag_FALSE 220 6 6 2
1.000 0.439 0.410 0.288 0.329 0.248
0.439 1.000 0.351 0.354 0.320 0.329
0.410 0.351 1.000 0.164 0.190 0.181
0.288 0.354 0.164 1.000 0.595 0.470
0.329 0.320 0.190 0.595 1.000 0.464
0.248 0.329 0.181 0.470 0.464 1.000

1 1 1 1 1 1
Nag_FacScoreRegsn

10.3 Program Results

nag_mv_fac_score (g03ccc) Example Program Results

Parameters to e04lbc
--------------------

Number of variables........... 6

optim_tol............... 1.00e-03 linesearch_tol.......... 9.00e-01
step_max................ 1.47e+01 max_iter................ 500
print_level......... Nag_Soln_Iter machine precision....... 1.11e-16
deriv_check............. Nag_FALSE
outfile................. stdout

Memory allocation:
state................... User
hesl.................... User hesd................... User
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Iterations performed = 0, function evaluations = 1
Criterion = 2.999971e-02

Variable Standardized
Communalities

1 0.4168
2 0.4138
3 0.3384
4 0.5164
5 0.5148
6 0.4127

Iterations performed = 1, function evaluations = 2
Criterion = 1.579256e-02

Variable Standardized
Communalities

1 0.4929
2 0.4050
3 0.3664
4 0.6586
5 0.6077
6 0.3580

Iterations performed = 2, function evaluations = 3
Criterion = 1.099067e-02

Variable Standardized
Communalities

1 0.4896
2 0.4059
3 0.3566
4 0.6277
5 0.5760
6 0.3700

Iterations performed = 3, function evaluations = 4
Criterion = 1.086731e-02

Variable Standardized
Communalities

1 0.4898
2 0.4059
3 0.3563
4 0.6228
5 0.5688
6 0.3717

Iterations performed = 4, function evaluations = 5
Criterion = 1.086720e-02

Variable Standardized
Communalities

1 0.4898
2 0.4059
3 0.3563
4 0.6226
5 0.5686
6 0.3718

Loadings, Communalities and PSI

0.553 -0.429 0.490 0.510
0.568 -0.288 0.406 0.594
0.392 -0.450 0.356 0.644
0.740 0.273 0.623 0.377
0.724 0.211 0.569 0.431
0.595 0.132 0.372 0.628

Factor score coefficients
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0.193 -0.392
0.170 -0.226
0.109 -0.326
0.349 0.337
0.299 0.229
0.169 0.098
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NAG Library Function Document

nag_mv_discrim (g03dac)

1 Purpose

nag_mv_discrim (g03dac) computes a test statistic for the equality of within-group covariance matrices
and also computes matrices for use in discriminant analysis.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_discrim (Integer n, Integer m, const double x[], Integer tdx,
const Integer isx[], Integer nvar, const Integer ing[], Integer ng,
const double wt[], Integer nig[], double gmean[], Integer tdg,
double det[], double gc[], double *stat, double *df, double *sig,
NagError *fail)

3 Description

Let a sample of n observations on p variables come from ng groups with nj observations in the jth
group and

P
nj ¼ n. If the data is assumed to follow a multivariate Normal distribution with the

variance-covariance matrix of the jth group �j, then to test for equality of the variance-covariance
matrices between groups, that is, �1 ¼ �2 ¼ � � � ¼ �ng ¼ �, the following likelihood-ratio test statistic,
G, can be used;

G ¼ C n� ng
� �

log Sj j �
Xng
j¼1

nj � 1
� �

log Sj
		 		( )

;

where

C ¼ 1� 2p2 þ 3p� 1

6 pþ 1ð Þ ng � 1
� � Xng

j¼1

1

nj � 1
� �� 1

n� ng
� � !

;

and Sj are the within-group variance-covariance matrices and S is the pooled variance-covariance
matrix given by

S ¼

Xng
j¼1

nj � 1
� �

Sj

n� ng
� � :

For large n, G is approximately distributed as a �2 variable with 1
2p pþ 1ð Þ ng � 1

� �
degrees of freedom,

see Morrison (1967) for further comments. If weights are used, then S and Sj are the weighted pooled
and within-group variance-covariance matrices and n is the effective number of observations, that is,
the sum of the weights.

Instead of calculating the within-group variance-covariance matrices and then computing their
determinants in order to calculate the test statistic, nag_mv_discrim (g03dac) uses a QR decomposition.
The group means are subtracted from the data and then for each group, a QR decomposition is
computed to give an upper triangular matrix R�j . This matrix can be scaled to give a matrix Rj such that

Sj ¼ RT
j Rj. The pooled R matrix is then computed from the Rj matrices. The values of Sj j and the Sj

		 		
can then be calculated from the diagonal elements of R and the Rj.

This approach means that the Mahalanobis squared distances for a vector observation x can be
computed as zTz, where Rjz ¼ x� �xj

� �
, �xj being the vector of means of the jth group. These distances
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can be calculated by nag_mv_discrim_mahaldist (g03dbc). The distances are used in discriminant
analysis and nag_mv_discrim_group (g03dcc) uses the results of nag_mv_discrim (g03dac) to perform
several different types of discriminant analysis. The differences between the discriminant methods are,
in part, due to whether or not the within-group variance-covariance matrices are equal.

4 References

Aitchison J and Dunsmore I R (1975) Statistical Prediction Analysis Cambridge

Kendall M G and Stuart A (1976) The Advanced Theory of Statistics (Volume 3) (3rd Edition) Griffin

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

Morrison D F (1967) Multivariate Statistical Methods McGraw–Hill

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 1.

2: m – Integer Input

On entry: the number of variables in the data array x.

Constraint: m 	 nvar.

3: x½n� tdx� – const double Input

On entry: x½ k � 1ð Þ � tdxþ l � 1� must contain the kth observation for the lth variable, for
k ¼ 1; 2; . . . ; n and l ¼ 1; 2; . . . ;m.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

5: isx½m� – const Integer Input

On entry: isx½l� 1� indicates whether or not the lth variable in x is to be included in the variance-
covariance matrices.

If isx½l � 1� > 0 the lth variable is included, for l ¼ 1; 2; . . . ;m; otherwise it is not referenced.

Constraint: isx½l� 1� > 0 for nvar values of l.

6: nvar – Integer Input

On entry: the number of variables in the variance-covariance matrices, p.

Constraint: nvar 	 1.

7: ing½n� – const Integer Input

On entry: ing½k � 1� indicates to which group the kth observation belongs, for k ¼ 1; 2; . . . ; n.

Constraint: 1 � ing½k � 1� � ng, for k ¼ 1; 2; . . . ; n

The values of ing must be such that each group has at least nvar members
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8: ng – Integer Input

On entry: the number of groups, ng.

Constraint: ng 	 2.

9: wt½n� – const double Input

On entry: the elements of wt must contain the weights to be used in the analysis and the effective
number of observations for a group is the sum of the weights of the observations in that group. If
wt½k� 1� ¼ 0:0 then the kth observation is excluded from the calculations.

If weights are not provided then wt must be set to NULL and the effective number of
observations for a group is the number of observations in that group.

Constraints:

if wt is not NULL, wt½k � 1� 	 0:0, for k ¼ 1; 2; . . . ; n;
the effective number of observations for each group must be greater than 1.

10: nig½ng� – Integer Output

On exit: nig½j � 1� contains the number of observations in the jth group, for j ¼ 1; 2; . . . ; ng.

11: gmean½ng� tdg� – double Output

Note: the i; jð Þth element of the matrix is stored in gmean½ i� 1ð Þ � tdgþ j� 1�.
On exit: the jth row of gmean contains the means of the p selected variables for the jth group,
for j ¼ 1; 2; . . . ; ng.

12: tdg – Integer Input

On entry: the stride separating matrix column elements in the array gmean.

Constraint: tdg 	 nvar.

13: det½ng� – double Output

On exit: the logarithm of the determinants of the within-group variance-covariance matrices.

14: gc½dim� – double Output

Note: the dimension, dim, of the array gc must be at least ngþ 1ð Þ � nvar� nvarþ 1ð Þ=2.
On exit: the first p pþ 1ð Þ=2 elements of gc contain R and the remaining ng blocks of p pþ 1ð Þ=2
elements contain the Rj matrices. All are stored in packed form by columns.

15: stat – double * Output

On exit: the likelihood-ratio test static, G.

16: df – double * Output

On exit: the degrees of freedom for the distribution of G.

17: sig – double * Output

On exit: the significance level for G.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy m 	 nvar.

On entry, tdg ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdg 	 nvar.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_GROUP_OBSERV

On entry, group valueh i has valueh i effective observations.
Constraint: in each group the effective number of observations must be 	 1.

NE_GROUP_VAR

On entry, group valueh i has valueh i members, while nvar ¼ valueh i.
Constraint: number of members in each group 	 nvar.

NE_GROUP_VAR_RANK

The variables in group valueh i are not of full rank.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, ng ¼ valueh i.
Constraint: ng 	 2.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 1.

NE_INTARR_INT

On entry, ing½ valueh i� ¼ valueh i, ng ¼ valueh i.
Constraint: 1 � ing½i � 1� � ng, for i ¼ 1; 2; . . . ; n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NEG_WEIGHT_ELEMENT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: when referenced, all elements of wt must be non-negative.

NE_VAR_INCL_INDICATED

The number of variables, nvar in the analysis ¼ valueh i, while number of variables included in
the analysis via array isx ¼ valueh i. Constraint: these two numbers must be the same.

NE_VAR_RANK

The variables are not of full rank.

7 Accuracy

The accuracy is dependent on the accuracy of the computation of the QR decomposition.
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8 Parallelism and Performance

nag_mv_discrim (g03dac) is not threaded in any implementation.

9 Further Comments

The time will be approximately proportional to np2.

10 Example

The data, taken from Aitchison and Dunsmore (1975), is concerned with the diagnosis of three ‘types’
of Cushing's syndrome. The variables are the logarithms of the urinary excretion rates (mg/24hr) of two
steroid metabolites. Observations for a total of 21 patients are input and the statistics computed by
nag_mv_discrim (g03dac). The printed results show that there is evidence that the within-group
variance-covariance matrices are not equal.

10.1 Program Text

/* nag_mv_discrim (g03dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define GMEAN(I, J) gmean[(I) *tdgmean + J]
#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, *ing = 0, *isx = 0, j, m, n, ng, *nig = 0, nvar,
tdgmean;

Integer tdx;
NagError fail;
char weight[2];
double *det = 0, df, *gc = 0, *gmean = 0, sig, stat, *wt = 0, *wtptr = 0;
double *x = 0;

INIT_FAIL(fail);

printf("nag_mv_discrim (g03dac) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32
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scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ng);
#else

scanf("%" NAG_IFMT "", &ng);
#endif
#ifdef _WIN32

scanf_s("%1s", weight, (unsigned)_countof(weight));
#else

scanf("%1s", weight);
#endif

if (n >= 1 && nvar >= 1 && m >= nvar && ng >= 2) {
if (!(det = NAG_ALLOC(ng, double)) ||

!(gc = NAG_ALLOC((ng + 1) * nvar * (nvar + 1) / 2, double)) ||
!(gmean = NAG_ALLOC(ng * nvar, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(ing = NAG_ALLOC(n, Integer)) ||
!(isx = NAG_ALLOC(m, Integer)) || !(nig = NAG_ALLOC(ng, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdgmean = nvar;
tdx = m;

}
else {

printf("Invalid n or nvar or m or ng.\n");
exit_status = 1;
return exit_status;

}
if (*weight == ’W’) {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif

}
}
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for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &isx[j]);
#else

scanf("%" NAG_IFMT "", &isx[j]);
#endif

/* nag_mv_discrim (g03dac).
* Test for equality of within-group covariance matrices
*/

nag_mv_discrim(n, m, x, tdx, isx, nvar, ing, ng, wtptr, nig,
gmean, tdgmean, det, gc, &stat, &df, &sig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_discrim (g03dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nGroup means\n\n");
for (i = 0; i < ng; ++i) {

for (j = 0; j < nvar; ++j)
printf("%10.4f", GMEAN(i, j));

printf("\n");
}
printf("\nLOG of determinants\n\n");
for (j = 0; j < ng; ++j)

printf("%10.4f", det[j]);
printf("\n\n%s%7.4f\n", "stat = ", stat);
printf("%s%7.4f\n", " df = ", df);
printf("%s%7.4f\n", " sig = ", sig);

END:
NAG_FREE(det);
NAG_FREE(gc);
NAG_FREE(gmean);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(ing);
NAG_FREE(isx);
NAG_FREE(nig);
return exit_status;

}

10.2 Program Data

nag_mv_discrim (g03dac) Example Program Data
21 2 2 3 U
1.1314 2.4596 1
1.0986 0.2624 1
0.6419 -2.3026 1
1.3350 -3.2189 1
1.4110 0.0953 1
0.6419 -0.9163 1
2.1163 0.0000 2
1.3350 -1.6094 2
1.3610 -0.5108 2
2.0541 0.1823 2
2.2083 -0.5108 2
2.7344 1.2809 2
2.0412 0.4700 2
1.8718 -0.9163 2
1.7405 -0.9163 2
2.6101 0.4700 2
2.3224 1.8563 3
2.2192 2.0669 3
2.2618 1.1314 3
3.9853 0.9163 3
2.7600 2.0281 3
1 1
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10.3 Program Results

nag_mv_discrim (g03dac) Example Program Results

Group means

1.0433 -0.6034
2.0073 -0.2060
2.7097 1.5998

LOG of determinants

-0.8273 -3.0460 -2.2877

stat = 19.2410
df = 6.0000

sig = 0.0038
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NAG Library Function Document

nag_mv_discrim_mahaldist (g03dbc)

1 Purpose

nag_mv_discrim_mahaldist (g03dbc) computes Mahalanobis squared distances for group or pooled
variance-covariance matrices. It is intended for use after nag_mv_discrim (g03dac).

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_discrim_mahaldist (Nag_GroupCovars equal, Nag_MahalDist mode,
Integer nvar, Integer ng, const double gmean[], Integer tdg,
const double gc[], Integer nobs, Integer m, const Integer isx[],
const double x[], Integer tdx, double d[], Integer tdd, NagError *fail)

3 Description

Consider p variables observed on ng populations or groups. Let �xj be the sample mean and Sj the
within-group variance-covariance matrix for the jth group and let xk be the kth sample point in a
dataset. A measure of the distance of the point from the jth population or group is given by the
Mahalanobis distance, D2

kj:

D2
kj ¼ xk � �xj

� �T
S�1j xk � �xj

� �
:

If the pooled estimated of the variance-covariance matrix S is used rather than the within-group
variance-covariance matrices, then the distance is:

D2
kj ¼ xk � �xj

� �T
S�1 xk � �xj

� �
:

Instead of using the variance-covariance matrices S and Sj, nag_mv_discrim_mahaldist (g03dbc) uses
the upper triangular matrices R and Rj supplied by nag_mv_discrim (g03dac) such that S ¼ RTR and
Sj ¼ RT

j Rj. D2
kj can then be calculated as zTz where Rjz ¼ xk � �xj

� �
or Rz ¼ xk � �xj

� �
as appropriate.

A particular case is when the distance between the group or population means is to be estimated. The
Mahalanobis distance between the ith and jth groups is:

D2
ij ¼ �xi � �xj

� �T
S�1j �xi � �xj

� �
or

D2
ij ¼ �xi � �xj

� �T
S�1 �xi � �xj

� �
:

Note: D2
jj ¼ 0 and that in the case when the pooled variance-covariance matrix is used D2

ij ¼ D2
ji so in

this case only the lower triangular values of D2
ij, i > j, are computed.

4 References

Aitchison J and Dunsmore I R (1975) Statistical Prediction Analysis Cambridge

Kendall M G and Stuart A (1976) The Advanced Theory of Statistics (Volume 3) (3rd Edition) Griffin

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press
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5 Arguments

1: equal – Nag_GroupCovars Input

On entry: indicates whether or not the within-group variance-covariance matrices are assumed to
be equal and the pooled variance-covariance matrix used.

equal ¼ Nag EqualCovar
The within-group variance-covariance matrices are assumed equal and the matrix R stored
in the first p pþ 1ð Þ=2 elements of gc is used.

equal ¼ Nag NotEqualCovar
The within-group variance-covariance matrices are assumed to be unequal and the matrices
Rj , for j ¼ 1; 2; . . . ; ng, stored in the remainder of gc are used.

Constraint: equal ¼ Nag EqualCovar or Nag NotEqualCovar.

2: mode – Nag_MahalDist Input

On entry: indicates whether distances from sample points are to be calculated or distances
between the group means.

mode ¼ Nag SamplePoints
The distances between the sample points given in x and the group means are calculated.

mode ¼ Nag GroupMeans
The distances between the group means will be calculated.

Constraint: mode ¼ Nag SamplePoints or Nag GroupMeans.

3: nvar – Integer Input

On entry: the number of variables, p, in the variance-covariance matrices as specified to
nag_mv_discrim (g03dac).

Constraint: nvar 	 1.

4: ng – Integer Input

On entry: the number of groups, ng.

Constraint: ng 	 2.

5: gmean½ng� tdg� – const double Input

Note: the i; jð Þth element of the matrix is stored in gmean½ i� 1ð Þ � tdgþ j� 1�.
On entry: the jth row of gmean contains the means of the p selected variables for the jth group,
for j ¼ 1; 2; . . . ; ng. These are returned by nag_mv_discrim (g03dac).

6: tdg – Integer Input

On entry: the stride separating matrix column elements in the array gmean.

Constraint: tdg 	 nvar.

7: gc½dim� – const double Input

Note: the dimension, dim, of the array gc must be at least ngþ 1ð Þ � nvar� nvarþ 1ð Þ=2.
On entry: the first p pþ 1ð Þ=2 elements of gc should contain the upper triangular matrix R and
the next ng blocks of p pþ 1ð Þ=2 elements should contain the upper triangular matrices Rj. All
matrices must be stored packed by column. These matrices are returned by nag_mv_discrim
(g03dac).

If equal ¼ Nag EqualCovar only the first p pþ 1ð Þ=2 elements are referenced.
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If equal ¼ Nag NotEqualCovar only the elements p pþ 1ð Þ=2 to ng þ 1
� �

p pþ 1ð Þ=2� 1 are
referenced.

Constraints:

if equal ¼ Nag EqualCovar, the diagonal elements of R 6¼ 0:0;
if equal ¼ Nag NotEqualCovar, the diagonal elements of the Rj 6¼ 0:0, for
j ¼ 1; 2; . . . ; ng.

8: nobs – Integer Input

On entry: if mode ¼ Nag SamplePoints the number of sample points in x for which distances are
to be calculated.

If mode ¼ Nag GroupMeans, nobs is not referenced.

Constraint: if mode ¼ Nag SamplePoints, nobs 	 1.

9: m – Integer Input

On entry: if mode ¼ Nag SamplePoints the number of variables in the data array x.

If mode ¼ Nag GroupMeans, then m is not referenced.

Constraint: if mode ¼ Nag SamplePoints, m 	 nvar.

10: isx½m� – const Integer Input

On entry: if mode ¼ Nag SamplePoints, isx½l � 1� indicates if the lth variable in x is to be
included in the distance calculations. If isx½l � 1� > 0, the lth variable is included, for
l ¼ 1; 2; . . . ;m; otherwise the lth variable is not referenced.

If mode ¼ Nag GroupMeans, then isx is not referenced and may be set to the NULL pointer
(Integer *)0.

Constraint: if mode ¼ Nag SamplePoints, isx½l� 1� > 0 for nvar values of l .

11: x½nobs� tdx� – const double Input

On entry: if mode ¼ Nag SamplePoints, the kth row of x must contain xk. That is,
x½ k� 1ð Þ � tdxþ l� 1� must contain the kth sample value for the lth variable for
k ¼ 1; 2; . . . ; nobs and l ¼ 1; 2; . . . ;m. Otherwise x is not referenced and may be set to the
NULL pointer (double *)0.

12: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 max 1;mð Þ.

13: d½dim1� tdd� – double Output

On exit: the squared distances.

If mode ¼ Nag SamplePoints, d½ k � 1ð Þ � tddþ j � 1� contains the squared distance of the kth
sample point from the jth group mean, D2

kj , for k ¼ 1; 2; . . . ;nobs and j ¼ 1; 2; . . . ; ng.

If mode ¼ Nag GroupMeans and equal ¼ Nag NotEqualCovar, d½ i � 1ð Þ � tddþ j � 1� contains
the squared distance between the ith mean and the jth mean, D2

ij , for i ¼ 1; 2; . . . ; ng and
j ¼ 1; 2; . . . ; i � 1; i þ 1; . . . ; ng. The elements d½ i � 1ð Þ � tddþ i � 1� are not referenced, for
i ¼ 1; 2; . . . ; ng.

If mode ¼ Nag GroupMeans and equal ¼ Nag EqualCovar, d½ i � 1ð Þ � tddþ j � 1� contains the
squared distance between the ith mean and the jth mean, D2

ij , for i ¼ 1; 2; . . . ; ng and
j ¼ 1; 2; . . . ; i � 1. Since Dij ¼ Dji the elements d½ i � 1ð Þ � tddþ j � 1� are not referenced, for
i ¼ 1; 2; . . . ; ng and j ¼ i; . . . ; ng.

g03 – Multivariate Methods g03dbc

Mark 26 g03dbc.3



14: tdd – Integer Input

On entry: the stride separating matrix column elements in the array d.

Constraint: tdd 	 ng.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_ENUM_CONS

On entry, m ¼ valueh i while nvar ¼ valueh i and mode ¼ Nag SamplePoints. These arguments
must satisfy m 	 nvar when mode ¼ Nag SamplePoints.

On entry, tdx ¼ valueh i while m ¼ valueh i and mode ¼ Nag SamplePoints. These arguments
must satisfy tdx 	 max (1,m) when mode ¼ Nag SamplePoints.

NE_2_INT_ARG_LT

On entry, tdd ¼ valueh i while ng ¼ valueh i. These arguments must satisfy tdd 	 ng.

On entry, tdg ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdg 	 nvar.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument equal had an illegal value.

On entry, argument mode had an illegal value.

NE_DIAG_0_COND

A diagonal element of R is zero when equal ¼ Nag EqualCovar.

NE_DIAG_0_J_COND

A diagonal element of R is zero for some j, when equal ¼ Nag NotEqualCovar.

NE_INT_ARG_ENUM_CONS

On entry, nobs ¼ valueh i while mode ¼ Nag SamplePoints. These arguments must satisfy
nobs 	 1 when mode ¼ Nag SamplePoints.

NE_INT_ARG_LT

On entry, ng ¼ valueh i.
Constraint: ng 	 2.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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NE_VAR_INCL_COND

The number of variables, nvar in the analysis ¼ valueh i, while number of variables included in
the analysis via array isx ¼ valueh i.
Constraint: These two numbers must be the same when mode ¼ Nag SamplePoints.

7 Accuracy

The accuracy will depend upon the accuracy of the input R or Rj matrices.

8 Parallelism and Performance

nag_mv_discrim_mahaldist (g03dbc) is not threaded in any implementation.

9 Further Comments

If the distances are to be used for discrimination, see also nag_mv_discrim_group (g03dcc).

10 Example

The data, taken from Aitchison and Dunsmore (1975), is concerned with the diagnosis of three ‘types’
of Cushing's syndrome. The variables are the logarithms of the urinary excretion rates (mg/24hr) of two
steroid metabolites. Observations for a total of 21 patients are input and the group means and R
matrices are computed by nag_mv_discrim (g03dac). A further six observations of unknown type are
input, and the distances from the group means of the 21 patients of known type are computed under the
assumption that the within-group variance-covariance matrices are not equal. These results are printed
and indicate that the first four are close to one of the groups while observations 5 and 6 are some
distance from any group.

10.1 Program Text

/* nag_mv_discrim_mahaldist (g03dbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define D(I, J) d[(I) *tdd + J]
#define X(I, J) x[(I) *tdx + J]

int main(void)
{

Integer i, j, m, n, ng, nobs, nvar, tdd, tdgmean, tdx;
Integer exit_status = 0, *ing = 0, *isx = 0, *nig = 0;
char nag_enum_arg[40];
double df, sig, stat;
double *d = 0, *det = 0, *gc = 0, *gmean = 0, *wt = 0;
double *wtptr = 0, *x = 0;
Nag_GroupCovars equal;
Nag_Boolean weight;
NagError fail;

INIT_FAIL(fail);
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printf("nag_mv_discrim_mahaldist (g03dbc) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ng);
#else

scanf("%" NAG_IFMT "", &ng);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

if (n >= 1 && nvar >= 1 && m >= nvar && ng >= 2) {
if (!(det = NAG_ALLOC(ng, double)) ||

!(gc = NAG_ALLOC((ng + 1) * nvar * (nvar + 1) / 2, double)) ||
!(gmean = NAG_ALLOC(ng * nvar, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(ing = NAG_ALLOC(n, Integer)) ||
!(isx = NAG_ALLOC(m, Integer)) || !(nig = NAG_ALLOC(ng, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdgmean = nvar;
tdx = m;

}
else {

printf("Invalid n or nvar or m or ng.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
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#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif

}
}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif
/* nag_mv_discrim (g03dac).
* Test for equality of within-group covariance matrices
*/

nag_mv_discrim(n, m, x, tdx, isx, nvar, ing, ng, wtptr, nig,
gmean, tdgmean, det, gc, &stat, &df, &sig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_discrim (g03dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nobs);
#else

scanf("%" NAG_IFMT "", &nobs);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

equal = (Nag_GroupCovars) nag_enum_name_to_value(nag_enum_arg);
if (nobs >= 1) {

if (!(d = NAG_ALLOC(nobs * ng, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdd = ng;

for (i = 0; i < nobs; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

/* nag_mv_discrim_mahaldist (g03dbc).
* Mahalanobis squared distances, following nag_mv_discrim
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* (g03dac)
*/

nag_mv_discrim_mahaldist(equal, Nag_SamplePoints, nvar, ng, gmean,
tdgmean, gc, nobs, m, isx, x, tdx, d, tdd,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_discrim_mahaldist (g03dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n Obs Distances\n\n");
for (i = 0; i < nobs; ++i) {

printf(" %3" NAG_IFMT "", i + 1);
for (j = 0; j < ng; ++j)

printf("%10.3f", D(i, j));
printf("\n");

}
}

END:
NAG_FREE(d);
NAG_FREE(det);
NAG_FREE(gc);
NAG_FREE(gmean);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(ing);
NAG_FREE(isx);
NAG_FREE(nig);

return exit_status;
}

10.2 Program Data

nag_mv_discrim_mahaldist (g03dbc) Example Program Data
21 2 2 3 Nag_FALSE
1.1314 2.4596 1
1.0986 0.2624 1
0.6419 -2.3026 1
1.3350 -3.2189 1
1.4110 0.0953 1
0.6419 -0.9163 1
2.1163 0.0000 2
1.3350 -1.6094 2
1.3610 -0.5108 2
2.0541 0.1823 2
2.2083 -0.5108 2
2.7344 1.2809 2
2.0412 0.4700 2
1.8718 -0.9163 2
1.7405 -0.9163 2
2.6101 0.4700 2
2.3224 1.8563 3
2.2192 2.0669 3
2.2618 1.1314 3
3.9853 0.9163 3
2.7600 2.0281 3
1 1
6 Nag_NotEqualCovar

1.6292 -0.9163
2.5572 1.6094
2.5649 -0.2231
0.9555 -2.3026
3.4012 -2.3026
3.0204 -0.2231
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10.3 Program Results

nag_mv_discrim_mahaldist (g03dbc) Example Program Results

Obs Distances

1 3.339 0.752 50.928
2 20.777 5.656 0.060
3 21.363 4.841 19.498
4 0.718 6.280 124.732
5 55.000 88.860 71.785
6 36.170 15.785 15.749
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NAG Library Function Document

nag_mv_discrim_group (g03dcc)

1 Purpose

nag_mv_discrim_group (g03dcc) allocates observations to groups according to selected rules. It is
intended for use after nag_mv_discrim (g03dac).

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_discrim_group (Nag_DiscrimMethod type, Nag_GroupCovars equal,
Nag_PriorProbability priors, Integer nvar, Integer ng,
const Integer nig[], const double gmean[], Integer tdg,
const double gc[], const double det[], Integer nobs, Integer m,
const Integer isx[], const double x[], Integer tdx, double prior[],
double p[], Integer tdp, Integer iag[], Nag_Boolean atiq, double ati[],
NagError *fail)

3 Description

Discriminant analysis is concerned with the allocation of observations to groups using information from
other observations whose group membership is known, Xt; these are called the training set. Consider p
variables observed on ng populations or groups. Let �xj be the sample mean and Sj the within-group
variance-covariance matrix for the jth group; these are calculated from a training set of n observations
with nj observations in the jth group, and let xk be the kth observation from the set of observations to
be allocated to the ng groups. The observation can be allocated to a group according to a selected rule.
The allocation rule or discriminant function will be based on the distance of the observation from an
estimate of the location of the groups, usually the group means. A measure of the distance of the
observation from the jth group mean is given by the Mahalanobis distance, D2

kj:

D2
kj ¼ xk � �xj

� �T
S�1j xk � �xj

� �
: ð1Þ

If the pooled estimate of the variance-covariance matrix S is used rather than the within-group
variance-covariance matrices, then the distance is:

D2
kj ¼ xk � �xj

� �T
S�1 xk � �xj

� �
: ð2Þ

Instead of using the variance-covariance matrices S and Sj, nag_mv_discrim_group (g03dcc) uses the
upper triangular matrices R and Rj supplied by nag_mv_discrim (g03dac) such that S ¼ RTR and
Sj ¼ RT

j Rj. D2
kj can then be calculated as zTz where Rjz ¼ xk � �xj

� �
or Rz ¼ xk � �xj

� �
as appropriate.

In addition to the distances, a set of prior probabilities of group membership, 	j , for j ¼ 1; 2; . . . ; ng,
may be used, with

P
	j ¼ 1. The prior probabilities reflect your view as to the likelihood of the

observations coming from the different groups. Two common cases for prior probabilities are
	1 ¼ 	2 ¼ � � � ¼ 	ng , that is, equal prior probabilities, and 	j ¼ nj=n, for j ¼ 1; 2; . . . ; ng, that is, prior
probabilities proportional to the number of observations in the groups in the training set.

nag_mv_discrim_group (g03dcc) uses one of four allocation rules. In all four rules the p variables are
assumed to follow a multivariate Normal distribution with mean �j and variance-covariance matrix �j

if the observation comes from the jth group. The different rules depend on whether or not the within-
group variance-covariance matrices are assumed equal, i.e., �1 ¼ �2 ¼ � � � ¼ �ng , and whether a
predictive or estimative approach is used. If p xk j �j; �j

� �
is the probability of observing the

observation xk from group j, then the posterior probability of belonging to group j is:
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p j j xk�j;�j

� �
/ p xk j �j; �j

� �
	j: ð3Þ

In the estimative approach, the arguments �j and �j in (3) are replaced by their estimates calculated
from Xt. In the predictive approach, a non-informative prior distribution is used for the arguments and
a posterior distribution for the arguments, p �j; �j j Xt

� �
, is found. A predictive distribution is then

obtained by integrating p j j xk; �j;�j

� �
p �j; �j j X
� �

over the argument space. This predictive
distribution then replaces p xk j �j; �j

� �
in (3). See Aitchison and Dunsmore (1975), Aitchison et al.

(1977) and Moran and Murphy (1979) for further details.

The observation is allocated to the group with the highest posterior probability. Denoting the posterior
probabilities, p j j xk; �j;�j

� �
, by qj, the four allocation rules are:

(i) Estimative with equal variance-covariance matrices – Linear Discrimination.

log qð Þj / �
1

2
D2
kj þ log	j

(ii) Estimative with unequal variance-covariance matrices – Quadratic Discrimination.

log qð Þj / �
1

2
D2
kj þ log	j �

1

2
log Sj
		 		

(iii) Predictive with equal variance-covariance matrices.

q�1j / nj þ 1
� �

=nj
� �p=2

1þ nj= n� ng
� �

nj þ 1
� �� �� �

D2
kj

n o nþ1�ngð Þ=2

(iv) Predictive with unequal variance-covariance matrices

q�1j / C n2j � 1
� �

=nj

� �
Sj
		 		n op=2

1þ nj= n2j � 1
� �� �

D2
kj

n onj=2
where

C ¼
� 1

2 nj � p
� �� �
� 1

2nj
� �

In the above the appropriate value of D2
kj from (1) or (2) is used. The values of the qj are

standardized so that, Xng
j¼1

qj ¼ 1:

Moran and Murphy (1979) show the similarity between the predictive methods and methods based
upon likelihood ratio tests.

In addition to allocating the observation to a group, nag_mv_discrim_group (g03dcc) computes an
atypicality index, Ij xkð Þ. This represents the probability of obtaining an observation more typical of
group j than the observed xk (see Aitchison and Dunsmore (1975) and Aitchison et al. (1977)).
The atypicality index is computed as:

Ij xkð Þ ¼ P B � z : 1
2
p;
1

2
nj � d
� �� �

where P B � � : a; bð Þ is the lower tail probability from a beta distribution where, for unequal
within-group variance-covariance matrices,

z ¼ D2
kj= D2

kj þ n2j � 1
� �

=nj

� �
;

and for equal within-group variance-covariance matrices,

z ¼ D2
kj= D2

kj þ n� ng
� �

nj � 1
� �

=nj

� �
:
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If Ij xkð Þ is close to 1 for all groups it indicates that the observation may come from a grouping not
represented in the training set. Moran and Murphy (1979) provide a frequentist interpretation of
Ij xkð Þ.

4 References

Aitchison J and Dunsmore I R (1975) Statistical Prediction Analysis Cambridge

Aitchison J, Habbema J D F and Kay J W (1977) A critical comparison of two methods of statistical
discrimination Appl. Statist. 26 15–25

Kendall M G and Stuart A (1976) The Advanced Theory of Statistics (Volume 3) (3rd Edition) Griffin

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

Moran M A and Murphy B J (1979) A closer look at two alternative methods of statistical
discrimination Appl. Statist. 28 223–232

Morrison D F (1967) Multivariate Statistical Methods McGraw–Hill

5 Arguments

1: type – Nag_DiscrimMethod Input

On entry: indicates whether the estimative or predictive approach is to be used.

type ¼ Nag DiscrimEstimate
The estimative approach is used.

type ¼ Nag DiscrimPredict
The predictive approach is used.

Constraint: type ¼ Nag DiscrimEstimate or Nag DiscrimPredict.

2: equal – Nag_GroupCovars Input

On entry: indicates whether or not the within-group variance-covariance matrices are assumed to
be equal and the pooled variance-covariance matrix used.

equal ¼ Nag EqualCovar
The within-group variance-covariance matrices are assumed equal and the matrix R stored
in the first p pþ 1ð Þ=2 elements of gc is used.

equal ¼ Nag NotEqualCovar
The within-group variance-covariance matrices are assumed to be unequal and the matrices
Ri, for i ¼ 1; 2; . . . ; ng, stored in the remainder of gc are used.

Constraint: equal ¼ Nag EqualCovar or Nag NotEqualCovar.

3: priors – Nag_PriorProbability Input

On entry: indicates the form of the prior probabilities to be used.

priors ¼ Nag EqualPrior
Equal prior probabilities are used.

priors ¼ Nag GroupSizePrior
Prior probabilities proportional to the group sizes in the training set, nj, are used.

priors ¼ Nag UserPrior
The prior probabilities are input in prior.

Constraint: priors ¼ Nag EqualPrior, Nag GroupSizePrior or Nag UserPrior.
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4: nvar – Integer Input

On entry: the number of variables, p, in the variance-covariance matrices as specified to
nag_mv_discrim (g03dac).

Constraint: nvar 	 1.

5: ng – Integer Input

On entry: the number of groups, ng.

Constraint: ng 	 2.

6: nig½ng� – const Integer Input

On entry: the number of observations in each group training set, nj.

Constraints:

if equal ¼ Nag EqualCovar, nig½j � 1� > 0 and
Png

j¼1nig½j � 1� > ngþ nvar, for
j ¼ 1; 2; . . . ; ng;
if equal ¼ Nag NotEqualCovar, nig½j � 1� > nvar, for j ¼ 1; 2; . . . ; ng.

7: gmean½ng� tdg� – const double Input

Note: the i; jð Þth element of the matrix is stored in gmean½ i� 1ð Þ � tdgþ j� 1�.
On entry: the jth row of gmean contains the means of the p variables for the jth group, for
j ¼ 1; 2; . . . ; nj . These are returned by nag_mv_discrim (g03dac).

8: tdg – Integer Input

On entry: the stride separating matrix column elements in the array gmean.

Constraint: tdg 	 nvar.

9: gc½dim� – const double Input

Note: the dimension, dim, of the array gc must be at least ngþ 1ð Þ � nvar� nvarþ 1ð Þ=2.
On entry: the first p pþ 1ð Þ=2 elements of gc should contain the upper triangular matrix R and
the next ng blocks of p pþ 1ð Þ=2 elements should contain the upper triangular matrices Rj.

All matrices must be stored packed by column. These matrices are returned by nag_mv_discrim
(g03dac). If equal ¼ Nag EqualCovar, only the first p pþ 1ð Þ=2 elements are referenced, if
equal ¼ Nag NotEqualCovar, only the elements p pþ 1ð Þ=2 to ng þ 1

� �
p pþ 1ð Þ=2� 1 are

referenced.

Constraints:

if equal ¼ Nag EqualCovar, the diagonal elements of R must be 6¼ 0:0;
if equal ¼ Nag NotEqualCovar, the diagonal elements of the Rj must be 6¼ 0:0, for
j ¼ 1; 2; . . . ; ng.

10: det½ng� – const double Input

On entry: if equal ¼ Nag NotEqualCovar, the logarithms of the determinants of the within-group
variance-covariance matrices as returned by nag_mv_discrim (g03dac). Otherwise det is not
referenced.

11: nobs – Integer Input

On entry: the number of observations in x which are to be allocated.

Constraint: nobs 	 1.
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12: m – Integer Input

On entry: the number of variables in the data array x.

Constraint: m 	 nvar.

13: isx½m� – const Integer Input

On entry: isx½l � 1� indicates if the lth variable in x is to be included in the distance calculations.
If isx½l � 1� > 0 the lth variable is included, for l ¼ 1; 2; . . . ;m; otherwise the lth variable is not
referenced.

Constraint: isx½l� 1� > 0 for nvar values of l.

14: x½nobs� tdx� – const double Input

On entry: x½ k � 1ð Þ � tdxþ l � 1� must contain the kth observation for the lth variable, for
k ¼ 1; 2; . . . ; nobs and l ¼ 1; 2; . . . ;m.

15: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

16: prior½ng� – double Input/Output

On entry: if priors ¼ Nag UserPrior the prior probabilities for the ng groups.

C o n s t r a i n t : i f priors ¼ Nag UserPrior, prior½j � 1� > 0:0 a n d

1�
Png

j¼1prior½j � 1�
			 			 � 10�machine precision, for j ¼ 1; 2; . . . ; ng.

On exit: if priors ¼ Nag GroupSizePrior, the computed prior probabilities in proportion to group
sizes for the ng groups.

If priors ¼ Nag UserPrior, the input prior probabilities will be unchanged.

If priors ¼ Nag EqualPrior, prior is not set.

17: p½nobs� tdp� – double Output

On exit: p½ k � 1ð Þ � tdpþ j � 1� contains the posterior probability pkj for allocating the kth
observation to the jth group , for k ¼ 1; 2; . . . ; nobs and j ¼ 1; 2; . . . ; ng.

18: tdp – Integer Input

On entry: the stride separating matrix column elements in the arrays p, ati.

Constraint: tdp 	 ng.

19: iag½nobs� – Integer Output

On exit: the groups to which the observations have been allocated.

20: atiq – Nag_Boolean Input

On entry: atiq must be Nag_TRUE if atypicality indices are required. If atiq is Nag_FALSE, the
array ati is not set.

21: ati½nobs� tdp� – double Output

On exit: if atiq is Nag_TRUE, ati½ k � 1ð Þ � tdpþ j � 1� will contain the atypicality index for the
kth observation with respect to the jth group, for k ¼ 1; 2; . . . ; nobs and j ¼ 1; 2; . . . ; ng. If atiq
is Nag_FALSE, ati is not set.

g03 – Multivariate Methods g03dcc

Mark 26 g03dcc.5



22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy m 	 nvar.

On entry, tdg ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdg 	 nvar.

On entry, tdp ¼ valueh i while ng ¼ valueh i. These arguments must satisfy tdp 	 ng.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument equal had an illegal value.

On entry, argument priors had an illegal value.

On entry, argument type had an illegal value.

NE_DIAG_0_COND

A diagonal element of R is zero when equal ¼ Nag EqualCovar.

NE_DIAG_0_J_COND

A diagonal element of R is zero for some j, when equal ¼ Nag NotEqualCovar

NE_GROUP_SUM

On entry, the
Png

j¼1nig½j� 1� ¼ valueh i, ng ¼ valueh i, nvar ¼ valueh i.
Constraint:

Png
j¼1nig½j� 1� > ngþ nvar when equal ¼ Nag EqualCovar.

NE_INT_ARG_LT

On entry, ng ¼ valueh i.
Constraint: ng 	 2.

On entry, nobs ¼ valueh i.
Constraint: nobs 	 1.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 1.

NE_INTARR

On entry, nig½ valueh i� ¼ valueh i.
Constraint: nig½i � 1� > 0, for i ¼ 1; 2; . . . ; ng, when equal ¼ Nag EqualCovar.

NE_INTARR_INT

On entry, nig½ valueh i� ¼ valueh i, nvar ¼ valueh i.
Constraint: nig½i� 1� > nvar, i ¼ 1; 2; . . . ; ng when equal ¼ Nag NotEqualCovar.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_PRIOR_SUM

On entry,
Png

j¼1prior½j� 1� ¼ valueh i.
Constraint:

Png
j¼1prior½j� 1� must be within 10� machine precision of 1 when

priors ¼ Nag UserPrior.

NE_REALARR

On entry, prior½ valueh i� ¼ valueh i.
Constraint: prior½j� 1� > 0, j ¼ 1; 2; . . . ; ng when priors ¼ Nag UserPrior.

NE_VAR_INCL_INDICATED

The number of variables, nvar in the analysis ¼ valueh i, while number of variables included in
the analysis via array isx ¼ valueh i.
Constraint: these two numbers must be the same.

7 Accuracy

The accuracy of the returned posterior probabilities will depend on the accuracy of the input R or Rj

matrices. The atypicality index should be accurate to four significant places.

8 Parallelism and Performance

nag_mv_discrim_group (g03dcc) is not threaded in any implementation.

9 Further Comments

The distances D2
kj can be computed using nag_mv_discrim_mahaldist (g03dbc) if other forms of

discrimination are required.

10 Example

The data, taken from Aitchison and Dunsmore (1975), is concerned with the diagnosis of three ‘types’
of Cushing's syndrome. The variables are the logarithms of the urinary excretion rates (mg/24hr) of two
steroid metabolites. Observations for a total of 21 patients are input and the group means and R
matrices are computed by nag_mv_discrim (g03dac). A further six observations of unknown type are
input and allocations made using the predictive approach and under the assumption that the within-
group covariance matrices are not equal. The posterior probabilities of group membership, qj, and the
atypicality index are printed along with the allocated group. The atypicality index shows that
observations 5 and 6 do not seem to be typical of the three types present in the initial 21 observations.

10.1 Program Text

/* nag_mv_discrim_group (g03dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
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#include <nag_stdlib.h>
#include <nagg03.h>

#define ATI(I, J) ati[(I) *tdati + J]
#define P(I, J) p[(I) *tdp + J]
#define X(I, J) x[(I) *tdx + J]

int main(void)
{

Integer exit_status = 0, i, *iag = 0, *ing = 0, *isx = 0, j, m, n,
ng, *nig = 0, nobs;

Integer nvar, tdati, tdgmean, tdp, tdx;
double *ati = 0, *det = 0, df, *gc = 0, *gmean = 0, *p = 0;
double *prior = 0, sig, stat, *wt = 0, *wtptr = 0, *x = 0;
char nag_enum_arg[40];
Nag_Boolean atiq = Nag_TRUE, weight;
Nag_DiscrimMethod type;
Nag_GroupCovars equal;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_discrim_group (g03dcc) Example Program Results\n\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ng);
#else

scanf("%" NAG_IFMT "", &ng);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

if (n >= 1 && nvar >= 1 && m >= nvar && ng >= 2) {
if (!(det = NAG_ALLOC(ng, double)) ||

!(gc = NAG_ALLOC((ng + 1) * nvar * (nvar + 1) / 2, double)) ||
!(gmean = NAG_ALLOC((ng) * (nvar), double)) ||
!(prior = NAG_ALLOC(ng, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) ||
!(ing = NAG_ALLOC(n, Integer)) ||
!(isx = NAG_ALLOC(m, Integer)) || !(nig = NAG_ALLOC(ng, Integer)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdgmean = nvar;
tdx = m;

}
else {

printf("Invalid n or nvar or ng.\n");
exit_status = 1;
return exit_status;

}
if (weight) {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ing[i]);
#else

scanf("%" NAG_IFMT "", &ing[i]);
#endif

}
}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif

/* nag_mv_discrim (g03dac).
* Test for equality of within-group covariance matrices
*/

nag_mv_discrim(n, m, x, tdx, isx, nvar, ing, ng, wtptr, nig,
gmean, tdgmean, det, gc, &stat, &df, &sig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_discrim (g03dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nobs);
#else

scanf("%" NAG_IFMT "", &nobs);
#endif
#ifdef _WIN32
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scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

equal = (Nag_GroupCovars) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

type = (Nag_DiscrimMethod) nag_enum_name_to_value(nag_enum_arg);
if (nobs >= 1) {

if (!(ati = NAG_ALLOC((nobs) * (ng), double)) ||
!(p = NAG_ALLOC((nobs) * (ng), double)) ||
!(iag = NAG_ALLOC(nobs, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdati = ng;
tdp = ng;
for (i = 0; i < nobs; ++i) {

for (j = 0; j < m; ++j) {
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
}

/* nag_mv_discrim_group (g03dcc).
* Allocates observations to groups, following
* nag_mv_discrim (g03dac)
*/

nag_mv_discrim_group(type, equal, Nag_EqualPrior, nvar, ng, nig, gmean,
tdgmean, gc, det, nobs, m, isx, x, tdx, prior, p,
tdp, iag, atiq, ati, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_discrim_group (g03dcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Obs Posterior Allocated ");
printf(" Atypicality ");
printf("\n");
printf(" probabilities to group index ");
printf("\n");
printf("\n");
for (i = 0; i < nobs; ++i) {

printf(" %6" NAG_IFMT " ", i + 1);
for (j = 0; j < ng; ++j) {

printf("%6.3f", P(i, j));
}
printf(" %6" NAG_IFMT " ", iag[i]);
for (j = 0; j < ng; ++j) {

printf("%6.3f", ATI(i, j));
}
printf("\n");

}
}

END:
NAG_FREE(ati);
NAG_FREE(det);
NAG_FREE(gc);
NAG_FREE(gmean);
NAG_FREE(p);
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NAG_FREE(prior);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(iag);
NAG_FREE(ing);
NAG_FREE(isx);
NAG_FREE(nig);
return exit_status;

}

10.2 Program Data

nag_mv_discrim_group (g03dcc) Example Program Data
21 2 2 3 Nag_FALSE
1.1314 2.4596 1
1.0986 0.2624 1
0.6419 -2.3026 1
1.3350 -3.2189 1
1.4110 0.0953 1
0.6419 -0.9163 1
2.1163 0.0000 2
1.3350 -1.6094 2
1.3610 -0.5108 2
2.0541 0.1823 2
2.2083 -0.5108 2
2.7344 1.2809 2
2.0412 0.4700 2
1.8718 -0.9163 2
1.7405 -0.9163 2
2.6101 0.4700 2
2.3224 1.8563 3
2.2192 2.0669 3
2.2618 1.1314 3
3.9853 0.9163 3
2.7600 2.0281 3
1 1
6 Nag_NotEqualCovar Nag_DiscrimPredict

1.6292 -0.9163
2.5572 1.6094
2.5649 -0.2231
0.9555 -2.3026
3.4012 -2.3026
3.0204 -0.2231

10.3 Program Results

nag_mv_discrim_group (g03dcc) Example Program Results

Obs Posterior Allocated Atypicality
probabilities to group index

1 0.094 0.905 0.002 2 0.596 0.254 0.975
2 0.005 0.168 0.827 3 0.952 0.836 0.018
3 0.019 0.920 0.062 2 0.954 0.797 0.912
4 0.697 0.303 0.000 1 0.207 0.860 0.993
5 0.317 0.013 0.670 3 0.991 1.000 0.984
6 0.032 0.366 0.601 3 0.981 0.978 0.887

g03 – Multivariate Methods g03dcc

Mark 26 g03dcc.11 (last)





NAG Library Function Document

nag_mv_distance_mat (g03eac)

1 Purpose

nag_mv_distance_mat (g03eac) computes a distance (dissimilarity) matrix.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_distance_mat (Nag_MatUpdate update, Nag_DistanceType dist,
Nag_VarScaleType scale, Integer n, Integer m, const double x[],
Integer tdx, const Integer isx[], double s[], double d[],
NagError *fail)

3 Description

Given n objects, a distance or dissimilarity matrix, is a symmetric matrix with zero diagonal elements
such that the ijth element represents how far apart or how dissimilar the ith and jth objects are.

Let X be an n by p data matrix of observations of p variables on n objects, then the distance between
object j and object k, djk, can be defined as:

djk ¼
Xp
i¼1
D xji=si; xki=si
� �( )�

;

where xji and xki are the j; ið Þth and k; ið Þth elements of X, si is a standardization for the ith variable
and D u; vð Þ is a suitable function. Three functions are provided in nag_mv_distance_mat (g03eac):

(a) Euclidean distance: D u; vð Þ ¼ u� vð Þ2 and � ¼ 1
2 .

(b) Euclidean squared distance: D u; vð Þ ¼ u� vð Þ2 and � ¼ 1.

(c) Absolute distance (city block metric): D u; vð Þ ¼ u� vj j and � ¼ 1.

Three standardizations are available:

1. Standard deviation: si ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPn

j¼1 xji � �x
� �2

= n� 1ð Þ
q

2. Range: si ¼ max x1i; x2i; . . . ; xnið Þ �min x1i; x2i; . . . ; xnið Þ
3. User-supplied values of si.

In addition to the above distances there are a large number of other dissimilarity measures, particularly
for dichotomous variables (see Krzanowski (1990) and Everitt (1974)). For the dichotomous case these
measures are simple to compute and can, if suitable scaling is used, be combined with the distances
computed by nag_mv_distance_mat (g03eac) using the updating option.

Dissimilarity measures for variables can be based on the correlation coefficient for continuous variables
and contingency table statistics for dichotomous data, see the g02 Chapter Introduction and the g11
Chapter Introduction respectively.

nag_mv_distance_mat (g03eac) returns the strictly lower triangle of the distance matrix.
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4 References

Everitt B S (1974) Cluster Analysis Heinemann

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

5 Arguments

1: update – Nag_MatUpdate Input

On entry: indicates whether or not an existing matrix is to be updated.

update ¼ Nag MatUp
The matrix D is updated and distances are added to D.

update ¼ Nag NoMatUp
The matrix D is initialized to zero before the distances are added to D.

Constraint: update ¼ Nag MatUp or Nag NoMatUp.

2: dist – Nag_DistanceType Input

On entry: indicates which type of distances are computed.

dist ¼ Nag DistAbs
Absolute distances.

dist ¼ Nag DistEuclid
Euclidean distances.

dist ¼ Nag DistSquared
Euclidean squared distances.

Constraint: dist ¼ Nag DistAbs, Nag DistEuclid or Nag DistSquared.

3: scale – Nag_VarScaleType Input

On entry: indicates the standardization of the variables to be used.

scale ¼ Nag VarScaleStd
Standard deviation.

scale ¼ Nag VarScaleRange
Range.

scale ¼ Nag VarScaleUser
Standardizations given in array S.

scale ¼ Nag NoVarScale
Unscaled.

C o n s t r a i n t : scale ¼ Nag VarScaleStd, Nag VarScaleRange, Nag VarScaleUser o r
Nag NoVarScale.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 2.

5: m – Integer Input

On entry: the total number of variables in array x.

Constraint: m > 0.
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6: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the value of the jth variable for the ith object, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

7: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

8: isx½m� – const Integer Input

On entry: isx½j� 1� indicates whether or not the jth variable in x is to be included in the distance
computations.

If isx½j � 1� > 0 the jth variable is included, for j ¼ 1; 2; . . . ;m; otherwise it is not referenced.

Constraint: isx½j � 1� > 0 for at least one j, , for j ¼ 1; 2; . . . ;m.

9: s½m� – double Input/Output

On entry: if scale ¼ Nag VarScaleUser and isx½j � 1� > 0 then s½j � 1� must contain the scaling
for variable j, for j ¼ 1; 2; . . . ;m.

Constraint: if scale ¼ Nag VarScaleUser and isx½j� 1� > 0, s½j � 1� > 0:0, for j ¼ 1; 2; . . . ;m.

On exit: if scale ¼ Nag VarScaleStd and isx½j� 1� > 0 then s½j� 1� contains the standard
deviation of the variable in the jth column of x.

If scale ¼ Nag VarScaleRange and isx½j� 1� > 0 then s½j� 1� contains the range of the variable
in the jth column of x.

I f scale ¼ Nag NoVarScale a n d isx½j� 1� > 0 t h e n s½j� 1� ¼ 1:0 a n d i f
scale ¼ Nag VarScaleUser then s is unchanged.

10: d½n� n� 1ð Þ=2� – double Input/Output

On entry: if update ¼ Nag MatUp then d must contain the strictly lower triangle of the distance
matrix D to be updated. D must be stored packed by rows, i.e., d½ i� 1ð Þ i� 2ð Þ=2þ j� 1�, i > j
must contain dij.

Constraint: if update ¼ Nag MatUp, d½j � 1� 	 0:0, for j ¼ 1; 2; . . . ; n n� 1ð Þ=2.
On exit: the strictly lower triangle of the distance matrix D stored packed by rows, i.e., dij is
contained in d½ i� 1ð Þ i� 2ð Þ=2þ j� 1�, i > j.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_BAD_PARAM

On entry, argument dist had an illegal value.

On entry, argument scale had an illegal value.

On entry, argument update had an illegal value.
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NE_IDEN_ELEM_COND

O n e n t r y , scale ¼ Nag VarScaleRange o r scale ¼ Nag VarScaleStd, a n d
x½ i � 1ð Þ � tdxþ j� 1� ¼ x½ ið Þ � tdxþ j� 1�, fo r i ¼ 1; 2; . . . ; n� 1, for some j with
isx½i� 1� > 0.

NE_INT_ARG_LE

On entry, m ¼ valueh i.
Constraint: m > 0.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTARR

On entry, isx½ valueh i� ¼ valueh i.
Constraint: isx½i� 1� > 0, for at least one i; i ¼ 1; 2; . . . ;m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REALARR

On entry, d½ valueh i� ¼ valueh i.
Constraint: d½i � 1� 	 0, for i ¼ 1; 2; . . . ; n� n� 1ð Þ=2, when update ¼ Nag MatUp.

On entry, s½ valueh i� ¼ valueh i.
Constraint: s½j � 1� > 0, for j ¼ 1; 2; . . . ;m, when scale ¼ Nag VarScaleUser and isx½j� 1� > 0.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_mv_distance_mat (g03eac) is not threaded in any implementation.

9 Further Comments

nag_mv_hierar_cluster_analysis (g03ecc) can be used to perform cluster analysis on the computed
distance matrix.

10 Example

A data matrix of five observations and three variables is read in and a distance matrix is calculated from
variables 2 and 3 using squared Euclidean distance with no scaling. This matrix is then printed.

10.1 Program Text

/* nag_mv_distance_mat (g03eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/
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#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, *isx = 0, j, m, n, tdx;
double *d = 0, *s = 0, *x = 0;
char nag_enum_arg[40];
Nag_DistanceType dist;
Nag_MatUpdate update;
Nag_VarScaleType scale;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_distance_mat (g03eac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (n >= 2 && m >= 1) {
if (!(d = NAG_ALLOC(n * (n - 1) / 2, double)) ||

!(s = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) || !(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

update = (Nag_MatUpdate) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

dist = (Nag_DistanceType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf("%39s", nag_enum_arg);

#endif
scale = (Nag_VarScaleType) nag_enum_name_to_value(nag_enum_arg);
for (j = 0; j < n; ++j) {

for (i = 0; i < m; ++i)
#ifdef _WIN32

scanf_s("%lf", &X(j, i));
#else

scanf("%lf", &X(j, i));
#endif

}
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[i]);

#else
scanf("%" NAG_IFMT "", &isx[i]);

#endif
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &s[i]);

#else
scanf("%lf", &s[i]);

#endif

/* nag_mv_distance_mat (g03eac).
* Compute distance (dissimilarity) matrix
*/

nag_mv_distance_mat(update, dist, scale, n, m, x, tdx, isx, s, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_distance_mat (g03eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the distance matrix */

printf("\n");
printf(" Distance Matrix ");
printf("\n");
printf("\n");
printf(" %s\n", " 1 2 3 4");
printf("\n");
for (i = 2; i <= n; ++i) {

printf("%2" NAG_IFMT " ", i);
for (j = (i - 1) * (i - 2) / 2 + 1; j <= i * (i - 1) / 2; ++j)

printf("%5.2f ", d[j - 1]);
printf("\n");

}

END:
NAG_FREE(d);
NAG_FREE(s);
NAG_FREE(x);
NAG_FREE(isx);

return exit_status;
}
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10.2 Program Data

nag_mv_distance_mat (g03eac) Example Program Data
5 3
Nag_NoMatUp Nag_DistSquared Nag_NoVarScale
1.0 1.0 1.0
2.0 1.0 2.0
3.0 6.0 3.0
4.0 8.0 2.0
5.0 8.0 0.0
0 1 1

1.0 1.0 1.0

10.3 Program Results

nag_mv_distance_mat (g03eac) Example Program Results

Distance Matrix

1 2 3 4

2 1.00
3 29.00 26.00
4 50.00 49.00 5.00
5 50.00 53.00 13.00 4.00
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NAG Library Function Document

nag_mv_hierar_cluster_analysis (g03ecc)

1 Purpose

nag_mv_hierar_cluster_analysis (g03ecc) performs hierarchical cluster analysis.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_hierar_cluster_analysis (Nag_ClusterMethod method, Integer n,
double d[], Integer ilc[], Integer iuc[], double cd[], Integer iord[],
double dord[], NagError *fail)

3 Description

Given a distance or dissimilarity matrix for n objects (see nag_mv_distance_mat (g03eac)), cluster
analysis aims to group the n objects into a number of more or less homogeneous groups or clusters.
With agglomerative clustering methods, a hierarchical tree is produced by starting with n clusters, each
with a single object and then at each of n� 1 stages, merging two clusters to form a larger cluster, until
all objects are in a single cluster. This process may be represented by a dendrogram (see
nag_mv_dendrogram (g03ehc)).

At each stage, the clusters that are nearest are merged, methods differ as to how the distance between
the new cluster and other clusters are computed. For three clusters i, j and k let ni, nj and nk be the
number of objects in each cluster and let dij, dik and djk be the distances between the clusters. Let
clusters j and k be merged to give cluster jk, then the distance from cluster i to cluster jk, di:jk can be
computed in the following ways:

1. Single link or nearest neighbour: di:jk ¼ min dij; dik
� �

.

2. Complete link or furthest neighbour: di:jk ¼ max dij; dik
� �

.

3. Group average: di:jk ¼ nj
njþnkdij þ

nk
njþnkdik .

4. Centroid: di:jk ¼ nj
njþnkdij þ

nk
njþnkdik �

njnk

njþnkð Þ2djk .

5. Median: di:jk ¼ 1
2dij þ 1

2dik � 1
4djk .

6. Minimum variance: di:jk ¼ ni þ nj
� �

dij þ ni þ nkð Þdik � nidjk
� 

= ni þ nj þ nk
� �

.

For further details see Everitt (1974) or Krzanowski (1990).

If the clusters are numbered 1; 2; . . . ; n then, for convenience, if clusters j and k, j < k, merge then the
new cluster will be referred to as cluster j. Information on the clustering history is given by the values
of j, k and djk for each of the n� 1 clustering steps. In order to produce a dendrogram, the ordering of
the objects such that the clusters that merge are adjacent is required. This ordering is computed so that
the first element is 1. The associated distances with this ordering are also computed.

4 References

Everitt B S (1974) Cluster Analysis Heinemann

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press
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5 Arguments

1: method – Nag_ClusterMethod Input

On entry: indicates which clustering.

method ¼ Nag SingleLink
Single link.

method ¼ Nag CompleteLink
Complete link.

method ¼ Nag GroupAverage
Group average.

method ¼ Nag Centroid
Centroid.

method ¼ Nag Median
Median.

method ¼ Nag MinVariance
Minimum variance.

Constraint: method ¼ Nag SingleLink, Nag CompleteLink, Nag GroupAverage, Nag Centroid,
Nag Median or Nag MinVariance.

2: n – Integer Input

On entry: the number of objects, n.

Constraint: n 	 2.

3: d½n� n� 1ð Þ=2� – double Input/Output

On entry: the strictly lower triangle of the distance matrix. D must be stored packed by rows, i.e.,
d½ i� 1ð Þ i� 2ð Þ=2þ j� 1�, i > j must contain dij.

On exit: is overwritten.

Constraint: d½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n n� 1ð Þ=2.

4: ilc½n� 1� – Integer Output

On exit: ilc½l � 1� contains the number, j, of the cluster merged with cluster k (see iuc), j < k, at
step l, for l ¼ 1; 2; . . . ; n� 1.

5: iuc½n� 1� – Integer Output

On exit: iuc½l � 1� contains the number, k, of the cluster merged with cluster j, j < k, at step l,
for l ¼ 1; 2; . . . ; n� 1.

6: cd½n� 1� – double Output

On exit: cd½l � 1� contains the distance djk, between clusters j and k, j < k, merged at step l, for
l ¼ 1; 2; . . . ; n� 1.

7: iord½n� – Integer Output

On exit: the objects in dendrogram order.

8: dord½n� – double Output

On exit: the clustering distances corresponding to the order in iord. dord½l � 1� contains the
distance at which cluster iord½l � 1� and iord½l� merge, for l ¼ 1; 2; . . . ; n� 1. dord½n� 1�
contains the maximum distance.
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

NE_DENDROGRAM

A true dendrogram cannot be formed because the distances at which clusters have merged are not
increasing for all steps, i.e., cd½i� 1� < cd½i� 2� for some i ¼ 2; 3; . . . ; n� 1. This can occur for
the method ¼ Nag Centroid and method ¼ Nag Median methods.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REALARR

On entry, d½ valueh i� ¼ valueh i.
Constraint: d½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n� n� 1ð Þ=2.

7 Accuracy

For methods other than method ¼ Nag SingleLink or Nag CompleteLink, slight rounding errors may
occur in the calculations of the updated distances. These would not normally significantly affect the
results, however there may be an effect if distances are (almost) equal.

If at a stage, two distances dij and dkl, i < k or i ¼ k and j < l, are equal then clusters k and l will be
merged rather than clusters i and j. For single link clustering this choice will only affect the order of
the objects in the dendrogram. However, for other methods the choice of kl rather than ij may affect the
shape of the dendrogram. If either of the distances dij or dkl are affected by rounding errors then their
equality, and hence the dendrogram, may be affected.

8 Parallelism and Performance

nag_mv_hierar_cluster_analysis (g03ecc) is not threaded in any implementation.

9 Further Comments

The dendrogram may be formed using nag_mv_dendrogram (g03ehc). Groupings based on the clusters
formed at a given distance can be computed using nag_mv_cluster_indicator (g03ejc).
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10 Example

Data consisting of three variables on five objects are read in. Euclidean squared distances based on two
variables are computed using nag_mv_distance_mat (g03eac), the objects are clustered using
nag_mv_hierar_cluster_analysis (g03ecc) and the dendrogram computed using nag_mv_dendrogram
(g03ehc). The dendrogram is then printed.

10.1 Program Text

/* nag_mv_hierar_cluster_analysis (g03ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, j, m, n, nsym, tdx;
Integer *ilc = 0, *iord = 0, *isx = 0, *iuc = 0;
char **c = 0, name[40][2];
double dmin_, dstep, ydist;
double *cd = 0, *d = 0, *dord = 0, *s = 0, *x = 0;
char nag_enum_arg[40];
Nag_ClusterMethod method;
Nag_DistanceType dist;
Nag_MatUpdate update;
Nag_VarScaleType scale;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_hierar_cluster_analysis (g03ecc) Example Program "
"Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (n >= 2 && m >= 1) {
if (!(cd = NAG_ALLOC(n - 1, double)) ||

!(d = NAG_ALLOC(n * (n - 1) / 2, double)) ||
!(dord = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(ilc = NAG_ALLOC(n - 1, Integer)) ||
!(iord = NAG_ALLOC(n, Integer)) ||
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!(isx = NAG_ALLOC(m, Integer)) || !(iuc = NAG_ALLOC(n - 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_ClusterMethod) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

update = (Nag_MatUpdate) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

dist = (Nag_DistanceType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

scale = (Nag_VarScaleType) nag_enum_name_to_value(nag_enum_arg);

for (j = 0; j < n; ++j) {
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &X(j, i));

#else
scanf("%lf", &X(j, i));

#endif
#ifdef _WIN32

scanf_s("%1s", name[j], 2);
#else

scanf("%1s", name[j]);
#endif

}
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[i]);

#else
scanf("%" NAG_IFMT "", &isx[i]);

#endif
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &s[i]);

#else
scanf("%lf", &s[i]);

#endif

/* Compute the distance matrix */
/* nag_mv_distance_mat (g03eac).
* Compute distance (dissimilarity) matrix
*/
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nag_mv_distance_mat(update, dist, scale, n, m, x, tdx, isx, s, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_distance_mat (g03eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Perform clustering */
/* nag_mv_hierar_cluster_analysis (g03ecc).
* Hierarchical cluster analysis
*/

nag_mv_hierar_cluster_analysis(method, n, d, ilc, iuc, cd, iord, dord,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_hierar_cluster_analysis (g03ecc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n Distance Clusters Joined\n\n");
for (i = 1; i <= n - 1; ++i)

printf("%10.3f %3s%3s\n", cd[i - 1], name[ilc[i - 1] - 1],
name[iuc[i - 1] - 1]);

/* Produce dendrogram */
nsym = 20;
dmin_ = 0.0;
dstep = cd[n - 2] / (double) nsym;
/* nag_mv_dendrogram (g03ehc).
* Construct dendrogram following
* nag_mv_hierar_cluster_analysis (g03ecc)
*/

nag_mv_dendrogram(Nag_DendSouth, n, dord, dmin_, dstep, nsym, &c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_dendrogram (g03ehc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("Dendrogram ");
printf("\n");
printf("\n");
ydist = cd[n - 2];
for (i = 0; i < nsym; ++i) {

if ((i + 1) % 3 == 1) {
printf("%10.3f%6s", ydist, "");
printf("%s", c[i]);
printf("\n");

}
else {

printf("%16s%s", "", c[i]);
printf("\n");

}
ydist -= dstep;

}
printf("\n");
printf("%14s", "");
for (i = 0; i < n; ++i) {

printf("%3s", name[iord[i] - 1]);
}
printf("\n");
/* nag_mv_dend_free (g03xzc).
* Frees memory allocated to the dendrogram array in
* nag_mv_dendrogram (g03ehc)
*/

nag_mv_dend_free(&c);

END:
NAG_FREE(cd);
NAG_FREE(d);
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NAG_FREE(dord);
NAG_FREE(s);
NAG_FREE(x);
NAG_FREE(ilc);
NAG_FREE(iord);
NAG_FREE(isx);
NAG_FREE(iuc);

return exit_status;
}

10.2 Program Data

nag_mv_hierar_cluster_analysis (g03ecc) Example Program Data
5 3
Nag_Median
Nag_NoMatUp Nag_DistSquared Nag_NoVarScale
1 5.0 2.0 A
2 1.0 1.0 B
3 4.0 3.0 C
4 1.0 2.0 D
5 5.0 0.0 E
0 1 1

1.0 1.0 1.0

10.3 Program Results

nag_mv_hierar_cluster_analysis (g03ecc) Example Program Results

Distance Clusters Joined

1.000 B D
2.000 A C
6.500 A E

14.125 A B

Dendrogram

14.125 -------
I I
I I

12.006 I I
I I
I I

9.887 I I
I I
I I

7.769 I I
---* I
I I I

5.650 I I I
I I I
I I I

3.531 I I I
I I I

---* I I
1.412 I I I ---*

I I I I I

A C E B D
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NAG Library Function Document

nag_mv_kmeans_cluster_analysis (g03efc)

1 Purpose

nag_mv_kmeans_cluster_analysis (g03efc) performs K-means cluster analysis.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_kmeans_cluster_analysis (Integer n, Integer m, const double x[],
Integer tdx, const Integer isx[], Integer nvar, Integer k,
double cmeans[], Integer tdc, const double wt[], Integer inc[],
Integer nic[], double css[], double csw[], Integer maxit,
NagError *fail)

3 Description

Given n objects with p variables measured on each object, xij for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; p,
nag_mv_kmeans_cluster_analysis (g03efc) allocates each object to one of K groups or clusters to
minimize the within-cluster sum of squares:XK

k¼1

X
i2Sk

Xp
j¼1

xij � �xkj
� �2

;

where Sk is the set of objects in the kth cluster and �xkj is the mean for the variable j over cluster k.
This is often known as K-means clustering.

In addition to the data matrix, a K by p matrix giving the initial cluster centres for the K clusters is
required. The objects are then initially allocated to the cluster with the nearest cluster mean. Given the
initial allocation, the procedure is to iteratively search for the K-partition with locally optimal within-
cluster sum of squares by moving points from one cluster to another.

Optionally, weights for each object, wi, can be used so that the clustering is based on within-cluster
weighted sums of squares: XK

k¼1

X
i2Sk

Xp
j¼1

wi xij � ~xkj
� �2

;

where ~xkj is the weighted mean for variable j over cluster k.

The function is based on the algorithm of Hartigan and Wong (1979).

4 References

Everitt B S (1974) Cluster Analysis Heinemann

Hartigan J A and Wong M A (1979) Algorithm AS 136: A K-means clustering algorithm Appl. Statist.
28 100–108

Kendall M G and Stuart A (1976) The Advanced Theory of Statistics (Volume 3) (3rd Edition) Griffin

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press
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5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

2: m – Integer Input

On entry: the number of variables in the array x.

Constraint: m 	 nvar.

3: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the value of jth variable for the ith object, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.

5: isx½m� – const Integer Input

On entry: isx½j� 1� indicates whether or not the jth variable is to be included in the analysis.

If isx½j � 1� > 0, then the jth variable contained in the jth column of x is included, for
j ¼ 1; 2; . . . ;m.

Constraint: isx½j� 1� > 0 for nvar values of j.

6: nvar – Integer Input

On entry: the number of variables included in the sum of squares calculations, p.

Constraint: 1 � nvar � m.

7: k – Integer Input

On entry: the number of clusters, K.

Constraint: k 	 2.

8: cmeans½k � tdc� – double Input/Output

On entry: cmeans½ i � 1ð Þ � tdcþ j � 1� must contain the value of the jth variable for the ith
initial cluster centre, for i ¼ 1; 2; . . . ; K and j ¼ 1; 2; . . . ; p.

On exit: cmeans½ i � 1ð Þ � tdcþ j � 1� contains the value of the jth variable for the ith computed
cluster centre, for i ¼ 1; 2; . . . ; K and j ¼ 1; 2; . . . ; p.

9: tdc – Integer Input

On entry: the stride separating matrix column elements in the array cmeans.

Constraint: tdc 	 nvar.

10: wt½n� – const double Input

On entry: the elements of wt must contain the weights to be used in the analysis. The effective
number of observations is the sum of the weights. If wt½i� 1� ¼ 0:0 then the ith observation is
not included in the analysis.

If weights are not provided then wt must be set to NULL and the effective number of
observations is n.
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Constraints:

wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;
wt½i� 1� > 0:0 for at least two values of i.

11: inc½n� – Integer Output

On exit: inc½i � 1� contains the cluster to which the ith object has been allocated, for
i ¼ 1; 2; . . . ; n.

12: nic½k� – Integer Output

On exit: nic½i � 1� contains the number of objects in the ith cluster, for i ¼ 1; 2; . . . ; K.

13: css½k� – double Output

On exit: css½i � 1� contains the within-cluster (weighted) sum of squares of the ith cluster, for
i ¼ 1; 2; . . . ;K.

14: csw½k� – double Output

On exit: csw½i � 1� contains the within-cluster sum of weights of the ith cluster, for
i ¼ 1; 2; . . . ;K. If wt ¼ NULL the sum of weights is the number of objects in the cluster.

15: maxit – Integer Input

On entry: the maximum number of iterations allowed in the analysis.

Suggested value: maxit ¼ 10.

Constraint: maxit > 0.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy m 	 nvar.

On entry, tdc ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdc 	 nvar.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_CLUSTER_EMPTY

At least one cluster is empty after the initial assignment.

Try a different set of initial cluster centres in cmeans and also consider decreasing the value of
k. The empty clusters may be found by examining the values in nic.

NE_INT_ARG_LE

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.
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NE_INT_ARG_LT

On entry, k ¼ valueh i.
Constraint: k 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NEG_WEIGHT_ELEMENT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: When referenced, all elements of wt must be non-negative.

NE_TOO_MANY

Too many iterations ( valueh i). Convergence has not been achieved within the maximum number
of iterations given by maxit. Try increasing maxit and, if possible, use the returned values in
cmeans as the initial cluster centres.

NE_VAR_INCL_INDICATED

The number of variables, nvar in the analysis ¼ valueh i, while number of variables included in
the analysis via array isx ¼ valueh i.
Constraint: these two numbers must be the same.

NE_WT_ZERO

At least two elements of wt must be greater than zero.

7 Accuracy

nag_mv_kmeans_cluster_analysis (g03efc) produces clusters that are locally optimal; the within-cluster
sum of squares may not be decreased by transferring a point from one cluster to another, but different
partitions may have the same or smaller within-cluster sum of squares.

8 Parallelism and Performance

nag_mv_kmeans_cluster_analysis (g03efc) is not threaded in any implementation.

9 Further Comments

The time per iteration is approximately proportional to npK.

10 Example

The data consists of observations of five variables on twenty soils (Kendall and Stuart (1976)). The data
is read in, the K-means clustering performed and the results printed.
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10.1 Program Text

/* nag_mv_kmeans_cluster_analysis (g03efc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define CMEANS(I, J) cmeans[(I) *tdcmeans + J]
#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, *inc = 0, *isx = 0, j, k, m, maxit, n, *nic = 0,
nvar;

Integer tdcmeans, tdx;
NagError fail;
char weight[2];
double *cmeans = 0, *css = 0, *csw = 0, *wt = 0, *wtptr, *x = 0;

INIT_FAIL(fail);

printf("nag_mv_kmeans_cluster_analysis (g03efc) Example Program Results"
"\n\n");

/* Skip heading in the data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%1s", weight, (unsigned)_countof(weight));

#else
scanf("%1s", weight);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &k);
#else

scanf("%" NAG_IFMT "", &k);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &maxit);
#else

scanf("%" NAG_IFMT "", &maxit);
#endif
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if (n >= 2 && nvar >= 1 && m >= nvar && k >= 2) {
if (!(cmeans = NAG_ALLOC((k) * (nvar), double)) ||

!(css = NAG_ALLOC(k, double)) ||
!(csw = NAG_ALLOC(k, double)) ||
!(wt = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) ||
!(inc = NAG_ALLOC(n, Integer)) ||
!(isx = NAG_ALLOC(m, Integer)) || !(nic = NAG_ALLOC(k, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tdcmeans = nvar;

}
else {

printf("Invalid n or nvar or m or k.\n");
exit_status = 1;
return exit_status;

}
if (*weight == ’W’) {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &wt[i]);
#else

scanf("%lf", &wt[i]);
#endif

}
wtptr = wt;

}
else {

for (i = 0; i < n; ++i) {
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}
wtptr = 0;

}
for (i = 0; i < k; ++i) {

for (j = 0; j < nvar; ++j)
#ifdef _WIN32

scanf_s("%lf", &CMEANS(i, j));
#else

scanf("%lf", &CMEANS(i, j));
#endif

}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif

/* nag_mv_kmeans_cluster_analysis (g03efc).
* K-means
*/

nag_mv_kmeans_cluster_analysis(n, m, x, tdx, isx, nvar, k, cmeans,
tdcmeans, wtptr, inc, nic, css, csw, maxit,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_kmeans_cluster_analysis (g03efc).\n%s\n",
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fail.message);
exit_status = 1;
goto END;

}

printf("\nThe cluster each point belongs to\n");
for (i = 0; i < n; ++i)

printf(" %6" NAG_IFMT "%s", inc[i], (i + 1) % 10 ? "" : "\n");

printf("\n\nThe number of points in each cluster\n");
for (i = 0; i < k; ++i)

printf(" %6" NAG_IFMT "", nic[i]);

printf("\n\nThe within-cluster sum of weights of each cluster\n");
for (i = 0; i < k; ++i)

printf(" %9.2f", csw[i]);

printf("\n\nThe within-cluster sum of squares of each cluster\n\n");
for (i = 0; i < k; ++i)

printf(" %13.4f", css[i]);

printf("\n\nThe final cluster centres\n");
printf(" 1 2 3 4 5\n");
for (i = 0; i < k; ++i) {

printf(" %5" NAG_IFMT " ", i + 1);
for (j = 0; j < nvar; ++j)

printf("%8.4f", CMEANS(i, j));
printf("\n");

}
END:

NAG_FREE(cmeans);
NAG_FREE(css);
NAG_FREE(csw);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(inc);
NAG_FREE(isx);
NAG_FREE(nic);
return exit_status;

}

10.2 Program Data

nag_mv_kmeans_cluster_analysis (g03efc) Example Program Data

U 20 5 5 3 10

77.3 13.0 9.7 1.5 6.4
82.5 10.0 7.5 1.5 6.5
66.9 20.6 12.5 2.3 7.0
47.2 33.8 19.0 2.8 5.8
65.3 20.5 14.2 1.9 6.9
83.3 10.0 6.7 2.2 7.0
81.6 12.7 5.7 2.9 6.7
47.8 36.5 15.7 2.3 7.2
48.6 37.1 14.3 2.1 7.2
61.6 25.5 12.9 1.9 7.3
58.6 26.5 14.9 2.4 6.7
69.3 22.3 8.4 4.0 7.0
61.8 30.8 7.4 2.7 6.4
67.7 25.3 7.0 4.8 7.3
57.2 31.2 11.6 2.4 6.5
67.2 22.7 10.1 3.3 6.2
59.2 31.2 9.6 2.4 6.0
80.2 13.2 6.6 2.0 5.8
82.2 11.1 6.7 2.2 7.2
69.7 20.7 9.6 3.1 5.9
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82.5 10.0 7.5 1.5 6.5
47.8 36.5 15.7 2.3 7.2
67.2 22.7 10.1 3.3 6.2

1 1 1 1 1

10.3 Program Results

nag_mv_kmeans_cluster_analysis (g03efc) Example Program Results

The cluster each point belongs to
1 1 3 2 3 1 1 2 2 3
3 3 3 3 3 3 3 1 1 3

The number of points in each cluster
6 3 11

The within-cluster sum of weights of each cluster
6.00 3.00 11.00

The within-cluster sum of squares of each cluster

46.5717 20.3800 468.8964

The final cluster centres
1 2 3 4 5

1 81.1833 11.6667 7.1500 2.0500 6.6000
2 47.8667 35.8000 16.3333 2.4000 6.7333
3 64.0455 25.2091 10.7455 2.8364 6.6545

g03efc NAG Library Manual

g03efc.8 (last) Mark 26



NAG Library Function Document

nag_mv_dendrogram (g03ehc)

1 Purpose

nag_mv_dendrogram (g03ehc) produces a dendrogram from the results of nag_mv_hierar_cluster_
analysis (g03ecc).

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_dendrogram (Nag_DendOrient orient, Integer n,
const double dord[], double dmin, double dstep, Integer nsym, char ***c,
NagError *fail)

3 Description

Hierarchical cluster analysis, as performed by nag_mv_hierar_cluster_analysis (g03ecc) can be
represented by a tree that shows at which distance the clusters merge. Such a tree is known as a
dendrogram. See Everitt (1974) and Krzanowski (1990) for examples of dendrograms. A simple
example is,

D
i
s
t
a
n
c
e

Individuals

54321

Figure 1

The end-points of the dendrogram represent the objects that have been clustered. They should be in a
suitable order as given by nag_mv_hierar_cluster_analysis (g03ecc). Object 1 is always the first object.
In the example above the height represents the distance at which the clusters merge.

The dendrogram is produced in an array of character pointers using the ordering and distances provided
by nag_mv_hierar_cluster_analysis (g03ecc). Suitable characters are used to represent parts of the tree.

There are four possible orientations for the dendrogram. The example above has the end-points at the
bottom of the diagram which will be referred to as south. If the dendrogram was the other way around
with the end-points at the top of the diagram then the orientation would be north. If the end-points are
at the left-hand or right-hand side of the diagram the orientation is west or east. Different symbols are
used for east/west and north/south orientations.
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4 References

Everitt B S (1974) Cluster Analysis Heinemann

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

5 Arguments

1: orient – Nag_DendOrient Input

On entry: indicates which orientation the dendrogram is to take.

orient ¼ Nag DendNorth
The end-points of the dendrogram are to the north.

orient ¼ Nag DendSouth
The end-points of the dendrogram are to the south.

orient ¼ Nag DendEast
The end-points of the dendrogram are to the east.

orient ¼ Nag DendWest
The end-points of the dendrogram are to the west.

Constraint: orient ¼ Nag DendNorth, Nag DendSouth, Nag DendEast or Nag DendWest.

2: n – Integer Input

On entry: the number of objects in the cluster analysis.

Constraint: n 	 2.

3: dord½n� – const double Input

On entry: the array dord as output by nag_mv_hierar_cluster_analysis (g03ecc). dord contains
the distances, in dendrogram order, at which clustering takes place.

Constraint: dord½n� 1� 	 dord½i � 1�, for i ¼ 1; 2; . . . ;n� 1.

4: dmin – double Input

On entry: the clustering distance at which the dendrogram begins.

Constraint: dmin 	 0:0.

5: dstep – double Input

On entry: the distance represented by one symbol of the dendrogram.

Constraint: dstep > 0:0.

6: nsym – Integer Input

On entry: the number of character positions used in the dendrogram. Hence the clustering
distance at which the dendrogram terminates is given by dminþ nsym� dstep.

Constraint: nsym 	 1.

7: c – char *** Input/Output

On entry/exit: a pointer to an array of character pointers, containing consecutive lines of the
dendrogram. The memory to which c points is allocated internally.

orient ¼ Nag DendNorth or Nag DendSouth
The number of lines in the dendrogram is nsym.

orient ¼ Nag DendEast or Nag DendWest
The number of lines in the dendrogram is n.
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The storage pointed to by this pointer must be freed using nag_mv_dend_free (g03xzc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_BAD_PARAM

On entry, argument orient had an illegal value.

NE_DENDROGRAM_ARRAY

On entry, n ¼ valueh i, dord½ valueh i� ¼ valueh i.
Constraint: dord½n� 1� 	 dord½i� 1�, i ¼ 1; 2; . . . ; n� 1.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, nsym ¼ valueh i.
Constraint: nsym 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_LE

On entry, dstep must not be less than or equal to 0.0: dstep ¼ valueh i.

NE_REAL_ARG_LT

On entry, dmin must not be less than 0.0: dmin ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mv_dendrogram (g03ehc) is not threaded in any implementation.

9 Further Comments

The scale of the dendrogram is controlled by dstep. The smaller the value of dstep the greater the
amount of detail that will be given. However, nsym will have to be larger to give the full dendrogram.
The range of distances represented by the dendrogram is dmin to nsym� dstep. The values of dmin,
dstep and nsym can thus be set so that only part of the dendrogram is produced.

The dendrogram does not include any labelling of the objects. You can print suitable labels using the
ordering given by the array iord returned by nag_mv_hierar_cluster_analysis (g03ecc).
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10 Example

Data consisting of three variables on five objects are read in. Euclidean squared distances are computed
using nag_mv_distance_mat (g03eac) and median clustering performed by nag_mv_hierar_cluster_
analysis (g03ecc). nag_mv_dendrogram (g03ehc) is used to produce a dendrogram with orientation east
and a dendrogram with orientation south. The two dendrograms are printed.

Note the use of nag_mv_dend_free (g03xzc) to free the memory allocated internally to the character
array pointed to by c.

10.1 Program Text

/* nag_mv_dendrogram (g03ehc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, j, m, n, nsym, tdx;
Integer *ilc = 0, *iord = 0, *isx = 0, *iuc = 0;
char **c = 0;
double *cd = 0, *d = 0, dmin_, *dord = 0, dstep, *s = 0, *x = 0;
char nag_enum_arg[40];
Nag_ClusterMethod method;
Nag_DistanceType dist;
Nag_MatUpdate update;
Nag_VarScaleType scale;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_dendrogram (g03ehc) Example Program Results\n\n");

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (n >= 2 && m >= 1) {
if (!(cd = NAG_ALLOC(n - 1, double)) ||

!(d = NAG_ALLOC(n * (n - 1) / 2, double)) ||
!(dord = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC(n * m, double)) ||
!(ilc = NAG_ALLOC(n - 1, Integer)) ||
!(iord = NAG_ALLOC(n, Integer)) ||
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!(isx = NAG_ALLOC(m, Integer)) || !(iuc = NAG_ALLOC(n - 1, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_ClusterMethod) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

update = (Nag_MatUpdate) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

dist = (Nag_DistanceType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

scale = (Nag_VarScaleType) nag_enum_name_to_value(nag_enum_arg);

for (j = 0; j < n; ++j) {
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &X(j, i));

#else
scanf("%lf", &X(j, i));

#endif
}
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[i]);

#else
scanf("%" NAG_IFMT "", &isx[i]);

#endif
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &s[i]);

#else
scanf("%lf", &s[i]);

#endif
#ifdef _WIN32

scanf_s("%lf", &dmin_);
#else

scanf("%lf", &dmin_);
#endif
#ifdef _WIN32

scanf_s("%lf", &dstep);
#else

scanf("%lf", &dstep);
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &nsym);

#else
scanf("%" NAG_IFMT "", &nsym);

#endif

/* Compute the distance matrix */
/* nag_mv_distance_mat (g03eac).
* Compute distance (dissimilarity) matrix
*/

nag_mv_distance_mat(update, dist, scale, n, m, x, tdx, isx, s, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_distance_mat (g03eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Perform clustering */
/* nag_mv_hierar_cluster_analysis (g03ecc).
* Hierarchical cluster analysis
*/

nag_mv_hierar_cluster_analysis(method, n, d, ilc, iuc, cd, iord, dord,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_hierar_cluster_analysis (g03ecc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Produce dendrograms */
/* nag_mv_dendrogram (g03ehc).
* Construct dendrogram following
* nag_mv_hierar_cluster_analysis (g03ecc)
*/

nag_mv_dendrogram(Nag_DendEast, n, dord, dmin_, dstep, nsym, &c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_dendrogram (g03ehc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nDendrogram, Orientation East\n\n");
for (i = 0; i < n; i++) {

printf("%s\n", c[i]);
}

#ifdef _WIN32
scanf_s("%lf", &dmin_);

#else
scanf("%lf", &dmin_);

#endif
#ifdef _WIN32

scanf_s("%lf", &dstep);
#else

scanf("%lf", &dstep);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nsym);
#else

scanf("%" NAG_IFMT "", &nsym);
#endif

/* nag_mv_dend_free (g03xzc).
* Frees memory allocated to the dendrogram array in
* nag_mv_dendrogram (g03ehc)
*/

nag_mv_dend_free(&c);
/* nag_mv_dendrogram (g03ehc), see above. */
nag_mv_dendrogram(Nag_DendSouth, n, dord, dmin_, dstep, nsym, &c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_dendrogram (g03ehc).\n%s\n", fail.message);
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exit_status = 1;
goto END;

}
printf("\n\n Dendrogram, Orientation South\n\n");
for (i = 0; i < nsym; i++) {

printf("%s\n", c[i]);
}
/* nag_mv_dend_free (g03xzc), see above. */
nag_mv_dend_free(&c);

END:
NAG_FREE(cd);
NAG_FREE(d);
NAG_FREE(dord);
NAG_FREE(s);
NAG_FREE(x);
NAG_FREE(ilc);
NAG_FREE(iord);
NAG_FREE(isx);
NAG_FREE(iuc);

return exit_status;
}

10.2 Program Data

nag_mv_dendrogram (g03ehc) Example Program Data
5 3
Nag_Median
Nag_NoMatUp Nag_DistSquared Nag_NoVarScale
1 1.0 1.0
2 1.0 2.0
3 6.0 3.0
4 8.0 2.0
5 8.0 0.0
0 1 1
1 1 1
0.0 1.1 40
0.0 1.0 40

10.3 Program Results

nag_mv_dendrogram (g03ehc) Example Program Results

Dendrogram, Orientation East

...............................(
( .......
( ( ...
(........................(...(...

Dendrogram, Orientation South

----------
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
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I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I ------*
I I I
I I I
I I I
I I ---*
I I I I
I I I I

---* I I I
I I I I I
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NAG Library Function Document

nag_mv_cluster_indicator (g03ejc)

1 Purpose

nag_mv_cluster_indicator (g03ejc) computes a cluster indicator variable from the results of
nag_mv_hierar_cluster_analysis (g03ecc).

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_cluster_indicator (Integer n, const double cd[],
const Integer iord[], const double dord[], Integer *k, double *dlevel,
Integer ic[], NagError *fail)

3 Description

Given a distance or dissimilarity matrix for n objects, cluster analysis aims to group the n objects into a
number of more or less homogeneous groups or clusters. With agglomerative clustering methods (see
nag_mv_hierar_cluster_analysis (g03ecc)), a hierarchical tree is produced by starting with n clusters
each with a single object and then at each of n� 1 stages, merging two clusters to form a larger cluster
until all objects are in a single cluster. nag_mv_cluster_indicator (g03ejc) takes the information from
the tree and produces the clusters that exist at a given distance. This is equivalent to taking the
dendrogram (see nag_mv_dendrogram (g03ehc)) and drawing a line across at a given distance to
produce clusters.

As an alternative to giving the distance at which clusters are required, you can specify the number of
clusters required and nag_mv_cluster_indicator (g03ejc) will compute the corresponding distance.
However, it may not be possible to compute the number of clusters required due to ties in the distance
matrix.

If there are k clusters then the indicator variable will assign a value between 1 and k to each object to
indicate to which cluster it belongs. Object 1 always belongs to cluster 1.

4 References

Everitt B S (1974) Cluster Analysis Heinemann

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

5 Arguments

1: n – Integer Input

On entry: the number of objects, n.

Constraint: n 	 2.

2: cd½n� 1� – const double Input

On entry: the clustering distances in increasing order as returned by nag_mv_hierar_cluster_
analysis (g03ecc).

Constraint: cd½i� 	 cd½i � 1�, for i ¼ 1; 2; . . . ; n� 2.
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3: iord½n� – const Integer Input

On entry: the objects in the dendrogram order as returned by nag_mv_hierar_cluster_analysis
(g03ecc).

4: dord½n� – const double Input

On entry: the clustering distances corresponding to the order in iord.

5: k – Integer * Input/Output

On entry: indicates if a specified number of clusters is required.

k > 0
nag_mv_cluster_indicator (g03ejc) will attempt to find k clusters.

k � 0
nag_mv_cluster_indicator (g03ejc) will find the clusters based on the distance given in
dlevel.

Constraint: k � n.

On exit: the number of clusters produced, k.

6: dlevel – double * Input/Output

On entry: if k � 0, then dlevel must contain the distance at which clusters are produced.
Otherwise dlevel need not be set.

Constraint: if k � 0, dlevel > 0:0.

On exit: if k > 0 on entry, then dlevel contains the distance at which the required number of
clusters are found. Otherwise dlevel remains unchanged.

7: ic½n� – Integer Output

On exit: ic½i � 1� indicates to which of k clusters the ith object belongs, for i ¼ 1; 2; . . . ; n.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, k ¼ valueh i while n ¼ valueh i. These arguments must satisfy k � n.

NE_CLUSTER

The precise number of clusters requested is not possible because of
tied clustering distances. The actual number of clusters produced is valueh i.

NE_INCOMP_ARRAYS

Arrays cd and dord are not compatible.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NOT_INCREASING

The sequence cd is not increasing:
cd½ valueh i� ¼ valueh i, cd½ valueh i� ¼ valueh i.

NE_REAL_INT

On entry, dlevel ¼ valueh i, k ¼ valueh i.
Constraint: k � 0 and dlevel > 0:0.

NW_2_INT

On exit, k ¼ valueh i, n ¼ valueh i.
Trivial solution returned.

NW_INT

On exit, k ¼ 1.
Trivial solution returned.

NW_REAL_REALARR

On entry, dlevel ¼ valueh i, cd½ valueh i� ¼ valueh i.
Trivial solution returned.

7 Accuracy

The accuracy will depend upon the accuracy of the distances in cd and dord (see
nag_mv_hierar_cluster_analysis (g03ecc)).

8 Parallelism and Performance

nag_mv_cluster_indicator (g03ejc) is not threaded in any implementation.

9 Further Comments

A fixed number of clusters can be found using the non-hierarchical method used in
nag_mv_kmeans_cluster_analysis (g03efc).

10 Example

Data consisting of three variables on five objects are input. Euclidean squared distances are computed
using nag_mv_distance_mat (g03eac) and median clustering performed using nag_mv_hierar_cluster_
analysis (g03ecc). A dendrogram is produced by nag_mv_dendrogram (g03ehc) and printed.
nag_mv_cluster_indicator (g03ejc) finds two clusters and the results are printed.

10.1 Program Text

/* nag_mv_cluster_indicator (g03ejc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/
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#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, *ic = 0, *ilc = 0, *iord = 0, *isx = 0;
Integer *iuc = 0;
Integer j, k, m, n, nsym, tdx;
NagError fail;
Nag_ClusterMethod method;
Nag_DistanceType dist;
Nag_MatUpdate update;
Nag_VarScaleType scale;
char nag_enum_arg[40];
char **c = 0, name[40][3];
double *cd = 0, *d = 0, dlevel, dmin_, *dord = 0, dstep, *s = 0;
double *x = 0, ydist;

INIT_FAIL(fail);

printf("nag_mv_cluster_indicator (g03ejc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif

if (n >= 2 && m >= 1) {
if (!(cd = NAG_ALLOC(n - 1, double)) ||

!(d = NAG_ALLOC(n * (n - 1) / 2, double)) ||
!(dord = NAG_ALLOC(n, double)) ||
!(s = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) ||
!(ic = NAG_ALLOC(n, Integer)) ||
!(ilc = NAG_ALLOC(n - 1, Integer)) ||
!(iord = NAG_ALLOC(n, Integer)) ||
!(isx = NAG_ALLOC(m, Integer)) || !(iuc = NAG_ALLOC(n - 1, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;

}
else {

printf("Invalid n or m.\n");
exit_status = 1;
return exit_status;

}
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
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* Converts NAG enum member name to value
*/

method = (Nag_ClusterMethod) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

update = (Nag_MatUpdate) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

dist = (Nag_DistanceType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s%*[^\n] ", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s%*[^\n] ", nag_enum_arg);
#endif

scale = (Nag_VarScaleType) nag_enum_name_to_value(nag_enum_arg);

for (j = 0; j < n; ++j) {
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &X(j, i));

#else
scanf("%lf", &X(j, i));

#endif
#ifdef _WIN32

scanf_s("%2s", name[j], 3);
#else

scanf("%2s", name[j]);
#endif

}
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[i]);

#else
scanf("%" NAG_IFMT "", &isx[i]);

#endif
for (i = 0; i < m; ++i)

#ifdef _WIN32
scanf_s("%lf", &s[i]);

#else
scanf("%lf", &s[i]);

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &k);

#else
scanf("%" NAG_IFMT "", &k);

#endif
#ifdef _WIN32

scanf_s("%lf", &dlevel);
#else

scanf("%lf", &dlevel);
#endif

/* Compute the distance matrix */
/* nag_mv_distance_mat (g03eac).
* Compute distance (dissimilarity) matrix
*/

nag_mv_distance_mat(update, dist, scale, n, m, x, tdx, isx, s, d, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_distance_mat (g03eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Perform clustering */
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/* nag_mv_hierar_cluster_analysis (g03ecc).
* Hierarchical cluster analysis
*/

nag_mv_hierar_cluster_analysis(method, n, d, ilc, iuc, cd, iord, dord,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_cluster_indicator (g03ejc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\nDistance Clusters Joined\n\n");

for (i = 0; i < n - 1; ++i) {
printf("%10.3f ", cd[i]);
printf("%3s", name[ilc[i] - 1]);
printf("%3s", name[iuc[i] - 1]);
printf("\n");

}
/* Produce dendrogram */
nsym = 20;
dmin_ = 0.0;
dstep = cd[n - 2] / (double) nsym;
/* nag_mv_dendrogram (g03ehc).
* Construct dendrogram following
* nag_mv_hierar_cluster_analysis (g03ecc)
*/

nag_mv_dendrogram(Nag_DendSouth, n, dord, dmin_, dstep, nsym, &c, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_dendrogram (g03ehc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("Dendrogram ");
printf("\n");
printf("\n");
ydist = cd[n - 2];
for (i = 0; i < nsym; ++i) {

if ((i + 1) % 3 == 1) {
printf("%10.3f%6s", ydist, "");
printf("%s", c[i]);
printf("\n");

}
else {

printf("%16s%s", "", c[i]);
printf("\n");

}
ydist -= dstep;

}
printf("\n");
printf("%14s", "");
for (i = 0; i < n; ++i) {

printf("%3s", name[iord[i] - 1]);
}
printf("\n");
/* nag_mv_dend_free (g03xzc).
* Frees memory allocated to the dendrogram array in
* nag_mv_dendrogram (g03ehc)
*/

nag_mv_dend_free(&c);
/* nag_mv_cluster_indicator (g03ejc).
* Construct clusters following
* nag_mv_hierar_cluster_analysis (g03ecc)
*/

nag_mv_cluster_indicator(n, cd, iord, dord, &k, &dlevel, ic, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_cluster_indicator (g03ejc).\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}
printf("\n%s%2" NAG_IFMT "%s\n\n", "Allocation to ", k, " clusters");
printf("Object Cluster\n\n");
for (i = 0; i < n; ++i) {

printf("%5s%s%5s", "", name[i], "");
printf("%" NAG_IFMT " ", ic[i]);
printf("\n");

}
END:

NAG_FREE(cd);
NAG_FREE(d);
NAG_FREE(dord);
NAG_FREE(s);
NAG_FREE(x);
NAG_FREE(ic);
NAG_FREE(ilc);
NAG_FREE(iord);
NAG_FREE(isx);
NAG_FREE(iuc);
return exit_status;

}

10.2 Program Data

nag_mv_cluster_indicator (g03ejc) Example Program Data
5 3
Nag_Median
Nag_NoMatUp Nag_DistSquared Nag_NoVarScale
1 5.0 2.0 A
2 1.0 1.0 B
3 4.0 3.0 C
4 1.0 2.0 D
5 5.0 0.0 E
0 1 1

1.0 1.0 1.0
2 0.0

10.3 Program Results

nag_mv_cluster_indicator (g03ejc) Example Program Results

Distance Clusters Joined

1.000 B D
2.000 A C
6.500 A E

14.125 A B

Dendrogram

14.125 -------
I I
I I

12.006 I I
I I
I I

9.887 I I
I I
I I

7.769 I I
---* I
I I I

5.650 I I I
I I I
I I I

3.531 I I I
I I I

---* I I
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1.412 I I I ---*
I I I I I

A C E B D

Allocation to 2 clusters

Object Cluster

A 1
B 2
C 1
D 2
E 1
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NAG Library Function Document

nag_mv_prin_coord_analysis (g03fac)

1 Purpose

nag_mv_prin_coord_analysis (g03fac) performs a principal coordinate analysis also known as classical
metric scaling.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_prin_coord_analysis (Nag_Eigenvalues roots, Integer n,
const double d[], Integer ndim, double x[], Integer tdx, double eval[],
NagError *fail)

3 Description

For a set of n objects, a distance matrix D can be calculated such that dij is a measure of how ‘far
apart’ objects i and j are (see nag_mv_distance_mat (g03eac) for example). Principal coordinate
analysis or metric scaling starts with a distance matrix and finds points X in Euclidean space such that
those points have the same distance matrix. The aim is to find a small number of dimensions,
k << n� 1ð Þ, that provide an adequate representation of the distances.

The principal coordinates of the points are computed from the eigenvectors of the matrix E where

eij ¼ �1
2 d2ij � d2i: � d2:j � d2::
� �

with d2i denoting the average of d2ij over the suffix j etc.. The

eigenvectors are then scaled by multiplying by the square root of the value of the corresponding
eigenvalue.

Provided that the ordered eigenvalues, �i, of the matrix E are all positive,
Pk

i¼1�i=
Pn�1

i¼1 �i shows how
well the data is represented in k dimensions. The eigenvalues will be non-negative if E is positive
semidefinite. This will be true provided dij satisfies the inequality: dij � dik þ djk for all i; j; k. If this is
not the case the size of the negative eigenvalue reflects the amount of deviation from this condition and
the results should be treated cautiously in the presence of large negative eigenvalues. See Krzanowski
(1990) for further discussion. nag_mv_prin_coord_analysis (g03fac) provides the option for all
eigenvalues to be computed so that the smallest eigenvalues can be checked.

4 References

Chatfield C and Collins A J (1980) Introduction to Multivariate Analysis Chapman and Hall

Gower J C (1966) Some distance properties of latent root and vector methods used in multivariate
analysis Biometrika 53 325–338

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

5 Arguments

1: roots – Nag_Eigenvalues Input

On entry: indicates if all the eigenvalues are to be computed or just the ndim largest.

roots ¼ Nag AllEigVals
All the eigenvalues are computed.
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roots ¼ Nag LargeEigVals
Only the largest ndim eigenvalues are computed.

Constraint: roots ¼ Nag AllEigVals or Nag LargeEigVals.

2: n – Integer Input

On entry: the number of objects in the distance matrix, n.

Constraint: n > ndim.

3: d½n� n� 1ð Þ=2� – const double Input

On entry: the lower triangle of the distance matrix D stored packed by rows. That is,
d½ i � 1ð Þ � i � 2ð Þ=2þ j � 1� must contain dij , for i ¼ 2; 3; . . . ; n and j ¼ 1; 2; . . . ; i� 1.

Constraint: d½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n n� 1ð Þ=2.

4: ndim – Integer Input

On entry: the number of dimensions used to represent the data, k.

Constraint: ndim 	 1.

5: x½n� tdx� – double Output

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � tdxþ j� 1�.
On exit: the ith row contains k coordinates for the ith point, i ¼ 1; 2; . . . ; n.

6: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 ndim.

7: eval½n� – double Output

On exit: if roots ¼ Nag AllEigVals, eval contains the n scaled eigenvalues of the matrix E. If
roots ¼ Nag LargeEigVals, eval contains the largest k scaled eigenvalues of the matrix E. In
both cases the eigenvalues are divided by the sum of the eigenvalues (that is, the trace of E).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LE

On entry, n ¼ valueh i while ndim ¼ valueh i. These arguments must satisfy n > ndim.

NE_2_INT_ARG_LT

On entry, tdx ¼ valueh i while ndim ¼ valueh i. These arguments must satisfy tdx 	 ndim.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument roots had an illegal value.
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NE_EIGVAL

The computation of eigenvalues or eigenvectors has failed.

NE_INT_ARG_LT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NEG_ELEMENT

A t l e a s t o n e e l e m e n t o f t h e a r r a y d < 0 . 0 .
Constraint: d½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n� n� 1ð Þ=2.

NE_NONZERO_EIGVALS

There are fewer than ndim eigenvalues greater than zero. Try a smaller number of dimensions
(ndim) or use non-metric scaling (nag_mv_ordinal_multidimscale (g03fcc)).

NE_REALARR

On entry, d½ valueh i� ¼ valueh i.
Constraint: d½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n� n� 1ð Þ=2.

7 Accuracy

Alternative, non-metric, methods of scaling are provided by nag_mv_ordinal_multidimscale (g03fcc).

The relationship between principal coordinates and principal components (see nag_mv_ordinal_multi
dimscale (g03fcc)), is discussed in Krzanowski (1990) and Gower (1966).

8 Parallelism and Performance

nag_mv_prin_coord_analysis (g03fac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The data, given by Krzanowski (1990), are dissimilarities between water vole populations in Europe.
The first two principal coordinates are computed.

10.1 Program Text

/* nag_mv_prin_coord_analysis (g03fac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
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#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
int main(void)
{

Integer exit_status = 0, i, j, n, ndim, nn, tdx;
char nag_enum_arg[40];
double *d = 0, *e = 0, *x = 0;
Nag_Eigenvalues roots;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_prin_coord_analysis (g03fac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ndim);
#else

scanf("%" NAG_IFMT "", &ndim);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

roots = (Nag_Eigenvalues) nag_enum_name_to_value(nag_enum_arg);

if (ndim >= 1 && n > ndim) {
if (!(d = NAG_ALLOC(n * (n - 1) / 2, double)) ||

!(e = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = n;

}
else {

printf("Invalid ndim or n.\n");
exit_status = 1;
return exit_status;

}
nn = n * (n - 1) / 2;
for (i = 0; i < nn; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i]);

#else
scanf("%lf", &d[i]);

#endif

/* nag_mv_prin_coord_analysis (g03fac).
* Principal co-ordinate analysis
*/

nag_mv_prin_coord_analysis(roots, n, d, ndim, x, tdx, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_prin_coord_analysis (g03fac).\n%s\n",
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fail.message);
exit_status = 1;
goto END;

}
printf("\nScaled Eigenvalues\n\n");

if (roots == Nag_LargeEigVals) {
for (i = 0; i < ndim; ++i)

printf("%10.4f", e[i]);
}
else {

for (i = 0; i < n; ++i)
printf("%10.4f", e[i]);

printf("\n");
}
printf("\nCo-ordinates\n\n");
for (i = 0; i < n; ++i) {

for (j = 0; j < ndim; ++j)
printf("%10.4f", X(i, j));

printf("\n");
}

END:
NAG_FREE(d);
NAG_FREE(e);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_mv_prin_coord_analysis (g03fac) Example Program Data

14 2 Nag_LargeEigVals

0.099
0.033 0.022
0.183 0.114 0.042
0.148 0.224 0.059 0.068
0.198 0.039 0.053 0.085 0.051
0.462 0.266 0.322 0.435 0.268 0.025
0.628 0.442 0.444 0.406 0.240 0.129 0.014
0.113 0.070 0.046 0.047 0.034 0.002 0.106 0.129
0.173 0.119 0.162 0.331 0.177 0.039 0.089 0.237 0.071
0.434 0.419 0.339 0.505 0.469 0.390 0.315 0.349 0.151 0.430
0.762 0.633 0.781 0.700 0.758 0.625 0.469 0.618 0.440 0.538 0.607
0.530 0.389 0.482 0.579 0.597 0.498 0.374 0.562 0.247 0.383 0.387 0.084
0.586 0.435 0.550 0.530 0.552 0.509 0.369 0.471 0.234 0.346 0.456 0.090 0.038

10.3 Program Results

nag_mv_prin_coord_analysis (g03fac) Example Program Results

Scaled Eigenvalues

0.7871 0.2808
Co-ordinates

0.2408 0.2337
0.1137 0.1168
0.2394 0.0760
0.2129 0.0605
0.2495 -0.0693
0.1487 -0.0778

-0.0514 -0.1623
0.0115 -0.3446

-0.0039 0.0059

g03 – Multivariate Methods g03fac

Mark 26 g03fac.5



0.0386 -0.0089
-0.0421 -0.0566
-0.5158 0.0291
-0.3180 0.1501
-0.3238 0.0475
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NAG Library Function Document

nag_mv_ordinal_multidimscale (g03fcc)

1 Purpose

nag_mv_ordinal_multidimscale (g03fcc) performs non-metric (ordinal) multidimensional scaling.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_ordinal_multidimscale (Nag_ScaleCriterion type, Integer n,
Integer ndim, const double d[], double x[], Integer tdx, double *stress,
double dfit[], Nag_E04_Opt *options, NagError *fail)

3 Description

For a set of n objects, a distance or dissimilarity matrix D can be calculated such that dij is a measure
of how ‘far apart’ objects i and j are. If p variables xk have been recorded for each observation this

measure may be based on Euclidean distance, dij ¼
Pp

k¼1 xki � xkj
� �2

, or some other calculation such
as the number of variables for which xkj 6¼ xki. Alternatively, the distances may be the result of a
subjective assessment. For a given distance matrix, multidimensional scaling produces a configuration
of n points in a chosen number of dimensions, m, such that the distance between the points in some
way best matches the distance matrix. For some distance measures, such as Euclidean distance, the size
of distance is meaningful, for other measures of distance all that can be said is that one distance is
greater or smaller than another. For the former, metric scaling can be used, see nag_mv_prin_coord_a
nalysis (g03fac), for the latter, a non-metric scaling is more appropriate.

For non-metric multidimensional scaling, the criterion used to measure the closeness of the fitted
distance matrix to the observed distance matrix is known as stress. stress is given by,ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXn

i¼1

Xi�1
j¼1

d̂ij � ~dij

� �2
Xn
i¼1

Xi�1
j¼1

d̂2ij

vuuuuuuuut
where d̂2ij is the Euclidean squared distance between points i and j and ~dij is the fitted distance obtained

when d̂ij is monotonically regressed on dij, that is, ~dij is monotonic relative to dij and is obtained from

d̂ij with the smallest number of changes. So stress is a measure of by how much the set of points
preserve the order of the distances in the original distance matrix. Non-metric multidimensional scaling
seeks to find the set of points that minimize the stress.

An alternate measure is squared stress, SSTRESS,ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXn
i¼1

Xi�1
j¼1

d̂2ij � ~d2ij

� �2
Xn
i¼1

Xi�1
j¼1

d̂4ij

vuuuuuuuut
in which the distances in stress are replaced by squared distances.
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In order to perform a non-metric scaling, an initial configuration of points is required. This can be
obtained from principal coordinate analysis, see nag_mv_prin_coord_analysis (g03fac). Given an initial
configuration, nag_mv_ordinal_multidimscale (g03fcc) uses the optimization function nag_opt_conj_
grad (e04dgc) to find the configuration of points that minimizes stress or SSTRESS. The function
nag_opt_conj_grad (e04dgc) uses a conjugate gradient algorithm. nag_mv_ordinal_multidimscale
(g03fcc) will find an optimum that may only be a local optimum, to be more sure of finding a global
optimum several different initial configurations should be used; these can be obtained by randomly
perturbing the original initial configuration using functions from the g05 Chapter Introduction.

4 References

Chatfield C and Collins A J (1980) Introduction to Multivariate Analysis Chapman and Hall

Krzanowski W J (1990) Principles of Multivariate Analysis Oxford University Press

5 Arguments

1: type – Nag_ScaleCriterion Input

On entry: indicates whether stress or SSTRESS is to be used as the criterion.

type ¼ Nag Stress
stress is used.

type ¼ Nag SStress
SSTRESS is used.

Constraint: type ¼ Nag Stress or Nag SStress.

2: n – Integer Input

On entry: the number of objects in the distance matrix, n.

Constraint: n > ndim.

3: ndim – Integer Input

On entry: the number of dimensions used to represent the data, m.

Constraint: ndim 	 1.

4: d½n� n� 1ð Þ=2� – const double Input

On entry: the lower triangle of the distance matrix D stored packed by rows. That is
d½ i � 1ð Þ � i� 2ð Þ=2þ j � 1� must contain dij , for i ¼ 2; 3; . . . ; n and j ¼ 1; 2; . . . ; i� 1. If dij is
missing then set dij < 0; For further comments on missing values see Section 9.

5: x½n� tdx� – double Input/Output

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � tdxþ j� 1�.
On entry: the ith row must contain an initial estimate of the coordinates for the ith point,
i ¼ 1; 2; . . . ; n. One method of computing these is to use nag_mv_prin_coord_analysis (g03fac).

On exit: the ith row contains m coordinates for the ith point, i ¼ 1; 2; . . . ; n.

6: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 ndim.

7: stress – double * Output

On exit: the value of stress or SSTRESS at the final iteration.
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8: dfit½2� n� n� 1ð Þ� – double Output

On exit: auxiliary outputs. If type ¼ Nag Stress, the first n n� 1ð Þ=2 elements contain the
distances, d̂ij, for the points returned in x, the second set of n n� 1ð Þ=2 contains the distances d̂ij
ordered by the input distances, dij, the third set of n n� 1ð Þ=2 elements contains the monotonic
distances, ~dij, ordered by the input distances, dij and the final set of n n� 1ð Þ=2 elements
contains fitted monotonic distances, ~dij, for the points in x. The ~dij corresponding to distances
which are input as missing are set to zero. If type ¼ Nag SStress, the results are as above except
that the squared distances are returned.

Each distance matrix is stored in lower triangular packed form in the same way as the input
matrix D.

9: options – Nag_E04_Opt * Input/Output

On entry/exit: a pointer to a structure of type Nag_E04_Opt whose members are optional
parameters for nag_opt_conj_grad (e04dgc). These structure members offer the means of
adjusting some of the argument values of the algorithm and on output will supply further details
of the results. You are referred to the nag_opt_conj_grad (e04dgc) document for further details.

The default values used by nag_mv_ordinal_multidimscale (g03fcc) when the options argument
is set to the NAG defined null pointer, E04_DEFAULT, are as follows:

optim tol ¼ 0:00001;

print level ¼ Nag NoPrint;

list ¼ Nag FALSE;

verify grad ¼ Nag FALSE;

max iter ¼ max 50;n� ndimð Þ.
If a different value is required for any of these four structure members or if other options
available in nag_opt_conj_grad (e04dgc) are to be used, then the structure options should be
declared and initialized by a call to nag_opt_init (e04xxc) and supplied as an argument to
nag_mv_ordinal_multidimscale (g03fcc). In this case, the structure members listed above except
for list will have the default values as specified above; list ¼ Nag TRUE in this case.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LE

On entry, n ¼ valueh i while ndim ¼ valueh i. These arguments must satisfy n > ndim.

NE_2_INT_ARG_LT

On entry, tdx ¼ valueh i while ndim ¼ valueh i. These arguments must satisfy tdx 	 ndim.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument type had an illegal value.
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NE_INT_ARG_LT

On entry, ndim ¼ valueh i.
Constraint: ndim 	 1.

NE_INTERNAL_ERROR

Additional error messages are output if the optimization fails to converge or if the options are set
incorrectly, Details of these can be found in the nag_opt_conj_grad (e04dgc) document.

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NEG_OR_ZERO_ARRAY

All elements of array d � 0:0.
Constraint: At least one element of d must be positive.

7 Accuracy

After a successful optimization, the relative accuracy of stress should be approximately �, as specified
by optim tol.

8 Parallelism and Performance

nag_mv_ordinal_multidimscale (g03fcc) is not threaded in any implementation.

9 Further Comments

Missing values in the input distance matrix can be specified by a negative value and providing there are
not more than about two thirds of the values missing, the algorithm may still work. However, the
function nag_mv_prin_coord_analysis (g03fac) does not allow for missing values so an alternative
method of obtaining an initial set of coordinates is required. It may be possible to estimate the missing
values with some form of average and then use nag_mv_prin_coord_analysis (g03fac) to give an initial
set of coordinates.

10 Example

The data, given by Krzanowski (1990), are dissimilarities between water vole populations in Europe.
Initial estimates are provided by the first two principal coordinates computed.

10.1 Program Text

/* nag_mv_ordinal_multidimscale (g03fcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define NMAX 14

#define X(I, J) x[(I-1)*tdx + (J-1)]

int main(void)
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{
Integer exit_status = 0, i, j, n, ndim, nn, tdx = NMAX;
double *d = 0, *dfit = 0, *e = 0, stress, *x = 0;
char nag_enum_arg[40];
Nag_ScaleCriterion type;
NagError fail;

INIT_FAIL(fail);

printf("nag_mv_ordinal_multidimscale (g03fcc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ndim);
#else

scanf("%" NAG_IFMT "", &ndim);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

type = (Nag_ScaleCriterion) nag_enum_name_to_value(nag_enum_arg);

if (ndim >= 1 && n > ndim) {
if (!(d = NAG_ALLOC(n * (n - 1) / 2, double)) ||

!(dfit = NAG_ALLOC(4 * (n * (n - 1) / 2), double)) ||
!(e = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n * n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = n;

}
else {

printf("Invalid ndim or n.\n");
exit_status = 1;
return exit_status;

}
nn = n * (n - 1) / 2;
for (i = 1; i <= nn; ++i)

#ifdef _WIN32
scanf_s("%lf", &d[i - 1]);

#else
scanf("%lf", &d[i - 1]);

#endif

/* nag_mv_prin_coord_analysis (g03fac).
* Principal co-ordinate analysis
*/

nag_mv_prin_coord_analysis(Nag_LargeEigVals, n, d, ndim, x, tdx, e, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_prin_coord_analysis (g03fac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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/* nag_mv_ordinal_multidimscale (g03fcc).
* Multidimensional scaling
*/

nag_mv_ordinal_multidimscale(type, n, ndim, d, x, tdx, &stress, dfit,
E04_DEFAULT, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mv_ordinal_multidimscale (g03fcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n STRESS = %13.4e\n\n", stress);
printf("Co-ordinates\n\n");

for (i = 1; i <= n; ++i) {
for (j = 1; j <= ndim; ++j)

printf("%10.4f", X(i, j));
printf("\n");

}

END:
NAG_FREE(d);
NAG_FREE(dfit);
NAG_FREE(e);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_mv_ordinal_multidimscale (g03fcc) Example Program Data

14 2 Nag_Stress

0.099
0.033 0.022
0.183 0.114 0.042
0.148 0.224 0.059 0.068
0.198 0.039 0.053 0.085 0.051
0.462 0.266 0.322 0.435 0.268 0.025
0.628 0.442 0.444 0.406 0.240 0.129 0.014
0.113 0.070 0.046 0.047 0.034 0.002 0.106 0.129
0.173 0.119 0.162 0.331 0.177 0.039 0.089 0.237 0.071
0.434 0.419 0.339 0.505 0.469 0.390 0.315 0.349 0.151 0.430
0.762 0.633 0.781 0.700 0.758 0.625 0.469 0.618 0.440 0.538 0.607
0.530 0.389 0.482 0.579 0.597 0.498 0.374 0.562 0.247 0.383 0.387 0.084
0.586 0.435 0.550 0.530 0.552 0.509 0.369 0.471 0.234 0.346 0.456 0.090 0.038

10.3 Program Results

nag_mv_ordinal_multidimscale (g03fcc) Example Program Results

STRESS = 1.2557e-01

Co-ordinates

0.2060 0.2439
0.1063 0.1418
0.2224 0.0817
0.3032 0.0355
0.2645 -0.0698
0.1554 -0.0435

-0.0070 -0.1612
0.0749 -0.3275
0.0488 0.0289
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0.0124 -0.0267
-0.1649 -0.2500
-0.5073 0.1267
-0.3093 0.1590
-0.3498 0.0700
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NAG Library Function Document

nag_mv_gaussian_mixture (g03gac)

1 Purpose

nag_mv_gaussian_mixture (g03gac) performs a mixture of Normals (Gaussians) for a given (co)
variance structure.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_gaussian_mixture (Integer n, Integer m, const double x[],
Integer pdx, const Integer isx[], Integer nvar, Integer ng,
Nag_Boolean popt, double prob[], Integer tdprob, Integer *niter,
Integer riter, double w[], double g[], Nag_VarCovar sopt, double s[],
double f[], double tol, double *loglik, NagError *fail)

3 Description

A Normal (Gaussian) mixture model is a weighted sum of k group Normal densities given by,

p x j w; �;�ð Þ ¼
Xk
j¼1
wjg x j �j; �j

� �
; x 2 R

p

where:

x is a p-dimensional object of interest;

wj is the mixture weight for the jth group and
Xk
j¼1
wj ¼ 1;

�j is a p-dimensional vector of means for the jth group;

�j is the covariance structure for the jth group;

g �ð Þ is the p-variate Normal density:

g x j �j;�j

� �
¼ 1

2	ð Þp=2 �j

		 		1=2 exp �12 x� �j
� �

��1j x� �j
� �T� �

:

Optionally, the (co)variance structure may be pooled (common to all groups) or calculated for each
group, and may be full or diagonal.

4 References

Hartigan J A (1975) Clustering Algorithms Wiley

5 Arguments

1: n – Integer Input

On entry: n, the number of objects. There must be more objects than parameters in the model.

Constraints:

if sopt ¼ Nag GroupCovar, n > ng� nvar� nvarþ nvarð Þ;
if sopt ¼ Nag PooledCovar, n > nvar� ngþ nvarð Þ;
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if sopt ¼ Nag GroupVar, n > 2� ng� nvar;
if sopt ¼ Nag PooledVar, n > nvar� ngþ 1ð Þ;
if sopt ¼ Nag OverallVar, n > nvar� ngþ 1.

2: m – Integer Input

On entry: the total number of variables in array x.

Constraint: m 	 1.

3: x½n� pdx� – const double Input

On entry: x½ i � 1ð Þ � pdxþ j � 1� must contain the value of the jth variable for the ith object,
for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

4: pdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: pdx 	 m.

5: isx½m� – const Integer Input

On entry: if nvar ¼ m all available variables are included in the model and isx is not referenced;
otherwise the jth variable will be included in the analysis if isx½j � 1� ¼ 1 and excluded if
isx½j � 1� ¼ 0, for j ¼ 1; 2; . . . ;m.

Constraint: if nvar 6¼ m, isx½j � 1� ¼ 1 for nvar values of j and isx½j � 1� ¼ 0 for the remaining
m� nvar values of j, for j ¼ 1; 2; . . . ;m.

6: nvar – Integer Input

On entry: p, the number of variables included in the calculations.

Constraint: 1 � nvar � m.

7: ng – Integer Input

On entry: k, the number of groups in the mixture model.

Constraint: ng 	 1.

8: popt – Nag_Boolean Input

On entry: if popt ¼ Nag TRUE, the initial membership probabilities in prob are set internally;
otherwise these probabilities must be supplied.

9: prob½n� tdprob� – double Input/Output

On entry: if popt 6¼ Nag TRUE, prob½ i� 1ð Þ � tdprobþ j� 1� is the probability that the ith
object belongs to the jth group. (These probabilities are normalised internally.)

On exit: prob½ i� 1ð Þ � tdprobþ j� 1� is the probability of membership of the ith object to the
jth group for the fitted model.

10: tdprob – Integer Input

On entry: the stride separating matrix column elements in the array prob.

Constraint: tdprob 	 ng.

11: niter – Integer * Input/Output

On entry: the maximum number of iterations.

Suggested value: 15
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On exit: the number of completed iterations.

Constraint: niter 	 1.

12: riter – Integer Input

On entry: if riter > 0, membership probabilities are rounded to 0:0 or 1:0 after the completion of
every riter iterations.

Suggested value: 5

13: w½ng� – double Output

On exit: wj, the mixing probability for the jth group.

14: g½nvar� ng� – double Output

On exit: g½ i� 1ð Þ � ngþ j� 1� gives the estimated mean of the ith variable in the jth group.

15: sopt – Nag_VarCovar Input

On entry: determines the (co)variance structure:

sopt ¼ Nag GroupCovar
Groupwise covariance matrices.

sopt ¼ Nag PooledCovar
Pooled covariance matrix.

sopt ¼ Nag GroupVar
Groupwise variances.

sopt ¼ Nag PooledVar
Pooled variances.

sopt ¼ Nag OverallVar
Overall variance.

Constraint: sopt ¼ Nag GroupCovar, Nag PooledCovar, Nag GroupVar, Nag PooledVar or
Nag OverallVar.

16: s½dim� – double Output

Note: the dimension, dim, of the array s must be at least a � b� c.

Where S i; j; kð Þ appears in th i s document , i t r e fe r s to the ar ray e lement
s½ k� 1ð Þ � a � bþ j� 1ð Þ � a þ i� 1�.
On exit: if sopt ¼ Nag GroupCovar, S i; j; kð Þ gives the i; jð Þth element of the kth group, with
a ¼ b ¼ nvar and c ¼ ng.

If sopt ¼ Nag PooledCovar, S i; j; 1ð Þ gives the i; jð Þth element of the pooled covariance, with
a ¼ b ¼ nvar and c ¼ 1.

If sopt ¼ Nag GroupVar, S j; k; 1ð Þ gives the jth variance in the kth group, with a ¼ nvar,
b ¼ ng and c ¼ 1.

If sopt ¼ Nag PooledVar, S j; 1; 1ð Þ gives the jth pooled variance., with a ¼ nvar and b ¼ c ¼ 1

If sopt ¼ Nag OverallVar, S 1; 1; 1ð Þ gives the overall variance, with a ¼ b ¼ c ¼ 1.

17: f½n� ng� – double Output

On exit: f½ i� 1ð Þ � ngþ j� 1� gives the p-variate Normal (Gaussian) density of the ith object in
the jth group.
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18: tol – double Input

On entry: iterations cease the first time an improvement in log-likelihood is less than tol. If
tol � 0 a value of 10�3 is used.

19: loglik – double * Output

On exit: the log-likelihood for the fitted mixture model.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, tdprob ¼ valueh i and n ¼ valueh i.
Constraint: tdprob 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CLUSTER_EMPTY

An iteration cannot continue due to an empty group, try a different initial allocation.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, ng ¼ valueh i.
Constraint: ng 	 1.

On entry, niter ¼ valueh i.
Constraint: niter 	 1.

NE_INT_2

On entry, nvar ¼ valueh i and m ¼ valueh i.
Constraint: 1 � nvar � m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_NOT_POS_DEF

A covariance matrix is not positive definite, try a different initial allocation.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

On entry, n ¼ valueh i and p ¼ valueh i.
Constraint: n > p, the number of parameters, i.e., too few objects have been supplied for the
model.

NE_PROBABILITY

On entry, row valueh i of supplied prob does not sum to 1.

NE_VAR_INCL_INDICATED

On entry, nvar 6¼ m and isx is invalid.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mv_gaussian_mixture (g03gac) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_mv_gaussian_mixture (g03gac) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example fits a Gaussian mixture model with pooled covariance structure to New Haven schools
test data, see Table 5.1 (p. 118) in Hartigan (1975).

10.1 Program Text

/* nag_mv_gaussian_mixture (g03gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg03.h>
#include <nagx04.h>

#define S(I,J,K) s[I-1 + (J-1)*(sopt==Nag_GroupVar ?ng:nvar) + (K-1)*nvar*nvar]
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#define X(I,J) x[(I-1)*tdx + J-1]
#define PROB(I,J) prob[(I-1)*tdprob + J-1]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0, i, j, lens, m, n, ng, niter, nvar, riter,

tdprob, tdx;
Integer *isx = 0;

/* Double scalar and array declarations */
double loglik, tol;
double *f = 0, *g = 0, *prob = 0, *s = 0, *w = 0, *x = 0;

/* NAG structures */
Nag_Boolean popt;
Nag_VarCovar sopt;
NagError fail;

/* Character scalar and array declarations */
char nag_enum_popt[30 + 1], nag_enum_sopt[30 + 1];

printf("nag_mv_gaussian_mixture (g03gac) Example Program Results\n\n");
fflush(stdout);

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Number of groups */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ng);
#else

scanf("%" NAG_IFMT "", &ng);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Scaling option */
#ifdef _WIN32

scanf_s("%30s", nag_enum_sopt, (unsigned)_countof(nag_enum_sopt));
#else

scanf("%30s", nag_enum_sopt);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initial probabilities option */
#ifdef _WIN32

scanf_s("%30s", nag_enum_popt, (unsigned)_countof(nag_enum_popt));
#else

scanf("%30s", nag_enum_popt);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Maximum number of iterations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &niter);
#else

scanf("%" NAG_IFMT "", &niter);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Principal dimensions */
tdx = nvar;
tdprob = ng;

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

popt = (Nag_Boolean) nag_enum_name_to_value(nag_enum_popt);
sopt = (Nag_VarCovar) nag_enum_name_to_value(nag_enum_sopt);

/* Variance/covariance array */
switch (sopt) {
case Nag_GroupCovar:

lens = nvar * nvar * ng;
break;

case Nag_PooledCovar:
lens = nvar * nvar;
break;

case Nag_GroupVar:
lens = nvar * ng;
break;

case Nag_PooledVar:
lens = nvar;
break;

case Nag_OverallVar:
lens = 1;
break;

}

if (!(x = NAG_ALLOC(n * tdx, double)) ||
!(prob = NAG_ALLOC(n * tdprob, double)) ||
!(g = NAG_ALLOC(ng * nvar, double)) ||
!(w = NAG_ALLOC(ng, double)) ||
!(isx = NAG_ALLOC(m, Integer)) ||
!(f = NAG_ALLOC(ng * n, double)) || !(s = NAG_ALLOC(lens, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Data matrix X */
for (i = 1; i <= n; i++)

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Included variables */
if (nvar != m) {

for (j = 1; j <= m; j++)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &isx[j - 1]);
#else

scanf("%" NAG_IFMT "", &isx[j - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Optionally read initial probabilities of group membership */
if (popt == Nag_FALSE) {

for (i = 1; i <= n; i++)
for (j = 1; j <= ng; j++)

#ifdef _WIN32
scanf_s("%lf", &PROB(i, j));

#else
scanf("%lf", &PROB(i, j));

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

/* Optimization parameters */
tol = 0.0;
riter = 5;

/* Fit the model */
/* nag_mv_gaussian_mixture (g03gac).
* Computes a Gaussian mixture model
*/

INIT_FAIL(fail);
nag_mv_gaussian_mixture(n, m, x, tdx, isx, nvar, ng, popt, prob, tdprob,

&niter, riter, w, g, sopt, s, f, tol, &loglik,
&fail);

if (fail.code != NE_NOERROR) {
printf("nag_mv_gaussian_mixture (g03gac) failed.\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Results */
/* nag_gen_real_mat_print (x04cac).
* Print real general matrix (easy-to-use)
*/

nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,
1, ng, w, ng, "Mixing proportions", NULL, &fail);
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nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,
nvar, ng, g, ng, "\n Group means", NULL, &fail);

/* Variance/Covariance */
switch (sopt) {
case Nag_GroupCovar:

for (i = 1; i <= ng; i++) {
nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix,

Nag_NonUnitDiag, nvar, nvar, &S(1, 1, i), nvar,
"\n Variance-covariance matrix", NULL, &fail);

}
break;

case Nag_PooledCovar:
nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,

nvar, nvar, s, nvar,
"\n Pooled Variance-covariance matrix", NULL,
&fail);

break;
case Nag_GroupVar:

nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,
nvar, ng, s, ng, "\n Groupwise Variance", NULL,
&fail);

break;
case Nag_PooledVar:

nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag,
nvar, 1, s, 1, "\n Pooled Variance", NULL, &fail);

break;
case Nag_OverallVar:

printf("\n Overall Variance = %g\n", S(1, 1, 1));
break;

}

nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, n,
ng, f, ng, "\n Densities", NULL, &fail);

nag_gen_real_mat_print(Nag_RowMajor, Nag_GeneralMatrix, Nag_NonUnitDiag, n,
ng, prob, ng, "\n Membership probabilities", NULL,
&fail);

printf("\nNo. iterations: %" NAG_IFMT "\n", niter);
printf("Log-likelihood: %g\n\n", loglik);

END:
NAG_FREE(f);
NAG_FREE(g);
NAG_FREE(prob);
NAG_FREE(s);
NAG_FREE(w);
NAG_FREE(x);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_mv_gaussian_mixture (g03gac) Example Program Data
25 4 4 : n m ip
2 : ng
Nag_PooledCovar : sopt
Nag_FALSE : popt
15 : niter
2.7 3.2 4.5 4.8
3.9 3.8 5.9 6.2
4.8 4.1 6.8 5.5
3.1 3.5 4.3 4.6
3.4 3.7 5.1 5.6
3.1 3.4 4.1 4.7
4.6 4.4 6.6 6.1
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3.1 3.3 4.0 4.9
3.8 3.7 4.7 4.9
5.2 4.9 8.2 6.9
3.9 3.8 5.2 5.4
4.1 4.0 5.6 5.6
5.7 5.1 7.0 6.3
3.0 3.2 4.5 5.0
2.9 3.3 4.5 5.1
3.4 3.3 4.4 5.0
4.0 4.2 5.2 5.4
3.0 3.0 4.6 5.0
4.0 4.1 5.9 5.8
3.0 3.2 4.4 5.1
3.6 3.6 5.3 5.4
3.1 3.2 4.6 5.0
3.2 3.3 5.4 5.3
3.0 3.4 4.2 4.7
3.8 4.0 6.9 6.7 : x
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
1.0 0.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0
0.0 1.0 : prob

10.3 Program Results

nag_mv_gaussian_mixture (g03gac) Example Program Results

Mixing proportions
1 2

1 0.4798 0.5202

Group means
1 2

1 4.0041 3.3350
2 3.9949 3.4434
3 5.5894 4.9870
4 5.4432 5.3602

Pooled Variance-covariance matrix
1 2 3 4

1 0.4539 0.2891 0.6075 0.3413
2 0.2891 0.2048 0.4101 0.2490
3 0.6075 0.4101 1.0648 0.6011
4 0.3413 0.2490 0.6011 0.3759

Densities
1 2

1 2.5836e-01 1.1853e-02
2 3.7065e-07 1.1241e-01
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3 5.3069e-03 1.8080e-06
4 4.2461e-01 2.8584e-05
5 5.0387e-02 1.1544e+00
6 1.1260e+00 7.2224e-02
7 2.0911e+00 2.1224e-02
8 5.7856e-03 1.3227e+00
9 1.1609e+00 2.9411e-02

10 8.9826e-02 2.4260e-05
11 3.0170e-01 1.0106e+00
12 1.2930e+00 3.5422e-01
13 2.8644e-02 6.7851e-07
14 2.0759e-02 3.1690e+00
15 7.6461e-02 1.5231e+00
16 3.0279e-04 8.4017e-01
17 5.6101e-01 4.6699e-05
18 2.6573e-05 6.4442e-01
19 2.1250e+00 5.1006e-02
20 8.6822e-04 2.7626e+00
21 1.9223e-01 2.3971e+00
22 1.2469e-02 2.8179e+00
23 1.8389e-02 5.3572e-01
24 1.2409e+00 9.6489e-03
25 2.1037e-05 4.8674e-02

Membership probabilities
1 2

1 9.5018e-01 4.9823e-02
2 3.3259e-06 1.0000e+00
3 9.9961e-01 3.8664e-04
4 9.9992e-01 7.9913e-05
5 3.8999e-02 9.6100e-01
6 9.3270e-01 6.7295e-02
7 9.8881e-01 1.1190e-02
8 4.1252e-03 9.9587e-01
9 9.7252e-01 2.7479e-02

10 9.9969e-01 3.0805e-04
11 2.1722e-01 7.8278e-01
12 7.6938e-01 2.3062e-01
13 9.9997e-01 2.6937e-05
14 6.1133e-03 9.9389e-01
15 4.4189e-02 9.5581e-01
16 3.5006e-04 9.9965e-01
17 9.9990e-01 9.7029e-05
18 4.0270e-05 9.9996e-01
19 9.7380e-01 2.6202e-02
20 3.0204e-04 9.9970e-01
21 6.9471e-02 9.3053e-01
22 4.1603e-03 9.9584e-01
23 3.0839e-02 9.6916e-01
24 9.9116e-01 8.8421e-03
25 4.1534e-04 9.9958e-01

No. iterations: 14
Log-likelihood: -29.6831
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NAG Library Function Document

nag_mv_dend_free (g03xzc)

1 Purpose

nag_mv_dend_free (g03xzc) frees Nag allocated memory for the dendrogram array in nag_mv_dendro
gram (g03ehc).

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_dend_free (char ***c)

3 Description

Memory is allocated internally by nag_mv_dendrogram (g03ehc) to an array of character pointers,
containing consecutive lines of the dendrogram.

nag_mv_dend_free (g03xzc) can be used to free this memory and set the value of the individual
pointers in the array of character pointers to NULL.

Please note that the standard C function free() must not be used to free this memory.

4 References

None.

5 Arguments

1: c – char *** Input/Output

On entry: a pointer to an array of character pointers to which memory has been allocated
internally by nag_mv_dendrogram (g03ehc).

On exit: the memory allocated to each of the pointers in the pointer array is freed and the
pointers are set to NULL.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_mv_dend_free (g03xzc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

See Section 10 in nag_mv_dendrogram (g03ehc).
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NAG Library Function Document

nag_mv_z_scores (g03zac)

1 Purpose

nag_mv_z_scores (g03zac) produces standardized values (z-scores) for a data matrix.

2 Specification

#include <nag.h>
#include <nagg03.h>

void nag_mv_z_scores (Integer n, Integer m, const double x[], Integer tdx,
Integer nvar, const Integer isx[], const double s[], const double e[],
double z[], Integer tdz, NagError *fail)

3 Description

For a data matrix, X, consisting of n observations on p variables, with elements xij, nag_mv_z_scores
(g03zac) computes a matrix, Z, with elements zij such that:

zij ¼
xij � �j
�j

; i ¼ 1; 2; . . . ; n; j ¼ 1; 2; . . . ; p;

where �j is a location shift and �j is a scaling factor. Typically, �j will be the mean and �j will be the
standard deviation of the jth variable and therefore the elements in column j of Z will have zero mean
and unit variance.

4 References

None.

5 Arguments

1: n – Integer Input

On entry: the number of observations in the data matrix, n.

Constraint: n 	 1.

2: m – Integer Input

On entry: the number of variables in the data array x.

Constraint: m 	 nvar.

3: x½n� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must contain the ith sample point for the jth variable xij , for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 m.
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5: nvar – Integer Input

On entry: the number of variables to be standardized, p.

Constraint: nvar 	 1.

6: isx½m� – const Integer Input

On entry: isx½j� 1� indicates whether or not the observations on the jth variable are included in
the matrix of standardized values.

If isx½j� 1� 6¼ 0, then the observations from the jth variable are included.

If isx½j� 1� ¼ 0, then the observations from the jth variable are not included.

Constraint: isx½j� 1� 6¼ 0 for nvar values of j.

7: s½m� – const double Input

On entry: if isx½j� 1� 6¼ 0, then s½j� 1� must contain the scaling (standard deviation), �j, for the
jth variable.

If isx½j� 1� ¼ 0, then s½j� 1� is not referenced.

Constraint: if isx½j� 1� 6¼ 0, s½j � 1� > 0:0, for j ¼ 1; 2; . . . ;m.

8: e½m� – const double Input

On entry: if isx½j� 1� 6¼ 0, then e½j� 1� must contain the location shift (mean), �j, for the jth
variable.

If isx½j� 1� ¼ 0, then e½j� 1� is not referenced.

9: z½n� tdz� – double Output

Note: the i; jð Þth element of the matrix Z is stored in z½ i� 1ð Þ � tdzþ j� 1�.
On exit: the matrix of standardized values (z-scores), Z.

10: tdz – Integer Input

On entry: the stride separating matrix column elements in the array z.

Constraint: tdz 	 nvar.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, m ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy m 	 nvar.

On entry, tdx ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdx 	 m.

On entry, tdz ¼ valueh i while nvar ¼ valueh i. These arguments must satisfy tdz 	 nvar.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, nvar ¼ valueh i.
Constraint: nvar 	 1.
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NE_INTARR_REALARR

On entry, isx½ valueh i� ¼ valueh i, s½ valueh i� ¼ valueh i.
Constraint: if isx½j � 1� ¼ 0, s½j � 1� > 0:0, for j ¼ 1; 2; . . . ;m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_VAR_INCL_INDICATED

The number of variables, nvar in the analysis ¼ valueh i, while number of variables included in
the analysis via array isx ¼ valueh i.
Constraint: these two numbers must be the same.

7 Accuracy

Standard accuracy is achieved.

8 Parallelism and Performance

nag_mv_z_scores (g03zac) is not threaded in any implementation.

9 Further Comments

Means and standard deviations may be obtained using nag_summary_stats_onevar (g01atc) or
nag_corr_cov (g02bxc).

10 Example

A 4 by 3 data matrix is input along with location and scaling values. The first and third columns are
scaled and the results printed.

10.1 Program Text

/* nag_mv_z_scores (g03zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg03.h>

#define X(I, J) x[(I) *tdx + J]
#define Z(I, J) z[(I) *tdz + J]
int main(void)
{

Integer exit_status = 0, i, *isx = 0, j, m, n, nvar, tdx, tdz;
NagError fail;
double *e = 0, *s = 0, *x = 0, *z = 0;

INIT_FAIL(fail);

printf("nag_mv_z_scores (g03zac) Example Program Results\n\n");

/* Skip headings in data file */
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#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &m);
#else

scanf("%" NAG_IFMT "", &m);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nvar);
#else

scanf("%" NAG_IFMT "", &nvar);
#endif

if (n >= 1 && nvar >= 1 && m >= nvar) {
if (!(e = NAG_ALLOC(m, double)) ||

!(s = NAG_ALLOC(m, double)) ||
!(x = NAG_ALLOC((n) * (m), double)) ||
!(z = NAG_ALLOC((n) * (nvar), double)) ||
!(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdx = m;
tdz = nvar;

}
else {

printf("Invalid n or nvar.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; ++i) {

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
for (j = 0; j < m; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &e[j]);
#else

scanf("%lf", &e[j]);
#endif

for (j = 0; j < m; ++j)
#ifdef _WIN32

scanf_s("%lf", &s[j]);
#else

scanf("%lf", &s[j]);
#endif

/* nag_mv_z_scores (g03zac).
* Standardize values of a data matrix
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*/
nag_mv_z_scores(n, m, x, tdx, nvar, isx, s, e, z, tdz, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mv_z_scores (g03zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nStandardized Values\n\n");
for (i = 0; i < n; ++i) {

for (j = 0; j < nvar; ++j)
printf("%8.3f", Z(i, j));

printf("\n");
}

END:
NAG_FREE(e);
NAG_FREE(s);
NAG_FREE(x);
NAG_FREE(z);
NAG_FREE(isx);
return exit_status;

}

10.2 Program Data

nag_mv_z_scores (g03zac) Example Program Data
4 3 2
15.0 0.0 1500.0
12.0 1.0 1000.0
18.0 2.0 1200.0
14.0 3.0 500.0
1 0 1

14.75 0.0 1050.0
2.50 0.0 420.3

10.3 Program Results

nag_mv_z_scores (g03zac) Example Program Results

Standardized Values

0.100 1.071
-1.100 -0.119
1.300 0.357

-0.300 -1.309
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NAG Library Chapter Contents

g04 – Analysis of Variance

g04 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g04bbc 5 nag_anova_random
General block design or completely randomized design

g04bcc 6 nag_anova_row_col
Analysis of variance, general row and column design, treatment means and
standard errors

g04cac 5 nag_anova_factorial
Complete factorial design

g04czc 5 nag_anova_factorial_free
Memory freeing function for nag_anova_factorial (g04cac)

g04dbc 6 nag_anova_confid_interval
Computes confidence intervals for differences between means computed by
nag_anova_random (g04bbc) or nag_anova_row_col (g04bcc)

g04eac 6 nag_dummy_vars
Computes orthogonal polynomials or dummy variables for factor/
classification variable

g04gac 26.1 nag_anova_icc
Intraclass correlation (ICC) for assessing rater reliability
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1 Scope of the Chapter

This chapter is concerned with methods for analysing the results of designed experiments. The range of
experiments covered include:

single factor designs with equal sized blocks such as randomized complete block and balanced
incomplete block designs,

row and column designs such as Latin squares, and

complete factorial designs.

Further designs may be analysed by combining the analyses provided by multiple calls to functions or
by using general linear model functions provided in Chapter g02.

2 Background to the Problems

2.1 Experimental Designs

An experimental design consists of a plan for allocating a set of controlled conditions, the treatments, to
subsets of the experimental material, the plots or units. Two examples are:

(i) In an experiment to examine the effects of different diets on the growth of chickens, the chickens
were kept in pens and a different diet was fed to the birds in each pen. In this example the pens are
the units and the different diets are the treatments.

(ii) In an experiment to compare four materials for wear-loss, a sample from each of the materials is
tested in a machine that simulates wear. The machine can take four samples at a time and a number
of runs are made. In this experiment the treatments are the materials and the units are the samples
from the materials.

In designing an experiment the following principles are important.

(a) Randomization: given the overall plan of the experiment, the final allocation of treatments to units
is performed using a suitable random allocation. This avoids the possibility of a systematic bias in
the allocation and gives a basis for the statistical analysis of the experiment.

(b) Replication: each treatment should be ‘observed’ more than once. So in example (b) more than one
sample from each material should be tested. Replication allows for an estimate of the variability of
the treatment effect to be measured.

(c) Blocking: in many situations the experimental material will not be homogeneous and there may be
some form of systematic variation in the experimental material. In order to reduce the effect of
systematic variation the material can be grouped into blocks so that units within a block are similar
but there is variation between blocks. For example, in an animal experiment litters may be
considered as blocks; in an industrial experiment it may be material from one production batch.

(d) Factorial designs: if more than one type of treatment is under consideration, for example the effect
of changes in temperature and changes in pressure, a factorial design consists of looking at all
combinations of temperature and pressure. The different types of treatment are known as factors
and the different values of the factors that are considered in the experiment are known as levels. So
if three temperatures and four different pressures were being considered, then factor 1
(temperature) would have 3 levels and factor 2 (pressure) would have four levels and the design
would be a 3� 4 factorial giving a total of 12 treatment combinations. This design has the
advantage of being able to detect the interaction between factors, that is, the effect of the
combination of factors.

The following are examples of standard experimental designs; in the descriptions, it is assumed that
there are t treatments.

(a) Completely Randomised Design: there are no blocks and the treatments are allocated to units at
random.

(b) Randomised Complete Block Design: the experimental units are grouped into b blocks of t units
and each treatment occurs once in each block. The treatments are allocated to units within blocks at
random.
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(c) Latin Square Designs: the units can be represented as cells of a t by t square classified by rows and
columns. The t rows and t columns represent sources of variation in the experimental material. The
design allocates the treatments to the units so that each treatment occurs once in each row and each
column.

(d) Balanced Incomplete Block Designs: the experimental units are grouped into b blocks of k < t
units. The treatments are allocated so that each treatment is replicated the same number of times
and each treatment occurs in the same block with any other treatment the same number of times.
The treatments are allocated to units within blocks at random.

(e) Complete Factorial Experiments: if there are t treatment combinations derived from the levels of
all factors then either there are no blocks or the blocks are of size t units.

Other designs include: partially balanced incomplete block designs, split-plot designs, factorial designs
with confounding, and fractional factorial designs. For further information on these designs, see
Cochran and Cox (1957), Davis (1978) or John and Quenouille (1977).

2.2 Analysis of Variance

The analysis of a designed experiment usually consists of two stages. The first is the computation of the
estimate of variance of the underlying random variation in the experiment along with tests for the
overall effect of treatments. This results in an analysis of variance (ANOVA) table. The second stage is
a more detailed examination of the effect of different treatments either by comparing the difference in
treatment means with an appropriate standard error or by the use of orthogonal contrasts.

The analysis assumes a linear model such as

yij ¼ �þ �i þ �l þ eij;

where yij is the observed value for unit j of block i, � is the overall mean, �i is the effect of the ith
block, �l is the effect of the lth treatment which has been applied to the unit, and eij is the random error
term associated with this unit. The expected value of eij is zero and its variance is �2.

In the analysis of variance, the total variation, measured by the sum of squares of observations about
the overall mean, is partitioned into the sum of squares due to blocks, the sum of squares due to
treatments, and a residual or error sum of squares. This partition corresponds to the parameters �, � and
�. In parallel to the partition of the sum of squares there is a partition of the degrees of freedom
associated with the sums of squares. The total degrees of freedom is n� 1, where n is the number of
observations. This is partitioned into b� 1 degrees of freedom for blocks, t� 1 degrees of freedom for
treatments, and n� t� bþ 1 degrees of freedom for the residual sum of squares. From these the mean
squares can be computed as the sums of squares divided by their degrees of freedom. The residual mean
square is an estimate of �2. An F -test for an overall effect of the treatments can be calculated as the
ratio of the treatment mean square to the residual mean square.

For row and column designs the model is

yij ¼ �þ �i þ �j þ �l þ eij;

where �i is the effect of the ith row and �j is the effect of the jth column. Usually the rows and
columns are orthogonal. In the analysis of variance the total variation is partitioned into rows, columns
treatments and residual.

In the case of factorial experiments, the treatment sum of squares and degrees of freedom may be
partitioned into main effects for the factors and interactions between factors. The main effect of a factor
is the effect of the factor averaged over all other factors. The interaction between two factors is the
additional effect of the combination of the two factors, over and above the additive effects of the two
factors, averaged over all other factors. For a factorial experiment in blocks with two factors, A and B,
in which the jth unit of the ith block received level l of factor A and level k of factor B the model is

yij ¼ �þ �i þ �l þ �k þ ��lkð Þ þ eij;

where �l is the main effect of level l of factor a, �k is the main effect of level k of factor B, and ��lk is
the interaction between level l of A and level k of B. Higher-order interactions can be defined in a
similar way.
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Once the significant treatment effects have been uncovered they can be further investigated by
comparing the differences between the means with the appropriate standard error. Some of the
assumptions of the analysis can be checked by examining the residuals.

2.3 Intraclass Correlation

Many experiments and investigations involve the assignment of a value (score) to a number of
experimental units or objects of interest (subjects). The method used to score the subject will often be
affected by measurement error which can, in turn, affect the analysis and interpretation of the data.
Measurement error can be especially high when the score is based on the subjective opinion of one or
more individuals (raters) and therefore it is important to be able to assess its magnitude. One way of
doing this is to run a reliability study and calculate the intraclass correlation (ICC). The term intraclass
correlation is a general one and can mean either a measure of interrater reliability, i.e., a measure of
how similar the raters are, or intrarater reliability, i.e., a measure of how consistent each rater is.

There are a numerous different versions of the ICC, six of which are available in this chapter. The
different versions of the ICC can lead to different conclusions when applied to the same data, it is
therefore essential to choose the most appropriate based on the design of the reliability study and
whether inter- or intrarater reliability is of interest. The six measures of the ICC are split into three
different types of studies, denoted: ICC 1; 1ð Þ, ICC 2; 1ð Þ and ICC 3; 1ð Þ. Each class of study results in
two forms of the ICC, depending on whether inter- or intrarater reliability is of interest. A full
description of the different designs and corresponding ICCs is given in Section 3 in nag_anova_icc
(g04gac).

3 Recommendations on Choice and Use of Available Functions

This chapter contains functions that can handle a wide range of experimental designs plus functions for
further analysis and a function to compute dummy variables for use in a general linear model.

nag_anova_random (g04bbc) computes the analysis of variance and treatment means with standard
errors for any block design with equal sized blocks. The function will handle both complete block
designs and balanced and partially balanced incomplete block designs.

nag_anova_row_col (g04bcc) computes the analysis of variance and treatment means with standard
errors for a row and column designs such as a Latin square.

nag_anova_factorial (g04cac) computes the analysis of variance and treatment means with standard
errors for a complete factorial experiment.

Other designs can be analysed by combinations of calls to nag_anova_random (g04bbc),
nag_anova_row_col (g04bcc) and nag_anova_factorial (g04cac). The functions compute the residuals
from the model specified by the design, so these can then be input as the response variable in a second
call to one of the functions. For example a factorial experiment in a Latin square design can be
analysed by first calling nag_anova_row_col (g04bcc) to remove the row and column effects and then
calling nag_anova_factorial (g04cac) with the residuals from nag_anova_row_col (g04bcc) as the
response variable to compute the ANOVA for the treatments. Another example would be to use both
nag_regsn_mult_linear (g02dac) and nag_anova_random (g04bbc) to compute an analysis of
covariance.

For experiments with missing values, these values can be estimated by using the Healy and Westmacott
procedure; see John and Quenouille (1977). This procedure involves starting with initial estimates for
the missing values and then making adjustments based on the residuals from the analysis. The improved
estimates are then used in further iterations of the process.

For designs that cannot be analysed by the above approach the function nag_dummy_vars (g04eac)
can be used to compute dummy variables from the classification variables or factors that define the
design. These dummy variables can then be used with the general linear model function
nag_regsn_mult_linear (g02dac).

In addition to the functions for computing the means and the basic analysis of variance one function is
available for further analysis.
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nag_anova_confid_interval (g04dbc) computes simultaneous confidence intervals for the differences
between means with the choice of different methods such as the Tukey–Kramer, Bonferron and Dunn–
Sidak.

nag_anova_icc (g04gac) calculates the intraclass correlation (ICC) from a reliability study and can
return a measure of either the inter- or intrarater reliability.

4 Functionality Index

Analysis of variance for,
complete factorial design ...................................................................... nag_anova_factorial (g04cac)
general block design or completely randomized design ...................... nag_anova_random (g04bbc)
general block design or completely randomized design,

row and column design ................................................................... nag_anova_row_col (g04bcc)

General linear model,
generate dummy variables and orthogonal polynomials ......................... nag_dummy_vars (g04eac)

Inferences on means,
simultaneous confidence intervals ............................................. nag_anova_confid_interval (g04dbc)

Memory freeing function:
for nag_anova_factorial (g04cac) ................................................. nag_anova_factorial_free (g04czc)

Rater Reliability,
intraclass correlation (ICC) ........................................................................... nag_anova_icc (g04gac)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Cochran W G and Cox G M (1957) Experimental Designs Wiley

Davis O L (1978) The Design and Analysis of Industrial Experiments Longman

John J A (1987) Cyclic Designs Chapman and Hall

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

Searle S R (1971) Linear Models Wiley
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NAG Library Function Document

nag_anova_random (g04bbc)

1 Purpose

nag_anova_random (g04bbc) computes the analysis of variance and treatment means and standard
errors for a randomized block or completely randomized design.

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_anova_random (Integer n, const double y[], Nag_Blocks blocks,
Integer iblock, Integer nt, const Integer it[], double *gmean,
double bmean[], double tmean[], double table[], double c[], Integer tdc,
Integer irep[], double r[], double ef[], double tol, Integer irdf,
NagError *fail)

3 Description

In a completely randomized design the experimental material is divided into a number of units, or plots,
to which a treatment can be applied. In a randomized block design the units are grouped into blocks so
that the variation within blocks is less than the variation between blocks. If every treatment is applied to
one plot in each block it is a complete block design. If there are fewer plots per block than treatments
then the design will be an incomplete block design and may be balanced or partially balanced.

For a completely randomized design, with t treatments and nt plots per treatment, the linear model is

yij ¼ �þ �j þ eij; j ¼ 1; 2; . . . ; t; i ¼ 1; 2; . . . ; nj;

where yij is the ith observation for the jth treatment, � is the overall mean, �j is the effect of the jth
treatment and eij is the random error term. For a randomized block design, with t treatments and b
blocks of k plots, the linear model is

yij lð Þ ¼ �þ �i þ �l þ eij; i ¼ 1; 2; . . . ; b; j ¼ 1; 2; . . . ; k; l ¼ 1; 2; . . . ; t;

where �i is the effect of the ith block and the ij lð Þ notation indicates that the lth treatment is applied to
the ith plot in the jth block.

The completely randomized design gives rise to a one-way analysis of variance. The treatments do not
have to be equally replicated, i.e., do not have to occur the same number of times. First the overall
mean, �̂, is computed and subtracted from the observations to give y0ij ¼ yij � �̂. The estimated
treatment effects, �̂j are then computed as the treatment means of the mean adjusted observations, y0ij,
and the treatment sum of squares can be computed from the sum of squares of the treatment totals of
the y0ij divided by the number of observations per treatment total, nj. The final residuals are computed
as rij ¼ y0ij � �̂j, and, from the residuals, the residual sum of squares is calculated.

For the randomized block design the mean is computed and subtracted from the observations to give
y0ij lð Þ ¼ yij lð Þ � �̂. The estimated block effects, ignoring treatment effects, �̂i, are then computed using

the block means of the y0ij lð Þ and the unadjusted sum of squares computed as the sum of squared block

totals for the y0ij lð Þ divided by number of plots per block, k. The block adjusted observations are then

computed as y00ij lð Þ ¼ y0ij lð Þ ¼ �̂i. In the case of the complete block design, with the same replication for

each treatment within each block, the blocks and treatments are orthogonal, and so the treatment effects
are estimated as the treatment means of the block adjusted observations, y00ij lð Þ. The treatment sum of

squares is computed as the sum of squared treatment totals of the y00ij lð Þ divided by the number of
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replicates to the treatments, r ¼ bk=t. Finally the residuals, and hence the residual sum of squares, are
given by rij lð Þ ¼ y00ij lð Þ � �̂l.

For a design without the same replication for each treatment within each block the treatments and the
blocks will not be orthogonal, so the treatments adjusted for blocks need to be computed. The adjusted
treatment effects are found as the solution to the equations

R�NNT=k
� �

�̂ ¼ q

where q is the vector of the treatment totals for block adjusted observations, y00ij lð Þ, R is a diagonal

matrix with Rll equal to the number of times the lth treatment is replicated, and N is the t by b
incidence matrix, with Nlj equal to the number of times treatment l occurs in block j. The solution to
the equations can be written as

�̂ ¼ q

where  is a generalized inverse of R�NNT=k
� �

. The solution is found from the eigenvalue

decomposition of R�NNT=k
� �

. The residuals are first calculated by subtracting the estimated
treatment effects from the block adjusted observations to give r0ij lð Þ ¼ y00ij lð Þ � �̂l. However, since only the

unadjusted block effects have been removed and blocks and treatments are not orthogonal, the block
means of the r0ij lð Þ have to be subtracted to give the correct residuals, rij lð Þ and residual sum of squares.

The mean squares are computed as the sum of squares divided by the degrees of freedom. The degrees
of freedom for the unadjusted blocks is b� 1, for the completely randomized and the complete block
designs the degrees of freedom for the treatments is t� 1. In the general case the degrees of freedom
for treatments is the rank of the matrix . The F -statistic given by the ratio of the treatment mean
square to the residual mean square tests the hypothesis

H0 : �1 ¼ �2 ¼ � � � ¼ �t ¼ 0:

The standard errors for the difference in treatment effects, or treatment means, for the completely
randomized or the complete block designs, are given by

se �j � �j�
� �

¼ 1

nj
þ 1

nj�

� �
s2

where s2 is the residual mean square and nj ¼ nj� ¼ b in the complete block design. In the general case
the variances of the treatment effects are given by

var �ð Þ ¼ s2

from which the appropriate standard errors of the difference between treatment effects or the difference
between adjusted means can be calculated.

In the complete block design all the information on the treatment effects is given by the within block
analysis. In other designs there may be a loss of information due to the non-orthogonality of treatments
and blocks. The efficiency of the within block analysis in these cases is given by the (canonical)
efficiency factors, these are the nonzero eigenvalues of the matrix R�NNT=k

� �
, divided by the

number of replicates in the case of equal replication, or by the mean of the number of replicates in the
unequally replicated case, see John (1987). If more than one eigenvalue is zero then the design is said
to be disconnected and some treatments can only be compared using a between block analysis.

4 References

Cochran W G and Cox G M (1957) Experimental Designs Wiley

Davis O L (1978) The Design and Analysis of Industrial Experiments Longman

John J A (1987) Cyclic Designs Chapman and Hall

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

Searle S R (1971) Linear Models Wiley
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5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraints:

n 	 2;
if iblock 	 2, n must be a multiple of iblock.

2: y½n� – const double Input

On entry: the observations in the order as described by blocks and nt.

3: blocks – Nag_Blocks Input

On entry: blocks indicates the block structure.

blocks ¼ Nag NoBlocks
There are no blocks, i.e., it is a completely randomized design.

blocks ¼ Nag SerialBlocks
The data should be input by blocks, i.e., y must contain the observations for block 1
followed by the observations for block 2, etc.

blocks ¼ Nag ParallelBlocks
The data is input in parallel with respect to blocks, i.e., y½0� must contain the first
observation for block 1, y½1� must contain the first observation for block 2 . . . y½iblock � 1�
must contain the first observation for block iblock, y½iblock� must contain the second
observation for block 1, etc.

Constraint: blocks ¼ Nag NoBlocks, Nag SerialBlocks or Nag ParallelBlocks.

4: iblock – Integer Input

On entry: iblock indicates the number of blocks, b.

Constraint: if blocks ¼ Nag SerialBlocks or blocks ¼ Nag ParallelBlocks then iblock 	 2; it is
not referenced otherwise.

5: nt – Integer Input

On entry: the number of treatments, t. If only blocks are required in the analysis then set nt ¼ 1.

Constraints:

if iblock 	 2, nt 	 1;
otherwise nt 	 2.

6: it½n� – const Integer Input

On entry: it½i � 1� indicates which of the nt treatments plot i received, for i ¼ 1; 2; . . . ; n. If
nt ¼ 1, it is not referenced.

Constraint: 1 � it½i � 1� � nt, for i ¼ 1; 2; . . . ; n.

7: gmean – double * Output

On exit: the grand mean, �̂.

8: bmean½max 1; iblockð Þ� – double Output

On exit: if blocks ¼ Nag SerialBlocks or Nag ParallelBlocks, bmean½j� 1� contains the mean
for the jth block, �̂j for j ¼ 1; 2; . . . ; b. It is not referenced otherwise.

g04 – Analysis of Variance g04bbc

Mark 26 g04bbc.3



9: tmean½nt� – double Output

On exit: if nt 	 2, tmean½l � 1� contains the (adjusted) mean for the lth treatment, �̂� þ �̂l , for
l ¼ 1; 2; . . . ; t, where �̂� is the mean of the treatment adjusted observations, yij lð Þ � �̂l.

10: table½4� 5� – double Output

Note: the i; jð Þth element of the matrix is stored in table½ i� 1ð Þ � 5þ j� 1�.
On exit: the analysis of variance table. Column 1 contains the degrees of freedom, column 2 the
sum of squares, and where appropriate, column 3 the mean squares, column 4 the F -statistic and
column 5 the significance level of the F -statistic. Row 1 is for Blocks, row 2 for Treatments, row
3 for Residual and row 4 for Total. Mean squares are computed for all but the Total row;
F -statistics and significance are computed for Treatments and Blocks, if present. Any unfilled
cells are set to zero.

11: c½nt� tdc� – double Output

On exit: if nt 	 2, the upper triangular part of c contains the variance-covariance matrix of the
treatment effects, the strictly lower triangular part contains the standard errors of the difference
between two treatment effects (means), i.e., c½ i� 1ð Þ � tdcþ j� 1� contains the covariance of
treatment i and j if j 	 i and the standard error of the difference between treatment i and j if
j < i for i ¼ 1; 2; . . . ; t and j ¼ 1; 2; . . . ; t.

12: tdc – Integer Input

On entry: the stride separating matrix column elements in the array c.

Constraint: tdc 	 nt.

13: irep½nt� – Integer Output

On exit: if nt 	 2, the treatment replications, Rll , for l ¼ 1; 2; . . . ;nt.

14: r½n� – double Output

On exit: the residuals, ri, for i ¼ 1; 2; . . . ; n.

15: ef½nt� – double Output

On exit: if nt 	 2, the canonical efficiency factors.

16: tol – double Input

On entry: the tolerance value used to check for zero eigenvalues of the matrix . If tol ¼ 0:0 a
default value of 10�5 is used.

Constraint: tol 	 0:0.

17: irdf – Integer Input

On entry: an adjustment to the degrees of freedom for the residual and total.

irdf 	 1
The degrees of freedom for the total is set to n� irdf and the residual degrees of freedom
adjusted accordingly.

irdf ¼ 0
The total degrees of freedom for the total is set to n� 1, as usual.

Constraint: irdf 	 0.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while nt ¼ valueh i. These arguments must satisfy tdc 	 nt.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONSTANT

On entry, the elements of the array y are constant.

NE_BAD_PARAM

On entry, argument blocks had an illegal value.

NE_G04BB_CONV

The eigenvalue computation has failed to converge.

This is an unlikely error exit.

NE_G04BB_DESIGN

The design is disconnected; the standard errors may not be valid. The design may be nested.

NE_G04BB_RES_DF

The residual degrees of freedom or the residual sum of squares are zero, columns 3, 4 and 5 of
the analysis of variance table will not be computed and the matrix of standard errors and
covariances, C, will not be scaled by s or the square of s.

NE_G04BB_STDERR

A computed standard error is zero due to rounding errors.

This is an unlikely error exit.

NE_G04BB_TREAT

The treatments are totally confounded with blocks, so the treatment sum of squares and degrees
of freedom are zero. The analysis of variance table is not computed, except for block and total
sums of squares and degrees of freedom.

NE_INT

On entry, iblock ¼ valueh i.
Constraint: iblock 	 2 when blocks ¼ Nag NoBlocks.

On entry, nt ¼ valueh i.
Constraint: nt 	 2 when blocks ¼ Nag NoBlocks.

NE_INT_2

On entry, n ¼ valueh i, iblock ¼ valueh i.
Constraint: when iblock 	 2, n must be a multiple of iblock.

NE_INT_ARG_LT

On entry, irdf ¼ valueh i.
Constraint: irdf 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 2.
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On entry, nt ¼ valueh i.
Constraint: nt 	 1.

NE_INTARR

On entry, it½ valueh i� ¼ valueh i.
Constraint: 1 � it½i � 1� � nt, for i ¼ 1; 2; . . . ;n.

NE_IT_ARRAY

No value of it½j� 1� ¼ j for some j ¼ 1; 2; . . . ; nt.

NE_REAL_ARG_LT

On entry, tol must not be less than 0.0: tol ¼ valueh i.

7 Accuracy

The algorithm used by nag_anova_random (g04bbc), described in Section 3, achieves greater accuracy
than the traditional algorithms based on the subtraction of sums of squares.

8 Parallelism and Performance

nag_anova_random (g04bbc) is not threaded in any implementation.

9 Further Comments

To estimate missing values the Healy and Westmacott procedure or its derivatives may be used, see
John and Quenouille (1977). This is an iterative procedure in which estimates of the missing values are
adjusted by subtracting the corresponding values of the residuals. The new estimates are then used in
the analysis of variance. This process is repeated until convergence. A suitable initial value may be the
grand mean �̂. When using this procedure irdf should be set to the number of missing values plus one
to obtain the correct degrees of freedom for the residual sum of squares.

For designs such as Latin squares one more of the blocking factors has to be removed in a preliminary
analysis before the final analysis using extra calls to nag_anova_random (g04bbc). The residuals from
the preliminary analysis are then input to nag_anova_random (g04bbc). In these cases irdf should be set
to the difference between n and the residual degrees of freedom from preliminary analysis. Care should
be taken when using this approach as there is no check on the orthogonality of the two analyses.

For analysis of covariance the residuals are obtained from an analysis of variance of both the response
variable and the covariates. The residuals from the response variable are then regressed on the residuals
from the covariates using, say, nag_regress_confid_interval (g02cbc) or nag_regsn_mult_linear
(g02dac). The results from those functions can be used to test for the significance of the covariates.
To test the significance of the treatment effects after fitting the covariate, the residual sum of squares
from the regression should be compared with the residual sum of squares obtained from the equivalent
regression but using the residuals from fitting blocks only.

10 Example

The data, given by John and Quenouille (1977), is for a balanced incomplete block design with 10
blocks and 6 treatments and with 3 plots per block. The observations are the degree of pain experienced
and the treatments are penicillin of different potency. The data is input and the analysis of variance
table and treatment means are printed.
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10.1 Program Text

/* nag_anova_random}(g04bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg04.h>

#define C(I, J) c[(I) *tdc + J]
#define TABLE(I, J) table[(I) *tdtable + J]
int main(void)
{

Integer exit_status = 0, i, irdf, j, n, nblock, nt, tdc, tdtable;
Integer *irep = 0, *it = 0;
NagError fail;
Nag_Blocks blocks;
double gmean, tol;
double *bmean = 0, *c = 0, *ef = 0, *r = 0, *table = 0, *tmean = 0;
double *y = 0;

INIT_FAIL(fail);

printf("nag_anova_random (g04bbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nt,
&nblock);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nt, &nblock);

#endif

if ((nblock >= 2 && !(n % nblock)) || (nblock == 0)) {
if (nblock != 0) {

if (!(bmean = NAG_ALLOC(nblock, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
blocks = Nag_SerialBlocks;

}
else {

blocks = Nag_NoBlocks;
}

if (!(c = NAG_ALLOC((nt) * (nt), double)) ||
!(ef = NAG_ALLOC(nt, double)) ||
!(r = NAG_ALLOC(n, double)) ||
!(table = NAG_ALLOC((4) * (5), double)) ||
!(tmean = NAG_ALLOC(nt, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(irep = NAG_ALLOC(nt, Integer)) || !(it = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
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goto END;
}
tdc = nt;
tdtable = 5;

}
else {

printf("Invalid nblock or n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &y[i]);

#else
scanf("%lf", &y[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &it[i]);
#else

scanf("%" NAG_IFMT "", &it[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

tol = 5e-6;
irdf = 0;

/* nag_anova_random (g04bbc).
* General block design or completely randomized design
*/

nag_anova_random(n, y, blocks, nblock, nt, it, &gmean, bmean, tmean,
table, c, tdc, irep, r, ef, tol, irdf, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_anova_random (g04bbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\nANOVA table\n\n");
printf(" Source df SS MS F"

" Prob\n\n");
printf(" Blocks ");
for (j = 0; j < 5; ++j)

printf("%10.4f ", TABLE(0, j));
printf("\n");

printf(" Treatments ");
for (j = 0; j < 5; ++j)

printf("%10.4f ", TABLE(1, j));
printf("\n");

printf(" Residual ");
for (j = 0; j < 3; ++j)

printf("%10.4f ", TABLE(2, j));
printf("\n");

printf(" Total ");
for (j = 1; j <= 2; ++j)

printf("%10.4f ", TABLE(3, j - 1));
printf("\n");

printf("\nEfficiency Factors\n\n");
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for (i = 0; i < nt; ++i)
printf("%10.5f", ef[i]);

printf("\n");

printf("\n%s%10.5f\n", " Grand Mean", gmean);

printf("\nTreatment Means\n\n");
for (i = 1; i <= nt; ++i)

printf("%10.5f", tmean[i - 1]);
printf("\n");

printf("\nStandard errors of differences between means\n\n");
for (i = 1; i < nt; ++i) {

for (j = 0; j < i; ++j)
printf("%10.5f", C(i, j));

printf("\n");
}

END:
NAG_FREE(bmean);
NAG_FREE(c);
NAG_FREE(ef);
NAG_FREE(r);
NAG_FREE(table);
NAG_FREE(tmean);
NAG_FREE(y);
NAG_FREE(irep);
NAG_FREE(it);
return exit_status;

}

10.2 Program Data

nag_anova_random (g04bbc) Example Program Data
30 6 10 : n, nt, iblock
1 5 4
5 10 6
2 9 3
4 8 6
2 4 7
6 7 5
5 7 2
7 2 4
8 4 2
10 8 7 : y
1 2 3
1 2 4
1 3 5
1 4 6
1 5 6
2 3 6
2 4 5
2 5 6
3 4 5
3 4 6 : it

10.3 Program Results

nag_anova_random (g04bbc) Example Program Results

ANOVA table

Source df SS MS F Prob

Blocks 9.0000 60.0000 6.6667 4.7872 0.0039
Treatments 5.0000 101.7778 20.3556 14.6170 0.0000
Residual 15.0000 20.8889 1.3926
Total 29.0000 182.6667

Efficiency Factors
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0.00000 0.80000 0.80000 0.80000 0.80000 0.80000

Grand Mean 5.33333

Treatment Means

2.50000 7.25000 8.08333 5.91667 2.91667 5.33333

Standard errors of differences between means

0.83444
0.83444 0.83444
0.83444 0.83444 0.83444
0.83444 0.83444 0.83444 0.83444
0.83444 0.83444 0.83444 0.83444 0.83444
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NAG Library Function Document

nag_anova_row_col (g04bcc)

1 Purpose

nag_anova_row_col (g04bcc) computes the analysis of variance for a general row and column design
together with the treatment means and standard errors.

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_anova_row_col (Integer nrep, Integer nrow, Integer ncol,
const double y[], Integer nt, const Integer it[], double *gmean,
double tmean[], double table[], double c[], Integer tdc, Integer irep[],
double rpmean[], double rmean[], double cmean[], double r[],
double ef[], double tol, Integer irdf, NagError *fail)

3 Description

In a row and column design the experimental material can be characterised by a two-way classification,
nominally called rows and columns. Each experimental unit can be considered as being located in a
particular row and column. It is assumed that all rows are of the same length and all columns are of the
same length. Sets of equal numbers of rows and columns can be grouped together to form replicates,
sometimes known as squares or rectangles, as appropriate.

If for a replicate, the number of rows, the number of columns and the number of treatments are equal
and every treatment occurs once in each row and each column then the design is a Latin square. If this
is not the case the treatments will be non-orthogonal to rows and columns. For example in the case of a
lattice square each treatment occurs only once in each square.

For a row and column design, with t treatments in r rows and c columns and b replicates or squares
with n ¼ brc observations, the linear model is:

yijk lð Þ ¼ �þ �i þ �j þ �k þ �l þ eijk

i ¼ 1; 2; . . . ; b; j ¼ 1; 2; . . . ; r;k ¼ 1; 2; . . . ; c; l ¼ 1; 2; . . . ; t, where �i is the effect of the ith replicate, �j
is the effect of the jth row, �k is the effect of the kth column and the ijk lð Þ notation indicates that the
lth treatment is applied to the unit in row j, column k of replicate i.

To compute the analysis of variance for a row and column design the mean is computed and subtracted
from the observations to give, y0ijk lð Þ ¼ yijk lð Þ � �̂. Since the replicates, rows and columns are orthogonal

the estimated effects, ignoring treatment effects, �̂i, �̂j, �̂k, can be computed using the appropriate
means of the y0ijk lð Þ, and the unadjusted sum of squares computed as the appropriate sum of squared

totals for the y0ijk lð Þ divided by number of units per total. The observations adjusted for replicates, rows

and columns can then be computed by subtracting the estimated effects from y0ijk lð Þ to give y00ijk lð Þ.

In the case of a Latin square design the treatments are orthogonal to replicates, rows and columns and
so the treatment effects, �̂l, can be estimated as the treatment means of the adjusted observations, y00ijk lð Þ.

The treatment sum of squares is computed as the sum of squared treatment totals of the y00ij lð Þ divided by

the number of times each treatment is replicated. Finally the residuals, and hence the residual sum of
squares, are given by, rij lð Þ ¼ y00ij lð Þ � �̂l.

For a design which is not orthogonal, for example a lattice square or an incomplete Latin square, the
treatment effects adjusted for replicates, rows and columns need to be computed. The adjusted treatment
effects are found as the solution to the equations:
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A�̂ ¼ R�NbN
T
b = rcð Þ �NrN

T
r = bcð Þ �NcN

T
c = brð Þ

� �
�̂ ¼ q

where q is the vector of the treatment totals of the observations adjusted for replicates, rows and
columns, y00ijk lð Þ; R is a diagonal matrix with Rll equal to the number of times the lth treatment is

replicated, and Nb is the t by b incidence matrix, with Nl;i equal to the number of times treatment l
occurs in replicate i, with Nr and Nc being similarly defined for rows and columns. The solution to the
equations can be written as:

�̂ ¼ q

where,  is a generalized inverse of A. The solution is found from the eigenvalue decomposition of A.
The residuals are first calculated by subtracting the estimated adjusted treatment effects from the
adjusted observations to give r0ij lð Þ ¼ y00ij lð Þ � �̂l. However, since only the unadjusted replicate, row and

column effects have been removed and they are not orthogonal to treatments, the replicate, row and
column means of the r0ij lð Þ have to be subtracted to give the correct residuals, rij lð Þ and residual sum of

squares.

Given the sums of squares, the mean squares are computed as the sums of squares divided by the
degrees of freedom. The degrees of freedom for the unadjusted replicates, rows and columns are b� 1,
r� 1 and c� 1 respectively and for the Latin square designs the degrees of freedom for the treatments
is t� 1. In the general case the degrees of freedom for treatments is the rank of the matrix . The
F -statistic given by the ratio of the treatment mean square to the residual mean square tests the
hypothesis:

H0 : �1 ¼ �2 ¼ � � � ¼ �t ¼ 0:

The standard errors for the difference in treatment effects, or treatment means, for Latin square designs,
are given by:

se �̂j � �̂j�
� �

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2s2= btð Þ

q
where s2 is the residual mean square. In the general case the variances of the treatment effects are given
by:

Var �̂ð Þ ¼ s2

from which the appropriate standard errors of the difference between treatment effects or the difference
between adjusted means can be calculated.

The analysis of a row-column design can be considered as consisting of different strata: the replicate
stratum, the rows within replicate and the columns within replicate strata and the units stratum. In the
Latin square design all the information on the treatment effects is given at the units stratum. In other
designs there may be a loss of information due to the non-orthogonality of treatments and replicates,
rows and columns and information on treatments may be available in higher strata. The efficiency of the
estimation at the units stratum is given by the (canonical) efficiency factors, these are the nonzero
eigenvalues of the matrix, A, divided by the number of replicates in the case of equal replication, or by
the mean of the number of replicates in the unequally replicated case, (see John (1987)). If more than
one eigenvalue is zero then the design is said to be disconnected and information on some treatment
comparisons can only be obtained from higher strata.

4 References

Cochran W G and Cox G M (1957) Experimental Designs Wiley

Davis O L (1978) The Design and Analysis of Industrial Experiments Longman

John J A (1987) Cyclic Designs Chapman and Hall

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

Searle S R (1971) Linear Models Wiley
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5 Arguments

1: nrep – Integer Input

On entry: the number of replicates, b.

Constraint: nrep 	 1.

2: nrow – Integer Input

On entry: the number of rows per replicate, r.

Constraint: nrow 	 2.

3: ncol – Integer Input

On entry: the number of columns per replicate, c.

Constraint: ncol 	 2.

4: y½nrep� nrow� ncol� – const double Input

On entry: the n ¼ brc observations ordered by columns within rows within replicates. That is
y½rc i� 1ð Þ þ r j� 1ð Þ þ k� 1� contains the observation from the k column of the jth row of the
ith replicate, i ¼ 1; 2; . . . ; b; j ¼ 1; 2; . . . ; r and k ¼ 1; 2; . . . ; c.

5: nt – Integer Input

On entry: the number of treatments. If only replicates, rows and columns are required in the
analysis then set nt ¼ 1.

Constraint: nt 	 1.

6: it½�� – const Integer Input

On entry: if nt > 1, it½i� 1� indicates which of the nt treatments unit i received, i ¼ 1; 2; . . . ; n.
If nt ¼ 1, it is not referenced.

Constraint: if nt 	 2, 1 � it½i � 1� � nt, for i ¼ 1; 2; . . . ; n.

7: gmean – double * Output

On exit: the grand mean, �̂.

8: tmean½nt� – double Output

On exit: if nt 	 2, tmean½l� 1� contains the (adjusted) mean for the lth treatment, �̂� þ �̂l,
l ¼ 1; 2; . . . ; t, where �̂� is the mean of the treatment adjusted observations yijk lð Þ � �̂l. Otherwise
tmean is not referenced.

9: table½6� 5� – double Output

Note: the i; jð Þth element of the matrix is stored in table½ i� 1ð Þ � 5þ j� 1�.
On exit: the analysis of variance table. Column 1 contains the degrees of freedom, column 2 the
sum of squares, and where appropriate, column 3 the mean squares, column 4 the F -statistic and
column 5 the significance level of the F -statistic. Row 1 is for replicates, row 2 for rows, row 3
for columns, row 4 for treatments (if nt > 1), row 5 for residual and row 6 for total. Mean
squares are computed for all but the total row, F -statistics and significance are computed for
treatments, replicates, rows and columns. Any unfilled cells are set to zero.

10: c½nt� tdc� – double Output

On exit: the upper triangular part of c contains the variance-covariance matrix of the treatment
effects, the strictly lower triangular part contains the standard errors of the difference between
two treatment effects (means), i.e., c½ i� 1ð Þ � tdcþ j� 1� contains the covariance of treatment i
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and j if j 	 i and the standard error of the difference between treatment i and j if j < i,
i ¼ 1; 2; . . . ; t and j ¼ 1; 2; . . . ; t.

11: tdc – Integer Input

On entry: the stride separating matrix column elements in the array c.

Constraint: tdc 	 nt.

12: irep½nt� – Integer Output

On exit: if nt > 1, irep½l� 1� contains the treatment replications, Rll, l ¼ 1; 2; . . . ; nt. Otherwise
irep is not referenced.

13: rpmean½nrep� – double Output

On exit: if nrep > 1, rpmean½i� 1� contains the mean for the ith replicate, �̂þ �̂i,
i ¼ 1; 2; . . . ; b. Otherwise rpmean is not referenced.

14: rmean½nrep� nrow� – double Output

On exit: rmean½j� 1� contains the mean for the jth row, �̂þ �̂i, j ¼ 1; 2; . . . ; r.

15: cmean½nrep� ncol� – double Output

On exit: cmean½k� 1� contains the mean for the kth column, �̂þ �̂k, k ¼ 1; 2; . . . ; c.

16: r½nrep� nrow� ncol� – double Output

On exit: r½i� 1� contains the residuals, ri, i ¼ 1; 2; . . . ; n.

17: ef½nt� – double Output

On exit: if nt 	 2, the canonical efficiency factors. Otherwise ef is not referenced.

18: tol – double Input

On entry: the tolerance value used to check for zero eigenvalues of the matrix . If tol ¼ 0:0 a
default value of 0.00001 is used.

Constraint: tol 	 0:0.

19: irdf – Integer Input

On entry: an adjustment to the degrees of freedom for the residual and total.

irdf 	 1
The degrees of freedom for the total is set to n� irdf and the residual degrees of freedom
adjusted accordingly.

irdf ¼ 0
The total degrees of freedom for the total is set to n� 1, as usual.

Constraint: irdf 	 0.

20: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while nt ¼ valueh i. These arguments must satisfy tdc 	 nt.
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NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array it are not valid.
Constraint: if nt 	 2, 1 � it½i� � nt, for i ¼ 0; 1; 2; . . . ;nrep� nrow� ncol.
The contents of array it are not valid.
Constraint: some value of it ¼ j for all j ¼ 1; 2,. . .,nt.

NE_ARRAY_CONSTANT

On entry, the elements of the array y are constant.

NE_G04BC_DISCON

The design is disconnected, the standard errors may not be valid. The design may have a nested
structure.

NE_G04BC_REPS

The treatments are totally confounded with replicates, rows and columns, so the treatment sum of
squares and degrees of freedom are zero. The analysis of variance table is not computed, except
for replicate, row, column, total sum of squares and degrees of freedom.

NE_G04BC_RESD

The residual degrees of freedom or the residual sum of squares are zero, columns 3, 4 and 5 of
the analysis of variance table will not be computed and the matrix of standard errors and
covariances, c, will not be scaled.

NE_G04BC_ST_ERR

A computed standard error is zero due to rounding errors, or the eigenvalue computation failed to
converge. Both are unlikely errors.

NE_INT_ARG_LT

On entry, irdf ¼ valueh i.
Constraint: irdf 	 0.

On entry, ncol ¼ valueh i.
Constraint: ncol 	 2.

On entry, nrep ¼ valueh i.
Constraint: nrep 	 1.

On entry, nrow ¼ valueh i.
Constraint: nrow 	 2.

On entry, nt ¼ valueh i.
Constraint: nt 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_LT

On entry, tol must not be less than 0.0: tol ¼ valueh i.
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7 Accuracy

The algorithm used in nag_anova_row_col (g04bcc), described in Section 3, achieves greater accuracy
than the traditional algorithms based on the subtraction of sums of squares.

8 Parallelism and Performance

nag_anova_row_col (g04bcc) is not threaded in any implementation.

9 Further Comments

To estimate missing values the Healy and Westmacott procedure or its derivatives may be used (see
John and Quenouille (1977)). This is an iterative procedure in which estimates of the missing values are
adjusted by subtracting the corresponding values of the residuals. The new estimates are then used in
the analysis of variance. This process is repeated until convergence. A suitable initial value may be the
grand mean. When using this procedure irdf should be set to the number of missing values plus one to
obtain the correct degrees of freedom for the residual sum of squares.

For analysis of covariance the residuals are obtained from an analysis of variance of both the response
variable and the covariates. The residuals from the response variable are then regressed on the residuals
from the covariates using, say, nag_regress_confid_interval (g02cbc) or nag_regsn_mult_linear
(g02dac). The results from those functions can be used to test for the significance of the covariates.
To test the significance of the treatment effects after fitting the covariate, the residual sum of squares
from the regression should be compared with the residual sum of squares obtained from the equivalent
regression but using the residuals from fitting replicates, rows and columns only.

10 Example

The data for a 5� 5 Latin square is input and the ANOVA and treatment means computed and printed.
Since the design is orthogonal only one standard error need be printed

10.1 Program Text

/* nag_anova_row_col (g04bcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg04.h>

int main(void)
{

Integer c__0 = 0, exit_status = 0, i, *irep = 0, *it = 0, j, n, ncol,
nrep, nrow, nt;

NagError fail;
const char *fmt_99999[] = { "%3.0f ", "%10.4f ", "%10.4f ", "%10.4f ",

"%8.4f"
};
double *c = 0, c_b20 = 1e-5, *cmean = 0, *ef = 0, gmean, *r = 0;
double *rmean = 0, *rpmean = 0, *table = 0, *tmean = 0, *y = 0;

#define TABLE(I, J) table[((I) -1)*5 + (J) -1]
#define C(I, J) c[((I) -1)*nt + (J) -1]

INIT_FAIL(fail);

printf("nag_anova_row_col (g04bcc) Example Program Results\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &nrep,

&nrow, &ncol, &nt);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "", &nrep,
&nrow, &ncol, &nt);

#endif
if (!(c = NAG_ALLOC(nt * nt, double))

|| !(cmean = NAG_ALLOC(nrep * ncol, double))
|| !(ef = NAG_ALLOC(nt, double))
|| !(r = NAG_ALLOC(nrep * nrow * ncol, double))
|| !(y = NAG_ALLOC(nrep * nrow * ncol, double))
|| !(rmean = NAG_ALLOC(nrep * nrow, double))
|| !(rpmean = NAG_ALLOC(nrep, double))
|| !(tmean = NAG_ALLOC(nt, double))
|| !(table = NAG_ALLOC(30, double))
|| !(irep = NAG_ALLOC(nt, Integer))
|| !(it = NAG_ALLOC(nrep * nrow * ncol, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

n = nrep * nrow * ncol;
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf", &y[i - 1]);

#else
scanf("%lf", &y[i - 1]);

#endif
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &it[i - 1]);

#else
scanf("%" NAG_IFMT "", &it[i - 1]);

#endif
/* nag_anova_row_col (g04bcc).
* Analysis of variance, general row and column design,
* treatment means and standard errors
*/

nag_anova_row_col(nrep, nrow, ncol, y, nt, it, &gmean, tmean, table,
c, nt, irep, rpmean, rmean, cmean, r, ef, c_b20, c__0,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_anova_row_col (g04bcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n ANOVA TABLE\n\n");
if (nrep > 1) {

printf("\n Reps ");
for (j = 1; j <= 5; ++j)

printf(fmt_99999[j - 1], TABLE(1, j));
}

printf("\n Rows ");
for (j = 1; j <= 5; ++j)

printf(fmt_99999[j - 1], TABLE(2, j));

printf("\n Columns ");
for (j = 1; j <= 5; ++j)

printf(fmt_99999[j - 1], TABLE(3, j));
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printf("\n\n Treatments ");
for (j = 1; j <= 5; ++j)

printf(fmt_99999[j - 1], TABLE(4, j));

printf("\n Residual ");
for (j = 1; j <= 3; ++j)

printf(fmt_99999[j - 1], TABLE(5, j));

printf("\n Total ");
for (j = 1; j <= 2; ++j)

printf(fmt_99999[j - 1], TABLE(6, j));

printf("\n Treatment means\n\n");
for (i = 1; i <= nt; ++i)

printf("%10.4f%s", tmean[i - 1], i % 6 ? "" : "\n");
printf("\n\n S.E. of difference (orthogonal design) = %10.4f\n", C(2, 1));

END:
NAG_FREE(c);
NAG_FREE(cmean);
NAG_FREE(ef);
NAG_FREE(r);
NAG_FREE(y);
NAG_FREE(rmean);
NAG_FREE(rpmean);
NAG_FREE(tmean);
NAG_FREE(table);
NAG_FREE(irep);
NAG_FREE(it);
return exit_status;

}

10.2 Program Data

nag_anova_row_col (g04bcc) Example Program Data

1 5 5 5

6.67 7.15 8.29 8.95 9.62
5.40 4.77 5.40 7.54 6.93
7.32 8.53 8.50 9.99 9.68
4.92 5.00 7.29 7.85 7.08
4.88 6.16 7.83 5.38 8.51

5 4 1 3 2
2 5 4 1 3
3 2 5 4 1
1 3 2 5 4
4 1 3 2 5

10.3 Program Results

nag_anova_row_col (g04bcc) Example Program Results

ANOVA TABLE

Rows 4 29.4231 7.3558 9.0266 0.0013
Columns 4 22.9950 5.7487 7.0545 0.0037

Treatments 4 0.5423 0.1356 0.1664 0.9514
Residual 12 9.7788 0.8149
Total 24 62.7392
Treatment means

7.3180 7.2440 7.2060 6.9000 7.2600

S.E. of difference (orthogonal design) = 0.5709
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NAG Library Function Document

nag_anova_factorial (g04cac)

1 Purpose

nag_anova_factorial (g04cac) computes an analysis of variance table and treatment means for a
complete factorial design.

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_anova_factorial (Integer n, const double y[], Integer nfac,
const Integer lfac[], Integer nblock, Integer inter, Integer irdf,
Integer *mterm, double **table, double **tmean, Integer *maxt,
double **e, Integer **imean, double **semean, double **bmean,
double r[], NagError *fail)

3 Description

An experiment consists of a collection of units, or plots, to which a number of treatments are applied.
In a factorial experiment the effects of several different sets of conditions are compared, e.g., three
different temperatures, T1, T2 and T3, and two different pressures, P1 and P2. The conditions are known
as factors and the different values the conditions take are known as levels. In a factorial experiment the
experimental treatments are the combinations of all the different levels of all factors, e.g.,

T1P1T2P1T3P1;

T1P2T2P2T3P2

The effect of a factor averaged over all other factors is known as a main effect, and the effect of a
combination of some of the factors averaged over all other factors is known as an interaction. This can
be represented by a linear model. In the above example if the response was yijk for the kth replicate of
the ith level of T and the jth level of P the linear model would be

yijk ¼ �þ ti þ pj þ �ij þ eijk
where � is the overall mean, ti is the main effect of T , pj is the main effect of P , �ij is the T � P
interaction and eijk is the random error term. In order to find unique estimates constraints are placed on
the parameter estimates. For the example here these are:X3

i¼1
t̂i ¼ 0;

X2
j¼1

p̂j ¼ 0;
X3
i¼1
�̂ij ¼ 0 for j ¼ 1; 2 and

X2
j¼1

�̂ij ¼ 0 for i ¼ 1; 2; 3;

where ^ denotes the estimate.

If there is variation in the experimental conditions, (e.g., in an experiment on the production of a
material, different batches of raw material, may be used, or the experiment may be carried out on
different days) then plots that are similar are grouped together into blocks. For a balanced complete
factorial experiment all the treatment combinations occur the same number of times in each block.

nag_anova_factorial (g04cac) computes the analysis of variance (ANOVA) table by sequentially
computing the totals and means for an effect from the residuals computed when previous effects have
been removed. The effect sum of squares is the sum of squared totals divided by the number of
observations per total. The means are then subtracted from the residuals to compute a new set of
residuals. At the same time the means for the original data are computed. When all effects are removed
the residual sum of squares is computed from the residuals. Given the sums of squares an ANOVA table
is then computed along with standard errors for the difference in treatment means.
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The data for nag_anova_factorial (g04cac) has to be in standard order given by the order of the factors.
Let there be k factors, f1; f2; . . . ; fk in that order with levels l1; l2; . . . ; lk respectively. Standard order
requires the levels of factor f1 are in order 1; 2; . . . ; l1 and within each level of f1 the levels of f2 are in
order 1; 2; . . . ; l2 and so on.

For an experiment with blocks the data is for block 1 then for block 2, etc. Within each block the data
must be arranged so that the levels of factor f1 are in order 1; 2; . . . ; l1 and within each level of f1 the
levels of f2 are in order 1; 2; . . . ; l2 and so on. Any within block replication of treatment combinations
must occur within the levels of fk.

The ANOVA table is given in the following order. For a complete factorial experiment the first row is
for blocks, if present, then the main effects of the factors in their order, e.g., f1 followed by f2 etc.
These are then followed by all the two factor interactions then all the three factor interactions etc. The
last two rows being for the residual and total sums of squares. The interactions are arranged in lexical
order for the given factor order. For example, for the three factor interactions for a five factor
experiment the 10 interactions would be in the following order:

f1f2f3;

f1f2f4;

f1f2f5;

f1f3f4;

f1f3f5;

f1f4f5;

f2f3f4;

f2f3f5;

f2f4f5;

f3f4f5

4 References

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

5 Arguments

1: n – Integer Input

On entry: the number of observations.

Constraints:

n 	 4.

n must be a multiple of nblock if nblock > 1.

n must be a multiple of the number of treatment combinations, that is a multiple ofQk
i¼1lfac½i� 1�.

2: y½n� – const double Input

On entry: the number of observations in standard order, see Section 3.

3: nfac – Integer Input

On entry: the number of factors, k.

Constraint: nfac 	 1.
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4: lfac½nfac� – const Integer Input

On entry: lfac½i � 1� must contain the number of levels for the ith factor, for i ¼ 1; 2; . . . ; k.

Constraint: lfac½i � 1� 	 2, for i ¼ 1; 2; . . . ; k.

5: nblock – Integer Input

On entry: the number of blocks. If there are no blocks, set nblock ¼ 0 or 1.

Constraint: nblock 	 0.

If nblock 	 2, n/nblock must be a multiple of the number of treatment combinations, that is a
multiple of

Qk
i¼1lfac½i� 1�.

6: inter – Integer Input

On entry: the maximum number of factors in an interaction term. If no interaction terms are to be
computed, set inter ¼ 0 or 1.

Constraint: 0 � inter � nfac.

7: irdf – Integer Input

On entry: the adjustment to the residual and total degrees of freedom. The total degrees of
freedom are set to n� irdf and the residual degrees of freedom adjusted accordingly. For
examples of the use of irdf see Section 9.

Constraint: irdf 	 0.

8: mterm – Integer * Output

On exit: the number of terms in the analysis of variance table, see Section 9.

The number of treatment effects is mterm� 3.

9: table – double ** Output

On exit: a pointer which points to mterm� 5 memory locations, allocated internally. Viewing
this memory as a two-dimensional mterm� 5 array, the first mterm rows of table contain the
analysis of variance table. The first column contains the degrees of freedom, the second column
contains the sum of squares, the third column (except for the row corresponding to the total sum
of squares) contains the mean squares, i.e., the sums of squares divided by the degrees of
freedom, and the fourth and fifth columns contain the F ratio and significance level, respectively
(except for rows corresponding to the total sum of squares, and the residual sum of squares). All
other cells of the table are set to zero.

The first row corresponds to the blocks and is set to zero if there are no blocks. The mtermth
row corresponds to the total sum of squares for y and the mterm� 1ð Þth row corresponds to the
residual sum of squares. The central rows of the table correspond to the main effects followed by
the interaction if specified by inter. The main effects are in the order specified by lfac and the
interactions are in lexical order, see Section 3.

10: tmean – double ** Output

On exit: a pointer pointing to maxt memory locations, allocated internally. It contains the
treatment means. The position of the means for an effect is given by the index in imean. For a
given effect the means are in standard order, see Section 3.

11: maxt – Integer * Output

On exit: the number of treatment means that have been computed, see Section 9.
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12: e – double ** Output

On exit: a pointer pointing to maxt memory locations, allocated internally. It contains the
estimated effects in the same order as for the means in tmean.

13: imean – Integer ** Output

On exit: a pointer pointing to mterm memory locations, allocated internally. It indicates the
position of the effect means in tmean. The effect means corresponding to the first treatment
effect in the ANOVA table are stored in tmean½0� up to tmean½imean½0� � 1�. Other effect means
corresponding to the ith treatment effect, for i ¼ 2; 3; . . . ;mterm� 3, are stored in
tmean½imean½i� 2�� up to tmean½imean½i� 1� � 1�.

14: semean – double ** Output

On exit: a pointer pointing to mterm memory locations, allocated internally. It contains the
standard error of the difference between means corresponding to the ith treatment effect in the
ANOVA table.

15: bmean – double ** Output

On exit: a pointer pointing to nblock þ 1 memory locations, allocated internally. bmean½0�
contains the grand mean, if nblock > 1, bmean½1� up to bmean½nblock� contain the block means.

16: r½n� – double Output

On exit: the residuals.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, inter ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy inter � nfac.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONSTANT

On entry, the elements of the array y are constant.

NE_G04CA_RES_DF

There are no degrees of freedom for the residual or the residual sum of squares is zero. In either
case the standard errors and F -statistics cannot be computed.

NE_INT_2

On entry, nblock ¼ valueh i, n ¼ valueh i.
Constraint: n must be a multiple of nblock, when nblock > 1.

NE_INT_ARG_LT

On entry, inter ¼ valueh i.
Constraint: inter 	 0.

On entry, irdf ¼ valueh i.
Constraint: irdf 	 0.
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On entry, n ¼ valueh i.
Constraint: n 	 4.

On entry, nblock ¼ valueh i.
Constraint: nblock 	 0.

On entry, nfac ¼ valueh i.
Constraint: nfac 	 1.

NE_INTARR

On entry, lfac½ valueh i� ¼ valueh i.
Constraint: lfac½i � 1� 	 2, for i ¼ 1; 2; . . . ; nfac.

NE_PLOT_TREAT

The number of plots per block is not a multiple of the number of treatment combinations.

7 Accuracy

The block and treatment sums of squares are computed from the block and treatment residual totals.
The residuals are updated as each effect is computed and the residual sum of squares computed directly
from the residuals. This avoids any loss of accuracy in subtracting sums of squares.

8 Parallelism and Performance

nag_anova_factorial (g04cac) is not threaded in any implementation.

9 Further Comments

The number of rows in the ANOVA table and the number of treatment means are given by the
following formulae.

Let there be k factors with levels li, for i ¼ 1; 2; . . . ; k, and let t be the maximum number of terms in an
interaction, then the number of rows in the ANOVA table isXt

i¼1

k
i

� �
þ 3:

The number of treatment means is Xt
i¼1

Y
j2Si

lj;

where Si is the set of all combinations of the k factors i at a time.

To estimate missing values the Healy and Westmacott procedure or its derivatives may be used, see
John and Quenouille (1977). This is an iterative procedure in which estimates of the missing values are
adjusted by subtracting the corresponding values of the residuals. The new estimates are then used in
the analysis of variance. This process is repeated until convergence. A suitable initial value may be the
grand mean. When using this procedure irdf should be set to the number of missing values plus one to
obtain the correct degrees of freedom for the residual sum of squares.

For analysis of covariance the residuals are obtained from an analysis of variance of both the response
variable and the covariates. The residuals from the response variable are then regressed on the residuals
from the covariates using, say, nag_regress_confid_interval (g02cbc) or nag_regsn_mult_linear
(g02dac). The coefficients obtained from the regression can be examined for significance and used to
produce an adjusted dependent variable using the original response variable and covariate. An
approximate adjusted analysis of variance table can then be produced by using the adjusted dependent
variable. In this case irdf should be set to one plus the number of fitted covariates.

g04 – Analysis of Variance g04cac

Mark 26 g04cac.5



For designs such as Latin squares one more of the blocking factors has to be removed in a preliminary
analysis before the final analysis. This preliminary analysis can be performed using nag_anova_random
(g04bbc) or a prior call to nag_anova_factorial (g04cac) if the data is reordered between calls. The
residuals from the preliminary analysis are then input to nag_anova_factorial (g04cac). In these cases
irdf should be set to the difference between n and the residual degrees of freedom from preliminary
analysis. Care should be taken when using this approach as there is no check on the orthogonality of the
two analyses.

If nag_anova_factorial (g04cac) is to be called repeatedly then the memory allocated to table, tmean, e,
imean, semean, and bmean must be freed between calls. You are advised to call nag_anova_factorial_
free (g04czc) to achieve this.

10 Example

The data, given by John and Quenouille (1977), is for the yield of turnips for a factorial experiment
with two factors, the amount of phosphate with 6 levels and the amount of liming with 3 levels. The
design was replicated in 3 blocks. The data is input and the analysis of variance computed. The analysis
of variance table and tables of means with their standard errors are printed.

10.1 Program Text

/* nag_anova_factorial (g04cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <stdio.h>
#include <nagg04.h>

#define MTERM 6

#define TABLE(I, J) table[((I) -1) * (5) + ((J) -1)]
int main(void)
{

Integer c__27 = 27, exit_status = 0, i, *imean = 0, inter, irdf, j, k, l;
Integer *lfac = 0;
Integer mterm = MTERM, n, nblock, nfac, ntreat, num;
NagError fail;
double *bmean = 0, *e = 0, *r = 0, *semean = 0, *table = 0, *tmean = 0;
double *y = 0;
INIT_FAIL(fail);

printf("nag_anova_factorial (g04cac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n,

&nblock, &nfac, &inter);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n]", &n,
&nblock, &nfac, &inter);

#endif
if (n >= 4 && nfac >= 1 && nblock >= 1 && !(n % nblock)) {
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if (!(r = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) || !(lfac = NAG_ALLOC(nfac, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n or nfac or nblock.\n");
exit_status = 1;
return exit_status;

}
for (j = 0; j < nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &lfac[j]);

#else
scanf("%" NAG_IFMT "", &lfac[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf", &y[i]);
#else

scanf("%lf", &y[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

irdf = 0;
/* nag_anova_factorial (g04cac).
* Complete factorial design
*/

nag_anova_factorial(n, y, nfac, lfac, nblock, inter, irdf, &mterm, &table,
&tmean, &c__27, &e, &imean, &semean, &bmean, r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_anova_factorial (g04cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n ANOVA table\n\n");
printf(" Source df SS MS F"

" Prob\n\n");
k = 0;
if (nblock > 1) {

++k;
printf("%s ", " Blocks ");
printf("%4" NAG_IFMT " ", (Integer) TABLE(1, 1));
for (j = 2; j <= 5; ++j)

printf("%12.2f", TABLE(1, j));
printf("\n");

}
ntreat = mterm - 2 - k;
for (i = 1; i <= ntreat; ++i) {

printf("%s%2" NAG_IFMT " ", " Effect ", i);
printf("%4" NAG_IFMT " ", (Integer) TABLE(k + i, 1));
for (j = 2; j <= 5; ++j)

printf("%12.2f", TABLE(k + i, j));
printf("\n");

}
printf("%s ", " Residual");
printf("%4" NAG_IFMT " ", (Integer) TABLE(mterm - 1, 1));
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for (j = 2; j <= 3; ++j)
printf("%12.2f", TABLE(mterm - 1, j));

printf("\n");

printf("%s ", " Total ");
printf("%4" NAG_IFMT " ", (Integer) TABLE(mterm, 1));
printf("%12.2f\n\n", TABLE(mterm, 2));

printf(" Treatment Means and Standard Errors \n\n");
k = 0;
for (i = 0; i < ntreat; ++i) {

l = imean[i];
printf("%s%2" NAG_IFMT "\n\n", " Effect ", i + 1);

num = 1;
for (j = k; j < l; ++j) {

printf("%10.2f%s", tmean[j], num % 8 ? "" : "\n");
num++;

}

printf("\n\n%s%10.2f\n\n", " SE of difference in means = ", semean[i]);
k = l;

}
/* nag_anova_factorial_free (g04czc).
* Memory freeing function for nag_anova_factorial (g04cac)
*/

nag_anova_factorial_free(&table, &tmean, &e, &imean, &semean, &bmean);
END:

NAG_FREE(r);
NAG_FREE(y);
NAG_FREE(lfac);
return exit_status;

}

10.2 Program Data

nag_anova_factorial (g04cac) Example Program Data
54 3 2 2 : n nblock nfac inter
6 3 : lfac

274 361 253 325 317 339 326 402 336 379 345 361 352 334 318 339 393 358
350 340 203 397 356 298 382 376 355 418 387 379 432 339 293 322 417 342
82 297 133 306 352 361 220 333 270 388 379 274 336 307 266 389 333 353

10.3 Program Results

nag_anova_factorial (g04cac) Example Program Results

ANOVA table

Source df SS MS F Prob

Blocks 2 30118.78 15059.39 7.68 0.00
Effect 1 5 73008.17 14601.63 7.45 0.00
Effect 2 2 21596.33 10798.17 5.51 0.01
Effect 3 10 31191.67 3119.17 1.59 0.15
Residual 34 66627.89 1959.64
Total 53 222542.83

Treatment Means and Standard Errors

Effect 1

254.78 339.00 333.33 367.78 330.78 360.67

SE of difference in means = 20.87

Effect 2
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334.28 353.78 305.11

SE of difference in means = 14.76

Effect 3

235.33 332.67 196.33 342.67 341.67 332.67 309.33 370.33
320.33 395.00 370.33 338.00 373.33 326.67 292.33 350.00
381.00 351.00

SE of difference in means = 36.14
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NAG Library Function Document

nag_anova_factorial_free (g04czc)

1 Purpose

nag_anova_factorial_free (g04czc) frees Nag allocated memory to some arguments in nag_anova_factor
ial (g04cac).

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_anova_factorial_free (double **table, double **tmean, double **e,
Integer **imean, double **semean, double **bmean)

3 Description

nag_anova_factorial_free (g04czc) can be used to free the memory allocated to some pointers by
nag_anova_factorial (g04cac) and set their value to NULL.

nag_anova_factorial_free (g04czc) is recommended in preference to the Standard C function free().

4 References

None.

5 Arguments

1: table – double ** Input/Output
2: tmean – double ** Input/Output
3: e – double ** Input/Output
4: imean – Integer ** Input/Output
5: semean – double ** Input/Output
6: bmean – double ** Input/Output

On entry: the pointers to which memory has been allocated internally in nag_anova_factorial
(g04cac).

On exit: the memory allocated to each of the pointers is freed and the pointers are set to NULL.

6 Error Indicators and Warnings

None.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_anova_factorial_free (g04czc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

See Section 10 in nag_anova_factorial (g04cac).
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NAG Library Function Document

nag_anova_confid_interval (g04dbc)

1 Purpose

nag_anova_confid_interval (g04dbc) computes simultaneous confidence intervals for the differences
between means. It is intended for use after nag_anova_random (g04bbc) or nag_anova_row_col
(g04bcc).

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_anova_confid_interval (Nag_IntervalType type, Integer nt,
const double tmean[], double rdf, const double c[], Integer tdc,
double clevel, double cil[], double ciu[], Integer isig[],
NagError *fail)

3 Description

In the computation of analysis of a designed experiment the first stage is to compute the basic analysis
of variance table, the estimate of the error variance (the residual or error mean square), �̂2, the residual
degrees of freedom, �, and the (variance ratio) F -statistic for the t treatments. The second stage of the
analysis is to compare the treatment means. If the treatments have no structure, for example the
treatments are different varieties, rather than being structured, for example a set of different
temperatures, then a multiple comparison procedure can be used.

A multiple comparison procedure looks at all possible pairs of means and either computes confidence
intervals for the difference in means or performs a suitable test on the difference. If there are t
treatments then there are t t� 1ð Þ=2 comparisons to be considered. In tests the type 1 error or
significance level is the probability that the result is considered to be significant when there is no
difference in the means. If the usual t-test is used with, say, a five percent significance level then the
type 1 error for all k ¼ t t� 1ð Þ=2 tests will be much higher. If the tests were independent then if each
test is carried out at the 100� percent level then the overall type 1 error would be
�� ¼ 1� 1� �ð Þk ’ k�. In order to provide an overall protection the individual tests, or confidence
intervals, would have to be carried out at a value of � such that �� is the required significance level, e.
g., five percent.

The 100 1� �ð Þ percent confidence interval for the difference in two treatment means, �̂i and �̂j is given
by

�̂i � �̂j
� �


 T ��;�;tð Þse �̂i � �̂j
� �

;

where seðÞ denotes the standard error of the difference in means and T ��;�;tð Þ is an appropriate percentage

point from a distribution. There are several possible choices for T ��;�;tð Þ. These are:

(a) 1
2q 1��;�;tð Þ , the studentized range statistic. It is the appropriate statistic to compare the largest mean
with the smallest mean. This is known as Tukey–Kramer method.

(b) t �=k;�ð Þ, this is the Bonferroni method.

(c) t �0;�ð Þ, where �0 ¼ 1� 1� �ð Þ1=k, this is known as the Dunn–Sidak method.

(d) t �;�ð Þ, this is known as Fisher's LSD (least significant difference) method. It should only be used if
the overall F -test is significant, the number of treatment comparisons is small and were planned
before the analysis.
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(e)
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
k� 1ð ÞF1��;k�1;�

p
where F1��;k�1;� is the deviate corresponding to a lower tail probability of

1� � from an F -distribution with k� 1 and � degrees of freedom. This is Scheffe's method.

In cases (b), (c) and (d), t �;�ð Þ denotes the � two-tail significance level for the Student's t-distribution
with � degrees of freedom, see nag_deviates_students_t (g01fbc).

The Scheffe method is the most conservative, followed closely by the Dunn–Sidak and Tukey–Kramer
methods.

To compute a test for the difference between two means the statistic,

�̂i � �̂j
se �̂i � �̂j
� �

is compared with the appropriate value of T ��;�;tð Þ.

4 References

Kotz S and Johnson N L (ed.) (1985a) Multiple range and associated test procedures Encyclopedia of
Statistical Sciences 5 Wiley, New York

Kotz S and Johnson N L (ed.) (1985b) Multiple comparison Encyclopedia of Statistical Sciences 5
Wiley, New York

Winer B J (1970) Statistical Principles in Experimental Design McGraw–Hill

5 Arguments

1: type – Nag_IntervalType Input

On entry: indicates which method is to be used.

type ¼ Nag TukeyInterval
The Tukey–Kramer method is used.

type ¼ Nag BonferroniInterval
The Bonferroni method is used.

type ¼ Nag DunnInterval
The Dunn–Sidak method is used.

type ¼ Nag FisherInterval
The Fisher LSD method is used.

type ¼ Nag ScheffeInterval
The Scheffe's method is used.

C o n s t r a i n t : type ¼ Nag TukeyInterval, Nag BonferroniInterval, Nag DunnInterval,
Nag FisherInterval or Nag ScheffeInterval.

2: nt – Integer Input

On entry: the number of treatment means, t.

Constraint: nt 	 2.

3: tmean½nt� – const double Input

On entry: tmean½i� 1� contains the treatment means, �̂i, i ¼ 1; 2; . . . ; t.

4: rdf – double Input

On entry: the residual degrees of freedom, �.

Constraint: rdf 	 1:0.
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5: c½nt� tdc� – const double Input

On entry: the strictly lower triangular part of c must contain the standard errors of the differences
between the means as returned by nag_anova_random (g04bbc) and nag_anova_row_col
(g04bcc). That is c½ i� 1ð Þ � tdcþ j� 1�, i > j, contains the standard error of the difference
between the ith and jth mean in tmean.

Constraint: c½ i � 1ð Þ � tdcþ j � 1� > 0:0, for i ¼ 2; 3; . . . ; t and j ¼ 1; 2; . . . ; i� 1.

6: tdc – Integer Input

On entry: the stride separating matrix column elements in the array c.

Constraint: tdc 	 nt.

7: clevel – double Input

On entry: the required confidence level for the computed intervals, 1� �ð Þ.
Constraint: 0:0 < clevel < 1:0.

8: cil½nt� nt� 1ð Þ=2� – double Output

On exit: cil½ i � 1ð Þ i � 2ð Þ=2þ j � 1� contains the lower limit to the confidence interval for the
difference between ith and jth means in tmean, for i ¼ 2; 3; . . . ; t and j ¼ 1; 2; . . . ; i � 1.

9: ciu½nt� nt� 1ð Þ=2� – double Output

On exit: ciu½ i � 1ð Þ i � 2ð Þ=2þ j � 1� contains the upper limit to the confidence interval for the
difference between ith and jth means in tmean, for i ¼ 2; 3; . . . ; t and j ¼ 1; 2; . . . ; i � 1.

10: isig½nt� nt� 1ð Þ=2� – Integer Output

On exit: isig½ i � 1ð Þ i � 2ð Þ=2þ j � 1� indicates if the difference between ith and jth means in
tmean is significant, for i ¼ 2; 3; . . . ; t and j ¼ 1; 2; . . . ; i � 1. If the difference is significant then
the returned value is 1; otherwise the returned value is 0.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdc ¼ valueh i while nt ¼ valueh i. These arguments must satisfy tdc 	 nt.

NE_2D_REAL_ARRAY_CONS

On entry, c½ valueh ið Þ � tdcþ valueh i� ¼ valueh i.
Constraint: c½ ið Þ � tdcþ j� > 0:0, for i ¼ 1; 2; . . . ; nt� 1 and j ¼ 0; 1; . . . ; i� 1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument type had an illegal value.

NE_INT_ARG_LT

On entry, nt ¼ valueh i.
Constraint: nt 	 2.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL

On entry, clevel ¼ valueh i.
Constraint: 0:0 < clevel < 1:0.

NE_REAL_ARG_LT

On entry, rdf must not be less than 1.0: rdf ¼ valueh i.

NE_STUDENTIZED_STAT

There has been a failure in the computation of the studentized range statistic. Try using a smaller
value of clevel.

7 Accuracy

For the accuracy of the percentage point statistics see nag_deviates_students_t (g01fbc).

8 Parallelism and Performance

nag_anova_confid_interval (g04dbc) is not threaded in any implementation.

9 Further Comments

An alternative approach to one used in nag_anova_confid_interval (g04dbc) is the sequential testing of
the Student–Newman–Keuls procedure. This, in effect, uses the Tukey–Kramer method but first
ordering the treatment means and examining only subsets of the treatment means in which the largest
and smallest are significantly different. At each stage the third argument of the Studentized range
statistic is the number of means in the subset rather than the total number of means.

10 Example

In the example taken from Winer (1970) a completely randomized design with unequal treatment
replication is analysed using nag_anova_random (g04bbc) and then confidence intervals are computed
by nag_anova_confid_interval (g04dbc) using the Tukey–Kramer method.

10.1 Program Text

/* nag_anova_confid_interval (g04dbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg04.h>

int main(void)
{

Integer exit_status = 0, nt, i, ij, irdf, j, n, nblock;
Integer *irep = 0, *isig = 0, *it = 0;
const char *fmt_99998[] = { "", " %3.0f ", "%10.1f ", "%10.1f ",
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"%10.3f ", "%9.4f"
};
char star[1 * 2 + 1];
char nag_enum_arg[40];
double clevel, gmean, rdf, tol;
double *bmean = 0, *c = 0, *cil = 0, *ciu = 0, *ef = 0, *r = 0;
double *table = 0, *tmean = 0, *y = 0;
Nag_IntervalType type;
NagError fail;

#define TABLE(I, J) table[((I) -1)*5 + (J) -1]

INIT_FAIL(fail);

printf("nag_anova_confid_interval (g04dbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " ", &n, &nt);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " ", &n, &nt);

#endif
if (!(y = NAG_ALLOC(n, double))

|| !(it = NAG_ALLOC(n, Integer))
|| !(tmean = NAG_ALLOC(nt, double))
|| !(table = NAG_ALLOC(4 * 5, double))
|| !(c = NAG_ALLOC(nt * nt, double))
|| !(irep = NAG_ALLOC(nt, Integer))
|| !(r = NAG_ALLOC(n, double))
|| !(ef = NAG_ALLOC(nt, double))
|| !(isig = NAG_ALLOC(nt * (nt - 1) / 2, Integer))
|| !(cil = NAG_ALLOC(nt * (nt - 1) / 2, double))
|| !(ciu = NAG_ALLOC(nt * (nt - 1) / 2, double)))

{
printf("Allocation failure\n");
exit_status = 1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf ", &y[i - 1]);
#else

scanf("%lf ", &y[i - 1]);
#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT " ", &it[i - 1]);
#else

scanf("%" NAG_IFMT " ", &it[i - 1]);
#endif

tol = 5e-6;
irdf = 0;
nblock = 1;
if (!(bmean = NAG_ALLOC(nblock, double)))
{

exit_status = -1;
printf("Allocation failure\n");
goto END;

}
/* nag_anova_random (g04bbc).
* General block design or completely randomized design
*/

nag_anova_random(n, y, Nag_NoBlocks, nblock, nt, it, &gmean, bmean, tmean,
table, c, nt, irep, r, ef, tol, irdf, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_anova_random (g04bbc).\n%s\n", fail.message);
exit_status = -1;
goto END;

}

printf("\n%s\n\n", "ANOVA table");
printf("%s\n\n",

" Source df SS MS F Prob");
printf(" Treatments");
for (j = 1; j <= 5; ++j)

printf(fmt_99998[j], TABLE(2, j));
printf("\n");
printf(" Residual ");
for (j = 1; j <= 3; ++j)

printf(fmt_99998[j], TABLE(3, j));
printf("\n");
printf(" Total ");
for (j = 1; j <= 2; ++j)

printf(fmt_99998[j], TABLE(4, j));
printf("\n");
printf("\n Treatment means\n");
printf("\n");
for (j = 1; j <= nt; ++j)

printf("%8.3f%s", tmean[j - 1], j % 8 ? "" : "\n");
printf("\n");
printf("\n Simultaneous Confidence Intervals\n\n");
rdf = TABLE(3, 1);

#ifdef _WIN32
scanf_s(" %39s %lf", nag_enum_arg, (unsigned)_countof(nag_enum_arg),

&clevel);
#else

scanf(" %39s %lf", nag_enum_arg, &clevel);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

type = (Nag_IntervalType) nag_enum_name_to_value(nag_enum_arg);

/* nag_anova_confid_interval (g04dbc).
* Computes confidence intervals for differences between
* means computed by nag_anova_random (g04bbc) or
* nag_anova_row_col (g04bcc)
*/

nag_anova_confid_interval(type, nt, tmean, rdf, c, nt, clevel, cil, ciu,
isig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_anova_confid_interval (g04dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

star[1] = ’*’;
star[0] = ’ ’;
star[2] = ’\setminus 0’;
ij = 0;
for (i = 1; i <= nt; ++i) {

for (j = 1; j <= i - 1; ++j) {
++ij;
printf(" %2" NAG_IFMT "%2" NAG_IFMT " %10.3f %10.3f %c\n",

i, j, cil[ij - 1], ciu[ij - 1], star[isig[ij - 1]]);
}

}

END:
NAG_FREE(y);
NAG_FREE(it);
NAG_FREE(tmean);
NAG_FREE(table);
NAG_FREE(c);
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NAG_FREE(irep);
NAG_FREE(r);
NAG_FREE(ef);
NAG_FREE(isig);
NAG_FREE(cil);
NAG_FREE(ciu);
NAG_FREE(bmean);

return exit_status;
}

10.2 Program Data

nag_anova_confid_interval (g04dbc) Example Program Data

26 4

3 2 4 3 1 5
7 8 4 10 6
3 2 1 2 4 2 3 1

10 12 8 5 12 10 9

1 1 1 1 1 1
2 2 2 2 2
3 3 3 3 3 3 3 3
4 4 4 4 4 4 4

Nag_TukeyInterval .95

10.3 Program Results

nag_anova_confid_interval (g04dbc) Example Program Results

ANOVA table

Source df SS MS F Prob

Treatments 3 239.9 80.0 24.029 0.0000
Residual 22 73.2 3.3
Total 25 313.1

Treatment means

3.000 7.000 2.250 9.429

Simultaneous Confidence Intervals

2 1 0.933 7.067 *
3 1 -3.486 1.986
3 2 -7.638 -1.862 *
4 1 3.610 9.247 *
4 2 -0.538 5.395
4 3 4.557 9.800 *
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NAG Library Function Document

nag_dummy_vars (g04eac)

1 Purpose

nag_dummy_vars (g04eac) computes orthogonal polynomial or dummy variables for a factor or
classification variable.

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_dummy_vars (Nag_DummyType type, Integer n, Integer levels,
const Integer factor[], double x[], Integer tdx, const double v[],
double num_reps[], NagError *fail)

3 Description

In the analysis of an experimental design using a general linear model the factors or classification
variables that specify the design have to be coded as dummy variables. nag_dummy_vars (g04eac)
computes dummy variables that can then be used in the fitting of the general linear model using
nag_regsn_mult_linear (g02dac).

If the factor of length n has k levels then the simplest representation is to define k dummy variables, Xj

such that Xj ¼ 1 if the factor is at level j and 0 otherwise, for j ¼ 1; 2; . . . ; k. However, there is usually
a mean included in the model and the sum of the dummy variables will be aliased with the mean. To
avoid the extra redundant argument, k� 1 dummy variables can be defined as the contrasts between one
level of the factor, the reference level and the remaining levels. If the reference level is the first level
then the dummy variables can be defined as Xj ¼ 1 if the factor is at level j and 0 otherwise, for
j ¼ 2; 3; . . . ; k. Alternatively, the last level can be used as the reference level.

A second way of defining the k� 1 dummy variables is to use a Helmert matrix in which levels
2; 3; . . . ; k are compared with the average effect of the previous levels. For example if k ¼ 4 then the
contrasts would be:

1 �1 �1 �1
2 1 �1 �1
3 0 2 �1
4 0 0 3

Thus variable j, for j ¼ 1; 2; . . . ; k� 1, is given by

Xj ¼ �1 if factor is at level less than jþ 1

Xj ¼
Pj

i¼1ri=rjþ1 if factor is at level jþ 1

Xj ¼ 0 if factor is at level greater than jþ 1

where rj is the number of replicates of level j.

If the factor can be considered as a set of values from an underlying continuous variable then the factor
can be represented by a set of k� 1 orthogonal polynomials representing the linear, quadratic, etc.
effects of the underlying variable. The orthogonal polynomial is computed using Forsythe's algorithm
(see Forsythe (1957) and Cooper (1968)). The values of the underlying continuous variable represented
by the factor levels have to be supplied to the function.

The orthogonal polynomials are standardized so that the sum of squares for each dummy variable is
one. For the other methods integer 
1ð Þ representations are retained except that in the Helmert
representation the code of level jþ 1 in dummy variable j will be a fraction.
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4 References

Cooper B E (1968) Algorithm AS 10. The use of orthogonal polynomials Appl. Statist. 17 283–287

Forsythe G E (1957) Generation and use of orthogonal polynomials for data fitting with a digital
computer J. Soc. Indust. Appl. Math. 5 74–88

5 Arguments

1: type – Nag_DummyType Input

On entry: the type of dummy variable to be computed.

type ¼ Nag Poly
An orthogonal Polynomial representation is computed.

type ¼ Nag Helmert
A Helmert matrix representation is computed.

type ¼ Nag FirstLevel
The contrasts relative to the First level are computed.

type ¼ Nag LastLevel
The contrasts relative to the Last level are computed.

type ¼ Nag AllLevels
A complete set of dummy variables is computed.

Constraint: type ¼ Nag Poly, Nag Helmert, Nag FirstLevel, Nag LastLevel or Nag AllLevels.

2: n – Integer Input

On entry: the number of observations for which the dummy variables are to be computed, n.

Constraint: n 	 levels.

3: levels – Integer Input

On entry: the number of levels of the factor, k.

Constraint: levels 	 2.

4: factor½n� – const Integer Input

On entry: the n values of the factor.

Constraint: 1 � factor½i � 1� � levels, for i ¼ 1; 2; . . . ; n.

5: x½n� tdx� – double Output

Note: the i; jð Þth element of the matrix X is stored in x½ i� 1ð Þ � tdxþ j� 1�.
On exit: the n by k� matrix of dummy variables, where k� ¼ k� 1 if type ¼ Nag Poly,
Nag Helmert, Nag FirstLevel or Nag LastLevel and k� ¼ k if type ¼ Nag AllLevels.

6: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraints:

if type ¼ Nag Poly, Nag Helmert, Nag FirstLevel or Nag LastLevel, tdx 	 levels� 1;
if type ¼ Nag AllLevels, tdx 	 levels.
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7: v½dim� – const double Input

Note: the dimension, dim, of the array v must be at least

levels when type ¼ Nag Poly;
1 otherwise.

On entry: if type ¼ Nag Poly, the k distinct values of the underlying variable for which the
orthogonal polynomial is to be computed. If type 6¼ Nag Poly, v is not referenced.

Constraint: if type ¼ Nag Poly, then the k values of v must be distinct.

8: num reps½levels� – double Output

On exit: num reps½i � 1� contains the number of replications for each level of the factor, ri, for
i ¼ 1; 2; . . . ; k.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, n ¼ valueh i while levels ¼ valueh i. These arguments must satisfy n 	 levels.

On entry, tdx ¼ valueh i while levels ¼ valueh i. These arguments must satisfy tdx 	 levels.

On entry, tdx ¼ valueh i while levels� 1 ¼ valueh i. These arguments must satisfy
tdx 	 levels� 1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array v are not valid.
Constraint: all values of v must be distinct.

NE_BAD_PARAM

On entry, argument type had an illegal value.

NE_G04EA_LEVELS

All levels are not represented in array factor.

NE_G04EA_ORTHO_POLY

An orthogonal polynomial has all values zero. This will be due to some values of v being close
together. This can only occur if type ¼ Nag Poly.

NE_INT_ARG_LT

On entry, levels must not be less than 2: levels ¼ valueh i.

NE_INT_ARRAY_CONS

On entry, factor½0� ¼ valueh i.
Constraint: 1 � factor½0� � levels.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

7 Accuracy

The computations are stable.

8 Parallelism and Performance

nag_dummy_vars (g04eac) is not threaded in any implementation.

9 Further Comments

Other functions for fitting polynomials can be found in Chapter e02.

10 Example

Data are read in from an experiment with four treatments and three observations per treatment with the
treatment coded as a factor. nag_dummy_vars (g04eac) is used to compute the required dummy
variables and the model is then fitted by nag_regsn_mult_linear (g02dac).

10.1 Program Text

/* nag_dummy_vars (g04eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagg04.h>

int main(void)
{

Nag_Boolean svd;
Integer exit_status = 0, i, *ifact = 0, ip, irank, *isx = 0, j,

levels, m, n;
Integer tdq, tdx;
char nag_enum_arg[40];
double *b = 0, *com_ar = 0, *cov = 0, df, *h = 0, *p = 0, *q = 0;
double *rep = 0, *res = 0, tol, *v = 0, *wt = 0, *wtptr = 0, *x = 0;
double *y = 0, rss, *se = 0;
Nag_DummyType dum_type;
Nag_IncludeMean mean;
Nag_Boolean weight;
NagError fail;

INIT_FAIL(fail);

printf("nag_dummy_vars (g04eac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &levels);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &levels);

#endif
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

dum_type = (Nag_DummyType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

mean = (Nag_IncludeMean) nag_enum_name_to_value(nag_enum_arg);

if (dum_type == Nag_AllLevels)
tdx = levels;

else
tdx = levels - 1;

if (!(x = NAG_ALLOC(n * tdx, double))
|| !(rep = NAG_ALLOC(levels, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
if (dum_type == Nag_Poly) {

if (!(v = NAG_ALLOC(levels, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

if (!(v = NAG_ALLOC(1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
if (!(wt = NAG_ALLOC(n, double))

|| !(y = NAG_ALLOC(n, double))
|| !(ifact = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf("\n");
if (weight) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf %lf", &ifact[i - 1], &y[i - 1], &wt[i - 1]);
#else

scanf("%" NAG_IFMT " %lf %lf", &ifact[i - 1], &y[i - 1], &wt[i - 1]);
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#endif
wtptr = wt;

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %lf", &ifact[i - 1], &y[i - 1]);
#else

scanf("%" NAG_IFMT " %lf", &ifact[i - 1], &y[i - 1]);
#endif

wtptr = 0;
}
if (dum_type == Nag_Poly)

for (j = 1; j <= levels; ++j)
#ifdef _WIN32

scanf_s("%lf", &v[j - 1]);
#else

scanf("%lf", &v[j - 1]);
#endif

/* Calculate dummy variables */
/* nag_dummy_vars (g04eac).
* Computes orthogonal polynomials or dummy variables for
* factor/classification variable
*/

nag_dummy_vars(dum_type, n, levels, ifact, x, tdx, v, rep, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_dummy_vars (g04eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

m = tdx;
ip = m;
if (mean == Nag_MeanInclude)

++ip;
if (!(b = NAG_ALLOC(ip, double))

|| !(se = NAG_ALLOC(ip, double))
|| !(cov = NAG_ALLOC(ip * (ip + 1) / 2, double))
|| !(p = NAG_ALLOC(2 * ip + ip * ip, double))
|| !(com_ar = NAG_ALLOC(5 * (ip - 1) + ip * ip, double))
|| !(h = NAG_ALLOC(n, double))
|| !(res = NAG_ALLOC(n, double))
|| !(q = NAG_ALLOC(n * (ip + 1), double))
|| !(tdq = ip + 1)
|| !(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (j = 1; j <= m; ++j)
isx[j - 1] = 1;

/* Set tolerance */
tol = 1e-5;
/* nag_regsn_mult_linear (g02dac).
* Fits a general (multiple) linear regression model
*/

nag_regsn_mult_linear(mean, n, x, tdx, m, isx, ip, y, wtptr, &rss, &df,
b, se, cov, res, h, q, tdq, &svd, &irank, p, tol,
com_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_regsn_mult_linear (g04dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

if (svd)
printf(" %s%4" NAG_IFMT "\n\n", "Model not of full rank, rank = ", irank);
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printf(" Residual sum of squares = %13.4e\n", rss);
printf(" Degrees of freedom = %4.0f\n\n", df);
printf("Variable Parameter estimate Standard error\n\n");
for (j = 1; j <= ip; ++j)

printf(" %6" NAG_IFMT " %20.4e %20.4e\n", j, b[j - 1], se[j - 1]);

END:
NAG_FREE(x);
NAG_FREE(rep);
NAG_FREE(v);
NAG_FREE(v);
NAG_FREE(wt);
NAG_FREE(y);
NAG_FREE(ifact);
NAG_FREE(b);
NAG_FREE(se);
NAG_FREE(cov);
NAG_FREE(p);
NAG_FREE(com_ar);
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(q);
NAG_FREE(isx);

return exit_status;
}

10.2 Program Data

nag_dummy_vars (g04eac) Example Program Data
12 4 Nag_AllLevels Nag_FALSE Nag_MeanInclude

1 33.63
4 39.62
2 38.18
3 41.46
4 38.02
2 35.83
4 35.99
1 36.58
3 42.92
1 37.80
3 40.43
2 37.89

10.3 Program Results

nag_dummy_vars (g04eac) Example Program Results

Model not of full rank, rank = 4

Residual sum of squares = 2.2227e+01
Degrees of freedom = 8

Variable Parameter estimate Standard error

1 3.0557e+01 3.8494e-01
2 5.4467e+00 8.3896e-01
3 6.7433e+00 8.3896e-01
4 1.1047e+01 8.3896e-01
5 7.3200e+00 8.3896e-01
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NAG Library Function Document

nag_anova_icc (g04gac)

1 Purpose

nag_anova_icc (g04gac) calculates the intraclass correlation (ICC).

2 Specification

#include <nag.h>
#include <nagg04.h>

void nag_anova_icc (Nag_ICCModelType mtype, Nag_ICCReliabilityType rtype,
Integer nrep, Integer nsubj, Integer nrater, const double score[],
Nag_MissingType mscore, double smiss, double alpha, double *icc,
double *lci, double *uci, double *fstat, double *df1, double *df2,
double *pvalue, NagError *fail)

3 Description

Many scientific investigations involve assigning a value (score) to a number of objects of interest
(subjects). In most instances the method used to score the subject will be affected by measurement error
which can affect the analysis and interpretation of the data. When the score is based on the subjective
opinion of one or more individuals (raters) the measurement error can be high and therefore it is
important to be able to assess its magnitude. One way of doing this is to run a reliability study and
calculate the intraclass correlation (ICC).

In a typical reliability study each of a random sample of ns subjects are scored, independently, by nr
raters. Each rater scores the same subject m times (i.e., there are m replicate scores). The scores, yijk ,
for i ¼ 1; 2; . . . ; ns, j ¼ 1; 2; . . . ; nr and k ¼ 1; 2; . . . ;m can be arranged into m data tables, with the ns
rows of the table, labelled 1; 2; . . . ; ns, corresponding to the subjects and the nr columns of the table,
labelled 1; 2; . . . ; nr, to the raters. For example the following data, taken from Shrout and Fleiss (1979),
shows a typical situation where four raters (nr ¼ 4) have scored six subjects (ns ¼ 6) once, i.e., there
has been no replication (m ¼ 1).

Rater

Subject
1 2 3 4

1 9 2 5 8

2 6 1 3 2

3 8 4 6 8

4 7 1 2 6

5 10 5 6 9

6 6 2 4 7

The term intraclass correlation is a general one and can mean either a measure of interrater reliability,
i.e., a measure of how similar the raters are, or intrarater reliability, i.e., a measure of how consistent
each rater is.
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There are a numerous different versions of the ICC, six of which can be calculated using
nag_anova_icc (g04gac). The different versions of the ICC can lead to different conclusions when
applied to the same data, it is therefore essential to choose the most appropriate based on the design of
the reliability study and whether inter- or intrarater reliability is of interest. The six measures of the
ICC are split into three different types of studies, denoted: ICC 1; 1ð Þ, ICC 2; 1ð Þ and ICC 3; 1ð Þ. This
notation ties up with that used by Shrout and Fleiss (1979). Each class of study results in two forms of
the ICC, depending on whether inter- or intrarater reliability is of interest.

3.1 ICC 1; 1ð Þ: One-Factor Design

The one-factor designs differ, depending on whether inter- or intrarater reliability is of interest:

3.1.1 Interrater reliability

In a one-factor design to measure interrater reliability, each subject is scored by a different set of raters
randomly selected from a larger population of raters. Therefore, even though they use the same set of
labels each row of the data table is associated with a different set of raters.

A model of the following form is assumed:

yijk ¼ �þ si þ �ijk

where si is the subject effect and �ijk is the error term, with si � N 0; �2s
� �

and �ijk � N 0; �2�
� �

.

The measure of the interrater reliability, �, is then given by:

� ¼ �̂2s
�̂2s þ �̂2�

where �̂s and �̂� are the estimated values of �s and �� respectively.

3.1.2 Intrarater reliability

In a one-factor design to measure intrarater reliability, each rater scores a different set of subjects.
Therefore, even though they use the same set of labels, each column of the data table is associated with
a different set of subjects.

A model of the following form is assumed:

yijk ¼ �þ rj þ �ijk

where ri is the rater effect and �ijk is the error term, with rj � N 0; �2r
� �

and �ijk � N 0; �2�
� �

.

The measure of the intrarater reliability, �, is then given by:

� ¼ �̂2r
�̂2r þ �̂2�

where �̂r and �̂� are the estimated values of �r and �� respectively.

3.2 ICC 2; 1ð Þ: Random Factorial Design

In a random factorial design, each subject is scored by the same set of raters. The set of raters have
been randomly selected from a larger population of raters.

A model of the following form is assumed:

yijk ¼ �þ si þ rj þ srð Þij þ �ijk

where si is the subject effect, ri is the rater effect, srð Þij is the subject-rater interaction effect and �ijk is

the error term, with si � N 0; �2s
� �

, rj � N 0; �2r
� �

, srð Þij � N 0; �2sr
� �

and �ijk � N 0; �2�
� �

.
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3.2.1 Interrater reliability

The measure of the interrater reliability, �, is given by:

� ¼ �̂2s
�̂2s þ �̂2r þ �̂2sr þ �̂2�

where �̂s, �̂r, �̂sr and �̂� are the estimated values of �s, �r, �sr and �� respectively.

3.2.2 Intrarater reliability

The measure of the intrarater reliability, �, is given by:

� ¼ �̂2r
�̂2s þ �̂2r þ �̂2sr þ �̂2�

where �̂s, �̂r, �̂sr and �̂� are the estimated values of �s, �r, �sr and �� respectively.

3.3 ICC 3; 1ð Þ: Mixed Factorial Design

In a mixed factorial design, each subject is scored by the same set of raters and these are the only raters
of interest.

A model of the following form is assumed:

yijk ¼ �þ si þ rj þ srð Þij þ �ijk

where si is the subject effect, ri is the fixed rater effect, srð Þij is the subject-rater interaction effect and

�ijk is the error term, with si � N 0; �2s
� �

, �nr
j¼1rj ¼ 0, srð Þij � N 0; �2sr

� �
, �nr

j¼1 srð Þij ¼ 0 and

�ijk � N 0; �2�
� �

.

3.3.1 Interrater reliability

The measure of the interrater reliability, �, is then given by:

� ¼ �̂
2
s � �̂2sr= r� 1ð Þ
�̂2s þ �̂2sr þ �̂2�

where �̂s, �̂sr and �̂� are the estimated values of �s, �sr and �� respectively.

3.3.2 Intrarater reliability

The measure of the intrarater reliability, �, is then given by:

� ¼ �̂2s þ �̂2sr
�̂2s þ �̂2sr þ �̂2�

where �̂s, �̂sr and �̂� are the estimated values of �s, �sr and �� respectively.

As well as an estimate of the ICC, nag_anova_icc (g04gac) returns an approximate 1� �ð Þ%
confidence interval for the ICC and an F -statistic, f , associated degrees of freedom (�1 and �2) and p-
value, p, for testing that the ICC is zero.

Details on the formula used to calculate the confidence interval, f , �1, �2, �̂2s , �̂
2
r , �̂

2
sr and �̂

2
� are given in

Gwet (2014). In the case where there are no missing data these should tie up with the formula presented
in Shrout and Fleiss (1979).

In some circumstances, the formula presented in Gwet (2014) for calculating �̂2s , �̂
2
r , �̂

2
sr and �̂2� can

r e s u l t i n a n e g a t i v e v a l u e b e i n g c a l c u l a t e d . I n s u c h i n s t a n c e s , fail:code ¼
NW_POTENTIAL_PROBLEM, the offending estimate is set to zero and the calculations continue as
normal.

It should be noted that Shrout and Fleiss (1979) also present methods for calculating the ICC based on
average scores, denoted ICC 1; kð Þ, ICC 2; kð Þ and ICC 3; kð Þ. These are not supplied here as multiple
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replications are allowed (m > 1) hence there is no need to average the scores prior to calculating ICC
when using nag_anova_icc (g04gac).

4 References

Gwet K L (2014) Handbook of Inter-rater Reliability Fourth Edition Advanced Analytics LLC

Shrout P E and Fleiss J L (1979) Intraclass Correlations: Uses in Assessing Rater Reliability
Pyschological Bulletin, Vol 86 2 420–428

5 Arguments

1: mtype – Nag_ICCModelType Input

On entry: indicates which model is to be used.

mtype ¼ Nag ICC 1
The reliability study is a one-factor design, ICC 1; 1ð Þ.

mtype ¼ Nag ICC 2
The reliability study is a random factorial design, ICC 2; 1ð Þ.

mtype ¼ Nag ICC 3
The reliability study is a mixed factorial design, ICC 3; 1ð Þ.

Constraint: mtype ¼ Nag ICC 1, Nag ICC 2 or Nag ICC 3.

2: rtype – Nag_ICCReliabilityType Input

On entry: indicates which type of reliability is required.

rtype ¼ Nag Inter
Interrater reliability is required.

rtype ¼ Nag Intra
Intrarater reliability is required.

Constraint: rtype ¼ Nag Inter or Nag Intra.

3: nrep – Integer Input

On entry: m, the number of replicates.

Constraints:

if mtype ¼ Nag ICC 2 or Nag ICC 3 and rtype ¼ Nag Intra, nrep 	 2;
otherwise nrep 	 1.

4: nsubj – Integer Input

On entry: ns, the number of subjects.

Constraint: nsubj 	 2.

5: nrater – Integer Input

On entry: nr, the number of raters.

Constraint: nrater 	 2.

6: score½dim� – const double Input

Note: the dimension, dim, of the array score must be at least nrep� nsubj� nrater.

Where SCORE k; i; jð Þ appears in this document, it refers to the array element
score½ j� 1ð Þ � nrep� nsubjþ i� 1ð Þ � nrepþ k� 1�.
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On entry: the matrix of scores, with SCORE k; i; jð Þ being the score given to the ith subject by
the jth rater in the kth replicate.

If rater j did not rate subject i at replication k, the corresponding element of score,
SCORE k; i; jð Þ, should be set to smiss.

7: mscore – Nag_MissingType Input

On entry: indicates how missing scores are handled.

mscore ¼ Nag NoMissing
There are no missing scores.

mscore ¼ Nag DropMissing
Missing scores in score have been set to smiss.

Constraint: mscore ¼ Nag NoMissing or Nag DropMissing.

8: smiss – double Input

On entry: the value used to indicate a missing score.

If mscore ¼ Nag NoMissing, smiss is not referenced and need not be set.

If mscore ¼ Nag DropMissing, care should be taken in the selection of smiss, the value
used to indicate a missing score. nag_anova_icc (g04gac) will treat any score in the
inclusive range 1
 0:1 nag decimal digits�2ð Þ� �

� smiss as missing. Alternatively, a NaN (Not
A Number) can be used to indicate missing values, in which case the value of smiss and
any missing values of score can be set through a call to nag_create_nan (x07bbc).

9: alpha – double Input

On entry: �, the significance level used in the construction of the confidence intervals for icc.

Constraint: 0 < alpha < 1.

10: icc – double * Output

On exit: an estimate of the intraclass correlation to measure either the interrater reliability, �, or
intrarater reliability, �, as specified by mtype and rtype.

11: lci – double * Output

On exit: an approximate lower limit for the 100 1� �ð Þ% confidence interval for the ICC.

12: uci – double * Output

On exit: an approximate upper limit for the 100 1� �%ð Þ confidence interval for the ICC.

In some circumstances it is possible for the estimate of the intraclass correlation to fall outside
the region of the approximate confidence intervals. In these cases nag_anova_icc (g04gac)
returns all calculated values, but raises the warning fail:code ¼ NW_POTENTIAL_PROBLEM.

13: fstat – double * Output

On exit: f , the F -statistic associated with icc.

14: df1 – double * Output
15: df2 – double * Output

On exit: �1 and �2, the degrees of freedom associated with f .

16: pvalue – double * Output

On exit: P F 	 f : �1; �1ð Þ, the upper tail probability from an F distribution.
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17: fail – NagError * Input/Output

The NAG error argument (see Section 3.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DEGENERATE

On entry, after adjusting for missing data, nrater ¼ valueh i.
Constraint: nrater 	 2.

On entry, after adjusting for missing data, nrep ¼ valueh i.
Constraint: nrep 	 1.

On entry, after adjusting for missing data, nrep ¼ valueh i.
Constraint: when mtype ¼ Nag ICC 2 or Nag ICC 3 and rtype ¼ Nag Intra, nrep 	 2.

On entry, after adjusting for missing data, nsubj ¼ valueh i.
Constraint: nsubj 	 2.

Unable to calculate the ICC due to a division by zero.
This is often due to degenerate data, for example all scores being the same.

NE_INT

On entry, nrater ¼ valueh i.
Constraint: nrater 	 2.

On entry, nrep ¼ valueh i.
Constraint: nrep 	 1.

On entry, nrep ¼ valueh i.
Constraint: when mtype ¼ Nag ICC 2 or Nag ICC 3 and rtype ¼ Nag Intra, nrep 	 2.

On entry, nsubj ¼ valueh i.
Constraint: nsubj 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, alpha ¼ valueh i.
alpha is too close to either zero or one.
This error is unlikely to occur.
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On entry, alpha ¼ valueh i.
Constraint: 0 < alpha < 1.

NW_POTENTIAL_PROBLEM

icc does not fall into the interval lci; uci½ �.
All output quantities have been calculated.

On entry, a replicate, subject or rater contained all missing data.
All output quantities have been calculated using the reduced problem size.

The estimate of at least one variance component was negative.
Negative estimates were set to zero and all output quantities calculated as documented.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_anova_icc (g04gac) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_anova_icc (g04gac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example calculates and displays the measure of interrater reliability, �, for a one-factor design,
ICC 1; 1ð Þ. In addition the 95% confidence interval, F -statistic, degrees of freedom and p-value are
presented.

The data is taken from table 2 of Shrout and Fleiss (1979), which has four raters scoring six subjects.

10.1 Program Text

/* nag_anova_icc (g04gac) Example Program.
*
* Copyright 2017 Numerical Algorithms Group.
*
* Mark 26.1, 2017.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg04.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer i, j, k, nrater, nsubj, t, nrep;
Integer exit_status = 0;

/* Nag Types */
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NagError fail;
Nag_ICCModelType mtype;
Nag_ICCReliabilityType rtype;
Nag_MissingType mscore;

/* Double scalar and array declarations */
double alpha, clevel, df1, df2, fstat, icc, lci, pvalue, uci, smiss;
double *score = 0;

/* Character scalar and array declarations */
char crtype[40], cmtype[40], cmscore[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_anova_icc (g04gac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cmtype,
(unsigned)_countof(cmtype), crtype, (unsigned)_countof(crtype),
&nrep, &nsubj, &nrater);

#else
scanf("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cmtype,

crtype, &nrep, &nsubj, &nrater);
#endif

mtype = (Nag_ICCModelType) nag_enum_name_to_value(cmtype);
rtype = (Nag_ICCReliabilityType) nag_enum_name_to_value(crtype);

/* Read in the values used to identify missing scores */
#ifdef _WIN32

scanf_s("%39s%lf%*[^\n] ", cmscore, (unsigned)_countof(cmscore), &smiss);
#else

scanf("%39s%lf%*[^\n] ", cmscore, &smiss);
#endif

mscore = (Nag_MissingType) nag_enum_name_to_value(cmscore);

/* Allocate memory */
if (!(score = NAG_ALLOC(nsubj*nrater*nrep, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the rating data */
for (k = 0; k < nrep; k++) {

for (i = 0; i < nsubj; i++) {
for (j = 0; j < nrater; j++) {

t = j * nrep * nsubj + i * nrep + k;
#ifdef _WIN32

scanf_s("%lf", &score[t]);
#else

scanf("%lf", &score[t]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
}
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/* Read in alpha for the confidence interval */
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &alpha);
#else

scanf("%lf%*[^\n] ", &alpha);
#endif

/* Call nag_anova_icc (g04gac) to calculate the intraclass correlation */
nag_anova_icc(mtype,rtype,nrep,nsubj,nrater,score,mscore,smiss,alpha,&icc,

&lci,&uci,&fstat,&df1,&df2,&pvalue,&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_anova_icc (g04gac).\n%s\n", fail.message);
exit_status = -1;
if (fail.code != NW_POTENTIAL_PROBLEM)

goto END;
}

/* Display the results */
printf("Intraclass Correlation : %5.2f\n", icc);
clevel = 100.0*(1.0-alpha);
printf("Lower Limit for %4.1f%% CI : %5.2f\n", clevel, lci);
printf("Upper Limit for %4.1f%% CI : %5.2f\n", clevel, uci);
printf("F statistic : %5.2f\n", fstat);
printf("Degrees of Freedom 1 : %5.1f\n", df1);
printf("Degrees of Freedom 2 : %5.1f\n", df2);
printf("p-value : %5.3f\n", pvalue);

END:
NAG_FREE(score);

return (exit_status);
}

10.2 Program Data

nag_anova_icc (g04gac) Example Program Data
Nag_ICC_1 Nag_Inter 1 6 4 :: mtype,rtype,nrep,nsubj,nrater
Nag_NoMissing -99 :: mscore,smiss
9 2 5 8
6 1 3 2
8 4 6 8
7 1 2 6

10 5 6 9
6 2 4 7 :: end of score

0.05 :: alpha

10.3 Program Results

nag_anova_icc (g04gac) Example Program Results

Intraclass Correlation : 0.17
Lower Limit for 95.0% CI : -0.13
Upper Limit for 95.0% CI : 0.72
F statistic : 1.79
Degrees of Freedom 1 : 5.0
Degrees of Freedom 2 : 18.0
p-value : 0.165
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NAG Library Chapter Contents

g05 – Random Number Generators

g05 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g05kfc 9 nag_rand_init_repeatable
Initializes a pseudorandom number generator to give a repeatable sequence

g05kgc 9 nag_rand_init_nonrepeatable
Initializes a pseudorandom number generator to give a non-repeatable
sequence

g05khc 9 nag_rand_leap_frog
Primes a pseudorandom number generator for generating multiple streams
using leap-frog

g05kjc 9 nag_rand_skip_ahead
Primes a pseudorandom number generator for generating multiple streams
using skip-ahead

g05kkc 23 nag_rand_skip_ahead_power2
Primes a pseudorandom number generator for generating multiple streams
using skip-ahead, skipping ahead a power of 2

g05ncc 9 nag_rand_permute
Pseudorandom permutation of an integer vector

g05ndc 9 nag_rand_sample
Pseudorandom sample from an integer vector

g05nec 23 nag_rand_sample_unequal
Pseudorandom sample, without replacement, unequal weights

g05pdc 9 nag_rand_agarchI
Generates a realization of a time series from a GARCH process with
asymmetry of the form �t�1 þ �ð Þ2

g05pec 9 nag_rand_agarchII
Generates a realization of a time series from a GARCH process with
asymmetry of the form �t�1j j þ ��t�1ð Þ2

g05pfc 9 nag_rand_garchGJR
Generates a realization of a time series from an asymmetric Glosten,
Jagannathan and Runkle (GJR) GARCH process

g05pgc 9 nag_rand_egarch
Generates a realization of a time series from an exponential GARCH
(EGARCH) process

g05phc 9 nag_rand_arma
Generates a realization of a time series from an ARMA model

g05pjc 9 nag_rand_varma
Generates a realization of a multivariate time series from a VARMA model

g05pmc 9 nag_rand_exp_smooth
Generates a realization of a time series from an exponential smoothing
model

g05pvc 25 nag_rand_kfold_xyw
Permutes a matrix, vector, vector triplet into a form suitable for K-fold
cross validation

g05pwc 25 nag_rand_subsamp_xyw
Permutes a matrix, vector, vector triplet into a form suitable for random
sub-sampling validation

g05pxc 9 nag_rand_orthog_matrix
Generates a random orthogonal matrix
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g05pyc 9 nag_rand_corr_matrix
Generates a random correlation matrix

g05pzc 9 nag_rand_2_way_table
Generates a random two-way table

g05rcc 9 nag_rand_copula_students_t
Generates a matrix of pseudorandom numbers from a Student's t-copula

g05rdc 9 nag_rand_copula_normal
Generates a matrix of pseudorandom numbers from a Gaussian copula

g05rec 9 nag_rand_bivariate_copula_clayton
Generates a matrix of pseudorandom numbers from a bivariate Clayton/
Cook–Johnson copula

g05rfc 9 nag_rand_bivariate_copula_frank
Generates a matrix of pseudorandom numbers from a bivariate Frank
copula

g05rgc 9 nag_rand_bivariate_copula_plackett
Generates a matrix of pseudorandom numbers from a bivariate Plackett
copula

g05rhc 9 nag_rand_copula_clayton
Generates a matrix of pseudorandom numbers from a multivariate Clayton/
Cook–Johnson copula

g05rjc 9 nag_rand_copula_frank
Generates a matrix of pseudorandom numbers from a multivariate Frank
copula

g05rkc 9 nag_rand_copula_gumbel
Generates a matrix of pseudorandom numbers from a Gumbel–Hougaard
copula

g05ryc 9 nag_rand_matrix_multi_students_t
Generates a matrix of pseudorandom numbers from a multivariate Student's
t-distribution

g05rzc 9 nag_rand_matrix_multi_normal
Generates a matrix of pseudorandom numbers from a multivariate Normal
distribution

g05sac 9 nag_rand_basic
Generates a vector of pseudorandom numbers from a uniform distribution
over 0; 1ð �

g05sbc 9 nag_rand_beta
Generates a vector of pseudorandom numbers from a beta distribution

g05scc 9 nag_rand_cauchy
Generates a vector of pseudorandom numbers from a Cauchy distribution

g05sdc 9 nag_rand_chi_sq
Generates a vector of pseudorandom numbers from a �2 distribution

g05sec 9 nag_rand_dirichlet
Generates a vector of pseudorandom numbers from a Dirichlet distribution

g05sfc 9 nag_rand_exp
Generates a vector of pseudorandom numbers from an exponential
distribution

g05sgc 9 nag_rand_exp_mix
Generates a vector of pseudorandom numbers from an exponential mix
distribution

g05shc 9 nag_rand_f
Generates a vector of pseudorandom numbers from an F -distribution

g05sjc 9 nag_rand_gamma
Generates a vector of pseudorandom numbers from a gamma distribution

g05skc 9 nag_rand_normal
Generates a vector of pseudorandom numbers from a Normal distribution

g05slc 9 nag_rand_logistic
Generates a vector of pseudorandom numbers from a logistic distribution
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g05smc 9 nag_rand_lognormal
Generates a vector of pseudorandom numbers from a log-normal
distribution

g05snc 9 nag_rand_students_t
Generates a vector of pseudorandom numbers from a Student's
t-distribution

g05spc 9 nag_rand_triangular
Generates a vector of pseudorandom numbers from a triangular distribution

g05sqc 9 nag_rand_uniform
Generates a vector of pseudorandom numbers from a uniform distribution
over a; b½ �

g05src 9 nag_rand_von_mises
Generates a vector of pseudorandom numbers from a von Mises distribution

g05ssc 9 nag_rand_weibull
Generates a vector of pseudorandom numbers from a Weibull distribution

g05tac 9 nag_rand_binomial
Generates a vector of pseudorandom integers from a binomial distribution

g05tbc 9 nag_rand_logical
Generates a vector of pseudorandom logical values

g05tcc 9 nag_rand_geom
Generates a vector of pseudorandom integers from a geometric distribution

g05tdc 9 nag_rand_gen_discrete
Generates a vector of pseudorandom integers from a general discrete
distribution

g05tec 9 nag_rand_hypergeometric
Generates a vector of pseudorandom integers from a hypergeometric
distribution

g05tfc 9 nag_rand_logarithmic
Generates a vector of pseudorandom integers from a logarithmic
distribution

g05tgc 9 nag_rand_gen_multinomial
Generates a vector of pseudorandom integers from a multinomial
distribution

g05thc 9 nag_rand_neg_bin
Generates a vector of pseudorandom integers from a negative binomial
distribution

g05tjc 9 nag_rand_poisson
Generates a vector of pseudorandom integers from a Poisson distribution

g05tkc 9 nag_rand_compd_poisson
Generates a vector of pseudorandom integers from a Poisson distribution
with varying mean

g05tlc 9 nag_rand_discrete_uniform
Generates a vector of pseudorandom integers from a uniform distribution

g05xac 24 nag_rand_bb_init
Initializes the Brownian bridge generator

g05xbc 24 nag_rand_bb
Generate paths for a free or non-free Wiener process using the Brownian
bridge algorithm

g05xcc 24 nag_rand_bb_inc_init
Initializes the generator which backs out the increments of sample paths
generated by a Brownian bridge algorithm

g05xdc 24 nag_rand_bb_inc
Backs out the increments from sample paths generated by a Brownian
bridge algorithm

g05xec 24 nag_rand_bb_make_bridge_order
Creates a Brownian bridge construction order out of a set of input times

g05yjc 9 nag_quasi_rand_normal
Generates a Normal quasi-random number sequence
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g05ykc 9 nag_quasi_rand_lognormal
Generates a log-normal quasi-random number sequence

g05ylc 9 nag_quasi_init
Initializes a quasi-random number generator

g05ymc 9 nag_quasi_rand_uniform
Generates a uniform quasi-random number sequence

g05ync 9 nag_quasi_init_scrambled
Initializes a scrambled quasi-random number generator

g05zmc 24 nag_rand_field_1d_user_setup
Setup for simulating one-dimensional random fields, user-defined variogram

g05znc 24 nag_rand_field_1d_predef_setup
Setup for simulating one-dimensional random fields

g05zpc 24 nag_rand_field_1d_generate
Generates realizations of a one-dimensional random field

g05zqc 24 nag_rand_field_2d_user_setup
Setup for simulating two-dimensional random fields, user-defined
variogram

g05zrc 24 nag_rand_field_2d_predef_setup
Setup for simulating two-dimensional random fields, preset variogram

g05zsc 24 nag_rand_field_2d_generate
Generates realizations of a two-dimensional random field

g05ztc 24 nag_rand_field_fracbm_generate
Generates realizations of fractional Brownian motion
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1 Scope of the Chapter

This chapter is concerned with the generation of sequences of independent pseudorandom and quasi-
random numbers from various distributions, and models.

2 Background to the Problems

2.1 Pseudorandom Numbers

A sequence of pseudorandom numbers is a sequence of numbers generated in some systematic way
such that they are independent and statistically indistinguishable from a truly random sequence. A
pseudorandom number generator (PRNG) is a mathematical algorithm that, given an initial state,
produces a sequence of pseudorandom numbers. A PRNG has several advantages over a true random
number generator in that the generated sequence is repeatable, has known mathematical properties and
can be implemented without needing any specialist hardware. Many books on statistics and computer
science have good introductions to PRNGs, for example Knuth (1981) or Banks (1998).

PRNGs can be split into base generators, and distributional generators. Within the context of this
document a base generator is defined as a PRNG that produces a sequence (or stream) of variates (or
values) uniformly distributed over the interval 0; 1ð Þ. Depending on the algorithm being considered, this
interval may be open, closed or half-closed. A distribution generator is a function that takes variates
generated from a base generator and transforms them into variates from a specified distribution, for
example a uniform, Gaussian (Normal) or gamma distribution.

The period (or cycle length) of a base generator is defined as the maximum number of values that can
be generated before the sequence starts to repeat. The initial state of the base generator is often called
the seed.

There are six base generators currently available in the NAG C Library, these are; a basic linear
congruential generator (LCG) (referred to as the NAG basic generator) (see Knuth (1981)), two sets of
Wichmann–Hill generators (see Maclaren (1989) and Wichmann and Hill (2006)), the Mersenne
Twister (see Matsumoto and Nishimura (1998)), the ACORN generator (see Wikramaratna (1989)) and
L'Ecuyer generator (see L'Ecuyer and Simard (2002)).

2.1.1 NAG Basic Generator

The NAG basic generator is a linear congruential generator (LCG) and, like all linear congruential
generators, has the form:

xi ¼ a1xi�1 mod m1;
ui ¼ xi

m1
;

where the ui, for i ¼ 1; 2; . . ., form the required sequence.

The NAG basic generator uses a1 ¼ 1313 and m1 ¼ 259, which gives a period of approximately 257.

This generator has been part of the NAG C Library since Mark 1 and as such has been widely used. It
suffers from no known problems, other than those due to the lattice structure inherent in all linear
congruential generators, and, even though the period is relatively short compared to many of the newer
generators, it is sufficiently large for many practical problems.

The performance of the NAG basic generator has been analysed by the Spectral Test, see Section 3.3.4
of Knuth (1981), yielding the following results in the notation of Knuth (1981).
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n �n Upper bound for �n
2 3:44� 108 4:08� 108

3 4:29� 105 5:88� 105

4 1:72� 104 2:32� 104

5 1:92� 103 3:33� 103

6 593 939
7 198 380
8 108 197
9 67 120

The right-hand column gives an upper bound for the values of �n attainable by any multiplicative
congruential generator working modulo 259.

An informal interpretation of the quantities �n is that consecutive n-tuples are statistically uncorrelated
to an accuracy of 1=�n. This is a theoretical result; in practice the degree of randomness is usually
much greater than the above figures might support. More details are given in Knuth (1981), and in the
references cited therein.

Note that the achievable accuracy drops rapidly as the number of dimensions increases. This is a
property of all multiplicative congruential generators and is the reason why very long periods are
needed even for samples of only a few random numbers.

2.1.2 Wichmann–Hill I Generator

This series of Wichmann–Hill base generators (see Maclaren (1989)) use a combination of four linear
congruential generators and has the form:

wi ¼ a1wi�1 mod m1
xi ¼ a2xi�1 mod m2
yi ¼ a3yi�1 mod m3
zi ¼ a4zi�1 mod m4

ui ¼ wi
m1
þ xi

m2
þ yi

m3
þ zi

m4

� �
mod 1;

ð1Þ

where the ui, for i ¼ 1; 2; . . ., form the required sequence. The NAG C Library implementation includes
273 sets of parameters, aj ;mj , for j ¼ 1; 2; 3; 4, to choose from.

The constants ai are in the range 112 to 127 and the constants mj are prime numbers in the range
16718909 to 16776971, which are close to 224 ¼ 16777216. These constants have been chosen so that
each of the resulting 273 generators are essentially independent, all calculations can be carried out in
32-bit integer arithmetic and the generators give good results with the spectral test, see Knuth (1981)
and Maclaren (1989). The period of each of these generators would be at least 292 if it were not for
common factors between m1 � 1ð Þ, m2 � 1ð Þ, m3 � 1ð Þ and m4 � 1ð Þ. However, each generator should
still have a period of at least 280. Further discussion of the properties of these generators is given in
Maclaren (1989).

2.1.3 Wichmann–Hill II Generator

This Wichmann–Hill base generator (see Wichmann and Hill (2006)) is of the same form as that
described in Section 2.1.2, i.e., a combination of four linear congruential generators. In this case
a1 ¼ 11600, m1 ¼ 2147483579, a2 ¼ 47003, m2 ¼ 2147483543, a3 ¼ 23000, m3 ¼ 2147483423,
a4 ¼ 33000, m4 ¼ 2147483123.

Unlike in the original Wichmann–Hill generator, these values are too large to carry out the calculations
detailed in (1) using 32-bit integer arithmetic, however, if

wi ¼ 11600endgroupwi�1 mod 2147483579

then setting

Wi ¼ 11600 wi�1 mod 185127ð Þ � 10379 wi�1=185127ð Þ

gives
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wi ¼ Wi if Wi 	 0
2147483579þWi otherwise



and Wi can be calculated in 32-bit integer arithmetic. Similar expressions exist for xi, yi and zi. The
period of this generator is approximately 2121.

Further details of implementing this algorithm and its properties are given in Wichmann and Hill
(2006). This paper also gives some useful guidelines on testing PRNGs.

2.1.4 Mersenne Twister Generator

The Mersenne Twister (see Matsumoto and Nishimura (1998)) is a twisted generalized feedback shift
register generator. The algorithm underlying the Mersenne Twister is as follows:

(i) Set some arbitrary initial values x1; x2; . . . ; xr, each consisting of w bits.

(ii) Letting

A ¼ 0 Iw�1
aw aw�1 � � � a1

� �
;

where Iw�1 is the w� 1ð Þ � w� 1ð Þ identity matrix and each of the ai; i ¼ 1 to w take a value of
either 0 or 1 (i.e., they can be represented as bits). Define

xiþr ¼ xiþs � x
!: lþ1ð Þð Þ
i jx l:1ð Þ

iþ1

� �
A

� �
;

where x !: lþ1ð Þð Þ
i jx l:1ð Þ

iþ1 indicates the concatenation of the most significant (upper) w� l bits of xi and
the least significant (lower) l bits of xiþ1.

(iii) Perform the following operations sequentially:

z ¼ xiþr � xiþr � t1ð Þ
z ¼ z� z t2ð Þ AND m1ð Þ
z ¼ z� z t3ð Þ AND m2ð Þ
z ¼ z� z� t4ð Þ
uiþr ¼ z= 2w � 1ð Þ;

where t1, t2, t3 and t4 are integers and m1 and m2 are bit-masks and ‘� t’ and ‘ t’ represent a t
bit shift right and left respectively, � is bit-wise exclusively or (xor) operation and ‘AND’ is a bit-
wise and operation.

The uiþr, for i ¼ 1; 2; . . ., form the required sequence. The supplied implementation of the Mersenne
Twister uses the following values for the algorithmic constants:

w ¼ 32
a ¼ 0x9908b0df
l ¼ 31
r ¼ 624
s ¼ 397
t1 ¼ 11
t2 ¼ 7
t3 ¼ 15
t4 ¼ 18
m1 ¼ 0x9d2c5680
m2 ¼ 0xefc60000

where the notation 0xDD. . . indicates the bit pattern of the integer whose hexadecimal representation is
DD. . ..

This algorithm has a period length of approximately 219;937 � 1 and has been shown to be uniformly
distributed in 623 dimensions (see Matsumoto and Nishimura (1998)).
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2.1.5 ACORN Generator

The ACORN generator is a special case of a multiple recursive generator (see Wikramaratna (1989) and
Wikramaratna (2007)). The algorithm underlying ACORN is as follows:

(i) Choose an integer value k 	 1.

(ii) Choose an integer value M, and an integer seed Y 0ð Þ
0 , such that 0 < Y

0ð Þ
0 < M and Y 0ð Þ

0 and M are
relatively prime.

(iii) Choose an arbitrary set of k initial integer values, Y 1ð Þ
0 ; Y

2ð Þ
0 ; . . . ; Y

kð Þ
0 , such that 0 � Y mð Þ

0 < M, for
all m ¼ 1; 2; . . . ; k.

(iv) Perform the following sequentially:

Y
mð Þ

i ¼ Y
m�1ð Þ

i þ Y mð Þ
i�1

� �
mod M

for m ¼ 1; 2; . . . ; k.

(v) Set ui ¼ Y kð Þ
i =M.

The ui, for i ¼ 1; 2; . . ., then form a pseudorandom sequence, with ui 2 0; 1½ Þ, for all i.

Although you can choose any value for k, M, Y 0ð Þ
0 and the Y mð Þ

0 , within the constraints mentioned in (i)
to (iii) above, it is recommended that k 	 10, M is chosen to be a large power of two with M 	 260

and Y 0ð Þ
0 is chosen to be odd.

The period of the ACORN generator, with the modulus M equal to a power of two, and an odd value

for Y 0ð Þ
0 has been shown to be an integer multiple of M (see Wikramaratna (1992)). Therefore,

increasing M will give a series with a longer period.

2.1.6 L'Ecuyer MRG32k3a Combined Recursive Generator

The base generator L'Ecuyer MRG32k3a (see L'Ecuyer and Simard (2002)) combines two multiple
recursive generators:

xi ¼ a11xi�1 þ a12xi�2 þ a13xi�3ð Þ mod m1
yi ¼ a21yi�1 þ a22yi�2 þ a23yi�3ð Þ mod m2
zi ¼ xi � yið Þ mod m1
ui ¼ zi þ 1ð Þ=d

w h e r e a11 ¼ 0, a12 ¼ 1403580, a13 ¼ �810728, m1 ¼ 232 � 209, a21 ¼ 527612, a22 ¼ 0,
a23 ¼ �1370589, m2 ¼ 232 � 22853, and ui; i ¼ 1; 2; . . . form the required sequence. If d ¼ m1 then
ui 2 0; 1ð � else if d ¼ m1 þ 1 then ui 2 0; 1ð Þ. Combining the two multiple recursive generators (MRG)
results in sequences with better statistical properties in high dimensions and longer periods compared
with those generated from a single MRG. The combined generator described above has a period length
of approximately 2191.

2.2 Quasi-random Numbers

Low discrepancy (quasi-random) sequences are used in numerical integration, simulation and
optimization. Like pseudorandom numbers they are uniformly distributed but they are not statistically
independent, rather they are designed to give more even distribution in multidimensional space
(uniformity). Therefore they are often more efficient than pseudorandom numbers in multidimensional
Monte–Carlo methods.

The quasi-random number generators implemented in this chapter generate a set of points x1; x2; . . . ; xN

with high uniformity in the S-dimensional unit cube IS ¼ 0; 1½ �S . One measure of the uniformity is the
discrepancy which is defined as follows:

Given a set of points x1; x2; . . . ; xN 2 IS and a subset G � IS , define the counting function
SN Gð Þ as the number of points xi 2 G. For each x ¼ x1; x2; . . . ; xSð Þ 2 IS , let Gx be the
rectangular S-dimensional region
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Gx ¼ 0; x1½ Þ � 0; x2½ Þ � � � � � 0; xS½ Þ

with volume x1; x2; . . . ; xS . Then the discrepancy of the points x1; x2; . . . ; xN is

D�N x1; x2; . . . ; xN
� �

¼ sup
x2IS

SN Gxð Þ �N
XS
k¼1

xk

					
					:

The discrepancy of the first N terms of such a sequence has the form

D�N x1; x2; . . . ; xN
� �

� CS logNð ÞS þO logNð ÞS�1
� �

for all N 	 2:

The principal aim in the construction of low-discrepancy sequences is to find sequences of points
in IS with a bound of this form where the constant CS is as small as possible.

Three types of low-discrepancy sequences are supplied in this library, these are due to Sobol, Faure and
Niederreiter. Two sets of Sobol sequences are supplied, the first is based on work of Joe and Kuo
(2008) and the second on the work of Bratley and Fox (1988). More information on quasi-random
number generation and the Sobol, Faure and Niederreiter sequences in particular can be found in
Bratley and Fox (1988) and Fox (1986).

The efficiency of a simulation exercise may often be increased by the use of variance reduction methods
(see Morgan (1984)). It is also worth considering whether a simulation is the best approach to solving
the problem. For example, low-dimensional integrals are usually more efficiently calculated by
functions in Chapter d01 rather than by Monte–Carlo integration.

2.3 Scrambled Quasi-random Numbers

Scrambled quasi-random sequences are an extension of standard quasi-random sequences that attempt to
eliminate the bias inherent in a quasi-random sequence whilst retaining the low-discrepancy properties.
The use of a scrambled sequence allows error estimation of Monte–Carlo results by performing a
number of iterates and computing the variance of the results.

This implementation of scrambled quasi-random sequences is based on TOMS algorithm 823 and
details can be found in the accompanying paper, Hong and Hickernell (2003). Three methods of
scrambling are supplied; the first a restricted form of Owen's scrambling (Owen (1995)), the second
based on the method of Faure and Tezuka (2000) and the last method combines the first two.

Scrambled versions of both Sobol sequences and the Niederreiter sequence can be obtained.

2.4 Non-uniform Random Numbers

Random numbers from other distributions may be obtained from the uniform random numbers by the
use of transformations and rejection techniques, and for discrete distributions, by table based methods.

(a) Transformation Methods

For a continuous random variable, if the cumulative distribution function (CDF) is F xð Þ then for a
uniform 0; 1ð Þ random variate u, y ¼ F�1 uð Þ will have CDF F xð Þ. This method is only efficient in
a few simple cases such as the exponential distribution with mean �, in which case
F�1 uð Þ ¼ ��log uð Þ. Other transformations are based on the joint distribution of several random
variables. In the bivariate case, if v and w are random variates there may be a function g such that
y ¼ g v; wð Þ has the required distribution; for example, the Student's t-distribution with n degrees of
freedom in which v has a Normal distribution, w has a gamma distribution and g v; wð Þ ¼ v

ffiffiffiffiffiffiffiffiffi
n=w

p
.

(b) Rejection Methods

Rejection techniques are based on the ability to easily generate random numbers from a distribution
(called the envelope) similar to the distribution required. The value from the envelope distribution
is then accepted as a random number from the required distribution with a certain probability;
otherwise, it is rejected and a new number is generated from the envelope distribution.
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(c) Table Search Methods

For discrete distributions, if the cumulative probabilities, Pi ¼ Prob x � ið Þ, are stored in a table
then, given u from a uniform 0; 1ð Þ distribution, the table is searched for i such that Pi�1 < u � Pi.
The returned value i will have the required distribution. The table searching can be made faster by
means of an index, see Ripley (1987). The effort required to set up the table and its index may be
considerable, but the methods are very efficient when many values are needed from the same
distribution.

2.5 Copulas

A copula is a function that links the univariate marginal distributions with their multivariate
distribution. Sklar's theorem (see Sklar (1973)) states that if f is an m-dimensional distribution function
with continuous margins f1; f2; . . . ; fm, then f has a unique copula representation, c, such that

f x1; x2; . . . ; xmð Þ ¼ c f1 x1ð Þ; f2 x2ð Þ; . . . ; fm xmð Þð Þ
The copula, c, is a multivariate uniform distribution whose dependence structure is defined by the
dependence structure of the multivariate distribution f , with

c u1; u2; . . . ; umð Þ ¼ f f�11 u1ð Þ; f�12 u2ð Þ; . . . ; f�1m umð Þ
� �

where ui 2 0; 1½ �. This relationship can be used to simulate variates from distributions defined by the
dependence structure of one distribution and each of the marginal distributions given by another. For
additional information see Nelsen (1998) or Boye (Unpublished manuscript) and the references therein.

2.6 Brownian Bridge

2.6.1 Brownian Bridge Process

Fix two times t0 < T and let W ¼ Wtð Þ0�t�T�t0 be a standard d-dimensional Wiener process on the
interval 0; T � t0½ �. Recall that the terms Wiener process and Brownian motion are often used
interchangeably.

A standard d-dimensional Brownian bridge B ¼ Btð Þt0�t�T on t0; T½ � is defined (see Revuz and Yor
(1999)) as

Bt ¼ Wt�t0 �
t� t0
T � t0

WT�t0 :

The process is continuous, starts at zero at time t0 and ends at zero at time T . It is Gaussian, has zero
mean and has a covariance structure given by

E BsB
T
t

� �
¼ s� t0ð Þ T � tð Þ

T � t0
Id

for any s � t in t0; T½ � where Id is the d-dimensional identity matrix. The Brownian bridge is often
called a non-free or ‘pinned’ Wiener process since it is forced to be 0 at time T , but is otherwise very
similar to a standard Wiener process.

We can generalize this construction as follows. Fix points x;w 2 R
d, let � be a d� d covariance matrix

and choose any d� d matrix C such that CCT ¼ �. The generalized d-dimensional Brownian bridge
X ¼ Xtð Þt0�t�T is defined by setting

Xt ¼
t� t0ð Þwþ T � tð Þx

T � t0
þ CBt ¼

t� t0ð Þwþ T � tð Þx
T � t0

þ CWt�t0 �
t� t0ð Þ
T � t0

CWT�t0

for all t 2 t0; T½ �. The process X is continuous, starts at x at time t0 and ends at w at time T . It has
mean t� t0ð Þwþ T � tð Þxð Þ= T � t0ð Þ and covariance structure

E Xs � EXsð Þ Xt � EXtð ÞT ¼ E CBsB
T
t C

T
� �

¼ s� t0ð Þ T � tð Þ
T � t0

�

for all s � t in t0; T½ �. This is a non-free Wiener process since it is forced to be equal to w at time T .
However if we set w ¼ xþ CWT�t0 , then X simplifies to
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Xt ¼ xþ CWt�t0

for all t 2 t0; T½ � which is nothing other than a d-dimensional Wiener process with covariance given by
�.

Figure 1
Two sample paths for a two-dimensional free Wiener process

Figure 1 shows two sample paths for a two-dimensional free Wiener process X ¼ X1
t ; X

2
t

� �
0�t�2. The

correlation coefficient between the one-dimensional processes X1 and X2 at any time is � ¼ 0:80. Note
that the red and green paths in each figure are uncorrelated, however it is fairly evident that the two red
paths are correlated, and that the two green paths are correlated (when one path increases so does the
other, and vice versa).

Figure 2
Two sample paths for a two-dimensional non-free Wiener process. The process starts at 0; 0ð Þ and ends

at 1;�1ð Þ
Figure 2 shows two sample paths for a two-dimensional non-free Wiener process. The process starts at
0; 0ð Þ and ends at 1;�1ð Þ. The correlation coefficient between the one-dimensional processes is again
� ¼ 0:80. The red and green paths in each figure are uncorrelated, while the two red paths tend to
increase and decrease together, as do the two green paths. Both Figure 1 and Figure 2 were constructed
using nag_rand_bb (g05xbc).

2.6.2 Brownian Bridge Algorithm

The ideas above can also be used to construct sample paths of a free or non-free Wiener process (recall
that a non-free Wiener process is the Brownian bridge process outlined above). Fix two times t0 < T
and let tið Þ1�i�N be any set of time points satisfying t0 < t1 < t2 < � � � < tN < T . Let Xtið Þ1�i�N
denote a d-dimensional (free or non-free) Wiener sample path at these times. These values can be
generated by the so-called Brownian bridge algorithm (see Glasserman (2004)) which works as follows.
From any two known points Xti at time ti and Xtk at time tk with ti < tk, a new point Xtj can be
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interpolated at any time tj 2 ti; tkð Þ by setting

Xtj ¼
Xti tk � tj
� �

þXtk tj � ti
� �

tk � ti
þ CZ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
tk � tj
� �

tj � ti
� �

tk � tið Þ

s
ð2Þ

where Z is a d-dimensional standard Normal random variable and C is any d� d matrix such that CCT

is the desired covariance structure for the (free or non-free) Wiener process X. Clearly this algorithm is
iterative in nature. All that is needed to complete the specification is to fix the start point Xt0 and end
point XT , and to specify how successive interpolation times tj are chosen. For X to behave like a usual
(free) Wiener process we should set Xt0 equal to some value x 2 R

d and then set
XT ¼ xþ C

ffiffiffiffiffiffiffiffiffiffiffiffiffi
T � t0
p

Z where Z is any d-dimensional standard Normal random variable. However
when it comes to deciding how the successive interpolation times tj should be chosen, there is virtually
no restriction. Any method of choosing which tj 2 ti; tkð Þ to interpolate next is equally valid, provided
ti is the nearest known point to the left of tj and tk is the nearest known point to the right of tj. In other
words, the interpolation interval ti; tkð Þ must not contain any other known points, otherwise the
covariance structure of the process will be incorrect.

The order in which the successive interpolation times tj are chosen is called the bridge construction
order. Since all construction orders will produce a correct process, the question arises whether one
construction order should be preferred over another. When the Z values are drawn from a
pseudorandom generator, the answer is typically no. However the bridge algorithm is frequently used
with quasi-random numbers, and in this case the bridge construction order can be important.

2.6.3 Bridge Construction Order and Quasi-random Sequences

Consider the one-dimensional case of a free Wiener process where d ¼ C ¼ 1. The Brownian bridge is
frequently combined with low-discrepancy (quasi-random) sequences to perform quasi-Monte–Carlo
integration. Quasi-random points Z1; Z2; Z3; . . . are generated from the standard Normal distribution,
where each quasi-random point Zi ¼ Zi

1; Z
i
2; � � � ; Zi

D

� �
consists of D one-dimensional values. The

process X starts at Xt0 ¼ x which is known. There remain N þ 1 time points at which the bridge is to
be computed, namely Xtið Þ1�i�N and XT (recall we are considering a free Wiener process). In this case
D is set equal to N þ 1, so that N þ 1 dimensional quasi-random points are generated. A single quasi-
random point is used to construct one Wiener sample path.

The question is how to use the dimension values of each N þ 1 dimensional quasi-random point. Often
the ‘lower’ dimension values (Zi

1; Z
i
2, etc.) display better uniformity properties than the ‘higher’

dimension values (Zi
Nþ1; Z

i
N , etc.) so that the ‘lower’ dimension values should be used to construct the

most important sections of the sample path. For example, consider a model which is particularly
sensitive to the behaviour of the underlying process at time 3. When constructing the sample paths, one
would therefore ensure that time 3 was one of the interpolation points of the bridge, and that a ‘lower’
dimension value was used in (2) to construct the corresponding bridge point X3. Indeed, one would
most likely also ensure that time X3 was one of the first bridge points that was constructed: ‘lower’
dimension values would be used to construct both the left and right bridge points used in (2) to
interpolate X3, so that the distribution of X3 benefits as much as possible from the uniformity
properties of the quasi-random sequence. For further discussions in this regard we refer to Glasserman
(2004). These remarks extend readily to the case of a non-free Wiener process.

2.6.4 Brownian Bridge and Stochastic Differential Equations

The Brownian bridge algorithm, especially when combined with quasi-random variates, is frequently
used to obtain numerical solutions to stochastic differential equations (SDEs) driven by (free or non-
free) Wiener processes. The quasi-random variates produce a family of Wiener sample paths which
cover the space of all Wiener sample paths fairly evenly. This is analogous to the way in which a two-
dimensional quasi-random sequence covers the unit square 0; 1½ �2 evenly. When solving SDEs one is
typically interested in the increments of the driving Wiener process between two time points, rather than
the value of the process at a particular time point. Section 3.3 contains details on which functions can
be used to obtain such Wiener increments.
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2.7 Random Fields

A random field is a stochastic process, taking values in a Euclidean space, and defined over a parameter
space of dimensionality at least one. They are often used to simulate some physical space-dependent
parameter, such as the permeability of rock, which cannot be measured at every point in the space. The
simulated values can then be used to model other dependent quantities, for example, underground flow
of water, often through the use of partial differential equations (PDEs).

A d-dimensional random field Z xð Þ is a function which is random at every point x 2 Dð Þ for some
domain D � R

d, so Z xð Þ is a random variable for each x. The random field has a mean function
� xð Þ ¼ E Z xð Þ½ � a n d a s ymm e t r i c p o s i t i v e s e m i d e fi n i t e c o v a r i a n c e f u n c t i o n
C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �.

A random field, Z xð Þ, is a Gaussian random field if, for any choice of n 2 N and x1; . . . ; xn 2 R
d, the

random vector Z x1ð Þ; . . . ; Z xnð Þ½ �T follows a multivariate Gaussian distribution.

A Gaussian random field Z xð Þ is stationary if � xð Þ is constant for all x 2 R and
C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R

d and hence we can express the covariance function
C x; yð Þ as a function � of one variable: C x; yð Þ ¼ � x� yð Þ. � is known as a variogram (or more
correctly, a semivariogram) and includes the multiplicative factor �2 representing the variance such that
� 0ð Þ ¼ �2. There are a number of commonly used variograms, including:

Symmetric stable variogram

� xð Þ ¼ �2 exp � x0ð Þ�
� �

:

Cauchy variogram

� xð Þ ¼ �2 1þ x0ð Þ2
� ���

:

Differential variogram with compact support

� xð Þ ¼ �2 1þ 8x0 þ 25 x0ð Þ2 þ 32 x0ð Þ3
� �

1� x0ð Þ8; x0 < 1;

0; x0 	 1:

(
Exponential variogram

� xð Þ ¼ �2 exp �x0ð Þ:
Gaussian variogram

� xð Þ ¼ �2 exp � x0ð Þ2
� �

:

Nugget variogram

� xð Þ ¼ �2; x ¼ 0;
0; x 6¼ 0:



Spherical variogram

� xð Þ ¼ �2 1� 1:5x0 þ 0:5 x0ð Þ3
� �

; x0 < 1;

0; x0 	 1:

(
Bessel variogram

� xð Þ ¼ �22
�� � þ 1ð ÞJ� x0ð Þ

x0ð Þ� ;

Hole effect variogram

� xð Þ ¼ �2sin x
0ð Þ

x0
:
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Whittle–Matérn variogram

� xð Þ ¼ �22
1�� x0ð Þ�K� x

0ð Þ
� �ð Þ :

Continuously parameterised variogram with compact support

� xð Þ ¼ �22
1�� x0ð Þ�K� x

0ð Þ
� �ð Þ 1þ 8x00 þ 25 x00ð Þ2 þ 32 x00ð Þ3

� �
1� x00ð Þ8; x00 < 1;

0; x00 	 1:

(
Generalized hyperbolic distribution variogram

� xð Þ ¼ �2
�2 þ x0ð Þ2
� ��

2

��K� ��ð Þ
K� � �2 þ x0ð Þ2

� �1
2

� �
:

Cosine variogram

� xð Þ ¼ �2 cos x0ð Þ:
Where x0 is a scaled norm of x.

2.8 Sampling

The term sampling can have a number of different meanings. Here we are using it to mean randomly
selecting one or more observations or records from a particular dataset. Sampling can be performed in
one of two ways:

With replacement:
where each observation in the original dataset can appear multiple times in the sample. The
sample can therefore be larger than the original dataset.

Without replacement:
where each observation in the original dataset can appear at most once in the sample. The
sample is therefore no larger than the original dataset.

Each of these sampling methods can be further divided into two categories:

With equal weights:
where each observation in the original dataset has the same probability of appearing in the
sample as every other observation.

With unequal weights:
where the probability of an observation from the original dataset appearing in the sample is
proportional to the weight assigned to that observation.

The need to sample from a dataset appears in many areas. For example, it forms the basis for:
bootstrapping (sampling with replacement, usually using equal weights); cross-validation (sampling
without replacement, using equal weights); importance sampling (sampling with replacement, using
unequal weights); randomization of experimental units in designed experiments or reducing the size of
large databases (sampling with replacement with either equal or unequal weights).

Rather than drawing a sample from the whole dataset it is sometimes desirable to take samples from
different strata or subpopulations within that dataset, referred to as stratified sampling. Within each
stratum one or more of the above sampling methods may be adopted.

2.9 Sampling Based Validation

Let Yo;Xoð Þ denote a dataset of observed values from a known population, where Yo is a matrix of one
or more dependent or response variables and Xo a matrix of one more more independent variables or
covariates. Let M denote a model described in terms � a vector of one or more unknown parameters.
The purpose of model M is to describe the behaviour of the dependent variables in terms of the
independent variables. In order to do this the parameter estimates must first be estimated and then how
well the models fits, that is, how well it describes the dependent variables, assessed.
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An example of such a model would be a simple linear regression as described in Section 2.3 in the g02
Chapter Introduction. The simple linear regression has two parameters, an intercept, �0 and slope, �1
and the observed dataset consists of the dependent variable y and the single independent variable x. The
parameter estimates are usually obtained via least squares.

Given a set of parameter estimates and a matrix of independent variables one way of assessing how
well a model fits is to use the model to predict the values of the dependent variable and compare these
predictions to the observed values. Ideally two datasets will be involved, a training dataset, Yt;Xtð Þ,
used to estimate the model parameters and a validation dataset, Yv;Xvð Þ, used for the prediction and
comparison. These two datasets should be drawn independently from the same population. However, in
practice, this is often not possible either because a second dataset can not be drawn from the same
population or because the value of the dependent variables are unknowable (for example the dataset in
question is a time series and the event of interest has not yet happened). Rather than use the same
dataset as both the training and validation dataset, which leads to overfitting and hence an over
estimation of how well the model fits, a sampling based validation method can be used.

In K-fold cross-validation the original dataset is randomly divided into K equally sized folds (or
groups). The model fitting and assessment process is performed using a validation dataset consisting of
those observations in the kth group and a training dataset consisting of all observations not in the kth
group. This is repeated K times, with k ¼ 1; 2; . . . ;K, and the results combined. Repeated random
sub-sampling validation is similar, but rather than systematically dividing the original dataset into a
training and validation dataset, whether an observation resides in a given dataset is chosen randomly
each time the model fitting and assessment process is repeated.

2.10 Other Random Structures

In addition to random numbers from various distributions, random compound structures can be
generated. These include random time series and random matrices.

2.11 Multiple Streams of Pseudorandom Numbers

It is often advantageous to be able to generate variates from multiple, independent, streams (or
sequences) of random variates. For example when running a simulation in parallel on several
processors. There are four ways of generating multiple streams using the functions available in this
chapter:

(i) using different initial values (seeds);

(ii) using different generators;

(iii) skip ahead (also called block-splitting);

(iv) leap-frogging.

2.11.1 Multiple Streams via Different Initial Values (Seeds)

A different sequence of variates can be generated from the same base generator by initializing the
generator using a different set of seeds. The statistical properties of the base generators are only
guaranteed within, not between sequences. For example, two sequences generated from two different
starting points may overlap if these initial values are not far enough apart. The potential for overlapping
sequences is reduced if the period of the generator being used is large. In general, of the four methods
for creating multiple streams described here, this is the least satisfactory.

The one exception to this is the Wichmann–Hill II generator. The Wichmann and Hill (2006) paper
describes a method of generating blocks of variates, with lengths up to 290, by fixing the first three seed
values of the generator (w0, x0 and y0), and setting z0 to a different value for each stream required. This
is similar to the skip-ahead method described in Section 2.11.3, in that the full sequence of the
Wichmann–Hill II generator is split into a number of different blocks, in this case with a fixed length of
290. But without the computationally intensive initialization usually required for the skip-ahead method.
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2.11.2 Multiple Streams via Different Generators

Independent sequences of variates can be generated using a different base generator for each sequence.
For example, sequence 1 can be generated using the NAG basic generator, sequence 2 using Mersenne
Twister, sequence 3 the ACORN generator and sequence 4 using L'Ecuyer generator. The Wichmann–
Hill I generator implemented in this chapter is, in fact, a series of 273 independent generators. The
particular sub-generator to use is selected using the subid variable. Therefore, in total, 278 independent
streams can be generated with each using a different generator (273 Wichmann–Hill I generators, and 5
additional base generators).

2.11.3 Multiple Streams via Skip-ahead

Independent sequences of variates can be generated from a single base generator through the use of
block-splitting, or skipping-ahead. This method consists of splitting the sequence into k non-
overlapping blocks, each of length n, where n is no smaller than the maximum number of variates
required from any of the sequences. For example,

x1; x2; . . . ; xn
block 1

;
xnþ1; xnþ2; . . . ; x2n

block 2
;
x2nþ1; x2nþ2; . . . ; x3n

block 3
; etc:

where x1; x2; . . . is the sequence produced by the generator of interest. Each of the k blocks provide an
independent sequence.

The skip-ahead algorithm therefore requires the sequence to be advanced a large number of places, as to
generate values from say, block b, you must skip over the b� 1ð Þn values in the first b� 1 blocks.
Owing to their form this can be done efficiently for linear congruential generators and multiple
congruential generators. A skip-ahead algorithm is also provided for the Mersenne Twister generator.

Although skip-ahead requires some additional computation at the initialization stage (to ‘fast forward’
the sequence) no additional computation is required at the generation stage.

This method of producing multiple streams can also be used for the Sobol and Niederreiter quasi-
random number generator via the argument iskip in nag_quasi_init (g05ylc).

2.11.4 Multiple Streams via Leap-frog

Independent sequences of variates can also be generated from a single base generator through the use of
leap-frogging. This method involves splitting the sequence from a single generator into k disjoint
subsequences. For example:

Subsequence 1 : x1; xkþ1; x2kþ1; . . .
Subsequence 2 : x2; xkþ2; x2kþ2; . . .

..

.

Subsequence k: xk; x2k; x3k; . . . ;

where x1; x2; . . . is the sequence produced by the generator of interest. Each of the k subsequences then
provides an independent stream of variates.

The leap-frog algorithm therefore requires the generation of every kth variate from the base generator.
Owing to their form this can be done efficiently for linear congruential generators and multiple
congruential generators. A leap-frog algorithm is provided for the NAG Basic generator, both the
Wichmann–Hill I and Wichmann–Hill II generators and L'Ecuyer generator.

It is known that, dependent on the number of streams required, leap-frogging can lead to sequences
with poor statistical properties, especially when applied to linear congruential generators. In addition,
leap-frogging can increase the time required to generate each variate. Therefore leap-frogging should be
avoided unless absolutely necessary.

2.11.5 Skip-ahead and Leap-frog for a Linear Congruential Generator (LCG):
An Example

As an illustrative example, a brief description of the algebra behind the implementation of the leap-frog
and skip-ahead algorithms for a linear congruential generator is given. A linear congruential generator
has the form xiþ1 ¼ a1xi mod m1. The recursive nature of a linear congruential generator means that
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xiþv ¼ a1xiþv�1 mod m1
¼ a1 a1xiþv�2 mod m1ð Þ mod m1
¼ a21xiþv�2 mod m1
¼ av1xi mod m1:

The sequence can therefore be quickly advanced v places by multiplying the current state (xi) by
av1 mod m1, hence skipping the sequence ahead. Leap-frogging can be implemented by using ak1, where
k is the number of streams required, in place of a1 in the standard linear congruential generator
recursive formula, in order to advance k places, rather than one, at each iteration.

In a linear congruential generator the multiplier a1 is constructed so that the generator has good
statistical properties in, for example, the spectral test. When using leap-frogging to construct multiple
streams this multiplier is replaced with ak1, and there is no guarantee that this new multiplier will have
suitable properties especially as the value of k depends on the number of streams required and so is
likely to change depending on the application. This problem can be emphasized by the lattice structure
of linear congruential generators. Similiarly, the value of a1 is often chosen such that the computation
a1xi mod m1 can be performed efficiently. When a1 is replaced by ak1, this is often no longer the case.

Note that, due to rounding, when using a distributional generator, a sequence generated using leap-
frogging and a sequence constructed by taking every k value from a set of variates generated without
leap-frogging may differ slightly. These differences should only affect the least significant digit.

2.11.6 Skip-ahead and Leap-frog for the Mersenne Twister: An Example

Skipping ahead with the Mersenne Twister generator is based on the definition of a k� k (where
k ¼ 19937) transition matrix, A, over the finite field F2 (with elements 0 and 1). Multiplying A by the
current state xn, represented as a vector of bits, produces the next state vector xnþ1:

xnþ1 ¼ Axn:
Thus, skipping ahead v places in a sequence is equivalent to multiplying by Av:

xnþv ¼ Avxn:

Since calculating Av by a standard square and multiply algorithm is O k3log vð Þ
� �

and requires over
47MB of memory (see Haramoto et al. (2008)), an indirect calculation is performed which relies on a
property of the characteristic polynomial p zð Þ of A, namely that p Að Þ ¼ 0. We then define

g zð Þ ¼ zv mod p zð Þ ¼ ak�1zk�1 þ . . .þ a1zþ a0;

and observe that

g zð Þ ¼ zv þ q zð Þp zð Þ

for a polynomial q zð Þ. Since p Að Þ ¼ 0, we have that g Að Þ ¼ Av and

Avxn ¼ ak�1A
k�1 þ . . .þ a1Aþ a0I

� �
xn:

This polynomial evaluation can be performed using Horner's method:

Avxn ¼ A . . .A A Aak�1xn þ ak�2xnð Þ þ ak�3xnð Þ þ � � � þ a1xnð Þ þ a0xn;

which reduces the problem to advancing the generator k� 1 places from state xn and adding (where
addition is as defined over F2) the intermediate states for which ai is nonzero.

There are therefore two stages to skipping the Mersenne Twister ahead v places:

(i) Calculate the coefficients of the polynomial g zð Þ ¼ zv mod p zð Þ;
(ii) advance the sequence k� 1 places from the starting state and add the intermediate states that

correspond to nonzero coefficients in the polynomial calculated in the first step.

The resulting state is that for position v in the sequence.
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The cost of calculating the polynomial is O k2log vð Þ
� �

and the cost of applying it to state is constant.
Skip ahead functionality is typically used in order to generate n independent pseudorandom number
streams (e.g., for separate threads of computation). There are two options for generating the n states:

(i) On the master thread calculate the polynomial for a skip ahead distance of v and apply this
polynomial to state n times, after each iteration j saving the current state for later usage by thread
j.

(ii) Have each thread j independently and in parallel with other threads calculate the polynomial for a
distance of jþ 1ð Þv and apply to the original state.

Since lim
v!1

log vð Þ ¼ lognv, then for large v the cost of generating the polynomial for a skip ahead

distance of nv (i.e., the calculation performed by thread n� 1 in option (ii) above) is approximately the
same as generating that for a distance of v (i.e., the calculation performed by thread 0). However, only
one application to state need be made per thread, and if n is sufficiently large the cost of applying the
polynomial to state becomes the dominant cost in option (i), in which case it is desirable to use option
(ii). Tests have shown that as a guideline it becomes worthwhile to switch from option (i) to option (ii)
for approximately n > 30.

Leap frog calculations with the Mersenne Twister are performed by computing the sequence fully up to
the required size and discarding the redundant numbers for a given stream.

3 Recommendations on Choice and Use of Available Functions

3.1 Pseudorandom Numbers

Before generating any pseudorandom variates the base generator being used must be initialized. Once
initialized, a distributional generator can be called to obtain the variates required. No interfaces have
been supplied for direct access to the base generators. If a sequence of random variates from a uniform
distribution on the open interval 0; 1ð Þ, is required, then the uniform distribution function
(nag_rand_basic (g05sac)) should be called.

3.1.1 Initialization

Before generating any variates the base generator must be initialized. Two utility functions are provided
for this, nag_rand_init_repeatable (g05kfc) and nag_rand_init_nonrepeatable (g05kgc), both of which
allow any of the base generators to be chosen.

nag_rand_init_repeatable (g05kfc) selects and initializes a base generator to a repeatable (when
executed serially) state: two calls of nag_rand_init_repeatable (g05kfc) with the same argument-values
will result in the same subsequent sequences of random numbers (when both generated serially).

nag_rand_init_nonrepeatable (g05kgc) selects and initializes a base generator to a non-repeatable state
in such a way that different calls of nag_rand_init_nonrepeatable (g05kgc), either in the same run or
different runs of the program, will almost certainly result in different subsequent sequences of random
numbers.

No utilities for saving, retrieving or copying the current state of a generator have been provided. All of
the information on the current state of a generator (or stream, if multiple streams are being used) is
stored in the integer array state and as such this array can be treated as any other integer array,
allowing for easy copying, restoring, etc.

3.1.2 Repeated initialization

As mentioned in Section 2.11.1, it is important to note that the statistical properties of pseudorandom
numbers are only guaranteed within sequences and not between sequences produced by the same
generator. Repeated initialization will thus render the numbers obtained less rather than more
independent. In a simple case there should be only one call to nag_rand_init_repeatable (g05kfc) or
nag_rand_init_nonrepeatable (g05kgc) and this call should be before any call to an actual generation
function.
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3.1.3 Choice of Base Generator

If a single sequence is required then it is recommended that the Mersenne Twister is used as the base
generator (genid ¼ Nag MersenneTwister). This generator is fast, has an extremely long period and has
been shown to perform well on various test suites, see Matsumoto and Nishimura (1998), L'Ecuyer and
Simard (2002) and Wichmann and Hill (2006) for example.

When choosing a base generator, the period of the chosen generator should be borne in mind. A good
rule of thumb is never to use more numbers than the square root of the period in any one experiment as
the statistical properties are impaired. For closely related reasons, breaking numbers down into their bit
patterns and using individual bits may also cause trouble.

3.1.4 Choice of Method for Generating Multiple Streams

If the Wichmann–Hill II base generator is being used, and a period of 290 is sufficient, then the method
described in Section 2.11.1 can be used. If a different generator is used, or a longer period length is
required then generating multiple streams by altering the initial values should be avoided.

Using a different generator works well if less than 277 streams are required.

Of the remaining two methods, both skip-ahead and leap-frogging use the sequence from a single
generator, both guarantee that the different sequences will not overlap and both can be scaled to an
arbitrary number of streams. Leap-frogging requires no a-priori knowledge about the number of
variates being generated, whereas skip-ahead requires you to know (approximately) the maximum
number of variates required from each stream. Skip-ahead requires no a-priori information on the
number of streams required. In contrast leap-frogging requires you to know the maximum number of
streams required, prior to generating the first value. Of these two, if possible, skip-ahead should be used
in preference to leap-frogging. Both methods required additional computation compared with generating
a single sequence, but for skip-ahead this computation occurs only at initialization. For leap-frogging
additional computation is required both at initialization and during the generation of the variates. In
addition, as mentioned in Section 2.11.4, using leap-frogging can, in some instances, change the
statistical properties of the sequences being generated.

Leap-frogging is performed by calling nag_rand_leap_frog (g05khc) after the initialization function
(nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc)). For skip-ahead, either
nag_rand_skip_ahead (g05kjc) or nag_rand_skip_ahead_power2 (g05kkc) can be called. Of these,
nag_rand_skip_ahead_power2 (g05kkc) restricts the amount being skipped to a power of 2, but allows
for a large ‘skip’ to be performed.

3.1.5 Copulas

After calling one of the copula functions the inverse cumulative distribution function (CDF) can be
applied to convert the uniform marginal distribution into the required form. Scalar and vector functions
for evaluating the CDF, for a range of distributions, are supplied in Chapter g01. It should be noted that
these functions are often described as computing the ‘deviates’ of the distribution.

When using the inverse CDF functions from Chapter g01 it should be noted that some are limited in the
number of significant figures they return. This may affect the statistical properties of the resulting
sequence of variates. Section 7 of the individual function documentation will give a discussion of the
accuracy of the particular algorithm being used and any available alternatives.

3.2 Quasi-random Numbers

Prior to generating any quasi-random variates the generator being used must be initialized via
nag_quasi_init (g05ylc) or nag_quasi_init_scrambled (g05ync). Of these, nag_quasi_init (g05ylc) can be
used to initialize a standard Sobol, Faure or Niederreiter sequence and nag_quasi_init_scrambled
(g05ync) can be used to initialize a scrambled Sobol or Niederreiter sequence.

Owing to the random nature of the scrambling, before calling the initialization function
nag_quasi_init_scrambled (g05ync) one of the pseudorandom initialization functions, nag_rand_ini
t_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc), must be called.
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Once a quasi-random generator has been initialized, using either nag_quasi_init (g05ylc) or
nag_quasi_init_scrambled (g05ync), one of three generation functions can be called to generate
uniformly distributed sequences (nag_quasi_rand_uniform (g05ymc)), Normally distributed sequences
(nag_quas i_rand_normal (g05yjc ) ) or sequences wi th a log-normal d is t r ibu t ion
(nag_quasi_rand_lognormal (g05ykc)). For example, for a repeatable sequence of scrambled quasi-
random variates from the Normal distribution, nag_rand_init_repeatable (g05kfc) must be called first (to
initialize a pseudorandom generator), followed by nag_quasi_init_scrambled (g05ync) (to initialize a
scrambled quasi-random generator) and then nag_quasi_rand_normal (g05yjc) can be called to generate
the sequence from the required distribution.

See the last paragraph of Section 3.1.5 on how sequences from other distributions can be obtained using
the inverse CDF.

3.3 Brownian Bridge

nag_rand_bb (g05xbc) may be used to generate sample paths from a (free or non-free) Wiener process
using the Brownian bridge algorithm. Prior to calling nag_rand_bb (g05xbc), the generator must be
initialized by a call to nag_rand_bb_init (g05xac). nag_rand_bb_init (g05xac) requires you to specify a
bridge construction order. The function nag_rand_bb_make_bridge_order (g05xec) can be used to
convert a set of input times into one of several common bridge construction orders, which can then be
used in the initialization call to nag_rand_bb_init (g05xac).

nag_rand_bb_inc (g05xdc) may be used to generate the scaled increments of the sample paths of a (free
or non-free) Wiener process. Prior to calling nag_rand_bb_inc (g05xdc), the generator must be
initialized by a call to nag_rand_bb_inc_init (g05xcc). Note that nag_rand_bb_inc (g05xdc) generates
these scaled increments directly; it is not necessary to call nag_rand_bb (g05xbc) before calling
nag_rand_bb_inc (g05xdc). As before, nag_rand_bb_make_bridge_order (g05xec) can be used to
convert a set of input times into a bridge construction order which can be passed to
nag_rand_bb_inc_init (g05xcc).

3.4 Random Fields

Functions for simulating from either a one-dimensional or a two-dimensional stationary Gaussian
random field are provided. These functions use the circulant embedding method of Dietrich and
Newsam (1997) to efficiently generate from the required field. In both cases a setup function is called,
which defines the domain and variogram to use, followed by the generation function. A number of
preset variograms are supplied or a user-defined function can be used.

One-dimensional random field:

nag_rand_field_1d_predef_setup (g05znc) setup function, using a preset variogram.

nag_rand_field_1d_user_setup (g05zmc) setup function, using a user-defined variogram.

nag_rand_field_1d_generate (g05zpc) generation function.

Two-dimension random field:

nag_rand_field_2d_user_setup (g05zqc) setup function, using a preset variogram.

nag_rand_field_2d_predef_setup (g05zrc) setup function, using a user-defined variogram.

nag_rand_field_2d_generate (g05zsc) generation function.

In addition to generating a random field, it is possible to use the circulant embedding method to
generate realizations of fractional Brownian motion, this functionality is provided in nag_rand_field_
fracbm_generate (g05ztc).

Before calling nag_rand_field_1d_generate (g05zpc), nag_rand_field_2d_predef_setup (g05zrc) or
nag_rand_field_fracbm_generate (g05ztc) one of the initialization functions, nag_rand_init_repeatable
(g05kfc) or nag_rand_init_nonrepeatable (g05kgc) must be called.
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3.5 Sampling

Each of the four sampling methods described in Section 2.8 can be performed using the following
functions:

nag_rand_discrete_uniform (g05tlc) Sampling with replacement, equal weights.

nag_rand_gen_discrete (g05tdc) Sampling with replacement, unequal weights.

nag_rand_sample (g05ndc) Sampling without replacement, equal weights.

nag_rand_sample_unequal (g05nec) Sampling without replacement, unequal weights.

In addition to these functions for directly sampling from a dataset two utility functions that perform an
in-place permutation to give datasets suitable for use in validation are provided. nag_rand_kfold_xyw
(g05pvc) generates training and validation datasets suitable for K-fold cross-validation and
nag_rand_subsamp_xyw (g05pwc) generates training and validation datasets suitable for random sub-
sampling validation. To perform stratified sampling the dataset should first be ordered by stratum using
a sorting function from Chapter m01 and then one of the above sampling functions can be applied to
each stratum.

4 Functionality Index

Brownian bridge,
circulant embedding generator,

generate fractional Brownian motion ........................... nag_rand_field_fracbm_generate (g05ztc)
increments generator,

generate Wiener increments ................................................................. nag_rand_bb_inc (g05xdc)
initialize generator ......................................................................... nag_rand_bb_inc_init (g05xcc)

path generator,
create bridge construction order ................................ nag_rand_bb_make_bridge_order (g05xec)
generate a free or non-free (pinned) Wiener process for a given set of time steps

..... nag_rand_bb (g05xbc)
initialize generator ................................................................................ nag_rand_bb_init (g05xac)

Generating samples, matrices and tables,
permutation of real matrix, vector, vector triplet

K�fold cross-validation ................................................................ nag_rand_kfold_xyw (g05pvc)
random sub-sampling validation ............................................. nag_rand_subsamp_xyw (g05pwc)

random correlation matrix ................................................................. nag_rand_corr_matrix (g05pyc)
random orthogonal matrix ............................................................. nag_rand_orthog_matrix (g05pxc)
random permutation of an integer vector ............................................... nag_rand_permute (g05ncc)
random sample from an integer vector,

unequal weights, without replacement .................................. nag_rand_sample_unequal (g05nec)
unweighted, without replacement ........................................................ nag_rand_sample (g05ndc)

random table ..................................................................................... nag_rand_2_way_table (g05pzc)

Generation of time series,
asymmetric GARCH Type II .................................................................. nag_rand_agarchII (g05pec)
asymmetric GJR GARCH ..................................................................... nag_rand_garchGJR (g05pfc)
EGARCH ................................................................................................... nag_rand_egarch (g05pgc)
exponential smoothing ..................................................................... nag_rand_exp_smooth (g05pmc)
type I AGARCH ...................................................................................... nag_rand_agarchI (g05pdc)
univariate ARMA ......................................................................................... nag_rand_arma (g05phc)
vector ARMA .............................................................................................. nag_rand_varma (g05pjc)

Pseudorandom numbers,
array of variates from multivariate distributions,

Dirichlet distribution .......................................................................... nag_rand_dirichlet (g05sec)
multinomial distribution ........................................................ nag_rand_gen_multinomial (g05tgc)
Normal distribution ........................................................ nag_rand_matrix_multi_normal (g05rzc)
Student's t distribution .............................................. nag_rand_matrix_multi_students_t (g05ryc)
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copulas,
Clayton/Cook–Johnson copula (bivariate) .............. nag_rand_bivariate_copula_clayton (g05rec)
Clayton/Cook–Johnson copula (multivariate) ......................... nag_rand_copula_clayton (g05rhc)
Frank copula (bivariate) .............................................. nag_rand_bivariate_copula_frank (g05rfc)
Frank copula (multivariate) ......................................................... nag_rand_copula_frank (g05rjc)
Gaussian copula ....................................................................... nag_rand_copula_normal (g05rdc)
Gumbel–Hougaard copula ...................................................... nag_rand_copula_gumbel (g05rkc)
Plackett copula ........................................................ nag_rand_bivariate_copula_plackett (g05rgc)
Student's t copula ................................................................ nag_rand_copula_students_t (g05rcc)

initialize generator,
multiple streams,

leap-frog ...................................................................................... nag_rand_leap_frog (g05khc)
skip-ahead ................................................................................. nag_rand_skip_ahead (g05kjc)
skip-ahead (power of 2) ............................................. nag_rand_skip_ahead_power2 (g05kkc)

nonrepeatable sequence ..................................................... nag_rand_init_nonrepeatable (g05kgc)
repeatable sequence .................................................................. nag_rand_init_repeatable (g05kfc)

vector of variates from discrete univariate distributions,
binomial distribution .......................................................................... nag_rand_binomial (g05tac)
geometric distribution ............................................................................. nag_rand_geom (g05tcc)
hypergeometric distribution ..................................................... nag_rand_hypergeometric (g05tec)
logarithmic distribution .................................................................. nag_rand_logarithmic (g05tfc)
logical value Nag_TRUE or Nag_FALSE ........................................... nag_rand_logical (g05tbc)
negative binomial distribution ............................................................ nag_rand_neg_bin (g05thc)
Poisson distribution .............................................................................. nag_rand_poisson (g05tjc)
uniform distribution ............................................................... nag_rand_discrete_uniform (g05tlc)
user-supplied distribution ............................................................. nag_rand_gen_discrete (g05tdc)
variate array from discrete distributions with array of parameters,

Poisson distribution with varying mean ........................... nag_rand_compd_poisson (g05tkc)
vectors of variates from continuous univariate distributions,

beta distribution ........................................................................................ nag_rand_beta (g05sbc)
Cauchy distribution .............................................................................. nag_rand_cauchy (g05scc)
exponential mix distribution ............................................................. nag_rand_exp_mix (g05sgc)
F -distribution ................................................................................................. nag_rand_f (g05shc)
gamma distribution ............................................................................... nag_rand_gamma (g05sjc)
logistic distribution ............................................................................... nag_rand_logistic (g05slc)
log-normal distribution ................................................................... nag_rand_lognormal (g05smc)
negative exponential distribution ............................................................... nag_rand_exp (g05sfc)
Normal distribution .............................................................................. nag_rand_normal (g05skc)
real number from the continuous uniform distribution ......................... nag_rand_basic (g05sac)
Student's t-distribution .................................................................... nag_rand_students_t (g05snc)
triangular distribution ....................................................................... nag_rand_triangular (g05spc)
uniform distribution ............................................................................ nag_rand_uniform (g05sqc)
von Mises distribution .................................................................... nag_rand_von_mises (g05src)
Weibull distribution ............................................................................. nag_rand_weibull (g05ssc)
�2 square distribution ........................................................................... nag_rand_chi_sq (g05sdc)

Quasi-random numbers,
array of variates from univariate distributions,

log-normal distribution ......................................................... nag_quasi_rand_lognormal (g05ykc)
Normal distribution .................................................................... nag_quasi_rand_normal (g05yjc)
uniform distribution ................................................................ nag_quasi_rand_uniform (g05ymc)

initialize generator,
scrambled Sobol or Niederreiter ............................................ nag_quasi_init_scrambled (g05ync)
Sobol, Niederreiter or Faure ..................................................................... nag_quasi_init (g05ylc)

Random fields,
one-dimensional,

generation ............................................................................ nag_rand_field_1d_generate (g05zpc)
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initialize generator,
preset variogram ..................................................... nag_rand_field_1d_predef_setup (g05znc)
user-defined variogram .............................................. nag_rand_field_1d_user_setup (g05zmc)

two-dimensional,
generation ............................................................................ nag_rand_field_2d_generate (g05zsc)
initialize generator,

preset variogram ...................................................... nag_rand_field_2d_predef_setup (g05zrc)
user-defined variogram ............................................... nag_rand_field_2d_user_setup (g05zqc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_random_continuous_uniform (g05cac) 24 nag_rand_basic (g05sac)
nag_random_init_repeatable (g05cbc) 24 nag_rand_init_repeatable (g05kfc)
nag_random_init_nonrepeatable (g05ccc) 24 nag_rand_init_nonrepeatable (g05kgc)
nag_save_random_state (g05cfc) 24 No longer required.
nag_restore_random_state (g05cgc) 24 No longer required.
nag_random_continuous_uniform_ab (g05dac) 24 nag_rand_uniform (g05sqc)
nag_random_exp (g05dbc) 24 nag_rand_exp (g05sfc)
nag_random_normal (g05ddc) 24 nag_rand_normal (g05skc)
nag_random_discrete_uniform (g05dyc) 24 nag_rand_discrete_uniform (g05tlc)
nag_ref_vec_multi_normal (g05eac) 24 nag_rand_matrix_multi_normal

(g05rzc)
nag_ref_vec_poisson (g05ecc) 24 nag_rand_poisson (g05tjc)
nag_ref_vec_binomial (g05edc) 24 nag_rand_binomial (g05tac)
nag_ran_permut_vec (g05ehc) 24 nag_rand_permute (g05ncc)
nag_ran_sample_vec (g05ejc) 24 nag_rand_sample (g05ndc)
nag_ref_vec_discrete_pdf_cdf (g05exc) 24 nag_rand_gen_discrete (g05tdc)
nag_return_discrete (g05eyc) 24 nag_rand_gen_discrete (g05tdc)
nag_return_multi_normal (g05ezc) 24 nag_rand_matrix_multi_normal

(g05rzc)
nag_random_beta (g05fec) 24 nag_rand_beta (g05sbc)
nag_random_gamma (g05ffc) 24 nag_rand_gamma (g05sjc)
nag_arma_time_series (g05hac) 24 nag_rand_arma (g05phc)
nag_generate_agarchI (g05hkc) 24 nag_rand_agarchI (g05pdc)
nag_generate_agarchII (g05hlc) 24 nag_rand_agarchII (g05pec)
nag_generate_garchGJR (g05hmc) 24 nag_rand_garchGJR (g05pfc)
nag_rngs_basic (g05kac) 24 nag_rand_basic (g05sac)
nag_rngs_init_repeatable (g05kbc) 24 nag_rand_init_repeatable (g05kfc)
nag_rngs_init_nonrepeatable (g05kcc) 24 nag_rand_init_nonrepeatable (g05kgc)
nag_rngs_logical (g05kec) 24 nag_rand_logical (g05tbc)
nag_rngs_normal (g05lac) 24 nag_rand_normal (g05skc)
nag_rngs_students_t (g05lbc) 24 nag_rand_students_t (g05snc)
nag_rngs_chi_sq (g05lcc) 24 nag_rand_chi_sq (g05sdc)
nag_rngs_f (g05ldc) 24 nag_rand_f (g05shc)
nag_rngs_beta (g05lec) 24 nag_rand_beta (g05sbc)
nag_rngs_gamma (g05lfc) 24 nag_rand_gamma (g05sjc)
nag_rngs_uniform (g05lgc) 24 nag_rand_uniform (g05sqc)
nag_rngs_triangular (g05lhc) 24 nag_rand_triangular (g05spc)
nag_rngs_exp (g05ljc) 24 nag_rand_exp (g05sfc)
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nag_rngs_lognormal (g05lkc) 24 nag_rand_lognormal (g05smc)
nag_rngs_cauchy (g05llc) 24 nag_rand_cauchy (g05scc)
nag_rngs_weibull (g05lmc) 24 nag_rand_weibull (g05ssc)
nag_rngs_logistic (g05lnc) 24 nag_rand_logistic (g05slc)
nag_rngs_von_mises (g05lpc) 24 nag_rand_von_mises (g05src)
nag_rngs_exp_mix (g05lqc) 24 nag_rand_exp_mix (g05sgc)
nag_rngs_matrix_multi_students_t (g05lxc) 24 nag_rand_matrix_multi_students_t

(g05ryc)
nag_rgsn_matrix_multi_normal (g05lyc) 24 nag_rand_matrix_multi_normal

(g05rzc)
nag_rngs_multi_normal (g05lzc) 24 nag_rand_matrix_multi_normal

(g05rzc)
nag_rngs_discrete_uniform (g05mac) 24 nag_rand_discrete_uniform (g05tlc)
nag_rngs_geom (g05mbc) 24 nag_rand_geom (g05tcc)
nag_rngs_neg_bin (g05mcc) 24 nag_rand_neg_bin (g05thc)
nag_rngs_logarithmic (g05mdc) 24 nag_rand_logarithmic (g05tfc)
nag_rngs_compd_poisson (g05mec) 24 nag_rand_compd_poisson (g05tkc)
nag_rngs_binomial (g05mjc) 24 nag_rand_binomial (g05tac)
nag_rngs_poisson (g05mkc) 24 nag_rand_poisson (g05tjc)
nag_rngs_hypergeometric (g05mlc) 24 nag_rand_hypergeometric (g05tec)
nag_rngs_gen_multinomial (g05mrc) 24 nag_rand_gen_multinomial (g05tgc)
nag_rngs_gen_discrete (g05mzc) 24 nag_rand_gen_discrete (g05tdc)
nag_rngs_permute (g05nac) 24 nag_rand_permute (g05ncc)
nag_rngs_sample (g05nbc) 24 nag_rand_sample (g05ndc)
nag_rngs_arma_time_series (g05pac) 24 nag_rand_arma (g05phc)
nag_rngs_varma_time_series (g05pcc) 24 nag_rand_varma (g05pjc)
nag_rngs_orthog_matrix (g05qac) 24 nag_rand_orthog_matrix (g05pxc)
nag_rngs_corr_matrix (g05qbc) 24 nag_rand_corr_matrix (g05pyc)
nag_rngs_2_way_table (g05qdc) 24 nag_rand_2_way_table (g05pzc)
nag_rngs_copula_normal (g05rac) 24 nag_rand_copula_normal (g05rdc)
nag_rngs_copula_students_t (g05rbc) 24 nag_rand_copula_students_t (g05rcc)
nag_quasi_random_uniform (g05yac) 24 nag_quasi_init (g05ylc) and nag_qua

si_rand_uniform (g05ymc)
nag_quasi_random_normal (g05ybc) 24 nag_quasi_rand_normal (g05yjc) and

nag_quasi_init (g05ylc)
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NAG Library Function Document

nag_rand_init_repeatable (g05kfc)

1 Purpose

nag_rand_init_repeatable (g05kfc) initializes the selected base generator, as used by the group of
pseudorandom number functions (see g05khc–g05kjc, g05ncc, g05ndc, g05pdc–g05pjc, g05pxc–
g05pzc, g05rcc, g05rdc, g05ryc, g05rzc and g05sac–g05tlc), so as to generate a repeatable sequence of
variates and the quasi-random scrambled sequence initialization function, nag_quasi_init_scrambled
(g05ync).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_init_repeatable (Nag_BaseRNG genid, Integer subid,
const Integer seed[], Integer lseed, Integer state[], Integer *lstate,
NagError *fail)

3 Description

nag_rand_init_repeatable (g05kfc) selects a base generator through the input value of the arguments
genid and subid, and then initializes it based on the values given in the array seed.

A given base generator will yield different sequences of random numbers if initialized with different
values of seed. Alternatively, the same sequence of random numbers will be generated if the same value
of seed is used. It should be noted that there is no guarantee of statistical properties between sequences,
only within sequences.

A definition of some of the terms used in this description, along with details of the various base
generators can be found in the g05 Chapter Introduction.

4 References

L'Ecuyer P and Simard R (2002) TestU01: a software library in ANSI C for empirical testing of random
number generators Departement d'Informatique et de Recherche Operationnelle, Universite de Montreal
http://www.iro.umontreal.ca/~lecuyer

Maclaren N M (1989) The generation of multiple independent sequences of pseudorandom numbers
Appl. Statist. 38 351–359

Matsumoto M and Nishimura T (1998) Mersenne twister: a 623-dimensionally equidistributed uniform
pseudorandom number generator ACM Transactions on Modelling and Computer Simulations

Wichmann B A and Hill I D (2006) Generating good pseudo-random numbers Computational Statistics
and Data Analysis 51 1614–1622

Wikramaratna R S (1989) ACORN - a new method for generating sequences of uniformly distributed
pseudo-random numbers Journal of Computational Physics 83 16–31

5 Arguments

1: genid – Nag_BaseRNG Input

On entry: must contain the type of base generator to use.

genid ¼ Nag Basic
NAG basic generator.
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genid ¼ Nag WichmannHill I
Wichmann Hill I generator.

genid ¼ Nag MersenneTwister
Mersenne Twister.

genid ¼ Nag WichmannHill II
Wichmann Hill II generator.

genid ¼ Nag ACORN
ACORN generator.

genid ¼ Nag MRG32k3a
L'Ecuyer MRG32k3a generator.

See the g05 Chapter Introduction for details of each of the base generators.

C o n s t r a i n t : genid ¼ Nag Basic, Nag WichmannHill I, Nag MersenneTwister,
Nag WichmannHill II, Nag ACORN or Nag MRG32k3a.

2: subid – Integer Input

On entry: if genid ¼ Nag WichmannHill I, subid indicates which of the 273 sub-generators to
use. In this case, the subidj j þ 272ð Þ mod 273ð Þ þ 1 sub-generator is used.

If genid ¼ Nag ACORN, subid indicates the values of k and p to use, where k is the order of the
generator, and p controls the size of the modulus, M, with M ¼ 2 p�30ð Þ. If subid < 1, the default
values of k ¼ 10 and p ¼ 2 are used, otherwise values for k and p are calculated from the
formula, subid ¼ kþ 1000 p� 1ð Þ.
If genid ¼ Nag MRG32k3a and subid mod 2 ¼ 0 the range of the generator is set to 0; 1ð �,
otherwise the range is set to 0; 1ð Þ; in this case the sequence is identical to the implementation of
MRG32k3a in TestU01 (see L'Ecuyer and Simard (2002)) for identical seeds.

For all other values of genid, subid is not referenced.

3: seed½lseed� – const Integer Input

On entry: the initial (seed) values for the selected base generator. The number of initial values
required varies with each of the base generators.

If genid ¼ Nag Basic, one seed is required.

If genid ¼ Nag WichmannHill I, four seeds are required.

If genid ¼ Nag MersenneTwister, 624 seeds are required.

If genid ¼ Nag WichmannHill II, four seeds are required.

If genid ¼ Nag ACORN, kþ 1ð Þp seeds are required, where k and p are defined by subid. For
the ACORN generator it is recommended that an odd value is used for seed½0�.
If genid ¼ Nag MRG32k3a, six seeds are required.

If insufficient seeds are provided then the first lseed� 1 values supplied in seed are used and the
remaining values are randomly generated using the NAG basic generator. In such cases the NAG
basic generator is initialized using the value supplied in seed½lseed� 1�.
Constraint: seed½i � 1� 	 1, for i ¼ 1; 2; . . . ; lseed.

4: lseed – Integer Input

On entry: the size of the seed array.

Constraint: lseed 	 1.
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5: state½lstate� – Integer Communication Array

On exit: contains information on the selected base generator and its current state. If lstate < 1
then state may be NULL.

6: lstate – Integer * Input/Output

On entry: the dimension of the state array, or a value < 1. If the Mersenne Twister
(genid ¼ Nag MersenneTwister) is being used and the skip ahead function nag_rand_skip_ahead
(g05kjc) or nag_rand_skip_ahead_power2 (g05kkc) will be called subsequently, then you must
ensure that lstate 	 1260.

On exit: if lstate < 1 on entry, then the required length of the state array for the chosen base
generator, otherwise lstate is unchanged. When genid ¼ Nag MersenneTwister (Mersenne
Twister) a value of 1260 is returned, allowing for the skip ahead function to be subsequently
called. In all other cases the minimum length, as documented in the constraints below, is
returned.

Constraints:

if genid ¼ Nag Basic, lstate 	 17;
if genid ¼ Nag WichmannHill I, lstate 	 21;
if genid ¼ Nag MersenneTwister, lstate 	 633;
if genid ¼ Nag WichmannHill II, lstate 	 29;
if genid ¼ Nag ACORN, lstate 	 max kþ 1ð Þ � pþ 9; 14ð Þ þ 3, where k and p are defined
by subid;
if genid ¼ Nag MRG32k3a, lstate 	 61;
otherwise lstate < 1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lseed ¼ valueh i.
Constraint: lseed 	 1.

On entry, lstate ¼ valueh i.
Constraint: lstate � 0 or lstate 	 valueh i.

NE_INT_ARRAY

On entry, invalid seed.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_init_repeatable (g05kfc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example prints the first five pseudorandom real numbers from a uniform distribution between 0
and 1, generated by nag_rand_basic (g05sac) after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_init_repeatable (g05kfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;
/* NAG structures */
NagError fail;
/* Double scalar and array declarations */
double *x = 0;
/* Set the sample size */
Integer n = 5;
/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_init_repeatable (g05kfc) Example Program Results\n\n");
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/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_basic(n, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

printf("%10.4f\n", x[i]);
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_init_repeatable (g05kfc) Example Program Results

0.6364
0.1065
0.7460
0.7983
0.1046
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NAG Library Function Document

nag_rand_init_nonrepeatable (g05kgc)

1 Purpose

nag_rand_init_nonrepeatable (g05kgc) initializes the selected base generator to generate a non-
repeatable sequence of variates. The base generator can then be used by the group of pseudorandom
number functions (see g05khc–g05kjc, g05ncc, g05ndc, g05pdc–g05pjc, g05pxc–g05pzc, g05rcc,
g05rdc, g05ryc, g05rzc and g05sac–g05tlc) and the quasi-random scrambled sequence initialization
function, nag_quasi_init_scrambled (g05ync).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_init_nonrepeatable (Nag_BaseRNG genid, Integer subid,
Integer state[], Integer *lstate, NagError *fail)

3 Description

nag_rand_init_nonrepeatable (g05kgc) selects a base generator through the input value of the arguments
genid and subid, and then initializes it based on the values taken from the real-time clock, resulting in
the same base generator yielding different sequences of random numbers each time the calling program
is run. It should be noted that there is no guarantee of statistical properties between sequences, only
within sequences.

A definition of some of the terms used in this description, along with details of the various base
generators can be found in the g05 Chapter Introduction.

4 References

L'Ecuyer P and Simard R (2002) TestU01: a software library in ANSI C for empirical testing of random
number generators Departement d'Informatique et de Recherche Operationnelle, Universite de Montreal
http://www.iro.umontreal.ca/~lecuyer

Maclaren N M (1989) The generation of multiple independent sequences of pseudorandom numbers
Appl. Statist. 38 351–359

Matsumoto M and Nishimura T (1998) Mersenne twister: a 623-dimensionally equidistributed uniform
pseudorandom number generator ACM Transactions on Modelling and Computer Simulations

Wichmann B A and Hill I D (2006) Generating good pseudo-random numbers Computational Statistics
and Data Analysis 51 1614–1622

Wikramaratna R S (1989) ACORN - a new method for generating sequences of uniformly distributed
pseudo-random numbers Journal of Computational Physics 83 16–31

5 Arguments

1: genid – Nag_BaseRNG Input

On entry: must contain the type of base generator to use.

genid ¼ Nag Basic
NAG basic generator.

genid ¼ Nag WichmannHill I
Wichmann Hill I generator.
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genid ¼ Nag MersenneTwister
Mersenne Twister.

genid ¼ Nag WichmannHill II
Wichmann Hill II generator.

genid ¼ Nag ACORN
ACORN generator.

genid ¼ Nag MRG32k3a
L'Ecuyer MRG32k3a generator.

See the g05 Chapter Introduction for details of each of the base generators.

C o n s t r a i n t : genid ¼ Nag Basic, Nag WichmannHill I, Nag MersenneTwister,
Nag WichmannHill II, Nag ACORN or Nag MRG32k3a.

2: subid – Integer Input

On entry: if genid ¼ Nag WichmannHill I, subid indicates which of the 273 sub-generators to
use. In this case, the subidj j þ 272ð Þ mod 273ð Þ þ 1 sub-generator is used.

If genid ¼ Nag ACORN, subid indicates the values of k and p to use, where k is the order of the
generator, and p controls the size of the modulus, M, with M ¼ 2 p�30ð Þ. If subid < 1, the default
values of k ¼ 10 and p ¼ 2 are used, otherwise values for k and p are calculated from the
formula, subid ¼ kþ 1000 p� 1ð Þ.
If genid ¼ Nag MRG32k3a and subid mod 2 ¼ 0 the range of the generator is set to 0; 1ð �,
otherwise the range is set to 0; 1ð Þ; in this case the sequence is identical to the implementation of
MRG32k3a in TestU01 (see L'Ecuyer and Simard (2002)) for identical seeds.

For all other values of genid, subid is not referenced.

3: state½lstate� – Integer Communication Array

On exit: contains information on the selected base generator and its current state. If lstate < 1
then state may be NULL.

4: lstate – Integer * Input/Output

On entry: the dimension of the state array, or a value < 1. If the Mersenne Twister
(genid ¼ Nag MersenneTwister) is being used and the skip ahead function nag_rand_skip_ahead
(g05kjc) or nag_rand_skip_ahead_power2 (g05kkc) will be called subsequently, then you must
ensure that lstate 	 1260.

On exit: if lstate < 1 on entry, then the required length of the state array for the chosen base
generator, otherwise lstate is unchanged. When genid ¼ Nag MersenneTwister (Mersenne
Twister) a value of 1260 is returned, allowing for the skip ahead function to be subsequently
called. In all other cases the minimum length, as documented in the constraints below, is
returned.

Constraints:

if genid ¼ Nag Basic, lstate 	 17;
if genid ¼ Nag WichmannHill I, lstate 	 21;
if genid ¼ Nag MersenneTwister, lstate 	 633;
if genid ¼ Nag WichmannHill II, lstate 	 29;
if genid ¼ Nag ACORN, lstate 	 max kþ 1ð Þ � pþ 9; 14ð Þ þ 3, where k and p are defined
by subid;
if genid ¼ Nag MRG32k3a, lstate 	 61;
otherwise lstate < 1.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lstate ¼ valueh i.
Constraint: lstate � 0 or lstate 	 valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_init_nonrepeatable (g05kgc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

In order to preserve the statistical properties of the base generators, nag_rand_init_nonrepeatable
(g05kgc) should only be called once. If multiple streams of values are required then one of the methods
described in Section 2.1.1 in the g05 Chapter Introduction should be used.

However, for illustrative purposes only, this example calls nag_rand_init_nonrepeatable (g05kgc) twice.
At each call a sample of 500 values from a discrete uniform distribution are generated and then the two
samples are compared.

10.1 Program Text

/* nag_rand_init_nonrepeatable (g05kgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate, same;
Integer *state = 0, *x1 = 0, *x2 = 0;
/* NAG structures */
NagError fail;
/* Set the sample size */
Integer n = 500;
/* Choose the base generator */
Nag_BaseRNG genid = Nag_MersenneTwister;
Integer subid = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_init_nonrepeatable (g05kgc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_nonrepeatable(genid, subid, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_nonrepeatable (g05kgc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x1 = NAG_ALLOC(n, Integer)) ||

!(x2 = NAG_ALLOC(n, Integer)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a non-repeatable sequence */
nag_rand_init_nonrepeatable(genid, subid, state, &lstate, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_init_nonrepeatable (g05kgc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Generate a sample of values from a discrete uniform distribution */
nag_rand_discrete_uniform(n, -100, 100, state, x1, &fail);

/* Re-initialize the generator to another non-repeatable sequence
NB: In practice, in order to preserve its statistical properties,
you should only initialize the RNG generators once */

nag_rand_init_nonrepeatable(genid, subid, state, &lstate, &fail);

/* Generate a second sample of values from the same distribution */
nag_rand_discrete_uniform(n, -100, 100, state, x2, &fail);

/* Check that the two samples are different */
same = 1;
for (i = 0; i < n; i++) {

if (x1[i] != x2[i]) {
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same = 0;
break;

}
}
if (same) {

printf("The two samples are the same\n");
printf("whilst this is possible, it is unlikely\n");

} else {
printf("The two samples differ, as expected\n");

}

END:
NAG_FREE(x1);
NAG_FREE(x2);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_init_nonrepeatable (g05kgc) Example Program Results

The two samples differ, as expected
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NAG Library Function Document

nag_rand_leap_frog (g05khc)

1 Purpose

nag_rand_leap_frog (g05khc) allows for the generation of multiple, independent, sequences of
pseudorandom numbers using the leap-frog method.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_leap_frog (Integer n, Integer k, Integer state[],
NagError *fail)

3 Description

nag_rand_leap_frog (g05khc) adjusts a base generator to allow multiple, independent, sequences of
pseudorandom numbers to be generated via the leap-frog method (see the g05 Chapter Introduction for
details).

If, prior to calling nag_rand_leap_frog (g05khc) the base generator defined by state would produce
random numbers x1; x2; x3; . . ., then after calling nag_rand_leap_frog (g05khc) the generator will
produce random numbers xk; xkþn; xkþ2n; xkþ3n; . . ..

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_leap_frog (g05khc).

The leap-frog algorithm can be used in conjunction with the NAG basic generator, both the Wichmann–
Hill I and Wichmann–Hill II generators, the Mersenne Twister and L'Ecuyer.

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the total number of sequences required.

Constraint: n > 0.

2: k – Integer Input

On entry: k, the number of the current sequence.

Constraint: 0 < k � n.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.
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On exit: contains updated information on the state of the generator.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: 0 < k � n.

NE_INT_ARRAY

On entry, cannot use leap-frog with the base generator defined by state.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_leap_frog (g05khc) is not threaded in any implementation.

9 Further Comments

The leap-frog method tends to be less efficient than other methods of producing multiple, independent
sequences. See the g05 Chapter Introduction for alternative choices.
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10 Example

This example creates three independent sequences using nag_rand_leap_frog (g05khc), after
initialization by nag_rand_init_repeatable (g05kfc). Five variates from a uniform distribution are then
generated from each sequence using nag_rand_basic (g05sac).

10.1 Program Text

/* nag_rand_leap_frog (g05khc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define STATE(I, J) state[(J - 1)*lstate + I - 1]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate;
Integer *state = 0;
/* NAG structures */
NagError fail;
/* Double scalar and array declarations */
double *x = 0;
/* Set the sample size */
Integer nv = 5;
/* Set the number of streams */
Integer n = 3;
/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_leap_frog (g05khc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(nv, double)) ||

!(state = NAG_ALLOC(lstate * n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Prepare n streams */
for (i = 1; i <= n; i++) {

/* Initialize the I’th stream to a repeatable sequence, using the same
seed for each stream */

nag_rand_init_repeatable(genid, subid, seed, lseed, &STATE(1, i),
&lstate, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Prepare the I’th out of N streams */
nag_rand_leap_frog(n, i, &STATE(1, i), &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_leap_frog (g05khc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Loop over each of the n streams */
for (i = 1; i <= n; i++) {

/* Generate nv variates from a univariate distribution */
printf(" Stream %12" NAG_IFMT "\n", i);
nag_rand_basic(nv, &STATE(1, i), x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (j = 0; j < nv; j++)

printf("%11.4f\n", x[j]);
printf(" \n");

}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_leap_frog (g05khc) Example Program Results

Stream 1
0.7460
0.4925
0.4982
0.2580
0.5938

Stream 2
0.7983
0.3843
0.6717
0.6238
0.2785

Stream 3
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0.1046
0.7871
0.0505
0.0535
0.2375
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NAG Library Function Document

nag_rand_skip_ahead (g05kjc)

1 Purpose

nag_rand_skip_ahead (g05kjc) allows for the generation of multiple, independent, sequences of
pseudorandom numbers using the skip-ahead method.

The base pseudorandom number sequence defined by state is advanced n places.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_skip_ahead (Integer n, Integer state[], NagError *fail)

3 Description

nag_rand_skip_ahead (g05kjc) adjusts a base generator to allow multiple, independent, sequences of
pseudorandom numbers to be generated via the skip-ahead method (see the g05 Chapter Introduction
for details).

If, prior to calling nag_rand_skip_ahead (g05kjc) the base generator defined by state would produce
random numbers x1; x2; x3; . . ., then after calling nag_rand_skip_ahead (g05kjc) the generator will
produce random numbers xnþ1; xnþ2; xnþ3; . . ..

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_skip_ahead (g05kjc).

The skip-ahead algorithm can be used in conjunction with any of the six base generators discussed in
Chapter g05.

4 References

Haramoto H, Matsumoto M, Nishimura T, Panneton F and L'Ecuyer P (2008) Efficient jump ahead for
F2-linear random number generators INFORMS J. on Computing 20(3) 385–390

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of places to skip ahead.

Constraint: n 	 0.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, the base generator is Mersenne Twister, but the state vector defined on initialization is
not large enough to perform a skip ahead. See the initialization function nag_rand_init_repeatable
(g05kfc) or nag_rand_init_nonrepeatable (g05kgc).

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_ARRAY

On entry, cannot use skip-ahead with the base generator defined by state.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_skip_ahead (g05kjc) is not threaded in any implementation.

9 Further Comments

Calling nag_rand_skip_ahead (g05kjc) and then generating a series of uniform values using
nag_rand_basic (g05sac) is more efficient than, but equivalent to, calling nag_rand_basic (g05sac)
and discarding the first n values. This may not be the case for distributions other than the uniform, as
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some distributional generators require more than one uniform variate to generate a single draw from the
required distribution.

To skip ahead k�m places you can either

(a) call nag_rand_skip_ahead (g05kjc) once with n ¼ k�m, or

(b) call nag_rand_skip_ahead (g05kjc) k times with n ¼ m, using the state vector output by the
previous call as input to the next call

both approaches would result in the same sequence of values. When working in a multithreaded
environment, where you want to generate (at most) m values on each of K threads, this would translate
into either

(a) spawning the K threads and calling nag_rand_skip_ahead (g05kjc) once on each thread with
n ¼ k� 1ð Þ �m, where k is a thread ID, taking a value between 1 and K, or

(b) calling nag_rand_skip_ahead (g05kjc) on a single thread with n ¼ m, spawning the K threads and
then calling nag_rand_skip_ahead (g05kjc) a further k� 1 times on each of the thread.

Due to the way skip ahead is implemented for the Mersenne Twister, approach (a) will tend to be more
efficient if more than 30 threads are being used (i.e., K > 30), otherwise approach (b) should probably
be used. For all other base generators, approach (a) should be used. See the g05 Chapter Introduction
for more details.

10 Example

This example initializes a base generator using nag_rand_init_repeatable (g05kfc) and then uses
nag_rand_skip_ahead (g05kjc) to advance the sequence 50 places before generating five variates from a
uniform distribution using nag_rand_basic (g05sac).

10.1 Program Text

/* nag_rand_skip_ahead (g05kjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the sample size */
Integer nv = 5;

/* Set the number of elements to advance the sequence */
Integer n = 50;

/* Choose the base generator */
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Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_skip_ahead (g05kjc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(nv, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Advance the sequence N places */
nag_rand_skip_ahead(n, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_skip_ahead (g05kjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate a NV variates from a uniform distribution */
nag_rand_basic(nv, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < nv; i++)

printf("%11.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_rand_skip_ahead (g05kjc) Example Program Results

0.2071
0.8413
0.8817
0.5494
0.5248
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NAG Library Function Document

nag_rand_skip_ahead_power2 (g05kkc)

1 Purpose

nag_rand_skip_ahead_power2 (g05kkc) allows for the generation of multiple, independent, sequences
of pseudorandom numbers using the skip-ahead method. The base pseudorandom number sequence
defined by state is advanced 2n places.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_skip_ahead_power2 (Integer n, Integer state[], NagError *fail)

3 Description

nag_rand_skip_ahead_power2 (g05kkc) adjusts a base generator to allow multiple, independent,
sequences of pseudorandom numbers to be generated via the skip-ahead method (see the g05 Chapter
Introduction for details).

If, prior to calling nag_rand_skip_ahead_power2 (g05kkc) the base generator defined by state would
produce random numbers x1; x2; x3; . . ., then after calling nag_rand_skip_ahead_power2 (g05kkc) the
generator will produce random numbers x2nþ1; x2nþ2; x2nþ3; . . ..

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_skip_ahead_power2 (g05kkc).

The skip-ahead algorithm can be used in conjunction with any of the six base generators discussed in
the g05 Chapter Introduction.

4 References

Haramoto H, Matsumoto M, Nishimura T, Panneton F and L'Ecuyer P (2008) Efficient jump ahead for
F2-linear random number generators INFORMS J. on Computing 20(3) 385–390

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, where the number of places to skip-ahead is defined as 2n.

Constraint: n 	 0.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

g05 – Random Number Generators g05kkc

Mark 26 g05kkc.1



3: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, the state vector defined on initialization is not large enough to perform a skip-ahead
(applies to Mersenne Twister base generator). See the initialization function nag_rand_ini
t_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc).

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_ARRAY

On entry, cannot use skip-ahead with the base generator defined by state.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_skip_ahead_power2 (g05kkc) is not threaded in any implementation.

9 Further Comments

Calling nag_rand_skip_ahead_power2 (g05kkc) and then generating a series of uniform values using
nag_rand_basic (g05sac) is equivalent to, but more efficient than, calling nag_rand_basic (g05sac) and
discarding the first 2n values. This may not be the case for distributions other than the uniform, as some
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distributional generators require more than one uniform variate to generate a single draw from the
required distribution.

10 Example

This example initializes a base generator using nag_rand_init_repeatable (g05kfc) and then uses
nag_rand_skip_ahead_power2 (g05kkc) to advance the sequence 217 places before generating five
variates from a uniform distribution using nag_rand_basic (g05sac).

10.1 Program Text

/* nag_rand_skip_ahead_power2 (g05kkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define LSEED 1

int main(void)
{

/* Scalars */
Integer exit_status = 0;
Integer lstate, n, nv, subid, i;
/* Arrays */
Integer seed[LSEED];
Integer *state = 0;
double *x = 0;
char cgenid[40];
/* Nag types */
Nag_BaseRNG genid;
NagError fail;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_skip_ahead_power2 (g05kkc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the base generator information and seed */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid,
(unsigned)_countof(cgenid), &subid, &seed[0]);

#else
scanf("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid, &subid, &seed[0]);

#endif
genid = (Nag_BaseRNG) nag_enum_name_to_value(cgenid);

/* Query to get the require length of state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, LSEED, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}

/* Allocate state */
if (!(state = NAG_ALLOC((lstate), Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, LSEED, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

/* Read in the skip ahead and sample size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nv);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &nv);
#endif

if (!(x = NAG_ALLOC((nv), double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

/* Advance the sequence 2**n places */
nag_rand_skip_ahead_power2(n, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_skip_ahead_power2 (g05kkc).\n%s\n",
fail.message);

exit_status = 3;
goto END;

}

/* Generate NV variates from a uniform distribution */
nag_rand_basic(nv, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 4;
goto END;

}

/* Display the variates */
for (i = 0; i < nv; i++)

printf("%10.4f\n", x[i]);
printf("\n");

END:
NAG_FREE(x);
NAG_FREE(state);
return exit_status;

}

10.2 Program Data

nag_rand_skip_ahead_power2 (g05kkc) Example Program Data
Nag_MersenneTwister 1 6344398 :: genid, subid, seed[0]
17 5 :: n, nv
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10.3 Program Results

nag_rand_skip_ahead_power2 (g05kkc) Example Program Results

0.0152
0.0904
0.4607
0.8997
0.5923
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NAG Library Function Document

nag_rand_permute (g05ncc)

1 Purpose

nag_rand_permute (g05ncc) performs a pseudorandom permutation of a vector of integers.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_permute (Integer indx[], Integer n, Integer state[],
NagError *fail)

3 Description

nag_rand_permute (g05ncc) permutes the elements of an integer array without inspecting their values.
Each of the n! possible permutations of the n values may be regarded as being equally probable.

Even for modest values of n it is theoretically impossible that all n! permutations may occur, as n! is
likely to exceed the cycle length of any of the base generators. For practical purposes this is irrelevant,
as the time necessary to generate all possible permutations is many millenia.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_permute (g05ncc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: indx½n� – Integer Input/Output

On entry: the n integer values to be permuted.

On exit: the n permuted integer values.

2: n – Integer Input

On entry: the number of values to be permuted.

Constraint: n 	 1.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_permute (g05ncc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

In the example program a vector containing the first eight positive integers in ascending order is
permuted by a call to nag_rand_permute (g05ncc) and the permutation is printed. This is repeated a
total of ten times, after initialization by nag_rand_init_repeatable (g05kfc).
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10.1 Program Text

/* nag_rand_permute (g05ncc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate;
Integer *index = 0, *state = 0;

/* NAG structures */
NagError fail;

/* Number of permutations */
Integer m = 10;

/* Sample size */
Integer n = 8;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_permute (g05ncc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(index = NAG_ALLOC(n, Integer)) ||

!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;

g05 – Random Number Generators g05ncc

Mark 26 g05ncc.3



goto END;
}

printf(" %2" NAG_IFMT " Permutations of first %1" NAG_IFMT " integers\n",
m, n);

/* Permutate M times */
for (j = 0; j < m; j++) {

/* Set up the index vector */
for (i = 0; i < n; i++)

index[i] = i + 1;

/* Call the permutation routine */
nag_rand_permute(index, n, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_permute (g05ncc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" ");
for (i = 0; i < n; i++)

printf("%2" NAG_IFMT "%s", index[i], (i + 1) % 8 ? " " : "\n");
if (n % 8)

printf("\n");
}

END:
NAG_FREE(index);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_permute (g05ncc) Example Program Results

10 Permutations of first 8 integers
6 2 4 8 1 3 5 7
8 6 4 2 7 3 1 5
4 2 8 7 5 6 3 1
1 6 4 5 2 3 7 8
1 7 3 8 4 2 5 6
6 3 4 7 1 2 8 5
6 4 1 8 2 5 3 7
3 2 1 7 5 8 6 4
4 2 1 5 3 6 8 7
1 5 6 4 2 7 8 3
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NAG Library Function Document

nag_rand_sample (g05ndc)

1 Purpose

nag_rand_sample (g05ndc) selects a pseudorandom sample without replacement from an integer vector.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_sample (const Integer ipop[], Integer n, Integer isampl[],
Integer m, Integer state[], NagError *fail)

3 Description

nag_rand_sample (g05ndc) selects m elements from a population vector ipop of length n and places

them in a sample vector isampl. Their order in ipop will be preserved in isampl. Each of the n
m

� �
possible combinations of elements of isampl may be regarded as being equally probable.

For moderate or large values of n it is theoretically impossible that all combinations of size m may

occur, unless m is near 1 or near n. This is because n
m

� �
exceeds the cycle length of any of the base

generators. For practical purposes this is irrelevant, as the time taken to generate all possible
combinations is many millenia.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_sample (g05ndc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: ipop½n� – const Integer Input

On entry: the population to be sampled.

2: n – Integer Input

On entry: the number of elements in the population vector to be sampled.

Constraint: n 	 1.

3: isampl½m� – Integer Output

On exit: the selected sample.

4: m – Integer Input

On entry: the sample size.

Constraint: 1 � m � n.
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5: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 1 � m � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_sample (g05ndc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_sample (g05ndc) is of order n.

In order to sample other kinds of vectors, or matrices of higher dimension, the following technique may
be used:

(a) set ipop½i � 1� ¼ i, for i ¼ 1; 2; . . . ; n;

(b) use nag_rand_sample (g05ndc) to take a sample from ipop and put it into isampl;

(c) use the contents of isampl as a set of indices to access the relevant vector or matrix.

In order to divide a population into several groups, nag_rand_permute (g05ncc) is more efficient.

10 Example

In the example program random samples of size 1; 2; . . . ; 8 are selected from a vector containing the
first eight positive integers in ascending order. The samples are generated and printed for each sample
size by a call to nag_rand_sample (g05ndc) after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_sample (g05ndc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate, m;
Integer *ipop = 0, *isampl = 0, *state = 0;

/* NAG structures */
NagError fail;

/* Population size */
Integer n = 8;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_sample (g05ndc) Example Program Results\n\n");
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/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

if (!(ipop = NAG_ALLOC(n, Integer)) ||
!(isampl = NAG_ALLOC(n, Integer)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf(" Samples from the first %1" NAG_IFMT " integers\n", n);
printf(" Sample size Values\n");

/* Initialize the population */
for (i = 0; i < n; i++)

ipop[i] = i + 1;

/* Generate samples of different sizes */
for (m = 1; m <= n; m++) {

nag_rand_sample(ipop, n, isampl, m, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_sample (g05ndc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" %6" NAG_IFMT " ", m);
for (i = 0; i < m; i++)

printf("%2" NAG_IFMT "%s", isampl[i], (i + 1) % 8 ? " " : "\n");
if (m % 8)

printf("\n");
}

END:
NAG_FREE(ipop);
NAG_FREE(isampl);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_rand_sample (g05ndc) Example Program Results

Samples from the first 8 integers
Sample size Values

1 2
2 3 6
3 1 5 7
4 2 6 7 8
5 1 2 3 4 8
6 1 3 4 5 6 7
7 1 3 4 5 6 7 8
8 1 2 3 4 5 6 7 8
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NAG Library Function Document

nag_rand_sample_unequal (g05nec)

1 Purpose

nag_rand_sample_unequal (g05nec) selects a pseudorandom sample, without replacement and allowing
for unequal probabilities.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_sample_unequal (Nag_SortOrder sortorder, const double wt[],
const Integer ipop[], Integer n, Integer isampl[], Integer m,
Integer state[], NagError *fail)

3 Description

nag_rand_sample_unequal (g05nec) selects m elements from either the set of values 1; 2; . . . ; nð Þ or a
supplied population vector of length n. The probability of selecting the ith element is proportional to a
user-supplied weight, wi. Each element will appear at most once in the sample, i.e., the sampling is
done without replacement.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_sample_unequal (g05nec).

4 References

None.

5 Arguments

1: sortorder – Nag_SortOrder Input

On entry: a flag indicating the sorted status of the wt vector.

sortorder ¼ Nag Ascending
wt is sorted in ascending order,

sortorder ¼ Nag Descending
wt is sorted in descending order,

sortorder ¼ Nag Unsorted
wt is unsorted and nag_rand_sample_unequal (g05nec) will sort the weights prior to using
them.

Irrespective of the value of sortorder, no checks are made on the sorted status of wt, e.g., it is
possible to supply sortorder ¼ Nag Ascending, even when wt is not sorted. In such cases the wt
array will not be sorted internally, but nag_rand_sample_unequal (g05nec) will still work
correctly except, possibly, in cases of extreme weight values.

It is usually more efficient to specify a value of sortorder that is consistent with the status of wt.

Constraint: sortorder ¼ Nag Ascending, Nag Descending or Nag Unsorted.
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2: wt½n� – const double Input

On entry: wi, the relative probability weights. These weights need not sum to 1:0.

Constraints:

wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;
at least m values must be nonzero.

3: ipop½dim� – const Integer Input

Note: the dimension, dim, of the array ipop must be at least n when ipop is not NULL.

On entry: the population to be sampled. If ipop is NULL then the population is assumed to be
the set of values 1; 2; . . . ; nð Þ and the array ipop is not referenced. Elements of ipop with the
same value are not combined, therefore if wt½i� 1� 6¼ 0;wt½j� 1� 6¼ 0 and i 6¼ j then there is a
nonzero probability that the sample will contain both ipop½i� 1� and ipop½j� 1�. If
ipop½i� 1� ¼ ipop½j� 1� then that value can appear in isampl more than once.

4: n – Integer Input

On entry: n, the size of the population.

Constraint: n 	 1.

5: isampl½m� – Integer Output

On exit: the selected sample.

6: m – Integer Input

On entry: m, the size of the sample required.

Constraint: 0 � m � n.

7: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, m ¼ valueh i and n ¼ valueh i.
Constraint: 0 � m � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NEG_WEIGHT

On entry, at least one weight was less than zero.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NON_ZERO_WEIGHTS

On entry, m ¼ valueh i, number of nonzero weights ¼ valueh i.
Constraint: must be at least m nonzero weights.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_sample_unequal (g05nec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

nag_rand_sample_unequal (g05nec) internally allocates nþ 1ð Þ doubles and n Integers.

Although it is possible to use nag_rand_sample_unequal (g05nec) to sample using equal probabilities,
by setting all elements of the input array wt to the same positive value, it is more efficient to use
nag_rand_sample (g05ndc). To sample with replacement, nag_rand_gen_discrete (g05tdc) can be used
when the probabilities are unequal and nag_rand_discrete_uniform (g05tlc) when the probabilities are
equal.

10 Example

This example samples from a population of 25.
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10.1 Program Text

/* nag_rand_sample_unequal (g05nec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, lseed = 1;
Integer i, lstate, m, n, subid;

/* Arrays */
Integer *ipop = 0, *isampl = 0, *state = 0;
Integer seed[1];
double *wt = 0;
char cgenid[40], csortorder[40], cpop_supplied[40];

/* NAG structures */
NagError fail;
Nag_BaseRNG genid;
Nag_SortOrder sortorder;
Nag_Boolean pop_supplied;

/* Initialize the error structure to print out any error messages */
INIT_FAIL(fail);

printf("nag_rand_sample_unequal (g05nec) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the base generator information and seed */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid,
(unsigned)_countof(cgenid), &subid, &seed[0]);

#else
scanf("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid, &subid, &seed[0]);

#endif
genid = (Nag_BaseRNG) nag_enum_name_to_value(cgenid);

/* Query to obtain the length of the state array using
* nag_rand_init_repeatable (g05kfc).
*/

lstate = 0;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate memory to state */
if (!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
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goto END;
}

/* Initialize the RNG using
* nag_rand_init_repeatable (g05kfc)
*/

nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}

/* Read in the problem size, pop_supplied is a True / False flag indicating
* whether population flags are supplied (Nag_TRUE) or taken as the integers
* 1 to n (Nag_FALSE)
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%39s%39s%*[^\n] ", &n, &m, csortorder,

(unsigned)_countof(csortorder), cpop_supplied,
(unsigned)_countof(cpop_supplied));

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%39s%39s%*[^\n] ", &n, &m, csortorder,

cpop_supplied);
#endif

sortorder = (Nag_SortOrder) nag_enum_name_to_value(csortorder);
pop_supplied = (Nag_Boolean) nag_enum_name_to_value(cpop_supplied);

/* Allocate memory for input arrays */
if (!(wt = NAG_ALLOC(n, double)) || !(isampl = NAG_ALLOC(m, Integer))

)
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}

if (pop_supplied) {
/* Read in the population and weights */
if (!(ipop = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -3;
goto END;

}
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%" NAG_IFMT "%lf%*[^\n] ", &ipop[i], &wt[i]);

#else
for (i = 0; i < n; i++)

scanf("%" NAG_IFMT "%lf%*[^\n] ", &ipop[i], &wt[i]);
#endif

}
else {

/* Read in just the weights */
#ifdef _WIN32

for (i = 0; i < n; i++)
scanf_s("%lf%*[^\n] ", &wt[i]);

#else
for (i = 0; i < n; i++)

scanf("%lf%*[^\n] ", &wt[i]);
#endif

}

/* Generate the sample without replacement, unequal weights using
* nag_rand_sample_unequal (g05nec)
*/

nag_rand_sample_unequal(sortorder, wt, ipop, n, isampl, m, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_sample_unequal (g05nec).\n%s\n",
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fail.message);
exit_status = 3;
goto END;

}

/* Display the results */
for (i = 0; i < m; i++)

printf("%5" NAG_IFMT "", isampl[i]);
printf("\n");

END:
NAG_FREE(wt);
NAG_FREE(ipop);
NAG_FREE(isampl);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

nag_rand_sample_unequal (g05nec) Example Program Data
Nag_MersenneTwister 0 1762543 :: genid, subid, seed[0]
25 10 Nag_Unsorted Nag_TRUE :: n, m, sortorder, pop_supplied
171 85.54
52 71.78

172 118.13
139 13.68
196 153.60
125 165.35
36 122.35
70 35.87
25 151.78
86 128.33
76 178.27
37 183.37

185 165.81
40 101.41
90 145.16
27 42.01
79 59.08

118 17.53
142 87.14
127 69.20
101 31.13
22 60.26
41 21.00

199 85.06
59 119.73 :: End of ipop,wt

10.3 Program Results

nag_rand_sample_unequal (g05nec) Example Program Results

125 41 185 40 37 196 22 25 76 172
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NAG Library Function Document

nag_rand_agarchI (g05pdc)

1 Purpose

nag_rand_agarchI (g05pdc) generates a given number of terms of a type I AGARCH p; qð Þ process (see
Engle and Ng (1993)).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_agarchI (Nag_ErrorDistn dist, Integer num, Integer ip,
Integer iq, const double theta[], double gamma, Integer df, double ht[],
double et[], Nag_Boolean fcall, double r[], Integer lr, Integer state[],
NagError *fail)

3 Description

A type I AGARCH p; qð Þ process can be represented by:

ht ¼ �0 þ
Xq
i¼1
�i �t�i þ �ð Þ2 þ

Xp
i¼1
�iht�i; t ¼ 1; 2; . . . ; T ;

where �t j  t�1 ¼ N 0; htð Þ or �t j  t�1 ¼ St df ; htð Þ. Here St is a standardized Student's t-distribution
with df degrees of freedom and variance ht, T is the number of observations in the sequence, �t is the
observed value of the GARCH p; qð Þ process at time t, ht is the conditional variance at time t, and  t
the set of all information up to time t. Symmetric GARCH sequences are generated when � is zero,
otherwise asymmetric GARCH sequences are generated with � specifying the amount by which positive
(or negative) shocks are to be enhanced.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_agarchI (g05pdc).

4 References

Bollerslev T (1986) Generalised autoregressive conditional heteroskedasticity Journal of Econometrics
31 307–327

Engle R (1982) Autoregressive conditional heteroskedasticity with estimates of the variance of United
Kingdom inflation Econometrica 50 987–1008

Engle R and Ng V (1993) Measuring and testing the impact of news on volatility Journal of Finance 48
1749–1777

Hamilton J (1994) Time Series Analysis Princeton University Press

5 Arguments

1: dist – Nag_ErrorDistn Input

On entry: the type of distribution to use for �t.

dist ¼ Nag NormalDistn
A Normal distribution is used.
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dist ¼ Nag Tdistn
A Student's t-distribution is used.

Constraint: dist ¼ Nag NormalDistn or Nag Tdistn.

2: num – Integer Input

On entry: T , the number of terms in the sequence.

Constraint: num 	 0.

3: ip – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; p.

Constraint: ip 	 0.

4: iq – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; q.

Constraint: iq 	 1.

5: theta½iqþ ipþ 1� – const double Input

On entry: the first element must contain the coefficient �o, the next iq elements must contain the
coefficients �i, for i ¼ 1; 2; . . . ; q. The remaining ip elements must contain the coefficients �j , for
j ¼ 1; 2; . . . ; p.

Constraints:Xiqþipþ1
i¼2

theta½i � 1� < 1:0;

theta½i � 1� 	 0:0, for i ¼ 2; 3; . . . ; ipþ iqþ 1.

6: gamma – double Input

On entry: the asymmetry parameter � for the GARCH p; qð Þ sequence.

7: df – Integer Input

On entry: the number of degrees of freedom for the Student's t-distribution.

If dist ¼ Nag NormalDistn, df is not referenced.

Constraint: if dist ¼ Nag Tdistn, df > 2.

8: ht½num� – double Output

On exit: the conditional variances ht , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

9: et½num� – double Output

On exit: the observations �t , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

10: fcall – Nag_Boolean Input

On entry: if fcall ¼ Nag TRUE, a new sequence is to be generated, otherwise a given sequence is
to be continued using the information in r.

11: r½lr� – double Input/Output

On entry: the array contains information required to continue a sequence if fcall ¼ Nag FALSE.

On exit: contains information that can be used in a subsequent call of nag_rand_agarchI
(g05pdc), with fcall ¼ Nag FALSE.
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12: lr – Integer Input

On entry: the dimension of the array r.

Constraint: lr 	 2� ipþ iqþ 2ð Þ.

13: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 3.

On entry, ip ¼ valueh i.
Constraint: ip 	 0.

On entry, iq ¼ valueh i.
Constraint: iq 	 1.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, num ¼ valueh i.
Constraint: num 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PREV_CALL

ip or iq is not the same as when r was set up in a previous call.
Previous value of ip ¼ valueh i and ip ¼ valueh i.
Previous value of iq ¼ valueh i and iq ¼ valueh i.

NE_REAL_ARRAY

On entry, sum of theta½i � 1�, for i ¼ 2; 3; . . . ; ipþ iqþ 1 is 	 1:0: sum ¼ valueh i.
On entry, theta½ valueh i� ¼ valueh i.
Constraint: theta½i� 1� 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_agarchI (g05pdc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example first calls nag_rand_init_repeatable (g05kfc) to initialize a base generator then calls
nag_rand_agarchI (g05pdc) to generate two realizations, each consisting of ten observations, from a
symmetric GARCH 1; 1ð Þ model.

10.1 Program Text

/* nag_rand_agarchI (g05pdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;
Nag_Boolean fcall;
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/* Double scalar and array declarations */
double *et = 0, *ht = 0, *r = 0;

/* Number of terms to generate */
Integer num = 10;

/* Normally distributed errors */
Nag_ErrorDistn dist = Nag_NormalDistn;
Integer df = 0;

/* Set up the parameters for the series being generated */
Integer ip = 0;
Integer iq = 3;
double theta[] = { 0.8e0, 0.6e0, 0.2e0, 0.1e0 };
double gamma = -0.4e0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_agarchI (g05pdc) Example Program Results\n\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 2 * (iq + ip + 2);

/* Allocate arrays */
if (!(et = NAG_ALLOC(num, double)) ||

!(ht = NAG_ALLOC(num, double)) ||
!(r = NAG_ALLOC(lr, double)) || !(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the first realization */
fcall = Nag_TRUE;
nag_rand_agarchI(dist, num, ip, iq, theta, gamma, df, ht, et, fcall, r, lr,

state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_agarchI (g05pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Display the results */
printf(" Realization Number 1\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);
printf("\n");

/* Generate a second realization */
fcall = Nag_FALSE;
nag_rand_agarchI(dist, num, ip, iq, theta, gamma, df, ht, et, fcall, r, lr,

state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_agarchI (g05pdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 2\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);

END:
NAG_FREE(et);
NAG_FREE(ht);
NAG_FREE(r);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_agarchI (g05pdc) Example Program Results

Realization Number 1
I HT(I) ET(I)

--------------------------------------
1 0.9440 0.3389
2 0.8502 -1.1484
3 2.2553 0.9943
4 1.4918 1.0204
5 1.3413 -1.4544
6 2.9757 -0.0326
7 1.6386 -0.3767
8 1.5433 0.9892
9 1.1477 -0.0049

10 1.0281 0.4508

Realization Number 2
I HT(I) ET(I)

--------------------------------------
1 0.8691 -1.5286
2 3.0485 -1.1339
3 2.9558 0.5424
4 1.6547 -2.0734
5 4.7100 0.5153
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6 2.0336 -0.8373
7 2.3331 -1.0912
8 2.4417 3.8999
9 8.7473 3.8171

10 10.4783 0.2480
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NAG Library Function Document

nag_rand_agarchII (g05pec)

1 Purpose

nag_rand_agarchII (g05pec) generates a given number of terms of a type II AGARCH p; qð Þ process (see
Engle and Ng (1993)).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_agarchII (Nag_ErrorDistn dist, Integer num, Integer ip,
Integer iq, const double theta[], double gamma, Integer df, double ht[],
double et[], Nag_Boolean fcall, double r[], Integer lr, Integer state[],
NagError *fail)

3 Description

A type II AGARCH p; qð Þ process can be represented by:

ht ¼ �0 þ
Xq
i¼1
�i �t�ij j þ ��t�ið Þ2 þ

Xp
i¼1
�iht�i; t ¼ 1; 2; . . . ; T ;

where �t j  t�1 ¼ N 0; htð Þ or �t j  t�1 ¼ St df ; htð Þ. Here St is a standardized Student's t-distribution
with df degrees of freedom and variance ht, T is the number of observations in the sequence, �t is the
observed value of the GARCH p; qð Þ process at time t, ht is the conditional variance at time t, and  t
the set of all information up to time t. Symmetric GARCH sequences are generated when � is zero,
otherwise asymmetric GARCH sequences are generated with � specifying the amount by which positive
(or negative) shocks are to be enhanced.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_agarchII (g05pec).

4 References

Bollerslev T (1986) Generalised autoregressive conditional heteroskedasticity Journal of Econometrics
31 307–327

Engle R (1982) Autoregressive conditional heteroskedasticity with estimates of the variance of United
Kingdom inflation Econometrica 50 987–1008

Engle R and Ng V (1993) Measuring and testing the impact of news on volatility Journal of Finance 48
1749–1777

Hamilton J (1994) Time Series Analysis Princeton University Press

5 Arguments

1: dist – Nag_ErrorDistn Input

On entry: the type of distribution to use for �t.

dist ¼ Nag NormalDistn
A Normal distribution is used.
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dist ¼ Nag Tdistn
A Student's t-distribution is used.

Constraint: dist ¼ Nag NormalDistn or Nag Tdistn.

2: num – Integer Input

On entry: T , the number of terms in the sequence.

Constraint: num 	 0.

3: ip – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; p.

Constraint: ip 	 0.

4: iq – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; q.

Constraint: iq 	 1.

5: theta½iqþ ipþ 1� – const double Input

On entry: the first element must contain the coefficient �o, the next iq elements must contain the
coefficients �i, for i ¼ 1; 2; . . . ; q. The remaining ip elements must contain the coefficients �j , for
j ¼ 1; 2; . . . ; p.

Constraints:Xiqþipþ1
i¼2

theta½i � 1� < 1:0;

theta½i � 1� 	 0:0, for i ¼ 2; 3; . . . ; ipþ iqþ 1.

6: gamma – double Input

On entry: the asymmetry parameter � for the GARCH p; qð Þ sequence.

7: df – Integer Input

On entry: the number of degrees of freedom for the Student's t-distribution.

If dist ¼ Nag NormalDistn, df is not referenced.

Constraint: if dist ¼ Nag Tdistn, df > 2.

8: ht½num� – double Output

On exit: the conditional variances ht , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

9: et½num� – double Output

On exit: the observations �t , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

10: fcall – Nag_Boolean Input

On entry: if fcall ¼ Nag TRUE, a new sequence is to be generated, otherwise a given sequence is
to be continued using the information in r.

11: r½lr� – double Input/Output

On entry: the array contains information required to continue a sequence if fcall ¼ Nag FALSE.

On exit: contains information that can be used in a subsequent call of nag_rand_agarchII
(g05pec), with fcall ¼ Nag FALSE.
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12: lr – Integer Input

On entry: the dimension of the array r.

Constraint: lr 	 2� ipþ iqþ 2ð Þ.

13: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 3.

On entry, ip ¼ valueh i.
Constraint: ip 	 0.

On entry, iq ¼ valueh i.
Constraint: iq 	 1.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, num ¼ valueh i.
Constraint: num 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_PREV_CALL

ip or iq is not the same as when r was set up in a previous call.
Previous value of ip ¼ valueh i and ip ¼ valueh i.
Previous value of iq ¼ valueh i and iq ¼ valueh i.

NE_REAL_ARRAY

On entry, sum of theta½i � 1�, for i ¼ 2; 3; . . . ; ipþ iqþ 1 is 	 1:0: sum ¼ valueh i.
On entry, theta½ valueh i� ¼ valueh i.
Constraint: theta½i� 1� 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_agarchII (g05pec) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example first calls nag_rand_init_repeatable (g05kfc) to initialize a base generator then calls
nag_rand_agarchII (g05pec) to generate two realizations, each consisting of ten observations, from an
asymmetric GARCH 1; 1ð Þ model.

10.1 Program Text

/* nag_rand_agarchII (g05pec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;
Nag_Boolean fcall;
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/* Double scalar and array declarations */
double *et = 0, *ht = 0, *r = 0;

/* Number of terms to generate */
Integer num = 10;

/* Normally distributed errors */
Nag_ErrorDistn dist = Nag_NormalDistn;
Integer df = 0;

/* Set up the parameters for the series being generated */
Integer ip = 1;
Integer iq = 1;
double theta[] = { 0.08e0, 0.2e0, 0.7e0 };
double gamma = -0.4e0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_agarchII (g05pec) Example Program Results\n\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 2 * (iq + ip + 2);

/* Allocate arrays */
if (!(et = NAG_ALLOC(num, double)) ||

!(ht = NAG_ALLOC(num, double)) ||
!(r = NAG_ALLOC(lr, double)) || !(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the first realization */
fcall = Nag_TRUE;
nag_rand_agarchII(dist, num, ip, iq, theta, gamma, df, ht, et, fcall, r,

lr, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_agarchII (g05pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Display the results */
printf(" Realization Number 1\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);
printf("\n");

/* Generate a second realization */
fcall = Nag_FALSE;
nag_rand_agarchII(dist, num, ip, iq, theta, gamma, df, ht, et, fcall, r,

lr, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_agarchII (g05pec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 2\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);

END:
NAG_FREE(et);
NAG_FREE(ht);
NAG_FREE(r);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_agarchII (g05pec) Example Program Results

Realization Number 1
I HT(I) ET(I)

--------------------------------------
1 0.6400 0.2790
2 0.5336 -0.9098
3 0.7780 0.5840
4 0.6491 0.6731
5 0.5670 -0.9456
6 0.8275 -0.0172
7 0.6593 -0.2390
8 0.5639 0.5980
9 0.5005 -0.0032

10 0.4303 0.2917

Realization Number 2
I HT(I) ET(I)

--------------------------------------
1 0.3874 -1.0205
2 0.7594 -0.5659
3 0.7371 0.2709
4 0.6013 -1.2499
5 1.1133 0.2505
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6 0.8638 -0.5457
7 0.8014 -0.6395
8 0.8013 2.2341
9 1.0003 1.2908

10 0.9002 0.0727
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NAG Library Function Document

nag_rand_garchGJR (g05pfc)

1 Purpose

nag_rand_garchGJR (g05pfc) generates a given number of terms of a GJR GARCH p; qð Þ process (see
Glosten et al. (1993)).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_garchGJR (Nag_ErrorDistn dist, Integer num, Integer ip,
Integer iq, const double theta[], double gamma, Integer df, double ht[],
double et[], Nag_Boolean fcall, double r[], Integer lr, Integer state[],
NagError *fail)

3 Description

A GJR GARCH p; qð Þ process is represented by:

ht ¼ �0 þ
Xq
i¼1

�i þ �It�ið Þ�2t�i þ
Xp
i¼1
�iht�i; t ¼ 1; 2; . . . ; T ;

where It ¼ 1 if �t < 0, It ¼ 0 if �t 	 0, and �t j  t�1 ¼ N 0; htð Þ or �t j  t�1 ¼ St df ; htð Þ. Here St is a
standardized Student's t-distribution with df degrees of freedom and variance ht, T is the number of
observations in the sequence, �t is the observed value of the GARCH p; qð Þ process at time t, ht is the
conditional variance at time t, and  t the set of all information up to time t. Symmetric GARCH
sequences are generated when � is zero, otherwise asymmetric GARCH sequences are generated with �
specifying the amount by which negative shocks are to be enhanced.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_garchGJR (g05pfc).

4 References

Bollerslev T (1986) Generalised autoregressive conditional heteroskedasticity Journal of Econometrics
31 307–327

Engle R (1982) Autoregressive conditional heteroskedasticity with estimates of the variance of United
Kingdom inflation Econometrica 50 987–1008

Engle R and Ng V (1993) Measuring and testing the impact of news on volatility Journal of Finance 48
1749–1777

Glosten L, Jagannathan R and Runkle D (1993) Relationship between the expected value and the
volatility of nominal excess return on stocks Journal of Finance 48 1779–1801

Hamilton J (1994) Time Series Analysis Princeton University Press
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5 Arguments

1: dist – Nag_ErrorDistn Input

On entry: the type of distribution to use for �t.

dist ¼ Nag NormalDistn
A Normal distribution is used.

dist ¼ Nag Tdistn
A Student's t-distribution is used.

Constraint: dist ¼ Nag NormalDistn or Nag Tdistn.

2: num – Integer Input

On entry: T , the number of terms in the sequence.

Constraint: num > 0.

3: ip – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; p.

Constraint: ip 	 0.

4: iq – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; q.

Constraint: iq 	 1.

5: theta½iqþ ipþ 1� – const double Input

On entry: the first element must contain the coefficient �o, the next iq elements must contain the
coefficients �i, for i ¼ 1; 2; . . . ; q. The remaining ip elements must contain the coefficients �j , for
j ¼ 1; 2; . . . ; p.

Constraints:Xiqþipþ1
i¼2

theta½i � 1� < 1:0;

theta½i � 1� 	 0:0, for i ¼ 1 and i ¼ iqþ 2; . . . ; iqþ ipþ 1.

6: gamma – double Input

On entry: the asymmetry parameter � for the GARCH p; qð Þ sequence.
Constraint: gammaþ theta½i � 1� 	 0:0, for i ¼ 2; 3; . . . ; iqþ 1.

7: df – Integer Input

On entry: the number of degrees of freedom for the Student's t-distribution.

If dist ¼ Nag NormalDistn, df is not referenced.

Constraint: if dist ¼ Nag Tdistn, df > 2.

8: ht½num� – double Output

On exit: the conditional variances ht , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

9: et½num� – double Output

On exit: the observations �t , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.
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10: fcall – Nag_Boolean Input

On entry: if fcall ¼ Nag TRUE, a new sequence is to be generated, otherwise a given sequence is
to be continued using the information in r.

11: r½lr� – double Input/Output

On entry: the array contains information required to continue a sequence if fcall ¼ Nag FALSE.

On exit: contains information that can be used in a subsequent call of nag_rand_garchGJR
(g05pfc), with fcall ¼ Nag FALSE.

12: lr – Integer Input

On entry: the dimension of the array r.

Constraint: lr 	 2� ipþ iqþ 2ð Þ.

13: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 3.

On entry, ip ¼ valueh i.
Constraint: ip 	 0.

On entry, iq ¼ valueh i.
Constraint: iq 	 1.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, num ¼ valueh i.
Constraint: num 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

ip or iq is not the same as when r was set up in a previous call.
Previous value of ip ¼ valueh i and ip ¼ valueh i.
Previous value of iq ¼ valueh i and iq ¼ valueh i.

NE_REAL_2

On entry, theta½ valueh i� ¼ valueh i and � ¼ valueh i.
Constraint: �i þ � 	 0.

NE_REAL_ARRAY

On entry, sum of theta½i� ¼ valueh i.
Constraint: sum of theta½i�, for i ¼ 1; 2; . . . ; ipþ iq is < 1:0.

On entry, theta½ valueh i� ¼ valueh i.
Constraint: theta½i� 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_garchGJR (g05pfc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example first calls nag_rand_init_repeatable (g05kfc) to initialize a base generator then calls
nag_rand_garchGJR (g05pfc) to generate two realizations, each consisting of ten observations, from a
GJR GARCH 1; 1ð Þ model.
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10.1 Program Text

/* nag_rand_garchGJR (g05pfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;
Nag_Boolean fcall;

/* Double scalar and array declarations */
double *et = 0, *ht = 0, *r = 0;

/* Number of terms to generate */
Integer num = 10;

/* Normally distributed errors */
Nag_ErrorDistn dist = Nag_NormalDistn;
Integer df = 0;

/* Set up the parameters for the series being generated */
Integer ip = 1;
Integer iq = 1;
double theta[] = { 0.4e0, 0.1e0, 0.7e0 };
double gamma = 0.1e0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_garchGJR (g05pfc) Example Program Results\n\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 2 * (iq + ip + 2);

/* Allocate arrays */
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if (!(et = NAG_ALLOC(num, double)) ||
!(ht = NAG_ALLOC(num, double)) ||
!(r = NAG_ALLOC(lr, double)) || !(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the first realization */
fcall = Nag_TRUE;
nag_rand_garchGJR(dist, num, ip, iq, theta, gamma, df, ht, et, fcall, r,

lr, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_garchGJR (g05pfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 1\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);
printf("\n");

/* Generate a second realization */
fcall = Nag_FALSE;
nag_rand_garchGJR(dist, num, ip, iq, theta, gamma, df, ht, et,

fcall, r, lr, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_garchGJR (g05pfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 2\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);

END:
NAG_FREE(et);
NAG_FREE(ht);
NAG_FREE(r);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_rand_garchGJR (g05pfc) Example Program Results

Realization Number 1
I HT(I) ET(I)

--------------------------------------
1 1.8000 0.4679
2 1.6819 -1.6152
3 2.0991 0.9592
4 1.9614 1.1701
5 1.9099 -1.7355
6 2.3393 -0.0289
7 2.0377 -0.4201
8 1.8617 1.0865
9 1.8212 -0.0061

10 1.6749 0.5754

Realization Number 2
I HT(I) ET(I)

--------------------------------------
1 1.6055 -2.0776
2 2.3872 -1.0034
3 2.2724 0.4756
4 2.0133 -2.2871
5 2.8554 0.4012
6 2.4149 -0.9125
7 2.2570 -1.0732
8 2.2102 3.7105
9 3.3239 2.3530

10 3.2804 0.1388
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NAG Library Function Document

nag_rand_egarch (g05pgc)

1 Purpose

nag_rand_egarch (g05pgc) generates a given number of terms of an exponential GARCH p; qð Þ process
(see Engle and Ng (1993)).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_egarch (Nag_ErrorDistn dist, Integer num, Integer ip,
Integer iq, const double theta[], Integer df, double ht[], double et[],
Nag_Boolean fcall, double r[], Integer lr, Integer state[],
NagError *fail)

3 Description

An exponential GARCH p; qð Þ process is represented by:

ln htð Þ ¼ �0 þ
Xq
i¼1
�izt�i þ

Xq
i¼1

i zt�ij j � E zt�ij j½ �ð Þ þ

Xp
j¼1

�jln ht�j
� �

; t ¼ 1; 2; . . . ; T ;

where zt ¼
�tffiffiffiffiffi
ht
p , E zt�ij j½ � denotes the expected value of zt�ij j, and �t j  t�1 ¼ N 0; htð Þ or

�t j  t�1 ¼ St df ; htð Þ. Here St is a standardized Student's t-distribution with df degrees of freedom
and variance ht, T is the number of observations in the sequence, �t is the observed value of the
GARCH p; qð Þ process at time t, ht is the conditional variance at time t, and  t the set of all information
up to time t.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_egarch (g05pgc).

4 References

Bollerslev T (1986) Generalised autoregressive conditional heteroskedasticity Journal of Econometrics
31 307–327

Engle R (1982) Autoregressive conditional heteroskedasticity with estimates of the variance of United
Kingdom inflation Econometrica 50 987–1008

Engle R and Ng V (1993) Measuring and testing the impact of news on volatility Journal of Finance 48
1749–1777

Glosten L, Jagannathan R and Runkle D (1993) Relationship between the expected value and the
volatility of nominal excess return on stocks Journal of Finance 48 1779–1801

Hamilton J (1994) Time Series Analysis Princeton University Press
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5 Arguments

1: dist – Nag_ErrorDistn Input

On entry: the type of distribution to use for �t.

dist ¼ Nag NormalDistn
A Normal distribution is used.

dist ¼ Nag Tdistn
A Student's t-distribution is used.

Constraint: dist ¼ Nag NormalDistn or Nag Tdistn.

2: num – Integer Input

On entry: T , the number of terms in the sequence.

Constraint: num 	 0.

3: ip – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; p.

Constraint: ip 	 0.

4: iq – Integer Input

On entry: the number of coefficients, �i, for i ¼ 1; 2; . . . ; q.

Constraint: iq 	 1.

5: theta½2� iqþ ipþ 1� – const double Input

On entry: the initial parameter estimates for the vector �. The first element must contain the
coefficient �o and the next iq elements must contain the autoregressive coefficients �i, for
i ¼ 1; 2; . . . ; q. The next iq elements must contain the coefficients 
i, for i ¼ 1; 2; . . . ; q. The next
ip elements must contain the moving average coefficients �j , for j ¼ 1; 2; . . . ; p.

Constraints:Xp
i¼1
�i 6¼ 1:0;

�0

1�
Xp
i¼1

�i

� �log nag real safe small numberð Þ.

6: df – Integer Input

On entry: the number of degrees of freedom for the Student's t-distribution.

If dist ¼ Nag NormalDistn, df is not referenced.

Constraint: if dist ¼ Nag Tdistn, df > 2.

7: ht½num� – double Output

On exit: the conditional variances ht , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

8: et½num� – double Output

On exit: the observations �t , for t ¼ 1; 2; . . . ; T , for the GARCH p; qð Þ sequence.

9: fcall – Nag_Boolean Input

On entry: if fcall ¼ Nag TRUE, a new sequence is to be generated, otherwise a given sequence is
to be continued using the information in r.
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10: r½lr� – double Input/Output

On entry: the array contains information required to continue a sequence if fcall ¼ Nag FALSE.

On exit: contains information that can be used in a subsequent call of nag_rand_egarch (g05pgc),
with fcall ¼ Nag FALSE.

11: lr – Integer Input

On entry: the dimension of the array r.

Constraint: lr 	 2� ipþ 2� iqþ 2ð Þ.

12: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 3.

On entry, ip ¼ valueh i.
Constraint: ip 	 0.

On entry, iq ¼ valueh i.
Constraint: iq 	 1.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, num ¼ valueh i.
Constraint: num 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

ip or iq is not the same as when r was set up in a previous call.
Previous value of ip ¼ valueh i and ip ¼ valueh i.
Previous value of iq ¼ valueh i and iq ¼ valueh i.

NE_REAL_ARRAY

Invalid sequence generated, use different parameters.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_egarch (g05pgc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example first calls nag_rand_init_repeatable (g05kfc) to initialize a base generator then calls
nag_rand_egarch (g05pgc) to generate two realizations, each consisting of ten observations, from an
exponential GARCH 1; 1ð Þ model.

10.1 Program Text

/* nag_rand_egarch (g05pgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
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Integer *state = 0;

/* NAG structures */
NagError fail;
Nag_Boolean fcall;

/* Double scalar and array declarations */
double *et = 0, *ht = 0, *r = 0;

/* Number of terms to generate */
Integer num = 10;

/* Normally distributed errors */
Nag_ErrorDistn dist = Nag_NormalDistn;
Integer df = 0;

/* Set up the parameters for the series being generated */
Integer ip = 1;
Integer iq = 1;
double theta[] = { 0.1e0, -0.3e0, 0.1e0, 0.9e0 };

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_egarch (g05pgc) Example Program Results\n\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 2 * (2 * iq + ip + 2);

/* Allocate arrays */
if (!(et = NAG_ALLOC(num, double)) ||

!(ht = NAG_ALLOC(num, double)) ||
!(r = NAG_ALLOC(lr, double)) || !(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the first realization */
fcall = Nag_TRUE;
nag_rand_egarch(dist, num, ip, iq, theta, df, ht, et, fcall, r, lr,

state, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_rand_egarch (g05pgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 1\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);
printf("\n");

/* Generate a second realization */
fcall = Nag_FALSE;
nag_rand_egarch(dist, num, ip, iq, theta, df, ht, et, fcall, r, lr,

state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_egarch (g05pgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 2\n");
printf(" I HT(I) ET(I)\n");
printf(" --------------------------------------\n");
for (i = 0; i < num; i++)

printf(" %5" NAG_IFMT " %16.4f %16.4f\n", i + 1, ht[i], et[i]);

END:
NAG_FREE(et);
NAG_FREE(ht);
NAG_FREE(r);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_egarch (g05pgc) Example Program Results

Realization Number 1
I HT(I) ET(I)

--------------------------------------
1 2.5098 0.5526
2 2.1785 -1.8383
3 3.3844 1.2180
4 2.6780 1.3672
5 2.0953 -1.8178
6 3.2813 -0.0343
7 2.9958 -0.5094
8 3.0815 1.3978
9 2.3961 -0.0070

10 2.2445 0.6661

Realization Number 2
I HT(I) ET(I)

--------------------------------------
1 1.9327 -2.2795
2 3.5577 -1.2249
3 4.1461 0.6424
4 3.4455 -2.9920
5 5.9199 0.5777
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6 4.8221 -1.2894
7 5.3174 -1.6473
8 6.1095 6.1689
9 3.1579 2.2935

10 2.2189 0.1141
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NAG Library Function Document

nag_rand_arma (g05phc)

1 Purpose

nag_rand_arma (g05phc) generates a realization of a univariate time series from an autoregressive
moving average (ARMA) model. The realization may be continued or a new realization generated at
subsequent calls to nag_rand_arma (g05phc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_arma (Nag_ModeRNG mode, Integer n, double xmean, Integer ip,
const double phi[], Integer iq, const double theta[], double avar,
double r[], Integer lr, Integer state[], double *var, double x[],
NagError *fail)

3 Description

Let the vector xt, denote a time series which is assumed to follow an autoregressive moving average
(ARMA) model of the form:

xt � � ¼ 
1 xt�1 � �ð Þ þ 
2 xt�2 � �ð Þ þ � � � þ 
p xt�p � �
� �

þ
�t � �1�t�1 � �2�t�2 � � � � � �q�t�q

where �t, is a residual series of independent random perturbations assumed to be Normally distributed
with zero mean and variance �2. The parameters 
if g, for i ¼ 1; 2; . . . ; p, are called the autoregressive
(AR) parameters, and �j

� 
, for j ¼ 1; 2; . . . ; q, the moving average (MA) parameters. The parameters in

the model are thus the p 
 values, the q � values, the mean � and the residual variance �2.

nag_rand_arma (g05phc) sets up a reference vector containing initial values corresponding to a
stationary position using the method described in Tunnicliffe–Wilson (1979). The function can then
return a realization of x1; x2; . . . ; xn. On a successful exit, the recent history is updated and saved in the
reference vector r so that nag_rand_arma (g05phc) may be called again to generate a realization of
xnþ1; xnþ2; . . ., etc. See the description of the argument mode in Section 5 for details.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_arma (g05phc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

Tunnicliffe–Wilson G (1979) Some efficient computational procedures for high order ARMA models J.
Statist. Comput. Simulation 8 301–309

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.
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mode ¼ Nag GenerateFromReference
Generate terms in the time series using reference vector set up in a prior call to
nag_rand_arma (g05phc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate terms in the time series.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference o r
Nag InitializeAndGenerate.

2: n – Integer Input

On entry: n, the number of observations to be generated.

Constraint: n 	 0.

3: xmean – double Input

On entry: the mean of the time series.

4: ip – Integer Input

On entry: p, the number of autoregressive coefficients supplied.

Constraint: ip 	 0.

5: phi½ip� – const double Input

On entry: the autoregressive coefficients of the model, 
1; 
2; . . . ; 
p.

6: iq – Integer Input

On entry: q, the number of moving average coefficients supplied.

Constraint: iq 	 0.

7: theta½iq� – const double Input

On entry: the moving average coefficients of the model, �1; �2; . . . ; �q.

8: avar – double Input

On entry: �2, the variance of the Normal perturbations.

Constraint: avar 	 0:0.

9: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_arma (g05phc).

On exit: the reference vector.

10: lr – Integer Input

On entry: the dimension of the array r.

Constraint: lr 	 ipþ iqþ 6þmax ip; iqþ 1ð Þ.

11: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.
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On exit: contains updated information on the state of the generator.

12: var – double * Output

On exit: the proportion of the variance of a term in the series that is due to the moving-average
(error) terms in the model. The smaller this is, the nearer is the model to non-stationarity.

13: x½n� – double Output

On exit: contains the next n observations from the time series.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ip ¼ valueh i.
Constraint: ip 	 0.

On entry, iq ¼ valueh i.
Constraint: iq 	 0.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

ip or iq is not the same as when r was set up in a previous call.
Previous value of ip ¼ valueh i and ip ¼ valueh i.
Previous value of iq ¼ valueh i and iq ¼ valueh i.
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NE_REAL

On entry, avar ¼ valueh i.
Constraint: avar 	 0:0.

NE_REF_VEC

Reference vector r has been corrupted or not initialized correctly.

NE_STATIONARY_AR

On entry, the AR parameters are outside the stationarity region.

7 Accuracy

Any errors in the reference vector's initial values should be very much smaller than the error term; see
Tunnicliffe–Wilson (1979).

8 Parallelism and Performance

nag_rand_arma (g05phc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_arma (g05phc) is essentially of order ipð Þ2.
Note: The reference vector, r, contains a copy of the recent history of the series. If attempting to re-
initialize the series by calling nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc) a call to nag_rand_arma (g05phc) with mode ¼ Nag InitializeReference must also be made. In
the repeatable case the calls to nag_rand_arma (g05phc) should be performed in the same order (at the
same point(s) in simulation) every time nag_rand_init_repeatable (g05kfc) is used. When the generator
state is saved and restored using the argument state, the time series reference vector must be saved and
restored as well.

The ARMA model for a time series can also be written as:

xn � Eð Þ ¼ A1 xn�1 � Eð Þ þ � � � þANA xn�NA � Eð Þ þB1an þ � � � þBNBan�NBþ1

where

xn is the observed value of the time series at time n,

NA is the number of autoregressive parameters, Ai,

NB is the number of moving average parameters, Bi,

E is the mean of the time series,

and

at is a series of independent random Standard Normal perturbations.

This is related to the form given in Section 3 by:

B2
1 ¼ �2,

Biþ1 ¼ ��i� ¼ ��iB1; i ¼ 1; 2; . . . ; q,

NB ¼ q þ 1,

E ¼ �,
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Ai ¼ 
i; i ¼ 1; 2; . . . ; p,

NA ¼ p.

10 Example

This example generates values for an autoregressive model given by

xt ¼ 0:4xt�1 þ 0:2xt�2 þ �t
where �t is a series of independent random Normal perturbations with variance 1:0. The random number
generators are initialized by nag_rand_init_repeatable (g05kfc) and then nag_rand_arma (g05phc) is
called to initialize a reference vector and generate a sample of ten observations.

10.1 Program Text

/* nag_rand_arma (g05phc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0;

/* Nag structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double var;
double *r = 0, *x = 0;

/* Set the number of observations to generate */
Integer n = 10;

/* Set up the parameters for the series being generated */
Integer ip = 2;
Integer iq = 0;
double phi[] = { 0.4e0, 0.2e0 };
double xmean = 0.0e0;
double avar = 1.0e0;
/* Need a dummy, non-null theta, even if we are not using it */
double theta[] = { 0.0e0 };

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_rand_arma (g05phc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = (ip > iq + 1) ? ip : iq + 1;
lr += ip + iq + 6;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up the reference vector and generate the N realizations */
mode = Nag_InitializeAndGenerate;
nag_rand_arma(mode, n, xmean, ip, phi, iq, theta, avar, r, lr, state,

&var, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_arma (g05phc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf(" %12.4f\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_arma (g05phc) Example Program Results

-1.7103
-0.4042
-0.1845
-1.5004
-1.1946
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-1.8184
-1.0895
1.6408
1.3555
1.1908
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NAG Library Function Document

nag_rand_varma (g05pjc)

1 Purpose

nag_rand_varma (g05pjc) generates a realization of a multivariate time series from a vector
autoregressive moving average (VARMA) model. The realization may be continued or a new
realization generated at subsequent calls to nag_rand_varma (g05pjc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_varma (Nag_OrderType order, Nag_ModeRNG mode, Integer n,
Integer k, const double xmean[], Integer p, const double phi[],
Integer q, const double theta[], const double var[], Integer pdv,
double r[], Integer lr, Integer state[], double x[], Integer pdx,
NagError *fail)

3 Description

Let the vector Xt ¼ x1t; x2t; . . . ; xktð ÞT, denote a k-dimensional time series which is assumed to follow a
vector autoregressive moving average (VARMA) model of the form:

Xt � � ¼ 
1 Xt�1 � �ð Þ þ 
2 Xt�2 � �ð Þ þ � � � þ 
p Xt�p � �
� �

þ
�t � �1�t�1 � �2�t�2 � � � � � �q�t�q

ð1Þ

where �t ¼ �1t; �2t; . . . ; �ktð ÞT, is a vector of k residual series assumed to be Normally distributed with
zero mean and covariance matrix �. The components of �t are assumed to be uncorrelated at non-
simultaneous lags. The 
i's and �j's are k by k matrices of parameters. 
if g, for i ¼ 1; 2; . . . ; p, are
called the autoregressive (AR) parameter matrices, and �j

� 
, for j ¼ 1; 2; . . . ; q, the moving average

(MA) parameter matrices. The parameters in the model are thus the p k by k 
-matrices, the q k by k
�-matrices, the mean vector � and the residual error covariance matrix �. Let

A 
ð Þ ¼


1 I 0 : : : 0

2 0 I 0 : : 0
: :
: :
: :


p�1 0 : : : 0 I

p 0 : : : 0 0

266666664

377777775
pk�pk

and B �ð Þ ¼

�1 I 0 : : : 0
�2 0 I 0 : : 0
: :
: :
: :

�q�1 0 : : : 0 I
�q 0 : : : 0 0

266666664

377777775
qk�qk

where I denotes the k by k identity matrix.

The model (1) must be both stationary and invertible. The model is said to be stationary if the
eigenvalues of A 
ð Þ lie inside the unit circle and invertible if the eigenvalues of B �ð Þ lie inside the unit
circle.

For k 	 6 the VARMA model (1) is recast into state space form and a realization of the state vector at
time zero computed. For all other cases the function computes a realization of the pre-observed vectors
X0; X�1; . . . ;X1�p, �0; ��1; . . . ; �1�q, from (1), see Shea (1988). This realization is then used to generate
a sequence of successive time series observations. Note that special action is taken for pure MA
models, that is for p ¼ 0.

At your request a new realization of the time series may be generated more efficiently using the
information in a reference vector created during a previous call to nag_rand_varma (g05pjc). See the
description of the argument mode in Section 5 for details.
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The function returns a realization of X1;X2; . . . ;Xn. On a successful exit, the recent history is updated
and saved in the array r so that nag_rand_varma (g05pjc) may be called again to generate a realization
of Xnþ1; Xnþ2; . . ., etc. See the description of the argument mode in Section 5 for details.

Further computational details are given in Shea (1988). Note, however, that nag_rand_varma (g05pjc)
uses a spectral decomposition rather than a Cholesky factorization to generate the multivariate Normals.
Although this method involves more multiplications than the Cholesky factorization method and is thus
slightly slower it is more stable when faced with ill-conditioned covariance matrices. A method of
assigning the AR and MA coefficient matrices so that the stationarity and invertibility conditions are
satisfied is described in Barone (1987).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_varma (g05pjc).

4 References

Barone P (1987) A method for generating independent realisations of a multivariate normal stationary
and invertible ARMA p; qð Þ process J. Time Ser. Anal. 8 125–130

Shea B L (1988) A note on the generation of independent realisations of a vector autoregressive moving
average process J. Time Ser. Anal. 9 403–410

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector and compute a realization of the recent history.

mode ¼ Nag GenerateFromReference
Generate terms in the time series using reference vector set up in a prior call to
nag_rand_varma (g05pjc).

mode ¼ Nag InitializeAndGenerate
C o m b i n e t h e o p e r a t i o n s o f mode ¼ Nag InitializeReference a n d
Nag GenerateFromReference.

mode ¼ Nag ReGenerateFromReference
A new realization of the recent history is computed using information stored in the
reference vector, and the following sequence of time series values are generated.

If mode ¼ Nag GenerateFromReference or Nag ReGenerateFromReference, then you must
ensure that the reference vector r and the values of k, p, q, xmean, phi, theta, var and pdv
have not been changed between calls to nag_rand_varma (g05pjc).

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag ReGenerateFromReference.

3: n – Integer Input

On entry: n, the number of observations to be generated.

Constraint: n 	 0.
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4: k – Integer Input

On entry: k, the dimension of the multivariate time series.

Constraint: k 	 1.

5: xmean½k� – const double Input

On entry: �, the vector of means of the multivariate time series.

6: p – Integer Input

On entry: p, the number of autoregressive parameter matrices.

Constraint: p 	 0.

7: phi½k� k� p� – const double Input

On entry: must contain the elements of the p� k � k autoregressive parameter matrices of the
m o d e l , 
1; 
2; . . . ; 
p. T h e i; jð Þt h e l e m e n t o f 
l i s s t o r e d i n
phi½ l � 1ð Þ � k� kþ j� 1ð Þ � kþ i� 1�, for l ¼ 1; 2; . . . ; p, i ¼ 1; 2; . . . ; k and j ¼ 1; 2; . . . ; k.

Constraint: the elements of phi must satisfy the stationarity condition.

8: q – Integer Input

On entry: q, the number of moving average parameter matrices.

Constraint: q 	 0.

9: theta½k� k � q� – const double Input

On entry: must contain the elements of the q� k� k moving average parameter matrices of the
m o d e l , �1; �2; . . . ; �q. T h e i; jð Þt h e l e m e n t o f �l i s s t o r e d i n
theta½ l � 1ð Þ � k� kþ j � 1ð Þ � kþ i � 1�, for l ¼ 1; 2; . . . ; q, i ¼ 1; 2; . . . ; k and j ¼ 1; 2; . . . ; k.

Constraint: the elements of theta must be within the invertibility region.

10: var½dim� – const double Input

Note: the dimension, dim, of the array var must be at least pdv� k.

Where VAR i; jð Þ appears in this document, it refers to the array element

var½ j� 1ð Þ � pdvþ i� 1� when order ¼ Nag ColMajor;
var½ i� 1ð Þ � pdvþ j� 1� when order ¼ Nag RowMajor.

On entry: VAR i; jð Þ must contain the (i; j)th element of �, for i ¼ 1; 2; . . . ; k and j ¼ 1; 2; . . . ; k.
Only the lower triangle is required.

Constraint: the elements of var must be such that � is positive semidefinite.

11: pdv – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array var.

Constraint: pdv 	 k.

12: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference or Nag ReGenerateFromReference, the array r
as output from the previous call to nag_rand_varma (g05pjc) must be input without any change.

If mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, the contents of r need not be
set.
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On exit: information required for any subsequent calls to the function with
mode ¼ Nag GenerateFromReference or Nag ReGenerateFromReference. See Section 9.

13: lr – Integer Input

On entry: the dimension of the array r.

Constraints:

if k 	 6, lr 	 5r2 þ 1
� �

� k2 þ 4r þ 3ð Þ � kþ 4;

if k < 6, lr 	 pþ qð Þ2 þ 1
� �

� k2 þ

4� pþ qð Þ þ 3ð Þ � k þmax kr kr þ 2ð Þ;k2 pþ qð Þ2 þ l l þ 3ð Þ þ k2 qþ 1ð Þ
� �

þ 4.

Where r ¼ max p; qð Þ and if p ¼ 0, l ¼ k k þ 1ð Þ=2, or if p 	 1, l ¼ k k þ 1ð Þ=2þ p� 1ð Þk2.

See Section 9 for some examples of the required size of the array r.

14: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

15: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� nð Þ when order ¼ Nag ColMajor;
max 1;k � pdxð Þ when order ¼ Nag RowMajor.

Where X i; tð Þ appears in this document, it refers to the array element

x½ t� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ t� 1� when order ¼ Nag RowMajor.

On exit: X i; tð Þ will contain a realization of the ith component of Xt , for i ¼ 1; 2; . . . ; k and
t ¼ 1; 2; . . . ; n.

16: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 k;
if order ¼ Nag RowMajor, pdx 	 n.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CLOSE_TO_STATIONARITY

The reference vector cannot be computed because the AR parameters are too close to the
boundary of the stationarity region.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 1.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, p ¼ valueh i.
Constraint: p 	 0.

On entry, pdv ¼ valueh i.
Constraint: pdv > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

On entry, q ¼ valueh i.
Constraint: q 	 0.

NE_INT_2

On entry, pdv ¼ valueh i and k ¼ valueh i.
Constraint: pdv 	 k.

On entry, pdx ¼ valueh i and k ¼ valueh i.
Constraint: pdx 	 k.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_INVERTIBILITY

On entry, the moving average parameter matrices are such that the model is non-invertible.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, the covariance matrix var is not positive semidefinite to machine precision.
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NE_PREV_CALL

k is not the same as when r was set up in a previous call.
Previous value of k ¼ valueh i and k ¼ valueh i.

NE_STATIONARY_AR

On entry, the AR parameters are outside the stationarity region.

NE_TOO_MANY_ITER

An excessive number of iterations were required by the NAG function used to evaluate the
eigenvalues of the covariance matrix.

An excessive number of iterations were required by the NAG function used to evaluate the
eigenvalues of the matrices used to test for stationarity or invertibility.

An excessive number of iterations were required by the NAG function used to evaluate the
eigenvalues stored in the reference vector.

7 Accuracy

The accuracy is limited by the matrix computations performed, and this is dependent on the condition
of the argument and covariance matrices.

8 Parallelism and Performance

nag_rand_varma (g05pjc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_rand_varma (g05pjc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Note that, in reference to fail:code ¼ NE_INVERTIBILITY, nag_rand_varma (g05pjc) will permit
moving average parameters on the boundary of the invertibility region.

The elements of r contain amongst other information details of the spectral decompositions which are
used to generate future multivariate Normals. Note that these eigenvectors may not be unique on
different machines. For example the eigenvectors corresponding to multiple eigenvalues may be
permuted. Although an effort is made to ensure that the eigenvectors have the same sign on all
machines, differences in the signs may theoretically still occur.

The following table gives some examples of the required size of the array r, specified by the argument
lr, for k ¼ 1; 2 or 3, and for various values of p and q.
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q

0 1 2 3

13 20 31 46
0 36 56 92 144

85 124 199 310

19 30 45 64
1 52 88 140 208

115 190 301 448
p

35 50 69 92
2 136 188 256 340

397 508 655 838

57 76 99 126
3 268 336 420 520

877 1024 1207 1426

Note that nag_tsa_arma_roots (g13dxc) may be used to check whether a VARMA model is stationary
and invertible.

The time taken depends on the values of p, q and especially n and k.

10 Example

This program generates two realizations, each of length 48, from the bivariate AR(1) model

Xt � � ¼ 
1 Xt�1 � �ð Þ þ �t
with


1 ¼ 0:80 0:07
0:00 0:58

� �
;

� ¼ 5:00
9:00

� �
;

and

� ¼ 2:97 0
0:64 5:38

� �
:

The pseudorandom number generator is initialized by a call to nag_rand_init_repeatable (g05kfc). Then,
in the first call to nag_rand_varma (g05pjc), mode ¼ Nag InitializeAndGenerate in order to set up the
reference vector before generat ing the fi rs t real izat ion. In the subsequent cal l
mode ¼ Nag ReGenerateFromReference and a new recent history is generated and used to generate
the second realization.

10.1 Program Text

/* nag_rand_varma (g05pjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define VAR(I, J) var[(order == Nag_RowMajor)?(I*pdvar+J):(J*pdvar+I)]
#define X(I, J) x[(order == Nag_RowMajor)?(I*pdx+J):(J*pdx+I)]
#define PHI(i, j, l) phi[l*k*k+j*k+i]
#define THETA(i, j, l) theta[l*k*k+j*k+i]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, x_size, var_size, i, ip, iq, j, k, l, lstate, n, tmp1,

tmp2, tmp3, tmp4, tmp5;
Integer *state = 0;
Integer pdx, pdvar;
/* NAG structures */
NagError fail;
Nag_ModeRNG mode;
/* Double scalar and array declarations */
double *phi = 0, *r = 0, *theta = 0, *var = 0, *x = 0, *xmean = 0;
/* Use column major order */
Nag_OrderType order = Nag_ColMajor;
/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_varma (g05pjc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Read data from a file */
/* Skip heading */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read in initial parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &k,

&ip, &iq, &n);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &k,
&ip, &iq, &n);

#endif

/* Calculate the size of the reference vector */
tmp1 = (ip > iq) ? ip : iq;
if (ip == 0) {

tmp2 = k * (k + 1) / 2;
}
else {

tmp2 = k * (k + 1) / 2 + (ip - 1) * k * k;
}
tmp3 = ip + iq;
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if (k >= 6) {
lr = (5 * tmp1 * tmp1 + 1) * k * k + (4 * tmp1 + 3) * k + 4;

}
else {

tmp4 = k * tmp1 * (k * tmp1 + 2);
tmp5 = k * k * tmp3 * tmp3 + tmp2 * (tmp2 + 3) + k * k * (iq + 1);
lr = (tmp3 * tmp3 + 1) * k * k + (4 * tmp3 + 3) * k +

((tmp4 > tmp5) ? tmp4 : tmp5) + 4;
}

pdvar = k;
pdx = (order == Nag_ColMajor) ? k : n;
x_size = (order == Nag_ColMajor) ? pdx * n : pdx * k;
var_size = pdvar * k;

/* Allocate arrays */
if (!(phi = NAG_ALLOC(ip * k * k, double)) ||

!(r = NAG_ALLOC(lr, double)) ||
!(theta = NAG_ALLOC(iq * k * k, double)) ||
!(var = NAG_ALLOC(var_size, double)) ||
!(x = NAG_ALLOC(x_size, double)) ||
!(xmean = NAG_ALLOC(k, double)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the AR parameters */
for (l = 0; l < ip; l++) {

for (i = 0; i < k; i++) {
for (j = 0; j < k; j++)

#ifdef _WIN32
scanf_s("%lf ", &PHI(i, j, l));

#else
scanf("%lf ", &PHI(i, j, l));

#endif
}

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the MA parameters */
if (iq > 0) {

for (l = 0; l < iq; l++) {
for (i = 0; i < k; i++) {

for (j = 0; j < k; j++)
#ifdef _WIN32

scanf_s("%lf ", &THETA(i, j, l));
#else

scanf("%lf ", &THETA(i, j, l));
#endif

}
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* Read in the means */
for (i = 0; i < k; i++)

#ifdef _WIN32
scanf_s("%lf ", &xmean[i]);

#else
scanf("%lf ", &xmean[i]);
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#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the variance / covariance matrix */
for (i = 0; i < k; i++) {

for (j = 0; j <= i; j++)
#ifdef _WIN32

scanf_s("%lf ", &VAR(i, j));
#else

scanf("%lf ", &VAR(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the first realization */
mode = Nag_InitializeAndGenerate;
nag_rand_varma(order, mode, n, k, xmean, ip, phi, iq, theta,

var, pdvar, r, lr, state, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_varma (g05pjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 1\n");
for (i = 0; i < k; i++) {

printf("\n Series number %3" NAG_IFMT "\n", i + 1);
printf(" -------------\n\n ");
for (j = 0; j < n; j++)

printf("%9.3f%s", X(i, j), (j + 1) % 8 ? " " : "\n ");
}
printf("\n");

/* Generate a second realization */
mode = Nag_ReGenerateFromReference;
nag_rand_varma(order, mode, n, k, xmean, ip, phi, iq, theta,

var, pdvar, r, lr, state, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_varma (g05pjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Realization Number 2\n");
for (i = 0; i < k; i++) {

printf("\n Series number %3" NAG_IFMT "\n", i + 1);
printf(" -------------\n\n ");
for (j = 0; j < n; j++)

printf("%9.3f%s", X(i, j), (j + 1) % 8 ? " " : "\n ");
}
printf("\n");
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END:
NAG_FREE(phi);
NAG_FREE(r);
NAG_FREE(theta);
NAG_FREE(var);
NAG_FREE(x);
NAG_FREE(xmean);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

nag_rand_varma (g05pjc) Example Program Data
2 1 0 48 : k, ip, iq, n
0.80 0.07
0.00 0.58 : phi(,,1)
5.00 9.00 : xmean
2.97
0.64 5.38 : var

10.3 Program Results

nag_rand_varma (g05pjc) Example Program Results

Realization Number 1

Series number 1
-------------

4.833 2.813 3.224 3.825 1.023 1.415 2.184 3.005
5.547 4.832 4.705 5.484 9.407 10.335 8.495 7.478
6.373 6.692 6.698 6.976 6.200 4.458 2.520 3.517
3.054 5.439 5.699 7.136 5.750 8.497 9.563 11.604
9.020 10.063 7.976 5.927 4.992 4.222 3.982 7.107
3.554 7.045 7.025 4.106 5.106 5.954 8.026 7.212

Series number 2
-------------

8.458 9.140 10.866 10.975 9.245 5.054 5.023 12.486
10.534 10.590 11.376 8.793 14.445 13.237 11.030 8.405
7.187 8.291 5.920 9.390 10.055 6.222 7.751 10.604

12.441 10.664 10.960 8.022 10.073 12.870 12.665 14.064
11.867 12.894 10.546 12.754 8.594 9.042 12.029 12.557
9.746 5.487 5.500 8.629 9.723 8.632 6.383 12.484

Realization Number 2

Series number 1
-------------

5.396 4.811 2.685 5.824 2.449 3.563 5.663 6.209
3.130 4.308 4.333 4.903 1.770 1.278 1.340 -0.527
1.745 3.211 4.478 5.170 5.365 4.852 6.080 6.464
2.765 2.148 6.641 7.224 10.316 7.102 5.604 3.934
4.839 3.698 5.210 5.384 7.652 7.315 7.332 7.561
7.537 7.788 6.868 7.575 6.108 6.188 8.132 10.310

Series number 2
-------------

11.345 10.070 13.654 12.409 11.329 13.054 12.465 9.867
10.263 13.394 10.553 10.331 7.814 8.747 10.025 11.167
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10.626 9.366 9.607 9.662 10.492 10.766 11.512 10.813
10.799 8.780 9.221 14.245 11.575 10.620 8.282 5.447
9.935 9.386 11.627 10.066 11.394 7.951 7.907 12.616

15.246 9.962 13.216 11.350 11.227 6.021 6.968 12.428
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NAG Library Function Document

nag_rand_exp_smooth (g05pmc)

1 Purpose

nag_rand_exp_smooth (g05pmc) simulates from an exponential smoothing model, where the model uses
either single exponential, double exponential or a Holt–Winters method.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_exp_smooth (Nag_InitialValues mode, Integer n,
Nag_ExpSmoothType itype, Integer p, const double param[],
const double init[], double var, double r[], Integer state[],
const double e[], Integer en, double x[], NagError *fail)

3 Description

nag_rand_exp_smooth (g05pmc) returns xt : t ¼ 1; 2; . . . ; nf g, a realization of a time series from an
exponential smoothing model defined by one of five smoothing functions:

Single Exponential Smoothing

xt ¼ mt�1 þ �t
mt ¼ �xt þ 1� �ð Þmt�1

Brown Double Exponential Smoothing

xt ¼ mt�1 þ rt�1
� þ �t

mt ¼ �xt þ 1� �ð Þmt�1
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þrt�1

Linear Holt Exponential Smoothing

xt ¼ mt�1 þ 
rt�1 þ �t
mt ¼ �xt þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1

Additive Holt–Winters Smoothing

xt ¼ mt�1 þ 
rt�1 þ st�1�p þ �t
mt ¼ � xt � st�p

� �
þ 1� �ð Þ mt�1 þ 
rt�1ð Þ

rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1
st ¼ � xt �mtð Þ þ 1� �ð Þst�p

Multiplicative Holt–Winters Smoothing

xt ¼ mt�1 þ 
rt�1ð Þ � st�1�p þ �t
mt ¼ �xt=st�p þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1
st ¼ �xt=mt þ 1� �ð Þst�p

where mt is the mean, rt is the trend and st is the seasonal component at time t with p being the
seasonal order. The errors, �t are either drawn from a normal distribution with mean zero and variance
�2 or randomly sampled, with replacement, from a user-supplied vector.

4 References

Chatfield C (1980) The Analysis of Time Series Chapman and Hall
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5 Arguments

1: mode – Nag_InitialValues Input

On entry: indicates if nag_rand_exp_smooth (g05pmc) is continuing from a previous call or, if
not, how the initial values are computed.

mode ¼ Nag InitialValuesSupplied
Values for m0, r0 and s�j , for j ¼ 0; 1; . . . ; p� 1, are supplied in init.

mode ¼ Nag ContinueNoUpdate
nag_rand_exp_smooth (g05pmc) continues from a previous call using values that are
supplied in r. r is not updated.

mode ¼ Nag ContinueAndUpdate
nag_rand_exp_smooth (g05pmc) continues from a previous call using values that are
supplied in r. r is updated.

C o n s t r a i n t : mode ¼ Nag InitialValuesSupplied, Nag ContinueNoUpdate o r
Nag ContinueAndUpdate.

2: n – Integer Input

On entry: the number of terms of the time series being generated.

Constraint: n 	 0.

3: itype – Nag_ExpSmoothType Input

On entry: the smoothing function.

itype ¼ Nag SingleExponential
Single exponential.

itype ¼ Nag BrownsExponential
Brown's double exponential.

itype ¼ Nag LinearHolt
Linear Holt.

itype ¼ Nag AdditiveHoltWinters
Additive Holt–Winters.

itype ¼ Nag MultiplicativeHoltWinters
Multiplicative Holt–Winters.

C o n s t r a i n t : itype ¼ Nag SingleExponential, Nag BrownsExponential, Nag LinearHolt,
Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

4: p – Integer Input

On entry: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, the seasonal
order, p, otherwise p is not referenced.

Constraint: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, p > 1.

5: param½dim� – const double Input

Note: the dimension, dim, of the array param must be at least

1 when itype ¼ Nag SingleExponential or Nag BrownsExponential;
3 when itype ¼ Nag LinearHolt;
4 when itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

On entry: the smoothing parameters.

If itype ¼ Nag SingleExponential or Nag BrownsExponential, param½0� ¼ � and any remaining
elements of param are not referenced.
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If itype ¼ Nag LinearHolt, param½0� ¼ �, param½1� ¼ �, param½2� ¼ 
 and any remaining
elements of param are not referenced.

I f itype ¼ Nag AdditiveHoltWinters o r Nag MultiplicativeHoltWinters, param½0� ¼ �,
param½1� ¼ �, param½2� ¼ � and param½3� ¼ 
 and any remaining elements of param are not
referenced.

Constraints:

if itype ¼ Nag SingleExponential, 0:0 � � � 1:0;
if itype ¼ Nag BrownsExponential, 0:0 < � � 1:0;
if itype ¼ Nag LinearHolt, 0:0 � � � 1:0 and 0:0 � � � 1:0 and 
 	 0:0;
if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, 0:0 � � � 1:0 and
0:0 � � � 1:0 and 0:0 � � � 1:0 and 
 	 0:0.

6: init½dim� – const double Input

Note: the dimension, dim, of the array init must be at least

1 when itype ¼ Nag SingleExponential;
2 when itype ¼ Nag BrownsExponential or Nag LinearHolt;
2þ p when itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

On entry: if mode ¼ Nag InitialValuesSupplied, the initial values for m0, r0 and s�j , for
j ¼ 0; 1; . . . ; p� 1, used to initialize the smoothing.

If itype ¼ Nag SingleExponential, init½0� ¼ m0 and any remaining elements of init are not
referenced.

If itype ¼ Nag BrownsExponential or Nag LinearHolt, init½0� ¼ m0 and init½1� ¼ r0 and any
remaining elements of init are not referenced.

If itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, init½0� ¼ m0, init½1� ¼ r0
and init½2� to init½2þ p� 1� hold the values for s�j, for j ¼ 0; 1; . . . ; p� 1. Any remaining
elements of init are not referenced.

7: var – double Input

On entry: the variance, �2 of the Normal distribution used to generate the errors �i. If var � 0:0
then Normally distributed errors are not used.

8: r½dim� – double Input/Output

Note: the dimension, dim, of the array r must be at least

13 when itype ¼ Nag SingleExponential, Nag BrownsExponential or Nag LinearHolt;
13þ p when itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

On entry: if mode ¼ Nag ContinueNoUpdate or Nag ContinueAndUpdate, r must contain the
values as returned by a previous call to nag_rand_exp_smooth (g05pmc), r need not be set
otherwise.

On exit: if mode ¼ Nag ContinueNoUpdate, r is unchanged. Otherwise, r contains the
information on the current state of smoothing.

Constraint: if mode ¼ Nag ContinueNoUpdate or Nag ContinueAndUpdate, r must have been
initialized by at least one call to nag_rand_exp_smooth (g05pmc) or nag_tsa_exp_smooth
(g13amc) with mode 6¼ Nag ContinueNoUpdate, and r must not have been changed since that
call.

9: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).
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On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

10: e½en� – const double Input

On entry: if en > 0 and var � 0:0, a vector from which the errors, �t are randomly drawn, with
replacement.

If en � 0, e is not referenced.

11: en – Integer Input

On entry: if en > 0, then the length of the vector e.

If both var � 0:0 and en � 0 then �t ¼ 0:0, for t ¼ 1; 2; . . . ; n.

12: x½n� – double Output

On exit: the generated time series, xt , for t ¼ 1; 2; . . . ; n.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, itype ¼ valueh i and p ¼ valueh i.
Constraint: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, p > 1.

On entry, p ¼ valueh i.
Constraint: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, p 	 2.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_ARRAY

On entry, some of the elements of the array r have been corrupted or have not been initialized.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

Model unsuitable for multiplicative Holt–Winter, try a different set of parameters.

On entry, param½ valueh i� ¼ valueh i.
Constraint: 0 � param½i� � 1.

On entry, param½ valueh i� ¼ valueh i.
Constraint: if itype ¼ Nag BrownsExponential, 0 < param½i� � 1.

On entry, param½ valueh i� ¼ valueh i.
Constraint: param½i� 	 0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_exp_smooth (g05pmc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example reads 11 observations from a time series relating to the rate of the earth's rotation about
its polar axis and fits an exponential smoothing model using nag_tsa_exp_smooth (g13amc).

nag_rand_exp_smooth (g05pmc) is then called multiple times to obtain simulated forecast confidence
intervals.

10.1 Program Text

/* nag_rand_exp_smooth (g05pmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagg05.h>
#include <nagg13.h>

#define BLIM(I, J) blim[J*2 + I]
#define BSIM(I, J) bsim[J*nsim + I]
#define GLIM(I, J) glim[J*2 + I]
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#define GSIM(I, J) gsim[J*nsim + I]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer en, i, ival, j, k, lstate, n, nf, nsim, p, nq;
Integer *state = 0;
/* NAG structures */
NagError fail;
Nag_TailProbability tail;
Nag_InitialValues mode;
Nag_ExpSmoothType itype;
/* Double scalar and array declarations */
double ad, alpha, dv, tmp, var, z, bvar;
double *blim = 0, *bsim = 0, *e = 0, *fse = 0, *fv = 0;
double *glim = 0, *gsim = 0, *init = 0, *param = 0, *r = 0;
double *res = 0, *tsim1 = 0, *tsim2 = 0, *y = 0, *yhat = 0;
double q[2];
/* Character scalar and array declarations */
char smode[40], sitype[40];
/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_exp_smooth (g05pmc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the initial arguments and check array sizes */
#ifdef _WIN32

scanf_s("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", smode,
(unsigned)_countof(smode), sitype, (unsigned)_countof(sitype),
&n, &nf, &nsim, &alpha);

#else
scanf("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", smode,

sitype, &n, &nf, &nsim, &alpha);
#endif

/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mode = (Nag_InitialValues) nag_enum_name_to_value(smode);
itype = (Nag_ExpSmoothType) nag_enum_name_to_value(sitype);

/* Allocate arrays */
if (!(blim = NAG_ALLOC(2 * nf, double)) ||

!(bsim = NAG_ALLOC(nsim * nf, double)) ||
!(e = NAG_ALLOC(1, double)) ||
!(fse = NAG_ALLOC(nf, double)) ||
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!(fv = NAG_ALLOC(nf, double)) ||
!(glim = NAG_ALLOC(2 * nf, double)) ||
!(gsim = NAG_ALLOC(nsim * nf, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(tsim1 = NAG_ALLOC(nf, double)) ||
!(tsim2 = NAG_ALLOC(nf, double)) ||
!(y = NAG_ALLOC(n, double)) ||
!(yhat = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

for (i = 0; i < n; i++)
#ifdef _WIN32

scanf_s("%lf ", &y[i]);
#else

scanf("%lf ", &y[i]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the itype dependent arguments (skipping headings) */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (itype == Nag_SingleExponential) {
/* Single exponential smoothing required */
if (!(param = NAG_ALLOC(1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &param[0]);
#else

scanf("%lf%*[^\n] ", &param[0]);
#endif

p = 0;
ival = 1;

}
else if (itype == Nag_BrownsExponential) {

/* Browns exponential smoothing required */
if (!(param = NAG_ALLOC(2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf%*[^\n] ", &param[0], &param[1]);
#else

scanf("%lf %lf%*[^\n] ", &param[0], &param[1]);
#endif

p = 0;
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ival = 2;
}
else if (itype == Nag_LinearHolt) {

/* Linear Holt smoothing required */
if (!(param = NAG_ALLOC(3, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf %lf%*[^\n] ", &param[0], &param[1], &param[2]);
#else

scanf("%lf %lf %lf%*[^\n] ", &param[0], &param[1], &param[2]);
#endif

p = 0;
ival = 2;

}
else if (itype == Nag_AdditiveHoltWinters) {

/* Additive Holt Winters smoothing required */
if (!(param = NAG_ALLOC(4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],
&param[2], &param[3], &p);

#else
scanf("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],

&param[2], &param[3], &p);
#endif

ival = p + 2;
}
else if (itype == Nag_MultiplicativeHoltWinters) {

/* Multiplicative Holt Winters smoothing required */
if (!(param = NAG_ALLOC(4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],
&param[2], &param[3], &p);

#else
scanf("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],

&param[2], &param[3], &p);
#endif

ival = p + 2;
}
else {

printf("%s is an unknown type\n", sitype);
exit_status = -1;
goto END;

}

/* Allocate arrays */
if (!(init = NAG_ALLOC(p + 2, double)) || !(r = NAG_ALLOC(p + 13, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the mode dependent arguments (skipping headings) */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif
if (mode == Nag_InitialValuesSupplied) {

/* User supplied initial values */
for (i = 0; i < ival; i++)

#ifdef _WIN32
scanf_s("%lf ", &init[i]);

#else
scanf("%lf ", &init[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (mode == Nag_ContinueAndUpdate) {

/* Continuing from a previously saved R */
for (i = 0; i < p + 13; i++)

#ifdef _WIN32
scanf_s("%lf ", &r[i]);

#else
scanf("%lf ", &r[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (mode == Nag_EstimateInitialValues) {

/* Initial values calculated from first k observations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &k);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &k);
#endif

}
else {

printf("%s is an unknown mode\n", smode);
exit_status = -1;
goto END;

}

/* Fit a smoothing model (parameter r in
* nag_rand_exp_smooth (g05pmc) and state in g13amc are in
the same format) */

nag_tsa_exp_smooth(mode, itype, p, param, n, y, k, init, nf, fv, fse, yhat,
res, &dv, &ad, r, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tsa_exp_smooth (g13amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Simulate forecast values from the model, and don’t update r */
var = dv * dv;
en = n;

/* Change the mode used to continue from fit model */
mode = Nag_ContinueAndUpdate;

/* Simulate nsim forecasts */
for (i = 0; i < nsim; i++) {

/* Simulations assuming Gaussian errors */
nag_rand_exp_smooth(mode, nf, itype, p, param, init, var, r, state,

e, 0, tsim1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_exp_smooth (g05pmc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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/* Bootstrapping errors */
bvar = 0.0e0;
nag_rand_exp_smooth(mode, nf, itype, p, param, init, bvar, r, state,

res, en, tsim2, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_exp_smooth (g05pmc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Copy and transpose the simulated values */
for (j = 0; j < nf; j++) {

GSIM(i, j) = tsim1[j];
BSIM(i, j) = tsim2[j];

}
}

/* Calculate CI based on the quantiles for each simulated forecast */
q[0] = alpha / 2.0e0;
q[1] = 1.0e0 - q[0];
nq = 2;
for (i = 0; i < nf; i++) {

nag_double_quantiles(nsim, &GSIM(0, i), nq, q, &GLIM(0, i), &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_double_quantiles (g01amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
nag_double_quantiles(nsim, &BSIM(0, i), nq, q, &BLIM(0, i), &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_double_quantiles (g01amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
}

/* Display the forecast values and associated prediction intervals */
printf("Initial values used:\n");
for (i = 0; i < ival; i++)

printf("%4" NAG_IFMT " %12.3f \n", i + 1, init[i]);
printf("\n");
printf("Mean Deviation = %13.4e\n", dv);
printf("Absolute Deviation = %13.4e\n\n", ad);
printf(" Observed 1-Step\n");
printf(" Period Values Forecast Residual\n\n");
for (i = 0; i < n; i++)

printf("%4" NAG_IFMT " %11.3f %11.3f %11.3f\n", i + 1, y[i],
yhat[i], res[i]);

printf("\n");
tail = Nag_LowerTail;
z = nag_deviates_normal(tail, q[1], &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_deviates_normal (g01fac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf(" Simulated CI"

" Simulated CI\n");
printf(" Obs. Forecast Estimated CI (Gaussian Errors)"

" (Bootstrap Errors)\n");
for (i = 0; i < nf; i++) {

tmp = z * fse[i];
printf("%3" NAG_IFMT " %10.3f %10.3f %10.3f"

" %10.3f %10.3f %10.3f %10.3f\n", n + i + 1, fv[i], fv[i] - tmp,
fv[i] + tmp, GLIM(0, i), GLIM(1, i), BLIM(0, i), BLIM(1, i));

}
printf(" %5.1f%% CIs were produced\n", 100.0e0 * (1.0e0 - alpha));

END:
NAG_FREE(blim);
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NAG_FREE(bsim);
NAG_FREE(e);
NAG_FREE(fse);
NAG_FREE(fv);
NAG_FREE(glim);
NAG_FREE(gsim);
NAG_FREE(init);
NAG_FREE(param);
NAG_FREE(r);
NAG_FREE(res);
NAG_FREE(tsim1);
NAG_FREE(tsim2);
NAG_FREE(y);
NAG_FREE(yhat);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

nag_rand_exp_smooth (g05pmc) Example Program Data
Nag_EstimateInitialValues Nag_LinearHolt
11 5 100 0.05 : mode,itype,n,nf,nsim,alpha
180 135 213 181 148 204 228 225 198 200 187 : y
dependent arguments for itype=Nag_LinearHolt
0.01 1.0 1.0 : param[0],param[1],param[2]
dependent arguments for mode=Nag_ContinueAndUpdate
11 : k

10.3 Program Results

nag_rand_exp_smooth (g05pmc) Example Program Results

Initial values used:
1 168.018
2 3.800

Mean Deviation = 2.5473e+01
Absolute Deviation = 2.1233e+01

Observed 1-Step
Period Values Forecast Residual

1 180.000 171.818 8.182
2 135.000 175.782 -40.782
3 213.000 178.848 34.152
4 181.000 183.005 -2.005
5 148.000 186.780 -38.780
6 204.000 189.800 14.200
7 228.000 193.492 34.508
8 225.000 197.732 27.268
9 198.000 202.172 -4.172

10 200.000 206.256 -6.256
11 187.000 210.256 -23.256

Simulated CI Simulated CI
Obs. Forecast Estimated CI (Gaussian Errors) (Bootstrap Errors)
12 213.854 163.928 263.781 161.431 258.001 173.073 248.363
13 217.685 167.748 267.622 172.660 262.100 177.311 252.638
14 221.516 171.556 271.475 169.259 263.107 179.344 256.921
15 225.346 175.347 275.345 180.721 272.776 183.672 260.804
16 229.177 179.115 279.238 184.790 263.591 186.398 264.173

95.0% CIs were produced
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NAG Library Function Document

nag_rand_kfold_xyw (g05pvc)

1 Purpose

nag_rand_kfold_xyw (g05pvc) generates training and validation datasets suitable for use in cross-
validation or jack-knifing.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_kfold_xyw (Integer k, Integer fold, Integer n, Integer m,
Nag_DataByObsOrVar sordx, double x[], Integer pdx, double y[],
double w[], Integer *nt, Integer state[], NagError *fail)

3 Description

Let Xo denote a matrix of n observations on m variables and yo and wo each denote a vector of length
n. For example, Xo might represent a matrix of independent variables, yo the dependent variable and wo
the associated weights in a weighted regression.

nag_rand_kfold_xyw (g05pvc) generates a series of training datasets, denoted by the matrix, vector,
vector triplet Xt; yt; wtð Þ of nt observations, and validation datasets, denoted Xv; yv; wvð Þ with nv
observations. These training and validation datasets are generated as follows.

Each of the original n observations is randomly assigned to one of K equally sized groups or folds. For
the kth sample the validation dataset consists of those observations in group k and the training dataset
consists of all those observations not in group k. Therefore at most K samples can be generated.

If n is not divisible by K then the observations are assigned to groups as evenly as possible, therefore
any group will be at most one observation larger or smaller than any other group.

When using K ¼ n the resulting datasets are suitable for leave-one-out cross-validation, or the training
dataset on its own for jack-knifing. When using K 6¼ n the resulting datasets are suitable for K-fold
cross-validation. Datasets suitable for reversed cross-validation can be obtained by switching the
training and validation datasets, i.e., use the kth group as the training dataset and the rest of the data as
the validation dataset.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_kfold_xyw (g05pvc).

4 References

None.

5 Arguments

1: k – Integer Input

On entry: K, the number of folds.

Constraint: 2 � k � n.

2: fold – Integer Input

On entry: the number of the fold to return as the validation dataset.
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On the first call to nag_rand_kfold_xyw (g05pvc) fold should be set to 1 and then incremented
by one at each subsequent call until all K sets of training and validation datasets have been
produced. See Section 8 for more details on how a different calling sequence can be used.

Constraint: 1 � fold � k.

3: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

4: m – Integer Input

On entry: m, the number of variables.

Constraint: m 	 1.

5: sordx – Nag_DataByObsOrVar Input

On entry: determines how variables are stored in x.

Constraint: sordx ¼ Nag DataByVar or Nag DataByObs.

6: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

pdx�m when sordx ¼ Nag DataByVar;
pdx� n when sordx ¼ Nag DataByObs.

The way the data is stored in x is defined by sordx.

If sordx ¼ Nag DataByVar, x½ j � 1ð Þ � pdxþ i � 1� contains the ith observation for the jth
variable, for i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

If sordx ¼ Nag DataByObs, x½ i � 1ð Þ � pdxþ j � 1� contains the ith observation for the jth
variable, for i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

On entry: if fold ¼ 1, x must hold Xo, the values of X for the original dataset, otherwise, x must
not be changed since the last call to nag_rand_kfold_xyw (g05pvc).

On exit: values of X for the training and validation datasets, with Xt held in observations 1 to nt
and Xv in observations ntþ 1 to n.

7: pdx – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array x.

Constraints:

if sordx ¼ Nag DataByObs, pdx 	 m;
otherwise pdx 	 n.

8: y½n� – double Input/Output

If the original dataset does not include yo then y must be set to NULL.

On entry: if fold 6¼ 1, y must not be changed since the last call to nag_rand_kfold_xyw (g05pvc).

On exit: values of y for the training and validation datasets, with yt held in elements 1 to nt and
yv in elements ntþ 1 to n.

9: w½n� – double Input/Output

If the original dataset does not include wo then w must be set to NULL.

On entry: if fold 6¼ 1, w must not be changed since the last call to nag_rand_kfold_xyw
(g05pvc).
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On exit: values of w for the training and validation datasets, with wt held in elements 1 to nt and
wv in elements ntþ 1 to n.

10: nt – Integer * Output

On exit: nt, the number of observations in the training dataset.

11: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: if sordx ¼ Nag DataByObs, pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: if sordx ¼ Nag DataByVar, pdx 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, fold ¼ valueh i and k ¼ valueh i.
Constraint: 1 � fold � k.

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: 2 � k � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NW_POTENTIAL_PROBLEM

More than 50% of the data did not move when the data was shuffled. valueh i of the valueh i
observations stayed put.

7 Accuracy

Not applicable.

8 Further Comments

nag_rand_kfold_xyw (g05pvc) will be computationality more efficient if each observation in x is
contiguous, that is sordx ¼ Nag DataByObs.

Because of the way nag_rand_kfold_xyw (g05pvc) stores the data you should usually generate the K
training and validation datasets in order, i.e., set fold ¼ 1 on the first call and increment it by one at
each subsequent call. However, there are times when a different calling sequence would be beneficial,
for example, when performing different cross-validation analyses on different threads. This is possible,
as long as the following is borne in mind:

nag_rand_kfold_xyw (g05pvc) must be called with fold ¼ 1 first.

Other than the first set, you can obtain the training and validation dataset in any order, but for a
given x you can only obtain each once.

For example, if you have three threads, you would call nag_rand_kfold_xyw (g05pvc) once with
fold ¼ 1. You would then copy the x returned onto each thread and generate the remaing k � 1 sets of
data by splitting them between the threads. For example, the first thread runs with fold ¼ 2; . . . ; L1, the
second with fold ¼ L1 þ 1; . . . ; L2 and the third with fold ¼ L2 þ 1; . . . ;k.

9 Example

This example uses nag_rand_kfold_xyw (g05pvc) to facilitate K-fold cross-validation.

A set of simulated data is split into 5 training and validation datasets. nag_glm_binomial (g02gbc) is
used to fit a logistic regression model to each training dataset and then nag_glm_predict (g02gpc) is
used to predict the response for the observations in the validation dataset.

The counts of true and false positives and negatives along with the sensitivity and specificity is then
reported.

9.1 Program Text

/* nag_rand_kfold_xyw (g05pvc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer fn, fold, fp, i, ip, k, pdx, lstate, m,

max_nv, n, nn, np, nt, nv, obs_val, pred_val,
subid, tn, tp, j, pdv, rank, max_iter, print_iter;

Integer exit_status = 0, lseed = 1;
Integer *isx = 0, *state = 0;
Integer seed[1];

/* NAG structures and types */
NagError fail;
Nag_Link link;
Nag_IncludeMean mean;
Nag_BaseRNG genid;
Nag_Distributions errfn;
Nag_Boolean vfobs;
Nag_DataByObsOrVar sordx;

/* Double scalar and array declarations */
double ex_power, dev, eps, tol, df, scale;
double *b = 0, *cov = 0, *eta = 0, *pred = 0, *se = 0, *seeta = 0,

*sepred = 0, *v = 0, *offset = 0, *wt = 0, *x = 0, *y = 0, *t = 0;

/* Character scalar and array declarations */
char clink[40], cmean[40], cgenid[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_kfold_xyw (g05pvc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Set variables required by the regression (g02gbc) ... */

/* Read in the type of link function, whether a mean is required */
/* and the problem size */

#ifdef _WIN32
scanf_s("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", clink,

(unsigned)_countof(clink), cmean, (unsigned)_countof(cmean),
&n, &m);

#else
scanf("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", clink, cmean, &n, &m);

#endif
link = (Nag_Link) nag_enum_name_to_value(clink);
mean = (Nag_IncludeMean) nag_enum_name_to_value(cmean);

/* Set storage order for g05pvc */
/* (pick the one required by g02gbc and g02gpc) */
sordx = Nag_DataByObs;

pdx = m;
if (!(x = NAG_ALLOC(pdx * n, double)) ||

!(y = NAG_ALLOC(n, double)) ||
!(t = NAG_ALLOC(n, double)) || !(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;
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}

/* This example is not using an offset or weights */
offset = 0;
wt = 0;

/* Read in data */
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++) {
#ifdef _WIN32

scanf_s("%lf", &x[i * pdx + j]);
#else

scanf("%lf", &x[i * pdx + j]);
#endif

}
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &y[i], &t[i]);
#else

scanf("%lf%lf%*[^\n] ", &y[i], &t[i]);
#endif

}

/* Read in variable inclusion flags */
for (j = 0; j < m; j++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read in control parameters for the regression */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf%" NAG_IFMT "%*[^\n] ", &print_iter, &eps,
&tol, &max_iter);

#else
scanf("%" NAG_IFMT "%lf%lf%" NAG_IFMT "%*[^\n] ", &print_iter, &eps,

&tol, &max_iter);
#endif

/* Calculate IP */
for (ip = 0, i = 0; i < m; i++)

ip += (isx[i] > 0);
if (mean == Nag_MeanInclude)

ip++;
/* ... End of setting variables required by the regression */

/* Set variables required by data sampling routine (g05pvc) ... */

/* Read in the base generator information and seed */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid,
(unsigned)_countof(cgenid), &subid, &seed[0]);

#else
scanf("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid, &subid, &seed[0]);

#endif
genid = (Nag_BaseRNG) nag_enum_name_to_value(cgenid);

/* Initial call to g05kfc to get size of STATE array */
lstate = 0;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

NAGERR_DEFAULT);

/* Allocate state array */
if (!(state = NAG_ALLOC(lstate, Integer)))
{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence using g05kfc */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

NAGERR_DEFAULT);

/* Read in the number of folds */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &k);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &k);
#endif

/* ... End of setting variables required by data sampling routine */

/* Set variables required by prediction routine (g02gpc) ... */

/* Regression is performed using g02gbc so error structure is binomial */
errfn = Nag_Binomial;

/* This example does not use the predicted standard errors, so */
/* it doesn’t matter what VFOBS is set to */
vfobs = Nag_FALSE;
/* The error and link being used in the linear model don’t use scale */
/* and ex_power so they can be set to anything */
ex_power = 0.0;
scale = 0.0;
/* ... End of setting variables required by prediction routine */

/* This is the maximum size for a validation dataset */
max_nv = (Integer) (((double) n / (double) k) + 0.5);

/* Allocate arrays */
pdv = n;
if (!(b = NAG_ALLOC(ip, double)) ||

!(se = NAG_ALLOC(ip, double)) ||
!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(v = NAG_ALLOC(n * pdv, double)) ||
!(eta = NAG_ALLOC(max_nv, double)) ||
!(seeta = NAG_ALLOC(max_nv, double)) ||
!(pred = NAG_ALLOC(max_nv, double)) ||
!(sepred = NAG_ALLOC(max_nv, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize counts */
tp = tn = fp = fn = 0;

/* Loop over each fold */
for (fold = 1; fold <= k; fold++)
{

/* Use g05pvc to split the data into training and validation datasets */
nag_rand_kfold_xyw(k, fold, n, m, sordx, x, pdx, y, t, &nt, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_kfold_xyw (g05pvc).\n%s\n", fail.message);
exit_status = 1;
if (fail.code != NW_POTENTIAL_PROBLEM)

goto END;
}

/* Calculate the size of the validation dataset */
nv = n - nt;

/* Call g02gbc to fit generalized linear model, with Binomial */
/* errors to training data */
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nag_glm_binomial(link, mean, nt, x, pdx, m, isx, ip, y, t, wt,
offset, &dev, &df, b, &rank, se, cov, v, pdv,
tol, max_iter, print_iter, "", eps, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_binomial (g02gbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Call g02gpc to predict the response for the observations in the */
/* validation dataset */
/* We want to start passing X and T at the (NT+1)th observation, */
/* These start at (i,j)=(nt+1,1), hence the (nt*pdx+0)th element */
/* of X and the nt’th element of T */
nag_glm_predict(errfn, link, mean, nv, &x[nt * pdx], pdx, m, isx, ip,

&t[nt], offset, wt, scale, ex_power, b, cov, vfobs, eta,
seeta, pred, sepred, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_predict (g02gpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Count the true/false positives/negatives */
for (i = 0; i < nv; i++) {

obs_val = (Integer) y[nt + i];
pred_val = (pred[i] >= 0.5 ? 1 : 0);
if (obs_val) {

/* Positive */
if (pred_val) {

/* True positive */
tp++;

}
else {

/* False Negative */
fn++;

}
}
else {

/* Negative */
if (pred_val) {

/* False positive */
fp++;

}
else {

/* True negative */
tn++;

}
}

}
}

/* Display results */
np = tp + fn;
nn = fp + tn;
printf(" Observed\n");
printf(" --------------------------\n");
printf(" Predicted | Negative Positive Total\n");
printf(" --------------------------------------\n");
printf(" Negative | %5" NAG_IFMT " %5" NAG_IFMT " %5" NAG_IFMT

"\n", tn, fn, tn + fn);
printf(" Positive | %5" NAG_IFMT " %5" NAG_IFMT " %5" NAG_IFMT

"\n", fp, tp, fp + tp);
printf(" Total | %5" NAG_IFMT " %5" NAG_IFMT " %5" NAG_IFMT

"\n", nn, np, nn + np);
printf("\n");

if (np != 0) {
printf(" True Positive Rate (Sensitivity): %4.2f\n",

(double) tp / (double) np);
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}
else {

printf(" True Positive Rate (Sensitivity): No positives in data\n");
}
if (nn != 0) {

printf(" True Negative Rate (Specificity): %4.2f\n",
(double) tn / (double) nn);

}
else {

printf(" True Negative Rate (Specificity): No negatives in data\n");
}

END:

NAG_FREE(isx);
NAG_FREE(state);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(eta);
NAG_FREE(pred);
NAG_FREE(se);
NAG_FREE(seeta);
NAG_FREE(sepred);
NAG_FREE(v);
NAG_FREE(offset);
NAG_FREE(wt);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(t);

return (exit_status);
}

9.2 Program Data

nag_rand_kfold_xyw (g05pvc) Example Program Data
Nag_Logistic Nag_MeanInclude 40 4 :: link, mean, n, m
0.0 -0.1 0.0 1.0 0.0 1.0
0.4 -1.1 1.0 1.0 1.0 1.0

-0.5 0.2 1.0 0.0 0.0 1.0
0.6 1.1 1.0 0.0 0.0 1.0

-0.3 -1.0 1.0 1.0 0.0 1.0
2.8 -1.8 0.0 1.0 0.0 1.0
0.4 -0.7 0.0 1.0 1.0 1.0

-0.4 -0.3 1.0 0.0 1.0 1.0
0.5 -2.6 0.0 0.0 1.0 1.0

-1.6 -0.3 1.0 1.0 0.0 1.0
0.4 0.6 1.0 0.0 0.0 1.0

-1.6 0.0 1.0 1.0 1.0 1.0
0.0 0.4 1.0 1.0 1.0 1.0

-0.1 0.7 1.0 1.0 0.0 1.0
-0.2 1.8 1.0 1.0 0.0 1.0
-0.9 0.7 1.0 1.0 0.0 1.0
-1.1 -0.5 1.0 1.0 0.0 1.0
-0.1 -2.2 1.0 1.0 1.0 1.0
-1.8 -0.5 1.0 1.0 1.0 1.0
-0.8 -0.9 0.0 1.0 1.0 1.0
1.9 -0.1 1.0 1.0 1.0 1.0
0.3 1.4 1.0 1.0 0.0 1.0
0.4 -1.2 1.0 0.0 1.0 1.0
2.2 1.8 1.0 0.0 1.0 1.0
1.4 -0.4 0.0 1.0 1.0 1.0
0.4 2.4 1.0 1.0 0.0 1.0

-0.6 1.1 1.0 1.0 0.0 1.0
1.4 -0.6 1.0 1.0 1.0 1.0

-0.1 -0.1 0.0 0.0 0.0 1.0
-0.6 -0.4 0.0 0.0 0.0 1.0
0.6 -0.2 1.0 1.0 1.0 1.0

-1.8 -0.3 1.0 1.0 1.0 1.0
-0.3 1.6 1.0 1.0 0.0 1.0
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-0.6 0.8 0.0 1.0 0.0 1.0
0.3 -0.5 0.0 0.0 1.0 1.0
1.6 1.4 1.0 1.0 0.0 1.0

-1.1 0.6 1.0 1.0 0.0 1.0
-0.3 0.6 1.0 1.0 0.0 1.0
-0.6 0.1 1.0 1.0 0.0 1.0
1.0 0.6 1.0 1.0 1.0 1.0 :: End of x, y, t
1 1 1 1 :: isx

0 0.0 0.0 0 :: print_iter,eps,tol,max_iter
Nag_MRG32k3a 0 42321 :: genid, subid, seed
5 :: k

9.3 Program Results

nag_rand_kfold_xyw (g05pvc) Example Program Results

Observed
--------------------------

Predicted | Negative Positive Total
--------------------------------------
Negative | 18 8 26
Positive | 4 10 14
Total | 22 18 40

True Positive Rate (Sensitivity): 0.56
True Negative Rate (Specificity): 0.82
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NAG Library Function Document

nag_rand_subsamp_xyw (g05pwc)

1 Purpose

nag_rand_subsamp_xyw (g05pwc) generates a dataset suitable for use with repeated random sub-
sampling validation.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_subsamp_xyw (Integer nt, Integer n, Integer m,
Nag_DataByObsOrVar sordx, double x[], Integer pdx, double y[],
double w[], Integer state[], NagError *fail)

3 Description

Let Xo denote a matrix of n observations on m variables and yo and wo each denote a vector of length
n. For example, Xo might represent a matrix of independent variables, yo the dependent variable and wo
the associated weights in a weighted regression.

nag_rand_subsamp_xyw (g05pwc) generates a series of training datasets, denoted by the matrix, vector,
vector triplet Xt; yt; wtð Þ of nt observations, and validation datasets, denoted Xv; yv; wvð Þ with nv
observations. These training and validation datasets are generated by randomly assigning each
observation to either the training dataset or the validation dataset.

The resulting datasets are suitable for use with repeated random sub-sampling validation.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_subsamp_xyw (g05pwc).

4 References

None.

5 Arguments

1: nt – Integer Input

On entry: nt, the number of observations in the training dataset.

Constraint: 1 � nt � n.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

3: m – Integer Input

On entry: m, the number of variables.

Constraint: m 	 1.
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4: sordx – Nag_DataByObsOrVar Input

On entry: determines how variables are stored in x.

Constraint: sordx ¼ Nag DataByVar or Nag DataByObs.

5: x½dim� – double Input/Output

Note: the dimension, dim, of the array x must be at least

pdx�m when sordx ¼ Nag DataByVar;
pdx� n when sordx ¼ Nag DataByObs.

The way the data is stored in x is defined by sordx.

If sordx ¼ Nag DataByVar, x½ j � 1ð Þ � pdxþ i � 1� contains the ith observation for the jth
variable, for i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

If sordx ¼ Nag DataByObs, x½ i � 1ð Þ � pdxþ j � 1� contains the ith observation for the jth
variable, for i ¼ 1; 2; . . . ;n and j ¼ 1; 2; . . . ;m.

On entry: x must hold Xo, the values of X for the original dataset. This may be the same x as
returned by a previous call to nag_rand_subsamp_xyw (g05pwc).

On exit: values of X for the training and validation datasets, with Xt held in observations 1 to nt
and Xv in observations ntþ 1 to n.

6: pdx – Integer Input

On entry: the stride separating row elements in the two-dimensional data stored in the array x.

Constraints:

if sordx ¼ Nag DataByObs, pdx 	 m;
otherwise pdx 	 n.

7: y½n� – double Input/Output

If the original dataset does not include yo then y must be set to NULL.

On entry: y must hold yo, the values of y for the original dataset. This may be the same y as
returned by a previous call to nag_rand_subsamp_xyw (g05pwc).

On exit: values of y for the training and validation datasets, with yt held in elements 1 to nt and
yv in elements ntþ 1 to n.

8: w½n� – double Input/Output

If the original dataset does not include wo then w must be set to NULL.

On entry: w must hold wo, the values of w for the original dataset. This may be the same w as
returned by a previous call to nag_rand_subsamp_xyw (g05pwc).

On exit: values of w for the training and validation datasets, with wt held in elements 1 to nt and
wv in elements ntþ 1 to n.

9: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: if sordx ¼ Nag DataByObs, pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: if sordx ¼ Nag DataByVar, pdx 	 n.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, nt ¼ valueh i and n ¼ valueh i.
Constraint: 1 � nt � n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Further Comments

nag_rand_subsamp_xyw (g05pwc) will be computationality more efficient if each observation in x is
contiguous, that is sordx ¼ Nag DataByObs.
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9 Example

This example uses nag_rand_subsamp_xyw (g05pwc) to facilitate repeated random sub-sampling cross-
validation.

A set of simulated data is randomly split into a training and validation datasets. nag_glm_binomial
(g02gbc) is used to fit a logistic regression model to each training dataset and then nag_glm_predict
(g02gpc) is used to predict the response for the observations in the validation dataset. This process is
repeated 10 times.

The counts of true and false positives and negatives along with the sensitivity and specificity is then
reported.

9.1 Program Text

/* nag_rand_subsamp_xyw (g05pwc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer fn, fp, i, ip, pdx, lstate, m,

n, nn, np, nt, nv, obs_val, pred_val, subid,
tn, tp, j, pdv, rank, max_iter, print_iter, nsamp, samp;

Integer exit_status = 0, lseed = 1;
Integer *isx = 0, *state = 0;
Integer seed[1];

/* NAG structures and types */
NagError fail;
Nag_Link link;
Nag_IncludeMean mean;
Nag_BaseRNG genid;
Nag_Distributions errfn;
Nag_Boolean vfobs;
Nag_DataByObsOrVar sordx;

/* Double scalar and array declarations */
double ex_power, dev, eps, tol, df, scale;
double *b = 0, *cov = 0, *eta = 0, *pred = 0, *se = 0, *seeta = 0,

*sepred = 0, *v = 0, *offset = 0, *wt = 0, *x = 0, *y = 0, *t = 0;

/* Character scalar and array declarations */
char clink[40], cmean[40], cgenid[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_subsamp_xyw (g05pwc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
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/* Set variables required by the regression (g02gbc) ... */

/* Read in the type of link function, whether a mean is required */
/* and the problem size */

#ifdef _WIN32
scanf_s("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", clink,

(unsigned)_countof(clink), cmean, (unsigned)_countof(cmean),
&n, &m);

#else
scanf("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", clink, cmean, &n, &m);

#endif
link = (Nag_Link) nag_enum_name_to_value(clink);
mean = (Nag_IncludeMean) nag_enum_name_to_value(cmean);

/* Set storage order for g05pwc */
/* (pick the one required by g02gbc and g02gpc) */
sordx = Nag_DataByObs;

pdx = m;
if (!(x = NAG_ALLOC(pdx * n, double)) ||

!(y = NAG_ALLOC(n, double)) ||
!(t = NAG_ALLOC(n, double)) || !(isx = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* This example is not using an offset or weights */
offset = 0;
wt = 0;

/* Read in data */
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++) {
#ifdef _WIN32

scanf_s("%lf", &x[i * pdx + j]);
#else

scanf("%lf", &x[i * pdx + j]);
#endif

}
#ifdef _WIN32

scanf_s("%lf%lf%*[^\n] ", &y[i], &t[i]);
#else

scanf("%lf%lf%*[^\n] ", &y[i], &t[i]);
#endif

}

/* Read in variable inclusion flags */
for (j = 0; j < m; j++) {

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isx[j]);

#else
scanf("%" NAG_IFMT "", &isx[j]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Read in control parameters for the regression */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%lf%lf%" NAG_IFMT "%*[^\n] ", &print_iter, &eps,
&tol, &max_iter);

#else
scanf("%" NAG_IFMT "%lf%lf%" NAG_IFMT "%*[^\n] ", &print_iter, &eps,

&tol, &max_iter);
#endif
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/* Calculate IP */
for (ip = 0, i = 0; i < m; i++)

ip += (isx[i] > 0);
if (mean == Nag_MeanInclude)

ip++;
/* ... End of setting variables required by the regression */

/* Set variables required by data sampling routine (g05pwc) ... */

/* Read in the base generator information and seed */
#ifdef _WIN32

scanf_s("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid,
(unsigned)_countof(cgenid), &subid, &seed[0]);

#else
scanf("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", cgenid, &subid, &seed[0]);

#endif
genid = (Nag_BaseRNG) nag_enum_name_to_value(cgenid);

/* Initial call to g05kfc to get size of STATE array */
lstate = 0;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

NAGERR_DEFAULT);

/* Allocate state array */
if (!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence using g05kfc */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate,

NAGERR_DEFAULT);

/* Read in the size of the training set required */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nt);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nt);
#endif

/* Read in the number of sub-samples we will use */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nsamp);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nsamp);
#endif

/* ... End of setting variables required by data sampling routine */

/* Set variables required by prediction routine (g02gpc) ... */

/* Regression is performed using g02gbc so error structure is binomial */
errfn = Nag_Binomial;

/* This example does not use the predicted standard errors, so */
/* it doesn’t matter what VFOBS is set to */
vfobs = Nag_FALSE;
/* The error and link being used in the linear model don’t use scale */
/* and ex_power so they can be set to anything */
ex_power = 0.0;
scale = 0.0;
/* ... End of setting variables required by prediction routine */

/* Calculate the size of the validation dataset */
nv = n - nt;

/* Allocate arrays */
pdv = n;
if (!(b = NAG_ALLOC(ip, double)) ||

!(se = NAG_ALLOC(ip, double)) ||
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!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(v = NAG_ALLOC(n * pdv, double)) ||
!(eta = NAG_ALLOC(nv, double)) ||
!(seeta = NAG_ALLOC(nv, double)) ||
!(pred = NAG_ALLOC(nv, double)) || !(sepred = NAG_ALLOC(nv, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize counts */
tp = tn = fp = fn = 0;

/* Loop over each sample */
for (samp = 1; samp <= nsamp; samp++)
{

/* Use g05pwc to split the data into training and validation datasets */
nag_rand_subsamp_xyw(nt, n, m, sordx, x, pdx, y, t, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_subsamp_xyw (g05pwc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Call g02gbc to fit generalized linear model, with Binomial */
/* errors to training data */
nag_glm_binomial(link, mean, nt, x, pdx, m, isx, ip, y, t, wt,

offset, &dev, &df, b, &rank, se, cov, v, pdv,
tol, max_iter, print_iter, "", eps, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_binomial (g02gbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Call g02gpc to predict the response for the observations in the */
/* validation dataset */
/* We want to start passing X and T at the (NT+1)th observation, */
/* These start at (i,j)=(nt+1,1), hence the (nt*pdx+0)th element */
/* of X and the nt’th element of T */
nag_glm_predict(errfn, link, mean, nv, &x[nt * pdx], pdx, m, isx, ip,

&t[nt], offset, wt, scale, ex_power, b, cov, vfobs, eta,
seeta, pred, sepred, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_predict (g02gpc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Count the true/false positives/negatives */
for (i = 0; i < nv; i++) {

obs_val = (Integer) y[nt + i];
pred_val = (pred[i] >= 0.5 ? 1 : 0);
if (obs_val) {

/* Positive */
if (pred_val) {

/* True positive */
tp++;

}
else {

/* False Negative */
fn++;

}
}
else {

/* Negative */
if (pred_val) {

/* False positive */
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fp++;
}
else {

/* True negative */
tn++;

}
}

}
}

/* Display results */
np = tp + fn;
nn = fp + tn;
printf(" Observed\n");
printf(" --------------------------\n");
printf(" Predicted | Negative Positive Total\n");
printf(" --------------------------------------\n");
printf(" Negative | %5" NAG_IFMT " %5" NAG_IFMT " %5" NAG_IFMT

"\n", tn, fn, tn + fn);
printf(" Positive | %5" NAG_IFMT " %5" NAG_IFMT " %5" NAG_IFMT

"\n", fp, tp, fp + tp);
printf(" Total | %5" NAG_IFMT " %5" NAG_IFMT " %5" NAG_IFMT

"\n", nn, np, nn + np);
printf("\n");

if (np != 0) {
printf(" True Positive Rate (Sensitivity): %4.2f\n",

(double) tp / (double) np);
}
else {

printf(" True Positive Rate (Sensitivity): No positives in data\n");
}
if (nn != 0) {

printf(" True Negative Rate (Specificity): %4.2f\n",
(double) tn / (double) nn);

}
else {

printf(" True Negative Rate (Specificity): No negatives in data\n");
}

END:

NAG_FREE(isx);
NAG_FREE(state);
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(eta);
NAG_FREE(pred);
NAG_FREE(se);
NAG_FREE(seeta);
NAG_FREE(sepred);
NAG_FREE(t);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(v);
NAG_FREE(offset);
NAG_FREE(wt);

return (exit_status);
}

9.2 Program Data

nag_rand_subsamp_xyw (g05pwc) Example Program Data
Nag_Logistic Nag_MeanInclude 40 4 :: link, mean, n, m
0.0 -0.1 0.0 1.0 0.0 1.0
0.4 -1.1 1.0 1.0 1.0 1.0

-0.5 0.2 1.0 0.0 0.0 1.0
0.6 1.1 1.0 0.0 0.0 1.0

-0.3 -1.0 1.0 1.0 0.0 1.0
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2.8 -1.8 0.0 1.0 0.0 1.0
0.4 -0.7 0.0 1.0 1.0 1.0

-0.4 -0.3 1.0 0.0 1.0 1.0
0.5 -2.6 0.0 0.0 1.0 1.0

-1.6 -0.3 1.0 1.0 0.0 1.0
0.4 0.6 1.0 0.0 0.0 1.0

-1.6 0.0 1.0 1.0 1.0 1.0
0.0 0.4 1.0 1.0 1.0 1.0

-0.1 0.7 1.0 1.0 0.0 1.0
-0.2 1.8 1.0 1.0 0.0 1.0
-0.9 0.7 1.0 1.0 0.0 1.0
-1.1 -0.5 1.0 1.0 0.0 1.0
-0.1 -2.2 1.0 1.0 1.0 1.0
-1.8 -0.5 1.0 1.0 1.0 1.0
-0.8 -0.9 0.0 1.0 1.0 1.0
1.9 -0.1 1.0 1.0 1.0 1.0
0.3 1.4 1.0 1.0 0.0 1.0
0.4 -1.2 1.0 0.0 1.0 1.0
2.2 1.8 1.0 0.0 1.0 1.0
1.4 -0.4 0.0 1.0 1.0 1.0
0.4 2.4 1.0 1.0 0.0 1.0

-0.6 1.1 1.0 1.0 0.0 1.0
1.4 -0.6 1.0 1.0 1.0 1.0

-0.1 -0.1 0.0 0.0 0.0 1.0
-0.6 -0.4 0.0 0.0 0.0 1.0
0.6 -0.2 1.0 1.0 1.0 1.0

-1.8 -0.3 1.0 1.0 1.0 1.0
-0.3 1.6 1.0 1.0 0.0 1.0
-0.6 0.8 0.0 1.0 0.0 1.0
0.3 -0.5 0.0 0.0 1.0 1.0
1.6 1.4 1.0 1.0 0.0 1.0

-1.1 0.6 1.0 1.0 0.0 1.0
-0.3 0.6 1.0 1.0 0.0 1.0
-0.6 0.1 1.0 1.0 0.0 1.0
1.0 0.6 1.0 1.0 1.0 1.0 :: End of x, y, t
1 1 1 1 :: isx

0 0.0 0.0 0 :: print_iter,eps,tol,max_iter
Nag_MRG32k3a 0 42321 :: genid, subid, seed
32 :: nt
10 :: nsamp

9.3 Program Results

nag_rand_subsamp_xyw (g05pwc) Example Program Results

Observed
--------------------------

Predicted | Negative Positive Total
--------------------------------------
Negative | 38 20 58
Positive | 8 14 22
Total | 46 34 80

True Positive Rate (Sensitivity): 0.41
True Negative Rate (Specificity): 0.83
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NAG Library Function Document

nag_rand_orthog_matrix (g05pxc)

1 Purpose

nag_rand_orthog_matrix (g05pxc) generates a random orthogonal matrix.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_orthog_matrix (Nag_SideType side, Nag_InitializeA init,
Integer m, Integer n, Integer state[], double a[], Integer pda,
NagError *fail)

3 Description

nag_rand_orthog_matrix (g05pxc) pre- or post-multiplies an m by n matrix A by a random orthogonal
matrix U , overwriting A. The matrix A may optionally be initialized to the identity matrix before
multiplying by U, hence U is returned. U is generated using the method of Stewart (1980). The
algorithm can be summarised as follows.

Let x1; x2; . . . ; xn�1 follow independent multinormal distributions with zero mean and variance I�2 and

dimensions n; n� 1; . . . ; 2; let Hj ¼ diag Ij�1; H
�
j

� �
, where Ij�1 is the identity matrix and H�j is the

Householder transformation that reduces xj to rjje1, e1 being the vector with first element one and the
remaining elements zero and rjj being a scalar, and let D ¼ diag sign r11ð Þ; sign r22ð Þ; . . . ; sign rnnð Þð Þ.
Then the product U ¼ DH1H2 . . .Hn�1 is a random orthogonal matrix distributed according to the Haar
measure over the set of orthogonal matrices of n. See Theorem 3.3 in Stewart (1980).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_orthog_matrix (g05pxc).

4 References

Stewart G W (1980) The efficient generation of random orthogonal matrices with an application to
condition estimates SIAM J. Numer. Anal. 17 403–409

5 Arguments

1: side – Nag_SideType Input

On entry: indicates whether the matrix A is multiplied on the left or right by the random
orthogonal matrix U .

side ¼ Nag LeftSide
The matrix A is multiplied on the left, i.e., premultiplied.

side ¼ Nag RightSide
The matrix A is multiplied on the right, i.e., post-multiplied.

Constraint: side ¼ Nag LeftSide or Nag RightSide.
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2: init – Nag_InitializeA Input

On entry: indicates whether or not a should be initialized to the identity matrix.

init ¼ Nag InitializeI
a is initialized to the identity matrix.

init ¼ Nag InputA
a is not initialized and the matrix A must be supplied in a.

Constraint: init ¼ Nag InitializeI or Nag InputA.

3: m – Integer Input

On entry: m, the number of rows of the matrix A.

Constraints:

if side ¼ Nag LeftSide, m > 1;
otherwise m 	 1.

4: n – Integer Input

On entry: n, the number of columns of the matrix A.

Constraints:

if side ¼ Nag RightSide, n > 1;
otherwise n 	 1.

5: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

6: a½m� pda� – double Input/Output

On entry: if init ¼ Nag InputA, a must contain the matrix A, with the i; jð Þth element of A
stored in a½ i� 1ð Þ � pdaþ j� 1�.
On ex i t : t he mat r ix UA when side ¼ Nag LeftSide or the mat r ix AU when
side ¼ Nag RightSide.

7: pda – Integer Input

On entry: the stride separating matrix column elements in the array a.

Constraint: pda 	 n.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, side ¼ valueh i and m ¼ valueh i.
Constraint: if side ¼ Nag LeftSide, m > 1;
otherwise m 	 1.

On entry, side ¼ valueh i and n ¼ valueh i.
Constraint: if side ¼ Nag RightSide, n > 1;
otherwise n 	 1.

NE_INT

On entry, pda ¼ valueh i.
Constraint: pda > 0.

NE_INT_2

On entry, pda ¼ valueh i and n ¼ valueh i.
Constraint: pda 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The maximum error in UTU should be a modest multiple of machine precision (see Chapter x02).

8 Parallelism and Performance

nag_rand_orthog_matrix (g05pxc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_orthog_matrix (g05pxc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

Following initialization of the pseudorandom number generator by a call to nag_rand_init_repeatable
(g05kfc), a 4 by 4 orthogonal matrix is generated using the init ¼ Nag InitializeI option and the result
printed.

10.1 Program Text

/* nag_rand_orthog_matrix (g05pxc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define A(I, J) a[I*pda + J]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, a_size;
Integer *state = 0;
Integer pda;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *a = 0;

/* Set the size of the matrix to be generated */
Integer n = 4;
Integer m = 4;

/* Set A to the identity matrix on input */
Nag_InitializeA init = Nag_InitializeI;

/* Multiple on the right hand side */
Nag_SideType side = Nag_RightSide;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_orthog_matrix (g05pxc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

pda = n;
a_size = pda * m;

/* Allocate arrays */
if (!(a = NAG_ALLOC(a_size, double)) ||

!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the random orthogonal matrix */
nag_rand_orthog_matrix(side, init, m, n, state, a, pda, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_orthog_matrix (g05pxc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
for (i = 0; i < m; i++) {

printf(" ");
for (j = 0; j < n; j++)

printf("%8.3f%s", A(i, j), (j + 1) % 4 ? " " : "\n");
if (n % 4)

printf("\n");
}

END:
NAG_FREE(a);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_orthog_matrix (g05pxc) Example Program Results

0.176 0.740 -0.307 -0.572
0.659 -0.578 -0.219 -0.428
0.668 0.317 0.608 0.290

-0.297 -0.132 0.699 -0.637
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NAG Library Function Document

nag_rand_corr_matrix (g05pyc)

1 Purpose

nag_rand_corr_matrix (g05pyc) generates a random correlation matrix with given eigenvalues.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_corr_matrix (Integer n, const double d[], double eps,
Integer state[], double c[], Integer pdc, NagError *fail)

3 Description

Given n eigenvalues, �1; �2; . . . ; �n, such thatXn
i¼1
�i ¼ n

and

�i 	 0; i ¼ 1; 2; . . . ; n;

nag_rand_corr_matrix (g05pyc) will generate a random correlation matrix, C, of dimension n, with
eigenvalues �1; �2; . . . ; �n.

The method used is based on that described by Lin and Bendel (1985). Let D be the diagonal matrix
with values �1; �2; . . . ; �n and let A be a random orthogonal matrix generated by nag_rand_orthog_ma
trix (g05pxc) then the matrix C0 ¼ ADAT is a random covariance matrix with eigenvalues
�1; �2; . . . ; �n. The matrix C0 is transformed into a correlation matrix by means of n� 1 elementary
rotation matrices Pi such that C ¼ Pn�1Pn�2 . . .P1C0P

T
1 . . .PT

n�2P
T
n�1. The restriction on the sum of

eigenvalues implies that for any diagonal element of C0 > 1, there is another diagonal element < 1.
The Pi are constructed from such pairs, chosen at random, to produce a unit diagonal element
corresponding to the first element. This is repeated until all diagonal elements are 1 to within a given
tolerance �.

The randomness of C should be interpreted only to the extent that A is a random orthogonal matrix and
C is computed from A using the Pi which are chosen as arbitrarily as possible.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_corr_matrix (g05pyc).

4 References

Lin S P and Bendel R B (1985) Algorithm AS 213: Generation of population correlation on matrices
with specified eigenvalues Appl. Statist. 34 193–198

5 Arguments

1: n – Integer Input

On entry: n, the dimension of the correlation matrix to be generated.

Constraint: n 	 1.
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2: d½n� – const double Input

On entry: the n eigenvalues, �i, for i ¼ 1; 2; . . . ; n.

Constraints:

d½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;Xn
i¼1

d½i� 1� ¼ n to within eps.

3: eps – double Input

On entry: the maximum acceptable error in the diagonal elements.

Suggested value: eps ¼ 0:00001.

Constraint: eps 	 n�machine precision (see Chapter x02).

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: c½n� pdc� – double Output

On exit: a random correlation matrix, C, of dimension n.

6: pdc – Integer Input

On entry: the stride separating row elements of the matrix C in the array c.

Constraint: pdc 	 n.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_DIAG_ELEMENTS

The diagonals of the returned matrix are not unity, try increasing the value of eps, or rerun the
code using a different seed.

NE_EIGVAL_SUM

On entry, the eigenvalues do not sum to n.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

On entry, pdc ¼ valueh i.
Constraint: pdc > 0.

NE_INT_2

On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NEGATIVE_EIGVAL

On entry, an eigenvalue is negative.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, eps ¼ valueh i.
Constraint: eps 	 n�machine precision.

7 Accuracy

The maximum error in a diagonal element is given by eps.

8 Parallelism and Performance

nag_rand_corr_matrix (g05pyc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_corr_matrix (g05pyc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_corr_matrix (g05pyc) is approximately proportional to n2.
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10 Example

Following initialization of the pseudorandom number generator by a call to nag_rand_init_repeatable
(g05kfc), a 3 by 3 correlation matrix with eigenvalues of 0:7, 0:9 and 1:4 is generated and printed.

10.1 Program Text

/* nag_rand_corr_matrix (g05pyc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define C(I, J) c[J*pdc + I]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, n, c_size;
Integer *state = 0;
Integer pdc;
/* NAG structures */
NagError fail;
/* Double scalar and array declarations */
double *c = 0, *d = 0;
/* Set tolerance */
double eps = 0.00001e0;
/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_corr_matrix (g05pyc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Read data from a file */
/* Skip heading */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
/* Read in initial parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
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#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif

pdc = n;
c_size = pdc * n;

/* Allocate arrays */
if (!(c = NAG_ALLOC(c_size, double)) ||

!(d = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the eigenvalues */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf ", &d[i]);

#else
scanf("%lf ", &d[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the correlation matrix */
nag_rand_corr_matrix(n, d, eps, state, c, pdc, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_corr_matrix (g05pyc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
for (i = 0; i < n; i++) {

printf(" ");
for (j = 0; j < n; j++)

printf("%8.3f%s", C(i, j), (j + 1) % 10 ? " " : "\n");
if (n % 10)

printf("\n");
}

END:
NAG_FREE(c);
NAG_FREE(d);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

nag_rand_corr_matrix (g05pyc) Example Program Data
3
0.7 0.9 1.4
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10.3 Program Results

nag_rand_corr_matrix (g05pyc) Example Program Results

1.000 -0.255 -0.100
-0.255 1.000 0.234
-0.100 0.234 1.000
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NAG Library Function Document

nag_rand_2_way_table (g05pzc)

1 Purpose

nag_rand_2_way_table (g05pzc) generates a random two-way table.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_2_way_table (Nag_ModeRNG mode, Integer nrow, Integer ncol,
const Integer totr[], const Integer totc[], double r[], Integer lr,
Integer state[], Integer x[], Integer pdx, NagError *fail)

3 Description

Given m row totals Ri and n column totals Cj (with
Xm
i¼1
Ri ¼

Xn
j¼1

Cj ¼ T , say), nag_rand_2_way_table

(g05pzc) will generate a pseudorandom two-way table of integers such that the row and column totals
are satisfied.

The method used is based on that described by Patefield (1981) which is most efficient when T is large
relative to the number of table entries m� n (i.e., T > 2mn). Entries are generated one row at a time
and one entry at a time within a row. Each entry is generated using the conditional probability
distribution for that entry given the entries in the previous rows and the previous entries in the same
row.

A reference vector is used to store computed values that can be reused in the generation of new tables
with the same row and column totals. nag_rand_2_way_table (g05pzc) can be called to simply set up
the reference vector, or to generate a two-way table using a reference vector set up in a previous call, or
it can combine both functions in a single call.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_2_way_table (g05pzc).

4 References

Patefield W M (1981) An efficient method of generating R� C tables with given row and column totals
Appl. Stats. 30 91–97

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate two-way table using reference vector set up in a prior call to nag_rand_2_way_
table (g05pzc).
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mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate two-way table.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference o r
Nag InitializeAndGenerate.

2: nrow – Integer Input

On entry: m, the number of rows in the table.

Constraint: nrow 	 2.

3: ncol – Integer Input

On entry: n, the number of columns in the table.

Constraint: ncol 	 2.

4: totr½nrow� – const Integer Input

On entry: the m row totals, Ri, for i ¼ 1; 2; . . . ;m.

Constraints:

totr½i � 1� 	 0, for i ¼ 1; 2; . . . ;m;Xm
i¼1

totr½i� 1� ¼
Xn
j¼1

totc½j� 1�;P
itotr½i � 1� > 0, for i ¼ 1; 2; . . . ;m.

5: totc½ncol� – const Integer Input

On entry: the n column totals, Cj , for j ¼ 1; 2; . . . ; n.

Constraints:

totc½j � 1� 	 0, for j ¼ 1; 2; . . . ; n;Xn
j¼1

totc½j� 1� ¼
Xm
i¼1

totr½i� 1�.

6: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_2_way_table (g05pzc).

On exit: the reference vector.

7: lr – Integer Input

On entry: the dimension of the array r.

Constraint: lr 	
Xm
i¼1

totr½i� 1� þ 5.

8: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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9: x½nrow� pdx� – Integer Output

On exit: if mode ¼ Nag GenerateFromReference or Nag InitializeAndGenerate, a pseudorandom
two-way m by n table, X, with element x½ i� 1ð Þ � pdxþ j� 1� containing the i; jð Þth entry in

t h e t a b l e s u c h t h a t
Xm
i¼1

x½ i� 1ð Þ � pdxþ j� 1� ¼ totc½j� 1� a n d

Xn
j¼1

x½ i� 1ð Þ � pdxþ j� 1� ¼ totr½i� 1�

10: pdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: pdx 	 ncol.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, ncol ¼ valueh i.
Constraint: ncol 	 2.

On entry, nrow ¼ valueh i.
Constraint: nrow 	 2.

NE_INT_2

On entry, pdx ¼ valueh i and ncol ¼ valueh i.
Constraint: pdx 	 ncol.

NE_INT_ARRAY

On entry, at least one element of totr is negative or totr sums to zero.

On entry, totc has at least one negative element.

NE_INT_ARRAY_2

On entry, the arrays totr and totc do not sum to the same total: totr array total is valueh i, totc
array total is valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

nrow or ncol is not the same as when r was set up in a previous call.
Previous value of nrow ¼ valueh i and nrow ¼ valueh i.
Previous value of ncol ¼ valueh i and ncol ¼ valueh i.

7 Accuracy

None.

8 Parallelism and Performance

nag_rand_2_way_table (g05pzc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

Following initialization of the pseudorandom number generator by a call to nag_rand_init_repeatable
(g05kfc), this example generates and prints a 4 by 3 two-way table, with row totals of 9, 11, 7 and 23
respectively, and column totals of 16, 17 and 17 respectively.

10.1 Program Text

/* nag_rand_2_way_table (g05pzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[I*pdx + J]

int main(void)
{

/* Integer scalar and array declarations */
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Integer exit_status = 0;
Integer lr, i, j, lstate, rctot, x_size;
Integer *state = 0, *x = 0;
Integer pdx;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0;

/* Set the size of the table and the row and column totals */
Integer nrow = 3;
Integer ncol = 4;
Integer totr[] = { 16, 17, 17 };
Integer totc[] = { 9, 11, 7, 23 };

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_2_way_table (g05pzc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the grand total */
for (i = 0, rctot = 0; i < nrow; i++)

rctot += totr[i];

/* Calculate the size of the reference vector */
lr = 5 + rctot;

pdx = ncol;
x_size = pdx * nrow;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) ||
!(x = NAG_ALLOC(x_size, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the random table */
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mode = Nag_InitializeAndGenerate;
nag_rand_2_way_table(mode, nrow, ncol, totr, totc, r, lr, state, x, pdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_2_way_table (g05pzc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
for (i = 0; i < nrow; i++) {

printf(" ");
for (j = 0; j < ncol; j++)

printf("%4" NAG_IFMT "%s", X(i, j), (j + 1) % ncol ? " " : " | ");
printf("%5" NAG_IFMT "", totr[i]);
printf("\n");

}
printf(" -------------------+-------\n ");
for (j = 0; j < ncol; j++)

printf("%4" NAG_IFMT "%s", totc[j], (j + 1) % ncol ? " " : " | ");
printf("%5" NAG_IFMT "", rctot);
printf("\n");

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_2_way_table (g05pzc) Example Program Results

2 6 2 6 | 16
4 1 4 8 | 17
3 4 1 9 | 17

-------------------+-------
9 11 7 23 | 50
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NAG Library Function Document

nag_rand_copula_students_t (g05rcc)

1 Purpose

nag_rand_copula_students_t (g05rcc) sets up a reference vector and generates an array of
pseudorandom numbers from a Student's t copula with � degrees of freedom and covariance matrix
�
��2C .

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_copula_students_t (Nag_OrderType order, Nag_ModeRNG mode,
Integer n, Integer df, Integer m, const double c[], Integer pdc,
double r[], Integer lr, Integer state[], double x[], Integer pdx,
NagError *fail)

3 Description

The Student's t copula, G, is defined by

G u1; u2; . . . ; um;Cð Þ ¼ Tm�;C t�1�;C11
u1ð Þ; t�1�;C22

u2ð Þ; . . . ; t�1�;Cmm
umð Þ

� �
where m is the number of dimensions, Tm�;C is the multivariate Student's t density function with �

degrees of freedom, mean zero and covariance matrix �
��2C and t�1�;Cii

is the inverse of the univariate
Student's t density function with � degrees of freedom, zero mean and variance �

��2Cii .

nag_rand_matrix_multi_students_t (g05ryc) is used to generate a vector from a multivariate Student's t
distribution and nag_prob_students_t (g01ebc) is used to convert each element of that vector into a
uniformly distributed value between zero and one.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_copula_students_t (g05rcc).

4 References

Nelsen R B (1998) An Introduction to Copulas. Lecture Notes in Statistics 139 Springer

Sklar A (1973) Random variables: joint distribution functions and copulas Kybernetika 9 499–460

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_copula_stu
dents_t (g05rcc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference o r
Nag InitializeAndGenerate.

3: n – Integer Input

On entry: n, the number of random variates required.

Constraint: n 	 0.

4: df – Integer Input

On entry: �, the number of degrees of freedom of the distribution.

Constraint: df 	 3.

5: m – Integer Input

On entry: m, the number of dimensions of the distribution.

Constraint: m > 0.

6: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least pdc�m.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: matrix which, along with df, defines the covariance of the distribution. Only the upper
triangle need be set.

Constraint: C must be positive semidefinite to machine precision.

7: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraint: pdc 	 m.

8: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector as set up by
nag_rand_copula_students_t (g05rcc) in a previous call with mode ¼ Nag InitializeReference
or Nag InitializeAndGenerate.

On exit: if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, the reference vector
that can be used in subsequent calls to nag_rand_copula_students_t (g05rcc) with
mode ¼ Nag GenerateFromReference.
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9: lr – Integer Input

On entry: the dimension of the array r. If mode ¼ Nag GenerateFromReference, it must be the
same as the value of lr specified in the prior call to nag_rand_copula_students_t (g05rcc) with
mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

Constraint: lr 	 m� mþ 1ð Þ þ 2.

10: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

11: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the array of values from a multivariate Student's t copula, with X i; jð Þ holding the jth
dimension for the ith variate.

12: pdx – Integer Input

On entry: the stride used in the array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 3.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
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On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, the covariance matrix C is not positive semidefinite to machine precision.

NE_PREV_CALL

m is not the same as when r was set up in a previous call.
Previous value of m ¼ valueh i and m ¼ valueh i.

7 Accuracy

See Section 7 in nag_rand_matrix_multi_students_t (g05ryc) for an indication of the accuracy of the
underlying multivariate Student's t-distribution.

8 Parallelism and Performance

nag_rand_copula_students_t (g05rcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_copula_students_t (g05rcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_copula_students_t (g05rcc) is of order nm3.
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It is recommended that the diagonal elements of C should not differ too widely in order of magnitude.
This may be achieved by scaling the variables if necessary. The actual matrix decomposed is
C þ E ¼ LLT, where E is a diagonal matrix with small positive diagonal elements. This ensures that,
even when C is singular, or nearly singular, the Cholesky factor L corresponds to a positive definite
covariance matrix that agrees with C within machine precision.

10 Example

This example prints ten pseudorandom observations from a Student's t copula with ten degrees of
freedom and C matrix

1:69 0:39 �1:86 0:07
0:39 98:01 �7:07 �0:71
�1:86 �7:07 11:56 0:03
0:07 �0:71 0:03 0:01

264
375;

generated by nag_rand_copula_students_t (g05rcc). All ten observations are generated by a single call
to nag_rand_copula_students_t (g05rcc) with mode ¼ Nag InitializeAndGenerate. The random number
generator is initialized by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_copula_students_t (g05rcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[(order == Nag_ColMajor)?(J*pdx + I):(I*pdx + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, lr, x_size;
Integer *state = 0;
Integer pdx;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0, *x = 0;

/* Use column major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer m = 4;
Integer n = 10;

/* Input the covariance matrix */
double c[] = { 1.69e0, 0.39e0, -1.86e0, 0.07e0,

0.39e0, 98.01e0, -7.07e0, -0.71e0,
-1.86e0, -7.07e0, 11.56e0, 0.03e0,
0.07e0, -0.71e0, 0.03e0, 0.01e0

};
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Integer pdc = 4;

/* Set the degrees of freedom */
Integer df = 10;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_copula_students_t (g05rcc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdx = (order == Nag_ColMajor) ? n : m;
x_size = (order == Nag_ColMajor) ? pdx * m : pdx * n;

/* Calculate the size of the reference vector */
lr = m * m + m + 2;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(x = NAG_ALLOC(x_size, double)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up reference vector and generate variates */
mode = Nag_InitializeAndGenerate;
nag_rand_copula_students_t(order, mode, n, df, m, c, pdc, r, lr, state,

x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_copula_students_t (g05rcc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

printf(" ");
for (j = 0; j < m; j++)

printf("%9.4f%s", X(i, j), (j + 1) % 10 ? " " : "\n");
if (m % 10)

printf("\n");
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}

END:
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_copula_students_t (g05rcc) Example Program Results

0.6445 0.0527 0.4082 0.8876
0.0701 0.1988 0.8471 0.3521
0.7988 0.6664 0.2194 0.5541
0.8202 0.0492 0.7059 0.9341
0.1786 0.5594 0.7810 0.2836
0.4920 0.2677 0.3427 0.5169
0.4139 0.2978 0.8762 0.7145
0.7437 0.9714 0.8931 0.2487
0.4971 0.9687 0.8142 0.1965
0.6464 0.5304 0.5817 0.4565
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NAG Library Function Document

nag_rand_copula_normal (g05rdc)

1 Purpose

nag_rand_copula_normal (g05rdc) sets up a reference vector and generates an array of pseudorandom
numbers from a Normal (Gaussian) copula with covariance matrix C.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_copula_normal (Nag_OrderType order, Nag_ModeRNG mode,
Integer n, Integer m, const double c[], Integer pdc, double r[],
Integer lr, Integer state[], double x[], Integer pdx, NagError *fail)

3 Description

The Gaussian copula, G, is defined by

G u1; u2; . . . ; um;Cð Þ ¼ �C 
�1C11
u1ð Þ; 
�1C22

u2ð Þ; . . . ; 
�1Cmm
umð Þ

� �
where m is the number of dimensions, �C is the multivariate Normal density function with mean zero
and covariance matrix C and 
�1Cii

is the inverse of the univariate Normal density function with mean
zero and variance Cii.

nag_rand_matrix_multi_normal (g05rzc) is used to generate a vector from a multivariate Normal
distribution and nag_prob_normal (g01eac) is used to convert each element of that vector into a
uniformly distributed value between zero and one.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_copula_normal (g05rdc).

4 References

Nelsen R B (1998) An Introduction to Copulas. Lecture Notes in Statistics 139 Springer

Sklar A (1973) Random variables: joint distribution functions and copulas Kybernetika 9 499–460

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.
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mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_copula_normal
(g05rdc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference o r
Nag InitializeAndGenerate.

3: n – Integer Input

On entry: n, the number of random variates required.

Constraint: n 	 0.

4: m – Integer Input

On entry: m, the number of dimensions of the distribution.

Constraint: m > 0.

5: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least pdc�m.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the covariance matrix of the distribution. Only the upper triangle need be set.

Constraint: C must be positive semidefinite to machine precision.

6: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraint: pdc 	 m.

7: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector as set up by
nag_rand_copula_normal (g05rdc) in a previous call with mode ¼ Nag InitializeReference or
Nag InitializeAndGenerate.

On exit: if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, the reference vector
that can be used in subsequent calls to nag_rand_copula_normal (g05rdc) with
mode ¼ Nag GenerateFromReference.

8: lr – Integer Input

On entry: the dimension of the array r. If mode ¼ Nag GenerateFromReference, it must be the
same as the value of lr specified in the prior call to nag_rand_copula_normal (g05rdc) with
mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

Constraint: lr 	 m� mþ 1ð Þ þ 1.

9: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).
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On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

10: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the array of values from a multivariate Gaussian copula, with X i; jð Þ holding the jth
dimension for the ith variate.

11: pdx – Integer Input

On entry: the stride used in the array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, the covariance matrix C is not positive semidefinite to machine precision.

NE_PREV_CALL

m is not the same as when r was set up in a previous call.
Previous value of m ¼ valueh i and m ¼ valueh i.

7 Accuracy

See Section 7 in nag_rand_matrix_multi_normal (g05rzc) for an indication of the accuracy of the
underlying multivariate Normal distribution.

8 Parallelism and Performance

nag_rand_copula_normal (g05rdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_copula_normal (g05rdc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_copula_normal (g05rdc) is of order nm3.

It is recommended that the diagonal elements of C should not differ too widely in order of magnitude.
This may be achieved by scaling the variables if necessary. The actual matrix decomposed is
C þ E ¼ LLT, where E is a diagonal matrix with small positive diagonal elements. This ensures that,
even when C is singular, or nearly singular, the Cholesky factor L corresponds to a positive definite
covariance matrix that agrees with C within machine precision.
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10 Example

This example prints ten pseudorandom observations from a Normal copula with covariance matrix

1:69 0:39 �1:86 0:07
0:39 98:01 �7:07 �0:71
�1:86 �7:07 11:56 0:03
0:07 �0:71 0:03 0:01

264
375;

generated by nag_rand_copula_normal (g05rdc). All ten observations are generated by a single call to
nag_rand_copula_normal (g05rdc) with mode ¼ Nag InitializeAndGenerate. The random number
generator is initialized by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_copula_normal (g05rdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[(order == Nag_ColMajor)?(J*pdx + I):(I*pdx + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, lr, x_size;
Integer *state = 0;
Integer pdx;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0, *x = 0;

/* Use column major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer m = 4;
Integer n = 10;

/* Input the covariance matrix */
double c[] = { 1.69e0, 0.39e0, -1.86e0, 0.07e0,

0.39e0, 98.01e0, -7.07e0, -0.71e0,
-1.86e0, -7.07e0, 11.56e0, 0.03e0,
0.07e0, -0.71e0, 0.03e0, 0.01e0

};
Integer pdc = 4;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

g05 – Random Number Generators g05rdc

Mark 26 g05rdc.5



/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_copula_normal (g05rdc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdx = (order == Nag_ColMajor) ? n : m;
x_size = (order == Nag_ColMajor) ? pdx * m : pdx * n;

/* Calculate the size of the reference vector */
lr = m * m + m + 1;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(x = NAG_ALLOC(x_size, double)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up reference vector and generate variates */
mode = Nag_InitializeAndGenerate;
nag_rand_copula_normal(order, mode, n, m, c, pdc, r, lr, state, x, pdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_copula_normal (g05rdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
for (i = 0; i < n; i++) {

printf(" ");
for (j = 0; j < m; j++)

printf("%9.4f%s", X(i, j), (j + 1) % 10 ? " " : "\n");
if (m % 10)

printf("\n");
}

END:
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}
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10.2 Program Data

None.

10.3 Program Results

nag_rand_copula_normal (g05rdc) Example Program Results

0.6364 0.0517 0.4137 0.8817
0.1065 0.2461 0.7993 0.3806
0.7460 0.6313 0.2708 0.5421
0.7983 0.0564 0.6868 0.9234
0.1046 0.5790 0.8533 0.2208
0.4925 0.2784 0.3513 0.5158
0.3843 0.2349 0.9472 0.7801
0.7871 0.9941 0.9403 0.2044
0.4982 0.9015 0.7176 0.2914
0.6717 0.5359 0.5961 0.4487
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NAG Library Function Document

nag_rand_bivariate_copula_clayton (g05rec)

1 Purpose

nag_rand_bivariate_copula_clayton (g05rec) generates pseudorandom uniform bivariates with joint
distribution of a Clayton/Cook–Johnson Archimedean copula.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bivariate_copula_clayton (Nag_OrderType order,
Integer state[], double theta, Integer n, double x[], Integer pdx,
Integer sdx, NagError *fail)

3 Description

Generates pseudorandom uniform bivariates u1; u2f g 2 0; 1ð �2 whose joint distribution is the Clayton/
Cook–Johnson Archimedean copula C� with parameter �, given by

C� ¼ max u1
�� þ u2�� � 1; 0

� �� ��1=�
; � 2 �1;1ð Þ n 0f g

with the special cases:

C�1 ¼ max u1 þ u2 � 1; 0ð Þ, the Fréchet–Hoeffding lower bound;

C0 ¼ u1u2, the product copula;

C1 ¼ min u1; u2ð Þ, the Fréchet–Hoeffding upper bound.

The generation method uses conditional sampling.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_bivariate_copula_clayton (g05rec).

4 References

Nelsen R B (2006) An Introduction to Copulas (2nd Edition) Springer Series in Statistics

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).
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On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: theta – double Input

On entry: �, the copula parameter.

Constraint: theta 	 �1:0.

4: n – Integer Input

On entry: n, the number of bivariates to generate.

Constraint: n 	 0.

5: x½pdx� sdx� – double Output

Note: where X i; jð Þ appears in this document, it refers to the array element
x½ j� 1ð Þ � pdxþ i� 1�.
On exit: the n bivariate uniforms with joint distribution described by C�, with X i; jð Þ holding the
ith value for the jth dimension if order ¼ Nag ColMajor and the jth value for the ith dimension
if order ¼ Nag RowMajor.

6: pdx – Integer Input

On entry: the stride separating matrix row elements in the array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 2.

7: sdx – Integer Input

On entry: the secondary dimension of X.

Constraints:

if order ¼ Nag ColMajor, sdx 	 2;
if order ¼ Nag RowMajor, sdx 	 n.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.
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NE_INT_2

On entry, pdx must be at least valueh i: pdx ¼ valueh i.
On entry, sdx must be at least valueh i: sdx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, corrupt state argument.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, invalid theta: theta ¼ valueh i.
Constraint: theta 	 �1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bivariate_copula_clayton (g05rec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In practice, the need for numerical stability restricts the range of � such that:

if �þ 1ð Þ < �, the function returns pseudorandom uniform variates with C�1 joint distribution;

if �j j < 1:0� 10�6, the function returns pseudorandom uniform variates with C0 joint
distribution;

if � > ln �s= ln 1:0� 10�2
� �

, the function returns pseudorandom uniform variates with C1 joint
distribution;

where �s is the safe-range parameter, the value of which is returned by nag_real_safe_small_number
(X02AMC); and � is the machine precision returned by nag_machine_precision (X02AJC).

10 Example

This example generates thirteen variates for copula C�0:8.
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10.1 Program Text

/* nag_rand_bivariate_copula_clayton (g05rec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[order == Nag_ColMajor?((J-1)*pdx + I-1):((I-1)*pdx + J-1)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate, pdx, sdx;
Integer *state = 0;

/* Double scalar and array declarations */
double *x = 0;

/* NAG structures */
NagError fail;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variates */
Integer n = 13;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Set the theta parameter value */
double theta = -0.8e0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_bivariate_copula_clayton (g05rec) "
"Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set matrix size and principal dimension according to storage order */
pdx = (order == Nag_ColMajor) ? n : 2;
sdx = (order == Nag_ColMajor) ? 2 : n;

/* Allocate arrays */
if (!(x = NAG_ALLOC((pdx * sdx), double)) ||
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!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate variates */
nag_rand_bivariate_copula_clayton(order, state, theta, n, x, pdx, sdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from "
"nag_rand_bivariate_copula_clayton (g05rec).\n%s\n", fail.message);

exit_status = 1;
goto END;

}

/* Display the results */
printf("Uniform variates with copula joint distrbution\n");
for (i = 1; i <= n; i++) {

printf(" %9.6f %9.6f\n", X(i, 1), X(i, 2));
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bivariate_copula_clayton (g05rec) Example Program Results

Uniform variates with copula joint distrbution
0.640009 0.222257
0.115415 0.810119
0.748575 0.143920
0.800287 0.106173
0.113547 0.994596
0.497526 0.765548
0.390418 0.492506
0.789199 0.119611
0.503205 0.411606
0.674986 0.209262
0.060032 0.905477
0.265450 0.708476
0.627568 0.237012
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NAG Library Function Document

nag_rand_bivariate_copula_frank (g05rfc)

1 Purpose

nag_rand_bivariate_copula_frank (g05rfc) generates pseudorandom uniform bivariates with joint
distribution of a Frank Archimedean copula.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bivariate_copula_frank (Nag_OrderType order, Integer state[],
double theta, Integer n, double x[], Integer pdx, Integer sdx,
NagError *fail)

3 Description

Generates pseudorandom uniform bivariates u1; u2f g 2 0; 1½ �2 whose joint distribution is the Frank
Archimedean copula C� with parameter �, given by

C� ¼ �
1

�
ln 1þ

e��u1 � 1
� �

e��u2 � 1
� �

e�� � 1

� �
; � 2 �1;1ð Þ n 0f g

with the special cases:

C�1 ¼ max u1 þ u2 � 1; 0ð Þ, the Fréchet–Hoeffding lower bound;

C0 ¼ u1u2, the product copula;

C1 ¼ min u1; u2ð Þ, the Fréchet–Hoeffding upper bound.

The generation method uses conditional sampling.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_bivariate_copula_frank (g05rfc).

4 References

Nelsen R B (2006) An Introduction to Copulas (2nd Edition) Springer Series in Statistics

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
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state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: theta – double Input

On entry: �, the copula parameter.

4: n – Integer Input

On entry: n, the number of bivariates to generate.

Constraint: n 	 0.

5: x½pdx� sdx� – double Output

Note: where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the n bivariate uniforms with joint distribution described by C�, with X i; jð Þ holding the
ith value for the jth dimension if order ¼ Nag ColMajor and the jth value for the ith dimension
if order ¼ Nag RowMajor.

6: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 2.

7: sdx – Integer Input

On entry: the secondary dimension of x.

Constraints:

if order ¼ Nag ColMajor, sdx 	 2;
if order ¼ Nag RowMajor, sdx 	 n.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx must be at least valueh i: pdx ¼ valueh i.
On entry, sdx must be at least valueh i: sdx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, corrupt state argument.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bivariate_copula_frank (g05rfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In practice, the need for numerical stability restricts the range of � such that:

if � < ln �s, the function returns pseudorandom uniform variates with C�1 joint distribution;

if �j j < 1:0� 10�6, the function returns pseudorandom uniform variates with C0 joint
distribution;

if � > ln �, the function returns pseudorandom uniform variates with C1 joint distribution;

where �s is the safe-range parameter, the value of which is returned by nag_real_safe_small_number
(X02AMC); and � is the machine precision returned by nag_machine_precision (X02AJC).

10 Example

This example generates thirteen variates for copula C�12:0.
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10.1 Program Text

/* nag_rand_bivariate_copula_frank (g05rfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[order == Nag_ColMajor?((J-1)*pdx + I-1):((I-1)*pdx + J-1)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate, pdx, sdx;
Integer *state = 0;

/* Double scalar and array declarations */
double *x = 0;

/* NAG structures */
NagError fail;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variates */
Integer n = 13;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Set the theta parameter value */
double theta = -12.0e0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_bivariate_copula_frank (g05rfc) "
"Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set matrix size and principal dimension according to storage order */
pdx = (order == Nag_ColMajor) ? n : 2;
sdx = (order == Nag_ColMajor) ? 2 : n;

/* Allocate arrays */
if (!(x = NAG_ALLOC((pdx * sdx), double)) ||
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!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate variates */
nag_rand_bivariate_copula_frank(order, state, theta, n, x, pdx, sdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_bivariate_copula_frank (g05rfc).\n"
"%s\n", fail.message);

exit_status = 1;
goto END;

}

/* Display the results */
printf("Uniform variates with copula joint distrbution\n");
for (i = 1; i <= n; i++) {

printf(" %9.6f %9.6f\n", X(i, 1), X(i, 2));
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bivariate_copula_frank (g05rfc) Example Program Results

Uniform variates with copula joint distrbution
0.636373 0.141124
0.106480 0.896697
0.746035 0.184315
0.798270 0.125439
0.104592 0.998172
0.492451 0.690103
0.384260 0.625047
0.787070 0.165409
0.498187 0.529766
0.671703 0.290232
0.050537 0.955405
0.258030 0.818964
0.623806 0.301387
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NAG Library Function Document

nag_rand_bivariate_copula_plackett (g05rgc)

1 Purpose

nag_rand_bivariate_copula_plackett (g05rgc) generates pseudorandom uniform bivariates with joint
distribution of a Plackett copula.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bivariate_copula_plackett (Nag_OrderType order,
Integer state[], double theta, Integer n, double x[], Integer pdx,
Integer sdx, NagError *fail)

3 Description

Generates pseudorandom uniform bivariates u1; u2f g 2 0; 1½ �2 whose joint distribution is the Plackett
copula C� with parameter �, given by

C� ¼
1þ �� 1ð Þ u1 þ u2ð Þ½ � �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ �� 1ð Þ u1 þ u2ð Þ½ �2 � 4u1u2� �� 1ð Þ

q
2 �� 1ð Þ ; � 2 0;1ð Þ n 1f g

with the special cases:

C0 ¼ max u1 þ u2 � 1; 0ð Þ, the Fréchet–Hoeffding lower bound;

C1 ¼ u1u2, the product copula;

C1 ¼ min u1; u2ð Þ, the Fréchet–Hoeffding upper bound.

The generation method uses conditional sampling.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_bivariate_copula_plackett (g05rgc).

4 References

Nelsen R B (2006) An Introduction to Copulas (2nd Edition) Springer Series in Statistics

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
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state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: theta – double Input

On entry: �, the copula parameter.

Constraint: theta 	 0:0.

4: n – Integer Input

On entry: n, the number of bivariates to generate.

Constraint: n 	 0.

5: x½pdx� sdx� – double Output

Note: where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the n bivariate uniforms with joint distribution described by C�, with X i; jð Þ holding the
ith value for the jth dimension if order ¼ Nag ColMajor and the jth value for the ith dimension
if order ¼ Nag RowMajor.

6: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 2.

7: sdx – Integer Input

On entry: the secondary dimension of X.

Constraints:

if order ¼ Nag ColMajor, sdx 	 2;
if order ¼ Nag RowMajor, sdx 	 n.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx must be at least valueh i: pdx ¼ valueh i.
On entry, sdx must be at least valueh i: sdx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, corrupt state argument.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, invalid theta: theta ¼ valueh i.
Constraint: theta 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bivariate_copula_plackett (g05rgc) is threaded by NAG for parallel execution in multi-
threaded implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In practice, the need for numerical stability restricts the range of � such that:

if � < �s, the function returns pseudorandom uniform variates with C0 joint distribution;

if �� 1j j < �, the function returns pseudorandom uniform variates with C1 joint distribution;

if � > ��1=2s , the function returns pseudorandom uniform variates with C1 joint distribution;

where �s is the safe-range parameter, the value of which is returned by nag_real_safe_small_number
(X02AMC); and � is the machine precision returned by nag_machine_precision (X02AJC).

10 Example

This example generates thirteen variates for copula C2:0.
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10.1 Program Text

/* nag_rand_bivariate_copula_plackett (g05rgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[order == Nag_ColMajor?((J-1)*pdx + I-1):((I-1)*pdx + J-1)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate, pdx, sdx;
Integer *state = 0;

/* Double scalar and array declarations */
double *x = 0;

/* NAG structures */
NagError fail;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variates */
Integer n = 13;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Set the theta parameter value */
double theta = 2.0e0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_bivariate_copula_plackett (g05rgc) "
"Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set matrix size and principal dimension according to storage order */
pdx = (order == Nag_ColMajor) ? n : 2;
sdx = (order == Nag_ColMajor) ? 2 : n;

/* Allocate arrays */
if (!(x = NAG_ALLOC((pdx * sdx), double)) ||
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!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate variates */
nag_rand_bivariate_copula_plackett(order, state, theta, n, x, pdx, sdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_bivariate_copula_plackett (g05rgc)."
"\n%s\n", fail.message);

exit_status = 1;
goto END;

}

/* Display the results */
printf("Uniform variates with copula joint distrbution\n");
for (i = 1; i <= n; i++) {

printf(" %9.6f %9.6f\n", X(i, 1), X(i, 2));
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bivariate_copula_plackett (g05rgc) Example Program Results

Uniform variates with copula joint distrbution
0.636373 0.069548
0.106480 0.458594
0.746035 0.358630
0.798270 0.326669
0.104592 0.988775
0.492451 0.891998
0.384260 0.490260
0.787070 0.424763
0.498187 0.578279
0.671703 0.441908
0.050537 0.580173
0.258030 0.662903
0.623806 0.329071
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NAG Library Function Document

nag_rand_copula_clayton (g05rhc)

1 Purpose

nag_rand_copula_clayton (g05rhc) generates pseudorandom uniform variates with joint distribution of a
Clayton/Cook–Johnson Archimedean copula.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_copula_clayton (Nag_OrderType order, Integer state[],
double theta, Integer n, Integer m, double x[], Integer pdx,
Integer sdx, NagError *fail)

3 Description

Generates n pseudorandom uniform m-variates whose joint distribution is the Clayton/Cook–Johnson
Archimedean copula C�, given by

C� ¼ u��1 þ u��2 þ � � � þ u��m �mþ 1
� ��1=�

;
� 2 0;1ð Þ;
uj 2 0; 1ð �; j ¼ 1; . . .m;



with the special case:

C1 ¼ min u1; u2; . . . ; umð Þ, the Fréchet–Hoeffding upper bound.

The generation method uses mixture of powers.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_copula_clayton (g05rhc).

4 References

Marshall A W and Olkin I (1988) Families of multivariate distributions Journal of the American
Statistical Association 83 403

Nelsen R B (2006) An Introduction to Copulas (2nd Edition) Springer Series in Statistics

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

g05 – Random Number Generators g05rhc

Mark 26 g05rhc.1



On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: theta – double Input

On entry: �, the copula parameter.

Constraint: theta 	 1:0� 10�6.

4: n – Integer Input

On entry: n, the number of pseudorandom uniform variates to generate.

Constraint: n 	 0.

5: m – Integer Input

On entry: m, the number of dimensions.

Constraint: m 	 2.

6: x½pdx� sdx� – double Output

Note: where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the pseudorandom uniform variates with joint distribution described by C�, with X i; jð Þ
holding the ith value for the jth dimension if order ¼ Nag ColMajor and the jth value for the ith
dimension of order ¼ Nag RowMajor.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: sdx – Integer Input

On entry: the secondary dimension of X.

Constraints:

if order ¼ Nag ColMajor, sdx 	 m;
if order ¼ Nag RowMajor, sdx 	 n.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx must be at least valueh i: pdx ¼ valueh i.
On entry, sdx must be at least valueh i: sdx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, corrupt state argument.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, invalid theta: theta ¼ valueh i.
Constraint: theta 	 1:0� 10�6.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_copula_clayton (g05rhc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In practice, the need for numerical stability restricts the range of � such that:

the function requires � 	 1:0� 10�6;

if � > 200:0, the function returns pseudorandom uniform variates with C1 joint distribution.

10 Example

This example generates thirteen four-dimensional variates for copula C1:3.
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10.1 Program Text

/* nag_rand_copula_clayton (g05rhc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[order == Nag_ColMajor?((J-1)*pdx + I-1):((I-1)*pdx + J-1)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, pdx, sdx;
Integer *state = 0;

/* Double scalar and array declarations */
double *x = 0;

/* NAG structures */
NagError fail;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer n = 13, m = 4;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Set the theta parameter value */
double theta = 1.3e0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_copula_clayton (g05rhc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set matrix size and principal dimension according to storage order */
pdx = (order == Nag_ColMajor) ? n : m;
sdx = (order == Nag_ColMajor) ? m : n;

/* Allocate arrays */
if (!(x = NAG_ALLOC((pdx * sdx), double)) ||

!(state = NAG_ALLOC(lstate, Integer)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate variates */
nag_rand_copula_clayton(order, state, theta, n, m, x, pdx, sdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_copula_clayton (g05rhc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the results */
printf("Uniform variates with copula joint distrbution\n");
for (i = 1; i <= n; i++) {

printf(" ");
for (j = 1; j <= m; j++)

printf("%9.6f%s", X(i, j), j < m ? " " : "\n");
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_copula_clayton (g05rhc) Example Program Results

Uniform variates with copula joint distrbution
0.857596 0.504767 0.976144 0.589532
0.318626 0.637221 0.995855 0.589750
0.904978 0.695043 0.935327 0.932918
0.527790 0.180439 0.417668 0.232986
0.150999 0.977657 0.262118 0.386696
0.390568 0.793755 0.307329 0.314952
0.127882 0.170887 0.175130 0.056834
0.761251 0.431446 0.349758 0.291269
0.387054 0.442952 0.360993 0.377364
0.124195 0.064710 0.047215 0.078048
0.686601 0.950027 0.928913 0.976284
0.525855 0.821820 0.713407 0.491447
0.095474 0.045934 0.126494 0.194655

g05 – Random Number Generators g05rhc

Mark 26 g05rhc.5 (last)





NAG Library Function Document

nag_rand_copula_frank (g05rjc)

1 Purpose

nag_rand_copula_frank (g05rjc) generates pseudorandom uniform variates with joint distribution of a
Frank Archimedean copula.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_copula_frank (Nag_OrderType order, Integer state[],
double theta, Integer n, Integer m, double x[], Integer pdx,
Integer sdx, NagError *fail)

3 Description

Generates n pseudorandom uniform m-variates whose joint distribution is the Frank Archimedean
copula C�, given by

C� ¼ �
1

�
ln 1þ

e��u1 � 1
� �

e��u2 � 1
� �

� � � e��um � 1
� �

e�� � 1ð Þm�1

" #
;

� 2 0;1ð Þ;
uj 2 0; 1ð �; j ¼ 1; . . .m;



with the special case:

C1 ¼ min u1; u2; . . . ; umð Þ, the Fréchet–Hoeffding upper bound.

The generation method uses mixture of powers.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_copula_frank (g05rjc).

4 References

Marshall A W and Olkin I (1988) Families of multivariate distributions Journal of the American
Statistical Association 83 403

Nelsen R B (2006) An Introduction to Copulas (2nd Edition) Springer Series in Statistics

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
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state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: theta – double Input

On entry: �, the copula parameter.

Constraint: theta 	 1:0� 10�6.

4: n – Integer Input

On entry: n, the number of pseudorandom uniform variates to generate.

Constraint: n 	 0.

5: m – Integer Input

On entry: m, the number of dimensions.

Constraint: m 	 2.

6: x½pdx� sdx� – double Output

Note: where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the pseudorandom uniform variates with joint distribution described by C�, with X i; jð Þ
holding the ith value for the jth dimension if order ¼ Nag ColMajor and the jth value for the ith
dimension of order ¼ Nag RowMajor.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: sdx – Integer Input

On entry: the secondary dimension of X.

Constraints:

if order ¼ Nag ColMajor, sdx 	 m;
if order ¼ Nag RowMajor, sdx 	 n.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

g05rjc NAG Library Manual

g05rjc.2 Mark 26



NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx must be at least valueh i: pdx ¼ valueh i.
On entry, sdx must be at least valueh i: sdx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, corrupt state argument.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, invalid theta: theta ¼ valueh i.
Constraint: theta 	 1:0� 10�6.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_copula_frank (g05rjc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In practice, the need for numerical stability restricts the range of � such that:

the function requires � 	 1:0� 10�6;

if � > � ln �, the function returns pseudorandom uniform variates with C1 joint distribution;

where � is the machine precision returned by nag_machine_precision (X02AJC).
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10 Example

This example generates thirteen four-dimensional variates for copula C4:0.

10.1 Program Text

/* nag_rand_copula_frank (g05rjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[order == Nag_ColMajor?((J-1)*pdx + I-1):((I-1)*pdx + J-1)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, pdx, sdx;
Integer *state = 0;

/* Double scalar and array declarations */
double *x = 0;

/* NAG structures */
NagError fail;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer n = 13, m = 4;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Set the theta parameter value */
double theta = 4.0e0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_copula_frank (g05rjc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set matrix size and principal dimension according to storage order */
pdx = (order == Nag_ColMajor) ? n : m;
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sdx = (order == Nag_ColMajor) ? m : n;

/* Allocate arrays */
if (!(x = NAG_ALLOC((pdx * sdx), double)) ||

!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate variates */
nag_rand_copula_frank(order, state, theta, n, m, x, pdx, sdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_copula_frank (g05rjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf("Uniform variates with copula joint distrbution\n");
for (i = 1; i <= n; i++) {

printf(" ");
for (j = 1; j <= m; j++)

printf("%9.6f%s", X(i, j), j < m ? " " : "\n");
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_copula_frank (g05rjc) Example Program Results

Uniform variates with copula joint distrbution
0.567865 0.197720 0.868173 0.266408
0.096539 0.353158 0.977343 0.310208
0.552604 0.256186 0.634068 0.626682
0.803556 0.474669 0.731009 0.551512
0.204266 0.979743 0.362761 0.496830
0.477652 0.814617 0.392186 0.400528
0.416196 0.500248 0.507439 0.200816
0.370321 0.097088 0.052717 0.027783
0.435379 0.487979 0.409645 0.425912
0.269262 0.116882 0.063930 0.155473
0.012721 0.308042 0.235164 0.465872
0.073024 0.323863 0.201989 0.056817
0.236933 0.081710 0.311814 0.437014
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NAG Library Function Document

nag_rand_copula_gumbel (g05rkc)

1 Purpose

nag_rand_copula_gumbel (g05rkc) generates pseudorandom uniform variates with joint distribution of a
Gumbel–Hougaard Archimedean copula.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_copula_gumbel (Nag_OrderType order, Integer state[],
double theta, Integer n, Integer m, double x[], Integer pdx,
Integer sdx, NagError *fail)

3 Description

Generates n pseudorandom uniform m-variates whose joint distribution is the Gumbel–Hougaard
Archimedean copula C�, given by

C� ¼ exp � � lnu1ð Þ� þ � lnu2ð Þ� þ � � � þ � lnumð Þ�
h in o

;
� 2 1;1ð Þ;
uj 2 0; 1ð �; j ¼ 1; 2; . . .m;



with the special cases:

C1 ¼ u1u2 � � �um, the product copula;

C1 ¼ min u1; u2; . . . ; umð Þ, the Fréchet–Hoeffding upper bound.

The generation method uses mixture of powers.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_copula_gumbel (g05rkc).

4 References

Marshall A W and Olkin I (1988) Families of multivariate distributions Journal of the American
Statistical Association 83 403

Nelsen R B (2006) An Introduction to Copulas (2nd Edition) Springer Series in Statistics

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
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state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: theta – double Input

On entry: �, the copula parameter.

Constraint: theta 	 1:0.

4: n – Integer Input

On entry: n, the number of pseudorandom uniform variates to generate.

Constraint: n 	 0.

5: m – Integer Input

On entry: m, the number of dimensions.

Constraint: m 	 2.

6: x½pdx� sdx� – double Output

Note: where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the pseudorandom uniform variates with joint distribution described by C�, with X i; jð Þ
holding the ith value for the jth dimension if order ¼ Nag ColMajor and the jth value for the ith
dimension of order ¼ Nag RowMajor.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: sdx – Integer Input

On entry: the secondary dimension of X.

Constraints:

if order ¼ Nag ColMajor, sdx 	 m;
if order ¼ Nag RowMajor, sdx 	 n.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 2.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx must be at least valueh i: pdx ¼ valueh i.
On entry, sdx must be at least valueh i: sdx ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, corrupt state argument.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, invalid theta: theta ¼ valueh i.
Constraint: theta 	 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_copula_gumbel (g05rkc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

In practice, the need for numerical stability restricts the range of � such that:

if �� 1ð Þ < 1:0� 10�6, the function returns pseudorandom uniform variates with C1 joint
distribution;

if � > max 80:0;�0:5 ln �sð Þ, the function returns pseudorandom uniform variates with C1 joint
distribution;

where �s is the safe-range parameter, the value of which is returned by nag_real_safe_small_number
(X02AMC).
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10 Example

This example generates thirteen four-dimensional variates for copula C2:4.

10.1 Program Text

/* nag_rand_copula_gumbel (g05rkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[order == Nag_ColMajor?((J-1)*pdx + I-1):((I-1)*pdx + J-1)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, pdx, sdx;
Integer *state = 0;

/* Double scalar and array declarations */
double *x = 0;

/* NAG structures */
NagError fail;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer n = 13, m = 4;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Set the theta parameter value */
double theta = 2.4e0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_copula_gumbel (g05rkc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set matrix size and principal dimension according to storage order */
pdx = (order == Nag_ColMajor) ? n : m;
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sdx = (order == Nag_ColMajor) ? m : n;

/* Allocate arrays */
if (!(x = NAG_ALLOC((pdx * sdx), double)) ||

!(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate variates */
nag_rand_copula_gumbel(order, state, theta, n, m, x, pdx, sdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_copula_gumbel (g05rkc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf("Uniform variates with copula joint distrbution\n");
for (i = 1; i <= n; i++) {

printf(" ");
for (j = 1; j <= m; j++)

printf("%9.6f%s", X(i, j), j < m ? " " : "\n");
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_copula_gumbel (g05rkc) Example Program Results

Uniform variates with copula joint distrbution
0.936870 0.867579 0.971315 0.885436
0.113937 0.306325 0.862550 0.274299
0.441848 0.221141 0.504169 0.498465
0.790226 0.600734 0.749311 0.647411
0.836246 0.984692 0.880681 0.907863
0.178145 0.460986 0.128349 0.132867
0.127161 0.175970 0.180519 0.038261
0.447304 0.217106 0.166239 0.130033
0.889915 0.900532 0.884357 0.887901
0.906913 0.868125 0.844986 0.880437
0.222224 0.549883 0.496503 0.648758
0.380733 0.596745 0.509628 0.357674
0.844530 0.775454 0.866096 0.894776
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NAG Library Function Document

nag_rand_matrix_multi_students_t (g05ryc)

1 Purpose

nag_rand_matrix_multi_students_t (g05ryc) sets up a reference vector and generates an array of
pseudorandom numbers from a multivariate Student's t distribution with � degrees of freedom, mean
vector a and covariance matrix �

��2C .

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_matrix_multi_students_t (Nag_OrderType order,
Nag_ModeRNG mode, Integer n, Integer df, Integer m, const double xmu[],
const double c[], Integer pdc, double r[], Integer lr, Integer state[],
double x[], Integer pdx, NagError *fail)

3 Description

When the covariance matrix is nonsingular (i.e., strictly positive definite), the distribution has
probability density function

f xð Þ ¼
� �þmð Þ

2

� �
	vð Þm=2� �=2ð Þ Cj j

1
2

1þ x� að ÞTC�1 x� að Þ
�

" #� �þmð Þ
2

where m is the number of dimensions, � is the degrees of freedom, a is the vector of means, x is the
vector of positions and �

��2C is the covariance matrix.

The function returns the value

x ¼ aþ
ffiffiffi
�

s

r
z

where z is generated by nag_rand_normal (g05skc) from a Normal distribution with mean zero and
covariance matrix C and s is generated by nag_rand_chi_sq (g05sdc) from a �2-distribution with �
degrees of freedom.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_matrix_multi_students_t (g05ryc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

Wilkinson J H (1965) The Algebraic Eigenvalue Problem Oxford University Press, Oxford

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_matrix_multi_s
tudents_t (g05ryc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference o r
Nag InitializeAndGenerate.

3: n – Integer Input

On entry: n, the number of random variates required.

Constraint: n 	 0.

4: df – Integer Input

On entry: �, the number of degrees of freedom of the distribution.

Constraint: df 	 3.

5: m – Integer Input

On entry: m, the number of dimensions of the distribution.

Constraint: m > 0.

6: xmu½m� – const double Input

On entry: a, the vector of means of the distribution.

7: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least pdc�m.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: matrix which, along with df, defines the covariance of the distribution. Only the upper
triangle need be set.

Constraint: c must be positive semidefinite to machine precision.

8: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraint: pdc 	 m.
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9: r½lr� – double Input/Output

On entry: if mode ¼ Nag GenerateFromReference, the reference vector as set up by
n a g _ r a n d _m a t r i x _m u l t i _ s t u d e n t s _ t ( g 0 5 r y c ) i n a p r e v i o u s c a l l w i t h
mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

On exit: if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, the reference vector
that can be used in subsequent calls to nag_rand_matrix_multi_students_t (g05ryc) with
mode ¼ Nag GenerateFromReference.

10: lr – Integer Input

On entry: the dimension of the array r. If mode ¼ Nag GenerateFromReference, it must be the
same as the value of lr specified in the prior call to nag_rand_matrix_multi_students_t (g05ryc)
with mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

Constraint: lr 	 m� mþ 1ð Þ þ 2.

11: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

12: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the array of pseudorandom multivariate Student's t vectors generated by the function,
with X i; jð Þ holding the jth dimension for the ith variate.

13: pdx – Integer Input

On entry: the stride used in the array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 3.

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, the covariance matrix C is not positive semidefinite to machine precision.

NE_PREV_CALL

m is not the same as when r was set up in a previous call.
Previous value of m ¼ valueh i and m ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_matrix_multi_students_t (g05ryc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_matrix_multi_students_t (g05ryc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_matrix_multi_students_t (g05ryc) is of order nm3.

It is recommended that the diagonal elements of C should not differ too widely in order of magnitude.
This may be achieved by scaling the variables if necessary. The actual matrix decomposed is
C þ E ¼ LLT, where E is a diagonal matrix with small positive diagonal elements. This ensures that,
even when C is singular, or nearly singular, the Cholesky factor L corresponds to a positive definite
covariance matrix that agrees with C within machine precision.

10 Example

This example prints ten pseudorandom observations from a multivariate Student's t-distribution with ten
degrees of freedom, means vector

1:0
2:0
�3:0
0:0

264
375

and c matrix

1:69 0:39 �1:86 0:07
0:39 98:01 �7:07 �0:71
�1:86 �7:07 11:56 0:03
0:07 �0:71 0:03 0:01

264
375;

generated by nag_rand_matrix_multi_students_t (g05ryc). All ten observations are generated by a single
call to nag_rand_matrix_multi_students_t (g05ryc) with mode ¼ Nag InitializeAndGenerate. The
random number generator is initialized by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_matrix_multi_students_t (g05ryc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[(order == Nag_ColMajor)?(J*pdx + I):(I*pdx + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, lr, x_size;
Integer *state = 0;
Integer pdx;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;
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/* Double scalar and array declarations */
double *r = 0, *x = 0;

/* Use column major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer m = 4;
Integer n = 10;

/* Input the covariance matrix */
double c[] = { 1.69e0, 0.39e0, -1.86e0, 0.07e0,

0.39e0, 98.01e0, -7.07e0, -0.71e0,
-1.86e0, -7.07e0, 11.56e0, 0.03e0,
0.07e0, -0.71e0, 0.03e0, 0.01e0

};
Integer pdc = 4;

/* Input the means */
double xmu[] = { 1.0e0, 2.0e0, -3.0e0, 0.0e0 };

/* Set the degrees of freedom */
Integer df = 10;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_matrix_multi_students_t (g05ryc) "
"Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdx = (order == Nag_ColMajor) ? n : m;
x_size = (order == Nag_ColMajor) ? pdx * m : pdx * n;

/* Calculate the size of the reference vector */
lr = m * m + m + 2;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(x = NAG_ALLOC(x_size, double)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

/* Set up reference vector and generate N numbers */
mode = Nag_InitializeAndGenerate;
nag_rand_matrix_multi_students_t(order, mode, n, df, m, xmu, c, pdc, r,

lr, state, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_matrix_multi_students_t (g05ryc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

printf(" ");
for (j = 0; j < m; j++)

printf("%9.4f%s", X(i, j), (j + 1) % 10 ? " " : "\n");
if (m % 10)

printf("\n");
}

END:
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_matrix_multi_students_t (g05ryc) Example Program Results

1.4957 -15.6226 -3.8101 0.1294
-1.0827 -6.7473 0.6696 -0.0391
2.1369 6.3861 -5.7413 0.0140
2.2481 -16.0417 -1.0982 0.1641

-0.2550 3.5166 -0.2541 -0.0592
0.9731 -4.3553 -4.4181 0.0043
0.7098 -3.4281 1.1741 0.0586
1.8827 23.2619 1.5140 -0.0704
0.9904 22.7479 0.1811 -0.0893
1.5026 2.7753 -2.2805 -0.0112
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NAG Library Function Document

nag_rand_matrix_multi_normal (g05rzc)

1 Purpose

nag_rand_matrix_multi_normal (g05rzc) sets up a reference vector and generates an array of
pseudorandom numbers from a multivariate Normal distribution with mean vector a and covariance
matrix C.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_matrix_multi_normal (Nag_OrderType order, Nag_ModeRNG mode,
Integer n, Integer m, const double xmu[], const double c[], Integer pdc,
double r[], Integer lr, Integer state[], double x[], Integer pdx,
NagError *fail)

3 Description

When the covariance matrix is nonsingular (i.e., strictly positive definite), the distribution has
probability density function

f xð Þ ¼

ffiffiffiffiffiffiffiffiffiffiffiffi
C�1j j
2	ð Þm

s
exp �1

2
x� að ÞTC�1 x� að Þ

� �
where m is the number of dimensions, C is the covariance matrix, a is the vector of means and x is the
vector of positions.

Covariance matrices are symmetric and positive semidefinite. Given such a matrix C, there exists a
lower triangular matrix L such that LLT ¼ C. L is not unique, if C is singular.

nag_rand_matrix_multi_normal (g05rzc) decomposes C to find such an L. It then stores m, a and L in
the reference vector r which is used to generate a vector x of independent standard Normal
pseudorandom numbers. It then returns the vector aþ Lx, which has the required multivariate Normal
distribution.

It should be noted that this function will work with a singular covariance matrix C, provided C is
positive semidefinite, despite the fact that the above formula for the probability density function is not
valid in that case. Wilkinson (1965) should be consulted if further information is required.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_matrix_multi_normal (g05rzc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

Wilkinson J H (1965) The Algebraic Eigenvalue Problem Oxford University Press, Oxford

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
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order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_matrix_multi_
normal (g05rzc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference o r
Nag InitializeAndGenerate.

3: n – Integer Input

On entry: n, the number of random variates required.

Constraint: n 	 0.

4: m – Integer Input

On entry: m, the number of dimensions of the distribution.

Constraint: m > 0.

5: xmu½m� – const double Input

On entry: a, the vector of means of the distribution.

6: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least pdc�m.

The i; jð Þth element of the matrix C is stored in

c½ j� 1ð Þ � pdcþ i� 1� when order ¼ Nag ColMajor;
c½ i� 1ð Þ � pdcþ j� 1� when order ¼ Nag RowMajor.

On entry: the covariance matrix of the distribution. Only the upper triangle need be set.

Constraint: C must be positive semidefinite to machine precision.

7: pdc – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array c.

Constraint: pdc 	 m.

8: r½lr� – double Input/Output

On entry: if mode ¼ Nag GenerateFromReference, the reference vector as set up by
n a g _ r a n d _ m a t r i x _ m u l t i _ n o r m a l ( g 0 5 r z c ) i n a p r e v i o u s c a l l w i t h
mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

On exit: if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, the reference vector
that can be used in subsequent calls to nag_rand_matrix_multi_normal (g05rzc) with
mode ¼ Nag GenerateFromReference.
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9: lr – Integer Input

On entry: the dimension of the array r. If mode ¼ Nag GenerateFromReference, it must be the
same as the value of lr specified in the prior call to nag_rand_matrix_multi_normal (g05rzc) with
mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

Constraint: lr 	 m� mþ 1ð Þ þ 1.

10: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

11: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the array of pseudorandom multivariate Normal vectors generated by the function, with
X i; jð Þ holding the jth dimension for the ith variate.

12: pdx – Integer Input

On entry: the stride used in the array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is not large enough, lr ¼ valueh i: minimum length required ¼ valueh i.
On entry, m ¼ valueh i.
Constraint: m > 0.
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On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdc ¼ valueh i and m ¼ valueh i.
Constraint: pdc 	 m.

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_POS_DEF

On entry, the covariance matrix C is not positive semidefinite to machine precision.

NE_PREV_CALL

m is not the same as when r was set up in a previous call.
Previous value of m ¼ valueh i and m ¼ valueh i.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_matrix_multi_normal (g05rzc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_matrix_multi_normal (g05rzc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_matrix_multi_normal (g05rzc) is of order nm3.

It is recommended that the diagonal elements of C should not differ too widely in order of magnitude.
This may be achieved by scaling the variables if necessary. The actual matrix decomposed is
C þ E ¼ LLT, where E is a diagonal matrix with small positive diagonal elements. This ensures that,
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even when C is singular, or nearly singular, the Cholesky factor L corresponds to a positive definite
covariance matrix that agrees with C within machine precision.

10 Example

This example prints ten pseudorandom observations from a multivariate Normal distribution with means
vector

1:0
2:0
�3:0
0:0

264
375

and covariance matrix

1:69 0:39 �1:86 0:07
0:39 98:01 �7:07 �0:71
�1:86 �7:07 11:56 0:03
0:07 �0:71 0:03 0:01

264
375;

generated by nag_rand_matrix_multi_normal (g05rzc). All ten observations are generated by a single
call to nag_rand_matrix_multi_normal (g05rzc) with mode ¼ Nag InitializeAndGenerate. The random
number generator is initialized by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_matrix_multi_normal (g05rzc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[(order == Nag_ColMajor)?(J*pdx + I):(I*pdx + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate, lr, x_size;
Integer *state = 0;
Integer pdx;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0, *x = 0;

/* Use column major order */
Nag_OrderType order = Nag_RowMajor;

/* Set the number of variables and variates */
Integer m = 4;
Integer n = 10;

/* Input the covariance matrix */
double c[] = { 1.69e0, 0.39e0, -1.86e0, 0.07e0,
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0.39e0, 98.01e0, -7.07e0, -0.71e0,
-1.86e0, -7.07e0, 11.56e0, 0.03e0,
0.07e0, -0.71e0, 0.03e0, 0.01e0

};
Integer pdc = 4;

/* Input the means */
double xmu[] = { 1.0e0, 2.0e0, -3.0e0, 0.0e0 };

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_matrix_multi_normal (g05rzc)"
" Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdx = (order == Nag_ColMajor) ? n : m;
x_size = (order == Nag_ColMajor) ? pdx * m : pdx * n;

/* Calculate the size of the reference vector */
lr = m * m + m + 1;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(x = NAG_ALLOC(x_size, double)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Set up reference vector and generate n numbers */
mode = Nag_InitializeAndGenerate;
nag_rand_matrix_multi_normal(order, mode, n, m, xmu,

c, pdc, r, lr, state, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_matrix_multi_normal (g05rzc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

g05rzc NAG Library Manual

g05rzc.6 Mark 26



printf(" ");
for (j = 0; j < m; j++)

printf("%9.4f%s", X(i, j), (j + 1) % 10 ? " " : "\n");
if (m % 10)

printf("\n");
}

END:
NAG_FREE(r);
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_matrix_multi_normal (g05rzc) Example Program Results

1.4534 -14.1206 -3.7410 0.1184
-0.6191 -4.8000 -0.1473 -0.0304
1.8607 5.3206 -5.0753 0.0106
2.0861 -13.6996 -1.3451 0.1428

-0.6326 3.9729 0.5721 -0.0770
0.9754 -3.8162 -4.2978 0.0040
0.6174 -5.1573 2.5037 0.0772
2.0352 26.9359 2.2939 -0.0826
0.9941 14.7700 -1.0421 -0.0549
1.5780 2.8916 -2.1725 -0.0129
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NAG Library Function Document

nag_rand_basic (g05sac)

1 Purpose

nag_rand_basic (g05sac) generates a vector of pseudorandom numbers taken from a uniform
distribution between 0 and 1.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_basic (Integer n, Integer state[], double x[], NagError *fail)

3 Description

nag_rand_basic (g05sac) generates n values from a uniform distribution over the half closed interval
0; 1ð �.
One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_basic (g05sac).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

3: x½n� – double Output

On exit: the n pseudorandom numbers from a uniform distribution over the half closed interval
0; 1ð �.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_basic (g05sac) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints the first five pseudorandom numbers from a uniform distribution between 0 and 1,
generated by nag_rand_basic (g05sac) after initialization by nag_rand_init_repeatable (g05kfc).
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10.1 Program Text

/* nag_rand_basic (g05sac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_basic (g05sac) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}

/* Generate the variates */
nag_rand_basic(n, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

printf("%10.4f\n", x[i]);
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_basic (g05sac) Example Program Results

0.6364
0.1065
0.7460
0.7983
0.1046
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NAG Library Function Document

nag_rand_beta (g05sbc)

1 Purpose

nag_rand_beta (g05sbc) generates a vector of pseudorandom numbers taken from a beta distribution
with parameters a and b.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_beta (Integer n, double a, double b, Integer state[],
double x[], NagError *fail)

3 Description

The beta distribution has PDF (probability density function)

f xð Þ ¼ � aþ bð Þ
� að Þ� bð Þx

a�1 1� xð Þb�1 if 0 � x � 1; a; b > 0;

f xð Þ ¼ 0 otherwise:

One of four algorithms is used to generate the variates depending on the values of a and b. Let � be the
maximum and � be the minimum of a and b. Then the algorithms are as follows:

(i) if � < 0:5, Johnk's algorithm is used, see for example Dagpunar (1988). This generates the beta

variate as u1=a1 = u
1=a
1 þ u

1=b
2

� �
, where u1 and u2 are uniformly distributed random variates;

(ii) if � > 1, the algorithm BB given by Cheng (1978) is used. This involves the generation of an
observation from a beta distribution of the second kind by the envelope rejection method using a
log-logistic target distribution and then transforming it to a beta variate;

(iii) if � > 1 and � < 1, the switching algorithm given by Atkinson (1979) is used. The two target
distributions used are f1 xð Þ ¼ �x� and f2 xð Þ ¼ � 1� xð Þ��1, along with the approximation to the
switching argument of t ¼ 1� �ð Þ= �þ 1� �ð Þ;

(iv) in all other cases, Cheng's BC algorithm (see Cheng (1978)) is used with modifications suggested
by Dagpunar (1988). This algorithm is similar to BB, used when � > 1, but is tuned for small
values of a and b.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_beta (g05sbc).

4 References

Atkinson A C (1979) A family of switching algorithms for the computer generation of beta random
variates Biometrika 66 141–5

Cheng R C H (1978) Generating beta variates with nonintegral shape parameters Comm. ACM 21 317–
322

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth
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5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – double Input

On entry: a, the parameter of the beta distribution.

Constraint: a > 0:0.

3: b – double Input

On entry: b, the parameter of the beta distribution.

Constraint: b > 0:0.

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified beta distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.
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NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, a ¼ valueh i.
Constraint: a > 0:0.

On entry, b ¼ valueh i.
Constraint: b > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_beta (g05sbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

To generate an observation, y, from the beta distribution of the second kind from an observation, x,
generated by nag_rand_beta (g05sbc) the transformation, y ¼ x= 1� xð Þ, may be used.

10 Example

This example prints a set of five pseudorandom numbers from a beta distribution with parameters
a ¼ 2:0 and b ¼ 2:0, generated by a single call to nag_rand_beta (g05sbc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_beta (g05sbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

g05 – Random Number Generators g05sbc

Mark 26 g05sbc.3



/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a = 2.0e0;
double b = 2.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_beta (g05sbc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_beta(n, a, b, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_beta (g05sbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
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NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_beta (g05sbc) Example Program Results

0.5977
0.6818
0.1797
0.4174
0.4987
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NAG Library Function Document

nag_rand_cauchy (g05scc)

1 Purpose

nag_rand_cauchy (g05scc) generates a vector of pseudorandom numbers from a Cauchy distribution
with median a and semi-interquartile range b.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_cauchy (Integer n, double xmed, double semiqr, Integer state[],
double x[], NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼ 1

	b 1þ x�a
b

� �2� �:
nag_rand_cauchy (g05scc) returns the value

aþ b2y1 � 1

y2
;

where y1 and y2 are a pair of consecutive pseudorandom numbers from a uniform distribution over
0; 1ð Þ, such that

2y1 � 1ð Þ2 þ y22 � 1:

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_cauchy (g05scc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: xmed – double Input

On entry: a, the median of the distribution.
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3: semiqr – double Input

On entry: b, the semi-interquartile range of the distribution.

Constraint: semiqr 	 0:0.

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified Cauchy distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, semiqr ¼ valueh i.
Constraint: semiqr 	 0:0.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_cauchy (g05scc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints the first five pseudorandom real numbers from a Cauchy distribution with median
1:0 and semi-interquartile range 2:0, generated by a single call to nag_rand_cauchy (g05scc), after
initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_cauchy (g05scc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double xmed = 1.0e0;
double semiqr = 2.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
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Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_cauchy (g05scc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_cauchy(n, xmed, semiqr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_cauchy (g05scc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_cauchy (g05scc) Example Program Results

6.1229
2.2328

-2.2118
0.4118
0.9892
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NAG Library Function Document

nag_rand_chi_sq (g05sdc)

1 Purpose

nag_rand_chi_sq (g05sdc) generates a vector of pseudorandom numbers taken from a �2-distribution
with � degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_chi_sq (Integer n, Integer df, Integer state[], double x[],
NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼ x�=2�1 � e�x=2

2�=2 � �=2� 1ð Þ!
if x > 0;

f xð Þ ¼ 0 otherwise:

This is the same as a gamma distribution with parameters �=2 and 2.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_chi_sq (g05sdc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: df – Integer Input

On entry: �, the number of degrees of freedom of the distribution.

Constraint: df 	 1.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.
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On exit: contains updated information on the state of the generator.

4: x½n� – double Output

On exit: the n pseudorandom numbers from the specified �2-distribution.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_chi_sq (g05sdc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The time taken by nag_rand_chi_sq (g05sdc) increases with �.

10 Example

This example prints five pseudorandom numbers from a �2-distribution with five degrees of freedom,
generated by a single call to nag_rand_chi_sq (g05sdc), after initialization by nag_rand_init_repeatable
(g05kfc).

10.1 Program Text

/* nag_rand_chi_sq (g05sdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
Integer df = 5;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_chi_sq (g05sdc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
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/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_chi_sq(n, df, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_chi_sq (g05sdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_chi_sq (g05sdc) Example Program Results

4.4731
5.9371
1.7636
2.9812
4.3280
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NAG Library Function Document

nag_rand_dirichlet (g05sec)

1 Purpose

nag_rand_dirichlet (g05sec) generates a vector of pseudorandom numbers taken from a Dirichlet
distribution.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_dirichlet (Nag_OrderType order, Integer n, Integer m,
const double a[], Integer state[], double x[], Integer pdx,
NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼ 1
B �ð Þ

Ym
i¼1
x�i�1i and

B �ð Þ ¼

Ym
i¼1

� �ið Þ

�

Xm
i¼1

�i

 !

where x ¼ x1; x2; . . . ; xmf g is a vector of dimension m, such that xi > 0 for all i and
Xm
i¼1
xi ¼ 1.

nag_rand_dirichlet (g05sec) generates a draw from a Dirichlet distribution by first drawing m
independent samples, yi � gamma �i; 1ð Þ, i.e., independent draws from a gamma distribution with

parameters �i > 0 and one, and then setting xi ¼ yi=
Xm
j¼1
yj.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_dirichlet (g05sec).

4 References

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: m – Integer Input

On entry: m, the number of dimensions of the distribution.

Constraint: m > 0.

4: a½m� – const double Input

On entry: the parameter vector for the distribution.

Constraint: a½i � 1� > 0:0, for i ¼ 1; 2; . . . ;m.

5: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

6: x½dim� – double Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the n pseudorandom numbers from the specified Dirichlet distribution, with X i; jð Þ
holding the jth dimension for the ith variate.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 m.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m > 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx ¼ valueh i and m ¼ valueh i.
Constraint: pdx 	 m.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: order ¼ Nag ColMajor or pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, at least one a½i� � 0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_dirichlet (g05sec) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints a set of five pseudorandom numbers from a Dirichlet distribution with parameters
m ¼ 4 and � ¼ 2:0; 2:0; 2:0; 2:0f g, generated by a single call to nag_rand_dirichlet (g05sec), after
initialization by nag_rand_init_repeatable (g05kfc).
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10.1 Program Text

/* nag_rand_dirichlet (g05sec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[(order == Nag_ColMajor)?(J*pdx + I):(I*pdx + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer pdx, x_size, i, j, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a[] = { 2.0e0, 2.0e0, 2.0e0, 2.0e0 };
Integer m = 4;

/* Set the sample size */
Integer n = 5;

/* Return the results in column major order */
Nag_OrderType order = Nag_ColMajor;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_dirichlet (g05sec) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdx = (order == Nag_ColMajor) ? n : m;
x_size = (order == Nag_ColMajor) ? pdx * m : pdx * n;

/* Allocate arrays */
if (!(x = NAG_ALLOC(x_size, double)) ||

!(state = NAG_ALLOC(lstate, Integer)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_dirichlet(order, n, m, a, state, x, pdx, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_dirichlet (g05sec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

for (j = 0; j < m; j++)
printf("%10.4f", X(i, j));

printf("\n");
}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_dirichlet (g05sec) Example Program Results

0.3600 0.3138 0.0837 0.2426
0.2874 0.5121 0.1497 0.0509
0.2286 0.2190 0.3959 0.1566
0.1744 0.3961 0.2764 0.1530
0.1522 0.2845 0.2074 0.3559
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NAG Library Function Document

nag_rand_exp (g05sfc)

1 Purpose

nag_rand_exp (g05sfc) generates a vector of pseudorandom numbers from a (negative) exponential
distribution with mean a.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_exp (Integer n, double a, Integer state[], double x[],
NagError *fail)

3 Description

The exponential distribution has PDF (probability density function):

f xð Þ ¼ 1
ae
�x=a if x 	 0;

f xð Þ ¼ 0 otherwise:

nag_rand_exp (g05sfc) returns the values

xi ¼ �a ln yi
where yi are the next n numbers generated by a uniform 0; 1ð � generator.
One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_exp (g05sfc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – double Input

On entry: a, the mean of the distribution.

Constraint: a > 0:0.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).
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On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

4: x½n� – double Output

On exit: the n pseudorandom numbers from the specified exponential distribution.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, a ¼ valueh i.
Constraint: a > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_exp (g05sfc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints five pseudorandom numbers from an exponential distribution with mean 1:0,
generated by a single call to nag_rand_exp (g05sfc), after initialization by nag_rand_init_repeatable
(g05kfc).

10.1 Program Text

/* nag_rand_exp (g05sfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a = 1.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_exp (g05sfc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_exp(n, a, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_exp (g05sfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_exp (g05sfc) Example Program Results

0.4520
2.2398
0.2930
0.2253
2.2577
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NAG Library Function Document

nag_rand_exp_mix (g05sgc)

1 Purpose

nag_rand_exp_mix (g05sgc) generates a vector of pseudorandom numbers from an exponential mix
distribution composed of m exponential distributions each having a mean ai and weight wi.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_exp_mix (Integer n, Integer nmix, const double a[],
const double wgt[], Integer state[], double x[], NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼
Xm
i¼1

1
ai
wie

�x=ai if x 	 0;

f xð Þ ¼ 0 otherwise;

where
Xm
i¼1
wi ¼ 1 and ai > 0, wi 	 0.

nag_rand_exp_mix (g05sgc) returns the values xi by selecting, with probability wj, random variates
from an exponential distribution with argument aj.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_exp_mix (g05sgc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: nmix – Integer Input

On entry: m, the number of exponential distributions in the mix.

Constraint: nmix 	 1.

3: a½nmix� – const double Input

On entry: the m parameters ai for the m exponential distributions in the mix.

Constraint: a½i � 1� > 0:0, for i ¼ 1; 2; . . . ;nmix.
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4: wgt½nmix� – const double Input

On entry: the m weights wi for the m exponential distributions in the mix.

Constraints:Xm
i¼1

wgt½i � 1� ¼ 1:0;

wgt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ;m.

5: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

6: x½n� – double Output

On exit: the n pseudorandom numbers from the specified exponential mix distribution.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nmix ¼ valueh i.
Constraint: nmix 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, a½ valueh i� ¼ valueh i.
Constraint: a½i� 1� > 0:0.

On entry, sum of wgt ¼ valueh i.
Constraint: sum of wgt ¼ 1:0.

On entry, wgt½ valueh i� ¼ valueh i.
Constraint: wgt½i� 1� 	 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_exp_mix (g05sgc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints the first five pseudorandom numbers from an exponential mix distribution
comprising three exponential distributions with parameters a1 ¼ 1:0, a2 ¼ 5:0 and a3 ¼ 2:0, and with
respective weights 0:5, 0:3 and 0:2. The numbers are generated by a single call to nag_rand_exp_mix
(g05sgc), after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_exp_mix (g05sgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;
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/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
Integer nmix = 3;
double a[] = { 1.0e0, 5.0e0, 2.0e0 };
double wgt[] = { 0.50e0, 0.30e0, 0.20e0 };

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_exp_mix (g05sgc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_exp_mix(n, nmix, a, wgt, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_exp_mix (g05sgc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
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NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_exp_mix (g05sgc) Example Program Results

0.4520
2.2398
1.4649
0.2253

11.2884
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NAG Library Function Document

nag_rand_f (g05shc)

1 Purpose

nag_rand_f (g05shc) generates a vector of pseudorandom numbers taken from an F (or Fisher's
variance ratio) distribution with � and � degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_f (Integer n, Integer df1, Integer df2, Integer state[],
double x[], NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼
�þ��2

2

� �
!x

1
2��1

1
2�� 1
� �

! 1
2� � 1
� �

! 1þ �
�x

� �1
2 �þ�ð Þ �

�
�

� �1
2� if x > 0;

f xð Þ ¼ 0 otherwise:

nag_rand_f (g05shc) calculates the values

�yi
�zi

; i ¼ 1; 2; . . . ; n;

where yi and zi are generated by nag_rand_gamma (g05sjc) from gamma distributions with parameters
1
2�; 2
� �

and 1
2�; 2
� �

respectively (i.e., from �2-distributions with � and � degrees of freedom).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_f (g05shc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: df1 – Integer Input

On entry: �, the number of degrees of freedom of the distribution.

Constraint: df1 	 1.
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3: df2 – Integer Input

On entry: �, the number of degrees of freedom of the distribution.

Constraint: df2 	 1.

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified F -distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df1 ¼ valueh i.
Constraint: df1 	 1.

On entry, df2 ¼ valueh i.
Constraint: df2 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_f (g05shc) is threaded by NAG for parallel execution in multithreaded implementations of the
NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_f (g05shc) increases with � and �.

10 Example

This example prints five pseudorandom numbers from an F -distribution with two and three degrees of
freedom, generated by a single call to nag_rand_f (g05shc), after initialization by nag_rand_ini
t_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_f (g05shc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
Integer df1 = 2;
Integer df2 = 3;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
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Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_f (g05shc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_f(n, df1, df2, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_f (g05shc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_f (g05shc) Example Program Results

1.4401
1.8083
0.3638
0.5464
4.0895
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NAG Library Function Document

nag_rand_gamma (g05sjc)

1 Purpose

nag_rand_gamma (g05sjc) generates a vector of pseudorandom numbers taken from a gamma
distribution with parameters a and b.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_gamma (Integer n, double a, double b, Integer state[],
double x[], NagError *fail)

3 Description

The gamma distribution has PDF (probability density function)

f xð Þ ¼ 1

ba� að Þx
a�1e�x=b if x 	 0; a; b > 0

f xð Þ ¼ 0 otherwise:

One of three algorithms is used to generate the variates depending upon the value of a:

(i) if a < 1, a switching algorithm described by Dagpunar (1988) (called G6) is used. The target
distributions are f1 xð Þ ¼ caxa�1=ta and f2 xð Þ ¼ 1� cð Þe� x�tð Þ, where c ¼ t= tþ ae�tð Þ, and the
switching argument, t, is taken as 1� a. This is similar to Ahrens and Dieter's GS algorithm (see
Ahrens and Dieter (1974)) in which t ¼ 1;

(ii) if a ¼ 1, the gamma distribution reduces to the exponential distribution and the method based on
the logarithmic transformation of a uniform random variate is used;

(iii) if a > 1, the algorithm given by Best (1978) is used. This is based on using a Student's
t-distribution with two degrees of freedom as the target distribution in an envelope rejection
method.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_gamma (g05sjc).

4 References

Ahrens J H and Dieter U (1974) Computer methods for sampling from gamma, beta, Poisson and
binomial distributions Computing 12 223–46

Best D J (1978) Letter to the Editor Appl. Statist. 27 181

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth
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5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – double Input

On entry: a, the parameter of the gamma distribution.

Constraint: a > 0:0.

3: b – double Input

On entry: b, the parameter of the gamma distribution.

Constraint: b > 0:0.

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified gamma distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

g05sjc NAG Library Manual

g05sjc.2 Mark 26



NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, a ¼ valueh i.
Constraint: a > 0:0.

On entry, b ¼ valueh i.
Constraint: b > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_gamma (g05sjc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints a set of five pseudorandom numbers from a gamma distribution with parameters
a ¼ 5:0 and b ¼ 1:0, generated by a single call to nag_rand_gamma (g05sjc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_gamma (g05sjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;
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/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a = 5.0e0;
double b = 1.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_gamma (g05sjc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_gamma(n, a, b, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_gamma (g05sjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}
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10.2 Program Data

None.

10.3 Program Results

nag_rand_gamma (g05sjc) Example Program Results

5.0702
6.1337
3.1018
3.9863
4.9648
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NAG Library Function Document

nag_rand_normal (g05skc)

1 Purpose

nag_rand_normal (g05skc) generates a vector of pseudorandom numbers taken from a Normal
(Gaussian) distribution with mean � and variance �2.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_normal (Integer n, double xmu, double var, Integer state[],
double x[], NagError *fail)

3 Description

The distribution has PDF (probability distribution function)

f xð Þ ¼ 1

�
ffiffiffiffiffiffi
2	
p exp � x� �ð Þ2

2�2

 !
:

nag_rand_normal (g05skc) uses the algorithm of Wichura (1988).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_normal (g05skc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

Wichura (1988) Algorithm AS 241: the percentage points of the Normal distribution Appl. Statist. 37
477–484

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: xmu – double Input

On entry: �, the mean of the distribution.

3: var – double Input

On entry: �2, the variance of the distribution.

Constraint: var 	 0:0.
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4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified Normal distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var ¼ valueh i.
Constraint: var 	 0:0.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_rand_normal (g05skc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints five pseudorandom numbers from a Normal distribution with mean 1:0 and
variance 1:5, generated by a single call to nag_rand_normal (g05skc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_normal (g05skc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double xmu = 1.0e0;
double var = 1.5e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_rand_normal (g05skc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_normal(n, xmu, var, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_normal (g05skc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_normal (g05skc) Example Program Results

1.4272
-0.5254
1.8109
2.0232

-0.5380
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NAG Library Function Document

nag_rand_logistic (g05slc)

1 Purpose

nag_rand_logistic (g05slc) generates a vector of pseudorandom numbers from a logistic distribution
with mean a and spread b.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_logistic (Integer n, double a, double b, Integer state[],
double x[], NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼ e x�að Þ=b

b 1þ e x�að Þ=bð Þ2
:

nag_rand_logistic (g05slc) returns the value

aþ b ln y

1� y

� �
;

where y is a pseudorandom number uniformly distributed over 0; 1ð Þ.
One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_logistic (g05slc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – double Input

On entry: a, the mean of the distribution.

3: b – double Input

On entry: b, the spread of the distribution, where ‘spread’ is
ffiffi
3
p

	 � standard deviation.

Constraint: b 	 0:0.
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4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified logistic distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, b ¼ valueh i.
Constraint: b 	 0:0.

7 Accuracy

Not applicable.

g05slc NAG Library Manual

g05slc.2 Mark 26



8 Parallelism and Performance

nag_rand_logistic (g05slc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints the first five pseudorandom real numbers from a logistic distribution with mean 1:0
and spread 2:0, generated by a single call to nag_rand_logistic (g05slc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_logistic (g05slc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a = 1.0e0;
double b = 2.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_rand_logistic (g05slc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_logistic(n, a, b, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_logistic (g05slc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_logistic (g05slc) Example Program Results

2.1193
-3.2544
3.1552
3.7510

-3.2944
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NAG Library Function Document

nag_rand_lognormal (g05smc)

1 Purpose

nag_rand_lognormal (g05smc) generates a vector of pseudorandom numbers from a log-normal
distribution with parameters � and �2.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_lognormal (Integer n, double xmu, double var, Integer state[],
double x[], NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼ 1

x�
ffiffiffiffiffiffi
2	
p exp � lnx��ð Þ2

2�2

� �
if x > 0;

f xð Þ ¼ 0 otherwise;

i.e., lnx is normally distributed with mean � and variance �2. nag_rand_lognormal (g05smc) evaluates
exp yi, where the yi are generated by nag_rand_normal (g05skc) with mean � and variance �2, for
i ¼ 1; 2; . . . ; n.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_lognormal (g05smc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: xmu – double Input

On entry: �, the mean of the distribution of lnx.

3: var – double Input

On entry: �2, the variance of the distribution of lnx.

Constraint: var 	 0:0.
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4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified log-normal distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var ¼ valueh i.
Constraint: var 	 0:0.

On entry, xmu is too large to take the exponential of xmu ¼ valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_rand_lognormal (g05smc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints five pseudorandom numbers from a log-normal distribution with mean 1:0 and
variance 2:0, generated by a single call to nag_rand_lognormal (g05smc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_lognormal (g05smc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double xmu = 1.0e0;
double var = 2.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_rand_lognormal (g05smc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_lognormal(n, xmu, var, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_lognormal (g05smc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_lognormal (g05smc) Example Program Results

4.4515
0.4670
6.9331
8.8597
0.4603
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NAG Library Function Document

nag_rand_students_t (g05snc)

1 Purpose

nag_rand_students_t (g05snc) generates a vector of pseudorandom numbers taken from a Student's
t-distribution with � degrees of freedom.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_students_t (Integer n, Integer df, Integer state[], double x[],
NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼
��1
2

� �
!

1
2� � 1
� �

!
ffiffiffiffiffiffi
	�
p

1þ x2

�

� �1
2 �þ1ð Þ:

nag_rand_students_t (g05snc) calculates the values

yi

ffiffiffiffi
�

zi

r
; i ¼ 1; . . . ; n

where the yi are generated by nag_rand_normal (g05skc) with mean 0 and variance 1:0, and the zi are
generated by nag_rand_gamma (g05sjc) with parameters 1

2� and 2 (i.e., from a �2-distribution with �
degrees of freedom).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_students_t (g05snc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: df – Integer Input

On entry: �, the number of degrees of freedom of the distribution.

Constraint: df 	 1.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
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state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

4: x½n� – double Output

On exit: the n pseudorandom numbers from the specified Student's t-distribution.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, df ¼ valueh i.
Constraint: df 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_students_t (g05snc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rand_students_t (g05snc) increases with �.

10 Example

This example prints five pseudorandom numbers from a Student's t-distribution with five degrees of
freedom, generated by a single call to nag_rand_students_t (g05snc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_students_t (g05snc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
Integer df = 5;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_students_t (g05snc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_students_t(n, df, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_students_t (g05snc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_students_t (g05snc) Example Program Results

0.3849
-0.9461
-2.2814
0.1127
0.5272
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NAG Library Function Document

nag_rand_triangular (g05spc)

1 Purpose

nag_rand_triangular (g05spc) generates a vector of pseudorandom numbers from a triangular
distribution with parameters xmin , xmed and xmax .

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_triangular (Integer n, double xmin, double xmed, double xmax,
Integer state[], double x[], NagError *fail)

3 Description

The triangular distribution has a PDF (probability density function) that is triangular in profile. The
base of the triangle ranges from x ¼ xmin to x ¼ xmax and the PDF has a maximum value of

2

xmax � xmin
at x ¼ xmed. If xmin ¼ xmed ¼ xmax then x ¼ xmed with probability 1; otherwise the

triangular distribution has PDF:

f xð Þ ¼ x� xmin

xmed � xmin
� 2

xmax � xmin
if xmin � x � xmed;

f xð Þ ¼ xmax � x
xmax � xmed

� 2

xmax � xmin
if xmed < x � xmax ;

f xð Þ ¼ 0 otherwise:

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_triangular (g05spc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: xmin – double Input

On entry: the end point xmin of the triangular distribution.
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3: xmed – double Input

On entry: the median of the distribution xmed (also the location of the vertex of the triangular
distribution at which the PDF reaches a maximum).

Constraint: xmed 	 xmin.

4: xmax – double Input

On entry: the end point xmax of the triangular distribution.

Constraint: xmax 	 xmed.

5: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

6: x½n� – double Output

On exit: the n pseudorandom numbers from the specified triangular distribution.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL_2

On entry, xmax ¼ valueh i and xmed ¼ valueh i.
Constraint: xmax 	 xmed.

On entry, xmed ¼ valueh i and xmin ¼ valueh i.
Constraint: xmed 	 xmin.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_triangular (g05spc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints five pseudorandom numbers from a triangular distribution with parameters
xmin ¼ �1:0, xmed ¼ 0:5 and xmax ¼ 1:0, generated by a single call to nag_rand_triangular (g05spc),
after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_triangular (g05spc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double xmin = -1.0e0;
double xmax = 1.0e0;
double xmed = 0.50e0;
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/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_triangular (g05spc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_triangular(n, xmin, xmed, xmax, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_triangular (g05spc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_rand_triangular (g05spc) Example Program Results

0.3817
-0.4348
0.4960
0.5509

-0.4398
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NAG Library Function Document

nag_rand_uniform (g05sqc)

1 Purpose

nag_rand_uniform (g05sqc) generates a vector of pseudorandom numbers uniformly distributed over the
interval a; b½ �.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_uniform (Integer n, double a, double b, Integer state[],
double x[], NagError *fail)

3 Description

If a ¼ 0 and b ¼ 1, nag_rand_uniform (g05sqc) returns the next n values yi from a uniform 0; 1ð �
generator (see nag_rand_basic (g05sac) for details).

For other values of a and b, nag_rand_uniform (g05sqc) applies the transformation

xi ¼ aþ b� að Þyi:

The function ensures that the values xi lie in the closed interval a; b½ �.
One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_uniform (g05sqc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – double Input
3: b – double Input

On entry: the end points a and b of the uniform distribution.

Constraint: a � b.

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified uniform distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b 	 a.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_uniform (g05sqc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

Although yi takes a value from the half closed interval 0; 1ð � and xi ¼ aþ b� að Þyi, xi is documented
as taking values from the closed interval a; b½ �. This is because for some values of a and b,
nag_rand_uniform (g05sqc) may return a value of a due to numerical rounding.

10 Example

This example prints five pseudorandom numbers from a uniform distribution between �1:0 and 1:0,
generated by a single call to nag_rand_uniform (g05sqc), after initialization by nag_rand_init_repea
table (g05kfc).

10.1 Program Text

/* nag_rand_uniform (g05sqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a = -1.0e0;
double b = 1.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_uniform (g05sqc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);
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exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_uniform(n, a, b, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_uniform (g05sqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_uniform (g05sqc) Example Program Results

0.2727
-0.7870
0.4921
0.5965

-0.7908
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NAG Library Function Document

nag_rand_von_mises (g05src)

1 Purpose

nag_rand_von_mises (g05src) generates a vector of pseudorandom numbers from a von Mises
distribution with concentration parameter �.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_von_mises (Integer n, double vk, Integer state[], double x[],
NagError *fail)

3 Description

The von Mises distribution is a symmetric distribution used in the analysis of circular data. The PDF
(probability density function) of this distribution on the circle with mean direction �0 ¼ 0 and
concentration parameter �, can be written as:

f �ð Þ ¼ e� cos �

2	I0 �ð Þ
;

where � is reduced modulo 2	 so that �	 � � < 	 and � 	 0. For very small � the distribution is
almost the uniform distribution, whereas for �!1 all the probability is concentrated at one point.

The n variates, �1; �2; . . . ; �n, are generated using an envelope rejection method with a wrapped Cauchy
target distribution as proposed by Best and Fisher (1979) and described by Dagpunar (1988).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_von_mises (g05src).

4 References

Best D J and Fisher N I (1979) Efficient simulation of the von Mises distribution Appl. Statist. 28 152–
157

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Mardia K V (1972) Statistics of Directional Data Academic Press

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: vk – double Input

On entry: �, the concentration parameter of the required von Mises distribution.

Constraint: 0:0 < vk �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
nag real largest number

p
=2:0.
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3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

4: x½n� – double Output

On exit: the n pseudorandom numbers from the specified von Mises distribution.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, vk � 0:0 or vk too large: vk ¼ valueh i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_rand_von_mises (g05src) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

For a given number of random variates the generation time increases slightly with increasing �.

10 Example

This example prints the first five pseudorandom numbers from a von Mises distribution with � ¼ 1:0,
generated by a single call to nag_rand_von_mises (g05src), after initialization by nag_rand_init_repea
table (g05kfc).

10.1 Program Text

/* nag_rand_von_mises (g05src) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double vk = 1.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_von_mises (g05src) Example Program Results\n\n");
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/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_von_mises(n, vk, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_von_mises (g05src).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_von_mises (g05src) Example Program Results

1.2947
-1.9542
-0.6464
-1.4172
1.2536
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NAG Library Function Document

nag_rand_weibull (g05ssc)

1 Purpose

nag_rand_weibull (g05ssc) generates a vector of pseudorandom numbers from a two parameter Weibull
distribution with shape parameter a and scale parameter b.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_weibull (Integer n, double a, double b, Integer state[],
double x[], NagError *fail)

3 Description

The distribution has PDF (probability density function)

f xð Þ ¼ a
b
xa�1e�x

a=b if x > 0;

f xð Þ ¼ 0 otherwise:

nag_rand_weibull (g05ssc) returns the value �b ln yð Þ1=a, where y is a pseudorandom number from a
uniform distribution over 0; 1ð �.
One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_weibull (g05ssc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – double Input

On entry: a, the shape parameter of the distribution.

Constraint: a > 0:0.

3: b – double Input

On entry: b, the scale parameter of the distribution.

Constraint: b > 0:0.
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4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

5: x½n� – double Output

On exit: the n pseudorandom numbers from the specified Weibull distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, a ¼ valueh i.
Constraint: a > 0:0.

On entry, b ¼ valueh i.
Constraint: b > 0:0.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_weibull (g05ssc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints the first five pseudorandom numbers from a Weibull distribution with shape
parameter 1:0 and scale parameter 2:0, generated by a single call to nag_rand_weibull (g05ssc), after
initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_weibull (g05ssc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *x = 0;

/* Set the distribution parameters */
double a = 1.0e0;
double b = 2.0e0;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
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Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_weibull (g05ssc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_weibull(n, a, b, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_weibull (g05ssc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%10.4f\n", x[i]);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_weibull (g05ssc) Example Program Results

0.9039
4.4796
0.5860
0.4506
4.5154
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NAG Library Function Document

nag_rand_binomial (g05tac)

1 Purpose

nag_rand_binomial (g05tac) generates a vector of pseudorandom integers from the discrete binomial
distribution with parameters m and p.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_binomial (Nag_ModeRNG mode, Integer n, Integer m, double p,
double r[], Integer lr, Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_binomial (g05tac) generates n integers xi from a discrete binomial distribution, where the
probability of xi ¼ I is

P xi ¼ Ið Þ ¼ m!

I! m� Ið Þ! p
I � 1� pð Þm�I ; I ¼ 0; 1; . . . ;m;

where m 	 0 and 0 � p � 1. This represents the probability of achieving I successes in m trials when
the probability of success at a single trial is p.

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_binomial (g05tac)
with the same parameter values can then use this reference vector to generate further variates.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_binomial (g05tac).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_binomial
(g05tac).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.
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mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.

2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: m – Integer Input

On entry: m, the number of trials of the distribution.

Constraint: m 	 0.

4: p – double Input

On entry: p, the probability of success of the binomial distribution.

Constraint: 0:0 � p � 1:0.

5: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_binomial (g05tac).

If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: if mode 6¼ Nag GenerateWithoutReference, the reference vector.

6: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference, lr ¼ 22þ 20�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m� p� 1� pð Þ

p
;

otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate,
lr > min m; int m� pþ 7:15�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m� p� 1� pð Þ

p
þ 1

� �� �
�max 0; int m� p� 7:15�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m� p� 1� pð Þ

p
� 7:15

� �� �
þ 8

;

if mode ¼ Nag GenerateFromReference, lr must remain unchanged from the previous call
to nag_rand_binomial (g05tac).

7: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

8: x½n� – Integer Output

On exit: the n pseudorandom numbers from the specified binomial distribution.
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

p or m is not the same as when r was set up in a previous call.
Previous value of p ¼ valueh i and p ¼ valueh i.
Previous value of m ¼ valueh i and m ¼ valueh i.

NE_REAL

On entry, p ¼ valueh i.
Constraint: 0:0 � p � 1:0.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_rand_binomial (g05tac) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints 20 pseudorandom integers from a binomial distribution with parameters m ¼ 6000
and p ¼ 0:8, generated by a single call to nag_rand_binomial (g05tac), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_binomial (g05tac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lr, lstate;
Integer *state = 0, *x = 0;
/* NAG structures */
NagError fail;
Nag_ModeRNG mode;
/* Double scalar and array declarations */
double *r = 0;
/* Set the distribution parameters */
double p = 0.8e0;
Integer m = 6000;
/* Set the sample size */
Integer n = 20;
/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_binomial (g05tac) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
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if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 22 + 20 * sqrt(m * p * (1 - p));

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, initializing the reference vector
at the same time */

mode = Nag_InitializeAndGenerate;
nag_rand_binomial(mode, n, m, p, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_binomial (g05tac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf(" %12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_binomial (g05tac) Example Program Results

4811
4761
4821
4826
4761
4800
4791
4825
4800
4814
4749
4780
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4810
4750
4807
4782
4778
4877
4840
4802
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NAG Library Function Document

nag_rand_logical (g05tbc)

1 Purpose

nag_rand_logical (g05tbc) generates a vector of pseudorandom logical values – Nag_TRUE with
probability p and Nag_FALSE with probability 1� pð Þ.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_logical (Integer n, double p, Integer state[], Nag_Boolean x[],
NagError *fail)

3 Description

nag_rand_logical (g05tbc) generates n logical values xi from the relation

yi < p

where yi is a pseudorandom number from a uniform distribution over 0; 1ð �, generated by
nag_rand_basic (g05sac) using the values of state as input to this function.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_logical (g05tbc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom logical values to be generated.

Constraint: n 	 0.

2: p – double Input

On entry: must contain the probability of nag_rand_logical (g05tbc) returning Nag_TRUE.

Constraint: 0:0 � p � 1:0.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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4: x½n� – Nag_Boolean Output

On exit: the n logical values.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, p ¼ valueh i.
Constraint: 0:0 � p � 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_logical (g05tbc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

None.

10 Example

This example prints the first 20 pseudorandom logical values generated by nag_rand_logical (g05tbc)
after initialization by nag_rand_init_repeatable (g05kfc), when the probability of a Nag_TRUE value is
0:5.

10.1 Program Text

/* nag_rand_logical (g05tbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/*Logical scalar and array declarations */
Nag_Boolean *x = 0;
/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Set the distribution parameters */
double p = 0.5e0;

/* Set the sample size */
Integer n = 20;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_logical (g05tbc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

g05 – Random Number Generators g05tbc

Mark 26 g05tbc.3



/* Allocate arrays */
if (!(state = NAG_ALLOC(lstate, Integer)) ||

!(x = NAG_ALLOC(n, Nag_Boolean)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_logical(n, p, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_logical (g05tbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%c\n", (x[i]) ? ’T’ : ’F’);

END:
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_logical (g05tbc) Example Program Results

F
T
F
F
T
T
T
F
T
F
T
T
F
T
F
T
T
F
F
F
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NAG Library Function Document

nag_rand_geom (g05tcc)

1 Purpose

nag_rand_geom (g05tcc) generates a vector of pseudorandom integers from the discrete geometric
distribution with probability p of success at a trial.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_geom (Nag_ModeRNG mode, Integer n, double p, double r[],
Integer lr, Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_geom (g05tcc) generates n integers xi from a discrete geometric distribution, where the
probability of xi ¼ I (a first success after I þ 1 trials) is

P xi ¼ Ið Þ ¼ p� 1� pð ÞI ; I ¼ 0; 1; . . . :

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_geom (g05tcc)
with the same parameter value can then use this reference vector to generate further variates. If the
search table is not used (as recommended for small values of p) then a direct transformation of uniform
variates is used.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_geom (g05tcc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_geom (g05tcc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.
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2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: p – double Input

On entry: the parameter p of the geometric distribution representing the probability of success at
a single trial.

Constraint: machine precision � p � 1:0 (see nag_machine_precision (X02AJC)).

4: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_geom (g05tcc).

If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: if mode 6¼ Nag GenerateWithoutReference, the reference vector.

5: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference, lr ¼ 8þ 42=p approximately (see Section 9);
otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, lr 	 30=pþ 8;
if mode ¼ Nag GenerateFromReference, lr should remain unchanged from the previous
call to nag_rand_geom (g05tcc).

6: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

7: x½n� – Integer Output

On exit: the n pseudorandom numbers from the specified geometric distribution.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

p is not the same as when r was set up in a previous call.
Previous value of p ¼ valueh i and p ¼ valueh i.

NE_REAL

On entry, p ¼ valueh i.
Constraint: machine precision � p � 1:0.

p is so small that lr would have to be larger than the largest representable integer. Use
mode ¼ Nag GenerateWithoutReference instead. p ¼ valueh i

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_geom (g05tcc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken to set up the reference vector, if used, increases with the length of array r. However, if
the reference vector is used, the time taken to generate numbers decreases as the space allotted to the
index part of r increases. Nevertheless, there is a point, depending on the distribution, where this
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improvement becomes very small and the suggested value for the length of array r is designed to
approximate this point.

If p is very small then the storage requirements for the reference vector and the time taken to set up the
reference vector becomes prohibitive. In this case it is recommended that the reference vector is not
used. This is achieved by selecting mode ¼ Nag GenerateWithoutReference.

10 Example

This example prints 10 pseudorandom integers from a geometric distribution with parameter p ¼ 0:001,
generated by a single call to nag_rand_geom (g05tcc), after initialization by nag_rand_init_repeatable
(g05kfc).

10.1 Program Text

/* nag_rand_geom (g05tcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lr, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *r = 0;

/* Set the distribution parameters */
double p = 0.0010e0;

/* Set the mode we will be using. As p is small
we will not use a reference vector */

Nag_ModeRNG mode = Nag_GenerateWithoutReference;

/* Set the sample size */
Integer n = 10;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_geom (g05tcc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
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nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector, if any */
lr = (mode != Nag_GenerateWithoutReference) ? 8 + 42 / p : 0;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, dont use a reference vector as p is close to 0 */
nag_rand_geom(mode, n, p, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_geom (g05tcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_geom (g05tcc) Example Program Results

451
2238
292
225

2256
708
955
239
696
397

g05 – Random Number Generators g05tcc

Mark 26 g05tcc.5 (last)





NAG Library Function Document

nag_rand_gen_discrete (g05tdc)

1 Purpose

nag_rand_gen_discrete (g05tdc) generates a vector of pseudorandom integers from a discrete
distribution with a given PDF (probability density function) or CDF (cumulative distribution function)
p.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_gen_discrete (Nag_ModeRNG mode, Integer n, const double p[],
Integer np, Integer ip1, Nag_DiscreteDistrib itype, double r[],
Integer lr, Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_gen_discrete (g05tdc) generates a sequence of n integers xi, from a discrete distribution
defined by information supplied in p. This may either be the PDF or CDF of the distribution. A
reference vector is first set up to contain the CDF of the distribution in its higher elements, followed by
an index.

Setting up the reference vector and subsequent generation of variates can each be performed by separate
calls to nag_rand_gen_discrete (g05tdc) or may be combined in a single call.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_gen_discrete (g05tdc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_gen_discrete
(g05tdc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.
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2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: p½np� – const double Input

On entry: the PDF or CDF of the distribution.

Constraints:

0:0 � p½i � 1� � 1:0, for i ¼ 1; 2; . . . ; np;

if itype ¼ Nag PDF,
Xnp
i¼1

p½i � 1� ¼ 1:0;

if itype ¼ Nag CDF, p½i � 1� < p½j� 1�; i < j and p½np� 1� ¼ 1:0.

4: np – Integer Input

On entry: the number of values supplied in p defining the PDF or CDF of the discrete
distribution.

Constraint: np > 0.

5: ip1 – Integer Input

On entry: the value of the variate, a whole number, to which the probability in p½0� corresponds.

6: itype – Nag_DiscreteDistrib Input

On entry: indicates the type of information contained in p.

itype ¼ Nag PDF
p contains a probability distribution function (PDF).

itype ¼ Nag CDF
p contains a cumulative distribution function (CDF).

Constraint: itype ¼ Nag PDF or Nag CDF.

7: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_gen_discrete (g05tdc).

On exit: the reference vector.

8: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference, lr ¼ 10þ 1:4� np approximately (for opti-
mum efficiency in generating variates);
otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, lr 	 npþ 8;
if mode ¼ Nag GenerateFromReference, lr should remain unchanged from the previous
call to nag_rand_gen_discrete (g05tdc).

9: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
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state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

10: x½n� – Integer Output

On exit: contains n pseudorandom numbers from the specified discrete distribution.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, np ¼ valueh i.
Constraint: np > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

The value of np or ip1 is not the same as when r was set up in a previous call.
Previous value of np ¼ valueh i and np ¼ valueh i.
Previous value of ip1 ¼ valueh i and ip1 ¼ valueh i.

NE_REAL_ARRAY

On entry, at least one element of the vector p is less than 0:0 or greater than 1:0.
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On entry, itype ¼ Nag CDF and the values of p are not all in stricly ascending order.

On entry, itype ¼ Nag PDF and the sum of the elements of p do not equal one.

On entry, p½np� 1� ¼ valueh i.
Constraint: if itype ¼ Nag CDF, p½np� 1� ¼ 1:0.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_gen_discrete (g05tdc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints 20 pseudorandom variates from a discrete distribution whose PDF, p, is defined as
follows:

n p
�5 0:01
�4 0:02
�3 0:04
�2 0:08
�1 0:20
0 0:30
1 0:20
2 0:08
3 0:04
4 0:02
5 0:01

The reference vector is set up and and the variates are generated by a single call to
nag_rand_gen_discrete (g05tdc), after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_gen_discrete (g05tdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
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#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lr, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0;

/* Set the distribution parameters */
Integer np = 11;
Nag_DiscreteDistrib itype = Nag_PDF;
double p[] = { 0.010e0, 0.020e0, 0.040e0, 0.080e0, 0.20e0,

0.30e0, 0.20e0, 0.080e0, 0.040e0, 0.020e0,
0.010e0

};
Integer ip1 = -5;

/* Set the sample size */
Integer n = 20;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_gen_discrete (g05tdc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 10 + 1.4 * np;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}

/* Generate the variates, initializing the reference
vector at the same time */

mode = Nag_InitializeAndGenerate;
nag_rand_gen_discrete(mode, n, p, np, ip1, itype, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_gen_discrete (g05tdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_gen_discrete (g05tdc) Example Program Results

0
-2
1
1

-2
0
0
1
0
1

-3
-1
0

-3
0

-1
-1
5
2
0
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NAG Library Function Document

nag_rand_hypergeometric (g05tec)

1 Purpose

nag_rand_hypergeometric (g05tec) generates a vector of pseudorandom integers from the discrete
hypergeometric distribution of the number of specified items in a sample of size l, taken from a
population of size k with m specified items in it.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_hypergeometric (Nag_ModeRNG mode, Integer n, Integer ns,
Integer np, Integer m, double r[], Integer lr, Integer state[],
Integer x[], NagError *fail)

3 Description

nag_rand_hypergeometric (g05tec) generates n integers xi from a discrete hypergeometric distribution,
where the probability of xi ¼ I is

P i ¼ Ið Þ ¼ l!m! k� lð Þ! k�mð Þ!
I! l� Ið Þ! m� Ið Þ! k�m� lþ Ið Þ!k! if I ¼ max 0;mþ l� kð Þ; . . . ;min l;mð Þ;

P i ¼ Ið Þ ¼ 0 otherwise:

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_hypergeometric
(g05tec) with the same parameter values can then use this reference vector to generate further variates.
The reference array is generated by a recurrence relation if lm k� lð Þ k�mð Þ < 50k3, otherwise
Stirling's approximation is used.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_hypergeometric (g05tec).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_hypergeometric
(g05tec).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

g05 – Random Number Generators g05tec

Mark 26 g05tec.1



mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.

2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: ns – Integer Input

On entry: l, the sample size of the hypergeometric distribution.

Constraint: 0 � ns � np.

4: np – Integer Input

On entry: k, the population size of the hypergeometric distribution.

Constraint: np 	 0.

5: m – Integer Input

On entry: m, the number of specified items of the hypergeometric distribution.

Constraint: 0 � m � np.

6: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_hypergeometric (g05tec).

If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: if mode 6¼ Nag GenerateWithoutReference, the reference vector.

7: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference,
lr ¼ 28þ 20�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ns�m� np�mð Þ � np� nsð Þð Þ=np3

p
approximately;

otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, lr must not be too small,
but the limit is too complicated to specify;
if mode ¼ Nag GenerateFromReference, lr must remain unchanged from the previous call
to nag_rand_hypergeometric (g05tec).

8: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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9: x½n� – Integer Output

On exit: the pseudorandom numbers from the specified hypergeometric distribution.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, np ¼ valueh i.
Constraint: np 	 0.

NE_INT_2

On entry, m ¼ valueh i and np ¼ valueh i.
Constraint: 0 � m � np.

On entry, ns ¼ valueh i and np ¼ valueh i.
Constraint: 0 � ns � np.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

The value of ns, np or m is not the same as when r was set up in a previous call with
mode ¼ Nag InitializeReference or Nag InitializeAndGenerate.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_hypergeometric (g05tec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

The example program prints 20 pseudorandom integers from a hypergeometric distribution with
l ¼ 500, m ¼ 900 and n ¼ 1000, generated by a single call to nag_rand_hypergeometric (g05tec), after
initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_hypergeometric (g05tec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0;

/* Set the distribution parameters */
Integer ns = 500;
Integer m = 900;
Integer np = 1000;

/* Set the sample size */
Integer n = 20;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;
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/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_hypergeometric (g05tec) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 28 + 20 *

(int) sqrt(((double) m * ((double) ns / (double) np) *
((double) (np - m) / (double) np) *
((double) (np - ns) / (double) np)));

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, initializing the reference
vector at the same time */

mode = Nag_InitializeAndGenerate;
nag_rand_hypergeometric(mode, n, ns, np, m, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_hypergeometric (g05tec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_rand_hypergeometric (g05tec) Example Program Results

452
444
453
454
444
450
449
454
450
452
442
447
451
442
451
447
447
462
456
450
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NAG Library Function Document

nag_rand_logarithmic (g05tfc)

1 Purpose

nag_rand_logarithmic (g05tfc) generates a vector of pseudorandom integers from the discrete
logarithmic distribution with parameter a.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_logarithmic (Nag_ModeRNG mode, Integer n, double a, double r[],
Integer lr, Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_logarithmic (g05tfc) generates n integers xi from a discrete logarithmic distribution, where
the probability of xi ¼ I is

P xi ¼ Ið Þ ¼ � aI

I � log 1� að Þ; I ¼ 1; 2; . . . ;

where 0 < a < 1:

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_logarithmic
(g05tfc) with the same parameter value can then use this reference vector to generate further variates.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_logarithmic (g05tfc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_logarithmic
(g05tfc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.
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2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: a – double Input

On entry: a, the parameter of the logarithmic distribution.

Constraint: 0:0 < a < 1:0.

4: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_logarithmic (g05tfc).

If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: mode 6¼ Nag GenerateWithoutReference, the reference vector.

5: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference, lr ¼ 18þ 40
1�a;

otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate, lr must not be too small,
but the lower limit is too complicated to specify;
if mode ¼ Nag GenerateFromReference, lr must remain unchanged from the previous call
to nag_rand_logarithmic (g05tfc).

6: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

7: x½n� – Integer Output

On exit: the n pseudorandom numbers from the specified logarithmic distribution.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

The value of a is not the same as when r was set up in a previous call.
Previous value of a ¼ valueh i and a ¼ valueh i.

NE_REAL

On entry, a ¼ valueh i.
Constraint: 0:0 < a < 1:0.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_logarithmic (g05tfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example prints 10 pseudorandom integers from a logarithmic distribution with parameter
a ¼ 0:9999, generated by a single call to nag_rand_logarithmic (g05tfc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_logarithmic (g05tfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0;

/* Set the distribution parameters */
double a = 0.99990e0;

/* Set the sample size */
Integer n = 10;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_logarithmic (g05tfc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector,
we are not using r, so lr can be set to 0 */

lr = 0;
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/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, dont use a reference vector
as argument a is close to 1 */

mode = Nag_GenerateWithoutReference;
nag_rand_logarithmic(mode, n, a, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_logarithmic (g05tfc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_logarithmic (g05tfc) Example Program Results

6
23

2765
30
3
1

299
968
166

4
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NAG Library Function Document

nag_rand_gen_multinomial (g05tgc)

1 Purpose

nag_rand_gen_multinomial (g05tgc) generates a sequence of n variates, each consisting of k
pseudorandom integers, from the discrete multinomial distribution with k outcomes and m trials,
where the outcomes have probabilities p1; p2; . . . ; pk respectively.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_gen_multinomial (Nag_OrderType order, Nag_ModeRNG mode,
Integer n, Integer m, Integer k, const double p[], double r[],
Integer lr, Integer state[], Integer x[], Integer pdx, NagError *fail)

3 Description

nag_rand_gen_multinomial (g05tgc) generates a sequence of n groups of k integers xi;j , for
j ¼ 1; 2; . . . ; k and i ¼ 1; 2; . . . ; n, from a multinomial distribution with m trials and k outcomes,
where the probability of xi;j ¼ Ij for each j ¼ 1; 2; . . . ; k is

P i1 ¼ I1; . . . ; ik ¼ Ikð Þ ¼ m!Yk
j¼1
Ij!

Yk
j¼1
p
Ij
j ¼

m!

I1!I2! � � � Ik!
pI11 p

I2
2 � � � p

Ik
k ;

where Xk
j¼1

pj ¼ 1 and
Xk
j¼1

Ij ¼ m:

A single trial can have several outcomes (k) and the probability of achieving each outcome is known
(pj). After m trials each outcome will have occurred a certain number of times. The k numbers
representing the numbers of occurrences for each outcome after m trials is then a single sample from
the multinomial distribution defined by the parameters k, m and pj , for j ¼ 1; 2; . . . ; k. This function
returns n such samples.

When k ¼ 2 this distribution is equivalent to the binomial distribution with parameters m and p ¼ p1
(see nag_rand_binomial (g05tac)).

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_gen_multinomial
(g05tgc) with the same parameter values can then use this reference vector to generate further variates.
The reference array is generated only for the outcome with greatest probability. The number of
successes for the outcome with greatest probability is calculated first as for the binomial distribution
(see nag_rand_binomial (g05tac)); the number of successes for other outcomes are calculated in turn for
the remaining reduced multinomial distribution; the number of successes for the final outcome is simply
calculated to ensure that the total number of successes is m.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_gen_multinomial (g05tgc).
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4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_gen_multino
mial (g05tgc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.

3: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

4: m – Integer Input

On entry: m, the number of trials of the multinomial distribution.

Constraint: m 	 0.

5: k – Integer Input

On entry: k, the number of possible outcomes of the multinomial distribution.

Constraint: k 	 2.

6: p½k� – const double Input

On entry: contains the probabilities pj , for j ¼ 1; 2; . . . ; k, of the k possible outcomes of the
multinomial distribution.

Constraint: 0:0 � p½j� 1� � 1:0 and
Xk
j¼1

p½j� 1� ¼ 1:0.

7: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_gen_multinomial (g05tgc).
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If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: if mode 6¼ Nag GenerateWithoutReference, the reference vector.

8: lr – Integer Input

Note: for convenience pmax will be used here to denote the expression pmax ¼ max
j

p½j�ð Þ.

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference, lr ¼ 30þ 20�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m� pmax � 1� pmaxð Þ

p
;

otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate,
lr > min m; INT m� pmax þ 7:25�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m� pmax � 1� pmaxð Þ

p
þ 8:5

� �� �
�max 0; INT m� pmax � 7:25�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m� pmax � 1� pmaxð Þ

p� �� �
þ 9

;

if mode ¼ Nag GenerateFromReference, lr must remain unchanged from the previous call
to nag_rand_gen_multinomial (g05tgc).

9: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

10: x½dim� – Integer Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� kð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On exit: the first n rows of X i; jð Þ each contain k pseudorandom numbers representing a
k-dimensional variate from the specified multinomial distribution.

11: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 k.

12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 2.

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdx ¼ valueh i and k ¼ valueh i.
Constraint: pdx 	 k.

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

The value of m or k is not the same as when r was set up in a previous call.
Previous value of m ¼ valueh i and m ¼ valueh i.
Previous value of k ¼ valueh i and k ¼ valueh i.

NE_REAL_ARRAY

On entry, at least one element of the vector p is less than 0:0 or greater than 1:0.

On entry, the sum of the elements of p do not equal one.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.
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7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_gen_multinomial (g05tgc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The reference vector for only one outcome can be set up because the conditional distributions cannot be
known in advance of the generation of variates. The outcome with greatest probability of success is
chosen for the reference vector because it will have the greatest spread of likely values.

10 Example

This example prints 20 pseudorandom k-dimensional variates from a multinomial distribution with
k ¼ 4, m ¼ 6000, p1 ¼ 0:08, p2 ¼ 0:1, p3 ¼ 0:8 and p4 ¼ 0:02, generated by a single call to
nag_rand_gen_multinomial (g05tgc), after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_gen_multinomial (g05tgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#define X(I, J) x[(order == Nag_ColMajor)?(J*pdx + I):(I*pdx + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, x_size, i, j, lstate, pdx;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double p_max;
double *r = 0;

/* Set the distribution parameters */
Integer k = 4;
Integer m = 6000;
double p[] = { 0.08e0, 0.1e0, 0.8e0, 0.02e0 };

/* Set the sample size */
Integer n = 20;

/* Return the results in column major order */
Nag_OrderType order = Nag_ColMajor;
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/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_gen_multinomial (g05tgc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdx = (order == Nag_ColMajor) ? n : k;
x_size = (order == Nag_ColMajor) ? pdx * k : pdx * n;

/* Calculate the size of the reference vector */
p_max = 0.0;
for (i = 1; i < k; i++)

p_max = (p_max < p[i]) ? p[i] : p_max;
lr = 30 + 20 * sqrt(m * p_max * (1 - p_max));

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) ||
!(x = NAG_ALLOC(x_size, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, initializing the reference vector
at the same time */

mode = Nag_InitializeAndGenerate;
nag_rand_gen_multinomial(order, mode, n, m, k, p, r, lr, state, x, pdx,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_gen_multinomial (g05tgc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++) {

for (j = 0; j < k; j++)
printf("%12" NAG_IFMT "", X(i, j));

printf("\n");
}

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}
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10.2 Program Data

None.

10.3 Program Results

nag_rand_gen_multinomial (g05tgc) Example Program Results

468 603 4811 118
490 630 4761 119
482 575 4821 122
495 591 4826 88
512 611 4761 116
474 601 4800 125
485 595 4791 129
468 582 4825 125
485 598 4800 117
485 573 4814 128
501 634 4749 116
482 618 4780 120
470 584 4810 136
479 642 4750 129
476 608 4807 109
473 631 4782 114
509 596 4778 117
450 565 4877 108
484 556 4840 120
466 615 4802 117
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NAG Library Function Document

nag_rand_neg_bin (g05thc)

1 Purpose

nag_rand_neg_bin (g05thc) generates a vector of pseudorandom integers from the discrete negative
binomial distribution with parameter m and probability p of success at a trial.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_neg_bin (Nag_ModeRNG mode, Integer n, Integer m, double p,
double r[], Integer lr, Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_neg_bin (g05thc) generates n integers xi from a discrete negative binomial distribution,
where the probability of xi ¼ I (I successes before m failures) is

P xi ¼ Ið Þ ¼ mþ I � 1ð Þ!
I! m� 1ð Þ! � p

I � 1� pð Þm; I ¼ 0; 1; . . . :

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_neg_bin (g05thc)
with the same parameter value can then use this reference vector to generate further variates.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_neg_bin (g05thc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_neg_bin
(g05thc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.

mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.
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2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: m – Integer Input

On entry: m, the number of failures of the distribution.

Constraint: m 	 0.

4: p – double Input

On entry: p, the parameter of the negative binomial distribution representing the probability of
success at a single trial.

Constraint: 0:0 � p < 1:0.

5: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_neg_bin (g05thc).

If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: if mode 6¼ Nag GenerateWithoutReference, the reference vector.

6: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference,
lr ¼ 28þ 20� ffiffiffiffiffiffiffiffiffiffiffiffiffi

m� p
p þ 30� p

� �
= 1� pð Þ approximately;

otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate,

lr > int m�pþ7:15� ffiffiffiffiffiffiffiffim�pp þ20:15�p
1�p þ 8:5

� �
�max 0; int m�p�7:15� ffiffiffiffiffiffiffiffim�pp

1�p

� �� �� �
þ 9

;

if mode ¼ Nag GenerateFromReference, lr must remain unchanged from the previous call
to nag_rand_neg_bin (g05thc).

7: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

8: x½n� – Integer Output

On exit: the n pseudorandom numbers from the specified negative binomial distribution.
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9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, m ¼ valueh i.
Constraint: m 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

p or m is not the same as when r was set up in a previous call.
Previous value of p ¼ valueh i and p ¼ valueh i.
Previous value of m ¼ valueh i and m ¼ valueh i.

NE_REAL

On entry, p ¼ valueh i.
Constraint: 0:0 � p < 1:0.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_rand_neg_bin (g05thc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints 20 pseudorandom integers from a negative binomial distribution with parameters
m ¼ 60 and p ¼ 0:999, generated by a single call to nag_rand_neg_bin (g05thc), after initialization by
nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_neg_bin (g05thc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0;

/* Set the distribution parameters */
double p = 0.9990e0;
Integer m = 60;

/* Set the sample size */
Integer n = 20;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);
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printf("nag_rand_neg_bin (g05thc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector,
we are not using r, so lr can be set to 0 */

lr = 0;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, initializing the reference
vector at the same time */

mode = Nag_GenerateWithoutReference;
nag_rand_neg_bin(mode, n, m, p, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_neg_bin (g05thc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_neg_bin (g05thc) Example Program Results

62339
50505
64863
66289
50434
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59461
57365
65965
59572
63104
47833
54735
62075
48018
61458
55190
54263
80995
70129
60200
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NAG Library Function Document

nag_rand_poisson (g05tjc)

1 Purpose

nag_rand_poisson (g05tjc) generates a vector of pseudorandom integers from the discrete Poisson
distribution with mean �.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_poisson (Nag_ModeRNG mode, Integer n, double lambda,
double r[], Integer lr, Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_poisson (g05tjc) generates n integers xi from a discrete Poisson distribution with mean �,
where the probability of xi ¼ I is

P xi ¼ Ið Þ ¼ �
I � e��
I!

; I ¼ 0; 1; . . . ;

where � 	 0.

The variates can be generated with or without using a search table and index. If a search table is used
then it is stored with the index in a reference vector and subsequent calls to nag_rand_poisson (g05tjc)
with the same parameter values can then use this reference vector to generate further variates. The
reference array is found using a recurrence relation if � is less than 50 and by Stirling's formula
otherwise.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_poisson (g05tjc).

4 References

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: mode – Nag_ModeRNG Input

On entry: a code for selecting the operation to be performed by the function.

mode ¼ Nag InitializeReference
Set up reference vector only.

mode ¼ Nag GenerateFromReference
Generate variates using reference vector set up in a prior call to nag_rand_poisson
(g05tjc).

mode ¼ Nag InitializeAndGenerate
Set up reference vector and generate variates.
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mode ¼ Nag GenerateWithoutReference
Generate variates without using the reference vector.

C o n s t r a i n t : mode ¼ Nag InitializeReference, Nag GenerateFromReference,
Nag InitializeAndGenerate or Nag GenerateWithoutReference.

2: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

3: lambda – double Input

On entry: �, the mean of the Poisson distribution.

Constraint: lambda 	 0:0.

4: r½lr� – double Communication Array

On entry: if mode ¼ Nag GenerateFromReference, the reference vector from the previous call to
nag_rand_poisson (g05tjc).

If mode ¼ Nag GenerateWithoutReference, r is not referenced and may be NULL.

On exit: if mode 6¼ Nag GenerateWithoutReference, the reference vector.

5: lr – Integer Input

On entry: the dimension of the array r.

Suggested value:

if mode 6¼ Nag GenerateWithoutReference, lr ¼ 30þ 20�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
lambda
p

þ lambda;
otherwise lr ¼ 1.

Constraints:

if mode ¼ Nag InitializeReference or Nag InitializeAndGenerate,

if
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
lambda
p

> 7:15, lr > 9þ int 8:5þ 14:3�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
lambda
p� �

;

otherwise lr > 9þ int lambdaþ 7:15�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
lambda
p

þ 8:5
� �

.;
if mode ¼ Nag GenerateFromReference, lr must remain unchanged from the previous call
to nag_rand_poisson (g05tjc).

6: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

7: x½n� – Integer Output

On exit: the n pseudorandom numbers from the specified Poisson distribution.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, lr is too small when mode ¼ Nag InitializeReference or Nag InitializeAndGenerate:
lr ¼ valueh i, minimum length required ¼ valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

lambda is not the same as when r was set up in a previous call.
Previous value of lambda ¼ valueh i and lambda ¼ valueh i.

NE_REAL

lambda is such that lr would have to be larger than the largest representable integer. Use
mode ¼ Nag GenerateWithoutReference instead. lambda ¼ valueh i.
On entry, lambda ¼ valueh i.
Constraint: lambda 	 0:0.

NE_REF_VEC

On entry, some of the elements of the array r have been corrupted or have not been initialized.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_poisson (g05tjc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.
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Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example prints 10 pseudorandom integers from a Poisson distribution with mean � ¼ 20, generated
by a single call to nag_rand_poisson (g05tjc), after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_poisson (g05tjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lr, i, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;
Nag_ModeRNG mode;

/* Double scalar and array declarations */
double *r = 0;

/* Set the distribution parameters */
double lambda = 20.0e0;

/* Set the sample size */
Integer n = 10;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_poisson (g05tjc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {
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printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Calculate the size of the reference vector */
lr = 30 + 20 * sqrt(lambda) + lambda;

/* Allocate arrays */
if (!(r = NAG_ALLOC(lr, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates, initializing the reference vector
at the same time */

mode = Nag_InitializeAndGenerate;
nag_rand_poisson(mode, n, lambda, r, lr, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_poisson (g05tjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(r);
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_poisson (g05tjc) Example Program Results

21
15
23
24
14
20
19
23
20
22
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NAG Library Function Document

nag_rand_compd_poisson (g05tkc)

1 Purpose

nag_rand_compd_poisson (g05tkc) generates a vector of pseudorandom integers, each from a discrete
Poisson distribution with differing parameter.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_compd_poisson (Integer m, const double vlamda[],
Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_compd_poisson (g05tkc) generates m integers xj, each from a discrete Poisson distribution
with mean �j, where the probability of xj ¼ I is

P xj ¼ I
� �

¼
�Ij � e��j

I!
; I ¼ 0; 1; . . . ;

where

�j 	 0; j ¼ 1; 2; . . . ;m:

The methods used by this function have low set up times and are designed for efficient use when the
value of the parameter � changes during the simulation. For large samples from a distribution with fixed
� using nag_rand_poisson (g05tjc) to set up and use a reference vector may be more efficient.

When � < 7:5 the product of uniforms method is used, see for example Dagpunar (1988). For larger
values of � an envelope rejection method is used with a target distribution:

f xð Þ ¼ 1
3 if xj j � 1;

f xð Þ ¼ 1
3 xj j

�3 otherwise:

This distribution is generated using a ratio of uniforms method. A similar approach has also been
suggested by Ahrens and Dieter (1989). The basic method is combined with quick acceptance and
rejection tests given by Maclaren (1990). For values of � 	 87 Stirling's approximation is used in the
computation of the Poisson distribution function, otherwise tables of factorials are used as suggested by
Maclaren (1990).

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_compd_poisson (g05tkc).

4 References

Ahrens J H and Dieter U (1989) A convenient sampling method with bounded computation times for
Poisson distributions Amer. J. Math. Management Sci. 1–13

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Maclaren N M (1990) A Poisson random number generator Personal Communication
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5 Arguments

1: m – Integer Input

On entry: m, the number of Poisson distributions for which pseudorandom variates are required.

Constraint: m 	 1.

2: vlamda½m� – const double Input

On entry: the means, �j , for j ¼ 1; 2; . . . ;m, of the Poisson distributions.

Constraint: 0:0 � vlamda½j � 1� � nag max integer=2:0, for j ¼ 1; 2; . . . ;m.

3: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

4: x½m� – Integer Output

On exit: the m pseudorandom numbers from the specified Poisson distributions.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.
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NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, at least one element of vlamda is less than zero.

On entry, at least one element of vlamda is too large.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_compd_poisson (g05tkc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example prints ten pseudorandom integers from five Poisson distributions with means �1 ¼ 0:5,
�2 ¼ 5, �3 ¼ 10, �4 ¼ 500 and �5 ¼ 1000. These are generated by ten calls to nag_rand_compd_pois
son (g05tkc), after initialization by nag_rand_init_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_compd_poisson (g05tkc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, j, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;

/* Set the distribution parameters */
Integer m = 5;
double lambda[] = { 0.5e0, 5.0e0, 10.0e0, 500.0e0, 1000.0e0 };

/* Set the sample size */
Integer n = 10;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
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Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_compd_poisson (g05tkc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate and display n sets of the m variates */
for (i = 0; i < n; i++) {

/* Generate the variates */
nag_rand_compd_poisson(m, lambda, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_compd_poisson (g05tkc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
printf("%12" NAG_IFMT "", i + 1);
for (j = 0; j < m; j++)

printf("%12" NAG_IFMT "", x[j]);
printf("\n");

}

END:
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_rand_compd_poisson (g05tkc) Example Program Results

1 1 6 12 507 1003
2 0 9 11 520 1028
3 1 3 7 483 1041
4 0 3 11 513 1012
5 1 5 9 496 940
6 0 6 17 548 990
7 1 9 8 512 1035
8 0 4 10 458 1029
9 1 6 13 523 971

10 0 9 16 519 999
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NAG Library Function Document

nag_rand_discrete_uniform (g05tlc)

1 Purpose

nag_rand_discrete_uniform (g05tlc) generates a vector of pseudorandom integers uniformly distributed
over the interval a; b½ �.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_discrete_uniform (Integer n, Integer a, Integer b,
Integer state[], Integer x[], NagError *fail)

3 Description

nag_rand_discrete_uniform (g05tlc) generates the next n values yi from a uniform 0; 1ð � generator (see
nag_rand_basic (g05sac) for details) and applies the transformation

xi ¼ aþ b� aþ 1ð Þyib c;

where zb c is the integer part of the real value z. The function ensures that the values xi lie in the closed
interval a; b½ �.
One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_discrete_uniform (g05tlc).

4 References

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

5 Arguments

1: n – Integer Input

On entry: n, the number of pseudorandom numbers to be generated.

Constraint: n 	 0.

2: a – Integer Input
3: b – Integer Input

On entry: the end points a and b of the uniform distribution.

Constraint: a � b.

4: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.
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5: x½n� – Integer Output

On exit: the n pseudorandom numbers from the specified uniform distribution.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, a ¼ valueh i and b ¼ valueh i.
Constraint: b 	 a.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_discrete_uniform (g05tlc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

None.

10 Example

This example prints five pseudorandom integers from a discrete uniform distribution between �5 and 5,
generated by a single call to nag_rand_discrete_uniform (g05tlc), after initialization by nag_rand_ini
t_repeatable (g05kfc).

10.1 Program Text

/* nag_rand_discrete_uniform (g05tlc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, lstate;
Integer *state = 0, *x = 0;

/* NAG structures */
NagError fail;

/* Set the distribution parameters */
Integer a = -5;
Integer b = 5;

/* Set the sample size */
Integer n = 5;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_rand_discrete_uniform (g05tlc) Example Program Results\n\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
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if (!(state = NAG_ALLOC(lstate, Integer)) || !(x = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate the variates */
nag_rand_discrete_uniform(n, a, b, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_discrete_uniform (g05tlc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display the variates */
for (i = 0; i < n; i++)

printf("%12" NAG_IFMT "\n", x[i]);

END:
NAG_FREE(state);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_discrete_uniform (g05tlc) Example Program Results

2
-4
3
3

-4
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NAG Library Function Document

nag_rand_bb_init (g05xac)

1 Purpose

nag_rand_bb_init (g05xac) initializes the Brownian bridge generator nag_rand_bb (g05xbc). It must be
called before any calls to nag_rand_bb (g05xbc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bb_init (double t0, double tend, const double times[],
Integer ntimes, double rcomm[], NagError *fail)

3 Description

3.1 Brownian Bridge Algorithm

Details on the Brownian bridge algorithm and the Brownian bridge process (sometimes also called a
non-free Wiener process) can be found in Section 2.6 in the g05 Chapter Introduction. We briefly recall
some notation and definitions.

Fix two times t0 < T and let tið Þ1�i�N be any set of time points satisfying t0 < t1 < t2 < � � � < tN < T .
Let Xtið Þ1�i�N denote a d-dimensional Wiener sample path at these time points, and let C be any d by d
matrix such that CCT is the desired covariance structure for the Wiener process. Each point Xti of the
sample path is constructed according to the Brownian bridge interpolation algorithm (see Glasserman
(2004) or Section 2.6 in the g05 Chapter Introduction). We always start at some fixed point
Xt0 ¼ x 2 R

d. If we set XT ¼ xþ C
ffiffiffiffiffiffiffiffiffiffiffiffiffi
T � t0
p

Z where Z is any d-dimensional standard Normal random
variable, then X will behave like a normal (free) Wiener process. However if we fix the terminal value
XT ¼ w 2 R

d, then X will behave like a non-free Wiener process.

3.2 Implementation

Given the start and end points of the process, the order in which successive interpolation times tj are
chosen is called the bridge construction order. The construction order is given by the array times.
Further information on construction orders is given in Section 2.6.2 in the g05 Chapter Introduction.
For clarity we consider here the common scenario where the Brownian bridge algorithm is used with
quasi-random points. If pseudorandom numbers are used instead, these details can be ignored.

Suppose we require P Wiener sample paths each of dimension d. The main input to the Brownian
bridge algorithm is then an array of quasi-random points Z1; Z2; . . . ; ZP where each point
Zp ¼ Zp

1 ; Z
p
2 ; . . . ; Z

p
D

� �
has dimension D ¼ d N þ 1ð Þ or D ¼ dN respectively, depending on whether

a free or non-free Wiener process is required. When nag_rand_bb (g05xbc) is called, the pth sample
path for 1 � p � P is constructed as follows: if a non-free Wiener process is required set XT equal to
the terminal value w, otherwise construct XT as

XT ¼ Xt0 þ C
ffiffiffiffiffiffiffiffiffiffiffiffiffi
T � t0

p Zp
1

..

.

Zp
d

264
375

where C is the matrix described in Section 3.1. The array times holds the remaining time points
t1; t2; . . . tN in the order in which the bridge is to be constructed. For each j ¼ 1; . . . ; N set
r ¼ times½j� 1�, find
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q ¼ max t0; times½i� 1� : 1 � i < j; times½i� 1� < rf g

and

s ¼ min T; times½i� 1� : 1 � i < j; times½i� 1� > rf g

and construct the point Xr as

Xr ¼
Xq s� rð Þ þXs r� qð Þ

s� q þ C

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
s� rð Þ r� qð Þ

s� qð Þ

s Zp
jd�adþ1
..
.

Zp
jd�adþd

264
375

where a ¼ 0 or a ¼ 1 respectively depending on whether a free or non-free Wiener process is required.
Note that in our discussion j is indexed from 1, and so Xr is interpolated between the nearest (in time)
Wiener points which have already been constructed. The function nag_rand_bb_make_bridge_order
(g05xec) can be used to initialize the times array for several predefined bridge construction orders.

4 References

Glasserman P (2004) Monte Carlo Methods in Financial Engineering Springer

5 Arguments

1: t0 – double Input

On entry: the starting value t0 of the time interval.

2: tend – double Input

On entry: the end value T of the time interval.

Constraint: tend > t0.

3: times½ntimes� – const double Input

On entry: the points in the time interval t0; Tð Þ at which the Wiener process is to be constructed.
The order in which points are listed in times determines the bridge construction order. The
function nag_rand_bb_make_bridge_order (g05xec) can be used to create predefined bridge
construction orders from a set of input times.

Constraints:

t0 < times½i � 1� < tend, for i ¼ 1; 2; . . . ;ntimes;
times½i� 1� 6¼ times½j� 1�, for i; j ¼ 1; 2; . . .ntimes and i 6¼ j.

4: ntimes – Integer Input

On entry: the length of times, denoted by N in Section 3.1.

Constraint: ntimes 	 1.

5: rcomm½12� ntimesþ 1ð Þ� – double Communication Array

On exit: communication array, used to store information between calls to nag_rand_bb (g05xbc).
This array MUST NOT be directly modified.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ntimes ¼ valueh i.
Constraint: ntimes 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tend ¼ valueh i and t0 ¼ valueh i.
Constraint: tend > t0.

NE_REAL_ARRAY

On entry, times½ valueh i� ¼ valueh i, t0 ¼ valueh i and tend ¼ valueh i.
Constraint: t0 < times½i� 1� < tend for all i.

On entry, times½ valueh i� and times½ valueh i� both equal valueh i.
Constraint: all elements of times must be unique.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bb_init (g05xac) is not threaded in any implementation.

9 Further Comments

The efficient implementation of a Brownian bridge algorithm requires the use of a workspace array
called the working stack. Since previously computed points will be used to interpolate new points, they
should be kept close to the hardware processing units so that the data can be accessed quickly. Ideally
the whole stack should be held in hardware cache. Different bridge construction orders may require
different amounts of working stack. Indeed, a naive bridge algorithm may require a stack of size N

4 or
even N

2 , which could be very inefficient when N is large. nag_rand_bb_init (g05xac) performs a
detailed analysis of the bridge construction order specified by times. Heuristics are used to find an
execution strategy which requires a small working stack, while still constructing the bridge in the order
required.
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10 Example

This example calls nag_rand_bb_init (g05xac), nag_rand_bb (g05xbc) and nag_rand_bb_make_brid
ge_order (g05xec) to generate two sample paths of a three-dimensional free Wiener process.
Pseudorandom variates are used to construct the sample paths.

See Section 10 in nag_rand_bb (g05xbc) and nag_rand_bb_make_bridge_order (g05xec) for additional
examples.

10.1 Program Text

/* nag_rand_bb_init (g05xac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagf07.h>
int get_z(Integer nelements, double *z);
void display_results(Nag_OrderType order, Integer npaths, Integer ntimes,

Integer d, double *b, Integer pdb);

#define CHECK_FAIL(name,fail) if(fail.code != NE_NOERROR) { \
printf("Error calling %s\n%s\n",name,fail.message); exit_status=-1; goto END; }

int main(void)
{
#define C(I,J) c[(J-1)*pdc + I-1]

Integer exit_status = 0;
NagError fail;
/* Scalars */
double t0, tend;
Integer a, d, pdb, pdc, pdz, nmove, npaths, ntimes, i;
/* Arrays */
double *b = 0, *c = 0, *intime = 0, *rcomm = 0, *start = 0,

*term = 0, *times = 0, *z = 0;
Integer *move = 0;
INIT_FAIL(fail);

/* Parameters which determine the bridge */
ntimes = 10;
t0 = 0.0;
npaths = 2;
a = 0;
nmove = 0;
d = 3;
pdz = d * (ntimes + 1 - a);
pdb = d * (ntimes + 1);
pdc = d;
/* Allocate memory */
if (!(intime = NAG_ALLOC((ntimes), double)) ||

!(times = NAG_ALLOC((ntimes), double)) ||
!(rcomm = NAG_ALLOC((12 * (ntimes + 1)), double)) ||
!(start = NAG_ALLOC(d, double)) ||
!(term = NAG_ALLOC(d, double)) ||
!(c = NAG_ALLOC(pdc * d, double)) ||
!(z = NAG_ALLOC(pdz * npaths, double)) ||
!(b = NAG_ALLOC(pdb * npaths, double)) ||
!(move = NAG_ALLOC(nmove, Integer))

)
{

printf("Allocation failure\n");
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exit_status = -1;
goto END;

}

/* Fix the time points at which the bridge is required */
for (i = 0; i < ntimes; i++) {

intime[i] = t0 + (double) (i + 1);
}
tend = t0 + (double) (ntimes + 1);

/* g05xec. Creates a Brownian bridge construction order */
/* out of a set of input times */
nag_rand_bb_make_bridge_order(Nag_RLRoundDown, t0, tend, ntimes, intime,

nmove, move, times, &fail);
CHECK_FAIL("nag_rand_bb_make_bridge_order", fail);

/* nag_rand_bb_init (g05xac). Initializes the Brownian bridge generator */
nag_rand_bb_init(t0, tend, times, ntimes, rcomm, &fail);
CHECK_FAIL("nag_rand_bb_init", fail);

/* We want the following covariance matrix */
C(1, 1) = 6.0;
C(2, 1) = 1.0;
C(3, 1) = -0.2;
C(1, 2) = 1.0;
C(2, 2) = 5.0;
C(3, 2) = 0.3;
C(1, 3) = -0.2;
C(2, 3) = 0.3;
C(3, 3) = 4.0;
/* nag_rand_bb uses the Cholesky factorization of the covariance matrix C */
/* f07fdc. Cholesky factorization of real positive definite matrix */
nag_dpotrf(Nag_ColMajor, Nag_Lower, d, c, pdc, &fail);
CHECK_FAIL("nag_dpotrf", fail);

/* Generate the random numbers */
if (get_z(npaths * d * (ntimes + 1 - a), z) != 0) {

printf("Error generating random numbers\n");
exit_status = -1;
goto END;

}

for (i = 0; i < d; i++)
start[i] = 0.0;

/* g05xbc. Generate paths for a free or non-free Wiener process using the */
/* Brownian bridge algorithm */
nag_rand_bb(Nag_RowMajor, npaths, d, start, a, term, z, pdz, c, pdc, b, pdb,

rcomm, &fail);
CHECK_FAIL("nag_rand_bb", fail);

/* Display the results */
display_results(Nag_RowMajor, npaths, ntimes, d, b, pdb);

END:
;
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(intime);
NAG_FREE(rcomm);
NAG_FREE(start);
NAG_FREE(term);
NAG_FREE(times);
NAG_FREE(z);
NAG_FREE(move);
return exit_status;

}

int get_z(Integer nelements, double *z)
{

NagError fail;
Integer lseed, lstate, exit_status = 0;
/* Arrays */
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Integer seed[1];
Integer state[80];
lstate = 80;
lseed = 1;
INIT_FAIL(fail);

/* We now need to generate the input pseudorandom numbers */
seed[0] = 1023401;
/* g05kfc. Initializes a pseudorandom number generator */
/* to give a repeatable sequence */
nag_rand_init_repeatable(Nag_MRG32k3a, 0, seed, lseed, state, &lstate,

&fail);
CHECK_FAIL("nag_rand_init_repeatable", fail);

/* g05skc. Generates a vector of pseudorandom numbers from */
/* a Normal distribution */
nag_rand_normal(nelements, 0.0, 1.0, state, z, &fail);
CHECK_FAIL("nag_rand_normal", fail);

END:return exit_status;
}

void display_results(Nag_OrderType order, Integer npaths, Integer ntimes,
Integer d, double *b, Integer pdb)

{
#define B(I,J) (order==Nag_RowMajor ? b[(I-1)*pdb+J-1]:b[(J-1)*pdb+I-1])

Integer i, p, k;
printf("nag_rand_bb_init (g05xac) Example Program Results\n\n");
for (p = 1; p <= npaths; p++) {

printf("Wiener Path ");
printf("%1" NAG_IFMT " ", p);
printf(", ");
printf("%1" NAG_IFMT " ", ntimes + 1);
printf(" time steps, ");
printf("%1" NAG_IFMT " ", d);
printf(" dimensions \n");

for (k = 1; k <= d; k++) {
printf("%10" NAG_IFMT " ", k);

}
printf("\n");

for (i = 1; i <= ntimes + 1; i++) {
printf("%2" NAG_IFMT " ", i);
for (k = 1; k <= d; k++) {

printf("%10.4f", B(p, k + (i - 1) * d));

}
printf("\n");

}
printf("\n");

}
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bb_init (g05xac) Example Program Results

Wiener Path 1 , 11 time steps, 3 dimensions
1 2 3

1 1.6020 0.5611 1.6975
2 1.2767 0.3972 -1.7199
3 -0.1895 -0.8812 -5.1908
4 -2.8083 -4.4484 -6.7697
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5 -5.6251 -6.0375 -3.2551
6 -6.5404 -6.2009 -5.5638
7 -4.6398 -4.9675 -7.4454
8 -5.3501 -4.8563 -9.9002
9 -7.1683 -7.2638 -9.7825

10 -1.9440 -7.0725 -10.7577
11 -4.9941 -3.5442 -10.1561

Wiener Path 2 , 11 time steps, 3 dimensions
1 2 3

1 2.6097 6.2430 0.0316
2 3.5442 4.2836 2.5742
3 1.3068 6.1511 4.5362
4 2.7487 8.6021 2.6880
5 3.4584 6.1778 -0.6274
6 0.5965 8.3014 0.5933
7 -3.2701 5.4787 1.0727
8 -4.7527 7.0988 0.9120
9 -4.9375 7.9486 0.7657

10 -7.1302 7.3180 0.2706
11 -0.6289 9.8866 -2.2762
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NAG Library Function Document

nag_rand_bb (g05xbc)

1 Purpose

nag_rand_bb (g05xbc) uses a Brownian bridge algorithm to construct sample paths for a free or non-
free Wiener process. The initialization function nag_rand_bb_init (g05xac) must be called prior to the
first call to nag_rand_bb (g05xbc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bb (Nag_OrderType order, Integer npaths, Integer d,
const double start[], Integer a, const double term[], double z[],
Integer pdz, const double c[], Integer pdc, double b[], Integer pdb,
const double rcomm[], NagError *fail)

3 Description

For details on the Brownian bridge algorithm and the bridge construction order see Section 2.6 in the
g05 Chapter Introduction and Section 3 in nag_rand_bb_init (g05xac). Recall that the terms Wiener
process (or free Wiener process) and Brownian motion are often used interchangeably, while a non-free
Wiener process (also known as a Brownian bridge process) refers to a process which is forced to
terminate at a given point.

4 References

Glasserman P (2004) Monte Carlo Methods in Financial Engineering Springer

5 Arguments

Note: the following variable is used in the parameter descriptions: N ¼ ntimes, the length of the array
times passed to the initialization function nag_rand_bb_init (g05xac).

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: npaths – Integer Input

On entry: the number of Wiener sample paths to create.

Constraint: npaths 	 1.

3: d – Integer Input

On entry: the dimension of each Wiener sample path.

Constraint: d 	 1.
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4: start½d� – const double Input

On entry: the starting value of the Wiener process.

5: a – Integer Input

On entry: if a ¼ 0, a free Wiener process is created beginning at start and term is ignored.

If a ¼ 1, a non-free Wiener process is created beginning at start and ending at term.

Constraint: a ¼ 0 or 1.

6: term½d� – const double Input

On entry: the terminal value at which the non-free Wiener process should end. If a ¼ 0, term is
ignored.

7: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

pdz� npaths when order ¼ Nag RowMajor;
pdz� ðd� N þ 1� að ÞÞ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: the Normal random numbers used to construct the sample paths.

If quasi-random numbers are used, the d� N þ 1� að Þ-dimensional quasi-random points should
be stored in successive rows of Z.

On exit: the Normal random numbers premultiplied by C.

8: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag RowMajor, pdz 	 d� N þ 1� að Þ;
if order ¼ Nag ColMajor, pdz 	 npaths.

9: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least pdc� d.

The i; jð Þth element of the matrix C is stored in c½ j� 1ð Þ � pdcþ i� 1�.
On entry: the lower triangular Cholesky factorization C such that CCT gives the covariance
matrix of the Wiener process. Elements of C above the diagonal are not referenced.

10: pdc – Integer Input

On entry: the stride separating matrix row elements in the array c.

Constraint: pdc 	 d.

11: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least

pdb� npaths when order ¼ Nag RowMajor;
pdb� ðd� N þ 1ð ÞÞ when order ¼ Nag ColMajor.
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The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On exit: the values of the Wiener sample paths.

Let Xk
p;i denote the kth dimension of the ith point of the pth sample path where 1 � k � d,

1 � i � N þ 1 and 1 � p � npaths. The point Xk
p;i is stored at B p; kþ i� 1ð Þ � dð Þ. The

starting value start is never stored, whereas the terminal value is always stored.

12: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag RowMajor, pdb 	 d� N þ 1ð Þ;
if order ¼ Nag ColMajor, pdb 	 npaths.

13: rcomm½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
rcomm in the previous call to nag_rand_bb_init (g05xac) or nag_rand_bb (g05xbc).

On entry: communication array as returned by the last call to nag_rand_bb_init (g05xac) or
nag_rand_bb (g05xbc). This array MUST NOT be directly modified.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdb ¼ valueh i and d� ntimesþ 1ð Þ ¼ valueh i.
Constraint: pdb 	 d� ntimesþ 1ð Þ.
On entry, pdb ¼ valueh i and npaths ¼ valueh i.
Constraint: pdb 	 npaths.

On entry, pdc ¼ valueh i.
Constraint: pdc 	 valueh i.
On entry, pdz ¼ valueh i and d� ntimesþ 1� að Þ ¼ valueh i.
Constraint: pdz 	 d� ntimesþ 1� að Þ.
On entry, pdz ¼ valueh i and npaths ¼ valueh i.
Constraint: pdz 	 npaths.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ILLEGAL_COMM

On entry, rcomm was not initialized or has been corrupted.

NE_INT

On entry, a ¼ valueh i.
Constraint: a ¼ 0 or 1.

On entry, d ¼ valueh i.
Constraint: d 	 1.

On entry, npaths ¼ valueh i.
Constraint: npaths 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bb (g05xbc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

nag_rand_bb (g05xbc) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example calls nag_rand_bb (g05xbc), nag_rand_bb_init (g05xac) and nag_rand_bb_make_brid
ge_order (g05xec) to generate two sample paths of a three-dimensional non-free Wiener process. The
process starts at zero and each sample path terminates at the point 1:0; 0:5; 0:0ð Þ. Quasi-random
numbers are used to construct the sample paths.

See Section 10 in nag_rand_bb_init (g05xac) and nag_rand_bb_make_bridge_order (g05xec) for
additional examples.
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10.1 Program Text

/* nag_rand_bb (g05xbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagf07.h>

int get_z(Nag_OrderType order, Integer ntimes, Integer d, Integer a,
Integer npaths, double *z, Integer pdz);

void display_results(Nag_OrderType order, Integer npaths, Integer ntimes,
Integer d, double *b, Integer pdb);

#define CHECK_FAIL(name,fail) if(fail.code != NE_NOERROR) { \
printf("Error from %s.\n%s\n",name,fail.message); \
exit_status = -1; goto END; }

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double t0, tend;
Integer a, d, pdb, pdc, pdz, nmove, npaths, ntimes, i;
/* Arrays */
double *b = 0, *c = 0, *intime = 0, *rcomm = 0, *start = 0, *term = 0,

*times = 0, *z = 0;
Integer *move = 0;
/* Nag Types */
NagError fail;
Nag_OrderType order;

INIT_FAIL(fail);

/* Parameters which determine the bridge. */
ntimes = 10;
t0 = 0.0;
npaths = 2;
/* Create a non-free bridge. */
a = 1;
nmove = 0;
d = 3;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pdz = npaths;
pdb = npaths;

#else
order = Nag_RowMajor;
pdz = d * (ntimes + 1 - a);
pdb = d * (ntimes + 1);

#endif
pdc = d;

#define C(I,J) c[(J-1)*pdc+I-1]

/* Allocate memory */
if (!(intime = NAG_ALLOC((ntimes), double)) ||

!(times = NAG_ALLOC((ntimes), double)) ||
!(rcomm = NAG_ALLOC((12 * (ntimes + 1)), double)) ||
!(start = NAG_ALLOC(d, double)) ||
!(term = NAG_ALLOC(d, double)) ||
!(c = NAG_ALLOC(d * pdc, double)) ||
!(z = NAG_ALLOC(d * (ntimes + 1 - a) * npaths, double)) ||
!(b = NAG_ALLOC(d * (ntimes + 1) * npaths, double)) ||
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!(move = NAG_ALLOC(nmove, Integer))
)

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Fix the time points at which the bridge is required */
for (i = 0; i < ntimes; i++)

intime[i] = t0 + (double) (i + 1);
tend = t0 + (double) (ntimes + 1);

/* Create a Brownian bridge construction order out of a set of input times
* using nag_rand_bb_make_bridge_order (g05xec).
*/

nag_rand_bb_make_bridge_order(Nag_RLRoundDown, t0, tend, ntimes, intime,
nmove, move, times, &fail);

CHECK_FAIL("nag_rand_bb_make_bridge_order", fail);

/* Initialize the Brownian bridge generator using
* nag_rand_bb_init (g05xac).
*/

nag_rand_bb_init(t0, tend, times, ntimes, rcomm, &fail);
CHECK_FAIL("nag_rand_bb_init (g05xac)", fail);

/* We want the following covariance matrix ... */
C(1, 1) = 6.0;
C(2, 1) = C(1, 2) = 1.0;
C(3, 1) = C(1, 3) = -0.2;
C(2, 2) = 5.0;
C(3, 2) = C(2, 3) = 0.3;
C(3, 3) = 4.0;
/* Cholesky factorize the covariance matrix C, as required by
* nag_rand_bb (g05xbc), using nag_dpotrf (f07fdc).
*/

nag_dpotrf(Nag_ColMajor, Nag_Lower, d, c, pdc, &fail);
CHECK_FAIL("nag_dpotrf", fail);

/* Generate the random numbers z. */
if (get_z(order, ntimes, d, a, npaths, z, pdz) != 0) {

printf("Error generating random numbers\n");
exit_status = -1;
goto END;

}
/* Give start and terminal values of pinned bridge */
start[0] = start[1] = start[2] = 0.0;
term[0] = 1.0;
term[1] = 0.5;
term[2] = 0.0;

/* Generate paths for a free or non-free Wiener process using the
* Brownian bridge algorithm: nag_rand_bb (g05xbc).
*/

nag_rand_bb(order, npaths, d, start, a, term, z, pdz, c, pdc,
b, pdb, rcomm, &fail);

CHECK_FAIL("nag_rand_bb", fail);

/* Display the results */
display_results(order, npaths, ntimes, d, b, pdb);

END:
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(intime);
NAG_FREE(rcomm);
NAG_FREE(start);
NAG_FREE(term);
NAG_FREE(times);
NAG_FREE(z);
NAG_FREE(move);
return exit_status;
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}

int get_z(Nag_OrderType order, Integer ntimes, Integer d, Integer a,
Integer npaths, double *z, Integer pdz)

{
/* Scalars */
Integer exit_status = 0;
Integer lseed, lstate, idim, liref, i;
/* Arrays */
Integer seed[1], *iref = 0, state[80];
double *xmean = 0, *stdev = 0;
/* Nag Types */
NagError fail;

INIT_FAIL(fail);

lstate = 80;
lseed = 1;
idim = d * (ntimes + 1 - a);
liref = 32 * idim + 7;
if (!(iref = NAG_ALLOC((liref), Integer)) ||

!(xmean = NAG_ALLOC((idim), double)) ||
!(stdev = NAG_ALLOC((idim), double)))

{
printf("Allocation failure in get_z\n");
exit_status = -1;
goto END;

}

/* We now need to generate the input pseudorandom numbers. */
seed[0] = 1023401;
/* Initialize a pseudorandom number generator to give a repeatable sequence
* using nag_rand_init_repeatable (g05kfc).
*/

nag_rand_init_repeatable(Nag_MRG32k3a, 0, seed, lseed, state, &lstate,
&fail);

CHECK_FAIL("nag_rand_init_repeatable (g05kfc)", fail);

/* Initialize a scrambled quasi-random number generator using
* nag_quasi_init_scrambled (g05ync).
*/

nag_quasi_init_scrambled(Nag_QuasiRandom_Sobol, Nag_FaureTezuka, idim,
iref, liref, 0, 32, state, &fail);

CHECK_FAIL("nag_quasi_init_scrambled (g05ync)", fail);

for (i = 0; i < idim; i++) {
xmean[i] = 0.0;
stdev[i] = 1.0;

}
/* Generate a (repeatable) Normal quasi-random number sequence using
* nag_quasi_rand_normal (g05yjc).
*/

nag_quasi_rand_normal(order, xmean, stdev, npaths, z, pdz, iref, &fail);
CHECK_FAIL("nag_quasi_rand_normal (g05yjc)", fail);

END:
NAG_FREE(iref);
NAG_FREE(xmean);
NAG_FREE(stdev);
return exit_status;

}

void display_results(Nag_OrderType order, Integer npaths, Integer ntimes,
Integer d, double *b, Integer pdb)

{
#define B(I,J) (order==Nag_RowMajor ? b[(I-1)*pdb + J-1]:b[(J-1)*pdb + I-1])

Integer i, p, k;

printf("nag_rand_bb (g05xbc) Example Program Results\n\n");
for (p = 1; p <= npaths; p++) {

printf("Wiener Path %1" NAG_IFMT ", %1" NAG_IFMT "", p, ntimes + 1);
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printf(" time steps, %1" NAG_IFMT " dimensions\n", d);

for (k = 1; k <= d; k++)
printf("%10" NAG_IFMT " ", k);

printf("\n");

for (i = 0; i < ntimes + 1; i++) {
printf("%2" NAG_IFMT " ", i + 1);
for (k = 1; k <= d; k++)

printf("%10.4f", B(p, k + i * d));
printf("\n");

}
printf("\n");

}
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bb (g05xbc) Example Program Results

Wiener Path 1, 11 time steps, 3 dimensions
1 2 3

1 -1.0602 -2.8701 -0.9415
2 -3.0575 -1.9502 0.2596
3 -6.8274 -2.4434 0.4597
4 -5.2855 -3.4475 0.0795
5 -8.1784 -5.2296 -0.0921
6 -4.6874 -5.0220 1.4862
7 -3.0959 -4.8623 -4.4076
8 -2.9605 -1.8936 -3.9539
9 -5.4685 -2.3856 -3.2031

10 0.1205 -5.0520 -1.0385
11 1.0000 0.5000 0.0000

Wiener Path 2, 11 time steps, 3 dimensions
1 2 3

1 0.6564 3.5142 1.5911
2 -2.3773 3.1618 3.0316
3 0.3020 6.8815 2.0875
4 -0.2169 4.6026 1.1982
5 -2.0684 4.1503 2.4758
6 -5.1075 3.7303 2.7563
7 -3.8497 3.6682 2.4827
8 -1.8292 4.4153 0.1916
9 -2.0649 0.6952 -2.1201

10 0.1962 1.7769 -5.7685
11 1.0000 0.5000 0.0000
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NAG Library Function Document

nag_rand_bb_inc_init (g05xcc)

1 Purpose

nag_rand_bb_inc_init (g05xcc) initializes the Brownian bridge increments generator nag_rand_bb_inc
(g05xdc). It must be called before any calls to nag_rand_bb_inc (g05xdc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bb_inc_init (double t0, double tend, const double times[],
Integer ntimes, double rcomm[], NagError *fail)

3 Description

3.1 Brownian Bridge Algorithm

Details on the Brownian bridge algorithm and the Brownian bridge process (sometimes also called a
non-free Wiener process) can be found in Section 2.6 in the g05 Chapter Introduction. We briefly recall
some notation and definitions.

Fix two times t0 < T and let tið Þ1�i�N be any set of time points satisfying t0 < t1 < t2 < � � � < tN < T .
Let Xtið Þ1�i�N denote a d-dimensional Wiener sample path at these time points, and let C be any d by d
matrix such that CCT is the desired covariance structure for the Wiener process. Each point Xti of the
sample path is constructed according to the Brownian bridge interpolation algorithm (see Glasserman
(2004) or Section 2.6 in the g05 Chapter Introduction). We always start at some fixed point
Xt0 ¼ x 2 R

d. If we set XT ¼ xþ C
ffiffiffiffiffiffiffiffiffiffiffiffiffi
T � t0
p

Z where Z is any d-dimensional standard Normal random
variable, then X will behave like a normal (free) Wiener process. However if we fix the terminal value
XT ¼ w 2 R

d, then X will behave like a non-free Wiener process.

The Brownian bridge increments generator uses the Brownian bridge algorithm to construct sample
paths for the (free or non-free) Wiener process X, and then uses this to compute the scaled Wiener
increments

Xt1 �Xt0

t1 � t0
;
Xt2 �Xt1

t2 � t1
; . . . ;

XtN �XtN�1

tN � tN�1
;
XT �XtN

T � tN
:

Such increments can be useful in computing numerical solutions to stochastic differential equations
driven by (free or non-free) Wiener processes.

3.2 Implementation

Conceptually, the output of the Wiener increments generator is the same as if nag_rand_bb_init
(g05xac) and nag_rand_bb (g05xbc) were called first, and the scaled increments then constructed from
their output. The implementation adopts a much more efficient approach whereby the scaled increments
are computed directly without first constructing the Wiener sample path.

Given the start and end points of the process, the order in which successive interpolation times tj are
chosen is called the bridge construction order. The construction order is given by the array times.
Further information on construction orders is given in Section 2.6.2 in the g05 Chapter Introduction.
For clarity we consider here the common scenario where the Brownian bridge algorithm is used with
quasi-random points. If pseudorandom numbers are used instead, these details can be ignored.

Suppose we require the increments of P Wiener sample paths each of dimension d. The main input to
the Brownian bridge increments generator is then an array of quasi-random points Z1; Z2; . . . ; ZP where
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each point Zp ¼ Zp
1 ; Z

p
2 ; . . . ; Z

p
D

� �
has dimension D ¼ d N þ 1ð Þ or D ¼ dN depending on whether a

free or non-free Wiener process is required. When nag_rand_bb_inc (g05xdc) is called, the pth sample
path for 1 � p � P is constructed as follows: if a non-free Wiener process is required set XT equal to
the terminal value w, otherwise construct XT as

XT ¼ Xt0 þ C
ffiffiffiffiffiffiffiffiffiffiffiffiffi
T � t0

p Zp
1

..

.

Zp
d

264
375

where C is the matrix described in Section 3.1. The array times holds the remaining time points
t1; t2; . . . tN in the order in which the bridge is to be constructed. For each j ¼ 1; . . . ; N set
r ¼ times½j� 1�, find

q ¼ max t0; times½i� 1� : 1 � i < j; times½i� 1� < rf g

and

s ¼ min T; times½i� 1� : 1 � i < j; times½i� 1� > rf g

and construct the point Xr as

Xr ¼
Xq s� rð Þ þXs r� qð Þ

s� q þ C

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
s� rð Þ r� qð Þ

s� qð Þ

s Zp
jd�adþ1
..
.

Zp
jd�adþd

264
375

where a ¼ 0 or a ¼ 1 depending on whether a free or non-free Wiener process is required. The function
nag_rand_bb_make_bridge_order (g05xec) can be used to initialize the times array for several
predefined bridge construction orders. Lastly, the scaled Wiener increments

Xt1 �Xt0

t1 � t0
;
Xt2 �Xt1

t2 � t1
; . . . ;

XtN �XtN�1

tN � tN�1
;
XT �XtN

T � tN
are computed.

4 References

Glasserman P (2004) Monte Carlo Methods in Financial Engineering Springer

5 Arguments

1: t0 – double Input

On entry: the starting value t0 of the time interval.

2: tend – double Input

On entry: the end value T of the time interval.

Constraint: tend > t0.

3: times½ntimes� – const double Input

On entry: the points in the time interval t0; Tð Þ at which the Wiener process is to be constructed.
The order in which points are listed in times determines the bridge construction order. The
function nag_rand_bb_make_bridge_order (g05xec) can be used to create predefined bridge
construction orders from a set of input times.

Constraints:

t0 < times½i � 1� < tend, for i ¼ 1; 2; . . . ;ntimes;
times½i� 1� 6¼ times½j� 1�, for i; j ¼ 1; 2; . . .ntimes and i 6¼ j.
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4: ntimes – Integer Input

On entry: the length of times, denoted by N in Section 3.1.

Constraint: ntimes 	 1.

5: rcomm½12� ntimesþ 1ð Þ� – double Communication Array

On exit: communication array, used to store information between calls to nag_rand_bb_inc
(g05xdc). This array MUST NOT be directly modified.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ntimes ¼ valueh i.
Constraint: ntimes 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, tend ¼ valueh i and t0 ¼ valueh i.
Constraint: tend > t0.

NE_REAL_ARRAY

On entry, times½i� 1� ¼ times½j� 1� ¼ valueh i, for i ¼ valueh i and j ¼ valueh i.
Constraint: all elements of times must be unique.

On entry, times½ valueh i� ¼ valueh i, t0 ¼ valueh i and tend ¼ valueh i.
Constraint: t0 < times½i� 1� < tend for all i.

7 Accuracy

Not applicable.
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8 Parallelism and Performance

nag_rand_bb_inc_init (g05xcc) is not threaded in any implementation.

9 Further Comments

The efficient implementation of a Brownian bridge algorithm requires the use of a workspace array
called the working stack. Since previously computed points will be used to interpolate new points, they
should be kept close to the hardware processing units so that the data can be accessed quickly. Ideally
the whole stack should be held in hardware cache. Different bridge construction orders may require
different amounts of working stack. Indeed, a naive bridge algorithm may require a stack of size N

4 or
even N

2 , which could be very inefficient when N is large. nag_rand_bb_inc_init (g05xcc) performs a
detailed analysis of the bridge construction order specified by times. Heuristics are used to find an
execution strategy which requires a small working stack, while still constructing the bridge in the order
required.

10 Example

The following example program calls nag_rand_bb_init (g05xac) and nag_rand_bb (g05xbc) to generate
two sample paths from a two-dimensional free Wiener process. It then calls nag_rand_bb_inc_init
(g05xcc) and nag_rand_bb_inc (g05xdc) with the same input arguments to obtain the scaled increments
of the Wiener sample paths. Lastly, the program prints the Wiener sample paths from nag_rand_bb
(g05xbc), the scaled increments from nag_rand_bb_inc (g05xdc), and the cumulative sum of the
unscaled increments side by side. Note that the cumulative sum of the unscaled increments is identical
to the output of nag_rand_bb (g05xbc).

Please see Section 10 in nag_rand_bb_inc (g05xdc) for additional examples.

10.1 Program Text

/* nag_rand_bb_inc_init (g05xcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagf07.h>
int get_z(Integer nelements, double *z);
void display_results(Nag_OrderType order, Integer npaths, double t0,

double tend, Integer ntimes, double intime[],
Integer d, double start[], double bb[],
double bd[], Integer pdb);

#define CHECK_FAIL(name,fail) if(fail.code != NE_NOERROR) { \
printf("Error calling %s\n%s\n",name,fail.message); exit_status=-1; goto END;}

int main(void)
{
#define C(I,J) c[(J-1)*d + I-1]

Integer exit_status = 0;
NagError fail;
/* Scalars */
double t0, tend;
Integer a, d, pdb, pdc, pdz, nmove, npaths, ntimes, i;
/* Arrays */
double *bb = 0, *c = 0, *intime = 0, *rcommb = 0, *start = 0,

*term = 0, *times = 0, *zb = 0, *rcommd = 0, *zd = 0,
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*diff = 0, *bd = 0;
Integer *move = 0;
INIT_FAIL(fail);

/* Parameters which determine the bridge */
ntimes = 10;
t0 = 0.0;
npaths = 2;
a = 0;
nmove = 0;
d = 2;
pdz = npaths;
pdb = npaths;
pdc = d;
/* Allocate memory */
if (!(intime = NAG_ALLOC((ntimes), double)) ||

!(times = NAG_ALLOC((ntimes), double)) ||
!(rcommb = NAG_ALLOC((12 * (ntimes + 1)), double)) ||
!(rcommd = NAG_ALLOC((12 * (ntimes + 1)), double)) ||
!(start = NAG_ALLOC(d, double)) ||
!(term = NAG_ALLOC(d, double)) ||
!(diff = NAG_ALLOC(d, double)) ||
!(c = NAG_ALLOC(pdc * d, double)) ||
!(zb = NAG_ALLOC(pdz * d * (ntimes + 1 - a), double)) ||
!(zd = NAG_ALLOC(pdz * d * (ntimes + 1 - a), double)) ||
!(bb = NAG_ALLOC(pdb * d * (ntimes + 1), double)) ||
!(bd = NAG_ALLOC(pdb * d * (ntimes + 1), double)) ||
!(move = NAG_ALLOC(nmove, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Fix the time points at which the bridge is required */
for (i = 0; i < ntimes; i++) {

intime[i] = t0 + (double) (i + 1);
}
tend = t0 + (double) (ntimes + 1);

/* g05xec. Creates a Brownian bridge construction order out of a set of */
/* input times */
nag_rand_bb_make_bridge_order(Nag_RLRoundDown, t0, tend, ntimes, intime,

nmove, move, times, &fail);
CHECK_FAIL("nag_rand_bb_make_bridge_order", fail);

/* g05xac. Initializes the Brownian bridge generator */
nag_rand_bb_init(t0, tend, times, ntimes, rcommb, &fail);
CHECK_FAIL("nag_rand_bb_init", fail);

start[0] = 0.0, start[1] = 2.0;
/* We want the following covariance matrix */
C(1, 1) = 6.0;
C(2, 1) = -1.0;
C(1, 2) = -1.0;
C(2, 2) = 5.0;
/* nag_rand_bb uses Cholesky factorization of the covariance matrix C */

/* f07fdc. Cholesky factorization of real positive definite matrix */
nag_dpotrf(Nag_ColMajor, Nag_Lower, d, c, d, &fail);
CHECK_FAIL("nag_dpotrf", fail);

/* Generate the random numbers */
if (get_z(npaths * d * (ntimes + 1 - a), zb) != 0) {

printf("Error generating random numbers\n");
exit_status = -1;
goto END;

}

/* Copy the random numbers for call to g05xdc */
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for (i = 0; i < npaths * d * (ntimes + 1 - a); i++)
zd[i] = zb[i];

/* g05xbc. Generate paths for a free or non-free Wiener process using the */
/* Brownian bridge algorithm */
nag_rand_bb(Nag_ColMajor, npaths, d, start, a, term, zb, pdz, c, pdc, bb,

pdb, rcommb, &fail);
CHECK_FAIL("nag_rand_bb", fail);

/* nag_rand_bb_inc_init (g05xcc). Initializes the generator which backs out
* the increments of sample paths generated by a Brownian bridge algorithm */

nag_rand_bb_inc_init(t0, tend, times, ntimes, rcommd, &fail);
CHECK_FAIL("nag_rand_bb_inc_init", fail);

/* g05xdc. Backs out the increments from sample paths generated by a */
/* Brownian bridge algorithm */
nag_rand_bb_inc(Nag_ColMajor, npaths, d, a, diff, zd, pdz, c, pdc, bd, pdb,

rcommd, &fail);
CHECK_FAIL("nag_rand_bb_inc", fail);

/* Display the results */
display_results(Nag_ColMajor, npaths, t0, tend,

ntimes, intime, d, start, bb, bd, pdb);
END:

;
NAG_FREE(bb);
NAG_FREE(bd);
NAG_FREE(c);
NAG_FREE(intime);
NAG_FREE(rcommb);
NAG_FREE(rcommd);
NAG_FREE(start);
NAG_FREE(term);
NAG_FREE(diff);
NAG_FREE(times);
NAG_FREE(zb);
NAG_FREE(zd);
NAG_FREE(move);
return exit_status;

#undef C
}

int get_z(Integer nelements, double *z)
{

NagError fail;
Integer lseed, lstate, exit_status = 0;
/* Arrays */
Integer seed[1];
Integer state[80];
lstate = 80;
lseed = 1;
INIT_FAIL(fail);

/* We now need to generate the input pseudorandom numbers */
seed[0] = 1023401;
/* g05kfc. Initializes a pseudorandom number generator */
/* to give a repeatable sequence */
nag_rand_init_repeatable(Nag_MRG32k3a, 0, seed, lseed, state, &lstate,

&fail);
CHECK_FAIL("nag_rand_init_repeatable", fail);

/* nag_rand_normal. Generates a vector of pseudorandom numbers from */
/* a Normal distribution */
nag_rand_normal(nelements, 0.0, 1.0, state, z, &fail);
CHECK_FAIL("nag_rand_normal", fail);

END:;
return exit_status;

}

void display_results(Nag_OrderType order, Integer npaths, double t0,
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double tend, Integer ntimes, double intime[],
Integer d, double start[], double bb[],
double bd[], Integer pdb)

{
// Order consistend with Nag_RowMajor
#define BB(I,J) bb[(I-1)*pdb + J-1]
#define BD(I,J) bd[(I-1)*pdb + J-1]
#define CUM(I) cum[I-1]

Integer i, p, k;
double *cum = 0;
if (!(cum = NAG_ALLOC(d, double)))
{

printf("Error allocating memory in display_results\n");
return;

}

printf("nag_rand_bb_inc_init (g05xcc) Example Program Results\n\n");
for (p = 1; p <= npaths; p++) {

printf("Weiner Path ");
printf("%3" NAG_IFMT " ", p);
printf(", ");
printf("%3" NAG_IFMT " ", ntimes + 1);
printf(" time steps, ");
printf("%3" NAG_IFMT " ", d);
printf(" dimensions \n");
printf(" Output of g05xbc Output of g05xdc Sum of g05xdc \n");

for (k = 1; k <= d; k++)
CUM(k) = start[k - 1];

/* Print first point */
i = 0;
printf("%2" NAG_IFMT " ", i + 1);
if (order == Nag_RowMajor) {

for (k = 1; k <= d; k++)
CUM(k) += BD(p, k) * (intime[i] - t0);

for (k = 1; k <= d; k++)
printf(" %8.4f", BB(p, k));

for (k = 1; k <= d; k++)
printf(" %8.4f", BD(p, k));

for (k = 1; k <= d; k++)
printf(" %8.4f", CUM(k));

}
else {

for (k = 1; k <= d; k++)
CUM(k) += BD(k, p) * (intime[i] - t0);

for (k = 1; k <= d; k++)
printf(" %8.4f", BB(k, p));

for (k = 1; k <= d; k++)
printf(" %8.4f", BD(k, p));

for (k = 1; k <= d; k++)
printf(" %8.4f", CUM(k));

}
printf("\n");

/* Print intermediate points */
for (i = 1; i < ntimes; i++) {

printf("%2" NAG_IFMT " ", i + 1);
if (order == Nag_RowMajor) {

for (k = 1; k <= d; k++)
CUM(k) += BD(p, i * d + k) * (intime[i] - intime[i - 1]);

for (k = 1; k <= d; k++)
printf(" %8.4f", BB(p, i * d + k));

for (k = 1; k <= d; k++)
printf(" %8.4f", BD(p, i * d + k));

for (k = 1; k <= d; k++)
printf(" %8.4f", CUM(k));

}
else {

for (k = 1; k <= d; k++)
CUM(k) += BD(i * d + k, p) * (intime[i] - intime[i - 1]);
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for (k = 1; k <= d; k++)
printf(" %8.4f", BB(i * d + k, p));

for (k = 1; k <= d; k++)
printf(" %8.4f", BD(i * d + k, p));

for (k = 1; k <= d; k++)
printf(" %8.4f", CUM(k));

}
printf("\n");

}

/* Print final point */
i = ntimes;
printf("%2" NAG_IFMT " ", i + 1);
if (order == Nag_RowMajor) {

for (k = 1; k <= d; k++)
CUM(k) += BD(p, i * d + k) * (tend - intime[i - 1]);

for (k = 1; k <= d; k++)
printf(" %8.4f", BB(p, i * d + k));

for (k = 1; k <= d; k++)
printf(" %8.4f", BD(p, i * d + k));

for (k = 1; k <= d; k++)
printf(" %8.4f", CUM(k));

}
else {

for (k = 1; k <= d; k++)
CUM(k) += BD(i * d + k, p) * (tend - intime[i - 1]);

for (k = 1; k <= d; k++)
printf(" %8.4f", BB(i * d + k, p));

for (k = 1; k <= d; k++)
printf(" %8.4f", BD(i * d + k, p));

for (k = 1; k <= d; k++)
printf(" %8.4f", CUM(k));

}
printf("\n\n");

}

NAG_FREE(cum);
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bb_inc_init (g05xcc) Example Program Results

Weiner Path 1 , 11 time steps, 2 dimensions
Output of g05xbc Output of g05xdc Sum of g05xdc

1 -2.2323 1.6656 -2.2323 -0.3344 -2.2323 1.6656
2 -5.2301 1.2812 -2.9978 -0.3844 -5.2301 1.2812
3 -0.9025 -1.2421 4.3276 -2.5234 -0.9025 -1.2421
4 -3.6799 -0.3972 -2.7774 0.8449 -3.6799 -0.3972
5 -6.5789 -2.0358 -2.8990 -1.6386 -6.5789 -2.0358
6 -11.2879 -1.1972 -4.7090 0.8385 -11.2879 -1.1972
7 -8.8959 -1.6751 2.3919 -0.4779 -8.8959 -1.6751
8 -9.7103 -2.0523 -0.8144 -0.3772 -9.7103 -2.0523
9 -8.5720 -3.3306 1.1383 -1.2783 -8.5720 -3.3306

10 -9.8245 -3.2035 -1.2524 0.1271 -9.8245 -3.2035
11 -4.9941 -8.3506 4.8304 -5.1471 -4.9941 -8.3506

Weiner Path 2 , 11 time steps, 2 dimensions
Output of g05xbc Output of g05xdc Sum of g05xdc

1 -1.4101 0.0576 -1.4101 -1.9424 -1.4101 0.0576
2 -3.5738 0.2519 -2.1637 0.1943 -3.5738 0.2519
3 -5.2528 1.7232 -1.6790 1.4713 -5.2528 1.7232
4 -0.8540 1.0897 4.3988 -0.6335 -0.8540 1.0897
5 0.4905 -0.9098 1.3445 -1.9995 0.4905 -0.9098
6 2.3322 1.3415 1.8417 2.2514 2.3322 1.3415
7 3.0105 -4.3312 0.6783 -5.6728 3.0105 -4.3312
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8 2.6776 -3.4437 -0.3329 0.8875 2.6776 -3.4437
9 0.6546 -2.7291 -2.0230 0.7146 0.6546 -2.7291

10 -1.3175 -3.8166 -1.9721 -1.0875 -1.3175 -3.8166
11 -3.0214 -3.5439 -1.7039 0.2727 -3.0214 -3.5439
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NAG Library Function Document

nag_rand_bb_inc (g05xdc)

1 Purpose

nag_rand_bb_inc (g05xdc) computes scaled increments of sample paths of a free or non-free Wiener
process, where the sample paths are constructed by a Brownian bridge algorithm. The initialization
function nag_rand_bb_inc_init (g05xcc) must be called prior to the first call to nag_rand_bb_inc
(g05xdc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bb_inc (Nag_OrderType order, Integer npaths, Integer d,
Integer a, const double diff[], double z[], Integer pdz,
const double c[], Integer pdc, double b[], Integer pdb,
const double rcomm[], NagError *fail)

3 Description

For details on the Brownian bridge algorithm and the bridge construction order see Section 2.6 in the
g05 Chapter Introduction and Section 3 in nag_rand_bb_inc_init (g05xcc). Recall that the terms Wiener
process (or free Wiener process) and Brownian motion are often used interchangeably, while a non-free
Wiener process (also known as a Brownian bridge process) refers to a process which is forced to
terminate at a given point.

Fix two times t0 < T , let tið Þ1�i�N be any set of time points satisfying t0 < t1 < t2 < � � � < tN < T , and
let Xt0 , Xtið Þ1�i�N , XT denote a d-dimensional Wiener sample path at these time points.

The Brownian bridge increments generator uses the Brownian bridge algorithm to construct sample
paths for the (free or non-free) Wiener process X, and then uses this to compute the scaled Wiener
increments

Xt1 �Xt0

t1 � t0
;
Xt2 �Xt1

t2 � t1
; . . . ;

XtN �XtN�1

tN � tN�1
;
XT �XtN

T � tN
The example program in Section 10 shows how these increments can be used to compute a numerical
solution to a stochastic differential equation (SDE) driven by a (free or non-free) Wiener process.

4 References

Glasserman P (2004) Monte Carlo Methods in Financial Engineering Springer

5 Arguments

Note: the following variable is used in the parameter descriptions: N ¼ ntimes, the length of the array
times passed to the initialization function nag_rand_bb_inc_init (g05xcc).

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: npaths – Integer Input

On entry: the number of Wiener sample paths.

Constraint: npaths 	 1.

3: d – Integer Input

On entry: the dimension of each Wiener sample path.

Constraint: d 	 1.

4: a – Integer Input

On entry: if a ¼ 0, a free Wiener process is created and diff is ignored.

If a ¼ 1, a non-free Wiener process is created where diff is the difference between the terminal
value and the starting value of the process.

Constraint: a ¼ 0 or 1.

5: diff½d� – const double Input

On entry: the difference between the terminal value and starting value of the Wiener process. If
a ¼ 0, diff is ignored.

6: z½dim� – double Input/Output

Note: the dimension, dim, of the array z must be at least

pdz� npaths when order ¼ Nag RowMajor;
pdz� ðd� N þ 1� að ÞÞ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: the Normal random numbers used to construct the sample paths.

If quasi-random numbers are used, the d� N þ 1� að Þ-dimensional quasi-random points should
be stored in successive rows of Z.

On exit: the Normal random numbers premultiplied by c.

7: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag RowMajor, pdz 	 d� N þ 1� að Þ;
if order ¼ Nag ColMajor, pdz 	 npaths.

8: c½dim� – const double Input

Note: the dimension, dim, of the array c must be at least pdc� d.

The i; jð Þth element of the matrix C is stored in c½ j� 1ð Þ � pdcþ i� 1�.
On entry: the lower triangular Cholesky factorization C such that CCT gives the covariance
matrix of the Wiener process. Elements of C above the diagonal are not referenced.

9: pdc – Integer Input

On entry: the stride separating matrix row elements in the array c.

Constraint: pdc 	 d.
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10: b½dim� – double Output

Note: the dimension, dim, of the array b must be at least

pdb� npaths when order ¼ Nag RowMajor;
pdb� ðd� N þ 1ð ÞÞ when order ¼ Nag ColMajor.

The i; jð Þth element of the matrix B is stored in

b½ j� 1ð Þ � pdbþ i� 1� when order ¼ Nag ColMajor;
b½ i� 1ð Þ � pdbþ j� 1� when order ¼ Nag RowMajor.

On exit: the scaled Wiener increments.

Let Xk
p;i denote the kth dimension of the ith point of the pth sample path where 1 � k � d,

1 � i � N þ 1 and 1 � p � npaths. Th e i n c r emen t
Xk
p;i �Xk

p;i�1

� �
ti � ti�1ð Þ i s s t o r e d a t

B p; kþ i� 1ð Þ � dð Þ.

11: pdb – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array b.

Constraints:

if order ¼ Nag RowMajor, pdb 	 d� N þ 1ð Þ;
if order ¼ Nag ColMajor, pdb 	 npaths.

12: rcomm½dim� – const double Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
rcomm in the previous call to nag_rand_bb_inc_init (g05xcc) or nag_rand_bb_inc (g05xdc).

On entry: communication array as returned by the last call to nag_rand_bb_inc_init (g05xcc) or
nag_rand_bb_inc (g05xdc). This array MUST NOT be directly modified.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdb ¼ valueh i and d� ntimesþ 1ð Þ ¼ valueh i.
Constraint: pdb 	 d� ntimesþ 1ð Þ.
On entry, pdb ¼ valueh i and npaths ¼ valueh i.
Constraint: pdb 	 npaths.

On entry, pdc ¼ valueh i.
Constraint: pdc 	 valueh i.
On entry, pdz ¼ valueh i and d� ntimesþ 1� að Þ ¼ valueh i.
Constraint: pdz 	 d� ntimesþ 1� að Þ.
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On entry, pdz ¼ valueh i and npaths ¼ valueh i.
Constraint: pdz 	 npaths.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ILLEGAL_COMM

On entry, rcomm was not initialized or has been corrupted.

NE_INT

On entry, a ¼ valueh i.
Constraint: a ¼ 0 or 1.

On entry, d ¼ valueh i.
Constraint: d 	 1.

On entry, npaths ¼ valueh i.
Constraint: npaths 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bb_inc (g05xdc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_rand_bb_inc (g05xdc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

The scaled Wiener increments produced by this function can be used to compute numerical solutions to
stochastic differential equations (SDEs) driven by (free or non-free) Wiener processes. Consider an
SDE of the form

dYt ¼ f t; Ytð Þdtþ � t; Ytð ÞdXt
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on the interval t0; T½ � where Xtð Þt0�t�T is a (free or non-free) Wiener process and f and � are suitable
functions. A numerical solution to this SDE can be obtained by the Euler–Maruyama method. For any
discretization t0 < t1 < t2 < � � � < tNþ1 ¼ T of t0; T½ �, set

Ytiþ1 ¼ Yti þ f ti; Ytið Þ tiþ1 � tið Þ þ � ti; Ytið Þ Xtiþ1 �Xti

� �
for i ¼ 1; . . . ; N so that YtNþ1 is an approximation to YT . The scaled Wiener increments produced by
nag_rand_bb_inc (g05xdc) can be used in the Euler–Maruyama scheme outlined above by writing

Ytiþ1 ¼ Yti þ tiþ1 � tið Þ f ti; Ytið Þ þ � ti; Ytið Þ Xtiþ1 �Xti

tiþ1 � ti

� �� �
:

The following example program uses this method to solve the SDE for geometric Brownian motion

dSt ¼ rStdtþ �StdXt

where X is a Wiener process, and compares the results against the analytic solution

ST ¼ S0exp r� �2=2
� �

T þ �XT

� �
:

Quasi-random variates are used to construct the Wiener increments.

10.1 Program Text

/* nag_rand_bb_inc (g05xdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagf07.h>

int get_z(Nag_OrderType order, Integer ntimes, Integer d, Integer a,
Integer npaths, double *z, Integer pdz);

void display_results(Integer npaths, Integer ntimes,
double *St, double *analytic);

#define CHECK_FAIL(name,fail) if(fail.code != NE_NOERROR) { \
printf("Error calling %s\n%s\n",name,fail.message); exit_status=-1; goto END;}

int main(void)
{

Integer exit_status = 0;
NagError fail;
/* Scalars */
double t0, tend, r, S0, sigma;
Integer a, d, pdb, pdc, pdz, nmove, npaths, ntimesteps, i, p;
/* Arrays */
double *b = 0, c[1], *t = 0, *rcomm = 0, *diff = 0,

*times = 0, *z = 0, *analytic = 0, *St = 0;
Integer *move = 0;
INIT_FAIL(fail);

/* We wish to solve the stochastic differential equation (SDE)
* dSt = r * St * dt + sigma * St * dXt
* where X is a one dimensional Wiener process. This means we have
* a = 0
* d = 1
* c = 1
* We now set the other parameters of the SDE and the Euler-Maruyama scheme
*
* Initial value of the process */
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S0 = 1.0;
r = 0.05;
sigma = 0.12;
/* Number of paths to simulate */
npaths = 3;
/* The time interval [t0,T] on which to solve the SDE */
t0 = 0.0;
tend = 1.0;
/* The time steps in the discretization of [t0,T] */
ntimesteps = 20;
/* Other bridge parameters */
c[0] = 1.0;
a = 0;
nmove = 0;
d = 1;
pdz = d * (ntimesteps + 1 - a);
pdb = d * (ntimesteps + 1);
pdc = d;
/* Allocate memory */
if (!(t = NAG_ALLOC((ntimesteps), double)) ||

!(times = NAG_ALLOC((ntimesteps), double)) ||
!(rcomm = NAG_ALLOC((12 * (ntimesteps + 1)), double)) ||
!(diff = NAG_ALLOC(d, double)) ||
!(z = NAG_ALLOC(pdz * npaths, double)) ||
!(b = NAG_ALLOC(pdb * npaths, double)) ||
!(move = NAG_ALLOC(nmove, Integer)) ||
!(St = NAG_ALLOC(npaths * (ntimesteps + 1), double)) ||
!(analytic = NAG_ALLOC(npaths, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Fix the time points at which the bridge is required */
for (i = 0; i < ntimesteps; i++) {

t[i] = t0 + (i + 1) * (tend - t0) / (double) (ntimesteps + 1);
}

/* g05xec. Creates a Brownian bridge
* construction order out of a set of input times */

nag_rand_bb_make_bridge_order(Nag_RLRoundDown, t0, tend, ntimesteps, t,
nmove, move, times, &fail);

CHECK_FAIL("nag_rand_bb_make_bridge_order", fail);

/* g05xcc. Initializes the generator which backs out
* the increments of sample paths generated by a Brownian bridge algorithm */

nag_rand_bb_inc_init(t0, tend, times, ntimesteps, rcomm, &fail);
CHECK_FAIL("nag_rand_bb_inc_init", fail);

/* Generate the random numbers */
if (get_z(Nag_RowMajor, ntimesteps, d, a, npaths, z, pdz) != 0) {

printf("Error generating random numbers\n");
exit_status = -1;
goto END;

}

/* nag_rand_bb_inc (g05xdc). Backs out the increments from sample paths
* generated by a Brownian bridge algorithm */

nag_rand_bb_inc(Nag_RowMajor, npaths, d, a, diff, z, pdz, c, pdc,
b, pdb, rcomm, &fail);

CHECK_FAIL("nag_rand_bb_inc", fail);

/* Do the Euler-Maruyama time stepping for SDE
* dSt = r * St * dt + sigma * St * dXt */

// Definitions consistent with Nag_RowMajor
#define B(I,J) b[(I-1)*pdb + J-1]
#define ST(I,J) St[(I-1)*(ntimesteps+1) + J-1]

for (p = 1; p <= npaths; p++) {
ST(p, 1) = S0 + (t[0] - t0) * (r * S0 + sigma * S0 * B(p, 1));
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}
for (i = 2; i <= ntimesteps; i++) {

for (p = 1; p <= npaths; p++) {
ST(p, i) = ST(p, i - 1) + (t[i - 1] - t[i - 2]) *

(r * ST(p, i - 1) + sigma * ST(p, i - 1) * B(p, i));
}

}
for (p = 1; p <= npaths; p++) {

ST(p, i) = ST(p, i - 1) + (tend - t[ntimesteps - 1]) *
(r * ST(p, i - 1) + sigma * ST(p, i - 1) * B(p, i));

}

/* Compute the analytic solution:
* ST = S0*exp( (r-sigma*sigma/2)*T + sigma*WT )
* where WT =law sqrt(T)Z is the Wiener process at time T.
*
* The first quasi-random point in z is always used to compute
* the final value of WT (equivalently BT, the final value of the
* Brownian bridge). Hence we have that
* WT = sqrt(tend-t0)*z[0]
*/

for (p = 0; p < npaths; p++) {
analytic[p] = S0 * exp((r - 0.5 * sigma * sigma) * (tend - t0) +

sigma * sqrt(tend - t0) * z[p * (ntimesteps + 1)]);
}
/* Display the results */
display_results(npaths, ntimesteps, St, analytic);

END:
;
NAG_FREE(b);
NAG_FREE(t);
NAG_FREE(rcomm);
NAG_FREE(analytic);
NAG_FREE(diff);
NAG_FREE(St);
NAG_FREE(times);
NAG_FREE(z);
NAG_FREE(move);
return exit_status;

#undef C
}

int get_z(Nag_OrderType order, Integer ntimes, Integer d, Integer a,
Integer npaths, double *z, Integer pdz)

{
NagError fail;
Integer lseed, lstate, seed[1], idim, liref, *iref = 0, state[80], i;
Integer exit_status = 0;
double *xmean = 0, *stdev = 0;
lstate = 80;
lseed = 1;
INIT_FAIL(fail);
idim = d * (ntimes + 1 - a);
liref = 32 * idim + 7;
if (!(iref = NAG_ALLOC((liref), Integer)) ||

!(xmean = NAG_ALLOC((idim), double)) ||
!(stdev = NAG_ALLOC((idim), double)))

{
printf("Allocation failure in get_z\n");
exit_status = -1;
goto END;

}

/* We now need to generate the input pseudorandom numbers */
seed[0] = 1023401;
/* g05kfc. Initializes a pseudorandom number generator */
/* to give a repeatable sequence */
nag_rand_init_repeatable(Nag_MRG32k3a, 0, seed, lseed, state, &lstate,

&fail);
CHECK_FAIL("nag_rand_init_repeatable", fail);
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/* g05ync. Initializes a scrambled quasi-random generator */
nag_quasi_init_scrambled(Nag_QuasiRandom_Sobol, Nag_FaureTezuka, idim,

iref, liref, 0, 32, state, &fail);
CHECK_FAIL("nag_quasi_init_scrambled", fail);

for (i = 0; i < idim; i++) {
xmean[i] = 0.0;
stdev[i] = 1.0;

}
/* g05skc. Generates a Normal quasi-random number sequence */
nag_quasi_rand_normal(order, xmean, stdev, npaths, z, pdz, iref, &fail);
CHECK_FAIL("nag_quasi_rand_normal", fail);

END:
NAG_FREE(iref);
NAG_FREE(xmean);
NAG_FREE(stdev);
return exit_status;

}

void display_results(Integer npaths, Integer ntimesteps,
double *St, double *analytic)

{
Integer i, p;
printf("nag_rand_bb_inc (g05xdc) Example Program Results\n\n");
printf("Euler-Maruyama solution for Geometric Brownian motion\n");
printf(" ");
for (p = 1; p <= npaths; p++) {

printf("Path");
printf("%2" NAG_IFMT " ", p);

}
printf("\n");
for (i = 1; i <= ntimesteps + 1; i++) {

printf("%2" NAG_IFMT " ", i);
for (p = 1; p <= npaths; p++)

printf("%10.4f", ST(p, i));
printf("\n");

}

printf("\nAnalytic solution at final time step\n");
printf(" ");
for (p = 1; p <= npaths; p++) {

printf("%7s", "Path");
printf("%2" NAG_IFMT " ", p);

}
printf("\n ");
for (p = 0; p < npaths; p++)

printf("%10.4f", analytic[p]);
printf("\n");

}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bb_inc (g05xdc) Example Program Results

Euler-Maruyama solution for Geometric Brownian motion
Path 1 Path 2 Path 3

1 0.9668 1.0367 0.9992
2 0.9717 1.0254 1.0077
3 0.9954 1.0333 1.0098
4 0.9486 1.0226 0.9911
5 0.9270 1.0113 1.0630
6 0.8997 1.0127 1.0164
7 0.8955 1.0138 1.0771
8 0.8953 0.9953 1.0691
9 0.8489 1.0462 1.0484
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10 0.8449 1.0592 1.0429
11 0.8158 1.0233 1.0625
12 0.7997 1.0384 1.0729
13 0.8025 1.0138 1.0725
14 0.8187 1.0499 1.0554
15 0.8270 1.0459 1.0529
16 0.7914 1.0294 1.0783
17 0.8076 1.0224 1.0943
18 0.8208 1.0359 1.0773
19 0.8190 1.0326 1.0857
20 0.8217 1.0326 1.1095
21 0.8084 0.9695 1.1389

Analytic solution at final time step
Path 1 Path 2 Path 3
0.8079 0.9685 1.1389
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NAG Library Function Document

nag_rand_bb_make_bridge_order (g05xec)

1 Purpose

nag_rand_bb_make_bridge_order (g05xec) takes a set of input times and permutes them to specify one
of several predefined Brownian bridge construction orders. The permuted times can be passed to
nag_rand_bb_init (g05xac) or nag_rand_bb_inc_init (g05xcc) to initialize the Brownian bridge
generators with the chosen bridge construction order.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_bb_make_bridge_order (Nag_BridgeOrder bgord, double t0,
double tend, Integer ntimes, const double intime[], Integer nmove,
const Integer move[], double times[], NagError *fail)

3 Description

The Brownian bridge algorithm (see Glasserman (2004)) is a popular method for constructing a Wiener
process at a set of discrete times, t0 < t1 < t2 <; . . . ; < tN < T , for N 	 1. To ease notation we assume
that T has the index N þ 1 so that T ¼ tNþ1. Inherent in the algorithm is the notion of a bridge
construction order which specifies the order in which the N þ 2 points of the Wiener process, Xt0 ;XT

and Xti , for i ¼ 1; 2; . . . ; N, are generated. The value of Xt0 is always assumed known, and the first
point to be generated is always the final time XT . Thereafter, successive points are generated iteratively
by an interpolation formula, using points which were computed at previous iterations. In many cases the
bridge construction order is not important, since any construction order will yield a correct process.
However, in certain cases, for example when using quasi-random variates to construct the sample paths,
the bridge construction order can be important.

3.1 Supported Bridge Construction Orders

nag_rand_bb_make_bridge_order (g05xec) accepts as input an array of time points t1; t2; . . . ; tN; T at
which the Wiener process is to be sampled. These time points are then permuted to construct the bridge.
In all of the supported construction orders the first construction point is T which has index N þ 1. The
remaining points are constructed by iteratively bisecting (sub-intervals of) the time indices interval
0; N þ 1½ �, as Figure 1 illustrates:

Figure 1

The time indices interval is processed in levels Li, for i ¼ 1; 2; . . .. Each level Li contains ni points
Li1; . . . ; L

i
ni

where ni � 2i�1. The number of points at each level depends on the value of N . The points
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Lij for i 	 1 and j ¼ 1; 2; . . .ni are computed as follows: define L0
0 ¼ N þ 1 and set

Lij ¼ J þ K � Jð Þ=2 where

J ¼ max Lpk : 1 � k � np; 0 � p < i and Lpk < Lij

n o
and

K ¼ min Lpk : 1 � k � np; 0 � p < i and Lpk > Lij

n o
By convention the maximum of the empty set is taken to be to be zero. Figure 1 illustrates the
algorithm when N þ 1 is a power of two. When N þ 1 is not a power of two, one must decide how to
round the divisions by 2. For example, if one rounds down to the nearest integer, then one could get the
following:

Figure 2

From the series of bisections outlined above, two ways of ordering the time indices Lij are supported. In
both cases, levels are always processed from coarsest to finest (i.e., increasing i). Within a level, the
time indices can either be processed left to right (i.e., increasing j) or right to left (i.e., decreasing j).
For example, when processing left to right, the sequence of time indices could be generated as:

N þ 1 L1
1 L2

1 L2
2 L3

1 L3
2 L3

3 L3
4 � � �

while when processing right to left, the same sequence would be generated as:

N þ 1 L1
1 L2

2 L2
1 L3

4 L3
3 L3

2 L3
1 � � �

nag_rand_bb_make_bridge_order (g05xec) therefore offers four bridge construction methods; proces-
sing either left to right or right to left, with rounding either up or down. Which method is used is
controlled by the bgord argument. For example, on the set of times

t1 t2 t3 t4 t5 t6 t7 t8 t9 t10 t11 t12 T

the Brownian bridge would be constructed in the following orders:

bgord ¼ Nag LRRoundDown (processing left to right, rounding down)

T t6 t3 t9 t1 t4 t7 t11 t2 t5 t8 t10 t12

bgord ¼ Nag LRRoundUp (processing left to right, rounding up)

T t7 t4 t10 t2 t6 t9 t12 t1 t3 t5 t8 t11

bgord ¼ Nag RLRoundDown (processing right to left, rounding down)

T t6 t9 t3 t11 t7 t4 t1 t12 t10 t8 t5 t2

bgord ¼ Nag RLRoundUp (processing right to left, rounding up)

T t7 t10 t4 t12 t9 t6 t2 t11 t8 t5 t3 t1 :

The four construction methods described above can be further modified through the use of the input
array move. To see the effect of this argument, suppose that an array A holds the output of
nag_rand_bb_make_bridge_order (g05xec) when nmove ¼ 0 (i.e., the bridge construction order as
specified by bgord only). Let
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B ¼ tj : j ¼ move½i� 1�; i ¼ 1; 2; . . . ;nmove
� 

be the array of all times identified by move, and let C be the array A with all the elements in B
removed, i.e.,

C ¼ A ið Þ : A ið Þ 6¼ B jð Þ; i ¼ 1; 2; . . . ;ntimes; j ¼ 1; 2; . . . ; nmovef g:
Then the output of nag_rand_bb_make_bridge_order (g05xec) when nmove > 0 is given by

B 1ð Þ B 2ð Þ � � � B nmoveð Þ C 1ð Þ C 2ð Þ � � � C ntimes� nmoveð Þ
When the Brownian bridge is used with quasi-random variates, this functionality can be used to allow
specific sections of the bridge to be constructed using the lowest dimensions of the quasi-random
points.

4 References

Glasserman P (2004) Monte Carlo Methods in Financial Engineering Springer

5 Arguments

1: bgord – Nag_BridgeOrder Input

On entry: the bridge construction order to use.

C o n s t r a i n t : bgord ¼ Nag LRRoundDown, Nag LRRoundUp, Nag RLRoundDown o r
Nag RLRoundUp.

2: t0 – double Input

On entry: t0, the start value of the time interval on which the Wiener process is to be constructed.

3: tend – double Input

On entry: T , the largest time at which the Wiener process is to be constructed.

4: ntimes – Integer Input

On entry: N , the number of time points in the Wiener process, excluding t0 and T .

Constraint: ntimes 	 1.

5: intime½ntimes� – const double Input

On entry: the time points, t1; t2; . . . ; tN , at which the Wiener process is to be constructed. Note
that the final time T is not included in this array.

Constraints:

t0 < intime½i � 1� and intime½i � 1� < intime½i�, for i ¼ 1; 2; . . . ;ntimes� 1;
intime½ntimes� 1� < tend.

6: nmove – Integer Input

On entry: the number of elements in the array move.

Constraint: 0 � nmove � ntimes.

7: move½nmove� – const Integer Input

On entry: the indices of the entries in intime which should be moved to the front of the times
array, with move½j� 1� ¼ i setting the jth element of times to ti. Note that i ranges from 1 to
ntimes. When nmove ¼ 0, move is not referenced and may be NULL.

Constraint: 1 � move½j � 1� � ntimes, for j ¼ 1; 2; . . . ;nmove.
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The elements of move must be unique.

8: times½ntimes� – double Output

On exit: the output bridge construction order. This should be passed to nag_rand_bb_init
(g05xac) or nag_rand_bb_inc_init (g05xcc).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, nmove ¼ valueh i and ntimes ¼ valueh i.
Constraint: 0 � nmove � ntimes.

On entry, ntimes ¼ valueh i.
Constraint: ntimes 	 1.

NE_INT_ARRAY

On entry, move½ valueh i� ¼ valueh i.
Constraint: move½i� 	 1 for all i.

On entry, move½ valueh i� ¼ valueh i and ntimes ¼ valueh i.
Constraint: move½i� � ntimes for all i.

On entry, move½ valueh i� and move½ valueh i� both equal valueh i.
Constraint: all elements in move must be unique.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, intime½ valueh i� ¼ valueh i and intime½ valueh i� ¼ valueh i.
Constraint: the elements in intime must be in increasing order.

NE_REAL_2

On entry, intime½0� ¼ valueh i and t0 ¼ valueh i.
Constraint: intime½0� > t0.

g05xec NAG Library Manual

g05xec.4 Mark 26



On entry, ntimes ¼ valueh i, intime½ntimes� 1� ¼ valueh i and tend ¼ valueh i.
Constraint: intime½ntimes� 1� < tend.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_bb_make_bridge_order (g05xec) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example calls nag_rand_bb_make_bridge_order (g05xec), nag_rand_bb_init (g05xac) and
nag_rand_bb (g05xbc) to generate two sample paths of a three-dimensional free Wiener process. The
array move is used to ensure that a certain part of the sample path is always constructed using the
lowest dimensions of the input quasi-random points. For further details on using quasi-random points
with the Brownian bridge algorithm, please see Section 2.6 in the g05 Chapter Introduction.

10.1 Program Text

/* nag_rand_bb_make_bridge_order (g05xec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagf07.h>
int get_z(Nag_OrderType order, Integer ntimes, Integer d, Integer a,

Integer npaths, double *z, Integer pdz);
void display_results(Nag_OrderType order, Integer npaths, Integer ntimes,

Integer d, double *b, Integer pdb);

#define CHECK_FAIL(name,fail) if(fail.code != NE_NOERROR) { \
printf("Error calling %s\n%s\n",name,fail.message); exit_status=-1; goto END; }

int main(void)
{

Integer exit_status = 0;
NagError fail;
/* Scalars */
double t0, tend;
Integer a, d, pdb, pdc, pdz, nmove, npaths, ntimes, i;
Nag_OrderType order;
/* Arrays */
double *b = 0, *c = 0, *intime = 0, *rcomm = 0, *start = 0,

*term = 0, *times = 0, *z = 0;
Integer *move = 0;
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INIT_FAIL(fail);

/* Parameters which determine the bridge */
ntimes = 10;
t0 = 0.0;
npaths = 2;
a = 0;
nmove = 3; /* We modify the first 3 points in the construction order */
d = 3;

#ifdef NAG_COLUMN_MAJOR
order = Nag_ColMajor;
pdz = npaths;
pdb = npaths;

#else
order = Nag_RowMajor;
pdz = d * (ntimes + 1 - a);
pdb = d * (ntimes + 1);

#endif
pdc = d;

#define C(I,J) c[(J-1)*pdc + I-1]
/* Allocate memory */
if (!(intime = NAG_ALLOC((ntimes), double)) ||

!(times = NAG_ALLOC((ntimes), double)) ||
!(rcomm = NAG_ALLOC((12 * (ntimes + 1)), double)) ||
!(start = NAG_ALLOC(d, double)) ||
!(term = NAG_ALLOC(d, double)) ||
!(c = NAG_ALLOC(pdc * d, double)) ||
!(z = NAG_ALLOC(d * (ntimes + 1 - a) * npaths, double)) ||
!(b = NAG_ALLOC(d * (ntimes + 1) * npaths, double)) ||
!(move = NAG_ALLOC(nmove, Integer))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Fix the time points at which the bridge is required */
for (i = 0; i < ntimes; i++) {

intime[i] = t0 + 1.71 * (double) (i + 1);
}
tend = t0 + 1.71 * (double) (ntimes + 1);
/* We will use the bridge construction order Nag_RLRoundDown. However
* we modify this construction order by moving points 3, 5 and 4
* to the front. Modifying a construction order would typically only
* be considered when using quasi-random numbers */

move[0] = 3;
move[1] = 5;
move[2] = 4;

/* nag_rand_bb_make_bridge_order (g05xec). Creates a Brownian bridge
* construction order out of a set of input times */

nag_rand_bb_make_bridge_order(Nag_RLRoundDown, t0, tend, ntimes, intime,
nmove, move, times, &fail);

CHECK_FAIL("nag_rand_bb_make_bridge_order", fail);

/* g05xac. Initializes the Brownian bridge generator */
nag_rand_bb_init(t0, tend, times, ntimes, rcomm, &fail);
CHECK_FAIL("nag_rand_bb_init", fail);

/* We want the following covariance matrix */
C(1, 1) = 6.0;
C(2, 1) = 1.0;
C(3, 1) = -0.2;
C(1, 2) = 1.0;
C(2, 2) = 5.0;
C(3, 2) = 0.3;
C(1, 3) = -0.2;
C(2, 3) = 0.3;
C(3, 3) = 4.0;
/* g05xbc works with the Cholesky factorization of the covariance matrix C */
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/* f07fdc. Cholesky factorization of real positive definite matrix */
nag_dpotrf(Nag_ColMajor, Nag_Lower, d, c, pdc, &fail);
CHECK_FAIL("nag_dpotrf", fail);

/* Generate the random numbers */
if (get_z(order, ntimes, d, a, npaths, z, pdz) != 0) {

printf("Error generating random numbers\n");
exit_status = -1;
goto END;

}

for (i = 0; i < d; i++)
start[i] = 0.0;

/* g05xbc. Generate paths for a free or non-free Wiener process using the */
/* Brownian bridge algorithm */
nag_rand_bb(order, npaths, d, start, a, term, z, pdz, c, pdc, b, pdb,

rcomm, &fail);
CHECK_FAIL("nag_rand_bb", fail);

/* Display the results */
display_results(order, npaths, ntimes, d, b, pdb);

END:
;
NAG_FREE(b);
NAG_FREE(c);
NAG_FREE(intime);
NAG_FREE(rcomm);
NAG_FREE(start);
NAG_FREE(term);
NAG_FREE(times);
NAG_FREE(z);
NAG_FREE(move);
return exit_status;

}

int get_z(Nag_OrderType order, Integer ntimes, Integer d, Integer a,
Integer npaths, double *z, Integer pdz)

{
NagError fail;
Integer lseed, lstate, seed[1], idim, liref, *iref = 0, state[80], i;
Integer exit_status = 0;
double *xmean = 0, *stdev = 0;
lstate = 80;
lseed = 1;
INIT_FAIL(fail);
idim = d * (ntimes + 1 - a);
liref = 32 * idim + 7;
if (!(iref = NAG_ALLOC((liref), Integer)) ||

!(xmean = NAG_ALLOC((idim), double)) ||
!(stdev = NAG_ALLOC((idim), double)))

{
printf("Allocation failure in get_z\n");
exit_status = -1;
goto END;

}

/* We now need to generate the input pseudorandom numbers */
seed[0] = 1023401;
/* g05kfc. Initializes a pseudorandom number generator */
/* to give a repeatable sequence */
nag_rand_init_repeatable(Nag_MRG32k3a, 0, seed, lseed, state, &lstate,

&fail);
CHECK_FAIL("nag_rand_init_repeatable", fail);

/* g05ync. Initializes a scrambled quasi-random number generator */
nag_quasi_init_scrambled(Nag_QuasiRandom_Sobol, Nag_FaureTezuka, idim,

iref, liref, 0, 32, state, &fail);
CHECK_FAIL("nag_quasi_init_scrambled", fail);

for (i = 0; i < idim; i++) {
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xmean[i] = 0.0;
stdev[i] = 1.0;

}
/* g05yjc. Generates a Normal quasi-random number sequence */
nag_quasi_rand_normal(order, xmean, stdev, npaths, z, pdz, iref, &fail);
CHECK_FAIL("nag_quasi_rand_normal", fail);

END:
NAG_FREE(iref);
NAG_FREE(xmean);
NAG_FREE(stdev);
return exit_status;

}

void display_results(Nag_OrderType order, Integer npaths, Integer ntimes,
Integer d, double *b, Integer pdb)

{
#define B(I,J) (order==Nag_RowMajor ? b[(I-1)*pdb+J-1]:b[(J-1)*pdb+I-1])

Integer i, p, k;
printf("nag_rand_bb_make_bridge_order (g05xec) Example Program Results\n\n");
for (p = 1; p <= npaths; p++) {

printf("%s ", "Wiener Path ");
printf("%1" NAG_IFMT " ", p);
printf("%s ", ", ");
printf("%1" NAG_IFMT " ", ntimes + 1);
printf("%s ", " time steps, ");
printf("%1" NAG_IFMT " ", d);
printf("%s ", " dimensions");
printf("\n");

for (k = 1; k <= d; k++) {
printf("%10" NAG_IFMT " ", k);

}
printf("\n");

for (i = 1; i <= ntimes + 1; i++) {
printf("%2" NAG_IFMT " ", i);
for (k = 1; k <= d; k++) {

printf("%10.4f", B(p, k + (i - 1) * d));

}
printf("\n");

}
printf("\n");

}
}

10.2 Program Data

None.

10.3 Program Results

nag_rand_bb_make_bridge_order (g05xec) Example Program Results

Wiener Path 1 , 11 time steps, 3 dimensions
1 2 3

1 -2.1275 -2.4995 -6.0191
2 -6.1589 -1.3257 -3.7378
3 -5.1917 -3.1653 -6.2291
4 -11.5557 -5.9183 -5.9062
5 -9.2492 -5.7497 -4.2989
6 -6.7853 -13.9759 -0.8990
7 -12.7642 -15.6386 -3.6481
8 -12.5245 -11.8142 3.3504
9 -15.1995 -15.5145 0.5355

10 -16.0360 -14.4140 0.0104
11 -22.6719 -14.3308 -0.2418
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Wiener Path 2 , 11 time steps, 3 dimensions
1 2 3

1 -0.0973 3.7229 0.8640
2 0.8027 8.5041 -0.9103
3 -3.8494 6.1062 0.1231
4 -6.6643 4.9936 -0.1329
5 -6.8095 9.3508 4.7022
6 -7.7178 10.9577 -1.4262
7 -8.0711 12.7207 4.4744
8 -12.8353 8.8296 7.6458
9 -7.9795 12.2399 7.3783

10 -6.4313 10.0770 5.5234
11 -6.6258 10.3026 6.5021
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NAG Library Function Document

nag_quasi_rand_normal (g05yjc)

1 Purpose

nag_quasi_rand_normal (g05yjc) generates a quasi-random sequence from a Normal (Gaussian)
distribution. It must be preceded by a call to one of the initialization functions nag_quasi_init (g05ylc)
or nag_quasi_init_scrambled (g05ync).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_quasi_rand_normal (Nag_OrderType order, const double xmean[],
const double std[], Integer n, double quas[], Integer pdquas,
Integer iref[], NagError *fail)

3 Description

nag_quasi_rand_normal (g05yjc) generates a quasi-random sequence from a Normal distribution by first
generating a uniform quasi-random sequence which is then transformed into a Normal sequence using
the inverse of the Normal CDF. The type of uniform sequence used depends on the initialization
function called and can include the low-discrepancy sequences proposed by Sobol, Faure or
Niederreiter. If the initialization function nag_quasi_init_scrambled (g05ync) was used then the
underlying uniform sequence is first scrambled prior to being transformed (see Section 3 in
nag_quasi_init_scrambled (g05ync) for details).

4 References

Bratley P and Fox B L (1988) Algorithm 659: implementing Sobol's quasirandom sequence generator
ACM Trans. Math. Software 14(1) 88–100

Fox B L (1986) Algorithm 647: implementation and relative efficiency of quasirandom sequence
generators ACM Trans. Math. Software 12(4) 362–376

Wichura (1988) Algorithm AS 241: the percentage points of the Normal distribution Appl. Statist. 37
477–484

5 Arguments

Note: the following variables are used in the parameter descriptions:

idim ¼ idim, the number of dimensions required, see nag_quasi_init (g05ylc) or nag_quasi_init_
scrambled (g05ync);

liref ¼ liref, the length of iref as supplied to the initialization functions nag_quasi_init (g05ylc)
or nag_quasi_init_scrambled (g05ync).

tdquas ¼ n if order ¼ Nag RowMajor; otherwise tdquas ¼ idim.

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: xmean½idim� – const double Input

On entry: specifies, for each dimension, the mean of the Normal distribution.

3: std½idim� – const double Input

On entry: specifies, for each dimension, the standard deviation of the Normal distribution.

Constraint: std½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; idim.

4: n – Integer Input

On entry: the number of quasi-random numbers required.

Constraint: n 	 0 and nþ previous number of generated values � 231 � 1.

5: quas½dim� – double Output

Note: the dimension, dim, of the array quas must be at least pdquas� idim.

The dimension, dim, of the array quas must be at least

max 1;pdquas� idimð Þ when order ¼ Nag ColMajor;
max 1;n� pdquasð Þ when order ¼ Nag RowMajor.

Where QUAS i; jð Þ appears in this document, it refers to the array element

quas½ j� 1ð Þ � pdquasþ i� 1� when order ¼ Nag ColMajor;
quas½ i� 1ð Þ � pdquasþ j� 1� when order ¼ Nag RowMajor.

On exit: contains the n quasi-random numbers of dimension idim, QUAS i; jð Þ holds the ith value
for the jth dimension.

6: pdquas – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array quas.

Constraints:

if order ¼ Nag ColMajor, pdquas 	 n;
if order ¼ Nag RowMajor, pdquas 	 idim.

7: iref½liref � – Integer Communication Array

On entry: contains information on the current state of the sequence.

On exit: contains updated information on the state of the sequence.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INITIALIZATION

On entry, iref has either not been initialized or has been corrupted.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdquas ¼ valueh i and idim ¼ valueh i.
Constraint: pdquas 	 idim.

On entry, pdquas ¼ valueh i and n ¼ valueh i.
Constraint: pdquas 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, std½ valueh i� ¼ valueh i.
Constraint: std½i� 	 0:0.

NE_TOO_MANY_CALLS

There have been too many calls to the generator.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quasi_rand_normal (g05yjc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_quasi_rand_normal (g05yjc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

The Sobol, Sobol (A659) and Niederreiter quasi-random number generators in nag_quasi_rand_normal
(g05yjc) have been parallelized, but require quite large problem sizes to see any significant performance
gain. Parallelism is only enabled when order ¼ Nag ColMajor. The Faure generator is serial.

9 Further Comments

None.

g05 – Random Number Generators g05yjc

Mark 26 g05yjc.3



10 Example

This example calls nag_quasi_init (g05ylc) to initialize the generator and then nag_quasi_rand_normal
(g05yjc) to generate a sequence of five four-dimensional variates.

10.1 Program Text

/* nag_quasi_rand_normal (g05yjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#define QUAS(I, J) quas[(order == Nag_ColMajor)?(J*pdquas + I):(I*pdquas + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer liref, i, j, q_size;
Integer *iref = 0;
Integer pdquas;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *quas = 0;

/* Number of dimensions */
Integer idim = 4;

/* Mean and standard deviation of the normal distribution */
double xmean[] = { 1.0e0, 2.0e0, 3.0e0, 4.0e0 };
double std[] = { 1.0e0, 1.0e0, 1.0e0, 1.0e0 };

/* Set the sample size */
Integer n = 5;

/* Skip the first 1000 variates */
Integer iskip = 1000;

/* Use column major order */
Nag_OrderType order = Nag_ColMajor;

/* Choose the quasi generator */
Nag_QuasiRandom_Sequence genid = Nag_QuasiRandom_Sobol;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_quasi_rand_normal (g05yjc) Example Program Results\n\n");

pdquas = (order == Nag_RowMajor) ? idim : n;
q_size = (order == Nag_RowMajor) ? pdquas * n : pdquas * idim;

/* Calculate the size of the reference vector */
liref = (genid == Nag_QuasiRandom_Faure) ? 407 : 32 * idim + 7;

g05yjc NAG Library Manual

g05yjc.4 Mark 26



/* Allocate arrays */
if (!(quas = NAG_ALLOC(q_size, double)) ||

!(iref = NAG_ALLOC(liref, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the Sobol generator */
nag_quasi_init(genid, idim, iref, liref, iskip, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_init (g05ylc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate a normal quasi-random number sequence */
nag_quasi_rand_normal(order, xmean, std, n, quas, pdquas, iref, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_rand_normal (g05yjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print the estimated value of the integral */
for (i = 0; i < n; i++) {

printf(" ");
for (j = 0; j < idim; j++)

printf("%9.4f%s", QUAS(i, j), ((j + 1) % 4) ? " " : "\n");
if (idim % 4)

printf("\n");
}

END:
NAG_FREE(quas);
NAG_FREE(iref);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quasi_rand_normal (g05yjc) Example Program Results

1.5820 2.2448 0.9154 3.0722
2.8768 1.6057 3.7341 5.4521
0.9240 3.0223 2.3828 3.8154
0.6004 1.9290 1.9355 3.4806
2.0141 3.9061 3.3680 4.8479
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NAG Library Function Document

nag_quasi_rand_lognormal (g05ykc)

1 Purpose

nag_quasi_rand_lognormal (g05ykc) generates a quasi-random sequence from a log-normal distribution.
It must be preceded by a call to one of the initialization functions nag_quasi_init (g05ylc) or
nag_quasi_init_scrambled (g05ync).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_quasi_rand_lognormal (Nag_OrderType order, const double xmean[],
const double std[], Integer n, double quas[], Integer pdquas,
Integer iref[], NagError *fail)

3 Description

nag_quasi_rand_lognormal (g05ykc) generates a quasi-random sequence from a log-normal distribution
by first generating a uniform quasi-random sequence which is then transformed into a log-normal
sequence using the exponential of the inverse of the Normal CDF. The type of uniform sequence used
depends on the initialization function called and can include the low-discrepancy sequences proposed
by Sobol, Faure or Niederreiter. If the initialization function nag_quasi_init_scrambled (g05ync) was
used then the underlying uniform sequence is first scrambled prior to being transformed (see Section 3
in nag_quasi_init_scrambled (g05ync) for details).

4 References

Bratley P and Fox B L (1988) Algorithm 659: implementing Sobol's quasirandom sequence generator
ACM Trans. Math. Software 14(1) 88–100

Fox B L (1986) Algorithm 647: implementation and relative efficiency of quasirandom sequence
generators ACM Trans. Math. Software 12(4) 362–376

Wichura (1988) Algorithm AS 241: the percentage points of the Normal distribution Appl. Statist. 37
477–484

5 Arguments

Note: the following variables are used in the parameter descriptions:

idim ¼ idim, the number of dimensions required, see nag_quasi_init (g05ylc) or nag_quasi_init_
scrambled (g05ync);

liref ¼ liref, the length of iref as supplied to the initialization functions nag_quasi_init (g05ylc)
or nag_quasi_init_scrambled (g05ync).

tdquas ¼ n if order ¼ Nag RowMajor; otherwise tdquas ¼ idim.

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.
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2: xmean½idim� – const double Input

On entry: specifies, for each dimension, the mean of the underlying Normal distribution.

C o n s t r a i n t : xmean½i � 1�j j � �log nag real safe small numberð Þ � 10:0� std½i � 1�j j, f o r
i ¼ 1; 2; . . . ; idim.

3: std½idim� – const double Input

On entry: specifies, for each dimension, the standard deviation of the underlying Normal
distribution.

Constraint: std½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; idim.

4: n – Integer Input

On entry: the number of quasi-random numbers required.

Constraint: n 	 0 and nþ previous number of generated values � 231 � 1.

5: quas½dim� – double Output

Note: the dimension, dim, of the array quas must be at least pdquas� idim.

The dimension, dim, of the array quas must be at least

max 1;pdquas� idimð Þ when order ¼ Nag ColMajor;
max 1;n� pdquasð Þ when order ¼ Nag RowMajor.

Where QUAS i; jð Þ appears in this document, it refers to the array element

quas½ j� 1ð Þ � pdquasþ i� 1� when order ¼ Nag ColMajor;
quas½ i� 1ð Þ � pdquasþ j� 1� when order ¼ Nag RowMajor.

On exit: QUAS i; jð Þ holds the ith value for the jth dimension.

6: pdquas – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array quas.

Constraints:

if order ¼ Nag ColMajor, pdquas 	 n;
if order ¼ Nag RowMajor, pdquas 	 idim.

7: iref½liref � – Integer Communication Array

On entry: contains information on the current state of the sequence.

On exit: contains updated information on the state of the sequence.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, iref has either not been initialized or has been corrupted.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdquas ¼ valueh i and idim ¼ valueh i.
Constraint: pdquas 	 idim.

On entry, pdquas ¼ valueh i and n ¼ valueh i.
Constraint: pdquas 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, at least one element of xmean is too large, xmean½ valueh i� ¼ valueh i.
Constraint: xmean½i�j j � valueh i.
On entry, std½ valueh i� ¼ valueh i.
Constraint: std½i� 	 0.

NE_TOO_MANY_CALLS

There have been too many calls to the generator.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quasi_rand_lognormal (g05ykc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_quasi_rand_lognormal (g05ykc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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The Sobol, Sobol (A659) and Niederreiter quasi-random number generators in g05ykc have been
parallelized, but require quite large problem sizes to see any significant performance gain. Parallelism is
only enabled when order ¼ Nag ColMajor. The Faure generator is serial.

9 Further Comments

None.

10 Example

This example calls nag_quasi_init (g05ylc) to initialize the generator and then nag_quasi_rand_log
normal (g05ykc) to produce a sequence of five four-dimensional quasi-random numbers variates.

10.1 Program Text

/* nag_quasi_rand_lognormal (g05ykc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#define QUAS(I, J) quas[(order == Nag_ColMajor)?(J*pdquas + I):(I*pdquas + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer liref, i, j, q_size;
Integer *iref = 0;
Integer pdquas;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *quas = 0;

/* Number of dimensions */
Integer idim = 4;

/* Mean and standard deviation of the underlying normal distribution */
double xmean[] = { 1.0e0, 2.0e0, 3.0e0, 4.0e0 };
double std[] = { 1.0e0, 1.0e0, 1.0e0, 1.0e0 };

/* Set the sample size */
Integer n = 5;

/* Skip the first 1000 variates */
Integer iskip = 1000;

/* Use column major order */
Nag_OrderType order = Nag_ColMajor;

/* Choose the quasi generator */
Nag_QuasiRandom_Sequence genid = Nag_QuasiRandom_Sobol;

/* Initialize the error structure */
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INIT_FAIL(fail);

printf("nag_quasi_rand_lognormal (g05ykc) Example Program Results\n\n");

pdquas = (order == Nag_RowMajor) ? idim : n;
q_size = (order == Nag_RowMajor) ? pdquas * n : pdquas * idim;

/* Calculate the size of the reference vector */
liref = (genid == Nag_QuasiRandom_Faure) ? 407 : 32 * idim + 7;

/* Allocate arrays */
if (!(quas = NAG_ALLOC(q_size, double)) ||

!(iref = NAG_ALLOC(liref, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the Sobol generator */
nag_quasi_init(genid, idim, iref, liref, iskip, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_init (g05ylc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate a log-normal quasi-random number sequence */
nag_quasi_rand_lognormal(order, xmean, std, n, quas, pdquas, iref, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_rand_lognormal (g05ykc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Print the estimated value of the integral */
for (i = 0; i < n; i++) {

printf(" ");
for (j = 0; j < idim; j++)

printf("%9.4f%s", QUAS(i, j), ((j + 1) % 4) ? " " : "\n");
if (idim % 4)

printf("\n");
}

END:
NAG_FREE(quas);
NAG_FREE(iref);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quasi_rand_lognormal (g05ykc) Example Program Results

4.8648 9.4382 2.4979 21.5895
17.7572 4.9813 41.8501 233.2386
2.5195 20.5384 10.8353 45.3933
1.8229 6.8823 6.9276 32.4808
7.4938 49.7034 29.0198 127.4745
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NAG Library Function Document

nag_quasi_init (g05ylc)

1 Purpose

nag_quasi_init (g05ylc) initializes a quasi-random generator prior to calling nag_quasi_rand_normal
(g05yjc), nag_quasi_rand_lognormal (g05ykc) or nag_quasi_rand_uniform (g05ymc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_quasi_init (Nag_QuasiRandom_Sequence genid, Integer idim,
Integer iref[], Integer liref, Integer iskip, NagError *fail)

3 Description

nag_quasi_init (g05ylc) selects a quasi-random number generator through the input value of genid and
initializes the iref communication array for use by the functions nag_quasi_rand_normal (g05yjc),
nag_quasi_rand_lognormal (g05ykc) or nag_quasi_rand_uniform (g05ymc).

One of three types of quasi-random generator may be chosen, allowing the low-discrepancy sequences
proposed by Sobol, Faure or Niederreiter to be generated.

Two sets of Sobol sequences are supplied, the first, is based on the work of Joe and Kuo (2008). The
second, referred to in the documentation as "Sobol (A659)", is based on Algorithm 659 of Bratley and
Fox (1988) with the extension to 1111 dimensions proposed by Joe and Kuo (2003). Both sets of Sobol
sequences should satisfy the so-called Property A, up to 1111 dimensions, but the first set should have
better two-dimensional projections than those produced using Algorithm 659.

4 References

Bratley P and Fox B L (1988) Algorithm 659: implementing Sobol's quasirandom sequence generator
ACM Trans. Math. Software 14(1) 88–100

Fox B L (1986) Algorithm 647: implementation and relative efficiency of quasirandom sequence
generators ACM Trans. Math. Software 12(4) 362–376

Joe S and Kuo F Y (2003) Remark on Algorithm 659: implementing Sobol's quasirandom sequence
generator ACM Trans. Math. Software (TOMS) 29 49–57

Joe S and Kuo F Y (2008) Constructing Sobol sequences with better two-dimensional projections SIAM
J. Sci. Comput. 30 2635–2654

5 Arguments

1: genid – Nag_QuasiRandom_Sequence Input

On entry: must identify the quasi-random generator to use.

genid ¼ Nag QuasiRandom Sobol
Sobol generator.

genid ¼ Nag QuasiRandom SobolA659
Sobol (A659) generator.

genid ¼ Nag QuasiRandom Nied
Niederreiter generator.
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genid ¼ Nag QuasiRandom Faure
Faure generator.

C o n s t r a i n t : genid ¼ Nag QuasiRandom Sobol, Nag QuasiRandom SobolA659,
Nag QuasiRandom Nied or Nag QuasiRandom Faure.

2: idim – Integer Input

On entry: the number of dimensions required.

Constraints:

if genid ¼ Nag QuasiRandom Sobol, 1 � idim � 10000;
if genid ¼ Nag QuasiRandom SobolA659, 1 � idim � 1111;
if genid ¼ Nag QuasiRandom Nied, 1 � idim � 318;
if genid ¼ Nag QuasiRandom Faure, 1 � idim � 40.

3: iref½liref � – Integer Communication Array

On exit: contains initialization information for use by the generator functions nag_quasi_r
and_normal (g05yjc), nag_quasi_rand_lognormal (g05ykc) and nag_quasi_rand_uniform
(g05ymc). iref must not be altered in any way between initialization and calls of the generator
functions.

4: liref – Integer Input

On entry: the dimension of the array iref.

Constraints:

if genid ¼ Nag QuasiRandom Sobol, Nag QuasiRandom SobolA659 or
Nag QuasiRandom Nied, liref 	 32� idimþ 7;
if genid ¼ Nag QuasiRandom Faure, liref 	 407.

5: iskip – Integer Input

On entry: the number of terms of the sequence to skip on initialization for the Sobol and
Niederreiter generators. If genid ¼ Nag QuasiRandom Faure, iskip is ignored.

C o n s t r a i n t : i f genid ¼ Nag QuasiRandom Sobol, Nag QuasiRandom SobolA659 o r
Nag QuasiRandom Nied, 0 � iskip � 230.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, idim ¼ valueh i.
Constraint: 1 � idim � valueh i.
On entry, iskip < 0 or iskip is too large: iskip ¼ valueh i, maximum value is valueh i.
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On entry, liref is too small: liref ¼ valueh i, minimum length is valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quasi_init (g05ylc) is threaded by NAG for parallel execution in multithreaded implementations of
the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The primit ive polynomials and direct ion numbers used for the Sobol generator
(genid ¼ Nag QuasiRandom Sobol) were calculated by Joe and Kuo (2008) using the search critera
D 6ð Þ.

10 Example

See Section 10 in nag_quasi_rand_uniform (g05ymc).
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NAG Library Function Document

nag_quasi_rand_uniform (g05ymc)

1 Purpose

nag_quasi_rand_uniform (g05ymc) generates a uniformly distributed low-discrepancy sequence as
proposed by Sobol, Faure or Niederreiter. It must be preceded by a call to one of the initialization
functions nag_quasi_init (g05ylc) or nag_quasi_init_scrambled (g05ync).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_quasi_rand_uniform (Nag_OrderType order, Integer n, double quas[],
Integer pdquas, Integer iref[], NagError *fail)

3 Description

Low discrepancy (quasi-random) sequences are used in numerical integration, simulation and
optimization. Like pseudorandom numbers they are uniformly distributed but they are not statistically
independent, rather they are designed to give more even distribution in multidimensional space
(uniformity). Therefore they are often more efficient than pseudorandom numbers in multidimensional
Monte–Carlo methods.

nag_quasi_rand_uniform (g05ymc) generates a set of points x1; x2; . . . ; xN with high uniformity in the
S-dimensional unit cube IS ¼ 0; 1½ �S .

Let G be a subset of IS and define the counting function SN Gð Þ as the number of points xi 2 G. For
each x ¼ x1; x2; . . . ; xSð Þ 2 IS , let Gx be the rectangular S-dimensional region

Gx ¼ 0; x1½ Þ � 0; x2½ Þ � � � � � 0; xS½ Þ

with volume x1; x2; . . . ; xS . Then one measure of the uniformity of the points x1; x2; . . . ; xN is the
discrepancy:

D�N x1; x2; . . . ; xN
� �

¼ sup
x2IS

SN Gxð Þ �Nx1; x2; . . . ; xSj j:

which has the form

D�N x1; x2; . . . ; xN
� �

� CS logNð ÞS þO logNð ÞS�1
� �

for all N 	 2:

The principal aim in the construction of low-discrepancy sequences is to find sequences of points in IS

with a bound of this form where the constant CS is as small as possible.

The type of low-discrepancy sequence generated by nag_quasi_rand_uniform (g05ymc) depends on the
initialization function called and can include those proposed by Sobol, Faure or Niederreiter. If the
initialization function nag_quasi_init_scrambled (g05ync) was used then the sequence will be scrambled
(see Section 3 in nag_quasi_init_scrambled (g05ync) for details).

4 References

Bratley P and Fox B L (1988) Algorithm 659: implementing Sobol's quasirandom sequence generator
ACM Trans. Math. Software 14(1) 88–100

Fox B L (1986) Algorithm 647: implementation and relative efficiency of quasirandom sequence
generators ACM Trans. Math. Software 12(4) 362–376
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5 Arguments

Note: the following variables are used in the parameter descriptions:

idim ¼ idim, the number of dimensions required, see nag_quasi_init (g05ylc) or nag_quasi_init_
scrambled (g05ync)

liref ¼ liref, the length of iref as supplied to the initialization function nag_quasi_init (g05ylc)
or nag_quasi_init_scrambled (g05ync)

tdquas ¼ n if order ¼ Nag RowMajor; otherwise tdquas ¼ idim.

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: the number of quasi-random numbers required.

Constraint: n 	 0 and nþ previous number of generated values � 231 � 1.

3: quas½pdquas� tdquas� – double Output

Note: the dimension, dim, of the array quas must be at least pdquas� tdquas.

Where QUAS i; jð Þ appears in this document, it refers to the array element

quas½ j� 1ð Þ � pdquasþ i� 1� when order ¼ Nag ColMajor;
quas½ i� 1ð Þ � pdquasþ j� 1� when order ¼ Nag RowMajor.

On exit: QUAS i; jð Þ holds the ith value for the jth dimension.

4: pdquas – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array quas.

Constraints:

if order ¼ Nag RowMajor, pdquas 	 idim;
if order ¼ Nag ColMajor, pdquas 	 n.

5: iref½liref � – Integer Communication Array

On entry: contains information on the current state of the sequence.

On exit: contains updated information on the state of the sequence.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INITIALIZATION

On entry, iref has either not been initialized or has been corrupted.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

NE_INT_2

On entry, pdquas ¼ valueh i, idim ¼ valueh i.
Constraint: if order ¼ Nag RowMajor, pdquas 	 idim.

On entry, pdquas ¼ valueh i and n ¼ valueh i.
Constraint: if order ¼ Nag ColMajor, pdquas 	 n.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_TOO_MANY_CALLS

On entry, value of n would result in too many calls to the generator: n ¼ valueh i, generator has
previously been called valueh i times.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quasi_rand_uniform (g05ymc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

The Sobol, Sobol (A659) and Niederreiter quasi-random number generators in nag_quasi_rand_uniform
(g05ymc) have been parallelized, but require quite large problem sizes to see any significant
performance gain. Parallelism is only enabled when order ¼ Nag ColMajor. The Faure generator is
serial.

9 Further Comments

None.
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10 Example

This example calls nag_quasi_init (g05ylc) and nag_quasi_rand_uniform (g05ymc) to estimate the value
of the integral Z 1

0
� � �
Z 1

0

Ys
i¼1

4xi � 2j jdx1; dx2; . . . ; dxs ¼ 1:

In this example the number of dimensions S is set to 8.

10.1 Program Text

/* nag_quasi_rand_uniform (g05ymc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#define QUAS(I, J) quas[(order == Nag_ColMajor)?(J*pdquas + I):(I*pdquas + J)]

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer liref, d, i, j, q_size;
Integer *iref = 0;
Integer pdquas;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double sum, tmp, vsbl;
double *quas = 0;

/* Number of dimensions */
Integer idim = 8;

/* Set the sample size */
Integer n = 200;

/* Skip the first 1000 variates */
Integer iskip = 1000;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Choose the quasi generator */
Nag_QuasiRandom_Sequence genid = Nag_QuasiRandom_Sobol;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_quasi_rand_uniform (g05ymc) Example Program Results\n");

pdquas = (order == Nag_RowMajor) ? idim : n;
q_size = (order == Nag_RowMajor) ? pdquas * n : pdquas * idim;

/* Calculate the size of the reference vector */
liref = (genid == Nag_QuasiRandom_Faure) ? 407 : 32 * idim + 7;
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/* Allocate arrays */
if (!(quas = NAG_ALLOC(q_size, double)) ||

!(iref = NAG_ALLOC(liref, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the Sobol generator */
nag_quasi_init(genid, idim, iref, liref, iskip, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_init (g05ylc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate n quasi-random variates */
nag_quasi_rand_uniform(order, n, quas, pdquas, iref, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_rand_uniform (g05ymc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate integral by evaluating function at each variate and summing */
sum = 0.0e0;
for (i = 0; i < n; i++) {

tmp = 1.0e0;
for (d = 0; d < idim; d++)

tmp *= fabs(4.0e0 * QUAS(i, d) - 2.0e0);
sum += tmp;

}

/* Convert sum to mean value */
vsbl = sum / (double) n;

/* Print the estimated value of the integral */
printf("Value of integral = %8.4f\n\n", vsbl);

/* Display the first 10 variates used */
printf("First 10 variates\n");
for (i = 0; i < 10; i++) {

printf(" %3" NAG_IFMT " ", i + 1);
for (j = 0; j < idim; j++)

printf("%8.4f%s", QUAS(i, j), ((j + 1) % 20) ? " " : "\n");
if (idim % 20)

printf("\n");
}

END:
NAG_FREE(quas);
NAG_FREE(iref);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_quasi_rand_uniform (g05ymc) Example Program Results
Value of integral = 1.0410

First 10 variates
1 0.7197 0.5967 0.0186 0.1768 0.7803 0.4072 0.5459 0.3994
2 0.9697 0.3467 0.7686 0.9268 0.5303 0.1572 0.2959 0.1494
3 0.4697 0.8467 0.2686 0.4268 0.0303 0.6572 0.7959 0.6494
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4 0.3447 0.4717 0.1436 0.3018 0.1553 0.7822 0.4209 0.0244
5 0.8447 0.9717 0.6436 0.8018 0.6553 0.2822 0.9209 0.5244
6 0.5947 0.2217 0.3936 0.0518 0.9053 0.0322 0.1709 0.7744
7 0.0947 0.7217 0.8936 0.5518 0.4053 0.5322 0.6709 0.2744
8 0.0635 0.1904 0.0498 0.4580 0.6240 0.2510 0.9521 0.8057
9 0.5635 0.6904 0.5498 0.9580 0.1240 0.7510 0.4521 0.3057

10 0.8135 0.4404 0.2998 0.2080 0.3740 0.5010 0.7021 0.0557
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NAG Library Function Document

nag_quasi_init_scrambled (g05ync)

1 Purpose

nag_quasi_init_scrambled (g05ync) initializes a scrambled quasi-random generator prior to calling
nag_quasi_rand_normal (g05yjc), nag_quasi_rand_lognormal (g05ykc) or nag_quasi_rand_uniform
(g05ymc). It must be preceded by a call to one of the pseudorandom initialization functions
nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable (g05kgc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_quasi_init_scrambled (Nag_QuasiRandom_Sequence genid,
Nag_QuasiRandom_Scrambling stype, Integer idim, Integer iref[],
Integer liref, Integer iskip, Integer nsdigi, Integer state[],
NagError *fail)

3 Description

nag_quasi_init_scrambled (g05ync) selects a quasi-random number generator through the input value of
genid, a method of scrambling through the input value of stype and initializes the iref communication
array for use in the functions nag_quasi_rand_normal (g05yjc), nag_quasi_rand_lognormal (g05ykc) or
nag_quasi_rand_uniform (g05ymc).

Scrambled quasi-random sequences are an extension of standard quasi-random sequences that attempt to
eliminate the bias inherent in a quasi-random sequence whilst retaining the low-discrepancy properties.
The use of a scrambled sequence allows error estimation of Monte–Carlo results by performing a
number of iterates and computing the variance of the results.

This implementation of scrambled quasi-random sequences is based on TOMS Algorithm 823 and
details can be found in the accompanying paper, Hong and Hickernell (2003). Three methods of
scrambling are supplied; the first a restricted form of Owen's scrambling (Owen (1995)), the second
based on the method of Faure and Tezuka (2000) and the last method combines the first two.

Scrambled versions of the Niederreiter sequence and two sets of Sobol sequences are provided. The first
Sobol sequence is obtained using genid ¼ Nag QuasiRandom Sobol. The first 10000 direction numbers
for this sequence are based on the work of Joe and Kuo (2008). For dimensions greater than 10000 the
direction numbers are randomly generated using the pseudorandom generator specified in state (see
J Ì c k e l ( 2 0 02 ) f o r d e t a i l s ) . T h e s e c ond Sobo l s e q u e n c e i s o b t a i n e d u s i n g
genid ¼ Nag QuasiRandom SobolA659 and referred to in the documentation as ‘Sobol (A659)’. The
first 1111 direction numbers for this sequence are based on Algorithm 659 of Bratley and Fox (1988)
with the extension proposed by Joe and Kuo (2003). For dimensions greater than 1111 the direction
numbers are once again randomly generated. The Niederreiter sequence is obtained by setting
genid ¼ Nag QuasiRandom Nied.

4 References

Bratley P and Fox B L (1988) Algorithm 659: implementing Sobol's quasirandom sequence generator
ACM Trans. Math. Software 14(1) 88–100

Faure H and Tezuka S (2000) Another random scrambling of digital (t,s)-sequences Monte Carlo and
Quasi-Monte Carlo Methods Springer-Verlag, Berlin, Germany (eds K T Fang, F J Hickernell and H
Niederreiter)

g05 – Random Number Generators g05ync

Mark 26 g05ync.1



Hong H S and Hickernell F J (2003) Algorithm 823: implementing scrambled digital sequences ACM
Trans. Math. Software 29:2 95–109

JÌckel P (2002) Monte Carlo Methods in Finance Wiley Finance Series, John Wiley and Sons, England

Joe S and Kuo F Y (2003) Remark on Algorithm 659: implementing Sobol's quasirandom sequence
generator ACM Trans. Math. Software (TOMS) 29 49–57

Joe S and Kuo F Y (2008) Constructing Sobol sequences with better two-dimensional projections SIAM
J. Sci. Comput. 30 2635–2654

Niederreiter H (1988) Low-discrepancy and low dispersion sequences Journal of Number Theory 30
51–70

Owen A B (1995) Randomly permuted (t,m,s)-nets and (t,s)-sequences Monte Carlo and Quasi-Monte
Carlo Methods in Scientific Computing, Lecture Notes in Statistics 106 Springer-Verlag, New York, NY
299–317 (eds H Niederreiter and P J-S Shiue)

5 Arguments

1: genid – Nag_QuasiRandom_Sequence Input

On entry: must identify the quasi-random generator to use.

genid ¼ Nag QuasiRandom Sobol
Sobol generator.

genid ¼ Nag QuasiRandom SobolA659
Sobol (A659) generator.

genid ¼ Nag QuasiRandom Nied
Niederreiter generator.

C o n s t r a i n t : genid ¼ Nag QuasiRandom Sobol, Nag QuasiRandom SobolA659 o r
Nag QuasiRandom Nied.

2: stype – Nag_QuasiRandom_Scrambling Input

On entry: must identify the scrambling method to use.

stype ¼ Nag NoScrambling
No scrambling. This is equivalent to calling nag_quasi_init (g05ylc).

stype ¼ Nag OwenLike
Owen like scrambling.

stype ¼ Nag FaureTezuka
Faure–Tezuka scrambling.

stype ¼ Nag OwenFaureTezuka
Owen and Faure–Tezuka scrambling.

C o n s t r a i n t : stype ¼ Nag NoScrambling, Nag OwenLike, Nag FaureTezuka o r
Nag OwenFaureTezuka.

3: idim – Integer Input

On entry: the number of dimensions required.

Constraints:

if genid ¼ Nag QuasiRandom Sobol, 1 � idim � 50000;
if genid ¼ Nag QuasiRandom SobolA659, 1 � idim � 50000;
if genid ¼ Nag QuasiRandom Nied, 1 � idim � 318.
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4: iref½liref � – Integer Communication Array

On exit: contains initialization information for use by the generator functions nag_quasi_r
and_normal (g05yjc), nag_quasi_rand_lognormal (g05ykc) and nag_quasi_rand_uniform
(g05ymc). iref must not be altered in any way between initialization and calls of the generator
functions.

5: liref – Integer Input

On entry: the dimension of the array iref.

Constraint: liref 	 32� idimþ 7.

6: iskip – Integer Input

On entry: the number of terms of the sequence to skip on initialization for the Sobol and
Niederreiter generators.

Constraint: 0 � iskip � 230.

7: nsdigi – Integer Input

O n e n t r y : c o n t r o l s t h e n um b e r o f d i g i t s ( b i t s ) t o s c r am b l e w h e n
genid ¼ Nag QuasiRandom Sobol or Nag QuasiRandom SobolA659, otherwise nsdigi is ig-
nored. If nsdigi < 1 or nsdigi > 30 then all the digits are scrambled.

8: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, idim ¼ valueh i.
Constraint: 1 � idim � valueh i.
On entry, iskip ¼ valueh i.
Constraint: 0 � iskip � 230.

On entry, liref ¼ valueh i.
Constraint: liref 	 32� idimþ 7.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_quasi_init_scrambled (g05ync) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The additional computational cost in using a scrambled quasi-random sequence over a non-scrambled
one comes entirely during the initialization. Once nag_quasi_init_scrambled (g05ync) has been called
the computational cost of generating a scrambled sequence and a non-scrambled one is identical.

10 Example

This example calls nag_rand_init_repeatable (g05kfc), nag_quasi_rand_uniform (g05ymc) and
nag_quasi_init_scrambled (g05ync) to estimate the value of the integralZ 1

0
� � �
Z 1

0

Ys
i¼1

4xi � 2j jdx1; dx2; . . . ; dxs ¼ 1;

where s, the number of dimensions, is set to 8.

10.1 Program Text

/* nag_quasi_init_scrambled (g05ync) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#define QUAS(I, J) quas[(order == Nag_ColMajor)?(J*pdquas + I):(I*pdquas + J)]
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int main(void)
{

/*Integer scalar and array declarations */
Integer exit_status = 0;
Integer liref, d, i, j, lstate, q_size;
Integer *iref = 0, *state = 0;

/* NAG structures */
Integer pdquas;
NagError fail;

/*Double scalar and array declarations */
double sum, tmp, vsbl;
double *quas = 0;

/* Number of dimensions */
Integer idim = 8;

/* Set the sample size */
Integer n = 200;

/* Skip the first 1000 variates */
Integer iskip = 1000;

/* Use row major order */
Nag_OrderType order = Nag_RowMajor;

/* Choose the base pseudo generator */
Nag_BaseRNG pgenid = Nag_Basic;
Integer psubid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

/* Choose the quasi generator */
Nag_QuasiRandom_Sequence genid = Nag_QuasiRandom_Sobol;

/* Use Owen type scrambling */
Nag_QuasiRandom_Scrambling stype = Nag_OwenLike;

/* Scramble the default number of digits */
Integer nsdigi = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_quasi_init_scrambled (g05ync) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(pgenid, psubid, seed, lseed, state, &lstate,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

pdquas = (order == Nag_RowMajor) ? idim : n;
q_size = (order == Nag_RowMajor) ? pdquas * n : pdquas * idim;

/* Calculate the size of the reference vector */
liref = (genid == Nag_QuasiRandom_Faure) ? 407 : 32 * idim + 7;

/* Allocate arrays */
if (!(quas = NAG_ALLOC(q_size, double)) ||

!(iref = NAG_ALLOC(liref, Integer)) ||
!(state = NAG_ALLOC(lstate, Integer)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the pseudo-random generator used in the
scrambling to a repeatable sequence */

nag_rand_init_repeatable(pgenid, psubid, seed, lseed, state, &lstate,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Initialize the quasi-random sequence */
nag_quasi_init_scrambled(Nag_QuasiRandom_Sobol, stype, idim, iref, liref,

iskip, nsdigi, state, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_init_scrambled (g05ync).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
/* Generate n quasi-random variates */
nag_quasi_rand_uniform(order, n, quas, pdquas, iref, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_quasi_rand_uniform (g05ymc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Estimate integral by evaluating function at each variate and summing */
sum = 0.0e0;
for (i = 0; i < n; i++) {

tmp = 1.0e0;
for (d = 0; d < idim; d++)

tmp *= fabs(4.0e0 * QUAS(i, d) - 2.0e0);
sum += tmp;

}

/* Convert sum to mean value */
vsbl = sum / (double) n;

/* Print the estimated value of the integral */
printf("Value of integral = %8.4f\n\n", vsbl);

/* Display the first 10 variates used */
printf("First 10 variates\n");
for (i = 0; i < 10; i++) {

printf(" %3" NAG_IFMT "", i + 1);
for (j = 0; j < idim; j++)

printf("%8.4f%s", QUAS(i, j), ((j + 1) % 20) ? " " : "\n");
if (idim % 20)

printf("\n");
}

END:
NAG_FREE(quas);
NAG_FREE(iref);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.
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10.3 Program Results

nag_quasi_init_scrambled (g05ync) Example Program Results
Value of integral = 1.0169

First 10 variates
1 0.8688 0.9719 0.5375 0.0876 0.4721 0.3800 0.2977 0.1010
2 0.6287 0.3611 0.4963 0.8648 0.0753 0.0174 0.7011 0.2532
3 0.1244 0.5349 0.8645 0.2621 0.7523 0.7212 0.0538 0.6231
4 0.1353 0.4013 0.6656 0.4691 0.9096 0.9272 0.5481 0.4164
5 0.6154 0.6962 0.0321 0.9000 0.2307 0.3186 0.1989 0.7102
6 0.8870 0.0880 0.9947 0.1775 0.3148 0.2059 0.8033 0.9249
7 0.3603 0.7579 0.3633 0.6995 0.5127 0.5328 0.4496 0.2013
8 0.3304 0.1096 0.5034 0.3596 0.0137 0.3643 0.1719 0.8774
9 0.9207 0.7834 0.1357 0.7596 0.8138 0.8825 0.5831 0.2493

10 0.5828 0.4226 0.8287 0.0370 0.7336 0.5189 0.4143 0.4015
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NAG Library Function Document

nag_rand_field_1d_user_setup (g05zmc)

1 Purpose

nag_rand_field_1d_user_setup (g05zmc) performs the setup required in order to simulate stationary
Gaussian random fields in one dimension, for a user-defined variogram, using the circulant embedding
method. Specifically, the eigenvalues of the extended covariance matrix (or embedding matrix) are
calculated, and their square roots output, for use by nag_rand_field_1d_generate (g05zpc), which
simulates the random field.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_1d_user_setup (Integer ns, double xmin, double xmax,
Integer maxm, double var,

void (*cov1)(double x, double *gamma, Nag_Comm *comm),

Nag_EmbedPad pad, Nag_EmbedScale corr, double lam[], double xx[],
Integer *m, Integer *approx, double *rho, Integer *icount, double eig[],
Nag_Comm *comm, NagError *fail)

3 Description

A one-dimensional random field Z xð Þ in R is a function which is random at every point x 2 R, so Z xð Þ
is a random variable for each x. The random field has a mean function � xð Þ ¼ E Z xð Þ½ � and a symmetric
positive semidefinite covariance function C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �. Z xð Þ is a Gaussian
random field if for any choice of n 2 N and x1; . . . ; xn 2 R, the random vector Z x1ð Þ; . . . ; Z xnð Þ½ �T
follows a multivariate Normal distribution, which would have a mean vector ~�� with entries ~�i ¼ � xið Þ
and a covariance matrix ~C with entries ~Cij ¼ C xi; xj

� �
. A Gaussian random field Z xð Þ is stationary if

� xð Þ is constant for all x 2 R and C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R and hence we can
express the covariance function C x; yð Þ as a function � of one variable: C x; yð Þ ¼ � x� yð Þ. � is known
as a variogram (or more correctly, a semivariogram) and includes the multiplicative factor �2

representing the variance such that � 0ð Þ ¼ �2.
The functions nag_rand_field_1d_user_setup (g05zmc) and nag_rand_field_1d_generate (g05zpc) are
used to simulate a one-dimensional stationary Gaussian random field, with mean function zero and
variogram � xð Þ, over an interval xmin ; xmax½ �, using an equally spaced set of N points on the interval.
The problem reduces to sampling a Normal random vector X of size N , with mean vector zero and a
symmetric Toeplitz covariance matrix A. Since A is in general expensive to factorize, a technique
known as the circulant embedding method is used. A is embedded into a larger, symmetric circulant
matrix B of size M 	 2 N � 1ð Þ, which can now be factorized as B ¼W�W � ¼ R�R, where W is the
Fourier matrix (W � is the complex conjugate of W ), � is the diagonal matrix containing the

eigenvalues of B and R ¼ �1
2W � . B is known as the embedding matrix. The eigenvalues can be

calculated by performing a discrete Fourier transform of the first row (or column) of B and multiplying
by M, and so only the first row (or column) of B is needed – the whole matrix does not need to be
formed.

As long as all of the values of � are non-negative (i.e., B is positive semidefinite), B is a covariance
matrix for a random vector Y, two samples of which can now be simulated from the real and imaginary
parts of R� Uþ iVð Þ, where U and V have elements from the standard Normal distribution. Since

R� Uþ iVð Þ ¼W�
1
2 Uþ iVð Þ , this calculation can be done using a discrete Fourier transform of the

vector �
1
2 Uþ iVð Þ . Two samples of the random vector X can now be recovered by taking the first N

g05 – Random Number Generators g05zmc

Mark 26 g05zmc.1



elements of each sample of Y – because the original covariance matrix A is embedded in B, X will
have the correct distribution.

If B is not positive semidefinite, larger embedding matrices B can be tried; however if the size of the
matrix would have to be larger than maxm, an approximation procedure is used. We write
� ¼ �þ þ ��, where �þ and �� contain the non-negative and negative eigenvalues of B respectively.
Then B is replaced by �Bþ where Bþ ¼W�þW

� and � 2 0; 1ð � is a scaling factor. The error � in
approximating the distribution of the random field is given by

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �ð Þ2 trace�þ �2 trace��

M

s
:

Three choices for � are available, and are determined by the input argument corr:

setting corr ¼ Nag EmbedScaleTraces sets

� ¼ trace�

trace�þ
;

setting corr ¼ Nag EmbedScaleSqrtTraces sets

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
trace�

trace�þ

s
;

setting corr ¼ Nag EmbedScaleOne sets � ¼ 1.

nag_rand_field_1d_user_setup (g05zmc) finds a suitable positive semidefinite embedding matrix B and
outputs its size, m, and the square roots of its eigenvalues in lam. If approximation is used, information
regarding the accuracy of the approximation is output. Note that only the first row (or column) of B is
actually formed and stored.

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1994) Simulation of stationary Gaussian processes in 0; 1½ �d Journal of
Computational and Graphical Statistics 3(4) 409–432

5 Arguments

1: ns – Integer Input

On entry: the number of sample points to be generated in realizations of the random field.

Constraint: ns 	 1.

2: xmin – double Input

On entry: the lower bound for the interval over which the random field is to be simulated.

Constraint: xmin < xmax.

3: xmax – double Input

On entry: the upper bound for the interval over which the random field is to be simulated.

Constraint: xmin < xmax.
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4: maxm – Integer Input

On entry: the maximum size of the circulant matrix to use. For example, if the embedding matrix
is to be allowed to double in size three times before the approximation procedure is used, then
choose maxm ¼ 2kþ2 where k ¼ 1þ log2 ns� 1ð Þd e.

Suggested value: 2kþ2 where k ¼ 1þ log2 ns� 1ð Þd e.

Constraint: maxm 	 2k, where k is the smallest integer satisfying 2k 	 2 ns� 1ð Þ .

5: var – double Input

On entry: the multiplicative factor �2 of the variogram � xð Þ.
Constraint: var 	 0:0.

6: cov1 – function, supplied by the user External Function

cov1 must evaluate the variogram � xð Þ, without the multiplicative factor �2, for all x 	 0. The
value returned in gamma is multiplied internally by var.

The specification of cov1 is:

void cov1 (double x, double *gamma, Nag_Comm *comm)

1: x – double Input

On entry: the value x at which the variogram � xð Þ is to be evaluated.

2: gamma – double * Output

On exit: the value of the variogram
� xð Þ
�2

.

3: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cov1.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_rand_field_1d_user_setup
(g05zmc) you may allocate memory and initialize these pointers with various
quantities for use by cov1 when called from nag_rand_field_1d_user_setup
(g05zmc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

7: pad – Nag_EmbedPad Input

On entry: determines whether the embedding matrix is padded with zeros, or padded with values
of the variogram. The choice of padding may affect how big the embedding matrix must be in
order to be positive semidefinite.

pad ¼ Nag EmbedPadZeros
The embedding matrix is padded with zeros.

pad ¼ Nag EmbedPadValues
The embedding matrix is padded with values of the variogram.

Suggested value: pad ¼ Nag EmbedPadValues.

Constraint: pad ¼ Nag EmbedPadZeros or Nag EmbedPadValues.
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8: corr – Nag_EmbedScale Input

On entry: determines which approximation to implement if required, as described in Section 3.

Suggested value: corr ¼ Nag EmbedScaleTraces.

Constraint: corr ¼ Nag EmbedScaleTraces, Nag EmbedScaleSqrtTraces or Nag EmbedScaleOne.

9: lam½maxm� – double Output

On exit: contains the square roots of the eigenvalues of the embedding matrix.

10: xx½ns� – double Output

On exit: the points at which values of the random field will be output.

11: m – Integer * Output

On exit: the size of the embedding matrix.

12: approx – Integer * Output

On exit: indicates whether approximation was used.

approx ¼ 0
No approximation was used.

approx ¼ 1
Approximation was used.

13: rho – double * Output

On exit: indicates the scaling of the covariance matrix. rho ¼ 1:0 unless approximation was used
with corr ¼ Nag EmbedScaleTraces or Nag EmbedScaleSqrtTraces.

14: icount – Integer * Output

On exit: indicates the number of negative eigenvalues in the embedding matrix which have had to
be set to zero.

15: eig½3� – double Output

On exit: indicates information about the negative eigenvalues in the embedding matrix which
have had to be set to zero. eig½0� contains the smallest eigenvalue, eig½1� contains the sum of the
squares of the negative eigenvalues, and eig½2� contains the sum of the absolute values of the
negative eigenvalues.

16: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, maxm ¼ valueh i.
Constraint: the minimum calculated value for maxm is valueh i.
Where the minimum calculated value is given by 2k, where k is the smallest integer satisfying
2k 	 2 ns� 1ð Þ.
On entry, ns ¼ valueh i.
Constraint: ns 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var ¼ valueh i.
Constraint: var 	 0:0.

NE_REAL_2

On entry, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

7 Accuracy

If on exit approx ¼ 1, see the comments in Section 3 regarding the quality of approximation; increase
the value of maxm to attempt to avoid approximation.

8 Parallelism and Performance

nag_rand_field_1d_user_setup (g05zmc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_1d_user_setup (g05zmc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.
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10 Example

This example calls nag_rand_field_1d_user_setup (g05zmc) to calculate the eigenvalues of the
embedding matrix for 8 sample points of a random field characterized by the symmetric stable
variogram:

� xð Þ ¼ �2 exp � x0ð Þ�
� �

;

where x0 ¼ x
‘ , and ‘ and � are parameters.

It should be noted that the symmetric stable variogram is one of the pre-defined variograms available in
nag_rand_field_1d_predef_setup (g05znc). It is used here purely for illustrative purposes.

10.1 Program Text

/* nag_rand_field_1d_user_setup (g05zmc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagx04.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL cov1(double x, double *gamma, Nag_Comm *comm);
#ifdef __cplusplus
}
#endif
static void read_input_data(double *l, double *nu, double *var, double *xmin,

double *xmax, Integer *ns, Integer *maxm,
Nag_EmbedScale *corr, Nag_EmbedPad *pad);

static void display_results(Integer approx, Integer m, double rho,
double *eig, Integer icount, double *lam);

int main(void)
{

Integer exit_status = 0;
/* Scalars */
double c, nu, rho, var, xmax, xmin;
Integer approx, icount, m, maxm, ns;
/* Arrays */
double eig[3], *lam = 0, *xx = 0;
/* Nag types */
Nag_EmbedScale corr;
Nag_EmbedPad pad;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_1d_user_setup (g05zmc) Example Program Results\n\n");

/* Get problem specifications from data file */
read_input_data(&c, &nu, &var, &xmin, &xmax, &ns, &maxm, &corr, &pad);
if (!(lam = NAG_ALLOC(maxm, double)) ||

!(xx = NAG_ALLOC(ns, double)) || !(comm.user = NAG_ALLOC(2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Put covariance parameters in communication array */
comm.user[0] = c;
comm.user[1] = nu;
/* Get square roots of the eigenvalues of the embedding matrix. These are
* obtained from the setup for simulating one-dimensional random fields,
* with a user-defined variogram, by the circulant embedding method using
* nag_rand_field_1d_user_setup (g05zmc).
*/

nag_rand_field_1d_user_setup(ns, xmin, xmax, maxm, var, cov1, pad,
corr, lam, xx, &m, &approx, &rho, &icount,
eig, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_1d_user_setup (g05zmc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Output results */
display_results(approx, m, rho, eig, icount, lam);

END:
NAG_FREE(lam);
NAG_FREE(xx);
NAG_FREE(comm.user);
return exit_status;

}

void read_input_data(double *l, double *nu, double *var, double *xmin,
double *xmax, Integer *ns, Integer *maxm,
Nag_EmbedScale *corr, Nag_EmbedPad *pad)

{
/* Arrays */
char nag_enum_arg[40];
/* Skip heading and get l and nu for cov1 function. */

#ifdef _WIN32
scanf_s("%*[^\n] %lf %lf%*[^\n]", l, nu);

#else
scanf("%*[^\n] %lf %lf%*[^\n]", l, nu);

#endif
/* Read in variance of random field. */

#ifdef _WIN32
scanf_s("%lf%*[^\n]", var);

#else
scanf("%lf%*[^\n]", var);

#endif
/* Read in domain endpoints. */

#ifdef _WIN32
scanf_s("%lf %lf%*[^\n]", xmin, xmax);

#else
scanf("%lf %lf%*[^\n]", xmin, xmax);

#endif
/* Read in number of sample points. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", ns);

#else
scanf("%" NAG_IFMT "%*[^\n]", ns);

#endif
/* Read in maximum size of embedding matrix. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", maxm);

#else
scanf("%" NAG_IFMT "%*[^\n]", maxm);

#endif
/* Read in choice of scaling in case of approximation. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/
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*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert to enum name to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);

}

void display_results(Integer approx, Integer m, double rho, double *eig,
Integer icount, double *lam)

{
Integer j;
/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m);
/* Display approximation information if approximation used */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
for (j = 0; j < 3; j++)

printf("%10.5f ", eig[j]);
printf("\nicount = %" NAG_IFMT "\n", icount);

}
else {

printf("Approximation not required\n");
}
/* Display square roots of the eigenvalues of the embedding matrix */
printf("\nSquare roots of eigenvalues of embedding matrix:\n\n");
for (j = 0; j < m; j++)

printf("%10.5f%s", lam[j], j % 4 == 3 ? "\n" : "");
printf("\n");

}

static void NAG_CALL cov1(double x, double *gamma, Nag_Comm *comm)
{

/* Scalars */
double dummy, l, nu;

/* Correlation length and exponent in comm->ruser. */
l = comm->user[0];
nu = comm->user[1];
if (x == 0.0) {

*gamma = 1.0;
}
else {

dummy = pow(x / l, nu);
*gamma = exp(-dummy);

}
}

10.2 Program Data

nag_rand_field_1d_user_setup (g05zmc) Example Program Data
0.1 1.2 : c, nu
0.5 : var

-1.0 1.0 : xmin, xmax
8 : ns
64 : maxm
Nag_EmbedScaleOne : icorr
Nag_EmbedPadValues : pad
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10.3 Program Results

nag_rand_field_1d_user_setup (g05zmc) Example Program Results

Size of embedding matrix = 16

Approximation not required

Square roots of eigenvalues of embedding matrix:

0.74207 0.73932 0.73150 0.71991
0.70639 0.69304 0.68184 0.67442
0.67182 0.67442 0.68184 0.69304
0.70639 0.71991 0.73150 0.73932
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NAG Library Function Document

nag_rand_field_1d_predef_setup (g05znc)

1 Purpose

nag_rand_field_1d_predef_setup (g05znc) performs the setup required in order to simulate stationary
Gaussian random fields in one dimension, for a preset variogram, using the circulant embedding
method. Specifically, the eigenvalues of the extended covariance matrix (or embedding matrix) are
calculated, and their square roots output, for use by nag_rand_field_1d_generate (g05zpc), which
simulates the random field.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_1d_predef_setup (Integer ns, double xmin, double xmax,
Integer maxm, double var, Nag_Variogram cov, Integer np,
const double params[], Nag_EmbedPad pad, Nag_EmbedScale corr,
double lam[], double xx[], Integer *m, Integer *approx, double *rho,
Integer *icount, double eig[], NagError *fail)

3 Description

A one-dimensional random field Z xð Þ in R is a function which is random at every point x 2 R, so Z xð Þ
is a random variable for each x. The random field has a mean function � xð Þ ¼ E Z xð Þ½ � and a symmetric
positive semidefinite covariance function C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �. Z xð Þ is a Gaussian
random field if for any choice of n 2 N and x1; . . . ; xn 2 R, the random vector Z x1ð Þ; . . . ; Z xnð Þ½ �T
follows a multivariate Normal distribution, which would have a mean vector ~�� with entries ~�i ¼ � xið Þ
and a covariance matrix ~C with entries ~Cij ¼ C xi; xj

� �
. A Gaussian random field Z xð Þ is stationary if

� xð Þ is constant for all x 2 R and C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R and hence we can
express the covariance function C x; yð Þ as a function � of one variable: C x; yð Þ ¼ � x� yð Þ. � is known
as a variogram (or more correctly, a semivariogram) and includes the multiplicative factor �2

representing the variance such that � 0ð Þ ¼ �2.
The functions nag_rand_field_1d_predef_setup (g05znc) and nag_rand_field_1d_generate (g05zpc) are
used to simulate a one-dimensional stationary Gaussian random field, with mean function zero and
variogram � xð Þ, over an interval xmin ; xmax½ �, using an equally spaced set of N points. The problem
reduces to sampling a Normal random vector X of size N , with mean vector zero and a symmetric
Toeplitz covariance matrix A. Since A is in general expensive to factorize, a technique known as the
circulant embedding method is used. A is embedded into a larger, symmetric circulant matrix B of size
M 	 2 N � 1ð Þ, which can now be factorized as B ¼ W�W � ¼ R�R, where W is the Fourier matrix
(W � is the complex conjugate of W ), � is the diagonal matrix containing the eigenvalues of B and

R ¼ �1
2W � . B is known as the embedding matrix. The eigenvalues can be calculated by performing a

discrete Fourier transform of the first row (or column) of B and multiplying by M, and so only the first
row (or column) of B is needed – the whole matrix does not need to be formed.

As long as all of the values of � are non-negative (i.e., B is positive semidefinite), B is a covariance
matrix for a random vector Y, two samples of which can now be simulated from the real and imaginary
parts of R� Uþ iVð Þ, where U and V have elements from the standard Normal distribution. Since

R� Uþ iVð Þ ¼W�
1
2 Uþ iVð Þ , this calculation can be done using a discrete Fourier transform of the

vector �
1
2 Uþ iVð Þ . Two samples of the random vector X can now be recovered by taking the first N

elements of each sample of Y – because the original covariance matrix A is embedded in B, X will
have the correct distribution.

g05 – Random Number Generators g05znc

Mark 26 g05znc.1



If B is not positive semidefinite, larger embedding matrices B can be tried; however if the size of the
matrix would have to be larger than maxm, an approximation procedure is used. We write
� ¼ �þ þ ��, where �þ and �� contain the non-negative and negative eigenvalues of B respectively.
Then B is replaced by �Bþ where Bþ ¼W�þW

� and � 2 0; 1ð � is a scaling factor. The error � in
approximating the distribution of the random field is given by

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �ð Þ2 trace�þ �2 trace��

M

s
:

Three choices for � are available, and are determined by the input argument corr:

setting corr ¼ Nag EmbedScaleTraces sets

� ¼ trace�

trace�þ
;

setting corr ¼ Nag EmbedScaleSqrtTraces sets

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
trace�

trace�þ

s
;

setting corr ¼ Nag EmbedScaleOne sets � ¼ 1.

nag_rand_field_1d_predef_setup (g05znc) finds a suitable positive semidefinite embedding matrix B
and outputs its size, m, and the square roots of its eigenvalues in lam. If approximation is used,
information regarding the accuracy of the approximation is output. Note that only the first row (or
column) of B is actually formed and stored.

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1997) Algorithm AS 312: An Algorithm for Simulating Stationary Gaussian
Random Fields Journal of the Royal Statistical Society, Series C (Applied Statistics) (Volume 46) 1
171–181

5 Arguments

1: ns – Integer Input

On entry: the number of sample points to be generated in realizations of the random field.

Constraint: ns 	 1.

2: xmin – double Input

On entry: the lower bound for the interval over which the random field is to be simulated. Note
that if cov ¼ Nag VgmBrownian (for simulating fractional Brownian motion), xmin is not
referenced and the lower bound for the interval is set to zero.

Constraint: if cov 6¼ Nag VgmBrownian, xmin < xmax.

3: xmax – double Input

On entry: the upper bound for the interval over which the random field is to be simulated. Note
that if cov ¼ Nag VgmBrownian (for simulating fractional Brownian motion), the lower bound
for the interval is set to zero and so xmax is required to be greater than zero.
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Constraints:

if cov 6¼ Nag VgmBrownian, xmin < xmax;
if cov ¼ Nag VgmBrownian, xmax > 0:0.

4: maxm – Integer Input

On entry: the maximum size of the circulant matrix to use. For example, if the embedding matrix
is to be allowed to double in size three times before the approximation procedure is used, then
choose maxm ¼ 2kþ2 where k ¼ 1þ log2 ns� 1ð Þd e.

Suggested value: 2kþ2 where k ¼ 1þ log2 ns� 1ð Þd e.

Constraint: maxm 	 2k, where k is the smallest integer satisfying 2k 	 2 ns� 1ð Þ .

5: var – double Input

On entry: the multiplicative factor �2 of the variogram � xð Þ.
Constraint: var 	 0:0.

6: cov – Nag_Variogram Input

On entry: determines which of the preset variograms to use. The choices are given below. Note

that x0 ¼ xj j
‘ , where ‘ is the correlation length and is a parameter for most of the variograms, and

�2 is the variance specified by var.

cov ¼ Nag VgmSymmStab
Symmetric stable variogram

� xð Þ ¼ �2 exp � x0ð Þ�
� �

;

where

‘ ¼ params½0�, ‘ > 0,

� ¼ params½1�, 0 � � � 2.

cov ¼ Nag VgmCauchy
Cauchy variogram

� xð Þ ¼ �2 1þ x0ð Þ2
� ���

;

where

‘ ¼ params½0�, ‘ > 0,

� ¼ params½1�, � > 0.

cov ¼ Nag VgmDifferential
Differential variogram with compact support

� xð Þ ¼ �2 1þ 8x0 þ 25 x0ð Þ2 þ 32 x0ð Þ3
� �

1� x0ð Þ8; x0 < 1;

0; x0 	 1;

(
where

‘ ¼ params½0�, ‘ > 0.

cov ¼ Nag VgmExponential
Exponential variogram

� xð Þ ¼ �2 exp �x0ð Þ;

where

‘ ¼ params½0�, ‘ > 0.
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cov ¼ Nag VgmGauss
Gaussian variogram

� xð Þ ¼ �2 exp � x0ð Þ2
� �

;

where

‘ ¼ params½0�, ‘ > 0.

cov ¼ Nag VgmNugget
Nugget variogram

� xð Þ ¼ �2; x ¼ 0;
0; x 6¼ 0:



No parameters need be set for this value of cov.

cov ¼ Nag VgmSpherical
Spherical variogram

� xð Þ ¼ �2 1� 1:5x0 þ 0:5 x0ð Þ3
� �

; x0 < 1;

0; x0 	 1;

(
where

‘ ¼ params½0�, ‘ > 0.

cov ¼ Nag VgmBessel
Bessel variogram

� xð Þ ¼ �22
�� � þ 1ð ÞJ� x0ð Þ

x0ð Þ� ;

where

J� �ð Þ is the Bessel function of the first kind,

‘ ¼ params½0�, ‘ > 0,

� ¼ params½1�, � 	 �0:5.
cov ¼ Nag VgmHole

Hole effect variogram

� xð Þ ¼ �2sin x
0ð Þ

x0
;

where

‘ ¼ params½0�, ‘ > 0.

cov ¼ Nag VgmWhittleMatern
Whittle-Matérn variogram

� xð Þ ¼ �22
1�� x0ð Þ�K� x

0ð Þ
� �ð Þ ;

where

K� �ð Þ is the modified Bessel function of the second kind,

‘ ¼ params½0�, ‘ > 0,

� ¼ params½1�, � > 0.
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cov ¼ Nag VgmContParam
Continuously parameterised variogram with compact support

� xð Þ ¼ �22
1�� x0ð Þ�K� x

0ð Þ
� �ð Þ 1þ 8x00 þ 25 x00ð Þ2 þ 32 x00ð Þ3

� �
1� x00ð Þ8; x00 < 1;

0; x00 	 1;

(
where

x00 ¼ x0

s ,

K� �ð Þ is the modified Bessel function of the second kind,

‘ ¼ params½0�, ‘ > 0,

s ¼ params½1�, s > 0 (second correlation length),

� ¼ params½2�, � > 0.

cov ¼ Nag VgmGenHyp
Generalized hyperbolic distribution variogram

� xð Þ ¼ �2
�2 þ x0ð Þ2
� ��

2

��K� ��ð Þ
K� � �2 þ x0ð Þ2

� �1
2

� �
;

where

K� �ð Þ is the modified Bessel function of the second kind,

‘ ¼ params½0�, ‘ > 0,

� ¼ params½1�, no constraint on �

� ¼ params½2�, � > 0,

� ¼ params½3�, � > 0.

cov ¼ Nag VgmCosine
Cosine variogram

� xð Þ ¼ �2 cos x0ð Þ;

where

‘ ¼ params½0�, ‘ > 0.

cov ¼ Nag VgmBrownian
Used for simulating fractional Brownian motion BH tð Þ. Fractional Brownian motion itself
is not a stationary Gaussian random field, but its increments ~X ið Þ ¼ BH tið Þ �BH ti�1ð Þ
can be simulated in the same way as a stationary random field. The variogram for the so-
called ‘increment process’ is

C ~X tið Þ; ~X tj
� �� �

¼ ~� xð Þ ¼ �
2H

2

x

�
� 1

			 			2H þ x

�
þ 1

			 			2H � 2
x

�

			 			2H� �
;

where

x ¼ tj � ti,
H ¼ params½0�, 0 < H < 1, H is the Hurst parameter,

� ¼ params½1�, � > 0, normally � ¼ ti � ti�1 is the (fixed) stepsize.

We scale the increments to set � 0ð Þ ¼ 1; let X ið Þ ¼ ~X ið Þ
��H , then

C X tið Þ; X tj
� �� �

¼ � xð Þ ¼ 1

2

x

�
� 1

			 			2H þ x

�
þ 1

			 			2H � 2
x

�

			 			2H� �
:
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The increments X ið Þ can then be simulated using nag_rand_field_1d_generate (g05zpc),
then multiplied by �H to obtain the original increments ~X ið Þ for the fractional Brownian
motion.

C o n s t r a i n t : cov ¼ Nag VgmSymmStab, Nag VgmCauchy, Nag VgmDifferential,
Nag VgmExponential, Nag VgmGauss, Nag VgmNugget, Nag VgmSpherical, Nag VgmBessel,
Nag VgmHole, Nag VgmWhittleMatern, Nag VgmContParam, Nag VgmGenHyp,
Nag VgmCosine or Nag VgmBrownian.

7: np – Integer Input

On entry: the number of parameters to be set. Different variograms need a different number of
parameters.

cov ¼ Nag VgmNugget
np must be set to 0.

cov ¼ Nag VgmDifferential, Nag VgmExponential, Nag VgmGauss, Nag VgmSpherical,
Nag VgmHole or Nag VgmCosine

np must be set to 1.

cov ¼ Nag VgmSymmStab, Nag VgmCauchy, Nag VgmBessel, Nag VgmWhittleMatern or
Nag VgmBrownian

np must be set to 2.

cov ¼ Nag VgmContParam
np must be set to 3.

cov ¼ Nag VgmGenHyp
np must be set to 4.

8: params½np� – const double Input

On entry: the parameters set for the variogram.

Constraint: see cov for a description of the individual parameter constraints.

9: pad – Nag_EmbedPad Input

On entry: determines whether the embedding matrix is padded with zeros, or padded with values
of the variogram. The choice of padding may affect how big the embedding matrix must be in
order to be positive semidefinite.

pad ¼ Nag EmbedPadZeros
The embedding matrix is padded with zeros.

pad ¼ Nag EmbedPadValues
The embedding matrix is padded with values of the variogram.

Suggested value: pad ¼ Nag EmbedPadValues.

Constraint: pad ¼ Nag EmbedPadZeros or Nag EmbedPadValues.

10: corr – Nag_EmbedScale Input

On entry: determines which approximation to implement if required, as described in Section 3.

Suggested value: corr ¼ Nag EmbedScaleTraces.

Constraint: corr ¼ Nag EmbedScaleTraces, Nag EmbedScaleSqrtTraces or Nag EmbedScaleOne.

11: lam½maxm� – double Output

On exit: contains the square roots of the eigenvalues of the embedding matrix.
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12: xx½ns� – double Output

On exit: the points at which values of the random field will be output.

13: m – Integer * Output

On exit: the size of the embedding matrix.

14: approx – Integer * Output

On exit: indicates whether approximation was used.

approx ¼ 0
No approximation was used.

approx ¼ 1
Approximation was used.

15: rho – double * Output

On exit: indicates the scaling of the covariance matrix. rho ¼ 1:0 unless approximation was used
with corr ¼ Nag EmbedScaleTraces or Nag EmbedScaleSqrtTraces.

16: icount – Integer * Output

On exit: indicates the number of negative eigenvalues in the embedding matrix which have had to
be set to zero.

17: eig½3� – double Output

On exit: indicates information about the negative eigenvalues in the embedding matrix which
have had to be set to zero. eig½0� contains the smallest eigenvalue, eig½1� contains the sum of the
squares of the negative eigenvalues, and eig½2� contains the sum of the absolute values of the
negative eigenvalues.

18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, np ¼ valueh i.
Constraint: for cov ¼ valueh i, np ¼ valueh i.

NE_ENUM_REAL_1

On entry, cov ¼ Nag VgmBrownian and xmax ¼ valueh i.
Constraint: xmax > 0:0.

On entry, params½ valueh i� ¼ valueh i.
Constraint: dependent on cov.
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NE_ENUM_REAL_2

On entry, cov 6¼ Nag VgmBrownian, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

NE_INT

On entry, maxm ¼ valueh i.
Constraint: the minimum calculated value for maxm is valueh i.
Where the minimum calculated value is given by 2k, where k is the smallest integer satisfying
2k 	 2 ns� 1ð Þ.
On entry, ns ¼ valueh i.
Constraint: ns 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var ¼ valueh i.
Constraint: var 	 0:0.

7 Accuracy

If on exit approx ¼ 1, see the comments in Section 3 regarding the quality of approximation; increase
the value of maxm to attempt to avoid approximation.

8 Parallelism and Performance

nag_rand_field_1d_predef_setup (g05znc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_1d_predef_setup (g05znc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example calls nag_rand_field_1d_predef_setup (g05znc) to calculate the eigenvalues of the
embedding matrix for 8 sample points of a random field characterized by the symmetric stable
variogram (cov ¼ Nag VgmSymmStab).
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10.1 Program Text

/* nag_rand_field_1d_predef_setup (g05znc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagx04.h>

static void read_input_data(Nag_Variogram *cov, Integer *np, double *params,
double *var, double *xmin, double *xmax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad);

static void display_results(Integer approx, Integer m, double rho,
double *eig, Integer icount, double *lam);

int main(void)
{

Integer exit_status = 0;
/* Scalars */
double rho, var, xmax, xmin;
Integer approx, icount, m, maxm, np, ns;
/* Arrays */
double eig[3], params[4], *lam = 0, *xx = 0;
/* Nag types */
Nag_Variogram cov;
Nag_EmbedScale corr;
Nag_EmbedPad pad;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_1d_predef_setup (g05znc) Example Program Results\n\n");

/* Get problem specifications from data file */
read_input_data(&cov, &np, params, &var, &xmin, &xmax, &ns, &maxm, &corr,

&pad);
if (!(lam = NAG_ALLOC((maxm), double)) || !(xx = NAG_ALLOC((ns), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Get square roots of the eigenvalues of the embedding matrix. These are
* obtained from the setup for simulating one-dimensional random fields,
* with a preset variogram, by the circulant embedding method using
* nag_rand_field_1d_predef_setup (g05znc).
*/

nag_rand_field_1d_predef_setup(ns, xmin, xmax, maxm, var, cov, np,
params, pad, corr, lam, xx, &m, &approx,
&rho, &icount, eig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_1d_predef_setup (g05znc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Output results */
display_results(approx, m, rho, eig, icount, lam);

END:
NAG_FREE(lam);
NAG_FREE(xx);
return exit_status;

}
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void read_input_data(Nag_Variogram *cov, Integer *np, double *params,
double *var, double *xmin, double *xmax, Integer *ns,
Integer *maxm, Nag_EmbedScale *corr, Nag_EmbedPad *pad)

{
Integer j;
char nag_enum_arg[40];

/* Read in covariance function name and convert to value using
* nag_enum_name_to_value (x04nac).
*/

#ifdef _WIN32
scanf_s("%*[^\n] %39s%*[^\n]", nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n] %39s%*[^\n]", nag_enum_arg);
#endif

*cov = (Nag_Variogram) nag_enum_name_to_value(nag_enum_arg);
/* Read in parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", np);

#else
scanf("%" NAG_IFMT "%*[^\n]", np);

#endif
for (j = 0; j < *np; j++)

#ifdef _WIN32
scanf_s("%lf", &params[j]);

#else
scanf("%lf", &params[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in variance of random field. */
#ifdef _WIN32

scanf_s("%lf%*[^\n]", var);
#else

scanf("%lf%*[^\n]", var);
#endif

/* Read in domain endpoints. */
#ifdef _WIN32

scanf_s("%lf %lf%*[^\n]", xmin, xmax);
#else

scanf("%lf %lf%*[^\n]", xmin, xmax);
#endif

/* Read in number of sample points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", ns);
#else

scanf("%" NAG_IFMT "%*[^\n]", ns);
#endif

/* Read in maximum size of embedding matrix. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", maxm);
#else

scanf("%" NAG_IFMT "%*[^\n]", maxm);
#endif

/* Read name of scaling in case of approximation and convert to value. */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert name to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);
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#endif
*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);

}

void display_results(Integer approx, Integer m, double rho, double *eig,
Integer icount, double *lam)

{
Integer j;
/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m);
/* Display approximation information if approximation used */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
for (j = 0; j < 3; j++)

printf("%10.5f ", eig[j]);
printf("\nicount = %" NAG_IFMT "\n", icount);

}
else {

printf("Approximation not required\n");
}
/* Display square roots of the eigenvalues of the embedding matrix. */
printf("\nSquare roots of eigenvalues of embedding matrix:\n\n");
for (j = 0; j < m; j++)

printf("%10.5f%s", lam[j], j % 4 == 3 ? "\n" : "");
printf("\n");

}

10.2 Program Data

nag_rand_field_1d_predef_setup (g05znc) Example Program Data
Nag_VgmSymmStab : cov
2 : np (2 parameters for Nag_VgmSymmStab)
0.1 1.2 : params (c and nu)
0.5 : var

-1 1 : xmin, xmax
8 : ns
64 : maxm
Nag_EmbedScaleOne : corr
Nag_EmbedPadValues : pad

10.3 Program Results

nag_rand_field_1d_predef_setup (g05znc) Example Program Results

Size of embedding matrix = 16

Approximation not required

Square roots of eigenvalues of embedding matrix:

0.74207 0.73932 0.73150 0.71991
0.70639 0.69304 0.68184 0.67442
0.67182 0.67442 0.68184 0.69304
0.70639 0.71991 0.73150 0.73932
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NAG Library Function Document

nag_rand_field_1d_generate (g05zpc)

1 Purpose

nag_rand_field_1d_generate (g05zpc) produces realizations of a stationary Gaussian random field in one
dimension, using the circulant embedding method. The square roots of the eigenvalues of the extended
covariance matrix (or embedding matrix) need to be input, and can be calculated using
nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_1d_generate (Integer ns, Integer s, Integer m,
const double lam[], double rho, Integer state[], double z[],
NagError *fail)

3 Description

A one-dimensional random field Z xð Þ in R is a function which is random at every point x 2 R, so Z xð Þ
is a random variable for each x. The random field has a mean function � xð Þ ¼ E Z xð Þ½ � and a symmetric
non-negative definite covariance function C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �. Z xð Þ is a Gaussian
random field if for any choice of n 2 N and x1; . . . ; xn 2 R, the random vector Z x1ð Þ; . . . ; Z xnð Þ½ �T
follows a multivariate Normal distribution, which would have a mean vector ~�� with entries ~�i ¼ � xið Þ
and a covariance matrix ~C with entries ~Cij ¼ C xi; xj

� �
. A Gaussian random field Z xð Þ is stationary if

� xð Þ is constant for all x 2 R and C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R and hence we can
express the covariance function C x; yð Þ as a function � of one variable: C x; yð Þ ¼ � x� yð Þ. � is known
as a variogram (or more correctly, a semivariogram) and includes the multiplicative factor �2

representing the variance such that � 0ð Þ ¼ �2.
The functions nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc),
along with nag_rand_field_1d_generate (g05zpc), are used to simulate a one-dimensional stationary
Gaussian random field, with mean function zero and variogram � xð Þ, over an interval xmin ; xmax½ �, using
an equally spaced set of N points. The problem reduces to sampling a Normal random vector X of size
N , with mean vector zero and a symmetric Toeplitz covariance matrix A. Since A is in general
expensive to factorize, a technique known as the circulant embedding method is used. A is embedded
into a larger, symmetric circulant matrix B of size M 	 2 N � 1ð Þ, which can now be factorized as
B ¼ W�W � ¼ R�R, where W is the Fourier matrix (W � is the complex conjugate of W ), � is the

diagonal matrix containing the eigenvalues of B and R ¼ �1
2W � . B is known as the embedding matrix.

The eigenvalues can be calculated by performing a discrete Fourier transform of the first row (or
column) of B and multiplying by M, and so only the first row (or column) of B is needed – the whole
matrix does not need to be formed.

As long as all of the values of � are non-negative (i.e., B is non-negative definite), B is a covariance
matrix for a random vector Y, two samples of which can now be simulated from the real and imaginary
parts of R� Uþ iVð Þ, where U and V have elements from the standard Normal distribution. Since

R� Uþ iVð Þ ¼W�
1
2 Uþ iVð Þ , this calculation can be done using a discrete Fourier transform of the

vector �
1
2 Uþ iVð Þ . Two samples of the random vector X can now be recovered by taking the first N

elements of each sample of Y – because the original covariance matrix A is embedded in B, X will
have the correct distribution.

If B is not non-negative definite, larger embedding matrices B can be tried; however if the size of the
matrix would have to be larger than maxm, an approximation procedure is used. See the documentation
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of nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc) for details of
the approximation procedure.

nag_rand_field_1d_generate (g05zpc) takes the square roots of the eigenvalues of the embedding matrix
B, and its size M, as input and outputs S realizations of the random field in Z.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_field_1d_generate (g05zpc).

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1994) Simulation of stationary Gaussian processes in 0; 1½ �d Journal of
Computational and Graphical Statistics 3(4) 409–432

5 Arguments

1: ns – Integer Input

On entry: the number of sample points to be generated in realizations of the random field. This
must be the same value as supplied to nag_rand_field_1d_user_setup (g05zmc) or
nag_rand_field_1d_predef_setup (g05znc) when calculating the eigenvalues of the embedding
matrix.

Constraint: ns 	 1.

2: s – Integer Input

On entry: S, the number of realizations of the random field to simulate.

Constraint: s 	 1.

3: m – Integer Input

On entry: M, the size of the embedding matrix, as returned by nag_rand_field_1d_user_setup
(g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

Constraint: m 	 max 1; 2 ns� 1ð Þð Þ.

4: lam½m� – const double Input

On entry: must contain the square roots of the eigenvalues of the embedding matrix, as returned
by nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

Constraint: lam½i� 1� 	 0; i ¼ 1; 2; . . . ;m.

5: rho – double Input

On entry: indicates the scaling of the covariance matrix, as returned by nag_rand_field_1d_u
ser_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

Constraint: 0:0 < rho � 1:0.

6: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).
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On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

7: z½ns� s� – double Output

On exit: contains the realizations of the random field. The jth realization, for the ns sample
points, is stored in z½ j� 1ð Þ � nsþ i� 1�, for i ¼ 1; 2; . . . ; ns. The sample points are as returned
in xx by nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ns ¼ valueh i.
Constraint: ns 	 1.

On entry, s ¼ valueh i.
Constraint: s 	 1.

NE_INT_2

On entry, m ¼ valueh i and ns ¼ valueh i.
Constraint: m 	 max 1; 2� ns� 1ð Þð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NEG_ELEMENT

On entry, at least one element of lam was negative.
Constraint: all elements of lam must be non-negative.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL

On entry, rho ¼ valueh i.
Constraint: 0:0 � rho � 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_field_1d_generate (g05zpc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_1d_generate (g05zpc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Because samples are generated in pairs, calling this function k times, with s ¼ s, say, will generate a
different sequence of numbers than calling the function once with s ¼ ks, unless s is even.

10 Example

This example calls nag_rand_field_1d_generate (g05zpc) to generate 5 realizations of a random field on
8 sample points using eigenvalues calculated by nag_rand_field_1d_predef_setup (g05znc) for a
symmetric stable variogram.

10.1 Program Text

/* nag_rand_field_1d_generate (g05zpc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagx04.h>

#define NPMAX 4
#define LENST 17
#define LSEED 1
static void read_input_data(Nag_Variogram *cov, Integer *np, double *params,

double *var, double *xmin, double *xmax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad, Integer *s);

static void display_embedding_results(Integer approx, Integer m, double rho,
double *eig, Integer icount,
double *lam);

static void initialize_state(Integer *state);
static void display_realizations(Integer ns, Integer s, double *xx, double *z,

Integer *exit_status);
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int main(void)
{

/* Scalars */
Integer exit_status = 0;
double rho, var, xmax, xmin;
Integer approx, icount, m, maxm, np, ns, s;
/* Arrays */
double eig[3], params[NPMAX];
double *lam = 0, *xx = 0, *z = 0;
Integer state[LENST];
/* Nag types */
Nag_Variogram cov;
Nag_EmbedPad pad;
Nag_EmbedScale corr;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_1d_generate (g05zpc) Example Program Results\n\n");
fflush(stdout);
/* Get problem specifications from data file */
read_input_data(&cov, &np, params, &var, &xmin, &xmax, &ns, &maxm, &corr,

&pad, &s);
if (!(lam = NAG_ALLOC(maxm, double)) || !(xx = NAG_ALLOC(ns, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Get square roots of the eigenvalues of the embedding matrix.
* nag_rand_field_1d_predef_setup (g05znc).
* Setup for simulating one-dimensional random fields, preset variogram,
* circulant embedding method
*/

nag_rand_field_1d_predef_setup(ns, xmin, xmax, maxm, var, cov, np,
params, pad, corr, lam, xx, &m, &approx,
&rho, &icount, eig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_1d_predef_setup (g05znc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

fflush(stdout);
display_embedding_results(approx, m, rho, eig, icount, lam);
/* Initialize state array */
initialize_state(state);
if (!(z = NAG_ALLOC(ns * s, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}
/* Compute s random field realizations.
* nag_rand_field_1d_generate (g05zpc).
* Generates s realizations of a one-dimensional random field by the
* circulant embedding method.
*/

nag_rand_field_1d_generate(ns, s, m, lam, rho, state, z, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_field_1d_generate (g05zpc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
display_realizations(ns, s, xx, z, &exit_status);

END:
NAG_FREE(lam);
NAG_FREE(xx);
NAG_FREE(z);
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return exit_status;
}

void read_input_data(Nag_Variogram *cov, Integer *np, double *params,
double *var, double *xmin, double *xmax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad, Integer *s)

{
Integer j;
char nag_enum_arg[40];

/* Read in covariance function name and convert to value using
* nag_enum_name_to_value (x04nac).
*/

#ifdef _WIN32
scanf_s("%*[^\n] %39s%*[^\n]", nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n] %39s%*[^\n]", nag_enum_arg);
#endif

*cov = (Nag_Variogram) nag_enum_name_to_value(nag_enum_arg);
/* Read in parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", np);

#else
scanf("%" NAG_IFMT "%*[^\n]", np);

#endif
for (j = 0; j < *np; j++)

#ifdef _WIN32
scanf_s("%lf", &params[j]);

#else
scanf("%lf", &params[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read in variance of random field. */
#ifdef _WIN32

scanf_s("%lf%*[^\n]", var);
#else

scanf("%lf%*[^\n]", var);
#endif

/* Read in domain endpoints. */
#ifdef _WIN32

scanf_s("%lf %lf%*[^\n]", xmin, xmax);
#else

scanf("%lf %lf%*[^\n]", xmin, xmax);
#endif

/* Read in number of sample points. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", ns);
#else

scanf("%" NAG_IFMT "%*[^\n]", ns);
#endif

/* Read in maximum size of embedding matrix. */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n]", maxm);
#else

scanf("%" NAG_IFMT "%*[^\n]", maxm);
#endif

/* Read name of scaling in case of approximation and convert to value. */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert name to value. */

#ifdef _WIN32
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scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);
/* Read in number of realization samples to be generated */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", s);

#else
scanf("%" NAG_IFMT "%*[^\n]", s);

#endif
}

void display_embedding_results(Integer approx, Integer m, double rho,
double *eig, Integer icount, double *lam)

{
Integer j;
/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m);
/* Display approximation information if approximation used */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
for (j = 0; j < 3; j++)

printf("%10.5f ", eig[j]);
printf("\nicount = %" NAG_IFMT "\n", icount);

}
else {

printf("Approximation not required\n");
}
/* Display square roots of the eigenvalues of the embedding matrix. */
printf("\nSquare roots of eigenvalues of embedding matrix:\n\n");
for (j = 0; j < m; j++)

printf("%10.5f%s", lam[j], j % 4 == 3 ? "\n" : "");
printf("\n");
fflush(stdout);

}

void initialize_state(Integer *state)
{

/* Scalars */
Integer inseed = 14965, lseed = LSEED, subid = 1;
Integer lstate;
/* Arrays */
Integer seed[LSEED];
/* Nag types */
NagError fail;

INIT_FAIL(fail);
lstate = LENST;
seed[0] = inseed;
/* nag_rand_init_repeatable (g05kfc).
* Initializes a pseudorandom number generator to give a repeatable sequence.
*/

nag_rand_init_repeatable(Nag_Basic, subid, seed, lseed, state, &lstate,
&fail);

}

void display_realizations(Integer ns, Integer s, double *xx, double *z,
Integer *exit_status)

{
/* Scalars */
Integer indent = 0, ncols = 80;
Integer i;
/* Arrays */
char **rlabs = 0;
/* Nag types */
NagError fail;

INIT_FAIL(fail);
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if (!(rlabs = NAG_ALLOC(ns, char *)))
{

printf("Allocation failure\n");
*exit_status = -3;
goto END;

}
/* Set row labels to mesh points (column label is realization number). */
for (i = 0; i < ns; i++) {

if (!(rlabs[i] = NAG_ALLOC(11, char)))
{

printf("Allocation failure\n");
*exit_status = -4;
goto END;

}
#ifdef _WIN32

sprintf_s(rlabs[i], 11, "%10.5f", xx[i]);
#else

sprintf(rlabs[i], "%10.5f", xx[i]);
#endif

}
printf("\n");
fflush(stdout);
/* Display random field results, z, using the comprehensive real general
* matrix print routine nag_gen_real_mat_print_comp (x04cbc).
*/

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, ns, s, z, ns, "%10.5f",
"Random field realizations:",
Nag_CharacterLabels, (const char **) rlabs,
Nag_IntegerLabels, NULL, ncols, indent, 0,
&fail);

END:
for (i = 0; i < ns; i++) {

NAG_FREE(rlabs[i]);
}
NAG_FREE(rlabs);

}

10.2 Program Data

nag_rand_field_1d_generate (g05zpc) Example Program Data
Nag_VgmSymmStab : cov
2 : np (2 parameters for Nag_VgmSymmStab)
0.1 1.2 : params (c and nu)
0.5 : var

-1 1 : xmin, xmax
8 : ns
64 : maxm
Nag_EmbedScaleOne : corr
Nag_EmbedPadValues : pad
5 : s

10.3 Program Results

nag_rand_field_1d_generate (g05zpc) Example Program Results

Size of embedding matrix = 16

Approximation not required

Square roots of eigenvalues of embedding matrix:

0.74207 0.73932 0.73150 0.71991
0.70639 0.69304 0.68184 0.67442
0.67182 0.67442 0.68184 0.69304
0.70639 0.71991 0.73150 0.73932

g05zpc NAG Library Manual

g05zpc.8 Mark 26



Random field realizations:
1 2 3 4 5

-0.87500 -0.41663 -0.81847 -0.97692 0.67410 -0.67616
-0.62500 0.01457 1.45384 0.02481 0.52178 1.94664
-0.37500 -0.55557 0.29127 -0.08534 0.42145 -0.13891
-0.12500 -0.55678 0.31985 -0.60936 0.20194 0.90846
0.12500 -0.04230 0.04860 1.45897 0.36077 -0.52877
0.37500 -0.28057 -0.79688 0.23301 0.13351 0.40119
0.62500 0.92981 -0.39561 -0.84545 -0.27487 0.52703
0.87500 0.32217 1.52273 -2.16445 0.17941 1.19373
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NAG Library Function Document

nag_rand_field_2d_user_setup (g05zqc)

1 Purpose

nag_rand_field_2d_user_setup (g05zqc) performs the setup required in order to simulate stationary
Gaussian random fields in two dimensions, for a user-defined variogram, using the circulant embedding
method. Specifically, the eigenvalues of the extended covariance matrix (or embedding matrix) are
calculated, and their square roots output, for use by nag_rand_field_2d_generate (g05zsc), which
simulates the random field.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_2d_user_setup (const Integer ns[], double xmin,
double xmax, double ymin, double ymax, const Integer maxm[], double var,

void (*cov2)(double x, double y, double *gamma, Nag_Comm *comm),

Nag_Parity parity, Nag_EmbedPad pad, Nag_EmbedScale corr, double lam[],
double xx[], double yy[], Integer m[], Integer *approx, double *rho,
Integer *icount, double eig[], Nag_Comm *comm, NagError *fail)

3 Description

A two-dimensional random field Z xð Þ in R
2 is a function which is random at every point x 2 R

2, so
Z xð Þ is a random variable for each x. The random field has a mean function � xð Þ ¼ E Z xð Þ½ � and a
symmetric positive semidefinite covariance function C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �. Z xð Þ is
a Gaussian random field if for any choice of n 2 N and x1; . . . ; xn 2 R

2, the random vector
Z x1ð Þ; . . . ; Z xnð Þ½ �T follows a multivariate Normal distribution, which would have a mean vector ~�� with
entries ~�i ¼ � xið Þ and a covariance matrix ~C with entries ~Cij ¼ C xi; xj

� �
. A Gaussian random field

Z xð Þ is stationary if � xð Þ is constant for all x 2 R
2 and C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R

2

and hence we can express the covariance function C x; yð Þ as a function � of one variable:
C x; yð Þ ¼ � x� yð Þ. � is known as a variogram (or more correctly, a semivariogram) and includes the
multiplicative factor �2 representing the variance such that � 0ð Þ ¼ �2.
The functions nag_rand_field_2d_user_setup (g05zqc) and nag_rand_field_2d_generate (g05zsc) are
used to simulate a two-dimensional stationary Gaussian random field, with mean function zero and
variogram � xð Þ, over a domain xmin ; xmax½ � � ymin ; ymax½ �, using an equally spaced set of N1 �N2

points; N1 points in the x-direction and N2 points in the y-direction. The problem reduces to sampling a
Normal random vector X of size N1 �N2, with mean vector zero and a symmetric covariance matrix A,
which is an N2 by N2 block Toeplitz matrix with Toeplitz blocks of size N1 by N1. Since A is in
general expensive to factorize, a technique known as the circulant embedding method is used. A is
embedded into a larger, symmetric matrix B, which is an M2 by M2 block circulant matrix with
circulant blocks of size M1 by M1, where M1 	 2 N1 � 1ð Þ and M2 	 2 N2 � 1ð Þ. B can now be
factorized as B ¼W�W � ¼ R�R, where W is the two-dimensional Fourier matrix (W � is the complex

conjugate of W ), � is the diagonal matrix containing the eigenvalues of B and R ¼ �1
2W � . B is known

as the embedding matrix. The eigenvalues can be calculated by performing a discrete Fourier transform
of the first row (or column) of B and multiplying by M1 �M2, and so only the first row (or column) of
B is needed – the whole matrix does not need to be formed.

The symmetry of A as a block matrix, and the symmetry of each block of A, depends on whether the

variogram � is even or not. � is even in its first coordinate if � �x1; x2½ �T
� �

¼ � x1; x2½ �T
� �

, even in its

second coordinate if � x1;�x2½ �T
� �

¼ � x1; x2½ �T
� �

, and even if it is even in both coordinates (in two
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dimensions it is impossible for � to be even in one coordinate and uneven in the other). If � is even
then A is a symmetric block matrix and has symmetric blocks; if � is uneven then A is not a symmetric
block matrix and has non-symmetric blocks. In the uneven case, M1 and M2 are set to be odd in order
to guarantee symmetry in B.

As long as all of the values of � are non-negative (i.e., B is positive semidefinite), B is a covariance
matrix for a random vector Y which has M2 blocks of size M1. Two samples of Y can now be
simulated from the real and imaginary parts of R� Uþ iVð Þ, where U and V have elements from the

standard Normal distribution. Since R� Uþ iVð Þ ¼W�
1
2 Uþ iVð Þ , this calculation can be done using a

discrete Fourier transform of the vector �
1
2 Uþ iVð Þ . Two samples of the random vector X can now be

recovered by taking the first N1 elements of the first N2 blocks of each sample of Y – because the
original covariance matrix A is embedded in B, X will have the correct distribution.

If B is not positive semidefinite, larger embedding matrices B can be tried; however if the size of the
matrix would have to be larger than maxm, an approximation procedure is used. We write
� ¼ �þ þ ��, where �þ and �� contain the non-negative and negative eigenvalues of B respectively.
Then B is replaced by �Bþ where Bþ ¼W�þW

� and � 2 0; 1ð � is a scaling factor. The error � in
approximating the distribution of the random field is given by

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �ð Þ2 trace�þ �2 trace��

M

s
:

Three choices for � are available, and are determined by the input argument corr:

setting corr ¼ Nag EmbedScaleTraces sets

� ¼ trace�

trace�þ
;

setting corr ¼ Nag EmbedScaleSqrtTraces sets

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
trace�

trace�þ

s
;

setting corr ¼ Nag EmbedScaleOne sets � ¼ 1.

nag_rand_field_2d_user_setup (g05zqc) finds a suitable positive semidefinite embedding matrix B and
outputs its sizes in the vector m and the square roots of its eigenvalues in lam. If approximation is
used, information regarding the accuracy of the approximation is output. Note that only the first row (or
column) of B is actually formed and stored.

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1994) Simulation of stationary Gaussian processes in 0; 1½ �d Journal of
Computational and Graphical Statistics 3(4) 409–432

5 Arguments

1: ns½2� – const Integer Input

On entry: the number of sample points to use in each direction, with ns½0� sample points in the
x-direction, N1 and ns½1� sample points in the y-direction, N2. The total number of sample points
on the grid is therefore ns½0� � ns½1�.
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Constraints:

ns½0� 	 1;
ns½1� 	 1.

2: xmin – double Input

On entry: the lower bound for the x-coordinate, for the region in which the random field is to be
simulated.

Constraint: xmin < xmax.

3: xmax – double Input

On entry: the upper bound for the x-coordinate, for the region in which the random field is to be
simulated.

Constraint: xmin < xmax.

4: ymin – double Input

On entry: the lower bound for the y-coordinate, for the region in which the random field is to be
simulated.

Constraint: ymin < ymax.

5: ymax – double Input

On entry: the upper bound for the y-coordinate, for the region in which the random field is to be
simulated.

Constraint: ymin < ymax.

6: maxm½2� – const Integer Input

On entry: determines the maximum size of the circulant matrix to use – a maximum of maxm½0�
elements in the x-direction, and a maximum of maxm½1� elements in the y-direction. The
maximum size of the circulant matrix is thus maxm½0��maxm½1�.
Constraints:

if parity ¼ Nag Even, maxm½i� 	 2k, where k is the smallest integer satisfying
2k 	 2 ns½i� � 1ð Þ, for i ¼ 0; 1;
if parity ¼ Nag Odd, maxm½i� 	 3k, where k is the smallest integer satisfying
3k 	 2 ns½i� � 1ð Þ, for i ¼ 0; 1.

7: var – double Input

On entry: the multiplicative factor �2 of the variogram � xð Þ.
Constraint: var 	 0:0.

8: cov2 – function, supplied by the user External Function

cov2 must evaluate the variogram � xð Þ for all x if parity ¼ Nag Odd, and for all x with non-
negative entries if parity ¼ Nag Even. The value returned in gamma is multiplied internally by
var.

The specification of cov2 is:

void cov2 (double x, double y, double *gamma, Nag_Comm *comm)

1: x – double Input

On entry: the coordinate x at which the variogram � xð Þ is to be evaluated.
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2: y – double Input

On entry: the coordinate y at which the variogram � xð Þ is to be evaluated.

3: gamma – double * Output

On exit: the value of the variogram � xð Þ.

4: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to cov2.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_rand_field_2d_user_setup
(g05zqc) you may allocate memory and initialize these pointers with various
quantities for use by cov2 when called from nag_rand_field_2d_user_setup
(g05zqc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

9: parity – Nag_Parity Input

On entry: indicates whether the covariance function supplied is even or uneven.

parity ¼ Nag Odd
The covariance function is uneven.

parity ¼ Nag Even
The covariance function is even.

Constraint: parity ¼ Nag Odd or Nag Even.

10: pad – Nag_EmbedPad Input

On entry: determines whether the embedding matrix is padded with zeros, or padded with values
of the variogram. The choice of padding may affect how big the embedding matrix must be in
order to be positive semidefinite.

pad ¼ Nag EmbedPadZeros
The embedding matrix is padded with zeros.

pad ¼ Nag EmbedPadValues
The embedding matrix is padded with values of the variogram.

Suggested value: pad ¼ Nag EmbedPadValues.

Constraint: pad ¼ Nag EmbedPadZeros or Nag EmbedPadValues.

11: corr – Nag_EmbedScale Input

On entry: determines which approximation to implement if required, as described in Section 3.

Suggested value: corr ¼ Nag EmbedScaleTraces.

Constraint: corr ¼ Nag EmbedScaleTraces, Nag EmbedScaleSqrtTraces or Nag EmbedScaleOne.

12: lam½maxm½0� �maxm½1�� – double Output

On exit: contains the square roots of the eigenvalues of the embedding matrix.

13: xx½ns½0�� – double Output

On exit: the points of the x-coordinates at which values of the random field will be output.
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14: yy½ns½1�� – double Output

On exit: the points of the y-coordinates at which values of the random field will be output.

15: m½2� – Integer Output

On exit: m½0� contains M1, the size of the circulant blocks and m½1� contains M2, the number of
blocks, resulting in a final square matrix of size M1 �M2.

16: approx – Integer * Output

On exit: indicates whether approximation was used.

approx ¼ 0
No approximation was used.

approx ¼ 1
Approximation was used.

17: rho – double * Output

On exit: indicates the scaling of the covariance matrix. rho ¼ 1:0 unless approximation was used
with corr ¼ Nag EmbedScaleTraces or Nag EmbedScaleSqrtTraces.

18: icount – Integer * Output

On exit: indicates the number of negative eigenvalues in the embedding matrix which have had to
be set to zero.

19: eig½3� – double Output

On exit: indicates information about the negative eigenvalues in the embedding matrix which
have had to be set to zero. eig½0� contains the smallest eigenvalue, eig½1� contains the sum of the
squares of the negative eigenvalues, and eig½2� contains the sum of the absolute values of the
negative eigenvalues.

20: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT_ARRAY

On entry, maxm ¼ valueh i; valueh i½ �.
Constraint: the minima for maxm are valueh i; valueh i½ �.
Where, if parity ¼ Nag Even, the minimum calculated value of maxm½i � 1� is given by 2k,
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where k is the smallest integer satisfying 2k 	 2 ns½i � 1� � 1ð Þ, and if parity ¼ Nag Odd, the
minimum calculated value of maxm½i � 1� is given by 3k, where k is the smallest integer
satisfying 3k 	 2 ns½i � 1� � 1ð Þ, for i ¼ 1; 2.

On entry, ns ¼ valueh i; valueh i½ �.
Constraint: ns½0� 	 1, ns½1� 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var ¼ valueh i.
Constraint: var 	 0:0.

NE_REAL_2

On entry, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

On entry, ymin ¼ valueh i and ymax ¼ valueh i.
Constraint: ymin < ymax.

7 Accuracy

If on exit approx ¼ 1, see the comments in Section 3 regarding the quality of approximation; increase
the values in maxm to attempt to avoid approximation.

8 Parallelism and Performance

nag_rand_field_2d_user_setup (g05zqc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_2d_user_setup (g05zqc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example calls nag_rand_field_2d_user_setup (g05zqc) to calculate the eigenvalues of the
embedding matrix for 25 sample points on a 5 by 5 grid of a two-dimensional random field
characterized by the symmetric stable variogram:
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� xð Þ ¼ �2 exp � x0ð Þ�
� �

;

where x0 ¼ x
‘1
þ y

‘2

			 			 , and ‘1, ‘2 and � are parameters.

It should be noted that the symmetric stable variogram is one of the pre-defined variograms available in
nag_rand_field_2d_predef_setup (g05zrc). It is used here purely for illustrative purposes.

10.1 Program Text

/* nag_rand_field_2d_user_setup (g05zqc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

#ifdef __cplusplus
extern "C"
{
#endif

static void NAG_CALL cov2(double t1, double t2, double *gamma,
Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

static void display_results(Integer approx, Integer *m, double rho,
double *eig, Integer icount, double *lam);

static void read_input_data(Nag_NormType *norm, double *l1, double *l2,
double *nu, double *var, double *xmin,
double *xmax, double *ymin, double *ymax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad);

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double l1, l2, nu, rho, var, xmax, xmin, ymax, ymin;
Integer approx, icount;
/* Arrays */
double eig[3];
double *lam = 0, *xx = 0, *yy = 0;
Integer m[2], maxm[2], ns[2];
/* Nag types */
Nag_NormType norm;
Nag_EmbedPad pad;
Nag_EmbedScale corr;
Nag_Parity even = Nag_Even;
Nag_Comm comm;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_2d_user_setup (g05zqc) Example Program Results\n\n");
/* Get problem specifications from data file */
read_input_data(&norm, &l1, &l2, &nu, &var, &xmin, &xmax, &ymin, &ymax, ns,

maxm, &corr, &pad);
if (!(lam = NAG_ALLOC(maxm[0] * maxm[1], double)) ||

!(xx = NAG_ALLOC(ns[0], double)) ||
!(yy = NAG_ALLOC(ns[1], double)) ||
!(comm.iuser = NAG_ALLOC(1, Integer)) ||

g05 – Random Number Generators g05zqc

Mark 26 g05zqc.7



!(comm.user = NAG_ALLOC(3, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Put covariance parameters in communication arrays */
comm.iuser[0] = (Integer) norm;
comm.user[0] = l1;
comm.user[1] = l2;
comm.user[2] = nu;
/* Get square roots of the eigenvalues of the embedding matrix. These are
* obtained from the setup for simulating two-dimensional random fields,
* with a user-defined variogram, by the circulant embedding method using
* nag_rand_field_2d_user_setup (g05zqc).
*/

nag_rand_field_2d_user_setup(ns, xmin, xmax, ymin, ymax, maxm, var,
cov2, even, pad, corr, lam, xx, yy, m,
&approx, &rho, &icount, eig, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_2d_user_setup (g05zqc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Output results */
display_results(approx, m, rho, eig, icount, lam);

END:
NAG_FREE(lam);
NAG_FREE(xx);
NAG_FREE(yy);
NAG_FREE(comm.iuser);
NAG_FREE(comm.user);
return exit_status;

}

void read_input_data(Nag_NormType *norm, double *l1, double *l2, double *nu,
double *var, double *xmin, double *xmax, double *ymin,
double *ymax, Integer *ns, Integer *maxm,
Nag_EmbedScale *corr, Nag_EmbedPad *pad)

{
char nag_enum_arg[40];

/* Read in norm type by name and convert to value using
* nag_enum_name_to_value (x04nac).
*/

#ifdef _WIN32
scanf_s("%*[^\n] %39s%*[^\n]", nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n] %39s%*[^\n]", nag_enum_arg);
#endif

*norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
/* read in l1, l2 and nu for cov function */

#ifdef _WIN32
scanf_s("%lf %lf %lf%*[^\n]", l1, l2, nu);

#else
scanf("%lf %lf %lf%*[^\n]", l1, l2, nu);

#endif
/* Read in variance of random field */

#ifdef _WIN32
scanf_s("%lf%*[^\n]", var);

#else
scanf("%lf%*[^\n]", var);

#endif
/* Read in domain endpoints */

#ifdef _WIN32
scanf_s("%lf %lf%*[^\n]", xmin, xmax);

#else
scanf("%lf %lf%*[^\n]", xmin, xmax);

#endif

g05zqc NAG Library Manual

g05zqc.8 Mark 26



#ifdef _WIN32
scanf_s("%lf %lf%*[^\n]", ymin, ymax);

#else
scanf("%lf %lf%*[^\n]", ymin, ymax);

#endif
/* Read in number of sample points in each direction */

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &ns[0], &ns[1]);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &ns[0], &ns[1]);

#endif
/* Read in maximum size of embedding matrix */

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &maxm[0], &maxm[1]);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &maxm[0], &maxm[1]);

#endif
/* Read name of scaling in case of approximation and convert to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert name to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);

}

void display_results(Integer approx, Integer *m, double rho, double *eig,
Integer icount, double *lam)

{
/* Scalars */
Integer i, j;

/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m[0] * m[1]);
/* Display approximation information if approximation used. */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
for (j = 0; j < 3; j++)

printf("%10.5f", eig[j]);
printf("\nicount = %" NAG_IFMT "\n", icount);

}
else {

printf("Approximation not required\n");
}
/* Display square roots of the eigenvalues of the embedding matrix. */
printf("\nSquare roots of eigenvalues of embedding matrix:\n\n");
for (i = 0; i < m[0]; i++) {

for (j = 0; j < m[1]; j++) {
printf("%8.4f", lam[i + j * m[0]]);

}
printf("\n");

}
}

static void NAG_CALL cov2(double t1, double t2, double *gamma, Nag_Comm *comm)
{

/* Scalars */
double l1, l2, nu, rnorm, tc1, tc2;
Integer norm;

/* Covariance parameters stored in user array. */
norm = comm->iuser[0];

g05 – Random Number Generators g05zqc

Mark 26 g05zqc.9



l1 = comm->user[0];
l2 = comm->user[1];
nu = comm->user[2];

tc1 = fabs(t1) / l1;
tc2 = fabs(t2) / l2;
if (norm == (Integer) Nag_OneNorm) {

rnorm = tc1 + tc2;
}
else if (norm == (Integer) Nag_TwoNorm) {

rnorm = sqrt(tc1 * tc1 + tc2 * tc2);
}
else

rnorm = 0.0;
*gamma = exp(-(pow(rnorm, nu)));

}

10.2 Program Data

nag_rand_field_2d_user_setup (g05zqc) Example Program Data
Nag_TwoNorm : norm
0.1 0.15 1.2 : c1, c2, nu
0.5 : var

-1 1 : xmin, xmax
-0.5 0.5 : ymin, ymax
5 5 : ns

81 81 : maxm
Nag_EmbedScaleOne : corr
Nag_EmbedPadValues : pad

10.3 Program Results

nag_rand_field_2d_user_setup (g05zqc) Example Program Results

Size of embedding matrix = 64

Approximation not required

Square roots of eigenvalues of embedding matrix:

0.8966 0.8234 0.6810 0.5757 0.5391 0.5757 0.6810 0.8234
0.8940 0.8217 0.6804 0.5756 0.5391 0.5756 0.6804 0.8217
0.8877 0.8175 0.6792 0.5754 0.5391 0.5754 0.6792 0.8175
0.8813 0.8133 0.6780 0.5751 0.5390 0.5751 0.6780 0.8133
0.8787 0.8116 0.6774 0.5750 0.5390 0.5750 0.6774 0.8116
0.8813 0.8133 0.6780 0.5751 0.5390 0.5751 0.6780 0.8133
0.8877 0.8175 0.6792 0.5754 0.5391 0.5754 0.6792 0.8175
0.8940 0.8217 0.6804 0.5756 0.5391 0.5756 0.6804 0.8217
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NAG Library Function Document

nag_rand_field_2d_predef_setup (g05zrc)

1 Purpose

nag_rand_field_2d_predef_setup (g05zrc) performs the setup required in order to simulate stationary
Gaussian random fields in two dimensions, for a preset variogram, using the circulant embedding
method. Specifically, the eigenvalues of the extended covariance matrix (or embedding matrix) are
calculated, and their square roots output, for use by nag_rand_field_2d_generate (g05zsc), which
simulates the random field.

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_2d_predef_setup (const Integer ns[], double xmin,
double xmax, double ymin, double ymax, const Integer maxm[], double var,
Nag_Variogram cov, Nag_NormType norm, Integer np, const double params[],
Nag_EmbedPad pad, Nag_EmbedScale corr, double lam[], double xx[],
double yy[], Integer m[], Integer *approx, double *rho, Integer *icount,
double eig[], NagError *fail)

3 Description

A two-dimensional random field Z xð Þ in R
2 is a function which is random at every point x 2 R

2, so
Z xð Þ is a random variable for each x. The random field has a mean function � xð Þ ¼ E Z xð Þ½ � and a
symmetric positive semidefinite covariance function C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �. Z xð Þ is
a Gaussian random field if for any choice of n 2 N and x1; . . . ; xn 2 R

2, the random vector
Z x1ð Þ; . . . ; Z xnð Þ½ �T follows a multivariate Normal distribution, which would have a mean vector ~�� with
entries ~�i ¼ � xið Þ and a covariance matrix ~C with entries ~Cij ¼ C xi; xj

� �
. A Gaussian random field

Z xð Þ is stationary if � xð Þ is constant for all x 2 R
2 and C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R

2

and hence we can express the covariance function C x; yð Þ as a function � of one variable:
C x; yð Þ ¼ � x� yð Þ. � is known as a variogram (or more correctly, a semivariogram) and includes the
multiplicative factor �2 representing the variance such that � 0ð Þ ¼ �2.
The functions nag_rand_field_2d_predef_setup (g05zrc) and nag_rand_field_2d_generate (g05zsc) are
used to simulate a two-dimensional stationary Gaussian random field, with mean function zero and
variogram � xð Þ, over a domain xmin ; xmax½ � � ymin ; ymax½ �, using an equally spaced set of N1 �N2

points; N1 points in the x-direction and N2 points in the y-direction. The problem reduces to sampling a
Gaussian random vector X of size N1 �N2, with mean vector zero and a symmetric covariance matrix
A, which is an N2 by N2 block Toeplitz matrix with Toeplitz blocks of size N1 by N1. Since A is in
general expensive to factorize, a technique known as the circulant embedding method is used. A is
embedded into a larger, symmetric matrix B, which is an M2 by M2 block circulant matrix with
circulant blocks of size M1 by M1, where M1 	 2 N1 � 1ð Þ and M2 	 2 N2 � 1ð Þ. B can now be
factorized as B ¼W�W � ¼ R�R, where W is the two-dimensional Fourier matrix (W � is the complex

conjugate of W ), � is the diagonal matrix containing the eigenvalues of B and R ¼ �1
2W � . B is known

as the embedding matrix. The eigenvalues can be calculated by performing a discrete Fourier transform
of the first row (or column) of B and multiplying by M1 �M2, and so only the first row (or column) of
B is needed – the whole matrix does not need to be formed.

As long as all of the values of � are non-negative (i.e., B is positive semidefinite), B is a covariance
matrix for a random vector Y which has M2 blocks of size M1. Two samples of Y can now be
simulated from the real and imaginary parts of R� Uþ iVð Þ, where U and V have elements from the

standard Normal distribution. Since R� Uþ iVð Þ ¼W�
1
2 Uþ iVð Þ , this calculation can be done using a

discrete Fourier transform of the vector �
1
2 Uþ iVð Þ . Two samples of the random vector X can now be
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recovered by taking the first N1 elements of the first N2 blocks of each sample of Y – because the
original covariance matrix A is embedded in B, X will have the correct distribution.

If B is not positive semidefinite, larger embedding matrices B can be tried; however if the size of the
matrix would have to be larger than maxm, an approximation procedure is used. We write
� ¼ �þ þ ��, where �þ and �� contain the non-negative and negative eigenvalues of B respectively.
Then B is replaced by �Bþ where Bþ ¼W�þW

� and � 2 0; 1ð � is a scaling factor. The error � in
approximating the distribution of the random field is given by

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �ð Þ2 trace�þ �2 trace��

M

s
:

Three choices for � are available, and are determined by the input argument corr:

setting corr ¼ Nag EmbedScaleTraces sets

� ¼ trace�

trace�þ
;

setting corr ¼ Nag EmbedScaleSqrtTraces sets

� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
trace�

trace�þ

s
;

setting corr ¼ Nag EmbedScaleOne sets � ¼ 1.

nag_rand_field_2d_predef_setup (g05zrc) finds a suitable positive semidefinite embedding matrix B and
outputs its sizes in the vector m and the square roots of its eigenvalues in lam. If approximation is
used, information regarding the accuracy of the approximation is output. Note that only the first row (or
column) of B is actually formed and stored.

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1997) Algorithm AS 312: An Algorithm for Simulating Stationary Gaussian
Random Fields Journal of the Royal Statistical Society, Series C (Applied Statistics) (Volume 46) 1
171–181

5 Arguments

1: ns½2� – const Integer Input

On entry: the number of sample points to use in each direction, with ns½0� sample points in the
x-direction, N1 and ns½1� sample points in the y-direction, N2. The total number of sample points
on the grid is therefore ns½0� � ns½1�.
Constraints:

ns½0� 	 1;
ns½1� 	 1.

2: xmin – double Input

On entry: the lower bound for the x-coordinate, for the region in which the random field is to be
simulated.

Constraint: xmin < xmax.
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3: xmax – double Input

On entry: the upper bound for the x-coordinate, for the region in which the random field is to be
simulated.

Constraint: xmin < xmax.

4: ymin – double Input

On entry: the lower bound for the y-coordinate, for the region in which the random field is to be
simulated.

Constraint: ymin < ymax.

5: ymax – double Input

On entry: the upper bound for the y-coordinate, for the region in which the random field is to be
simulated.

Constraint: ymin < ymax.

6: maxm½2� – const Integer Input

On entry: determines the maximum size of the circulant matrix to use – a maximum of maxm½0�
elements in the x-direction, and a maximum of maxm½1� elements in the y-direction. The
maximum size of the circulant matrix is thus maxm½0��maxm½1�.

Constraint: maxm½i� 	 2k, where k is the smallest integer satisfying 2k 	 2 ns½i� � 1ð Þ, for
i ¼ 0; 1.

7: var – double Input

On entry: the multiplicative factor �2 of the variogram � xð Þ.
Constraint: var 	 0:0.

8: cov – Nag_Variogram Input

On entry: determines which of the preset variograms to use. The choices are given below. Note

that x0 ¼ x
‘1
; y‘2

��� ��� , where ‘1 and ‘2 are correlation lengths in the x and y directions respectively

and are parameters for most of the variograms, and �2 is the variance specified by var.

cov ¼ Nag VgmSymmStab
Symmetric stable variogram

� xð Þ ¼ �2 exp � x0ð Þ�
� �

;

where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0,

� ¼ params½2�, 0 < � � 2.

cov ¼ Nag VgmCauchy
Cauchy variogram

� xð Þ ¼ �2 1þ x0ð Þ2
� ���

;

where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0,

� ¼ params½2�, � > 0.
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cov ¼ Nag VgmDifferential
Differential variogram with compact support

� xð Þ ¼ �2 1þ 8x0 þ 25 x0ð Þ2 þ 32 x0ð Þ3
� �

1� x0ð Þ8; x0 < 1;

0; x0 	 1;

(
where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0.

cov ¼ Nag VgmExponential
Exponential variogram

� xð Þ ¼ �2 exp �x0ð Þ;

where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0.

cov ¼ Nag VgmGauss
Gaussian variogram

� xð Þ ¼ �2 exp � x0ð Þ2
� �

;

where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0.

cov ¼ Nag VgmNugget
Nugget variogram

� xð Þ ¼ �2; x ¼ 0;
0; x 6¼ 0:



No parameters need be set for this value of cov.

cov ¼ Nag VgmSpherical
Spherical variogram

� xð Þ ¼ �2 1� 1:5x0 þ 0:5 x0ð Þ3
� �

; x0 < 1;

0; x0 	 1;

(
where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0.

cov ¼ Nag VgmBessel
Bessel variogram

� xð Þ ¼ �22
�� � þ 1ð ÞJ� x0ð Þ

x0ð Þ� ;

where

J� �ð Þ is the Bessel function of the first kind,

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0,

� ¼ params½2�, � 	 0.
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cov ¼ Nag VgmHole
Hole effect variogram

� xð Þ ¼ �2sin x
0ð Þ

x0
;

where

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0.

cov ¼ Nag VgmWhittleMatern
Whittle-Matérn variogram

� xð Þ ¼ �22
1�� x0ð Þ�K� x

0ð Þ
� �ð Þ ;

where

K� �ð Þ is the modified Bessel function of the second kind,

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0,

� ¼ params½2�, � > 0.

cov ¼ Nag VgmContParam
Continuously parameterised variogram with compact support

� xð Þ ¼ �22
1�� x0ð Þ�K� x

0ð Þ
� �ð Þ 1þ 8x00 þ 25 x00ð Þ2 þ 32 x00ð Þ3

� �
1� x00ð Þ8; x00 < 1;

0; x00 	 1;

(
where

x00 ¼ x0

‘1s1
; y0

‘2s2

��� ��� ,
K� �ð Þ is the modified Bessel function of the second kind,

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0,

s1 ¼ params½2�, s1 > 0,

s2 ¼ params½3�, s2 > 0,

� ¼ params½4�, � > 0.

cov ¼ Nag VgmGenHyp
Generalized hyperbolic distribution variogram

� xð Þ ¼ �2
�2 þ x0ð Þ2
� ��

2

��K� ��ð Þ
K� � �2 þ x0ð Þ2

� �1
2

� �
;

where

K� �ð Þ is the modified Bessel function of the second kind,

‘1 ¼ params½0�, ‘1 > 0,

‘2 ¼ params½1�, ‘2 > 0,

� ¼ params½2�, no constraint on �,

� ¼ params½3�, � > 0,
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� ¼ params½4�, � > 0.

C o n s t r a i n t : cov ¼ Nag VgmSymmStab, Nag VgmCauchy, Nag VgmDifferential,
Nag VgmExponential, Nag VgmGauss, Nag VgmNugget, Nag VgmSpherical, Nag VgmBessel,
Nag VgmHole, Nag VgmWhittleMatern, Nag VgmContParam or Nag VgmGenHyp.

9: norm – Nag_NormType Input

On entry: determines which norm to use when calculating the variogram.

norm ¼ Nag OneNorm
The 1-norm is used, i.e., x; yk k ¼ xj j þ yj j.

norm ¼ Nag TwoNorm
The 2-norm (Euclidean norm) is used, i.e., x; yk k ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
x2 þ y2

p
.

Suggested value: norm ¼ Nag TwoNorm.

Constraint: norm ¼ Nag OneNorm or Nag TwoNorm.

10: np – Integer Input

On entry: the number of parameters to be set. Different covariance functions need a different
number of parameters.

cov ¼ Nag VgmNugget
np must be set to 0.

cov ¼ Nag VgmDifferential, Nag VgmExponential, Nag VgmGauss, Nag VgmSpherical o r
Nag VgmHole

np must be set to 2.

cov ¼ Nag VgmSymmStab, Nag VgmCauchy, Nag VgmBessel or Nag VgmWhittleMatern
np must be set to 3.

cov ¼ Nag VgmContParam or Nag VgmGenHyp
np must be set to 5.

11: params½np� – const double Input

On entry: the parameters for the variogram as detailed in the description of cov.

Constraint: see cov for a description of the individual parameter constraints.

12: pad – Nag_EmbedPad Input

On entry: determines whether the embedding matrix is padded with zeros, or padded with values
of the variogram. The choice of padding may affect how big the embedding matrix must be in
order to be positive semidefinite.

pad ¼ Nag EmbedPadZeros
The embedding matrix is padded with zeros.

pad ¼ Nag EmbedPadValues
The embedding matrix is padded with values of the variogram.

Suggested value: pad ¼ Nag EmbedPadValues.

Constraint: pad ¼ Nag EmbedPadZeros or Nag EmbedPadValues.

13: corr – Nag_EmbedScale Input

On entry: determines which approximation to implement if required, as described in Section 3.

Suggested value: corr ¼ Nag EmbedScaleTraces.

Constraint: corr ¼ Nag EmbedScaleTraces, Nag EmbedScaleSqrtTraces or Nag EmbedScaleOne.
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14: lam½maxm½0� �maxm½1�� – double Output

On exit: contains the square roots of the eigenvalues of the embedding matrix.

15: xx½ns½0�� – double Output

On exit: the points of the x-coordinates at which values of the random field will be output.

16: yy½ns½1�� – double Output

On exit: the points of the y-coordinates at which values of the random field will be output.

17: m½2� – Integer Output

On exit: m½0� contains M1, the size of the circulant blocks and m½1� contains M2, the number of
blocks, resulting in a final square matrix of size M1 �M2.

18: approx – Integer * Output

On exit: indicates whether approximation was used.

approx ¼ 0
No approximation was used.

approx ¼ 1
Approximation was used.

19: rho – double * Output

On exit: indicates the scaling of the covariance matrix. rho ¼ 1:0 unless approximation was used
with corr ¼ Nag EmbedScaleTraces or Nag EmbedScaleSqrtTraces.

20: icount – Integer * Output

On exit: indicates the number of negative eigenvalues in the embedding matrix which have had to
be set to zero.

21: eig½3� – double Output

On exit: indicates information about the negative eigenvalues in the embedding matrix which
have had to be set to zero. eig½0� contains the smallest eigenvalue, eig½1� contains the sum of the
squares of the negative eigenvalues, and eig½2� contains the sum of the absolute values of the
negative eigenvalues.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_ENUM_INT

On entry, np ¼ valueh i.
Constraint: for cov ¼ valueh i, np ¼ valueh i.

NE_ENUM_REAL_1

On entry, params½ valueh i� ¼ valueh i.
Constraint: dependent on cov, see documentation.

NE_INT_ARRAY

On entry, maxm ¼ valueh i; valueh i½ �.
Constraint: the minimum calculated value for maxm are valueh i; valueh i½ �.
Where the minima of maxm½i � 1� is given by 2k, where k is the smallest integer satisfying
2k 	 2 ns½i � 1� � 1ð Þ, for i ¼ 1; 2.

On entry, ns ¼ valueh i; valueh i½ �.
Constraint: ns½0� 	 1, ns½1� 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var ¼ valueh i.
Constraint: var 	 0:0.

NE_REAL_2

On entry, xmin ¼ valueh i and xmax ¼ valueh i.
Constraint: xmin < xmax.

On entry, ymin ¼ valueh i and ymax ¼ valueh i.
Constraint: ymin < ymax.

7 Accuracy

If on exit approx ¼ 1, see the comments in Section 3 regarding the quality of approximation; increase
the values in maxm to attempt to avoid approximation.

8 Parallelism and Performance

nag_rand_field_2d_predef_setup (g05zrc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_2d_predef_setup (g05zrc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

None.

10 Example

This example calls nag_rand_field_2d_predef_setup (g05zrc) to calculate the eigenvalues of the
embedding matrix for 25 sample points on a 5 by 5 grid of a two-dimensional random field
characterized by the symmetric stable variogram (cov ¼ Nag VgmSymmStab).

10.1 Program Text

/* nag_rand_field_2d_predef_setup (g05zrc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>

static void display_results(Integer approx, Integer *m, double rho,
double *eig, Integer icount, double *lam);

static void read_input_data(Nag_Variogram *cov, Integer *np, double *params,
Nag_NormType *norm, double *var, double *xmin,
double *xmax, double *ymin, double *ymax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad);

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double rho, var, xmax, xmin, ymax, ymin;
Integer approx, icount, np;
/* Arrays */
double eig[3], params[5];
double *lam = 0, *xx = 0, *yy = 0;
Integer m[2], maxm[2], ns[2];
/* Nag types */
Nag_Variogram cov;
Nag_NormType norm;
Nag_EmbedPad pad;
Nag_EmbedScale corr;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_2d_predef_setup (g05zrc) Example Program Results\n\n");
/* Get problem specifications from data file */
read_input_data(&cov, &np, params, &norm, &var, &xmin, &xmax, &ymin, &ymax,

ns, maxm, &corr, &pad);
if (!(lam = NAG_ALLOC(maxm[0] * maxm[1], double)) ||

!(xx = NAG_ALLOC(ns[0], double)) || !(yy = NAG_ALLOC(ns[1], double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Get square roots of the eigenvalues of the embedding matrix. These are
* obtained from the setup for simulating two-dimensional random fields,
* with a predefined variogram, by the circulant embedding method using
* nag_rand_field_2d_predef_setup (g05zrc).
*/
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nag_rand_field_2d_predef_setup(ns, xmin, xmax, ymin, ymax, maxm, var, cov,
norm, np, params, pad, corr, lam, xx, yy, m,
&approx, &rho, &icount, eig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_2d_predef_setup (g05zrc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
/* Output results */
display_results(approx, m, rho, eig, icount, lam);

END:
NAG_FREE(lam);
NAG_FREE(xx);
NAG_FREE(yy);
return exit_status;

}

void read_input_data(Nag_Variogram *cov, Integer *np, double *params,
Nag_NormType *norm, double *var, double *xmin,
double *xmax, double *ymin, double *ymax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad)

{
Integer j;
char nag_enum_arg[40];

/* Read in covariance function name and convert to value using
* nag_enum_name_to_value (x04nac).
*/

#ifdef _WIN32
scanf_s("%*[^\n] %39s%*[^\n]", nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n] %39s%*[^\n]", nag_enum_arg);
#endif

*cov = (Nag_Variogram) nag_enum_name_to_value(nag_enum_arg);
/* Read in parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", np);

#else
scanf("%" NAG_IFMT "%*[^\n]", np);

#endif
for (j = 0; j < *np; j++)

#ifdef _WIN32
scanf_s("%lf", &params[j]);

#else
scanf("%lf", &params[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read choice of norm to use, and convert name to value. */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
/* Read in variance of random field */

#ifdef _WIN32
scanf_s("%lf%*[^\n]", var);

#else
scanf("%lf%*[^\n]", var);

#endif
/* Read in domain endpoints */

#ifdef _WIN32
scanf_s("%lf %lf%*[^\n]", xmin, xmax);

#else
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scanf("%lf %lf%*[^\n]", xmin, xmax);
#endif
#ifdef _WIN32

scanf_s("%lf %lf%*[^\n]", ymin, ymax);
#else

scanf("%lf %lf%*[^\n]", ymin, ymax);
#endif

/* Read in number of sample points in each direction */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &ns[0], &ns[1]);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &ns[0], &ns[1]);
#endif

/* Read in maximum size of embedding matrix */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &maxm[0], &maxm[1]);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &maxm[0], &maxm[1]);
#endif

/* Read name of scaling in case of approximation and convert to value. */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert name to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);

}

void display_results(Integer approx, Integer *m, double rho, double *eig,
Integer icount, double *lam)

{
/* Scalars */
Integer i, j;

/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m[0] * m[1]);
/* Display approximation information if approximation used. */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
for (j = 0; j < 3; j++)

printf("%10.5f", eig[j]);
printf("\nicount = %" NAG_IFMT "\n", icount);

}
else {

printf("Approximation not required\n");
}
/* Display square roots of the eigenvalues of the embedding matrix. */
printf("\nSquare roots of eigenvalues of embedding matrix:\n\n");
for (i = 0; i < m[0]; i++) {

for (j = 0; j < m[1]; j++) {
printf("%8.4f", lam[i + j * m[0]]);

}
printf("\n");

}
}
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10.2 Program Data

nag_rand_field_2d_predef_setup (g05zrc) Example Program Data
Nag_VgmSymmStab : cov
3 : np (3 parameters for 2D Nag_VgmSymmStab)
0.1 0.15 1.2 : params (c1, c2 and nu)
Nag_TwoNorm : norm
0.5 : var

-1.0 1.0 : xmin, xmax
-0.5 0.5 : ymin, ymax
5 5 : ns

64 64 : maxm
Nag_EmbedScaleOne : corr
Nag_EmbedPadValues : pad

10.3 Program Results

nag_rand_field_2d_predef_setup (g05zrc) Example Program Results

Size of embedding matrix = 64

Approximation not required

Square roots of eigenvalues of embedding matrix:

0.8966 0.8234 0.6810 0.5757 0.5391 0.5757 0.6810 0.8234
0.8940 0.8217 0.6804 0.5756 0.5391 0.5756 0.6804 0.8217
0.8877 0.8175 0.6792 0.5754 0.5391 0.5754 0.6792 0.8175
0.8813 0.8133 0.6780 0.5751 0.5390 0.5751 0.6780 0.8133
0.8787 0.8116 0.6774 0.5750 0.5390 0.5750 0.6774 0.8116
0.8813 0.8133 0.6780 0.5751 0.5390 0.5751 0.6780 0.8133
0.8877 0.8175 0.6792 0.5754 0.5391 0.5754 0.6792 0.8175
0.8940 0.8217 0.6804 0.5756 0.5391 0.5756 0.6804 0.8217

The two plots shown below illustrate the random fields that can be generated by nag_rand_field_2d_
generate (g05zsc) using the eigenvalues calculated by nag_rand_field_2d_predef_setup (g05zrc). These
are for two realizations of a two-dimensional random field, based on eigenvalues of the embedding
matrix for points on a 100 by 100 grid. The random field is characterized by the exponential variogram
(cov ¼ Nag VgmExponential) with correlation lengths both equal to 0:1.
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Example Program 1
First realization of two-dimensional Random Field
exponential variogram, correlation lengths = 0.1
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Example Program 2
Second realization of two-dimensional Random Field

exponential variogram, correlation lengths = 0.1
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NAG Library Function Document

nag_rand_field_2d_generate (g05zsc)

1 Purpose

nag_rand_field_2d_generate (g05zsc) produces realizations of a stationary Gaussian random field in two
dimensions, using the circulant embedding method. The square roots of the eigenvalues of the extended
covariance matrix (or embedding matrix) need to be input, and can be calculated using
nag_rand_field_2d_user_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_2d_generate (const Integer ns[], Integer s,
const Integer m[], const double lam[], double rho, Integer state[],
double z[], NagError *fail)

3 Description

A two-dimensional random field Z xð Þ in R
2 is a function which is random at every point x 2 R

2, so
Z xð Þ is a random variable for each x. The random field has a mean function � xð Þ ¼ E Z xð Þ½ � and a
symmetric positive semidefinite covariance function C x; yð Þ ¼ E Z xð Þ � � xð Þð Þ Z yð Þ � � yð Þð Þ½ �. Z xð Þ is
a Gaussian random field if for any choice of n 2 N and x1; . . . ; xn 2 R

2, the random vector
Z x1ð Þ; . . . ; Z xnð Þ½ �T follows a multivariate Normal distribution, which would have a mean vector ~�� with
entries ~�i ¼ � xið Þ and a covariance matrix ~C with entries ~Cij ¼ C xi; xj

� �
. A Gaussian random field

Z xð Þ is stationary if � xð Þ is constant for all x 2 R
2 and C x; yð Þ ¼ C xþ a; yþ að Þ for all x; y; a 2 R

2

and hence we can express the covariance function C x; yð Þ as a function � of one variable:
C x; yð Þ ¼ � x� yð Þ. � is known as a variogram (or more correctly, a semivariogram) and includes the
multiplicative factor �2 representing the variance such that � 0ð Þ ¼ �2.
The functions nag_rand_field_2d_user_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc)
along with nag_rand_field_2d_generate (g05zsc) are used to simulate a two-dimensional stationary
Gaussian random field, with mean function zero and variogram � xð Þ, over a domain
xmin ; xmax½ � � ymin ; ymax½ �, using an equally spaced set of N1 �N2 points; N1 points in the x-direction
and N2 points in the y-direction. The problem reduces to sampling a Gaussian random vector X of size
N1 �N2, with mean vector zero and a symmetric covariance matrix A, which is an N2 by N2 block
Toeplitz matrix with Toeplitz blocks of size N1 by N1. Since A is in general expensive to factorize, a
technique known as the circulant embedding method is used. A is embedded into a larger, symmetric
matrix B, which is an M2 by M2 block circulant matrix with circulant bocks of size M1 by M1, where
M1 	 2 N1 � 1ð Þ and M2 	 2 N2 � 1ð Þ. B can now be factorized as B ¼ W�W � ¼ R�R, where W is
the two-dimensional Fourier matrix (W � is the complex conjugate of W ), � is the diagonal matrix

containing the eigenvalues of B and R ¼ �1
2W � . B is known as the embedding matrix. The eigenvalues

can be calculated by performing a discrete Fourier transform of the first row (or column) of B and
multiplying by M1 �M2, and so only the first row (or column) of B is needed – the whole matrix does
not need to be formed.

The symmetry of A as a block matrix, and the symmetry of each block of A, depends on whether the
covariance function � is even or not. � is even if � xð Þ ¼ � �xð Þ for all x 2 R

2, and uneven otherwise (in
higher dimensions, � can be even in some coordinates and uneven in others, but in two dimensions � is
either even in both coordinates or uneven in both coordinates). If � is even then A is a symmetric block
matrix and has symmetric blocks; if � is uneven then A is not a symmetric block matrix and has non-
symmetric blocks. In the uneven case, M1 and M2 are set to be odd in order to guarantee symmetry in
B.
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As long as all of the values of � are non-negative (i.e., B is positive semidefinite), B is a covariance
matrix for a random vector Y which has M2 ‘blocks’ of size M1. Two samples of Y can now be
simulated from the real and imaginary parts of R� Uþ iVð Þ, where U and V have elements from the

standard Normal distribution. Since R� Uþ iVð Þ ¼W�
1
2 Uþ iVð Þ , this calculation can be done using a

discrete Fourier transform of the vector �
1
2 Uþ iVð Þ . Two samples of the random vector X can now be

recovered by taking the first N1 elements of the first N2 blocks of each sample of Y – because the
original covariance matrix A is embedded in B, X will have the correct distribution.

If B is not positive semidefinite, larger embedding matrices B can be tried; however if the size of the
matrix would have to be larger than maxm, an approximation procedure is used. See the documentation
of nag_rand_field_2d_user_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc) for details of
the approximation procedure.

nag_rand_field_2d_generate (g05zsc) takes the square roots of the eigenvalues of the embedding matrix
B, and its size vector M, as input and outputs S realizations of the random field in Z.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_field_2d_generate (g05zsc).

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1994) Simulation of stationary Gaussian processes in 0; 1½ �d Journal of
Computational and Graphical Statistics 3(4) 409–432

5 Arguments

1: ns½2� – const Integer Input

On entry: the number of sample points to use in each direction, with ns½0� sample points in the
x-direction and ns½1� sample points in the y-direction. The total number of sample points on the
grid is therefore ns½0� � ns½1�. This must be the same value as supplied to nag_rand_field_2d_u
ser_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc) when calculating the eigenvalues
of the embedding matrix.

Constraints:

ns½0� 	 1;
ns½1� 	 1.

2: s – Integer Input

On entry: S, the number of realizations of the random field to simulate.

Constraint: s 	 1.

3: m½2� – const Integer Input

On entry: indicates the size, M, of the embedding matrix as returned by nag_rand_field_2d_u
ser_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc). The embedding matrix is a
block circulant matrix with circulant blocks. m½0� is the size of each block, and m½1� is the
number of blocks.

Constraints:

m½0� 	 max 1; 2 ns½0� � 1ð Þð Þ;
m½1� 	 max 1; 2 ns½1� � 1ð Þð Þ.
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4: lam½m½0� �m½1�� – const double Input

On entry: contains the square roots of the eigenvalues of the embedding matrix, as returned by
nag_rand_field_2d_user_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc).

Constraint: lam½i� 1� 	 0, i ¼ 1; 2; . . . ;m½0� �m½1�.

5: rho – double Input

On entry: indicates the scaling of the covariance matrix, as returned by nag_rand_field_2d_u
ser_setup (g05zqc) or nag_rand_field_2d_predef_setup (g05zrc).

Constraint: 0:0 < rho � 1:0.

6: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

7: z½dim� – double Output

Note: the dimension, dim, of the array z must be at least s� ns½0� � ns½1�.
On exit: contains the realizations of the random field. The kth realization (where k ¼ 1; 2; . . . ; s)
o f t h e r a ndom fi e l d o n t h e two - d imen s i o n a l g r i d xi; yj

� �
i s s t o r e d i n

z½ k� 1ð Þ � ns½0� � ns½1� þ j� 1ð Þ � ns½0� þ i� 1�, f o r i ¼ 1; 2; . . . ;ns½0� a n d f o r
j ¼ 1; 2; . . . ; ns½1�. The points are returned in xx and yy by nag_rand_field_2d_user_setup
(g05zqc) or nag_rand_field_2d_predef_setup (g05zrc).

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, s ¼ valueh i.
Constraint: s 	 1.

NE_INT_ARRAY

On entry, ns ¼ valueh i; valueh i½ �.
Constraint: ns½0� 	 1, ns½1� 	 1.
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NE_INT_ARRAY_2

On entry, m ¼ valueh i; valueh i½ �, and ns ¼ valueh i; valueh i½ �.
Constraints: m½i� 1� 	 max 1; 2 ns½i� 1�ð Þ � 1ð Þ, for i ¼ 1; 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NEG_ELEMENT

On entry, at least one element of lam was negative.
Constraint: all elements of lam must be non-negative.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, rho ¼ valueh i.
Constraint: 0:0 < rho � 1:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_field_2d_generate (g05zsc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_2d_generate (g05zsc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Because samples are generated in pairs, calling this routine k times, with s ¼ s, say, will generate a
different sequence of numbers than calling the routine once with s ¼ ks, unless s is even.

10 Example

This example calls nag_rand_field_2d_generate (g05zsc) to generate 5 realizations of a two-dimensional
random field on a 5 by 5 grid. This uses eigenvalues of the embedding covariance matrix for a
symmetric stable variogram as calculated by nag_rand_field_2d_predef_setup (g05zrc) with
cov ¼ Nag VgmSymmStab.
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10.1 Program Text

/* nag_rand_field_2d_generate (g05zsc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagx04.h>

#define NPMAX 5
#define LENST 17
#define LSEED 1
static void read_input_data(Nag_Variogram *cov, Integer *np, double *params,

Nag_NormType *norm, double *var, double *xmin,
double *xmax, double *ymin, double *ymax,
Integer *ns, Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad, Integer *s);

static void display_embedding_results(Integer approx, Integer *m, double rho,
double *eig, Integer icount);

static void initialize_state(Integer *state);
static void display_realizations(Integer *ns, Integer s, double *xx,

double *yy, double *z, Integer *exit_status);

int main(void)
{

/* Scalars */
Integer exit_status = 0;
double rho, var, xmax, xmin, ymax, ymin;
Integer approx, icount, np, s;
/* Arrays */
double eig[3], params[NPMAX];
double *lam = 0, *xx = 0, *yy = 0, *z = 0;
Integer m[2], maxm[2], ns[2], state[LENST];
/* Nag types */
Nag_NormType norm;
Nag_Variogram cov;
Nag_EmbedPad pad;
Nag_EmbedScale corr;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_2d_generate (g05zsc) Example Program Results\n\n");
/* Get problem specifications from data file */
read_input_data(&cov, &np, params, &norm, &var, &xmin, &xmax, &ymin, &ymax,

ns, maxm, &corr, &pad, &s);
if (!(lam = NAG_ALLOC(maxm[0] * maxm[1], double)) ||

!(xx = NAG_ALLOC(ns[0], double)) || !(yy = NAG_ALLOC(ns[1], double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Get square roots of the eigenvalues of the embedding matrix.
* nag_rand_field_2d_predef_setup (g05zrc).
* Setup for simulating two-dimensional random fields, preset variogram,
* circulant embedding method
*/

nag_rand_field_2d_predef_setup(ns, xmin, xmax, ymin, ymax, maxm, var, cov,
norm, np, params, pad, corr, lam, xx, yy, m,
&approx, &rho, &icount, eig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_2d_predef_setup (g05zrc).\n%s\n",
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fail.message);
exit_status = 1;
goto END;

}

display_embedding_results(approx, m, rho, eig, icount);
/* Initialize state array */
initialize_state(state);
if (!(z = NAG_ALLOC(ns[0] * ns[1] * s, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}
/* Compute s random field realizations.
* nag_rand_field_2d_generate (g05zsc).
* Generates s realizations of a rwo-dimensional random field by the
* circulant embedding method.
*/

nag_rand_field_2d_generate(ns, s, m, lam, rho, state, z, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_field_2d_generate (g05zsc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
display_realizations(ns, s, xx, yy, z, &exit_status);

END:
NAG_FREE(lam);
NAG_FREE(xx);
NAG_FREE(yy);
NAG_FREE(z);
return exit_status;

}

void read_input_data(Nag_Variogram *cov, Integer *np, double *params,
Nag_NormType *norm, double *var, double *xmin,
double *xmax, double *ymin, double *ymax, Integer *ns,
Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad, Integer *s)

{
Integer j;
char nag_enum_arg[40];

/* Read in covariance function name and convert to value using
* nag_enum_name_to_value (x04nac).
*/

#ifdef _WIN32
scanf_s("%*[^\n] %39s%*[^\n]", nag_enum_arg,

(unsigned)_countof(nag_enum_arg));
#else

scanf("%*[^\n] %39s%*[^\n]", nag_enum_arg);
#endif

*cov = (Nag_Variogram) nag_enum_name_to_value(nag_enum_arg);
/* Read in parameters */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", np);

#else
scanf("%" NAG_IFMT "%*[^\n]", np);

#endif
for (j = 0; j < *np; j++)

#ifdef _WIN32
scanf_s("%lf", &params[j]);

#else
scanf("%lf", &params[j]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
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/* Read in norm type by name and convert to value */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*norm = (Nag_NormType) nag_enum_name_to_value(nag_enum_arg);
/* Read in variance of random field. */

#ifdef _WIN32
scanf_s("%lf%*[^\n]", var);

#else
scanf("%lf%*[^\n]", var);

#endif
/* Read in domain endpoints */

#ifdef _WIN32
scanf_s("%lf %lf%*[^\n]", xmin, xmax);

#else
scanf("%lf %lf%*[^\n]", xmin, xmax);

#endif
#ifdef _WIN32

scanf_s("%lf %lf%*[^\n]", ymin, ymax);
#else

scanf("%lf %lf%*[^\n]", ymin, ymax);
#endif

/* Read in number of sample points in each direction */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &ns[0], &ns[1]);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &ns[0], &ns[1]);
#endif

/* Read in maximum size of embedding matrix */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &maxm[0], &maxm[1]);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "%*[^\n]", &maxm[0], &maxm[1]);
#endif

/* Read name of scaling in case of approximation and convert to value. */
#ifdef _WIN32

scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s%*[^\n]", nag_enum_arg);
#endif

*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert name to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);
/* Read in number of realization samples to be generated */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", s);

#else
scanf("%" NAG_IFMT "%*[^\n]", s);

#endif
}

void display_embedding_results(Integer approx, Integer *m, double rho,
double *eig, Integer icount)

{
Integer j;
/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m[0] * m[1]);
/* Display approximation information if approximation used */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
for (j = 0; j < 3; j++)

printf("%10.5f ", eig[j]);
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printf("\nicount = %" NAG_IFMT "\n", icount);
}
else {

printf("Approximation not required\n");
}

}

void initialize_state(Integer *state)
{

/* Scalars */
Integer inseed = 14965, lseed = LSEED, subid = 1;
Integer lstate;
/* Arrays */
Integer seed[LSEED];
/* Nag types */
NagError fail;

INIT_FAIL(fail);
lstate = LENST;
seed[0] = inseed;
/* nag_rand_init_repeatable (g05kfc).
* Initializes a pseudorandom number generator to give a repeatable sequence.
*/

nag_rand_init_repeatable(Nag_Basic, subid, seed, lseed, state, &lstate,
&fail);

}

void display_realizations(Integer *ns, Integer s, double *xx, double *yy,
double *z, Integer *exit_status)

{
/* Scalars */
Integer indent = 0, ncols = 80;
Integer i, j, nn;
/* Arrays */
char **rlabs = 0;
/* Nag types */
NagError fail;

INIT_FAIL(fail);

nn = ns[0] * ns[1];
if (!(rlabs = NAG_ALLOC(nn, char *)))
{

printf("Allocation failure\n");
*exit_status = -3;
goto END;

}
/* Set row labels to mesh points (column label is realization number). */
for (j = 0; j < ns[1]; j++) {

for (i = 0; i < ns[0]; i++) {
if (!(rlabs[j * ns[0] + i] = NAG_ALLOC(13, char)))
{

printf("Allocation failure\n");
*exit_status = -4;
goto END;

}
if (i == 0) {

#ifdef _WIN32
sprintf_s(rlabs[j * ns[0] + i], 13, "%6.1f%6.1f", xx[i], yy[j]);

#else
sprintf(rlabs[j * ns[0] + i], "%6.1f%6.1f", xx[i], yy[j]);

#endif
}
else {

#ifdef _WIN32
sprintf_s(rlabs[j * ns[0] + i], 13, "%6.1f%6s", xx[i], ".");

#else
sprintf(rlabs[j * ns[0] + i], "%6.1f%6s", xx[i], ".");

#endif
}

}
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}
printf("\n");
fflush(stdout);
/* Display random field results, z, using the comprehensive real general
* matrix print routine nag_gen_real_mat_print_comp (x04cbc).
*/

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, nn, s, z, nn, "%10.5f",
"Random field "
"realizations (x,y coordinates first):",
Nag_CharacterLabels, (const char **) rlabs,
Nag_IntegerLabels, NULL, ncols, indent, 0,
&fail);

END:
for (i = 0; i < nn; i++) {

NAG_FREE(rlabs[i]);
}
NAG_FREE(rlabs);

}

10.2 Program Data

nag_rand_field_2d_generate (g05zsc) Example Program Data
Nag_VgmSymmStab : cov
3 : np (3 parameters for 2D Nag_VgmSymmStab)
0.1 0.15 1.2 : params (c1, c2 and nu)
Nag_TwoNorm : norm
0.5 : var

-1.0 1.0 : xmin, xmax
-0.5 0.5 : ymin, ymax
5 5 : ns

64 64 : maxm
Nag_EmbedScaleOne : corr
Nag_EmbedPadValues : pad
5 : s

10.3 Program Results

nag_rand_field_2d_generate (g05zsc) Example Program Results

Size of embedding matrix = 64

Approximation not required

Random field realizations (x,y coordinates first):
1 2 3 4 5

-0.8 -0.4 -0.61951 -0.93149 -0.32975 -0.51201 1.38877
-0.4 . 0.74779 1.33518 -0.51237 0.26595 0.30051
0.0 . -0.30579 0.51819 0.50961 0.10379 0.36815
0.4 . 0.53797 -0.53992 -0.86589 -0.37098 0.21571
0.8 . -0.61221 -1.04262 0.00007 -1.22614 -0.06650

-0.8 -0.2 0.01853 0.64126 -0.42978 -0.79178 -0.55728
-0.4 . -0.77912 0.81079 -0.60613 0.07280 1.61511
0.0 . -0.23198 1.48744 -0.78145 0.10347 0.07053
0.4 . 0.32356 0.58676 0.05846 0.34828 1.40522
0.8 . -1.24085 -0.92512 0.27247 -0.66965 0.67073

-0.8 0.0 -1.18183 -0.99775 0.03888 0.01789 -0.65746
-0.4 . 0.26155 -0.01734 -0.14924 0.28886 0.25940
0.0 . 1.14960 0.48850 -0.59023 0.22795 -0.60773
0.4 . -0.32684 -0.09616 -0.63497 -1.06753 -0.64594
0.8 . 0.10064 1.06148 0.15020 -0.53168 -0.29251

-0.8 0.2 -1.30595 -0.03899 -0.35549 -0.20589 -0.35956
-0.4 . -0.01776 0.84501 0.20406 0.89039 -0.58338
0.0 . 0.41898 0.93435 -1.10725 0.76913 -0.74579
0.4 . -1.37738 1.72404 -0.20558 -1.41877 1.21816
0.8 . 0.77866 0.84922 -0.65055 0.83518 -0.26425
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-0.8 0.4 -0.65163 0.50492 -0.52463 -1.12816 1.12817
-0.4 . 0.15437 0.20739 -0.12675 1.27782 -0.26157
0.0 . 0.20324 0.54670 -1.73909 0.61580 0.17551
0.4 . -1.09470 0.83967 0.70226 -0.34259 0.29368
0.8 . 1.08452 1.23097 -0.36003 1.06884 0.23594
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NAG Library Function Document

nag_rand_field_fracbm_generate (g05ztc)

1 Purpose

nag_rand_field_fracbm_generate (g05ztc) produces realizations of a fractional Brownian motion, using
the circulant embedding method. The square roots of the eigenvalues of the extended covariance matrix
(or embedding matrix) need to be input, and can be calculated using nag_rand_field_1d_predef_setup
(g05znc).

2 Specification

#include <nag.h>
#include <nagg05.h>

void nag_rand_field_fracbm_generate (Integer ns, Integer s, Integer m,
double xmax, double h, const double lam[], double rho, Integer state[],
double z[], double xx[], NagError *fail)

3 Description

The functions nag_rand_field_1d_predef_setup (g05znc) and nag_rand_field_fracbm_generate (g05ztc)
are used to simulate a fractional Brownian motion process with Hurst argument H over an interval
0; xmax½ �, using a set of equally spaced points. Fractional Brownian motion itself cannot be simulated
directly using this method, since it is not a stationary Gaussian random field; however its increments
can be simulated like a stationary Gaussian random field. The circulant embedding method is described
in the documentation for nag_rand_field_1d_predef_setup (g05znc).

nag_rand_field_fracbm_generate (g05ztc) takes the square roots of the eigenvalues of the embedding
matrix as returned by nag_rand_field_1d_predef_setup (g05znc) when cov ¼ Nag VgmBrownian, and
its size M, as input and outputs S realizations of the fractional Brownian motion in Z.

One of the initialization functions nag_rand_init_repeatable (g05kfc) (for a repeatable sequence if
computed sequentially) or nag_rand_init_nonrepeatable (g05kgc) (for a non-repeatable sequence) must
be called prior to the first call to nag_rand_field_fracbm_generate (g05ztc).

4 References

Dietrich C R and Newsam G N (1997) Fast and exact simulation of stationary Gaussian processes
through circulant embedding of the covariance matrix SIAM J. Sci. Comput. 18 1088–1107

Schlather M (1999) Introduction to positive definite functions and to unconditional simulation of
random fields Technical Report ST 99–10 Lancaster University

Wood A T A and Chan G (1994) Simulation of stationary Gaussian processes in 0; 1½ �d Journal of
Computational and Graphical Statistics 3(4) 409–432

5 Arguments

1: ns – Integer Input

On entry: the number of steps (points) to be generated in realizations of the increments of the
fractional Brownian motion. This must be the same value as supplied to nag_rand_field_1d_
predef_setup (g05znc) when calculating the eigenvalues of the embedding matrix.
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Note: in the context of fractional Brownian motion, ns represents the number of steps from a
zero starting state. Realizations returned in z include this starting state and so nsþ 1 values are
returned for each realization.

Constraint: ns 	 1.

2: s – Integer Input

On entry: S, the number of realizations of the fractional Brownian motion to simulate.

Constraint: s 	 1.

3: m – Integer Input

On entry: the size, M, of the embedding matrix, as returned by nag_rand_field_1d_user_setup
(g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

Constraint: m 	 max 1; 2 ns� 1ð Þð Þ.

4: xmax – double Input

On entry: the upper bound for the interval over which the fractional Brownian motion is to be
simulated, as input to nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_set
up (g05znc).

Constraint: xmax > 0:0.

5: h – double Input

On entry: the Hurst parameter, H, for the fractional Brownian motion. This must be the same
value as supplied to nag_rand_field_1d_predef_setup (g05znc) in params½0�, when the
eigenvalues of the embedding matrix were calculated.

Constraint: 0:0 < h < 1:0.

6: lam½m� – const double Input

On entry: contains the square roots of the eigenvalues of the embedding matrix, as returned by
nag_rand_field_1d_user_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

Constraint: lam½i � 1� 	 0, for i ¼ 1; 2; . . . ;m.

7: rho – double Input

On entry: indicates the scaling of the covariance matrix, as returned by nag_rand_field_1d_u
ser_setup (g05zmc) or nag_rand_field_1d_predef_setup (g05znc).

Constraint: 0:0 < rho � 1:0.

8: state½dim� – Integer Communication Array

Note: the dimension, dim, of this array is dictated by the requirements of associated functions
that must have been previously called. This array MUST be the same array passed as argument
state in the previous call to nag_rand_init_repeatable (g05kfc) or nag_rand_init_nonrepeatable
(g05kgc).

On entry: contains information on the selected base generator and its current state.

On exit: contains updated information on the state of the generator.

9: z½ nsþ 1ð Þ � s� – double Output

On exit: contains the realizations of the fractional Brownian motion, Z. The jth realization, for
the ith point xx½i � 1�, is stored in z½ j � 1ð Þ � nsþ 1ð Þ þ i � 1�, for j ¼ 1; 2; . . . ; s and
i ¼ 1; 2; . . . ;nsþ 1.
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10: xx½nsþ 1� – double Output

On exit: the points at which values of the fractional Brownian motion are output. The first point
is always zero, and the subsequent ns points represent the equispaced steps towards the last
point, xmax. Note that in nag_rand_field_1d_user_setup (g05zmc) and nag_rand_field_1d_pre
def_setup (g05znc), the returned ns sample points are the mid-points of the grid returned in xx
here.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ns ¼ valueh i.
Constraint: ns 	 1.

On entry, s ¼ valueh i.
Constraint: s 	 1.

NE_INT_2

On entry, m ¼ valueh i, and ns ¼ valueh i.
Constraint: m 	 max 1; 2 ns� 1ð Þð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_STATE

On entry, state vector has been corrupted or not initialized.

NE_NEG_ELEMENT

On entry, at least one element of lam was negative.
Constraint: all elements of lam must be non-negative.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, h ¼ valueh i.
Constraint: 0:0 < h < 1:0.
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On entry, rho ¼ valueh i.
Constraint: 0:0 < rho � 1:0.

On entry, xmax ¼ valueh i.
Constraint: xmax > 0:0.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_rand_field_fracbm_generate (g05ztc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_rand_field_fracbm_generate (g05ztc) makes calls to BLAS and/or LAPACK routines, which may
be threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

None.

10 Example

This example calls nag_rand_field_fracbm_generate (g05ztc) to generate 5 realizations of a fractional
Brownian motion over 10 steps from x ¼ 0:0 to x ¼ 2:0 using eigenvalues generated by
nag_rand_field_1d_predef_setup (g05znc) with cov ¼ Nag VgmBrownian.

10.1 Program Text

/* nag_rand_field_fracbm_generate (g05ztc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagx04.h>

#define NPMAX 4
#define LENST 17
#define LSEED 1
static void read_input_data(double *params, double *xmax, Integer *ns,

Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad, Integer *s);

static void display_embedding_results(Integer approx, Integer m, double rho,
double *eig, Integer icount);

static void initialize_state(Integer *state);
static void display_realizations(Integer ns, Integer s, double *yy, double *z,

Integer *exit_status);

int main(void)
{
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/* Scalars */
Integer exit_status = 0;
double h, rho, var = 1.0, xmax, xmin = 0.0;
Integer approx, icount, m, maxm, np = 2, ns, s;
/* Arrays */
double eig[3], params[NPMAX];
double *lam = 0, *xx = 0, *yy = 0, *z = 0;
Integer state[LENST];
/* Nag types */
Nag_Variogram cov = Nag_VgmBrownian;
Nag_EmbedPad pad;
Nag_EmbedScale corr;
NagError fail;

INIT_FAIL(fail);

printf("nag_rand_field_fracbm_generate (g05ztc) Example Program Results\n\n");
/* Get problem specifications from data file */
read_input_data(params, &xmax, &ns, &maxm, &corr, &pad, &s);
if (!(lam = NAG_ALLOC(maxm, double)) || !(xx = NAG_ALLOC(ns, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* Get square roots of the eigenvalues of the embedding matrix.
* nag_rand_field_1d_predef_setup (g05znc).
* Setup for simulating one-dimensional random fields, preset variogram,
* circulant embedding method
*/

nag_rand_field_1d_predef_setup(ns, xmin, xmax, maxm, var, cov, np,
params, pad, corr, lam, xx, &m, &approx,
&rho, &icount, eig, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rand_field_1d_predef_setup (g05znc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

display_embedding_results(approx, m, rho, eig, icount);
/* Initialize state array */
initialize_state(state);
if (!(yy = NAG_ALLOC(ns + 1, double)) ||

!(z = NAG_ALLOC((ns + 1) * s, double)))
{

printf("Allocation failure\n");
exit_status = -2;
goto END;

}
/* Compute s random field realizations.
* nag_rand_field_fracbm_generate (g05ztc).
* Generates s realizations of a one-dimensional random field by the
* circulant embedding method.
*/

h = params[0];
nag_rand_field_fracbm_generate(ns, s, m, xmax, h, lam, rho, state, z, yy,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_field_fracbm_generate (g05ztc).\n%s\n",
fail.message);

exit_status = 2;
goto END;

}
display_realizations(ns, s, yy, z, &exit_status);

END:
NAG_FREE(lam);
NAG_FREE(xx);
NAG_FREE(yy);
NAG_FREE(z);
return exit_status;

g05 – Random Number Generators g05ztc

Mark 26 g05ztc.5



}

void read_input_data(double *params, double *xmax, Integer *ns,
Integer *maxm, Nag_EmbedScale *corr,
Nag_EmbedPad *pad, Integer *s)

{
char nag_enum_arg[40];

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
/* Read in Hurst parameter H. */

#ifdef _WIN32
scanf_s("%lf%*[^\n]", &params[0]);

#else
scanf("%lf%*[^\n]", &params[0]);

#endif
/* Read in domain endpoint. */

#ifdef _WIN32
scanf_s("%lf%*[^\n]", xmax);

#else
scanf("%lf%*[^\n]", xmax);

#endif
/* Read in number of sample points. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", ns);

#else
scanf("%" NAG_IFMT "%*[^\n]", ns);

#endif
params[1] = *xmax / ((double) (*ns));
/* Read in maximum size of embedding matrix. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", maxm);

#else
scanf("%" NAG_IFMT "%*[^\n]", maxm);

#endif
/* Read name of scaling in case of approximation and convert to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*corr = (Nag_EmbedScale) nag_enum_name_to_value(nag_enum_arg);
/* Read in choice of padding and convert name to value. */

#ifdef _WIN32
scanf_s(" %39s%*[^\n]", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s%*[^\n]", nag_enum_arg);

#endif
*pad = (Nag_EmbedPad) nag_enum_name_to_value(nag_enum_arg);
/* Read in number of realization samples to be generated */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", s);

#else
scanf("%" NAG_IFMT "%*[^\n]", s);

#endif
}

void display_embedding_results(Integer approx, Integer m, double rho,
double *eig, Integer icount)

{
Integer j;
/* Display size of embedding matrix */
printf("\nSize of embedding matrix = %" NAG_IFMT "\n\n", m);
/* Display approximation information if approximation used */
if (approx == 1) {

printf("Approximation required\n\n");
printf("rho = %10.5f\n", rho);
printf("eig = ");
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for (j = 0; j < 3; j++)
printf("%10.5f ", eig[j]);

printf("\nicount = %" NAG_IFMT "\n", icount);
}
else {

printf("Approximation not required\n");
}

}

void initialize_state(Integer *state)
{

/* Scalars */
Integer inseed = 14965, lseed = LSEED, subid = 1;
Integer lstate;
/* Arrays */
Integer seed[LSEED];
/* Nag types */
NagError fail;

INIT_FAIL(fail);
lstate = LENST;
seed[0] = inseed;
/* nag_rand_init_repeatable (g05kfc).
* Initializes a pseudorandom number generator to give a repeatable sequence.
*/

nag_rand_init_repeatable(Nag_Basic, subid, seed, lseed, state, &lstate,
&fail);

}

void display_realizations(Integer ns, Integer s, double *yy, double *z,
Integer *exit_status)

{
/* Scalars */
Integer indent = 0, ncols = 80;
Integer i, nsp1;
/* Arrays */
char **rlabs = 0;
/* Nag types */
NagError fail;

INIT_FAIL(fail);

nsp1 = ns + 1;
if (!(rlabs = NAG_ALLOC(nsp1, char *)))
{

printf("Allocation failure\n");
*exit_status = -3;
goto END;

}
/* Set row labels to mesh points (column label is realization number). */
for (i = 0; i < nsp1; i++) {

if (!(rlabs[i] = NAG_ALLOC(7, char)))
{

printf("Allocation failure\n");
*exit_status = -4;
goto END;

}
#ifdef _WIN32

sprintf_s(rlabs[i], 7, "%6.1f", yy[i]);
#else

sprintf(rlabs[i], "%6.1f", yy[i]);
#endif

}
printf("\n");
fflush(stdout);
/* Display random field results, z, using the comprehensive real general
* matrix print routine nag_gen_real_mat_print_comp (x04cbc).
*/

nag_gen_real_mat_print_comp(Nag_ColMajor, Nag_GeneralMatrix,
Nag_NonUnitDiag, nsp1, s, z, nsp1, "%10.5f",
"Fractional Brownian"
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" motion realizations (x coordinate first):",
Nag_CharacterLabels, (const char **) rlabs,
Nag_IntegerLabels, NULL, ncols, indent, 0,
&fail);

END:
for (i = 0; i < nsp1; i++) {

NAG_FREE(rlabs[i]);
}
NAG_FREE(rlabs);

}

10.2 Program Data

nag_rand_field_fracbm_generate (g05ztc) Example Program Data
0.35 : h (params[0])
2 : xmax

10 : ns
2048 : maxm
Nag_EmbedScaleOne : corr
Nag_EmbedPadValues : pad
5 : s

10.3 Program Results

nag_rand_field_fracbm_generate (g05ztc) Example Program Results

Size of embedding matrix = 32

Approximation not required

Fractional Brownian motion realizations (x coordinate first):
1 2 3 4 5

0.0 0.00000 0.00000 0.00000 0.00000 0.00000
0.2 -0.52650 -0.16159 -0.96224 -0.40096 0.65803
0.4 -1.81085 -0.85811 -1.43661 0.03947 0.99671
0.6 -1.65690 -0.74802 -0.61733 -0.34685 0.05141
0.8 -1.72240 -0.14958 0.14996 0.18134 0.26567
1.0 -2.20349 0.46219 0.70982 0.66405 0.40706
1.2 -2.38542 0.52085 0.36330 0.31831 0.81515
1.4 -3.13939 0.68433 0.79826 -0.35408 1.12296
1.6 -3.54602 0.64413 0.85751 -0.39303 1.14220
1.8 -4.09082 1.67048 0.06038 0.30181 1.30350
2.0 -2.97487 1.72275 -0.67253 -0.07439 1.57169
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NAG Library Chapter Contents

g07 – Univariate Estimation

g07 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g07aac 7 nag_binomial_ci
Computes confidence interval for the parameter of a binomial distribution

g07abc 7 nag_poisson_ci
Computes confidence interval for the parameter of a Poisson distribution

g07bbc 7 nag_censored_normal
Computes maximum likelihood estimates for parameters of the Normal
distribution from grouped and/or censored data

g07bec 7 nag_estim_weibull
Computes maximum likelihood estimates for parameters of the Weibull
distribution

g07bfc 9 nag_estim_gen_pareto
Estimates parameter values of the generalized Pareto distribution

g07cac 4 nag_2_sample_t_test
Computes t-test statistic for a difference in means between two Normal
populations, confidence interval

g07dac 3 nag_median_1var
Robust estimation, median, median absolute deviation, robust standard
deviation

g07dbc 4 nag_robust_m_estim_1var
Robust estimation, M-estimates for location and scale parameters, standard
weight functions

g07dcc 7 nag_robust_m_estim_1var_usr
Robust estimation, M-estimates for location and scale parameters, user-
defined weight functions

g07ddc 4 nag_robust_trimmed_1var
Trimmed and winsorized mean of a sample with estimates of the variances
of the two means

g07eac 7 nag_rank_ci_1var
Robust confidence intervals, one-sample

g07ebc 7 nag_rank_ci_2var
Robust confidence intervals, two-sample

g07gac 23 nag_outlier_peirce
Outlier detection using method of Peirce, raw data or single variance
supplied

g07gbc 23 nag_outlier_peirce_two_var
Outlier detection using method of Peirce, two variances supplied
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1 Scope of the Chapter

This chapter deals with the estimation of unknown parameters of a univariate distribution. It includes
both point and interval estimation using maximum likelihood and robust methods.

2 Background to the Problems

Statistical inference is concerned with the making of inferences about a population using the observed
part of the population called a sample. The population can usually be described using a probability
model which will be written in terms of some unknown parameters. For example, the hours of relief
given by a drug may be assumed to follow a Normal distribution with mean � and variance �2; it is
then required to make inferences about the parameters, � and �2, on the basis of an observed sample of
relief times.

There are two main aspects of statistical inference: the estimation of the parameters and the testing of
hypotheses about the parameters. In the example above, the values of the parameter �2 may be
estimated and the hypothesis that � 	 3 tested. This chapter is mainly concerned with estimation but the
test of a hypothesis about a parameter is often closely linked to its estimation. Tests of hypotheses
which are not linked closely to estimation are given in the chapter on nonparametric statistics (Chapter
g08).

There are two types of estimation to be considered in this chapter: point estimation and interval
estimation. Point estimation is when a single value is obtained as the best estimate of the parameter.
However, as this estimate will be based on only one of a large number of possible samples, it can be
seen that if a different sample were taken, a different estimate would be obtained. The distribution of
the estimate across all the possible samples is known as the sampling distribution. The sampling
distribution contains information on the performance of the estimator, and enables estimators to be
compared. For example, a good estimator would have a sampling distribution with mean equal to the
true value of the parameter; that is, it should be an unbiased estimator; also the variance of the
sampling distribution should be as small as possible. When considering a parameter estimate it is
important to consider its variability as measured by its variance, or more often the square root of the
variance, the standard error.

The sampling distribution can be used to find interval estimates or confidence intervals for the
parameter. A confidence interval is an interval calculated from the sample so that its distribution, as
given by the sampling distribution, is such that it contains the true value of the parameter with a certain
probability.

Estimates will be functions of the observed sample and these functions are known as estimators. It is
usually more convenient for the estimator to be based on statistics from the sample rather than all the
individuals observations. If these statistics contain all the relevant information then they are known as
sufficient statistics. There are several ways of obtaining the estimators; these include least squares, the
method of moments, and maximum likelihood. Least squares estimation requires no knowledge of the
distributional form of the error apart from its mean and variance matrix, whereas the method of
maximum likelihood is mainly applicable to situations in which the true distribution is known apart
from the values of a finite number of unknown parameters. Note that under the assumption of
Normality, the least squares estimation is equivalent to the maximum likelihood estimation. Least
squares is often used in regression analysis as described in Chapter g02, and maximum likelihood is
described below.

Estimators derived from least squares or maximum likelihood will often be greatly affected by the
presence of extreme or unusual observations. Estimators that are designed to be less affected are known
as robust estimators.

2.1 Maximum Likelihood Estimation

Let Xi be a univariate random variable with probability density function

fXi
xi; �ð Þ;

where � is a vector of length p consisting of the unknown parameters. For example, a Normal
distribution with mean �1 and standard deviation �2 has probability density function
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1ffiffiffiffiffiffi
2	
p

�2
exp �1

2

xi � �1
�2

� �2
 !

:

The likelihood for a sample of n independent observations is

Like ¼
Yn
i¼1
fXi

xi; �ð Þ;

where xi is the observed value of Xi. If each Xi has an identical distribution, this reduces to

Like ¼
Yn
i¼1
fX xi; �ð Þ; ð1Þ

and the log-likelihood is

log Likeð Þ ¼ L ¼
Xn
i¼1

log fX xi; �ð Þð Þ: ð2Þ

The maximum likelihood estimates (�̂) of � are the values of � that maximize (1) and (2). If the range of
X is independent of the parameters, then �̂ can usually be found as the solution toXn

i¼1

@

@�̂j
log fX xi; �̂

� �� �
¼ @L

@�̂j
¼ 0; j ¼ 1; 2; . . . ; p: ð3Þ

Note that
@L

@�j
is known as the efficient score.

Maximum likelihood estimators possess several important properties.

(a) Maximum likelihood estimators are functions of the sufficient statistics.

(b) Maximum likelihood estimators are (under certain conditions) consistent. That is, the estimator
converges in probability to the true value as the sample size increases. Note that for small samples
the maximum likelihood estimator may be biased.

(c) For maximum likelihood estimators found as a solution to (3), subject to certain conditions, it
follows that

E
@L

@�

� �
¼ 0; ð4Þ

and

I �ð Þ ¼ �E @2L

@�2

� �
¼ E @L

@�

� �2
 !

; ð5Þ

and then that �̂ is asymptotically Normal with mean vector �0 and variance-covariance matrix I�1�0
where �0 denotes the true value of �. The matrix I� is known as the information matrix and I�1�0 is
known as the Cramer–Rao lower bound for the variance of an estimator of �.

For example, if we consider a sample, x1; x2; . . . ; xn, of size n drawn from a Normal distribution with
unknown mean � and unknown variance �2 then we have

L ¼ log Like �; �2;x
� �� �

¼ �n
2
log 2	ð Þ � n

2
log �2
� �

�
Xn
i¼1

xi � �ð Þ2=2�2

and thus

@L

@�
¼
Xn
i¼1

xi � �ð Þ=�2
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and

@L

@�2
¼ � n

2�2
þ
Xn
i¼1

xi � �ð Þ2=2�4:

Then equating these two equations to zero and solving gives the maximum likelihood estimates

�̂ ¼ �x

and

�̂2 ¼
Xn
i¼1

xi � �xð Þ2=n:

These maximum likelihood estimates are asymptotically Normal with mean vector a, where

aT ¼ �; �2
� �

;

and covariance matrix C. To obtain C we find the second derivatives of L with respect to � and �2 as
follows:

@2L

@�2
¼ � n

�2

@2L

@ �2ð Þ2
¼ n

2�4
�
Xn
i¼1

xi � �ð Þ2=�6

@2L

@�@�2
¼ @2L

@�2@�
¼ �n �x� �ð Þ

�4
:

Then

C�1 ¼ �E

@2L

@�2
@2L

@�2@�
@2L

@�@�2
@2L

@ �2ð Þ2

0BB@
1CCA ¼ n=�2 0

0 n=2�4

� �

so that

C ¼ �2=n 0
0 2�4=n

� �
:

To obtain an estimate of C the matrix may be evaluated at the maximum likelihood estimates.

It may not always be possible to find maximum likelihood estimates in a convenient closed form, and in
these cases iterative numerical methods, such as the Newton–Raphson procedure or the EM algorithm
(expectation maximization), will be necessary to compute the maximum likelihood estimates. Their
asymptotic variances and covariances may then be found by substituting the estimates into the second
derivatives. Note that it may be difficult to find the expected value of the second derivatives required
for the variance-covariance matrix and in these cases the observed value of the second derivatives is
often used.

The use of maximum likelihood estimation allows the construction of generalized likelihood ratio tests.
If � ¼ 2 l1 � l2ð Þ, where l1 is the maximized log-likelihood function for a model 1 and l2 is the
maximized log-likelihood function for a model 2, then under the hypothesis that model 2 is correct, 2�
is asymptotically distributed as a �2 variable with p� q degrees of freedom. Consider two models in
which model 1 has p parameters and model 2 is a sub-model (nested model) of model 1 with q < p
parameters, that is model 1 has an extra p� q parameters. This result provides a useful method for
performing hypothesis tests on the parameters. Alternatively, tests exist based on the asymptotic
Normality of the estimator and the efficient score; see page 315 of Cox and Hinkley (1974).
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2.2 Confidence Intervals

Suppose we can find a function, t x; �ð Þ, whose distribution depends upon the sample x but not on the
unknown parameter �, and which is a monotonic (say decreasing) function in � for each x, then we can
find t1 such that P t1 � t x; �ð Þð Þ ¼ 1� � no matter what � happens to be. The function t x; �ð Þ is known
as a pivotal quantity. Since the function is monotonic the statement that t1 � t x; �ð Þ may be rewritten as
� 	 �1 xð Þ see Figure 1. The statistic �1 xð Þ will vary from sample to sample and if we assert that
� 	 �1 xð Þ for any sample values which arise, we will be right in a proportion 1� � of the cases, in the
long run or on average. We call �1 xð Þ a 1� � upper confidence limit for �.

Figure 1

We have considered only an upper confidence limit. The above idea may be generalized to a two-sided
confidence interval where two quantities, t0 and t1, are found such that for all �,
P t1 � t x; �ð Þ � t0ð Þ ¼ 1� �. This interval may be rewritten as �0 xð Þ � � � �1 xð Þ. Thus if we assert
that � lies in the interval [�0 xð Þ; �1 xð Þ] we will be right on average in 1� � proportion of the times
under repeated sampling.

Hypothesis (significance) tests on the parameters may be used to find these confidence limits. For
example, if we observe a value, k, from a binomial distribution, with known parameter n and unknown
parameter p, then to find the lower confidence limit we find pl such that the probability that the null
hypothesis H0: p ¼ pl (against the one sided alternative that p > pl) will be rejected, is less than or
equal to �=2. Thus for a binomial random variable, B, with parameters n and pl we require that
P B 	 kð Þ � �=2. The upper confidence limit, pu, can be constructed in a similar way.

For large samples the asymptotic Normality of the maximum likelihood estimates discussed above is
used to construct confidence intervals for the unknown parameters.

2.3 Robust Estimation

For particular cases the probability density function can be written as

fXi
xi; �ð Þ ¼ 1

�2
g
xi � �1
�2

� �
for a suitable function g; then �1 is known as a location parameter and �2, usually written as �, is
known as a scale parameter. This is true of the Normal distribution.

If �1 is a location parameter, as described above, then equation (3) becomesXn
i¼1
 

xi � �̂1
�̂

 !
¼ 0; ð6Þ

where  zð Þ ¼ � d
dz
log g zð Þð Þ .
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For the scale parameter � (or �2) the equation isXn
i¼1
�

xi � �̂1
�̂

 !
¼ n=2; ð7Þ

where � zð Þ ¼ z zð Þ=2.

For the Normal distribution  zð Þ ¼ z and � zð Þ ¼ z2=2. Thus, the maximum likelihood estimates for �1
and �2 are the sample mean and variance with the n divisor respectively. As the latter is biased, (7) can
be replaced by Xn

i¼1
�

xi � �̂1
�̂

 !
¼ n� 1ð Þ�; ð8Þ

where � is a suitable constant, which for the Normal � function is 1
2 .

The influence of an observation on the estimates depends on the form of the  and � functions. For a
discussion of influence, see Hampel et al. (1986) and Huber (1981). The influence of extreme values
can be reduced by bounding the values of the  - and �-functions. One suggestion due to Huber (1981)
is

 zð Þ ¼
�C; z < �C
z; zj j � C
C; z > C:

8<:

-C C z

ψ(z)

Figure 2

Redescending  -functions are often considered; these give zero values to  zð Þ for large positive or
negative values of z. Hampel et al. (1986) suggested

 zð Þ ¼

� �zð Þ
z; 0 � z � h1
h1; h1 � z � h2

h1 h3 � zð Þ= h3 � h2ð Þ; h2 � z � h3
0; z > h3:

8>>><>>>:

z

ψ(z)

-h3 -h2 -h1

h1 h2 h3

Figure 3

Usually a �-function based on Huber's  -function is used: � ¼  2=2. Estimators based on such bounded
 -functions are known as M-estimators, and provide one type of robust estimator.
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Other robust estimators for the location parameter are

(i) the sample median,

(ii) the trimmed mean, i.e., the mean calculated after the extreme values have been removed from the
sample,

(iii) the winsorized mean, i.e., the mean calculated after the extreme values of the sample have been
replaced by other more moderate values from the sample.

For the scale parameter, alternative estimators are

(i) the median absolute deviation scaled to produce an estimator which is unbiased in the case of data
coming from a Normal distribution,

(ii) the winsorized variance, i.e., the variance calculated after the extreme values of the sample have
been replaced by other more moderate values from the sample.

For a general discussion of robust estimation, see Hampel et al. (1986) and Huber (1981).

2.4 Robust Confidence Intervals

In Section 2.2 it was shown how tests of hypotheses can be used to find confidence intervals. That
approach uses a parametric test that requires the assumption that the data used in the computation of the
confidence has a known distribution. As an alternative, a more robust confidence interval can be found
by replacing the parametric test by a nonparametric test. In the case of the confidence interval for the
location parameter, a Wilcoxon test statistic can be used, and for the difference in location, computed
from two samples, a Mann–Whitney test statistic can be used.

3 Recommendations on Choice and Use of Available Functions

Maximum Likelihood Estimation and Confidence Intervals

nag_binomial_ci (g07aac) provides a confidence interval for the parameter p of the binomial
distribution.

nag_poisson_ci (g07abc) provides a confidence interval for the mean parameter of the Poisson
distribution.

nag_censored_normal (g07bbc) provides maximum likelihood estimates and their standard errors for the
parameters of the Normal distribution from grouped and/or censored data.

nag_estim_weibull (g07bec) provides maximum likelihood estimates and their standard errors for the
parameters of the Weibull distribution from data which may be right-censored.

nag_estim_gen_pareto (g07bfc) provides maximum likelihood estimates and their standard errors for the
parameters of the generalized Pareto distribution.

nag_2_sample_t_test (g07cac) provides a t-test statistic to test for a difference in means between two
Normal populations, together with a confidence interval for the difference between the means.

Robust Estimation

nag_robust_m_estim_1var (g07dbc) provides M-estimates for location and, optionally, scale using four
common forms of the  -function.

nag_robust_m_estim_1var_usr (g07dcc) produces the M-estimates for location and, optionally, scale
but for user-supplied  - and �-functions.

nag_median_1var (g07dac) provides the sample median, median absolute deviation, and the scaled
value of the median absolute deviation.

nag_robust_trimmed_1var (g07ddc) provides the trimmed mean and winsorized mean together with
estimates of their variance based on a winsorized variance.

Robust Internal Estimation

nag_rank_ci_1var (g07eac) produces a rank based confidence interval for locations.
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nag_rank_ci_2var (g07ebc) produces a rank based confidence interval for the difference in location
between two populations.

Outlier Detection

This chapter provides two functions for identifying potential outlying values, nag_outlier_peirce
(g07gac) and nag_outlier_peirce_two_var (g07gbc). Many of the model fitting functions, for examples
those in Chapters g02 and g13 also return vectors of residuals which can also be used to aid in the
identification of outlying values.

4 Functionality Index

2 sample t-test .......................................................................................... nag_2_sample_t_test (g07cac)

Confidence intervals for parameters,
binomial distribution ................................................................................... nag_binomial_ci (g07aac)
Poisson distribution ...................................................................................... nag_poisson_ci (g07abc)

Maximum likelihood estimation of parameters,
Normal distribution, grouped and/or censored data ......................... nag_censored_normal (g07bbc)
Weibull distribution ................................................................................ nag_estim_weibull (g07bec)

Outlier detection,
Peirce,

raw data or single variance supplied ................................................ nag_outlier_peirce (g07gac)
two variances supplied ........................................................ nag_outlier_peirce_two_var (g07gbc)

Parameter estimates,
generalized Pareto distribution .......................................................... nag_estim_gen_pareto (g07bfc)

Robust estimation,
confidence intervals,

one sample ........................................................................................... nag_rank_ci_1var (g07eac)
two samples ......................................................................................... nag_rank_ci_2var (g07ebc)

median, median absolute deviation and robust standard deviation ........ nag_median_1var (g07dac)
M-estimates for location and scale parameters,

standard weight functions ..................................................... nag_robust_m_estim_1var (g07dbc)
trimmed and winsorized means and estimates of their variance

..... nag_robust_trimmed_1var (g07ddc)
user-defined weight functions ......................................... nag_robust_m_estim_1var_usr (g07dcc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Cox D R and Hinkley D V (1974) Theoretical Statistics Chapman and Hall

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Silvey S D (1975) Statistical Inference Chapman and Hall
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NAG Library Function Document

nag_binomial_ci (g07aac)

1 Purpose

nag_binomial_ci (g07aac) computes a confidence interval for the argument p (the probability of a
success) of a binomial distribution.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_binomial_ci (Integer n, Integer k, double clevel, double *pl,
double *pu, NagError *fail)

3 Description

Given the number of trials, n, and the number of successes, k, this function computes a 100 1� �ð Þ%
confidence interval for p, the probability argument of a binomial distribution with probability function,

f xð Þ ¼ n
x

� �
px 1� pð Þn�x; x ¼ 0; 1; . . . ; n;

where � is in the interval 0; 1ð Þ.
Let the confidence interval be denoted by [pl; pu].

The point estimate for p is p̂ ¼ k=n.
The lower and upper confidence limits pl and pu are estimated by the solutions to the equations;Xn

x¼k

n
x

� �
pxl 1� plð Þn�x ¼ �=2;

Xk
x¼0

n
x

� �
pxu 1� puð Þn�x ¼ �=2:

Three different methods are used depending on the number of trials, n, and the number of successes, k.

1. If max k; n� kð Þ < 106.

The relationship between the beta and binomial distributions (see page 38 of Hastings and Peacock
(1975)) is used to derive the equivalent equations,

pl ¼ �k;n�kþ1;�=2;

pu ¼ �kþ1;n�k;1��=2;

where �a;b;� is the deviate associated with the lower tail probability, �, of the beta distribution with
arguments a and b. These beta deviates are computed using nag_deviates_beta (g01fec).

2. If max k; n� kð Þ 	 106 and min k; n� kð Þ � 1000.

The binomial variate with arguments n and p is approximated by a Poisson variate with mean np,
see page 38 of Hastings and Peacock (1975).

The relationship between the Poisson and �2-distributions (see page 112 of Hastings and Peacock
(1975)) is used to derive the following equations;
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pl ¼ 1

2n
�2
2k;�=2;

pu ¼ 1

2n
�2
2kþ2;1��=2;

where �2
�;� is the deviate associated with the lower tail probability, �, of the �2-distribution with �

degrees of freedom.

In turn the relationship between the �2-distribution and the gamma distribution (see page 70 of
Hastings and Peacock (1975)) yields the following equivalent equations;

pl ¼ 1

2n
�k;2;�=2;

pu ¼ 1

2n
�kþ1;2;1��=2;

where ��;�;� is the deviate associated with the lower tail probability, �, of the gamma distribution
with shape argument � and scale argument �. These deviates are computed using
nag_deviates_gamma_dist (g01ffc).

3. If max k; n� kð Þ > 106 and min k; n� kð Þ > 1000.

The binomial variate with arguments n and p is approximated by a Normal variate with mean np
and variance np 1� pð Þ, see page 38 of Hastings and Peacock (1975).

The approximate lower and upper confidence limits pl and pu are the solutions to the equations;

k� nplffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
npl 1� plð Þ

p ¼ z1��=2;

k� npuffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
npu 1� puð Þ

p ¼ z�=2;

where z� is the deviate associated with the lower tail probability, �, of the standard Normal
distribution. These equations are solved using a quadratic equation solver .

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Snedecor G W and Cochran W G (1967) Statistical Methods Iowa State University Press

5 Arguments

1: n – Integer Input

On entry: n, the number of trials.

Constraint: n 	 1.

2: k – Integer Input

On entry: k, the number of successes.

Constraint: 0 � k � n.
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3: clevel – double Input

On entry: the confidence level, 1� �ð Þ, for two-sided interval estimate. For example
clevel ¼ 0:95 will give a 95% confidence interval.

Constraint: 0:0 < clevel < 1:0.

4: pl – double * Output

On exit: the lower limit, pl, of the confidence interval.

5: pu – double * Output

On exit: the upper limit, pu, of the confidence interval.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

When using the relationship with the gamma distribution the series to calculate the gamma
probabilities has failed to converge.

NE_INT

On entry, k ¼ valueh i.
Constraint: k 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_2

On entry, n ¼ valueh i and k ¼ valueh i.
Constraint: n 	 k.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_REAL

On entry, clevel < 0:0 or clevel > 1:0: clevel ¼ valueh i.

7 Accuracy

For most cases using the beta deviates the results should have a relative accuracy of
max 0:5e�12; 50:0� �ð Þ where � is the machine precision (see nag_machine_precision (X02AJC)).
Thus on machines with sufficiently high precision the results should be accurate to 12 significant
figures. Some accuracy may be lost when �=2 or 1� �=2 is very close to 0:0, which will occur if clevel
is very close to 1:0. This should not affect the usual confidence levels used.

The approximations used when n is large are accurate to at least 3 significant digits but usually to more.

8 Parallelism and Performance

nag_binomial_ci (g07aac) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The following example program reads in the number of deaths recorded among male recipients of war
pensions in a six year period following an initial questionnaire in 1956. We consider two classes, non-
smokers and those who reported that they smoked pipes only. The total number of males in each class is
also read in. The data is taken from page 216 of Snedecor and Cochran (1967). An estimate of the
probability of a death in the six year period in each class is computed together with 95% confidence
intervals for these estimates.

10.1 Program Text

/* nag_binomial_ci (g07aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Scalars */
double clevel, phat, pl, pu;
Integer exit_status = 0, k, n;
NagError fail;

INIT_FAIL(fail);

printf("nag_binomial_ci (g07aac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
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#endif

printf("\n");
printf(" Probability Confidence Interval\n");
printf("\n");

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &n, &k, &clevel) !=

EOF)
#else

while (scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &n, &k, &clevel) !=
EOF)

#endif
{

phat = (double) k / (double) n;
/* nag_binomial_ci (g07aac).
* Computes confidence interval for the parameter of a
* binomial distribution
*/

nag_binomial_ci(n, k, clevel, &pl, &pu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_binomial_ci (g07aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("%10.4f ( %6.4f , %6.4f )\n", phat, pl, pu);
}

END:
return exit_status;

}

10.2 Program Data

nag_binomial_ci (g07aac) Example Program Data
1067 117 0.95 : n, k, clevel
402 54 0.95

10.3 Program Results

nag_binomial_ci (g07aac) Example Program Results

Probability Confidence Interval

0.1097 ( 0.0915 , 0.1300 )
0.1343 ( 0.1025 , 0.1716 )
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NAG Library Function Document

nag_poisson_ci (g07abc)

1 Purpose

nag_poisson_ci (g07abc) computes a confidence interval for the mean argument of the Poisson
distribution.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_poisson_ci (Integer n, double xmean, double clevel, double *tl,
double *tu, NagError *fail)

3 Description

Given a random sample of size n, denoted by x1; x2; . . . ; xn, from a Poisson distribution with
probability function

p xð Þ ¼ e���
x

x!
; x ¼ 0; 1; 2; . . .

the point estimate, �̂, for � is the sample mean, �x.

Given n and �x this function computes a 100 1� �ð Þ% confidence interval for the argument �, denoted
by [�l; �u], where � is in the interval 0; 1ð Þ.
The lower and upper confidence limits are estimated by the solutions to the equations

e�n�l
X1
x¼T

n�lð Þx
x! ¼ �

2;

e�n�u
XT
x¼0

n�uð Þx
x! ¼ �

2;

where T ¼
Xn
i¼1
xi ¼ n�̂.

The relationship between the Poisson distribution and the �2-distribution (see page 112 of Hastings and
Peacock (1975)) is used to derive the equations

�l ¼
1

2n
�2
2T;�=2;

�u ¼
1

2n
�2
2Tþ2;1��=2;

where �2
�;p is the deviate associated with the lower tail probability p of the �2-distribution with �

degrees of freedom.

In turn the relationship between the �2-distribution and the gamma distribution (see page 70 of Hastings
and Peacock (1975)) yields the following equivalent equations;
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�l ¼
1

2n
�T;2;�=2;

�u ¼
1

2n
�Tþ1;2;1��=2;

where ��;�;� is the deviate associated with the lower tail probability, �, of the gamma distribution with
shape argument � and scale argument �. These deviates are computed using nag_deviates_gamma_dist
(g01ffc).

4 References

Hastings N A J and Peacock J B (1975) Statistical Distributions Butterworth

Snedecor G W and Cochran W G (1967) Statistical Methods Iowa State University Press

5 Arguments

1: n – Integer Input

On entry: n, the sample size.

Constraint: n 	 1.

2: xmean – double Input

On entry: the sample mean, �x.

Constraint: xmean 	 0:0.

3: clevel – double Input

On entry: the confidence level, 1� �ð Þ, for two-sided interval estimate. For example
clevel ¼ 0:95 gives a 95% confidence interval.

Constraint: 0:0 < clevel < 1:0.

4: tl – double * Output

On exit: the lower limit, �l, of the confidence interval.

5: tu – double * Output

On exit: the upper limit, �u, of the confidence interval.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONVERGENCE

When using the relationship with the gamma distribution the series to calculate the gamma
probabilities has failed to converge.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, clevel � 0:0 or clevel 	 1:0: clevel ¼ valueh i.
On entry, xmean ¼ valueh i.
Constraint: xmean 	 0:0.

7 Accuracy

For most cases the results should have a relative accuracy of max 0:5e� 12; 50:0� �ð Þ where � is the
machine precision (see nag_machine_precision (X02AJC)). Thus on machines with sufficiently high
precision the results should be accurate to 12 significant digits. Some accuracy may be lost when �=2 or
1� �=2 is very close to 0:0, which will occur if clevel is very close to 1:0. This should not affect the
usual confidence intervals used.

8 Parallelism and Performance

nag_poisson_ci (g07abc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

The following example reads in data showing the number of noxious weed seeds and the frequency
with which that number occurred in 98 subsamples of meadow grass. The data is taken from page 224
of Snedecor and Cochran (1967). The sample mean is computed as the point estimate of the Poisson
argument �. nag_poisson_ci (g07abc) is then called to compute both a 95% and a 99% confidence
interval for the argument �.
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10.1 Program Text

/* nag_poisson_ci (g07abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Scalars */
double clevel, sum, tl, tu, xmean;
Integer exit_status, i, ifreq, n, num;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_poisson_ci (g07abc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the number of Noxious Seeds in a sub sample and
* the frequency with which that number occurs.
*/

/* Compute the sample mean */
sum = 0.0;
n = 0;

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &num, &ifreq) != EOF)

#else
while (scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &num, &ifreq) != EOF)

#endif
{

sum += (double) num *(double) ifreq;
n += ifreq;

}
xmean = sum / (double) n;

printf("\n");
printf("The point estimate of the Poisson parameter = %6.4f\n", xmean);
for (i = 1; i <= 2; ++i) {

if (i == 1) {
clevel = 0.95;
printf("\n");
printf("95 percent Confidence Interval for the estimate\n");

}
else {

clevel = 0.99;
printf("99 percent Confidence Interval for the estimate\n");

}
/* nag_poisson_ci (g07abc).
* Computes confidence interval for the parameter of a
* Poisson distribution
*/
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nag_poisson_ci(n, xmean, clevel, &tl, &tu, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_poisson_ci (g07abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("( %6.4f , %6.4f )\n", tl, tu);
printf("\n");

}

END:
return exit_status;

}

10.2 Program Data

nag_poisson_ci (g07abc) Example Program Data
0 3
1 17
2 26
3 16
4 18
5 9
6 3
7 5
8 0
9 1
10 0

10.3 Program Results

nag_poisson_ci (g07abc) Example Program Results

The point estimate of the Poisson parameter = 3.0204

95 percent Confidence Interval for the estimate
( 2.6861 , 3.3848 )

99 percent Confidence Interval for the estimate
( 2.5874 , 3.5027 )
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NAG Library Function Document

nag_censored_normal (g07bbc)

1 Purpose

nag_censored_normal (g07bbc) computes maximum likelihood estimates and their standard errors for
arguments of the Normal distribution from grouped and/or censored data.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_censored_normal (Nag_CEMethod method, Integer n, const double x[],
const double xc[], const Integer ic[], double *xmu, double *xsig,
double tol, Integer maxit, double *sexmu, double *sexsig, double *corr,
double *dev, Integer nobs[], Integer *nit, NagError *fail)

3 Description

A sample of size n is taken from a Normal distribution with mean � and variance �2 and consists of
grouped and/or censored data. Each of the n observations is known by a pair of values Li; Uið Þ such
that:

Li � xi � Ui:

The data is represented as particular cases of this form:

exactly specified observations occur when Li ¼ Ui ¼ xi,
right-censored observations, known only by a lower bound, occur when Ui !1,

left-censored observations, known only by a upper bound, occur when Li ! �1,

and interval-censored observations when Li < xi < Ui.

Let the set A identify the exactly specified observations, sets B and C identify the observations
censored on the right and left respectively, and set D identify the observations confined between two
finite limits. Also let there be r exactly specified observations, i.e., the number in A. The probability
density function for the standard Normal distribution is

Z xð Þ ¼ 1ffiffiffiffiffiffi
2	
p exp �1

2x
2

� �
; �1 < x <1

and the cumulative distribution function is

P Xð Þ ¼ 1�Q Xð Þ ¼
Z X

�1
Z xð Þ dx:

The log-likelihood of the sample can be written as:

L �; �ð Þ ¼ �rlog�� 1
2

X
A

xi � �ð Þ=�f g2 þ
X
B

log Q lið Þð Þ þ
X
C

log P uið Þð Þ þ
X
D

log pið Þ

where pi ¼ P uið Þ � P lið Þ and ui ¼ Ui � �ð Þ=�; li ¼ Li � �ð Þ=�.
Let

S xið Þ ¼
Z xið Þ
Q xið Þ

; S1 li; uið Þ ¼ Z lið Þ � Z uið Þ
pi

and
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S2 li; uið Þ ¼ uiZ uið Þ � liZ lið Þ
pi

;

then the first derivatives of the log-likelihood can be written as:

@L �; �ð Þ
@�

¼ L1 �; �ð Þ ¼ ��2
X
A

xi � �ð Þ þ ��1
X
B

S lið Þ � ��1
X
C

S �uið Þ þ ��1
X
D

S1 li; uið Þ

and

@L �; �ð Þ
@�

¼ L2 �; �ð Þ ¼ �r��1 þ ��3
X
A

xi � �ð Þ2 þ ��1
X
B

liS lið Þ � ��1
X
C

uiS �uið Þ

���1
X
D

S2 li; uið Þ

The maximum likelihood estimates, �̂ and �̂, are the solution to the equations:

L1 �̂; �̂ð Þ ¼ 0 ð1Þ

and

L2 �̂; �̂ð Þ ¼ 0 ð2Þ

and if the second derivatives
@2L

@2�
,
@2L

@�@�
and

@2L

@2�
are denoted by L11, L12 and L22 respectively, then

estimates of the standard errors of �̂ and �̂ are given by:

se �̂ð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�L22

L11L22 � L2
12

s
; se �̂ð Þ ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�L11

L11L22 � L2
12

s
and an estimate of the correlation of �̂ and �̂ is given by:

L12ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
L12L22
p :

To obtain the maximum likelihood estimates the equations (1) and (2) can be solved using either the
Newton–Raphson method or the Expectation-maximization EMð Þ algorithm of Dempster et al. (1977).

Newton–Raphson Method

This consists of using approximate estimates ~� and ~� to obtain improved estimates ~�þ �~� and ~�þ �~�
by solving

�~�L11 þ �~�L12 þ L1 ¼ 0;

�~�L12 þ �~�L22 þ L2 ¼ 0;

for the corrections �~� and �~�.

EM Algorithm

The expectation step consists of constructing the variable wi as follows:

if i 2 A; wi ¼ xi ð3Þ
if i 2 B; wi ¼ E xi j xi > Lið Þ ¼ �þ �S lið Þ ð4Þ
if i 2 C; wi ¼ E xi j xi < Uið Þ ¼ �� �S �uið Þ ð5Þ
if i 2 D; wi ¼ E xi j Li < xi < Uið Þ ¼ �þ �S1 li; uið Þ ð6Þ

the maximization step consists of substituting (3), (4), (5) and (6) into (1) and (2) giving:

�̂ ¼
Xn
i¼1
ŵi=n ð7Þ
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and

�̂2 ¼
Xn
i¼1

ŵi � �̂ð Þ2= rþ
X
B

T l̂i

� �
þ
X
C

T �ûið Þ þ
X
D

T1 l̂i; ûi

� �( )
ð8Þ

where

T xð Þ ¼ S xð Þ S xð Þ � xf g; T1 l; uð Þ ¼ S2
1 l; uð Þ þ S2 l; uð Þ

and where ŵi, l̂i and ûi are wi, li and ui evaluated at �̂ and �̂. Equations (3) to (8) are the basis of the
EM iterative procedure for finding �̂ and �̂2. The procedure consists of alternately estimating �̂ and �̂2

using (7) and (8) and estimating ŵif g using (3) to (6).

In choosing between the two methods a general rule is that the Newton–Raphson method converges
more quickly but requires good initial estimates whereas the EM algorithm converges slowly but is
robust to the initial values. In the case of the censored Normal distribution, if only a small proportion of
the observations are censored then estimates based on the exact observations should give good enough
initial estimates for the Newton–Raphson method to be used. If there are a high proportion of censored
observations then the EM algorithm should be used and if high accuracy is required the subsequent use
of the Newton–Raphson method to refine the estimates obtained from the EM algorithm should be
considered.

4 References

Dempster A P, Laird N M and Rubin D B (1977) Maximum likelihood from incomplete data via the
EM algorithm (with discussion) J. Roy. Statist. Soc. Ser. B 39 1–38

Swan AV (1969) Algorithm AS 16. Maximum likelihood estimation from grouped and censored normal
data Appl. Statist. 18 110–114

Wolynetz M S (1979) Maximum likelihood estimation from confined and censored normal data Appl.
Statist. 28 185–195

5 Arguments

1: method – Nag_CEMethod Input

On entry: indicates whether the Newton–Raphson or EM algorithm should be used.

If method ¼ Nag CE NR, then the Newton–Raphson algorithm is used.

If method ¼ Nag CE EM, then the EM algorithm is used.

Constraint: method ¼ Nag CE NR or Nag CE EM.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 2.

3: x½n� – const double Input

On entry: the observations xi, Li or Ui, for i ¼ 1; 2; . . . ; n.

If the observation is exactly specified – the exact value, xi.

If the observation is right-censored – the lower value, Li.

If the observation is left-censored – the upper value, Ui.

If the observation is interval-censored – the lower or upper value, Li or Ui, (see xc).
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4: xc½n� – const double Input

On entry: if the jth observation, for j ¼ 1; 2; . . . ; n is an interval-censored observation then
xc½j� 1� should contain the complementary value to x½j� 1�, that is, if x½j� 1� < xc½j� 1�, then
xc½j� 1� contains upper value, Ui, and if x½j� 1� > xc½j� 1�, then xc½j� 1� contains lower
value, Li. Otherwise if the jth observation is exact or right- or left-censored xc½j� 1� need not be
set.

Note: if x½j� 1� ¼ xc½j� 1� then the observation is ignored.

5: ic½n� – const Integer Input

On entry: ic½i � 1� contains the censoring codes for the ith observation, for i ¼ 1; 2; . . . ; n.

If ic½i� 1� ¼ 0, the observation is exactly specified.

If ic½i� 1� ¼ 1, the observation is right-censored.

If ic½i� 1� ¼ 2, the observation is left-censored.

If ic½i� 1� ¼ 3, the observation is interval-censored.

Constraint: ic½i � 1� ¼ 0, 1, 2 or 3, for i ¼ 1; 2; . . . ; n.

6: xmu – double * Input/Output

On entry: if xsig > 0:0 the initial estimate of the mean, �; otherwise xmu need not be set.

On exit: the maximum likelihood estimate, �̂, of �.

7: xsig – double * Input/Output

On entry: specifies whether an initial estimate of � and � are to be supplied.

xsig > 0:0
xsig is the initial estimate of � and xmu must contain an initial estimate of �.

xsig � 0:0
Initial estimates of xmu and xsig are calculated internally from:

(a) the exact observations, if the number of exactly specified observations is 	 2; or

(b) the interval-censored observations; if the number of interval-censored observations is
	 1; or

(c) they are set to 0:0 and 1:0 respectively.

On exit: the maximum likelihood estimate, �̂, of �.

8: tol – double Input

On entry: the relative precision required for the final estimates of � and �. Convergence is
assumed when the absolute relative changes in the estimates of both � and � are less than tol.

If tol ¼ 0:0, then a relative precision of 0:000005 is used.

Constraint: machine precision < tol � 1:0 or tol ¼ 0:0.

9: maxit – Integer Input

On entry: the maximum number of iterations.

If maxit � 0, then a value of 25 is used.

10: sexmu – double * Output

On exit: the estimate of the standard error of �̂.

g07bbc NAG Library Manual

g07bbc.4 Mark 26



11: sexsig – double * Output

On exit: the estimate of the standard error of �̂.

12: corr – double * Output

On exit: the estimate of the correlation between �̂ and �̂.

13: dev – double * Output

On exit: the maximized log-likelihood, L �̂; �̂ð Þ.

14: nobs½4� – Integer Output

On exit: the number of the different types of each observation;

nobs½0� contains number of right-censored observations.

nobs½1� contains number of left-censored observations.

nobs½2� contains number of interval-censored observations.

nobs½3� contains number of exactly specified observations.

15: nit – Integer * Output

On exit: the number of iterations performed.

16: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Method has not converged in valueh i iterations.

NE_DIVERGENCE

Process has diverged.

NE_EM_PROCESS

The EM process has failed.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INT_ARRAY

On entry, ic½ valueh i� is invalid, it contains valueh i.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

On entry, effective number of observations < 2.

NE_REAL

On entry, tol is invalid: tol ¼ valueh i.

NE_STANDARD_ERRORS

Standard errors cannot be computed.

7 Accuracy

The accuracy is controlled by the argument tol.

If high precision is requested with the EM algorithm then there is a possibility that, due to the slow
convergence, before the correct solution has been reached the increments of �̂ and �̂ may be smaller
than tol and the process will prematurely assume convergence.

8 Parallelism and Performance

nag_censored_normal (g07bbc) is not threaded in any implementation.

9 Further Comments

The process is deemed divergent if three successive increments of � or � increase.

10 Example

A sample of 18 observations and their censoring codes are read in and the Newton–Raphson method
used to compute the estimates.

10.1 Program Text

/* nag_censored_normal (g07bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)

g07bbc NAG Library Manual

g07bbc.6 Mark 26



{
/* Scalars */
double corr, dev, sexmu, sexsig, tol, xmu, xsig;
Integer exit_status, i, maxit, n, nit;
/* Arrays */
char nag_enum_arg[40];
double *x = 0, *xc = 0;
Integer *ic = 0, *nobs = 0;
Nag_CEMethod method;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_censored_normal (g07bbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %39s %lf%lf%lf%" NAG_IFMT "%*[^\n] ", &n,

nag_enum_arg, (unsigned)_countof(nag_enum_arg), &xmu, &xsig, &tol,
&maxit);

#else
scanf("%" NAG_IFMT " %39s %lf%lf%lf%" NAG_IFMT "%*[^\n] ", &n, nag_enum_arg,

&xmu, &xsig, &tol, &maxit);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_CEMethod) nag_enum_name_to_value(nag_enum_arg);

/* Allocate memory */
if (!(x = NAG_ALLOC(n, double)) ||

!(xc = NAG_ALLOC(n, double)) ||
!(ic = NAG_ALLOC(n, Integer)) || !(nobs = NAG_ALLOC(4, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf%lf%" NAG_IFMT "", &x[i - 1], &xc[i - 1], &ic[i - 1]);
#else

scanf("%lf%lf%" NAG_IFMT "", &x[i - 1], &xc[i - 1], &ic[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_censored_normal (g07bbc).
* Computes maximum likelihood estimates for parameters of
* the Normal distribution from grouped and/or censored data
*/

nag_censored_normal(method, n, x, xc, ic, &xmu, &xsig, tol, maxit,
&sexmu, &sexsig, &corr, &dev, nobs, &nit, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_censored_normal (g07bbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("\n");
printf(" Mean = %8.4f\n", xmu);
printf(" Standard deviation = %8.4f\n", xsig);
printf(" Standard error of mean = %8.4f\n", sexmu);
printf(" Standard error of sigma = %8.4f\n", sexsig);
printf(" Correlation coefficient = %8.4f\n", corr);
printf(" Number of right censored observations = %2" NAG_IFMT "\n",

nobs[0]);
printf(" Number of left censored observations = %2" NAG_IFMT "\n", nobs[1]);
printf(" Number of interval censored observations = %2" NAG_IFMT "\n",

nobs[2]);
printf(" Number of exactly specified observations = %2" NAG_IFMT "\n",

nobs[3]);
printf(" Number of iterations = %2" NAG_IFMT "\n", nit);
printf(" Log-likelihood = %8.4f\n", dev);

END:
NAG_FREE(x);
NAG_FREE(xc);
NAG_FREE(ic);
NAG_FREE(nobs);

return exit_status;
}

10.2 Program Data

nag_censored_normal (g07bbc) Example Program Data
18 Nag_CE_NR 4.0 1.0 0.00005 50
4.5 0.0 0 5.4 0.0 0 3.9 0.0 0 5.1 0.0 0 4.6 0.0 0 4.8 0.0 0
2.9 0.0 0 6.3 0.0 0 5.5 0.0 0 4.6 0.0 0 4.1 0.0 0 5.2 0.0 0
3.2 0.0 1 4.0 0.0 1 3.1 0.0 1 5.1 0.0 2 3.8 0.0 2 2.2 2.5 3

10.3 Program Results

nag_censored_normal (g07bbc) Example Program Results

Mean = 4.4924
Standard deviation = 1.0196
Standard error of mean = 0.2606
Standard error of sigma = 0.1940
Correlation coefficient = 0.0160
Number of right censored observations = 3
Number of left censored observations = 2
Number of interval censored observations = 1
Number of exactly specified observations = 12
Number of iterations = 5
Log-likelihood = -22.2817
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NAG Library Function Document

nag_estim_weibull (g07bec)

1 Purpose

nag_estim_weibull (g07bec) computes maximum likelihood estimates for arguments of the Weibull
distribution from data which may be right-censored.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_estim_weibull (Nag_CestMethod cens, Integer n, const double x[],
const Integer ic[], double *beta, double *gamma, double tol,
Integer maxit, double *sebeta, double *segam, double *corr, double *dev,
Integer *nit, NagError *fail)

3 Description

nag_estim_weibull (g07bec) computes maximum likelihood estimates of the arguments of the Weibull
distribution from exact or right-censored data.

For n realizations, yi, from a Weibull distribution a value xi is observed such that

xi � yi:

There are two situations:

(a) exactly specified observations, when xi ¼ yi
(b) right-censored observations, known by a lower bound, when xi < yi.

The probability density function of the Weibull distribution, and hence the contribution of an exactly
specified observation to the likelihood, is given by:

f x;�; �ð Þ ¼ ��x��1 exp ��x�ð Þ; x > 0; for �; � > 0;

while the survival function of the Weibull distribution, and hence the contribution of a right-censored
observation to the likelihood, is given by:

S x;�; �ð Þ ¼ exp ��x�ð Þ; x > 0; for �; � > 0:

If d of the n observations are exactly specified and indicated by i 2 D and the remaining n� dð Þ are
right-censored, then the likelihood function, Like �; �ð Þ is given by

Like �; �ð Þ / ��ð Þd
Y
i2D
x��1i

 !
exp ��

Xn
i¼1
x�i

 !
:

To avoid possible numerical instability a different parameterisation �; � is used, with � ¼ log �ð Þ. The
kernel log-likelihood function, L �; �ð Þ, is then:

L �; �ð Þ ¼ dlog �ð Þ þ d� þ � � 1ð Þ
X
i2D

log xið Þ � e�
Xn
i¼1
x�i :

If the derivatives
@L

@�
,
@L

@�
,
@2L

@�2
,
@2L

@�@�
and

@2L

@�2
are denoted by L1, L2, L11, L12 and L22, respectively,

then the maximum likelihood estimates, �̂ and �̂, are the solution to the equations:
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L1 �̂; �̂
� �

¼ 0 ð1Þ

and

L2 �̂; �̂
� �

¼ 0 ð2Þ

Estimates of the asymptotic standard errors of �̂ and �̂ are given by:

se �̂
� �

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�L22

L11L22 � L2
12

s
; se �̂ð Þ ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
�L11

L11L22 � L2
12

s
:

An estimate of the correlation coefficient of �̂ and �̂ is given by:

L12ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
L12L22
p :

Note: if an estimate of the original argument � is required, then

�̂ ¼ exp �̂
� �

and se �̂
� �

¼ �̂ se �̂
� �

:

The equations (1) and (2) are solved by the Newton–Raphson iterative method with adjustments made
to ensure that �̂ > 0:0.

4 References

Gross A J and Clark V A (1975) Survival Distributions: Reliability Applications in the Biomedical
Sciences Wiley

Kalbfleisch J D and Prentice R L (1980) The Statistical Analysis of Failure Time Data Wiley

5 Arguments

1: cens – Nag_CestMethod Input

On entry: indicates whether the data is censored or non-censored.

cens ¼ Nag NoCensored
Each observation is assumed to be exactly specified. ic is not referenced.

cens ¼ Nag Censored
Each observation is censored according to the value contained in ic½i � 1�, for
i ¼ 1; 2; . . . ; n.

Constraint: cens ¼ Nag NoCensored or Nag Censored.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 1.

3: x½n� – const double Input

On entry: x½i � 1� contains the ith observation, xi, for i ¼ 1; 2; . . . ; n.

Constraint: x½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.
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4: ic½dim� – const Integer Input

Note: the dimension, dim, of the array ic must be at least

n when cens ¼ Nag Censored;
1 otherwise.

On entry: if cens ¼ Nag Censored, then ic½i � 1� contains the censoring codes for the ith
observation, for i ¼ 1; 2; . . . ; n.

If ic½i� 1� ¼ 0, the ith observation is exactly specified.

If ic½i� 1� ¼ 1, the ith observation is right-censored.

If cens ¼ Nag NoCensored, then ic is not referenced.

Constraint: if cens ¼ Nag Censored, then ic½i � 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ; n.

5: beta – double * Output

On exit: the maximum likelihood estimate, �̂, of �.

6: gamma – double * Input/Output

On entry: indicates whether an initial estimate of � is provided.

If gamma > 0:0, it is taken as the initial estimate of � and an initial estimate of � is calculated
from this value of �.

If gamma � 0:0, then initial estimates of � and � are calculated, internally, providing the data
contains at least two distinct exact observations. (If there are only two distinct exact
observations, then the largest observation must not be exactly specified.) See Section 9 for
further details.

On exit: contains the maximum likelihood estimate, �̂, of �.

7: tol – double Input

On entry: the relative precision required for the final estimates of � and �. Convergence is
assumed when the absolute relative changes in the estimates of both � and � are less than tol.

If tol ¼ 0:0, then a relative precision of 0:000005 is used.

Constraint: machine precision � tol � 1:0 or tol ¼ 0:0.

8: maxit – Integer Input

On entry: the maximum number of iterations allowed.

If maxit � 0, then a value of 25 is used.

9: sebeta – double * Output

On exit: an estimate of the standard error of �̂.

10: segam – double * Output

On exit: an estimate of the standard error of �̂.

11: corr – double * Output

On exit: an estimate of the correlation between �̂ and �̂.

12: dev – double * Output

On exit: the maximized kernel log-likelihood, L �̂; �̂
� �

.
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13: nit – Integer * Output

On exit: the number of iterations performed.

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Iterations have failed to converge in valueh i iterations.

NE_DIVERGENCE

Iterations have diverged.

NE_INITIALIZATION

Unable to calculate initial values.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INT_ARRAY_ELEM_CONS

On entry, element valueh i of ic was not valid. ic½I � ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

On entry, there are no exact observations.

NE_OVERFLOW

Potential overflow detected.
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NE_REAL

On entry, tol is invalid: tol ¼ valueh i.

NE_REAL_ARRAY_ELEM_CONS

On entry, observation valueh i is � 0:0. x½I � ¼ valueh i.

NE_SINGULAR

Hessian matrix is singular.

7 Accuracy

Given that the Weibull distribution is a suitable model for the data and that the initial values are
reasonable the convergence to the required accuracy, indicated by tol, should be achieved.

8 Parallelism and Performance

nag_estim_weibull (g07bec) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The initial estimate of � is found by calculating a Kaplan–Meier estimate of the survival function,

Ŝ xð Þ, and estimating the gradient of the plot of log �log Ŝ xð Þ
� �� �

against x. This requires the Kaplan–

Meier estimate to have at least two distinct points.

The initial estimate of �̂, given a value of �̂, is calculated as

�̂ ¼ log
dXn

i¼1
x�̂i

0BBB@
1CCCA:

10 Example

In a study, 20 patients receiving an analgesic to relieve headache pain had the following recorded relief
times (in hours):

1:1 1:4 1:3 1:7 1:9 1:8 1:6 2:2 1:7 2:7 4:1 1:8 1:5 1:2 1:4 3:0 1:7 2:3 1:6 2:0

(See Gross and Clark (1975).) This data is read in and a Weibull distribution fitted assuming no
censoring; the parameter estimates and their standard errors are printed.

10.1 Program Text

/* nag_estim_weibull (g07bec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
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#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Scalars */
double beta, corr, dev, gamma, sebeta, segam, tol;
Integer exit_status, i, maxit, n, nit;
NagError fail;

/* Arrays */
double *x = 0;
Integer *ic = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_estim_weibull (g07bec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

/* Allocate memory */
if (!(x = NAG_ALLOC(n, double)) || !(ic = NAG_ALLOC(n, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* If data were censored then ic would also be read in.
* Leave nag_estim_weibull (g07bec) to calculate initial values
*/

gamma = 0.0;
/* Use default values for tol and maxit */
tol = 0.0;
maxit = 0;
/* nag_estim_weibull (g07bec).
* Computes maximum likelihood estimates for parameters of
* the Weibull distribution
*/

nag_estim_weibull(Nag_NoCensored, n, x, ic, &beta, &gamma, tol, maxit,
&sebeta, &segam, &corr, &dev, &nit, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_estim_weibull (g07bec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("\n");
printf("Beta = %10.4f Standard error = %10.4f\n", beta, sebeta);
printf("Gamma = %10.4f Standard error = %10.4f\n", gamma, segam);

END:
NAG_FREE(x);
NAG_FREE(ic);
return exit_status;

}

10.2 Program Data

nag_estim_weibull (g07bec) Example Program Data
20
1.1 1.4 1.3 1.7 1.9 1.8 1.6 2.2 1.7 2.7
4.1 1.8 1.5 1.2 1.4 3.0 1.7 2.3 1.6 2.0

10.3 Program Results

nag_estim_weibull (g07bec) Example Program Results

Beta = -2.1073 Standard error = 0.4627
Gamma = 2.7870 Standard error = 0.4273
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NAG Library Function Document

nag_estim_gen_pareto (g07bfc)

1 Purpose

nag_estim_gen_pareto (g07bfc) estimates parameter values for the generalized Pareto distribution by
using either moments or maximum likelihood.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_estim_gen_pareto (Integer n, const double y[], Nag_OptimOpt optopt,
double *xi, double *beta, double asvc[], double obsvc[], double *ll,
NagError *fail)

3 Description

Let the distribution function of a set of n observations

yi; i ¼ 1; 2; . . . ; n

be given by the generalized Pareto distribution:

F yð Þ ¼ 1� 1þ �y
�

� ��1=�
; � 6¼ 0

1� e�
y
�; � ¼ 0;

8<:
where

� > 0 and

y 	 0, when � 	 0;

0 � y � ��� , when � < 0.

Estimates �̂ and �̂ of the parameters � and � are calculated by using one of:

method of moments (MOM);

probability-weighted moments (PWM);

maximum likelihood estimates (MLE) that seek to maximize the log-likelihood:

L ¼ �n ln �̂ � 1þ 1

�̂

� �Xn
i¼1

ln 1þ �̂yi
�̂

 !
:

The variances and covariance of the asymptotic Normal distribution of parameter estimates �̂ and �̂ are
returned if �̂ satisfies:

�̂ < 1
4 for the MOM;

�̂ < 1
2 for the PWM method;

�̂ < �1
2 for the MLE method.

If the MLE option is exercised, the observed variances and covariance of �̂ and �̂ is returned, given by
the negative inverse Hessian of L.
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4 References

Hosking J R M and Wallis J R (1987) Parameter and quantile estimation for the generalized Pareto
distribution Technometrics 29(3)

McNeil A J, Frey R and Embrechts P (2005) Quantitative Risk Management Princeton University Press

5 Arguments

1: n – Integer Input

On entry: the number of observations.

Constraint: n > 1.

2: y½n� – const double Input

On entry: the n observations yi, for i ¼ 1; 2; . . . ; n, assumed to follow a generalized Pareto
distribution.

Constraints:

y½i� 1� 	 0:0;Xn
i¼1

y½i� 1� > 0:0.

3: optopt – Nag_OptimOpt Input

On entry: determines the method of estimation, set:

optopt ¼ Nag PWM
For the method of probability-weighted moments.

optopt ¼ Nag MOM
For the method of moments.

optopt ¼ Nag MOMMLE
For maximum likelihood with starting values given by the method of moments estimates.

optopt ¼ Nag PWMMLE
For maximum likelihood with starting values given by the method of probability-weighted
moments.

Constraint: optopt ¼ Nag PWM, Nag MOM, Nag MOMMLE or Nag PWMMLE.

4: xi – double * Output

On exit: the parameter estimate �̂.

5: beta – double * Output

On exit: the parameter estimate �̂.

6: asvc½4� – double Output

On exit: the variance-covariance of the asymptotic Normal distribution of �̂ and �̂. asvc½0�
contains the variance of �̂; asvc½3� contains the variance of �̂; asvc½1� and asvc½2� contain the
covariance of �̂ and �̂.

7: obsvc½4� – double Output

On exit: if maximum likelihood estimates are requested, the observed variance-covariance of �̂
and �̂. obsvc½0� contains the variance of �̂; obsvc½3� contains the variance of �̂; obsvc½1� and
obsvc½2� contain the covariance of �̂ and �̂.
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8: ll – double * Output

On exit: if maximum likelihood estimates are requested, ll contains the log-likelihood value L at
the end of the optimization; otherwise ll is set to �1:0.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OPTIMIZE

The optimization of log-likelihood failed to converge; no maximum likelihood estimates are
returned. Try using the other maximum likelihood option by resetting optopt. If this also fails,
moments-based estimates can be returned by an appropriate setting of optopt.

Variance of data in y is too low for method of moments optimization.

NE_REAL_ARRAY

On entry, y½ valueh i� ¼ valueh i.
Constraint: y½i� 1� 	 0:0 for all i.

NE_ZERO_SUM

The sum of y is zero within machine precision.

NW_PARAM_DIST

The asymptotic distribution of parameter estimates is invalid and the distribution of maximum
likelihood estimates cannot be calculated for the returned parameter estimates because the
Hessian matrix could not be inverted.
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NW_PARAM_DIST_ASYM

The asymptotic distribution is not available for the returned parameter estimates.

NW_PARAM_DIST_OBS

The distribution of maximum likelihood estimates cannot be calculated for the returned parameter
estimates because the Hessian matrix could not be inverted.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_estim_gen_pareto (g07bfc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The search for maximum likelihood parameter estimates is further restricted by requiring

1þ �̂yi
�̂
> 0;

as this avoids the possibility of making the log-likelihood L arbitrarily high.

10 Example

This example calculates parameter estimates for 23 observations assumed to be drawn from a
generalized Pareto distribution.

10.1 Program Text

/* nag_estim_gen_pareto (g07bfc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, n;

/* Double scalar and array declarations */
double asvc[4], beta, ll, obsvc[4], xi, *y = 0;

/* Character scalar and array declarations */
char soptopt[12];
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/* NAG types */
NagError fail;
Nag_OptimOpt optopt;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_estim_gen_pareto (g07bfc) Example Program Results\n\n");

/* Skip header in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read parameter values */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%11s%*[^\n]", &n, soptopt,
(unsigned)_countof(soptopt));

#else
scanf("%" NAG_IFMT "%11s%*[^\n]", &n, soptopt);

#endif
optopt = (Nag_OptimOpt) nag_enum_name_to_value(soptopt);

/* Allocate data array */
if (!(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read data values */
for (i = 1; i <= n; i++)

#ifdef _WIN32
scanf_s("%lf", &y[i - 1]);

#else
scanf("%lf", &y[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Calculate the GPD parameter estimates */
nag_estim_gen_pareto(n, y, optopt, &xi, &beta, asvc, obsvc, &ll, &fail);

/* Print parameter estimates */
switch (fail.code) {
case NE_NOERROR:
case NW_PARAM_DIST:
case NW_PARAM_DIST_ASYM:
case NW_PARAM_DIST_OBS:

printf(" Parameter estimates\n");
printf(" %-12s%12.6e\n %-12s%12.6e\n", "xi", xi, "beta", beta);
break;

default:
printf("Error from nag_estim_gen_pareto (g07bfc).\n%s\n", fail.message);
exit_status = -1;
goto END;

}

/* Print parameter distribution */
if (optopt == Nag_MOMMLE || optopt == Nag_PWMMLE) {

switch (fail.code) {
case NW_PARAM_DIST:
case NW_PARAM_DIST_OBS:

printf(" %s\n", fail.message);
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exit_status = -1;
break;

default:
printf("\n Observed distribution\n");
printf(" %-20s%12.6e\n %-20s%12.6e\n %-20s%12.6e\n",

"Var(xi)", obsvc[0], "Var(beta)", obsvc[3], "Covar(xi,beta)",
obsvc[1]);

printf("\n Final log-likelihood: %12.6e\n", ll);
}

}
else {

switch (fail.code) {
case NW_PARAM_DIST:
case NW_PARAM_DIST_ASYM:

printf(" %s\n", fail.message);
exit_status = -1;

default:
printf("\n Asymptotic distribution\n");
printf(" %-20s%12.6e\n %-20s%12.6e\n %-20s%12.6e\n",

"Var(xi)", asvc[0], "Var(beta)", asvc[3], "Covar(xi,beta)",
asvc[1]);

}
}

END:
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_estim_gen_pareto (g07bfc) Example Program Data
23 Nag_PWMMLE
1.5800 0.1390 2.3624 2.9435 0.1363 0.9688
0.6585 2.8011 0.9880 1.7887 0.0630 0.3862
1.5130 0.0669 1.3659 0.4256 0.3485 27.8760
5.2503 1.1028 0.5273 1.3189 0.6490

10.3 Program Results

nag_estim_gen_pareto (g07bfc) Example Program Results

Parameter estimates
xi 5.404394e-01
beta 1.040549e+00

Observed distribution
Var(xi) 7.993204e-02
Var(beta) 1.198720e-01
Covar(xi,beta) -4.550923e-02

Final log-likelihood: -3.634433e+01
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NAG Library Function Document

nag_2_sample_t_test (g07cac)

1 Purpose

nag_2_sample_t_test (g07cac) computes a t-test statistic to test for a difference in means between two
Normal populations, together with a confidence interval for the difference between the means.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_2_sample_t_test (Nag_TailProbability tail, Nag_PopVar equal,
Integer nx, Integer ny, double xmean, double ymean, double xstd,
double ystd, double clevel, double *t, double *df, double *prob,
double *dl, double *du, NagError *fail)

3 Description

Consider two independent samples, denoted by X and Y , of size nx and ny drawn from two Normal
populations with means �x and �y, and variances �2x and �2y respectively. Denote the sample means by �x

and �y and the sample variances by s2x and s2y respectively.

nag_2_sample_t_test (g07cac) calculates a test statistic and its significance level to test the null
hypothesis H0 : �x ¼ �y, together with upper and lower confidence limits for �x � �y. The test used
depends on whether or not the two population variances are assumed to be equal.

1. It is assumed that the two variances are equal, that is �2x ¼ �2y.

The test used is the two sample t-test. The test statistic t is defined by;

tobs ¼
�x� �y

s
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1=nxð Þ þ 1=ny

� �q
where s2 ¼

nx � 1ð Þs2x þ ny � 1
� �

s2y
nx þ ny � 2

is the pooled variance of the two samples.

Under the null hypothesis H0 this test statistic has a t-distribution with nx þ ny � 2
� �

degrees of
freedom.

The test of H0 is carried out against one of three possible alternatives:

(i) H1 : �x 6¼ �y; the significance level, p ¼ P t 	 tobsj jð Þ, i.e., a two tailed probability.

(ii) H1 : �x > �y; the significance level, p ¼ P t 	 tobsð Þ, i.e., an upper tail probability.

(iii) H1 : �x < �y; the significance level, p ¼ P t � tobsð Þ, i.e., a lower tail probability.

Upper and lower 100 1� �ð Þ% confidence limits for �x � �y are calculated as:

�x� �yð Þ 
 t1��=2s
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1=nxð Þ þ 1=ny

� �q
;

where t1��=2 is the 100 1� �=2ð Þ percentage point of the t-distribution with nx þ ny � 2
� �

degrees
of freedom.

2. It is not assumed that the two variances are equal.

If the population variances are not equal the usual two sample t-statistic no longer has a
t-distribution and an approximate test is used.
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This problem is often referred to as the Behrens–Fisher problem, see Kendall and Stuart (1979).
The test used here is based on Satterthwaites procedure. To test the null hypothesis the test statistic
t0 is used where

t0obs ¼
�x� �y

se �x� �yð Þ

where se �x� �yð Þ �x� �yð Þ ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
s2x
nx
þ
s2y
ny

s
.

A t-distribution with f degrees of freedom is used to approximate the distribution of t0 where

f ¼ se �x� �yð Þ4

s2x=n
2
x

nx � 1ð Þ þ
s2y=n

2
y

ny � 1
� �:

The test of H0 is carried out against one of the three alternative hypotheses described above,
replacing t by t0 and tobs by t0obs.

Upper and lower 100 1� �ð Þ% confidence limits for �x � �y are calculated as:

�x� �yð Þ 
 t1��=2 se x� �yð Þ:

where t1��=2 is the 100 1� �=2ð Þ percentage point of the t-distribution with f degrees of freedom.

4 References

Johnson M G and Kotz A (1969) The Encyclopedia of Statistics 2 Griffin

Kendall M G and Stuart A (1979) The Advanced Theory of Statistics (3 Volumes) (4th Edition) Griffin

Snedecor G W and Cochran W G (1967) Statistical Methods Iowa State University Press

5 Arguments

1: tail – Nag_TailProbability Input

On entry: indicates which tail probability is to be calculated, and thus which alternative
hypothesis is to be used.

tail ¼ Nag TwoTail
The two tail probability, i.e., H1 : �x 6¼ �y.

tail ¼ Nag UpperTail
The upper tail probability, i.e., H1 : �x > �y.

tail ¼ Nag LowerTail
The lower tail probability, i.e., H1 : �x < �y.

Constraint: tail ¼ Nag UpperTail, Nag LowerTail or Nag TwoTail.

2: equal – Nag_PopVar Input

On entry: indicates whether the population variances are assumed to be equal or not.

equal ¼ Nag PopVarEqual
The population variances are assumed to be equal, that is �2x ¼ �2y.

equal ¼ Nag PopVarNotEqual
The population variances are not assumed to be equal.

Constraint: equal ¼ Nag PopVarEqual or Nag PopVarNotEqual.
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3: nx – Integer Input

On entry: the size of the X sample, nx.

Constraint: nx 	 2.

4: ny – Integer Input

On entry: the size of the Y sample, ny.

Constraint: ny 	 2.

5: xmean – double Input

On entry: the mean of the X sample, �x.

6: ymean – double Input

On entry: the mean of the Y sample, �y.

7: xstd – double Input

On entry: the standard deviation of the X sample, sx.

Constraint: xstd > 0:0.

8: ystd – double Input

On entry: the standard deviation of the Y sample, sy.

Constraint: ystd > 0:0.

9: clevel – double Input

On entry: the confidence level, 1� �, for the specified tail. For example clevel ¼ 0:95 will give a
95% confidence interval.

Constraint: 0:0 < clevel < 1:0.

10: t – double * Output

On exit: contains the test statistic, tobs or t0obs.

11: df – double * Output

On exit: contains the degrees of freedom for the test statistic.

12: prob – double * Output

On exit: contains the significance level, that is the tail probability, p, as defined by tail.

13: dl – double * Output

On exit: contains the lower confidence limit for �x � �y.

14: du – double * Output

On exit: contains the upper confidence limit for �x � �y.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_BAD_PARAM

On entry, argument equal had an illegal value.

On entry, argument tail had an illegal value.

NE_INT_ARG_LT

On entry, nx ¼ valueh i.
Constraint: nx 	 2.

On entry, ny ¼ valueh i.
Constraint: ny 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_GE

On entry, clevel must not be greater than or equal to 1.0: clevel ¼ valueh i.

NE_REAL_ARG_LE

On entry, clevel must not be less than or equal to 0.0: clevel ¼ valueh i.
On entry, xstd must not be less than or equal to 0.0: xstd ¼ valueh i.
On entry, ystd must not be less than or equal to 0.0: ystd ¼ valueh i.

7 Accuracy

The computed probability and the confidence limits should be accurate to approximately five significant
figures.

8 Parallelism and Performance

nag_2_sample_t_test (g07cac) is not threaded in any implementation.

9 Further Comments

The sample means and standard deviations can be computed using nag_summary_stats_onevar (g01atc).

10 Example

The following example program reads the two sample sizes and the sample means and standard
deviations for two independent samples. The data is taken from page 116 of Snedecor and Cochran
(1967) from a test to compare two methods of estimating the concentration of a chemical in a vat. A
test of the equality of the means is carried out first assuming that the two population variances are equal
and then making no assumption about the equality of the population variances.

10.1 Program Text

/* nag_2_sample_t_test (g07cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
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*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Local variables */
double prob, xstd, ystd;
double t;
double xmean, ymean, df, dl, du;
double clevel;

Integer exit_status = 0, nx, ny;
NagError fail;

INIT_FAIL(fail);

printf("nag_2_sample_t_test (g07cac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &nx, &ny);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &nx, &ny);
#endif
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf", &xmean, &ymean, &xstd, &ystd);
#else

scanf("%lf %lf %lf %lf", &xmean, &ymean, &xstd, &ystd);
#endif
#ifdef _WIN32

scanf_s("%lf", &clevel);
#else

scanf("%lf", &clevel);
#endif

/* nag_2_sample_t_test (g07cac).
* Computes t-test statistic for a difference in means
* between two Normal populations, confidence interval
*/

nag_2_sample_t_test(Nag_TwoTail, Nag_PopVarEqual, nx, ny, xmean, ymean,
xstd, ystd, clevel, &t, &df, &prob, &dl, &du, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_2_sample_t_test (g07cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nAssuming population variances are equal.\n\n");
printf("t test statistic = %10.4f\n", t);
printf("Degrees of freedom = %8.1f\n", df);
printf("Significance level = %8.4f\n", prob);
printf("Lower confidence limit for difference in means = %10.4f\n", dl);
printf("Upper confidence limit for difference in means = %10.4f\n\n", du);

/* nag_2_sample_t_test (g07cac), see above. */
nag_2_sample_t_test(Nag_TwoTail, Nag_PopVarNotEqual, nx, ny, xmean, ymean,

xstd, ystd, clevel, &t, &df, &prob, &dl, &du, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2_sample_t_test (g07cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("\nNo assumptions about population variances.\n\n");
printf("t test statistic = %10.4f\n", t);
printf("Degrees of freedom = %8.4f\n", df);
printf("Significance level = %8.4f\n", prob);
printf("Lower confidence limit for difference in means = %10.4f\n", dl);
printf("Upper confidence limit for difference in means = %10.4f\n", du);

END:
return exit_status;

}

10.2 Program Data

nag_2_sample_t_test (g07cac) Example Program Data
4 8
25.0 21.0
0.8185 4.2083
0.95

10.3 Program Results

nag_2_sample_t_test (g07cac) Example Program Results

Assuming population variances are equal.

t test statistic = 1.8403
Degrees of freedom = 10.0
Significance level = 0.0955
Lower confidence limit for difference in means = -0.8429
Upper confidence limit for difference in means = 8.8429

No assumptions about population variances.

t test statistic = 2.5922
Degrees of freedom = 7.9925
Significance level = 0.0320
Lower confidence limit for difference in means = 0.4410
Upper confidence limit for difference in means = 7.5590
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NAG Library Function Document

nag_median_1var (g07dac)

1 Purpose

nag_median_1var (g07dac) finds the median, median absolute deviation, and a robust estimate of the
standard deviation for a set of ungrouped data.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_median_1var (Integer n, const double x[], double y[], double *xme,
double *xmd, double *xsd, NagError *fail)

3 Description

The data consists of a sample of size n, denoted by x1; x2; . . . ; xn, drawn from a random variable X.
nag_median_1var (g07dac) first computes the median

�med ¼ medi xif g

and from this the median absolute deviation can be computed,

�med ¼ medi xi � �medj jf g:

Finally, a robust estimate of the standard deviation is computed,

�0med ¼ �med=�
�1 0:75ð Þ

where ��1 0:75ð Þ is the value of the inverse standard Normal function at the point 0.75.
nag_median_1var (g07dac) is based upon the algorithm used in the function LTMDDV in the
ROBETH library, see Marazzi (1987).

4 References

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Subroutines for robust and bounded influence regression in ROBETH Cah. Rech.
Doc. IUMSP, No. 3 ROB 2 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n > 1.

2: x½n� – const double Input

On entry: the vector of observations, x1; x2; . . . ; xn.

3: y½n� – double Output

On exit: the observations sorted into ascending order.
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4: xme – double * Output

On exit: the median, �med.

5: xmd – double * Output

On exit: the median absolute deviation, �med.

6: xsd – double * Output

On exit: the robust estimate of the standard deviation, �0med.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_GT

On entry, n ¼ valueh i.
Constraint: n � valueh i.

NE_INT_ARG_LE

On entry, n ¼ valueh i.
Constraint: n > 1.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_median_1var (g07dac) is not threaded in any implementation.

9 Further Comments

nag_median_1var (g07dac) may be called with the same actual array supplied for arguments x and y, in
which case the sorted data values will overwrite the original contents of x.

10 Example

The following program reads in a set of data consisting of eleven observations of a variable x. The
median, median absolute deviation and a robust estimate of the standard deviation are calculated and
printed along with the sorted data in output array y.

10.1 Program Text

/* nag_median_1var (g07dac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
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#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

Integer exit_status = 0, i, n;
NagError fail;
double *x = 0, xmd, xme, xsd, *y = 0;

INIT_FAIL(fail);

printf("nag_median_1var (g07dac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif

if (n > 1) {
if (!(x = NAG_ALLOC(n, double)) || !(y = NAG_ALLOC(n, double))

)
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
/* nag_median_1var (g07dac).
* Robust estimation, median, median absolute deviation,
* robust standard deviation
*/

nag_median_1var(n, x, y, &xme, &xmd, &xsd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_median_1var (g07dac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Output y:\n");
for (i = 0; i < n; ++i)

printf("%6.3f%s", y[i], (i % 11 == 10 || i == n - 1) ? "\n" : " ");
printf("\nxme = %6.3f, xmd = %6.3f, xsd = %6.3f\n", xme, xmd, xsd);

END:
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_median_1var (g07dac) Example Program Data
11
13.0 11.0 16.0 5.0 3.0 18.0 9.0 8.0 6.0 27.0 7.0
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10.3 Program Results

nag_median_1var (g07dac) Example Program Results
Output y:
3.000 5.000 6.000 7.000 8.000 9.000 11.000 13.000 16.000 18.000 27.000

xme = 9.000, xmd = 4.000, xsd = 5.930
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NAG Library Function Document

nag_robust_m_estim_1var (g07dbc)

1 Purpose

nag_robust_m_estim_1var (g07dbc) computes an M-estimate of location with (optional) simultaneous
estimation of the scale using Huber's algorithm.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_robust_m_estim_1var (Nag_SigmaSimulEst sigma_est, Integer n,
const double x[], Nag_PsiFun psifun, double c, double h1, double h2,
double h3, double dchi, double *theta, double *sigma, Integer maxit,
double tol, double rs[], Integer *nit, double sorted_x[],
NagError *fail)

3 Description

The data consists of a sample of size n, denoted by x1; x2; . . . ; xn, drawn from a random variable X.

The xi are assumed to be independent with an unknown distribution function of the form

F xi � �ð Þ=�ð Þ

where � is a location argument, and � is a scale argument. M-estimators of � and � are given by the
solution to the following system of equations:Xn

i¼1
 xi � �̂
� �

=�̂
� �

¼ 0 ð1Þ

Xn
i¼1
� xi � �̂
� �

=�̂
� �

¼ n� 1ð Þ� ð2Þ

where  and � are given functions, and � is a constant, such that �̂ is an unbiased estimator when xi,
for i ¼ 1; 2; . . . ; n, has a normal distribution. Optionally, the second equation can be omitted and the
first equation is solved for �̂ using an assigned value of � ¼ �c.

The values of  xi��̂
�̂

� �
�̂ are known as the Winsorized residuals.

The following functions are available for  and � in nag_robust_m_estim_1var (g07dbc):

(a) Null Weights

 tð Þ ¼ t � tð Þ ¼ t2

2

Use of these null functions leads to the mean and standard deviation of the data.

(b) Huber's Function

 tð Þ ¼ max �c;min c; tð Þð Þ � tð Þ ¼ tk k2
2 tk k � d

� tð Þ ¼ d2

2 tk k > d
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(c) Hampel's Piecewise Linear Function

 h1;h2;h3 tð Þ ¼ � h1;h2;h3 �tð Þ
¼ t 0 � t � h1 � tð Þ ¼ tj j2

2 tj j � d
¼ h1 h1 � t � h2
¼ h1 h3 � tð Þ= h3 � h2ð Þ h2 � t � h3 � tð Þ ¼ d2

2 tj j > d
¼ 0 t > h3

(d) Andrew's Sine Wave Function

 tð Þ ¼ sin t �	 � t � 	 � tð Þ ¼ tj j2
2 tj j � d

¼ 0 otherwise � tð Þ ¼ d2

2 tj j > d

(e) Tukey's Bi-weight

 tð Þ ¼ t 1� t2
� �2 tj j � 1 � tð Þ ¼ tj j2

2 tj j � d
¼ 0 otherwise � tð Þ ¼ d2

2 tj j > d

where c, h1, h2, h3 and d are constants.

Equations (1) and (2) are solved by a simple iterative procedure suggested by Huber:

�̂k ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

� n� 1ð Þ
Xn
i¼1
�

xi � �̂k�1
�̂k�1

 ! !
�̂2k�1

vuut
and

�̂k ¼ �̂k�1 þ
1

n

Xn
i¼1
 

xi � �̂k�1
�̂k

 !
�̂k

or

�̂k ¼ �c; if � is fixed:

The initial values for �̂ and �̂ may either be user-supplied or calculated within nag_robust_m_es
tim_1var (g07dbc) as the sample median and an estimate of � based on the median absolute deviation
respectively.

nag_robust_m_estim_1var (g07dbc) is based upon subroutine LYHALG within the ROBETH library,
see Marazzi (1987).

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Subroutines for robust estimation of location and scale in ROBETH Cah. Rech. Doc.
IUMSP, No. 3 ROB 1 Institut Universitaire de Médecine Sociale et Préventive, Lausanne
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5 Arguments

1: sigma est – Nag_SigmaSimulEst Input

On entry: the value assigned to sigma_est determines whether �̂ is to be simultaneously
estimated.

sigma est ¼ Nag SigmaBypas
The estimation of �̂ is bypassed and sigma is set equal to �c;

sigma est ¼ Nag SigmaSimul
�̂ is estimated simultaneously.

Constraint: sigma est ¼ Nag SigmaBypas or Nag SigmaSimul.

2: n – Integer Input

On entry: the number of observations, n.

Constraint: n > 1.

3: x½n� – const double Input

On entry: the vector of observations, x1; x2; . . . ; xn.

4: psifun – Nag_PsiFun Input

On entry: which  function is to be used.

psifun ¼ Nag Lsq

 tð Þ ¼ t:
psifun ¼ Nag HuberFun

Huber's function.

psifun ¼ Nag HampelFun
Hampel's piecewise linear function.

psifun ¼ Nag AndrewFun
Andrew's sine wave.

psifun ¼ Nag TukeyFun
Tukey's bi-weight.

Co n s t r a i n t : psifun ¼ Nag Lsq, Nag HuberFun, Nag HampelFun, Nag AndrewFun o r
Nag TukeyFun.

5: c – double Input

On entry: must specify the argument, c, of Huber's  function, if psifun ¼ Nag HuberFun. c is
not referenced if psifun 6¼ Nag HuberFun.

Constraint: c > 0:0 if psifun ¼ Nag HuberFun.

6: h1 – double Input
7: h2 – double Input
8: h3 – double Input

On entry: h1, h2, and h3 must specify the arguments h1, h2, and h3, of Hampel's piecewise linear
 function, if psifun ¼ Nag HampelFun. h1 , h2 , and h3 are not referenced if
psifun 6¼ Nag HampelFun.

Constraint: 0 � h1 � h2 � h3 and h3 > 0:0 if psifun ¼ Nag HampelFun.
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9: dchi – double Input

On entry: the argument, d, of the � function. dchi is not referenced if psifun ¼ Nag Lsq.

Constraint: dchi > 0:0 if psifun 6¼ Nag Lsq.

10: theta – double * Input/Output

On entry: if sigma > 0 then theta must be set to the required starting value of the estimation of
the location argument �̂. A reasonable initial value for �̂ will often be the sample mean or
median.

On exit: the M-estimate of the location argument, �̂.

11: sigma – double * Input/Output

The role of sigma depends on the value assigned to sigma_est (see above) as follows.

If sigma est ¼ Nag SigmaSimul:

On entry: sigma must be assigned a value which determines the values of the starting points for
the calculations of �̂ and �̂. If sigma � 0:0 then nag_robust_m_estim_1var (g07dbc) will
determine the starting points of �̂ and �̂. Otherwise the value assigned to sigma will be taken as
the starting point for �̂, and theta must be assigned a value before entry, see above.

If sigma est ¼ Nag SigmaBypas:

On entry: sigma must be assigned a value which determines the value of �c, which is held fixed
during the iterations, and the starting value for the calculation of �̂. If sigma � 0, then
nag_robust_m_estim_1var (g07dbc) will determine the value of �c as the median absolute
deviation adjusted to reduce bias (see G07DAF) and the starting point for �̂. Otherwise, the value
assigned to sigma will be taken as the value of �c and theta must be assigned a relevant value
before entry, see above.

On exi t : s igma contains the M – est imate of the scale argument , �̂, i f
sigma est ¼ Nag SigmaSimul on entry, otherwise sigma will contain the initial fixed value �c.

12: maxit – Integer Input

On entry: the maximum number of iterations that should be used during the estimation.

Suggested value: p maxit ¼ 50.

Constraint: maxit > 0.

13: tol – double Input

On entry: the relative precision for the final estimates. Convergence is assumed when the
increments for theta, and sigma are less than tol�max 1:0; �k�1ð Þ.
Constraint: tol > 0:0.

14: rs½n� – double Output

On exit: the Winsorized residuals.

15: nit – Integer * Output

On exit: the number of iterations that were used during the estimation.

16: sorted x½n� – double Output

On exit: if sigma � 0:0 on entry, sorted_x will contain the n observations in ascending order.
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17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ENUM_ARG_CONS

On entry, h1 ¼ valueh i, h2 ¼ valueh i and psifun ¼ valueh i. These arguments must satisfy
h1 � h2, psifun ¼ Nag HampelFun.

On entry, h1 ¼ valueh i, h3 ¼ valueh i and psifun ¼ valueh i. These arguments must satisfy
h1 � h3, psifun ¼ Nag HampelFun.

On entry, h2 ¼ valueh i, h3 ¼ valueh i and psifun ¼ valueh i. These arguments must satisfy
h2 � h3, psifun ¼ Nag HampelFun.

NE_3_REAL_ENUM_ARG_CONS

On entry, h1 ¼ valueh i, h2 ¼ valueh i, h3 ¼ valueh i, psifun ¼ valueh i. These arguments must
satisfy h1 ¼ h2=h3 6¼ 0:0, psifun ¼ Nag HampelFun.

NE_ALL_ELEMENTS_EQUAL

On entry, all the values in the array x must not be equal.

NE_BAD_PARAM

On entry, argument psifun had an illegal value.

On entry, argument sigma_est had an illegal value.

NE_ESTIM_SIGMA_ZERO

The estimated value of sigma was � 0:0 during an iteration.

NE_INT_ARG_LE

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_LE

On entry, tol must not be less than or equal to 0.0: tol ¼ valueh i.

NE_REAL_ENUM_ARG_CONS

On ent ry, c ¼ valueh i, psifun ¼ valueh i. These argument s must sa t i s fy c > 0:0,
psifun ¼ Nag HuberFun.

On entry, dchi ¼ valueh i, psifun ¼ valueh i. These arguments must satisfy dchi > 0:0,
psifun 6¼ Nag Lsq.

On entry, h1 ¼ valueh i, psifun ¼ valueh i. These arguments must satisfy h1 	 0:0,
psifun ¼ Nag HampelFun.
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NE_TOO_MANY

Too many iterations ( valueh i ).

NE_WINS_RES_ZERO

The Winsorized residuals are zero.

On completion of the iterations, the Winsorized residuals were all zero. This may occur when
using the sigma est ¼ Nag SigmaBypas option with a redescending  function, i.e., Hampel's
piecewise linear function, Andrew's sine wave, and Tukey's biweight.

If the given value of � is too small, then the standardized residuals xi��̂k
�c

, will be large and all the
residuals may fall into the region for which  tð Þ ¼ 0. This may incorrectly terminate the
iterations thus making theta and sigma invalid.

Re-enter the function with a larger value of �c or with sigma est ¼ Nag SigmaSimul.

7 Accuracy

On successful exit the accuracy of the results is related to the value of TOL, see Section 4.

8 Parallelism and Performance

nag_robust_m_estim_1var (g07dbc) is not threaded in any implementation.

9 Further Comments

When you supply the initial values, care has to be taken over the choice of the initial value of �. If too

small a value of � is chosen then initial values of the standardized residuals xi��̂k
� will be large. If the

redescending  functions are used, i.e., Hampel's piecewise linear function, Andrew's sine wave, or
Tukey's bi-weight, then these large values of the standardized residuals are Winsorized as zero. If a
sufficient number of the residuals fall into this category then a false solution may be returned, see
Hampel et al. (1986).

10 Example

The following program reads in a set of data consisting of eleven observations of a variable X.

For this example, Hampels's Piecewise Linear Function is used (psifun ¼ Nag HampelFun), values for
h1, h2 and h3 along with d for the � function, being read from the data file.

Using the following starting values various estimates of � and � are calculated and printed along with
the number of iterations used:

(a) nag_robust_m_estim_1var (g07dbc) determines the starting values, � is estimated simultaneously.

(b) You supply the starting values, � is estimated simultaneously.

(c) nag_robust_m_estim_1var (g07dbc) determines the starting values, � is fixed.

(d) You supply the starting values, � is fixed.

10.1 Program Text

/* nag_robust_m_estim_1var (g07dbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/
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#include <nag.h>
#include <nag_stdlib.h>
#include <nag_string.h>
#include <stdio.h>
#include <nagg07.h>

int main(void)
{

Integer exit_status = 0, i, maxit, n, nit;
Nag_SigmaSimulEst sigma_est;
char sigma_est_str[40];
double c, dchi, h1, h2, h3, *rs = 0, sigma, sigsav, *sorted_x = 0,

thesav, theta;
double tol, *x = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_robust_m_estim_1var (g07dbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]\n");
#else

scanf("%*[^\n]\n");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %*[^\n]\n", &n);
#else

scanf("%" NAG_IFMT " %*[^\n]\n", &n);
#endif

if (n > 1) {
if (!(x = NAG_ALLOC(n, double)) ||

!(rs = NAG_ALLOC(n, double)) || !(sorted_x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i - 1]);

#else
scanf("%lf", &x[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n]\n");
#else

scanf("%*[^\n]\n");
#endif
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf %" NAG_IFMT " %*[^\n]\n", &h1, &h2, &h3, &dchi,
&maxit);

#else
scanf("%lf %lf %lf %lf %" NAG_IFMT " %*[^\n]\n", &h1, &h2, &h3, &dchi,

&maxit);
#endif

printf("%25sInput parameters Output parameters\n", "");
printf(" sigma_est sigma theta tol sigma theta\n\n");

#ifdef _WIN32
while ((scanf_s("%39s %lf %lf %lf%*[^\n]", sigma_est_str,

(unsigned)_countof(sigma_est_str), &sigma, &theta, &tol))
!= EOF) {

#else
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while ((scanf("%39s %lf %lf %lf%*[^\n]", sigma_est_str, &sigma, &theta,
&tol)) != EOF) {

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

sigma_est = (Nag_SigmaSimulEst) nag_enum_name_to_value(sigma_est_str);
sigsav = sigma;
thesav = theta;
c = 0.0;

/* nag_robust_m_estim_1var (g07dbc).
* Robust estimation, M-estimates for location and scale
* parameters, standard weight functions
*/

nag_robust_m_estim_1var(sigma_est, n, x, Nag_HampelFun, c, h1, h2, h3,
dchi, &theta, &sigma, maxit, tol, rs, &nit,
sorted_x, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_estim_1var (g07dbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("%s %8.4f %8.4f %7.4f %9.4f %8.4f\n", sigma_est_str,
sigsav, thesav, tol, sigma, theta);

}

END:
NAG_FREE(x);
NAG_FREE(rs);
NAG_FREE(sorted_x);

return exit_status;
}

10.2 Program Data

nag_robust_m_estim_1var (g07dbc) Example Program Data
11 : Number of observations
13.0 11.0 16.0 5.0 3.0 18.0 9.0 8.0 6.0 27.0 7.0 : Observations
1.5 3.0 4.5 1.5 50 : h1 h2 h3 dchi maxit
Nag_SigmaSimul -1.0 0.0 0.0001 : sigma_est sigma theta tol
Nag_SigmaSimul 7.0 2.0 0.0001
Nag_SigmaBypas -1.0 0.0 0.0001
Nag_SigmaBypas 7.0 2.0 0.0001

10.3 Program Results

nag_robust_m_estim_1var (g07dbc) Example Program Results

Input parameters Output parameters
sigma_est sigma theta tol sigma theta

Nag_SigmaSimul -1.0000 0.0000 0.0001 6.3247 10.5487
Nag_SigmaSimul 7.0000 2.0000 0.0001 6.3249 10.5487
Nag_SigmaBypas -1.0000 0.0000 0.0001 5.9304 10.4896
Nag_SigmaBypas 7.0000 2.0000 0.0001 7.0000 10.6500
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NAG Library Function Document

nag_robust_m_estim_1var_usr (g07dcc)

1 Purpose

nag_robust_m_estim_1var_usr (g07dcc) computes an M-estimate of location with (optional)
simultaneous estimation of scale, where you provide the weight functions.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_robust_m_estim_1var_usr (

double (*chi)(double t, Nag_Comm *comm),

double (*psi)(double t, Nag_Comm *comm),

Integer isigma, Integer n, const double x[], double beta, double *theta,
double *sigma, Integer maxit, double tol, double rs[], Integer *nit,
Nag_Comm *comm, NagError *fail)

3 Description

The data consists of a sample of size n, denoted by x1; x2; . . . ; xn, drawn from a random variable X.

The xi are assumed to be independent with an unknown distribution function of the form,

F xi � �ð Þ=�ð Þ

where � is a location argument, and � is a scale argument. M-estimators of � and � are given by the
solution to the following system of equations;Xn
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where  and � are user-supplied weight functions, and � is a constant. Optionally the second equation
can be omitted and the first equation is solved for �̂ using an assigned value of � ¼ �c.
The constant � should be chosen so that �̂ is an unbiased estimator when xi, for i ¼ 1; 2; . . . ; n has a
Normal distribution. To achieve this the value of � is calculated as:
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�̂ are known as the Winsorized residuals.

The equations are solved by a simple iterative procedure, suggested by Huber:
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�̂k ¼ �̂k�1 þ 1
n

Xn
i¼1
 

xi � �̂k�1
�̂k

 !
�̂k

or

�̂k ¼ �c
if � is fixed.

The initial values for �̂ and �̂ may be user-supplied or calculated within nag_robust_m_estim_1var
(g07dbc) as the sample median and an estimate of � based on the median absolute deviation
respectively.

nag_robust_m_estim_1var_usr (g07dcc) is based upon function LYHALG within the ROBETH library,
see Marazzi (1987).

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley

Marazzi A (1987) Subroutines for robust estimation of location and scale in ROBETH Cah. Rech. Doc.
IUMSP, No. 3 ROB 1 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

5 Arguments

1: chi – function, supplied by the user External Function

chi must return the value of the weight function � for a given value of its argument. The value of
� must be non-negative.

The specification of chi is:

double chi (double t, Nag_Comm *comm)

1: t – double Input

On entry: the argument for which chi must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to chi.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_estim_1var_usr
(g07dcc) you may allocate memory and initialize these pointers with various
quantities for use by chi when called from nag_robust_m_estim_1var_usr
(g07dcc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

2: psi – function, supplied by the user External Function

psi must return the value of the weight function  for a given value of its argument.

The specification of psi is:

double psi (double t, Nag_Comm *comm)
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1: t – double Input

On entry: the argument for which psi must be evaluated.

2: comm – Nag_Comm *

Pointer to structure of type Nag_Comm; the following members are relevant to psi.

user – double *
iuser – Integer *
p – Pointer

The type Pointer will be void *. Before calling nag_robust_m_estim_1var_usr
(g07dcc) you may allocate memory and initialize these pointers with various
quantities for use by psi when called from nag_robust_m_estim_1var_usr
(g07dcc) (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

3: isigma – Integer Input

On entry: the value assigned to isigma determines whether �̂ is to be simultaneously estimated.

isigma ¼ 0
The estimation of �̂ is bypassed and sigma is set equal to �c.

isigma ¼ 1
�̂ is estimated simultaneously.

4: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

5: x½n� – const double Input

On entry: the vector of observations, x1; x2; . . . ; xn.

6: beta – double Input

On entry: the value of the constant � of the chosen chi function.

Constraint: beta > 0:0.

7: theta – double * Input/Output

On entry: if sigma > 0, then theta must be set to the required starting value of the estimate of
the location argument �̂. A reasonable initial value for �̂ will often be the sample mean or
median.

On exit: the M-estimate of the location argument �̂.

8: sigma – double * Input/Output

On entry: the role of sigma depends on the value assigned to isigma as follows.

If isigma ¼ 1, sigma must be assigned a value which determines the values of the starting points
for the calculation of �̂ and �̂. If sigma � 0:0, then nag_robust_m_estim_1var_usr (g07dcc) will
determine the starting points of �̂ and �̂. Otherwise, the value assigned to sigma will be taken as
the starting point for �̂, and theta must be assigned a relevant value before entry, see above.

If isigma ¼ 0, sigma must be assigned a value which determines the values of �c, which is held
fixed during the iterations, and the starting value for the calculation of �̂. If sigma � 0, then
nag_robust_m_estim_1var_usr (g07dcc) will determine the value of �c as the median absolute
deviation adjusted to reduce bias (see nag_median_1var (g07dac)) and the starting point for �.
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Otherwise, the value assigned to sigma will be taken as the value of �c and theta must be
assigned a relevant value before entry, see above.

On exit: the M-estimate of the scale argument �̂, if isigma was assigned the value 1 on entry,
otherwise sigma will contain the initial fixed value �c.

9: maxit – Integer Input

On entry: the maximum number of iterations that should be used during the estimation.

Suggested value: maxit ¼ 50.

Constraint: maxit > 0.

10: tol – double Input

On entry: the relative precision for the final estimates. Convergence is assumed when the
increments for theta, and sigma are less than tol�max 1:0; �k�1ð Þ.
Constraint: tol > 0:0.

11: rs½n� – double Output

On exit: the Winsorized residuals.

12: nit – Integer * Output

On exit: the number of iterations that were used during the estimation.

13: comm – Nag_Comm *

The NAG communication argument (see Section 2.3.1.1 in How to Use the NAG Library and its
Documentation).

14: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_FUN_RET_VAL

The chi function returned a negative value: chi ¼ valueh i.

NE_INT

On entry, isigma ¼ valueh i.
Constraint: isigma ¼ 0 or 1.

On entry, maxit ¼ valueh i.
Constraint: maxit > 0.

On entry, n ¼ valueh i.
Constraint: n > 1.
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NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, beta ¼ valueh i.
Constraint: beta > 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_REAL_ARRAY_ELEM_CONS

All elements of x are equal.

NE_SIGMA_NEGATIVE

Current estimate of sigma is zero or negative: sigma ¼ valueh i.

NE_TOO_MANY_ITER

Number of iterations required exceeds maxit: maxit ¼ valueh i.

NE_ZERO_RESID

All winsorized residuals are zero.

7 Accuracy

On successful exit the accuracy of the results is related to the value of tol, see Section 5.

8 Parallelism and Performance

nag_robust_m_estim_1var_usr (g07dcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_robust_m_estim_1var_usr (g07dcc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

Standard forms of the functions  and � are given in Hampel et al. (1986), Huber (1981) and Marazzi
(1987). nag_robust_m_estim_1var (g07dbc) calculates M-estimates using some standard forms for  
and �.

When you supply the initial values, care has to be taken over the choice of the initial value of �. If too

small a value is chosen then initial values of the standardized residuals
xi � �̂k
�

will be large. If the

redescending  functions are used, i.e.,  ¼ 0 if tj j > � , for some positive constant � , then these large
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values are Winsorized as zero. If a sufficient number of the residuals fall into this category then a false
solution may be returned, see page 152 of Hampel et al. (1986).

10 Example

The following program reads in a set of data consisting of eleven observations of a variable X.

The psi and chi functions used are Hampel's Piecewise Linear Function and Hubers chi function
respectively.

Using the following starting values various estimates of � and � are calculated and printed along with
the number of iterations used:

(a) nag_robust_m_estim_1var_usr (g07dcc) determined the starting values, � is estimated simulta-
neously.

(b) You must supply the starting values, � is estimated simultaneously.

(c) nag_robust_m_estim_1var_usr (g07dcc) determined the starting values, � is fixed.

(d) You must supply the starting values, � is fixed.

10.1 Program Text

/* nag_robust_m_estim_1var_usr (g07dcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <math.h>
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

#ifdef __cplusplus
extern "C"
{
#endif

static double NAG_CALL chi(double t, Nag_Comm *comm);
static double NAG_CALL psi(double t, Nag_Comm *comm);

#ifdef __cplusplus
}
#endif

int main(void)
{

/* Scalars */
double beta, sigma, sigsav, thesav, theta, tol;
Integer exit_status, i, isigma, maxit, n, nit;
NagError fail;
Nag_Comm comm;

/* Arrays */
static double ruser[2] = { -1.0, -1.0 };
double *rs = 0, *x = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_robust_m_estim_1var_usr (g07dcc) Example Program Results\n");

/* For communication with user-supplied functions: */
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comm.user = ruser;

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif
/* Allocate memory */
if (!(rs = NAG_ALLOC(n, double)) || !(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf("\n");

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%" NAG_IFMT "%*[^\n] ", &beta, &maxit);

#else
scanf("%lf%" NAG_IFMT "%*[^\n] ", &beta, &maxit);

#endif
printf(" Input parameters Output parameters\n");
printf("isigma sigma theta tol sigma theta\n");

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT "%lf%lf%lf%*[^\n] ", &isigma, &sigma,

&theta, &tol) != EOF) {
#else

while (scanf("%" NAG_IFMT "%lf%lf%lf%*[^\n] ", &isigma, &sigma,
&theta, &tol) != EOF) {

#endif
sigsav = sigma;
thesav = theta;

/* nag_robust_m_estim_1var_usr (g07dcc).
* Robust estimation, M-estimates for location and scale
* parameters, user-defined weight functions
*/

nag_robust_m_estim_1var_usr(chi, psi, isigma, n, x, beta, &theta,
&sigma, maxit, tol, rs, &nit, &comm, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_m_estim_1var_usr (g07dcc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("%3" NAG_IFMT "%3s%8.4f%8.4f%7.4f", isigma, "", sigsav,
thesav, tol);

printf("%8.4f%8.4f\n", sigma, theta);
}

END:
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NAG_FREE(rs);
NAG_FREE(x);
return exit_status;

}

static double NAG_CALL psi(double t, Nag_Comm *comm)
{

/* Scalars */
double abst;
double ret_val;

/* Hampel’s Piecewise Linear Function. */
if (comm->user[0] == -1.0) {

printf("(User-supplied callback psi, first invocation.)\n");
comm->user[0] = 0.0;

}
abst = fabs(t);
if (abst < 4.5) {

if (abst <= 3.0) {
ret_val = MIN(1.5, abst);

}
else {

ret_val = (4.5 - abst) * 1.5 / 1.5;
}
if (t < 0.0) {

ret_val = -ret_val;
}

}
else {

ret_val = 0.0;
}
return ret_val;

} /* psi */

double NAG_CALL chi(double t, Nag_Comm *comm)
{

/* Scalars */
double abst, ps;
double ret_val;

/* Huber’s chi function. */
if (comm->user[1] == -1.0) {

printf("(User-supplied callback chi, first invocation.)\n");
comm->user[1] = 0.0;

}
abst = fabs(t);
ps = MIN(1.5, abst);
ret_val = ps * ps / 2;
return ret_val;

}

10.2 Program Data

nag_robust_m_estim_1var_usr (g07dcc) Example Program Data
11 : n, number of observations
13.0 11.0 16.0 5.0 3.0 18.0 9.0 8.0 6.0 27.0 7.0 : x, observations
0.3892326 50 : beta maxit

1 -1.0 0.0 0.0001 : isigma sigma theta tol
1 7.0 2.0 0.0001
0 -1.0 0.0 0.0001
0 7.0 2.0 0.0001
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10.3 Program Results

nag_robust_m_estim_1var_usr (g07dcc) Example Program Results

Input parameters Output parameters
isigma sigma theta tol sigma theta
(User-supplied callback chi, first invocation.)
(User-supplied callback psi, first invocation.)

1 -1.0000 0.0000 0.0001 6.3247 10.5487
1 7.0000 2.0000 0.0001 6.3249 10.5487
0 -1.0000 0.0000 0.0001 5.9304 10.4896
0 7.0000 2.0000 0.0001 7.0000 10.6500
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NAG Library Function Document

nag_robust_trimmed_1var (g07ddc)

1 Purpose

nag_robust_trimmed_1var (g07ddc) calculates the trimmed and Winsorized means of a sample and
estimates of the variances of the two means.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_robust_trimmed_1var (Integer n, const double x[], double alpha,
double *tmean, double *wmean, double *tvar, double *wvar, Integer *k,
double sx[], NagError *fail)

3 Description

nag_robust_trimmed_1var (g07ddc) calculates the �-trimmed mean and �-Winsorized mean for a given
�, as described below.

Let xi, for i ¼ 1; 2; . . . ; n, represent the n sample observations sorted into ascending order. Let k ¼ �n½ �
where y½ � represents the integer nearest to y; if 2k ¼ n then k is reduced by 1.

Then the trimmed mean is defined as:

�xt ¼
1

n� 2k

Xn�k
i¼kþ1

xi;

and the Winsorized mean is defined as:

�xw ¼
1

n

Xn�k
i¼kþ1

xi þ kxkþ1ð Þ þ kxn�kð Þ:

nag_robust_trimmed_1var (g07ddc) then calculates the Winsorized variance about the trimmed and
Winsorized means respectively and divides by n to obtain estimates of the variances of the above two
means.

Thus we have

Estimate of var �xtð Þ ¼
1

n2

Xn�k
i¼kþ1

xi � �xtð Þ2 þ k xkþ1 � �xtð Þ2 þ k xn�k � �xtð Þ2

and

Estimate of var �xwð Þ ¼
1

n2

Xn�k
i¼kþ1

xi � �xwð Þ2 þ k xkþ1 � �xwð Þ2 þ k xn�k � �xwð Þ2:

4 References

Hampel F R, Ronchetti E M, Rousseeuw P J and Stahel W A (1986) Robust Statistics. The Approach
Based on Influence Functions Wiley

Huber P J (1981) Robust Statistics Wiley
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5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 2.

2: x½n� – const double Input

On entry: the sample observations, xi, for i ¼ 1; 2; . . . ; n.

3: alpha – double Input

On entry: the proportion of observations to be trimmed at each end of the sorted sample, �.

Constraint: 0:0 � alpha < 0:5.

4: tmean – double * Output

On exit: the �-trimmed mean, �xt.

5: wmean – double * Output

On exit: the �-Winsorized mean, �xw.

6: tvar – double * Output

On exit: contains an estimate of the variance of the trimmed mean.

7: wvar – double * Output

On exit: contains an estimate of the variance of the Winsorized mean.

8: k – Integer * Output

On exit: contains the number of observations trimmed at each end, k.

9: sx½n� – double Output

On exit: contains the sample observations sorted into ascending order.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARG_GE

On entry, alpha must not be greater than or equal to 0.5: alpha ¼ valueh i.
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NE_REAL_ARG_LT

On entry, alpha must not be less than 0.0: alpha ¼ valueh i.

7 Accuracy

The results should be accurate to within a small multiple of machine precision.

8 Parallelism and Performance

nag_robust_trimmed_1var (g07ddc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_robust_trimmed_1var (g07ddc) is proportional to n.

10 Example

The following program finds the �-trimmed mean and �-Winsorized mean for a sample of 16
observations where � ¼ 0:15. The estimates of the variances of the above two means are also
calculated.

10.1 Program Text

/* nag_robust_trimmed_1var (g07ddc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg07.h>

#define NMAX 1000
int main(void)
{

/* Local variables */
Integer exit_status = 0, i, k, n;
NagError fail;
double alpha, propn, *sx = 0, tmean, tvar, wmean, wvar, *x = 0;

INIT_FAIL(fail);

printf("nag_robust_trimmed_1var (g07ddc) Example Program Results\n\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &n);

#else
scanf("%" NAG_IFMT " ", &n);

#endif
if (n >= 2) {

if (!(x = NAG_ALLOC(NMAX, double)) || !(sx = NAG_ALLOC(NMAX, double)))
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{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf ", &x[i - 1]);

#else
scanf("%lf ", &x[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%lf ", &alpha);
#else

scanf("%lf ", &alpha);
#endif

/* nag_robust_trimmed_1var (g07ddc).
* Trimmed and winsorized mean of a sample with estimates of
* the variances of the two means
*/

nag_robust_trimmed_1var(n, x, alpha, &tmean, &wmean, &tvar, &wvar, &k, sx,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_robust_trimmed_1var (g07ddc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

propn = (double) k / n;
propn = 100.0 - propn * 200.0;
printf("Statistics from middle %6.2f%% of data\n\n", propn);
printf(" Trimmed-mean = %11.4f\n", tmean);
printf(" Variance of Trimmed-mean = %11.4f\n\n", tvar);
printf(" Winsorized-mean = %11.4f\n", wmean);
printf("Variance of Winsorized-mean = %11.4f\n", wvar);

END:
NAG_FREE(x);
NAG_FREE(sx);
return exit_status;

}

10.2 Program Data

nag_robust_trimmed_1var (g07ddc) Example Program Data
16
26.0 12.0 9.0 2.0 5.0 6.0 8.0 14.0 7.0 3.0 1.0 11.0 10.0 4.0 17.0 21.0
0.15

10.3 Program Results

nag_robust_trimmed_1var (g07ddc) Example Program Results

Statistics from middle 75.00% of data

Trimmed-mean = 8.8333
Variance of Trimmed-mean = 1.5434

Winsorized-mean = 9.1250
Variance of Winsorized-mean = 1.5381
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NAG Library Function Document

nag_rank_ci_1var (g07eac)

1 Purpose

nag_rank_ci_1var (g07eac) computes a rank based (nonparametric) estimate and confidence interval for
the location argument of a single population.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_rank_ci_1var (Nag_RCIMethod method, Integer n, const double x[],
double clevel, double *theta, double *thetal, double *thetau,
double *estcl, double *wlower, double *wupper, NagError *fail)

3 Description

Consider a vector of independent observations, x ¼ x1; x2; . . . ; xnð ÞT with unknown common symmetric
density f xi � �ð Þ. nag_rank_ci_1var (g07eac) computes the Hodges–Lehmann location estimator (see
Lehmann (1975)) of the centre of symmetry �, together with an associated confidence interval. The
Hodges–Lehmann estimate is defined as

�̂ ¼ median
xi þ xj

2
; 1 � i � j � n

n o
:

Let m ¼ n nþ 1ð Þð Þ=2 and let ak , for k ¼ 1; 2; . . . ;m denote the m ordered averages xi þ xj
� �

=2 for
1 � i � j � n. Then

if m is odd, �̂ ¼ ak where k ¼ mþ 1ð Þ=2;

if m is even, �̂ ¼ ak þ akþ1ð Þ=2 where k ¼ m=2.
This estimator arises from inverting the one-sample Wilcoxon signed-rank test statistic, W x� �0ð Þ, for
testing the hypothesis that � ¼ �0. Effectively W x� �0ð Þ is a monotonically decreasing step function of
�0 with

mean Wð Þ ¼ � ¼ n nþ 1ð Þ
4

;

var Wð Þ ¼ �2 ¼ n nþ 1ð Þ 2nþ 1ð Þ
24

:

The estimate �̂ is the solution to the equation W x� �̂
� �

¼ �; two methods are available for solving

this equation. These methods avoid the computation of all the ordered averages ak; this is because for
large n both the storage requirements and the computation time would be excessive.

The first is an exact method based on a set partitioning procedure on the set of all ordered averages
xi þ xj
� �

=2 for i � j. This is based on the algorithm proposed by Monahan (1984).

The second is an iterative algorithm, based on the Illinois method which is a modification of the regula
falsi method, see McKean and Ryan (1977). This algorithm has proved suitable for the function
W x� �0ð Þ which is asymptotically linear as a function of �0.

The confidence interval limits are also based on the inversion of the Wilcoxon test statistic.

Given a desired percentage for the confidence interval, 1� �, expressed as a proportion between 0 and
1, initial estimates for the lower and upper confidence limits of the Wilcoxon statistic are found from
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Wl ¼ �� 0:5þ ���1 �=2ð Þ
� �

and

Wu ¼ �þ 0:5þ ���1 1� �=2ð Þ
� �

;

where ��1 is the inverse cumulative Normal distribution function.

Wl and Wu are rounded to the nearest integer values. These estimates are then refined using an exact
method if n � 80, and a Normal approximation otherwise, to find Wl and Wu satisfying

P W �Wlð Þ � �=2
P W �Wl þ 1ð Þ > �=2

and

P W 	Wuð Þ � �=2
P W 	Wu � 1ð Þ > �=2:

Let Wu ¼ m� k; then �l ¼ akþ1. This is the largest value �l such that W x� �lð Þ ¼Wu.

Let Wl ¼ k; then �u ¼ am�k. This is the smallest value �u such that W x� �uð Þ ¼Wl.

As in the case of �̂, these equations may be solved using either the exact or the iterative methods to find
the values �l and �u.

Then �l; �uð Þ is the confidence interval for �. The confidence interval is thus defined by those values of
�0 such that the null hypothesis, � ¼ �0, is not rejected by the Wilcoxon signed-rank test at the
100� �ð Þ% level.

4 References

Lehmann E L (1975) Nonparametrics: Statistical Methods Based on Ranks Holden–Day

Marazzi A (1987) Subroutines for robust estimation of location and scale in ROBETH Cah. Rech. Doc.
IUMSP, No. 3 ROB 1 Institut Universitaire de Médecine Sociale et Préventive, Lausanne

McKean J W and Ryan T A (1977) Algorithm 516: An algorithm for obtaining confidence intervals and
point estimates based on ranks in the two-sample location problem ACM Trans. Math. Software 10
183–185

Monahan J F (1984) Algorithm 616: Fast computation of the Hodges–Lehman location estimator ACM
Trans. Math. Software 10 265–270

5 Arguments

1: method – Nag_RCIMethod Input

On entry: specifies the method to be used.

method ¼ Nag RCI Exact
The exact algorithm is used.

method ¼ Nag RCI Approx
The iterative algorithm is used.

Constraint: method ¼ Nag RCI Exact or Nag RCI Approx.

2: n – Integer Input

On entry: n, the sample size.

Constraint: n 	 2.
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3: x½n� – const double Input

On entry: the sample observations, xi, for i ¼ 1; 2; . . . ; n.

4: clevel – double Input

On entry: the confidence interval desired.

For example, for a 95% confidence interval set clevel ¼ 0:95.

Constraint: 0:0 < clevel < 1:0.

5: theta – double * Output

On exit: the estimate of the location, �̂.

6: thetal – double * Output

On exit: the estimate of the lower limit of the confidence interval, �l.

7: thetau – double * Output

On exit: the estimate of the upper limit of the confidence interval, �u.

8: estcl – double * Output

On exit: an estimate of the actual percentage confidence of the interval found, as a proportion
between 0:0; 1:0ð Þ.

9: wlower – double * Output

On exit: the upper value of the Wilcoxon test statistic, Wu, corresponding to the lower limit of
the confidence interval.

10: wupper – double * Output

On exit: the lower value of the Wilcoxon test statistic, Wl, corresponding to the upper limit of the
confidence interval.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Warning. The iterative procedure to find an estimate of the lower confidence point had not
converged in 100 iterations.

Warning. The iterative procedure to find an estimate of Theta had not converged in 100
iterations.
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Warning. The iterative procedure to find an estimate of the upper confidence point had not
converged in 100 iterations.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, clevel is out of range: clevel ¼ valueh i.

NE_SAMPLE_IDEN

Not enough information to compute an interval estimate since the whole sample is identical. The
common value is returned in theta, thetal and thetau.

7 Accuracy

nag_rank_ci_1var (g07eac) should produce results accurate to five significant figures in the width of the
confidence interval; that is the error for any one of the three estimates should be less than
0:00001� thetau� thetalð Þ.

8 Parallelism and Performance

nag_rank_ci_1var (g07eac) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken increases with the sample size n.

10 Example

The following program calculates a 95% confidence interval for �, a measure of symmetry of the
sample of 50 observations.
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10.1 Program Text

/* nag_rank_ci_1var (g07eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Scalars */
double clevel, estcl, theta, thetal, thetau, wlower, wupper;
Integer exit_status, i, n;
NagError fail;

/* Arrays */
double *x = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_rank_ci_1var (g07eac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &n);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &n);

#endif

/* Allocate memory */
if (!(x = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &clevel);

#else
scanf("%lf%*[^\n] ", &clevel);

#endif
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/* nag_rank_ci_1var (g07eac).
* Robust confidence intervals, one-sample
*/

nag_rank_ci_1var(Nag_RCI_Exact, n, x, clevel, &theta, &thetal, &thetau,
&estcl, &wlower, &wupper, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_ci_1var (g07eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Location estimator Confidence Interval\n");
printf("\n");
printf("%10.4f ( %6.4f , %6.4f )\n", theta, thetal, thetau);
printf("\n");
printf(" Corresponding Wilcoxon statistics\n");
printf("\n");
printf(" Lower : %8.2f\n", wlower);
printf(" Upper : %8.2f\n", wupper);

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_rank_ci_1var (g07eac) Example Program Data
40
-0.23 0.35 -0.77 0.35 0.27 -0.72 0.08 -0.40 -0.76 0.45
0.73 0.74 0.83 -0.87 0.21 0.29 -0.91 -0.04 0.82 -0.38

-0.31 0.24 -0.47 -0.68 -0.77 -0.86 -0.59 0.73 0.39 -0.44
0.63 -0.22 -0.07 -0.43 -0.21 -0.31 0.64 -1.00 -0.86 -0.73
0.95

10.3 Program Results

nag_rank_ci_1var (g07eac) Example Program Results

Location estimator Confidence Interval

-0.1300 ( -0.3300 , 0.0350 )

Corresponding Wilcoxon statistics

Lower : 556.00
Upper : 264.00
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NAG Library Function Document

nag_rank_ci_2var (g07ebc)

1 Purpose

nag_rank_ci_2var (g07ebc) calculates a rank based (nonparametric) estimate and confidence interval for
the difference in location between two independent populations.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_rank_ci_2var (Nag_RCIMethod method, Integer n, const double x[],
Integer m, const double y[], double clevel, double *theta,
double *thetal, double *thetau, double *estcl, double *ulower,
double *uupper, NagError *fail)

3 Description

Consider two random samples from two populations which have the same continuous distribution
except for a shift in the location. Let the random sample, x ¼ x1; x2; . . . ; xnð ÞT, have distribution F xð Þ
and the random sample, y ¼ y1; y2; . . . ; ymð ÞT, have distribution F x� �ð Þ.

nag_rank_ci_2var (g07ebc) finds a point estimate, �̂, of the difference in location � together with an
associated confidence interval. The estimates are based on the ordered differences yj � xi. The estimate

�̂ is defined by

�̂ ¼ median yj � xi; i ¼ 1; 2; . . . ; n;j ¼ 1; 2; . . . ;m
� 

:

Let dk , for k ¼ 1; 2; . . . ; nm, denote the nm (ascendingly) ordered differences yj � xi, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m. Then

if nm is odd, �̂ ¼ dk where k ¼ nm� 1ð Þ=2;

if nm is even, �̂ ¼ dk þ dkþ1ð Þ=2 where k ¼ nm=2.
This estimator arises from inverting the two sample Mann–Whitney rank test statistic, U �0ð Þ, for testing
the hypothesis that � ¼ �0. Thus U �0ð Þ is the value of the Mann–Whitney U statistic for the two
independent samples xi þ �0ð Þ; for i ¼ 1; 2; . . . ; nf g and yj; for j ¼ 1; 2; . . . ;m

� 
. Effectively U �0ð Þ is

a monotonically increasing step function of �0 with

mean Uð Þ ¼ � ¼ nm
2
;

var Uð Þ ¼ �2nm nþmþ 1ð Þ
12

:

The estimate �̂ is the solution to the equation U �̂
� �
¼ �; two methods are available for solving this

equation. These methods avoid the computation of all the ordered differences dk; this is because for
large n and m both the storage requirements and the computation time would be high.

The first is an exact method based on a set partitioning procedure on the set of all differences yj � xi,
for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ;m. This is adapted from the algorithm proposed by Monahan (1984)
for the computation of the Hodges–Lehmann estimator for a single population.

The second is an iterative algorithm, based on the Illinois method which is a modification of the regula
falsi method, see McKean and Ryan (1977). This algorithm has proved suitable for the function U �0ð Þ
which is asymptotically linear as a function of �0.
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The confidence interval limits are also based on the inversion of the Mann–Whitney test statistic.

Given a desired percentage for the confidence interval, 1� �, expressed as a proportion between 0:0
and 1:0 initial estimates of the upper and lower confidence limits for the Mann–Whitney U statistic are
found;

Ul ¼ �� 0:5þ �� ��1 �=2ð Þ
� �

Uu ¼ �þ 0:5þ �� ��1 1� �ð Þ=2ð Þ
� �

where ��1 is the inverse cumulative Normal distribution function.

Ul and Uu are rounded to the nearest integer values. These estimates are refined using an exact method,
without taking ties into account, if nþm � 40 and max n;mð Þ � 30 and a Normal approximation
otherwise, to find Ul and Uu satisfying

P U � Ulð Þ � �=2
P U � Ul þ 1ð Þ > �=2

and

P U 	 Uuð Þ � �=2
P U 	 Uu � 1ð Þ > �=2:

The function U �0ð Þ is a monotonically increasing step function. It is the number of times a score in the
second sample, yj, precedes a score in the first sample, xi þ �, where we only count a half if a score in
the second sample actually equals a score in the first.

Let Ul ¼ k; then �l ¼ dkþ1. This is the largest value �l such that U �lð Þ ¼ Ul.
Let Uu ¼ nm� k; then �u ¼ dnm�k. This is the smallest value �u such that U �uð Þ ¼ Uu.

As in the case of �̂, these equations may be solved using either the exact or iterative methods to find the
values �l and �u.

Then �l; �uð Þ is the confidence interval for �. The confidence interval is thus defined by those values of
�0 such that the null hypothesis, � ¼ �0, is not rejected by the Mann–Whitney two sample rank test at
the 100� �ð Þ% level.

4 References

Lehmann E L (1975) Nonparametrics: Statistical Methods Based on Ranks Holden–Day

McKean J W and Ryan T A (1977) Algorithm 516: An algorithm for obtaining confidence intervals and
point estimates based on ranks in the two-sample location problem ACM Trans. Math. Software 10
183–185

Monahan J F (1984) Algorithm 616: Fast computation of the Hodges–Lehman location estimator ACM
Trans. Math. Software 10 265–270

5 Arguments

1: method – Nag_RCIMethod Input

On entry: specifies the method to be used.

method ¼ Nag RCI Exact
The exact algorithm is used.

method ¼ Nag RCI Approx
The iterative algorithm is used.

Constraint: method ¼ Nag RCI Exact or Nag RCI Approx.
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2: n – Integer Input

On entry: n, the size of the first sample.

Constraint: n 	 1.

3: x½n� – const double Input

On entry: the observations of the first sample, xi, for i ¼ 1; 2; . . . ; n.

4: m – Integer Input

On entry: m, the size of the second sample.

Constraint: m 	 1.

5: y½m� – const double Input

On entry: the observations of the second sample, yj , for j ¼ 1; 2; . . . ;m.

6: clevel – double Input

On entry: the confidence interval required, 1� �; e.g., for a 95% confidence interval set
clevel ¼ 0:95.

Constraint: 0:0 < clevel < 1:0.

7: theta – double * Output

On exit: the estimate of the difference in the location of the two populations, �̂.

8: thetal – double * Output

On exit: the estimate of the lower limit of the confidence interval, �l.

9: thetau – double * Output

On exit: the estimate of the upper limit of the confidence interval, �u.

10: estcl – double * Output

On exit: an estimate of the actual percentage confidence of the interval found, as a proportion
between 0:0; 1:0ð Þ.

11: ulower – double * Output

On exit: the value of the Mann–Whitney U statistic corresponding to the lower confidence limit,
Ul.

12: uupper – double * Output

On exit: the value of the Mann–Whitney U statistic corresponding to the upper confidence limit,
Uu.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Warning. The iterative procedure to find an estimate of the lower confidence limit has not
converged in 100 iterations.

Warning. The iterative procedure to find an estimate of Theta has not converged in 100 iterations.

Warning. The iterative procedure to find an estimate of the upper confidence limit has not
converged in 100 iterations.

NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, clevel is out of range: clevel ¼ valueh i.

NE_SAMPLE_IDEN

Not enough information to compute an interval estimate since each sample has identical values.
The common difference is returned in theta, thetal and thetau.

7 Accuracy

nag_rank_ci_2var (g07ebc) should return results accurate to five significant figures in the width of the
confidence interval, that is the error for any one of the three estimates should be less than
0:00001� thetau� thetalð Þ.

8 Parallelism and Performance

nag_rank_ci_2var (g07ebc) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.
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nag_rank_ci_2var (g07ebc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken increases with the sample sizes n and m.

10 Example

The following program calculates a 95% confidence interval for the difference in location between the
two populations from which the two samples of sizes 50 and 100 are drawn respectively.

10.1 Program Text

/* nag_rank_ci_2var (g07ebc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Scalars */
double clevel, estcl, theta, thetal, thetau, ulower, uupper;
Integer exit_status, i, m, n;
NagError fail;

/* Arrays */
double *wrk = 0, *x = 0, *y = 0;
Integer *iwrk = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_rank_ci_2var (g07ebc) Example Program Results\n");

/* Skip Heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#else

scanf("%*[^\n] %" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);
#endif

/* Allocate memory */
if (!(wrk = NAG_ALLOC(600, double)) ||

!(x = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(m, double)) || !(iwrk = NAG_ALLOC(300, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s(" %*[^\n] ");
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#else
scanf(" %*[^\n] ");

#endif

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s(" %*[^\n] ");
#else

scanf(" %*[^\n] ");
#endif

for (i = 1; i <= m; ++i)
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif
#ifdef _WIN32

scanf_s(" %*[^\n] ");
#else

scanf(" %*[^\n] ");
#endif

#ifdef _WIN32
scanf_s(" %lf%*[^\n] ", &clevel);

#else
scanf(" %lf%*[^\n] ", &clevel);

#endif

/* nag_rank_ci_2var (g07ebc).
* Robust confidence intervals, two-sample
*/

nag_rank_ci_2var(Nag_RCI_Approx, n, x, m, y, clevel, &theta, &thetal,
&thetau, &estcl, &ulower, &uupper, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_ci_2var (g07ebc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Location estimator Confidence Interval\n");
printf("\n");
printf(" %10.4f ( %6.4f , %6.4f )\n", theta, thetal, thetau);
printf("\n");
printf(" Corresponding Mann-Whitney U statistics\n");
printf("\n");
printf(" Lower : %8.2f\n Upper : %8.2f\n", ulower, uupper);

END:
NAG_FREE(wrk);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(iwrk);
return exit_status;

}

10.2 Program Data

nag_rank_ci_2var (g07ebc) Example Program Data
50 100
First sample of N observations
-0.582 0.157 -0.523 -0.769 2.338 1.664 -0.981 1.549 1.131 -0.460
-0.484 1.932 0.306 -0.602 -0.979 0.132 0.256 -0.094 1.065 -1.084
-0.969 -0.524 0.239 1.512 -0.782 -0.252 -1.163 1.376 1.674 0.831
1.478 -1.486 -0.808 -0.429 -2.002 0.482 -1.584 -0.105 0.429 0.568
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0.944 2.558 -1.801 0.242 0.763 -0.461 -1.497 -1.353 0.301 1.941
Second sample of M observations
1.995 0.007 0.997 1.089 2.004 0.171 0.294 2.448 0.214 0.773
2.960 0.025 0.638 0.937 -0.568 -0.711 0.931 2.601 1.121 -0.251

-0.050 1.341 2.282 0.745 1.633 0.944 2.370 0.293 0.895 0.938
0.199 0.812 1.253 0.590 1.522 -0.685 1.259 0.571 1.579 0.568
0.381 0.829 0.277 0.656 2.497 1.779 1.922 -0.174 2.132 2.793
0.102 1.569 1.267 0.490 0.077 1.366 0.056 0.605 0.628 1.650
0.104 2.194 2.869 -0.171 -0.598 2.134 0.917 0.630 0.209 1.328
0.368 0.756 2.645 1.161 0.347 0.920 1.256 -0.052 1.474 0.510
1.386 3.550 1.392 -0.358 1.938 1.727 -0.372 0.911 0.499 0.066
1.467 1.898 1.145 0.501 2.230 0.212 0.536 1.690 1.086 0.494

Confidence Level
0.95

10.3 Program Results

nag_rank_ci_2var (g07ebc) Example Program Results

Location estimator Confidence Interval

0.9505 ( 0.5650 , 1.3050 )

Corresponding Mann-Whitney U statistics

Lower : 2007.00
Upper : 2993.00
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NAG Library Function Document

nag_outlier_peirce (g07gac)

1 Purpose

nag_outlier_peirce (g07gac) identifies outlying values using Peirce's criterion.

2 Specification

#include <nag.h>
#include <nagg07.h>

void nag_outlier_peirce (Integer n, Integer p, const double y[], double mean,
double var, Integer iout[], Integer *niout, Integer ldiff,
double diff[], double llamb[], NagError *fail)

3 Description

nag_outlier_peirce (g07gac) flags outlying values in data using Peirce's criterion. Let

y denote a vector of n observations (for example the residuals) obtained from a model with p
parameters,

m denote the number of potential outlying values,

� and �2 denote the mean and variance of y respectively,

~y denote a vector of length n�m constructed by dropping the m values from y with the largest
value of yi � �j j,

~�2 denote the (unknown) variance of ~y,

� denote the ratio of ~� and � with � ¼ ~�
� .

Peirce's method flags yi as a potential outlier if yi � �j j 	 x, where x ¼ �2z and z is obtained from the
solution of

Rm ¼ �m�nm
m n�mð Þn�m

nn
ð1Þ

where

R ¼ 2 exp
z2 � 1

2

� �
1� � zð Þð Þ

� �
ð2Þ

and � is the cumulative distribution function for the standard Normal distribution.

As ~�2 is unknown an assumption is made that the relationship between ~�2 and �2, hence �, depends
only on the sum of squares of the rejected observations and the ratio estimated as

�2 ¼ n� p�mz
2

n� p�m

which gives

z2 ¼ 1þ n� p�m
m

1� �2
� �

ð3Þ

A value for the cutoff x is calculated iteratively. An initial value of R ¼ 0:2 is used and a value of � is
estimated using equation (1). Equation (3) is then used to obtain an estimate of z and then equation (2)
is used to get a new estimate for R. This process is then repeated until the relative change in z between
consecutive iterations is �

ffiffi
�
p

, where � is machine precision.

g07 – Univariate Estimation g07gac

Mark 26 g07gac.1



By construction, the cutoff for testing for mþ 1 potential outliers is less than the cutoff for testing for
m potential outliers. Therefore Peirce's criterion is used in sequence with the existence of a single
potential outlier being investigated first. If one is found, the existence of two potential outliers is
investigated etc.

If one of a duplicate series of observations is flagged as an outlier, then all of them are flagged as
outliers.

4 References

Gould B A (1855) On Peirce's criterion for the rejection of doubtful observations, with tables for
facilitating its application The Astronomical Journal 45

Peirce B (1852) Criterion for the rejection of doubtful observations The Astronomical Journal 45

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 3.

2: p – Integer Input

On entry: p, the number of parameters in the model used in obtaining the y. If y is an observed
set of values, as opposed to the residuals from fitting a model with p parameters, then p should
be set to 1, i.e., as if a model just containing the mean had been used.

Constraint: 1 � p � n� 2.

3: y½n� – const double Input

On entry: y, the data being tested.

4: mean – double Input

On entry: if var > 0:0, mean must contain �, the mean of y, otherwise mean is not referenced
and the mean is calculated from the data supplied in y.

5: var – double Input

On entry: if var > 0:0, var must contain �2, the variance of y, otherwise the variance is
calculated from the data supplied in y.

6: iout½n� – Integer Output

On exit: the indices of the values in y sorted in descending order of the absolute difference from
the mean, therefore y½iout½i � 2� � 1� � �j j 	 y½iout½i � 1� � 1� � �j j, for i ¼ 2; 3; . . . ;n.

7: niout – Integer * Output

On exit: the number of potential outliers. The indices for these potential outliers are held in the
first niout elements of iout. By construction there can be at most n� p� 1 values flagged as
outliers.

8: ldiff – Integer Input

On entry: the maximum number of values to be returned in arrays diff and llamb.

If ldiff � 0, arrays diff and llamb are not referenced and both diff and llamb may be NULL.
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9: diff½ldiff� – double Output

On exit: if diff is not NULL then diff½i � 1� holds y� �j j � �2z for observation
y½iout½i � 1� � 1�, for i ¼ 1; 2; . . . ;min ldiff; nioutþ 1; n� p� 1ð Þ.

10: llamb½ldiff� – double Output

On exit: if llamb is not NULL then llamb½i � 1� holds log �2
� �

for observation y½iout½i � 1� � 1�,
for i ¼ 1; 2; . . . ;min ldiff;nioutþ 1; n� p� 1ð Þ.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INT_2

On entry, p ¼ valueh i and n ¼ valueh i.
Constraint: 1 � p � n� 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_outlier_peirce (g07gac) is not threaded in any implementation.
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9 Further Comments

One problem with Peirce's algorithm as implemented in nag_outlier_peirce (g07gac) is the assumed
relationship between �2, the variance using the full dataset, and ~�2, the variance with the potential
outliers removed. In some cases, for example if the data y were the residuals from a linear regression,
this assumption may not hold as the regression line may change significantly when outlying values have
been dropped resulting in a radically different set of residuals. In such cases nag_outlier_peirce_two_
var (g07gbc) should be used instead.

10 Example

This example reads in a series of data and flags any potential outliers.

The dataset used is from Peirce's original paper and consists of fifteen observations on the vertical
semidiameter of Venus.

10.1 Program Text

/* nag_outlier_peirce (g07gac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer i, n, niout, p, exit_status, ldiff;
Integer *iout = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double *y = 0, *diff = 0, *llamb = 0;

/* Let the routine calculate the mean and variance from the supplied data */
double mean = 0.0;
double var = 0.0;

exit_status = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_outlier_peirce (g07gac) Example Program Results\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32
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scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &n, &p,
&ldiff);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &n, &p, &ldiff);

#endif

if (!(y = NAG_ALLOC(n, double)) ||
!(diff = NAG_ALLOC(ldiff, double)) ||
!(llamb = NAG_ALLOC(ldiff, double)) || !(iout = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the data */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &y[i]);

#else
scanf("%lf%*[^\n] ", &y[i]);

#endif

/* Use nag_outlier_peirce (g07gac) to get a list of potential outliers */
nag_outlier_peirce(n, p, y, mean, var, iout, &niout, ldiff, diff, llamb,

&fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_outlier_peirce (g07gac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the potential outliers */
printf("\n");
printf(" Number of potential outliers: %" NAG_IFMT "\n", niout);
if (ldiff > 0) {

printf(" %5s %5s %8s %8s %8s\n", "No.", "Index", "Value",
"Diff", "ln(lambda^2)");

}
else {

printf(" %5s %5s %8s\n", "No.", "Index", "Value");
}
for (i = 0; i < niout; i++)

if (i < ldiff) {
printf("%5" NAG_IFMT " %5" NAG_IFMT " %10.2f %10.2f %10.2f\n", i + 1,

iout[i], y[iout[i] - 1], diff[i], llamb[i]);
}
else {

printf("%5" NAG_IFMT " %5" NAG_IFMT " %10.2f\n", i + 1, iout[i],
y[iout[i] - 1]);

}

END:
NAG_FREE(y);
NAG_FREE(diff);
NAG_FREE(llamb);
NAG_FREE(iout);

return exit_status;
}

10.2 Program Data

nag_outlier_peirce (g07gac) Example Program Data
15 2 1 :: n,p,ldiff
-0.30
0.48
0.63

-0.22
0.18
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-0.44
-0.24
-0.13
-0.05
0.39
1.01
0.06

-1.40
0.20
0.10 :: y

10.3 Program Results

nag_outlier_peirce (g07gac) Example Program Results

Number of potential outliers: 2
No. Index Value Diff ln(lambda^2)
1 13 -1.40 0.31 -0.30
2 11 1.01
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NAG Library Function Document

nag_outlier_peirce_two_var (g07gbc)

1 Purpose

nag_outlier_peirce_two_var (g07gbc) returns a flag indicating whether a single data point is an outlier
as defined by Peirce's criterion.

2 Specification

#include <nag.h>
#include <nagg07.h>

Nag_Boolean nag_outlier_peirce_two_var (Integer n, double e, double var1,
double var2, double *x, double *lx, double *ux, NagError *fail)

3 Description

nag_outlier_peirce_two_var (g07gbc) tests a potential outlying value using Peirce's criterion. Let

e denote a vector of n residuals with mean zero and variance �2 obtained from fitting some
model M to a series of data y,

~e denote the largest absolute residual in e, i.e., ~ej j 	 eij j for all i, and let ~y denote the data series
y with the observation corresponding to ~e having been omitted,

~�2 denote the residual variance on fitting model M to ~y,

� denote the ratio of ~� and � with � ¼ ~�
� .

Peirce's method flags ~e as a potential outlier if ~ej j 	 x, where x ¼ �2z and z is obtained from the
solution of

R ¼ �1�n n� 1ð Þn�1

nn
ð1Þ

where

R ¼ 2 exp
z2 � 1

2

� �
1� � zð Þð Þ

� �
ð2Þ

and � is the cumulative distribution function for the standard Normal distribution.

Unlike nag_outlier_peirce (g07gac), both �2 and ~�2 must be supplied and therefore no assumptions are
made about the nature of the relationship between these two quantities. Only a single potential outlier is
tested for at a time.

This function uses an algorithm described in nag_opt_one_var_no_deriv (e04abc) to refine a lower, l,
and upper, u, limit for x. This refinement stops when ~ej j < l or ~ej j > u.

4 References

Gould B A (1855) On Peirce's criterion for the rejection of doubtful observations, with tables for
facilitating its application The Astronomical Journal 45

Peirce B (1852) Criterion for the rejection of doubtful observations The Astronomical Journal 45
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5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 3.

2: e – double Input

On entry: ~e, the value being tested.

3: var1 – double Input

On entry: �2, the residual variance on fitting model M to y.

Constraint: var1 > 0:0.

4: var2 – double Input

On entry: ~�2, the residual variance on fitting model M to ~y.

Constraints:

var2 > 0:0;
var2 < var1.

5: x – double * Output

On exit: an estimated value of x, the cutoff that indicates an outlier.

6: lx – double * Output

On exit: l, the lower limit for x.

7: ux – double * Output

On exit: u, the upper limit for x.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL

On entry, var1 ¼ valueh i.
Constraint: var1 > 0:0.

On entry, var2 ¼ valueh i.
Constraint: var2 > 0:0.

NE_REAL_2

On entry, var1 ¼ valueh i, var2 ¼ valueh i.
Constraint: var2 < var1.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_outlier_peirce_two_var (g07gbc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

This example reads in a series of values and variances and checks whether each is a potential outlier.

The dataset used is from Peirce's original paper and consists of fifteen observations on the vertical
semidiameter of Venus. Each subsequent line in the dataset, after the first, is the result of dropping the
observation with the highest absolute value from the previous data and recalculating the variance.

10.1 Program Text

/* nag_outlier_peirce_two_var (g07gbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg07.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer n, exit_status;
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/* NAG structures and types */
Nag_Boolean outlier;
NagError fail;

/* Double scalar and array declarations */
double e, var1, var2, x, lx, ux;

/* Initialize the error structure */
INIT_FAIL(fail);

exit_status = 0;

printf("nag_outlier_peirce_two_var (g07gbc) Example Program Results\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Loop through all the lines in the input file, reading in the sample size,
variances and value to test */

#ifdef _WIN32
while (scanf_s("%" NAG_IFMT " %lf %lf %lf%*[^\n] ", &n, &e, &var1, &var2)

!= EOF) {
#else

while (scanf("%" NAG_IFMT " %lf %lf %lf%*[^\n] ", &n, &e, &var1, &var2)
!= EOF) {

#endif

/* Use nag_outlier_peirce_two_var (g07gbc) to check whether e is a
potential outlier */

outlier =
nag_outlier_peirce_two_var(n, e, var1, var2, &x, &lx, &ux, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_outlier_peirce_two_var (g07gbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf(" Sample size : %10" NAG_IFMT "\n",

n);
printf(" Largest absolute residual (E) : %10.3f\n", e);
printf(" Variance for whole sample : %10.3f\n", var1);
printf(" Variance excluding E : %10.3f\n", var2);
printf(" Estimate for cutoff (X) : %10.3f\n", x);
printf(" Lower limit for cutoff (LX) : %10.3f\n", lx);
printf(" Upper limit for cutoff (UX) : %10.3f\n", ux);
if (outlier)

printf(" E is a potential outlier\n");
else

printf(" E does not appear to be an outlier\n");
printf("\n");

}

END:

return exit_status;
}

10.2 Program Data

nag_outlier_peirce_two_var (g07gbc) Example Program Data
15 -1.40 0.303 0.161 :: n, e, var1, var2
14 1.01 0.161 0.103 :: n, e, var1, var2
13 0.63 0.103 0.080 :: n, e, var1, var2
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10.3 Program Results

nag_outlier_peirce_two_var (g07gbc) Example Program Results
Sample size : 15
Largest absolute residual (E) : -1.400
Variance for whole sample : 0.303
Variance excluding E : 0.161
Estimate for cutoff (X) : 0.000
Lower limit for cutoff (LX) : 0.000
Upper limit for cutoff (UX) : 0.000
E is a potential outlier

Sample size : 14
Largest absolute residual (E) : 1.010
Variance for whole sample : 0.161
Variance excluding E : 0.103
Estimate for cutoff (X) : 0.105
Lower limit for cutoff (LX) : 0.100
Upper limit for cutoff (UX) : 0.110
E is a potential outlier

Sample size : 13
Largest absolute residual (E) : 0.630
Variance for whole sample : 0.103
Variance excluding E : 0.080
Estimate for cutoff (X) : 1.059
Lower limit for cutoff (LX) : 1.011
Upper limit for cutoff (UX) : 1.155
E does not appear to be an outlier
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NAG Library Chapter Contents

g08 – Nonparametric Statistics

g08 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g08aac 6 nag_sign_test
Sign test on two paired samples

g08acc 6 nag_median_test
Median test on two samples of unequal size

g08aec 6 nag_friedman_test
Friedman two-way analysis of variance on k matched samples

g08afc 6 nag_kruskal_wallis_test
Kruskal–Wallis one-way analysis of variance on k samples of unequal size

g08agc 6 nag_wilcoxon_test
Performs the Wilcoxon one-sample (matched pairs) signed rank test

g08amc 6 nag_mann_whitney
Performs the Mann–Whitney U test on two independent samples

g08cbc 6 nag_1_sample_ks_test
Performs the one-sample Kolmogorov–Smirnov test for standard
distributions

g08cdc 6 nag_2_sample_ks_test
Performs the two-sample Kolmogorov–Smirnov test

g08cgc 6 nag_chi_sq_goodness_of_fit_test
Performs the �2 goodness-of-fit test, for standard continuous distributions

g08chc 23 nag_anderson_darling_stat
Calculates the Anderson–Darling goodness-of-fit test statistic

g08cjc 23 nag_anderson_darling_uniform_prob
Calculates the Anderson–Darling goodness-of-fit test statistic and its
probability for the case of uniformly distributed data

g08ckc 23 nag_anderson_darling_normal_prob
Calculates the Anderson–Darling goodness-of-fit test statistic and its
probability for the case of a fully-unspecified Normal distribution

g08clc 23 nag_anderson_darling_exp_prob
Calculates the Anderson–Darling goodness-of-fit test statistic and its
probability for the case of an unspecified exponential distribution

g08eac 6 nag_runs_test
Performs the runs up or runs down test for randomness

g08ebc 6 nag_pairs_test
Performs the pairs (serial) test for randomness

g08ecc 6 nag_triplets_test
Performs the triplets test for randomness

g08edc 6 nag_gaps_test
Performs the gaps test for randomness

g08rac 7 nag_rank_regsn
Regression using ranks, uncensored data

g08rbc 7 nag_rank_regsn_censored
Regression using ranks, right-censored data
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1 Scope of the Chapter

The functions in this chapter perform nonparametric statistical tests which are based on distribution-free
methods of analysis. For convenience, the chapter contents are divided into five types of test: tests of
location, tests of dispersion, tests of distribution, tests of association and correlation, and tests of
randomness. There are also functions to fit linear regression models using the ranks of the observations.

The emphasis in this chapter is on testing; if you wish to compute nonparametric correlations you are
referred to Chapter g02, which contains several functions for that purpose.

There are a large number of nonparametric tests available. A selection of some of the more commonly
used tests are included in this chapter.

2 Background to the Problems

2.1 Parametric and Nonparametric Hypothesis Testing

Classical techniques of statistical inference often make numerous or stringent assumptions about the
nature of the population or populations from which the observations have been drawn. For instance, a
testing procedure might assume that the set of data was obtained from Normally distributed populations.
It might be further assumed that the populations involved have equal variances, or that there is a known
relationship between the variances. In the Normal case, the test statistic derived would usually be a
function of the sample means and variances, since a Normal distribution is completely characterised by
its mean and variance. Alternatively, it might be assumed that the set of data was obtained from other
distributions of known form, such as the gamma or the exponential. Again, a testing procedure would
be devised based upon the parameters characterising such a distribution.

The type of hypothesis testing just described is usually termed parametric inference. Distributional
assumptions are made which imply that the parameters of the chosen distribution, as estimated from the
data, are sufficient to characterise the difference in distribution between the populations.

However, problems arise with parametric methods of inference when these assumptions cannot be
made, either because they are contrary to the known nature of the mechanism generating a population,
or because the data obviously do not satisfy the assumptions. Some parametric procedures become
unreliable under relatively minor departures from the hypothesised distributional form. In the Normal
case for example, tests on variances are extremely sensitive to departures from Normality in the
underlying distribution.

There are also common situations, particularly in the behavioural sciences, where much more basic
assumptions than that of Normality cannot be made. Data values are not always measured on
continuous or even numerical scales. They may be simply categorical in nature, relating to such
quantities as voting intentions or food preferences.

Techniques of inference are therefore required which do not involve making detailed assumptions about
the underlying mechanism generating the observations. The functions in this chapter perform such
distribution-free tests, evaluating from a set of data the value of a test statistic, together with an
estimate of its significance.

For a comparison of some distribution-based and distribution-free tests, the interested reader is referred
to Chapter 31 of Kendall and Stuart (1973). For a briefer and less mathematical account, see Conover
(1980) or Siegel (1956).

2.2 Types of Nonparametric Test

This introduction is concerned with explaining the basic concepts of hypothesis testing, and some
familiarity with the subject is assumed. Chapter 22 of Kendall and Stuart (1973) contains a detailed
account, and the outline given in Conover (1980) or Siegel (1956) should be sufficient to understand
this section.

Nonparametric tests may be grouped into three categories:

1. Tests of location

2. Distribution-free tests of fit
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3. Tests of randomness

Tests can also be categorised by the design that they can be applied to:

1. One sample

2. Two related (paired) samples

3. Two independent samples

4. k > 2ð Þ related (matched) samples

5. k > 2ð Þ independent samples

A third classification of a test relates to the type of data to which it may be applied. Variables are
recorded on four scales of measurement: nominal (categorical), ordinal, interval, and ratio.

The nominal scale is used only to categorise data; for each category a name, perhaps numeric, is
assigned so that two different categories will be identified by distinct names. The ordinal scale, as well
as categorising the observations, orders the categories. Each is assigned a distinct identifying symbol, in
such a way that the order of the symbols corresponds to the order of the categories. (The most common
system for ordinal variables is to assign numerical identifiers to the categories, though if they have
previously been assigned alphabetic characters, these may be transformed to a numerical system by any
convenient method which preserves the ordering of the categories.) The interval scale not only
categorises and orders the observations, but also quantifies the comparison between categories; this
necessitates a common unit of measurement and an arbitrary zero-point. Finally, the ratio scale is
similar to the interval scale, except that it has an absolute (as opposed to arbitrary) zero-point.

It is apparent that there are many possible combinations of these three characteristics of a problem, and
many nonparametric tests have been derived to meet the different experimental situations. However, it
is not usually a difficult matter to choose an appropriate test given the nature of the data and the type of
test which one wishes to perform.

2.3 Principles of Nonparametric Tests

In this section, each type of test is considered in turn, and remarks are made on the design principles on
which each is based.

2.3.1 Location tests

These tests are primarily concerned with inferences about differences in the location of the population
distributions. In some cases, however, the tests are only concerned with inferences about the population
distributions unless added assumptions are made which allow the hypotheses to be stated in terms of the
location parameters.

For most of these tests, data must be measured numerically on at least an ordinal scale, in order that a
measure of location may be devised. Ordinal measurement implies that pairs of values may be
compared and numerically ordered. A vector of n values may therefore be ranked from smallest to
largest using the ordering operation. The resultant ranks contain all the information in the original data,
but have the advantage that tests may be derived easily based on them, and no testing bias is introduced
by the use of ordinal values as though they were measured on an interval scale. Note that the
requirement of the measurement scale being ordinal does not imply that all tests of this type involve the
actual ranking of the original data.

For the one-sample or matched pairs case, test statistics may be derived based on the number of
observations (or differences) lying either side of zero (or some other fixed value), as in the sign test, for
example. Under the hypothesis that the median of the single population is zero or the difference in the
medians of the paired populations is zero the number of positive and negative values should be similar.
The Wilcoxon signed rank test goes further than the sign test by taking into account the magnitude of
the single sample values or of the differences.

For the two-sample case, if median equality is hypothesised, the distribution of the ranks of each
sample in the total pooled sample should be similar. Test statistics, such as the Mann–Whitney U
statistic, which are based on the ranks of each sample and summarise the differences in rank sums for
each sample, may be computed. These statistics are referred to their expected distributions under the
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null hypothesis. The above hypothesis can also be tested using the median test. Its test statistic is based
on the number of values in each sample which are greater than or less than the pooled median of the
two samples, rather than the ranks of each sample.

If median equality is hypothesised for several samples, the distribution ranks of the members of each
sample in the total pooled sample should be ‘homogeneous’. Test statistics can be derived which
summarise the differences in rank sums for the various samples, and again referred to their expected
distributions under the null hypothesis.

2.3.2 Tests of fit

In the one-sample case, these are tests which investigate whether or not a sample of observations can be
considered to follow a specified distribution. In the two-sample case, a test of fit investigates whether
the two samples can be considered to have arisen from a common probability distribution.

For the one-sample problem, the null hypothesis may specify only the distributional form, for example
Normal �; �2

� �
, or it may incorporate actual parameter values, for example Poisson with mean 10.

Some tests of this type proceed by forming the sample cumulative distribution function of the
observations and computing a statistic whose value measures the departure of the sample cumulative
distribution function from that of the null distribution. In the two-sample case, a statistic is computed
which provides a measure of the difference between the sample cumulative distribution function of each
sample. These tests are known as one- or two-sample Kolmogorov–Smirnov tests.

The significance for these test statistics can be computed directly for moderate sample sizes but for
larger sample sizes asymptotic results are often used.

Another goodness-of-fit test is the �2 test. For this test, the data is first grouped into intervals and then
the difference between the observed number of observations in each interval and the number expected,
if the null hypothesis is true, is computed. A statistic based on these differences has asymptotically a
�2-distribution.

2.3.3 Tests of randomness

These tests are designed to investigate sequences of observations and attempt to identify any deviations
from randomness. There are clearly many ways in which a sequence may deviate from randomness. The
tests provided here primarily detect some form of dependency between the observations in the
sequence.

The most common application of this type of tests is in the area of random number generation. The
tests are used as empirical tests on a sample of output from a generator to establish local randomness.
Theoretical tests are necessary and useful for testing global randomness. Some of the more common
empirical tests are discussed below.

A runs-up or runs-down test investigates whether runs of different lengths are occurring with greater or
lesser frequency than would be expected under the null hypothesis of randomness. A run up is defined
as a sequence of observations in which each observation is larger than the previous observation. The
run up ends when an observation is smaller than the previous observation. A test statistic, modified to
take into account the dependency between successive run lengths, is computed. The test statistic has an
asymptotic �2-distribution.

The pairs test investigates the condition that, under the null hypothesis of randomness, the non-
overlapping 2-tuples (pairs) of a sequence of observations from the interval 0; 1½ � should be uniformly
distributed over the unit square ( 0; 1½ �2). The triplets test follows the same idea but considers 3-tuples
and checks for uniformity over the unit cube ( 0; 1½ �3). In each test, a test statistic, based on differences
between the observed and expected distribution of the 2- or 3-tuples, is computed which has an
asymptotic �2-distribution.

The gaps test considers the ‘gaps’ between successive occurrences of observations in the sequence lying
in a specified range. Under the null hypothesis of randomness, the gap length should follow a geometric
distribution with a parameter based on the length of the specified range, relative to the overall length of
the interval containing all possible observations. The expected number of ‘gaps’, of a certain length,
under the null hypothesis may thus be computed together with a test statistic based on the differences
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between the observed and expected numbers of ‘gaps’ of different length. Again the test statistic has an
asymptotic �2-distribution.

Other empirical tests such as the �2 goodness-of-fit test and the one-sample Kolmogorov–Smirnov test
may be used to investigate a sequence for non-uniformity.

2.4 Regression using ranks

If you wish to fit a regression model but is unsure about what transformation to take for the observed
response to obtain a linear model, then one strategy is to replace response observations by their ranks.
Estimates for regression parameters can be found by maximizing a likelihood function based on the
ranks and the proposed regression model. The present functions give approximate estimates which are
adequate when the signal-to-noise ratio is small, which is often the case with data from the medical and
social sciences. Approximate standard errors of estimated regression coefficients are found. Also �2

statistics can be used to test the null hypothesis of no regression effect.

3 Recommendations on Choice and Use of Available Functions

3.1 Location Tests

3.1.1 One-sample or matched-pairs case

Note that a random sample of matched pairs, (xi; yi), may be reduced to a single sample by considering
the differences, di ¼ xi � yi say, of each pair. The matched pair may be thought of as a single
observation on a bivariate random variable.

nag_sign_test (g08aac) performs the sign test on two paired samples. Each pair is classified as a þ or �
depending on the sign of the difference between the two data values within the pair. Under the
assumptions that the di are mutually independent and that the observations are measured on at least an
ordinal scale, the sign test tests the hypothesis that for any pair sampled from the population
distribution, Probability þð Þ ¼ Probability �ð Þ. The hypothesis may be stated in terms of the equality of
the location parameters but the test is no longer regarded as unbiased and consistent unless further
assumptions are made. If you wish to test the hypothesis that the location parameters differ by a fixed
amount then that amount must be added or subtracted from one of the samples as required before
calling nag_sign_test (g08aac).

nag_wilcoxon_test (g08agc) performs the one-sample Wilcoxon signed-rank test. The test may be used
to test if the median of the population from which the random sample was taken is equal to some
specified value (commonly used to test if the median is zero). In this test not only is the sign of the
difference between the data values and the hypothesised median value important but also the magnitude
of this difference. Thus, where the magnitude of the differences (or the data values themselves if the
hypothesised median value is zero) is important this test is preferred to the sign test because it is more
powerful. The test may easily be used to test whether the medians of two related populations are equal
by taking the differences between the paired sample values and then testing the hypothesis that the
median of the differences is zero, using the single sample of differences. The significance of the test
statistic may be computed exactly for a moderate sample size but for a larger sample a Normal
approximation is used. The exact method allows for ties in the differences.

3.1.2 Two independent samples

nag_median_test (g08acc) performs the median test and nag_mann_whitney (g08amc) performs the
Mann–Whitney U test.

For both tests the two samples are assumed to be random samples from their respective populations and
mutually independent. The measurement scale must be at least ordinal.

Note that, although the median test may be generalized to more than two samples, nag_median_test
(g08acc) only deals with the two-sample case. For the median test, each observation is classified as
being above or below the pooled median of the two samples. It may be used to test the hypothesis that
the two population medians are equal; under the assumption that if the two population medians are
equal then the probability of an observation exceeding the pooled median is the same for both
populations.
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The Mann–Whitney U test involves the ranking of the pooled sample. The Mann–Whitney test thus
attaches importance to the position of each observation relative to the others and not just its position
relative to the median of the pooled sample as in the median test. Thus when the magnitude of the
differences between the observations is meaningful the Mann–Whitney U test is preferred as it is more
powerful than the median test. The test tests whether the two population distributions are the same or
not. If it is assumed that any difference between the two population distributions is a difference in the
location then the test is testing whether the population means are the same or not.

In nag_mann_whitney (g08amc), the significance of the U test statistic is computed either using a
Normal approximation or the exact probability.

3.1.3 More than two related samples

nag_friedman_test (g08aec) performs the Friedman two-way analysis of variance. This test may in some
ways be regarded as an extension of the sign test to the case of k (k > 2) related samples. The data is in
the form of a number of multivariate observations which are assumed to be mutually independent. This
test also assumes that the measurement within each observation across the k variates is at least ordinal
so that the observation for each variate may be ranked according to some criteria.

3.1.4 More than two independent samples

nag_kruskal_wallis_test (g08afc) performs the Kruskal–Wallis one-way analysis of variance. The test
assumes that each sample is a random sample from its respective distributions and in addition that there
is both independence within the samples and mutual independence among the various samples. The test
requires that the measurement scale is at least ordinal so that the pooled sample may be ranked.

3.2 Tests of Fit

nag_1_sample_ks_test (g08cbc) performs the one-sample Kolmogorov–Smirnov distribution test. This
test is used to test the null hypothesis that the random sample arises from a specified null distribution
against one of three possible alternatives.

With nag_1_sample_ks_test (g08cbc) you may choose a null distribution from one of the following: the
uniform, Normal, gamma, beta, binomial, exponential, and Poisson. The parameter values may either be
specified by you or estimated from the data by the function.

nag_2_sample_ks_test (g08cdc) performs the two-sample Kolmogorov–Smirnov test which tests the
null hypothesis that the two samples may be considered to have arisen from the same population
distribution against one of three possible alternative hypotheses, again corresponding to one-sided and
two-sided tests. The distribution of the test statistic is computed using an exact method for moderate
sample sizes, but for larger samples approximations based on asymptotic results are used.

Note that nag_prob_1_sample_ks (g01eyc) and nag_prob_2_sample_ks (g01ezc) are available for
computing the distributions of the one-sample and two-sample Kolmogorov–Smirnov statistics
respectively.

nag_chi_sq_goodness_of_fit_test (g08cgc) performs the �2 goodness-of-fit test on a single sample
which again tests the null hypothesis that the sample arises from a specified null distribution. You may
choose a null distribution from one of the following: the Normal, uniform, exponential, �2, and gamma;
or may define the distribution by specifying the probability that an observation lies in a certain interval
for a range of intervals covering the support of the null distribution. The significance of this test is
computed using the �2-distribution as an approximation to the distribution of the test statistic.

Several functions are available to perform Anderson–Darling goodness-of-fit tests:

nag_anderson_darling_uniform_prob (g08cjc) for the case of uniformly distributed data;

nag_anderson_darling_normal_prob (g08ckc) for a full-unspecified Normal distribution;

nag_anderson_darling_exp_prob (g08clc) for an unspecified exponential distribution.

Note that data from a fully-specified distribution can be transformed to standard uniform by applying its
cumulative distribution function. In all other cases use nag_anderson_darling_stat (g08chc) to calculate
the Anderson–Darling statistic, A2, and simulate its probability.

Introduction – g08 NAG Library Manual

g08.6 Mark 26



Tests of Normality may also be carried out using functions in Chapter g01.

3.3 Tests of Randomness

nag_runs_test (g08eac) performs the runs-up test on a sequence of observations. The runs-down test
may be performed by multiplying each observation by �1 before calling the function. All runs whose
length is greater than or equal to a certain chosen length will be treated as a single group.

nag_pairs_test (g08ebc) performs the pairs (serial) test on a sequence of observations from the interval
0; 1½ �. The number of equal sub-intervals into which the interval 0; 1½ � is to be divided must be specified.

nag_triplets_test (g08ecc) performs the triplets test on a sequence of observations from the interval
0; 1½ �. The number of equal sub-intervals into which the interval 0; 1½ � is to be divided must be specified.

nag_gaps_test (g08edc) performs the gaps test on a sequence of observations. The total length of the
interval containing all possible values the observations could take must be specified together with the
interval being used to define the ‘gaps’. All ‘gaps’ whose length is greater than or equal to a certain
chosen length will be treated as a single group.

3.4 Regression Using Ranks

nag_rank_regsn (g08rac) fits a multiple linear regression model in which the observations on the
response variable are replaced by their ranks.

nag_rank_regsn_censored (g08rbc) performs the same function but takes into account observations
which may be right-censored.

3.5 Related Functions

Tests of location and distribution may be based on scores which are estimates of the expected values of
the order statistics. nag_ranks_and_scores (g01dhc) may be used to compute Normal scores, an
approximation to the Normal scores (Blom, Tukey or van der Waerden scores) or Savage (exponential)
scores. For more accurate Normal scores nag_normal_scores_exact (g01dac) may be used. Other
functions in this chapter may be used to test for Normality.

4 Functionality Index

Regression using ranks,
right-censored data ....................................................................... nag_rank_regsn_censored (g08rbc)
uncensored data ............................................................................................ nag_rank_regsn (g08rac)

Tests of fit,
A2 and its probability of for a fully-unspecified Normal distribution

..... nag_anderson_darling_normal_prob (g08ckc)
A2 and its probability of for an unspecified exponential distribution

..... nag_anderson_darling_exp_prob (g08clc)
A2 and its probability of for uniformly distributed data

..... nag_anderson_darling_uniform_prob (g08cjc)
Anderson–Darling test statistic A2 ............................................ nag_anderson_darling_stat (g08chc)
Kolmogorov–Smirnov one-sample distribution test,

for standard distributions ............................................................. nag_1_sample_ks_test (g08cbc)
Kolmogorov–Smirnov two-sample distribution test ........................ nag_2_sample_ks_test (g08cdc)
Mann–Whitney two-sample test ........................................................... nag_mann_whitney (g08amc)
�2 goodness-of-fit test ...................................................... nag_chi_sq_goodness_of_fit_test (g08cgc)

Tests of location,
Friedman two-way analysis of variance on k matched samples ........... nag_friedman_test (g08aec)
Kruskal–Wallis one-way analysis of variance on k samples of unequal size

..... nag_kruskal_wallis_test (g08afc)
Median test on two samples of unequal size ............................................ nag_median_test (g08acc)
sign test on two paired samples ..................................................................... nag_sign_test (g08aac)
Wilcoxon one sample signed rank test .................................................. nag_wilcoxon_test (g08agc)
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Tests of randomness,
Gaps test ......................................................................................................... nag_gaps_test (g08edc)
pairs (serial) test ............................................................................................ nag_pairs_test (g08ebc)
runs up or runs down test .............................................................................. nag_runs_test (g08eac)
triplets test ................................................................................................... nag_triplets_test (g08ecc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill
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NAG Library Function Document

nag_sign_test (g08aac)

1 Purpose

nag_sign_test (g08aac) performs the Sign test on two related samples of size n.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_sign_test (Integer n, const double x[], const double y[],
Integer *s, double *p, Integer *non_tied, NagError *fail)

3 Description

The Sign test investigates the median difference between pairs of scores from two matched samples of
size n, denoted by xi; yif g, for i ¼ 1; 2; . . . ; n. The hypothesis under test, H0, often called the null
hypothesis, is that the medians are the same, and this is to be tested against a one- or two-sided
alternative H1 (see below).

nag_sign_test (g08aac) computes:

(a) the test statistic S, which is the number of pairs for which xi < yi;

(b) the number n1 of non-tied pairs xi 6¼ yið Þ;
(c) the lower tail probability p corresponding to S (adjusted to allow the complement 1� pð Þ to be

used in an upper one tailed or a two tailed test). p is the probability of observing a value � S if
S < 1

2n1 , or of observing a value < S if S > 1
2n1 , given that H0 is true. If S ¼ 1

2n1 , p is set to 0:5.

Suppose that a significance test of a chosen size � is to be performed (i.e., � is the probability of
rejecting H0 when H0 is true; typically � is a small quantity such as 0:05 or 0:01). The returned value
of p can be used to perform a significance test on the median difference, against various alternative
hypotheses H1, as follows

(i) H1: median of x 6¼ median of y. H0 is rejected if 2�min p; 1� pð Þ < �.

(ii) H1: median of x > median of y. H0 is rejected if p < �.

(iii) H1: median of x < median of y. H0 is rejected if 1� p < �.

4 References

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

5 Arguments

1: n – Integer Input

On entry: n, the size of each sample.

Constraint: n 	 1.

2: x½n� – const double Input
3: y½n� – const double Input

On entry: x½i � 1� and y½i � 1� must be set to the ith pair of data values, xi; yif g, for
i ¼ 1; 2; . . . ; n.

g08 – Nonparametric Statistics g08aac

Mark 26 g08aac.1



4: s – Integer * Output

On exit: the Sign test statistic, S.

5: p – double * Output

On exit: the lower tail probability, p, corresponding to S.

6: non tied – Integer * Output

On exit: the number of non-tied pairs, n1.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 1.

7 Accuracy

The tail probability, p, is computed using the relationship between the binomial and beta distributions.
For n1 < 120, p should be accurate to at least 4 significant figures, assuming that the machine has a
precision of 7 or more digits. For n1 	 120, p should be computed with an absolute error of less than
0:005. For further details see nag_prob_beta_dist (g01eec).

8 Parallelism and Performance

nag_sign_test (g08aac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_sign_test (g08aac) is small, and increases with n.

10 Example

This example is taken from page 69 of Siegel (1956). The data relates to ratings of ‘insight into paternal
discipline’ for 17 sets of parents, recorded on a scale from 1 to 5.

10.1 Program Text

/* nag_sign_test (g08aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer exit_status = 0, i, n, non_tied, s;
NagError fail;
double p, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_sign_test (g08aac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

n = 17;
if (!(x = NAG_ALLOC(n, double))

|| !(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; i++)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif

for (i = 1; i <= n; i++)
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif

printf("\n%s\n\n", "Sign test");
printf("%s\n\n", "Data values");
for (i = 1; i <= n; i++)

printf("%3.0f%s", x[i - 1], i % n ? "" : "\n");
printf("\n");

for (i = 1; i <= n; i++)
printf("%3.0f%s", y[i - 1], i % n ? "" : "\n");

printf("\n");

/* nag_sign_test (g08aac).
* Sign test on two paired samples
*/

nag_sign_test(n, x, y, &s, &p, &non_tied, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_sign_test (g08aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("%s%5" NAG_IFMT "\n", "Test statistic ", s);
printf("%s%5" NAG_IFMT "\n", "Observations ", non_tied);
printf("%s%5.3f\n", "Lower tail prob. ", p);
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END:
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_sign_test (g08aac) Example Program Data
4 4 5 5 3 2 5 3 1 5 5 5 4 5 5 5 5
2 3 3 3 3 3 3 3 2 3 2 2 5 2 5 3 1

10.3 Program Results

nag_sign_test (g08aac) Example Program Results

Sign test

Data values

4 4 5 5 3 2 5 3 1 5 5 5 4 5 5 5 5

2 3 3 3 3 3 3 3 2 3 2 2 5 2 5 3 1

Test statistic 3
Observations 14
Lower tail prob. 0.029
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NAG Library Function Document

nag_median_test (g08acc)

1 Purpose

nag_median_test (g08acc) performs the Median test on two independent samples of possibly unequal
size.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_median_test (Integer n1, const double x[], Integer n2,
const double y[], Integer *below, Integer *above, double *p,
NagError *fail)

3 Description

The Median test investigates the difference between the medians of two independent samples of sizes
n1 and n2, denoted by:

x1; x2; . . . ; xn1 and xn1þ1; xn1þ2; . . . ; xn; n ¼ n1 þ n2:

The hypothesis under test, H0, often called the null hypothesis, is that the medians are the same, and
this is to be tested against the alternative hypothesis H1 that they are different.

The test proceeds by forming a 2� 2 frequency table, giving the number of scores in each sample
above and below the median of the pooled sample:

Sample 1 Sample 2 Total
Scores � pooled median i1 i2 i1 þ i2
Scores 	 pooled median n1 � i1 n2 � i2 n� i1 þ i2ð Þ
Total n1 n2 n

Under the null hypothesis, H0, we would expect about half of each group's scores to be above the
pooled median and about half below, that is, we would expect i1 to be about n1=2 and i2 to be about
n2=2.

nag_median_test (g08acc) returns:

(a) the frequencies i1 and i2;

(b) the probability, p, of observing a table at least as ‘extreme’ as that actually observed, given that H0

is true. If n < 40, p is computed directly (‘Fisher's exact test’); otherwise a �2
1 approximation is

used.

H0 is rejected by a test of chosen size � if p < �.

4 References

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill
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5 Arguments

1: n1 – Integer Input

On entry: the size of the first sample, n1.

Constraint: n1 	 1.

2: x½n1� – const double Input

On entry: the elements of x must be set to the data values in the first sample.

3: n2 – Integer Input

On entry: the size of the second sample, n2.

Constraint: n2 	 1.

4: y½n2� – const double Input

On entry: the elements of y must be set to the data values in the second sample.

5: below – Integer * Output

On exit: the number of scores in the first sample which lie below the pooled median, i1.

6: above – Integer * Output

On exit: the number of scores in the first sample which lie above the pooled median, i2.

7: p – double * Output

On exit: the tail probability, p, corresponding to the observed dichotomy of the two samples.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, n1 must not be less than 1: n1 ¼ valueh i.
On entry, n2 must not be less than 1: n2 ¼ valueh i.

7 Accuracy

The probability returned should be accurate enough for practical use.

8 Parallelism and Performance

nag_median_test (g08acc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_median_test (g08acc) is small, and increases with n.
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10 Example

This example is taken from page 112 of Siegel (1956). The data relate to scores of ‘oral socialisation
anxiety’ in 39 societies, which can be separated into groups of size 16 and 23 on the basis of their
attitudes to illness.

10.1 Program Text

/* nag_median_test (g08acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer above, below, exit_status = 0, i, n1, n2;
NagError fail;
double p, *x = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_median_test (g08acc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

n1 = 16;
n2 = 23;
if (!(x = NAG_ALLOC(n1, double))

|| !(y = NAG_ALLOC(n2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n1; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif

for (i = 1; i <= n2; ++i)
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif

printf("\nMedian test\n\n");
printf("Data values\n\n");
printf(" Group 1 ");
for (i = 1; i <= n1; ++i)

printf("%4.0f%s", x[i - 1], i % 8 ? "" : "\n ");
printf("\n");
printf(" Group 2 ");
for (i = 1; i <= n2; ++i)
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printf("%4.0f%s", y[i - 1], i % 8 ? "" : "\n ");
printf("\n");
/* nag_median_test (g08acc).
* Median test on two samples of unequal size
*/

nag_median_test(n1, x, n2, y, &above, &below, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_median_test (g08acc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("%6" NAG_IFMT "%s\n", above, " scores below median in group 1");
printf("%6" NAG_IFMT "%s\n", below, " scores below median in group 2");
printf("\n%s%8.5f\n", " Significance ", p);

END:
NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_median_test (g08acc) Example Program Data
13 6 12 7 12 7 10 7 10 7 10 7 10 8 9 8
17 6 16 8 15 8 15 10 15 10 14 10 14 11 14 11
13 12 13 12 13 12 12

10.3 Program Results

nag_median_test (g08acc) Example Program Results

Median test

Data values

Group 1 13 6 12 7 12 7 10 7
10 7 10 7 10 8 9 8

Group 2 17 6 16 8 15 8 15 10
15 10 14 10 14 11 14 11
13 12 13 12 13 12 12

13 scores below median in group 1
6 scores below median in group 2

Significance 0.00088
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NAG Library Function Document

nag_friedman_test (g08aec)

1 Purpose

nag_friedman_test (g08aec) performs the Friedman two-way analysis of variance by ranks on k related
samples of size n.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_friedman_test (Integer k, Integer n, const double x[], Integer tdx,
double *fr, double *p, NagError *fail)

3 Description

The Friedman test investigates the score differences between k matched samples of size n, the scores in
the ith sample being denoted by:

xi1; xi2; . . . ; xin:

(Thus the sample scores may be regarded as a two-way table with k rows and n columns.) The
hypothesis under test, H0, often called the null hypothesis, is that the samples come from the same
population, and this is to be tested against the alternative hypothesis H1 that they come from different
populations.

The test is based on the observed distribution of score rankings between the matched observations in
different samples.

The test proceeds as follows:

(a) The scores in each column are ranked, rij denoting the rank within column j of the observation in
row i. Average ranks are assigned to tied scores.

(b) The ranks are summed over each row to give rank sums ti ¼
Pn

j¼1rij, for i ¼ 1; 2; . . . ; k.

(c) The Friedman test statistic FR is computed, where

FR ¼ 12

nk kþ 1ð Þ
Xk
i¼1

ti �
1

2
n kþ 1ð Þ


 �2

:

nag_friedman_test (g08aec) returns the value of FR, and also an approximation, p, to the significance
of this value. (FR approximately follows a �2

k�1 distribution, so large values of FR imply rejection of
H0). H0 is rejected by a test of chosen size � if p < �. The approximation p is acceptable unless k ¼ 4
and n < 5, or k ¼ 3 and n < 10, or k ¼ 2 and n < 20; for k ¼ 3 or 4, tables should be consulted (e.g.,
n of Siegel (1956)); for k ¼ 2 the Sign test (see nag_sign_test (g08aac)) or Wilcoxon test (see
nag_wilcoxon_test (g08agc)) is in any case more appropriate.

4 References

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill
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5 Arguments

1: k – Integer Input

On entry: k, the number of samples.

Constraint: k 	 2.

2: n – Integer Input

On entry: the size of each sample, n.

Constraint: n 	 1.

3: x½k� tdx� – const double Input

On entry: x½ i � 1ð Þ � tdxþ j � 1� must be set to the value, xij , of observation j in sample i, for
i ¼ 1; 2; . . . ; k and j ¼ 1; 2; . . . ; n.

4: tdx – Integer Input

On entry: the stride separating matrix column elements in the array x.

Constraint: tdx 	 n.

5: fr – double * Output

On exit: the value of the Friedman test statistic, FR.

6: p – double * Output

On exit: the approximate significance, p, of the Friedman test statistic.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdx ¼ valueh i while n ¼ valueh i. These arguments must satisfy tdx 	 n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LE

On entry, k ¼ valueh i.
Constraint: k 	 2.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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7 Accuracy

For estimates of the accuracy of the significance p, see nag_prob_chi_sq (g01ecc). The �2

approximation is acceptable unless k ¼ 4 and n < 5, or k ¼ 3 and n < 10, or k ¼ 2 and n < 20.

8 Parallelism and Performance

nag_friedman_test (g08aec) is not threaded in any implementation.

9 Further Comments

The time taken by nag_friedman_test (g08aec) is approximately proportional to the product nk.

If k ¼ 2, the Sign test (see nag_sign_test (g08aac)) or Wilcoxon test (see nag_wilcoxon_test (g08agc))
is more appropriate.

10 Example

This example is taken from page 169 of Siegel (1956). The data relate to training scores of three
matched samples of 18 rats, trained under three different patterns of reinforcement.

10.1 Program Text

/* nag_friedman_test (g08aec) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer exit_status = 0, i, ix, j, k, n;
NagError fail;
double fr, sig, *x = 0;

#define X(I, J) x[((I) -1)*n +(J) -1]

INIT_FAIL(fail);

printf("nag_friedman_test (g08aec) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

n = 18;
k = 3;
ix = k;
if (!(x = NAG_ALLOC(ix * n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= ix; ++i)
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for (j = 1; j <= n; ++j)
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

printf("\nFriedman test\n");
printf("\nData values\n");
printf("\n Group Group Group\n");
printf(" 1 2 3\n");
for (j = 1; j <= 18; ++j) {

for (i = 1; i <= 3; ++i)
printf("%7.1f", X(i, j));

printf("\n");
}
/* nag_friedman_test (g08aec).
* Friedman two-way analysis of variance on k matched
* samples
*/

nag_friedman_test(k, n, x, n, &fr, &sig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_friedman_test (g08aec).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s%6.3f\n", "Test statistic ", fr);
printf("%s%6" NAG_IFMT "\n", "Degrees of freedom ", k - 1);
printf("%s%6.3f\n", "Significance ", sig);

END:
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_friedman_test (g08aec) Example Program Data
1 2 1 1 3 2 3 1 3 3 2 2 3 2 2.5 3 3 2
3 3 3 2 1 3 2 3 1 1 3 3 2 3 2.5 2 2 3
2 1 2 3 2 1 1 2 2 2 1 1 1 1 1 1 1 1

10.3 Program Results

nag_friedman_test (g08aec) Example Program Results

Friedman test

Data values

Group Group Group
1 2 3

1.0 3.0 2.0
2.0 3.0 1.0
1.0 3.0 2.0
1.0 2.0 3.0
3.0 1.0 2.0
2.0 3.0 1.0
3.0 2.0 1.0
1.0 3.0 2.0
3.0 1.0 2.0
3.0 1.0 2.0
2.0 3.0 1.0
2.0 3.0 1.0
3.0 2.0 1.0
2.0 3.0 1.0
2.5 2.5 1.0
3.0 2.0 1.0
3.0 2.0 1.0
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2.0 3.0 1.0

Test statistic 8.583
Degrees of freedom 2
Significance 0.014
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NAG Library Function Document

nag_kruskal_wallis_test (g08afc)

1 Purpose

nag_kruskal_wallis_test (g08afc) performs the Kruskal–Wallis one-way analysis of variance by ranks
on k independent samples of possibly unequal sizes.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_kruskal_wallis_test (Integer k, const Integer l[], const double x[],
Integer lx, double *h, double *p, NagError *fail)

3 Description

The Kruskal–Wallis test investigates the differences between scores from k independent samples of
unequal sizes, the ith sample containing li observations. The hypothesis under test, H0, often called the
null hypothesis, is that the samples come from the same population, and this is to be tested against the
alternative hypothesis H1 that they come from different populations.

The test proceeds as follows:

(a) The pooled sample of all the observations is ranked. Average ranks are assigned to tied scores.

(b) The ranks of the observations in each sample are summed, to give the rank sums Ri, for
i ¼ 1; 2; . . . ; k.

(c) The Kruskal–Wallis' test statistic H is computed as:

H ¼ 12

N N þ 1ð Þ
Xk
i¼1

R2
i

li
� 3 N þ 1ð Þ; whereN ¼

Xk
i¼1
li;

i.e., N is the total number of observations. If there are tied scores, H is corrected by dividing by:

1�
P

t3 � t
� �
N3 �N

where t is the number of tied scores in a group and the summation is over all tied groups.

nag_kruskal_wallis_test (g08afc) returns the value of H, and also an approximation, p, to the
probability of a value of at least H being observed, H0 is true. (H approximately follows a �2

k�1
distribution). H0 is rejected by a test of chosen size � if p < �: The approximation p is acceptable
unless k ¼ 3 and l1, l2 or l3 � 5 in which case tables should be consulted (e.g., O of Siegel (1956)) or
k ¼ 2 (in which case the Median test (see nag_median_test (g08acc)) or the Mann–Whitney U test (see
nag_mann_whitney (g08amc)) is more appropriate).

4 References

Moore P G, Shirley E A and Edwards D E (1972) Standard Statistical Calculations Pitman

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill
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5 Arguments

1: k – Integer Input

On entry: the number of samples, k.

Constraint: k 	 2.

2: l½k� – const Integer Input

On entry: l½i � 1� must contain the number of observations li in sample i, for i ¼ 1; 2; . . . ; k.

Constraint: l½i � 1� > 0, for i ¼ 1; 2; . . . ; k.

3: x½lx� – const double Input

On entry: the elements of x must contain the observations in the k groups. The first l1 elements
must contain the scores in the first group, the next l2 those in the second group, and so on.

4: lx – Integer Input

On entry: the total number of observations, N .

Constraint: lx ¼
Pk

i¼1l½i� 1�.

5: h – double * Output

On exit: the value of the Kruskal–Wallis test statistic, H.

6: p – double * Output

On exit: the approximate significance, p, of the Kruskal–Wallis test statistic.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array l are not valid.
Constraint: l½i � 1� > 0, for i ¼ 1; 2; . . . ; k.

NE_INT

On entry, lx ¼ valueh i.
Constraint: lx ¼

Pk
i¼1l½i � 1�, for i ¼ 1; 2; . . . ; k.

NE_INT_ARG_LT

On entry, k ¼ valueh i.
Constraint: k 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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NE_X_IDEN

On entry, all elements of x are equal.

7 Accuracy

For estimates of the accuracy of the significance p, see nag_prob_chi_sq (g01ecc). The �2

approximation is acceptable unless k ¼ 3 and l1; l2 or l3 � 5.

8 Parallelism and Performance

nag_kruskal_wallis_test (g08afc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_kruskal_wallis_test (g08afc) is small, and increases with N and k.

If k ¼ 2, the Median test (see nag_median_test (g08acc)) or the Mann–Whitney U test (see
nag_mann_whitney (g08amc)) is more appropriate.

10 Example

This example is taken from Moore et al. Moore et al. (1972). There are 5 groups of sizes 5, 8, 6, 8 and
8. The data represent the weight gain, in pounds, of pigs from five different litters under the same
conditions.

10.1 Program Text

/* nag_kruskal_wallis_test (g08afc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer count, exit_status = 0, i, ii, k, *l = 0, lx, nhi, ni, nlo;
NagError fail;
double h, p, *x = 0;

INIT_FAIL(fail);

printf("nag_kruskal_wallis_test (g08afc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

k = 5;
if (!(l = NAG_ALLOC(k, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;
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}
for (i = 1; i <= k; i++)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &l[i - 1]);

#else
scanf("%" NAG_IFMT "", &l[i - 1]);

#endif
printf("\n");
printf("%s\n", "Kruskal-Wallis test");
printf("\n");
printf("%s\n", "Data values");
printf("\n");
printf("%s\n", " Group Observations");

lx = 0;
for (i = 1; i <= 5; ++i)

lx += l[i - 1];

if (!(x = NAG_ALLOC(lx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= lx; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i - 1]);

#else
scanf("%lf", &x[i - 1]);

#endif

nlo = 1;
for (i = 1; i <= k; ++i) {

ni = l[i - 1];
nhi = nlo + ni - 1;
printf(" %5" NAG_IFMT " ", i);
count = 1;
for (ii = nlo; ii <= nhi; ++ii) {

printf("%4.0f%s", x[ii - 1], count % 10 ? "" : "\n");
count++;

}
nlo += ni;
printf("\n");

}
/* nag_kruskal_wallis_test (g08afc).
* Kruskal-Wallis one-way analysis of variance on k samples
* of unequal size
*/

nag_kruskal_wallis_test(k, l, x, lx, &h, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_kruskal_wallis_test (g08afc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}
printf("\n");
printf("%s%9.3f\n", "Test statistic ", h);
printf("%s%9" NAG_IFMT "\n", "Degrees of freedom ", k - 1);
printf("%s%9.3f\n", "Significance ", p);

END:
NAG_FREE(l);
NAG_FREE(x);
return exit_status;

}
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10.2 Program Data

nag_kruskal_wallis_test (g08afc) Example Program Data
5 8 6 8 8
23 27 26 19 30 29 25 33 36 32
28 30 31 38 31 28 35 33 36 30
27 28 22 33 34 34 32 31 33 31
28 30 24 29 30

10.3 Program Results

nag_kruskal_wallis_test (g08afc) Example Program Results

Kruskal-Wallis test

Data values

Group Observations
1 23 27 26 19 30
2 29 25 33 36 32 28 30 31
3 38 31 28 35 33 36
4 30 27 28 22 33 34 34 32
5 31 33 31 28 30 24 29 30

Test statistic 10.537
Degrees of freedom 4
Significance 0.032
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NAG Library Function Document

nag_wilcoxon_test (g08agc)

1 Purpose

nag_wilcoxon_test (g08agc) performs the Wilcoxon signed rank test on a single sample of size n.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_wilcoxon_test (Integer n, const double x[], double median,
Nag_TailProbability tail, Nag_IncSignZeros zeros, double *w, double *z,
double *p, Integer *non_zero, NagError *fail)

3 Description

The Wilcoxon one sample signed rank test may be used to test whether a particular sample came from a
population with a specified median. It is assumed that the population distribution is symmetric. The data
consist of a single sample of n observations denoted by x1; x2; . . . ; xn. This sample may arise from the
difference between pairs of observations from two matched samples of equal size taken from two
populations, in which case the test may be used to test whether the median of the first population is the
same as that of the second population.

The hypothesis under test, H0, often called the null hypothesis, is that the median is equal to some
given value Xmedð Þ, and this is to be tested against an alternative hypothesis H1 which is

H1 : population median 6¼ Xmed; or

H1 : population median > Xmed; or

H1 : population median < Xmed ,

using a two tailed, upper tailed or lower tailed probability respectively. You select the alternative
hypothesis by choosing the appropriate tail probability to be computed (see the description of argument
tail in Section 5).

The Wilcoxon test differs from the Sign test (see nag_sign_test (g08aac)) in that the magnitude of the
scores is taken into account, rather than simply the direction of such scores.

The test procedure is as follows:

(a) For each xi, for i ¼ 1; 2; . . . ; n, the signed difference di ¼ xi �Xmed is found, where Xmed is a
given test value for the median of the sample.

(b) The absolute differences dij j are ranked with rank ri and any tied values of dij j are assigned the
average of the tied ranks. You may choose whether or not to ignore any cases where di ¼ 0 by
removing them before or after ranking (see the description of the argument zeros in Section 5).

(c) The number of nonzero di's is found.

(d) To each rank is affixed the sign of the di to which it corresponds. Let si ¼ sign dið Þri.
(e) The sum of the positive-signed ranks, W ¼

P
si>0

si ¼
Pn

i¼1 max si; 0:0ð Þ, is calculated.

nag_wilcoxon_test (g08agc) returns:

(a) The test statistic W ;

(b) The number n1 of nonzero di's;
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(c) The approximate Normal test statistic z, where

z ¼
W � n1 n1þ1ð Þ

4

� �
� sign W � n1 n1þ1ð Þ

4

� �
� 1

2ffiffiffiffiffiffiffiffiffiffiffiffiffi
1
4

Xn
i¼1
s2i

s
(d) The tail probability, p, corresponding to W , depending on the choice of the alternative hypothesis,

H1.

If n1 � 80, p is computed exactly; otherwise, an approximation to p is returned based on an
approximate Normal statistic corrected for continuity according to the tail specified.

The value of p can be used to perform a significance test on the median against the alternative
hypothesis. Let � be the size of the significance test (that is, � is the probability of rejecting H0 when
H0 is true). If p < � then the null hypothesis is rejected. Typically � might be 0.05 or 0.01.

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Neumann N (1988) Some procedures for calculating the distributions of elementary nonparametric
teststatistics Statistical Software Newsletter 14(3) 120–126

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

5 Arguments

1: n – Integer Input

On entry: the size of the sample, n.

Constraint: n 	 1.

2: x½n� – const double Input

On entry: the sample observations, x1; x2; . . . ; xn.

3: median – double Input

On entry: the median test value, Xmed .

4: tail – Nag_TailProbability Input

On entry: indicates the choice of tail probability, and hence the alternative hypothesis.

tail ¼ Nag TwoTail
A two tailed probability is calculated and the alternative hypothesis is H1: population
median 6¼ Xmed .

tail ¼ Nag UpperTail
An upper tailed probability is calculated and the alternative hypothesis is H1: population
median > Xmed .

tail ¼ Nag LowerTail
A lower tailed probability is calculated and the alternative hypothesis is H1: population
median < Xmed .

Constraint: tail ¼ Nag TwoTail, Nag UpperTail or Nag LowerTail.

5: zeros – Nag_IncSignZeros Input

On entry: indicates whether or not to include the cases where di ¼ 0:0 in the ranking of the di's.

zeros ¼ Nag IncSignZerosY
All di ¼ 0:0 are included when ranking.
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zeros ¼ Nag IncSignZerosN
All di ¼ 0:0, are ignored, that is all cases where di ¼ 0:0 are removed before ranking.

Constraint: zeros ¼ Nag IncSignZerosY or Nag IncSignZerosN.

6: w – double * Output

On exit: the Wilcoxon rank sum statistic, W , being the sum of the positive ranks.

7: z – double * Output

On exit: the approximate Normal test statistic, z, as described in Section 3.

8: p – double * Output

On exit: the tail probability, p, as specified by the argument tail.

9: non zero – Integer * Output

On exit: the number of nonzero di's, n1.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument tail had an illegal value.

On entry, argument zeros had an illegal value.

NE_G08AG_SAMP_IDEN

The whole sample is identical to the given median test value.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

7 Accuracy

The approximation used to calculate p when n1 > 80 will return a value with a relative error of less
than 10 percent for most cases. The error may increase for cases where there are a large number of ties
in the sample.

8 Parallelism and Performance

nag_wilcoxon_test (g08agc) is not threaded in any implementation.
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9 Further Comments

The time taken by nag_wilcoxon_test (g08agc) increases with n1, until n1 > 80, from which point on
the approximation is used. The time decreases significantly at this point and increases again modestly
with n1 for n1 > 80.

10 Example

The example program performs the Wilcoxon signed rank test on two matched samples of size 8, taken
from two populations. The distribution of the differences between pairs of observations from the two
populations is assumed to be symmetric. The test is used to test whether the medians of the two
distributions of the populations are equal or not. The test statistic, the approximate Normal statistic and
the two tailed probability are computed and printed.

10.1 Program Text

/* nag_wilcoxon_test (g08agc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer exit_status = 0, i, n, non_zero;
NagError fail;
double *data = 0, median, p, w, *x = 0, *y = 0, z;

INIT_FAIL(fail);

printf("nag_wilcoxon_test (g08agc) Example Program Results");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
if (!(x = NAG_ALLOC(n, double))

|| !(y = NAG_ALLOC(n, double))
|| !(data = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
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for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif

printf("\n\n");
printf("%s\n", "Wilcoxon one sample signed ranks test");
printf("\n");
printf("%s", "Data values\n");
for (i = 1; i <= n; ++i)

printf("%5.1f%s", x[i - 1], i % 8 ? "" : "\n");
for (i = 1; i <= n; ++i)

printf("%5.1f%s", y[i - 1], i % 8 ? "" : "\n");

for (i = 1; i <= n; ++i)
data[i - 1] = x[i - 1] - y[i - 1];

median = 0.0;
/* nag_wilcoxon_test (g08agc).
* Performs the Wilcoxon one-sample (matched pairs) signed
* rank test
*/

nag_wilcoxon_test(n, data, median, Nag_TwoTail, Nag_IncSignZerosN, &w, &z,
&p, &non_zero, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_wilcoxon_test (g08agc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n\n");
printf("%s%8.4f\n", "Test statistic = ", w);
printf("%s%8.4f\n", "Normalized test statistic = ", z);
printf("%s%8" NAG_IFMT "\n", "Degrees of freedom = ", non_zero);
printf("%s%8.4f\n", "Two tail probability = ", p);

END:
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(data);
return exit_status;

}

10.2 Program Data

nag_wilcoxon_test (g08agc) Example Program Data
8
82 69 73 43 58 56 76 65
63 42 74 37 51 43 80 62

10.3 Program Results

nag_wilcoxon_test (g08agc) Example Program Results

Wilcoxon one sample signed ranks test

Data values
82.0 69.0 73.0 43.0 58.0 56.0 76.0 65.0
63.0 42.0 74.0 37.0 51.0 43.0 80.0 62.0

Test statistic = 32.0000
Normalized test statistic = 1.8904
Degrees of freedom = 8
Two tail probability = 0.0547
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NAG Library Function Document

nag_mann_whitney (g08amc)

1 Purpose

nag_mann_whitney (g08amc) performs the Mann–Whitney U test on two independent samples of
possibly unequal size and calculates the exact probability for the Mann–Whitney rank sum test statistic
for the case where there are either ties or no ties in the samples pooled together.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_mann_whitney (Integer n1, const double x[], Integer n2,
const double y[], Nag_TailProbability tail, Nag_CompProb exact,
double *u, double *z, double *p, NagError *fail)

3 Description

The Mann–Whitney U test investigates the difference between two populations defined by the
distribution functions F xð Þ and G yð Þ respectively. The data consist of two independent samples of size
n1 and n2, denoted by x1; x2; . . . ; xn1 and y1; y2; . . . ; yn2 , taken from the two populations.

The hypothesis under test, H0, often called the null hypothesis, is that the two distributions are the
same, that is F xð Þ ¼ G xð Þ, and this is to be tested against an alternative hypothesis H1 which is

H1 : F xð Þ 6¼ G yð Þ; or
H1 : F xð Þ < G yð Þ, i.e., the x's tend to be greater than the y's; or

H1 : F xð Þ > G yð Þ, i.e., the x's tend to be less than the y's,

using a two tailed, upper tailed or lower tailed probability respectively. You select the alternative
hypothesis by choosing the appropriate tail probability to be computed (see the description of argument
tail in Section 5).

Note that when using this test to test for differences in the distributions one is primarily detecting
differences in the location of the two distributions. That is to say, if we reject the null hypothesis H0 in
favour of the alternative hypothesis H1: F xð Þ > G yð Þ we have evidence to suggest that the location, of
the distribution defined by F xð Þ, is less than the location, of the distribution defined by G yð Þ.
The Mann–Whitney U test differs from the Median test (see nag_median_test (g08acc)) in that the
ranking of the individual scores within the pooled sample is taken into account, rather than simply the
position of a score relative to the median of the pooled sample. It is therefore a more powerful test if
score differences are meaningful.

The test procedure involves ranking the pooled sample, average ranks being used for ties. Let r1i be the
rank assigned to xi, for i ¼ 1; 2; . . . ; n1 and r2j the rank assigned to yj , for j ¼ 1; 2; . . . ; n2. Then the test
statistic U is defined as follows;

U ¼
Xn1
i¼1
r1i �

n1 n1 þ 1ð Þ
2

U is also the number of times a score in the second sample precedes a score in the first sample (where
we only count a half if a score in the second sample actually equals a score in the first sample).

nag_mann_whitney (g08amc) returns:
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(a) the test statistic U;

(b) the approximate Normal test statistic,

z ¼
U �mean Uð Þ 
 1

2ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
var Uð Þ

p
where

mean Uð Þ ¼ n1n2
2

and

var Uð Þ ¼ n1n2 n1 þ n2 þ 1ð Þ
12

� n1n2
n1 þ n2ð Þ n1 þ n2 � 1ð Þ � TS

where

TS ¼
X�
j¼1

tj
� �

tj � 1
� �

tj þ 1
� �

12

� is the number of groups of ties in the sample and tj is the number of ties in the jth group.

Note that if no ties are present the variance of U reduces to n1n2
12 n1 þ n2 þ 1ð Þ .

(c) An indicator as to whether ties were present in the pooled sample or not.

(d) The tail probability, p, corresponding to U , depending on the choice of tail, i.e., the choice of
alternative hypothesis, H1. An exact probability or a normal approximation may be selected using
the exact option. For large values of n1 and n2 the normal approximation should be adequate while
the exact computation may require extensive calculation, particularly in cases where there are ties
in the observations. For small samples the exact probability should be used.

The value of p can be used to perform a significance test on the null hypothesis H0 against the
alternative hypothesis H1. Let � be the size of the significance test (that is, � is the probability of
rejecting H0 when H0 is true). If p < � then the null hypothesis is rejected. Typically � might be
0.05 or 0.01.

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Neumann N (1988) Some procedures for calculating the distributions of elementary nonparametric
teststatistics Statistical Software Newsletter 14(3) 120–126

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

5 Arguments

1: n1 – Integer Input

On entry: the number of non-tied pairs, n1.

Constraint: n1 	 1.

2: x½n1� – const double Input

On entry: the first vector of observations. x1; x2; . . . ; xn1 .

3: n2 – Integer Input

On entry: the size of the second sample, n2.

Constraint: n2 	 1.
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4: y½n2� – const double Input

On entry: the second vector of observations. y1; y2; . . . ; yn2 .

5: tail – Nag_TailProbability Input

On entry: indicates the choice of tail probability, and hence the alternative hypothesis.

tail ¼ Nag TwoTail
A two tailed probability is calculated and the alternative hypothesis is H1 : F xð Þ 6¼ G yð Þ.

tail ¼ Nag UpperTail
An upper tailed probability is calculated and the alternative hypothesis H1 : F xð Þ < G yð Þ,
i.e., the x's tend to be greater than the y's.

tail ¼ Nag LowerTail
A lower tailed probability is calculated and the alternative hypothesis H1 : F xð Þ > G yð Þ, i.
e., the x's tend to be less than the y's.

Constraint: tail ¼ Nag TwoTail, Nag UpperTail or Nag LowerTail.

6: exact – Nag_CompProb Input

On entry: indicates if exact probability, p, is to be computed.

exact ¼ Nag CompProbExact
Compute the exact probability.

exact ¼ Nag CompProbApprox
Compute the approximate probability.

Constraint: exact ¼ Nag CompProbExact or Nag CompProbApprox.

7: u – double * Output

On exit: the Mann–Whitney rank sum statistic, U .

8: z – double * Output

On exit: the approximate Normal test statistic, z, as described in Section 3.

9: p – double * Output

On exit: the exact tail probability, p, as specified by the argument tail.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument exact had an illegal value.

On entry, argument tail had an illegal value.

NE_G08AH_SAMP_IDEN

The pooled samples are all the same, that is the variance of U ¼ 0:0.
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NE_INT_ARG_LT

On entry, n1 must not be less than 1: n1 ¼ valueh i.
On entry, n2 must not be less than 1: n2 ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_MANN_WHITNEY_STAT

The computed Mann–Whitney statistic, U ¼ valueh i. If the exact tail probability is to be
computed, then U 	 0.

7 Accuracy

The approximate tail probability, p, returned by nag_mann_whitney (g08amc) is a good approximation
to the exact probability for cases where max n1; n2ð Þ 	 30 and n1 þ n2ð Þ 	 40. The relative error of the
approximation should be less than 10 percent, for most cases falling in this range.

8 Parallelism and Performance

nag_mann_whitney (g08amc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_mann_whitney (g08amc) increases with n1 and n2.

10 Example

The example program performs the Mann–Whitney test on two independent samples of sizes 16 and 23
respectively. This is used to test the null hypothesis that the distributions of the two populations from
which the samples were taken are the same against the alternative hypothesis that the distributions are
different. The test statistic, the approximate Normal statistic and the approximate two-tail probability
are printed. An exact tail probability is also calculated and printed depending on whether ties were
found in the pooled sample or not.

10.1 Program Text

/* nag_mann_whitney (g08amc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer exit_status = 0, i, n1, n2;
NagError fail;
double p, u, *x = 0, *y = 0, z;

INIT_FAIL(fail);
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printf("nag_mann_whitney (g08amc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " ", &n1, &n2);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " ", &n1, &n2);

#endif
printf("%s%5" NAG_IFMT "\n", "Sample size of group 1 = ", n1);
printf("%s%5" NAG_IFMT "\n", "Sample size of group 2 = ", n2);
if (!(x = NAG_ALLOC(n1, double))

|| !(y = NAG_ALLOC(n2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf("\n");
for (i = 1; i <= n1; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i - 1]);

#else
scanf("%lf", &x[i - 1]);

#endif
printf("%s\n", "Mann-Whitney U test");
printf("\n");
printf("%s\n", "Data values");
printf("\n");
printf("%s", " Group 1 ");
for (i = 1; i <= n1; ++i)

printf("%5.1f%s", x[i - 1], i % 8 ? "" : "\n ");
for (i = 1; i <= n2; ++i)

#ifdef _WIN32
scanf_s("%lf", &y[i - 1]);

#else
scanf("%lf", &y[i - 1]);

#endif
printf("\n");
printf("%s", " Group 2 ");
for (i = 1; i <= n2; ++i)

printf("%5.1f%s", y[i - 1], i % 8 ? "" : "\n ");

/* nag_mann_whitney (g08amc).
* Performs the Mann-Whitney U test on two independent
* samples
*/

nag_mann_whitney(n1, x, n2, y, Nag_LowerTail, Nag_CompProbApprox,
&u, &z, &p, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_mann_whitney (g08amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n\n");
printf("%s%8.4f\n", "Test statistic = ", u);
printf("%s%8.4f\n", "Normal Statistic = ", z);
printf("%s%8.4f\n", "Approximate tail probability = ", p);
/* nag_mann_whitney (g08amc), see above. */
nag_mann_whitney(n1, x, n2, y, Nag_LowerTail, Nag_CompProbExact,

&u, &z, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_mann_whitney (g08amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
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printf("%s%8.4f\n", "Exact tail probability = ", p);
END:

NAG_FREE(x);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_mann_whitney (g08amc) Example Program Data
16 23
13.0 6.0 12.0 7.0 12.0 7.0 10.0 7.0
10.0 7.0 16.0 7.0 10.0 8.0 9.0 8.0
17.0 6.0 10.0 8.0 15.0 8.0 15.0 10.0 15.0 10.0 14.0 10.0
14.0 11.0 14.0 11.0 13.0 12.0 13.0 12.0 13.0 12.0 12.0

10.3 Program Results

nag_mann_whitney (g08amc) Example Program Results

Sample size of group 1 = 16
Sample size of group 2 = 23

Mann-Whitney U test

Data values

Group 1 13.0 6.0 12.0 7.0 12.0 7.0 10.0 7.0
10.0 7.0 16.0 7.0 10.0 8.0 9.0 8.0

Group 2 17.0 6.0 10.0 8.0 15.0 8.0 15.0 10.0
15.0 10.0 14.0 10.0 14.0 11.0 14.0 11.0
13.0 12.0 13.0 12.0 13.0 12.0 12.0

Test statistic = 86.0000
Normal Statistic = -2.8039
Approximate tail probability = 0.0025
Exact tail probability = 0.0020
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NAG Library Function Document

nag_1_sample_ks_test (g08cbc)

1 Purpose

nag_1_sample_ks_test (g08cbc) performs the one sample Kolmogorov–Smirnov test, using one of the
distributions provided.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_1_sample_ks_test (Integer n, const double x[],
Nag_Distributions dist, double par[], Nag_ParaEstimates estima,
Nag_TestStatistics ntype, double *d, double *z, double *p,
NagError *fail)

3 Description

The data consist of a single sample of n observations denoted by x1; x2; . . . ; xn. Let Sn x ið Þ
� �

and
F0 x ið Þ
� �

represent the sample cumulative distribution function and the theoretical (null) cumulative
distribution function respectively at the point x ið Þ where x ið Þ is the ith smallest sample observation.

The Kolmogorov–Smirnov test provides a test of the null hypothesis H0: the data are a random sample
of observations from a theoretical distribution specified by you against one of the following alternative
hypotheses:

(i) H1: the data cannot be considered to be a random sample from the specified null distribution.

(ii) H2: the data arise from a distribution which dominates the specified null distribution. In practical
terms, this would be demonstrated if the values of the sample cumulative distribution function
Sn xð Þ tended to exceed the corresponding values of the theoretical cumulative distribution function
F0 xð Þ.

(iii) H3: the data arise from a distribution which is dominated by the specified null distribution. In
practical terms, this would be demonstrated if the values of the theoretical cumulative distribution
function F0 xð Þ tended to exceed the corresponding values of the sample cumulative distribution
function Sn xð Þ.

One of the following test statistics is computed depending on the particular alternative null hypothesis
specified (see the description of the argument ntype in Section 5).

For the alternative hypothesis H1.

Dn – the largest absolute deviation between the sample cumulative distribution function and the
theoretical cumulative distribution function. Formally Dn ¼ max Dþn ;D

�
n

� 
.

For the alternative hypothesis H2.

Dþn – the largest positive deviation between the sample cumulative distribution function and the
theoretical cumulative distribution function. Formally Dþn ¼ max Sn x ið Þ

� �
� F0 x ið Þ

� �
; 0

� 
for both

discrete and continuous null distributions.

For the alternative hypothesis H3.

D�n – the largest positive deviation between the theoretical cumulative distribution function and
the sample cumulative distribution function. Formally if the null distribution is discrete then
D�n ¼ max F0 x ið Þ

� �
� Sn x ið Þ

� �
; 0

� 
and if the null distr ibution is continuous then

D�n ¼ max F0 x ið Þ
� �

� Sn x i�1ð Þ
� �

; 0
� 

.
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The standardized statistic Z ¼ D�
ffiffiffi
n
p

is also computed where D may be Dn;D
þ
n or D�n depending on

the choice of the alternative hypothesis. This is the standardized value of D with no correction for
continuity applied and the distribution of Z converges asymptotically to a limiting distribution, first
derived by Kolmogorov (1933), and then tabulated by Smirnov (1948). The asymptotic distributions for
the one-sided statistics were obtained by Smirnov (1933).

The probability, under the null hypothesis, of obtaining a value of the test statistic as extreme as that
observed, is computed. If n � 100 an exact method given by Conover (1980), is used. Note that the
method used is only exact for continuous theoretical distributions and does not include Conover's
modification for discrete distributions. This method computes the one-sided probabilities. The two-sided
probabilities are estimated by doubling the one-sided probability. This is a good estimate for small p,
that is p � 0:10, but it becomes very poor for larger p. If n > 100 then p is computed using the
Kolmogorov–Smirnov limiting distributions, see Feller (1948), Kendall and Stuart (1973), Kolmogorov
(1933), Smirnov (1933) and Smirnov (1948).

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Feller W (1948) On the Kolmogorov–Smirnov limit theorems for empirical distributions Ann. Math.
Statist. 19 179–181

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Kolmogorov A N (1933) Sulla determinazione empirica di una legge di distribuzione Giornale dell'
Istituto Italiano degli Attuari 4 83–91

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

Smirnov N (1933) Estimate of deviation between empirical distribution functions in two independent
samples Bull. Moscow Univ. 2(2) 3–16

Smirnov N (1948) Table for estimating the goodness of fit of empirical distributions Ann. Math. Statist.
19 279–281

5 Arguments

1: n – Integer Input

On entry: n, the number of observations in the sample.

Constraint: n 	 3.

2: x½n� – const double Input

On entry: the sample observations x1; x2; . . . ; xn.

Constraint: the sample observations supplied must be consistent, in the usual manner, with the
null distribution chosen, as specified by the arguments dist and par. For further details see
Section 9.

3: dist – Nag_Distributions Input

On entry: the theoretical (null) distribution from which it is suspected the data may arise.

dist ¼ Nag Uniform
The uniform distribution over a; bð Þ.

dist ¼ Nag Normal
The Normal distribution with mean � and variance �2.

dist ¼ Nag Gamma
The gamma distribution with shape parameter� and scale parameter �, where the mean
¼ ��.
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dist ¼ Nag Beta
The beta distribution with shape parameters � and �, where the mean ¼ �= �þ �ð Þ.

dist ¼ Nag Binomial
The binomial distribution with the number of trials, m, and the probability of a success, p.

dist ¼ Nag Exponential
The exponential distribution with parameter �, where the mean ¼ 1=�.

dist ¼ Nag Poisson
The Poisson distribution with parameter �, where the mean ¼ �.

dist ¼ Nag NegBinomial
The negative binomial distribution with the number of trials, m, and the probability of
success, p.

dist ¼ Nag GenPareto
The generalized Pareto distribution with shape parameter � and scale �.

Cons t ra i n t : dist ¼ Nag Uniform, Nag Normal, Nag Gamma, Nag Beta, Nag Binomial,
Nag Exponential, Nag Poisson, Nag NegBinomial or Nag GenPareto.

4: par½2� – double Input/Output

On entry: if estima ¼ Nag ParaSupplied, par must contain the known values of the parameter(s)
of the null distribution as follows.

If a uniform distribution is used, then par½0� and par½1� must contain the boundaries a and b
respectively.

If a Normal distribution is used, then par½0� and par½1� must contain the mean, �, and the
variance, �2, respectively.

If a gamma distribution is used, then par½0� and par½1� must contain the parameters � and �
respectively.

If a beta distribution is used, then par½0� and par½1� must contain the parameters � and �
respectively.

If a binomial distribution is used, then par½0� and par½1� must contain the parameters m and p
respectively.

If an exponential distribution is used, then par½0� must contain the parameter �.

If a Poisson distribution is used, then par½0� must contain the parameter �.

If a negative binomial distribution is used, par½0� and par½1� must contain the parameters m and
p respectively.

If a generalized Pareto distribution is used, par½0� and par½1� must contain the parameters � and
� respectively.

If estima ¼ Nag ParaEstimated, par need not be set except when the null distribution requested
is either the binomial or the negative binomial distribution in which case par½0� must contain the
parameter m.

On exit: if estima ¼ Nag ParaSupplied, par is unchanged; if estima ¼ Nag ParaEstimated, and
dist ¼ Nag Binomial or dist ¼ Nag NegBinomial then par½1� is estimated from the data;
otherwise par½0� and par½1� are estimated from the data.

Constraints:

if dist ¼ Nag Uniform, par½0� < par½1�;
if dist ¼ Nag Normal, par½1� > 0:0;
if dist ¼ Nag Gamma, par½0� > 0:0 and par½1� > 0:0;
if dist ¼ Nag Beta, par½0� > 0:0 and par½1� > 0:0 and par½0� � 106 and par½1� � 106;
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if dist ¼ Nag Binomial, par½0� 	 1:0 and 0:0 < par½1� < 1:0 and
par½0� � par½1� � 1:0� par½1�ð Þ � 106 and par½0� < 1=eps, where
eps ¼ machine precision, see nag_machine_precision (X02AJC);
if dist ¼ Nag Exponential, par½0� > 0:0;
if dist ¼ Nag Poisson, par½0� > 0:0 and par½0� � 106;
if dist ¼ Nag NegBinomial, par½0� 	 1:0 and 0:0 < par½1� < 1:0 and
par½0� � 1:0� par½1�ð Þ= par½1� � par½1�ð Þ � 106 and par½0� < 1=eps, where
eps ¼ machine precision, see nag_machine_precision (X02AJC);
if dist ¼ Nag GenPareto, par½1� > 0.

5: estima – Nag_ParaEstimates Input

On entry: estima must specify whether values of the parameters of the null distribution are
known or are to be estimated from the data.

estima ¼ Nag ParaSupplied
Values of the parameters will be supplied in the array par described above.

estima ¼ Nag ParaEstimated
Parameters are to be estimated from the data except when the null distribution requested is
the binomial distribution or the negative binomial distribution in which case the first
parameter, m, must be supplied in par½0� and only the second parameter, p, is estimated
from the data.

Constraint: estima ¼ Nag ParaSupplied or Nag ParaEstimated.

6: ntype – Nag_TestStatistics Input

On entry: the test statistic to be calculated, i.e., the choice of alternative hypothesis.

ntype ¼ Nag TestStatisticsDAbs
Computes Dn, to test H0 against H1,

ntype ¼ Nag TestStatisticsDPos
Computes Dþn , to test H0 against H2,

ntype ¼ Nag TestStatisticsDNeg
Computes D�n , to test H0 against H3.

Constraint: ntype ¼ Nag TestStatisticsDAbs, Nag TestStatisticsDPos or Nag TestStatisticsDNeg.

7: d – double * Output

On exit: the Kolmogorov–Smirnov test statistic (Dn, Dþn or D�n according to the value of ntype).

8: z – double * Output

On exit: a standardized value, Z, of the test statistic, D, without any correction for continuity.

9: p – double * Output

On exit: the probability, p, associated with the observed value of D where D may be Dn;D
þ
n or

D�n depending on the value of ntype (see Section 3).

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_G08CB_DATA

On entry, dist ¼ Nag Beta and at least one observation is illegal.
Constraint: 0 � x½i � 1� � 1, for i ¼ 1; 2; . . . ; n.

On entry, dist ¼ Nag Binomial and all observations are zero or m.
Constraint: at least one 0:0 < x½i � 1� < par½0�, for i ¼ 1; 2; . . . ; n.

On entry, dist ¼ Nag Binomial and at least one observation is illegal.
Constraint: 0 � x½i � 1� � par½0�, for i ¼ 1; 2; . . . ;n.

On entry, dist ¼ Nag Exponential or Nag Poisson and all observations are zero.
Constraint: at least one x½i � 1� > 0, for i ¼ 1; 2; . . . ; n.

O n e n t r y , dist ¼ Nag Gamma, Nag Exponential, Nag Poisson, Nag NegBinomial o r
Nag GenPareto and at least one observation is negative.
Constraint: x½i � 1� 	 0, for i ¼ 1; 2; . . . ;n.

On entry, dist ¼ Nag Uniform and at least one observation is illegal.
Constraint: par½0� � x½i � 1� � par½1�, for i ¼ 1; 2; . . . ; n.

NE_G08CB_PARAM

On entry, dist ¼ Nag Binomial and m ¼ par½0� ¼ valueh i.
Note that m must always be supplied.
Constraint: for the binomial distribution, 1 � par½0� < 1=eps, where eps ¼ machine precision,
see nag_machine_precision (X02AJC).

On entry, dist ¼ Nag GenPareto and estima ¼ Nag ParaEstimated.
The parameter estimates are invalid; the data may not be from the generalized Pareto distribution.

On entry, dist ¼ Nag NegBinomial and m ¼ par½0� ¼ valueh i.
Note that m must always be supplied.
Const ra in t : for the negat ive binomial d is t r ibut ion , 1 � par½0� < 1=eps, where
eps ¼ machine precision, see nag_machine_precision (X02AJC).

On entry, estima ¼ Nag ParaSupplied and par½0� ¼ valueh i; par½1� ¼ valueh i.
Constraint: for the beta distribution, 0 < par½0� and par½1� � 1000000.

On entry, estima ¼ Nag ParaSupplied and par½0� ¼ valueh i; par½1� ¼ valueh i.
Constraint: for the gamma distribution, par½0� and par½1� > 0.

On entry, estima ¼ Nag ParaSupplied and par½0� ¼ valueh i; par½1� ¼ valueh i.
C o n s t r a i n t : f o r t h e g e n e r a l i z e d P a r e t o d i s t r i b u t i o n w i t h par½0� < 0,
0 � x½i � 1� � �par½1�=par½0�, for i ¼ 1; 2; . . . ; n.

On entry, estima ¼ Nag ParaSupplied and par½0� ¼ valueh i; par½1� ¼ valueh i.
Constraint: for the uniform distribution, par½0� < par½1�.
On entry, estima ¼ Nag ParaSupplied and par½0� ¼ valueh i.
Constraint: for the exponential distribution, par½0� > 0.

On entry, estima ¼ Nag ParaSupplied and par½0� ¼ valueh i.
Constraint: for the Poisson distribution, 0 < par½0� < 1000000.
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On entry, estima ¼ Nag ParaSupplied and par½1� ¼ valueh i.
Constraint: for the binomial distribution, 0 < par½1� < 1.

On entry, estima ¼ Nag ParaSupplied and par½1� ¼ valueh i.
Constraint: for the generalized Pareto distribution, par½1� > 0.

On entry, estima ¼ Nag ParaSupplied and par½1� ¼ valueh i.
Constraint: for the negative binomial distribution, 0 < par½1� < 1.

On entry, estima ¼ Nag ParaSupplied and par½1� ¼ valueh i.
Constraint: for the Normal distribution, par½1� > 0.

NE_G08CB_SAMPLE

On entry, dist ¼ Nag Uniform, Nag Normal, Nag Gamma, Nag Beta or Nag GenPareto,
estima ¼ Nag ParaEstimated and the whole sample is constant. Thus the variance is zero.

NE_G08CB_VARIANCE

On entry, dist ¼ Nag Binomial, par½0� ¼ valueh i, par½1� ¼ valueh i.
The variance par½0� � par½1� � 1� par½1�ð Þ exceeds 1000000.

On entry, dist ¼ Nag NegBinomial, par½0� ¼ valueh i, par½1� ¼ valueh i.
The variance par½0� � 1� par½1�ð Þ= par½1� � par½1�ð Þ exceeds 1000000.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The approximation for p, given when n > 100, has a relative error of at most 2.5% for most cases. The
two-sided probability is approximated by doubling the one-sided probability. This is only good for
small p, i.e., p < 0:10 but very poor for large p. The error is always on the conservative side, that is the
tail probability, p, is over estimated.

8 Parallelism and Performance

nag_1_sample_ks_test (g08cbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The time taken by nag_1_sample_ks_test (g08cbc) increases with n until n > 100 at which point it
drops and then increases slowly with n. The time may also depend on the choice of null distribution
and on whether or not the parameters are to be estimated.

The data supplied in the argument x must be consistent with the chosen null distribution as follows:

when dist ¼ Nag Uniform, then par½0� � xi � par½1�, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag Normal, then there are no constraints on the xi's;

when dist ¼ Nag Gamma, then xi 	 0:0, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag Beta, then 0:0 � xi � 1:0, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag Binomial, then 0:0 � xi � par½0�, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag Exponential, then xi 	 0:0, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag Poisson, then xi 	 0:0, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag NegBinomial, then xi 	 0:0, for i ¼ 1; 2; . . . ; n;

when dist ¼ Nag GenPareto and par½0� 	 0:0, then xi 	 0:0, for i ¼ 1; 2; . . . ; n;

w h e n dist ¼ Nag GenPareto a n d par½0� < 0:0, t h e n 0:0 � xi � �par½1�=par½0�, f o r
i ¼ 1; 2; . . . ; n.

10 Example

The following example program reads in a set of data consisting of 30 observations. The Kolmogorov–
Smirnov test is then applied twice, firstly to test whether the sample is taken from a uniform
distribution, U 0; 2ð Þ, and secondly to test whether the sample is taken from a Normal distribution where
the mean and variance are estimated from the data. In both cases we are testing against H1; that is, we
are doing a two tailed test. The values of d, z and p are printed for each case.

10.1 Program Text

/* nag_1_sample_ks_test (g08cbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer exit_status = 0;
Integer i, n, np;
double d, p, *par = 0, *x = 0, z;
char nag_enum_arg[40];
Nag_TestStatistics ntype;
NagError fail;

INIT_FAIL(fail);

printf("nag_1_sample_ks_test (g08cbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
x = NAG_ALLOC(n, double);

printf("\n");
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i - 1]);

#else
scanf("%lf", &x[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &np);
#else

scanf("%" NAG_IFMT "", &np);
#endif

if (!(par = NAG_ALLOC(np, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= np; ++i)
#ifdef _WIN32

scanf_s("%lf", &par[i - 1]);
#else

scanf("%lf", &par[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

ntype = (Nag_TestStatistics) nag_enum_name_to_value(nag_enum_arg);

/* nag_1_sample_ks_test (g08cbc).
* Performs the one-sample Kolmogorov-Smirnov test for
* standard distributions
*/

nag_1_sample_ks_test(n, x, Nag_Uniform, par, Nag_ParaSupplied, ntype, &d,
&z, &p, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_1_sample_ks_test (g08cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Test against uniform distribution on (0,2)\n");
printf("\n");
printf("Test statistic D = %8.4f\n", d);
printf("Z statistic = %8.4f\n", z);
printf("Tail probability = %8.4f\n", p);
printf("\n");

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &np);

#else
scanf("%" NAG_IFMT "", &np);

#endif
for (i = 1; i <= np; ++i)

#ifdef _WIN32
scanf_s("%lf", &par[i - 1]);
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#else
scanf("%lf", &par[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

ntype = (Nag_TestStatistics) nag_enum_name_to_value(nag_enum_arg);

/* nag_1_sample_ks_test (g08cbc), see above. */
nag_1_sample_ks_test(n, x, Nag_Normal, par, Nag_ParaEstimated, ntype, &d,

&z, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_1_sample_ks_test (g08cbc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Test against Normal distribution with parameters estimated"
" from the data\n\n");

printf("Mean = %6.4f and variance = %6.4f\n", par[0], par[1]);
printf("Test statistic D = %8.4f\n", d);
printf("Z statistic = %8.4f\n", z);
printf("Tail probability = %8.4f\n", p);

END:
NAG_FREE(x);
NAG_FREE(par);

return exit_status;
}

10.2 Program Data

nag_1_sample_ks_test (g08cbc) Example Program Data
30
0.01 0.30 0.20 0.90 1.20 0.09 1.30 0.18 0.90 0.48
1.98 0.03 0.50 0.07 0.70 0.60 0.95 1.00 0.31 1.45
1.04 1.25 0.15 0.75 0.85 0.22 1.56 0.81 0.57 0.55
2 0.0 2.0 Nag_TestStatisticsDAbs
2 0.0 1.0 Nag_TestStatisticsDAbs

10.3 Program Results

nag_1_sample_ks_test (g08cbc) Example Program Results

Test against uniform distribution on (0,2)

Test statistic D = 0.2800
Z statistic = 1.5336
Tail probability = 0.0143

Test against Normal distribution with parameters estimated from the data

Mean = 0.6967 and variance = 0.2564
Test statistic D = 0.1108
Z statistic = 0.6068
Tail probability = 0.8925
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NAG Library Function Document

nag_2_sample_ks_test (g08cdc)

1 Purpose

nag_2_sample_ks_test (g08cdc) performs the two sample Kolmogorov–Smirnov distribution test.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_2_sample_ks_test (Integer n1, const double x[], Integer n2,
const double y[], Nag_TestStatistics dtype, double *d, double *z,
double *p, NagError *fail)

3 Description

The data consist of two independent samples, one of size n1, denoted by x1; x2; . . . ; xn1, and the other of
size n2 denoted by y1; y2; . . . ; yn2. Let F xð Þ and G xð Þ represent their respective, unknown, distribution
functions. Also let S1 xð Þ and S2 xð Þ denote the values of the sample cumulative distribution functions at
the point x for the two samples respectively.

The Kolmogorov–Smirnov test provides a test of the null hypothesis H0 : F xð Þ ¼ G xð Þ against one of
the following alternative hypotheses:

(i) H1 : F xð Þ 6¼ G xð Þ.
(ii) H2 : F xð Þ > G xð Þ. This alternative hypothesis is sometimes stated as, ‘The x's tend to be smaller

than the y's’, i.e., it would be demonstrated in practical terms if the values of S1 xð Þ tended to
exceed the corresponding values of S2 xð Þ.

(iii) H3 : F xð Þ < G xð Þ. This alternative hypothesis is sometimes stated as, ‘The x's tend to be larger
than the y's’, i.e., it would be demonstrated in practical terms if the values of S2 xð Þ tended to
exceed the corresponding values of S1 xð Þ.

One of the following test statistics is computed depending on the particular alternative null hypothesis
specified (see the description of the argument dtype in Section 5).

For the alternative hypothesis H1.

Dn1;n2 – the largest absolute deviation between the two sample cumulative distribution functions.

For the alternative hypothesis H2.

Dþn1;n2 – the largest positive deviation between the sample cumulative distribution function of the
first sample, S1 xð Þ, and the sample cumulative distribution function of the second sample, S2 xð Þ.
Formally Dþn1;n2 ¼ max S1 xð Þ � S2 xð Þ; 0f g.

For the alternative hypothesis H3.

D�n1;n2 – the largest positive deviation between the sample cumulative distribution function of the
second sample, S2 xð Þ, and the sample cumulative distribution function of the first sample, S1 xð Þ.
Formally D�n1;n2 ¼ max S2 xð Þ � S1 xð Þ; 0f g.

nag_2_sample_ks_test (g08cdc) also returns the standardized statistic Z ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n1 þ n2=n1n2ð Þ

p
�D

where D may be Dn1;n2 , D
þ
n1;n2

or D�n1;n2 depending on the choice of the alternative hypothesis. The
distribution of this statistic converges asymptotically to a distribution given by Smirnov as n1 and n2
increase (see Feller (1948), Kendall and Stuart (1973), Kim and Jenrich (1973), Smirnov (1933) or
Smirnov (1948)).
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The probability, under the null hypothesis, of obtaining a value of the test statistic as extreme as that
observed, is computed. If max n1; n2ð Þ � 2500 and n1n2 � 10000 then an exact method given by Kim
and Jenrich is used. Otherwise p is computed using the approximations suggested by Kim and Jenrich
(see Kim and Jenrich (1973)). Note that the method used is only exact for continuous theoretical
distributions. This method computes the two-sided probability. The one-sided probabilities are estimated
by halving the two-sided probability. This is a good estimate for small p, that is p � 0:10, but it
becomes very poor for larger p.

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Feller W (1948) On the Kolmogorov–Smirnov limit theorems for empirical distributions Ann. Math.
Statist. 19 179–181

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Kim P J and Jenrich R I (1973) Tables of exact sampling distribution of the two sample Kolmogorov–
Smirnov criterion Dmn m < nð Þ Selected Tables in Mathematical Statistics 1 80–129 American
Mathematical Society

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

Smirnov N (1933) Estimate of deviation between empirical distribution functions in two independent
samples Bull. Moscow Univ. 2(2) 3–16

Smirnov N (1948) Table for estimating the goodness of fit of empirical distributions Ann. Math. Statist.
19 279–281

5 Arguments

1: n1 – Integer Input

On entry: the number of observations in the first sample, n1.

Constraint: n1 	 1.

2: x½n1� – const double Input

On entry: the observations from the first sample, x1; x2; . . . ; xn1 .

3: n2 – Integer Input

On entry: the number of observations in the second sample, n2.

Constraint: n2 	 1.

4: y½n2� – const double Input

On entry: the observations from the second sample, y1; y2; . . . ; yn2 .

5: dtype – Nag_TestStatistics Input

On entry: the statistic to be computed, i.e., the choice of alternative hypothesis.

dtype ¼ Nag TestStatisticsDAbs
Computes Dn1n2 , to test against H1.

dtype ¼ Nag TestStatisticsDPos
Computes Dþn1n2 , to test against H2.

dtype ¼ Nag TestStatisticsDNeg
Computes D�n1n2 , to test against H3.

Constraint: dtype ¼ Nag TestStatisticsDAbs, Nag TestStatisticsDPos or Nag TestStatisticsDNeg.
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6: d – double * Output

On exit: the Kolmogorov–Smirnov test statistic (Dn1n2 , D
þ
n1n2

or D�n1n2 according to the value of
dtype).

7: z – double * Output

On exit: a standardized value, Z, of the test statistic, D, without any correction for continuity.

8: p – double * Output

On exit: the tail probability associated with the observed value of D, where D may be
Dn1;n2 ; D

þ
n1;n2

or D�n1;n2 depending on the value of dtype (see Section 3).

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument dtype had an illegal value.

NE_G08CD_CONV

The iterative procedure used in the approximation of the probability for large n1 and n2 did not
converge. For the two-sided test, p ¼ 1:0 is returned. For the one-sided test, p ¼ 0:5 is returned.

NE_INT_ARG_LT

On entry, n1 must not be less than 1: n1 ¼ valueh i.
On entry, n2 must not be less than 1: n2 ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

7 Accuracy

The large sample distributions used as approximations to the exact distribution should have a relative
error of less than 5% for most cases.

8 Parallelism and Performance

nag_2_sample_ks_test (g08cdc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_2_sample_ks_test (g08cdc) increases with n1 and n2, until n1n2 > 10000 or
max n1; n2ð Þ 	 2500. At this point one of the approximations is used and the time decreases
significantly. The time then increases again modestly with n1 and n2.
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10 Example

The following example computes the two-sided Kolmogorov–Smirnov test statistic for two independent
samples of size 100 and 50 respectively. The first sample is from a uniform distribution U 0; 2ð Þ. The
second sample is from a uniform distribution U 0:25; 2:25ð Þ. The test statistic, Dn1;n2 , the standardized
test statistic, Z, and the tail probability, p, are computed and printed.

10.1 Program Text

/* nag_2_sample_ks_test (g08cdc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer m, n, lstate;
Integer *state = 0;

/* Double scalar and array declarations */
double d, p, z;
double *x = 0, *y = 0;

/* Character array declarations */
char nag_enum_arg[40];

/* NAG structures and data types */
Nag_TestStatistics ntype;
NagError fail;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 423523 };
Integer lseed = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_2_sample_ks_test (g08cdc) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32
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scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Get the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &n, &m);
#endif

/* Allocate the arrays */
if (!(x = NAG_ALLOC(n, double)) ||

!(state = NAG_ALLOC(lstate, Integer)) || !(y = NAG_ALLOC(m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
printf("\n");

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate vector of n uniform variates between 0 and 2 */
nag_rand_uniform(n, 0.0, 2.0, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_uniform (g05sqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Generate vector of m uniform variates between 0.25 and 2.25 */
nag_rand_uniform(m, 0.25, 2.25, state, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_uniform (g05sqc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

ntype = (Nag_TestStatistics) nag_enum_name_to_value(nag_enum_arg);

/* nag_2_sample_ks_test (g08cdc).
* Performs the two-sample Kolmogorov-Smirnov test
*/

nag_2_sample_ks_test(n, x, m, y, ntype, &d, &z, &p, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_2_sample_ks_test (g08cdc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("Test statistic D = %8.4f\n", d);
printf("Z statistic = %8.4f\n", z);
printf("Tail probability = %8.4f\n", p);

END:
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NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

nag_2_sample_ks_test (g08cdc) Example Program Data
100 50
Nag_TestStatisticsDAbs

10.3 Program Results

nag_2_sample_ks_test (g08cdc) Example Program Results

Test statistic D = 0.1800
Z statistic = 0.0312
Tail probability = 0.2222
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NAG Library Function Document

nag_chi_sq_goodness_of_fit_test (g08cgc)

1 Purpose

nag_chi_sq_goodness_of_fit_test (g08cgc) computes the test statistic for the �2 goodness-of-fit test for
data with a chosen number of class intervals.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_chi_sq_goodness_of_fit_test (Integer nclass, const Integer ifreq[],
const double cint[], Nag_Distributions dist, const double par[],
Integer npest, const double prob[], double *chisq, double *p,
Integer *ndf, double eval[], double chisqi[], NagError *fail)

3 Description

The �2 goodness-of-fit test performed by nag_chi_sq_goodness_of_fit_test (g08cgc) is used to test the
null hypothesis that a random sample arises from a specified distribution against the alternative
hypothesis that the sample does not arise from the specified distribution.

Given a sample of size n, denoted by x1; x2; . . . ; xn, drawn from a random variable X, and that the data
have been grouped into k classes,

x � c1;
ci�1 < x � ci; i ¼ 2; 3; . . . ; k� 1;
x > ck�1;

then the �2 goodness-of-fit test statistic is defined by:

X2 ¼
Xk
i¼1

Oi � Eið Þ2

Ei

where Oi is the observed frequency of the ith class, and Ei is the expected frequency of the ith class.

The expected frequencies are computed as

Ei ¼ pi � n;

where pi is the probability that X lies in the ith class, that is

p1 ¼ P X � c1ð Þ;
pi ¼ P ci�1 < X � cið Þ; i ¼ 2; 3; . . . ; k� 1;
pk ¼ P X > ck�1ð Þ:

These probabilities are either taken from a common probability distribution or are supplied by you. The
available probability distributions within this function are:

Normal distribution with mean �, variance �2;

uniform distribution on the interval a; b½ �;

exponential distribution with probability density function pdf ¼ �e��x;

�2 distribution with f degrees of freedom; and

gamma distribution with pdf ¼ x��1e�x=�

� �ð Þ�� .
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You must supply the frequencies and classes. Given a set of data and classes the frequencies may be
calculated using nag_frequency_table (g01aec).

nag_chi_sq_goodness_of_fit_test (g08cgc) returns the �2 test statistic, X2, together with its degrees of
freedom and the upper tail probability from the �2 distribution associated with the test statistic. Note
that the use of the �2 distribution as an approximation to the distribution of the test statistic improves as
the expected values in each class increase.

4 References

Conover W J (1980) Practical Nonparametric Statistics Wiley

Kendall M G and Stuart A (1973) The Advanced Theory of Statistics (Volume 2) (3rd Edition) Griffin

Siegel S (1956) Non-parametric Statistics for the Behavioral Sciences McGraw–Hill

5 Arguments

1: nclass – Integer Input

On entry: the number of classes, k, into which the data is divided.

Constraint: nclass 	 2.

2: ifreq½nclass� – const Integer Input

On entry: ifreq½i � 1� must specify the frequency of the ith class, Oi, for i ¼ 1; 2; . . . ; k.

Constraint: ifreq½i � 1� 	 0, for i ¼ 1; 2; . . . ; k.

3: cint½nclass� 1� – const double Input

On entry: cint½i � 1� must specify the upper boundary value for the ith class, for
i ¼ 1; 2; . . . ; k� 1.

Constraints:

cint½0� < cint½1� < � � � < cint½nclass� 2�;
For the exponential, gamma and �2 distributions cint½0� 	 0:0.

4: dist – Nag_Distributions Input

On entry: indicates for which distribution the test is to be carried out.

dist ¼ Nag Normal
The Normal distribution is used.

dist ¼ Nag Uniform
The uniform distribution is used.

dist ¼ Nag Exponential
The exponential distribution is used.

dist ¼ Nag ChiSquare
The �2 distribution is used.

dist ¼ Nag Gamma
The gamma distribution is used.

dist ¼ Nag UserProb
You must supply the class probabilities in the array prob.

Constraint: dist ¼ Nag Normal, Nag Uniform, Nag Exponential, Nag ChiSquare, Nag Gamma or
Nag UserProb.
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5: par½2� – const double Input

On entry: par must contain the arguments of the distribution which is being tested. If you supply
the probabilities (i.e., dist ¼ Nag UserProb) the array par is not referenced.

If a Normal distribution is used then par½0� and par½1� must contain the mean, �, and the
variance, �2, respectively.

If a uniform distribution is used then par½0� and par½1� must contain the boundaries a and b
respectively.

If an exponential distribution is used then par½0� must contain the argument �. par½1� is not used.

If a �2 distribution is used then par½0� must contain the number of degrees of freedom. par½1� is
not used.

If a gamma distribution is used par½0� and par½1� must contain the arguments � and �
respectively.

Constraints:

if dist ¼ Nag Normal, par½1� > 0:0;
if dist ¼ Nag Uniform, par½0� < par½1� and par½0� � cint½0�;
otherwise par½1� 	 cint nclass� 2ð Þ;
if dist ¼ Nag Exponential, par½0� > 0:0;
if dist ¼ Nag ChiSquare, par½0� > 0:0;
if dist ¼ Nag Gamma, par½0� and par½1� > 0:0.

6: npest – Integer Input

On entry: the number of estimated arguments of the distribution.

Constraint: 0 � npest < nclass� 1.

7: prob½nclass� – const double Input

On entry: if you are supplying the probability distribution (i.e., dist ¼ Nag UserProb) then
prob½i� 1� must contain the probability that X lies in the ith class.

If dist 6¼ Nag UserProb, prob is not referenced.

Constraint : i f dist ¼ Nag UserProb, prob½i � 1� > 0:0 and
Pk

i¼1prob½i � 1� ¼ 1:0, for
i ¼ 1; 2; . . . ; k.

8: chisq – double * Output

On exit: the test statistic, X2, for the �2 goodness-of-fit test.

9: p – double * Output

On exit: the upper tail probability from the �2 distribution associated with the test statistic, X2,
and the number of degrees of freedom.

10: ndf – Integer * Output

On exit: contains nclass� 1� npestð Þ, the degrees of freedom associated with the test.

11: eval½nclass� – double Output

On exit: eval½i � 1� contains the expected frequency for the ith class, Ei, for i ¼ 1; 2; . . . ; k.

12: chisqi½nclass� – double Output

On exit: chisqi½i � 1� contains the contribution from the ith class to the test statistic, that is
Oi � Eið Þ2=Ei, for i ¼ 1; 2; . . . ; k.
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13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ARRAY_CONS

The contents of array prob are not valid.
Constraint: Sum of prob½i � 1� ¼ 1, for i ¼ 1; 2; . . . ; nclass, when dist ¼ Nag UserProb.

NE_ARRAY_INPUT

On entry, the values provided in par are invalid.

NE_BAD_PARAM

On entry, argument dist had an illegal value.

NE_G08CG_CLASS_VAL

This is a warning that expected values for certain classes are less than 1.0. This implies that one
cannot be confident that the �2 distribution is a good approximation to the distribution of the test
statistic.

NE_G08CG_CONV

The solution obtained when calculating the probability for a certain class for the gamma or �2

distribution did not converge in 600 iterations. The solution may be an adequate approximation.

NE_G08CG_FREQ

An expected frequency is equal to zero when the observed frequency is not.

NE_INT_2

On entry, npest ¼ valueh i, nclass ¼ valueh i.
Constraint: 0 � npest < nclass� 1.

NE_INT_ARG_LT

On entry, nclass ¼ valueh i.
Constraint: nclass 	 2.

NE_INT_ARRAY_CONS

On entry, ifreq½ valueh i� ¼ valueh i.
Constraint: ifreq½i � 1� 	 0, for i ¼ 1; 2; . . . ; nclass.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NOT_STRICTLY_INCREASING

The sequence cint is not strictly increasing cint½ valueh i� ¼ valueh i, cint½ valueh i � 1� ¼ valueh i.

NE_REAL_ARRAY_CONS

On entry, prob½ valueh i� ¼ valueh i.
Constraint: prob½i � 1� > 0, for i ¼ 1; 2; . . . ; nclass, when dist ¼ Nag UserProb.
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NE_REAL_ARRAY_ELEM_CONS

On entry, cint½0� ¼ valueh i.
Constraint: cint½0� 	 0:0, if dist ¼ Nag Exponential Nag ChiSquarek kNag Gamma.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_chi_sq_goodness_of_fit_test (g08cgc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_chi_sq_goodness_of_fit_test (g08cgc) is dependent both on the distribution
chosen and on the number of classes, k.

10 Example

The example program applies the �2 goodness-of-fit test to test whether there is evidence to suggest
that a sample of 100 observations generated by nag_rand_uniform (g05sqc) do not arise from a uniform
distribution U 0; 1ð Þ. The class intervals are calculated such that the interval (0,1) is divided into five
equal classes. The frequencies for each class are calculated using nag_frequency_table (g01aec).

10.1 Program Text

/* nag_chi_sq_goodness_of_fit_test (g08cgc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0, i, n, nclass, ndf, npest, lstate;
Integer *ifreq = 0, *state = 0;

/* NAG structures */
Nag_ClassBoundary classb;
Nag_Distributions cdist;
NagError fail;

/* Double scalar and array declarations */
double chisq, *chisqi = 0, *cint = 0, *eval = 0, p, *par = 0;
double *prob = 0, *x = 0, xmax, xmin;

/* Character array declarations */
char nag_enum_arg[40];

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
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Integer subid = 0;

/* Set the seed */
Integer seed[] = { 1762543 };
Integer lseed = 1;

INIT_FAIL(fail);

printf("nag_chi_sq_goodness_of_fit_test (g08cgc) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %39s %*[^\n] ", &n, &nclass,
nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %39s %*[^\n] ", &n, &nclass,

nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

cdist = (Nag_Distributions) nag_enum_name_to_value(nag_enum_arg);

if (!(x = NAG_ALLOC(n, double))
|| !(state = NAG_ALLOC(lstate, Integer))
|| !(cint = NAG_ALLOC(nclass - 1, double))
|| !(par = NAG_ALLOC(2, double))
|| !(ifreq = NAG_ALLOC(nclass, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= 2; ++i)
#ifdef _WIN32

scanf_s("%lf", &par[i - 1]);
#else

scanf("%lf", &par[i - 1]);
#endif

npest = 0;

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate random numbers from a uniform distribution */
nag_rand_uniform(n, par[0], par[1], state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_uniform (g05sqc).\n%s\n", fail.message);
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return 1;
}

classb = Nag_ClassBoundaryComp;
/* Determine suitable intervals */
if (cdist == Nag_Uniform) {

classb = Nag_ClassBoundaryUser;
cint[0] = par[0] + (par[1] - par[0]) / nclass;
for (i = 2; i <= nclass - 1; ++i)

cint[i - 1] = cint[i - 2] + (par[1] - par[0]) / nclass;
}

/* nag_frequency_table (g01aec).
* Frequency table from raw data
*/

nag_frequency_table(n, x, nclass, classb, cint, ifreq, &xmin, &xmax, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_frequency_table (g01aec).\n%s\n", fail.message);
return 1;

}

if (!(chisqi = NAG_ALLOC(nclass, double))
|| !(eval = NAG_ALLOC(nclass, double))
|| !(prob = NAG_ALLOC(nclass, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
/* nag_chi_sq_goodness_of_fit_test (g08cgc).
* Performs the chi^2 goodness of fit test, for standard
* continuous distributions
*/

nag_chi_sq_goodness_of_fit_test(nclass, ifreq, cint, cdist, par, npest,
prob, &chisq, &p, &ndf, eval, chisqi,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_chi_sq_goodness_of_fit_test (g08cgc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s%10.4f\n", "Chi-squared test statistic = ", chisq);
printf("%s%5" NAG_IFMT "\n", "Degrees of freedom. = ", ndf);
printf("%s%10.4f\n", "Significance level = ", p);
printf("\n");
printf("%s\n", "The contributions to the test statistic are :-");
for (i = 1; i <= nclass; ++i)

printf("%10.4f\n", chisqi[i - 1]);
END:

NAG_FREE(x);
NAG_FREE(cint);
NAG_FREE(par);
NAG_FREE(ifreq);
NAG_FREE(chisqi);
NAG_FREE(eval);
NAG_FREE(prob);
NAG_FREE(state);
return exit_status;

}

10.2 Program Data

nag_chi_sq_goodness_of_fit_test (g08cgc) Example Program Data
100 5 Nag_Uniform :n nclass cdist
0.0 1.0 :par[0] par[2]
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10.3 Program Results

nag_chi_sq_goodness_of_fit_test (g08cgc) Example Program Results

Chi-squared test statistic = 4.0000
Degrees of freedom. = 4
Significance level = 0.4060

The contributions to the test statistic are :-
1.8000
1.2500
0.4500
0.0500
0.4500
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NAG Library Function Document

nag_anderson_darling_stat (g08chc)

1 Purpose

nag_anderson_darling_stat (g08chc) calculates the Anderson–Darling goodness-of-fit test statistic.

2 Specification

#include <nag.h>
#include <nagg08.h>

double nag_anderson_darling_stat (Integer n, Nag_Boolean issort, double y[],
NagError *fail)

3 Description

Denote by A2 the Anderson–Darling test statistic for n observations y1; y2; . . . ; yn of a variable Y
assumed to be standard uniform and sorted in ascending order, then:

A2 ¼ �n� S;

where:

S ¼
Xn
i¼1

2i� 1

n
ln yi þ ln 1� yn�iþ1ð Þ½ �:

When observations of a random variable X are non-uniformly distributed, the probability integral
transformation (PIT):

Y ¼ F Xð Þ;

where F is the cumulative distribution function of the distribution of interest, yields a uniformly
distributed random variable Y . The PIT is true only if all parameters of a distribution are known as
opposed to estimated; otherwise it is an approximation.

4 References

Anderson T W and Darling D A (1952) Asymptotic theory of certain ‘goodness-of-fit’ criteria based on
stochastic processes Annals of Mathematical Statistics 23 193–212

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

2: issort – Nag_Boolean Input

On entry: set issort ¼ Nag TRUE if the observations are sorted in ascending order; otherwise the
function will sort the observations.

3: y½n� – double Input/Output

On entry: yi, for i ¼ 1; 2; . . . ; n, the n observations.
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On exit: if issort ¼ Nag FALSE, the data sorted in ascending order; otherwise the array is
unchanged.

Constraint: if issort ¼ Nag TRUE, the values must be sorted in ascending order. Each yi must lie
in the interval 0; 1ð Þ.

4: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

The data in y must lie in the interval 0; 1ð Þ.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

issort ¼ Nag TRUE and the data in y is not sorted in ascending order.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_anderson_darling_stat (g08chc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example calculates the A2 statistic for data assumed to arise from an exponential distribution with
a sample parameter estimate and simulates its p-value using the NAG basic random number generator.

10.1 Program Text

/* nag_anderson_darling_stat (g08chc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Scalars */
double a2, aa2, beta, nupper, p, sa2, sbeta;
const Integer lseed = 1, subid = -1;
Integer exit_status = 0, i, j, k, lstate = 17, n, nsim, n_pseudo;
/* Arrays */
double *x = 0, *xsim = 0, *y = 0;
Integer seed[1], state[17];
/* NAG types */
Nag_Boolean issort;
NagError fail;

printf("%s\n\n",
"nag_anderson_darling_stat (g08chc) Example Program Results");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of observations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Memory allocation */
if (!(x = NAG_ALLOC(n, double)) || !(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read observations */
for (i = 0; i < n; i++) {

#ifdef _WIN32
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scanf_s("%lf", x + i);
#else

scanf("%lf", x + i);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Maximum likelihood estimate of mean */
for (i = 0, beta = 0.0; i < n; i++) {

beta += x[i];
}
beta /= (double) n;

/* PIT, using exponential CDF with mean beta */
for (i = 0; i < n; i++) {

y[i] = 1.0 - exp(-x[i] / beta);
}

/* Let nag_anderson_darling_stat (g08chc) sort the (approximately)
uniform variates */

issort = Nag_FALSE;

/* Calculate the Anderson-Darling goodness-of-fit test statistic */
INIT_FAIL(fail);
/* nag_anderson_darling_stat (g08chc) */
a2 = nag_anderson_darling_stat(n, issort, y, &fail);

/* Correction due to estimated mean */
aa2 = (1.0 + 0.6 / (double) n) * a2;

/* Number of simulations; a suitably high number */
nsim = 888;

/* Generate exponential variates using a repeatable seed */
n_pseudo = n * nsim;
if (!(xsim = NAG_ALLOC(n_pseudo, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

INIT_FAIL(fail);

/* Initialize NAG’s Basic pseudorandom number generator to give a
repeatable sequence */

seed[0] = 206033;
/* nag_rand_init_repeatable (g05kfc) */
nag_rand_init_repeatable(Nag_Basic, subid, (const Integer *) seed,

lseed, state, &lstate, &fail);

/* Generate a vector of pseudorandom numbers from an exponential
distribution */

/* nag_rand_exp (g05sfc) */
nag_rand_exp(n_pseudo, beta, state, xsim, &fail);

/* Simulations loop */
for (j = 0, nupper = 0.0; j < nsim; j++) {

/* Index in the simulated data */
k = j * n;

/* Maximum likelihood estimate of mean */
for (i = 0, sbeta = 0.0; i < n; i++) {

sbeta += xsim[k + i];
}
sbeta /= (double) n;
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/* PIT */
for (i = 0; i < n; i++) {

y[i] = 1.0 - exp(-xsim[k + i] / sbeta);
}

/* Calculate A-squared */
/* nag_anderson_darling_stat (g08chc) */
sa2 = nag_anderson_darling_stat(n, issort, y, &fail);

if (sa2 > aa2) {
nupper++;

}
}

/* Simulated upper tail probability value */
p = nupper / (double) (nsim + 1);

/* Results */
printf("%s", " H0: data from exponential distribution with mean ");
printf("%g\n", beta);
printf("%s", " Test statistic, A-squared: ");
printf("%6g\n", a2);
printf("%s", " Upper tail probability: ");
printf("%6g\n", p);

END:
NAG_FREE(x);
NAG_FREE(xsim);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_anderson_darling_stat (g08chc) Example Program Data
26 :: n
0.4782745 1.2858962 1.1163891 2.0410619 2.2648109 0.0833660 1.2527554
0.4031288 0.7808981 0.1977674 3.2539440 1.8113504 1.2279834 3.9178773
1.4494309 0.1358438 1.8061778 6.0441929 0.9671624 3.2035042 0.8067364
0.4179364 3.5351774 0.3975414 0.6120960 0.1332589 :: end of observations

10.3 Program Results

nag_anderson_darling_stat (g08chc) Example Program Results

H0: data from exponential distribution with mean 1.52402
Test statistic, A-squared: 0.161632
Upper tail probability: 0.979753

g08 – Nonparametric Statistics g08chc

Mark 26 g08chc.5 (last)





NAG Library Function Document

nag_anderson_darling_uniform_prob (g08cjc)

1 Purpose

nag_anderson_darling_uniform_prob (g08cjc) calculates the Anderson–Darling goodness-of-fit test
statistic and its probability for the case of standard uniformly distributed data.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_anderson_darling_uniform_prob (Integer n, Nag_Boolean issort,
double y[], double *a2, double *p, NagError *fail)

3 Description

Calculates the Anderson–Darling test statistic A2 (see nag_anderson_darling_stat (g08chc)) and its
upper tail probability by using the approximation method of Marsaglia and Marsaglia (2004) for the
case of uniformly distributed data.

4 References

Anderson T W and Darling D A (1952) Asymptotic theory of certain ‘goodness-of-fit’ criteria based on
stochastic processes Annals of Mathematical Statistics 23 193–212

Marsaglia G and Marsaglia J (2004) Evaluating the Anderson–Darling distribution J. Statist. Software 9
(2)

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

2: issort – Nag_Boolean Input

On entry: set issort ¼ Nag TRUE if the observations are sorted in ascending order; otherwise the
function will sort the observations.

3: y½n� – double Input/Output

On entry: yi, for i ¼ 1; 2; . . . ; n, the n observations.

On exit: if issort ¼ Nag FALSE, the data sorted in ascending order; otherwise the array is
unchanged.

Constraint: if issort ¼ Nag TRUE, the values must be sorted in ascending order. Each yi must lie
in the interval 0; 1ð Þ.

4: a2 – double * Output

On exit: A2, the Anderson–Darling test statistic.
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5: p – double * Output

On exit: p, the upper tail probability for A2.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

The data in y must lie in the interval 0; 1ð Þ.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

issort ¼ Nag TRUE and the data in y is not sorted in ascending order.

7 Accuracy

Probabilities greater than approximately 0:09 are accurate to five decimal places; lower value
probabilities are accurate to six decimal places.

8 Parallelism and Performance

nag_anderson_darling_uniform_prob (g08cjc) is not threaded in any implementation.

9 Further Comments

None.
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10 Example

This example calculates the A2 statistic and its p-value for uniform data obtained by transforming
exponential variates.

10.1 Program Text

/* nag_anderson_darling_uniform_prob (g08cjc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;
double a2, mu, p;
/* Arrays */
double *x = 0, *y = 0;
/* Nag types */
Nag_Boolean issort;
NagError fail;

printf("%s\n\n",
"nag_anderson_darling_uniform_prob (g08cjc) Example Program Results");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of observations and parameter value */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%lf", &mu);
#else

scanf("%lf", &mu);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Memory allocation */
if (!(x = NAG_ALLOC((n), double)) || !(y = NAG_ALLOC((n), double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read observations */
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for (i = 0; i < n; i++) {
#ifdef _WIN32

scanf_s("%lf", x + i);
#else

scanf("%lf", x + i);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* PIT */
for (i = 0; i < n; i++) {

y[i] = 1.0 - exp(-x[i] / mu);
}

/* Let nag_anderson_darling_uniform_prob (g08cjc) sort the uniform variates */
issort = Nag_FALSE;

/* Calculate the Anderson-Darling goodness-of-fit test statistic and its
probability for the case of uniformly distributed data */

INIT_FAIL(fail);
/* nag_anderson_darling_uniform_prob (g08cjc) */
nag_anderson_darling_uniform_prob(n, issort, y, &a2, &p, &fail);

/* Results */
printf("%s ", " H0: data from exponential distribution with mean");
printf("%f\n", mu);
printf("%s ", " Test statistic, A-squared: ");
printf("%f\n", a2);
printf("%s ", " Upper tail probability: ");
printf("%f\n", p);

END:
NAG_FREE(x);
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_anderson_darling_uniform_prob (g08cjc) Example Program Data
26 1.65 :: n, mu
0.4782745 1.2858962 1.1163891 2.0410619 2.2648109 0.0833660 1.2527554
0.4031288 0.7808981 0.1977674 3.2539440 1.8113504 1.2279834 3.9178773
1.4494309 0.1358438 1.8061778 6.0441929 0.9671624 3.2035042 0.8067364
0.4179364 3.5351774 0.3975414 0.6120960 0.1332589 :: end of observations

10.3 Program Results

nag_anderson_darling_uniform_prob (g08cjc) Example Program Results

H0: data from exponential distribution with mean 1.650000
Test statistic, A-squared: 0.182982
Upper tail probability: 0.994487
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NAG Library Function Document

nag_anderson_darling_normal_prob (g08ckc)

1 Purpose

nag_anderson_darling_normal_prob (g08ckc) calculates the Anderson–Darling goodness-of-fit test
statistic and its probability for the case of a fully-unspecified Normal distribution.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_anderson_darling_normal_prob (Integer n, Nag_Boolean issort,
const double y[], double *ybar, double *yvar, double *a2, double *aa2,
double *p, NagError *fail)

3 Description

Calculates the Anderson–Darling test statistic A2 (see nag_anderson_darling_stat (g08chc)) and its
upper tail probability for the small sample correction:

Adjusted A2 ¼ A2 1þ 0:75=nþ 2:25=n2
� �

;

for n observations.

4 References

Anderson T W and Darling D A (1952) Asymptotic theory of certain ‘goodness-of-fit’ criteria based on
stochastic processes Annals of Mathematical Statistics 23 193–212

Stephens M A and D'Agostino R B (1986) Goodness-of-Fit Techniques Marcel Dekker, New York

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

2: issort – Nag_Boolean Input

On entry: set issort ¼ Nag TRUE if the observations are sorted in ascending order; otherwise the
function will sort the observations.

3: y½n� – const double Input

On entry: yi, for i ¼ 1; 2; . . . ; n, the n observations.

Constraint: if issort ¼ Nag TRUE, the values must be sorted in ascending order.

4: ybar – double * Output

On exit: the maximum likelihood estimate of mean.

5: yvar – double * Output

On exit: the maximum likelihood estimate of variance.
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6: a2 – double * Output

On exit: A2, the Anderson–Darling test statistic.

7: aa2 – double * Output

On exit: the adjusted A2.

8: p – double * Output

On exit: p, the upper tail probability for the adjusted A2.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

issort ¼ Nag TRUE and the data in y is not sorted in ascending order.

7 Accuracy

Probabilities are calculated using piecewise polynomial approximations to values estimated by
simulation.

8 Parallelism and Performance

nag_anderson_darling_normal_prob (g08ckc) is not threaded in any implementation.
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9 Further Comments

None.

10 Example

This example calculates the A2 statistics for data assumed to arise from a fully-unspecified Normal
distribution and the p-value.

10.1 Program Text

/* nag_anderson_darling_normal_prob (g08ckc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

Integer exit_status = 0;
/* Scalars */
double a2, aa2, p, ybar, yvar;
Integer i, n;
/* Arrays */
double *y = 0;
/* Nag types */
Nag_Boolean issort;
NagError fail;

printf("%s\n\n",
"nag_anderson_darling_normal_prob (g08ckc) Example Program Results");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of observations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Memory allocation */
if (!(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read observations */
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf", y + i);

#else
scanf("%lf", y + i);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Let nag_anderson_darling_normal_prob (g08ckc) sort the data */
issort = Nag_FALSE;

/* Calculate the Anderson-Darling goodness-of-fit test statistic and its
probability for the case of a fully-unspecified Normal distribution */

INIT_FAIL(fail);
/* nag_anderson_darling_normal_prob (g08ckc) */
nag_anderson_darling_normal_prob(n, issort, (const double *) y, &ybar,

&yvar, &a2, &aa2, &p, &fail);

/* Results */
printf("%s ", "H0: data from Normal distribution with mean");
printf("%6g ", ybar);
printf("%s ", "and variance");
printf("%6g\n", yvar);
printf("%s", " Test statistic, A-squared: ");
printf("%6g\n", a2);
printf("%s", " Adjusted A-squared: ");
printf("%6g\n", aa2);
printf("%s", " Upper tail probability: ");
printf("%6g\n", p);

END:
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_anderson_darling_normal_prob (g08ckc) Example Program Data
26 :: n
0.3131132 0.2520412 1.5788841 1.4416712 -0.8246043 -1.6466685
0.7943184 1.2874915 -0.8347250 0.3352505 0.9434467 2.1099520

-0.2801654 -0.7843009 0.6218187 2.0963809 1.7170403 -0.1350142
0.7982763 -0.2980977 1.2283043 1.5576090 -0.4828757 2.6070754
0.1213996 0.1431621 :: end of observations

10.3 Program Results

nag_anderson_darling_normal_prob (g08ckc) Example Program Results

H0: data from Normal distribution with mean 0.563876 and variance 1.1386
Test statistic, A-squared: 0.165956
Adjusted A-squared: 0.171296
Upper tail probability: 0.931155
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NAG Library Function Document

nag_anderson_darling_exp_prob (g08clc)

1 Purpose

nag_anderson_darling_exp_prob (g08clc) calculates the Anderson–Darling goodness-of-fit test statistic
and its probability for the case of an unspecified exponential distribution.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_anderson_darling_exp_prob (Integer n, Nag_Boolean issort,
const double y[], double *ybar, double *a2, double *aa2, double *p,
NagError *fail)

3 Description

Calculates the Anderson–Darling test statistic A2 (see nag_anderson_darling_stat (g08chc)) and its
upper tail probability for the small sample correction:

Adjusted A2 ¼ A2 1þ 0:6=nð Þ;

for n observations.

4 References

Anderson T W and Darling D A (1952) Asymptotic theory of certain ‘goodness-of-fit’ criteria based on
stochastic processes Annals of Mathematical Statistics 23 193–212

Stephens M A and D'Agostino R B (1986) Goodness-of-Fit Techniques Marcel Dekker, New York

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n > 1.

2: issort – Nag_Boolean Input

On entry: set issort ¼ Nag TRUE if the observations are sorted in ascending order; otherwise the
function will sort the observations.

3: y½n� – const double Input

On entry: yi, for i ¼ 1; 2; . . . ; n, the n observations.

Constraint: if issort ¼ Nag TRUE, values must be sorted in ascending order. Each yi must be
greater than zero.

4: ybar – double * Output

On exit: the maximum likelihood estimate of mean.
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5: a2 – double * Output

On exit: A2, the Anderson–Darling test statistic.

6: aa2 – double * Output

On exit: the adjusted A2.

7: p – double * Output

On exit: p, the upper tail probability for the adjusted A2.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_BOUND

The data in y must be greater than zero.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_INCREASING

issort ¼ Nag TRUE and the data in y is not sorted in ascending order.

7 Accuracy

Probabilities are calculated using piecewise polynomial approximations to values estimated by
simulation.

8 Parallelism and Performance

nag_anderson_darling_exp_prob (g08clc) is not threaded in any implementation.

g08clc NAG Library Manual

g08clc.2 Mark 26



9 Further Comments

None.

10 Example

This example calculates the A2 statistics for data assumed to arise from an unspecified exponential
distribution and calculates the p-value.

10.1 Program Text

/* nag_anderson_darling_exp_prob (g08clc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

/* Scalars */
Integer exit_status = 0, i, n;
double a2, aa2, p, ybar;
/* Array */
double *y = 0;
/* NAG types */
Nag_Boolean issort;
NagError fail;

printf("%s\n\n",
"nag_anderson_darling_exp_prob (g08clc) Example Program Results");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Read number of observations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &n);
#else

scanf("%" NAG_IFMT "", &n);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Memory allocation */
if (!(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read observations */
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for (i = 0; i < n; i++) {
#ifdef _WIN32

scanf_s("%lf", y + i);
#else

scanf("%lf", y + i);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

/* Let nag_anderson_darling_exp_prob (g08clc) sort the data */
issort = Nag_FALSE;

/* Calculate the Anderson-Darling goodness-of-fit test statistic and its
probability for the case of an unspecified exponential distribution */

INIT_FAIL(fail);
/* nag_anderson_darling_exp_prob (g08clc) */
nag_anderson_darling_exp_prob(n, issort, (const double *) y, &ybar, &a2,

&aa2, &p, &fail);

/* Results */
printf("%s ", "H0: data from exponential distribution with mean");
printf("%6g\n", ybar);
printf("%s", " Test statistic, A-squared: ");
printf("%6g\n", a2);
printf("%s", " Adjusted A-squared: ");
printf("%6g\n", aa2);
printf("%s", " Upper tail probability: ");
printf("%6g\n", p);

END:
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_anderson_darling_exp_prob (g08clc) Example Program Data
26 :: n
0.4782745 1.2858962 1.1163891 2.0410619 2.2648109 0.0833660 1.2527554
0.4031288 0.7808981 0.1977674 3.2539440 1.8113504 1.2279834 3.9178773
1.4494309 0.1358438 1.8061778 6.0441929 0.9671624 3.2035042 0.8067364
0.4179364 3.5351774 0.3975414 0.6120960 0.1332589 :: end of observations

10.3 Program Results

nag_anderson_darling_exp_prob (g08clc) Example Program Results

H0: data from exponential distribution with mean 1.52402
Test statistic, A-squared: 0.161632
Adjusted A-squared: 0.165362
Upper tail probability: 0.983115
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NAG Library Function Document

nag_runs_test (g08eac)

1 Purpose

nag_runs_test (g08eac) performs a runs up (or a runs down) test on a sequence of observations.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_runs_test (Integer n, const double x[], Integer max_run,
Integer *nruns, double *chi, double *df, double *prob, NagError *fail)

3 Description

Runs tests may be used to investigate for trends in a sequence of observations. nag_runs_test (g08eac)
computes statistics for the runs up test. If the runs down test is desired then each observation must be
multiplied by �1 before nag_runs_test (g08eac) is called with the modified vector of observations.

A run up is a sequence of numbers in increasing order. A run up ends at xk when xk > xkþ1 and the
new run then begins at xkþ1. nag_runs_test (g08eac) counts the number of runs up of different lengths.
Let ci denote the number of runs of length i, for i ¼ 1; 2; . . . ; r� 1. The number of runs of length r or
greater is then denoted by cr. An unfinished run at the end of a sequence is not counted. The following
is a trivial example.

Suppose we called nag_runs_test (g08eac) with the following sequence:

0:20 0:40 0:45 0:40 0:15 0:75 0:95 0:23 0:27 0:40 0:25 0:10 0:34 0:39 0:61 0:12.

Then nag_runs_test (g08eac) would have counted the runs up of the following lengths:

3, 1, 3, 3, 1, and 4.

When the counting of runs is complete nag_runs_test (g08eac) computes the expected values and
covariances of the counts, ci. For the details of the method used see Knuth (1981). An approximate �2

statistic with r degrees of freedom is computed, where

X2 ¼ c� �cð ÞT��1c c� �cð Þ;

where

c is the vector of counts, ci, for i ¼ 1; 2; . . . ; r,

�c is the vector of expected values,

ei, for i ¼ 1; 2; . . . ; r, where ei is the expected value for ci under the null hypothesis of
randomness, and

�c is the covariance matrix of c under the null hypothesis.

The use of the �2-distribution as an approximation to the exact distribution of the test statistic, X2,
improves as the length of the sequence relative to m increases and hence the expected value, e,
increases.

You may specify the total number of runs to be found. If the specified number of runs is found before
the end of a sequence nag_runs_test (g08eac) will exit before counting any further runs. The number of
runs actually counted and used to compute the test statistic is returned via nruns.
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4 References

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

Morgan B J T (1984) Elements of Simulation Chapman and Hall

Ripley B D (1987) Stochastic Simulation Wiley

5 Arguments

1: n – Integer Input

On entry: n, the length of the current sequence of observations.

Constraint: n 	 3.

2: x½n� – const double Input

On entry: the sequence of observations.

3: max run – Integer Input

On entry: r, the length of the longest run for which tabulation is desired. That is, all runs with
length greater than or equal to r are counted together.

Constraint: 1 � max run < n.

4: nruns – Integer * Output

On exit: the number of runs actually found.

5: chi – double * Output

On exit: contains the approximate �2 test statistic, X2.

6: df – double * Output

On exit: contains the degrees of freedom of the �2 statistic.

7: prob – double * Output

On exit: contains the upper tail probability corresponding to the �2 test statistic, i.e., the
significance level.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GE

On entry, max run ¼ valueh i and n ¼ valueh i.
Constraint: max run < n.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.
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NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_G08EA_COVAR

Internally computed covariance matrix is not positive definite.
This may be because the value of max_run is too large relative to the full length of the series.
Thus the approximate �2 test statistic cannout be computed.

NE_G08EA_RUNS

The number of runs requested were not found, only valueh i out of the requested valueh i where
found.
All statistics are returned and may still be of use.

NE_G08EA_RUNS_LENGTH

The total length of the runs found is less than max_run.
max run ¼ valueh i whereas the total length of all runs is valueh i.

NE_G08EA_TIE

There is a tie in the sequence of observations.

NE_INT_ARG_LT

On entry, max run ¼ valueh i.
Constraint: max run 	 1.

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computations are believed to be stable. The computation of prob given the values of chi and df
will obtain a relative accuracy of five significant figures for most cases.

8 Parallelism and Performance

nag_runs_test (g08eac) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.
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9 Further Comments

The time taken by nag_runs_test (g08eac) increases with the number of observations n.

10 Example

The following program performs a runs up test on 10000 pseudorandom numbers taken from a uniform
distribution U 0; 1ð Þ, generated by nag_rand_uniform (g05sqc). All runs of length 6 or more are counted
together.

10.1 Program Text

/* nag_runs_test (g08eac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer nruns, lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double chi, df, p, *x = 0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 324213 };
Integer lseed = 1;

/* Set the size of the (randomly generated) dataset */
Integer n = 10000;

/* Set the the length of the longest run */
Integer max_run = 6;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_runs_test (g08eac) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate vector of n uniform variates between 0.0 and 1.0 */
nag_rand_uniform(n, 0.0, 1.0, state, x, &fail);

/* nag_runs_test (g08eac).
* Performs the runs up or runs down test for randomness
*/

nag_runs_test(n, x, max_run, &nruns, &chi, &df, &p, &fail);

/* Display the results */
if (fail.code == NE_NOERROR || fail.code == NE_G08EA_RUNS) {

printf("\n");
printf("Total number of runs found = %10" NAG_IFMT "\n", nruns);
if (fail.code == NE_G08EA_RUNS)

printf("** Note : the number of runs requested were not found.\n");
printf("\n");
printf("Chisq = %10.4f\n", chi);
printf("DF = %8.2f\n", df);
printf("Prob = %10.4f\n", p);

}
else {

printf("Error from nag_runs_test (g08eac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_runs_test (g08eac) Example Program Results

Total number of runs found = 5024

Chisq = 1.8717
DF = 6.00
Prob = 0.9311
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NAG Library Function Document

nag_pairs_test (g08ebc)

1 Purpose

nag_pairs_test (g08ebc) performs a pairs test on a sequence of observations in the interval 0; 1½ �.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_pairs_test (Integer n, const double x[], Integer max_count,
Integer lag, double *chi, double *df, double *prob, NagError *fail)

3 Description

nag_pairs_test (g08ebc) computes the statistics for performing a pairs test which may be used to
investigate deviations from randomness in a sequence, x ¼ xi : i ¼ 1; 2; . . . ; nf g, of 0; 1½ � observations.
For a given lag, l 	 1, an m by m matrix, C, of counts is formed as follows. The element cjk of C is
the number of pairs xi; xiþlð Þ such that

j� 1

m
� xi <

j

m

k� 1

m
� xiþl <

k

m

where i ¼ 1; 3; 5; . . . ; n� 1 if l ¼ 1, and i ¼ 1; 2; . . . ; l; 2lþ 1; 2lþ 2; . . . 3l; 4lþ 1; . . . ; n� l, if l > 1.

Note that all pairs formed are non-overlapping pairs and are thus independent under the assumption of
randomness.

Under the assumption that the sequence is random, the expected number of pairs for each class (i.e.,
each element of the matrix of counts) is the same; that is, the pairs should be uniformly distributed over
the unit square 0; 1½ �2. Thus the expected number of pairs for each class is just the total number of pairs,Xm
j;k¼1

cjk, divided by the number of classes, m2.

The �2 test statistic used to test the hypothesis of randomness is defined as

X2 ¼
Xm
j;k¼1

cjk � e
� �2

e
;

where e ¼
Xm
j;k¼1

cjk=m
2 ¼ expected number of pairs in each class.

The use of the �2-distribution as an approximation to the exact distribution of the test statistic, X2,
improves as the length of the sequence relative to m increases and hence the expected value, e,
increases.

4 References

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley
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Morgan B J T (1984) Elements of Simulation Chapman and Hall

Ripley B D (1987) Stochastic Simulation Wiley

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 2.

2: x½n� – const double Input

On entry: the sequence of observations.

Constraint: 0:0 � x½i � 1� � 1:0, for i ¼ 1; 2; . . . ; n.

3: max count – Integer Input

On entry: m, the size of the matrix of counts.

Constraint: max count 	 2.

4: lag – Integer Input

On entry: l, the lag to be used in choosing pairs.

If lag ¼ 1, then we consider the pairs x½i � 1�; x½i�ð Þ, for i ¼ 1; 3; . . . ; n� 1, where n is the
number of observations.

I f lag > 1, t h e n w e c o n s i d e r t h e p a i r s x½i� 1�; x½iþ l� 1�ð Þ, f o r
i ¼ 1; 2; . . . ; l; 2lþ 1; 2lþ 2; . . . ; 3l; 4lþ 1; . . . ; n� l, where n is the number of observations.

Constraint: 1 � lag < n.

5: chi – double * Output

On exit: contains the �2 test statistic, X2, for testing the null hypothesis of randomness.

6: df – double * Output

On exit: contains the degrees of freedom for the �2 statistic.

7: prob – double * Output

On exit: contains the upper tail probability associated with the �2 test statistic, i.e., the
significance level.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_G08EB_CELL

max_count is too large relative to the number of pairs, therefore the expected value for at least
one cell is less than or equal to 5:0.
This implies that the �2 distribution may not be a very good approximation to the distribution of
test statistic.
max count ¼ valueh i, number of pairs ¼ valueh i and expected value ¼ valueh i.
All statistics are returned and may still be of use.

NE_G08EB_PAIRS

No pairs were found. This will occur if the value of lag is greater than or equal to the total
number of observations.

NE_INT_2

On entry, lag ¼ valueh i and n ¼ valueh i.
Constraint: 1 � lag < n.

NE_INT_ARG_LE

On entry, max count ¼ valueh i.
Constraint: max count 	 2.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY_CONS

On entry, at least one element of x is out of range.
Constraint: 0 � x½i� 1� � 1, for i ¼ 1; 2; . . . ; n.

7 Accuracy

The computations are believed to be stable. The computation of prob given the values of chi and df
will obtain a relative accuracy of five significant figures for most cases.

8 Parallelism and Performance

nag_pairs_test (g08ebc) is not threaded in any implementation.

9 Further Comments

The time taken by the function increases with the number of observations n.
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10 Example

The following program performs the pairs test on 10000 pseudorandom numbers taken from a uniform
distribution U 0; 1ð Þ, generated by nag_rand_basic (g05sac). nag_pairs_test (g08ebc) is called with
lag ¼ 1 and max count ¼ 10..

10.1 Program Text

/* nag_pairs_test (g08ebc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double chi, df, p;
double *x = 0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 438532 };
Integer lseed = 1;

/* Set the size of the (randomly generated) dataset */
Integer n = 10000;

/* Set the size of the matrix of counts */
Integer max_count = 10;

/* Set the lag used when choosing pairs */
Integer lag = 1;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_pairs_test (g08ebc) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;
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}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate vector of n uniform variates between 0.0 and 1.0 */
nag_rand_basic(n, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_pairs_test (g08ebc).
* Performs the pairs (serial) test for randomness
*/

nag_pairs_test(n, x, max_count, lag, &chi, &df, &p, &fail);

if (fail.code != NE_NOERROR && fail.code != NE_G08EB_CELL) {
printf("Error from nag_pairs_test (g08ebc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf("\n");
printf("\n");
printf("%s%10.4f\n", "CHISQ = ", chi);
printf("%s%8.2f\n", "DF = ", df);
printf("%s%10.4f\n", "Probability = ", p);
if (fail.code == NE_G08EB_CELL)

printf("Error from nag_pairs_test (g08ebc).\n%s\n", fail.message);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_pairs_test (g08ebc) Example Program Results

CHISQ = 96.7200
DF = 99.00
Probability = 0.5461

g08 – Nonparametric Statistics g08ebc

Mark 26 g08ebc.5 (last)





NAG Library Function Document

nag_triplets_test (g08ecc)

1 Purpose

nag_triplets_test (g08ecc) performs the triplets test on a sequence of observations from the interval
0; 1½ �.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_triplets_test (Integer n, const double x[], Integer max_count,
double *chi, double *df, double *prob, NagError *fail)

3 Description

nag_triplets_test (g08ecc) computes the statistics for performing a triplets test which may be used to
investigate deviations from randomness in a sequence, x ¼ xi : i ¼ 1; 2; . . . ; nf g, of 0; 1½ � observations.
An m by m matrix, C, of counts is formed as follows. The element cjkl of C is the number of triplets
xi; xiþ1; xiþ2ð Þ for i ¼ 1; 4; 7; . . . ; n� 2, such that

j� 1

m
� xi <

j

m

k� 1

m
� xiþ1 <

k

m

l� 1

m
� xiþ2 <

l

m
:

Note that all triplets formed are non-overlapping and are thus independent under the assumption of
randomness.

Under the assumption that the sequence is random, the expected number of triplets for each class (i.e.,
each element of the count matrix) is the same; that is, the triplets should be uniformly distributed over
the unit cube 0; 1½ �3. Thus the expected number of triplets for each class is just the total number of

triplets,
Xm
j;k;l¼1

cjkl, divided by the number of classes, m3.

The �2 test statistic used to test the hypothesis of randomness is defined as

X2 ¼
Xm
j;k;l¼1

cjkl � e
� �2

e
;

where e ¼
Xm
j;k;l¼1

cjkl=m
3 ¼ expected number of triplets in each class.

The use of the �2-distribution as an approximation to the exact distribution of the test statistic, X2,
improves as the length of the sequence relative to m increases and hence the expected value, e,
increases.
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4 References

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press

Knuth D E (1981) The Art of Computer Programming (Volume 2) (2nd Edition) Addison–Wesley

Morgan B J T (1984) Elements of Simulation Chapman and Hall

Ripley B D (1987) Stochastic Simulation Wiley

5 Arguments

1: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 3.

2: x½n� – const double Input

On entry: the sequence of observations.

Constraint: 0:0 � x½i � 1� � 1:0, for i ¼ 1; 2; . . . ; n.

3: max count – Integer Input

On entry: m, the size of the count matrix to be formed.

Constraint: max count 	 2.

4: chi – double * Output

On exit: contains the �2 test statistic, X2, for testing the null hypothesis of randomness.

5: df – double * Output

On exit: contains the degrees of freedom for the �2 statistic.

6: prob – double * Output

On exit: contains the upper tail probability associated with the �2 test statistic, i.e., the
significance level.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_G08EC_CELL

max_count is too large relative to the number of triplets, therefore the expected value for at least
one cell is less than or equal to 5:0.
This implies that the �2 distribution may not be a very good approximation to the distribution of
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the test statistic.
max count ¼ valueh i , number of triplets ¼ valueh i and expected value ¼ valueh i.
All statistics are returned and may still be of use.

NE_G08EC_TRIPLETS

No triplets were found because less than 3 observations were provided in total.

NE_INT

On entry, max count ¼ valueh i.
Constraint: max count 	 2.

NE_INT_ARG_LE

On entry, max count ¼ valueh i.
Constraint: max count 	 2.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY_CONS

On entry, at least one element of x is out of range.
Constraint: 0 � x½i� 1� � 1, for i ¼ 1; 2; . . . ; n.

7 Accuracy

The computations are believed to be stable. The computations of prob given the values of chi and df
will obtain a relative accuracy of five significant figures for most cases.

8 Parallelism and Performance

nag_triplets_test (g08ecc) is not threaded in any implementation.

9 Further Comments

The time taken by the function increases with the number of observations n.

10 Example

The following program performs the triplets test on 10000 pseudorandom numbers taken from a
uniform distribution U 0; 1ð Þ, generated by nag_rand_basic (g05sac). nag_triplets_test (g08ecc) is called
with max count ¼ 5.
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10.1 Program Text

/* nag_triplets_test (g08ecc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double chi, df, p;
double *x = 0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 32423 };
Integer lseed = 1;

/* Set the size of the (randomly generated) dataset */
Integer n = 10000;

/* Set the size of the count matrix */
Integer max_count = 5;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_triplets_test (g08ecc) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
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nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate vector of n uniform variates between 0.0 and 1.0 */
nag_rand_basic(n, state, x, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_basic (g05sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* nag_triplets_test (g08ecc).
* Performs the triplets test for randomness
*/

nag_triplets_test(n, x, max_count, &chi, &df, &p, &fail);

/* Display the results */
if (fail.code != NE_NOERROR && fail.code != NE_G08EC_CELL) {

printf("Error from nag_triplets_test (g08ecc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("Chisq = %10.4f\n", chi);
printf("DF = %8.2f\n", df);
printf("Prob = %10.4f\n", p);
if (fail.code == NE_G08EC_CELL)

printf("Error from nag_triplets_test (g08ecc).\n%s\n", fail.message);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_triplets_test (g08ecc) Example Program Results

Chisq = 120.1578
DF = 124.00
Prob = 0.5809
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nag_gaps_test (g08edc)

1 Purpose

nag_gaps_test (g08edc) performs a gaps test on a sequence of observations.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_gaps_test (Integer n, const double x[], Integer num_gaps,
Integer max_gap, double lower, double upper, double length, double *chi,
double *df, double *prob, NagError *fail)

3 Description

Gaps tests are used to test for cyclical trend in a sequence of observations. nag_gaps_test (g08edc)
computes certain statistics for the gaps test.

The term gap is used to describe the distance between two numbers in the sequence that lie in the
interval rl; ruð Þ. That is, a gap ends at xj if rl � xj � ru. The next gap then begins at xjþ1. The interval
rl; ruð Þ should lie within the region of all possible numbers. For example if the test is carried out on a
sequence of 0; 1ð Þ random numbers then the interval rl; ruð Þ must be contained in the whole interval
0; 1ð Þ. Let tlen be the length of the interval which specifies all possible numbers.

nag_gaps_test (g08edc) counts the number of gaps of different lengths. Let ci denote the number of
gaps of length i, for i ¼ 1; 2; . . . ; k� 1. The number of gaps of length k or greater is then denoted by ck.
An unfinished gap at the end of a sequence is not counted. The following is a trivial example.

Suppose we called nag_gaps_test (g08edc) with the following sequence and with rl ¼ 0:30 and
ru ¼ 0:60:

0:20 0:40 0:45 0:40 0:15 0:75 0:95 0:230:27 0:40 0:25 0:10 0:34 0:39 0:61 0:12.

nag_gaps_test (g08edc) would have counted the gaps of the following lengths:

2, 1, 1, 6, 3 and 1.

When the counting of gaps is complete nag_gaps_test (g08edc) computes the expected values of the
counts. An approximate �2 statistic with k degrees of freedom is computed where

X2 ¼

Xk
i¼1

ci � eið Þ2

ei
;

where

ei ¼ ngaps � p� 1� pð Þi�1, if i < k;

ei ¼ ngaps � 1� pð Þi�1, if i ¼ k;
ngaps ¼ the number of gaps found and

p ¼ ru � rlð Þ=tlen.

The use of the �2-distribution as an approximation to the exact distribution of the test statistic improves
as the expected values increase.

You may specify the total number of gaps to be found. If the specified number of gaps is found before
the end of a sequence nag_gaps_test (g08edc) will exit before counting any further gaps.
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4 References

Dagpunar J (1988) Principles of Random Variate Generation Oxford University Press
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Morgan B J T (1984) Elements of Simulation Chapman and Hall
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5 Arguments

1: n – Integer Input

On entry: n, the length of the current sequence of observations.

Constraint: n 	 1.

2: x½n� – const double Input

On entry: the sequence of observations.

3: num gaps – Integer Input

On entry: the maximum number of gaps to be sought. If num gaps � 0 then there is no limit
placed on the number of gaps that are found.

Constraint: num gaps � n.

4: max gap – Integer Input

On entry: k, the length of the longest gap for which tabulation is desired.

Constraint: 1 < max gap � n.

5: lower – double Input

On entry: the lower limit of the interval to be used to define the gaps, rl.

6: upper – double Input

On entry: the upper limit of the interval to be used to define the gaps, ru.

Constraint: upper > lower.

7: length – double Input

On entry: the total length of the interval which contains all possible numbers that may arise in
the sequence.

Constraint: length > 0:0 and upper� lower < length.

8: chi – double * Output

On exit: contains the �2 test statistic, X2, for testing the null hypothesis of randomness.

9: df – double * Output

On exit: contains the degrees of freedom for the �2 statistic.

10: prob – double * Output

On exit: contains the upper tail probability associated with the �2 test statistic, i.e., the
significance level.
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11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_GT

On entry, num gaps ¼ valueh i and n ¼ valueh i.
Constraint: num gaps � n.

NE_2_REAL_ARG_GE

On entry, lower ¼ valueh i and upper ¼ valueh i.
Constraint: upper > lower.

NE_3_REAL_ARG_CONS

On entry, lower ¼ valueh i, upper ¼ valueh i and length ¼ valueh i.
Constraint: upper� lower < length.

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_G08ED_FREQ_LT_ONE

The expected frequency of at least one class is less than one.
This implies that the �2 may not be a very good approximation to the distribution of the test
statistics.
All statistics are returned and may still be of use.

NE_G08ED_FREQ_ZERO

The expected frequency in class i ¼ valueh i is zero. The value of upper� lowerð Þ=length may
be too close to 0:0 or 1:0. or max_gap is too large relative to the number of gaps found.

NE_G08ED_GAPS

The number of gaps requested were not found, only valueh i out of the requested valueh i where
found.
All statistics are returned and may still be of use.

NE_G08ED_GAPS_ZERO

No gaps were found. Try using a longer sequence, or increase the size of the interval
upper� lower.

NE_INT_2

On entry, max gap ¼ valueh i and n ¼ valueh i.
Constraint: 1 < max gap � n.

On entry, max gap ¼ valueh i and n ¼ valueh i.
Constraint: 1 � max gap � n.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARG_LE

On entry, length ¼ valueh i.
Constraint: length > 0:0.

7 Accuracy

The computations are believed to be stable. The computation of prob given the values of chi and df
will obtain a relative accuracy of five significant places for most cases.

8 Parallelism and Performance

nag_gaps_test (g08edc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_gaps_test (g08edc) increases with the number of observations n.

10 Example

The following program performs the gaps test on 5000 pseudorandom numbers taken from a uniform
distribution U 0; 1ð Þ, generated by nag_rand_uniform (g05sqc). All gaps of length 10 or more are
counted together.

10.1 Program Text

/* nag_gaps_test (g08edc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg05.h>
#include <nagg08.h>

int main(void)
{

/* Integer scalar and array declarations */
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Integer exit_status = 0;
Integer lstate;
Integer *state = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double chi, df, length, lower, p, upper, *x = 0;

/* Choose the base generator */
Nag_BaseRNG genid = Nag_Basic;
Integer subid = 0;

/* Set the seed */
Integer seed[] = { 424232 };
Integer lseed = 1;

/* Set the size of the (randomly generated) dataset */
Integer n = 5000;

/* Set the maximum number of gaps (0 = no limit) */
Integer num_gaps = 0;

/* Set the length of the maximum gap */
Integer max_gap = 10;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_gaps_test (g08edc) Example Program Results\n");

/* Get the length of the state array */
lstate = -1;
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Allocate arrays */
if (!(x = NAG_ALLOC(n, double)) || !(state = NAG_ALLOC(lstate, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Initialize the generator to a repeatable sequence */
nag_rand_init_repeatable(genid, subid, seed, lseed, state, &lstate, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_rand_init_repeatable (g05kfc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Generate vector of n uniform variates between 0.0 and 1.0 */
nag_rand_uniform(n, 0.0, 1.0, state, x, &fail);

/* Set the length of interval which contains all possible values.
The data is generated from the range 0.0 to 1.0, so length is 1.0

*/
length = 1.0;

/* Set lower and upper limit for the interval used for the gap test */
lower = 0.4;
upper = 0.6;
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/* nag_gaps_test (g08edc).
* Performs the gaps test for randomness
*/

nag_gaps_test(n, x, num_gaps, max_gap, lower, upper, length, &chi, &df, &p,
&fail);

/* Display the results */
if (fail.code != NE_NOERROR && fail.code != NE_G08ED_GAPS &&

fail.code != NE_G08ED_FREQ_LT_ONE) {
printf("Error from nag_gaps_test (g08edc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("Chisq = %10.4f\n", chi);
printf("DF = %7.1f\n", df);
printf("Prob = %10.4f\n", p);
if (fail.code == NE_G08ED_FREQ_LT_ONE)

printf("Error from nag_gaps_test (g08edc).\n%s\n", fail.message);

END:
NAG_FREE(x);
NAG_FREE(state);

return exit_status;
}

10.2 Program Data

None.

10.3 Program Results

nag_gaps_test (g08edc) Example Program Results

Chisq = 7.0401
DF = 9.0
Prob = 0.6329
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NAG Library Function Document

nag_rank_regsn (g08rac)

1 Purpose

nag_rank_regsn (g08rac) calculates the parameter estimates, score statistics and their variance-
covariance matrices for the linear model using a likelihood based on the ranks of the observations.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_rank_regsn (Nag_OrderType order, Integer ns, const Integer nv[],
const double y[], Integer p, const double x[], Integer pdx,
Integer idist, Integer nmax, double tol, double prvr[],
Integer pdparvar, Integer irank[], double zin[], double eta[],
double vapvec[], double parest[], NagError *fail)

3 Description

Analysis of data can be made by replacing observations by their ranks. The analysis produces inference
for regression arguments arising from the following model.

For random variables Y1; Y2; . . . ; Yn we assume that, after an arbitrary monotone increasing
differentiable transformation, h :ð Þ, the model

h Yið Þ ¼ xTi � þ �i ð1Þ

holds, where xi is a known vector of explanatory variables and � is a vector of p unknown regression
coefficients. The �i are random variables assumed to be independent and identically distributed with a
completely known distribution which can be one of the following: Normal, logistic, extreme value or
double-exponential. In Pettitt (1982) an estimate for � is proposed as �̂ ¼MXTa with estimated
variance-covariance matrix M. The statistics a and M depend on the ranks ri of the observations Yi and
the density chosen for �i.

The matrix X is the n by p matrix of explanatory variables. It is assumed that X is of rank p and that a
column or a linear combination of columns of X is not equal to the column vector of 1 or a multiple of
it. This means that a constant term cannot be included in the model (1). The statistics a and M are
found as follows. Let �i have pdf f �ð Þ and let g ¼ �f 0=f . Let W1;W2; . . . ;Wn be order statistics for a
random sample of size n with the density f :ð Þ. Define Zi ¼ g Wið Þ, then ai ¼ E Zrið Þ. To define M we
need M�1 ¼ XT B�Að ÞX, where B is an n by n diagonal matrix with Bii ¼ E g0 Wrið Þð Þ and A is a
symmetric matrix with Aij ¼ cov Zri ; Zrj

� �
. In the case of the Normal distribution, the Z1 < � � � < Zn

are standard Normal order statistics and E g0 Wið Þð Þ ¼ 1, for i ¼ 1; 2; . . . ; n.

The analysis can also deal with ties in the data. Two observations are adjudged to be tied if
Yi � Yj
		 		 < tol, where tol is a user-supplied tolerance level.

Various statistics can be found from the analysis:

(a) The score statistic XTa. This statistic is used to test the hypothesis H0 : � ¼ 0, see (e).

(b) The estimated variance-covariance matrix XT B�Að ÞX of the score statistic in (a).

(c) The estimate �̂ ¼MXTa.

(d) The estimated variance-covariance matrix M ¼ XT B�Að ÞXð Þ�1 of the estimate �̂.

(e) The �2 statistic Q ¼ �̂TM�1�̂ ¼ aTX XT B�Að ÞXð Þ�1XTa used to test H0 : � ¼ 0. Under H0, Q
has an approximate �2-distribution with p degrees of freedom.
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(f) The standard errors M1=2
ii of the estimates given in (c).

(g) Approximate z-statistics, i.e., Zi ¼ �̂i=se �̂i

� �
for testing H0 : �i ¼ 0. For i ¼ 1; 2; . . . ; n, Zi has an

approximate N 0; 1ð Þ distribution.
In many situations, more than one sample of observations will be available. In this case we assume the
model

hk Ykð Þ ¼ XT
k � þ ek; k ¼ 1; 2; . . . ; ns;

where ns is the number of samples. In an obvious manner, Yk and Xk are the vector of observations and
the design matrix for the kth sample respectively. Note that the arbitrary transformation hk can be
assumed different for each sample since observations are ranked within the sample.

The earlier analysis can be extended to give a combined estimate of � as �̂ ¼ Dd, where

D�1 ¼
Xns
k¼1

XT
k Bk �Akð ÞXk

and

d ¼
Xns
k¼1

XT
k ak;

with ak, Bk and Ak defined as a, B and A above but for the kth sample.

The remaining statistics are calculated as for the one sample case.

4 References

Pettitt A N (1982) Inference for the linear model using a likelihood based on ranks J. Roy. Statist. Soc.
Ser. B 44 234–243

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ns – Integer Input

On entry: the number of samples.

Constraint: ns 	 1.

3: nv½ns� – const Integer Input

On entry: the number of observations in the ith sample, for i ¼ 1; 2; . . . ; ns.

Constraint: nv½i� 	 1, for i ¼ 0; 1; . . . ; ns� 1.

4: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least
Xns
i¼1

nv½i � 1�
 !

.
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On entry: the observations in each sample. Specifically, y½
Xi�1
k¼1

nv½k� 1� þ j� 1� must contain the

jth observation in the ith sample.

5: p – Integer Input

On entry: the number of parameters to be fitted.

Constraint: p 	 1.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� pð Þ when order ¼ Nag ColMajor;

max 1;
Xns
i¼1

nv½i � 1�
 !

� pdx

 !
when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the design matrices for each sample. Specifically, X
Xi�1
k¼1

nv½k� 1� þ j; l
 !

must contain

the value of the lth explanatory variable for the jth observation in the ith sample.

Constraint: x must not contain a column with all elements equal.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	
Xns
i¼1

nv½i � 1�
 !

;

if order ¼ Nag RowMajor, pdx 	 p.

8: idist – Integer Input

On entry: the error distribution to be used in the analysis.

idist ¼ 1
Normal.

idist ¼ 2
Logistic.

idist ¼ 3
Extreme value.

idist ¼ 4
Double-exponential.

Constraint: 1 � idist � 4.

9: nmax – Integer Input

On entry: the value of the largest sample size.

Constraint: nmax ¼ max
1�i�ns

nv½i� 1�ð Þ and nmax > p.
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10: tol – double Input

On entry: the tolerance for judging whether two observations are tied. Thus, observations Yi and
Yj are adjudged to be tied if Yi � Yj

		 		 < tol.

Constraint: tol > 0:0.

11: prvr½dim� – double Output

Note: the dimension, dim, of the array prvr must be at least

max 1;pdparvar� pð Þ when order ¼ Nag ColMajor;
max 1;pþ 1� pdparvarð Þ when order ¼ Nag RowMajor.

Where PRVR i; jð Þ appears in this document, it refers to the array element

prvr½ j� 1ð Þ � pdparvarþ i� 1� when order ¼ Nag ColMajor;
prvr½ i� 1ð Þ � pdparvarþ j� 1� when order ¼ Nag RowMajor.

On exit: the variance-covariance matrices of the score statistics and the parameter estimates, the
former being stored in the upper triangle and the latter in the lower triangle. Thus for
1 � i � j � p, PRVR i; jð Þ contains an estimate of the covariance between the ith and jth score
statistics. For 1 � j � i � p� 1, PRVR iþ 1; jð Þ contains an estimate of the covariance between
the ith and jth parameter estimates.

12: pdparvar – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array prvr.

Constraints:

if order ¼ Nag ColMajor, pdparvar 	 pþ 1;
if order ¼ Nag RowMajor, pdparvar 	 p.

13: irank½nmax� – Integer Output

On exit: for the one sample case, irank contains the ranks of the observations.

14: zin½nmax� – double Output

On exit: for the one sample case, zin contains the expected values of the function g :ð Þ of the
order statistics.

15: eta½nmax� – double Output

On exit: for the one sample case, eta contains the expected values of the function g0 :ð Þ of the
order statistics.

16: vapvec½nmax� nmaxþ 1ð Þ=2� – double Output

On exit: for the one sample case, vapvec contains the upper triangle of the variance-covariance
matrix of the function g :ð Þ of the order statistics stored column-wise.

17: parest½4� pþ 1� – double Output

On exit: the statistics calculated by the function.

The first p components of parest contain the score statistics.

The next p elements contain the parameter estimates.

parest½2� p� contains the value of the �2 statistic.

The next p elements of parest contain the standard errors of the parameter estimates.

Finally, the remaining p elements of parest contain the z-statistics.
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18: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, idist is outside the range 1 to 4: idist ¼ valueh i.
On entry, ns ¼ valueh i.
Constraint: ns 	 1.

On entry, p ¼ valueh i.
Constraint: p 	 1.

On entry, pdparvar ¼ valueh i.
Constraint: pdparvar > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, nmax ¼ valueh i and p ¼ valueh i.
Constraint: nmax > p.

On entry, pdparvar ¼ valueh i and p ¼ valueh i.
Constraint: pdparvar 	 p.

On entry, pdparvar ¼ valueh i and p ¼ valueh i.
Constraint: pdparvar 	 pþ 1.

On entry, pdx ¼ valueh i and p ¼ valueh i.
Constraint: pdx 	 p.

On entry, pdx ¼ valueh i and sum nv½i� 1� ¼ valueh i.
Constraint: pdx 	 the sum of nv½i� 1�.

NE_INT_ARRAY

On entry, nv½ valueh i� ¼ valueh i.
Constraint: nv½i� 	 1, for i ¼ 0; 1; . . . ;ns� 1.

NE_INT_ARRAY_ELEM_CONS

On entry M ¼ valueh i.
Constraint: M elements of array nv > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_ILL_DEFINED

The matrix XT B�Að ÞX is either singular or non positive definite.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

All the observations were adjudged to be tied.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_REAL_ARRAY_ELEM_CONS

On entry, all elements in column valueh i of x are equal to valueh i.

NE_SAMPLE

The largest sample size is valueh i which is not equal to nmax, nmax ¼ valueh i.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_rank_regsn (g08rac) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_rank_regsn (g08rac) makes calls to BLAS and/or LAPACK routines, which may be threaded within
the vendor library used by this implementation. Consult the documentation for the vendor library for
further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rank_regsn (g08rac) depends on the number of samples, the total number of
observations and the number of arguments fitted.

In extreme cases the parameter estimates for certain models can be infinite, although this is unlikely to
occur in practice. See Pettitt (1982) for further details.

10 Example

A program to fit a regression model to a single sample of 20 observations using two explanatory
variables. The error distribution will be taken to be logistic.
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10.1 Program Text

/* nag_rank_regsn (g08rac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

/* Scalars */
double tol;
Integer exit_status, i, idist, p, j, nmax, ns, nsum;
Integer pdx, pdparvar;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *eta = 0, *parest = 0, *parvar = 0, *vapvec = 0, *x = 0;
double *y = 0, *zin = 0;
Integer *irank = 0, *nv = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]
#define PARVAR(I, J) parvar[(J-1)*pdparvar + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]
#define PARVAR(I, J) parvar[(I-1)*pdparvar + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_rank_regsn (g08rac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of samples, number of parameters to be fitted,
* error distribution parameter and tolerance criterion for ties.
*/

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &ns, &p,

&idist, &tol);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%lf%*[^\n] ", &ns, &p, &idist,
&tol);

#endif

/* Allocate memory to nv only */
if (!(nv = NAG_ALLOC(ns, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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printf("\n");
printf("Number of samples =%2" NAG_IFMT "\n", ns);
printf("Number of parameters fitted =%2" NAG_IFMT "\n", p);
printf("Distribution =%2" NAG_IFMT "\n", idist);
printf("Tolerance for ties =%8.5f\n", tol);

/* Read the number of observations in each sample. */

for (i = 1; i <= ns; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nv[i - 1]);
#else

scanf("%" NAG_IFMT "", &nv[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

nmax = 0;
nsum = 0;
for (i = 1; i <= ns; ++i) {

nsum += nv[i - 1];
nmax = MAX(nmax, nv[i - 1]);

}
if (nmax > 0 && nmax <= 100 && nsum > 0 && nsum <= 100) {

/* Allocate memory */
if (!(eta = NAG_ALLOC(nmax, double)) ||

!(parest = NAG_ALLOC(4 * p + 1, double)) ||
!(parvar = NAG_ALLOC((p + 1) * p, double)) ||
!(vapvec = NAG_ALLOC(nmax * (nmax + 1) / 2, double)) ||
!(x = NAG_ALLOC(nsum * p, double)) ||
!(y = NAG_ALLOC(nsum, double)) ||
!(zin = NAG_ALLOC(nmax, double)) ||
!(irank = NAG_ALLOC(nmax, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdx = nsum;
pdparvar = p + 1;

#else
pdx = p;
pdparvar = p;

#endif

/* Read in observations and design matrices for each sample. */
for (i = 1; i <= nsum; ++i) {

#ifdef _WIN32
scanf_s("%lf", &y[i - 1]);

#else
scanf("%lf", &y[i - 1]);

#endif
for (j = 1; j <= p; ++j)

#ifdef _WIN32
scanf_s("%lf", &X(i, j));

#else
scanf("%lf", &X(i, j));

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* nag_rank_regsn (g08rac).
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* Regression using ranks, uncensored data
*/

nag_rank_regsn(order, ns, nv, y, p, x, pdx, idist, nmax, tol,
parvar, pdparvar, irank, zin, eta, vapvec, parest, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_regsn (g08rac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Score statistic\n");
for (i = 1; i <= p; ++i)

printf("%9.3f%s", parest[i - 1], i % 2 == 0 || i == p ? "\n" : " ");
printf("\n");

printf("Covariance matrix of score statistic\n");
for (j = 1; j <= p; ++j) {

for (i = 1; i <= j; ++i)
printf("%9.3f%s", PARVAR(i, j), i % 2 == 0 || i == j ? "\n" : " ");

}
printf("\n");

printf("Parameter estimates\n");
for (i = 1; i <= p; ++i)

printf("%9.3f%s", parest[p + i - 1], i % 2 == 0 || i == p ? "\n" : " ");
printf("\n");

printf("Covariance matrix of parameter estimates\n");
for (i = 1; i <= p; ++i)
{

printf(" ");

for (j = 1; j <= i; ++j)
printf("%9.3f%s", PARVAR(i + 1, j),

j % 2 == 0 || j == i ? "\n" : " ");
}
printf("\n");

printf("Chi-squared statistic =%9.3f with%2" NAG_IFMT " d.f.\n",
parest[p * 2], p);

printf("\n");
printf("Standard errors of estimates and\n");
printf("approximate z-statistics\n");
for (i = 1; i <= p; ++i)

printf("%9.3f%14.3f\n", parest[2 * p + 1 + i - 1],
parest[p * 3 + 1 + i - 1]);

printf("\n");
}

END:
NAG_FREE(eta);
NAG_FREE(parest);
NAG_FREE(parvar);
NAG_FREE(vapvec);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(zin);
NAG_FREE(irank);
NAG_FREE(nv);

return exit_status;
}
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10.2 Program Data

nag_rank_regsn (g08rac) Example Program Data
1 2 2 0.00001
20
1.0 1.0 23.0
1.0 1.0 32.0
3.0 1.0 37.0
4.0 1.0 41.0
2.0 1.0 41.0
4.0 1.0 48.0
1.0 1.0 48.0
5.0 1.0 55.0
4.0 1.0 55.0
4.0 0.0 56.0
4.0 1.0 57.0
4.0 1.0 57.0
4.0 1.0 57.0
1.0 0.0 58.0
4.0 1.0 59.0
5.0 0.0 59.0
5.0 0.0 60.0
4.0 1.0 61.0
4.0 1.0 62.0
3.0 1.0 62.0

10.3 Program Results

nag_rank_regsn (g08rac) Example Program Results

Number of samples = 1
Number of parameters fitted = 2
Distribution = 2
Tolerance for ties = 0.00001

Score statistic
-1.048 64.333

Covariance matrix of score statistic
0.673

-4.159 533.670

Parameter estimates
-0.852 0.114

Covariance matrix of parameter estimates
1.560
0.012 0.002

Chi-squared statistic = 8.221 with 2 d.f.

Standard errors of estimates and
approximate z-statistics

1.249 -0.682
0.044 2.567
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NAG Library Function Document

nag_rank_regsn_censored (g08rbc)

1 Purpose

nag_rank_regsn_censored (g08rbc) calculates the parameter estimates, score statistics and their
variance-covariance matrices for the linear model using a likelihood based on the ranks of the
observations when some of the observations may be right-censored.

2 Specification

#include <nag.h>
#include <nagg08.h>

void nag_rank_regsn_censored (Nag_OrderType order, Integer ns,
const Integer nv[], const double y[], Integer p, const double x[],
Integer pdx, const Integer icen[], double gamma, Integer nmax,
double tol, double prvr[], Integer pdprvr, Integer irank[],
double zin[], double eta[], double vapvec[], double parest[],
NagError *fail)

3 Description

Analysis of data can be made by replacing observations by their ranks. The analysis produces inference
for the regression model where the location parameters of the observations, �i, for i ¼ 1; 2; . . . ; n, are
related by � ¼ X�. Here X is an n by p matrix of explanatory variables and � is a vector of p unknown
regression parameters. The observations are replaced by their ranks and an approximation, based on
Taylor's series expansion, made to the rank marginal likelihood. For details of the approximation see
Pettitt (1982).

An observation is said to be right-censored if we can only observe Y �j with Y �j � Yj. We rank censored
and uncensored observations as follows. Suppose we can observe Yj , for j ¼ 1; 2; . . . ; n, directly but Y �j ,
for j ¼ nþ 1; . . . ; q and n � q, are censored on the right. We define the rank rj of Yj, for
j ¼ 1; 2; . . . ; n, in the usual way; rj equals i if and only if Yj is the ith smallest amongst the
Y1; Y2; . . . ; Yn. The right-censored Y �j , for j ¼ nþ 1; nþ 2; . . . ; q, has rank rj if and only if Y �j lies in

the interval Y rjð Þ; Y rjþ1ð Þ
h i

, with Y0 ¼ �1, Y nþ1ð Þ ¼ þ1 and Y 1ð Þ < � � � < Y nð Þ the ordered Yj , for

j ¼ 1; 2; . . . ; n.

The distribution of the Y is assumed to be of the following form. Let FL yð Þ ¼ ey= 1þ eyð Þ, the logistic

distribution function, and consider the distribution function F� yð Þ defined by 1� F� ¼ 1� FL yð Þ½ �1=�.
This distribution function can be thought of as either the distribution function of the minimum, X1;� , of
a random sample of size ��1 from the logistic distribution, or as the F� y� log �ð Þ being the distribution
function of a random variable having the F -distribution with 2 and 2��1 degrees of freedom. This
family of generalized logistic distribution functions F� :ð Þ;0 � � <1

� �
naturally links the symmetric

logistic distribution � ¼ 1ð Þ with the skew extreme value distribution (lim � ! 0) and with the limiting
negative exponential distribution (lim � !1). For this family explicit results are available for right-
censored data. See Pettitt (1983) for details.

Let lR denote the logarithm of the rank marginal likelihood of the observations and define the q � 1
vector a by a ¼ l0R � ¼ 0ð Þ, and let the q by q diagonal matrix B and q by q symmetric matrix A be
given by B�A ¼ �l00R � ¼ 0ð Þ. Then various statistics can be found from the analysis.

(a) The score statistic XTa. This statistic is used to test the hypothesis H0 : � ¼ 0 (see (e)).

(b) The estimated variance-covariance matrix of the score statistic in (a).

(c) The estimate �̂R ¼MXTa.
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(d) The estimated variance-covariance matrix M ¼ XT B�Að ÞXð Þ�1 of the estimate �̂R.

(e) The �2 statistic Q ¼ �̂RM�1 �̂r ¼ aTX XT B�Að ÞXð Þ�1XTa, used to test H0 : � ¼ 0. Under H0,
Q has an approximate �2-distribution with p degrees of freedom.

(f) The standard errors M1=2
ii of the estimates given in (c).

(g) Approximate z-statistics, i.e., Zi ¼ �̂Ri
=se �̂Ri

� �
for testing H0 : �i ¼ 0. For i ¼ 1; 2; . . . ; n, Zi has

an approximate N 0; 1ð Þ distribution.
In many situations, more than one sample of observations will be available. In this case we assume the
model,

hk Ykð Þ ¼ XT
k � þ ek; k ¼ 1; 2; . . . ; ns;

where ns is the number of samples. In an obvious manner, Yk and Xk are the vector of observations and
the design matrix for the kth sample respectively. Note that the arbitrary transformation hk can be
assumed different for each sample since observations are ranked within the sample.

The earlier analysis can be extended to give a combined estimate of � as �̂ ¼ Dd, where

D�1 ¼
Xns
k¼1

XT Bk �Akð ÞXk

and

d ¼
Xns
k¼1

XT
k ak;

with ak, Bk and Ak defined as a, B and A above but for the kth sample.

The remaining statistics are calculated as for the one sample case.

4 References

Kalbfleisch J D and Prentice R L (1980) The Statistical Analysis of Failure Time Data Wiley

Pettitt A N (1982) Inference for the linear model using a likelihood based on ranks J. Roy. Statist. Soc.
Ser. B 44 234–243

Pettitt A N (1983) Approximate methods using ranks for regression with censored data Biometrika 70
121–132

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: ns – Integer Input

On entry: the number of samples.

Constraint: ns 	 1.
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3: nv½ns� – const Integer Input

On entry: the number of observations in the ith sample, for i ¼ 1; 2; . . . ; ns.

Constraint: nv½i � 1� 	 1, for i ¼ 1; 2; . . . ;ns.

4: y½dim� – const double Input

Note: the dimension, dim, of the array y must be at least
Xns
i¼1

nv½i � 1�
 !

.

On entry: the observations in each sample. Specifically, y½
Xi�1
k¼1

nv½k� 1� þ j� 1� must contain the

jth observation in the ith sample.

5: p – Integer Input

On entry: the number of parameters to be fitted.

Constraint: p 	 1.

6: x½dim� – const double Input

Note: the dimension, dim, of the array x must be at least

max 1;pdx� pð Þ when order ¼ Nag ColMajor;

max 1;
Xns
i¼1

nv½i � 1�
 !

� pdx

 !
when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the design matrices for each sample. Specifically, X
Xi�1
k¼1

nv½k� 1� þ j; l
 !

must contain

the value of the lth explanatory variable for the jth observations in the ith sample.

Constraint: x must not contain a column with all elements equal.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	
Xns
i¼1

nv½i � 1�
 !

;

if order ¼ Nag RowMajor, pdx 	 p.

8: icen½dim� – const Integer Input

Note: the dimension, dim, of the array icen must be at least
Xns
i¼1

nv½i � 1�
 !

.

On entry: defines the censoring variable for the observations in y.

icen½i� 1� ¼ 0
If y½i� 1� is uncensored.
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icen½i� 1� ¼ 1
If y½i� 1� is censored.

Constraint: icen½i � 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ;
Xns
i¼1

nv½i � 1�
 !

.

9: gamma – double Input

On entry: the value of the parameter defining the generalized logistic distribution. For
gamma � 0:0001, the limiting extreme value distribution is assumed.

Constraint: gamma 	 0:0.

10: nmax – Integer Input

On entry: the value of the largest sample size.

Constraint: nmax ¼ max
1�i�ns

nv½i� 1�ð Þ and nmax > p.

11: tol – double Input

On entry: the tolerance for judging whether two observations are tied. Thus, observations Yi and
Yj are adjudged to be tied if Yi � Yj

		 		 < tol.

Constraint: tol > 0:0.

12: prvr½dim� – double Output

Note: the dimension, dim, of the array prvr must be at least

max 1;pdprvr� pð Þ when order ¼ Nag ColMajor;
max 1;pþ 1� pdprvrð Þ when order ¼ Nag RowMajor.

Where PRVR i; jð Þ appears in this document, it refers to the array element

prvr½ j� 1ð Þ � pdprvrþ i� 1� when order ¼ Nag ColMajor;
prvr½ i� 1ð Þ � pdprvrþ j� 1� when order ¼ Nag RowMajor.

On exit: the variance-covariance matrices of the score statistics and the parameter estimates, the
former being stored in the upper triangle and the latter in the lower triangle. Thus for
1 � i � j � p, PRVR i; jð Þ contains an estimate of the covariance between the ith and jth score
statistics. For 1 � j � i � p� 1, PRVR iþ 1; jð Þ contains an estimate of the covariance between
the ith and jth parameter estimates.

13: pdprvr – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array prvr.

Constraints:

if order ¼ Nag ColMajor, pdprvr 	 pþ 1;
if order ¼ Nag RowMajor, pdprvr 	 p.

14: irank½nmax� – Integer Output

On exit: for the one sample case, irank contains the ranks of the observations.

15: zin½nmax� – double Output

On exit: for the one sample case, zin contains the expected values of the function g :ð Þ of the
order statistics.
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16: eta½nmax� – double Output

On exit: for the one sample case, eta contains the expected values of the function g0 :ð Þ of the
order statistics.

17: vapvec½nmax� nmaxþ 1ð Þ=2� – double Output

On exit: for the one sample case, vapvec contains the upper triangle of the variance-covariance
matrix of the function g :ð Þ of the order statistics stored column-wise.

18: parest½4� pþ 1� – double Output

On exit: the statistics calculated by the function.

The first p components of parest contain the score statistics.

The next p elements contain the parameter estimates.

parest½2� p� contains the value of the �2 statistic.

The next p elements of parest contain the standard errors of the parameter estimates.

Finally, the remaining p elements of parest contain the z-statistics.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, ns ¼ valueh i.
Constraint: ns 	 1.

On entry, p ¼ valueh i.
Constraint: p 	 1.

On entry, pdprvr ¼ valueh i.
Constraint: pdprvr > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, nmax ¼ valueh i and p ¼ valueh i.
Constraint: nmax > p.

On entry, pdprvr ¼ valueh i and p ¼ valueh i.
Constraint: pdprvr 	 p.

On entry, pdprvr ¼ valueh i and p ¼ valueh i.
Constraint: pdprvr 	 pþ 1.
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On entry, pdx ¼ valueh i and p ¼ valueh i.
Constraint: pdx 	 p.

On entry, pdx ¼ valueh i and sum nv½i� 1� ¼ valueh i.
Constraint: pdx 	 the sum of nv½i� 1�.

NE_INT_ARRAY

On entry, nv½ valueh i� ¼ valueh i.
Constraint: nv½i � 1� 	 1, for i ¼ 1; 2; . . . ; ns.

NE_INT_ARRAY_ELEM_CONS

On entry M ¼ valueh i.
Constraint: M elements of array icen ¼ 0 or 1.

On entry M ¼ valueh i.
Constraint: M elements of array nv > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_ILL_DEFINED

The matrix XT B�Að ÞX is either singular or non positive definite.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

All the observations were adjudged to be tied.

NE_REAL

On entry, gamma ¼ valueh i.
Constraint: gamma 	 0:0.

On entry, tol ¼ valueh i.
Constraint: tol > 0:0.

NE_REAL_ARRAY_ELEM_CONS

On entry, all elements in column valueh i of x are equal to valueh i.

NE_SAMPLE

The largest sample size is valueh i which is not equal to nmax, nmax ¼ valueh i.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_rank_regsn_censored (g08rbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.
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nag_rank_regsn_censored (g08rbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time taken by nag_rank_regsn_censored (g08rbc) depends on the number of samples, the total
number of observations and the number of parameters fitted.

In extreme cases the parameter estimates for certain models can be infinite, although this is unlikely to
occur in practice. See Pettitt (1982) for further details.

10 Example

This example fits a regression model to a single sample of 40 observations using just one explanatory
variable.

10.1 Program Text

/* nag_rank_regsn_censored (g08rbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg08.h>

int main(void)
{

/* Scalars */
double gamma, tol;
Integer exit_status, i, p, j, nmax, ns, nsum;
Integer pdx, pdprvr;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *eta = 0, *parest = 0, *prvr = 0, *vapvec = 0, *x = 0;
double *y = 0, *zin = 0;
Integer *icen = 0, *irank = 0, *iwa = 0, *nv = 0;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]
#define PRVR(I, J) prvr[(J-1)*pdprvr + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]
#define PRVR(I, J) prvr[(I-1)*pdprvr + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_rank_regsn_censored (g08rbc) Example Program Results\n");
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/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read number of samples, number of parameters to be fitted, */
/* distribution power parameter and tolerance criterion for ties. */

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%lf%lf%*[^\n] ", &ns, &p, &gamma, &tol);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%lf%lf%*[^\n] ", &ns, &p, &gamma, &tol);

#endif
printf("\n");

/* Allocate memory to nv only */
if (!(nv = NAG_ALLOC(ns, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

printf("Number of samples =%2" NAG_IFMT "\n", ns);
printf("Number of parameters fitted =%2" NAG_IFMT "\n", p);
printf("Distribution power parameter =%10.5f\n", gamma);

printf("Tolerance for ties =%10.5f\n", tol);

printf("\n");
/* Read the number of observations in each sample */

for (i = 1; i <= ns; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &nv[i - 1]);
#else

scanf("%" NAG_IFMT "", &nv[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

nmax = 0;
nsum = 0;
for (i = 1; i <= ns; ++i) {

nsum += nv[i - 1];
nmax = MAX(nmax, nv[i - 1]);

}

/* Allocate memory */
if (!(eta = NAG_ALLOC(nmax, double)) ||

!(parest = NAG_ALLOC(4 * p + 1, double)) ||
!(prvr = NAG_ALLOC(7 * 6, double)) ||
!(vapvec = NAG_ALLOC(nmax * (nmax + 1) / 2, double)) ||
!(x = NAG_ALLOC(nsum * p, double)) ||
!(y = NAG_ALLOC(nsum, double)) ||
!(zin = NAG_ALLOC(nmax, double)) ||
!(icen = NAG_ALLOC(nsum, Integer)) ||
!(irank = NAG_ALLOC(nmax, Integer)) || !(iwa = NAG_ALLOC(400, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef NAG_COLUMN_MAJOR

pdx = nsum;
pdprvr = p + 1;
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#else
pdx = p;
pdprvr = p;

#endif

/* Read in observations, design matrix and censoring variable */

for (i = 1; i <= nsum; ++i) {
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif

for (j = 1; j <= p; ++j) {
#ifdef _WIN32

scanf_s("%lf", &X(i, j));
#else

scanf("%lf", &X(i, j));
#endif

}
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &icen[i - 1]);
#else

scanf("%" NAG_IFMT "", &icen[i - 1]);
#endif

}
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_rank_regsn_censored (g08rbc).
* Regression using ranks, right-censored data
*/

nag_rank_regsn_censored(order, ns, nv, y, p, x, pdx, icen, gamma,
nmax, tol, prvr, pdprvr, irank, zin, eta, vapvec,
parest, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_rank_regsn_censored (g08rbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("Score statistic\n");

for (i = 1; i <= p; ++i)
printf("%9.3f\n", parest[i - 1]);

printf("\n");

printf("Covariance matrix of score statistic\n");
for (j = 1; j <= p; ++j) {

for (i = 1; i <= j; ++i)
printf("%9.3f\n", PRVR(i, j));

printf("\n");
}

printf("Parameter estimates\n");
for (i = 1; i <= p; ++i)

printf("%9.3f\n", parest[p + i - 1]);
printf("\n");
printf("Covariance matrix of parameter estimates\n");
for (i = 1; i <= p; ++i) {

for (j = 1; j <= i; ++j)
printf("%9.3f\n", PRVR(i + 1, j));

printf("\n");
}

printf("Chi-squared statistic =%9.3f with%2" NAG_IFMT " d.f.\n",
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parest[p * 2], p);
printf("\n");

printf("Standard errors of estimates and\n");
printf("approximate z-statistics\n");

for (i = 1; i <= p; ++i)
printf("%9.3f%14.3f\n", parest[2 * p + 1 + i - 1],

parest[p * 3 + 1 + i - 1]);
END:

NAG_FREE(eta);
NAG_FREE(parest);
NAG_FREE(prvr);
NAG_FREE(vapvec);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(zin);
NAG_FREE(icen);
NAG_FREE(irank);
NAG_FREE(iwa);
NAG_FREE(nv);

return exit_status;
}

10.2 Program Data

nag_rank_regsn_censored (g08rbc) Example Program Data
1 1 0.00001 0.00001
40
143.0 0.0 0 164.0 0.0 0 188.0 0.0 0 188.0 0.0 0 190.0 0.0 0
192.0 0.0 0 206.0 0.0 0 209.0 0.0 0 213.0 0.0 0 216.0 0.0 0
220.0 0.0 0 227.0 0.0 0 230.0 0.0 0 234.0 0.0 0 246.0 0.0 0
265.0 0.0 0 304.0 0.0 0 216.0 0.0 1 244.0 0.0 1 142.0 1.0 0
156.0 1.0 0 163.0 1.0 0 198.0 1.0 0 205.0 1.0 0 232.0 1.0 0
232.0 1.0 0 233.0 1.0 0 233.0 1.0 0 233.0 1.0 0 233.0 1.0 0
239.0 1.0 0 240.0 1.0 0 261.0 1.0 0 280.0 1.0 0 280.0 1.0 0
296.0 1.0 0 296.0 1.0 0 323.0 1.0 0 204.0 1.0 1 344.0 1.0 1

10.3 Program Results

nag_rank_regsn_censored (g08rbc) Example Program Results

Number of samples = 1
Number of parameters fitted = 1
Distribution power parameter = 0.00001
Tolerance for ties = 0.00001

Score statistic
4.584

Covariance matrix of score statistic
7.653

Parameter estimates
0.599

Covariance matrix of parameter estimates
0.131

Chi-squared statistic = 2.746 with 1 d.f.

Standard errors of estimates and
approximate z-statistics

0.361 1.657
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NAG Library Chapter Contents

g10 – Smoothing in Statistics

g10 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g10abc 6 nag_smooth_spline_fit
Fit cubic smoothing spline, smoothing parameter given

g10acc 6 nag_smooth_spline_estim
Fit cubic smoothing spline, smoothing parameter estimated

g10bbc 24 nag_kernel_density_gauss
Kernel density estimate using Gaussian kernel (thread safe)

g10cac 3 nag_running_median_smoother
Compute smoothed data sequence using running median smoothers

g10zac 6 nag_order_data
Reorder data to give ordered distinct observations
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1 Scope of the Chapter

This chapter is concerned with methods for smoothing data. Included are methods for density
estimation, smoothing time series data, and statistical applications of splines. These methods may also
be viewed as nonparametric modelling.

2 Background to the Problems

2.1 Smoothing Methods

Many of the methods used in statistics involve fitting a model, the form of which is determined by a
small number of parameters, for example, a distribution model like the gamma distribution, a linear
regression model or an autoregression model in time series. In these cases the fitting involves the
estimation of the small number of parameters from the data. In modelling data with these models there
are two important stages in addition to the estimation of the parameters; these are the identification of a
suitable model, for example, the selection of a gamma distribution rather than a Weibull distribution,
and the checking to see if the fitted model adequately fits the data. While these parametric models can
be fairly flexible, they will not adequately fit all datasets, especially if the number of parameters is to be
kept small.

Alternative models based on smoothing can be used. These models will not be written explicitly in
terms of parameters. They are sufficiently flexible for a much wider range of situations than parametric
models. The main requirement for such a model to be suitable is that the underlying models would be
expected to be smooth, so excluding those situations where, for example, a step function would be
expected.

These smoothing methods can be used in a variety of ways, for example:

1. producing smoothed plots to aid understanding;

2. identifying of a suitable parametric model from the shape of the smoothed data;

3. eliminating complex effects that are not of direct interest so that attention can be focused on the
effects of interest.

Several smoothing techniques make use of a smoothing parameter which can be either chosen by you or
estimated from the data. The smoothing parameter balances the two criterion of smoothness of the fitted
model and the closeness of the fit of the model to the data. Generally, the larger the smoothing
parameter is, the smoother the fitted model will be, but for small values of the smoothing parameter the
model will closely follow the data, and for large values the fit will be poorer.

The smoothing parameter can be either chosen using previous experience of a suitable value for such
data, or estimated from the data. The estimation can be either formal, using a criterion such as the
cross-validation, or informal by trying different values and examining the result by means of suitable
graphs.

Smoothing methods can be used in three important areas of of statistics: regression modelling,
distribution modelling and time series modelling.

2.2 Smoothing Splines and Regression Models

For a set of n observations (yi; xi), i ¼ 1; 2; . . . ; n, the spline provides a flexible smooth function for
situations in which a simple polynomial or nonlinear regression model is not suitable.

Cubic smoothing splines arise as the function, f , with continuous first derivative which minimizesXn
i¼1
wi yi � f xið Þð Þ2 þ �

Z 1
�1

f 00 xð Þð Þ2 dx;

where wi is the (optional) weight for the ith observation and � is the smoothing parameter. This
criterion consists of two parts: the first measures the fit of the curve and the second the smoothness of
the curve. The value of the smoothing parameter, �, weights these two aspects: larger values of � give a
smoother fitted curve but, in general, a poorer fit.
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Splines are linear smoothers since the fitted values, ŷ ¼ ŷ1; ŷ2; . . . ; ŷnð ÞT, can be written as a linear
function of the observed values y ¼ y1; y2; . . . ; ynð ÞT, that is,

ŷ ¼ Hy

for a matrix H. The degrees of freedom for the spline is trace Hð Þ giving residual degrees of freedom

trace I �Hð Þ ¼
Xn
i¼1

1� hiið Þ:

The diagonal elements of H, hii, are the leverages.

The parameter � can be estimated in a number of ways.

1. The degrees of freedom for the spline can be specified, i.e., find � such that trace Hð Þ ¼ �0 for
given �0.

2. Minimize the cross-validation (CV), i.e., find � such that the CV is minimized, where

CV ¼ 1

n

Xn
i¼1

ri
1� hii

� �2

:

3. Minimize generalized cross-validation (GCV), i.e., find � such that the GCV is minimized, where

GCV ¼ n

Xn
i¼1
r2i

Xn
i¼1

1� hiið Þ
 !2

0BBBBB@

1CCCCCA:

2.3 Density Estimation

The object of density estimation is to produce from a set of observations a smooth nonparametric
estimate of the unknown density function from which the observations were drawn. That is, given a
sample of n observations, x1, x2; . . . ; xn, from a distribution with unknown density function, f xð Þ, find
an estimate of the density function, f̂ xð Þ. The simplest form of density estimator is the histogram; this
may be defined by

f̂ xð Þ ¼ 1

nh
nj; aþ j� 1ð Þh < x < aþ jh; j ¼ 1; 2; . . . ; ns;

where nj is the number of observations falling in the interval aþ j� 1ð Þh to aþ jh, a is the lower
bound of the histogram and b ¼ nsh is the upper bound. The value h is known as the window width. A
simple development of this estimator would be the running histogram estimator

f̂ xð Þ ¼ 1

2nh
nx; a � x � b;

where nx is the number of observations falling in the interval x� h : xþ h½ �. This estimator can be
written as

f̂ xð Þ ¼ 1

nh

Xn
i¼1
w

x� xi
h

� �
for a function w where

w xð Þ ¼ 1
2 if � 1 < x < 1

¼ 0 otherwise:

The function w can be considered as a kernel function. To produce a smoother density estimate, the
kernel function, K tð Þ, which satisfies the following conditions can be used:Z 1

�1
K tð Þ dt ¼ 1and K tð Þ 	 0:0:
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The kernel density estimator is therefore defined as

f̂ xð Þ ¼ 1

nh

Xn
i¼1
K

x� xi
h

� �
:

The choice of K �ð Þ is usually not important, but to ease the computational burden use can be made of
the Gaussian kernel defined as

K tð Þ ¼ 1ffiffiffiffiffiffi
2	
p e�t

2=2:

The smoothness of the estimator, f̂ xð Þ, depends on the window width, h. In general, the larger the value
h is, the smoother the resulting density estimate is. There is, however, the problem of oversmoothing
when the value of h is too large and essential features of the distribution function are removed. For
example, if the distribution was bimodal, a large value of h may result in a unimodal estimate. The
value of h has to be chosen such that the essential shape of the distribution is retained while effects due
only to the observed sample are smoothed out. The choice of h can be aided by looking at plots of the
density estimate for different values of h, or by using cross-validation methods; see Silverman (1990).

Silverman (1990) shows how the Gaussian kernel density estimator can be computed using a fast
Fourier transform (FFT).

2.4 Smoothers for Time Series

If the data consists of a sequence of n observations recorded at equally spaced intervals, usually a time
series, several robust smoothers are available. The fitted curve is intended to be robust to any outlying
observations in the sequence, hence the techniques employed primarily make use of medians rather than
means. These ideas come from the field of exploratory data analysis (EDA); see Tukey (1977) and
Velleman and Hoaglin (1981). The smoothers are based on the use of running medians to summarise
overlapping segments; these provide a simple but flexible curve.

In EDA terminology, the fitted curve and the residuals are called the smooth and the rough respectively,
so that

Data ¼ Smoothþ Rough:

Using the notation of Tukey, one of the smoothers commonly used is 4253H,twice. This consists of a
running median of 4, then 2, then 5, then 3. This is then followed by what is known as hanning.
Hanning is a running weighted mean, the weights being 1=4, 1=2 and 1=4. The result of this smoothing
is then ‘reroughed’. This involves computing residuals from the computed fit, applying the same
smoother to the residuals and adding the result to the smooth of the first pass.

3 Recommendations on Choice and Use of Available Functions

The following functions fit smoothing splines:

nag_smooth_spline_fit (g10abc) computes a cubic smoothing spline for a given value of the
smoothing parameter. The results returned include the values of leverages and the coefficients of
the cubic spline. Options allow only parts of the computation to be performed when the function
is used to estimate the value of the smoothing parameter or as when it is part of an iterative
procedure such as that used in fitting generalized additive models; see Hastie and Tibshirani
(1990).

nag_smooth_spline_estim (g10acc) estimates the value of the smoothing parameter using one of
three criteria and fits the cubic smoothing spline using that value.

nag_smooth_spline_fit (g10abc) and nag_smooth_spline_estim (g10acc) require the xi to be strictly
increasing. If two or more observations have the same xi-value then they should be replaced by a single
observation with yi equal to the (weighted) mean of the y values and weight, wi, equal to the sum of the
weights. This operation can be performed by nag_order_data (g10zac).

The following function produces an estimate of the density function:

nag_kernel_density_gauss (g10bbc) computes a density estimate using a Normal kernel.
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The following function produces a smoothed estimate for a time series:

nag_running_median_smoother (g10cac) computes a smoothed series using running median
smoothers.

The following service function is also available:

nag_order_data (g10zac) orders and weights the x; yð Þ input data to produce a dataset strictly
monotonic in x.

4 Functionality Index

Compute smoothed data sequence,
running median smoothers .................................................. nag_running_median_smoother (g10cac)

Fit cubic smoothing spline,
smoothing parameter estimated ................................................... nag_smooth_spline_estim (g10acc)
smoothing parameter given ............................................................... nag_smooth_spline_fit (g10abc)

Kernel density estimation,
Gaussian kernel, thread safe ....................................................... nag_kernel_density_gauss (g10bbc)

Reorder data to give ordered distinct observations .......................................... nag_order_data (g10zac)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

The following lists all those functions that have been withdrawn since Mark 23 of the Library or are
scheduled for withdrawal at one of the next two marks.

Withdrawn
Function

Mark of
Withdrawal Replacement Function(s)

nag_kernel_density_estim (g10bac) 26 nag_kernel_density_gauss (g10bbc)

7 References
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Velleman P F and Hoaglin D C (1981) Applications, Basics, and Computing of Exploratory Data
Analysis Duxbury Press, Boston, MA
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NAG Library Function Document

nag_smooth_spline_fit (g10abc)

1 Purpose

nag_smooth_spline_fit (g10abc) fits a cubic smoothing spline for a given smoothing parameter.

2 Specification

#include <nag.h>
#include <nagg10.h>

void nag_smooth_spline_fit (Nag_SmoothFitType mode, Integer n,
const double x[], const double y[], const double wt[], double rho,
double yhat[], double c[], Integer pdc, double *rss, double *df,
double res[], double h[], double comm[], NagError *fail)

3 Description

nag_smooth_spline_fit (g10abc) fits a cubic smoothing spline to a set of n observations (xi, yi), for
i ¼ 1; 2; . . . ; n. The spline provides a flexible smooth function for situations in which a simple
polynomial or nonlinear regression model is unsuitable.

Cubic smoothing splines arise as the unique real-valued solution function f , with absolutely continuous
first derivative and squared-integrable second derivative, which minimizes:Xn

i¼1
wi yi � f xið Þð Þ2 þ �

Z 1
�1

f 00 xð Þð Þ2 dx;

where wi is the (optional) weight for the ith observation and � is the smoothing parameter. This
criterion consists of two parts: the first measures the fit of the curve, and the second the smoothness of
the curve. The value of the smoothing parameter � weights these two aspects; larger values of � give a
smoother fitted curve but, in general, a poorer fit. For details of how the cubic spline can be estimated
see Hutchinson and de Hoog (1985) and Reinsch (1967).

The fitted values, ŷ ¼ ŷ1; ŷ2; . . . ; ŷnð ÞT, and weighted residuals, ri, can be written as

ŷ ¼ Hy and ri ¼
ffiffiffiffiffi
wi
p

yi � ŷið Þ

for a matrix H. The residual degrees of freedom for the spline is trace I �Hð Þ and the diagonal
elements of H, hii, are the leverages.

The parameter � can be chosen in a number of ways. The fit can be inspected for a number of different
values of �. Alternatively the degrees of freedom for the spline, which determines the value of �, can be
specified, or the (generalized) cross-validation can be minimized to give �; see nag_smooth_spline_es
tim (g10acc) for further details.

nag_smooth_spline_fit (g10abc) requires the xi to be strictly increasing. If two or more observations
have the same xi-value then they should be replaced by a single observation with yi equal to the
(weighted) mean of the y values and weight, wi, equal to the sum of the weights. This operation can be
performed by nag_order_data (g10zac).

The computation is split into three phases.

(i) Compute matrices needed to fit spline.

(ii) Fit spline for a given value of �.

(iii) Compute spline coefficients.

g10 – Smoothing in Statistics g10abc

Mark 26 g10abc.1



When fitting the spline for several different values of �, phase (i) need only be carried out once and
then phase (ii) repeated for different values of �. If the spline is being fitted as part of an iterative
weighted least squares procedure phases (i) and (ii) have to be repeated for each set of weights. In
either case, phase (iii) will often only have to be performed after the final fit has been computed.

The algorithm is based on Hutchinson (1986).

4 References

Hastie T J and Tibshirani R J (1990) Generalized Additive Models Chapman and Hall

Hutchinson M F (1986) Algorithm 642: A fast procedure for calculating minimum cross-validation
cubic smoothing splines ACM Trans. Math. Software 12 150–153

Hutchinson M F and de Hoog F R (1985) Smoothing noisy data with spline functions Numer. Math. 47
99–106

Reinsch C H (1967) Smoothing by spline functions Numer. Math. 10 177–183

5 Arguments

1: mode – Nag_SmoothFitType Input

On entry: indicates in which mode the function is to be used.

mode ¼ Nag SmoothFitPartial
Initialization and fitting is performed. This partial fit can be used in an iterative weighted
least squares context where the weights are changing at each call to nag_smooth_spline_fit
(g10abc) or when the coefficients are not required.

mode ¼ Nag SmoothFitQuick
Fitting only is performed. Initialization must have been performed previously by a call to
nag_smooth_spline_fit (g10abc) with mode ¼ Nag SmoothFitPartial. This quick fit may be
called repeatedly with different values of rho without re-initialization.

mode ¼ Nag SmoothFitFull
Initialization and full fitting is performed and the function coefficients are calculated.

Constraint: mode ¼ Nag SmoothFitPartial, Nag SmoothFitQuick or Nag SmoothFitFull.

2: n – Integer Input

On entry: n, the number of distinct observations.

Constraint: n 	 3.

3: x½n� – const double Input

On entry: the distinct and ordered values xi, for i ¼ 1; 2; . . . ; n.

Constraint: x½i � 1� < x½i�, for i ¼ 1; 2; . . . ; n� 1.

4: y½n� – const double Input

On entry: the values yi, for i ¼ 1; 2; . . . ; n.

5: wt½n� – const double Input

On entry: optionally, the n weights.

If weights are not provided then wt must be set to NULL, in which case unit weights are
assumed.

Constraint: wt½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.
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6: rho – double Input

On entry: �, the smoothing parameter.

Constraint: rho 	 0:0.

7: yhat½n� – double Output

On exit: the fitted values, ŷi, for i ¼ 1; 2; . . . ; n.

8: c½pdc� 3� – double Input/Output

Note: the i; jð Þth element of the matrix C is stored in c½ j� 1ð Þ � pdcþ i� 1�.
On entry: if mode ¼ Nag SmoothFitQuick, c must be unaltered from the previous call to
nag_smooth_spline_fit (g10abc) with mode ¼ Nag SmoothFitPartial. Otherwise c need not be
set.

On exit: if mode ¼ Nag SmoothFitFull, c contains the spline coefficients. More precisely, the
v a l u e o f t h e s p l i n e a t t i s g i v e n b y
c½2� pdcþ i� 1� � dþ c½1� pdcþ i� 1�ð Þ � dþ c½i� 1�ð Þ � dþ ŷi, where xi � t < xiþ1 and

d ¼ t� xi.
If mode ¼ Nag SmoothFitPartial or Nag SmoothFitQuick, c contains information that will be
used in a subsequent call to nag_smooth_spline_fit (g10abc) with mode ¼ Nag SmoothFitQuick.

9: pdc – Integer Input

On entry: the stride separating matrix row elements in the array c.

Constraint: pdc 	 n� 1.

10: rss – double * Output

On exit: the (weighted) residual sum of squares.

11: df – double * Output

On exit: the residual degrees of freedom.

12: res½n� – double Output

On exit: the (weighted) residuals, ri, for i ¼ 1; 2; . . . ; n.

13: h½n� – double Output

On exit: the leverages, hii, for i ¼ 1; 2; . . . ; n.

14: comm½9� nþ 14� – double Communication Array

On entry: if mode ¼ Nag SmoothFitQuick, comm must be unaltered from the previous call to
nag_smooth_spline_fit (g10abc) with mode ¼ Nag SmoothFitPartial. Otherwise comm need not
be set.

On exit: if mode ¼ Nag SmoothFitPartial or Nag SmoothFitQuick, comm contains information
that will be used in a subsequent call to nag_smooth_spline_fit (g10abc) with
mode ¼ Nag SmoothFitQuick.

15: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

On entry, pdc ¼ valueh i and n ¼ valueh i.
Constraint: pdc 	 n� 1.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_NOT_STRICTLY_INCREASING

On entry, x is not a strictly ordered array.

NE_REAL

On entry, rho ¼ valueh i.
Constraint: rho 	 0:0.

NE_WEIGHTS_NOT_POSITIVE

On entry, at least one element of wt � 0:0.

7 Accuracy

Accuracy depends on the value of � and the position of the x values. The values of xi � xi�1 and wi are
scaled and � is transformed to avoid underflow and overflow problems.

8 Parallelism and Performance

nag_smooth_spline_fit (g10abc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_smooth_spline_fit (g10abc) is of order n.

Regression splines with a small < nð Þ number of knots can be fitted by nag_1d_spline_fit_knots
(e02bac) and nag_1d_spline_fit (e02bec).
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10 Example

The data, given by Hastie and Tibshirani (1990), is the age, xi, and C-peptide concentration (pmol/ml),
yi, from a study of the factors affecting insulin-dependent diabetes mellitus in children. The data is
input, reduced to a strictly ordered set by nag_order_data (g10zac) and a series of splines fit using a
range of values for the smoothing parameter, �.

10.1 Program Text

/* nag_smooth_spline_fit (g10abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg10.h>

int main(void)
{

Integer exit_status = 0, i, n, nord;
double df, rho, rss;
double *coeff = 0, *comm_ar = 0, *h = 0, *res = 0, *weights = 0;
double *wtptr, *wwt = 0, *x = 0, *xord = 0, *y = 0, *yhat = 0;
double *yord = 0;
char nag_enum_arg[40];
Nag_SmoothFitType mode;
Nag_Boolean weight;
NagError fail;

INIT_FAIL(fail);

printf("nag_smooth_spline_fit (g10abc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
if (!(coeff = NAG_ALLOC((n - 1) * 3, double))

|| !(h = NAG_ALLOC(n, double))
|| !(res = NAG_ALLOC(n, double))
|| !(x = NAG_ALLOC(n, double))
|| !(y = NAG_ALLOC(n, double))
|| !(weights = NAG_ALLOC(n, double))
|| !(xord = NAG_ALLOC(n, double))
|| !(yord = NAG_ALLOC(n, double))
|| !(wwt = NAG_ALLOC(n, double))
|| !(yhat = NAG_ALLOC(n, double))
|| !(comm_ar = NAG_ALLOC(9 * n + 14, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
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scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mode = (Nag_SmoothFitType) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%lf", &rho);

#else
scanf("%lf", &rho);

#endif
if (!weight) {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf %lf ", &x[i - 1], &y[i - 1]);
#else

scanf("%lf %lf ", &x[i - 1], &y[i - 1]);
#endif

wtptr = 0;
}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf %lf %lf", &x[i - 1], &y[i - 1], &weights[i - 1]);
#else

scanf("%lf %lf %lf", &x[i - 1], &y[i - 1], &weights[i - 1]);
#endif

wtptr = weights;
}
/* Sort data into increasing X and */
/* remove tied observations and weight accordingly */
/* nag_order_data (g10zac).
* Reorder data to give ordered distinct observations
*/

nag_order_data(n, x, y, wtptr, &nord, xord, yord, wwt, &rss, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_order_data (g10zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Fit cubic spline */
/* nag_smooth_spline_fit (g10abc).
* Fit cubic smoothing spline, smoothing parameter given
*/

nag_smooth_spline_fit(mode, nord, xord, yord, wwt, rho, yhat, coeff,
&rss, &df, res, h, comm_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_smooth_spline_fit (g10abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print results */
printf("\n");
printf("%s%10.3f\n", " rho = ", rho);
printf("\n");
printf("%s%10.3f\n", " Residual sum of squares = ", rss);
printf("%s%10.3f\n", " Degrees of freedom = ", df);
printf("\n");
printf("%s\n", " Ordered input data Output results");
printf("\n");
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printf("%s\n", " x y Fitted Values");
printf("\n");
for (i = 1; i <= nord; ++i) {

printf("%8.4f %8.4f %8.4f\n", xord[i - 1], yord[i - 1], yhat[i - 1]);
}

END:
NAG_FREE(coeff);
NAG_FREE(h);
NAG_FREE(res);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(weights);
NAG_FREE(xord);
NAG_FREE(yord);
NAG_FREE(wwt);
NAG_FREE(yhat);
NAG_FREE(comm_ar);

return exit_status;
}

10.2 Program Data

nag_smooth_spline_fit (g10abc) Example Program Data
43
Nag_SmoothFitFull Nag_FALSE
10.0
5.2 4.8 8.8 4.1 10.5 5.2 10.6 5.5 10.4 5.0
1.8 3.4 12.7 3.4 15.6 4.9 5.8 5.6 1.9 3.7
2.2 3.9 4.8 4.5 7.9 4.8 5.2 4.9 0.9 3.0

11.8 4.6 7.9 4.8 11.5 5.5 10.6 4.5 8.5 5.3
11.1 4.7 12.8 6.6 11.3 5.1 1.0 3.9 14.5 5.7
11.9 5.1 8.1 5.2 13.8 3.7 15.5 4.9 9.8 4.8
11.0 4.4 12.4 5.2 11.1 5.1 5.1 4.6 4.8 3.9
4.2 5.1 6.9 5.1 13.2 6.0 9.9 4.9 12.5 4.1

13.2 4.6 8.9 4.9 10.8 5.1

10.3 Program Results

nag_smooth_spline_fit (g10abc) Example Program Results

rho = 10.000

Residual sum of squares = 11.288
Degrees of freedom = 27.785

Ordered input data Output results

x y Fitted Values

0.9000 3.0000 3.3674
1.0000 3.9000 3.4008
1.8000 3.4000 3.6642
1.9000 3.7000 3.7016
2.2000 3.9000 3.8214
4.2000 5.1000 4.5265
4.8000 4.2000 4.6471
5.1000 4.6000 4.7561
5.2000 4.8500 4.7993
5.8000 5.6000 5.0458
6.9000 5.1000 5.1204
7.9000 4.8000 4.9590
8.1000 5.2000 4.9262
8.5000 5.3000 4.8595
8.8000 4.1000 4.8172
8.9000 4.9000 4.8095
9.8000 4.8000 4.8676
9.9000 4.9000 4.8818

10.4000 5.0000 4.9445
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10.5000 5.2000 4.9521
10.6000 5.0000 4.9572
10.8000 5.1000 4.9613
11.0000 4.4000 4.9614
11.1000 4.9000 4.9618
11.3000 5.1000 4.9623
11.5000 5.5000 4.9568
11.8000 4.6000 4.9338
11.9000 5.1000 4.9251
12.4000 5.2000 4.8943
12.5000 4.1000 4.8944
12.7000 3.4000 4.9051
12.8000 6.6000 4.9138
13.2000 5.3000 4.9239
13.8000 3.7000 4.8930
14.5000 5.7000 4.9938
15.5000 4.9000 4.9773
15.6000 4.9000 4.9682
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NAG Library Function Document

nag_smooth_spline_estim (g10acc)

1 Purpose

nag_smooth_spline_estim (g10acc) estimates the values of the smoothing argument and fits a cubic
smoothing spline to a set of data.

2 Specification

#include <nag.h>
#include <nagg10.h>

void nag_smooth_spline_estim (Nag_SmoothParamMethods method, Integer n,
const double x[], const double y[], const double weights[],
double yhat[], double coeff[], double *rss, double *df, double res[],
double h[], double *crit, double *rho, double u, double tol,
Integer maxcal, NagError *fail)

3 Description

For a set of n observations xi; yið Þ, for i ¼ 1; 2; . . . ; n, the spline provides a flexible smooth function for
situations in which a simple polynomial or nonlinear regression model is not suitable.

Cubic smoothing splines arise as the unique real-valued solution function, f , with absolutely continuous
first derivative and squared-integrable second derivative, which minimizes:Xn

i¼1
wi yi � f xið Þf g2 þ �

Z 1
�1

f 00 xð Þf g2dx;

where wi is the (optional) weight for the ith observation and � is the smoothing argument. This criterion
consists of two parts: the first measures the fit of the curve and the second the smoothness of the curve.
The value of the smoothing argument � weights these two aspects; larger values of � give a smoother
fitted curve but, in general, a poorer fit. For details of how the cubic spline can be fitted see Hutchinson
and de Hoog (1985) and Reinsch (1967).

The fitted values, ŷ ¼ ŷ1; ŷ2; . . . ; ŷnð ÞT, and weighted residuals, ri, can be written as:

ŷ ¼ Hy and ri ¼
ffiffiffiffiffi
wi
p

yi � ŷið Þ

for a matrix H. The residual degrees of freedom for the spline is trace I �Hð Þ and the diagonal
elements of H are the leverages.

The argument � can be estimated in a number of ways.

1. The degrees of freedom for the spline can be specified, i.e., find � such that trace Hð Þ ¼ �0 for
given �0.

2. Minimize the cross-validation (CV), i.e., find � such that the CV is minimized, where

CV ¼ 1Xn
i¼1
wi

Xn
i¼1

ri
1� hii

� �2
:

3. Minimize the generalized cross-validation (GCV), i.e., find � such that the GCV is minimized,
where
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GCV ¼ n2Xn
i¼1
wi

Xn
i¼1
r2i

Xn
i¼1

1� hiið Þ
 !2

2666664

3777775:
nag_smooth_spline_estim (g10acc) requires the xi to be strictly increasing. If two or more observations
have the same xi value then they should be replaced by a single observation with yi equal to the
(weighted) mean of the y values and weight, wi, equal to the sum of the weights. This operation can be
performed by nag_order_data (g10zac).

The algorithm is based on Hutchinson (1986).

4 References

Hastie T J and Tibshirani R J (1990) Generalized Additive Models Chapman and Hall

Hutchinson M F (1986) Algorithm 642: A fast procedure for calculating minimum cross-validation
cubic smoothing splines ACM Trans. Math. Software 12 150–153

Hutchinson M F and de Hoog F R (1985) Smoothing noisy data with spline functions Numer. Math. 47
99–106

Reinsch C H (1967) Smoothing by spline functions Numer. Math. 10 177–183

5 Arguments

1: method – Nag_SmoothParamMethods Input

On entry: indicates whether the smoothing argument is to be found by minimization of the CV or
GCV functions, or by finding the smoothing argument corresponding to a specified degrees of
freedom value.

method ¼ Nag SmoothParamCV
Cross-validation is used.

method ¼ Nag SmoothParamDF
The degrees of freedom are specified.

method ¼ Nag SmoothParamGCV
Generalized cross-validation is used.

Constraint: method ¼ Nag SmoothParamCV, Nag SmoothParamDF or Nag SmoothParamGCV.

2: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 3.

3: x½n� – const double Input

On entry: the distinct and ordered values xi, for i ¼ 1; 2; . . . ; n.

Constraint: x½i � 1� < x½i�, for i ¼ 1; 2; . . . ; n� 1.

4: y½n� – const double Input

On entry: the values yi, for i ¼ 1; 2; . . . ; n.
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5: weights½n� – const double Input

On entry: weights must contain the n weights, if they are required. Otherwise, weights must be
set to NULL.

Constraint: if weights are required, then weights½i � 1� > 0:0, for i ¼ 1; 2; . . . ; n.

6: yhat½n� – double Output

On exit: the fitted values, ŷi, for i ¼ 1; 2; . . . ; n.

7: coeff½ n� 1ð Þ � 3� – double Output

On exit: the spline coefficients. More precisely, the value of the spline approximation at t is given
by coeff½ i� 1ð Þ � n� 1ð Þ þ 2� � dþ coeff½ i� 1ð Þ � n� 1ð Þ þ 1�ð Þ � dð
þ coeff½ i� 1ð Þ � n� 1ð Þ�Þ � dþ ŷi, where xi � t < xiþ1 and d ¼ t� xi.

8: rss – double * Output

On exit: the (weighted) residual sum of squares.

9: df – double * Output

On exit: the residual degrees of freedom. If method ¼ Nag SmoothParamDF, this will be
n� crit to the required accuracy.

10: res½n� – double Output

On exit: the (weighted) residuals, ri, for i ¼ 1; 2; . . . ; n.

11: h½n� – double Output

On exit: the leverages, hii, for i ¼ 1; 2; . . . ; n.

12: crit – double * Input/Output

On entry: if method ¼ Nag SmoothParamDF, the required degrees of freedom for the spline.

If method ¼ Nag SmoothParamCV or Nag SmoothParamGCV, crit need not be set.

Constraint: 2:0 < crit � n.

On exit: if method ¼ Nag SmoothParamCV, the value of the cross-validation, or if
method ¼ Nag SmoothParamGCV, the value of the generalized cross-validation function,
evaluated at the value of � returned in rho.

13: rho – double * Output

On exit: the smoothing argument, �.

14: u – double Input

On entry: the upper bound on the smoothing argument. See Section 9 for details on how this
argument is used.

Suggested value: u ¼ 1000:0.

Constraint: u > tol.

15: tol – double Input

On entry: the accuracy to which the smoothing argument rho is required. tol should be preferably
not much less than

ffiffi
�
p

, where � is the machine precision.

Constraint: tol 	 machine precision.
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16: maxcal – Integer Input

On entry: the maximum number of spline evaluations to be used in finding the value of �.

Suggested value: maxcal ¼ 30.

Constraint: maxcal 	 3.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_REAL_ARG_LE

On entry, u ¼ valueh i while tol ¼ valueh i. These arguments must satisfy u > tol.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument method had an illegal value.

NE_G10AC_ACC

A solution to the accuracy given by tol has not been achieved in maxcal iterations. Try
increasing the value of tol and/or maxcal.

NE_G10AC_CG_RHO

method ¼ Nag SmoothParamCV or Nag SmoothParamGCV and the optimal value of rho > u.
Try a larger value of u.

NE_G10AC_DF_RHO

method ¼ Nag SmoothParamDF and the required value of rho for specified degrees of freedom
> u. Try a larger value of u.

NE_G10AC_DF_TOL

method ¼ Nag SmoothParamDF and the accuracy given by tol cannot be achieved. Try
increasing the value of tol.

NE_INT_ARG_LT

On entry, maxcal ¼ valueh i.
Constraint: maxcal 	 3.

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NOT_STRICTLY_INCREASING

The sequence x is not strictly increasing: x½ valueh i� ¼ valueh i, x½ valueh i� ¼ valueh i.
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NE_REAL

On entry, crit ¼ valueh i.
Constraint: crit > 2:0, if method ¼ Nag SmoothParamDF.

NE_REAL_ARRAY_CONS

On entry, weights½ valueh i� ¼ valueh i.
Constraint: weights½i� > 0, for i ¼ 0; 1; . . . ; n� 1.

NE_REAL_INT_ARG_CONS

On entry, crit ¼ valueh i and n ¼ valueh i. These arguments must satisfy crit � n, if
method ¼ Nag SmoothParamDF.

NE_REAL_MACH_PREC

On entry, tol ¼ valueh i, machine precision nag machine precisionð Þ ¼ valueh i.
Constraint: tol 	 machine precision.

7 Accuracy

When minimizing the cross-validation or generalized cross-validation, the error in the estimate of �
should be within 
3� tol� rhoþ tolð Þ. When finding � for a fixed number of degrees of freedom the
error in the estimate of � should be within 
2� tol�max 1; rhoð Þ.
Given the value of �, the accuracy of the fitted spline depends on the value of � and the position of the
x values. The values of xi � xi�1 and wi are scaled and � is transformed to avoid underflow and
overflow problems.

8 Parallelism and Performance

nag_smooth_spline_estim (g10acc) is not threaded in any implementation.

9 Further Comments

The time to fit the spline for a given value of � is of order n.

When finding the value of � that gives the required degrees of freedom, the algorithm examines the
interval 0.0 to u. For small degrees of freedom the value of � can be large, as in the theoretical case of
two degrees of freedom when the spline reduces to a straight line and � is infinite. If the CV or GCV is
to be minimized then the algorithm searches for the minimum value in the interval 0.0 to u. If the
function is decreasing in that range then the boundary value of u will be returned. In either case, the
larger the value of u the more likely is the interval to contain the required solution, but the process will
be less efficient.

Regression splines with a small < nð Þ number of knots can be fitted by nag_1d_spline_fit_knots
(e02bac) and nag_1d_spline_fit (e02bec).

10 Example

The data, given by Hastie and Tibshirani (1990), is the age, xi, and C-peptide concentration (pmol/ml),
yi, from a study of the factors affecting insulin-dependent diabetes mellitus in children. The data is
input, reduced to a strictly ordered set by nag_order_data (g10zac) and a spline with 5 degrees of
freedom is fitted by nag_smooth_spline_estim (g10acc). The fitted values and residuals are printed.
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10.1 Program Text

/* nag_smooth_spline_estim (g10acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg10.h>

int main(void)
{

Integer exit_status = 0, i, maxcal, n, nord;
Nag_SmoothParamMethods method;
Nag_Boolean weight;
char nag_enum_arg[40];
double crit, df, rho, rss, tol, u;
double *coeff = 0, *h = 0, *res = 0, *weights = 0, *wtptr;
double *wwt = 0, *x = 0, *xord = 0, *y = 0, *yhat = 0;
double *yord = 0;
NagError fail;

INIT_FAIL(fail);

printf("nag_smooth_spline_estim (g10acc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
if (!(x = NAG_ALLOC(n, double))

|| !(y = NAG_ALLOC(n, double))
|| !(weights = NAG_ALLOC(n, double))
|| !(yhat = NAG_ALLOC(n, double))
|| !(coeff = NAG_ALLOC((n - 1) * 3, double))
|| !(res = NAG_ALLOC(n, double))
|| !(h = NAG_ALLOC(n, double))
|| !(wwt = NAG_ALLOC(n, double))
|| !(yord = NAG_ALLOC(n, double))
|| !(xord = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf("%39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

method = (Nag_SmoothParamMethods) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf("%39s", nag_enum_arg);

#endif
weight = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);

if (!weight) {
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf %lf", &x[i - 1], &y[i - 1]);

#else
scanf("%lf %lf", &x[i - 1], &y[i - 1]);

#endif
wtptr = 0;

}
else {

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf %lf %lf", &x[i - 1], &y[i - 1], &weights[i - 1]);
#else

scanf("%lf %lf %lf", &x[i - 1], &y[i - 1], &weights[i - 1]);
#endif

wtptr = weights;
}

#ifdef _WIN32
scanf_s("%lf %lf %" NAG_IFMT " %lf", &u, &tol, &maxcal, &crit);

#else
scanf("%lf %lf %" NAG_IFMT " %lf", &u, &tol, &maxcal, &crit);

#endif
/* Sort data, removing ties and weighting accordingly */
/* nag_order_data (g10zac).
* Reorder data to give ordered distinct observations
*/

nag_order_data(n, x, y, wtptr, &nord, xord, yord, wwt, &rss, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_order_data (g10zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
/* Fit cubic spline */
/* nag_smooth_spline_estim (g10acc).
* Fit cubic smoothing spline, smoothing parameter estimated
*/

nag_smooth_spline_estim(method, nord, xord, yord, wwt, yhat, coeff, &rss,
&df, res, h, &crit, &rho, u, tol, maxcal, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_smooth_spline_estim (g10acc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Print results */
printf("\n");
printf("%s%10.2f\n", " Residual sum of squares = ", rss);
printf("%s%10.2f\n", " Degrees of freedom = ", df);
printf("%s%10.2f\n", " rho = ", rho);
printf("\n");
printf("\n%s%s%s\n%s%s%s\n", " Input data",

" ",
"Output results",
" i x y ", " ", "yhat h");

for (i = 1; i <= nord; ++i)
printf("%4" NAG_IFMT " %8.3f %8.3f %8.3f %8.3f\n",

i, xord[i - 1], yord[i - 1], yhat[i - 1], h[i - 1]);

END:
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(weights);
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NAG_FREE(yhat);
NAG_FREE(coeff);
NAG_FREE(res);
NAG_FREE(h);
NAG_FREE(wwt);
NAG_FREE(yord);
NAG_FREE(xord);

return exit_status;
}

10.2 Program Data

nag_smooth_spline_estim (g10acc) Example Program Data
43
Nag_SmoothParamDF Nag_FALSE
5.2 4.8 8.8 4.1 10.5 5.2 10.6 5.5 10.4 5.0
1.8 3.4 12.7 3.4 15.6 4.9 5.8 5.6 1.9 3.7
2.2 3.9 4.8 4.5 7.9 4.8 5.2 4.9 0.9 3.0

11.8 4.6 7.9 4.8 11.5 5.5 10.6 4.5 8.5 5.3
11.1 4.7 12.8 6.6 11.3 5.1 1.0 3.9 14.5 5.7
11.9 5.1 8.1 5.2 13.8 3.7 15.5 4.9 9.8 4.8
11.0 4.4 12.4 5.2 11.1 5.1 5.1 4.6 4.8 3.9
4.2 5.1 6.9 5.1 13.2 6.0 9.9 4.9 12.5 4.1

13.2 4.6 8.9 4.9 10.8 5.1
10000 0.001 40 12.0

10.3 Program Results

nag_smooth_spline_estim (g10acc) Example Program Results

Residual sum of squares = 10.35
Degrees of freedom = 25.00
rho = 2.68

Input data Output results
i x y yhat h
1 0.900 3.000 3.373 0.534
2 1.000 3.900 3.406 0.427
3 1.800 3.400 3.642 0.313
4 1.900 3.700 3.686 0.313
5 2.200 3.900 3.839 0.448
6 4.200 5.100 4.614 0.564
7 4.800 4.200 4.576 0.442
8 5.100 4.600 4.715 0.189
9 5.200 4.850 4.783 0.407

10 5.800 5.600 5.193 0.455
11 6.900 5.100 5.184 0.592
12 7.900 4.800 4.958 0.530
13 8.100 5.200 4.931 0.234
14 8.500 5.300 4.845 0.245
15 8.800 4.100 4.763 0.271
16 8.900 4.900 4.748 0.292
17 9.800 4.800 4.850 0.301
18 9.900 4.900 4.875 0.276
19 10.400 5.000 4.970 0.173
20 10.500 5.200 4.977 0.154
21 10.600 5.000 4.979 0.285
22 10.800 5.100 4.970 0.136
23 11.000 4.400 4.961 0.137
24 11.100 4.900 4.964 0.284
25 11.300 5.100 4.975 0.162
26 11.500 5.500 4.975 0.186
27 11.800 4.600 4.930 0.213
28 11.900 5.100 4.911 0.220
29 12.400 5.200 4.852 0.206
30 12.500 4.100 4.857 0.196
31 12.700 3.400 4.900 0.189
32 12.800 6.600 4.932 0.193
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33 13.200 5.300 4.955 0.488
34 13.800 3.700 4.797 0.408
35 14.500 5.700 5.076 0.559
36 15.500 4.900 4.979 0.445
37 15.600 4.900 4.946 0.535
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NAG Library Function Document

nag_kernel_density_gauss (g10bbc)

1 Purpose

nag_kernel_density_gauss (g10bbc) performs kernel density estimation using a Gaussian kernel.

2 Specification

#include <nag.h>
#include <nagg10.h>

void nag_kernel_density_gauss (Integer n, const double x[],
Nag_WindowType wtype, double *window, double *slo, double *shi,
Integer ns, double smooth[], double t[], Nag_Boolean fcall,
double rcomm[], NagError *fail)

3 Description

Given a sample of n observations, x1; x2; . . . ; xn, from a distribution with unknown density function,
f xð Þ, an estimate of the density function, f̂ xð Þ, may be required. The simplest form of density estimator
is the histogram. This may be defined by:

f̂ xð Þ ¼ 1
nhnj; aþ j� 1ð Þh < x < aþ jh; j ¼ 1; 2; . . . ; ns;

where nj is the number of observations falling in the interval aþ j� 1ð Þh to aþ jh, a is the lower
bound to the histogram, b ¼ nsh is the upper bound and ns is the total number of intervals. The value h
is known as the window width. To produce a smoother density estimate a kernel method can be used. A
kernel function, K tð Þ, satisfies the conditions:Z 1

�1
K tð Þ dt ¼ 1 and K tð Þ 	 0:

The kernel density estimator is then defined as

f̂ xð Þ ¼ 1
nh

Xn
i¼1
K

x� xi
h

� �
:

The choice of K is usually not important but to ease the computational burden use can be made of the
Gaussian kernel defined as

K tð Þ ¼ 1ffiffiffiffiffiffi
2	
p e�t

2=2:

The smoothness of the estimator depends on the window width h. The larger the value of h the
smoother the density estimate. The value of h can be chosen by examining plots of the smoothed
density for different values of h or by using cross-validation methods (see Silverman (1990)).

Silverman (1982) and Silverman (1990) show how the Gaussian kernel density estimator can be
computed using a fast Fourier transform (FFT). In order to compute the kernel density estimate over the
range a to b the following steps are required.

(i) Discretize the data to give ns equally spaced points tl with weights �l (see Jones and Lotwick
(1984)).

(ii) Compute the FFT of the weights �l to give Yl.

(iii) Compute �l ¼ e�
1
2h

2s2
l Yl where sl ¼ 2	l= b� að Þ.

(iv) Find the inverse FFT of �l to give f̂ xð Þ.
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To compute the kernel density estimate for further values of h only steps (iii) and (iv) need be repeated.

4 References

Jones M C and Lotwick H W (1984) Remark AS R50. A remark on algorithm AS 176. Kernel density
estimation using the Fast Fourier Transform Appl. Statist. 33 120–122

Silverman B W (1982) Algorithm AS 176. Kernel density estimation using the fast Fourier transform
Appl. Statist. 31 93–99

Silverman B W (1990) Density Estimation Chapman and Hall

5 Arguments

1: n – Integer Input

On entry: n, the number of observations in the sample.

If fcall ¼ Nag FALSE, n must be unchanged since the last call to nag_kernel_density_gauss
(g10bbc).

Constraint: n > 0.

2: x½n� – const double Input

On entry: xi, for i ¼ 1; 2; . . . ; n.

If fcall ¼ Nag FALSE, x must be unchanged since the last call to nag_kernel_density_gauss
(g10bbc).

3: wtype – Nag_WindowType Input

On entry: how the window width, h, is to be calculated:

wtype ¼ Nag WindowSupplied
h is supplied in window.

wtype ¼ Nag RuleOfThumb
h is to be calculated from the data, with

h ¼ m� 0:9�min q75 � q25; �ð Þ
n0:2

� �
where q75 � q25 is the inter-quartile range and � the standard deviation of the sample, x,
and m is a multipler supplied in window. The 25% and 75% quartiles, q25 and q75, are
calculated using nag_double_quantiles (g01amc). This is the "rule-of-thumb" suggested by
Silverman (1990).

Suggested value: wtype ¼ Nag RuleOfThumb and window ¼ 1:0.

Constraint: wtype ¼ Nag WindowSupplied or Nag RuleOfThumb.

4: window – double * Input/Output

On entry: if wtype ¼ Nag WindowSupplied, then h, the window width. Otherwise, m, the
multiplier used in the calculation of h.

Suggested value: window ¼ 1:0 and wtype ¼ Nag RuleOfThumb.

On exit: h, the window width actually used.

Constraint: window > 0:0.

5: slo – double * Input/Output

On entry: if slo < shi then a, the lower limit of the interval on which the estimate is calculated.
Otherwise, a and b, the lower and upper limits of the interval, are calculated as follows:
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a ¼ min
i

xif g � slo� h
b ¼ max

i
xif g þ slo� h

where h is the window width.

For most applications a should be at least three window widths below the lowest data point.

If fcall ¼ Nag FALSE, slo must be unchanged since the last call to nag_kernel_density_gauss
(g10bbc).

Suggested value: slo ¼ 3:0 and shi ¼ 0:0 which would cause a and b to be set 3 window widths
below and above the lowest and highest data points respectively.

On exit: a, the lower limit actually used.

6: shi – double * Input/Output

On entry: if slo < shi then b, the upper limit of the interval on which the estimate is calculated.
Otherwise a value for b is calculated from the data as stated in the description of slo and the
value supplied in shi is not used.

For most applications b should be at least three window widths above the highest data point.

If fcall ¼ Nag FALSE, shi must be unchanged since the last call to nag_kernel_density_gauss
(g10bbc).

On exit: b, the upper limit actually used.

7: ns – Integer Input

On entry: ns, the number of points at which the estimate is calculated.

If fcall ¼ Nag FALSE, ns must be unchanged since the last call to nag_kernel_density_gauss
(g10bbc).

Suggested value: ns ¼ 512.

Constraint: ns 	 2.

8: smooth½ns� – double Output

On exit: f̂ tlð Þ, for l ¼ 1; 2; . . . ; ns, the ns values of the density estimate.

9: t½ns� – double Output

On exit: tl , for l ¼ 1; 2; . . . ; ns, the points at which the estimate is calculated.

10: fcall – Nag_Boolean Input

On entry: if fcall ¼ Nag TRUE then the values of Yl are to be calculated by this call to
nag_kernel_density_gauss (g10bbc), otherwise it is assumed that the values of Yl were calculated
by a previous call to this routine and the relevant information is stored in rcomm.

11: rcomm½nsþ 20� – double Communication Array

On entry: communication array, used to store information between calls to nag_kernel_density_
gauss (g10bbc).

If fcall ¼ Nag FALSE, rcomm must be unchanged since the last call to nag_kernel_density_
gauss (g10bbc).

On exit: the last ns elements of rcomm contain the fast Fourier transform of the weights of the
discretized data, that is rcomm½l þ 19� ¼ Yl , for l ¼ 1; 2; . . . ; ns.
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12: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ILLEGAL_COMM

rcomm has been corrupted between calls.

NE_INT

On entry, n ¼ valueh i.
Constraint: n > 0.

On entry, ns ¼ valueh i.
Constraint: ns 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_PREV_CALL

On entry, n ¼ valueh i.
On entry at previous call, n ¼ valueh i.
Constraint: if fcall ¼ Nag FALSE, n must be unchanged since previous call.

On entry, ns ¼ valueh i.
On entry at previous call, ns ¼ valueh i.
Constraint: if fcall ¼ Nag FALSE, ns must be unchanged since previous call.

On entry, shi ¼ valueh i.
On exit from previous call, shi ¼ valueh i.
Constraint: if fcall ¼ Nag FALSE, shi must be unchanged since previous call.

On entry, slo ¼ valueh i.
On exit from previous call, slo ¼ valueh i.
Constraint: if fcall ¼ Nag FALSE, slo must be unchanged since previous call.

NE_REAL

On entry, window ¼ valueh i.
Constraint: window > 0:0.
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NW_POTENTIAL_PROBLEM

On entry, slo ¼ valueh i and shi ¼ valueh i.
On entry, min xð Þ ¼ valueh i and max xð Þ ¼ valueh i.
Expected values of at least valueh i and valueh i for slo and shi.
All output values have been returned.

7 Accuracy

See Jones and Lotwick (1984) for a discussion of the accuracy of this method.

8 Parallelism and Performance

nag_kernel_density_gauss (g10bbc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

nag_kernel_density_gauss (g10bbc) makes calls to BLAS and/or LAPACK routines, which may be
threaded within the vendor library used by this implementation. Consult the documentation for the
vendor library for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The time for computing the weights of the discretized data is of order n, while the time for computing
the FFT is of order nslog nsð Þ, as is the time for computing the inverse of the FFT.

10 Example

Data is read from a file and the density estimated. The first 20 values are then printed.

10.1 Program Text

/* nag_kernel_density_gauss (g10bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagg10.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer n, ns, i;
Integer exit_status = 0;

/* Nag Types */
NagError fail;
Nag_Boolean fcall;
Nag_WindowType wtype;

/* Double scalar and array declarations */
double shi, slo, window;
double *rcomm = 0, *smooth = 0, *t = 0, *x = 0;
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/* Character scalar and array declarations */
char cwtype[40];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_kernel_density_gauss (g10bbc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in density estimation information */
#ifdef _WIN32

scanf_s("%39s %lf %lf %lf %" NAG_IFMT "%*[^\n] ", cwtype,
(unsigned)_countof(cwtype), &window, &slo, &shi, &ns);

#else
scanf("%39s %lf %lf %lf %" NAG_IFMT "%*[^\n] ", cwtype, &window, &slo, &shi,

&ns);
#endif

wtype = (Nag_WindowType) nag_enum_name_to_value(cwtype);

/* Read in the size of the dataset */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &n);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &n);
#endif

if (!(smooth = NAG_ALLOC(ns, double)) ||
!(t = NAG_ALLOC(ns, double)) ||
!(rcomm = NAG_ALLOC(ns + 20, double)) || !(x = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Only calling the routine once */
fcall = Nag_TRUE;

/* Read in data */
for (i = 0; i < n; i++) {

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif

/* Call nag_kernel_density_gauss (g10bbc) to perform kernel
* density estimation
*/

nag_kernel_density_gauss(n, x, wtype, &window, &slo, &shi, ns, smooth, t,
fcall, rcomm, &fail);

if (fail.code != NE_NOERROR && fail.code != NW_POTENTIAL_PROBLEM) {
printf("Error from nag_kernel_density_gauss (g10bbc).\n%s\n",

fail.message);
exit_status = -1;
goto END;

}
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/* Display the summary of results */
printf("Window Width Used = %13.4e\n", window);
printf("Interval = (%13.4e,%13.4e)\n", slo, shi);
printf("\n");
printf("First %" NAG_IFMT " output values:\n", MIN(ns, 20));
printf("\n");
printf(" Time Density\n");
printf(" Point Estimate\n");
printf(" ---------------------------\n");
for (i = 0; i < MIN(20, ns); i++)

printf(" %13.3e %13.3e\n", t[i], smooth[i]);

END:
NAG_FREE(smooth);
NAG_FREE(t);
NAG_FREE(rcomm);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_kernel_density_gauss (g10bbc) Example Program Data
Nag_RuleOfThumb 1.0 3.0 0.0 512 :: wtype,window,slo,shi,ns
100 :: n
0.114 -0.232 -0.570 1.853 -0.994

-0.374 -1.028 0.509 0.881 -0.453
0.588 -0.625 -1.622 -0.567 0.421

-0.475 0.054 0.817 1.015 0.608
-1.353 -0.912 -1.136 1.067 0.121
-0.075 -0.745 1.217 -1.058 -0.894
1.026 -0.967 -1.065 0.513 0.969
0.582 -0.985 0.097 0.416 -0.514
0.898 -0.154 0.617 -0.436 -1.212

-1.571 0.210 -1.101 1.018 -1.702
-2.230 -0.648 -0.350 0.446 -2.667
0.094 -0.380 -2.852 -0.888 -1.481

-0.359 -0.554 1.531 0.052 -1.715
1.255 -0.540 0.362 -0.654 -0.272

-1.810 0.269 -1.918 0.001 1.240
-0.368 -0.647 -2.282 0.498 0.001
-3.059 -1.171 0.566 0.948 0.925
0.825 0.130 0.930 0.523 0.443

-0.649 0.554 -2.823 0.158 -1.180
0.610 0.877 0.791 -0.078 1.412 :: End of x

10.3 Program Results

nag_kernel_density_gauss (g10bbc) Example Program Results

Window Width Used = 3.7638e-01
Interval = ( -4.1882e+00, 2.9822e+00)

First 20 output values:

Time Density
Point Estimate

---------------------------
-4.181e+00 3.828e-06
-4.167e+00 4.031e-06
-4.153e+00 4.423e-06
-4.139e+00 5.021e-06
-4.125e+00 5.846e-06
-4.111e+00 6.928e-06
-4.097e+00 8.305e-06
-4.083e+00 1.002e-05
-4.069e+00 1.215e-05
-4.055e+00 1.474e-05
-4.041e+00 1.788e-05

g10 – Smoothing in Statistics g10bbc

Mark 26 g10bbc.7



-4.027e+00 2.168e-05
-4.013e+00 2.624e-05
-3.999e+00 3.170e-05
-3.985e+00 3.821e-05
-3.971e+00 4.596e-05
-3.957e+00 5.514e-05
-3.943e+00 6.599e-05
-3.929e+00 7.877e-05
-3.915e+00 9.380e-05

This plot shows the estimated density function for the example data for several window widths.
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NAG Library Function Document

nag_running_median_smoother (g10cac)

1 Purpose

nag_running_median_smoother (g10cac) computes a smoothed data sequence using running median
smoothers.

2 Specification

#include <nag.h>
#include <nagg10.h>

void nag_running_median_smoother (Nag_Smooth_Type smoother, Integer n,
const double y[], double smooth[], double rough[], NagError *fail)

3 Description

Given a sequence of n observations recorded at equally spaced intervals, nag_running_median_smo
other (g10cac) fits a smooth curve through the data using one of two smoothers. They are based on the
use of running medians and averages to summarise the overlapping segments. The fit is called the
smooth, the residuals the rough and they obey the following:

Data = Smooth + Rough

The two smoothers are :

1. 4253H, twice consisting of a running median of 4, then 2, then 5, then 3 followed by Hanning.
Hanning is a running weighted average, the weights being 1/4, 1/2 and 1/4. The result of this
smoothing is then reroughed by computing residuals, applying the same smoother to them and
adding the result to the smooth of the first pass.

2. 3RSSH, twice consisting of a running median of 3, two splitting operations named S to improve
the smooth sequence, each of which is followed by a running median of 3, and finally Hanning.
The end points are dealt with using the method described by Velleman and Hoaglin (1981). The
full smoother 3RSSH, twice is produced by reroughing as described above.

The compound smoother 4253H, twice is recommended. The smoother 3RSSH, twice is popular when
calculating by hand as it requires simpler computations and is included for comparison purposes.

4 References

Tukey J W (1977) Exploratory Data Analysis Addison–Wesley

Velleman P F and Hoaglin D C (1981) Applications, Basics, and Computing of Exploratory Data
Analysis Duxbury Press, Boston, MA

5 Arguments

1: smoother – Nag_Smooth_Type Input

On entry: smoother must specify the method to be used.

smoother ¼ Nag 4253H
4253H, twice is used.

smoother ¼ Nag 3RSSH
3RSSH, twice is used.

Constraint: smoother ¼ Nag 4253H or Nag 3RSSH.
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2: n – Integer Input

On entry: the number, n, of the observations.

Constraint: n > 6.

If n � 6 then the sequence is not long enough to carry out smoothing.

3: y½n� – const double Input

On entry: the sample observations.

4: smooth½n� – double Output

On exit: contains the smooth.

5: rough½n� – double Output

On exit: contains the rough.

6: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_BAD_PARAM

On entry, argument smoother had an illegal value.

NE_INT_ARG_LE

On entry, n ¼ valueh i.
Constraint: n > 6.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_running_median_smoother (g10cac) is not threaded in any implementation.

9 Further Comments

9.1 Internal Changes

Internal changes have been made to this function as follows:

At Mark 25: nag_running_median_smoother (g10cac) is a smoothing function with two possible
smoothing methods. The function was previously using the incorrect method (i.e., if you asked
for method A you would get method B, and vice versa).

10 Example

The example program reads in a sequence of 49 data taken from Tukey (1977), above. Results are
obtained using the two smoothing methods described.
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10.1 Program Text

/* nag_running_median_smoother (g10cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg10.h>

int main(void)
{

Integer exit_status = 0, i, n;
NagError fail;
Nag_Smooth_Type smoother;
double *rough0 = 0, *smooth0 = 0, *rough1 = 0, *smooth1 = 0, *y = 0;

INIT_FAIL(fail);

printf("nag_running_median_smoother (g10cac) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
if (n >= 1) {

if (!(rough0 = NAG_ALLOC(n, double)) ||
!(smooth0 = NAG_ALLOC(n, double)) ||
!(rough1 = NAG_ALLOC(n, double)) ||
!(smooth1 = NAG_ALLOC(n, double)) || !(y = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < n; ++i)

#ifdef _WIN32
scanf_s("%lf", &y[i]);

#else
scanf("%lf", &y[i]);

#endif

/* nag_running_median_smoother (g10cac).
* Compute smoothed data sequence using running median smoothers
*/

/* Smooth sequence using 3RSSH,twice */
smoother = Nag_3RSSH;
nag_running_median_smoother(smoother, n, y, smooth1, rough1, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_running_median_smoother (g10cac).\n%s\n",
fail.message);

exit_status = 1;
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goto END;
}

/* Smooth sequence using 4253H,twice */
smoother = Nag_4253H;
nag_running_median_smoother(smoother, n, y, smooth0, rough0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_running_median_smoother (g10cac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

/* Display results */
printf("\n");
printf(" Using 3RSSH,twice Using 4253H,twice\n");
printf(" Index Data Smooth Rough Smooth Rough\n");
for (i = 0; i < n; ++i)

printf("%4" NAG_IFMT " %10.1f %12.4f %12.4f %12.1f %12.1f\n", i, y[i],
smooth1[i], rough1[i], smooth0[i], rough0[i]);

END:
NAG_FREE(rough0);
NAG_FREE(smooth0);
NAG_FREE(rough1);
NAG_FREE(smooth1);
NAG_FREE(y);
return exit_status;

}

10.2 Program Data

nag_running_median_smoother (g10cac) Example Program Data
49
569.0 416.0 422.0 565.0 484.0 520.0 573.0 518.0 501.0 505.0
468.0 382.0 310.0 334.0 359.0 372.0 439.0 446.0 349.0 395.0
461.0 511.0 583.0 590.0 620.0 578.0 534.0 631.0 600.0 438.0
516.0 534.0 467.0 457.0 392.0 467.0 500.0 493.0 410.0 412.0
416.0 403.0 422.0 459.0 467.0 512.0 534.0 552.0 545.0

10.3 Program Results

nag_running_median_smoother (g10cac) Example Program Results

Using 3RSSH,twice Using 4253H,twice
Index Data Smooth Rough Smooth Rough

0 569.0 416.0000 153.0000 491.4 77.6
1 416.0 416.0000 0.0000 491.4 -75.4
2 422.0 431.5000 -9.5000 491.4 -69.4
3 565.0 473.0000 92.0000 498.9 66.1
4 484.0 509.5000 -25.5000 514.9 -30.9
5 520.0 520.6875 -0.6875 524.7 -4.7
6 573.0 521.5625 51.4375 525.0 48.0
7 518.0 518.0000 0.0000 521.2 -3.2
8 501.0 510.0000 -9.0000 512.6 -11.6
9 505.0 496.5000 8.5000 493.2 11.8

10 468.0 455.2500 12.7500 449.7 18.3
11 382.0 387.5000 -5.5000 391.6 -9.6
12 310.0 339.7500 -29.7500 353.4 -43.4
13 334.0 334.9375 -0.9375 343.8 -9.8
14 359.0 353.9375 5.0625 355.2 3.8
15 372.0 376.1250 -4.1250 382.8 -10.8
16 439.0 392.2500 46.7500 405.5 33.5
17 446.0 396.2500 49.7500 411.9 34.1
18 349.0 403.0000 -54.0000 411.6 -62.6
19 395.0 427.2500 -32.2500 420.9 -25.9
20 461.0 461.3750 -0.3750 456.1 4.9
21 511.0 513.3125 -2.3125 513.9 -2.9
22 583.0 567.5625 15.4375 565.2 17.8
23 590.0 590.0000 0.0000 589.5 0.5
24 620.0 593.5000 26.5000 594.7 25.3

g10cac NAG Library Manual

g10cac.4 Mark 26



25 578.0 595.2500 -17.2500 594.6 -16.6
26 534.0 590.9375 -56.9375 591.8 -57.8
27 631.0 566.8125 64.1875 583.8 47.2
28 600.0 531.5000 68.5000 569.0 31.0
29 438.0 516.0000 -78.0000 546.3 -108.3
30 516.0 516.0000 0.0000 517.3 -1.3
31 534.0 501.8750 32.1250 489.6 44.4
32 467.0 473.6250 -6.6250 471.2 -4.2
33 457.0 457.0000 0.0000 463.5 -6.5
34 392.0 452.0000 -60.0000 464.2 -72.2
35 467.0 440.1250 26.8750 468.5 -1.5
36 500.0 421.3750 78.6250 470.6 29.4
37 493.0 412.0000 81.0000 462.3 30.7
38 410.0 412.0000 -2.0000 438.6 -28.6
39 412.0 412.0000 0.0000 416.1 -4.1
40 416.0 411.0625 4.9375 408.9 7.1
41 403.0 410.6875 -7.6875 412.2 -9.2
42 422.0 422.0000 0.0000 424.9 -2.9
43 459.0 446.6250 12.3750 448.1 10.9
44 467.0 476.3750 -9.3750 478.8 -11.8
45 512.0 509.0000 3.0000 510.0 2.0
46 534.0 534.0000 0.0000 534.1 -0.1
47 552.0 545.0000 7.0000 547.0 5.0
48 545.0 547.7500 -2.7500 550.9 -5.9
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NAG Library Function Document

nag_order_data (g10zac)

1 Purpose

nag_order_data (g10zac) orders and weights data which is entered unsequentially, weighted or
unweighted.

2 Specification

#include <nag.h>
#include <nagg10.h>

void nag_order_data (Integer n, const double x[], const double y[],
const double weights[], Integer *nord, double xord[], double yord[],
double wwt[], double *rss, NagError *fail)

3 Description

Given a set of observations xi; yið Þ for i ¼ 1; 2; . . . ; n, with corresponding weights wi, nag_order_data
(g10zac) rearranges the observations so that the xi are in ascending order.

For any equal xi in the ordered set, say xj ¼ xjþ1 ¼ � � � ¼ xjþk, a single observation xj is returned with
a corresponding y0 and w0, calculated as:

w0 ¼
Xk
l¼0
wiþl

and

y0 ¼

Xk
l¼0
wiþlyiþl

w0
:

Observations with zero weight are ignored. If no weights are supplied by you, then unit weights are
assumed; that is wi ¼ 1, for i ¼ 1; 2; . . . ; n.

In addition, the within group sum of squares is computed for the tied observations using West's
algorithm (see West (1979)).

4 References

Draper N R and Smith H (1985) Applied Regression Analysis (2nd Edition) Wiley

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: n – Integer Input

On entry: the number of observations, n.

Constraint: n 	 1.

2: x½n� – const double Input

On entry: the values xi, for i ¼ 1; 2; . . . ; n.
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3: y½n� – const double Input

On entry: the values yi, for i ¼ 1; 2; . . . ; n.

4: weights½n� – const double Input

On entry: weights must contain the n weights, if they are required. Otherwise, weights must be
set to NULL.

Constraints:

if weights are required, then weights½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n;
at least one weights½i � 1� > 0:0, for some i.

5: nord – Integer * Output

On exit: the number of distinct observations.

6: xord½n� – double Output

On exit: the first nord elements contain the ordered and distinct xi.

7: yord½n� – double Output

On exit: the first nord elements contain the values y0 corresponding to the values in xord.

8: wwt½n� – double Output

On exit: the first nord elements contain the values w0 corresponding to the values of xord and
yord.

9: rss – double * Output

On exit: the within group sum of squares for tied observations.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array weights are not valid.
Constraint: at least one element of weights must be > 0.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_REAL_ARRAY_CONS

On entry, weights½ valueh i� ¼ valueh i.
Constraint: weights½i� 	 0, for i ¼ 0; 1; . . . ; n� 1.

g10zac NAG Library Manual

g10zac.2 Mark 26



7 Accuracy

For a discussion on the accuracy of the algorithm for computing mean and variance see West (1979).

8 Parallelism and Performance

nag_order_data (g10zac) is not threaded in any implementation.

9 Further Comments

nag_order_data (g10zac) may be used to compute the pure error sum of squares in simple linear
regression along with nag_regsn_mult_linear (g02dac), see Draper and Smith (1985).

10 Example

A set of unweighted observations are input and nag_order_data (g10zac) used to produce a set of
strictly increasing weighted observations.

10.1 Program Text

/* nag_order_data (g10zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg10.h>

int main(void)
{

Integer exit_status = 0, i, *iwrk = 0, n, nord;
NagError fail;
char weight[2];
double rss, *weights = 0, *wtord = 0, *wtptr, *x = 0, *xord = 0, *y = 0;
double *yord = 0;

INIT_FAIL(fail);

printf("nag_order_data (g10zac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &n);

#else
scanf("%" NAG_IFMT "", &n);

#endif
if (!(x = NAG_ALLOC(n, double))

|| !(y = NAG_ALLOC(n, double))
|| !(weights = NAG_ALLOC(n, double))
|| !(xord = NAG_ALLOC(n, double))
|| !(yord = NAG_ALLOC(n, double))
|| !(wtord = NAG_ALLOC(n, double))
|| !(iwrk = NAG_ALLOC(n, Integer)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

#ifdef _WIN32
scanf_s(" %1s ", weight, (unsigned)_countof(weight));

#else
scanf(" %1s ", weight);

#endif
for (i = 1; i <= n; ++i)

#ifdef _WIN32
scanf_s("%lf %lf", &x[i - 1], &y[i - 1]);

#else
scanf("%lf %lf", &x[i - 1], &y[i - 1]);

#endif
if (*weight == ’W’)

wtptr = weights;
else

wtptr = 0;

/* nag_order_data (g10zac).
* Reorder data to give ordered distinct observations
*/

nag_order_data(n, x, y, wtptr, &nord, xord, yord, wtord, &rss, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_order_data (g10zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Print results */
printf("\n");
printf("%s%6" NAG_IFMT "\n", "Number of distinct observations = ", nord);
printf("%s%13.5f\n", "Residual sum of squares = ", rss);
printf("\n");
printf(" X Y WEIGHTS\n");
for (i = 1; i <= nord; ++i)

printf(" %13.5f %13.5f %13.5f\n", xord[i - 1],
yord[i - 1], wtord[i - 1]);

END:
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(weights);
NAG_FREE(xord);
NAG_FREE(yord);
NAG_FREE(wtord);
NAG_FREE(iwrk);
return exit_status;

}

10.2 Program Data

nag_order_data (g10zac) Example Program Data
10
U
1.0 4.0
3.0 4.0
5.0 1.0
5.0 2.0
3.0 5.0
4.0 3.0
9.0 4.0
6.0 9.0
9.0 7.0
9.0 4.0
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10.3 Program Results

nag_order_data (g10zac) Example Program Results

Number of distinct observations = 6
Residual sum of squares = 7.00000

X Y WEIGHTS
1.00000 4.00000 1.00000
3.00000 4.50000 2.00000
4.00000 3.00000 1.00000
5.00000 1.50000 2.00000
6.00000 9.00000 1.00000
9.00000 5.00000 3.00000
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NAG Library Chapter Contents

g11 – Contingency Table Analysis

g11 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g11aac 4 nag_chi_sq_2_way_table
�2 statistics for two-way contingency table

g11bac 6 nag_tabulate_stats
Computes multiway table from set of classification factors using selected
statistic

g11bbc 6 nag_tabulate_percentile
Computes multiway table from set of classification factors using given
percentile/quantile

g11bcc 7 nag_tabulate_margin
Computes marginal tables for multiway table computed by nag_tabulate_
stats (g11bac) or nag_tabulate_percentile (g11bbc)

g11cac 7 nag_condl_logistic
Returns parameter estimates for the conditional analysis of stratified data

g11sac 7 nag_binary_factor
Contingency table, latent variable model for binary data

g11sbc 7 nag_binary_factor_service
Frequency count for nag_binary_factor (g11sac)
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NAG Library Chapter Introduction

g11 – Contingency Table Analysis

Contents
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1 Scope of the Chapter

The functions in this chapter are for the analysis of discrete multivariate data. One suite of functions
computes tables while other functions are for the analysis of two-way contingency tables, conditional
logistic models and one-factor analysis of binary data.

Functions in Chapter g02 may be used to fit generalized linear models to discrete data including binary
data and contingency tables.

2 Background to the Problems

2.1 Discrete Data

Discrete variables can be defined as variables which take a limited range of values. Discrete data can be
usefully categorized into three types.

Binary data. The variables can take one of two values: for example, yes or no. The data may be
grouped: for example, the number of yes responses in ten questions.

Categorical data. The variables can take one of two or more values or levels, but the values are
not considered to have any ordering: for example, the values may be red, green, blue or brown.

Ordered categorical data. This is similar to categorical data but an ordering can be placed on the
levels: for example, poor, average or good.

Data containing discrete variables can be analysed by computing summaries and measures of
association and by fitting models.

2.2 Tabulation

The basic summary for multivariate discrete data is the multidimensional table in which each dimension
is specified by a discrete variable. If the cells of the table are the number of observations with the
corresponding values of the discrete variables then it is a contingency table. The discrete variables that
can be used to classify a table are known as factors. For example, the factor sex would have the levels
male and female. These can be coded as 1 and 2 respectively. Given several factors a multi-way table
can be constructed such that each cell of the table represents one level from each factor. For example, a
sample of 120 observations with the two factors sex and habitat, habitat having three levels (inner-city,
suburban and rural), would give the 2� 3 contingency table

Sex Habitat

Inner-city Suburban Rural

Male 32 27 15

Female 21 19 6

If the sample also contains continuous variables such as age, the average for the observations in each
cell could be computed:

Sex Habitat

Inner-city Suburban Rural

Male 25.5 30.3 35.6

Female 23.2 29.1 30.4

or other summary statistics.
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Given a table, the totals or means for rows, columns etc. may be required. Thus the above contingency
table with marginal totals is

Sex Habitat

Inner-city Suburban Rural Total

Male 32 27 15 74

Female 21 19 6 46

Total 53 46 21 120

Note that the marginal totals for columns is itself a 2� 1 table. Also, other summary statistics could be
used to produce the marginal tables such as means or medians. Having computed the marginal tables,
the cells of the original table may be expressed in terms of the margins, for example in the above table
the cells could be expressed as percentages of the column totals.

2.3 Discrete Response Variables and Logistic Regression

A second important categorization in addition to that given in Section 2.1 is whether one of the discrete
variables can be considered as a response variable or whether it is just the association between the
discrete variables that is being considered.

If the response variable is binary, for example, success or failure, then a logistic or probit regression
model can be used. The logistic regression model relates the logarithm of the odds-ratio to a linear
model. So if pi is the probability of success, the model relates log pi= 1� pið Þð Þ to the explanatory
variables. If the responses are independent then these models are special cases of the generalized linear
model with binomial errors. However, there are cases when the binomial model is not suitable. For
example, in a case-control study a number of cases (successes) and number of controls (failures) is
chosen for a number of sets of case-controls. In this situation a conditional logistic analysis is required.

Handling a categorical or ordered categorical response variable is more complex, for a discussion on the
appropriate models see McCullagh and Nelder (1983). These models generally use a Poisson
distribution.

Note that if the response variable is a continuous variable and it is only the explanatory variables that
are discrete then the regression models described in Chapter g02 should be used.

2.4 Contingency Tables

If there is no response variable then to investigate the association between discrete variables a
contingency table can be computed and a suitable test performed on the table. The simplest case is the
two-way table formed when considering two discrete variables. For a dataset of n observations
classified by the two variables with r and c levels respectively, a two-way table of frequencies or counts
with r rows and c columns can be computed.

n11 n12 . . . n1c n1:

n21 n22 . . . n2c n2:

..

. ..
. ..

. ..
. ..

.

nr1 nr2 . . . nrc nr:

n:1 n:2 . . . n:c n

If pij is the probability of an observation in cell ij then the model which assumes no association
between the two variables is the model

pij ¼ pi:p:j
where pi: is the marginal probability for the row variable and p:j is the marginal probability for the
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column variable, the marginal probability being the probability of observing a particular value of the
variable ignoring all other variables. The appropriateness of this model can be assessed by two
commonly used statistics:

the Pearson �2 statistic

Xr
i¼1

Xc
j¼1

nij � fij
� �2

fij
;

and the likelihood ratio test statistic

2
Xr
i¼1

Xc
j¼1

nij � log nij=fij
� �

:

The fij are the fitted values from the model; these values are the expected cell frequencies and are
given by

fij ¼ np̂ij ¼ np̂i:p̂:j ¼ n ni:=nð Þ n:j=n
� �

¼ ni:n:j=n:

Under the hypothesis of no association between the two classification variables, both these statistics
have, approximately, a �2-distribution with c� 1ð Þ r� 1ð Þ degrees of freedom. This distribution is
arrived at under the assumption that the expected cell frequencies, fij, are not too small.

In the case of the 2� 2 table, i.e., c ¼ 2 and r ¼ 2, the �2 approximation can be improved by using
Yates's continuity correction factor. This decreases the absolute value of (nij � fij) by 1=2. For 2� 2
tables with a small values of n the exact probabilities can be computed; this is known as Fisher's exact
test.

An alternative approach, which can easily be generalized to more than two variables, is to use log-linear
models. A log-linear model for two variables can be written as

log pij
� �

¼ log pi:ð Þ þ log p:j
� �

:

A model like this can be fitted as a generalized linear model with Poisson error with the cell counts, nij,
as the response variable.

2.5 Latent Variable Models

Latent variable models play an important role in the analysis of multivariate data. They have arisen in
response to practical needs in many sciences, especially in psychology, educational testing and other
social sciences.

Large-scale statistical enquiries, such as social surveys, generate much more information than can be
easily absorbed without condensation. Elementary statistical methods help to summarise the data by
looking at individual variables or the relationship between a small number of variables. However, with
many variables it may still be difficult to see any pattern of inter-relationships. Our ability to visualize
relationships is limited to two or three dimensions putting us under strong pressure to reduce the
dimensionality of the data and yet preserve as much of the structure as possible. The question is thus
one of how to replace the many variables with which we start by a much smaller number, with as little
loss of information as possible.

One approach to the problem is to set up a model in which the dependence between the observed
variables is accounted for by one or more latent variables. Such a model links the large number of
observable variables with a much smaller number of latent variables.

Factor analysis, as described in Chapter g03, is based on a linear model of this kind when the observed
variables are continuous. Here we consider the case where the observed variables are binary (e.g.,
coded 0=1 or true/false) and where there is one latent variable. In educational testing this is known as
latent trait analysis, but, more generally, as factor analysis of binary data.

A variety of methods and models have been proposed for this problem. The models used here are
derived from the general approach of Bartholomew (1980) and Bartholomew (1984). You are referred to
Bartholomew (1980) for further information on the models and to Bartholomew (1987) for details of the
method and application.
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3 Recommendations on Choice and Use of Available Functions

3.1 Tabulation

The following functions can be used to perform the tabulation of discrete data:

nag_tabulate_stats (g11bac) computes a multidimensional table from a set of discrete variables or
classification factors. The cells of the table may be counts or a summary statistic (total, mean,
variance, largest or smallest) computed for an associated continuous variable. Alternatively,
nag_tabulate_stats (g11bac) will update an existing table with further data.

nag_tabulate_percentile (g11bbc) computes a multidimensional table from a set of discrete
variables or classification factor where the cells are the percentile or quantile for an associated
variable. For example, nag_tabulate_percentile (g11bbc) can be used to produce a table of
medians.

nag_tabulate_margin (g11bcc) computes a marginal table from a table computed by
nag_tabulate_stats (g11bac) or nag_tabulate_percentile (g11bbc) using a summary statistic (total,
mean, median variance, largest or smallest).

3.2 Analysis of Contingency Tables

nag_chi_sq_2_way_table (g11aac) computes the Pearson and likelihood ratio �2 statistics for a two-way
contingency table. For 2� 2 tables Yates's correction factor is used and for small samples, n � 40,
Fisher's exact test is used.

In addition, nag_glm_poisson (g02gcc) can be used to fit a log-linear model to a contingency table.

3.3 Binary data

The following functions can be used to analyse binary data:

nag_binary_factor (g11sac) fits a latent variable model to binary data. The frequency distribution
of score patterns is required as input data. If your data is in the form of individual score patterns,
then the service function nag_binary_factor_service (g11sbc) may be used to calculate the
frequency distribution.

nag_condl_logistic (g11cac) estimates the parameters for a conditional logistic model.

In addition, nag_glm_binomial (g02gbc) fits generalized linear models to binary data.

4 Functionality Index

Conditional logistic model for stratified data ............................................. nag_condl_logistic (g11cac)

Frequency count for nag_binary_factor (g11sac) ............................ nag_binary_factor_service (g11sbc)

Latent variable model for dichotomous data ................................................ nag_binary_factor (g11sac)

Multiway tables from set of classification factors,
marginal table from nag_tabulate_stats (g11bac) or nag_tabulate_percentile (g11bbc)

..... nag_tabulate_margin (g11bcc)
using given percentile/quantile ....................................................... nag_tabulate_percentile (g11bbc)
using selected statistic ............................................................................. nag_tabulate_stats (g11bac)

�2 statistics for two-way contingency table ...................................... nag_chi_sq_2_way_table (g11aac)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.
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NAG Library Function Document

nag_chi_sq_2_way_table (g11aac)

1 Purpose

nag_chi_sq_2_way_table (g11aac) computes �2 statistics for a two-way contingency table. For a 2� 2
table with a small number of observations exact probabilities are computed.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_chi_sq_2_way_table (Integer nrow, Integer ncol,
const Integer nobst[], Integer tdt, double expt[], double chist[],
double *prob, double *chi, double *g, double *df, NagError *fail)

3 Description

For a set of n observations classified by two variables, with r and c levels respectively, a two-way table
of frequencies with r rows and c columns can be computed.

n11 n12 � � � n1c n1:

n21 n22 � � � n2c n2:

..

. ..
. ..

. ..
. ..

.

nr1 nr2 � � � nrc nr:

n:1 n:2 � � � n:c nr:

To measure the association between the two classification variables two statistics that can be used are:

The Pearson �2 statistic ¼
Pr

i¼1
Pc

j¼1
nij�fijð Þ2
fij

,

and

The likelihood ratio test statistic ¼ 2
Pr

i¼1
Pc

j¼1nij � log nij=fij
� �

.

Where fij are the fitted values from the model that assumes the effects due to the classification variables
are additive, i.e., there is no association. These values are the expected cell frequencies and are given
by,

fij ¼ ni:n:j=n:

Under the hypothesis of no association between the two classification variables, both these statistics
have, approximately, a �2 distribution with c� 1ð Þ r� 1ð Þ degrees of freedom. This distribution is
arrived at under the assumption that the expected cell frequencies, fij, are not too small. For a
discussion of this point see Everitt (1977). He concludes by saying, ‘`... in the majority of cases the chi-
square criterion may be used for tables with expectations in excess of 0:5 in the smallest cell’'.

In the case of the 2� 2 table, i.e., c ¼ 2 and r ¼ 2, the �2 approximation can be improved by using
Yates' continuity correction factor. This decreases the absolute value of nij � fij

� �
by 1

2 . For 2� 2
tables with a small value of n the exact probabilities from Fisher's test are computed. These are based
on the hypergeometric distribution and are computed using nag_hypergeom_dist (g01blc). A two-tail
probability is computed as min 1; 2pu; 2plð Þ, where pu and pl are the upper and lower one-tail
probabilities from the hypergeometric distribution.
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4 References

Everitt B S (1977) The Analysis of Contingency Tables Chapman and Hall

Kendall M G and Stuart A (1979) The Advanced Theory of Statistics (3 Volumes) (4th Edition) Griffin

5 Arguments

1: nrow – Integer Input

On entry: the number of rows in the contingency table, r.

Constraint: nrow 	 2.

2: ncol – Integer Input

On entry: the number of columns in the contingency table, c.

Constraint: ncol 	 2.

3: nobst½nrow� tdt� – const Integer Input

On entry: the contingency table, nobst½ i� 1ð Þ � tdtþ j� 1� must contain nij, for i ¼ 1; 2; . . . ; r
and j ¼ 1; 2; . . . ; c.

Constraint: nobst½ i� 1ð Þ � tdtþ j� 1� 	 0 for i ¼ 1; 2; . . . ; r and j ¼ 1; 2; . . . ; c.

4: tdt – Integer Input

On entry: the stride separating matrix column elements in the arrays nobst, expt, chist.

Constraint: tdt 	 ncol.

5: expt½nrow� tdt� – double Output

On exit: the table of expected values, expt½ i� 1ð Þ � tdtþ j� 1� contains fij, for i ¼ 1; 2; . . . ; r
and j ¼ 1; 2; . . . ; c.

6: chist½nrow� tdt� – double Output

On exit: the table of �2 contributions, chist½ i� 1ð Þ � tdtþ j� 1� contains
nij�fijð Þ2
fij

, for

i ¼ 1; 2; . . . ; r and j ¼ 1; 2; . . . ; c.

7: prob – double * Output

On exit: if c ¼ 2, r ¼ 2 and n � 40 then prob contains the two-tail significance level for Fisher's
exact test, otherwise prob contains the significance level from the Pearson �2 statistic.

8: chi – double * Output

On exit: the Pearson �2 statistic.

9: g – double * Output

On exit: the likelihood ratio test statistic.

10: df – double * Output

On exit: the degrees of freedom for the statistics.

11: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

g11aac NAG Library Manual

g11aac.2 Mark 26



6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdt ¼ valueh i while ncol ¼ valueh i. These arguments must satisfy tdt 	 ncol.

NE_2D_INT_ARR_ELEM

On entry, nobst½ valueh ið Þ � tdtþ valueh i� ¼ valueh i. All elements of this array must be 	 0.

NE_2D_INT_ARR_ELEMS

On entry, all elements of the array nobst are 0. At least one element of this array must be > 0.

NE_INT_ARG_LT

On entry, ncol ¼ valueh i.
Constraint: ncol 	 2.

On entry, nrow ¼ valueh i.
Constraint: nrow 	 2

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_LOW_EXPECTED_FREQ

At least one cell has expected frequency � 0:5. The chi-square approximation may be poor.

NE_TABLE_DEGENERATE

On entry, a 2 by 2 table has a row or column with both elements zero, i.e., the table is
degenerate.

7 Accuracy

For the accuracy of the probabilities for Fisher's exact test see nag_hypergeom_dist (g01blc).

8 Parallelism and Performance

nag_chi_sq_2_way_table (g11aac) is not threaded in any implementation.

9 Further Comments

Multidimensional contingency tables can be analysed using log-linear models fitted by nag_glm_bino
mial (g02gbc).

10 Example

The data below, taken from Everitt (1977), is from 141 patients with brain tumours. The row
classification variable is the site of the tumour: frontal lobes, temporal lobes and other cerebral areas.
The column classification variable is the type of tumour: benign, malignant and other cerebral tumours.

23 9 6 38
21 4 3 28
34 24 17 75
78 37 26 141

The data is read in and the statistics computed and printed.
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10.1 Program Text

/* nag_chi_sq_2_way_table (g11aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg11.h>

#define NOBST(I, J) nobst[(I) *tdnobs + J]
int main(void)
{

Integer exit_status = 0, i, j, ncol, *nobst = 0, nrow, tdnobs;
NagError fail;
double chi, *chist = 0, df, *expt = 0, g, prob;

INIT_FAIL(fail);

printf("nag_chi_sq_2_way_table (g11aac) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " %*[^\n] ", &nrow, &ncol);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %*[^\n] ", &nrow, &ncol);

#endif
if (nrow >= 2 && ncol >= 2) {

if (!(expt = NAG_ALLOC((nrow) * (ncol), double)) ||
!(chist = NAG_ALLOC((nrow) * (ncol), double)) ||
!(nobst = NAG_ALLOC((nrow) * (ncol), Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
tdnobs = ncol;

}
else {

printf("Invalid nrow or ncol.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < nrow; ++i) {

for (j = 0; j < ncol; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &NOBST(i, j));
#else

scanf("%" NAG_IFMT "", &NOBST(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

}
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/* nag_chi_sq_2_way_table (g11aac).
* chi^2 statistics for two-way contingency table
*/

nag_chi_sq_2_way_table(nrow, ncol, nobst, tdnobs, expt,
chist, &prob, &chi, &g, &df, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_chi_sq_2_way_table (g11aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("Probability = %6.4f\n", prob);
printf("Pearson Chi-square statistic = %8.3f\n", chi);
printf("Likelihood ratio test statistic = %8.3f\n", g);
printf("Degrees of freedom = %4.0f\n", df);

END:
NAG_FREE(expt);
NAG_FREE(chist);
NAG_FREE(nobst);
return exit_status;

}

10.2 Program Data

nag_chi_sq_2_way_table (g11aac) Example Program Data
3 3 : nrow ncol
23 9 6 : nobst
21 4 3
34 24 17

10.3 Program Results

nag_chi_sq_2_way_table (g11aac) Example Program Results

Probability = 0.0975
Pearson Chi-square statistic = 7.844
Likelihood ratio test statistic = 8.096
Degrees of freedom = 4
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NAG Library Function Document

nag_tabulate_stats (g11bac)

1 Purpose

nag_tabulate_stats (g11bac) computes a table from a set of classification factors using a selected
statistic.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_tabulate_stats (Nag_TableStats stat, Nag_TableUpdate update,
Nag_Weightstype weight, Integer n, Integer nfac, const Integer sf[],
const Integer lfac[], const Integer factor[], Integer tdf,
const double y[], const double wt[], double table[], Integer maxt,
Integer *ncells, Integer *ndim, Integer idim[], Integer count[],
double comm_ar[], NagError *fail)

3 Description

A dataset may include both classification variables and general variables. The classification variables,
known as factors, take a small number of values known as levels. For example, the factor sex would
have the levels male and female. These can be coded as 1 and 2 respectively. Given several factors, a
multi-way table can be constructed such that each cell of the table represents one level from each factor.
For example, the two factors sex and habitat, habitat having three levels: inner-city, suburban and rural,
define the 2 by 3 contingency table:

Sex Habitat

Inner-city Suburban Rural

Male

Female

For each cell statistics can be computed. If a third variable in the dataset was age, then for each cell the
average age could be computed:

Sex Habitat

Inner-city Suburban Rural

Male 25.5 30.3 35.6

Female 23.2 29.1 30.4

That is the average age for all observations for males living in rural areas is 35.6. Other statistics can
also be computed: the number of observations, the total, the variance, the largest value and the smallest
value.

nag_tabulate_stats (g11bac) computes a table for one of the selected statistics. The factors have to be
coded with levels 1,2,. . .. Weights can be used to eliminate values from the calculations, e.g., if they
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represent ‘missing values’. There is also the facility to update an existing table with the addition of new
observations.

4 References

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: stat – Nag_TableStats Input

On entry: indicates which statistic is to be computed for the table cells.

stat ¼ Nag TableStatsNObs
The number of observations for each cell.

stat ¼ Nag TableStatsTotal
The total for the variable in y for each cell.

stat ¼ Nag TableStatsAv
The average (mean) for the variable in y for each cell.

stat ¼ Nag TableStatsVar
The variance for the variable in y for each cell.

stat ¼ Nag TableStatsLarge
The largest value for the variable in y for each cell.

stat ¼ Nag TableStatsSmall
The smallest value for the variable in y for each cell.

C o n s t r a i n t : stat ¼ Nag TableStatsNObs, Nag TableStatsTotal, Nag TableStatsAv,
Nag TableStatsVar, Nag TableStatsLarge or Nag TableStatsSmall.

2: update – Nag_TableUpdate Input

On entry: indicates if an existing table is to be updated by further observation.

update ¼ Nag TableUpdateI
The table cells will be initialized to zero before tabulations take place.

update ¼ Nag TableUpdateU
The table input in table will be updated. The arguments ncells, table, count and comm_ar
must remain unchanged from the previous call to nag_tabulate_stats (g11bac).

Constraint: update ¼ Nag TableUpdateI or Nag TableUpdateU.

3: weight – Nag_Weightstype Input

On entry: indicates if weights are to be used.

weight ¼ Nag NoWeights
Weights are not used and unit weights are assumed.

weight ¼ Nag Weights or Nag Weightsvar
Weights are used and must be supplied in wt. The only difference between
weight ¼ Nag Weights and weight ¼ Nag Weightsvar is if the variance is computed.

weight ¼ Nag Weights
The divisor for the variance is the sum of the weights minus one and if
weight ¼ Nag Weightsvar, the divisor is the number of observations with nonzero weights
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minus one. The former is useful if the weights represent the frequency of the observed
values.

If stat ¼ Nag TableStatsTotal or Nag TableStatsAv, the weighted total or mean is computed
respectively.

If stat ¼ Nag TableStatsNObs, Nag TableStatsLarge or Nag TableStatsSmall the only effect of
weights is to eliminate values with zero weights from the computations.

Constraint: weight ¼ Nag NoWeights, Nag Weightsvar or Nag Weights.

4: n – Integer Input

On entry: the number of observations.

Constraint: n 	 2.

5: nfac – Integer Input

On entry: the number of classifying factors in factor.

Constraint: nfac 	 1.

6: sf½nfac� – const Integer Input

On entry: indicates which factors in factor are to be used in the tabulation.

If sf½i� 1� > 0 the ith factor in factor is included in the tabulation.

Note that if sf½i� 1� � 0 for i ¼ 1; 2; . . . ; nfac then the statistic for the whole sample is
calculated and returned in a 1 by 1 table.

7: lfac½nfac� – const Integer Input

On entry: the number of levels of the classifying factors in factor.

Constraint: if sf½i� 1� > 0, lfac½i � 1� 	 2, for i ¼ 1; 2; . . . ;nfac.

8: factor½n� tdf� – const Integer Input

On entry: the nfac coded classification factors for the n observations.

C o n s t r a i n t : 1 � factor½ i � 1ð Þ � tdf þ j � 1� � lfac½j � 1�, f o r i ¼ 1; 2; . . . ; n a n d
j ¼ 1; 2; . . . ; nfac.

9: tdf – Integer Input

On entry: the stride separating matrix column elements in the array factor.

Constraint: tdf 	 nfac.

10: y½n� – const double Input

On entry: the variable to be tabulated.

If stat ¼ Nag TableStatsNObs, y is not referenced.

11: wt½n� – const double Input

On entry: if weight ¼ Nag Weights or Nag Weightsvar, wt must contain the n weights.
Otherwise wt is not referenced and can be set to null, (double *)0.

Constraint: if weight ¼ Nag Weights or Nag Weightsvar, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

12: table½maxt� – double Input/Output

On entry: if update ¼ Nag TableUpdateU, table must be unchanged from the previous call to
nag_tabulate_stats (g11bac), otherwise table need not be set.
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On exit: the computed table. The ncells cells of the table are stored so that for any two factors
the index relating to the factor referred to later in lfac and factor changes faster. For further
details see Section 9.

13: maxt – Integer Input

On entry: the maximum size of the table to be computed.

Constraint: maxt 	 product of the levels of the factors included in the tabulation.

14: ncells – Integer * Input/Output

On entry: if update ¼ Nag TableUpdateU, ncells must be unchanged from the previous call to
nag_tabulate_stats (g11bac), otherwise ncells need not be set.

On exit: the number of cells in the table.

15: ndim – Integer * Output

On exit: the number of factors defining the table.

16: idim½nfac� – Integer Output

On exit: the first ndim elements contain the number of levels for the factors defining the table.

17: count½maxt� – Integer Input/Output

On entry: if update ¼ Nag TableUpdateU, count must be unchanged from the previous call to
nag_tabulate_stats (g11bac), otherwise count need not be set.

On exit: a table containing the number of observations contributing to each cell of the table,
stored identically to table. Note if stat ¼ Nag TableStatsNObs this is the same as is returned in
table.

18: comm ar½�� – double Input/Output

On entry: if update ¼ Nag TableUpdateU, comm_ar must be unchanged from the previous call
to nag_tabulate_stats (g11bac), otherwise comm_ar need not be set.

On exit: if stat ¼ Nag TableStatsAv or Nag TableStatsVar, the first ncells values hold the table
containing the sum of the weights for the observations contributing to each cell, stored identically
to table. If stat ¼ Nag TableStatsVar, then the second set of ncells values hold the table of cell
means. Otherwise comm_ar is not referenced.

19: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdf ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy tdf 	 nfac.

NE_2_INT_ARRAY_CONS

On entry, sf½ valueh i� ¼ valueh i while lfac½0� ¼ valueh i.
Constraint: if sf½i� > 0, lfac½i� 	 2 for i ¼ 0; 1; . . . ; nfac.

NE_2D_1D_INT_ARRAYS_CONS

On entry, factor½ valueh ið Þ � tdf þ valueh i� ¼ valueh i while lfac½0� ¼ valueh i.
Constraint: factor½ ið Þ � tdf þ j� � lfac½j�, for i ¼ 0; 1; . . . ; n� 1 and j ¼ 0; 1; . . . ;nfac� 1.
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NE_2D_INT_ARRAY_CONS

On entry, factor½ valueh ið Þ � tdf þ valueh i� ¼ valueh i.
Constraint: factor½ ið Þ � tdf þ j� 	 1, for i ¼ 0; 1; . . . ; n� 1 and j ¼ 0; 1; . . . ; nfac� 1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument stat had an illegal value.

On entry, argument update had an illegal value.

On entry, argument weight had an illegal value.

NE_G11BA_CHANGED

update ¼ Nag TableUpdateU and at least one of ncells, table, comm_ar or count have been
changed since previous call to nag_tabulate_stats (g11bac).

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, nfac ¼ valueh i.
Constraint: nfac 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_MAXT

The maximum size of the table to be computed, maxt is too small.

NE_REAL_ARRAY_CONS

On entry, wt½ valueh i� ¼ valueh i.
Constraint: if weight ¼ Nag Weights or Nag Weightsvar, wt½i� 	 0:0.

NE_VAR_DIV

stat ¼ Nag TableStatsVar and the divisor for the variance � 0:0.

NE_WT_ARGS

The wt array argument must not be NULL when the weight argument indicates weights.

7 Accuracy

Only applicable when stat ¼ Nag TableStatsVar. In this case a one pass algorithm is used as described
by West (1979).

8 Parallelism and Performance

nag_tabulate_stats (g11bac) is not threaded in any implementation.
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9 Further Comments

The tables created by nag_tabulate_stats (g11bac) and stored in table, count and, depending on stat,
also in comm_ar are stored in the following way. Let there be n factors defining the table with factor k
having lk levels, then the cell defined by the levels i1, i2; . . . ; in of the factors is stored in mth cell given
by:

m ¼ 1þ
Xn
k¼1

ik � 1ð Þckf g;

where cj ¼
Qn

k¼jþ1lk, for j ¼ 1; 2; . . . ; n� 1 and cn ¼ 1.

10 Example

The data, given by John and Quenouille (1977), is for a 3 by 6 factorial experiment in 3 blocks of 18
units. The data is input in the order: blocks, factor with 3 levels, factor with 6 levels, yield. The 3 by 6
table of treatment means for yield over blocks is computed and printed.

10.1 Program Text

/* nag_tabulate_stats (g11bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>

int main(void)
{

Integer exit_status = 0, i, items, j, k, ltmax, maxt, n, ncells;
Integer ncol, ndim, nfac, nrow, tdf;
Integer *count = 0, *factor = 0, *idim = 0, *isf = 0, *lfac = 0;
double *comm_ar = 0, *table = 0, *wt = 0, *y = 0;
char nag_enum_arg[40];
Nag_TableStats stat;
Nag_Weightstype weight;
NagError fail;

#define FACTOR(I, J) factor[((I) -1)*nfac + (J) -1]

INIT_FAIL(fail);

printf("nag_tabulate_stats (g11bac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

stat = (Nag_TableStats) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32
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scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

weight = (Nag_Weightstype) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " ", &n, &nfac);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " ", &n, &nfac);
#endif

ltmax = 18;
maxt = ltmax;
if (!(isf = NAG_ALLOC(nfac, Integer))

|| !(lfac = NAG_ALLOC(nfac, Integer))
|| !(idim = NAG_ALLOC(nfac, Integer))
|| !(factor = NAG_ALLOC(n * nfac, Integer))
|| !(count = NAG_ALLOC(maxt, Integer))
|| !(y = NAG_ALLOC(n, double))
|| !(wt = NAG_ALLOC(n, double))
|| !(table = NAG_ALLOC(maxt, double))
|| !(comm_ar = NAG_ALLOC(2 * maxt, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (weight == Nag_Weights || weight == Nag_Weightsvar) {
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nfac; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &FACTOR(i, j));
#else

scanf("%" NAG_IFMT "", &FACTOR(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf %lf", &y[i - 1], &wt[i - 1]);
#else

scanf("%lf %lf", &y[i - 1], &wt[i - 1]);
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &FACTOR(i, j));

#else
scanf("%" NAG_IFMT "", &FACTOR(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif

}
}
for (j = 1; j <= nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &lfac[j - 1]);

#else
scanf("%" NAG_IFMT "", &lfac[j - 1]);

#endif
for (j = 1; j <= nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &isf[j - 1]);

#else
scanf("%" NAG_IFMT "", &isf[j - 1]);

#endif
tdf = 3;
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maxt = ltmax;

/* nag_tabulate_stats (g11bac).
* Computes multiway table from set of classification
* factors using selected statistic
*/

nag_tabulate_stats(stat, Nag_TableUpdateI, weight, n, nfac, isf,
lfac, factor, tdf, y, wt, table, maxt, &ncells, &ndim,
idim, count, comm_ar, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tabulate_stats (g11bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s\n", "Table");
printf("\n");
ncol = idim[ndim - 1];
nrow = ncells / ncol;
k = 1;
for (i = 1; i <= nrow; ++i) {

for (j = k, items = 1; j <= k + ncol - 1; ++j, items++)
printf("%8.2f(%2" NAG_IFMT ")%s", table[j - 1],

count[j - 1], items % 6 ? "" : "\n");
k += ncol;

}

END:
NAG_FREE(isf);
NAG_FREE(lfac);
NAG_FREE(idim);
NAG_FREE(factor);
NAG_FREE(count);
NAG_FREE(y);
NAG_FREE(wt);
NAG_FREE(table);
NAG_FREE(comm_ar);

return exit_status;
}

10.2 Program Data

nag_tabulate_stats (g11bac) Example Program Data

Nag_TableStatsAv Nag_NoWeights 54 3

1 1 1 274
1 2 1 361
1 3 1 253
1 1 2 325
1 2 2 317
1 3 2 339
1 1 3 326
1 2 3 402
1 3 3 336
1 1 4 379
1 2 4 345
1 3 4 361
1 1 5 352
1 2 5 334
1 3 5 318
1 1 6 339
1 2 6 393
1 3 6 358
2 1 1 350
2 2 1 340
2 3 1 203
2 1 2 397
2 2 2 356
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2 3 2 298
2 1 3 382
2 2 3 376
2 3 3 355
2 1 4 418
2 2 4 387
2 3 4 379
2 1 5 432
2 2 5 339
2 3 5 293
2 1 6 322
2 2 6 417
2 3 6 342
3 1 1 82
3 2 1 297
3 3 1 133
3 1 2 306
3 2 2 352
3 3 2 361
3 1 3 220
3 2 3 333
3 3 3 270
3 1 4 388
3 2 4 379
3 3 4 274
3 1 5 336
3 2 5 307
3 3 5 266
3 1 6 389
3 2 6 333
3 3 6 353

3 3 6
0 1 1

10.3 Program Results

nag_tabulate_stats (g11bac) Example Program Results

Table

235.33( 3) 342.67( 3) 309.33( 3) 395.00( 3) 373.33( 3) 350.00( 3)
332.67( 3) 341.67( 3) 370.33( 3) 370.33( 3) 326.67( 3) 381.00( 3)
196.33( 3) 332.67( 3) 320.33( 3) 338.00( 3) 292.33( 3) 351.00( 3)
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NAG Library Function Document

nag_tabulate_percentile (g11bbc)

1 Purpose

nag_tabulate_percentile (g11bbc) computes a table from a set of classification factors using a given
percentile or quantile, for example the median.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_tabulate_percentile (Nag_TabulateVar type, Integer n, Integer nfac,
const Integer sf[], const Integer lfac[], const Integer factor[],
Integer tdf, double percnt, const double y[], const double wt[],
double table[], Integer maxt, Integer *ncells, Integer *ndim,
Integer idim[], Integer count[], NagError *fail)

3 Description

A dataset may include both classification variables and general variables. The classification variables,
known as factors, take a small number of values known as levels. For example, the factor sex would
have the levels male and female. These can be coded as 1 and 2 respectively. Given several factors, a
multi-way table can be constructed such that each cell of the table represents one level from each factor.
For example, the two factors sex and habitat, habitat having three levels: inner-city, suburban and rural,
define the 2 by 3 contingency table:

Sex Habitat

Inner-city Suburban Rural

Male
Female

For each cell statistics can be computed. If a third variable in the dataset was age then for each cell the
median age could be computed:

Sex Habitat

Inner-city Suburban Rural

Male 24 31 37
Female 21.5 28.5 33

That is the median age for all observations for males living in rural areas is 37. The median being the
50% quantile. Other quantiles can also be computed: the p percent quantile or percentile, qp, is the
estimate of the value such that p percent of observations are less than qp. This is calculated in two
different ways depending on whether the tabulated variable is continuous or discrete. Let there be m
values in a cell and let y 1ð Þ, y 2ð Þ; . . . ; y mð Þ be the values for that cell sorted into ascending order. Also,
associated with each value there is a weight, w 1ð Þ, w 2ð Þ; . . . ; w mð Þ, which could represent the observed

frequency for that value, with Wj ¼
Pj

i¼1w ið Þ and W 0
j ¼

Pj
i¼1w ið Þ � 1

2w jð Þ . For the p percentile let
pw ¼ p=100ð ÞWm and p0w ¼ p=100ð ÞW 0

m then the percentiles for the two cases are as given below.

If the variable is discrete, that is takes only a limited number of (usually integer) values then the
percentile is defined as:
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y jð Þ if Wj�1 < pW < Wj
y jþ1ð Þþy jð Þ

2 if pw ¼Wj

If the data is continuous then the quantiles are estimated by linear interpolation.

y 1ð Þ if p0w � W 0
1

1� fð Þy j�1ð Þ þ fy jð Þ if W 0
j�1 < p0w �W 0

j

y mð Þ if p0w > W 0
m

where f ¼ p0w �W 0
j�1

� �
= W 0

j �W 0
j�1

� �
.

4 References

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

5 Arguments

1: type – Nag_TabulateVar Input

On entry: indicates whether the variable to be tabulated is discrete or continuous.

type ¼ Nag TabulateVarDiscr
The percentiles are computed for a discrete variable.

type ¼ Nag TabulateVarCont
The percentiles are computed for a continuous variable using linear interpolation.

Constraint: type ¼ Nag TabulateVarDiscr or Nag TabulateVarCont.

2: n – Integer Input

On entry: the number of observations.

Constraint: n 	 2.

3: nfac – Integer Input

On entry: the number of classifying factors in factor.

Constraint: nfac 	 1.

4: sf½nfac� – const Integer Input

On entry: indicates which factors in factor are to be used in the tabulation.

If sf½i� 1� > 0 the ith factor in factor is included in the tabulation.

Note that if sf½i � 1� � 0, for i ¼ 1; 2; . . . ; nfac then the statistic for the whole sample is
calculated and returned in a 1 by 1 table.

5: lfac½nfac� – const Integer Input

On entry: the number of levels of the classifying factors in factor.

Constraint: if sf½i� 1� > 0, lfac½i � 1� 	 2, for i ¼ 1; 2; . . . ;nfac.

6: factor½n� tdf� – const Integer Input

On entry: the nfac coded classification factors for the n observations.

Constraint: if sf½i � 1� > 0, 1 � factor½ i � 1ð Þ � tdf þ j � 1� � lfac½j � 1�, for i ¼ 1; 2; . . . ;n and
j ¼ 1; 2; . . . ; nfac.

g11bbc NAG Library Manual

g11bbc.2 Mark 26



7: tdf – Integer Input

On entry: the stride separating matrix column elements in the array factor.

Constraint: tdf 	 nfac.

8: percnt – double Input

On entry: the percentile to be tabulated, p.

Constraint: 0:0 < percnt < 100:0.

9: y½n� – const double Input

On entry: the variable to be tabulated.

10: wt½n� – const double Input

On entry: wt must contain the n weights. Otherwise wt must be set to NULL.

Constraint: wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; n.

11: table½maxt� – double Output

On exit: the computed table. The ncells cells of the table are stored so that for any two factors
the index relating to the factor occurring later in lfac and factor changes faster. For further
details see Section 9.

12: maxt – Integer Input

On entry: the maximum size of the table to be computed.

Constraint: maxt 	 product of the levels of the factors included in the tabulation.

13: ncells – Integer * Output

On exit: the number of cells in the table.

14: ndim – Integer * Output

On exit: the number of factors defining the table.

15: idim½nfac� – Integer Output

On exit: the first ndim elements contain the number of levels for the factors defining the table.

16: count½maxt� – Integer Output

On exit: a table containing the number of observations contributing to each cell of the table,
stored identically to table.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdf ¼ valueh i while nfac ¼ valueh i. These arguments must satisfy tdf 	 nfac.
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NE_2_INT_ARRAY_CONS

On entry, sf½ valueh i� ¼ valueh i while lfac½ valueh i� ¼ valueh i.
Constraint: if sf½i� > 0, lfac½i� 	 2, for i ¼ 0; 1; . . . ; nfac� 1.

NE_2D_1D_INT_ARRAYS_CONS

On entry, factor½ valueh ið Þ � tdf þ valueh i� ¼ valueh i while lfac½ valueh i� ¼ valueh i.
Constraint: factor½ ið Þ � tdf þ j� � lfac½j�, for i ¼ 0; 1; . . . ; n� 1 and j ¼ 0; 1; . . . ; nfac� 1.

NE_2D_INT_ARRAY_CONS

On entry, factor½ valueh ið Þ � tdf þ valueh i� ¼ valueh i.
Constraint: factor½ ið Þ � tdf þ j� 	 1, for i ¼ 0; 1; . . . ; n� 1 and j ¼ 0; 1; . . . ; nfac� 1.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_BAD_PARAM

On entry, argument type had an illegal value.

NE_CELL_EMPTY

At least one cell is empty.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, nfac ¼ valueh i.
Constraint: nfac 	 1.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_MAXT

The maximum size of the table to be computed, maxt is too small.

NE_REAL

On entry, percnt ¼ valueh i.
Constraint: 0:0 < percnt < 100:0.

NE_REAL_ARRAY_CONS

On entry, wt½ valueh i� ¼ valueh i.
Constraint: wt½i� 	 0, for i ¼ 0; 1; . . . ; n� 1.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_tabulate_percentile (g11bbc) is not threaded in any implementation.
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9 Further Comments

The tables created by nag_tabulate_percentile (g11bbc) and stored in table and count are stored in the
following way. Let there be n factors defining the table with factor k having lk levels, then the cell
defined by the levels i1; i2; . . . ; in of the factors is stored in mth cell given by:

m ¼ 1þ
Xn
k¼1

ik � 1ð Þckf g;

where cj ¼
Qn

k¼jþ1lk, for j ¼ 1; 2; . . . ; n� 1 and cn ¼ 1.

10 Example

The data, given by John and Quenouille (1977), are for a 3 by 6 factorial experiment in 3 blocks of 18
units. The data is input in the order: blocks, factor with 3 levels, factor with 6 levels, yield, and the 3
by 6 table of treatment medians for yield over blocks is computed and printed.

10.1 Program Text

/* nag_tabulate_percentile (g11bbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>

int main(void)
{

Integer exit_status = 0, i, items, j, k, ltmax, maxt, n, ncells;
Integer ncol, ndim, nfac, nrow, tdf;
Integer *count = 0, *factor = 0, *idim = 0, *lfac = 0, *sf = 0;
double percnt, *table = 0, *wt = 0, *wtptr, *y = 0;
char nag_enum_arg[40];
Nag_TabulateVar type;
Nag_Weightstype weight;
NagError fail;

#define FACTOR(I, J) factor[((I) -1)*nfac +(J) -1]

INIT_FAIL(fail);

printf("nag_tabulate_percentile (g11bbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf("%39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

type = (Nag_TabulateVar) nag_enum_name_to_value(nag_enum_arg);
#ifdef _WIN32

scanf_s("%39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
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#else
scanf("%39s", nag_enum_arg);

#endif
weight = (Nag_Weightstype) nag_enum_name_to_value(nag_enum_arg);

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " %lf", &n, &nfac, &percnt);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %lf", &n, &nfac, &percnt);

#endif
ltmax = 18;
maxt = ltmax;
if (!(sf = NAG_ALLOC(nfac, Integer))

|| !(lfac = NAG_ALLOC(nfac, Integer))
|| !(idim = NAG_ALLOC(nfac, Integer))
|| !(factor = NAG_ALLOC(n * nfac, Integer))
|| !(count = NAG_ALLOC(maxt, Integer))
|| !(y = NAG_ALLOC(n, double))
|| !(table = NAG_ALLOC(maxt, double))
|| !(wt = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (weight == Nag_Weights || weight == Nag_Weightsvar) {
for (i = 1; i <= n; ++i) {

for (j = 1; j <= nfac; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &FACTOR(i, j));
#else

scanf("%" NAG_IFMT "", &FACTOR(i, j));
#endif
#ifdef _WIN32

scanf_s("%lf %lf ", &y[i - 1], &wt[i - 1]);
#else

scanf("%lf %lf ", &y[i - 1], &wt[i - 1]);
#endif

}
wtptr = wt;

}
else {

for (i = 1; i <= n; ++i) {
for (j = 1; j <= nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &FACTOR(i, j));

#else
scanf("%" NAG_IFMT "", &FACTOR(i, j));

#endif
#ifdef _WIN32

scanf_s("%lf", &y[i - 1]);
#else

scanf("%lf", &y[i - 1]);
#endif

}
wtptr = 0;

}
for (j = 1; j <= nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &lfac[j - 1]);

#else
scanf("%" NAG_IFMT "", &lfac[j - 1]);

#endif
for (j = 1; j <= nfac; ++j)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sf[j - 1]);

#else
scanf("%" NAG_IFMT "", &sf[j - 1]);

#endif
tdf = nfac;
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/* nag_tabulate_percentile (g11bbc).
* Computes multiway table from set of classification
* factors using given percentile/quantile
*/

nag_tabulate_percentile(type, n, nfac, sf, lfac, factor, tdf, percnt, y,
wtptr, table, maxt, &ncells, &ndim, idim, count,
&fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tabulate_percentile (g11bbc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}
printf("\n");
printf("%s%4.0f%s\n", "Table for ", percnt, "th percentile");
printf("\n");
ncol = idim[ndim - 1];
nrow = ncells / ncol;
k = 1;
for (i = 1; i <= nrow; ++i) {

for (items = 1, j = k; j <= k + ncol - 1; ++j, items++) {
printf("%8.2f(%2" NAG_IFMT ")%s", table[j - 1],

count[j - 1], items % 6 ? "" : "\n");
}
k += ncol;

}
END:

NAG_FREE(sf);
NAG_FREE(lfac);
NAG_FREE(idim);
NAG_FREE(factor);
NAG_FREE(count);
NAG_FREE(y);
NAG_FREE(table);
NAG_FREE(wt);
return exit_status;

}

10.2 Program Data

nag_tabulate_percentile (g11bbc) Example Program Data

Nag_TabulateVarCont Nag_NoWeights 54 3 50.0

1 1 1 274
1 2 1 361
1 3 1 253
1 1 2 325
1 2 2 317
1 3 2 339
1 1 3 326
1 2 3 402
1 3 3 336
1 1 4 379
1 2 4 345
1 3 4 361
1 1 5 352
1 2 5 334
1 3 5 318
1 1 6 339
1 2 6 393
1 3 6 358
2 1 1 350
2 2 1 340
2 3 1 203
2 1 2 397
2 2 2 356
2 3 2 298
2 1 3 382
2 2 3 376
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2 3 3 355
2 1 4 418
2 2 4 387
2 3 4 379
2 1 5 432
2 2 5 339
2 3 5 293
2 1 6 322
2 2 6 417
2 3 6 342
3 1 1 82
3 2 1 297
3 3 1 133
3 1 2 306
3 2 2 352
3 3 2 361
3 1 3 220
3 2 3 333
3 3 3 270
3 1 4 388
3 2 4 379
3 3 4 274
3 1 5 336
3 2 5 307
3 3 5 266
3 1 6 389
3 2 6 333
3 3 6 353

3 3 6
0 1 1

10.3 Program Results

nag_tabulate_percentile (g11bbc) Example Program Results

Table for 50th percentile

226.00( 3) 320.25( 3) 299.50( 3) 385.75( 3) 348.00( 3) 334.75( 3)
329.25( 3) 343.25( 3) 365.25( 3) 370.50( 3) 327.25( 3) 378.00( 3)
185.50( 3) 328.75( 3) 319.50( 3) 339.25( 3) 286.25( 3) 350.25( 3)
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NAG Library Function Document

nag_tabulate_margin (g11bcc)

1 Purpose

nag_tabulate_margin (g11bcc) computes a marginal table from a table computed by nag_tabulate_stats
(g11bac) or nag_tabulate_percentile (g11bbc) using a selected statistic.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_tabulate_margin (Nag_TableStats stat, const double table[],
Integer ncells, Integer ndim, const Integer idim[],
const Integer isdim[], double sub_table[], Integer maxst,
Integer *mcells, Integer *mdim, Integer mlevel[], double comm_ar[],
NagError *fail)

3 Description

For a dataset containing classification variables (known as factors) the functions nag_tabulate_stats
(g11bac) and nag_tabulate_percentile (g11bbc) compute a table using selected statistics, for example the
mean or the median. The table is indexed by the levels of the selected factors, for example if there were
three factors A, B and C with 3, 2 and 4 levels respectively and the mean was to be tabulated the
resulting table would be 3� 2� 4 with each cell being the mean of all observations with the
appropriate combination of levels of the three factors. In further analysis the table of means averaged
over C for A and B may be required; this can be computed from the full table by taking the mean over
the third dimension of the table, C.

In general, given a table computed by nag_tabulate_stats (g11bac) or nag_tabulate_percentile (g11bbc),
nag_tabulate_margin (g11bcc) computes a sub-table defined by a subset of the factors used to define the
table such that each cell of the sub-table is the selected statistic computed over the remaining factors.
The statistics that can be used are the total, the mean, the median, the variance, the smallest and the
largest value.

4 References

John J A and Quenouille M H (1977) Experiments: Design and Analysis Griffin

Kendall M G and Stuart A (1969) The Advanced Theory of Statistics (Volume 1) (3rd Edition) Griffin

West D H D (1979) Updating mean and variance estimates: An improved method Comm. ACM 22 532–
555

5 Arguments

1: stat – Nag_TableStats Input

On entry: indicates which statistic is to be used to compute the marginal table.

stat ¼ Nag TableStatsNObs
The total.

stat ¼ Nag TableStatsAv
The average or mean.

stat ¼ Nag TableStatsMedian
The median.
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stat ¼ Nag TableStatsVar
The variance.

stat ¼ Nag TableStatsLarge
The largest value.

stat ¼ Nag TableStatsSmall
The smallest value.

C o n s t r a i n t : stat ¼ Nag TableStatsNObs, Nag TableStatsAv, Nag TableStatsMedian,
Nag TableStatsVar, Nag TableStatsLarge or Nag TableStatsSmall.

2: table½ncells� – const double Input

On entry: the table as computed by nag_tabulate_stats (g11bac) or nag_tabulate_percentile
(g11bbc).

3: ncells – Integer Input

On entry: the number of cells in table as returned by nag_tabulate_stats (g11bac) or
nag_tabulate_percentile (g11bbc).

4: ndim – Integer Input

On entry: the number of dimensions for table as returned by nag_tabulate_stats (g11bac) or
nag_tabulate_percentile (g11bbc).

Constraint: ndim 	 2.

5: idim½ndim� – const Integer Input

On entry: the number of levels for each dimension of table as returned by nag_tabulate_stats
(g11bac) or nag_tabulate_percentile (g11bbc).

Constraint: idim½i� 	 2, for i ¼ 0; 1; . . . ; ndim� 1.

6: isdim½ndim� – const Integer Input

On entry: indicates which dimensions of table are to be included in the sub-table. If
isdim½i� 1� > 0 the dimension or factor indicated by idim½i� 1� is to be included in the sub-
table, otherwise it is excluded.

7: sub table½maxst� – double Output

On exit: the first mcells elements contain the sub-table computed using the statistic indicated by
stat. The table is stored in a similar way to table with the mcells cells stored so that for any two
dimensions the index relating to the dimension given later in idim changes faster. For further
details see Section 9.

8: maxst – Integer Input

On entry: the maximum size of sub-table to be computed.

Constraint: maxst 	 the product of the levels of the dimensions of table included in the sub-
table, sub_table.

9: mcells – Integer * Output

On exit: the number of cells in the sub-table in sub_table.

10: mdim – Integer * Output

On exit: the number of dimensions to the sub-table in sub_table.
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11: mlevel½ndim� – Integer Output

On exit: the first mdim elements contain the number of levels for the dimensions of the sub-table
in sub_table. The remaining elements are not referenced.

12: comm ar½dim� – double Output

Note: the dimension, dim, of the array comm_ar must be at least

maxst when stat ¼ Nag TableStatsVar;
1 otherwise.

On exit: if stat ¼ Nag TableStatsVar comm_ar contains the sub-table of means corresponding to
the sub-table of variances in sub_table. Otherwise comm_ar is not referenced.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, element valueh i of idim � 1.

On entry, ndim ¼ valueh i.
Constraint: ndim 	 2.

NE_INT_2

On entry, maxst ( ¼ valueh i) is too small, min value ¼ valueh i.
On entry, ncells is incompatible with idim.

NE_INT_ARRAY_ELEM_CONS

On entry, all elements of isdim > 0.

On entry, no elements of isdim > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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7 Accuracy

Only applicable when stat ¼ Nag TableStatsVar. In this case a one pass algorithm is used as describe
in West (1979).

8 Parallelism and Performance

nag_tabulate_margin (g11bcc) is threaded by NAG for parallel execution in multithreaded
implementations of the NAG Library.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The sub-tables created by nag_tabulate_margin (g11bcc) and stored in sub_table and, depending on
stat, also in comm_ar are stored in the following way. Let there be m dimensions defining the table
with dimension k having lk levels, then the cell defined by the levels i1; i2; . . . ; im of the factors is
stored in sth cell given by

s ¼ 1þ
Xm
k¼1

ik � 1ð Þck½ �;

where

cj ¼
Ym
k¼jþ1

lk for j ¼ 1; 2; . . . ; n� 1 and cm ¼ 1:

10 Example

The data, given by John and Quenouille (1977), is for 3 blocks of a 3� 6 factorial experiment. The data
can be considered as a 3� 6� 3 table (i.e., blocks � treatment with 6 levels � treatment with 3 levels).
This table is input and the 6� 3 table of treatment means for over blocks is computed and printed.

10.1 Program Text

/* nag_tabulate_margin (g11bcc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, j, k, maxst, mcells, mdim;
Integer ncells, ncol, ndim, nrow;
Nag_TableStats stat;
/* Arrays */
char nag_enum_arg[40];
double *auxt = 0, *stable = 0, *table = 0;
Integer *idim = 0, *isdim = 0, *mlevel = 0;
NagError fail;
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INIT_FAIL(fail);

exit_status = 0;
printf("nag_tabulate_margin (g11bcc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", nag_enum_arg,

(unsigned)_countof(nag_enum_arg), &ncells, &ndim);
#else

scanf("%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", nag_enum_arg, &ncells,
&ndim);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

stat = (Nag_TableStats) nag_enum_name_to_value(nag_enum_arg);

maxst = 54;

/* Allocate arrays */
if (!(auxt = NAG_ALLOC(maxst, double)) ||

!(stable = NAG_ALLOC(maxst, double)) ||
!(table = NAG_ALLOC(ncells, double)) ||
!(idim = NAG_ALLOC(ndim, Integer)) ||
!(isdim = NAG_ALLOC(ndim, Integer)) ||
!(mlevel = NAG_ALLOC(ndim, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= ncells; ++i)
#ifdef _WIN32

scanf_s("%lf", &table[i - 1]);
#else

scanf("%lf", &table[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 1; j <= ndim; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &idim[j - 1]);
#else

scanf("%" NAG_IFMT "", &idim[j - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

for (j = 1; j <= ndim; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &isdim[j - 1]);
#else

scanf("%" NAG_IFMT "", &isdim[j - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif

/* nag_tabulate_margin (g11bcc).
* Computes marginal tables for multiway table computed by
* nag_tabulate_stats (g11bac) or nag_tabulate_percentile
* (g11bbc)
*/

nag_tabulate_margin(stat, table, ncells, ndim, idim, isdim, stable,
maxst, &mcells, &mdim, mlevel, auxt, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tabulate_margin (g11bcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Marginal Table\n");
printf("\n");

ncol = mlevel[mdim - 1];
nrow = mcells / ncol;
k = 1;
for (i = 1; i <= nrow; ++i) {

for (j = k; j <= k + ncol - 1; ++j)
printf("%7.2f ", stable[j - 1]);

printf("\n");
k += ncol;

}

END:
NAG_FREE(auxt);
NAG_FREE(stable);
NAG_FREE(table);
NAG_FREE(idim);
NAG_FREE(isdim);
NAG_FREE(mlevel);

return exit_status;
}

10.2 Program Data

nag_tabulate_margin (g11bcc) Example Program Data

Nag_TableStatsAv 54 3

274 361 253 325 317 339 326 402 336 379 345 361 352 334 318 339 393 358
350 340 203 397 356 298 382 376 355 418 387 379 432 339 293 322 417 342
82 297 133 306 352 361 220 333 270 388 379 274 336 307 266 389 333 353

3 6 3
0 1 1

10.3 Program Results

nag_tabulate_margin (g11bcc) Example Program Results

Marginal Table

235.33 332.67 196.33
342.67 341.67 332.67
309.33 370.33 320.33
395.00 370.33 338.00
373.33 326.67 292.33
350.00 381.00 351.00
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NAG Library Function Document

nag_condl_logistic (g11cac)

1 Purpose

nag_condl_logistic (g11cac) returns parameter estimates for the conditional logistic analysis of stratified
data, for example, data from case-control studies and survival analyses.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_condl_logistic (Nag_OrderType order, Integer n, Integer m,
Integer ns, const double z[], Integer pdz, const Integer isz[],
Integer p, const Integer ic[], const Integer isi[], double *dev,
double b[], double se[], double sc[], double cov[], Integer nca[],
Integer nct[], double tol, Integer maxit, Integer iprint,
const char *outfile, NagError *fail)

3 Description

In the analysis of binary data, the logistic model is commonly used. This relates the probability of one
of the outcomes, say y ¼ 1, to p explanatory variates or covariates by

Prob y ¼ 1ð Þ ¼ exp �þ zT�ð Þ
1þ exp �þ zT�ð Þ;

where � is a vector of unknown coefficients for the covariates z and � is a constant term. If the
observations come from different strata or groups, � would vary from strata to strata. If the observed
outcomes are independent then the ys follow a Bernoulli distribution, i.e., a binomial distribution with
sample size one and the model can be fitted as a generalized linear model with binomial errors.

In some situations the number of observations for which y ¼ 1 may not be independent. For example, in
epidemiological research, case-control studies are widely used in which one or more observed cases are
matched with one or more controls. The matching is based on fixed characteristics such as age and sex,
and is designed to eliminate the effect of such characteristics in order to more accurately determine the
effect of other variables. Each case-control group can be considered as a stratum. In this type of study
the binomial model is not appropriate, except if the strata are large, and a conditional logistic model is
used. This considers the probability of the cases having the observed vectors of covariates given the set
of vectors of covariates in the strata. In the situation of one case per stratum, the conditional likelihood
for ns strata can be written as

L ¼
Yns
i¼1

exp zTi �
� �P

l2Siexp zTl �
� �h i; ð1Þ

where Si is the set of observations in the ith stratum, with associated vectors of covariates zl, l 2 Si,
and zi is the vector of covariates of the case in the ith stratum. In the general case of ci cases per strata
then the full conditional likelihood is

L ¼
Yns
i¼1

exp sTi �
� �P

l2Ciexp sTl �
� �h i; ð2Þ

where si is the sum of the vectors of covariates for the cases in the ith stratum and sl, l 2 Ci refer to the
sum of vectors of covariates for all distinct sets of ci observations drawn from the ith stratum. The
conditional likelihood can be maximized by a Newton–Raphson procedure. The covariances of the
parameter estimates can be estimated from the inverse of the matrix of second derivatives of the
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logarithm of the conditional likelihood, while the first derivatives provide the score function, Uj �ð Þ, for
j ¼ 1; 2; . . . ; p, which can be used for testing the significance of arguments.

If the strata are not small, Ci can be large so to improve the speed of computation, the algorithm in
Howard (1972) and described by Krailo and Pike (1984) is used.

A second situation in which the above conditional likelihood arises is in fitting Cox's proportional
hazard model (see nag_surviv_cox_model (g12bac)) in which the strata refer to the risk sets for each
failure time and where the failures are cases. When ties are present in the data nag_surviv_cox_model
(g12bac) uses an approximation. For an exact estimate, the data can be expanded using
nag_surviv_risk_sets (g12zac) to create the risk sets/strata and nag_condl_logistic (g11cac) used.

4 References

Cox D R (1972) Regression models in life tables (with discussion) J. Roy. Statist. Soc. Ser. B 34 187–
220

Cox D R and Hinkley D V (1974) Theoretical Statistics Chapman and Hall

Howard S (1972) Remark on the paper by Cox, D R (1972): Regression methods J. R. Statist. Soc. B 34
and life tables 187–220

Krailo M D and Pike M C (1984) Algorithm AS 196. Conditional multivariate logistic analysis of
stratified case-control studies Appl. Statist. 33 95–103

Smith P G, Pike M C, Hill P, Breslow N E and Day N E (1981) Algorithm AS 162. Multivariate
conditional logistic analysis of stratum-matched case-control studies Appl. Statist. 30 190–197

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of observations.

Constraint: n 	 2.

3: m – Integer Input

On entry: the number of covariates in array z.

Constraint: m 	 1.

4: ns – Integer Input

On entry: the number of strata, ns.

Constraint: ns 	 1.

5: z½dim� – const double Input

Note: the dimension, dim, of the array z must be at least

max 1;pdz�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdzð Þ when order ¼ Nag RowMajor.
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The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: the ith row must contain the covariates which are associated with the ith observation.

6: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor, pdz 	 n;
if order ¼ Nag RowMajor, pdz 	 m.

7: isz½m� – const Integer Input

On entry: indicates which subset of covariates are to be included in the model.

If isz½j� 1� 	 1, the jth covariate is included in the model.

If isz½j� 1� ¼ 0, the jth covariate is excluded from the model and not referenced.

Constraint: isz½j� 1� 	 0 and at least one value must be nonzero.

8: p – Integer Input

On entry: p, the number of covariates included in the model as indicated by isz.

Constraint: p 	 1 and p ¼ number of nonzero values of isz .

9: ic½n� – const Integer Input

On entry: indicates whether the ith observation is a case or a control.

If ic½i� 1� ¼ 0, indicates that the ith observation is a case.

If ic½i� 1� ¼ 1, indicates that the ith observation is a control.

Constraint: ic½i � 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ;n.

10: isi½n� – const Integer Input

On entry: stratum indicators which also allow data points to be excluded from the analysis.

If isi½i� 1� ¼ k, indicates that the ith observation is from the kth stratum, where k ¼ 1; 2; . . . ; ns.

If isi½i� 1� ¼ 0, indicates that the ith observation is to be omitted from the analysis.

Constraint: 0 � isi½i � 1� � ns and more than p values of isi½i � 1� > 0, for i ¼ 1; 2; . . . ;n.

11: dev – double * Output

On exit: the deviance, that is, minus twice the maximized log-likelihood.

12: b½p� – double Input/Output

On entry: initial estimates of the covariate coefficient arguments �. b½j� 1� must contain the
initial estimate of the coefficent of the covariate in z corresponding to the jth nonzero value of
isz.

Suggested value: in many cases an initial value of zero for b½j� 1� may be used. For another
suggestion see Section 9.

On exit: b½j� 1� contains the estimate �̂i of the coefficient of the covariate stored in the ith
column of z where i is the jth nonzero value in the array isz.
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13: se½p� – double Output

On exit: se½j � 1� is the asymptotic standard error of the estimate contained in b½j � 1� and score
function in sc½j � 1�, for j ¼ 1; 2; . . . ; p.

14: sc½p� – double Output

On exit: sc½j� is the value of the score function Uj �ð Þ for the estimate contained in b½j� 1�.

15: cov½p� pþ 1ð Þ=2� – double Output

On exit: the variance-covariance matrix of the parameter estimates in b stored in packed form by
column, i.e., the covariance between the parameter estimates given in b½i� 1� and b½j� 1�, j 	 i,
is given in cov½j j� 1ð Þ=2þ i�.

16: nca½ns� – Integer Output

On exit: nca½i � 1� contains the number of cases in the ith stratum, for i ¼ 1; 2; . . . ; ns.

17: nct½ns� – Integer Output

On exit: nct½i � 1� contains the number of controls in the ith stratum, for i ¼ 1; 2; . . . ; ns.

18: tol – double Input

On entry: indicates the accuracy required for the estimation. Convergence is assumed when the
decrease in deviance is less than tol� 1:0þ CurrentDevianceð Þ. This corresponds approximately
to an absolute accuracy if the deviance is small and a relative accuracy if the deviance is large.

Constraint: tol 	 10�machine precision.

19: maxit – Integer Input

On entry: the maximum number of iterations required for computing the estimates. If maxit is set
to 0 then the standard errors, the score functions and the variance-covariance matrix are
computed for the input value of � in b but � is not updated.

Constraint: maxit 	 0.

20: iprint – Integer Input

On entry: indicates if the printing of information on the iterations is required.

iprint � 0
No printing.

iprint 	 1
The deviance and the current estimates are printed every iprint iterations.

Suggested value: iprint ¼ 0.

21: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

22: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONVERGENCE

Convergence not achieved in valueh i iterations.

NE_INT

On entry, element valueh i of isz < 0.

On entry, ic½ valueh i� ¼ valueh i.
Constraint: ic½i� ¼ 0 or 1, for all i.

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, maxit ¼ valueh i.
Constraint: maxit 	 0.

On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, ns ¼ valueh i.
Constraint: ns 	 1.

On entry, p ¼ valueh i.
Constraint: p 	 1.

On entry, pdz < n: pdz ¼ valueh i.
On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, isi½ valueh i� ¼ valueh i and ns ¼ valueh i.
Constraint: 0 � isi½i� 1� � ns.

On entry, pdz ¼ valueh i and m ¼ valueh i.
Constraint: pdz 	 m.

NE_INT_ARRAY_ELEM_CONS

On entry, there are not p values of isz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_OBSERVATIONS

On entry, too few observations included in model.

NE_OVERFLOW

Overflow in calculations.

NE_REAL

On entry, tol ¼ valueh i.
Constraint: tol 	 10�machine precision.

NE_SINGULAR

The matrix of second partial derivatives is singular; computation abandoned.

7 Accuracy

The accuracy is specified by tol.

8 Parallelism and Performance

nag_condl_logistic (g11cac) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_condl_logistic (g11cac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The other models described in Section 3 can be fitted using the generalized linear modelling functions
nag_glm_binomial (g02gbc) and nag_glm_poisson (g02gcc).

The case with one case per stratum can be analysed by having a dummy response variable y such that
y ¼ 1 for a case and y ¼ 0 for a control, and fitting a Poisson generalized linear model with a log link
and including a factor with a level for each strata. These models can be fitted by using
nag_glm_poisson (g02gcc).

nag_condl_logistic (g11cac) uses mean centering, which involves subtracting the means from the
covariables prior to computation of any statistics. This helps to minimize the effect of outlying
observations and accelerates convergence. In order to reduce the risk of the sums computed by
Howard's algorithm becoming too large, the scaling factor described in Krailo and Pike (1984) is used.

If the initial estimates are poor then there may be a problem with overflow in calculating exp �Tzið Þ or
there may be non-convergence. Reasonable estimates can often be obtained by fitting an unconditional
model.
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10 Example

The data was used for illustrative purposes by Smith et al. (1981) and consists of two strata and two
covariates. The data is input, the model is fitted and the results are printed.

10.1 Program Text

/* nag_condl_logistic (g11cac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>

int main(void)
{

/* Scalars */
double dev, tol;
Integer iprint, exit_status, i, p, j, m, maxit, n, ns, pdz;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *b = 0, *cov = 0, *sc = 0, *se = 0, *z = 0;
Integer *ic = 0, *isi = 0, *isz = 0, *nca = 0, *nct = 0;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;

printf("nag_condl_logistic (g11cac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,

&m, &ns, &maxit);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n,
&m, &ns, &maxit);

#endif

pdz = n;
iprint = 0;
tol = 1e-5;

/* Allocate arrays z, ic, isi and isz */
if (!(z = NAG_ALLOC(pdz * m, double)) ||

!(ic = NAG_ALLOC(n, Integer)) ||
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!(isi = NAG_ALLOC(n, Integer)) || !(isz = NAG_ALLOC(m, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (order == Nag_ColMajor)
pdz = n;

else
pdz = m;

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "", &isi[i - 1], &ic[i - 1]);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "", &isi[i - 1], &ic[i - 1]);
#endif

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &Z(i, j));
#else

scanf("%lf", &Z(i, j));
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &isz[j - 1]);
#else

scanf("%" NAG_IFMT "", &isz[j - 1]);
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n] ", &p);

#else
scanf("%" NAG_IFMT "%*[^\n] ", &p);

#endif

/* Allocate other arrays */
if (!(b = NAG_ALLOC(p, double)) ||

!(cov = NAG_ALLOC(p * (p + 1) / 2, double)) ||
!(sc = NAG_ALLOC(p, double)) ||
!(se = NAG_ALLOC(p, double)) ||
!(nca = NAG_ALLOC(ns, Integer)) || !(nct = NAG_ALLOC(ns, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &b[j - 1]);
#else

scanf("%lf", &b[j - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_condl_logistic (g11cac).
* Returns parameter estimates for the conditional analysis
* of stratified data
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*/
nag_condl_logistic(order, n, m, ns, z, pdz, isz, p, ic, isi, &dev, b, se,

sc, cov, nca, nct, tol, maxit, iprint, 0, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_condl_logistic (g11cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Deviance = %13.4e\n", dev);
printf("\n");

printf(" Strata No. Cases No. Controls\n");
printf("\n");
for (i = 1; i <= ns; ++i)

printf(" %3" NAG_IFMT " %2" NAG_IFMT " %2" NAG_IFMT ""
" \n", i, nca[i - 1], nct[i - 1]);

printf("\n");

printf(" Parameter Estimate Standard Error\n");
printf("\n");
for (i = 1; i <= p; ++i)

printf("%5" NAG_IFMT " %8.4f %8.4f \n", i,
b[i - 1], se[i - 1]);

END:
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(sc);
NAG_FREE(se);
NAG_FREE(z);
NAG_FREE(ic);
NAG_FREE(isi);
NAG_FREE(isz);
NAG_FREE(nca);
NAG_FREE(nct);

return exit_status;
}

10.2 Program Data

nag_condl_logistic (g11cac) Example Program Data

7 2 2 10

1 0 0 1
1 0 1 2
1 1 0 1
1 1 1 3
2 0 0 1
2 1 1 0
2 1 0 2

1 1 2

0.0 0.0
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10.3 Program Results

nag_condl_logistic (g11cac) Example Program Results

Deviance = 5.4749e+00

Strata No. Cases No. Controls

1 2 2
2 1 2

Parameter Estimate Standard Error

1 -0.5223 1.3901
2 -0.2674 0.8473
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NAG Library Function Document

nag_binary_factor (g11sac)

1 Purpose

nag_binary_factor (g11sac) fits a latent variable model (with a single factor) to data consisting of a set
of measurements on individuals in the form of binary-valued sequences (generally referred to as score
patterns). Various measures of goodness-of-fit are calculated along with the factor (theta) scores.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_binary_factor (Nag_OrderType order, Integer p, Integer n,
Nag_Boolean gprob, Integer ns, Nag_Boolean x[], Integer pdx,
Integer irl[], double a[], double c[], Integer iprint,
const char *outfile, double cgetol, Integer maxit, Nag_Boolean chisqr,
Integer *niter, double alpha[], double pigam[], double cm[],
Integer pdcm, double g[], double expp[], Integer pde, double obs[],
double exf[], double y[], Integer iob[], double *rlogl, double *chi,
Integer *idf, double *siglev, NagError *fail)

3 Description

Given a set of p dichotomous variables ~x ¼ x1; x2; . . . ; xp
� �0

, where 0 denotes vector or matrix
transpose, the objective is to investigate whether the association between them can be adequately
explained by a latent variable model of the form (see Bartholomew (1980) and Bartholomew (1987))

G 	i �ð Þf g ¼ �i0 þ �i1�: ð1Þ

The xi are called item responses and take the value 0 or 1. � denotes the latent variable assumed to have
a standard Normal distribution over a population of individuals to be tested on p items. Call
	i �ð Þ ¼ P xi ¼ 1 j �ð Þ the item response function: it represents the probability that an individual with
latent ability � will produce a positive response (1) to item i. �i0 and �i1 are item parameters which can
assume any real values. The set of parameters, �i1, for i ¼ 1; 2; . . . ; p, being coefficients of the
unobserved variable �, can be interpreted as ‘factor loadings’.

G is a function selected by you as either ��1 or logit, mapping the interval 0; 1ð Þ onto the whole real
line. Data from a random sample of n individuals takes the form of the matrices X and R defined
below:

Xs�p ¼

x11 x12 . . . x1p
x21 x22 . . . x2p

..

. ..
. ..

.

xs1 xs2 . . . xsp

26664
37775 ¼

~x1
~x2

..

.

~xs

26664
37775; Rs�1 ¼

r1
r2

..

.

rs

26664
37775

where ~xl ¼ xl1; xl2; . . . ; xlp
� �

denotes the lth score pattern in the sample, rl the frequency with which ~xl

occurs and s the number of different score patterns observed. (Thus
Xs
l¼1
rl ¼ n). It can be shown that the

log-likelihood function is proportional to Xs
l¼1
rllogPl;

where
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Pl ¼ P ~x ¼ ~xlð Þ ¼
Z 1
�1
P ~x ¼ ~xl j �ð Þ
 �ð Þ d� ð2Þ

(
 �ð Þ being the probability density function of a standard Normal random variable).

Pl denotes the unconditional probability of observing score pattern ~xl. The integral in (2) is
approximated using Gauss–Hermite quadrature. If we take G zð Þ ¼ logit z ¼ log z

1�z
� �

in (1) and
reparameterise as follows,

�i ¼ �i1;

	i ¼ logit�1 �i0;

then (1) reduces to the logit model (see Bartholomew (1980))

	i �ð Þ ¼
	i

	i þ 1� 	ið Þ exp ��i�ð Þ:

If we take G zð Þ ¼ ��1 zð Þ (where � is the cumulative distribution function of a standard Normal random
variable) and reparameterise as follows,

�i ¼
�i1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ �2

i1

� �q

�i ¼ ��i0ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ �2

i1

� �q
;

then (1) reduces to the probit model (see Bock and Aitkin (1981))

	i �ð Þ ¼ 

�i�� �iffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� �2

i

� �q
0B@

1CA:
An E-M algorithm (see Bock and Aitkin (1981)) is used to maximize the log-likelihood function. The
number of quadrature points used is set initially to 10 and once convergence is attained increased to 20.

The theta score of an individual responding in score pattern ~xl is computed as the posterior mean, i.e.,

E � j ~xlð Þ. For the logit model the component score Xl ¼
Xp
j¼1

�jxlj is also calculated. (Note that in

calculating the theta scores and measures of goodness-of-fit nag_binary_factor (g11sac) automatically
reverses the coding on item j if �j < 0; it is assumed in the model that a response at the one level is
showing a higher measure of latent ability than a response at the zero level.)

The frequency distribution of score patterns is required as input data. If your data is in the form of
individual score patterns (uncounted), then nag_binary_factor_service (g11sbc) may be used to calculate
the frequency distribution.

4 References

Bartholomew D J (1980) Factor analysis for categorical data (with Discussion) J. Roy. Statist. Soc. Ser.
B 42 293–321

Bartholomew D J (1987) Latent Variable Models and Factor Analysis Griffin

Bock R D and Aitkin M (1981) Marginal maximum likelihood estimation of item parameters:
Application of an E-M algorithm Psychometrika 46 443–459
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: p – Integer Input

On entry: p, the number of dichotomous variables.

Constraint: p 	 3.

3: n – Integer Input

On entry: n, the number of individuals in the sample.

Constraint: n 	 7.

4: gprob – Nag_Boolean Input

On entry: must be set equal to Nag_TRUE if G zð Þ ¼ ��1 zð Þ and Nag_FALSE if G zð Þ ¼ logit z.

5: ns – Integer Input

On entry: ns must be set equal to the number of different score patterns in the sample, s.

Constraint: 2� p < ns � min 2p; nð Þ.

6: x½dim� – Nag_Boolean Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� pð Þ when order ¼ Nag ColMajor;
max 1;ns� pdxð Þ when order ¼ Nag RowMajor.

Where X l; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ l� 1� when order ¼ Nag ColMajor;
x½ l� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: the first s rows of x must contain the s different score patterns. The lth row of x must
contain the lth score pattern with X l; jð Þ set equal to Nag_TRUE if xlj ¼ 1 and Nag_FALSE if
xlj ¼ 0. All rows of x must be distinct.

On exit: given a valid parameter set then the first s rows of x still contain the s different score
patterns. However, the following points should be noted:

(i) If the estimated factor loading for the jth item is negative then that item is re-coded, i.e., 0s
and 1s (or Nag_TRUE and Nag_FALSE) in the jth column of x are interchanged.

(ii) The rows of x will be reordered so that the theta scores corresponding to rows of x are in
increasing order of magnitude.

7: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 ns;
if order ¼ Nag RowMajor, pdx 	 p.
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8: irl½ns� – Integer Input/Output

On entry: the ith component of irl must be set equal to the frequency with which the ith row of x
occurs.

Constraints:

irl½i � 1� 	 0, for i ¼ 1; 2; . . . ; s;Xs�1
i¼0

irl½i� 1� ¼ n.

On exit: given a valid parameter set then the first s components of irl are reordered as are the
rows of x.

9: a½p� – double Input/Output

On entry: a½j� 1� must be set equal to an initial estimate of �j1. In order to avoid divergence
problems with the E-M algorithm you are strongly advised to set all the a½j � 1� to 0:5.

On exit: a½j � 1� contains the latest estimate of �j1, for j ¼ 1; 2; . . . ; p. (Because of possible
recoding all elements of a will be positive.)

10: c½p� – double Input/Output

On entry: c½j� 1� must be set equal to an initial estimate of �j0. In order to avoid divergence
problems with the E-M algorithm you are strongly advised to set all the c½j � 1� to 0:0.

On exit: c½j � 1� contains the latest estimate of �j0, for j ¼ 1; 2; . . . ; p.

11: iprint – Integer Input

On entry: the frequency with which the maximum likelihood search function is to be monitored.

iprint > 0
The search is monitored once every iprint iterations, and when the number of quadrature
points is increased, and again at the final solution point.

iprint ¼ 0
The search is monitored once at the final point.

iprint < 0
The search is not monitored at all.

iprint should normally be set to a small positive number.

Suggested value: iprint ¼ 1.

12: outfile – const char * Input

On entry: the name of a file to which diagnostic output will be directed. If outfile is NULL the
diagnostic output will be directed to standard output.

13: cgetol – double Input

On entry: the accuracy to which the solution is required.

If cgetol is set to 10�l and on exit fail:code ¼ NE_NOERROR or NE_ZERO_DF, then all
elements of the gradient vector will be smaller than 10�l in absolute value. For most practical
purposes the value 10�4 should suffice. You should be wary of setting cgetol too small since the
convergence criterion may then have become too strict for the machine to handle.

If cgetol has been set to a value which is less than the square root of the machine precision, �,
then nag_binary_factor (g11sac) will use the value

ffiffi
�
p

instead.
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14: maxit – Integer Input

On entry: the maximum number of iterations to be made in the maximum likelihood search.
There will be an error exit (see Section 6) if the search function has not converged in maxit
iterations.

Suggested value: maxit ¼ 1000.

Constraint: maxit 	 1.

15: chisqr – Nag_Boolean Input

On entry: if chisqr is set equal to Nag_TRUE, then a likelihood ratio statistic will be calculated
(see chi).

If chisqr is set equal to Nag_FALSE, no such statistic will be calculated.

16: niter – Integer * Output

On exit: given a valid parameter set then niter contains the number of iterations performed by
the maximum likelihood search function.

17: alpha½p� – double Output

On exit: given a valid parameter set then alpha½j� 1� contains the latest estimate of �j. (Because
of possible recoding all elements of alpha will be positive.)

18: pigam½p� – double Output

On exit: given a valid parameter set then pigam½j� 1� contains the latest estimate of either 	j if
gprob ¼ Nag FALSE (logit model) or �j if gprob ¼ Nag TRUE (probit model).

19: cm½dim� – double Output

Note: the dimension, dim, of the array cm must be at least pdcm� 2� p.

Note: where CM i; jð Þ appears in this document, it refers to the array element

if order ¼ Nag ColMajor, cm½ j� 1ð Þ � pdcmþ i� 1�;
if order ¼ Nag RowMajor, cm½ i� 1ð Þ � pdcmþ j� 1�..

On exit: given a valid parameter set then the strict lower triangle of cm contains the correlation
matrix of the parameter estimates held in alpha and pigam on exit. The diagonal elements of cm
contain the standard errors. Thus:

CM 2� i� 1; 2� i� 1ð Þ = standard error alpha½i� 1�ð Þ
CM 2� i; 2� ið Þ = standard error pigam½i� 1�ð Þ
CM 2� i; 2� i� 1ð Þ = correlation

pigam½i� 1�; alpha½i� 1�ð Þ,

for i ¼ 1; 2; . . . ; p;

CM 2� i� 1; 2� j� 1ð Þ = correlation alpha½i� 1�; alpha½j� 1�ð Þ
CM 2� i; 2� jð Þ = correlation

pigam½i� 1�;pigam½j� 1�ð Þ
CM 2� i� 1; 2� jð Þ = correlation

alpha½i� 1�;pigam½j� 1�ð Þ
CM 2� i; 2� j� 1ð Þ = correlation

alpha½j� 1�; pigam½i� 1�ð Þ,

for j ¼ 1; 2; . . . ; i� 1.

If the second derivative matrix cannot be computed then all the elements of cm are returned as
zero.

g11 – Contingency Table Analysis g11sac

Mark 26 g11sac.5



20: pdcm – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix C in the array cm.

Constraint: pdcm 	 2� p.

21: g½2� p� – double Output

On exit: given a valid parameter set then g contains the estimated gradient vector corresponding
to the final point held in the arrays alpha and pigam. g½2� j � 2� contains the derivative of the
log-likelihood with respect to alpha½j � 1�, for j ¼ 1; 2; . . . ; p. g½2� j � 1� contains the derivative
of the log-likelihood with respect to pigam½j � 1�, for j ¼ 1; 2; . . . ; p.

22: expp½dim� – double Output

Note: the dimension, dim, of the array expp must be at least pde� p.

Note: where EXPP i; jð Þ appears in this document, it refers to the array element

if order ¼ Nag ColMajor, expp½ j� 1ð Þ � pdeþ i� 1�;
if order ¼ Nag RowMajor, expp½ i� 1ð Þ � pdeþ j� 1�..

On exit: given a valid parameter set then EXPP i; jð Þ contains the expected percentage of
individuals in the sample who respond positively to items i and j (j � i), corresponding to the
final point held in the arrays alpha and pigam.

23: pde – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) of the
matrix E in the array expp.

Constraint: pde 	 p.

24: obs½dim� – double Output

Note: the dimension, dim, of the array obs must be at least pde� p.

Note: where OBS i; jð Þ appears in this document, it refers to the array element

if order ¼ Nag ColMajor, obs½ j� 1ð Þ � pdeþ i� 1�;
if order ¼ Nag RowMajor, obs½ i� 1ð Þ � pdeþ j� 1�..

On exit: given a valid parameter set then OBS i; jð Þ contains the observed percentage of
individuals in the sample who responded positively to items i and j (j � i).

25: exf½ns� – double Output

On exit: given a valid parameter set then exf½l� 1� contains the expected frequency of the lth
score pattern (lth row of x), corresponding to the final point held in the arrays alpha and pigam.

26: y½ns� – double Output

On exit: given a valid parameter set then y½l� 1� contains the estimated theta score corresponding
to the lth row of x, for the final point held in the arrays alpha and pigam.

27: iob½ns� – Integer Output

On exit: given a valid parameter set then iob½l� 1� contains the number of items in the lth row of
x for which the response was positive (Nag_TRUE).

28: rlogl – double * Output

On exit: given a valid parameter set then rlogl contains the value of the log-likelihood kernel
corresponding to the final point held in the arrays alpha and pigam, namely
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Xs�1
l¼0

irl½l� � log exf½l�=nð Þ:

29: chi – double * Output

On exit: if chisqr was set equal to Nag_TRUE on entry, then given a valid parameter set, chi will
contain the value of the likelihood ratio statistic corresponding to the final parameter estimates
held in the arrays alpha and pigam, namely

2�
Xs�1
l¼0

irl½l� � log exf½l�=irl½l�ð Þ:

The summation is over those elements of irl which are positive. If exf½l� 1� is less than 5:0, then
adjacent score patterns are pooled (the score patterns in x being first put in order of increasing
theta score).

If chisqr has been set equal to Nag_FALSE, then chi is not used.

30: idf – Integer * Output

On exit: if chisqr was set equal to Nag_TRUE on entry, then given a valid parameter set, idf will
contain the degrees of freedom associated with the likelihood ratio statistic, chi.

idf ¼ s0 � 2� p if s0 < 2p;
idf ¼ s0 � 2� p� 1 if s0 ¼ 2p,

where s0 denotes the number of terms summed to calculate chi (s0 ¼ s only if there is no
pooling).

If chisqr has been set equal to Nag_FALSE, then idf is not used.

31: siglev – double * Output

On exit: if chisqr was set equal to Nag_TRUE on entry, then given a valid parameter set, siglev
will contain the significance level of chi based on idf degrees of freedom. If idf is zero or
negative then siglev is set to zero.

If chisqr was set equal to Nag_FALSE, then siglev is not used.

32: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, maxit ¼ valueh i.
Constraint: maxit 	 1.
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On entry, n ¼ valueh i.
Constraint: n 	 7.

On entry, p ¼ valueh i.
Constraint: p 	 3.

On entry, pdcm ¼ valueh i.
Constraint: pdcm > 0.

On entry, pde ¼ valueh i.
Constraint: pde > 0.

On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, I ¼ valueh i and irl½I � 1� ¼ valueh i.
Constraint: irl½I � 1� 	 0.

On entry, irl½0� þ � � � þ irl½ns� 1� ¼ valueh i and n ¼ valueh i.
Constraint: irl½0� þ � � � þ irl½ns� 1� ¼ n.

On entry, ns ¼ valueh i and n ¼ valueh i.
Constraint: ns � n.

On entry, ns ¼ valueh i and p ¼ valueh i.
Constraint: ns > 2� p.

On entry, ns ¼ valueh i and p ¼ valueh i.
Constraint: ns � 2p.

On entry, pdcm ¼ valueh i and p ¼ valueh i.
Constraint: pdcm 	 2� p.

On entry, pde ¼ valueh i and p ¼ valueh i.
Constraint: pde 	 p

On entry, pdx ¼ valueh i and ns ¼ valueh i.
Constraint: pdx 	 ns.

On entry, pdx ¼ valueh i and p ¼ valueh i.
Constraint: pdx 	 p.

On entry, rows I and J of x are identical: I ¼ valueh i and J ¼ valueh i.

NE_INT_3

On entry, p ¼ valueh i, n ¼ valueh i and ns ¼ valueh i.
Constraint: 2� p < ns � min 2p; nð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MAT_INV

Failure to invert Hessian matrix and maxit iterations made: maxit ¼ valueh i.
Failure to invert Hessian matrix plus Heywood case encountered.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.
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NE_NOT_CLOSE_FILE

Cannot close file valueh i.

NE_NOT_WRITE_FILE

Cannot open file valueh i for writing.

NE_REAL_ARRAY_ELEM_CONS

One of the elements of a has exceeded 10 in absolute value (Heywood case).

NE_RESPONSE_LEVEL

For at least one of the p items the responses are all at the same level.

NE_TOO_MANY_ITER

maxit iterations have been performed: maxit ¼ valueh i.

NE_ZERO_DF

Chi-squared statistic has idf degrees of freedom: idf ¼ valueh i.

7 Accuracy

On exit from nag_binary_factor (g11sac) if fail:code ¼ NE_NOERROR or NE_ZERO_DF then the
following condition will be satisfied:

max
0�i�2�p�1

g½i�j jf g < cgetol:

If fail:code ¼ NE_MAT_INV or NE_TOO_MANY_ITER on exit (i.e., maxit iterations have been
performed but the above condition does not hold), then the elements in a, c, alpha and pigam may still
be good approximations to the maximum likelihood estimates. You are advised to inspect the elements
of g to see whether this is confirmed.

8 Parallelism and Performance

nag_binary_factor (g11sac) is threaded by NAG for parallel execution in multithreaded implementations
of the NAG Library.

nag_binary_factor (g11sac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

9.1 Timing

The number of iterations required in the maximum likelihood search depends upon the number of
observed variables, p, and the distance of the starting point you supplied from the solution. The number
of multiplications and divisions performed in an iteration is proportional to p.

9.2 Initial Estimates

You are strongly advised to use the recommended starting values for the elements of a and c.
Divergence may result from values you supplied even if they are very close to the solution. Divergence
may also occur when an item has nearly all its responses at one level.
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9.3 Heywood Cases

As in normal factor analysis, Heywood cases can often occur, particularly when p is small and n not
very big. To overcome this difficulty the maximum likelihood search function is terminated when the
absolute value of one of the �j1 exceeds 10:0. You have the option of deciding whether to exit from
nag_binary_factor (g11sac) (by setting fail:print ¼ NAGERR DEFAULT on entry) or to permit
nag_binary_factor (g11sac) to proceed onwards as if it had exited normally from the maximum
likelihood search function (see fail:print ¼ Nag TRUE or Nag_FALSE on entry). The elements in a, c,
alpha and pigam may still be good approximations to the maximum likelihood estimates. You are
advised to inspect the elements g to see whether this is confirmed.

9.4 Goodness of Fit Statistic

When n is not very large compared to s a goodness-of-fit statistic should not be calculated as many of
the expected frequencies will then be less than 5.

9.5 First and Second Order Margins

The observed and expected percentages of sample members responding to individual and pairs of items
held in the arrays obs and expp on exit can be converted to observed and expected numbers by
multiplying all elements of these two arrays by n=100:0.

10 Example

A program to fit the logit latent variable model to the following data:

Index Score Pattern Observed Frequency
1 0000 154
2 1000 11
3 0001 42
4 0100 49
5 1001 2
6 1100 10
7 0101 27
8 0010 84
9 1101 10

10 1010 25
11 0011 75
12 0110 129
13 1011 30
14 1110 50
15 0111 181
16 1111 121

––––
Total 1000

10.1 Program Text

/* nag_binary_factor (g11sac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>
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int main(void)
{

/* Scalars */
double cgetol, chi, rlogl, siglev;
Integer exit_status, i, pdcm, idf, p, iprint, is;
Integer j, maxit, n, niter, nrx, pdx, pdexpp;
/* Arrays */
double *a = 0, *alpha = 0, *c = 0, *cm = 0, *exf = 0, *expp = 0,

*g = 0, *obs = 0, *pigam = 0, *xl = 0, *y = 0;
Integer *iob = 0, *irl = 0;
char nag_enum_arg[40];
/* NAG Types */
Nag_Boolean *x = 0;
Nag_Boolean chisqr, gprob;
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]
#define CM(I, J) cm[(J-1)*pdcm + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]
#define CM(I, J) cm[(I-1)*pdcm + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_binary_factor (g11sac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &p, &n, &is);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &p, &n, &is);

#endif
if (p > 0 && is >= 0) {

/* Allocate arrays */
pdcm = 2 * p;
pdexpp = p;
nrx = is;
if (!(a = NAG_ALLOC(p, double)) ||

!(alpha = NAG_ALLOC(p, double)) ||
!(c = NAG_ALLOC(p, double)) ||
!(cm = NAG_ALLOC(pdcm * 2 * p, double)) ||
!(exf = NAG_ALLOC(is, double)) ||
!(expp = NAG_ALLOC(pdexpp * p, double)) ||
!(g = NAG_ALLOC(2 * p, double)) ||
!(obs = NAG_ALLOC(p * p, double)) ||
!(pigam = NAG_ALLOC(p, double)) ||
!(xl = NAG_ALLOC(is, double)) ||
!(y = NAG_ALLOC(is, double)) ||
!(iob = NAG_ALLOC(is, Integer)) ||
!(irl = NAG_ALLOC(is, Integer)) ||
!(x = NAG_ALLOC(nrx * p, Nag_Boolean)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (order == Nag_ColMajor)
pdx = nrx;
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else
pdx = p;

for (i = 1; i <= is; ++i) {
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &irl[i - 1]);
#else

scanf("%" NAG_IFMT "", &irl[i - 1]);
#endif

for (j = 1; j <= p; ++j) {
#ifdef _WIN32

scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));
#else

scanf(" %39s", nag_enum_arg);
#endif

/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

X(i, j) = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
}

#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}
gprob = Nag_FALSE;
for (i = 1; i <= p; ++i) {

a[i - 1] = 0.5;
c[i - 1] = 0.0;

}

/* Set iprint > 0 to obtain intermediate output */
iprint = -1;
cgetol = 1e-4;
maxit = 1000;
chisqr = Nag_TRUE;

/* nag_binary_factor (g11sac).
* Contingency table, latent variable model for binary data
*/

nag_binary_factor(order, p, n, gprob, is, x, pdx, irl, a, c, iprint,
0, cgetol, maxit, chisqr, &niter, alpha, pigam,
cm, pdcm, g, expp, pdexpp, obs, exf, y, iob, &rlogl,
&chi, &idf, &siglev, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_binary_factor (g11sac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("Item Alpha (s.e.) Pi (s.e.)\n");
for (i = 1; i <= p; i++)

printf(" %" NAG_IFMT " %g (%10g) %g (%10g)\n", i,
alpha[i - 1], CM(2 * i - 1, 2 * i - 1), pigam[i - 1], CM(2 * i,

2 * i));
printf("\n");
printf("Index Observed Expected Theta Pattern\n");
printf(" Frequency Frequency Score\n");
for (i = 1; i <= is; i++) {

printf("%4" NAG_IFMT "%10" NAG_IFMT "%13.3f%13.7f ", i, irl[i - 1],
exf[i - 1], y[i - 1]);

for (j = 1; j <= p; j++) {
if (X(i, j) == Nag_TRUE)

printf("%3s", "T");
else

printf("%3s", "F");
}
printf("\n");

}
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printf("\n");
printf("Chi-squared test statistic = %g\n", chi);
printf("Degrees of freedom = %" NAG_IFMT "\n", idf);
printf("Significance = %g\n", siglev);

}

END:
NAG_FREE(a);
NAG_FREE(alpha);
NAG_FREE(c);
NAG_FREE(cm);
NAG_FREE(exf);
NAG_FREE(expp);
NAG_FREE(g);
NAG_FREE(obs);
NAG_FREE(pigam);
NAG_FREE(xl);
NAG_FREE(y);
NAG_FREE(iob);
NAG_FREE(irl);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_binary_factor (g11sac) Example Program Data
4 1000 16
154 Nag_FALSE Nag_FALSE Nag_FALSE Nag_FALSE
11 Nag_TRUE Nag_FALSE Nag_FALSE Nag_FALSE
42 Nag_FALSE Nag_FALSE Nag_FALSE Nag_TRUE
49 Nag_FALSE Nag_TRUE Nag_FALSE Nag_FALSE
2 Nag_TRUE Nag_FALSE Nag_FALSE Nag_TRUE

10 Nag_TRUE Nag_TRUE Nag_FALSE Nag_FALSE
27 Nag_FALSE Nag_TRUE Nag_FALSE Nag_TRUE
84 Nag_FALSE Nag_FALSE Nag_TRUE Nag_FALSE
10 Nag_TRUE Nag_TRUE Nag_FALSE Nag_TRUE
25 Nag_TRUE Nag_FALSE Nag_TRUE Nag_FALSE
75 Nag_FALSE Nag_FALSE Nag_TRUE Nag_TRUE

129 Nag_FALSE Nag_TRUE Nag_TRUE Nag_FALSE
30 Nag_TRUE Nag_FALSE Nag_TRUE Nag_TRUE
50 Nag_TRUE Nag_TRUE Nag_TRUE Nag_FALSE

181 Nag_FALSE Nag_TRUE Nag_TRUE Nag_TRUE
121 Nag_TRUE Nag_TRUE Nag_TRUE Nag_TRUE

10.3 Program Results

nag_binary_factor (g11sac) Example Program Results

Item Alpha (s.e.) Pi (s.e.)
1 1.04546 ( 0.148087) 0.218165 ( 0.0173623)
2 1.40938 ( 0.178937) 0.604378 ( 0.0216392)
3 2.65916 ( 0.524787) 0.834117 ( 0.0357898)
4 1.12169 ( 0.139581) 0.484569 ( 0.0198529)

Index Observed Expected Theta Pattern
Frequency Frequency Score

1 154 147.061 -1.2734819 F F F F
2 11 13.444 -0.8730745 T F F F
3 42 42.420 -0.8462392 F F F T
4 49 54.818 -0.7468559 F T F F
5 2 5.886 -0.4941459 T F F T
6 10 8.410 -0.3994612 T T F F
7 27 27.511 -0.3743185 F T F T
8 84 92.062 -0.3319600 F F T F
9 10 6.237 -0.0186861 T T F T

10 25 21.847 0.0272335 T F T F
11 75 73.835 0.0549022 F F T T
12 129 123.766 0.1618022 F T T F
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13 30 26.899 0.4658727 T F T T
14 50 50.881 0.5913486 T T T F
15 181 179.564 0.6256343 F T T T
16 121 125.360 1.1444100 T T T T

Chi-squared test statistic = 9.02731
Degrees of freedom = 7
Significance = 0.250701
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NAG Library Function Document

nag_binary_factor_service (g11sbc)

1 Purpose

nag_binary_factor_service (g11sbc) is a service function which may be used prior to calling
nag_binary_factor (g11sac) to calculate the frequency distribution of a set of dichotomous score
patterns.

2 Specification

#include <nag.h>
#include <nagg11.h>

void nag_binary_factor_service (Nag_OrderType order, Integer p, Integer n,
Integer *ns, Nag_Boolean x[], Integer pdx, Integer irl[],
NagError *fail)

3 Description

When each of n individuals responds to each of p dichotomous variables the data assumes the form of
the matrix X defined below

X ¼

x11 x12 . . . x1p
x21 x22 . . . x2p

..

. ..
. ..

.

xn1 xn2 . . . xnp

26664
37775 ¼

x1
x2
..
.

xn

26664
37775;

where the x take the value of 0 or 1 and xl ¼ xl1; xl2; . . . ; xlp
� �

, for l ¼ 1; 2; . . . ; n, denotes the score
pattern of the lth individual. nag_binary_factor_service (g11sbc) calculates the number of different
score patterns, s, and the frequency with which each occurs. This information can then be passed to
nag_binary_factor (g11sac).

4 References

None.

5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: p – Integer Input

On entry: p, the number of dichotomous variables.

Constraint: p 	 3.
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3: n – Integer Input

On entry: n, the number of individuals in the sample.

Constraint: n 	 7.

4: ns – Integer * Output

On exit: the number of different score patterns, s.

5: x½dim� – Nag_Boolean Input/Output

Note: the dimension, dim, of the array x must be at least

max 1;pdx� pð Þ when order ¼ Nag ColMajor;
max 1;n� pdxð Þ when order ¼ Nag RowMajor.

Where X i; jð Þ appears in this document, it refers to the array element

x½ j� 1ð Þ � pdxþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � pdxþ j� 1� when order ¼ Nag RowMajor.

On entry: X i; jð Þ must be set equal to Nag_TRUE if xij ¼ 1, and Nag_FALSE if xij ¼ 0, for
i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; p.

On exit: the first s rows of x contain the s different score patterns.

6: pdx – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array x.

Constraints:

if order ¼ Nag ColMajor, pdx 	 n;
if order ¼ Nag RowMajor, pdx 	 p.

7: irl½n� – Integer Output

On exit: the frequency with which the lth row of x occurs, for l ¼ 1; 2; . . . ; s.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 7.

On entry, p ¼ valueh i.
Constraint: p 	 3.
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On entry, pdx ¼ valueh i.
Constraint: pdx > 0.

NE_INT_2

On entry, pdx ¼ valueh i and n ¼ valueh i.
Constraint: pdx 	 n.

On entry, pdx ¼ valueh i and p ¼ valueh i.
Constraint: pdx 	 p.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Exact.

8 Parallelism and Performance

nag_binary_factor_service (g11sbc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_binary_factor_service (g11sbc) is small and increases with n.

10 Example

This example counts the frequencies of different score patterns in the following list:

Score Patterns
000
010
111
000
001
000
000
110
001
011

10.1 Program Text

/* nag_binary_factor_service (g11sbc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, p, ns, j, n, nrx, pdx;
/* Arrays */
char nag_enum_arg[40];
Integer *irl = 0;
Nag_Boolean *x = 0;
Nag_OrderType order;
NagError fail;

#ifdef NAG_COLUMN_MAJOR
#define X(I, J) x[(J-1)*pdx + I - 1]

order = Nag_ColMajor;
#else
#define X(I, J) x[(I-1)*pdx + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;
printf("nag_binary_factor_service (g11sbc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &p);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &p);

#endif

if (n > 0 && p > 0) {
/* Allocate arrays */
nrx = n;
if (!(irl = NAG_ALLOC(n, Integer)) ||

!(x = NAG_ALLOC(nrx * p, Nag_Boolean)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (order == Nag_ColMajor)
pdx = nrx;

else
pdx = p;

for (i = 1; i <= n; ++i) {
for (j = 1; j <= p; ++j) {

#ifdef _WIN32
scanf_s(" %39s", nag_enum_arg, (unsigned)_countof(nag_enum_arg));

#else
scanf(" %39s", nag_enum_arg);

#endif
/* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

X(i, j) = (Nag_Boolean) nag_enum_name_to_value(nag_enum_arg);
}
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#ifdef _WIN32
scanf_s("%*[^\n] ");

#else
scanf("%*[^\n] ");

#endif
}

/* nag_binary_factor_service (g11sbc).
* Frequency count for nag_binary_factor (g11sac)
*/

nag_binary_factor_service(order, p, n, &ns, x, pdx, irl, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_binary_factor_service (g11sbc).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n");
printf("Frequency Score pattern\n");
printf("\n");
for (i = 1; i <= ns; ++i) {

printf("%5" NAG_IFMT " ", irl[i - 1]);
for (j = 1; j <= p; ++j)

printf("%-9s ", nag_enum_value_to_name(X(i, j)));

printf("\n");
}

}

END:
NAG_FREE(irl);
NAG_FREE(x);

return exit_status;
}

10.2 Program Data

nag_binary_factor_service (g11sbc) Example Program Data
10 3
Nag_FALSE Nag_FALSE Nag_FALSE
Nag_FALSE Nag_TRUE Nag_FALSE
Nag_TRUE Nag_TRUE Nag_TRUE
Nag_FALSE Nag_FALSE Nag_FALSE
Nag_FALSE Nag_FALSE Nag_TRUE
Nag_FALSE Nag_FALSE Nag_FALSE
Nag_FALSE Nag_FALSE Nag_FALSE
Nag_TRUE Nag_TRUE Nag_FALSE
Nag_FALSE Nag_FALSE Nag_TRUE
Nag_FALSE Nag_TRUE Nag_TRUE

10.3 Program Results

nag_binary_factor_service (g11sbc) Example Program Results

Frequency Score pattern

4 Nag_FALSE Nag_FALSE Nag_FALSE
1 Nag_FALSE Nag_TRUE Nag_FALSE
1 Nag_TRUE Nag_TRUE Nag_TRUE
2 Nag_FALSE Nag_FALSE Nag_TRUE
1 Nag_TRUE Nag_TRUE Nag_FALSE
1 Nag_FALSE Nag_TRUE Nag_TRUE
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NAG Library Chapter Contents

g12 – Survival Analysis

g12 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g12aac 4 nag_prod_limit_surviv_fn
Computes Kaplan–Meier (product-limit) estimates of survival probabilities

g12abc 23 nag_surviv_logrank
Computes rank statistics for comparing survival curves

g12bac 6 nag_surviv_cox_model
Fits Cox's proportional hazard model

g12zac 7 nag_surviv_risk_sets
Creates the risk sets associated with the Cox proportional hazards model for
fixed covariates
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1 Scope of the Chapter

This chapter is concerned with statistical techniques used in the analysis of survival/reliability/failure
time data.

Other chapters contain functions which are also used to analyse this type of data. Chapter g02 contains
generalized linear models, Chapter g07 contains functions to fit distribution models, and Chapter g08
contains rank based methods.

2 Background to the Problems

2.1 Introduction to Terminology

This chapter is concerned with the analysis on the time, t, to a single event. This type of analysis occurs
commonly in two areas. In medical research it is known as survival analysis and is often the time from
the start of treatment to the occurrence of a particular condition or of death. In engineering it is
concerned with reliability and the analysis of failure times, that is how long a component can be used
until it fails. In this chapter the time t will be referred to as the failure time.

Let the probability density function of the failure time be f tð Þ, then the survivor function, S tð Þ, which
is the probability of surviving to at least time t, is given by

S tð Þ ¼
Z 1
t

f �ð Þ d� ¼ 1� F tð Þ

where F tð Þ is the cumulative density function. The hazard function, � tð Þ, is the probability that failure
occurs at time t given that the individual survived up to time t, and is given by

� tð Þ ¼ f tð Þ=S tð Þ:

The cumulative hazard rate is defined as

� tð Þ ¼
Z t

0
� �ð Þ d�;

hence S tð Þ ¼ e�� tð Þ.

It is common in survival analysis for some of the data to be right-censored. That is, the exact failure
time is not known, only that failure occurred after a known time. This may be due to the experiment
being terminated before all the individuals have failed, or an individual being removed from the
experiment for a reason not connected with effects being tested in the experiment. The presence of
censored data leads to complications in the analysis.

2.2 Rank Statistics

There are a number of different rank statistics described in the literature, the most common being the
logrank statistic. All of these statistics are designed to test the null hypothesis

H0 : S1 tð Þ ¼ S2 tð Þ ¼ � � � ¼ Sg tð Þ; t � �
where Sj is the survivor function for group j, g is the number of groups being tested and � is the largest
observed time, against the alternative hypothesis

H1 : at least one of the Sj tð Þ differ, for some t � � .
A rank statistics T is calculated as follows:

Let ti, for i ¼ 1; 2; . . . ; nd, denote the list of distinct failure times across all g groups and wi a series of
nd weights.

Let dij denote the number of failures at time ti in group j and nij denote the number of observations in
the group j that are known to have not failed prior to time ti, i.e., the size of the risk set for group j at
time ti. If a censored observation occurs at time ti then that observation is treated as if the censoring
had occurred slightly after ti and therefore the observation is counted as being part of the risk set at
time ti.
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Finally let

di ¼
Xg
j¼1
dij and ni ¼

Xg
j¼1
nij:

The (weighted) number of observed failures in the jth group, Oj, is therefore given by

Oj ¼
Xnd
i¼1
widij

and the (weighted) number of expected failures in the jth group, Ej, by

Ej ¼
Xnd
i¼1
wi
nijdi
ni

and if x denote the vector of differences x ¼ O1 � E1; O2 � E2; . . . ; Og � Eg

� �
Vjk ¼

Xnd
i¼1
w2
i

di ni � dið Þ ninikIjk � nijnik
� �
n2i ni � 1ð Þ

� �
where Ijk ¼ 1 if j ¼ k and 0 otherwise, then the rank statistic, T , is calculated as

T ¼ xV �xT

where V � denotes a generalized inverse of the matrix V .

Under the null hypothesis, T � �2
� where the degrees of freedom, �, is taken as the rank of the matrix

V .

The different rank statistics are defined by using different weights in the above calculations, for
example

logrank statistic wi ¼ 1

Wilcoxon rank statistic wi ¼ ni
Tarone–Ware rank statistic wi ¼

ffiffiffiffiffi
ni
p

Peto–Peto rank statistic wi ¼ ~S tið Þ where ~S tið Þ ¼
Q
tj�ti

nj�djþ1
njþ1

2.3 Estimating the Survivor Function and Hazard Plotting

The most common estimate of the survivor function for censored data is the Kaplan–Meier or
product-limit estimate,

Ŝ tð Þ ¼
Yi
j¼1

nj � dj
nj

� �
; ti � t < tiþ1

where dj is the number of failures occurring at time tj out of nj surviving to tj. This is a step function
with steps at each failure time but not at censored times.

As S tð Þ ¼ e�� tð Þ the cumulative hazard rate can be estimated by

�̂ tð Þ ¼ �log Ŝ tð Þ
� �

:

A plot of �̂ tð Þ or log �̂ tð Þ
� �

against t or log tð Þ is often useful in identifying a suitable parametric

model for the survivor times. The following relationships can be used in the identification.

(a) Exponential distribution: � tð Þ ¼ �t.
(b) Weibull distribution: log � tð Þð Þ ¼ log�þ �log tð Þ.
(c) Gompertz distribution: log � tð Þð Þ ¼ log�þ �t.
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(d) Extreme value (smallest) distribution: log � tð Þð Þ ¼ � t� �ð Þ.

2.4 Proportional Hazard Models

Often in the analysis of survival data the relationship between the hazard function and the number of
explanatory variables or covariates is modelled. The covariates may be, for example, group or treatment
indicators or measures of the state of the individual at the start of the observational period. There are
two types of covariate time independent covariates such as those described above which do not change
value during the observational period and time dependent covariates. The latter can be classified as
either external covariates, in which case they are not directly involved with the failure mechanism, or as
internal covariates which are time dependent measurements taken on the individual.

The most common function relating the covariates to the hazard function is the proportional hazard
function

� t; zð Þ ¼ �0 tð Þ exp �Tz
� �

where �0 tð Þ is a baseline hazard function, z is a vector of covariates and � is a vector of unknown
parameters. The assumption is that the covariates have a multiplicative effect on the hazard.

The form of �0 tð Þ can be one of the distributions considered above or a nonparametric function. In the
case of the exponential, Weibull and extreme value distributions the proportional hazard model can be
fitted to censored data using the method described by Aitkin and Clayton (1980) which uses a
generalized linear model with Poisson errors. Other possible models are the gamma distribution and the
log-normal distribution.

2.5 Cox's Proportional Hazard Model

Rather than using a specified form for the hazard function, Cox (1972) considered the case when �0 tð Þ
was an unspecified function of time. To fit such a model assuming fixed covariates a marginal
likelihood is used. For each of the times at which a failure occurred, ti, the set of those who were still
in the study is considered this includes any that were censored at ti. This set is known as the risk set for
time ti and denoted by R tið Þ. Given the risk set the probability that out of all possible sets of di subjects
that could have failed the actual observed di cases failed can be written as

exp sTi �
� �P

exp zTl �
� � ð1Þ

where si is the sum of the covariates of the di individuals observed to fail at ti and the summation is
over all distinct sets of ni individuals drawn from R tið Þ. This leads to a complex likelihood. If there are
no ties in failure times the likelihood reduces to

L ¼
Ynd
i¼1

exp zTi �
� �P

l2R tið Þexp zTl �
� �h i ð2Þ

where nd is the number of distinct failure times. For cases where there are ties the following
approximation, due to Peto [2], can be used:

L ¼
Ynd
i¼1

exp sTi �
� �

P
l2R tið Þexp zTl �

� �h idi : ð3Þ

Having fitted the model an estimate of the baseline survivor function (derived from �0 tð Þ and the
residuals) can be computed to examine the suitability of the model, in particular the proportional hazard
assumption.

3 Recommendations on Choice and Use of Available Functions

The following functions are available.

nag_prod_limit_surviv_fn (g12aac) computes Kaplan–Meier estimates of the survivor function and their
standard deviations.
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nag_surviv_logrank (g12abc) performs a comparison of survival curves using rank statistics.

nag_surviv_cox_model (g12bac) fits the Cox proportional hazards model for fixed covariates.

nag_surviv_risk_sets (g12zac) creates the risk sets associated with the Cox proportional hazards model
for fixed covariates.

Depending on the rank statistic required, it may be necessary to call nag_surviv_logrank (g12abc)
twice, once to calculate the number of failures (di) and the total number of observations (ni) at time ti,
to facilitate in the computation of the required weights, and once to calculate the required rank
statistics.

The following functions from other chapters may also be useful in the analysis of survival data.

nag_mills_ratio (g01mbc) computes the reciprocal of Mills' Ratio, that is the hazard rate for the Normal
distribution.

nag_glm_poisson (g02gcc) fits a generalized linear model with Poisson errors (see Aitkin and Clayton
(1980)).

nag_glm_gamma (g02gdc) fits a generalized linear model with gamma errors.

nag_censored_normal (g07bbc) fits a Normal distribution to censored data.

nag_estim_weibull (g07bec) fits a Weibull distribution to censored data.

nag_rank_regsn_censored (g08rbc) fits a linear model using likelihood based on ranks to censored data
(see Kalbfleisch and Prentice (1980)).

nag_condl_logistic (g11cac) fits a conditional logistic model. When applied to the risk sets generated by
nag_surviv_risk_sets (g12zac) it fits the Cox proportional hazards model by exact marginal likelihood
in the presence of tied observations.

4 Functionality Index

Cox's proportional hazard model,
create the risk sets ............................................................................... nag_surviv_risk_sets (g12zac)
parameter estimates and other statistics .......................................... nag_surviv_cox_model (g12bac)

Survival,
Rank statistics ........................................................................................ nag_surviv_logrank (g12abc)

Survivor function .............................................................................. nag_prod_limit_surviv_fn (g12aac)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

7 References

Aitkin M and Clayton D (1980) The fitting of exponential, Weibull and extreme value distributions to
complex censored survival data using GLIM Appl. Statist. 29 156–163

Cox D R (1972) Regression models in life tables (with discussion) J. Roy. Statist. Soc. Ser. B 34 187–
220

Gross A J and Clark V A (1975) Survival Distributions: Reliability Applications in the Biomedical
Sciences Wiley

Kalbfleisch J D and Prentice R L (1980) The Statistical Analysis of Failure Time Data Wiley
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NAG Library Function Document

nag_prod_limit_surviv_fn (g12aac)

1 Purpose

nag_prod_limit_surviv_fn (g12aac) computes the Kaplan–Meier, (or product-limit), estimates of
survival probabilities for a sample of failure times.

2 Specification

#include <nag.h>
#include <nagg12.h>

void nag_prod_limit_surviv_fn (Integer n, const double t[],
const Integer ic[], const Integer freq[], Integer *nd, double tp[],
double p[], double psig[], NagError *fail)

3 Description

A survivor function, S tð Þ, is the probability of surviving to at least time t with S tð Þ ¼ 1� F tð Þ, where
F tð Þ is the cumulative distribution function of the failure times. The Kaplan–Meier or product limit
estimator provides an estimate of S tð Þ, Ŝ tð Þ, from sample of failure times which may be progressively
right-censored.

Let ti, i ¼ 1; 2; . . . ; nd, be the ordered distinct failure times for the sample of observed failure/censored
times, and let the number of observations in the sample that have not failed by time ti be ni. If a failure
and a loss (censored observation) occur at the same time ti, then the failure is treated as if it had
occurred slightly before time ti and the loss as if it had occurred slightly after ti.

The Kaplan–Meier estimate of the survival probabilities is a step function which in the interval ti to
tiþ1 is given by

Ŝ tð Þ ¼
Yi
j¼1

nj � dj
nj

� �
where dj is the number of failures occurring at time tj.

nag_prod_limit_surviv_fn (g12aac) computes the Kaplan–Meier estimates and the corresponding

estimates of the variances, v̂ar Ŝ tð Þ
� �

, using Greenwood's formula,

v̂ar Ŝ tð Þ
� �

¼ Ŝ tð Þ2
Xi
j¼1

dj

nj nj � dj
� �:

4 References

Gross A J and Clark V A (1975) Survival Distributions: Reliability Applications in the Biomedical
Sciences Wiley

Kalbfleisch J D and Prentice R L (1980) The Statistical Analysis of Failure Time Data Wiley

5 Arguments

1: n – Integer Input

On entry: the number of failure and censored times given in t.

Constraint: n 	 2.
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2: t½n� – const double Input

On entry: the failure and censored times; these need not be ordered.

3: ic½n� – const Integer Input

On entry: ic½i � 1� contains the censoring code of the ith observation, for i ¼ 1; 2; . . . ;n.

ic½i� 1� ¼ 0
The ith observation is a failure time.

ic½i� 1� ¼ 1
The ith observation is right-censored.

Constraint: ic½i� 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ;n.

4: freq½n� – const Integer Input

On entry: indicates whether frequencies are provided for each failure and censored time point. If
frequencies are provided then freq must be dimensioned at least n. If the failure and censored
times are to be considered as single observations, i.e., a frequency of 1 is to be assumed then
freq must be set to NULL.

Constraint: either freq ¼ Integer�ð Þ0 or freq½i � 1� 	 0, for i ¼ 1; 2; . . . ; n.

5: nd – Integer * Output

On exit: the number of distinct failure times, nd.

6: tp½n� – double Output

On exit: tp½i � 1� contains the ith ordered distinct failure time, ti, for i ¼ 1; 2; . . . ; nd.

7: p½n� – double Output

On exit: p½i� 1� contains the Kaplan–Meier estimate of the survival probability, Ŝ tð Þ, for time
tp½i � 1�, for i ¼ 1; 2; . . . ; nd.

8: psig½n� – double Output

On exit: psig½i � 1� contains an estimate of the standard deviation of p½i � 1�, for i ¼ 1; 2; . . . ; nd.

9: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.
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NE_INVALID_CENSOR_CODE

On entry, ic½ valueh i� ¼ valueh i. The censor code for an observation must be either 0 or 1.

NE_INVALID_FREQ

On entry, freq½ valueh i� ¼ valueh i. The value of frequency for an observation must be 	 0.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_prod_limit_surviv_fn (g12aac) is not threaded in any implementation.

9 Further Comments

If there are no censored observations, Ŝ tð Þ, reduces to the ordinary binomial estimate of the probability
of survival at time t.

10 Example

The remission times for a set of 21 leukaemia patients at 18 distinct time points are read in and the
Kaplan–Meier estimate computed and printed. For further details see page 242 of Gross and Clark
(1975).

10.1 Program Text

/* nag_prod_limit_surviv_fn (g12aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg12.h>

int main(void)
{

Integer exit_status = 0, i, *ic = 0, *ifreq = 0, n, nd;
NagError fail;
double *p = 0, *psig = 0, *t = 0, *tp = 0;

INIT_FAIL(fail);

printf("nag_prod_limit_surviv_fn (g12aac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " ", &n);

#else
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scanf("%" NAG_IFMT " ", &n);
#endif

if (n >= 2) {
if (!(psig = NAG_ALLOC(n, double)) ||

!(p = NAG_ALLOC(n, double)) ||
!(t = NAG_ALLOC(n, double)) ||
!(tp = NAG_ALLOC(n, double)) ||
!(ifreq = NAG_ALLOC(n, Integer)) || !(ic = NAG_ALLOC(n, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid n.\n");
exit_status = 1;
return exit_status;

}

for (i = 0; i < n; ++i)
#ifdef _WIN32

scanf_s("%lf %" NAG_IFMT " %" NAG_IFMT " ", &t[i], &ic[i], &ifreq[i]);
#else

scanf("%lf %" NAG_IFMT " %" NAG_IFMT " ", &t[i], &ic[i], &ifreq[i]);
#endif

/* nag_prod_limit_surviv_fn (g12aac).
* Computes Kaplan-Meier (product-limit) estimates of
* survival probabilities
*/

nag_prod_limit_surviv_fn(n, t, ic, ifreq, &nd, tp, p, psig, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_prod_limit_surviv_fn (g12aac).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

printf("\n Time Survival Standard\n");
printf(" probability deviation\n\n");
for (i = 0; i < nd; ++i)

printf(" %6.1f%10.3f %10.3f\n", tp[i], p[i], psig[i]);

END:
NAG_FREE(psig);
NAG_FREE(p);
NAG_FREE(t);
NAG_FREE(tp);
NAG_FREE(ifreq);
NAG_FREE(ic);
return exit_status;

}

10.2 Program Data

nag_prod_limit_surviv_fn (g12aac) Example Program Data
18
6.0 1 1 6.0 0 3 7.0 0 1 9.0 1 1 10.0 0 1 10.0 1 1
11.0 1 1 13.0 0 1 16.0 0 1 17.0 1 1 19.0 1 1 20.0 1 1
22.0 0 1 23.0 0 1 25.0 1 1 32.0 1 2 34.0 1 1 35.0 1 1

10.3 Program Results

nag_prod_limit_surviv_fn (g12aac) Example Program Results

Time Survival Standard
probability deviation

6.0 0.857 0.076
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7.0 0.807 0.087
10.0 0.753 0.096
13.0 0.690 0.107
16.0 0.627 0.114
22.0 0.538 0.128
23.0 0.448 0.135
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NAG Library Function Document

nag_surviv_logrank (g12abc)

1 Purpose

nag_surviv_logrank (g12abc) calculates the rank statistics, which can include the logrank test, for
comparing survival curves.

2 Specification

#include <nag.h>
#include <nagg12.h>

void nag_surviv_logrank (Integer n, const double t[], const Integer ic[],
const Integer grp[], Integer ngrp, const Integer ifreq[],
const double wt[], double *ts, Integer *df, double *p, double obsd[],
double expt[], Integer *nd, Integer di[], Integer ni[], Integer ldn,
NagError *fail)

3 Description

A survivor function, S tð Þ, is the probability of surviving to at least time t. Given a series of n failure or
right-censored times from g groups nag_surviv_logrank (g12abc) calculates a rank statistic for testing
the null hypothesis

H0 : S1 tð Þ ¼ S2 tð Þ ¼ � � � ¼ Sg tð Þ; t � �
where � is the largest observed time, against the alternative hypothesis

H1 : at least one of the Si tð Þ differ, for some t � � .
Let ti, for i ¼ 1; 2; . . . ; nd, denote the list of distinct failure times across all g groups and wi a series of
nd weights. Let dij denote the number of failures at time ti in group j and nij denote the number of
observations in the group j that are known to have not failed prior to time ti, i.e., the size of the risk set
for group j at time ti. If a censored observation occurs at time ti then that observation is treated as if
the censoring had occurred slightly after ti and therefore the observation is counted as being part of the
risk set at time ti. Finally let

di ¼
Xg
j¼1
dij and ni ¼

Xg
j¼1
nij:

The (weighted) number of observed failures in the jth group, Oj, is therefore given by

Oj ¼
Xnd
i¼1
widij

and the (weighted) number of expected failures in the jth group, Ej, by

Ej ¼
Xnd
i¼1
wi
nijdi
ni

:

If x denotes the vector of differences x ¼ O1 � E1; O2 � E2; . . . ; Og � Eg

� �
and

Vjk ¼
Xnd
i¼1
w2
i

di ni � dið Þ ninikIjk � nijnik
� �
n2i ni � 1ð Þ

� �
where Ijk ¼ 1 if j ¼ k and 0 otherwise, then the rank statistic, T , is calculated as

T ¼ xV �xT
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where V � denotes a generalized inverse of the matrix V . Under the null hypothesis, T � �2
� where the

degrees of freedom, �, is taken as the rank of the matrix V .

4 References

Gross A J and Clark V A (1975) Survival Distributions: Reliability Applications in the Biomedical
Sciences Wiley

Kalbfleisch J D and Prentice R L (1980) The Statistical Analysis of Failure Time Data Wiley

Rostomily R C, Duong D, McCormick K, Bland M and Berger M S (1994) Multimodality management
of recurrent adult malignant gliomas: results of a phase II multiagent chemotherapy study and analysis
of cytoreductive surgery Neurosurgery 35 378

5 Arguments

1: n – Integer Input

On entry: n, the number of failure and censored times.

Constraint: n 	 2.

2: t½n� – const double Input

On entry: the observed failure and censored times; these need not be ordered.

Constraint: t½i � 1� 6¼ t½j � 1� for at least one i 6¼ j, for i ¼ 1; 2; . . . ; n and j ¼ 1; 2; . . . ; n.

3: ic½n� – const Integer Input

On entry: ic½i � 1� contains the censoring code of the ith observation, for i ¼ 1; 2; . . . ;n.

ic½i� 1� ¼ 0
the ith observation is a failure time.

ic½i� 1� ¼ 1
the ith observation is right-censored.

Constraints:

ic½i � 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ;n;
ic½i� 1� ¼ 0 for at least one i.

4: grp½n� – const Integer Input

On entry: grp½i � 1� contains a flag indicating which group the ith observation belongs in, for
i ¼ 1; 2; . . . ;n.

Constraints:

1 � grp½i � 1� � ngrp, for i ¼ 1; 2; . . . ; n;
each group must have at least one observation.

5: ngrp – Integer Input

On entry: g, the number of groups.

Constraint: 2 � ngrp � n.

6: ifreq½dim� – const Integer Input

Note: the dimension, dim, of the array ifreq must be at least n, unless ifreq is NULL.
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On entry: optionally, the frequency (number of observations) that each entry in t corresponds to.
If ifreq is NULL then each entry in t is assumed to correspond to a single observation, i.e., a
frequency of 1 is assumed.

Constraint: if ifreq is not NULL, ifreq½i � 1� 	 0, for i ¼ 1; 2; . . . ;n.

7: wt½dim� – const double Input

Note: the dimension, dim, of the array wt must be at least ldn, unless wt is NULL.

On entry: optionally, the nd weights, wi, where nd is the number of distinct failure times. If
wt is NULL then wi ¼ 1 for all i.

Constraint: if wt is not NULL, wt½i � 1� 	 0:0, for i ¼ 1; 2; . . . ; nd.

8: ts – double * Output

On exit: T , the test statistic.

9: df – Integer * Output

On exit: �, the degrees of freedom.

10: p – double * Output

On exit: P X 	 Tð Þ, when X � �2
� , i.e., the probability associated with ts.

11: obsd½ngrp� – double Output

On exit: Oi, the observed number of failures in each group.

12: expt½ngrp� – double Output

On exit: Ei, the expected number of failures in each group.

13: nd – Integer * Output

On exit: nd, the number of distinct failure times.

14: di½ldn� – Integer Output

On exit: the first nd elements of di contain di, the number of failures, across all groups, at time
ti.

15: ni½ldn� – Integer Output

On exit: the first nd elements of ni contain ni, the size of the risk set, across all groups, at time
ti.

16: ldn – Integer Input

On entry: the size of arrays di and ni. As nd � n, if nd is not known a priori then a value of n
can safely be used for ldn.

Constraint: ldn 	 nd, the number of unique failure times.

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_GROUP_OBSERV

On entry, group valueh i has no observations.

NE_INT

On entry, ldn ¼ valueh i.
Constraint: ldn 	 valueh i.
On entry, n ¼ valueh i.
Constraint: n 	 2.

NE_INT_2

On entry, ngrp ¼ valueh i and n ¼ valueh i.
Constraint: 2 � ngrp � n.

NE_INT_ARRAY

On entry, grp½ valueh i� ¼ valueh i and ngrp ¼ valueh i.
Constraint: 1 � grp½i� 1� � ngrp.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_INVALID_CENSOR_CODE

On entry, ic½ valueh i� ¼ valueh i.
Constraint: ic½i� 1� ¼ 0 or 1.

NE_INVALID_FREQ

On entry, ifreq½ valueh i� ¼ valueh i.
Constraint: ifreq½i� 1� 	 0.

NE_NEG_WEIGHT

On entry, wt½ valueh i� ¼ valueh i.
Constraint: wt½i� 1� 	 0:0.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_OBSERVATIONS

On entry, all observations are censored.
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NE_TIME_SERIES_IDEN

On entry, all the times in t are the same.

NE_ZERO_DF

The degrees of freedom are zero.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_surviv_logrank (g12abc) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_surviv_logrank (g12abc) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

The use of different weights in the formula given in Section 3 leads to different rank statistics being
calculated. The logrank test has wi ¼ 1, for all i, which is the equivalent of calling nag_surviv_logrank
(g12abc) when wt is NULL. Other rank statistics include Wilcoxon (wi ¼ ni), Tarone–Ware

(wi ¼
ffiffiffiffiffi
ni
p

) and Peto–Peto (wi ¼ ~S tið Þ where ~S tið Þ ¼
Q
tj�ti

nj�djþ1
njþ1 ) amongst others.

Calculation of any test, other than the logrank test, will probably require nag_surviv_logrank (g12abc)
to be called twice, once to calculate the values of ni and di to facilitate in the computation of the
required weights, and once to calculate the test statistic itself.

10 Example

This example compares the time to death for 51 adults with two different types of recurrent gliomas
(brain tumour), astrocytoma and glioblastoma, using a logrank test. For further details on the data see
Rostomily et al. (1994).

10.1 Program Text

/* nag_surviv_logrank (g12abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <ctype.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg12.h>

int main(void)
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{

/* Integer scalar and array declarations */
Integer i, n, ngrp, lfreq, df, nd, ldn, exit_status;
Integer *ic = 0, *grp = 0, *ifreq = 0, *di = 0, *ni = 0;

/* NAG structures */
NagError fail;

/* Double scalar and array declarations */
double ts, p;
double *t = 0, *obsd = 0, *expt = 0;

/* Performing a logrank test, so no weights needed */
double *wt = 0;

exit_status = 0;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_surviv_logrank (g12abc) Example Program Results\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size */
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &n, &ngrp,
&lfreq);

#else
scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT "%*[^\n] ", &n, &ngrp,

&lfreq);
#endif

ldn = n;

/* Allocate memory to input and output arrays */
if (!(t = NAG_ALLOC(n, double)) ||

!(ic = NAG_ALLOC(n, Integer)) ||
!(grp = NAG_ALLOC(n, Integer)) ||
!(obsd = NAG_ALLOC(ngrp, double)) ||
!(expt = NAG_ALLOC(ngrp, double)) ||
!(di = NAG_ALLOC(ldn, Integer)) || !(ni = NAG_ALLOC(ldn, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (lfreq > 0) {
lfreq = n;
if (!(ifreq = NAG_ALLOC(lfreq, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}

/* Read in the times, censored flag, group information and if supplied the
frequencies */

for (i = 0; i < n; i++) {
#ifdef _WIN32

scanf_s("%lf%" NAG_IFMT "%" NAG_IFMT "", &t[i], &ic[i], &grp[i]);
#else

scanf("%lf%" NAG_IFMT "%" NAG_IFMT "", &t[i], &ic[i], &grp[i]);
#endif
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if (lfreq > 0)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ifreq[i]);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ifreq[i]);
#endif

}

/* Calculate the logrank statistic using nag_surviv_logrank (g12abc) */
nag_surviv_logrank(n, t, ic, grp, ngrp, ifreq, wt, &ts, &df, &p, obsd,

expt, &nd, di, ni, ldn, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_surviv_logrank (g12abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the test information */
printf("\n");
printf(" Observed Expected\n");
for (i = 0; i < ngrp; i++)

printf(" %-5s %1" NAG_IFMT " %8.2f %8.2f\n", "Group", i + 1, obsd[i],
expt[i]);

printf("\n");
printf(" No. Unique Failure Times = %3" NAG_IFMT "\n", nd);
printf("\n");
printf(" Test Statistic = %8.4f\n", ts);
printf(" Degrees of Freedom = %3" NAG_IFMT "\n", df);
printf(" p-value = %8.4f\n", p);

END:
NAG_FREE(t);
NAG_FREE(ic);
NAG_FREE(ifreq);
NAG_FREE(wt);
NAG_FREE(grp);
NAG_FREE(obsd);
NAG_FREE(expt);
NAG_FREE(di);
NAG_FREE(ni);

return exit_status;
}

10.2 Program Data

nag_surviv_logrank (g12abc) Example Program Data
51 2 0 :: n, ngrp, lfreq

6.0 0 1
13.0 0 1
21.0 0 1
30.0 0 1
31.0 1 1
37.0 0 1
38.0 0 1
47.0 1 1
49.0 0 1
50.0 0 1
63.0 0 1
79.0 0 1
80.0 1 1
82.0 1 1
82.0 1 1
86.0 0 1
98.0 0 1

149.0 1 1
202.0 0 1
219.0 0 1
10.0 0 2
10.0 0 2
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12.0 0 2
13.0 0 2
14.0 0 2
15.0 0 2
16.0 0 2
17.0 0 2
18.0 0 2
20.0 0 2
24.0 0 2
24.0 0 2
25.0 0 2
28.0 0 2
30.0 0 2
33.0 0 2
34.0 1 2
35.0 0 2
37.0 0 2
40.0 0 2
40.0 0 2
40.0 1 2
46.0 0 2
48.0 0 2
70.0 1 2
76.0 0 2
81.0 0 2
82.0 0 2
91.0 0 2

112.0 0 2
181.0 0 2 :: t,ic,grp

10.3 Program Results

nag_surviv_logrank (g12abc) Example Program Results

Observed Expected
Group 1 14.00 22.48
Group 2 28.00 19.52

No. Unique Failure Times = 36

Test Statistic = 7.4966
Degrees of Freedom = 1
p-value = 0.0062
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NAG Library Function Document

nag_surviv_cox_model (g12bac)

1 Purpose

nag_surviv_cox_model (g12bac) returns parameter estimates and other statistics that are associated with
the Cox proportional hazards model for fixed covariates.

2 Specification

#include <nag.h>
#include <nagg12.h>

void nag_surviv_cox_model (Integer n, Integer m, Integer ns,
const double z[], Integer tdz, const Integer sz[], Integer ip,
const double t[], const Integer ic[], const double omega[],
const Integer isi[], double *dev, double b[], double se[], double sc[],
double cov[], double res[], Integer *nd, double tp[], double sur[],
Integer tdsur, Integer ndmax, double tol, Integer max_iter,
Integer iprint, const char *outfile, NagError *fail)

3 Description

The proportional hazard model relates the time to an event, usually death or failure, to a number of
explanatory variables known as covariates. Some of the observations may be right censored, that is the
exact time to failure is not known, only that it is greater than a known time.

Let ti, for i ¼ 1; 2; . . . ; n be the failure time or censored time for the ith observation with the vector of
p covariates zi. It is assumed that censoring and failure mechanisms are independent. The hazard
function, � t; zð Þ, is the probability that an individual with covariates z fails at time t given that the
individual survived up to time t. In the Cox proportional hazards model (Cox (1972)) � t; zð Þ is of the
form:

� t; zð Þ ¼ �0 tð Þ exp zT� þ !
� �

where �0 is the base-line hazard function, an unspecified function of time, � is a vector of unknown
arguments and ! is a known offset.

Assuming there are ties in the failure times giving nd < n distinct failure times, t 1ð Þ < � � � < t ndð Þ such
that di individuals fail at t ið Þ, it follows that the marginal likelihood for � is well approximated (see
Kalbfleisch and Prentice (1980)) by:

L ¼
Ynd
i¼1

exp sTi � þ !i
� �

P
l2R t ið Þð Þ

exp zTl � þ !l
� �24 35di

ð1Þ

where si is the sum of the covariates of individuals observed to fail at t ið Þ and R t ið Þ
� �

is the set of
individuals at risk just prior to t ið Þ, that is it is all individuals that fail or are censored at time t ið Þ along
with all individuals that survive beyond time t ið Þ. The maximum likelihood estimates (MLEs) of �,

given by �̂, are obtained by maximizing (1) using a Newton–Raphson iteration technique that includes
step halving and utilizes the first and second partial derivatives of (1) which are given by equations (2)
and (3) below:

Uj �ð Þ ¼
@ lnL

@�j
¼
Xnd
i¼1

sji � di�ji �ð Þ
� �

¼ 0 ð2Þ

for j ¼ 1; . . . ; p, where sji is the jth element in the vector si and
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�ji �ð Þ ¼

P
l2R t ið Þð Þ

zjl exp zTl � þ !l
� �

P
l2R t ið Þð Þ

exp zTl � þ !l
� � :

Similarly,

Ihj �ð Þ ¼ �
@2 lnL

@�h@�j
¼
Xnd
i¼1
di�hji ð3Þ

where

�hji ¼

P
l2R t ið Þð Þ

zhlzjl exp zTl � þ !l
� �

P
l2R t ið Þð Þ

exp zTl � þ !l
� � � �hi �ð Þ�ji �ð Þ h; j ¼ 1; . . . ; p:

Uj �ð Þ is the jth component of a score vector and Ihj �ð Þ is the h; jð Þ element of the observed

information matrix I �ð Þ whose inverse I �ð Þ�1 ¼ Ihj �ð Þ
� ��1

gives the variance-covariance matrix of �.

It should be noted that if a covariate or a linear combination of covariates is monotonically increasing
or decreasing with time then one or more of the �j's will be infinite.

If �0 tð Þ varies across � strata, where the number of individuals in the kth stratum is nk, k ¼ 1; . . . ; �
with n ¼

P�
k¼1nk, then rather than maximizing (1) to obtain �̂, the following marginal likelihood is

maximized:

L ¼
Y�
k¼1
Lk; ð4Þ

where Lk is the contribution to likelihood for the nk observations in the kth stratum treated as a single
sample in (1). When strata are included the covariate coefficients are constant across strata but there is a
different base-line hazard function �0.

The base-line survivor function associated with a failure time t ið Þ, is estimated as exp �Ĥ t ið Þ
� �� �

, where

Ĥ t ið Þ
� �

¼
X
t jð Þ�t ið Þ

diP
l2R t jð Þð Þ

exp zTl �̂ þ !l
� �

0BBB@
1CCCA; ð5Þ

where di is the number of failures at time t ið Þ. The residual for the lth observation is computed as:

r tlð Þ ¼ Ĥ tlð Þ exp �zTl �̂ þ !l
� �

where Ĥ tlð Þ ¼ Ĥ t ið Þ
� �

; t ið Þ � tl < t iþ1ð Þ. The deviance is defined as �2�(logarithm of marginal
likelihood). There are two ways to test whether individual covariates are significant: the differences
between the deviances of nested models can be compared with the appropriate �2-distribution; or, the
asymptotic normality of the parameter estimates can be used to form z tests by dividing the estimates
by their standard errors or the score function for the model under the null hypothesis can be used to
form z tests.
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5 Arguments

1: n – Integer Input

On entry: the number of data points, n.

Constraint: n 	 2.

2: m – Integer Input

On entry: the number of covariates in array z.

Constraint: m 	 1.

3: ns – Integer Input

On entry: the number of strata. If ns > 0 then the stratum for each observation must be supplied
in isi.

Constraint: ns 	 0.

4: z½n� tdz� – const double Input

Note: the i; jð Þth element of the matrix Z is stored in z½ i� 1ð Þ � tdzþ j� 1�.
On entry: the ith row must contain the covariates which are associated with the ith failure time
given in t.

5: tdz – Integer Input

On entry: the stride separating matrix column elements in the array z.

Constraint: tdz 	 m.

6: sz½m� – const Integer Input

On entry: indicates which subset of covariates is to be included in the model.

sz½i� 1� 	 1
The jth covariate is included in the model.

sz½i� 1� ¼ 0
The jth covariate is excluded from the model and not referenced.

Constraints:

sz½j� 1� 	 0;
At least one and at most n0 � 1 elements of sz must be nonzero where n0 is the number of
observations excluding any with zero value of isi.

7: ip – Integer Input

On entry: the number of covariates included in the model as indicated by sz.

Constraint: ip ¼ number of nonzero values of sz.
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8: t½n� – const double Input

On entry: the vector of n failure censoring times.

9: ic½n� – const Integer Input

On entry: the status of the individual at time t given in t.

ic½i� 1� ¼ 0
Indicates that the ith individual has failed at time t½i� 1�.

ic½i� 1� ¼ 1
Indicates that the ith individual has been censored at time t½i� 1�.

Constraint: ic½i � 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ; n.

10: omega½n� – const double Input

On entry: if an offset is required then omega must contain the value of !i, for i ¼ 1; 2; . . . ; n.
Otherwise omega must be set NULL.

11: isi½�� – const Integer Input

On entry: if ns > 0 the stratum indicators which also allow data points to be excluded from the
analysis. If ns ¼ 0, isi is not referenced and may be NULL.

isi½i � 1� ¼ k
Indicates that the ith data point is in the kth stratum, for k ¼ 1; 2; . . . ;ns.

isi½i � 1� ¼ 0
Indicates that the ith data point is omitted from the analysis.

Constraint: if ns > 0, 0 � isi½i � 1� � ns, and more than ip values of isi½i � 1� > 0, for
i ¼ 1; 2; . . . ;n.

12: dev – double * Output

On exit: the deviance, that is �2�(maximized log marginal likelihood).

13: b½ip� – double Input/Output

On entry: initial estimates of the covariate coefficient arguments �. b½j� 1� must contain the
initial estimate of the coefficient of the covariate in z corresponding to the jth nonzero value of
sz.

Suggested value: In many cases an initial value of zero for b½j� 1� may be used. For other
suggestions see Section 9.

On exit: b½j� 1� contains the estimate �̂i, the coefficient of the covariate stored in the ith column
of z where i is the jth nonzero value in the array sz.

14: se½ip� – double Output

On exit: se½j� 1� is the asymptotic standard error of the estimate contained in b½j� 1� and score
function in sc½j� 1� for j ¼ 1; 2; . . . ; ip.

15: sc½ip� – double Output

On exit: sc½j� 1� is the value of the score function, Uj �ð Þ, for the estimate contained in b½j� 1�.

16: cov½ip� ipþ 1ð Þ� – double Output

On exit: the variance-covariance matrix of the parameter estimates in b stored in packed form by
column, i.e., the covariance between the parameter estimates given in b½i� 1� and b½j� 1�, j 	 i,
is stored in cov j j� 1ð Þ=2þ ið Þ.

g12bac NAG Library Manual

g12bac.4 Mark 26



17: res½n� – double Output

On exit: the residuals, r tlð Þ, l ¼ 1; 2; . . . ;n.

18: nd – Integer * Output

On exit: the number of distinct failure times.

19: tp½ndmax� – double Output

On exit: tp½i� 1� contains the ith distinct failure time, for i ¼ 1; 2; . . . ;nd.

20: sur½ndmax� tdsur� – double Output

Note: the i; jð Þth element of the matrix is stored in sur½ i� 1ð Þ � tdsurþ j� 1�.
On exit: if ns ¼ 0, sur i; 1ð Þ contains the estimated survival function for the ith distinct failure
time.

If ns > 0, sur i; kð Þ contains the estimated survival function for the ith distinct failure time in the
kth stratum.

21: tdsur – Integer Input

On entry: the stride separating matrix column elements in the array sur.

Constraint: tdsur 	 max ns; 1ð Þ.

22: ndmax – Integer Input

On entry: the second dimension of the array sur.

Constraint: ndmax 	 the number of distinct failure times. This is returned in nd.

23: tol – double Input

On entry: indicates the accuracy required for the estimation. Convergence is assumed when the
decrease in deviance is less than tol�(1:0þCurrentDeviance). This corresponds approximately to
an absolute precision if the deviance is small and a relative precision if the deviance is large.

Constraint: tol 	 10�machine precision.

24: max iter – Integer Input

On entry: the maximum number of iterations to be used for computing the estimates. If max_iter
is set to 0 then the standard errors, score functions, variance-covariance matrix and the survival
function are computed for the input value of � in b but � is not updated.

Constraint: max iter 	 0.

25: iprint – Integer Input

On entry: indicates if the printing of information on the iterations is required.

iprint � 0
There is no printing.

iprint 	 1
The deviance and the current estimates are printed every iprint iterations.

26: outfile – const char * Input

On entry: the name of the file into which information is to be output. If outfile is set to NULL or
to the string ‘stdout’, then the monitoring information is output to stdout.
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27: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdsur ¼ valueh i while ns ¼ valueh i. These arguments must satisfy tdsur 	 ns.

On entry, tdz ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdz 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARRAY_CONS

The contents of array ic are not valid.
Constraint: not all values of ic can be 1.

NE_G12BA_CONV

Convergence has not been achieved in max_iter iterations. The progress towards convergence
can be examined by using by setting iprint to 	 1. Any non-convergence may be due to a linear
combination of covariates being monotonic with time. Full results are returned.

NE_G12BA_DEV

In the current iteration 10 step halvings have been performed without decreasing the deviance
from the previous iteration. Convergence is assumed.

NE_G12BA_MAT_SING

The matrix of second partial derivatives is singular. Try different starting values or include fewer
covariates.

NE_G12BA_NDMAX

On entry, ndmax is ¼ valueh i while the output value of nd ¼ valueh i.
Constraint: ndmax 	 nd.

NE_G12BA_OVERFLOW

Overflow has been detected. Try different starting values.

NE_G12BA_SZ_IP

On entry, ip ¼ valueh i and the number of nonzero values of sz ¼ valueh i.
Constraint: ip ¼ the number of nonzero values of sz.

NE_G12BA_SZ_ISI

On entry, the number of values of sz½i� > 0 is valueh i, n ¼ valueh i and excluded observations
with isi½i� ¼ 0 is valueh i.
Constraint: the number of values of nonzero sz must be less than n� excluded observations.

NE_INT_ARG_LT

On entry, m ¼ valueh i.
Constraint: m 	 1.

On entry, max_iter must not be less than 0: max iter ¼ valueh i.
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On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, ns ¼ valueh i.
Constraint: ns 	 0.

On entry, tdsur ¼ valueh i.
Constraint: tdsur 	 1.

NE_INT_ARRAY_CONS

On entry, ic½ valueh i� ¼ valueh i.
Constraint: ic½ valueh i� ¼ 0 or 1.

On entry, isi½ valueh i� ¼ valueh i.
Constraint: 0 � isi½ valueh i� � ns.

On entry, sz½ valueh i� ¼ valueh i.
Constraint: sz½ valueh i� 	 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

NE_NOT_APPEND_FILE

Cannot open file outfile for appending.

NE_NOT_CLOSE_FILE

Cannot close file outfile.

NE_REAL_MACH_PREC

On entry, tol ¼ valueh i, machine precision nag machine precisionð Þ ¼ valueh i.
Constraint: tol 	 10:0�machine precision.

7 Accuracy

The accuracy is specified by tol.

8 Parallelism and Performance

nag_surviv_cox_model (g12bac) is not threaded in any implementation.

9 Further Comments

nag_surviv_cox_model (g12bac) uses mean centering which involves subtracting the means from the
covariables prior to computation of any statistics. This helps to minimize the effect of outlying
observations and accelerates convergence.

If the initial estimates are poor then there may be a problem with overflow in calculating exp �Tzið Þ or
there may be non-convergence. Reasonable estimates can often be obtained by fitting an exponential
model using nag_glm_poisson (g02gcc).

10 Example

The data are the remission times for two groups of leukemia patients (see Gross and Clark (1975)
p242). A dummy variable indicates which group they come from. An initial estimate is computed using
the exponential model and then the Cox proportional hazard model is fitted and parameter estimates and
the survival function are printed.
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10.1 Program Text

/* nag_surviv_cox_model (g12bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
*
* NAG C Library
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg02.h>
#include <nagg12.h>

int main(void)
{

Integer exit_status = 0, i, *ic = 0, ip, ip1, iprint, irank, *isi = 0, j, m,
maxit;

Integer n, nd, ndmax, ns, *sz = 0, tdsur, tdv;
double dev, df, tol;
double *b = 0, *cov = 0, *offset = 0, *omega = 0, *res = 0, *sc = 0;
double *se = 0, *sur = 0, *t = 0, *tp = 0, *v = 0, *y = 0, *z = 0;
NagError fail;

#define Z(I, J) z[((I) -1)*m +(J) -1]

INIT_FAIL(fail);

printf("nag_surviv_cox_model (g12bac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT

" ", &n, &m, &ns, &maxit, &iprint);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT " %" NAG_IFMT
" ", &n, &m, &ns, &maxit, &iprint);

#endif
ndmax = 42;
tdsur = MAX(1, ns);
if (!(z = NAG_ALLOC(n * m, double))

|| !(sz = NAG_ALLOC(m, Integer))
|| !(t = NAG_ALLOC(n, double))
|| !(ic = NAG_ALLOC(n, Integer))
|| !(omega = NAG_ALLOC(n, double))
|| !(isi = NAG_ALLOC(n, Integer))
|| !(res = NAG_ALLOC(n, double))
|| !(sur = NAG_ALLOC(ndmax * tdsur, double))
|| !(tp = NAG_ALLOC(ndmax, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (ns > 0) {
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
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scanf_s("%lf", &t[i - 1]);
#else

scanf("%lf", &t[i - 1]);
#endif

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &Z(i, j));
#else

scanf("%lf", &Z(i, j));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ic[i - 1]);
#else

scanf("%" NAG_IFMT "", &ic[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &isi[i - 1]);
#else

scanf("%" NAG_IFMT "", &isi[i - 1]);
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &t[i - 1]);
#else

scanf("%lf", &t[i - 1]);
#endif

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &Z(i, j));
#else

scanf("%lf", &Z(i, j));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ic[i - 1]);
#else

scanf("%" NAG_IFMT "", &ic[i - 1]);
#endif

}
}
for (i = 1; i <= m; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &sz[i - 1]);

#else
scanf("%" NAG_IFMT "", &sz[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &ip);
#else

scanf("%" NAG_IFMT "", &ip);
#endif

ip1 = ip + 1;
if (!(b = NAG_ALLOC(ip1, double))

|| !(se = NAG_ALLOC(ip1, double))
|| !(sc = NAG_ALLOC(ip1, double))
|| !(cov = NAG_ALLOC(ip1 * (ip1 + 1) / 2, double))
|| !(tdv = ip1 + 6)
|| !(v = NAG_ALLOC(n * tdv, double))
|| !(y = NAG_ALLOC(n, double))
|| !(offset = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

tol = 5e-5;
for (i = 1; i <= n; ++i) {

y[i - 1] = 1.0 - (double) ic[i - 1];
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offset[i - 1] = log(t[i - 1]);
}
/* nag_glm_poisson (g02gcc).
* Fits a generalized linear model with Poisson errors
*/

nag_glm_poisson(Nag_Log, Nag_MeanInclude, n, z, m, m, sz, ip1, y, 0, offset,
0.0, &dev, &df, b, &irank, se, cov, v, tdv, tol,
maxit, 0, 0, 0.0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_glm_poisson (g02gcc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
for (i = 1; i <= ip; ++i)

b[i - 1] = b[i];
if (irank != ip + 1)

printf(" WARNING: covariates not of full rank\n");

/* nag_surviv_cox_model (g12bac).
* Fits Cox’s proportional hazard model
*/

nag_surviv_cox_model(n, m, ns, z, m, sz, ip, t, ic, (double *) 0,
isi, &dev, b, se, sc, cov, res, &nd, tp, sur, tdsur,
ndmax, tol, maxit, iprint, "", &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_surviv_cox_model (g12bac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Parameter Estimate Standard Error\n");
printf("\n");
for (i = 1; i <= ip; ++i)

printf("%6" NAG_IFMT " %8.4f %8.4f\n",
i, b[i - 1], se[i - 1]);

printf("\n");
printf(" Deviance = %13.4e\n", dev);
printf("\n");
printf(" Time Survivor Function\n");
printf("\n");
ns = MAX(ns, 1);
for (i = 1; i <= nd; ++i) {

printf("%10.0f", tp[i - 1]);
for (j = 1; j <= ns; ++j)

printf(" %8.4f%s", sur[(i - 1) * tdsur + j - 1], j % 3 ? "" : "\n");
printf("\n");

}

END:
NAG_FREE(z);
NAG_FREE(sz);
NAG_FREE(t);
NAG_FREE(ic);
NAG_FREE(omega);
NAG_FREE(isi);
NAG_FREE(res);
NAG_FREE(sur);
NAG_FREE(tp);
NAG_FREE(b);
NAG_FREE(se);
NAG_FREE(sc);
NAG_FREE(cov);
NAG_FREE(v);
NAG_FREE(y);
NAG_FREE(offset);

return exit_status;
}
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10.2 Program Data

nag_surviv_cox_model (g12bac) Example Program Data

42 1 0 20 0

1 0 0
1 0 0
2 0 0
2 0 0
3 0 0
4 0 0
4 0 0
5 0 0
5 0 0
8 0 0
8 0 0
8 0 0
8 0 0

11 0 0
11 0 0
12 0 0
12 0 0
15 0 0
17 0 0
22 0 0
23 0 0
6 1 0
6 1 0
6 1 0
7 1 0

10 1 0
13 1 0
16 1 0
22 1 0
23 1 0
6 1 1
9 1 1

10 1 1
11 1 1
17 1 1
19 1 1
20 1 1
25 1 1
32 1 1
32 1 1
34 1 1
35 1 1

1 1

10.3 Program Results

nag_surviv_cox_model (g12bac) Example Program Results

Parameter Estimate Standard Error

1 -1.5091 0.4096

Deviance = 1.7276e+02

Time Survivor Function

1 0.9640
2 0.9264
3 0.9065
4 0.8661
5 0.8235
6 0.7566
7 0.7343
8 0.6506
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10 0.6241
11 0.5724
12 0.5135
13 0.4784
15 0.4447
16 0.4078
17 0.3727
22 0.2859
23 0.1908
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NAG Library Function Document

nag_surviv_risk_sets (g12zac)

1 Purpose

nag_surviv_risk_sets (g12zac) creates the risk sets associated with the Cox proportional hazards model
for fixed covariates.

2 Specification

#include <nag.h>
#include <nagg12.h>

void nag_surviv_risk_sets (Nag_OrderType order, Integer n, Integer m,
Integer ns, const double z[], Integer pdz, const Integer isz[],
Integer ip, const double t[], const Integer ic[], const Integer isi[],
Integer *num, Integer ixs[], Integer *nxs, double x[], Integer mxn,
Integer id[], Integer *nd, double tp[], Integer irs[], NagError *fail)

3 Description

The Cox proportional hazards model (see Cox (1972)) relates the time to an event, usually death or
failure, to a number of explanatory variables known as covariates. Some of the observations may be
right-censored, that is, the exact time to failure is not known, only that it is greater than a known time.

Let ti, for i ¼ 1; 2; . . . ; n, be the failure time or censored time for the ith observation with the vector of
p covariates zi. The covariance matrix Z is constructed so that it contains n rows with the ith row
containing the p covariates zi. It is assumed that censoring and failure mechanisms are independent.
The hazard function, � t; zð Þ, is the probability that an individual with covariates z fails at time t given
that the individual survived up to time t. In the Cox proportional hazards model, � t; zð Þ is of the form

� t; zð Þ ¼ �0 tð Þ exp zT�
� �

;

where �0 is the base-line hazard function, an unspecified function of time, and � is a vector of unknown
arguments. As �0 is unknown, the arguments � are estimated using the conditional or marginal
likelihood. This involves considering the covariate values of all subjects that are at risk at the time
when a failure occurs. The probability that the subject that failed had their observed set of covariate
values is computed.

The risk set at a failure time consists of those subjects that fail or are censored at that time and those
who survive beyond that time. As risk sets are computed for every distinct failure time, it should be
noted that the combined risk sets may be considerably larger than the original data. If the data can be
considered as coming from different strata such that �0 varies from strata to strata but � remains
constant, then nag_surviv_risk_sets (g12zac) will return a factor that indicates to which risk set/strata
each member of the risk sets belongs rather than just to which risk set.

Given the risk sets the Cox proportional hazards model can then be fitted using a Poisson generalized
linear model (nag_glm_poisson (g02gcc) with nag_dummy_vars (g04eac) to compute dummy variables)
using Breslow's approximation for ties (see Breslow (1974)). This will give the same fit as
nag_surviv_cox_model (g12bac). If the exact treatment of ties in discrete time is required, as given by
Cox (1972), then the model is fitted as a conditional logistic model using nag_condl_logistic (g11cac).
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5 Arguments

1: order – Nag_OrderType Input

On entry: the order argument specifies the two-dimensional storage scheme being used, i.e., row-
major ordering or column-major ordering. C language defined storage is specified by
order ¼ Nag RowMajor. See Section 2.3.1.3 in How to Use the NAG Library and its
Documentation for a more detailed explanation of the use of this argument.

Constraint: order ¼ Nag RowMajor or Nag ColMajor.

2: n – Integer Input

On entry: n, the number of data points.

Constraint: n 	 2.

3: m – Integer Input

On entry: the number of covariates in array z.

Constraint: m 	 1.

4: ns – Integer Input

On entry: the number of strata. If ns > 0 then the stratum for each observation must be supplied
in isi.

Constraint: ns 	 0.

5: z½dim� – const double Input

Note: the dimension, dim, of the array z must be at least

max 1;pdz�mð Þ when order ¼ Nag ColMajor;
max 1;n� pdzð Þ when order ¼ Nag RowMajor.

The i; jð Þth element of the matrix Z is stored in

z½ j� 1ð Þ � pdzþ i� 1� when order ¼ Nag ColMajor;
z½ i� 1ð Þ � pdzþ j� 1� when order ¼ Nag RowMajor.

On entry: must contain the n covariates in column or row major order.

6: pdz – Integer Input

On entry: the stride separating row or column elements (depending on the value of order) in the
array z.

Constraints:

if order ¼ Nag ColMajor, pdz 	 n;
if order ¼ Nag RowMajor, pdz 	 m.
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7: isz½m� – const Integer Input

On entry: indicates which subset of covariates are to be included in the model.

isz½j� 1� 	 1
The jth covariate is included in the model.

isz½j� 1� ¼ 0
The jth covariate is excluded from the model and not referenced.

Constraint: isz½j� 1� 	 0 and at least one value must be nonzero.

8: ip – Integer Input

On entry: p, the number of covariates included in the model as indicated by isz.

Constraint: ip ¼ the number of nonzero values of isz.

9: t½n� – const double Input

On entry: the vector of n failure censoring times.

10: ic½n� – const Integer Input

On entry: the status of the individual at time t given in t.

ic½i� 1� ¼ 0
Indicates that the ith individual has failed at time t½i� 1�.

ic½i� 1� ¼ 1
Indicates that the ith individual has been censored at time t½i� 1�.

Constraint: ic½i � 1� ¼ 0 or 1, for i ¼ 1; 2; . . . ;n.

11: isi½dim� – const Integer Input

Note: the dimension, dim, of the array isi must be at least

n when ns > 0;
1 otherwise.

On entry: if ns > 0, the stratum indicators which also allow data points to be excluded from the
analysis.

If ns ¼ 0, isi is not referenced.

isi½i� ¼ k
Indicates that the ith data point is in the kth stratum, where k ¼ 1; 2; . . . ; ns.

isi½i� ¼ 0
Indicates that the ith data point is omitted from the analysis.

Constraint: if ns > 0, 0 � isi½i� � ns, for i ¼ 0; 1; . . . ;n� 1.

12: num – Integer * Output

On exit: the number of values in the combined risk sets.

13: ixs½mxn� – Integer Output

On exit: the factor giving the risk sets/strata for the data in x and id.

If ns ¼ 0 or 1, ixs½i� 1� ¼ l for members of the lth risk set.

If ns > 1, ixs½i� 1� ¼ j� 1ð Þ � ndþ l for the observations in the lth risk set for the jth strata.

14: nxs – Integer * Output

On exit: the number of levels for the risk sets/strata factor given in ixs.
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15: x½mxn� ip� – double Output

Note: the i; jð Þth element of the matrix X is stored in

x½ j� 1ð Þ �mxnþ i� 1� when order ¼ Nag ColMajor;
x½ i� 1ð Þ � ipþ j� 1� when order ¼ Nag RowMajor.

On exit: the first num rows contain the values of the covariates for the members of the risk sets.

16: mxn – Integer Input

On entry: the first dimension of the array x and the dimension of the arrays ixs and id.

Constraint: mxn must be sufficiently large for the arrays to contain the expanded risk sets. The
size will depend on the pattern of failures times and censored times. The minimum value will be
returned in num unless the function exits with fail:code ¼ NE_INT.

17: id½mxn� – Integer Output

On exit: indicates if the member of the risk set given in x failed.

id½i� 1� ¼ 1 if the member of the risk set failed at the time defining the risk set and id½i� 1� ¼ 0
otherwise.

18: nd – Integer * Output

On exit: the number of distinct failure times, i.e., the number of risk sets.

19: tp½n� – double Output

On exit: tp½i � 1� contains the ith distinct failure time, for i ¼ 1; 2; . . . ;nd.

20: irs½n� – Integer Output

On exit: indicates rows in x and elements in ixs and id corresponding to the risk sets. The first
risk set corresponding to failure time tp½0� is given by rows 1 to irs½0�. The lth risk set is given
by rows irs½l � 2� þ 1 to irs½l � 1�, for l ¼ 1; 2; . . . ;nd.

21: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, element valueh i of ic is not equal to 0 or 1.

On entry, element valueh i of isi is not valid.

On entry, element valueh i of isz < 0.

On entry, m ¼ valueh i.
Constraint: m 	 1.

g12zac NAG Library Manual

g12zac.4 Mark 26



On entry, n ¼ valueh i.
Constraint: n 	 2.

On entry, ns ¼ valueh i.
Constraint: ns 	 0.

On entry, pdz ¼ valueh i.
Constraint: pdz > 0.

NE_INT_2

On entry, pdz ¼ valueh i and m ¼ valueh i.
Constraint: pdz 	 m.

NE_INT_ARRAY_ELEM_CONS

mxn is too small: min value ¼ valueh i.
On entry, there are not ip values of isz > 0.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_surviv_risk_sets (g12zac) is not threaded in any implementation.

9 Further Comments

When there are strata present, i.e., ns > 1, not all the nxs groups may be present.

10 Example

The data are the remission times for two groups of leukemia patients (see page 242 of Gross and Clark
(1975)). A dummy variable indicates which group they come from. The risk sets are computed using
nag_surviv_risk_sets (g12zac) and the Cox's proportional hazard model is fitted using nag_condl_lo
gistic (g11cac).

10.1 Program Text

/* nag_surviv_risk_sets (g12zac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/
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#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg11.h>
#include <nagg12.h>

int main(void)
{

/* Scalars */
double dev, tol;
Integer exit_status, i, ip, iprint, j, lisi, m,

maxit, mxn, n, nd, ns, num, nxs, pdx, pdz;
NagError fail;
Nag_OrderType order;

/* Arrays */
double *b = 0, *cov = 0, *sc = 0, *se = 0, *t = 0, *tp = 0, *x = 0, *z = 0;
Integer *ic = 0, *id = 0, *irs = 0, *isi = 0, *isz = 0, *ixs = 0,

*nca = 0, *nct = 0;

#ifdef NAG_COLUMN_MAJOR
#define Z(I, J) z[(J-1)*pdz + I - 1]

order = Nag_ColMajor;
#else
#define Z(I, J) z[(I-1)*pdz + J - 1]

order = Nag_RowMajor;
#endif

INIT_FAIL(fail);

exit_status = 0;

printf("nag_surviv_risk_sets (g12zac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT

"%*[^\n] ", &n, &m, &ns, &maxit, &iprint);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT
"%*[^\n] ", &n, &m, &ns, &maxit, &iprint);

#endif

/* Allocate arrays t, z, ic and isi */
if (ns > 0)

lisi = n;
else

lisi = 1;
if (!(t = NAG_ALLOC(n, double)) ||

!(z = NAG_ALLOC(n * n, double)) ||
!(ic = NAG_ALLOC(n, Integer)) ||
!(isi = NAG_ALLOC(lisi, Integer)) || !(isz = NAG_ALLOC(m, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (order == Nag_ColMajor) {
pdz = n;

}
else {

pdz = m;
}
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if (ns > 0) {
for (i = 1; i <= n; ++i) {

#ifdef _WIN32
scanf_s("%lf", &t[i - 1]);

#else
scanf("%lf", &t[i - 1]);

#endif
for (j = 1; j <= m; ++j)

#ifdef _WIN32
scanf_s("%lf", &Z(i, j));

#else
scanf("%lf", &Z(i, j));

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ic[i - 1], &isi[i - 1]);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &ic[i - 1], &isi[i - 1]);
#endif

}
}
else {

for (i = 1; i <= n; ++i) {
#ifdef _WIN32

scanf_s("%lf", &t[i - 1]);
#else

scanf("%lf", &t[i - 1]);
#endif

for (j = 1; j <= m; ++j)
#ifdef _WIN32

scanf_s("%lf", &Z(i, j));
#else

scanf("%lf", &Z(i, j));
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ic[i - 1]);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ic[i - 1]);
#endif

}
}

for (i = 1; i <= m; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &isz[i - 1]);
#else

scanf("%" NAG_IFMT "", &isz[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &ip);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &ip);
#endif

/* Allocate other arrays for nag_surviv_risk_sets (g12zac) */
mxn = 1000;

if (order == Nag_ColMajor) {
pdx = mxn;

}
else {

pdx = ip;
}

if (!(cov = NAG_ALLOC(ip * (ip + 1) / 2, double)) ||
!(sc = NAG_ALLOC(ip, double)) ||
!(se = NAG_ALLOC(ip, double)) ||
!(tp = NAG_ALLOC(n, double)) ||
!(x = NAG_ALLOC(mxn * ip, double)) ||
!(id = NAG_ALLOC(mxn, Integer)) ||
!(irs = NAG_ALLOC(n, Integer)) || !(ixs = NAG_ALLOC(mxn, Integer)))

{
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printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_surviv_risk_sets (g12zac).
* Creates the risk sets associated with the Cox
* proportional hazards model for fixed covariates
*/

nag_surviv_risk_sets(order, n, m, ns, z, pdz, isz, ip, t, ic, isi, &num,
ixs, &nxs, x, mxn, id, &nd, tp, irs, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_surviv_risk_sets (g12zac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Allocate arrays for nag_condl_logistic (g11cac) */
if (!(b = NAG_ALLOC(ip, double)) ||

!(nca = NAG_ALLOC(nxs, Integer)) || !(nct = NAG_ALLOC(nxs, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= ip; ++i)
#ifdef _WIN32

scanf_s("%lf", &b[i - 1]);
#else

scanf("%lf", &b[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

tol = 1e-5;
/* nag_condl_logistic (g11cac).
* Returns parameter estimates for the conditional analysis
* of stratified data
*/

nag_condl_logistic(order, num, ip, nxs, x, pdx, isz, ip, id, ixs, &dev, b,
se, sc, cov, nca, nct, tol, maxit, iprint, 0, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_condl_logistic (g11cac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Parameter Estimate Standard Error\n");
printf("\n");
for (i = 1; i <= ip; ++i)

printf("%5" NAG_IFMT " %8.4f %8.4f \n",
i, b[i - 1], se[i - 1]);

END:
NAG_FREE(b);
NAG_FREE(cov);
NAG_FREE(sc);
NAG_FREE(se);
NAG_FREE(t);
NAG_FREE(tp);
NAG_FREE(x);
NAG_FREE(z);
NAG_FREE(ic);
NAG_FREE(id);
NAG_FREE(irs);
NAG_FREE(isi);
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NAG_FREE(isz);
NAG_FREE(ixs);
NAG_FREE(nca);
NAG_FREE(nct);

return exit_status;
}

10.2 Program Data

nag_surviv_risk_sets (g12zac) Example Program Data

42 1 0 20 0

1 0 0
1 0 0
2 0 0
2 0 0
3 0 0
4 0 0
4 0 0
5 0 0
5 0 0
8 0 0
8 0 0
8 0 0
8 0 0

11 0 0
11 0 0
12 0 0
12 0 0
15 0 0
17 0 0
22 0 0
23 0 0
6 1 0
6 1 0
6 1 0
7 1 0

10 1 0
13 1 0
16 1 0
22 1 0
23 1 0
6 1 1
9 1 1

10 1 1
11 1 1
17 1 1
19 1 1
20 1 1
25 1 1
32 1 1
32 1 1
34 1 1
35 1 1

1 1

0.0 0.0

10.3 Program Results

nag_surviv_risk_sets (g12zac) Example Program Results

Parameter Estimate Standard Error

1 1.6282 0.4331
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NAG Library Chapter Contents

g13 – Time Series Analysis

g13 Chapter Introduction – a description of the Chapter and an overview of the algorithms available

Function
Name

Mark of
Introduction Purpose

g13aac 7 nag_tsa_diff
Univariate time series, seasonal and non-seasonal differencing

g13abc 2 nag_tsa_auto_corr
Sample autocorrelation function

g13acc 2 nag_tsa_auto_corr_part
Partial autocorrelation function

g13amc 9 nag_tsa_exp_smooth
Univariate time series, exponential smoothing

g13asc 6 nag_tsa_resid_corr
Univariate time series, diagnostic checking of residuals, following
nag_tsa_multi_inp_model_estim (g13bec)

g13auc 7 nag_tsa_mean_range
Computes quantities needed for range-mean or standard deviation-mean
plot

g13awc 25 nag_tsa_dickey_fuller_unit
Computes (augmented) Dickey–Fuller unit root test statistic

g13bac 7 nag_tsa_arma_filter
Multivariate time series, filtering (pre-whitening) by an ARIMA model

g13bbc 7 nag_tsa_transf_filter
Multivariate time series, filtering by a transfer function model

g13bcc 7 nag_tsa_cross_corr
Multivariate time series, cross-correlations

g13bdc 7 nag_tsa_transf_prelim_fit
Multivariate time series, preliminary estimation of transfer function model

g13bec 2 nag_tsa_multi_inp_model_estim
Estimation for time series models

g13bgc 8 nag_tsa_multi_inp_update
Multivariate time series, update state set for forecasting from multi-input
model

g13bjc 2 nag_tsa_multi_inp_model_forecast
Forecasting function

g13bxc 2 nag_tsa_options_init
Initialization function for option setting

g13byc 2 nag_tsa_transf_orders
Allocates memory to transfer function model orders

g13bzc 2 nag_tsa_trans_free
Freeing function for the structure holding the transfer function model orders

g13cac 7 nag_tsa_spectrum_univar_cov
Univariate time series, smoothed sample spectrum using rectangular,
Bartlett, Tukey or Parzen lag window

g13cbc 4 nag_tsa_spectrum_univar
Univariate time series, smoothed sample spectrum using spectral smoothing
by the trapezium frequency (Daniell) window

g13ccc 7 nag_tsa_spectrum_bivar_cov
Multivariate time series, smoothed sample cross spectrum using
rectangular, Bartlett, Tukey or Parzen lag window
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g13cdc 4 nag_tsa_spectrum_bivar
Multivariate time series, smoothed sample cross spectrum using spectral
smoothing by the trapezium frequency (Daniell) window

g13cec 4 nag_tsa_cross_spectrum_bivar
Multivariate time series, cross amplitude spectrum, squared coherency,
bounds, univariate and bivariate (cross) spectra

g13cfc 4 nag_tsa_gain_phase_bivar
Multivariate time series, gain, phase, bounds, univariate and bivariate
(cross) spectra

g13cgc 4 nag_tsa_noise_spectrum_bivar
Multivariate time series, noise spectrum, bounds, impulse response function
and its standard error

g13dbc 7 nag_tsa_multi_auto_corr_part
Multivariate time series, multiple squared partial autocorrelations

g13ddc 8 nag_tsa_varma_estimate
Multivariate time series, estimation of VARMA model

g13djc 8 nag_tsa_varma_forecast
Multivariate time series, forecasts and their standard errors

g13dkc 8 nag_tsa_varma_update
Multivariate time series, updates forecasts and their standard errors

g13dlc 7 nag_tsa_multi_diff
Multivariate time series, differences and/or transforms

g13dmc 7 nag_tsa_multi_cross_corr
Multivariate time series, sample cross-correlation or cross-covariance
matrices

g13dnc 7 nag_tsa_multi_part_lag_corr
Multivariate time series, sample partial lag correlation matrices, �2

statistics and significance levels
g13dpc 7 nag_tsa_multi_part_regsn

Multivariate time series, partial autoregression matrices
g13dsc 8 nag_tsa_varma_diagnostic

Multivariate time series, diagnostic checking of residuals, following
nag_tsa_varma_estimate (g13ddc)

g13dxc 7 nag_tsa_arma_roots
Calculates the zeros of a vector autoregressive (or moving average)
operator

g13eac 3 nag_kalman_sqrt_filt_cov_var
One iteration step of the time-varying Kalman filter recursion using the
square root covariance implementation

g13ebc 3 nag_kalman_sqrt_filt_cov_invar
One iteration step of the time-invariant Kalman filter recursion using the
square root covariance implementation with A;Cð Þ in lower observer
Hessenberg form

g13ecc 3 nag_kalman_sqrt_filt_info_var
One iteration step of the time-varying Kalman filter recursion using the
square root information implementation

g13edc 3 nag_kalman_sqrt_filt_info_invar
One iteration step of the time-invariant Kalman filter recursion using the
square root information implementation with A�1; A�1B

� �
in upper

controller Hessenberg form
g13ejc 25 nag_kalman_unscented_state_revcom

Combined time and measurement update, one iteration of the Unscented
Kalman Filter for a nonlinear state space model, with additive noise
(reverse communication)

g13ekc 25 nag_kalman_unscented_state
Combined time and measurement update, one iteration of the Unscented
Kalman Filter for a nonlinear state space model, with additive noise
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g13ewc 3 nag_trans_hessenberg_observer
Unitary state-space transformation to reduce A;Cð Þ to lower or upper
observer Hessenberg form

g13exc 3 nag_trans_hessenberg_controller
Unitary state-space transformation to reduce B;Að Þ to lower or upper
controller Hessenberg form

g13fac 6 nag_estimate_agarchI
Univariate time series, parameter estimation for either a symmetric
GARCH process or a GARCH process with asymmetry of the form
�t�1 þ �ð Þ2

g13fbc 6 nag_forecast_agarchI
Univariate time series, forecast function for either a symmetric GARCH
process or a GARCH process with asymmetry of the form �t�1 þ �ð Þ2

g13fcc 6 nag_estimate_agarchII
Univariate time series, parameter estimation for a GARCH process with
asymmetry of the form �t�1j j þ ��t�1ð Þ2

g13fdc 6 nag_forecast_agarchII
Univariate time series, forecast function for a GARCH process with
asymmetry of the form �t�1j j þ ��t�1ð Þ2

g13fec 6 nag_estimate_garchGJR
Univariate time series, parameter estimation for an asymmetric Glosten,
Jagannathan and Runkle (GJR) GARCH process

g13ffc 6 nag_forecast_garchGJR
Univariate time series, forecast function for an asymmetric Glosten,
Jagannathan and Runkle (GJR) GARCH process

g13mec 24 nag_tsa_inhom_iema
Computes the iterated exponential moving average for a univariate
inhomogeneous time series

g13mfc 24 nag_tsa_inhom_iema_all
Computes the iterated exponential moving average for a univariate
inhomogeneous time series, intermediate results are also returned

g13mgc 24 nag_tsa_inhom_ma
Computes the exponential moving average for a univariate inhomogeneous
time series

g13nac 25 nag_tsa_cp_pelt
Change point detection, using the PELT algorithm

g13nbc 25 nag_tsa_cp_pelt_user
Change points detection using the PELT algorithm, user supplied cost
function

g13ndc 25 nag_tsa_cp_binary
Change point detection, using binary segmentation

g13nec 25 nag_tsa_cp_binary_user
Change point detection, using binary segmentation, user supplied cost
function

g13xzc 2 nag_tsa_free
Freeing function for use with g13 option setting
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1 Scope of the Chapter

This chapter provides facilities for investigating and modelling the statistical structure of series of
observations collected at points in time. The models may then be used to forecast the series.

The chapter covers the following models and approaches.

1. Univariate time series analysis, including autocorrelation functions and autoregressive moving
average (ARMA) models.

2. Univariate spectral analysis.

3. Transfer function (multi-input) modelling, in which one time series is dependent on other time
series.

4. Bivariate spectral methods including coherency, gain and input response functions.

5. Vector ARMA models for multivariate time series.

6. Kalman filter models (linear and nonlinear).

7. GARCH models for volatility.

8. Inhomogeneous Time Series.

2 Background to the Problems

2.1 Univariate Analysis

Let the given time series be x1; x2; . . . ; xn, where n is its length. The structure which is intended to be
investigated, and which may be most evident to the eye in a graph of the series, can be broadly
described as:

(a) trends, linear or possibly higher-order polynomial;

(b) seasonal patterns, associated with fixed integer seasonal periods. The presence of such seasonality
and the period will normally be known a priori. The pattern may be fixed, or slowly varying from
one season to another;

(c) cycles or waves of stable amplitude and period p (from peak to peak). The period is not necessarily
integer, the corresponding absolute frequency (cycles/time unit) being f ¼ 1=p and angular
frequency ! ¼ 2	f. The cycle may be of pure sinusoidal form like sin !tð Þ, or the presence of
higher harmonic terms may be indicated, e.g., by asymmetry in the wave form;

(d) quasi-cycles, i.e., waves of fluctuating period and amplitude; and

(e) irregular statistical fluctuations and swings about the overall mean or trend.

Trends, seasonal patterns, and cycles might be regarded as deterministic components following fixed
mathematical equations, and the quasi-cycles and other statistical fluctuations as stochastic and
describable by short-term correlation structure. For a finite dataset it is not always easy to discriminate
between these two types, and a common description using the class of autoregressive integrated
moving-average (ARIMA) models is now widely used. The form of these models is that of difference
equations (or recurrence relations) relating present and past values of the series. You are referred to Box
and Jenkins (1976) for a thorough account of these models and how to use them. We follow their
notation and outline the recommended steps in ARIMA model building for which functions are
available.

2.1.1 Transformations

If the variance of the observations in the series is not constant across the range of observations it may
be useful to apply a variance-stabilizing transformation to the series. A common situation is for the
variance to increase with the magnitude of the observations and in this case typical transformations
used are the log or square root transformation. A range-mean plot or standard deviation-mean plot
provides a quick and easy way of detecting non-constant variance and of choosing, if required, a
suitable transformation. These are plots of either the range or standard deviation of successive groups of
observations against their means.
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2.1.2 Differencing operations

These may be used to simplify the structure of a time series.

First-order differencing, i.e., forming the new series

rxt ¼ xt � xt�1
will remove a linear trend. First-order seasonal differencing

rsxt ¼ xt � xt�s
eliminates a fixed seasonal pattern.

These operations reflect the fact that it is often appropriate to model a time series in terms of changes
from one value to another. Differencing is also therefore appropriate when the series has something of
the nature of a random walk, which is by definition the accumulation of independent changes.

Differencing may be applied repeatedly to a series, giving

wt ¼ rdrD
s xt

where d and D are the orders of differencing. The derived series wt will be shorter, of length
N ¼ n� d� s�D, and extend for t ¼ 1þ dþ s�D; . . . ; n.

2.1.3 Sample autocorrelations

Given that a series has (possibly as a result of simplifying by differencing operations) a homogeneous
appearance throughout its length, fluctuating with approximately constant variance about an overall
mean level, it is appropriate to assume that its statistical properties are stationary. For most purposes the
correlations �k between terms xt; xtþk or wt; wtþk separated by lag k give an adequate description of the
statistical structure and are estimated by the sample autocorrelation function (ACF) rk , for k ¼ 1; 2; . . ..

As described by Box and Jenkins (1976), these may be used to indicate which particular ARIMA model
may be appropriate.

2.1.4 Partial autocorrelations

The information in the autocorrelations, �k, may be presented in a different light by deriving from them
the coefficients of the partial autocorrelation function (PACF) 
k;k , for k ¼ 1; 2; . . .. 
k;k which measures
the correlation between xt and xtþk conditional upon the intermediate values xtþ1; xtþ2; . . . ; xtþk�1. The
corresponding sample values 
̂k;k give further assistance in the selection of ARIMA models.

Both autocorrelation function (ACF) and PACF may be rapidly computed, particularly in comparison
with the time taken to estimate ARIMA models.

2.1.5 Finite lag predictor coefficients and error variances

The partial autocorrelation coefficient 
k;k is determined as the final parameter in the minimum variance
predictor of xt in terms of xt�1; xt�2; . . . ; xt�k,

xt ¼ 
k;1xt�1 þ 
k;2xt�2 þ � � � þ 
k;kxt�k þ ek;t
where ek;t is the prediction error, and the first subscript k of 
k;i and ek;t emphasizes the fact that the

parameters will alter as k increases. Moderately good estimates 
̂k;i of 
k;i are obtained from the sample
autocorrelation function (ACF), and after calculating the partial autocorrelation function (PACF) up to
lag L, the successive values v1; v2; . . . ; vL of the prediction error variance estimates, vk ¼ var ek;t

� �
, are

available, together with the final values of the coefficients 
̂k;1; 
̂k;2; . . . ; 
̂k;L. If xt has nonzero mean, �x,
it is adequate to use xt � �x in place of xt in the prediction equation.

Although Box and Jenkins (1976) do not place great emphasis on these prediction coefficients, their use
is advocated for example by Akaike (1971), who recommends selecting an optimal order of the
predictor as the lag for which the final prediction error (FPE) criterion 1þ k=nð Þ 1� k=nð Þ�1vk is a
minimum.
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2.1.6 ARIMA models

The correlation structure in stationary time series may often be represented by a model with a small
number of parameters belonging to the autoregressive moving-average (ARMA) class. If the stationary
series wt has been derived by differencing from the original series xt, then xt is said to follow an
ARIMA model. Taking wt ¼ rdxt, the (non-seasonal) ARIMA p; d; qð Þ model with p autoregressive
parameters 
1; 
2; . . . ; 
p and q moving-average parameters �1; �2; . . . ; �q, represents the structure of wt
by the equation

wt ¼ 
1wt�1 þ � � � þ 
pwt�p þ at � �1at�1 � � � � � �qat�q; ð1Þ

where at is an uncorrelated series (white noise) with mean 0 and constant variance �2a. If wt has a
nonzero mean c, then this is allowed for by replacing wt; wt�1; . . . by wt � c; wt�1 � c; . . . in the model.
Although c is often estimated by the sample mean of wt this is not always optimal.

A series generated by this model will only be stationary provided restrictions are placed on

1; 
2; . . . ; 
p to avoid unstable growth of wt. These are called stationarity constraints. The series at
may also be usefully interpreted as the linear innovations in xt (and in wt), i.e., the error if xt were to
be predicted using the information in all past values xt�1; xt�2; . . . , provided also that �1; �2; . . . ; �q
satisfy invertibility constraints. This allows the series at to be regenerated by rewriting the model
equation as

at ¼ wt � 
1wt�1 � � � � � 
pwt�p þ �1at�1 þ � � � þ �qat�q: ð2Þ

For a series with short-term correlation only, i.e., rk is not significant beyond some low lag q (see Box
and Jenkins (1976) for the statistical test), then the pure moving-average model MA qð Þ is appropriate,
with no autoregressive parameters, i.e., p ¼ 0.

Autoregressive parameters are appropriate when the autocorrelation function (ACF) pattern decays
geometrically, or with a damped sinusoidal pattern which is associated with quasi-periodic behaviour in
the series. If the sample partial autocorrelation function (PACF) 
̂k;k is significant only up to some low
lag p, then a pure autoregressive model AR pð Þ is appropriate, with q ¼ 0. Otherwise moving-average
terms will need to be introduced, as well as autoregressive terms.

The seasonal ARIMA p; d; q; P ;D;Q; sð Þ model allows for correlation at lags which are multiples of the
seasonal period s. Taking wt ¼ rdrD

s xt, the series is represented in a two-stage manner via an
intermediate series et:

wt ¼ �1wt�s þ � � � þ �Pwt�s�P þ et ��1et�s � � � � ��Qet�s�Q ð3Þ
et ¼ 
1et�1 þ � � � þ 
pet�p þ at � �1at�1 � � � � � �qat�q ð4Þ

where �i, �i are the seasonal parameters and P and Q are the corresponding orders. Again, wt may be
replaced by wt � c.

2.1.7 ARIMA model estimation

In theory, the parameters of an ARIMA model are determined by a sufficient number of autocorrelations
�1; �2; . . . . Using the sample values r1; r2; . . . in their place it is usually (but not always) possible to
solve for the corresponding ARIMA parameters.

These are rapidly computed but are not fully efficient estimates, particularly if moving-average
parameters are present. They do provide useful preliminary values for an efficient but relatively slow
iterative method of estimation. This is based on the least squares principle by which parameters are
chosen to minimize the sum of squares of the innovations at, which are regenerated from the data using
(2), or the reverse of (3) and (4) in the case of seasonal models.

Lack of knowledge of terms on the right-hand side of (2), when t ¼ 1; 2; . . . ;max p; qð Þ, is overcome by
introducing q unknown series values w0; w1; . . . ; wq�1 which are estimated as nuisance parameters, and
using correction for transient errors due to the autoregressive terms. If the data w1; w2; . . . ; wN ¼ w is
viewed as a single sample from a multivariate Normal density whose covariance matrix V is a function
of the ARIMA model parameters, then the exact likelihood of the parameters is

�1
2log Vj j � 1

2w
TV �1w:
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The least squares criterion as outlined above is equivalent to using the quadratic form

QF ¼ wTV �1w

as an objective function to be minimized. Neglecting the term �1
2log Vj j yields estimates which differ

very little from the exact likelihood except in small samples, or in seasonal models with a small number
of whole seasons contained in the data. In these cases bias in moving-average parameters may cause
them to stick at the boundary of their constraint region, resulting in failure of the estimation method.

Approximate standard errors of the parameter estimates and the correlations between them are available
after estimation.

The model residuals, ât, are the innovations resulting from the estimation and are usually examined for
the presence of autocorrelation as a check on the adequacy of the model.

2.1.8 ARIMA model forecasting

An ARIMA model is particularly suited to extrapolation of a time series. The model equations are
simply used for t ¼ nþ 1; nþ 2; . . . replacing the unknown future values of at by zero. This produces
future values of wt, and if differencing has been used this process is reversed (the so-called integration
part of ARIMA models) to construct future values of xt.

Forecast error limits are easily deduced.

This process requires knowledge only of the model orders and parameters together with a limited set of
the terms at�i; et�i; wt�i; xt�i which appear on the right-hand side of the models (3) and (4) (and the
differencing equations) when t ¼ n. It does not require knowledge of the whole series.

We call this the state set. It is conveniently constituted after model estimation. Moreover, if new
observations xnþ1; xnþ2; . . . come to hand, then the model equations can easily be used to update the
state set before constructing forecasts from the end of the new observations. This is particularly useful
when forecasts are constructed on a regular basis. The new innovations anþ1; anþ2; . . . may be
compared with the residual standard deviation, �a, of the model used for forecasting, as a check that the
model is continuing to forecast adequately.

2.1.9 Exponential smoothing

Exponential smoothing is a relatively simple method of short term forecasting for a time series. A
variety of different smoothing methods are possible, including; single exponential, Brown's double
exponential, linear Holt (also called double exponential smoothing in some references), additive Holt–
Winters and multiplicative Holt–Winters. The choice of smoothing method used depends on the
characteristics of the time series. If the mean of the series is only slowly changing then single
exponential smoothing may be suitable. If there is a trend in the time series, which itself may be slowly
changing, then linear Holt smoothing may be suitable. If there is a seasonal component to the time
series, e.g., daily or monthly data, then one of the two Holt–Winters methods may be suitable.

For a time series yt , for t ¼ 1; 2; . . . ; n, the five smoothing functions are defined by the following:

Single Exponential Smoothing

mt ¼ �yt þ 1� �ð Þmt�1
ŷtþf ¼ mt

var ŷtþf
� �

¼ var �tð Þ 1þ f � 1ð Þ�2
� �

Brown Double Exponential Smoothing

mt ¼ �yt þ 1� �ð Þmt�1
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þrt�1

ŷtþf ¼ mt þ f � 1ð Þ þ 1=�ð Þrt

var ŷtþf
� �

¼ var �tð Þ 1þ
Xf�1
i¼0

2�þ i� 1ð Þ�2
� �2 !
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Linear Holt Smoothing

mt ¼ �yt þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1

ŷtþf ¼ mt þ
Xf
i¼1

irt

var ŷtþf
� �

¼ var �tð Þ 1þ
Xf�1
i¼1

�þ ��
 
i � 1ð Þ

� 1ð Þ

� �2
 !

Additive Holt–Winters Smoothing

mt ¼ � yt � st�p
� �

þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1
st ¼ � yt �mtð Þ þ 1� �ð Þst�p

ŷtþf ¼ mt þ
Xf
i¼1

irt

 !
þ st�p

var ŷtþf
� �

¼ var �tð Þ 1þ
Xf�1
i¼1
 2
i

 !

 i ¼

0 if i 	 f
�þ ��
 
i�1ð Þ


�1ð Þ if i mod p 6¼ 0

�þ ��
 
i�1ð Þ

�1ð Þ þ � 1� �ð Þ otherwise

8>><>>:
Multiplicative Holt–Winters Smoothing

mt ¼ �yt=st�p þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1
st ¼ �yt=mt þ 1� �ð Þst�p

ŷtþf ¼ mt þ
Xf
i¼1

irt

 !
� st�p

var ŷtþf
� �

¼ var �tð Þ
X1
i¼0

Xp�1
j¼0

 jþip
stþf
stþf�j

� �2
 !

and  is defined as in the additive Holt–Winters smoothing,

where mt is the mean, rt is the trend and st is the seasonal component at time t with p being the
seasonal order. The f-step ahead forecasts are given by ŷtþf and their variances by var ŷtþf

� �
. The term

var �tð Þ is estimated as the mean deviation.

The parameters, �, � and � control the amount of smoothing. The nearer these parameters are to one,
the greater the emphasis on the current data point. Generally these parameters take values in the range
0:1 to 0:3. The linear Holt and two Holt–Winters smoothers include an additional parameter, 
, which
acts as a trend dampener. For 0:0 < 
 < 1:0 the trend is dampened and for 
 > 1:0 the forecast function
has an exponential trend, 
 ¼ 0:0 removes the trend term from the forecast function and 
 ¼ 1:0 does
not dampen the trend.

For all methods, values for �, �, � and  can be chosen by trying different values and then visually
comparing the results by plotting the fitted values along side the original data. Alternatively, for single
exponential smoothing a suitable value for � can be obtained by fitting an ARIMA 0; 1; 1ð Þ model. For
Brown's double exponential smoothing and linear Holt smoothing with no dampening, (i.e., 
 ¼ 1:0),
suitable values for � and, in the case of linear Holt smoothing, � can be obtained by fitting an
ARIMA 0; 2; 2ð Þ model. Similarly, the linear Holt method, with 
 6¼ 1:0, can be expressed as an
ARIMA 1; 2; 2ð Þ model and the additive Holt–Winters, with no dampening, (
 ¼ 1:0), can be expressed
as a seasonal ARIMA model with order p of the form ARIMA 0; 1; pþ 1ð Þ 0; 1; 0ð Þ. There is no similar
procedure for obtaining parameter values for the multiplicative Holt–Winters method, or the additive

g13 – Time Series Analysis Introduction – g13

Mark 26 g13.7



Holt–Winters method with 
 6¼ 1:0. In these cases parameters could be selected by minimizing a
measure of fit using nonlinear optimization.

2.1.10Change point analysis

Given a time series y1:n ¼ yj : j ¼ 1; 2; . . . ; n
� 

, a change point � is a place or time point such that
segment of the series up to � , y1:� , follows one distribution and the segment after �, y�þ1:n, follows a
different distribution. This idea can be extended to m change points, in which case
� ¼ �i : i ¼ 1; 2; . . . ;mf g becomes a vector of ordered (strictly monotonic increasing) change points
with 1 � �i � n and �m ¼ n. The ith segment therefore consists of y�i�1þ1:�i where, for ease of notation,
we define �0 ¼ 0. A change point problem is therefore twofold: estimating m the number of change
points (and hence the number of segments) and estimating � the location of those change points.

Given a cost function, C y�i�1þ1:�ið Þ one formulation of the change point problem can be expressed as the
solution to:

minimize
m;�

Xm
i¼1

C y�i�1þ1:�ið Þ þ �ð Þ ð5Þ

where � is a penalty term used to control the number of change points. Two methods of solving
equation (5) are available: the PELT algorithm and binary segmentation. The Pruned Exact Linear Time
(PELT) algorithm of Killick et al. (2012) is a tree based method which is guaranteed to return the
optimal solution to (5) as long as there exists a constant K such that

C y uþ1ð Þ:v
� �

þ C y vþ1ð Þ:w
� �

þK � C y uþ1ð Þ:w
� �

ð6Þ

for all u < v < w. Unlike PELT, binary segmentation is an iterative method that only results in an
approximate solution to (5). A description of the binary segmentation algorithm can be found in Section
3 in nag_tsa_cp_binary (g13ndc) and nag_tsa_cp_binary_user (g13nec).

2.2 Univariate Spectral Analysis

In describing a time series using spectral analysis the fundamental components are taken to be
sinusoidal waves of the form R cos !tþ 
ð Þ, which for a given angular frequency !, 0 � ! � 	, is
specified by its amplitude R > 0 and phase 
, 0 � 
 < 2	. Thus in a time series of n observations it is
not possible to distinguish more than n=2 independent sinusoidal components. The frequency range
0 � ! � 	 is limited to the shortest wavelength of two sampling units because any wave of higher
frequency is indistinguishable upon sampling (or is aliased with) a wave within this range. Spectral
analysis follows the idea that for a series made up of a finite number of sine waves the amplitude of any
component at frequency ! is given to order 1=n by

R2 ¼ 1

n2

� �Xn
t¼1
xte

i!t

					
					
2

:

2.2.1 The sample spectrum

For a series x1; x2; . . . ; xn this is defined as

f� !ð Þ ¼ 1

2n	

� �Xn
t¼1
xte

i!t

					
					
2

;

the scaling factor now being chosen in order that

2
Z 	

0
f� !ð Þ d! ¼ �2x;

i.e., the spectrum indicates how the sample variance (�2x) of the series is distributed over components in
the frequency range 0 � ! � 	.
It may be demonstrated that f� !ð Þ is equivalently defined in terms of the sample ACF rk of the series
as
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f� !ð Þ ¼ 1

2	

� �
c0 þ 2

Xn�1
k¼1

ck cos k!

 !
;

where ck ¼ �2xrk are the sample autocovariance coefficients.

If the series xt does contain a deterministic sinusoidal component of amplitude R, this will be revealed
in the sample spectrum as a sharp peak of approximate width 	=n and height n=2	ð ÞR2. This is called
the discrete part of the spectrum, the variance R2 associated with this component being in effect
concentrated at a single frequency.

If the series xt has no deterministic components, i.e., is purely stochastic being stationary with
autocorrelation function (ACF) rk, then with increasing sample size the expected value of f� !ð Þ
converges to the theoretical spectrum – the continuous part

f !ð Þ ¼ 1

2	

� �
�0 þ 2

X1
k¼1

�k cos !kð Þ
 !

;

where �k are the theoretical autocovariances.

The sample spectrum does not however converge to this value but at each frequency point fluctuates
about the theoretical spectrum with an exponential distribution, being independent at frequencies
separated by an interval of 2	=n or more. Various devices are therefore employed to smooth the sample
spectrum and reduce its variability. Much of the strength of spectral analysis derives from the fact that
the error limits are multiplicative so that features may still show up as significant in a part of the
spectrum which has a generally low level, whereas they are completely masked by other components in
the original series. The spectrum can help to distinguish deterministic cyclical components from the
stochastic quasi-cycle components which produce a broader peak in the spectrum. (The deterministic
components can be removed by regression and the remaining part represented by an ARIMA model.)

A large discrete component in a spectrum can distort the continuous part over a large frequency range
surrounding the corresponding peak. This may be alleviated at the cost of slightly broadening the peak
by tapering a portion of the data at each end of the series with weights which decay smoothly to zero. It
is usual to correct for the mean of the series and for any linear trend by simple regression, since they
would similarly distort the spectrum.

2.2.2 Spectral smoothing by lag window

The estimate is calculated directly from the sample autocovariances ck as

f !ð Þ ¼ 1

2	

� �
c0 þ 2

XM�1
k¼1

wkck cos k!

 !
;

the smoothing being induced by the lag window weights wk which extend up to a truncation lag M
which is generally much less than n. The smaller the value of M, the greater the degree of smoothing,
the spectrum estimates being independent only at a wider frequency separation indicated by the
bandwidth b which is proportional to 1=M. It is wise, however, to calculate the spectrum at intervals
appreciably less than this. Although greater smoothing narrows the error limits, it can also distort the
spectrum, particularly by flattening peaks and filling in troughs.

2.2.3 Direct spectral smoothing

The unsmoothed sample spectrum is calculated for a fine division of frequencies, then averaged over
intervals centred on each frequency point for which the smoothed spectrum is required. This is usually
at a coarser frequency division. The bandwidth corresponds to the width of the averaging interval.

2.3 Linear Lagged Relationships Between Time Series

We now consider the context in which one time series, called the dependent or output series,
y1; y2; . . . ; yn, is believed to depend on one or more explanatory or input series, e.g., x1; x2; . . . ; xn. This
dependency may follow a simple linear regression, e.g.,
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yt ¼ vxt þ nt
or more generally may involve lagged values of the input

yt ¼ v0xt þ v1xt�1 þ v2xt�2 þ � � � þ nt:

The sequence v0; v1; v2; . . . is called the impulse response function (IRF) of the relationship. The term
nt represents that part of yt which cannot be explained by the input, and it is assumed to follow a
univariate ARIMA model. We call nt the (output) noise component of yt, and it includes any constant
term in the relationship. It is assumed that the input series, xt, and the noise component, nt, are
independent.

The part of yt which is explained by the input is called the input component zt:

zt ¼ v0xt þ v1xt�1 þ v2xt�2 þ � � �

so yt ¼ zt þ nt.
The eventual aim is to model both these components of yt on the basis of observations of y1; y2; . . . ; yn
and x1; x2; . . . ; xn. In applications to forecasting or control both components are important. In general
there may be more than one input series, e.g., x1;t and x2;t, which are assumed to be independent and
corresponding components z1;t and z2;t, so

yt ¼ z1;t þ z2;t þ nt:

2.3.1 Transfer function models

In a similar manner to that in which the structure of a univariate series may be represented by a finite-
parameter ARIMA model, the structure of an input component may be represented by a transfer
function (TF) model with delay time b, p autoregressive-like parameters �1; �2; . . . ; �p and q þ 1 moving-
average-like parameters !0; !1; . . . ; !q:

zt ¼ �1zt�1 þ �2zt�2 þ � � � þ �pzt�p þ !0xt�b � !1xt�b�1 � � � � � !qxt�b�q: ð7Þ

If p > 0 this represents an impulse response function (IRF) which is infinite in extent and decays with
geometric and/or sinusoidal behaviour. The parameters �1; �2; . . . ; �p are constrained to satisfy a stability
condition identical to the stationarity condition of autoregressive models. There is no constraint on
!0; !1; . . . ; !q.

2.3.2 Cross-correlations

An important tool for investigating how an input series xt affects an output series yt is the sample
cross-correlation function (CCF) rxy kð Þ, for k ¼ 0; 1; . . . between the series. If xt and yt are (jointly)
stationary time series this is an estimator of the theoretical quantity

�xy kð Þ ¼ corr xt; ytþkð Þ:

The sequence ryx kð Þ, for k ¼ 0; 1; . . ., is distinct from rxy kð Þ, though it is possible to interpret

ryx kð Þ ¼ rxy �kð Þ:

When the series yt and xt are believed to be related by a transfer function (TF) model, the CCF is
determined by the impulse response function (IRF) v0; v1; v2; . . . and the autocorrelation function (ACF)
of the input xt.

In the particular case when xt is an uncorrelated series or white noise (and is uncorrelated with any
other inputs):

�xy kð Þ / vk
and the sample CCF can provide an estimate of vk:

~vk ¼ sy=sx
� �

rxy kð Þ

where sy and sx are the sample standard deviations of yt and xt, respectively.
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In theory the IRF coefficients vb; . . . ; vbþpþq determine the parameters in the TF model, and using ~vk to
estimate ~vk it is possible to solve for preliminary estimates of �1; �2; . . . ; �p, !0; !1; . . . ; !q.

2.3.3 Prewhitening or filtering by an ARIMA model

In general an input series xt is not white noise, but may be represented by an ARIMA model with
innovations or residuals at which are white noise. If precisely the same operations by which at is
generated from xt are applied to the output yt to produce a series bt, then the transfer function
relationship between yt and xt is preserved between bt and at. It is then possible to estimate

~vk ¼ sb=sað Þrab kð Þ:

The procedure of generating at from xt (and bt from yt) is called prewhitening or filtering by an
ARIMA model. Although at is necessarily white noise, this is not generally true of bt.

2.3.4 Multi-input model estimation

The term multi-input model is used for the situation when one output series yt is related to one or more
input series xj;t, as described in Section 2.3. If for a given input the relationship is a simple linear
regression, it is called a simple input; otherwise it is a transfer function input. The error or noise term
follows an ARIMA model.

Given that the orders of all the transfer function models and the ARIMA model of a multi-input model
have been specified, the various parameters in those models may be (simultaneously) estimated.

The procedure used is closely related to the least squares principle applied to the innovations in the
ARIMA noise model.

The innovations are derived for any proposed set of parameter values by calculating the response of
each input to the transfer functions and then evaluating the noise nt as the difference between this
response (combined for all the inputs) and the output. The innovations are derived from the noise using
the ARIMA model in the same manner as for a univariate series, and as described in Section 2.1.6.

In estimating the parameters, consideration has to be given to the lagged terms in the various model
equations which are associated with times prior to the observation period, and are therefore unknown.
The function descriptions provide the necessary detail as to how this problem is treated.

Also, as described in Section 2.1.7 the sum of squares criterion

S ¼
X

a2t

is related to the quadratic form in the exact log-likelihood of the parameters:

�1
2log Vj j � 1

2w
TV �1w:

Here w is the vector of appropriately differenced noise terms, and

wTV �1w ¼ S=�2a;

where �2a is the innovation variance parameter.

The least squares criterion is therefore identical to minimization of the quadratic form, but is not
identical to exact likelihood. Because V may be expressed as M�2a, where M is a function of the
ARIMA model parameters, substitution of �2a by its maximum likelihood (ML) estimator yields a
concentrated (or profile) likelihood which is a function of

Mj j1=NS:

N is the length of the differenced noise series w, and Mj j ¼ detM.

Use of the above quantity, called the deviance, D, as an objective function is preferable to the use of S
alone, on the grounds that it is equivalent to exact likelihood, and yields estimates with better
properties. However, there is an appreciable computational penalty in calculating D, and in large
samples it differs very little from S, except in the important case of seasonal ARIMA models where the
number of whole seasons within the data length must also be large.
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You are given the option of taking the objective function to be either S or D, or a third possibility, the
marginal likelihood. This is similar to exact likelihood but can counteract bias in the ARIMA model
due to the fitting of a large number of simple inputs.

Approximate standard errors of the parameter estimates and the correlations between them are available
after estimation.

The model residuals ât are the innovations resulting from the estimation, and they are usually examined
for the presence of either autocorrelation or cross-correlation with the inputs. Absence of such
correlation provides some confirmation of the adequacy of the model.

2.3.5 Multi-input model forecasting

A multi-input model may be used to forecast the output series provided future values (possibly
forecasts) of the input series are supplied.

Construction of the forecasts requires knowledge only of the model orders and parameters, together
with a limited set of the most recent variables which appear in the model equations. This is called the
state set. It is conveniently constituted after model estimation. Moreover, if new observations
ynþ1; ynþ2; . . . of the output series and xnþ1; xnþ2; . . . of (all) the independent input series become
available, then the model equations can easily be used to update the state set before constructing
forecasts from the end of the new observations. The new innovations anþ1; anþ2; . . . generated in this
updating may be used to monitor the continuing adequacy of the model.

2.3.6 Transfer function model filtering

In many time series applications it is desired to calculate the response (or output) of a transfer function
(TF) model for a given input series.

Smoothing, detrending, and seasonal adjustment are typical applications. You must specify the orders
and parameters of a TF model for the purpose being considered. This may then be applied to the input
series.

Again, problems may arise due to ignorance of the input series values prior to the observation period.
The transient errors which can arise from this may be substantially reduced by using ‘backforecasts’ of
these unknown observations.

2.4 Multivariate Time Series

Multi-input modelling represents one output time series in terms of one or more input series. Although
there are circumstances in which it may be more appropriate to analyse a set of time series by
modelling each one in turn as the output series with the remainder as inputs, there is a more symmetric
approach in such a context. These models are known as vector autoregressive moving-average
(VARMA) models.

2.4.1 Differencing and transforming a multivariate time series

As in the case of a univariate time series, it may be useful to simplify the series by differencing
operations which may be used to remove linear or seasonal trends, thus ensuring that the resulting
series to be used in the model estimation is stationary. It may also be necessary to apply transformations
to the individual components of the multivariate series in order to stabilize the variance. Commonly
used transformations are the log and square root transformations.

2.4.2 Model identification for a multivariate time series

Multivariate analogues of the autocorrelation and partial autocorrelation functions are available for
analysing a set of k time series, xi;1; xi;2; . . . ; xi;n, for i ¼ 1; 2; . . . ; k, thereby making it possible to
obtain some understanding of a suitable VARMA model for the observed series.

It is assumed that the time series have been differenced if necessary, and that they are jointly stationary.
The lagged correlations between all possible pairs of series, i.e.,

�ijl ¼ corr xi;t; xj;tþl
� �

Introduction – g13 NAG Library Manual

g13.12 Mark 26



are then taken to provide an adequate description of the statistical relationships between the series.
These quantities are estimated by sample auto- and cross-correlations rijl. For each l these may be
viewed as elements of a (lagged) autocorrelation matrix.

Thus consider the vector process xt (with elements xit) and lagged autocovariance matrices �l with
elements of �i�j�ijl where �2i ¼ var xi;t

� �
. Correspondingly, �l is estimated by the matrix Cl with

elements sisjrijl where s2i is the sample variance of xit.

For a series with short-term cross-correlation only, i.e., rijl is not significant beyond some low lag q,
then the pure vector MA qð Þ model, with no autoregressive parameters, i.e., p ¼ 0, is appropriate.

The correlation matrices provide a description of the joint statistical properties of the series. It is also
possible to calculate matrix quantities which are closely analogous to the partial autocorrelations of
univariate series (see Section 2.1.4). Wei (1990) discusses both the partial autoregression matrices
proposed by Tiao and Box (1981) and partial lag correlation matrices.

In the univariate case the partial autocorrelation function (PACF) between xt and xtþl is the correlation
coefficient between the two after removing the linear dependence on each of the intervening variables
xtþ1; xtþ2; . . . ; xtþl�1. This partial autocorrelation may also be obtained as the last regression coefficient
associated with xt when regressing xtþl on its l lagged variables xtþl�1; xtþl�2; . . . ; xt. Tiao and Box
(1981) extended this method to the multivariate case to define the partial autoregression matrix. Heyse
and Wei (1985) also extended the univariate definition of the PACF to derive the correlation matrix
between the vectors xt and xtþl after removing the linear dependence on each of the intervening vectors
xtþ1; xtþ2; . . . ; xtþl�1, the partial lag correlation matrix.

Note that the partial lag correlation matrix is a correlation coefficient matrix since each of its elements
is a properly normalized correlation coefficient. This is not true of the partial autoregression matrices
(except in the univariate case for which the two types of matrix are the same). The partial lag
correlation matrix at lag 1 also reduces to the regular correlation matrix at lag 1; this is not true of the
partial autoregression matrices (again except in the univariate case).

Both the above share the same cut-off property for autoregressive processes; that is for an
autoregressive process of order p, the terms of the matrix at lags pþ 1 and greater are zero. Thus if the
sample partial cross-correlations are significant only up to some low lag p then a pure vector AR pð Þ
model is appropriate with q ¼ 0. Otherwise moving-average terms will need to be introduced as well as
autoregressive terms.

Under the hypothesis that xt is an autoregressive process of order l� 1, n times the sum of the squared
elements of the partial lag correlation matrix at lag l is asymptotically distributed as a �2 variable with
k2 degrees of freedom where k is the dimension of the multivariate time series. This provides a
diagnostic aid for determining the order of an autoregressive model.

The partial autoregression matrices may be found by solving a multivariate version of the Yule–Walker
equations to find the autoregression matrices, using the final regression matrix coefficient as the partial
autoregression matrix at that particular lag.

The basis of these calculations is a multivariate autoregressive model:

xt ¼ 
l;1xt�1 þ � � � þ 
l;lxt�l þ el;t
where 
l;1; 
l;2; . . . ; 
l;l are matrix coefficients, and el;t is the vector of errors in the prediction. These
coefficients may be rapidly computed using a recursive technique which requires, and simultaneously
furnishes, a backward prediction equation:

xt�l�1 ¼  l;1xt�l þ  l;2xt�lþ1 þ � � � þ  l;lxt�1 þ fl;t
(in the univariate case  l;i ¼ 
l;i).
The forward prediction equation coefficients, 
l;i, are of direct interest, together with the covariance
matrix Dl of the prediction errors el;t. The calculation of these quantities for a particular maximum
equation lag l ¼ L involves calculation of the same quantities for increasing values of l ¼ 1; 2; . . . ; L.

The quantities vl ¼ detDl= det� 0 may be viewed as generalized variance ratios, and provide a measure
of the efficiency of prediction (the smaller the better). The reduction from vl�1 to vl which occurs on
extending the order of the predictor to l may be represented as
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vl ¼ vl�1 1� �2l
� �

where �2l is a multiple squared partial autocorrelation coefficient associated with k2 degrees of freedom.

Sample estimates of all the above quantities may be derived by using the series covariance matrices Cl ,
for l ¼ 1; 2; . . . ; L, in place of �l. The best lag for prediction purposes may be chosen as that which
yields the minimum final prediction error (FPE) criterion:

FPE lð Þ ¼ vl �
1þ lk2=n
� �
1� lk2=nð Þ:

An alternative method of estimating the sample partial autoregression matrices is by using multivariate
least squares to fit a series of multivariate autoregressive models of increasing order.

2.4.3 VARMA model estimation

The cross-correlation structure of a stationary multivariate time series may often be represented by a
model with a small number of parameters belonging to the VARMA class. If the stationary series wt has
been derived by transforming and/or differencing the original series xt, then wt is said to follow the
VARMA model:

wt ¼ 
1wt�1 þ � � � þ 
pwt�p þ �t � �1�t�1 � � � � � �q�t�q;

where �t is a vector of uncorrelated residual series (white noise) with zero mean and constant
covariance matrix �, 
1; 
2; . . . ; 
p are the p autoregressive (AR) parameter matrices and �1; �2; . . . ; �q
are the q moving-average (MA) parameter matrices. If wt has a nonzero mean �, then this can be
allowed for by replacing wt; wt�1; . . . by wt � �;wt�1 � �; . . . in the model.

A series generated by this model will only be stationary provided restrictions are placed on

1; 
2; . . . ; 
p to avoid unstable growth of wt. These are stationarity constraints. The series �t may also
be usefully interpreted as the linear innovations in wt, i.e., the error if wt were to be predicted using the
information in all past values wt�1; wt�2; . . . , provided also that �1; �2; . . . ; �q satisfy what are known as
invertibility constraints. This allows the series �t to be generated by rewriting the model equation as

�t ¼ wt � 
1wt�1 � � � � � 
pwt�p þ �1�t�1 þ � � � þ �q�t�q:

The method of maximum likelihood (ML) may be used to estimate the parameters of a specified
VARMA model from the observed multivariate time series together with their standard errors and
correlations.

The residuals from the model may be examined for the presence of autocorrelations as a check on the
adequacy of the fitted model.

2.4.4 VARMA model forecasting

Forecasts of the series may be constructed using a multivariate version of the univariate method.
Efficient methods are available for updating the forecasts each time new observations become available.

2.5 Cross-spectral Analysis

The relationship between two time series may be investigated in terms of their sinusoidal components at
different frequencies. At frequency ! a component of yt of the form

Ry !ð Þ cos !t� 
y !ð Þ
� �

has its amplitude Ry !ð Þ and phase lag 
y !ð Þ estimated by

Ry !ð Þei
y !ð Þ ¼ 1
n

Xn
t¼1
yte

i!t

and similarly for xt. In the univariate analysis only the amplitude was important – in the cross analysis
the phase is important.
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2.5.1 The sample cross-spectrum

This is defined by

f�xy !ð Þ ¼
1

2	n

Xn
t¼1
yte

i!t

 ! Xn
t¼1
xte
�i!t

 !
:

It may be demonstrated that this is equivalently defined in terms of the sample cross-correlation
function (CCF), rxy kð Þ, of the series as

f�xy !ð Þ ¼
1

2	

Xn�1ð Þ

� n�1ð Þ
cxy kð Þei!k

where cxy kð Þ ¼ sxsyrxy kð Þ is the cross-covariance function.

2.5.2 The amplitude and phase spectrum

The cross-spectrum is specified by its real part or cospectrum cf� !ð Þ and imaginary part or quadrature
spectrum qf� !ð Þ, but for the purpose of interpretation the cross-amplitude spectrum and phase spectrum
are useful:

A� !ð Þ ¼ f�xy !ð Þ
			 			; 
� !ð Þ ¼ arg f�xy !ð Þ

� �
:

If the series xt and yt contain deterministic sinusoidal components of amplitudes Ry;Rx and phases

y; 
x at frequency !, then A� !ð Þ will have a peak of approximate width 	=n and height n=2	ð ÞRyRx at
that frequency, with corresponding phase 
� !ð Þ ¼ 
y � 
x. This supplies no information that cannot be
obtained from the two series separately. The statistical relationship between the series is better revealed
when the series are purely stochastic and jointly stationary, in which case the expected value of f�xy !ð Þ
converges with increasing sample size to the theoretical cross-spectrum

fxy !ð Þ ¼
1

2	

X1
�1

�xy kð Þei!k

where �xy kð Þ ¼ cov xt; ytþkð Þ. The sample spectrum, as in the univariate case, does not converge to the
theoretical spectrum without some form of smoothing which either implicitly (using a lag window) or
explicitly (using a frequency window) averages the sample spectrum f�xy !ð Þ over wider bands of

frequency to obtain a smoothed estimate f̂xy !ð Þ.

2.5.3 The coherency spectrum

If there is no statistical relationship between the series at a given frequency, then fxy !ð Þ ¼ 0, and the

smoothed estimate f̂xy !ð Þ, will be close to 0. This is assessed by the squared coherency between the
series:

Ŵ !ð Þ ¼
f̂xy !ð Þ
			 			2

f̂xx !ð Þf̂yy !ð Þ

where f̂xx !ð Þ is the corresponding smoothed univariate spectrum estimate for xt, and similarly for yt.
The coherency can be treated as a squared multiple correlation. It is similarly invariant in theory not
only to simple scaling of xt and yt, but also to filtering of the two series, and provides a useful test
statistic for the relationship between autocorrelated series. Note that without smoothing,

f�xy !ð Þ
			 			2 ¼ f�xx !ð Þf�yy !ð Þ;

so the coherency is 1 at all frequencies, just as a correlation is 1 for a sample of size 1. Thus smoothing
is essential for cross-spectrum analysis.
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2.5.4 The gain and noise spectrum

If yt is believed to be related to xt by a linear lagged relationship as in Section 2.3, i.e.,

yt ¼ v0xt þ v1xt�1 þ v2xt�2 þ � � � þ nt;

then the theoretical cross-spectrum is

fxy !ð Þ ¼ V !ð Þfxx !ð Þ

where

V !ð Þ ¼ G !ð Þei
 !ð Þ ¼
X1
k¼0

vke
ik!

is called the frequency response of the relationship.

Thus if xt were a sinusoidal wave at frequency ! (and nt were absent), yt would be similar but
multiplied in amplitude by G !ð Þ and shifted in phase by 
 !ð Þ. Furthermore, the theoretical univariate
spectrum

fyy !ð Þ ¼ G !ð Þ2fxx !ð Þ þ fn !ð Þ

where nt, with spectrum fn !ð Þ, is assumed independent of the input xt.

Cross-spectral analysis thus furnishes estimates of the gain

Ĝ !ð Þ ¼ f̂xy !ð Þ
			 			=f̂xx !ð Þ

and the phase


̂ !ð Þ ¼ arg f̂xy !ð Þ
� �

:

From these representations of the estimated frequency response V̂ !ð Þ, parametric transfer function (TF)
models may be recognized and selected. The noise spectrum may also be estimated as

f̂yjx !ð Þ ¼ f̂yy !ð Þ 1� Ŵ !ð Þ
� �

a formula which reflects the fact that in essence a regression is being performed of the sinusoidal
components of yt on those of xt over each frequency band.

Interpretation of the frequency response may be aided by extracting from V̂ !ð Þ estimates of the impulse
response function (IRF) v̂k. It is assumed that there is no anticipatory response between yt and xt, i.e.,
no coefficients vk with k ¼ �1 or �2 are needed (their presence might indicate feedback between the
series).

2.5.5 Cross-spectrum smoothing by lag window

The estimate of the cross-spectrum is calculated from the sample cross-variances as

f̂xy !ð Þ ¼
1

2	

XMþS
�MþS

wk�Scxy kð Þei!k:

The lag window wk extends up to a truncation lag M as in the univariate case, but its centre is shifted
by an alignment lag S usually chosen to coincide with the peak cross-correlation. This is equivalent to
an alignment of the series for peak cross-correlation at lag 0, and reduces bias in the phase estimation.

The selection of the truncation lag M, which fixes the bandwidth of the estimate, is based on the same
criteria as for univariate series, and the same choice of M and window shape should be used as in
univariate spectrum estimation to obtain valid estimates of the coherency, gain, etc., and test statistics.

2.5.6 Direct smoothing of the cross-spectrum

The computations are exactly as for smoothing of the univariate spectrum except that allowance is made
for an implicit alignment shift S between the series.
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2.6 Kalman Filters

2.6.1 Linear State Space Models

Kalman filtering provides a method for the analysis of multidimensional time series. The underlying
model is:

Xtþ1 ¼ AtXt þBtWt ð8Þ
Yt ¼ CtXt þ Vt ð9Þ

where Xt is the unobserved state vector, Yt is the observed measurement vector, Wt is the state noise,
Vt is the measurement noise, At is the state transition matrix, Bt is the noise coefficient matrix and Ct is
the measurement coefficient matrix at time t. The state noise and the measurement noise are assumed to
be uncorrelated with zero mean and covariance matrices:

E WtW
T
t

� 
¼ Qt and E VtV

T
t

� 
¼ Rt:

If the system matrices At, Bt, Ct and the covariance matrices Qt;Rt are known then Kalman filtering
can be used to compute the minimum variance estimate of the stochastic variable Xt.

The estimate of Xt given observations Y1 to Yt�1 is denoted by X̂tjt�1 with state covariance matrix

E X̂tjt�1X̂
T
tjt�1

n o
¼ Ptjt�1 while the estimate of Xt given observations Y1 to Yt is denoted by X̂tjt with

covariance matrix E X̂tjtX̂
T
tjt

n o
¼ Ptjt.

The update of the estimate, X̂tþ1jt, from time t to time tþ 1, is computed in two stages.

First, the update equations are

X̂tjt ¼ X̂tjt�1 þKtrt; Ptjt ¼ I �KtCtð ÞPtjt�1

where the residual rt ¼ Yt � CtXtjt�1 has an associated covariance matrix Ht ¼ CtPtjt�1CT
t þRt, and

Kt is the Kalman gain matrix with

Kt ¼ Ptjt�1CT
t H

�1
t :

The second stage is the one-step-ahead prediction equations given by

X̂tþ1jt ¼ AtX̂tjt; Ptþ1jt ¼ AtPtjtA
T
t þ BtQtB

T
t :

These two stages can be combined to give the one-step-ahead update-prediction equations

X̂tþ1jt ¼ AtX̂tjt�1 þAtKtrt:

The above equations thus provide a method for recursively calculating the estimates of the state vectors
X̂tjt and X̂tþ1jt and their covariance matrices Ptjt and Ptþ1jt from their previous values. This recursive
procedure can be viewed in a Bayesian framework as being the updating of the prior by the data Yt.

The initial values X̂1j0 and P1j0 are required to start the recursion. For stationary systems, P1j0 can be
computed from the following equation:

P1j0 ¼ A1P1j0A
T
1 þB1Q1B

T
1 ;

which can be solved by iterating on the equation. For X̂1j0 the value E Xf g can be used if it is
available.

2.6.1.1 The information filter

An alternative set of Kalman filter equations can be constructed which use the inverse of the covariance
matrices. These matrices (e.g., P�1tþ1jt) are also positive semidefinite and are termed information

matrices.

Although the information filter has the disadvantage that it requires the inverses A�1t and R�1t to be
computed, it is preferable to the covariance filter in situations where there is no (very little) information
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concerning the initial state of the system. In these circumstances the covariance filter will fail because
the initial state covariance matrix P0j�1 is infinite (very large), whilst the corresponding information
filter initial state P�10j�1 ¼ 0 (very small) incurs no such difficulties.

The information filter recursion is described by the following equations

P�1tþ1jt ¼ I �NtB
T
t

� �
Mt ð10Þ

P�1tþ1jtþ1 ¼ P�1tþ1jt þ CT
tþ1R

�1
tþ1Ctþ1 ð11Þ

where Mt ¼ A�1t
� �T

P�1tjt A
�1
t

and Nt ¼MtBt Q
�1
t þBT

tMtBt

� ��1
âtþ1jt ¼ I �NtB

T
t

� �
A�1t
� �T

âtjt ð12Þ

âtþ1jtþ1 ¼ âtþ1jt þ CT
tþ1R

�1
tþ1Ytþ1 ð13Þ

where âtþ1jt ¼ P�1tþ1jtX̂tþ1jt ð14Þ

and âtþ1jtþ1 ¼ P�1tþ1jtþ1X̂tþ1jtþ1: ð15Þ

2.6.1.2 Computational methods

To improve the stability of the computations the square root algorithm is used. One recursion of the
square root covariance filter algorithm which can be summarised as follows:

R
1=2
t CtSt 0

0 AtSt BtQ
1=2
t

0@ 1AU ¼ H
1=2
t 0 0

Gt Stþ1 0

0@ 1A
where U is an orthogonal transformation triangularizing the left-hand pre-array to produce the right-

hand post-array, St is the lower triangular Cholesky factor of the state covariance matrix Ptþ1jt, Q
1=2
t

and R1=2
t are the lower triangular Cholesky factor of the covariance matrices Q and R and H1=2

t is the
lower triangular Cholesky factor of the covariance matrix of the residuals. The relationship between the
Kalman gain matrix, Kt, and Gt is given by

AtKt ¼ Gt H
1=2
t

� ��1
:

To improve the efficiency of the computations when the matrices At;Bt and Ct do not vary with time
the system can be transformed to give a simpler structure. The transformed state vector is U�X where
U� is the transformation that reduces the matrix pair A;Cð Þ to lower observer Hessenberg form. That is,
the matrix U� is computed such that the compound matrix

CU�T

U�AU�T

� �
is a lower trapezoidal matrix. The transformations need only be computed once at the start of a series,
and the covariance matrices Qt and Rt can still be time-varying.

2.6.1.3 The square root information filter

The time-varying square root information Kalman filter (nag_kalman_sqrt_filt_info_var (g13ecc))
provided by this chapter requires the construction of the following block matrix pre-array and block
matrix post-array.
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U2

Q
�1=2
t 0 0

S�1t A�1t Bt S�1t A�1t S�1t X̂tjt

0 R
�1=2
tþ1 Ctþ1 R

�1=2
tþ1 Ytþ1

0BB@
1CCA ¼ F

�1=2
tþ1 � �
0 S�1tþ1 �tþ1jtþ1
0 0 Etþ1

0B@
1CA

ðPre-arrayÞðPost-arrayÞ

ð16Þ

where the asterisk represents elements that are not required, U2 is an orthogonal transformation
triangularizing the pre-array and Ftþ1, the matrix containing the innovations in the process noise, is
given by

F�1tþ1 ¼ Q�1t þBT
tMtBt:

The matrices P�1tjt , Q
�1
t , F�1tþ1 and R�1t have been Cholesky factorized as follows:

P�1tjt ¼ S�1t
� �T

S�1t

Q�1t ¼ Q
�1=2
t

� �T
Q
�1=2
t

R�1t ¼ R
�1=2
t

� �T
R
�1=2
t

F�1tþ1 ¼ F
�1=2
tþ1

� �T
F
�1=2
tþ1

where the right factors are upper triangular.

The new state estimate is computed via

Xtþ1jtþ1 ¼ Stþ1�tþ1jtþ1: ð17Þ

That this method is computationally equivalent to equations (10)–(15) can be demonstrated by
transposing (16), ‘squaring’ the right-hand side to eliminate the orthogonal matrix U2 and then, after
performing a block Cholesky decomposition, equating block matrix elements on either side. It can
similarly be shown that transposition of rows 2 and 3 of the pre-array, as occurs in function
nag_kalman_sqrt_filt_info_invar (g13edc), does not affect the elements in the resultant post-array.

2.6.1.4 Time invariant condensed square root filters

When the system matrices A, B and C are time invariant, it can be advantageous to perform initial
unitary transformations to ‘condense’ them (create as many zeros as possible) and thereby significantly
reduce the number of floating-point operations required by the algorithm. Essentially this entails
creating an appropriate unitary transformation matrix U and solving for the new state vector Xt ¼ UX
in the transformed reference frame. After the required number of Kalman filter iterations have been
performed the back transformation X ¼ UTXt provides the estimated state vector in the original
reference frame. It can be shown that the transformed system matrices for the covariance filter are given
by UAUT; UB;CUTf g, which are in agreement with the arguments required by nag_kalman_sqrt_filt_
cov_invar (g13ebc). It can similarly be shown that the system matrices describing the corresponding
transformed information filter are UA�1UT; UB;CUT

� 
. These correspond to the arguments used by

nag_kalman_sqrt_filt_info_invar (g13edc) (UA�1UT, UA�1B, CUT), where the second matrix is input
as the product of UA�1UT and UB. It should be noted that in the transformed frame the covariance
matrix P 0tjt is related to the original covariance matrix via the similarity transformation

P 0tjt ¼ UPtjtUT P 0tjt

� ��1
¼ U P 0�1tjt

� �
UT

� �
. This means that, for square root Kalman filter functions,

the appropriate Cholesky factor of P 0tjt must be input.

The condensed matrix forms used by the functions in this chapter are lower observer Hessenberg form,
in the case of nag_kalman_sqrt_filt_cov_invar (g13ebc), where the compound matrix
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UAUT

CUT

� �
is lower trapezoidal and upper controller Hessenberg form, in the case of nag_kalman_sqrt_filt_in
fo_invar (g13edc), where the compound matrix UB j UAUTð Þ is upper trapezoidal.

Both nag_kalman_sqrt_filt_cov_invar (g13ebc) and nag_kalman_sqrt_filt_info_invar (g13edc) contain
the block matrix

CUT

UB UAUT

 !
within their pre-array, and the structure of this matrix (for n ¼ 6, m ¼ 3 and p ¼ 2) is illustrated below
for both Hessenberg forms

Lower observer Hessenberg

x 0 0 0 0 0

x x 0 0 0 0

x x x x x x 0 0 0

x x x x x x x 0 0

x x x x x x x x 0

x x x x x x x x x

x x x x x x x x x

x x x x x x x x x

0BBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCA
:

Upper controller Hessenberg

x x x x x x

x x x x x x

x x x x x x

x x x x x x x x

0 x x x x x x x

0 0 x x x x x x

0 0 0 x x x x x

0 0 0 0 x x x x

0 0 0 0 0 x x x

0BBBBBBBBBBBBBBBBB@

1CCCCCCCCCCCCCCCCCA

:

2.6.1.5 Model fitting and forecasting

If the state space model contains unknown parameters, �, these can be estimated using maximum
likelihood (ML). Assuming that Wt and Vt are normal variates the log-likelihood for observations Yt ,
for t ¼ 1; 2; . . . ; n, is given by

constant� 1

2

Xn
t¼1

ln det Htð Þð Þ � 1

2

Xt
t¼1
rTt H

�1
t rt:

Optimal estimates for the unknown model parameters � can then be obtained by using a suitable
optimizer function to maximize the likelihood function.

Once the model has been fitted forecasting can be performed by using the one-step-ahead prediction
equations. The one-step-ahead prediction equations can also be used to ‘jump over’ any missing values
in the series.
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2.6.1.6 Kalman filter and time series models

Many commonly used time series models can be written as state space models. A univariate
ARMA p; qð Þ model can be cast into the following state space form:

xt ¼ Axt�1 þB�t
wt ¼ Cxt

A ¼


1 1

2 1
: :
: :

r�1 1

r 0 0 : : 0

0BBBBB@

1CCCCCA; B ¼

1
��1
��2
:
:
��r�1

0BBBBB@

1CCCCCA and CT ¼

1
0
0
:
:
0

0BBBBB@

1CCCCCA;

where r ¼ max p; q þ 1ð Þ.
The representation for a k-variate ARMA p; qð Þ series (VARMA) is very similar to that given above,
except now the state vector is of length kr and the 
 and � are now k� k matrices and the 1s in A, B
and C are now the identity matrix of order k. If p < r or q þ 1 < r then the appropriate 
 or � matrices
are set to zero, respectively.

Since the compound matrix

C
A

� �
is already in lower observer Hessenberg form (i.e., it is lower trapezoidal with zeros in the top right-
hand triangle) the invariant Kalman filter algorithm can be used directly without the need to generate a
transformation matrix U�.

2.6.2 Nonlinear State Space Models

A nonlinear state space model, with additive noise, can, at time t, be described by:

xtþ1 ¼ F xtð Þ þ vt
yt ¼ H xtð Þ þ ut

ð18Þ

where xt represents the unobserved state vector of length mx and yt the observed measurement vector
of length my. The process noise is denoted vt, which is assumed to have mean zero and covariance
structure �x, and the measurement noise by ut, which is assumed to have mean zero and covariance
structure �y. The two nonlinear functions, F and H may be time dependent. Two methods are
commonly used to analyse nonlinear state space models: the Extended Kalman Filter (EKF) and the
Unscented Kalman Filter (UKF).

The EKF solves the nonlinear state space model by first linearising the set of equations given in (18)
using a first order taylor expansion around x̂t (the estimate of the state vector at time t given the full
data: y1; y2; . . . ; yt) in the case of F and around x̂t (the estimate of the state vector at time t given the
partial data: y1; y1; . . . ; yt�1) in the case of H. This leads to the linear state space model:

xtþ1 � F 0ð Þxt þ vt þ F 0 � F x̂tð Þx̂t
yt �H x̂t

� �
þ H 0ð Þx̂t � H 0ð Þxt þ ut

where

F 0 ¼ @F xð Þ
@x

				
x¼x̂t

H 0 ¼ @H xð Þ
@x

				
x¼x̂t

This linear state space model can then be solved using the standard Kalman Filter. See Haykin (2001)
for more details.

Unlike the EKF, the UKF of Julier and Uhlmann (1997) does not attempt to linearise the problem,
rather it uses a minimal set of carefully chosen points, called sigma points, to capture the mean and
covariance of the underlying Gaussian random variables. These points are then propagated through the
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nonlinear functions giving an estimate of the transformed mean and covariance. A brief description of
the UKF can be found in Section 3 in nag_kalman_unscented_state (g13ekc).

2.7 GARCH Models

2.7.1 ARCH models and their generalizations

Rather than modelling the mean (for example using regression models) or the autocorrelation (by using
ARMA models) there are circumstances in which the variance of a time series needs to be modelled.
This is common in financial data modelling where the variance (or standard deviation) is known as
volatility. The ability to forecast volatility is a vital part in deciding the risk attached to financial
decisions like portfolio selection. The basic model for relating the variance at time t to the variance at
previous times is the autoregressive conditional heteroskedastic (ARCH) model. The standard ARCH
model is defined as

yt j  t�1 � N 0; htð Þ;

ht ¼ �0 þ
Xq
i¼1
�i�

2
t�i;

where  t is the information up to time t and ht is the conditional variance.

In a similar way to that in which autoregressive (AR) models were generalized to ARMA models the
ARCH models have been generalized to a GARCH model; see Engle (1982), Bollerslev (1986) and
Hamilton (1994)

ht ¼ �0 þ
Xq
i¼1
�i�

2
t�i þ

Xp
i¼1
�ht�i:

This can be combined with a regression model:

yt ¼ b0 þ
Xk
i¼1
bixit þ �t;

where �t j  t�1 � N 0; htð Þ and where xit, for i ¼ 1; 2; . . . ; k, are the exogenous variables.

The above models assume that the change in variance, ht, is symmetric with respect to the shocks, that
is, that a large negative value of �t�1 has the same effect as a large positive value of �t�1. A frequently
observed effect is that a large negative value �t�1 often leads to a greater variance than a large positive
value. The following three asymmetric models represent this effect in different ways using the
parameter � as a measure of the asymmetry.

Type I AGARCH(p; q)

ht ¼ �0 þ
Xq
i¼1
�i �t�i þ �ð Þ2 þ

Xp
i¼1
�iht�i:

Type II AGARCH(p; q)

ht ¼ �0 þ
Xq
i¼1
�i �t�ij j þ ��t�ið Þ2 þ

Xp
i¼1
�iht�i:

GJR-GARCH(p; q), or Glosten, Jagannathan and Runkle GARCH (see Glosten et al. (1993))

ht ¼ �0 þ
Xq
i¼1

�i þ �It�1ð Þ�2t�1 þ
Xp
i¼1
�iht�i;

where It ¼ 1 if �t < 0 and It ¼ 0 if �t 	 0.

The first assumes that the effects of the shocks are symmetric about � rather than zero, so that for � < 0
the effect of negative shocks is increased and the effect of positive shocks is decreased. Both the Type
II AGARCH and the GJR GARCH (see Glosten et al. (1993)) models introduce asymmetry by
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increasing the value of the coefficient of �2t�1 for negative values of �t�1. In the case of the Type II
AGARCH the effect is multiplicative while for the GJR GARCH the effect is additive.

Coefficient �t�1 < 0 �t�1 > 0

Type II AGARCH �i 1� �ð Þ2 �i 1þ �ð Þ2

GJR GARCH �i þ � �i

(Note that in the case of GJR GARCH, � needs to be positive to inflate variance after negative shocks
while for Type I and Type II AGARCH, � needs to be negative.)

A third type of GARCH model is the exponential GARCH (EGARCH). In this model the variance
relationship is on the log scale and hence asymmetric.

ln htð Þ ¼ �0 þ
Xq
i¼1
�izt�i þ

Xq
i¼1

i zt�ij j � E zt�ij j½ �ð Þ þ

Xp
i¼1
�i ln ht�ið Þ;

where zt ¼
�tffiffiffiffiffi
ht
p and E zt�ij j½ � denotes the expected value of zt�ij j.

Note that the 
i terms represent a symmetric contribution to the variance while the �i terms give an
asymmetric contribution.

2.7.2 Fitting GARCH models

The models are fitted by maximizing the conditional log-likelihood. For the Normal distribution the
conditional log-likelihood is

1

2

XT
i¼1

log hið Þ þ
�2i
hi

� �
:

For the Student's t-distribution the function is more complex. An approximation to the standard errors
of the parameter estimates is computed from the Fisher information matrix.

2.8 Inhomogeneous Time Series

If we denote a generic univariate time series as a sequence of pairs of values zi; tið Þ, for i ¼ 1; 2; . . .
where the z's represent an observed scalar value and the t's the time that the value was observed, then in
a standard time series analysis, as discussed in other sections of this introduction, it is assumed that the
series being analysed is homogeneous, that is the sampling times are regularly spaced with ti � ti�1 ¼ �
for some value �. In many real world applications this assumption does not hold, that is, the series is
inhomogeneous.

Standard time series analysis techniques cannot be used on an inhomogeneous series without first
preprocessing the series to construct an artificial homogeneous series, by for example, resampling the
series at regular intervals. Zumbach and MÏller (2001) introduced a series of operators that can be used
to extract robust information directly from the inhomogeneous time series. In this context, robust
information means that the results should be essentially independent of minor changes to the sampling
mechanism used when collecting the data, for example, changing a number of time stamps or adding or
removing a few observations.

The basic operator available for inhomogeneous time series is the exponential moving average (EMA).
This operator has a single parameter, � , and is an average operator with an exponentially decaying
kernel given by:

e�t=�

�
:
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This gives rise to the following iterative formula:

EMA � ; z½ � tið Þ ¼ �EMA � ; z½ � ti�1ð Þ þ � � �ð Þzi�1 þ 1� �ð Þzi
where

� ¼ e�� and � ¼ ti � ti�1
�

:

The value of � depends on the method of interpolation chosen. Three interpolation methods are
available:

1. Previous point: � ¼ 1.
2. Linear: � ¼ 1� �ð Þ=�.
3. Next point: � ¼ �.

Given the EMA, a number of other operators can be defined, including:

(i) m-Iterated Exponential Moving Average, defined as

EMA �;m; z½ � ¼ EMA � ;EMA �;m� 1; z½ �½ � where EMA �; 1; z½ � ¼ EMA � ; z½ �:
(ii) Moving Average (MA), defined as

MA �;m1;m2; z½ � tið Þ ¼
1

m2 �m1 þ 1

Xm2

j¼m1

EMA ~�; j; z½ � tið Þ where ~� ¼ 2�

m2 þm1

(iii) Moving Norm (MNorm), defined as

MNorm �;m; p; zð Þ ¼ MA �; 1;m; zj jp½ �1=p

(iv) Moving Variance (MVar), defined as

MVar �;m; p; zð Þ ¼ MA �; 1;m; z�MA �; 1;m; z½ �j jp½ �
(v) Moving Standard Deviation (MSD), defined as

MSD �;m; p; zð Þ ¼ MA �; 1;m; z�MA �; 1;m; z½ �j jp½ �1=p

(vi) Differential (�), defined as

� �; �; �; �; z½ � ¼ � EMA ��; 1; z½ � þ EMA ��; 2; z½ � � 2EMA ���; 4; z½ �ð Þ
(vii)Volatility, defined as

Volatility �; � 0;m; p; z½ � ¼ MNorm �=2;m; p;� � 0; z½ �ð Þ
A discussion of each of these operators, their use and in some cases, alternative definitions, are given in
Zumbach and MÏller (2001).

3 Recommendations on Choice and Use of Available Functions

3.1 Univariate Analysis

The availability of functions for each of these four steps is given below.

3.1.1 ARMA-type Models

ARMA-type modelling usually follows the methodology made popular by Box and Jenkins. It consists
of four steps: identification, model fitting, model checking and forecasting.

(a) Model identification

The function nag_tsa_mean_range (g13auc) may be used in obtaining either a range-mean or
standard deviation-mean plot for a series of observations, which may be useful in detecting the
need for a variance-stabilizing transformation. nag_tsa_mean_range (g13auc) computes the range
or standard deviation and the mean for successive groups of observations that may then be used to
produce a scatter plot of range against mean or of standard deviation against mean.
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The function nag_tsa_diff (g13aac) may be used to difference a time series. The
N ¼ n� d� s�D va lues o f the d i f f e r enced t ime se r i e s wh i ch ex t ends fo r
t ¼ 1þ dþ s�D; . . . ; n are stored in the first N elements of the output array.

The function nag_tsa_auto_corr (g13abc) may be used for direct computation of the autocorrela-
tions. It requires the time series as input, after optional differencing by nag_tsa_diff (g13aac).

An alternative is to use nag_tsa_spectrum_univar_cov (g13cac), which uses the fast Fourier
transform (FFT) to carry out the convolution for computing the autocovariances. Circumstances in
which this is recommended are

(i) if the main aim is to calculate the smoothed sample spectrum;

(ii) if the series length and maximum lag for the autocorrelations are both very large, in which
case appreciable computing time may be saved.

For more precise recommendations, see Gentleman and Sande (1966). In this case the
autocorrelations rk need to be obtained from the autocovariances ck by rk ¼ ck=c0.
The function nag_tsa_auto_corr_part (g13acc) computes the partial autocorrelation function
(PACF) and prediction error variance estimates from an input autocorrelation function (ACF). Note
that nag_tsa_multi_part_lag_corr (g13dnc), which is designed for multivariate time series, may also
be used to compute the PACF together with �2 statistics and their significance levels.

Finite lag predictor coefficients are also computed by the function nag_tsa_auto_corr_part
(g13acc). It may have to be used twice, firstly with a large value for the maximum lag L in order to
locate the optimum final prediction error (FPE) lag, then again with L reset to this lag.

The function nag_tsa_arma_roots (g13dxc) may be used to check that the autoregressive (AR) part
of the model is stationary and that the moving-average (MA) part is invertible.

(b) Model estimation

ARIMA models may be fitted using the function nag_tsa_multi_inp_model_estim (g13bec). This
function can fit both simple ARIMA models as well as more complex multi-input models. There is
a choice of using least squares or maximum likelihood (ML) estimation.

The function nag_tsa_varma_estimate (g13ddc) is primarily designed for fitting vector ARMA
models to multivariate time series but may also be used in a univariate mode. It allows the use of
either the exact or conditional likelihood estimation criterion, and allows you to fit non-
multiplicative seasonal models which are not available in nag_tsa_multi_inp_model_estim
(g13bec).

(c) Model checking

The function nag_tsa_resid_corr (g13asc) calculates the correlations in the residuals from a model
fitted by nag_tsa_multi_inp_model_estim (g13bec). In addition the standard errors and correlations
of the residual autocorrelations are computed along with a portmanteau test for model adequacy.
nag_tsa_resid_corr (g13asc) can be used after a univariate model has been fitted by
nag_tsa_multi_inp_model_estim (g13bec), but care must be taken in selecting the correct inputs
to nag_tsa_resid_corr (g13asc). Note that if nag_tsa_varma_estimate (g13ddc) has been used to fit
a non-multiplicative seasonal model to a univariate series then nag_tsa_varma_diagnostic (g13dsc)
may be used to check the adequacy of the model.

(d) Forecasting using an ARIMA model

The function nag_tsa_multi_inp_model_forecast (g13bjc) can be used to compute forecasts using a
specified ARIMA model using the observed values of the series. If some further observations
xnþ1; xnþ2; . . . have come to hand since model estimation (and there is no desire to re-estimate the
model using the extended series), then nag_tsa_multi_inp_update (g13bgc) can be used to update
the state set using the new observations, prior to forecasting from the end of the extended series.
The original series is not required.
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3.1.2 Exponential smoothing

A variety of different smoothing methods are provided by nag_tsa_exp_smooth (g13amc), including;
single exponential, Brown's double exponential, linear Holt (also called double exponential smoothing
in some references), additive Holt–Winters and multiplicative Holt–Winters. The choice of smoothing
method used depends on the characteristics of the time series. If the mean of the series is only slowly
changing then single exponential smoothing may be suitable. If there is a trend in the time series, which
itself may be slowly changing, then double exponential smoothing may be suitable. If there is a
seasonal component to the time series, e.g., daily or monthly data, then one of the two Holt–Winters
methods may be suitable.

3.1.3 Change point analysis

Four functions are available for change point analysis, two implementing the PELT algorithm
(nag_tsa_cp_pelt (g13nac) and nag_tsa_cp_pelt_user (g13nbc)) and two binary segmentation
(nag_tsa_cp_binary (g13ndc) and nag_tsa_cp_binary_user (g13nec)). Of these, nag_tsa_cp_pelt
(g13nac) and nag_tsa_cp_binary (g13ndc) have six pre-defined cost functions based on the log-
likelihood of the Normal, Gamma, Exponential and Poisson distributions. In the case of the Normal
distribution changes in the mean, standard deviation or both can be investigated. The remaining two
functions, nag_tsa_cp_pelt_user (g13nbc) and nag_tsa_cp_binary_user (g13nec) take a user-supplied
cost function.

Binary segmentation only returns an approximate solution to the change point problem as defined in
equation (5). It is therefore recommended that the PELT algorithm is used in most cases. However, for
long time series the binary segmentation algorithm may give a marked improvement in terms of speed
especially if the maximum depth for the iterative process (mdepth) is set to a low value.

3.2 Univariate Spectral Analysis

Two functions are available, nag_tsa_spectrum_univar_cov (g13cac) carrying out smoothing using a lag
window and nag_tsa_spectrum_univar (g13cbc) carrying out direct frequency domain smoothing. Both
can take as input the original series, but nag_tsa_spectrum_univar_cov (g13cac) alone can use the
sample autocovariances as alternative input. This has some computational advantage if a variety of
spectral estimates needs to be examined for the same series using different amounts of smoothing.

However, the real choice in most cases will be which of the four shapes of lag window in
nag_tsa_spectrum_univar_cov (g13cac) to use, or whether to use the trapezium frequency window of
nag_tsa_spectrum_univar (g13cbc). The references may be consulted for advice on this, but the two
most recommended lag windows are the Tukey and Parzen. The Tukey window has a very small risk of
supplying negative spectrum estimates; otherwise, for the same bandwidth, both give very similar
results, though the Parzen window requires a higher truncation lag (more autocorrelation function
(ACF) values).

The frequency window smoothing procedure of nag_tsa_spectrum_univar (g13cbc) with a trapezium
shape parameter p ’ 1

2 generally gives similar results for the same bandwidth as lag window methods
with a slight advantage of somewhat less distortion around sharp peaks, but suffering a rather less
smooth appearance in fine detail.

3.3 Linear Lagged Relationships Between Time Series

The availability of functions for each of four steps: identification, model fitting, model checking and
forecasting, is given below.

(a) Model identification

Normally use nag_tsa_cross_corr (g13bcc) for direct computation of cross-correlations, from which
cross-covariances may be obtained by multiplying by sysx, and impulse response estimates (after
prewhitening) by multiplying by sy=sx, where sy; sx are the sample standard deviations of the
series.

An alternative is to use nag_tsa_spectrum_bivar_cov (g13ccc), which exploits the fast Fourier
transform (FFT) to carry out the convolution for computing cross-covariances. The criteria for this
are the same as given in Section 3.1.1 for calculation of autocorrelations. The impulse response
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function may also be computed by spectral methods without prewhitening using nag_tsa_noise_
spectrum_bivar (g13cgc).

nag_tsa_arma_filter (g13bac) may be used to prewhiten or filter a series by an ARIMA model.

nag_tsa_transf_filter (g13bbc) may be used to filter a time series using a transfer function model.

(b) Estimation of multi-input model parameters

The function nag_tsa_transf_prelim_fit (g13bdc) is used to obtain preliminary estimates of transfer
function model parameters. The model orders and an estimate of the impulse response function (see
Section 3.2) are required.

The simultaneous estimation of the transfer function model parameters for the inputs, and ARIMA
model parameters for the output, is carried out by nag_tsa_multi_inp_model_estim (g13bec).

This function requires values of the output and input series, and the orders of all the models. Any
differencing implied by the model is carried out internally.

The function also requires the maximum number of iterations to be specified, and returns the state
set for use in forecasting.

(c) Multi-input model checking

The function nag_tsa_resid_corr (g13asc), primarily designed for univariate time series, can be
used to test the residuals from an input-output model.

(d) Forecasting using a multi-input model

The function nag_tsa_multi_inp_model_forecast (g13bjc) can be used to compute forecasts for a
specified multi-input model using the observed values of the series. Forecast for the input series
have to be provided.

(e) Filtering a time series using a transfer function model

The function for this purpose is nag_tsa_transf_filter (g13bbc).

3.4 Multivariate Time Series

The availability of functions for each of four steps: identification, model fitting, model checking and
forecasting, is given below.

(a) Model identification

The function nag_tsa_multi_diff (g13dlc) may be used to difference the series. You must supply the
differencing parameters for each component of the multivariate series. The order of differencing for
each individual component does not have to be the same. The function may also be used to apply a
log or square root transformation to the components of the series.

The function nag_tsa_multi_cross_corr (g13dmc) may be used to calculate the sample cross-
correlation or cross-covariance matrices. It requires a set of time series as input. You may request
either the cross-covariances or cross-correlations.

The function nag_tsa_multi_part_lag_corr (g13dnc) computes the partial lag correlation matrices
from the sample cross-correlation matrices computed by nag_tsa_multi_cross_corr (g13dmc), and
the function nag_tsa_multi_part_regsn (g13dpc) computes the least squares estimates of the partial
autoregression matrices and their standard errors. Both functions compute a series of �2 statistic
that aid the determination of the order of a suitable autoregressive model. nag_tsa_multi_auto_
corr_part (g13dbc) may also be used in the identification of the order of an autoregressive model.
The function computes multiple squared partial autocorrelations and predictive error variance ratios
from the sample cross-correlations or cross-covariances computed by nag_tsa_multi_cross_corr
(g13dmc).
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The function nag_tsa_arma_roots (g13dxc) may be used to check that the autoregressive part of the
model is stationary and that the moving-average part is invertible.

(b) Estimation of VARMA model parameters

The function for this purpose is nag_tsa_varma_estimate (g13ddc). This function requires a set of
time series to be input, together with values for p and q. You must also specify the maximum
number of likelihood evaluations to be permitted and which parameters (if any) are to be held at
their initial (user-supplied) values. The fitting criterion is either exact maximum likelihood (ML) or
conditional maximum likelihood.

nag_tsa_varma_estimate (g13ddc) is primarily designed for estimating relationships between time
series. It may, however, easily be used in univariate mode for non-seasonal and non-multiplicative
seasonal ARIMA model estimation. The advantage is that it allows (optional) use of the exact
maximum likelihood (ML) estimation criterion, which is not available in nag_tsa_multi_inp_mo
del_estim (g13bec). The conditional likelihood option is recommended for those models in which
the parameter estimates display a tendency to become stuck at points on the boundary of the
parameter space. When one of the series is known to be influenced by all the others, but the others
in turn are mutually independent and do not influence the output series, then nag_tsa_multi_inp_
model_estim (g13bec) (the transfer function (TF) model fitting function) may be more appropriate
to use.

(c) VARMA model checking

nag_tsa_varma_diagnostic (g13dsc) calculates the cross-correlation matrices of residuals for a
model fitted by nag_tsa_varma_estimate (g13ddc). In addition the standard errors and correlations
of the residual correlation matrices are computed along with a portmanteau test for model
adequacy.

(d) Forecasting using a VARMA model

The function nag_tsa_varma_forecast (g13djc) may be used to construct a chosen number of
forecasts using the model estimated by nag_tsa_varma_estimate (g13ddc). The standard errors of
the forecasts are also computed. A reference vector is set up by nag_tsa_varma_forecast (g13djc)
so that should any further observations become available the existing forecasts can be efficiently
updated using nag_tsa_varma_update (g13dkc). On a call to nag_tsa_varma_update (g13dkc) the
reference vector itself is also updated so that nag_tsa_varma_update (g13dkc) may be called again
each time new observations are available.

3.5 Cross-spectral Analysis

Two functions are available for the main step in cross-spectral analysis. To compute the cospectrum and
quadrature spectrum estimates using smoothing by a lag window, nag_tsa_spectrum_bivar_cov (g13ccc)
should be used. It takes as input either the original series or cross-covariances which may be computed
in a previous call of the same function or possibly using results from nag_tsa_cross_corr (g13bcc). As
in the univariate case, this gives some advantage if estimates for the same series are to be computed
with different amounts of smoothing.

The choice of window shape will be determined as the same as that which has already been used in
univariate spectrum estimation for the series.

For direct frequency domain smoothing, nag_tsa_spectrum_bivar (g13cdc) should be used, with similar
consideration for the univariate estimation in choice of degree of smoothing.

The cross-amplitude and squared coherency spectrum estimates are calculated, together with upper and
lower confidence bounds, using nag_tsa_cross_spectrum_bivar (g13cec). For input the cross-spectral
estimates from either nag_tsa_spectrum_bivar_cov (g13ccc) or nag_tsa_spectrum_bivar (g13cdc) and
corresponding univariate spectra from either nag_tsa_spectrum_univar_cov (g13cac) or nag_tsa_spec
trum_univar (g13cbc) are required.

The gain and phase spectrum estimates are calculated together with upper and lower confidence bounds
using nag_tsa_gain_phase_bivar (g13cfc). The required input is as for nag_tsa_cross_spectrum_bivar
(g13cec) above.
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The noise spectrum estimates and impulse response function estimates are calculated together with
multiplying factors for confidence limits on the former, and the standard error for the latter, using
nag_tsa_noise_spectrum_bivar (g13cgc). The required input is again the same as for nag_tsa_cross_
spectrum_bivar (g13cec) above.

3.6 Kalman Filtering

3.6.1 Linear state space models

There are four main functions available for Kalman filtering covering both the covariance and
information filters with time-varying or time-invariant filter. For covariance filters the functions are
nag_kalman_sqrt_filt_cov_var (g13eac) for time-varying filter and nag_kalman_sqrt_filt_cov_invar
(g13ebc) for time-invariant filter while the equivalent for the information filter are nag_kalman_sqrt_
filt_info_var (g13ecc) and nag_kalman_sqrt_filt_info_invar (g13edc) respectively. In addition, for use
with the time-invariant filters, the function nag_trans_hessenberg_observer (g13ewc) provides the
required transformation to lower or upper observer Hessenberg form while nag_trans_hessenberg_con
troller (g13exc) provides the transformation to lower or upper controller Hessenberg form.

3.6.2 Nonlinear state space models

Two functions are available for analysing a nonlinear state space model: nag_kalman_unscented_
state_revcom (g13ejc) and nag_kalman_unscented_state (g13ekc). The difference between the two
functions is how the nonlinear functions, F and H are supplied, with nag_kalman_unscented_state_r
evcom (g13ejc) using reverse communication and nag_kalman_unscented_state (g13ekc) using direct
communication. See Section 2.3.2 in How to Use the NAG Library and its Documentation for a
description of the terms reverse and direct communication.

As well as having the additional flexibility inherent in reverse communication functions
nag_kalman_unscented_state_revcom (g13ejc) also offers an alternative method of generating the
sigma points utilized by the Unscented Kalman Filter (UKF), potentially allowing for additional
information to be propagated through the state space model. However, due to the increased complexity
of the interface it is recommended that nag_kalman_unscented_state (g13ekc) is used unless this
additional flexibility is definitely required.

3.7 GARCH Models

The main choice in selecting a type of GARCH model is whether the data is symmetric or asymmetric
and if asymmetric what form of asymmetry should be included in the model.

A symmetric ARCH or GARCH model can be fitted by nag_estimate_agarchI (g13fac) and the
volatility forecast by nag_forecast_agarchI (g13fbc). For asymmetric data the choice is between the
type of asymmetry as described in Section 2.7.

GARCH Type Fit Forecast

Type I nag_estimate_agarchI (g13fac) nag_forecast_agarchI (g13fbc)

Type II nag_estimate_agarchII (g13fcc) nag_forecast_agarchII (g13fdc)

GJR nag_estimate_garchGJR (g13fec) nag_forecast_garchGJR (g13ffc)

All functions allow the option of including regressor variables in the model.

3.8 Inhomogeneous Time Series

The following functions deal with inhomogeneous time series, nag_tsa_inhom_iema (g13mec),
nag_tsa_inhom_iema_all (g13mfc) and nag_tsa_inhom_ma (g13mgc).

Both nag_tsa_inhom_iema (g13mec) and nag_tsa_inhom_iema_all (g13mfc) calculate the m-iterated
exponential moving average (EMA). In most cases nag_tsa_inhom_iema (g13mec) can be used, which

g13 – Time Series Analysis Introduction – g13

Mark 26 g13.29



returns EMA �;m; z½ � for a given value of m, overwriting the input data. Sometimes it is advantageous
to have access to the intermediate results, for example when calculating the differential operator, in
which case nag_tsa_inhom_iema_all (g13mfc) can be used, which can return EMA �; i; z½ �, for
i ¼ 1; 2; . . . ;m. nag_tsa_inhom_iema_all (g13mfc) can also be used if you do not wish to overwrite the
input data.

The last function, nag_tsa_inhom_ma (g13mgc) should be used if you require the moving average,
(MA), moving norm (MNorm), moving variance (MVar) or moving standard deviation (MSD). Other
operators can be calculated by calling a combination of these three functions and the use of simple
mathematics (additions, subtractions, etc.).

3.9 Time Series Simulation

There are functions available in Chapter g05 for generating a realization of a time series from a
specified model: nag_rand_arma (g05phc) for univariate time series and nag_rand_varma (g05pjc) for
multivariate time series. There is also a suite of functions for simulating GARCH models:
nag_rand_agarchI (g05pdc), nag_rand_agarchII (g05pec) and nag_rand_garchGJR (g05pfc). The
function nag_rand_exp_smooth (g05pmc) can be used to simulate data from an exponential smoothing
model.

4 Functionality Index

ARMA modelling,
ACF .......................................................................................................... nag_tsa_auto_corr (g13abc)
diagnostic checking ................................................................................. nag_tsa_resid_corr (g13asc)
Dickey–Fuller unit root test ..................................................... nag_tsa_dickey_fuller_unit (g13awc)
differencing ........................................................................................................ nag_tsa_diff (g13aac)
mean/range ........................................................................................... nag_tsa_mean_range (g13auc)
PACF ................................................................................................ nag_tsa_auto_corr_part (g13acc)

Change point,
detection,

binary segmentation ........................................................................... nag_tsa_cp_binary (g13ndc)
binary segmentation,

user supplied cost function .................................................. nag_tsa_cp_binary_user (g13nec)
PELT ....................................................................................................... nag_tsa_cp_pelt (g13nac)
PELT,

user supplied cost function ...................................................... nag_tsa_cp_pelt_user (g13nbc)

Exponential smoothing ............................................................................ nag_tsa_exp_smooth (g13amc)

GARCH,
GJR GARCH,

fitting .......................................................................................... nag_estimate_garchGJR (g13fec)
forecasting ................................................................................... nag_forecast_garchGJR (g13ffc)

symmetric or type I AGARCH,
fitting .............................................................................................. nag_estimate_agarchI (g13fac)
forecasting ...................................................................................... nag_forecast_agarchI (g13fbc)

type II AGARCH,
fitting ............................................................................................. nag_estimate_agarchII (g13fcc)
forecasting ..................................................................................... nag_forecast_agarchII (g13fdc)

Inhomogenous series,
iterated exponential moving average,

final value only returned .............................................................. nag_tsa_inhom_iema (g13mec)
intermediate values returned ................................................... nag_tsa_inhom_iema_all (g13mfc)

moving average ..................................................................................... nag_tsa_inhom_ma (g13mgc)

Kalman,
filter,

time invariant,
square root covariance ............................................ nag_kalman_sqrt_filt_cov_invar (g13ebc)
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square root information .......................................... nag_kalman_sqrt_filt_info_invar (g13edc)
time varying,

square root covariance ................................................ nag_kalman_sqrt_filt_cov_var (g13eac)
square root information ............................................. nag_kalman_sqrt_filt_info_var (g13ecc)

unscented ............................................................................ nag_kalman_unscented_state (g13ekc)
unscented (reverse communication) ..................... nag_kalman_unscented_state_revcom (g13ejc)

Spectral analysis
Bivariate,

Bartlett, Tukey, Parzen windows ...................................... nag_tsa_spectrum_bivar_cov (g13ccc)
cross amplitude spectrum ................................................ nag_tsa_cross_spectrum_bivar (g13cec)
direct smoothing ........................................................................ nag_tsa_spectrum_bivar (g13cdc)
gain and phase ........................................................................ nag_tsa_gain_phase_bivar (g13cfc)
noise spectrum ................................................................ nag_tsa_noise_spectrum_bivar (g13cgc)

Univariate,
Bartlett, Tukey, Parzen windows ..................................... nag_tsa_spectrum_univar_cov (g13cac)
direct smoothing ...................................................................... nag_tsa_spectrum_univar (g13cbc)

Transfer function modelling,
cross-correlations .................................................................................... nag_tsa_cross_corr (g13bcc)
filtering ................................................................................................. nag_tsa_transf_filter (g13bbc)
fitting .................................................................................. nag_tsa_multi_inp_model_estim (g13bec)
forecasting from fully specified model ......................... nag_tsa_multi_inp_model_forecast (g13bjc)
preliminary estimation .................................................................. nag_tsa_transf_prelim_fit (g13bdc)
pre-whitening ......................................................................................... nag_tsa_arma_filter (g13bac)
update state set ........................................................................... nag_tsa_multi_inp_update (g13bgc)

Utility function,
free Nag_G13_Opt structures ........................................................................... nag_tsa_free (g13xzc)
free Nag_TransfOrder structures ............................................................ nag_tsa_trans_free (g13bzc)
initialize Nag_G13_Opt structures ...................................................... nag_tsa_options_init (g13bxc)
initialize Nag_TransfOrder structures ............................................... nag_tsa_transf_orders (g13byc)
state space transformation to controller Hessenberg form

..... nag_trans_hessenberg_controller (g13exc)
state space transformation to observer Hessenberg form

..... nag_trans_hessenberg_observer (g13ewc)

Vector ARMA,
cross-correlations ......................................................................... nag_tsa_multi_cross_corr (g13dmc)
diagnostic checks ........................................................................ nag_tsa_varma_diagnostic (g13dsc)
differencing .............................................................................................. nag_tsa_multi_diff (g13dlc)
fitting .............................................................................................. nag_tsa_varma_estimate (g13ddc)
forecasting ....................................................................................... nag_tsa_varma_forecast (g13djc)
partial autoregression matrices .................................................... nag_tsa_multi_part_regsn (g13dpc)
partial correlation matrices ..................................................... nag_tsa_multi_part_lag_corr (g13dnc)
squared partial autocorrelations ............................................ nag_tsa_multi_auto_corr_part (g13dbc)
update forecast .................................................................................. nag_tsa_varma_update (g13dkc)
zeros of ARIMA operator ..................................................................... nag_tsa_arma_roots (g13dxc)

5 Auxiliary Functions Associated with Library Function Arguments

None.

6 Functions Withdrawn or Scheduled for Withdrawal

None.

g13 – Time Series Analysis Introduction – g13

Mark 26 g13.31



7 References

Akaike H (1971) Autoregressive model fitting for control Ann. Inst. Statist. Math. 23 163–180

Bollerslev T (1986) Generalised autoregressive conditional heteroskedasticity Journal of Econometrics
31 307–327

Box G E P and Jenkins G M (1976) Time Series Analysis: Forecasting and Control (Revised Edition)
Holden–Day

Engle R (1982) Autoregressive conditional heteroskedasticity with estimates of the variance of United
Kingdom inflation Econometrica 50 987–1008

Gentleman W S and Sande G (1966) Fast Fourier transforms for fun and profit Proc. Joint Computer
Conference, AFIPS 29 563–578

Glosten L, Jagannathan R and Runkle D (1993) Relationship between the expected value and the
volatility of nominal excess return on stocks Journal of Finance 48 1779–1801

Hamilton J (1994) Time Series Analysis Princeton University Press

Haykin S (2001) Kalman Filtering and Neural Networks John Wiley and Sons

Heyse J F and Wei W W S (1985) The partial lag autocorrelation function Technical Report No. 32
Department of Statistics, Temple University, Philadelphia

Julier S J and Uhlmann J K (1997) A new extension of the Kalman Filter to nonlinear systems
International Symposium for Aerospace/Defense, Sensing, Simulation and Controls (Volume 3) 26

Killick R, Fearnhead P and Eckely I A (2012) Optimal detection of changepoints with a linear
computational cost Journal of the American Statistical Association 107:500 1590–1598

Tiao G C and Box G E P (1981) Modelling multiple time series with applications J. Am. Stat. Assoc. 76
802–816

Wei W W S (1990) Time Series Analysis: Univariate and Multivariate Methods Addison–Wesley

Zumbach G O and MÏller U A (2001) Operators on inhomogeneous time series International Journal of
Theoretical and Applied Finance 4(1) 147–178

Introduction – g13 NAG Library Manual

g13.32 (last) Mark 26



NAG Library Function Document

nag_tsa_diff (g13aac)

1 Purpose

nag_tsa_diff (g13aac) carries out non-seasonal and seasonal differencing on a time series. Information
which allows the original series to be reconstituted from the differenced series is also produced. This
information is required in time series forecasting.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_diff (const double x[], Integer nx, Integer d, Integer ds,
Integer s, double xd[], Integer *nxd, NagError *fail)

3 Description

Let rdrD
s xi be the ith value of a time series xi, for i ¼ 1; 2; . . . ; n after non-seasonal differencing of

order d and seasonal differencing of order D (with period or seasonality s). In general,

rdrD
s xi ¼ rd�1rD

s xiþ1 �rd�1rD
s xi d > 0

rdrD
s xi ¼ rdrD�1

s xiþs �rdrD�1
s xi D > 0

Non-seasonal differencing up to the required order d is obtained using

r1xi ¼ xiþ1 � xi for i ¼ 1; 2; . . . ; n� 1ð Þ
r2xi ¼ r1xiþ1 �r1xi for i ¼ 1; 2; . . . ; n� 2ð Þ
..
.

rdxi ¼ rd�1xiþ1 �rd�1xi for i ¼ 1; 2; . . . ; n� dð Þ

Seasonal differencing up to the required order D is then obtained using

rdr1
sxi ¼ rdxiþs �rdxi for i ¼ 1; 2; . . . ; n� d� sð Þ

rdr2
sxi ¼ rdr1

sxiþs �rdr1
sxi for i ¼ 1; 2; . . . ; n� d� 2sð Þ

..

.

rdrD
s xi ¼ rdrD�1

s xiþs �rdrD�1
s xi for i ¼ 1; 2; . . . ; n� d�D� sð Þ

Mathematically, the sequence in which the differencing operations are performed does not affect the
final resulting series of m ¼ n� d�D� s values.

4 References

None.

5 Arguments

1: x½nx� – const double Input

On entry: the undifferenced time series, xi, for i ¼ 1; 2; . . . ; n.
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2: nx – Integer Input

On entry: n, the number of values in the undifferenced time series.

Constraint: nx > dþ ds� sð Þ.

3: d – Integer Input

On entry: d, the order of non-seasonal differencing.

Constraint: d 	 0.

4: ds – Integer Input

On entry: D, the order of seasonal differencing.

Constraint: ds 	 0.

5: s – Integer Input

On entry: s, the seasonality.

Constraints:

if ds > 0, s > 0;
if ds ¼ 0, s 	 0.

6: xd½nx� – double Output

On exit: the differenced values in elements 0 to nxd� 1, and reconstitution data in the remainder
of the array.

7: nxd – Integer * Output

On exit: the number of differenced values in the array xd.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_INT

On entry, d ¼ valueh i.
Constraint: d 	 0.

On entry, ds ¼ valueh i.
Constraint: ds 	 0.

On entry, s ¼ valueh i.
Constraint: s 	 0.
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NE_INT_2

On entry, ds ¼ valueh i.
Constraint: if s ¼ 0, ds � 0.

NE_INT_4

On entry, nx ¼ valueh i, d ¼ valueh i, ds ¼ valueh i and s ¼ valueh i.
Constraint: nx > dþ ds� sð Þ.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_tsa_diff (g13aac) is not threaded in any implementation.

9 Further Comments

The time taken by nag_tsa_diff (g13aac) is approximately proportional to dþ dsð Þ � nx.

10 Example

This example reads in a set of data consisting of 20 observations from a time series. Non-seasonal
differencing of order 2 and seasonal differencing of order 1 (with seasonality of 4) are applied to the
input data, giving an output array holding 14 differenced values and 6 values which can be used to
reconstitute the output array.

10.1 Program Text

/* nag_tsa_diff (g13aac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, d, ds, s, nx, nxd;
NagError fail;
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/* Arrays */
double *x = 0, *xd = 0;

INIT_FAIL(fail);

exit_status = 0;
printf("nag_tsa_diff (g13aac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx,

&d, &ds, &s);
#else

scanf("%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &nx,
&d, &ds, &s);

#endif

if (nx > 0) {
/* Allocate memory */
if (!(x = NAG_ALLOC(nx, double)) || !(xd = NAG_ALLOC(nx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nx; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n");
printf("Non-seasonal differencing of order %" NAG_IFMT " "

"and seasonal differencing\nof order %" NAG_IFMT " "
"with seasonality %" NAG_IFMT " are applied\n", d, ds, s);

/* nag_tsa_diff (g13aac).
* Univariate time series, seasonal and non-seasonal
* differencing
*/

nag_tsa_diff(x, nx, d, ds, s, xd, &nxd, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_diff (g13aac).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf("The output array holds %2" NAG_IFMT " values, of which the "

"first %2" NAG_IFMT " are differenced values\n\n", nx, nxd);

for (i = 1; i <= nx; ++i) {
printf("%10.1f", xd[i - 1]);
if (i % 5 == 0 || i == nx)

printf("\n");
}

}
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END:
NAG_FREE(x);
NAG_FREE(xd);

return exit_status;
}

10.2 Program Data

nag_tsa_diff (g13aac) Example Program Data
20 2 1 4
120.0 108.0 98.0 118.0 135.0
131.0 118.0 125.0 121.0 100.0
82.0 82.0 89.0 88.0 86.0
96.0 108.0 110.0 99.0 105.0

10.3 Program Results

nag_tsa_diff (g13aac) Example Program Results

Non-seasonal differencing of order 2 and seasonal differencing
of order 1 with seasonality 4 are applied

The output array holds 20 values, of which the first 14 are differenced values

-11.0 -10.0 -8.0 4.0 12.0
-2.0 18.0 9.0 -4.0 -6.0
-5.0 -2.0 -12.0 5.0 2.0

-10.0 -13.0 17.0 6.0 105.0
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NAG Library Function Document

nag_tsa_auto_corr (g13abc)

1 Purpose

nag_tsa_auto_corr (g13abc) computes the sample autocorrelation function of a time series. It also
computes the sample mean, the sample variance and a statistic which may be used to test the hypothesis
that the true autocorrelation function is zero.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_auto_corr (const double x[], Integer nx, Integer nk,
double *mean, double *var, double r[], double *stat, NagError *fail)

3 Description

The data consist of n observations xi, for i ¼ 1; 2; . . . ; n, from a time series.

The quantities calculated are:

(a) The sample mean

�x ¼

Xn
i¼1
xi

n

(b) The sample variance (for n 	 2)

s2 ¼

Xn
i¼1

xi � �xð Þ2

n� 1ð Þ
(c) The sample autocorrelation coefficients of lags k ¼ 1; 2; . . . ; K, where K is a user-specified

maximum lag, and K < n, n > 1.

(d) The coefficient of lag k is defined as

rk ¼

Xn�k
i¼1

xi � �xð Þ xiþk � �xð Þ

Xn
i¼1

xi � �xð Þ2

(e) See page 496 et seq. of Box and Jenkins (1976) for further details.

(f) A test statistic defined as

stat ¼ n
XK
k¼1

r2k;

which can be used to test the hypothesis that the true autocorrelation function is identically zero.

If n is large and K is much smaller than n, stat has a �2
K distribution under the hypothesis of a zero

autocorrelation function. Values of stat in the upper tail of the distribution provide evidence against the
hypothesis.

Section 8.2.2 of Box and Jenkins (1976) provides further details of the use of stat.
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4 References

Box G E P and Jenkins G M (1976) Time Series Analysis: Forecasting and Control (Revised Edition)
Holden–Day

5 Arguments

1: x½nx� – const double Input

On entry: the time series, xi, for i ¼ 1; 2; . . . ; n.

2: nx – Integer Input

On entry: the number of values, n, in the time series.

Constraint: nx > 1.

3: nk – Integer Input

On entry: the number of lags, K, for which the autocorrelations are required. The lags range
from 1 to K and do not include zero.

Constraint: 0 < nk < nx.

4: mean – double * Output

On exit: the sample mean of the input time series.

5: var – double * Output

On exit: the sample variance of the input time series.

6: r½nk� – double Output

On exit: the sample autocorrelation coefficient relating to lag k, for k ¼ 1; 2; . . . ;K.

7: stat – double * Output

On exit: the statistic used to test the hypothesis that the true autocorrelation function of the time
series is identically zero.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_2_INT_ARG_LE

On entry, nx ¼ valueh i while nk ¼ valueh i. These arguments must satisfy nx > nk.

NE_INT_ARG_LE

On entry, nk ¼ valueh i.
Constraint: nk > 0.

On entry, nx ¼ valueh i.
Constraint: nx > 1.

NE_TIME_SERIES_IDEN

On entry, all values of x are practically identical, giving zero variance. In this case r and stat are
undefined on exit.
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7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_tsa_auto_corr (g13abc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_tsa_auto_corr (g13abc) is approximately proportional to nx� nk.

10 Example

In the example below, a set of 50 values of sunspot counts is used as input. The first 10 autocorrelations
are computed.

10.1 Program Text

/* nag_tsa_auto_corr (g13abc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

Integer exit_status = 0, i, nk, nx;
NagError fail;
double mean, *r = 0, stat, *x = 0, xv;

INIT_FAIL(fail);

printf("nag_tsa_auto_corr (g13abc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &nx, &nk);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &nx, &nk);
#endif

if (nk > 0 && nx > 1 && nk < nx) {
if (!(r = NAG_ALLOC(nk, double)) || !(x = NAG_ALLOC(nx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid nx or nk.\n");
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exit_status = 1;
return exit_status;

}
for (i = 0; i < nx; ++i)

#ifdef _WIN32
scanf_s("%lf", &x[i]);

#else
scanf("%lf", &x[i]);

#endif
printf("\nThe first %2" NAG_IFMT " coefficients are required\n", nk);

/* nag_tsa_auto_corr (g13abc).
* Sample autocorrelation function
*/

nag_tsa_auto_corr(x, nx, nk, &mean, &xv, r, &stat, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_auto_corr (g13abc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf("The input array has sample mean %12.4f\n", mean);
printf("The input array has sample variance %12.4f\n", xv);
printf("The sample autocorrelation coefficients are\n\n");
printf(" Lag Coeff\n");
for (i = 0; i < 10; ++i)

printf("%6" NAG_IFMT "%10.4f\n", i + 1, r[i]);
printf("\nThe value of stat is %12.4f\n", stat);

END:
NAG_FREE(r);
NAG_FREE(x);
return exit_status;

}

10.2 Program Data

nag_tsa_auto_corr (g13abc) Example Program Data
50 10

5.0 11.0 16.0 23.0 36.0
58.0 29.0 20.0 10.0 8.0
3.0 0.0 0.0 2.0 11.0

27.0 47.0 63.0 60.0 39.0
28.0 26.0 22.0 11.0 21.0
40.0 78.0 122.0 103.0 73.0
47.0 35.0 11.0 5.0 16.0
34.0 70.0 81.0 111.0 101.0
73.0 40.0 20.0 16.0 5.0
11.0 22.0 40.0 60.0 80.9

10.3 Program Results

nag_tsa_auto_corr (g13abc) Example Program Results

The first 10 coefficients are required
The input array has sample mean 37.4180
The input array has sample variance 1002.0301
The sample autocorrelation coefficients are

Lag Coeff
1 0.8004
2 0.4355
3 0.0328
4 -0.2835
5 -0.4505
6 -0.4242
7 -0.2419
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8 0.0550
9 0.3783

10 0.5857

The value of stat is 92.1231
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NAG Library Function Document

nag_tsa_auto_corr_part (g13acc)

1 Purpose

nag_tsa_auto_corr_part (g13acc) calculates partial autocorrelation coefficients given a set of
autocorrelation coefficients. It also calculates the predictor error variance ratios for increasing order
of finite lag autoregressive predictor, and the autoregressive parameters associated with the predictor of
maximum order.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_auto_corr_part (const double r[], Integer nk, Integer nl,
double p[], double v[], double ar[], Integer *nvl, NagError *fail)

3 Description

The data consist of values of autocorrelation coefficients r1; r2; . . . ; rK , relating to lags 1; 2; . . . ; K.
These will generally (but not necessarily) be sample values such as may be obtained from a time series
xt using nag_tsa_auto_corr (g13abc).

The partial autocorrelation coefficient at lag l may be identified with the parameter pl;l in the
autoregression

xt ¼ cl þ pl;1xt�1 þ pl;2xt�2 þ � � � þ pl;lxt�l þ el;t
where el;t is the predictor error.

The first subscript l of pl;l and el;t emphasizes the fact that the parameters will in general alter as further
terms are introduced into the equation (i.e., as l is increased).

The parameters are determined from the autocorrelation coefficients by the Yule–Walker equations

ri ¼ pl;1ri�1 þ pl;2ri�2 þ � � � þ pl;lri�l; i ¼ 1; 2; . . . ; l

taking rj ¼ r jj j when j < 0, and r0 ¼ 1.

The predictor error variance ratio vl ¼ var el;t
� �

= var xtð Þ is defined by

vl ¼ 1� pl;1r1 � pl;2r2 � � � � � pl;lrl:
The above sets of equations are solved by a recursive method (the Durbin–Levinson algorithm). The
recursive cycle applied for l ¼ 1; 2; . . . ; L� 1ð Þ, where L is the number of partial autocorrelation
coefficients required, is initialized by setting p1;1 ¼ r1 and v1 ¼ 1� r21.
Then

plþ1;lþ1 ¼ rlþ1 � pl;1rl � pl;2rl�1 � � � � � pl;lr1
� �

=vl
plþ1;j ¼ pl;j � plþ1;lþ1pl;lþ1�j; j ¼ 1; 2; . . . ; l
vlþ1 ¼ vl 1� plþ1;lþ1

� �
1þ plþ1;lþ1
� �

:

If the condition pl;l
		 		 	 1 occurs, say when l ¼ l0, it indicates that the supplied autocorrelation

coefficients do not form a positive definite sequence (see Hannan (1960)), and the recursion is not
continued. The autoregressive parameters are overwritten at each recursive step, so that upon
completion the only available values are pLj, for j ¼ 1; 2; . . . ; L, or pl0�1;j if the recursion has been
prematurely halted.
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4 References

Box G E P and Jenkins G M (1976) Time Series Analysis: Forecasting and Control (Revised Edition)
Holden–Day

Durbin J (1960) The fitting of time series models Rev. Inst. Internat. Stat. 28 233

Hannan E J (1960) Time Series Analysis Methuen

5 Arguments

1: r½nk� – const double Input

On entry: the autocorrelation coefficient relating to lag k, for k ¼ 1; 2; . . . ;K.

2: nk – Integer Input

On entry: K, the number of lags. The lags range from 1 to K and do not include zero.

Constraint: nk > 0.

3: nl – Integer Input

On entry: L, the number of partial autocorrelation coefficients required.

Constraint: 0 < nl � nk.

4: p½nl� – double Output

On exit: p½l � 1� contains the partial autocorrelation coefficient at lag l, pl;l , for l ¼ 1; 2; . . . ; nvl.

5: v½nl� – double Output

On exit: v½l � 1� contains the predictor error variance ratio vl , for l ¼ 1; 2; . . . ; nvl.

6: ar½nl� – double Output

On exit: the autoregressive parameters of maximum order, i.e., pLj if fail:code ¼ NE_NOERROR
, or pl0�1;j if fail:code ¼ NE_CORR_NOT_POS_DEF, for j ¼ 1; 2; . . . ; nvl.

7: nvl – Integer * Output

On exit: the number of valid values in each of p, v and ar. Thus in the case of premature
termination at iteration l0 (see Section 3), nvl is returned as l0 � 1.

8: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_CORR_NOT_POS_DEF

The autocorrelation coefficients do not form a positive definite sequence.

NE_INT

On entry, nk ¼ valueh i.
Constraint: nk > 0.

On entry, nl ¼ valueh i.
Constraint: nl > 0.
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NE_INT_2

On entry, nk ¼ valueh i and nl ¼ valueh i.
Constraint: nk 	 nl.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_tsa_auto_corr_part (g13acc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_tsa_auto_corr_part (g13acc) is proportional to nvlð Þ2.

10 Example

This example uses an input series of 10 sample autocorrelation coefficients derived from the original
series of sunspot numbers generated by the nag_tsa_auto_corr (g13abc) example program. The results
show five values of each of the three output arrays: partial autocorrelation coefficients, predictor error
variance ratios and autoregressive parameters. All of these were valid.

10.1 Program Text

/* nag_tsa_auto_corr_part (g13acc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <nag.h>
#include <stdio.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

Integer exit_status = 0, i, nk, nl, nvl;
NagError fail;
double *ar = 0, *p = 0, *r = 0, *v = 0;

INIT_FAIL(fail);

printf("nag_tsa_auto_corr_part (g13acc) Example Program Results\n");
/* Skip heading in data file */

#ifdef _WIN32
scanf_s("%*[^\n]");

#else
scanf("%*[^\n]");

#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT " %" NAG_IFMT "", &nk, &nl);
#else

scanf("%" NAG_IFMT " %" NAG_IFMT "", &nk, &nl);
#endif

if (nl > 0 && nk > 0 && nl <= nk) {
if (!(ar = NAG_ALLOC(nl, double)) ||

!(p = NAG_ALLOC(nl, double)) ||
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!(r = NAG_ALLOC(nk, double)) || !(v = NAG_ALLOC(nl, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
}
else {

printf("Invalid nl or nk.\n");
exit_status = 1;
return exit_status;

}
for (i = 0; i < nk; ++i)

#ifdef _WIN32
scanf_s("%lf", &r[i]);

#else
scanf("%lf", &r[i]);

#endif

/* nag_tsa_auto_corr_part (g13acc).
* Partial autocorrelation function
*/

nag_tsa_auto_corr_part(r, nk, nl, p, v, ar, &nvl, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tsa_auto_corr_part (g13acc).\n%s\n", fail.message);
exit_status = 1;

}
if (fail.code == NE_CORR_NOT_POS_DEF)

printf(" Only %2" NAG_IFMT " valid sets were generated\n\n", nvl);
if (fail.code == NE_NOERROR || fail.code == NE_CORR_NOT_POS_DEF) {

printf("\n Lag Partial Predictor error Autoregressive\n");
printf(" autocorrn variance ratio parameter\n\n");
for (i = 0; i < nvl; ++i)

printf(" %2" NAG_IFMT "%9.3f%16.3f%14.3f\n", i + 1, p[i], v[i], ar[i]);
}

END:
NAG_FREE(ar);
NAG_FREE(p);
NAG_FREE(r);
NAG_FREE(v);
return exit_status;

}

10.2 Program Data

nag_tsa_auto_corr_part (g13acc) Example Program Data
10 5

0.8004 0.4355 0.0328 -0.2835 -0.4505
-0.4242 -0.2419 -0.0550 0.3783 0.5857

10.3 Program Results

nag_tsa_auto_corr_part (g13acc) Example Program Results

Lag Partial Predictor error Autoregressive
autocorrn variance ratio parameter

1 0.800 0.359 1.108
2 -0.571 0.242 -0.290
3 -0.239 0.228 -0.193
4 -0.049 0.228 -0.014
5 -0.032 0.228 -0.032

This plot shows the partial autocorrelations for all possible lag values. Reference lines are given at

z0:975=

ffiffiffi
n
p

.
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NAG Library Function Document

nag_tsa_exp_smooth (g13amc)

1 Purpose

nag_tsa_exp_smooth (g13amc) performs exponential smoothing using either single exponential, double
exponential or a Holt–Winters method.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_exp_smooth (Nag_InitialValues mode, Nag_ExpSmoothType itype,
Integer p, const double param[], Integer n, const double y[], Integer k,
double init[], Integer nf, double fv[], double fse[], double yhat[],
double res[], double *dv, double *ad, double r[], NagError *fail)

3 Description

Exponential smoothing is a relatively simple method of short term forecasting for a time series.
nag_tsa_exp_smooth (g13amc) provides five types of exponential smoothing; single exponential,
Brown's double exponential, linear Holt (also called double exponential smoothing in some references),
additive Holt–Winters and multiplicative Holt–Winters. The choice of smoothing method used depends
on the characteristics of the time series. If the mean of the series is only slowly changing then single
exponential smoothing may be suitable. If there is a trend in the time series, which itself may be slowly
changing, then double exponential smoothing may be suitable. If there is a seasonal component to the
time series, e.g., daily or monthly data, then one of the two Holt–Winters methods may be suitable.

For a time series yt , for t ¼ 1; 2; . . . ; n, the five smoothing functions are defined by the following:

Single Exponential Smoothing

mt ¼ �yt þ 1� �ð Þmt�1
ŷtþf ¼ mt

var ŷtþf
� �

¼ var �tð Þ 1þ f � 1ð Þ�2
� �

Brown Double Exponential Smoothing

mt ¼ �yt þ 1� �ð Þmt�1
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þrt�1

ŷtþf ¼ mt þ f � 1ð Þ þ 1=�ð Þrt

var ŷtþf
� �

¼ var �tð Þ 1þ
Xf�1
i¼0

2�þ i� 1ð Þ�2
� �2 !

Linear Holt Smoothing

mt ¼ �yt þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1

ŷtþf ¼ mt þ
Xf
i¼1

irt

var ŷtþf
� �

¼ var �tð Þ 1þ
Xf�1
i¼1

�þ ��
 
i�1ð Þ

�1ð Þ

� �2 !
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Additive Holt–Winters Smoothing

mt ¼ � yt � st�p
� �

þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1
st ¼ � yt �mtð Þ þ 1� �ð Þst�p

ŷtþf ¼ mt þ
Xf
i¼1

irt

 !
þ st�p

var ŷtþf
� �

¼ var �tð Þ 1þ
Xf�1
i¼1
 2
i

 !

 i ¼
0 if i 	 f
�þ ��
 
i�1ð Þ


�1ð Þ if i mod p 6¼ 0

�þ ��
 
i�1ð Þ

�1ð Þ þ � 1� �ð Þ otherwise

8><>:
Multiplicative Holt–Winters Smoothing

mt ¼ �yt=st�p þ 1� �ð Þ mt�1 þ 
rt�1ð Þ
rt ¼ � mt �mt�1ð Þ þ 1� �ð Þ
rt�1
st ¼ �yt=mt þ 1� �ð Þst�p

ŷtþf ¼ mt þ
Xf
i¼1

irt

 !
� st�p

var ŷtþf
� �

¼ var �tð Þ
X1
i¼0

Xp�1
j¼0

 jþip
stþf
stþf�j

� �2 !
and  is defined as in the additive Holt–Winters smoothing,

where mt is the mean, rt is the trend and st is the seasonal component at time t with p being the
seasonal order. The f-step ahead forecasts are given by ŷtþf and their variances by var ŷtþf

� �
. The term

var �tð Þ is estimated as the mean deviation.

The parameters, �, � and � control the amount of smoothing. The nearer these parameters are to one,
the greater the emphasis on the current data point. Generally these parameters take values in the range
0:1 to 0:3. The linear Holt and two Holt–Winters smoothers include an additional parameter, 
, which
acts as a trend dampener. For 0:0 < 
 < 1:0 the trend is dampened and for 
 > 1:0 the forecast function
has an exponential trend, 
 ¼ 0:0 removes the trend term from the forecast function and 
 ¼ 1:0 does
not dampen the trend.

For all methods, values for �, �, � and  can be chosen by trying different values and then visually
comparing the results by plotting the fitted values along side the original data. Alternatively, for single
exponential smoothing a suitable value for � can be obtained by fitting an ARIMA 0; 1; 1ð Þ model (see
nag_tsa_multi_inp_model_estim (g13bec)). For Brown's double exponential smoothing and linear Holt
smoothing with no dampening, (i.e., 
 ¼ 1:0), suitable values for � and � can be obtained by fitting an
ARIMA 0; 2; 2ð Þ model. Similarly, the linear Holt method, with 
 6¼ 1:0, can be expressed as an
ARIMA 1; 2; 2ð Þ model and the additive Holt–Winters, with no dampening, (
 ¼ 1:0), can be expressed
as a seasonal ARIMA model with order p of the form ARIMA 0; 1; pþ 1ð Þ 0; 1; 0ð Þ. There is no similar
procedure for obtaining parameter values for the multiplicative Holt–Winters method, or the additive
Holt–Winters method with 
 6¼ 1:0. In these cases parameters could be selected by minimizing a
measure of fit using one of the nonlinear optimization functions in Chapter e04.

In addition to values for �, �, � and  , initial values, m0, r0 and s�j , for j ¼ 0; 1; . . . ; p� 1, are
required to start the smoothing process. You can either supply these or they can be calculated by
nag_tsa_exp_smooth (g13amc) from the first k observations. For single exponential smoothing the mean
of the observations is used to estimate m0. For Brown double exponential smoothing and linear Holt
smoothing, a simple linear regression is carried out with the series as the dependent variable and the
sequence 1; 2; . . . ; k as the independent variable. The intercept is then used to estimate m0 and the slope
to estimate r0. In the case of the additive Holt–Winters method, the same regression is carried out, but
a separate intercept is used for each of the p seasonal groupings. The slope gives an estimate for r0 and
the mean of the p intercepts is used as the estimate of m0. The seasonal parameters s�j , for
j ¼ 0; 1; . . . ; p� 1, are estimated as the p intercepts – m0. A similar approach is adopted for the
multiplicative Holt–Winter's method.
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One step ahead forecasts, ŷtþ1 are supplied along with the residuals computed as ytþ1 � ŷtþ1ð Þ. In
addition, two measures of fit are provided. The mean absolute deviation,

1

n

Xn
t¼1

yt � ŷtj j

and the square root of the mean deviation ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

n

Xn
t¼1

yt � ŷtð Þ2
s

:

4 References

Chatfield C (1980) The Analysis of Time Series Chapman and Hall

5 Arguments

1: mode – Nag_InitialValues Input

On entry: indicates if nag_tsa_exp_smooth (g13amc) is continuing from a previous call or, if not,
how the initial values are computed.

mode ¼ Nag InitialValuesSupplied
Required values for m0, r0 and s�j , for j ¼ 0; 1; . . . ; p� 1, are supplied in init.

mode ¼ Nag ContinueAndUpdate
nag_tsa_exp_smooth (g13amc) continues from a previous call using values that are
supplied in r.

mode ¼ Nag EstimateInitialValues
Required values for m0, r0 and s�j , for j ¼ 0; 1; . . . ; p� 1, are estimated using the first k
observations.

C o n s t r a i n t : mode ¼ Nag InitialValuesSupplied, Nag ContinueAndUpdate o r
Nag EstimateInitialValues.

2: itype – Nag_ExpSmoothType Input

On entry: the smoothing function.

itype ¼ Nag SingleExponential
Single exponential.

itype ¼ Nag BrownsExponential
Brown double exponential.

itype ¼ Nag LinearHolt
Linear Holt.

itype ¼ Nag AdditiveHoltWinters
Additive Holt–Winters.

itype ¼ Nag MultiplicativeHoltWinters
Multiplicative Holt–Winters.

C o n s t r a i n t : itype ¼ Nag SingleExponential, Nag BrownsExponential, Nag LinearHolt,
Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

3: p – Integer Input

On entry: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, the seasonal
order, p, otherwise p is not referenced.

Constraint: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, p > 1.
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4: param½dim� – const double Input

Note: the dimension, dim, of the array param must be at least

1 when itype ¼ Nag SingleExponential or Nag BrownsExponential;
3 when itype ¼ Nag LinearHolt;
4 when itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

On entry: the smoothing parameters.

If itype ¼ Nag SingleExponential or Nag BrownsExponential, param½0� ¼ � and any remaining
elements of param are not referenced.

If itype ¼ Nag LinearHolt, param½0� ¼ �, param½1� ¼ �, param½2� ¼ 
 and any remaining
elements of param are not referenced.

I f itype ¼ Nag AdditiveHoltWinters o r Nag MultiplicativeHoltWinters, param½0� ¼ �,
param½1� ¼ �, param½2� ¼ � and param½3� ¼ 
.
Constraints:

if itype ¼ Nag SingleExponential, 0:0 � � � 1:0;
if itype ¼ Nag BrownsExponential, 0:0 < � � 1:0;
if itype ¼ Nag LinearHolt, 0:0 � � � 1:0 and 0:0 � � � 1:0 and 
 	 0:0;
if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, 0:0 � � � 1:0 and
0:0 � � � 1:0 and 0:0 � � � 1:0 and 
 	 0:0.

5: n – Integer Input

On entry: the number of observations in the series.

Constraint: n 	 0.

6: y½n� – const double Input

On entry: the time series.

7: k – Integer Input

On entry: if mode ¼ Nag EstimateInitialValues, the number of observations used to initialize the
smoothing.

If mode 6¼ Nag EstimateInitialValues, k is not referenced.

Constraints:

if mode ¼ Nag EstimateInitialValues and itype ¼ Nag AdditiveHoltWinters or
Nag MultiplicativeHoltWinters, 2� p � k � n;
if mode ¼ Nag EstimateInitialValues and itype ¼ Nag SingleExponential,
Nag BrownsExponential or Nag LinearHolt, 1 � k � n.

8: init½dim� – double Input/Output

Note: the dimension, dim, of the array init must be at least

1 when itype ¼ Nag SingleExponential;
2 when itype ¼ Nag BrownsExponential or Nag LinearHolt;
2þ p when itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

On entry: if mode ¼ Nag InitialValuesSupplied, the initial values for m0, r0 and s�j , for
j ¼ 0; 1; . . . ; p� 1, used to initialize the smoothing.

If itype ¼ Nag SingleExponential, init½0� ¼ m0 and the remaining elements of init are not
referenced.

If itype ¼ Nag BrownsExponential or Nag LinearHolt, init½0� ¼ m0 and init½1� ¼ r0 and the
remaining elements of init are not referenced.
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If itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, init½0� ¼ m0, init½1� ¼ r0
and init½2� to init½pþ 1� hold the values for s�j, for j ¼ 0; 1; . . . ; p� 1. The remaining elements
of init are not referenced.

On exit: if mode 6¼ Nag ContinueAndUpdate, the values used to initialize the smoothing. These
are in the same order as described above.

9: nf – Integer Input

On entry: the number of forecasts required beyond the end of the series. Note, the one step ahead
forecast is always produced.

Constraint: nf 	 0.

10: fv½nf� – double Output

On exit: ŷtþf , for f ¼ 1; 2; . . . ; nf, the next nf step forecasts. Where t ¼ n, if
mode 6¼ Nag ContinueAndUpdate, else t is the total number of smoothed and forecast values
already produced.

11: fse½nf� – double Output

On exit: the forecast standard errors for the values given in fv.

12: yhat½n� – double Output

On exit: ŷtþ1, for t ¼ 1; 2; . . . ; n, the one step ahead forecast values, with yhat½i� 1� being the
one step ahead forecast of y½i� 2�.

13: res½n� – double Output

On exit: the residuals, ytþ1 � ŷtþ1ð Þ, for t ¼ 1; 2; . . . ; n.

14: dv – double * Output

On exit: the square root of the mean deviation.

15: ad – double * Output

On exit: the mean absolute deviation.

16: r½dim� – double Input/Output

Note: the dimension, dim, of the array r must be at least

13 when itype ¼ Nag SingleExponential, Nag BrownsExponential or Nag LinearHolt;
13þ p when itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters.

On entry: if mode ¼ Nag ContinueAndUpdate, r must contain the values as returned by a
previous call to nag_rand_exp_smooth (g05pmc) or nag_tsa_exp_smooth (g13amc), r need not
be set otherwise.

If itype ¼ Nag SingleExponential, Nag BrownsExponential or Nag LinearHolt, only the first 13
elements of r are referenced, otherwise the first 13þ p elements are referenced.

On exit: the information on the current state of the smoothing.

Constraint: if mode ¼ Nag ContinueAndUpdate, r must have been initialized by at least one
previous call to nag_rand_exp_smooth (g05pmc) or nag_tsa_exp_smooth (g13amc) with
mode 6¼ Nag ContinueAndUpdate, and r should not have been changed since the last call to
nag_rand_exp_smooth (g05pmc) or nag_tsa_exp_smooth (g13amc).

17: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_ENUM_INT

On entry, itype ¼ valueh i and p ¼ valueh i.
Constraint: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, p > 1.

On entry, p ¼ valueh i.
Constraint: if itype ¼ Nag AdditiveHoltWinters or Nag MultiplicativeHoltWinters, p > 1.

NE_INT

On entry, n ¼ valueh i.
Constraint: n 	 0.

On entry, nf ¼ valueh i.
Constraint: nf 	 0.

NE_INT_2

On entry, k ¼ valueh i and n ¼ valueh i.
Constraint: if mode ¼ Nag EstimateInitialValues and itype ¼ Nag AdditiveHoltWinters or
Nag MultiplicativeHoltWinters, 1 � k � n.

NE_INT_3

On entry, k ¼ valueh i, 2� p ¼ valueh i.
Constraint: if mode ¼ Nag EstimateInitialValues and itype ¼ Nag AdditiveHoltWinters or
Nag MultiplicativeHoltWinters, 2� p � k.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_MODEL_PARAMS

A multiplicative Holt–Winters model cannot be used with the supplied data.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_REAL_ARRAY

On entry, param½ valueh i� ¼ valueh i.
Constraint: 0:0 � param½ valueh i� � 1:0.

On entry, param½ valueh i� ¼ valueh i.
Constraint: if itype ¼ Nag BrownsExponential, 0:0 < param½ valueh i� � 1:0.
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On entry, param½ valueh i� ¼ valueh i.
Constraint: param½ valueh i� 	 0:0.

On entry, the array r has not been initialized correctly.

7 Accuracy

Not applicable.

8 Parallelism and Performance

nag_tsa_exp_smooth (g13amc) is not threaded in any implementation.

9 Further Comments

Single exponential, Brown's double exponential and linear Holt smoothing methods are stable, whereas
the two Holt–Winters methods can be affected by poor initial values for the seasonal components.

See also the function document for nag_rand_exp_smooth (g05pmc).

10 Example

This example smooths a time series relating to the rate of the earth's rotation about its polar axis.

10.1 Program Text

/* nag_tsa_exp_smooth (g13amc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

/* Pre-processor includes */
#include <stdio.h>
#include <math.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer exit_status = 0;
Integer i, ival, k, n, nf, p;
/* Double scalar and array declarations */
double ad, dv;
double *fse = 0, *fv = 0, *init = 0, *param = 0, *r = 0, *res = 0;
double *y = 0, *yhat = 0;
/* Character scalar and array declarations */
char smode[40], sitype[40];
/* NAG structures */
Nag_InitialValues mode;
Nag_ExpSmoothType itype;
NagError fail;

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_tsa_exp_smooth (g13amc) Example Program Results\n");

/* Skip headings in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
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#else
scanf("%*[^\n] ");

#endif
/* Read in the initial arguments */

#ifdef _WIN32
scanf_s("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", smode,

(unsigned)_countof(smode), sitype, (unsigned)_countof(sitype),
&n, &nf);

#else
scanf("%39s%39s%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", smode, sitype, &n, &nf);

#endif
/*
* nag_enum_name_to_value (x04nac).
* Converts NAG enum member name to value
*/

mode = (Nag_InitialValues) nag_enum_name_to_value(smode);
itype = (Nag_ExpSmoothType) nag_enum_name_to_value(sitype);

if (!(fse = NAG_ALLOC(nf, double)) ||
!(fv = NAG_ALLOC(nf, double)) ||
!(res = NAG_ALLOC(n, double)) ||
!(y = NAG_ALLOC(n, double)) || !(yhat = NAG_ALLOC(n, double)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the observed data */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf ", &y[i]);

#else
scanf("%lf ", &y[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the itype dependent arguments (skipping headings) */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (itype == Nag_SingleExponential) {
/* Single exponential smoothing required */
if (!(param = NAG_ALLOC(1, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf%*[^\n] ", &param[0]);
#else

scanf("%lf%*[^\n] ", &param[0]);
#endif

p = 0;
ival = 1;

}
else if (itype == Nag_BrownsExponential) {

/* Browns exponential smoothing required */
if (!(param = NAG_ALLOC(2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32
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scanf_s("%lf %lf%*[^\n] ", &param[0], &param[1]);
#else

scanf("%lf %lf%*[^\n] ", &param[0], &param[1]);
#endif

p = 0;
ival = 2;

}
else if (itype == Nag_LinearHolt) {

/* Linear Holt smoothing required */
if (!(param = NAG_ALLOC(3, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf %lf%*[^\n] ", &param[0], &param[1], &param[2]);
#else

scanf("%lf %lf %lf%*[^\n] ", &param[0], &param[1], &param[2]);
#endif

p = 0;
ival = 2;

}
else if (itype == Nag_AdditiveHoltWinters) {

/* Additive Holt Winters smoothing required */
if (!(param = NAG_ALLOC(4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],
&param[2], &param[3], &p);

#else
scanf("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],

&param[2], &param[3], &p);
#endif

ival = p + 2;
}
else if (itype == Nag_MultiplicativeHoltWinters) {

/* Multiplicative Holt Winters smoothing required */
if (!(param = NAG_ALLOC(4, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
#ifdef _WIN32

scanf_s("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],
&param[2], &param[3], &p);

#else
scanf("%lf %lf %lf %lf %" NAG_IFMT "%*[^\n] ", &param[0], &param[1],

&param[2], &param[3], &p);
#endif

ival = p + 2;
}
else {

printf("%s is an unknown type\n", sitype);
exit_status = -1;
goto END;

}

/* Allocate some more memory */
if (!(init = NAG_ALLOC(p + 2, double)) || !(r = NAG_ALLOC(p + 13, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* Read in the mode dependent arguments (skipping headings) */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

if (mode == Nag_InitialValuesSupplied) {
/* User supplied initial values */
for (i = 0; i < ival; i++)

#ifdef _WIN32
scanf_s("%lf ", &init[i]);

#else
scanf("%lf ", &init[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (mode == Nag_ContinueAndUpdate) {

/* Continuing from a previously saved R */
for (i = 0; i < p + 13; i++)

#ifdef _WIN32
scanf_s("%lf ", &r[i]);

#else
scanf("%lf ", &r[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

}
else if (mode == Nag_EstimateInitialValues) {

/* Initial values calculated from first k observations */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &k);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &k);
#endif

}
else {

printf("%s is an unknown mode\n", smode);
exit_status = -1;
goto END;

}

/* Call the library routine to smooth the series */
nag_tsa_exp_smooth(mode, itype, p, param, n, y, k, init, nf, fv, fse, yhat,

res, &dv, &ad, r, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_exp_smooth (g13amc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

/* Display the output */
printf("Initial values used:\n");
for (i = 0; i < ival; i++)

printf("%4" NAG_IFMT " %12.3f \n", i + 1, init[i]);
printf("\n");
printf("Mean Deviation = %13.4e\n", dv);
printf("Absolute Deviation = %13.4e\n", ad);
printf("\n");
printf(" Observed 1-Step\n");
printf(" Period Values Forecast Residual\n");
for (i = 0; i < n; i++)

printf("%4" NAG_IFMT " %12.3f %12.3f %12.3f\n", i + 1, y[i],
yhat[i], res[i]);

printf("\n");
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printf(" Forecast Standard\n");
printf(" Period Values Errors\n");
for (i = 0; i < nf; i++)

printf("%4" NAG_IFMT " %12.3f %12.3f \n", n + i + 1, fv[i], fse[i]);

END:
NAG_FREE(fse);
NAG_FREE(fv);
NAG_FREE(init);
NAG_FREE(param);
NAG_FREE(r);
NAG_FREE(res);
NAG_FREE(y);
NAG_FREE(yhat);

return exit_status;
}

10.2 Program Data

nag_tsa_exp_smooth (g13amc) Example Program Data
Nag_EstimateInitialValues Nag_LinearHolt 11 5 : mode,itype,n,nf
180 135 213 181 148 204 228 225 198 200 187 : y
dependent arguments for itype = Nag_LinearHolt
0.01 1.0 1.0 : param[0],param[1],param[2]
dependent arguments for mode = Nag_ContinueAndUpdate
11 : k

10.3 Program Results

nag_tsa_exp_smooth (g13amc) Example Program Results
Initial values used:

1 168.018
2 3.800

Mean Deviation = 2.5473e+01
Absolute Deviation = 2.1233e+01

Observed 1-Step
Period Values Forecast Residual

1 180.000 171.818 8.182
2 135.000 175.782 -40.782
3 213.000 178.848 34.152
4 181.000 183.005 -2.005
5 148.000 186.780 -38.780
6 204.000 189.800 14.200
7 228.000 193.492 34.508
8 225.000 197.732 27.268
9 198.000 202.172 -4.172

10 200.000 206.256 -6.256
11 187.000 210.256 -23.256

Forecast Standard
Period Values Errors
12 213.854 25.473
13 217.685 25.478
14 221.516 25.490
15 225.346 25.510
16 229.177 25.542
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NAG Library Function Document

nag_tsa_resid_corr (g13asc)

1 Purpose

nag_tsa_resid_corr (g13asc) is a diagnostic checking function suitable for use after fitting a Box–
Jenkins ARMA model to a univariate time series using nag_tsa_multi_inp_model_estim (g13bec). The
residual autocorrelation function is returned along with an estimate of its asymptotic standard errors and
correlations. Also, nag_tsa_resid_corr (g13asc) calculates the Box–Ljung portmanteau statistic and its
significance level for testing model adequacy.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_resid_corr (Nag_ArimaOrder *arimav, Integer n, const double v[],
Integer m, const double par[], Integer narma, double r[], double rc[],
Integer tdrc, double *chi, Integer *df, double *siglev, NagError *fail)

3 Description

Consider the univariate multiplicative autoregressive-moving average model


 Bð Þ� Bsð Þ Wt � �ð Þ ¼ � Bð Þ� Bsð Þ�t ð1Þ

where Wt , for t ¼ 1; 2; . . . ; n, denotes a time series and �t , for t ¼ 1; 2; . . . ; n, is a residual series
assumed to be Normally distributed with zero mean and variance �2 > 0ð Þ. The �t's are also assumed to
be uncorrelated. Here � is the overall mean term, s is the seasonal period and B is the backward shift
operator such that BrWt ¼Wt�r. The polynomials in (1) are defined as follows:


 Bð Þ ¼ 1� 
1B� 
2B2 � � � � � 
pBp

is the non-seasonal autoregressive (AR) operator;

� Bð Þ ¼ 1� �1B� �2B2 � � � � � �qBq

is the non-seasonal moving average (MA) operator;

� Bsð Þ ¼ 1� �1B
s � �2B

2s � � � � � �PBPs

is the seasonal AR operator; and

� Bsð Þ ¼ 1��1B
s ��2B

2s � � � � ��QB
Qs

is the seasonal MA operator. The model (1) is assumed to be stationary, that is the zeros of 
 Bð Þ and
� Bsð Þ are assumed to lie outside the unit circle. The model (1) is also assumed to be invertible, that is
the zeros of � Bð Þ and � Bsð Þ are assumed to lie outside the unit circle. When both � Bsð Þ and � Bsð Þ are
absent from the model, that is when P ¼ Q ¼ 0, then the model is said to be non-seasonal.

The estimated residual autocorrelation coefficient at lag l, r̂l, is computed as:

r̂l ¼

Xn
t¼lþ1

�̂t�l � ��ð Þ �̂t � ��ð Þ

Xn
t¼1

�̂t � ��ð Þ2
; l ¼ 1; 2; . . .

where �̂t denotes an estimate of the tth residual, �t, and �� ¼
Pn

t¼1�̂t=n. A portmanteau statistic, Q mð Þ, is
calculated from the formula (see Box and Ljung (1978)):
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Q mð Þ ¼ n nþ 2ð Þ
Xm
l¼1
r̂2l = n� lð Þ

where m denotes the number of residual autocorrelations computed. (Advice on the choice of m is
given in Section 9.) Under the hypothesis of model adequacy, Q mð Þ has an asymptotic �2 distribution on
m� p� q � P �Q degrees of freedom. Let r̂T ¼ r̂1; r̂2; . . . ; r̂mð Þ then the variance-covariance matrix
of r̂ is given by:

Var r̂ð Þ ¼ Im �X XTX
� ��1

XT
h i

=n:

The construction of the matrix X is discussed in McLeod (1978). (Note that the mean, �, and the
residual variance, �2, play no part in calculating Var r̂ð Þ and therefore are not required as input to
nag_tsa_resid_corr (g13asc).)

4 References

Box G E P and Ljung G M (1978) On a measure of lack of fit in time series models Biometrika 65
297–303

McLeod A I (1978) On the distribution of the residual autocorrelations in Box–Jenkins models J. Roy.
Statist. Soc. Ser. B 40 296–302

5 Arguments

1: arimav – Nag_ArimaOrder *

Pointer to structure of type Nag_ArimaOrder with the following members:

p – Integer
d – Integer Input
q – Integer Input
bigp – Integer Input
bigd – Integer Input
bigq – Integer Input
s – Integer Input

On entry: these seven members of arimav must specify the orders vector
p; d; q; P ;D;Q; sð Þ, respectively, of the ARIMA model for the output noise component.

p, q, P and Q refer, respectively, to the number of autoregressive 
ð Þ, moving average �ð Þ,
seasonal autoregressive �ð Þ and seasonal moving average �ð Þ arguments.

d, D and s refer, respectively, to the order of non-seasonal differencing, the order of
seasonal differencing and the seasonal period.

Constraints:

arimav!p, arimav!q, arimav!bigp, arimav!bigq, arimav!s 	 0,

arimav!pþ arimav!qþ arimav!bigpþ arimav!bigq > 0,

if arimav!s ¼ 0, then arimav!bigp ¼ 0 and arimav!bigq ¼ 0.

2: n – Integer Input

On entry: the number of observations in the residual series, n.

Constraint: n 	 3.
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3: v½n� – const double Input

On entry: v½t � 1� must contain an estimate of �t , for t ¼ 1; 2; . . . ; n.

Constraint: v must contain at least two distinct elements.

4: m – Integer Input

On entry: the value of m, the number of residual autocorrelations to be computed. See Section 9
for advice on the value of m.

Constraint: narma < m < n.

5: par½narma� – const double Input

On entry: the parameter estimates in the order 
1; 
2; . . . ; 
p, �1; �2; . . . ; �q, �1; �2; . . . ; �P ,
�1; �2; . . . ; �Q only.

Constraint: the elements in par must satisfy the stationarity and invertibility conditions.

6: narma – Integer Input

On entry: the number of ARMA arguments, 
, �, � and � arguments, i.e.,
narma ¼ pþ q þ P þQ.
Constraint: narma ¼ arimav!pþ arimav!qþ arimav!bigpþ arimav!bigq.

7: r½m� – double Output

On exit: an estimate of the residual autocorrelation coefficient at lag l, for l ¼ 1; 2; . . . ;m. If
fail:code ¼ NE G13AS ZERO VAR on exit then all elements of r are set to zero.

8: rc½m� tdrc� – double Output

On exit: the estimated standard errors and correlations of the elements in the array r. The
correlation between r½i� 1� and r½j� 1� is returned as rc½ i� 1ð Þ � tdrcþ j� 1� except that if
i ¼ j then rc½ i� 1ð Þ � tdrcþ j� 1� contains the standard error of r½i� 1�. If on exit,
fail:code ¼ NE G13AS FACT or NE_G13AS_DIAG, then all off-diagonal elements of rc are
set to zero and all diagonal elements are set to 1=

ffiffiffi
n
p

.

9: tdrc – Integer Input

On entry: the stride separating matrix column elements in the array rc.

Constraint: tdrc 	 m.

10: chi – double * Output

On exit: the value of the portmanteau statistic, Q mð Þ. If fail:code ¼ NE G13AS ZERO VAR on
exit then chi is returned as zero.

11: df – Integer * Output

On exit: the number of degrees of freedom of chi.

12: siglev – double * Output

On exit : the significance level of chi based on df degrees of freedom. If
fail:code ¼ NE G13AS ZERO VAR on exit then siglev is returned as one.

13: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).
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6 Error Indicators and Warnings

NE_2_INT_ARG_LT

On entry, tdrc ¼ valueh i while m ¼ valueh i. These arguments must satisfy tdrc 	 m.

NE_ALLOC_FAIL

Dynamic memory allocation failed.

NE_ARIMA_INPUT

O n e n t r y , arimav!p ¼ valueh i, arimav!d ¼ valueh i, arimav!q ¼ valueh i,
arimav!bigp ¼ valueh i, arimav!bigd ¼ valueh i, arimav!bigq ¼ valueh i a n d
arimav!s ¼ valueh i.
Constraints on the members of arimav are:

arimav!p, arimav!q, arimav!bigp, arimav!bigq, arimav!s 	 0,
arimav!pþ arimav!qþ arimav!bigpþ arimav!bigq > 0, if arimav!s ¼ 0, then
arimav!bigp ¼ 0 and arimav!bigq ¼ 0.

NE_G13AS_AR

On entry, the autoregressive (or moving average) arguments are extremely close to or outside the
stationarity (or invertibility) region. To proceed, you must supply different parameter estimates in
the array par.

NE_G13AS_DIAG

This is an unlikely exit. At least one of the diagonal elements of rc was found to be either
negative or zero. In this case all off-diagonal elements of rc are returned as zero and all diagonal
elements of rc set to 1=

ffiffiffiffiffiffiffi
nð Þ

p
.

NE_G13AS_FACT

On entry, one or more of the AR operators has a factor in common with one or more of the MA
operators. To proceed, this common factor must be deleted from the model. In this case, the off-
diagonal elements of rc are returned as zero and the diagonal elements set to 1=

ffiffiffiffiffiffiffi
nð Þ

p
. All other

output quantities will be correct.

NE_G13AS_ITER

This is an unlikely exit brought about by an excessive number of iterations being needed to
evaluate the zeros of the AR or MA polynomials. All output arguments are undefined.

NE_G13AS_ZERO_VAR

On entry, the residuals are practically identical giving zero (or near zero) variance. In this case
chi is set to zero, siglev to one and all the elements of r set to zero.

NE_INPUT_NARMA

O n e n t r y , arimav!p ¼ valueh i, arimav!q ¼ valueh i, arimav!bigp ¼ valueh i,
arimav!bigq ¼ valueh i while narma ¼ valueh i.
Constraint: narma ¼ arimav!pþ arimav!qþ arimav!bigpþ arimav!bigq.

NE_INT_3

On entry, m ¼ valueh i, n ¼ valueh i, narma ¼ valueh i.
Constraint: narma < m < n.
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NE_INT_ARG_LT

On entry, n ¼ valueh i.
Constraint: n 	 3.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_tsa_resid_corr (g13asc) is not threaded in any implementation.

9 Further Comments

9.1 Timing

The time taken by nag_tsa_resid_corr (g13asc) depends upon the number of residual autocorrelations to
be computed, m.

9.2 Choice of m

The number of residual autocorrelations to be computed, m should be chosen to ensure that when the
ARMA model (1) is written as either an infinite order autoregressive process:

Wt � � ¼
X1
j¼1

	j Wt�j � �
� �

þ �t

or as an infinite order moving average process:

Wt � � ¼
X1
j¼1

 j�t�j þ �t

then the two sequences 	1; 	2; . . .f g and  1;  2; . . .f g are such that 	j and  j are approximately zero for
j > m. An overestimate of m is therefore preferable to an under-estimate of m. In many instances the
choice m ¼ 10 will suffice. In practice, to be on the safe side, you should try setting m ¼ 20.

9.3 Approximate Standard Errors

When fail:code ¼ NE G13AS FACT or NE G13AS DIAG all the standard errors in rc are set to 1=
ffiffiffi
n
p

.
This is the asymptotic standard error of r̂l when all the autoregressive and moving average arguments
are assumed to be known rather than estimated.

10 Example

A program to fit an ARIMA(1,1,2) model to a series of 30 observations. 10 residual autocorrelations are
computed.
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10.1 Program Text

/* nag_tsa_resid_corr (g13asc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <string.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

Integer exit_status = 0, i, idf, j, m, *mr = 0, narma, ni, npar;
Integer nres, nseries, nx;
NagError fail;
Nag_ArimaOrder arimav;
Nag_G13_Opt options;
Nag_TransfOrder transfv;
double chi, df, objf, *par = 0, *r = 0, *rc = 0, *res, s, *sd = 0,

siglev, *x = 0;

INIT_FAIL(fail);

printf("nag_tsa_resid_corr (g13asc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%*[^\n]", &nx);

#else
scanf("%" NAG_IFMT "%*[^\n]", &nx);

#endif
if (!(x = NAG_ALLOC(nx, double))

|| !(mr = NAG_ALLOC(7, Integer)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nx; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
#else

scanf("%lf", &x[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
#else

scanf("%*[^\n]");
#endif

for (i = 1; i <= 7; ++i)
#ifdef _WIN32

scanf_s("%" NAG_IFMT "", &mr[i - 1]);
#else

scanf("%" NAG_IFMT "", &mr[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n]");
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#else
scanf("%*[^\n]");

#endif

npar = mr[0] + mr[2] + mr[3] + mr[5] + 1;
if (!(par = NAG_ALLOC(npar, double))

|| !(sd = NAG_ALLOC(npar, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= npar; ++i)

par[i - 1] = 0.0;

nseries = 1;
arimav.p = mr[0];
arimav.d = mr[1];
arimav.q = mr[2];
arimav.bigp = mr[3];
arimav.bigd = mr[4];
arimav.bigq = mr[5];
arimav.s = mr[6];
/* nag_tsa_options_init (g13bxc).
* Initialization function for option setting
*/

nag_tsa_options_init(&options);
/* nag_tsa_transf_orders (g13byc).
* Allocates memory to transfer function model orders
*/

nag_tsa_transf_orders(nseries, &transfv, &fail);
/* nag_tsa_multi_inp_model_estim (g13bec).
* Estimation for time series models
*/

fflush(stdout);
nag_tsa_multi_inp_model_estim(&arimav, nseries, &transfv, par, npar, nx, x,

nseries, sd, &s, &objf, &df, &options, &fail);
nres = options.lenres;
res = options.res;
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_multi_inp_model_estim (g13bec).\n%s\n",
fail.message);

exit_status = 1;
goto END;

}

m = 10;
if (!(r = NAG_ALLOC(m, double))

|| !(rc = NAG_ALLOC(m * m, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

narma = mr[0] + mr[2] + mr[3] + mr[5];
/* nag_tsa_resid_corr (g13asc).
* Univariate time series, diagnostic checking of residuals,
* following nag_tsa_multi_inp_model_estim (g13bec)
*/

nag_tsa_resid_corr(&arimav, nres, res, m, par, narma, r, rc,
m, &chi, &idf, &siglev, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tsa_resid_corr (g13asc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}
printf("\nRESIDUAL AUTOCORRELATION FUNCTION");
printf("\n---------------------------------\n\n");
for (j = 0; j <= (m - 1) / 7; j++) {

ni = MIN(7, m - j * 7);
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printf("LAG K ");
for (i = 0; i < ni; i++)

printf("%5" NAG_IFMT " ", i + j * 7 + 1);
printf("\nR(K) ");
for (i = 0; i < ni; i++)

printf("%7.3f", r[i + j * 7]);
printf("\nST.ERROR");
for (i = 0; i < ni; i++)

printf("%7.3f", rc[(m + 1) * (i + j * 7)]);
printf("\n---------------------------------------------------------\n");

}
/* nag_tsa_free (g13xzc).
* Freeing function for use with g13 option setting
*/

nag_tsa_free(&options);

END:
NAG_FREE(x);
NAG_FREE(mr);
NAG_FREE(par);
NAG_FREE(sd);
NAG_FREE(r);
NAG_FREE(rc);
return exit_status;

}

10.2 Program Data

nag_tsa_resid_corr (g13asc) Example Program Data
30 : nx, length of the time series
-217 -177 -166 -136 -110 -95 -64 -37
-14 -25 -51 -62 -73 -88 -113 -120
-83 -33 -19 21 17 44 44 78
88 122 126 114 85 64 : End of time series

1 1 2 0 0 0 0 : mr, orders vector of the model

10.3 Program Results

nag_tsa_resid_corr (g13asc) Example Program Results

Parameters to g13bec
____________________

nseries...................... 1

criteria............... Nag_Exact cfixed................. Nag_FALSE
alpha.................. 1.00e-02 beta................... 1.00e+01
delta.................. 1.00e+03 gamma.................. 1.00e-07
print_level............. Nag_Soln
outfile................ stdout

The number of iterations carried out is 15

The final values of the parameters and their standard deviations are

i para[i] sd
1 -0.094096 0.361543
2 -0.579152 0.295984
3 -0.611889 0.182241
4 9.932425 7.050207

The residual sum of squares = 9.436281e+03

The objective function = 9.762154e+03

The degrees of freedom = 25.00
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RESIDUAL AUTOCORRELATION FUNCTION
---------------------------------

LAG K 1 2 3 4 5 6 7
R(K) 0.030 0.026 -0.039 0.043 -0.129 -0.062 -0.218
ST.ERROR 0.011 0.116 0.122 0.147 0.171 0.171 0.179
---------------------------------------------------------
LAG K 8 9 10
R(K) -0.105 -0.024 -0.072
ST.ERROR 0.182 0.182 0.184
---------------------------------------------------------
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NAG Library Function Document

nag_tsa_mean_range (g13auc)

1 Purpose

nag_tsa_mean_range (g13auc) calculates the range (or standard deviation) and the mean for groups of
successive time series values. It is intended for use in the construction of range-mean plots.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_mean_range (Integer n, const double z[], Integer m,
Nag_RangeStat rs, double y[], double mean[], NagError *fail)

3 Description

Let Z1; Z2; . . . ; Zn denote n successive observations in a time series. The series may be divided into
groups of m successive values and for each group the range or standard deviation (depending on a user-
supplied option) and the mean are calculated. If n is not a multiple of m then groups of equal size m
are found starting from the end of the series of observations provided, and any remaining observations
at the start of the series are ignored. The number of groups used, k, is the integer part of n=m. If you
wish to ensure that no observations are ignored then the number of observations, n, should be chosen so
that n is divisible by m.

The mean, Mi, the range, Ri, and the standard deviation, Si, for the ith group are defined as

Mi ¼ 1
m

Xm
j¼1

Zlþm i�1ð Þþj

Ri ¼ max 1�j�m Zlþm i�1ð Þþj
� 

�min 1�j�m Zlþm i�1ð Þþj
� 

and

Si ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

m� 1

� �Xm
j¼1

Zlþm i�1ð Þþj �Mi

� �2vuut
where l ¼ n� km, the number of observations ignored.

For seasonal data it is recommended that m should be equal to the seasonal period. For non-seasonal
data the recommended group size is 8.

A plot of range against mean or of standard deviation against mean is useful for finding a
transformation of the series which makes the variance constant. If the plot appears random or the range
(or standard deviation) seems to be constant irrespective of the mean level then this suggests that no
transformation of the time series is called for. On the other hand an approximate linear relationship
between range (or standard deviation) and mean would indicate that a log transformation is appropriate.
Further details may be found in either Jenkins (1979) or McLeod (1982).

You have the choice of whether to use the range or the standard deviation as a measure of variability. If
the group size is small they are both equally good but if the group size is fairly large (e.g., m ¼ 12 for
monthly data) then the range may not be as good an estimate of variability as the standard deviation.
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4 References

Jenkins G M (1979) Practical Experiences with Modelling and Forecasting Time Series GJP
Publications, Lancaster

McLeod G (1982) Box–Jenkins in Practice. 1: Univariate Stochastic and Single Output Transfer
Function/Noise Analysis GJP Publications, Lancaster

5 Arguments

1: n – Integer Input

On entry: n, the number of observations in the time series.

Constraint: n 	 m.

2: z½n� – const double Input

On entry: z½t � 1� must contain the tth observation Zt , for t ¼ 1; 2; . . . ; n.

3: m – Integer Input

On entry: m, the group size.

Constraint: m 	 2.

4: rs – Nag_RangeStat Input

On entry: indicates whether ranges or standard deviations are to be calculated.

rs ¼ Nag UseRange
Ranges are calculated.

rs ¼ Nag UseSD
Standard deviations are calculated.

Constraint: rs ¼ Nag UseRange or Nag UseSD.

5: y½int n=mð Þ� – double Output

On exit: y½i � 1� contains the range or standard deviation, as determined by rs, of the ith group of
observations, for i ¼ 1; 2; . . . ; k.

6: mean½int n=mð Þ� – double Output

On exit: mean½i � 1� contains the mean of the ith group of observations, for i ¼ 1; 2; . . . ; k.

7: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, m ¼ valueh i.
Constraint: m 	 2.

NE_INT_2

On entry, n ¼ valueh i and m ¼ valueh i.
Constraint: n 	 m.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

7 Accuracy

The computations are believed to be stable.

8 Parallelism and Performance

nag_tsa_mean_range (g13auc) is not threaded in any implementation.

9 Further Comments

The time taken by nag_tsa_mean_range (g13auc) is approximately proportional to n.

10 Example

The following program produces the statistics for a range-mean plot for a series of 100 observations
divided into groups of 8.

10.1 Program Text

/* nag_tsa_mean_range (g13auc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

/* Scalars */
Integer exit_status, i, ngrps, m, n;

/* Arrays */
double *mean = 0, *range = 0, *z = 0;
NagError fail;
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INIT_FAIL(fail);

exit_status = 0;

printf("nag_tsa_mean_range (g13auc) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#else
scanf("%" NAG_IFMT "%" NAG_IFMT "%*[^\n] ", &n, &m);

#endif
if (n >= m && m >= 1) {

ngrps = n / m;

/* Allocate arrays */
if (!(mean = NAG_ALLOC(ngrps, double)) ||

!(range = NAG_ALLOC(ngrps, double)) || !(z = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= n; ++i)
#ifdef _WIN32

scanf_s("%lf", &z[i - 1]);
#else

scanf("%lf", &z[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

printf("\n");

/* nag_tsa_mean_range (g13auc).
* Computes quantities needed for range-mean or standard
* deviation-mean plot
*/

nag_tsa_mean_range(n, z, m, Nag_UseRange, range, mean, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_mean_range (g13auc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

printf(" Range Mean\n");
for (i = 1; i <= ngrps; i++)

printf("%8.3f %8.3f\n", range[i - 1], mean[i - 1]);
}

END:
NAG_FREE(mean);
NAG_FREE(range);
NAG_FREE(z);

return exit_status;
}
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10.2 Program Data

nag_tsa_mean_range (g13auc) Example Program Data
100 8 : n, no. of obs in time series, m, no. of obs in each group
101 82 66 35 31 6 20 90 154 125
85 68 38 23 10 24 83 133 131 118
90 67 60 47 41 21 16 6 4 7
14 34 45 43 49 42 28 10 5 2
0 1 3 12 14 35 47 41 30 24

16 7 4 2 8 13 36 50 62 67
72 48 29 8 13 57 122 139 103 86
63 37 26 11 15 40 62 98 124 96
65 64 54 39 21 7 4 23 53 94
96 77 59 44 47 30 16 7 37 74 : End of time series

10.3 Program Results

nag_tsa_mean_range (g13auc) Example Program Results

Range Mean
148.000 72.375
123.000 70.000
84.000 43.500
45.000 29.750
28.000 7.625
40.000 26.750
65.000 30.250

131.000 61.000
92.000 47.625
85.000 75.250
92.000 46.875
67.000 39.250
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NAG Library Function Document

nag_tsa_dickey_fuller_unit (g13awc)

1 Purpose

nag_tsa_dickey_fuller_unit (g13awc) returns the (augmented) Dickey–Fuller unit root test.

2 Specification

#include <nag.h>
#include <nagg13.h>

double nag_tsa_dickey_fuller_unit (Nag_TS_URTestType type, Integer p,
Integer n, const double y[], NagError *fail)

3 Description

If the root of the characteristic equation for a time series is one then that series is said to have a unit
root. Such series are nonstationary. nag_tsa_dickey_fuller_unit (g13awc) returns one of three types of
(augmented) Dickey–Fuller test statistic: � , �� or �� , used to test for a unit root, a unit root with drift or
a unit root with drift and a deterministic time trend, respectively.

To test whether a time series, yt, for t ¼ 1; 2; . . . ; n, has a unit root, the regression model

ryt ¼ �1yt�1 þ
Xp�1
i¼1
�iryt�i þ �t

is fitted and the test statistic � constructed as

� ¼ �̂1
�11

where r is the difference operator, with ryt ¼ yt � yt�1, and where �̂1 and �11 are the least squares
estimate and associated standard error for �1 respectively.

To test for a unit root with drift the regression model

ryt ¼ �1yt�1 þ
Xp�1
i¼1
�iryt�i þ �þ �t

is fit and the test statistic �� constructed as

�� ¼
�̂1
�11

To test for a unit root with drift and deterministic time trend the regression model

ryt ¼ �1yt�1 þ
Xp�1
i¼1
�iryt�i þ �þ �2tþ �t

is fit and the test statistic �� constructed as

�� ¼
�̂1
�11

The distributions of the three test statistics; � , �� and �� , are nonstandard. An associated probability can
be obtained from nag_prob_dickey_fuller_unit (g01ewc).
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4 References

Dickey A D (1976) Estimation and hypothesis testing in nonstationary time series PhD Thesis Iowa
State University, Ames, Iowa

Dickey A D and Fuller W A (1979) Distribution of the estimators for autoregressive time series with a
unit root J. Am. Stat. Assoc. 74 366 427–431

5 Arguments

1: type – Nag_TS_URTestType Input

On entry: the type of unit test for which the probability is required.

type ¼ Nag UnitRoot
A unit root test will be performed and � returned.

type ¼ Nag UnitRootWithDrift
A unit root test with drift will be performed and �� returned.

type ¼ Nag UnitRootWithDriftAndTrend
A unit root test with drift and deterministic time trend will be performed and �� returned.

Constraint: type ¼ Nag UnitRoot, Nag UnitRootWithDrift or Nag UnitRootWithDriftAndTrend.

2: p – Integer Input

On entry: p, the degree of the autoregressive (AR) component of the Dickey–Fuller test statistic.
When p > 1 the test is usually referred to as the augmented Dickey–Fuller test.

Constraint: p > 0.

3: n – Integer Input

On entry: n, the length of the time series.

Constraints:

if type ¼ Nag UnitRoot, n > 2p;
if type ¼ Nag UnitRootWithDrift, n > 2pþ 1;
if type ¼ Nag UnitRootWithDriftAndTrend, n > 2pþ 2.

4: y½n� – const double Input

On entry: y, the time series.

5: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_INT

On entry, n ¼ valueh i.
Constraint: n > valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_ORDERS_ARIMA

On entry, p ¼ valueh i.
Constraint: p > 0.

NW_SOLN_NOT_UNIQUE

On entry, the design matrix used in the estimation of �1 is not of full rank, this is usually due to
all elements of the series being virtually identical. The returned statistic is therefore not unique
and likely to be meaningless.

NW_TRUNCATED

�11 ¼ 0, therefore depending on the sign of �̂1, a large positive or negative value has been
returned.

7 Accuracy

None.

8 Parallelism and Performance

nag_tsa_dickey_fuller_unit (g13awc) is not threaded in any implementation.

9 Further Comments

None.

10 Example

In this example a Dickey–Fuller unit root test is applied to a time series related to the rate of the earth's
rotation about its polar axis.

10.1 Program Text

/* nag_tsa_dickey_fuller_unit (g13awc) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
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#include <nag.h>
#include <nag_stdlib.h>
#include <nagg01.h>
#include <nagg13.h>

int main(void)
{

/* Integer scalar and array declarations */
Integer n, nsamp = 0, p, i;
Integer exit_status = 0;
Integer *state = 0;

/* NAG structures and types */
NagError fail;
Nag_TS_URProbMethod method;
Nag_TS_URTestType type;

/* Double scalar and array declarations */
double pvalue, ts;
double *y = 0;

/* Character scalar and array declarations */
char ctype[30];

/* Initialize the error structure */
INIT_FAIL(fail);

printf("nag_tsa_dickey_fuller_unit (g13awc) Example Program Results\n\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read in the problem size, test type, order of the AR process */
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%29s%" NAG_IFMT "%*[^\n] ", &n, ctype,
(unsigned)_countof(ctype), &p);

#else
scanf("%" NAG_IFMT "%29s%" NAG_IFMT "%*[^\n] ", &n, ctype, &p);

#endif
type = (Nag_TS_URTestType) nag_enum_name_to_value(ctype);

/* Allocate memory */
if (!(y = NAG_ALLOC(n, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Read in the time series */
for (i = 0; i < n; i++)

#ifdef _WIN32
scanf_s("%lf", &y[i]);

#else
scanf("%lf", &y[i]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* nag_tsa_dickey_fuller_unit (g13awc):
Calculate the Dickey-Fuller test statistic */

ts = nag_tsa_dickey_fuller_unit(type, p, n, y, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_dickey_fuller_unit (g13awc).\n%s\n",
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fail.message);
exit_status = 1;
goto END;

}

/* g01ewc: Get the associated p-value using simulation */
method = Nag_ViaLookUp;
pvalue =

nag_prob_dickey_fuller_unit(method, type, n, ts, nsamp, state,
&fail);

if (fail.code != NE_NOERROR && fail.code != NW_EXTRAPOLATION) {
printf("Error from nag_prob_dickey_fuller_unit (g01ewc).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

/* Display the results */
printf("Dickey-Fuller test statistic = %6.3f\n", ts);
printf("associated p-value = %6.3f\n", pvalue);
if (fail.code == NW_EXTRAPOLATION) {

printf("NB: p-value obtained via extrapolation\n");
}

END:
NAG_FREE(y);

return exit_status;
}

10.2 Program Data

nag_tsa_dickey_fuller_unit (g13awc) Example Program Data
30 Nag_UnitRoot 1 :: n,type,p
-217 -177 -166 -136 -110 -95 -64 -37 -14 -25
-51 -62 -73 -88 -113 -120 -83 -33 -19 21
17 44 44 78 88 122 126 114 85 64 :: End of y

10.3 Program Results

nag_tsa_dickey_fuller_unit (g13awc) Example Program Results

Dickey-Fuller test statistic = -2.540
associated p-value = 0.013
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NAG Library Function Document

nag_tsa_arma_filter (g13bac)

1 Purpose

nag_tsa_arma_filter (g13bac) filters a time series by an ARIMA model.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_arma_filter (const double y[], Integer ny,
Nag_ArimaOrder *arimaf, Nag_ArimaOrder *arimav, const double par[],
Integer npar, double cy, double b[], Integer nb, NagError *fail)

3 Description

From a given series y1; y2; . . . ; yn, a new series b1; b2; . . . ; bn is calculated using a supplied (filtering)
ARIMA model. This model will be one which has previously been fitted to a series xt with residuals at.
The equations defining bt in terms of yt are very similar to those by which at is obtained from xt. The
only dissimilarity is that no constant correction is applied after differencing. This is because the series
yt is generally distinct from the series xt with which the model is associated, though yt may be related
to xt. Whilst it is appropriate to apply the ARIMA model to yt so as to preserve the same relationship
between bt and at as exists between yt and xt, the constant term in the ARIMA model is inappropriate
for yt. The consequence is that bt will not necessarily have zero mean.

The equations are precisely:

wt ¼ rdrD
s yt; ð1Þ

the appropriate differencing of yt; both the seasonal and non-seasonal inverted autoregressive operations
are then applied,

ut ¼ wt � �1wt�s � � � � � �Pwt�s�P ð2Þ
vt ¼ ut � 
1ut�1 � � � � � 
put�p ð3Þ

followed by the inverted moving average operations

zt ¼ vt þ�1zt�s þ � � � þ�Qzt�s�Q ð4Þ
bt ¼ zt þ �1bt�1 þ � � � þ �qbt�q: ð5Þ

Because the filtered series value bt depends on present and past values yt; yt�1; . . . , there is a problem
arising from ignorance of y0; y�1; . . . which particularly affects calculation of the early values
b1; b2; . . . , causing ‘transient errors’. The function allows two possibilities.

(i) The equations (1), (2) and (3) are applied from successively later time points so that all terms on
their right-hand sides are known, with vt being defined for t ¼ 1þ dþ s�Dþ s� Pð Þ; . . . ; n.
Equations (4) and (5) are then applied over the same range, taking any values on the right-hand
side associated with previous time points to be zero.

This procedure may still however result in unacceptably large transient errors in early values of bt.

(ii) The unknown values y0; y�1; . . . are estimated by backforecasting. This requires that an ARIMA
model distinct from that which has been supplied for filtering, should have been previously fitted to
yt.

For efficiency, you are asked to supply both this ARIMA model for yt and a limited number of
backforecasts which are prefixed to the known values of yt. Within the function further backforecasts of
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yt, and the series wt, ut, vt in (1), (2) and (3) are then easily calculated, and a set of linear equations
solved for backforecasts of zt; bt for use in (4) and (5) in the case that q þQ > 0.

Even if the best model for yt is not available, a very approximate guess such as

yt ¼ cþ et
or

ryt ¼ et
can help to reduce the transients substantially.

The backforecasts which need to be prefixed to yt are of length Q0y ¼ qy þ sy �Qy, where qy and Qy are
the non-seasonal and seasonal moving average orders and sy the seasonal period for the ARIMA model
of yt. Thus you need not carry out the backforecasting exercise if Q0y ¼ 0. Otherwise, the series
y1; y2; . . . ; yn should be reversed to obtain yn; yn�1; . . . ; y1 and nag_tsa_multi_inp_model_forecast
(g13bjc) should be used to forecast Q0y values, ŷ0; . . . ; ŷ1�Q0y . The ARIMA model used is that fitted to yt
(as a forward series) except that, if dy þDy is odd, the constant should be changed in sign (to allow, for
example, for the fact that a forward upward trend is a reversed downward trend). The ARIMA model
for yt supplied to the filtering function must however have the appropriate constant for the forward
series.

The series ŷ1�Q0y ; . . . ; ŷ0; y1; . . . ; yn is then supplied to the function, and a corresponding set of values
returned for bt.

4 References

Box G E P and Jenkins G M (1976) Time Series Analysis: Forecasting and Control (Revised Edition)
Holden–Day

5 Arguments

1: y½ny� – const double Input

On entry: the Q0y backforecasts, starting with backforecast at time 1�Q0y to backforecast at time
0, f o l l o w e d b y t h e t i m e s e r i e s s t a r t i n g a t t i m e 1, w h e r e
Q0y ¼ arimav:qþ arimav:bigq� arimav:s. If there are no backforecasts, either because the
ARIMA model for the time series is not known, or because it is known but has no moving
average terms, then the time series starts at the beginning of y.

2: ny – Integer Input

On entry: the total number of backforecasts and time series data points in array y.

Constraint: ny 	 max 1þQ0y; npar
� �

.

3: arimaf – Nag_ArimaOrder * Input

On entry: the orders for the filtering ARIMA model as a pointer to structure of type
Nag_ArimaOrder with the following members:

p – Integer
d – Integer Input
q – Integer Input
bigp – Integer Input
bigd – Integer Input
bigq – Integer Input
s – Integer Input

On entry: these seven members of arimaf must specify the orders vector
p; d; q; P ;D;Q; sð Þ, respectively, of the ARIMA model for the output noise component.
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p, q, P and Q refer, respectively, to the number of autoregressive (
), moving average (�),
seasonal autoregressive (�) and seasonal moving average (�) parameters.

d, D and s refer, respectively, to the order of non-seasonal differencing, the order of
seasonal differencing and the seasonal period.

Constraints:

arimaf:p 	 0;
arimaf:d 	 0;
arimaf:q 	 0;
arimaf:bigp 	 0;
arimaf:bigd 	 0;
arimaf:bigq 	 0;
arimaf:s 	 0;
arimaf:s 6¼ 1;
arimaf:pþ arimaf:qþ arimaf:bigpþ arimaf:bigq > 0;
if arimaf:s ¼ 0, arimaf:bigpþ arimaf:bigdþ arimaf:bigq ¼ 0;
if arimaf:s 6¼ 0, arimaf:bigpþ arimaf:bigdþ arimaf:bigq 6¼ 0.

4: arimav – Nag_ArimaOrder * Input

On entry: if available, the orders for the ARIMA model for the series as a pointer to structure of
type Nag_ArimaOrder with the following members:

p – Integer
d – Integer Input
q – Integer Input
bigp – Integer Input
bigd – Integer Input
bigq – Integer Input
s – Integer Input

On entry: these seven members of arimav must specify the orders vector
p; d; q; P ;D;Q; sð Þ, respectively, of the ARIMA model for the output noise component.

p, q, P and Q refer, respectively, to the number of autoregressive (
), moving average (�),
seasonal autoregressive (�) and seasonal moving average (�) parameters.

d, D and s refer, respectively, to the order of non-seasonal differencing, the order of
seasonal differencing and the seasonal period.

If no ARIMA model for the series is to be supplied arimav should be set to a NULL pointer.

Constraints:

arimav:p 	 0;
arimav:d 	 0;
arimav:q 	 0;
arimav:bigp 	 0;
arimav:bigd 	 0;
arimav:bigq 	 0;
arimav:s 	 0;
arimav:s 6¼ 1;
if arimav:s ¼ 0, arimav:bigpþ arimav:bigdþ arimav:bigq ¼ 0;
if arimav:s 6¼ 0, arimav:bigpþ arimav:bigdþ arimav:bigq 6¼ 0.

5: par½npar� – const double Input

On entry: the parameters of the filtering model, followed by the parameters of the ARIMA model
for the time series, if supplied. Within each model the parameters are in the standard order of
non-seasonal AR and MA followed by seasonal AR and MA.
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6: npar – Integer Input

On entry: the total number of parameters held in array par.

Constraints:

if arimav is not NULL, npar ¼ arimaf:pþ arimaf:qþ arimaf:bigpþ arimaf:bigq;
if arimav is NULL, npar ¼ arimaf:pþ arimaf:qþ arimaf:bigpþ arimaf:bigqþ
arimav:pþ arimav:qþ arimav:bigpþ arimav:bigq.

Note: the first constraint (i.e., arimaf:pþ arimaf:qþ arimaf:bigpþ arimaf:bigq > 0) on the
orders of the filtering model, in argument arimav, ensures that npar > 0.

7: cy – double Input

On entry: if the ARIMA model is known , cy must specify the constant term of the ARIMA
model for the time series. If this model is not known , then cy is not used.

8: b½nb� – double Output

On exit: the filtered output series. If the ARIMA model for the time series was known, and hence
Q0y backforecasts were supplied in y, then b contains Q0y ‘filtered’ backforecasts followed by the
filtered series. Otherwise, the filtered series begins at the start of b just as the original series
began at the start of y. In either case, if the value of the series at time t is held in y½t� 1�, then
the filtered value at time t is held in b½t� 1�.

9: nb – Integer Input

On entry: the dimension of the array b. In addition to holding the returned filtered series, b is
also used as an intermediate work array if the ARIMA model for the time series was known.

Constraints:

if arimav is NULL, nb 	 nyþmax K3; K1 þK2ð Þ;
if arimav is not NULL, nb 	 ny.

Where

K1 ¼ arimaf:pþ arimaf:bigp� arimaf:s;
K2 ¼ arimaf:dþ arimaf:bigd� arimaf:s;
K3 ¼ arimaf:qþ arimaf:bigq� arimaf:s.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

The array b is too small. Minimum required size: valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.
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NE_CONSTRAINT

On entry, arimaf ¼ valueh i.
Constraint: arimaf:bigd 	 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:bigp 	 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:bigq 	 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:d 	 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:pþ arimaf:qþ arimaf:bigpþ arimaf:bigq > 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:p 	 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:q 	 0.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:s 6¼ 1.

On entry, arimaf ¼ valueh i.
Constraint: arimaf:s 	 0.

On entry, arimaf ¼ valueh i.
Constraint: if arimaf:s ¼ 0, arimaf:bigpþ arimaf:bigdþ arimaf:bigq ¼ 0.

On entry, arimaf ¼ valueh i.
Constraint: if arimaf:s 6¼ 0, arimaf:bigpþ arimaf:bigdþ arimaf:bigq 6¼ 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:bigd 	 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:bigp 	 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:bigq 	 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:d 	 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:p 	 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:q 	 0.

On entry, arimav ¼ valueh i.
Constraint: arimav:s 6¼ 1.

On entry, arimav ¼ valueh i.
Constraint: arimav:s 	 0.

On entry, arimav ¼ valueh i.
Constraint: if arimav:s ¼ 0, arimav:bigpþ arimav:bigdþ arimav:bigq ¼ 0.

On entry, arimav ¼ valueh i.
Constraint: if arimav:s 6¼ 0, arimav:bigpþ arimav:bigdþ arimav:bigq 6¼ 0.

On entry, npar is inconsistent with arimaf and arimav: npar ¼ valueh i.

NE_INIT_FILTER

The initial values of the filtered series are indeterminate for the given models.
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NE_INT

On entry, ny is too small to carry out requested filtering: ny ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the function call and any array sizes. If the
call is correct then please contact NAG for assistance.

An unexpected error has been triggered by this function. Please contact NAG.
See Section 2.7.6 in How to Use the NAG Library and its Documentation for further information.

NE_NO_LICENCE

Your licence key may have expired or may not have been installed correctly.
See Section 2.7.5 in How to Use the NAG Library and its Documentation for further information.

NE_ORDERS_ARIMA

On entry, arimaf or arimav is invalid.

The orders vector for the ARIMA model is invalid.

NE_ORDERS_FILTER

The orders vector for the filtering model is invalid.

7 Accuracy

Accuracy and stability are high except when the MA parameters are close to the invertibility boundary.

8 Parallelism and Performance

nag_tsa_arma_filter (g13bac) is threaded by NAG for parallel execution in multithreaded implementa-
tions of the NAG Library.

nag_tsa_arma_filter (g13bac) makes calls to BLAS and/or LAPACK routines, which may be threaded
within the vendor library used by this implementation. Consult the documentation for the vendor library
for further information.

Please consult the x06 Chapter Introduction for information on how to control and interrogate the
OpenMP environment used within this function. Please also consult the Users' Note for your
implementation for any additional implementation-specific information.

9 Further Comments

If an ARIMA model is supplied, local workspace arrays of fixed lengths are allocated internally by
nag_tsa_arma_filter (g13bac). The total size of these arrays amounts to K Integer elements and
K � K þ 2ð Þ double elements, where K ¼ arimaf:qþ arimaf:bigq� arimaf:sþ arimav:pþ
arimav:dþ arimav:bigpþ arimav:bigdð Þ � arimav:s.

The time taken by nag_tsa_arma_filter (g13bac) is approximately proportional to

ny� arimaf:pþ arimaf:qþ arimaf:bigpþ arimaf:bigqð Þ;

with an appreciable fixed increase if an ARIMA model is supplied for the time series.

10 Example

This example reads a time series of length 296. It reads the univariate ARIMA 4; 0; 2; 0; 0; 0; 0ð Þ model
and the ARIMA filtering 3; 0; 0; 0; 0; 0; 0ð Þ model for the series. Two initial backforecasts are required
and these are calculated by a call to nag_tsa_multi_inp_model_forecast (g13bjc). The backforecasts are
inserted at the start of the series and nag_tsa_arma_filter (g13bac) is called to perform the calculations.
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10.1 Program Text

/* nag_tsa_arma_filter (g13bac) Example Program.
*
* NAGPRODCODE Version.
*
* Copyright 2016 Numerical Algorithms Group.
*
* Mark 26, 2016.
*/

#include <stdio.h>
#include <nag.h>
#include <nag_stdlib.h>
#include <nagg13.h>

int main(void)
{

/* Scalars */
double a1, a2, cx, cy;
Integer i, idd, ii, ij, iqxd,

j, k, n, nb, ni, npar, nparx, nx, ny,
nser, npara, tdxxy, tdmrx, ldparx, tdparx;

Integer exit_status = 0;

/* Arrays */
double *b = 0, *fsd = 0, *fva = 0, *par = 0, *parx = 0,

*x = 0, *y = 0, *rms = 0, *parxx = 0;
Integer mr[14], mrx[7], *mrxx = 0;
Nag_ArimaOrder arimaj, arimaf, arimav;
Nag_TransfOrder transfj;
Nag_G13_Opt options;
NagError fail;

INIT_FAIL(fail);

exit_status = 0;

/* Initialize the options structure used by nag_tsa_multi_inp_model_forecast
* (g13bjc) */

/* nag_tsa_options_init (g13bxc).
* Initialization function for option setting
*/

nag_tsa_options_init(&options);

printf("nag_tsa_arma_filter (g13bac) Example Program Results\n");

/* Skip heading in data file */
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif
#ifdef _WIN32

scanf_s("%" NAG_IFMT "%*[^\n] ", &nx);
#else

scanf("%" NAG_IFMT "%*[^\n] ", &nx);
#endif

if (nx > 0) {
/* Allocate array x */
if (!(x = NAG_ALLOC(nx + 2, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nx; ++i)
#ifdef _WIN32

scanf_s("%lf", &x[i - 1]);
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#else
scanf("%lf", &x[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read univariate Arima for series */
for (i = 1; i <= 7; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &mrx[i - 1]);

#else
scanf("%" NAG_IFMT "", &mrx[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

#ifdef _WIN32
scanf_s("%lf%*[^\n] ", &cx);

#else
scanf("%lf%*[^\n] ", &cx);

#endif

nparx = mrx[0] + mrx[2] + mrx[3] + mrx[5];

arimaj.p = mrx[0];
arimaj.d = mrx[1];
arimaj.q = mrx[2];
arimaj.bigp = mrx[3];
arimaj.bigd = mrx[4];
arimaj.bigq = mrx[5];
arimaj.s = mrx[6];

nser = 1;

if (nparx > 0) {
/* Allocate array parx */
if (!(parx = NAG_ALLOC(nparx + nser, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

for (i = 1; i <= nparx; ++i)
#ifdef _WIN32

scanf_s("%lf", &parx[i - 1]);
#else

scanf("%lf", &parx[i - 1]);
#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Read model by which to filter series */
for (i = 1; i <= 7; ++i)

#ifdef _WIN32
scanf_s("%" NAG_IFMT "", &mr[i - 1]);

#else
scanf("%" NAG_IFMT "", &mr[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else
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scanf("%*[^\n] ");
#endif

arimaf.p = mr[0];
arimaf.d = mr[1];
arimaf.q = mr[2];
arimaf.bigp = mr[3];
arimaf.bigd = mr[4];
arimaf.bigq = mr[5];
arimaf.s = mr[6];

npar = mr[0] + mr[2] + mr[3] + mr[5];
if (npar > 0) {

/* Allocate array par */
if (!(par = NAG_ALLOC(npar + nparx, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
for (i = 1; i <= npar; ++i)

#ifdef _WIN32
scanf_s("%lf", &par[i - 1]);

#else
scanf("%lf", &par[i - 1]);

#endif
#ifdef _WIN32

scanf_s("%*[^\n] ");
#else

scanf("%*[^\n] ");
#endif

/* Initially backforecast QY values */
/* (1) Reverse series in situ */
n = nx / 2;
ni = nx;
for (i = 1; i <= n; ++i) {

a1 = x[i - 1];
a2 = x[ni - 1];
x[i - 1] = a2;
x[ni - 1] = a1;
--ni;

}
idd = mrx[1] + mrx[4];
/* (2) Possible sign reversal for ARIMA constant */
if (idd % 2 != 0)

cx = -cx;

/* (3) Calculate number of backforecasts required */
iqxd = mrx[2] + mrx[5] * mrx[6];

/* Calculate series length */
ny = nx + iqxd;

/* Allocate array y */
if (!(y = NAG_ALLOC(ny, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

if (iqxd != 0) {
/* Allocate arrays fsd, fva and st. */
if (!(fsd = NAG_ALLOC(iqxd, double)) ||

!(fva = NAG_ALLOC(iqxd, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}
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/* (4) Set up parameter list for call to forecast
* routine g13bjc
*/

npara = nparx + nser;
parx[npara - 1] = cx;
tdxxy = nser;
tdmrx = nser - 1;
ldparx = nser - 1;
tdparx = nser - 1;
if (!(rms = NAG_ALLOC(nser, double)) ||

!(parxx = NAG_ALLOC(nser, double)) ||
!(mrxx = NAG_ALLOC(7 * nser, Integer)))

{
printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* nag_tsa_transf_orders (g13byc).
* Allocates memory to transfer function model orders
*/

nag_tsa_transf_orders(nser, &transfj, &fail);
if (fail.code != NE_NOERROR) {

printf("Error from nag_tsa_transf_orders (g13byc)"
".\n%s\n", fail.message);

exit_status = 1;
goto END;

}

rms[0] = 0;
transfj.nag_b = 0;
transfj.nag_q = 0;
transfj.nag_p = 0;
transfj.nag_r = 1;
for (i = 1; i <= 7; ++i)

mrxx[i - 1] = 0;
parxx[0] = 0;

/* Tell nag_tsa_multi_inp_model_forecast (g13bjc) not to
* print parameters on entry */

options.list = Nag_FALSE;

/* nag_tsa_multi_inp_model_forecast (g13bjc).
* Forecasting function
*/

nag_tsa_multi_inp_model_forecast(&arimaj, nser, &transfj,
parx, npara, nx, iqxd, x,
tdxxy, rms, mrxx, tdmrx,
parxx, ldparx, tdparx,
fva, fsd, &options, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tsa_multi_inp_model_forecast "

"(g13bjc).\n%s\n", fail.message);
exit_status = 1;
goto END;

}

j = iqxd;
for (i = 1; i <= iqxd; ++i) {

y[i - 1] = fva[j - 1];
--j;

}

/* Move series into y */
j = iqxd + 1;
k = nx;
for (i = 1; i <= nx; ++i) {

if (j > 305)
goto END;

y[j - 1] = x[k - 1];
++j;
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--k;
}

}

/* Move ARIMA for series into mr */
for (i = 1; i <= 7; ++i)

mr[i + 6] = mrx[i - 1];

arimav.p = mr[7];
arimav.d = mr[8];
arimav.q = mr[9];
arimav.bigp = mr[10];
arimav.bigd = mr[11];
arimav.bigq = mr[12];
arimav.s = mr[13];

/* Move parameters of ARIMA for y into par */
for (i = 1; i <= nparx; ++i)

par[npar + i - 1] = parx[i - 1];
npar += nparx;

/* Move constant and reset sign reversal */
cy = cx;
if (idd % 2 != 0)

cy = -cy;

/* Set parameters for call to filter routine
* nag_tsa_arma_filter (g13bac) */

nb = ny + MAX(mr[2] + mr[5] * mr[6],
mr[0] + mr[1] + (mr[3] + mr[4]) * mr[6]);

/* Allocate array b */
if (!(b = NAG_ALLOC(nb, double)))
{

printf("Allocation failure\n");
exit_status = -1;
goto END;

}

/* Filter series by call to nag_tsa_arma_filter (g13bac) */
/* nag_tsa_arma_filter (g13bac).
* Multivariate time series, filtering (pre-whitening) by an
* ARIMA model
*/

nag_tsa_arma_filter(y, ny, &arimaf, &arimav, par, npar, cy, b,
nb, &fail);

if (fail.code != NE_NOERROR) {
printf("Error from nag_tsa_arma_filter (g13bac).\n%s\n",

fail.message);
exit_status = 1;
goto END;

}

printf("\n");
printf(" Original Filtered\n");
printf("Backforecasts y-series series\n");
if (iqxd != 0) {

ij = -iqxd;
for (i = 1; i <= iqxd; ++i) {

printf("%8" NAG_IFMT "%17.4f%15.4f\n", ij, y[i - 1], b[i - 1]);
++ij;

}
}

printf("\n");
printf(" Filtered Filtered "

"Filtered Filtered\n");
printf(" series series "

" series series\n");
for (i = iqxd + 1; i <= ny; i += 4) {

for (ii = i; ii <= MIN(ny, i + 3); ++ii) {
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printf("%5" NAG_IFMT "", ii - iqxd);
printf("%9.4f ", b[ii - 1]);

}
printf("\n");

}
}

}
}

END:

/* Free the options structure used by nag_tsa_multi_inp_model_forecast
* (g13bjc) */

/* nag_tsa_free (g13xzc).
* Freeing function for use with g13 option setting
*/

nag_tsa_free(&options);

NAG_FREE(b);
NAG_FREE(fsd);
NAG_FREE(fva);
NAG_FREE(par);
NAG_FREE(parx);
NAG_FREE(x);
NAG_FREE(y);
NAG_FREE(rms);
NAG_FREE(parxx);
NAG_FREE(mrxx);

return exit_status;
}

10.2 Program Data

nag_tsa_arma_filter (g13bac) Example Program Data
296

53.8 53.6 53.5 53.5 53.4 53.1 52.7 52.4 52.2 52.0 52.0 52.4 53.0 54.0 54.9 56.0
56.8 56.8 56.4 55.7 55.0 54.3 53.2 52.3 51.6 51.2 50.8 50.5 50.0 49.2 48.4 47.9
47.6 47.5 47.5 47.6 48.1 49.0 50.0 51.1 51.8 51.9 51.7 51.2 50.0 48.3 47.0 45.8
45.6 46.0 46.9 47.8 48.2 48.3 47.9 47.2 47.2 48.1 49.4 50.6 51.5 51.6 51.2 50.5
50.1 49.8 49.6 49.4 49.3 49.2 49.3 49.7 50.3 51.3 52.8 54.4 56.0 56.9 57.5 57.3
56.6 56.0 55.4 55.4 56.4 57.2 58.0 58.4 58.4 58.1 57.7 57.0 56.0 54.7 53.2 52.1
51.6 51.0 50.5 50.4 51.0 51.8 52.4 53.0 53.4 53.6 53.7 53.8 53.8 53.8 53.3 53.0
52.9 53.4 54.6 56.4 58.0 59.4 60.2 60.0 59.4 58.4 57.6 56.9 56.4 56.0 55.7 55.3
55.0 54.4 53.7 52.8 51.6 50.6 49.4 48.8 48.5 48.7 49.2 49.8 50.4 50.7 50.9 50.7
50.5 50.4 50.2 50.4 51.2 52.3 53.2 53.9 54.1 54.0 53.6 53.2 53.0 52.8 52.3 51.9
51.6 51.6 51.4 51.2 50.7 50.0 49.4 49.3 49.7 50.6 51.8 53.0 54.0 55.3 55.9 55.9
54.6 53.5 52.4 52.1 52.3 53.0 53.8 54.6 55.4 55.9 55.9 55.2 54.4 53.7 53.6 53.6
53.2 52.5 52.0 51.4 51.0 50.9 52.4 53.5 55.6 58.0 59.5 60.0 60.4 60.5 60.2 59.7
59.0 57.6 56.4 55.2 54.5 54.1 54.1 54.4 55.5 56.2 57.0 57.3 57.4 57.0 56.4 55.9
55.5 55.3 55.2 55.4 56.0 56.5 57.1 57.3 56.8 55.6 55.0 54.1 54.3 55.3 56.4 57.2
57.8 58.3 58.6 58.8 58.8 58.6 58.0 57.4 57.0 56.4 56.3 56.4 56.4 56.0 55.2 54.0
53.0 52.0 51.6 51.6 51.1 50.4 50.0 50.0 52.0 54.0 55.1 54.5 52.8 51.4 50.8 51.2
52.0 52.8 53.8 54.5 54.9 54.9 54.8 54.4 53.7 53.3 52.8 52.6 52.6 53.0 54.3 56.0
57.0 58.0 58.6 58.5 58.3 57.8 57.3 57.0

4 0 2 0 0 0 0
0.000
2.420 -2.380 1.160 -0.230 0.310 -0.470
3 0 0 0 0 0 0
1.970 -1.370 0.340

10.3 Program Results

nag_tsa_arma_filter (g13bac) Example Program Results

Original Filtered
Backforecasts y-series series

-2 49.9807 3.4222
-1 52.6714 3.0809

g13bac NAG Library Manual

g13bac.12 Mark 26



Filtered Filtered Filtered Filtered
series series series series

1 2.9813 2 2.7803 3 3.7057 4 3.2450
5 3.0760 6 3.0070 7 3.0610 8 3.1720
9 3.1170 10 3.0360 11 3.2580 12 3.4520

13 3.3320 14 3.6980 15 3.3140 16 3.8070
17 3.3330 18 2.9580 19 3.2800 20 3.0960
21 3.2270 22 3.0830 23 2.6410 24 3.1870
25 2.9910 26 3.1110 27 2.8460 28 3.0240
29 2.7030 30 2.6130 31 2.8060 32 2.9560
33 2.8170 34 2.8950 35 2.8510 36 2.9160
37 3.2530 38 3.3050 39 3.1830 40 3.3760
41 2.9730 42 2.8610 43 3.0490 44 2.8420
45 2.3190 46 2.3660 47 2.9410 48 2.3810
49 3.3420 50 2.9340 51 3.1800 52 2.9230
53 2.6470 54 2.8860 55 2.5310 56 2.6200
57 3.4170 58 3.4940 59 3.2590 60 3.1310
61 3.1420 62 2.6710 63 2.8990 64 2.8180
65 3.2150 66 2.8800 67 2.9610 68 2.8800
69 3.0020 70 2.8930 71 3.1210 72 3.2210
73 3.2040 74 3.5360 75 3.7520 76 3.5630
77 3.7260 78 3.1560 79 3.6310 80 2.9380
81 3.1480 82 3.4490 83 3.1400 84 3.7380
85 4.1200 86 3.1540 87 3.7480 88 3.3280
89 3.3640 90 3.3400 91 3.3950 92 3.0720
93 3.0050 94 2.8520 95 2.7810 96 3.1950
97 3.2490 98 2.6370 99 3.0080 100 3.2410

101 3.5570 102 3.2080 103 3.0880 104 3.3980
105 3.1660 106 3.1960 107 3.2460 108 3.2870
109 3.1590 110 3.2620 111 2.7280 112 3.4130
113 3.2190 114 3.6750 115 3.8550 116 4.0100
117 3.5380 118 3.8440 119 3.4660 120 3.0640
121 3.4780 122 3.1140 123 3.5300 124 3.2400
125 3.3630 126 3.2610 127 3.3020 128 3.1150
129 3.3280 130 2.8730 131 3.0800 132 2.8390
133 2.6570 134 3.0260 135 2.4580 136 3.2600
137 2.8380 138 3.2150 139 3.1140 140 3.1050
141 3.1400 142 2.9100 143 3.1370 144 2.7500
145 3.1160 146 3.0680 147 2.8590 148 3.3840
149 3.5500 150 3.4160 151 3.1770 152 3.3390
153 3.0190 154 3.1780 155 3.0110 156 3.1940
157 3.2680 158 3.0500 159 2.8060 160 3.1850
161 3.0560 162 3.2690 163 2.7940 164 3.0900
165 2.7100 166 2.7890 167 2.9510 168 3.2440
169 3.2570 170 3.4360 171 3.4450 172 3.3780
173 3.3520 174 3.9180 175 2.9190 176 3.1780
177 2.2580 178 3.5150 179 2.8010 180 3.6030
181 3.2610 182 3.5300 183 3.3270 184 3.4420
185 3.5240 186 3.2720 187 3.1110 188 2.8240
189 3.2330 190 3.1500 191 3.5710 192 3.0810
193 2.7820 194 2.9040 195 3.2350 196 2.7970
197 3.1320 198 3.1680 199 4.5210 200 2.6650
201 4.6870 202 3.9470 203 3.2220 204 3.3410
205 3.9950 206 3.4820 207 3.3630 208 3.4550
209 3.2950 210 2.6910 211 3.4600 212 2.9440
213 3.4400 214 3.1830 215 3.4200 216 3.4100
217 4.0550 218 2.9990 219 3.8250 220 3.1340
221 3.5010 222 3.0430 223 3.2660 224 3.3660
225 3.2650 226 3.3720 227 3.2880 228 3.5470
229 3.6840 230 3.3100 231 3.6790 232 3.1780
233 2.9360 234 2.7910 235 3.8020 236 2.6100
237 4.1690 238 3.7460 239 3.4560 240 3.3910
241 3.5820 242 3.6220 243 3.4870 244 3.5770
245 3.4240 246 3.3960 247 3.1220 248 3.4300
249 3.4580 250 3.0280 251 3.7660 252 3.3770
253 3.2470 254 3.0180 255 2.9720 256 2.8000
257 3.2040 258 2.8020 259 3.4100 260 3.1680
261 2.4600 262 2.8810 263 3.1750 264 3.1740
265 4.8640 266 3.0600 267 2.9600 268 2.2530
269 2.5620 270 3.3150 271 3.3480 272 3.5900
273 3.2560 274 3.2320 275 3.6160 276 3.1700
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277 3.2890 278 3.1200 279 3.3300 280 2.9910
281 2.9420 282 3.4070 283 2.8720 284 3.3470
285 3.1920 286 3.4880 287 4.0680 288 3.7550
289 3.0510 290 3.9680 291 3.3900 292 3.1380
293 3.6170 294 3.1700 295 3.4150 296 3.4830
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NAG Library Function Document

nag_tsa_transf_filter (g13bbc)

1 Purpose

nag_tsa_transf_filter (g13bbc) filters a time series by a transfer function model.

2 Specification

#include <nag.h>
#include <nagg13.h>

void nag_tsa_transf_filter (const double y[], Integer ny,
Nag_TransfOrder *transfv, Nag_ArimaOrder *arimas, const double par[],
Integer npar, double cy, double b[], Integer nb, NagError *fail)

3 Description

From a given series y1; y2; . . . ; yn a new series b1; b2; . . . ; bn is calculated using a supplied (filtering)
transfer function model according to the equation

bt ¼ �1bt�1 þ �2bt�2 þ � � � þ �pbt�p þ !0yt�b � !1yt�b�1 � � � � � !qyt�b�q: ð1Þ

As in the use of nag_tsa_arma_filter (g13bac), large transient errors may arise in the early values of bt
due to ignorance of yt for t < 0, and two possibilities are allowed.

(i) The equation (1) is applied from t ¼ 1þ bþ q; . . . ; n so all terms in yt on the right-hand side of (1)
are known, the unknown set of values bt for t ¼ bþ q; . . . ; bþ q þ 1� p being taken as zero.

(ii) The unknown values of yt for t � 0 are estimated by backforecasting exactly as for
nag_tsa_arma_filter (g13bac).

4 References

Box G E P and Jenkins G M (1976) Time Series Analysis: Forecasting and Control (Revised Edition)
Holden–Day

5 Arguments

1: y½ny� – const double Input

On entry: the Q0y backforecasts starting with backforecast at time 1�Q0y to backforecast at time
0 followed by the time series starting at time 1, where Q0y ¼ arimas:qþ arimas:bigq� arimas:s.
If there are no backforecasts either because the ARIMA model for the time series is not known or
because it is known but has no moving average terms, then the time series starts at the beginning
of y.

2: ny – Integer Input

On entry: the total number of backforecasts and time series data points in array y.

Constraint: ny 	 max 1þQ0y; npar
� �

.

3: transfv – Nag_TransfOrder * Input

On entry: the orders of the transfer function model where the triplet (transfv.nag_b, transfv.
nag_q, transfv.nag_p) corresponds to the triplet b; q; pð Þ as described in Section 2.3.1 in the g13
Chapter Introduction.
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Constraints:

transfv:nag b 	 0;
transfv:nag q 	 0;
transfv:nag p 	 0.

4: arimas – Nag_ArimaOrder * Input

On entry: if available, the orders for the filtering ARIMA model for the time series as a pointer
to structure of type Nag_ArimaOrder with the following members:

p – Integer
d – Integer Input
q – Integer Input
bigp – Integer Input
bigd – Integer Input
bigq – Integer Input
s – Integer Input

On entry: these seven members of arimas must specify the orders vector
p; d; q; P ;D;Q; sð Þ, respectively, of the ARIMA model for the output noise component.

p, q, P and Q refer, respectively, to the number of autoregressive (
), moving average (�),
seasonal autoregressive (�) and seasonal moving average (�) parameters.

d, D and s refer, respectively, to the order of non-seasonal differencing, the order of
seasonal differencing and the seasonal period.

If no ARIMA model for the series is to be supplied arimas should be set to a NULL pointer.

Constraints:

arimas:p 	 0;
arimas:d 	 0;
arimas:q 	 0;
arimas:bigp 	 0;
arimas:bigd 	 0;
arimas:bigq 	 0;
arimas:s 	 0;
arimas:s 6¼ 1;
if arimas:s ¼ 0, arimas:bigpþ arimas:bigdþ arimas:bigq ¼ 0;
if arimas:s 6¼ 0, arimas:bigpþ arimas:bigdþ arimas:bigq 6¼ 0.

5: par½npar� – const double Input

On entry: the parameters of the filtering transfer function model followed by the parameters of
the ARIMA model for the time series. In the transfer function model the parameters are in the
standard order of MA-like followed by AR-like operator parameters. In the ARIMA model the
parameters are in the standard order of non-seasonal AR and MA followed by seasonal AR and
MA.

6: npar – Integer Input

On entry: the total number of parameters held in array par.

Constraints:

if arimas is not NULL, npar ¼ transfv:nag qþ transfv:nag pþ 1;
if arimas is NULL, npar ¼ transfv:nag qþ transfv:nag pþ 1þ arimas:pþ
arimas:qþ arimas:bigpþ arimas:bigq.
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7: cy – double Input

On entry: if the ARIMA model is known (i.e., arimas is NULL), cy must specify the constant
term of the ARIMA model for the time series. If this model is not known (i.e.,
arimas is not NULL) then cy is not used.

8: b½nb� – double Output

On exit: the filtered output series. If the ARIMA model for the time series was known, and hence
Q0y backforecasts were supplied in y, then b contains Q0y ‘filtered’ backforecasts followed by the
filtered series. Otherwise, the filtered series begins at the start of b just as the original series
began at the start of y. In either case, if the value of the series at time t is held in y½t� 1�, then
the filtered value at time t is held in b½t� 1�.

9: nb – Integer Input

On entry: the dimension of the array b.

In addition to holding the returned filtered series, b is also used as an intermediate work array if
the ARIMA model for the time series is known.

Constraints:

if arimas is not NULL, nb 	 ny;
if arimas is NULL, nb 	 nyþmax transfv:nag bþ transfv:nag q; transfv:nag pð Þ.

10: fail – NagError * Input/Output

The NAG error argument (see Section 2.7 in How to Use the NAG Library and its
Documentation).

6 Error Indicators and Warnings

NE_ALLOC_FAIL

Dynamic memory allocation failed.
See Section 2.3.1.2 in How to Use the NAG Library and its Documentation for further
information.

NE_ARRAY_SIZE

The array b is too small. Minimum required size: valueh i.

NE_BAD_PARAM

On entry, argument valueh i had an illegal value.

NE_CONSTRAINT

On entry, arimas ¼ valueh i.
Constraint: arimas:bigd 	 0.

On entry, arimas ¼ valueh i.
Constraint: arimas:bigp 	 0.

On entry, arimas ¼ valueh i.
Constraint: arimas:bigq 	 0.

On entry, arimas ¼ valueh i.
Constraint: arimas:d 	 0.

On entry, arimas ¼ valueh i.
Constraint: arimas:p 	 0.
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On entry, arimas ¼ valueh i.
Constraint: arimas:q 	 0.

On entry, arimas ¼ valueh i.
Constraint: arimas:s 6¼ 1.

On entry, arimas ¼ valueh i.
Constraint: arimas:s 	 0.

On entry, arimas ¼ valueh i.
Constraint: if arimas:s ¼ 0, arimas:bigpþ arimas:bigdþ arimas:bigq ¼ 0.

On entry, arimas ¼ valueh i.
Constraint: if arimas:s 6¼ 0, arimas:bigpþ arimas:bigdþ arimas:bigq 6¼ 0.

On entry, transfv ¼ valueh i.
Constraint: transfv:nag b 	 0.

On entry, transfv ¼ valueh i.
Constraint: transfv:nag p 	 0.

On entry, transfv ¼ valueh i.
Constraint: transfv:nag q 	 0.

NE_INT

On entry, npar is inconsistent with transfv and arimas: npar ¼ valueh i.

NE_INTERNAL_ERROR

An internal error has occurred in this function. Check the fu